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The Abstract

As implemented in a new modern-Fortran code, NURBS-based isogeometric analysis (IGA) spatial

discretisations and self-adaptive mesh refinement (AMR) algorithms are developed in the application

to the first-order and second-order forms of the neutron transport equation (NTE).

These AMR algorithms are shown to be computationally efficient and numerically accurate when com-

pared to standard approaches. IGA methods are very competitive and offer certain unique advantages

over standard finite element methods (FEM), not least of all because the numerical analysis is per-

formed over an exact representation of the underlying geometry, which is generally available in some

computer-aided design (CAD) software description. Furthermore, mesh refinement can be performed

within the analysis program at run-time, without the need to revisit any ancillary mesh generator.

Two error measures are described for the IGA-based AMR algorithms, both of which can be employed

in conjunction with energy-dependent meshes. The first heuristically minimises any local contributions

to the global discretisation error, as per some appropriate user-prescribed norm. The second employs

duality arguments to minimise important local contributions to the error as measured in some quantity

of interest; this is commonly known as a dual-weighted residual (DWR) error measure and it demands

the solution to both the forward (primal) and the adjoint (dual) NTE.

Finally, convergent and stable diffusion acceleration and generalised minimal residual (GMRes) al-

gorithms, compatible with the aforementioned AMR algorithms, are introduced to accelerate the

convergence of the within-group self-scattering sources for scattering-dominated problems for the first

and second-order forms of the NTE. A variety of verification benchmark problems are analysed to

demonstrate the computational performance and efficiency of these acceleration techniques.
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Chapter 1

The Introduction

This chapter describes the recent innovations, research and development (R&D) in both civil and

defence-related nuclear-fission power technology. The UK is currently enjoying a renaissance of

nuclear-fission power, centered upon a new civil nuclear build programme and the replacement of

the Continuous At-Sea Deterrence (CASD) programme. A major focus of R&D within the UK’s civil

and defence nuclear-fission power programmes is to improve the performance, reliability and safety

of nuclear power plants (NPP), as well as to reduce the overall associated costs. Best estimate with

uncertainty (BEPU) numerical simulation methods play a key role in achieving these aims through

the reduction of any pessimism associated with the design of modern NPP. This provides the mo-

tivation for the development of those novel high-fidelity and high-performance self-adaptive neutron

transport algorithms presented in this thesis. In addition to the recent innovations in nuclear-fission

power technology, this chapter introduces the basic physical concepts, principles and mathematics of

theoretical and computational neutron transport. Finally, this chapter concludes with the scope for

the R&D presented in this thesis; and an outline of the structure of the remaining chapters.

1.1 The Motivation

Civil: World-wide energy demands continue to increase whilst conventional fossil fuel reserves are

steadily depleted. This, compounded with international commitments to global climate governance,

such as the 1997 Kyoto protocol and the 2015 Paris Agreement, provide the motivation to develop

low-carbon power generation technologies; e.g. the exploitation of solar, wind and tidal power [1, 2].

The UK government has set itself the target of becoming a net-zero carbon economy by 2050; cf. the

climate change act of 2008 [3]. This ambitious target presents many inter-related technical challenges

associated with both power generation and energy distribution, as well as transport infrastructure and

1



use within the UK. One of the major challenges is associated with power generation, in particular,

base-load power generation. The base-load on a power distribution grid is the minimum level of

demand on the grid over a prescribed period of time. In the consideration of an optimal energy-

mix of low cost, availability and reliability, this power demand on the grid is usually met by power

plants that provide continuous and constant power, dispatchable power generation or by a collection

of smaller intermittent energy sources. The remainder of demand, which varies throughout the day, is

met by dispatchable generation, such as load-following power plants, peaking power plants or energy

storage. Whilst it is important for the UK to maintain a diverse, low-carbon, energy generation

capacity through the use of green technologies, they are often rife with problems of intermittency

and distribution [4]. These types of power sources can give rise to both intentional or unintentional

drops in voltage, brown-outs, and power cuts or outages, black-outs. As such, solar, wind and tidal

power technologies can be unreliable providers of a constant base-load of electricity, even for the use

of smart-grid and energy storage technologies. The national grid has very little storage capacity and a

balance between supply and demand must be maintained at all times. This is facilitated by a variable

source of power; unfortunately, however, this comes primarily in the form of gas-fired power stations,

which are one of the most important sources of power in the UK for providing base-load power to

supplement the variable power. That being said, the UK does rely upon a fleet of 15 operating NPP,

including 14 advanced gas-cooled reactors (AGR) and one pressurised water reactor (PWR), that

provide ∼ 20% of the net generation of electricity [5]. A similar figure is recorded for the US and

OECD Europe, although their nuclear cultures are very different [6].

The first half of the twentieth century was a period of profound development for the physical sciences;

the two most significant scientific advances being the special theory of relativity and quantum theory

[7]. These theoretical developments in the physical sciences were made concurrently with experimental

discoveries in atomic and nuclear physics; including the discovery of the neutron in 1932, by Chadwick

[8]. In the same decade, this was followed by the discovery of nuclear fission by Germans Hahn and

Strassmann at the suggestion of Austrian-Swedish physicists, Meitner and Frisch [9, 10]. The famous

equation, E = mc2, first proposed by Poincaré and then made famous by Einstein’s special theory

of relativity, provides the fundamental mass-energy equivalence [11, 12]. In 1940, this led expatriate

German physicists, Frisch and Peierls to write the Frisch-Peierls memorandum, which was the first

technical exposition of a practical nuclear weapon. Subsequently, this persuaded the UK government

to form the Military Application of Uranium Detonation (MAUD) committee, which produced two

reports: Use of Uranium for a Bomb and Use of Uranium as a Source of Power. The latter laid the

foundations for the civilian use of nuclear power and the development of NPP.

The most widespread economic ramification of Einstein’s famous mass-energy equivalence relationship

is that embodied by NPP; where, on average, the thermal fission of a single Uranium-235 isotope
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releases ∼ 200.0 MeV; cf. the combustion of one carbon atom releases a mere ∼ 4.08 eV. In other

words, 1 kg of natural Uranium yields about ×20, 000 as much energy as the same amount of coal,

which makes the former a very portable and tradable commodity [13]. The initial cost of a NPP does

tend to be significantly more than that of a conventional coal-fired plant, or gas-fired one, due to

the relatively long period of construction; and the need for special materials and sophisticated safety

features. Once built, however, the operating costs become minimal, which is a reflection of the low

fuel costs. The US Nuclear Energy Institute suggests that this may be as much as 78% of the total

costs for a typical coal-fired plant; and 87% for a gas-fired plant. In the procurement of Uranium for

an NPP, this may be as low as 14%. More realistically, this figure rises to 34% when accounting for

the front-end costs associated with the enrichment and fabrication of the fuel pellets; and the back-end

costs associated with the management of radioactive waste and the reprocessing of spent fuel [14].

All of the UK AGR are scheduled to be decommissioned by 2030. The current programme for new

build reactors focusses on conventional generation III, such as the evolutionary power reactor (EPR)

by Framatome, previously Areva NP; two of which are currently under construction at the new Hinkley

Point C site [15]. This is the first new nuclear power station for a generation, which has the intended

capacity to meet ∼ 7% of the UK’s electrical power requirements. Also under consideration are the

generation III+ light-water reactors (LWR); such as Hitachi-GE’s UK advanced boiling-water reactor

(ABWR) [16]. Unfortunately, however, the Horizon Nuclear project plans for the Wylfa Newydd

site have been recently terminated [17, 18]. Turning towards more innovative technologies, the UK

is investing in advanced nuclear fission and fusion reactor designs; which include Westinghouse’s

generation IV lead-cooled fast reactor (LFR) technology and the UK’s Atomic Energy Authority

(UKAEA) Spherical Tokamak for Energy Production (STEP) programme [19,20]. In addition, Rolls-

Royce is leading a consortium of UK companies in the R&D of their first-of-kind generation III small

modular reactor (SMR) technology, the first of which is due in the early 2030s [21].

Defence: Since 1969, the UK’s Ministry of Defence (MoD) has provided a CASD in the form of bal-

listic missile submarines, or submersible ship ballistic missile nuclear (SSBN). The new Dreadnought-

class of SSBN will replace the current Vanguard-class by the 2030s and each new submarine is fitted

with Rolls-Royce’s most advanced reactor cores, the PWR3 nuclear steam raising plant (NSRP), which

allows for more than 20 years of continued operation without refuelling. Also within the MoD’s naval

nuclear propulsion programme (NNPP) is the requirement to replace the current fleet of Trafalgar-

class attack submarines, or submersible ship nuclear (SSN), by the new Astute-class; the last of which

will be in service by 2024. These submarines have been fitted with the latest core H design of the

PWR2 NSRP by Rolls-Royce; originally developed for the Vanguard-class of SSBN.
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Within the MoD’s NNPP, the development of modern, high-fidelity, BEPU modelling and simulation

(M&S) methods and the associated advances in high-performance computing (HPC) technology has

reduced the need for the experimental validation of new nuclear reactor designs. The advent of modern

high-fidelity, as-built, digital twin models will enable numerical simulations not only to inform the

design of the NNPP, but it will also provide assurance for the long-term behaviour of the NNPP,

without recourse to additional integral experiments, such as on-shore prototypes and test facilities.

Indeed, this is one of the reasons for decomissioning the Vulcan naval reactor test establishment

(NRTE) for PWR2 by 2033, along with the Dounreay site for PWR1 [22]. The closure of Vulcan NRTE

is driving innovation in the NNPP through the development of high-fidelity numerical codes that are

less reliant upon experimental data adjustment and assimilation; and ones that can test particular

design features outside of the in-service limits of an NPP through sub-system test rigs, individual

component tests and various other models and simulations; viz. in the application to advanced reactor

physics and radiation shielding, computational fluid dynamics (CFD) and fuel performance [23].

A better understanding of advanced nuclear reactors is crucial to improving their overall reliability,

performance, safety and availability; all of which can be achieved through improvements to high-fidelity

BEPU M&S methods. Certainly, there is the motivation to improve the underlying numerical methods

to allow for full three-dimensional (2D) heterogeneous nuclear reactor core calculations [24]. A nuclear

reactor is governed by the complex interaction of many physical processes, including: neutron and

gamma-ray transport; material composition and behaviour; fluid dynamics and thermal-hydraulic

effects. In an ideal and holistic approach, the physical processes involved would be modelled in

high fidelity and the coupling between these processes would be modelled explicitly within integrated

physics or multi-physics models. However, in practice, this may not be feasible, nor tractable, due to

the physical constraints of memory and performance of modern-day computers. Practically, each of the

physics models can be resolved separately and any interdependence accounted for by code coupling; cf.

the open-source multi-physics object-oriented simulation environment (MOOSE) framework [25,26].

1.2 Theoretical and Computational Neutronics

The migration of rarefied neutral particles through a host medium can be modelled by the neutron

transport equation (NTE), which is a linearised form of the non-linear Boltzmann transport equation

(BTE) and is central to a variety of academically and industrially important areas of engineering,

including: reactor physics, radiation shielding, nuclear criticality, medical imaging, nuclear security

and safeguards, cloud radiation physics, photon transport in plasmas and solar atmospheres, as well as

quantum transport in nano-scale electronic devices [27–31]. The BTE was first derived by the Austrian

physicist, Boltzmann, in 1872; whereas the NTE was first derived by Dutch physicists, Ornstein and
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Uhlenbeck, in 1937 [32,33]. There exist many forms of the NTE; q.v. Chapter 2. The solution of any

one of these is challenging, not least of all due to the seven-dimensional phase space that sufficiently

defines a neutron population.

Additional complexities are introduced when considering the multi-scale nature of most engineering

problems; viz. ranging from the meso-scale, including small air gaps in the cladding (mm) and

the fuel pins (cm); to the macro-scale, including assemblies and the entire reactor core (m). In the

consideration of reactor shielding, the computational domain extends beyond the reactor core where it

must be possible to model any radiation that has escaped. For civil NPP, the primary and secondary

reactor shields are typically very large in comparison to the size of the reactor core; whereas the

opposite is true for NSRP [34]. This is important from a design perspective in terms of both ensuring

the health and safety of those working in proximity to the NPP as well as being able to determine

accurately any possible irradiation damage to the primary and secondary systems [35]. Generally, the

lifetime of an NPP is determined by the integrity of its reactor pressure vessel (RPV), which ages and

becomes increasingly more brittle with neutron fluence [36,37].

In general, most nuclear reactor core and shield designs exhibit a high-degree of spatial heterogeneity in

terms of both the material properties and the geometric configuration, which may also incur significant

uncertainties. These complexities may be challenging to represent with a high degree of accuracy.

A further complication arises in the behaviour of the NTE, which is often not a smooth function

with respect to its independent variables of spatial position, energy, angle and time. Indeed, any

discontinuities in the solution to the first-order form of the neutron transport (FONT) equation may

propagate along its characteristics, which thus, exhibits the hyperbolic nature of this partial-integral-

differential equation (PIDE) [38]. Conversely, solutions to the second-order forms of the NTE exhibit

more diffusive-like properties, as one would expect from elliptic or parabolic PIDE [39, 40]. That

being said, these second-order forms of the NTE and even the neutron diffusion approximation can

still exhibit singularities in certain situations [41,42].

Generally, analytical solutions to the NTE exist only over (semi-)infinite media for singular eigenfunc-

tion expansions and Weiner-Hopf methods; and where analytical solutions do not exist, numerical ap-

proximations are employed to obtain physically useful and computationally tractable solutions [43,44].

A mathematical model serves as an idealisation of the true system as it pertains to the real physical

situation; yet, described by significantly less variables, or degrees of freedom (DoF), than that re-

quired to define the true system in all of its generality [45]. A well-posed initial value problem (IVP)

with a unique solution demands the prescription of initial conditions; and similarly, a boundary value

problem (BVP) demands the prescription of appropriate boundary conditions (BC).

The mathematical character of the underlying equations will often provide a guide to the appropriate
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numerical scheme to employ. That is, the numerical scheme should reflect the manner in which the

relevant information propagates throughout the domain. There exist, however, many trade-offs; e.g.

between the complexity of the model and the accuracy of the approximation; and the simplicity of

the data structures and the complexity of the algorithms [46]. To exploit the full potential of HPC

hardware architectures for solving very large, linear systems of algebraic equations, the independent

variables must first be discretised and any derivatives and integrals replaced by discrete representations

to yield a set of algebraic relations of M -number of linear equations in N -number of unknowns, for

i = 1, . . . ,M :
N∑

j=1

aijϕj = bi; (1.1)

with the system coefficients, aij ; the known sources, bi; and the unknowns, ϕj , to solve for as any

N -uple of values that satisfy the above, which can be posed as a general matrix equation [47]:

A · ϕ = b; (1.2a)

=⇒ ϕ = [A]-1 · b. (1.2b)

To comment on the notation above, an N -dimensional vector is denoted by an underlined lower-case

letter and an (N ×M)-dimensional matrix is denoted by a double-underlined upper-case letter; e.g.

b and A, respectively. When necessary, the entries (i) of a vector or (i, j) of a matrix are denoted by

bi = (b)i ∈ R
N and aij = (A)ij ∈ R

N×M , respectively.

Such high-fidelity numerical methods as those employed extensively in current practice are fast ap-

proaching the point where the major uncertainties in reactor theory are due mostly to those inaccu-

racies in the fundamental parametric data rather than any approximations due to the discretisation

methods themselves; q.v. Chapter 2.

1.2.1 Useful Quantities and Nuclear Data

The migration of neutrons within a host medium is often assimilated to that of rarefied gas molecules;

Boltzmann modelled such systems using statistical methods [32]. A similar approach was adopted by

Maxwell for the derivation of the Maxwell-Boltzmann distribution in 1860 [48, 49]. Employing the

concept of a statistical ensemble of a given system, this was then formalised by Gibbs in 1884 [50].

Due to their sheer number at any given moment, a population of neutrons can be approximated as a

probability distribution function (PDF) for the state of the system, as characterised by the momenta

and the positions of the particles. The solution to the BTE yields this PDF. In most situations, the

density of neutrons is such that the population can be modelled using averaged values. However, in

certain other situations, such as during nuclear reactor start up, this would not be appropriate and
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instead, one should consider the individual neutron fission chains using the Pal-Bell equation [51,52].

The most detailed description of a neutron population is encapsulated in a quantity known as the an-

gular neutron density, n(~r,E, ~Ω, t); such that n(~r,E, ~Ω, t)dV dEd2~Ω is the number of neutrons at time

t contained within the differential volume dV about ~r, a point represented by a triplet of coordinates

(x, y, z) in a Cartesian coordinate system, travelling in direction ~Ω contained within the differential

solid angle element d2~Ω, with energy E contained within the differential energy bin dE.

For an orthogonal geometric coordinate system, the components of the angular direction, ~Ω, may be

identified as the three direction cosines, µx, µy and µz that align locally with the corresponding unitary

vectors, ex, ey and ez, respectively, on the three axes:

~Ω = Ωx~ex +Ωy~ey +Ωz~ez, (1.3a)

= µx~ex + µy~ey + µz~ez. (1.3b)

As ~Ω represents a vector on the unit sphere, its components are constrained such that:

~Ω · ~Ω = (Ωx)
2 + (Ωy)

2 + (Ωz)
2 = 1. (1.4)

The differential solid angle may also be expressed in spherical coordinates as:

d2~Ω = sin θdθdψ, (1.5a)

= dµdψ; (1.5b)

where θ is the co-latitude, or polar angle formed with some directional axis; ψ is the longitude, or

azimuthal angle specifying the angle of rotation about that same axis; and letting µ = cos θ:

∫

4π
d2~Ω =

∫ 2π

0

∫ 1

-1
dµdψ = 4π. (1.6)

Even under steady state conditions, the exact number of neutrons per infinitesimal phase space volume

varies continuously with time. The angular neutron density therefore describes the mean statistical

behaviour of a large population of neutrons, which oscillates about an average expected value that is

related to the solution of the NTE.

More useful quantities for neutron transport are the angular neutron flux, ϕ, which is defined as the

product of the neutron speed, v, and the angular neutron density, n:

ϕ(~r,E, ~Ω, t) = v(E)n(~r,E, ~Ω, t)

[
1

cm2.eV.sr.s

]

; (1.7)

and the angular neutron current, ~, which represents the number of neutrons per unit volume, energy,
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solid angle and time traversing a differential surface, dS, with a unit-normal vector, ~n, located at ~r:

~(~r,E, ~Ω, t) = ~Ωϕ(~r,E, ~Ω, t)

[
1

cm2.eV.sr.s

]

. (1.8)

Performing a distribution reduction on ~Ω, one obtains the neutron scalar flux, φ:

φ(~r,E, t) =

∫

4π
ϕ(~r,E, ~Ω, t) d2~Ω

[
1

cm2.eV.s

]

; (1.9)

and the net neutron current, ~J , which represents the number of neutrons per unit volume, energy and

time crossing a differential surface, dS, with the unit-normal vector, ~n, located at ~r:

~J(~r,E, t) =

∫

4π

~Ωϕ(~r,E, ~Ω, t) d2~Ω

[
1

cm2.eV.s

]

. (1.10)

The angular current, ~, is positive if the neutrons cross the differential surface, dS, in the direction of

~n; and negative if they do not. As such, it is possible to define an outgoing partial current, J+, as

well as an incoming one, J -:

J±(~r,E, t) =

∫

~Ω·~n≷0

~Ωϕ(~r,E, ~Ω, t) · ~n(~r) d2~Ω; (1.11)

such that:

~J(~r,E, t) · ~n(~r) = J+(~r,E, t) + J -(~r,E, t). (1.12)

The Cross-Sections: A sufficient description of a neutron population requires knowledge of how

the neutral particles migrate in phase space and interact with the host medium. At the core of

such interactions is the nuclear cross-section; that is, the cross-section area of a (target) nucleus as it

appears to oncoming (projectile) neutrons. The basic physical data required by computational neutron

transport codes are the microscopic cross-sections, σi (cm2), which are highly dependent upon the

energy of the incident neutron, as well as the relative probabilities of collision; and characterise either

absorption or scattering events, as denoted by the index i. Although no time-dependence has been

assumed, the material properties do vary as a function of state-point parameters; e.g. temperature,

burn-up and poisoning during reactor operation. Generally, the microscopic cross-sections are very

small and are more commonly expressed in units of barn (b), which is equivalent to 10-24 cm2.

Should a neutron be absorbed by a target nucleus it may induce a fission event, as denoted by the

subscript f , which is accompanied by the release of a few prompt neutrons. Otherwise, the neutron

has been captured, as denoted by the subscript c, and no other neutrons are released by the compound

nucleus, which itself may de-excite by γ-ray emission, (n, γ), or α-particle emission, (n, α).

The nuclear cross-sections are expressed in terms of the relative speeds of the incident neutron and

the target nucleus. The latter may be assumed to be stationary with respect to the former because
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the kinetic energy due to the thermal motion of the background is generally so much less than that

possessed by the incoming neutron. Clearly, however, the velocity distribution of the target nuclei is

temperature-dependent; and therefore so is the rate of interaction. For those cross-sections that are

a relatively smooth function of energy, typically below 1.0 eV, the effect of varying temperature may

not be important. Yet, it becomes so for those cross-sections that are sharply peaked, typically in the

epi-thermal energy range, ∼ 1.0 eV to 0.1 MeV, which is characteristic of the (resolved) resonance

structure of the target nucleus. The temperature dependence of resonance absorption is important to

the stability of NPP as it allows for a negative feedback effect; whereby the rate of absorption increases

with temperature as the resonances become effectively wider and their peaks become smaller, this is

known as the Doppler broadening effect [53].

Scattering is characterised by those interactions through which a neutron changes in energy and

angular direction as it collides with a target nucleus. Across most of the range of energies, potential

elastic scatter is the dominant mode of scatter in LWR, where the slowing down, or down-scatter, of

neutrons occurs primarily in the moderator on Hydrogen atoms. Neither the scalar nor the angular

neutron fluxes are generally affected by the presence of any associated resonances, since they are

narrow in comparison to the maximum energy loss by collision [54]. Conversely, should a neutron

be travelling slowly enough that it finds itself in thermal equilibrium with its surroundings, it is as

likely to gain in kinetic energy as it is to lose it when colliding with a target nucleus. That is, the

thermal motion of the nucleus is transferred to the incoming neutron in an up-scattering event. In

the current context, it is sufficient to consider only potential elastic scattering; i.e. (n, n); and it will

not be necessary to consider higher-order scattering components; e.g. (n, 2n′). Assuming that any

quantum mechanical effects are unimportant, one can propose a treatment by classical mechanics in

the consideration of neutrons as point particles, or billiard balls [55].

For those neutron-induced nuclear reactions that emit neutrons, it is fitting to define a differential

microscopic cross-section, σi(~r,E′ → E, ~Ω′ → ~Ω), which represents the area of interaction per target

nucleus for a neutron at position ~r, with energy E′, and travelling in direction ~Ω′, to scatter into a

differential energy element dE about E and into a differential cone of direction d2~Ω about ~Ω.

For a given region of the host medium, the target nuclei may equally be characterised by a number

density, N ; by which it is assumed that the material of the region is homogeneous and static, such

that N is constant. Interpreted as the probability of collision per unit path length, the macroscopic

cross-sections, Σi (cm
-1), are related to the microscopic ones, σi, by:

Σi(~r,E) = N(~r)σi(~r,E). (1.13)

Similarly, one may define a differential macroscopic cross-section, Σi(~r,E′ → E, ~Ω′ → ~Ω), which repre-
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sents the probability per unit path length that a neutron at position ~r, with energy E′, and travelling

in direction ~Ω′, will scatter into a differential energy element dE about E and into a differential solid

angle of direction d2~Ω about ~Ω; where:

Σi(~r,E′) =
∫ ∞

0

∫

4π
Σi(~r,E′ → E, ~Ω′ → ~Ω) d2~ΩdE. (1.14)

Collecting the different types of interactions, one defines a macroscopic cross-section of total collision:

Σt(~r,E) = Σa(~r,E) + Σs(~r,E), (1.15a)

= Σc(~r,E) + Σf (~r,E) + Σs(~r,E). (1.15b)

Continuous energy nuclear cross-section data, as it has been presented thus far, are available for many

different isotopes in general-purpose point-wise evaluated nuclear data files (PENDF) such as the

Joint Evaluated Fission and Fusion (JEFF) Library of Nuclear Energy Agency (NEA) countries and

the (US) Evaluated Nuclear Data File (ENDF)/-VII [56, 57]. Nuclear data processing codes, such as

NJOY, employ various methods for the treatment of resonance effects and use approximate energy

spectra to condense the point-wise data into a group-wise format, which can then be edited to form

nuclear data libraries; e.g. the original 69-group WIMS library [58].

In the consideration of thermal reactors, the energy dependence of the neutron flux is dominated by

three principal phenomena in three distinct energy sub-ranges. The emission of prompt fission neutrons

at high energies, 1.0E−03 eV < E < 1.0E+07 eV, may be approximated by the Watt spectrum, χ(E);

where most neutrons are born with an average energy of 2.0 MeV [59]. The fraction of fast fission

neutrons born with energy between E and E+dE is given by χ(E)dE; whereby the fission spectrum

is normalised as
∫∞
0 χ(E)dE = 1. The slowing down of epi-thermal neutrons at intermediate energies,

1.0E+00 eV < E < 1.0E+05 eV, varies as 1/E; and those slow-moving neutrons at low energies,

1.0E−03 eV < E < 1.0E+00 eV, that are in thermal equilibrium with their surroundings, may be

approximated by a Maxwell-Boltzmann distribution [60,61].

The mention of group-wise, or energy-averaged, cross-section data begs the introduction of the multi-

group approximation; q.v. Section 2.4.1. Whilst this is formally reserved for Chapter 2, one mentions

briefly that the practical range of neutron energies, (EG, E0], is partitioned into distinct values, E0 >

E1 > · · · > EG, formingG energy groups, where the gth-group spans the half-closed interval: (Eg, Eg-1];

and one emphasises the importance of preserving the reaction rates of the form:

∫ Eg-1

Eg

Σi(~r,E)ϕ(~r,E,Ω) dE. (1.16)

Such integral quantities as Equation 1.16 appear in the NTE and any discretisation with respect to

energy should not alter the neutron balance; as such, a preservation of the reaction rates also ensures
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preservation criticality of the system, as quantified by the keff. Furthermore, the reaction rates are a

measurable quantity, whereas the scalar and the angular neutron fluxes are not.

To preserve any isotropy of the medium, the scalar neutron flux is employed as a weighting function

in the definition of the energy-averaged macroscopic cross-sections, for g = 1, . . . , G:

Σg
i (~r) =

∫ Eg-1

Eg
Σi(~r,E)φ(~r,E) dE

∫ Eg-1

Eg
φ(~r,E) dE

; (1.17)

and similarly for those differential macroscopic cross-sections, g′, g = 1, . . . , G:

Σg′→g
i (~r, ~Ω′ → ~Ω) =

∫ Eg-1

Eg

∫ Eg′-1

Eg′
Σi(~r,E′ → E, ~Ω′ · ~Ω)φ̂(~r,E′) dE′dE

∫ Eg′-1

Eg′
φ(~r,E′) dE′

. (1.18)

In a Catch-22 situation, the energy-averaged macroscopic cross-sections cannot be evaluated before

the scalar neutron flux is known; and, vice versa, the multi-group components of the scalar neutron

flux cannot be evaluated before the energy-averaged macroscopic cross-sections are known. Practically,

a good-enough approximation of the true scalar neutron flux is employed as a weighting function, such

that φ(~r,E) ≈ φ̂(~r,E); where φ̂ approximates the energy-dependence of the scalar neutron flux, φ.

Due to constraints in available computing resources, it is not possible to model the day-to-day steady-

state operation of an entire reactor in all of its generality. Provided an appropriate nuclear data

library, a lattice physics code can perform a very detailed neutronics analysis over a portion of the

reactor at different core conditions. For most modern-day lattice physics codes, it would be too time

consuming to solve the NTE in the same fine-group energy structure of the nuclear data library; and

therefore, it is practical to condense the cross-section data into a smaller, more manageable many-

group energy structure. Once the neutron flux distributions in space and energy are calculated over

the heterogenous problem, it is then possible to perform a spatial homogenisation, or smearing, to

define a simpler model over which effective cross-sections may be evaluated in a further-condensed

few-group energy structure. These homogenised few-group cross-sections are then tabulated against

the different state-point parameters and passed to a nodal code for full-core analyses. For example,

the WIMS code can employ the method of collision probability, q.v. Section 2.2.4.2, to generate

approximate fine-group flux spectra to condense the 172-group XMAS library data into nine to 20

groups, typically, to perform detailed many-group lattice calculations, which, subject to smearing and

a further condensation, are used to generate effective two-group cross-section data for PANTHER, a

nodal code by EDF [62, 63]. Where a good approximation of the spatial and energy dependence of

the neutron flux is provided by a detailed fine-mesh calculation, upon convergence, the reaction rates

must be conserved in the coarse-mesh one.

With an appreciation of how the basic nuclear data are obtained and processed, it is enough now to
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assume that effective multi-group macroscopic cross-sections will simply be supplied; along with all

other relevant problem specifications. As the coupling to thermal-hydraulics models is beyond the

scope of this work, it can be assumed that any temperature dependence has already been accounted

for in the data provided; and finally, it is assumed that any damage due to the irradiation of the host

medium is negligible within the time-scales considered.

That being said, the group-wise differential macroscopic scattering cross-sections demand further

attention. In addition to their dependence upon energy, they also depend upon both the neutron’s

incoming and outgoing angular directions. Rather than working in the laboratory (LAB) reference

system, it is much simpler to resolve the kinematics of elastic scattering in the centre-of-mass (CoM)

frame; where the moduli of the velocity vectors of each of the projectile and the target do not change,

remaining collinear after the collision [54]. Therefore, for isotropic media, the differential cross-section

depends only upon the angle of deviation formed by the incoming and outgoing directions in the CoM

frame, ~Ω′ and ~Ω, respectively; or rather its cosine, µC = ~Ω′ · ~Ω, such that, for g′, g = 1, . . . , G:

Σg′→g
i (~r, ~Ω′ → ~Ω) ≡ Σg′→g

s (~r, ~Ω′ · ~Ω). (1.19)

Due to rotational invariance in the azimuthal angle, ψ, in either of the two reference systems, the

probability of a neutron being emitted along any angle ψ is 1/2π; and for isotropic elastic scattering

in the CoM frame, the probability of a neutron being emitted in any angular direction, ~Ω, is 1/4π.

However, isotropy in the CoM frame does not imply isotropy in the LAB frame; where it may be

demonstrated that the average cosine of the angle of deviation is approximately [53]:

µ̄L ≈
2

3A
; (1.20)

where A is the atomic mass number of the target nuclide relative to the incident neutron.

As per the persistence of velocity, the above reflects a bias for scattering in the LAB frame to be

forward-peaked; whereby it may only become reasonable to assume isotropic scatter on target nuclides

of infinitely large mass number; i.e. µ̄L → 0 as A→∞. In the consideration of fission events, it can be

assumed that all prompt neutrons are emitted isotropically in both reference systems; and therefore,

no further treatment is required.

Those most useful quantities and terms mentioned above are recapitulated in Table 1.1; for they will

be referred to throughout the remainder of this thesis.
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Symbol Units Description

~r -
A position in the real physical space, V , as represented by
a vector in a Cartesian coordinate system; i.e. (x, y, z).

E eV Neutron energy.

~Ω -
An angular direction, as defined by a polar angle, θ, and
an azimuthal angle, ψ, and represented by a vector on the
unit sphere; i.e. (Ωx,Ωy,Ωz).

t s Time.
v(E) cms-1 Neutron speed; viz. the velocity magnitude, v = |~v|.
N(~r) cm-3 Density of target nuclei in the host medium.

n(~r,E, ~Ω, t) cm-3eV-1sr-1 Angular neutron density.

ϕ(~r,E, ~Ω, t) cm-2eV-1sr-1s-1 Angular neutron flux.

~(~r,E, ~Ω, t) cm-2eV-1sr-1s-1 Angular neutron current.
φ(~r,E, t) cm-2eV-1s-1 Scalar neutron flux.
~J(~r,E, t) cm-2eV-1s-1 Net neutron current.
σi(~r,E) cm2 or b Point-wise microscopic cross-section for i-type reactions.

σs(~r,E′ → E, ~Ω′ · ~Ω) cm2 or b Point-wise differential microscopic scatter cross-section.
Σg
i (~r) cm-1 Group-wise macroscopic cross-section for i-type reactions.

Σg′→g
s (~r, ~Ω′ · ~Ω) cm-1 Group-wise differential macroscopic scatter cross-section.
χ(~r,E) - Prompt fission spectrum.

Table 1.1: A recapitulation of a few useful quantities in neutronics.

1.2.2 Verification & Validation

In the development of computational methods, one must ensure that a numerical code has met its

design specifications by verifying that it correctly solves the governing field equations. Importantly,

code verification should not be confused with code validation, which itself may be more interested

in determining whether or not the correct underlying equations were chosen in the first place, by

comparing numerical results to experimental data [64–66]. Within the confines of the current research,

an emphasis is placed on code verification.

Throughout this thesis, to give an indication of the quality of the numerical approximation, one

will employ the subscripts h and p to denote, respectively, the characteristic mesh spacing and the

polynomial degree of the basis functions used to approximate the true solution. Although the spe-

cific techniques have not yet been formally introduced, it is sufficient to appreciate that Galerkin

discretisations of partial-differential equations (PIDE) asymptotically provide for consistently better

approximations under refinement; i.e. as h→ 0 and as p→∞. In fact, the theoretical rate at which

the error due to discretisation becomes vanishing may be known a priori. One may therefore verify the

numerical code by comparing theoretical orders-of-accuracy with observed ones. Clearly, this demands

knowledge of some true solution with which to compare against; whether that be in the form of ana-

lytical solutions to simple benchmarks or reference solutions provided by Monte Carlo codes. Instead,

however, one will rely primarily upon the method of manufactured solutions (MMS), which provides
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a formal procedure for code verification as presented by Salari [67]. The current implementation of

MMS follows the modified procedure as presented by Warsa [68].

In addition to tractability, one has the advantage of selecting the desired smoothness of the manufac-

tured solution, such that one may test the maximum achievable convergence rates with an infinitely

differentiable solution. The few available analytical solutions to the NTE generally contain disconti-

nuities, which tend degrade the accuracy of the discretisation [69].

When employed, one should recall that the manufactured solution will be chosen to assess the conver-

gence properties of the spatial discretisation and not any other discretisation of the other independent

variables; and each part of the numerical code will be verified, including: the consistency of the inte-

rior equations with prescribed BC; the conservative interpolation of a scalar field between volume and

surface meshes; and an ability to enforce continuity across irregular meshes.

1.3 The Scope of the Research

This thesis serves as an attempt by the author to collect all knowledge and appreciation of those

theoretical and computational aspects of neutronics assimilated throughout the period of research in

an effort to improve the spatial discretisation techniques and strategies thereof.

Due to the multi-scale and multi-physics challenges that nuclear reactors pose, it may only be feasible,

at a reasonable computational cost, to employ deterministic methods in operational situations. With

that in mind, the aim of this project is to develop both continuous and discontinuous self-adaptive

Galerkin IGA methods for the spatial discretisation of first-order and second-order forms of the NTE;

namely, the steady-state multi-group discrete-ordinates FONT(-SN) equations; the steady-state multi-

group discrete-ordinates self-adjoint angular flux (SAAF-SN) formulation; and the steady-state multi-

group neutron diffusion equations (NDE). These semi-discrete equations assume a preliminary discreti-

sation by the multi-group approximation and the discrete ordinates method with respect to energy

and angle, respectively; and will thus, provide a point of departure for the ensuing chapters.

In the application to reactor physics and radiation shielding, the current état de l‘art of spatial

discretisations are the standard FEM; however, the emerging (NURBS-based) IGA technology is very

competitive, offering certain unique advantages [70–72]:

• The integration of design and analysis.

• The analysis is performed on an exact representation of the underlying geometry; as described

in a basis of NURBS by some CAD software.
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• The exploitation of higher-order NURBS bases is facilitated by simple recursion formulae.

• The higher-order continuity exhibited by NURBS basis may offer more accuracy per DoF.

• The refinement of the mesh is performed within the analysis program at run-time, without the

need to (re-)communicate with any ancillary mesh generator.

• The integration of a cell-based adaptive refinement strategy is relatively straightforward.

As comparisons between IGA and FEM have been made aplenty, they will not be repeated here.

Within a new computational transport code, this work derives interpolation-based energy-driven

(NRG) and dual-weighted residual (DWR) a posteriori error measures to drive an AMR strategy

based upon the hierarchical nesting of meshes from previous iterations, whose modus operandi is anal-

ogous to those options of h-refinement and p-refinement available in standard FEM, with an additional

capacity for energy-dependent meshes. A global uniform refinement strategy will rarely allow for an

optimal use of computing resources, as defined by the greatest attainable accuracy per the fewest

possible DoF. As such, the NRG-AMR strategy aims to minimise the local contributions to the global

discretisation error, as measured in an appropriate norm. However, this may not be the ultimate goal

of the analysis; and again, such a strategy may not be optimal. Making use of duality arguments, the

more sophisticated DWR-AMR strategy minimises instead those important local contributions to the

error as measured in some specified quantity of interest (QoI).

The manner in which continuity is enforced across an irregular mesh is dependent upon the spatial

discretisation, which itself is dictated by the nature of the governing equations. For a continuous

Bubnov-Galerkin (CBG-)IGA discretisation of elliptic systems, continuity is enforced across irregu-

lar meshes via constraint equations derived from master/slave relationships based upon a Galerkin

projection, which is not dissimilar to that employed when evaluating the interpolation-based error

measures or the group-to-group sources on energy-dependent meshes. Separately, an interior penalty

scheme is applied to a discontinuous Galerkin (IP-DG-)IGA discretisation of the same elliptic systems.

Changing tack to a matrix-free approach, a marching scheme is applied to a DG-IGA discretisation of

hyperbolic systems; whereby continuity is weakly enforced through a Galerkin projection of upwinded

fluxes that follows the direction of neutron flight, as defined by some predetermined sweeping order.

Each of these discretisation schemes have been verified in terms of consistency, accuracy and efficiency

for a variety of test cases.

In the interest of developing robust and rapidly convergent iterative schemes that are compatible with

the aforementioned AMR strategies, an accelerated means of solving the discretised NTE is formulated

in the guise of the generalised minimal residual (GMRes) method, implemented as a wrapper around

the source-iteration (SI) procedure; in addition to diffusion synthetic acceleration (DSA) schemes,

that may benefit either of the transport solvers. In tandem, these techniques allow for a stable and
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marked acceleration of the convergence of the self-scattering sources.

To recapitulate, the novelties of this work are:

• A CBG-IGA discretisation of the multi-group NDE, with projection-based constraint equations.

• An IP-DG-IGA discretisation of the multi-group NDE, with optimised penalty parameters.

• A CBG-IGA discretisation of the multi-group SAAF-SN equations, with projection-based con-

straint equations.

• An IP-DG-IGA discretisation of the multi-group SAAF-SN equations, with optimised penalty

parameters

• A sweep-based DG-IGA discretisation of the multi-group FONT-SN equations.

• The capacity for energy-dependent meshes in each of the above discretisations.

• A wholly-local NRG-AMR-h(p) strategy that may benefit each of the above discretisations.

• A wholly-local DWR-AMR-h(p) strategy that may benefit each of the above discretisations.

• Verification of the above discretisations and AMR strategies over rational geometries.

• Stable and compatible DSA schemes that may benefit either of the SI procedure or the GMRes

method for each of the above AMR-h(p) strategies for each of the discretised forms of the NTE.

Based upon the object-oriented architecture of a standard FEM code, all of the above have been

developed, implemented and investigated in a new numerical code, written in Modern Fortran [73].

1.4 An Outline of the Thesis

The rest of the thesis has been organised into the following: Chapter 2 introduces the NTE and

presents some of the numerical techniques used to solve it. Chapter 3 acquaints the lector with IGA

as the spatial discretisation technique of choice; and importantly, explains the process of geometry

creation and conservation interpolation between different meshes; and sees the development of the

AMR strategies. Separate chapters have been dedicated to the discretisation of each of the multi-

group NDE; the multi-group SAAF-SN equations; and the multi-group FONT-SN equations; qq.v.

Chapter 4, Chapter 5 and Chapter 6, respectively. Chapter 7 applies acceleration techniques for the

discretised NTE that are compatible with the AMR strategies; namely, an accelerated solver in the

guise of GMRes; and stable DSA schemes. Finally, Chapter 8 summarises the findings of the current

thesis, upon which is based the proposal for some possible future works.
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Chapter 2

Deterministic Methods

This chapter introduces the neutron transport equation (NTE) in several of its most common partial-

integral-differential forms; including, the first-order form of the NTE (FONT), a linearised form of

the Boltzmann transport equation (BTE); along with its self-adjoint angular flux (SAAF) formulation

and the neutron diffusion approximation. In the theme of deterministic methods, a broad overview

of the legacy techniques are presented for their discretisation with respect to each of the independent

variables; yet, details of the actual spatial discretisation are reserved for later chapters.

2.1 An Introduction

Central to a complete understanding of nuclear reactor physics, radiation shielding and criticality

safety assessment is the NTE; various forms of which arise through the different assumptions and

approximations made in their derivation and manipulation. This in turn affects the mathematical

properties of the underlying model, which may be better suited to particular numerical methods.

The rest of the chapter is organised as follows: The FONT equation is introduced, namely a steady-

state linearised form of the BTE, along with its adjoint. This is followed by the second-order forms;

namely, the SAAF formulation. Whilst either first-order or second-order partial differential with

respect to space, the integral-differential forms of the neutron transport equation are integral with

respect to energy and angle. In turn, each of the independent variables is subject to discretisation by

some numerical approximation and such deterministic methods are discussed; and a solution method-

ology for the discretised system of algebraic equations is presented in the guise of the SI procedure.
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2.2 The First-Order Form of the Neutron Transport Equation

From the principle of particle conservation, the first-order form of the NTE was first established by

Ornstein and Uhlenbeck; who presented a systematic method for modelling the slowing down of a

neutron through paraffin; or simply put [33]:

Accumulation = Gains+ (Losses), (2.1a)

= Sources− Leakage− Total Collision. (2.1b)

Essentially, in the above one may consider a backward balance of neutrons, amongst those that have

been scattered or emitted by fission events in the immediate past, the gains; and amongst those that

are currently escaping or interacting with target nuclei, the losses.

2.2.1 A Linearised form of the Boltzmann Equation

The non-linear Boltzmann equation describes the average statistical behaviour of a large population

of particles; where even under steady-state conditions, the number density of neutrons, n, varies

continuously in time, oscillating about an expected value [74]. By definition, neutrons are neutral

particles unaffected by any charges of the background; it may therefore be assumed that they travel in

rectilinear paths until they either escape or collide with something else. The population of neutrons

is relatively sparse, 109 cm-3, in comparison to that of the target nuclei, 1022 cm-3, that make up

the surrounding host medium; with neutron-neutron interactions being so rare, one may consider the

linearised form:

1

v

∂

∂t
ϕ(~r,E, ~Ω, t) = -

d

ds
ϕ(~r,E, ~Ω, t)− Σt(~r,E)ϕ(~r,E, ~Ω, t) + q(~r,E, ~Ω, t). (2.2)

The above states simply that the time-dependent accumulation of neutrons per unit energy and solid

angle within a differential volume, dV , is due to the imbalance between the gains and losses of neutrons

within dV per unit energy and solid angle. The first term on the right-hand side of Equation 2.2 is

that of the streaming of neutrons, which actually represents the rate of change of the angular neutron

flux along the streaming path, s, in the direction of flight, ~Ω(µ,ψ). It is more convenient to express the

directional derivative in terms of a rectangular Cartesian coordinate system; as per Equation 1.3 [75]:
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∂

∂x
+ µy

∂

∂y
+ µz

∂

∂z
, (2.3b)

= ~Ω · ~∇; (2.3c)

where ~∇ retains its usual definition as a differential operator with respect to space; and as the angular

direction, ~Ω, has no spatial dependence, it may be written:

~Ω · ~∇ϕ(~r,E, ~Ω) = ~∇ · [~Ωϕ(~r,E, ~Ω)], (2.4a)

= ~∇ · ~(~r,E, ~Ω). (2.4b)

The streaming of neutrons may also represent the leakage of neutrons that leave, or enter, the differ-

ential volume, dV , through its bounding surface, dS; where the transfer of neutrons through dS per

unit energy and solid angle in the time interval dt can be expressed via the divergence theorem:

∫

V

~∇ · ~Ωϕ(~r,E, ~Ω, t) dV =

∫

∂V

~Ωϕ(~r,E, ~Ω, t) · ~n(~r) dS; (2.5)

where the outward pointing unit-normal vector on the surface is denoted by ~n.

Any interaction between a neutron and the host medium is described in terms of the probability of

such an interaction, or rather the macroscopic cross-section, Σi, of i-type interaction, as presented in

Chapter 1; and the cross-section of total collision may be defined, as per Equation 1.15.

One considers that the emission source density, q, comprises of three principal contributions to the

gains of a neutron population; respectively, those neutrons that are emitted at position ~r and time t

with energy E and angular direction ~Ω from scatter and fission events that are induced by neutrons

of any initial energy E′ and angular direction ~Ω′; as well as from extraneous or fixed neutron sources

that do not depend upon the angular neutron flux distribution:

q(~r,E, ~Ω, t) =

∫ ∞

0

∫

4π
Σs(~r,E′ → E, ~Ω′ · ~Ω)ϕ(~r,E′, ~Ω′, t) d2~Ω′dE′

+
1

4π
χ(~r,E)

∫ ∞

0
ν(~r,E′)Σf (~r,E′)φ(~r,E′, t) dE′

+ qx(~r,E, ~Ω, t).

(2.6)

For simplicity, it has been assumed in the above that the material properties are time-independent

and isotropic, such that any effects of temperature, burn-up and poisoning have been ignored during

reactor operation; and any interaction with a target nucleus is independent of the incoming direction

of the projectile neutron, as per Equation 1.19.
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With regard to the fission events, it is assumed that on average, ν prompt neutrons are always emitted

isotropically and instantaneously with a distribution in energy as that defined by the fission spectrum,

χ. One notes that ν is only slightly dependent upon the energy of the incident neutron, increasing

with E′; and often simply the product νΣf will be specified. Conversely, it has been assumed that

χ is independent of those neutrons that induce the fission events. As per Equation 1.9, the fission

sources may be expressed in terms of the scalar neutron flux, φ, instead.

There has been no consideration made for the emission of delayed neutrons accompanying the β-decay

of those certain fission fragments that have been left in an excited state. Although they typically

account for a very small proportion of the overall population, ∼ 1%, they play a significant role in the

kinetic behaviour of a nuclear reactor; and thereby in its safe operation under transient conditions [76].

Despite the very different time-scales associated with the mean generation time of prompt neutrons,

∼ 10-14 s, and the half-life of β-decay, . 1 min, it may be reasonable, under steady-state conditions, to

ignore any time-dependence and thus, any distinction between a prompt and a delayed neutron [61].

Finally, to reiterate, by extraneous fixed sources, qx, it is understood that there may be some volumetric

distribution of source neutrons that exists independently of the neutron flux distribution; viz. those

reactions (γ, n) or (α, n) that emit neutrons in a Beryllium-9 source assembly [74]. The strength of

this source is therefore known a priori ; whereas those neutron-induced scatter and fission sources in

Equation 2.6 are known a posteriori.

Well-Posedness: In order for the mathematical quantity termed the angular neutron flux, ϕ, to

serve as a sensical and realistic representation of the true variations of a neutron distribution, it must

be real and non-negative; and with the exception of localised point sources, it should also be bounded.

Since Equation 2.2 contains derivatives in both time and space, the existence and the uniqueness

of the solution demand the prescription of appropriate initial conditions and BC [47]. Moreover,

non-negative solutions may be guaranteed by non-negative sources [77]. Accordingly, Equation 2.2

constitutes a well-posed mathematical problem.

The introduction of specific conditions at the physical boundaries are reserved for those chapters

that are dedicated to specific forms of the neutron transport equation. Yet, it is worth considering

now a different condition that must be applied to the interior of the problem; namely, the interface

condition. One elucidates this in the example of a problem of two different regions, V1 and V2, that are

separated by the interface, ∂V12. Even though the material properties of each region may be different,

the number of neutrons travelling in a given direction, ~Ω will not change by simply traversing the

interface. The conservation of neutrons is thus underpinned by the assumption that the the angular
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neutron flux is a continuous distribution in ~r across ∂V12, such that [75]:

ϕ(~r,E, ~Ω, t)|V1 = ϕ(~r,E, ~Ω, t)|V2 , ∀~r ∈ ∂V12 and ∀~Ω ∈ 4π. (2.7)

The above continuity condition holds only in those directions that run parallel to the neutron’s tra-

jectory. As nothing has been demanded of the spatial derivatives of ϕ, one is wary that any lack of

smoothness, or loss of regularity, as exhibited by the analytical solution will have adverse affects on

the accuracy as well as the rates of convergence of the numerical approximation [69].

2.2.2 The Steady-State Linearised Form of the Boltzmann Equation

It is well understood that the distribution of neutrons is sensitive to perturbations in temperature,

power, density, material irradiation, the core configuration and other general operating conditions,

which all inevitably vary over time. In theory, it should be relatively straightforward to discretise

Equation 2.2 with respect to time. However, the mean life-span of a neutron in a thermal reactor is

of the order ∼ 10-8 to 10-4 s and therefore, in practice, would require extremely small time intervals

to capture any transient behaviours, which would become computationally prohibitive [61].

Within the confines of this work, one is content in the limit of normal reactor operation under steady-

state conditions. Although this may be an idealised concept, some assumptions have already been made

that would support this. It is generally acceptable to assume a steady-state regime when modelling

for a reactor core long after its divergence, or start-up; whereby it is not expected, nor intended, that

the neutron flux profile should change rapidly during normal operation [47]. Under such steady-state

conditions, one assumes constant temperatures and the cross-sections may be evaluated accordingly.

Moreover, the spatial discretisation techniques developed within this thesis for simplified time-independent

models are equally applicable to more complex time-dependent ones; and so, the steady-state linearised

form of the Boltzmann equation for neutral particles is presented as:

~Ω · ~∇ϕ(~r,E, ~Ω) + Σt(~r,E)ϕ(~r,E, ~Ω) = q(~r,E, ~Ω). (2.8)

When modelling for neutrons, the above is the FONT equation, and the appropriate cross-sections of

interaction are those presented in Section 1.2.1 [33]. Where, now, q is the steady-state emission source

density; defined similarly to Equation 2.6, with the exclusion of time-dependence.

In the absence of any extraneous fixed sources of neutrons, qx = 0, a self-sustaining multiplying system

is said to be critical if every fission event induces exactly one other fission event; that is to say that

under steady-state conditions, a non-negative asymptotic distribution of neutrons will develop as the

rate of gains is balanced by the rate of losses.

21



In most situations, however, a system will not be exactly critical until fine adjustments have been made

to its configuration. In the interest of criticality calculations, Equation 2.8 may be fictitiously balanced

by the introduction of a numerical artefact, the effective neutron multiplication factor, keff. In doing

so, it may be assumed that instead ν/keff neutrons are emitted on average with every fission event;

and Equation 2.8 may be solved as an eigenvalue problem for the eigenvalue 1/keff, with arbitrary

normalisation of the flux profile [76]. The eigenvector associated with the largest absolute eigenvalue,

|1/keff|, or the smallest positive value of keff is the fundamental mode, which corresponds to the only

non-trivial solution that has any physical meaning and the only one that persists over time.

The keff is the ratio of gains to losses and thus, gives a measure of the increase or decrease in the size

of the neutron population with each new generation; according to:

keff







> 1, if supercritical;

= 1, if critical;

< 1, if subcritical.

(2.9)

For sub-critical systems, where an extraneous fixed source, qx 6= 0, must sustain the fission reactions,

the normalisation will not be arbitrary and the flux shape is determined by the magnitude of qx.

Equation 2.8 finds its use in a wide range of static problems; e.g. in the design of reactor shields.

Equally, when modelling a reactor core during its service, Equation 2.8 may be coupled with the

Bateman equations of depletion to update the material compositions and properties; in essence, both

sets of equations can be solved in turn, iteratively, at successive snapshots in time [78].

2.2.3 The Importance Function

In addition to the primal problem, as posed by Equation 2.8 or by any of its other subsequent forms,

to be presented, an adjoint equation may be formulated, thus, posing a dual problem.

The adjoint function, ϕ†, is a useful mathematical construct whose physical interpretation as the

neutron importance can only be established once it relates to some functional of the neutron flux [45].

More specifically, this is the importance of a neutron as it pertains to some observable physical QoI.

Equally, one may consider the adjoint function as a flow of pseudo-particles that streams in a direction

contrary to that of the neutron current. In the process of down-scatter, these pseudo-particles gain in

energy and, vice versa, which makes the adjoint equation non-conservative [79].

Where the direct equation was based upon a backward balance of neutrons, the adjoint equation is

based upon a forward balance of importance, amongst that of those neutrons currently escaping or
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interacting with target nuclei, the losses; and that amongst those neutrons that will be scattered or

emitted by fission events in the immediate future, the gains.

The primal problem, Equation 2.8, may be expressed in operator notation as:

Lϕ = q; (2.10)

where L is the operator that represents the left-hand side of Equation 2.8; and the dual problem may

be posed as:

L†ϕ† = q†; (2.11)

where the adjoint operator, L†, is formally defined by the following identity:

(Lϕ,ϕ†) = (ϕ,L†ϕ†); (2.12)

where the inner product, (·, ·), implies an integration over all independent variables; i.e. in the case

of Equation 2.8, for some functions, u and v:

(u, v) :=

∫

V

∫ ∞

0

∫

4π
v(~r,E, ~Ω)u(~r,E, ~Ω) d2~Ω dEdV ; (2.13)

where only real functions are considered since the cross-section data, the sources and the neutron flux,

as well as the operators that act upon them, are all assumed to be real and well defined. Rather infor-

mally, the adjoint of the steady-state NTE may be written explicitly by following some general rules;

viz. apply a change of sign to any odd-parity differential operators and interchange the arguments of

the kernels of any integral operators [74]:

-~Ω · ~∇ϕ†(~r,E, ~Ω) + Σt(~r,E, ~Ω)ϕ
†(~r,E, ~Ω) = q†(~r,E, ~Ω); (2.14)

with an adjoint source, q†, defined in a similar manner to Equation 2.12, that includes for rotationally

symmetric scattering, fission and other non-homogeneous fixed sources, q†x:

q†(~r,E, ~Ω) =

∫ ∞

0

∫

4π
Σs(~r,E → E′, ~Ω · ~Ω′)ϕ†(~r,E′, ~Ω′) d2~Ω′dE′

+
1

4π
ν(~r,E)Σf (~r,E)

∫ ∞

0
χ(~r,E′)φ†(~r,E′) dE′

+ q†x(~r,E,
~Ω);

(2.15)

where the time-independent scalar neutron importance, φ†, is defined as:

φ†(~r,E) =

∫

4π
ϕ†(~r,E, ~Ω) d2~Ω. (2.16)

The solution to Equation 2.14 serves a variety of purposes; such as expediting certain calculations in

the case of fixed-source problems [80]. It also finds extensive use in perturbation theory estimates for

determining changes in the reactivity due to small changes in the cross-section data [81].
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In the context of the current work, the adjoint equation will be used to derive the dual-weighted

residual error measures to drive an adaptive spatial refinement strategy, presented in Chapter 3; in

which case, the fixed adjoint source, q†, is arbitrary and user-dependent.

2.2.4 Solution Methodologies

The NTE, as presented in Equation 2.8, has been introduced in its partial-integral-differential form;

viz. in a rectangular Cartesian coordinate system, it is a first-order PIDE with respect to space and

an integral one with respect to energy and angle. It may also take on an equivalent forms; viz. its

integral form and its characteristic form. The former is formulated by integrating the angular neutron

flux, ϕ, along its characteristic; viz. along the straight line of angular direction ~Ω that corresponds

to the neutron trajectory. Similarly, the latter is formulated by integrating the streaming operator,

~Ω · ~∇ϕ, in Equation 2.8 along its characteristic. It is important to note that although these forms may

be mathematically equivalent, they will differ in the numerical approach for their solution and thus,

by any approximations that are employed in their spatial discretisation.

Broadly, there exist two different schools of numerical methods for solving the NTE, in either of

its forms; these are the stochastic methods and the deterministic methods. The former simulate

the underlying physical processes via Monte Carlo sampling methods; whereas, the latter rely upon

numerical approximations to discretise the underlying variables and operators of the NTE.

2.2.4.1 Stochastic Methods

A Monte Carlo method may be employed to solve any integral equation; whereby the expected value

of some QoI is estimated, along with its standard deviation. In the application to neutron transport,

the history of a single neutron is tracked from its point of emission up until the point where it escapes

or is captured, all of which can be modelled as a continuous line of straight free paths connected by a

number of points of successive collisions. This entire process is assumed to be Markovian, in the sense

that the laws of transport, as they apply to the present, do not depend upon anything that may have

occurred in the past.

In the words of Lux and Koblinger, the random walk of a single neutron constitutes the game, which

must be played, or simulated, many times and independently of one another. The score, X, is the

value attributed to the QoI at the end of a game; e.g. the response in some detector or the keff. By

virtue of the law of large numbers, for an increasingly large number of games played, H, the arithmetic

average of the scores tends ever closer to the expected value, E(X), which ultimately becomes the
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Monte Carlo estimate for the QoI; i.e. E(X) = QoI as H → ∞. Furthermore, the central limit

theorem states that for an increasingly large number of histories simulated, the distribution of the QoI

converges to the normal distribution of mean E(X) and of standard deviation σ(X)/
√
H [82].

In practice, the histories are often grouped into batches of sufficiently large and equal size, typically

of the order ∼ 103 to 106, such that the QoI may be evaluated using batch-averaged tallies. It may

be trivial to parallelise such an approach by launching separate batches on separate processors and

collecting the results at the end. However, methods that sample by batch are often subject to more

statistical variability than those that sample individual histories [83].

The series of random physical events experienced by a neutron throughout its history are determined

by the random sampling of continuous and discrete random variables, x; e.g. the mean free path

and the angle of deviation due to scattering; and the type of interaction and the number of neutrons

emitted after fission, respectively. The probability densities, p(x), or the integral of, the cumulative

distribution functions (CDF), P (x), that describe the frequency and outcome of different interactions

can be determined from the collision laws and the cross-section data. The actual sampling itself

necessitates a random number generator; whence the stochastic nature of the Monte Carlo method.

Where possible, the simplest of the sampling rules takes a random number, r, uniformly distributed

on [0, 1], and has it equal to the CDF of the random variable, P (x), such that x = P -1(r) [76].

A minimum number of approximations are made in a Monte Carlo simulation since no discretisa-

tion techniques are employed; although some codes can read in group-wise cross-section data [84].

Consequently, the method has the potential to achieve extreme accuracy and arbitrarily complex ge-

ometries can be modelled exactly without incurring any penalties to performance. This makes the

Monte Carlo method well suited to solving difficult non-standard problems; and to the verification and

benchmarking of deterministic codes. However, as the statistical variance decreases as the inverse of

the number of games played, the statistical error in the QoI becomes increasingly slow to converge for

an increasingly large H. This obviously becomes very computer intensive for large problems. Where

the most basic simulations are described as analog, such that they emulate as closely as possible the

real physical events, more advanced and efficient ones employ variance reduction schemes that intro-

duce some form of useful bias; e.g. MCBEND, a 3D code used in radiation shielding and dosimetry

calculations, employs a splitting and Russian roulette strategy underpinned by an importance map, as

made available by the adjoint problem [85]. Other notable Monte Carlo codes include MONK, a 3D

nuclear criticality and safety code; and TRIPOLI-4, a 3D code used for radiation shielding, reactor

physics, criticality and nuclear instrumentation calculations [84,86].
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2.2.4.2 Deterministic Methods

A variety of deterministic methods exist for solving the neutron transport equation in any of its forms.

As the rest of this chapter is dedicated to the discretisation of its partial-integral-differential form,

Equation 2.8, the most popular methods for each of the integral and the characteristic forms are

presented here, respectively and briefly.

The Method of Collision Probability: The method of collision probabilities (MCP) solves the

integral form of the NTE, which encapsulates the exponential attenuation of a neutron emitted from

some source at ~r′ in some direction ~Ω up to a point ~r, where it contributes to the flux. Practically,

only isotropic scatter is considered; although some anisotropy may be modelled by simply allowing

for a transport correction of the cross-section data. The physical domain, V , is discretised into E-

number of homogeneous regions, such that V =
⋃

E
e=1Ve; and the probability that a neutron emitted

uniformly and isotropically in region Vi will experience its first collision in region Vj may be calculated

in a deterministic manner for all pairs (i, j); i.e. Pi→j 6= 0 for i, j = 1, . . . , E. Once all of these

collision probabilities are known, a dense (E×E)-system of algebraic equations may be solved for the

region-averaged neutron fluxes; and the source may be updated for the next iteration.

The MCP may only be applied to those regions where the incoming neutron current is known; and

therefore, the equations must often be formulated over the entire domain V and solved simultaneously.

Reciprocity and complementarity, or conservation, relationships do allow for a significant reduction

in the number of collision probabilities to be evaluated explicitly. Nonetheless, the method does

become computationally prohibitive should more than few hundred regions need to be modelled in

multiple dimensions. To remedy this, approximations are routinely made to simplify the geometry.

For example in the investigation of the effect of self-shielding in an infinite lattice of infinitely long fuel

pins, as presented as a repeated square-shaped unit pin-cell in 2D, one may employ the Wigner-Seitz

cell approximation to model this instead as a one-dimensional (1D) system; whereby, instead, a white

BC is prescribed over an equivalent cylindrical boundary [87].

The MCP has been implemented in the the THESEUS, FLURIG, PROCOL, PRIZE and PIJ modules

of the WIMS lattice physics software [62,88]. The first two solve the collision probabilities equations

in 1D; and the third also solves in 1D for double heterogeneity problems, such as granular fuels within

the prismatic fuel assembles of high-temperature reactors (HTR) or the fuel pebbles of pebble-bed

modular reactors (PBMR) [89]. PRIZE solves the MCP equations over rz-geometries [90]. Finally,

the PIJ module solves in 2D; e.g. for a cluster of pins for a Canadian Deuterium Uranium (CANDU)

fuel assembly [91]. An alternative approach to improving the computational efficiency of the MCP

is to combine the method with response surface approaches; an example being the multi-cell MCP,
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which is employed within the PERSEUS module of WIMS [92,93].

The Method of Characteristics: As the name suggests, the method of characteristics (MoC)

solves the characteristic form of the NTE [94]. Specifically, the characteristic equations are solved

along a set of tracks that run parallel to each of the characteristics, which are chosen by quadrature

rules in a manner not dissimilar to that of the discrete ordinates method; q.v. Section 2.5.2 The

physical domain, V , is, again, discretised into E-number of homogeneous regions and, now, the source

over each of these regions is approximated as a polynomial expansion; yet often, this is simply taken

to be constant, as per the step characteristic method [95]. The NTE is integrated along a segment

of the track, which is bounded within a given region. For each region in turn, the angular neutron

flux may be solved for in an iterative procedure of transport sweeps and source updates. The region-

averaged scalar fluxes can then be evaluated by collecting all of the tracks that intersect a given

region; and by integrating the average angular flux along each of these tracks over space and angle

using quadrature rules. However, in general, the region volumes are not preserved; and often it is

necessary to renormalise the length of the segments.

A major challenge lies in developing such scalable techniques in 3D. For example, CACTUS3D, a

3D MoC module in the WIMS10 code, employs a cyclic tracking algorithm, analogous to that of the

2D CACTUS solver, which has demonstrated poor convergence behaviour of track coverage under

refinement and the track data that must be stored for each segment becomes very memory intensive

for whole-core calculations [96]. Such problems were addressed in the CACTUSOT solver in WIMS11,

which employs a once-through tracking algorithm as well as a 2D slice-based geometry scheme to

optimise the track configuration and minimise the track storage requirements, respectively [97].

In another code, APOLLO3, compound trajectories and chord classification schemes have been devel-

oped to reduce the required amount of track information to be stored [98].

2.3 Second-Order Forms of the Neutron Transport Equation

As it has been introduced, the standard form of the NTE is a linear hyperbolic PIDE with first-order

partial derivatives, which require the use of certain spatial discretisation schemes to ensure numerical

stability for those problems with abrupt changes in their material properties. It may, however, be

manipulated into alternative, yet equivalent, forms that can accommodate alternative discretisation

schemes that offer certain attractive features over those standard techniques applied to Equation

2.8. Namely, these are the second-order forms of the NTE, which, as the name would suggest, exhibit

second-order derivatives with respect to the spatial variables. The most widely exploited of the second-
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order forms is the neutron diffusion approximation, whose introduction is deferred until later. Several

other second-order forms will be introduced now; however, special interest is reserved for the SAAF

formulation. Such elliptic PIDE allow for the use of efficient matrix solvers, such as the conjugate

gradient (CG) method, with effective preconditioners, such as multi-grid algorithms.

The Even-Parity and the Odd-Parity Transport Equations: Together and separately, the

even-parity and the odd-parity (EOP) transport equations are further examples of second-order for-

mulations that have been studied extensively since the 1960s [99, 100]. As per the transformation

provided by Vladimirov, the full angular flux, ϕ, may be decomposed into even (symmetric), ϕ+, and

odd (anti-symmetric), ϕ-, components, such that ϕ = ϕ+ + ϕ- [101]. Where the NTE, Equation 2.8,

is valid for all unit-vectors, ~Ω, it can be re-written instead for -~Ω; adding and, separately, subtracting

this from the original equation yields a pair of coupled first-order differential equations known as the

canonical form of the NTE [102]. The second-order EOP equations are obtained by combining those

first-order ones in the canonical form and eliminating either of the odd-parity or the even-parity com-

ponents, respectively. From the definitions of ϕ+ and ϕ-, the scalar neutron flux, φ, can be expressed

solely in terms of the former, since
∫

4π ϕ
- d2~Ω = 0; and the net current, ~J , can be expressed solely in

terms of the latter, since
∫

4π
~Ωϕ+ d2~Ω = 0. In fact, the net current may also be expressed solely in

terms of the even-parity flux component. Due to symmetry in ~Ω, one must consider only half of the

angular domain; i.e. ϕ+(~Ω) = ϕ+(-~Ω) [103]. In most practical stead-state neutron transport problems,

it is sufficient to consider only the even-parity (EP) transport equation for ϕ+ [104]. However, the

even and the odd-parity components of the angular neutron flux are coupled for the prescription of

vacuum BC. Therefore, in the presence of voids, the full angular neutron flux must be calculated.

Furthermore, both ϕ+ and ϕ- are required for time-dependent problems [105]. Indeed, the odd-parity

component can be evaluated as the gradient of the even-parity component; however, for polynomial

representations of the latter, this can incur a loss in numerical accuracy; viz. ϕ- appears to be constant

for ϕ+ represented by linear basis functions [105].

Generally, Σt makes an appearance in the denominator of at least one of the terms of a second-order

form of the NTE; e.g. the EP transport equation. A consequence of this is an inability to model,

directly and accurately, the streaming of neutrons through a vacuum, where the governing equation

is undefined; i.e. 1/Σt →∞ as Σt → 0. This becomes very problematic, for example, when modelling

regions of steam in ABWR or any air-gaps in radiation shielding problems; and therefore poses a

major challenge to the widely-adopted use of second-order forms.

As already mentioned, the even-parity and the odd-parity components of the angular neutron flux

are coupled at vacuum boundaries. In principle, the EP transport equation could be solved up to the
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vacuum boundary and the FONT equation could be solved within the void region. The EP and the

FONT equation could be matched to produce consistent interface conditions by evaluating ϕ- from

ϕ+. Accordingly, this would provide the correct interface conditions for the application of the FONT

equation within the void; however, one notes that such an approach would only be feasible for the

discrete ordinates equations; q.v. Section 2.5.2. An angular discretisation of the FONT equation by

the spherical harmonics method faces a separate issue of singularity within a void region, where the

discretised equations become over-determined [106].

One simple workaround would be to treat any void as a region of low absorption and thus, assign some

sufficiently small value to the corresponding cross-section, as per some definition of numerical tolerance

for a vanishing one Σt = 10-4 cm-2. However, it has been demonstrated that such an approach can

lead to the poor conditioning of the resulting matrix equations for finite difference and finite element

spatial discretisations, as well as unsatisfactory physical results [107].

The Least-Squares Formulation: Certain least-squares (LS) formulations do avoid the problems

posed by voids, although they may become incompatible with standard angular discretisations and

solution methods; viz. the discrete ordinates method and the SI procedure, respectively; q.v. Section

2.8 [108]. Hansen et al presented an LS formulation that was compatible with the SI procedure; and

one that could benefit from partially-consistent diffusion acceleration schemes [109]. However, it was

observed that neutrons were only conserved asymptotically in the fine-mesh limit. Ultimately, such

a formulation would be unsuitable in the application to reactor physics; especially so for criticality

calculations. It was later demonstrated by Peterson et al that conservation could be enforced by a

partially-consistent non-linear diffusion acceleration (NDA) scheme; even in non-diffusive cases [110].

Hammer et al proposed a weighted least-squares (WLS) formulation of the form L†wL = L†wq,

which, again, was compatible with the SI procedure, with L† denoting the left-hand side of Equation

2.14 [111]. For a particular choice of the weighting function as w = 1, the LS transport equation

presented by Hansen et al is recovered; and for w = 1/Σt, the WLS formulation reduces to that of the

SAAF formulation, up to the BC; q.v. Section 2.3.2. Manteuffel and Ressel had previously reported

that difficulties experienced by the LS formulation in the thick diffusion limit could be remedied by

such a weighted least-squares principle [112]. In voided regions, an upper limit, wmax, must be imposed

upon the weighting function to ensure well-defined values and thus, the invertibility of the resulting

matrix equations; and it was determined that the best choice of wmax is problem-dependent [113].

Although still wholly non-conservative, it was observed that the introduction of a weighting function

significantly reduces any problems due to causality [114].
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2.3.1 Causality

Causality is a rigorous property of neutron transport; that is, information travels downstream, only,

along characteristic lines. However, this can be violated numerically. Whilst such non-physical be-

haviour is generally considered to be a coarse-mesh problem that improves under refinement, it is one

that plagues many of the second-order forms of the NTE [111].

A characteristic is a path of propagation; or rather, a path along which some entity, such as a physical

disturbance, propagates [115]. One appreciates that the solutions to hyperbolic PIDE are typically

non-smooth functions of the independent variables; such that pronounced variations in space, angle

and energy may be observed in the presence of abrupt changes to the cross-section data; e.g. about

material interfaces and physical boundaries. Considering only the spatial variables, the characteristics

of a linear hyperbolic PIDE are the paths along which any discontinuities may propagate; and any

numerically stable and convergent discretisation scheme must take this into account.

Each of the forms of the steady-state NTE is a linear PIDE with respect to space. In a manner

analogous to that of classifying conic sections, one may classify a PIDE by the discriminant of its

characteristic equation. However, for this qualitative discussion, it is sufficient to consider that a single

first-order PIDE is hyperbolic, for which real distinct characteristics exist; whereas a single second-

order PIDE is elliptic, for which no real characteristics exist because they are imaginary. In turn,

this serves to characterise two types of problems, propagation and equilibrium ones. The distinction

is made apparent by introducing the notion that the angular neutron flux at a given point in space

depends upon anything and everything that may happen in the domain of dependence; and it will

influence any point that lies within the range of influence.

Should real characteristics exist, then there exist preferred paths along which physical information will

propagate; and thus, for every point in the solution domain there exist specific domains of dependence

and ranges of influence, bounded by the characteristics. That is to say, that the angular neutron flux

at any given point depends only upon that which lies upstream and will influence only that which lies

downstream; and rather importantly, it does not depend upon that which lies downstream nor will it

influence that which lies upstream. Physical problems governed by PIDE that have real characteristics

are propagation problems; and thus, hyperbolic PIDE govern propagation problems [116].

Conversely, should no real characteristics exist, then there exist no preferred nor meaningful path

along which physical information should propagate, which is characteristic of steady-state diffusion-

like problems, where some perturbation is dissipated in all directions. Consequently, the domain

of dependence and the range of influence of every point coincide with the entire solution domain;

wherein lies the violation of causality. In other words, the solution at every point will depend upon
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the solution at all other points and the solution at each point will influence the solution at all other

points. An appropriate solution strategy should therefore ensure that all internal requirements and

auxiliary conditions are satisfied simultaneously; although some numerical schemes may be devised to

allow for some disconnectedness, such that a weaker solution is sought to approximate better the true

solution; qq.v. Chapter 4 and Chapter 5. Physical problems governed by PIDE that have complex

characteristics are equilibrium problems; and thus, elliptic PIDE govern equilibrium problems [116].

Now, it should be evident that the first-order and the second-order forms of the NTE constitute two

very different classes of problems.

2.3.2 The Self-Adjoint Angular Flux Formulation

The SAAF formulation was first derived from a variational principle by Pomraning and Clark for

1D slab geometries; and then more generally from a maximum principle by Ackroyd in multiple

dimensions [99, 117]. There are, however, many ways in which to arrive at the SAAF formulation;

e.g. by simply adding together the EP and the OP transport equations. The most direct route is the

algebraic derivation provided by Morel and McGhee; i.e. rearranging Equation 2.8 as [118]:

ϕ(~r,E, ~Ω) =
1

Σt(~r,E)

[
q(~r,E, ~Ω)− ~Ω · ~∇ϕ(~r,E, ~Ω)

]
; (2.17)

and then substituting the above back into the streaming term in Equation 2.8 to yield:

-~Ω · ~∇ 1

Σt(~r,E)
~Ω · ~∇ϕ(~r,E, ~Ω) + Σt(~r,E)ϕ(~r,E, ~Ω) = q(~r,E, ~Ω)− ~Ω · ~∇ 1

Σt(~r,E)
q(~r,E, ~Ω). (2.18)

One must solve for the angular neutron flux over the entire angular domain; with the scalar flux

evaluated as per Equation 1.9. Although this does imply more computational work when compared

to the EP transport equation, it does allow for a more direct implementation of the incoming BC; in

a manner similar to that for the FONT equation [118]. In addition to the prescription of incoming

BC, as Equation 2.18 is a second-order PIDE, it will be necessary to prescribe outgoing BC, namely,

the outgoing angular neutron flux should satisfy Equation 2.8, which can be derived from a maximum

variational principle [119].

One remarks that the cross-section of total collision, Σt, appears in the denominator of a couple of

terms. Therefore, Equation 2.18 becomes increasingly undefined for increasingly thin materials; viz.

it becomes increasingly singular as Σt → 0. By introducing a non-symmetric first-order stabilisation

term, Wang et al manipulated the SAAF formulation such that for a specific choice of the stabilisation

parameter the overall formulation reduced to the steady-state NTE in a void [120]. Whilst void-

compatible methods are useful, such exotic treatments are not considered within the scope of this
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work. Pragmatically, one opts to attribute a sufficiently small value of Σt to any void regions, where

necessary; q.v. Section 5.5.2. One acknowledges that in such situations it may be better to avoid

such second-order forms of the NTE since some neutrons are unwontedly absorbed where they would

otherwise not be if the FONT equation were employed instead.

2.4 A Discretisation in Energy

In some instances, where the effects of energy may not be of primary importance, it is useful to consider

a simplified one-speed, or mono-energetic, model of neutron transport. That is to integrate Equation

2.8, or Equation 2.18, over the entire energy spectrum and to solve for an energy-integrated angular

neutron flux, with energy-averaged parameters, similar to those described in Chapter 1. Likewise, one

may apply such a crude treatment of the energy variable over just some part of the energy spectrum;

e.g. in the study of either very fast or very slow moving neutrons [121, 122]. In which case, any

contributions due to the transfer of neutrons from energies outside of the range of interest are simply

regarded as sources, which are assumed to be known, a priori.

Indeed, in the absence of energy-dependence, it is much easier to establish the mathematical proper-

ties of existence, uniqueness and completeness for elementary solutions to the one-speed NTE [123].

Furthermore, analytical mono-energetic solutions may be derived for certain geometric configurations,

which may then serve as benchmarks against which to verify numerical methods [77]. Of greater

importance, however, is the use of such a simplified transport model in the development of a more

sophisticated energy-dependent one.

It is well understood that the neutron population in a typical thermal reactor spans a large energy

range, over which the microscopic cross-section data varies greatly. For example, fission-born neutrons

must be slowed down before inducing thermal fission events that then emit fast neutrons; and so on

and so forth, ad nauseam. Therefore, for any accurate description of neutron transport, it is therefore

necessary to consider any energy-dependence in detail. A universally adopted approach is to pose the

problem as a set of coupled one-speed NTE.

2.4.1 The Multi-Group Approximation

Credit for the current implementation of the multi-group energy approximation is due to Hurwitz and

Ehrlich; who reduced the age-diffusion equations to a finite set of coupled linear differential equations

called the multi-group equations [124]. First, one assumes an upper and a lower limit for the practical

range of neutron energies. In the consideration of a typical thermal reactor, one may ignore any neutron
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that possesses more than ∼ 20 MeV; viz. Emax = 20 MeV and Emin = 0 MeV. The continuous energy

range, (Emin, Emax], is then partitioned into distinct values, Emax = E0 > E1 > . . . > EG = Emin,

forming G-number of energy groups; such that the gth-group spans the half-closed interval (Eg, Eg-1].

One has chosen a backward indexing of the groups to reflect the fact that most neutrons will scatter

progressively towards lower energies [77].

Any integrals over the entire energy spectrum can now be expressed as a sum of individual integrals

over each energy group; i.e.:

∫ ∞

0
dE ≈

∫ E0

EG

dE ⇒
G∑

g=1

∫ Eg-1

Eg

dE. (2.19)

The steady-state NTE, Equation 2.8, can then integrated over each energy group to give a system of

multi-group equations; i.e. for g = 1, . . . , G:

~Ω · ~∇ϕg(~r, ~Ω) + Σg
t (~r)ϕ

g(~r, ~Ω) = qg(~r, ~Ω); (2.20)

and similarly for the SAAF formulation, Equation 2.18; i.e. g = 1, . . . , G [100]:

-~Ω · ~∇ 1

Σg
t (~r)

~Ω · ~∇ϕg(~r, ~Ω) + Σg
t (~r)ϕ

g(~r, ~Ω) = qg(~r, ~Ω)− ~Ω · ~∇ 1

Σg
t (~r)

qg(~r, ~Ω). (2.21)

The above within-group equations are solved for the multi-group components of the angular neutron

flux, ϕg, which is no longer a distribution in energy, but rather an energy-integrated quantity; i.e. for

g = 1, . . . , G:

ϕg(~r, ~Ω) =

∫ Eg−1

Eg

ϕ(~r,E, ~Ω) dE; (2.22)

and the multi-group components of the neutron scalar flux, φg, are given for g = 1, . . . , G:

φg(~r) =

∫ Eg-1

Eg

∫

4π
ϕ(~r,E, ~Ω) d2~ΩdE =

∫ Eg-1

Eg

φ(~r,E) dE; (2.23)

and similarly, the multi-group components of the net neutron current, ~Jg, are given for g = 1, . . . , G:

~Jg(~r) =

∫ Eg-1

Eg

∫

4π

~Ωϕ(~r,E, ~Ω) d2~ΩdE =

∫ Eg-1

Eg

~J(~r,E) dE. (2.24)

Accounting for all contributions from all groups, the multi-group emission source densities, qg, are

given for g = 1, . . . , G:

qg(~r, ~Ω) =
G∑

g′=1

∫

4π
Σg′→g
s (~r, ~Ω′ · ~Ω)ϕg′(~r, ~Ω′) d2~Ω′

+
1

4π
χg(~r)

G∑

g′=1

νΣg′
f (~r)φ

g′(~r)

+ qgx(~r,
~Ω);

(2.25)
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where the group-wise macroscopic cross-sections of total collision, Σg
t , are defined as per Equation 1.17

and the group-wise differential cross-sections of scatter, Σg′→g
s , are defined as per Equation 1.18; such

that they are now constant parameters within a given energy group and the reaction rates have been

preserved [87]. In the consideration of large reactor shielding problems, it may not be necessary to

model any up-scattering of neutrons; accordingly, the lower limit of the summation of the multi-group

approximation for scatter sources may be modified:
∑

g′≤g. For a suitable choice of group spacing,

a further simplification can be made, such that neutrons scatter only into a neighbouring group; in

which case, the multi-group NDE are said to be directly coupled.

One has also defined an energy-averaged product of νΣf for g = 1, . . . , G:

νΣg
f (~r) =

∫ Eg-1

Eg ν(~r,E)Σf (~r,E)φ̂(~r,E) dE
∫ Eg-1

Eg φ̂(~r,E) dE
; (2.26)

accompanied by an energy-integrated fission spectrum, χg, which is the fraction of all those neutrons

emitted from fission events that are born into the gth-group; i.e. for g = 1, . . . , G:

χg(~r) =

∫ Eg−1

Eg

χ(~r,E) dE; (2.27)

and an energy-integrated extraneous or fixed source of neutrons, qgx; defined for g = 1, . . . , G:

qgx(~r,
~Ω) =

∫ Eg−1

Eg

qx(~r,E, ~Ω) dE. (2.28)

The structure of the multi-group problem closely resemble that of the original one; even though one is

now solving for an energy-integrated quantity that depends upon energy-averaged cross-section data.

The semi-discrete problem is posed as a system of G-number of equations coupled weakly through

the scatter and fission integral terms; where the group-wise, or within-group, equations are given in

the form of effective one-speed NTE. In the vast majority of neutron transport problems, one may

assume that a neutron will lose energy as it collides with a target nucleus; this suggests a natural

manner in which to use the best available information to solve the multi-group equations. Starting

with the group with the highest energy, one solves the within-group equations for ϕg in a successive

sequence of g = 1, . . . , G; such that the down-scatter source for higher groups are provided for upon

converging the self-scatter source for the current group. In what is known as the SI procedure, or the

power-iteration (PI) procedure in the case of eigenvalue problems, one continues to cycle through each

of the groups and to update each of the group-to-group sources until they have converged; and whilst

the down-scatter sources are known from the current iteration of the SI procedure, any up-scatter or

fission sources may only be known from the previous iteration; q.v. Section 2.8 [79].

Likewise, the multi-group approximation may be applied to the adjoint problem [124]. Rather cau-

tiously, however, one notes that the different possible permutations of the order of discretisation and
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adjoint operations do not generally commute [125]. This would not be a problem if the direct and

adjoint energy-averaged parameters were weighted by the exact direct and adjoint solutions, respec-

tively; in which case, the multi-group approximation would not actually incur any errors. However,

such adjoint-weighted cross-sections are not commonly available; and even so, any commutativity

would be lost since approximate spectra are used in the evaluation of group-wise cross-section data.

Therefore, with practical consideration, one will always discretise the primal problem with respect to

energy before formulating the dual problem.

2.5 A Discretisation in Angle

Various methods have been developed for the discretisation of the angular variable; the most popular

being the methods of discrete ordinates (SN) and spherical harmonics (PN). The former approximates

the angular dependence by a discrete set of angular directions; whereas the latter does this by a

truncated expansion of Legendre polynomials in 1D, or spherical harmonic functions in 2D and 3D. The

SN method is chosen for the angular discretisation of Equation 2.20 and Equation 2.21; nevertheless,

the PL method will be presented to express anisotropy in the scattering kernel; such a discretisation is

more rigorously dubbed the SNPL method, where by convention, N and L are even and odd integers,

respectively. Moreover, the PN method is useful when deriving the NDE.

2.5.1 The Spherical Harmonics Method

Firstly, the angular dependence of the differential macroscopic multi-group cross-sections of scatter,

Σg′→g
s , is expanded in a basis of spherical harmonics, as per the PL method; and secondly, this same

expansion is applied to the angular neutron flux as per the PN method.

The PL method: On the whole, the slowing down process in a thermal nuclear reactor occurs during

the elastic scattering of neutrons with light target nuclides in the moderator. For isotropic media,

it is enough to assume that the differential macroscopic cross-section of scatter does not explicitly

depend upon the angle of incidence, ~Ω′, but simply upon the angle of deviation, or rather the cosine

of, µ = ~Ω′ · ~Ω; q.v. Equation 1.19. Although the scattering of neutrons may be presumed to be

isotropic in the CoM reference system, such an assumption cannot be made in the LAB frame. In

fact, forward-peaked scatter becomes increasingly prevalent for increasingly fast neutrons incident

upon increasingly small nuclides; where the mean cosine of the scattering angle, µ̄L, is approximated

by Equation 1.20.
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The angular dependence in Equation 1.19, may be expressed in a series expansion of Legendre poly-

nomials, Pl, with respect to ~Ω′ · ~Ω, as measured in the LAB frame, truncated to the Lth term, which

can then substituted into the scattering integral term of the emission source density, Equation 2.25;

i.e. for g = 1, . . . , G:

G∑

g′=1

∫

4π
Σg′→g
s (~r, ~Ω′ · ~Ω)ϕg′(~r, ~Ω′) d2~Ω′ ≈

G∑

g′=1

L∑

l=0

2l + 1

4π
Σg′→g
sl (~r)

∫

4π
Pl(~Ω′ · ~Ω)ϕg′(~r, ~Ω′) d2~Ω′; (2.29)

where the terms of l = 0 and l = 1 correspond to those of isotropic and linearly anisotropic scattering,

respectively. The Legendre polynomials satisfy their normal recursive formula and the expansion

coefficients in the above, Σg′→g
sl , are defined as:

Σg′→g
sl (~r) =

∫

4π
Pl(~Ω′ · ~Ω)Σg′→g

s (~r, ~Ω′ · ~Ω) d(~Ω′ · ~Ω). (2.30)

Collecting the above, expansion coefficients of total scatter out of a given group, Σg
sl, may be expressed

in a manner similar to that of applying an energy condensation to Equation 1.14; i.e. for g,= 1, . . . , G:

Σg
sl(~r) =

G∑

g′=1

Σg→g′
sl (~r); (2.31)

and more rigorously, the multi-group approximation of the mean cosine of the scattering angle, Equa-

tion 1.20, may be deduced for g,= 1, . . . , G [47]:

µ̄gL(~r) =

G∑

g′=1

∫

4π(
~Ω′ · ~Ω)Σg→g′

s (~r, ~Ω′ · ~Ω) d(~Ω′ · ~Ω)

G∑

g′=1

∫

4π Σ
g→g′
s (~r, ~Ω′ · ~Ω) d(~Ω′ · ~Ω)

=
Σg
s1(~r)

Σg
s0(~r)

≈ 2

3A
; (2.32)

where A is the atomic mass number of the target nuclide relative to the incident neutron.

The Legendre polynomials in Equation 2.29 projected onto a basis of Laplace’s spherical harmonic

functions, Y m
l , as per the following addition property [80]:

Pl(~Ω′ · ~Ω) =
4π

2l + 1

l∑

m=-l

Y m
l (~Ω′)Y m

l (~Ω). (2.33)

The real (tesseral) spherical harmonics form a basis over the unit sphere and are defined ∀l ≥ 0 and

∀0 ≤ |m| ≤ l as:

Y m
l (~Ω) ≡ Y m

l (µ,ψ), (2.34a)

=

√

(2l + 1)

4π

(l −m)!

(l +m)!
P
|m|
l (µ)

cos(mψ)

sin(mψ)
; (2.34b)

where Pm
l are the associated Legendre polynomials of major and minor indices, l and m, respectively;

and by convention, m ≥ 0 and m < 0 designate the cosine series and the sine series, respectively.
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Equation 2.34b is normalised such that Y m
l belong to an orthonormal set according to:

∫

4π
Y m
l (~Ω)Y m′

l′ (~Ω) d2~Ω = δll′δmm′; (2.35)

where the Kronecker delta, δij , retains its usual definition; i.e.:

δij =







1, if i = j;

0, otherwise.

(2.36)

The neutron scatter sources in the Equation 2.25 may now be re-expressed for g = 1, . . . , G:

G∑

g′=1

L∑

l=0

Σg′→g
sl (~r)

l∑

m=-l

Y m
l (~Ω)Φg′m

l (~r); (2.37)

where the multi-group components of the flux moments, Φgm
l , are defined as a projection onto the

spherical harmonics for g = 1, . . . , G and for 0 ≤ l ≤ L and for -l ≤ m ≤ l:

Φgm
l (~r) =

∫

4π
Y m
l (~Ω)ϕg(~r, ~Ω) d2~Ω. (2.38)

A similar expansion may be performed in the treatment of the fission sources, which is always trun-

cated at zeroth term because it may be assumed that those fission-born neutrons are always emitted

isotropically, in either of the reference systems. In fact, in the sole consideration of all other sources

being isotropic, it will be sufficient to specify only the strength of any extraneous fixed sources of

neutrons, qx; i.e. for g = 1, . . . , G:

qg(~r, ~Ω) =
G∑

g′=1

L∑

l=0

Σg′→g
sl (~r)

l∑

m=-l

Y m
l (~Ω)Φg′m

l (~r)

+ χg(~r)

G∑

g′=1

νΣg′
f (~r)Y

0
0 (~Ω)Φ

g′0
0 (~r)

+
1

4π
qgx(~r).

(2.39)

The Transport Correction: Some degree of anisotropy can be reclaimed even when formally

modelling for isotropic scatter in the LAB frame. For brevity, the derivation is omitted here; however,

it is sufficient to know that a linearly-anisotropic transport correction can be made to the macroscopic

cross-sections of isotropic scatter, Σs0, which are then substituted for effective transport-corrected

ones, Σ̃s0, that include a forward-peaked component; i.e. for g, g′ = 1, . . . , G [126]:

Σ̃g→g′
s0 (~r) = Σg→g′

s0 (~r)− δgg′
G∑

g′=1

Σg→g′
s1 (~r). (2.40)

Suppressing any spatial dependence to simply the notation, one may use the above in an expression

for the effective transport-corrected macroscopic cross-sections of total collision; i.e. for g = 1, . . . , G:
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Σ̃g
t = Σg

a +
G∑

g′=1

Σ̃g→g′
s0 , (2.41a)

= Σg
a +

G∑

g′=1

Σg→g′
s0 −

G∑

g′=1

Σg→g′
s1 , (2.41b)

= Σg
a +Σg

s0 − Σg
s1, (2.41c)

= Σg
t − µ̄LΣg

s0, (2.41d)

= Σg
tr; (2.41e)

where the first line recalls an energy condensation of Equation 1.15 with the macroscopic cross-section

of isotropic scatter substituted for effective transport-corrected one, which is then expanded in the

second line as per Equation 2.40. The third line is expressed in terms of total isotropic and total

linearly anisotropic scatter; as per Equation 2.31. Equation 1.15 is employed again in the fourth line

to reveal Σt and Equation 2.32 is used to replace Σs1; all of which is encapsulated in the fifth line in

what is more commonly referred to as the macroscopic transport cross-section, denoted by Σtr.

The linear anisotropic effects are thus, incorporated into effective transport-corrected cross-sections;

and it must be emphasised that the NTE is now rendered no more challenging to solve than it is to

solve for isotropic scattering only. This is particularly useful and important for the integral forms of

the transport equation, which would otherwise be limited to isotropic scatter [74].

The PN method: One can extend the same PL method beyond the scattering kernel by expanding

in a truncated series of spherical harmonics the angular dependence in the angular neutron flux; such

a projection is referred to as the PN method; i.e. for g = 1, . . . , G [75]:

ϕg(~r, ~Ω) =
N∑

l=0

l∑

m=-l

Y m
l (~Ω)Φgm

l (~r); (2.42)

where the multi-group components of the flux moments, Φgm
l , are those defined in Equation 2.38; and

the spherical harmonics, Y m
l , are those defined in Equation 2.34a.

Only the first two terms in the expansion of the major index, l = 0, 1, in Equation 2.42 bear any
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physical significance; i.e. for g = 1, . . . , G:

ϕg(~r, ~Ω) =

N∑

l=0

+l∑

m=-l

Y m
l (~Ω)Φgm

l (~r), (2.43a)

= Y 0
0 (
~Ω)Φg0

0 (~r) + Y -1
1 (~Ω)Φ

g(-1)
1 (~r) + Y 0

1 (
~Ω)Φg0

1 (~r) + Y 1
1 (
~Ω)Φg1

1 (~r) + . . . , (2.43b)

=
1

4π

[

φg(~r) + 3
[
ΩxJ

g
x(~r) + ΩyJ

g
y (~r) + ΩzJ

g
z (~r)

]
]

+ . . . , (2.43c)

=
1

4π

[
φg(~r) + 3~Ω · ~Jg(~r)

]
+ . . . (2.43d)

From the definition of the multi-group components of the flux moments, Equation 2.38, and the

definition of the spherical harmonics, Equation 2.34a, one notes that the first two coefficients in the

expansion above for the spherical harmonics of the zeroth and the first degree, correspond to the

isotropic part and the linearly anisotropic part of the associated angular distribution of the angular

neutron flux, respectively; as made apparent by the scalar neutron flux, Equation 2.23, and the net

neutron current, Equation 2.24, respectively.

Substituting the expansion in Equation 2.43 into Equation 2.20 or Equation 2.21, and then multiplying

through by Y m
l , integrating over the unit sphere and exploiting the orthogonality property of the

spherical harmonics, Equation 2.35, yields a system of N+1 coupled equations. For each major

index l, there are 2l+1 linearly independent spherical harmonics of degree l, which are coupled to

those spherical harmonics of degrees above and below. To ensure solvability, the components of the

spherical harmonics of degree l ≤ N must be decoupled from those of degree l > N by a closure

relationship that simply neglects them [127].

For an increasingly large N , the PN approximation, Equation 2.42, converges quickly for small flux

gradients and less so for increasingly large ones; nonetheless, the series does tend towards the exact

solution as N → ∞ [128]. However, for general geometries in multiple dimensions, the PN equations

become too complicated to solve for N > 1. The number of unknowns to solve for can be reduced by

assuming azimuthal invariance in the angular flux distribution; in which case, for m = 0, the spherical

harmonics reduce to Legendre polynomials. Moreover, approximations can be made to simplify the

geometry of the problem; e.g. should it be possible to reduce the system to a 1D slab geometry problem,

there exists a formal equivalence between the PN-1 method and the discrete ordinates (SN) method,

to be presented [129]. However, no such equivalence exists in multiple spatial dimensions [130].

Alternatively, the heuristically derived simplified spherical harmonics (SPN) method serves as an

efficient angular discretisation technique that may be readily employed in whole-core calculations [131].

However, as it is based upon an expansion in an incomplete basis of orthogonal functions, it is not

guaranteed that the numerical solution will converge as N →∞ [132]. That being said, the SP3 and

the SP5 equations have been shown to be more accurate than the P1, or diffusion, approximation [133].
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8.95E-02

(Square) Gauss-ChebyshevLevel Symmetric

Figure 2.1: An example of two different S6 angular quadrature sets. The LS quadrature set (left) contains
N(N +2)/8 discrete angular directions per octant of the unit sphere; whereas the product (square) GC quadra-
ture set (right) contains N2/4 [136, 137]. Any discrete angular direction may be represented as a vector whose

components are the direction cosines: ~Ω = (Ωx,Ωy,Ωz) and the associated weight is indicated by the colour
map; the weights of a given quadrature set are normalised to

∑

kwk = 4π steradians over the unit sphere. (Vide
the web-based version for reference to colour.)

Generally, the truncation of the series in Equation 2.37 Equation 2.42 are chosen such that L ≤ N

and N is odd. The latter allows for a certain symmetry in the implementation of N + 1 BC that

are required by N + 1 coupled equations; especially for those incoming BC which may apply only to

half of the angular domain [75]. For those boundaries where there is no incoming neutron current,

the vacuum BC is rather difficult to implement because no finite sum of spherical harmonics could

represent such a step function exactly; practically, it is treated approximately as a Mark condition or a

Marshak condition [74,81,87]. Alternatively, for the half-range expansion in Legendre polynomials in

1D, Yvon’s double-spherical harmonics (DPN) method exactly satisfies the vacuum BC of no-incoming

angular neutron flux; this approach has been extended to 2D Cartesian grids [134,135].

2.5.2 The Discrete Ordinates Method

The method of discrete ordinates (SN) and much of the preliminary work thereof may be credited to

Carlson, Lathrop and Lee [55,138–140]. This angular discretisation technique has been implemented

within industrial 3D radiation transport codes such as PENTRAN and PARTISN; as well as more

recent ones, such as Rattlesnake within the MOOSE framework [25,26,141–143]. The premise is that

any integral over the angular domain can be performed numerically and sufficiently using quadrature

rules [144,145]. Consequently, the integrand of the multi-group components of the flux moments needs

only to be evaluated at discrete points; i.e. for g = 1, . . . , G and for 0 ≤ l ≤ L and -l ≤ m ≤ l:

Φgm
l (~r) =

∫

4π
Y m
l (~Ω)ϕg(~r, ~Ω) d2~Ω, (2.44a)

≈
K∑

k=1

wkY
m
l (~Ωk)ϕgk(~r); (2.44b)
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where for g = 1, . . . , G and for k = 1, . . . ,K:

ϕgk(~r) := ϕg(~r, ~Ωk); (2.45)

and:

qgk(~r) := qg(~r, ~Ωk). (2.46)

Accordingly, the angular quadrature set consists of a set of pairs of quadrature points (QP)over the unit

sphere, or rather the discrete ordinates, and their associated weights, {~Ωk, wk}Kk=1. The dimension

of the set, K = K(N), depends upon the order of the SN approximation, N , which refers to the

symmetry-preserving latitudinal point arrangement of the discrete ordinates; e.g. an example of two

different types of S6 quadrature sets are presented in Figure 2.1.

Naturally, the weights should be normalised such that their summation gives the total area of the unit

sphere; whereby one may consider them as being proportional to the areas subtended by the solid

angles associated with each of the discrete ordinates; i.e.:

∫

4π
d2~Ω =

K∑

k=1

∫

~Ωk

d2~Ω =

K∑

k=1

wk = 4π. (2.47)

In the evaluation of the multi-group components of the flux moments in Equation 2.44, one chooses

simply to solve Equation 2.20 for ϕgk at the each of the same QP, ~Ωk, in a manner not dissimilar to

that of the collocation method; i.e. for g = 1, . . . , G and for k = 1, . . . ,K [146]:

∫

4π
δ(1 − ~Ω · ~Ωk)

[
Lgϕg(~r, ~Ω)− q(~r, ~Ω)

]
d2~Ω = Lgkϕgk(~r)− qgk(~r) = 0. (2.48)

Weighted by the Dirac delta function, δ(·), the SN method minimises the residual at the QP and thus,

the differential equation is enforced in a point-wise manner only in those discrete angular directions

as chosen by the quadrature set; where the operators L and q represent the left-hand side and the

emission source density, respectively, of Equation 2.20. Conversely, however, no attempt is made to

approximate any distribution across the angular domain and the angular neutron flux assumes discrete

values only at the QP; i.e. for g = 1, . . . , G and for k = 1, . . . ,K [147]:

ϕg(~r, ~Ω) =







ϕg(~r, ~Ωk) =: ϕgk(~r), if ~Ω = ~Ωk;

0, otherwise.

(2.49)

This allows for the implementation of a relatively simple fixed-point inner-iteration scheme for the

convergence of the within-group, or self-scatter sources, which itself is nested within the SI procedure

for the convergence of the group-to-group sources in an outer-iteration scheme, to be presented in

Section 2.8. However, it is precisely this discontinuous definition that leads to a loss of rotational

invariance in the solution, which manifests itself in the so-called ray effects, to be discussed in Section
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2.5.2.1. Besides, with regard to the numerical integration in Equation 2.44, it may be more intuitive

to consider the discretised angular neutron flux, ϕgk, as well as the discrete angular direction, ~Ωk, as

being piece-wise constants within the associated solid angle of weight wk; rather than by the point-wise

definition in Equation 2.49.

The semi-discrete problem is now posed as a system of G×K equations coupled weakly through the

scattering and fission integral terms; where the multi-group FONT-SN equations are given explicitly

for g = 1, . . . , G and for k = 1, . . . ,K:

~Ωk · ~∇ϕgk(~r) + Σg
t (~r)ϕ

gk(~r) = qgk(~r). (2.50)

Similarly, for the multi-group SAAF-SN equations for g = 1, . . . , G and for k = 1, . . . ,K:

-~Ωk · ~∇ 1

Σg
t (~r)

~Ωk · ~∇ϕgk(~r) + Σg
t (~r)ϕ

gk(~r) = qgk(~r)− ~Ωk · ~∇ 1

Σg
t (~r)

qgk(~r). (2.51)

Just as any collocation method is strongly dependent upon the choice of the quadrature, or collocations,

points, the accuracy of the SN method depends strongly upon the choice of the angular quadrature

set. Whilst one may suggest various different quadrature sets, they are all guided by the desire to

integrate as accurately and as cheaply as possible the multi-group components of the flux moments

in Equation 2.44, whilst also incorporating any constraints on symmetry. Moreover, should one be

interested in modelling for anisotropic scattering, the order of anisotropic scatter, L, in Equation 2.37,

would have to be truncated to the maximum degree of polynomial for which the quadrature would

be exact [81]. Unsurprisingly, there are some restrictions in choosing the sets of discrete angular

directions and corresponding weights; the first being that posed in Equation 1.4.

As it will be appreciated in the ensuing chapters, there is a great deal of flexibility available in the

choice of spatial discretisation and thus, the subsequent spatial refinement of the NTE; yet, it is

often customary to apply the same angular resolution, as embodied by the angular quadrature set,

to each energy group and to each spatial mesh. Therefore, a second requirement would be to ensure

that the SN method maintains the principle of optical reciprocity [55]. In general, it may not be

possible to preserve computational invariance of the solution under all geometric transformations.

However, it will be sufficient to choose an even-numbered, K, angular quadrature set that is invariant

under rotations of π/2 steradians about about each of the axes in an orthogonal Cartesian coordinate

system. In practice, the distribution of the QP over the entire unit sphere and their associated

weights can therefore be described in reference to that over a single principal octant; and allowing for

all possible permutations of sign changes to the components of the discrete angular directions [140].

For those geometries whose physical boundaries align with the coordinate axes, this greatly simplifies

the implementation of (specular) reflective BC; such that, for every pair of ~Ωk and wk, the angular

quadrature set also contains a pair of ~Ωk′ = ~Ωk − 2~n(~Ωk · ~n), and wk′ = wk, where ~n is the outward
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facing unit-normal vector on the boundary.

Since the spherical harmonic flux moments are themselves polynomials of the direction cosines, addi-

tional constraints are applied in the following moment conditions; viz. the quadrature formula should

integrate as accurately as possible the following, for i = x, y, z [55]:

K∑

k=1

wk(µ
k
i )

n =







0, for n-odd;

4π
n+1 , for n-even.

(2.52)

In particular, Equation 2.47 is recovered for n = 0; and the flow condition and the diffusion theorem

condition conditions are revealed for n = 1 and for n = 2, respectively; where, in fact, any odd-moment

condition is guaranteed by the property of optical reciprocity [136,148].

The level-symmetric (LS) angular quadrature set is one such triangular set that exhibits full rotational-

reflection invariance; and hence, there is no bias in any particular direction of neutron flight [140]. In

any given octant, for the same distribution of direction cosines on each of the axes, the QP lie on N/2

lines of latitude, or polar levels, such that the ith polar level bears N/2 − i+ 1 QP; thus, accounting

for N(N +2)/8 discrete ordinates over the surface of an octant. An example of the S6 LS quadrature

set is given in Figure 2.1. Such a latitudinal point arrangement allows for a normally 2D quadrature

to be performed as a direct sum evaluation; q.v. Equation 2.44 [136]. However, LS-based numerical

integration is often inaccurate, even for low-order polynomial functions; and N ≥ 18 yields negative

weights and non-physical solutions [149].

In general, it is sufficient to consider only 2d octants for a d-dimensional problem; and therefore,

conditions of complete symmetry are only required by those angular quadrature sets in the application

to full 3D problems. As such, the angular quadrature set for a 2D problem is only required to be

invariant under rotations of π/2 steradians about the principal directional axis; compared to a fully

symmetric set that exhibits such invariance about every axis. A relaxation of symmetry requirements

in lower-dimensional geometries entails a relaxation in the latitudinal point arrangement, by which

one gains in the flexibility of choosing alternative angular quadrature sets, whilst retaining the polar

level arrangement and the property of direct sum evaluation.

Such an example of half-symmetric angular quadrature sets are the product Gauss-Chebyshev (GC)

sets, which combine a 1D Gauss-Legendre polar quadrature rule with an equally-weighted Gauss-

Chebyshev azimuthal one [137,150]. An example of a S6 square GC quadrature set is given in Figure

2.1; where each of the N/2 polar levels has N/2 QP. Therefore, accounting for N2/4 discrete angular

directions over the surface of any given octant in the hemi-sphere. The set of associated weights is

formed simply as the product of those from the well-established Gauss-Legendre and Gauss-Chebyshev

quadrature sets; and thus, are guaranteed to be positive for an arbitrarily large N [137].
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In the case of 1D slab and spherical geometries, that require no conditions of symmetry, the 2D

integration over the unit sphere reduces to a 1D quadrature with respect to the polar cosine, µ, over

the interval [-1, 1], for which polynomials of order 2N -1 or less can be integrated exactly by an N -point

Gauss-Legendre rule. For QP chosen as the zeros of the Legendre polynomials, the SN equations are

entirely equivalent to the PN-1 approximation, with Mark BC [81,129]. Howbeit, such an equivalence

does not extend to multiple dimensions [151].

It would appear that no single optimal quadrature set exists for all problems; and in fact, the choice of

quadrature set is often problem-dependent. For example, deep-penetration problems may favour biased

quadratures, which cluster the QP about the preferred direction of forward-peaked scatter [136,139].

In which case, it may be that such non-symmetric quadrature sets are tailored specifically to the

geometry of the problem [80]. An eventual spatial discretisation introduces additional complexity

when considering that the final linear system of algebraic equations will depend equally upon angular

as well as spatial quadrature rules; where experience has demonstrated that the errors in both are

interdependent [55]. Nonetheless, within the scope of the current project, one is content in developing

the spatial discretisation techniques in isolation by simply assuming either LS or GC angular quadra-

ture sets [136, 137]. To facilitate a more mathematically rigorous and more fair comparison between

the two, triangular GC quadrature sets, with second-order 1D Gauss-Legendre polar quadrature, will

be generated such that they contain the same number of QP as the LS set; however, it should be

emphasised, that they are entirely different sets.

Finally, it is worth noting that, following the energy discretisation by the multi-group approximation,

it is arbitrary the order in which one performs the adjoint operation or the angular discretisation by

the SN method because these two do commute [125]. In other words, discretisation of the dual NTE

yields the adjoint of the discretised primal NTE; this is the property of discrete adjoint consistency.

2.5.2.1 The Ray Effects

The SN method yields a system of equations that bears resemblance to the (semi-)analytical multi-

group NTE; albeit evaluated in discrete angular directions of neutron flight, as chosen by some quadra-

ture rules. Subject to a spatial discretisation, the resulting system of weakly coupled PIDE may be

solved in a relatively straightforward manner; q.v. Section 2.8. For an identical treatment of BC and

for any of the discrete directions in which the source does not depend upon the neutron flux, one can

obtain an identical solution to the analytical one; viz. the uncollided flux distribution [75,153]. On the

contrary, owing to an inability to approximate reasonably any scalar quantity by angular quadrature,

even though the integrand may be exact at the QP, the numerical solution may exhibit aberrations

and anomalies in the presence of scatter and fission sources; these are the ray effects, as manifested by
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Figure 2.2: A demonstration of the ray effects for the example of the 2D IAEA CEA-1 benchmark and the
solution to the 1G sweep-based DG-IGA FONT-SN equations over a coarse mesh (row a) of 81 bi-quadratic
NURBS patches, or 729 DoF per ordinate; and a more refined mesh (row b) of 8, 100 bi-quadratic NURBS
patches, or 72, 900 DoF per ordinate; q.v. Table 7.25 [152]. For an increasingly large LS angular quadrature
set, N = {2, 4, 8} (left to right), the scalar neutron flux (cm-2s-1) distribution is indicated by the colour map.
(Vide the web-based version for reference to colour.)

regions of non-physical high and low flux densities [151]. As the continuum of characteristic directions

in which neutrons are allowed to stream is restricted to a finite set, so too are the contributions to

any scalar quantity, at a given point, restricted to those sources, or sinks, that are intercepted by the

discrete ordinates [154].

These ray effects may appear less pronounced in large diffusive systems where distributed sources

of scattered neutrons are often isotropic and important, c = Σs/Σt → 1; and where the angular

distribution of neutrons tends to be smooth [75]. As the spectral radius of the iteration matrix is

approximately equal to the scattering ratio, c, the SI procedure can become slow to converge in such

scattering-dominated scenarios, which provides the motivation for the acceleration techniques applied

in Chapter 7 [40].

It must be emphasised that the ray effects are an inherent defect of the the SN method itself; and

exist independently of the discretisation of other independent variables [155]. That being said, once

subject to a spatial discretisation, a coarse mesh may interrupt the streaming of neutrons along the

characteristics; and thus, to some extent, mitigate the ray effects [151]. This is demonstrated in Figure

2.2, where the one-speed (1G) sweep-based discontinuous Galerkin FONT-SN equations are solved for

the 2D IAEA CEA-1 benchmark over both a coarse spatial mesh (row a), as well as a more refined one

(row b), for increasing orders of the LS angular quadrature set, N = {2, 4, 8} [152]. All simulations
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were terminated upon convergence of the scalar neutron flux to a tolerance of machine precision in the

relative L2-error in successive iterations. In each instance, the true behaviour of the SN approximation

is only masked by a poor resolution of the spatial mesh.

Somewhat representative of the heterogeneities found in a typical LWR, the 2D IAEA CEA-1 bench-

mark models the thermal neutron flux over an infinite three-by-three lattice arrangement of eight

fuel pins that surround a central pure absorber, with a moderator region in between; this benchmark

shares the same material compositions and nuclear data as the 2D IAEA CEA-2 benchmark pre-

sented in Section 7.4.4 [152]. Although the moderator is representative of a highly scattering material,

c ≈ 0.99, the ray effects are still observed; where it may happen that there exist uninterrupted streams

of neutrons in certain discrete directions that do not intercept the sink, thus, resulting in an uneven

depression in the scalar neutron flux about the central poison. At the same time, such a defect is

equally apparent in the application of the SN method to the second-order forms of the NTE; q.v.

Section 5.5.3. However, due to their elliptic, or numerically diffusive or dissipative nature, the effect

may appear less pronounced, qualitatively [156].

Clearly, the severity of the ray effects depends upon the choice of the angular quadrature set and whilst

persistent, they are diminishingly so for the added computational cost of an increasingly large N ; v.

Figure 2.2 [154]. Adaptive angular refinement techniques are challenging to implement because the

standard angular quadrature sets are not hierarchically defined. For this reason, specially designed

ones have been devised [149]. Various other attempts have been made to mitigate the ray effects,

whilst leveraging the simple structure of underlying the SN method; including the phase-space finite

element methods (FEM) and wavelets [157–164]. Such angularly smeared methods may mitigate the

ray effect to some extent. However, only the rotationally invariant spherical harmonics methods have

the potential to eliminate them altogether [156]. Indeed, one should expect the ray effects to persist in

any angular discretisation that retains the hyperbolic approximation of the streaming operator [165].

To reiterate, the ray effects are due to a lack of rotational invariance in the discretised streaming op-

erator in the SN equations, which is not exhibited by the corresponding PN-1 equations [166]. Lathrop

went further to demonstrate that this general non-equivalence between the two angular discretisation

techniques may be attributed to a retention of additional moments in the SN equations [151]. It was

then devised that this could be compensated for by establishing SN→ PN-1 equivalence through the

inclusion of some fictitious source term [146, 154, 167, 168]. Such an approach was implemented in

the TWOTRAN code [169]. However, in the transformation to the spherical harmonics equations,

any desirable convergence properties of matrix-free sweep-based solvers are lost; as is any potential to

benefit from standard acceleration schemes that are compatible with the original SN equations.

Such exotic ray-effect mitigation techniques are beyond the scope of this work. One recalls the aim
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of developing refinement strategies to minimise the error due to the spatial discretisation; as well as

to apply convergence acceleration techniques that are compatible with the standard SN equations.

Whilst the ray effects may feature, it is usually the spatially-integrated scalar quantities such as the

fluence, detector response or general reaction rates that are specific QoI; in which case, the SN method

may still allow for reasonable accuracy [75]. Should it be necessary, however, one is content in simply

increasing the size of the angular quadrature set; whereby the associated computational cost is expected

to increase linearly with the number of discrete angular directions; i.e. O(K). Therefore, it becomes

increasingly important to implement some form of HPC parallelisation within the numerical code; such

that each discrete ordinate is not simply solved for in rude succession. The investigation of such parallel

sweep-based algorithms on regular Cartesian grids lead to the (modified) Koch-Baker-Alcouffe (KBA)

algorithm [170, 171]. That being said, such scalable algorithms over general unstructured meshes

remain an active field of research [172].

2.6 Diffusion Theory

Evidently, thus far, the discretisation of the NTE with respect to each of its independent variables

has become an increasingly arduous task. By neglecting any detailed directional aspect of neutron

transport, a simplified model can be found in neutron diffusion theory, which is readily employed in

whole-core reactor physics codes such as the nodal code, PANTHER [63].

As it happens, diffusion theory is an asymptotic limit of transport theory; whereby, despite presenting

itself formally as a hyperbolic PIDE, Equation 2.50 behaves like an elliptic one in the asymptotic

diffusion limit; i.e. where Σt → ∞ and Σa → 0 [173, 174]. Equally, the (semi-)analytical second-

order forms should retain the same asymptotic properties in the diffusion limit because one expects

the same analytical solution to the NTE, irrespective of its form [109]. Ideally, this should hold for

the spatially discretised equations; however it is not always guaranteed in the intermediate and thick

diffusion limits; and especially so in the vicinity of unresolved boundary layers [148].

Although the full derivation is omitted here for brevity, the multi-group NDE are somewhat equivalent

to the multi-group P1 equations; wherein one assumes a rather weak and linearly anisotropic expansion

of the angular neutron flux by truncating Equation 2.43 to N = 1 and all higher-order moments,

l ≥ N+1, are ignored; i.e. for g = 1, . . . , G:







~∇ · ~Jg(~r) + Σg
t (~r)φ

g(~r) =

G∑

g′=1

Σg′→g
s0 (~r)φg′(~r) + χg(~r)

G∑

g′=1

νΣg′
f (~r)φ

g′(~r) + qgx(~r);

1

3
~∇φg(~r) + Σg

t (~r)
~Jg(~r) =

G∑

g′=1

Σg′→g
s1 (~r) ~Jg′(~r).

(2.53a)

(2.53b)
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The first equation (l = 0), Equation 2.53a, is simply the neutron conservation equation, or rather

a balance that relates the divergence of the net neutron current to the scalar neutron flux and any

isotropic sources. The second equation (l = 1), Equation 2.53b, is the corresponding conservation

equation for the net neutron current, or rather a balance that relates the gradient of the scalar

neutron flux to the net currents of any anisotropic sources due to scatter.

The micro-reversibility approximation (MRA), or the out-flow approximation, can be used to simplify

Equation 2.53b, whereby one assumes that the total anisotropic scatter of neutrons into a given group

is equal to that out of the same group; i.e. for g = 1, . . . , G [60]:

G∑

g′=1

Σg′→g
s1 (~r) ~Jg′(~r) =

G∑

g′=1

Σg→g′
s1 (~r) ~Jg(~r). (2.54)

Strictly speaking, such a detailed balance would only be valid at thermal energies, where the projectile

neutrons are assumed to be in (quasi-)equilibrium with the target nuclei. With slight modification, the

above row sum approach can extend to epi-thermal energies, where down-scatter processes dominate

[175]. At higher energies, however, such an approximation does not hold; and from this point on, the

multi-group equations depart from the multi-group P1 equations [54,176].

Although it was not detailed explicitly, the outflow approximation was implicit in deriving the transport-

corrected cross-sections in Equation 2.40 and Equation 2.41a; and they reappear now in defining the

transport-corrected diffusion coefficient, D (cm); viz. by substitution of Equation 2.54 into Equa-

tion 2.53b and then rearranging to yield Fick’s (first) law as it applies to neutron diffusion for

g = 1, . . . , G [175]:

~Jg(~r) = -
1

3Σg
tr(~r)

~∇φg(~r) = -Dg(~r)~∇φg(~r). (2.55)

Under steady-state conditions, the above postulates that the diffusive flux, or rather the net neutron

current, tends in the direction of low neutron density across the concentration gradient, or the spatial

derivative of the scalar neutron flux. This may be a reasonable assumption for optically thick media

where the mean free path (MFP), ∼ 1/Σtr, is of the same size as the collision length; and where the

scattering events dominate any streaming behaviour. Accordingly, any densely populated regions of

neutrons, as characterised by frequent scatter and random trajectories, will exhibit higher-rates of

collision and the neutrons will tend to scatter more frequently towards less populated regions [47].

The rate at which the neutrons diffuse depends upon the diffusion coefficient, D, which is generally

defined as a (3× 3)-tensor whose entries are directional diffusion coefficients. The full tensor-product

form of D is useful for representing the anisotropic nature of neutron diffusion in problems that have

been spatially homogenised by lattice physics calculations; e.g. neutron streaming in AGR, where the

radial and axial diffusion coefficients can be different [177]. However, it has been simplified somewhat
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by the outflow approximation, in Equation 2.54; whereby any directional dependence was lost in

removing the need for specific neutron current spectra. For most PWR lattice calculations, the effects

due to isotropic streaming can be sufficiently represented by non-directional and transport-corrected

diffusion coefficients [74].

By substitution of Equation 2.55, into the first of the P1 equations, Equation 2.53a, the multi-group

NDE are obtained for g = 1, . . . , G:

-∇ ·Dg(~r)∇φg(~r) + Σg
r(~r)φ

g(~r) =

G∑

g′6=g

Σg′→g
s0 (~r)φg′(~r) + χg(~r)

G∑

g′=1

νΣg′
f (~r)φ

g′(~r) + qgx(~r); (2.56)

where the within-group scatter, or self-scatter, terms have been subtracted from either side; and the

effective macroscopic cross-section of removal, Σr, is defined for g = 1, . . . , G:

Σg
r = Σg

t − Σg→g
s = Σg

a +

G∑

g′6=g

Σg′→g
s . (2.57)

It is markedly cheaper to solve the multi-group NDE than it is to solve any higher-order approximation

of the NTE. However, neutron diffusion theory only provides a valid mathematical description of the

behaviour of neutrons when the assumptions implicit in its derivation are satisfied [80, 178]. The

most stringent being that the angular neutron flux distribution varies gently in space [87, 179]. This

is conceptually equivalent to the linearly anisotropic behaviour of the angular flux assumed in P1

approximation, which, it must be reminded, is itself a low-order approximation of the NTE [180].

Importantly, this assumption of weak angular dependence is violated wherever sharp gradients appear

in the neutron flux distribution, such that strong spatial variations infer strong angular dependence

and thus, anisotropic behaviour; viz. in the vicinity of localised sources and strong absorbers; and

within a couple MFP of physical boundaries and material interfaces [39,181].

With regard to continuity in the angular neutron flux, the interface condition, Equation 2.7, must

be enforced inexactly since the P1 equations consider only the first two moments in Equation 2.42.

In order to enforce the conservation of neutron transport across an interface it will be sufficient to

ensure continuity in the scalar neutron flux as well as continuity of the normal component of the net

neutron current, respectively, across that same interface; e.g. for some interface ∂V12 that separates

two regions, V1 and V2, and for g = 1, . . . , G:

φg(~r)|V1 = φg(~r)|V2 ;

-Dg(~r)~∇φg(~r) · ~n(~r)|V1 = -Dg(~r)~∇φg(~r) · ~n(~r)|V2






∀~r ∈ ∂V12;

(2.58a)

(2.58b)

where ~n is the unit-normal vector located on the interface pointing from V1 → V2; and the net neutron

current has been expressed as per Equation 2.55. From the second of the interface conditions above,

one remarks that for two different materials the diffusion coefficient will be discontinuous in ~r across

∂V12 and so too will the gradient of the scalar neutron flux discontinuous across the interface.
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FDM FEM IGA

Figure 2.3: A comparison of the typical meshes employed by different spatial discretisation techniques for
the example of a 2D pin-cell: FDM, FEM and NURBS-based IGA, respectively. With respect to FDM and
linear FEM, the underlying geometry of the central fuel pin, given in dark grey, may be better approximated
under refinement of the mesh; however, this is exactly represented in IGA by the coarsest mesh of bi-quadratic
NURBS patches. (Vide the web-based version for reference to colour.)

Similarly from Equation 2.42 and Equation 2.55, the outgoing and incoming partial currents in Equa-

tion 1.11 may be approximated by diffusion theory as [74]:

~Jg±(~r) ≈ 1

4
φg(~r)± 1

2
~Jg(~r) · ~n(~r) ≈ 1

4
φg(~r)∓ 1

2
Dg(~r)~∇φg(~r) · ~n(~r). (2.59)

In spite of its limitations and despite the complex core configurations of most reactors, neutron diffusion

theory serves as a vital computational tool for reactor analysis in providing equivalent homogenised

core calculations, which rely heavily upon detailed, heterogenous, lattice calculations provided by

transport theory [87, 182]. Typically, however, deep-penetration reactor shielding problems are less

amenable to a direct application of diffusion theory because the often highly energetic neutrons tend

to stream over large distances between interactions in regions with small cross-sections; and in the

limit of vanishingly small cross-sections in voided regions, the diffusion coefficient is undefined as per

Equation 2.55; i.e. D →∞ as Σt → 0.

A better approach would be to employ diffusion theory in tandem with transport theory; where a

compatible and consistent, or at least partially consistent, DSA can be devised to precondition, or

accelerate the fixed-point convergence of the latter [183]. In essence, intermediate-iteration diffu-

sion corrections are made to at least the zeroth-degree flux moments; where upon convergence, the

accelerated solution is the same as that obtained without acceleration, just in a fewer number of

iterations [80]. Such acceleration strategies form the topic of Chapter 7.
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2.7 A Discretisation in Space

Analytical solutions to the (semi)-discrete FONT-SN equations do exist for certain simplified problems

that typically assume one single energy group (1G) in either 1D slab geometries or homogeneous

2D Cartesian geometries [184–186]. With some manipulation, the 1G NDE can be expressed as a

Helmholtz equation, to which the fundamental solution and geometric buckling for bare and uniform

reactors of simple shape are separable and well known, analytically, in eleven different coordinate

systems [187–189]. Whilst such analytical solutions are useful for code verification and benchmarking

purposes, they are often intractable for general engineering problems.

Following the discretisation of the NTE with respect to energy and angle, all that remains is to perform

that with respect to space. Accordingly, this current section allows for an informal and non-exhaustive

discussion of spatial discretisation techniques, including the finite differences methods (FDM) and the

finite elements methods (FEM). A comprehensive discussion of NURBS-based isogeometric analysis

(IGA) is reserved for Chapter 3.

The goal is to approximate a continuous field by a set of discrete values at discrete points, or nodes;

as defined by some appropriately constructed grid or physical mesh; whereby, the defining continuous

linear operator equation is formulated locally at each of the discrete points, yielding a system of

algebraic equations that can be solved, as per Equation 1.2; where the standard modern approach is

to employ Galerkin-based FEM [190]. The spatial discretisation is said to be consistent under mesh

refinement if the sequence of numerical solutions converges in some sense to the true solution [191].

2.7.1 The Finite Differences Method

The partial-differential operator in Equation 2.50 can be approximated by a discrete (central-)difference

relation; and for a grid defined by a set of cells of characteristic size, h, one can then formulate a sys-

tem of equations in volume-averaged and surface-averaged quantities [74]. Provided some relationship

exists between these two different quantities over a given cell, their calculation can proceed as a trans-

port sweep across the grid in each direction of propagation, ~Ωk, that belongs to the angular quadrature

set [55]. The solution to any outgoing face-averaged values of a given cell are completely determined

by that of all incoming face-averaged values, as well as the volume-averaged values; and once these

outgoing values are known, they can then serve as incoming ones for those cells downwind. One of

the earliest and most common closure relationships applied to the FONT-SN equations was that of

the diamond-difference (DD) scheme; whereby the volume-averaged value is taken simply as the the

arithmetic average of the surface-averaged values [138].
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The FDM continues to garner attention because of its relative simplicity and ease of implementation

[192, 193]. In the application to second-order elliptic systems, the resulting matrices are banded by

dint of the nearest-neighbour coupling; yielding diagonal, tridiagonal and pentadiagonal matrices in

1D, 2D and 3D, respectively [87]. One can take advantage of this by employing compressed diagonal

storage (CDS) data structures for sparse matrices.

A poor choice of the grid spacing, h, however, especially in optically thick regions, can result in negative

surface-averaged values and non-physical flux oscillations, which would require some form of fix up or

stabilisation; e.g. the step method or a weighted DD scheme, respectively [54,55]. More importantly,

FDM is unsuitable in its application to unstructured meshes and complex geometries [194]. For

example, the stepped approach employed to model the central fuel pin in Figure 2.3 is inaccurate;

instead, it may prove more effective to simply homogenise the entire pin-cell region [186]. Reed did

attempt to capture greater geometric detail by using triangular meshes; however, this does not appear

to have gained much traction [195].

2.7.2 The Method of Weighted-Residuals

In a manner similar to that of the PN method in Section 2.5.1, the spatial dependence in the angular

neutron flux, ϕ, can be expanded in a basis of linearly independent analytical functions, u, dubbed

the trial functions, whose functional dependence on position ~r is known a priori ; i.e. g = 1, . . . , G and

for k = 1, . . . ,K [196]:

ϕgk(~r) ≈ ϕ̂gk(~r) =

N∑

j=1

ϕ̂gk
j uj(~r), ∀~r ∈ V . (2.60)

For practical reasons, only the first N members are retained and the trial solution, ϕ̂, only approxi-

mates the true angular neutron flux. Accordingly, the trial functions, uj , are chosen such as to ensure

an increasingly better approximation of ϕ for an increasingly large N [197].

Inserting Equation 2.60 into whichever form of the NTE is of interest, Equation 2.50 or Equation

2.51, the unknown expansion coefficients, or control-variables, can be determined by first recasting

the governing PIDE in some natural integral statement and then requiring it to be stationary with

respect to independent variations in ϕ̂j for j = 1, . . . , N . To elucidate, the domain of this abstract

functional, F , is a linear vector space of functions of position, ~r, amongst which is the solution to

the PIDE of interest, ϕ̂, as characterised as a stationary point, δF = 0 [198]. The original problem

has now become one of minimising a system of linear algebraic equations with adjustable parameters;

generally, this is known as Ritz’s synthesis method, as it pertains to stationary principles; or rather

the Rayleigh-Ritz method if it pertains more specifically to extrema principles [199–201].
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For ϕ̂ characterised variationally, it is possible to deduce the strong form of a set governing PIDE,

including BC. In fact, the Euler-Lagrange equations can be established for any variational principle;

viz. those equations that characterise a stationary point of the variational statement, or the weak

form, as the solution to the strong form of the governing PIDE [196]. However, this does not typically

hold for the contrary as only certain forms of PIDE can be identified as the Euler-Lagrange equations

of a variational problem; namely, those that are second-order and self-adjoint [101]. In other words,

Ritz’s method can be applied to any variational problem, yet variational principles cannot be derived

for every PIDE [196].

Due to the group-to-group sources, the different forms of the multi-group NTE are generally not

self-adjoint. Therefore, it may be more conducive to reformulate a given problem in the more general

context of the method of weighted-residuals (MWR), which can be applied to a larger class of problems

without the need for explicit variational principles [202,203].

By substitution of ϕ for ϕ̂, the governing PIDE defined over a general space of functions, are mapped

to approximate ones defined over a trial space spanned by the trial functions, to which the trial solution

also belongs. Having assumed its form in Equation 2.60, one must ensure, at least in a weak sense,

that the trial solution satisfies the NTE along with any BC, the extent to which can be quantified

by the residual. Where, obviously, the residual of the projected equations is vanishing for an exact

solution that also belongs to the same trial space; i.e. ϕ̂ = ϕ. However, such a feat is rarely achievable.

Alternatively, yet equivocally, one can demand that the residual be weighted by some test function,

w, integrated over the entire real physical domain, V , and then be made to be vanishing for each

member of the set {w}Mi=1; viz. dropping the superscripts g and k that denote energy-group and

discrete angular direction, respectively, and for i = 1, . . . ,M :

∫

V
wi(~r)

[
Lϕ̂(~r)− q(~r)

]
dV = 0; (2.61)

where the group and angle-dependent operators L and q may represent the left-hand side and the

emission source density, respectively, of Equation 2.50, for example.

In practice, there exist many different possible sets of test functions, each one corresponding to its

own numerical method; and although definitively there appears to be no best choice, the convergence

of successive approximations of increasingly large N and M may give some indication [201]. One

remarks that the collocation method, for example, is one such derivation of the MWR; whereby the

test functions are chosen as Dirac delta functions and the residual is made to be vanishing in a

point-wise manner at the collocation points [204].
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2.7.2.1 The Bubnov-Galerkin Method

More formally, one can denote the finite-dimensional vector spaces to which belong the trial and test

functions as Û and V̂, respectively; such that N = dim V̂ and M = dim V̂. By containing all of the

unknowns, ϕ, on the left-hand side of the weighted-residual statement and the known given data on

the right-hand side of Equation 2.61, the discrete weak problem may be posed concisely as finding

ϕ̂gk ∈ Û , such that for g = 1, . . . , G and for k = 1, . . . ,K:

agk(ϕ̂gk, ŵ) = b(ŵ), ∀ŵ ∈ V̂; (2.62)

where for simplicity, each of the multi-group components of the discrete angular neutron flux is sought

in the same solution space; with the discrete bilinear form agk(·, ·) : V̂ × Û → R, and the discrete

linear functional b(·) : V̂ → R, whose properties depend upon whichever form of the NTE is under

investigation. As would be the case of any chosen discretisation technique, the bilinear form must

be analysed for its mathematical convergence properties; viz. in terms of consistency, continuity, or

boundedness, and coercivity, or ellipticity.

The total number of unknowns, N , or DoF, corresponds to the truncated expansion in Equation 2.60;

and since the weighted-residual statement must be satisfied for each member of the set of test functions,

there are as many conditions to solve for as there are test functions. To determine the control-variables,

ϕj , uniquely, there must be as many algebraic equations as there are DoF; i.e. M = N . As such,

one may suggest to remove any need for a separate calculation of the weighting functions by simply

taking them from the same space as the trial functions, or vice versa; i.e. Û = V̂. In particular, the

residual is made to be vanishing for the choice of a set of orthogonal functions; since it will itself be

made orthogonal with respect to each of the test functions of this chosen set. So therein lies the basic

principle of the Bubnov-Galerkin method; where the distinction is made from the Petrov-Galerkin

method for the general case Û 6= V̂ [205,206].

In most applications of Galerkin-based methods the weighted-residual statement is reformulated by

Green’s identities, or integration by parts, such as to express any suitably differentiable linear operators

as those of reduced orders of derivatives; whence justifies its appellation the weak form, since any

required smoothness in the weak solution is relaxed; whilst the strong form calls explicitly for a

solution that is differentiable to the order in which it appears in the governing PIDE [194]. In relaxing

the requirements for continuity in the trial functions, tighter ones are imposed on the test functions;

viz. an appropriate choice would ensure Cs-1 continuity in the basis of the functions for the strong

form of a set of governing PIDE that exhibit at most s-order derivatives [197]. Moreover, in applying

the divergence theorem, Equation 2.5, surface integrals over the physical boundary appear in the

weak form, which lends itself to the introduction of those BC that may be satisfied naturally by the
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weighted-residual statement [207]. Those that are not are of the essential type; for it is essential that

they be built directly into the solution space or weakly enforced in some sense [197].

One recalls that self-adjoint second-order forms may be formulated as variational principles; and

should the variational statement be of no great significance and account for the natural BC, then Ritz’s

method will yield a variational form that is equivalent to the weak form of the Bubnov-Galerkin method

[200,201]. As such, it may be seen that the terms variational and weak are used interchangeably; even

when variational principles can be derived.

2.7.3 The Finite Elements Method

The finite elements methods (FEM) are a class of numerical technique used to model a variety of

scalar, vector and tensor field problems; including, heat transfer, fluid flow, electric and magnetic

fields and structural analysis [194, 208–210]. Within the field of nuclear reactor physics, FEM were

first applied to the static multi-group NDE, for which considerable gains in accuracy and efficiency

were demonstrated over standard FDM, especially in 2D [211–213]. Most first-order and second-

order forms of the NTE have since benefitted from a discretisation by the FEM; including for the

application to complete phase-space [157,214–217]. A good example of the commercial use of FEM is

that implemented in the general-purpose ANSYS software [218].

Rather than implicitly formulating the integral statement over the entire physical domain, V , with

some single expression for the basis functions throughout V , a more systematic approach would be to

construct the approximation spaces locally over simple contiguous subdomains, Ve, called the finite

elements, which, it can be assumed, retain their respective homogeneity and well-defined properties

and can be arranged in some convenient manner [219]. In doing so, it becomes easier to treat any

problem that presents irregular boundaries and material heterogeneity [191]. Moreover, refinement

of the numerical technique can proceed simply by enlarging the number of elements; such that the

total DoF of the discrete field increases whilst the finite element function spaces themselves remain

relatively small [196]. Essentially, the FEM encapsulate Galerkin’s method in a piece-wise manner;

and clearly, continuity of the numerical approximation must be enforced over V in some manner.

An automated ancillary mesh generator is needed to decompose the problem geometry into a tessel-

lation of E-number of non-overlapping regular geometric primitives such as triangles, quadrilaterals,

tetrahedra and hexahedra; whose vertices connect together at common nodal points to form the phys-

ical mesh, T (V ) = {Ve}Ee=1, over which the numerical analysis is performed [220]. It is possible for

FEM to model a wide range of complex geometries. However, in the case of general non-Cartesian

geometries, for example in Figure 2.3, T may represent only an approximation of V , albeit an increas-
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ingly better one under refinement; i.e. V ← ⋃
E
e=1Ve as E → ∞. One notes that the preservation of

geometry and thus, conservation of mass, is of critical importance in the application to nuclear reactor

physics; and although volume and surface conservation algorithms do exist, it is often not possible to

perform both in tandem [221].

Nevertheless, the strength of FEM lies is in the union of the elements; whereby the algebraic equations

can be formulated locally and the global weighted-residual statement obtained in a systematic assembly

of the element-wise contributions; i.e. [197]:

∫

V
dV =

E∑

e=1

∫

Ve

dV . (2.63)

By their piece-wise definition and compact local support, the basis functions are assigned a narrow

base and the element-wise assembly of dense blocks, as per Equation 2.63, produces banded matrices,

at least in the case of linear elliptic BVP; whose sparsity pattern is directly related to the global

enumeration of the basis functions [222]. As the computational effort varies proportionally with the

bandwidth of the matrix, it is desirable to minimise this as much as possible; wherefore permutation

algorithms, such as the reverse Cuthill-McKee algorithm, can be employed to optimise the bandwidth

of symmetric sparse matrices [223].

Within the scope of this thesis, new spatial discretisation techniques and strategies have been developed

within a new numerical code that is based upon a standard FEM framework; it is therefore worthwhile

to recount the four basic stages required for analysis:

1. Pre-processing:

• to read in the geometry, material data and all other problem specifications

• to identify the bases of the trial and test functions

• to generate the physical mesh

• to assign the BC

2. Assembly:

• to establish the global as well as the local mesh connectivity information

• to build the dense element contributions

• to assemble the global integral statement

3. Processing:

• to solve the discretised system of algebraic equations

4. Post-processing:

• to compute any secondary results

• to write out and display all relevant results
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Any higher-level decisions are made at the pre-processing stage; viz. which problem to solve for is

determined by supplying an appropriate description of the geometry, the material data and any other

problem specifications; the user must also determine how the finite element mesh is generated and

assign the BC. The global and the local ordering of the basis functions, as per the discrete connectivity

and the discrete decomposition, respectively, must be established and the equations over the elements

formulated before the connected model is assembled as a simple matrix sum. The processing stage

is generally the most computationally intensive part of the analysis; where the manner in which the

matrix equations are inverted, or smoothed, depends upon the spatial discretisation, as governed by the

nature of the problem. Assuming that no further refinement of the model is required, any secondary

results are computed and all relevant analysis results can be visualised; otherwise, one returns to the

pre-processing stage, where a new physical mesh is generated and the analysis repeated.

2.7.3.1 Isoparametric Elements

Typically, the finite elements are defined in terms of interpolatory polynomials; e.g. those belonging

to the classical Lagrange and Hermite families of polynomials [222]. Accordingly, the basis functions

are more commonly known as interpolation or shape functions [224]. The element library may contain

many different types of regular element shapes such as triangles and quadrilaterals; however, it is

desirable that the elements be able to assume irregular shapes in order to allow for the modelling

of structures with curved surfaces or edges that meet at obtuse angles, for example. This can be

achieved by means of some coordinate transformation, whereby a model element, as described by its

local coordinates in a regular reference space, (ξ, η, ζ), is mapped into curvilinear form, as described

by its global coordinates in the real physical space, ~r = (x, y, z); i.e. ~r = ~r(ξ, η, ζ).

The transformation mapping itself is arbitrary and general in its application to any element topology;

where a natural choice is to approximate the geometry, T (V ), in the same basis as that chosen to

approximate the solution; and such is the isoparametric concept [225,226]. Thus, the shape functions

describe not only the displacements of the field within a given element, Ve, but also the geometric

shape of that element; i.e. for Ne-number of shape functions, ui, with local support over Ve:

~r =

Ne∑

i=1

~riui(ξ, η, ζ), ∀Ve ∈ T (V ); (2.64)

where ~ri are the global coordinates of the node that is associated to the ith shape function.

Although versatile, the isoparametric elements are not arbitrarily irregular since they must adhere to

certain conditions; viz. those of compatibility and non-degeneracy [227]. More obviously, an element

can only assume those geometric forms that are permitted by the shape functions as they interpolate
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the nodes; and often the interpolant does not exactly coincide with the underlying geometry [228]. For

example, conic sections, such as the central pin in Figure 2.3, cannot be represented exactly by any

number of piece-wise polynomial functions, even higher-order ones [229]. In practice, it is often much

simpler to apply mass preservation techniques to a mesh of straight-sided, or planar-faced, (linear)

elements than it is to one of higher-order curvilinear elements because the placement of any mid-side

or mid-face nodes would need to be determined in some pre-processing step; thereby preserving neither

volume nor surface area exactly at an additional cost [230, 231]. This is unfortunate because higher-

order methods are capable of yielding enhanced rates of convergence; and more specifically, they may

benefit those sweep-based solvers, for which the computational effort is proportional to the number

of elements that belong to the mesh; q.v. Section 2.8.1. That being said, the use of linear finite

elements is further motivated by the unrelated issue of Runge’s, or Gibbs’, phenomena; whereby the

approximation of certain functions by increasingly higher-order polynomial interpolation can become

divergent over a set of equally spaced nodes [232].

Fortunately, the isoparametric concept is general enough to incorporate easily bases more exotic than

those introduced here. Indeed, this is envisaged in developing NURBS-based IGA as a convergent

spatial discretisation technique for neutron transport; q.v. Chapter 3. Sufficient conditions for con-

vergence are often satisfied by a reasonably smooth and complete basis; and this last property is

guaranteed for any isoparametric basis that also forms a partition of unity [224].

2.7.3.2 The Discontinuous Galerkin Method

As has been alluded to, the piece-wise definition of the finite element approximation spaces does

naturally introduce some degree of discontinuity into the numerical solution. Assuming that the

finite elements satisfy conditions of compatibility, the standard approach, as per the Bubnov-Galerkin

method, is to globally enforce C0 continuity across the domain by essentially gluing together the

shape functions across the element interfaces. Practically, this is achieved by assigning a unique

global number to each of the nodes that appear in the connected model. Such a strong enforcement of

continuity, however, may not be suitable for those problems in which the solution is known to exhibit

sharp gradients or discontinuities because a continuous Bubnov-Galerkin (CBG) spatial discretisation

will try to smoothen these out [196]. In extreme cases, a CBG spatial discretisation may even introduce

spurious numerical artefacts for those problems that present strong material heterogeneity; where

abrupt changes to the cross-section data may induce non-physical oscillations in the numerical solution.

Indeed, the typical finite element interpolation functions are known to oscillate when attempting to fit

points of discontinuous data, this is the Gibbs phenomenon, for which increasingly violent oscillations

can be observed for increasingly higher-order polynomials [233].
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A CBG spatial discretisation of the first-order form of the neutron transport equation is particularly

unstable in the presence of strong material heterogeneity; Martin and Duderstadt demonstrated this

for the example of Reed’s 1D problem, where the code FTRAN gave extremely poor results for a

discretisation of the phase-space by continuous linear elements [207]. The geometry configuration and

the nuclear data for Reed’s 1D problem are presented in Section 5.5.2 [234]. For this same problem,

Martin and Duderstadt then employed discontinuous angular elements; whereby a decoupling of the

forward-travelling and the backward-travelling angular components saw a significant improvement to

the overall solution [207]. A qualitatively similar result is presented in Section 6.3 for the CBG-IGA

spatial discretisation of the 1G FONT-S8 equations; where one recalls that an angular discretisation

by the discrete ordinates method, Section 2.5.2, is inherently discontinuous by nature [235]. The same

authors for the same problem then took the natural step of allowing for discontinuities in the solution

across the spatial mesh; whereby jump conditions across a discontinuity were incorporated into the

integral law, or weak form, as natural interface conditions in the direction of neutron travel [207].

Weakly enforcing continuity in the angular neutron flux in such a manner was found to be equivalent

to that of the standard numerical upwinding scheme employed by most discrete ordinates codes; in

either case, the coupling of variables between elements is achieved solely through surface boundary

integral terms [194,236]. The ensuing results justify the current practice of treating the FONT equation

by discontinuous methods; that is, an application of discontinuous Galerkin (DG-)FEM to phase-space

effectively mitigated the spurious oscillations in almost every region of Reed’s 1D problem [207].

In reducing continuity across the spatial mesh, the support of the basis functions is localised; as

are any possible numerical pollution effects [229]. Moreover, by dint of the local formulation, the

elementary stencil is reduced to a given element and every neighbour that shares an interface, only.

This simplifies the implementation of the AMR strategies in the chapters that follow [237]. However,

this comes at the cost of effectively doubling the DoF of the connected system since the control-

variables across an element interface are no longer unique [194]. As a further matter, problems of

unresolved boundary layers may persist, although perhaps to a lesser extent when compared to a

similar CBG spatial discretisation; such that non-physical bumps may still present themselves about

strong material discontinuities where the numerical solution is unable to resolve sharp gradients in

the field. This is generally a coarse mesh problem that usually resolves itself under refinement of the

spatial mesh; viz. for elements that are small with respect to the MFP within a boundary layer [109].

Accordingly, optically thick elements may only be appropriate in the asymptotic diffusion limit.

Reed and Hill first introduced DG methods for solving the FONT equation over triangular meshes of

varying polynomial degree; as implemented in the code TRIPLET [235, 238]. Their work was then

extended to a multi-group formalism, as implemented in the TRIDENT code; however, this was limited

to linear basis functions only [239]. For similar reasons to those discussed in Section 2.7.3.1, much of
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the work on DG-FEM discretisations over unstructured meshes has focused on straight-sided (linear)

finite elements [236, 240, 241]. Although continuous and discontinuous methods alike employ similar

types of basis, or shape, functions, their respective approximation spaces are fundamentally different.

In essence, CBG methods make use of a single piece-wise continuous function space that is local to the

whole domain; the DG methods, however, make use of several piece-wise discontinuous function spaces

that are local to the finite elements. Consequently, DG methods are locally conservative over individual

elements and thus, by extension, globally conservative over the whole domain [242]. Conversely, CBG

methods are globally conservative over the whole domain, as well as locally conservative over those

elements that share a common node; viz. they are locally conservative over a tent function of that

shared node [243].

Again, due to their local formulation, the discontinuous elements are not linked together in any

parametric sense; and they must be weakly coupled across their interfaces. In the case of the multi-

group FONT-SN equations, this coupling is achieved via a numerical upwinding scheme, q.v. Chapter

6; and whilst there exist myriad coupling schemes for elliptic problems, one opts for an interior penalty

(IP) scheme in the application to the multi-group NDE and the multi-group SAAF-SN equations; qq.v.

Chapter 4 and Chapter 5, respectively.

2.8 The Source-Iteration Procedure

Reserving any formal spatial discretisation for the coming chapters, the (semi-)analytical steady-state

multi-group FONT-SN and SAAF-SN equations have been derived as a system of equations weakly

coupled in energy and angle; q.v. Equation 2.50 and Equation 2.51, respectively. A solution strategy

must be devised to determine the order in which they are to be solved; a task that is somewhat

more complicated than simply solving (G×K)-number of discrete equations, since unknown variables

appear on both sides of the equations due to the coupling of ϕ in the scatter and fission sources; q.v.

2.39. The most basic of strategies is that of the (scattering) SI procedure, which under steady-state

conditions, ceteris paribus, can be implemented as two embedded stages of iteration; v. Figure 2.4 [55].

Effectively, an inner-iteration procedure resolves the spatial and angular dependence of the angular

neutron flux within a given energy group; whereas an outer-iteration procedure resolves the overall

energy dependence.

Inner Iterations: It is natural to start with the inner-most part of the problem and work outwards.

That is, for a given group, g, the SI procedure resolves the angular neutron flux in all discrete directions

of neutron flight; assuming that the group-to-group sources are known a priori, this can be treated as
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an effective mono-energetic problem [80]. Using the best available information at each outer iteration

of index (j), the solution to a given within-group equation proceeds in a succession of inner iterations

of index (i); e.g. letting the operators Lg and qg denote the left-hand side and the emission source

density of Equation 2.50, respectively, in the restriction to the gth group, for i ≥ 0:

Lgϕg(i+1,j+1) = qg(i,j+1), (2.65a)

= Sg
↓ϕ

(j+1) + Sg
oϕ

g(i,j+1) + Sg
↑ϕ

(j) + qgx; (2.65b)

where the scattering contributions to the right-hand side have been split into the down-scattering, self-

scattering and up-scattering components, respectively; and sources due to fission have been ignored.

The spherical harmonic flux moments, Φ, are successively updated at each inner iteration, as per

Equation 2.44, which are used to evaluate q(i+1), in the next iteration.

The inner-iteration procedure is terminated upon either attaining the maximum number of inner

iterations, imax, or upon convergence of the within-group (self-scatter) source; where the error due

to any spurious sources introduced into the self-scattering source must be vanishing with respect to

the actual sources. A test for convergence would be for the difference in the flux moments between

successive inner iterations to be less than some criterion, τi; i.e. ǫ
(i) = ‖Φ(i) − Φ(i-1)‖ ≤ τi.

As is the case for any iterative method, one must supply an initial guess to generate a sequence of

increasingly better approximations; for the particular choice of ϕ(0) = 0, one may interpret ϕ(i) as the

angular neutron flux due to those neutrons that have been scattered at most (i-1)-number of times [40].

Consequently, the SI procedure can be slow to converge in optically-thick regions where the neutrons

will undergo many scattering events during their life time; viz. an important source of within-group

scattering neutrons will require a large number of inner iterations to suppress sufficiently any spurious

errors introduced therewithin [55, 183]. These are precisely the situations in which diffusion theory

serves as a good approximation to transport theory; q.v. Section 2.6. In fact, the NDE, Equation

2.56, has no need for any inner-iteration procedure since the self-scatter source is removed from either

side of the equation and the unknowns are contained only on the left-hand side.

Outer Iterations: The inner-iteration procedure assumes prior knowledge of the group-to-group

sources; however, this is actually just the best available information for the scatter and fission sources.

That is, they can only be known a posteriori, since they themselves depend upon the multi-group

components of the flux moments, which may have yet to be (re-)evaluated [74]. This suggests a

succession of outer iterations of index (j), not dissimilar to a Gauss-Seidel iterative method, in which

one cycles through each of the energy groups in turn, resolving the respective multi-group component of

the flux moments via the inner-iteration procedure; and (re)computing the group-to-group sources [54].
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Starting with the highest-energy group, for g = 1, . . . , G, the down-scatter sources, g → g′ for g < g′,
can be evaluated upon convergence of the respective within-group inner-iteration procedures; and thus,

it can be used by those lower-energy groups in the same outer iteration. Yet, any up-scatter sources,

g → g′ for g > g′, could only be determined for the following (j+1)th iteration; i.e. for j ≥ 0 [244]:

(L− S↓ − So)ϕ(j+1) = S↓ϕ
(j) + qx. (2.66)

The error due to any spurious sources introduced into the group-to-group sources must be vanishing

with respect to the true sources; and a test for convergence would be for the difference in the multi-

group components of the flux moments between successive outer iterations to be less than some

criterion, τo; i.e. ǫ(j) = ‖Φ(j) − Φ(j-1)‖ ≤ τo. In the case of criticality calculations, the eigenvalue,

1/keff, must be updated between outer iterations using the Rayleigh quotient, for example; and this

is more commonly known as power iteration [245]. Appropriately, an additional stopping condition

would be |keff(j) − keff
(j-1)| < τo; although this convergence criterion would generally be stricter than

that imposed to test the convergence of the flux moments [76]. In the absence of up-scatter and fission

sources, the outer iteration will simply terminate after a single iteration.

2.8.1 The Transport Sweep

Although their discretisation with respect to the independent spatial variables has only been discussed

rather informally, one can expect that applying FEM-like methods to Equation 2.50 or Equation 2.51

will yield (G × K)-number of large, sparse, linear systems of algebraic equations over the spatial

domain. Otherwise, a corresponding matrix equation, Equation 1.2, will need to be solved for each

within-group equation in a given direction of neutron travel; corresponding to process P-1 on Figure

2.4. Due to its general size and sparsity, (inexact) iterative methods must be employed to invert

a given coefficient matrix, A; often requiring only simple matrix-vector multiplication operations.

Nevertheless, the processing stage is often the most computationally demanding phase of the analysis;

excluding, perhaps, that of mesh (re)generation.

The SI procedure will not change under different spatial discretisations; however its convergence

properties are strongly affected by it, as are the properties of any potential acceleration techniques;

q.v. Chapter 7. This is in contrast to the rather benign effect of the SN angular discretisation for the

choice of standard symmetric angular quadrature sets [40]. More importantly, the actual manner in

which A is inverted is strongly dependent upon the spatial discretisation, which itself, is determined

by the nature of the governing PIDE.
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Marching Schemes: Hyperbolic PIDE govern propagation problems; viz. initial-value problems

posed in open domains in which an initial disturbance propagates at finite speeds along characteristic

lines; q.v. Section 2.3. Since the steady-state multi-group FONT-SN equations are first-order PIDE,

only one (incoming) BC is required to describe the initial state of the angular neutron flux, from

which it marches forward in the time-like direction.

For reasons given in Section 2.7.3, only DG(-FEM-like) methods will be considered for the spatial

discretisation of Equation 2.50, subject to which an arbitrary assembly of the globally connected

model will yield reducible matrices, A. That is, permutations of a given A can be expressed in block

lower-triangular form, which would also be obtained in assembling the element blocks, {Ae}Ee=1, in the

same order in which the neutrons march across the physical mesh in a given direction of travel.

Owing to the discontinuous approximation space, the discrete problem admits local formulations;

and since information propagates from the upwind direction the local streaming and total collision

operators can be inverted in sequential fashion by following the neutron, as per block forward sub-

stitution [55]. Consequently, there is no need for an explicit assembly stage, since for a given energy

group, one now solves for E-number of local systems in each ~Ωk for k = 1, . . . ,K; thus, one within-

group transport sweep corresponds to one inner iteration in Figure 2.4, after which the respective

multi-group component of the flux moments can be (re-)evaluated. Generally, the asymmetric local

blocks themselves are relatively small and can be efficiently inverted using direct methods; e.g. via

LU decomposition. Such is the matrix-free approach of a numerical upwinding scheme [236].

Clearly, it must be known a priori, the order in which to sweep the elements to be solved for in ~Ωk;

this may be determined by some topological sorting algorithm, to be developed more specifically in

Chapter 6. Ideally, it should be possible to resolve the spatial distribution of the neutron flux in a given

group in one transport sweep; viz. in the case of 2D straight-sided triangular meshes, the sweeping

order is acyclic and there are no dependencies in the digraph associated with ~Ωk [246]. However, in

the general case of skewed or curvilinear elements, the sweeping order will be cyclic and permutations

of A will not be strictly block lower-triangular; in which case, any cycles must be resolved within the

strongly coupled components (SCC); q.v. Chapter 6 [247].

Relaxation Methods: Elliptic PIDE govern equilibrium problems; viz. BVP posed in closed do-

mains in which a disturbance will dissipate in all directions; q.v. Section 2.3. Since the multi-group

SAAF-SN equations are second-order PIDE, two BC will be required to define the steady-state system;

these are the incoming and outgoing BC.

In contrast to the above, the domain of dependence and the region of influence do coincide for equi-
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librium problems; and the globally connected model requires simultaneous satisfaction of all internal

requirements and BC. This translates as irreducible matrices, A, that must be inverted by iterative

relaxation methods, or smoothing, of which the two main classes are the stationary (Richardson) it-

erative methods and the more general Krylov subspace methods [116]. Interestingly enough, as it

is implemented in Figure 2.4, the SI procedure is itself a fixed-point iteration scheme, which can be

preconditioned ; reformulated as the GMRes method; and both in tandem; q.v. Chapter 7.

Since the enumeration of the basis functions and the connectivity of the mesh are determined in the

pre-processing stage, any data structures should be pre-allocated to avoid any dynamic (re-)allocations

of new blocks of memory; likewise, any data structures that share the same non-zero sparsity pattern

should be reused, wherever possible [248,249]. Fortunately, Galerkin FEM-type methods for the spatial

discretisation of each of the considered second-order forms of the NTE, Equation 2.51 and Equation

2.56, yield symmetric positive definite (SPD) matrix equations, which can be solved efficiently by the

CG algorithm, with either one-level or multi-level preconditioners [250,251].

Until recently, sweep-based algorithms for the FONT-SN equations were significantly more compu-

tationally efficient to solve for than preconditioned CG algorithms for second-order forms of the

NTE [252]. However, with the advent of modern HPC hardware architecture and software tech-

nologies, this performance gap between the two approaches is now closing. Indeed, the latest exascale

HPC hardware architectures are primarily limited by memory bandwidth. In which case, there may be

an eventual shift towards favouring the development of massively parallel multi-level matrix solution

algorithms for higher-order spatial discretisations of second-order forms of the NTE.

2.9 A Discussion

This chapter introduced the NTE in several of its most common PIDE forms. Several legacy techniques

were presented for their discretisation with respect to each of the independent variables; yet, details

of the IGA spatial discretisation are reserved for Chapter 3. Where standard FEM rely upon ancillary

mesh generators in order to perform the analysis over what is typically just an approximation of the

true geometry, there is a clear desire to model exactly those geometric forms that are ubiquitous in

reactor physics problems and radiation shielding problems; v. Figure 2.3. It would be more desirable

still to perform the numerical analysis over the same description of the geometry, as provided generally

by some CAD software. In the aspiration of coupling with other codes, it would be convenient for each

of the different numerical analyses to be performed over the same representation of the underlying

geometry. This provides the initial motivation for NURBS-based IGA spatial discretisations, which

will be developed in a new numerical code written in modern Fortran [73]. Since IGA and classical
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FEM are both isoparametric implementations of Galerkin’s method, they may share very similar code

architectures; q.v. Section 2.7.3 [229]. Whilst an existing code may offer facilities to automate or ignore

much of the code development, it may not allow for the identification of those important decisions

that could be made to improve its overall quality. In writing a new code for research, one gains full

control of what is implemented, along with a sense of personal achievement; perhaps, admittedly, to

the detriment of performance.

There is also the motivation to develop AMR strategies to treat unresolved boundary layers; whilst

avoiding any superfluous (over-)refinement of other regions. It is envisaged that the error due to

the spatial discretisation can be controlled in an iteration of adaptive mesh refinements that can

be wrapped around the outer-iteration loop of the SI procedure; v. Figure 2.4. Moreover, NURBS

provides a good framework within which to implement such a simple cell-based AMR strategy as that

based upon the hierarchical nesting of meshes from previous iterations.

On a final note, the discretisation of two different types of PIDE has unsurprisingly resulted in two

different methods for resolving their respective linear systems of algebraic equations. On the one hand,

the discretisation of the steady-state multi-group FONT-SN equations yields a system that is weakly

coupled in energy, angle and space, for which the matrix equations are best solved in a numerical

upwinding scheme. On the other hand, the discretisation of the steady-state multi-group SAAF-SN

equations yields a system that is weakly coupled in energy and angle but tightly coupled in space, for

which the matrix equations are best solved via iterative relaxation methods. Since there is no argument

to exclude either of these two forms of the NTE, the current research proceeds in the development of

NURBS-based IGA spatial discretisation techniques and refinement strategies for both.
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Set: j = 1

∀ g ∈ {1, . . . , G}

Set: i = 1

∀ k ∈ {1, . . . ,K}
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P-1

Eval: Φ̂g(i)

i < imax?

ǫ̂(i) ≤ τi?
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INNER iteration

Figure 2.4: The SI procedure depicted as a flowchart. The black dashed process-flow arrows distinguish looping
operations, which take priority. The within-group spatial and angular dependence of the angular neutron flux is
resolved in an inner-iteration procedure, enclosed in the green dashed line; whilst the overall energy dependence
is resolved in an outer-iteration procedure, enclosed in the red dashed line. The inversion of the within-group
matrix equations is performed by Process P-1, the manner in which depends upon the spatial discretisation, as
per the nature of the problem. (Vide the web-based version for reference to colour.)
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Chapter 3

NURBS-Based Isogeometric Analysis

This chapter introduces NURBS-based isogeometric analysis (IGA) as the spatial discretisation of

choice for the development of subsequent chapters; the basic concepts are discussed, the process of

describing geometries explained and a global uniform refinement strategy presented. Finally, two dif-

ferent interpolation-based error measures are devised to drive two different AMR-iteration procedures;

each with the capacity for energy-dependent meshes.

3.1 An Introduction

Galerkin-based FEM serve as powerful tools for numerical analysis because they can model complex

behaviours over multi-dimensional curvilinear geometries. This is achieved by decomposing the ge-

ometry into a collection of basic geometric primitives; e.g. triangles and quadrilaterals in 2D; and

tetrahedra, prisms, pyramids and hexahedra in 3D. Both straight-sided geometries, as well as curvilin-

ear ones, can be modelled using the isoparametric concept where the solution field within an element

and the geometry of the element employ the same higher-order basis functions; q.v. Section 2.7.3.1.

There are, however, two major shortcomings of existing FEM technologies.

Firstly, the vast majority of time and effort spent in the overall engineering design-and-analysis process

is devoted to creating analysis-suitable meshes; viz. mesh (re)generation can account for up to 80% of

the total time spent on large-scale engineering problems [233]. Secondly, most general designs cannot

be represented exactly by low-order piecewise polynomials. In which case, the finite element mesh will

not coincide with the underlying geometry; and the analysis is performed only on an approximation

thereof. Furthermore, any difficulties encountered in the meshing of small and detailed features often

justifies ignoring them; viz. feature removal, or geometrical de-featuring, is common practice when

generating low-order finite element meshes [229]. Such an approach does not readily lend itself to
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the study of nuclear reactor physics or criticality calculations where the preservation of fissile mass

could not be assured without an appropriate smearing of the cross-section data or some other mass

preservation technique [230]. Even still, it may not be possible to model with great precision the

neutron leakage across a mere approximation of a curved boundary; v. Figure 2.3 [253].

Where its purpose is to provide (spatial) support for numerical simulation, the quality of the mesh

should be measured only by the quality, or numerical accuracy, of the solution; accordingly, the most

obvious condition for good mesh quality is that the (spatial) domain, where the problem is formulated,

should be represented as precisely as possible [220]. Otherwise, it is irrelevant how nice the mesh

looks. The numerical accuracy of the solution field, for a given number of elements or nodes, is a

rigorous metric against which the quality of the mesh can be assessed. However, in selecting the mesh

resolution, one must also be cognisant of the requirement for the solution field to be free from any

spurious numerical artefacts. Indeed, the resolution of the mesh is intimately related to the numerical

stability of the solution; e.g. the Courant-Friedrichs-Lewy criteria determines a constraint on the mesh

resolution for a given time-step size for certain, usually hyperbolic, PIDE. A similar criteria exists

upon the mesh resolution and the angular resolution for certain discrete ordinates schemes, such as

the DD-SN method [75].

Typically, the geometries of most engineering problems are built with some CAD software. Most

often, this CAD description must first be made watertight before some ancillary program can generate

the finite element mesh; it will then need to be revisited by the mesh generator for every subsequent

refinement of the mesh that incurs any change to its representation of the underlying geometry [254].

Routinely, however, this may not be possible at analysis run-time; and may suggest why AMR strate-

gies tend to be of academic interest only [255–258]. It would therefore be pragmatic to focus on a

single geometric description that is common to both the design and the analysis. This is the approach

envisaged by IGA. In summary of the work by Hughes et al, IGA reverses the classical flow of the

isoparametric concept; viz. the same basis used to describe the known geometry is then used to

approximate the unknown distribution of some desired field; q.v. Equation 2.60 [233].

There exist several different technologies that can be employed by CAD software for the mathematical

description of geometric forms; e.g. those based upon A-patches, subdivision surfaces and other related

spline-based descriptions [259,260]. The industry standard, however, is to use Non-Uniform Rational

B-Splines (NURBS) surfaces in the boundary representation of 3D objects; cf. popular commercial

software packages such as Rhinoceros and AutoCAD [261–263]. The premise of IGA is such that the

NURBS-based CAD description should be passed directly to the analysis program to serve as the initial

coarsest mesh; without the need for some intermediate mesh generator; viz. to be read in standard

file formats such as the standard for the exchange of product data (STEP) or the initial graphics
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exchange specification (IGES) [264, 265]. Since the coarsest mesh encapsulates the exact geometry,

any subsequent refinement thereof can be performed simply by enriching the parametric space; for

the reason that the parametrisation of the geometrical mapping is invariant under refinement, thus,

again, obviating the need to (re-)communicate with any ancillary mesh generator [233].

The NURBS themselves are constructed from B-Splines, piecewise linear combinations of Bernstein

Polynomials, and can be expressed by convenient recursion formulae [266]. The approximation space

has been more than somewhat improved since NURBS can exactly represent a wide range of complex

geometric forms, in particular, those that are common in nuclear reactor physics and shielding prob-

lems; e.g. the annular cladding region of fuel pins, fuel pellets and critical spheres; q.v. Section 3.3.

In this sense, IGA is an inherently higher-order discretisation technique by the fact that conic sections

in 2D and quadric surfaces in 3D can only be exactly represented by at least quadratic and quartic

rational polynomials, respectively. This is in contrast to the standard applications of FEM to neutron

transport, which typically rely upon unstructured triangular meshes and linear shape functions; q.v.

Section 2.7.3.1.

An initial investigation into NURBS-based IGA saw it successfully applied to continuous Bubnov-

Galerkin (CBG) discretisations for solid mechanics problems and to streamline-upwind Petrov-Galerkin

(SUPG) discretisations for fluid dynamics problems [233]. It has since been employed in many other

fields of research; e.g. structural vibrations, acoustics, electromagnetics, fluid-structure interactions

and thermal-hydraulics [267–275]. Of particular interest, however, are the applications of IGA to the

field of neutronics, where it was first applied to the CBG-IGA spatial discretisation of the one-speed

NDE by Hall [221]. This was extended to the multi-group formalism by Welch et al who demonstrated

the superiority of C0-continuous NURBS-based IGA over mass-preserved polygonal standard FEM

and non-mass-preserved higher-order FEM in 2D; and better yet, allowing for higher-order continuity

in the basis saw improved accuracy per DoF [253]. CBG-IGA spatial discretisations have also been

applied to second-order forms of the NTE in 2D; cf. the multi-group EP-PN equations, the multi-group

SAAF-SN equations and the multi-group WLS-SN equations [113, 119, 276]. Wilson et al applied a

symmetric interior penalty (SIP) scheme to a discontinuous Galerkin (DG) discretisation of the multi-

group NDE in 2D [277]. Owens et al developed sweep-based solvers for DG-IGA discretisations of

the multi-group FONT-SN equations in 2D; and separately, eidem developed heuristic and goal-based

AMR algorithms [231,247,278].

The rest of the chapter is organised as follows: The mathematical and theoretical concepts of IGA

are presented, briefly; as is the particular process for generating NURBS-based descriptions of the

geometries to be used by the numerical code developed for this work. Within the framework of

IGA, analogues of the standard h-refinement and p-refinement mechanisms from classical FEM are

69



[-1,1]2

Physical Parametric Parent

Figure 3.1: The domain, as represented in the parametric space, V̂ , formed from the tensor-product of two
1D spaces, as denoted by the parameters ξ and η; and its codomain, as represented, for the example of a 2D
pin-cell, by a bi-quadratic NURBS patch (macro-element) in the real physical space, V , as denoted by the
parameters x and y. Through KI-refinement, the parametric space has been further decomposed into more
non-vanishing knot-spans (micro-elements), over which numerical integration is performed by an affine mapping
from the parent domain, Ṽ , as denoted by the parameters ξ̃ and η̃. The patch boundaries are highlighted in
red; whereas the non-vanishing knot-spans within a patch are separated by black lines. The image of given
non-vanishing knot-span, shaded in dark grey, can be represented in all three spaces. (Vide the web-based
version for reference to colour.)

introduced as part of a global uniform refinement strategy. The ability to interpolate conservatively a

scalar field between volume meshes is then developed in the guise of energy-dependent meshes, which

will find further use when devising interpolation-based error measures to drive two different AMR

strategies in the following section. This same general interpolation procedure will then be extended to

interpolate conservatively a scalar field between surface meshes when enforcing continuity in a CBG-

IGA spatial discretisation over irregular meshes via constraint equations; qq.v. Chapter 4 and Chapter

5; and yet again, finally, when enforcing continuity in a sweep-based DG-IGA spatial discretisation as

a Galerkin projection of upwinded fluxes; q.v. Chapter 6.

The AMR strategies are general in the sense that they can be employed for each of the different

discretisations of each of the different forms of the NTE considered in this work. One strategy aims to

minimise the global discretisation error in the solution, as measured in an appropriate norm, dubbed

the energy-driven (NRG-)AMR strategy; whilst the other aims to minimise the error as measured in

some specific goal, dubbed the goal-based (DWR-)AMR strategy.

3.2 The Rudiments

To reiterate, the geometries of most standard engineering problems are typically built with CAD

software in a basis of NURBS, or some other related spline-based technology. The simplest description

of the geometry is often based upon the decomposition of the spatial domain into its constituent
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Figure 3.2: The left and right-hand sides are the result of inserting knots at ξ=0.5 with multiplicity ṁ =
p, p+1, respectively, into a basis of quadratic (p=2) B-splines with no initial internal refinement structure;
i.e. Ξξ={0, 0, 0, 1, 1, 1}. In either case, continuity in the basis has been reduced enough to form a new patch

boundary, ∂V̂12, and the parametric space has been renormalised to [0, 1] in each of the newly formed patches, V̂1
and V̂2. C

0 continuity across ∂V̂12 is naturally enforced in a strong sense for ṁ=p; however, the basis becomes
discontinuous, or C-1 continuous across ∂V̂12 for ṁ=p+1, where it must be explicitly enforced in either a strong
sense or a weak one. (Vide the web-based version for reference to colour.)

materials. Regardless, one assumes that the geometry is represented as a tessellation of NURBS

patches, the union of which forms the coarsest physical mesh, T (V ); where V denotes the domain

consisting of all possible sets of values that the independent spatial variables can assume; i.e. ~r =

(x, y, z) ∈ V . Since the computational domain exactly represents the physical domain, the one may

be interchangeably referred to as the other; i.e. V =
⋃

E
e=1Ve for E ≥ 1.

The geometrical mapping is the parametrisation of ~r : V̂ → V that takes a point in the parametric

domain, ~r -1 ∈ V̂ ⊂ R
d̂, where the NURBS are defined, and maps it to a point in Euclidean space,

~r ∈ V ⊂ R
d, for d̂, d = 1, 2 or 3. A NURBS function defined over the real physical space, R(~r), is

the composition of that function, as defined in the parametric domain, R(~r -1), with the inverse of

the geometrical mapping; i.e. R(~r) = {R(~r -1) ◦ ~r -1 : ∀ ~r -1 ∈ V̂ }. The parametric domain is local to

a given patch; and consequently, as per the bijective mapping, ~r, a NURBS function has finite local

support on a single given patch; i.e.:

supp (R) =
{
~r ∈ Ve : R(~r) 6= 0,∀ ~r -1 ∈ V̂e

}
, ∀Ve ∈ T (V ). (3.1)

3.2.1 B-Splines

Apropos the 1D parametric domain, denoted by some parameter 0 ≤ ξ ≤ 1, the description begins

with a knot-vector, Ξξ, a set of non-decreasing coordinates, Ξξ = {ξi}N+p+1
i=1 ; where ξi ∈ R denote the

knots of index i = {1, 2, . . . , N + p + 1}; p denotes the polynomial degree of the basis; and N the

total number of functions that span the parametric domain. A knot-vector is open if its first and last

knot-values are repeated p+1 times; and is uniform if the knots-values are equally spaces [266].

Multi-dimensional, d > 1, NURBS are constructed in tensor-product fashion from univariate B-splines,
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which themselves are a piecewise linear combinations of Bernstein Polynomials that are ofttimes simply

expressed via the Cox-de Boor recursion formula [279, 280]. In defining a basis of B-splines, Np
i , one

begins with piecewise constants, i.e. for p = 0 and for i = 1, . . . , N :

N0
i (ξ) =







1, if ξi ≤ ξ < ξi+1;

0, otherwise;

(3.2)

from which the higher-order B-splines are evaluated; i.e. for p > 0 and for i = 1, . . . , N :

Np
i (ξ) =

ξ − ξi
ξi+p − ξi

Np-1
i (ξ) +

ξi+p+1 − ξ
ξi+p+1 − ξi+1

Np-1
i+1(ξ). (3.3)

Should the denominator become vanishing, then the whole fraction is made to be vanishing; i.e. for

ξi+p = ξi and for ξi+p+1 = ξi+1. The B-splines have a number important properties; e.g. they are

point-wise non-negative over the domain; i.e. Np
i (ξ) ≥ 0, ∀ξ ∈ [0, 1]; and the basis constitutes a

partition of unity and is therefore capable of representing any constant value; i.e.

N∑

i=1

Np
i (ξ) = 1, ∀ξ ∈ [0, 1]. (3.4)

Knots are points of reduced continuity that partition the domain into knot-spans; where the ith knot-

span is the half-closed interval [ξi, ξi+1). The insertion of new knots splits existing knot-spans, whilst

the repetition of old ones further decreases continuity in the basis. For ṁ-number of knots that take on

the same value, that knot-value has multiplicity of ṁ knots; and the continuity across this knot-value

is Cp-ṁ. The basis remains C∞ continuous, or infinitely differentiable, within the non-vanishing knot-

spans; i.e. for ξi 6= ξi+1. Increasing the multiplicity of a knot to ṁ = p renders the basis interpolatory

at that knot-value, effectively forming a new patch boundary, across which C0 continuity is naturally

enforced in a strong sense; v. Figure 3.2. For ṁ = p+1, again, a new patch boundary is formed;

however, the basis is now discontinuous, or C -1 continuous, and continuity can be enforced in either a

strong sense or a weak one, according to the discretisation scheme; q.v. Chapter 4.

The support of B-splines, {Np
i }Ni=1, is compact and extends over p+1 knot-spans; i.e. for i = 1, . . . , N :

supp
(
Np

i

)
=

{
ξ ∈ V̂ ⊂ R

1 : Np
i (ξ) 6= 0,∀ ξi ≤ ξ < ξi+p+1

}
. (3.5)

This support also extends over those vanishing knot-spans; and p+1 functions always have support

within any given knot-span. This property of locality will be important for constructing geometries;

q.v. Section 3.3. The NURBS inherit all of these properties and many others from the B-splines;

e.g. the convex hull property and the variation diminishing property [266]. Owing to the latter, the

B-splines and the NURBS by extension are less susceptible to Gibbs’ phenomenon and may there-

fore allow for an increasingly better representation of sharp layers than their Lagrange interpolatory

polynomial counterparts for a basis of increasingly higher-order polynomials; q.v. Section 2.7.3 [233].
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By analogy to CBG-FEM discretisations, the patches can be thought of as macro-elements, since the

basis is C0 continuous across the patch interfaces. The non-vanishing knot-spans can be thought of

as the (micro-)elements, since they are the smallest physical entity dealt with in IGA, over which

numerical integration is performed by an affine mapping from the parent domain, Ṽ = [-1, 1]d̂; q.v.

Section 3.2.3. Unlike FEM, however, the basis in IGA can exhibit higher-order continuity between

elements; viz. up to Cp-1 continuity across knots. For elliptic PIDE characterised by smooth solutions

this has been shown to yield greater accuracy per DoF [253,270].

3.2.2 NURBS

Although useful, B-splines are, nevertheless, polynomials and thus, could only exactly represent those

geometries described as such, which exclude conic sections, such as circles and ellipses, and quadric

surfaces, such as cylinders, spheres and ellipsoids. Equation 3.6a and Equation 3.6b, respectively,

express the tensor-product fashion in which bi-variate NURBS, Rp,q
i,j (ξ, η), and tri-variate NURBS,

Rp,q,r
i,j,k (ξ, η, ζ), are formed from sets of uni-variate B-splines, {Np

i (ξ)}Ni=1, {M q
j (η)}Mj=1 and {Lr

k(ζ)}Lk=1;

each defined by their respective polynomial degrees, p, q and r; and their respective knot-vectors,

Ξξ = {ξi}N+p+1
i=1 , Ξη = {ηj}M+q+1

j=1 and Ξζ = {ζk}L+r+1
k=1 .

Each of the NURBS corresponds to a vector-valued coefficient of the same index called a control-

point, the set of which serves as the scaffolding for the problem geometry; i.e. the control-net,

B = { ~Bi,j}N,M
i,j=1 ⊂ R

2, and the control-lattice, B = { ~Bi,j,k}N,M,L
i,j,k=1 ⊂ R

3, in 2D and 3D, respectively. A

NURBS object, V ∈ R
d, is the piecewise projective transformation of a B-spline-object in R

d+1; the

latter is defined by a set of projective control-points, to each of which is attributed a weight that belongs

to a set that forms the (d+1)th-component; i.e. W = {Wi,j}N,M
i,j=1 ⊂ R, and W = {Wi,j,k}N,M,L

i,j,k=1 ⊂ R.

The control-points are obtained by dividing each of the projective control-points by its respective

weight; such that the weights convey a sense of affinity for the control-point in the real physical space.

The same transformation is applied to every point in the projective space and thus, the NURBS are

rendered rational by the division of the polynomial weighting function, the denominator of Equation

3.6a and Equation 3.6b; i.e. for i, j = 1, . . . , N,M and for i, j, k = 1, . . . , N,M,L, respectively:

Rp,q
i,j (ξ, η) =

Np
i (ξ)M

q
j (η)Wi,j

N∑

i′=1

M∑

j′=1
Np

i′(ξ)M
q
j′(η)Wi′,j′

; (3.6a)

Rp,q,r
i,j,k (ξ, η, ζ) =

Np
i (ξ)M

q
j (η)L

r
k(ζ)Wi,j,k

N∑

i′=1

M∑

j′=1

L∑

k′=1

Np
i′(ξ)M

q
j′(η)L

r
k′(ζ)Wi′,j′,k′

. (3.6b)

The NURBS are point-wise non-negative for non-negative weights, which, in most instances, will be

normalised such that 0 < W ≤ 1. One notes that it is not the absolute value of the weight that counts
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but rather its value relative to that of the other control-points. The parametrisation, ~r : V̂ → V , is

now given as a linear combination of NURBS and control-points, such as to define a surface, S, or a

volume, V , over the domain, V̂ , in the physical space, respectively:

S(ξ, η) =

N∑

i=1

M∑

j=1

~Bi,jR
p,q
i,j (ξ, η), ∀ ξ, η ∈ V̂ ; (3.7a)

V (ξ, η, ζ) =
N∑

i=1

M∑

j=1

L∑

k=1

~Bi,j,kR
p,q,r
i,j,k (ξ, η, ζ), ∀ ξ, η, ζ ∈ V̂ . (3.7b)

By application of the quotient rule to the above, the first derivative with respect to the parametric

space can be expressed simply in terms of the partial derivatives of the B-splines; whereas the gradient

over the domain in the real physical space is expressed as:

JV · ~∇Rp,q
i (ξ, η) = ∇̂Rp,q

i (ξ, η), for i = 1, . . . , N ×M ; (3.8a)

JV · ~∇Rp,q,r
i (ξ, η, ζ) = ∇̂Rp,q,r

i (ξ, η, ζ), for i = 1, . . . , N ×M × L; (3.8b)

where the convention for the nabla operator is retained, with the unit-vectors defined parallel to each of

the axes in a rectangular Cartesian coordinate system; i.e. for ~eξ = ~ex = [1, 0, 0]T , ~eη = ~ey = [0, 1, 0]T

and ~eζ = ~ez = [0, 0, 1]T :

∇̂ = ~eξ
∂

∂ξ
+ ~eη

∂

∂η
+ ~eζ

∂

∂ζ
; (3.9a) ~∇ = ~ex

∂

∂x
+ ~ey

∂

∂y
+ ~ez

∂

∂z
; (3.9b)

and the volumetric Jacobian (d× d)-matrix, is defined below:

JV :=








∂x/∂ξ ∂y/∂ξ ∂z/∂ξ

∂x/∂η ∂y/∂η ∂z/∂η

∂x/∂ζ ∂y/∂ζ ∂z/∂ζ








. (3.10)

Stability of the discretisation necessitates the mapping to be invertible and non-singular almost ev-

erywhere, such that the NURBS and their derivatives are square-integrable; viz. the gradient of the

mapping should be well defined and detJV > 0 almost everywhere; q.v. Section 3.3.1.

For the example of a 2D pin-cell constructed from five bi-quadratic NURBS patches, the schematic

in Figure 3.1 presents the domain of a single NURBS patch as that represented in the three classical

spaces of IGA; viz. the real physical, the parametric and the parent spaces. Since the coarsest physical

mesh is ideally read in as some CAD description of the geometry of the problem, the only contribution

to the discretisation error is an inability in the finite basis of NURBS to represent the true solution

and not an inability to represent the underlying geometry. This is in contrast to standard FEM, where

the latter can becoming dominating, especially when modelling for rational geometric forms such as

conic sections; q.v. Section 2.7.3 [221, 253]. Moreover, as per Figure 3.1, this exact representation

of the underlying geometry is maintained as the mesh is refined; viz. the geometrical mapping and
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the Jacobian are invariant under refinement; however, this should not be confused for being piecewise

constant [266]. All subsequent refinement of the coarsest mesh can therefore be performed by simply

enriching the parametric space at run-time, without the need to revisit some ancillary mesh generator.

3.2.3 Gaussian Quadrature

In order to formulate the weighted-residual statement, as per Equation 2.61, one needs to evaluate

integral quantities over the spatial domain, for which it is assumed that analytical expressions are not

tractable, especially over general non-Cartesian d-dimensional geometries. As per Equation 2.63, the

integral quantities can be constructed as the sum of contributions over individual elements, or rather

the knot-spans, since they delimit points of reduced continuity in the basis.

Owing to the tensor-product structure of the parametric space the integration with respect to each di-

rection, ξ, η and ζ, can proceed by means of standard (Legendre-)Gaussian quadrature rules, which are

well tabulated for lower-order quadrature sets, otherwise, there exist robust and efficient algorithms;

i.e. for some function, f , expanded in a basis of NURBS, as per Equation 2.60 [281]:

∫

Ve

f(~r) dV =

∫

V̂e

f(r̂)× |dV
dV̂
| dV̂ , (3.11a)

=

∫

Ṽ
f(r̃)× |dV

dV̂
| × |dV̂

dṼ
| dṼ , (3.11b)

≈
Q
∑

q=1

wqf(r̃q)× detJV |q × detJV̂ |q, (3.11c)

≈
Qξ∑

qi=1

Qη∑

qj=1

Qζ∑

qk=1

wqiwqjwqkf(ξ̃qi, η̃qj , ζ̃qk)× detJV |qi,qj,qk × detJV̂ |qi,qj ,qk . (3.11d)

A change of variable facilitates the numerical integration above, such that the NURBS basis is sampled

locally at Q-number of QP, r̂q = r̂q(ξ̃qi , η̃qj , ζ̃qk), over a given knot-span, V̂e = [ξi, ξi+1)× [ηj , ηj+1)×
[ζk, ζk+1), mapped from a canonical parent, or reference, space, Ṽ = [-1, 1]d; v. Figure 3.1. The sets

of weights are normalised such that
∑

qiwqi = 2; and the Jacobian determinant of the mapping from

the parent to the parametric spaces, detJV̂ , must be calculated at each QP, as well as that from the

parametric to the real physical spaces, detJV [233]. Since both the parametric and the parent spaces

are topologically Cartesian in structure, the gradient of the mapping yields a tridiagonal matrix; i.e.

JV̂ = diag(dξ/dξ̃, dη/dη̃, dζ/dζ̃). In which case, the determinant is simply the product of the entries on

the diagonal. A simple relation can be derived to express the parametric coordinates of the QP for the

mapping r̂ : Ṽ → V̂ , from which the gradient of the mapping can be determined; e.g. for ξ ∈ [ξi, ξi+1)

mapped from ξ̃ ∈ [-1, 1]:

ξ = ξi + (ξ̃ + 1)
ξi+1 − ξi

2
=⇒ dξ

dξ̃
=
ξi+1 − ξi

2
; (3.12)
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Figure 3.3: An illustration of a multi-patch configuration for the example of a 2D unit pin-cell with a fuel pin
of radius 0.25 cm; the patch boundaries are highlighted in red; and the control-points indicated by black circles
and the control-net by black dashed lines. Owing to the use of open knot-vectors, the basis is interpolatory
at the patch boundaries, therefore any surfaces can themselves be described as NURBS objects of dimension
one-less than the volume; e.g. the eastern boundary of the central pin, or rather its image as mapped from the
parametric space for ξ=1, highlighted in blue, is a conic section represented by a 1D quadratic NURBS edge.
(Vide the web-based version for reference to colour.)

with analogous expressions in the other parametric directions, η and ζ.

Gaussian quadrature rules will not exactly integrate rational polynomials, yet by rule of thumb, the

NURBS will be integrated using the lowest-order rule that would exactly integrate B-splines of the

same polynomial degree; viz. Q-number of Legendre-Gauss QP exactly integrate 2Q-1-polynomials;

although this may not always be sufficient for integration over partial boundaries. Despite an inexact

numerical integration, the non-polynomial contributions to the integrand, the polynomial weighting

function in the denominator of Equations 3.7 and the Jacobian, Equation 3.10, are invariant under

refinement of the parametric space; therefore, their approximation by non-rational polynomials will

improve as the error due to numerical integration becomes negligible [282].

3.3 Geometric Design and Mesh Generation

Before constructing any coarsest mesh upon which the analysis is to be performed, one must first

identify the computational domain and any approximations thereof that may simplify the model; e.g.

by identifying simple planes of symmetry to reduce the number of dimensions in which the problem

is posed; viz. in consideration of the computation time as well as the model creation itself, a 3D solid

analysis will generally require an order of magnitude more effort than a 2D one. Moreover, it may be

possible to identify periodic, or cyclic, symmetry in some problems; e.g. an entire reactor core, or an

entire assembly, can be modelled as an infinite lattice by a small array of pin-cells and the prescription

of reflective BC. In this sense, the general advice is to model the problem in only as much detail as is

76



!

2 D_patch_description_start
!

2 D_patch_ID :
n
!

knot_vector_xi :
0.0000000000000 E+00
0.0000000000000 E+00
0.0000000000000 E+00
1.0000000000000 E+00
1.0000000000000 E+00
1.0000000000000 E+00
!

knot_vector_eta :
0.0000000000000 E+00
0.0000000000000 E+00
0.0000000000000 E+00
1.0000000000000 E+00
1.0000000000000 E+00
1.0000000000000 E+00
!

control_points :
1.7677669529663 E-01 -1.7677669529663 E-01 0.0000000000000 E+00 1.0000000000000 E+00
3.3838834764831 E-01 -3.3838834764831 E-01 0.0000000000000 E+00 1.0000000000000 E+00
5.0000000000000 E-01 -5.0000000000000 E-01 0.0000000000000 E+00 1.0000000000000 E+00

3.5355339059327 E-01 0.0000000000000 E+00 0.0000000000000 E+00 7.0710678118654 E-01
4.2677669529663 E-01 0.0000000000000 E+00 0.0000000000000 E+00 8.5355339059327 E-01
5.0000000000000 E-01 0.0000000000000 E+00 0.0000000000000 E+00 1.0000000000000 E+00

1.7677669529663 E-01 1.7677669529663 E-01 0.0000000000000 E+00 1.0000000000000 E+00
3.3838834764831 E-01 3.3838834764831 E-01 0.0000000000000 E+00 1.0000000000000 E+00
5.0000000000000 E-01 5.0000000000000 E-01 0.0000000000000 E+00 1.0000000000000 E+00
!

material_name :
XX
!

2 D_patch_description_stop
!

Figure 3.4: A snippet of the geometry (.geo) input file to be read in by the numerical code for the declaration
of the easternmost volume NURBS patch of the 2D unit pin-cell illustrated in Figure 3.3, centred about the
origin; where n and XX are an appropriate integer value and string, respectively. The polynomial degree of the
basis can be deduced from the open knot-vectors; and the coordinates, (x, z, y, w), for each control-point are
declared on separate lines, varying fastest in the x(ξ)-direction.

necessary, without introducing redundant complexities and any associated errors.

As it is the ultimate goal of IGA, the geometry of a given problem would ideally be created with

some CAD software and its mathematical description passed directly to the analysis program; e.g. in

neutral IGES file format [233]. Whilst one could envisage several CAD programs with which it would

be possible to do so, this would incur additional complexity in developing an analysis program that

would be capable of reading in such arbitrary geometries, which is beyond the scope of this work. The

focus of CAD lies primarily with the design of engineering components, almost independently of any

analysis thereof, so, understandably, most CAD descriptions are not readily suitable for analysis, often

being described as dirty, since they most likely contain gaps, both geometrically and parametrically,

and thus, would first need to be cleaned up [254,261,284]. Furthermore, commercial programs such as

Rhinoceros rely heavily upon an ability to trim NURBS objects, by which the tensor-product structure

of the parametric space is lost and it becomes unclear how to best define a basis of NURBS functions

for analysis [262]. It is apparent that an ability to fix up effectively CAD descriptions is vital to the
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Figure 3.5: Based upon the topology of a cube, as per the tensor-product structure of the parametric space,
the surface of a general spheroid can be represented exactly by quartic NURBS patches by the stereographic
mapping of tiles from the plane [283]. The control-points, denoted by grey orbs, are visible for one of six
faces, highlighted in blue, for each of an oblate spheroid (left) with e = 0.749 for rx>rz ; a sphere (centre)
with e = 0.000 for rx=rz ; and a prolate spheroid (right) with e = 0.698 for rx<rz ; where, assuming rotational
symmetry about the z-axis, the parameter e denotes the eccentricity of the spheroid; and where rx=ry and rz
denote the major and minor radii, respectively, of an oblate spheroid, or the minor and major radii, respectively,
of a prolate spheroid. (Vide the web-based version for reference to colour.)

overall advancement of IGA technology, such as to ensure that watertight analysis-suitable NURBS

models are readily tractable; cf. the work of Sederberg et al on converting trimmed NURBS surfaces

into untrimmed and unstructured T-splines [285]. Again, this is beyond the scope of this work.

Instead, bespoke bits of software have been developed specifically for the purpose of generating the

NURBS-based descriptions of the geometries of those problems considered in this work, which are

simple enough always to be defined by patches that are at least star-convex, or star-shaped, and thus,

simply connected; and the mesh itself will always forms a convex set; v. Figure 3.3 [222]. Indeed, one

remarks that only a relatively few number of different geometric forms will need to be modelled for;

viz. conic sections and quadric surfaces. This includes, for example, an ability to create, duplicate,

translate and scale 2D pin-cell arrangements; as well as include for an annular cladding region about

the fuel pins and vary the radii arbitrarily. A simple format was developed to encapsulate the NURBS

description of the problem geometry in a .geo file, which forms part of the input deck, along with the

.mat and .spx files that declare all nuclear data and general problem specifications, respectively.

To simplify the connectivity information for the mesh and other properties of the elements, all NURBS

objects considered are based upon topologically equivalent hypercubes, or rather, a d-dimensional

NURBS object has four or six (d-1)-dimensional boundaries for d=2, 3, respectively; viz. a consistent

local enumeration of the basis functions is adopted by varying fastest in ξ, then η and ζ; the ordering

of the vertices, edges and faces is determined in a similar manner, running in a positive sense. To

establish the initial mesh connectivity information, the coarsest mesh is made to be as uniform and

as regular as possible in the sense that conditions of compatibility are satisfied; although irregular

meshes that contain hanging-nodes will be permitted in subsequent AMR iterations [222]. In either
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case, an interface is always shared by a maximum of two elements.

One recalls that unlike the typical interpolation functions of classical FEM, there is no notion of the

Kronecker delta property in IGA since the NURBS basis is generally not interpolatory, except for at

the boundaries of a patch described by open knot-vectors [286]. This simplifies the manipulation of

any boundaries or the extraction of any values at boundaries because they are only influenced by the

control-points or the control-variables at the boundary. In this sense, the surfaces of a d-dimensional

NURBS volume are themselves (d-1)-dimensional NURBS objects; v. Figure 3.3.

A snippet of the .geo file used to generate the geometry for the 2D unit pin-cell with fuel pin of radius

0.25 cm in Figure 3.3 is presented in Figure 3.4. In the declaration of the NURBS patches, a subtle

choice of vocabulary is made to distinguish them by their functionality and not the space in which they

are defined or used; viz. for a d-dimensional problem, one must declare a number of d-dimensional

volume NURBS patches and associated material; along with a number of (d-1)-dimensional surface

NURBS patches and associated BC. One remarks that the weight assigned to any central control-

points is somewhat arbitrary since they do not affect the overall geometric form; however, the best

accuracy in the analysis is achieved for the best representation of the tensor-product structure of the

parametric space and thus, allowing for a smooth mapping, or Jacobian, throughout the domain; e.g.

the weight of middle control-point in Figure 3.4 is taken simply as the average of that either side.

In the field of neutronics there is certainly the motivation to provide full 3D reactor core calculations

in order to circumvent the problems and inaccuracies associated with the current standard practices

of homogenisation and reconstruction. Unfortunately, most CAD programs do not generally support

solid 3D NURBS objects since boundary representations are sufficient for design purposes; and thus,

the generation of analysis-suitable trivariate parameterisations does face many similar problems as

those encountered by typical FEM mesh generators [287]. Fortunately, however, the rendering solid

3D volume NURBS objects is trivial enough for simple geometries and the bespoke bits of software

allow for the extrapolation of 2D NURBS objects in the axial direction as well as the full 3D rendering

of general spheroids from their surface representations; v. Figure 3.5. Although omitted here for

brevity, the general procedure for tiling the surface of a spheroid with quartic NURBS patches is

based upon that for the topology of a cube [283].

3.3.1 Degeneracy

Multi-patch configurations are clearly convenient for assigning different material properties to the

different regions of a problem. Moreover, the tensor-product structure of the parametric space can

complicate the analysis over free-form geometries constructed from too few NURBS patches because
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-8.9E-16 2.0E+00 4.0E+00 2.5E-01 6.8E-01 1.1E+00

Figure 3.6: The Jacobian determinant for the example of a 2D unit circle as represented by a single degenerate
bi-quadratic NURBS patch (left) and five non-degenerate bi-quadratic NURBS patches (right). The geometrical
mapping is non-invertible at the corners of the circle on the left-hand side where the Jacobian determinant
becomes vanishing. (Vide the web-based version for reference to colour.)

the elements thereof can become very distorted; and in extreme cases, the geometrical mapping can

become singular, or at least in its inverse. Any derivatives of the NURBS with respect to the real

physical space can be determined from the chain rule, or rather by rearranging Equation 3.8; in

either case, one must call upon entries from the inverse of the volumetric Jacobian matrix, [JV ]
-1.

Fortunately, there exist explicit expressions for the inversion of 2× 2 and 3× 3 matrices; e.g. in 2D:

[JV ]
-1 =





dξ
dx

dη
dx

dξ
dy

dη
dy



 =
1

detJV





dy
dη -dydξ

-dxdη
dx
dξ



 . (3.13)

Clearly, [JV ]
-1 is not defined when the gradient of the mapping, or rather its determinant, is vanishing;

v. Figure 3.6. Yet, this is not always to the detriment of the numerical method; viz. when formulating

the integral quantities by Gaussian quadrature rules, the QP may never actually coincide with any

points of singularity [227]. Accordingly, however, the coefficient matrix is quadrature dependent and

for an increasingly large quadrature set, the evaluation points will lie ever close to the singularity and

some entries may become divergent; yet, CBG-IGA discretisations are typically well conditioned and

the resulting volumetric mass matrices, or Gram matrices of category 0, and the stiffness matrices

remain diagonally dominant for all practical numerical quadrature sets [229].

On the contrary, such degenerate patches would not be suitable should the discretisation require ~∇R
to be (square-)integrable over the boundary, ∂Ve, which is exactly where the singularities lie in the case

of a 2D circle represented by a single bi-quadratic NURBS patch; v. Figure 3.6 and q.v. Section 4.4.2.

Since the parametrisation is invariant under refinement, any distortion and such problems associated

with degeneracy can only be rectified by a better initial decomposition of the mesh; viz. a circle should

be represented by five non-degenerate NURBS patches instead of a single degenerate one. Indeed,

an isoparametric element performs best when it resembles its unmapped shape and accuracy tends

to deteriorate the more it is distorted; viz. upper and lower bounds are generally imposed upon the
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(a) Unrefined Quadratic NURBS Curve (b) Degree Elevation (DE-1)

(c) (ṁ = 1) Knot Insertion (KI-1) (d) (ṁ = p) Knot Insertion (KI-h)

Figure 3.7: The different mechanisms for refinement for the example of a quadratic NURBS curve; whose
coarsest description is given in Figure 3.7a; refinement by DE-refinement in Figure 3.7b; and the insertion of a
single knot and p-number of knots at ξ = 0.5 in Figure 3.7c and Figure 3.7d, respectively. The blue or black
segments represent the image of a knot-span in (x, y); and the red circles represent the control-points. (Vide
the web-based version for reference to colour.)

interior angles or the aspect ratio of triangular and quadrilateral elements, respectively [288]. In a

similar fashion, the coarsest mesh of any problem considered in this work must take into consideration

the regularity of the NURBS patches, in the sense that they must possess distinct edges and surfaces

as per an equivalent hypercube topology in the parametric space; e.g. this translates to representing

all circles and spheroids by five and seven non-degenerate NURBS patches, respectively.
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3.4 The Global Uniform Refinement Strategy

As it has already been made apparent, an important feature of IGA is that the parametrisation of

the domain in the real physical space is invariant under refinement; viz. the representation of the

underlying geometry is always exact for any subsequent refinement of the coarsest mesh description

and there is no need to (re-)communicate with any ancillary mesh generator [233].

There are many combinations of mechanisms by which to enrich the solution space, one of which is

suggested by Figure 3.1, that is to split existing elements by knot insertion (KI-)refinement. New

knots can be inserted with multiplicity of one up to multiplicity of p+1, which are referred to as KI-1-

refinement and KI-h-refinement, respectively. The latter is so called because it is analogous to the

h-refinement of standard FEM since the NURBS basis is reduced to C0 continuity across newly-formed

element boundaries, once continuity has been enforced; this is in contrast to KI-1-refinement where

the basis is reduced to Cp−ṁ continuity across the newly-formed element boundaries. Both of these

types of KI-refinement are demonstrated in Figure 3.7 for the example of a quadratic NURBS curve.

In both cases, the geometry of the curve is unchanged and the mesh is partitioned in the same place;

however, they differ by the number of basis functions and thus, control-points; viz. KI-h-refinement

becomes increasingly more expensive to perform for bases of increasingly large polynomial degree.

Another way in which to enrich the basis is by degree elevation (DE-)refinement, which is somewhat

analogous to p-refinement of standard FEM, whereby the polynomial degree of the basis is increased.

Importantly, however, any DE-refinement must preserve the inherent smoothness of the original basis;

therefore the multiplicity of each existing knot-value must be increased by one for each degree the basis

is raised by. This is demonstrated in Figure 3.7 where the curve is now represented by cubic NURBS

and the basis remains interpolatory at the boundaries. Generally, the operations of KI-1-refinement

and DE-refinement are not communicative and this can be exploited to maximise smoothness, Cp

continuity, in the basis by performing DE-1-refinement followed by KI-1-refinement; this mechanism

of refinement is dubbed k-refinement for which there is no known analogue in classical FEM [229].

Owing to the tensor-product structure of the NURBS and by the compatibility conditions imposed on

the coarsest description of the geometry, any refinement to a CBG-IGA discretisation scheme must be

allowed to propagate throughout the mesh. That is, to define single piecewise continuous function space

local to the entire computational domain, it was assumed that the mappings and parameterisations

on adjoining patch faces were identical and by extension it was assumed that the control-variables and

control-points on adjoining patch faces were in one-to-one correspondence with each other. Such a

strong enforcement of continuity in the basis is indistinguishable from the operation of KI-h-refinement

since they both result in C0 continuity across element boundaries. This relationship must be preserved
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∩ =

Figure 3.8: An example of the implied parametric super-mesh, T 1&2, formed as the intersection of two
volume meshes, T 1 and T 2, for the conservative interpolation of a scalar field from one to the other. The
crosses represent the appropriate number of QP required to integrate that element of the super-mesh, such its
boundaries are defined as per T 1, whilst the polynomial degree of the basis is defined as per T 2. (Vide the
web-based version for reference to colour.)

under refinement, unless continuity can be enforced by other means. One of the attractive features of

discontinuous discretisations is that they naturally allow for arbitrary refinement of the mesh because

the approximation space is discontinuous by definition and continuity must always be enforced in a

weak sense, regardless of the irregularity of the mesh.

In consideration of the above, one may devise a global uniform refinement strategy whereby the

characteristic mesh spacing is decreased, h → 0; or the polynomial degree of the basis is increased,

p→∞; or both in tandem, in the same consistent and isotropic manner over each NURBS patch that

belongs to the physical mesh. Such global refinement strategies are useful for verifying consistency in

the numerical code since theoretical a priori rates of convergence are well established [67,69]. However,

they do not generally allow for an optimal allocation of resources.

3.5 Energy-Dependent Meshes

Within nuclear-related industries that employ deterministic neutron transport codes, the current prac-

tice is to solve each of the multi-group components of the neutron flux distribution over a single

spatial mesh; e.g. PANTHER and ATILLA [236, 289]. However, the neutron cross-section data is

known to vary significantly across the range of possible neutron energies and thus, the flux distri-

bution will equally vary significantly across the energy groups. Faster neutrons tend to have longer

MFP and typically exhibit smoother flux profiles than slower ones that tend to have shorter MFP

and thus, typically exhibit more pronounced variations in their flux profiles, especially about mate-

rial interfaces and boundaries. Optimality could not be achieved over a single energy-independent

mesh, T (V ), and the associated finite dimensional function space, V̂h,p, as characterised by the char-
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acteristic mesh spacing, h, and the polynomial degree of the basis, p. Instead, the multi-group NTE

should be solved over separate energy-dependent meshes, T g(V ), with respective function spaces, V̂gh,p,
that should be refined separately to maximise the accuracy per total DoF; viz. it is expected that

G× dim V̂h,p >
∑

g dim V̂gh,p.

The problem has been rendered somewhat more complex by requiring the storage of at least one

spatial mesh per energy group; yet, the multi-group method does lend itself to the use of energy-

dependent meshes because the global linear system of algebraic equations that result from Galerkin-

type discretisations is only loosely coupled in energy. In practice the within-group equations are

solved separately, iterating on the within-group (self-scattering) sources, whilst the group-to-group

sources are fixed using the best available information. Sweeping through the energy groups, the

discrete within-group systems are not required to be of the same size; however, it must be possible

to project the components of the multi-group fluxes between the different meshes in order to evaluate

the group-to-group scattering and fission sources.

When Wang and Ragusa developed adaptive hp-refinement strategies for a FEM discretisation of the

multi-group NDE over energy-dependent meshes in multiple dimensions, they employed an adaptive

integration technique to reduce the error in the coupled group-to-group source terms [290]. For FEM

discretisations of the FONT-PN equations, Goffin et al achieved the transfer of information between

energy-dependent meshes as a conservative Galerkin projection between volume meshes [291]. As

proposed by Farrell and Madison, the information passed between two different volume meshes must

be interpolated onto a super-mesh, formed as the intersection of the two meshes [292]. Constructing the

energy-dependent meshes independently of one another saw a significant increase in the performance

times involved when compared to similar analyses performed over a single energy-independent one.

In the application to the NDE in 3D, Ragusa and separately Wang and Ragusa sought to remedy

this by limiting their adaptive h-refinement strategies to a sequence of adapted meshes belonging to a

hierarchy of nested Cartesian meshes, forming a tree-like structure stemming from a common coarsest

mesh shared by all energy groups [293,294]. Although the numerical integration procedure was exact,

the problem geometries were restricted to those that could be exactly modelled, at the coarsest level, by

straight-sided finite elements. Applying such a strategy to complex rational geometries would see the

construction of an initial polygonal, or polyhedral, mesh that could not benefit from any subsequent

improvement to its representation of the underlying geometry; thus, capping the attainable accuracy

of the scheme.

One designates the interpolation
∏

t
h,pv

d : Vd(V ) → Vt(V ) as the projection of some function, vd ∈
Vdh,p, defined on a donor mesh, T d(V ), onto a target mesh, T t(V ). The optimum target interpolant,
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vt ∈ Vth,p, is approximated such that:

‖vt − vd‖ = min
v∈Vt

h,p

‖v − vd‖.

In order to preserve locality and global continuity, the residual, as measured in some norm, is made

to be vanishing by solving the appropriate Sobolev minimisation problem, from which conservation

follows naturally [295]. The functions are those taken from the same spaces spanned by the NURBS

functions used to define each of the donor mesh and the target mesh, denoted by the superscripts d

and t, respectively. By letting N i = dim V̂ ih,p, the NURBS functions defined over a given mesh are

also denoted by a similar superscript; i.e. for i = d, t and for j = 1, . . . , N i:

Ri
j(~r) =

(
R(~r)|T i

)

j
, ~r ∈ V .

The weighted-residual formulation is chosen to be optimal in theH1-norm and the residual is minimised

if the first variation in the control-variables of the target function, vti , is vanishing for i = 1, . . . , N t:

∂

∂vti

∑

Ve∈T t

[
∫

Ve

[ Nt
∑

j=1

vtj ~∇Rt
j(~r)− ~∇v̂d(~r)

]2

+

[ Nt
∑

j′=1

vtj′R
t
j′(~r)− v̂d(~r)

]2

dV

]

,

=
∑

Ve∈T t

[ ∫

Ve

2~∇Rt
i(~r)

Nt
∑

j=1

vtj ~∇Rt
j(~r) + 2Rt

i(~r)

Nt
∑

j′=1

vtj′R
t
j′(~r) dV

]

−
∑

Ve∈T t

[ ∫

V
2~∇Rt

i(~r)

Nd
∑

̂=1

vd̂
~∇Rd

̂ (~r)− 2Rt
i(~r)

Nd
∑

̂′=1

vd̂′R
d
̂′(~r) dV

]

= 0.

(3.14)

This is analogous to an orthogonal Galerkin projection of a discrete field onto the function space

spanned by the target basis, where the projection is the function that minimises the interpolation

error in the desired norm [292]. Equation 3.14 can be re-written in matrix form:

[
Stt
V +M tt

V

]
· vt =

[
Std
V +M td

V

]
· vd; (3.15a)

=⇒ Ktt
V · vt = Ktd

V · vd; (3.15b)

where the consistent mass and stiffness matrices, M tt
V and Stt

V , respectively, are formed by integrating

the product of those functions, defined over T t, that belong to the target function space, V̂th,p. Whereas

the projective mass and stiffness matrices,M td
V and Std

V , respectively, require that in the same integrand

are evaluated the product of functions defined over different spatial meshes, T t and T d(V ), that

belong to different function spaces, V̂ th,p and V̂dh,p, respectively. This is achieved by integrating over

an implied super-mesh formed by the intersection of the target mesh and the donor mesh, T g ∩ T g′,

which decomposes the parametric domain into subdomains appropriate for numerical integration; v.

Figure 3.8. Although it has not yet been detailed, an ability to perform local refinement has been

assumed. Looping over the elements formed by the intersection of two meshes, the bases are sampled
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at a number of QP in each parametric direction, Q, determined by:

Q = max
i=t,d

Q|T i , ∀Vê ∈
⋂

i

T i(V ). (3.16)

It was found that employing p+1 QP in each parametric direction over the canonical representation of

a given element in the parent domain did provide sufficient accuracy in the integration over volumes

for practical purposes; q.v. Section 3.2.3. Of course, this will be verified; qq.v. Section 4.5.1, Section

5.5.1 and Section 6.5.1.

Complexity can be largely circumvented if the energy-dependent meshes are derived from a common

coarsest-mesh description such that any subsequent refinement results in a hierarchy of meshes nested

therewithin. For the sake of convenience, this mesh is assumed to be regular and conforming. The

intersection of two elements from two different meshes will always form either an empty (disjoint) set,

a shared interface, V g
i′ ⊆ V g′

j′ or V g
i′ ⊇ V g

j′ . The tensor-product structure of the parametric space of

NURBS-based IGA lends itself to such an approach and since the coarsest-mesh description is exactly

the original CAD description, each subsequent mesh nested within a hierarchy of meshes would also

exactly represent the underlying geometry; thus, avoiding any complications faced by standard FEM in

matching different geometric approximations. Moreover, the intersection of two meshes is simplified in

the parametric space, which is initially defined by a single parent patch common to both meshes. Welch

et al computed the group-to-group source terms for a CBG-IGA spatial discretisation of the multi-

group EP-SN equations on energy-dependent meshes and their mesh-to-mesh interpolation was based

upon an L2-minimisation that preserved the expected theoretical rates of convergence of relatively

simple test cases with smooth analytical solutions [276]. Although conservative, an interpolation

optimal in the L2-norm may not be sufficient in a wider application; especially for those problems

that exhibit strong material heterogeneity over which the source function changes abruptly [295].

Some function may undergo a change of basis transformation by simply pre-multiplying the control-

variables, vd, by the combined transfer matrix, Kt←d
V , for which the interpolation of the function from

a donor mesh onto a target mesh is optimal with respect to the H1-norm. Although Stt
V is singular,

Ktt
V is symmetric-positive definite and therefore readily invertible using standard iterative smoothers:

vt = [Ktt
V ]

-1 ·Ktd
V · vd, (3.17a)

= Kt←d
V · vd.

(Nt×Nd) (Nd×1)

(3.17b)

Owing to the local formulation of discontinuous Galerkin discretisations, it will be possible to avoid

the assembly of large matrices since they can be formulated locally and Ktt
V can be inverted locally;

e.g. using efficient LAPACK routines such as DGETRF and DGETRI [296]. Otherwise, for continuous

discretisations, it will be necessary to (re)use sparse matrix storage structures and efficient smoothers
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to perform the interpolation [249].

Group-to-group scattering and fission contributions may not exist for some ordered pairs of energy

groups, (g′, g), such that it would be unnecessary to perform the interpolation
∏

g
h,pφ̂

g′
h,p : V̂

g′
h,p → V̂

g
h,p;

this is particularly pertinent to radiation shielding problems that exhibit mostly down-scatter for

G ≫ 1. For those ordered pairs in which information is transferred in both directions, additional

savings can be made by Kg←g′
V = [Kg′←g

V ]T ; in which case, only Kg′→g
V must be stored for g′ ≥ g [278].

In the wider context of the current work, the interpolation of a discrete scalar field between volume

meshes is not unique in its application to energy-dependent meshes; it will also be employed in the next

section when devising interpolation-based error measures to drive the adaptive refinement strategies.

This same general interpolation procedure will then be extended to interpolate conservatively a scalar

field between surface meshes when enforcing continuity in a CBG-IGA spatial discretisation over

irregular meshes via constraint equations; qq.v. Chapter 4 and Chapter 5; and yet again, finally,

when enforcing continuity in a sweep-based DG-IGA spatial discretisation as a Galerkin projection of

upwinded fluxes; q.v. Chapter 6.

3.6 The Local Adaptive Refinement Strategies

In the pursuit of solving PIDE to a high degree of accuracy at minimal costs, an AMR strategy

is favoured over a global uniform one; viz. the latter becomes impractical for large complex multi-

dimensional problems in terms of memory and performance [297]. Whilst the former behoves some

way in which to enforce continuity in the solution across any inevitably irregular meshes, the details

are reserved for the ensuing chapters since the approach depends upon the nature of the discretisation

as well as the governing equations; viz. constraints based upon a Galerkin projection for CBG-IGA

discretisations of the multi-group NDE, Section 4.3, and the multi-group SAAF-SN equations, Section

5.3; IP-DG-IGA discretisations of the multi-group NDE, Section 4.4, and the multi-group SAAF-

SN equations, Section 5.4; and a numerical upwinding scheme for the DG-IGA discretisation of the

multi-group FONT-SN equations, Section 6.4.

Should the behaviour of the solution for a particular problem be known, possibly from previous

experience, an appropriately designed initial mesh could be constructed and uniform p-refinement

strategies, or adaptive ones, could be employed to yield exponential rates of convergence, with some

dependence upon the regularity of the solution [298]. Notwithstanding that such information is not

generally known a priori ; and such a p-refinement strategy that hinges upon an initial (quasi-)optimal

mesh would suffer from pollution effects were any non-smooth components of the field not already

addressed by an appropriate geometric grading of the mesh; e.g. those due to boundary layers about
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material discontinuities and physical boundaries. Accordingly, adaptive h-refinement techniques were

further developed to rectify automatically any inefficiencies in the initial mesh. Both uniform and

AMR-h strategies are capable only of achieving algebraic rates of convergence that are restricted by

the polynomial degree of the basis, p; the convergence of the former is also limited by the regularity of

the solution, whereas that of the latter is not [299,300]. Whilst separately, both AMR-h and AMR-p

strategies may perform better than their respective and corresponding global refinement strategies,

a combined AMR-hp strategy addresses both the non-smooth and the smooth parts of the solution;

and thus, is capable of attaining (quasi-)optimal exponential rates of convergence, regardless of the

regularity of the solution [298,301,302].

For global error estimates that can be established a posteriori, it is possible to minimise the overall

discretisation error in an automated succession of computations performed on locally adapted meshes;

and the procedure can be terminated once the solution has converged to some user-defined tolerance

[303]. Otherwise, the next optimised mesh is determined by maximising the rate of decrease in

the local error contributions per increase in the number of unknowns by selecting some optimal local

refinement strategy for a given element that has been flagged. Although simple enough to implement in

1D, complexities arise when constructing non-conforming, or irregular, meshes in multiple dimensions;

viz. the optimal refinement of a given element may directly conflict with that of its neighbour. Thus,

to facilitate their usage and reduce complexity in the strategy itself, heuristics such as the minimum

rule and the 1-irregularity rule were conceived, thereby placing certain restrictions on where and how

the meshes can be refined; whilst this does often allow for a better conditioning of the connected

model, it may be to the detriment of mesh optimality by the accruement of additional DoF [290,304].

To ascertain the error in the solution over the current mesh, such AMR strategies will also require

some knowledge of the true solution itself; or rather, some reference solution that is more readily

available, obtained over some more-refined reference mesh that provides a better approximation to

the true solution than the coarser current mesh. The difference between the two solutions drives the

AMR procedure such that relatively cheap cell-based error measures can be devised in an appropriate

norm to discern those elements that should be flagged for further refinement.

Wang and Ragusa developed such an AMR-h(p) technique for the multi-group NDE in 1D, taking

their reference mesh to be that of one-level of global uniform hp-refinement of the coarser current mesh

[305]. However, the explicit computation over both was deemed to be too expensive and impractical

in multiple dimensions; therefore, eidem redeveloped their AMR-hp strategy, this time employing

interpolation-based error estimates for problems in 1D; and then applied it more generally to multiple

dimensions [290, 306]. This approach had previously been adopted by Rachowicz and Demkowicz et

al and applied successfully to other elliptic systems; whereby invoking Céa’s Lemma, or Galerkin’s
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best approximation for SPD systems, the coarser solution can be approximated by projection of the

more-refined reference solution onto the coarser current mesh [257,299,307]. The discretisation error

can be controlled by minimising the interpolation error, thereby circumventing the need to compute

two different solutions on two different meshes.

Alternatively, elements may be flagged by less-strict error measures used to gauge smoothness of

the solution, typically by computing estimates of higher-order derivatives and measuring their jumps

across element boundaries [71, 231, 294, 308]. Indeed, the use of such computationally inexpensive

heuristics can provide more accuracy per DoF over global uniform refinement strategies, especially

when the important regions correspond to those in which the solution exhibits pronounced spatial

variations; although this is not guaranteed.

Upon reflection, it is perhaps worth revisiting the definition of optimality and what this means to the

user, since it may not, in fact, be at all necessary to resolve finely the problem throughout the entire

computational domain. Often in practice, the ultimate goal of the numerical method is to provide,

up to some given tolerance in accuracy, some QoI. The latter may be the solution itself, or some

functional of the solution in some specific region of the problem; e.g. volumetric detector responses,

or the absorption rate in a given material. Rannacher et al presented the original framework for

goal-based AMR strategies for the linear NTE for a fixed source, whereby local contributions to the

error in a specific goal can be expressed in terms of the local error measures weighted by a measure of

the importance of their respective elements to the functional of interest [309]. Lathouwers extended

this work to optimise the effective neutron multiplication factor, keff for eigenvalue problems [255].

Appropriately, elements with large errors may be ignored if they are not deemed to be important ;

conversely, elements with small errors may be flagged if they have a strong influence on the desired

goal. The importance is computed by solving the appropriately formulated physical adjoint (dual) of

the direct (primal) governing equations; whence stems the preferred appellation dual-weighted residual

(DWR-)AMR strategies.

Solin and Demkowicz modified their DWR error measures by invoking Galerkin’s orthogonality prop-

erty such as to express them instead as the product of a local error measure for the primal solution,

µe, and a similar error measure for the dual solution, µ†e; rather than the importance function it-

self, φ† [310]. Wang and Ragusa argued that weighting energy-norm error estimators for the primal

problem in such a way will yield greater accuracy in the results because trends are generally more

reliable than absolute values [290]. In any case, when compared to a standard NRG-AMR strategy, a

DWR-AMR one is expected to deliver better accuracy per DoF by favouring the refinement of those

regions that are important to a specific goal.

IGA provides a good framework within which to implement AMR-h(p) strategies because the parametri-
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sation, Equation 3.7 and Equation 3.10, does not vary under refinement and thus, the underlying

geometry is always exactly represented. Adhering to the IGA paradigm, the current work employs

the standard tensor-product NURBS patches, which both simplify the analysis and are readily found

in most CAD environments; although it is appreciated that more exotic techniques do exist; cf. the

development of other spline-based descriptions such as the truncated (T-)splines and the locally re-

fined (LR)B-splines [311]. Welch briefly investigated a heuristic-based AMR-h strategy for the NDE;

and Welch et al investigated a standard AMR-h strategy for the EP-PN equations, chasing the global

error as measured in the L2-norm on energy-dependent meshes [71,276]. Within a sweep-based solver

for DG-IGA discretisations of the FONT-SN equations, Owens et al investigated a heuristic-based

AMR-h strategy; eidem then extended their work to a goal-based DWR-AMR-h strategy over energy-

dependent meshes [231, 278]. In each instance, the conservative mesh interpolation between energy-

dependent meshes was based upon hierarchy of meshes nested within a common coarsest mesh; q.v.

Section 3.5.

Although increased smoothness is something to be desired when solving elliptic problems, especially as

higher-order continuity, Cp-1, between elements is achievable within a NURBS-based IGA framework,

it will not be exploited here. At the most, C0 continuity is considered in order to facilitate a wholly-

local hp-refinement strategy; whereby any new elements formed by h-refinement will become, in their

own right, new NURBS patches lacking any internal refinement structure. Allowing for reduced

continuity in the solution has been shown to favour better numerical dispersion and diffusion properties

in the solution, at least for the FONT-SN equations [231,247]. Furthermore, in limiting the basis to C0

continuity, one can exploit the efficient and well-established preconditioners that have been developed

for low-order continuity FEM, which are not generally well suited for bases that exhibit higher-order

continuity [312, 313]. The tensor-product structure of the NURBS patches lends itself to the simple

cell-based approach adopted by Wang and Ragusa; whereby any local isotropic h-refinement consists

simply of bisecting an element in each parametric direction forming 2d new elements, for d = 2, 3; and

the AMR procedure can proceed as a sequence of adapted meshes that belong to a hierarchy of nested

meshes, with the lowest level coinciding with the initial coarsest mesh [294].

In a newly-developed multi-dimensional multi-group neutron diffusion and transport code, the succes-

sive convergence of the within-group sources, using the best available information for the group-to-

group sources, constitutes the outer-(source)-iteration loop over all groups; where, for a given group,

any spurious sources introduced into the within-group scatter source are required to become vanishing

upon exiting the respective (within-group) inner-iteration loop; q.v. Section 2.8. In the presence of

neutron up-scatter or fission events, the total source must be recomputed after each outer iteration

until it has converged; where, in the case of an eigenvalue problem, this outer-iteration sequence is

dubbed the PI procedure and the keff must also be updated. The proposed AMR-h(p) strategy is
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encapsulated within an iterative mesh refinement procedure that wraps around the outer-most loop

in Figure 2.4, such that all of the group-to-group sources must be fully converged, to some prescribed

tolerance, before refining the spatial mesh(es) for the next AMR iteration; v. Figure 3.10. Further-

more, all of the multi-group components of the numerical solution would need to be known before

evaluating, a posteriori, the global error in the QoI, ǫ(i), as measured in an appropriate norm:

ǫ(i) = ‖QoI(φ) 9QoI(φ̂(i)h,p)‖. (3.18)

The QoI represents a physical quantity of the solution; e.g. this could be, but is not restricted

to, the solution itself, averaged and point values, or some functional of the solution. Where φ̂
(i)
h,p

is the discrete solution obtained from the numerical analysis performed on the mesh(es), T (i)(V ),

characterised by some combination of h and p, at the ith iteration of the AMR procedure, as denoted

by the parenthesised index (i). The relative global error, ǭ(i), is defined as:

ǭ(i) =
‖QoI(φ) 9QoI(φ̂(i)h,p)‖

‖QoI(φ)‖ =
ǫ(i)

‖QoI(φ)‖ ; (3.19)

where the AMR iteration is terminated once ǭ(i) < τ , for some prescribed tolerance, τ ; or once the

maximum number of iterations has been attained.

Mesh optimality is striven for by maximising the decrease in the global error, ∆ǫ(i), between successive

iterations, per increase in the number of unknowns, ∆DoF (i); or rather, borrowing the terminology

from Ceze et al, a merit function, divided by any associated costs of refinement, is maximised through

the selection of some combination of h∗, p∗ [314]:

max
∆ǫ(i)

∆DoF (i)
= max

ǫ(i) 9 ǫ(i+1)

|DoF (i) 9DoF (i+1)| , (3.20a)

= max
h∗,p∗

‖QoI
(
φ
)
9QoI

(
φ̂
(i)
h,p

)
‖ − ‖QoI

(
φ
)
9QoI

(
φ̂
(i+1)
h∗,p∗

)
‖

|DoF (i)
h,p 9DoF

(i+1)
h∗,p∗ |

, (3.20b)

= max
h∗,p∗

∆̄ǫ
(i)
h∗,p∗. (3.20c)

Employing a similar approach to Jeffers et al, who investigated DWR-AMR-hp for cell-vertex and

cell-centred DD-SN methods in 1D, the merit is calculated as the difference in the error in solving over

the current mesh(es), ǫ(i), and that in solving over the same mesh(es) after refinement, ǫ(i+1), as per

some choice of h∗, p∗ [193]. In the application to higher-dimensions, however, the number of different

ways in which a cell can be refined becomes large, it is therefore practical to limit the mechanisms for

refinement. The current work restricts this choice to isotropic DE-1-refinement and isotropic KI-h-

refinement; i.e. h∗, p∗ = {h/2, p or h, p+1}, which is comparable to a standard AMR-h(p) strategy for

classical FEM. As an aside, one notes that with respect to Equation 3.20, the cost of performing KI-h-

refinement becomes increasingly more expensive as the polynomial degree of the basis, p, increases;
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this is due to the fact that knots must be inserted with a multiplicity of ṁ = p in order to render the

basis C0 continuous and the number of unknowns is increased for every knot inserted.

Two different AMR strategies are introduced in the following subsections: one that aims to minimise,

almost everywhere, the global discretisation error in the solution, as measured in an appropriate norm,

dubbed the NRG-AMR strategy, although the error does not necessarily have to be measured in the

energy-norm; viz. the L2-norm or the H1-(semi-)norm. The other strategy aims to minimise the error

in some specific goal, dubbed the DWR-AMR strategy. Neither strategy considers mesh coarsening;

viz. those elements that contribute the least to the error in the quantity of interest are not un-refined.

Within a multi-group framework, the notion of optimality naturally extends to the use of energy-

dependent meshes; q.v. Section 3.5. Owing to the often significant variation of nuclear data with

respect to space and more importantly with respect to energy, the smoothness of the multi-group

flux components can vary drastically between the energy groups; viz. faster groups tend to exhibit

smoother flux profiles, whereas the thermal group typically exhibits more pronounced variations in

its spatial distribution. An effective refinement strategy should thus be able to meet the demands

of each group whilst refraining from a superfluous expenditure of resources. A mesh adapted to the

higher-energy groups is likely to be too coarse for the lower-energy groups; whereas a mesh tailored to

the latter is likely to be excessive in regards to the former. A single energy-independent mesh could

not therefore yield the greatest accuracy per total DoF.

Before continuing, one must add the following caveats. For the discretisation error defined as the

difference between the true solution and the numerical approximation, establishing any sharp error

bounds thereof is generally an arduous task and problem dependent; and especially so for hyperbolic

systems, for which a lack of smoothness is reflected by weaker error estimates and often it is simpler

to derive any error measures heuristically [69, 237, 315–317]. For this reason, the error measures

adopted in this work are based upon mathematical proofs and error bounds that are well studied and

well established for elliptic systems; namely, the multi-group NDE. To this end, one can establish

relatively cheap and flexible error measures that are based upon angular-integrated quantities; viz.

this simplifies the analysis since the number of flux moments will be far less than the number of

discrete ordinates and the angular neutron flux can be discarded after a full transport sweep. The

same projection-based error measures will be employed for each of the discretisations of each form of

the NTE considered in this work; and their efficacy will be judged by numerical experimentation.

Whilst it is appreciated that the multi-group NDE have yet to be formally discretised, it is sufficient

for now to assume that the weak problem can be posed as Equation 2.62; i.e. to find φ̂ ∈ V̂, such that:

a(φ̂, ŵ) = b(ŵ), ∀ŵ ∈ V̂ ; (3.21)
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Figure 3.9: A schematic of the interpolation between a more-refined reference mesh and a coarser current
mesh; and the projections to prospective subspaces for the next iteration of the AMR procedure. (Vide the
web-based version for reference to colour.)

where it is assumed that the bilinear form, a(·, ·) =
∑

ga
g(·, ·), bears the properties of continuity

and coercivity ; qq.v. Section 4.3 and Section 4.4 for further details for continuous and discontinuous

Galerkin discretisations of the multi-group NDE, respectively.

3.6.1 Energy-Driven Error Measures

The NRG-AMR strategy aims to minimise the residual, or rather the discretisation error, e = φ9 φ̂h,p,

over the entire computational domain by locally refining those regions that contribute significantly to

e, as measured in the energy-norm; viz. from Equation 3.23, ǫ = ‖e‖. By the equivalence of norms

on the chosen function space and the assumption that the first-order derivative term is dominant, the

discretisation error can be simply measured in the H1-seminorm, |·|H1 ; i.e.:

|φ 9 φ̂h,p|2H1 = |e|2H1 = ‖~∇e‖2L2
=

∫

V

d∑

i

[ ∂

∂xi
e(~r)

]2
dV . (3.22)

An approximate reference solution, φ̂ref , is proposed in lieu of the true solution, φ. Although still

an approximation, the reference solution, calculated over some more-refined reference mesh(es), Tref ,
is a more accurate approximation of the true solution. With respect to Equation 3.20, the reference

solution must sufficiently resolve the local scales of either of the two proposed local refinement options,

KI-h-refinement and DE-1-refinement, in order to justify the use of one over the other in the next

iteration of mesh refinement; i.e. V̂h∗,p∗(Ve) ⊂ V̂ref (Ve), [299]. Accordingly, the reference mesh should

93



be at least one-level of global uniform KI-h-refinement and DE-1-refinement above that of the coarser

current mesh; v. Figure 3.9, where Tref = Th⁄2,p+1 and therefore φ̂ref = φ̂h⁄2,p+1 ∈ V̂h⁄2,p+1. All

measurements of error are now estimates made with respect to the reference solution; i.e. ǫ̂ = |ê|H1 ,

where ê = φ̂ref 9 φ̂h,p.

For φ̂ref ∈ V̂ref and for φ̂h,p ∈ V̂h,p ⊂ V̂ref it can be shown that the global error estimate, ǫ̂, provides

an upper bound to the true global error, under the assumption that the reference solution is a much

better approximation of the true solution than is φ̂h,p calculated on Th,p; i.e. ‖φ9φ̂ref‖ ≪ ‖φ̂ref 9φ̂h,p‖:

Cβ‖φ‖2 ≤ a(φ, φ); (3.23a)

=⇒ Cβ‖φ 9 φ̂h,p‖2 ≤ a(φ 9 φ̂h,p, φ 9 φ̂h,p), (3.23b)

≤ a(φ 9 φ̂h,p, φ 9 φ̂ref ) + a(φ 9 φ̂h,p, φ̂ref 9 φ̂h,p), (3.23c)

≤ Cα‖φ 9 φ̂ref‖‖φ 9 φ̂h,p‖+ Cα‖φ̂ref 9 φ̂h,p‖‖φ 9 φ̂h,p‖; (3.23d)

=⇒ ‖φ 9 φ̂h,p‖ ≤
Cα

Cβ

[

‖φ 9 φ̂ref‖+ ‖φ̂ref 9 φ̂h,p‖
]

, (3.23e)

‖e‖ . Cα

Cβ
‖ê‖, (3.23f)

ǫ .
Cα

Cβ
ǫ̂. (3.23g)

The first line expresses the property of coercivity in the bilinear form, with some constant, Cβ; and the

second line expresses the first in terms of the discretisation error; where the linearity of each argument

of a is exhibited in the third line by introducing φ̂ref ; and the fourth line expresses the property

of continuity, with some constant, Cα. The constants of coercivity and continuity depend upon the

nature of the discretisation; viz. whether it be conforming in the case of continuous discretisations or

non-conforming in the case of discontinuous ones; qq.v Section 4.3 and Section 4.4, respectively.

The performance of a posteriori error estimation is measured by the (reciprocal) effectivity index [309]:

θ =
ǫ̂

ǫ
. (3.24)

Again, as the true solution is not available on the left-hand side of Equation 3.23, this too is approx-

imated by some reference solution in its stead; one that is much more accurate than φ̂gh⁄2,p+1. It is

clearly desirable that θ1 → 1 as h → 0 and p → ∞; however, it is more important that ǫ̂ provides a

sharp upper bound to the true remaining error such that it may be used as a criterion to terminate

the AMR procedure; viz. for θ > 1.

Owens et al investigated the effectiveness of using error estimates based upon the explicit calculation

of a current coarse solution, as well as a refined reference solution, to drive their AMR-h strategy
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for the DG-IGA discretisation of the FONT-SN equations in 2D; where the reference mesh was taken

to be that resulting from a global uniform DE-1-refinement of the current coarser mesh [278]. For

Equation 3.23 to hold, the reference solution must always provide a much better approximation of

the true solution than that of the coarser solution; however, it was observed that the accuracy in the

estimation of the error degraded as the polynomial degree of the NURBS basis increased. As per the

tensor-product structure of the NURBS basis, it was understood that the ratio of DoF per element in

the reference mesh to that of the current mesh, (p+2)d/(p+1)d, is a monotonically decreasing function

for positive integer values of p; viz. quadratics solutions are significantly more accurate than linear

ones, yet, cubics are not much more accurate than quadratics. Should the reference mesh be taken as

Th⁄2,p+1, for arbitrarily constructed meshes, Th,p, it would be expected that a more robust exit-criterion,

ǫ̂, could be obtained. Nevertheless, the relative sizes in the element contributions to the overall error

would still be useful in driving the AMR procedure; and significant accuracy can be gained over global

uniform refinement strategies for comparable computational efforts [318].

It would be computationally expensive to have to perform two explicit calculations over two different

levels of mesh refinement for each energy group. Fortunately, one can invoke Céa’s Lemma, Equation

4.36, for conforming and consistent discretisations or Strang’s second Lemma, Equation 4.81, for non-

conforming and consistent discretisations, to demonstrate that the chosen approximation space will

yield a solution, φ̂h,p ∈ V̂h,p, whose error is bounded by the quasi-best approximation error, which

itself is bounded by the difference in the exact solution and any function that belongs to the finite-

dimensional hp function space. A particular choice would consist of choosing the projection of the exact

solution onto this approximation space,
∏

h,pφ. The entire AMR procedure can therefore be driven

by estimating and then controlling the interpolation error that bounds the quasi-best approximation

error, which in turn bounds the true discretisation error; i.e. [319]:

‖φ 9 φ̂h,p‖H1 ≤ Cα

Cβ
inf

φ̂h,p∈V̂h,p

‖φ 9 φ̂h,p‖H1 ≤ Cα

Cβ
‖φ 9

∏

h,p

φ‖H1 ;

where again, the constants of coercivity and continuity will depend upon the nature of the discretisa-

tion; qq.v Section 4.3 and Section 4.4.

Of course, the exact solution must be substituted for the reference solution, which yields an iterative

procedure that requires an explicit solution over the more-refined reference mesh and its projection

onto the coarser current mesh. This projection,
∏

h,p : V̂h⁄2,p+1 → V̂h,p, is performed as a conservative

interpolation between volume meshes, similar to that introduced for energy-dependent meshes; q.v.

Section 3.5. As an approximation, φ̂, is sought to minimise the discretisation error as that measured in

the energy-norm, or the H1-(semi)norm by the equivalence of norms, unsurprisingly, the interpolation

over the reference solution onto the coarser mesh is chosen to be optimal in the H1-norm. It was noted
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by Wang and Ragusa that the explicit calculation of both a reference solution and a solution over the

coarser current mesh did not yield any advantage in terms of accuracy over an interpolation-based

approach; especially in the asymptotic range of convergence [290].

The estimation of the global discretisation error, based upon the interpolation of a reference solution,

is summarised below:

ǫ2 =

G∑

g=1

(ǫg)2, (3.25a)

=

G∑

g=1

‖φg 9 φ̂gh,p‖
2
H1 , (3.25b)

≤
G∑

g=1

‖φg 9
∏

h,p

φg‖2H1 , (3.25c)

.
G∑

g=1

‖φ̂gh⁄2,p+1 9
∏

h,p

φ̂gh⁄2,p+1‖2H1 , (3.25d)

.
G∑

g=1

∑

Ve∈T
g
h,p

‖φ̂gh⁄2,p+1 9
∏

h,p

φ̂gh⁄2,p+1‖2H1(Ve)
, (3.25e)

.
G∑

g=1

∑

Ve∈T
g
h,p

µge. (3.25f)

The global discretisation error estimate, ǫ̂, is now a projection-based error estimate of the global

discretisation error, bounded by the sum of element-local interpolation-based error measures, µge; i.e.:

ǫ̂ =

[ G∑

g=1

(ǫ̂g)2
]1

2 =

[ G∑

g=1

∑

Ve∈T
g
h,p

µge

]1

2 ; (3.26)

where, by the Poincaré inequality, µge are defined in terms of the first-order Sobolev space seminorm,

for g = 1, . . . , G:

µge = |φ̂gh⁄2,p+1 9
∏

h,p

φ̂gh⁄2,p+1|2H1(Ve)
, ∀ Ve ∈ T g

h,p(V ). (3.27)

In the event that only a single energy-independent mesh is employed, the error measure will also be

made to be energy-independent; i.e. µe =
∑

gµ
g
e.

Driven by the residual in the interpolation-based error estimate, successive meshes at each iteration

of the AMR procedure are obtained by minimising local contributions to the error. At a global level,

those elements that contribute the most to the overall error are deemed eligible for further refinement;

where at a local level, an optimal refinement strategy is determined for each, as per Equation 3.20. This

approach differs from that of Demkowicz et al who first determined an optimal refinement strategy

for all elements and then refined those whose potential to reduce the overall error was greatest [257].
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One could choose to refine a certain proportion of those elements that contribute the most to the

overall error at each iteration on the mesh; alternatively, an element could be flagged should its local

contribution to the overall error lie above a certain threshold. The former approach may not always

allow for sufficient refinement of the mesh at each iteration of the AMR procedure, therefore, the

current work adopts the latter; where the threshold is taken to be some fraction, β1 ∈ [0, 1], of the

maximum error over a single element belonging to any of the current coarser meshes. For energy-

dependent meshes, g = 1, . . . , G, at a some given iteration count in the AMR procedure, (i), the first

decision in the AMR procedure, D-1 in Figure 3.10, is thus to determine those elements that satisfy:

wg(i)µg(i)e ≥ β1 max
g′=1,...,G

max
Ve′∈T

g′(i)
h,p

wg′(i)µ
g′(i)
e′ , ∀ Ve ∈ T g(i)

h,p (V ). (3.28)

Although somewhat arbitrary, experience suggests that β1 = 1⁄3 provides a good compromise of not

having to perform too many AMR iterations whilst not refining too many elements at any one time;

where the contrary to the latter would see the AMR procedure tend towards a global uniform refine-

ment strategy, which is certainly not optimal in terms of the greatest accuracy per DoF [307].

Non-smooth multi-group components of the solution are targeted by choosing to refine all of the

energy-dependent meshes at once. However, one must prevent the AMR procedure from simply

refining those elements over which the magnitude of the error is small in comparison to the solution

over the respective mesh, yet, may be large in comparison to the magnitude of the errors over other

meshes; whence the apparition of the group-importance factor, wg(i), in Equation 3.28, which simply

normalises the group error measures with respect to their respective multi-group component of the

scalar neutron flux, as measured in some appropriate norm; i.e. for g = 1, . . . , G:

wg =
1

‖φ̂gh⁄2,p+1‖
. (3.29)

For those elements that satisfy Equation 3.28, an optimal local refinement strategy is determined

by maximising the rate at which the local contribution to the interpolation-based error estimate can

be decreased, Equation 3.20. As stated previously, the options for local refinement are restricted to

1×KI-h-refinement or 1×DE-1-refinement; and as the the reference mesh is chosen to be Th⁄2,p+1(V ),

it is possible to interpolate the reference solution onto the prospective subspaces, V̂h∗,p∗(Ve), and

evaluate, ∆̄ǫ
(i)
h∗,p∗|Ve ; v. Figure 3.9. For h∗, p∗ = {h/2, p or h, p+1}, the optimal combination of h∗, p∗

on Ve ∈ T g(V ) is chosen to be that which maximises the following:

max
h∗,p∗

∆̄ǫ
g(i)
h∗,p∗ |Ve = max

h∗,p∗

µ
g(i)
e − |φ̂g(i)h⁄2,p+1 9

∏

h∗,p∗
φ̂
g(i)
h⁄2,p+1|2H1(Ve)

|DoF g(i)
h,p 9DoF g(i)

h∗,p∗ |Ve

. (3.30)

Two conditions are attached to Equation 3.30 in settling the dispute between competing refinement

strategies over a given element, such that certain constraints are imposed upon the use of either DE-1-
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refinement or KI-h-refinement. The first corresponds to that employed at D-2 in Figure 3.10, where an

upper limit is placed upon the maximum polynomial degree of the NURBS basis; i.e. DE-1-refinement

will only be considered should:

p|Ve ≤ β2. (3.31)

The second corresponds to that employed at D-3 in Figure 3.10, where in the case of regular smooth

solutions, it is demanded that ∆ǫ
g(i)
h⁄2,p|Ve must be relatively large, with respect to the error estimated

over the element, µg(i)e , for KI-h-refinement to be considered, since it reduces continuity in the basis.

For some parameter, β3 ∈ [0, 1], KI-h-refinement will only be considered should:

∆ǫ
g(i)
h⁄2,p|Ve ≥ β3µg(i)e ; (3.32)

where β3 = 0 implies that no restriction is placed upon the use of KI-h-refinement; whereas β3 = 1

implies that KI-h-refinement is strictly prohibited. It has been shown, for an AMR-h(p) strategy

applied to 1D FEM-discretisations of the multi-group NDE, that values of β3 → 1 are preferred [318].

Without being too restrictive, the current work employs β3 = 1⁄2.

To recapitulate the parameters employed in the constraints imposed upon local refinement are:







β1 = 1⁄3 (Equation 3.28);

β2 = pmax (Equation 3.31);

β3 = 1⁄2 (Equation 3.32).

(3.33)

3.6.2 Goal-Based Error Measures

The DWR-AMR strategy aims to minimise the residual in some specific QoI by locally refining those

regions who significantly contribute to the error in the specified goal. Although in practice there exists

an assortment of different types of QoI, the current work considers only two of the most common in

their application to reactor physics problems: volumetric detector responses and the effective neutron

multiplication factor, keff.

Under the assumption that each of the primal and the dual problems have been discretised in the

same manner, it is assumed in the following that the discrete variational statements for each are

adjoint-consistent; i.e. a(û, v̂) − a†(v̂, û) = 0 ∀û, v̂ ∈ V̂h,p. Where adjoint-consistency of the discrete

bilinear forms signifies a consistent discretisation of the (semi-)analytical adjoint problem, from which

the solution to the discrete adjoint problem inherits its properties of smoothness. Consequently,

(quasi-)optimal rates of convergence can be attained for the error measured in some specified goal [320].
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3.6.2.1 A Volumetric Detector Response

The response of a detector uniformly distributed within some given detector material, denoted by the

subscript d, is measured as some reaction rate over the subdomain, Vd; i.e.:

QoI(φ) =

G∑

g=1

∫

Vd

Σg
d(~r)φ

g(~r) dV . (3.34)

The reaction rate could be that measured by Uranium fission chambers, for example; however, more

generally, the reactions that are considered are those characterised by the effective macroscopic cross-

section of absorption; and Σg
d is defined such that, for g = 1, . . . , G:

Σg
d(~r) =







Σg
a(~r), ~r ∈ Vd;

0, ~r /∈ Vd.
(3.35)

Fixed-Source Problems By the arbitrariness of the fixed adjoint source, Equation 2.15, and letting

q†x = Σd, the QoI is made equal to the adjoint linear functional for some test function φ; i.e. for φ† ∈ V:

a†(φ†, φ) = b†(φ), ∀φ ∈ V, (3.36a)

= QoI(φ), ∀φ ∈ V. (3.36b)

The DWR-AMR strategy aims to minimise the absolute error in the goal, |QoI(φ)9QoI(φ̂h,p)|, Equa-
tion 3.23. Again, one can establish a global error estimate, ǫ̂, measured with respect to a reference

solution, that provides an upper bound to the true global error, ǫ; this is summarised in the following

lines for the QoI as defined in Equation 3.34:

|QoI(φ) 9QoI(φ̂h,p)| = |QoI(φ 9 φ̂h,p)|, (3.37a)

= |a†(φ†, φ 9 φ̂h,p)|, (3.37b)

= |a(φ 9 φ̂h,p, φ
†)|, (3.37c)

= |a(φ 9 φ̂h,p, φ
† 9 φ̂†h,p)|, (3.37d)

= |a(φ 9 φ̂ref , φ† 9 φ̂
†
ref )| + |a(φ 9 φ̂ref , φ̂

†
ref 9 φ̂†h,p)|

+ |a(φ̂ref 9 φ̂h,p, φ† 9 φ̂
†
ref )|+ |a(φ̂ref 9 φ̂h,p, φ̂

†
ref 9 φ̂†h,p)|,

(3.37e)

≤ Cα

[

‖φ† 9 φ̂†ref‖‖φ 9 φ̂ref‖ + ‖φ̂†ref 9 φ̂
†
h,p‖‖φ 9 φ̂ref‖

+ ‖φ† 9 φ̂†ref‖‖φ̂ref 9 φ̂h,p‖+ ‖φ̂
†
ref 9 φ̂

†
h,p‖‖φ̂ref 9 φ̂h,p‖

]

,
(3.37f)

. Cα‖φ̂†ref 9 φ̂
†
h,p‖‖φ̂ref 9 φ̂h,p‖, (3.37g)

. Cα‖ê†‖‖ê‖; (3.37h)

=⇒ ǫ . Cαǫ̂; (3.37i)
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where, by the linearity of each argument in the linear functional, the error in the goal is re-expressed

in the first line, Equation 3.37a, which is now taken to be the right-hand side of the variational form

of the adjoint problem, Equation 3.36. The adjoint bilinear form, a†, satisfies the property of adjoint-

consistency, from which the error in the QoI is given in the third line, Equation 3.37c, as the residual of

the direct problem weighted by the importance function, as measured in the bilinear inner-product, a;

and as per Galerkin’s property of orthogonality, the fourth line is equal to that above it. A numerical

reference solution to each of the direct and the adjoint problems, φ̂ref = φ̂h⁄2,p+1 and φ̂†ref = φ̂†h⁄2,p+1,

respectively, is introduced in the fifth line, which is expanded out, by the linearity of each argument in

the bilinear form. The property of continuity is expressed in the sixth line, Equation 3.37f; and in the

seventh line, Equation 3.37g, it is assumed that the error in the more-refined reference solution with

respect to the true solution is negligible in comparison to the residual formed by the coarser current

solution with respect to the former. Again, the effectivity index, Equation 3.24, can be employed to

measure the performance of estimating the error in the goal, ǫ̂.

For a given energy group, the reference solutions to the primal and the dual problems are solved on

the same reference mesh, Th⁄2,p+1; and rather than effectuate the explicit calculation of four different

solutions over two different levels of mesh refinement, only the reference solutions need to be computed.

The DWR-AMR strategy proceeds in a similar manner to that of the NRG-AMR strategy since it is

driven by estimating the error in the QoI by interpolation of the reference solutions onto the coarser

current meshes; i.e:

ǫ2 =

G∑

g=1

(ǫg)2, (3.38a)

≤
G∑

g=1

‖φg† 9 φ̂g†h,p‖
2
H1‖φg 9 φ̂gh,p‖

2
H1 , (3.38b)

≤
G∑

g=1

‖φg† 9
∏

h,p

φg†‖2H1‖φg 9
∏

h,p

φg‖2H1 , (3.38c)

.
G∑

g=1

‖φ̂g†h⁄2,p+1 9
∏

h,p

φ̂g†h⁄2,p+1‖2H1‖φ̂gh⁄2,p+1 9
∏

h,p

φ̂gh⁄2,p+1‖2H1 , (3.38d)

.
G∑

g=1

∑

Ve∈T
g
h,p

‖φ̂g†h⁄2,p+1 9
∏

h,p

φ̂g†h⁄2,p+1‖2H1(Ve)
‖φ̂gh⁄2,p+1 9

∏

h,p

φ̂gh⁄2,p+1‖2H1(Ve)
, (3.38e)

.
G∑

g=1

∑

Ve∈T
g
h,p

µge. (3.38f)

The global error estimate in the QoI, ǫ̂, is now a projection-based error estimate of ǫ, bounded by the

sum of element-local interpolation-based error measures, µge, Equation 3.26, which can be measured
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in the H1-seminorm; i.e. for g = 1, . . . , G:

µge = |φ̂gh⁄2,p+1 9
∏

h,p

φ̂gh⁄2,p+1|2H1(Ve)
|φ̂g†h⁄2,p+1 9

∏

h,p

φ̂g†h⁄2,p+1|2H1(Ve)
, ∀ Ve ∈ T g

h,p(V ). (3.39)

Although one must now solve the adjoint problem in tandem with the direct one at P -1 in Figure

3.10, one can expect faster rates of convergence and greater mesh optimality with respect to a specified

goal, when compared to the NRG-AMR strategy, since one now considers both the smoothness of the

solution as well as the influence of specific regions on the QoI.

Those elements eligible for further refinement at D-1 in Figure 3.10 are determined by Equation 3.28;

yet, one recognises that the importance of each energy group is already accounted for by the error

measures, Equation 3.39; therefore wg = 1 for g = 1, . . . , G. The same options for local refinement are

available, as in the case of the NRG-AMR strategy, and those same constraints in Equation 3.31 and

Equation 3.32, made at D-2 and D-3 in Figure 3.10, respectively, still apply; q.v. Equations 3.33.

One subtle difference, however, exists in choosing the refinement option that maximises the rate at

which the local contribution to the interpolation-based error estimate decreases, Equation 3.20; i.e.:

max
h∗,p∗

∆̄ǫ
g(i)
h∗,p∗|Ve = max

h∗,p∗

µ
g(i)
e − |φ̂g(i)h⁄2,p+1 9

∏

h∗,p∗
φ̂
g(i)
h⁄2,p+1|H1(Ve)

|φ̂g†(i)h⁄2,p+1 9
∏

h∗,p∗
φ̂
g†(i)
h⁄2,p+1|H1(Ve)

|DoF g(i)
h,p 9DoF g(i)

h∗,p∗|Ve

. (3.40)

Eigenvalue Problems In the interest of detector responses for fixed-source problems the QoI is a

linear quantity. However, in the consideration of eigenvalue problems, or rather fission source problems

in the absence of extraneous fixed sources of neutrons, the QoI becomes a non-linear quantity and the

fission sources must be known before the detector response can be determined. In which case, one must

first converge the fission sources, as well as any other group-to-group sources, and the eigenvalue in the

dual problem as per the PI procedure, after which any discretisation errors therein can be assumed to

be negligible; the dual problem can then be resolved with the QoI as per Equation 3.34 and Equation

3.36 [321]. Overall, this translates as one additional iteration when resolving the dual problem; indeed,

the keff determined for the primal problem can be used to expedite the power-iteration convergence

of the eigenvalue for the dual problem [291,294].

3.6.2.2 The Effective Neutron Multiplication Factor

In the consideration of multiplying systems and in the absence of any extraneous fixed sources of

neutrons, qx = 0 and hence b = 0, the weak primal problem is posed as finding φ̂ ∈ V̂h,p such that:

ã(φ̂, ŵ) =
1

keff
aF (φ̂, ŵ), ∀ ŵ ∈ V̂h,p; (3.41)
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and similarly, the weak dual problem is posed as finding φ̂† ∈ V̂h,p such that:

ã†(φ̂†, ŵ) =
1

keff
a†F (φ̂

†, ŵ), ∀ ŵ ∈ V̂h,p; (3.42)

where ã and ã† are the original bilinear forms in Equation 3.21 and Equation 3.36, respectively, less

the fission-source terms; i.e.: ã = a+ aF and ã† = a† + a†F , respectively.

When solving eigenvalue problems, experience suggests that the solution should be normalised after

each outer iteration, such as to avoid problems of underflow or overflow; and good practice suggests

that the primal and the dual problems should not be normalised independently. Accordingly, the

direct solution is normalised such that aF (φ, φ) = 1; and the adjoint solution is normalised such that

a†F (φ̂
†, φ̂) = aF (φ̂, φ̂

†) = 1; in which case, the QoI can be expressed as [255,256]:

QoI(φ) =
1

keff
=

1

keff
a†F (φ̂

†, φ̂). (3.43)

With respect to a reference solution, one can establish a global error estimate in the eigenvalue, ǫ̂, one

that provides an upper bound to the true global error, ǫ, which is summarised as:

|QoI(φ) 9QoI(φ̂h,p)| = |QoI(φ 9 φ̂h,p)|, (3.44a)

= | 1
keff

a†F (φ
†, φ 9 φ̂h,p)|, (3.44b)

= | 1
keff

aF (φ 9 φ̂h,p, φ
†)|, (3.44c)

= |ã(φ 9 φ̂h,p, φ
†)|; (3.44d)

=⇒ ǫ . C̃αǫ̂; (3.44e)

where by the linearity of each argument in the linear functional the error in the goal is re-expressed

in the first line, which is taken as the right-hand side of the variational form of the dual problem,

Equation 3.42. The adjoint bilinear form of the fission sources, a†F , is assumed to satisfy the property

of adjoint-consistency, from which the error in the QoI is given in the third line, Equation 3.44c, as the

product of the eigenvalue and the residual of the direct problem weighted by the importance function,

as measured in the bilinear inner-product, aF ; which can then be expressed as the left-hand side of

Equation 3.41. The derivation proceeds as that from Equation 3.37c onwards, whereby, again, the

same error measures as those defined in Equation 3.39 can be employed.

3.7 A Discussion

This chapter introduced NURBS-based IGA as the spatial discretisation of choice for the development

of subsequent chapters, which will focus on the actual spatial discretisation of the different forms of
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the NTE. In contrast to the nodal values of classical FEM, one appreciates that the non-interpolatory

nature of the NURBS basis does not lead to a concrete interpretation of the unknowns being solved for

in the resulting matrix equations, in essence, they are merely parameters that serve as the scaffolding

to the numerical solution just as the control-points provides the scaffolding for the geometry.

The process for generating the NURBS-based descriptions of the geometries that will serve as the

initial coarsest mesh for analysis was detailed. Ideally, this pre-processing step would be performed by

some CAD software and the information passed in some standard file format. Within the scope of this

work, however, this is achieved by bespoke bits of software. Future work would naturally extend to

allow for the analysis to be performed over more general geometries that could be described in bases

other than the standard NURBS and read in as STEP or IGES files, for example.

General global uniform refinement strategies were discussed by the mechanisms knot insertion and

degree elevation, which are somewhat analogous to those of standard h-refinement and p-refinement

of classical FEM. The process for conservative interpolation of a scalar field between volume meshes

was also developed in the guise of energy-dependent meshes; and this same projection procedure was

used to devise two different types of relatively cheap and flexible interpolation-based error measures.

Although based upon well-established mathematical proofs and error bounds for elliptic systems and

derived specifically for the multi-group NDE, these same error measures will be employed for each of

the discretisations of each form of the NTE considered in this work; and their efficacy will be judged

by numerical experimentation.
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Figure 3.10: The general AMR-iteration procedure depicted as a flowchart, enclosed in the red dotted line.
The procedure terminates upon either attaining the maximum number of iterations or upon satisfying some
convergence criterion. The black dashed process-flow arrows distinguish looping operations, which take priority.
For standard NRG-AMR, the interpolation-based error measures are weighted by some appropriate energy-
dependent function. Otherwise, in the case of DWR-AMR, they are weighted by the error in the importance
function; Process P-1 must therefore resolve the direct (primal) problem as well as the adjoint (dual) one,
for some user-specified QoI. Which elements are eligible for further refinement is determined at Decision D-1;
whereas constraints are placed on how they are refined at Decisions D-2 and D-3. (Vide the web-based version
for reference to colour.)
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Chapter 4

Elliptic Systems: Part 1

This chapter presents the application of automised NRG-AMR-h(p) and DWR-AMR-h(p) strategies

to separate CBG-IGA and SIP-DG-IGA spatial discretisations of the multi-group NDE.

4.1 An Introduction

The NTE behaves like an elliptic second-order PIDE in optically thick and scattering-dominated

regions, away from material discontinuities and physical boundaries; q.v. Section 2.6. Serving as a low-

order approximation to the full transport equation at a reduced number of independent variables, the

steady-state NDE finds its use in a variety of practical situations; e.g. whole-core systems calculations

[54]. Another keen interest lies in its application to diffusion acceleration schemes; q.v. Chapter 7.

Following a standard multi-group discretisation in energy, the PIDE is reduced to a system of BVP

weakly coupled in energy that have yet to be spatially discretised or prescribed BC. Working within

two different frameworks, the discrete problem is posed as that resulting from either a conforming

CBG-IGA spatial discretisation or a non-conforming DG-IGA spatial discretisation. Statements of

quasi-best approximation may be established for either asymptotically consistent discretisation.

Within the continuous setting, the basis is defined globally across the computational domain and

continuity is generally enforced in a strong sense; C0 continuity is trivially enforced across regular

compatible meshes because of the one-to-one correspondence that exists between the control-variables

at the patch interfaces. Local refinement strategies, however, will inevitably give rise to irregular

meshes where the patches may no longer be connected in a parametric sense and therefore must be

coupled explicitly for analysis. Cottrell et al devised constraint equations based upon the fundamental

relationship between the NURBS that define a given object and those of a more refined description of
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the same object, expressed via operators that encapsulate the process of refinement [229, 270]. This

necessitates at any given irregular interface an ability to determine the more-refined (slave) patch

and the less-refined (master) patch, such as to constrain the former to the latter, or some other

coarsest refinement shared by the two. This approach was adopted by both Welch and Latimer et al

in their separate studies of AMR-h strategies for second-order forms of the neutron transport equation

[119,276]. Although restricted to C0 continuity between the patches, such a strategy does exploit the

potential for higher-order continuity within the basis; in which case, the refinement is not strictly

local as it propagates within a patch, incurring DoF unnecessarily. Moreover, it was not demonstrated

whether it was possible to incorporate p-refinement capabilities. In the application to the Helmholtz

equation for harmonic acoustics in 2D and 3D, Coox et al generalised the constraint-based method

and were able to enforce higher-order continuity, C0 and C1, across irregular patch interfaces by

considering the constraints in a least-square sense via the method of virtual uncommon knot-inserted

master-slave (VUKIMS) [322]. Lei et al derived their continuity constraints in a similar manner;

however, their interface constraints were imposed directly by means of a penalty formulation [323].

In general, CBG-IGA discretisations perform well on a per DoF basis and the C0 continuity between

patches facilitates the modelling of heterogeneous problems to a high degree of accuracy. Yet, in the

development of local refinement strategies, the implementation of constraint equations can become

rather involved; especially in multiple dimensions where a given control-variable can be common to

several indirectly neighbouring elements. More complex still are the problem of multiply-constrained

variables; and often some degree of regularity must be imposed over the mesh in order to avoid such

cycles of compounded constraints; this does come at the cost of accruing additional DoF [290, 299].

Furthermore, the constraint equations themselves introduce errors and can render the connected model

ill conditioned. Fortunately, although not wholly suited to discretisations by NURBS, the conditioning

of the matrix may be improved by the application of any traditional preconditioner developed for those

general bases of classical FEM, with varying degrees of effectiveness [324].

With regard to DG methods, the locally defined basis is left to be discontinuous and an interior penalty

(IP) scheme can be devised to enforce weakly continuity across the domain; however, this does come at

the cost of at least twice as many DoF. Nitsche introduced penalty schemes to enforce weakly essential

Dirichlet BC by appending penalty terms to the bilinear form [325]. This penalisation was then

applied to the interior of the finite element mesh by Wheeler and by Percell and Wheeler as a means

of weakly enforcing continuity across element interfaces [326, 327]. IP-DG-FEM was also developed

independently by Arnold for general non-linear second-order elliptic and parabolic problems [288].

More recently, IP schemes have been applied to IGA discretisations of elliptic systems [277,328].

In the case of DG methods, the BVP is formulated locally over a given element and a projection of
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residuals is made to be vanishing across its boundaries [242]. IP-DG methods are often compared to

stabilised mixed FEM for second-order differential equations, since residual-based penalty terms are

introduced to stabilise the discrete problem [194]. There exist myriad IP schemes, each employing

its own combination of terms; typically, however, the penalty terms take the form of weighted L2-

inner products of jumps in the trial and test functions at element interfaces; and the coupling of

control-variables exists only between direct neighbours that share an interface [329, 330]. From a

practical point of view, the inevitable costs incurred in the implementation of an IP-DG scheme may

be compensated by its compact discretisation stencil; as well as the flexibility that it offers in terms

of mesh refinement [237].

The choice of penalty parameters is crucial to the effectiveness of the numerical method. For arbitrarily

large values, iterative smoothers become slow to converge as the conditioning of the iteration matrix

worsens [331]. For values not large enough, the residual-based jumps across element boundaries may

not be sufficiently penalised and coercivity of the bilinear could not be guaranteed. In the literature,

it was found that penalty parameters were assigned values based upon experience and numerical

experiments [332]. More often though, the penalty parameters are taken as some user-dependent

sufficiently large constant that scales under refinement of the mesh [333].

The rest of the chapter is organised as follows: First, the governing equations are presented, the

multi-group NDE, along with their adjoint equations and appropriate BC. This is followed by a CBG-

IGA discretisation, where higher-order continuity within a patch is sacrificed in order to facilitate

the wholly-local nature of an AMR-h(p) strategy. Any eventual hanging-nodes are addressed by es-

tablishing constraint equations across irregular patch interfaces, which are based upon master-slave

relationships and the conservative interpolation between surface meshes. A similar Galerkin projection

was presented in Chapter 3 for the conservative interpolation between volume meshes when evaluat-

ing the group-to-group source terms on energy-dependent meshes and the interpolation-based error

measures. A separate SIP-DG-IGA discretisation follows, where optimised penalty parameters are

calculated for general element types, based upon the stiffness-matrix method by Owens et al [334],

derived from a coercivity analysis of the bilinear form. Finally, the discretisations are verified and

the convergence properties analysed by the MMS; and numerical results are presented for a couple of

nuclear benchmarks.
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4.2 The Multi-Group Neutron Diffusion Equations

4.2.1 The Direct (Primal) Equations

The direct (primal) multi-group NDE are posed on the closure of a connected and bounded domain,

V ⊂ R
d, in d-dimensional Euclidean space for d = 2, 3. The strong form of the problem is cast as

solving φg : V → R for g = 1, . . . , G:







-~∇ ·Dg(~r)~∇φg(~r) + Σg
r(~r)φ

g(~r) = qg(~r), ~r ∈ V ;

φg(~r) = ggD, ~r ∈ ∂VD;
~∇φg(~r) · ~n(~r) = ggN , ~r ∈ ∂VN ;

(4.1a)

(4.1b)

(4.1c)

where Dirichlet and Neumann-type BC, Equation 4.1b and Equation 4.1c, respectively, are prescribed

on the external physical boundaries; i.e. ∂Vext = ∂VD ∪ ∂VN , respectively; and the normal vector, ~n,

is outward-pointing. The defining equations can be recast in block-like group operator notation:

Lφ = q, (4.2a)

= Sφ+ Fφ+ qx; (4.2b)

with the scalar neutron flux, φ = [φ1, . . . , φG]T ; the extraneous fixed sources, qx = [q1x, . . . , q
G
x ]

T ; the

diagonal loss operator, L, comprised of within-group losses due to diffusive-leakage and total collision,

Lg, Equation 4.3a; the scatter operator, S, comprised of group-to-group scatter terms, Sg, Equation

4.3b; and the fission operator, F , comprised of multi-group fission terms, F g, Equation 4.3c.

Lgφ := -~∇ ·Dg ~∇φg +Σg
rφ

g; (4.3a)

Sgφ :=
∑

g′6=g

Σg′→g
s φg′; (4.3b)

F gφ := χg
∑

g′

νg′Σg′
f φ

g′. (4.3c)

Defining the operator, A, such that:

Aφ = (L− S)φ, (4.4)

one can distinguish fixed-source problems:

(A− F )φ = qx, (4.5)

from eigenvalue ones:

Aφ =
1

keff
Fφ. (4.6)
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4.2.2 The Adjoint (Dual) Equations

Goal-based (DWR-)AMR relies upon duality arguments, therefore, one introduces the adjoint (dual)

problem; q.v. Section 2.2.3. Mathematically, the dual problem should be adjoint-consistent with the

primal one; q.v. Equation 2.12. By linearity of the inner-product, adjoint-consistency can be satisfied

in each of the operators defined in Equations 4.3; i.e. [75]:

G∑

g=1

[ ∫

V
φg†(~r)Bgφg(~r) dV

]

≡
G∑

g=1

[ ∫

V
φg(~r)Bg†φg†(~r) dV

]

. (4.7)

The dual problem is posed in the same domain, V ∈ R
d, as the primal one; its strong form cast in

multi-group operator notation as finding φg† : V → R for g = G, . . . , 1:

L†φ† = q†, (4.8a)

= S†φ† + F †φ† + q†x; (4.8b)

with the scalar neutron importance, φ† = [φ1†, . . . , φG†]T ; the adjoint source, q†x = [q1†x , . . . , q
G†
x ]T ; and

the loss, scatter and fission adjoint operators, L†, S† and F †, respectively:

Lg†φ† := -~∇ ·Dg ~∇φg† +Σg
rφ

g†; (4.9a)

Sg†φ† :=
∑

g′6=g

Σg→g′
s φg′; (4.9b)

F g†φ† := νgΣg
f

∑

g′

χg′φg′. (4.9c)

The scatter and the fission operators are not self-adjoint; essentially their adjoint operators are ob-

tained by transposition and the interchanging of arguments of the energy-integral kernels [125]. The

loss operator is formally self-adjoint, (Lφ, φ†) = (φ,Lφ†); however, the diffusive-leakage term necessi-

tates an appropriate prescription of adjoint BC. Equation 4.8 is multiplied by the scalar neutron flux

and subtracted from Equation 4.2, which is first multiplied by the scalar neutron importance; and by

linearity of the inner-product:

(Lφ, φ†)− (φ,L†φ†) = (q, φ†)− (φ, q†). (4.10)

The inner-product formed with the loss operator is written explicitly in the first line of Equation 4.11;

where Green’s first identity of the first term is revealed and the spatial dependence suppressed to give

the second line, to which, again, the Divergence Theorem is applied to the second term to give the
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third line, on which the integrals over the surface and those over the volume are collected:

(Lφ, φ†) =
G∑

g=1

[

-

∫

V
φg†(~r)~∇ ·Dg(~r)~∇φg(~r) dV +

∫

V
φg†(~r)Σg

r(~r)φ
g(~r) dV

]

, (4.11a)

=
G∑

g=1

[

-

∫

∂V
φg†Dg ~∇φg · ~n dS +

∫

V

~∇φg†Dg ~∇φg dV +

∫

V
φg†Σg

rφ
g dV

]

, (4.11b)

=

G∑

g=1

[ ∫

∂V
φgDg ~∇φg† · ~n− φg†Dg ~∇φg · ~n dS

]

+ (φ,L†φ†). (4.11c)

For a set of BC for the primal problem, there is a set for the dual one:

G∑

g=1

[ ∫

∂V
φgDg ~∇φg† · ~n− φg†Dg ~∇φg · ~n dS

]

= 0. (4.12)

In which case, it simplifies the problem to restrict the general Dirichlet and Neumann BC, Equation

4.1b and Equation 4.1c, respectively, to a certain few that are commonly used in reactor physics and

radiation shielding problems. For the set of zero-flux, reflective and vacuum BC, prescribed on the

physical boundaries, ∂V0, ∂VR and ∂VV respectively:







φg(~r) = 0, ~r ∈ ∂V0;

-Dg(~r)~∇φg(~r) · ~n = 0, ~r ∈ ∂VR;

-Dg(~r)~∇φg(~r) · ~n =
1

2
φg(~r), ~r ∈ ∂VV .

(4.13a)

(4.13b)

(4.13c)

The corresponding set of adjoint BC are prescribed over the same boundaries:







φg†(~r) = 0, ~r ∈ ∂V0;

Dg(~r)~∇φg†(~r) · ~n = 0, ~r ∈ ∂VR;

Dg(~r)~∇φg†(~r) · ~n =
-1

2
φg†(~r), ~r ∈ ∂VV ;

(4.14a)

(4.14b)

(4.14c)

where the vacuum BC has been considered as a general Robin BC of the form: αφ + ~∇φ · ~n = g,

which assumes that the incoming partial current of neutrons as well as the outgoing partial current

of neutron importance are both vanishing. In turn, the BC from the sets of Equations 4.13 and

Equations 4.14 satisfy Equation 4.12; they are compatible for use in an eigenvalue problem; and

indeed, a physical interpretation of Equations 4.14 can be deduced when deriving Equation 4.8 from

the FONT equation [335].

In a similar manner to Equation 4.4 for the primal problem, the operator A† is defined such that:

A†φ† = (L† − S†)φ†. (4.15)
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Again, one distinguishes fixed-source problems:

(A† − F †)φ† = q†x, (4.16)

from eigenvalue problems:

A†φ† =
1

k†eff
F †φ†. (4.17)

Under the assumption that the property of (semi-discrete) adjoint-consistency holds, it should be clear

that k†eff = keff; i.e. the Rayleigh quotient:

k†eff =
(φ, F †φ†)

(φ,A†φ†)
=

(Fφ, φ†)

(Aφ, φ†)
= keff; (4.18)

where |1/keff| is determined after each (i)th power iteration; q.v. Section 2.8:

k
(i)
eff =

(Fφ(i), φ†)

(Aφ(i), φ†)
=

(Fφ(i), φ†)
1

k
(i+1)
eff

(Fφ(i+1), φ†)
; (4.19a)

=⇒ 1

k
(i+1)
eff

=
1

k
(i)
eff

(Fφ(i), φ†)

(Fφ(i+1), φ†)
; (4.19b)

where φ† is not obliged to be the adjoint solution in the above iteration; and lim(i)→∞ k
(i)
eff = keff.

4.3 A Continuous Bubnov-Galerkin Isogeometric Discretisation

First, one introduces formally some abstract function spaces. The Lebesgue space, L2(V ), of some

measurable functions, u, that are square-integrable on the bounded domain, V , is defined as:

L2(V ) := {u measureable : ‖u‖LE(V ) <∞}. (4.20)

This is a real linear Hilbert space furnished with an inner-product and norm, respectively:

(u, v)L2(V ) :=

∫

V
vu dV ; (4.21a) ‖u‖L2(V ) := (u, u)

1⁄2

L2(V ). (4.21b)

The s-order Sobolev space, Hs(V ) ⊂ L2(V ), is defined for those functions belonging to L2(V ), that also

admit all weak partial derivatives, Dα, up to order s, belonging to L2(V ); for ~r = (x1, x2, x3) = (x, y, z)

and Dα =
∏

d
i=1D

αi

i for Dαi

i = ∂αi/∂αi
xi
; and |α| =

∑
d
iαi for some multi-index α ∈ R

d:

Hs(V ) := {u ∈ L2(V ) : Dαu ∈ L2(V ),∀ 0 ≤ |α| ≤ s}. (4.22)

The Sobolev space, Hs(V ), is a Hilbert space equipped with an inner-product and norm, respectively:

(u, v)Hs(V ) :=
∑

|α|≤s

(Dαv,Dαu)L2(V ); (4.23a) ‖u‖Hs(V ) := (u, u)
1⁄2

Hs(V ). (4.23b)
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The restriction of such functions and their normal derivatives with support over the domain, V , are

defined over the boundary, ∂V , by trace operators, γi : H
s(V ) → Hs-i-1⁄2(∂V ) ∀ 0 ≤ i < s; viz. the

Dirichlet trace, γ0u = u|∂V , is well defined in L2(∂V ) for s > 3⁄2 [222].

Now, the point of departure is the semi-discrete multi-group NDE, Equation 4.2, and their adjoint

equations, Equation 4.8. Both the primal and the dual problem constitute systems of equations that

are solved for the multi-group components φg : V → R and φg† : V → R, respectively; with BC, such

as those in Equations 4.13 and Equations 4.14, respectively, prescribed over separate sections of the

external boundary.

Without loss of generality, an emphasis is placed upon manipulating the direct equations; and the same

discretisation is applied to the adjoint equations. The strong form of the defining equations is refor-

mulated into a suitable abstract variational boundary value problem (VBVP), more generally dubbed

the weak form, which itself is obtained by multiplying Equation 4.2 by a test function, w ∈ V(V ),

and then by integrating over the entire domain in the real physical space, V . For qx ∈ L2(V ), rather

than searching for a smooth solution in the space of continuous functions, a solution is sought in the

s-order Sobolev space, Equation 4.22, where derivatives are understood in a weak distributional sense.

The (semi-)analytical solution is approximated by some infinite linear expansion of trial functions,

u(~r) ∈ U(V ) ⊆ Hs(V ), and control-variables, φi; q.v. Equation 2.60:

φ(~r) ≈
∞∑

i=1

φi ui(~r), ∀~r ∈ V . (4.24)

In the integral statement defined over V , substitution of the approximation made above into the

integrand, Equation 4.2, yields a weighted-residual, which is forced to vanish everywhere and thus,

the residual is made orthogonal to every member of the set of test functions. As it stands, the weighted-

residual expression necessitates that the trial functions are strictly second-order differentiable, yet this

is relaxed by application of the divergence theorem to the double-differential diffusion term. Now,

the test and trial functions are only required to be first-order differentiable and as per a Bubnov-

Galerkin approach, they are both taken from the same space and the residual is made orthogonal to

the approximate solution; i.e. U(V ),V(V ) ⊆ H1(V ) [336].

Appearing in the weak form is a surface integral term over the entire physical boundary, which lends

itself to the introduction of natural and essential BC. Naturally satisfied, in the present case, is the

homogeneous Neumann-type BC, or the reflective BC; q.v. Equation 4.13b. The vacuum BC is

implemented in a weak sense by the simple substitution of Equation 4.13c into the VBVP. Nitsche’s

penalty method is employed to enforce weakly Equation 4.13a at the Dirichlet boundaries by the
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following penalisation, for µf > 0 [325]:

∑

∂Vf∈∂VD

µf

∫

∂Vf

w(~r)φ(~r) dS =
∑

∂Vf∈∂VD

µf

∫

∂Vf

w(~r) gD dS. (4.25)

The domain in the real physical space, V , is decomposed into E-number of non-degenerate, non-

overlapping NURBS patches, Ve; i.e. V =
⋃

E
e=1Ve. Within any given patch, the material is assumed to

be homogeneous and its properties smeared and uniform; viz. the nuclear data is assigned as piecewise

constants; e.g. Σr,e = Σr(~r)|Ve , ∀~r ∈ Ve ∈ T . The finite union of macro-elements forms the general

physical mesh, T (V ) = {Ve}Ee=1. For the sake of simplicity in developing the spatial discretisation,

one assumes a single energy-independent mesh. The intersection of two patches belonging to the same

physical mesh forms either an empty set (disjoint); an edge shared by indirect neighbours, this being

a NURBS vertex in 2D or a NURBS edge in 3D; or a face shared by direct neighbours, this being

a NURBS edge in 2D or a NURBS surface in 3D. A patch interface formed at the boundaries of

two adjoining patches that share a common face thus belongs to the set of interior faces, ∂Vint; and

therefore, an arbitrary patch face, ∂Vf , belongs to the complete set ∂Vf ∈ ∂V = ∂Vint ∪ ∂Vext.

The integral terms over the entire domain are obtained as a summation of dense local contributions

from over each patch, Ve ∈ T , in a systematic assembly process. A virgin patch with no internal

refinement structure can be decomposed into more non-vanishing knot-spans, Vê, via knot insertion;

i.e. Ve =
⋃

êVê. Each new micro-element retains its own homogeneity and well-defined material

properties, as inherited from the macro-element; viz. Σ|Vê
= Σ|Ve ∀ Vê ∈ Ve. Integration is always

performed over the smallest entity and more rigorously the assembly process loops over all non-

vanishing knot-spans belonging to the mesh. Without loss of generality, however, the subscript e is

retained, as pertaining to the element over which the integral quantity is evaluated; and the distinction

between macro-element and the micro-element will be made when necessary.

The weak form of Equation 4.5 is to find φ ∈ V(V ) ⊆ H1(V ), such that:

a(φ,w) = b(w), ∀ w ∈ V(V ). (4.26)

The bilinear form, a(·, ·) : V(V )× V(V )→ R, retains its block-like structure and comprises of a weak

diffusive-leakage and group-removal term, aL, defined over volumes; a group-to-group scattering term,

aS ; a fission term, aF ; as well as a term that incorporates the BC prescribed on the external physical

boundary, aext:

a(φ,w) = aL(φ,w) − aS(φ,w) − aF (φ,w) + aext(φ,w). (4.27)
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In turn, each of these is defined below, respectively, suppressing any spatial dependence:

aL(φ,w) =
G∑

g=1

[
∑

Ve∈T

∫

Ve

~∇w ·Dg
e
~∇φg +wΣg

r,eφ
g dV

]

,

=
G∑

g=1

agL(φ
g, w);

(4.28a)

aS(φ,w) =

G∑

g=1

[ G∑

g′6=g

∑

Ve∈T

∫

Ve

wΣg′→g
s,e φg′ dV

]

,

=
G∑

g=1

agS(φ,w);

(4.28b)

aF (φ,w) =

G∑

g=1

[ G∑

g′=1

∑

Ve∈T

χg
e

∫

Ve

wνg′e Σ
g′
f,eφ

g′ dV

]

,

=

G∑

g=1

agF (φ,w);

(4.28c)

aext(φ,w) =
G∑

g=1

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂V0

µf

∫

∂Vf

wφg dS +
∑

∂Vf∈Ve∩∂VV

1

2

∫

∂Vf

wφg dS

]

,

=
G∑

g=1

agext(φ
g, w).

(4.28d)

The linear functional, b(·) : V(V )→ R, comprises only of fixed sources, since gD = 0:

b(w) =

G∑

g=1

[
∑

Ve∈T

∫

Ve

wqgx,e dV

]

,

=

G∑

g=1

bg(w).

(4.29)

For multiplying systems, qx = 0, the weak form of Equation 4.6 is to find φ ∈ V(V ), such that:

ã(φ,w) =
1

keff
af (φ,w), ∀ w ∈ V(V ); (4.30)

where ã is the original bilinear form in Equation 4.27, a, less the fission term; i.e.:

ã = a+ aF = aL − aS + aext. (4.31)

The discrete variational problem is formulated by restricting the function space to a finite-dimensional

subset; i.e. V̂h,p(V ) ⊂ V(V ). As per the isoparametric concept, this space is chosen as that spanned

by the same N -number of NURBS used to describe the mesh, T ; where the NURBS, R, Equations

3.7, are characterised by the mesh spacing, h, as well as the polynomial degree of the basis, p; i.e.:







[
V̂h,p(V )

]T
= span

{
Rp

i

}N

i=1
,

with supp
(
Rp

)
=

{
~r ∈ V : Rp

i (~r) 6= 0 for i = 1, . . . , N
}
.

(4.32)
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Indeed, the tensor-product structure of the parametric domain permits the NURBS to be constructed

from different polynomials in different parametric directions; for simplicity, however, they will be

characterised by a single p and unless necessary, it will be suppressed as a superscript. Accordingly,

Equation 4.24 is further approximated by truncating the expansion to the N th term:

φ(~r) ≈ φ̂(~r) =
N∑

i=1

φiRi(~r). (4.33)

Clearly V̂h,p(V ) is chosen such that the weighted-residual becomes vanishing with respect to variations

in the control-variables, φi, as the dimension of the finite-dimensional space increases; i.e. φ̂ → φ as

N →∞. The weighted-residual statement must be satisfied for each member in the weighting set; and

since the space of trial and test functions coincide, this forms the same number of algebraic equations

as there are unknowns per energy group; i.e. DoF g = dim V̂h,p(V ) = N for g = 1, . . . , G; and hence,

DoF =
∑

gDoF
g = G ×N . Consequently, for the analysis over a single energy-independent mesh,

the discrete problem is posed as a system of (GN ×GN)-matrix equations.

The space V̂h,p(V ) is the collection of global functions whose restriction to a patch lives in the tensor-

product parametric domain V̂e. Consequently, NURBS in the real physical space also have local

support over a given patch; i.e. V̂eh,p(Ve) ⊂ V̂h,p(V ) ∀Ve ∈ T . This piecewise definition assigns

the functions a narrow base and results in the banded structure of the assembled matrices. It also

introduces discontinuity into the basis; yet theH1(V ) space demands strict conformity of the numerical

solution; viz. global continuity across V . Dirichlet traces are well defined in L2(∂Ve) for s > 1⁄2; i.e.

γ0 : H
1(Ve) → H

1⁄2(∂Ve); and the extension of functions defined up to the boundary of a patch are

made continuous across an interface by virtually gluing them together. This is trivial in the case of

regular meshes where the control-variables at patch interfaces exist in a one-to-one correspondance;

i.e. R(~r)|Ve = R′(~r)|Ve′ ∀~r ∈ ∂Vf ∈ Ve ∩ Ve′ and ∀Ve, Ve′ ∈ T . The basis is reduced to C0 continuity

across any patch interface; v. Figure 3.2.

Alternatively, continuity across the domain could be enforced weakly in a discontinuous setting; q.v.

Section 4.4. Akin to the weak imposition of the Dirichlet BC, Nitsche’s penalty method is applied to the

interior of the mesh as per an IP-DG scheme; where the errors across patch interfaces are penalised in

a similar manner to that in Equation 4.25. Bazilevs et al investigated the weak imposition of Dirichlet

BC, in the application to fluid dynamics and found that such an approach did aid in eliminating some of

the spurious oscillations associated with unresolved boundary layer phenomena encountered where BC

had previously been imposed in a strong sense [337]. In the same way, for both elliptic and hyperbolic

systems, allowing for reduced continuity in the solution can aid in reducing spurious oscillations,

especially in the presence of strong material heterogeneity [234]. This provides the rationale for the

investigation of wholly-local AMR-h(p) strategies that consider at most C0 continuity.
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Casting back to the (semi-)analytical problem, it is evident that the scattering and the fission terms,

Equation 4.28b and Equation 4.28c, respectively, are asymmetric; e.g. aS(u, v) 6= aS(v, u). Neverthe-

less, the bilinear form, a, does possess the properties of continuity, or boundedness, Equation 4.34,

and coercivity, or stability and ellipticity, Equation 4.35. The latter is often simply guaranteed by

nature of the problem; viz. physical non-negative nuclear cross-section data.

For u, v ∈ V(V ) and some constant, Cα > 0, the bilinear form is bounded if:

a(u, v) ≤ Cα‖v‖‖u‖; (4.34)

and for u ∈ V(V ) and some constant, Cβ > 0, the bilinear form is coercive if:

a(u, u) ≥ Cβ‖u‖2. (4.35)

As per the Lax-Milgram Lemma, these properties of continuity and more specifically coercivity are

sufficient conditions to assert well-posedness; viz. the admission of a unique and stable solution

[338]. Since V̂h,p(V ) ⊂ V, the discrete problem inherits well-posedness and other properties from the

(semi-)analytical weak-problem [222]. Céa’s Lemma of quasi-best approximation for conforming and

consistent discretisations, Equation 4.36, states that up to a constant, as those defined by continuity

and coercivity, Cα and Cβ, respectively, the set V̂h,p(V ) is that chosen from all possible finite sets of

function spaces that minimises the error in the numerical solution, φ̂ ∈ V̂h,p(V ), with respect to the

true solution, φ ∈ V(V ), as measured in the energy-norm; i.e. for some v̂ ∈ V̂h,p(V ) [339]:

Cβ‖φ 9 φ̂‖2 ≤ a(φ 9 φ̂, φ 9 φ̂), (4.36a)

≤ a(φ 9 φ̂, φ 9 v̂) + a(φ 9 φ̂, v̂ 9 φ̂), (4.36b)

≤ a(φ 9 φ̂, φ 9 v̂), (4.36c)

≤ Cα‖φ 9 v̂‖‖φ 9 φ̂‖; (4.36d)

=⇒ ‖φ 9 φ̂‖ ≤ Cα

Cβ
inf

v̂∈V̂h,p(V )
‖φ 9 v̂‖; (4.36e)

where the first line, Equation 4.36a, expresses in the bilinear form, a, the property of coercivity,

Equation 4.35; and the linearity of each argument of a is exhibited in the second line by introducing

v̂; where the second term is made to be vanishing because the error in the numerical solution is

orthogonal to the chosen subspace; i.e. since V̂h,p(V ) ⊂ V(V ):

a(φ 9 φ̂, w) = a(φ,w) − a(φ̂, w), ∀w ∈ V(V ), (4.37a)

= b(w) − b(w), ∀w ∈ V(V ), (4.37b)

= 0. (4.37c)

The fourth line, Equation 4.36d, is obtained by expression of continuity, Equation 4.34, in the third;
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and Céa’s Lemma is obtained, Equation 4.36e, by taking the infimum over all possible v̂ ∈ V̂h,p(V ).

A strong definition of consistency has been enforced, yet Legendre-Gauss quadrature rules will be

employed to evaluate all integral quantities; q.v. Section 3.2.3. Consequently, one expects the dis-

cretisation to be asymptotically consistent.

The system of equations is solved via the SI procedure; q.v. Section 2.8. Weakly coupled in energy,

the within-group equations are solved sequentially with the most up-to-date available information for

the group-to-group sources; whereby, the source terms are now linear functionals that can be moved

to the right-hand side of the equation. In the presence of extraneous fixed sources, φ̂g ∈ V̂h,p(V ) is

sought for g = 1, . . . , G:

agL(φ̂
g, ŵ) + agext(φ̂

g, ŵ) = agS(φ̂, ŵ) + agF (φ̂, ŵ) + bg(ŵ), ∀ ŵ ∈ V̂h,p(V ). (4.38)

The left-hand side, agL+a
g
ext, is SPD and Equation 4.38 can be solved using efficient iterative smoothers,

such as the PCG method; and additional savings can be made when storing symmetric matrices.

Employing the PI procedure to converge |1/keff|, the eigenvalue problem is cast as finding φ̂g ∈ V̂h,p(V )

for g = 1, . . . , G:

agL(φ̂
g, ŵ) + agext(φ̂

g, ŵ) = agS(φ̂, ŵ) +
1

keff
agF (φ̂, ŵ), ∀ ŵ ∈ V̂h,p(V ). (4.39)

In kind, the discrete variational statement of the adjoint problem in the presence of fixed adjoint

sources, q†x 6= 0, is cast as finding φ̂g† ∈ V̂h,p(V ) for g = G, . . . , 1:

ag†L (φ̂g†, ŵ) + ag†ext(φ̂
g†, ŵ) = ag†S (φ̂†, ŵ) + ag†F (φ̂†, ŵ) + bg†(ŵ), ∀ ŵ ∈ V̂h,p(V ); (4.40)

and the adjoint eigenvalue problem is cast as finding φ̂g† ∈ V̂h,p(V ) for g = G, . . . , 1:

ag†L (φ̂g†, ŵ) + ag†ext(φ̂
g†, ŵ) = ag†S (φ̂†, ŵ) +

1

keff
ag†F (φ̂†, ŵ), ∀ ŵ ∈ V̂h,p(V ); (4.41)

where the adjoint bilinear form, a†(·, ·) : V(V )× V(V )→ R, is defined by:

a†(φ†, w) = a†L(φ
†, w) − a†S(φ†, w)− a

†
F (φ

†, w) + a†ext(φ
†, w). (4.42)
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In turn, each of these is defined below, respectively, suppressing any spatial dependence:

a†L(φ
†, w) =

G∑

g=1

[
∑

Ve∈T

∫

Ve

~∇w ·Dg
e
~∇φg† + wΣg

r,eφ
g† dV

]

,

=
G∑

g=1

ag†L (φg†, w);

(4.43a)

a†S(φ
†, w) =

G∑

g=1

[ G∑

g′6=g

∑

Ve∈T

∫

Ve

wΣg→g′
s,e φg′† dV

]

,

=
G∑

g=1

ag†S (φ†, w);

(4.43b)

a†F (φ
†, w) =

G∑

g=1

[ G∑

g′=1

∑

Ve∈T

νgeΣ
g
f,e

∫

Ve

wχg′
e φ

g′† dV

]

,

=

G∑

g=1

ag†F (φ†, w);

(4.43c)

a†ext(φ̂
†, w) =

G∑

g=1

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂V0

µf

∫

∂Vf

wφ̂g† dS +
∑

∂Vf∈Ve∩∂VV

1

2

∫

∂Vf

wφ̂g† dS

]

,

=
G∑

g=1

ag†ext(φ̂
g†, w);

(4.43d)

and the adjoint linear functional, b†(·) : V(V )→ R, is defined as:

b†(w) =
G∑

g=1

[
∑

Ve∈T

∫

Ve

wqg†x,e dV

]

,

=

G∑

g=1

bg†(w).

(4.44)

For eigenvalue problems, one recalls that the solution is normalised after each outer iteration such

that aF (φ, φ) = 1; and the adjoint solution is normalised such that aF (φ, φ
†) = 1; q.v. Section 3.6.2.2.

4.3.1 Enforcing C0 Continuity on Irregular Meshes

In the case of a standard CBG-IGA discretisation, any refinement made to the mesh propagates

throughout the domain in order to satisfy conditions of compatibility. Such a global refinement strategy

over large geometries induces a superfluous expenditure of computational resources since some regions

will be unnecessarily resolved; in which case, IGA loses its competitive edge against the capability

of FEM to simply adjust the local density of elements over unstructured meshes. The extension to

include T-spline descriptions does overcome the limitation of the tensor-product refinement of NURBS;

however, they also present their own limitations; e.g. their usage becomes difficult to generalise in

3D, especially where additional DoF may need to be introduced at T-junctions in order to adequately
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Figure 4.1: A comparison between the solutions (right) of a CBG-IGA discretisation and its DG-IGA coun-
terpart along the dashed line at y = -0.25 cm over the irregular mesh (left) of a toy problem; a one-speed,
(2 cm× 2 cm) homogeneous bare-square with isotropic unit-source, Σt = 1.00 cm-1, c = 0.7. Continuity in the
former is enforced by constraining the hanging-nodes 6 & 8 via a Galerkin projection; whereas continuity in the
latter is enforced by means of a penalty scheme. The global enumeration of the control-variables for the CBG
discretisation is given over the mesh on the left-hand side; where the patch boundaries are highlighted in red.
(Vide the web-based version for reference to colour.)

define the basis; and it becomes unclear how T-splines should be refined [272,340]. Seeking a solution

in the broken Sobolev space grants total flexibility in terms of local refinement; however, this comes

at the price of significantly more DoF. Moreover, in the case of an IP scheme, the stability of the

analysis depends upon the assignment of some penalty parameter; q.v. Section 4.4.1 [277]. Sticking

to the theme of NURBS-based CBG-IGA spatial discretisations, one must develop a local refinement

technique that can accommodate an AMR-h(p) strategy and any subsequent mesh irregularities.

Figure 4.1 depicts a toy problem which has been solved for φ̂ ∈ V̂h,p(V ), where C0 continuity has

been enforced in a strong sense; and separately for φ̂′ ∈ V̂′h,p(T ), where continuity has be enforced

in a weak sense. In the case of the latter, the basis is discontinuous and continuity has been enforced

across patch interfaces by means of a penalty scheme; q.v. Section 4.4. In the case of the former,

constraint equations have been applied over all irregular patch interfaces, ∂Vsm, those formed between

a more-refined (slave) patch, Vs, and a less-refined (master) patch, Vm; i.e.:

∂Vsm = {∂Vf ∈ Vs ∩ Vm\∅ ⊆ ∂Vint : dim V̂h,p(Vs) > dim V̂h,p(Vm),∀ Vs, Vm ∈ T (V )}.

For the ease of notation and the analysis, no distinction will be made between the constraints formu-

lated over edges or faces, unless necessary; and to reiterate, any single intersection of patches that does

not belong to an empty set comprises of a maximum of two patches; i.e. for
⋂

eVe\∅ ∋ ∂Vf ∈ ∂Vint
then card (

⋂

eVe\∅) = 2. The set of interfaces thus includes shared edges. As mentioned previously, a

natural consequence of open knot-vectors is that the NURBS basis is interpolatory at patch bound-

aries. As such, the boundary of a NURBS surface or a NURBS volume is itself a NURBS edge or a

NURBS surface, respectively, influenced solely by the NURBS functions at that given boundary and

their associated control-points; the latter forms its own subset of control-points, Bf ⊂ B, separate
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from those that do not influence the boundary, Bn ⊂ B, such that B = Bn ∪ Bf . Accordingly, those

functions that have support on the boundary of a slave patch, ∂Vf ∈ Vs∩∂Vsm, span the proper subset

V̂sh,p(∂Vf ) ⊂ V̂h,p(Vs); and similarly, those functions that have finite support on the boundary of a

master patch, ∂Vf ∈ Vm ∩ ∂Vsm, span V̂mh,p(∂Vf ) ⊂ V̂h,p(Vm); such that, for e = s,m and ∀Ve ∈ T (V )

and ∀∂Vf ∈ Ve ∩ ∂Vsm:







[
V̂eh,p(∂Vf )

]T
= span

{
(R|∂Vf

)i
}Ne

f

i=1,

with supp
(
R|∂Vf

)
=

{
~r ∈ ∂Vf : (R(~r)|∂Vf

)i 6= 0 for i = 1, . . . , N e
f

}
;

(4.45)

where the NURBS defined locally over a given element, Ve ∈ T (V ), have also been denoted by a similar

superscript; i.e. by letting N e = dim V̂h,p(Ve), where V̂h,p(Ve) ⊂ V̂h,p(V ), then for i = 1, . . . , N e:

Re
i (~r) =

(
R(~r)|Ve

)

i
, ~r ∈ Ve.

Continuity in the geometry across an irregular patch interface is enforced simply by applying a change

of basis to the linear combination of NURBS and control-points, such that the control-points on one

side of the interface, { ~Bs
f}, can be represented by { ~Bm

f } on an adjoining side that exhibits a different

refinement structure to the former. As per the isoparametric concept, continuity in the solution field

at the irregular interface, {~φf}, can be constrained in a similar fashion; i.e.:

~Bs
f = Ks←m

∂V · ~Bm
f ; (4.46a)

φsf = Ks←m
∂V · φmf . (4.46b)

The combined transfer matrix above, Ks←m
∂V , is exactly that which was introduced for the conservative

interpolation between volume meshes, Equation 3.17b; however, in this instance, the H1-Sobolev min-

imisation is performed over an irregular patch interface, ∀∂Vf ∈ ∂Vsm, or a surface mesh. The inter-

polation
∏

s
h,pv̂

m : V̂m(∂Vf ) → V̂s(∂Vf ) designates the projection of some function, v̂m ∈ V̂mh,p(∂Vf ),
defined on the surface mesh, T (∂Vf ), of a master patch onto that of a slave patch, each characterised

by some different combination of h and p. For some ∂Vf ∈ ∂Vsm, the optimum target interpolant,

v̂s ∈ V̂sh,p(∂Vf ), is approximated such that:

‖v̂s − v̂m‖H1(∂Vf ) = min
v̂∈V̂s

h,p
(∂Vf )
‖v̂ − v̂m‖H1(∂Vf )

.

The basis of the slave patch should sufficiently represent any function that belongs to that of the

master patch, dim V̂sh,p(∂Vf ) > dim V̂mh,p(∂Vf ); however, it is not required that V̂sh,p(∂Vf ) ⊃ V̂mh,p(∂Vf );
in which case, the continuity would be enforced exactly. For clarity, the combined surface transfer

matrix, for which the interpolation between surface meshes is optimal in the H1-norm, is defined by:

Ks←m
∂V

(Ns
f
×Nm

f
)

= [Kss
∂V ]

-1

(Ns
f
×Ns

f
)

· Ksm
∂V ;

(Ns
f
×Nm

f
)
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with the consistent matrix formed over the slave-patch boundary, ∂Vs, K
ss
∂V = Sss

∂V +M ss
∂V ; and the

projective matrix formed over the entire irregular interface, ∂Vsm, Ksm
∂V = Ssm

∂V +M sm
∂V .

Although a surface mesh may exist in d-dimensions in the real physical space, it is mapped from a

(d-1)-dimensional parametric domain. The gradient of NURBS over a boundary of the domain in the

real physical space is thus expressed, for 2D and 3D, respectively, via:

J∂V · ~∇Rp
i (ξ) = ∇̂R

p
i (ξ), for i = 1, . . . , n; (4.47a)

J∂V · ~∇Rp,q
i (ξ, η) = ∇̂Rp,q

i (ξ, η), for i = 1, . . . , n×m; (4.47b)

and the surface Jacobian (d-1× d)-matrix, is defined below:

J∂V :=




∂x/∂ξ ∂y/∂ξ ∂z/∂ξ

∂x/∂η ∂y/∂η ∂z/∂η



 ; (4.48)

where the non-square matrix is inverted by evaluating its pseudo-inverse [295]:

[J∂V ]
-1 = [J∂V ]

T · [J∂V ]
-T · [J∂V ]

-1, (4.49a)

=
[
J∂V

]T

(d×d-1)

·
[
J∂V · [J∂V ]

T
]-1

.

(d-1×d-1)

(4.49b)

The derivatives of the NURBS with respect to the boundary must be evaluable in the real physical

space, Equations 4.47; this requires the surface mesh to be non-degenerate and the surface Jacobian

non-singular, irregardless of the volumetric Jacobian; q.v. Section 3.3.1. Again, the notion of an

implied super-mesh is employed to ensure that the integral quantities evaluated over an irregular

interface are constructed using a quadrature set that sufficiently samples the bases either side of the

interface. This is especially important for maintaining consistency in the space of control-variables

that approximate the field and thus maintaining the conservation of neutrons. For those irregularities

induced by h-refinement and the subsequent integration over element boundaries that contain such

hanging-nodes, the use of p+1 QP would be inadequate because the integrand will not generally be

polynomial; even for the underlying geometry represented by B-splines. Nonetheless, the integrand

over partial boundaries remains a continuous function over smooth NURBS objects and it is possible

to gain in accuracy by supplying additional QP [70].

The manner in which the constraint equations are incorporated into the globally assembled system

is based upon the work of Cottrell et al, which was built upon that of Kagan et al for restoring

continuity of a basis in the presence of hanging-nodes on volumetric NURBS objects and B-spline

surfaces [270,341]. The coupling relationships depend only upon the mesh itself and can therefore be

generated in a pre-processing step; along with the other dense element matrices. Unlike the proposed

method, however, their constraints were based upon some common coarsest refinement structure to
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which both the slave patch and the master patch must be constrained in the event that the former

cannot be obtained from some combination of knot-insertion in the former. Cottrell et al were able

to exploit higher-order continuity of the basis within a patch by allowing for internal refinement and

applying the constraints at a patch level. However, it was not obvious how local refinement could in

fact be performed, such that any non-zero knot-span flagged for p-refinement would then result in the

degree elevation of the entire patch; in which case, the coarsest description of the mesh would thus

require a sufficient number of initial patches to allow for any form of local p-refinement.

A wholly-local AMR-h(p) strategy is proposed by considering, at most, C0 continuity across element

interfaces. The roles of master and slave are assigned to those patches that intersect at an irregular

patch interface and the constraint equations are enforced via a Galerkin projection, otherwise agnostic

of the underlying refinement structure of either patch. In the assembly process, the local linear systems

are constructed as integral quantities over the elements, which now correspond to entire patches, Ve.

The discrete system of linear equations local to a given slave patch, As · φs = bs ∀Vs ∈ T (V ), for

any number of constrained sides, ∀∂Vf ∈ Vs ∩ ∂Vsm, is partitioned into those integral quantities that

account for the behaviour within the patch and separately for any interaction with its neighbours:

As
nn · φsn +

∑

j

[

As
nfj
· φsfj

]

= bsn; (4.50a)

∑

ı̂

[

As
fı̂n
· φsn +

∑

̂

[

As
fı̂f̂
· φsfı̂

]

= bsfı̂

]

; (4.50b)

where As
nn is the left-hand-side partial matrix with coefficients that support only those internal func-

tions that have no support at an irregular interface; As
ff is the partial matrix with coefficients that

support only those functions with support at an irregular interface; and Ae
nf and Ae

fn are the partial

matrices with coefficients that support those functions both internal to the patch and at an irregular

interface. The linear functional, bs, and the solution vector, φs, are decomposed in a similar manner;

however, the latter must also be constrained to the master patch that adjoins the slave patch at a

given irregular interace, ∂Vf ∈ Vm ∩ ∂Vsm, by Equation 4.46b; i.e.:

As
nn · φsn +

∑

j

[

As
nfj ·K

s←mj

∂Vj
· φmj

fj

]

= bsn; (4.51a)

∑

ı̂

[

As
fı̂n
· φsn +

∑

̂

[

As
fı̂f̂
·Ks←m̂

∂V̂
· φm̂

f̂

]

= bsfı̂

]

. (4.51b)

The above equations are tested against the larger slave-patch space, yet the trial functions that

belong to the same space are restricted to act only in a linear combination, as defined by the Galerkin

projection, that results in those functions existing in the master-patch function space. Without wishing

to over or under-constrain the DoF at an irregular interface, so too must those test functions defined

at the slave-patch boundary act only in a linear combination such as to replicate those functions
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in the weighting space as defined over the master patch. Therefore, those equations over irregular

interfaces must be pre-multiplied by [Ks←m
∂Vf

]T ; where clearly, constraining a more-refined subspace to

a less-refined one will inevitably induce some error at the irregular interface:

As
nn · φsn +

∑

j

[

As
nfj ·K

s←mj

∂Vj
· φmj

fj

]

(Ns
n×N

s
fj
) (Ns

fj
×N

mj
fj

) (N
mj
fj
×1)

= (bsn); (4.52a)

∑

ı̂

[

[Ks←mı̂

∂Vı̂
]T · As

fı̂n
· φsn

(N
mı̂
fı̂
×Ns

fı̂
) (Ns

fı̂
×Ns

n) (N
s
n×1)

+
∑

̂

[

[Ks←mı̂

∂Vı̂
]T · As

fı̂f̂
·Ks←m̂

∂V̂
· φm̂

f̂

]

(N
mı̂
fı̂
×Ns

fı̂
) (Ns

fı̂
×Ns

f̂
) (Ns

f̂
×N

m̂
f̂

) (N
m̂
f̂
×1)

= [Ks←mı̂

∂Vı̂
]T · bsfı̂

]

.

(N
mı̂
fı̂
×Ns

fı̂
) (Ns

fı̂
×1)

(4.52b)

These equations can be assembled with those established on the master patch adjoining the slave

patch at a given irregular interface, which thus far have remained unchanged; i.e. ∀∀∂Vf ∈ Vm∩∂Vsm:

Am
nn · φmn +Am

nf · φmf = bmn ; (4.53a)

Am
fn · φmn +Am

ff · φmf = bmf . (4.53b)

Referring back to the toy problem in Figure 4.1, it should be evident that C0 continuity has been

enforced by constraining those control-variables at the slave-patch boundary, in the bottom left-hand

corner, on its east-side, φsfE , and its north side, φsfN , to those master patches that adjoin the slave patch

on its east-side, VmE
, and its north-side, VmN

, respectively; i.e.
∏

mE

h,p φ
s
fE

: {φ5, φ6, φ9} → {φ5, φ9}
and

∏
mN

h,p φ
s
fN

: {φ7, φ8, φ9} → {φ7, φ9}, respectively. Again, those control-variables at regular and

compatible boundaries exist in a one-to-one correspondence between all adjoining patches. As such,

corner control-variables can be shared by several patches; e.g. φ9 ∈ Vs ∩ VmE
∩ VmN

. Consequently,

such shared corner control-variables are constrained to themselves across an irregular patch interface

because they lie where the basis is interpolatory; e.g. φ9 = Ks←mE · φ9. Care must be taken not to

over-constrain these corner control-variables; and the number of times that they are constrained is

tallied so that the respective constraint equations can be corrected; e.g.:

φ9 =
1

2

[
Ks←mE

∂V · φ9
]
+

1

2

[
Ks←mN

∂V · φ9
]
=

1

2

[
φ9 + φ9

]
= φ9.

A profound consequence of the proposed local refinement technique is the transpiration of hanging-

nodes at the irregular interfaces. More specifically there is concern for those constrained control-

variables that result from local h-refinement, whereby, it may occur that a set of (master) control-

variables, to which another set of (slave) control-variables is constrained, is itself constrained to some

other set of (master) control-variables; in which case, the constraints on the original set of (slave)

control-variables are compounded, or the original set of (slave) control-variables is said to be mul-

tiply constrained [299]. The existence of multiply constrained control-variables greatly complicates

the numerical analysis because graph dependencies would need to be resolved such as to apply the

constraints and then recover the (slave) control-variables in a certain order. It is therefore desirable
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to avoid such scenarios and instead enforce some degree of regularity over the mesh.

Where corner control-variables can be shared by several patches, the only way in which a compounded

constraint could present itself would be if the master to some slave patch were both constrained to

some other common master patch; e.g. the left-hand side of Figure 4.2 presents a mesh with such a

dependency. In this case, two patches in the lower quadrants have been h-refined; and consequently,

φ8 is multiply constrained; i.e. {φ4, φ10, φ8} → {φ4, φ8}, yet, {φ7, φ8, φ13, φ14} → {φ7, φ14}. Despite

its constraints also being compounded, φ14, poses no problem because it is always constrained to

itself; i.e. {φ14, φ19, φ20} → {φ14, φ20}, yet {φ6, φ12, φ14} → {φ6, φ14}. To alleviate the problem of

multiply constraints, some regularity is enforced over the mesh; e.g. on the right-hand side of Figure

4.2, an additional patch has been h-refined, as highlighted in blue, and now {φ11, φ12, φ13, φ17, φ18} →
{φ11, φ18}. The regularity enforced in the current work is not as strict as the 1-irregularity rule

imposed by Wang and Ragusa; whereby, an element may only be h-refined if it does not already

possess a hanging-node and in the case that it does, it must first be resolved [290].

With regard to the interpolation-based nature of the AMR strategy, an inherent bonus of defining the

more-refined reference mesh, Tref = Th⁄2,p+1, as that which results from one uniform hp-refinement

of the coarser current mesh is that some regularity is implicitly enforced over the mesh where the

numerical analysis is performed; viz. h-refinement resolves some of the graph dependencies and the

elements are assured to have at least two or three compatible neighbours in 2D and 3D, respectively;

and p-refinement ensures a basis of at least quadratic NURBS and that at least one central control-

variable will remain unconstrained since the support of interior functions vanishes at the boundary.

Whilst Figure 4.1 and Figure 4.2 are useful for demonstrative purposes, without loss of generality, the

proposed method for enforcing C0 continuity via projection-based constraint equations is applicable

to arbitrarily irregular meshes. One admits, however, that the task of establishing constraints and

resolving any dependencies does become one of good bookkeeping, which becomes evermore compli-

cated in 3D when considering those constraints between direct neighbours that share a face, as well

as those between indirect neighbours that can share an edge. In essence, the elementary stencil can

become a lot larger than that for a DG discretisation over the same mesh; q.v. Section 4.4.

4.4 An Interior Penalty Scheme for a Discontinuous Galerkin Iso-

geometric Discretisation

Changing tack, one derives now an IP-DG-IGA discretisation for the multi-group NDE, Equation 4.2,

and their adjoint equations, Equation 4.8, are solved for the multi-group components φg : V → R and
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Figure 4.2: An example of regularity enforced over the irregular mesh of a toy problem; v. Figure 4.1. The
initial mesh (left) presents a multiply constrained control-variable, φ8. Dependencies are resolved (right) by
enforcing some degree of regularity; viz. the h-refinement highlighted in blue. For ease of viewing, only the
enumeration of those control-variables that lie at an irregular patch interface are indicated. (Vide the web-based
version for reference to colour.)

φg† : V → R, respectively, over the same mesh as that adopted in Section 4.3; i.e. T (V ) = {Ve}Ee=1

and V =
⋃

E
e=1Ve; and ∂Vf ∈ ∂V = ∂Vint ∪ ∂Vext; where ∂Vext = ∂V0 ∪ ∂VR ∪ ∂VV . In the interest

of discontinuous formulations, it is more appropriate to exploit the usual space of trial functions in

a piecewise manner. The broken Sobolev space, Hs(T ), defines a set of spaces, Hs(Ve), spanned by

locally supported functions that belong to the regular Sobolev space, Equation 4.22, in the restriction

to Ve; and one notes that continuity constraints are not imposed across element interfaces:

Hs(T ) := {u ∈ L2(V ) : u|Ve ∈ Hs(Ve),∀Ve ∈ T (V )}; (4.54)

where the usual Sobolev embeddings rules apply; i.e. Hs+1(T ) ⊂ Hs(T ). The associated broken

inner-product and broken norm, are given below in Equation 4.55a and Equation 4.55b, respectively:

(u, v)Hs(T ) :=
∑

Ve∈T (V )

(u, v)Hs(Ve); (4.55a) ‖u‖Hs(T ) := (u, u)
1⁄2

Hs(T ). (4.55b)

The restriction of such functions and their normal derivatives with support over Ve are defined over

∂Ve by trace operators, γi : H
s(Ve) → Hs-i-1⁄2(∂Ve) for 0 ≤ i < s [222]. Of particular interest are the

Dirichlet trace, γ0, and the Neumann trace, γ1, which are well defined in L2(∂Ve) for s > 3⁄2:

γ0u := u|∂Ve
; (4.56a) γ1u := ~∇u · ~n|∂Ve

. (4.56b)

Any function u ∈ Hs(T ) is discontinuous, along with its normal derivatives, across element interfaces;

one therefore defines the gradient operator in an element-wise manner; i.e. the broken gradient:

(~∇u)|Ve
:= ~∇(u|Ve), ∀Ve ∈ T (V ). (4.57)

For some function u ∈ Hs(V ), for s ≥ 1, where any jump in u is always vanishing, the broken gradient

coincides with the gradient defined in a distributional sense; i.e. (~∇u)|Ve = ~∇u. Such a function
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also belongs to the broken Sobolev space, u ∈ Hs(T ), where it is not required for any jump in u to

be vanishing. One can therefore assume that Hs(V ) ⊂ Hs(T ); or rather, under some assumption of

regularity, only sufficiently smooth solutions belong to Hs(V ) [237]. This may explain any observed

increase in accuracy for IP-DG discretisations of elliptic problems over standard CBG ones over the

same mesh; and because the former employs at least twice as many DoF as the latter [198,277].

It is useful to provide a formal definition of the jump in a function, as well as the average across an

interface, ∂Vf ∈ ∂Vint; where for s > 3⁄2, the domain is smooth enough to admit two-valued traces.

Although arbitrary, the definitions are perspective-dependent; viz. the superscript (+) pertains to

the active-element, V+, whose outward-pointing normal vector over its boundary, ~n+, coincides with

that, ~n, at the interface, V+ ∩ V-; whereas the superscript (-) pertains to the neighbour -element, V-,

whose outward-pointing normal vector over its boundary, ~n-, has the opposite orientation to that of

the active-element; i.e. ~n = ~n+ = -~n-. The jump, J·K∂Vf
, and the average, {{·}}∂Vf

, are defined for

some scalar-valued function, u, in Equation 4.58a and Equation 4.58b, respectively:

JuK∂Vf
:=







u+ − u- , ∀∂Vf ∈ ∂Vint;

u, ∀∂Vf ∈ ∂Vext;
(4.58a)

{{u}}∂Vf
:=







1

2
(u+ + u-), ∀∂Vf ∈ ∂Vint;

u, ∀∂Vf ∈ ∂Vext.
(4.58b)

To allow for a more compact notation in due course, the jumps and averages over those boundaries

that lie adjacent to the physical boundary, ∂Vext, have been included in the above.

Physically, the solution to the primal problem is assumed to be sufficiently smooth that any jumps

in the scalar neutron flux, φ, and any jumps in the normal component of the net neutron current,

-D~∇φ · ~n, are vanishing across the interior of the domain; i.e.

JφK∂Vf
;

J-D~∇φ · ~nK∂Vf







= 0, ∀∂Vf ∈ ∂Vint. (4.59a)

Likewise, as inherited by the property of adjoint-consistency, the solution to the dual problem, φ†, is

equally smooth; i.e. φ, φ† ∈ V(V ) ⊂ Hs>3⁄2(V ). In the consideration of material heterogeneity and the

piecewise definition of the diffusion coefficient, D, one assumes weaker regularity of the true solution;

viz. its first derivative is not expected to be smooth across the domain [342].

Without loss of generality, an emphasis is placed upon manipulating the direct equations; and the same

discretisation is applied to the adjoint equations. Again, the strong form of the defining equations is

reformulated into the weak form by multiplying Equation 4.2 by a test function, w ∈ V(T ), integrating
over each Ve and then taking the sum of these contributions. A solution is also sought in the s-order
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broken Sobolev space, Equation 4.54; and thus, the (semi-)analytical solution is approximated by some

linear expansion of trial functions, u ∈ U(T ) ⊆ Hs(T ), and control-variables, φi:

φ(~r) ≈ φ̂(~r) =
∞∑

i=1

φiui(~r), ∀∀~r ∈ Ve ∈ T (V ). (4.60)

Substitution of the above into the integrand, Equation 4.2, of the integral statements over Ve yields

a weighted-residual, which is forced to vanish everywhere. Taking both the trial and the test func-

tions from the same space, the residual is made to be orthogonal to the approximate solution; i.e.

U(T ),V(T ) ⊆ Hs(T ). Smoothness requirements of the trial functions are relaxed by application of

the divergence theorem to the double-differential diffusion term; yet s > 3⁄2 is still enforced.

The proposed spatial discretisation is non-conforming in the sense that the space in which an approx-

imate solution is sought is not a subset of that to which the true solution belongs; i.e. φ̂ ∈ V(T ) 6⊂
V(V ) ∋ φ. Unlike a standard CBG discretisation, it cannot be assumed that any properties of the

(semi-)analytical solution will be simply inherited by the discrete one; therefore one must directly es-

tablish discrete stability and consistency. The discrete variational problem is posed by restricting the

collection of infinite approximation spaces to finite-dimensional subsets; i.e. V̂h,p(T ) ⊂ V(T ). As per

the isoparametric concept, these broken spaces are chosen as those spanned by the same Ne-number of

NURBS used to describe the patches, Ve. Although the basis may be smooth within a given patch, it is

discontinuous across the boundaries; v. Figure 3.2. The NURBS, R, Equations 3.7, are characterised

by the mesh spacing, h, as well as the polynomial degree of the basis, p; i.e. ∀Ve ∈ T :






[
V̂h,p(Ve)

]T
= span

{
Rp

i

}Ne

i=1
,

with supp
(
Rp

)
=

{
~r ∈ Ve : Rp

i (~r) 6= 0 for i = 1, . . . , Ne

}
.

(4.61)

Accordingly, the expansion in Equation 4.60 is truncated to the N th
e term ∀Ve ∈ T . Again, the

weighted-residual statement must be satisfied for each member in the weighting set and since the

test and trial spaces coincide, there are as many algebraic equations as there are unknowns per

group; i.e. DoF g
e = dim V̂h,p(Ve) = Ne and DoF g =

∑

VeDoF
g
e = N for g = 1, . . . , G; and hence,

DoF =
∑

gDoF
g = G ×N . Consequently, for the analysis over a single energy-independent mesh,

the discrete problem is posed as a (GN ×GN)-matrix system of equations.

Naturally satisfied is the reflective BC, Equation 4.13b; the vacuum BC is implemented in a weak sense

by the simple substitution of Equation 4.13c into the VBVP; and Equation 4.13a is weakly enforced

by Nitsche’s penalty method; q.v. Equation 4.25. As it stands, the discrete variational statement of

Equation 4.5 is to find φ̂ ∈ V̂h,p(T ), such that:

a(φ̂, ŵ) = b(ŵ), ∀ ŵ ∈ V̂h,p(T ). (4.62)
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The discrete bilinear form, a(·, ·) : V̂h,p(T )× V̂h,p(T ) → R, is block-like in structure and comprises of

a weak diffusive-leakage and group-removal term, aL; a group-to-group scattering term, aS ; a fission

term, aF ; and a diffusive-leakage term, aIP , defined over the interfaces and those external boundaries

where Dirichlet BC are prescribed, ∂VIP = ∂Vint∪∂V0; and a final term, aext, that incorporates those

BC prescribed on the remainder of ∂Vextn∂V0:

a(φ̂, ŵ) = aL(φ̂, ŵ)− aS(φ̂, ŵ)− aF (φ̂, ŵ) + aIP (φ̂, ŵ) + aext(φ̂, ŵ). (4.63)

In turn, each of these is defined below, respectively, suppressing any spatial dependence:

aL(φ̂, ŵ) =

G∑

g=1

[
∑

Ve∈T

∫

Ve

~∇ŵ ·Dg
e
~∇φ̂g + ŵΣg

r,eφ̂
g dV

]

,

=
G∑

g=1

agL(φ̂
g, ŵ);

(4.64a)

aS(φ̂, ŵ) =

G∑

g=1

[ G∑

g′6=g

∑

Ve∈T

∫

Ve

ŵΣg′→g
s,e φ̂g′ dV

]

,

=
G∑

g=1

agS(φ̂, ŵ);

(4.64b)

aF (φ̂, ŵ) =
G∑

g=1

[ G∑

g′=1

∑

Ve∈T

χg
e

∫

Ve

ŵνg′e Σ
g′
f,eφ̂

g′ dV

]

,

=

G∑

g=1

agF (φ̂, ŵ);

(4.64c)

aIP (φ̂, ŵ) =

G∑

g=1

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂VIP

-

∫

∂Vf

ŵDg
e
~∇φ̂g · ~n dS +

∑

∂Vf∈Ve∩∂V0

µgf

∫

∂Vf

ŵφ̂g dS

]

,

=

G∑

g=1

[
∑

∂Vf∈∂VIP

-

∫

∂Vf

JŵDg ~∇φ̂g · ~nK dS +
∑

∂Vf∈∂V0

µgf

∫

∂Vf

JŵKJφ̂gK dS

]

,

=
G∑

g=1

agIP (φ̂
g, ŵ);

(4.64d)

aext(φ̂, ŵ) =
G∑

g=1

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂VV

1

2

∫

∂Vf

ŵφ̂g dS

]

,

=

G∑

g=1

agext(φ̂
g, ŵ).

(4.64e)

The discrete linear functional, b(·) : V̂h,p(T )→ R, comprises only fixed sources, since gD = 0:

b(ŵ) =

G∑

g=1

[
∑

Ve∈T

∫

Ve

ŵqgx,e dV

]

,

=

G∑

g=1

bg(ŵ).

(4.65)
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For multiplying systems, qx = 0, the weak form of Equation 4.6 is to find φ̂ ∈ V̂h,p(T ), such that:

ã(φ̂, ŵ) =
1

keff
af (φ̂, ŵ), ∀ ŵ ∈ V̂h,p(T ); (4.66)

where ã is the original bilinear form in Equation 4.63, a, less the fission term; i.e.:

ã = a+ aF = aL − aS + aIP + aext. (4.67)

Consistency The discretisation is said to be consistent if the true solution satisfies the discrete

system of equations; however, one cannot simply substitute φ into Equation 4.62 because a has been

defined on V̂h,p(T )× V̂h,p(T ); and similarly for ã in Equation 4.66. Therefore, one must first assume

that φ ∈ V∗(V ) ⊂ V(V ); and second, that φ̂∗ ∈ V̂∗h,p(T ) = V∗(V ) + V̂h,p(T ), such that the bilinear

form can be extended to be bounded on V̂h,p(T ) × V̂∗hp(T ). The space V̂∗h,p(T ) is equipped with the

norm ‖·‖ǫ̂∗ , such that for some arbitrary function, u, and some constant C:

‖u‖ǫ̂∗ = ‖u‖ǫ̂, ∀u ∈ V̂h,p(T ); (4.68a)

‖u‖ǫ̂∗ < C‖u‖ǫ∗ , ∀u ∈ V∗(V ). (4.68b)

The former implies an equivalence of the norms ‖·‖ǫ̂∗ and ‖·‖ǫ̂ on V̂h,p(T ); and the latter implies that

V∗(V ) ⊂ V̂∗h,p(T ); where ‖·‖ǫ̂ and ‖·‖ǫ∗ are the energy-norms associated with the discrete bilinear form,

V̂h,p(T )× V̂h,p(T ), and the analytical one, V∗(V )× V∗(V ), respectively.

From the definition of jumps, Equation 4.58a, the first line of Equation 4.64d expressed as a sum

of integrals over element boundaries can be re-expressed in the second line as a sum of integrals

over interfaces and Dirichlet boundaries, which can then be developed further using the definition of

averages, Equation 4.58b; i.e. for g = 1, . . . , G:

∑

∂Vf∈∂VIP

∫

∂Vf

JŵDg ~∇φ̂g∗ · ~nK dS

=
∑

∂Vf∈∂Vint

∫

∂Vf

JŵDg ~∇φ̂g∗ · ~nK dS +
∑

Ve∈T

∑

∂Vf∈Ve∩∂V0

∫

∂Vf

ŵDg
e
~∇φ̂g∗ · ~n dS,

(4.69a)

=
∑

∂Vf∈∂Vint

∫

∂Vf

{{ŵ}}✘✘✘✘✘✘✘✿0
JDg ~∇φ̂g∗ · ~nK dS +

∑

∂Vf∈∂VIP

∫

∂Vf

JŵK{{Dg ~∇φ̂g∗ · ~n}} dS. (4.69b)

The average of the normal component of the net neutron current across an interface is taken simply

as the arithmetic average; q.v. Equation 4.58b; alternatively, one could have employed a weighted

average that depends upon the diffusion coefficients defined either side of the interface [343].

The strong form, Equation 4.1a, and the BC, Equations 4.13, are retrieved by substitution of φ into

Equation 4.62; and by application of the divergence theorem to the first term in Equation 4.64a, the

double-differential term is recouped. This is followed by the re-expression of aIP , Equation 4.64d, in
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terms of Equation 4.69b; and then accounting for the regularity in the true solution, Equations 4.59.

Thus, the discrete problem is consistent provided that the numerical fluxes are consistent; and the

following modification can be made for g = 1, . . . , G:

=⇒ agIP (φ̂
g∗, ŵ) =

∑

∂Vf∈∂VIP

-

∫

∂Vf

JŵK{{Dg ~∇φ̂g∗ · ~n}} dS

+
∑

∂Vf∈∂V0

µgf

∫

∂Vf

JŵKJφ̂g∗K dS.

(4.70)

Galerkin’s property of orthogonality stems from consistency since V∗(V ) ⊂ V̂∗h,p(T ):

a(φ 9 φ̂, ŵ) = a(φ, ŵ)− a(φ̂, ŵ), ∀ŵ ∈ V̂h,p(T ), (4.71a)

= b(ŵ)− b(ŵ), ∀ŵ ∈ V̂h,p(T ), (4.71b)

= 0. (4.71c)

A strong definition of consistency has been enforced, yet the integral quantities are evaluated via

numerical quadrature; q.v. Section 3.2.3. Consequently, one expects consistency only asymptotically.

Equally important in upholding the properties of local conservation is an ability to evaluate sufficiently

any boundary integrals. The use of p+1 QP may no longer be adequate because the integrands are

polynomial constructs of combined maximal polynomial degree p+2× (p−1) = 3p−2; q.v. Equation

4.70. Where each component of the normal vector, ~n, is itself a linear combination of derivatives of the

same functions; viz. polynomial constructs of degree p-1. Using Legendre-Gauss quadrature rules, the

boundary integral should be evaluated sufficiently with Q-number of QP in each of the (d-1)-directions

over the canonical representation of the boundary in the parent space; i.e. for p > 1:

2Q− 1 ≥ 3p− 2; (4.72a)

=⇒ Q =







3p

2
, for p-even;

3p− 1

2
, for p-odd.

(4.72b)

In the interest of AMR, asymptotic consistency and the conservation of neutrons must hold over

irregular meshes. To satisfy Equations 4.59, one employs quadrature rules that adequately sample the

bases either side of an interface; i.e. ∀∂Vf ∈ ∂Vint:

Q = max
Ve∈

⋂

e′
Ve′∋∂Vf

Q|Ve . (4.73)

For those irregularities induced by h-refinement and the subsequent integration over element bound-

aries that contain such hanging-nodes, Equation 4.72b would still be inadequate because the inte-

grand will not generally be a polynomial; even for the underlying geometry represented by B-splines.

Nonetheless, the integrand over partial boundaries remains a continuous function over smooth NURBS

objects and it is possible to gain in accuracy by supplying additional QP.
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Symmetry Foreshadowing the call upon duality arguments and the desire to employ the CG

method, the following is appended to aIP for g = 1, . . . , G:

∑

∂Vf∈∂VIP

-θ

∫

∂Vf

{{Dg ~∇ŵ · ~n}}Jφ̂g∗K dS =







0, ∀∂Vf ∈ ∂Vint;
∑

∂Vf∈∂VD

-θ

∫

∂Vf

Dg
e
~∇w · ~n ggD dS, ∀∂Vf ∈ ∂VD.

(4.74)

Or rather, symmetry of the within-group discrete bilinear form is reclaimed by letting θ = 1 in the

following modification to agIP , Equation 4.70, for g = 1, . . . , G:

=⇒ agIP (φ̂
g∗, ŵ) = agIPc(φ̂

g∗, ŵ) + agIPs(φ̂
g∗, ŵ) + agIPp(φ̂

g∗, ŵ), (4.75a)

=
∑

∂Vf∈∂VIP

-

∫

∂Vf

JŵK{{Dg ~∇φ̂g∗ · ~n}} dS

−
∑

∂Vf∈∂VIP

θ

∫

∂Vf

{{Dg ~∇ŵ · ~n}}Jφ̂g∗K dS

+
∑

∂Vf∈∂V0

µgf

∫

∂Vf

JŵKJφ̂g∗K dS.

(4.75b)

Consistency is maintained since JφK = 0.

Neglected thus far, a consistent discretisation of the adjoint problem, Equation 4.8, is needed to

establish (quasi-)optimal error estimates in the L2-norm and more importantly in some specified

goal. Such a discretisation is adjoint-consistent, such that a(û, v̂) − a†(v̂, û) = 0, ∀û, v̂ ∈ V̂h,p(T ),
where it can be inferred from Equation 4.7 that a lack of symmetry is often the root of a lack

of adjoint-consistency [338]. Disregarding any super-penalisation, the adjoint solution to any non-

symmetric discretisation will generally exhibit some degree of non-smoothness, which, contrary to a

similar symmetric discretisation, tends to linger under refinement. Such a numerical method could not

benefit from the order-doubling of any error measured in some specified goal functional of the direct

solution; whence the sub-optimal rates of convergence [320].

In regard to the assembly process, with the exception of aIP , one notes that Equations 4.64 are given

as a sum over elements or boundaries whose local contributions are the product of basis functions that

both have local support over the same domain. Differently, Equation 4.75 comprises of a sum over

interfaces, formed as the intersection of two elements, whose local contributions are the product of

basis functions that may not necessarily have local support over the same element, such that aIP can

be block-partitioned [237]. For the example of T (V ) = {V1, V2} and ∂Vf = V1 ∩ V2 = ∂VIP , then:

aIP (û, v̂) = AIP =






A11
IP A12

IP

A21
IP A22

IP




 . (4.76)

As mentioned previously, a natural consequence of open knot-vectors is that the NURBS basis is
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interpolatory at patch boundaries. Accordingly, those functions that have support over a portion of

the boundary, ∂Vf , of a given element, Ve, span the proper subset V̂eh,p(∂Vf ) ⊂ V̂h,p(Ve); i.e.:






[
V̂eh,p(∂Vf )

]T
= span

{
(Re|∂Vf

)i
}Ne

f

i=1,

with supp
(
Re|∂Vf

)
=

{
~r ∈ ∂Vf : (Re(~r)|∂Vf

)i 6= 0 for i = 1, . . . , N e
f

}
;

(4.77)

where the NURBS defined locally over a given element, Ve ∈ T (V ), Equation 4.61, have been denoted

by a similar superscript; i.e. by letting N e = dim V̂h,p(Ve), then for i = 1, . . . , N e:

Re
i (~r) =

(
R(~r)|Ve

)

i
, ~r ∈ Ve.

A block from Equation 4.76 can be defined ∀û ∈ V̂βh,p(∂Vf ) and ∀v̂ ∈ V̂αh,p(∂Vf ), for α, β = 1, 2 by:

(
Aαβ

IP

)

ij
=

[
aIP (R

β
j , R

α
i )
]
∈ R

Nα
f
×Nβ

f .

Furthermore, a block, Aαβ
IP , may be split into three parts that correspond to the consistency, symmetry

and penalty terms in the second, third and fourth lines of Equation 4.75, respectively; i.e.: Aαβ
IP =

Aαβ
IPc+Aαβ

IPs+Aαβ
IPp. From a computational perspective, savings can be made by considering that the

symmetry-part of the block is simply the transpose of the consistency-part; or more rigorously:

Aαβ
IPs =

[
Aβα

IPc

]T
.

Penalty As per the Lax-Milgram Lemma, the properties of continuity, Equation 4.78, and more

specifically coercivity, Equation 4.79, are sufficient conditions to assert well-posedness [338]. For

û ∈ V̂∗h,p(T ) and v̂ ∈ V̂h,p(T ) and some constant, Cα > 0, the discrete bilinear form is bounded on

V̂h,p(T )× V̂∗hp(T ) if:
a(û, v̂) ≤ Cα‖v̂‖ǫ̂‖û‖ǫ̂∗ ; (4.78)

and for û ∈ V̂h,p(T ) and some constant, Cβ > 0, the discrete bilinear form is coercive if:

a(û, û) ≥ Cβ‖u‖2ǫ̂ . (4.79)

Quite often the latter is simply guaranteed by the nature of the problem; however, at a second glance,

the consistency and the symmetry terms in Equation 4.75 are negative; and in general, it is not possible

to uphold a statement of coercivity without some (residual-based) stabilisation mechanism [330]. Akin

to the weak imposition of the Dirichlet BC, Equation 4.25, Nitsche’s penalty method can be applied

to the interior of the mesh; although it is understood that the discrete inf-sup condition could be

satisfied in other ways, without having to introduce a least-squares penalisation term [344].

Discontinuities in the scalar neutron flux, as well as the net current, result from the non-conformity in

seeking a discrete solution in a broken function space. A final modification is made to aIP , such that
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appended to the bilinear form is a further residual-dependent term that contributes to the coercivity

by penalising the error, or rather quashing any jumps Jφ̂K across the discontinuous interfaces; q.v.

Equation 4.80. Further terms may be added to enforce weakly higher-order continuity; however, are

not be considered here [242]. Stability of the discretisation is enhanced and invertibility is ensured

under refinement for some suitable selection of penalty parameters, µgf > 0, for g = 1, . . . , G:

=⇒ agIP (φ̂
g∗, ŵ) =

∑

∂Vf∈∂VIP

-

∫

∂Vf

JŵK{{Dg ~∇φ̂g∗ · ~n}} dS

−
∑

∂Vf∈∂VIP

θ

∫

∂Vf

{{Dg ~∇ŵ · ~n}}Jφ̂g∗K dS

+
∑

∂Vf∈∂VIP

µgf

∫

∂Vf

JŵKJφ̂g∗K dS.

(4.80)

Choosing the numerical fluxes as those that connect the elements through their interfaces as per

an interior penalty scheme appears to provide for a good compromise between the sparsity and the

conditioning of the ensuing matrix equations [345]. Whilst the latter is dependent upon the fine tuning

of the penalty parameters, the former is better understood from a perspective of implementation.

Owing to the local formulation, the elementary stencil for the proposed IP-DG discretisation accounts

for those volume contributions over elements as well as those face contributions over interfaces formed

with direct neighbours that share a face; viz. as per the tensor-product structure of the parametric

space, the elementary stencil contains at most (1+d2)-elements.

In the application to DG discretisations, there exist myriad varieties of IP schemes, each proposing

its own combination of numerical fluxes and stabilisation mechanisms [330, 345]. Limiting the scope

somewhat, the three standard variations, the non-symmetric interior penalty (NIP), the incomplete

interior penalty (IIP) and the symmetric interior penalty (SIP) schemes can be expressed by setting

θ to -1, 0 and 1, respectively, in Equation 4.80. Whilst the NIP-bilinear form is always coercive for

any µf > 0, a lack of symmetry and a lack of super-penalisation generally results in a lack of adjoint-

consistency and thus, sub-optimal error estimates based upon duality-arguments [346]. As such, the

principal interest lies with the SIP-DG-IGA discretisation.

Owing to the choice of discretisation, C0 continuity is enforced across the domain in a weak sense at

the patch-level; that is, for some internal refinement structure, Cp≥ṁ continuity in the basis is strongly

enforced across the knots within a patch. Alternatively, had the approximation space been restricted

to a subset of globally continuous functions, Hs(V ), continuity would be enforced in a strong sense

and the discretisation would revert to a conforming CBG-IGA discretisation; i.e. for JŵK = 0 and

Jφ̂K = 0. The proposed SIP-DG discretisation is locally conservative, since a valid balance equation is

satisfied over each macro-element; the symmetry and penalty terms are understood as pure numerical

masses that vanish under refinement [242]. Furthermore, consistency has been maintained.
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Strang’s Second Lemma of quasi-best approximation for non-conforming and consistent discretisations,

Equation 4.81, states that up to a constant, as defined by those constants of continuity and coercivity,

the set V̂h,p(T ) is that chosen from all possible finite sets of function spaces that minimises the error

in the numerical solution, φ̂ ∈ V̂h,p(T ), with respect to the true solution, φ ∈ V∗h,p(V ), as measured in

the ‖·‖ǫ̂∗-norm; i.e. for some v̂ ∈ V̂h,p(T ) [338]:

C∗β‖φ̂ 9 v̂‖2ǫ̂∗ ≤ a(φ̂ 9 v̂, φ̂ 9 v̂), (4.81a)

≤ a(φ̂ 9 φ, φ̂ 9 v̂) + a(φ 9 v̂, φ̂ 9 v̂), (4.81b)

≤ a(φ 9 v̂, φ̂ 9 v̂), (4.81c)

≤ C∗α‖φ̂ 9 v̂‖ǫ̂∗‖φ 9 v̂‖ǫ̂∗; (4.81d)

=⇒ ‖φ̂ 9 v̂‖ǫ̂∗ ≤
C∗α
C∗β
‖φ 9 v̂‖ǫ̂∗; (4.81e)

=⇒ ‖φ 9 φ̂‖ǫ̂∗ ≤
C∗α + C∗β
C∗β

inf
v̂∈V̂h,p(T )

‖φ 9 v̂‖ǫ̂∗ ; (4.81f)

where, by the equivalence of the norms on V̂h,p(T ), Equation 4.68a, the first line expresses the property

of coercivity, Equation 4.79, with some different constant, C∗β; the linearity of each argument of a is

exhibited in the second line by introducing φ; where the first term is made to be vanishing in the third,

Equation 4.81c, since the error in the numerical solution is orthogonal to the chosen subspace, Equation

4.71. The fourth line, Equation 4.81d, is obtained by the property of continuity, Equation 4.78, with

some different constant, C∗α, as per the equivalence of norms on the chosen finite-dimensional function

space, Equation 4.68a. Finally, Strang’s Second Lemma is obtained in the sixth line, Equation 4.81f,

by taking the infimum over all possible v̂ ∈ V̂h,p(T ); after having applied the triangle inequality:

‖φ 9 φ̂‖ ≤ ‖φ 9 v̂‖+ ‖φ̂ 9 v̂‖.

The system of equations is solved via the SI procedure; q.v. Section 2.8. Weakly coupled in energy,

the within-group equations are solved sequentially with the most up-to-date available information for

the group-to-group sources; whereby the source terms are now linear functionals that can be moved

to the right-hand side of the equation. In the presence of extraneous fixed sources, φ̂g ∈ V̂h,p(T ) is

solved for g = 1, . . . , G:

agL(φ̂
g, ŵ) + agIP (φ̂

g, ŵ) + agext(φ̂
g, ŵ) = agS(φ̂, ŵ) + agF (φ̂, ŵ) + bg(ŵ), ∀ ŵ ∈ V̂h,p(T ). (4.82)

The left-hand side, agL+a
g
IP +agext, is SPD, for θ = 1 and the above can be solved by the PCG method;

and additional savings can be made for the storage of symmetric matrices.

Employing the PI procedure to converge |1/keff|, the eigenvalue problem is cast as finding φ̂g ∈ V̂h,p(T )
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for g = 1, . . . , G:

agL(φ̂
g, ŵ) + agIP (φ̂

g, ŵ) + agext(φ̂
g, ŵ) = agS(φ̂, ŵ) +

1

keff
agF (φ̂, ŵ), ∀ ŵ ∈ V̂h,p(T ). (4.83)

In kind, the discrete variational statement of the adjoint problem in the presence of fixed adjoint

sources, q†x 6= 0, is cast as finding φ̂g† ∈ V̂h,p(T ) for g = G, . . . , 1:

ag†L (φ̂g†, ŵ) + ag†IP (φ̂
g†, ŵ) + ag†ext(φ̂

g†, ŵ) = ag†S (φ̂†, ŵ) + ag†F (φ̂†, ŵ) + bg†(ŵ), ∀ ŵ ∈ V̂h,p(T ); (4.84)

And the adjoint eigenvalue problem is cast as finding φ̂g† ∈ V̂h,p(T ) for g = G, . . . , 1:

ag†L (φ̂g†, ŵ) + ag†IP (φ̂
g†, ŵ) + ag†ext(φ̂

g†, ŵ) = ag†S (φ̂†, ŵ) +
1

keff
ag†F (φ̂†, ŵ), ∀ ŵ ∈ V̂h,p(T ); (4.85)

where the discrete adjoint bilinear form, a†(·, ·) : V̂h,p(T )× V̂∗h,p(T )→ R, is defined by:

a†(φ̂†∗, ŵ) = a†L(φ̂
†∗, ŵ)− a†S(φ̂†∗, ŵ)− a

†
F (φ̂

†∗, ŵ) + a†IP (φ̂
†∗, ŵ) + a†ext(φ̂

†∗, ŵ). (4.86)
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In turn, each of these is defined below, respectively, suppressing any spatial dependence:

a†L(φ̂
†∗, ŵ) =

G∑

g=1

[
∑

Ve∈T

∫

Ve

~∇ŵ ·Dg
e
~∇φ̂g†∗ + ŵΣg

r,eφ̂
g†∗ dV

]

,

=
G∑

g=1

ag†L (φ̂g†∗, ŵ);

(4.87a)

a†S(φ̂
†∗, ŵ) =

G∑

g=1

[ G∑

g′6=g

∑

Ve∈T

∫

Ve

ŵΣg→g′
s,e φ̂g′†∗ dV

]

,

=
G∑

g=1

ag†S (φ̂†∗, ŵ);

(4.87b)

a†F (φ̂
†∗, ŵ) =

G∑

g=1

[ G∑

g′=1

∑

Ve∈T

νgeΣ
g
f,e

∫

Ve

ŵχg′
e φ̂

g′†∗ dV

]

,

=

G∑

g=1

ag†F (φ̂†∗, ŵ);

(4.87c)

a†IP (φ̂
†∗, ŵ) =

G∑

g=1

[
∑

∂Vf∈∂VIP

-

∫

∂Vf

JŵK{{Dg ~∇φg†∗ · ~n}} dS − θ
∫

∂Vf

{{Dg ~∇ŵ · ~n}}Jφ̂g†∗K dS

+
∑

∂Vf∈∂VIP

µgf

∫

∂Vf

JŵKJφ̂g†∗K dS

]

,

=

G∑

g=1

ag†IP (φ̂
g†∗, ŵ);

(4.87d)

a†ext(φ̂
†∗, ŵ) =

G∑

g=1

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂VV

1

2

∫

∂Vf

ŵφ̂g†∗ dS

]

,

=
G∑

g=1

ag†ext(φ̂
g†∗, ŵ);

(4.87e)

and the discrete adjoint linear functional, b†(·) : V̂h,p(T )→ R is defined as:

b†(ŵ) =

G∑

g=1

[
∑

Ve∈T

∫

Ve

ŵqg†x,e dV

]

,

=

G∑

g=1

bg†(ŵ).

(4.88)

For eigenvalue problems, one recalls that the solution is normalised after each outer iteration such

that aF (φ̂, φ̂) = 1; and the adjoint solution is normalised such that aF (φ̂, φ̂
†) = 1; q.v. Section 3.6.2.2.

4.4.1 A Discrete Coercivity Analysis

The performance of the SIP-DG discretisation will depend heavily upon the choice of penalty param-

eters; viz. they must be large enough to ensure definiteness and invertibility of the matrix equations,
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Figure 4.3: Another comparison between the solutions (right) of an SIP-DG-IGA discretisation and its CBG-
IGA counterpart along the line at y = -1.00 cm over the irregular mesh (left) of a toy problem; v. Figure
4.1. Across 52 bilinear patches, strict C0 continuity enforced in the CBG discretisation (73 DoF), whilst this is
relaxed in the DG discretisation (208 DoF). (Vide the web-based version for reference to colour.)

yet not arbitrarily large that the iterative smoother is slow to converge; and an excessive penalisation

at sharp boundary layers may even trigger the Gibbs phenomenon; i.e. the SIP-DG discretisation

tends to a CBG one as µf →∞ [345,347]. Optimal rates of convergence in the H1-norm and the L2-

norm have been proven for SIP-DG schemes for µf ∝ O(h-1) [288,333]. More rigorously, one seeks the

lower bound of the Goldilocks range of the penalty parameters via an analysis of coercivity following

the methodology of Shahbazi [348].

Since the discretised system is only weakly coupled in energy, it is sufficient to consider separately the

coercivity of each within-group bilinear form, the left-hand side of Equation 4.82 or Equation 4.83;

where aglhs is recalled below for some û ∈ V̂h,p(T ), suppressing the spatial dependence for g = 1, . . . , G:

aglhs(û, û) = agL(û, û) + agIP (û, û) + agext(û, û), (4.89a)

=
∑

Ve∈T

∫

Ve

Dg
e
~∇û · ~∇û+Σg

r,e(û)
2 dV −

∑

∂Vf∈∂VIP

(1 + θ)

∫

∂Vf

JûK{{Dg ~∇û · ~n}} dS

+
∑

∂Vf∈∂VIP

µgf

∫

∂Vf

(JûK)2 dS +
∑

∂Vf∈∂VV

1

2

∫

∂Vf

(û)2 dS.

(4.89b)

The within-group bilinear form is self-adjoint, aglhs = ag†lhs, for θ = 1; and since the discrete variational

statements for both the primal problem and the dual problem are formulated on the same mesh and

their solutions sought in the same space, φ, φ† ∈ V̂h,p(T ), the well-posedness of either depends upon a

common coercivity analysis that will yield a single set of energy-dependent penalty parameters.

The only potentially negative term and therefore the only one that may not contribute to coercivity is

that in the second term of the second line of Equation 4.89b. Whilst the NIP-DG scheme is coercive

for any µf > 0, a lower bound must be imposed for the IIP and the SIP variations. For reasons already

discussed, only the latter will be investigated; however, for completeness, the variable θ is retained.
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Sufficient penalisation of each face ∂Vf ∈ ∂VIP , should ensure the coercivity of the bilinear form with

respect to the energy-norm, which is defined for some û ∈ V̂h,p(T ) and for g = 1, . . . , G:

‖û‖2ǫ̂g :=
∑

Ve∈T

∫

Ve

Dg
e
~∇û · ~∇û+Σg

r,e(û)
2 dV +

∑

∂Vf∈∂VIP

µgf

∫

∂Vf

(JûK)2 dS. (4.90)

Most popular in the literature are expressions for the penalty parameters of the general form:

µf = ρ
∂Vf
Ve
≈ ρ

h
, ∀∂Vf ∈ Ve ∩ ∂VIP ; (4.91)

whereby some large enough user-dependent parameter, ρ, is scaled by the mesh spacing, h; and quite

often, only the largest value is retained. More rigorously, Shahbazi establishes a lower bound for the

penalty parameters through an analysis of the coercivity of the bilinear form [348]. Warburton and

Hesthaven and separately Hillewaert adopted this same methodology and derived closed-form expres-

sions for µf for particular straight-sided geometric primitives such as simplices; and quadrilaterals and

hexahedra, respectively [345,349]. The current work follows more closely those developments made by

Owens et al; viz. agnostic of the element type, the penalty parameters are calculated via generalised

eigenvalue problems posed over the discontinuous faces [334].

One recalls Young’s inequality for the product of two scalars, a and b:

ab ≤ ǫa2

2
+
b2

2ǫ
, ∀ǫ > 0. (4.92)

From the definition of jumps and averages, Equation 4.58a and Equation 4.58b, respectively, and then

by letting a = JûK and b = {{Dg ~∇û ·~n}}, the substitution of Equation 4.92 into Equation 4.89b bounds

the potentially negative term in the second line over all discontinuous faces, ∀∂Vf ∈ ∂VIP . Collecting
like-terms for g = 1, . . . , G:

aglhs(û, û) ≥ a
g
L(û, û)−

∑

∂Vf∈∂VIP

(1 + θ)

2ǫf

∫

∂Vf

({{Dg ~∇û · ~n}})2 dS

+
∑

∂Vf∈∂VIP

(

µgf −
(1 + θ)ǫf

2

)∫

∂Vf

(JûK)2 dS + agext(û, û).

(4.93)

By the definition of Equation 4.58b, the term ({{Dg ~∇û}}·~n)2 is expanded out, to which Equation 4.92

is applied with ǫ = 1; i.e. a2 + b2 +2ab ≤ 2a2 +2b2. The result is rewritten as a sum of integrals over

patch boundaries, where individual terms are collected onto their respective patches; i.e.:

aglhs(û, û) ≥ a
g
L(û, û)−

∑

Ve∈T

(1 + θ)

[
∑

∂Vf∈Ve∩∂Vint

(Dg
e)2

4ǫf

∫

∂Vf

(~∇û · ~n)2 dS

+
∑

∂Vf∈Ve∩∂VD

(Dg
e)2

2ǫf

∫

∂Vf

(~∇û · ~n)2 dS
]

+
∑

∂Vf∈∂VIP

(

µgf −
(1 + θ)ǫf

2

)∫

∂Vf

(JûK)2 dS + agext(û, û).

(4.94)
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Taking advantage of the equivalence of norms in the chosen function space, there exist discrete trace

inequalities that bound from above integral quantities of the restriction of a function, or the normal

component of its gradient, as defined over the boundary ∂Ve; i.e. for some function û ∈ V̂h,p(Ve):

‖γ0û‖2L2(∂Ve)
≤ C0

e,f‖û‖2L2(Ve)
; (4.95a) ‖γ1û‖2L2(∂Ve)

≤ C1
e,f‖~∇û‖2L2(Ve)

. (4.95b)

For i = 0, 1, Ci
e,f are the trace inequality constants (TIC) that pertain to the Dirichlet and the

Neumann traces in Equation 4.56a and Equation 4.56b, respectively. Those integrals over patch

boundaries in Equation 4.94 are substituted for Equation 4.95b; and one seeks the sharpest TIC

values to optimise the penalty parameters. Collecting like-terms and comparing against Equation

4.79, the following must be satisfied for g = 1, · · · , G:

1− (1 + θ)

[
∑

∂Vf∈Ve∩∂Vint

Dg
eC1

e,f

4ǫf
+

∑

∂Vf∈Ve∩∂VD

Dg
eC1

e,f

2ǫf

]

> 0, ∀Ve ∈ T g(V ); (4.96a)

µgf −
(1 + θ)ǫf

2
> 0, ∀∂Vf ∈ ∂VIP . (4.96b)

One must choose ǫf > 0, such that Equation 4.96a is satisfied over each element. In anisotropic

fashion, Drosson et al achieved this by bounding from below each separate term in the sum over the

Fe-number of faces of a given element [350]. Furthermore, the maximum necessary penalisation is

applied at a given interface to ensure that Equations 4.96 hold over every element that intersects at

that interface. Encapsulated below, the penalty parameters can be calculated in a pre-processing step

for g = 1, · · · , G and ∀∂Vf ∈ ∂VIP :

µgf >







1

8
(1 + θ)2 max

Ve∈
⋂

e′
Ve′∋∂Vf

Dg
eC

1
e,fFe, ∂Vf ∈ ∂Vint;

1

4
(1 + θ)2Dg

eC
1
e,fNe, ∂Vf ∈ ∂VD.

(4.97a)

4.4.2 The Trace Inequality Constants

In search of the smallest possible penalty parameters, a coercivity analysis has revealed the dependence

on a constant, C1
e,f , from an inequality that bounds from above the Neumann trace of a function; q.v.

Equation 4.95b. The µf are proportional to the corresponding TIC and thus, the problem of calculating

optimised penalty parameters becomes one of minimising these TIC [334].

Warburton and Hesthaven provide closed-form expressions for the TIC of constant-Jacobian simplices

[351]. Similarly, Hillewaert provides those for constant-Jacobian quadrilaterals and hexahedra [349]:

C lit
e,f = (p+ 1)2

A(∂Vf )

V (Ve)
; (4.98)
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24
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9
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1.00

1.00O

∂Vf
TICs

C0

f/C1

fC lit∗
f C0∗

f C1∗
f

7a 9.00E+00 1.26E+01 5.62E+02 < 0.1

7b 9.00E+00 8.21E+00 3.68E+00 ∼ 2.2
8 9.00E+00 1.39E+01 1.12E+01 ∼ 1.2
9 9.00E+00 1.41E+01 1.18E+01 ∼ 1.2
10 9.00E+00 9.00E+00 4.00E+00 ∼ 2.3

Figure 4.4: For the example of a 2D unit pin-cell grid of 13 non-degenerate bi-quadratic NURBS patches
(left), a comparison is made between those TIC, Clit

e,f , C
0
e,f and C1

e,f , as calculated from the literature, Equation
4.98, the mass-matrix method, Equation 4.95a, and the stiffness-matrix method, Equation 4.95b, respectively.
The ten distinct faces are labelled 1 through 10; and all TIC values are normalised by ×V (Ve)/A(∂Vf ). The
distinction between faces 7a and 7b is such that the former is the the single distinct face of the central (red)
circle constructed from a single degenerate NURBS patch; whereas the latter belongs to the set of distinct
faces that belong to the central circle as it is presented, constructed from five non-degenerate NURBS patches.
Those TIC values that are invariant with any change to the radii are presented in the table (right). (Vide the
web-based version for reference to colour.)

where p denotes the polynomial degree of the element; A(∂Vf ) the area of ∂Vf ; and V (Ve) the volume

of Ve. Such expressions, however, are derived from a different trace inequality; one that bounds

the function itself and not its gradient; and whilst this may yield suitable penalty parameters for

straight-sided linear finite elements, they preclude any curved elements, or rather those that possesses

a non-linear mapping; viz. NURBS-based IGA. For this reason, Owens et al proposed a stiffness-

matrix-based method, derived from the correct trace inequality, to calculate provably sharp TIC for

any general element face [278].

First, the function in Equation 4.95b is expanded in a basis of NURBS, such that for û ∈ V̂h,p(Ve):

~∇û(~r) =
Ne∑

i=1

ui~∇Ri(~r) = [u]T · ∇R,
(1×Ne) (Ne×d)

~r ∈ Ve;

and similarly:

~∇û(~r) · ~n(~r) =
Ne∑

i=1

ui~∇Ri(~r) · ~n(~r) = [u]T · ∇R · ~n,
(1×Ne) (Ne×d) (d×1)

~r ∈ ∂Vf ;

where u is the column vector of expansion coefficients and ∇R is a matrix that stores the gradient of

each of the Ne-number of NURBS in each of the d-number of spatial directions as a separate column

vector; i.e. (∇R)ij = ∂Ri/∂xj ∈ R
Ne×d. Equation 4.95b can thus be rewritten in matrix notation:

[u]T · S∂Vf
· u ≤ C1

e,f [u]
T · SV · u. (4.99)
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Figure 4.5: A parametric study that compares TIC values for the distinct faces ∂V1 (top left), ∂V2 (top right),
∂V3 (middle left), ∂V4 (middle right), ∂V5 (bottom left), and ∂V6 (bottom right) of a 2D unit pin-cell grid as the
outer-radius is varied; v. Figure 4.4. In each instance, the volume patch and the face patches may be defined
by ro, which is varied between 0.05 cm and 0.45 cm. In the case of ∂V4, ∂V5 and ∂V6, ri is fixed at 0.025 cm.
(Vide the web-based version for reference to colour.)

The matrix S∂Vf
is constructed over a given face of a given patch and the matrix SVe is constructed

over the volume of that same patch; the entries of each are given below, respectively:

(S∂Vf
)ij =

[ ∫

∂Vf

~∇Ri(~r) · ~n(~r)~∇Rj(~r) · ~n(~r) dS
]

∈ R
Ne×Ne ; (4.100a)

(SVe)ij =

[ ∫

Ve

~∇Ri(~r) · ~∇Rj(~r) dV

]

∈ R
Ne×Ne . (4.100b)

Equation 4.99 can be re-posed as a generalised eigenvalue problem that possessesNe-number of discrete

eigenvalues, λi ≥ 0 for i = 1, . . . , Ne:







(S∂Vf
− λSV ) · x = 0,

with [x]T · SV · x = 1.
(4.101)
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Figure 4.6: A parametric study that compares TIC values for the distinct faces 7a (left) and 7b (right) of
a 2D unit pin-cell grid as the number of QP is varied; v. Figure 4.4. The distinction between faces 7a and
7b is such that the former is the the single distinct face of the central (red) circle constructed from a single
degenerate NURBS patch; whereas the latter belongs to the set of distinct faces that belong to the central circle
constructed from five non-degenerate NURBS patches. In each instance, the TIC are invariant with any change
to the radii. (Vide the web-based version for reference to colour.)

The maximum eigenvalue of which corresponds to that sought-after and provably sharp TIC in Equa-

tion 4.95b; i.e. C1
e,f = max iλi [334]. That being said, both of the matrices in the above are only

symmetric positive semi-definite (SPSD) and do not form a regular pair; accordingly, neither will the

generalised eigenvalue problem possess a spectrum of distinctly positive eigenvalues; and there exits

a non-trivial intersection of the matrices’ null-spaces; i.e. null (S∂Vf
) ∩ null (SVe) 6= ∅. Easily enough,

however, this common null-space is identified as that 1D space spanned by the vector that represents

the constant function, uk, in V̂h,p(Ve), which, as per the positivity of the right-hand side of Equation

4.95b, corresponds to the degenerate eigenvector associated with the single zero eigenvalue. Fortu-

nately, the NURBS-based basis forms a partition of unity, such that the constant function is simply

an Ne-dimensional vector of ones; i.e. uk = [1, . . . , 1]T .

It is possible to remove this singularity and compute the eigenvalues associated with the restriction of

the pair of matrices to the complement of the null space [352]. Practically, this can be achieved via

the (modified) Gram-Schmidt procedure, which forms an orthonormal set, Z, that spans the subspace

of RNe by the orthogonal projection of some arbitrary input basis, U , which contains the constant

function as the kth basis vector. Denoting Z′ as the orthogonal (Ne×Ne-1)-matrix less the kth column,

the transformation to the (Ne-1)-dimensional space R
Ne\ spanuk is performed as:

S∂Vf
′ = [Z′]T · S∂Vf

· Z′; (4.102a) SVe ′ = [Z′]T · SVe · Z′; (4.102b)

where the singularity has been orthogonalised out of the function space and the shared kernel removed

such that the matrices S∂Vf
′ and SVe ′ are of dimension one-less than the originals. Although the

former is still SPSD, the latter is now SPD and the LAPACK routine DSYGV can be employed to

solve for the maximum eigenvalue by means of a Cholesky (LU) factorisation [296]. Importantly, the

positive eigenvalues of the original generalised eigenvalue problem are preserved such that the new

pair of matrices is said to be equivalent to the original pair [352]. In the interest of a wholly-local

142



AMR strategy, an explicit orthogonalisation of the matrices in Equation 4.102 is not expected to be

computationally expensive since an h-refinement forms new discontinuous patches; consequently, the

dimensions of any matrices in Equations 4.100 will remain relatively small; i.e. Ne ∼ O(101).

It is worth comparing the different TIC obtained from Equation 4.95a and Equation 4.95b, for the

example of a 2D unit pin-cell grid, a geometry that is ubiquitous in reactor physics; v. Figure 4.4.

The C0
e,f are calculated using a mass-matrix approach; viz. substitution of the stiffness matrices in

Equation 4.101 for mass matrices, which do not need to be orthogonalised. The parametric study of

TIC values is inspired by that of Owens et al; however, theirs did not allow for a fair comparison since

it was performed over a mesh of degenerate NURBS patches [334]. As per the stiffness-matrix method,

the derivatives of the volumetric NURBS must be square-integrable at the boundary and thus, the

patch must be non-degenerate. Otherwise, C1
e,f are quadrature-dependent, becoming arbitrarily large

and increasingly so for an increasingly large quadrature set; q.v. Section 3.3.1. For this reason, the

authors concluded that the penalty parameters for the faces of the elements of a pin-cell grid may be

underestimated by as much as ×50 when employing the literature expressions, Equation 4.98, or the

mass-matrix approach to calculate the TIC.

The geometry for the current analysis is constructed from 13 bi-quadratic non-degenerate NURBS

patches; v. Figure 4.4. The central fuel pin is represented by a circle, constructed from five patches;

the cladding is represented by an annulus, constructed from four patches; and so is the surrounding

moderator region. Taking into account all lines of symmetry, there are only four distinct element types

and only those ten distinct faces labelled 1 through 10 need to be considered. For each distinct face,

C0
e,f and C1

e,f are computed; and to facilitate a further comparison with those TIC, C lit
e,f , taken from

the literature, Equation 4.98, all TIC values are normalised by ×V (Ve)/A(∂Vf ). Numerical integration

is performed consistently with a Legendre-Gauss quadrature set of ten, Q = 10, in each parametric

direction over each element.

The moderator region is defined uniquely by the outer-radius, which is varied between 0.05 cm and

0.45 cm; and the results for faces 1, 2 & 3 are presented in the top left, the top right and the middle

left, respectively, of Figure 4.5. The shape of the annular region is defined by the ratio of the radii;

therefore, the inner-radius was fixed at 0.025 cm and the outer-radius was varied between 0.05 cm

and 0.45 cm; and the results for faces 4, 5 & 6 are presented in the middle right, the bottom left

and the bottom right, respectively, of Figure 4.5. The shape of the central pin, as represented by

five non-degenerate patches, is defined by the inner-radius, which is varied between 0.05 cm and 0.45

cm; however, the normalised TIC are invariant with ri and these results for faces 7b, 8, 9 & 10 are

presented in the table in Figure 4.4.

For completeness, a comparison is included for those TIC evaluated over the surface of degenerate
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Figure 4.7: A parametric study of the H1-error (left) and the spectral conditioning (right) of the SIP-DG-IGA
discretisation of the 1G NDE for the example of a 2D unit pin-cell grid; qq.v. Table 4.1 and Section 4.5.1.2.
The penalty parameters of each face are varied as µ∗

f = α × µf . (Vide the web-based version for reference to
colour.)

NURBS patch; viz. the central pin is constructed instead from a single degenerate NURBS patch.

The distinction between faces 7a and 7b is such that the former is the the single distinct face of the

central (red) circle constructed from a single degenerate patch; whereas the latter belongs to the set of

distinct faces that belong to the central circle constructed from five non-degenerate patches. Similarly,

those TIC over face 7a are invariant with ri; and one observes that C0
7a < 0.01 × C1

7a. However, this

is deceiving and clearly dependent upon the order of the numerical quadrature set; v. Figure 4.6.

In the consideration of constant-Jacobian elements, both the literature method and the mass-matrix

approach yield the same result; or rather, an overestimation of the appropriate TIC value. In the

consideration of non-constant-Jacobian elements, again, the mass-matrix approach yields TIC values

larger than those of the stiffness-matrix method. This was also generally true of the literature method,

with the exception of face 6 for an increasingly large outer-radius. Whilst it has not been demonstrated

that use of the mass-matrix approach would jeopardise the coercivity of the bilinear form; yet, when

information has not been discarded and the gradient of the function has been taken into account, the

stiffness-matrix method allows for sharper bounds on the resulting penalty parameters. Moreover, the

proposed approach is robust in its application to any element type.

4.4.3 Optimised Penalty Parameters

For completeness, the effect of varying the penalty parameters for an SIP-DG-IGA discretisation of

the 1G NDE is studied for the example of a 2D unit homogeneous pin-cell with reflective BC; qq.v.

Table 4.1 and Section 4.5.1.2. The µf from Equation 4.97 for each face are varied as µ∗f = α× µf , for
α = [0, 10], and the effect on the discretisation error and the conditioning of the system is presented

in Figure 4.7 for p = 2, 3, 4; for each dataset, the mesh is 9×KI-h-refined globally and uniformly. The

was also studied for 9×KI-1-refinement and the same conditioning effect was observed; however, the
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discretisation error was less sensitive to any variation in µf because of the higher-order continuity in

the basis.

From Figure 4.7 the effect of under-penalisation, apparent by the poor values of the H1-error; and

although not obvious from the scale, the error attains a minimum for the choice of µ∗f = µf and

thereafter plateaus for α > 1; viz. there is no gain in accuracy for super-penalisation. Another

obvious effect is that on the conditioning, κ(A), of the discretised system; q.v. Equation 1.2; viz. the

matrix becomes increasingly ill conditioned for increasingly large µf . Taking κ(A) as the ratio of the

largest to the smallest eigenvalues of A, the spectral condition number is used to gauge the number

of iterations that are required to solve the matrix equation. The eigenvalues are computed using

the PETSc GMRes solver with the flag -ksp_monitor_singular_value [249]. Rather than absolute

values, one is more interested in the general trends that varying µf has on the conditioning of the

system; and whilst the approximation of the largest singular value is often fairly accurate, that of

the smallest is only typically so upon convergence; thus, restarts are avoided by setting the restart

parameter to 10, 000.

The effect of the polynomial degree is also noticeable in Figure 4.7, that is, increasingly better accuracy

can be attained for the same number of elements belonging to the mesh for bases constructed from

increasingly higher-order polynomials. This only has implications for the asymptotic convergence

ranges and assumes that the analysis is performed over a sufficiently graded mesh; and may suggest

an instability in a basis of higher-order polynomials over a coarse mesh [312]. Furthermore, the discrete

system becomes increasingly more dense as the polynomial degree of the basis increases and it becomes

increasingly more expensive to smoothen.

4.5 The Numerical Results

In the application to the multi-group NDE, this section presents some numerical results for the AMR-

h(p) strategies developed in Section 3.5 and Section 3.6. Unless otherwise stated, all operations

are performed such as to optimise the discretisation error in the H1-(semi)norm. For a couple of

verification test cases and nuclear reactor physics benchmarks, the AMR strategies are compared

against global uniform ones. Any data-plots that make reference to the DoF of the discretised system

justly account for all unknowns that were solved for in the complete system; viz. DoF = G ×N for

G-number of groups solved over an energy-independent mesh of N -number of control-variables.

Both discretisations developed within this chapter have been implemented in a new modern-Fortran

code [73]. Adopting a distributed memory computing architecture, one makes use of the Open MPI

message passing library; as well as the PETSc library and its capacity for parallelisation of its sparse
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linear solvers and its compressed row storage (CRS) data structures for large sparse matrices [249]. One

remarks that no sophisticated method of domain decomposition has been employed; rather, elements

and their local information are rudely assigned to and held on different MPI parallel processes. All

jobs are submitted to the general purpose Imperial College HPC cluster computing service (CX1).

The within-group matrix equations are converged to machine precision using PETSc’s CG smoother,

preconditioned by the BoomerAMG package from the HYPRE library; a maximum number of 1E+06

inner iterations is imposed [353]. The scalar neutron flux is converged to a tolerance of 1.00E−06

between successive source iterations; and the eigenvalue is converged to a tolerance of 1.00E−08

between successive power iterations; a maximum number of 2E+03 outer iterations is imposed. An

upper limit of ten is imposed upon the polynomial degree of the NURBS basis over the coarser current

mesh; therefore pmax = 11 over the reference mesh.

A considerable reduction to the number of outer iterations required to attain convergence is achieved by

bootstrapping the reference solution from the previous AMR iteration to provide a good initial guess for

the computation over the reference mesh in the current ith iteration; i.e. φ
(i)
h⁄2,p+1 =

(i)
∏

h⁄2,p+1

φ
(i-1)
h⁄2,p+1 [246].

4.5.1 The Method of Manufactured Solutions

The MMS is used to investigate the spatial discretisations of the multi-group NDE; cf. an overview

by Salari et al [67]. Unlike most multi-dimensional problems, a smooth manufactured solution can be

chosen to test against theoretical orders of accuracy [68,242]:

|e|H1 ≤ C1h
min {p,r}; (4.103a) ‖e‖L2

≤ C2h
min {p+1,r}; (4.103b)

where e = φ − φ̂ is the discretisation error; h is the characteristic mesh-spacing, p is the polynomial

degree of the underlying NURBS basis; r denotes the regularity index of the true solution; and C1

and C2 are constants independent of h and p.

As per the tensor-product structure of the NURBS, Equations 3.7, the polynomial degree in the

inequalities above, Equations 4.103, is actually p = min i{pi} for i = ξ, η, ζ. Unfortunately, the

current discretisations could not benefit from high rates of convergence whilst making savings in the

description of the coarsest mesh; e.g. at least quartic NURBS must be used to tile the surface of a

general spheroid in Cartesian coordinates, whilst linear NURBS would suffice in representing the solid

volume as it varies radially from its centre to a point on the surface; however, the numerical method

would be reduced to second-order accuracy with respect to Equation 4.103b.

For some manufactured solution, φg, the (semi-)analytical manufactured source, qgx, can be evaluated
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for g = 1, . . . , G:

qgx = (Lg − Sg)φ. (4.104)

The manufactured solution and source are used to study the convergence rates of the global uniform

refinement strategy on a simple Cartesian grid and a more challenging pin-cell one; taking into account

the implementation of different BC and the numerical quadrature routines. These results are then

used as a reference with which to analyse the NRG-AMR-h(p) strategy, which takes into account

performance of all mesh-to-mesh interpolation procedures and the capacity of the numerical methods

to enforce continuity over irregular meshes that contain hanging-nodes.

4.5.1.1 A Cartesian Grid

Material g Dg (cm) Σg
t (cm-1) Σg→1

s0 (cm-1)

(1) - 1 3.333E−01 1.000E+00 5.000E−01

Table 4.1: The nuclear data for the 2D 1G MMS convergence analysis.

The first verification case consists of a simple Cartesian grid defined over V = [0, 1]2, which comprises

of a homogeneous material whose properties are given in Table 4.1. The coarsest mesh is composed

of four equal-volume squares represented by bilinear NURBS patches. Assuming a one-speed energy

approximation, the manufactured solution is chosen as a standing wave equation:







φn(~r) = cos (Bn
xx) cos (B

n
y y), ~r ∈ V ;

Bn
x , B

n
y := (2n+1)π, ∀n ≥ 0;

(4.105a)

(4.105b)

where φn denotes an odd harmonic mode as characterised by the geometric buckling, Bn
x and Bn

y . To

allow for the maximum attainable convergence rates, the manufactured solution has been chosen to

be smooth, yet it cannot be arbitrarily represented exactly by higher-order NURBS. Moreover, the

homogeneous Neumann (reflective) BC is naturally satisfied; it will also be naturally enforced by the

discretisations on all external boundaries.

Global Uniform Refinement For the KI-refinement of linear, quadratic and cubic B-splines, the

H1-errors for each of the CBG-IGA and the SIP-DG-IGA spatial discretisations are presented in

Figure 4.8 for the manufactured solution chosen as the first, third and fifth harmonics of the standing

wave equation; q.v. Equation 4.105. Qualitatively similar plots were obtained for the L2-error;

however, for brevity, these have not been presented. Under refinement, both the continuous and

the discontinuous discretisation schemes converge to the analytical solution; and asymptotically, they

attain their theoretical orders of accuracy, as presented in Table 4.2.
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Figure 4.8: The convergence plots, ǫH1 v h (left) and ǫH1 v DoF (right), for the verification of the global
uniform refinement strategy for the CBG-IGA and the SIP-DG-IGA 1G NDE over a 2D Cartesian grid; the
manufactured solution is chosen as per Equation 4.105 for n = 0 (top row), n = 1 (middle row) and n = 2
(bottom row). (Vide the web-based version for reference to colour.)

Whilst the mesh spacing, h, does give some insight into how the discretisation error varies under

refinement, it does not reveal the true computational effort required; viz. the number of elements in

the mesh does not vary under DE-refinement. One must therefore also consider the DoF of the discrete

system, which is also a better metric with which to compare non-uniform refinement strategies.

For such a homogeneous problem with a smooth underlying solution, exploiting higher-order continuity

in the basis yields more accuracy per DoF than that compared to a similar h-refinement. With respect

to the latter, one remarks that DG discretisations are generally more expensive than their continuous

counterparts; in either case, h-refinement becomes increasingly more expensive for increasingly large

polynomial degrees, such that, for the same accuracy, the relative cost of a DG discretisation decreases

in comparison to a continuous one. In regard to the IP-DG discretisation, the DoF may still not reflect

the true computational effort since one must also take into consideration the calculation of the TIC,
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CBG-IGA SIP-DG-IGA

p
KI-1 KI-h KI-1 KI-h

ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2

(n = 0)
1 1.00 2.00 1.00 2.00 1.00 2.00 1.00 2.00
2 2.00 3.00 2.00 3.00 2.05 3.03 2.00 2.99
3 2.98 3.98 3.00 4.00 2.98 3.98 3.00 4.00

(n = 1)
1 0.99 2.00 0.99 2.00 1.00 2.01 1.02 1.98
2 2.01 3.03 2.00 3.00 2.06 3.05 2.00 3.00
3 3.01 4.03 3.00 4.00 3.01 4.03 3.00 3.99

(n = 2)
1 0.99 2.00 1.00 2.00 1.00 2.01 1.04 1.96
2 2.04 3.08 2.00 2.99 2.08 3.09 2.01 3.01
3 3.06 4.01 3.00 3.99 3.06 4.09 3.01 3.98

Table 4.2: The asymptotic orders of accuracy, Equations 4.103, for the verification of the global uniform
refinement strategy for the CBG-IGA and the SIP-DG-IGA 1G NDE over a 2D Cartesian grid; the convergence
rates are evaluated as the slope of the last few points from each dataset.

for which it becomes increasingly more expensive to solve the orthogonalised eigenvalue problem for

a patch with an increasingly large internal refinement structure; q.v. Section 4.4.2.

A further interesting yet expected observation is that of the prolonged pre-asymptotic range of conver-

gence observed on the left-hand side of Figure 4.8, which becomes increasingly large for increasingly

oscillatory solutions. For Galerkin-based methods, unique solvability exists for certain conditions im-

posed upon the choice the discrete approximation space; viz. this can be understood as a condition

of minimum resolution for asymptotic convergence [354].

Local Adaptive Refinement The results of the NRG-AMR-h(p) strategy for chasing the global

H1-error in each of the CBG-IGA and the SIP-DG-IGA discretisations are presented in Figure 4.9

for the manufactured solution chosen as the first, third and fifth harmonics of the standing wave

equation; q.v. Equation 4.105. These results are compared against those obtained for the global

uniform h-refinement strategy. For an initial coarse mesh of linear B-splines, the NRG-AMR-hp

strategy exhibits exponential rates of convergence; such a homogeneous and smooth problem favours

p-refinement until pmax of the basis is attained, after which only h-refinement is available. For initial

coarse meshes of linear and quadratic B-splines, the NRG-AMR-h strategy yields algebraic rates of

convergence comparable with those of the global uniform refinement strategy; one recalls that the

analysis is actually performed on the reference mesh; viz. one global uniform hp-refinement of the

current coarser mesh.

In both discretisations, enforcing continuity over irregular meshes does introduce some errors; this

is to be expected since a more-refined patch is either constrained or penalised against a less-refined

neighbour. Although it appears that the local refinement strategy may not offer much of a compet-
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Figure 4.9: The convergence plots, ǫH1 v DoF, for the verification of the NRG-AMR-h(p) strategy for the
CBG-IGA (left) and the SIP-DG-IGA (right) 1G NDE over a 2D Cartesian grid; the manufactured solution is
chosen as per Equation 4.105 for n = 0 (top row), n = 1 (middle row) and n = 2 (bottom row). (Vide the
web-based version for reference to colour.)

itive edge for such a simple problem over a Cartesian grid, the results do verify consistency in the

mechanisms of the AMR strategy.

4.5.1.2 A Pin-Cell Grid

Material g Dg (cm) Σg
t (cm-1) Σg→1

s0 (cm-1) Σg→2
s (cm-1)

(1) - 1 3.333E−01 1.000E+00 5.000E−01 2.500E−01
(1) - 2 3.333E−01 1.000E+00 0.000E+00 5.000E−01

Table 4.3: The nuclear data for the 2D 2G MMS convergence analysis.

The second verification case consists of a more challenging pin-cell grid defined over V = [0, 1]2, which

comprises of a homogeneous material whose properties are given in Table 4.3. The coarsest mesh is
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Figure 4.10: The convergence plots, ǫH1 v h (left) and ǫH1 v DoF (right), for the verification of the global
uniform refinement strategy for the CBG-IGA and the SIP-DG-IGA 2G NDE over a 2D pin-cell grid; the
manufactured solutions are chosen as per Equation 4.106 for g = 1, 2. (Vide the web-based version for reference
to colour.)

CBG-IGA SIP-DG-IGA

p
KI-1 KI-h KI-1 KI-h

ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2

2 2.06 3.15 1.99 2.98 2.06 3.15 2.00 3.03
3 3.09 4.18 3.00 4.00 3.09 4.18 3.00 3.97
4 4.29 5.40 3.99 4.99 4.29 5.40 3.99 5.02

Table 4.4: The asymptotic orders of accuracy, Equations 4.103, for the verification of the global uniform
refinement strategy for the CBG-IGA and the SIP-DG-IGA 2G NDE over a 2D pin-cell grid; the convergence
rates are evaluated as the slope of the last few points from each dataset.

composed of nine equal-volume non-degenerate bi-quadratic NURBS patches. Assuming a two-group

energy approximation, the manufactured solution is chosen as:







φg(~r) = sin (Bg
xx) sin (B

g
yy), ~r ∈ V ;

Bg
x, B

g
y := (2g+1)π, for g = 1, 2;

(4.106a)

(4.106b)

where φg denotes an odd harmonic mode as characterised by the geometric buckling, Bg
x and Bg

y .

Again, the manufactured solution has been chosen to be infinitely differentiable. However, now,

the homogeneous Dirichlet (zero-flux) BC is naturally satisfied; and this is weakly enforced in the

discretisation via penalisation of all external boundaries; q.v. Equation 4.25.

Global Uniform Refinement For the KI-refinement of quadratic, cubic and quartic NURBS, the

H1-errors for each of the CBG-IGA and the SIP-DG-IGA spatial discretisations are presented in

Figure 4.10 for the multi-group components of the manufactured solution chosen as the third and

fifth harmonics of the standing wave equation; q.v. Equation 4.106. Qualitatively similar plots were

obtained for the L2-error; however, for brevity, these have not been presented. Under refinement, both

the continuous and the discontinuous discretisation schemes converge to the analytical solution; and

asymptotically, they attain their theoretical orders of accuracy for KI-h-refinement, as presented in
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Figure 4.11: The convergence plots, ǫH1 v DoF, for the verification of the NRG-AMR-h(p) strategy for both
the CBG-IGA (left) and the SIP-DG-IGA (right) 2G NDE over a 2D pin-cell grid; the manufactured solutions
are chosen as per Equation 4.106 for g = 1, 2. (Vide the web-based version for reference to colour.)
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Figure 4.12: The plots of the effectivity index, θH1 v DoF, for the verification of the NRG-AMR-h(p) strategy
for the CBG-IGA (left) and the SIP-DG-IGA (right) 2G NDE over a 2D pin-cell grid; the manufactured solutions
are chosen as per Equation 4.106 for g = 1, 2. (Vide the web-based version for reference to colour.)

Table 4.4. However, for KI-1-refinement, one remarks a degree of super-convergence, which may be

explained either by the higher-order continuity in the basis or the weak imposition of the Dirichlet BC.

Although not presented, for the same problem with naturally enforced reflective BC and manufactured

solutions chosen as per Equation 4.105, one observed the expected rates of convergence.

Local Adaptive Refinement The results of the NRG-AMR-h(p) strategy for chasing the global

H1-error in each of the CBG-IGA and the SIP-DG-IGA discretisations are presented in Figure 4.11 for

the multi-group components of the manufactured solution chosen as the third and fifth harmonics of

the standing wave equation; q.v. Equation 4.106. These results are compared against those obtained

for the global uniform h-refinement strategy. For an initial coarse mesh of quadratic NURBS, the NRG-

AMR-hp strategy, again, exhibits faster rates of convergence; although this time the mesh iteration

is not dominated by p-refinements. For initial coarse meshes of quadratic and cubic NURBS, the

NRG-AMR-h strategy, again, yields algebraic rates of convergence that are comparable with those of

the global uniform refinement strategy.

Within a multi-group formalism, it is fitting to test the capacity of the energy-dependent meshes,
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Figure 4.13: The geometry for the 2D 2G IAEA/ANL BSS-11 (LWR) benchmark [355]. The constituent
materials are denoted by the numbers in parentheses; viz. fuel-1 (1), fuel-2 (2), fuel-2 & control-rod (3) and
reflector (4). (Vide the web-based version for reference to colour.)

which, even for such a simple homogeneous problem, offer a competitive edge, yielding more accuracy

per DoF when compared to the global uniform h-refinement strategies. The effectivity, θH1 , of the

interpolation-based error measures, as per Equation 3.24, is measured and displayed in Figure 4.12,

from which it is observed that θH1 tends to values slightly larger than unity. This is desirable as one

can confidently approximate any remaining error in the discretisation, which can be used to terminate

the mesh-iteration procedure. Again, the results do verify consistency in the mechanisms of the AMR

strategy over irregular meshes of rational underlying geometries.

4.5.2 The 2D IAEA/ANL BSS-11 (LWR) Benchmark

Material g Dg (cm) Σg∗
r (cm-1) Σg→2

s0 (cm-1) νgΣg
f (cm-1)

(1) Fuel-1
1 1.50000E+00 3.01200E−02 2.00000E−02 0.00000E+00
2 4.00000E−01 8.00320E−02 0.00000E+00 1.35000E−01

(2) Fuel-2
1 1.50000E+00 3.01200E−02 2.00000E−02 0.00000E+00
2 4.00000E−01 8.50320E−02 0.00000E+00 1.35000E−01

(3) Fuel-3 & Rod
1 1.50000E+00 3.01200E−02 2.00000E−02 0.00000E+00
2 4.00000E−01 1.30032E−01 0.00000E+00 1.35000E−01

(4) Reflector
1 2.00000E+00 4.01600E−02 4.00000E−02 0.00000E+00
2 3.00000E−01 1.00240E−02 0.00000E+00 0.00000E+00

Table 4.5: The nuclear data for the 2D 2G IAEA/ANL BSS-11 (LWR) benchmark [355]. To better approximate
the effects of axial leakage, one supplies an axial buckling, B2

z = 8.00000E− 05; accordingly, the effective
macroscopic cross-sections of removal are corrected as Σg∗

r = Σg
r +DgB2

z .

The 2D IAEA benchmark for the 2G NDE is the BSS-11 quarter-core LWR problem from the Argonne

National Laboratory (ANL) Benchmark Problem Book, Supplement 2 [355]. Taken at the mid-plane,

z = 1.90E+02 cm, this 2D benchmark is adapted from the full 3D (xyz) one; and thus, an axial

buckling, B2
z = 8.00E−05, approximates the effects of axial leakage [356]. Accordingly, the corrected

macroscopic nuclear cross-section data are given in Table 4.5. Materials 1, 2 and 3 represent fuelled
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Figure 4.14: The spatial distribution of the multi-group components of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 2G NDE for the 2D IAEA/ANL BSS-11 (LWR) benchmark; the QoI
is the keff. (Vide the web-based version for reference to colour.)

regions, each with slightly different properties to mimic varying levels of enrichment or the presence of

control-rods; whereas Material 4 represents a reflector region; v. Figure 4.13. One assumes that there

is no incoming current at the external physical boundaries, as modelled by (extrapolated) vacuum BC;

and as per the one-quarter symmetry in the problem, reflective boundary conditions are prescribed at

x = y = 0.00 cm. The coarsest Cartesian mesh is constructed from 241 bilinear NURBS patches. A

reference solution was obtained over the energy-independent mesh generated after the 11th iteration of

the DWR-AMR-hp strategy for the CBG-IGA spatial discretisation; viz. keff = 1.0295886369, which

is in good agreement with the literature for those results supplied by FEM and FDM codes [355].

The spatial distribution of the multi-group components of both the scalar neutron flux and the scalar

neutron importance are presented in Figure 4.14, for the QoI chosen as the keff.

Qualitatively similar meshes were generated for each of the continuous and the discontinuous discreti-

sations for each of the refinement strategies employed; those generated after the 9th AMR iteration for

the CBG-IGA AMR-h and AMR-hp strategies are presented in Figure 4.15 and Figure 4.16, respec-

tively. At the cost of an increasingly ill-conditioned matrices, the hp-refinement strategies performed

better than the corresponding h-refinement ones; fortunately, the computation times for the former

were not prohibitive since the chosen algebraic multi-grid preconditioner worked effectively. Further

owing to the reduced continuity between the NURBS patches in each discretisation, it is unsurprising
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(a) T (9): 194, 393 DoF (×2) (b) T (9): 268, 033 DoF (×2)

(c) T 1(9): 92, 793 DoF (d) T 1(9): 84, 733 DoF

(e) T 2(9): 175, 473 DoF (f) T 2(9): 228, 213 DoF

Figure 4.15: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-h (left) and the DWR-AMR-h (right) strategies for the
CBG-IGA 2G NDE for the 2D IAEA/ANL BSS-11 (LWR) benchmark; the QoI is the keff. (Vide the web-based
version for reference to colour.)

that both discretisations also yield comparable results; v. Figure 4.17. Nevertheless, when com-

pared to their discontinuous counterparts, the CBG-IGA discretisations do appear to gain in accuracy

per DoF. Whilst allowing for the imposition of a certain degree of regularity to avoid any multiply

constraints, the discretisation developed in Section 4.3 does not appear to introduce any prohibitive

sources of errors across the irregular interfaces of this heterogeneous problem.

Both AMR strategies performed better than the global uniform one; yet, this is unsurprising since

the keff is a global quantity and both AMR strategies chase the global error in the primal solution.

However, at the cost of solving the dual problem, the DWR-AMR strategies do allow for a better
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(a) T (9): 26, 453 DoF (×2) (b) T (9): 30, 693 DoF (×2)

(c) T 1(9): 15, 749 DoF (d) T 1(9): 15, 205 DoF

(e) T 2(9): 26, 597 DoF (f) T 2(9): 28, 489 DoF

Figure 4.16: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-hp (left) and the DWR-AMR-hp (right) strategies for
the CBG-IGA 2G NDE for the 2D IAEA/ANL BSS-11 (LWR) benchmark; the QoI is the keff. (Vide the
web-based version for reference to colour.)

allocation of resources; and better still when employing energy-dependent meshes.
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Figure 4.17: The convergence plots, ǫQoI v DoF, for the global uniform refinement (black), the NRG-AMR
(red) and the DWR-AMR (blue) strategies for the CBG-IGA (left) and the SIP-DG-IGA (right) 2G NDE for
the 2D IAEA/ANL BSS-11 (LWR) benchmark; the QoI is the keff. (Vide the web-based version for reference
to colour.)
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Figure 4.18: The geometry for the 2D 2G BIBLIS (PWR) core benchmark [357]. The constituent materials
are denoted by the numbers in parentheses; viz. fuel-1 (1), fuel-2 (2), baffle & reflector (3), fuel-3 (4), fuel-4
(5), fuel-5 (5), fuel-6 (7) and fuel-7 (8). (Vide the web-based version for reference to colour.)

4.5.3 The 2D BIBLIS (PWR) Core Benchmark

The checkerboard fuel-loading pattern of the 2D BIBLIS (PWR) benchmark for the 2G NDE better

represents the simplified core of an operating PWR than does the previous benchmark. First pro-

posed by Finemann and Wagner, Herbert provided an updated version to correspond to a rods-out

configuration; this problem presents eight physically distinct regions, including a homogenised baffle-

and-reflector region and seven smeared fuelled regions of varying degrees of burn up; each element is

a square of congruent sides of length 2.31226E+01 cm; v. Figure 4.18 [357, 358]. The corresponding

macroscopic nuclear cross-section data are given in Table 4.6; and no axial buckling information is pro-

vided. One assumes that there is no incoming current at the external physical boundaries, as modelled

by vacuum BC; and as per the one-quarter symmetry in the problem, reflective BC are prescribed

at x = y = 0.00 cm. The coarsest Cartesian mesh is constructed from 257 bilinear NURBS patches.

Again, a reference was obtained over the energy-independent mesh generated after the 11th iteration
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Material g Dg (cm) Σg
r (cm-1) Σg→2

s0 (cm-1) νgΣg
f (cm-1)

(1) -
1 1.43600E+00 2.72582E−02 1.77540E−02 5.87080E−03
2 3.63500E−01 7.50580E−02 0.00000E+00 9.60670E−02

(2) -
1 1.43660E+00 2.72995E−02 1.76210E−02 6.19080E−03
2 3.63600E−01 7.84360E−02 0.00000E+00 1.03580E−01

(3) -
1 1.32000E+00 2.57622E−02 2.31060E−02 0.00000E+00
2 2.77200E−01 7.15960E−02 0.00000E+00 0.00000E+00

(4) -
1 1.43890E+00 2.74640E−02 1.71010E−02 7.45270E−03
2 3.63800E−01 9.14080E−02 0.00000E+00 1.32360E−01

(5) -
1 1.43810E+00 2.72930E−02 1.72900E−02 6.19080E−03
2 3.66500E−01 8.48280E−02 0.00000E+00 1.03580E−01

(6) -
1 1.43850E+00 2.73240E−02 1.71920E−02 6.42850E−03
2 3.66500E−01 8.73140E−02 0.00000E+00 1.09110E−01

(7) -
1 1.43890E+00 2.72900E−02 1.71250E−02 6.19080E−03
2 3.67900E−01 8.80240E−02 0.00000E+00 1.03580E−01

(8) -
1 1.43930E+00 2.73210E−02 1.70270E−02 6.42850E−03
2 3.68000E−01 9.05100E−02 0.00000E+00 1.09110E−01

Table 4.6: The nuclear data for the 2D 2G BIBLIS (PWR) core benchmark [357]. The average number of
neutrons released per fission is ν = 2.47 for the fission spectrum χ = [1.00, 0.00]T .

of the DWR-AMR-hp strategy for the CBG-IGA spatial discretisation. The spatial distribution of

the multi-group components of both the scalar neutron flux and the scalar neutron importance are

presented in Figure 4.19. From the literature, keff = 1.0250103 [358]. However, in this instance, the

QoI is chosen as the absorption in Material 5; v. Figure 4.18.

The meshes generated after the 9th AMR iteration for each of the SIP-DG-IGA AMR strategies are

presented in Figure 4.21 and Figure 4.21; where, again, qualitatively similar meshes were obtained for

the continuous discretisations. The highest rates of convergence were obtained for the hp-refinement

strategies, with which one benefits from either mesh subdivision or an increasingly large polynomial

degree of the basis, as where appropriate.

Due to the loading pattern and the relatively large dimensions of the fuel assemblies, this problem is

challenging to solve with low-order spatial discretisations such as linear FEM. One would not expect

such difficulties for the proposed AMR strategies since the initial reference mesh is constructed from

bi-quadratic NURBS patches. However, the fast and thermal components of the multi-group fluxes

do present vastly disparate spatial distributions; viz. the former exhibits a relatively smooth profile

whilst the latter does not. Clearly, one single mesh could not suitably allow for an optimum allocation

of resources. Accordingly, for the use of energy-dependent meshes, almost twice as many DoF were

allocated to the T 2 than to T 1 for the DWR-AMR strategy; whereas this was more than four times

as many for the NRG-AMR strategy. The latter aims to distribute evenly the error in the solution in

a global sense and thus, better approximate those sharp gradients in the thermal flux profile almost

everywhere; this can be observed as the h-refinement about the material discontinuities in Figure

4.21. However, this does not contribute to any consistent reduction in the error in QoI; v. Figure
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Figure 4.19: The spatial distribution of the multi-group components of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 2G NDE for the 2D BIBLIS (PWR) core benchmark; the QoI is the
absorption in Material 5; v. Figure 4.18. (Vide the web-based version for reference to colour.)

4.22. Accommodating for the need to refine such as to minimise those dominating errors in the

thermal neutron flux distribution, the NRG-AMR strategy for the use of an energy-independent mesh

outperforms that for the use of energy-dependent ones, since in the case of the former, T 1 benefits from

a refinement about Material 5, where it otherwise does not. Conversely, the DWR-AMR strategies

consistently yield more accuracy per DoF by expressly refining each mesh about the region of interest.

4.6 A Discussion

This chapter saw the application of automised NRG-AMR-h(p) and DWR-AMR-h(p) strategies to

separate CBG-IGA and SIP-DG-IGA spatial discretisations of the multi-group NDE.

With respect to the continuous discretisation, the potential for higher-order continuity within a

NURBS patch was sacrificed to incorporate the wholly-local nature of the AMR algorithms. Where

not trivially so, continuity in the solution field across irregular patch interfaces was enforced via con-

straint equations based upon a master-slave relationship and the conservative interpolation between

surface meshes. This was facilitated by the use of open knot-vectors, such that the NURBS basis is in-

terpolatory at the patch boundaries; therefore, any surfaces are themselves NURBS objects of one-less
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(a) T (9): 1, 204, 920 DoF (×2) (b) T (9): 380, 556 DoF (×2)

(c) T 1(9): 378, 720 DoF (d) T 1(9): 196, 956 DoF

(e) T 2(9): 1, 669, 752 DoF (f) T 2(9): 406, 692 DoF

Figure 4.20: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-h (left) and the DWR-AMR-h (right) strategies for the
SIP-DG-IGA 2G NDE for the 2D BIBLIS (PWR) core benchmark; the QoI is the absorption in Material 5; v.
Figure 4.18. (Vide the web-based version for reference to colour.)

dimension than the volume. A similar Galerkin projection was presented in Chapter 3 for the con-

servative interpolation between volume meshes when evaluating the group-to-group source terms over

energy-dependent meshes; and similarly so for the calculation of the interpolation-based error mea-

sures. For the SIP scheme for the discontinuous discretisation, optimised penalty parameters, based

upon rigorous coercivity analyses, were derived for general element types to ensure sufficient, yet not

excessive, penalisation of the discrete solution field across the spatial mesh(es). Both discretisations re-

sult in large, sparse, SPD matrices that benefited from PETSc’s capacity for distributed-memory CRS

data structures and the parallel implementation of its CG solver. Moreover, the algebraic multi-grid

preconditioner appeared to be effective for those problems posed over Cartesian grids.
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(a) T (9): 51, 380 DoF (×2) (b) T (9): 36, 868 DoF (×2)

(c) T 1(9): 16, 852 DoF (d) T 1(9): 18, 152 DoF

(e) T 2(9): 42, 076 DoF (f) T 2(9): 30, 532 DoF

Figure 4.21: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-hp (left) and the DWR-AMR-hp (right) strategies for
the SIP-DG-IGA 2G NDE for the 2D BIBLIS (PWR) core benchmark; the QoI is the absorption in Material 5;
v. Figure 4.18. (Vide the web-based version for reference to colour.)

Whilst mesh irregularities, such as those about hanging-nodes, do violate principles of compatibility

and introduce additional discretisation errors, the capacity for local refinement does offer greater

practical gains in terms of a better allocation of resources. Allowing for the imposition of a certain

degree of regularity to avoid any multiply constraints, the AMR-h(p) algorithms for both of the

CBG-IGA and the SIP-DG-IGA discretisations did generate qualitatively similar meshes. Although

the latter does incur the cost of at least twice as many DoF as the former, one does appreciate the
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Figure 4.22: The convergence plots, ǫQoI v DoF, for the global uniform refinement (black) and the NRG-AMR
(red) and the DWR-AMR (blue) strategies for the CBG-IGA (left) and the SIP-DG-IGA (right) 2G NDE for
the 2D BIBLIS (PWR) core benchmark; the QoI is the absorption in Material 5; v. Figure 4.18. (Vide the
web-based version for reference to colour.)

flexibility it offers in terms of local refinement and a more compact stencil, as well as its relative ease

of implementation. Furthermore, with regard to the mesh-to-mesh interpolation routines, the transfer

matrices could be expressed as fully-discontinuous block matrices that were formed and inverted locally.

Conversely, to avoid any loss of information for the globally-defined basis functions of the CBG-IGA

discretisation, it was necessary to form and inverted globally-assembled transfer matrices.

On an accuracy-per-DoF basis, for global quantities such as the keff, the NRG-AMR strategies for each

discretisation were competitive with the DWR-AMR ones, respectively. However, for localised QoI,

the former tended to become less performant than the global uniform strategy for h-refinement; and

especially so for the use of energy-dependent meshes, since certain multi-group components were left

under-resolved. Conversely, the DWR-AMR strategies consistently and reliably reduced the error in

the QoI at each subsequent AMR iteration. For a given problem, it is difficult to compare directly the

efficiencies of each of the proposed CBG-IGA and SIP-DG-IGA discretisations using DoF as a metric,

since it does not truly account for computational effort attributed to the different stages of analysis;

e.g. establishing the constraint-based equations; and calculating the optimised penalty parameters.
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Chapter 5

Elliptic Systems: Part 2

This chapter presents the application of automised NRG-AMR-h(p) and DWR-AMR-h(p) strategies

to separate CBG-IGA and SIP-DG-IGA spatial discretisations of the multi-group SAAF-SN equations.

5.1 An Introduction

Whilst diffusion theory does serve as a good approximation to transport theory in some applications,

one is more rigorously and more generally interested in modelling for the angular dependence in

a neutron population. Since they also constitute elliptic systems and can thus benefit from those

techniques developed in the previous chapter, the natural order of progression is to consider those

second-order forms of the NTE presented in Section 2.3; namely, the SAAF formulation forms the

topic of this current chapter; q.v. Section 2.3.2

Following a multi-group discretisation in energy and a discrete ordinates discretisation in angle, the

BVP is reduced to a system weakly coupled in both energy and angle that has yet to be spatially

discretised or prescribed BC. Working within two different frameworks, the discrete problem is posed

as that resulting from either a conforming CBG-IGA spatial discretisation or a non-conforming DG-

IGA spatial discretisation.

Unlike the EOP transport equations, the current formulation models for the full range of the angular

neutron flux over the entire unit sphere; with the scalar neutron flux evaluated as per Equation 1.9.

Whilst this comes at the cost of twice as many angular unknowns, it does allow for a more direct

implementation of the incoming BC, in a manner similar to that for the FONT-SN equations; and

since, for rectangular Cartesian coordinate systems, each discrete angular direction can be solved

for independently of one another, the SAAF-SN equations are compatible with the SI procedure; q.v.
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Section 2.8 [118]. An obvious shortcoming, however, shared by many second-order forms, is the singular

behaviour 1/Σt →∞ as Σt → 0; viz. the SAAF-SN equations are not readily applicable to problems

with vacuums without some form of void treatment; and usually this comes at the sacrifice of desirable

properties. For example, Wang et al and Schunert et al modified the bilinear form of their SAAF-SN

equations to ensure void-compatibility of the Rattlesnake code within the MOOSE framework; whilst

tending towards the standard discretisation of the first-order form of the NTE and admitting discrete

adjoint-consistency in the fine mesh limit, h→ 0, the modified bilinear form is asymmetric, as might

be expected, and the stabilisation depends upon some free-floating parameter, which may require

tuning [120, 125]. Morel and McGhee had also previously derived void-compatible SAAF equations;

however, their formulation did not constitute a statement of particle conservation [118].

Furthermore, elliptic PIDE govern equilibrium problems and the discretised system is best solved by

relaxation methods, whereby the spatial dependence is resolved simultaneously, which may violate

theories of causation; qq.v. Section 2.8.1 and Section 2.3.1. Even so, there exist efficient and robust

smoothers for SPD matrices, such as the PCG method; and consistent diffusion acceleration schemes

can be devised for the discretised SAAF-SN equations since both second-order elliptic systems can be

made subject to the same spatial discretisation; q.v. Chapter 7 [359].

The rest of the chapter is organised as follows: First, the governing equations are presented, the multi-

group SAAF-SN equations, along with their adjoint equations and appropriate BC. This is followed

by a CBG-IGA discretisation, where continuity over irregular meshes is enforced in a manner similar

to that developed in Section 4.3.1. A separate SIP-DG-IGA discretisation follows, where optimised

penalty parameters are derived from a coercivity analysis similar to that of Section 4.4.1. Finally,

the discretisations are verified and the convergence properties analysed by the MMS; and numerical

results are presented for a couple of nuclear benchmarks.

Since the previous chapter laid most of the groundwork for the discretisation of elliptic systems, this

current one will be relatively brief in comparison.

5.2 The Self-Adjoint Angular Flux Form of the Multi-Group Neu-

tron Transport Equations

5.2.1 The Direct (Primal) Equations

The direct (primal) multi-group SAAF-SNPL equations are posed on a multi-dimensional closed, con-

nected and bounded domain, V ⊂ R
d, in the real physical space for d = 2, 3. The strong form of the
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problem is cast as solving ϕgk : V → R for g = 1, . . . , G and for k = 1, . . . ,K:







-~Ωk · ~∇ 1

Σg
t (~r)

~Ωk · ~∇ϕgk(~r) + Σg
t (~r)ϕ

gk(~r) = qgk(~r)− ~Ωk · ~∇ 1

Σg
t (~r)

qgk(~r), ~r ∈ V ;

ϕgk(~r) = 0, ~r ∈ ∂V -
V ;

ϕgk(~r) = ϕgk′(~r), ~r ∈ ∂V -
R;

ϕgk(~r) =
1

Σg
t (~r)

[
-~Ωk · ~∇ϕgk(~r) + qgk(~r)

]
, ~r ∈ ∂V +

ext.

(5.1a)

(5.1b)

(5.1c)

(5.1d)

The normal vector, ~n, can be defined everywhere on the external physical boundary, ∂Vext, over

different portions of which, ∂V -
ext and ∂V

+
ext, the angular neutron flux, ϕgk, may be either incoming or

outgoing, respectively, for a given discrete angular direction of flight, ~Ωk; where ∂V ±ext := {∂Vf : ~Ωk ·~n ≷

0,∀∂Vf ∈ ∂Vext}. From their algebraic derivation, Morel and McGhee suggest that any spurious

solutions in the SAAF-SN equations may be eliminated by requiring the angular neutron flux to

satisfy the first-order form of the NTE over all outgoing portions of the physical boundary, ∂V +
ext; q.v.

Equation 5.1d [118].

Only Dirichlet-type incoming BC are considered in the above, ∂Vext := ∂VV ∪ ∂VR, where ∂VV and

∂VR denote the incoming portions of the boundary where vacuum and reflective boundaries conditions

are prescribed, respectively; such that ∂V -
V := ∂VV ∩ ∂V -

ext and ∂V
-
R := ∂VR ∩ ∂V -

ext. One considers

only those reflective boundaries that form a perpendicular plane with any of the axes in a rectangular

Cartesian coordinate system, such that the specular reflection, ~Ωk′, of each discrete ordinate, ~Ωk, is

also a member of the LS or GC angular quadrature sets; where for ϕgk′ = ϕg(~Ωk′), |~Ωk′ · ~n| = |~Ωk · ~n|
and wk′ = wk.

The defining equations can be recast in block-like group-ordinate operator notation:

Lϕ = Qq, (5.2a)

= Q
[
Sϕ+ Fϕ+

1

4π
qx
]
; (5.2b)

with the angular neutron flux, ϕ = [ϕ1, . . . , ϕG]T , where ϕg = [ϕg1, . . . , ϕgK ]T for g = 1, . . . , G; the

strength of any extraneous fixed sources, qx = [q1x, . . . , q
G
x ]

T ; the diagonal-loss operator, L, comprised

of within-group losses due to streaming and total collision in each discrete ordinate, Lgk, Equation

5.3a; the scatter operator, S, comprised of potentially anisotropic group-to-group scatter terms in each

discrete ordinate, Sgk, Equation 5.3b; the fission operator, F , comprised of isotropic group-to-group
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fission terms in each discrete ordinate, F gk, Equation 5.3c:

Lgkϕ := -~Ωk · ~∇ 1

Σg
t

~Ωk · ~∇ϕgk +Σg
tϕ

gk; (5.3a)

Sgkϕ :=
G∑

g′=1

L∑

l=0

l∑

m=-l

Σg′→g
sl Y m

l Φg′m
l ; (5.3b)

F gkϕ := χg
G∑

g′=1

νg′Σg′
f Y

0
0 Φ

g′0
0 . (5.3c)

For completeness, a PL expansion of the scattering kernel has been included; however, within the scope

of this project, one is content in the limit of L = 0; likewise, only isotropic fission and extraneous fixed

sources are considered. The multi-group components of the spherical harmonic flux moments, Φgm
l ,

are evaluated as per Equation 2.44, which is recalled here for 1, . . . , G:

Φgm
l (~r) ≈

K∑

k=1

wkY
m
l (~Ωk)ϕgk(~r). (5.4)

The operator, Q, that acts group-ordinate-wise upon each of the source terms on the right-hand side

of Equation 5.2 is defined compactly as:

Q = 1 +X. (5.5)

For the group-ordinate components of the operator X defined for g = 1, . . . , G and k = 1, . . . ,K:

Xgk := -~Ωk · ~∇ 1

Σg
t

, (5.6)

defining the operator, A, such that:

Aϕ = (L−QS)ϕ, (5.7)

one can distinguish fixed-source problems:

(A−QF )ϕ =
1

4π
Qqx, (5.8)

from eigenvalue ones:

Aϕ =
1

keff
QFϕ. (5.9)

5.2.2 The Adjoint (Dual) Equations

Goal-based (DWR-)AMR relies upon duality arguments; therefore, one introduces the adjoint (dual)

problem; q.v. Section 2.2.3. Mathematically, the dual problem should be adjoint-consistent with the

primal one; q.v. Equation 2.12. By linearity of the inner-product, adjoint-consistency can be satisfied
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in each of the operators defined in Equations 5.3; i.e.: [75]:

G∑

g=1

K∑

k=1

wk

[ ∫

V
ϕgk†(~r)Bgkϕgk(~r) dV

]

≡
G∑

g=1

K∑

k=1

wk

[ ∫

V
ϕgk(~r)Bgk†ϕgk†(~r) dV

]

. (5.10)

In general, the different possible permutations of the order of discretisation and the adjoint operation

do not commute; however, in first establishing the multi-group formalism and performing the spatial

discretisation last, it is arbitrary the order in which the discrete ordinates approximation or the adjoint

operation are performed, since these two do commute; qq.v Section 2.4.1 and Section 2.5.2 [125].

The dual problem is posed on the same domain, V ∈ R
d, as the primal one; its strong form cast in

group-ordinate operator notation as solving ϕgk† : V → R for g = G, . . . , 1 and for k = 1, . . . ,K:

L†ϕ† = Q†q†, (5.11a)

= Q†
[
S†ϕ† + F †ϕ† +

1

4π
q†x
]
; (5.11b)

with the angular neutron importance, ϕ† = [ϕ1†, . . . , ϕG†]T , where ϕg† = [ϕg1†, . . . , ϕgK†]T for g =

1, . . . , G; the strength of the adjoint source, q†x = [q1†x , . . . , q
G†
x ]T ; and the loss, scatter and fission

adjoint operators, L†, S† and F †, respectively:

Lgk†ϕ† := -~Ωk · ~∇ 1

Σg
t

~Ωk · ~∇ϕgk† +Σg
tϕ

gk†; (5.12a)

Sgk†ϕ† :=

G∑

g′=1

L∑

l=0

l∑

m=-l

Σg→g′
sl Y m

l Φg′m†
l ; (5.12b)

F gk†ϕ† := νgΣg
f

G∑

g′=1

χg′Y 0
0 Φ

g′0†
0 ; (5.12c)

with the multi-group components of the adjoint flux moments, Φgm†
l , for 1, . . . , G:

Φgm†
l (~r) =

∑

k=1

wkY
m
l (~Ωk)ϕgk†(~r). (5.13)

The adjoint operator Q†, that acts group-ordinate-wise upon each of the source terms on the right-hand

side of Equation 5.11 is defined compactly as:

Q† = 1 + Y †; (5.14)

with the group-ordinate components of the operator Y † defined for g = 1, . . . , G and k = 1, . . . ,K:

Y gk† := + ~Ωk · ~∇ 1

Σg
t

. (5.15)

The scatter and the fission operators are not self-adjoint; and essentially their adjoint operators are

obtained by transposition and the interchanging of arguments of the energy-integral kernels. Fur-

thermore, the flow of neutron importance is understood in a reversed sense and thus, one changes
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the sign of all odd-parity differential operators [125]. The loss operator is formally self-adjoint,

(Lϕ,ϕ†) = (ϕ,Lϕ†); however, the streaming term necessitates an appropriate prescription of ad-

joint BC. Equation 5.11 is multiplied by the angular neutron flux and subtracted from Equation 5.2,

which is first multiplied by the angular neutron importance; and by linearity of the inner-product:

(Lϕ,ϕ†)− (Xq,ϕ†)− (ϕ,L†ϕ†) + (ϕ, Y †q†) = (q, ϕ†)− (ϕ, q†). (5.16)

Suppressing any spatial dependence, the inner-product formed with the loss operator is written ex-

plicitly in the first line of Equation 5.17, to which the divergence theorem is applied to give the second

line, to which the divergence theorem is applied to the second term to give the third line, on which

the integrals over the surface and those over the volume are collected:

(Lϕ,ϕ†) =

G∑

g=1

K∑

k=1

wk

[

-

∫

V
ϕgk†~Ωk · ~∇ 1

Σg
t

~Ωk · ~∇ϕgk dV +

∫

V
ϕgk†Σg

tϕ
gk dV

]

, (5.17a)

=

G∑

g=1

K∑

k=1

wk

[

-

∫

∂V
ϕgk†

~Ωk · ~n
Σg
t

~Ωk · ~∇ϕgk dS +

∫

V

~Ωk · ~∇ϕgk†

Σt
g

~Ωk · ~∇ϕgk dV

+

∫

V
ϕgk†Σg

tϕ
gk dV

]

,

(5.17b)

=

G∑

g=1

K∑

k=1

wk

[ ∫

∂V
ϕgk

~Ωk · ~n
Σg
t

~Ωk · ~∇ϕgk† dS −
∫

∂V
ϕgk†

~Ωk · ~n
Σg
t

~Ωk · ~∇ϕgk dS

]

+ (ϕ,L†ϕ†).

(5.17c)

Similar operations are performed on the second and fourth terms on the left-hand side of Equation

5.16, respectively:

(Xq,ϕ†) =

G∑

g=1

K∑

k=1

wk

[

-

∫

V
ϕgk†~Ωk · ~∇ 1

Σg
t

qgk dV

]

, (5.18a)

=

G∑

g=1

K∑

k=1

wk

[

-

∫

∂V
ϕgk†

~Ωk · ~n
Σg
t

qgk dS

]

+ (q,X†ϕ†); (5.18b)

(ϕ, Y †q†) =
G∑

g=1

K∑

k=1

wk

[ ∫

V

~Ωk · ~∇ 1

Σg
t

qgk†ϕgk dV

]

, (5.19a)

=

G∑

g=1

K∑

k=1

wk

[ ∫

∂V
ϕgk

~Ωk · ~n
Σg
t

qgk† dS

]

+ (Y ϕ, q†). (5.19b)

From the above, Equation 5.16 reduces to:

G∑

g=1

K∑

k=1

wk

[ ∫

∂V

~Ωk · ~n
[

ϕgk 1

Σg
t

[
~Ωk · ~∇ϕgk† + qgk†

]
+ ϕgk† 1

Σg
t

[
-~Ωk · ~∇ϕgk + qgk

]]

dS

]

−(q,X†ϕ†) + (Y ϕ, q†) = (q, ϕ†)− (ϕ, q†);
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where the operators X† and Y are derived from Equation 5.6 and Equation 5.15, respectively, and the

inner-product from Equation 5.10; i.e. for g = 1, . . . , G and for k = 1, . . . ,K:

Xgk† = +
~Ωk · ~∇
Σg
t

; (5.20a) Y gk = -
~Ωk · ~∇
Σg
t

. (5.20b)

Rearranging the first-order form of the NTE, Equation 2.17, one obtains:

(Y ϕ, q†)− (q,X†ϕ†) = (ϕ− q/Σt, q
†)− (q, ϕ† − q†/Σt),

= (ϕ, q†)− (q/Σt, q
†)− (q, ϕ†) + (q, q†/Σt),

= (ϕ, q†)− (q, ϕ†),

= 0;

where 1/Σt denotes the group-wise division by the macroscopic cross-section of total collision.

For a set of BC for the primal problem, there is a set for the dual one:

G∑

g=1

K∑

k=1

wk

[ ∫

∂V +

|~Ωk · ~n|
[

ϕgk 1

Σg
t

[
~Ωk · ~∇ϕgk† + qgk†

]
+ ϕgk† 1

Σg
t

[
-~Ωk · ~∇ϕgk + qgk

]]

dS−
∫

∂V -

|~Ωk · ~n|
[

ϕgk 1

Σg
t

[
~Ωk · ~∇ϕgk† + qgk†

]
+ ϕgk† 1

Σg
t

[
-~Ωk · ~∇ϕgk + qgk

]]

dS

]

= 0;

(5.21)

where the integral over ∂Vext has been re-expressed as that over outflow and inflow boundaries,

∂Vext = ∂V +
ext ∪ ∂V -

ext, such that for k = 1, . . . ,K:

∫

∂Vext

~Ωkf(~r) · ~n(~r) dS =

∫

∂V +
ext

|~Ωk · ~n(~r)|f(~r) dS −
∫

∂V -
ext

|~Ωk · ~n(~r)|f(~r) dS. (5.22)

The BC for the primal problem are retained from Equations 5.1 and repeated:







ϕgk(~r) = 0, ~r ∈ ∂V -
V ;

ϕgk(~r) = ϕgk′(~r), ~r ∈ ∂V -
R;

ϕgk(~r) =
1

Σg
t (~r)

[
-~Ωk · ~∇ϕgk(~r) + qgk(~r)

]
, ~r ∈ ∂V +

ext.

(5.23a)

(5.23b)

(5.23c)

The corresponding set of outgoing adjoint BC are prescribed on the same boundaries as those incoming

direct ones, respectively; and the incoming adjoint BC is prescribed on the same portion of the

boundary as the outgoing direct one:







ϕgk†(~r) = 0, ~r ∈ ∂V +
V ;

ϕgk†(~r) = ϕgk′†(~r), ~r ∈ ∂V +
R ;

ϕgk†(~r) =
1

Σg
t (~r)

[
~Ωk · ~∇ϕgk†(~r) + qgk†(~r)

]
, ~r ∈ ∂V -

ext.

(5.24a)

(5.24b)

(5.24c)

The adjoint BC are consistent by substitution into Equation 5.21; and recalling for reflective BC that
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|~Ωk′ · ~n| = |~Ωk · ~n| and wk′ = wk; and by a change of dummy variables:

G∑

g=1

K∑

k′=1

wk′

[ ∫

∂V +
R

|~Ωk′ · ~n|ϕgk′†ϕgk dS

]

−
G∑

g=1

K∑

k=1

wk

[ ∫

∂V -
R

|~Ωk · ~n|ϕgk′ϕgk† dS

]

= 0. (5.25)

In a similar manner to Equation 5.7 for the primal problem, the operator A† is defined such that:

A†ϕ† = (L† −Q†S†)ϕ†; (5.26)

and, again, one distinguishes fixed-source problems:

(A† −Q†F †)ϕ† = 1

4π
Q†q†x, (5.27)

from eigenvalue ones:

A†ϕ† =
1

keff
Q†F †ϕ†. (5.28)

Under the assumption that the property of (semi-discrete) adjoint-consistency holds, the dual problem

possesses the same eigenspectrum as the primal one; and hence, k†eff = keff; q.v. Equation 4.18.

5.3 A Continuous-Bubnov Galerkin Isogeometric Discretisation

One makes use of the same s-order Sobolev space, Hs(V ) introduced in Section 4.3; and the point

of departure is the semi-discrete multi-group SAAF-SN equations, Equation 5.2, and their adjoint

equations, Equation 5.11. Both the primal and the dual problems constitute systems of equations

that are solved for the group-ordinate components ϕgk : V → R and ϕgk† : V → R, respectively; with

BC, such as those in Equations 5.23 and Equations 5.24, respectively, prescribed over separate sections

of the external boundary.

Without loss of generality, an emphasis is placed upon manipulating the direct equations; and the

same discretisation is applied to the adjoint equations; although one appreciates that discrete adjoint-

consistency of the (unmodified) SAAF-SN is only attained in the asymptotic limit [125]. The weak

problem is formulated by multiplying Equation 5.2 by test functions, w ∈ V(V ); expanding the angular

neutron flux in a basis of trial functions from the same space, u ∈ V(V ); and then integrating over

V . By application of the divergence theorem to each of the streaming terms, the basis functions must

only be first-order differentiable; i.e. V(V ) ⊆ H1(V ). Naturally satisfied by the weak form is the

homogeneous Dirichlet-type BC, or the vacuum BC, over the inflow portions of the exterior boundary,

∂V -
ext; q.v. Equation 5.23a. The reflective BC is implemented in a weak sense by substitution of

Equation 5.23b. BC must also be prescribed over those outflow portions ∂V +
ext; where the solution

must satisfy the first-order form of the NTE; q.v. Equation 5.23c.
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The domain, V , is decomposed into E-number of non-degenerate, non-overlapping NURBS patches,

Ve, the union of which forms the physical mesh; i.e. T (V ) = {Ve}Ee=1 and V =
⋃

E
e=1Ve. An interface

is formed as the intersection of two adjoining patches; and thus, an arbitrary patch face belongs to

the complete set ∂Vf ∈ ∂V = ∂Vint ∪ ∂Vext. For the sake of simplicity, one assumes a single energy-

independent mesh in the following development; and in any case, all of the angular components of a

given group will always be resolved over the same mesh.

The weak form of Equation 5.8 is to find ϕ ∈ V(V ), such that:

a(ϕ,w) = b(w), ∀ w ∈ V(V ). (5.29)

The bilinear form, a(·, ·) : V(V ) × V(V ) → R, retains its block-like structure and comprises of terms

of streaming and total collision, group-to-group scattering and fission and BC:

a(ϕ,w) = aL(ϕ,w) − aS(ϕ,w) − aF (ϕ,w) + aext(ϕ,w). (5.30)

In turn, each of these is defined below, respectively, suppressing any spatial dependence:

aL(ϕ,w) =
G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

~Ωk · ~∇w 1

Σg
t,e

~Ωk · ~∇ϕgk +wΣg
t,eϕ

gk dV

]

,

=

G∑

g=1

K∑

k=1

agkL (ϕgk, w);

(5.31a)

aS(ϕ,w) =

G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (~Ω

k)
∑

Ve∈T

∫

Ve

wΣg′→g
s0,e Φg′0

0 + ~Ωk · ~∇w
Σg′→g
s0,e

Σg
t,e

Φg′0
0 dV

]

,

=
G∑

g=1

K∑

k=1

agkS (ϕ,w);

(5.31b)

aF (ϕ,w) =

G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (~Ω

k)
∑

Ve∈T

χg
e

∫

Ve

wνg′e Σ
g′
f,eΦ

g′0
0 + ~Ωk · ~∇w

νg′e Σ
g′
f,e

Σg
t,e

Φg′0
0 dV

]

,

=

G∑

g=1

K∑

k=1

agkF (ϕ,w);

(5.31c)

aext(ϕ,w) =

G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂V
+
ext

∫

∂Vf

|~Ωk · ~n|wϕgk dS

−
∑

∂Vf∈Ve∩∂V -
R

∫

∂Vf

|~Ωk · ~n|wϕgk′ dS

]

,

=
G∑

g=1

K∑

k=1

agkext(ϕ
gk, w).

(5.31d)
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The linear functional, b(·) : V(V )→ R, comprises only of fixed sources:

b(w) =
G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

w
1

4π
qgx,e +

~Ωk · ~∇w 1

4πΣg
t,e

qgx,e dV

]

,

=

G∑

g=1

K∑

k=1

bgk(w).

(5.32)

For multiplying systems, qx = 0, the weak form of Equation 4.6 is to find ϕ ∈ V(V ), such that:

ã(ϕ,w) =
1

keff
af (ϕ,w), ∀ w ∈ V(V ); (5.33)

where ã is the original bilinear form in Equation 5.30, a, less the fission term; i.e.:

ã = a+ aF = aL − aS + aext. (5.34)

The discrete variational problem is formulated by restricting the function space to a finite-dimensional

subset; i.e. V̂h,p(V ) ⊂ V(V ). As per the isoparametric concept, this space is chosen as that spanned

by the same N -number of NURBS that describe the mesh, T ; q.v. Equation 4.32. Clearly, V̂h,p(V )

is chosen such that ϕ̂ → ϕ as N → ∞. The weighted-residual statement must be satisfied for each

member in the weighting set; and since the space of trial and test functions coincide, this forms the same

number of algebraic equations as there are unknowns per energy group; i.e. DoF gk = dim V̂h,p(V ) = N

for g = 1, . . . , G and for k = 1, . . . ,K; and hence, DoF =
∑

g

∑

kDoF
gk = G×K×N . Consequently,

for the analysis over a single energy-independent mesh, the discrete problem is posed as a system of

(GKN ×GKN)-matrix equations.

Similar to the CBG-IGA discretisation of the multi-group NDE, continuity is enforced across the

domain in the same strong sense by virtually gluing together the NURBS across regular patch interfaces

and employing projection-based constraint equations across irregular ones; q.v. Section 4.3.1. Again,

the bilinear form, a, possesses the properties of continuity, Equation 4.34, and coercivity, Equation

4.35; and as per the Lax-Milgram Lemma these are sufficient to assert well-posedness [338]. Since

V̂h,p(V ) ⊂ V, the discrete problem inherits this and other properties from the (semi-)analytical weak-

problem; and again, error bounds can be established as per Céa’s Lemma of quasi-best approximation

for conforming and consistent discretisations; q.v. Equation 4.36 [222].

The discrete system is solved via the SI procedure; q.v. Section 2.8. Weakly coupled in energy

and angle, the within-group equations are solved sequentially with the most up-to-date available

information. For fixed sources, ϕ̂gk ∈ V̂h,p(V ) is sought for g = 1, . . . , G and for k = 1, . . . ,K:

agkL (ϕ̂gk, ŵ) + agk+ext (ϕ̂
gk, ŵ) = agkS (ϕ̂, ŵ) + agkF (ϕ̂, ŵ) + agk-ext(ϕ̂

gk, ŵ) + bgk(ŵ), ∀ ŵ ∈ V̂h,p(V ); (5.35)

where aext = a+ext−a-ext has been decomposed into the outgoing and incoming terms, respectively. The
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left-hand side, agkL + agk+ext , is SPD and therefore Equation 5.35 can be solved via the PCG method.

Employing the PI procedure to converge |1/keff|, the eigenvalue problem is cast as finding ϕ̂gk ∈ V̂h,p(V )

for g = 1, . . . , G and for k = 1, . . . ,K:

agkL (ϕ̂gk, ŵ) + agk+ext (ϕ̂
gk, ŵ) = agkS (ϕ̂, ŵ) +

1

keff
agkF (ϕ̂, ŵ) + agk-ext(ϕ̂

gk, ŵ), ∀ ŵ ∈ V̂h,p(V ). (5.36)

In kind, the discrete variational statement of the adjoint problem in the presence of fixed adjoint

sources, q†x 6= 0, is cast as finding ϕ̂gk† ∈ V̂h,p(V ) for g = G, . . . , 1 and for k = 1, . . . ,K:

agk†L (ϕ̂gk†, ŵ) + agk†+ext (ϕ̂gk†, ŵ) =

agk†S (ϕ̂†, ŵ) + agk†F (ϕ̂†, ŵ) + agk†-ext (ϕ̂
gk†, ŵ) + bgk†(ŵ), ∀ ŵ ∈ V̂h,p(V ).

(5.37)

The adjoint eigenvalue problem is cast as finding ϕ̂gk† ∈ V̂h,p(V ) for g = G, . . . , 1 and for k = 1, . . . ,K:

agk†L (ϕ̂gk†, ŵ) + agk†+ext (ϕ̂gk†, ŵ) =

agk†S (ϕ̂†, ŵ) +
1

keff
agk†F (ϕ̂†, ŵ) + agk†-ext (ϕ̂

gk†, ŵ), ∀ ŵ ∈ V̂h,p(V );
(5.38)

where the adjoint bilinear form, a†(·, ·) : V(V )× V(V )→ R, is defined by:

a†(ϕ†, w) = a†L(ϕ
†, w)− a†S(ϕ†, w) − a

†
F (ϕ

†, w) + a†ext(ϕ
†, w). (5.39)
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In turn, each of these is defined below, respectively, suppressing any spatial dependence:

a†L(ϕ
†, w) =

G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

~Ωk · ~∇w 1

Σg
t,e

~Ωk · ~∇ϕgk† + wΣg
t,eϕ

gk† dV

]

,

=
G∑

g=1

K∑

k=1

agk†L (ϕgk†, w);

(5.40a)

a†S(ϕ
†, w) =

G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (~Ω

k)
∑

Ve∈T

∫

Ve

wΣg→g′
s0,e Φg′0†

0 + ~Ωk · ~∇w
Σg→g′
s0,e

Σg
t,e

Φg′0†
0 dV

]

,

=

G∑

g=1

K∑

k=1

agk†S (ϕ†, w);

(5.40b)

a†F (ϕ
†, w) =

G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (
~Ωk)

∑

Ve∈T

νgeΣ
g
f,e

∫

Ve

wχg′
e Φ

g′0†
0 + ~Ωk · ~∇w χg′

e

Σg
t,e

Φg′0†
0 dV

]

,

=

G∑

g=1

K∑

k=1

agk†F (ϕ†, w);

(5.40c)

a†ext(ϕ
†, w) =

G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂V -
ext

∫

∂Vf

|~Ωk · ~n|wϕgk† dS

−
∑

∂Vf∈Ve∩∂V
+
R

∫

∂Vf

|~Ωk · ~n|wϕgk′† dS

]

,

=

G∑

g=1

K∑

k=1

agk†ext (ϕ
gk†, w);

(5.40d)

and the adjoint linear functional, b†(·) : V(V )→ R, is defined as:

b†(w) =

G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

w
1

4π
qg†x,e − ~Ωk · ~∇w 1

4πΣg
t,e

qg†x,e dV

]

,

=

G∑

g=1

K∑

k=1

bgk†(w).

(5.41)

For eigenvalue problems, the solution is normalised after each outer iteration such that aF (ϕ,ϕ) = 1;

and the adjoint solution is normalised such that aF (ϕ,ϕ
†) = 1; q.v. Section 3.6.2.2.

5.4 An Interior Penalty Scheme for a Discontinuous Galerkin Iso-

geometric Discretisation

Changing tack, one derives now an SIP-DG-IGA discretisation of the multi-group SAAF-SN equations,

Equation 5.2, and their adjoint equations, Equation 5.11, are solved for the group-ordinate components

ϕgk : V → R and ϕgk† : V → R, respectively, over the same mesh as that adopted in Section 5.3; i.e.

T (V ) = {Ve}Ee=1 and V =
⋃

E
e=1Ve; and ∂Vf ∈ ∂V = ∂Vint ∪∂Vext; where ∂Vext = ∂VV ∪∂VR. Within
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a discontinuous framework, one exploits the broken Sobolev space, Hs(T ); q.v. Equation 4.54. The

restriction of values of such functions with support over Ve are defined over ∂Ve by trace operators,

γi : H
s(Ve) → Hs-i-1⁄2(∂Ve) for 0 ≤ i < s [222]. Of particular interest is the Dirichlet trace, γ0, which

is well defined in L2(∂Ve) for s > 1⁄2; q.v. Equation 4.56a. One notes that this condition is less strict

than that imposed in Section 4.4; where for s > 3⁄2, consistency also required the trace of the normal

components of the gradient to be well defined.

Any function u ∈ Hs(T ) is discontinuous across V , yet smooth enough within an element to admit

two-valued traces at an interface for s > 1⁄2; with jumps and averages defined as per Equation 4.58a

and Equation 4.58b, respectively, ∀∂Vf ∈ ∂Vint. Physically, the solution to the primal problem should

be sufficiently smooth that any jumps in the angular flux, ϕ, and any jumps in the normal component

of the angular neutron current, ~Ωϕ · ~n, are vanishing across the interior of the domain in the real

physical space; i.e.

JϕK∂Vf
;

J~Ωϕ · ~nK∂Vf







= 0, ∀∂Vf ∈ ∂Vint. (5.42)

Likewise, as inherited by the property of adjoint-consistency, the solution to the dual problem, ϕ†,

is equally smooth; i.e. ϕ,ϕ† ∈ V(V ) ⊂ Hs>1⁄2(V ). Without loss of generality, an emphasis is placed

upon manipulating the direct equations; and the same discretisation is applied to the adjoint equations;

although one appreciates that discrete adjoint-consistency of the unmodified SAAF-SN is only attained

in the asymptotic limit [125]. Again, one formulates the weak form by multiplying Equation 5.2 by

test functions, w ∈ V(T ), integrating over each Ve and then taking the sum of these contributions. The

angular neutron flux is expanded in a basis of trial functions from the same space, u ∈ V(T ) ⊆ Hs(T ),
which is the s-order broken Sobolev space, Equation 4.54. By application of the divergence theorem

to each of the streaming terms, the basis functions must only be first-order differentiable; viz. H1(T )
is an appropriate space.

The proposed spatial discretisation is non-conforming since ϕ̂ ∈ V(T ) 6⊂ V(V ) ∋ ϕ; and properties

of the (semi-)analytical solution cannot be assumed by the discrete one; and it will be necessary

to establish directly discrete stability and consistency. The discrete variational problem is posed

by restricting the collection of infinite spaces of basis functions to finite-dimensional subsets; i.e.

V̂h,p(T ) ⊂ V(T ). As per the isoparametric concept, these broken spaces are chosen as those spanned

by the same Ne-number of NURBS that describe the patches, Ve, that constitute the mesh, T ; q.v.
Equation 4.61. Clearly, V̂h,p(T ) is chosen such that ϕ̂ → ϕ as N → ∞. The weighted-residual

statement must be satisfied for each member in the weighting set; and since the space of trial and

test functions coincide, this forms the same number of algebraic equations as there are unknowns

per group; i.e. DoF gk
e = dim V̂h,p(Ve) = Ne and DoF gk =

∑

VeDoF
gk
e = N for k = 1, . . . ,K; and
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hence, DoF g =
∑

kDoF
gk = K ×N for g = 1, . . . , G; and hence, DoF =

∑

gDoF
g = G×K ×N .

Consequently, for the analysis over a single energy-independent mesh, the discrete problem is posed

as a system of (GKN ×GKN)-matrix equations.

Naturally satisfied by the weak form is the homogeneous Dirichlet-type BC, or the vacuum BC, over the

inflow portions of the exterior boundary, ∂V -
ext; q.v. Equation 5.23a. The reflective BC is implemented

in a weak sense by substitution of Equation 5.23b. BC must also be prescribed over those outflow

portions ∂V +
ext; where the solution must satisfy the first-order form of the NTE; q.v. Equation 5.23c.

Equally, this condition is required to hold over those faces to the interior of the mesh, ∂Vint.

As it stands, the discrete variational statement of Equation 5.8 is to find ϕ̂ ∈ V̂h,p(T ), such that:

a(ϕ̂, ŵ) = b(ŵ), ∀ ŵ ∈ V̂h,p(T ). (5.43)

The discrete bilinear form, a(·, ·) : V̂h,p(T ) × V̂h,p(T ) → R, is block-like structure and comprises of

terms of streaming and total collision, group-to-group scattering and fission, leakage across the union

of interfaces and outflow portions of the external boundary, ∂VIP = (∂V -
ext)

c = ∂Vint ∪ ∂V +
ext, and the

weak enforcement of incoming BC over ∂V -
ext:

a(ϕ̂, ŵ) = aL(ϕ̂, ŵ)− aS(ϕ̂, ŵ)− aF (ϕ̂, ŵ) + aIP (ϕ̂, ŵ) + aext(ϕ̂, ŵ). (5.44)
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In turn, each of these is defined below, respectively, suppressing any spatial dependence:

aL(ϕ̂, ŵ) =
G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

~Ωk · ~∇ŵ 1

Σg
t,e

~Ωk · ~∇ϕ̂gk + ŵΣg
t,eϕ̂

gk dV

]

,

=
G∑

g=1

K∑

k=1

agkL (ϕ̂gk, ŵ);

(5.45a)

aS(ϕ̂, ŵ) =

G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (~Ω

k)
∑

Ve∈T

∫

Ve

ŵΣg′→g
s0,e Φ̂g′0

0 + ~Ωk · ~∇ŵ
Σg′→g
s0,e

Σg
t,e

Φ̂g′0
0 dV

]

,

=

G∑

g=1

K∑

k=1

agkS (ϕ̂, ŵ);

(5.45b)

aF (ϕ̂, ŵ) =
G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (
~Ωk)

∑

Ve∈T

χg
e

∫

Ve

ŵνg′e Σ
g′
f,eΦ̂

g′0
0 + ~Ωk · ~∇ŵ

νg′e Σ
g′
f,e

Σg
t,e

Φ̂g′0
0 dV

]

,

=

G∑

g=1

K∑

k=1

agkF (ϕ̂, ŵ);

(5.45c)

aIP (ϕ̂, ŵ) =

G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂VIP

∫

∂Vf

ŵ~Ωkϕ̂gk · ~n dS
]

,

=

G∑

g=1

K∑

k=1

wk

[
∑

∂Vf∈∂VIP

∫

∂Vf

Jŵ~Ωkϕ̂gk · ~nK dS,

=

G∑

g=1

K∑

k=1

agkIP (ϕ̂
gk, ŵ);

(5.45d)

aext(ϕ̂, ŵ) =
G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂V -
R

-

∫

∂Vf

|~Ωk · ~n|ŵϕ̂gk′ dS

]

,

=
G∑

g=1

K∑

k=1

agkext(ϕ̂
g, ŵ).

(5.45e)

The discrete linear functional, b(·) : V̂h,p(T )→ R, comprises only of fixed sources:

b(ŵ) =
G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

ŵ
1

4π
qgx,e +

~Ωk · ~∇ŵ 1

4πΣg
t,e

qgx,e dV

]

,

=

G∑

g=1

K∑

k=1

bgk(ŵ).

(5.46)

For multiplying systems, qx = 0, the weak form of Equation 5.9 is to find ϕ̂ ∈ V̂h,p(T ), such that:

ã(ϕ̂, ŵ) =
1

keff
af (ϕ̂, ŵ), ∀ ŵ ∈ V̂h,p(T ); (5.47)

where ã is the original bilinear form in Equation 5.44, a, less the fission term; i.e.:

ã = a+ aF = aL − aS + aIP + aext. (5.48)

For those reasons already broached, the properties of neutron conservation and symmetry will be
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preserved in devising an interior penalty scheme for the discretised bilinear form.

Consistency The discretisation is consistent if the true solution satisfies the discrete system of

equations; however, one cannot simply substitute ϕ into Equation 5.43 because the bilinear form, a,

has been defined on V̂h,p(T ) × V̂h,p(T ); and similarly for ã in Equation 5.47. Therefore, one must

assume that ϕ ∈ V∗(V ) ⊂ V(V ); and second, that ϕ̂∗ ∈ V̂∗h,p(T ) = V∗(V ) + V̂h,p(T ); such that the

bilinear form can be extended to be bounded on V̂h,p(T ) × V̂∗hp(T ). The space V̂∗h,p(T ) is equipped

with the norm ‖·‖ǫ̂∗ ; q.v. Equations 4.68.

From the definition of jumps, Equation 4.58a, the first line of Equation 5.45d expressed as a sum of

integrals over element boundaries can be re-expressed in the second line as a sum of integrals over

interfaces and outflow portions of the external boundary, which can then be developed further using

the definition of averages, Equation 4.58b; i.e. suppressing the spatial dependence for g = 1, . . . , G

and for k = 1, . . . ,K:

∑

∂Vf∈∂VIP

∫

∂Vf

Jŵ~Ωkϕ̂gk∗ · ~nK dS

=
∑

∂Vf∈∂Vint

∫

∂Vf

Jŵ~Ωkϕ̂gk∗ · ~nK dS +
∑

Ve∈T

∑

∂Vf∈Ve∩∂V
+
ext

∫

∂Vf

ŵ~Ωkϕ̂gk∗ · ~n dS,
(5.49a)

=
∑

∂Vf∈∂Vint

∫

∂Vf

{{ŵ}}✘✘✘✘✘✘✘✿0
J~Ωkϕ̂gk∗ · ~nK dS +

∑

∂Vf∈∂VIP

∫

∂Vf

JŵK{{~Ωkϕ̂gk∗ · ~n}} dS. (5.49b)

The strong form, Equation 5.1a, and the BC, Equations 5.23, are retrieved by substitution of ϕ into

the discrete weak-problem, Equation 5.43; and by application of the divergence theorem to the first

term in Equation 5.45a, the double-differential term is recouped. This is followed by the re-expression

of aIP , Equation 5.45d, in terms of Equation 5.49b; and then accounting for the regularity in the

true solution, Equations 5.42. Thus, the discrete problem is consistent provided that the numerical

fluxes are consistent; and exploiting continuity of the normal component of ~Ωk across interfaces, the

following modification can be made for g = 1, . . . , G and for k = 1, . . . ,K:

=⇒ agkIP (ϕ̂
gk∗, ŵ) =

∑

∂Vf∈∂VIP

∫

∂Vf

~Ωk · ~nJŵK{{ϕ̂gk∗}} dS. (5.50)

Galerkin’s property of orthogonality stems from consistency such that the error in the numerical

solution is orthogonal to the chosen subspace since V∗(V ) ⊂ V̂∗h,p(T ); q.v. Equation 4.71.

A strong definition of consistency has been enforced, yet integral quantities will be evaluated via

numerical quadrature; q.v. Section 3.2.3. Consequently, one expects consistency, asymptotically.

Equally important in upholding the properties of local conservation and consistency is an ability to

evaluate sufficiently any boundary integrals. The use of p+1 QP may no longer adequate because the
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integrands are polynomial constructs of a combined maximal polynomial degree of p+p−1+p = 3p−1;
q.v. Equation 5.50. Where each component of the normal vector, ~n, is itself a linear combination of

derivatives of the same functions; viz. polynomial constructs of degree p-1. Using Legendre-Gauss

quadrature rules, the boundary integral should be evaluated sufficiently with Q-number of QP in each

of the (d-1)-directions over the canonical representation of the boundary in the parent space; i.e.:

2Nq − 1 ≥ 3p− 1; (5.51a)

=⇒ Nq =







3p

2
, for p-even;

3p + 1

2
, for p-odd.

(5.51b)

In the interest of AMR, asymptotic consistency and the conservation of neutrons must hold over

irregular meshes. To satisfy Equations 5.42, one employs quadrature rules that adequately sample the

bases either side of an interface, ∀∂Vf ∈ ∂Vint; q.v. Equation 4.73. For those irregularities induced by

h-refinement and the subsequent integration over element boundaries that contain such hanging-nodes,

Equations 5.51 would still be inadequate because the integrand will not generally be a polynomial.

Nonetheless, the integrand over partial boundaries remains a continuous function over smooth NURBS

objects and it is possible to gain in accuracy by supplying additional QP.

Symmetry Foreshadowing the call upon duality arguments and the desire to employ the conjugate

gradient method, the following is appended to aIP for g = 1, . . . , G and for k = 1, . . . ,K:

∑

∂Vf∈∂Vint

θ

∫

∂Vf

~Ωk · ~n{{ŵ}}Jϕ̂gk∗K dS = 0 ∀∂Vf ∈ ∂Vint; (5.52)

or rather, redundantly, symmetry is reclaimed by letting θ = 1 in the following modification to agkIP ,

Equation 5.50, for g = 1, . . . , G and for k = 1, . . . ,K:

=⇒ agkIP (ϕ̂
gk∗, ŵ) = agkIPc(ϕ̂

gk∗, ŵ) + agkIPs(ϕ̂
gk∗, ŵ), (5.53a)

=
∑

∂Vf∈∂VIP

∫

∂Vf

~Ωk · ~nJŵK{{ϕ̂gk∗}} dS

+
∑

∂Vf∈∂Vint

θ

∫

∂Vf

~Ωk · ~n{{ŵ}}Jϕ̂gk∗K dS.

(5.53b)

Consistency is maintained as JϕK = 0 across the interior of the domain.

With the exception of aIP , Equations 5.45 are given as a sum over elements or boundaries whose local

contributions are the product of basis functions with local support over the same domain. Differently,

Equation 5.53 comprises of a sum over interfaces, whose local contributions are the product of basis

functions that may not necessarily have local support over the same element, such that aIP can be

block-partitioned; q.v. Equation 4.76 [237]. Again, savings can be made by considering that the
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symmetry-part of the block is simply the transpose of the consistency-part.

Penalty As per the Lax-Milgram Lemma, the properties of continuity, Equation 4.78, and more

specifically coercivity, Equation 4.79, are sufficient conditions to assert well-posedness [338]. The

latter is often simply guaranteed by the nature of the problem; however, owing to the arbitrariness

of the normal vector over an interface, the sign-indefinite consistency and the symmetry terms in

Equation 5.53 are potentially negative terms. In general, it is not possible to uphold a statement of

coercivity without some stabilisation mechanism; q.v. Section 4.4 [330].

Discontinuities in the numerical approximation result from the non-conformity in seeking a discrete

solution in a broken function space. A final modification is thus made to aIP , such that appended

to the bilinear form is a residual-dependent term that contributes to the coercivity by penalising the

error, or rather quashing any jumps Jϕ̂K across the set of discontinuous patch interfaces; q.v. Equation

5.54. Stability of the discretisation is enhanced and invertibility is ensured under refinement for some

suitable selection of penalty parameters, µgf > 0, for g = 1, . . . , G and for k = 1, . . . ,K:

=⇒ agkIP (ϕ̂
gk∗, ŵ) =

∑

∂Vf∈∂V
+
ext

∫

∂Vf

ŵ~Ωkϕ̂gk∗ · ~n dS

+
∑

∂Vf∈∂Vint

∫

∂Vf

~Ωk · ~nJŵK{{ϕ̂gk∗}} dS + θ

∫

∂Vf

~Ωk · ~n{{ŵ}}Jϕ̂gk∗K dS

+
∑

∂Vf∈∂Vint

µgf

∫

∂Vf

J~Ωkŵ · ~nKJ~Ωkϕ̂gk∗ · ~nK dS.

(5.54)

One notes the particular choice to penalise the angular neutron current will ease the derivation of

the penalty parameters in Section 5.4.1. Since Dirichlet BC are satisfied naturally, they need not be

enforced by penalisation. Again, the properties of symmetry and consistency have been maintained;

and error bounds can be established as per Strang’s Second Lemma of quasi-best approximation for

non-conforming and consistent discretisations; q.v. Equation 4.81 [237].

The discrete system is solved via the SI procedure; q.v. Section 2.8. Weakly coupled in energy

and angle, the within-group equations are solved sequentially with the most up-to-date available

information. For fixed sources, ϕ̂gk ∈ V̂h,p(T ) is sought for g = 1, . . . , G and for k = 1, . . . ,K:

agkL (ϕ̂gk, ŵ) + agkIP (ϕ̂
gk, ŵ) = agkS (ϕ̂, ŵ) + agkF (ϕ̂, ŵ)− agkext(ϕ̂gk, ŵ) + bgk(ŵ), ∀ ŵ ∈ V̂h,p(T ). (5.55)

The left-hand side, agkL + agkIP , is SPD for θ = 1 and the above can be solved by the PCG method.

Employing the PI procedure to converge |1/keff|, the eigenvalue problem is cast as finding ϕ̂gk ∈ V̂h,p(T )

180



for g = 1, . . . , G and for k = 1, . . . ,K:

agkL (ϕ̂gk, ŵ) + agkIP (ϕ̂
gk, ŵ) = agkS (ϕ̂, ŵ) +

1

keff
agkF (ϕ̂, ŵ)− agkext(ϕ̂gk, ŵ), ∀ ŵ ∈ V̂h,p(T ). (5.56)

In kind, the discrete variational statement of the adjoint problem in the presence of fixed adjoint

sources, q†x 6= 0, is cast as finding ϕ̂gk† ∈ V̂h,p(T ) for g = G, . . . , 1 and for k = 1, . . . ,K:

agk†L (ϕ̂gk†, ŵ) + agk†IP (ϕ̂gk†, ŵ) =

agk†S (ϕ̂†, ŵ) + agk†F (ϕ̂†, ŵ)− agk†ext (ϕ̂
gk†, ŵ) + bgk†(ŵ), ∀ ŵ ∈ V̂h,p(T ).

(5.57)

The adjoint eigenvalue problem is cast as finding ϕ̂gk† ∈ V̂h,p(T ) for g = G, . . . , 1 and for k = 1, . . . ,K:

agk†L (ϕ̂gk†, ŵ) + agk†IP (ϕ̂gk†, ŵ) =

agk†S (ϕ̂†, ŵ) +
1

keff
agk†F (ϕ̂†, ŵ)− agk†ext (ϕ̂

gk†, ŵ), ∀ ŵ ∈ V̂h,p(T );
(5.58)

where the discrete adjoint bilinear form, a†(·, ·) : V̂h,p(T )× V̂∗h,p(T )→ R, is defined by:

a†(ϕ̂†∗, ŵ) = a†L(ϕ̂
†∗, ŵ)− a†S(ϕ̂†∗, ŵ)− a

†
F (ϕ̂

†∗, ŵ) + a†IP (ϕ̂
†∗, ŵ) + a†ext(ϕ̂

†∗, ŵ). (5.59)
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In turn, each of these is defined below, respectively, suppressing any spatial dependence:

a†L(ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

~Ωk · ~∇ŵ 1

Σg
t,e

~Ωk · ~∇ϕ̂gk†∗ + ŵΣg
t,eϕ̂

gk†∗ dV

]

,

=
G∑

g=1

K∑

k=1

wka
gk†
L (ϕ̂gk†∗, ŵ);

(5.60a)

a†S(ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (~Ω

k)
∑

Ve∈T

∫

Ve

ŵΣg→g′
s0,e Φ̂g′0†∗

0 − ~Ωk · ~∇ŵ
Σg→g′
s0,e

Σg
t,e

Φ̂g′0†∗
0 dV

]

,

=

G∑

g=1

K∑

k=1

agk†S (ϕ̂†∗, ŵ);

(5.60b)

a†F (ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

[ G∑

g′=1

Y 0
0 (
~Ωk)

∑

Ve∈T

νgeΣ
g
f,e

∫

Ve

ŵχg′
e Φ̂

g′0†∗
0 − ~Ωk · ~∇ŵ χg′

e

Σg
t,e

Φ̂g′0†∗
0 dV

]

,

=

G∑

g=1

K∑

k=1

agk†F (ϕ̂†∗, ŵ);

(5.60c)

a†IP (ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

[
∑

∂Vf∈∂V
-
ext

∫

∂Vf

~Ωk · ~nŵϕ̂gk†∗ dS

+
∑

∂Vf∈∂Vint

∫

∂Vf

~Ωk · ~nJŵK{{ϕ̂gk†∗}} dS + θ

∫

∂Vf

~Ωk · ~n{{ŵ}}Jϕ̂gk†∗K dS

+
∑

∂Vf∈∂Vint

µgf

∫

∂Vf

J~Ωkŵ · ~nKJ~Ωkϕ̂gk†∗ · ~nK dS

]

,

=
G∑

g=1

K∑

k=1

agk†IP (ϕ̂gk†∗, ŵ);

(5.60d)

a†ext(ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∑

∂Vf∈Ve∩∂V
+
R

-

∫

∂Vf

|~Ωk · ~n|ŵϕ̂gk′†∗ dS

]

,

=

G∑

g=1

K∑

k=1

agk†ext (ϕ̂
g†∗, ŵ);

(5.60e)

and the discrete adjoint linear functional, b†(·) : V̂h,p(T )→ R is defined as:

b†(ŵ) =
G∑

g=1

K∑

k=1

wk

[
∑

Ve∈T

∫

Ve

ŵ
1

4π
qg†x,e − ~Ωk · ~∇ŵ 1

4πΣg
t,e

qg†x,e dV

]

,

=
G∑

g=1

K∑

k=1

bgk†(ŵ).

(5.61)

For eigenvalue problems, the solution is normalised after each outer iteration such that aF (ϕ,ϕ) = 1;

and the adjoint solution is normalised such that aF (ϕ,ϕ
†) = 1; q.v. Section 3.6.2.2.
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5.4.1 A Discrete Coercivity Analysis

The performance of the SIP-DG discretisation will depend heavily upon the choice of penalty param-

eters; viz. they must be large enough to ensure definiteness and invertibility of the matrix equations,

yet not arbitrarily large; q.v. Section 4.4.3. Suffice it to say, under-penalisation is just as unwelcome as

over-penalisation; one therefore seeks the lower bound of the Goldilocks range of penalty parameters

via a coercivity analysis, based upon the methodology as presented by Shahbazi [348].

Since the discretised system is only weakly coupled in energy and angle, it is sufficient to consider

separately the coercivity of each group-ordinate bilinear form, the left-hand side of Equation 5.55

and Equation 5.56; where agklhs(û, û) is recalled below for some û ∈ V̂h,p(T ), suppressing the spatial

dependence for g = 1, . . . , G and for k = 1, . . . ,K:

agklhs(û, û) = agkL (û, û) + agkIP (û, û), (5.62a)

=
∑

Ve∈T

∫

Ve

1

Σg
t,e

(~Ωk · ~∇û)2 +Σg
t,e(û)

2 dV +
∑

∂Vf∈∂V
+
ext

∫

∂Vf

|~Ωk · ~n|(û)2 dS

−
∑

∂Vf∈∂Vint

(1 + θ)

∫

∂Vf

J~Ωkû · ~nK{{û}} dS +
∑

∂Vf∈∂Vint

µgf

∫

∂Vf

(J~Ωkû · ~nK)2 dS.

(5.62b)

The group-ordinate bilinear form is self-adjoint, agklhs = agk†lhs , for θ = 1; and since the discrete variational

statements for both the primal problem and the dual problem are formulated on the same mesh and

their solutions sought in the same space, ϕ,ϕ† ∈ V̂h,p(T ), the well-posedness of either depends upon

a common coercivity analysis that will yield a single set of energy-dependent penalty parameters.

As per the arbitrariness of the normal vector defined over an interface, the only potentially negative

term and thus, the only one that may not contribute towards the coercivity is that in the second line

of Equation 5.62b. Clearly, the NIP-DG scheme is coercive for any choice of µf > 0; whereas a lower

bound must be imposed on the IIP and the SIP variations. For reasons already discussed, only the

latter is investigated; however, for completeness, the variable θ is retained.

Sufficient penalisation of each face ∂Vf ∈ ∂VIP , ensures coercivity of the bilinear form with respect to

the energy-norm, which is defined for some û ∈ V̂h,p(T ) and for g = 1, . . . , G and for k = 1, . . . ,K:

‖û‖2ǫ̂gk :=
∑

Ve∈T

∫

Ve

1

Σg
t,e

(~Ωk · ~∇û)2 +Σg
t,e(û)

2 dV +
∑

∂Vf∈∂V
+
ext

∫

∂Vf

|~Ωk · ~n|(û)2 dS

+
∑

∂Vf∈∂Vint

µgf

∫

∂Vf

(J~Ωkû · ~nK)2 dS.

(5.63)

A lower bound is established for µf through a coercivity analysis of the bilinear form; q.v. Section

4.4.1 [348]. Following the developments made by Owens et al, the TIC are calculated as generalised

eigenvalue problems, agnostic of the underlying element type; q.v. Section 4.4.2 [334]. However, the

183



trace inequality employed here is that for the Dirichlet trace, Equation 4.56a.

From the definition of jumps, Equation 4.58a, and averages, Equation 4.58b; and letting a = J~Ωkû ·~nK

and b = {{û}} in Young’s inequality, Equation 4.92; and the substitution thereof into Equation 5.62b

bounds the potentially negative term in the second line over all discontinuous faces, ∀∂Vf ∈ ∂Vint;

and collecting like-terms for g = 1, . . . , G and for k = 1, . . . ,K:

agklhs(û, û) ≥ a
gk
L (û, û) +

∑

∂Vf∈∂V
+
ext

∫

∂Vf

|~Ωk · ~n|(û)2 dS

−
∑

∂Vf∈∂Vint

(1 + θ)

2ǫf

∫

∂Vf

({{û}})2 dS

+
∑

∂Vf∈∂Vint

(

µgf −
(1 + θ)ǫf

2

)∫

∂Vf

(J~Ωkû · ~nK)2 dS.

(5.64)

By the definition provided in Equation 4.58b, the term ({{û}})2 is expanded out, to which Equation

4.92 is applied with ǫ = 1; i.e. a2 + b2 +2ab ≤ 2a2 + 2b2. The result is rewritten as a sum of integrals

over patch boundaries, where individual terms are collected onto their respective patches; i.e.:

agklhs(û, û) ≥ a
gk
L (û, û) +

∑

∂Vf∈∂V
+
ext

∫

∂Vf

|~Ωk · ~n|(û)2 dS

−
∑

Ve∈T

(1 + θ)

[
∑

∂Vf∈Ve∩∂Vint

1

4ǫf

∫

∂Vf

(û)2 dS

]

+
∑

∂Vf∈∂Vint

(

µgf −
(1 + θ)ǫf

2

)∫

∂Vf

(J~Ωkû · ~nK)2 dS.

(5.65)

Taking advantage of the equivalence of norms in the chosen function space, there exists a discrete

trace inequality that bounds from above, up to some constant, the integral quantity of the restriction

of a function, as defined over the boundary ∂Ve; i.e. for some function û ∈ V̂h,p(Ve):

‖γ0û‖2L2(∂Ve)
≤ C0

e,f‖û‖2L2(Ve)
; (5.66)

where C0
e,f is the TIC that pertains to the Dirichlet trace in Equation 4.56a, for which those integrals

over patch boundaries in second line of Equation 5.65 are substituted; and one seeks the sharpest

TIC values in order to optimise the penalty parameters. Collecting like-terms and comparing against

Equation 4.79, the following conditions must be satisfied for g = 1, · · · , G and for k = 1, · · · ,K:

1− (1 + θ)

[
∑

∂Vf∈Ve∩∂Vint

C0
e,f

4Σg
t,eǫf

]

> 0, ∀Ve ∈ T g(V ); (5.67a)

µgf −
(1 + θ)ǫf

2
> 0, ∀∂Vf ∈ ∂Vint; (5.67b)

One must choose ǫf > 0, such that Equation 5.67a is satisfied over each element. This is achieved by

separately bounding from below each term in the sum over the Fe-number of faces of a given element;
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and to ensure that Equations 5.67 hold, the maximum penalisation is applied across an interface [350].

Encapsulated below, the group-dependent penalty parameters may be calculated in a pre-processing

step for g = 1, · · · , G:

µgf >
1

8
(1 + θ)2 max

Ve∈
⋂

e′
Ve′∋∂Vf

C0
e,fFe

Σg
t,e

, ∀∂Vf ∈ ∂Vint. (5.68a)

Similar parametric studies to those presented in Section 4.4.3 were performed on the SIP-DG-IGA

discretisation of the one-speed SAAF-SN equations; since qualitatively similar results were obtained,

they are not presented here for brevity; viz. to the detriment of the conditioning of the matrix

equations, there was no significant gain in accuracy for super-penalisation; and the discretisation was

not convergent for any gross under-penalisation.

5.5 The Numerical Results

In the application to the multi-group SAAF-SN equations, this section presents some numerical results

for the AMR-h(p) strategies developed in Section 3.5 and Section 3.6. Unless otherwise stated, all

operations are performed such as to optimise the H1-error. For a couple of verification test cases

and nuclear reactor physics benchmarks, the AMR strategies are compared against global uniform

ones. Any data-plots that make reference to the DoF of the discretised system justly account for all

unknowns that were solved for in the complete system; viz. DoF = G×K×N for G-number of groups

and K-number of ordinates solved over an energy-independent mesh of N -number of control-variables.

Both discretisations developed within this chapter have been implemented in the same new modern-

Fortran code as that presented in Section 4.5; and thus, the same libraries, tolerances and parameters

are employed here [73]. Again, all jobs are submitted to the general purpose Imperial College HPC

cluster computing service (CX1); and at each iteration of the AMR procedure, the reference solution

is bootstrapped from the previous iteration to serve as an initial guess over the current reference mesh.

5.5.1 The Method of Manufactured Solutions

For some manufactured solution, ϕgk, the (semi-)analytical anisotropic manufactured source, qgkx , can

be evaluated for g = 1, . . . , G and for k = 1, . . . ,K:

Qgkqx = (Lgk −QgkSgk)ϕ; (5.69)
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whereQ is the operator that acts group-ordinate-wise as defined in Equation 5.5; and qx is the left-hand

side of the FONT-SN equations; i.e. for g = 1, . . . , G and for k = 1, . . . ,K:

qgkx = ~Ωk · ~∇ϕgk +Σg
tϕ

gk −
G∑

g′=1

Σg′→g
s0 Y 0

0 (~Ω
k)Φg′0

0 . (5.70)

The manufactured solution and source are used to study the convergence rates of the global uniform

refinement strategy on a simple Cartesian grid and a more challenging pin-cell one; taking into account

the implementation of different BC and the numerical quadrature routines. These results are then

used as a reference with which to analyse the NRG-AMR-h(p) strategy, which takes into account

performance of all mesh-to-mesh interpolation procedures and the capacity of the numerical methods

to enforce continuity over irregular meshes that contain hanging-nodes.

5.5.1.1 A Cartesian Grid

The first verification case consists of a simple Cartesian grid defined over V = [0, 1]2, which comprises

of a homogeneous material whose properties are given in Table 4.1. The coarsest mesh is composed

of four equal-volume squares represented by bilinear NURBS patches. Assuming a one-speed energy

approximation and the S4 LS angular quadrature set, the manufactured solution is chosen as a modified

standing wave equation for k = 1, . . . ,K:







ϕnk(~r) = sin (Bn
xx) sin (B

n
y y)[1 +

~Ωk · ~Ωk], ~r ∈ V ;

Bn
x , B

n
y := (2n+1)π, ∀n ≥ 0;

(5.71a)

(5.71b)

with:

Φ0
0(~r) ≈

K∑

k=1

wkY
0
0 (
~Ωk) sin (Bn

xx) sin (B
n
y y)[1 +

~Ωk · ~Ωk], (5.72)

≈ sin (Bn
xx) sin (B

n
y y)

K∑

k=1

wkY
0
0 (~Ω

k)[1 + ~Ωk · ~Ωk]; (5.73)

where ϕnk denotes an odd harmonic mode as characterised by the geometric buckling, Bn
x and Bn

y .

To allow for the maximum attainable convergence rates, the manufactured solution has been chosen

to be smooth, yet it cannot be arbitrarily represented exactly by higher-order NURBS. Moreover, the

homogeneous Dirichlet (vacuum) BC is naturally satisfied; it will also be naturally enforced by the

discretisations on all external boundaries. One emphasises that the manufactured solution is chosen

for the discrete ordinates equations rather than the full NTE; it is thus used to isolate those errors

that result from the spatial discretisation [68].
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Figure 5.1: The convergence plots, ǫH1 v h (left) and ǫH1 v DoF (right), for the verification of the global
uniform refinement strategy for the CBG-IGA and the SIP-DG-IGA discretisations of the 1G SAAF-S4 equations
over a 2D Cartesian grid; the manufactured solution is chosen as per Equation 4.105 for n = 0 (top row), n = 1
(middle row) and n = 2 (bottom row). (Vide the web-based version for reference to colour.)

Global Uniform Refinement For the KI-refinement of linear, quadratic and cubic B-splines, the

H1-errors for each of the CBG-IGA and the SIP-DG-IGA spatial discretisations are presented in

Figure 5.1 for the manufactured solution chosen as the first, third and fifth harmonics of a modified

standing wave equation; q.v. Equation 5.71. Qualitatively similar plots were obtained for the L2-

error; however, for brevity, these have not been presented. Under refinement, both the continuous and

the discontinuous discretisation schemes converge to the analytical solution; and asymptotically, they

attain their theoretical orders of accuracy, as presented in Table 5.1. These results are qualitatively

similar to those obtained for the verification of the discretisation of the NDE and thus, for brevity,

the discussion is not repeated here; q.v. Section 4.5.1.1.
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CBG-IGA SIP-DG-IGA

p
KI-1 KI-h KI-1 KI-h

ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2

(n = 0)
1 1.00 1.99 1.00 1.99 1.00 2.00 1.00 2.00
2 2.00 3.01 2.00 3.00 2.00 3.01 2.00 3.00
3 2.98 3.98 3.00 4.00 2.98 3.99 3.00 4.00

(n = 1)
1 1.03 1.98 1.03 1.99 1.04 1.99 1.04 1.99
2 2.02 3.02 2.00 3.06 2.02 3.02 2.00 3.05
3 3.01 4.03 3.00 4.01 3.01 4.03 3.00 4.01

(n = 2)
1 1.09 1.97 1.09 1.97 1.09 1.98 1.09 1.98
2 2.07 3.04 2.03 3.03 2.07 3.04 2.02 3.03
3 3.06 4.09 3.00 4.03 3.06 4.09 3.00 4.03

Table 5.1: The asymptotic orders of accuracy, Equations 4.103, for the verification of the global uniform
refinement strategy for the CBG-IGA and the SIP-DG-IGA discretisations of the 1G SAAF-S4 equations over
a 2D Cartesian grid; the convergence rates are evaluated as the slope of the last few points from each dataset.

Local Adaptive Refinement The results of the H1-error-driven NRG-AMR-h(p) strategy for each

of the CBG-IGA and the SIP-DG-IGA discretisations are presented in Figure 5.2 for the manufactured

solution chosen as the first, third and fifth harmonics of a modified standing wave equation; q.v.

Equation 5.71. These results are compared against those obtained for the global uniform h-refinement

strategy. Since the findings are qualitatively similar to those obtained for the verification of the

discretisation of the NDE, the discussion is not repeated here for brevity; q.v. Section 4.5.1.1.

5.5.1.2 A Pincell-like Grid

The second verification case consists of a more challenging pin-cell grid defined over V = [0, 1]2, which

comprises of a homogeneous material whose properties are given in Table 4.3. The coarsest mesh is

composed of nine equal-volume non-degenerate bi-quadratic NURBS patches. Assuming a two-group

energy approximation and the S4 LS angular quadrature set, the manufactured solution is chosen for

k = 1, . . . ,K:







ϕgk(~r) = cos (Bg
xx) cos (B

g
yy)[1 + ~Ωk · ~Ωk], ~r ∈ V ;

Bg
x, B

g
y := (2g+1)π, for g = 1, 2;

(5.74a)

(5.74b)

with:

Φgm
l (~r) ≈

K∑

k=1

wkY
m
l (~Ωk) cos (Bgk

x x) cos (Bgk
y y)[1 + ~Ωk · ~Ωk], (5.75)

≈ cos (Bgk
x x) cos (Bgk

y y)
K∑

k=1

wkY
m
l (~Ωk)[1 + ~Ωk · ~Ωk]; (5.76)

where ϕgk denotes an odd harmonic mode as characterised by the geometric buckling, Bg
x and Bg

y .

Again, the manufactured solution has been chosen to be infinitely differentiable. However, now, the
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Figure 5.2: The convergence plots, ǫH1 v DoF, for the verification of the NRG-AMR-h(p) strategy for the
CBG-IGA (left) and the SIP-DG-IGA (right) discretisations of the 1G SAAF-S4 equations over a 2D Cartesian
grid the manufactured solution is chosen as per Equation 5.71 for n = 0 (top row), n = 1 (middle row) and
n = 2 (bottom row). (Vide the web-based version for reference to colour.)

non-homogeneous Dirichlet reflective BC is naturally satisfied; and this is weakly enforced in the

discretisation; q.v. Equation 5.23b.

Global Uniform Refinement For the KI-refinement of quadratic, cubic and quartic NURBS, the

H1-errors for each of the CBG-IGA and the SIP-DG-IGA spatial discretisations are presented in

Figure 5.3 for the multi-group components of the manufactured solution chosen as the third and fifth

harmonics of a modified standing wave equation; q.v. Equation 5.74. Qualitatively similar plots were

obtained for the L2-error; however, for brevity, these have not been presented. Under refinement,

both the continuous and the discontinuous discretisation schemes converge to the analytical solution;

and asymptotically, they attain their theoretical orders of accuracy for KI-h-refinement, as presented

in Table 5.2. Again, however, for KI-1-refinement, one remarks a degree of super-convergence, which

may be explained by the higher-order continuity in the basis; q.v. Section 4.5.1.2.
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Figure 5.3: The convergence plots, ǫH1 v h (left) and ǫH1 v DoF (right), for the verification of the global
uniform refinement strategy for the CBG-IGA and the SIP-DG-IGA 2G SAAF-S4 equations over a 2D pin-cell
grid; the manufactured solutions are chosen as per Equation 5.74 for g = 1, 2. (Vide the web-based version for
reference to colour.)

CBG-IGA SIP-DG-IGA

p
KI-1 KI-h KI-1 KI-h

ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2 ǫH1 ǫL2

2 2.24 3.54 2.04 3.03 2.24 3.54 2.03 3.01
3 3.30 4.43 3.06 4.01 3.31 4.43 3.02 4.00
4 4.46 5.41 4.04 5.07 4.48 5.36 4.04 5.04

Table 5.2: The asymptotic orders of accuracy, Equations 4.103, for the verification of the global uniform
refinement strategy for the CBG-IGA and the SIP-DG-IGA discretisations of the 2G SAAF-S4 equations over
a 2D pin-cell grid; the convergence rates are evaluated as the slope of the last few points from each dataset.
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Figure 5.4: The convergence plots, ǫH1 v DoF, for the verification of the NRG-AMR-h(p) strategy for both the
CBG-IGA (left) and the SIP-DG-IGA (right) 2G SAAF-S4 equations over a 2D pin-cell grid; the manufactured
solutions are chosen as per Equation 5.74 for g = 1, 2. (Vide the web-based version for reference to colour.)

Local Adaptive Refinement The results of the NRG-AMR-h(p) strategy for chasing the global

H1-error in each of the CBG-IGA and the SIP-DG-IGA discretisations are presented in Figure 5.4

for the multi-group components of the manufactured solution chosen as the third and fifth harmonics

of the standing wave equation; q.v. Equation 5.74. The effectivity, θH1 , of the interpolation-based

error measures, as per Equation 3.24, is measured and displayed in Figure 5.5. The capacity for

energy-dependent meshes is also tested. These results are qualitatively similar to those obtained for

the verification of the discretisation of the NDE and thus, for brevity, the discussion is not repeated

here; q.v. Section 4.5.1.2. Nevertheless, one emphasises that any savings made in the refinement
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Figure 5.5: The plots of the effectivity index, θH1 v DoF, for the verification of the NRG-AMR-h(p) strategy
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Figure 5.6: The geometry for Reed’s 1D 1G problem, which has been adapted from the original problem and
presented in 2D. The constituent materials are denoted by the numbers in parentheses; viz. fuel (1), can (2),
void (3) and moderator with a source (4) and without (5). (Vide the web-based version for reference to colour.)

of a given mesh for a given energy group actually correspond to K-number of savings, since each

group-ordinate-wise system of equations is resolved over that same mesh.

5.5.2 Reed’s 1D Problem

Material g Σg
t (cm-1) Σg→1

s0 (cm-1) qgx (cm-3.s-1)

(1) Fuel 1 5.000E+01 0.000E+00 5.000E+01
(2) Can 1 5.000E+00 0.000E+00 0.000E+00
(3) Void 1 0.000E+00 0.000E+00 0.000E+00
(4) Moderator 1 1.000E+00 9.000E−01 1.000E+00
(5) Moderator 1 1.000E+00 9.000E−01 0.000E+00

Table 5.3: The nuclear data for Reed’s 1D 1G problem [234].

Reed’s 1D problem for the one-speed NTE-S8 is posed over a heterogeneous slab that presents four

regions of physically distinct materials, including a fuel, a can, a void and a moderator; v. Figure 5.6.

The corresponding macroscopic nuclear cross-section data are given in Table 4.5 [234]. The strengths

of two different extraneous sources of neutrons are assigned between 1.00 cm < x < 1.00 cm and

5.00 cm < x < 6.00 cm. One prescribes reflective and vacuum BC at x = 0.00 cm and x = 8.0 cm,
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Figure 5.7: The numerical solutions (top) to the SIP-DG-IGA 1G SAAF-S8 equations and the corresponding

discretisation errors (bottom), φ− φ̂, for different levels of global uniform h-refinement for Reed’s 1D problem;
the unresolved boundary layer, x = 2.0 cm, the void region, 3.0 < x < 5.0 cm, and the peak, x ≈ 6.0 cm, are
magnified. (Vide the web-based version for reference to colour.)

respectively; and since this problem has been adapted into 2D, reflective BC are also prescribed at

y = 0.00 cm and y = 1.00 cm. The coarsest Cartesian mesh is constructed from eight bilinear NURBS

patches. As was determined by Warsa with the help of MAPLE, a symbolic algebra program, there

does exist an analytical solution to the mono-group component of scalar neutron flux for Reed’s 1D

problem; v. Figure 5.7 [184].

Whilst the general focus of the current research is that of developing AMR-h(p) schemes, this problem

was selected to investigate further the convergence properties of the SIP-DG-IGA SAAF-SN equations;

more specifically, to determine the advantages, if any, for allowing discontinuities in the solution over

a highly heterogeneous configuration. As such, only global uniform h-refinement is performed with

additional knots inserted solely in the ξ/x-direction.
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Figure 5.8: The convergence plots, ǫL2
v h (left) and ǫL2

v DoF (right), for the global uniform refinement
strategy for the CBG-IGA and the SIP-DG-IGA 1G SAAF-S8 equations for Reed’s 1D problem; over the entire
domain (top), 0 ≤ x ≤ 8 cm, and over the can-and-void region (bottom), 2 ≤ x ≤ 5 cm. (Vide the web-based
version for reference to colour.)

To model the void region, one employs a low-density macroscopic cross-section of total collision,

Σt,3 ≈ τ = 1.00E−06 cm-1; and to retain the SPD properties of the discrete linear systems, no

other attempt is made to incorporate any sophisticated void treatment [120,125]. One recalls that the

penalty parameters for the SIP-DG-IGA discretisation vary as µf ∝ 1/Σt; q.v. Section 5.4. Therefore,

to avoid any over-penalisation of coarser meshes over the void region, one introduces the following

modification 1/Σ∗t = min {1/τ, 1/h}, such that 1/Σ∗t →∞ as τ , h→ 0.

For various degrees of h-refinement, the scalar neutron flux profiles for the SIP-DG-IGA SAAF-S8

equations are presented in Figure 5.7 along with their respective discretisation error distributions.

The corresponding convergence plots are presented in Figure 5.8, including for KI-1-refinement; and

these are compared against similar CBG-IGA discretisations. Clearly, it is advantageous to allow for

discontinuities in the solution about the material interfaces; and especially so for the KI-1-refinement

strategy for coarser meshes over the void region where the SIP-DG-IGA discretisation becomes com-

petitive on a per DoF basis.

Since the analytical solution presents discontinuous first-order derivatives, one does not expect to

attain full rates of convergence. In fact, the errors attributed to the unresolved boundary layer at

x = 2.0 cm are vanishing under refinement. However, modelling the void region with low-density

cross-sections and no scatter implies that there must be some absorption of neutrons; and thus, owing
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Figure 5.9: The geometry for Ackroyd’s 2D 1G small reactor problem [105]. The constituent materials are
denoted by the numbers in parentheses; viz. fuel (1), moderator (2) and control-rod (3). (Vide the web-based
version for reference to colour.)

to a lack of neutrons travelling in the positive x-direction, the result is an underestimation of the peak

at x ≈ 6.0 cm; where one notes that the corresponding discretisation error appears to be constant

under refinement. As such, the numerical solutions do not converge to the analytical one.

5.5.3 Ackroyd’s 2D Small Reactor Problem

Material g Σg
t (cm-1) Σg→1

s0 (cm-1) qgx (cm-3.s-1)

(1) Fuel 1 1.51461E−01 8.93030E−02 1.48083E−02
(2) Moderator 1 1.48934E−01 9.93430E−02 0.00000E+00
(3) Control-Rod 1 1.50000E+00 0.00000E+00 0.00000E+00

Table 5.4: The nuclear data for Ackroyd’s 2D 1G small reactor problem [105].

Embedded in a moderator and enclosed by a bare surface, Ackroyd’s 2D small reactor problem consists

of four fuel clusters with three control-rods inserted; as represented by Materials 2, 1 and 3, respec-

tively; v. Figure 5.9 [105]. The corresponding macroscopic nuclear cross-section data are provided

in Table 5.4. Modelling for only a single thermal energy group, one assumes a uniformly dispersed

and isotropic slowing-down source across the fuelled regions. As per the one-quarter symmetry in the

problem, reflective BC are prescribed at x = y = 0.00 cm. The coarsest Cartesian mesh is constructed

from 225 bilinear NURBS patches. PN-1 reference solutions were obtained with the combined GEM-

EVENT codes, an independent FEM mesh generator and multi-group even-parity neutron transport

solver, respectively, over a mesh of 104,000 bi-quadratic elements [216]. The spatial distribution of

the mono-group component of both the scalar neutron flux and the scalar neutron importance for the

S2, S4 and S8 approximations with GC angular quadrature sets are presented in Figure 5.10, for the

QoI chosen as the absorption in Material 1 in the top right-hand corner of Figure 5.9.

The AMR strategies presented in Section 3.6 were devised to minimise iteratively those errors due to
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Figure 5.10: The spatial distribution of the mono-group component of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 1G SAAF-SN equations for Ackroyd’s 2D small reactor problem; for
S2 (top), S4 (middle) and S8 (bottom) GC angular quadrature sets; the QoI is the absorption in Material 1 in
the top right-hand corner; v. Figure 5.9. (Vide the web-based version for reference to colour.)

the spatial discretisation. However, these can be strongly coupled to the angular discretisation; and

especially so for dominating ray effects [231]. The meshes generated after the 9th AMR iteration for

each of the CBG-IGA AMR strategies for an increasingly large order of the GC angular quadrature

set, N = {2, 4, 8}, are presented in Figure 5.11 and Figure 5.12.

Whilst much less apparent for the SAAF-S8 equations, the ray effects are clearly visible in the refine-

ment of the mesh for low orders of N ; unsurprisingly, this suggests that accurate solutions demand

good resolution along these rays. Therefore, the refinement focusses along the angular directions as

chosen as the discrete ordinates from the angular quadrature set.
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(a) T (9) for S2: 89, 461 DoF (b) T (9) for S2: 106, 681 DoF

(c) T (9) for S4: 106, 817 DoF (d) T (9) for S4: 115, 533 DoF

(e) T (9) for S8: 92, 337 DoF (f) T (9) for S8: 102, 097 DoF

Figure 5.11: The energy-independent meshes generated at the 9th AMR iteration for the NRG-AMR-h (left)
and the DWR-AMR-h (right) strategies for the CBG-IGA 1G SAAF-S2 (top), SAAF-S4 (middle) and SAAF-S8
equations for Ackroyd’s 2D small reactor problem; the QoI is the absorption in Material 1 in the top right-hand
corner; v. Figure 5.9. (Vide the web-based version for reference to colour.)

For the QoI, the NRG-AMR-h strategy tends to be the least performant, since the refinement concen-

trates about the sharp gradients in the solution about the control-rods. The DWR-AMR-h strategy

is slightly more competitive with the uniform h-refinement one, since the refinement also focusses

about the fuelled region of interest. The AMR-hp strategies deliver the best accuracy per DoF; and

specifically, the DWR-AMR-hp is the most performant; v. Figure 5.13. However, the individual group-

ordinate-wise banded matrices do become increasingly ill conditioned for increasingly large polynomial

degrees of the NURBS basis; and with each AMR iteration, increasingly more computational effort is

required to converge the within-group equations since the algebraic multi-grid preconditioner appears

to become increasingly less effective.
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(a) T (9) for S2: 48, 424 DoF (b) T (9) for S2: 23, 577 DoF

(c) T (9) for S4: 34, 917 DoF (d) T (9) for S4: 23, 201 DoF

(e) T (9) for S8: 34, 563 DoF (f) T (9) for S8: 33, 893 DoF

Figure 5.12: The energy-independent meshes generated at the 9th AMR iteration for the NRG-AMR-hp (left)
and the DWR-AMR-hp (right) strategies for the CBG-IGA 1G SAAF-S2 (top), SAAF-S4 (middle) and SAAF-S8
equations for Ackroyd’s 2D small reactor problem; the QoI is the absorption in Material 1 in the top right-hand
corner; v. Figure 5.9. (Vide the web-based version for reference to colour.)

Both the CBG-IGA and the SIP-DG-IGA discretisations do generate qualitatively similar meshes for

similar DoF; yet, the errors introduced by the constraint equations in the former appear to be more

significant than those introduced in the latter. Moreover, one recalls that DG discretisations generally

offer more flexibility in terms of local mesh refinement.
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Figure 5.13: The convergence plots, ǫQoI v DoF, for the global uniform refinement (black) and the NRG-AMR
(red) and the DWR-AMR (blue) strategies for the CBG-IGA (left) and the SIP-DG-IGA (right) 1G SAAF-
S2 (top), SAAF-S4 (middle) and SAAF-S8 equations for Ackroyd’s 2D small reactor problem; the QoI is the
absorption in Material 1 in the top right-hand corner; v. Figure 5.9. (Vide the web-based version for reference
to colour.)

5.5.4 Hong and Cho’s 2D BWR Problem

Hong and Cho’s problem is a four-by-four BWR lattice with two adjacent burnable Gadolinium poison

pins [360]. This problem presents four physically distinct regions, including 14 homogenised regular

fuel pins (3wt.% UO2) and two poisoned ones (3wt.% Gd2O3), each pin encased in a cladding of Zr-2

and moderated by water, as represented by Materials 1, 2, 3 and 4, respectively; v. Figure 5.14.

For the two-group condensation of the 172-group WLUP nuclear data library at the delimitation of 4

eV, this problem was first modelled by DRAGON, a neutronics lattice code [361]. These few-group

macroscopic cross-section data are reproduced in Table 5.5 [362]. To model an infinite lattice, reflective

BC are specified at every external physical boundary. The coarsest mesh is constructed from 208 bi-
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3.20 ����

1
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3

Figure 5.14: The geometry for Hong and Cho’s 2D 2G BWR problem with burnable Gadolinium poison
pins [360]. The constituent materials are denoted by the numbers in parentheses; viz. Uranium oxide (1),
Uranium & Gadolinium Oxides (2), cladding (3) and moderator (4). (Vide the web-based version for reference
to colour.)

Material g Σg
t (cm-1) Σg→1

s0 (cm-1) Σg→2
s0 (cm-1) Σg

f (cm-1) νgΣg
f (cm-1)

(1) UO2
1 3.62022E−01 3.33748E−01 6.64881E−04 7.22964E−03 1.86278E−02
2 5.72155E−01 0.00000E+00 3.80898E−01 1.41126E−01 3.44137E−01

(2) UO2 & 1 3.71785E−01 3.38096E−01 6.92807E−04 6.97904E−03 1.79336E−02
Gd2O2 2 1.75000E+00 0.00000E+00 3.83204E−01 6.47524E−02 1.57929E−01

(3) Cladding
1 2.74144E−01 2.72377E−01 1.90838E−04 0.00000E+00 0.00000E+00
2 2.80890E−01 0.00000E+00 2.77230E−01 0.00000E+00 0.00000E+00

(4) Moderator
1 6.40711E−01 6.07382E−01 3.31316E−02 0.00000E+00 0.00000E+00
2 1.69131E+00 0.00000E+00 1.68428E+00 0.00000E+00 0.00000E+00

Table 5.5: The nuclear data for Hong and Cho’s 2D 2G BWR problem with burnable gadolinium poison
pins [360]. The fission spectrum is χ = [1.00, 0.00]T .

quadratic NURBS patches. A reference solution is obtained from the DRAGON code, as provided by

Yang and Satvat; viz. keff = 0.986561 [362]. The spatial distribution of the multi-group components

of both the scalar neutron flux and the scalar neutron importance for the SAAF-S6 equations with

the LS angular quadrature set are presented in Figure 5.15, for the QoI chosen as the keff.

The meshes generated after the 9th AMR iteration for the SIP-DG-IGA AMR-h and AMR-hp strategies

are presented in Figure 5.16 and Figure 5.17, respectively. For the use of energy-independent meshes,

the AMR-h(p) appear to be competitive with each other, respectively; although, generally, the NRG-

AMR strategies demand significantly more DoF than the DWR-AMR ones; viz. at each AMR iteration

the meshes generated by the former are described by one-and-a-half to two times as many DoF as those

by the latter. However, these additional DoF do not appear to be allocated in a manner that more

accurately approximates the QoI; despite the fact that the keff is a global quantity. This is obvious for

the use of energy-dependent meshes, where the NRG-AMR strategies generate unnecessarily refined

meshes for the relatively smooth profile of φ1. Conversely, the more pronounced variations in the

spatial distribution of φ2† in Figure 5.15 suggest that it would be more important to resolve those
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4.30E-012.80E-011.30E-01 6.90E+004.55E+002.20E+00

Figure 5.15: The spatial distribution of the multi-group components of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 2G SAAF-S6 equations for Hong and Cho’s 2D BWR problem with
burnable Gadolinium poison pins; the QoI is the keff. (Vide the web-based version for reference to colour.)

sharp gradients about the poison pins in T 2; this is reflected in those meshes generated by the DWR-

AMR strategies, where relatively few resources are allocated to T 1. Accordingly, the DWR-AMR-h

strategy is able to achieve at least an order-of-magnitude more accuracy than a similar NRG-AMR-h

strategy and the uniform h-refinement strategy for the same DoF.

Again, from the convergence plots in Figure 5.18, the DWR-AMR strategies consistently reduce the

error in the QoI at each subsequent AMR iteration; and unsurprisingly, the best rates of convergence

were obtained for the DWR-AMR-hp strategies with energy-dependent meshes.

5.6 A Discussion

This chapter saw the application of automised NRG-AMR-h(p) and DWR-AMR-h(p) strategies to

separate CBG-IGA and SIP-DG-IGA spatial discretisations of the multi-group SAAF-SN equations.

These discretisation methods are similar to those presented in Chapter 4. Although not investigated in

great depth, it was observed that one could gain in accuracy per DoF by allowing for a discontinuous

solution field over configurations that present voids and a high-degree of heterogeneity; and especially

so in the coarse-mesh limit.
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(a) T (9): 498, 240 DoF (×2) (b) T (9): 357, 248 DoF (×2)

(c) T 1(9): 423, 232 DoF (d) T 1(9): 25, 600 DoF

(e) T 2(9): 262, 400 DoF (f) T 2(9): 421, 632 DoF

Figure 5.16: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-h (left) and the DWR-AMR-h (right) strategies for the
SIP-DG-IGA 2G SAAF-S6 equations for Hong and Cho’s 2D BWR problem with burnable Gadolinium poison
pins; the QoI is the keff. (Vide the web-based version for reference to colour.)

Again, allowing for the imposition of a certain degree of regularity to avoid any multiply constraints,

the AMR-h(p) algorithms for both of the CBG-IGA and the SIP-DG-IGA discretisations did generate

qualitatively similar meshes for similar DoF. In each case, mesh refinement tended to be dominated

by the ray effects for low-order angular quadrature sets. One expects this behaviour, since any under-

resolution of these features would only serve to mask the true behaviour of the solution to the SN

equations; cf. Figure 2.2. Importantly, the spatial discretisation schemes developed in this chapter

would be applicable to any effective ray-effect mitigation techniques that maintain the same underlying

structure of the SN method.
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Polynomial Degree

93 5 7

(a) T (9): 76, 472 DoF (×2) (b) T (9): 47, 304 DoF (×2)

(c) T 1(9): 74, 064 DoF (d) T 1(9): 19, 264 DoF

(e) T 2(9): 48, 696 DoF (f) T 2(9): 42, 672 DoF

Figure 5.17: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-hp (left) and the DWR-AMR-hp (right) strategies for
the SIP-DG-IGA 2G SAAF-S6 equations for Hong and Cho’s 2D BWR problem with burnable Gadolinium
poison pins; the QoI is the keff. (Vide the web-based version for reference to colour.)

For localised QoI, the DWR-AMR strategies consistently and reliably reduced the error in the QoI at

each subsequent AMR iteration; whereas the NRG-AMR algorithms would do so only sporadically.

Even for global quantities, such as the keff, the latter tended to become less performant than the

global uniform strategy for h-refinement; and especially so for the use of energy-dependent meshes,

since certain multi-group components were left under-resolved.

Whilst the (h)p-refinement strategies did exhibit exponential rates of convergence, it was observed,
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Figure 5.18: The convergence plots, ǫQoI v DoF, for the uniform refinement (black), the NRG-AMR (red) and
the DWR-AMR (blue) strategies for the CBG-IGA (left) and the SIP-DG-IGA (right) 2G SAAF-S6 equations
for Hong and Cho’s 2D BWR problem with burnable Gadolinium poison pins; the QoI is the keff. (Vide the
web-based version for reference to colour.)

even for the local refinement of Cartesian grids, that the resulting banded matrices became increasingly

ill conditioned for increasingly large polynomial degrees of the NURBS basis; and although it was not

presented, this did demand increasingly more computational time and effort to invert the group-

ordinate-wise banded matrices with PETSc’s parallel implementation of the CG method for sparse

matrices; and especially so, since it would appear that the algebraic multi-grid preconditioner became

increasingly less effective.
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Chapter 6

Hyperbolic Systems

This chapter presents the application of automised NRG-AMR-h(p) and DWR-AMR-h(p) strategies

to a sweep-based DG-IGA spatial discretisation of the multi-group FONT-SN equations.

6.1 An Introduction

Galerkin-based discretisations of second-order forms of the neutron transport equation generally yield

SPD systems that can benefit from efficient smoothers; q.v. Chapter 5. Additionally, it should be

straightforward to devise consistent diffusion acceleration schemes since both the high and low-order

approximations can be subject to the same spatial discretisation [40]. Even so, memory requirements

may become prohibitive for large problems in multiple dimensions; viz. banded matrices must be

stored group-ordinate-wise. Furthermore, problems of causality may be encountered and it is difficult

to model for the streaming of neutrons through voids, where the discretised equations are undefined;

q.v. Section 2.3 [111]. One may therefore opt to treat the FONT equation.

Unfortunately, CBG discretisations of the FONT-SN equations are unstable for heterogeneous prob-

lems due to a lack of local conservation [207,242]; q.v. Section 6.3. Allowing for geometric flexibility,

local resolution and the propagation of information in specific directions, such wave-dominated prob-

lems are more amenable to upwinding schemes for DG discretisations [238]. The coupling between

elements is achieved solely through integrals over the interfaces and weakly enforcing continuity in such

a manner is equivalent to treating the jump conditions as natural interface conditions [194,207,236].

Thus, alternatively, this could be presented as a least-squares penalisation for a particular choice of

penalty parameters [363]. However, such a discretisation becomes unstable for arbitrarily large penalty

parameters [347]. Whilst no restriction is placed upon the smoothness between elements, locality does

come at the cost of significantly more DoF than that of a similar CBG discretisation.
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Choosing the numerical fluxes as per an upwinding scheme allows for the spatial dependence to be

resolved locally, element by element. In a given direction of neutron travel, the locally-formulated

problem depends only upon those values upwind; and any dependencies between elements can be

expressed as a digraph, which is clearly ordinate-dependent; q.v. Section 6.4.1. If acyclic, the elements

can be ordered such that globally connected model is strictly block lower-triangular, with each block

corresponding to the unknowns of a single element, which can be inverted successively, obviating

the assembly of any large banded matrices [345]. For this reason, marching schemes for DG-FEM

discretisations have been applied primarily to meshes of straight-sided simplices; q.v. Section 2.7.3.1

[69, 236, 240, 364]. Although the locally formulated matrix equations are generally non-SPD and

preclude the use of PCG methods, they are usually small enough to be solved by direct methods.

Otherwise, should the graph contain cycles, the discretised equations could not be solved exactly in

one full transport sweep; q.v. Section 2.8.1. In the general case of unstructured meshes for re-entrant

geometries, the normal vector over a non-planar face is not constant and the neutrons travelling in

a given direction can be perceived as both incoming and outgoing, resulting in a mutual dependency

between those elements that share that face; e.g. the curved element faces in a NURBS description

of a pin-cell present such dependencies; v. Figure 6.2. Cycles can be resolved by defining an overall

direction of neutron travel based upon the value of a face-averaged normal vector [236]. However,

this would not be appropriate within an IGA framework, as it detracts from the goal of performing

the analysis over an exact representation of the underlying geometry. The first application of an

upwinding scheme to a DG-IGA discretisation of hyperbolic systems was investigated by Owens et al,

who demonstrated degraded performance for the use of face-averaged normals [247]. Thus, one must

ensure that the numerical integration over the separate inflow and outflow portions of an element

face are performed with sufficient accuracy such as not to affect the convergence of the numerical

method [278]. Howbeit, strongly coupled components (SCC) can still be induced in the digraph of a

mesh that does not contain re-entrant elements; e.g. most general 2D quadrilateral meshes and 3D

hexahedral and tetrahedral meshes. Should it not be possible to form a definite block lower-triangular

ordering of the unknowns, the cycles must be broken somehow and the transport sweep performed

using the best available information for the upwinded fluxes; viz. any unresolved dependencies are

simply lagged within the inner-iteration procedure [236,365].

The rest of the chapter is organised as follows: First, the governing equations are presented, the

multi-group FONT-SN equations, along with their physical adjoint equations and appropriate BC.

This is followed by an upwinding scheme for a DG-IGA discretisation, for which any cycles must be

broken and a sweeping order established before solving the system in a matrix-free fashion. Finally,

the discretisation is verified and the convergence properties analysed by the MMS; and numerical

results are presented for a couple of nuclear benchmarks.

206



6.2 The First-Order Form of the Multi-Group Neutron Transport

Equations

6.2.1 The Direct (Primal) Equations

The direct (primal) FONT-SNPL equations are posed on a multi-dimensional open, connected and

bounded domain, V ⊂ R
d for d = 2, 3. The strong form of the problem is cast as solving ϕgk : V → R

for g = 1, . . . , G and for k = 1, . . . ,K:







~Ωk · ~∇ϕgk(~r) + Σg
t (~r)ϕ

gk(~r) = qgk(~r), ~r ∈ V ;

ϕgk(~r) = 0, ~r ∈ ∂V -
V ;

ϕgk(~r) = ϕgk′(~r), ~r ∈ ∂V -
R.

(6.1a)

(6.1b)

(6.1c)

The normal vector, ~n, can be defined everywhere over ∂Vext, over different portions of which, ∂V
-
ext, the

angular neutron flux, ϕgk, may be incoming for a given ~Ωk; where ∂V ±ext := {∂Vf : ~Ωk · ~n ≷ 0,∀∂Vf ∈
∂Vext}. Only Dirichlet-type incoming BC have been considered in the above, ∂Vext := ∂VV ∪ ∂VR,
where ∂VV and ∂VR denote the incoming portions of the boundary where vacuum and reflective BC

are prescribed, respectively; i.e. ∂V -
V := ∂VV ∩ ∂V -

ext and ∂V -
R := ∂VR ∩ ∂V -

ext. One considers only

those reflective boundaries that form a perpendicular plane with any of the axes in a rectangular

Cartesian coordinate system, such that the specular reflection, ~Ωk′, of each discrete ordinate, ~Ωk, is

also a member of the LS or GC angular quadrature sets; where for ϕgk′ = ϕg(~Ωk′), |~Ωk′ · ~n| = |~Ωk · ~n|
and wk′ = wk.

The defining equations can be recast in block-like group-ordinate operator notation:

Lϕ = q, (6.2a)

= Sϕ+ Fϕ+
1

4π
qx; (6.2b)

with the angular neutron flux, ϕ = [ϕ1, . . . , ϕG]T , where ϕg = [ϕg1, . . . , ϕgK ]T for g = 1, . . . , G; the

strength of any extraneous isotropic fixed sources, qx = [q1x, . . . , q
G
x ]

T ; the diagonal-loss operator, L,

comprised of within-group losses due to streaming and total collision in each discrete ordinate, Lgk,

Equation 6.3a; the scatter operator, S, comprised of potentially anisotropic group-to-group scatter

terms in each discrete ordinate, Sgk, Equation 6.3b; and the fission operator, F , comprised of isotropic
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group-to-group fission terms in each discrete ordinate, F gk, Equation 6.3c.

Lgkϕ := ~Ωk · ~∇ϕgk +Σg
tϕ

gk; (6.3a)

Sgkϕ :=
G∑

g′=1

L∑

l=0

l∑

m=-l

Σg′→g
sl Y m

l Φg′m
l ; (6.3b)

F gkϕ := χg
G∑

g′

νg′Σg′
f Y

0
0 Φ

g′0
0 . (6.3c)

For completeness, a PL expansion of the scattering kernel has been included; however, within the scope

of this project, one is content in the limit of L = 0; likewise, only isotropic fission and extraneous fixed

sources are considered. The multi-group components of the spherical harmonic flux moments, Φgm
l ,

are evaluated as per Equation 2.44, which is recalled here for 1, . . . , G:

Φgm
l (~r) ≈

K∑

k=1

wkY
m
l (~Ωk)ϕgk(~r). (6.4)

Defining the operator, A, such that:

Aϕ = (L− S)ϕ, (6.5)

one can distinguish fixed-source problems:

(A− F )ϕ =
1

4π
qx, (6.6)

from eigenvalue ones:

Aϕ =
1

keff
Fϕ. (6.7)

6.2.2 The Adjoint (Dual) Equations

Goal-based (DWR-)AMR relies upon duality arguments; therefore, one introduces the adjoint (dual)

problem; q.v. Section 2.2.3. Mathematically, the dual problem should be adjoint-consistent with

the primal one; q.v. Equation 2.12. By linearity of the inner-product, adjoint-consistency can be

satisfied in each of the operators defined in Equations 6.3; q.v. Equation 5.10 [75]. In general, the

different possible permutations of the order of discretisation and the adjoint operation do not commute;

however, in first establishing the multi-group formalism, it is arbitrary the order in which the discrete

ordinates approximation, the spatial discretisation or the adjoint operation are performed, since these

three do commute; qq.v Section 2.4.1 and Section 2.5.2 [70,125].

The dual problem is posed on the same domain, V ∈ R
d, as the primal one; its strong form cast in
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group-ordinate operator notation as solving ϕgk† : V → R for g = G, . . . , 1 and for k = 1, . . . ,K:

L†ϕ† = q†, (6.8a)

= S†ϕ† + F †ϕ† +
1

4π
q†x; (6.8b)

with the angular neutron importance, ϕ† = [ϕ1†, . . . , ϕG†]T , where ϕg† = [ϕg1†, . . . , ϕgK†]T for g =

1, . . . , G; the strength of the adjoint source, q†x = [q1†x , . . . , q
G†
x ]T ; and the loss, scatter and fission

adjoint operators, L†, S† and F †, respectively:

Lgk†ϕ† := -~Ωk · ~∇ϕgk† +Σg
tϕ

gk†; (6.9a)

Sgk†ϕ† :=

G∑

g′=1

L∑

l=0

l∑

m=-l

Σg→g′
sl Y m

l Φg′m†
l ; (6.9b)

F gk†ϕ† := νgΣg
f

G∑

g′

χg′Y 0
0 Φ

g′0†
0 ; (6.9c)

with the multi-group components of the adjoint flux moments, Φgm†
l , for 1, . . . , G:

Φgm†
l (~r) =

K∑

k=1

wkY
m
l (~Ωk)ϕgk†(~r). (6.10)

The scatter and the fission operators are not self-adjoint; and essentially their adjoint operators are

obtained by transposition and the interchanging of arguments of the energy-integral kernels. Fur-

thermore, the flow of neutron importance is understood in a reversed sense and thus, one changes

the sign of all odd-parity differential operators [125]. The loss operator is formally self-adjoint,

(Lϕ,ϕ†) = (ϕ,Lϕ†); however, the streaming term necessitates an appropriate prescription of ad-

joint BC. Equation 6.8 is multiplied by the angular neutron flux and subtracted from Equation 6.2,

which is first multiplied by the angular neutron importance; and by linearity of the inner-product:

(Lϕ,ϕ†)− (ϕ,L†ϕ†) = (q, ϕ†)− (ϕ, q†). (6.11)

Suppressing the spatial dependence, the inner-product formed with the loss operator is written explic-

itly in the first line of Equation 6.12, to which the divergence theorem is applied to give the second

line, on which the integrals over the volume are collected:

(Lϕ,ϕ†) =
G∑

g=1

K∑

k=1

wk

[ ∫

V
ϕgk†(~r)~Ωk · ~∇ϕgk(~r) dV +

∫

V
ϕgk†(~r)Σg

t (~r)ϕ
gk(~r) dV

]

, (6.12a)

=

G∑

g=1

K∑

k=1

wk

[ ∫

∂V
ϕgk†~Ωk · ~nϕgk dS

]

+ (ϕ,L†ϕ†). (6.12b)
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For a set of BC for the primal problem, there is a set for the dual one:

G∑

g=1

K∑

k=1

wk

[ ∫

∂V +

|~Ωk · ~n|ϕgk†ϕgk dS −
∫

∂V -

|~Ωk · ~n|ϕgk†ϕgk dS
]

= 0; (6.13)

where the integral over ∂Vext has been re-expressed as that over outflow and inflow boundaries,

∂Vext = ∂V +
ext ∪ ∂V -

ext, such that for k = 1, . . . ,K:

∫

∂Vext

~Ωkf(~r) · ~n(~r) dS =

∫

∂V +
ext

|~Ωk · ~n(~r)|f(~r) dS −
∫

∂V -
ext

|~Ωk · ~n(~r)|f(~r) dS. (6.14)

The BC for the primal problem are retained from Equations 6.1 and repeated:







ϕgk(~r) = 0, ~r ∈ ∂V -
V ;

ϕgk(~r) = ϕgk′(~r), ~r ∈ ∂V -
R.

(6.15a)

(6.15b)

The corresponding set of outgoing adjoint BC are prescribed on the same boundaries as those incoming

direct ones, respectively:







ϕgk†(~r) = 0, ~r ∈ ∂V +
V ;

ϕgk†(~r) = ϕgk′†(~r), ~r ∈ ∂V +
R .

(6.16a)

(6.16b)

The adjoint BC are consistent by substitution into Equation 6.13; and recalling for reflective BC that

|~Ωk′ · ~n| = |~Ωk · ~n| and wk′ = wk; and by a change of dummy variables; q.v. Equation 5.25.

In a similar manner to Equation 6.5 for the primal problem, the operator A† is defined such that:

A†ϕ† = (L† − S†)ϕ†; (6.17)

and again, one distinguishes fixed-source problems:

(A† − F †)ϕ† = 1

4π
q†x, (6.18)

from eigenvalue ones:

A†ϕ† =
1

keff
F †ϕ†. (6.19)

Under the assumption that the property of (semi-discrete) adjoint-consistency holds, the dual problem

possesses the same eigenspectrum as the primal one; and hence, k†eff = keff; q.v. Equation 4.18.

6.3 A Continuous Bubnov-Galerkin Isogeometric Discretisation

A CBG-IGA discretisation of the multi-group FONT-SN equations is not suitable for problems that

present strong material heterogeneity; for brevity, this is demonstrated informally for the specific
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Figure 6.1: An example of the spurious oscillations exhibited by the CBG-IGA 1G FONT-S8 equations for
the example of Reed’s 1D problem; modelled by 288 bi-linear NURBS patches, or 350 DoF per ordinate; and
solved by direct methods; q.v. Section 5.5.2 [234]. (Vide the web-based version for reference to colour.)

example of Reed’s 1D 1G problem; q.v. Section 5.5.2 [234].

One makes use of the same s-order Sobolev space, Hs(V ) introduced in Section 4.3 and the weak

problem is formulated by multiplying Equation 6.2 by test functions, w ∈ V(V ); expanding ϕ in a

basis of trial functions, u ∈ V(V ); integrating over V , which is followed by an application of the

divergence theorem to the streaming term, such that V(V ) ⊆ H1(V ). The vacuum BC are naturally

satisfied; whilst the reflective BC are implemented by substitution of Equation 6.15b. The domain, V ,

is decomposed into a regular Cartesian grid of 288 bilinear NURBS patches; viz. 350 DoF per ordinate.

The global integral statement is assembled and general solvers must be employed because of the size

and the asymmetric off-diagonal structure of the matrix equations; e.g. the GMRes method. As

demonstrated by the violent oscillations in the numerical approximation about the analytical solution

in Figure 6.1, the discretisation becomes unstable after a few transport sweeps; and there were no

significant gains in accuracy for increasing the polynomial degree of the basis.

The discrete ordinates discretisation allows for a natural decoupling of those forward moving neu-

trons from those backward moving ones; however, a strong enforcement of continuity across V and an

insufficient resolution of rapidly varying fluxes about boundary layers introduces spurious numerical

artefacts and large errors propagate through the voided region. The unsuitability of CBG discretisa-

tions of the FONT-SN equations has already been discussed and thus, for brevity, it is not repeated

here; q.v. Section 2.7.3.2.
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6.4 An Upwinding Scheme for a Discontinuous Galerkin Isogeomet-

ric Discretisation

The multi-group FONT-SN equations, Equation 6.2, and their adjoint equations, Equation 6.8, are

solved for the ϕgk : V → R and ϕgk† : V → R, respectively, over the physical mesh, T , formed as the

decomposition of the domain V into non-degenerate and non-overlapping NURBS patches, Ve, such

that T (V ) = {Ve}Ee=1 and V =
⋃

E
e=1Ve; and an arbitrary face ∂Vf ∈ ∂V = Vint ∪ ∂Vext; where

∂Vext = ∂VV ∪ ∂VR; and ∂V ± := {∂Vf : ~Ωk · ~n ≷ 0,∀∂Vf ∈ ∂V }. Again, one exploits the broken

Sobolev space, Hs(T ); q.v. Equation 4.54. The restriction of values of such functions over Ve are

defined over ∂Ve by trace operators, γi : H
s(Ve) → Hs-i-1⁄2(∂Ve) for 0 ≤ i < s [222]. Of particular

interest is the Dirichlet trace, γ0, which is well defined in L2(∂Ve) for s > 1⁄2; q.v. Equation 4.56a.

Any function u ∈ Hs(T ) is discontinuous across V , yet smooth enough within an element to admit

two-valued traces at an interface for s > 1⁄2; with jumps and averages defined as per Equation 4.58a

and Equation 4.58b, respectively, ∀∂Vf ∈ ∂Vint. Physically, the solution to the primal problem should

be sufficiently smooth that JϕK and J~Ωϕ · ~nK are vanishing to the interior of T ; q.v. Equations 5.42.

Likewise, as inherited by the property of adjoint-consistency, the solution to the dual problem, ϕ†, is

equally smooth; i.e. ϕ,ϕ† ∈ V(V ) ⊂ Hs>1⁄2(V ). Without loss of generality, an emphasis is placed upon

manipulating the direct equations; and the same discretisation is applied to the adjoint equations.

The weak form is obtained by multiplying Equation 6.2 by test functions, w ∈ V(T ), integrating over

each Ve and then taking the sum of these contributions. The angular neutron flux is expanded in a basis

of trial functions, u ∈ V(T ) ⊆ Hs(T ). By application of the divergence theorem to the streaming term,

the basis functions must only be first-order differentiable; viz. H1(T ) is an appropriate space. Again,

the proposed spatial discretisation is non-conforming since ϕ̂ ∈ V(T ) 6⊂ V(V ) ∋ ϕ; and properties of

the (semi-)analytical solution cannot be assumed by the discrete one [237]. The discrete variational

problem is posed by restricting the collection of infinite spaces of basis functions to finite-dimensional

subsets; i.e. V̂h,p(T ) ⊂ V(T ). As per the isoparametric concept, these broken spaces are chosen as

those spanned by the same Ne-number of NURBS that describe the patches, Ve, that constitute the

mesh, T ; q.v. Equation 4.61. Clearly, V̂h,p(T ) is chosen such that ϕ̂→ ϕ as N →∞. The weighted-

residual statement must be satisfied for each member in the weighting set; and since the space of trial

and test functions coincide, this forms the same number of algebraic equations as there are unknowns

per group; i.e. DoF gk
e = dim V̂h,p(Ve) = Ne and DoF gk =

∑

VeDoF
gk
e = N for k = 1, . . . ,K; and

hence, DoF g =
∑

kDoF
gk = K ×N for g = 1, . . . , G; and hence, DoF =

∑

gDoF
g = G×K ×N .

Consequently, for the analysis over a single energy-independent mesh, the discrete problem is posed

as a (GKN ×GKN)-matrix system of equations.

212



Naturally satisfied by the weak form is the homogeneous Dirichlet-type BC, or the vacuum BC, over

∂V -
ext; q.v. Equation 6.15a. The reflective BC is implemented in a weak sense by substitution of

Equation 6.15b.

As it stands, the discrete variational statement of Equation 6.6 is to find ϕ̂ ∈ V̂h,p(T ), such that:

a(ϕ̂, ŵ) = b(ŵ), ∀ ŵ ∈ V̂h,p(T ). (6.20)

The discrete bilinear form, a(·, ·) : V̂h,p(T ) × V̂h,p(T ) → R, is block-like structure and comprises of

terms of streaming and total collision, group-to-group scattering and fission, leakage across the union

of interfaces and outflow portions of the external boundary, (∂V -
ext)

c = ∂V \∂V -
ext, and the weak

enforcement of incoming BC over ∂V -
ext:

a(ϕ̂, ŵ) = aL(ϕ̂, ŵ)− aS(ϕ̂, ŵ)− aF (ϕ̂, ŵ) + aint(ϕ̂, ŵ) + aext(ϕ̂, ŵ). (6.21)

In turn, each of these is defined below, respectively, suppressing any spatial dependence:

aL(ϕ̂, ŵ) =

G∑

g=1

K∑

k=1

wk

∑

Ve∈T

[

-

∫

Ve

~Ωk · ~∇ŵϕ̂gk + ŵΣg
t,eϕ̂

gk dV

]

,

=
G∑

g=1

K∑

k=1

∑

Ve∈T

agkL,e(ϕ̂
gk, ŵ);

(6.22a)

aS(ϕ̂, ŵ) =

G∑

g=1

K∑

k=1

wk

G∑

g′=1

∑

Ve∈T

[

Y 0
0 (~Ω

k)

∫

Ve

ŵΣg′→g
s0,e Φ̂g′0

0 dV

]

,

=

G∑

g=1

K∑

k=1

∑

Ve∈T

agkS,e(ϕ̂, ŵ);

(6.22b)

aF (ϕ̂, ŵ) =
G∑

g=1

K∑

k=1

wk

G∑

g′=1

∑

Ve∈T

[

Y 0
0 (
~Ωk)χg

e

∫

Ve

ŵνg′e Σ
g′
f,eΦ̂

g′0
0 dV

]

,

=
G∑

g=1

K∑

k=1

∑

Ve∈T

agkF,e(ϕ̂, ŵ);

(6.22c)

aint(ϕ̂, ŵ) =

G∑

g=1

K∑

k=1

wk

∑

Ve∈T

[
∑

∂Vf∈Ve∩(∂V -
ext)

c

∫

∂Vf

ŵ~Ωkϕ̂gk · ~n dS
]

,

=

G∑

g=1

K∑

k=1

∑

Ve∈T

agkint,e(ϕ̂
gk, ŵ);

(6.22d)

aext(ϕ̂, ŵ) =

G∑

g=1

K∑

k=1

wk

∑

Ve∈T

[
∑

∂Vf∈Ve∩∂V -
R

-

∫

∂Vf

|~Ωk · ~n|ŵϕ̂gk′ dS

]

,

=

G∑

g=1

K∑

k=1

∑

Ve∈T

agkext,e(ϕ̂
g, ŵ).

(6.22e)
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The discrete linear functional, b(·) : V̂h,p(T )→ R, comprises only of fixed sources:

b(ŵ) =
G∑

g=1

K∑

k=1

wk

∑

Ve∈T

∫

Ve

[

ŵ
1

4π
qgx,e dV

]

,

=

G∑

g=1

K∑

k=1

∑

Ve∈T

∫

Ve

bgke (ŵ).

(6.23)

For multiplying systems, qx = 0, the weak form of Equation 6.7 is to find ϕ̂ ∈ V̂h,p(T ), such that:

ã(ϕ̂, ŵ) =
1

keff
af (ϕ̂, ŵ), ∀ ŵ ∈ V̂h,p(T ); (6.24)

where ã is the original bilinear form in Equation 6.21, a, less the fission term; i.e.:

ã = a+ aF = aL − aS + aint + aext. (6.25)

Following those same arguments for the IP-DG-IGA discretisation of the SAAF-SN equations, consis-

tency of the discretisation cannot be established by simple substitution of the true solution into Equa-

tion 6.20; and more rigorously, the bilinear form should be extended to be bounded on V̂h,p(T )×V̂∗hp(T );
q.v. Section 5.4. Nonetheless, one assumes that the discrete problem is consistent provided that the

numerical fluxes are consistent, from which stems Galerkin’s property of orthogonality, Equation

4.71. Alternatively, the current discretisation could be presented as an interior penalty scheme by re-

expressing the bilinear form aint, Equation 6.22d, in terms of jumps across interfaces, as per Equation

5.45d; rearranging as per Equation 5.49b; and accounting for the smoothness of the true solution as

per Equations 5.42; and for the particular choice of penalising the interface jumps [363]:

agkint(ϕ̂
gk∗, ŵ) =

∑

∂Vf∈∂V
+
ext

∫

∂Vf

ŵ~Ωkϕ̂gk∗ · ~n dS +
∑

∂Vf∈∂Vint

∫

∂Vf

~Ωk · ~nJŵK{{ϕ̂gk∗}} dS

+
∑

∂Vf∈∂Vint

1

2

∫

∂Vf

|~Ωk · ~n|JŵKJϕ̂gk∗K dS.

(6.26)

Either way, one expects consistency asymptotically, since the integral quantities are evaluated using

numerical quadrature; q.v. Section 3.2.3; and the minimum quadrature rules, Equations 5.51, will be

employed over any boundaries. Furthermore, minimal discrete stability is ensured since the bilinear

form is L2-coercive and thus, the discrete problem admits a unique solution [237].

The discrete system is solved via the SI procedure; q.v. Section 2.8. Weakly coupled in energy

and angle, the within-group equations are solved sequentially with the most up-to-date available

information; however, different from the foregoing chapters, hyperbolic systems govern propagation

problems and are best solved via marching schemes; q.v. Section 2.8.1. That is, for fixed sources,
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ϕ̂gk ∈ V̂h,p(Ve) is sought for g = 1, . . . , G and for k = 1, . . . ,K and ∀Ve ∈ T :

agkL,e(ϕ̂
gk, ŵ) + agk↓,e(ϕ̂

gk, ŵ) = agkS,e(ϕ̂, ŵ) + agkF,e(ϕ̂, ŵ) + bgke (ŵ)

+ agk↑,e(ϕ̂
gk, ŵ)− agkext,e(ϕ̂gk, ŵ), ∀ ŵ ∈ V̂h,p(Ve).

(6.27)

Employing the PI procedure to converge |1/keff|, the eigenvalue problem is cast as finding ϕ̂gk ∈
V̂h,p(Ve) for g = 1, . . . , G and for k = 1, . . . ,K and ∀Ve ∈ T :

agkL,e(ϕ̂
gk, ŵ) + agk↓,e(ϕ̂

gk, ŵ) = agkS,e(ϕ̂, ŵ) +
1

keff
agkF,e(ϕ̂, ŵ)

+ agk↑,e(ϕ̂
gk, ŵ)− agkext,e(ϕ̂gk, ŵ), ∀ ŵ ∈ V̂h,p(Ve).

(6.28)

The local formulation of the problem significantly reduces the in-core memory requirements, since the

globally connected model is not assembled; and although the left-hand side, agkL,e + agk↓,e, is not SPD,

it is usually small enough to invert by direct methods; viz. dim V̂h,p(Ve) = (p + 1)d for d = 2, 3, for a

wholly-local AMR strategy. Otherwise, for a complex internal refinement structure of a given patch,

the local system becomes large and it becomes more efficient to employ iterative methods [68,366].

The coupling between elements is achieved through the integrals over element boundaries in Equation

6.22d, which are separated into outflow, ∂V +
e , and inflow portions, ∂V -

e , such that ∂V ±e := {∂Vf : ~Ωk ·
~n ≷ 0,∀∂Vf ∈ ∂Ve}; and ∂V +

e ∩ ∂V -
e = ∅ and ∂V +

e ∪ ∂V -
e = ∂Ve; and aint = a↓ − a↑; i.e. for a given

Ve and for g = 1, . . . , G and for k = 1, . . . ,K [236]:

∑

∂Vf∈∂Ve

∫

∂Vf

ŵ~Ωkϕ̂gk∗ · ~n dS =
∑

∂V +
f
∈∂Ve

∫

∂V +
f

|~Ωk · ~n|ŵϕ̂gk∗ dS

−
∑

∂V -
f
∈∂Ve

∫

∂V -
f

|~Ωk · ~n|ŵϕ̂gk↑∗ dS;

(6.29a)

=⇒ agkint,e(ϕ̂
gk∗, ŵ) = agk↓,e(ϕ̂

gk∗, ŵ)− agk↑,e(ϕ̂gk∗, ŵ). (6.29b)

Following the convention for upwinding schemes for DG-FEM, the test functions are taken from within

Ve and the trial functions are taken as those upwind with respect to the direction of neutron travel,

~Ωk; viz. ϕ̂k is taken from within Ve for the outflow portions; whilst the angular neutron flux is taken

as that from those neighbouring elements that lie upwind for the inflow portions, as denoted as ϕ̂↑;

e.g. for T = {V1, V2} and ∂Vint = V1 ∩ V2, over which ~n points from V1 to V2, then ϕ̂k↑ = ϕ̂k|V1

for ~Ω · ~n > 0, otherwise ϕ̂k↑ = ϕ̂k|V2 for ~Ωk · ~n < 0. One cannot assume that the restriction of the

ϕ̂k↑ to ∂Vint can be exactly represented in the basis of the element being upwinded; and thus, in the

most general case, the upwinded flux must be obtained as a projection from the function space of the

neighbouring element; viz. this interpolation between surfaces meshes can be performed in a similar

manner to that presented in Section 4.3.1; e.g. for ~Ωk · ~n < 0,
∏

1
h,pϕ̂

k↑|V2 : V̂2(∂Vint) → V̂1(∂Vint)
for the restriction of the local approximation spaces to the interface, V̂e(∂Vint) for e = 1, 2, as per
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Equation 4.45. In order to uphold the conservation of neutrons, one employs quadrature rules that

sufficiently sample the bases either side of the interface; q.v. Equations 5.51 subject to Equation

4.73. Should the inflow portion of an element’s boundary lie on the physical external boundary, the

upwinded flux is determined by the associated BC, Equations 6.15. In the case of regular meshes and

in the absence of hanging-nodes, the upwinded flux could be represented arbitrarily in either of the

bases in the restriction to the interface; and thus, the upwinding could be performed locally without

any knowledge of the neighbouring elements.

For the geometries envisaged within this work and for a large enough angular quadrature set, an

arbitrary face ∂Vf of a NURBS patch with curved boundaries may contain both inflow and outflow

portions; v. Figure 6.2. For such rational geometries, it would not be appropriate to assume a

constant averaged value of the normal vector; and since ~n(~r) for ~r ∈ ∂Vf , the normal components of

the direction of neutron travel must be evaluated at each QP [247]. The integral over partial inflow

or outflow boundaries, ∂V ±f , is treated simply as an integral over the entire boundary, ∂Vf ; however,

the integrand is made to vanish for ~Ωk · ~n ≷ 0; i.e.

∫

∂V ±

f

~Ωk · ~n(~r)f(~r) dS =

∫

∂Vf

~Ωk · ~n(~r)g(~r) dS, for g(~r) :=







f(~r), for ~Ωk · ~n(~r) R 0;

0, for ~Ωk · ~n(~r) ≷ 0.
(6.30)

The same arguments made for the integration over those partial boundaries with hanging-nodes in-

duced by h-refinement can be repeated here for the integration over ∂V ±f ; viz. the integrand remains

a continuous function over a smooth NURBS object and greater accuracy can be gained by supplying

more QP than required by Equations 5.51 [70].

In kind, the discrete variational statement of the adjoint problem in the presence of fixed adjoint

sources, q†x 6= 0, is cast as finding ϕ̂gk† ∈ V̂h,p(T ) for g = G, . . . , 1 and for k = 1, . . . ,K and ∀Ve ∈ T :

agk†L,e(ϕ̂
gk†, ŵ) + agk†↑,e (ϕ̂

gk†, ŵ) = agk†S,e (ϕ̂
†, ŵ) + agk†F,e(ϕ̂

†, ŵ) + bgk†e (ŵ)

+ agk†↓,e (ϕ̂
gk†, ŵ)− agk†ext,e(ϕ̂

gk†, ŵ), ∀ ŵ ∈ V̂h,p(Ve).
(6.31)

The adjoint eigenvalue problem is cast as finding ϕ̂gk† ∈ V̂h,p(T ) for g = G, . . . , 1 and for k = 1, . . . ,K

and ∀Ve ∈ T :

agk†L,e(ϕ̂
gk†, ŵ) + agk†↑,e (ϕ̂

gk†, ŵ) = agk†S,e (ϕ̂
†, ŵ) +

1

keff
agk†F,e(ϕ̂

†, ŵ)

+ agk↓,e(ϕ̂
gk†, ŵ)− agk†ext,e(ϕ̂

gk†, ŵ), ∀ ŵ ∈ V̂h,p(Ve);
(6.32)

where the discrete adjoint bilinear form, a†(·, ·) : V̂h,p(T )× V̂∗h,p(T )→ R, is defined by:

a(ϕ̂†∗, ŵ) = a†L(ϕ̂
†∗, ŵ)− a†S(ϕ̂†∗, ŵ)− a

†
F (ϕ̂

†∗, ŵ) + a†int(ϕ̂
†∗, ŵ) + a†ext(ϕ̂

†∗, ŵ). (6.33)
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In turn, each of these is defined below, respectively, suppressing any spatial dependence:

a†L(ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

∑

Ve∈T

[ ∫

Ve

~Ωk · ~∇ŵϕ̂gk†∗ + ŵΣg
t,eϕ̂

gk†∗ dV

]

,

=
G∑

g=1

K∑

k=1

∑

Ve∈T

agk†L,e(ϕ̂
gk†∗, ŵ);

(6.34a)

a†S(ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

G∑

g′=1

∑

Ve∈T

[

Y 0
0 (~Ω

k)

∫

Ve

ŵΣg→g′
s0,e Φ̂g′0

0 dV

]

,

=

G∑

g=1

K∑

k=1

∑

Ve∈T

agk†S,e (ϕ̂
†∗, ŵ);

(6.34b)

a†F (ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

G∑

g′=1

∑

Ve∈T

[

Y 0
0 (
~Ωk)νgeΣ

g
f,e

∫

Ve

ŵχg′
e Φ̂

g′0
0 dV

]

,

=

G∑

g=1

K∑

k=1

∑

Ve∈T

agk†F,e(ϕ̂
†∗, ŵ);

(6.34c)

a†int(ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

∑

Ve∈T

[
∑

∂Vf∈Ve∩(∂V
+
ext)

c

-

∫

∂Vf

ŵ~Ωkϕ̂gk†∗ · ~n dS
]

,

=
G∑

g=1

K∑

k=1

∑

Ve∈T

agk†int,e(ϕ̂
gk†∗, ŵ);

(6.34d)

a†ext(ϕ̂
†∗, ŵ) =

G∑

g=1

K∑

k=1

wk

∑

Ve∈T

[
∑

∂Vf∈Ve∩∂V
+
R

-

∫

∂Vf

|~Ωk · ~n|ŵϕ̂gk′†∗ dS

]

,

=

G∑

g=1

K∑

k=1

∑

Ve∈T

agk†ext,e(ϕ̂
g†∗, ŵ);

(6.34e)

and the discrete adjoint linear functional, b†(·) : V̂h,p(T )→ R is defined as:

b†(ŵ) =
G∑

g=1

K∑

k=1

wk

∑

Ve∈T

∫

Ve

[

ŵ
1

4π
qg†x,e dV

]

,

=
G∑

g=1

K∑

k=1

∑

Ve∈T

∫

Ve

bgk†e (ŵ).

(6.35)

For eigenvalue problems, the solution is normalised after each outer iteration such that aF (ϕ,ϕ) = 1;

and the adjoint solution is normalised such that aF (ϕ,ϕ
†) = 1; q.v. Section 3.6.2.2.

Again, the coupling between elements is achieved through the integrals over element boundaries in

Equation 6.34d, which are separated in a manner not dissimilar to that of Equations 6.29, such that

a†int = a†↑ − a
†
↓; i.e. for a given Ve and for g = 1, . . . , G and for k = 1, . . . ,K:

∑

∂Vf∈∂Ve

-

∫

∂Vf

ŵ~Ωkϕ̂gk†∗ · ~ndS =
∑

∂V -
f
∈∂Ve

∫

∂V -
f

|~Ωk · ~n|ŵϕ̂gk†∗dS −
∑

∂V +
f
∈∂Ve

∫

∂V +
f

|~Ωk · ~n|ŵϕ̂gk†↓∗dS; (6.36a)

=⇒ agk†int,e(ϕ̂
gk†∗, ŵ) = agk†↑,e (ϕ̂

gk†∗, ŵ)− agk†↓,e (ϕ̂gk†∗, ŵ). (6.36b)

217



3

1 2

4

O 1.00

1.00

ÚÛÜÝÛÞß

3

1

5

3

4

5

1

2

2

4
0.14

0.02

0.14

0.02

Figure 6.2: A schematic of the cyclic digraph (right) that corresponds to the direction of neutron flight
~Ωk = (0.33, 0.88), taken from an S4 LS angular quadrature set, for the example of a 2D pin-cell constructed
from five re-entrant NURBS patches (left), which constitute the vertices, vi, of the digraph and are numbered
in black. The directed edges, (vi, vj), appear as arrows on the digraph; those highlighted in red form cycles
over those re-entrant boundaries also highlighted in red; and their associated weights of outgoingness are given
as per Equation 6.37. The cycles within the subgraph induced by {v1, v5, v2} are resolved by systematically
deleting the weaker edges; viz. (v5, v1) and (v2, v5); and the final marching order is indicated in green; viz.
{v3, v1, v5, v2, v4}. (Vide the web-based version for reference to colour.)

Since neutron importance propagates in the opposite direction to that in which neutron travels, the

trial functions are taken as those downwind; viz. ϕ̂k† is taken from within Ve for the inflow portions,

~Ωk · ~n < 0; whilst the angular neutron importance is taken as that from those neighbouring elements

that lie downwind for the outflow portions, ~Ωk · ~n > 0, as denoted as ϕ̂k†↓. Should the outflow

portion of an element’s boundary lie on the physical external boundary, the downwinded adjoint flux

is determined by the associated BC; q.v. Equations 6.16.

6.4.1 Graph Theory

As per an upwinding scheme, the weak form of the problem is formulated locally over the elements,

∀Ve ∈ T (V ). The solution to the FONT-SN equations ressembles that of a propagating wavefront and

thus, one must devise a systematic method to establish, a priori, the order in which the mesh must be

swept in a given direction of neutron travel, ~Ωk. To this end, borrowing the terminology from Gibbons,

one defines the directed graph, or digraph, Gk, associated with ~Ωk over T ; as characterised by a set

of vertices, V = {vi}Nv

i=1, interconnected by a set of edges, Ek = {eki }Ne

i=1; i.e. Gk = (V, Ek), where the

total number of vertices and edges are denoted by Nv = dimV and Ne = dim Ek, respectively [367].

More generally, in the case of energy-dependent meshes, the digraph will also depend upon the energy

group index, g; however, for the sake of simplicity, this discussion is restricted to the case of a single

energy-independent mesh, T .
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Each vertex represents a NURBS patch of the same subscript, all of which are assumed to be connected,

at least in a weak sense, such that there exist no isolated vertices. A directed edge exists between two

end-points if a neutron can travel in ~Ωk between the two; viz. the order of the vertices is significant

and a directed edge, ek = (vi, vj), is said to be incident from vi and incident to vj; and, obviously,

the patches that correspond to vi and vj must be adjacent to one another. Moreover, for an interface,

∂Vij , formed between two patches, Vi and Vj , as represented in the associated digraph by the vertices

vi and vj , respectively, a directed edge exists for ~Ωk · ~n > 0 at any point over ∂Vij , with the normal

vector, ~n, pointing from Vi towards Vj. To quantify the outgoingness, one assigns the weights, wk(ek),

as per Equation 6.30, to each directed edge for k = 1, . . . ,K:

wk(ek) :=

∫

∂V +
ij

~Ωk · ~n(~r) dS, ∀ek ∈ Ek. (6.37)

For the example of a 2D pin-cell, a schematic of the digraph associated to a given ~Ωk is presented in

Figure 6.2. A path is a sequence of alternating vertices and edges that follows the direction of the

edges; the path is cyclic if it begins and ends with the same vertex. In the same vein, two vertices are

said to be strongly connected should there exist a directed path from one to the other; and, vice versa.

Otherwise, two vertices are said to be weakly connected if they are connected only in an undirected

sense; e.g. for the same 2D pin-cell in Figure 6.2, but for ~Ωk = (0.33, 0.33), the vertices v1 and v3 of

the associated digraph would only be weakly connected since ~Ωk runs parallel to ∂V13.

Strong connections partition the vertices into subgraphs that constitute the SCC, Gki , of the digraph;

viz. Gki ⊆ Gk and Gk = {Gki }Gi=1; e.g. for the same 2D pin-cell in Figure 6.2, G = 3 for the partitioning

of the vertices into the subsets {v3}, {v1, v5, v2} and {v4}. The equations formulated over these SCC

correspond to the blocks in the globally connected model, between which a topological acyclic directed

path always exists; e.g. {v3} → {v1, v5, v2} → {v4}. Based upon a depth-first search (DFS), the

condensation of a digraph into its SCC is unique and can be obtained by Kosaraju’s algorithm [368].

For a digraph described by an adjacency matrix, this algorithm becomes complex and inefficient since

it requires O((Nv)
2) computational steps; otherwise, described by adjacency lists, this algorithm can

be performed in linear time, O(Nv +Ne) [367].

6.4.1.1 Breaking Cycles

In the presence of cycles, it becomes unclear the order in which the elements should be swept; and

since an acyclic directed path always exists for the condensation of the digraph, any dependencies must

be resolved only within each SCC. This could be achieved either by constructing explicitly and then

solving simultaneously the corresponding block of matrix equations; or by determining a sweeping

order of the vertices within an SCC and then iterating on the angular neutron flux. Owens et al
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and eidem deemed neither of these approaches to be computationally efficient, since full convergence

would generally be slow to attain; and especially so for any SCC formed from a large number of

elements [231,247]. Rather, the same authors determined an optimal marching order within each SCC

by breaking the cycles therewithin; and thus, each element is visited only once per transport sweep in

a given direction of neutron travel [231,247]. The same approach is adopted here.

Restricting the attention to a given subgraph, Gki , induced by the vertices of a given SCC, the sweeping

order therewithin is determined by systematically deleting the weakest edges until an acyclic directed

path is obtained. The strength of a directed edge corresponds to its outgoingness, as defined in

Equation 6.37; viz. the smaller the weight, the weaker the connection between the two end-points in

the direction ~Ωk. For example, for the digraph in Figure 6.2, the cycles within the SCC induced by

the vertices {v1, v5, v2} are resolved by deleting the edges (v5, v1) and (v2, v5); and the final marching

order is obtained as {v3, v1, v5, v2, v4}.

Such an algorithm for edge deletion always guarantees a valid marching order for any mesh; however,

the modified transport sweep will not exactly invert the global problem and any unresolved depen-

dencies are simply lagged within the inner-iteration procedure [236,365]. In other words, the incoming

current for a given patch depends only upon that from the neighbouring patches that lie upwind; e.g.

for the digraph presented in Figure 6.2, V1 depends upon V3 and V5, yet, only V3 will contribute any

new information, since it comes before V1 in the sweeping order; whilst V5 can only contribute old

information, since it comes later in the sweeping order.

With regard to the interpolation-based nature of the AMR strategy, an inherent bonus of defining the

more-refined reference mesh, Tref = Th⁄2,p+1, as that which results from one uniform hp-refinement

of the coarser current mesh is that some regularity is implicitly enforced over the mesh where the

numerical analysis is performed; viz. some of the dependencies present in the digraph are naturally

resolved, or at least weakened, under h-refinement; and thus, one expects to dedicate increasingly less

effort to the breaking of cycles as the mesh is refined for any of the problems considered in this work.

Finally, the adjoint equations are subject to the same spatial discretisation; yet, the information

propagates in an opposite sense and thus, the neutron importance is solved for as per a downwinding

scheme; or rather, the sweeping order is obtained by simply reversing that established for the primal

problem; e.g. the directed edges in digraph presented in Figure 6.2 are reversed for the corresponding

dual problem and the sweeping order in ~Ωk = (0.33, 0.88) is taken as {v4, v2, v5, v1, v3}.
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6.5 The Numerical Results

In the application to the multi-group FONT-SN equations, this section presents some numerical results

for the AMR-h(p) strategies developed in Section 3.5 and Section 3.6. Unless otherwise stated, all

operations are performed such as to optimise the L2-error. For a couple of verification test cases

and nuclear reactor physics benchmarks, the AMR strategies are compared against global uniform

ones. Any data-plots that make reference to the DoF of the discretised system justly account for all

unknowns that were solved for in the complete system; viz. DoF = G×K×N for G-number of groups

and K-number of ordinates solved over an energy-independent mesh of N -number of control-variables.

The discretisation developed within this chapter has been implemented in the same new modern-

Fortran code as that presented in the foregoing chapters; and thus, the same libraries, tolerances and

parameters are employed here [73]. However, now, there is no assembly or inversion of any large

sparse matrices; and rather, one solves many more smaller systems of algebraic equations. Owing to

the decoupling of angles as per the discrete ordinates approximation and by the nature of the marching

scheme, a different approach to parallelisation is adopted; viz. for rectangular Cartesian coordinate

systems, it is trivial to parallelise the discrete problem over the discrete ordinates.

Owens et al provide an extensive investigation of adaptive h-refinement strategies for DG-IGA dis-

cretisations of the multi-group FONT-SN equations in 2D [231, 247, 278]. Thus, this section serves

to verify the spatial discretisation and the AMR-h(p) strategies developed and implemented within

the numerical code. Again, adopting a distributed memory computing architecture, one makes use

of the Open MPI message passing library; in addition to the LAPACK library and its capacity for

solving dense linear algebra problems; viz. the efficient double precision routines DGETRF to compute

the LU decomposition of a general matrix; and DGETRI to compute the inverse of a matrix using its

LU decomposition [296]. One remarks that no sophisticated method of domain decomposition has

been employed; rather, the discrete ordinates are rudely assigned to and their corresponding angular

neutron flux solutions held on different MPI parallel processes.

Again, all jobs are submitted to the general purpose Imperial College HPC cluster computing service

(CX1); and at each iteration of the AMR procedure, the reference solution is bootstrapped from the

previous iteration to serve as an initial guess over the current reference mesh.
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6.5.1 The Method of Manufactured Solutions

For some manufactured solution, ϕgk, the (semi-)analytical anisotropic manufactured source, qgkx , can

be evaluated for g = 1, . . . , G and for k = 1, . . . ,K:

qgkx = ~Ωk · ~∇ϕgk +Σg
tϕ

gk −
G∑

g′=1

Σg′→g
s0 Y 0

0 (~Ω
k)Φg′0

0 . (6.38)

The manufactured solution and source are used to study the convergence rates of the global uniform

refinement strategy on a simple Cartesian grid and a more challenging pin-cell one; taking into account

the implementation of different BC and the numerical quadrature routines. These results are then

used as a reference with which to analyse the NRG-AMR-h(p) strategy, which takes into account

performance of all mesh-to-mesh interpolation procedures and the capacity of the numerical methods

to enforce continuity over irregular meshes that contain hanging-nodes.

The solution to the FONT-SN equations is not typically a smooth function in angle nor space. Mod-

elling for the propagation of such discontinuities tends to degrade the accuracy of the numerical

method, since a certain degree of regularity, r, is demanded of the true solution; q.v. Equations

4.103. For a smooth underlying solution, r →∞, second-order accuracy can be demonstrated as per

Equation 4.103b for p = 1; yet this is somewhat reduced as r ≈ 3⁄2 for piecewise constant cross-section

data; and r ≈ 1⁄2 in the presence of voids and highly absorbing materials [369,370].

6.5.1.1 A Cartesian Grid

The first verification case consists of a simple Cartesian grid defined over V = [0, 1]2, which comprises

of a homogeneous material whose properties are given in Table 4.1. The coarsest mesh is composed

of four equal-volume squares represented by bilinear NURBS patches. Assuming a one-speed energy

approximation and an S4 LS angular quadrature set, the manufactured solution, ϕ, is chosen as that

in Equation 5.71; with Φ evaluated as per Equation 5.72.

To allow for the maximum attainable convergence rates, the manufactured solution has been chosen

to be smooth, yet it cannot be arbitrarily represented exactly by higher-order NURBS. Moreover, the

homogeneous Dirichlet (vacuum) BC is naturally satisfied; it will also be naturally enforced by the

discretisations on all external boundaries. One emphasises that the manufactured solution is chosen

for the discrete ordinates equations rather than the full NTE; it is thus used to isolate those errors

that result from the spatial discretisation [68].
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Figure 6.3: The convergence plots, ǫH1 v h (left) and ǫH1 v DoF (right), for the verification of the global
uniform refinement strategy for the sweep-based DG-IGA discretisation of the 1G FONT-S4 equations over a 2D
Cartesian grid; the manufactured solution is chosen as per Equation 4.105 for n = 0 (top row), n = 1 (middle
row) and n = 2 (bottom row). (Vide the web-based version for reference to colour.)

Global Uniform Refinement For the KI-refinement of linear, quadratic and cubic B-splines, the

H1-errors for the sweep-based DG-IGA spatial discretisation are presented in Figure 6.3 for the man-

ufactured solution chosen as the first, third and fifth harmonics of a modified standing wave equation;

q.v. Equation 5.71. Qualitatively similar plots were obtained for the L2-error; however, for brevity,

these have not been presented. For such a simple Cartesian 2D grid, a unique acyclic sweeping order

exists; and for the prescription of vacuum BC, the full system can be resolved in one full transport

sweep. Under refinement, the discontinuous discretisation scheme converges to the analytical solu-

tion; and asymptotically, attains theoretical orders of accuracy, as presented in Table 6.1. For such

a homogeneous problem with a smooth underlying solution, exploiting higher-order continuity in the

basis yields more accuracy per DoF than that compared to a similar h-refinement.

One acknowledges that for such sweep-based solution methods, neither the mesh spacing nor the DoF
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DG-IGA

p
KI-1 KI-h

ǫH1 ǫL2 ǫH1 ǫL2

(n = 0)
1 1.01 2.02 1.00 2.00
2 2.04 3.00 2.00 2.99
3 2.99 3.99 3.00 3.98

(n = 1)
1 0.99 2.00 0.99 2.00
2 2.02 3.02 2.00 3.00
3 2.99 4.03 3.00 4.00

(n = 2)
1 1.01 2.03 1.00 2.01
2 2.00 3.01 1.99 3.00
3 3.04 4.05 2.99 4.00

Table 6.1: The asymptotic orders of accuracy, Equations 4.103, for the verification of the global uniform re-
finement strategy for the sweep-based DG-IGA discretisation of the 1G FONT-S4 equations over a 2D Cartesian
grid; the convergence rates are evaluated as the slope of the last few points from each dataset.

-8

-7

-6

-5

-4

-3

-2

-1

 0

 1

 2  2.5  3  3.5  4  4.5  5  5.5  6  6.5  7

L
O
G
1
0
(ε

ìí

)

LO G10(DoF)

P1-UNI-h
P2-UNI-h
îïðñòóðô
P1-NRG-h
P2-NRG-h
P1-NRG-hp

-8

-7

-6

-5

-4

-3

-2

-1

 0

 1

 2

 2  2.5  3  3.5  4  4.5  5  5.5  6  6.5

L
O
G
1
0
(ε

õö

)

LOG10(DoF)

P1-UNI-h
P2-UNI-h
÷øùúûüùý
P1-NRG-h
P2-NRG-h
P1-NRG-hp

-7

-6

-5

-4

-3

-2

-1

 0

 1

 2

 2  2.5  3  3.5  4  4.5  5  5.5  6  6.5  7

L
O
G
1
0
(ε

þÿ

)

LO G10(DoF)

P1-UNI-h
P2-UNI-h
P�������
P1-NRG-h
P2-NRG-h
P1-NRG-hp

Figure 6.4: The convergence plots, ǫH1 v DoF, for the verification of the NRG-AMR-h(p) strategy for sweep-
based DG-IGA discretisation of the 1G FONT-S4 equations over a 2D Cartesian grid; the manufactured solution
is chosen as per Equation 5.71 for n = 0 (top left), n = 1 (top right) and n = 2 (bottom). (Vide the web-based
version for reference to colour.)

are particularly useful metrics since the computational effort varies linearly with the number of spatial

cells; viz. a more-refined mesh decomposed into twice as many elements, ceteris paribus, would require

twice the computational effort to resolve [371]. Nevertheless, in the interest of AMR-h(p) strategies,

not every element belonging to the same mesh may be constructed from a basis of NURBS of the

same polynomial degree; and therefore, it is still useful to compare total DoF for the system.
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Figure 6.5: The convergence plots, ǫH1 v h (left) and ǫH1 v DoF (right), for the verification of the global
uniform refinement strategy for the sweep-based DG-IGA discretisation of the 2G FONT-S4 equations over a
2D pin-cell grid; the manufactured solutions are chosen as per Equation 5.74 for g = 1, 2. (Vide the web-based
version for reference to colour.)

Local Adaptive Refinement The results of the NRG-AMR-h(p) strategy for chasing the global

H1-error in the sweep-based DG-IGA discretisation are presented in Figure 6.4 for the manufactured

solution chosen as the first, third and fifth harmonics of a modified standing wave equation; q.v.

Equation 5.71. These results are compared against those obtained for the global uniform h-refinement

strategy. The findings are qualitatively similar to those obtained for the verification of the discretisa-

tion of the NDE and thus, for brevity, the discussion is not repeated here; q.v. Section 4.5.1.1.

6.5.1.2 A Pincell-like Grid

The second verification case consists of a more challenging pin-cell grid defined over V = [0, 1]2, which

comprises of a homogeneous material whose properties are given in Table 4.3. The coarsest mesh is

composed of nine equal-volume non-degenerate bi-quadratic NURBS patches. Assuming a two-group

energy approximation and an S4 LS angular quadrature set, the manufactured solution, ϕ, is chosen

as that in Equation 5.74; with Φ evaluated as per Equation 5.75.

DG-IGA

p
KI-1 KI-h

ǫH1 ǫL2 ǫH1 ǫL2

2 2.11 3.17 1.99 3.07
3 3.14 4.28 3.02 4.04
4 4.22 5.24 3.99 5.05

Table 6.2: The asymptotic orders of accuracy, Equations 4.103, for the verification of the global uniform
refinement strategy for the sweep-based DG-IGA discretisation of the 2G FONT-S4 equations over a 2D pin-cell
grid; the convergence rates are evaluated as the slope of the last few points from each dataset.

Global Uniform Refinement For the KI-refinement of quadratic, cubic and quartic NURBS, the

H1-errors for the sweep-based DG-IGA spatial discretisation are presented in Figure 6.5 for the multi-

225



-6

-5

-4

-3

-2

-1

 0

 1

 2

 3  3.5  4  4.5  5  5.5  6  6.5  7
L
O
G
1
0
(ε

��

)

LO G10(DoF)

M1-P1-UNI-h
M1-P2-UNI-h
M����������
M1-P2-NRG-h
M2-P2-NRG-h
M����������
M����������
M1-P2-NRG-hp
M2-P2-NRG-hp

Figure 6.6: The convergence plots, ǫH1 v DoF, for the verification of the NRG-AMR-h(p) strategy for sweep-
based DG-IGA 2G FONT-S4 equations over a 2D pin-cell grid; the manufactured solutions are chosen as per
Equation 5.74 for g = 1, 2. (Vide the web-based version for reference to colour.)

 0

 2

 4

 6

 8

 10

 12

 14

 4  4.5  5  5.5  6  6.5  7

L
O
G
1
0
(θ

��

)

LO G10(DoF)

M1-P2-NRG-h
M2-P2-NRG-h
�� !" #$% &
�' !" #$% &
M1-P2-NRG-hp
M2-P2-NRG-hp

Figure 6.7: The plots of the effectivity index, θH1 v DoF, for the verification of the NRG-AMR-h(p) strategy
for the sweep-based DG-IGA 2G FONT-S4 equations over a 2D pin-cell grid; the manufactured solutions are
chosen as per Equation 5.74 for g = 1, 2. (Vide the web-based version for reference to colour.)

group components of the manufactured solution chosen as the third and fifth harmonics of a modified

standing wave equation; q.v. Equation 5.74. Qualitatively similar plots were obtained for the L2-error;

however, for brevity, these have not been presented. Under refinement, the sweep-based discontinuous

discretisation scheme converges to the analytical solution; and asymptotically, attains the theoretical

orders of accuracy for KI-h-refinement, as presented in Table 6.2. Again, however, for KI-1-refinement,

one remarks a degree of super-convergence, which may be explained by the higher-order continuity in

the basis; q.v. Section 4.5.1.2.

These results do verify consistency of the sweep-based DG-IGA discretisation over meshes of curved

elements with reentrant surfaces; and thus, one is confident that the algorithm for determining a once-

through sweeping order from the corresponding cyclic digraphs is robust and that a sufficient number

of QP are employed over partial inflow and outflow boundaries in the upwinding scheme.

Local Adaptive Refinement The results of the NRG-AMR-h(p) strategy for chasing the global

H1-error in the sweep-based DG-IGA discretisation are presented in Figure 6.6 for the multi-group

components of the manufactured solution chosen as the third and fifth harmonics of the standing
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Figure 6.8: The geometry for Azmy’s 2D 1G radiation shielding problem. The constituent materials are
denoted by the numbers given in parentheses, accordingly: source (1), water (2); and iron (3) [255]. (For an
interpretation of any reference made to colour, the lector is referred to the web-based version of this work.)

wave equation; q.v. Equation 5.74. The effectivity, θH1 , of the interpolation-based error measure,

as per Equation 3.24, is measured and displayed in Figure 6.7. The capacity for energy-dependent

meshes is also tested. These results are qualitatively similar to those obtained for the verification of

the discretisation of the NDE and thus, for brevity the discussion is not repeated here; q.v. Section

4.5.1.2. Nevertheless, one emphasises that any savings made in the refinement of a given mesh for

a given energy group actually correspond to K-number of savings, since each group-ordinate-wise

system of equations is resolved over that same mesh.

6.5.2 Azmy’s 2D Radiation Shielding Problem

Material Group (g) Σg
t (cm-1) Σg→1

s0 (cm-1) qgx (cm-3.s-1)

(1) Source 1 1.000E+00 5.000E-01 1.000E+00
(2) Water 1 1.000E-01 1.000E-02 0.000E+00
(3) Iron 1 3.000E-01 1.000E-01 0.000E+00

Table 6.3: The nuclear data for Azmy’s 2D 1G radiation shielding problem [372].

To avoid excessively slow rates of convergence, Azmy’s problem is an adaptation of Khalil’s 2D steel-

and-water radiation shielding problem for a smaller average scattering ratio, c = Σg→g
s0 /Σg

t ≤ 1

[372, 373]. This problem presents three physically distinct regions, including a homogenised source

region and two shield regions of water and iron, as represented by Materials 1, 2 and 3, respectively;

v. Figure 6.8. The corresponding macroscopic nuclear cross-section data are provided in Table 6.3.

One assumes that an isotropic source is uniformly dispersed across Material 1 and that the surfaces of

the physical boundary are bare; moreover, as per the one-quarter symmetry in the problem, reflective

BC are prescribed at x = y = 0.00 cm. The coarsest Cartesian mesh is constructed from 100 bilinear

NURBS patches. PN-1 reference solutions were obtained with the combined GEM-EVENT codes,

an independent FEM mesh generator and multi-group even-parity neutron transport solver, respec-
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Figure 6.9: The spatial distribution of the mono-group component of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 1G FONT-SN equations for Azmy’s 2D radiation shielding problem;
for the S2 (top), S4 (middle) and S8 (bottom) LS angular quadrature sets; the QoI is the absorption in Material
3; v. Figure 6.8. (Vide the web-based version for reference to colour.)

tively, over a mesh of 104,000 bi-quadratic elements [216]. The spatial distribution of the mono-group

component of both the scalar neutron flux and the scalar neutron importance for the S2, S4 and S8

approximations with the LS angular quadrature sets are presented in Figure 6.9, for the QoI chosen

as the absorption in Material 3; v. Figure 6.8.

From the meshes generated after the 9th AMR iteration for each of the sweep-based DG-IGA AMR

strategies for an increasingly large order of the LS angular quadrature set, N = {2, 4, 8}, as presented
in Figure 6.10 and Figure 6.11, one observes the coupling between the spatial discretisation and the

angular one; specifically, the effect of varying N on the AMR strategies, albeit less markedly so than
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(a) T (9) for S2: 62, 568 DoF (b) T (9) for S2: 88, 812 DoF

(c) T (9) for S4: 81, 252 DoF (d) T (9) for S4: 70, 992 DoF

(e) T (9) for S8: 90, 432 DoF (f) T (9) for S8: 82, 116 DoF

Figure 6.10: The energy-independent meshes generated at the 9th AMR iteration for the NRG-AMR-h (left)
and the DWR-AMR-h (right) strategies for the sweep-based DG-IGA 1G FONT-S2 (top), FONT-S4 (middle)
and FONT-S8 equations for Azmy’s 2D radiation shielding problem; the QoI is the absorption in Material 3; v.
Figure 6.8. (Vide the web-based version for reference to colour.)

for Ackroyd’s 2D small reactor problem; q.v. Section 5.5.3.

Both AMR-h strategies perform better than the uniform h-refinement strategies; v. Figure 6.12.

However, the NRG-AMR strategies focus on resolving the sharp gradient in the solution at the interface

between Material 1 and Material 2; and thus they appear to yield only limited additional accuracy in

the QoI before plateauing; whereas the DWR-AMR strategies expressly refine the region of interest

and thus, consistently reduce the error in the goal at each AMR iteration.
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Polynomial Degree

102 4 8

(a) T (9) for S2: 6, 880 DoF (b) T (9) for S2: 8, 532 DoF

(c) T (9) for S4: 7, 768 DoF (d) T (9) for S4: 9, 620 DoF

(e) T (9) for S8: 18, 620 DoF (f) T (9) for S8: 10, 108 DoF

Figure 6.11: The energy-independent meshes generated at the 9th AMR iteration for the NRG-AMR-hp (left)
and the DWR-AMR-hp (right) strategies for the sweep-based DG-IGA 1G FONT-S2 (top), FONT-S4 (middle)
and FONT-S8 equations for Azmy’s 2D radiation shielding problem; the QoI is the absorption in Material 3; v.
Figure 6.8. (Vide the web-based version for reference to colour.)

6.5.3 A 2D CANDU-6 Annular Cell Test Case

This 2D CANDU-6 annular cell test case forms the first part of the DRAGON test case TCWU06,

which is representative of a typical CANDU-6 fuel bundle [361]. This problem presents seven physically

distinct regions, including a central coolant Zr-1 tube of four concentric rings of naturally enriched

UO2 fuel pins, each one encased in a cladding of Zr-3, and the remaining space filled by heavy

water (D2O), all of which is enclosed in a Zr-2 tube filled with Helium and placed in an outer-D2O
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Figure 6.12: The convergence plots, ǫQoI v DoF, for the global uniform refinement (black) and the NRG-AMR
(red) and the DWR-AMR (blue) strategies for the sweep-based DG-IGA 1G FONT-S2 (top left), FONT-S4 (top
right) and FONT-S8 (bottom) equations for Azmy’s 2D radiation shielding problem; the QoI is the absorption
in Material 3; v. Figure 6.8. (Vide the web-based version for reference to colour.)

square moderator region of congruent sides of length 2.8575E+01 cm; v. Figure 6.13. Again, for

the two-group condensation of the 172-group WLUP nuclear data library at the delimitation of 4 eV,

this problem was modelled by the DRAGON code [361]. These few-group macroscopic cross-section

data are reproduced in Table 6.4 [362]. To model an infinite lattice, reflective BC are specified at

every external physical boundary; and as per the one-quarter symmetry in the problem, reflective

BC are also prescribed at x = y = 0.00 cm. The coarsest mesh is constructed from 259 bi-quadratic

NURBS patches. A reference solution is obtained from the DRAGON code, as provided by Yang and

Satvat; viz. keff = 1.112837 [362]. The spatial distribution of the multi-group components of both the

scalar neutron flux and the scalar neutron importance for the FONT-S6 equations with a GC angular

quadrature set are presented in Figure 6.14, for the QoI chosen as the keff.

The meshes generated after the 9th AMR iteration for each of the sweep-based DG-IGA AMR-h and

AMR-hp strategies are presented in Figure 6.15 and Figure 6.16, respectively. From the convergence

plots in Figure 6.17, both of the AMR-h(p) strategies perform better than the uniform-h refinement

one; and for the use of energy-independent meshes, they allocate a similar number of DoF to the final

mesh; yet, the NRG-AMR strategies appear only to reduce sporadically the error in the QoI, whereas

the DWR-AMR strategies consistently reduce this error with each subsequent AMR iteration.

For the use of energy-dependent meshes, the DWR-AMR-h(p) strategies benefit from a better alloca-
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Figure 6.13: The geometry for a 2D 2G CANDU-6 annular cell test case based upon the first part of the
DRAGON test case TCWU06; the constituent materials are denoted by the numbers in parentheses: Ura-
nium oxide (1), Zirconium-3 (2), inner-Deutrium (3), Zirconium-1 (4), Helium (5), Zirconium-2 (6) and outer-
Deutrium (7) [361]. (Vide the web-based version for reference to colour.)

Material g Σg
t (cm-1) Σg→1

s0 (cm-1) Σg→2
s0 (cm-1) νgΣg

f (cm-1)

(1) UO2
1 3.73334E−01 3.55414E−01 5.65522E−04 9.45470E−03
2 5.05007E−01 0.00000E+00 4.00902E−01 1.36271E−01

(2) Zr-3
1 2.83817E−01 2.82283E−01 1.58650E−04 0.00000E+00
2 2.80823E−01 0.00000E+00 2.75008E−01 0.00000E+00

(3) D2O (inner)
1 2.36057E−01 2.32571E−01 3.47825E−03 0.00000E+00
2 3.46547E−01 0.00000E+00 3.46449E−01 0.00000E+00

(4) Zr-1
1 3.02340E−01 2.99881E−01 2.33735E−04 0.00000E+00
2 2.85758E−01 0.00000E+00 2.79187E−01 0.00000E+00

(5) He
1 3.05524E−04 3.02747E−04 2.77636E−06 0.00000E+00
2 1.71235E−04 0.00000E+00 1.71235E−04 0.00000E+00

(6) Zr-2
1 3.04423E−01 3.02281E−01 2.62590E−04 0.00000E+00
2 2.81233E−01 0.00000E+00 2.74710E−01 0.00000E+00

(7) D2O (outer)
1 3.33045E−01 3.20134E−01 1.29081E−02 0.00000E+00
2 4.55438E−01 0.00000E+00 4.55395E−01 0.00000E+00

Table 6.4: The nuclear data for a 2D 2G CANDU-6 annular cell test case based upon the first part of
the DRAGON test case TCWU06 [361]. The macroscopic cross-sections for fission in Material 1 are Σg

f =

3.51468E−03 cm-1 and Σg
f = 5.58899E−02 cm-1; and the fission spectrum is χ = [1.00, 0.00]T .

tion of resources; conversely, this is not the case for the NRG-AMR-h(p) strategies. Indeed, both of

the AMR-h(p) strategies generate qualitatively similar T 1 because pronounced variations in the spa-

tial distribution of the fast-component of the scalar neutron flux are exhibited in those regions that

correspond to the largest absolute values of φ1. Accordingly, the corresponding elements are flagged

for further refinement since they present larger errors than those elements in which pronounced vari-

ations in the spatial distribution of the thermal-component of the scalar neutron flux are exhibited

because the smaller absolute values of φ2 incur smaller errors by comparison. As a result, for the use

of energy-dependent meshes, T 2 is left under-refined by the NRG-AMR strategies; viz. approximately
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Figure 6.14: The spatial distribution of the multi-group components of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 2G FONT-S6 equations for a 2D CANDU-6 annular cell test case
based upon the first part of the DRAGON test case TCWU06 [361]. (Vide the web-based version for reference
to colour.)

half as many DoF are allocated to T 2 as are allocated by the complementary DWR-AMR strategies.

6.6 A Discussion

This chapter saw the application of automised NRG-AMR-h(p) and DWR-AMR-h(p) strategies to a

sweep-based DG-IGA spatial discretisation of the multi-group FONT-SN equations. Due to the nature

of hyperbolic systems, CBG discretisations of the FONT-SN equations are unstable for heterogenous

configurations; rather, they are more amenable to upwinding schemes that follow the neutron.

As per an upwinding scheme, the spatial dependence is resolved locally, element by element, since the

locally-formulated depends only upon those values upwind. The coupling between elements is achieved

solely through integrals over their interfaces; and continuity is weakly enforced in such a manner that

it is not dissimilar to a least-squares penalisation for a particular choice of penalty parameter. For

a given group-ordinate system, any dependencies between the elements belonging to the same mesh

can be expressed as a digraph. In the absence of cycles, the elements can be ordered as a globally-

assembled block lower-triangular matrix, which can be inverted locally and thus, obviating the need for
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(a) T (9): 262, 336 DoF (×2) (b) T (9): 264, 016 DoF (×2)

(c) T 1(9): 185, 536 DoF (d) T 1(9): 125, 248 DoF

(e) T 2(9): 54, 208 DoF (f) T 2(9): 118, 336 DoF

Figure 6.15: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-h (left) and the DWR-AMR-h (right) strategies for the
sweep-based DG-IGA 2G FONT-S6 equations for a 2D CANDU-6 annular cell test case; the QoI is the keff.
(Vide the web-based version for reference to colour.)

any global assembly. Otherwise, the dependencies of the SCC must be resolved in order to determine

a unique sweeping order; e.g. for curved elements with reentrant boundaries. A systematic approach

of deleting the weakest outgoing edges was adopted; any any unresolved dependencies were simply

lagged within the inner-iteration procedure. As a result, for a given angular direction, the elements

in a given transport sweep are visited only once.

Again, as expected, mesh refinement tended to be dominated by the ray effects for low-order angular

quadrature sets; cf. Figure 2.2. For localised QoI, the DWR-AMR strategies consistently and reliably

reduced the error in the QoI at each subsequent AMR iteration; whereas the NRG-AMR algorithms
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(a) T (9): 40, 016 DoF (×2) (b) T (9): 39, 380 DoF (×2)

(c) T 1(9): 40, 524 DoF (d) T 1(9): 39, 304 DoF

(e) T 2(9): 17, 744 DoF (f) T 2(9): 29, 672 DoF

Figure 6.16: The energy-independent meshes (top) and the energy-dependent meshes (middle and bottom)
generated at the 9th AMR iteration for the NRG-AMR-hp (left) and the DWR-AMR-hp (right) strategies for
the sweep-based DG-IGA 2G FONT-S6 equations for a 2D CANDU-6 annular cell test case; the QoI is the keff.
(Vide the web-based version for reference to colour.)

would do so only sporadically. Even for global quantities, such as the keff, the latter tended to become

increasingly less performant; and especially so for the use of energy-dependent meshes, since certain

multi-group components were left under-resolved. Nevertheless, for the test cases considered, each of

the AMR-h strategies was always more performant than the global uniform one. Again, the AMR-

hp strategies yielded the best accuracy per DoF; yet, when compared to similar algorithms for the

SAAF-SN equations, there was little additional computational effort demanded at each subsequent
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Figure 6.17: The convergence plots, ǫQoI v DoF, for the uniform refinement (black), the NRG-AMR (red)
and the DWR-AMR (blue) strategies for the sweep-based DG-IGA 2G FONT-S6 equations for a 2D CANDU-6
annular cell test case; the QoI is the keff. (Vide the web-based version for reference to colour.)

AMR iteration, for there was no dramatic increase in the number of elements to sweep through.
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Chapter 7

Acceleration Techniques

In the application to those IGA spatial discretisations of the first and second-order forms of the NTE

presented in the foregoing chapters, this current one introduces some acceleration techniques; namely,

the GMRes method and diffusion preconditioning schemes.

7.1 An Introduction

The previous chapters saw the discretisation of different forms of the NTE with respect to each of

their independent variables; in each case, the result was a system of linear algebraic equations in the

form of Equation 1.2. Due to their size, direct solution methods are impractical and thus, iterative

ones were employed. It is worth (re-)emphasising the distinction made between the general transport

solver that resolves the discretised system in a global sense and the specific approach adopted in

the transport sweep to invert the individual group-ordinate matrix equations; qq.v. Section 2.8 and

Section 2.8.1, respectively. Therefore, to the title of this chapter, one adds the caveat that, regardless

of the form of the discretised field equations, any acceleration is understood as that with respect to

the SI procedure; viz. any speed up of the convergence of the numerical solution that may precipitate

from either the algebraic manipulation or the preconditioning of the global system.

The SI procedure is the simplest of stationary, or fixed-point, iterative methods for linear systems;

viz. a new iteration of the neutron flux is obtained from the previous one by the application of a

linear operator constructed from the actions performed in a transport sweep. This is equivalent to

a Richardson iteration scheme; q.v. Section 7.2.1.1 [371]. For non-multiplying systems, a neutron

will undergo a finite number of collisions in its lifetime; and thus, the SI procedure is guaranteed

to converge. For each of the within-group equations, the spectral radius, ρ, of the iteration matrix

determines the convergence behaviour of the inner-iteration procedure, which correlates directly to
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the number of collisions a neutron is likely to experience. By means of a Fourier analysis, this can be

quantified in the analytical limit as the within-group scattering ratio, c = Σg→g
s0 /Σg

t ≤ 1 [40]. This

holds for both the first-order and the second-order forms of the NTE, since they are just different

expressions of the same underlying physics. More generally, in the case of heterogeneous problems,

the observed spectral radius is bounded from above by the largest of the within-group scattering ratios

and bounded from below by the smallest; i.e. cmin ≤ ρ ≤ cmax [374]. Thus, the rate of convergence

is rapid for those optically thin and leaky systems that present a significant amount of absorption.

Conversely, the SI procedure is inefficient for those optically thick and highly diffusive systems where

within-group scattering is important and particle histories are long [55].

The largest absolute eigenvalue of the SI procedure occurs for those error modes that have weak spatial

and angular dependence; viz. those spurious error modes with strong spatial and angular variation

are effectively quashed by requiring the difference in the flux between successive iterations to become

vanishing. Howbeit, standard tests for convergence may be inappropriate, since slowly converging

methods are susceptible to problems of false convergence; q.v. Section 7.2.1.2 [244,245]. Accordingly,

the focus of much research has been that of unconditionally effective and efficient convergence accel-

eration schemes in multiple dimensions; cf. the review by Adams and Larsen [40]. The techniques

considered here may be applied equally to accelerate the inner and the outer iterations of a trans-

port code; yet, within the scope of this project, one considers only those applied to the within-group

equations; and thus, one is content in the limit of the one-speed approximation and isotropic scatter-

ing for fixed-source problems. Indeed, a multi-group formulation could benefit from any accelerated

convergence of the self-scatter sources; however, it becomes increasingly more important to accelerate

the group-to-group sources in the outer iteration for an increasingly fine group structure, since the

within-group scatter decreases as the probability for out-scatter increases [80].

Where transport theory is slow to converge, diffusion theory can serve as a good low-order approxima-

tion; q.v. Section 2.6 [55]. The problem could be simplified by solving the NTE only where necessary

and the NDE elsewhere [178]. A better approach would be to employ such a low-order approximation

as a relatively cheap means of estimating the error across a transport sweep and then using it to yield

a corrective term to be added to the (intermediate) iterate of the high-order transport approximation.

Such is the concept introduced by Kopp for synthetic acceleration schemes, for which one full iteration

consists of at least two steps [375]:

1. One fixed-source transport sweep of the high-order (transport) approximation; followed by

2. An additive correction from solving the low-order (diffusion) approximation.

To be effective, the added cost of solving the low-order approximation at each iteration should signifi-

cantly reduce the total number thereof; and should the low-order approximation take on the form of the
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NDE, the scheme is justly dubbed diffusion synthetic acceleration (DSA) [183,376]. Gelbard and Hage-

man derived an upper bound of 0.2247c, for c ∈ [0, 1], for the spectral radius of the (semi-)analytical

DSA scheme for the FONT-SN equations over 2D Cartesian grids; however, this was observed only for

spatially discretised systems in the fine mesh limit [377]. Thus, DSA-SI has the potential to suppress

effectively those error modes that have weak spatial and angular dependence, as well as those strongly

dependent ones. Reed observed that this same DSA scheme was divergent for optically thick systems,

although, when convergent, it was more performant than Chebyshev acceleration; a necessary condi-

tion for convergence was expressed as a lower bound for the diffusion coefficient, which translates as a

cell thickness of less than ∼ 1 MFP [244]. For standard symmetric SN quadrature sets for N > 2, the

angular discretisation has only a slight effect upon the convergence properties of a DSA scheme, since

its effectiveness depends upon the discrete diffusion acceleration equations, which are rotationally

invariant. Conversely, however, the spatial discretisation does introduce more severe complications.

Alcouffe determined that rapidly convergent DSA schemes for any cell thickness could be devised for

a consistent spatial discretisation of both the low-order and the high-order approximations; or rather,

the discrete NDE should be derived directly from the discrete transport ones, such that the form of

the former is equivalent to that of the latter for a weakly anisotropic neutron flux distribution [376].

Whilst this presents difficulties for the FONT equation, it does not for those second-order forms, since

both the low-order and high-order approximations would constitute elliptic systems that could enjoy

the same spatial discretisation; qq.v. Chapter 4 and Chapter 5, respectively.

In truth, Alcouffe’s DSA scheme for the DD-SN equations was only partially consistent ; yet, it was

robust enough to outperform the coarse-mesh rebalance method; especially for optically thick systems

dominated by scattering [183]. Fully-consistent discretisations of the low-order acceleration equations

can be derived from the exact P1 equations, for which the resulting DSA scheme is unconditionally

effective for homogeneous problems of any mesh thickness [378,379]. However, this becomes difficult to

achieve for general problems in multiple dimensions and computationally inefficient to solve; besides,

consistency alone is not sufficient to guarantee stability. Thus, there is the motivation for partially-

consistent DSA schemes, such that any loss of effectiveness due to a lack of consistency may be

compensated by gains in computational efficiency and overall simplicity. Moreover, for their Fourier

analysis of a fully-consistent DSA scheme for the FONT-SN equations over an unstructured mesh of

tetrahedral elements, Warsa et al observed degraded effectiveness in the presence of severe material

heterogeneity; and markedly so for c→ 1 in at least one region [380]. This appears to be an inherent

shortcoming of the DSA scheme, one that can be observed by numerical experiments in the analytical

limit of fine meshes, irrespective of the consistency of the scheme; q.v. Section 7.4.1 [381].

Where the SI procedure is equivalent to a Richardson iteration, the use of DSA is mathematically

equivalent to a diffusion preconditioned Richardson iteration; q.v. Section 7.3.1 [382]. A precondi-
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tioner is applied with the aim of reducing the spectral radius of the iteration scheme; and impor-

tantly, the converged solution must satisfy the original matrix equation, irregardless of the low-order

preconditioner [105]. The SI procedure, however, is a rather basic one-step iterative method; and

instead, one could expedite convergence by employing a more sophisticated class of iterative solvers,

such as the Krylov subspace methods or projection methods; e.g. the PCG method and the GMRes

method [383,384]. In the general case, the discretisation of the NTE considered here do not yield sym-

metric linear systems of equations and thus, preclude the use of PCG methods. A rather attractive

feature of the GMRes method, however, is that it can be implemented with relative ease by wrapping

it around any existing code written for the SI procedure; the Krylov subspace is built from the ac-

tion of inverting the leakage-and-collision operator in a transport sweep [385]. Since these algebraic

iterative methods also have matrix representations, they too can be preconditioned [386]. Indeed,

partially-consistent DSA schemes can serve as effective preconditioners for the GMRes method; and

especially so for those problems that present strong material heterogeneity [380].

The rest of the chapter is organised as follows: First, the SI procedure is re-expressed as Richardson

iteration in standard operator notation and then the GMRes method is presented as an alternative

more-powerful transport solver, each of which is preconditioned by partially-consistent DSA schemes;

viz. the same approximation space spanned by NURBS is employed in the spatial discretisation of

both the high-order transport approximation and the low-order diffusion one over matching meshes.

Whilst the full derivation is omitted for brevity, the acceleration of the sweep-based DG-IGA FONT-

SN equations is based upon the MIP-DG-IGA DSA scheme proposed by Wang and Ragusa; which will

also be employed to accelerate the SIP-DG-IGA SAAF-SN equations [387]. Differently, a CBG-IGA

DSA scheme is applied to the CBG-IGA SAAF-SN equations; one recalls that this is a special case

of a DG discretisation for globally continuous functions with vanishing jumps. Finally, numerical

results are presented for a couple of nuclear benchmarks to test the effectiveness of the acceleration

techniques for the different discretisations of the different forms of the NTE for the analysis performed

over exact representations of rational geometries and heterogeneous configurations; importantly, one

demonstrates compatibility with the DWR-AMR-h(p) strategy developed in Section 3.6.2.

7.2 Iterative Transport Solvers

The general strategy to solve the discretised NTE of the form of Equation 1.2 is based upon an

operator splitting; viz. the transport operator is split as per Equation 6.5:

A = L− S · Ω. (7.1)
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The matrix operators L and S ·Ω are the discrete approximations of the (semi-)analytical leakage-and-

collision and scattering operators; qq.v. Equation 6.22a and Equation 6.22b, respectively; the latter

accounts for both the mapping of angular fluxes onto scalar moments, Φ = Ω ·ϕ, and, vice-versa; i.e:

A · ϕ = b; (7.2a)

=⇒ L · ϕ = S · Ω · ϕ+ b; (7.2b)

=⇒ ϕ = [L]-1 · S · Ω · ϕ+ [L]-1 · b; (7.2c)

=⇒ (I − [L]-1 · S · Ω) · ϕ = [L]-1 · b; (7.2d)

=⇒ [L]-1 · A · ϕ = [L]-1 · b; (7.2e)

where I represents an identity matrix of appropriate dimensions; [L]-1 ·b represents the uncollided flux

for the vector b that represents the discrete approximation of the extraneous fixed sources of neutrons;

q.v. Equation 6.23; and M := [L]-1 · S · Ω = I − [L]-1 ·A represents the iteration matrix. By linearity

of the problem, the discrete system has been recast as a (left-)preconditioned matrix equation, where

the action of applying the inverse of the non-singular implicit part, [L]-1, is exactly that performed

by a physical transport sweep; q.v. Section 2.8.1. Without loss of generality, an emphasis is placed

upon manipulating the linear FONT-SN equations, albeit for the manner in which the action of [L]-1

is performed, the same solution methodologies will be applied to the SAAF-SN equations.

7.2.1 The Source-Iteration Procedure

In the foregoing chapters, only the most basic of iterative methods had been employed to resolve

the neutron flux distribution in space, angle and energy; q.v. Section 2.8. Since the focus of this

chapter is 1G fixed-source problems, the SI procedure collapses into a single (inner) iteration on the

self-scattering source. A fixed linear operator, [L]-1 ·S ·Ω, is applied to the best available information

for the neutron flux in order to obtain a new estimate thereof; the process is repeated until convergence

is achieved with respect to some numerical tolerance. In essence, the SI procedure is a fixed-point

iteration method equivalent to (one-step) Richardson iteration.

7.2.1.1 Richardson Iteration

A discrete representation of the true solution, ϕ, exactly satisfies Equations 7.2; yet, practically and

iteratively one seeks an approximation, ϕ̂, by numerical methods, where the superscript in parentheses,

(i), will denote that at the ith iteration; viz. ϕ̂(i) is the numerical solution after i-number of iterations.

The imbalance of particle conservation between the gains and the losses in the system due to any
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inaccuracy in ϕ̂ can be quantified at the ith-iterate by the residual, r(i); i.e. for i ≥ 0:

r(i) = b−A · ϕ̂(i). (7.3)

From Equation 7.2c, for i ≥ 0, the Richardson iteration for the (left) preconditioned system is:

ϕ̂(i+1) = [L]-1 · S · Ω · ϕ̂(i) + [L]-1 · b, (7.4a)

= [L]-1 · (L−A) · ϕ̂(i) + [L]-1 · b, (7.4b)

= (I − [L]-1 ·A) · ϕ̂(i) + [L]-1 · b, (7.4c)

= ϕ̂(i) + [L]-1 · (b−A · ϕ̂(i)), (7.4d)

= ϕ̂(i) + [L]-1 · r(i). (7.4e)

At each iteration one solves a linear system with a matrix, L, which is readily invertible and compu-

tationally cheaper to effect than that of the full transport operator, A. Indeed, convergence of the

iteration scheme could be attained in one single iteration, if it were preconditioned instead by [A]-1;

however, this would come at the cost of a direct solver.

Defining the discretisation error at the ith-iterate as e(i) = ϕ − ϕ̂(i), the Richardson iteration can be

re-expressed in terms of errors by subtracting Equation 7.4a from Equation 7.2c; i.e. for i ≥ 0:

ϕ− ϕ̂(i+1) = [L]-1 · S · Ω · ϕ+ [L]-1 · b− [L]-1 · S · Ω · ϕ̂(i) − [L]-1 · b, (7.5a)

=M · (ϕ− ϕ̂(i)); (7.5b)

=⇒ e(i+1) =M · e(i), (7.5c)

=

i∏

î=0

[
M

]
· e(0), (7.5d)

=
[
M

]i+1 · e(0); (7.5e)

where e(0) is the initial error vector for some initial guess, ϕ̂(0). Clearly, any error in the uncollided flux

does not vary between iterations. Conversely, however, increasingly more collided fluxes are computed

with each transport sweep and essentially, for some initial guess, the iteration matrix is the scattering

operator being acted upon, a sufficient number of times, by [L]-1 until convergence is attained.

A necessary and sufficient condition for convergence is that the spectral radius, or the largest absolute

eigenvalue, of the iteration matrix, ρ(M), be less than unity; i.e. lim
i→∞

e(i) → 0 for ρ(M) < 1. Generally,

it is computationally expensive to compute the spectral radius; yet, ρ(M) ≤ ‖M‖ for every natural

matrix norm, ‖·‖; thus, for any ϕ̂(0) and for the regular splitting of the transport operator as per

Equation 7.1, the iteration scheme will converge provided that the iteration matrix is square, I −M
is non-singular and ρ(M) ≤ ‖M‖ < 1. From Equation 7.5c, the spectral radius can be approximated
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as the asymptotic reduction in error between consecutive iterations:

ρ(M) ≈ lim
i→∞

‖e(i+1)‖
‖e(i)‖ ; (7.6)

where ‖·‖ is any well-defined norm; e.g. the L2-norm. To ensure that this estimate of the spectral

radius approaches its asymptotic value, one must allow for a sufficient number of iterations to quash

those high-frequency error modes that may introduce spurious numerical artefacts [388]. Since the

true solution may not be known, the spectral radius is more readily approximated as the numerical

spectral radius (NSR), denoted as ρ̂. Substitution of Equation 7.3 into Equation 7.2a yields, for i ≥ 0:

A · e(i) = r(i); (7.7)

whence Equation 7.6 becomes, for i > 0:

ρ̂(M ) ≈ lim
i→∞

‖r(i)‖
‖r(i-1)‖ , (7.8a)

≈ lim
i→∞

‖ϕ̂(i+1) − ϕ̂(i)‖
‖ϕ̂(i) − ϕ̂(i-1)‖ ; (7.8b)

where Equation 7.4e expresses r in terms of ϕ̂ at consecutive iterations; and the spectral radius can

be well estimated after a sufficient number of iterations.

7.2.1.2 False Convergence

When employing iterative methods the discretised system is never solved exactly; instead, one obtains

an approximate solution, ϕ̂, to a degree of accuracy as prescribed by some user-defined convergence

criterion. From Equation 7.5e one can determine the following error estimate for i ≥ 0:

‖e(i+1)‖ ≤ ‖M‖i+1‖e(0)‖, (7.9a)

. (ρ̂)i+1‖e(0)‖. (7.9b)

The SI procedure is rapidly convergent for ρ̂ ≪ 1; yet, it becomes arbitrarily slow for scattering-

dominated problems, where ρ̂ ≈ c → 1. A second error estimate can be determined from Equation

7.5c for i ≥ 0 [40]:

e(i+1) =M · (ϕ− ϕ̂(i)), (7.10a)

=M · e(i+1) +M · (ϕ̂(i+1) − ϕ̂(i)); (7.10b)

=⇒ e(i+1) = [I −M ]-1 ·M · (ϕ̂(i+1) − ϕ̂(i)); (7.10c)

=⇒ ‖e(i+1)‖ . lim
i→∞

ρ̂

1− ρ̂‖ϕ̂
(i+1) − ϕ̂(i)‖. (7.10d)
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A general test for convergence is that the difference in ϕ̂ between successive (inner) iterations be less

than some numerical tolerance; τi; i.e. ‖ϕ̂(i) − ϕ̂(i-1)‖ ≤ τi; q.v. Section 2.8; i.e.:

‖e(i)‖ . ρ̂ τi
1− ρ̂ ;

whereby the error in the final iterate of a slowly converging SI procedure can become much greater

than that prescribed by τi as ρ̂→ 1.

Slow convergence is an undesirable attribute of any iterative scheme since it implies inefficiency and

proposes problems of false convergence. The former can be abated by the different acceleration tech-

niques implemented in the remainder of this chapter; whilst the latter can be remedied by the imposi-

tion of a stricter convergence criterion of ‖ϕ̂(i)− ϕ̂(i-1)‖ ≤ τi(1− ρ); viz. ‖e(i)‖ → τi in the final iterate

as ρ→ 1 for a good estimate of the spectral radius; q.v. Equation 7.8.

7.2.2 Krylov Subspace Iterations

For fixed-source problems, the convergence properties of the SI procedure are determined exclusively by

the spectral radius of the linear system, as determined by the scattering ratio; thus, the SI procedure

is not well suited to problems with optically thick and diffusive regions. Moreover, such a passive

one-step iterative method retains only the information from the previous iterate and discards the rest.

Alternatively, the Krylov subspace methods constitute a more sophisticated class of solver, whose con-

vergence properties generally depend upon the clustering of the eigenvalue spectrum of the discretised

system; and thus, even in the presence of scattering-dominated regions, they can exhibit rapid con-

vergence; viz. the GMRes method is fast to converge when the eigenvalues are distributed away from

the origin [380, 389]. These are projection methods for solving linear systems, Equation 7.2a, such

that for some initial guess, ϕ̂(0), an N -dimensional approximate solution, ϕ̂, is sought in an affine sub-

space, ϕ̂(0) + K̂M , by imposition of the Petrov-Galerkin orthogonality condition, b−Aϕ̂ ⊥ L̂M ; where

the subspace of approximations, K̂M , and the subspace of constraints, L̂M , are each M -dimensional

Krylov subspaces of RN ; i.e. [384]:

K̂M

(
A, r(0)

)
= span

{
r(0), Ar(0), . . . , AM -1r(0)

}
; (7.11)

where r(0) is the initial residual, as defined by Equation 7.3 for i = 0. Naturally, the dimension of

Krylov subspace, M , is limited by that of the discrete linear operator system, N ; in practice, the

former is always much smaller than the latter. Furthermore, the specific set of constraints imposed in

building the approximation has important implications upon the iterative technique and the algorithms

employed; choosing L̂M = K̂M yields the orthogonal projection techniques; e.g. in the case of the full
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orthogonalisation method (FOM), the constraints are simply the Galerkin orthogonality condition;

q.v. Equation 4.71. The choice of two different subspaces yields the oblique projection techniques;

e.g. the choice of L̂M = AK̂M gives rise to the GMRes method by Saad and Schulz [390].

The approximate solution can be re-written as some correction to an initial guess, ϕ̂ = ϕ̂(0) + δ, such

that the orthogonality conditions can be re-expressed as r(0)−Aδ ⊥ L̂M ; and the approximate solution

may therefore be sought in the general projection step:

ϕ̂ = ϕ̂(0) + δ, δ ∈ K̂M ; (7.12a)

(
r(0) −Aδ,w

)
= 0, ∀w ∈ L̂M . (7.12b)

Letting VM = [v1, . . . , vM ] and WM = [w1, . . . , wM ] be (N × M)-matrices whose column-vectors

form bases of K̂M and L̂M , respectively, the projection may be represented in matrix form by first

re-writing the correction to the initial guess as VM · y, such that the orthogonality condition can then

be re-expressed as a discrete system of linear equations for y:

[WM ]T ·A · VM · y = [WM ]T · r(0),

B · y = [WM ]T · r(0).
(7.13a)

For a non-singular projected matrix B := [WM ]T ·A ·V , the approximate solution may be sought as:

ϕ̂ = ϕ̂(0) + VM · y, (7.14a)

= ϕ̂(0) + VM · [B]-1 · [WM ]T · r(0). (7.14b)

Most iteration techniques employ a succession of such projections, building a new pair of Krylov

subspaces of increasingly large dimension at each step and taking ϕ̂(0) as the approximation from the

previous projection.

7.2.2.1 The GMRes Method

In anticipation of the additional storage and computational overhead envisaged by a more sophisticated

projection method, the order of the discrete linear system of equations, as presented in Equations 7.2,

can be reduced significantly by re-expressing the NTE in terms of Φ̂; i.e. by pre-multiplying Equation
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7.2c by the matrix operator Ω:

Ω ·
[
ϕ = [L]-1 · S · Ω · ϕ+ [L]-1 · b

]
; (7.15a)

=⇒ Ω ·
[
(I − [L]-1 · S · Ω) · ϕ = [L]-1 · b

]
, (7.15b)

(
I − Ω · [L]-1 · S

)
· Φ̂ = Ω · [L]-1 · b, (7.15c)

Ã · Φ̂ = b̃. (7.15d)

The system of equations is not generally SPD; nonetheless, the above requires only the storage of

vectors large enough to hold the scalar information rather than each of the discrete angular fluxes.

For those solvers based upon stationary Richardson iteration, convergence of the scalar neutron flux

for fixed-source problems can be effectively accelerated by minimising the QoI over a Krylov subspace

constructed as a linear combination of all previous iterations by wrapping the GMRes algorithm

around those routines that perform the action of a physical transport sweep [371,380,385,391,392].

Arnoldi’s Method One recalls that only a set of linearly independent vectors that span a given

vector space may also form a basis thereof. To ensure linear independence of those vectors that span

the Krylov subspace, Equation 7.11, one employs Arnoldi’s method to find a sequence of orthonormal

Arnoldi vectors, v⊥1 , v
⊥
2 , . . . , v

⊥
M , that form a basis of K̂M [393].

An existing transport solver based upon the SI procedure can be retrofitted such that Arnoldi’s method

wraps around those parts of the numerical code that perform the physical transport sweeps. In one

complete transport sweep, a new flux guess is computed from an old one in an affine way and the

action of applying [L]-1 does not require the operator itself to be known or stored as a matrix; i.e. at

the jth iteration, supplying Φ̂ = vj to the right-hand side of Equation 7.15a and letting b = 0:

Φ̂ = Ω · [L]-1 · S · Φ̂ +
✘✘✘✘✘✘✿0
Ω · [L]-1 · b; (7.16a)

=⇒ Φ̂ = Ω · [L]-1 · S · vj. (7.16b)

Now, the matrix-vector multiplication Ã · vj can be computed as the difference in the Arnoldi vector

supplied across a transport sweep:

vj − Φ̂ = vj − Ω · [L]-1 · S · vj, (7.17a)

=
(
I − Ω · [L]-1 · S

)
· vj , (7.17b)

= Ã · vj. (7.17c)

At the jth iteration, starting with v⊥1 = r(0)/β with β = ‖r(0)‖L2
, such that ‖v⊥1 ‖L2

= 1, the vector

wj = Ã · v⊥j can now be evaluated as wj = v⊥j − Φ̂, which is then orthogonalised against all other
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previous Arnoldi vectors by the modified Gram-Schmidt procedure or the Householder algorithm [390].

Obviously, for non-singular matrices, the next Arnoldi vector could not be generated for ‖wj‖ = 0.

Yet, in such a rare occurence, the projection onto the Krylov subspace would be exact and the residual

vanishing; and thus, such a breakdown would be considered lucky.

Also produced is the upper-Hessenberg (M+1×M)-matrix, H̄M ; where HM is the (M ×M)-matrix

obtained by deleting the last row of H̄M , or rather the orthogonal projection of Ã onto K̂M , such that:

Ã · V ⊥M = V ⊥M ·HM + wM · [eM ]T , (7.18a)

= V ⊥M+1 · H̄M ; (7.18b)

where ei represents the i
th-column of the (N ×N) identity matrix, I.

The problem of minimising the residual over the Krylov subspace can now be expressed as that of

computing Equation 7.14a for the M -dimensional vector y that minimises the residual such that:

r = b̃− Ã · Φ̂, (7.19a)

≈ b̃− Ã ·
[
Φ̂(0) − V ⊥M · y

]
, (7.19b)

≈ r(0) − Ã · V ⊥M · y, (7.19c)

≈ r(0) − V ⊥M+1 · H̄M · y, (7.19d)

≈ βv⊥1 − V ⊥M+1 · H̄M · y, (7.19e)

≈ βV ⊥M+1 · e1 − V ⊥M+1 · H̄M · y, (7.19f)

≈ V ⊥M+1 ·
[
βe1 − H̄M · y

]
; (7.19g)

where Equation 7.18b is substituted into the above to give Equation 7.19d; and the next line is obtained

from the definition of the first Arnoldi vector, v⊥1 ; and from the definition of the vector e1, such that

v⊥1 = V ⊥M · e1 = V ⊥M+1 · e1, follows Equation 7.19f.

Since the column-vectors of V ⊥M+1 are orthonormal, the problem of finding Φ̂ that minimises the

residual can instead be posed as finding the minimiser, y, to a different functional; i.e.:

min
Φ̂∈Φ̂(0)+K̂M

‖b̃− Ã · Φ̂‖L2 = min
y∈K̂M

‖βe1 − H̄M · y‖L2 . (7.20)

Most commonly, the (M+1×M)-least-squares problem on the right-hand side of the above is solved

by first transforming the upper-Hessenberg matrix into an upper-triangular one by unitary plane

rotations; the resulting system can then be resolved by backward substitution [390].

The GMRes method is guaranteed to converge in N -number of iterations; however, general conver-
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gence estimates are difficult to obtain for non-stationary iteration methods. With each iteration, the

dimension of the Krylov subspace increases by one until the norm of the (relative) residual is reduced

to some tolerance; obviously, the storage of an additional N -dimensional vectors becomes increasingly

expensive. Thus, practically, the GMRes method is periodically restarted every M th iteration, as

per the M -restarted GMRes method or the GMRes(M) method, with the most current approximate

solution serving as the next initial guess; the general algorithm is presented below:

Algorithm 1: The restarted GMRes(M) method

1 Compute r(0) = b̃− Ã · Φ̂(0) and β = ‖r(0)‖L2 ;

2 Set v⊥1 := r(0)/β;

3 for j = 1, . . . ,M do

4 Arnoldi’s method

5 for i = 1, . . . , j do

6 Generate (H̄M )ij ;

7 Generate (H̄M )j+1,j;

8 if (H̄M )j+1,j = 0 then

9 Set M := j and go to 12;

10 Generate v⊥j+1;

11 End ;

12 Compute y to minimise ‖βe1 − H̄M · y‖L2 and Φ̂ = Φ̂(0) + V M · y;

13 if ‖~r‖/‖b‖ > τ then

14 Set Φ̂(0) := Φ̂ and go to 1;

15 else

16 Stop

Indeed, the storage requirements of the restarted GMRes(M) method can be fixed, a priori ; however,

for a non-positive Ã, the method can suffer from problems of stagnation and thus converge more

slowly than the non-restarted algorithm. Nonetheless, since the problem is still represented as a

matrix equation, standard preconditioning techniques can be employed; q.v. Section 7.3.2.

Moreover, Guthrie et al suggest that the quality of the Krylov subspace could be improved by per-

forming L-number of transport sweeps within each GMRes iteration, for L > 1 [385]. At the cost

of increased overheads, one would expect the basis vectors to contain better information about the

higher-order components of the collided fluxes and multiply scattered sources; and thus, one could

hope to reduce the dimension of the Krylov subspace, M .
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7.3 Diffusion Acceleration

The SI procedure efficiently suppresses those error modes with strong spatial and angular variation;

however, it can exhibit poor convergence properties for those scattering-dominated problems in the

presence of optically thick regions. Thus, the SI procedure may require a large number of iterations

to quash sufficiently any spurious errors introduced therewithin [55]. Therefore, one envisages an

appropriate preconditioning of the linear system in the hope of obtaining one that is easier to solve.

Specifically, one is interested in DSA schemes; indeed, these are analogous to the preconditioning of a

matrix equation since their application has the intended consequence of reducing the spectral radius

of the iteration matrix, ρ(M ).

Diffusion acceleration schemes can effectively suppress those error modes with weak spatial and angular

variation; and unsurprisingly so, since weak spatial and angular dependence are an inherent assumption

of neutron diffusion theory; q.v. Section 2.6. Importantly, however, the effectiveness of a DSA scheme

does not rely upon diffusion theory being a good approximation to transport theory; rather, it relies

upon the appropriate form of the discretised NDE to accelerate effectively the neutron transport

solutions [183,185,394].

Typically, the algorithm for DSA schemes sees the solution of a high-order NTE and a low-order

NDE in alternating fashion; where the coupling between the two is achieved by either a correction to

the diffusion coefficients or the removal cross-sections; or by a modification of the neutron diffusion

sources. The former approach generally leads to the more exotic NDA schemes [395–397]. Whereas

the latter gives rise to the standard linear scheme, which simply demands the application of a fixed

operator representation of the diffusion acceleration equations at each iteration [244].

Morel demonstrated that DSA schemes, by conception, can effectively accelerate both the scalar

neutron fluxes as well as the currents for problems where scattering is weakly anisotropic [398]. Indeed,

this is sufficient for most reactor physics problems for neutral particles. However, in the interest of

radiation shielding problems or modelling charged particles in the Fokker-Planck limit, the scattering

tends to be more anisotropic and forward-peaked ; in which case, it may be worth considering S2

synthetic acceleration (S2SA) or other transport synthetic acceleration (TSA) schemes [399,400].

In the context of this work, one is content in the limit of linear DSA schemes that accelerate at most the

zeroth-degree spherical harmonic flux moments; viz. the scalar neutron fluxes. Again, one emphasises

that acceleration is understood as attaining the same discrete solution as per the SI procedure in just

a fewer number of iterations.
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7.3.1 Preconditioning the Source-Iteration Procedure

The general algorithm for a linear DSA scheme is a two-step procedure, the first of which consists of

a single source iteration, or a full transport sweep of a high-order approximation of the NTE; e.g. the

discrete SAAF-SN equations or FONT-SN equations. The result is an intermediate approximation of

the angular neutron flux distribution; this is recited below, as per Equation 7.2b, ignoring the spatial

discretisation and introducing a half-integer iteration index for i ≥ 0:

Lϕ̂(i+1⁄2) = SΩϕ̂(i) + b. (7.21)

One must now formulate an equation for the next full-integer iterate, such that ϕ̂(i+1) is significantly

more accurate than ϕ̂(i+1⁄2). Subtracting the above from the same equation as satisfied by the exact

solution, ϕ, and rearranging yields:

L
[
ϕ− ϕ̂(i+1⁄2)

]
= SΩ

[
ϕ− ϕ̂(i+1)

]
, (7.22a)

= SΩ
[
ϕ− ϕ̂(i+1⁄2)

]
+ SΩ

[
ϕ̂(i+1⁄2) − ϕ̂(i+1)

]
; (7.22b)

=⇒
[
L− SΩ

][
ϕ− ϕ̂(i+1⁄2)

]
= SΩ

[
ϕ̂(i+1⁄2) − ϕ̂(i+1)

]
. (7.22c)

The exact solution can now be expressed in terms of an additive correction, δϕ̂, on the previous iterate:

ϕ = ϕ̂(i+1⁄2) +
[
L− SΩ

]-1
SΩ

[
∆ϕ̂(i+1⁄2)

]

︸ ︷︷ ︸

δϕ̂(i+1⁄2)

; (7.23)

where ∆ϕ̂(i+1⁄2) = ϕ̂(i+1⁄2)− ϕ̂(i); and one expects δϕ̂(i+1⁄2) → 0 as i→∞. At the cost of a direct solver,

the above demands the inversion of the full coefficient matrix, Equation 7.1. However, it would be less

expensive and thus, more efficient, to approximate this operator by some low-order approximation,

such as that provided by diffusion theory; i.e. [D]-1 ≈ [L − SΩ]-1, where the operator D denotes the

left-hand side of Equation 4.1a, which is more readily invertible than L − SΩ. Hence, the additive

correction term, δϕ̂, from Equation 7.23 can be evaluated as the solution to a modified-source NDE:

Dδϕ̂(i+1) = SΩ∆ϕ̂(i-1⁄2); (7.24a)

=⇒ δϕ̂(i+1⁄2) = D-1SΩ∆ϕ̂(i-1⁄2). (7.24b)

Thus, re-expressing Equation 7.21 as per Equation 7.4c, the two-step procedure can be summarised

for i ≥ 0:






ϕ̂(i+1⁄2) = (I − L-1A)ϕ̂(i) + L-1b;

ϕ̂(i+1) = ϕ̂(i+1⁄2) +D-1SΩ(ϕ̂(i+1⁄2) − ϕ̂(i)).

(7.25a)

(7.25b)

In Section 7.2.1.1, the SI procedure was expressed as a Richardson iteration in terms of matrix oper-

ators; in the same vein, the DSA scheme can also be expressed as a (left-)preconditioned Richardson
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iteration, although, in practice, the preconditioner need never be constructed explicitly. Eliminating

the half-integer iterates by substitution of Equation 7.25a into Equation 7.25b yields:

ϕ̂(i+1) =
[
(I − [L]-1 · A) · ϕ̂(i) + [L]-1 · b

]
·
[

P
︷ ︸︸ ︷

I + [D]-1 · S · Ω
]
− [D]-1 · S · Ω · ϕ̂(i), (7.26a)

=
[
P − P · [L]-1 · A+ I − P

]
· ϕ̂(i) + P · [L]-1 · b; (7.26b)

=⇒ ϕ̂(i+1) = (I − P · [L]-1 ·A) · ϕ̂(i) + P · [L]-1 · b; (7.26c)

where P := I + [D]-1 · S · Ω serves as a good preconditioner, so long as [D]-1 ≈ [L− S · Ω]-1; i.e.:

P = I + [D]-1 · S · Ω,

≈ I + [L− S · Ω]-1 · S · Ω,

≈ [L− S · Ω]-1 ·
(
[L− S · Ω] + S · Ω

)
,

≈ [A]-1 · L;

whence one infers that P · [L]-1 · A ≈ I; although, since Equation 7.24 is solved iteratively, the

preconditioning could never be exact. Nevertheless, for an appropriate discretisation of both the high

and the low-order approximations, the DSA-preconditioned system should sufficiently suppress the

maximum number of slowly converging error modes at minimal cost and without inducing other more

slowly converging or unstable modes; viz. ρ(I − P · [L]-1 · A) < ρ(I − [L]-1 · A). Undeniably, each

accelerated source iteration is more expensive; howbeit, the extra work per iteration is expected to be

compensated by an a reduction in the total number of iterations required to attain convergence.

7.3.1.1 Consistency

One recalls that for a standard symmetric SN quadrature set for N > 2, the angular discretisation

has only a slight effect upon the convergence properties of a DSA scheme, since its effectiveness

depends upon rotationally invariant discrete diffusion acceleration equations. Conversely, however, the

spatial discretisation does introduce some more severe complications. The ensuing discussion pertains

chiefly to the FONT-SN equations because the SAAF-SN equations are diffusion-like by nature and

for a diffusion acceleration scheme thereof the elliptic systems of both the high-order and low-order

approximations can enjoy the same spatial discretisation; qq.v. Chapter 4 and Chapter 5.

To enforce rigorously the balance at the end of each iteration, Equations 7.25, the discrete acceleration

equations should be directly derived from the discrete neutron transport ones [376]. In doing so, one

should expect to attain an unconditionally effective acceleration scheme for homogeneous problems, as

predicted analytically by means of Fourier analysis [380]. Yet, inconsistencies can arise when projecting
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Figure 7.1: A parametric study of the NSR v optical thickness (MFP) for the CBG-IGA and MIP-DG-IGA
DSA-SI schemes for the CBG-IGA (left) and the SIP-DG-IGA (right) SAAF-SN equations, respectively, for
the example of a 2D unit pin-cell mesh of an infinite homogeneous medium with c = 0.9999, formed of nine
non-degenerate equal-volume bi-quadratic NURBS patches, unless otherwise stated; for the S2, S4 and S8 LS
quadrature sets (top); for the pin radii r = 0.15, 0.30, 0.45 cm for the S4 equations (middle); and for a NURBS
basis of p = 2, 3, 4 for the S4 equations (bottom). (Vide the web-based version for reference to colour.)

the high-order equations onto a basis of spherical harmonics and then truncating the approximation as

a linear anisotropic flux distribution. Consistently, these full P1 equations can be difficult to derive and

they cannot be collapsed into a single discretised NDE; moreover, they can become computationally

prohibitive to solve in multiple dimensions [236]. With that in mind, the performance of a DSA scheme

must be gauged equally by its efficiency as well as its effectivity; viz. perhaps, to the detriment of

the latter, the solution to a given neutron transport problem should be computed to some specified

accuracy at minimal computational effort.

Indeed, some degree of inconsistency should be largely compensated by any gains in simplicity and

computation efficiency. Operating directly upon the analytical NDE and mimicking the spatial dis-

252



2345

 0.2

2365

 0.3

2375

 0.4

2395

235

2355

:435 :4 :235  0 235  1 435  2 635

N
S

R

LOG10(Σ;<=

S2
S4
S>

 0.1

?@AB

 0.2

?@CB

 0.3

?@DB

 0.4

?@EB

FA@B FA F?@B  0 ?@B  1 A@B  2 C@B

N
S

R

LOG10(ΣGHI

J K ?@ABLM
J K ?@D?LM
J K ?@EBLM

NOPQ

 0.2

NORQ

 0.3

NOTQ

 0.4

NOUQ

NOQ

VPOQ VP VNOQ  0 NOQ  1 POQ  2 ROQ

N
S

R

LOG10(ΣWXY

ZR
ZT
ZU

Figure 7.2: A parametric study of the NSR v optical thickness (MFP) for the MIP-DG-IGA DSA-SI scheme
for the sweep-based DG-IGA FONT-SN equations for the example of a 2D unit pin-cell mesh of an infinite
homogeneous medium with c = 0.9999, formed of nine non-degenerate equal-volume bi-quadratic NURBS
patches, unless otherwise stated; for the S2, S4 and S8 LS quadrature sets (top left); for the pin radii r =
0.15, 0.30, 0.45 cm for the S4 equations (top right); and for a NURBS basis of p = 2, 3, 4 for the S4 equations
(bottom). (Vide the web-based version for reference to colour.)

cretisation of the NTE and then employing Fick’s law to eliminate all first-order flux moments, Adams

and Martin modified Larsen’s four-step method and developed an inconsistent, or rather partially-

consistent, DSA scheme whose acceleration equations inadvertently took the form of an IIP-DG dis-

cretisation of the NDE for the constant penalisation of µf = 1⁄4 to eliminate the jump in the neutron

current, expressed as partial currents, Equation 2.59, across all internal faces [185, 401]. This was

found to be rapidly convergent in 1D slab and spherical geometries; and especially so for optically

thick meshes, where the spectral radius is monotonically decreasing for an increasingly large mesh

spacing. However, upon further investigation, this asymmetric modified four-step acceleration (M4S)

scheme was also found to be less performant and even divergent for distorted meshes in multiple

dimensions [380,402].

Based upon an SIP-DG discretisation of the NDE, employing the same discontinuous finite elements

as those employed for the discretisation of the transport approximation, Wang and Ragusa proposed

the modified interior penalty (MIP) scheme for the DG discretisation of the diffusion acceleration

equations; q.v. Section 4.4 [387]. Although optimised penalty parameters were derived rigorously

for any element type in Section 4.4.1, they are often assigned heuristically in the literature [349].

Nevertheless, µf ∝ h-1 ∝ (Σth)
-1, where cell optical thickness is characterised by Σth; viz. Σt → 0
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or h → 0 in optically thin regions where MFP:= 1/Σt becomes much larger than a cell’s diameter,

h; i.e. Σth ≪ 1; and Σt → ∞ or h → ∞ in optically thick regions where the MFP becomes much

smaller than h; i.e. Σth ≫ 1; and an intermediate range covers that in between; i.e. Σth ≈ 1.

Where the penalty parameters become vanishing and the SIP-DG DSA scheme becomes increasingly

unstable for increasingly thick cells, Wang and Ragusa enforce a minimal penalisation of µf = 1⁄4, as

borrowed from a consistent diffusion-conforming form (DCF) of the acceleration equations, which is

not dissimilar to the M4S method that was found to be somewhat unstable for cells of intermediate

thickness [387]. The stability and effectiveness of the MIP-DG DSA scheme has been demonstrated

over many different grid types for the full range of cell thicknesses; and since the SIP-DG discretisation

yields SPD linear systems, the acceleration equations can be solved efficiently by the CG method with

multi-grid preconditioners [403–405].

For the MIP-DG-IGA discretisation of the diffusion acceleration equations for the one-speed FONT-SN

equations, the penalty parameters, µ∗f , are evaluated as [387]:

µ∗f = max
{
µf , 1⁄4

}
, ∀∂Vf ∈ ∂VIP . (7.27)

As calculated by Equation 4.97, µf will sufficiently penalise any optically thin regions without being

arbitrarily large. The conditioning of the diffusion acceleration equations varies linearly with the

size of the penalty parameters; and thus, any optimisation of the latter will reduce the additional

computational demands of each source iteration; q.v. Section 4.4.3.

In the same vein, for the MIP-DG-IGA discretisation of the diffusion acceleration equations for the

one-speed SAAF-SN equations, the penalty parameters, µ∗f , are evaluated as:

µ∗f = max
{
µf , max

Ve∈
⋂

e′
Ve′∋∂Vf

{
C0
e,fFe

3Σg
t,e

}
}
, ∀∂Vf ∈ ∂VIP ; (7.28a)

≈ max
Ve∈

⋂

e′
Ve′∋∂Vf

{
DeC

0
e,fFe

}
, ∀∂Vf ∈ ∂VIP . (7.28b)

Again, µf are calculated as per Equation 4.97 with C1; where C0 and C1 are the TIC introduced

in Section 4.4.2. Although the above has been derived rather heuristically, numerical experiments do

suggest that this assignment of penalty parameters does yield an effective DSA scheme; howbeit, for

the sake of consistency, the diffusion acceleration equations are generally over-penalised over the faces

of most regular NURBS patches, since C0 & C1.

To verify the effect of preconditioning the different forms of the discretised within-group NTE, a small

parametric study was performed on the MIP-DG-IGA DSA schemes for both the 1G DG-IGA FONT-

SN equations and the 1G SIP-DG-IGA SAAF-SN equations; v. Figure 7.2 and the right-hand side of

Figure 7.1, respectively; the penalty parameters for the diffusion acceleration equations evaluated as
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per Equation 7.27 and 7.28, respectively. For comparison, a similar study was also performed on a

CBG-IGA DSA scheme for the 1G CBG-IGA SAAF-SN equations; v. the left-hand side of Figure 7.1.

Although the number of iterations required to converge the within-group equations will not necessarily

vary linearly with the spectral radius, the conditioning of the linear system can be quantified by

estimating the latter as the NSR, Equation 7.8; to obtain good estimates of the spectral radius, a

sufficiently large number of iterations is required and thus, the self-scatter sources are converged to

machine precision. With regard to the sweep-based approach for solving the FONT-SN equations, any

effect of SCC on convergence is mitigated by fully resolving every dependency in each digraph in a

given transport sweep; q.v. Section 6.4.1.

For a 2D unit pin-cell geometry initially formed of nine equal-volume bi-quadratic NURBS patches,

for an infinite homogeneous medium over a large range of cell thicknesses with c = 0.9999, the effects

of preconditioning on the NSR are investigated by varying, ceteris paribus, the order, N , of the LS

angular quadrature set; the radius of the central pin; and the polynomial degree of the NURBS basis.

Optically thick cells, Σth > 1 MFP, are modelled as a fixed number of elements, h ≈ 0.47 cm, of

an increasingly large macroscopic cross-section of total collision, 2 cm-1 ≤ Σt ≤ 280 cm-1; whereas

optically thin cells are modelled as an increasingly large number of elements of reduced diameter and

fixed cross-section data, Σt ≈ 2 cm-1.

Overall, the findings are in good agreement with the Fourier analyses performed over Cartesian grids in

the literature; that is, over a large range of optical thicknesses, the proposed DSA schemes effectively

reduce the spectral radius of a homogeneous problem where c → 1; and in the fine-mesh limit,

NSR→ 0.5c for N = 2 and NSR→ 0.2247c for N > 2 [40, 403]. Indeed, one would expect the

angular quadrature with the least rotational variance to deviate the most from the theory on analytical

operators; moreover, the effect of angular discretisation is minimal for N > 2. Both discretisations

of the DSA schemes for the SAAF-SN equations present similar convergence properties, NSR≤ 0.25;

becoming immediately convergent for Σth ≥ 2 for N ≥ 2. Most noticeably, yet expected, the effectivity

of the DSA scheme for the FONT-SN equations is markedly degraded in the intermediate range of

optical thicknesses; nevertheless, NSR < 0.45 for N > 2 [387]. In all cases, the effect of distorting the

mesh by varying the radius of the central pin appears to be minimal; and whilst relatively insensitive in

the fine-mesh limit, the systems become increasingly ill conditioned for increasingly large polynomial

degrees of the NURBS basis for increasingly thick cells.

Clearly, partially-consistent diffusion acceleration schemes can still exhibit good convergence properties

of scattering-dominated homogeneous problems, whilst being simple to derive and implement; and, in

the current case, the linear systems of diffusion acceleration equations are SPD and thus, can be solved

efficiently by the CG method with multi-grid preconditioners [403–405]. As it will be demonstrated

255



in Section 7.4.1, however, DSA-SI schemes are not inherently robust in their application to those

problems that present a high degree of material heterogeneity and where c → 1; in which case, it

would certainly not be worth the effort of devising one that is fully consistent [380]. Nonetheless,

partially-consistent DSA schemes can still serve as effective preconditioners for the more sophisticated

GMRes method; q.v. Section 7.2.2.1.

7.3.2 Preconditioning the GMRes Method

As was first identified by Azmy, any DSA-SI scheme will become increasingly ineffective for heteroge-

neous problems in multiple dimensions for an increasingly large scattering ratio [381]. It was observed

that no discretisation of the diffusion acceleration equations could effectively accelerate the solution of

such problems in the analytical limit of Σth→ 0; q.v. Section 7.4.1. Thus, for more realistic problems,

a given DSA-SI scheme may serve neither efficiently nor reliably; and particularly so in those instances

where it would be needed the most; i.e as c→ 1. However, such a virtually intractable problem may be

resolved by substituting the SI procedure for the more powerful GMRes method. Generally, the GM-

Res method alone can accelerate the numerical solution of a discrete system of the NTE, yet, it may not

always be as performant as a well-performing DSA-SI scheme; and whilst otherwise ineffective, Warsa

et al demonstrated through numerical experiments that a partially-consistent DSA-GMRes scheme

could always serve as an effective and efficient accelerator on unstructured tetrahedral meshes [380].

The order of the discrete linear systems of equations of the two-step DSA scheme are reduced by

re-expressing them in terms of Φ̂; i.e. by pre-multiplying Equations 7.25 by the matrix operator Ω:







Φ̂(i+1⁄2) = Ω · [L]-1 · S · Φ̂(i) +Ω · [L]-1 · b;

Φ̂(i+1) = Φ̂(i+1⁄2) +D-1 · S ·
(
Φ̂(i+1⁄2) − Φ̂(i)

)
;

(7.29a)

(7.29b)

where S no longer accounts for the mapping of scalar flux moments onto the angular neutron fluxes.

Eliminating the half-integer iterates by substitution of Equation 7.29a into Equation 7.29b yields:

Φ̂(i+1) =
[
Ω · [L]-1 · S · Φ̂(i) +Ω · [L]-1 · b

]
·
[

P̃
︷ ︸︸ ︷

I + [D]-1 · S
]
− [D]-1 · S · Φ̂(i), (7.30a)

=
[
P̃ · (I − Ã) + I − P̃

]
· Φ̂(i) + P̃ · b̃, (7.30b)

= (I − P̃ · Ã) · Φ̂(i) + P̃ · b̃; (7.30c)

=⇒ P̃ · Ã · Φ̂ = P̃ · b̃; (7.30d)

with Ã and b̃ defined as per Equations 7.15.
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The same GMRes algorithm as that presented in Section 7.2.2.1 can be employed here; now, however,

Arnoldi’s method must also wrap around those parts of the numerical code that effect the diffusion ac-

celeration; i.e. the matrix-matrix-vector multiplication P̃ ·Ã·vj , used to build the (left-)preconditioned

Krylov subspace at the jth iteration, can be computed as the difference in the Arnoldi vector, vj, sup-

plied across a transport sweep and a diffusion acceleration correction:

vj − Φ̂ = vj − (I − P̃ · Ã) · vj , (7.31a)

= P̃ · Ã · vj . (7.31b)

7.4 The Numerical Results

In the application to both the 1G SAAF-SN equations and the 1G FONT-SN equations, this sections

presents some numerical results for the AMR-h(p) strategies developed in Section 3.5 and Section

3.6, employed in conjunction with the acceleration techniques introduced within this current chapter.

Unless otherwise stated, all operations are performed such as to optimise the L2-error. For a couple

of verification test cases and nuclear reactor physics benchmarks, the AMR strategies are compared

against global uniform ones. Any data-plots that make reference to the DoF of the discretised system

only account for that number of unknowns that were solved for, for each discrete-ordinate system of the

high-order NTE; viz. DoF = N for each K-number of ordinates solved over an energy-independent

mesh of N -number of control-variables; n.b. this does not account for the DoF of any system of

low-order diffusion acceleration equations.

Both CBG-IGA and MIP-DG-IGA diffusion acceleration schemes and the GMRes method have been

implemented in the same new modern-Fortran code as that presented in the foregoing chapters; and

thus, the same libraries, tolerances and parameters are employed here [73]. Equally, these acceleration

techniques are employed to accelerate the adjoint equations too. When applicable, one diffusion

correction is invoked for every transport sweep; and to avoid any excessive degradation of the efficiency

of a given DSA scheme, HYPRE’s BoomerAMG package is employed to accelerate the iterative solution

of the diffusion acceleration equations and the convergence criteria are made an order-of-magnitude

less strict. With regard to the partially-consistent DSA schemes for the SAAF-SN equations, both

discretisations of the high-order and low-order approximations over matching meshes will share and

thus, can reuse, the same non-zero sparsity pattern for the CRS data structures held by PETSc [249].

Where poor quality FEM meshes have been shown to degrade the performance of preconditioners,

the coarsest meshes are made to be as regular as possible and formed from non-degenerate NURBS

patches [406]. When applicable, the restart parameter for the restarted GMRes(M) method will be

specified for each problem presented; and the overall number of iterations will not account for the
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Figure 7.3: The geometry for the 2D 1G PHI test case [387]. The constituent materials are denoted by the
numbers in parentheses; viz. thick material (1) and thin material (2). (Vide the web-based version for reference
to colour.)

initial transport sweep that evaluates the uncollided scalar neutron flux, Ω · [L]-1 · b, that is used

to determine the initial residual in the first line of Algorithm 1. Unless otherwise stated, only one

transport sweep is performed per GMRes iteration.

To initiate the AMR procedure, the low-order NDE are solved to obtain an initial guess for the

distribution of isotropic scatter sources; and then at each subsequent AMR iteration, the reference

solution is bootstrapped from the previous iteration to serve as an initial guess over the current reference

mesh. Again, all jobs are submitted to the general purpose Imperial College HPC cluster computing

service (CX1).

7.4.1 A 2D PHI Test Case

Material g Σg
t (cm-1) Σg→1

s0 (cm-1) qgx (cm-3.s-1)

(1) Thick 1 Σ cΣg
t 1.000E+00

(2) Thin 1 1/Σ cΣg
t 1.000E+00

Table 7.1: The nuclear data for a 2D 1G PHI test case [387].

c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 0.89573 (0.37654) 0.98964 (0.50872) 0.99893 (0.52989) 0.99976 (0.53455)
2.000E+01 0.89641 (0.52188) 0.98937 (0.67447) 0.99893 (0.68789) 0.99975 (0.69073)
4.000E+01 0.89835 (0.58853) 0.98899 (0.78546) 0.99891 (0.81549) 0.99976 (0.82060)
8.000E+01 0.89909 (0.61993) 0.98932 (0.84615) 0.99885 (0.88499) 0.99972 (0.89099)
1.600E+02 0.89939 (0.63763) 0.98967 (0.88089) 0.99873 (0.92837) 0.99957 (0.93431)
3.200E+02 0.89973 (0.64929) 0.98983 (0.89869) 0.99883 (0.94946) 0.99965 (0.95719)
6.400E+02 0.89999 (0.65818) 0.98989 (0.90839) 0.99892 (0.96216) 0.99970 (0.97305)

Table 7.2: The NSR for a 2D PHI test case for the SI procedure for the CBG-IGA 1G SAAF-S4 equations.
Those results in parentheses are obtained for the CBG-IGA DSA-preconditioned system. A total of 9, 025
bilinear NURBS patches were employed.
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c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 101 (10) 808 (17) a (21) a (24)
2.000E+01 104 (14) 794 (23) a (28) a (34)
4.000E+01 106 (18) 819 (33) a (43) a (51)
8.000E+01 106 (21) 862 (47) a (68) a (83)
1.600E+02 105 (24) 884 (63) a (105) a (131)
3.200E+02 104 (26) 891 (80) a (149) a (195)
6.400E+02 103 (28) 890 (95) a (200) a (292)

Table 7.3: The number of iterations to converge the self-scatter source for a 2D PHI test case for the SI
procedure the CBG-IGA 1G SAAF-S4 equations. Any number > 5, 000 is denoted by a; and those results
in parentheses are obtained for the CBG-IGA DSA-preconditioned system. A total of 9, 025 bilinear NURBS
patches were employed.

c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 24 (6) 79 (7) 314 (7) 1, 051 (7)
2.000E+01 22 (7) 80 (8) 337 (9) 1, 093 (8)
4.000E+01 20 (8) 76 (10) 329 (11) 1, 137 (9)
8.000E+01 19 (9) 79 (11) 330 (12) 1, 240 (12)
1.600E+02 20 (9) 74 (13) 331 (15) 1, 361 (15)
3.200E+02 21 (9) 74 (14) 326 (15) 1, 363 (17)
6.400E+02 20 (9) 64 (15) 319 (17) 1, 240 (20)

Table 7.4: The number of iterations to converge the self-scatter source for a 2D PHI test case for the GMRes(20)
method for the CBG-IGA 1G SAAF-S4 equations. Those results in parentheses are obtained for the CBG-IGA
DSA-preconditioned system. A total of 9, 025 bilinear NURBS patches were employed.

c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 0.89372 (0.45122) 0.98975 (0.58657) 0.99896 (0.60486) 0.99975 (0.61454)
2.000E+01 0.89706 (0.54959) 0.98879 (0.71211) 0.99899 (0.72759) 0.99979 (0.72295)
4.000E+01 0.89834 (0.60606) 0.98887 (0.80777) 0.99900 (0.83927) 0.99985 (0.84229)
8.000E+01 0.89885 (0.63466) 0.98939 (0.85728) 0.99880 (0.89612) 0.99967 (0.90144)
1.600E+02 0.89915 (0.65263) 0.98963 (0.88680) 0.99875 (0.93321) 0.99959 (0.93927)
3.200E+02 0.89959 (0.66537) 0.98980 (0.90381) 0.99883 (0.95363) 0.99964 (0.96055)
6.400E+02 0.89998 (0.67478) 0.98987 (0.91394) 0.99890 (0.96399) 0.99969 (0.97408)

Table 7.5: The NSR for a 2D PHI test case for the SI procedure for the SIP-DG-IGA 1G SAAF-S4 equations.
Those results in parentheses are obtained for the MIP-DG-IGA DSA-preconditioned system. A total of 9, 025
bilinear NURBS patches were employed.

The periodic horizontal interface (PHI) test case is regularly employed in the literature to test

the effectiveness of acceleration schemes over heterogeneous configurations [381, 387]. This prob-

lem presents two distinct regions, including horizontal strips of alternating thick diffusive, Σ1
t,1 = Σ,

and thin transparent, Σ1
t,2 = 1/Σ, materials; as represented by Materials 1 and 2, respectively; v.

Figure 7.3. The problem becomes increasingly heterogeneous for a sequence increasingly large val-

ues of Σ = {1.000E+01, 2.000E+01, 4.000E+01, 8.000E+01, 1.600E+02, 3.200E+02, 6.400E+02};
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c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 101 (12) 791 (20) a (25) a (30)
2.000E+01 104 (15) 758 (27) a (36) a (42)
4.000E+01 105 (18) 826 (37) a (50) a (59)
8.000E+01 105 (21) 859 (50) a (75) a (91)
1.600E+02 104 (24) 878 (66) a (113) a (142)
3.200E+02 102 (27) 886 (83) a (161) a (210)
6.400E+02 104 (29) 885 (100) a (213) a (309)

Table 7.6: The number of iterations to converge the self-scatter source for a 2D PHI test case for the SI
procedure for the SIP-DG-IGA 1G SAAF-S4 equations. Any number > 5, 000 is denoted by a; and those results
in parentheses are obtained for the MIP-DG-IGA DSA-preconditioned system. A total of 9, 025 bilinear NURBS
patches were employed.

c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 23 (7) 85 (8) 378 (8) 1, 182 (9)
2.000E+01 22 (6) 83 (10) 324 (11) 1, 102 (11)
4.000E+01 20 (8) 82 (12) 316 (13) 1, 329 (13)
8.000E+01 20 (9) 83 (11) 337 (15) 1, 145 (16)
1.600E+02 18 (10) 67 (14) 337 (18) 1, 366 (20)
3.200E+02 20 (10) 76 (14) 317 (19) 1, 441 (21)
6.400E+02 19 (10) 76 (17) 297 (19) 1, 284 (23)

Table 7.7: The number of iterations to converge the self-scatter source for a 2D PHI test case for the GMRes(20)
method for the SIP-DG-IGA 1G SAAF-S4 equations. Those results in parentheses are obtained for the MIP-
DG-IGA DSA-preconditioned system. A total of 9, 025 bilinear NURBS patches were employed.

c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 0.89732 (0.66456) 0.98909 (0.81647) 0.99894 (0.83279) 0.99973 (0.83607)
2.000E+01 0.89729 (0.71446) 0.98967 (0.90736) 0.99893 (0.92456) 0.99975 (0.92701)
4.000E+01 0.89878 (0.75344) 0.98945 (0.94712) 0.99891 (0.96442) 0.99974 (0.96665)
8.000E+01 0.89935 (0.78049) 0.98959 (0.96474) 0.99883 (0.98219) 0.99967 (0.98421)
1.600E+02 0.89935 (0.79374) 0.98982 (0.97188) 0.99897 (0.99037) 0.99966 (0.99225)
3.200E+02 0.89947 (0.79566) 0.98992 (0.97500) 0.99898 (0.99425) 0.99971 (0.99607)
6.400E+02 0.89992 (0.79140) 0.98994 (0.97727) 0.99898 (0.99613) 0.99974 (0.99793)

Table 7.8: The NSR for a 2D PHI test case for the SI procedure for the sweep-based DG-IGA 1G FONT-S4
equations. Those results in parentheses are obtained for the MIP-DG-IGA DSA-preconditioned system. A total
of 9, 025 bilinear NURBS patches were employed.

and the acceleration schemes are tested for a sequence of increasingly large scattering ratios, c =

{9.000E−01, 9.900E−01, 9.990E−01, 9.999E−01E−01}; the corresponding macroscopic nuclear cross-

section data are summarised in Table 7.1. One assumes that an isotropic source of unit strength is

uniformly dispersed throughout the domain and that the surfaces of the physical boundary are bare;

and as per the one-quarter symmetry in the problem, reflective BC are prescribed at x = y = 0.00

cm. The coarsest mesh is constructed from 9,025 bilinear NURBS patches. Without loss of generality,
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c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 143 (17) 1, 252 (42) a (57) a (67)
2.000E+01 142 (20) 1, 230 (81) a (124) a (151)
4.000E+01 140 (23) 1, 243 (132) a (256) a (328)
8.000E+01 136 (24) 1, 276 (194) a (489) a (671)
1.600E+02 130 (23) 1, 274 (236) a (855) a (1, 272)
3.200E+02 123 (21) 1, 242 (267) a (1, 259) a (2, 205)
6.400E+02 119 (19) 1, 192 (285) a (1, 636) a (3, 648)

Table 7.9: The number of iterations to converge the self-scatter source for a 2D PHI test case for the procedure
for the sweep-based DG-IGA 1G FONT-S4 equations. Any number > 5, 000 is denoted by a; and those results in
parentheses are obtained for the MIP-DG-IGA DSA-preconditioned system. A total of 9, 025 bilinear NURBS
patches were employed.

c, Scattering Ratios (-)

Σ (cm-1) 9.000E−01 9.900E−01 9.990E−01 9.999E−01
1.000E+01 24 (7) 85 (13) 300 (14) 1, 119 (14)
2.000E+01 21 (7) 75 (15) 316 (19) 968 (18)
4.000E+01 22 (9) 57 (14) 232 (40) 1, 093 (64)
8.000E+01 17 (10) 40 (15) 127 (53) 568 (80)
1.600E+02 16 (11) 32 (16) 103 (61) 400 (85)
3.200E+02 15 (11) 28 (16) 95 (63) 226 (93)
6.400E+02 15 (11) 22 (17) 83 (63) 148 (107)

Table 7.10: The number of iterations to converge the self-scatter source for a 2D PHI test case for the
GMRes(20) method for the sweep-based DG-IGA 1G FONT-S4 equations. Those results in parentheses are
obtained for the MIP-DG-IGA DSA-preconditioned system. A total of 9, 025 bilinear NURBS patches were
employed.

results are only presented for discretisations of the NTE-SN with the LS angular quadrature set.

The NSR, Equation 7.8, for the different configurations of the PHI test case for each of the CBG-IGA

1G SAAF-S4 equations, the SIP-DG-IGA 1G SAAF-S4 equations and the sweep-based DG-IGA 1G

FONT-S4 equations are presented in Table 7.2, Table 7.5 and Table 7.8, respectively, along with the

NSR for the corresponding DSA-preconditioned systems. Whilst each DSA-SI scheme does allow for

significant acceleration, there is a clear degradation of their effectiveness for increasingly heterogeneous

configurations as the thin material becomes void-like and for increasingly large scattering ratios; viz.

NSR→ c, which is reflected by the increasingly large number of iterations demanded by the DSA-

preconditioned systems to attain convergence; and this is most obviously so for the sweep-based

DG-IGA FONT-S4 equations; v. Table 7.3, Table 7.6 and Table 7.9, respectively.

Each discretisation of the different forms of the NTE also benefited from accelerated rates of conver-

gence for the use of the more sophisticated GMRes(20) method, which is generally more performant

than the DSA-SI schemes for each of the different configurations; and the DSA-GMRes(20) schemes

even more so; v. Table 7.4, Table 7.7 and Table 7.10, respectively. Again, for a given heteroge-
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Figure 7.4: The geometry for Ragusa and Wang’s 2D 1G radiation shielding problem, which has been adapted
from the original Cartesian description to include for conic sections modelled by rational NURBS [70,407]. The
constituent materials are denoted by the numbers in parentheses; viz. source (1), shield (2) and absorber (3).
(Vide the web-based version for reference to colour.)

neous configuration, Σ, a larger number of iterations is generally required to attain convergence for

an increasingly large scattering ratio. For a given scattering ratio, the discretisations of the SAAF-S4

equations appear to be relatively insensitive to the degree of heterogeneity in the problem. Conversely,

however, for an increasingly heterogeneous problem for the FONT-S4 equations, an increasingly fewer

number of iterations is generally required of the unaccelerated GMRes method, whereas an increas-

ingly larger number is required of the DSA-GMRes(20) scheme, although the latter was always more

performant than the former. Although it has not been investigated here, one recalls that the conver-

gence properties of the GMRes method are also dependent upon the restart parameter and potential

issues of stagnation.

7.4.2 Ragusa and Wang’s 2D Radiation Shielding Problem

Material g Σg
t (cm-1) Σg→1

s0 (cm-1) qgx (cm-3.s-1)

(1) Source 1 1.000E+00 9.000E−01 1.000E+00
(2) Shield 1 1.500E+00 1.440E+00 0.000E+00
(3) Absorber 1 1.000E+00 3.000E−01 0.000E+00

Table 7.11: The nuclear data for Ragusa and Wang’s 2D 1G radiation shielding problem [407].

Ragusa and Wang’s 2D problem is representative of a heterogeneous radiation shielding problem with

a localised source [408]. This problem presents three distinct regions, including a circular source region

surrounded by an annular region of a highly scattering material, which is placed in a strong absorber

of square shape with bare surfaces; as represented by Materials 1, 2 and 3, respectively; v. Figure

7.4. Whilst the geometry has been adapted from the original problem, the corresponding macroscopic

nuclear cross-section data remain unchanged and are provided in Table 7.11. One assumes that an

isotropic source of unit strength is uniformly dispersed across the fuelled region; and as per the one-
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Figure 7.5: The spatial distribution of the mono-group component of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 1G FONT-S4 equations for Ragusa and Wang’s 2D radiation shielding
problem. (Vide the web-based version for reference to colour.)

(a) T (9) for SAAF-S4: 57, 408 DoF (b) T (9) for FONT-S4: 39, 552 DoF

Figure 7.6: The meshes generated at the 9th AMR iteration for the DWR-AMR-h strategy for each of the
SIP-DG-IGA 1G SAAF-S4 equations (left) and the sweep-based DG-IGA 1G FONT-S4 equations (right) for
Ragusa and Wang’s 2D radiation shielding problem; the QoI is the absorption in Material 2; v. Figure 7.4.
(Vide the web-based version for reference to colour.)

quarter symmetry in the problem, reflective BC are prescribed at x = y = 0.00 cm. The coarsest

mesh is constructed from nine bi-quadratic NURBS patches. A reference solution was obtained

over the mesh generated after the 11th iteration of the DWR-AMR-hp strategy for the sweep-based

DG-IGA spatial discretisation of the FONT-S4 equations. The spatial distribution of the mono-

group component of both the scalar neutron flux and the scalar neutron importance for the FONT-S4

equations with the LS angular quadrature set are presented in Figure 7.5, for the QoI chosen as the

absorption in Material 2; v. Figure 7.4.

For those acceleration techniques introduced in this chapter, the current problem and those to come

investigate their performance in the application to those DWR-AMR-h(p) strategies developed in

Section 3.6.2 over the increasingly irregular meshes of complex rational geometries. To elucidate, the

AMR procedure forms the outermost iteration loop, wrapped around those iterations of the DSA-SI

scheme or the DSA-GMRes scheme; and from one AMR iteration to the next, the solution over the

reference mesh from the previous one is bootstrapped onto that of the current AMR iteration to keep

the number of DSA iterations relatively small [387].
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 36 361 0.915 (0.217) 163 (12) (3.47) 21 (7) (2.86) -1.85
01 84 833 0.915 (0.225) 164 (12) (2.67) 20 (8) (2.57) -2.23
02 252 2, 425 0.915 (0.225) 165 (12) (1.77) 19 (8) (1.82) -2.65
03 468 4, 565 0.915 (0.222) 165 (12) (1.77) 18 (8) (2.08) -2.88
04 708 6, 919 0.915 (0.225) 166 (13) (1.93) 18 (8) (2.13) -3.23
05 1, 188 11, 671 0.915 (0.226) 165 (13) (1.89) 17 (8) (2.03) -3.30
06 1, 692 16, 703 0.915 (0.226) 165 (13) (1.95) 15 (8) (2.13) -3.57
07 2, 364 23, 211 0.915 (0.228) 165 (13) (2.11) 18 (8) (2.07) -3.60
08 2, 508 24, 655 0.915 (0.227) 165 (13) (2.02) 18 (8) (2.19) -3.91
09 3, 492 34, 417 0.915 (0.227) 165 (13) (2.22) 17 (8) (2.48) -4.24

Table 7.12: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the CBG-IGA 1G SAAF-S4 equations for Ragusa and Wang’s 2D radiation shielding
problem; the QoI is the absorption in Material 2; v. Figure 7.4. Those results in parentheses are obtained for
the CBG-IGA DSA-preconditioned system.

(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 36 576 0.915 (0.217) 164 (12) (2.30) 22 (7) (3.01) -2.03
01 84 1, 344 0.915 (0.225) 165 (12) (2.37) 20 (7) (3.02) -2.65
02 228 3, 648 0.915 (0.225) 164 (12) (1.97) 20 (7) (2.45) -3.12
03 252 4, 032 0.915 (0.225) 166 (12) (1.99) 18 (7) (2.42) -3.49
04 444 7, 104 0.915 (0.226) 166 (12) (2.17) 17 (7) (2.46) -3.79
05 852 13, 632 0.915 (0.229) 166 (13) (2.22) 17 (7) (2.49) -3.81
06 1, 092 17, 472 0.915 (0.228) 165 (12) (2.39) 17 (7) (2.78) -4.08
07 1, 668 26, 688 0.915 (0.230) 165 (12) (2.59) 17 (7) (2.95) -4.12
08 2, 508 40, 128 0.915 (0.232) 165 (12) (2.72) 15 (7) (3.09) -4.31
09 3, 588 57, 408 0.915 (0.233) 165 (12) (3.07) 15 (7) (3.41) -4.33

Table 7.13: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the SIP-DG-IGA 1G SAAF-S4 equations for Ragusa and Wang’s 2D radiation
shielding problem; the QoI is the absorption in Material 2; v. Figure 7.4. Those results in parentheses are
obtained for the SIP-DG-IGA DSA-preconditioned system.

The meshes generated after the 9th iteration of the DWR-AMR-h strategy for the SIP-DG-IGA 1G

SAAF-S4 equations and the sweep-based DG-IGA 1G FONT-S4 equations are compared in Figure 7.6;

and similarly so, for the DWR-AMR-p strategy in Figure 7.7. As expected, for the chosen QoI, the

refinement of the meshes has been focussed about the region of interest, Material 2. Interestingly, for

the discretisation of the SAAF-S4 equations, the DWR-AMR-h strategy has allocated almost twice as

many DoF to the refinement of the mesh than that for the FONT-S4 equations.

For each of the CBG-IGA 1G SAAF-S4 equations, the SIP-DG-IGA 1G SAAF-S4 and the sweep-

based DG-IGA 1G FONT-S4 equations, two tables are presented, one each for the corresponding

DWR-AMR-h and the DWR-AMR-p strategies; v. Table 7.12 and Table 7.15; Table 7.13 and Table

7.16; and Table 7.14 and Table 7.17, respectively. Within each table, the number of elements and DoF
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 36 576 0.915 (0.283) 163 (14) (6.64) 12 (8) (9.21) -3.54
01 84 1, 344 0.915 (0.222) 165 (12) (5.22) 13 (7) (7.31) -4.11
02 180 2, 880 0.915 (0.227) 166 (12) (4.60) 11 (7) (5.67) -4.31
03 276 4, 416 0.915 (0.224) 165 (12) (4.41) 14 (7) (5.10) -4.64
04 444 7, 104 0.915 (0.225) 166 (12) (4.20) 14 (7) (4.92) -4.90
05 684 10, 944 0.915 (0.225) 165 (12) (4.41) 15 (7) (5.58) -5.06
06 924 14, 784 0.915 (0.225) 166 (12) (5.07) 14 (7) (4.98) -6.16
07 1, 392 22, 272 0.915 (0.227) 165 (12) (5.77) 17 (7) (5.40) -6.18
08 1, 896 30, 336 0.915 (0.227) 165 (12) (6.03) 17 (7) (5.93) -6.38
09 2, 472 39, 552 0.915 (0.228) 165 (12) (7.53) 20 (7) (5.74) -7.34

Table 7.14: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the sweep-based DG-IGA 1G FONT-S4 equations for Ragusa andWang’s 2D radiation
shielding problem; the QoI is the absorption in Material 2; v. Figure 7.4. Those results in parentheses are
obtained for the SIP-DG-IGA DSA-preconditioned system.

Polynomial Degree

1253 10

(a) T (9) for SAAF-S4: 3, 288 DoF (b) T (9) for FONT-S4: 3, 256 DoF

Figure 7.7: The meshes generated at the 9th AMR iteration for the DWR-AMR-p strategy for each of the
SIP-DG-IGA 1G SAAF-S4 equations (left) and the sweep-based DG-IGA 1G FONT-S4 equations (right) for
Ragusa and Wang’s 2D radiation shielding problem; the QoI is the absorption in Material 2; v. Figure 7.4.
(Vide the web-based version for reference to colour.)

belonging to the mesh at each AMR iteration are recorded, along with the convergence properties

for each of the SI procedure and the GMRes method and their corresponding DSA-preconditioned

systems. One observes that, naturally, the NSR is bounded from above and below by the largest

and the smallest, respectively, of the scattering ratios for the materials present in the problem; viz.

0.30 <NSR< 0.96 [374]. Only the DWR-AMR strategies are investigated because they have been

shown to reduce, consistently and reliably, the error in the QoI at each subsequent AMR iteration;

and whilst the GMRes method does accelerate the convergence of the discrete problems, it does not

always perform as well as the DSA-SI scheme. Nonetheless, the DSA-GMRes scheme is always be the

most performant. Similar tables could be produced for the dual problem for each of the discretisations

investigated, such that the corresponding discrete linear systems for the adjoint equations also benefit

265



(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 36 361 0.914 (0.217) 163 (12) (3.47) 21 (7) (2.86) -1.85
01 36 497 0.915 (0.207) 163 (9) (3.70) 17 (8) (1.42) -2.02
02 36 649 0.915 (0.207) 163 (9) (4.22) 15 (8) (0.88) -2.48
03 36 903 0.915 (0.206) 163 (9) (4.58) 14 (8) (2.47) -2.82
04 36 1, 119 0.915 (0.211) 164 (10) (4.93) 13 (7) (5.99) -2.99
05 36 1, 367 0.915 (0.205) 164 (10) (2.44) 13 (7) (5.28) -3.19
06 36 1, 725 0.914 (0.201) 164 (10) (0.83) 13 (7) (4.59) -3.33
07 36 2, 037 0.914 (0.214) 165 (11) (0.37) 13 (7) (4.22) -3.41
08 36 2, 381 0.914 (0.216) 165 (14) (0.19) 11 (7) (5.09) -3.66
09 36 2, 851 0.914 (0.218) 165 (14) (0.10) 11 (7) (3.43) -3.93

Table 7.15: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the CBG-IGA 1G SAAF-S4 equations for Ragusa and Wang’s 2D radiation shielding
problem; the QoI is the absorption in Material 2; v. Figure 7.4. Those results in parentheses are obtained for
the CBG-IGA DSA-preconditioned system.

(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 36 576 0.915 (0.217) 164 (12) (2.30) 22 (7) (3.01) -2.03
01 36 720 0.915 (0.215) 166 (10) (2.54) 20 (8) (1.97) -2.49
02 36 896 0.916 (0.218) 166 (10) (2.76) 19 (8) (1.57) -2.82
03 36 1, 176 0.916 (0.220) 165 (11) (3.01) 20 (8) (1.62) -3.01
04 36 1, 416 0.916 (0.221) 165 (11) (2.43) 17 (8) (2.95) -3.19
05 36 1, 688 0.915 (0.222) 165 (11) (2.22) 18 (8) (3.80) -3.34
06 36 2, 080 0.915 (0.222) 165 (11) (2.11) 18 (8) (4.11) -3.41
07 36 2, 416 0.914 (0.220) 165 (11) (1.89) 17 (8) (5.56) -3.67
08 36 2, 784 0.914 (0.223) 165 (12) (1.23) 17 (8) (6.95) -3.94
09 36 3, 288 0.914 (0.224) 165 (11) (1.04) 15 (8) (6.67) -4.24

Table 7.16: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the SIP-DG-IGA 1G SAAF-S4 equations for Ragusa and Wang’s 2D radiation
shielding problem; the QoI is the absorption in Material 2; v. Figure 7.4. Those results in parentheses are
obtained for the SIP-DG-IGA DSA-preconditioned system.

from similar accelerated convergence; however, for brevity, they are not.

Generally, for the DWR-AMR-h strategy, the relative CPU time taken to solve the diffusion acceler-

ation equations is < 5% for the SAAF-S4 equations and < 10% for the FONT-S4 equations; and for

the DWR-AMR-p strategy, < 5% for the SAAF-S4 equations and < 50% for the FONT-S4 equations.

One recalls that the discrete linear systems for the SAAF-SN equations can be rendered increasingly ill

conditioned and a certain degree of instability is introduced for an increasingly large polynomial degree

of the NURBS basis; and more so than the banded matrix of the corresponding diffusion accelera-

tion equations, which thus, require increasingly less time to solve, relatively, for the DSA-SI scheme.

In the case of the DWR-AMR-p strategy for the sweep-based DG-IGA FONT-SN equations, there

is relatively little additional computational effort demanded of the matrix-free approach with each
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 36 576 0.915 (0.283) 163 (14) (6.64) 12 (8) (9.21) -3.54
01 36 720 0.914 (0.276) 163 (12) (4.93) 13 (7) (6.49) -3.86
02 36 896 0.914 (0.238) 164 (11) (6.89) 13 (7) (9.89) -4.53
03 36 1, 104 0.913 (0.233) 164 (10) (9.30) 12 (7) (14.5) -4.41
04 36 1, 416 0.913 (0.231) 164 (10) (19.4) 10 (7) (25.3) -4.78
05 36 1, 688 0.914 (0.230) 165 (10) (24.5) 10 (8) (35.9) -5.04
06 36 2, 064 0.915 (0.229) 166 (11) (44.1) 10 (8) (44.6) -5.42
07 36 2, 488 0.915 (0.232) 166 (11) (47.3) 10 (8) (42.7) -5.83
08 36 2, 856 0.915 (0.232) 166 (11) (48.1) 10 (8) (42.9) -6.26
09 36 3, 256 0.915 (0.232) 166 (11) (48.5) 11 (8) (39.4) -6.73

Table 7.17: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the sweep-based DG-IGA 1G FONT-S4 equations for Ragusa andWang’s 2D radiation
shielding problem; the QoI is the absorption in Material 2; v. Figure 7.4. Those results in parentheses are
obtained for the SIP-DG-IGA DSA-preconditioned system.
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Figure 7.8: The geometry for Wood and William’s 2D 1G BWR problem with a burnable poison. The
constituent materials are denoted by the numbers in parentheses; viz. fuel (1), moderator (2), inner-poison (3)
and outer-poison (4) [409]. (Vide the web-based version for reference to colour.)

subsequent AMR iteration, since the number of elements belonging to the mesh remains unchanged;

and thus, the relative time spent solving the diffusion acceleration equations is relatively high by

comparison; and increasingly so, for increasingly ill-conditioned banded matrices of the corresponding

diffusion acceleration equations.

7.4.3 Wood and William’s 2D BWR Problem

Wood and William’s problem is a three-by-three simplified BWR supercell lattice with a central

Gadolinium burnable poison pin [409]. This problem presents four physically distinct regions, includ-
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Material g Σg
t (cm-1) Σg→1

s0 (cm-1) Σg→1
s0 (cm-1) qgx (cm-3.s-1)

(1) Fuel 1 5.145E−01 3.432E−01 0.000E+00 0.000E+00
(2) Moderator 1 7.557E−01 7.504E−01 2.500E−01 1.000E+00
(3) Poison (inner) 1 1.427E+01 3.400E−01 0.000E+00 0.000E+00
(4) Poison (outer) 1 2.163E+01 3.414E−01 0.000E+00 0.000E+00

Table 7.18: The nuclear data for Wood and William’s 2D 1G BWR problem with a burnable poison [409].

7.50E+003.75E+002.90E-05 4.50E+002.25E+00jkllmnlo

Figure 7.9: The spatial distribution of the mono-group component of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 1G FONT-S6 equations for Wood and William’s 2D BWR problem
with a burnable poison [409]. (Vide the web-based version for reference to colour.)

(a) T (9) for SAAF-S6: 184, 512 DoF (b) T (9) for FONT-S6: 167, 296 DoF

Figure 7.10: The meshes generated at the 9th AMR iteration for the DWR-AMR-h strategy for each of the
SIP-DG-IGA 1G SAAF-S6 equations (left) and the sweep-based DG-IGA 1G FONT-S6 equations (right) for
Wood and William’s 2D BWR problem with a burnable poison; the QoI is the absorption in Material 1 in the
bottom left-hand corner; v. Figure 7.8. (Vide the web-based version for reference to colour.)

ing eight identical fuel pins of radius 0.71 cm arranged symmetrically about one burnable poison pin

with an annular region of the same outer-radius and an inner-radius of 0.55 cm; each pin is moderated

by water and set in a cell of pitch 2.00 cm; as represented by Materials 1, 4, 3 and 2; v. Figure

7.8. This problem has been adapted from the original one to account for isotropic scatter only; the

corresponding one-group macroscopic cross-section data are provided in Table 7.18 [409]. To model

an infinite lattice, reflective BC are specified at every external physical boundary. The coarsest mesh

is constructed from 85 bi-quadratic NURBS patches. A reference solution was obtained over the mesh

generated after the 11th iteration of the DWR-AMR-hp strategy for the sweep-based DG-IGA spatial

discretisation of the FONT-S6 equations. The spatial distribution of the mono-group component of
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 340 3, 097 0.882 (0.189) 81 (8) (1.57) 10 (6) (2.02) -1.28
01 388 3, 585 0.882 (0.188) 81 (9) (2.19) 11 (7) (2.36) -1.50
02 484 4, 529 0.882 (0.193) 81 (9) (2.39) 11 (7) (2.85) -1.58
03 676 6, 417 0.882 (0.189) 81 (9) (3.05) 11 (7) (3.47) -1.60
04 1, 060 10, 193 0.882 (0.186) 81 (9) (3.16) 11 (7) (3.90) -1.69
05 1, 828 17, 745 0.882 (0.185) 80 (9) (3.91) 11 (7) (4.38) -1.78
06 3, 412 33, 313 0.882 (0.185) 80 (9) (4.28) 11 (7) (4.72) -1.85
07 5, 836 57, 221 0.883 (0.186) 80 (9) (4.41) 10 (6) (4.19) -2.10
08 8, 452 82, 889 0.883 (0.187) 80 (9) (3.63) 10 (6) (3.51) -2.19
09 11, 836 116, 127 0.883 (0.188) 80 (9) (2.96) 10 (6) (2.83) -2.51

Table 7.19: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the CBG-IGA 1G SAAF-S6 equations for Wood and William’s 2D BWR problem
with a burnable poison; the QoI is the absorption in Material 1 in the bottom left-hand corner; v. Figure 7.8.
Those results in parentheses are obtained for the CBG-IGA DSA-preconditioned system.

(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 340 5, 440 0.885 (0.189) 83 (9) (2.46) 11 (7) (1.21) -1.21
01 440 7, 040 0.884 (0.191) 82 (9) (2.38) 11 (7) (1.37) -1.33
02 548 8, 768 0.884 (0.197) 82 (9) (2.22) 11 (7) (1.43) -1.45
03 836 13, 376 0.883 (0.201) 82 (9) (2.39) 11 (7) (1.45) -1.56
04 1, 212 19, 392 0.883 (0.202) 82 (9) (2.98) 11 (7) (1.64) -1.65
05 2, 004 32, 064 0.883 (0.201) 82 (9) (3.21) 11 (7) (1.38) -1.73
06 3, 176 50, 816 0.883 (0.200) 81 (9) (3.51) 11 (7) (1.47) -1.82
07 5, 332 85, 312 0.882 (0.200) 81 (9) (3.43) 10 (7) (1.75) -2.04
08 7, 292 116, 672 0.882 (0.201) 81 (9) (3.68) 10 (7) (1.89) -2.33
09 11, 532 184, 512 0.883 (0.202) 82 (9) (3.76) 10 (7) (2.31) -2.62

Table 7.20: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the SIP-DG-IGA 1G SAAF-S6 equations for Wood and William’s 2D BWR problem
with a burnable poison; the QoI is the absorption in Material 1 in the bottom left-hand corner; v. Figure 7.8.
Those results in parentheses are obtained for the SIP-DG-IGA DSA-preconditioned system.

both the scalar neutron flux and the scalar neutron importance for the FONT-S6 equations with a GC

angular quadrature set are presented in Figure 7.9. The QoI is chosen as the absorption in Material

1 in the bottom left-hand corner; v. Figure 7.8.

The meshes generated after the 9th iteration of the DWR-AMR-h strategy for the SIP-DG-IGA 1G

SAAF-S6 equations and the sweep-based DG-IGA 1G FONT-S6 equations are compared in Figure

7.10; and similarly so, for the DWR-AMR-p strategy in Figure 7.11. Along with some preferential

refinement about the region of interest, the AMR strategies focus primarily on resolving the sharp

gradients about the burnable poison pin. Interestingly, although perhaps not obvious, the DWR-

AMR strategies for the SAAF-S6 equations have, again, allocated more DoF to the refinement of

their respective meshes mesh than that for the FONT-S6 equations. In the case of the latter, one can
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 340 5, 440 0.890 (0.208) 90 (9) (2.18) 9 (7) (1.86) -2.45
01 436 6, 976 0.890 (0.209) 89 (9) (2.39) 9 (7) (1.91) -3.13
02 628 10, 048 0.890 (0.209) 89 (9) (2.80) 9 (7) (1.87) -3.25
03 892 14, 272 0.890 (0.210) 89 (9) (2.78) 9 (7) (1.82) -3.46
04 1, 684 26, 944 0.889 (0.210) 88 (9) (2.57) 9 (7) (1.79) -3.61
05 2, 188 35, 008 0.889 (0.209) 88 (9) (2.42) 9 (7) (1.82) -3.65
06 2, 956 47, 296 0.889 (0.208) 88 (9) (2.60) 8 (7) (1.79) -3.99
07 5, 872 93, 952 0.889 (0.196) 87 (9) (3.13) 8 (7) (3.03) -4.03
08 7, 624 121, 984 0.889 (0.199) 87 (9) (4.08) 8 (7) (2.63) -4.32
09 10, 456 167, 296 0.889 (0.214) 87 (9) (3.38) 7 (7) (3.09) -4.70

Table 7.21: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the sweep-based DG-IGA 1G FONT-S6 equations for Wood and William’s 2D BWR
problem with a burnable poison; the QoI is the absorption in Material 1 in the bottom left-hand corner; v.
Figure 7.8. Those results in parentheses are obtained for the SIP-DG-IGA DSA-preconditioned system.

Polynomial Degree

1163 8

(a) T (9) for SAAF-S6: 12, 896 DoF (b) T (9) for FONT-S6: 10, 928 DoF

Figure 7.11: The meshes generated at the 9th AMR iteration for the DWR-AMR-p strategy for each of the
SIP-DG-IGA 1G SAAF-S6 equations (left) and the sweep-based DG-IGA 1G FONT-S6 equations (right) for
Wood and William’s 2D BWR problem with a burnable poison; the QoI is the absorption in Material 1 in the
bottom left-hand corner; v. Figure 7.8. (Vide the web-based version for reference to colour.)

observe that the ray effects are beginning to dominate the DWR-AMR-h strategy; v. Figure 7.10.

For each of the CBG-IGA 1G SAAF-S6 equations, the SIP-DG-IGA 1G SAAF-S6 and the sweep-

based DG-IGA 1G FONT-S6 equations, two tables summarise the convergence properties of each of

the corresponding DWR-AMR-h and the DWR-AMR-p strategies; v. Table 7.19 and Table 7.22; Table

7.20 and Table 7.23; and Table 7.21 and Table 7.24, respectively. Qualitatively, the findings are similar

to those made previously and thus, for brevity, the discussion is not repeated here; q.v. Section 7.4.2.
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 340 3, 097 0.882 (0.189) 81 (8) (1.57) 10 (6) (2.02) -1.28
01 340 3, 249 0.882 (0.188) 81 (8) (1.44) 9 (7) (2.69) -1.89
02 340 3, 401 0.882 (0.185) 81 (8) (2.09) 9 (7) (1.74) -2.16
03 340 3, 585 0.883 (0.185) 81 (8) (1.39) 9 (7) (1.83) -2.32
04 340 4, 245 0.884 (0.185) 81 (7) (1.04) 9 (7) (1.39) -2.41
05 340 5, 009 0.885 (0.185) 82 (7) (0.98) 9 (6) (1.27) -2.45
06 340 5, 481 0.884 (0.185) 82 (7) (0.91) 8 (6) (1.13) -2.49
07 340 6, 479 0.885 (0.185) 82 (7) (0.68) 8 (6) (0.99) -2.54
08 340 8, 401 0.885 (0.185) 82 (7) (0.59) 8 (6) (0.85) -2.63
09 340 11, 003 0.885 (0.185) 83 (7) (0.47) 8 (6) (0.75) -2.74

Table 7.22: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the CBG-IGA 1G SAAF-S6 equations for Wood and William’s 2D BWR problem
with a burnable poison; the QoI is the absorption in Material 1 in the bottom left-hand corner; v. Figure 7.8.
Those results in parentheses are obtained for the CBG-IGA DSA-preconditioned system.

(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 340 5, 440 0.885 (0.189) 83 (9) (2.46) 11 (7) (1.21) -1.21
01 340 5, 656 0.889 (0.190) 85 (8) (2.88) 11 (8) (1.55) -1.80
02 340 5, 872 0.887 (0.190) 85 (8) (2.74) 11 (7) (1.73) -2.25
03 340 6, 336 0.887 (0.191) 85 (8) (3.44) 10 (7) (2.17) -2.30
04 340 6, 808 0.887 (0.191) 84 (8) (3.02) 10 (7) (2.41) -2.36
05 340 7, 562 0.888 (0.191) 84 (8) (2.36) 10 (7) (1.99) -2.41
06 340 8, 414 0.888 (0.191) 84 (8) (2.21) 10 (7) (1.75) -2.47
07 340 9, 044 0.888 (0.191) 84 (8) (2.88) 10 (6) (1.18) -2.54
08 340 10, 912 0.888 (0.191) 84 (8) (1.75) 10 (6) (1.03) -2.66
09 340 12, 896 0.888 (0.191) 84 (8) (1.21) 10 (6) (0.89) -2.79

Table 7.23: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the SIP-DG-IGA 1G SAAF-S6 equations for Wood and William’s 2D BWR problem
with a burnable poison; the QoI is the absorption in Material 1 in the bottom left-hand corner; v. Figure 7.8.
Those results in parentheses are obtained for the SIP-DG-IGA DSA-preconditioned system.

7.4.4 The 2D IAEA CEA-2 Benchmark

The 2D IAEA CEA-2 benchmark problem is an infinite seven-by-seven lattice of pitch 1.25 cm that

represents the heterogeneous configuration of a simplified PWR-like fuel assembly that contains fuel

and poison pins of radius 0.45 cm and a central water gap; as represented by Materials 1, 2 and 3,

respectively; v. Figure 7.12 [152]. The corresponding macroscopic cross-section data are provided in

Table 7.25, where one assumes that the density of water is constant throughout the problem [152].

Modelling for only a single thermal energy group, one assumes a uniformly dispersed and isotropic

slowing-down source across the moderator region. Furthermore, to model an infinite lattice, reflective

BC are specified at every external physical boundary; and as per the one-quarter symmetry in the

problem, reflective BC are prescribed at x = y = 0.00 cm. The coarsest mesh is constructed from 124
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 340 5, 440 0.890 (0.208) 90 (9) (2.18) 9 (7) (1.86) -2.45
01 340 5, 728 0.890 (0.205) 89 (9) (2.60) 9 (7) (2.06) -2.64
02 340 6, 280 0.890 (0.202) 89 (9) (2.88) 9 (7) (2.00) -3.16
03 340 6, 752 0.890 (0.198) 89 (9) (3.17) 10 (7) (2.09) -3.30
04 340 7, 288 0.890 (0.200) 88 (10) (3.53) 9 (7) (2.34) -3.49
05 340 7, 800 0.890 (0.199) 88 (10) (3.76) 8 (7) (2.44) -3.64
06 340 8, 376 0.890 (0.200) 88 (10) (4.12) 9 (7) (2.70) -3.96
07 340 9, 208 0.888 (0.197) 87 (10) (4.36) 9 (7) (2.76) -4.47
08 340 9, 864 0.891 (0.197) 89 (10) (4.94) 9 (7) (2.81) -4.70
09 340 10, 928 0.890 (0.218) 88 (10) (5.13) 9 (7) (3.26) -5.10

Table 7.24: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the sweep-based DG-IGA 1G FONT-S6 equations for Wood and William’s 2D BWR
problem with a burnable poison; the QoI is the absorption in Material 1 in the bottom left-hand corner; v.
Figure 7.8. Those results in parentheses are obtained for the SIP-DG-IGA DSA-preconditioned system.

O

Figure 7.12: The geometry for the 2D 1G IAEA CEA-2 benchmark [152]. The constituent materials are
denoted by the numbers parentheses; viz. fuel (1), poison (2) and moderator (3). (Vide the web-based version
for reference to colour.)

Material g Σg
t (cm-1) Σg→1

s0 (cm-1) qgx (cm-3.s-1)

(1) Fuel 1 6.250E−01 3.550E−01 0.000E+00
(2) Poison 1 1.400E+01 0.000E+00 0.000E+00
(3) Moderator 1 1.250E+00 1.242E+00 1.000E+00

Table 7.25: The nuclear data for the 2D 1G IAEA CEA-2 benchmark [152].

bi-quadratic NURBS patches. A reference solution was obtained over the mesh generated after the

11th iteration of the DWR-AMR-hp strategy for the sweep-based DG-IGA spatial discretisation of the

FONT-S8 equations. The spatial distribution of the mono-group component of both the scalar neutron

flux and the scalar neutron importance for the FONT-S8 equations with the LS angular quadrature set

are presented in Figure 7.13. The QoI is chosen as the absorption in Material 1 in the top right-hand

corner; v. Figure 7.12.
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Figure 7.13: The spatial distribution of the mono-group component of the scalar neutron flux (left) and the
scalar neutron importance (right) for the 1G FONT-S8 equations for the 2D IAEA CEA-2 benchmark [152].
(Vide the web-based version for reference to colour.)

(a) T (9) for SAAF-S8: 125, 523 DoF (b) T (9) for FONT-S8: 198, 976 DoF

Figure 7.14: The meshes generated at the 9th AMR iteration for the DWR-AMR-h strategy for each of the
CBG-IGA 1G SAAF-S8 equations (left) and the sweep-based DG-IGA 1G FONT-S8 equations (right) for the
2D IAEA CEA-2 benchmark; the QoI is the absorption in Material 1 in the top right-hand corner; v. Figure
7.12. (Vide the web-based version for reference to colour.)

The meshes generated after the 9th iteration of the DWR-AMR-h strategy for the CBG-IGA 1G

SAAF-S8 equations and the sweep-based 1G FONT-S8 equations are compared in Figure 7.14; and

similarly for the DWR-AMR-p strategy in Figure 7.15. Again, along with some preferential refinement

about the region of interest, the AMR strategies focus primarily on resolving the sharp gradients about

the poison pins.

For each of the CBG-IGA 1G SAAF-S8 equations, the SIP-DG-IGA 1G SAAF-S8 and the sweep-

based DG-IGA 1G FONT-S8 equations, two tables summarise the convergence properties of each of

the corresponding DWR-AMR-h and the DWR-AMR-p strategies; v. Table 7.26 and Table 7.29;

Table 7.27 and Table 7.30; and Table 7.28 and Table 7.31, respectively. The findings are qualitatively

similar to those of the previous problems and thus, for brevity, the discussion is not repeated here;

q.v. Section 7.4.2.
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 496 4, 585 0.866 (0.225) 110 (12) (0.48) 15 (9) (0.51) -2.11
01 592 5, 561 0.867 (0.221) 111 (12) (0.54) 15 (9) (0.56) -2.37
02 784 7, 449 0.867 (0.217) 111 (12) (0.64) 15 (9) (0.68) -2.45
03 1, 168 11, 225 0.867 (0.211) 111 (12) (0.69) 15 (9) (0.74) -2.46
04 2, 104 20, 457 0.867 (0.209) 111 (12) (0.67) 15 (9) (0.91) -2.70
05 3, 712 36, 259 0.867 (0.208) 110 (12) (0.90) 15 (9) (0.90) -3.12
06 4, 096 40, 003 0.867 (0.208) 110 (12) (0.96) 15 (9) (0.98) -3.31
07 5, 104 49, 835 0.867 (0.206) 110 (12) (1.13) 15 (9) (1.19) -3.39
08 7, 504 73, 307 0.867 (0.206) 110 (12) (1.67) 15 (9) (1.72) -3.45
09 12, 832 125, 523 0.867 (0.206) 109 (12) (2.39) 14 (9) (2.46) -3.49

Table 7.26: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the CBG-IGA 1G SAAF-S8 equations for the 2D IAEA CEA-2 benchmark; the QoI
is the absorption in Material 1 in the top right-hand corner; v. Figure 7.12. Those results in parentheses are
obtained for the CBG-IGA DSA-preconditioned system.

(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 496 7, 936 0.869 (0.225) 112 (12) (1.06) 17 (9) (1.38) -1.99
01 592 9, 472 0.869 (0.224) 111 (12) (1.08) 15 (9) (1.47) -2.17
02 736 11, 776 0.869 (0.223) 111 (12) (1.13) 15 (9) (1.63) -2.21
03 1, 048 16, 768 0.868 (0.216) 111 (12) (1.22) 15 (9) (1.68) -2.22
04 1, 528 24, 448 0.868 (0.215) 110 (12) (1.42) 15 (9) (1.91) -2.34
05 2, 368 37, 888 0.867 (0.213) 110 (12) (1.60) 15 (9) (2.38) -2.42
06 3, 040 48, 640 0.867 (0.211) 110 (12) (1.64) 15 (9) (3.01) -2.62
07 5, 104 81, 664 0.867 (0.212) 110 (12) (2.21) 15 (9) (3.73) -2.83
08 6, 472 103, 552 0.867 (0.211) 110 (12) (2.94) 14 (9) (3.87) -3.07
09 10, 240 163, 840 0.867 (0.211) 110 (12) (3.07) 14 (9) (4.17) -3.68

Table 7.27: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the SIP-DG-IGA 1G SAAF-S8 equations for the 2D IAEA CEA-2 benchmark; the
QoI is the absorption in Material 1 in the top right-hand corner; v. Figure 7.12. Those results in parentheses
are obtained for the SIP-DG-IGA DSA-preconditioned system.

7.5 A Discussion

To those IGA spatial discretisations of the first and second-order forms of the NTE presented in the

foregoing chapters, this chapter applied techniques to accelerate the convergence of the within-group

self-scattering sources for isotropic scattering-dominated problems; namely, these were the GMRes

method and diffusion preconditioning schemes. Rather than deriving them consistently from the

discretised neutron transport operator, partially-consistent DSA schemes were established by directly

discretising the analytical diffusion correction operator, yielding a CBG-IGA DSA scheme for the

CBG-IGA SAAF-SN equations; and separate MIP-DG-IGA DSA schemes for the sweep-based DG-IGA

FONT-SN equations and the SIP-DG-IGA SAAF-SN equations. In each case, the same approximation

space as spanned by NURBS was employed in the spatial discretisation of both the high-order transport
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 496 7, 936 0.882 (0.224) 113 (11) (1.29) 15 (7) (2.21) -3.49
01 592 9, 472 0.882 (0.223) 113 (11) (1.09) 15 (7) (2.19) -3.57
02 832 13, 312 0.882 (0.225) 113 (11) (1.05) 15 (7) (2.71) -3.82
03 1, 336 21, 376 0.882 (0.228) 112 (11) (1.13) 14 (7) (2.69) -4.28
04 1, 960 31, 360 0.882 (0.228) 112 (11) (1.32) 13 (7) (3.05) -4.41
05 2, 896 46, 336 0.881 (0.226) 112 (11) (1.49) 13 (7) (3.49) -4.46
06 4, 372 69, 952 0.880 (0.224) 111 (11) (3.05) 12 (7) (4.81) -4.47
07 6, 136 98, 176 0.880 (0.225) 111 (11) (3.94) 11 (7) (6.26) -4.57
08 8, 932 142, 912 0.880 (0.223) 111 (11) (5.51) 12 (7) (6.99) -4.61
09 12, 436 198, 976 0.880 (0.223) 111 (11) (5.71) 11 (7) (7.93) -4.71

Table 7.28: A summary of results for the DWR-AMR-h strategy for the SI procedure and the GMRes(15)
method for the solution of the sweep-based DG-IGA 1G FONT-S8 equations for the 2D IAEA CEA-2 benchmark;
the QoI is the absorption in Material 1 in the top right-hand corner; v. Figure 7.12. Those results in parentheses
are obtained for the SIP-DG-IGA DSA-preconditioned system.

Polynomial Degree
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(a) T (9) for SAAF-S8: 15, 328 DoF (b) T (9) for FONT-S8: 19, 792 DoF

Figure 7.15: The meshes generated at the 9th AMR iteration for the DWR-AMR-p strategy for each of the
CBG-IGA 1G SAAF-S8 equations (left) and the sweep-based DG-IGA 1G FONT-S8 equations (right) for the
2D IAEA CEA-2 benchmark; the QoI is the absorption in Material 1 in the top right-hand corner; v. Figure
7.12. (Vide the web-based version for reference to colour.)

approximation and the low-order diffusion one, over matching meshes.

These partially-consistent DSA schemes did exhibit good convergence properties over scattering-

dominated homogeneous problems and they were compatible with the aforementioned DWR-AMR-

h(p) algorithms over the meshes of a variety of complex rational geometries. Indeed, their introduction

of any numerical inconsistencies was largely compensated by their simplicity and computational effi-

ciency; viz. being SPD, the banded matrices of the discretised diffusion acceleration equations were

solved by the PCG method. However, as would be inherently true of any fully-consistent or partially

consistent DSA scheme, increasingly degraded performance was exhibited for increasingly scattering-

dominated problems over increasingly heterogeneous configurations [380]. Nevertheless, the partially-

275



(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 496 4, 585 0.866 (0.225) 110 (12) (0.48) 15 (9) (0.51) -2.11
01 496 4, 889 0.866 (0.224) 111 (11) (0.44) 13 (7) (0.68) -2.32
02 496 5, 245 0.867 (0.222) 111 (11) (0.64) 13 (7) (0.44) -2.44
03 496 5, 804 0.867 (0.222) 112 (11) (0.44) 13 (7) (0.21) -2.59
04 496 6, 885 0.867 (0.222) 112 (11) (0.32) 13 (7) (0.10) -2.72
05 496 8, 355 0.867 (0.222) 112 (11) (0.11) 12 (7) (0.07) -3.01
06 496 9, 792 0.867 (0.221) 113 (11) (0.07) 12 (7) (0.07) -3.19
07 496 11, 850 0.867 (0.222) 112 (11) (0.05) 11 (7) (0.05) -3.33
08 496 13, 492 0.867 (0.223) 112 (12) (0.05) 11 (7) (0.03) -3.45
09 496 15, 328 0.867 (0.224) 112 (12) (0.04) 11 (7) (0.03) -3.57

Table 7.29: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the CBG-IGA 1G SAAF-S8 equations for the 2D IAEA CEA-2 benchmark; the QoI
is the absorption in Material 1 in the top right-hand corner; v. Figure 7.12. Those results in parentheses are
obtained for the CBG-IGA DSA-preconditioned system.

(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 496 7, 936 0.869 (0.225) 112 (12) (1.06) 17 (9) (1.38) -1.99
01 496 8, 224 0.870 (0.226) 114 (13) (0.88) 16 (8) (1.79) -2.21
02 496 8, 720 0.871 (0.224) 114 (13) (1.23) 16 (8) (1.05) -2.34
03 496 9, 456 0.870 (0.226) 114 (13) (0.87) 16 (8) (0.48) -2.51
04 496 10, 992 0.870 (0.226) 113 (13) (0.68) 16 (8) (0.21) -2.66
05 496 13, 072 0.871 (0.226) 114 (13) (0.19) 15 (8) (0.19) -2.97
06 496 15, 014 0.872 (0.225) 114 (13) (0.12) 15 (8) (0.22) -3.17
07 496 17, 806 0.871 (0.225) 114 (12) (0.09) 16 (8) (0.16) -3.34
08 496 19, 868 0.871 (0.225) 114 (12) (0.09) 15 (8) (0.09) -3.50
09 496 22, 120 0.870 (0.225) 114 (12) (0.05) 15 (8) (0.07) -3.62

Table 7.30: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the SIP-DG-IGA 1G SAAF-S8 equations for the 2D IAEA CEA-2 benchmark; the
QoI is the absorption in Material 1 in the top right-hand corner; v. Figure 7.12. Those results in parentheses
are obtained for the SIP-DG-IGA DSA-preconditioned system.

consistent DSA schemes still served as effective preconditioners for the more sophisticated GMRes

method. Alone, the GMRes method did well to accelerate consistently the convergence of the SI pro-

cedure; although, it did not always perform as well as the DSA-SI scheme. The DSA-GMRes scheme

was always the more performant for a variety of test cases.

The time spent solving the linear systems of algebraic equations was reduced by tightly converging

the transport solution on the coarsest initial reference mesh, at low-computational cost, and then

bootstrapping it from one AMR iteration to the next; similarly, this helped to reduce the relative CPU

time spent solving the diffusion acceleration equations [387]. However, one recalls that the banded

matrices were rendered increasingly ill conditioned for an an increasingly large polynomial degree of

the NURBS basis; and multi-grid preconditioners developed for the general bases of classical FEM
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(i) No. Elem DoF
SI GMRes(15)

Log(ǫQoI)NSR No. Its time (%) No. Its time (%)

00 496 7, 936 0.882 (0.224) 113 (11) (1.29) 15 (7) (2.21) -3.49
01 496 8, 224 0.882 (0.221) 114 (10) (1.10) 13 (7) (1.64) -3.61
02 496 9, 048 0.882 (0.222) 114 (10) (0.95) 13 (7) (0.57) -3.77
03 496 9, 824 0.882 (0.218) 114 (10) (0.94) 13 (7) (0.49) -3.89
04 496 11, 352 0.882 (0.214) 112 (9) (0.83) 13 (7) (0.45) -4.07
05 496 12, 600 0.882 (0.212) 112 (9) (0.80) 12 (7) (0.44) -4.19
06 496 13, 816 0.882 (0.211) 112 (10) (1.24) 11 (7) (0.42) -4.30
07 496 15, 176 0.882 (0.213) 112 (11) (0.84) 11 (8) (0.44) -4.42
08 496 17, 712 0.881 (0.211) 111 (11) (0.86) 11 (8) (0.47) -4.56
09 496 19, 792 0.880 (0.219) 110 (10) (0.98) 11 (8) (0.58) -4.63

Table 7.31: A summary of results for the DWR-AMR-p strategy for the SI procedure and the GMRes(15)
method for the solution of the sweep-based DG-IGA 1G FONT-S8 equations for the 2D IAEA CEA-2 benchmark;
the QoI is the absorption in Material 1 in the top right-hand corner; v. Figure 7.12. Those results in parentheses
are obtained for the SIP-DG-IGA DSA-preconditioned system.

appeared to lose their effectiveness. The effect was more pronounced for the discretised SAAF-SN

equations; and thus, with each subsequent AMR iteration, increasingly more time and more compu-

tational effort was spent solving them, rather than the diffusion acceleration equations. Conversely,

with respect to the DWR-AMR-p strategy for the sweep-based DG-IGA FONT-SN equations, there

was relatively little additional computational effort demanded of the matrix-free solution approach,

since the number of elements belonging to the mesh would remain unchanged; and thus, with each

subsequent AMR iteration, increasingly more time was spent solving an increasingly ill-conditioned

linear system of the diffusion acceleration equations.

For demonstrative purposes, this chapter focussed expressly on the acceleration of the SI procedure

for one-group, isotropic, fixed-source problems. Nonetheless, another acceleration technique has been

implemented in the new modern-Fortran neutron transport code developed for the purpose of this

current research. Analogous to a Krylov projection method for a subspace of reduced and limited size,

M = 3, a simple Chebyshev k-eigenvalue extrapolation was employed to accelerate the convergence

of the keff for each of the eigenvalue problems in the foregoing chapters [410]. For the eigenvalues

of the N -dimensional discrete system, |k1| > |k2| > . . . |kN |, with k1 = keff, the dominance ratio,

r = k2/k1, determines the convergence properties of the PI procedure, for r < 1. Not dissimilar to the

behaviour of the SI procedure as the scattering ratio approaches unity, the PI procedure can become

arbitrarily slow to converge for optically-thick fission regions where r → 1. For a good estimation of

the dominance ratio, as approximated by Equation 7.8, for each of the problems investigated, the keff

converged in at least twice as many unaccelerated power iterations as many accelerated ones.
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Chapter 8

The Conclusion

This final chapter summarises the findings of the current thesis, upon which is based the proposal for

some prospective research.

8.1 Some Concluding Remarks

This thesis developed IGA-based spatial discretisation methods and AMR-h(p) algorithms for the first-

order and second-order forms of the NTE, the multi-group FONT-SN and the multi-group SAAF-SN

equations, respectively; as implemented within a new modern-Fortran neutron transport code.

Chapter 1 set the scope for the current research and provided the motivation for the development

of high-fidelity computational neutron transport codes, the basics of which were introduced along

with some useful quantities. Chapter 2 introduced the NTE in several of its most common partial

integral-differential forms; and in the theme of deterministic methods, a few legacy techniques were

presented for their discretisation with respect to each of the independent variables. Whilst it was

not the intention for this thesis to compare and contrast amongst themselves the different first and

second-order forms of the NTE, some points are worth calling to attention.

An inherent defect of the SN method, the ray effects, are due to a lack of rotational invariance in the

discretised streaming operator; q.v Section 2.5.2.1. Unsurprisingly, for low-order angular quadrature

sets, both the multi-group SAAF-SN and the multi-group FONT-SN equations were shown to exhibit

such aberrations and anomalies in the presence of scatter and fission sources. Nevertheless, the SN

method does lend itself to a relatively simple fixed-point solution strategy; q.v. Section 2.8. Whilst the

overall SI procedure does not change under different spatial discretisations, its convergence properties

are strongly affected by it; q.v. Section 2.8.1. Importantly, the manner in which the within-group
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equations are solved for in a given direction of neutron flight is strongly dependent upon the the spatial

discretisation, which itself, is determined by the nature of the governing equations; viz. this affects

how the group-ordinate coefficient matrices of the corresponding discrete system are inverted.

Second-order forms of the steady-state NTE are elliptic PIDE; they have complex characteristics and

govern equilibrium problems. An appropriate solution strategy must ensure that all internal require-

ments and auxiliary conditions are satisfied simultaneously since the proposed discretisation methods

yield irreducible matrices. Yet, employing such smoothing techniques can numerically violate causality,

a rigorous property of neutron transport; q.v. Section 2.3.1; and the use of efficient sparse-matrix data

storage structures become increasingly important for increasingly refined problems, lest their compu-

tational memory requirements become prohibitive; q.v. Section 2.8.1. For the proposed AMR-hp

strategies, it was observed that the resulting banded matrices became increasingly ill conditioned for

increasingly large polynomials of the NURBS basis; thus, demanding increasingly more computational

time and effort to invert the group-ordinate-wise coefficient matrices. Furthermore, without some spe-

cial treatment for voids, second-order forms of the NTE applied to advection-dominated problems can

become increasingly undefined in increasingly optically-thin regions; q.v. Section 5.5.2.

The FONT equation is a hyperbolic PIDE. Unfortunately, such equations are not amenable to a CBG

spatial discretisation; q.v. Section 6.3. Whilst DG spatial discretisations accrue at least twice as

many DoF as their CBG counterpart over a similar mesh, they also yield reducible matrices; and

thus, the resulting discrete system can be solved for in a matrix-free fashion; q.v. Section 2.8.1.

Moreover, since hyperbolic equations have real characteristics and govern propagation problems, it

becomes natural to follow the neutron as per a marching scheme. For the proposed AMR-hp strategies,

it was observed that little additional computational effort was demanded at each subsequent AMR

iteration, for there was no dramatic increase in the number of elements to sweep through. Nevertheless,

for meshes that contain skewed, curvilinear or other re-emergent elements, the digraph of a given

direction of neutron flight can become acyclic; whereby, permutations of the corresponding group-

ordinate coefficient matrices will not be strictly block lower-triangular; and therefore the angular

neutron flux distribution could not be completely resolved in one transport sweep. Furthermore, the

FONT equation is not self-adjoint, which means that only saddle-point principles can be derived; and

not extremum-variational ones [99].

The actual spatial discretisation of choice was reserved for Chapter 3, where NURBS-based IGA was

introduced. A global uniform hp-refinement strategy was presented as a point of reference. Further-

more, two different and cheap interpolation-based error measures were devised, with the intent of

driving two different AMR-h(p) strategies; each with the capacity for energy-dependent meshes. IGA

provides a good framework within which to implement such AMR strategies because the parametrisa-
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tion does not vary under refinement and thus, the underlying geometry is always exactly represented.

The NRG-AMR strategy heuristically minimises any local contributions to the global discretisation

error in the primal problem, as per some appropriate user-prescribed norm; whereas the DWR-AMR

strategy employs duality arguments to minimise important local contributions to the error as mea-

sured in some user-defined QoI; however, this comes at the additional cost of solving the dual problem.

Whilst separately, both AMR-h and AMR-p strategies may perform better than their respective and

corresponding global uniform refinement strategies, a combined AMR-hp strategy addresses both the

non-smooth and the smooth parts of the solution. For those elements that were flagged for further

refinement, the optimal choice for local refinement was determined as that which maximised the rate

of decrease in the local error contributions per increase in the number DoF.

The application of the automised NRG-AMR-h(p) and the DWR-AMR-h(p) strategies to separate

CBG-IGA and SIP-DG-IGA spatial discretisations of the multi-group NDE and the multi-group

SAAF-SN equations was presented in Chapter 4 and Chapter 5, respectively. For the continuous dis-

cretisations of these elliptic systems, the potential for higher-order continuity within a NURBS patch

was sacrificed in order to facilitate the wholly-local nature of the AMR algorithms; where continuity

in solution field across irregular interfaces was enforced via constraint equations based upon master-

slave relationships and the conservative interpolation between surface meshes. A similar Galerkin

projection was presented in Chapter 3 for the conservative interpolation between volume meshes when

evaluating the group-to-group source terms over energy-dependent meshes; and similarly so for the

calculation of the interpolation-based error measures. Yet again, a similar Galerkin projection was

presented in Chapter 6 for the conservative interpolation between surface meshes for the projection

of the upwinded fluxes in the sweep-based DG-IGA discretisation of the FONT-SN equations. For

the SIP scheme for the discontinuous discretisations, optimised penalty parameters, based upon rigor-

ous coercivity analyses, were derived for general element types to ensure sufficient, yet not excessive,

penalisation of the discrete solution field across the spatial mesh(es). Allowing for the imposition of

a certain degree of regularity to avoid any multiply constraints, the AMR-h(p) algorithms for both

of the CBG-IGA and the SIP-DG-IGA discretisations did generate qualitatively similar meshes for

similar DoF. Inevitably, enforcing continuity of a discrete field over irregular meshes does introduce

some errors into the discretisation; whilst never prohibitive, these errors do appear to be more sig-

nificant for the constraint-based approach over non-Cartesian grids. Moreover, one recalls that DG

discretisations typically do offer more flexibility in terms of allowing for local mesh refinement.

The application of the automised NRG-AMR-h(p) and the DWR-AMR-h(p) strategies to a sweep-

based DG-IGA spatial discretisation of the multi-group FONT-SN equations was presented in Chapter

6. Due to the nature of hyperbolic systems, CBG discretisations of the FONT-SN equations are

unstable for heterogeneous configurations; rather, they are more amenable to upwinding schemes that
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follow the propagation of information in specific directions. Any SCC arising in the digraphs of the

spatial mesh were resolved by systematically deleting the weakest outgoing edges until an acyclic

directed path was obtained; and any unresolved dependencies were simply lagged within the inner-

iteration procedure. Although it is not possible to invert exactly the discrete linear system by simply

visiting each element belonging to the mesh only once per modified transport sweep in a given direction

of neutron flight, it was found to be the most simple and computationally efficient option [231,247].

In each case, consistency of the different discretisations of the different forms of the NTE considered in

this thesis, as well as the different mechanisms of the AMR algorithms, were verified by means of the

MMS. For more-complicated heterogenous configurations, several nuclear reactor physics and shielding

problems were also presented. For a given localised QoI, thus, with the exception of global quantities

such as the keff, the NRG-AMR-h strategy tended to be less performant than the global uniform

h-refinement one, since the refinement of the mesh is focussed on resolving any sharp gradients in the

solution, regardless of where they may be. In that respect, the DWR-AMR strategies consistently

and reliably reduced the error in the QoI at each subsequent AMR iteration; whereas the NRG-AMR

strategies would do so only sporadically. Howbeit, the AMR-hp strategies were shown to yield the

best accuracy per DoF; with the DWR-AMR-hp being the most performant. That being said, the

individual group-ordinate-wise banded matrices for the SAAF-SN equations do become increasingly

more ill conditioned for increasingly large polynomial degrees of the NURBS basis; and with each

AMR iteration, increasingly more computational effort is required to perform the physical transport

sweeps, since the algebraic multi-grid preconditioner developed for the general bases of classical FEM

appear to become increasingly less effective. Conversely, for no dramatic increase in the number

of elements belonging to the mesh, little additional computational effort was demanded of similar

AMR-h(p) strategies for the matrix-free approach of the sweep-based DG-IGA FONT-SN equations.

Chapter 7 saw the application of acceleration techniques to those IGA spatial discretisations of the

FONT-SN equations and the SAAF-SN equations; namely, the GMRes method and a diffusion pre-

conditioning (DSA) scheme were introduced to accelerate the convergence of the within-group self-

scattering sources for isotropic scattering-dominated problems. One recalls that any acceleration was

understood as that with respect to the SI procedure; viz. converging to the same solution in a fewer

number of iterations. Rather than deriving them consistently from the discretised neutron transport

operator, partially-consistent DSA schemes were established by directly discretising the analytical dif-

fusion correction operator, yielding a CBG-IGA DSA scheme for the CBG-IGA SAAF-SN equations;

and separate MIP-DG-IGA DSA schemes for the sweep-based DG-IGA FONT-SN equations and the

SIP-DG-IGA SAAF-SN equations [387]. In each case, the same approximation space as spanned by

NURBS was employed in the spatial discretisation of both the high-order transport approximation

and the low-order diffusion one, over matching meshes.
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The partially-consistent DSA schemes did exhibit good convergence properties over scattering-dominated

homogeneous problems and they were compatible with the aforementioned DWR-AMR-h(p) algo-

rithms over the meshes of a variety of complex rational geometries. Indeed, their introduction of any

numerical inconsistencies was largely compensated by their simplicity and computational efficiency;

viz. being SPD, the banded matrices of the discretised diffusion acceleration equations were solved by

the PCG method. However, as would be inherently true of any fully-consistent or partially consistent

DSA scheme, increasingly degraded performance was exhibited for increasingly scattering-dominated

problems over increasingly heterogeneous configurations [380]. Nonetheless, the partially-consistent

DSA schemes still served as effective preconditioners for the more sophisticated GMRes method.

Whilst, alone, the GMRes method did well to accelerate consistently the convergence of the SI proce-

dure, it did not always perform as well as the DSA-SI scheme; although the DSA-GMRes scheme was

always the more performant for a variety of test cases.

Generally, the relative time spent solving the diffusion acceleration equations was kept low for the

DWR-AMR-h strategy; this was thanks, in part, to the bootstrapping of the reference solution from one

AMR iteration to the next. However, the banded matrices were rendered increasingly ill conditioned

for an an increasingly large polynomial degree of the NURBS basis and multi-grid preconditioners

developed for the general bases of classical FEM appeared to lose their effectiveness. The effect

was more pronounced for the discretised SAAF-SN equations; and thus, with each subsequent AMR

iteration, increasingly more time and computational effort was spent solving them than the diffusion

acceleration equations. Conversely, in the case of the DWR-AMR-p strategy for the sweep-based

DG-IGA FONT-SN equations, there was relatively little additional computational effort demanded of

the matrix-free solution approach, since the number of elements belonging to the mesh would remain

unchanged; and thus, with each subsequent AMR iteration, increasingly more time was spent solving

an increasingly ill-conditioned linear system of diffusion acceleration equations.

8.2 Prospective Research

Finally, one proposes some areas of prospective research based upon the work developed and presented

in the current thesis.

8.2.1 Improved Geometry Creation

The first and most obvious extension of the current research is that in the application to full 3D

problems. Whilst the underlying discretisation methods and the refinement algorithms would remain
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unchanged, the task of resolving any dependencies within the CBG-IGA discretisations over irregular

meshes would become evermore complicated; viz. the elementary stencil can become large when

establishing constraint equations between those patches that share an irregular face, as well as those

that share an irregular edge.

For the relatively simple geometries of each of the test cases presented, the coarsest meshes were

constructed with bespoke software. As per the ultimate goal of IGA, these and more general geometries

should instead be created with some CAD software and their descriptions passed directly to the analysis

program; e.g. in neutral IGES or STEP file format. In order to simplify the initial connectivity

information, the coarsest meshes were made to be conforming and as regular as possible. Of course,

this constraint could be removed to facilitate the processing of dirty CAD descriptions.

8.2.2 Alternative Bases for Isogeometric Methods

Whilst the industry standard for CAD software is to use NURBS surfaces in the boundary representa-

tion of 3D objects, they are not exclusive to IGA methods. Indeed, other more-exotic bases should be

investigated; e.g. LR B-splines, T-splines, U-splines and Trigonometric NURBS [261–263,285,411,412].

Derived from generalised B-splines, the latter would allow for rough surfaces to be modelled as a series

of trigonometric functions [412]. This could not be represented by a basis of NURBS; yet, trigono-

metric NURBS could represent exactly any NURBS description of a conic section or quadric surface.

8.2.3 Additional Spatial Refinement Strategies

Based upon local H1 and L2-norms, computationally cheap error measures were devised to drive the

proposed AMR-h(p) algorithms. These required only the isotropic components of the numerical solu-

tion to be stored. Rather than refining any given element in each parametric direction, an anisotropic

AMR-h(p) algorithm could be driven by conveying any anisotropies in the error measures through

their direction derivatives [257]. However, no formal error estimate was derived for the error remain-

ing in the spatial discretisations of the different forms of the NTE; and such an approach may prove

to be effective for anisotropic shielding problems. In which case, one should make comparisons with

more rigorous, angular-dependent, residual-based error estimates [255].

At the most, DSA schemes have the potential to accelerate only the zeroth and the first-order com-

ponents of the PL-expansion of the scattering source; viz. the isotropic and linearly anisotropic

components. To accelerate the higher-order components of the spherical harmonic flux moments for

forward-peaked scattering problems, one could envisage a multi-level angular multi-grid approach,
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where an additive correction term for arbitrary-order spherical harmonic flux moments is built from

recursively solving the SN/2 equations, with the potential of filtering out any high-frequency portions

with the lowest-level diffusion acceleration equations [400,413].

One could also incorporate the capacity for mesh coarsening into the AMR-h(p) strategies.

8.2.4 Adaptive Angular Refinement Strategies

The proposed AMR-h(p) strategies were devised to minimise iteratively those errors due to the spatial

discretisation. However, these can be strongly coupled to the angular discretisation; and especially so

for dominating ray effects.

To allow for improved fidelity in the use of energy-dependent meshes, one could solve for the multi-

group components of the scalar neutron flux distribution over each spatial mesh with different N -order

angular quadrature sets. The underlying algorithms and mesh-to-mesh interpolation routines would

remain unchanged, since the group-to-group sources are only constructed from the spherical harmonic

flux moments. Angular-dependent error measures could then be devised to determine those energy

groups that require better resolution of their angular discretisation.

A more sophisticated approach to ray-effect mitigation would be to incorporate spherical NURBS-

based IGA methods in the discretisation of the angular variable, which would allow for the development

of full space-angle AMR-h(p) strategies [164,414].

8.2.5 Non-Linear Diffusion Acceleration

Naturally, the acceleration techniques proposed in Chapter 7 could be extended to multi-group formu-

lations and eigenvalue problems; however, it becomes increasingly more important to accelerate the

group-to-group sources in the outer (power) iterations for an increasingly fine group structure.

Where linear DSA schemes for fixed-source problems were implemented as additive corrections from

source-corrected NDE, non-linear diffusion acceleration (NDA) schemes should be devised to accelerate

the keff for eigenvalue problems [80,183,395].

8.2.6 Parallelisation

A rather basic distributed-parallel computing architecture was devised for the those methods developed

in this thesis and implemented in a new modern-Fortran neutron transport code. A more sophisticated
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approach would include for spatial domain decomposition that would allow for massive scalability on

large modern HPC systems [172,415]. The local adaptive h-refinement algorithms naturally give rise

to a concentration of elements about specific regions of interest; this could easily lead to load balancing

issues unless the domain were decomposed differently between AMR iterations [416].
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[253] J. A. Welch, J. Kópházi, A. R. Owens, and M. D. Eaton. Isogeometric analysis for the multigroup neutron
diffusion equation with applications in reactor physics. Annals of Nuclear Energy, 101:465–480, 2017.

[254] B. Urick, B. Marussig, E. Cohen, R. H. Crawford, T. J. R. Hughes, and R. F. Riesenfeld. Watertight
Boolean operations: A framework for creating CAD-compatible gap-free editable solid models. Computer-
Aided Design, 115:115–147, 2019.

[255] D. Lathouwers. Goal-oriented spatial adaptivity for the SN equations on unstructured triangular meshes.
Annals of Nuclear Energy, 38:1373–1381, 2011.

[256] D. Lathouwers. Spatially adaptive eigenvalue estimation for the SN equations on unstructured triangular
meshes. Annals of Nuclear Energy, 38:1867–1876, 2011.

297



[257] L. Demkowicz, W. Rachowicz, and Ph. Devloo. A Fully Automatic hp-Adaptivity. Journal of Scientific
Computing, 17(1-4):117–142, 2002.
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