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Abstract

Deep neural networks (DNNs) have become the algorithm of choice for many computer vision

applications. They are able to achieve human level performance in many computer vision tasks,

and enable the automation and large-scale deployment of applications such as object tracking,

autonomous vehicles, and medical imaging. However, DNNs expose software applications to

systemic vulnerabilities in the form of Universal Adversarial Perturbations (UAPs): input

perturbation attacks that can cause DNNs to make classification errors on large sets of inputs.

Our aim is to improve the robustness of computer vision DNNs to UAPs without sacrificing the

models’ predictive performance. To this end, we increase our understanding of these vulnera-

bilities by investigating the visual structures and patterns commonly appearing in UAPs. We

demonstrate the efficacy and pervasiveness of UAPs by showing how Procedural Noise patterns

can be used to generate efficient zero-knowledge attacks for different computer vision models

and tasks at minimal cost to the attacker. We then evaluate the UAP robustness of various

shape and texture-biased models, and found that applying them in ensembles provides marginal

improvement to robustness.

To mitigate UAP attacks, we develop two novel approaches. First, we propose the Jacobian

of DNNs to measure the sensitivity of computer vision DNNs. We derive theoretical bounds

and provide empirical evidence that shows how a combination of Jacobian regularisation and

ensemble methods allow for increased model robustness against UAPs without degrading the

predictive performance of computer vision DNNs. Our results evince a robustness-accuracy

trade-off against UAPs that is better than those of models trained in conventional ways. Finally,

we design a detection method that analyses the hidden layer activation values to identify a

variety of UAP attacks in real-time with low-latency. We show that our work outperforms

existing defences under realistic time and computation constraints.
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Chapter 1

Introduction

Advances in computation and data have enabled deep neural networks (DNNs) to transform

the field of computer vision. The dramatic rise in popularity of DNNs for computer vision

can be traced back to their breakthrough “ImageNet moment”. Krizhevsky et al. dominated

the 2012 ImageNet Large Scale Visual Recognition Challenge (ILSVRC) competition with the

only neural network-based solution [10]. Their method achieved 41% better performance than

the next best competitor, and it was this seminal moment that highlighted the performance

of DNNs and demonstrated the viability of deep learning algorithms for large-scale computer

vision tasks. In the following years, the top submissions to the ILSVRC competition were all

based on DNNs [11]. Unlike traditional software, DNNs are not explicitly told through code

how to solve a task. Instead, these models are often trained to learn a solution from training

data that contains examples of inputs matched with their corresponding expected outputs. The

result of this is a model that has learned some approximate solution to the task posed by its

training dataset. In recent times, DNNs have been able to achieve human-level performance

in popular computer vision tasks such as image classification [10] and object detection [12].

Aside from these tasks, DNN models are also used in highly sensitive and security-relevant

computer vision applications such as facial recognition [13], object tracking [14], autonomous

vehicles [15, 16, 17], and medical imaging [18, 19, 20]. Thus, the integrity of the models’

predictions become of paramount importance; integrity here referring to the faithfulness of
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model predictions with their expected outputs.

Despite the state of the art performance and widespread use of DNNs in computer vision

tasks, there remains a huge gap in the understanding of their vulnerabilities. One of the most

prominent types of attacks on these models comes in the form of adversarial examples–seemingly

benign inputs that are specifically designed to fool the model [21, 22]. This is known as an

evasion attack as it causes the model to make a mistake during inference, thus “evading” the

model. Because of this, adversaries that can manipulate the inputs to these models are able to

compromise the integrity of the model predictions.

Many adversarial example attacks are based on “input-dependent” adversarial perturbations–

where a different perturbation is computed for every benign input to create a unique adversarial

example [23, 24, 25]. This threat model may seem unrealistic in practice as it requires an adver-

sary with significant computation power and exclusive levels of access to the model and data.

However, researchers have demonstrated the existence of Universal Adversarial Perturba-

tions (UAPs)–single adversarial perturbations that can be applied to large sets of data to fool

the model on many of the affected inputs [1]. UAPs are an extremely concerning threat as they

exploit systemic vulnerabilities in the model, enable physically-realisable universal adversarial

attacks [26, 27], and drastically reduce the cost and access required for performing adversarial

attacks on computer vision DNNs [28].

As UAPs are a more powerful version of adversarial perturbations, they pose a greater threat

to computer vision DNNs in practice. It is, thus, imperative that universal attacks be efficiently

mitigated to secure computer vision systems and disincentivise attacks on DNNs. Although

input-dependent adversarial perturbations have been shown to be extremely difficult to defend

against [29, 30, 31], the mitigation of universal attacks against DNNs is relatively understudied.

1.1 Goal and Scope

The primary goal of this thesis is to understand and mitigate the effectiveness of UAPs in the

context of computer vision DNNs. We focus on computer vision tasks and in particular, image
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classification. Adversarial Machine Learning research has predominantly been computer vision

driven [32, 33] due to (a) the accessibility of labelled images, (b) wide adoption of benchmark

datasets, and (c) the intuitive nature of vision for humans. Humans are equipped with their

own vision systems which makes it easier to identify and verify adversarial examples as well

as understand manipulations applied to images. As a result, research is more challenging for

other applications such as malware detection and reinforcement learning because the notion of

an adversarial perturbation is not as intuitive or easy to evaluate and verify in these domains.

Our focus is primarily on image classification as it is one of the core computer vision problems. It

is standard practice that feature extraction layers of models pre-trained on image classification

benchmarks like ImageNet [11] are also used as the initial layers for computer vision DNNs in

more advanced tasks such as image segmentation [34, 35] and object detection [12].

To understand UAPs, we wish to investigate two primary aspects of UAPs. The first objective

is to replicate and characterise the distinct patterns present when visualising UAPs in the input

space. This is important as the patterns present in UAPs are one of its most salient visual

features, and these are not always present in input-dependent adversarial perturbations. The

second objective is to investigate the effect of UAPs on the hidden layer activation values of the

DNN during inference. This is interesting as several UAP attacks rely on saturating hidden layer

activations [3, 36, 2], its prevalence in the literature can lead to generalisations about UAPs

that could be used to detect them. To demonstrate a more complete understanding of UAPs,

we construct novel attacks and defences based on these characterisations and observations.

There are many ways to investigate and characterise UAPs, the impact of input perturbations is

mainly observed through either the input image space or the DNN activation space. We choose

to investigate both these aspects as they represent the clearest manifestations of UAPs that can

be described and addressed, and we find that our exploration of each is sufficient to improve our

understanding and to construct new attacks and defences. To mitigate attacks, it is necessary

to identify inescapable trade-offs that attackers must face. We first show in this thesis that there

is a trade-off between the UAP attack effectiveness and the ease of evading a defence. Indeed

there is no recourse if an attack is highly effective and can not be defended against. Second,

from the defender’s perspective, the main challenge is to address the accuracy-robustness trade-
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off, i.e. how to achieve the model’s desired robustness to UAPs without sacrificing its accuracy

on clean inputs. Thus, our goal is to propose new techniques that demonstrate and improve

upon these two key trade-offs.

For defences, other DNNs can be applied to automatically detect or filter malicious inputs.

However, we refrain from introducing additional DNN components to our proposed defences as

this raises further challenges, and in particular the vulnerability of these components themselves

to adversarial examples. Thus, we focus instead on improving the core training algorithms or

only introducing the most basic explainable defence. Finally, while our proposed defences are

not exclusively the only ways to defend models, they help us understand and improve on the

key trade-offs previously mentioned. Thus, our methods can serve as a guide to make more

effective defences in future work.

1.2 Summary of Contributions

Procedural noise as task-agnostic UAPs and efficient zero-knowledge attacks. In

contrast to per-instance adversarial perturbations, UAPs appear to exhibit clear visual struc-

tures and patterns in computer vision problems. We use this observation to replicate these

visual patterns with procedural noise functions, and we show that procedural noise acts as

effective UAPs. Procedural noise functions are fast, scalable, and lightweight functions for gen-

erating structured image patterns. Not only are they effective UAPs, but since their generation

is agnostic to the model or computer vision task, we demonstrate extremely query-efficient

zero-knowledge attacks on various computer vision models by utilising their universality. The

visual appearance of these procedural noise closely resembles that of the features that DNNs

learn in the earlier layers, which suggests that this vulnerability to procedural noise originates

from those layers–and these early layers often represent more textural image patterns.

Showing diversity of UAPs and characterising them by dominant class labels. In

accordance with the observations above, there is a prevailing notion that increasing DNN’s

shape-bias makes them more robust in general. Indeed, existing work has shown that an increase
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in shape-bias improves model performance against common corruptions and noise. However, we

demonstrate that shape-bias does not improve the “worst-case” adversarial robustness against

UAPs. This result implies that a model’s texture or shape-bias is likely not the underlying

cause for its vulnerability to adversarial examples and universal attacks. Moreover, we use

UAPs as a tool to visualise the features that each model is more vulnerable to. We show that

the visualisation of UAPs for shape-biased models appears to be more visually interpretable

than that of the texture-biased models. We also characterise the different types of UAPs based

on that UAP’s most dominant output class label. Finally, the analysis with UAPs shows that

the models have very diverse vulnerabilities. Based on this, we propose an ensemble voting

mechanism as a way to mitigate vulnerability to universal attacks.

Improving accuracy-robustness trade-offs with Jacobian ensembles. A number of

studies have shown that Jacobian regularisation and model ensembles can improve the stability

and accuracy of machine learning algorithms. We theoretically prove and then empirically

verify that Jacobian regularisation improves model robustness to UAPs. Moreover, we propose

Jacobian Ensembles, a combination of Jacobian regularisation and model ensembles, and show

that the combination can greatly improve robustness against UAPs whilst maintaining and

sometimes even improving the clean accuracy. This stands in contrast to existing defences,

which, up to now have improved adversarial robustness at a great cost to clean accuracy. By

showing that the accuracy-robustness trade-off can be greatly improved we put defences for

computer vision DNNs against UAP attacks on a more practical footing.

Efficient detection of universal attacks. We observe that the neuron activations for UAPs

are noticeably much larger than that of clean images, i.e. that UAPs “hyper-activate” neuron

values. From this observation, we construct and propose a novel detection mechanism Hyper-

Neuron and show that it can reliably detect both adversarial noise and adversarial patch UAPs

for image classification and object detection tasks. Our method also performs as well as or even

better than existing defences. We demonstrate that HyperNeuron can detect universal attacks

for a variety of attacker objectives, revealing a trade-off between a UAP’s detectability and its

generalisability across inputs. Finally, we apply HyperNeuron to defend real-time perceptual

ad-blocking models at low latency, showing that it is an effective and practical defence.
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1.3 Thesis Outline

The remainder of this thesis is organised as follows. In Chapter 2, we outline the basic defini-

tions and threat models that we will use. We will also review the existing literature relevant to

UAP attacks and defences in the context of computer vision DNNs. In Chapter 3, we construct

procedural noise attacks that replicate the visual patterns of UAPs and demonstrate that pro-

cedural noise can act as effective zero-knowledge UAP attacks. In Chapter 4, we analyse the

UAP robustness of models trained on texture and shape-biased datasets, and we demonstrate

that the most frequent output labels of UAPs can be used to quantitatively describe the vul-

nerabilities of these models. In Chapter 5, we theoretically prove and empirically show that

Jacobian regularisation and model ensembles improve robustness to UAPs. We then propose

Jacobian Ensembles to improve UAP robustness whilst preserving model accuracy. In Chapter

6, we introduce a novel detection mechanism that uses hidden layer activation values to detect

a wide variety of UAP attacks. Finally, in Chapter 7, we summarise our achievements and

discuss potential avenues for future work.



Chapter 2

Background

This chapter is an overview of the current Adversarial Machine Learning literature focusing

on Universal Adversarial Perturbations (UAP). Existing attacks and defences for deep neural

networks (DNNs) are predominantly characterised in computer vision settings [32, 33] due to

the availability of datasets, benchmarks, and models. The focus in this chapter is on the threat

model as well as UAP attack and defence algorithms.

2.1 Preliminaries

2.1.1 Neural Networks

In this thesis, we focus more narrowly on neural networks used for image classification and

UAP evasion attacks. We use the terms “model”, “network”, “classifier”, and “DNN” inter-

changeably.

In classification problems, a DNN can be written as a function f which takes an input x ∈ RD

and outputs a probability vector f(x) ∈ RC , where D is the dimensionality of inputs and C

are the number of class labels. The output label assigned by the model is given by the class

label with the highest probability F (x) = arg max f(x).
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The DNN is a hierarchical composition of n parametric functions fi that model input x, these

fi are also referred to as layers of the neural network [37]. Each function fi for i ∈ 1, . . . n can

be modeled as a layer of neurons, these neurons are computing units that apply an activation

function to the previous layer’s weighted outputs to generate a new output, typically to be

fed to the next layer. Each layer is parametrised by a weight vector θi which affects neuron

activation values. Thus, we can write f as a composition of its layers in the following way:

f(x) = fn(θn, fn−1(θn−1, . . . , f2(θ2, f1(θ1, x)))) (2.1)

f is implicitly dependent on model parameters θ, which includes all weight vector and bias

parameters. However, when evaluating the robustness of these models against attacks these

parameters are fixed, so for convenience we do not show the dependence on θ from hereon.

Each layer makes use of some non-linear activation function, typical choices for these are tanh

[38], sigmoid, or Rectified Linear Units (ReLU) [39]. We focus our work on networks that use

a ReLU activation function, as it currently is the most widely used activation function [38, 37].

This activation function is defined by ReLU(z) = max{0, z}.

2.1.2 Adversarial Examples

DNNs have been shown to be vulnerable to attacks that can be performed during model in-

ference [21, 22, 40]. An attacker can perform evasion attacks where they generate adversarial

examples, these are legitimate inputs modified slightly to produce model errors. These adver-

sarial examples greatly undermine the integrity and reliability of model predictions.

We first introduce a formal notion of adversarial examples. As defined in the last subsection,

let f be a classifier with class label output F (x) = arg max f(x) . Let τ(x) denote the true class

label of an input x. An adversarial example x′ is an input that satisfies F (x′) 6= τ(x), despite

x′ being almost equal to x according to some distance metric (implicitly, τ(x) = τ(x′)). The

difference δ = x′ − x is referred to as an adversarial perturbation and it is often constrained
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to ‖δ‖p ≤ ε, for some `p-norm and small ε > 0 [22]. We discuss the choice of perturbation

distance metric, such as the `p-norm, in greater detail later in Section 2.2.2.

2.1.3 Universal Adversarial Perturbations

For a dataset x ∈ X and classifier f : X ⊂ RD → RC a Universal Adversarial Perturbation

(UAP) is an adversarial perturbation δ ∈ RD that satisfies f(x + δ) 6= τ(x) for sufficiently

many x ∈ X of a benign dataset X. That is, x + δ is an adversarial example for sufficiently

many inputs in the dataset [1].

UAPs show that models have systemic vulnerabilities that can be exploited regardless of the

input [28, 41, 42]. As they are optimised over multiple inputs, UAPs exploit global model

sensitivities rather than per-input characteristics. UAPs are also transferable across models [1].

This property is exploited in practical transfer attacks [43, 44, 45]. We discuss existing attack

and defence algorithms for UAPs later in Section 2.3. But first, we discuss the threat model

which is necessary to give context to UAP attacks.

2.2 Threat Model & Metrics

Threat modeling allows for the formalization of attack scenarios. The structure of this is laid

out by Szegedy et al. where the threat model can be described in terms of the adversary’s

goals, capabilities, and knowledge [22, 25]. We describe each of these three categories in the

context of UAP evasion attacks for computer vision DNNs. In each subsection, we outline the

metrics or constraints we use that allow us to formally define the threat model.

2.2.1 Adversarial Goals

In the general case, adversarial goals can be put into four broad categories according to impact

on: confidentiality, integrity, availability, and privacy. The first three come from the classical
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CIA security model whilst the latter is proposed by Papernot et al. [33]. These categories can

be grouped into two pairs due to their inherent similarities, (1) confidentiality and privacy, and

(2) integrity and availability. Evasion attacks such as adversarial examples primarily concern

the latter two as these are constructed to undermine the model’s outputs.

Integrity and Availability. These refer to the faithfulness of model predictions with their

expected outputs. Attacks on integrity aim to control model outputs in a way that the adversary

desires. Closely related, attacks on availability look to reduce the quality or performance of the

machine learning system, making it unreliable. While they have differences, the attack vectors

in our case are similar.

Integrity is a crucial factor for evaluating machine learning models as it is the basis of the

performance metrics used for them. This includes metrics such as accuracy, f-scores, and

false positive rates. It has been shown that the integrity of machine learning systems can

be compromised by adversarial examples as these are inputs designed to make the algorithm

have incorrect outputs. These have been shown to exist and occur in several machine learning

models, including state-of-the-art neural networks. For example, a classifier could assign the

wrong class to an authentic image or confidently classify a meaningless image [46].

Availability is about the prevention of access to a feature, making the target model inconsistent

or unreliable when some of their input features are corrupted or missing [47]. Availability

attacks can tamper with images, making the prediction unreliable in general [33]. For example,

a compromised input feed can allow for adversarial perturbations to be applied on all images

that pass through, so that the model predictions become unreliable for the user.

Goals for UAP Attacks. Choosing the right metrics for adversarial goals allows them to

formalise objective functions to optimise their attacks. UAP attacks can be broadly classified

into the two following categories based on their primary attack success metric. We will be using

these two metrics in this thesis.

1. Untargeted attack. Sometimes referred to as “indiscriminate” attacks, the goal of the

UAP here is to maximise the number of inputs the model makes an error on. In image
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classification, an error is when the resulting image is classified as anything except its true

label (F (x′) 6= τ(x′)). For an attacker, this is useful in the general case where they indis-

criminately apply the UAP to the input feed to cause model error, thus damaging overall

performance and affecting availability. Attack success for this can be measured with an

Universal Evasion Rate (UER) which is the proportion of the input dataset that the

model makes errors on when the UAP is applied. Formally, the UER of perturbation δ

for model f on dataset x ∈ X can be written as:

UER(X, δ) =
|{x ∈ X : arg max f(x+ δ) 6= τ(x)}|

|X|
(2.2)

where | · | denotes the cardinality of the set.

2. Targeted attack. The goal of the UAP here is to maximise classification towards a

particular class label ytgt as chosen by the attacker (F (x′) = t). This is more challenging to

execute than untargeted attacks as it requires classification of as many inputs as possible

towards the desired “sink” class ytgt.

This is more insidious in practice as it can be used for more targeted applications (e.g.

in autonomous driving, funneling classification of any road signs to “Speed Limit”), un-

dermining model integrity. Attack success for this can be measured with a Targeted

Success Rate (TSR) which is the proportion of the input dataset that the model clas-

sifies as ytgt. Formally, the TSR of perturbation δ for model f on dataset x ∈ X targeting

class ytgt can be written as:

TSR(X, δ, ytgt) =
|{x ∈ X : arg max f(x+ δ) = ytgt}|

|X|
(2.3)

2.2.2 Adversarial Capabilities

Adversarial capabilities refer to how an adversary can modify aspects of the machine learning

pipeline from the input to the model. As we are primarily concerned with studying adversarial

perturbations, we restrict the adversarial capabilities to input modifications. For the rest of this
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discussion, we describe the types of modifications that the adversary can apply to the input.

Image Representation. We are focused on computer vision applications, so the input images

we consider come in the form of:

1. Grey-scale images x ∈ Rhw where x is a two-dimensional h × w-pixel grey-scale image

and pixel intensities are bounded in the range [0, 1].

2. Coloured images x ∈ R3hw similar to grey-scale images, but now with three colour chan-

nels. We do not convert RGB images to other representations such as HSV or HSL as

the DNN acts on the raw pixel values.

Perturbation Distance Metrics. Given a benign image x that is correctly classified by

the model, the idea of adversarial perturbations is to modify the image so that it remains

perceptually similar with the original, yet is misclassified by the model. There is currently

no distance metric that perfectly replicates human perception. As a result, existing distance

metrics only serve as a proxy for perceptual similarity. Determining the most optimal metric

is not within the scope of this thesis. However, constructing and evaluating distance metrics

for adversarial examples remains an important research question we leave to future work.

In the general case, we have d(x, x′) ≤ ε for some distance metric d and small ε > 0 to indicate

that the original input x and adversarial example x′ = x+ δ are similar. The most commonly

used metrics in the literature are the `p-norm metrics with p = 0, 2 and ∞. The `p distance

metric is written as ‖x− x′‖p = ‖δ‖p with p-norm ‖ · ‖p defined by

‖v‖p =

(
n∑
i=1

|vi|p
) 1

p

1. The `0-norm measures the number of input coordinates i such that xi 6= x′i. In the context

of images, this corresponds to the number of pixels that have been manipulated by an

adversary. Papernot et al. argue for the use of this distance metric [48].

2. The `2-norm measures the root mean square distance and was used in the first adversarial

example paper [22]. This distance can remain small when changes in pixel values are small
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in magnitude. However, in the context of UAPs, small changes for one image could be

large for another, making it difficult to optimise UAPs under this metric.

3. The `∞-norm measures the maximum change for any individual pixel:

‖x− x′‖∞ = max({|xi − x′i|}ni=1)

where i are the pixel coordinates for images with n total pixels. In this case, the attacker

is able to modify any pixel so long as it is within the maximum perturbation budget

defined by the `∞-norm. Warde-Farley and Goodfellow argue that this `∞ is the optimal

distance metric to use [49].

Adversarial perturbations are primarily generated through optimisation algorithms. A chal-

lenge when applying distance metrics is enforcing their constraints without hampering the op-

timisation. This is why `p-norms have persisted as the most used metrics as they are relatively

simple to apply in existing adversarial attacks, whereas other distance metrics like Structural

similarity index measure (SSIM) [50] and Wasserstein distance [51] require their own bespoke

adversarial attack algorithms to account for the more computationally involved constraints

these metrics introduce [52, 51].

When generating UAPs, the resulting perturbation has to be effective and must satisfy the

constraints simultaneously across all the inputs. As a result, it becomes difficult to optimise

UAPs under the `2-norm constraint due to large variations in pixel values between different

images. This leaves us with `0 and `∞-norms as the most feasible to apply with current UAP

generation algorithms—in line with the existing UAP literature [1, 2, 53].

Patches & Noise. Two of the most common types of UAPs for computer vision models come

either in the form of patches or noise, depending on whether the perturbation is constrained

to a part of the image or diffuse across all its pixels. Adversarial noise are more generally

considered as bounded by an `∞-norm and adversarial patches by an `0-norm.

Although there are exponentially many pixel combinations that can be chosen when imple-

menting `0-norm attacks, the most physically realisable are those that manipulate a continuous
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region in the image. In the adversarial patch setting, the attacker can modify a continuous 2D

region in the image, typically in the shape of a square or circle under `0-norm constraints. In

practice, this is done by inserting a patch or 2D texture into the camera’s field of view. We

primarily consider the adversarial patch for the `0-norm scenario since it is the most practical

and physically realisable attack for this threat model [54, 27, 26]. Although these `p-norms

do not directly represent real-world scenarios, they are important tools for basic research as it

allows for clarity, quantitative comparisons, and benchmarking to advance the field [29, 55].

2.2.3 Adversarial Knowledge

Adversarial knowledge in our work refers to the level of access the attacker has to read the

internal parameters of the victim model as well having access to a dataset that is representative

of the victim model’s training dataset. Knowing the internal parameters (weight vectors) of

the victim model can greatly aid the attacker in generating more effective adversarial attacks,

and many existing adversarial attack algorithms rely on this knowledge to successfully generate

adversarial examples. In the general case, attackers have the ability to query the model with an

input and observe the output. The adversary’s knowledge can be broadly classified into three

categories from most to least access [56]:

1. Perfect-Knowledge (PK). This is sometimes referred to as “white-box” in the liter-

ature. This strong adversary has full knowledge of the victim model and its internal

parameters. Many adversarial attack require this PK access to use their gradient-based

optimisation attacks [22, 23, 25, 24].

A feasible real-world scenario of this is with open-sourced models and datasets. Al-

though in practical settings it is often difficult to obtain access to this sensitive model

information—typically requiring insider knowledge or reverse-engineering of the victim

model. Nonetheless, a strong PK attacker should still be accounted for when evaluating

model robustness [33].

2. Limited-Knowledge (LK). This is sometimes referred to as “grey-box” in the literature.
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This adversary does not have read access to the victim model and its internal parameters.

However, it has full access for a similar “surrogate” model trained on the same task as

the victim model with a dataset of similar size and quality.

LK adversaries exploit the transferability property, where the same adversarial example

is able to fool models other than the one it was generated from [43]. They generate PK

adversarial examples on their surrogate and then query these examples to the target victim

model [44]. UAPs are known to transfer across models trained on the same task [1, 28].

Transfer attacks are not always successful, especially if there are significant differences

between the victim and surrogate models.

3. Zero-Knowledge (ZK). This is sometimes referred to as “black-box” in the literature.

This adversary has no access to the internal parameters of the victim model or any

comparable surrogate models. They solely rely on the outputs generated from their

queries to the victim model.

When evaluating ZK attacks, it is desirable to be query-efficient in that successful ad-

versarial examples are generated with as few queries to the victim model as possible.

This is to reduce the query budget needed by the attacker, e.g. if querying the target

model is a paid service, or to avoid detection from the defender by lowering the volume

of suspicious queries. If we allow for an unlimited number of queries, the adversary can

simply reconstruct the victim model, which makes this scenario redundant.

As we are focused on widely-available image data from common benchmark datasets, we assume

that our attackers have access to datasets that are representative of the victim model’s training

dataset. LK attacks can be thought of as extensions to PK attacks as they use PK attack

algorithms on surrogate models then transfer the adversarial examples to the victim model.

Hence, the algorithms themselves for generating adversarial perturbations can be split into just

two categories: either PK or ZK.
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2.3 Universal Attack Algorithms

In this section, we aggregate the existing adversarial attack literature relevant to UAPs in the

context of computer vision DNNs.

2.3.1 Fast Gradient Sign

Goodfellow et al. proposed the Fast Gradient Sign Method (FGSM) algorithm for generat-

ing adversarial examples in an efficient manner with minimal computation steps [23]. Although

this work does not pertain exactly to UAPs, this was the first of many methods that utilised

gradient-based optimisation for crafting adversarial examples. Using the notation introduced in

Section 2.1, we define for a model f its loss function L(x, y). A common choice in classification

tasks for this loss is cross-entropy [37]. FGSM computes the adversarial example with:

x′ = x+ α sgn(∇xL(x, y))

where y = τ(x), small step size α > 0, and sgn(·) is the piece-wise function:

sign(x) =


1 x > 0

0 x = 0

−1 x < 0

At each step, FGSM effectively adjusts each pixel value towards the direction that maximises

the loss function. This method is simple and efficient as it is a single-step gradient computation,

although its attack success rate can be improved by more computationally expensive iterative

methods which we later discuss. It is worth noting that computing the gradients through the

victim model’s loss function does require PK access to the model. This makes gradient-based

optimisation attacks that explicitly use the model’s loss necessarily PK in nature, and therefore

requires a strong adversary.
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2.3.2 Iterative DeepFool

Moosavi-Dezfooli et al. were the first to demonstrate the existence of UAPs for DNNs [1]

using iDeepFool—an iterative version of their DeepFool algorithm originally made for input-

dependent adversarial perturbations. The goal of DeepFool was to find the minimal perturba-

tion needed to generate an adversarial example for a single input. Minimal in their definition

refers to finding perturbations δ with the smallest magnitude under the `p-norm metric ‖δ‖p.

To generate δ, DeepFool iteratively updates the perturbation in the direction of ∇xL(x, k)

similar to FGSM, but they choose the direction with class label k, k 6= τ(x) that minimises the

magnitude of the step size taken. They demonstrate the efficacy of this algorithm for p = 2

and ∞. For iDeepFool, they extend the DeepFool algorithm formulation to work on batches

of images rather than individual ones by jointly updating δ over the average of
∑

i∇xiL(xi, k).

Examples of UAPs generated in this way can be seen in Figure 2.1. They also show that these

UAPs can generalise across models, demonstrating transferability.

Figure 2.1: UAPs for various models generated using iDeepFool [1].
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2.3.3 Stochastic Gradient Descent

Kurakin et al. and Madry et al. improve on FGSM by applying it iteratively. Most notable is

a multi-step variant FGSMk [57] which is then modified to be the Projected Gradient Descent

(PGD) attack on the negative loss function [24]. The step taken at iteration t+ 1 is given by

xt+1 = clipx+S
(
xt + α sgn(∇xL(x, y))

)
where S is the space of allowed perturbations and α is the step-size per iteration. Unlike

FGSM, this has a higher attack success rate at the cost of greater computation time due to

multiple iterations rather than just a single one. And in contrast to DeepFool, PGD is more

efficient as it is not designed to find the minimal perturbation. It is sufficient for PGD to find

a perturbation so long as it evades the model and is within the perturbation constraints.

To adapt PGD to generate UAPs, the Stochastic Gradient Descent (SGD) algorithm

was proposed [53]. UAPs are generated by maximizing the total loss across multiple inputs∑
i L(xi + δ) using an iterative stochastic gradient descent algorithm: where {xi} are batches

of inputs. Updates to δ are done in mini-batches in the direction of −
∑

i∇L(xi + δ). To

generate targeted UAPs, we use the same stochastic gradient descent as in the untargeted case,

but modify the loss to be minimised instead with all resulting inputs xi + δ classified towards

the target class ytgt. SGD is a versatile and effective attack. Variations of it have been used to

generate UAPs in real applications such as adversarial patches [54] and perceptual ad-blocking

[58]. SGD is also the most effective among the PK UAP attacks, outperforming iDeepFool [1]

and superseding the attacks [36, 2, 3] that we will discuss later in this section [53], making it

the most suitable PK attack for evaluating robustness to UAPs.

2.3.4 Generalisable Data-free UAP

Mopuri et al. introduce a data-free objective function for generating UAPs by choosing pertur-

bations that saturate hidden layer neuron activation values [36, 2]. Their primary motivation

is to create UAP that are independent of the data. Their attack named GD-UAP aims to
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find a perturbation δ that maximises hidden layer activations when applied to any input x+ δ.

The intuition is that spurious firing of neurons in the hidden layer will result in inefficacious

information propagating and thus cause misclassification in the final layer regardless of x.

Let fl(·) be the output of the l-th hidden layer of the network. Similar to iterative gradient-

based techniques like DeepFool and PGD, GD-UAP updates their perturbation with gradient

descent. However, instead of using the training loss of the model, they instead optimise a custom

loss function to spuriously maximise all hidden layer activations, with `∞-norm perturbation

constraints for δ.

LGD-UAP = −
∑
i

log

(∏
l

‖fl(gi + δ)‖2

)
(2.4)

At iteration t+ 1 they have:

δt+1 = δt + α sgn(∇LGD-UAP)

They propose several variations depending on the assumptions on the available data g. In the

data-free case, g = 0. In the range prior case, they draw g ∼ N (µ, σ). When data is available,

they draw from that dataset g = x. Naturally, they found that using more information improves

the effectiveness of their generated UAPs.

Figure 2.2: UAPs for various models generated with GD-UAP [2].

Examples of resulting UAPs generated can be found in Figure 2.2. Although GD-UAP is

versatile depending on access to data, it is still not as effective as SGD for generating strong

UAP attacks even when given full access to data. As both require PK access to the model, SGD

is a more effective attack to evaluate models with. Nonetheless, the attack vector of GD-UAP

targeting hidden layer activations is noteworthy for our work.
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2.3.5 Singular Vector Attack

Khrulkov & Oseledets introduced their Singular Vector Attack (SVA), a method for gen-

erating UAPs through the singular vectors of Jacobian matrices for intermediate layers of the

model. Their strategy was to generate a perturbation vector δ that maximises the difference

in hidden layer outputs between the original and perturbed image. The idea is that as the

difference propagates further into the network, the change will result in dramatically different

predicted outputs for x and x′ [3].

Let fl(·) be the outputs of the l-th hidden layer of the network. They want perturbation δ such

that it maximises the quantity fl(x+ δ)− fl(x) for a chosen layer l with an `q-norm constraint

for the perturbation ‖δ‖q = ε for some ε > 0. They do this by using the approximation

fl(x+ δ)− fl(x) ≈ Jl(x)ε where Jl(x) = ∂fl
∂x

is the Jacobian matrix of fl. Thus, for any `q-norm

‖fl(x+ δ)− fl(x)‖q ≈ ‖Jl(x) δ‖q

Maximizing the difference on the left hand side is equivalent to finding the vector δ that

maximises ‖Jl(x) δ‖q under the constraint ‖δ‖q = ε. Because this is invariant to scaling, it

is sufficient to solve it when ε = 1. The solution to this problem is called the (p, q)-singular

vector of Jl(x). The computation for this solution can be done efficiently with the Power Method

algorithm [59]. For UAPs, they then extend the formulation to multiple images xj ∈ Xb where

Xb ⊂ X is a random subset (batch) of the whole dataset X.

arg max
δ

∑
xj∈X

‖Jl(xj) δ‖q, where ‖δ‖q = ε

Let J l be the matrix obtained by stacking Jl(xj) for all xj ∈ X. This results in their final

formulation where they compute for the singular vector δ:

arg max
δ

‖J l δ‖q, where ‖δ‖q = ε

Using this method, they were able to empirically identify the more fragile hidden layers and
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found that UAPs generated from the earlier layers had larger success in evading the model [3].

Examples of their generated UAPs can be seen in Figure 2.3. The overall effectiveness of UAPs

from SVA is noticeably less than those from the original iDeepFool method whilst still needing

PK access to calculate the hidden layer Jacobians.

What is interesting with SVA and the previously discussed GD-UAP is their targeting of the

hidden layer activations to facilate UAP attacks. This observation will be useful later on when

we develop our own defence against UAPs.

Figure 2.3: UAPs generated for VGG models using the singular vector method [3] on VGG-19.

2.3.6 Fourier Basis Functions

Tsuzuku & Sato were able to show that computer vision DNNs are sensitive to the directions

of Fourier basis functions [4]. They show mathematically that linear convolutional neural

networks are sensitive to a combinations of Fourier basis functions. They then hypothesise

that it is a similar case for existing non-linear convolutional DNNs, assuming that a linear

approximation holds well for DNNs.
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They propose their Signed Single Fourier Attack (SSFA) where they optimise the fre-

quencies of the Fourier basis functions under `∞-norm perturbation constraints. They use an

exhaustive search in their parameter space to find the best results, as their proposed function

only has a few frequency parameters. SSFA is compelling as it is one of the few ZK UAP at-

tacks, not requiring any internal knowledge of the victim model. However, their attack success

rate is considerably low even for large `∞-norm constraints of ε = 10 and 20.

Figure 2.4: Visualisations of (left) Fourier basis in 8×8 space and (right) example of generated
Fourier basis attack [4].

2.3.7 Adversarial Patches

Physically realisable universal attacks in the form of adversarial patches have been demon-

strated against various computer vision tasks including: image classification [54], person recog-

nition [27], facial recognition [13], and object detection [60, 61, 62]. They consist of inserting

a 2D patch within the image frame to force classification towards the adversary’s desired class

for the adversarial patch.

We first define the patch application function A for the resulting perturbed image x′ =

A(p, x, t, l) where p is the patch, x is the original input image, t is a valid transformation

on the patch, and l is the location of the patch within the image. We also define Pr(ytgt|x) as

the model’s output probability for the target class ytgt given input x.
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Athalye et al. summarises the most general form for generating robust physical adversarial at-

tacks in their proposed Expectation Over Transformations (EOT) formulation [26], and Brown

et al. adapt this for 2D image patches [54]. EOT aims to optimise the trained patch p̂

p̂ = arg max
p

Ex∼X,t∼T,l∼L[Pr(ytgt|A(p, x, t, l))]

= arg max
p

Ex∼X,t∼T,l∼L[Pr(ytgt|x′)] (2.5)

This objective to find the desired adversarial patch p̂ is maximised via Stochastic Gradient

Descent (SGD). Gradient values for the expectation is approximated through sampling trans-

formations independently at each gradient descent step and differentiating through the trans-

formation. As SGD applies gradient descent through the model’s internal parameters, this

attack requires PK knowledge. Other works modify EOT for their specific threat model. For

example, the Robust Physical Perturbation (RP2) objective proposed by Eykholt et al. also

optimises an EOT, with their objective function including an additional term that captures

printability constraints [60, 61]. For our purposes, the formulation in Equation 2.5 is sufficient

for generating adversarial patches for the threat models that we consider.

2.4 Defending Against Universal Attacks

In this section, we aggregate and put into context the existing defence literature relevant to

UAPs for computer vision DNNs. Most of the literature has focused on defending against

input-dependent adversarial perturbations. As the general principles behind defending input-

dependent attacks can also be applied to UAPs, we first go over the broader context of defending

adversarial examples before focusing on defences against UAPs in particular.

To construct robust defences for DNNs, we must first be able to evaluate the robustness of any

given DNN. In general, there are two ways in which security is evaluated for a system [63]:

1. A formal proof of robustness is a set of mathematical statements that guarantee the

robustness of the system under a stated threat model.
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2. An empirical demonstration of robustness relies on applying existing and novel

attacks against the system. Although stronger attacks than those found may exist, the

system is no more secure than the best attack found so far.

In this thesis, we adopt an empirical approach to evaluating the robustness of models. For

many practical computer vision tasks, formal proofs are more difficult to construct and apply

than empirical demonstrations of robustness. The set of assumptions in formal proofs are often

so restrictive that the guaranteed security is minimal in practice [64, 65, 66]. Empirical defences

so far have been able to generalise to the complex tasks present in computer vision [67], so we

will be applying this to investigate robustness and trade-offs in accuracy for DNNs.

2.4.1 Categorising Defences

Defences can be classified into three general categories depending on how they manage adver-

sarial examples. Details for specific defences are explained in later sections.

• Type I - Defences that stabilise predictions in the presence of perturbations.

These defences are designed with the explicit goal of ensuring that model predictions

remain the same for both the adversarial example and the original unperturbed image.

They acknowledge the existence of adversarial examples and harden the model’s predic-

tions against such attacks. These defences can be categorised further:

– Data augmentation is where perturbed images are introduced into the training set.

A primary example of this is Adversarial Training (AT) where adversarial examples

are added to the training dataset [22].

– Denoising or filtering inputs attempt to remove perturbations from the input.

These apply functions or transformations to the input so that it gets mapped to a

form that is closer to the model’s learned distribution.

– Denoising or filtering in the activation space attempt to correct hidden layer

activations to what they define to be “normal”.
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• Type II - Defences that indirectly improve robustness. These methods robustify

the model without explicitly correcting its predictions on perturbed images. This can

be done by diversifying learned features [68, 69] or penalising model instability through

regularisation [70, 71].

• Type III - Defences that detect adversarial perturbations. These defences detect

or “flag” inputs for adversarial perturbations. These can be classified depending on which

part of the machine learning pipeline the detector focuses on:

– Input-based detection analyse the input image directly.

– Activation-based detection look to the model’s internal hidden layer activations when

the input image passes through the model.

In the remainder of this section, we discuss existing UAP defence algorithms in greater detail.

2.4.2 Adversarial Training

Adversarial Training (AT) was the first proposed defence for adversarial examples [22] and

remains one of the most analysed defences to date [31]. The idea of AT is to train the model

on a mixture of clean and adversarial examples, with the goal of classifying both correctly.

Goodfellow et al. proposed using adversarial examples generated via FGSM to make AT more

efficient [23]. Later work by Madry et al. found that these previous versions of AT trained on too

weak an adversary, and instead they demonstrated that AT on adversarial examples generated

via PGD lead to more robust models [24]. Formally, AT can be defined as a min-max objective:

min
θ

max
δ∈P
L(θ, x′, y) (2.6)

where L is the training loss. AT attempts to learn model parameters θ while finding the

strongest adversarial examples (inner problem), whose classification loss is minimised (outer

problem) [24]. Although the above Equation 2.6 is the general objective function for AT, there

are many variations in the optimisation algorithms deployed for achieving this [25, 72].
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AT is currently considered one of the best ways to defend against adversarial attacks [30, 31],

though it still has some disadvantages. Training on a particular type of adversarial attack does

not ensure robustness to different or more novel types of attacks. There are also trade-offs

in performance and robustness when training on different types of adversarial attacks [73].

Note that this flaw is not limited to AT, as other defences that train on specific adversarial

attacks are not guaranteed to cover novel adversarial attacks that they have not been previously

encountered. AT also requires generating adversarial examples during training time and requires

more data than standard training to achieve robust generalisation [74]. These factors combined

make AT difficult to scale for large natural-image datasets, such as the ImageNet [11] image

classification benchmark. Convergence of AT for the min-max problem shown in Equation 2.6

is difficult to achieve on such large datasets since the space of possible adversarial attacks is so

large, often resulting in significant declines in model accuracy.

In the context of UAPs, Universal Adversarial Training (UAT) was proposed where they

introduce UAPs generated via SGD into the training set [53]. Experiments were done on

the natural-image ImageNet benchmark [11] where widely-used models such as VGG [7] and

ResNet [6] achieve 75-80% accuracy. Despite this, the resulting ResNet models trained with

UAT suffered a large degradation in performance with less than 50% accuracy on the clean

dataset. This demonstrates the sacrifice in clean accuracy that AT often induces. We now go

over defences designed specifically for UAP attacks.

2.4.3 Perturbation Rectifying Network

Akhtar et al. propose their Perturbation Rectifying Network (PRN) defence for UAPs

[75]. It is a two-step system with a “rectifier” for denoising inputs and a “detector” for detecting

perturbed inputs. This is a combination of a Type I - denoising and Type III - detection defence

as discussed in Section 2.4.1. They designed their method so that the original DNN used for

image classification does not require any modification.

The first component is the PRN which is designated as their perturbation “rectifier”. It is

placed as “pre-input” layers to the original model. Let F be the output probability vector
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of the original DNN. Given an input x, and the perturbed input x′. The PRN is optimised

to compute a transformation T on the perturbed images such that it minimises the difference

‖F (x) − F (T (x′)‖2. It is trained with gradient descent to transform perturbed inputs such

that the original model classifies the resulting “rectified” images in the same way as it does

the unperturbed image. The perturbations they use in training are “synthetic perturbations”,

which is their variation of the `∞-norm attack based on the DeepFool [76] algorithm, but

generated on only a few samples (< 100) due to reported computation constraints.

The second component is a perturbation detector. Given an input x and the PRN output T (x),

they use a Discrete Cosine Transform (DCT) denoted by D to generate features D(x− T (x)).

They then train a binary classifier B on clean and perturbed data to map the generated features

D(x − T (x)) to [0, 1], indicating whether it is adversarial or not. If the input is classified as

adversarial, their system uses the output of the PRN for prediction, otherwise it uses the

prediction of the original network.

A disadvantage of their method is that they train only on a specific type of adversarial pertur-

bation, and any compromise in either the detector or rectifier will leave the model vulnerable.

Their evaluation also did not include UAPs generated via SGD nor a defence-aware attacker,

indicating that their defence is likely more fragile than reported. PRN is outperformed by the

next defence that we will cover.

2.4.4 Selective Feature Regeneration

Borkar et al. propose Selective Feature Regeneration (SFR) to defend against UAPs [77].

This is done by first identifying convolutional features within the hidden layers of the DNN

that are the most vulnerable to adversarial noise. They then apply their trainable Feature

Regeneration Units (FRU) to these layers to “regenerate” or correct activations that are the

result of adversarial perturbations. SFR is a Type I - denoising defence that acts on the hidden

layer activations of the model.

Their FRUs are shallow residual blocks [6] that consist of two stacked 3×3 convolutional layers
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sandwiched between several 1× 1 convolutional layers and a single skip connection. Let fl(x)

be the activations at convolutional filter l for input x. Define the FRU at convolutional filter

l as Φl. They train FRUs such that Φl(fl(x + δ)) ≈ fl(x) and Φl(fl(x)) ≈ fl(x). FRUs try to

correct or “regenerate” activation values for perturbed images, whilst maintaining the original

activation values for non-perturbed images. Ideally, these FRU only modify the activation

patterns that make inputs adversarial.

They assess the vulnerability of individual convolutional filters by using the the `1-norm of their

kernel weights. They show that the `1-norm of these weights is proportional to the maximum

possible activation value of that filter. Thus, they determined that convolutional filters with

the highest `1-norm weights are the most susceptible to adversarial perturbations. For their

experiments, they applied their FRUs to the top 50% most vulnerable convolutional filters.

Their results show that SFR outperforms other UAP defences like PRN [75] for recovering

model accuracy on adversarial noise UAPs [77].

2.4.5 SentiNet: Detecting Localised Universal Attacks

SentiNet is a UAP defence designed to detect localised universal attacks such as adversarial

patch UAPs [67] without modifying the defended model. This is a Type III - detection-based

defence. Their defence can be broken down into two main steps. First, SentiNet uses model

explainability techniques and object detection to identify and localise the input image region

that most highly influences the model prediction. Then second, the extracted region is applied

to a set of trusted test inputs to observe the model output. SentiNet compares the behaviour of

the model on this synthetic dataset versus its behaviour on trusted inputs to reach a prediction

on whether the original input image is affected by an adversarial attack.

The initial extraction for the region of interest is done using a model-interpretability technique

Grad-CAM [78], this uses gradients computed in the final layers of a network to calculate the

regions of the input that contributed the most to the classification score. In the second part,

SentiNet overlays the suspected region on a set of benign test images. These new images are

fed back into the network, and the number of adversarial examples are counted. Intuitively,
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the higher the number of modified images that can fool the model, the more likely it is that the

suspected region is an adversarial attack. For the region of interest, they plot two metrics: the

number of images fooled and the average confidence value of the region. They observed that

clean and adversarial inputs they have tested on can be separated by a parabolic curve. A linear

approximation technique was used to derive the decision boundary. The confidence threshold

for their detector is then determined by the margin, i.e. how far the plotted point is from the

decision boundary. Overall they are able to demonstrate that SentiNet is capable of detecting

adversarial patch UAPs reasonably well. They also show its efficacy against defence-aware

attackers, with only a mild degradation in performance.

2.5 Summary

In this chapter, we defined UAPs in the context of computer vision DNNs. We outlined the

various threat models that we consider and gave our rationale for each scenario. The threat

model is crucial for giving context to the UAP attack evaluation and their later mitigation.

We have reviewed the related work and aggregated the existing adversarial attack and defence

literature relevant to UAPs. The following are the key takeaways from the literature:

1. Among UAP generation algorithms, SGD is the most potent PK attack, making it the

best method for evaluating UAP robustness of models.

2. Hidden layer activations is likely a distinguishing characteristic of UAPs, as UAP attacks

GD-UAP [2] and SVA [3] maximise this, whilst UAP defences PRN [75] and SFR [77]

attempt to correct this. This indicates that there may be properties of hidden layer

activations that can be used to detect UAPs.

3. Defences such as AT improve robustness to adversarial examples, however they suffer

considerable drops in accuracy. The existing defence literature has yet to thoroughly

address the accuracy-robustness trade-off for UAPs.
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Procedural Noise Attacks

Universal Adversarial Perturbations (UAPs) exhibit interesting visual structures [1] that are

not yet fully understood. Existing approaches like those outlined in Section 2.3, primarily craft

UAPs using perfect-knowledge (PK) of the model’s learned parameters [1, 79, 3]. What was

missing at the time1 was a method for generating UAPs in a zero-knowledge (ZK) manner,

i.e. without requiring access to the model’s learned parameters. UAPs are interesting as their

universality reveals more generic or class-agnostic features that machine learning algorithms

appear to be sensitive to. That is, regardless of the original input, the model’s outputs are

affected by small perturbations in the form UAPs. In contrast, input-dependent adversarial

perturbations, though less detectable in many cases, can “overfit” and affect only the inputs

they were designed for [80]. The visual structures present in UAPs are also not evident in

their input-dependent counterparts. Due to the prevalence of these visual patterns in UAPs,

we construct procedural noise functions to generate patterns that are visually similar to those

of UAPs. Through rigorous experimentation we then demonstrate that our procedural noise

can also act as UAPs. As a ZK attack, procedural noise has a lot of appealing traits that

make it a good base for efficient, practical, and scalable attacks on computer vision DNNs.

Procedural noise is simple to implement, fast to compute, and does not require the additional

overhead of building, training, or accessing a DNN to generate adversarial perturbations. The

parametrisation of procedural noise is simple and this results in a reduced search space, which

1Zero-knowledge UAPs based on Fourier Basis functions [4] was published around the same time as our work.
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can enable query-efficient ZK attacks. This is useful in large-scale applications like natural-

image classification where existing attacks often explore the entire input space, which has very

high dimensionality (≥ 100,000).

Stock photo of cat taken from https://www.pexels.com

Figure 3.1: Adversarial example generated with a procedural noise function. From left to right:
original image, adversarial example, and procedural noise (magnified for visibility). Below the
first two images are the classifier’s top 5 output probability labels.

In this chapter, we propose a novel approach for generating UAPs based on the use of procedural

noise functions. Such functions are commonly used in computer graphics and designed to

be parametrisable, fast, and lightweight [81]. Their primary purpose is to algorithmically

generate textures and patterns on the fly. Procedurally generated noise patterns have interesting

structures that are visually similar to those in existing universal adversarial perturbations [1, 3].

We empirically demonstrate that DNNs are fragile to procedural noise and these noise act as

effective UAPs. Our experimental results on the large-scale ImageNet classifiers show that

our proposed ZK attacks can fool classifiers on up to 98.3% of input examples. The attack

also transfers to the object detection task, showing that it has an obfuscating effect on objects

against the YOLOv3 object detector [12]. These results suggest that large-scale indiscriminate

ZK attacks against DNN-based machine learning services are not only possible but can be

realised at low computational costs.

https://www.pexels.com
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3.1 Background: Procedural Noise

UAPs have some visual resemblance with patterns generated by procedural noise functions as

seen in Figure 3.2. Procedural noise functions are procedural techniques used for generating

image patterns. The term “procedural” refers to the noise being generated algorithmically.

These noise functions are widely used in computer graphics and have numerous applications

in film, video game, and graphics production [81] amongst others. They are used to generate

textures for the creation of natural details to enhance images. Specific examples include textures

for glass, wood, marble, and animations such as cloud, fire, and ripple effects. Given these

properties, we hypothesise that procedural noise perturbations added to benign images can

fool image classification algorithms.

Procedural noise functions are designed to scale to large dimensions, be fast to evaluate, and

have low memory footprints. They are also parametrisable, allowing the generation of different

noise patterns from the same function. These attributes make them desirable for generating

computationally inexpensive perturbations useful for efficient ZK attacks.

3.1.1 Types of Procedural Noise Functions

Procedural noise functions can be classified into three categories: lattice gradient noise, sparse

convolution noise, and explicit noise [81]. Lattice gradient noise is generated by interpo-

lating random values or gradients at the points of an integer lattice, with Perlin noise as a

representative example as it is the most widely used. Sparse convolution noise is a sum of

randomly positioned and weighted kernels2, with Gabor noise as a representative example due

to its popularity.

Though the construction of explicit noise is not strictly procedural, it is relevant to computer

graphics with Anisotropic and Wavelet noise as examples. Explicit noise is not considered for

this study as it induces a large memory cost from its reliance on the storage and retrieval of

pre-computed images [81], which limits its feasibility as a scalable attack.

2A kernel in image processing refers to a matrix used for image convolution.
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1. Lattice Gradient Noise. Perlin noise is described here because of its ease of use,

popularity, and simplicity. Perlin noise was developed as a technique to produce natural-

looking textures for computer graphics, with its initial application in motion pictures,

and it has remained a staple in the industry [81]. Although Perlin noise may not be the

most expressive noise function, it has a simple implementation which makes it suitable

for inexpensive ZK attacks as it only has a few parameters.

This is a summary of the formal construction of two-dimensional Perlin nose as described

in [82, 83, 84]: The value at a point (a, b) is derived in the following way: Let (i, j)

define the four lattice points of the lattice square where i = |a|, |a|+ 1 and j = |b|, |b|+ 1.

The four gradients are given by gij = V[Q[Q[i] + j]] where pre-computed arrays Q

and V contain a pseudo-random permutation and pseudo-random unit gradient vectors

respectively. The four linear functions gij · (a − i, b − j) are then bilinearly interpolated

by s(a− |a|) and s(b− |b|), where s(t) = 6t5 − 15t4 + 10t3. The result is the Perlin noise

value p(a, b) for coordinates (a, b).

The Perlin noise function has several parameters that determine the visual appearance of

the noise. The frequencies νa, νb and number of octaves ω contribute to the most visual

change. Frequency corresponds to the rate of change between adjacent pixel values, it

affects how visually smooth the image is. The number of octaves refers to the number of

additional noise signals added onto the image where the next signal’s frequency is double

the previous signal’s. Increasing this makes the visual appearance more detailed. The

resulting gradient noise value at point (a, b) with parameters θLGrad = {νa, νb, ω} becomes

SLGrad(a, b) =
ω∑
n=1

p(a · νa2n−1, b · νb2n−1).

2. Sparse Convolution Noise. Gabor noise is described here as it has more accurate

spectral control over other procedural noise [85]. Spectral control refers to the ability to

control the appearance of noise as measured by its energy along each frequency band.

The improved spectral control of Gabor noise is because it can be quickly evaluated at

any point in space while being described by only a few parameters such as orientation,
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frequency, and bandwidth [85]. Gabor noise is generated by the sparse convolution of the

Gabor kernel. The Gabor kernel g for parameters {κ, α, ν, ω} is the product of a circular

Gaussian and a harmonic function,

g(a, b) = κe−πα
2(a2+b2) cos [2πν(x cosω + y sinω)]

where κ and α are the magnitude and inverse width of the Gaussian respectively, and

ν and ω are the frequency and orientation of the harmonic respectively [81]. The value

S(a, b) at point (a, b) is the sparse convolution noise with a Gabor kernel,

SSConv(a, b) =
N∑
i=1

wi g(a− ai, b− bi;κ, α, ν, ω)

where {(ai, bi)}i are random points, {wi}i are random weights, and N is the number of

random points [81].

Although the procedural noise functions are already quite expressive in the range of patterns

they are able to generate, it still does not possess the visual structures seen in UAPs. These

patterns with only the noise function are shown in the top row of Figure 3.2, and on its own, its

appearance does not resemble that of UAPs as seen in Figure 3.4. To improve on this design,

we augment the procedural noise with colour maps.

3.1.2 Colour Maps

Colour maps are used to create additional variation in the appearance of the image. An

example of how the colour map affects the visual appearance can be seen in Figure 3.2. To

achieve patterns with many edges like in UAPs, we apply a sine function with a frequency

parameter νsine. This is defined for the noise value q with the function C(q) = sin(q · 2πνsine).

The periodicity of this sine function creates distinct bands in the image to achieve a high

frequency of edges.



3.1. Background: Procedural Noise 55

Figure 3.2: Samples of lattice gradient noise with colour maps: (top) greyscale and (middle)
greyscale sine function.

Colour maps are versatile in that other transformations aside from sine and greyscale colour

mappings can be used. Different variations and gradients of colours can be applied depend-

ing on the application, and various functions can be chosen depending on the desired visual

appearance. For our purposes, the sine function we chose is sufficient in replicating the visual

appearance of UAPs.

3.1.3 Procedural Noise Attack

Here we describe the noise generating functions used in the actual attacks, one each for lattice

gradient noise and sparse convolution noise. We tailor their parametrisation so that they achieve

a similar appearance with the structured patterns of UAPs.

Perlin Noise. To achieve more distinct visual patterns, we use a sine colour map with an

additional frequency parameter φsine. This colour map for the noise value p is defined by

C(p) = sin(p · 2πφsine). The periodicity of the sine function creates distinct bands in the image
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to achieve a high frequency of edges. The resulting noise generating function Gper at point

(x, y) is defined as the composition of our Perlin noise function and the sine colour map,

Gper(x, y) = C(Sper(x, y)) = sin((Sper(x, y) · 2πφsine)

with combined parameters δper = {λx, λy, φsine,Ω}.

Gabor Noise. Gabor noise is an expressive noise function and will have a large number

of dimensions if each random point is assigned different kernel parameters. To simplify the

implementation, we use the same parameters and weights for each random point (xi, yi). This

results in noise patterns that have a uniform texture.

We add an additional discrete parameter ξ to control the isotropy of the Gabor noise. Having

ξ = 1 results in anisotropic noise, which is oriented in one direction. Progressively larger ξ makes

it more uniform in all directions. Implementing these changes gives an updated formulation

Sgab(x, y) = 1
ξ

ξ∑
n=1

∑
i

g(x− xi, y − yi;σ, λ, ω + nπ
ξ

).

To achieve high-frequency patterns and remove unwanted low-contrast oscillations, we normalise

the variance spectrum of the Gabor noise using the algorithm described by [86]. This results

in min-max oscillations to give the distinct structured patterns as seen in UAPs. Note that we

refer specifically to the frequency of edges, i.e. how often edges appear one after the other on

an image. This is different from the classical frequency used in spectral analysis. For simplicity

we use “low-frequency” or “high-frequency” when referring to patterns with low or high edge

frequency in the image. The final noise generating function Gper with a normalised variance

spectrum has parameters δgab = {σ, λ, ω, ξ}.

As a result of this construction, Figure 3.3 visualises examples of perturbations generated from

the proposed procedural noise functions. Comparing this with an existing UAP attack in

Figure 3.4, we see the visual similarities in the structure of the noise patterns in Figures 3.3

and 3.4.
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Figure 3.3: Procedural noise patterns with (top) Gabor noise and (bottom) Perlin noise, both
with decreasing frequency from left to right.

Figure 3.4: UAPs generated for VGG-19 using the Singular Vector Attack [3].

3.2 Vulnerability to Procedural Noise

In this section, we evaluate the vulnerability of five different popular DNN architectures to

procedural noise for the ImageNet benchmark.

3.2.1 Experimental Setup

The data used are 5,000 random images from the validation set of the ILSVRC 2012 ImageNet

classification task [11] or ImageNet for short. It is a widely used object recognition benchmark
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with images taken from various search engines and manually labelled to 1,000 distinct object

categories where each image is assigned one ground truth label.

Models. We use four popular distinct DNN architectures pre-trained on ImageNet: VGG-19

[7], ResNet-50 [6], Inception v3 [87], and Inception ResNet v2 [88]. We abbreviate Inception

ResNet v2 to IRv2. Inception v3 and Inception ResNet v2 take input images with dimensions

299× 299× 3 while the remaining two networks take images with dimensions 224× 224× 3.

We also take an Inception ResNet v2 model trained with Ensemble Adversarial Training

(EAT): Tramer et al. [72] fine-tuned the IRv2 network by applying EAT, making it more

robust to gradient-based attacks. In contrast to conventional AT, EAT augments the dataset

of a model with adversarial examples generated from several other models. We refer to this

new model trained with EAT as IRv2ens. It has the same architecture, but different weights

when compared to the first IRv2.

Perturbations. The Perlin noise parameters λx, λy, φsine and Gabor noise parameters σ, λ are

positive and bounded above by the image’s side length d. Increasing the parameters beyond

this will have no impact on the resulting image as it gets clipped by the image dimension.

The isotropy ξ ∈ [1, 12] and number of octaves Ω ∈ [1, 4] are discrete, and evaluations show

negligible change in the image for ξ > 12 and Ω > 4. The range on the angle ω ∈ [0, 2π] covers

all directions. We fix the kernel size and number of random points for Gabor noise so that the

Gabor kernels always populate the entire image. The parameters δgab of the Gabor noise have

the greater influence on the resulting visual appearance of the noise pattern.

To provide a baseline, we also test the models against uniform random noise perturbations:

sgn(r) ·ε where r ∈ U(−1, 1)d×d×3, d is the image’s side length, and ε is the `∞-norm constraint

on the perturbation. This is an `∞-optimised uniform random noise, and it is reasonable to say

that attacks that significantly outperform this baseline are non-trivial.

Threat Model. For adversarial capabilities, we use the `∞-norm threat model as it is the

most used in the UAP literature and is straightforward to impose for procedural noise UAPs.

We refer the reader to Section 2.2.2 for a more thorough discussion on this choice.
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The adversary for our procedural noise UAP only requires ZK of the model. This means

no access to the internal parameters of the victim model, whilst having the ability to query

the model and read the output labels. For the adversarial goals, we first measure how well

our proposed procedural noise attack works as a universal attack, then as an input-dependent

attack. To measure how well a UAP generalises across a dataset, we use the Universal Evasion

Rate (UER) as defined in Equation 2.2. UER is the proportion of the dataset that the model

makes errors on when the UAP is applied.

We introduce two additional metrics to improve the analysis of our results. To measure the

model’s sensitivity against the perturbations for each input, we define the model’s average

sensitivity on an input x over a set of perturbations δ ∈ P as

|{δ ∈ P : arg max f(x+ δ) 6= τ(x)}|
|P|

(3.1)

An input x with a high sensitivity means that any perturbation leads to model error, meaning

that the model is unstable for its prediction on x. Whereas a low sensitivity means that the

model is not likely to make errors on x in the presence of perturbations. This will help determine

the proportion of the dataset on which the model is more vulnerable.

Finally, the input-dependent evasion rate is given by

|{x ∈ X : ∃δ ∈ P such that arg max f(x+ δ) 6= τ(x)}|
|X|

(3.2)

This measures how many inputs in the dataset can be evaded with perturbations from the set

P . For example, if the input specific evasion rate is high, then for most inputs x we can find

some adversarial perturbation δ in the set P such that the model makes an error on x+ δ.

Experiment. We evaluate our procedural noise perturbations on 5,000 random images from

the validation set. The perturbations generated are from 1,000 Gabor noise, 1,000 Perlin noise,

and 10,000 uniform random perturbations. 1,000 queries for the procedural noise functions

was sufficient for our results and its search space only has four bounded parameters. We use

an `∞-norm constraint of ε = 16. The pixels of the perturbations are first clipped to [−ε, ε]
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Figure 3.5: Universal Evasion Rate

Figure 3.6: Average Sensitivity

Figure 3.7: Histogram of (a) UER over all perturbations and (b) average sensitivity over all
inputs across all models. For example, VGG-19 in (a) shows that about 12% of the Gabor noise
perturbations have a UER of approximately 0.8.

and the resulting adversarial example’s pixels are clipped to the image space [0, 255]. This is

an untargeted ZK attack with exactly 1,000 queries per image for procedural noise. Note that

the adversary has no knowledge of the target model and only requires the top label from the

model’s output. Results are reported in Figure 3.7 and discussed in the following section.

3.2.2 Effectiveness of Procedural Noise

The procedural noise perturbations is both universal and transferable across models. The

results in Figure 3.7 show that the models in order from least to most robust against the

perturbations are: VGG-19, ResNet-50, Inception v3, IRv2, and then IRv2ens. This is not

surprising, as the generalization error for these models appear in the same order, with larger

generalisation error indicating a less robust model. IRv2ens was hardened against adversarial

examples through EAT, so it was expected to be less affected. However, the EAT did not fully

mitigate the impact of the procedural noise.

Both Gabor and Perlin noise have significantly higher UER than random noise. In Figure 3.5,
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we represent random noise using the median (which, in this case, is very close to the mean)

of its universal evasion rate over all 10,000 perturbations, as the variance is very small (less

than 10−5) for each model. Procedural noise functions create a distribution whose modes have

high UER. Table 3.1 shows an example of this on Inception v3, where more than half the

Perlin noise perturbations achieve evasion on more than 57% of the dataset. Between the two

procedural noises, Perlin noise is a stronger UAP, though not by a large margin. In Figure 3.5,

the distribution of results for Gabor noise is bimodal, especially with the IRv2 classifiers. This

bimodal aspect shows that there are two large disjoint subsets of Gabor noise: one with high

UER and another with low UER. This was not as prominent for Perlin noise.

Table 3.1: UER (in %) by percentile for random and procedural noise on Inception v3.

Percentile Random Gabor Perlin
min 26.0 24.7 26.4
25th 26.8 39.9 47.2
50th 27.0 49.1 57.7
75th 27.1 53.3 63.7
max 27.9 61.8 73.2

Best Parameters. Given the distribution of UER in Figure 3.5, it is interesting to observe

which parameters of the noise functions contribute most to the evasion rate. Because there are

only four parameters for each procedural noise function, the linear correlations between these

parameters and the UER give a general overview of their influence.

For Gabor noise, the parameters σ, ω, and ξ have low correlation (≤ 0.16) with UER. The

remaining parameter λ however has a high correlation (≥ 0.52) with the UER across all clas-

sifiers; this peaks at 0.90 for IRv2ens. λ corresponds to the wavelength of the harmonic kernel.

Visually, lower values of λ indicate thinner and more frequent bands, which is why λ can also

be thought of as an inverse frequency. The correlations suggest that low-frequency Gabor noise

patterns correlate with high UER, and this appears to be more pronounced as we move to the

more robust models.

For Perlin noise, the parameters λx and λy have low correlation (≤ 0.25) with UER. The UER

have a moderate negative correlation with the number of octaves Ω and have a moderately-high
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positive correlation with φsine for the non-adversarially trained models. This suggests that high-

frequency Perlin noise patterns correlate with high universal evasion. The number of octaves

indicate the amount of detail or the number of curvatures within the image, so a slight negative

correlation indicates that some patterns that achieve high evasion have fewer curvatures and

details. Visually, the frequency of the sine function φsine can be thought of as the thinness of

the bands in the image. This is the opposite of the λ in Gabor noise, so we have a similar result

where IRv2ens is more susceptible to low-frequency patterns.

Low-frequency patterns are also more effective on IRv2ens because this model was adversarially

trained on gradient-based attacks, which we hypothesise generated mostly high-frequency per-

turbations. The frequency appears to be an important factor in determining the strength of

the UAP even when Gabor and Perlin noise have opposite correlations between their frequency

and their universal evasion. This difference shows that these noise patterns have notably dif-

ferent characteristics. Figure 3.8 shows the correlation matrices between the procedural noise

parameters with the corresponding UER on the various ImageNet classifiers. These correlations

quantify the effects of each parameter and the transferability of UAPs across models.

Cross-model Universality. The UAPs with high universal evasion on one model often have

high universal evasion on the other models. For example, a Perlin noise perturbation has 86.7%,

77.4%, 73.2%, 58.2%, and 45.9% UER on VGG-19, ResNet-50, Inception v3, IRv2, and IRv2ens

respectively, which is the top percentile in UER amongst the procedural noise. The correlation

of the universal evasion rates across models is high (≥ 0.80), which shows the transferability

of our UAPs across models. For Gabor noise, there is a high correlation across all models.

For Perlin noise, there appears to be a noticeable difference between IRv2ens and the remaining

four models. The strongest Perlin noise on the undefended models have high-frequency patterns

that the adversarial training partially mitigated. Overall, the results show that procedural noise

perturbations act as UAPs across all models. This is the first ZK generation of cross-model

UAPs, and the procedural noise allows us to draw perturbations from a distribution with high

average universal evasion. We now look at the results from an input-dependent perspective.
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Figure 3.8: Correlations between UER with (top) Gabor noise parameters (δgab = {σ, ω, λ, ξ})
and (bottom) Perlin noise parameters (δper = {λx, λy, φsine, ω}).

3.2.3 Model Sensitivity on Inputs

The model’s sensitivity could vary across the input dataset, i.e. the model’s predictions are

stable for some inputs while others are more susceptible to small perturbations. We measure
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this with the average sensitivity of single inputs over all perturbations. Results in Figure 3.6

show that the average sensitivity of the dataset is bimodal for all models and both procedural

noise functions. There are two distinct subsets of the data: one on the right that is very

sensitive and the other on the left that is very insensitive to the perturbations. The remaining

data points are somewhat uniformly spread in the middle. The number of points on the left

peak of the histogram in Figure 3.6 is larger for the most robust models. Similarly to Figure 3.5,

this progression indicates that the order of most to least sensitive models align with the most

to least robust models. This manifests as a tall peak on the left and a short peak on the right.

When comparing the average sensitivity of inputs between the two procedural noise functions on

the same models, the correlations range between 0.89-0.92, which shows that both procedural

noise perturbations affect very similar groups of inputs for each model. The correlation between

the average sensitivities for each input across the Inception models is at least 0.79, which

suggests that these models are sensitive to procedural noise on similar inputs. This is less so

between ResNet-50 and VGG-19 whose correlations with the other models range from 0.56-0.81.

Input-dependent Evasion. We consider the case when our untargeted ZK attack is used as

an input-dependent attack. This is the traditional metric that adversarial attacks are evalu-

ated with where adversarial perturbations are generated for each input, hence being “input-

dependent”, with the goal of fooling the model on as many inputs as possible [23, 24, 25]. This

is in contrast to universal attacks where the adversary crafts a single perturbation that can fool

the model on as many inputs as possible. UAPs are more practical for the attacker if applying

unique adversarial perturbations on each input is too computationally expensive.

Getting into the results, we first note that the random noise is optimised for the `∞-norm. We

draw the random noise perturbation from {−ε, ε}d×d×3. Thus, for each pixel the added noise

is either −ε or ε, rather than drawing from the continuous domain (−ε, ε). It is reasonable to

think that a larger perturbation is more likely to cause evasion.

Table 3.2 shows that VGG-19 and ResNet-50 are particularly fragile as even random noise

greatly degrades their performance. Although the Inception models are more robust, both

procedural noise perturbations still achieve more than 72% evasion on all of them. Although
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Table 3.2: Input-dependent evasion rate (in %) for random and procedural noise perturbations.
Original refers to the top 1 error on the unaltered original images. Strongest attack on each
classifier is highlighted.

Classifier Original Random Gabor Perlin
VGG-19 29.4 57.1 97.7 98.3
ResNet-50 25.9 55.7 96.2 96.3
Inception v3 22.3 46.8 89.2 93.6
IRv2 20.1 38.7 81.1 87.0
IRv2ens 20.1 37.5 72.7 79.4

Table 3.3: Top 5 input-dependent evasion rate (in %) for random and procedural noise per-
turbations. Original refers to the top 5 error on the unaltered original images. The strongest
attack on each classifier is highlighted.

Classifier Original Random Gabor Perlin
VGG-19 9.5 28.0 90.2 92.6
ResNet-50 8.4 29.5 82.5 85.3
Inception v3 6.3 18.0 66.9 79.5
IRv2 4.5 13.2 56.3 66.4
IRv2ens 5.1 12.1 44.1 53.6

ensemble adversarial training improved the robustness of IRv2, it still does not mitigate the

impact of the procedural noise attack. The idea of ensemble adversarial training was to decouple

the generation of the adversarial training set from the original model, but this was limited

since it was only done for gradient-based attacks. We argue that defences should be more

input-agnostic to avoid having to train against all types of attacks.

In Table 3.3, we show the top 5 input-dependent evasion rate where the true class label is

outside the top 5 class labels in the perturbed image x + s. The top 5 error is often used

alongside the top 1 error to measure the performance of classifiers on ImageNet. Top 5 evasion

is more difficult than top 1 as the confidence in the true label has to be degraded sufficiently

enough for it to be below five other class labels. Despite that, Perlin noise is able to achieve

top 5 evasion on more than half the inputs for all tested models. We see that our procedural

noise remains a strong attack even when considering the top 5 error metric.

Label Analysis. The procedural noise perturbations were not designed to be a targeted

attack, but intuitively, the same universal perturbation would cause misclassification towards
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class labels that have visually similar textures to the procedural noise pattern. We find that

this holds true for only a few of the procedural noise UAPs.

For a given procedural noise perturbation, we define its top label to be the class label it causes

the most misclassification towards. When looking at procedural noise UAPs across all models,

about 90% of Gabor noise perturbations have their top label apply to at most 9% of the inputs.

For Perlin noise, about 80% of its perturbations have their top label on at most 10% of the

input. There are however a few outliers that have their top label appear above 10% of the

inputs. For example, on Inception v3, the top Gabor noise with 61.8% universal evasion has

“window screen” as its top label and it applies for 37.8% of the evaded inputs. In contrast,

another Gabor noise perturbation with 58.9% universal evasion has “quilt” as its top label,

but it only applies for 6.0% of the evaded inputs. As a consequence, it is still possible to use

procedural noise to create universal targeted UAPs aimed at specific class labels like “window

screen” or “brain coral”. However the class labels we can target is dependent on the procedural

noise and the overall success of universal targeted attacks may be limited, as it is more difficult

to make a perturbation both universal and targeted.

Perlin noise has a relatively large amount of “brain coral” classifications, with other labels such

as “maze” and “shower curtain” also appearing frequently in the top five most classified labels

per classifier. For Gabor noise, there was no label that consistently appeared at the top across

all models. These results indicate that Perlin noise has a larger bias towards certain classes,

while Gabor noise is more indiscriminate. That the model is more vulnerable to these particular

class labels may indicate that it is more sensitive to lower level textural features, as these class

3.2.4 Discussion

Adversarial examples exploit the model’s sensitivity, causing large changes in the model’s out-

put by applying specific small changes to the input. More specifically, recent work has shown

adversarial examples exploit ”non-robust” features that the model learns but that are incom-

prehensible to humans [41]. It is likely that UAPs may be exploiting ”universal” non-robust

features that the DNN has learned.
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Textures. Previous results have shown ImageNet-trained DNNs to be more reliant on tex-

tures rather than shapes [89]. Though not explicitly shown in the later Inception architectures

(Inception v3, IRv2), these are still likely to have a strong texture-bias due to similarities in

the training. The texture bias however does not fully explain why small, and sometimes im-

perceptible, changes to the texture can drastically alter the classification output. We attribute

adversarial perturbations more to the sensitivity of the model. Moreover, we test our attack

against an object detection model in Section 3.5, and show that it also degrades the performance

of models that have a spatial component in their learning task.

Generalizability of Procedural Noise. From the label analysis of procedural noise UAPs,

we observe that most perturbations with high universal evasion do not have a strong bias

towards any particular class label—no particular class is targeted more than 10% for over 80%

of the procedural noise UAPs. This suggest that UAPs leverage more generic low-level features

that the model learns, which would explain their universality and indiscriminate behaviour in

causing misclassification.

Amongst UAP attacks in the PK scenario, our procedural noise has the closest visual appear-

ance to perturbations from the Singular Vector Attack (SVA) by [3] as seen when comparing

Figures 3.3 and 3.4. They generate UAPs targeting specific layers of DNNs as discussed in

Section 2.3, and found that targeting earlier layers of the network generated more successful

UAPs. The patterns obtained for these earlier layers share a visual appearance with procedural

noise. These layers also correspond to the low-level features learned by the network. Other

evidence also suggests that procedural noise exploits low-level features, as feature visualization

of earlier layers in neural networks share the same visual appearance with some procedural

noise patterns. Convolutional layers induce a prior on DNNs to learn local spatial information

[37], and DNNs trained on natural-image datasets learn convolution filters that are similar in

appearance to Gabor kernels and colour blobs [90, 91]. Gabor noise appears to be a simple

collection of low-level features whereas Perlin noise seems to be a more complex mixture of

low-level features. This difference in the complexity of their visual appearance may explain

why Perlin noise is a stronger attack than Gabor noise.
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Procedural noise attacks transfer with high correlation across the models most likely because

they share the same training set (ImageNet), learning algorithms (e.g. backpropagation), and

have similar components in their architectures (e.g. convolutional layers). This increases the

likelihood that they share input-agnostic vulnerabilities. In this way, our results appear to

support the idea that DNNs are sensitive to aggregations of low-level features.

Security Implications. In transfer learning, a model trained on one task is re-purposed as

an initialization or fixed feature extractor for another similar or related task. When used as a

feature extractor, the initial layers are often frozen to preserve the low-level features learned.

The subsequent layers, closer to the output, are then re-trained for the new task [90]. Hidden

layers from models pre-trained on the ImageNet dataset are often re-used for other natural-

image classification tasks [92]. This makes it a notable target as vulnerabilities that exploit

low-level features encoded in the earlier layers carry over to the new models.

Transfer learning has many benefits as training entire models from scratch for large-scale tasks

like natural-image classification can be costly both computationally in training and in terms of

gathering the required data. However, this creates a systemic threat, as subsequent models will

also be vulnerable to attacks on low-level features like procedural noise. Precisely characterizing

the extent of the vulnerability of re-purposed models to the same attack is an interesting

direction for future work.

Procedural noise is an accessible and inexpensive way for generating UAPs against existing

image classifiers. In our experiments the Gabor and Perlin noise functions modified only four

parameters, and each parameter was bounded in a closed interval. Drawing from this space

of perturbations has generated UAPs with high universal evasion rates. Attackers can take

advantage of the small search space by using procedural noise to craft query-efficient untargeted

ZK attacks as we will show in Section 3.4.

Strengths & Limitations. Procedural noise is one of the first ZK generation of UAPs.

Other existing ZK attacks often optimise for input-dependent evasion, and other existing UAP

generation methods are designed for PK or LK scenarios. Whilst procedural noise is also a

generative model, it differs from other generative models like Bayesian networks, Generative
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Adversarial Networks (GANs), or Variational Autoencoders (VAEs) as it does not require the

additional overhead of building and training these generative models–which often requires more

resources and stronger adversaries to execute successfully.

Comparing procedural noise attacks with existing ZK attacks is not straightforward, as proce-

dural noise naturally has high universal evasion rates. This gives procedural noise an advantage

in that, despite having no access to the target model, randomly drawn procedural noise patterns

are likely to have high universal evasion. The search space for our procedural noise has only

four dimensions, whereas most attacks are designed for the whole input space of hundreds of

thousands of dimensions. However, this does come at a cost, as procedural noise functions do

not capture adversarial perturbations outside their codomain. Other attacks that explore the

whole input space are able to take full advantage of a stronger adversary (i.e. PK or LK setting)

or larger query limits. We explore this trade-off further with input-dependent ZK attacks in

Section 3.4.

Another limitation of this experiment was the use of an `∞-norm constraint. Although it is

often used in the literature as a proxy for human perception, `p-norms have limitations [55]

e.g., low-frequency patterns appear to be more visible than high-frequency patterns for the

same `p-norm. This frequency could be used as an additional constraint and developing a more

reliable proxy for human perception remains an interesting avenue for future work.

Summary. Procedural noise attacks specialise as untargeted ZK perturbations with naturally

high universal evasion. Even when parameters are chosen at random, procedural noise pertur-

bations act as effective UAPs against DNNs. Also, when considering input-dependent evasion,

procedural noise UAPs fool each model on more than 72% of the dataset. Offensively, this

has applications as a large-scale indiscriminate attack and, defensively, as a standard test on

machine learning services.

To be able to deploy procedural noise attacks in practice, we require more optimal ways for

choosing noise function parameters. As our procedural noise attack operates under the ZK

threat model, we require a zero-knowledge optimisation technique.
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3.3 Background: Bayesian Optimization

In this section, we present the background knowledge needed to understand Bayesian opti-

mization. Bayesian optimization is a sequential model-based optimization algorithm primarily

used to find optimal parameters θ for black-box objective functions using a minimal number of

queries [93]. This is relevant for creating query-efficient ZK attacks. Bayesian optimisation has

proven to be effective in solving various problems such as hyperparameter tuning, reinforcement

learning, and combinatorial optimization [94].

Consider a set of functions parameterised by θ. Let D denote the observed data. We treat θ as

a latent variable with a prior distribution p(θ), this contains our prior beliefs on the values of

θ. Given the observations D and a likelihood p(D | θ) we can compute the posterior p(θ | D)

using Bayes’ rule.

p(θ | D) =
p(D | θ)p(θ)

p(D)
.

The posterior distribution is our updated belief on θ given the observed data D [95, 94]. In

Bayesian optimization this model is updated to encode the new beliefs over the parameters as

more observations are made from each query, with the goal of maximizing an objective function

g. This algorithm is query efficient as it uses the information provided by past queries while

also considering the uncertainty of the model.

Bayesian optimization consists of two components, first a probabilistic surrogate model, typi-

cally a Gaussian Process (GP), and, second, an acquisition function that guides its queries.

GP regression is used to update the beliefs on the parameters with respect to the objective

function after each query, and the acquisition function is used to select the next “best” input

to query the target classifier. The algorithm stops once the best objective function value ceases

to improve significantly or when it reaches its query budget [94].
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3.3.1 Gaussian Processes

The first component in Bayesian optimization is a probabilistic surrogate model for our objective

function. A GP is the generalization of Gaussian distributions to a distribution over functions

[95]. We use GPs as they induce a posterior distribution over the objective function that is

analytically tractable. This allows us to update our beliefs of what the objective function looks

like after each iteration [93].

A Gaussian Process GP(m, k) is fully described by a prior mean function m : X → R and

positive-definite kernel or covariance function k : X × X → R. We describe GP regression to

understand how our GP is updated given more observations. Let X = x1:n be a collection of

n points and define variables fi = f(xi) and y1:n to be unknown function values and noisy

observations respectively. We assume that f = f1:n are jointly Gaussian and y = y1:n follow

a normal distribution given f. The following expressions give the GP prior and Gaussian

likelihood respectively

p(f | X) = N (m(X),K)

p(y | f,X) = N (f(X), σ2I)

where N denotes a normal distribution. Elements of the mean and covariance matrix are given

by mi = m(xi) and Ki,j = k(xi,xj). Given observations {X,y} and an arbitrary point x, the

updated posterior mean and covariance on the n-th query are given by

mn(x) = m(x)− (K + σ2I)−1(y −m(X))

kn(x,x) = k(x,x)− k(x,X)(K + σ2I)−1k(X,x).

The mean function is taken to be zero m ≡ 0 to simplify evaluation and since no prior knowledge

can be incorporated into the mean function [94]. The ability of GPs to model a rich distribution

of functions rests on its kernel function which controls important properties of the function

distribution such as differentiability, periodicity, and amplitude [95, 94]. Any prior knowledge

of the target function is encoded in the kernel’s hyperparameters, but in ZK settings a more
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general kernel function such as the the Matérn 5/2 kernel is suitable [93].

k5/2(x,x
′) =

(
1 +

√
5r

l
+

5r2

3l2

)
exp

(
−
√

5r

l

)

Where r = x − x′ and l is the length-scale parameter. This results in twice-differentiable

functions, an assumption that corresponds to those made in popular black-box optimization

algorithms like quasi-Newton methods [93].

3.3.2 Acquisition Functions

The second component in Bayesian optimization is an acquisition function that describes how

optimal a query is. Intuitively, the acquisition function evaluates the utility of candidate points

for the next evaluation, and it is normally defined so that high acquisition corresponds to

potentially optimal values of the objective function [96].

The acquisition function has to balance the trade-off between exploration and exploitation.

Exploration seeks high variance regions, i.e. those where the uncertainty about the value of

the objective function is high. Exploitation seeks places where the uncertainty and estimated

mean of the objective function are low [94], i.e. the model is confident about the estimated

value of the objective function. Too little exploration can get it trapped at local extrema, while

too much exploration does not fully utilise past observations.

The aim is to maximise an objective function g and choose a general purpose acquisition function

considering the ZK scenario. The two most popular choices are the Expected Improvement (EI)

and Gaussian Process Upper Confidence Bound (UCB) [94]. First define µ(x) and σ2(x) as

the predictive mean and variance of g(x) respectively. Let γ(x) = g(xbest)−µ(x)
σ(x)

. The acquisition

functions are given by

αEI(x) = σ(x)(γ(x)Φ(γ(x)) +N (γ(x) | 0, 1))

αUCB(x) = µ(x) + κσ(x), κ > 0
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where Φ is the normal cumulative distribution function. EI and UCB have both been shown

to be effective and data-efficient in real black-box optimization problems [93]. However, most

studies have found that EI converges near-optimally, requires no tuning of its own parameters,

and is better-behaved than UCB in the general case [96, 94, 93]. This makes EI the best

candidate for a acquisition function.

3.4 Efficient Zero-knowledge Attack

In the previous Section 3.2, we have shown that computer vision DNNs are vulnerable to

procedural noise adversarial perturbations, another advantage our procedural noise functions

bring is their low-dimensional search space. This enables the use of query-efficient black-box

optimization techniques that otherwise do not scale well to high-dimensional problems. In

this section, we compare several black-box optimization techniques for both input-dependent

and universal attacks and show that Bayesian optimization is an efficient method for choosing

parameters in such ZK attacks.

3.4.1 Universal Zero-knowledge Attack

For a universal ZK attack using procedural noise, the goal is to find the optimal parameters δ∗

for the procedural noise generating function G so that the universal evasion rate of perturbation

G(δ∗) generalises to unknown inputs Xval. The attacker has a smaller set of inputs Xtrain and

optimises their perturbation δ∗ for this dataset. The performance of the attack is measured

by its universal evasion rate over the validation set Xval. In a practical setting, this is where

the attacker optimises their procedural noise UAP over a small dataset, then injects that

perturbation to other inputs–with the goal of causing as many misclassifications as possible.

To demonstrate how a ZK attack can be applied in practice, we use the Inception v3 model,

`∞-norm ε = 16, and the same 5,000 data points tested in Section 3.2 as Xval. Xtrain are points

from the ILSVRC2012 validation set not in Xval. We test for training set sizes of 50, 125, 250,
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and 500, which corresponds to 1%, 2.5%, 5%, and 10% of the validation set size.

We compare Bayesian optimization with Limited-memory BFGS (L-BFGS) [97], a quasi-Newton

optimization algorithm that is often used in black-box optimization and machine learning. As

the procedural noise functions are non-differentiable, we estimate gradients using finite dif-

ference approximation. This gradient approximation is similar to what is used for other ZK

attacks like zeroth-order optimization [98], but here it is applied to a significantly smaller search

space. When L-BFGS converges, possibly to a local optima, we restart the optimization with a

different random initial point, stopping when the query limit is reached and choosing the best

optima value found.

We set a maximum query limit of 1,000 universal evasion evaluations on the training set Xtrain.

In practice, this limit was not necessary as both algorithms converged faster to their optimal

values: within the first 100 queries for Bayesian optimization and within the first 250 queries

for L-BFGS. These are untargeted universal ZK attacks where the adversary only requires the

top label from the model’s outputs.

Results. The best procedural noise UAP computed from the training sets generalised well

to the much larger validation set, consistently reaching 70% or more universal evasion on the

validation set for Perlin noise. This is a surprising result as the training sets were 10-100 times

smaller than the validation set. This may be due to the inherent universality of our procedural

noise perturbations. We focus on Perlin noise as it outperforms Gabor noise, with the latter

averaging 58% universal evasion on the validation set.

Table 3.4 shows that Bayesian optimization (BayesOpt) reliably outperforms L-BFGS in terms

of universal evasion rate on the training sets and the resulting universal evasion rates on the

validation set. For comparison, random parameters for Perlin noise in Section 3.2 had a 98th

percentile of 70.2% and a maximum of 73.1% universal evasion. Bayesian optimization consis-

tently reached or passed this 98th percentile while L-BFGS did not. It is reasonable for these

optimization algorithms not to beat the maximum since the training sets were significantly

smaller. Similar trends appear between Bayesian optimization, random selection, and L-BFGS

for Gabor noise perturbations.
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Table 3.4: Comparison on Inception v3 between universal Perlin and Gabor noise ZK attacks
at `∞-norm ε = 16. Universal evasion rates (%) of the optimised perturbations are shown for
their respective training set and the validation set.

BayesOptper L-BFGSper BayesOptgab L-BFGSgab

Train Size Train Val. Train Val. Train Val. Train Val.
50 78.0 71.4 74.0 69.9 64.0 57.6 58.0 51.6
125 77.6 70.2 76.0 71.5 64.6 58.0 58.4 54.6
250 71.6 71.2 71.2 69.7 60.0 58.4 58.8 56.0
500 75.0 72.9 73.4 70.8 64.8 62.4 59.8 58.0

Table 3.5: Highest UER (in %) of Fourier and Procedural noise UAPs for models at `∞-norm
ε = 16. Best attack is in bold.

Percentile Fourier [4] Gabor Perlin
VGG-19 66.1 85.5 90.1
ResNet-50 57.5 77.3 79.7
Inception v3 49.7 61.8 72.9

Comparison with Fourier Basis Functions. Fourier basis functions [4] is so far the only

other UAP attack designed for a ZK threat model like our procedural noise attack. Their

SSFA algorithm to generate UAPs based on Fourier basis functions is detailed in the related

work—Section 2.3. To compare our Procedural noise with Fourier basis functions, we choose the

UAPs with the highest UER for models trained on ImageNet. Results in Table 3.5 demonstrate

that under similar threat models of `∞-norm ε = 16, UAPs generated via procedural noise

outperform those generated with Fourier basis functions by up to 1.47 times. Procedural noise

holds the advantage as it is a more expressive noise function. SSFA only adjust the frequency

parameters of their Fourier basis functions, whereas our procedural noise attack adjusts a

variety of parameters (octaves, frequencies, colour map parameters).

3.4.2 Input-dependent Zero-knowledge Attack

Now that we have seen the effectiveness of our procedural noise as a ZK UAP, we now show how

it is effective as a ZK input-dependent attack. The goal of the adversary is to evade as many

inputs in the dataset, maximizing the input-dependent evasion rate as defined in Equation 3.2.

Another important metric here is the query-efficiency of these attacks, as requiring large volumes
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of queries per sample becomes undesirable and oftentimes impractical in real-world scenarios.

Ideally, the best attack would evade the model for an input with as few queries as possible.

Experiment. We use the Inception v3 model, `∞-norm ε = 16, and the same 5,000 data points

from Section 3.2. For a given input x, the goal is to achieve evasion with arg max f(x+s) 6= τ(x)

by minimizing the probability of the true class label τ(x). In this case we allow the attacker

to access the model’s output probability vector, as the black-box optimization algorithms gain

minimal usable information if the output is binary (τ(x) or ¬τ(x)).

As in the previous section, we compare Bayesian optimization and L-BFGS with a limit of

1,000 queries per input and number of restarts when it converges. We use sparse GPs to

better scale Bayesian optimization [99], as the standard GP scales cubically with the number

of observations. We also compare with uniform random parameter selection from Section 3.2.

These are untargeted input-dependent ZK attacks where the adversary has no knowledge of

the target model and only requires the output probability vector of the model.

Results. Table 3.6 shows that Bayesian optimization reached a high 91.6% success rate with

with just 7 queries per successful evasion on average, under a restrictive 100 query limit. This

vastly improves on the query efficiency over random parameters by 5-fold whilst attaining the

same accuracy. The improvement for Bayesian optimization increasing the query limit from

100 to 1,000 was very incremental. This suggests that the limited codomain of the procedural

noise function is setting an upper bound on the attack’s success rate.

L-BFGS performed the worst as we observe it can get trapped and waste queries at poor local

optima, which requires several restarts from different initial points to improve its performance.

There were similar trends for Gabor noise where Bayesian optimization had 78.3% success with

9.8 queries on average. For both procedural noise functions, Bayesian optimization improved

the average query efficiency over L-BFGS and random parameter selection by up to 7 times

while retaining a success rate greater than 83%.

Comparison. We compare our results with bandits [9] in Table 3.6, where they formalise their

attack as a gradient estimation problem (like in PK gradient-based attacks), and use a bandit
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Table 3.6: Comparison on Inception v3 between our input-dependent Perlin and Gabor noise
attacks and the bandit attack [9] for different query limits at `∞-norm ε = 16.

Attacka Query Limit Average Queries Success Rate (%)
BayesOptper 100 7.0 91.6
BayesOptper 1,000 8.4 92.8
L-BFGSper 100 19.8 71.7
L-BFGSper 1,000 70.1 86.5
Randomper 1,000 36.3b 91.6
BayesOptgab 100 9.8 83.1
BayesOptgab 1,000 10.9 83.6
L-BFGSgab 100 6.0 44.7
L-BFGSgab 1,000 6.0 44.7
Randomgab 1,000 62.2 86.1
BanditsTD 100 29.0 36.7
BanditsTD 1,000 224 73.6
BanditsTD 10,000 888 96.9

aSubscripts “per” and “gab” refer to Perlin and Gabor noise respectively.
bFor each input, we divide the total number of perturbations by the number of those that evade that input

to get an expected number of queries.

optimization framework to solve it. We test the bandits attack on the same model, dataset,

and `∞-norm for maximum query limits of 100, 1,000, and 10,000.

The results show that the evasion rate of our input-dependent procedural noise attack greatly

outperforms the bandits attack when the query limit per image is a thousand or less. For

significantly larger query limits, the Perlin noise Bayesian optimization attack has a competitive

success rate at a drastically better query efficiency–needing 100 times less queries on average.

The procedural noise attack is optimised for universal evasion and a restrictively small amount of

queries. Most existing methods explore the entire image space which has a hundred thousand

dimensions, and some attacks reduce their search space with techniques like tiling, but the

dimensionality is still much larger than the four parameters of our procedural noise. Other

input-dependent ZK attacks [100, 101, 98] require tens to hundreds of thousands of queries

on realistic natural-image datasets, which makes them inefficient, but almost certain to find

an adversarial example given enough queries. The bandits method makes a small sacrifice

in success rate for more query efficiency, and our procedural noise attack takes it further for

greater query-efficiency.
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Procedural noise perturbations have naturally high evasion rates, although the expressiveness

of our chosen functions can be less than attacks whose larger codomains can capture more kinds

of adversarial perturbations. These other attacks make this trade-off by sacrificing efficiency

in ZK scenarios, as the number of queries they need to craft successful adversarial examples is

large. On the other hand, we can increase the expressiveness of our procedural noise functions

by introducing more parameters by, for example, using different colour maps. However, this

may come at the cost of its naturally high universal evasion.

Summary. Black-box optimization techniques like Bayesian optimization are able to take

advantage of the drastically reduced search space of procedural noise. With its naturally high

UER, we have shown that procedural noise gives rise to inexpensive yet potent untargeted ZK

attacks, whether it be input-dependent or universal. It is also shown to be competitive with

existing attacks that often require orders of magnitude more queries and resources.

3.5 Beyond Image Classification

In this section, we show how procedural noise attacks extend to object detection DNNs by

attacking the YOLOv3 object detection model. We then discuss how exploiting the sensitivity

of DNNs to low-level features, like in procedural noise attacks, can be generalised to craft

universal attacks for DNNs in other application domains.

3.5.1 Background: Object Detection

Object detection is the task of locating and then identifying objects within an image. This differs

from the image classification problem in that object detection requires both the localisation

(where in the image) and classification (what it is) of any objects within an image. For each

object detected, the model outputs a bounding box to identify the location of an object and

assigns that box an output class label.

Figure 3.9 shows an example of an object detector’s output. For the clean images on the left,
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the model is able to localise and classify more than objects within an image. Note that our

procedural noise attacks on the right are able to (top) hide objects from the detector and

(bottom) cause misclassification of objects.

Figure 3.9: Visualisation of YOLOv3 outputs on (left) images from the MS COCO dataset [5]
and (right) the same images adversarially perturbed with procedural noise.

Single Shot Detectors (SSD) are a type of object detection DNNs that generate their predictions

after a single pass over the input image. This allows SSDs to process images in real-time speeds

while maintaining high accuracy. A notable example of SSD models are the different versions of

YOLO [102, 103, 12]. Other types of object detectors such as Fast R-CNN [104] and Faster R-

CNN [35] are based on region proposals which take several more steps than SSDs. The R-CNN

family of models have comparable accuracy, but do not achieve the same image processing speed

as SSDs like YOLOv3. We choose to evaluate our procedural noise attack against YOLOv3

[12], one of the most widely-used iterations of YOLO, which achieves high accuracy and is

capable of detecting objects in real time.
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Mean Average Precision (mAP) is the metric used to evaluate the overall performance

of object detectors. Before explaining mAP, we first define the following sub-metrics mAP is

based on: Intersection Over Union (IOU), recall, and precision.

Intersection Over Union (IOU) is the ratio of the intersection area over the union area between

the predicted and ground truth bounding boxes. A threshold is usually set to determine what

IOU constitutes a positive classification. True positives occur when the IOU is larger than the

threshold and the class is identified correctly. False negatives occur when the threshold is not

met with the correct class for a ground truth bounding box. False positives occur when the IOU

is less than the threshold, there are no intersecting ground truth boxes, or there are duplicate

predicted bounding boxes. mAP values are calculated over recall values from 0 to 1. Average

Precision (AP) is calculated as the weighted mean of precision at each threshold; the weight is

the increase in recall from the prior threshold. mAP is the average of AP for each class.

3.5.2 Experimental Setup

Threat Model. For adversarial capabilities, we use the `∞-norm threat model. For adversarial

knowledge, a ZK threat model is sufficient for our procedural noise attack. The goal of this

adversary is to decrease the overall mAP of the model.

Experiment. We use the MS COCO dataset [5] which contains 80 different classes, with a large

proportion of targets being the “person” class. This has become one of the benchmark datasets

for object detection. We use standard settings as described in [12], with input dimensions

416× 416× 3 and an IOU threshold of 0.5.

We use `∞-norm ε = 16 and apply each of our procedural noise perturbations on the 1,000 ran-

dom images from the validation set. The perturbations generated are from 1,000 Gabor noise,

1,000 Perlin noise, and 1,000 `∞-optimised uniform random perturbations. The parameters are

chosen uniformly at random so that we can analyze the results. This is a universal untargeted

ZK attack.
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Figure 3.10: Histogram of metrics over all perturbations on YOLOv3. Results for (top) all
classes and (bottom) the “person” class.

3.5.3 Results & Discussion

The procedural noise perturbations significantly decrease the mAP of the model, with 75% of

Perlin noise perturbations halving the mAP or worse. The precision and recall also decreased

in the presence of our perturbations. Again, Perlin noise outperforms Gabor noise on average

but Gabor noise has a smaller minimum, with at least one perturbation causing 0.09 mAP.

Compared to uniform random noise, which maintained around 0.34 mAP, both Perlin and

Gabor noise had larger impact on the model’s performance. We represent uniform random

noise using the median (which, in this case, is very close to the mean) on each metric as the

variance is very small (less than 10−5).

In Figure 3.10, for the metrics across all classes, we observe that precision was maintained or

decreased while recall and mAP decreased. Some perturbations decreased all three metrics,

which indicate that these consistently cause both false positives and false negatives. When the

perturbation increases the precision while decreasing the recall and mAP, then the noise is likely
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masking objects rather than introducing new objects to the image. This masking effect has

serious implications for safety-critical applications like surveillance and autonomous vehicles.

We focus on the “person” class as it constitutes a majority of the targets and is semantically

meaningful in the context of some applications. In Figure 3.10, metrics for “person” follow a

similar trend to the metrics across all classes. However, the increase in precision is very small

compared to the large drops in recall and mAP caused by Perlin noise. The higher precision

indicates fewer false positives, while the decrease in recall indicates more false negatives. This

indicates that the classifier is making fewer predictions overall, which means that the adversarial

noise is masking persons in the image.

Whilst for the most relevant “person” class, our procedural noise appears to have an obfuscating

effect, for other classes like “zebra” all the metrics decrease – indicating that there are many false

positive and false negatives. However, for three classes, “backpack”, “book”, and “toaster”, all

three metrics improve for the classifier. These labels did not have as much representation in

the test set which may explain this anomalous result.

The frequency of the sine φsine for Perlin noise had the largest inverse correlation of less than

-0.72 with each of the three metrics. This means that high-frequency patterns decrease the

model’s performance metrics, similarly to what we have observed for the image classifiers. The

thickness λ of Gabor noise is moderately correlated at 0.4 with the precision, but not the recall

or mAP. This suggests that thicker Gabor noise perturbations decrease the number of false

positives relative to the other perturbations. This can be seen in Figure 3.8, which shows the

correlation matrices between the procedural noise parameters with the corresponding universal

evasion rates on the various ImageNet classifiers. These correlations quantify the effects of each

parameter and the transferability of UAPs across models.

Object detection is a more complex task than image classification as it has to identify multiple

objects and their locations within an image. Although YOLOv3 has a different architecture,

task, and dataset from the ImageNet classifiers, we see that the same procedural noise per-

turbations are still able to greatly degrade its performance. This shows that it is more likely

caused by the models’ sensitivity towards perturbations rather than a texture bias, as the object
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detection task has a spatial component to it. This suggests that our procedural noise attacks

may generalise to other DNNs on computer vision tasks with natural-image data.

In our discussion in Section 3.2, we hypothesised that the procedural noise perturbations are

an aggregation of low-level features at high frequencies that the DNNs strongly respond to.

The prior that convolutional layers induce and similarities across natural-image datasets may

be why DNNs are sensitive to these noise patterns. Additionally, like in Section 3.4, we can

also create more efficient ZK attacks by applying black-box optimization techniques such as

Bayesian optimization to enhance the attack against object detectors.

3.5.4 Beyond Images

One of the main strengths of procedural noise is that it allows to describe a distribution of UAPs

with only a few parameters. This compressed representation allows for an efficient generation of

UAPs both for undermining a machine learning service or, defensively, for testing the robustness

of a model. In practice, compressed representations can be learned by generative models such as

GANs [79, 105] or Variational Autoencoders (VAEs), however these incur additional training,

calibration, and maintenance costs. Training algorithms or defences that incorporate domain-

specific knowledge may be needed to mitigate the sensitivity towards attacks that make use of

these compact representations.

DNNs in other applications may also be vulnerable to aggregations of low-level features due

to the use of convolutional layers. Future attacks can exploit how DNNs rely on combining

low-level features rather than understanding the more difficult global features in the input data.

A natural next step would be to apply these ideas in exploratory attacks or sensitivity analysis

on sensory applications like speech recognition and natural language processing. To expand

our procedural noise attack framework to other applications, it is worth identifying patterns in

existing adversarial examples for domains like speech recognition [106, 107] and reinforcement

learning [108, 109] to find analogues of procedural noise. As a starting point, these patterns

can be found by finding perturbations that maximise the hidden layer difference as in the
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Singular Vector Attack [3] or by using feature visualization on earlier layers of DNNs to infer

the low-level features that a model learns.

3.6 Preliminary Defence

The DNNs we tested are surprisingly fragile to procedural noise as UAPs. Improving their

robustness to adversarial examples is not a straightforward task. A robust defence needs to

defend not only against existing attacks but also future attacks, and often proposed defences

are shown to fail against new or existing attacks [31].

Among existing defences, adversarial training (AT) appears to be more robust than others [30].

However, we have shown in Table 3.2 that ensemble AT against gradient-based attacks did not

significantly diminish the input-dependent evasion rate of our procedural noise attack. This

suggests that such defences do not generalise well as the attacks used for adversarial training do

not sufficiently represent the entire space of adversarial examples. Training against all types of

adversarial attacks would become computationally expensive, especially for high-dimensional

tasks like ImageNet. Thus, defences that regularise the model or incorporate domain-specific

knowledge may be more efficient strategies.

DNNs’ weakness to adversarial perturbations across inputs may be a result of their sensitivity—

small changes to the input cause large changes to the output. Input-agnostic defences that

minimise the impact of small perturbations may be effective in reducing the models’ sensitivity

without the need to train against all types of attacks. As a preliminary investigation, we briefly

explore using denoising to defend against the universality of our procedural noise perturbations.

Defence. Denoising with spatial filters is a common pre-processing step in signal processing

and is thus an attractive defence due to its simplicity and pervasiveness across signal processing

applications. Median filtering is a smoothing operation that replaces each entry with the median

of its neighbouring entries, and it often preserves edges while removing noise. The idea is to

smooth out the high-frequency noise, which we know to be highly correlated with the universal

evasion rates for Perlin noise on Inception v3.
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Experiment. We retrain Inception v3 with a median denoising filter applied as a pre-

processing step. For this evaluation, we use the same 1,000 of each procedural noise, 1,000

uniform random perturbations, and 5,000 validation set points as in Section 3.2. We test how

denoising improves robustness for `∞ attack norms ε = 4, 8, 12, and 16. The decrease in the

number of uniform random perturbations is due to results in Section 3.2, where we found that

its universal evasion rate had very low variance across 10,000 samples, and our results show it

is similar for 1,000 samples.

Results. The min-max oscillations present in the procedural noise perturbations may have

allowed the noise patterns to persist despite the denoising, as the universal evasion rates are

not completely mitigated by the defence. Across the different `∞-norm values, the denoising

decreased the median and mean universal evasion rates by a consistent amount when compared

with no defence: 7.2-10.8% for Gabor noise and 13.2-16.9% for Perlin noise. Figure 3.11 shows

that the decrease in effectiveness of Perlin noise is much greater than that for Gabor noise,

suggesting that the denoising appears to slightly mitigate the effectiveness of high-frequency

noise patterns. This denoising defence grants a reasonable increase in robustness despite the

simplicity of the algorithm. However, this measure has not fully mitigated the sensitivity to

procedural noise.

Figure 3.11: Histogram of metrics over all perturbations on Inception v3 with and without
median denoising for (left) Gabor noise and (right) Perlin noise for `∞-norm ε = 16.
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3.7 Conclusion

We highlight the strengths of procedural noise as an indiscriminate and inexpensive ZK attack

on DNNs. We have shown that popular DNN architectures for image classification have sys-

temic vulnerabilities to procedural noise perturbations, with Perlin noise UAPs achieving 58%

or higher universal evasion across non-adversarially trained models. This weakness to procedu-

ral noise can be used to craft efficient universal and input-dependent ZK attacks. Our proce-

dural noise attack augmented with Bayesian optimization attains competitive input-dependent

success rates whilst improving the query efficiency of existing ZK methods over 100 times.

Moreover, we show that procedural noise attacks also work against the YOLOv3 model for

object detection, where it has an obfuscating effect on the “person” class.

We have shown the difficulty of defending against such novel approaches like our procedural

noise attack. In particular, Ensemble Adversarial Training was unable to significantly diminish

the effectiveness of our procedural noise attack. We suggest that future defences take more

input-agnostic approaches to avoid the costs in defending and retraining against all possible

attacks. To summarise, we enumerate the main findings of this chapter:

• We show a novel and intuitive vulnerability of DNNs in computer vision tasks to proce-

dural noise perturbations. These functions characterise a distribution of noise patterns

with high universal evasion, and universal perturbations optimised on small datasets gen-

eralise to datasets that are 10 to 100 times larger. To our knowledge, this was the first

model-agnostic ZK generation of UAPs at the time.

• We propose and demonstrate that Bayesian optimization is an effective tool for augment-

ing ZK attacks on DNNs. In particular, we show that it can use our procedural noise to

craft inexpensive universal and input-dependent ZK attacks. It improves on the query ef-

ficiency of random parameter selection by 5-fold and consistently outperforms the popular

L-BFGS optimization algorithm. Against existing query-efficient ZK attacks, we achieve

a 100 times improvement on the query efficiency while maintaining a competitive success

rate.
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• We show evidence that our procedural noise UAPs exploit low-level features in DNNs, and

that this vulnerability may be exploited to create universal attacks across applications.

We also highlight the shortcomings of adversarial training and suggest input-agnostic

defences to reduce model sensitivity to adversarial perturbations.



Chapter 4

Robustness of Texture and

Shape-biased Models

To better characterise and mitigate the vulnerabilities of computer vision Deep Neural Networks

(DNNs) to Universal Adversarial Perturbations (UAPs), it is crucial to visualise and understand

the types of features that these DNNs learn and primarily use for classification. By investigating

these features we will be able to determine what leads to the vulnerability of these DNNs.

The previous chapter on procedural noise demonstrates that it is these low-level textural pat-

terns that mainly comprise adversarial perturbations. To elucidate the types of features that

computer vision DNNs learn on image classification tasks such as the ImageNet benchmark

[11], recent work have investigated the effect of texture and shape-bias that these models have

on their performance [110, 111].

Previously, there have been two competing hypotheses for what features models primarily use

for classification as described by [111]: first is the shape hypothesis, where the intuition is that

DNNs aggregate low-level features such as curves and edges to recognise high-level global object

shapes. Second is the texture hypothesis, which suggests that image textures are more important

than object shapes in determining the output. Evidence from [110] and [111] support the latter

texture hypothesis as they show it is sufficient for models to use image textures to achieve high

accuracy on the widely-used ImageNet benchmark [11].

88
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Geirhos et al. proposed Stylized-ImageNet [111], a modified ImageNet dataset that requires

recognizing object shapes rather than textures to discriminate images in the dataset. They

claimed that biasing models towards shapes improves their robustness, and they showed that

these shape-biased models have improved robustness against common corruptions. However, to

have a complete characterization of a model’s robustness, it is important to also study the worst-

case distortions. These worst-case distortions come in the form of adversarial perturbations

[21, 22] as these attacks can greatly undermine the integrity and trust in model predictions.

In this chapter, we evaluate the robustness of shape and texture-biased models used for image

classification to UAP attacks. Utilising both targeted and untargeted UAPs, we perform a novel

analysis on the most frequent output labels to better characterise the vulnerabilities of both

shape and texture-biased models. As UAPs are input-agnostic, they represent global features

that greatly influence the model output. Rather than using subjective notions of “shape” or

“texture”, we are able to quantify the sensitive features of the model by measuring the most

frequent class label for each UAP. These global features are worth studying as they reveal

the underlying features that models use for classification. Other studies have claimed some

improvements in adversarial robustness to input-dependent attacks by increasing shape-bias

[112], however our results show that this is not the case against universal attacks. Our contri-

butions in this chapter have important implications on the understanding of neural networks

and brings a different perspective to the shape versus texture discussion.

4.1 Shape-biased Training

ImageNet is a widely used computer vision benchmark with 1,000 distinct object categories

[11]. Geirhos et al. created a shape-biased version of this dataset in Stylized-ImageNet, which

replaces textures of ImageNet images while retaining the global shape of the original objects

[111]. This dataset requires a model to use shapes rather than textures to correctly identify

and discriminate objects. Stylized-ImageNet is generated by applying style transfer of different

uninformative textures onto ImageNet images.
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Figure 4.1: Examples of UAPs generated from (top) the different ResNet-50 [6] models and
(bottom) VGG [7] and DenseNet [8] models. For the top row, the titles for each indicate how
the model was trained, complete details for these are in Section 4.1.

Models. We use the ResNet50 [6] architecture with varying degrees of training on ImageNet

and Stylized-ImageNet. This model takes input images with dimensions 224×224×3. We test

these four ResNet50 models, named according to the training dataset used:

• IN: only ImageNet

• SIN: only Stylized-ImageNet

• SIN+IN: both Stylized-ImageNet and ImageNet

• SIN+2IN: both Stylized-ImageNet and ImageNet, and then fine-tuned on ImageNet

From here onwards, we use IN and SIN to refer to the trained ResNet50 models rather than

the datasets.
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4.2 Robustness of Shape-biased Models

We first compare the robustness of ResNet50 models under different training regimes by mea-

suring the effectiveness and transferability of untargeted UAPs generated from the SGD attack.

Our results show that models trained on Stylized-ImageNet are still as vulnerable to these UAPs

as models trained on ImageNet.

4.2.1 Experimental Setup

Models. Aside from the four different ResNet50 models we described previously (IN, SIN,

SIN+IN, SIN+2IN), we also evaluate untargeted UAPs on other model architectures trained

on ImageNet: DenseNet121 [8] and VGG19 [7]. Like ResNet50, these models take input images

of dimension 224× 224× 3 and have similar clean dataset accuracy.

Threat Model. As we are evaluating the worst-case robustness, we use the PK threat model.

That is, the adversary has knowledge of the internal model parameters. For adversarial capa-

bilities, perturbations are applied under `∞-norm constraints as it is the standard in the UAP

and adversarial machine learning literature. The `∞-norm constraint on δ ensures that the

perturbation is small and does not greatly alter the visual appearance of the resulting image.

We refer the reader to Section 2.2.2 for a more thorough discussion on this choice.

For the adversarial goals, we measure the effectiveness of untargeted and targeted universal

attacks. Thus, we use the Universal Evasion Rate (UER) as Targeted Success Rate (TSR)

defined in Equations 2.2 and 2.3 respectively. UER is the proportion of the dataset that

the model makes errors on when the UAP is applied. TSR is the proportion of the dataset

where that the model classifies as the target class ytgt when the targeted UAP is applied. We

evaluate the robustness of these models to UAP attacks generated via SGD [53]. As discussed

in Section 2, SGD is chosen as it SGD is the most potent PK attack, making it the most

appropriate for evaluating the UAP robustness of models in a PK setting.

Summary. We consider the four ResNet50 models as outlined in Section 4.1. We generate and
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optimise the SGD-based perturbations on each model for various `∞-norms (2 ≤ ε ≤ 12) over

the entire 50,000 image ImageNet validation set. The UAP literature often focuses on ε = 10,

so we use this as our primary benchmark, but we also provide results for other ε values to

measure its effectiveness under different perturbation constraints. For each UAP, we evaluate

the UER and TSR on the model it was generated from (PK) and on the other remaining models

(transfer attack).

Initial Result. All perfect-knowledge attacks, i.e. where the UAP is generated from the same

tested model, achieve high attack success rates. They consistently reach greater than 90%

Universal Evasion Rate for ε = 10 on all models as shown in Figure 4.2. This shows that all

these models remain as vulnerable to universal attacks independent of the Stylized-ImageNet

training.
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Figure 4.2: UER (in %) of untargeted UAPs for different perturbation values ε. Plot titles
indicate the evaluated model.

4.2.2 Transferability Across Training Datasets

In investigating the transferability of UAPs, we are able to quantitatively measure to what

extent these models share their vulnerabilities. For transfer attacks, the UAP is first generated

from an origin model, then that UAP is used in robustness evaluations on models distinct from

the original one.

We observe that the UER consistently rises for ε > 4. SIN appears to be the most resilient

to transfer attacks against all other models trained on the ImageNet dataset. However, this

robustness to transfer attacks comes at the cost of having the highest clean error on ImageNet.
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Figure 4.3: Confusion matrix showing the UER (in %) of untargeted UAPs with ε = 10 when
applied as transfer attacks to different models. VGG19 and DenseNet121 are labeled as V19
and D121 respectively.

That UAPs are still effective against SIN shows that Stylized-ImageNet training does not

diminish the effects of UAPs. Instead, Stylized-ImageNet training shifts the set of features the

model has learned, making it vulnerable to a different set of features from what the ImageNet-

trained models have learned. Hence, what features models are most vulnerable to depends

more on the data distribution of its training dataset. It is interesting to note in Figure 4.2 that

UAPs from IN and SIN+2IN have near-identical effectiveness against SIN.

Impact of fine-tuning. Although SIN+2IN achieves the best clean dataset accuracy, our

results show that its response to UAPs is very similar to that of the model IN that was trained

only on ImageNet. In Figures 4.2 and 4.3, the Universal Evasion Rates of UAPs from IN

and SIN+2IN are highly similar across all tested models. Additionally, there are large visual

similarities between the UAPs generated for SIN+2IN and IN as seen in Figure 4.1. These

suggest that there are large similarities in the features that SIN+2IN and IN are vulnerable to,

despite the additional training on Stylized-ImageNet. The additional fine-tuning on ImageNet

for SIN+2IN could have resulted in the model “overfitting” where it no longer uses features it

has learned from both datasets, and instead focuses only on features learned from ImageNet.
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4.2.3 Transferability Across Architectures

We now consider the transferability of the UAPs from these ResNet50 models to other archi-

tectures: DenseNet121 [8] and VGG19 [7]. Like ResNet50, these models take input images of

dimension 224× 224× 3 and have comparable clean dataset accuracy. Compared to ResNet50,

VGG19 has fewer layers, whilst the DenseNet121 has more layers and uses dense blocks. The

architectures have approximately 8, 25, and 140 million parameters for DenseNet121, ResNet50,

and VGG19 respectively. We focus our analysis on attacks with ε = 10.

In Figure 4.3, VGG19 is noticeably more vulnerable to all UAPs, whereas DenseNet121 is

more resilient to the UAPs from the other models. When focusing only on the ImageNet-

trained models (IN, VGG19, DenseNet121), we see that the architectures with more layers

and fewer parameters appear to be more robust. Compared to IN, SIN does not improve on

the transferability of UAPs to these other architectures. However, the UAP from SIN+IN has

noticeably higher transferability against all models, achieving at least 70% UER against each

model. We hypothesise that SIN+IN has learned more generalised representations because it

was trained equally on both ImageNet and Stylized-ImageNet without overfitting to either, thus

allowing it to have a stronger transfer attack to the other model architectures. These results

also show that models with more depth and fewer parameters may be more robust to UAPs.

4.3 Dominant Label Analysis

To better understand the effects of shape-based training, we evaluate the robustness of the

ResNet50 models that have varying degrees of training on ImageNet and Stylized-ImageNet.

For each of these models, we generate and compare the effectiveness of UAPs targeting each of

the 1,000 different ImageNet class labels. This is the first study to investigate the effectiveness of

targeted UAPs across all class labels of the ImageNet dataset. Our analysis with UAPs reveals

interesting similarities and differences in the most and least sensitive features of these models.

We are able to quantitatively describe the models’ sensitivities based on the dominant class

labels of their UAPs. We show that we are able to more precisely characterise the vulnerabilities
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of the models using these targeted UAPs.

The distribution of output labels when evaluated on the clean dataset is approximately uniform

for all models, with a frequency of about 0.1% for each of the 1,000 class labels. When the

dataset is perturbed with an untargeted UAP, it makes models predominantly classify towards

specific output labels despite the attack not explicitly optimizing for this a priori. These

dominant labels have been previously observed [1], but they have not measured nor studied

their effectiveness over the entire validation set across all class labels. In this section, we analyze

the most frequent output labels for untargeted UAPs over the ImageNet validation set. We

also demonstrate the use of targeted UAPs to visualise and study the sensitivity of different

class labels on the ResNet50 models.

4.3.1 Effectiveness of Targeted Universal Attacks

Targeted UAPs can be used to visualise and analyze the sensitivity of the ResNet50 models

to UAPs for each class label. These are generated targeting each of the 1,000 ImageNet class

labels at ε = 10 on each of the ResNet50 models and their effectiveness is measured by their

targeted success rate (TSR). We omit the analysis for SIN+2IN as its robustness to universal

attacks is highly similar to that of IN.

Figure 4.4 shows an example of how the different training regimes result in targeted UAPs with

differing visual appearances despite targeting the same class. For the middle column, the UAP

for SIN appears to capture more of the overall shape of the objects, such as the vehicle in the

top row. Whereas IN appears to show more abstract patterns.

Figure 4.5 shows that the TSR ranges from approximately 30-80% and the majority of the 1,000

targeted UAPs for each model are centered the around 50-70% TSR range. What stands out

is that SIN+IN appears to be slightly more robust to targeted UAPs as its TSR distribution

is shifted to the left when compared to IN and SIN. Since SIN+IN blends elements from both

datasets, its larger and more diverse training may have made it more robust to targeted UAPs.
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Figure 4.4: Examples of targeted UAPs generated for IN, SIN, and SIN+IN.
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Figure 4.5: Distribution of TSR of targeted UAPs on the ResNet50 models, with one UAP for
each ImageNet class labels.
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Figure 4.6: Top five output labels for each tested model given the UAP used to perturb the
dataset. In each plot we label the source of the untargeted UAP generated via SGD for ε = 10.

4.3.2 Dominant Labels of Untargeted UAPs

This analysis uses the results shown in Figure 4.6. We see that each UAP has at least 2-3

dominant output labels, with each dominant label comprising 10-36% of the predictions on the

perturbed dataset. For example, in the top row and first column of Figure 4.6, when IN is

attacked with the UAP generated from IN, the three most common output labels are: brain

coral (36.1%), coral reef (18.7%), and maze (11.0%). VGG19 and DenseNet121 trained on

ImageNet exhibit the same phenomenon, having brain coral and coral reef as the dominant

labels of their untargeted UAPs.
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For the resulting output labels caused by the UAPs, the dominant labels from UAPs for V16,

V19, and D121 are still brain coral and coral reef, each comprising 20-30% of the output labels.

The vulnerability to the same texture-based class labels appears to be an effect of training

on the ImageNet dataset. However, the different architectures most likely result in different

“interpretations” of these labels. This could explain the slightly differing visual appearances

in their UAP patterns as seen in Figure 4.1. The UAP generated by SIN+IN still causes

misclassification towards the curtain class labels for V16, V19, and D121 in a similar way that

it did against IN.

Table 4.1: Percentiles of TSR (in %) of targeted UAPs on the ResNet50 models on the clean
ImageNet validation set.

Percentile: min 10th 50th 90th max
IN 33.74 52.56 62.01 71.64 86.33
SIN 33.59 53.71 63.01 71.88 82.07
SIN+IN 24.15 46.17 57.78 68.58 82.66

Looking again at Figure 4.6, UAPs from IN have a negligible effect on SIN as the classified

labels appear to be evenly distributed, although brain coral is still the most frequently occurring

output label. UAPs from SIN do not have as great an effect on IN, but we see that the labels

quilt, mosque, dome are still favoured at about 4% each. The UAP from SIN+IN appears to

have a noticeable effect against all models, heavily favouring labels with curtains.

We notice the following trends for each of the models: UAPs generated from IN appear to

favour more texture-based objects, most notably brain coral and coral reef. The preference of

UAPs on ImageNet-trained models towards these classes was also shown by procedural noise

UAPs by [28, 113].

The untargeted UAPs generated for SIN appears to favour structures and buildings. This may

be because SIN is more reliant on making decisions based on shapes, so it is more susceptible to

misclassifying objects towards labels that have distinctive shapes. Often the shape of buildings

in the dataset are clear due to the sky being a backdrop in these images. Just as IN is vulnerable

to brain coral and maze due to the distinct textures of these classes, SIN is vulnerable to

buildings which are objects with distinct shapes. UAPs generated from SIN+IN favour curtains.
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It is not clear why curtains is the class for SIN+IN, and we explore this further with targeted

UAPs in the next section.

These observations on the dominant labels for each model are consistent with the visual appear-

ances of the untargeted UAPs as seen in Figure 4.1. Additionally, these results also align with

our findings that training on different datasets makes models more vulnerable to different sets

of features. In this case, the models’ vulnerable features manifest as the models’ interpretation

of these dominant labels.

4.3.3 Effectiveness of Targeted Universal Attacks

Dominant labels arise in untargeted UAPs even when these perturbations are not optimised to

prioritise any specific output label. Targeted UAPs on the other hand are specifically designed

to maximise the number of outputs classified as a desired class label. It then becomes natural

to investigate how effective targeted UAPs are for each class label and how does ImageNet and

Stylized-ImageNet training affect these UAPs.

Targeted UAPs can be used to visualise and analyze the sensitivity of the ResNet50 models

to UAPs for each class label. We omit the analysis for SIN+2IN as its robustness to universal

attacks is highly similar to that of IN.

In this experiment, we generate targeted UAPs at ε = 10 for each of the 1,000 ImageNet class

labels for each of the ResNet50 models and evaluate their effectiveness by measuring their

targeted success rate (TSR). We demonstrate how targeted UAPs can be used as a tool to

measure and identify the most vulnerable features and class labels of the ResNet50 models

under ImageNet and Stylized-ImageNet training.

Table 4.1 shows that the TSR ranges from approximately 30-80% and the majority of the 1,000

targeted UAPs for each model has 50-70% TSR. Figure 4.5 shows the distribution of TSR for

on IN, SIN, and SIN+IN. What stands out is that SIN+IN appears to be slightly more robust

to targeted UAPs as its TSR distribution is shifted to the left when compared to IN and SIN,

this shift indicates that the average and median TSR for SIN+IN is lower. Figure 4.5 shows
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that the TSR ranges from approximately 30-80% and the majority of the 1,000 targeted UAPs

for each model are centered the around 50-70% TSR range. What stands out is that SIN+IN

appears to be slightly more robust to targeted UAPs as its TSR distribution is shifted to the

left when compared to IN and SIN. Since SIN+IN blends elements from both datasets, its larger

and more diverse training may have made it more robust to targeted UAPs.

Untargeted vs. Targeted UAPs. Another interesting aspect is the visual similarity between

untargeted UAPs and their corresponding targeted UAP from the same model. For example,

the targeted UAP for theatre curtain (#854) as seen in Figure 4.4 is similar in appearance to

the untargeted UAP for SIN+IN that can be seen in Figure 4.1. The untargeted UAP has 34%

of the outputs classified theatre curtain while it is 81% for the targeted UAP. This difference

could be attributed to the untargeted UAP optimizing solely for the untargeted success rate.

The visual similarities is likely due to theatre curtain being a such a dominant class for SIN+IN.

A similar phenomenon occurs for brain coral on IN and dome on SIN.

4.3.4 ImageNet vs. Stylized-ImageNet Training

In this section, we analyse the class labels associated with the most and least effective targeted

UAPs on all three models IN, SIN, and SIN+IN. Generating targeted UAPs for each model

and for each of the ImageNet class labels reveals a rich set of visualizations. The TSR of

targeted UAPs for each class label allows us to quantitatively measure, compare, and contrast

the features that these models learned in terms of the dataset class labels rather than vague

notions of shape or texture bias. We analyse two categories of class labels below.

Table 4.2: Top and bottom three class labels ranked according to their average targeted success
rate (in %) across the ResNet50 models.

Class ID Label Average TSR (%)
854 theater curtain 82.86
611 jigsaw puzzle 81.09
879 umbrella 79.82
960 chocolate sauce 39.65
74 Aranea diademata 37.15
72 Argiope aurantia 31.04
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High TSR on all three models. Table 4.2 shows the top and bottom three class labels based

on their average TSR across the models. The class labels theater curtain and jigsaw puzzle do

not have distinct shapes and are primarily identified by more their textural pattern. The class

umbrella is a simple object that can be identified by its shape. What is interesting is that the

targeted UAPs from each of the three models are all visually similar, as can be seen for theater

curtain in Figure 4.4. That these class labels are vulnerable to targeted UAPs on all three

models indicates that the models learn similar features for identifying these classes on both

ImageNet and Stylized-ImageNet. Especially since SIN+IN shares features with both IN and

SIN individually.

Low TSR on all three models. Looking at the classes with the least effective targeted UAPs,

chocolate sauce does not have a clear shape and is often a solid brown colour. Aranea diademata

and Argiope aurantia are both varieties of garden spiders, most notably differing in their texture.

A spider can be identified by its shape, with the eight thin appendages, while the specific species

is identified through its texture. The low TSR for targeted UAPs on all three classifiers shows

that this class is difficult to activate, which indicates difficultly in learning and a low sensitivity

to this combination of shape and texture.

This analysis reveals the class labels which are the most and least difficult for all three models

to learn. Thus, targeted UAPs can be used to assess the difficulty that models have in learning

certain class labels, or it may be indicative on the quality of data points in the training set.

That these undefended do not have as strong a targeted UAP response may mean that the

models have not learned any distinguishing features for these class labels.

4.4 Mitigating Attacks with Ensembles

Based on results from previous sections, we see that models trained on the different datasets

Stylized-ImageNet and ImageNet have dissimilarities in their vulnerable features. This can be

seen by the performance of the UAPs across the three models (IN, SIN, SIN+IN), as they do not

transfer perfectly, their targeted UAPs evidence diversity in visual appearances, and variance
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in effectiveness of vulnerable features learned. Thus, we test an ensemble voting mechanism to

improve the overall robustness to universal attacks and maintain clean performance. The idea

is that for a UAP to fool the entire ensemble, it will have to fool majority of the models, and

due to the diversity in the features learned, this is unlikely to succeed. At the same time, all

models are trained to have high accuracy, so the majority classify clean inputs correctly.

Ensembles. Ensembles are created by combining the outputs of multiple base learners (mod-

els) to generate an improved prediction. To combine IN, SIN, and SIN+IN, we consider two

ensemble voting schemes: a hard voting scheme where the ensemble outputs the majority class

label, and a soft voting scheme where the ensemble outputs the class label with the highest

average probability after the softmax layer. For both voting schemes, the ensemble outputs no

prediction if there is no majority.

Experimental setup. To compare the ensemble scheme with the original models, we measure

their accuracy on the clean dataset and the lowest accuracy achieved on any of the UAPs

generated so far at ε = 10. This is to consider the worst-case robustness of these models

to universal attacks. For IN, SIN, and SIN+IN, this would be their accuracy against their

corresponding untargeted UAP in a PK scenario.

Table 4.3: Accuracy (in %) of ResNet50 models and ensembles for the clean ImageNet validation
set and on the worst-case UAP at ε = 10. Highest model accuracy is highlighted.

Model Clean Worst-case UAP
IN 76.13 7.50
SIN 60.18 7.65
SIN+IN 74.59 8.33
Ensemble (hard) 73.24 17.25
Ensemble (soft) 76.02 20.37

Results. In Table 4.3, both ensembles improve on the robustness to the worst universal attack

when compared to the individual models, with soft voting achieving the highest accuracy of

20.37%, more than 10 points better than the individual models. The soft ensemble also achieves

a clean accuracy of 76.02%, which is very close to the highest clean accuracy of IN at 76.13%.

This demonstrates that the ensemble with soft voting is able to maintain clean accuracy while

greatly improving adversarial robustness to universal attacks. Although the adversarial robust-
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ness of the ensemble could still be improved, this is a promising direction and demonstrates that

ensemble methods can improve adversarial robustness work while maintaining clean accuracy.

4.5 Conclusion

In this chapter, we demonstrated how UAPs can be used to better understand and evaluate the

robustness of DNNs with differing degrees of shape-based and texture-based training. Rather

than relying on informal notions of “texture” or “shape”, we are able to more rigorously quantify

the features that the models have learned and are vulnerable to in terms of the dominant labels

of their UAPs and the effectiveness of their targeted UAPs for each of the 1,000 ImageNet class

labels. To summarise, we enumerate the main findings of this chapter:

1. We investigate the adversarial robustness of models trained on Stylized-ImageNet. Our

results show that shape-based training does not mitigate vulnerabilities to UAPs, but

instead shifts the set of features that the models use for classification.

2. We demonstrate how our Dominant Label Analysis of UAPs can be used to quantify the

most and least vulnerable classes of each model. Thus, moving away from more subjective

notions of texture and shape.

3. Finally, we propose ensembles of texture and shape-biased models to maintain strong per-

formance and improve robustness to universal attacks at minimal cost to clean accuracy.

Towards the end of this chapter, we were able to show that ensembles made of base learners

trained on the different datasets IN, SIN, and SIN+IN could result in an aggregate model

that achieves both superior performance and robustness. Although the robustness to UAPs is

not absolute, it is a considerable improvement given that there was minimal decline in clean

accuracy. In the next chapter, we work towards improving this accuracy-robustness trade-off

further by exploring Jacobian Regularisation.



Chapter 5

Mitigating UAPs Through Jacobian

Regularisation

An understudied aspect of existing defences against UAPs is the trade-off between its clean

accuracy to its robustness against UAPs. A model with increased robustness to UAPs is indeed

desirable, but a decrease in clean accuracy would translate to reduced utility for the model in

practice. In Section 2.4, we showed that existing defences often neglect the costs they incur on

the model’s performance for the original task. For example, defences like Adversarial Training

(AT) can improve robustness but at the cost of greatly reduced accuracy [42, 71, 114]. A

number of studies have investigated the use of Jacobian Regularisation (JR) to improve the

stability of machine learning algorithms [71, 115, 116, 114, 117, 118]. JR has two characteristics

that make it a good candidate for improving both accuracy and robustness:

• JR has been shown to be an effective model-agnostic way of increasing classification

margins and model generalisation. These factors correlate with improved accuracy.

• In contrast to more empirically-based methods such as AT that require many parameters

to be tuned, JR is simpler to tune as it has only one regularisation parameter. This allows

for the more measured control of any accuracy-robustness trade-offs involving JR.

Existing work so far have considered JR only for the stability of models against input-dependent

104
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adversarial perturbations (“per-input”)–where adversarial perturbations need to be crafted for

each single input. This leaves the topic of JR’s effect on UAP robustness unexplored.

In this chapter, we study JR in the context of UAP robustness, derive formal proofs showing its

efficacy, and develop a defence based on JR that improves on the accuracy-robustness trade-off

for UAPs. In Sections 5.2 and 5.3, we expand on the theoretical formulation of JR to UAPs and

derive upper bounds on the effectiveness of UAPs based on properties of the Jacobian matrices

on inputs. In Sections 5.4 and 5.5, we propose a novel approach in Jacobian Ensembles—

a combination of Jacobian Regularisation and model ensembles to significantly increase the

robustness against UAPs whilst maintaining or improving model accuracy. We provide both

theoretical proofs and empirical results that support the use of JR and Jacobian Ensembles.

5.1 Background & Notations

5.1.1 Preliminary Definitions

Before moving forward, we introduce the following notations. We then reiterate some basic

properties of matrices and their norms:

• A′ denotes the transpose of A.

• We write the entries of a matrix A using lowercase letters aij, where i and j indicates the

row and column respectively.

• For a rectangular matrix A ∈ Rm×n, let σi(A) denote the i-th largest singular value of

A. Note that this is equal to the square root of the i-th largest eigenvalue of AA′. For

the following definitions, let r be the rank of A.

• For matrices A,B ∈ Rm×n, define the inner product in Rm×n as:

〈A,B〉 = Tr(A′B) =
m∑
i=1

n∑
j=1

aijbij (5.1)
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where Tr(·) is the trace. This inner product is associated with the Frobenius norm ‖ · ‖F .

• The Frobenius norm is given by:

‖A‖F =
√
〈A,A〉 =

√
Tr(A′A) =

(
m∑
i=1

n∑
j=1

a2ij

) 1
2

=

(
r∑
i=1

σ2
i (A)

) 1
2

(5.2)

• The induced 2-norm of a matrix is equal to its largest singular value:

‖A‖2 = σ1(A) (5.3)

• These two matrix norms we defined are related by the following inequalities:

‖A‖2 ≤ ‖A‖F ≤
√
r‖A‖F ≤ r‖A‖2 (5.4)

5.1.2 Jacobian Regularisation

For the purposes of our formal proof, we update some definitions and notations. Let f : X ⊂

RD → RC denote the logits of a piece-wise linear classifier which takes as input x ∈ X . D

represents the input dimensions and C represents the number of output class labels. Given that

f(x) is the logit output of the classifier for input x, we write Jf (x) to denote the input-output

Jacobian of f at x. We can linearise f within a neighbourhood around x as follows using the

Taylor series expansion:

f(x+ δ) = f(x) + Jf (x)δ +O(δ2) (5.5)

For a sufficiently small neighbourhood ‖δ‖p ≤ ε with ε > 0, the higher order terms of δ can be

neglected and the stability of the prediction is determined by the Jacobian.

f(x+ δ) ' f(x) + Jf (x)δ (5.6)
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and equivalently, for any q-norm, we have:

‖f(x+ δ)− f(x)‖q ≈ ‖Jf (x)δ‖q (5.7)

The intuition is that an attacker can maximise the change in f(x) if v is a singular vector for

Jf (x). To improve the stability of model outputs to small perturbations δ, existing works have

proposed regularizing the Frobenius norm [71, 115, 116] or the Spectral norm [114, 117, 118]

of this data-dependent Jacobian Jf (x) for each input. It was also shown that adversarial

perturbations align with the dominant singular vectors of these Jacobian matrices [114].

Now for training with Jacobian Regularisation (JR), we optimise the following joint loss and

use the algorithm as proposed by [71]:

Ljoint(θ) = Ltrain({xi,yi}i, θ) +
λJR
2

(
1

B

∑
i

‖J(xi)‖2F

)
(5.8)

where θ represent the parameters of the model, Ltrain is the standard cross-entropy training

loss, {xi,yi} are input-output pairs from the mini-batch, and B is the mini-batch size. This

optimization uses a regularisation parameter λJR, which lets us adjust the trade-off between

regularisation and classification loss.

The main idea is to reduce the Frobenius norm of the input-output Jacobian ‖J(xi)‖F to

decrease the model’s sensitivity to small perturbations such as UAPs. However, it can often

simultaneously decrease the model’s clean accuracy especially for large values of λJR [71].

Although Khrulkov & Oseledets considered Jacobians in the context of UAPs [3], they only

focused on the computation of δ as an attack and did not perform any theoretical or empir-

ical analysis for mitigating the effects of UAPs. Prior studies that explore JR focused solely

on improving robustness to single-input perturbations and did not explain nor consider the

effectiveness of JR for UAPs. Thus, we extend these formulations to achieve a more concrete

formulation and understanding for how JR mitigates UAPs.
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5.1.3 UAPs for Jacobians

We now formulate UAPs in the context of JR. To generate an adversarial perturbation for a

small ε > 0, we want the δ that maximises the right hand side of Equation 5.7 in order to

sufficiently change the original output and fool the model. With constraint ‖δ‖p ≤ ε, this is

equivalent to finding the (p, q) singular vector for Jf (x) [3]. When computing a UAP δ that

fools the model across multiple inputs {xi}Ni=1, one would optimise:

max
δ:‖δ‖p=1

N∑
i=1

‖Jf (xi)δ‖q (5.9)

This extends the intuition from Equation 5.7 to many inputs, and due to the homogeneity of

the norm, it is sufficient to solve this for a fixed norm value ‖δ‖p = 1 [3]. The solution to δ

for Equation 5.9 is equivalent to finding the (p, q) singular vector for the stacked Jacobian

matrix JN , the matrix formed by vertically stacking the Jacobians of the first N inputs.

max
δ:‖δ‖p=1

‖JNδ‖q where JN =



Jf (x1)

Jf (x2)

...

Jf (xN)


(5.10)

This is the same as the data-dependent (p, q)-operator norm of Jf (x) defined as [114]:

‖Jf (x)‖p,q = max
v:‖v‖p=1

‖Jf (x)v‖q (5.11)

which is a data-dependent measure of the maximal amount of signal-gain that can be induced

when propagating a norm-bounded input vector through the linearised network.
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5.2 Bounds for the Stacked Jacobian

It is in restricting the Frobenius norm of this stacked Jacobian JN that we will improve the

overall stability and robustness of the classifier for UAP attacks. In this section, we will derive

upper bounds for this metric to show that JR improves robustness to UAPs.

5.2.1 Upper Bound for the Frobenius Norm

To obtain an upper bound for the (p, q)-operator norm shown in Equation 5.10, note that it is

bounded above by its Frobenius norm denoted by ‖JN‖F :

‖JNδ‖q ≤ ‖JN‖F‖δ‖ (5.12)

Thus, mitigating the effectiveness of a UAP across multiple inputs can be achieved by limiting

the Frobenius norm of the stacked Jacobian ‖JN‖F . Before proceeding, let us define the inner

product induced by the Frobenius norm for two real matrices. Given A,B ∈ Rm×n, let the

inner product in Rm×n be defined as:

〈A,B〉 = Tr(A′B) =
m∑
i=1

n∑
j=1

aijbij (5.13)

where A′ denotes the transpose of A, the lowercase letters aij are the entries of the matrix A,

and Tr(·) is the trace. This inner product is associated with the Frobenius norm ‖ · ‖F . Now

we introduce the following proposition.

Proposition 1. For matrices A,B ∈ Rm×n, we have:

〈A,B〉 ≤ ‖A‖F‖B‖F (5.14)

with equality if and only if A and B share singular directions and their singular values satisfy

σi(A) = s · σi(B) for all i for a constant scalar s > 0, where σi(·) is the singular value that

corresponds to the i-th largest singular value.
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Proof. Consider the singular value decomposition ofA = UAΣAV
′
A andB = UBΣBV

′
B, where

UA,UB,V A,V B are orthogonal matrices and ΣA,ΣB are diagonal matrices whose diagonal en-

tries σi(A) and σi(B) are non-negative and in descending order. Let r = max(rank(A), rank(B)).

〈A,B〉 = Tr(A′B)

= Tr(V AΣ′AU
′
AUBΣBV

′
B)

= Tr(V ′BV AΣ′AU
′
AUBΣB) cyclic property of trace

Note that since UA,UB,V A,V B are all orthogonal matrices, ‖U ′AUB‖2 ≤ ‖U ′A‖2‖UB‖2 = 1,

and in a similar way, ‖V ′BV A‖2 ≤ 1.

〈A,B〉 = Tr(V ′BV AΣ′AU
′
AUBΣB)

=
r∑
i=1

r∑
j=1

zij · σi(A)σj(B) where
r∑
i=1

|zij| ≤ 1,
r∑
j=1

|zij| ≤ 1

≤
r∑
i=1

σi(A)σi(B) equality ⇐⇒ zij


1, if i = j,

0, if i 6= j.

≤

(
r∑
i=1

σ2
i (A)

) 1
2
(

r∑
i=1

σ2
i (B)

) 1
2

Cauchy-Schwarz Inequality

= ‖A‖F‖B‖F

The equality conditions for the above require zi = 1,∀i, which implies that U ′AUB and V ′BV A

are identity matrices. This requires UA = UB and V A = V B, i.e. A and B share the same

singular vectors. Equality under Cauchy-Schwarz requires the singular values to be scalars of

one another: σi(A) = s · σi(B) for a constant scalar s > 0,∀i.

We opted for the proof above to show conditions for equality, although a straightforward proof
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for the inequality can also be written as follows:

〈A,B〉 =
m∑
i=1

n∑
j=1

aijbij

≤

(
m∑
i=1

n∑
j=1

a2ij

) 1
2
(

m∑
i=1

n∑
j=1

b2ij

) 1
2

Cauchy-Schwarz Inequality

= ‖A‖F‖B‖F

The equality conditions for the above requires zii = 1, ∀i as the σi are in descending order. This

implies that U ′AUB and V ′BV A are identity matrices, which requires UA = UB and V A = V B,

i.e. A and B share the same singular vectors. Equality under Cauchy-Schwarz requires the

singular values to be scalars of one another: σi(A) = s · σi(B) for the same scalar s > 0,∀i.

This proposition is significant as it gives us upper bounds for the inner product and equality

conditions to achieve this upper bound. Applying this result to the stacked Jacobian matrix

JN gives us the following:

‖JN‖2F = Tr(J
′
NJN)

= Tr

(
N∑
i=1

N∑
j=1

Jf (xi)
′Jf (xj)

)

=
∑
i,j

Tr(Jf (xi)
′,Jf (xj))

=
∑
i,j

〈Jf (xi),Jf (xj)〉 Frobenius inner product

≤
∑
i,j

‖Jf (xi)‖F‖Jf (xj)‖F Proposition 1

With equality if and only if, for all pairs of inputs (xi,xj), we have Jf (xi) and Jf (xj) sharing

singular vectors and their corresponding singular values are constant up to a fixed scalar s > 0.

Our result can be summarised with the following equation:

‖JN‖F ≤

(∑
i,j

‖Jf (xi)‖F‖Jf (xj)‖F

) 1
2

(5.15)
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From a defence perspective, this shows that regularizing the Frobenius of the Jacobian for the

xi decreases the upper bound of the Frobenius norm of the stacked Jacobian and hinders the

overall effectiveness of a UAP. Thus, data-dependent JR across inputs should make it more

difficult to generate effective UAPs.

5.2.2 Measuring Alignment of Jacobians

To measure alignment between Jacobians of two distinct inputs, we use the cosine similarity

between their respective Jacobians under the inner product induced by the Frobenius norm:

sim(xi,xj) =
〈Jf (xi),Jf (xj)〉
‖Jf (xi)‖F‖Jf (xj)‖F

≤ 1 (5.16)

This is precisely the formula given in Proposition 1, with the above ratio equal to one if and

only if the singular vectors of the Jacobians are the same. This shows us that alignment of

Jacobians can be evaluated with this similarity measure, and combined with Equation 5.15, this

ratio allows us to measure how closely two inputs share adversarial perturbations. Although

the Jacobian is a first-order derivative, we show later that our Jacobian similarity measure also

improves robustnes against multi-step or iterative UAP attacks. Thus, demonstrating that it

is an effective measure to determine the “universality” of adversarial vulnerability even against

iterative adversaries like SGD.

Having a similarity measure like this is beneficial as this allows us to easily determine if two

inputs are likely to share adversarial perturbations. This is more advantageous than manually

generating adversarial perturbations for each pair of inputs as one would have to consider many

additional attack parameters when generating adversarial attacks, including the ε bounds,

chosen `p-norm, step size, number of attack iterations, and so on.
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5.3 Robustness of Jacobian Regularised Models

Having formally shown how JR can improve robustness to UAPs, we now evaluate its UAP

robustness empirically on common benchmark datasets.

5.3.1 Experimental Setup

Models & Datasets. We consider the benchmark datasets MNIST [119] and Fashion-MNIST

[120]. These are widely-used image classification datasets, each with 10 classes, whose images

are 28 by 28 pixels, and their pixel values range from 0 to 1. For the neural network architecture,

we use a modernised version of LeNet-5 [119, 71] as it is a commonly used benchmark neural

network. We refer to this model as LeNet.

Threat Model. We evaluate the UAP robustness of these models to perfect-knowledge at-

tacks, so we use SGD with 100 iterations and a batch size of 200 to generate UAP attacks.

Perturbations are applied under `∞-norm constraints. The ε we consider in our attacks for this

norm are from 0.1 to 0.3, this perturbation magnitude is equivalent to 10%-30% of the maxi-

mum total possible change in pixel values. For adversarial goals, we generate both untargeted

and targeted attacks. For targeted UAPs, we generate one UAP for each of 10 classes of each

dataset. Evaluations are done on the entire 10,000 sample test set.

The effectiveness of untargeted attacks are measured with the UER, defined as the proportion

of inputs that are misclassified. Targeted UAPs are evaluated according to their TSR, the

proportion of inputs classified as the target class. For more details on these metrics, we refer

the reader to how our threat models are defined as in Section 2.2.

5.3.2 Jacobian Regularisation Mitigates UAPs

Regular training without JR (i.e. λJR = 0) achieves 99.08% and 90.84% test accuracy on

MNIST and Fashion-MNIST respectively. Figure 5.1 shows that increasing the weight of JR
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decreases the resulting model’s test accuracy. Note, however, that this decrease appears to be

negligible for very small λJR ≤ 0.1.
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Figure 5.1: Test accuracy of LeNet on MNIST (left) and Fashion-MNIST (right) for various
Jacobian Regularisation strengths λJR.
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Figure 5.2: Effectiveness of untargeted UAPs for various `∞-norm perturbation constraints ε.
Plots are shown for various models with different degrees of Jacobian Regularisation.

Untargeted UAPs. Figure 5.2 presents the effectiveness of our untargeted UAP attacks on

different LeNet with varying JR strengths. The regularly trained model is especially vulnerable

to UAP attacks on both datasets, with untargeted UAPs achieving above 80% UER for ε ≥ 0.2

on both datasets. On MNIST, UAP attacks seem to gain reasonable success only after ε ≥ 0.25.

This is permissible as the adversary perturbs the input by 25% of its maximum possible value in

this case, which entails an enormous change. What is striking is that JR has a protective effect

for ε ≤ 0.2, even for small amounts of regularisation at λJR = 0.05. Here, UAP effectiveness

is down from 80% to 20% at ε = 0.2. Increasing the strength of the regularisation likely

has diminishing returns for robustness as stronger regularisation also begins to damage clean

accuracy, and thus the model’s generalization. Fashion-MNIST can be seen to be less robust

since it begins with a lower clean accuracy at around 91%. This means that the model is overall

less robust to begin with than the model trained for MNIST, so we can expect it to be less
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Figure 5.3: Average Targeted Success Rate (TSR) of targeted UAPs generated for each class,
with error bars showing standard deviation across UAPs for different classes. Plots are shown
for various models with different degrees of Jacobian Regularisation.

robust to UAP attacks in general. Nonetheless, we still see a protective effect from JR for

ε ≤ 0.15 even with only a minor degree of regularisation λJR = 0.05.

Targeted UAPs. Figure 5.3 shows our results for the effectiveness of targeted UAPs. These

plots follow a similar trend as with untargeted UAPs, suggesting that JR is able to improve

model robustness against a diverse array of UAP attacks and not only against untargeted

UAPs. Even a minor amount of regularisation in λJR = 0.05 provides up to a 4-times decrease

in effectiveness of UAPs while maintaining the model’s performance on the clean test set, as

seen in Table 5.1.

Table 5.1: Performance metrics (in %) of LeNet. Jacobian Regularisation (JR) uses λJR = 0.05.
UAP evaluations are for `∞-norm attacks at ε = 0.2 for MNIST and ε = 0.15 for Fashion-
MNIST. Lowest values indicate the best robustness and are highlighted.

MNIST Fashion-MNIST
Standard UAT [53] JR Standard UAT [53] JR

Test Error 0.92 1.81 0.90 9.16 16.66 9.15
Untargeted UER 85.88 27.49 20.47 86.63 34.10 29.96

Average TSR 85.94 24.05 21.57 86.33 26.64 30.59

Comparison with Adversarial Training. We compare JR with Universal Adversarial Train-

ing (UAT) [53], where adversarial training is done on UAPs. UAT models in Table 5.1 are

trained on ε = 0.2 and ε = 0.15 adversaries for MNIST and Fashion-MNIST respectively. Al-

though UAT improves robustness to UAPs compared to standard training, it doubles the test

error on both clean datasets. In contrast, JR achieves better robustness than UAT without
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damaging clean accuracy. Adversarial training relies on training against specific UAP pertur-

bations. The heuristic quality of UAT makes improving robustness against all possible pertur-

bations computationally difficult. Our results show that regularizing a more general property of

the model, in the norm of the Jacobian, leads to better robustness while maintaining accuracy.

5.3.3 Jacobian Alignment of Input Pairs

We now investigate how the cosine similarity of input Jacobians as introduced in Equation 5.16

correlates with the models’ robustness to UAPs. We consider LeNet with Jacobian Regulari-

sation (λJR = 0.05) and without (λJR = 0.0). The performance of the models on the test sets

is the same as the ones in Table 5.1. We take a random subset of 1,000 test set images with a

uniform distribution on the output classes and measure the pairwise similarity. The results we

Figure 5.4: Jacobian similarity for pairs of inputs on MNIST (left) and Fashion-MNIST (right)
for LeNet with and without Jacobian Regularisation (JR). Median similarity values on MNIST
are 0.18 and 0.58; and on Fashion-MNIST are 0.11 and 0.46 with and without JR respectively.

have found in Figure 5.4 verifies several of our intuitions on generating UAPs:

• Regularising the Frobenius (Spectral) norm of the Jacobian for any of the xi decreases

the Frobenius norm of the stacked Jacobian, and thus hinders the overall effectiveness of

a shared adversarial perturbation.

• Increasing the number of points we wish to evade (i.e. increasing n for {xi}ni=1) leads to

weaker upper bounds for the stacked Jacobian, and thus an overall less effective shared

adversarial perturbation. This is because the equality conditions require the singular

directions of Jacobians to align.
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5.4 Jacobian Ensembles

In the ongoing effort to defend models against adversarial attacks, it is often difficult to reconcile

the trade-offs in model accuracy and robustness to attacks. Additionally, it is this trade-

off aspect of existing defences that is not sufficiently explored in existing work. Although

we have just shown that JR on its own can improve robustness against UAPs with minimal

degradation of performance, we still see that JR can damage the clean accuracy at larger

amounts of regularization [42, 71, 114]. Model ensembles on the other hand has widely been

shown to achieve better classification performance and stability than a single classifier [121,

122]. Ensembles are created by combining the outputs of multiple base learners to generate an

improved prediction. Thus, we propose combining JR and model ensembles during training to

create Jacobian Ensembles. JR is used to drastically improve the model’s robustness to UAPs

while the ensemble methods stabilise the model’s predictions and improve its clean accuracy.

JR and model ensembles individually each have been shown to improve UAP robustness but

at some cost to clean accuracy [42, 123]. We show that Jacobian Ensembles greatly improve on

the accuracy-robustness trade-off when compared to either JR or model ensembles individually.

First, we theoretically show that increasing the number of base learners in a model ensemble

improves the expected robustness of classifiers. Then, we empirically verify our theoretical

findings by applying JR with popular ensemble methods bagging [124], snapshot ensembles

[125], soft voting [122] to DNNs trained on the popular benchmark datasets: MNIST [119],

Fashion-MNIST [120] and then evaluating their robustness against UAPs.

5.4.1 Model Ensembles

An ensemble consists of combining multiple classifiers (base learners) to obtain a resulting en-

semble that has better accuracy or predictive performance on aggregate than any individual

base learner. In practice, it is widely accepted that combining multiple classifiers can achieve

better classification performance than a single “best” classifier [121, 122]. Ensembles are typ-

ically generated in two ways: sequentially and in parallel. After generating the base learners
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the combination of their outputs is taken rather than choosing a single “best” learner [122].

In this section, we will analyze ensemble methods that aggregate their base learners in a convex

combination. Formally, we define an ensemble F as a convex combination of M base learners

fi: F(x) =
∑M

i=1 cifi(x) where
∑M

i=1 ci = 1 and 0 < ci < 1, ∀i. This is typical as many ensemble

methods aggregate their methods via averaging or a similar form of weighted sum [122]. Note

however that this will exclude some boosting algorithms such as AdaBoost that are typically

not convex combinations [126].

5.4.2 Bounds for UAP Robustness on Model Ensembles

In this section, we derive theoretical bounds for the expectation and variance of the Frobenius

norm of the Jacobian of model ensembles. We only consider ensembles that take a convex

combination of their base learners. Similar to [42], we restrict the Frobenius norm of the

Jacobian of a model to improve robustness against UAPs.

We show that using model ensembles result in tighter bounds on the Frobenius norm of the

Jacobian, suggesting improved robustness and stability versus a single classifier. Our main

result in this section is Theorem 5.1, which shows that increasing the number of base learners

decreases both the upper and lower bounds of the expectation and variance for the Frobenius

norm of the ensemble’s Jacobian.

Proposition 2. Let xi be independent random variables drawn from a Normal distribution

xi ∼ N (µ, σ2) for a fixed mean µ and variance σ2. Define x =
∑M

i=1 cixi where
∑M

i=1 ci = 1

and 0 < ci < 1, ∀i. We then have the following:

σ2

M
≤

M∑
i=1

c2iσ
2 < σ2 (5.17)

Proof. By linearity of Normal distributions: x ∼ N (µ,
∑M

i=1 c
2
iσ

2). We then derive bounds for
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∑M
i=1 c

2
i when M ≥ 2:

M∑
i=1

c2i =
M∑
i=1

c2i + 2
M∑
i=1

∑
j 6=i

cicj − 2
M∑
i=1

∑
j 6=i

cicj

=

(
M∑
i=1

ci

)2

− 2
M∑
i=1

∑
j 6=i

cicj

= 1− 2
M∑
i=1

∑
j 6=i

cicj

Since cicj > 0 for all pairs i, j, then it follows that we have the upper bound
∑M

i=1 c
2
i < 1. Note

that equality:
∑M

i=1 c
2
i = 1 is only possible in the degenerate case (when ci = 1 for exactly one

i and cj = 0 for i 6= j). For the lower bound, we use Cauchy-Schwarz inequality to get:

(
M∑
i=1

(ci · 1)

)2

≤

(
M∑
i=1

c2i

)(
M∑
i=1

12

)
=

(
M∑
i=1

c2i

)
·M

The left hand side reduces to 1, so it follows that
∑M

i=1 c
2
i ≥ 1

M
with equality when ci = 1

M
for

all i. Multiplying all sides with σ2 gives the desired bounds.

Let F be an ensemble of M base learners fi: F(x) =
∑M

i=1 cifi(x) where
∑M

i=1 ci = 1 and

0 < ci < 1, ∀i. Let JF denote the Jacobian of F and J i the Jacobian of fi for all i. It follows

that JF =
∑M

i=1 ciJ i.

Theorem 5.1. Let each matrix J i ∈ RC×D be comprised of the independent random variables

iapq ∼ N (µ, σ2), where iapq is the element on the p-th row and q-th column of matrix J i. It

follows that their convex combination JF satisfies:

CD

(
σ2

M
+ µ2

)
≤ E(‖JF‖2F ) < E(‖J i‖2F ) (5.18)

CD

(
4µ2σ2

M
+

2σ4

M2

)
≤ Var(‖JF‖2F ) < Var(‖J i‖2F ) (5.19)

Proof. Taking the square of Frobenius norm, we have the following for the Jacobian of a model:

‖J i‖2F =
C∑
p=1

D∑
q=1

|iapq|2
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The moments of ‖J i‖F are proportional to the moments of the random variables ia
2
pq. These

follow a chi-squared distribution with 1 degree of freedom, and have expectation and variance:

E(ia
2
pq) = Var(iapq) + [E(iapq)]

2

= σ2 + µ2

Var(ia
2
pq) = E(ia

4
pq)− [E(ia

2
pq)]

2

= µ4 + 6µ2σ2 + 3σ4 − µ4 − 2µ2σ2 − σ4

= 4µ2σ2 + 2σ4

To summarise:

E(ia
2
pq) = σ2 + µ2

Var(ia
2
pq) = 4µ2σ2 + 2σ4

Define apq =
∑M

i=1 ci iapq, the elements of JF . Note that apq ∼ N (µ,
∑M

i=1 c
2
iσ

2). Thus for the

ensemble model’s Jacobian, we have:

‖JF‖2F =
C∑
p=1

D∑
q=1

|apq|2

It is clear that the moments of ‖JF‖F are proportional to that of a2pq. These random variables

follow a chi-squared distribution with M degrees of freedom, and have the following expectation

and variance:

E(a2pq) =
M∑
i=1

c2iσ
2 + µ2

Var(a2pq) = 4µ2

M∑
i=1

c2iσ
2 + 2

(
M∑
i=1

c2iσ
2

)2

Applying Proposition 2, we then have the following bounds for the expectation and variance
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for these random variables:

σ2

M
+ µ2 ≤ E(a2pq) < E(ia

2
pq)

4µ2σ2

M
+

2σ4

M2
≤ Var(a2pq) < Var(ia

2
pq)

As the random variables are independently drawn, our desired result follows:

CD

(
σ2

M
+ µ2

)
≤ E(‖JF‖2F ) < E(‖J i‖2F )

CD

(
4µ2σ2

M
+

2σ4

M2

)
≤ Var(‖JF‖2F ) < Var(‖J i‖2F )

Conclusion. From these derivations, ensembles decrease both the expected value and variance

of the Jacobian’s Frobenius norms when compared to that of a single model’s. As M increases,

the lower bounds of both the expectation and variance decreases.

Averaging is one of the most common methods for aggregating base learner outputs in an

ensemble [121, 122], so it is important to consider this case. When the ensemble is done via

averaging, i.e. ci = 1
M

for all i, this achieves the equality condition for the lower bounds of

both E(a2pq) and Var(a2pq). Therefore, increasing the number of models in the ensemble strictly

decreases the expectation and variance of the ensemble’s Jacobian’s norm ‖JF‖F .

This theoretical result gives us the motivation on how model ensembles also improve the stability

of models and thus their robustness to UAPs. We show this by deriving the above bounds on

the Frobenius norm on their Jacobian. As model ensembles have also been shown to have

improved performance over a single classifier, this makes it an ideal candidate for improving

both model accuracy and robustness.
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5.5 Improved Trade-offs with Jacobian Ensembles

Now that we have shown formally how ensembles can improve robustness to UAPs, we combine

JR with ensembles to empirically evaluate the accuracy and robustness of Jacobian Ensembles.

Popular ensemble algorithms like Bagging [124] and newer methods like Snapshot Ensembles

[125] take the average of their base learners. Bagging uses bootstrap to generates multiple

subsets from the original training dataset. The base learners are then trained on different

bootstrapped subsets in parallel, their results are then averaged. Snapshot ensembles use

snapshots of the model during training as the base learners for the ensemble. Other methods

like Soft Voting [122] use a convex combination of their model outputs to vote.

5.5.1 Experimental Setup

We evaluate the following ensemble methods: Bagging [124], Snapshot Ensembles [125], and

Soft Voting [122]. For these, we evaluate all experiments with ensembles trained on 1, 3, 6, and

9 base learners. Effectively, one base learner is similar to using no ensemble method at all.

Jacobian Ensembles. To apply Jacobian Ensembles, we include the Jacobian Regularisation

as described in Equation 5.1.2 to the joint loss of standard ensemble methods. The Jacobian

Regularisation parameter λJR is tested for values between 0 and 2: where the resulting models

manage to maintain good accuracy as informed by the previous sections’ results.

Models & Datasets. We use the MNIST [119] and Fashion-MNIST [120] datasets. These are

popular image classification benchmarks, each with 10 classes, and 28 by 28 pixel images whose

their pixel values range from 0 to 1. For the DNN architecture, we use a version of LeNet-5

[119, 71], which we refer to as LeNet.

UAP Attacks. We again evaluate the robustness of these models to UAPs generated via

iterative SGD with 100 iterations and a batch size of 200. Perturbations are applied under

`∞-norm constraints. The ε we consider in our attacks for this norm are from 0.10 to 0.25,

this perturbation magnitude is equivalent to 10%-25% of the maximum total possible change
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in pixel values. UAPs are generated over 50 different random seeds, and we report UAPs with

the highest attack success rate, as this would represent the worst-case scenario.

Metrics. The following metrics are evaluated on the entire 10,000 sample test sets for each

dataset. Clean accuracy is the accuracy of the model on the test set. Model robustness measures

the accuracy of the model when a UAP is applied. This is the opposite of UER which measures

model error rather than accuracy in the presence of a UAP. We then average the model robust-

ness over all the UAP attack scenarios that we consider, `∞-norm of ε = 0.10, 0.15, 0.2, 0.25, to

get a mean UAP Accuracy.

5.5.2 Improvements with Jacobian Ensembles

Clean Accuracy. In Figure 5.5 there is a rapid degradation in clean accuracy when λJR is

large. This is when JR is more heavily weighted, and this is consistent with previous work

[42, 71] as too much regularisation damages accuracy on the test set. However, having a small

amount of JR is still noticeably more beneficial than no JR as indicated by the clean accuracy

when considering λJR in the range of 0 to 0.1 for both datasets across all settings.

Figure 5.5: Clean accuracy of LeNet on MNIST (top) and Fashion-MNIST (bottom) for various
JR strengths λJR and with varying number of base learners per ensemble method.
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Figure 5.6: Model robustness against UAP with ε = 0.15 of LeNet on MNIST (top) and Fashion-
MNIST (bottom) for various JR strengths λJR and with varying number of base learners per
ensemble method.

We also see benefits of using ensembles: models with more than one base learner have noticeably

better clean accuracy across all settings in Figure 5.5. Overall, Jacobian Ensembles, which is a

combination of ensemble methods and JR, achieves the best performance in our experiments.

Model Robustness. As an example, we present the robustness results for a particular UAP

attack strength ε = 0.15 in Figure 5.6. In terms of robustness, trends for both datasets are

slightly different since Fashion-MNIST is a more difficult dataset than MNIST: a regularly

trained LeNet on MNIST can be expected to have 98-99% clean accuracy whereas it is 90-91%

for the same model on Fashion-MNIST. Thus, it is expected that models on Fashion-MNIST

are considerably less robust. For most settings, the general trends in Figure 5.6 show that

ensembles have a robustness benefit. JR monotonically increases robustness for MNIST and

for Fashion-MNIST has a range between 0 < λJR < 0.5 that achieves the best robustness.

Across both datasets Snapshot ensembles have the best aggregate performance in terms of

accuracy and robustness for the various λJR and differing number of base learners. Thus, our
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Figure 5.7: Clean accuracy versus robustness trade-off of LeNet on MNIST (top) and Fashion-
MNIST (bottom) labeled by λJR for various UAP attack strengths ε.

subsequent analysis will focus on Snapshot as the ensemble method of choice. Clean accuracy

drops greatly for larger λJR, so the JR range 0 < λJR < 0.5 appears ideal for both datasets.

In conclusion, ensemble methods with more than one base learner introduce measurable advan-

tages in both accuracy and robustness. These advantages become even more pronounced when

combined with JR. Next we analyze the general trade-off between accuracy and robustness.

5.5.3 Accuracy-Robustness Trade-off

In Figure 5.7, we plot the accuracy versus robustness of the various models we trained under

the different configurations accounting for various ensemble methods, number of base learners,

and λJR values. The best models achieve both high accuracy and robustness, so these will be

on the top right side of the graph.
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Table 5.2: Weighted accuracy (in %) of LeNet for MNIST (top) and Fashion-MNIST (bottom).
The first 3 rows show the models with highest weighted accuracy. The bottom 3 rows show the
best weighted accuracy of models trained with only JR, only ensemble, and “standard training”
(neither JR nor ensemble).

Model MNIST Accuracy (%)
Ensemble Learners λJR Clean Avg. UAP Weighted

Snapshot 3 0.50 97.8 82.8 90.3
Snapshot 9 0.50 97.7 82.3 90.0
Snapshot 3 0.20 98.3 81.5 89.9
JR Only 1 0.05 98.4 74.2 86.3
Bagging 6 0 98.1 42.8 70.4

Standard 1 0 99.1 31.9 65.5

Model Fashion-MNIST Accuracy (%)
Ensemble Learners λJR Clean Avg. UAP Weighted

Bagging 9 0.05 83.9 43.2 63.5
Bagging 6 0.05 83.4 43.0 63.2

Snapshot 9 0.10 83.2 42.4 62.8
JR Only 1 0.10 79.0 31.2 55.1
Bagging 9 0 91.2 12.7 51.2

Standard 1 0 90.8 12.1 50.9

In a scenario when robustness is not accounted for (i.e. λJR = 0), models would appear in

the top left. They are trained to have good accuracy, but remain extremely vulnerable to

adversarial attacks like UAPs. On the other hand, models that overcompensate for robustness

such as those with very high regularisation (e.g. λJR = 2), will appear on the bottom right. As

these models sacrifice a significant amount of clean accuracy for improved robustness, especially

against UAP attacks with larger strength ε. These delineations become clear when labeling

the models according to their λJR value as in Figure 5.7. Thus, the role of λJR is evident in

improving overall robustness.

To better capture the model performance on both benign and adversarial inputs, we compute

the Weighted Accuracy by averaging the clean accuracy and mean UAP accuracy. In practice,

the defender can adjust the weighting of each accuracy metric in their final assessment to better

match their application and risk profile. We choose the mean as the base setting.

Next, we perform an ablation study on the effect of only JR and only ensemble models compared

against the top 3 Jacobian Ensembles with the best weighted accuracy in Table 5.2. We find
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that Jacobian Ensembles achieve the best weighted accuracy. To compare, we also show in

the bottom 3 rows for each table the best models with only JR, only ensembles, and neither

JR nor ensembles. The best Jacobian Ensembles have a clear advantage with average UAP

accuracy over the the non-Jacobian Ensembles whilst maintaining very close clean accuracy.

This difference is even more pronounced on the Fashion-MNIST dataset.

Differences between the two datasets MNIST and Fashion-MNIST also show in Table 5.2. Since

MNIST is an easier dataset, performance degradation by large λJR = 0 are not as prominent, so

larger λJR are favored by the combined score. For Fashion-MNIST, a large λJR is detrimental

as the base model begin with a relatively low clean accuracy (< 91%). In both cases, ensembles

demonstrate a noticeably large boost in weighted accuracy, and further tuning is likely to

improve their performance.

5.6 Conclusions

In this chapter, we are the first to derive upper bounds on the impact of UAPs. We theoretically

show and then empirically verify that data-dependent Jacobian Regularisation significantly re-

duces the effectiveness whilst maintaining clean performance of UAPs, and finally we propose

cosine similarity of Jacobians to measure the strength of shared adversarial perturbation be-

tween inputs. We also propose a new method in Jacobian Ensembles to significantly increase

model robustness against UAPs whilst maintaining the clean accuracy of models. Our results

show that Jacobian Ensembles takes the advantages of both Jacobian Regularisation and model

ensembles to achieve superior accuracy and robustness than each of these methods on their own.

We also derive theoretical bounds on the robustness to UAPs for model ensembles, showing

that increasing the number of base classifiers in the models’ ensembles reduces the expected

Frobenius norm of their Jacobian and thus improves stability. We empirically verify our results

and show that a combination of both JR and ensembles achieves the best performance. These

results give us confidence in recommending Jacobian Ensembles as a general methodology for

training models as UAPs present a great threat to model adoption and safety. To summarise,
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we enumerate the main findings of this chapter:

• We extend theoretical formulations and are the first to show that the effectiveness of UAPs

is bounded above by the norms of data-dependent Jacobians and that for model ensembles

the robustness to UAPs increases monotonically with the number of base learners.

• We show that even a minimal amount of Jacobian Regularisation reduces effectiveness

of UAPs by up to 4-times, whilst leaving clean accuracy relatively unaffected. We also

show that Jacobian Ensembles, a combination of Jacobian Regularisation and ensembles,

achieves the best accuracy-robustness trade-off as measured by a combined weighted

accuracy metric.

• We propose the use of cosine similarity for Jacobians of inputs to measure the strength

of shared adversarial perturbations between distinct inputs. Our empirical evaluations

on benchmark datasets demonstrate that this similarity measure is an effective proxy for

measuring robustness to UAPs.

Jacobian Ensembles represent an advancement in the accuracy-robustness trade-off against

UAP attacks. In the presence of small perturbations to the input, we were able to greatly

improve UAP robustness and maintain clean accuracy. However, there remains a trend where

attack success dramatically increases once perturbations become sufficiently large, e.g. when

ε ≥ 0.2 for MNIST and Fashion-MNIST. As inputs are shifted away from the natural data

distribution, it is not unexpected for such degradation in model performance to occur. In-

tuitively, the larger the perturbations to the input, the easier it would be to detect. Such a

detection-based defence would complement our proposed Jacobian Ensembles as JR primarily

improves stability against small perturbations. Thus, in the next chapter, we look to explore a

defence mechanism to show that attackers must also face a trade-off between the effectiveness

of their attack and their ability to evade detection.



Chapter 6

HyperNeuron: Detecting UAPs via

Activation Values

We have so far shown that, from the defender’s perspective, progress can be made with the

accuracy-robustness trade-off. To further mitigate adversarial attacks on machine learning

models, it is also necessary to identify similarly inescapable trade-offs that the attacker must

face. Indeed there is no recourse if an attack is highly effective and can not be defended

against. Several works in the adversarial machine learning literature have shown that it is

difficult to consistently defend against input-dependent adversarial attacks [30, 29, 25, 127],

as adversarial perturbations can be optimised to evade both the model and the defence on a

single input without any significant penalty to the attacker’s objectives. This highlights the

immense challenge in developing truly robust defences for input-dependent attacks. In contrast,

for UAPs, a single adversarial perturbation has to simultaneously evade both the model and

the defence on a large set of inputs. Thus, properly constructed defences should be able to

force UAP attacks into trade-offs between fooling the model and evading the defence on many

inputs. We refer to this as the defendability-universality trade-off for UAP attacks. This

observation has significant implications as it enables more reliable defences against practical

UAP attacks, in contrast to input-dependent perturbations.

We aim to improve on the defendability-universality trade-off as it is an important step towards

129
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more robust machine learning systems in real applications. To properly address and mitigate

the threat of UAPs, we also have to consider defending UAPs with practical constraints such

as feasibility and run-time in mind. UAPs enable efficient attacks as only one perturbation

needs to be generated to fool a model on an entire dataset. It is this property that allows

universal attacks to be a significant threat in practice, and therefore defences against these

also need to be as efficient, practical, and scalable. Another aspect of putting defences on a

more practical footing includes developing robust defences against a variety of UAPs. Recall

from Section 2.2.2, that the two most common modalities of UAP attacks for computer vision

models come in the form of adversarial noise and adversarial patches, where noise are

diffuse perturbations across the image and patches are continuous 2D regions in the image

modified by an adversary. A UAP defence that simultaneously addresses both noise and patch

attacks in a computationally efficient and scalable way has yet to be proposed in the literature.

In this chapter, we propose HyperNeuron, a fast and scalable method to detect universal attacks

against computer vision DNNs. HyperNeuron flags inputs that sufficiently saturate hidden

layer neurons past a trusted baseline. We demonstrate how HyperNeuron can reliably detect a

wide variety of both adversarial noise and adversarial patch UAPs with comparable or better

performance than existing UAP defences. And, crucially, our results reveal a trade-off between a

UAP’s detectability and its generalisability across different inputs; we show that defence-aware

attacks necessarily sacrifice UAP effectiveness against the model to increase their evasion of

our defence.

6.1 HyperNeuron Detection Algorithm

We first give the motivation behind HyperNeuron and put it into context relative to the related

work. We then discuss the detection algorithm itself and how we will be evaluating the defence.
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Figure 6.1: Top 10 percentile of mean feature activation values of ResNet50 [6] on residual block
3.0 for ImageNet images with and without UAPs. We plot the average over 10,000 randomly
chosen validation set images.

6.1.1 Motivation

Many of the existing UAP defences discussed in Section 2.4 have required training on existing

UAP attacks to be effective [77, 75, 53]. This is problematic as these leave defences open to

more novel adversarial attacks. For example, in Section 3.2 we were able to demonstrate that

procedural noise UAPs were still able to drastically degrade the performance of adversarially

trained models. Instead of focusing on specific types of UAP attacks, we try to identify persis-

tent characteristics of UAPs, and construct a detection-based defence based from this. Unlike

input-dependent adversarial perturbations, where a perturbation can be tailored and made un-

detectable for a single input, UAPs necessarily have to exploit more systemic or global features

learned by the model and thus they exhibit more discernible characteristics [28, 41, 42].

UAPs are designed to alter the model’s decision on many inputs. For UAPs to saliently affect

model predictions across a diverse array of model inputs, we hypothesised that they elicit

sufficiently large activations in the hidden layers to consistently affect the model’s output.

Intuitively, the more inputs a UAP can evade, the more noticeable its hidden layer activations

would be. This is partially supported by the existing literature as several UAP attack algorithms

[2, 3] explicitly maximise hidden layer activations, and several UAP defences attempt to rectify
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hidden layer activations [77, 75]. However, none of these past works have attempted to detect

UAPs based on this property nor have they adequately demonstrated and characterised the

defendability-universality trade-off in practice.

From a mechanistic perspective, the Rectified Linear Unit (ReLU) is a likely pathway that

enables the “hyper-activation” or extreme increase in neuron values within the model’s hidden

layers. In modern neural networks, ReLU has become the activation function of choice, as it

achieves significantly better generalization and test performance over previously used activation

functions like sigmoid or hyperbolic tangent. Although there are models like shallow Radial

Basis Function (RBF) networks that appear to be naturally immune to adversarial examples,

they often achieve high error and do not generalise well in relevant practical applications [23].

ReLU, given by ReLU(x) = max(0, x), has allowed improvements in model performance and

the proliferation of large-scale neural networks [37]. That ReLU is not bounded above may be

a mechanism that helps facilitate adversarial attacks. To test this theory, we first compared

the neuron activation values of clean inputs versus those with UAPs.

These observations are seen in Figure 6.1, where we plot the average top percentile of mean

neuron activation values for the observed layer. On the rightmost side of the graph, we notice

that the top percentile of values are much greater for inputs with UAPs (non-blue curves)

compared to those of clean inputs (blue curves), leading credence to our hypothesis.

Figure 6.2 shows an example where UAPs increase the activation values (mean) and statistical

dispersion (standard deviation) in the hidden layers. For this example, we can see in the second

and third rows that darker cells correspond to the regions that the adversarial perturbations

occupy. In the adversarial patch case on the rightmost column, it shows that the activation

values of the patch are significantly larger than the rest of the image. Statistically, this shows

up as an increase in standard deviation (std).
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Figure 6.2: Visualizations for an image from the ImageNet dataset (left), with an adversarial
noise (center), and with an adversarial patch (right). The clean image is classified as a great
white shark (class #2) while the other two are classified as brain coral (class #109) by a
ResNet50 model. The second and third rows visualise selected features from chosen residual
blocks of the model. The features’ computed mean and standard deviation (std) are shown
below and are noticeably larger for the perturbed inputs.

6.1.2 HyperNeuron Algorithm

We first describe the HyperNeuron algorithm on a high level. For a given deep neural network

F , HyperNeuron observes the hidden layer activations Lk(·) at chosen layers k. For each layer,
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Algorithm 1 HyperNeuron Algorithm

Require: Xclean, Xtest, aggregation function A, layer k, top percentile t, FP r,
µk ← averagex∈Xclean

Ak(x)
σk ← standard-deviationx∈Xclean

Ak(x)
for xi ∈ Xtest do
Zk(xi)← z-score(Ak(xi), µ = µk, σ = σk)
ztop-pct,i = {top-percentile(Zk(xi), t)}, top-t percentile
ztop-avg,i ← average(ztop-pct,i)
if ztop-avg,i > θk,r then

flag(xi) = 1
else

flag(xi) = 0
end if

end for
return {ztop-avg,i}, {flag(xi)}

it establishes a baseline mean µk and standard deviation σk of the top percentile of neuron

activation values based on a trusted clean dataset Xclean. When given a new input x, the

hidden layer activations Lk(x) are computed and compared with the baseline statistics µk, σk

to generate a z-score Zk(x). If the resulting aggregate score exceeds a pre-defined threshold,

then the input is flagged and considered anomalous.

Design Choices. Based on our categorisation of defences outlined in Section 2.4.1, this is

a Type III detection defence. We choose our detection mechanism with the assumption that

the distribution of hidden layer activations for benign data points will be consistent with that

of our trusted clean dataset. This is in-line with the intuition that UAPs hyper-active hidden

layer activations, and avoids the need to train on any particular type of adversarial attack.

For outlier detection, we use the widely-used z-score metric because of its simplicity and fast

computation; simplicity to avoid overly complex mechanisms in the defence, and fast compu-

tation as we plan to deploy HyperNeuron for DNNs in practical settings and in real-time tasks

like object detection. We now explain HyperNeuron in greater detail.

Feature Aggregation. Let the output of hidden layer Lk(x) have dimensions ak × ak × dk.

This can be thought of as a dk-dimensional vector of ak×ak features. Figure 6.2 shows examples

of these ak × ak features for outputs of residual blocks 2.1 and 4.2 in the ResNet50 [6] model.

We aggregate the statistics of each ak × ak feature in Lk(x) to obtain an aggregated feature
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vector Ak(x) ∈ Rdk . For each input, we use the aggregation function Ak(·), either the mean

Ak = Mk or the standard deviation Ak = Sk. The aggregation of features is needed to reduce

the memory requirements and latency that detector introduces. Without it, the activations of

100 images from a single layer can take up to 22GB of memory. This aggregation step reduces

the size of these vectors down to 0.6MB. As we will show later on, the aggregated feature

vectors Ak(x) are sufficient to detect UAPs.

Setting a Baseline. To set a baseline for detection, we use points from the clean training

dataset Xclean. For each layer k, we compute the mean µk and standard deviation σk of the

aggregate feature vector Ak(·) over the clean dataset Xclean. For each new input xi, we compute

its z-score vector Zk(xi), where Zk(xi) = (Ak(xi) − µk)/σk for each component in Ak, relative

to the clean baseline vectors µk and σk. We use the top-t percentile of the z-scores in the vector

Zk(x
′) to identify the features that have the largest deviation from the baseline. Once we have

the average zavg,i of the top-t percentile values for input xi on layer k, we compare this to a

threshold θk,r to determine whether or not to flag the input for that layer, where θk,r is chosen

to have a desired False Positive (FP) rate r over the trusted clean dataset. A flag is set to

flag(xi) = 1 to signal that input xi deviates from the baseline on layer k.

In summary, our detector uses a trusted clean dataset Xclean as a baseline and first aggregates

the statistics of the hidden layer activations Lk(x) to a feature vector Ak(·) for each feature

at the chosen layer k. When given test inputs Xtest, we compute each sample’s aggregate

feature vectors Ak(xi) and calculate its z-score Zk(xi) with respect to the baseline mean µk and

standard deviation σk vectors. The average of the top-t percentile z-scores are then compared

to a threshold θk,r and the input is flagged flag(xi) = 1 if it exceeds the threshold. This process

is described in Algorithm 1.

Detector Calibration. Given the model, trusted clean dataset Xclean, and test set Xtest, we

discuss the process for choosing the remaining parameters of the detector. Since we refrain

from training on any particular UAP attack a priori, we propose an SGD-Layer algorithm to

generate perturbations for calibration. This method uses Stochastic Gradient Descent (SGD)

optimization to generate a perturbation that maximises hidden layer activations, similar to
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[3, 2]. The objective SGD-Layer optimises is:

−
∑
i

log

(∏
k

‖Lk(xi + δ)‖2

)
, such that δ ∈ P , (6.1)

where Lk is the model’s output for hidden layer k. SGD optimisation is chosen as it has been

shown to be the best perfect-knowledge (PK) algorithm for UAP attacks. Since it is able to be

tailored to attack specific layers, we use SGD-Layer to calibrate our detector, as the primary

mechanism of our detector relies on identifying elevated hidden layer activations.

To calibrate the detector we need to choose: aggregation function A, layer observed k, and

top percentile t. Given candidate layers k ∈ K for observation, we perform the SGD-Layer

attack for each k. For each of the generated SGD-Layer UAPs, we compute the AUC for both

aggregation functions Mk, Sk for each k ∈ K. The best layer k∗ and aggregation method A∗

are chosen to maximise the average AUC for these attacks. The detector then observes the

single layer that has the best aggregate performance. Grid search is used to find the best top-

percentile value t. For our initial experiments, we choose to only monitor a single layer with

HyperNeuron to better evaluate the method. It may be possible to combine multiple layers

to identify UAPs in a more complex learning task, however, this may have drawbacks for the

scalability, explainability, and robustness of the detector.

6.1.3 Measuring Detector Performance

The initial goal of our detector is to find inputs that have been perturbed by UAPs and to

detect adversarial perturbations even if they have not been successful as attacks. This allows

the defender to detect attempts to attack the model. We consider as true positives inputs

that contain a UAP even if they did not change the model’s original prediction. To evaluate

HyperNeuron, we take a subset of the training set as the trusted dataset Xclean for computing

the baseline vectors µk, σk. Tests are then conducted on a separate validation set. We apply the

UAP to samples from the validation set to measure the True Positive (TP) rate of the detector.

The False Positive (FP) rate is the number of clean inputs falsely flagged by the detector.
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Defendability-Universality Trade-Off. A properly constructed defence should be able to

force the attacker to face a defendability-universality trade-off. This is where the effectiveness

of the UAP attack on the model (universality) is at odds with its success in evading the defence

put in place (defendability). There is no recourse if an attack is highly effective and can not

be defended against. To evaluate HyperNeuron’s detection performance, we use the area under

the receiver operating characteristic (AUC-ROC), which we shorthand as area under the curve

(AUC). The receiver operating characteristic curve (ROC) is defined by plotting TP and FP on

the x and y-axes respectively. AUC is the area under ROC and is commonly used to capture

the overall performance of a binary classifier.

In evaluating the defendability-universality trade-off for HyperNeuron, we use the AUC to mea-

sure the overall “defendability” to an attack and the stated attack success metric to measure

the “universality” of a UAP attack. The attack success metric could be the UER or TSR as

previously defined in Section 2.2.1, depending on the attacker’s goals. Ideally, a good defence

forces the attacker to trade-off UAP detectability versus effectiveness, making it more challeng-

ing to evade both the model and the detector on many inputs with a single UAP. This would

translate to an inverse correlation between AUC and UER (or TSR).

6.2 Small-scale Images

We first evaluate HyperNeuron on an image classifier for the CIFAR-10 dataset [128]. This is a

small-image dataset that is commonly used as a benchmark for image classification and often

used in the machine learning literature.

6.2.1 Experimental Setup

The CIFAR-10 dataset [128] has 10 class labels and 32×32×3 images. We evaluate HyperNeu-

ron on a ResNet18 [6] model that has 94.02% accuracy on the test set. We use HyperNeuron

on the layer outputs of its 8 residual blocks numbered 1.0, 1.1, 2.0, 2.1, 3.0, 3.1, 4.0, 4.1, taking
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the output after the ReLU activation function. We compute the clean baseline vectors, µk, σk,

for each layer based on activation values from the 50,000 training set images.

Threat Model. We evaluate HyperNeuron against perfect-knowledge UAP attacks. For ad-

versarial capabilities, perturbations are applied under `∞-norm constraints. For the adversarial

goal, we evaluate HyperNeuron against both untargeted and targeted attacks. The effectiveness

of untargeted attacks are measured with the UER, defined as the proportion of inputs that are

misclassified. Targeted UAPs are evaluated according to their TSR, the proportion of inputs

classified as the target class. For more details on these metrics, we refer the reader to how our

threat models are defined in Section 2.2.

We evaluate with SGD untargeted and targeted attacks. We also test the detector with SGD

transfer attacks from a VGG16 model [7] that achieves 93.79% accuracy on the test dataset.

As a sanity check, we also evaluate against uniform random noise.

Detector Calibration. From the results shown in Figure 6.3, we select the mean Mk(·) as our

aggregation function and k = 1.1 as the layer to observe as this combination has the highest

average AUC across the UAP attacks. We refer to this HyperNeuron configuration of observing

layer 1.1 with mean aggregation as 1.1M. For the top percentile t, we found t = 85 to have good

performance on average, though the detection results are not too sensitive to this parameter

for 65 < t < 99.

Figure 6.3: Mean and standard deviation of AUC per layer for ResNet18 against SGD-Layer
for calibration at ε = 10.
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6.2.2 Layer Calibration

In this preliminary study, we use HyperNeuron to understand the relationship between the

universality and detectability of UAPs. We therefore analyze the differences in detection rates

across layers and for different perturbation magnitudes.

Layer Differences. Figure 6.3 shows that the AUC decreases in the later residual blocks, in

particular, for 4.0 and 4.1. A possible explanation could be that perturbations which mimic

low-level features primarily stimulate neurons in the earlier layers, as is the case for most UAPs,

but does not translate to increased activations for high-level features. So activations of inputs

with UAPs have much lower values in the later layers when compared to the clean baseline.

This shows that the tested UAPs appear to hyper-activate neurons in the earliest layers of the

model. This observation is line with the observation that these perturbations often resemble

low-level features reported in our previous chapters and previous work [28, 123, 3].

6.2.3 Detection Results

For untargeted attacks, we see in the top row of Figure 6.4 that UAPs with high universality

(UER) are correlated with high detectability (AUC). And for smaller perturbation values,

a lower AUC corresponds to a drastically reduced UER. This confirms the hypothesis that

universality and detectability are related. In the same figure, the targeted UAP attack against

class 5 (‘dog’) is consistently detected even when the TSR and perturbation are very small.

This example shows that the model is highly sensitive to the features that this targeted UAP

exploits. Even at very low ε = 2 perturbations can be detected by HyperNeuron at an AUC

of 0.8. On the other side, attacks that do not exploit sensitive features of the model require

larger perturbations to achieve high success rates, but they can be detected by HyperNeuron

at these large ε values.

We see in Table 6.1 that targeted UAPs for 8 out of the 10 labels have TSR higher than 75%.

Despite the model’s fragility to these targeted UAPs, HyperNeuron is able to successfully detect

them with a high AUC of at least 0.87.
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Figure 6.4: Evaluation metrics for ResNet18 against UAPs for different ε. Top row are untar-
geted UAPs, bottom row are targeted UAPs for class label indices 0, 4, and 5.

Differences in the TSR are likely a result of how the model was trained, as some class labels

could take up more space in the output manifold than the others depending on randomization,

dataset balance, training epochs, and such. Each class label may have specific sets of excitatory

and inhibitory neurons, so it is likely that the computed UAPs exploit these, leading to larger

signals on these particular neurons depending on the targeted class. Figure 6.4 shows that the

AUC for class IDs 4 and 5 are very high even for very low ε values. This is notable also as class

Table 6.1: Metrics for targeted UAPs at ε = 10 against ResNet18 on CIFAR-10.

Class ID 0 1 2 3 4 5 6 7 8 9
Class Label plane car bird cat deer dog frog horse ship truck
UER (%) 55.56 73.32 74.62 68.24 78.05 58.39 75.36 69.74 74.14 73.25
TSR (%) 55.73 81.88 83.22 75.12 87.10 59.26 83.57 76.49 83.11 82.19
Best AUC 0.958 0.957 0.961 0.957 0.965 0.933 0.972 0.869 0.965 0.904
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ID 5 has one of the lowest TSR while class ID 4 has the highest.

To summarise, we identify the two scenarios where UAP has high universality and how these

are detected in each case. In the first case, the UAP has naturally high UER even for small

perturbation values. These are detected with high AUC. In the second case, the UAP has

high UER only for larger perturbation values. It is these large perturbations that are then

readily detected with high AUC. These results confirm a trade-off between UAP universality

and detectability, and demonstrates the viability of HyperNeuron as a UAP detector. This

validates our detection method before applying it to the large-scale ImageNet benchmark.

6.3 Large-scale Images

In this section, we evaluate HyperNeuron’s detection capabilities against adversarial noise and

adversarial patch UAP attacks. This evaluation is done on the ImageNet [11] dataset, a stan-

dard benchmark for computer vision tasks with 1,000 class labels. Classifiers pre-trained on

ImageNet are frequently used as feature extractors [92] in DNNs for other tasks such as ob-

ject detection [102] and scene segmentation [34]. ImageNet’s pervasive use across real-world

computer vision applications makes models trained on it an important case to study.

6.3.1 Experimental Setup & Calibration

We evaluate HyperNeuron on ResNet50 [6] which takes ImageNet images with dimensions

224 × 224 × 3. Our chosen model achieves 76.13% accuracy on the clean validation set and

we calibrate HyperNeuron on the layer outputs of its 16 residual blocks numbered 1.0 to 4.2.

Clean baseline vectors µk, σk for each layer are based on the activation values from 50,000

random training set images, with 50 examples for each of the 1,000 class labels. To determine

the sensitivity of the detector to this baseline, we have repeated the evaluations for 10 different

sets of training images and found no significant variance in detection performance.

Threat Model. For adversarial capabilties, we consider both adversarial noise and adversarial
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patch attacks. For adversarial noise, perturbations are applied under `∞-norm constraints. For

the adversarial goals, we evaluate HyperNeuron against both untargeted and targeted attacks.

The effectiveness of untargeted attacks are measured with the UER, defined as the proportion

of inputs that are misclassified. Targeted UAPs are evaluated according to their TSR, the

proportion of inputs classified as the target class. For more details on these metrics, we refer

the reader to how our threat models are defined as in Section 2.2.

UAP Attacks. Evaluations are done on the 50,000 image validation set. For adversarial noise,

we test on a variety of universal attacks: SGD (Untargeted, Targeted, Transfer), SGD-Layer,

Perlin Noise. Then, we test our defence against adversarial patch UAPs [54]. We expect PK

attacks to be effective, but easy to detect. We also expect the remaining attacks to require

larger perturbation values to be more effective, and thus, be easily detectable.

For the transfer attacks, UAPs are generated on a separate model before being used to attack the

evaluated model. The UAPs we used for this are generated from a VGG16 model [7] trained on

ImageNet, a ResNet50 model trained on Stylized-ImageNet (SIN) [111, 123], and a ResNet50

model trained on both Stylized-ImageNet and ImageNet (SIN+IN). Stylized-ImageNet is a

variation of ImageNet using similar images, but designed to be differentiated based on high-level

shape features rather than low-level textural features [111]. All UAPs we use in the transfer

attacks achieve at least 90% UER at ε = 10 on the models they were generated from. For

coverage, we include an evaluation against Perlin Noise as these UAPs have high effectiveness

and are generated in a different way from the PK attacks. We use Bayesian Optimization to

find optimal attack parameters for Perlin Noise.

Calibration. From the results shown in Figure 6.5, we select the meanMk(·) as our aggregation

function and k = 3.0 as the layer to observe as this combination has the highest average AUC

across the SGD-Layer attacks. We refer to this HyperNeuron configuration of layer 3.0 with

mean aggregation as 3.0M. For the top percentile t, we found t = 95 to have good performance

on average, though the detection results are not too sensitive to this parameter for 90 < t < 99.

We now separate the analysis into of targeted and untargeted UAP noise attacks into two

separate sections, then go over results for adversarial patch UAPs.
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Figure 6.5: Mean AUC for HyperNeuron with each combination of observed layer and aggre-
gation function against SGD-Layer attacks with ε = 10 on ResNet50.

6.3.2 Adversarial Noise Evaluation

For adversarial noise UAPs, we see in Figure 6.6 that UAPs with high universality (UER) are

correlated with high detectability (AUC). And for smaller perturbation values, a lower AUC

corresponds to a lower UER. The detection rates remain high for all attacks.
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Figure 6.6: Evaluation metrics of HyperNeuron - 3.0M on ResNet50 against a variety of UAP
attacks for different ε.

Among the different types of UAPs, PK attacks exhibit high detectability as they were gen-

erated on the same model. More surprisingly, transfer attacks also have high detectability,
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perhaps as a result of either the shared model architecture or training datasets. In comparison,

procedural noise attacks have lower universality and require much larger perturbations to be

effective. UAPs are naturally detected for larger perturbations as they drift from the baseline

distribution. UAPs at lower perturbation values but with high UER are also detected often

like the SGD at ε = 8 with AUC = 0.95 and UER = 83.51%. UAPs that are not as frequently

detected have much lower universality. These findings confirm a defendability-universality

trade-off.

6.3.3 Targeted UAP Evaluation

ImageNet contains 1,000 distinct class labels and we first generate one targeted UAP for each

class at ε = 10. We find that the TSR ranges from 33.74% to 86.33% depending on the target

class label. The high TSR for several class labels is alarming. This further highlights the

importance of detecting and defending against these types of universal attacks.

Figure 6.7: Distribution of TSR of targeted UAPs across all 1,000 ImageNet class labels with
ε = 10 on ResNet50.

We sample targeted UAPs for 5 random class labels and report their performance and detection

rates in Table 6.2. Targeted UAPs with high TSR are all detected with AUC above 0.94.

This demonstrates the efficacy of HyperNeuron against targeted UAPs. On the other hand,

targeted UAPs with much lower TSR have AUC within the range 0.74-0.93. There is no direct

correlation between TSR and AUC, but this difference is likely a product of how the model’s
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learned representations for these classes affect their detectability. It is possible that activations

for some class labels could be dispersed over a wide number of neurons rather than having

notably higher activations for a small percentile of neurons, which makes it more difficult to

detect with HyperNeuron. This is in line with our results from CIFAR, where UAPs with high

Table 6.2: Metrics for targeted UAPs at ε = 10 against ResNet50 on ImageNet.

Class ID 698 109 815 854 611
Class Label palace brain coral spider web theater curtain jigsaw puzzle
UER (%) 65.13 73.40 70.57 78.82 81.82
TSR (%) 70.60 83.35 83.41 85.04 86.33
Best AUC 0.970 0.980 0.945 0.991 0.940

targeted success are also detected at a very high AUC. Since these UAPs are highly optimised,

they will be easier to detect with HyperNeuron. On the lower end of the targeted success

rates, class ID 960 is easy to detect, whereas those for class IDs 72 and 984 have slightly lower

detection rates. This is in contrast to CIFAR-10, where targeted UAPs for 80% had consistently

high TSR of at least 75.12% and high detection rates (0.89-0.99). This can be explained by the

difference in the number of class labels, 10 for CIFAR-10 and 1,000 for ImageNet.

The final layers again fail to detect UAPs similar to what happened in CIFAR-10. It is likely

that UAPs primarily hyper-activate early neurons, and the top activation values of perturbed

samples in these last layers naturally do not deviate as much from the baseline distribution.

For various ε values, the shape of the AUC curves remains consistent.

6.3.4 Adversarial Patch Evaluation

Adversarial patches are image patches that work as targeted UAPs and are robust to rotation

and translation [54, 62, 27]. These properties allow it to be printed for physical targeted attacks

on computer vision models. We evaluate against the ResNet50 model trained on ImageNet. In

contrast to previous experiments, circular adversarial patches are constrained by a special case

of `0-norm and are also optimised to be robust to transformations.
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To generate targeted adversarial patches we use SGD with an Expectation Over Transforma-

tions (EOT) objective, we refer the reader to our background discussion in Section 2.3.7 for

more details. We optimise the patches over 2,500 random images from the training set. This is

sufficient to generate effective targeted adversarial patches that achieve at least 80% TSR on

the 50,000 image validation set when covering 16% of the image area.

We limit adversarial patches to 16% of the image area as it becomes unreasonable to consider

patches that occupy much larger portions of the image where they can obstruct the original

object–with the patch effectively replacing the true class label of the original clean input. We

select three class labels to evaluate our defence against: jigsaw puzzle (#611), toaster (#859),

and chocolate sauce (# 960). Toaster was chosen as it was the primary example used by Brown

et al. [54], jigsaw puzzle and chocolate sauce were chosen as they had the highest and lowest

TSR amongst the targeted adversarial noise UAPs respectively.

Figure 6.8: Mean AUC for HyperNeuron with each combination of observed layer and aggre-
gation function against Adversarial Patch attacks with 16% patch size on ResNet50.

HyperNeuron Results. For detection of patches, we select the layer that has the best

detection performance. Based on results from Figure 6.8, we chose the standard deviation Sk(·)

as our aggregation function and k = 4.2 as the layer to observe as this combination has the

highest average AUC. We refer to this HyperNeuron configuration as 4.2S.

Under these constraints, adversarial patches likely exploit higher-level features that are more

robust to transformations and can be better recognised across images. It is these higher-level

features that correspond to the final layers of the model. 4.2S is able to detect adversarial

patches introduced with very high AUC (>0.9) for all adversarial patches that cover 8% or
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Figure 6.9: Top row shows metrics for targeted adversarial patches against ResNet50 on Im-
ageNet. There is significant overlap between the Best AUC and Block 4.2 AUC. Bottom row
shows the AUC per layer.

more of the image as seen in Figure 6.9. Using standard deviation makes sense intuitively as

the adversarial patch creates a large disparity in activation values between the original image

and the patch’s region.

Even when a patch is not the most effective at 4% of the image size, the patch is still reliably

detected at 0.8 AUC or more. The disparity in activations between the patch and the original

image allows the patch to be detected. That the patch has to be robust to translation across

the image means that it has to hyper-activate neurons which correspond to the area it occupies.

To conclude, our results show that both adversarial noise and patch UAPs with high UER are

detected by HyperNeuron with high AUC. We next evaluate the performance of HyperNeuron

with more practical applications in mind.

6.4 Detection in Practice

We have shown that HyperNeuron is able to reliably detect both adversarial noise and patch

UAPs. Our results also show that UAPs with high universality often have high detectability

with HyperNeuron. We now apply HyperNeuron in practice by first, combining the detection

for both noise and patch UAPs; and second, by measuring the latency our detector introduces.
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6.4.1 Performance Metrics in Practice

It is also useful to understand how the detector affect the overall performance of the system.

When applying a UAP to a set of inputs, the attacker’s objective is to maximise the model

error for perturbed inputs. Thus, perturbed inputs not flagged by the detector achieve this

goal only if they are also misclassified. When we measure the performance of the model on

the clean dataset, the detector should ideally not flag clean inputs that the model classifies

correctly. To measure the performance of HyperNeuron in practice, we assume that inputs

flagged by the detector (flag(x) = 1) are discarded. Non-discarded inputs (flag(x) = 0) are

classified. Thus, we define two metrics: the Attack Success Rate (ASR) as the proportion of

non-flagged perturbed inputs that have been misclassified, and the Clean Performance (CP)

as the proportion of non-flagged clean inputs that have been correctly classified. The former

penalises the detector when it fails to discard misclassified perturbed inputs, while the latter

penalises the detector when it discards correctly classified clean inputs.

ASR(δ) = |{x ∈ X : flag(x′) = 0 ∧ f(x′) 6= τ(x′)}| · 1

|X|
(6.2)

CP = |{x ∈ X : flag(x) = 0 ∧ f(x) = τ(x)}| · 1

|X|
(6.3)

where x′ = x+ δ. ASR does not penalise flagging perturbed inputs that are correctly classified

as the perturbation may indicate a potential malicious adversary. CP does not penalise flagging

clean inputs that are misclassified by the model, as it is more detrimental to serve incorrect

predictions without flagging them. For the defender, lower ASR and higher CP are preferred.

Note that the ASR and CP deviate from the usual performance metrics UER outlined in

Section 2.2 since the system has the additional detection component. In this evaluation, we

use the ASR, CP, and AUC to evaluate the detector’s and attacker’s performance.
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6.4.2 Practical Evaluation of HyperNeuron

In our previous results, we have shown that we can configure HyperNeuron to observe layer 3.0

with mean aggregation (3.0M) and to observe layer 4.2 with standard deviation aggregation

(4.2S) to get good performance in detecting adversarial noise and patch UAPs respectively.

However, in more realistic scenarios, it is not always known beforehand what type of adversarial

perturbation an attacker may introduce. Thus, it is useful to have a detector that can flag both

adversarial noise and adversarial patch UAPs.

Combining Mask and Patch Detection. In the general case, we combine the detection

of both noise and patch UAPs by flagging an input when it is flagged by either 3.0M or 4.2S.

We refer to this configuration as 3.0M+4.2S. To measure the ASR and CP, we set the detector

thresholds to have 5% false positive rate on the clean baseline for each of 3.0M and 4.2S. Our

results in Table 6.4 show that this naive rule is sufficient to create a detector that reliably flags

both types of UAPs.

In Table 6.4, the combined detection 3.0M+4.2S simultaneously reduces the average ASR on

both noise and patch UAPs by 85% compared to the ASR on no defence, while retaining more

than 95% of the original CP. When averaging over both noise and patch attacks, 3.0M+4.2S

achieves much better performance only at a marginal cost of CP. Additionally, the layer that

flags the input indicates to the defender whether the input is more likely to have a noise or

a patch UAP. Table 6.3 shows that 3.0M and 4.2S are good for decreasing ASR on noise and

patch attacks respectively.

Table 6.3: Detection performance for adversarial noise and patch UAPs against ResNet50.

AUC ASR (%)

Perturbation Attack UER 3.0M 4.2S 3.0M+4.2S 3.0M 4.2S 3.0M+4.2S

Mask SGD 92.50 0.981 0.332 0.966 6.29 92.11 6.14
(ε = 10) SGD 611 90.05 0.933 0.509 0.897 24.80 85.70 22.43

Perlin Noise 59.33 0.940 0.853 0.919 12.20 58.86 11.98

Patch Target 611 92.53 0.381 0.982 0.966 90.53 5.15 4.90
(16% Area) Target 859 89.03 0.416 0.965 0.935 86.60 14.83 14.46

Target 960 84.39 0.385 0.956 0.922 82.75 14.14 13.81
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Table 6.4: Metrics (in %) summarizing metrics from Table 6.3 configurations against adversarial
noise and patch UAPs on ResNet50.

No Defence 3.0M 4.2S 3.0M+4.2S
Avg. ASR: Mask 80.27 14.43 78.89 13.52
Avg. ASR: Patch 88.65 86.63 11.37 11.06
Clean Performance (CP) 76.13 73.55 74.17 72.91

Table 6.5: Average time for inference and detection in milliseconds (ms) on a batch size of 64
images on ResNet50.

No Defence 3.0M 4.2S 3.0M+4.2S
Time per batch 75.53 110.02 108.27 130.82
Time per image 1.18 1.72 1.69 2.04
Latency per image - 0.54 0.51 0.86

Runtime Analysis. We measure the latency of HyperNeuron when defending the ResNet50

model from both adversarial noise and adversarial patch attacks in Table 6.5. The detection

component of HyperNeuron is run on the CPU, and the model is run on a GeForce RTX 2080 Ti

GPU. When an input is given to the model, HyperNeuron saves the aggregated statistics of the

activations on the observed layers, computes the mean of the top percentile, then compares it to

the threshold set. We show the runtime performance of HyperNeuron with the three detection

configurations: 3.0M, 4.2S, 3.0M+4.2S. These three correspond to the noise-only, patch-only,

and combined detection configurations respectively.

Our results show that the runtime with HyperNeuron remains on the same order of magnitude

as inference without the defence. This is in contrast to other defences like SentiNet that

introduce orders of magnitude more latency per batch at 2 seconds (2,000ms) [67] on similar

hardware. The per-image latency that HyperNeuron introduces is a fraction of a thousandth

of a second demonstrates that it is extremely efficient and suitable for real-time applications

such as image classification or object detection in videos of up to 60 frames per second. The

added 55 millisecond latency from HyperNeuron would then be negligible.

To summarise, HyperNeuron simultaneously decreases the ASR of both adversarial patch and

adversarial noise UAPs at low latency without significantly degrading the model’s CP. These

advantages make it viable for practical applications as it can be run in real-time and detect
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both types of perturbations. To better put the performance of HyperNeuron into context, we

next compare the performance of HyperNeuron against existing defences designed for UAPs.

6.5 Comparison with Existing Defences

Existing defences for adversarial noise UAPs denoise the input or retrain the model to correct its

output on perturbed inputs [75, 129, 53, 77]. These approaches are good for correcting model

predictions on tested universal attacks without having to intervene during model inference.

However, no information is gained as it is unclear if the errors made by the model are caused

by maliciously altered inputs or by natural model error. HyperNeuron takes a different approach

by performing detection instead. Detection is more advantageous as it alerts the user of active

attacks, and helps identify input sources with compromised integrity. So long as existing neural

networks remain largely vulnerable to adversarial examples and do not achieve near-perfect

accuracy on clean datasets, detecting attacks would have this advantage.

6.5.1 Related Work

HyperNeuron is the first UAP defence to demonstrate simultaneous efficacy against both ad-

versarial noise and adversarial patch UAP attacks. To be able to compare with the existing

literature, we compare our method against defences designed for each of these threats individ-

ually. We give a brief summary of the defences we compare against, these were discussed in

greater detail in Section 2.4.

For adversarial noise UAPs, we compare against Selective Feature Regeneration (SFR) [77]

and Adversarial Training (AT) [23]. SFR works by regenerating the top 50% of adversarially

susceptible activations and retraining it with feature regeneration units (FRU). They first

identify features of the pre-trained model that are most susceptible to adversarial attacks and

then they deploy these FRUs which are trained to transform some convolutional filter activations

into more resilient features that are robust to universal attacks. SFR is chosen as it outperforms
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other UAP defences for recovering model accuracy on adversarial noise UAPs [77].

AT is chosen as it has been the benchmark defence in the adversarial machine learning literature.

It is a straightforward method in that it augments the training set with adversarial examples.

Additionally, we have yet to see work that shows the effectiveness of AT in improving model

robustness against UAPs. We use the fast AT algorithm [130], which significantly speeds up AT

by computing the gradients for adversarial perturbations and model weights simultaneously.

For adversarial patch UAPs, we compare HyperNeuron with SentiNet, a defence that has been

shown to be able to detect adversarial patch UAPs [67]. Given an input image, SentiNet first

uses model explainability techniques and object detection to identify the input image regions

that most highly influence the model prediction. It then applies this extracted region on a

set of trusted test inputs to observe the model output. SentiNet then compares the behaviour

of the model on this synthetic dataset versus its behaviour on the trusted inputs to reach a

prediction on whether the original input image is affected by an adversarial perturbation.

6.5.2 Comparison & Results

To compare HyperNeuron with non-detection defences, we use Attack Success Rate (ASR) and

Clean Performance (CP) metrics. Note that ASR and CP are defined with detection in mind.

For non-detection defences, ASR is equivalent to UER and CP is the accuracy on the clean

dataset as there is no flagging mechanism to reject inputs. These metrics make sense as they

measure the relevant performance of the model on the perturbed and clean datasets for both

detection and non-detection defences. When comparing methods, a better defence will have

lower ASR and higher CP.

Adversarial Noise. We compare against SFR and a fast AT algorithm with `∞-norm = 4

on a ResNet50 model. Table 6.6 shows that HyperNeuron (3.0M+4.2S) achieves much lower

average ASR for both adversarial noise and patch attacks when compared to SFR and AT.

HyperNeuron decreases the ASR closer to zero as it can reject perturbed inputs, whereas the

other non-detection defences are restricted by their error rate on the clean dataset. These
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Table 6.6: Comparison of HyperNeuron with non-detection defences over noise and patch UAPs
on ResNet models for ImageNet. Lower ASR and higher CP indicate better model performance.
All metrics are in %.

No Defence SFR[77] AT[130] M+S (Ours)
Avg. ASR: Mask 80.27 29.77 48.72 13.52
Avg. ASR: Patch 88.65 38.41 78.88 11.06
CP 76.13 75.47 53.83 72.91

Table 6.7: Comparison of HyperNeuron with non-detection defences on noise and patch UAPs
on ResNet models for ImageNet. First six rows show ASR for each attack. Metrics are in %.

Perturbation Attack SFRa[77] ATb [130] 3.0M+4.2Sb (Ours)
Mask SGD 25.39 51.43 6.14
(ε = 10) SGD 611 25.12 46.75 22.43

Perlin 38.80 47.97 11.98
Patch Target 611 38.28 79.10 4.90
(16% Area) Target 859 38.60 79.43 14.46

Target 960 38.36 78.10 13.81
Avg. ASR: Mask 29.77 48.72 13.52
Avg. ASR: Patch 38.41 78.88 11.06

CP (No Attack) 77.47 53.83 68.48
aBase model is a ResNet152 with 79% accuracy undefended.
bBase model is a ResNet50 with 76% accuracy undefended.

defences like SFR and AT attempt to restore the model’s clean performance on the perturbed

images. This means that the ASR of UAP attacks on these defences would be bounded below

by their error on non-perturbed images. Thus, if the model’s performance on the clean dataset

is far from perfect (e.g. ResNet50 has 23.87% error on benign ImageNet) then the ASR is

greater than this value.

SFR is able to decrease the ASR of SGD much closer to its clean error. However Perlin Noise,

which is a non-gradient based attack, achieves a better ASR than SGD. This shows that SFR

does not generalise as well to unseen UAPs when compared to HyperNeuron. For noise UAPs

against AT, we see in Table 6.6 that their average ASR of 48.72% is very close to its error

on the clean dataset which is 46.17%. This means that AT with FGSM does make the model

insensitive to noise UAPs. However, as the CP is very low at 53.83%, the model still makes

many errors on both perturbed and non-perturbed images. Additionally, AT does not improve

the robustness against adversarial patch attacks. This is in line with recent results showing
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that AT defences have difficultly achieving robustness against multiple types of perturbations

simultaneously [131, 73]. Unlike SFR and AT, HyperNeuron does not attempt to recover the

correct class label but can give information on the integrity of input sources. The automatic

recovery of labels is an advantage if the model has near-perfect accuracy or if intervening with

the deployed model is costly. Feedback on the integrity of inputs is useful if the defender actively

monitors model inputs for malicious attacks or data drift. The defender has to consider that

aspect when evaluating and deploying a defence.

Adversarial Patch. We compare HyperNeuron with SentiNet [67]. Since their defence is

a detector, we can directly compare the TP and FP rates on adversarial patch attacks. We

measure 98.5% TP at 4.8% FP for an adversarial patch that is roughly 25% of the image area,

which targets the toaster (#611) class on a VGG16 trained for ImageNet. In a similar attack

on VGG16, HyperNeuron achieves 97.9% TP at 4.9% FP for 3.0M+4.2S. SentiNet appears

to achieve slightly better performance, but with a latency of 2 seconds on similar hardware.

In contrast, HyperNeuron is primarily run on the CPU and introduces a drastically reduced

latency of 0.055 seconds for a batch of 64 images. Thus, HyperNeuron is orders of magnitude

faster, and whilst SentiNet is not viable for real-time application HyperNeuron (0.055 seconds)

can be used for live detection. Taking these differences into consideration, HyperNeuron could

be used to complement more accurate but computationally expensive defences like SentiNet by

acting as a pre-filter for inputs to analyze. A defender should consider these trade-offs of speed

and performance depending on their model’s application.

To summarise, HyperNeuron has the distinct advantage of being able to simultaneously defend

against both adversarial noise and adversarial patch UAPs with significantly lower latency,

while maintaining competitive or better ASR and CP when compared to existing defences.

HyperNeuron has sufficiently low latency, to be easily applied to existing models without sig-

nificantly increasing computation costs, and this makes it a practical choice for deflecting UAP

attacks. Now that we have shown its efficacy, we evaluate its performance in the presence of a

defence-aware adversary.
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6.6 Defence-aware Adaptive Attack

We consider the case where the attacker has PK of the model, including knowledge of the

detection mechanism. The attacker’s goal is to maximise ASR by generating a UAP that also

evades HyperNeuron. ASR is an appropriate metric as it measures the proportion of unflagged

misclassifications made on a perturbed set of inputs. UAP generation and evaluation is done

on the 50,000 ImageNet validation set, and the detector thresholds are set to have 5% FP rate

on the clean baseline for 3.0M and 4.2S. 3.0M+4.2S flags the input if it is flagged by either.

To generate an adaptive attack, we focus primarily on adversarial noise UAPs and assume the

defender uses 3.0M for detection as it has shown to be the most capable for detecting noise

UAPs. We apply SGD optimization to a new loss function which we call the Baseline-Feature

attack: ∑
i

(L(xi + δ)− ReLU (Mk(xi + δ)− µk)) (6.4)

The first term is taken from SGD to maximise the model’s loss, while the second term minimises

the resulting UAP’s detectability. The ReLU penalises the perturbation when its activation

exceeds the value of the baseline vector, an assumption that HyperNeuron relies on. This

formulation is similar to that of the feature adversary [132], but instead of optimizing towards

the activations of a guide image, we optimise against the mean baseline µk used by the detector.

We compare this Baseline-Feature attack with SGD, the primary attack for maximizing ASR

on an undefended model.

Figure 6.10 shows that the Baseline-Feature attack improves the overall ASR even when Hyper-

Neuron is present. It is able to recover an average of 53% of the original ASR when compared

to SGD on an undefended model. However, the Baseline-Feature UAP generated has signif-

icantly less ASR on the undefended model (note ASR = UER when there is no detector).

This shows that the detector still mitigates a large fraction of the UAP attack as it forces

the attacker to sacrifice attack UER for a decrease in detectability, supporting the idea of the

defendability-universality trade-off.
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Figure 6.10: Defence-aware attacks against HyperNeuron for ResNet50 on ImageNet validation.
ASR of SGD on the undefended model is shown on the right subplot in gray for reference.

6.7 Application: Perceptual Ad-blocking

Having seen the effectiveness of HyperNeuron against both adversarial noise and patch UAP

attacks on ImageNet, we now test against perceptual ad-blocking as another example of a prac-

tical setting, but this time in the digital domain. The previous practical attack for the physical

domain came in the form of adversarial patches. This case is of interest as the application re-

quires real-time detection of ads to block them from the user. We implement two UAP attacks

against page-based perceptual ad-blockers and evaluate HyperNeuron on these attacks.

Perceptual ad-blocking detects online advertisements on a web page based on their visual

content. However, Tramer et al. have shown that existing methods are vulnerable to UAPs [58].

As a webpage has very dynamic and constantly changing content, adversarial perturbations

applied would necessarily have to be universal so that they are robust to arbitrary changes in

the content of the web page. We take advantage of this property to detect the attacks.

Model. Page-based perceptual ad-blockers, such as Sentinel [133], identify images on rendered

web pages. This is an object detection model that outputs the bounding box coordinates of

the detected ads and a confidence score. For details on the object detection task, we refer the

reader to Section 3.5.1. For ad-blocking, there are only two class labels (“ad” and “not ad”).

The model used is based on YOLOv3 with a DarkNet53 feature extractor [102], which has
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comparable performance to ResNet50 on ImageNet. We use the pre-trained object detector

made available by Tramer et al. [58], which achieves an 80% true positive rate for detecting

ads on our test set of 225 web page screenshots.

Attacks. We focus on two types of attacks: the overlay attack, where the UAP enables ads

to evade detection, and the overflow attack, where the UAP overflows the model with false

ad predictions [58]. Perturbations are generated by computing a small noise, then tiling the

web page with the computed noise. SGD is used to optimise the noise for either hiding all

ads or overflowing the model. These can be seen as targeted UAP attacks. We apply the

two attacks on the test set of 225 web page screenshots for ε = 0.3, 0.5, 1, 2, 4, 8 under the

`∞-norm perturbation constraints. For the overlay attack, we measure the total number of

ads detected and “ad decrease”–the percentage of pages where the UAP has decreased the

number of ads detected. For the overflow attack, we measure the total number of ads detected

and “ad increase”–the percentage of pages where the UAP has increased the number of ads

detected. These attacks are extremely effective even for very low perturbation values as seen

in Figure 6.12. The overlay attack halves the total number of ads detected at ε = 1 and the

overflow attack doubles the total number of ads detected at ε = 0.3. These results demonstrate

the fragility of the ad-blockers to visually imperceptible UAPs. This ε is extremely small as it

is a fraction of the maximum possible pixel perturbation of 255.

Figure 6.11: AUC per layer of HyperNeuron for YOLOv3 against overlay and overflow attacks
at ε = 1.

Detection Results. To detect attacks, we monitor the convolution blocks of the DarkNet53.

We see in Figures 6.11 and 6.12 the performance for each layer and find that mean aggregation

on layers 7, 13, 19, and 39 all achieve near perfect (>0.99) AUC in detecting both types of
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Figure 6.12: Evaluation metrics for YOLOv3 against overlay and overflow attacks for different
ε. The plots on the right show the total number of detected ads.

attacks, even for small perturbation values. HyperNeuron is able to detect all attacks with near-

perfect AUC, as seen in Figure 6.12. This shows that YOLOv3 is highly vulnerable to UAPs

but these UAPs are highly detectable by HyperNeuron. Thus, in tasks where the universality

of adversarial perturbations is important in generating realistic and successful attacks, we show

that HyperNeuron is able to detect UAPs with near-perfect AUC for small perturbations. The

attacks are most evident in the middle layers. There is a hyper-activation of neurons in both

attacks, which suggests that there may be distinct sets of neurons that inhibit and excite the

detection of ads and the overlay and overflow UAPs activate distinct subsets.

6.8 Limitations & Trade-offs of HyperNeuron

Although HyperNeuron is not perfect in reducing the ASR of all UAPs to 0, it is successful

in mitigating the ASR on a large variety of both adversarial noise and patch UAPs, and it

is readily scalable and applicable in practice. We also see that UAPs that evade our detector

have reduced UER on an undefended model. HyperNeuron compares favorably against existing

UAP defences while adding minimal computational overhead.
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Simplicity & Scalability. Simple heuristics are used in HyperNeuron (mean, standard de-

viation, z-score, top-t percentile) to reduce the dimensionality of activation vectors and the

complexity of the detector. This is reflected by the incredibly low latency it introduces. An

additional advantage of using these heuristics is that their failure cases are well understood and

can be explained; we are able to calibrate and interpret our detection results when it fails.

Limitations. For adversarial patches, SentiNet is an example of a detector with slightly

better performance, but with orders of magnitude larger latency which makes it impractical

for live detection. In contrast, HyperNeuron is more practical and can be combined with other

defences. HyperNeuron complements these more effective but expensive defences as it can act

as a pre-filter to decrease the total computational cost.

Decreasing our detector’s ASR against the defence-aware attacks covered in this section would

require increasing the number of FPs and negatively affecting CP. This would favor the defender

more if there is a higher frequency of attacks on the model, but not necessarily when attacks

are rare or infrequent. This trade-off should be made depending on the application and a risk

assessment of both the likelihood and severity for each type of error (FPs and FNs).

We have empirically shown that the defendability-universality trade-off holds for known UAP

attacks on ImageNet. This includes a novel adaptive UAP feature attack that is designed

specifically to evade HyperNeuron. Increasing the dispersion of a UAP’s hidden layer activations

improves its chances of evading detection, though this still greatly sacrifices its universality when

compared to the SGD attack.

6.9 Discussion

We highlight observations made when evaluating our defence and the implications of our results.

1. Defendability-universality trade-off. The success of HyperNeuron and our extensive

results have led us to a better understanding of how to detect UAPs via the hyper-activation

of neurons. Although defending against input-dependent attacks is extremely difficult [30, 29,
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25, 127], we present a more hopeful picture against universal attacks. We demonstrate how

it can be made more challenging for an adversary to simultaneously evade both the model

and detector on a large subset of inputs when using a single UAP, thus forcing a trade-off

between UAP universality and detectability. As the universality of adversarial perturbations

is a cornerstone for many practical and physically-realisable attacks, this gives us confidence

that more robust defences against adversarial attacks can be developed for real-world machine

learning applications.

2. Disadvantages of existing non-detection defences. Non-detection defences do not

distinguish between adversarial or natural model error when detection can. Thus, for models

that are actively monitored, detection-based defences provide more information on the integrity

of their input sources. When the model makes an error, it is not clear if it was due to an

adversary or model error. This disadvantage became evident when we compared the number

of misclassifications on perturbed images using the Attack Success Rate (ASR) for various

defences. The ASR of non-detection defences could only be as good as their error on the clean

inputs, whereas detection-based defences like HyperNeuron are able to flag any suspicious

inputs. This is problematic for non-detection defences especially when the model has far from

prefect accuracy on the clean dataset, which is the case for ImageNet. Thus, detection-based

defences seem better in this case, as it gives the defender more information on the integrity of

their input source. HyperNeuron was able to reduce ASR much better than the non-detection

defences like AT and SFR since the model had high error on the clean dataset to begin with.

The error on the clean dataset acted as a lower bound for the ASR on these non-detection

defences. This result shows that for models with far from perfect clean accuracy, recovering

clean accuracy on a perturbed dataset is not enough to significantly reduce ASR.

6.10 Conclusion

In this chapter, we have designed HyperNeuron, a new detection algorithm that successfully

identifies UAP attacks across the entire range of experiments that we have conducted. The
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extensive testing on benchmark datasets, a broad selection of UAP attacks, and on real appli-

cations such as adversarial patches and perceptual ad-blocking heavily suggests the presence of

a defendability-universality trade-off inherent in UAPs. Equally important, this evaluation has

led to a new understanding of how UAPs manifest in DNNs through neuron hyper-activations.

HyperNeuron runs with minimal latency of 0.86ms per image for ResNet50 image classification

and greatly outperforms existing UAP defences in terms of latency, while comparing favorably

in terms of detection performance. It is also a general algorithm that can be applied to many

tasks including image classification and object detection. To summarise, we enumerate the

main findings of this chapter:

• We propose HyperNeuron, a fast and scalable detector that is able to simultaneously

detect both adversarial noise and adversarial patch universal attacks with extremely low

latency. This is based on our observation that UAPs hyper-activate neuron values on

specific layers of a DNN, which allows for their detection.

• We show that UAPs exhibit a trade-off between detectability and universality, even for

defence-aware attacks. Our results provide a more general methodology for comparing

and evaluating existing and future universal attacks and defences.

• We highlight the role of UAPs in existing practical attacks on DNNs, and show that

HyperNeuron can successfully detect attacks in realistic scenarios, such as adversarial

patches against image classification and adversarial noise on perceptual ad-blocking.

• Our analysis also demonstrates the advantages and disadvantages of existing UAP de-

fences, and how a detection-based defence can fare better than non-detection ones for

models with far from perfect accuracy.
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Conclusion

Advances in DNNs have transformed the field of computer vision as they have demonstrated

increased utility in many popular and security-relevant computer vision applications such as

image recognition, object detection, autonomous vehicles, and medical imaging. Despite this,

computer vision DNNs have been shown to be vulnerable to systemic attacks in the form of

UAPs. The efficiency and practicality of UAP attacks is a major threat as it enables many

concrete attacks to be deployed, drastically lowering the bar for adversaries to undermine the

integrity and reliability of these machine learning systems. It is therefore important that we

can effectively mitigate UAP attacks in practical and scalable ways without compromising on

model accuracy and utility. In this chapter, we briefly summarise our main achievements and

discuss future research directions.

7.1 Summary of Thesis Achievements

In this thesis, we have advanced the understanding of and mitigation of UAP attacks. For

understanding UAPs, we used procedural noise (Chapter 3) to replicate the distinct visual

patterns present in UAPs in the input space. We showed that our procedural noise patterns

can be used in very efficient zero-knowledge UAP attacks. These results have notable implica-

tions. The universality of our ZK method introduces the possibility for large-scale attacks on

162



7.1. Summary of Thesis Achievements 163

DNN-based machine learning services, and the use of Bayesian optimization makes ZK attacks

significantly more realisable. Compared to the state-of-the-art at the time, we were able to

reduce the number of queries required to perform successful input-dependent ZK attacks by up

to 2 orders of magnitude: from 888 to 8.4 queries on average. The ease in which procedural

noise is generated and the lack of model access required for the attack to be successful tips

the balance in favour of adversaries. The results also suggested that procedural noise attacks

exploit low-level features that DNNs are sensitive towards. This has worrying implications on

the safety of transfer learning and model reuse, as it is often these low-level features that are

preserved when retraining models or reusing components of pre-trained models for new tasks.

That our procedural noise attack generalises across models and computer vision tasks is of

great concern and presents a real threat to computer vision DNNs as we were able to use the

same procedural noise algorithms to attack another computer vision task in object detection.

This highlights the need to harden models against UAPs.

To investigate the susceptibility of low-level features learned by models to adversarial attacks,

we explored the UAP robustness of shape-biased and texture-biased models (Chapter 4). Al-

though compelling, neither the shape nor texture hypotheses seem to adequately address the

phenomenon of adversarial perturbations. Having evaluated the robustness of these methods,

we see that training on the shape-biased Stylized-ImageNet does not mitigate any vulnerability

to UAPs, but instead shifts the sets of features that these models are vulnerable to. In our

analysis, we found that generated UAPs favour classification towards specific class labels, and

these dominant class labels align with the visual appearance of their corresponding UAPs. Our

findings give insight into how the choice of training datasets affect the visual appearance of

UAPs and the resulting robustness of the models to certain class labels. That there are gen-

erally successful targeted UAPs for almost all of 1,000 ImageNet class labels for each of the

models, regardless if they were trained on ImageNet or Stylized-ImageNet, shows the breadth

of the attack surface and model vulnerabilities to UAPs. When the same model architecture

is trained on different datasets, the features it is vulnerable to shifts. Despite UAPs being a

weakness, we argue that the novel analysis based on UAP’s dominant class labels introduced in

our study can be adopted for evaluating and understanding the robustness of computer vision
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models for various tasks, datasets, and model architectures. Finally, we propose ensembles

of texture and shape-biased models, showing that it can maintain clean performance while

improving on universal adversarial robustness.

The initial improvement in using ensembles to increase UAP robustness without sacrificing

clean performance is a step in the right direction. To take this idea further, we formulated the

accuracy-robustness trade-off that model owners have to face, where the goal is to robustify

models to UAPs without significantly degrading accuracy. Our results showed that Jacobian

Regularisation (JR) combined with model ensembles has many advantages in greatly improving

model robustness to UAPs without compromising on model accuracy (Chapter 5). We proved

that applying JR and increasing the number of base learners for a model ensemble each on

their own improves the theoretical bounds indicative of increased robustness to UAPs. We

then empirically verified our theoretical derivations by applying JR to neural networks trained

on popular benchmark datasets and evaluating their robustness to various UAPs. We found that

even a small amount of JR drastically improves model robustness against many universal attacks

with negligible downsides to clean performance. To augment this, our proposed Jacobian

Ensembles achieves previously unseen levels of accuracy and robustness, greatly improving

over previous methods that tend to skew towards only either accuracy or robustness. Thus, it

is indeed possible to get the best of both worlds.

Jacobian Ensembles greatly improve the stability of models to small perturbations. However,

degradation in model performance is inevitable for sufficiently large perturbations. To solve this

problem, we demonstrated that larger perturbations are necessarily more detectable by con-

structing a robust detection-based defence in HyperNeuron (Chapter 6). Our results showed

the effectiveness and generalisability of HyperNeuron to attacks on DNNs under different con-

straints (noise, patches) and tasks (image classification, object detection), as well as realistic

use-cases such as adversarial patches and perceptual ad-blocking. HyperNeuron introduces min-

imal latency, making it usable in real-time applications such as object detection and perceptual

ad-blocking. It can also be a viable pre-filter to complement more computationally expensive

defence mechanisms. And our evaluations with HyperNeuron have led to a new understanding

of how UAPs manifest in DNNs through neuron hyper-activations. Finally, we developed a



7.2. Future Work 165

defence-aware adaptive attack against HyperNeuron to show that, even in the worst-case sce-

nario, the trade-off between detectability and universality holds as the attack greatly sacrificed

its effectiveness to reduce its detectability. This demonstrates the defendability-universality

trade-off, where attackers necessarily have to sacrifice their attack’s universality in exchange

for the ability to evade our defence. Advancing these two key trade-offs, with the other being

the accuracy-robustness trade-off, gives us hope in the future of robust machine learning. Over-

all, our findings enable us to put defences for neural networks against realistic and systemic

UAP attacks on more practical footing.

7.2 Future Work

We believe that constructing defences to universal attacks is an important component towards

solving the wider problem of adversarial examples for DNNs. As input-dependent adversarial

attacks have been shown to be very difficult to defend against, thoroughly defending against

UAPs is a more achievable first step. This is an important challenge that must be overcome to

secure DNNs in widely-used and security-critical domains.

From our studies with procedural noise and models trained on texture and shape-biased datasets,

we revealed that many UAPs exploit patterns that either correspond to low-level features or

particular class labels. This finding can perhaps be extended to other applications outside

computer vision, particularly in signal processing domains, where analogues to low-level fea-

tures or procedural noise can be found. Bayesian optimisation can be similarly used to enhance

novel ZK attacks, and the analysis of dominant labels of UAPs can reveal learned features and

vulnerabilities of models in different application domains. The characterisation of the entire

UAP attack surface remains an open challenge. From our initial results, we found class labels

of the dataset to be a useful tool in describing these. However, in applications where labeled

data is not as descriptive like in binary classification or unsupervised learning, these labels may

not be as informative. In these cases, a more detailed analysis of either the training dataset or

the hidden layer activations can make for better characterisations of the attack surface.
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For the mitigation of UAP attacks, we have made considerable progress on two sides. The first

being improvements in model stability with Jacobian Ensembles, leading to robustness against

UAP attacks that use small perturbations. The second being improvements in the detection of

UAPs with HyperNeuron, with notable success in detecting significantly large perturbations.

When it comes to practice, the ideal defence should be to handle UAP attacks that make use of

both small and large perturbation sizes. Thus, a logical next step would be to combine two such

approaches that can combat each threat individually as these would complement each other. We

encourage future work to explore defence frameworks that can unify multiple types of defences

to achieve superior performance across various attacks without sacrificing clean accuracy. The

main challenge would come in navigating the accuracy-robustness trade-off while taking into

account various levels of attacker strength such as perturbation magnitude to reconcile any

conflicts when combining different defences.

We also hope that future work will explore in more depth a closer integration between at-

tack detection and model retraining. Although we lightly touched on this with HyperNeuron,

improving how defenders deal with detected adversarial attacks could further enhance the ro-

bustness of the entire machine learning system to universal attacks. It is possible that an

optimal solution has to be modular in nature to deal with the increasing diversity of adversar-

ial threats to machine learning models, as such, a unifying framework that can manage different

threats and defensive mechanisms is worth exploring.
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