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Abstract

Deep learning has displayed considerable promise in medical image segmentation for
various applications, such as disease prognosis, quantifying disease progression, lesion
volumes, tumour progression, and radiotherapy planning. However, the availability of
ample annotated datasets for training is restricted and obtaining expert annotations is
highly resource-intensive and time-consuming, making it troublesome to obtain a sizeable
dataset. As a result, models are frequently trained on smaller datasets, which may not
generalise well to changes in data characteristics, known as domain shifts.

To overcome the challenges of low data availability and domain shift, we focus on label-
efficient paradigms and their robustness to environmental changes. The research presented
in this thesis aims to achieve three primary objectives. Firstly, we intend to demonstrate
the potential and pitfalls of machine learning in medical imaging through a case study
in traumatic brain injury outcome prediction. We also emphasise the under-utilisation of
data owing to annotation limitations. Secondly, we define an evaluation scheme for the
robustness of Semi-Supervised Learning in medical image segmentation, focusing on data
shifts and assessing the model’s performance on downstream tasks such as classification.
Our empirical analyses using a state-of-the-art generative model-based network highlight
its generalisability and robustness in in- and out-of-domain tasks. Our evaluation frame-
work contributes to the broader discussion on the efficacy of Semi-Supervised Learning
methods in medical image segmentation. Finally, we propose a novel Semi-Supervised
Learning method based on generative modelling that carefully utilises the latent features
extracted from diffusion models, showcasing their ability to segment medical images ro-
bustly. Our experiments showcase the superiority of the proposed Timestep Ensembling
Diffusion Model in diverse medical imaging tasks and illustrate the impact of mindful
design choices.
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(∑

l w
2
l h

l
k

)
= σ

(∑
l w

2
l σ

(∑
i,j w

1
i,j,lϕ(xk)i,j

))
. 9

2.5 Convolutional Neural Networks mechanisms illustration. The image is di-
vided into patches, where each patch is processed similarly and indepen-
dently of the others, allowing for parallelisation of tasks and location in-
variance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.6 Segmentation using CNN. The first two rows illustrate the upsampling
mechanism. Features from a hidden layer are upsampled through inter-
polation, where the white circles are the interpolated values, and passed
through a convolutional layer. . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.7 Segmentation metrics illustration. . . . . . . . . . . . . . . . . . . . . . . 13
2.8 Image synthesis illustration . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.9 Semi-supervised learning paradigm and assumptions illustration. The blue

and red dots are labelled datapoints, the grey ones are unlabelled. The solid
line separates the labelled datapoints, the dotted line separates all points.
Smoothness: neighbouring points have the same label. Low density:
the dotted line passes through a low density region, whereas the full line
passes through datapoints. Manifold: the blue and red ellipses illustrate
the manifolds in which the data live. . . . . . . . . . . . . . . . . . . . . . 17

Margherita Rosnati Semi-supervised generative models for medical image segmentation.



xviii | List of Figures

2.10 Wrapper method illustration. The best separation fit is found using labelled
data. The unlabelled datapoints with low uncertainty are labelled. Then
the best fit is adjusted. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.11 Intrinsically semi-supervised learning with Gaussian Mixture Models. . . . 19
2.12 Unsupervised preprocessing with DINO (Caron et al., 2021). Both the

teacher and student networks are fed augmented version of the input. The
student is trained to mirror the teacher, whereas the teacher’s weights are
updated as a moving average of the student’s. . . . . . . . . . . . . . . . . 20

2.13 Variational AutoEncoders illustration. At training, the encoder takes as
input a datapoint from the target distribution and outputs the mean µ and
variance Σ of the noise vector z. The decoder samples from N (µ,Σ) and
outputs the target datapoint. At test time, the user samples from p(z) and
generates a new datapoint. . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.14 GAN illustration. During training, the generator G samples z ∼ p(z)

and outputs a synthetic datapoint. The synthetic datapoint is fed to the
discriminator D together with a real datapoint. The discriminator outputs
whether the datapoints are real or not. G and D are trained adversarially
to one another. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.15 DDPM illustration. The top and bottom yellow arrows represent the for-
ward process from x0 to xT and the backward process from xT to x0,
respectively. The grey structures represent the conditional U-Nets that
learn the mean and variance of the backward process µθ(xt, t) and Σθ(xt, t). 24

3.1 Patient selection flow-chart . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.2 BLAST-CT. Three CNN produce 3D patch features for full-resolution,

three-times and five-times down-sampled patches. The features are then
concatenated and fed through a Conditional Random Field to produce the
final prediction. The CT example is from the CREACTIVE dataset, and
lesion segmentation is produced using BLAST-CT. . . . . . . . . . . . . . 31

3.3 Example of feature extraction. A CT scan (1st row) is fed through a seg-
mentation neural network, outputting lesion volumes (2nd row + legend).
We either aggregated the lesion volumes globally or calculated the volumes
over each cuboidal region to provide localised measures (3rd and 4th rows). 32

3.4 ROC curves of models predicting unfavourable outcome. The dashed lines
indicate the true positive rate for a fixed false positive rate of 10%. Global
and local biomarkers always produce a better or equivalent performance
than the Marshall score. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34



| List of Figures xix

3.5 Global feature statistics and their importance for outcome prediction. . . . 35
3.6 Feature importance of local lesion biomarkers when predicting unfavourable

outcome. Each row represents the feature importance of different lesion
types, and each column represents a transversal slice, similarly to Fig-
ure 3.3. For each transverse slice, each row represents a coronal slice,
whereas each column represents a sagittal slice. The numbers and colour
intensity refer to the Gini importance (rescaled by 10−3). . . . . . . . . . . 36

3.7 Extreme example of mis-segmented CT scan. The lesion labels are intra-
parenchymal (IPH), extra-axial (EAH) and intraventricular (IVH) haem-
orrhages, and perilesional oedemas (PLO). The area labelled as extra-axial
on fourth and fifth slices is mis-classified; the opacity on the left side of the
brain in the third slice should be labelled as oedema. . . . . . . . . . . . . 37

4.1 SemanticGAN. Firstly, the GAN components of the model G, Dr, and
Dm are trained to produce realistic chest X-rays and segmentations using
LG,LDr and LDm . Secondly, the encoder E is trained using Lu and Ls. . . 45

4.2 SemanticGAN generator and image discriminator details. The arm gener-
ating the segmentation is highlighted in yellow. The remaining architecture
is the same as StyleGAN2. . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

4.3 CheXpert images masked by models trained on ChestX-ray8 and JSRT.
First row: unmasked image; second row: SupOnly segmentation; third
row: SemanticAN segmentation; fourth row: SemanticGAN segmentation.
Titles: pathology label. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

4.4 Stratification of segmentation results (Sections 4.5.1) by biological sex. . . 55
4.5 Impact of biological sex bias on model performance. . . . . . . . . . . . . . 56
4.6 CheXpert dataset PCA, with generative model reconstruction and segmen-

tation. The first row shows the principal component images, the second
row shows SemanticGAN’s reconstruction, the third row show its segmen-
tation, and the fourth row shows the difference in segmentation with the
mean PCA image. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

4.7 Datasets thumbnails . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62
4.8 Datasets thumbnails - continued . . . . . . . . . . . . . . . . . . . . . . . . 63



xx | List of Figures

5.1 Models diagram. LEDM, the SOTA in semi-supervised segmentation with
diffusion models, selects a subset of timesteps and concatenates latent rep-
resentations extracted from a pretrained diffusion model as features fed to
an MLP. Our method (i) selects smaller and more informative timesteps,
(ii) predicts through a voting mechanism over our steps selection, and (iii)
shares the MLP weights across timesteps, resulting in improved segmenta-
tion performance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

5.2 Performance of a logistic regression segmentation model trained on latent
features from individual diffusion steps. . . . . . . . . . . . . . . . . . . . 69

5.3 Additional results on the performance of a logistic regression segmentation
model trained on latent features from individual diffusion steps. . . . . . . 71

5.4 Segmentation examples. Col. 1 and 2 are the image and ground truth
segmentation. Subsequent columns correspond to models trained with n

training datapoints (see title). Row 1 corresponds to the baseline outcomes,
and row 2, 3 and 4 to LEDM, LEDMe and TEDM (our method) respectively. 73

5.5 Additional visualisations of segmentations on JSRT, NIH and Montgomery
test images as per Figure 5.4. . . . . . . . . . . . . . . . . . . . . . . . . . 80





xxi

List of Tables

3.1 Models performance when predicting unfavourable outcome. Marshall score
is described in Marshall et al. (1992), global features refer to disjoint lesion
statistics, and local features refer to lesion volume per cuboid (see Chap-
ter Subsection 3.3.3). The clinical biomarkers are age, motor and pupil
responsiveness, hypoxia and hypotension. . . . . . . . . . . . . . . . . . . . 33

3.2 Cross validation per centre. Each row represents a trained model, trained
on all training data but the centre. The first column is the centre name, the
second contains the number of patients, the third the number of patients
with unfavourable outcome. The fourth to eleventh columns report the
AUROC on the centre data using features described in the first row (for
more details see Methods). The results obtained with the Marshall score
and global + local features were statistically comparable when taken in
isolation and when adding clinical features. . . . . . . . . . . . . . . . . . . 39

4.1 Datasets used in our experiments . . . . . . . . . . . . . . . . . . . . . . . 49
4.2 Models performance w.r.t. ground truth segmentations. Reported as mean

± standard deviation over the dataset. . . . . . . . . . . . . . . . . . . . . 51
4.3 Diagnosis classification AUROC for images masked using different segmen-

tation models on the CheXpert dataset (out-of-domain). Reported as mean
± standard deviation over the dataset. . . . . . . . . . . . . . . . . . . . . 53

4.4 Detail of training population for Experiment 4.5.3, where “all” refers to
both male and female samples being included. . . . . . . . . . . . . . . . . 54

4.5 Models performance w.r.t. ground truth segmentations. Reported as mean
± standard deviation over the dataset. “UN” stands for U-Net and “DL”
stands for DeepLabV3. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

4.6 Diagnosis classification AUROC for images masked using different segmen-
tation models on CheXpert (out-of-domain). . . . . . . . . . . . . . . . . . 59

4.7 Stratified models performance for females and males, quantified by Dice
similarity coefficient. ‘ID’ stands for in-domain, ‘OOD’ stands for out-of-
domain, ‘SAN’ stands for SemanticAN and ‘SGAN’ stands for SemanticGAN.. 60

Margherita Rosnati Semi-supervised generative models for medical image segmentation.



xxii | List of Tables

4.8 Biological sex bias impact on model performance . . . . . . . . . . . . . . 61

5.1 Models performance w.r.t. ground truth segmentations. Reported as mean
± standard deviation over the dataset. Global CL, Global & Local CL and
LEDM are a reproduction of Chen et al. (2020), Chaitanya et al. (2020) and
Baranchuk et al. (2021) respectively. All statistically comparably best per-
forming models are highlighted in bold. Significance is calculated through
a Wilcoxon paired test at level 0.05. . . . . . . . . . . . . . . . . . . . . . . 72

5.2 Ablation study on test-time ensembling over timesteps. Each “Step i ” ex-
periment only uses predictions from timestep i at test time. All statistically
comparably best performing models are highlighted in bold. Significance
is calculated through a Wilcoxon paired test at level 0.05. . . . . . . . . . . 74

5.3 Methods computational cost . . . . . . . . . . . . . . . . . . . . . . . . . . 77
5.4 Dice scores on the UK Biobank and BraTS datasets. For both datasets, the

model was trained on 2D slices, the results are reported on the 3D images.
The training size refers to the number of patients in the labelled training set.
The number of 2D slices is roughly 100x larger. All statistically comparably
best performing models are highlighted in bold. Significance is calculated
through a Wilcoxon paired test at level 0.05 with Bonferroni correction to
account for multiple classes per patient. . . . . . . . . . . . . . . . . . . . 78

5.5 Models precision w.r.t. ground truth segmentations, as per Table 3.1. . . . 81
5.6 Models recall w.r.t. ground truth segmentations, as per Table 3.1. Glob.

& Loc. CL stands for Global & Local CL. . . . . . . . . . . . . . . . . . . 82
5.7 Precision and recall scores on the UK Biobank and BraTS datasets, as per

Table 5.4. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83





1

1| Introduction

1.1. Motivation

For several decades, statistics has served as a powerful tool for driving societal devel-
opment across various fields, including but not limited to economics, marketing, and
social sciences. In healthcare, statistics has played a vital role in monitoring health sta-
tus through descriptive statistics, quantifying relationships through regression analysis,5

comparing medical procedures using hypothesis tests, and forecasting patient outcomes
using machine learning techniques. The use of statistical methodologies has significantly
contributed to improving healthcare standards.

In particular, over the past decade, machine learning has experienced unprecedented
growth, leading to significant advancements in various domains. The inception of AlexNet10

(Krizhevsky et al., 2012) and its superior performance in the classification of ImageNet
(Deng et al., 2009) marked a pivotal moment in the field, showcasing the effectiveness of
learned features over engineered ones. The confluence of factors, such as the accumulation
of data in the 21st century, the invention of Graphics Processing Units (GPUs), and the
ease of access to cloud-based computing, has propelled machine learning to the forefront15

of technological development through data analysis, from natural image classification (Liu
et al., 2022b) to text understanding and generation (Touvron et al., 2023).

The application of machine learning models in healthcare holds great promise in address-
ing the current challenges faced by the sector. As our society ages, diseases become more
complex, and patients develop more comorbidities, increasing the demand for healthcare20

services (Majeed and Aylin, 2005). However, the shortage of medical professionals to
meet this demand (Taylor, 2020) leads to delays in patients being assessed by specialists,
diagnosed and treated, resulting in longer waiting times (Oliver, 2023) and even more
complex patient profiles.

Machine learning has demonstrated the potential to revolutionise the healthcare industry25

by transforming every sector. For instance, by leveraging machine learning algorithms,
one can predict the severity of a patient’s condition and inform triage systems (Sánchez-
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Salmerón et al., 2022). Additionally, automated analysis of medical images can expedite
the diagnostic process (Oktay et al., 2020), while analysis of electronic healthcare records
can enhance risk systems (Moor et al., 2021). Gene analysis, another potential appli-30

cation of machine learning, can aid in precision medicine (Sikandar et al., 2020), while
optimisation of hospital bed occupancy can improve hospital administration (Kutafina
et al., 2019). These are just a few examples of how machine learning can optimise clinical
workflows and enhance diagnostics, treatment, and patient care, all while making efficient
use of resources.35

One current limitation to the efficacy of these algorithms is their dependence on the avail-
ability of large datasets with labelled data. Securing medical image datasets is challenging
and expensive, with various factors complicating the process. These include the cooper-
ation challenges between medical professionals and institutes, the cost of ethics and legal
compliance, commercial conflicts, the cost of running a clinical trial, and the challenge of40

patient dropout and missing values. For example, making a clinical medical image avail-
able for research requires a collaborating clinical expert to obtain regulatory approvals,
locate a relevant image in an institutional archive, interpret the image, and remove iden-
tifying details. (Kiryati and Landau, 2021) Furthermore, compiling image segmentation
datasets is even more expensive, as it involves several hours of manual annotation by45

clinicians. For example, annotating 3D imaging such as CT or MRI requires a clinician
to segment each 2D slice of each 3D volume. Consequently, relevant medical images and
annotations for research in medical image analysis are in high demand and short supply.

A second limitation of machine learning is its propensity to learn shortcuts (Geirhos
et al., 2020) when trained on small datasets with little variety, such as single medical50

centre datasets. Shortcut learning can occur when algorithms find easy but inaccurate
solutions by relying on spurious correlations in the training data. This phenomenon can
lead to severe unintended consequences, such as amplifying biases or creating ethically
problematic systems. For instance, consider a model designed to triage patients during
emergencies in countries without social welfare programs. This algorithm may erroneously55

associate individuals from lower socio-economic backgrounds with higher sickness rates.
The reason is that those without health insurance only visit hospitals when severely ill,
creating a spurious correlation. This correlation would not hold in countries with social
welfare programs, where individuals do not have to pay for medical care. Such spurious
correlations can amplify discrimination and create ethically problematic systems if they60

are not identified and corrected.
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1.2. Research aims and thesis outline

Following the gaps identified above, this thesis presents research that allows for data
efficient medical imaging analysis whilst maintaining the model robustness to changes in
the environment. Here are our three main goals:

1. To illustrate the potential and pitfalls of machine learning in medical imaging.65

2. To train neural networks in a label efficient manner.

3. To build an evaluation framework for the robustness of current label efficient
paradigms when applied to medical images.

Chapter 2 introduces the necessary mathematical framework to understand this thesis
and frames the research within its context, highlighting other interesting works that I70

wish I had more time to investigate in more depth.

Once the foundations are built, Chapter 3 illustrates how machine learning models can
be used in practice in a clinical setting, maintaining clinical accuracy and evidencing
new biomarkers while opening the potential to free up clinicians time. This chapter also
highlights how much data goes unused when training ML models, missing opportunities75

for more robust methods because of lack of annotations. This Chapter builds on the
following publication:

• Rosnati, Margherita, Eyal Soreq, Miguel Monteiro, Lucia Li, Neil SN Graham,
Karl Zimmerman, Carlotta Rossi et al. “Automatic lesion analysis for increased
efficiency in outcome prediction of traumatic brain injury.” In Machine Learning80

in Clinical Neuroimaging: 5th International Workshop, MLCN 2022, Held in Con-
junction with MICCAI 2022, Proceedings, pp. 135-146. Cham: Springer Nature
Switzerland, 2022. (Best paper award) (Rosnati et al., 2022b)

Chapter 4 defines an evaluation scheme for the robustness of Semi-Supervised Learning, a
label efficient paradigm. Here we focus on a medical image segmentation task and evaluate85

the model on the task and downstream utilisation of the task, such as classification. We
evaluate robustness to data shifts by stratifying both the training and testing data per a
sensitive attribute, such as sex, and evaluate how changes of prevalence affect predictions.
This Chapter builds on the following publication:

• Rosnati, Margherita, Fabio De Sousa Ribeiro, Miguel Monteiro, Daniel Coelho90

de Castro, and Ben Glocker. “Analysing the effectiveness of a generative model for
semi-supervised medical image segmentation.” In Machine Learning for Health, pp.
290-310. PMLR, 2022. (Rosnati et al., 2022a)
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In Chapter 5, we propose a novel method for Semi-Supervised Learning based on gen-
erative models. Through careful design considerations, we show that latent features ex-95

tracted from diffusion models, a type of generative models, contain semantic information
of the image and can be used to segment the latter robustly. This Chapter builds on the
following publication:

• Rosnati, Margherita, Melanie Roschewitz and Ben Glocker. “Robust semi-supervised
segmentation with timestep ensembling diffusion models”. Machine Learning for100

Health (ML4H) 2023

Finally, Chapter 6 summarises the contributions of the thesis, highlights their limitations
and proposes avenues for future work.

1.3. Research context and collaborations

My interest in machine learning for healthcare was born during my master thesis at ETH,
where I researched automated methods to predict the onset of sepsis in intensive care105

unit patients. Although the bulk of the work resulting in the publication Rosnati and
Fortuin (2021) was done before my time as a PhD student, the fine-tuning of the work
and publication was carried out whilst working towards my PhD.

Finally, my collaboration with the consortium behind the CREACTIVE and BIOAX-TBI
TBI datasets led to a further publication Li et al. (2023).110

The full list of publications not included in this thesis is given below:

• Rosnati, Margherita, and Vincent Fortuin. “MGP-AttTCN: An interpretable
machine learning model for the prediction of sepsis.” Plos one 16, no. 5 (2021):
e0251248. (Rosnati and Fortuin, 2021)

• Li, Lucia M., Amanda Heslegrave, Eyal Soreq, Giovanni Nattino, Margherita Ros-115

nati, Elena Garbero, Karl A. Zimmerman et al. “Investigating the characteristics
and correlates of systemic inflammation after traumatic brain injury: the TBI-
BraINFLAMM study.” BMJ open 13, no. 5 (2023): e069594. (Li et al., 2023)
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The Subsection 2.4.3 on diffusion models is partially based on the following publi-
cation

1. Rosnati, Margherita, Melanie Roschewitz and Ben Glocker. “Robust semi-
supervised segmentation with timestep ensembling diffusion models”. Machine
Learning for Health (ML4H) 2023

This chapter serves as a foundation for comprehending the methodologies integral to this
thesis. It endeavours to provide an overview of the fundamental topics and techniques
that underpin the presented research. Moreover, this section seeks to establish the context
of the thesis by exploring relevant prior works and concurrent methodologies, thus setting5

the stage for the forthcoming analysis.

We begin by introducing the domain of deep learning, focusing on image analysis. Next,
we delve into the intricacies of medical images, highlighting the healthcare field’s opportu-
nities and challenges. Moving ahead, we present two essential methodological paradigms
that lay the foundation for our thesis: label-efficient methods and generative methods.10

Label-efficient methods solve the data scarcity challenge posed by medical images. Gen-
erative methods are a growing and thriving area of machine learning research that this
thesis aims to utilise for label-efficient learning.

2.1. From statistical analysis to deep learning

2.1.1. Linear regression

We commence with the bedrock of machine learning techniques – linear regression. Linear
regression lays the foundation for understanding the progressive complexities of deep15

neural networks.

Consider a dataset Dtrain = {xi, yi}ni=1 taken from a distribution D, where xi ∼ X cor-
responds to the ith input vector of measurements and yi ∼ Y denotes the corresponding

Margherita Rosnati Semi-supervised generative models for medical image segmentation.
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Figure 2.1: Linear regression graphical visualisation

output value. Linear regression seeks to model the relationship between the features ex-
tracted from the input {ϕ(xj

i )} and the output values yi using a linear equation with20

weights w = {wi}di=1:

yi =
d∑

j=1

wj · ϕ(xi)j + ϵ, such that ϵ ∼ N (0, σ2) (2.1)

where ϵ is the irreducible additive Gaussian noise of the observations defined by its vari-
ance σ2. For a new datapoint xi, the optimal corresponding yi is

ŷi =
d∑

j=1

wj · ϕ(xi)j (2.2)

A graphical representation of the model can be found in Figure 2.1.

Assuming xi are independently and identically distributed (iid), from a probabilistic per-25

spective, we can write:

P (Y1 = y1, . . . , Yn = yn|X1 = x1, . . . , Xn = xn)

= P (Y = y|X = x)

=
n∏

i=1

P (Yi = yi|Xi = xi)

=
n∏

i=1

N (wTϕ(xi), σ) = N (wTϕ(x), σ)

(2.3)

(2.4)

(2.5)

(2.6)

To find the optimal weights w, we can look at maximising the likelihood P (Y = y|X = x),
or equivalently the log likelihood:
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lung capacity

(a) Lung capacity regression example.

pneumonia

sigmoid ( )

(b) Pneumonia classification example.

Figure 2.2: Statistical analysis examples. ϕ(xi) represent the pixels of the chest x-ray im-
age. For clarity and readability, the visualisation approximates pixels with small patches.
The chest X-ray is from the JSRT dataset described in Chapter 4.4.1.

w =argmax
w

logP (Y = y|X = x)

=argmax
w

log
n∏

i=1

[
1

σ
√
2π

exp

(
−1

2

(
yi −wTϕ(xi)

σ

)2
)]

=(ϕ(x)Tϕ(x))−1ϕ(x)Ty

(2.7)

(2.8)

(2.9)

For example, assume we wish to predict patients’ lung capacity from their chest X-ray
images. Then, in the simplest case, we can model the relationship between the chest30

X-ray images’ pixels ϕ(xi) = xi and lung capacity yi with weights w, so that for a new
patient’s chest X-ray image xtest, we can infer her lung capacity using Equation 2.2, as
demonstrated in Figure 2.2a.

Assume we are no longer interested in the patients’ lung capacity but in whether they
developed pneumonia. Though linear regression is well suited to solve problems with35

continuous dependent variable Y , when Y is discrete, we no longer wish to model it as
a Gaussian distribution. Instead, we can opt for a Bernoulli distribution and bound the
linear model wTϕ(x) through a logistic transformation:
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Figure 2.3: Location shift example. For the both images, the red pixel feature is at the
same coordinates, but the right image is shifted right. Observe that on the left example,
the feature corresponds to the left lung, whereas in the right image it corresponds to the
heart.

ŷi =
1

1 + exp (−wTϕ(xi))
= sigmoid (wTϕ(xi)) = σ(wTϕ(xi)) (2.10)

We hence have:

P (Y = y|X = x) =
n∏

i=1

Bernoulli(ŷi)

=
n∏

i=1

[
ŷyii + (1− ŷi)

1−yi
]

(2.11)

(2.12)

Here, the observation noise is not modelled outright through a noise variable ϵ, rather, it is
encapsulated through uncertainty in the binary outcome (0 or 1) measuring the presence40

or absence of pneumonia given the input features. The optimal values of w can no longer
be derived through a closed-form solution but through gradient descent:

wt+1 = wt − η
d

dwt

logP (Y = y|X = x) (2.13)

where η is the learning rate, w0 is initialised randomly, and the process is repeated until
convergence. The predictions are then made using Equation 2.10, as shown in Figure 2.2b.

2.1.2. Feature extraction

In the chest X-ray examples, we modelled ϕ as the identity transformation ϕ(xi) = xi.45

However, this choice, though adequate for simpler contexts, is suboptimal when applied
to image data. Pixels within images lack inherent meaning: an image’s essence resides
in abstract objects represented by these pixels. For instance, as illustrated in Figure 2.3,
a shift of a patient’s position when acquiring the chest X-ray image might transform
the resulting image’s pixel arrangement, yet the overall content and meaning remain50

unchanged.
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pneumonia

Figure 2.4: Example of a one hidden layer neural network classifying chest x-rays. New

predictions are generated as ŷk = σ
(∑

l w
2
l h

l
k

)
= σ

(∑
l w

2
l σ

(∑
i,j w

1
i,j,lϕ(xk)i,j

))
.

Numerous methods have emerged in response to these intricacies, aiming to engineer
better feature representations through intensity patterns and neighbourhood relation-
ships. One prominent method for extracting distinctive features from images is the Scale-
Invariant Feature Transform (SIFT Lowe (2004)). SIFT operates by first identifying55

key interest points or keypoints within an image based on their stability under various
transformations, such as changes in scale, rotation, and illumination. Once keypoints are
identified, SIFT characterises the local image neighbourhood around each keypoint by
computing gradients and orientations of intensity variations and constructing scale- and
orientation-invariant features.60

However, the landscape underwent a transformative shift in the past decade with the
advent of deep learning. This paradigm revolutionised the feature extraction process by
enabling the learning of task-specific feature representations. This shift was facilitated
by creating feature extractors composed of multiple linear regression layers interspersed
with non-linearities, such as the logistic transformation. An example can be observed in65

Figure 2.4, where each hidden layer item hl
k is the outcome of a first logistic regression,

and the final prediction is a logistic regression on all hidden layer items hk. The hidden
layer hk is a learned feature representation of the datapoint xk.

By jointly learning the feature extractor weights and subsequent regression, the field of
deep learning theoretically demonstrated (Hornik et al., 1989) its ability to approximate70

any function and empirically substantiated its potential through remarkable performance.

2.2. Deep learning in imaging
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...

(a) Convolution of kernel size 3, stride 1.

...

(b) Maxpool of kernel size 2, stride 2.

Figure 2.5: Convolutional Neural Networks mechanisms illustration. The image is divided
into patches, where each patch is processed similarly and independently of the others,
allowing for parallelisation of tasks and location invariance.

2.2.1. Neural networks architectural challenges and solutions

When working with large-scale images, the simple neural network with regression layers
illustrated in Figure 2.4 can be computationally intensive and does not effectively utilise
the intrinsic properties of images, for instance, scene composition and object location
invariance. As a response, two approaches have gained popularity to enhance the training75

of deep learning models.

Convolutional neural networks

Convolutional Neural Network (CNN)s are a specialised type of neural network well-suited
to analysing complex spatial hierarchies in images.

Instead of learning a weight per input value, CNNs reduce the number of learned weights
by sharing them across the datapoint. As illustrated in Figure 2.5a, the data, usually80

imaging, is separated into patches. Each patch is multiplied by the same weight matrix
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W 1, the outputs are added together and generates the latent variable. The convolutions
are defined by the size of the weight matrix, also called kernel, and by the stride between
the image patches, which is usually set to one.

A second defining feature of CNNs are pooling layers, which add non-linearities to the85

network patchwise and reduce the data dimension. The most common type of pooling
layer is the maxpool layer, where for each patch, only the maximum value is retained and
the rest of the patch is discarded.

These networks detect local patterns, edges, and textures through hierarchical convolu-
tions and pooling layers, progressively constructing complex features. The defining char-90

acteristics of CNNs are their translation invariance and ability to process large images,
achieved through shared weight parameters across convolutional layers, enabling them to
capture features regardless of their location within the image. Furthermore, CNN’s ability
to process large images and reduce dimensionality is due to the pooling layers, which facil-
itate a decrease in size. CNNs gained widespread popularity after AlexNet’s (Krizhevsky95

et al., 2012) triumph in the ImageNet (Deng et al., 2009) competition. Since then, several
complex network architectures have been developed (Chen et al., 2017; Huang et al., 2017;
Simonyan and Zisserman, 2015; Szegedy et al., 2016), yielding exceptional results (Gir-
shick et al., 2014; Qi et al., 2017; Ronneberger et al., 2015). This thesis uses CNN in
Chapters 4, 5.100

Transformers

In recent years, transformers have gained popularity as another means to handle image
analysis. Initially developed for language modelling, transformers function by fragment-
ing an image into non-overlapping patches and subsequently utilising self-attention to
establish connections between these patches.1 This methodology enables transformers
to establish relationships between patches situated at a considerable distance from each105

other, a task that may pose a challenge for CNN.

A limiting factor of transformers is their data requirements. Compared to CNNs, trans-
formers lack the location invariance granted by the convolution based structure. To
compensate, they need a larger body of training data.

Despite this limitation, transformers have demonstrated similar, if not superior, efficacy110

to CNNs especially when handling large training datasets (Carion et al., 2020; Esser et al.,
2021; Valanarasu et al., 2021). They are also particularly adept at tasks that involve text
and images (Ramesh et al., 2022; Saharia et al., 2022; Yu et al., 2022). Nonetheless,

1For a more detailed introduction please refer to Dosovitskiy et al. (2020).
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CNN ...

CNN ...

Figure 2.6: Segmentation using CNN. The first two rows illustrate the upsampling mecha-
nism. Features from a hidden layer are upsampled through interpolation, where the white
circles are the interpolated values, and passed through a convolutional layer.

the computational requirements of transformers demand significant computing resources,
which can render them expensive to scale.115

The application of transformers in image analysis exhibits potential. Due to their high
data demands, they were not used in this thesis this thesis. However, they are explored
in the context of future work.

2.2.2. Imaging task modelling: beyond classification and regres-
sion

The impact of deep learning on the realm of imaging transcends the boundaries of classi-
fication and regression. There are many applications of deep learning in imaging, ranging120

from object detection (Laroca et al., 2018) to depth estimation (Ming et al., 2021) and
3D scene reconstruction (Snavely, 2011). This thesis focuses on two distinctive tasks:
segmentation and image synthesis.

Segmentation

Segmentation involves partitioning an image into meaningful regions corresponding to
distinct objects or structures. Formally, given a two-dimensional image x ∈ Rc×h×w,125

where h and w are the height and width, and c is the number of channels (e.g. three for
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Figure 2.7: Segmentation metrics illustration.

RGB images), a segmentation algorithm f seeks to learn a mapping from each element
xij ∈ Rc to its label yij ∈ {0, . . . , L− 1} from a set of L classes corresponding to the
different regions:

f : Rc×h×w → {0, . . . , L− 1}h×w , such that f(x) = y (2.14)

A cornerstone of medical image analysis, segmentation equips clinicians with precise in-130

formation about anatomical structures. For example, it is used to estimate brain circum-
ference in fetal ultrasound (Budd et al., 2019) and radiotherapy planning (Oktay et al.,
2020).

Recalling our previous example of predicting lung capacity from chest X-rays. Imagine we
are now interested in a segmentation of the lungs in chest X-rays so that a clinician can135

assess the shape regularity. CNN can be used to generate a pixel-wise prediction. Beyond
the convolutions and pooling layers described in Subsection 2.2.1, upsampling layers have
been defined, composed of an upsampling function through interpolation, followed by a
convolutional layer. Figure 2.6 illustrates the process. Although the predictions could
also be produced by avoiding pooling layers, using the latter reduces the feature space140

size, enforcing signal compression and promoting the learning of universal features.

Segmentation tasks are often evaluated with metrics that reflect the nature of the task.
The most widely utilised metric is the Sørensen–Dice score (usually referred to as Dice
score or Dice coefficient).

Dice(Sl, Ŝl) = 2
|Sl ∪ Ŝl|
|Sl|+ |Ŝl|

(2.15)

where Sl represents the indices of y belonging to a label l ∈ {0, . . . , L− 1}, and Ŝl145
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represents the indices of the predictions ŷ belonging to the same label.

The Dice score is a good indicator of the overall performance of the segmentation method.
However, due to its symmetry, it is a poor estimator of systemic biases, such as over or
under segmentation. To inform these biases, precision and recall are often used, where
precision highlights over-segmentation, whereas recall highlights under-segmentation.150

precision(Sl, Ŝl) =
|Sl ∩ Ŝl|
|Ŝl|

recall(Sl, Ŝl) =
|Sl ∩ Ŝl|
|Sl|

(2.16)

Beyond metrics over shapes overlap, two metrics are commonly used to estimate the
distance between the segmentation. The first is the Average Surface Distance (ASD):

ASD(Ol, Ôl) =
1

|Ôl|

∑
i

d(Ol, Ô
i
l)

=
1

|Ôl|

∑
i

min
j

d(Oj
l , Ô

i
l)

(2.17)

where Ol and Ôl represent the outlines of Sl and Ŝl respectively, and d(Oj
l , Ô

i
l) represents

the distance between the points j and i of Ol and Ôl. The second metric commonly used
is the Hausdorff Distance (HD):155

HD(Ol, Ôl) = max
i

d(Ol, Ô
i
l) (2.18)

The Average Surface Distance is a good evaluation of the overall distance of the fit,
whereas the Hausdorff Distance highlights outliers. An illustration of the measures used
for the metrics can be found in Figure 2.7.

Image synthesis

A second task achieved with deep learning is image synthesis. Generating synthetic images
aims to create novel data points that have not been previously observed while still adhering160

to the same distribution as a given set of images. Generative modelling has been an
area of rapid growth in recent years, with breakthroughs including the ability to generate
realistic face images (Karras et al., 2020) and multimodal modelling, such as text-to-image
generation (Yu et al., 2022). These advancements are partly due to improved language
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Figure 2.8: Image synthesis illustration

modelling and new image generation techniques.165

Medical imaging has significant potential to benefit from synthetic image generation.
This technique offers a solution to prevailing challenges by creating anonymised images
that retain the statistical properties of genuine patient data. Furthermore, it may prove
valuable in addressing data gaps that could emerge from restricted access and ethical
considerations. Additional techniques for tackling the issue of limited data availability170

are explored in Section 2.3 and in Chapters 4 and 5.

In mathematical terms, a generative model g samples from the target distribution D by
transforming a noise vector z ∈ Rnz , where nz is arbitrary, into a sample x:

g : Rnz → Rc×h×w, such that g(z) = x ∈ D (2.19)

as shown in Figure 2.8.

For further information on generative modelling, see Section 2.4.175

2.2.3. Medical Images

Medical images present unique challenges owing to their distinct characteristics. The
present thesis focuses specifically on radiology images. Medical images, in general, tend
to exhibit a uniform structure and relative intensity distribution. For instance, all brain
Computed Tomography (CT) will show a skull in bright white filled with grey and white
matter on a black background, with anticipated intensity variations between each com-180

ponent. Conversely, a picture of a dog can be taken from many different angles (jumping,
running, being a good boy) with many backgrounds, and said dog can be one of many
species. However, machine learning models can only take full advantage of this anatomical
structural uniformity if a dataset is aligned, meaning each image element is in the same
location in all images. The process of aligning images is called registration and is still an185

active area of research. In addition, even if the relative intensity is somewhat constant
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between different images, the absolute value of each voxel can vary across samples. This
variability is particularly evident in Magnetic Resonance Imaging (MRI), where intensities
lack intrinsic meaning. These sometimes subtle differences lead to difficulties in model
generalisation.190

In addition to these structural challenges, radiology images such as CT and MRI are
large, three-dimensional images that demand considerable computing power and machine
learning models with many degrees of freedom, requiring more data.

Beyond the computational challenges emerge application challenges. Accuracy is paramount
in medical applications because errors can have severe consequences. For instance, health-195

care practitioners can use medical image segmentation for radiotherapy planning, where
incorrect target mapping can lead to radiotherapy overexposure or under-treatment.

Finally, gathering sufficient data for model training can be challenging due to privacy
and bureaucratic hurdles. Specialist annotations are required once the data is collected,
rendering the process costly.200

These factors converge into a paradigm of high data requirements, low unlabelled data and
lower labelled data availability. A solution to the challenge generated by this paradigm is
semi-supervised learning.

2.3. Semi-supervised learning

Semi-Supervised Learning (SSL) aims to solve the problem of labelled data scarcity by
utilising unlabelled data to learn meaningful features. Formally, given a data distribution205

D = {Dx,Dy}, labelled data DL = {xl,yl}L−1
l=0 and unlabelled data DU = {xu}U−1

u=0 , such
that:

DL ∈ D, DU ∈ D

Dx ∋ x ∼ p(x)

Dy ∋ y|x ∼ p(y|x)

(2.20)

SSL aims to find the optimal mapping gDL,DU
such that

g{DL,DU} : Dx → Dy (2.21)
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Figure 2.9: Semi-supervised learning paradigm and assumptions illustration. The blue
and red dots are labelled datapoints, the grey ones are unlabelled. The solid line separates
the labelled datapoints, the dotted line separates all points. Smoothness: neighbouring
points have the same label. Low density: the dotted line passes through a low density
region, whereas the full line passes through datapoints. Manifold: the blue and red
ellipses illustrate the manifolds in which the data live.

2.3.1. Assumptions

A necessary condition for semi-supervised learning to succeed is that the probability
distribution of the independent variable p(x) contains information about the conditional210

probability distribution of the dependent variable p(y|x).

For instance, when detecting whether a patient has a brain tumour from a brain CT scan,
p(x) refers to the distribution of brain CT scans, and p(y|x) is the probability of detecting
a tumour in a scan x. If a patient has a brain tumour, it will usually appear in the CT
scan as a high-intensity mass. Therefore, p(x) contains information about p(y|x).215

The research community has outlined three assumptions to define the necessary informa-
tion content of p(x) (Van Engelen and Hoos, 2020).

• Smoothness: for any {x1,y1}, {x2,y2} ∈ D, if x1 and x2 are close in input space,
then y1 and y2 are close in output space. In our example, if two CT scans look
similar, they will likely have the same diagnosis. In Figure 2.9, neighbouring points220

have the same label.

• Low density: the boundary of a classifier should pass through low-density regions
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Figure 2.10: Wrapper method illustration. The best separation fit is found using labelled
data. The unlabelled datapoints with low uncertainty are labelled. Then the best fit is
adjusted.

in p(x). In the context of CT scans, there are no images at the boundary be-
tween having a brain tumour and having a healthy brain. This assumption can be
interpreted as the converse of the smoothness assumption.225

• Manifold: the input space comprises multiple manifolds living in a lower dimen-
sional space. Datapoints lying in the same manifolds have the same label. For
example, the voxels composing a brain CT scan live in the lower-dimensional space
of the concept of a brain, including the differences between brains in the population
and whether a brain has lesions.230

While these three assumptions may be redundant, they provide a valuable framework
for understanding how semi-supervised learning algorithms use the input space to gain
information about the output space. By considering these assumptions, we can better
identify the strengths and limitations of different semi-supervised methods.

2.3.2. Approaches

Based on the assumptions defined in Subsection 2.3.1, three main types of semi-supervised235

learning approaches have been developed. These are wrapper methods, intrinsically semi-
supervised methods, and unsupervised or self-supervised preprocessing. Each approach
can be distinguished for using a unique key mechanism applicable for any learning task,
from classification to segmentation. This subsection aims to introduce and illustrate
each of these methods. Chapter 4.2.1 further discusses how they have been adapted for240

semantic segmentation.
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Figure 2.11: Intrinsically semi-supervised learning with Gaussian Mixture Models.

Wrapper methods

Wrapper methods, the most commonly used semi-supervised learning techniques (Triguero
et al., 2015), use iterations of standard supervised methods. This approach initially trains
a supervised method on the labelled data DL to generate labels for the unlabelled training
set DU . It then uses some of the newly labelled dataset as part of the labelled training245

set. Wrapper methods’ main limitation is selecting “trustworthy” labelled elements in the
unlabelled training set for future training: the method is prone to omitting challenging
pairs in the unlabelled dataset from training.

Intrinsically semi-supervised methods

Intrinsically semi-supervised methods extend supervised paradigms to include unlabelled
data. The labelled data is used for supervised training, while the unlabelled data is used250

to regularise the model.

A simple example of intrinsically semi-supervised methods is a gaussian mixture model
initialised with the known labels, as illustrated in Figure 2.11.

The most influential deep learning based intrinsically semi-supervised method is the mean
teacher method (Tarvainen and Valpola, 2017). This method comprises two neural net-255

works: the student network, the primary model being trained, and the teacher network,
whose weights are a moving average of the student. During training, a noisy version
of an image is passed to both the student and the teacher network. The output of the
student network is then compared to the ground truth, if available, and to the teacher
network’s output to promote consistency. The teacher network acts as a regulariser, pro-260

viding a stable target for the student during training. The student model’s weights are



20 2| Background

student

teacher

teacher update
ema

student loss

Figure 2.12: Unsupervised preprocessing with DINO (Caron et al., 2021). Both the
teacher and student networks are fed augmented version of the input. The student is
trained to mirror the teacher, whereas the teacher’s weights are updated as a moving
average of the student’s.

updated through gradient descent, whereas the teacher weights are updated through an
exponential moving average.

Unsupervised preprocessing

Unsupervised preprocessing, or self-supervised learning, is an extension of intrinsically
semi-supervised methods, where the model is first trained to be consistent, then to exe-265

cute a task. This approach is initially fully unsupervised and either fine-tuned or paired
with a downstream task network. Given the similarity with intrinsically semi-supervised
methods, these two approaches are sometimes (for example in Chapter 4.2.1) uniquely
identified as consistency constraining methods. As the method does not use the labelled
datapoints, it can be trained over a larger scale of unlabelled data without risking over-270

fitting to the labelled datapoints. An example of a self-supervised learning variant based
on the mean teacher algorithm is DINO (Caron et al., 2021), illustrated in Figure 2.12,
where the student is fed with images that have been more heavily augmented than the
teacher’s, and the ground truth comparison is dropped.

Another popular self-supervised method is contrastive learning (Chen et al., 2020). In275

this paradigm, at training time, a datapoint is augmented in two different manners such
that the features derived from the contrastive learning network are optimised to match.
Contrastive learning can be interpreted as producing a classification method where each
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input is associated with a class, and augmentations of said input are to be classified with
the correct class.280

Lastly, a stream of research in self-supervised pretraining, including this thesis, uses gen-
erative models to learn the data distribution p(x) (Sajun and Zualkernan, 2022). By
learning the entire data distribution, the pre-trained model learns features of p(x) that go
beyond its connection to the observed Dy, improving robustness to slight changes of cir-
cumstances. Subsection 2.4 contains more information on generative models. Chapter 5285

will compare this method to a contrastive learning-based method.

2.4. Deep Generative Modelling

In Subsection 2.3.2, we introduced generative models as a method to learn effective repre-
sentations of data distribution p(x). Deep-learning-based generative modelling techniques
learn p(x) by transforming a noise distribution p(z) into a more complex distribution p(x),
where historically p(z) has been a Normal distribution z ∼ N (0, I). However, generating290

high-dimensional data such as images is difficult, as optimising the log-likelihood of p(x)
is intractable. Several methods have been proposed to facilitate learning. This Section
presents three techniques for learning a data distribution utilising neural networks. In
Subsection 2.4.1, we introduce Variational AutoEncoders (VAE) (Kingma and Welling,
2014), which we subsequently mention in Chapter 4. Subsection 2.4.2 introduces Gen-295

erative Adversarial Networks (GAN) (Goodfellow et al., 2014), which serve as the basis
of our work in Chapter 4. Finally, in Subsection 2.4.3, we introduce Denoising Diffusion
Probabilistic Models (DDPM), which are the basis of our work in Chapter 5.

2.4.1. VAEs

Variational AutoEncoders (VAE), first proposed by Kingma and Welling (2014), are based
on the autoencoder paradigm. The latter is a set of models aiming to compress a signal300

into a smaller data representation by passing data through a bottleneck network composed
of an encoder and a decoder, where the output of the encoder, also known as the bottleneck
layer, is the target compressed data representation.

As shown in Figure 2.13, VAE expand this concept by setting the bottleneck layer to
learn the parameters of a Gaussian noise signal p(z). In this manner, the encoder with305

parameters ϕ learns to transform a data distribution p(x) into p(z|x), and the decoder
with parameters θ learns to transform a noise distribution p(z) into a data distribution
p(x|z).
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decoderencoder

Figure 2.13: Variational AutoEncoders illustration. At training, the encoder takes as
input a datapoint from the target distribution and outputs the mean µ and variance Σ of
the noise vector z. The decoder samples from N (µ,Σ) and outputs the target datapoint.
At test time, the user samples from p(z) and generates a new datapoint.

To optimise the VAE, a log-likelihood Evidence Lower BOund (ELBO) is defined as
follows:310

log p(x) = log

∫
z

pθ(x|z)p(z)

= log

∫
z

pθ(x|z)p(z)
qϕ(z|x)
qϕ(z|x)

= log

∫
z

pθ(x|z)qϕ(z|x) + log

∫
z

p(z)qϕ(z|x)
qϕ(z|x)

≥
∫
z

qϕ(z|x) log pθ(x|z) +
∫
z

qϕ(z|x) log
p(z)

qϕ(z|x)
= Eqϕ(z|x)[log pθ(x|z)]−DKL[qϕ(z|x)||p(z)] =: ELBO

(2.22)

Here, qϕ(z|x) is the distribution modelled by the encoder and pθ(x|z) is the distribution
modelled by the decoder. By optimising the first term of the ELBO Eqϕ(z|x)[log pθ(x|z)],
the VAE optimises the reconstruction quality, whereas the second term DKL[qϕ(z|x)||p(z)]
constrains the modelled conditional probability distribution of the noise qϕ(z|x) to be
similar to the prior p(z). At test time, sampling from p(z) and using the decoder enables315

sampling from p(x).

VAE are the first deep learning model to successfully harness the power of deep learning
for generating new data. In this manuscript, they are introduced in Chapter 4 as a
promising method in semi-supervised classification (Ehsan Abbasnejad et al., 2017; Joy
et al., 2020; Kingma et al., 2014).320
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Figure 2.14: GAN illustration. During training, the generator G samples z ∼ p(z) and
outputs a synthetic datapoint. The synthetic datapoint is fed to the discriminator D

together with a real datapoint. The discriminator outputs whether the datapoints are
real or not. G and D are trained adversarially to one another.

2.4.2. Generative Adversarial Networks

An alternative approach to optimising the log-likelihood log p(x) involves a game theory
contest through Generative Adversarial Networks (GAN), first introduced by Goodfellow
et al. (2014). In this paradigm, two networks are optimised in opposition to each other.
the first network, called generator Gθ, is tasked with transforming a source of noise p(z)

into a sample from pθ(x|z). The second network, the discriminator Dϕ, is responsible for325

discerning between real samples x ∼ p(x) and synthetic ones x′ ∼ pθ(x|z).

GAN aim to optimise the following objective.

max
ϕ

min
θ

Ez∼p(z) [1−Dϕ ◦Gθ(z)] + Ex∼p(x) [Dϕ(x)] (2.23)

Our work in Chapter 4 is based on the StyleGAN model family (Karras et al., 2019, 2020,
2021), which is more comprehensively described in Chapter 4.3.1. This model family has
been deemed the state-of-the-art in image generation until the early 2020s.330

Despite the great promise of GAN in generative modelling, the optimisation process de-
scribed in Equation 2.23 is unstable. As a result, GAN have learning metrics that are
difficult to interpret - should the generator loss or the discriminator loss should decrease?
Furthermore, GAN are known to be susceptible to mode failure, whereby the learned data
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Figure 2.15: DDPM illustration. The top and bottom yellow arrows represent the for-
ward process from x0 to xT and the backward process from xT to x0, respectively. The
grey structures represent the conditional U-Nets that learn the mean and variance of the
backward process µθ(xt, t) and Σθ(xt, t).

distribution collapses to only a few samples (Kushwaha et al., 2020).335

2.4.3. Diffusion models

The most recently developed generative modelling paradigm is the Denoising Diffusion
Probabilistic Models (DDPM) (Ho et al., 2020) paradigm. Here, the intractable task of
learning to generate a complex distribution from noise is broken down into iterative steps,
where at each step, a small quantity of noise is removed from an image until the image is
without noise.340

Formally, a DDPM works as follows. Given a data distribution p(x) := p(x0) and forward
process:

p(xt|xt−1) = N (xt;
√
1− βtxt−1, βtI), (2.24)

where βt ∈ (0, 1) is the variance schedule and t ∈ [0, T ] is the Markov chain time step,
DDPM aims to learn µθ(xt, t) and Σθ(xt, t) which define the backward process:
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p(xt−1|xt) = N (xt−1;µθ(xt, t),Σθ(xt, t)). (2.25)

In order to do so, Ho et al. (2020) fix the variance Σθ(xt, t), reparametrise µθ(xt, t) as a345

function of the noise ϵθ(xt, t)

µθ(xt, t) =
1

√
αt

(
xt −

1− αt√
1− αt

ϵθ(xt, t)
)
,

αt = 1− βt, αt =
t∏

i=1

αi

(2.26)

(2.27)

and design a U-Net-based (Ronneberger et al., 2015) neural network architecture

Gθ,t : (xt, t) → ϵθ(xt, t) (2.28)

for learning to identify the noise. The U-Net is trained through cross-entropy between
the injected and predicted noise.

Diffusion models are widely regarded as a more straightforward optimisation option than350

GAN and can produce higher-quality images than VAE.

Diffusion models in image segmentation

DDPM have been employed in diverse ways for image segmentation, with three approaches
emerging as prominent.

The first approach involves conditioning the generative process wherein DDPM generates
an image segmentation relying on the image to segment. Here, the value of x0 is a355

segmentation map, and the parameters that define the backward process µθ and Σθ are
dependent on the image to segment (Amit et al., 2021; Wolleb et al., 2022b).

The second approach is an anomaly detection approach, involving using DDPM to gen-
erate data with and without the anomaly (Wolleb et al., 2022a). The DDPM is trained
conditionally with normal and abnormal images, where the conditioning factor is the pres-360

ence of the abnormality. At test time, an abnormal image x0 is corrupted with noise until
step L : xL, and is denoised with the abnormal flag off. The resulting reconstruction does
not contain the abnormality. Hence, the difference between the original and reconstructed
images yields an anomaly segmentation. For instance, Wolleb et al. (2022a) segment brain
tumours by training a DDPM on brain MRI with and without tumours.365

The third approach, which we study in more detail in Chapter 5, utilised DDPM as self-
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supervised pretraining to learn an information-dense latent representation of the target
distribution.
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3| Predicting traumatic brain
injury outcome with brain
lesion segmentations

This chapter is based on the following publication:
1. Rosnati, Margherita, Eyal Soreq, Miguel Monteiro, Lucia Li, Neil SN Gra-

ham, Karl Zimmerman, Carlotta Rossi et al. “Automatic lesion analysis for in-
creased efficiency in outcome prediction of traumatic brain injury.” In Machine
Learning in Clinical Neuroimaging: 5th International Workshop, MLCN 2022,
Held in Conjunction with MICCAI 2022, Proceedings, pp. 135-146. Cham:
Springer Nature Switzerland, 2022. (Best paper award) (Rosnati et al., 2022b)

This chapter presents a case study on how machine learning can be utilised in a health-
care application. Along with emphasising the advantages of machine learning in medical5

decision-making, the chapter also aims to shed light on some of its limitations.

3.1. Introduction

3.1.1. Traumatic brain injuries

Traumatic Brain Injury (TBI) is a leading cause of death in Europe Tagliaferri et al.
(2006). In the UK alone, 160,000 patients with TBI are admitted to hospitals annually,
with an estimated yearly cost of £15 billion Parsonage (2016). The accurate prediction
of TBI outcome is still an unresolved challenge Helmrich et al. (2021); Kalanuria and
Geocadin (2013) whose resolution could improve the therapy and after-care of patients.

Margherita Rosnati Semi-supervised generative models for medical image segmentation.
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3.1.2. Computed Tomography lesion segmentation

Due to its acquisition speed and wide availability, Computed Tomography (CT) is the
imaging modality of choice in clinical practice (Kim and Gean, 2011) and a key component
in TBI outcome prediction (Carter and Coles, 2012). The Marshall score (Marshall et al.,
1992) is one of the most widely used metrics to evaluate TBI injury severity. However,
it does not leverage the rich information content of CT imaging (Brown et al., 2019) and
requires a radiologist to assess the CT scan manually, which is time-consuming. Years
of acquisition of CT of TBI patients generated rich datasets, opening the possibility
of automatic extraction of CT biomarkers. These could enable a deeper and broader
use of imaging data, augmenting the skills of radiologists and reducing the workload,
allowing them to see more patients. Machine learning for medical imaging is a growing
research field with advances in medical imaging segmentation (Ronneberger et al., 2015)
and classification (Cireşan et al., 2013). It can be used for fast and autonomous outcome
prediction of TBI using imaging data.

3.1.3. Chapter contributions

This chapter explores the predictive power of novel TBI biomarkers computationally ex-
tracted from hospital admission CT scans. TBI lesion volumes are automatically extracted
from the scans; then, lesion statistics are derived to inform the prediction of TBI out-
come. We compare the discriminate power of our proposed features to the Marshall score10

features independently and when paired with clinical TBI biomarkers.

In particular, we make the following contributions:

• Novel machine-learning driven imaging biomarkers. We extract interpretable
measurements for TBI lesion quantification;

• Human-level performance on unfavourable outcome prediction. We reach15

comparable, if not superior, performance to manually extracted CT biomarkers when
predicting unfavourable outcome, both in isolation and when paired with clinical
TBI biomarkers;

• Imaging biomarker relevance. We show that features relating to extra-axial
haemorrhage in the frontal lobe are important for the prediction of outcome, con-20

firming previous clinical findings in a data-driven manner.

3.2. Related work
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1,986 patients recruited

1,599 patients with a CT DICOM

1,550 patients with all of injury,
admission and discharge data

1,264 patients with scan taken within 48
of injury and prior to surgical intervention

1,025 patients with GOS-E

703 patients with age, motor score, pupil
reactivity. hypoxia and hypotension data

646 patients without scan registration
failure

49 patients with missing data

259 patients without GOS-E recording

322 patients without clinical TBI biomarkers

Figure 3.1: Patient selection flow-chart

3.2.1. Clinical feature extraction

The prediction of TBI of outcome has primarily been tackled using clinical features. Jiang
et al. (2002) and Majdan et al. (2017) used clinical features such as age and motor score to
predict the patient outcome with a regression model. Pasipanodya et al. (2022) focused
on predictions for different patient subgroups. Huie et al. (2018) provide an extensive25

review of clinical biomarkers for the prediction of unfavourable outcome in TBI. More
recently, Bruschetta et al. (2022) and Matsuo et al. (2020) investigated using the same
predictors with machine learning models, such as support vector machines and neural
networks. Researchers also used more complex features to predict TBI outcome, such
as electroencephalograms (Noor and Ibrahim, 2020) and Magnetic Resonance Imaging30

(MRI)(Graham et al., 2021).
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3.2.2. CT feature extraction

A stream of research within TBI focuses on features extracted from CT. Recent work
adopted neural networks for TBI lesion segmentation and midline shift quantification
(Jain et al., 2019; Monteiro et al., 2020).

Similarly to our work, Plassard et al. (2015) and Chaganti et al. (2016) used multi-
atlas labelling to extract radiomics from different brain regions and predict a variety
of TBI end-points, yet excluding unfavourable outcome. Pease et al. (2022) trained a
convolutional neural network using CT scans and clinical TBI biomarkers to predict the
TBI outcome and achieved comparable performance to IMPACT. Unlike the biomarkers
we designed, the authors extracted deep learning features, which are not interpretable by
humans. In parallel to our work, Yao et al. (2020) trained a neural network to segment
epidural haematomas and used the resulting segmentation volumes to predict patient
mortality. Our work differs because we focused on the more challenging and clinically
relevant problem of predicting TBI unfavourable outcome. TBI outcomes are measured
by the patient state scale Glasgow Outcome Scale Extended (GOS-E), where a score of 4
or below defines an unfavourable outcome.

3.3. Methods

3.3.1. Study design

We analysed data from the observational studies The Collaborative REsearch on ACute35

Traumatic Brain Injury in intensiVe Care Medicine in Europe (CREACTIVE, NCT02004080),
and BIOmarkers of AXonal injury after TBI (BIO-AX-TBI, NCT03534154 Graham et al.
(2020)), the latter being a follow-up study to CREACTIVE. From these observational
studies, sub-studies collecting CT scans recruited 1986 patients admitted to intensive
care with a diagnosis of TBI between 2013 and 2019 from 21 European hospitals. CRE-40

ACTIVE recruited patients admitted to a hospital due to suspected TBI, whereas for
BIO-AX-TBI, the criterion was moderate-severe TBI as defined in Malec et al. (2007).
The studies did not define a protocol for acquisition or scanner type. Hence, the CT scans
collected were a heterogeneous dataset akin to clinical scenarios.

3.3.2. Data cleaning

We discarded patients for whom trauma time, hospital admission and discharge, admission45

CT scan, and the patient outcome measure GOS-E were not recorded. In addition, we
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Figure 3.2: BLAST-CT. Three CNN produce 3D patch features for full-resolution, three-
times and five-times down-sampled patches. The features are then concatenated and fed
through a Conditional Random Field to produce the final prediction. The CT example is
from the CREACTIVE dataset, and lesion segmentation is produced using BLAST-CT.

discarded patients who had surgery before the scan, whose scan could not be automatically
aligned to an atlas, and for whom one of the clinical TBI biomarkers - age, Glasgow Coma
Scale motor score and pupil responsiveness, hypoxia and hypotension - or Marshall score
was missing. A flowchart of the patient selection can be found in Figure 3.1. Of the50

remaining 646 patients, 389 (60.2%) had an unfavourable outcome, of which 225 (34.8%)
died. The median age is 56.6, and 74.9% of the patients are male. Out of the 21 centres,
we selected three centres with 59 patients as an independent replication holdout test set,
and we used the remaining 18 centres with 587 patients as a training set.

3.3.3. Feature extraction

All CT scans were standardised via automatic atlas registration to obtain rigid alignment55

to MNI space.

Segmentation model

We then used the deep-learning lesion segmentation method BLAST-CT (Monteiro et al.,
2020). The method produces predictions by extracting image features using three parallel
CNN with residual connections (He et al., 2016b), batch-normalisation (Ioffe and Szegedy,
2015) and pre-activation blocks He et al. (2016a). The first CNN uses the full resolution60

3D image, and the second and third use three-times and five-times down-sampled images
to include more context in the receptive field, and produce predictions using a Conditional
Random Field (Krähenbühl and Koltun, 2011), as illustrated in Figure 3.2. The patch
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Figure 3.3: Example of feature extraction. A CT scan (1st row) is fed through a segmenta-
tion neural network, outputting lesion volumes (2nd row + legend). We either aggregated
the lesion volumes globally or calculated the volumes over each cuboidal region to provide
localised measures (3rd and 4th rows).

sampling procedure is better explained in Monteiro et al. (2020): “at each epoch, 50
images are randomly sampled from the training set. From each image, 20 patches of size65

110×110×110 mm are extracted according to a sampling scheme - a patch centred on
a background voxel is sampled with a probability of 30% and on one of the four lesion
classes with a probability of 17.5% each (70% total for any lesion). Since no padding is
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Table 3.1: Models performance when predicting unfavourable outcome. Marshall score
is described in Marshall et al. (1992), global features refer to disjoint lesion statistics,
and local features refer to lesion volume per cuboid (see Chapter Subsection 3.3.3). The
clinical biomarkers are age, motor and pupil responsiveness, hypoxia and hypotension.

AUROC AUROC Precision Recall

Cross-validation Hold-out set

Marshall score 76.7 +/- 7.7 73.2 69.6 61.5
global lesion features 72.4 +/- 5.8 80.9 70.0 80.8
local lesion features 77.2 +/- 5.5 83.3 65.6 80.8
local + global lesion features 77.2 +/- 6.5 84.0 74.1 76.9

AUROC AUROC Precision Recall

Cross-validation Hold-out set

Marshall score + clinical biomarkers 81.6 +/- 3.9 84.7 69.2 69.2
global + clinical biomarkers 82.1 +/- 4.3 87.5 80.8 80.8
local + clinical biomarkers 83.0 +/- 4.4 87.7 84.0 80.8
local + global + clinical biomarkers 81.1 +/- 4.8 87.2 77.8 80.8

used, the network outputs a prediction with size 30×30×30 mm.”

The method is trained on data from the Collaborative European Neuro Trauma Effective-70

ness Research in TBI study (CENTER-TBI, NCT02210221, Maas et al. (2015); Steyerberg
et al. (2019)), containing 539 patients and 1028 CT scans. It is trained over 1200 epochs
using a batch size of 10, through a cross entropy loss optimised with an RMSprop op-
timiser and dampening learning rate. The method produces a voxel-wise classification
of intraparenchymal haemorrhages (IPH), extra-axial haemorrhages (EAH), perilesional75

oedemas (PLO) and intraventricular haemorrhages (IVH), reporting a respective Dice
score of 65.2%, 55.3%, 44.8% and 47.3% for lesions above 1mL.

Segementation features

From the 3D segmentations, we extracted two types of statistical features, global and
local lesion biomarkers. We calculated all connected components for each lesion type and
discarded any connected region of 0.02mL or less to remove noise. We determined this80

threshold by visual inspection of the scans. From the separate lesions1, we extracted the
following global lesion biomarkers: the total number of lesions, the median lesion vol-
ume, the 25th and 75th lesion volume percentiles, and the mean lesion volume. Next,

1Each lesion is a connected component.
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Figure 3.4: ROC curves of models predicting unfavourable outcome. The dashed lines
indicate the true positive rate for a fixed false positive rate of 10%. Global and local
biomarkers always produce a better or equivalent performance than the Marshall score.

we partitioned the registered 3D scans four ways for each axis, creating 43 = 64 equidi-
mensional cuboids. We chose four partitions to balance feature granularity and human85

interpretability. We extracted local lesion biomarkers for each lesion type by calculating
the total lesion volume in each cuboidal region. Figure 3.3 shows an example of brain
partitioning and the corresponding indexing.

3.3.4. Modelling and performance evaluation

We used a Random Forest Classifier with 300 estimators to predict a patient’s favourable
or unfavourable outcome. An unfavourable outcome, defined as a GOS-E score of 4 or90

below, is a typical target in TBI outcome prediction. We compared eight predictive
models based on different sets of features. The first four models use imaging features
alone: 1) the Marshall score; 2) global lesion biomarkers; 3) local lesion biomarkers; 4)
global and local lesion biomarkers. The second set of models uses the imaging features
above, together with the clinical TBI biomarkers (age, motor and pupil responsiveness,95

hypoxia and hypotension). Note that the clinical TBI biomarkers and Marshall score
are the same as those used in the state-of-the-art IMPACT-CT model (Steyerberg et al.,
2008).

We evaluated model performance using the Area Under the Receiver-Operator Curve
(AUROC), precision, recall, and true positive rate at a 10% false positive rate. In addi-100

tion to evaluating performance on the holdout test set, we also measured cross-validation
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Figure 3.5: Global feature statistics and their importance for outcome prediction.

performance on the training set. We calculated statistical significance through a permu-
tation test on the holdout set’s metrics and the statistical relevance of each feature using
the average Gini importance. In addition, a cross-validation per clinical centre can be
found in Table 3.2.105

3.4. Results

3.4.1. Local and global lesion biomarkers performed similarly or
better than Marshall score.

Using local and global lesion biomarkers achieved a cross-validation AUROC of 76.7 ±
7.7% compared to 77.0 ± 6.6% when using the Marshall score (Table 3.1 top). On the hold-
out set, the improvement of AUROC was 10.8%, from 73.2% using the Marshall score to
84.0% using local and global lesion biomarkers. Similarly, the precision improved by 4.5%
and the recall by 15.4%. For a false positive rate of 10%, the volumetric features yielded110

a true positive rate of 73.1% compared to 43.5% for the Marshall score (Figure 3.4a).
Testing the statistical significance of these improvements, we found that improvement in
AUROC in the holdout set was statistically significant (one-way p-value < 0.05), whereas
all other metrics on the holdout set were statistically comparable.
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Figure 3.6: Feature importance of local lesion biomarkers when predicting unfavourable
outcome. Each row represents the feature importance of different lesion types, and each
column represents a transversal slice, similarly to Figure 3.3. For each transverse slice,
each row represents a coronal slice, whereas each column represents a sagittal slice. The
numbers and colour intensity refer to the Gini importance (rescaled by 10−3).
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IVH

PLO

EAH

IPH

Figure 3.7: Extreme example of mis-segmented CT scan. The lesion labels are intra-
parenchymal (IPH), extra-axial (EAH) and intraventricular (IVH) haemorrhages, and
perilesional oedemas (PLO). The area labelled as extra-axial on fourth and fifth slices is
mis-classified; the opacity on the left side of the brain in the third slice should be labelled
as oedema.

3.4.2. Local lesion biomarkers and clinical features performed

similarly or better than features used in IMPACT-CT.

When adding the clinical TBI features to the local lesion biomarkers, the AUROC was 83.0115

± 4.4% in cross-validation and 87.7% on the holdout set, compared to 81.6 ± 3.9% and
84.7%, respectively, for clinical TBI and Marshall score biomarkers ((Table 3.1) bottom).
Similarly, the holdout set’s precision, recall and true-positive rate improved by 3%, 14.8%
and 34.6%, respectively (Figure 3.4b). When tested, the improvement in true positive
rate was significant (one-way p-value < 0.05), whereas the remaining holdout set metrics120

for the two experiments were statistically comparable.

3.4.3. Extra-axial haemorrhage was the most important feature.

When considering feature importance when using global lesion biomarkers (Figure 3.5b),
EAH was the statistical feature with the highest importance score, and IVH was the
feature with the lowest. The lesion count and maximum lesion size were the most impor-
tant factors. As per the global lesion biomarkers, EAH was the statistical feature with125

the highest importance scores when using local lesion biomarkers to predict unfavourable
outcome (Figure 3.6). In addition IVH in the second-bottom transverse plane, second-
bottom coronal plane ((1, 2,_)), EAH in the second-front coronal plane ((1, 1,_) and
(2, 1,_) were important.
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3.5. Discussion

In this chapter, we show that the predictive power of the automatically extracted imaging130

features is comparable to or superior to that of the Marshall score. Furthermore, the auto-
matically extracted features in conjunction with clinical TBI biomarkers perform at least
as well as the features used in IMPACT-CT (Marshall score and clinical TBI biomarkers).
The advantage of our approach is that, unlike the Marshall score, automatically extracted
imaging features do not require a radiologist to review the scan manually, allowing faster135

patient care and reducing workload. Our method generalises well across different scan-
ner types and acquisition protocols, as shown by the consistent results on the training
set cross-validation and the independent hold-out set. Although other approaches, such
as advanced fluid biomarker or magnetic resonance imaging, have also shown promise in
improving outcome prediction (Graham et al., 2021), the described method has the ad-140

vantage of using data which is currently collected routinely, obviating the need for revised
clinical investigation protocols.

The interpretability of the lesion features is an important step in discovering data-driven
prognostic biomarkers, contributing to the clinical understanding of TBI. Reinforcing
previous results (Atzema et al., 2006), we found that frontal EAH is an important indicator145

of poor TBI outcomes.

Although no ground truth segmentation was available, the clinicians (LL and DS) qualita-
tively reviewed a subset of the automatic segmentations. We concluded that the segmen-
tation model tended to produce some errors, such as partially mislabelling lesion types and
under-estimating their size. An example can be seen in Figure 3.7. Unfortunately, given150

the absence of ground truth, we could not quantify the extent of these issues. Neverthe-
less, there is strong evidence for the soundness of the model through both the predictive
performance and the feature importance maps. For example, the feature importance of
IVH is high where the ventricles occur.

In summary, our results show that automatically extracted CT features achieve human-155

level performance in predicting the outcome of TBI patients without requiring manual
appraisal of the scan. In future work, the interpretability of the machine learning fea-
tures may allow for a deeper clinical understanding of TBI, a notably complex condition.
However, Figure 3.7 brings to light a limitation of the existing current segmentation al-
gorithm, which can be partly attributed to the inability to leverage the 1600 brain CT160

scans described in Figure 3.1. To address this issue, the following chapter analyses the
use of semi-supervised learning as a means of utilising unlabelled data to improve the
performance and generalisation of segmentation algorithms.



3|
P

red
ictin

g
T

B
I

ou
tcom

e
w

ith
b
rain

lesion
segm

entation
s

39
Table 3.2: Cross validation per centre. Each row represents a trained model, trained on all training data but the centre. The
first column is the centre name, the second contains the number of patients, the third the number of patients with unfavourable
outcome. The fourth to eleventh columns report the AUROC on the centre data using features described in the first row (for more
details see Methods). The results obtained with the Marshall score and global + local features were statistically comparable when
taken in isolation and when adding clinical features.

Centre N. test patients
(% of tot)

unfav. outcome
(% of test)

Marshall
score global local global

+ local

Marshall
score

+ clinical

global
+ clinical

local
+ clinical

global
+ local

+ clinical

SI009 80 (12.4%) 80 (56.7%) 66.5 62.8 69.5 68.3 76.6 73.8 74.1 72.8
IT079 71 (11.0%) 71 (59.2%) 78.1 72.0 75.8 75.1 83.8 83.1 82.0 78.5
IT100 79 (12.2%) 79 (79%) 90.0 85.3 90.7 89.3 90.9 93.4 94.0 93.0
IT544 30 (4.6%) 30 (51.7%) 77.3 74.0 77.5 80.4 82.8 80.4 81.6 81.7
IT064 27 (4.2%) 27 (64.3%) 83.7 70.6 84.1 81.1 80.1 79.5 90.6 85.8
IT442 14 (2.2%) 14 (66.7%) 77.6 79.6 62.2 67.3 83.7 69.4 75.5 71.4
IT062 11 (1.7%) 11 (64.7%) 79.5 59.8 66.7 57.6 81.8 90.2 86.4 84.1
IT099 11 (1.7%) 11 (64.7%) 63.6 62.1 81.8 78.8 89.4 81.8 86.4 84.8
IT651 5 (0.8%) 5 (38.5%) 55.0 85.0 77.5 82.5 65.0 90.0 85.0 87.5
IT513 8 (1.2%) 8 (66.7%) 81.3 71.9 68.8 78.1 70.3 78.1 75.0 78.1
IT101 3 (0.5%) 3 (37.5%) 86.7 53.3 80.0 66.7 93.3 56.7 73.3 73.3
CH001 1 (0.2%) 1 (12.5%) 42.9 71.4 42.9 57.1 71.4 85.7 57.1 57.1
IT036 6 (0.9%) 6 (85.7%) 91.7 100.0 83.3 66.7 100.0 83.3 83.3 83.3
IT034 4 (0.6%) 4 (57.1%) 95.8 91.7 100.0 100.0 100.0 100.0 100.0 100.0
IT590 3 (0.5%) 3 (50%) 83.3 77.8 100.0 100.0 55.6 77.8 100.0 100.0
IT724 4 (0.6%) 4 (100%) na na na na na na na na
IT057 4 (0.6%) 4 (100%) na na na na na na na na
IT088 2 (0.3%) 2 (100%) na na na na na na na na
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4| Medical image segmentation
with few annotations: a case
study using features extracted
from generative adversarial
networks5

This chapter is based on the following publication:
1. Rosnati, Margherita, Fabio De Sousa Ribeiro, Miguel Monteiro, Daniel

Coelho de Castro, and Ben Glocker. “Analysing the effectiveness of a gen-
erative model for semi-supervised medical image segmentation.” In Machine
Learning for Health, pp. 290-310. PMLR, 2022. (Rosnati et al., 2022a)

In the preceding chapter, we presented a case study to demonstrate the potential utility
of a segmentation algorithm incorporated into a clinical prediction model in facilitating
clinical processes such as Traumatic Brain Injury outcome prognosis. While the solution
offered encouraging results, the algorithm has the potential to be refined by utilising
unlabelled brain CT scans to complement the segmentation model.10

In this chapter, we selected a promising semi-supervised segmentation algorithm to con-
duct a rigorous assessment of its capabilities, beginning with a typical medical scenario
and progressing to increasingly challenging training scenarios where the available data is
progressively contaminated. Here, we contaminate the data by changing the sex balance
of the training data. Our objective is to underscore the strengths and limitations of this15

type of segmentation algorithm in a medical context.

4.1. Introduction

Margherita Rosnati Semi-supervised generative models for medical image segmentation.
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4.1.1. Limits of deep learning in medical imaging

Deep learning has shown promising results in medical image segmentation (Ronneberger
et al., 2015; Rosnati et al., 2022b). Applications extend beyond disease prognosis to
include quantifying disease progression (Liu et al., 2020), lesion volumes (Robben et al.,
2020), tumour progression (Abdelazeem et al., 2020) and radiotherapy planning (Oktay20

et al., 2020).

However, large annotated datasets for training are scarce: despite data being routinely col-
lected for all patients, expert annotations are prohibitively expensive and time-consuming
to obtain in practice. As a result, models are often trained on smaller datasets. Con-
sequently, models may not generalise well, with an often observed drop in performance25

when the data characteristics change — known as domain shift (Quinonero-Candela et al.,
2008). For example, although we could not quantify its impact, Figure 3.7 in Chapter 3
exemplifies a case where the segmentation algorithm BLAST-CT (Monteiro et al., 2020),
which was originally shown to be highly effective, fails to generalise correctly to a new
dataset. In addition, potential biases in training data could cause deep learning methods30

to exacerbate health disparities (Adamson and Smith, 2018; Obermeyer et al., 2019).

4.1.2. Semi-supervised learning

Semi-Supervised Learning (SSL) seeks to solve the problem of labelled data scarcity by
leveraging information from unlabelled data in addition to the labelled data. Recent liter-
ature on SSL for segmentation focused on discriminative methods, mainly by augmenting
the labelled training data through pseudo-labelling (Ke et al., 2020) or constraining mod-35

els’ latent representation by enforcing consistent predictions within similar datapoints
(Ouali et al., 2020). Methods based on these concepts have been extensively studied in
the medical imaging context (Bai et al., 2017; Jiao et al., 2022; Shurrab and Duwairi,
2022).

Advances in SSL also span generative methods (Sajun and Zualkernan, 2022). The works40

by Wei et al. (2018) and Li et al. (2017) learn the distribution of the input data X to train
a classifier more robustly. For more background on SSL methods, we advise the reader to
refer to Chapter 2.3.

Recently, Li et al. (2021) expanded the modelling of p(x) to the joint distribution p(x,y)

of images x and their semantic segmentations y for SSL. Their method showed promising45

preliminary results on generalisations to new tasks and datasets, characteristics particu-
larly desirable in medical imaging.
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4.1.3. Chapter contributions

This chapter examines the aptitude of SSL deep generative models that learn the joint
distribution of p(x,y) to the challenging real-world medical image segmentation con-
text. We conduct an extensive empirical analysis on SemanticGAN (Li et al., 2021) as50

a representative example, compared to a state-of-the-art fully supervised network and
a semi-supervised discriminative ablation study on SemanticGAN for chest X-ray lung
segmentation, to substantiate the following:

• We provide thorough experimental evidence for SemanticGAN’s generalisability for
in- and out-of-domain tasks according to segmentation metrics and downstream55

disease classification performance;

• We uncover that the model’s robustness cannot be explained by adversarial training
alone;

• We characterise the model’s strengths and weaknesses regarding subgroup disparities
and biases in the training data.60

4.2. Related work

4.2.1. SSL for semantic segmentation

Recent advances in SSL for semantic segmentation can be broadly categorised into two
sometimes overlapping clusters: wrapper methods pseudo-label based and consistency
constraint based.

The former cluster use supervised learning architectures trained multiple times over
pseudo-labels, which are labels produced by model predictions (Chen et al., 2021; Olsson65

et al., 2021; Wang et al., 2022). A limitation of these models is that they do not leverage
the unlabelled image areas for which their predictions are not confident.

The latter uses auxiliary tasks to generate a separable and information-dense latent rep-
resentation of the data where similar datapoints are close (Liu et al., 2022a; Ouali et al.,
2020). For example, an idea borrowed from generative adversarial networks (GAN) is to70

use a discriminator to constrain the segmentation model to produce consistent segmen-
tations (Hung et al., 2018). These methods all suffer from poor generalisation to unseen
data, and sometimes underperform fully supervised methods (Singh et al., 2008; Yang
et al., 2021).
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4.2.2. Generative methods in SSL

A stream of generative methods for SSL uses Variational AutoEncoders (VAE), modelling75

p(x,y) through various latent variable models (Ehsan Abbasnejad et al., 2017; Joy et al.,
2020; Kingma et al., 2014). However, VAE are rarely used in per-pixel classification.

In contrast, there are several Generative Adversarial Networks inspired methods for gen-
erative SSL. Donahue et al. (2016) devised the “bi-directional GAN” method, where an
encoder maps the image distribution to the GAN latent space. Further works (Dumoulin80

et al., 2016; Kumar et al., 2017) use the latent space as the classification feature space.
These works generate a compact representation of the data distribution of the images p(x)
and use it to predict the image label in a supervised manner. Other authors employed
both generative modelling and adversarial training to learn the image label. Using archi-
tectures derived from TripleGAN (Li et al., 2017), Dong and Lin (2019) and Wu et al.85

(2019) propose to learn p(x) through a GAN generator. Samples from the GAN are then
concatenated to labels discriminatively generated by a classifier and fed to a discriminator
for adversarial training. To the best of our knowledge, no GAN-based method other than
Li et al. (2021) learns the joint distribution p(x,y). For this reason, our work focuses on
the latter.90

4.2.3. SSL in medical imaging

The literature on SSL methods in medical imaging broadly follows that of semantic seg-
mentation, with pseudo-labelling methods (Han et al., 2022), consistency regularisation
methods (Basak et al., 2022) and adversarial learning (Peiris et al., 2021). For example,
Bai et al. (2017) segment cardiac MRI with a wrapper method by iteratively allocate an
improve pseudo-labels on the unlabelled training set and update the model’s parameters95

using the labelled and pseudo-labelled images. An in-depth review can be found at Jiao
et al. (2022). Generative methods are seldom used. Liu et al. (2019) used a GAN to re-
construct images as an auxiliary task for diabetic retinopathy screening, and Zhang et al.
(2022) used an architecture similar to TripleGAN to detect Parkinson’s Disease. To our
knowledge, no previous work aims to assess methods that model the joint distribution of100

images and labels in SSL.

4.3. Methods

The SemanticGAN authors, Li et al., hypothesised that modelling the joint distribution
p(x,y) of images and segmentations yields superior robustness to domain changes in com-
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Figure 4.1: SemanticGAN. Firstly, the GAN components of the model G, Dr, and Dm

are trained to produce realistic chest X-rays and segmentations using LG,LDr and LDm .
Secondly, the encoder E is trained using Lu and Ls.

parison to discriminative methods, or methods only modelling p(x). We aim to verify this
hypothesis in a real-world medical imaging context. Specifically, we compare a genera-105

tive SSL method, SemanticGAN (Li et al., 2021), to a state-of-the-art fully supervised
semantic segmentation architecture, DeepLabV3 (Chen et al., 2017) and to an ablation
study on SemanticGAN. Our proposed ablation study pertains to the generative arm of
SemanticGAN to determine whether adversarial training is sufficient for SemanticGAN’s
success.110

4.3.1. SemanticGAN

Architecture

SemanticGAN bases its architecture on StyleGAN2 (Karras et al., 2020). Traditional
GANs sample a noise vector z ∼ N (0, I) and transform it through an upsampling archi-
tecture into an image. In contrast, StyleGAN2 transforms the noise vector into a higher
dimensional style vector w ∈ W that is fed to the upsampling architecture at differ-
ent stages, similarly to style transfer architectures. StyleGAN2 also borrows ideas from115

ResNet as it uses skip-connections to generate images of increasing resolution.

In more details, the generator initiates a latent representation of size 4×4×512 and passes
it through consecutive upsampling style blocks. Each style block is designed similarly to
a residual block (He et al., 2016b). It initially operates two 3x3 convolution layers onto
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Figure 4.2: SemanticGAN generator and image discriminator details. The arm generating
the segmentation is highlighted in yellow. The remaining architecture is the same as
StyleGAN2.

the latent representation, where the weights of the convolution are dependent of the style120

vector w. The convolutions are interspersed with an upsampling layer and are followed
by the addition of a noise term s. The output of the block is then processed by two
arms. The first arm passes the output of the block to the next block. The second
arm operates the skip connection by passing the block output through a convolutional
layer and adding it to the convolved and upsampled output of the previous layer. An125

illustration of the mechanism can be found in Figure 4.2a. The input of the noise vector
w at different resolutions controls the image composition at the different resolutions, from
coarse features to fine details; the noise vector s enables the model to generate stochastic
details, for example unruly hair on a portrait.

The discriminator Dr follows a similar architecture to residual blocks, starting with an130

initial convolution followed by blocks of two 3× 3 convolutions (independent of the style
vector w and noise s) interspersed with downsampling layers. The block outputs are added
to the downsampled output of the previous layer, reducing the size of the generated or
real image until it creates a binary classification. An illustration of the mechanism can
be found in Figure 4.2b.135

SemanticGAN modifies StyleGAN2’s generator G by adding a second set of skip-connections
to generate the image semantic segmentation (see yellow architecture in Figure 4.2a). The
authors also add an image and segmentation discriminator Dm. The latter concatenates
both image modalities and passes them through a multi-scale patch-based discrimina-
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tor (Wang et al., 2018), which architecture follows the same principles as BLAST-CT140

illustrated in Figure 3.2, to enlarge the discriminator’s receptive field at a low computa-
tional cost. The method also adds an encoder E from the image space into the W space
(Richardson et al., 2021), where each element wi of w is fed into the generator at a dif-
ferent resolution. In order to extract features of different resolutions, the encoder passes
an image through a bottleneck convolutional network with skip connections connecting145

latent representations of same resolutions from the bottleneck encoder and decoder. It
then extracts latent representations of the image from the bottleneck decoder at different
resolutions and passes them through a feature extractor to generate {wi}i.

Training

Following the original notation (Li et al., 2021), the objectives are defined as:

LG = E
z∼p(z)

(x̃,ỹ)=G(z)

[log(1−Dr(x̃))]+ E
z∼p(z)

(x̃,ỹ)=G(z)

[log(1−Dm(x̃, ỹ))] ,

LDr =− E
x∼Du

[logDr(x)] − E
z∼p(z)

x̃=GX(z)

[log(1−Dr(x̃))],

LDm =− E
(x,y)∼Dl

[logDm(x,y)] − E
z∼p(z)

(x̃,ỹ)=G(z)

[log(1−Dm(x̃, ỹ))],

(4.1)

(4.2)

(4.3)

where G is the generator, Du and Dl are the unlabelled and labelled datasets, respectively,150

and (x,y) and (x̃, ỹ) are resp. real and generated samples.

Lastly, the encoder E is trained with both an image reconstruction loss Lu and a semantic
segmentation reconstruction loss Ls:

Lu = E
x∼D

[LLPIPS(x, GX ◦ E(x))+λ1∥x−GX ◦ E(x)∥22] ,

Ls = E
(x,y)∼Dl

[H(y, GY ◦ E(x)) + DC(y, GY ◦ E(x)) ] ,

(4.4)

(4.5)

where LLPIPS(·, ·) is the Learned Perceptual Image Patch Similarity distance (Zhang et al.,
2018), H is the cross entropy loss, DC is the Dice score loss (Isensee et al., 2018) and155

D = Dl ∪ Du. The model is trained in two steps. Firstly, the image and segmentation
generative branch is trained along with the discriminators. Secondly, the weights of the
generative branch are frozen, and the encoder is trained. We use the architectures in
the original paper, where the modified StyleGAN2 generator has 31M parameters, the
StyleGAN2 discriminator Dr has 28M, the multi-scale patch-based discriminator Dm has160
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8M, and the encoder E has 7.4B parameters.

4.3.2. Fully supervised baseline

We compare SemanticGAN with DeepLabV3 on a 101-layer ResNet (He et al., 2016b)
backbone, totalling 59M parameters. DeepLabV3 is considered state-of-the-art in seman-
tic segmentation; its success based on augmenting the field of view of the network through
atrous convolutions. The architecture was optimised with a similar loss function to the165

SemanticGAN encoder Ls (Eq. (4.5)) for comparability:

LSupOnly = E
(x,y)∼Dl

[H(y,DL(x)) + DC(y,DL(x))] , (4.6)

where DL stands for DeepLabV3. We call this supervised baseline SupOnly.

4.3.3. Non-Generative Adversarial Network

For the ablation study, we employ the architecture of DeepLabV3 to produce segmenta-
tion and train the model adversarially using SemanticGAN’s architecture of Dm, which
together have 67M parameters. During training, we pass labelled or unlabelled images170

through the CNN architecture. We concatenate the resulting segmentation with the image
and pass it through a discriminative model, charged with determining whether the pair
comes from the labelled data distribution. In mathematical terms, the objective functions
are (cf. Eqs. (4.1) and (4.3)):

LSeg = E
x∼D

[log(1−Dm(x,DL(x)))] ,

LAdv = − E
(x,y)∼Dl

[logDm(x,y)] + E
x∼D

[log(1−Dm(x,DL(x)))] ,

(4.7)

(4.8)

where LSeg optimises the weights of the discriminative segmentation model, and LAdv175

optimises the weights of the adversarial model. We call this adversarially trained method
SemanticAN.

By design, SemanticAN is an ablation on SemanticGAN, testing whether the adversarial
training is sufficient for an SSL model to generalise well, or whether learning the distri-
bution of p(x) is beneficial.180

4.4. Experimental setup
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Table 4.1: Datasets used in our experiments

Name Segmentation
labels # scans # males # females

ChestX-ray8 No 108,000 60,999 (56%) 47,001 (44%)
JSRT (train) Yes 350 171 (49%) 179 (51%)
JSRT (test) Yes 81 35 (43%) 46 (57%)
NIH* Yes 95 53 (56%) 42 (44%)
Montgomery Yes 138 63 (46%) 74 (54%)
CheXpert No 76,205 44,773 (59%) 31,432 (41%)

*The NIH dataset is an annotated subset of ChestX-ray8.

4.4.1. Datasets

In order to compare and contrast the applicability of different approaches, we test them
on the task of chest X-ray lung segmentation. Chest X-rays are one of the most common
radiological examinations, and automatically extracted features from anatomical regions
such as the lungs can support clinical decisions.

We use the ChestX-ray8 (Wang et al. (2017), n=108k) and CheXpert (Irvin et al. (2019),185

n=76k) unlabelled datasets and the NIH (Tang et al. (2019), n=95), JSRT (Van Ginneken
et al. (2006), n=431), and Montgomery (Jaeger et al. (2014), n=138) labelled datasets,
where the NIH dataset is an annotated subset of the ChestX-ray8 dataset. A detailed
description of the datasets can be found in Table 4.1, while thumbnails of the datasets
can be found in Figures 4.7 and 4.8.190

4.4.2. Training details

For all experiments, we resize the images to 256× 256 resolution and normalise the pixel
values to the range [−1, 1] for both images and segmentation maps to be compatible with
StyleGAN’s architecture. In line with Oh et al. (2020), prior to rescaling, we equalise the
intensity histogram and apply a gamma correction of factor 0.5.

For SemanticGAN, we use the same hyperparameters as Li et al. (2021). We train the195

first step for 100k steps with a batch size of 8 on a single NVIDIA TITAN X GPU with
12GB capacity. We choose the model at the step with the lowest FID score, and train
the second step for 200k batches with a batch size of 4 (800k sample iterations).

For SemanticAN, we use the same hyperparameters as Li et al. (2021) except for a smaller
learning rate of 2× 10−4. We train for 50k batches with a batch size of 32 (1,600k sample200

iterations) and choose the model with the highest validation Dice score.
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For SupOnly, we use an Adam optimiser (Kingma and Ba, 2015) with learning rate of
10−5 and weight decay of 10−4. We train for 10k batches with a batch size of 32 (320k
sample iterations) and choose the model with the highest validation Dice score.

Throughout the chapter, any mention of statistical significance implies that we carried out205

a dependent t-test for paired variables and an independent Welch’s t-test for independent
variables, and the p-value was below 0.05.

4.5. Experiments

We run five different experiments. Firstly, in Subsection 4.5.1, we assess the method’s
segmentation performance in domain and out-of-domains. Secondly, in Subsection 4.5.2,
we evaluate how useful are the generated segmentations for downstream tasks. In this210

instance we choose lung disease classification. Thirdly, in Subsection 4.5.3, we deep-
dive in evaluating the performance of the segmentation algorithm across subgroups, in
this case sex. In addition to evaluating the original model trained in Subsection 4.5.1,
we incorporate a “stress-test” where the model is trained with various instances of biased
data. Subsections 4.5.4 and 4.5.5 are additional results which were not in the main corpus215

of Rosnati et al. (2022a). The former, Subsection 4.5.4, aims to check the soundness of
the segmentation method by evaluating its performance on principal axes of variation of
the dataset. The latter, Subsection 4.5.5, aims to analyse the effect of model size on our
evaluation pipeline.

4.5.1. Model performance and in- and out-of-domain generali-
sation

We assess the resilience of generative segmentation networks to dataset changes by training220

SemanticGAN with the ChestX-ray8 unlabelled dataset and the JSRT labelled dataset,
and testing the performance on the hold-out set of JSRT, the NIH dataset, and the
Montgomery dataset. In this manner, we test the model on in-domain data for the labelled
dataset, in-domain data for the unlabelled dataset, and out-of-domain data. We calculate
the Dice score, precision, recall, Average Surface Distance, and Hausdorff Distance in225

pixels for each population. The precision and recall highlight methods prone to over-
or under-segmentation, whereas the Average Surface Distance is sensitive to the distance
between segmentations, and the Hausdorff Distance is sensitive to far away outliers. We
compare the performance of SemanticGAN to that of SupOnly and SemanticAN, where
SupOnly is only trained on the JSRT labelled dataset.230
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Table 4.2: Models performance w.r.t. ground truth segmentations. Reported as mean ±
standard deviation over the dataset.

Dice Precision Recall Avg. surface
distance

Hausdorff
distance

JSRT (labelled in-domain)

SupOnly 99.3 ± 0.4 99.1 ± 0.4 99.5 ± 0.5 0.3 ± 0.2 1.1 ± 0.4
SemanticAN 91.2 ± 5.2 93.3 ± 3.7 89.8 ± 7.6 3.7 ± 2.0 14.7 ± 7.1
SemanticGAN 98.2 ± 1.3 98.3 ± 1.5 98.1 ± 1.2 0.7 ± 0.6 2.5 ± 2.4

NIH (unlabelled in-domain)

SupOnly 90.3 ± 8.1 95.3 ± 4.6 86.5 ± 11.4 4.8 ± 4.8 25.5 ± 22.7
SemanticAN 72.4 ± 19.6 75.4 ± 18.8 71.2 ± 21.2 10.9 ± 7.13 35.5 ± 17.1
SemanticGAN 90.1 ± 3.4 89.9 ± 6.5 90.9 ± 5.0 4.9 ± 3.3 18.2 ± 16.0

Montgomery (out-of-domain)

SupOnly 96.5 ± 2.3 98.8 ± 0.7 94.4 ± 4.0 1.3 ± 0.7 5.5 ± 7.2
SemanticAN 57.9 ± 33.4 62.4 ± 31.0 55.5 ± 35.1 19.3 ± 15.1 54.8 ± 38.9
SemanticGAN 91.3 ± 5.6 92.6 ± 7.9 90.4 ± 4.2 8.8 ± 10.5 34.2 ± 39.1

Results

The results summarised in Table 4.2 show SupOnly consistently outperformed Semantic-
GAN and SemanticAN when tested on JSRT and Montgomery. When tested on NIH,
SemanticGAN outperformed SupOnly in terms of recall and Hausdorff Distance, whereas
Dice score, precision and Average Surface Distance were inconclusive when comparing the
two. These findings are in line with a stream of literature (Yang et al., 2021) claiming235

that SSL methods do not consistently outperform fully supervised methods.

Nevertheless, SemanticGAN produced Dice score, precision and recall scores on average
greater than 90%, and an Average Surface Distance of at most 8.8 pixels. The results
indicate that the performance of SemanticGAN on datasets from a different distribution
is consistent, although not consistently superior to baselines.240

SemanticAN underperformed SemanticGAN and the supervised baseline, whether pre-
sented with scans from the distribution of a labelled training set, unlabelled training set
or a new dataset. Its sub-par performance on NIH suggests that the model did not exploit
the unlabelled dataset Du, and overfit to the training data distribution Dl. We find that
the adversarial training alone is insufficient to learn the imaging data distribution and245

distorts the training signal, resulting in a weaker model than both SemanticGAN and the
supervised baseline.
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Figure 4.3: CheXpert images masked by models trained on ChestX-ray8 and JSRT. First
row: unmasked image; second row: SupOnly segmentation; third row: SemanticAN seg-
mentation; fourth row: SemanticGAN segmentation. Titles: pathology label.

4.5.2. Downstream task performance for disease classification

We evaluate the segmentation algorithm on a downstream task as a secondary indicator of
the model performance. This evaluation method benefits from not requiring ground truth
segmentations, allowing us to test on larger datasets, such as CheXpert and ChestX-ray8.250

We choose the disease classification downstream task, where we use the segmentation
algorithm to mask the background to the lungs and detect different lung abnormalities.

For this purpose, we compare the performance of a classification model trained on original
unmasked images and images masked with SupOnly, SemanticAN, and SemanticGAN
from the CheXpert dataset. Unfortunately, we cannot compare these performances to255

that of the CNN trained on images segmented by clinicians due to the absence of such
segmentations in the CheXpert dataset.

Within the reported 14 pathologies, we pick three clearly visible within the lung area and
with a significant prevalence: pleural effusion (35.6%), lung opacity (47.8%) and oedema
(18.9%), where lung opacity and pleural effusion co-occur in 28.5% of patients, lung opac-260

ity and oedema co-occur in 16.5% of patients, pleural effusion and oedema co-occur in
15.6% of patients, and all three pathologies co-occur in 9.5% of patients. We hypoth-
esise that the information in the lung area is sufficient to classify the image correctly.
Hence, a perfectly segmented image should be as predictive as the unmasked image and
more predictive than any erroneously segmented one. We train a binary classifier for each265

pathology and segmentation method and report the Area Under the Receiver-Operator
Curve (AUROC) on the test images segmented with the same method as the training
dataset. We provide confidence intervals by training the binary classifier with five dif-
ferent seeds. In addition, we inspect a sample of the segmented images for a qualitative
assessment.270
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Table 4.3: Diagnosis classification AUROC for images masked using different segmentation
models on the CheXpert dataset (out-of-domain). Reported as mean ± standard deviation
over the dataset.

Opacity Effusion Oedema

SupOnly 67.4 ± 0.2 82.0 ± 0.1 77.8 ± 0.2
SemanticAN 66.6 ± 0.2 78.9 ± 0.2 77.2 ± 0.1
SemanticGAN 67.9 ± 0.1 82.2 ± 0.2 78.1 ± 0.2

Unmasked 70.1 ± 0.3 85.0 ± 0.2 79.1 ± 0.1

The binary classifier we use is a DenseNet (Huang et al., 2017) pre-trained on ImageNet
from torchvision (Marcel and Rodriguez, 2010). We replace the last layer with a dense
layer and randomised weights. We use the CheXpert dataset, set the intensities of pixels
outside the lung area to zero, and separate training and test sets. We experiment with
rescaling the scans’ intensities between 0 and 1 and find that the model performs better275

when the intensities are unnormalised – between 0 and 255. We optimise the model with
an Adam optimiser with a 10−3 learning rate.

Results

Figure 4.3 shows examples of patients’ scans segmented with SemanticGAN and the two
baselines. Both SupOnly’s and SemanticAN’s segmentations have irregular and discon-
nected shapes. They often mistake some low-intensity background areas for lungs and280

under-segment high-intensity areas in the lungs, such as medical devices. SemanticGAN’s
segmentations are anatomically plausible in shape across patients. However, the segmen-
tation is sometimes misaligned with the lung – for example, on the last row of Figure 4.3,
the top-left segmentation starts before the lung area.

Table 4.3 shows the results of the classification tasks. In contrast with the results in285

Section 4.5.1, SemanticGAN outperformed both SupOnly and SemanticAN for the clas-
sification of all tasks but Pleural Effusion, where SupOnly and SemanticGAN perform
similarly. Paired with the qualitative assessment, we deduce that although SemanticGAN
scores low on the segmentation metrics in Section 4.5.1, its segmentations are consistent
in shape and may more robustly capture the anatomical region of interest for disease290

classification.

In addition, an investigation of how the pathologies’ co-occurrence affects predictions
found that all models predicted worse for patients with co-occurrences than for patients
without co-occurrence. Our intuition is that the more pathologies are present in the
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Table 4.4: Detail of training population for Experiment 4.5.3, where “all” refers to both
male and female samples being included.

Experiment name G training E training

Du Dl Du Dl

Control all all all all
Full bias males males males males
Biased generator G males males all all
Biased encoder E all all males males
Biased labelled dataset Dl all males all males
Biased unlabelled dataset Du males all males all

image, the noisier the signal for each individual pathology, and the harder it can be for295

a given model to classify the (masked) images. In addition, the performance hierarchy
between SupOnly, SemanticAN, SemanticGAN and Unmasked shown in Table 4.3 was
observed for patient subgroups with multiple pathologies.

Finally, the superior classification performance of the classifier trained on unmasked im-
ages indicates that lung segmentations are imperfect for all methods, or other image300

regions may play an important role in predicting disease.

4.5.3. Performance across subgroups and training bias

Subgroup performance

Figure 4.4 shows the stratification by the patient’s biological sex of the Dice score de-
rived in Section 4.5.1. A corresponding numerical table can be found in Table 4.7. The
relative model performance for females versus males was mixed for all models except
for SemanticAN. The latter performed statistically significantly better for males than fe-305

males for all datasets. On the other hand, SupOnly performed comparably for the two
subgroups for all datasets, and SemanticGAN performed comparably for the subgroups
for all datasets but Montgomery, where it performed better for males. As SemanticAN is
overfitting the labelled training data, it is unsurprising that it carries the same bias as on
the training group on other groups. SemanticGAN showed to be more robust to biases310

than SemanticAN, yet worse than the fully supervised baseline.

When comparing models for each subgroup, SemanticAN underperformed both SupOnly
and SemanticGAN for all subgroups and datasets, and SupOnly outperformed Seman-
ticGAN for all subgroups but females in NIH, where they performed comparably. These
results are consistent with the findings in Section 4.5.1.315
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Figure 4.4: Stratification of segmentation results (Sections 4.5.1) by biological sex.

Training Bias

A follow-up question to the subgroup stratification experiment is how stronger popula-
tion biases in the training dataset affect the model performance over protected subgroups
(Larrazabal et al., 2020). Specifically, we wish to learn whether training different parts of
SemanticGAN with biased data affects the model performance and whether the perfor-
mance is more sensitive to a bias in either the labelled or the unlabelled datasets.320

On that account, we generate a biased unlabelled dataset D̃u from ChestX-ray8 and
a labelled biased dataset D̃l from JSRT, both composed of only the biological male,
removing all biological females from the original datasets. We perform three sets of
experiments, recapitulated in Table 4.4. Firstly, we train a model solely on biased data,
illustrating the most extreme circumstances. We call it the “full bias” model. Secondly,325

we train two models using the biased datasets at two different training phases. We train
one model by training the generator G with the biased datasets D̃ = D̃u ∪ D̃l and then
the encoder E with the original datasets D. We train a second model by training G with
the original datasets D and E with the biased datasets D̃. We call these the “biased
generator” and “biased encoder” models, respectively. Thirdly, we train one model with330

biased labelled data D̃l and original unlabelled data Du for both G and E, and a second
model with original labelled data Dl and biased unlabelled data D̃u. We call these the
“biased labelled dataset” and “biased unlabelled dataset” models, respectively.

For each iteration, we test the model on the same unbiased test datasets, JSRT, NIH and
Montgomery, and compare their performance to the model from Sections 4.5.1 and 4.5.2,335
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Figure 4.5: Impact of biological sex bias on model performance.

trained on the original dataset D—the “control” model.

Figure 4.5 presents the differences in Dice score when training SemanticGAN with biases
in different parts of the process. Table 4.8 shows a detailed table with numerical values.
Overall, the training bias affected the performance of the JSRT dataset more than on the
other datasets. For JSRT and biological females, the full bias, biased encoder and labelled340

data models performed significantly worse than the control. However, biasing generator
and unlabelled data did not harm the model performance. In addition, the female bias
did not affect the male subgroup performance. However, for the NIH and Montgomery
datasets, the discrepancy in model performance was smaller. The control model performed
better than the full bias and biased unlabelled dataset models for females, and the biased345

encoder model for females in NIH.
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Figure 4.6: CheXpert dataset PCA, with generative model reconstruction and segmenta-
tion. The first row shows the principal component images, the second row shows Seman-
ticGAN’s reconstruction, the third row show its segmentation, and the fourth row shows
the difference in segmentation with the mean PCA image.

The in-domain dataset results on JSRT for labelled data and NIH for unlabelled data
were sensitive to biases in their training domain and the biased encoder. Intuitively, these
results are coherent with the training paradigm, as the encoder explicitly minimises the
difference between the datasets and the models’ outputs. The sensitivity to the biased350

unlabelled dataset in the out-of-domain dataset results also substantiates the hypothe-
sis that SemanticGAN’s generalisation properties derive from its training on unlabelled
data. Consequently, if the model is presented with data significantly different from the
unlabelled dataset, we expect SemanticGAN to decrease in performance.

4.5.4. Consistency over continuous image changes

We aim to gain a deeper understanding of SemanticGAN from a qualitative perspec-355

tive by applying it to PCA-generated neighbouring samples, observing both the image
reconstruction and the segmentation. We interpolate scans through PCA instead of well-
known generative adversarial interpolation methods to avoid the circularity of using a tool
to evaluate itself. We proceed by training a PCA model using 3,000 random images from
CheXpert balanced across biological sex and ethnicity. We extract the mean PCA image360

and four neighbouring images at 1 and 2 standard deviations in each direction for each of
the first three principal modes. We then use SemanticGAN to predict the lung segmenta-
tion and qualitatively examine the gradual change in both the image reconstructions and
label maps.
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Table 4.5: Models performance w.r.t. ground truth segmentations. Reported as mean
± standard deviation over the dataset. “UN” stands for U-Net and “DL” stands for
DeepLabV3.

Dice Precision Recall Avg. surface
distance

Hausdorff
distance

JSRT (labelled in-domain)

SupOnly UN 97.3 ± 1.1 98.4 ± 1.6 96.2 ± 1.7 1.4 ± 1.8 5.5 ± 9.3
SupOnly DL 99.3 ± 0.4 99.1 ± 0.4 99.5 ± 0.5 0.3 ± 0.2 1.1 ± 0.4
SemanticAN UN 93.2 ± 2.1 89.3 ± 3.5 97.6 ± 1.4 11.3 ± 4.5 54.4 ± 19.0
SemanticAN DL 91.2 ± 5.2 93.3 ± 3.7 89.8 ± 7.6 3.7 ± 2.0 14.7 ± 7.1
SemanticGAN 98.2 ± 1.3 98.3 ± 1.5 98.1 ± 1.2 0.7 ± 0.6 2.5 ± 2.4

NIH (unlabelled in-domain)

SupOnly UN 80.2 ± 15.9 91.0 ± 15.8 72.9 ± 17.2 8.6 ± 7.3 36.0 ± 24.4
SupOnly DL 90.3 ± 8.1 95.3 ± 4.6 86.5 ± 11.4 4.8 ± 4.8 25.5 ± 22.7
SemanticAN UN 81.6 ± 9.6 76.3 ± 12.6 88.8 ± 7.7 22.1 ± 7.7 71.1 ± 17.6
SemanticAN DL 72.4 ± 19.6 75.4 ± 18.8 71.2 ± 21.2 10.9 ± 7.13 35.5 ± 17.1
SemanticGAN 90.1 ± 3.4 89.9 ± 6.5 90.9 ± 5.0 4.9 ± 3.3 18.2 ± 16.0

Montgomery (out-of-domain)

SupOnly UN 92.7 ± 7.9 96.6 ± 9.9 89.4 ± 6.9 3.5 ± 4.7 13.7 ± 17.8
SupOnly DL 96.5 ± 2.3 98.8 ± 0.7 94.4 ± 4.0 1.3 ± 0.7 5.5 ± 7.2
SemanticAN UN 90.3 ± 6.4 87.0 ± 8.9 94.5 ± 4.0 17.6 ± 8.5 72.3 ± 27.2
SemanticAN DL 57.9 ± 33.4 62.4 ± 31.0 55.5 ± 35.1 19.3 ± 15.1 54.8 ± 38.9
SemanticGAN 91.3 ± 5.6 92.6 ± 7.9 90.4 ± 4.2 8.8 ± 10.5 34.2 ± 39.1

Results

Figure 4.6 shows SemanticGAN’s image reconstruction and segmentation for different365

PCA components. The first principal component (columns 2-5) reflects the relative dis-
tance of the patient to the X-ray source. In the left-most image, the patient occupies
a more significant percentage of space: the space between the image’s border and the
patient is small, and the lung fields appear larger. Conversely, in the right-most PCA
component, the space between the patient and the image borders is more significant, and370

the patient’s lung areas are smaller. SemanticGAN’s segmentations reflect the patient
distance, where the left-most segmentation is 9% larger than the mean, and the right-
most segmentation is 10% smaller than the mean. For the second component (columns
6-9), the main change is in the patient positioning, from left to right of the field of view,
as can be seen from the image margins. Accordingly, the left-most image segmentation375

is further left than the mean one, and the right-most image segmentation is further right
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Table 4.6: Diagnosis classification AUROC for images masked using different segmentation
models on CheXpert (out-of-domain).

Opacity Effusion Oedema

SupOnly UN 66.3 80.0 76.7
SupOnly DL 67.5 82.0 78.0
SemanticAN UN 67.1 81.5 77.3
SemanticAN DL 66.8 78.8 77.3
SemanticGAN 68.1 82.2 78.4

Unmasked 70.3 85.3 79.0

than the mean one. Finally, for the third component (columns 10-13), the size of the
lung area increases from left to right. The segmentation grows accordingly: the left-most
segmentation is 49% smaller than the mean one, and the right-most segmentation is 39%
larger than the mean one.380

Interestingly, the model’s image reconstruction is more realistic than the PCA image.
This observation is a reliable indicator of the underlying mechanisms underpinning the
model’s segmentation production. Another effective method of validating the consistency
of the model’s segmentation production was the observation that close images in the PCA
space had similar segmentations. Although the PCA images have shapeless lung cavities,385

SemanticGAN generated segmentations with consistent shapes of varying sizes. This
behaviour can be attributed to SemanticGAN’s ability to acquire a continuous template
of the lung segmentation pattern and subsequently adapt it to the given image.

4.5.5. The model size effect

To understand the effect of model size, we compare SemanticGAN, SemanticAN and the
supervised baseline to an iteration of SemanticAN and the supervised baseline where we390

swap the DeepLabV3 backbone with a smaller U-Net (Ronneberger et al., 2015). The
latter has 578k parameters and is 78 times smaller than DeepLabV3 (59M) and 12,000
times smaller than SemanticGAN (7.4B, of which 31M are the generator’s).

Results

Table 4.5 shows the results of the experiment described in Subsection 4.5.1. When only
using labelled images, DeepLabV3 outperforms both U-Net and all unsupervised meth-395

ods in most testing circumstances. However, it is interesting to see that the adversarially
trained U-Net performs comparably to the adversarially trained DeepLabV3 for the la-
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Table 4.7: Stratified models performance for females and males, quantified by Dice simi-
larity coefficient. ‘ID’ stands for in-domain, ‘OOD’ stands for out-of-domain, ‘SAN’ stands
for SemanticAN and ‘SGAN’ stands for SemanticGAN..

JSRT (lab. ID) NIH (unlab. ID) Montgomery (OOD)

Female Male Female Male Female Male

SupOnly UN 97.0 ± 1.4 97.5 ± 0.5 77.3 ± 18.1 82.4 ± 13.8 91.8 ± 8.4 94.2 ± 5.3
SupOnly DL 99.3 ± 0.4 99.3 ± 0.4 88.9 ± 9.6 91.4 ± 6.6 96.5 ± 2.3 96.5 ± 2.2
SAN UN 92.5 ± 2.6 93.9 ± 1.0 79.0 ± 9.8 83.6 ± 9.0 89.5 ± 5.8 91.7 ± 6.2
SAN DL 89.9 ± 7.1 92.3 ± 1.9 67.5 ± 22.6 76.3 ± 16.0 44.1 ± 31.2 74.8 ± 27.7
SGAN 98.2 ± 1.1 98.2 ± 1.5 90.5 ± 2.8 89.8 ± 3.9 90.6 ± 4.5 92.3 ± 6.4

belled in-domain data, and better for the unlabelled in-domain data and out-of-domain
data. Similarly, in the experiment described in Subsection 4.5.2, we observe in Table 4.6
that SemanticAN trained with the U-Net backbone outperforms the DeepLabV3-based400

SemanticAN.

These results show that DeepLabV3 overfits to the labelled training data, indicating that
a large model capacity does not necessarily imply better performance, especially out of
domain.

4.6. Conclusion

In conclusion, this work thoroughly analyses the segmentation performance, robustness,405

and potential subgroup disparities of discriminative and generative semi-supervised seg-
mentation methods when applied to large-scale, publicly available chest X-ray datasets.

We found that SemanticGAN generates consistent predictions in shape (Subsections 4.5.2
and 4.5.4) and accuracy (Subsection 4.5.1), performing better than baselines on down-
stream tasks (Section 4.5.2). Our experiments on SemanticAN in Subsection 4.5.1, the410

ablation study model, revealed that SemanticGAN’s performance is due to its ability to
learn the joint image and segmentation distribution p(x,y).

The experiments on biased training in Subsection 4.5.3 highlighted the model’s reliance on
the unlabelled dataset for generalisation to out-of-domain datasets. In addition, counter-
intuitively, the most significant relative drop in performance was observed in the labelled415

in-domain setting. Further work should aim to understand the model’s weaknesses to
different biased training data.

Although SemanticGAN showed strong and consistent performance, the fully-supervised
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Table 4.8: Biological sex bias impact on model performance

JSRT (lab. ID) NIH (unlab. ID) Montgomery (OOD)

Female Male Female Male Female Male

Control 98.2 ± 1.1 98.2 ± 1.5 90.6 ± 2.8 89.8 ± 3.9 90.6 ± 4.5 92.3 ± 6.4
Full bias 93.8 ± 2.7 98.3 ± 1.6 89.7 ± 5.1 91.0 ± 3.5 88.4 ± 5.3 92.5 ± 5.2
Biased G 98.6 ± 0.9 98.4 ± 1.4 92.3 ± 2.8 92.3 ± 3.0 92.4 ± 3.3 94.0 ± 3.5
Biased E 94.3 ± 1.7 98.5 ± 1.6 88.3 ± 4.2 90.0 ± 3.6 90.3 ± 3.9 93.0 ± 3.8
Biased Dl 94.8 ± 1.3 98.5 ± 1.6 90.6 ± 3.5 91.2 ± 2.9 91.2 ± 3.2 93.2 ± 3.7
Biased Du 98.4 ± 1.1 98.2 ± 1.7 88.5 ± 4.6 89.9 ± 2.8 88.8 ± 4.0 92.0 ± 5.2

baseline consistently scored higher on segmentation metrics. An interesting follow-up
study would be to test the hypothesis that the method’s strengths outweigh its weaker420

performance in an active learning regime, whereby only the most informative examples
are annotated.

Our findings suggest that generative models are particularly well-suited when shape con-
sistency is a critical desideratum. For other circumstances, the results reported in this
work show that the method examined generalises well and does not exacerbate existing425

biases. However, SemanticGAN sometimes fails to perform better than a baseline that is
easier to train and achieves excellent segmentation scores. We conclude that generative
approaches to medical image segmentation have the potential to become a viable alterna-
tive to discriminative models, in particular, due to their ability to incorporate information
from unlabelled data.430

In the forthcoming chapter, we delve into diffusion models, a novel type of generative
models that is easier to train. Our hope is that these models will help us further realise
the potential of generative approaches to medical image segmentation.
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(a) ChestX-ray8

(b) JSRT

(c) NIH

Figure 4.7: Datasets thumbnails
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(a) Montgomery

(b) CheXpert

Figure 4.8: Datasets thumbnails - continued
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5| Medical image segmentation
with few annotations:
semi-supervised learning with
diffusion models

This chapter is based on the following paper:
1. Rosnati, Margherita, Melanie Roschewitz and Ben Glocker. “Robust semi-

supervised segmentation with timestep ensembling diffusion models”. Machine
Learning for Health (ML4H) 2023

And on the following presentations:
1. Rosnati, Margherita, Melanie Roschewitz and Ben Glocker. “Robust semi-

supervised segmentation with timestep ensembling diffusion models”. Medical
Imaging Meets NeurIPS 2023

2. Rosnati, Margherita, Melanie Roschewitz and Ben Glocker. “Robust semi-
supervised segmentation with timestep ensembling diffusion models”. Work-
shop on Deep Generative Models for Health at NeurIPS 2023

The code and a demo for this chapter are available at:
https://huggingface.co/spaces/anonymous2023-21/TEDM-demo

Chapter 3 introduced a case study illustrating the potential impact of machine learning5

advances in the medical field. Despite the encouraging results obtained, the method
could be refined further by leveraging unlabelled data. Chapter 4 explored a possible
solution based on the SOTA in SSL. Specifically, we demonstrated that generative models
for semi-supervised semantic segmentation yield models that generalise well, despite the
training challenges associated with the GAN model backbone. This chapter introduces10

a novel family of generative models, namely Denoising Diffusion Probabilistic Models, as
a backbone. Our results show that careful design choices lead to robust semi-supervised
segmentation models.

Margherita Rosnati Semi-supervised generative models for medical image segmentation.

https://huggingface.co/spaces/anonymous2023-21/TEDM-demo
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5.1. Introduction

Denoising Diffusion Probabilistic Models (DDPM) (Ho et al., 2020; Sohl-Dickstein et al.,
2015) have recently emerged as a promising approach for modelling the distribution of15

natural images, outperforming alternative methods in terms of sample realism and di-
versity. More recently, DDPM have also been successfully applied to various medical
imaging tasks, such as synthetic image generation (Kim and Ye, 2022), image reconstruc-
tion (Peng et al., 2022; Xie and Li, 2022), anomaly detection (Pinaya et al., 2022; Wolleb
et al., 2022a), diagnostics (Aviles-Rivero et al., 2022) and segmentation (Wolleb et al.,20

2022b).

Image segmentation is crucial in medical imaging, where accurate and efficient methods
are required to support diagnosis, treatment planning, and disease monitoring. However,
medical imaging datasets are often limited in size and may lack sufficient annotations,
making it challenging to train accurate segmentation models. Moreover, medical imaging25

data is characterised by high variability, resulting from differences in acquisition parame-
ters, scanner types, and patient demographics. This phenomenon, also known as domain
shift, poses a significant challenge to the generalisation of segmentation models applied
to new datasets, leading to potential underperformance in clinical settings.

Recent research in diffusion models has shown promising results for semi-supervised learn-30

ing (Baranchuk et al., 2021; Deja et al., 2023) based on the discovery that the bottleneck
network, tasked to learn the backward process of removing noise from an image, also
learns an expressive feature representation that can benefit other downstream analysis
tasks. Several techniques have been proposed to leverage intermediate diffusion steps for
improved in-domain downstream performance. However, more research is needed on the35

implications of these design choices regarding model generalisation. Our work focuses on
the latter problem.

5.1.1. Chapter contributions

This chapter investigates how to optimally leverage diffusion steps to improve generalisa-
tion for semi-supervised image segmentation under domain shift. Based on the analysis
of datasets with diverse imaging modalities and domain shifts, our findings demonstrate40

significant improvements over existing baselines using five different datasets. Our key
findings can be summarised as follows:

• Small diffusion steps are crucial for model generalisation;

• Concatenating latent representations over steps to predict segmentation maps can
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Figure 5.1: Models diagram. LEDM, the SOTA in semi-supervised segmentation with
diffusion models, selects a subset of timesteps and concatenates latent representations
extracted from a pretrained diffusion model as features fed to an MLP. Our method (i)
selects smaller and more informative timesteps, (ii) predicts through a voting mechanism
over our steps selection, and (iii) shares the MLP weights across timesteps, resulting in
improved segmentation performance.

hurt generalisation;45

• Instead, generalisation can be significantly improved by (i) optimising which timesteps
to use at test time, (ii) ensembling predictions from individual timesteps using a
shared predictor and (iii) using these individual predictions for regularisation during
training.

5.2. Background and related work

DDPM are generative models that transform a noise distribution into samples through50

the use of T U-Nets {Gθ,t}Tt=1, which iteratively denoise a noise signal over T timesteps.
For more background on diffusion models, please refer to Subsection 2.4.3.
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Baranchuk et al. (2021) apply diffusion models to semi-supervised segmentation by us-
ing a diffusion model pretrained on unlabelled images, extracting latent representation
from the U-Net’s intermediate layers and using them to train a pixel-wise classifier. More55

concretely, their Label Efficient Diffusion Model (LEDM) extracts the latent represen-
tations generated with a pretrained U-Net diffusion model by selecting a set of steps
t ∈ S ⊆ {0, . . . , T}, generating a noisy inputs xt from an image x0 ∈ Rcimg×H×W :

xt =
√
αtx0 +

√
1− αtϵ, ϵ ∼ N (0, I), (5.1)

where αt depends on the diffusion model parameters (see Subsection 2.4.3) and cimg ×
H × W indicate the dimensions of the input image. The authors pass the noisy inputs60

through the DDPM U-Nets {Gθ,t}t∈S. The resulting activation maps

Gθ,t(xt) =: zt ∈ Rc×h×w, t ∈ S (5.2)

are then upsampled through bilinear interpolation to the input size and concatenated into
a feature map Z:

Z = [z̃t]t∈S ∈ R(|S|×c)×H×W where z̃t = upsample(zt). (5.3)

Finally, each pointwise prediction is performed independently by an ensemble of lightweight
multilayer perceptions65

Cn
ϕ : Zi,j → yi,j; n ∈ {1, .., 10} (5.4)

trained with a cross-entropy loss. The authors concatenate the diffusion steps

SLEDM = {50, 150, 250} (5.5)

to form the input to these predictors.

Similarly, Deja et al. (2023) also use the latent representations of a pretrained diffusion
model for classification tasks. In particular, they propose to use classifier predictions from
all intermediate timesteps to regularise the training of the diffusion model. However, at70

test time, they only use the last diffusion step t = 1 to generate predictions.
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Figure 5.2: Performance of a logistic regression segmentation model trained on latent
features from individual diffusion steps.

5.3. On the importance of the diffusion steps for do-

main generalisation

Previous findings suggest that latent representations in larger steps contain coarse infor-
mation, which becomes more granular as the diffusion steps approach the target data
distribution (Baranchuk et al., 2021; Deja et al., 2023). Here, we are interested in un-
derstanding how the wealth of information in each time step s ∈ S contributes to model75

generalisation when the training dataset size varies.

We pretrain a DDPM composed of T = 1000 steps. Each step t is learned by a U-Net
architecture Gθ,t(xt) composed of four downsampling blocks and four upsampling blocks
connected by skip-connections. Each block is made of two ResNet blocks followed by an
activation layer and the down- or up-sampling layer. A ResNet block is made of a stack of80

two 3× 3 convolutions, normalisation layers. In addition, after the first convolution and
normalisation, we scale and shit the output with parameters dependent on the timestep t.
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The timesteps t ∈ [0, · · ·T − 1] are first embedded with a sinusoidal positional embedding
SPE (Vaswani et al., 2017):

SPEi(t) =

sin(t× 10000i/d) if i is even

cos(t× 10000i/d) if i is odd
such that SPE(t) ∈ Rd (5.6)

The positional embeddings are then further transformed at each ResNet block through a85

linear layer before being split into a scale and shift factor. The U-Nets Gθ,t(xt) are trained
to predict the noise ϵt by optimising a mean absolute error loss with an Adam optimiser.

We train a Ridge logistic regression-based pixel-wise classifier over latent representations
extracted from specific timesteps t ∈ {1, 10, 25, 50, 200, 400, 600 and 800} to isolate the
predictive power of each timestep. We compare these timestep-wise predictions to LEDM90

and a fully supervised baseline using the same U-Net backbone as the DDPM backbone.

We evaluate our work on the task of chest X-ray lung segmentation as in Chapter 4.
Chest X-rays are among the most frequent radiological examinations in clinical practice,
and automatically extracted features from anatomical regions such as the lungs can aid
clinical decision-making. Moreover, the availability of several public datasets of chest95

X-ray images allows us to investigate the methods’ generalisation ability in the presence
of changes in dataset characteristics.

Consistently with the previous Chapter 4, we use the ChestX-ray8 (Wang et al., 2017)
(n=108k) as the unlabelled dataset to train the DDPM backbone, and a subset of the
JSRT (Van Ginneken et al., 2006) (n=247) labelled dataset for training (n=197) and100

validating (n=25) our method. We train the DDPM over T = 1000 timesteps with batch
size 4 and learning rate η = 0.0001 on a single NVIDIA TITAN X GPU with 12GB
capacity. Similarly, the regression is trained with a learning rate of η = 0.0001. The
dataset splits, architecture, and code are available in our code repository.

We reserve the remaining JSRT samples (n=25) along with the NIH (Tang et al., 2019)105

(n=95), and Montgomery (Jaeger et al., 2014) (n=138) labelled datasets for final testing.
Notably, the NIH dataset is an annotated subset of the ChestX-ray8 dataset. This setup
allows us to test the models on data that is (i) in-domain for the classifier (JSRT), (ii)
out-of-domain for the classifier but in-domain for the DDPM (ChesX-ray8/NIH) and (iii)
out-of-domain for both (Montgomery).110

Figure 5.2 shows the Dice score from the step-wise experiment when training our segmen-
tation model, the baseline and LEDM on n = {197, 49, 24, 12, 6, 3 and 1} JSRT labelled
datapoints, corresponding to {100, 50, 25, 12, 6, 3, 2 and 1} % of the training dataset.
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Figure 5.3: Additional results on the performance of a logistic regression segmentation
model trained on latent features from individual diffusion steps.

Surprisingly, LEDM does not significantly1 outperform the baseline in the one-shot set-
ting for domain-shifted datasets (NIH, Montgomery). This indicates that LEDM may not115

fully utilise the latent representation information. Secondly, we find that the predictor
trained on a single step t = 1 statistically outperforms both LEDM and the baseline for
small training sizes (1, 3, 6 in NIH and Montgomery and for one datapoint in JSRT).
In addition, this predictor remains competitive with both the baseline and LEDM across
all other training dataset sizes. These results are consistent with the precision and recall120

observed in Figure 5.3.

The experiment highlights that latent representations obtained from smaller steps are
more powerful predictors than those obtained from larger steps, particularly for domain
generalisation. In particular, the LEDM steps {50, 125 and 250} are not the optimal

1Significance is calculated through a Wilcoxon paired test at level 0.05.
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Table 5.1: Models performance w.r.t. ground truth segmentations. Reported as mean ±
standard deviation over the dataset. Global CL, Global & Local CL and LEDM are a
reproduction of Chen et al. (2020), Chaitanya et al. (2020) and Baranchuk et al. (2021)
respectively. All statistically comparably best performing models are highlighted in bold.
Significance is calculated through a Wilcoxon paired test at level 0.05.

Training size 1 (1%) 3 (2%) 6 (3%) 12 (6%) 197 (100%)

JSRT (in-domain for classifier)

Sup. Baseline 84.4 ± 5.4 91.7 ± 3.7 93.3 ± 2.9 95.3 ± 2.3 97.3 ± 1.2
Global CL 88.8 ± 5.9 92.7 ± 1.8 93.6 ± 1.6 95.3 ± 1.1 97.1 ± 1.4
Global & Local CL 89.8 ± 5.2 93.1 ± 1.7 92.9 ± 1.9 94.8 ± 1.49 97.2 ± 1.2
LEDM 90.8 ± 3.5 94.1 ± 1.6 95.5 ± 1.4 96.4 ± 1.4 97.0 ± 1.3
LEDMe 93.7 ± 2.6 95.5 ± 1.5 96.7 ± 1.5 97.0 ± 1.1 97.6 ± 1.2
TEDM (ours) 93.1 ± 3.4 94.8 ± 1.4 95.8 ± 1.2 96.6 ± 1.1 97.3 ± 1.2

NIH (in-domain for DDPM, OOD for classifier)

Sup. Baseline 68.5 ± 12.8 71.2 ± 15.1 71.4 ± 15.9 77.8 ± 14.0 81.5 ± 12.7
Global CL 70.7 ± 14.6 80.3 ± 12.2 77.1 ± 16.4 84.6 ± 10.8 86.9 ± 10.8
Global & Local CL 71.1 ± 16.2 79.6 ± 12.7 81.1 ± 14.0 82.2 ± 13.6 87.4 ± 10.8
LEDM 63.3 ± 12.2 78.0 ± 10.1 81.2 ± 9.3 85.9 ± 7.4 88.9 ± 5.9
LEDMe 70.3 ± 11.4 78.3 ± 9.8 83.0 ± 8.6 84.4 ± 8.1 90.1 ± 5.3
TEDM (ours) 80.3 ± 9.0 86.4 ± 6.2 89.2 ± 5.5 91.3 ± 4.1 92.9 ± 3.2

Montgomery (OOD for DDPM and classifier)

Sup. Baseline 77.1 ± 12.0 83.0 ± 12.2 80.9 ± 14.7 83.8 ± 14.9 94.1 ± 6.6
Global CL 76.1 ± 15.0 87.6 ± 9.7 88.8 ± 11.4 90.4 ± 10.4 92.9 ± 10.8
Global & Local CL 77.4 ± 17.4 88.7 ± 9.14 89.9 ± 8.2 90.1 ± 10.9 92.5 ± 11.2
LEDM 79.3 ± 8.1 85.9 ± 7.4 89.4 ± 6.7 92.3 ± 7.2 94.4 ± 7.2
LEDMe 80.7 ± 6.6 86.3 ± 6.5 89.5 ± 5.9 91.2 ± 5.6 95.3 ± 4.0
TEDM (ours) 90.5 ± 5.3 91.4 ± 6.1 93.3 ± 6.0 94.6 ± 6.0 95.1 ± 6.9

choice for segmentation as single-step approaches with smaller steps perform better on125

out-of-distribution datasets. In the next section, we investigate whether ensembling dif-
ferent steps can still outperform single-step approaches given the right choice of steps.
We investigate several ways of ensembling these steps and their impact on model gener-
alisation.

5.4. Timestep ensembling diffusion models

In this section, we show that the generalisation of diffusion-based segmentation models130

in the low data regime can be significantly improved by judiciously combining adequate
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Figure 5.4: Segmentation examples. Col. 1 and 2 are the image and ground truth seg-
mentation. Subsequent columns correspond to models trained with n training datapoints
(see title). Row 1 corresponds to the baseline outcomes, and row 2, 3 and 4 to LEDM,
LEDMe and TEDM (our method) respectively.

timesteps both at prediction and training time.

We hypothesise that the lack of generalisation of LEDM observed in the previous section
can be mitigated with more model regularisation and reducing the number of parameters
that need to be learned. Indeed, the current approach of concatenating features from135

numerous timesteps to feed into the pixel-wise MLP predictor results in an excessively
high-dimensional input, which leads to a complex predictor. To address this concern,
we propose using a shared MLP trained to generate a prediction map from each latent
representation of the steps considered.

We define our loss function as follows:140

ϕ = argmin E
x0∼D

E
i,j

E
s∈STEDM

CE (Cϕ(z̃
i,j
s ),yi,j), (5.7)

where i, j is the pixel indexing, yi,j is the ground truth class of pixel i, j, z̃s is the upsam-
pled latent representation zs of the diffusion model at step s, STEDM is the set of diffusion
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Table 5.2: Ablation study on test-time ensembling over timesteps. Each “Step i ” experi-
ment only uses predictions from timestep i at test time. All statistically comparably best
performing models are highlighted in bold. Significance is calculated through a Wilcoxon
paired test at level 0.05.

Training size 1 (1%) 3 (2%) 6 (3%) 12 (6%) 197 (100%)

JSRT (in-domain for classifier)

Step 1 91.1 ± 5.0 94.5 ± 2.1 96.0 ± 1.4 96.8 ± 1.1 97.4 ± 1.3
Step 10 91.6 ± 4.6 94.6 ± 1.8 96.0 ± 1.3 96.9 ± 1.0 97.4 ± 1.2
Step 25 91.7 ± 4.2 94.5 ± 1.6 95.8 ± 1.2 96.8 ± 1.0 97.3 ± 1.2
TEDM 93.1 ± 3.4 94.8 ± 1.4 95.8 ± 1.2 96.6 ± 1.1 97.3 ± 1.2

NIH (in-domain for DDPM, OOD for classifier)

Step 1 70.4 ± 10.9 78.9 ± 9.4 84.2 ± 8.3 87.5 ± 6.5 91.9 ± 3.3
Step 10 73.2 ± 10.3 81.1 ± 8.3 85.8 ± 7.3 88.8 ± 5.6 91.8 ± 3.3
Step 25 75.1 ± 9.8 82.6 ± 7.7 86.5 ± 6.7 89.4 ± 5.2 91.9 ± 3.3
TEDM 80.3 ± 9.0 86.4 ± 6.2 89.2 ± 5.5 91.3 ± 4.1 92.9 ± 3.2

Montgomery (OOD for DDPM and classifier)

Step 1 85.9 ± 4.0 89.3 ± 4.2 92.2 ± 4.2 93.9 ± 3.9 94.9 ± 5.3
Step 10 87.1 ± 4.5 89.3 ± 4.8 92.1 ± 5.2 94.1 ± 5.0 94.8 ± 6.5
Step 25 87.4 ± 5.3 89.1 ± 5.5 91.7 ± 6.2 93.7 ± 6.3 94.6 ± 7.0
TEDM 90.5 ± 5.3 91.4 ± 6.1 93.3 ± 6.0 94.6 ± 6.0 95.1 ± 6.9

steps used, Cϕ is the pixel-wise MLP predictor, CE stands for cross entropy and D is the
training set. At test time, we use a voting mechanism to ensemble the various prediction
maps to obtain a final segmentation map. We call this technique “timestep ensembling”145

and show that it yields superior performance.

ŷi,j =
1

|STEDM|
∑

s∈STEDM

Cϕ(z̃
i,j
s ) (5.8)

Moreover, we leverage the insights from the previous section and combine predictions
from the diffusion steps

STEDM = {1, 10, 25, 50, 200, 400, 600, 800}. (5.9)

This approach allows us to benefit from the small steps information content and larger
step regularisation effect, unlike LEDM, which only used timesteps {50, 125 and 250}.150

To better understand the distinctions between our model and LEDM, please refer to 5.1.
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5.5. Experiments

We conduct experiments on various percentages of the JSRT training dataset, 12%, 6%,
3%, 2%, and 1%, to fully explore the potential of our semi-supervised method. In addition,
we train on 100% of the training set for completeness. To evaluate the performance of our
timestep ensembling diffusion model (TEDM), we compare it with the fully supervised155

baseline (described in Section 5.3) and LEDM. LEDM and TEDM have the same MLP
classifier architecture. In addition, we compare TEDM to two other semi-supervised
methods that use contrastive learning (CL): the “Global CL” (Chen et al., 2020) and the
“Local and Global CL” (Chaitanya et al., 2020). Both these methods are trained with the
same backbone architecture as the baseline and the DDPM.160

In order to investigate the effect of each component in our TEDM model, we carry out
several ablations. Firstly, we compare the original LEDM model with another instance
of LEDM, trained with our diffusion steps STEDM, which we refer to as LEDM-extended
(LEDMe). This allows us to ablate the effect of our diffusion steps choice. Secondly, we
test the voting mechanism by reporting model performance when only steps 1, 10 or 25165

are used at test time. We use the same evaluation procedure as in Section 5.3. We train
the Global CL and Global & Local CL models for 100 000 steps. All downstream models,
the supervised baseline, Global CL and Global & Local CL fine-tuning, LEDM, LEDMe
and TEDM, are trained for 20 000 steps, with the same learning rate η = 0.0001.

We test TEDM’s generalisability by applying it to two additional datasets: the UK170

Biobank dataset and the BraTS dataset (Bakas et al., 2017, 2018; Menze et al., 2014).
In the UK Biobank dataset, we segment brain structures in 2D slices of brain MRI T1
images. This dataset is particularly challenging due to the low intensity variation be-
tween structures and background. The BraTS dataset comprises brain MRI (T1, T1Gd,
T2 and T2-FLAIR) of patients with brain tumours, which we decompose into 2D slices175

and segment. This dataset is even more difficult as it entails segmenting items of varied
shapes and locations.

5.5.1. Experimental setup and complexity analysis

For all experiments, we pretrain the DDPM as described in Section 5.3.

UK Biobank data preprocessing

The UK Biobank brains dataset contains 42 791 patients’ scans. We initially separate the
data in three sets, a training set with ntrain = 34 230, a validation set with nval = 4280 and
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a test set of ntest = 4281 patients. After evaluating some methods with ntest = 4281 and180

careful consideration of results variance, we reduced the test set to ntest = 500 without
suffering any drops in metrics accuracy.

All scans have voxel size 1mm3 and image size 189 × 233 × 197, and are paired with
the segmentation of 15 subcortical structures’ volumes from FIRST (FMRIB’s Integrated
Registration and Segmentation Tool Patenaude et al. (2011)) segmentation, and brain185

masks. For more details on the scan preprocessing, please refer to Alfaro-Almagro et al.
(2018).

We preprocess the images by clipping the intensities to [0, 1500] to remove large outliers,
then normalise the brain pixels using the brain masks so that the 1st and 99th quantiles
correspond to -1 and 1 respectively:190

xnorm[mask ̸= 0] = a · x[mask ̸= 0] + b

such that a =
2

x99% − x1%
and b = 1− a · x99%

(5.10)

(5.11)

where x1% and x99% are the 1st and 99th quantiles of x[mask ̸= 0].

We then split the image and segmentation in 189 2D slices, and discard all slices where
no brain structures are present in the segmentation, resulting in roughly 100 2D slices per
brain image.

BraTS data preprocessing

The BraTS dataset consists of 338 patients’ scans. For each patient, four scanner modal-195

ities are available, “native T1, post-contrast T1-weighted (T1Gd), T2-weighted (T2), and
T2 Fluid Attenuated Inversion Recovery (T2-FLAIR) volumes”2. Segmentation maps for
GD-enhancing tumour, the peritumoural oedema, and the necrotic and non-enhancing
tumour core are provided. In addition, the scans are co-registered, resampled to 1mm3

resolution as skull stripped. For more information about the BraTS dataset preprocess-200

ing, please refer to Bakas et al. (2018); Menze et al. (2014). We separate the data in
three sets, a training set with ntrain = 269, a validation set with nval = 36 and a test set
of ntest = 33. For each scan modality, we calculate the mean and variance of the brain
pixels across the training set, excluding the background. We use the calculated mean and
variance to normalise the data distribution to mean 0 and standard deviation 1.205

We then split the images and segmentation in 155 2D slices. For each slice, concatenate
2https://www.med.upenn.edu/cbica/brats2020/data.html

https://www.med.upenn.edu/cbica/brats2020/data.html
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Table 5.3: Methods computational cost

Approximate theoretical
test-time operations GMAC

Sup. Baseline N 29.2
Global CL N 29.2
Global & Local CL N 29.2
LEDM |SLEDM| ×N 88.0
LEDMe |STEDM| ×N 234.6
TEDM (ours) |STEDM| ×N 234.6

the four modalities, and take a centre crop of 176× 176.

Computational complexity

The backbone U-Net used across experiments is of 36m parameters. We use the package
ptflops to estimate the number of operations to N = 29.2M . Therefore, Supervised
Baseline, Global CL and Global & Local CL all have a computational cost of N .210

LEDM requires |SLEDM| = |{50, 150, 250}| = 3 forward passes through the U-Net com-
posing the DDPM backbone of the model, one for each used timestep. The latent
representations extracted from the U-Net has nlatent = 960 dimensions. In the case of
LEDM, these dimensions are concatenated and passed through a lightweight multilayer
perceptron, composed of three linear layers: input_channels ×128, 128 × 32 and 32×215

out_channels. Here, input_channels=|SLEDM| × nlatent and out_channels=1. We denote
its size by NMLP(in_c, out_c), and note that it is executed npixels times. LEDMe has a
similar complexity structure.

Finally, TEDM, like LEDMe, requires |STEDM| = |{1, 10, 25, 50, 200, 400, 600, 800}| = 8

forward passes through the U-Net, and requires an MLP of size NMLP(nlatent, 1) for each220

latent representation. The final numbers for all models can be found in Table 5.3.

Note that for LEDM, LEDMe and TEDM, the multiple U-Net forward passes are the
greatest contributors to computational complexity and can be parallelised provided enough
computational power, leading to comparable prediction time to the baseline.

5.6. Results

The performance results on chest X-rays and brain MRI are shown quantitatively in225

Tables 3.1 and 5.4 in terms of Dice score, Tables 5.5, 5.5, and 5.7 in terms of precision and
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Table 5.4: Dice scores on the UK Biobank and BraTS datasets. For both datasets, the
model was trained on 2D slices, the results are reported on the 3D images. The training
size refers to the number of patients in the labelled training set. The number of 2D
slices is roughly 100x larger. All statistically comparably best performing models are
highlighted in bold. Significance is calculated through a Wilcoxon paired test at level
0.05 with Bonferroni correction to account for multiple classes per patient.

UK Biobank (nunlabelled
train = 34 000, ntest = 500)

Training size 1 3 6 12 34 000

Sup. Baseline 54.6 ± 18.6 76.8 ± 12.3 83.1 ± 8.5 85.1 ± 7.6 89.6 ± 5.2
Global CL 42.7 ± 20.4 77.3 ± 11.0 82.0 ± 8.7 85.2 ± 7.4 88.7 ± 5.6
Global & Local CL 44.3 ± 20.3 74.0 ± 11.8 80.6 ± 9.4 82.0 ± 8.9 87.4 ± 6.8
LEDM 60.8 ± 17.1 81.3 ± 7.9 82.3 ± 8.9 83.0 ± 9.2 87.7 ± 5.8
LEDMe 54.7 ± 17.8 79.4 ± 10.8 82.5 ± 9.1 83.8 ± 8.6 86.6 ± 7.0
TEDM (ours) 71.0 ± 14.8 81.0 ± 9.0 82.8 ± 8.8 83.2 ± 9.3 85.1 ± 7.4

BraTS (nunlabelled
train = 268, ntest = 33)

Training size 1 3 6 12 33

Sup. Baseline 12.5 ± 18.9 30.9 ± 31.2 40.7 ± 33.1 47.1 ± 33.8 69.5 ± 25.7
Global CL 4.7 ± 13.6 25.5 ± 29.4 32.3 ± 32.1 40.5 ± 32.0 56.9 ± 28.6
Global & Local CL 11.7 ± 19.1 27.3 ± 30.5 34.1 ± 31.5 38.3 ± 32.2 55.4 ± 30.0
LEDM 24.0 ± 22.9 31.0 ± 31.4 40.8 ± 31.9 48.0 ± 31.2 62.6 ± 26.7
LEDMe 21.2 ± 22.7 33.1 ± 31.4 42.8 ± 32.7 49.5 ± 31.7 63.2 ± 27.6
TEDM (ours) 27.3 ± 26.1 35.6 ± 31.7 41.9 ± 32.3 47.5 ± 31.7 59.8 ± 29.0

recall, and qualitatively in Figure 5.4. The ablation results are shown in Table 5.2. For all
tables, the best-performing model and all statistically equivalent models are highlighted
by reporting their results in bold. While discussing the results, emphasis is placed on
the Dice score outcomes, as they provide a comprehensive understanding of the model230

performance. The precision and recall values yield similar results and are considered in
the analysis.

5.6.1. Using small step sizes improves performance both in- and
out-of-domain.

In Table 3.1, we observe that in all cases, selecting small diffusion steps generates the
best-performing models: LEDMe outperforms LEDM statistically significantly for all ex-
periments but two (Montgomery n = 12 and NIH n = 12). In addition, LEDMe outper-235

forms LEDM for the UK Biobank and BraTS datasets for training sizes larger than 3 and
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1, respectively (see Table 5.4).

5.6.2. Concatenating latent representations hurts generalisabil-
ity in the low data regime.

TEDM outperforms LEDMe (and LEDM) for the NIH and Montgomery datasets, except
for n=197. We deduce that the concatenation method exploited in LEDM leads to poor
generalisation on domains outside the labelled training set. In addition, TEDM performs240

statistically comparably to LEDM for JSRT, indicating that its generalisation properties
come with little to no in-domain performance cost.

5.6.3. Test-time ensembling over timesteps improves generali-

sation over single-step predictions.

Table 5.2 shows that using a voting mechanism for prediction (used in TEDM) is more
effective than using the smallest step (TEDM outperforms the competing models in OOD
cases), implying that different steps produce latent representations focusing on slightly245

different aspects of the image.

5.6.4. TEDM performs robustly for increasingly challenging seg-

mentation tasks.

Table 5.4 shows that TEDM is statistically superior or equal to its competitors for all
cases with less than 12 datapoints, showing that our method remains competitive in more
challenging in-domain low labelled data scenarios.

5.6.5. Fully supervised baselines are competitive for in-domain

harder segmentation tasks.

Our method TEDM showcases excellent performance on very small dataset sizes (1, 2, 3250

and 6 in Table 5.4). However, for larger datasets (6 patients or more), a well-designed
baseline model proves to be more effective than any of the semi-supervised models. This
result suggests that although semi-supervised methods with self-supervised pretraining
may have their limitations in providing task-specific performance for larger datasets, they
present great potential for improving results on small datasets.255
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Figure 5.5: Additional visualisations of segmentations on JSRT, NIH and Montgomery
test images as per Figure 5.4.

5.7. Conclusions

This study investigated the impact of different diffusion steps on the performance and
generalisation of semi-supervised segmentation models. Our comprehensive experiments
across multiple datasets revealed that small diffusion steps are crucial for domain gener-
alisation, requiring only a few training samples to become powerful pixel-wise predictors.
Furthermore, we found that ensembling segmentation maps over timesteps significantly260

improves model generalisation in the low data regime while offering competitive perfor-
mance in-domain. Conversely, concatenating latent representations can hurt the gener-
alisation of the pixel-wise classifier. These findings were demonstrated by the superior
performance of our proposed Timestep Ensembling Diffusion Model on chest X-ray lung
segmentation and more challenging tasks such as brain structure and tumour segmenta-265

tion. Our results indicate that latent representations across different steps share semantics
and act as a model regulariser, leading to better generalisation than competing methods.
This analysis underscores the importance of thoroughly investigating the design decisions
for auxiliary tasks in diffusion models, such as timestep selection and ensembling. These
decisions can have a significant impact on the model’s performance.270

Our findings provide important new insights and may inform the development of new
approaches leveraging powerful diffusion models for medical imaging tasks. In future
work, the performance of TEDM and similar approaches should be compared to the
emerging foundation model techniques, where the pre-training is executed at a larger
scale than semi-supervised methods. Here, the ability of diffusion models to efficiently275

capture the data distribution from extensive, unlabelled data holds a promise to overcome
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Table 5.5: Models precision w.r.t. ground truth segmentations, as per Table 3.1.

Training size 1 3 6 12 197

JSRT (in-domain for classifier)

Sup. Baseline 89.2 ± 12.1 93.2 ± 7.2 93.8 ± 5.9 95.3 ± 3.7 97.9 ± 1.1
Global CL 86.8 ± 10.5 95.5 ± 3.0 97.3 ± 2.6 97.0 ± 2.0 97.7 ± 1.5
Global & Local CL 90.2 ± 9.2 97.1 ± 2.2 96.8 ± 2.0 96.2 ± 2.0 97.1 ± 1.6
LEDM 85.2 ± 5.8 91.7 ± 2.9 94.1 ± 1.9 96.3 ± 1.5 97.5 ± 1.3
LEDMe 90.1 ± 4.6 93.6 ± 2.3 96.2 ± 2.0 96.6 ± 1.6 97.9 ± 0.9
TEDM (ours) 91.3 ± 7.2 95.4 ± 2.9 95.6 ± 2.0 96.4 ± 1.7 97.5 ± 1.2

NIH (in-domain for DDPM, OOD for classifier)

Sup. Baseline 63.0 ± 17.0 65.6 ± 18.3 63.6 ± 20.3 72.0 ± 18.3 80.5 ± 17.4
Global CL 60.8 ± 17.9 78.7 ± 15.9 76.0 ± 20.4 83.2 ± 14.4 89.4 ± 13.6
Global & Local CL 65.1 ± 19.1 81.7 ± 15.2 84.5 ± 15.4 81.7 ± 16.8 88.0 ± 13.9
LEDM 48.4 ± 13.6 69.4 ± 14.8 74.7 ± 14.0 83.0 ± 11.4 88.4 ± 9.2
LEDMe 56.8 ± 14.1 69.3 ± 13.7 77.0 ± 12.9 79.8 ± 12.0 90.8 ± 7.8
TEDM (ours) 70.5 ± 13.3 82.0 ± 10.6 86.3 ± 9.3 90.4 ± 6.9 95.3 ± 3.6

Montgomery (OOD for DDPM and classifier)

Sup. Baseline 75.1 ± 16.4 77.6 ± 16.1 73.5 ± 18.6 78.1 ± 19.0 94.9 ± 8.9
Global CL 68.3 ± 18.3 86.7 ± 13.7 88.8 ± 15.8 89.2 ± 13.8 93.7 ± 14.1
Global & Local CL 72.2 ± 20.9 90.1 ± 12.7 92.2 ± 11.0 89.2 ± 14.4 92.9 ± 14.7
LEDM 68.7 ± 10.5 79.4 ± 9.7 85.9 ± 8.8 92.0 ± 6.8 97.5 ± 2.7
LEDMe 69.7 ± 9.2 78.8 ± 9.1 84.8 ± 8.5 88.5 ± 7.3 96.4 ± 3.7
TEDM (ours) 88.7 ± 5.3 90.9 ± 5.9 93.5 ± 4.9 96.9 ± 2.4 98.5 ± 1.0

the persistent data scarcity problem in medical image segmentation.
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Table 5.6: Models recall w.r.t. ground truth segmentations, as per Table 3.1. Glob. &
Loc. CL stands for Global & Local CL.

Training size 1 3 6 12 197

JSRT (in-domain for classifier)

Sup. Baseline 81.5 ± 6.6 90.6 ± 3.4 93.2 ± 2.6 95.4 ± 2.5 96.8 ± 2.2
Global CL 91.8 ± 3.2 90.2 ± 3.0 90.3 ± 3.8 93.8 ± 1.9 96.6 ± 2.3
Global & Local CL 90.0 ± 3.2 89.5 ± 3.3 89.5 ± 3.7 93.4 ± 2.4 97.2 ± 1.8
LEDM 97.4 ± 1.1 96.7 ± 1.2 97.0 ± 1.6 96.6 ± 2.1 96.6 ± 2.1
LEDMe 97.7 ± 1.0 97.5 ± 1.4 97.1 ± 1.5 97.4 ± 1.3 97.3 ± 1.9
TEDM (ours) 95.4 ± 2.1 94.3 ± 1.6 96.2 ± 1.5 96.9 ± 1.4 97.2 ± 1.9

NIH (in-domain for DDPM, OOD for classifier)

Sup. Baseline 77.7 ± 10.3 80.5 ± 12.0 85.4 ± 10.1 87.4 ± 8.0 84.2 ± 9.9
Global CL 88.6 ± 9.7 83.6 ± 8.1 80.1 ± 13.6 87.4 ± 7.7 85.3 ± 8.9
Global & Local CL 80.9 ± 14.5 78.6 ± 11.7 78.9 ± 14.0 84.0 ± 11.5 87.6 ± 8.5
LEDM 96.4 ± 4.2 91.8 ± 5.5 91.1 ± 6.2 90.2 ± 6.5 89.9 ± 5.5
LEDMe 96.3 ± 3.2 92.5 ± 6.2 91.8 ± 6.7 90.9 ± 7.2 89.9 ± 5.7
TEDM (ours) 95.7 ± 4.0 92.4 ± 4.2 92.9 ± 4.1 92.7 ± 4.4 90.8 ± 5.0

Montgomery (OOD for DDPM and classifier)

Sup. Baseline 80.9 ± 7.2 90.9 ± 5.9 93.0 ± 5.6 93.0 ± 5.8 93.6 ± 4.8
Global CL 88.7 ± 7.2 89.9 ± 4.8 90.1 ± 5.5 92.8 ± 5.7 93.0 ± 6.5
Global & Local CL 86.1 ± 10.9 88.3 ± 5.5 88.4 ± 6.4 92.2 ± 5.9 93.2 ± 6.0
LEDM 94.9 ± 4.7 94.5 ± 4.2 93.9 ± 4.8 92.9 ± 8.3 92.0 ± 9.4
LEDMe 97.0 ± 3.5 96.3 ± 3.7 95.3 ± 4.3 94.3 ± 5.1 94.4 ± 5.1
TEDM (ours) 92.9 ± 6.7 92.4 ± 6.9 93.3 ± 7.1 92.8 ± 7.9 92.6 ± 9.1
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Table 5.7: Precision and recall scores on the UK Biobank and BraTS datasets, as per
Table 5.4.

UK Biobank (nunlabelled
train = 34 000, ntest = 500)

Training size 1 3 6 12 34 000

Precision

Sup. Baseline 67.3 ± 18.9 84.5 ± 11.4 84.0 ± 10.7 85.8 ± 9.5 88.7 ± 9.0
Global CL 59.3 ± 23.3 83.1 ± 11.5 82.9 ± 11.1 85.2 ± 9.7 89.4 ± 8.6
Global & Local CL 52.3 ± 22.5 75.1 ± 15.0 80.3 ± 11.5 81.7 ± 10.7 88.6 ± 9.2
LEDM 64.9 ± 21.3 83.2 ± 9.6 84.0 ± 9.6 85.5 ± 9.1 86.9 ± 8.8
LEDMe 51.3 ± 19.5 86.0 ± 8.9 86.4 ± 9.2 85.9 ± 9.0 88.5 ± 8.9
TEDM 85.9 ± 11.7 88.8 ± 8.3 86.8 ± 9.1 87.8 ± 9.0 87.7 ± 9.2

Recall

Sup. Baseline 41.3 ± 20.5 67.8 ± 16.4 79.7 ± 11.4 82.5 ± 11.2 88.6 ± 6.4
Global CL 30.6 ± 19.6 70.2 ± 14.9 78.8 ± 11.3 82.8 ± 10.4 85.8 ± 9.5
Global & Local CL 39.6 ± 19.4 73.6 ± 11.0 81.1 ± 9.9 82.7 ± 10.1 86.6 ± 7.6
LEDM 64.4 ± 17.7 76.2 ± 13.2 81.4 ± 10.2 81.5 ± 11.2 86.2 ± 8.0
LEDMe 66.0 ± 18.1 75.2 ± 12.7 79.4 ± 11.1 82.5 ± 10.7 85.0 ± 8.0
TEDM 58.6 ± 20.3 73.2 ± 13.3 79.7 ± 11.1 80.0 ± 11.9 83.0 ± 8.6

BraTS (nunlabelled
train = 268, ntest = 33)

Training size 1 3 6 12 33

Precision

Sup. Baseline 25.7 ± 30.0 45.1 ± 37.4 54.6 ± 37.6 62.2 ± 35.1 74.1 ± 26.8
Global CL 12.0 ± 25.3 38.6 ± 34.9 48.3 ± 37.1 57.1 ± 34.9 66.6 ± 29.9
Global & Local CL 31.6 ± 35.7 40.5 ± 37.2 49.5 ± 36.3 60.7 ± 35.1 66.3 ± 29.2
LEDM 26.4 ± 28.5 44.5 ± 37.9 56.7 ± 35.8 61.6 ± 35.0 70.6 ± 27.4
LEDMe 27.9 ± 29.4 51.2 ± 37.6 60.8 ± 35.2 61.4 ± 34.8 70.4 ± 27.5
TEDM 46.2 ± 34.2 61.4 ± 35.8 67.2 ± 33.6 67.4 ± 33.4 72.4 ± 27.0

Recall

Sup. Baseline 18.9 ± 28.4 43.7 ± 36.4 48.1 ± 35.8 49.5 ± 35.5 71.1 ± 26.2
Global CL 13.6 ± 29.1 38.9 ± 36.2 33.1 ± 33.6 45.2 ± 33.5 56.9 ± 30.9
Global & Local CL 21.0 ± 31.3 38.3 ± 35.8 40.6 ± 34.9 39.4 ± 33.3 56.8 ± 31.8
LEDM 35.8 ± 26.7 37.0 ± 34.3 45.8 ± 33.6 51.0 ± 32.0 63.8 ± 26.9
LEDMe 26.8 ± 26.8 36.0 ± 32.9 46.7 ± 34.6 53.1 ± 32.5 64.7 ± 27.7
TEDM 27.6 ± 28.2 37.3 ± 33.3 42.4 ± 33.3 47.9 ± 32.9 59.3 ± 30.2
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6.1. Summary of contributions

Let us recall the research goals set out for this thesis from Section 1.2:

1. To illustrate the potential and pitfalls of machine learning in medical imaging.

2. To train neural networks in a label efficient manner.

3. To build an evaluation framework for the robustness of current label efficient5

paradigms when applied to medical images.

This section summarises the main contributions and conclusions of each chapter and
frames them in the context of the set out research aims.

Chapter 3 makes significant contributions toward achieving the first goal of the thesis:
to illustrate the potential and pitfalls of machine learning in medical imaging, with a10

focus on Traumatic Brain Injury (TBI) outcome prediction. Through a comprehensive
case study, we demonstrated the capacity of machine learning to extract novel imaging
biomarkers from Computed Tomography (CT) scans, providing interpretable measure-
ments for TBI lesion quantification. Our approach not only showcases human-level per-
formance in predicting unfavourable TBI outcomes but also emphasises the relevance of15

imaging features, particularly extra-axial haemorrhage in the frontal lobe. By comparing
our proposed features with the conventional Marshall score, we highlight the accuracy of
our machine-learning-driven imaging biomarkers in contributing to TBI outcome predic-
tion. These findings underscore the potential of machine learning in augmenting the skills
of radiologists, reducing their workload, and enabling faster patient care in a healthcare20

environment.

In Chapter 4, we addressed the third goal of our thesis: to build an evaluation frame-
work for the robustness of current label-efficient paradigms when applied to medical im-
ages. Our contributions shed light on the potential of Semi-Supervised Learning (SSL)
deep generative models in the challenging real-world medical image segmentation context.25

The selected model, SemanticGAN (Li et al., 2021), underwent a comprehensive empiri-

Margherita Rosnati Semi-supervised generative models for medical image segmentation.
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cal analysis compared to a state-of-the-art fully supervised network and a semi-supervised
discriminative ablation study on SemanticGAN for chest X-ray lung segmentation. We
provided experimental evidence showcasing SemanticGAN’s generalisability for in- and
out-of-domain tasks, evaluated according to segmentation metrics and downstream dis-30

ease classification performance. Additionally, we uncovered insights into the model’s ro-
bustness, demonstrating that adversarial training without generative capabilities cannot
explain its performance. Furthermore, our analysis delved into characterising the model’s
strengths and weaknesses regarding subgroup disparities and biases in the training data.
The evaluation framework we established contributes to the broader discussion on the35

efficacy of SSL methods in medical image segmentation.

Finally, Chapter 3 of the thesis has made significant contributions toward achieving the
second goal, which is to train neural networks in a label-efficient manner. Specifically, we
delved into the application of Denoising Diffusion Probabilistic Models as a backbone for
generative models in semi-supervised semantic segmentation. Our investigation focused40

on optimising the use of diffusion steps latent representations for improved generalisation
in semi-supervised image segmentation under domain shift, a critical aspect of label-
efficient training. The key findings highlight the importance of careful design choices, such
as selecting small diffusion steps, avoiding concatenation of latent representations, and
instead employing an ensemble approach at both test and training times. These findings45

were substantiated through extensive experiments on diverse medical imaging datasets,
showcasing the proposed Timestep Ensembling Diffusion Model’s superior performance in
chest X-ray lung segmentation and more complex tasks like brain structure and tumour
segmentation. Our work contributes valuable insights to the field, shedding light on the
nuanced implications of diffusion model design decisions for label-efficient neural network50

training in medical imaging.

6.2. Limitation and future research

In this final section, we reflect on some issues that remained unaddressed and open chal-
lenges that warrant further research.

6.2.1. Interpretability and actionability of automatic traumatic

brain injury biomarkers

Traumatic Brain Injury outcome remains a complex and poorly understood area of re-
search. Developing new biomarkers is invaluable in improving our understanding of these55
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injuries. Our research has led us to identify biomarkers with promising potential for local-
ising areas of interest. However, the current localisation biomarkers remain coarse and do
not provide semantically meaningful information on brain regions. As such, identifying
specific regions that impact TBI outcomes and refining treatment options based on this
information is a crucial area for future research.60

The work of Piçarra et al. (2023) represents a significant step in this direction. The
authors create a new CT brain atlas using 182 CT from the CENTER-TBI dataset (Maas
et al., 2015) and define individual anatomical brain regions via a non-linear registration
with an MRI-based MNI template. Through registering new scans to the CT template,
the authors align the brain regions to the BLAST-CT lesion segmentation and issue65

region-specific lesion volumes.

By identifying the brain regions most critical to TBI outcomes, we can refine and improve
the treatment options available to those who have suffered from these injuries. With
further research and development, biomarkers will continue to play a critical role in im-
proving our understanding of TBI and reducing the impact of these injuries on individuals70

and communities.

6.2.2. Using foundation models for data-efficient medical image

segmentation

The methods suggested in Chapters 4 and 5, namely SemanticGAN and TEDM, rely on
the assumption that generative models learn the data representation of a distribution,
which enables them to adapt to environmental changes, yielding robust semi-supervised
models. Recently, researchers have been inspired by the progress made in self-supervised75

preprocessing techniques in SSL and have introduced a new set of models that further
pre-train the unsupervised backbone on a broader range of datasets, for example, DINO,
discussed in Section 2.3.2. In the medical imaging setting, Hatamizadeh et al. (2022)
develop and train a 3D transformer using tailored proxy tasks such as inpainting, image
rotation and contrastive coding. The model is trained on 5050 open-source CT scans from80

five different datasets containing head/neck, abdomen and chest scans, and fine-tuned and
tested on segmentation tasks from the Medical Segmentation Decathlon (Antonelli et al.,
2022) performs better than fully supervised baselines.

Additionally, researchers have extended the “wide pretraining” concept to train fully su-
pervised segmentation models on a set of diverse datasets. The aim is to fine-tune these85

models on a few annotated samples. The Segment Anything Model (SAM, Kirillov et al.
(2023)) is an example of such a model. SAM comprises a transformer-based image encoder
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and mask decoder combined with prompt encoders for text, points, regions of interest and
masks. Trained on 11 million images and 1 billion masks, SAM is designed to behave as
an in-domain segmentation method for any domain. Although some research focuses on90

evaluating SAM on medical images directly (Mazurowski et al., 2023), the majority either
fine-tunes the model or adds adaptation layers (Wu et al., 2023) to tailor SAM to specific
tasks.

This exciting new research area of foundation models requires further evaluation. Future
work should compare these models with current Semi-Supervised Learning paradigms.95

Although fine-tuning approaches have been successful in-domain, they may lack robust-
ness when dealing with domain shift and out-of-distribution examples, calling for further
examination of foundation models’ generalisability. Moreover, foundation models trained
on a vast corpus of data may integrate biases present in their training datasets. Thus, an
in-depth investigation of the effect of biases in foundation model pre-training and fine-100

tuning would help establish the safety and efficacy of these approaches. It is especially
critical to evaluate the latter, as the training data of foundation models is usually either
inaccessible or too vast to assess, rendering its biases unknown (Bommasani et al., 2021).

6.2.3. Towards fairer AI

Section 6.2.2 highlights the importance of investigating biases in foundation models. The
evaluation framework presented in Chapter 4 effectively emphasises the impact of training105

data biases on model bias. Studies have demonstrated that data-driven algorithms tend to
reinforce biases inherent in the datasets used for training (Zhao et al., 2017). In addition,
protected group prevalence in the training set affects a model performance differently for
different models, as shown by Lee et al. (2023) on cardiac MRI segmentation.

The breadth of variables affecting a model’s fairness, from model choice to data bias and110

prevalence, is a significant issue in machine learning, as biased models could lead to unfair
and discriminatory outcomes. This problem holds particular significance in medical image
segmentation, as biased models could propagate disparities in diagnostic accuracy across
different patient subgroups.

Addressing the issue of biased training data in semi-supervised models represents a promis-115

ing avenue for future research. Initial work by Jones et al. (2023) investigates theoretically
and empirically the mechanisms behind prediction bias and finds a relationship between
subgroup separability, subgroup disparities, and performance degradation. More research
is needed to identify unknown sources of bias in training data and mitigation strategies
when training complex models.120
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6.2.4. Medical imaging models in clinical settings

Our research on semi-supervised generative models highlights the potential of these meth-
ods in a clinical setting. However, when deploying these methods, it is essential to thor-
oughly evaluate not only technical aspects of model performance but also broader metrics
relevant to real-world healthcare scenarios.

One aspect of integrating medical imaging models into clinical practice is their impact125

on the overall workflow of healthcare professionals. While our current research has pri-
marily focused on segmentation accuracy and label efficiency, future investigations should
consider how these models influence the efficiency and speed of clinical processes. Stream-
lining workflows, reducing manual intervention, and enhancing the overall diagnostic pro-
cess are essential considerations for successfully adopting these technologies in real-world130

clinical settings.

In the pursuit of advancing medical imaging technologies, one must assess the economic
implications for healthcare practitioners and institutions. The discussion on label-efficient
segmentation models should extend beyond algorithmic performance to include consid-
erations of software and hardware requirements, associated personnel training costs and135

potential releases of other resources, such as staffing.

Ultimately, the success of medical imaging models lies in their ability to impact patient
outcomes positively. Beyond segmentation accuracy, future work should explore and
quantify the tangible benefits these models can bring to individuals undergoing medical
diagnosis and treatment. Evaluating patient outcomes, such as improved diagnostic preci-140

sion, personalised treatment plans, and overall healthcare experiences, provides a holistic
perspective on the value proposition of label-efficient segmentation models.

In conclusion, while our current exploration has laid the foundation for understanding the
benefits and limitations of semi-supervised generative models in medical image segmenta-
tion, the road ahead involves a broader and more nuanced evaluation. By incorporating145

considerations of clinical workflow improvement, practitioners and hardware costs, and
patient outcomes, we can bridge the gap between research advancements and their prac-
tical implementation in real-world healthcare settings.
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