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Abstract

Brain-Computer Interfaces (BClIs) bypass the nerve-muscle communication pathways. They offer peo-
ple with disabilities new opportunities to assist, rehabilitate and restore their force control. Such
control allows us to stabilise our manipulations, making them precise and safe. However, non-invasive
BCls, a surgery-free technology, have only made moderate progress in force decoding compared to
invasive approaches. In this thesis, we explore and develop deep learning (DL) force decoding meth-
ods for electroencephalography (EEG) and functional Near-Infrared Spectroscopy (fNIRS): two signals

reflecting complementary brain function information.

We first release HYGRIP, a dataset including ready-to-use multimodal brain (fNIRS and EEG) and
unilateral hand signals (force and electromyography, EMG). We show that fast force generation intro-
duces non-stationarities that remarkably increase fNIRS variability. Hence, we developed hemCNN,
a convolutional neural network (CNN) method for fNIRS signals decoding and neuroimaging that

outperforms conventional decoding approaches and reveals hand-specific cortical activations.

We continue generating HYGRIiP. Here, both hands contract simultaneously but generate different
dynamic forces. With this multimodal dataset, we aim to answer two longstanding questions in non-
invasive BCI: the possibility to decode dynamic forces and two simultaneous degrees of freedom (DoF).
We show that multimodal non-invasive brain signals reconstruct bimanual force better than either of
the signals alone. Our deep-fusion method further increases force reconstruction and better exploits
signals with different physiological and physical origins. We show that most of the reconstruction is
due to the robust detection of hand-specific contraction, which outperforms previous linear and EEG
methods. Although we identified a limited hand-specific reconstruction of dynamic forces, our deep-
fusion method revealed traces of hand-specific force modulation in EEG and fNIRS, suggesting that
force modulated signals are accessible without surgery. However, current sensing systems are still too

noisy to detect them on a single-trial basis.

Our results show that appropriately designed DL methods can improve fNIRS and multimodal signal

processing for force decoding.
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Chapter 1

Introduction

1.1 Motivation and Objectives

We live in a physical world bounded by forces. Since we wake up till we go to sleep, we constantly
interact with this world by applying and being subjected to forces. If you make your breakfast, even
a simple coffee and toast would require you to operate the coffee machine, fill it with water, and use a
knife to cut the bread. In both cases, your ability to generate adequate forces with both hands allowed
you to feed yourself and do it without spilling coffee grain everywhere or cutting yourself. Or maybe
not? Even now, you are probably generating forces while reading this. You may be taking notes by
softly tapping on a keyboard or firmly holding a tablet with one hand while you precisely highlight

with the other.

Forces define our daily and most basic interactions (Westling and Johansson, 1984; Ostry and Feldman,
2003). As humans, the specie with the most extraordinary dexterity, one of the main ways we interact
with the world is our hands. From a physical point of view, forces are the cause of movements.
From a biological perspective, we regulate the forces we generate to feed ourselves, adapt to the
environment, and ultimately survive and reproduce. Psychologically, we may have different motivations
and intentions, driving us to learn or improve a particular task requiring fine control of forces, for
instance, playing a musical instrument or skating on ice. In any case, our brain enables us to learn to
move around and survive in the world. Human motor control is the field that studies how we regulate

our movement at the mechanical, physiological and psychological level.

However, not everyone can perform the same level of motor control (Canning et al., 1999; Anderson,

23
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2004; Ang et al., 2015). The World Health Organisation (WHO) estimates that every year, around
250 to 500 thousand people suffer an Spinal Cord Injury (SCI) (WHO, 2002). In 2019 the Spinal Cord
Injury Association (SIA) reported that half of the SCIs led to quadriplegia in the United Kingdom (FEarl
and Hartley, 2019). However, SCI is not the only reason leading to a motor disability. Amyotrophic
Lateral Sclerosis (ALS) causes progressive degeneration of the peripheral nerves that gradually become
worse at sending signals to the muscles. In particular, ALS is expected to increase from a 9% to a
16% incidence worldwide due to the increase of the population above age 60 (Arthur et al., 2016).
Stroke is another condition whose incidence may increase due to the ageing of the population (Feigin
et al., 2017). It is estimated that stroke causes motor and cognitive disability to 5 million people a

year around the world (WHO, 2002).

In this context, people with motor disabilities can benefit from the use of Brain-Computer Interfaces

(BCIs) (Daly and Wolpaw, 2008; Sockadar et al., 2011)}. Quoting Wolpaw et al. (2000),

“BCls give their users communication and control channels that do not depend on the brain’s
normal output channels of peripheral nerves and muscles.”

The most remarkable advances in BCI have been made using invasive approaches (e.g. Bouton et al.,
2016; Ganzer et al., 2020). Namely, a user undergoes surgery and sensors are chronically implanted
inside the scalp. Using these sensors, we can record brain signals very close to their neuronal source
(Carmena et al., 2003). Recently, an SCI patient was able to recover his hand control with this
technology (Ganzer et al., 2020). While this is an outstanding demonstration, invasive BCIs are an
expensive alternative that increases the burden put on the health of already health-compromised people
due to the surgical procedures they require. Furthermore, not all disabilities are irreversible or require
lifelong interventions (Soeckadar et al., 2011; Silvoni et al., 2011; Kaiser et al., 2011). In 2011, the
WHO estimated that an average person spends 8 years of their life with a disability, pointing out
the directions to pursue to overcome the health problems associated with disability (WHO, 2011).
The report remarked that we need more affordable assistive devices to overcome the health problems

derived from disabilities.

Non-invasive BCIs offer a plug-and-play solution that does not pose a health risk (Wolpaw et al.,

2000). Non-invasive BCI can be used at any time, can be easily worn, and users can take them off at

In this thesis, we use the term Brain-Computer Interfaces (BCls) instead of Brain-Machine Interfaces (BMIs).
Ultimately, machines are controlled using microprocessors, by extension, computers. Thus, we consider that the term
BCI also includes BMIs in a more general sense.
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their will (Casson, 2019). Non-invasive approaches also come at a fraction of the cost of the invasive
alternatives (Nicolas-Alonso and Gomez-Gil, 2012). Indeed, technical advances in material science and
miniaturisation are making non-invasive BCI more portable, cheaper and closer to commodification
(Casson, 2019; Kernel, 2020). Other technical advances are enabling the measurement of evermore
sophisticated physical phenomena, opening new ways in which brain activity can be measured non-
invasively (Torricelli et al., 2014; Lange and Tachtsidis, 2019; Lacerenza et al., 2020). For example,
the first-ever non-invasive human brain activity recordings took place in 1924, measuring electrical
potentials or Electroencephalography (EEG) with electrodes placed over the scalp (Haas, 2003). In
the early 90s, magnetic resonance and near-infrared light were used to measure changes in haemoglobin
concentration in the human brain leading to functional Magnetic Resonance Imaging (fMRI) (Kwong
et al., 1992; Rao et al., 1993; Menon et al., 1995) and functional Near-Infrared Spectroscopy (fNIRS)
(Hoshi and Tamura, 1993; Kato et al., 1993; Villringer et al., 1993). More recently, photonic measures
are becoming more specialised in detecting neuronal activity (Phan et al., 2016; De Roever et al., 2017),
and used in combination with acoustics (photoacoustics) to provide joint morphological and functional

information (Xia et al., 2014; Tang et al., 2016).

Simultaneously, machine learning is day-by-day conquering tasks that only humans could accomplish
a few years ago or that we thought would take years to be solved. In 2017, a machine won for the first
time a human playing Go (Silver et al., 2017); in 2018, another algorithm learned to provide intensive
care in a hospital setting (Komorowski et al., 2018); and in 2020, yet another one improved protein
folding predictions (Senior et al., 2020), solving the problem years before expected. All these algorithms
were built without needing to programme each detailed bit of the complex phenomena they process. In
particular, they show the potential to harness the increasingly sophisticated physical phenomena used

to non-invasively sense the complex brain processes that control our behaviour in health and disease.

In this context, non-invasive BCIs might soon become a reliable and widespread technology enabling
people with disabilities to carry out daily activities efficiently and, ultimately, increasing their auton-
omy. However, there is still a lack of algorithms that automatise the processing and fusion of novel
and well-established non-invasive brain-sensing modalities (Ahn and Jun, 2017; Hong et al., 2018). In
particular, machine learning approaches lack interpretability, are mainly devised for classification and
are primarily applied in the decoding of executed or imagined movements, paying less attention to

force generation.

The main objective of this thesis is to advance in the understanding of how non-invasive brain signals



26 Chapter 1. Introduction

from different physical origins can be exploited using machine learning —Deep Learning (DL)(LeCun
et al., 2015) in particular— to improve BCIs with force decoding applications. To this end, I use two
well-established non-invasive brain signals showing the most significant potential for miniaturisation
and wearability in the short term: EEG and fNIRS. In particular, before moving into the multimodal
(EEG and fNIRS) analysis, I first show that fNIRS —which measures slow brain haemodynamics—
is a suitable measure to analyse brain activity in strenuous motor control scenarios. Secondly, I aim
to clarify if multimodal non-invasive brain signals provide an advantage at decoding continuous force
signals. My third objective consists of developing DL algorithms that improve conventional methods
in analysing and fusing fNIRS and multimodal brain signals. Last, by releasing and making my data
readily available, I aim to stimulate and invite researchers in neuroscience to the field of machine
learning and machine learning experts to the field of neuroscience and, ultimately, introduce them to

the exciting and meaningful problem of machine learning applied to BClIs.

The machine learning methods presented here will enable the processing and exploitation of the current
and the next generation of multimodal brain-sensing techniques. The marrying of sophisticated physical
phenomena to sense brain activity with powerful data-driven approaches show the potential to unlock
non-invasive BCI, making it more reliable for assistance in every-day tasks. With this research work,
I aim to help people with disabilities regaining autonomy via more affordable and surgery-free non-
invasive BCIs and enable better behaviourally driven neuroimaging methods for non-invasive brain-

sensing techniques.

1.2 Contributions

To advance the field of non-invasive BCI,

e [ review and analyse the field of fNIRS processing methods for human motor control.

I identify a lack of research in fNIRS processing methods able to adapt to strenuous human force

generation conditions.

I collect and publish a ready-to-use dataset including multimodal (EEG and fNIRS) human brain

signals during strenuous unimanual force generation.

I develop hemCNN, a Convolutional Neural Network (CNN) method for the decoding and analysis

of {NIRS during strenuous human hand force generation.
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I review and analyse the field of BCI to decode force.

While it has been shown that multimodal (EEG and fNIRS) carry complementary information;
I identify a lack of multimodal BCI approaches for the continuous decoding of simultaneous

bimanual forces.

We collect and publish a ready-to-use dataset including multimodal (EEG and fNIRS) human

brain signals during dynamic bimanual force generation.

I show that multimodal non-invasive brain signals offer better decoding of continuous bimanual

force than each modality.

I develop deep-fusion methods for decoding continuous bimanual forces and show that my cnnatt,
a CNN architecture with residual and attention modules, improves the fusion of brain signals

with different physical origins.

Using cnnatt, I show that there are traces of hand-specific force modulation in the non-invasive

brain signals used here.

These contributions have been or are in the process of being published in high impact journals and

conferences:

Ortega, P. & Faisal, A. A. Deep Learning multimodal fNIRS & EEG signals for bimanual grip

force decoding. Submitted to the Journal of Neural Engineering.

Ortega, P. & Faisal, A. A. HemCNN: Deep Learning enables decoding of {NIRS cortical signals

in hand grip motor tasks. Submitted to Neuroimage.

Ortega, P., Zhao, T., & Faisal, A. A. HYGRIiP: Full-stack characterisation of neurobehavioural

signals during a bimanual grip force tracking task. In review with Nature Scientific Data.

Ortega, P. & Faisal, A. A. (2021). Deep real-time decoding of bimanual grip force from mul-
timodal EEG & {NIRS sensor fusion. In 2021 10th International IEEE/EMBS Conference on

Neural Engineering. IEEE.

Ortega, P. & Faisal, A. A. (2021). HemCNN: Deep Learning enables decoding of fNIRS cortical
signals in hand grip motor tasks. In 2021 10th International IEEE/EMBS Conference on Neural

Engineering. IEEE.
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e Ortega, P., Zhao, T., & Faisal, A. A. (2020). HYGRIP: Full-stack characterisation of neurobe-
havioural signals (fNIRS, EEG, EMG, force and breathing) during a bimanual grip force control

task. Frontiers in Neuroscience, 14:919.

e Ortega, P. & Faisal A. A. (2019). Deep learning time-resolves fNIRS cortical activation asym-
metries during a force tracking task evoking non-stationary haemodynamic responses. In 2019

49th International Conference of the Society for Neuroscience, program No. 760.15. SfN.

e Ortega, P. & Faisal A. A. (2019). Optimal identification of the haemodynamic response under

non-stationary conditions. In 2019 UK Sensorimotor Conference. UCL.

e Ortega, P. & Faisal A. A. (2018). Mutually informed dynamical models for fNIRS denoising
based on EMG and EEG. In 2018 48th International Conference of the Society for Neuroscience,
program No. 225.16. SfN.

e Ortega, P., Zhao T. & Faisal A. A. (2018). Directed information relationship between EMG,
EEG and fNIRS during isometric hand contractions. In 2018, 28th Annual Conference of the
Society for the Neural Control of Movement. NCM.

1.3 Thesis structure

In this chapter, I have motivated and contextualised the research carried out in this thesis. Specifically,

we will be focusing on BCI decoders of force using non-invasive brain signals.

In Chapter 2, I introduce motor control and EEG and fNIRS non-invasive brain signals. I specifically
focus on fNIRS and the conventional way fNIRS signals are processed. I end with a review of the
current state of BCI for force decoding spanning both non-invasive and invasive studies in humans and
animals. In this review, I identify 4 venues that lack exploration in the context of non-invasive BCI
for force decoding: (1) Data-driven non-linear signal processing methods for fNIRS; (2) multimodal
(fNIRS and EEG methods for continuous force decoding; (3) non-linear approaches for non-invasive

force decoding; and (4) bimanual force decoding.

In Chapter 3, I present HY GRiP, a validated and ready-to-use multimodal dataset including fNIRS and
EEG brain signals, and force and Electromiography (EMG) as behavioural signals during unimanual

strenuous force generation. This task has previously challenged conventional neuroimaging methods. I
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release these data to push the development of methods that are able to deal with the non-stationarities
the generation of strenuous forces introduces. I believe HY GRiP helps to draw more machine learning

experts and neuroscientists into the exciting problem of BCI.

In Chapter 4, I develop hemCNN, an interpretable DL data-driven method for fNIRS processing
in motor control tasks that evoke non-stationary haemodynamic cortical responses. I demonstrate
how hemCNN can deliver better decoding and interpretable neuroimaging results where conventional

methods, using a fixed haemodynamic response model, fail.

In Chapter 5, I present HYGRIiP, a validated and readily exploitable dataset including multimodal
non-invasive brain signals (fNIRS and EEG) collected and designed for the exciting problem of bi-
manual force control. The motor task in HYGRIiiP required participants to generate hand-specific
dynamic forces with both hands simultaneously. In particular, HY GRiiP introduces the challenge of 2

simultaneous degrees of freedom control of force in BCI.

In Chapter 6, I explore the fusion of multimodal brain signals (EEG and fNIRS) for the decoding of
simultaneous bimanual forces. First, I see whether multimodal signals offer any advantage in decoding
hand-specific forces during simultaneous bimanual force generation. Then, I develop DL methods
aiming to improve the fusion of brain signals (EEG and fNIRS) with very different physical and

physiological origins. Finally, I analyse what these data-driven methods learn from multimodal signals.

I end with Chapter 7, in which I present concluding remarks about my findings and suggest future

research directions.



Chapter 2

Background

2.1 Human motor control

From meeting our most basic physiological needs to delivering the most beautiful artistic performance
or showing affection, our actions involve mechanical interactions between our body and what surrounds
us (Fig. 2.1A) (Rosenbaum, 2009). The human motor system makes these interactions possible by
providing mechanical support, mechanical power and mechanisms to control them. Respectively, the

motor system can be divided into the musculoskeletal system and a highly distributed nervous system.

On the one hand, the musculoskeletal system is an articulated system with many degrees of freedom
that provides the body with high mobility, mechanical strength and protection for our vital organs.
The skeleton provides mechanical support while the muscles, by linking different skeletal points and
contracting, generate the torques generating the movement (bottom of Fig. 2.1B). The muscles are
made of muscular fibres with different contraction properties (e.g. velocity and fatigue resistance).
Bundles of varying numbers of muscle fibres are innervated by the same motor neuron configuring a

motor unit, the basic unit of motor control.

When the motor neuron fires, the fibres contract, shortening the muscle’s length, approximating the
points to which the muscles are attached and producing the movement. The characteristics and
dynamics of these contractions and how the motor neurons regulate them are complex and involve
firing frequencies, velocity, fibre type and length, and fatigue, among others (Hill, 1938; Gordon et al.,
1966; Burke et al., 1973; Scott et al., 1996; Cheng et al., 2000). On the other hand, the Central Nervous

System (CNS) is in charge of coordinating these fibre muscle contractions to produce meaningful
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Figure 2.1: A A young Narciso Yepes plays the guitar (public domain from narcisoyepes.org). Playing the guitar is an
example of sophisticated motor control involving the integration of visual, auditory, haptic and proprioceptive feedback
to produce complex sound sequences with hand coordinated actions on the guitar. B Schematic of the musculoskeletal
and neural elements involved in motor control (composition from modified Creative Commons elements: medulla by
Pollarlis, hand by Wilfredo R, brain by Jon Philips and eye by Ryan Lerch). The muscle needs to contract (Al) to
generate the needed torque (7) to pick the string with the right-hand thumb. This command is received in the form
of firing rates through different motor units with synaptic connections with the Primary Motor Cortex (M1) in the
spinal cord (SC) (green arrows). Inputs into M1 support the elaboration of the precise command. The cerebellum
(C) has an important role in fine sequence executions like those required to play the guitar. Visual information (red
arrows) is processed in the primary visual cortex (V1) and integrated in parietal areas (5,7) before being integrated in
MI1. Proprioceptive feedback (blue arrows) supplements the visual input and is processed in the primary somatosensory
cortex (S1) before being integrated in M1. If Narciso has rehearsed several times, his prefrontal cortex (PF) might have
some abstract representation of the piece that is translated into motor commands in the dorsal premotor cortex (dPM)
and supplementary motor area (SMA). If he masters the piece, it is probably because the cerebellum has overtaken
the PF creating a memory of precisely timed and coordinated finger executions. C Cortical motor homunculus as
proposed by Penfield and Boldrey (1937) (Creative Commons by Popadius). The homunculus represents the somatotopic
representation of the body in the motor cortex. In humans, with the highest hand dexterity across all species, the hand’s
cortical representation predominates compared with other body parts.
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movements.

The CNS can be organised in three levels relative to motor control, with various degrees of conscious
control characterising them (for a review, see Scott, 2016). From closer to the muscle and less conscious
control (low level or primary control) to more conscious control (high level), these levels would be the
spinal cord, the brainstem and the cerebral cortex (Figs. 2.1B and C). The spinal cord includes motor
neurons and features low-level integration of ascending sensory information from joints and muscles.
In particular, the spinal cord enables involuntary motor reflexes and schedules some fixed locomotion
patterns. The brainstem provides further involuntary control of posture and also regulates the speed
and quality of some locomotion patterns along with the cerebellum. The cerebral cortex provides the

highest voluntary control level with a large and adaptable motor behaviour spectrum.

The motor behaviour can, at least, be divided into the planning and execution of motor actions.
Different cortical areas have been associated with different roles spanning different degrees of movement
control and preparation. M1 is primarily involved in goal-oriented motor execution and skilled motor
tasks and projects the most significant number of axons to the corticospinal tract (Fig. 2.1B green).
Most of these axonal projections regulate muscular contraction indirectly by modulating interneuron
activities in the spinal cord. Interestingly, some of the M1 axonal projections directly regulate motor
neuron activity through monosynaptic connections specially prevalent in hand muscles (Phillips, 1977;
Porter and Lemon, 1993; McKiernan et al., 2000) and increasing in number with the level of dexterity

across species (Heffner and Masterton, 1975; Nakajima et al., 2000).

This topographic and anatomical organisation is well captured by the homunculus (Fig. 2.1C) (Penfield
and Boldrey, 1937). M1 also receives inputs from other brain areas providing somatosensory informa-
tion, Primary Somatosensory Cortex (S1), and additional multimodal sensory information from the
Primary Visual Cortex (V1), the Dorsal Premotor Cortex (dPM) or planning information from the
prefrontal cortex, which are integrated in M1 and the premotor cortex (Scott, 2016). In particular, the
Supplementary Motor Area (SMA) is very relevant for motor preparation and planning (Ball et al.,
1999), being active even 1s before the motor activity is executed and also when it is only imagined

(Roland et al., 1980).

While the anatomical organisation and connectivity of M1 are well established (Penfield and Boldrey,
1937; Scott, 2016), the functional organisation at the neuronal level and its activity correlations with

motor variables are less well understood and remains debated (Georgopoulos and Ashe, 2000; Todorov,
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2000b). There is abundant evidence of neurons representing different hand trajectories direction and
levels of force (Evarts, 2011). However, it has also been shown that the same neuronal activities of M1
correlate similarly to hand motions and other kinetic features in a non-specific manner (Mussa-Ivaldi,
1988; Todorov, 2000a; Sanger, 2003). In particular, this might result from the significant correlation

in the motor variables (kinetic and kinematic) that define our movements.

Altogether, the motor system is a complex system encompassing a mechanical infrastructure and
sophisticated ways of processing and integrating information for its control. Like motor neuron disease
or spinal cord injury, several conditions disrupt the natural nerve-muscle pathway by which the brain
controls our interactions with the environment. For many people suffering from motor disabilities,
BCIs can provide a mean to regain control of their surroundings (Wolpaw et al., 2000; Daly and
Wolpaw, 2008). These BCI systems can bypass the nerve-muscle communication pathways to enable
the interaction with the external world through a computer or device (Wolpaw et al., 2000). As we
have seen, the goal of the study of motor control is to understand the functional organisation at the
neuronal level and model the role of different brain areas in the planning and executing movements.
In contrast, from a BCI perspective, it is interesting to investigate the information originating in M1

that can be exploited for communication purposes.

While M1 is not necessarily the only source of information that users can use to control a BCI, it
offers three advantages compared to exploiting other brain areas. First, compared to the spinal cord,
the brainstem or the cerebellum, the information in M1 can be quickly and non-invasively accessed
using affordable neuroimaging techniques such as EEG (e.g. Wolpaw et al., 2002; Sockadar et al.,
2011; Schirrmeister et al., 2017) and fNIRS (e.g. Abdelnour and Huppert, 2009; Leff et al., 2011;
Wriessnegger et al., 2017). Second, compared to other cortical areas like V1 that require the selective
observation of external visual stimuli to generate a signal, M1, as we have seen, can be autonomously
activated (Pfurtscheller and Lopes Da Silva, 1999; Pfurtscheller et al., 2006; Soekadar et al., 2011).
Third, because many motor disabilities result from a malfunction of the lower parts of the corticospinal
tract, the motor cortex remains functional but unused. Therefore it can be dedicated to BCI related
control (Makin et al., 2015). This situation is especially relevant when the signals exploited are those
naturally occurring in the cortex. In this way, the user does not have to learn new ways of generating

these signals allowing a more intuitive control (Flint et al., 2014).

We here explore how to use non-invasive brain signals from the sensory-motor cortex to decode motor

control features related to force. As we will see in the following sections, decoding force from non-
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Figure 2.2: Non-invasive BCI scheme. Brain signals (R(t), EEG and fNIRS in the figure) are non-invasively recorded.
They are amplified and preprocessed (X (t)) and then fed to a decoding algorithm. The preprocessing may consist of
filtering, normalisation, artefact removal or rejection and signal feature extraction. The decoding algorithm translates
the preprocessed brain signals (X (¢)) into commands that are sent to a machine (an assistive robotic hand in the figure).
The control of that machine may serve different purposes, from completely recovering a lost function (e.g. hand-grip) to
assisting in weakened motor functions (e.g. loss of grip force).

invasive brain signals poses some challenges. This work aims to advance force decoding in the BCI and

neuroimaging directions.

2.2 Non-invasive and portable Brain-Computer Interfaces

As we have seen, motor control involves two complex systems, the musculoskeletal and nervous systems.
These systems are integrated to regulate the movements we generate. Sometimes, the nervous system
can fail to send commands to the muscles (Wolpaw et al., 2000). In this situation, BCIs —systems
that translate brain signals into computer commands— can be used to control machines bypassing the
natural communication pathway, i.e. nerves and muscles (Wolpaw et al., 2000). These machines can
then be used to assist (Onose et al., 2012; Petkovi¢ et al., 2012; Rayegani et al., 2014), rehabilitate
(Daly and Wolpaw, 2008; Sockadar et al., 2011), or completely replace some motor function aspects

(Bouton et al., 2016; Ganzer et al., 2020).

Depending on the instrumentation used to record the brain signals, BCIs can be classified as invasive
and non-invasive. Invasive BCIs require surgical procedures to implant sensors inside the skull and
include Electrocorticography (ECoG) meshes over the cortex or pia mater (Pistohl et al., 2013; Flint
et al., 2014), UTAH arrays piercing the cortex (Ganzer et al., 2020) and Deep Brain Stimulation (DBS)
sensors implanted in different brain areas, deep underneath the cortex (KKhawaldeh et al., 2020). These
systems have the obvious drawback of requiring expensive and complex surgeries (Wolpaw et al., 2000;

McGie et al., 2013; Klein, 2016; Burwell et al., 2017). Due to biocompatibility issues, these invasive
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systems also lead to the rejection of the implants that cause scarring around the sensors and the
signal’s deterioration with time (Klein, 2016). In contrast, non-invasive BCIs use recording systems
that capture brain signals from the scalp without surgical procedures. Despite their lower Signal-to-
Noise Ratio (SNR) (Ball et al., 2009; Buzsaki et al., 2012), non-invasive BCIs can be easily put on
and taken off, do not have any health problems associated, are more affordable and, altogether, more
suitable for commodification than invasive approaches (Nicolas-Alonso and Gomez-Gil, 2012; Casson,

2019).

Figure 2.2 depicts the elements of a non-invasive BCI. In the figure, brain signals, in particular fNIRS
and EEG, are acquired non-invasively from sensors on the scalp. These raw signals are amplified
and preprocessed to deliver more stable brain function features X (¢). Finally, a decoding algorithm
translates these features or preprocessed signals X (¢) into a device’s control commands C(¢). In the
example of the figure, the device consists of a robotic hand which can be used to assist or rehabilitate
hand movements when the nerve-muscle communication pathway deteriorates (discontinuous grey line)
(Soekadar et al., 2015; Ang et al.; 2015) or to completely replace muscular function when this pathway

is fully broken (red cross) (Onose et al., 2012; Meng et al., 2016).

In particular, a BCI decoder is required to be causal, i.e. decoder only uses past and current information
to decode information in the present or make future predictions. In the BCI terminology, these decoders
can be tested in three ways: (1) offline, i.e. a portion of the recorded data not used to train the decoder,
is used to test it; (2) online in open-loop, a trained decoder is used in real-time and translates brain
signals into actions in a computer or the natural world through a machine while these actions are still
performed in a natural way; and (3) online in closed-loop. This modality also requires the user to

interact with the computer or the machine through brain signals.

The difference between the open and closed-loop cases during online control lies in how the feedback
is delivered to the user, and it is easier to understand with an example. Imagine we ask a user to move
their left or right hand while we record their brain signals. We then train an algorithm to decode the
hand they intend to move from the brain signals. In the open-loop case, the users are still allowed to
move their right or left hand, and the decoder only uses brain information to decode the hand. The
users receive feedback on which hand they are moving via the BCI but also in a natural proprioceptive
way since they can still feel their hands moving. In the closed-loop case, hand movements are not
allowed or are not physically possible due to an actual or simulated lesion. Since there is no actual

movement, the users only know what hand they are moving through the feedback delivered by the
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BCI, hence closing the loop.

As we will see, most non-invasive BCI focus on the decoding of movements, but not force. However,
force is essential in stabilising dynamical control during mechanical interactions (Franklin et al., 2003).
For example, an action as simple as filling a glass of water would require different forces depending
on the amount of water there is still in the jar and how we balance it. It has also been shown that
the direct control of force leads to more naturalistic and robust BCI control in changing dynamic
conditions (Cherian et al., 2011; Chhatbar and Francis, 2013). Indeed, if deteriorated, force should be
rehabilitated as early as possible for successful motor recovery in the long-term after stroke (Canning

et al., 1999; Cauraugh et al., 2000; Ada et al., 2006).

The work in this thesis is about offline BCI algorithms that decode the force that humans generate
with their hands from non-invasive fNIRS and EEG signals. EEG and fNIRS are two non-invasive
methods to measure brain activity. In comparison to other non-invasive methods like fMRI, fNIRS
and EEG require more affordable instrumentation and setups that allow almost complete freedom of
movement. In the following two sections, we provide enough background on these two techniques to

understand how brain signals can be captured non-invasively with them.

2.2.1 Functional Near-Infrared Spectroscopy

Functional Near-Infrared Spectroscopy (fNIRS) is a non-invasive and portable neuroimaging technique
that measures cortical brain activity by detecting the changes in Haemoglobin (Hb) concentration
that follow neuronal activity (Cope et al., 1988; Leff et al., 2011; Ferrari and Quaresima, 2012). This
spectroscopy technique was used with human neuroimaging purposes later than EEG and has increased

in popularity since (Ferrari and Quaresima, 2012).

We briefly explain the working mechanism of the Continuous Wave functional Near-Infrared Spec-
troscopy (CW-fNIRS) system used here for data collection in this thesis and how it is related to brain
activity. In particular, CW-fNIRS systems are smaller and more portable, facilitating their setup and
the free movement of the subjects under study (Ferrari and Quaresima, 2012). Therefore, these sys-
tems are more appropriate for the study of motor function, BCI applications and commodity devices,

compared to the constraining and more expensive fMRI scanners.

In particular, {NIRS offers a greater spatial resolution (< 1 cm) than EEG (Ferrari and Quaresima, 2012)

but has a lower temporal resolution, in the order of seconds, compared to EEG (milliseconds) (Buzsaki
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Figure 2.3: Schematic of the fNIRS instrumentation. A A source and a detector of fNIRS are placed over the scalp
resulting in a banana-shaped infrared light-path that reaches the cortex where changes in Hb following neuronal activation
can be measured. The lungs and heart also produce variations in blood oxygen levels in the brain and scalp. B
Detail of the banana shape light path through the cortex. C Neurocoupling and Haemodynamic Response (HR). An
active neuron demands oxygen to produce more energy. The depletion of oxygen levels in the surrounding bloodstream
triggers a physiological response r(t) that sends a vasodilatory signal to the capillaries s(t) causing their dilation, thus
increasing the blood flow (fin(t) and fou:(t)). A higher proportion of oxygen in form of Oxygenated Haemoglobin (HbO)
overcompensate the previous oxygen depletion and is observed as an increase of HbO in {NIRS (see Fig. 2.4).

et al., 2012). Namely, while in EEG, the electrical fields’ volume conduction makes it challenging to
find the activity source (van den Broek et al., 1998; Leahy et al., 1998), in fNIRS it is guaranteed
that the recorded activity is placed in between a sensor and a detector (Leff et al., 2011; Ferrari and

Quaresima, 2012).

Light scattering and the Modified Beer-Lambert Law

Figure 2.3 shows a schematic of the {NIRS instrumentation used in this work. Low power light sources
(5 -10mW) and detectors are placed on the scalp surface. Light scatters forming a banana shaped
path (Okada and Delpy, 2003; Mansouri et al., 2010) from the source to the detector, reaching the
cortical brain layers (Okada and Delpy, 2003; Custo et al., 2006) (Fig. 2.3A). The arc’s depth in the
banana-shaped scattering path is determined by the inter-optode (source-detector) distance (Okada
and Delpy, 2003). Greater distances lead to deeper arcs (and deeper tissue layers) but also lower SNR
since most photons are absorbed in the way and do not reach the detector above thermal noise levels
(Mansouri et al., 2010) (Fig. 2.3B). Approximately, 3 cm inter-optode separation renders a penetration
depth of 1.5 -2 cm reaching 5—10mm of cortical brain tissue where important cognitive processes take

place (Okada and Delpy, 2003; Custo et al., 2006).

Along their travelling path, the scattered photons are selectively absorbed by particular molecules

depending on their wavelength (Cope et al.,; 1988; Ferrari and Quaresima, 2012). Especifically, {NIRS
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targets concentrations of Haemoglobin (Hb), the oxygen carrier in the blood. The Hb in the blood
has two states: oxygenated (HbO) and deoxygenated or reduced Deoxygenated Haemoglobin (HbR),
depending on whether it is transporting oxygen or not, respectively. In particular, each Hb specie
preferentially absorbs photons of a specific wavelength (Wray et al., 1988) (Fig. 2.3B). By using two
wavelengths of light, 760 and 850nm, we can resolve changes in concentration of the two Hb types,

since HbO absorbs more photons with 850 nm wavelength and less with 760 nm.

The Modified Beer-Lambert law (Delpy et al., 1988) is used to analytically find the amount of light

that is absorbed at each wavelength and compute Hb changes of concentration.

jf}(t) — ‘[Ffz?\j(o)e_ﬂabs(rvt)dr (21)

where I' is the path travelled by the light between the source 7 and the detector j; r is the coordinates
vector; Lgps is the coefficient of absorption of the tissue at each coordinate, I;’}(t) is the estimated
light intensity at the detector and I%‘(O) the light intensity at the source at time ¢t = 0. Namely,
the equation reflects that the number of photons (light intensity) decays exponentially according to
a p rate (coefficient of absorption) as the light travels through a path I'. The composition of the
media (uqps(r,t)) reflects the different light-absorbing tissues involved, such as the skin, bones, fat

and, particularly, the blood vessels carrying Hb.

As mentioned, the use of two different wavelengths (), HbO absorbing more at 850 nm and less
at 760nm, makes it possible to separate the amount of light absorbed by each Hb type. The light
intensity is normalised to an initial value to partially correct for nonlinearities and renders a measure

called differential optical density (AOD),

IQ
AOD}(t) = Ln (#) (2.2)
Iij(t)
In practice, the lack of knowledge about the exact composition of the scattering medium, i.e. pigps(7),
makes it necessary to make generalised assumptions (Ye et al., 2009). Population studies on the medium

composition give ranges of values for pqps(r) and other coefficients (Duncan et al., 1995; Matcher et al.,

1995) which, at the same time, allow to linearise Equation 2.2 for each wavelength A,

AOD;; = L}; DPF(ejy,g A[HDR] + €fyy,0 A[HDO]). (2.3)
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Figure 2.4: A Parameters defining the canonical HR for HbO, such as onset delay (tpeiay), amplitude (Amae) and
undershoot of response, modelled using the sum of two gamma functions (Schroeter et al., 2004; Plichta et al., 2006; Ye
et al., 2009) in molar units (M). FWHM, full-width half-maximum, i.e. width of the response at half its amplitude. B
Real HR with HbO (black) and HbR (light grey). Not scaled units. We can observe the drift between the measures
as different baseline levels before the stimulation. This drift is typically corrected during preprocessing but requires
knowing when the stimulus or task start. The real HR is less clear than the model on the left. Many methods, like SPM,
regress this real HR against models similar to those in the left to remove sources of noise. However, these models require
selecting the parameters indicated in the figure, making these approaches very sensitive to the experimenter’s subjective
decisions (see main text).

In Equation 2.3: AODg\j is the change in optical density referred to the baseline at wavelength A in
em™; L;‘j is the inter-optode distance per wavelength; DPF* is the dimensionless differential path-
length factor accounting for the reduction in intensity due to scattering tissues; eﬁ‘be is the molar

1 accounting for the light absorbed by each Hb

extinction coefficient for each Hb specie in M ~‘em™
type; and [HbX] is the molar concentration of each Hb type, X being either O for oxygenated, or R
for reduced. From Equation 2.3, it is now clear that the use of two different wavelengths permits a

solution for the linear system with two unknowns, the concentration of the two Hb types.

Neurocoupling and the Haemodynamic Response

We have seen how it is possible to measure changes in Hb concentration using fNIRS but, how are
these Hb concentration changes related to neural activity? Figure 2.3C depicts how the activity of a
neuron triggers a HR leading to changes in HbO and HbR concentration (Buxton et al., 1998; Friston

et al., 2000; Buxton et al., 2004).

When active neurons consume energy and oxygen, the surrounding capillaries dilate and the concen-
tration of HbO and HbR in the tissue increases. As a result, the oxygen supply to the neuron also

increases (Buxton et al., 1998; Friston et al., 2000). We can see this in more detail in Figure 2.3C.
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Figure 2.5: A Confounding sources of Hb changes in the time-domain. HbR not shown. Breathing® waves can hardly
be identified as they have lower amplitudes than the rest of the artefacts. Their effect can be seen in the deformation of
Mayer waves. B Ibidem in the frequency domain for HbO (continuous) and HbR (dashed).

First, oxygen’s metabolic consumption triggers a physiological response in the surrounding vessels,
which start dilating: the vasodilatory response. Consequently, the blood flow increases and, with it,
the concentration of HbO and HbR supplied to the tissue. This physiological process’s end goal is to
supply the metabolically active neurons with a constant exceeding supply of oxygen. The changes in
Hb concentrations after neuronal activity are known as the HR and are used as a biomarker of cortical

brain activation. Figure 2.4A shows the different parameters that define the morphology of the HR.

In some cases, the HbO response starts with a slight and fast decrease, corresponding to the early
oxygen depletion, just before overshooting (Fig. 2.4A and B). Then, once the neural activity ceases,
the HbO goes back to the baseline level with an undershoot (Fig. 2.4A). The HbR response is less
studied, but it is accepted that it decreases following neuronal activation and is negatively correlated
with HbO (Cui et al., 2010). Although the morphology of the response (Tzourio-Mazoyer et al., 2002)
and its dynamical causes have been well studied (Buxton et al., 1998; Friston et al., 2000) a complete

physiological model of the HR is still lacking (Vanzetta and Grinvald, 2008; Figley and Stroman, 2011).

Since most filtering techniques are based on the (partial) knowledge of the HR, this lack of physiological
understanding can limit fNIRS applications (Zhang et al., 2009). We will go back to this in Chapter
4 and demonstrate how model-free and data-driven techniques like DL can present some advantages

over physiological model-based approaches in detecting functional HRs.
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Figure 2.6: Simulated non-stationary haemodynamic responses. An neuronal metabolic demand (input, r(¢) in grey)
causes a vasodilation (s(t) in yellow) and consequently an increase in blood flow (f(t), green) and HbO and HbR local
concentrations (red and blue, respectively). The increase in HbO provides enough oxygen to the demanding neuron
reaching an equilibrium. Measures are normalised. The HR model in Scarpa et al. (2010) was used to generate these
HRs. In particular, the input driving the HR (r(t), grey) was modelled to have a fast on/off switching dynamic with
some amplitude variability. As a result, the HbO and HbR responses show some non-stationarities. In particular, we can
identify two bumps in the first HbO response. In the second one, the first bump is mostly attenuated, while in the third,
it reappears again. In some cases, fixed canonical HRs are used to filter out the noise. As we depict here, this could
potentially lead to the loss of information since more realistic HRs show more variability. In other cases, models are used
to create priors on expected HRs for given inputs, as shown here. In these cases, the input r(¢) is assimilated as the
behaviour under study. However, the relationship between a specific behaviour and the actual r(¢) input driving the HR
is unknown and probably more complex than the simple identity assumed in this kind of models, which is particularly
relevant for cases where the HR is affected, e.g. after stroke and concussion.

fNIRS limitations

Changes in HbO and HbR are not only the result of neurovascular coupling but also heart beats (~ 1Hz),
breathing (~ 0.3Hz) and vascular reflexes known as Mayer waves (~ 0.1Hz) (Fig. 2.3A) (Kirilina et al.,
2012). The band-width of the HR is considered to be between 0.005 — 0.65 Hz, overlapping with drift,
breathing, and Mayer components (Fig. 2.5), which leads to the reduction of SNR of the HR and a

loss of specificity of the spatio-temporal distribution of HRs in the cortex (Tachtsidis and Scholkmann,

2016; Yiicel et al., 2016).

Several filtering techniques have been proposed to reduce these confounding sources’ negative effect
(Table 2.1). However, these methods are not flexible enough to cope with the nonlinearities, the
non-Gaussianity and the partially unknown characteristics of the HR (Huppert, 2016). In particular,
the Statistical Parametric Mapping (SPM) method (Ye et al., 2009), General Linear Model (GLM)
(Abdelnour and Huppert, 2009) and wavelets (Jang et al., 2009) require the experimenter to assume
an HR morphology before applying the filtering. This makes these approaches sensitive to biases

in experimenter decisions. Other methods, like dynamic modelling (Friston et al., 2003), bayesian
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filtering (Scarpa et al., 2010) and particle filters (Croce et al., 2017), compute the HR a priori, based
on physiological models (Buxton et al., 1998, 2004). However, these physiological models are driven by
the input neuronal activity, r(¢), which is the unknown we depart from and would like to reveal (Fig.
2.6). These methods assume that some mensurable aspect of the behaviour under study is equivalent

to the neuronal input driving the HR and use it to model an expected HR.

In both cases, the expected HR is used to filter out the variability in the recorded signal that cannot
be explained by the model (Friston et al., 2003; Ye et al.; 2009). The problem is that these methods
could be biased when studying diseases, leading to abnormal HRs; or behaviours that modulate the

HRs in ways that are not captured by the expected responses (Bonakdarpour et al., 2007).

Other methods use short inter-optode distances (reducing the depth in the banana-shape) to record
systemic variations of Hb at the scalp (Gagnon et al., 2011, 2012). The scalp haemodynamic activity is
then regressed out of the brain haemodynamic activity. However, these approaches require additional
instrumentation and are sensitive to the short distances used (Gagnon et al., 2012). As a result, an

experimenter may end up rejecting brain activity as scalp activity.

We can turn these problems around with data-driven machine learning techniques, which allow the
recorded brain signals to show us what is behaviourally relevant instead of injecting incomplete prior
knowledge. In particular, DL techniques can automatically learn the relevant features in the brain
signal and have been used to classify fNIRS signals (Hiwa et al., 2016; Trakoolwilaiwan et al., 2017).
However, these approaches make use of black-box models that lack interpretability. As a consequence,

they cannot be used to learn anything about the input brain signal.

In Chapter 4 we will show how machine learning, DL in particular, can be used to find relevant cortical

signals associated with behaviour and to draw interesting neuroscientific interpretations from them.

N.C. Method Reference

688  SPM, GLM & gamma-functions Ye et al. (2009)

208  Short optodes & state space Gagnon et al. (2011)

207  GLM, gamma-functions & Kalman filter ~Abdelnour and Huppert (2009)
171 Wavelets Jang et al. (2009)

28 Bayesian Filtering Scarpa et al. (2010)

Table 2.1: Top five relevant {NIRS processing methods by citation number (N.C.) (updated October 2020). All these
approaches use a prior of the Haemodynamic Response (HR) to reduce noise. However, the HR is still not completely
understood, and the use of such priors might lead to an underestimation of the response. SPM, statistical parametric
mapping. GLM, general linear model.
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2.2.2 Electroencephalography

Electroencephalography (EEG) was introduced by Berger in 1929 as a non-invasive way of measuring
electrical brain activity (Haas, 2003). In contrast to {NIRS, EEG has a much higher time resolution

(milliseconds) and provides direct measures of neuronal activity (Buzsaki et al., 2012).

Indeed, the mechanisms by which EEG records cortical neural oscillations are well understood and can
be modelled accurately (Wang, 2010; Buzsaki and Wang, 2012). Neurons act like electrical dipoles.
When hundreds of them fire synchronously in the cortex, their electrical fields constructively add up,
generating a local field potential (Buzsaki et al., 2012). Local field potentials reach the outer scalp,

where an electrical sensor can detect the voltage fluctuations.

EEG Limitations

EEG is characterised by a low spatial resolution (van den Broek et al., 1998; Leahy et al., 1998).
Since the electrical fields travel in every direction' and the sensors capture the activity of thousands
of neurons at the same time, it is hard to isolate the sources. Simultaneously, the scalp acts as a low-
pass filter on the electrical fields, and higher frequencies are subject to lower SNRs (Ball et al., 2009;
Buzséki et al., 2012). Besides, head muscles, like the eye muscles, lips and chewing muscles, generate
electrical potentials more powerful than EEG which leak into the EEG sensors. Other sources of
external electrical activity (e.g. AC lights or electricity mains) can increase the ground level of noise

and the measure’s quality.

2.2.3 EEG and fNIRS

Compared to EEG, the muscular electrical activity does not interfere with fNIRS, which is a desirable
characteristic when studying brain activity during motor behaviour experiments (Leff et al., 2011;
Ferrari and Quaresima, 2012). In addition, it provides enough spatial resolution to distinguish between
the sensory-motor area and motor and pre-motor cortices, all engaged in motor behaviour and very

close to each other in the cortex (Leff et al., 2011). These two brain signals (fNIRS and EEG) have

ITo be precise, volume conduction explains how electrical fields travel anisotropically through the biological tissues.
Although it is possible to simulate how the electrical fields refract, it would require a precise definition of the tissue’s
anatomical configuration and refraction coefficients. There are simulations and models done at the population level but
achieving this level of configuration details is not possible in practice for every subject.
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very different physiological origins and offer complementary information about the brain. Hence, their

combination seems promising in the field of non-invasive BCI.

In the next section, we will review the progress made in BCI force decoding. We will analyse the
progress made in invasive BCI approaches and analyse the opportunities to improve non-invasive
approaches. In particular, we will see how multimodal (fNIRS and EEG) BCIs have been used in the

decoding of force.

2.3 Force decoding in BCIs: A systematic review

BClIs offer an alternative way to interact with our environment. They are especially relevant for people
whose natural ability to interact physically has been lost or damaged. There has been a lot of progress
in the decoding of kinematic variables in BCI (Carmena et al., 2003; Bansal et al.,; 2012; Sussillo et al.,
2012; Sachs et al., 2015). In contrast, human force decoding is less explored. However, force is essential
for safe and meaningful mechanical interactions (Branco et al., 2019b). In addition, force decoding
can provide more generalisable BCIs decoders (Cherian et al., 2011) specially in changing dynamic
conditions (Chhatbar and Francis, 2013). Even when the ultimate goal of a BCI is different from
force decoding, understanding and exploiting signals that already exist in the brain might offer a more

intuitive control than learning new ones (Flint et al., 2014).

In this review, we analyse invasive and non-invasive BCI methods for force decoding in humans and
monkeys. The advance of force decoding in these directions could bring BCI applications closer to
the rehabilitation, assistance and even replacement of force control. These advances acquire a greater
significance in non-invasive BCIs since they provide an entirely safe, more affordable and accessible
technology than its invasive counterpart. In this sense, the non-invasive modality could fulfil the needs
of most patients for whom the benefits of an implantation surgery for invasive BCI do not overcome

the risks or costs of the procedure.

2.3.1 Search criteria

The PubMed database was queried (last time on the 20th of October 2020) for publications containing

the following terms in their title or abstract:
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force AND decoding AND (‘‘brain computer interface’’ OR ‘‘brain machine interface’’)

-robot -auditory -mmg -learning -reach

This search resulted in 61 initial papers. Conference proceedings were not included unless they provided
the first proof of concept of the use of a technique or method to decode force (we rejected 36 conference

proceedings).

We also included relevant references consistently cited in the queried papers despite not appearing
in the main search. In particular, these references included papers that did not specifically focus on
force decoding but either provided interesting insights into the brain representation of force control or
focused on decoding other motor control variables such as velocity or position (kinematics). Finally,
we included N = 38 papers in this review, of which N = 24 specifically addressed the decoding of force

or kinetics in the BCI context.

2.3.2 Overview of queried publications

A selection of 17 relevant force decoding publications is compared in Table 2.2. This table offers an
overview of the aspects that characterise the relevant dimensions to take into account when analysing
BCI methods for force decoding. Among these dimensions, we find that the queried publications span:
(1) different subjects of study, from rats (N = 3) and monkeys (N = 16) to humans (in health and
disease, N = 21); (2) different recording techniques: from invasive (N = 28) Microelectrode (ME)
arrays, ECoG and DBS implants to non-invasive (N = 21) EEG and fNIRS; and (3) different decoding

linear and non-linear techniques in the period between 2003 and 2020.

The applications vary from force decoding to some overlapping decoding of other motor control vari-
ables, such as movement or position. Other publications contained helpful information on the repre-
sentation of force in the brain (for a review see Branco et al., 2019a), and we included them by their

proximity to the force decoding topic.

Figure 2.7 depicts the evolution of the force decoding field in BCIs. Since one of the first force decoding
demonstration in monkeys by Carmena et al. (2003), the field of continuous force decoding has been
led by invasive experiments in these animals, moving 11 years later to invasive studies in humans and

having only been non-invasively addressed by Pack et al. (2019).
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Figure 2.7: Accumulated force decoding publications for BCI from 2003 until October 2020. For the continuous decoding
of force, i.e. the reconstruction of force trajectories from brain signals, much of the progress corresponds to invasive
approaches for both humans (yellow) and monkeys (blue). Non-invasive approaches in humans mainly focus on decod-
ing discrete force characteristics like the classification of force levels (red discontinuous). The non-invasive continuous
decoding of force is, in comparison, a more recent field that requires further exploration (green).



47

1C review

2.3. Force decoding in BCIs: A systemat

*SUOTIRATIOSO A9y pue odueurIojIod ofeiose
a1} ‘(adep) Surpoosp a1y Ul pasn AI09sI Jo junowre o) ‘(9010J o1} s3o1paid poYPeU S} SININJ YY) Ul IeJ MOT 9)edIpUI sanfea aAlsod ‘ Jer,) uorporpaid o) Jo SPUODASI[IUX
Ul UOZLIOY oull}) 9y} ‘poyjewt SuIpodsp oy} ‘yse} jo adA) oyy ‘ysey oy ysijdurosor 01 paAtedal yorqpas) Jo odA) oY) ‘yse) oY) SULINP POSN S9[OSNUW 9} ‘Balr UlRI( POPIOdal oY)
‘Apngs zepun s1oelqns oyy ‘(‘YdI, '09Y) pesn AZo[ouyne) SUIPIOODI 9} :SOPN[OUl d[qe) Y], 'SUIP0dep 2010] Surjedie) A[[eoyoads satpn)s parenb jo uosuredwo)) :g'g o[qel,

‘yonoj) jo osues Suhooo onog) rordoad (108)
pue uorjouny o ( .\ﬁ .uuﬁ .“mm v eu 0 ,EQU dsea8/yoeay pojusmSne puey TN qIN e ‘1 PosoID (0z0gT) ‘Te 3o 19ZURL)
1030 9109S9Y %98 = v o WAS y ‘renstp
‘diysuotjeras (DAN%ST 0T S) 3311/ dseas -ordoxd urre
ayge /#2103 (99103 yourd 103uy) 09T 0 WID  ‘(yourd 108uy) M:Mf ‘s108uy X93100) DHA suewn SUIPO (6103) "T& 30 ord
“UI[-UOU [RIJUSIOJ 0 =41 OLIjoWOST : pueq
‘speo] ‘udp SurSueyd INLST JuaoAOUL .
ur 3uIpoosp 3snqod (g o) 009 0 ¢(rurp-uou) ‘(speor ‘ufp) Cpfeler| ISTIMN TN qIN sASUOIN Elitiite) (610%) ‘1@ 3° [9JneN
S %0L = AVAAL : ‘rensip
aI0W “UI[-UON REL TPV OLI3oWOST :
Iopio pig)
‘Surpoosp aaoxdur (90105 dua8 puey) . ( (dug puey) (uosunyre ) oY e s e
SOT}IIBOUI[-UON ggp = 1 9g¢ 0 owwmozﬂmwwm sr3ewos] QuoN pueyq NLS dd1 suewny SUIPO (8102) "1® %0 yeys
(19pi0 pig)
‘NS Ul 9ArjeurIojul (90103 d1a8 puey) X (d1a8 pueqy) d- (uosunyre ) A
e —— 6P = & 96CT 0 owwhgﬂmww\m e pooed-jlog pueH NLS d47 S| SUIPO (2102) "T® %0 yeys
‘uOI1yedYISSR[D (ser108ewl 9) (sorro8euur) d- felcicl e 1o 1
10970 [EPOWIHNIN %L = 00y ‘Sse[D eu eu NAS 0010 ‘poodg paord-j[es SUON A Emv CSUIND suewing SUIHO (9102) 18 10 04
‘8uipoodep o[qe)s (DOINE stam) (prow3rs) “eI1jU0d " . e 16 1otan
s10W 0010, 02 = ESIN 00g 0 “o5BD T0USTAN OLI39WOST [ensiA FSTIM N HIN SASNUOIN Il [PEEOD) (9103) ‘T® 90 101
‘Surpooap [2a9] (DAIN%09°0g #0105 "ulg) (!
@0103 ul SYINJ pue %I8 = DOV sse[) § ‘ordoad 1003 oL e 16 wosuE
LO135690p JUOUISAOT (uor3o03op -AoW -urd) 000ST 0 vat O113oWOS] ‘ensip Jusy ‘oa ‘d Amm%mw suewny QU0 (¥102) "1e 10 uesuey
ut 193399 DHH %9L = OOy "sse[D
‘oyroads 198urg
. i d 193 apio pI ourd 198u s1e8u
-ojur 10U UTEWIOP Aweo@mw_uw&m 0z 0 G vs__wﬁ% (1 .ozseomw [eamyeN _u:mm WS  Dopd suewny ounyo (¥102) 'Te 90 g
owr) pue ewuresd ySiy : :
‘yourd 108Uy uevyy s9yel
Suny 1eySry duaS-puey o a @\@m”&ho Q.memi 'u 0 INAS dseid/yoeayy TeanjyeN pueH NP HJIN sAoyuoIN Eleagiite) (¥102) 'T& 92 oey
‘suoanau oyroads-dsein) %926 = v &)
*9AIIRUIIOJUT SIOWX (dseis/yoear) NTD 4 rordoad (3301) £ e e
e A 1 = 4 eu 0 Sl Amﬁm}uﬂﬁw e — wry e DoDH sfoxuoy PUIO (#102) ‘18 %0 ueyp
‘[oI1guod 104 sonbiog urre) speo[ ‘udp ok X § - o reqreU
10930q enbio, €10 =1 oot 0 ISUST M\ ﬁm_w:_a .v:amw [ensiA Ly TIN HIN SAMUOIN [ PesOID (€102) swuely pue reqreqy)
‘uorjesijerouss (DN wre) speo[ ‘udp rordoad " X a B
P — S = E 009 0 7 S e e — way TN HIN s&axuoN [ uedO (1102) "1® 10 UELLYD
((¥D/€0D punore) (o010 .
3 yourd 1e8uy) (yourd 108uy) ordoad s1o8ury (09H) Tesnes N . N
uorjyeAr}or _ 00012 0007~ WTD « TIN suewnpy (6002) ‘e 10 nquen
[eI0YR[RINION %9V = rm<>rw Sl1ewosT J1o3pny PuU®H A : SHINJ 1oN
*3urpoosp 103 (senbioy wre jmsand "RIJUOD < . X e 10 95%
P %zh = AVAL 000T 0 TDUDI AN N — TensIA wry . HIN s&axuoN 1 PasoID (6002) ‘T& 10 88eq
*8urpooap 10J -ordoxd
9reradoxdde AUHZM.— EH@w 0zh 0g RELEIFVY Sp[ey @210 MM:MW\/ way INdP ‘TIN HIN sKoxuoIN auUIO (6007) 2ysy pue ejdnrs
SSO[ I0)[Yy urW[E3] 8470 = . : r
*SOIjRWOULY URY) dsea3 /yoeoay 1S ‘dd
pepooep Aeogoommmﬁlm PR 000T 0 IOUST AN ‘dra8-puey ;MMM_UM m“”w ‘VINS HIN sKoxqUOIN 1 wedQ (£00g) ‘T 30 'USULIR))
101904 9210, %S6 = AVAA ‘Suryoesy L NP ‘TN
‘sw ‘s ‘yooT, (01302
suoryeAIasqQ 9OURUIIOJIDJ 98RIDAY @deq Seq POyl JseT, spoeqpesg so[oSNl oIy uUrRIg oo spoalqng o



48 Chapter 2. Background

Before, non-invasive techniques focused on decoding discrete features of force, such as the differentiation
between discrete levels of force (Wriessnegger et al., 2017) or between executions and imageries (Yin
et al., 2015; Wriessnegger et al., 2017). Then, very recently, Paek et al. (2019) achieved moderate
decoding performance of finger-pinch forces using EEG. Thus, it is clear that non-invasive approaches,

particularly for the continuous decoding of force, are still emerging and require further exploration.

On a final note, some publications used EMG as a way to measure force. It is worth noting that
decoding EMG entails a different challenge than decoding force. EMG signals can be less invariant to
fatigue effects or muscle length. However, these parameters influence the force that the same muscle
produces under the same EMG activity. Hence, the decoding of end-point forces can be considered
more complex than that of EMG, which is closer to cortical brain activity (Cheney and Fetz, 1980;

Fromm, 1983).

To shed light on the current situation of the BCI force decoding field, we formulate the following
questions: (1) What techniques are used to record brain signals with force decoding purposes, and
which brain areas are targeted? (2) What force-related information do brain signals carry? (3) How
does force decoding depend on the force task? (4) Is the decoding of force generalisable across task or

subjects? Finally, (5) what methods have been used to decode force?

We review and discuss the relevant information that the queried papers contain regarding these ques-
tions and offer an overview of the advances that have been made in the last two decades. The analysis
of these questions allows us to identify gaps that have been less or not explored. These gaps bring new
opportunities in advancing force decoding in non-invasive BCI with applications in the rehabilitation,

assistance and even replacement of force control.

2.3.3 What techniques are used to record signals for force decoding and what are

the brain areas targeted?

To decode force from brain signals, we need to know where force-related information is available in the
brain and how can it be accessed. Most brain activity recording techniques have been used for force
decoding purposes. Invasive techniques, from more to less invasive, include: DBS implants (Fischer
et al., 2017; Shah et al., 2017, 2018), ME arrays (Carmena et al., 2003; Gupta and Ashe, 2009; Fagg
et al., 2009; Cherian et al., 2011; Bansal et al., 2012; Chhatbar and Francis, 2013; Aggarwal et al., 2013;

Hao et al., 2014; Sachs et al., 2015; Ethier et al., 2016; Ganzer et al., 2020) and ECoG (Pistohl et al.,
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2013; Chen et al., 2014; Flint et al., 2014, 2016; Ryun et al., 2017; Branco et al., 2019a). Non-invasive
techniques include: fMRI (Ganesh et al., 2008), EEG (Pack et al., 2019), fNIRS (Nambu et al., 2009;
Wriessnegger et al., 2017) or both, EEG and fNIRS, combined (Hansen et al., 2014; Yin et al., 2015;

Fu et al., 2016).

Regarding non-invasive techniques, one desired aspect in BCI applications is the wearability, i.e. how
easily the recording system can be transported and worn, with enough power autonomy to move around
freely (Casson et al., 2010). EEG and fNIRS are portable, in some cases wearable, and have electronics
that allow for miniaturisation (Casson et al., 2010; Pinti et al., 2018, e.g.) while fMRI requires scanners
generating powerful magnetic fields that cannot be worn by subjects. Besides, subjects are confined
to a reduced space while inside the fMRI scanner, which constrains their movement range. Therefore,

the variety of tasks they can perform inside the scanner is limited by insufficient space.

At the expense of breaking biological tissues (skin, skull and pia layers), invasive systems can target
specific brain areas and record information very close to its source. ME arrays provide the highest
spatial resolution at the cortical level even reaching the single neuron resolution (Carmena et al., 2003;
Gupta and Ashe, 2009; Bansal et al., 2012). However, the single-neuron resolution does not seem to
bring any advantage compared to neuronal ensemble activities Carmena et al. (2003), eliminating the
need to sort the neuronal ensemble spikes. Nonetheless, the amount of neurons in the ensemble is

important, with more neurons providing better decoding Gupta and Ashe (2009).

Local Field Potentials (LFPs) (the near-field sum of the electrical neuronal ensemble activities) can
also be measured with ME arrays going a step further down in spatial resolution. Although LFPs are
less informative than spikes in force trajectory reconstruction (Bansal et al., 2012; Aggarwal et al.,
2013), they are better at detecting and predicting other force characteristics like the onset and end of
force generation (Aggarwal et al., 2013). In LFPs, force related information is distributed in frequency
bands. In particular, LFP amplitudes in low frequencies (15—22 Hz) and LFP power in high frequencies

(100 — 175 Hz) provide better force trajectory reconstruction (Aggarwal et al., 2013).

ECoG, the invasive technique with lowest spatial resolution, also shows a similar spectral distribution
of force related information (Pistohl et al., 2013; Chen et al., 2014; Flint et al., 2014; Branco et al.,
2019a). Similarly, low-frequency amplitudes, also known as Local Motor Potentials (LMPs), and high-

frequency power show better decoding followed by the beta band (Pistohl et al., 2013).
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Regarding the brain areas that should be invasively targeted for force decoding, the publications show
varying preferences. Interestingly, invasive studies show that force can be indistinctly decoded from
different areas involved in motor control, such as M1, S1, Premotor ventral cortex (PMv) and Premotor
dorsal cortex (PMd) (Carmena et al., 2003; Gupta and Ashe, 2009; Bansal et al., 2012). In particular,
Carmena et al. (2003) showed that the monkeys’ M1 and Posterior parietal cortex (PP) were better
at decoding hand-grip force. The force predicted from these areas accounted for a maximum of 85%

of the original force variance.

In contrast, the SMA, PMd and S1 were better at decoding kinematics. Carmena et al. (2003) also
pointed that the contralateral M1 and S1 could be closer to motor control. Instead, the PMv, SMA and
ipsilateral M1 could be more involved in learning visuomotor spatial relationships. The topographical
distribution of force related neural control also varies with time, and different neurons show preferential

activation at specific times before the force onset, some firing at the onset (Gupta and Ashe, 2009).

Besides cortex, it has also been possible to decode force from deeper brain structures like the Subthala-
mic Nucleus (STN) (Shah et al.; 2017, 2018). The variety of brain areas with force decoding capabilities
is not surprising since different brain areas simultaneously use the same force-related information with

different aims (Scott, 2016).

Non-invasive technologies cannot reach the single neuron resolution and have, overall, a coarser spatial
resolution and lower SNR (Ball et al., 2009; Buzsaki et al., 2012). Nonetheless, fNIRS has higher
spatial resolution than EEG and has been used to specifically target the sensorimotor cortex (Nambu
et al., 2009; Hansen et al., 2014; Yin et al., 2015; Fu et al., 2016) while EEG, in practice, is used to
target the whole cortex (Iturrate et al., 2018; Paek et al., 2019; Hayashi et al., 2019). In terms of
the characteristics of the signals used, EEG studies primarily focus on the spectral power and Local
Motor Potential (LMP) (Iturrate et al., 2018; Paek et al., 2019; Hayashi et al., 2019). Alternatively,
fNIRS studies exploit different temporal and amplitude features in HbO (Nambu et al., 2009), HbR
(Hansen et al., 2014) or the difference between them (Yin et al., 2015; Fu et al., 2016). However,
other combinations of HbO and HbR remain unexplored probably due to the complexity and lack of
understanding of the HR during force control (Derosiére et al., 2014; Shibuya et al., 2016; Wriessnegger
et al., 2017).

Altogether, we can observe a widespread use of invasive techniques despite their complexity and the

risks they pose to health but mostly carried out in animals instead of humans (Fig. 2.7). As a positive
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note, invasive research provides a clear and invaluable understanding of where and what form of force-
related activity can be detected in the brain. In comparison, non-invasive technologies tend to require
extensive exploration of signal features to provide force-related information. This situation is clearer
in fNIRS, a newer technique for the decoding of force (Wriessnegger et al., 2017). In both cases,
non-invasive techniques depend on heavy feature engineering. In this context, the use of methods that
automatically learn these force related features might accelerate the development of non-invasive BCI

for force decoding.

2.3.4 What force related information do brain signals carry?

Different recording techniques can capture different aspects of the same underlying brain activities. To
better understand what aspects of force can be decoded from each brain signal, literature often points
at the division of force generation characteristics in two levels: low-level or muscle-like characteristics
and high-level characteristics (Cherian et al., 2011; Chhatbar and Francis, 2013; Aggarwal et al., 2013;

Chen et al., 2014; Hao et al., 2014; Flint et al., 2014, 2016).

The low-level characteristics of force are related to the force precise control and are also called muscle-
like characteristics due to their proximity to muscle activity control (Cherian et al., 2011). Carmena
et al. (2003) showed that these muscle-like characteristics, i.e. fine-grained reconstruction of force
trajectories, could be decoded in monkeys better than kinematic variables (velocity and position) in

specific brain areas (M1 and PP).

In contrast, high-level force characteristics refer to more abstract ones, such as the preparation, the
anticipation, and the posture before force generation. It is worth noting that low-level force charac-
teristics include the detailed decoding of EMG activity and the decoding of end-point forces, but each
entails different levels of complexity. In particular, muscle activity is better decoded than end-point
forces (Chhatbar and Francis, 2013). The relationship between muscle activity and end-point force
depends on how fatigued the muscle is and the length and the configuration of the muscle (Cheney
and Fetz, 1980; Fromm, 1983). These are unknown correlated variables that should also be decoded
from the brain signals, thus increasing the problem’s complexity. As a result, end-point forces can be
decoded better if the anatomical configuration and the arm dynamics are known and incorporated in

the decoding scheme (Chhatbar and Francis, 2013).

In general, but not exclusively, muscle-like force characteristics have been decoded from spiking or neu-
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ronal ensemble activities in humans (Bouton et al., 2016; Ganzer et al., 2020) and monkeys (Carmena
et al., 2003; Gupta and Ashe, 2009; Fagg et al., 2009; Cherian et al., 2011; Chhatbar and Francis,
2013). Two Degrees of Freedom (DoF') of force have been disentangled from spiking activities in mon-
keys (Chhatbar and Francis, 2013; Ethier et al., 2016), even though these firing rates do not seem to
be highly modulated by different tasks (Naufel et al., 2019). The ability to simultaneously decode dif-
ferent DoF from the same brain signals is an interesting BCI challenge that would allow a much richer
control of force. In particular, the successful decoding of different DoF would enable the application
of force in different directions or the simultaneous use of different prosthetic limbs, further expanding

the application of BCI in daily interactions.

While it is clear that detailed muscle-like characteristics can be decoded from single neurons or neuronal
ensembles —provided that they capture enough units (Carmena et al., 2003)— if muscle-like characteris-
tics can be decoded from invasive techniques with lower spatial resolution, like ECoG, is still a subject
of debate. ECoG is an invasive technique that provides a similar temporal resolution than ME arrays
but a smaller spatial resolution. In ECoG, electrodes placed millimetres away from the cortex but still

inside the skull measure the collective activity of thousands of neurons.

There is evidence showing that ECoG carries information to decode finger-pinch forces (Flint et al.,
2014) and hand kinetics and kinematics (Ball et al., 2008; Chen et al., 2014; Flint et al., 2016; Ryun
et al., 2017), including kinematics with 2-DoF (Pistohl et al., 2008). However, the same authors show
that ECoG is better at decoding high-level force characteristics, like force or movement onsets, than
it is at decoding muscle-like ones (Ball et al., 2008; Flint et al., 2014; Chen et al., 2014; Flint et al.,

2016; Ryun et al., 2017).

These differences are made more apparent depending on the frequency band used for the decoding
(Table 2.3). In particular, high-gamma bands (> 70 Hz) reflect spiking activity in monkeys (Ray ct al.,
2008) and rats (Yazdan-Shahmorad et al., 2013) and are often used in ECoG for muscle-like decoding
purposes (Flint et al.; 2014; Chen et al., 2014; Flint et al., 2016). In the high-gamma band ECoG
power increases at the onset of force application (Flint et al., 2014) for flexor and extensor grasp
muscles (Flint et al., 2016). Furthermore, high-gamma power is higher for higher force production in

the force onset (Flint et al., 2014; Chen et al., 2014).

Nonetheless, there is evidence that high-gamma power primarily represents somatosensory feedback

rather than efferent motor commands. This sensory feedback reaches S1 tenths of milliseconds before
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the same information reaches M1 on a lower scale (Ryun et al., 2017; Branco et al., 2019b). Remarkably,
this kind of somatosensory feedback has proven essential to re-establish motor control in an SCI patient
for whom three levels of grip force could be decoded using these signals (Ganzer et al., 2020). More
recent evidence shows that when the contractions are isometric, i.e. not accompanied by movement,
high-gamma power is not better than lower frequencies at decoding muscle-like characteristics of force,
and high-gamma does not even show a sustained” response (Flint et al., 2016; Branco et al., 2019b).
Therefore, high-gamma might be more valuable in decoding force when accompanied by movement

(Flint et al., 2014).

The information in other bands with lower frequencies (< 100 Hz) is still also a subject of debate. In
the low ECoG frequencies, amplitudes (< 3Hz) (local motor potential, LMP Schalk et al., 2007) have
shown better force decoding performance than the high-gamma power (Flint et al., 2014). In contrast,
power in lower frequencies (4 — 35 Hz, mu, beta and low gamma) is higher during rest and suppressed
during active grip, especially in beta (~ 20Hz) (Flint et al., 2014). Hence, mu-beta power decrease
during motor execution (Event Related Desynchronisation, ERD Pfurtscheller and Lopes Da Silva,
1999) is not exclusive of kinematics but is also present during isometric force production (Flint et al.,
2014, 2016). Nonetheless, mu-beta (7—-20Hz) Event Related Desynchronisation (ERD) provides worse
decoding of continuous force than the delta band and better differentiation of movement versus rest
(Flint et al., 2014, 2016), and is also more modulated by the kinematics than by the kinetics of the

movement (Flint et al., 2016).

Some of these spectral cortical LFP activities are also detected in deeper brain structures like the
STN. Namely, Fischer et al. (2017) and Shah et al. (2017) showed that gamma power activity in the
STN is modulated by intended grip force even before the force onset and even when the force was
only imagined. Hence, they showed that LFP activity is not only related to sensorimotor feedback
at the STN level. Interestingly, lateralisation of activity in the STN was only observed during actual
force generation but not imagined force (Fischer et al., 2017; Shah et al., 2017). As in ECoG, the
high gamma band (300 — 500 Hz) had the highest decoding power in muscle-like decoding, and beta
(13-30Hz) and low gamma (55— 90 Hz) could better predict force onsets 1.3s in advance, but all the

features together had the best force reconstruction power (Shah et al., 2017).

?In single-neuron studies, neuronal responses are categorised in tonic and phasic. Tonic responses are sustained during
movement or force production and reflect the amplitude or progression during a motor control task. Phasic responses
happen in the transition of motor control states and signal a change of specific control modes, for instance, when starting
or stopping a movement.
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Non-invasive techniques have also shown potential for decoding force but have been less explored
compared to invasive techniques, in part, due to their lower SNR (Ball et al., 2009; Buzsiki et al.,
2012). On the one hand, EEG has been used to decode EMG activity (Hayashi et al.; 2019) but has
shown limited reconstruction (r ~ 0.42) of forces (Pack et al., 2019). Indeed, as in the invasive case,
targeting EMG avoids the decoding of the non-linear transformations that turn the muscular activity
into end-point forces simplifying the decoding (Ubeda et al., 2018). In contrast to ECoG studies,
in EEG the most informative bands for force decoding are the delta band (1 - 4Hz) and the alpha
(8 - 13Hz) and the beta (13 — 30Hz) bands (Iturrate et al., 2018; Pack et al., 2019; Hayashi et al.,
2019). In addition, although higher frequency bands (i.e. gamma bands) provide less force decoding

information (Pack et al., 2019), they are still detected with EEG during movement (Ball et al., 2008).

On the other hand, Nambu et al. (2009) could also decode a smoothed version of force using a non-
causal decoder (including 3s of future information) using fNIRS. However, the relationship of the
Haemodynamic Response (HR) with force seems more complex than previously described (Dettmers
et al., 1995; Wexler et al.; 1997; Thickbroom et al., 1998) and seems to be modulated by the speed
(Obrig et al., 1997; Kuboyama et al., 2005) and the intensity and duration of force generation (Shibuya
et al., 2008; Derosiére et al., 2014; Shibuya et al., 2016; Wriessnegger et al., 2017). In particular, it has
been shown that higher forces (40% of the Maximum Voluntary Contraction, MVC) lead to faster Hb
peaks (~ 3s before) than lower forces (20% Maximum Voluntary Contraction (MVC)) (Wriessnegger
et al., 2017). However, the temporal properties of fNIRS are rarely explored and changes in HR am-
plitudes at predefined times are preferentially used in the analyses (e.g. Shibuya et al., 2008; Derosiére

et al., 2014; Hansen et al., 2014; Shibuya et al., 2016).

EEG and fNIRS have been used together (also known as multimodal or hybrid systems) to decode force
characteristics. It has been shown that their combined use improves the classification of discrete force
characteristics (Hansen et al., 2014; Yin et al., 2015). In particular, fNIRS seems to provide higher
classification of force levels: 80% classification accuracy distinguishing 20%MVC from 60%MVC for
fNIRS compared to 61% for EEG. In contrast, EEG is better at distinguishing movement from rest,
74% accuracy for EEG vs. 65% for fNIRS (Hansen et al., 2014). However, multimodal systems for force
decoding are not very prevalent in the literature and have not been yet explored for the continuous

decoding of force.

Finally, in both the invasive and the non-invasive case, a more recent and exciting way of understanding

the division between high-level and muscle-like characteristics of force in the brain is beginning to
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emerge. As we have seen, high-level force characteristics can be represented by brain signals at the
neuronal population levels like during force preparation in the ECoG gamma band (e.g. Flint et al.,
2014; Chen et al., 2014) or the grasp and release in the mu-beta band (e.g. Pfurtscheller and Lopes
Da Silva, 1999; Flint et al., 2014). The evidence suggests that these neuronal population responses
signal abrupt transitions in the activity at the single neuron level (Aggarwal et al., 2013; Hayashi
et al., 2019) that vary, at least, with the force level and that require non-linearities to account for this
transition (Aggarwal et al., 2013; Naufel et al., 2019). These abrupt changes in brain activities point
at discontinuities or non-linearities in the brain function as it switches from one control mode (e.g.
reaching) to another (e.g. grasping). If the brain signals modulate the force (or vice versa) in non-
linear ways, then non-linear methods would be more appropriate to decode force from brain signals,
as Naufel et al. (2019) recently showed in the invasive case. However, these non-linear methods have

yvet to be explored for the continuous decoding of force from non-invasive signals.

2.3.5 How does force decoding depend on the motor task?

Force-movement covariation During motor control, the force generated by the muscles results
in movement through lever-like mechanisms. In the presence of an obstacle impeding the end-point
movement, the muscles maintain their length constant, and the contraction causes an increase of
pressure at the end-point (isometric contraction). Conversely, when movement is allowed, the task is
characterised by the generated force and the velocities and positions of the moving body part under
study. These forces and velocities can co-variate due to the mechanical configuration of the body and
the task, difficulting the separation of force decoding (i.e. the ability to decode force itself) from the

decoding of the covarying velocities and positions, which represents an easier task (Fagg et al., 2009).

In the invasive case, Carmena et al. (2003) first showed that the force could be decoded from a monkey’s
brain signals, whether or not it was accompanied by movement. The main difference between motion
and force decoding was found across different brain areas: the M1 and the PP provided the best
accuracy in decoding forces while the SMA, PMd and S1 provided better performance in decoding

kinematics.

The role of somatosensory feedback In particular, S1 is essential in decoding sensory feedback
(Ryun et al., 2017; Branco et al., 2019b) which suggests that force decoding could be dependent on

the level of feedback information available to perform the decoding. The way a task modulates the
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feedback could explain, to some extent, why some tasks are better or worse decoded than others.
First of all, the feedback during movement is likely richer than during isometric contractions. This
would explain the lower performance of S1 decoding grip forces in Carmena et al. (2003) and better
performance of S1 compared to M1 in decoding the movement types (Ryun et al., 2017). Furthermore,
the amplification of this kind of feedback, from sub-perceptual to perceptual, from S1 brain signals
enabled a SCI patient to restore his grasp (Ganzer et al., 2020). The latter introduces the idea that
a simple on-off controller model is enough to restore grasp, at least to a pragmatical extent. The
on-off controller in Ganzer et al. (2020) shows that M1 can be voluntarily modulated depending on
information present in S1. Although this work does not show that M1 directly encode force in humans
with quadriplegia, it suggests that force control could be closer to M1 activity modulated as a function
of the remaining desired effort (Cheney and Fetz, 1980; Fromm, 1983) which is potentially represented
in S1.

Indeed, in the STN, a processing centre closer to the spinal cord and the muscles, gamma-beta activity
is significantly correlated with three different force levels of force before they were executed and, even,
when their execution was prevented (Fischer et al., 2017). This further suggests that the control of
contractions might be relative to the current level of contraction. From a resting state, the remaining
desired effort is maximum, and it decays as force increases. Ultimately, the intimate dependence in
hand force decoding with somatosensory feedback indicates that the decoding of force relies on the
efferent command to the muscle, which at the same time depends on the afferent signals from the

muscle or skin to the brain, in a closed-loop fashion (Scott, 2016).

Additional evidence suggests that decoding muscular activity (with our without movements) is more
straightforward than decoding end-point forces (Cherian et al., 2011; Chhatbar and Francis, 2013;
Ethier et al.; 2016). This evidence might also shed some light on how force generation and its decoding
depend on the somatosensory feedback. Namely, decoding muscular activity does not consider all
the non-linear transformations that the contraction of muscles undertake until being transformed in
end-point forces (Ubeda et al., 2018). Hence, the decoding of muscular activity might require less
information on the end-point’s current situation, represented in the brain through sensory feedback to
S1. As Carmena et al. (2003) showed, S1 was better at decoding kinematics, which might represent
how the brain encodes the consequences of the forces it commands to apply. For example, Fagg et al.
(2009) shows that torques from the elbow are more complicated to decode than those of the shoulder,

suggesting that the more complex the mechanical conversion (the elbow torques are more variable and
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depend on the shoulder ones), the worse the decoding. Nonetheless, even if force decoding is more
dependent on sensory feedback, it has been shown that this sensory feedback can be retrieved even in

cases where a complete SCI blocks the conscious perception (Ganzer et al., 2020).

In the non-invasive case, there is also some evidence showing that force is better decoded when ac-
companied by movements. In particular, the delta EEG band has been found to have more significant
correlations with decoded forces when movements accompanied them than in the isometric case (Pack
et al., 2019). Moreover, the movement and isometric task also led to different areas activated for dif-
ferent frequency bands. During force generation with movement, frontal and dorsal cortical areas were
bilaterally more correlated with delta than during the isometric task. For the isometric task, theta,
alpha, and beta had bilateral dorsal activations, which were more frontal for gamma. In contrast, the
power in the beta band was more relevant for force onset detection as in ECoG (Flint et al., 2014,

2016).

Muscle selectivity The presence or not of movement is not the only factor that might intervene
in force decoding. Since each muscle has a specific representation in the brain (Penfield and Boldrey,
1937; Flint et al., 2014; Ubeda et al., 2018), force decoding can also be selective of the muscles engaged
in a task and their number. For example, the decoding of hand forces, having the most extensive
cortical projections, might require a higher number of neurons controlling all the subtle forces that the
hand can produce. Simultaneously, this higher representation might make the hand-related information
more available, increasing the signal to noise ratio. Even in the case of symmetrical limbs (e.g. the
arms), differences in decoding might arise as a consequence of the dominance of one limb over the
other. For example, in right handed people, the right hand force seems to be better reconstructed than
the left hand force (FVAF right/left = 0.5/0.42) (Nambu et al., 2009). Nonetheless, except (Nambu

et al., 2009) the queried studies only target force generated with the dominant limb.

Furthermore, muscle selectivity in force decoding can appear even for muscles controlling the same
limb. For example, within the same hand, the release of a grasp seems to elicit a 70% less ECoG
power than its contraction, especially in the isometric case (Branco et al., 2019a). Some of these
differences might be, to some extent, explained by differences in the cortical topography of the muscles
involved. In particular, hand extension and contraction selectively engage sparse and intermingled
cortical areas (Ganesh et al., 2008). These cortical areas influence the decoding of hand forces to

the finger level (index or little finger to thumb pinches) with different fingers leading to shifts in the
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most relevant positions for the decoding (Flint et al., 2014). Overall, cortical muscle representation
is one of the factors that influence the decoding of force. We can expect that the more intermingled
the representation of muscles is at the cortical level, the worse the decoding will be for the sensing

techniques with coarser spatial resolution.

Another factor influencing the decoding of forces is the timing with which brain responses orchestrate
force generation (Chen et al., 2014). For example, Hao et al. (2014) found that some neurons in the
PMd fire selectively to the kind of grasp executed with specific locations and timings. In particular,
Hao et al. (2014) show that firing rates in the PMd of monkeys are predictive of the type of grasp 200
to 300 ms before the grasp is secured. After securing the grasp, the neurons’ specificity decreased, and

higher firing rates corresponded to power grasps during the hold period.

Muscle coordination Other studies put the covariation of kinetics and kinematics in practice and
decode only the two or three Principal Components (PCs) explaining most of the variability of the ki-
netic and kinematics variables defining a movement (Chen et al., 2014; Flint et al., 2016). In particular,
PCs reflecting fine-grained characteristics of movement are better decoded by the ECoG gamma band
than lower frequency bands (Flint et al., 2016). Nonetheless, as we mentioned earlier, the nature of this
analysis makes it challenging to establish whether the ECoG gamma band is good at decoding force

by itself; or this result is just a consequence of forces and kinematics being decoded simultaneously.

As we have seen, the decoding of force is sensitive to the muscles engaged in a task, whether or not they
are allowed to generate movement, and how their activity is coordinated. Since all these factors define
the type of task, we can expect that different tasks, highlighting different motor control abilities, show
different decoding performances. For example, we can think about the abilities involved in picking a
needle up from a flat surface or lifting a bottle of water to drink. The first case requires the precise
control of two fingers, the thumb and the index, in a pinch like movement. Finger-pinch force is
decoded in Nambu et al. (2009); Flint et al. (2014) and Paek et al. (2019). Instead, when we lift a
bottle full of water, we use the whole hand to grasp the bottle. This kind of grasp or grip is often
referred to as power-grip since it allows for greater forces to be applied. Power-grips are studied in
(Carmena et al., 2003; Shah et al., 2017, 2018). Each of these grips requires a different set of muscles,

forces and precision, and all these characteristics might be decoded differently from the brain.

Regarding the decoding of different levels of force, the STN seems to have less predictive power for

lower than higher levels of force (Shah et al., 2017). This situation seems to be similar for EEG where
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low forces tend to be overestimated (Pack et al., 2019). Nonetheless, evidence suggests that EEG is
not linearly modulated with the level of force (Pack et al., 2019; Hayashi et al., 2019). For example,
(Hayashi et al., 2019) shows that alpha and beta bands have multilevel force decoding capabilities and
that the main difference lay in the cortical regions engaged for different levels. In their work, Hayashi
et al. (2019) provide limited evidence that the alpha-beta band of bilateral frontoparietal regions
encodes different levels of force while the contralateral parietotemporal regions seemed to differentiate
better the force onsets (Flint et al., 2014, 2016). However, the results of Hayashi et al. (2019) should
be taken with caution. Their task did not introduce variability in the force trajectories studied, and it

does not show evidence of continuous modulation of force.

In contrast, in fNIRS, higher levels of grip forces seem to engage both hemispheres while lower levels
mainly engage the contralateral hemisphere (Shibuya et al., 2008; Derosiére et al., 2014; Shibuya et al.,
2016). This also contrasts with the more frequent lateralisation found in finger pinch tasks (Suto et al.,
2002; Nambu et al., 2009; Iso et al., 2016) compared to power-grips (Shibuya et al., 2008; Derosiére
et al., 2014; Shibuya et al., 2016; Wriessnegger et al., 2017). As a consequence, the loss of spatial
resolution for higher forces and power-grips might hinder the decoding of a wider variety of forces
with fNIRS. Nonetheless, as we saw in Section 2.2.1, this might also be a consequence of the lack of

understanding about the relationship of the HR with force.

Muscle precision In terms of force generated with precision, further evidence is introduced by
EEG studies. Iturrate et al. (2018) found that precision and power grips evoked different neural
activities appearing bilaterally 100 ms before the onset of the task. In particular, a power-grip elicited
higher voltage changes in the posterior contralateral area at the beginning of the task compared to
the precision grip. In contrast, the precision task showed higher power in alpha and beta over the
ipsilateral centroparietal channels and engaged a frontoparietal ipsilateral network more strongly than
the power grip. This higher ipsilateral alpha power has been suggested to reflect inhibition of the
parietal regions (Klimesch et al.; 2007). It has been found when subjects inhibit movements (Sauseng
et al., 2013), leading to lower cortical excitability (Sauseng et al., 2009). The ipsilateral cortex’s role
seems to be more critical just before the grasping is secured (Iturrate et al., 2018), suggesting that
the ipsilateral cortex finely tunes the motor command originated in the contralateral cortex via trans-
callosal mechanisms in precision tasks (Davare et al., 2006). This effect further increases with the

muscle selectivity of a task (Verstynen et al., 2005).



2.3. Force decoding in BClIs: A systematic review 61

Interim summary In this section, we have seen how different aspects of a task can influence force
decoding. While neuronal ensembles can perform well in the decoding of forces for various tasks,
ECoG and non-invasive techniques seem to perform better when force is accompanied by movement.
We have also seen that force decoding depends on the brain representation of the engaged muscles
and the timing of their activations during the task. Ultimately, it is clear that we should design force
decoding tasks with all these aspects in mind. Furthermore, the task’s characteristics will shape the
conclusions we can gather about force decoding capabilities and the strength of our claims. Altogether,
isometric tasks seem more relevant to ensure that force —and not movements co-varying with force— are
being decoded. Isometric tasks can be even more relevant in non-invasive approaches where it is less
clear how the force modulates brain signals. For the same reason, the task should introduce enough
variability so that the modulation, if it exists, can be revealed. Another way of ensuring that force,
and no other variable, is being decoded is to simultaneously generate independent force profiles with
different muscles and see the extent of their reconstruction from the same brain signals. However, in

the queried literature, non-invasive procedures never attempted this.

2.3.6 Generalisation in BCI decoders

Another important aspect in BCI decoding is the generalisation to different task conditions. If a decoder
is trained in a set of force generation conditions and it still works in a different set of conditions, then
we can say it decodes specific information about force control and not specific information about the
task. Another way of ensuring this, is using tasks that introduce enough variability in the force profiles
so that the decoder learns to explain the greater amount of it in a timed manner. A BCI decoder can
also generalise across subjects if decode accurately in unseen subjects during training. Respectively,
each case offers evidence that the decoder is relying on brain features that are consistent across tasks or
that shared across subjects. Thus, it would show that the decoding is exploiting basic neural function

signatures and not spurious characteristics of the data.

As in the previous section, the strong correlation between forces and velocities and accelerations dur-
ing non-isometric tasks makes it difficult to assess if the generalisation is driven by the decoding of
kinematic variables, kinetic variables, or both (Fagg et al., 2009; Gupta and Ashe, 2009). Indeed, when
movements are allowed, the generalisation to novel tasks improves when both forces and kinematics
are used for the decoding (Gupta and Ashe, 2009) but this also points at the tasks not depending

very much on the force. Cherian et al. (2011) focused specifically in generalisation. They found that
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under different dynamical and postural conditions, M1 signals decoded EMG signals more robustly
than kinematic variables, for which the decoding precision halved. While this could suggest that M1
encodes muscle-like characteristics of force, they also clarify that their micro-electrode array mostly
captured task unspecific neurons, probably missing most of the neurons directly connected to muscles
which could have decoded kinematic variables better. Chhatbar and Francis (2013) further shows
that the decoding of forces allows for better adaptation to different dynamics even in the absence
of somatosensory feedback. The long-standing controversy as to whether M1 encodes the kinetics or
kinematics variables of movement remains thus unsolved (Fagg et al., 2009) with more recent work
showing that M1 and S1 can encode both parameters or their combination at different levels (Branco

et al., 2019b; Cherian et al., 2011; Chen et al., 2014; Ganzer et al., 2020).

Recent work also points at non-linearities providing better generalisation in the invasive and non-
invasive case. In invasive BCI, Naufel et al. (2019) found that adding a non-linearity to the decoder
improved the generalisation of the decoder whether or not force was accompanied of movement and
independently of the level of force applied. In the non-invasive case, Pack et al. (2019) suggest that
the difficulty in decoding isometric force trajectories from EEG could be due to the different levels of
force applied. They found that trials calling for lower forces delivered larger decoded forces, suggesting

a non-linear relationship between the ERDs and the generated level of force.

Further in EEG, Hayashi et al. (2019) provided limited evidence that it is possible to decode two
different discrete levels of isometric contraction. As we advanced earlier, the limitation in Hayashi
et al. (2019) arises from the task and the method they use to prove the force dependent modulation of
EEG. On the one hand, the task does not offer any kind of generalisation evidence as they always ask
the participants to generate the same profile of contraction without variations in contraction intensities
or timings. On the other hand, they train two linear decoders to either distinguish relaxation from low
level contraction, or low level contraction from high level contraction. However, Hayashi et al. (2019)
do not show evidence of these decoders working simultaneously. At best they show they can distinguish
force generation events at different force levels but not EEG modulation with force. Nonetheless, they
do offer strong evidence of different topographical distributions of brain activity corresponding to each
decoder, suggesting that such differences in topographical distributions associated with different force

levels could not be captured by a single linear static model.

Congruent with Pack et al. (2019), Shah et al. (2018) also shows that low level forces are more difficult

to decode from invasive STN signals using a linear model. This trend seems to be the opposite for {NIRS
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for which stronger forces usually lead to more variable and spatially difficult to resolve hemodynamic

responses than low level forces (Derosiere et al., 2014; Wriessnegger et al., 2017).

As we can see, EEG and fNIRS convey information about force in potentially complementary ways.
However, the combination of {NIRS and EEG, to non-invasively decode force generation and its char-

acteristics using non-linear models, remains unexplored.

2.3.7 What methods have been used to decode force?

The study of force generalisation shows evidence of a non-linear relationship between the brain and the
muscles during force generation (Ethier et al., 2016; Pack et al., 2019; Hayashi et al., 2019; Naufel et al.,
2019). Nonetheless, linear models are more popular to decode force continuously (Carmena et al., 2003;
Gupta and Ashe, 2009; Fagg et al., 2009; Nambu et al., 2009; Cherian et al., 2011; Aggarwal et al.,
2013; Chhatbar and Francis, 2013; Chen et al., 2014; Fu et al., 2016; Paek et al., 2019; Beni et al.,
2020; Foodeh et al., 2020) due to their easier implementation, low computational weight and lower
overfitting (see Table 2.2 for a summary of force decoding implementations). In particular first order
Wiener filters or GLMs (Carmena et al., 2003; Fagg et al., 2009; Cherian et al., 2011; Chhatbar and
Francis, 2013; Chen et al., 2014; Paek et al., 2019; Ganzer et al., 2020), or Kalman filters (Gupta and
Ashe, 2009; Aggarwal et al., 2013) are more frequently used used. On a side note, in the classification
of force discrete characteristics, linear models such as Linear Discriminant Analysis (LDA) (Pistohl
et al., 2013; Aggarwal et al., 2013; Hansen et al., 2014) or other methods, such as Support Vector

Machine (SVM) (Hao et al., 2014; Ganzer et al., 2020), are also more popular.

In the case of BCI decoders using ME arrays, the binned firing rate is more frequently used as input
feature for the decoder since it reduces the sparse nature of the spiking activity (Carmena et al., 2003;
Gupta and Ashe, 2009; Fagg et al., 2009; Cherian et al., 2011; Chhatbar and Francis, 2013) (Tables 2.2
and 2.3). Other approaches use the near field potential recorded by the ME array in addition to the
spiking activity. In the ECoG and EEG cases, spectral features, such as power ad phase, distributed in
characteristic frequency bands are used as input features (Chen et al., 2014; Flint et al., 2016; Fu et al.,
2016; Paek et al., 2019) (Table 2.3). In lower frequencies (< 3Hz), the time course of the electrical
voltage, known as Motor Local Potential (MLP) (Fu et al., 2016), is also used and with the delta band
contribute more significantly to the non-invasive decoding (Pack et al.; 2019). In fNIRS there are less

well defined features and most approaches use the amplitude time course of the HbO signals (Nambu
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et al., 2009) or HbR (Hansen et al., 2014). Other works use instead the difference between HbO and

HbR concentrations (Yin et al., 2015; Fu et al., 2016).

In both cases, the invasive and the non-invasive, one of the most relevant design variables is the memory
depth of the features, i.e. the amount of history of brain signals (from ¢ to ¢ — 7) used to decode the
force at time ¢. Since electrical measures (ME arrays, ECoG, DBS electrodes and EEG) are faster, they
normally have shorter history depths than the slower fNIRS features. In particular, in between 0.1 to
1.3s of history are used in electrical measures while hemodynamic fNIRS features often span between
15 to 21s (Table 2.2). (Nambu et al., 2009) represents an extreme case in which not only history
but also 4s of future HbO signal is introduced to decode the current force, resulting in a non-causal

decoder.

Sometimes information about the task is introduced and exploited using Kalman filters (Gupta and
Ashe, 2009; Aggarwal et al., 2013). Kalman filters allow the introduction of some statistical task
regularities as part of the decoding. While the introduction of task information does not consistently
improve the decoding using Kalman filters (Shah et al., 2018; Beni et al., 2020), we remark that
including this kind of information can flaw an experiment when the task is very regular. Namely, if the
task is very repetitive or has a high auto-correlation, introducing information about the task can bias
the decoding to depend on the task and not the brain signals. Namely, a model would find it easier to
memorise or auto-encode such an invariable task. In this case, after the model is trained, an analysis
should be carried out to clarify the weight that the brain signals have in the decoding. Namely, we
would need to understand how much of the performance is only due to the task’s auto-encoding and
how much is due to the brain signals. To avoid this and other kinds of overfitting, some linear models
introduce sparsity in their weights (Fagg et al., 2009; Nambu et al., 2009; Pistohl et al., 2013; Chen
et al., 2014). In particular, Foodeh et al. (2020) shows the benefit of introducing sparsity in the linear

case.

Since human motor behaviour is very rich in control modes, we are ultimately interested in finding
the general rules and not task-specific ones. Indeed, we are constantly switching motor behaviours,
for instance, from sitting to standing, from standing to walking and then to running. Each motor
behaviour might require different modes of brain control that enable these behavioural differences.
These changes in behaviour also represent discontinuities that a single linear model would be unable to
capture. Despite the early predominance of linear models, there is a trend in literature gearing towards

exploring non-linear methods to decode force, starting approximately in the year 2014 (Table 2.2).
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Intuitively, a model for each type of motor control could better capture the relevant brain features
for each control type. While a linear model would struggle to capture discontinuous modes of control,
separate linear models could “locally” encode each different control mode, which is the idea behind
piece-wise linear models (Sachs et al., 2015; Hayashi et al., 2019). Each model for each behaviour
is linear, but the transition between them is discontinuous, or potentially, non-linear. In particular,
this kind of control requires detecting the transition between models for each control mode. Sachs
et al. (2015) use two Wiener models weighted by the likelihood of each control state included in the
model, in this case, static posture or reaching. The likelihood of each state controls what model is
more relevant at each stage of the decoding. The main advantage was noted in the reach’s stability,
measured as the ability to stay in the objective during the most prolonged periods. Hayashi et al.
(2019) also used a two-stage regression approach to decode two different levels of forces, suggesting
that the transition from relaxation to contraction and from one contraction to a higher contraction was
not linear. However, Hayashi et al. (2019) did not provide a mechanism to detect when the transition

between models happened and depended on this information to work.

Another popular non-linear model is the cascade Wiener Filter (Flint et al., 2014; Ethier et al., 2016;
Shah et al.; 2017; Flint et al., 2016; Shah et al., 2018). Cascade Wiener filtersindexCascade Wiener
filter expand the Wiener filter using polynomials on the regression variables, usually to the third-order
(Flint et al., 2014; Shah et al., 2017). Other methods include an additional sigmoid non-linearity in

the output of the Wiener cascade (Ethier et al., 2016).

Finally, neural networks have also been used in the decoding of force, but their use is limited to invasive
BCIs in monkeys (Naufel et al., 2019). In particular, Naufel et al. (2019) uses an Long-Short Term
Memory Network (LSTM) and remarks on the effect that the task’s variance structure has in the
training of these models. Another study using a recurrent model for the study of monkey kinematics
also remarked the importance of taking into account the covariance structure of the task (Sussillo
et al., 2012). In both cases, the loss used during training is scaled using the task’s variance structure
to improve the learning. In any case, Naufel et al. (2019) was the only one of the two studies targeting

force generation while Sussillo et al. (2012) targeted kinematics.

In the non-invasive case, neural networks have also been applied to decode discrete characteristics
of motor control (Yin et al., 2015; Schirrmeister et al., 2017; Trakoolwilaiwan et al., 2017; Ortega
et al., 2018) but, to the best of our knowledge, these have never been applied in the study of force

generation. Another shared characteristic across these studies is that, except (Schirrmeister et al.,
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2017) in the classification of hand kinematics with EEG, the previous neural networks methods do not
offer interpretations of the trained models, and therefore do not advance the field of neuroscience with
the application of more complex non-linear methods. However, DL remains unexplored in the study
of human force generation with only one example studying force generation with DL from monkeys
invasive signals, reaching an approximate 70% of isometric force reconstruction across tasks (Table

2.3) (Naufel et al., 2019).

2.3.8 Conclusion

Our ability to control force enables us to interact with our environment meaningfully. From the
most basic tasks, such as carrying a glass of water or brushing our teeth, to the most exquisite ones,
like imprinting character in a musical note in a piano or a violin, force enables us to stably and
successfully interact with our surrounding. Our hands, in particular, play a central role in all these
daily interactions. For people with quadriplegia, among any other motor function, hand function
recovery is the most critical priority (Anderson, 2004; French et al., 2010). Furthermore, when hand
function is not entirely lost, for example, after stroke, its rehabilitation is also prioritised, and force

exercises are preferred (Ward et al., 2003).

Invasive approaches have made much progress in understanding how force can be decoded from brain
signals, and this has lead to significant breakthroughs like grasp recovery in a person with SCI (Ganzer
et al., 2020). However, invasive approaches require expensive and risky surgeries that stand in the way

of reaching most of their potential users.

In contrast, non-invasive approaches offer a safe and affordable way of acquiring brain signals. Ad-
ditionally, the miniaturisation of devices might soon enable greater commodification, reaching most
potential users (Casson et al., 2010). Nonetheless, force decoding is less understood in the non-invasive
case, and this review identified two opportunities in advancing force decoding in non-invasive BCI.
First, despite evidence showing that fNIRS and EEG provide complemental motor control decoding
information (Hansen et al., 2014; Fu et al., 2016), to the best of our knowledge, no work has yet ex-
plored this multimodal approach in the decoding of hand forces nor the continuous decoding of force.
Second, while invasive research in monkeys has started to elucidate the non-linear nature of force con-
trol and the benefits introduced by using non-linear methods (Ethier et al., 2016; Shah et al., 2018;

Naufel et al., 2019), all non-invasive methods used in force decoding are still linear (Nambu et al.,
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2009; Paek et al., 2019).

The use of non-linear methods becomes critical in the multimodal non-invasive case, not only be-
cause of the non-linear relationship between the brain signals and the force but also because of the
non-linear relationship between the different brain signal modalities. In particular, {NIRS and EEG
measure signals of different physical origins and the relationship between the neuronal activity and the
hemodynamic response is, itself, non-linear (Buxton et al.; 1998; Friston et al., 2003; Daunizeau et al.,
2007; Croce et al., 2017). In the case of fNIRS, the same modelling studies show that the Haemody-
namic Response (HR) has a non-linear auto-regulation that delivers non-stationary responses that are
sensitive to the parameters of the stimuli used in the task (Glover, 1999). Indeed, the non-linearities
introduced by the HR might be complicating the understanding between force generation and fNIRS
(Shibuya et al., 2008; Derosiére et al., 2014; Shibuya et al., 2016; Wriessnegger et al., 2017). In the
case of EEG, linear models might be missing important phasic topographical features that might be
hindering the modelling of continuous movement variables (Alexander et al., 2013; Pack et al., 2019;

Branco et al., 2019a).

Therefore, non-linear decoding methods can provide better tools for analysing fNIRS signals alone and
in combination with EEG. In particular, the lack of non-linear methods might be one reason explaining
why multimodal approaches have not yet been explored in continuous force decoding (Ahn and Jun,
2017; Hong and Khan, 2017; Hong et al., 2018). DL is a machine learning framework for building
non-linear models which have proved useful not only in image, natural language and speech processing
but also in the decoding force from invasive brain signals (Naufel et al.; 2019) and the decoding of
motor variables different from force from non-invasive brain signals (Trakoolwilaiwan et al., 2017,

Schirrmeister et al., 2017; Ortega et al., 2018).

This thesis explores and advances the application of DL methods for fNIRS and multimodal decoding of
hand force. We provide non-invasive neuroimaging and force decoding tools to evaluate brain function

and assist human force control.



Chapter 3

HY GRi1P: Multimodal full brain-muscle

characterisation of unimanual glrip1

3.1 Introduction

Brain-Computer Interfaces (BCIs) offer augmentative communication pathways that bypass the pe-
ripheral nerves and muscles (Wolpaw et al., 2002). People can use these brain-computer communication
pathways to regain agency over their surroundings, acquiring particular relevance when their muscular

pathway is partially or entirely damaged.

Since their first demonstration almost 50 years ago (Vidal, 1973, 1977), BCIs have undergone a steady
evolution. Invasive BCIs have achieved significant milestones in continuous signal read out from nervous
system activity such as speech decoding (Guenther et al., 2009; Bocquelet et al., 2016; Anumanchipalli
et al., 2019), robotic or own arm continuous control (Pfurtscheller et al., 2003; Hochberg et al., 2012)

and even grip control with sense of touch recovery (Ganzer et al., 2020).

Non-invasive BCIs have also succeeded in the continuous control of trajectories through sequential con-
trol of discrete ERDs (Wolpaw and McFarland, 2004; Royer et al., 2010; Meng et al., 2016). However,

while force is essential in motor control (Westling and Johansson, 1984; Ostry and Feldman, 2003), the

'Published in: (1) Ortega, P., Zhao, T., & Faisal, A. A. (2020). HYGRIP: Full-stack characterisation of neurobe-
havioural signals (fNIRS, EEG, EMG, force and breathing) during a bimanual grip force control task. Frontiers in
Neuroscience, 14:919 and (2) Ortega, P., Zhao T. & Faisal A. A. (2018). Directed information relationship between
EMG, EEG and fNIRS during isometric hand contractions. In 2018, 28th Annual Conference of the Society for the
Neural Control of Movement. NCM.
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reconstruction of trajectory forces from non-invasive measures is still challenging. Even in the offline

case, only modest accuracies have been so far reported using EEG (Pack et al., 2019).

Previous attempts at decoding force from non-invasive measures have focused on the classification of
discrete force variables using EEG (Jochumsen et al.; 2013; Wang et al., 2017). Yin et al. (2015) showed
that using multimodal non-invasive measures (i.e. combining EEG and fNIRS together) increased the
classification accuracies of different forces features during imagined hand clenching by 1-5% compared
to EEG or fNIRS alone. However, most studies still refrain from using multimodal (fNIRS & EEG)
systems, in part, due to the lack of algorithms that successfully integrate both measures (Ahn and

Jun, 2017).

Previous research in our lab showed that the combination of different measuring modalities (e.g. Thomik
et al., 2013; Beli¢ and Faisal, 2015; Xiloyannis et al.; 2017) and the use of state-of-the-art machine
learning (Walker, 2015; Xiloyannis et al., 2017; Ortega et al., 2018) could help BCI research if data is

collected with a machine learning use in mind.

To stimulate the development of advanced multimodal BCI techniques, we here present the ready-to-
use multimodal dataset for the study of isometric force production: HY GRIiP, the Hybrid (fNIRS &

EEGQG) left & right unimanual isometric grip dataset.

Table 3.1 offers a summary of the characteristics of HYGRIiP. The companion repository digests the
raw data into a format that makes it at a data readiness level suitable for immediate use by machine
learning engineers (Lawrence, 2017). Namely, this level means that anyone can use the data without
going through a lengthy process of cleanup and reshaping the data. We believe this will facilitate

drawing in more data science and machine learning experts to the exciting problem of BCI.

dataset N DWT [h] trials task conditions available at

I(;IIRY% 14 2.8 328 L/R unimanual 2 (left/right hand) data/repo

Table 3.1: HYGRIP characteristics. N stands for “number of subjects” and DWT [h] for the “data-worth time in hours,”
i.e. the total amount of hours that contain exploitable data. HYGRIP consists of a unimanual task where the left /right
(L/R) hands are used in different trials.


https://figshare.com/s/00507be12a74f233be0d
https://gitlab.doc.ic.ac.uk/bbl/hygrip.git
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3.2 Methods and materials

3.2.1 Participants

Fourteen (N = 14, anonymised IDs from ‘A’ to ‘N’) healthy, right-handed volunteers participated in
this dataset production. Handedness was confirmed by the Edinburgh inventory (Oldfield, 1971) for all
participants. None reported a history of neurological, cardio-respiratory or physical disorders. Imperial
College Research Ethics Committee approved all procedures, and all participants gave their written in-
formed consent. The experiment complied with the Declaration of Helsinki for human experimentation

and national and applicable international data protection rules.

3.2.2 Motor control task

The motor task consists of a left/right hand-grip. Each hand is a different condition in the experi-
ment. The task consisted of 10 consecutive contraction (1.55s) and relaxation (0.55s) periods that
introduced rapid force changes. Subjects received visual feedback, and we instructed them to exert
forces in the 25 - 50% of their Maximum Voluntary Contraction (MVC), following the pace of the
1.55s contraction/0.55s relaxation periods. The 25-50% MVC target range acted as a soft margin
within which the subjects had to produce a contraction rather than a varying force they had to track.
This MVC target range was implemented to reduce the effect of visual feedback during the task, only

provided for contractions out of the task range.

Due to the contraction/relaxation velocity, we do not consider each period a single trial but the
consecutive 10 periods as a single trial of the task. In this way, we emphasise the velocity of the grip’s
execution. Note also that the much slower fNIRS signals need longer times to show a response, and
using every single period independently of previous ones could hinder the resolution of the response.
We also instructed the participants to prioritise the gripping pace rather than accurately matching the

visual cues since the latter was too demanding for the contraction levels required.

Subjects sat in front of the computer screen with their arms relaxed and ergonomically hanging down
to facilitate the relaxation of all the muscles not engaged in the task (Fig. 3.1A and B). Subjects were

instructed to keep this relaxed posture and reminded to maintain it throughout the experiment.

At the start of the experiment, we asked the participants to produce their MVC with each hand.
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Figure 3.1: A (Left) Experimental setup with visual feedback. (Top right) Task and dataset details. (Bottom right)
Task execution across subjects time-locked to the ‘Go’ cue at ¢ = 0 s. B Sensor layout and EEG and fNIRS sensor
arrangement. fNIRS light sources and detectors are placed in a 5 x 5 symmetrical grid leaving a required 3 cm distance.
EEG electrodes, red circles, are placed between each pair of sources and detectors overlaying the fNIRS sensing area so
fNIRS and EEG measures are co-located. Each grid is centred around C3 and C4 for the respective hemisphere. The
reference sensor was placed in Cz and the ground 3cm in front of the reference over the mid-line (not shown). C A
subject’s full-stack of neurobehavioural data (5s, selected channels per modality for readability). (Top-bottom) Force
target for the right hand; force produced by subject’s right hand; EMG channels from right forearm; EEG channels;
Oxygenated Haemoglobin (HbO); Deoxygenated Haemoglobin (HbR); Electrooculography (EOG) with two eye blinks;
breathing from chest strap stretch sensor. Units are shown in the bottom x-axis and each corresponding y-axis. Modified
with permission from Ortega et al. (2020).
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The MVC was used to calibrate the feedback for each hand independently. To obtain reliable MVC
estimates, MVC grips were repeated ten times for 1s with each hand, following paced auditory cues.
We computed the MVC as the average of the maximum force across the ten trials. For the experimental
task, participants had to generate unimanual hand-grip contractions in the 25-50% MVC range during
the 21s gripping period. The contraction” was computed as the ratio Force/MVC. The hand used
for the grip varied randomly between trials with equal probability. The experimenter handed the
force transducer to the subject within their immediate reach before each trial and removed it after

completion.

A computer screen in front of the participants delivered the feedback at an approximate 60 Hz refreshing
rate (Fig. 3.1A). A cross indicating the centre of the screen was used as a fixation point during the
experiment, and we instructed subjects to stare at it to avoid eye movements. A white discontinuous
circumference was used as a visual target and appeared at either side of the cross, ipsilateral to the
hand used in each trial. This visual target matched the 25-50% of the MVC of the subject for that hand
and paced the contraction-relaxation periods. When the visual target appeared (shown for 1.55s), the
instruction was to contract and, when it disappeared (not shown for 0.55s), the instruction was to relax.
A red filled circle indicated the real-time contraction level, and subjects aimed to fill the discontinuous
target circle with red. Visual feedback was only coupled to grips outside the desired range of contraction
(25 - 50% MVC), making the red circle bigger or smaller than the target. Otherwise, the red circled

filled the white discontinuous circumference within the target range of contraction.

Each trial of the task consisted of 10 consecutive contraction (1.55s) and relaxation (0.55s) periods
(total, 21s) with one hand (Fig. 3.1A). Subjects executed the dynamic grip with the hand indicated
at the beginning of the trial by synthetic voice 2.5s before the ‘Go’ signal (used as the origin of time,
t =0 s, for each trial). All participants did a balanced amount of left and right-hand trials of at least
10 (max. 13) trials per hand. We limited the number of trials to avoid muscular fatigue since the
task demanded relatively high contractions. Left and right-hand conditions were pseudorandomised
across trials to avoid anticipation and interference between conditions. The refreshing rate of the
visual feedback overlaid with the force produced in real-time. A randomised resting period, uniformly
distributed between 15 and 21 seconds, followed each trial to avoid phasic constructive interference of

systemic artefacts (e.g. Mayer waves) in the brain responses.

2Throughout this thesis we refer to contraction and force indistinctly. Note that they have a linear relationship: the
MVC factor divides the force to obtain contraction, i.e. contraction = force/MVC. From a BCI perspective, it is always
possible to calibrate a decoded contraction range into the desired range of forces.
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3.2.3 Data collection pipeline & Methods

We recorded signals representing brain activity, motor behaviour and confounds (Fig. 3.1C). The sig-
nals capturing brain activity consisted of EEG and fNIRS. Motor behaviour was captured by the force
sensor on which the subjects gripped and surface electromyography on both forearms. We also recorded
potential confounds interfering (breathing and EOG) with EEG and fNIRS. We simultaneously used
three recording devices. We recorded fNIRS with a NIRScout system (NIRx Medizintechnik GmbH,
Berlin, Germany). An ActiChamp amplifier (BrainProducts, Berlin, Germany) was used to record
EEG, EMG and EOG. A PowerLab 4/25T system (ADInstruments, Castle Hill, Australia) was used
to record force and breathing. The computer used to present the task, and visual feedback was also
used to send time-stamps to the three other devices at the beginning and end of the recording and
at every ‘Go’ cue. The time-stamps were stored by each device in its time reference and are used to
locate the same event’s positions across different devices, allowing us to align the measures to the task
events. The sampling frequencies (12.5Hz for {NIRS, and 4kHz for remaining measures) were selected
to have a common divisor facilitating the resampling processes without the need to round up due to

inexact divisors.

Brain signals

We non-invasively recorded all brain signals, and developed a custom 3D printed (formlabs Form2,
Formlabs Inc., Somerville, MA 02143, USA) holder made of flexible resin (formlabs RS-F2-FLGR-
02) to align the fNIRS and EEG sensors to approximately target similar cortical areas (Fig. 3.1B
and 3.2). We configured the sensor layout to result in 12 multimodal (EEG and fNIRS) co-located
recording locations per hemisphere. These locations were homogeneously spread with a 3 cm separation
creating a grid. Each hemispherical grid was centred around the corresponding 10-20 system C3 and

C4 location.

fNIRS We used a NIRScout system (NIRx Medizintechnik GmbH, Berlin, Germany) to record fNIRS
signals. We used a total of 12 optodes per hemisphere (10 sources and 8 detectors in total) sampling
at 12.5Hz. An optode is a source-detector pair 3cm apart from each other (allowing light to reach
an approximate 1.5cm depth into the skull). We placed the fNIRS sources and detectors to result in

12 optodes. The sources and sensors were symmetrically laid around C3 and C4 positions according
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Center

Strap gap

Figure 3.2: Detail of the custom 3D holder design to co-align fNIRS and EEG sensors. We printed two copies of the
holder in a flexible resin. Each copy was placed on one hemisphere, and they were kept in position by passing adjustable
elastic bands through the gaps. The sensor layout was configured to result in 12 multimodal (EEG and fNIRS) recording
locations corresponding to the EEG sensor locations. The EEG sensors and the fNIRS sources and detectors were placed
inside the circular holes. The circular holes’ locations were homogeneously spread with a 3 cm separation creating a grid.
Each hemispherical grid was centred around the corresponding 10-20 system C3 and C4 location. The files required to
3D print the holder are available in the repository for HYGRiP (Table 3.1.)

to the International 10-20 system leaving an inter-optode distance of 3cm (Fig. 3.1B and 3.2). Two
wavelengths (wl; = 760 nm, wly = 850 nm) continuous-wave fNIRS was used to obtain optical absorption
densities that were transformed to Oxygenated Haemoglobin [HbO] and Deoxygenated Haemoglobin
concentrations [HbR| using the modified Beer-Lambert law (Delpy et al., 1988; Cope et al., 1988) (see

Eq. 3.2). We also provide the raw optical densities in the dataset.

EEG We used an ActiChamp amplifier (4kHz, BrainProducts, Berlin, Germany, BrainVision, v1
20 0801) to record EEG. Twelve EEG sensors per hemisphere were placed in between each source-
detector fNIRS pair overlaying the region measured by that optode (Fig. 3.1B). We placed the reference
electrode in the standard Cz 10-20 position (Nomenclature, 1991; Klem et al., 1999). The signals were

low-pass filtered and downsampled to 1kHz in the dataset.

We used a non-standard sensor arrangement allowed us to align the EEG and fNIRS cortical measures,
covering the bilateral sensorimotor cortex (Fig. 3.1B). In our custom sensor holder, every EEG sensor
could sit on top of the cortical area targeted by a corresponding fNIRS source-detector pair. Namely,
for every fNIRS source-detector pair an EEG electrode was placed in between. Each holder consisted of
a 5 x5 grid of circular holes whose centres (1.5 cm apart) allowing the required 3 cm separation between
fNIRS source-detector pairs and an EEG sensor to be placed between (Fig. 3.2). The positions in the

5 x 5 grid marked in red in Fig. 3.1B correspond to the physical location of EEG electrodes and the
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approximate recording areas of EEG electrodes and fNIRS source-detector pairs.

Physical locations of fNIRS sources and detectors are marked respectively by “S” and “D” in Fig.
3.1B. Twelve (N = 12) recording sites were used per hemisphere due to space limitations, but this
was enough to cover the bilateral sensorimotor cortex. Nonetheless, this was sufficient to cover the
sensorimotor cortical areas of interest. A holder was placed on each hemisphere and held in position
using elastic straps passing through the external gaps (Fig. 3.1B and 3.2). The disposition of every
sensing point is symmetrical to the scalp mid-line, and each grid is centred in the corresponding C3 or
C4 site depending on the hemisphere side (left or right, respectively) so that the central hole overlaid
the respective central position. The C3 and C4 positions were located per subject following the 10-20
standard (Nomenclature, 1991; Klem et al.; 1999), i.e. at a 20% of the distance between the pre-
auricular points passing over the top of the head from the mid-line. The spherical coordinates of the

standard positions are provided in the dataset.

Motor signals

We recorded the grip force and muscular electrical activity to represent the motor behaviour during

the task.

EMG We recorded bilateral bipolar surface EMG over the longitudinal axis (+ distal and — proximal)
of the muscle belly of the flexor digitorum superficialis (4kHz, on the Aux channels of the BrainVision
ActiChamp) placed in the anterior and posterior forearm faces (Fig. 3.1B). Before electrode placement,
the skin was cleaned with abrasive pads and alcohol to eliminate dead skin cells and fat impact on
electrical recording quality. EMG signals were down-pass filtered and downsampled to 1kHz in the

dataset.

Contraction/Force The dynamic gripping task was conducted using a continuously recorded grip
force transducer (PowerLab 4/25T, ADInstruments, Castle Hill, Australia) sampling at 1kHz. The
signal was also used to provide real-time visual display feedback to the subject, and the target force
level they were asked to produce (Fig. 3.1A). The MVC force for each subject’s hand was measured
and computed using the same transducer. The recorded force signals (Volts) were low-pass filtered and

downsampled to 50 Hz in the published dataset.
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Recording of potential confounds (EOG & Breathing) To complete the picture provided by the
data, we recorded potential confounds in the brain and motor behaviour signals of interest. The pulse
and breathing rate have an impact at the body level on the concentration of haemoglobin. Therefore,
these systemic changes can impact the brain and scalp levels of haemoglobin concentration (Kirilina
et al., 2012). While pulse is easily removed in the fNIRS analysis band (0.01 — 0.25 Hz), the breathing
rate can overlap with it (Pinti et al.; 2019). Sources of muscular electrical activity can leak to the
EEG sensors and include ocular muscles and skeletal muscles. Thus, we consider electrooculography
(EOG), which also carries information on blinks, and breathing as pure confounds. However, EMG
might also leak into the EEG sensors and can carry confound information at the same time it provides

behavioural information.

Electrooculography (EOG) Bipolar EOG was recorded on the vertical axis (top +, bottom —) of
the right eye for all subjects (4kHz, BrainVision ActiChamp, BrainProducts GmbH, Germany). The
signal was low-pass filtered and downsampled to 1kHz before being included in the dataset. We note
that the EOG of participant ‘I’ is absent. Nonetheless, we included this participant as the impact
of the EOG in the recording locations can be less severe than for frontal recording sites and can be

corrected using techniques like Independent Component Analysis (ICA) Onton and Makeig (2006).

Breathing We captured breathing as the chest diametrical changes during inspiration and expi-
ration. We used a variable resistor placed inside an elastic strap adjusted around the chest at the
level of the Xiphoid process (Fig. 3.1B) to record the expansion and contraction of the thoracic cage
(1kHz, PowerLab 4/25T, ADInstruments, Castle Hill, Australia). The signal was low-pass filtered and

downsampled to 50 Hz before being included in the dataset.

3.2.4 Dataset overview

The dataset, provided as a single Hierarchical-Data File (HDF), has undergone very little processing
to avoid biasing future analyses. We make the raw data available here and provide companion code

that preprocesses the raw data into a readily usable dataset (Data Readiness Level C).

Preprocessing comprises down-sampling to reduce storage space and the formatting of data, recorded
events and other meta-data from different devices so that all data followed the same format regardless

of their device origin. Further preprocessing can be directly applied using the python packages provided
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(Table 3.1), making the data readily available to exploit in popular python machine learning packages

such as pytorch and tensorflow.

Companion code The provided packages only depend on the public python packages: hbpy, numpy,
scipy, scikit and matplotlib which need to be installed. The presentation notebook contains a
thorough explanation and examples of how the tools in utils can be used to process the data and
depends on jupyter. A conda environment.yml file is provided with all dependencies to facilitate
installation. All together makes the data readily available to exploit, i.e. Data Readiness Level C

(Lawrence, 2017).

Dataset organisation The dataset file structure follows a tree-like organisation in three levels. In
the first and third levels, the dataset contains meta-data in string format that can be accessed via the
level’s attributes. The first level is the dataset itself and the shared attributes across subjects measures,
e.g. sampling frequencies and units, and other information such as the channel grid disposition and a
template of multimodal sensor spherical coordinates over the scalp. In the second level, the dataset is
organised in one group per subject indexed by their anonymised ID (i.e. fourteen groups with keys A to
N) and contain no attributes. In the third level, each group contains a subgroup for each measure (e.g.
keys frc for force and eeg for EEG) containing the data in numeric format and an attribute called
events, containing the times at which a time-stamp was received during the recording (e.g. ‘“relax”,
“left-hand”, “right-hand”). The events also include the “begin” and “end” time-stamps indicating the
beginning and end of the recording session, also numeric. In particular, the events group contains a
second numeric attribute MVC containing the maximum voluntary contraction value for each hand. For

example, for subject “K”:

Subject K:
Measure K/brt: events
Measure K/eeg:  events
Measure K/emg: events
Measure K/eog: events
Measure K/frc: MVC  events
Measure K/oil: events

Measure K/0i2: events
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Figure 3.3: A Cross-subject mu-band spectrogram averaged across right-hand trials time-locked to the ‘Go’ cue (¢ = 0s)
of each trial. Each trial consists of 10 contraction/relaxation periods (21 s of activity starting at the ‘Go’ cue). We can
observe periodic desynchronisations as alternate red/blue bumps. B Cross-subject average of HbO and HbR changes
across trials HbO increases during the task, and HbR decreases at a smaller scale. Both start returning to baseline after
the 21 s of activity. Units in the bottom-left corner.
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Figure 3.4: Averaged EMG spectral density across trials as in Fig. 3.3A and B, showing similar power density for the
active muscles controlling the hands. The passive hands showed higher bumps of activity at the beginning and end of
the task when subjects were allowed to relax.

3.3 Data validation

3.3.1 Data validation preprocessing pipeline

The following preprocessing was applied to the raw signals in the dataset to obtain the analysis in
Figures 3.3 to 3.5. After preprocessing all signals, we extracted epochs from 5s before the “Go”

instruction to 25s after.

fNIRS The optical intensity, ij\j, for each wavelength, A, was low-pass filtered below 0.25 Hz with a

Tth order elliptical filter. Changes in optical densities per wavelength, AODg\j(t), were obtained using,

AOD(#) = —log (ijj(t) / L.Aj) (3.1)

with ¢ and j the indices of valid source-detector pairs respectively, ¢ the time and T;\j the average of
the optical intensity 1s prior to the “Go” instruction. Oxygenated and deoxygenated haemoglobin
concentration changes, AHbO and AHDbR respectively, were computed solving the modified Beer-

Lambert law (Cope et al., 1988; Delpy et al., 1988),
AOD}; = Ly DPF* (e}, AHBR + €y, AHDO) (3.2)

with DPF?, the dimensionless Differential Path-length Factor accounting for the reduction in intensity

due to scattering tissues (DPF7% = 5.98 and DPF® = 7.54); ¢}, the molar extinction coefficient for
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Figure 3.5: A Brain and behaviour correlation matrices for the left and the right hand computed on the force onset
(-1 s to 1 s around the ‘Go’ cue). Only significant (p < 0.001) correlations are included. It shows a contralateral change
in correlation values between HbO and HbR, and force and the time-locked mu desynchronisation event represented as
the negative correlation between force and the EEG mu power band. B Confounds correlation matrix showing only
significant (p < 0.001) correlations computed along the task (¢ = [-1,20]s around the ‘Go’ cue) for the right hand
condition. Correlations between brain signals and confounds are non-significant (« = 0.001).
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1

each haemoglobin and wavelength in mol ™ e¢m™ accounting for the absorption of light (e;?)oo = 1486.6,

€80 = 3843.7, 839 = 2526.4 and €550 = 1798.6); and L the source-detector distance in cm (L = 3cm).

After this preprocessing the average and the standard error of the mean across subjects for each hand
condition and haemoglobin type were plotted in the corresponding position of the 2D layout (Fig.
3.3B). We can observe an increase and a decrease of HbO with the task onset (¢ = 0 s) and end
(t = 21 s), respectively. We can also identify several peaks in the average response which might be a
result of the on-off dynamics of the task which might introduce small variations on the global trend of
Hb variations similar to those in the simulations of Fig. 2.6). Opposite changes can be observed for

HbR at a smaller scale.

EEG We first downsampled EEG to 250 Hz (with anti-aliasing low-pass filtering), and then applied
Notch filters at the mains (50 Hz) and fNIRS (12.5Hz) frequencies and their harmonics. EEG was
finally high-pass filtered above 1 Hz using a 5th order Butterworth filter. ICA was used in two stages
to automatically remove components correlated first with EOG and second with EMG. For EOG,
both the EOG and EEG were downsampled to 25Hz. We automatically rejected a maximum of 1
independent component correlated above 0.3 (in absolute values) with the EOG. For EMG, both the
EMG and EEG were downsampled to 125 Hz. The rejection of components was more strict to ensure
that EMG was not contaminating the data. One component was rejected whenever its correlation

magnitude with any recorded EMG channels was greater than 1074

Figure 3.3A presents the averaged spectrogram across subjects for the right-hand condition (the left-
hand condition can be found in the notebook) for the mu band (8 - 13Hz). Interestingly, the on-off
nature of the task might be introducing periodic variations of power in the mu band (Fig. 3.3A) due
to Event Related Desynchronisations (ERDs) (Pfurtscheller and Lopes Da Silva, 1999; Pfurtscheller

et al., 2006).

EMG The EMG was also first downsampled to 250 Hz (with anti-aliasing low-pass filtering), then
high-pass filtered with a 17th order Butterworth filter of above 110Hz. To generate Fig. 3.4 we
computed the Hilbert envelope of the signal (Cizek, 1970) and used it to obtain decibels (dB) of power

density referred to the mean power of the signal during the epoch.

We finally averaged these power densities across subjects per hand condition and arm location of the

electrodes. The active EMG (i.e. those corresponding to the arm used during each hand condition)
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carry a similar amount of power density for each hand condition. The passive electrodes have a much
flatter amount of power density during the task. In contrast, they have clear peaks at the beginning

and the end of the trials when the subjects were allowed to relax.

Force The force signal was band-pass filtered between 1074 — 9Hz (2nd order elliptical filter). Once
we extracted the epochs, the force signal was again high-pass filtered above 107> Hz to remove any
remaining offset. These low high-pass frequencies were selected to preserve the squared shape of the
forces, very rich in low frequencies. Once the offset was removed, hand contraction values were obtained
by dividing the resulting forces by the maximum voluntary contraction force recorded at the beginning

of the trial.

Fig. 3.1A shows the gathered trials for all subjects per hand condition. Subjects mainly engaged with
the task in timing and contraction values, with the left condition presenting slightly more overshoots.
Although the task is conceptually simple, the provision of only partial visual feedback and its fast
on-off nature contributed to higher variability in the behaviour within the desired levels of contraction.
We consider these aspects of being more representative of natural force applications where feedback is
mostly proprioceptive, and changes in force can be fast and span a broader range than discrete target

levels.

Other signals (EOG & Breathing) EOG was downsampled (with prior anti-aliasing filtering) to
50Hz. They were then filtered using an 8th order high-pass filter above 1Hz. Breathing was also

low-pass filtered with a 6th order Butterworth filter below 0.25 Hz.

3.3.2 Correlations across multi-modal signals and validation

Figure 3.6 illustrates the different time-scales of the signals characterising HY GRiP. We can see in
particular how the brain signals, fNIRS and EEG, occupy opposite extremes of the band-width. The

generated forces are placed in the middle.

Figure 3.6 also depicts the prominent mu and gamma-bands related to motor control in the EEG. To
further inspect how these signals, with very different time-scales and natural origins, are related, we

compute their correlation. Hence, after preprocessing, signals were correlated to characterise a “brain
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Figure 3.6: Average periodogram of the multimodal signals composing HY GRiP. This figure depicts the broad differences
in time scales between the different signals. In particular, fNIRS occupies the lowest frequencies below 1Hz. The
breathing overlaps with fNIRS, and the produced force is in between the f{NIRS and the EEG’s delta band. We depict
the typical EEG-bands as squares with their corresponding Greek character. Note, in particular, the peaks in the
mu-band and high gamma-band related to motor control (Chapter 2).

and behaviour” or neurobehavioural correlation including EEG, fNIRS, EMG and force (Fig. 3.5A);

and a “confounds” correlation structure including: EEG, f{NIRS, EOG and breathing (Fig. 3.5B).

EEG and EMG underwent additional filtering and spectral density computation similarly to that used
to produce the EMG plot (Fig. 3.4). For EEG the mu (8 - 12Hz), beta (12 - 30Hz) and gamma
(60 — 125 Hz) bands spectral densities were extracted. Then, signals were downsampled to the lowest
sampling frequency in the dataset, i.e. 12.5Hz, and cropped between -1 and 1s (‘Go’ cue at t = 0s)
to focus on the onset of motor activity, in the case of the ‘brain and behaviour’ correlation. The

‘confounds’ signals were cropped between —1 and 21s. All signals were finally normalised.

For each hand condition, the ‘brain and behaviour’ correlation (Fig. 3.5A) was computed over the
appended observations corresponding to the t = [-1,1] s crops for all combinations of the left and right
hemisphere signals. The signals included the mu, beta and gamma EEG power bands, the HbO and
the HbR from fNIRS; and the right and left arm EMG and force. For the brain signals, channels 4
and 16 (Fig. 3.1B) were selected as representative of the corresponding hemisphere activity. A similar
process was used for the 'confounds‘ correlation for the ¢ = [-1,20]s. A significance level o = 0.001 is

set, and only significant correlation values are shown.

As we can observe, there is a minimal correlation between brain signals and confounds (< 0.03 in
absolute value, not shown due to lack of significance o = 0.001, Fig. 3.5B), suggesting that the

confounds do not interfere with the recorded signals after applying the preprocessing pipeline.

Our data’s key observations can be found in the ‘brain and behaviour’ correlation (Fig. 3.5A). The
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first and most obvious observation is the strong correlation (r » 0.7, p < 0.001) between the EMG
power envelopes of the active hands and the force, which supports the synchronisation of the different

devices used to record these measures.

To analyse the interaction between brain signals (fNIRS and EEG) and task measure (force), we need
to bear in mind that the time scales of {NIRS and EEG are very different (seconds vs milliseconds). In
the EEG domain, it is known that motor activity onsets are reflected in EEG power features. In our
data, we observe significant strong anticorrelation (r ~ —=0.3, p < 0.001) between the EEG power in the
mu band and the force, which indicates that passing from a resting state (high mu power) to motor
activity (low mu power) is adequately captured by these spectral features when we look at a time
window from —1s to 1s around the “Go” cue. This decrease in power, also known as mu event-related
desynchronisation (mu-ERD), is due to the desynchronisation of neuronal activity (Pfurtscheller and
Lopes Da Silva, 1999; Pfurtscheller et al., 2006), and shows that the EEG is aligned with the force,

helping to strengthen the validity of our dataset.

However, when the correlation is computed focusing on the 20 seconds of the task (from 0s before
the Go cue to 20s after, not shown), the mu-ERD is not significant (p > 0.001). Only the beta band
(12-30 Hz), known to be synchronised with motor activity (Kristeva-Feige et al., 2002), appears with
a low level of positive correlation (r ~ 0.04—-0.05, p < 0.001). The lack of mu-ERD and force correlation
during the 20s of continuous contraction/relaxations might be a consequence of the velocity at which
the sequential contractions/relaxations were executed. These fast phase transitions in force might not
have left enough time for the motor cortex to reach a synchronised equilibrium state before it was
desynchronised again. Furthermore, this can also indicate that mu frequencies (8 — 12Hz) are not fast
enough to track this kind of subtle phase changes and justify developing more precise algorithms or

feature extractors (Pack et al., 2019).

In the fNIRS domain +1 s around the “Go” cue, we also observe a characteristic HbO/HbR, anticor-
relation (r ~ 0.15, p < 0.001) (Jasdzewski et al., 2003; Huppert et al., 2006) in the structure. Higher
correlation magnitudes are associated with the contralateral hemisphere to the hand used. Namely,
the HbO/HDbR anticorrelation is more robust in the right hemisphere for the left hand, although it
is also present in the left hemisphere. This lateralisation suggests that the dominant right hand may
engage the left hemisphere more strongly while the non-dominant left hand engages both hemispheres

in a more balanced way.
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HbO and HbR also show significant correlation with the force (r ~ 0.2 - 0.3, p < 0.001). In particular,
HbR, which is more specific than HbO (Hirth et al., 1997), also shows higher anticorrelation with force
for the contralateral hemisphere. This brief analysis aims to validate the dataset and present some of

its features.

We will come back to HYGRIP in the following chapter, where we develop a DL method that deepens
in the explanation of the relationship between fNIRS and left /right hand grips. To date, the notion
prevails that hand grips evoke a global response over the motor cortex, i.e. both hemispheres show
the similar HR during force grips (Shibuya et al., 2008; Derosicre et al., 2014; Shibuya et al., 2016).
However, it is suggested that the relationship between force and HR is more complex than previously
thought, and these differences may lie in complex features of the HR (Wriessnegger et al., 2017). In
next chapter (Chapter 4), we will show how DL can be used to resolve hand specific HRs activations

in the cortex as measured with fNIRS.

3.4 Conclusion

This chapter has presented a thoroughly collected and compiled multimodal brain and behaviour
dataset to study the brain representation of force non-invasively. The companion code makes the data
easily exploitable by the neuroscience and machine learning communities. In this line, HYGRIP is
already published in Ortega et al. (2020). Our aim with HYGRIP is to encourage the community to
develop algorithms to understand better the rich temporal relationships between brain signals spanning
very different time scales and physical origins with BCI and neuroimaging purposes. We believe that
the availability, ease of access and thorough documentation of this complex dataset might inspire other
machine learning researchers to join the challenge, ultimately accelerating the development of more

sophisticated signal processing and decoding algorithms for multimodal brain signals.



Chapter 4

HemCNN: Improving fNIRS’ temporal
and spatial resolution using Deep

Convolutional Neural Networks during

strenuous force!

4.1 Introduction

Non-invasive neuroimaging techniques provide an easy way to study the human cortex in a variety
of tasks. Significantly, in sensorimotor tasks that reflect on ecologically valid real-world tasks, these
methods can help us evaluate, rehabilitate, replace or assist the motor function after brain damage
(Calautti and Baron, 2003; Daly and Wolpaw, 2008; Dimyan and Cohen, 2011; Enriquez-Geppert et al.,
2013). In this context, two-wavelength functional Near-Infrared Spectroscopy (fNIRS) is a cost-efficient
and portable neuroimaging technique that measures the cortical Haemodynamic Responses (HRs)

following the oxygen demands of active neurons.

However, in some cases, the HR is not easy to resolve. Several sources of noise (e.g. pulse, breathing

'Published in: (1) Ortega, P. & Faisal, A. A. (2021). HemCNN: Deep Learning enables decoding of fNIRS cortical
signals in hand grip motor tasks. In 2021 10th International IEEE/EMBS Conference on Neural Engineering. IEEE.
(2) Ortega, P. & Faisal A. A. (2019). Deep learning time-resolves {NIRS cortical activation asymmetries during a force
tracking task evoking non-stationary haemodynamic responses. In 2019 49th International Conference of the Society for
Neuroscience, program No. 760.15. SfN. Submitted as journal article to: Ortega, P. & Faisal, A. A. HemCNN: Deep
Learning enables decoding of fNIRS cortical signals in hand grip motor tasks. Neuroimage.
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and Mayer waves) increase the variability of the HR and reduce its spatio-temporal resolution (Kirilina
et al., 2012; Tachtsidis and Scholkmann, 2016; Caldwell et al., 2016). Linear techniques, like GLM
in SPM, have proven very useful in the reduction of these sources of noise (Friston et al., 1994;
Schroeter et al., 2004; Ye et al., 2009). However, these linear techniques require previous knowledge
of the relationship between the task under study and the HR. For a given task, these techniques
first compute an expected HR and then regress out all the variability in the real {NIRS measurements
that does not fit the expected HR. Therefore, these linear techniques are limited to cases where the
relationship between the task and the evoked HR is known. Otherwise, the application of these linear
methods can result in HR variability being discarded as noise when it should have been explained by
neuronal activity (Faisal et al., 2008). This limitation can be particularly relevant in the study of
motor control where it has been observed that the speed (Obrig et al., 1997; Kuboyama et al., 2005)
and the force (Shibuya et al., 2008; Nambu et al., 2009; Derosiére et al., 2014; Wriessnegger et al.,

2017) of a motor execution can modulate the HR, yet the exact analytical relationships are unknown.

Apart from the lack of knowledge about the task-HR relationship, HR physiological models (Buxton
et al., 1998; Friston et al., 2003; Daunizeau et al., 2007; Croce et al., 2017) are also non-linear in nature
and predict that any stimulus driving the system faster than its time constant (i.e. faster than 0.65 Hz)

can give rise to non-stationary responses that increase the variability of the HRs (Glover, 1999).

Altogether, these studies suggest that data-driven and non-linear methods can be more suitable for
capturing relevant HRs variability from fNIRS during force generation. In particular, in force gener-
ation, it has been observed that changes in the task parameters can be one of the reasons explaining
why some force-tasks evoke spatially-resolved HRs (finger-pinches, Nambu et al., 2009) while others
lose this spatial resolution (hand-grips, Shibuya et al., 2008; Derosiére et al., 2014; Wriessnegger et al.,
2017) when linear methods are used. In the latter studies, this lack of spatial resolution led to inconclu-
sive differences across brain hemispheres, which is an often sought result during motor control (Penfield
and Boldrey, 1937; Serrien et al.,; 2006). To advance the neuroimaging capabilities of {NIRS in human
force control, we set out to explore how DL can be used to improve the decoding and interpretation
of non-stationary HRs. In this chapter, we develop hemCNN?, a DL approach based on CNNs. We
use hemCNN to decode spatio-temporal hand-specific cortical activities during force generation. In
particular, hemCNN is designed to learn differences across hemispheres by learning to classify a motor

task with two classes. Note that the multi-class case is beyond the scope of this work.

HemCNN stands for Hemispherical-CNN since it is designed to learn differences across brain hemispheres.
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CNNs are a type of feed-forward neural networks that find optimal convolutional filters to process their
input signals. They learn to enhance distinctive features present in the original data, to facilitate, for
example, their classification. CNNs have been previously applied to fNIRS by Hiwa et al. (2016),
to detect gender based differences, by Trakoolwilaiwan et al. (2017), to classify left and right-hand
finger taps, and by Ghonchi et al. (2020) to classify motor imageries and mental arithmetic. However,
none of them studied highly variable HRs evoked during force generation nor provided a physiological
interpretation of the learned features. Here, we embed research hypotheses in the hemCNN architecture
that are tested and interpreted across subjects. Namely, we hypothesise that (1) hemCNN is better
than linear methods at processing highly variable HRs evoked during fast hand-grips, that (2) the
HbO and HbR fNIRS measures provide a functional signature of cortical activation, and that (3)

hand-specific cortical spatio-temporal activity patterns are associated to the left and the right-hand

grips.

4.2 Methods

Our aim here is to show how DL can advance neuroimaging during force generation in humans. There-
fore, the core methods relate to the design, training and interpretation of hemCNN. Nonetheless, to
provide a complete picture, we start analysing some behavioural aspects during force generation and

explaining the standard fNIRS processing techniques that we use to benchmark the hemCNN results.

4.2.1 Data

The data used for this chapter comes from the Hybrid (fNIRS & EEG) unimanual (left & right hand)
isometric Grip dataset (HYGRiP) dataset’. The dataset contains fNIRS, EEG, EMG, force and
breathing measures during a fast hand-gripping task for 14 subjects. Here only fNIRS, force and

breathing measures are used.

HYGRIiP’s task consists of periodic unimanual grips at an approximate rate of 1 Hz with contraction
levels between 25 -50% MVC (Fig. 4.3) which are performed with either hand at different times. Two
subjects were excluded for having larger maximum levels of contraction for the left hand (58% and

57% MVC respectively) than the maximum indicated in the task (50% MVC), leaving twelve (N =12)

3We describe here the relevant details. For a detailed description of the dataset, refer to Chapter 3.
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subjects to analyse. It is expected that the rate of the contractions (~ 1 Hz and above the time constant
of the HR, 0.65 s1) and the high levels of contraction (25-50% MVC) of the task introduce variability
in the HR. At the same time, this rate and level of contractions represent a less constrained use of

force and, in this sense, are more representative of naturalistic force generation.

A trial consists of a ~ 1 Hz paced on-off unimanual force tracking of 21s duration (Fig. 4.3A). Each
trial was followed by a randomised resting period uniformly distributed between 15 and 21 seconds,
to avoid phasic constructive interference of any systemic artefacts in the brain signals. The first 10

left-hand trials and the first 10 right-hand trials per subject were used.

For the analyses presented in this chapter, we used the fNIRS, the force, the EMG and the breathing
signals from HYGRIiP. fNIRS is used to analyse brain activity during the grip control task. EMG
and force are used in the behavioural analysis to verify that both hands had similar contraction levels
during the task. The breathing signal was used to control for possible hand-use induced systemic

artefacts that could contaminate the fNIRS signals.

4.2.2 Behavioural analysis

With this brief behavioural analysis, we aim to verify that subjects perform the task as expected and

that both hands have similar levels of contraction using the force and the EMG signals in HY GRiP.

Force Raw force signals from the HYGRIiP dataset are band-pass zero-phase filtered from 0.1 Hz to
5Hz. The MVC value of each hand obtained during calibration is used to compute the contraction

values (per unit, p.u.) for each hand,

force [V]

MVC [V] (4.1)

contraction [p.u.| =

Since the measures did not meet normality assumptions, a Mann-Whitney U test was used to check

that the left and right-hand contraction levels had similar distributions (see Figure 4.3A right).

Electromyography Raw EMG signals from HYGRIiP are downsampled to 500 Hz, notch-filtered
(50 line noise and its higher harmonics 100, 150, 200 Hz) and zero-phase high-pass filtered above

60 Hz to reduce low-frequency interference with the task. The EMG power profile is obtained as the
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spectrogram’s average power in the 60 — 200 Hz range at each time window in the spectrogram. The

left and right-hand populations of such gathered profiles are compared using a Mann-Whitney U test.

4.2.3 f{NIRS traditional analysis

To build a benchmark for hemCNN, we here use conventional fNIRS analysis techniques. For this
analysis, the fNIRS optical densities from HYGRiP were downsampled to 2Hz and zero-phase band-

pass filtered between 0.01 — 0.3 Hz to remove drift and pulse artefacts.

Haemoglobin change quantification (AHb) fNIRS measurements of Hb concentration do not
provide an absolute measure of brain activity. To provide a more specific quantification of brain
activity in the conventional approaches, we refer the hemodynamic activity to no-activity periods (e.g.
a resting time) that usually occur before a particular behaviour under study starts (Shibuya et al.,

2008; Derosiére et al., 2014; Wriessnegger et al., 2017), known as baseline correction.

For traditional analyses and standard methods, Hb time-series are baseline corrected using the average
of the 5s before stimulus onset, £ = 0s. The averaged values during the last 5s of stimuli of channel 7
(left hemisphere) and channel 19 (right hemisphere, Fig. 3.1B) are respectively used as left and right

brain activation changes (Fig. 4.4C).

For example, for the left-hand,
AHb" = (Hb"())-[15,20) s = (Hb" (£))s=[-5,0] (4.2)

where (Hbi(t))t:[mb] denotes the time average between time t = a and ¢ = b of the signal z on channel
i. These Hb changes are used to compute the Lateralisation Index (LI) and for classification with

conventional methods.

Lateralisation index (LI) The LI is a widespread measure to study hemispherical dominance
(Seghier, 2008). Here, LIs are used to compare the hemispherical dominance associated with each

hand. LI >0 indicates right hemisphere dominance and LI < 0 left hemisphere dominance,

_ AHbO® - AHBO*
|AHbO®| + |AHbOZ|

HbO
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where the indices L and R correspond to the left and right hemispheric location of the channel for
which the LI is being computed. Since AHbR are mostly negative, to achieve consistency, i.e. LI >0
indicating the dominance of right hemisphere activity, Ly, is multiplied by —1. A Mann-Whitney U

test is used to find differences between LIs distributions across hands.

4.2.4 hemCNN analysis

HemCNN, a DL approach to advance fNIRS neuroimaging during force control, is the main contribution
of this chapter and is presented here. Bold Latin lower case letters denote vectors, &, and bold capital

letters denote matrices, X.

Conventional fNIRS features for classification

The following methods are used to compare and assess the performance of hemCNN and represent
widely used methods to process fNIRS signals. HemCNN’s performance is measured in terms of its
accuracy at predicting the true label [ (i.e. the hand used to generate force, [ = 0 for the left and [ =1
for the right) from the brain signals of subjects on which hemCNN was not trained on. We define this
test accuracy as,

N N
Test Acc.[%] = %(ll) -100 (4.4)

With [ the predicted label, § a function valued 1 in [ and [ are equal, or 0 otherwise, and N the number

of examples.

We use these conventional methods to extract features to train a simple tree classifier. These classifiers
use the same leave-one-subject-out test strategy and the same classification task that we use to train
hemCNN. In contrast to hemCNN, all the standard procedures here use a baseline corrected fNIRS
input. Namely, fNIRS signals are referred to the average of the 5s before the go-cue in the task.
This baseline correction increases accuracy, though not significantly. We decided to keep the baseline

correction for the conventional procedures.

General Linear Model GLM is the current standard in fNIRS analysis (Schroeter et al., 2004;
Plichta et al., 2007; Koh et al., 2007; Ye et al., 2009). We use it here to benchmark our hemCNN

approach. The GLM design matrix, D € IR ™ * ™ contains n canonical HRs, e.g. gamma functions (Ye
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et al., 2009), of m time samples each. These are multiplied by a set of weights, v € IR", to approximate
the input signal AHb ¢ IR™. Here Hb denotes either oxy or deoxy-hemoglobin concentrations time-
series for one channel. The A increment emphasises that the signals are referred to the baseline before

the stimuli start. The resulting model equation is,
AHb =Dv +¢ (4.5)

with € a vector of m samples representing the noise with normal distribution. The design matrix D
weighted by v is used to reconstruct the AHb time-series of each individual channel. To account
for HbO and HbR channel relationships and provide a more fair comparison to CNN capabilities of
processing multivariate signals, we introduce a variation of GLM. The idea is to capture the first
principal components in two hierarchical steps using Principal Component Analysis (PCA). We call

this approach GLM with hierarchical principal component analysis or GLM-hPCA.

First, PCA is performed in the paired HbO and HbR features of the same channel, v. The first PCs of
such interactions are aggregated per hemisphere, and we run PCA again. Finally, the first PC of each
hemisphere is kept as a unique feature per hemisphere. In both GLM approaches, five (n = 5) canonical
gamma functions rising and decaying in chronological order across the 20s stimulation-period are used
as the design matrix for HbO. The opposite sign of the previous design matrix is correspondingly used
for HbR. After GLM, each channel of each 20 trial segment is represented by a v € R?. Each element
in v represents approximately % of the segment’s time-series. Therefore, the five features represent
a chronologically ordered abstract representation of the time-series, from further in the past to most
recent. For the standard GLM approach, the total dimension is 240 (5 x 48 HbO and HbR channels),
and for GLM-hPCA this amount is reduced to 10 (5 x 2 hemispheres).

AHb and LI The measures used in the traditional characterisation of the HR are also used as
features for classification. AHbO and AHbR, each rendering a 1-dimensional feature per channel, are
aggregated, resulting in a 48-dimensional feature per example® (2 x 24 HbO or HbR channels). LIs are

computed per each pair of symmetric channels leading to a 24-dimensional feature per example.

4We use “example” in this chapter to denote a sample from the dataset fed into a classification algorithm. Thus,
an example corresponds to an experimental “trial”. This is to make a clear distinction between a “time-sample” in the
time-series and an “example”, also called “sample” in literature, from the dataset.
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HemCNN design and training

Convolutional Neural Networks (CNNs) optimise convolutional filters (CF) to extract relevant features
for a machine learning task, e.g. classification of examples into categories. Many fNIRS processing
steps (e.g. Hb feature description and channel selection) can be implemented into an appropriate CNN
architecture that would thereafter optimise filter weights to increase classification accuracy across the
different conditions of an experiment. We designed the hemCNN architecture and its training to

enhance hemispherical differences between fNIRS signals evoked by different hands.

Specifically, the classifier corresponds to a mapping
f 'R nCh xnSamps ___ R 2 (46)

with nCh the number of channels, 48, nSamps the number of time samples, 19sx 2 Hz= 38 samples,
and 2 being output dimension which correspond to the two hands. In our terminology each element of

R nCh x nSamps

the input space, X c | , is an “fNIRS example" for the network. The values of the output

units were passed through

(4.7)

LogSoftMax(z;) = log (M)

¥ exp(z;)
so that each unit represented the logarithmic probability of an fNIRS example (X ¢ IRnChxnsampS)

belonging to the left or right-hand use,

f(X)= [ log(p(hand =left) | X'), log(p(hand =right| X)) ]T. (4.8)

Since the probabilities of both hands are tied by ¥ 1,,q P(hand | X') = 1 only one of those probabilities
are needed in the mapping, which makes the mapping equivalent to a IR! injection. However, we
will continue with Eq. 4.8 as it enables the representation of the network as two separate hemi-
networks. Both hemi-networks share the same parametrisation but only propagate activations from
the corresponding half of the input (i.e. brain hemisphere) to the corresponding output (i.e. the

ipsilateral hand).

Constraints are introduced in the architecture in the form of convolutional filter parameters that only
allow interaction in the Hb, time and channel dimensions of the fNIRS signals. During training,

zeroing-masks are applied to the fNIRS inputs affecting one randomly selected brain hemisphere with
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equal probability. This hemispheric masking helps avoid solutions that rely exclusively on signals
coming from only one hemisphere. In particular, the hemCNN implementation preserves the brain’s
hemispherical origin of information throughout all the layers and only relies on the difference between
hemispherical brain activities to make a left or right-hand classification decision. A detailed description

follows.

Design of the hemCNN architecture Figure 4.1 shows our CNN architecture design with the
fNIRS input, 4 Convolutional Filter (CF) leading to 3 corresponding convolutional layers and one
output layer with two output units representing both hands. The CFs convolve their respective input
space leading to an output that is reduced in dimension depending on the filter size. By tailoring the
shapes of the filters and their stride, we introduce constraints in the dimensions that the CNN can find
relationships in. A CF is defined by its kernel shape (rows x columns) and its stride (rows x columns).
Rows correspond to channels and columns to sampling time-steps. The kernel, W ¢ IRm’X"’, is the
set of weights that the input is convolved with, and the stride is the number of steps the kernel shifts
per row and column during the convolution. After the convolution an Exponential Linear Unit (ELU)
function,

geru(z) = max(0, x) + min(0, exp(z) - 1) (4.9)

is applied to each resulting unit. For an input X ¢ R™*", a CF defined by its kernel shape and stride
leads to a preactivation,

Z-WeX+b (4.10)

which passed through ggy, results in the convolutional layer output,

Y =g5L(2) (4.11)

with b expanding to the resulting size of Z, the bias, and @, the matrix convolution operator. Several

of such functions, or convolutional layers, can be stacked, rendering a composite function.

We use discrete cross entropy H(q,p) = ¥ ex () log(p(x)) between the real and predicted hand to
optimise the weights of the network. As we advanced, the hemCNN architecture is equivalent to two
parallel networks, or hemi-networks, mapping half of the input channels (i.e. brain hemisphere) to the

probability of using the ipsilateral hand and sharing the same weights optimised for complementary
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probabilities,

fleft . IRnChleft anampS SN IRl (412)

frighc ‘IR nChright X nSampS N IRl . (4 13)

Since the network preserves the hemispherical origin of information in the outputs, it learns hemispher-
ical brain features that provide higher output values for the ipsilateral hand than for the contralateral
one. For example, a right hand example is correctly classified if figne > fierr, and vice versa for the left

hand.

In Table 4.1, the particular hemCNN kernel sizes and strides are shown. Namely, for an input arranged
as in Fig. 4.1, CF1 convolves two input rows (HbO and HbR of the same channel) into one row
dimension of the resulting CL and 10 input time-samples into one time-convolved output. Once the
column convolution of the first two rows (i.e. HbO¢p, /HbRy,; ) is finished, the row stride of 2 makes the
kernel shift to the next HbO¢po/HbR ¢y, pair instead of to the HbR¢y,; /HbOcy, pair of two consecutive
but different channels. The latter would significantly undermine learning as we would be forcing the
CF to filter signals of different nature, and the architecture only depends on this single filter. Since
no padding is used in the convolution, the time and channel axes are compressed convolution after

convolution.

Training, validation and testing The fNIRS time-series are z-scored per trial using the mean and
standard deviation of the whole channel set per Haemoglobin (Hb) type. All channels are used for
classification. In contrast to standard approaches, a baseline correction is not performed, preserving
time and inter-channel relationships while enabling the conditioning of the input to the CNN as it is
standard practice. Training examples are obtained from fNIRS trials and augmented by (1) randomly
cropping 19s time windows from an initial 0 — 35s trial window starting at the go-cue and (2) by

multiplying each trial by a random number drawn from a uniform distribution between 0.5 and 1.0.

hemCNN CF1 CF2 CF3 CF4

kernel (mxn) 2x10 1x5 1x5 12x5

stride (mxn) 2x1 1x2 1x2 12x5
Total 94

Table 4.1: Filters shapes and the total number of weights for hemCNN. Kernel shape (rows x columns) and stride (rows
x columns), with rows corresponding to interleaved HbO/HbR channels and columns to sampling time steps. Only one
filter is applied per layer. Kernel shapes and strides preserve the hemispherical localisation. The total includes bias
weights, one per each CF.
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hemCNN NIRS input ELU

(0,0)

CL2

cL3

8>LgSﬂM

Hand label

Figure 4.1: HemCNN architecture. From left to right: Channels in the input are arranged per row as HbO/HbR
consecutive pairs with the upper half of the rows corresponding to the left hemisphere and the one at the bottom to
the right hemisphere. Columns correspond to time steps. Each convolutional filter (CF) renders a deeper convolutional
layer activation (CL) after convolution. The last layer consists of a unit per hemisphere whose activations pass through
a LogSoftMax function. The unit rendering the highest value after the application of this function is selected as the
label of the hand: left for the upper unit, and right for the one in the bottom. The exponential-linear function is used
as non-linearity for all units except the output units.

In the first case, we want to encourage hemCNN to locate the features at any time during the trial
(Schirrmeister et al., 2017). In the second, we further discourage the network from depending on
absolute amplitude values for classification. The dataset is augmented 5 times by randomly applying

these transformations to the original set.

A challenge with binary classification in our context is that by the task’s design, and thus the data, the
classification into mandatory “left" or “right" options may result in a confounding outcome. Namely,

“non-left" instead of “left" vs “right". While from a decoding

a network that may learn “left" vs
correctness perspective, this is fine and often overlooked in BCI classification, the goal of this work is
to train an explainable deep learning architecture. Thus we want a network that can reliably capture
the distinctive activities evoked by left or right-hand use across hemispheres. One option to overcome
this would be to include a third “reject" option, i.e. not left and not right hand (Trakoolwilaiwan et al.,
2017). However, the generation of a suitably diverse set of brain activities to drive this reject option
non-trivially (i.e. not with resting-state brain activity) is complicated in itself, and there is no guarantee

that this “reject" option would be learnt as such. In other words, the actual reject option could end

up being the “right" class, with everything not fitting into the “left" and “reject" classes classified
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Figure 4.2: HemCNN leave-one-subject-out training. The data from twelve (N = 12) subjects are used to train models,
leaving one subject out for testing. In the architecture (bottom), grey shaded areas depict the masking of a hemisphere
for each example. The left or the right brain hemisphere was masked or dropped-out with equal probability for left and
right-hand examples. In the figure, the left brain hemisphere is dropped out during the training of a left-hand example.
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as “right". We here use regularisation. Specifically we drop-out (Srivastava et al., 2014) input units
reflecting either hemisphere with equal probability (Fig. 4.2). Namely, for each fNIRS example X
fed into the network, either the left or the right hemisphere are randomly zeroed, with a balanced
amount of left and right hemispheres zeroed in each batch. When we apply this second approach, we
consistently obtain network weights that better reflect the contrast between hemispherical activities
for each hand that otherwise only appeared in a few trained models. We use the cross-entropy loss
as the error function and the Adam optimiser (Kingma and Ba, 2015) with 107 weight decay. The
training batches contain 10 left /right balanced shuffled examples, and the learning rate starts at 0.03.
Training is iterated for 15 epochs (i.e. 15 times over the augmented training-set), with the learning

rate decaying at a 0.9 rate per epoch.

Leave-one-subject-out cross-validation and testing Leave-one-subject-out testing is a partic-
ularly demanding generalisation condition typically avoided in BCI work, as it requires the decoding
algorithm to operate on the unseen subjects (Xiloyannis et al., 2015), not just unseen trials as com-
monly used. Leave-one-subject-out testing measures the robustness of the model’s performance against
changes between subject physiology, brain anatomy, sensor placements, experimental conditions, sub-

ject behaviour and all remaining variables specific to each subject in particular (Fig. 4.2).
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For each subject, the 20 first balanced left/right-hand trials are used as the training set, and the
remaining, if applicable, are discarded. For each left-out-subject, 55% of data from the remaining
subjects is used for training and 45% for validation. Training and validation data are split randomly
every run, and 10 runs per left-out subject are executed. Training data is augmented in the way
mentioned above by running 5 times per training example the combined augmentation techniques
(random time crop and random multiplicative noise). The training procedure is run 10 times, delivering
10 different models per left-out subject. Each model has a different random initialisation and trains
for 15 epochs. In the end, every run is trained with 11 x 20 x 0.55 x 5 = 605 augmented examples. The
99 validation examples are used to select one model out of the 10, and the remaining 20 belonging to

the left-out-subject to produce all results per subject using the selected model.

HemCNN model selection and analysis Out of the 10 trained models per subject, the model
with the highest validation accuracy is selected to analyse the method’s accuracy and learned features.
Both the accuracy and learned features are analysed using the unseen subject test data, and the
test results are aggregated across subjects to provide statistical measures. We first analyse the Hb
relationship (i.e. the relationship between HbO and HbR) by studying the first convolutional filter
(CF1) and then use relevance propagation (Bach et al., 2015) to study the patterns that across models

and subjects are more stable and relevant for the classification.

Haemoglobin filter interpretation We are interested in understanding what Hb relationships
elicit higher activations in the network. To do this, we use pairs of centred sinusoids representing HbO
and HbR and filter them with the corresponding CF'1 layer of each trained model. The bias of CF1 is

removed since the sinusoids are centred around zero.

To check if the response of the filter is sensitive to delays between HbO and HbR we also study the
filter response at different time lags.

Yo = Asin(27 ft) + €
(4.14)

Yuor = Asin(2nf(t+7)) + &

The frequency, f, is set to 0.1 Hz as representative of the HR. Amplitudes are the absolute value of the
samples drawn from a standard normal distribution, A ~ N'(0, 1). Independent noise is added to each

sinusoid €, £ ~ A(0, 0.5). The CF1 output is resampled to the input sampling rate by interpolating
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the output time-compressed points between the original time points. This interpolation allows us to
align the input and the output and observe what input relationships lead to higher CF1 responses.
Delays range from 7 = —5s (in phase) to 7 = 0s (in antiphase). The procedure is repeated 1000 times,

and averages are computed.

Relevance propagation for model interpretation To further investigate the nature of the fea-
tures discovered by hemCNN in the fNIRS brain signals, we use relevance propagation (Bach et al.,
2015). This technique allows us to inspect what units in each layer are relevant to produce a particular
output for a given example. The standard procedure starts by feeding an example to the network and
zeroing all output units except the one representing the class for which we want to find relevances. This
output’s value is backpropagated so that each of the activations in previous layers is given a relevance
weight in the generation of the observed output (Bach et al.; 2015). We can then observe the relevance
of each unit when choosing the category represented by the selected output. Note that all non selected

outputs only backpropagate zeros and do not affect the selected category’s relevance.

We adapted this procedure to hemCNN. Recall, hemCNN can be seen as two hemi-networks (Eq.
4.12), each observing a brain hemisphere and producing an output representing a hand decision. For
correct left-hand decoding, the left-hand output should be higher than the right-hand and vice-versa.
If we were to follow the standard procedure, we would need to mask the left-hand output by zeroing
it. However, this would backpropagate zeros through all the left hemi-network layers defeating our
purpose of revealing both ipsi and contralateral patterns associated with each hand. To solve this
problem we backpropagate the value |p(x) - % | for both outputs. We here subtract % to reference the
output to the indecision level. By doing so, we make the indecision level the only case where zeros
are backpropagated to both hemispheres. The absolute value is used to get only positive values as
required for relevance propagation. Since correct left-hand decoding requires higher left-hand output
values than right-hand ones, we only consider the backpropagation of those layer activation values
relevant to producing lower contralateral outputs and higher ipsilateral outputs, i.e. those driving
correct classifications. This amounts to use the negative and positive relevance propagation variation
of the procedure in Bach et al. (2015) with parameters set to 5 = 1 and « = 0 for the contralateral

output and 8 =0 and « =1 for the ipsilateral.
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Figure 4.3: A Voluntary contraction per hand condition for 12 subjects. On the left, the distribution of the 90"
percentiles values per trial. Contractions are inside the expected range (25 - 50% MVC). B Evoked Haemodynamic
Response (HR) average per hemoglobin specie (HbO and HbR) and hand condition. A global response can be observed
with delayed start and decay. The high variability is depicted by the high standard deviation of the signals across trials.

Compare with simulation in Fig. 2.6.
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Figure 4.4: A Contraction levels (90'" percentile of each trial) for the left and right hand with no significant differences
(Mann-Whitney rank test, p = 0.15). B EMG power levels (90" percentile of each trial) for left and right-hand with
no significant differences (Mann-Whitney U test, p = 0.11). C LI between posterior to C3 and C4 {NIRS channels
for HbO (left) and HbR (right). Although some differences can be observed in the LI distribution across hands, the
variability of the signal leads to no significant statistical differences for HbR (Mann-Whitney U test, p = 0.41) and HbO
(Mann-Whitney U test, p = 0.07).

4.3 Results

To evaluate the performance of hemCNN resolving the HR in fNIRS we used the data of 12 participants
from HYGRIP performing a left /right hand-grip task. During the task, the force, the arm EMG and the
brain activity in the form of the cortical Haemodynamic Response (HR) from fNIRS were continuously
recorded (Fig. 4.3A and B). Breathing was also recorded to account for artefact sources. Figure 4.3B
depicts the high variability that the task evokes in the HRs which any classification algorithm needs
to confront. HemCNN is trained to detect what hand (left or right) is being used from these HRs as

in a BCI decoding paradigm.

We first validate that the selected subjects correctly performed the motor task using contraction and
EMG activities during the task (Fig. 4.4A and B respectively). Both contraction and EMG activity
data show that all participants performed the left/right hand-grip task correctly. Figure 4.4A and
B show that both hands engaged similarly in both measures: The contractions levels (90th of each
trial) are in the 25 — 50% MVC range (Fig. 4.4A). The right and left-hand contraction levels show
insignificant differences (Mann-Whitney U test, p = 0.15). Similarly insignificant differences are found
for left and right EMG power (Mann-Whitney U test, p = 0.11, Fig. 4.4B). These results show that the
variability in the inter-hand, the inter-trial and the inter-subject force and muscle activities are not
likely to play a role in potential differences in cortical HR, activity. In contrast, differences in cortical

activities might be specific to the hand (left or right) that the subjects used.
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4.3.1 Standard analysis

Consequently, we then ask if cortical HR activity shows hemispherical differences associated with each
hand. To do so, we use the LI shown in Fig. 4.4C. The LI aims to enhance hemispherical differences
and determine which hemisphere is more active during a particular condition. We want to see if LIs
exhibit different hemispherical dominance associated with the left and the right hand during force
production. When LIs are computed between channels 7 and 19 the differences between the left and
right hand hemispherical dominance are not significant (Mann-Whitney U test, HbO p = 0.07 and
HbR p = 0.41). Although visual differences can be observed in Fig. 4.4C for the LI distribution,
the high variability in the signal may reduce the significance of the differences. In fact, these levels
of significance are susceptible to the selection of LI computation parameters, such as the baseline
correction times. Although this approach fails to find consistent cortical activation differences, the
sensitivity to LI parameter selection and the visual differences in the empirical LI distribution suggest

that differences may exist but are not adequately captured by these traditional AHb features.

4.3.2 HYGRIP benchmark

If hand-specific differences in cortical haemodynamic activity exist, the previous standard methods
might be unable to find them and more sophisticated feature extraction methods like GLMs, General
Linear Model with Hierarchical Principal Component Analysis (GLM-hPCA) and, mainly, CNNs might
provide better results. The ability to distinguish between HRs evoked by the left or the right-hand
grips can be measured as the hand classification accuracy of these methods using HYGRiP’s fNIRS

signals.
We have described the technical arrangements of the task in detail and made the dataset publicly avail-

Decoder Class. Acc. %]
hemCNN  77.7 (65.4 - 84.7)
hemCNNo 77.9 (63.5 - 82.6)
hemCNNr 69.3 (62.5 - 84.2)

GLM  55.0 (5.9 - 60.0)

GLM-hPCA  54.4 (50.0 - 63.3)

AHb  54.4 (46.2 - 60.0)

( )

LI ~ 50.0 (45.6 - 52.5

Table 4.2: HYGRIiP benchmark performance for fNIRS-based hand classification accuracy during the production of
strenuous force, median (25th - 75t percentile). In bold, significantly outperforming methods compared to non-hemCNN
approaches (Kruskal-Wallis multiple comparison, Tukey corrected, o = 0.05). HemCNNo and hemCNNr stand for
hemCNN using only oxygenated or deoxygenated haemoglobin, respectively.
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able and ready to exploit in the HYGRIP dataset (Ortega et al., 2020). Finally, we made hemCNN'’s
code available so that others can benchmark any novel decoders with ours (available here). In this

sense, we believe that the task, the collected data, and hemCNN’s performance set a new benchmark

for {NIRS-derived BCI decoding - the HYGRiP benchmark.

The specific benchmark values are the median (25"-75"" percentiles) of the leave-one-subject-out test
accuracy for hemCNN, GLM, and GLM-hPCA along with that of the traditional AHb and LI features
(Table 4.2 and Figure 4.5). Except for hemCNN; the remaining methods use a simple-tree that classifies
the respectively computed GLM, GLM-hPCA, AHb or LI features into the used hand.

As we can see, hemCNN methods outperform GLM, GLM-hPCA, AHb and LI approaches (Kruskal-
Wallis test, Tukey correction for pairwise comparison, « = 0.05; Figure 4.5). The use of both HbO and
HbR compared to only using one of them does not lead to significant differences, although the absence
of HbO in hemCNNr leads to a drop in accuracy (median accuracies, hemCNN 77.7%, hemCNNo
77.9% and hemCNNr 69.3%, p > 0.9).

We also used a standard CNN with 4 convolutional filters per convolutional layer and 3 fully connected
layers to classify the signal (not shown). This standard CNN achieved a median accuracy of 80.3 (69.0—
86.1)% which was not significantly different to that of hemCNN, 77.7 (65.4 — 84.7)% (Kruskal-Wallis,

Tukey corrected test, a = 0.05).

Non hemCNN methods, except LI, show similar performances around 54.4—55% median accuracies. In
particular, the addition of hierarchical PCA in GLM leads to the highest performance in non hemCNN
methods for subject 1 (accuracy 75%). LI performs with a random median accuracy level (50%). This
is in line with the low significances of the first approach, which might have been further hindered by
the increase of dimensionality after including all channels. Interestingly, non hemCNN approaches
show at least one case of classification accuracies below the random level (< 50%). This indicates that
some subjects’ classification rules do not generalise to another one and may even act in an opposite

classification direction.

4.3.3 HemCNN’s interpretation

Finally, we show how, in addition to providing higher accuracies, the hemCNN learns HR features
with physiological interpretation from fNIRS. We analyse hemCNN with HbO and HbR since it is

more interesting from a physiological perspective. In particular, the analysis of the activations across
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Figure 4.5: Leave-one-subject-out test accuracy median across subjects (left) and per subject (right) for the best vali-
dation model out of 10 trained models. Each model is trained in all subjects but the left-out one, in which the model
is tested. The ordering of methods shown on the left is preserved per subject on the right. Cold colours denote CNN
architectures: hemCNN with HbO (hemCNNo), HbR (hemCNNr) or otherwise both inputs (hemCNN). Warm colours
denote standard methods to extract features from HbO and HbR which are classified using a simple tree: general linear
model (GLM) features, GLM with hierarchical PCA features (GLM-hPCA), AHb features and LI features. Left, hem-
CNN performs significantly better (p < 0.01%" for hemCNN and hemCNNo and p < 0.05" for hemCNNr) than standard
approaches. Right, also on a subject by subject basis hemCNN methods outperform all standard decoding approaches.

hemCNN layers reveals different spatio-temporal structures in the cortical activation for each hand

which we dissect hereafter.

To understand what the learned Hb relationships consist of, we look into the first convolutional filter
(CF1) of hemCNN (Fig. 4.6A). This filter convolves HbO/HbR pairs (from the same channel) in
time. We feed sinusoids (Eq. 4.14) to this filter to analyse its response under certain HbO/HbR
delay conditions. Note that training hemCNN with a leave-one-subject-out cross-validation approach
produces 12 different hemCNN parameter-sets for the neural network weights. The 12 parameter-sets
produce a consistent overall interpretation which is best explained by looking at the individual cases.
Five of these parameter-sets, present the highest positive activation at HbO/HbR cross-over points
where HbO increases and HbR decreases as shown in Fig. 4.6A. The high activation for this feature
is stable for HbR delays in the (0,2])s range. Another three parameters sets showed the same but
the peaks corresponded to the highest negative activation (the activation was inverted). Two have the
highest activation in the HbO/HbR peak separation. The remaining two show a response where the
positive activation is highest between the cross-over point and the separation peak. Of all solutions,
pure HbO/HbR cross-over are learned in 61.5% of the models, suggesting that such a feature is the
most stably present in the data. The models maintain a high level response for different HbR lags in
the (0,2])s range. Other solutions are also closely related to this observation. The existence of this
stability across this range of HbR delays suggests that the filters are stable against variability in the

signal that artefacts and non-stationarities could introduce.
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Figure 4.6: HemCNN representative interpretation. A First filter (CF1) response. Left, representative CF1 weights
associated with HbO and HbR. Right, CF1 response for different HbR delays. Delays in the 0 — 2s range render high
filter responses close to HbO/HbR cross-overs. B Unit activations throughout hemCNN for one {NIRS example. Left to
right, fNIRS input and convolutional layers (CL) for one right-hand trial. In yellow, the four convolutional filters (CF)
and their size. The filters preserve the hemispherical origin of the information. Inter-hemispheric differences start being
evident in CL1 and more apparent in deeper layers. C Relevance per layer for two representative examples. Most high
probability examples showed higher relevances in anterior and posterior to central contralateral channels and medial and
lateral to central ipsilateral channels.
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If we now move deeper into the hemCNN architecture, we can observe that the convolution of fNIRS
inputs with CF1 results in a time-compressed output with a single row per fNIRS channel. Deeper
layers further convolve these outputs in the time dimension (CF2 and CF3) and, finally, in the channel
and time dimensions (CF4). Each layer revealed interesting spatio-temporal structures for each hand
that we describe next. Figure 4.6B shows a representative case of such spatio-temporal structure in
one fNIRS example. The structure can be directly observed by looking into the convolutional layer
activations. The first column on the left represents the HbO/HbR arranged in pairs per channel
(fNIRS input, z-scored to the mean and standard deviation of values in the same sample per Hb
type). The next column represents the same signals but visualised as an array with amplitudes coded
into a grey scale. The following columns present the convolutional layer activations in the same
way. The convolutional time-compression effect can be observed as the narrowing of the convolutional
layers’ activations in the time axis from left to right. For CF1, we can see how areas with high
HbO/HbR contrast lead to negative responses and areas with less contrast and close to cross-overs
lead to positive responses. CF4 convolves each hemisphere to a single unit that, after normalisation
(in this case, SoftMax for readability), leads to a probability of the example belonging to the left or
the right hand. An asymmetric pattern can be observed in CL1 and deeper layers. In most examples,

similar asymmetries can be observed.

However, there are two sources of ambiguity in this interpretation. First, the observed activations might
be present but not relevant to the final decision. Moreover, second, across left-out subject models, the
solutions can be “symmetrical". Namely, we can multiply by —1 each CL and CF and still have the
same classification decision. In this case, we lose the sense of what a negative or positive hidden unit
activation entails in the decision when comparing models that have reached “symmetrical" solutions.
We overcome these by analysing the Relevance Layer Propagation (RLP). Our RLP implementation
highlights the unit activations that drive the classification decision and are always positive across
layers regardless of the model. Figure 4.6C shows the relevant activation areas across layers for two
examples corresponding to different hand use. Asymmetries across hemispheres and hand use can be
observed. Interestingly, relevance in the contralateral hemisphere appears earlier than in the ipsilateral
with a preference for channels that are anterior or posterior to the central channel (APc) rather than

channels that are medial or lateral to the central channel (MLc)”. The average across such relevances

SWe use here anatomical nomenclature. For a given point in the body, “anterior” or “posterior” describes the direction
towards the front or back of the body, respectively. ‘“Medial” describes the direction towards the sagittal plane, i.e.
the plane dividing the body into two symmetric, right and left, halves. “Lateral” describes the direction away from the
sagittal plane.
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are consistent with these patterns, but variability makes time differences vanish, and only channel

asymmetries can be observed.

To achieve a population-level analysis, we computed the absolute value of the correlation between
the relevance and the activation of each unit across examples. This analysis revealed more evident
differences in the spatio-temporal cortical activation structures associated with each hand. Figure 4.7
shows the results (peorrelation < 0.01, units with less significance than this are zeroed). The first two
columns on the left show the correlation for each hand. The third column shows the difference between
the previous columns. Each row represents a different hemCNN activation layer. In the input layer,
the lack of definition of an HbO/HDbR feature makes correlations sparse. Nonetheless, differences across
hemispheres can be appreciated. In the next activation layer, CL1, CF1 now defines the HbO/HbR
feature when filtering the input and enables greater consistency between relevance and activation. This
feature makes antisymmetric patterns already distinguishable, with early ipsilateral relevance in APc
channels compared to later contralateral relevance in MLc ones (row 2, column 3 of Fig. 4.7A). The
time compression effect of the following filters (highlighted as an equivalent sampling frequency under
activation layer titles on the left) allows for an alignment of the previously found features and much
clearer differences across hemispheres and hand conditions. In particular, the topographic projection
of CL2 correlations (bottom of Fig. 4.7B channels around C3 and C4 highlighted in purple) shows a
response that starts with a strong early response with already observable hand specific hemispheric

patterns (0 —3s). These patterns become clearer later (9 —15s) and end vanishing (15s onward).

Finally, to discard that cardiorespiratory variations drive these features, we take two measures. The
first consisted of band-pass filtering the fNIRS signals below 0.3 Hz, well below the heart-rate ~ 1 Hz,
ensuring that the pulse was filtered out. The second consists of training an architecture equivalent to
hemCNN, with the same number of layers and filter shapes, but adapted to have the breathing signal
as its input (one single channel, low-pass filtered below 1Hz and downsampled to 2Hz). The resulting
models’ median accuracy (50.86%) was very low and not significantly different from the 50% random
classification accuracy (sign test, p = 0.078), discarding the possibility of breathing rhythms potentially
informing on what hand was used. The two measures together rule out that these systemic artefacts
inform our hand decoding task and learned features. This confirms that we are indeed able to decode

and track cortical haemoglobin changes evoked by the left and right-hand grips.
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Figure 4.7: HemCNN cross-subject interpretation. A Absolute value of the correlation between units activities and
relevances. Correlations are presented for the left and the right hand and their difference (columns); and for each
hemCNN layer (rows). Layer activations are upsampled and aligned in time to the input layer, with time resolution
decreasing with depth. The lateralisation of activities is better observed the deeper in the architecture due to the
application of convolutional filters. B Topographic projection of the correlations in the activation layer CL2. Clear
hemispherical differences associated with each hand appear during the task that were hard to identify in the raw signal
averages (Fig. 4.3B)
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4.4 Discussion

We used the motor cortical Haemodynamic Responses (HRs) evoked by a left /right-hand grip task
from HYGRIiP. We also used several signals from our HY GRiP dataset that reflect the task behaviour,
like EMG, or confounding factors such as breathing. In this chapter, we presented and used a novel
Deep Learning (DL) approach, hemCNN, to perform decoding and neural data analysis. We also made
the results interpretable through a twist in the design of the hemCNN architecture. As intended,
the left /right-hand gripping task-evoked highly variable and non-stationary hemodynamic responses.
Using these responses, hemCNN outperformed popular methods, especially GLM, at decoding the
hand used. Using hemCNN, we also revealed spatio-temporal hemispherical differences during the
whole duration of the task that were not resolved in (Derosiére et al., 2014) or took more than 30s
to appear in (Shibuya et al., 2008, 2016). Indeed, the better performance of hemCNN is based on
the better detection of complex and variable Haemodynamic Response (HR) features learned from the
data. By designing the DL architecture, we could open the black-box and interpret these features

scientifically.

Strenuous hand grips evoked a highly variable HR To test the limits of our decoding approach,
we devised a challenging task in HYGRiP (Ch. 3) that required a high contraction range output
(25 - 50% MVC), fast pace and visual feedback. These factors previously challenged the decoding
of fNIRS signals (Shibuya et al., 2008; Derosiére et al., 2014; Wriessnegger et al., 2017). We also
introduced fast switching on/off dynamics (1 Hz) in the grasping execution and shorter resting times
and stimulations. As intended, the evoked Haemodynamic Responses (HRs) had high variability and
were apparently symmetrical over the sensorimotor cortex. Namely, no HR differences were associated
with the left or the right hand using conventional approaches (Fig. 4.3 and Fig. 4.4C). Additionally,
we verified that both hands were similarly engaged in terms of EMG and force production during the
task (Fig. 4.4A and B). In this way, we rejected that potential differences in cortical activations were

due to how the hands engaged in the task.

HemCNN improves the classification of highly variable HRs We chose not to make any
assumptions on the HR features and developed a CNN for fNIRS time-series decoding called hem CNN.
HemCNN performs significantly better than (~ 78%, p < 0.01, Fig. 4.5) the General Linear Models

(GLMs) features (Ye et al., 2009) and a more powerful variant of GLMs I implemented with PCA
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(see Fig. 4.5). Other commonly used features, such as amplitude changes (AHb) and Lateralisation
Index (LI) led to decoding at almost chance level (see Fig. 4.5). When a standard CNN was used
for classification, we achieved a slightly higher median accuracy (80.3%) which was not significantly
different to that of hemCNN, 77.7% (Kruskal-Wallis, Tukey corrected test, p > 0.05). However, in
contrast to hemCNN, the standard CNN architecture does not guarantee that the classification is due
to interhemispheric differences. Moreover, the standard CNN does not allow to trace back each hand
output activity unequivocally. Instead, in the standard CNN, these activities are sparsely distributed
across the different filters and fully connected units. These two aspects defeat the application of
standard CNN to prove our neuroscientific hypotheses. Namely, that (1) interhemispheric differences in
HR are related to hand-specific cortical representation measured with fNIRS, and (2) that the decoder
can be fully interpretable. We did not include the standard CNN in the principal analysis for these
reasons. Nonetheless, improvements in the decoding accuracy can be expected if architectures with
more parameters are used. In summary, our analysis demonstrates that interhemispheric differences

in fNIRS signals exist across hands but require appropriate feature learning to be detected.

HemCNN provides a physiological interpretation We designed hemCNN to be interpretable,
i.e. it allows us to open the black-box models used and physiologically interpret the learned features.
We found that the hemCNN mostly learns to detect the simultaneous increase of HbO and decrease of

HbR (Fig. 4.6A), which hereafter we refer to as “HbO/HDbR functional signature”.

Moreover, the low CF1 filter response for HbR delays of more than 2s (Fig. 4.6A) suggests that
hemCNN filters out systemic artefacts. This response is in line with previous work associating systemic
artefacts with that range of HbR delays (Boden et al., 2007), and justifies the use of both measures
(beyond mere physiological interest) to improve the interpretability of functional activations regardless
of systemic variations, without the need to invest in additional short-distance channels (Zhang et al.,

2009; Gagnon et al., 2011).

The use of only one HbR in the input led to a drop of the decoding accuracy (Fig. 4.5) that is in
line with previous studies showing that HbR changes are generally less consistent across subjects than

HbO (Maki et al., 1996; Miyai et al., 2001).

Further exploration of the learned HbO/HbR features (detected by the first convolutional filter) in
the input layer reveals that the HRs are sparse in time across trials (Fig. 4.7A, row 2). The time

compression effect of the two subsequent convolutional filters enables the temporal structure to be
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preserved across trials and results in higher correlations at the population level (Fig. 4.7A, rows 3 and
4). While most studies resolve the hemodynamic response in the 0.01-0.3 Hz band we can increase the
resolution to ~ 0.7Hz (Fig. 4.7A, row 3), which is similar to the estimated auto-regulation constant of

the HR balloon model (0.65s7! (Buxton et al., 1998; Friston et al., 2003)).

The detection of the HbO/HbR functional signature and the alignment in time across examples enabled
the last layer to learn channel relationships associated with each hand’s use. Finally, this allowed to
reveal a consistent hand-specific hemispherical activation early at the beginning of the grip (Fig. 4.7A
row 3 and B). This hand specific bilateral pattern becomes more ipsilateral after 9s of hand-gripping.
This kind of ipsilateral activation has been previously observed in strenuous force generation but only
after more extended stimulation periods (> 30s) (Shibuya et al., 2008, 2016). HemCNN allows us to

find similar patterns just after 9s.

HemCNN supports bilateral and hand-specific hemispherical activations Our results can
also be interpreted in the broader extent of motor control. The seminal cortical electrostimulation
study of Penfield and Boldrey (1937) established that the contralateral cortex was directly connected
to the opposite upper limb. This direct connection resulted in the opposite upper limb’s elementary
movements when the contralateral motor cortex was stimulated, which did not happen when stimulat-
ing the ipsilateral motor cortex. Since then, finding contralateral brain activation patterns is customary
in motor control studies. However, these findings did not rule out the possibility of a simultaneous and
ipsilateral activation modulating the contralateral activity during more elaborated movements. Indeed,
virtual lesions in the ipsilateral motor cortex lead to loss of motor performance in the contralateral
hand (Davare et al., 2006). The current opinion gears towards the idea that both hemispheres act
together to produce complex unimanual and bimanual movements (Serrien et al., 2006; Haar et al.,
2017; Ames and Churchland, 2019). Notably, in hand force evoked HRs analysed with fMRI, the
lateralisation is often reflected as a dominant activation during the task rather than an active versus

non-active hemisphere (Ehrsson et al., 2000; Keisker et al., 2010).

In contrast, for fNIRS identifying lateralisation in the HR has been challenging (Shibuya et al., 2008;
Derosiére et al., 2014; Shibuya et al., 2016; Wriessnegger et al., 2017). The literature points at the
effects of systemic artefacts (Tachtsidis and Scholkmann, 2016; Caldwell et al., 2016; Pfeifer et al.,
2018) and to differences in the motor tasks as reasons for the lack of specific hemispheric patterns. In

the first place, the extent of muscular mass involved in the task seems to have a role. More significant
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amounts of muscular fibres recruited in tasks involving whole hand grips seem to evoke more global
responses (Shibuya et al., 2008; Nambu et al., 2009; Holper et al., 2009; Derosiére et al., 2014; Shibuya
et al., 2016) compared to tasks recruiting a reduced amount of muscles in finger pinches (Nambu et al.,
2009) or no muscular mass at all in force imageries (Coyle et al., 2004; Sitaram et al., 2007) that
evoke more contralateral responses. In terms of the HR time-resolution during hand grips, a 180s long
force-ramp grip task allowed Shibuya et al. (2008) to find an early (100 — 180s) contralateral and a
delayed (130 -180s) ipsilateral activation. In contrast, more recently, Derosiére et al. (2014) could not

identify such timed lateralisation differences during a shorter (30seconds) steady grip.

We argue that the lack of such timed lateralisation patterns in the previous studies, with slower hand
contractions than ours, is not only a consequence of systemic artefacts as previously suggested (Pfeifer
et al., 2018). It is also a consequence of using linear or quasi-linear methods that find differences using
steady or fixed descriptors of the hemodynamic response (e.g. amplitude or canonical responses, re-
spectively). The drawback is that these descriptors are likely to be modulated by the task (Leff et al.,
2011), but conventional methods fix them instead of adapting them to the actual HR shape (Abdelnour
and Huppert, 2009). We show how hand-specific hemispheric temporal patterns can be resolved for
lateralised and fast hand grips using a data-driven non-linear method. Our hemCNN method simulta-
neously optimises the localisation of hemodynamic response transients, their time alignment, and their

channel relationship.

Limitations We demonstrate that hemCNN is particularly suited for interpretation, which other
CNN approaches fail to provide (Hiwa et al., 2016; Trakoolwilaiwan et al., 2017; Ghonchi et al., 2020).
In particular, hemCNN captures functional HbO/HbR signatures and interhemispheric differences.
However, we note that our approach’s implementation is limited to binary classification tasks aiming at
finding such interhemispheric differences. In hemCNN;, each output unit is exclusively informed by each
hemisphere in a comparative way, resulting in only two possible outputs. Since each output represents
a different class, only two classes drive the differentiation of hemispheric activities. If one wanted to
find hemispheric differences across a greater number of classes, modifications in the architecture would
be required. A potential modification would be to use as many hemCNNs as classes we need. Each
hemCNN would be trained at the same time to predict the absence or presence of a particular class.
Nonetheless, the way in which the dropout is designed should reflect in the presence of several classes
and adapted adequately, so there is a balanced reflection of each class on each hemisphere. Additionally,

we cannot discard that the visual stimuli might have been driving the response. However, we consider
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this unlikely given the hand-specific topographical around C3 and C4.

Throughout the present work, we showed how the potential power of generic CNNs was tailored to
particular research hypotheses with interpretability in mind. We expect that our work will facilitate
the analysis of fNIRS aiming at finding hemispherical roles in the performance of complex tasks. It

also has the potential to inspire further exploration of interpretable artificial neural networks methods.

4.5 Conclusion

We introduced an interpretable CNN based method to temporally and spatially resolve cortical Haemo-
dynamic Responses (HRs) during a motor task that evokes highly variable ones. Our results can be
interpreted in the light of current fNIRS results for similar but less dynamic motor tasks. For a
neuroimaging technique that delivers hemodynamic responses modulated by the task frequency, com-
plexity and invested effort and that are affected by systemic artefacts, the hemCNN method offers new
analytical and decoding opportunities. Our results suggest that lateralisation features could be present
in the cortex for all sorts of motor tasks but that the complexity of the HR hinders the conventional
methods’ ability (often linear) to resolve it. In particular, hemCNN can be directly applied in real-time
analysis since the convolutional operator is invariant to time translations, differences are found across
time-samples and channels, and there is no baseline correction or strong preprocessing other than the
z-scoring of the fNIRS example. This makes hemCNN appropriate not only for offline neuroimaging
but also for BCI paradigms. In the first case, it can be useful for group studies where models of the
HR are not accurate due to abnormal function, such as in stroke. In the second, it can be beneficial
for rehabilitation or assistive BCIs where the response of the BCI needs to be decoded from the users’

attempts of producing force.



Chapter 5

HY GR11P: Multimodal full brain-muscle

characterisation of bimanual glrip1

5.1 Introduction

Brain-Computer Interfaces (BCIs) are communication systems that bypass the natural nerve-muscle
communication pathway. They directly exploit brain signals to communicate with the environment
through a mechanical device. This kind of interfaces offer new opportunities for people with disabilities
to assist (Onose et al., 2012), rehabilitate (Daly and Wolpaw, 2008; Soekadar et al., 2011; Enriquez-
Geppert et al., 2013; Ang et al., 2015) and even restore (Bouton et al., 2016; Ganzer et al., 2020) their
motor control. This is particularly important for the hands, which we constantly use to interact with
our surroundings. Among people with tetraplegia, hand function is the most desired motor ability to
recover (Anderson, 2004; French et al., 2010). Additionally, after stroke, targeting hand force during
rehabilitation leads to longstanding improvement of hand function (Canning et al., 1999; Ada et al.,

2006).

Indeed, force generation is essential in our physical interactions (Westling and Johansson, 1984; Ostry
and Feldman, 2003). From a functional perspective, force enables us to stabilise the dynamic loads of
our naturally unstable interactions with the environment and tools (Franklin et al., 2003; Faisal et al.,
2010). We also need to regulate our force output to manipulate fragile and plastic materials. Even

from an aesthetic point of view, force allows us to imprint character when playing musical instruments.

'Ortega, P., Zhao, T., & Faisal, A. A. HYGRIiP: Full-stack characterisation of neurobehavioural signals during a
bimanual grip force tracking task. In review with Nature Scientific Data.
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Moreover, from a social perspective, we enrich our non-verbal expression by applying different degrees
of force, for example, during a hand-shake. Additionally, the brain signals controlling the modulation
of force output are naturally occurring in the cortex (Cheney and Fetz, 1980). Understanding how

these brain signals modulate the force output might open new venues for BCI continuous control.

As a result, the study of force has received much attention in BCI. Especially, the invasive BCI field
has achieved important milestones in understanding (Phillips, 1977; Cheney and Fetz, 1980; Porter
and Lemon, 1993), decoding (Carmena et al., 2003; Chhatbar and Francis, 2013) and even restoring
(Bouton et al., 2016; Ganzer et al., 2020) the generation of force. However, their application is still
limited by the need to undergo surgeries, and many of their target users cannot afford surgery due to

its cost or health complications.

In contrast, non-invasive approaches —a completely safe and cheaper alternative— have only made
moderate progress in force decoding (Nambu et al., 2009; Pack et al., 2019; Hayashi et al., 2019). One
of the reasons explaining this is the lack of understanding of how non-invasive brain signals modulate

force (Wriessnegger et al., 2017; Paek et al., 2019).

In this sense, data-driven approaches might offer new opportunities in finding the non-invasive brain
signal features that improve force decoding. We have already shown how hemCNN, a CNN approach for
fNIRS processing (Chapter 4), enables the analysis and decoding of haemodynamic cortical responses
during force generation. In particular, we showed that an appropriately designed data-driven technique
unlocks fNIRS to be used to study strenuous force generation, where conventional linear approaches
failed. In addition to fNIRS, previous research has also shown the advantages of combining fNIRS
with EEG to improve the decoding of motor variables (Hansen et al., 2014; Yin et al., 2015; Chiarelli

et al., 2018; Ghonchi et al., 2020).

However, non-invasive multimodal research has yet to explore the continuous generation of force. In
part, this is due to the lack of suitable multimodal decoding methods (Yin et al., 2015). Moreover,
most non-invasive studies only focus on the unilateral motor control, i.e. control exerted with either
the right or left hand (e.g. Nambu et al., 2009; Wriessnegger et al., 2017; Pack et al., 2019; Hayashi
et al., 2019). To the best of our knowledge, the study of force control with both hands simultaneously

during dynamic force generation is yet to be investigated using non-invasive multimodal approaches.

Here, we present HYGRIiP: A ready to use dataset for the study and decoding of bimanual dynamic

force generation (summary of characteristics in Table 5.1). HYGRIiP includes multimodal brain signals
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dataset N DWT |[h] trials task conditions available at

H@Yé) 9 9.4 1350 bimanual 5 contraction targets  data/repo
GR! P

ERY% 14 2.8 328 L/R unimanual 2 (left/right hand) data/repo

Table 5.1: HYGRIiP and HYGRIP short comparative. N stands for “number of subjects” and DWT [h] for the “data-
worth time in hours”, i.e. the total amount of hours that contain exploitable data. In HYGRIiiP, both hands are
used simultaneously to generate dynamic force, introducing the exciting problem of 2 simultaneous DoF control in non-
invasive BCI. As a reminder, HYGRIiP consists of a unimanual task where the left /right (L /R) hands are used in different
trials. The “i” character in HYGRIiP and HYGRIiP and their logos represents the human arm and visually conveys the
simultaneous use of one or two hands, respectively. The repositories digest the raw data into a format that makes it
suitable for immediate use by machine learning engineers (Lawrence, 2017) who do not need to go through a lengthy
cleanup and reshaping process.

in the form of co-aligned EEG and fNIRS signals. We also include continuous motor behaviour signals
using bilateral forearm EMG and bimanual isometric force signals. Especifically, the task used in
HYGRIiP requires both hands to be used simultaneously. We design hand specific target profiles that
participants need to track with each hand at the same time. In particular, we make both hands to be
active or relaxed at the same time. It is only during the contraction that each hand follows a different
force trajectory. In this way, we aimed to evoke hand-related cortical activations only as a result of

the dynamic contraction generated by each hand.

HYGRIiP opens up an interesting question in the non-invasive BCI field. Namely, with this dataset,
we interrogate the possibility to control 2-DoF simultaneously, i.e. one per hand. To date, non-invasive
BCI only achieves different degrees of freedom by sequentially controlling each of them via discrete
EEG events (Wolpaw and McFarland, 2004; Royer et al., 2010; Meng et al., 2016). This means that
a user needs to wait to finish controlling one degree of freedom to act on the next. Consequently, the
time that a user needs to complete a task is much higher than if the user could operate both DoF at

the same time, which is the case introduced in this new dataset.

With HYGRIiP, we aim to inspire and stimulate the development of advanced multimodal BCI tech-
niques for the decoding and study of bimanual dynamic force generation. This will facilitate the
development of suitable machine learning techniques for the exploitation of multimodal measures. We
believe this will advance the use of multimodal BCI with the ultimate goal of improving the autonomy

of people with disabilities.


10.6084/m9.figshare.13643243
https://gitlab.doc.ic.ac.uk/bbl/hygrip2
https://figshare.com/s/00507be12a74f233be0d
https://gitlab.doc.ic.ac.uk/bbl/hygrip.git
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Figure 5.1: A (Left) Experimental setup with visual feedback. (Right) Schematics of the task contraction targets and
visual feedback. The grey rectangle width indicates the force to be applied with the left hand and the height, the force
to be applied with the right hand. Below, a schematic example of the task with force trajectories for the left (blue) and
the right (red) hands. Maximum contraction is set to 25%MVC and the minimum to 10% MVC. B The layout of the 5
conditions used for the experiment. The task is presented with thicker and darker colours overlaying the executed forces.
The presented behavioural results belong to subject Q. C A subject’s full-stack of neurobehavioural data (10s, selected
channels per modality for readability) as coming out of the respective devices, i.e. not preprocessed. (Top-bottom)
Force produced by subject’s right and left hands; EMG channels from right and left forearm; EEG channels; Oxygenated
Haemoglobin (HbO); Deoxygenated Haemoglobin (HbR); EOG with 4 eye blinks. Units in the bottom x-axis and each
corresponding y-axis.



118 Chapter 5. HYGRIiiP: Multimodal full brain-muscle characterisation of bimanual grip

5.2 Methods and materials

5.2.1 Participants

Nine (N =9, anonymised IDs from “O” to “X”) healthy, right-handed volunteers participated in this
dataset production. As for HYGRIiP, handedness was confirmed by the Edinburgh inventory (Oldfield,
1971) for all participants. No participant reported a history of neurological, cardio-respiratory or
physical disorders. Imperial College Research Ethics Committee approved all procedures, and all
participants gave their written informed consent. The experiment complied with the Declaration of

Helsinki for human experimentation and national and applicable international data protection rules.

5.2.2 Motor control task

In HYGRIiP, the motor task consists of a bimanual isometric hand-grip with 5 different conditions.
Each condition consisted of 10s duration trials where the participants had to track a force with each
hand. In condition 1, both hands had to produce the same flat level of contraction for the trial duration.
In the remaining 2nd to 5th conditions, each hand had to track a variable contraction trajectory as

shown in Figure 5.1.

Participants sat down in front of the computer screen, delivering visual feedback. Their arms remained
naturally hanging straight down, and force-grip sensors were placed within their immediate reach on
both hands. Before the start of the experiment, the Maximum Voluntary Contraction (MVC) was

recorded and used to calibrate each hand’s contraction to deliver the contraction targets of each task.

The level of contraction was guided by a grey square placed at the centre of the screen. The square’s
width defined the contraction that needed to be produced by the left hand and the height that to
be produced with the right hand. The actual levels of contraction produced by the participants were
fed back on the screen using an equivalent square with the actual contraction levels instead of the
target ones. The feedback rectangle was set with 0.5 transparency, allowing the subjects to see the
target rectangle. This rectangle was colour coded, so it turned green when subjects stayed in the
+10% error range from the target and red otherwise (Fig. 5.1A left). The level of contraction during
condition 1 was set to 17.5% MVC. For conditions 2-5, the highest level of contraction was set to
25% MVC and the lowest to 10% MVC. Both hands’ trajectories were designed to have an average

17.5% MVC contraction, as in condition 1. The trial’s start was indicated with a “beep”, and for the
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first 2s of conditions 2-5, the target indicated a flat 17.5% MVC that the subjects aimed to reach
before the dynamic part of the task started. All participants did a balanced amount of 30 trials per
condition, except two participants who were too tired to perform the last block and requested to stop
the experiment. Conditions were pseudorandomised across trials to avoid anticipation and interference
between them. Each trial was followed by a randomised resting period uniformly distributed between
15 and 21seconds, to avoid phasic constructive interference of systemic artefacts, e.g. Mayer waves or

breathing, in the brain responses. The refreshing of the feedback in the screen was set to 100 Hz.

5.2.3 Data collection pipeline & Methods

We used the same setup and recorded the same signals that we did for HYGRIiP (cf. Chapter 3) with
some exceptions. First, we recorded an additional force channel using another grip force transducer
(PowerLab 4/25T, ADInstruments, Castle Hill, Australia) to allow for the left and right-hand grips
to be recorded simultaneously. Second, instead of recording breathing activity, we recorded the skin

hemodynamic activity on the forehead.

The skin hemodynamic activity in the form of HbO concentration changes was recorded using a NONIN
8000R (NONIN, Tilburg, The Netherlands) placed on the forehead sampling at 75Hz. The forehead
was selected as the measurement location for being the closest portion of skin to the scalp with better
access. Nonetheless, the presence of several recording systems in the surrounding area (fNIRS, EEG
and EOG) limited the space on the forehead, which resulted in unstable skin hemodynamic activity
measures for some subjects and sessions. In total, 17 sessions were stably recorded and included in
the dataset. Finally, some of the sampling frequencies were modified. EEG, EMG and EOG were
resampled at 1000 Hz and forces at 200Hz. The rest of the measures were sampled with the same

frequencies of HY GRiP.

5.2.4 Dataset overview

We provide the dataset as a single hard-disk file (HDF) which has undergone very little processing to
avoid biasing future analyses. The companion repository (Table 5.1) can be used to process the signals

with ease.

The dataset file structure follows a tree-like organisation in three levels: subject/condition/measure.

At the subject/condition level, the attributes now include more details on the task and the recorded
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feedback provided at the screen for every frame. For example,

Subject P:
Measure P/1: date events exec_order screen_center
screen_counts screen_frames screen_xpos  screen_ypos

Measure P/1/bhv:  events

Measure P/1/dxy:  events

Measure P/1/eeg:  events

Measure P/1/emg:  events

Measure P/1/eog:  events

Measure P/1/frc: MVC  events

Measure P/1/0il:  events

Measure P/1/0i2:  events

Measure P/1/oxy:  events

5.3 Data validation

5.3.1 Data validation preprocessing pipeline

The following preprocessing was applied to the raw signals in the dataset to obtain the brief analysis
in Figures 5.1 to 5.4 which can be reproduced using the companion notebook. After preprocessing all

signals, epochs were extracted from 2s before the “Go” instruction to 15s after.

fNIRS. Optical intensities were low-pass filtered below 0.25Hz with a 7th order elliptical filter.
Changes in haemoglobin concentration were obtained using Eq. 3.2 (see Chapter 3). Figure 5.2B
shows the average of the HR across all subjects and conditions. As in HYGRIiP, we can see an
apparent increase of HbO and decrease, at a smaller scale, of HbR associated with the onset and end

of the force at 0 and 10s of the task.

EEG. EEG was first downsampled to 250 Hz (with anti-aliasing down-pass filtering). Notch filters
were applied at the mains (50 Hz) and fNIRS (12.5Hz) frequencies and their harmonics. EEG was
finally high-pass filtered above 1Hz using a 5th order Butterworth filter. ICA was then applied to
automatically remove EOG artefacts, rejecting 1 component when the independent EEG component

and the EOG had a correlation above 0.3 in absolute value.

Figure 5.2A shows the averaged spectrogram of the signal in the mu-band (9 — 12Hz). As we can

see, the most obvious feature is the mu-power suppression during movement and its rebound at the
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Figure 5.2: A Cross-subject mu-band spectrogram averaged across right-hand trials time-locked to the 'Go’ cue (¢ = 0s)
of each trial. All conditions are averaged, giving subtle bumps of power changes since each condition has a different force
trajectory to track and force production is not temporally aligned. The most obvious component is the power rebound
once force stops being applied. Something that happens at the same time in all conditions. B Cross-subject average
of HbO and HbR changes across trials. HbO increases during the task, and HbR decreases at a smaller scale. Both
start returning to baseline after the 10s of activity. Units are shown in the bottom-left corner. C Channel layout. The
numbers correspond to the row position in the dataset arrays.
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Condition 1 Condition 2 Condition 3 Condition 4 Condition 5
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Figure 5.3: Cross subject average of the Hilbert power envelope of the EMG for each condition. On average, the power
envelope follows the trajectory of the target forces per hand and condition. As usual, red corresponds to the right hand
and blue to the left.

end of the task (Cochin et al.; 1999; McFarland et al., 2000). In particular, the task has one force
onset followed by a continuous gradation of force that never reaches zero, i.e. relaxation, until the task
finishes and the subject relaxes. Therefore, the re-synchronisation of the neural population is more
evident in the end when the muscle completely relaxes. Nonetheless, traces of periodic increases and
decreases of power can be identified as lighter blue bands during the task (Fig. 5.2A). Note that we
averaged across all conditions. The force trajectories across conditions do not have aligned increases
and decreases of force. This might be reducing the changes of mu-band power related to the task when

we average across conditions.

EMG. The EMG was also first downsampled to 250 Hz and then high-pass filtered above 110 Hz with

a Butterworth filter of order 17th. Figure 5.3 shows the power envelope of the EMG per condition.

Force. The force signal was first resampled to 250 Hz, then band-pass filtered between 0.01 and 10 Hz
with a Butterworth filter of order 3 and then again high-pass filtered with an elliptical filter of order
1 above 0.01 Hz. Drift was further reduced by removing the linear drift per trial. The force measures

were finally converted to contraction values using the recorded MVCs.

EOG. EOG was downsampled to 250 Hz and then high pass filtered above 1 Hz.

5.3.2 Correlations across multimodal signals & validation

Signals were correlated to characterise a “brain and behaviour” structure (EEG, fNIRS, EMG and force

in Fig. 5.4). We computed the correlation in the 2s window around the “Go” signal (Fig. 5.4A) and
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Figure 5.4: Correlation between brain and behavioural measures at difference trial times. Only correlations with p < 0.001
are shown. On the left, the correlation is computed in the [-1,1]s window around the “Go” of the trial. We can observe
a similar correlation structure as in HYGRIP, except that now both hands present high correlation as a result of being
used at the same time. On the right, the correlation is only computed during the task [2,9]s after the “Go”. As we
observed earlier for HYGRIiP, the correlation between the EEG, the force and the EMG is much lower in this interval
than at the beginning of the task. In this case, there is a continuous contraction that only varies in intensity which the
phase of ERDs might not be able to capture due to the continuous nature of the desynchronisation.

can observe a similar ERD (Pfurtscheller and Lopes Da Silva, 1999; Pfurtscheller et al., 2006) in the

mu-band with respect to the initiation of the activity of the EMG and the force.

Compared to HYGRIP (Chapter 3), here, both hands are used at the same time. Consequently, we
now observe the two forces and EMG channels negatively correlating with the mu-band. As advanced
earlier for HYGRIiP, and now showing in Fig. 5.4B, this correlation diminishes during the dynamic

part of the trajectory possibly due to the lack of resolution of the phase change of the ERDs.

We also observe differences in the cross-hand correlation of force and EMG. For the force onset, i.e. the
part of the task when subjects initiate the contraction from a relaxed state (Fig. 5.4A), the correlation
of left and right hand is around r ~ 0.5 for EMG and r ~ 0.7 for the force. For the task’s part restricted
to the dynamic trajectory (Fig. 5.4B) the same cross-hand correlation falls to r» = 0.03 and r = 0.32
respectively, with most of that correlation being due to condition 1. This correlation illustrates how
the task can be separated qualitatively into a “force onset” and “dynamic force tracking” since the
correlation structure of the behaviour changes. In the first case, during the “force onset”, both hands
start producing force simultaneously. In the second case, during “dynamic force tracking” (except for

condition 1), the forces are produced with low correlation and are more independent.

Finally, we corroborate that the skin hemodynamics reflecting the breathing and pulse fluctuations of

blood oxygenation do not have force prediction power (Fig. 5.5). For the 17 available sessions, we
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Figure 5.5: Scalp hemodynamics have negligible force-predicting power. (Left) Z-score of the average contraction (black)
for the left (discontinuous) and right (continuous) hands. Predicted z-score of average contraction from fNIRS in blue
and from scalp skin haemodynamics in red. The contraction decoded from fNIRS signals can capture the increase and
decrease of force while the contraction decoded from skin haemodynamics is flat. (Centre) Distribution of the Fraction
of Variance Accounted For (FVAF) for all trials. FVAF measures the per cent reconstruction of force trajectories. When
using fNIRS (blue), we achieve around a 50% reconstruction of the original force. If skin haemodynamics are used, the
reconstruction is around 0%. (Right) The same can be observed using Spearman’s Correlation Coefficient (SCC) as a
reconstruction metric.

built a linear model decoding the force from the scalp hemodynamics and another one using fNIRS.
We then computed two metrics, FVAF|%] and SCC, that measure the original signal’s reconstruction.
The fraction of variance accounted for (FVAF[%]) represents the original signal’s percentage that the
prediction can reconstruct. A 0% FVAF represents a 0% reconstruction while a 100% means the
signal can be reconstructed entirely. Spearman’s correlation coefficient (SCC) is a robust measure
that computes signals’ correlation when these do not have normal distributions. An SCC close to zero
means that the signals are not correlated. Values closer to 1 or —1 mean that the signals are correlated

or anti-correlated, respectively.

The results indicate that skin hemodynamics have a negligible prediction of force (SCC = -0.07 and
FVAF[%| = -1%) compared to using fNIRS (SCC = 0.5 and FVAF|%]| = 32.5%); prediction [0,14]s
of force profile, Wilcoxon test, p < 0.001, Fig. 5.5). In particular, we can observe how the average
predicted contraction from fNIRS rises after the force onset and decays after the contraction ends. In

contrast, the contraction reconstructed by skin hemodynamics remains flat.

Note that the 17 available sessions have been used to train and test. Hence, the results here should not
be taken as a predictive measure of how well fNIRS can reconstruct force. Instead, these results reflect
the poor force reconstruction capabilities of skin haemodynamics even when overfitting is allowed. In
summary, systemic variations of haemoglobin concentrations present in fNIRS are unlikely to drive the

decoding of force.
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5.4 Conclusion

We have presented here HY GRiiP, an exhaustively collected, compiled and validated multimodal brain
and behaviour signals dataset. In particular, HY GRiiP opens up the challenge for 2-DoF simultaneous
BCI control. To date, non-invasive BCI achieves the control of several DoF by operating each DoF
separately and in sequence, increasing the time needed to complete simple daily tasks. The control of
several DoF is vital for hand forces since many daily tasks involve the bimanual application of forces.
In these circumstances, simultaneously operating 2DoF would significantly reduce the time needed to
complete daily tasks. However, algorithms suitable for the fusion of multimodal brain signals (EEG

and fNIRS) for continuous control are still lacking.

Our task reflects on the simultaneous and continuous control of both hands reflecting into real-world
manipulations (Lima et al.,; 2020; Haar and Faisal, 2020). The ready to exploit data in HYGRIiP is
intended to stimulate the development of these novel machine learning algorithms and advance the
field of multimodal non-invasive BCI algorithms. With HYGRIiP, researchers can seamlessly start
developing their algorithms and analyses straightaway. Our ultimate goal is to help in the collective
effort to deliver a safer and more affordable BCI technology to improve the autonomy of people with

disability.
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Chapter 6

Decoding bimanual force from multimodal
(fNIRS + EEG) non-invasive brain signals

with Deep Learning!

6.1 Introduction

Brain-Computer Interfaces (BCIs) offer an alternative pathway to interact with our environment.
These interfaces are especially relevant for people whose natural ability to physically interact with
their environment has been lost or damaged (Wolpaw et al., 2000; French et al., 2010; Branco et al.,

2019b).

During these mechanical interactions, the decoding of forces is essential for stability, safety, and imprint-
ing character in the mechanical interaction (Xiloyannis et al., 2017; Branco et al.; 2019a). Research in
invasive BCIs has also shown that force decoding can provide more generalisable BCI decoders (Cherian
et al., 2011), specially in changing dynamic conditions (Chhatbar and Francis, 2013). Additionally,
understanding force decoding might offer more intuitive control of BCIs since the signals already exist

in the brain (Flint et al., 2014).

These force decoding benefits in BCI acquire particular importance for the hands. As the specie with

!Published in: Ortega, P. & Faisal, A. A. (2021). Deep real-time decoding of bimanual grip force from multimodal EEG
& fNIRS sensor fusion. In 2021 10th International IEEE/EMBS Conference on Neural Engineering. IEEE. Submitted
as journal article: Ortega, P. & Faisal, A. A. Deep Learning multimodal f{NIRS & EEG signals for bimanual grip force
decoding. Submitted to the Journal of Neural Engineering.

126



6.1. Introduction 127

the greatest dexterity, we spend most of our day interacting with our surroundings using our hands.
Indeed, for completely paralysed people, the hand function’s recovery is the most relevant priority
(Anderson, 2004; Snock et al., 2004; French et al., 2010) and hand force recovery is one of the first
rehabilitation targets after stroke (Ward et al., 2003). Hand force generation needs have been vastly
met in invasive BCIs (Carmena et al., 2003; Bansal et al., 2012; Flint et al., 2014; Naufel et al.,
2019). However, these invasive approaches do not reach most of the potential BCI users. In particular,
invasive BCls require severe surgical procedures that many users are not eligible for or cannot afford.
In contrast, non-invasive BCIs offer a plug-and-play cheaper alternative with zero impact on the users’
health. Nonetheless, compared to invasive approaches, non-invasive BCIs have explored human force

decoding to a lesser extent.

Discrete force characteristics have been decoded from multimodal (EEG and fNIRS) signals. Hansen
et al. (2014) decoded two force levels, 20% and 60% of Maximum Voluntary Contraction (MVC), and
detected force produced with the right foot. Their multimodal approach achieved a 76% accuracy in
foot force detection and an 81% accuracy in force level classification. They also found that the use of
only one modality led to a drop of approximately 10 points of accuracy in force detection with fNIRS,
and a similar decrease for force level classification with EEG. This suggests that {NIRS and EEG
provide complementary information with fNIRS better at decoding force levels and EEG at detecting
force generation. Similar multimodal approaches have been used to classify force imageries showing
increase in classification accuracy compared to the unimodal systems (Yin et al., 2015; Fu et al., 2016).
Altogether, these studies showed that the combined use of fNIRS and EEG provides a significant

advantage in the classification of discrete force characteristics.

Nonetheless, all these approaches based their classification using complete trials instead of classifying
these characteristics each time-step, which would enable a continuous control of a device (Pack et al.,
2019). Indeed, despite the benefits introduced by these multimodal approaches, EEG or fNIRS have
only been separately used to decode continuous force. Nambu et al. (2009) used a linear technique to
regress fNIRS signals to finger pinch forces achieving a FVAF|%]| ~ 45% reconstruction of a smoothed
version of the produced force. However, their approach cannot be strictly considered decoding since
it was not causal and used information in the future for the regression. With EEG, Paek et al.
(2019) decoded hand-grip force trajectories and also reported a modest reconstruction performance
(correlation »~ 0.42). Finally, Hayashi et al. (2019) continuously decoded a three discrete level force

task achieving an adjusted R? of 0.62. Nonetheless, their method required the prior knowledge of
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which two out of the three force levels a user needed to differentiate. Ultimately, they did not show a

way of decoding the three combined levels in a continuous way.

Overall, multimodal or unimodal non-invasive BCIs have only used linear methods to decode force
(Hansen et al., 2014; Fu et al., 2016; Pack et al., 2019; Hayashi et al., 2019). In contrast, invasive
studies suggest that the relationship between the brain signals and the exerted force can be better
captured with non-linear models (Naufel et al., 2019; Fatemi and Daliri, 2020). In this context, Deep
Learning (DL) (LeCun et al., 2015) —a flexible machine learning framework for non-linear modelling—
can introduce further advantages in non-invasive BCI force decoding. It has been shown that DL is a
powerful tool for EEG classification (Schirrmeister et al., 2017; Ortega et al., 2018). Furthermore, in
Chapter 4 we also showed how DL outperforms standard fNIRS processing methods by automatically
finding the best spatio-temporal features of the signal for a force task. In addition to the lack of
exploration of non-linear techniques, non-invasive BCIs have been limited to the decoding of unilateral

hand activities. In contrast, bimanual interactions are more valuable in daily activities.

In this chapter we explore bimanual continuous force reconstruction from multimodal (fNIRS and
EEG) non-invasive cortical signals with DL. We first ask if multimodal signals (fNIRS and EEG)
provide an advantage in bimanual continuous force decoding compared to each separate modality. For
comparison, we used Pack et al. (2019) linear approach to do this. Secondly, we explore DL techniques

to fuse these multimodal signals with different neurophysiological origins (Ball et al., 1999).

Our bimanual task allows us to specifically answer questions about bimanual force decoding in the
continuous case. Namely, we evaluate three decoding performance aspects: (1) force trajectory
reconstruction, i.e. how well the methods can reconstruct bimanual force trajectories from non-
invasive signals; (2) force detection performance, i.e. how well models can detect if the hands are
applying force at each time-step; and (3) hand disentanglement, i.c. how accurate are the models

at distinguishing which hand is producing more contracted, i.e. is more active, at a given time.

In addition to analysing the decoding capabilities, exciting questions are introduced by using a non-
linear decoding method. Previous studies suggested that non-invasive brain signals are not linearly
modulated with force (Pack et al., 2019; Hayashi et al., 2019). We hypothesise that the modulation
of non-invasive brain signals with force might be better captured non-linearly as in the invasive case
(Naufel et al., 2019; Fatemi and Daliri, 2020). Hence, we interpret our non-linear approach to search

for non-linear modulation signatures of non-invasive brain signals with graded bimanual forces.



6.2. Methods 129

6.2 Methods

6.2.1 Participants and task

Nine participants (N =9) were asked to perform a bimanual isometric contraction task. The task used
in this experiment was designed to study muscle-like and high-level characteristics of force control and
their non-invasive decoding (Chapter 5). To do so, we provided the force profile with two characteristics
(Fig. 6.1A rightmost). First, both hands were either contracted or relaxed at the same time. This
allows us to distinguish between a relaxed and contracted state representing a high-level or coarse
force-control state. Second, when the hands were in the contraction state, they had to track five force

profiles (Fig. 6.1A left to right).

The first profile consisted of a constant contraction with both hands and was not used in this study.
The remaining profiles (2 to 5, Fig. 6.1A) required each hand to track a different dynamic force target.
Since each hand tracked a different target simultaneously, this part of the task represents muscle-like
characteristics of force generation. These muscle-like characteristics are specifically associated with

the group of muscles controlling each hand.

In summary, the task’s high-level and muscle-like characteristics allow us to differentiate between re-
laxed and contracted bimanual states. Additionally, since the dynamic part was different for each hand,
the task introduces the challenge of decoding simultaneous and hand-specific hand-grip generation. In
particular, the different way each hand is engaged in dynamic force tracking gives a better representa-
tion of continuous control of force. Altogether, our task represents a controlled way of studying force

generation during bimanual interactions.

The participants received visual feedback on the desired contraction trajectory that they were in-
structed to follow with each hand. Except for condition 1, in which both hands performed the same
force profile, the remaining 2 to 5 conditions required contraction trajectories that were specific to each

hand.

The trials in all conditions lasted 10s, and all participants did 30 trials per condition, except two
participants who were tired to perform the last block. The order of the conditions was randomised,
but each condition was performed in blocks of 30 trials. For conditions 2 to 5, the highest level
of contraction was 25% MVC, the lowest 10% MVC, and contraction average for all trajectories was

17.5% MVC. The trial’s start was indicated with a “beep” sound, and for the first 2s of conditions
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2 to 5, the target indicated a flat 17.5% MVC that the subjects aimed to reach before the dynamic
part of the task started. Fach trial was followed by a randomised resting period uniformly distributed
between 15 and 21seconds, to avoid phasic constructive interference of systemic artefacts, e.g. Mayer

waves and breathing, in the brain responses. The refreshing of the feedback on the screen was set to

100 Hz.

The task and the data used for the decoding experiments come from the Hybrid (fNIRS & EEG)
bimanual isometric Grip dataset (HYGRIiiP) dataset (Chapter 5). All participants were right-handed
and healthy at the time of the study. Handedness was confirmed by the Edinburgh inventory (Oldfield,
1971) for all participants. The Imperial College Research Ethics Committee approved all procedures,
and all participants gave their written informed consent. The experiment complied with the Declaration

of Helsinki for human experimentation and national and applicable international data protection rules.

6.2.2 Recording setup and preprocessig

Twenty four (N = 24) co-aligned EEG and fNIRS channels covered the bilateral sensorimotor cortex
and were used as the brain signals from which to decode the force signals generated with each hand

(see Chapter 5 for details of the recordings and the setup).

The fNIRS signals were recorded using a NIRScout system (NIRx Medizintechnik GmbH, Berlin,
Germany). We used a total of 12 channels per hemisphere (10 sources and 8 detectors in total)

sampling at 12.5 Hz.

EEG was recorded using 24 channels of an ActiChamp amplifier (BrainProducts, Berlin, Germany)
operating at 4 kHz (running software BrainVision, v1.20.0801). EEG was first downsampled to 500 Hz
(with anti-aliasing down-pass filtering). Notch filters were applied at the mains (50 Hz) and fNIRS
(12.5 Hz) frequencies and their harmonics. EEG was finally high-pass filtered above 1 Hz using a 5th
order Butterworth filter. ICA was then applied to remove EOG artefacts rejecting 1 component when

they had a correlation above 0.3 in absolute value.

Two grip force transducers (PowerLab 4/25T, ADInstruments, Castle Hill, Australia) were used to
record the force generated by each hand, simultaneously recording at 1kHz. The force signals were
first resampled to 250 Hz, then band-pass filtered between 0.01 and 10 Hz with a Butterworth filter

of order 3 and then again high-pass filtered with an elliptical filter of order 1 above 0.01 Hz. The
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linear drift was removed per trial, and measures were finally converted to contraction values using the

recorded MVCs before the experiment started.

The recorded data underwent additional processing before the decoding. Optical intensities were low-
pass filtered below 0.25 Hz with a 7th order elliptical filter. Changes in haemoglobin concentration,

were obtained using Eq. 3.2.

The processing of EEG was separated into two different streams, one generating ‘raw’ EEG measures
and the other extracting time-courses of the power and phases of different EEG bands or, as we refer to
them, ‘Hilbert features’ (Fig. 6.1C). These two streams allowed us to compare our algorithms’ decoding
capabilities when using ‘raw’ EEG data or its spectral content per frequency band (‘Hilbert features’).
When ‘raw’ EEG was used in the decoding, the remaining processing consisted of resampling all signals
to 80Hz. Otherwise, the EEG was decomposed in the power and phases of the following frequency
bands as in Paek et al. (2019): delta (1 - 4Hz), theta (4 — 8 Hz), alpha (8 - 13Hz), beta (13 - 30 Hz),
low-gamma (30 —50 Hz), mid-gamma (70— 110 Hz), high-gamma (130 -200) using the Hilbert envelope
method (Oppenheim, 1999) to generate the ‘Hilbert features’. In this case, all signals and the newly

computed EEG ‘Hilbert features’ were resampled to 12.5 Hz.

We also recorded the scalp skin’s hemodynamic activity on the forehead using a NONIN 8000R
(Tilburg, The Netherlands) in 17 of the sessions. The skin hemodynamics reflect the variations of
oxygenated haemoglobin due to the systemic activity (pulse, breathing and Mayer waves) but do not
contain brain hemodynamic responses (Gagnon et al., 2012). We used scalp hemodynamics to confirm

that systemic variations in blood oxygenation at the skin level were not predictive of force.

After preprocessing all signals, epochs were extracted from 4s before the “Go” instruction to 14 s after.

6.2.3 Decoders

We used six different decoders to compare their ability to decode bimanual force from non-invasive
brain signals. In some cases, the decoders’ main difference was the kind of EEG (raw or Hilbert
features) used as input (Fig. 6.1C). Remaining signals, fNIRS and force, always underwent the same
processing independently of the EEG. The only exception was the frequency at which we resampled
the signals so all measures could be aligned in time. All non-raw models used signals resampled at

12.5 Hz, while raw models used signals resampled at 80 Hz.
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Figure 6.1: A Averaged and standard deviation of the contraction values (z-scored) across subjects four the force profiles
used in this study. Both hands contracted (‘onset’) and relaxed (‘end’) simultaneously. B Decoding scheme. C Inputs.
D Models used for force decoding. Modules are colour-coded: convolutional (CNN), exponential linear unit (ELU),
layer-normalisation (NRM), fully connected (FC) and self-attention (ATT). Skip connections represent the activations
that continue deep into the architecture and are also forked to the layers closest to the outputs. The cnnatt module
ends in 20 hidden units in all cases, which then are transformed to 2 outputs using an FC, LSTM or MDN layer. Cnnatt
and cnnatt-mdn were trained and tested with raw and Hilbert features inputs. The remaining models only used Hilbert
features inputs.




6.2. Methods 133

We built these models with increasing complexity. From less to more complex the used models (Fig.
6.1D) were: (1) A linear model, (2) a convolutional neural network with residual modules and self-
attention using ‘Hilbert EEG features’ (cnnatt) or ‘raw’ EEG (cnnatt-raw); (3) the last architecture
using an LSTM layer in the output and only tested with ‘Hilbert envelope features’ (cnnatt-Istm) since
EEG raw features delivered a high sampling frequency that considerably slowed down their training
times and reduced the performance; (4) cnnatt with a Mixture Density Network (MDN) as output

layer with ‘raw EEG’ or ‘Hilbert EEG features’ (cnnatt-mdn-raw and cnnat-mdn, respectively).

Every decoding scheme used 800ms of brain signals history to decode the bimanual force (Figure
6.1B). The exception was cnnatt-Istm since, in theory, the recurrent architecture would allow for
longer memories to be exploited in the decoding. Although most BCI decoders exploiting electrical
signals use memory depths below 500ms (Pack et al., 2019; Hayashi et al., 2019) we increased the
memory to 800 ms. This way, we aimed to better capture the slower fNIRS signals without excessively
increasing the input dimensionality. All inputs were z-scored using the channel-wise average and

standard deviation values computed using the training data.

The decoding (Fig. 6.1B) can be expressed as

£ = (X _s00ms: - X¢) (6.1)

- N s 2 1T
where f, represents the vector of bimanual left (L) and right (R) reconstructed forces f, = [ Jrt, fR,t]

and X, the matrix of {NIRS and EEG features (either ‘raw’ or ‘Hilbert envelope’) at time t.

Previous invasive BCI research suggests that exploiting the task’s temporal structure can be beneficial
in force decoding (Sussillo et al.; 2012; Naufel et al.; 2019). We introduce recurrences in the model
using an LSTM layer designed to capture temporal force dependencies. In particular, for the LSTM
architecture (cnnatt-lstm) the memory-depth can be learned in a more flexible way, emphasised in the
expression via the parameter 7. At the same time, LSTM allows the modelling to depend on previous

decoded outputs f via recurrence,

Fr=d(Xirs s Xo, Frrv s Fit). (6.2)

Finally, the MDN layer was added to cnnatt (cnnatt-mdn) since invasive BCI evidence has reported

improvements by including the variance and covariance structure of the task in the modelling (Sussillo
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et al., 2012; Naufel et al., 2019). The task’s covariance becomes particularly relevant in our decoding
since we aim to decode two hands simultaneously. Indeed, hand activities are correlated during the re-
laxation, onset and end of force generation, and non-correlated or anti-correlated during dynamic force
generation. MDN layers allow the force output to be modelled as a Gaussian mixture. In particular, we
adopted the approach of Graves (2013) and explicitly modelled the bimanual force’s covariance struc-
ture through a mixture of bivariate Gaussians using a maximum-likelihood loss during training. Hence,
the MDN models (cnnatt-mdn and cnnatt-mdn-raw) represent the conditional probability of the force
generated by the two hands given the 800 ms history of brain signals. The MDN were implemented as

the weighted sum of bivariate Gaussians,

p(ft|Xt—800mS’ ey Xt) = Z WgN(fAHi, ag’pg)a (6'3)
J=1

with each bivariate Gaussian N modelled as,

1 —Zy
N(f |l'l’ 7Utapt) = exp[ :|’ <64)
ne 2ot Loty 1 - p? 2(1-p7)
and
B 9 3 2 _ _
7 - (fiL 2Mt,L) , Uer 2ut,R) L P — ) (fer ,Ut,R)‘ (6.5)

Ot L 9t R Ot,LOt,R

Here, L and R indicate the left and the right hand emphasising the bivariate nature of our bimanual
task. Specifically, two bivariate Gaussians (M = 2) were used with the aim to capture correlated
and anti-correlated structures in the force outputs. Finally, the force decoded by cnnatt-mdn and

cnnatt-mdn-raw can be computed as the expected value of the decoded force distribution,

fi=Ep(f|Xi-s00ms, - X¢)]. (6.6)

All models followed the same training and testing strategy. In contrast to hemCNN, where the models
were tested across subjects (Chapter 4), here we train and test models per subject since the relationship
between the brain signal and the hand contraction of subjects with different strengths might not share

a similar mapping.

In order to introduce enough variance in our decoding task, we train and test in all task conditions

presenting dynamic force generation (2 -5 in HYGRIiP). For each subject, we follow a 5-fold training
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approach. Once a fold was left-out for testing, we used a 90% of the remaining data to train the neural
networks and a 10% for validation, while the linear model used 100% of the data for training. We
ensured that the representation of each task condition was balanced across data splits. The validation

data was used to stop the training when the validation did not continue decreasing.

The models using MDN used a maximum likelihood approach for training. The rest used the Mean
Squared Error (MSE) loss between the predicted and the actual force. Once the models finished train-

ing, they were tested, and we gathered these test results across testing folds for statistical comparison.

6.3 Results

6.3.1 Comparison of EEG, fNIRS and multimodal (EEG & fNIRS) performance

in force trajectory reconstruction

We first want to know whether the use of a multimodal (fNIRS & EEG) system brings any benefit in
terms of bimanual isometric force trajectory decoding. To do this, we use the linear method in Paek
et al. (2019). They used this linear method to decode continuous unimanual force from EEG. Here,

we expand their approach to fNIRS and the multimodal system to decode our bimanual force task.

We quantify the decoding performance using two metrics: the Spearman’s Correlation Coefficient
(SCC) (Zwillinger and Kokoska, 1999) (Fig. 6.2B), and Fraction of Variance Accounted For (FVAF)
(Fig. 6.2A) between the reconstructed force trajectories and the corresponding hand real ones. In
particular, FVAF is a more stringent measure than correlation and has been used before to evaluate
force trajectory reconstruction performance (Fagg et al., 2009; Flint et al., 2016; Naufel et al., 2019).
FVAF has values between (—inf,1] with 1 representing a 100% reconstruction and 0 representing a
0% reconstruction, which is as bad as using the average of the actual trajectory as the prediction.
Negative FVAF values are even worse than using the average of the signal for reconstruction. FVAF

can be computed as a percentage using,

>N (yi - ?Jz')Z)
FVAF=100-|1-=—~" """ _|% 6.7
( Zz‘]\il(y’i -7)? ’ (67)

with y; the i*® sample of the real signal, ¢; the corresponding sample of the predicted signal, 3 the

average of the real signal and N the number of samples in the signal. From Eq. 6.7 we can observe
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Figure 6.2: Force reconstruction performance metrics. Error bars represent the standard error of the mean (1020 trials;
Tukey’s honest significance test (wp < 0.05 and ¥p < 0.01). Performances computed between the predicted hand
and the corresponding real hand (plain bars, LL and RR) or the opposite real hand (shaded bars, LR and RL). A
Spearman’s correlation coefficient (SCC) of the linear baseline model for EEG, fNIRS and multimodal measures. (Left)
The multimodal linear system achieves higher SCC than EEG or f{NIRS alone (see Table 6.4). B Ibidem for the fraction
of variance accounted for (FVAF|%]|, Table 6.5). C SCC for each method. The right hand is overall better decoded
than the left (see Tables 6.2 and 6.6). D FVAF for each method. Deep-fusion methods generally outperform the linear
method (see Tables 6.2 and 6.6). E Force detection accuracy (FDAcc) per model. Deep-fusion methods outperforms the
linear method. F Hand Disentanglement Accuracy (HDAcc) per model and their surrogates in grey (see Table 6.2).

that FVAF also has a more direct interpretation in terms of decoding error: Namely, we can interpret
the quotient as an MSE value that is normalised to the actual trajectory variance. In contrast to MSE,

because the quotient is subtracted to 1, the highest the FVAF the better the decoding.

The SCC is defined as the Pearson correlation coefficient between the ranks extracted from the raw

measures g; and y;, respectively ry, and ry;,

soc - vy, ryi) (6.8)

Ory, Ory;
With cov(), the covariance and o the variance of the ranks.

The results of this analysis are shown in Figures 6.2A and 6.2B and Tables 6.5 and 6.4. At the

EEG fNIRS Multim. Max. Increase
SCC  0.597/0.594 0.606/0.642 0.676,/0.698 0.1
FVAF 34/33 38/42 47/50 17

Table 6.1: Cross-subject average of force trajectory reconstruction measures, left/right-hand SCC and FVAF, for the
linear model using EEG, fNIRS or both (multimodal). At the population level and for both hands and measures, the
multimodal approach achieves significant higher performance than either signal (EEG or {NIRS) alone (see Table 6.5).
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population level, the increase of reconstruction performance of fNIRS (SCC = 0.610[L]/0.648[ R];
FVAF[%)| = 38.2[L]/42.3[R]%) and EEG (SCC = 0.606[L]/0.603[R]; FVAF[%] = 34.2[L]/33.9[R]%)
is significantly lower than that of the multimodal system (SCC = 0.677[L]/0.699[R]; FVAF|%| =
46.9[ L]/49.9[ R]%; Tukey’s honest significance test, a = 0.01, Fig. 6.2A). In a per-subject basis, the
multimodal system significantly outperforms both the EEG and the fNIRS signals in 3/18 cases for
SCC (Table 6.4) and 6/18 for FVAF|%]| (Table 6.5).

Finally, using a similar linear model, we predicted the force exclusively using the skin’s haemodynamics
during force generation. The force predicted with scalp hemodynamics was significantly less predictive
of the real force (SCC = -0.07 and FVAF[%] = -1%) than the force predicted with fNIRS (SCC = 0.5;
FVAF|%]| = 32.5%; t-test, pval < le — 6). In particular, force reconstructed from skin haemodynamics

show negligible force reconstruction performances.

6.3.2 Comparison of linear and deep-fusion methods for bimanual force trajecto-

ries reconstruction

Linear models have shown a modest continuous force reconstruction capability from EEG (Pack et al.,
2019) and fNIRS (Nambu et al., 2009). While invasive studies have shown the advantage of adding
non-linearities in force decoding (Naufel et al., 2019) approaches like DL remain to be explored in
continuous force decoding from non-invasive signals. In particular, these approaches might offer ad-
ditional advantages in fusing (deep-fusion) EEG and fNIRS with different physical and physiological

origins (Ball et al., 1999).

To evaluate the decoding capabilities of DL in bimanual force continuous decoding, we focus on three
aspects of force generation. We first evaluate the continuous force reconstruction capabilities (force
trajectory reconstruction). Then, we proceed to identify the aspects of this continuous reconstruc-
tion that are better decoded. In particular, we analyse how well models can distinguish a high-level
force generation characteristic. Namely, how well they can distinguish between a relaxed and a con-
tracted state (force detection accuracy). Then, we introduce a hand decoding specific measure that
measures the models’ ability to detect what hand is being more contracted at each time step (hand

disentanglement accuracy, HDAcc).



138 Chapter 6. Decoding bimanual force from multimodal brain signals with Deep Learning

Force trajectory reconstruction, SCC and FVAF. We now interrogate the capabilities of DL
to reconstruct bimanual force trajectories, particularly how automatic feature extraction methods

compare to using linear approaches.

We show that DL models outperform linear models in terms of FVAF (Fig. 6.2C). In contrast, SCC is
less able to convey these differences (Fig. 6.2D) and most of them are non-significant (Tukey’s honest
significance test, & = 0.05; Table 6.2). Additionally, when the same models extract features from the
raw signals, the performance decreases significantly compared to using the ‘Hilbert features’ (i.e. cnnatt
and cnnatt-mdn respectively compared to cnnatt-raw and cnnatt-mdn-raw; Tukey’s honest significance
test, a = 0.05; Table 6.2). In terms of SCC and FVAF, the right hand is also significantly better decoded
than the left hand by all models (t-test, @ = 0.05). The models’ reconstruction performance is in the

0.65 — 0.72 range for SCC and 47 - 60% for FVAF.

Furthermore, in terms of SCC, all models preserve a significant sensitivity to the hand except for those
using raw measures and the MDN output layer. In terms of FVAF, the only model achieving this is the
cnnatt for the left hand. More importantly, the best performers in terms of SCC and FVAF, are cnnatt
and cnnatt-Istm due to the higher SCC, FVAF, Force Decoding Accuracy (FDAcc) and comparable
Hand Disentanglement Accuracy (HDAcc) to the linear model (Tables 6.6 and 6.2). Howevercnnatt-
Istm seems to saturate to flat values of contractions for the dynamic part of the force generation (Fig.

6.3, column 3).

Although SCC and FVAF are valuable measures to rank decoding performance and test for hand sen-
sitivity, it is hard to picture what is achievable in terms of decoding. Figure 6.3 presents representative
examples for all subjects (rows) and methods (columns). On the other hand, the dynamic part of
the bimanual contraction is only reconstructed in some examples and to a limited extent. While the
reconstruction somewhat captures some of the bimanual dynamics, it struggles to reach the required

amplitudes. We further analyse these aspects in the following sections.

Force Detection Accuracy, FDAcc. Force Decoding Accuracy (FDAcc) measures how well the
models detect that a hand is producing force or is relaxed. For each time step, we consider that the
hands are producing force if the signal is above the threshold separating the two amplitude populations
of forces, low and high levels. The low level represents relaxation (values close to zero). We apply
Equation 4.4 to compute the accuracy, this time using the label 0 for low force level and the label 1

for high force level. We also consider the hand-specificity of this measure. We do this by computing
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Figure 6.3: Representative examples of decoded force trajectories per subjects in columns. The feature most accurately
decoded corresponds to the beginning and end of the contraction for all methods. As reflected by the HDAcc values
the dynamic changes of forces during force production are captured by the linear and the cnnatt methods only to a
limited extent (see Fig. 6.2F and Tables 6.6 and 6.2). In some cases, the profile is more or less well decoded, but the
hand it belongs to is confused. In other cases, the hand is accurately captured, but the amplitude does not reach the
required value. Cnnatt-raw, cnnatt-mdn and cnnatt-mdn-raw notably struggle at disentangling the hands as captured by
the HDAcc measure in Figure 6.2F. We select cnnatt (green column) as the best model due to its balanced performance
between force decoding and hand disentanglement (see main text).
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cnnatt

cnnatt cnnatt cnnatt
cnnatt mdn
Istm raw mdn
raw
L [ R L R L R L R L R
SCC 0.255 0.900 0.900 0.829 0.310
linear FVAF[% 0.576
FDAcc
HDAcc 0.900 0.219
SCC 0.315 0.751 0.900 0.390
cnnatt FVAF[%] 0.507 | 0.785 0.706 | 0.879
FDAcc 0.664 0.900 0.900 0.900 0.900 0.900 0.846
HDAcc 0.279
SCC 0.078 0.900
cnnatt FVAF[%] 0.072
Istm FDAcc 0.636 0.900 0.384
HDAcc 0.782 0.284
SCC 0.060
cnnatt FVAF[%] 0.176 0.086 0.114
raw FDAcc 0.900 0.900 0.900 0.658
HDAcc 0.900 0.486
SCC
cnnatt FVAF[%]
mdn FDAcc 0.765 0.801
HDAcc | 0.900 |

Table 6.2: Summary of bimanual force decoding methods. Green indicates significant better performance of the column
method compared to the row method. Red indicates significant worse performance. Grey indicates non-significant
differences (Tukey’s honest significance test, « = 0.05).

FDAcc between each hand’s predicted trajectory and the actual trajectory of the hand the model was

not trained to decode (Fig. 6.2E).

DL models outperform the linear model in detecting when the hands are producing force (Tukey’s
honest significance test, o = 0.05; Tables 6.6 and 6.2). However, when we use the opposite decoded
hand to detect the force of the actual hand, the levels of accuracy (Fig. 6.2E shaded bars) are similar
to those using the corresponding hand (plain bars in Fig. 6.2E; Table 6.6). We anticipated this since
we designed our task to reflect differences in decoding due to different dynamic force generation per
hand. In particular, we asked participants to simultaneously contract both hands, which explains why
there are no hand-specific differences in the detection of force. From a force detection point of view,

we consider cnnatt-lstm as the best method given its higher FDAcc (Tables 6.6 and 6.3).

Hand Disentanglement Accuracy, HDAcc. We showed that it is possible to reconstruct around
a FVAF ~ 55% (cnnatt) of the force trajectories from multimodal signals (EEG & fNIRS). While the
detection of the onset and end of the force is very accurate (FDAcc > 85%), we observed that the

dynamic part of the force was less well reconstructed, particularly in terms of amplitude (Fig. 6.3).

To have a better idea of the models’ ability to capture hand specific information during the dynamic
part, we use the Hand Disentanglement Accuracy (HDAcc). In particular, HDAcc measures how
accurately the models can decide which hand is producing higher force than the other at each time
step. We apply again Equation 4.4 with labels 0 for the left hand applying higher force and 1 for the

left hand applying higher force. Figure 6.2F shows the average HDAcc achieved by each method.
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The linear and the cnnatt models have significantly higher HDAcc compared to the rest of the models
except cnnatt-lstm (Tukey’s honest significance test, a = 0.05; Tables 6.6 and 6.2). Nonetheless,
cnnatt has a higher HDAcc than cnnatt-Istm. We empirically computed the random level of HDAcc
by shuffling the fNIRS and EEG inputs in the temporal dimension (“surrogates” in Fig. 6.2F). The
empirical random level was situated within the 50 — 51.5% HDAcc range depending on the model,
and only the linear, cnnatt and cnnatt-raw models had significantly higher HDAcc than the random

empirical level corresponding to their models (Tukey’s honest significance test, a = 0.01).

Comparison summary. A summary of the comparison is presented in Table 6.2 for all the methods
and all the scoring measures (Tukey’s honest significance test, a = 0.05). The table shows how cnnatt
and cnnatt-lstm significantly outperform the linear model in at least two scoring measures but perform
similarly in terms of HDAcc. Nonetheless, cnn-lstm does not have an HDAcc significantly higher than

that of its surrogate, and it is lower as that of cnnatt.

The lower HDAcc of cnnatt-Istm is also qualitatively captured in the corresponding column of Fig. 6.3
which shows a relatively flat decoding of the dynamic forces. In addition, cnnatt is the only method
that preserves hand-specificity for both hands in terms of SCC and the right hand in terms of FVAF

(Table 6.6).

Altogether, we consider cnnatt as the most appropriate method to decode bimanual force trajectories
from non-invasive multimodal (fNIRS and EEG) measures while cnnatt-Istm can offer better detection

of forces with less hand-specificity.

Model interpretation The interpretation of the models used to decode force can provide insight
into how the brain controls the generation of force and what features from the non-invasive signals
provide the highest information. We take a double-sided approach. We first perform a sensitivity
analysis to see what features are more important for force decoding in a causal sense. Next, we reveal
the brain activity patterns that the selected model (cnnatt) associates with each hand during force

decoding, also known as task encoding (Weichwald et al., 2015).

Figure 6.4 shows the sensitivity results per feature, hand and performance measure. Our perturbation
approach consists of randomly shuffling an input feature in the time dimension and then measuring
its effect on the decoding. We use the same performance measures as before. In particular, this

test evaluates how important the features’ causal time-course is in decoding forces. To standardise
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Figure 6.4: A B C D Cnnatt sensitivity analysis. A 0% corresponds to the performance when inputs are not perturbed,
and a —100% change corresponds to the performance when all inputs are perturbed. Coloured circles represent mean
values and bars standard error of the mean. We use Tukey’s honest significance test to compare means. In A and B,
EEG is more important than fNIRS. The delta band is more important than any remaining band (t-test, *a < 0.01). E
Linear model and cnnatt sensitivities for each input feature. For visualisation, values are multiplied by —1 and shown in
a logarithmic scale. The horizontal and vertical grey bars represent the same range of sensitivity on both axes. Cnnatt
shows a more balanced performance in EEG and fNIRS (within the vertical grey bar range) than the linear model
(outside the horizontal grey bar range, 20— 90%). Cnnait is also more sensitive than the linear model to the EEG bands
with more saliency, delta, beta and alpha.

the measures, we compute the per cent change in performance with a 0% change representing the
performance of the unperturbed signals and —100% the maximum performance reduction when all
features are perturbed. As we can see, the perturbation of any of the features leads to a reduction
in performance (negative changes) in all measures, providing evidence that the input’s causal order is

essential in the decoding.

Trajectory decoding performance metrics, SCC and FVAF, provide similar results to each other (Fig.
6.4A and B). The perturbation of all EEG features leads to the most significant reduction of perfor-
mance for both measures, except for the right hand for FVAF. For the latter, the change in performance

between EEG and fNIRS is not significant (Tukey’s honest significance test, a = 0.01).

The second most significant reduction in FVAF and SCC is due to the perturbation of {NIRS. Within
the EEG bands, the perturbation of the delta band leads to higher performance reduction, followed by
the beta and then the alpha bands. The remaining bands, theta and all gamma bands have minimal
effect and do not seem to play a significant role in force decoding. In terms of {NIRS, HbR has a more
definitive role in the decoding of force compared to HbO, and the perturbation of fNIRS leads to a
lower performance decrease in decoding compared to EEG. However, this decrease is more notable

when compared to each of the EEG bands. The perturbation of all the signals belonging to the left or
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right hemisphere leads to a similar decoding performance decrease, with no hemisphere seeming to be

more important than the other in providing information for the decoding of force.

The effect of the perturbation of features on the force detection accuracy (FDAcc, Fig. 6.5C) losses
most of the differences found for FVAF and SCC. However, it reveals differences across hands that,
to some extent, could already be observed in FVAF or SCC. Namely, in terms of FDAcc, the per-
turbation of EEG and, in particular, the delta and beta bands significantly worsen the left-hand’s
decoding more than that of the right-hand (t-test, @ = 0.01). The same can be observed when the
signals of each hemisphere are perturbed separately. Regarding force detection, this indicates that the
information available in the left hand is somewhat contingent on the information available for the right
hand. Overall, the detection of right-hand contractions dominates in the brain signals regardless of

the hemisphere and the signal type.

In terms of hand decoding accuracy (HDAcc, Fig. 6.5D), the perturbation of all the EEG bands
together lead to the most significant reduction of accuracy followed by the perturbation of the left or

the right hemisphere (Tukey’s honest significance test, o = 0.01). However, there are no significant

differences between the different bands of EEG and fNIRS.

The previous analysis focuses on measuring cnnatt’s sensitivity to the perturbation of its inputs’
temporal order. It provides evidence that the decoding is causal and sheds some light on the essential
inputs for force decoding. However, it does not reveal much how the brain encodes force generation. To
reveal the temporal and spatial brain dynamics that accompany bimanual force generation, we analyse
the saliency of the inputs (Simonyan et al., 2013). The inputs’ saliency provides a measure of how
important each part of the input is in cnnatt force decoding. Specifically, for a given loss, the saliency
specifies the direction in the input space in which a change would lead to a greater loss decrease. More
precisely, the saliency is the gradient of the model parameters with respect to the loss evaluated at
the inputs values. We compute the saliency for each hand separately in two different ways. The first
computes each hand’s saliency when the evaluated hand produces more force than the other during
dynamic force generation (Figs. 6.5A, B and Fig. 6.7). The second way is related to the saliency
associated with each hand individually, whatever the force the hands generate (Fig. 6.5C and Fig.
6.6).

In Figures 6.5A and B, we can observe the time course of every feature’s saliency during the task. The

peaks are indicated in the figure, and we can observe similar results as in the inputs perturbation test.
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Figure 6.5: Saliency time course. A Mean and standard error of the saliency for each hand associated with each input
modality. B Ibidem for the phases. The saliency has clear peaks at the beginning and end of the dynamic generation of
force in the power and phase features. C Mean and standard error associated with each hand per input modality during
the dynamic part of force generation in decreased order (left y-axis). In the right axis, the percentage of accumulated
saliency is represented. fNIRS corresponds to 25% of the total saliency. A 50% is reached when delta, beta and alpha
power are included. A 75% is reached when the phase of theta, alpha and delta, and the power of low-gamma are
included. Note that fNIRS has higher saliency than any of the EEG bands. However, the saliency of all EEG bands
represents a 75% of the total, with the rest corresponding to fNIRS.
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Namely, for fNIRS and EEG power features, we can observe that the saliency of HbO and HbR is
higher than that of any of the individual EEG features (6.5A). Additionally, among EEG features, we
can observe beta’s higher saliency, then delta and then alpha. These are finally followed by low-gamma,

high-gamma and finally theta power.

Interestingly, this order changes for the phases of the features, with theta phase being more salient
than that of beta, inverting the order of their power saliency (Fig. 6.5B). This saliency order is almost
intact when the saliency is computed during the dynamic part, using the time-steps where the hand
under analysis produces higher force than the other (Tukey’s honest significance test, a = 0.001; Fig.
6.5C). This figure also shows the percentage of total saliency accounted for by each feature. By itself,
fNIRS accounts for 25% of the saliency, which is more than any of the individual EEG Hilbert features.

However, when we put together all EEG features, they account for the remaining 75% of saliency.

The higher saliency associated with EEG than with fNIRS is similar to what the cnnatt perturbation
analysis conveyed. Mainly, that EEG is more important in the decoding when all bands are considered,
but fNIRS alone is more important than each EEG band separately. Interestingly, this is different to
what we observed in the linear model which delivered better decoding accuracy for f{NIRS than EEG
(Figs. 6.2A 6.2B).

In contrast to what happens during the whole task, in the dynamic part, HbR has higher saliency than
HbO. Finally, Figure 6.5C highlights the order of relevance of the features during the dynamic part.
As we said, 25% of the saliency corresponds to fNIRS. A 50% would include delta, beta and alpha
power, and a 75% would also add the phases of theta, delta and alpha, but not beta, and the power
of low-gamma. Following this order of feature saliency, we will next analyse the temporal and spatial

patterns of saliency.

Figure 6.6 shows the topographical distribution of saliency associated with the left and the right-hand
when each hand produces a higher force than the other. The heat-map represents the saliency value
while the blue dots represent channels with significantly higher saliency for one hand than the other

(t-test, a =0.001).

Remarkably, despite the low accuracy in HDAcc, the use of each hand leads to disentangled activity
patterns at the cortical level. Some of the patterns are purely contralateral, others are ipsilateral, and
others show specific bilateral activations. HbR, shows a specific significant contralateral saliency for the

right hand while HbO shows it for the left and somewhat more spread. Delta power shows ipsilateral
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Figure 6.6: Topoplot of saliency associated with each hand during the dynamic part of force generation. The saliency is
computed for each hand, and a t-test is performed to compare the level of saliency across hands for each channel. The
channels with significant higher saliency for one hand than the other are represented in blue, and their saliency included

in the topoplot (t-test, p < 0.001).
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activity for the left and bilateral for the right hand, with delta phases showing stronger contralater-
alisation than the former. Beta power shows a bilateral pattern with ipsilateral frontal projections
and contralateral dorsal projections of saliency. Finally, alpha power shows pure contralateralisation,

similar to low-gamma.

Some of these patterns survive when the saliency is computed for each hand regardless of the force
applied. Figure 6.7 shows the saliency time-course for each feature and associated with each hand
during the task. If we focus on the dynamic part of the task, [2, 10]s, we can see how some of the
patterns identified for each hand in the dynamic part (Fig. 6.6) survive when the saliency is for each
hand regardless of the force it produces (Fig. 6.7). Namely, the contralateralisation of alpha power is
preserved, delta shows a similar bilateral pattern, and beta maintains a bilateral pattern with ipsilateral

frontal projection.

We further inspect the representation of force in non-invasive brain signals in Figure 6.8. We compute
the lateralisation index (LI) of the saliency per pair of symmetric channels around C3 and C4. The
saliency is computed during aligned dynamic changes of force (left-most column, Fig. 6.8) across
conditions and with opposite force trajectories per hand. The figure shows that some channel pairs
and features have a significant modulation that follows the bimanual force generated to a limited extent.
For example, for channel 9, the HbO saliency has a similar modulation as the force generated with an
initial right hemisphere dominance for the left hand (blue), generating more force at the beginning.
This right hemisphere dominance is then followed by a higher left hemisphere dominance for the left
hand when the left-hand force is lower than the right-hand force. We can observe similar patterns for

other features and channels, especially for beta power.

6.3.3 Linear vs cnnatlt comparison.

Finally, we compare the linear and the selected DL model, cnnatt. In particular, we want to understand
how each method exploits the information in the inputs to decode force trajectories. We follow the
same previous time-perturbation analysis and compare the FVAF|%| performance decrease for the
linear and cnnatt models. For readability, we multiply the decrease in performance values by -1 to
get positive values. For a given model, these values represent how much the model’s decoding depends
on a given feature. Specifically, a 0% indicates that the model does not depend on that feature, while

a 100% indicates it depends on that feature to decode the force. The results are shown on the left in
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Figure 6.7: Saliency topoplot associated with each generated force. The saliency is computed using the error associated
with the decoded force, which is more stringent since both forces are used to generate each hand saliency, and differences
across hands emerge only from the different dynamic hand engagement in the task. In contrast to Fig. 6.6, the saliency
here is computed during the whole trial in specified chunks of time. Some patterns observed in Fig. 6.6, in particular,
delta, alpha and beta, can also be observed here.
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Figure 6.8: Saliency average time course during the dynamic generation of bimanual force. The leftmost column shows
the average and standard deviation of the z-score contraction with peaks and valleys aligned. We use the saliency time-
course associated with each shown input (HbO, HbR and delta, alpha and beta power) to compute the lateralisation.
Except for the leftmost column, in the remaining columns, positive y-axis values indicate right hemisphere dominance
(RHD, upwards arrow) and vice versa for the left hemisphere dominance (LHD, downwards arrow). Diamonds represent
significant differences between the lateralisation of the saliency associated with each hand (t-test, p < 0.05). Blue
represents the left hand and red the right hand. In green selected examples.
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Figure 6.4E.

As we can see, cnnatt depends more in EEG and the relevant EEG bands than the linear model,
while the linear model depends more in fNIRS (Fig. 6.4E). The vertical and horizontal grey bars in
the figure are used as visual guides marking the same interval of dependence in both axes (20 — 90%).
For cnnatt, the perturbation of EEG or fNIRS leads to a decrease in force reconstruction within the
range indicated by the vertical grey bar. The opposite can be observed for the linear model, where
perturbations in EEG lead to lower reconstruction decrease than for fNIRS (both outside the horizontal

grey bar interval).

Indeed, the linear model presented a worse decoding with EEG (SCC = 0.606[ L]/0.603[ R]; FVAF|%] =
34.2[L]/33.9[R]%) than fNIRS (SCC = 0.610[L]/0.648[ R]; FVAF|%| = 38.2[L]/42.3[R]%, Tukey’s
honest significance test, o = 0.01, Fig. 6.2A). This indicates that the cnnatt strikes a more balanced

dependence between EEG and fNIRS than the linear model which mainly depends on fNIRS.

Note that the EEG in this case consists of the Hilbert envelopes in all EEG bands, and, therefore, it
includes signals changing at different frequencies. Since the linear model performs worse with EEG
and the cnnatt model not only depends more on EEG but also has a more balanced performance
between EEG and the slower NIRS, this suggests the cnnatt model can improve the fusion of signals

with different time-scales.

6.4 Discussion

In this chapter, we set out to explore EEG and fNIRS deep-fusion to reconstruct bimanual force
trajectories on a time-step basis. To ensure that we exploit brain activities, we rejected ocular sources

of activity using ICA and confirmed the negligible decoding power of skin haemodynamic activity.

We first found an increase of 0.1 SCC and 17% FVAF|%| when combining fNIRS and EEG (Table 6.1),
showing that the linear fusion of multimodal brain signals outperforms each single modality at the
population level. For every subject, the multimodal system led in performance which was significant
in 17% (SCC) and 33% (FVAF|%]) of the cases, corresponding to subjects with balanced EEG-fNIRS
performance (Tables 6.4 and 6.1). In the remaining cases, the multimodal system performed as the

best subsystem but doubled the chances of acquiring valuable signals.

Our results expand previous multimodal work, showing that combining EEG and fNIRS improves the
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classification of force trials (Hansen et al., 2014; Fu et al., 2016; Li et al., 2017). In particular, our
multimodal linear force reconstruction (0.70-0.79 SCC, 30-65 FVAF|%]|) improved previous reconstruc-
tions using EEG (0.42-0.51SCC) (Paek et al., 2019) and was similar to that of a non-causal fNIRS
decoder (32-68 FVAF|%]) (Nambu et al., 2009).

The reconstruction (FVAF|%]: cnnatt 54.9%, linear 48.5%) and force detection (FDAcc: cnnatt 86.3%,
linear 78.9%) were further improved by our cnnatt method, performing similarly in correlation (SCC
cnnatt 0.694, linear 0.688) and hand disentanglement (cnnatt and linear 53.1% HDAcc, Tables 6.2,
6.6). Cnnatt-lstm reached higher reconstruction (60% FVAF|%]) and force detection (87% FDAcc), but
led to lower hand disentanglement (52.3% HDAcc, non-significantly different from that of its surrogates,
Fig. 6.2F, Table 6.2 , 6.6).

Overall, our EEG-fNIRS deep-fusion methods outperformed the multimodal linear fusion. Nonetheless,
the hand disentanglement accuracy was much lower (53.1% HDAcc, 50-51% empirical baseline) than
the detection of force (cnnatt-lstm 87%FDAcc, linear 78% FDAcc, Fig. 6.2E). Additionally, most
saliency corresponded to the initiation and completion of forces (Fig. 6.5A and B), suggesting that
most of the reconstruction gain was due to the ability to detect and model sharp changes of force,
as it has been invasively observed in grasping (Pistohl et al., 2008, 2013). Our deep-fusion approach
(ennatt-lstm, 87% FDAcc) favourably compares to a previous attempt at detecting force in a time-step

basis that achieved a 74.8% accuracy using EEG and a linear decoder (Pack et al., 2019).

Interestingly, although by task design the force detection is not hand-specific (see Table 6.6), when the
delta or beta bands, or the left or right hemispheres, were perturbed, force detection decreased more for
the left than for the right hand (t-test, o = 0.01; Fig. 6.4C). The left hand’s higher sensitivity suggests
that the force generation detection is hand-specific. Additionally, since the left hand was more sensitive
to both hemispheres perturbation, the right-hand seems to be more widespread across hemispheres than
the left. However, while many real-world manipulations require both hands contracting simultaneously
(Lima et al., 2020; Haar and Faisal, 2020), this aspect is rarely tested, and most studies focus on
unilateral tasks (Li et al., 2017; Trakoolwilaiwan et al., 2017; Chiarelli et al., 2018; Khan and Hasan,
2020; Ghonchi et al., 2020). In contrast, our EEG-fNIRS deep-fusion method offers more robust real-

time grasp decoding, reflecting in real-world tasks which need decoders immune to hand cross-talk.

Several reasons explain the better performance of our deep-fusion approach. First, the linear model

performs worse with EEG than with fNIRS (Table 6.1), reflecting on its poor capacity to combine
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the different EEG frequency bands and its greater dependence on the slowest fNIRS signals (Fig.
6.4E). In contrast, cnnatt is more dependent on EEG (Fig. 6.4A and B, 75% of total saliency, Fig.
6.5C) and strikes a more balanced cross-modality dependence than the linear model (Fig. 6.4E). The
different physiological origins of EEG and fNIRS lead to very different signal velocities whose coupling
require extensive feature engineering (Li et al., 2017; Khan and Hasan, 2020). Our deep-fusion method

provides better decoding by automatically finding the best temporal features across modalities.

Second, to further exploit these time-scale differences, we added an LSTM layer to cnnatt. The addition
of the LSTM layer translated into better force detection but worse hand disentanglement. Additionally,
explicitly modelling the bimanual covariance (cnnatt-mdn) led to a reduction of hand disentanglement
(Table 6.2, Fig. 6.2F). We think that these architectures’ internal mechanisms might be biasing the
models to detect the force edges. These edges are shared across hands and might be driving the
gradient through all time-steps during backpropagation through time in LSTM or in the cross-hand

covariance modelling in MDN, masking more subtle hand-specific features.

Third, compared to previous DL classification approaches using raw fNIRS (Trakoolwilaiwan et al.,
2017; Ortega and Faisal, 2021), EEG (Schirrmeister et al., 2017; Ortega et al., 2018; Gemein et al., 2020)
or both (Chiarelli et al., 2018; Ghonchi et al.; 2020), we early realised the benefit of including residual
(He et al., 2016) and attention modules (Vaswani et al., 2017) to reconstruct force in a time-step basis.

Without them, we could not outperform the linear method in any metric.

Finally, using raw EEG reduced the hand disentanglement performance compared to using Hilbert
features (Table 6.2). Raw EEG required a sampling frequency that increased 20 times the temporal
input dimensionality. Since the output is redundantly over-sampled, this raw EEG approach may
require approximately 20 times more examples to start learning temporal features that outperform the

Hilbert transform.

Remarkably, where previous studies were limited to unimanual (Pack et al., 2019) or a left /right sequen-
tial (Nambu et al., 2009) tasks. Despite the limited hand-specificity effect in the decoding (53% HDAcc),

our deep-fusion method can dissociate hand-specific cortical activities during simultaneous hand use.

First, we find a contralateral dominant activation for the left hand in HbO and a similar contralateral
activation for the right hand in HbR ([2, 9]s in Fig. 6.7). These cortical patterns suggest that
the network learns hand-related contralateral activations across haemoglobin types, similar to those

previously found during unimanual tasks (Shibuya et al., 2016; Ortega and Faisal, 2021).
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In the EEG delta band, there is a clear frontoparietal ipsilateral pattern for the left hand that becomes
more bilateral for the right. Since the delta band is the most critical EEG band in our decoding (Figure
6.4E), a dominant cortical representation of the dominant hand might explain why the dominant
hand is generally better decoded than the non-dominant left hand (Table 6.1, 47/50% L/R FVAF[%)]
and 0.676/0.698 L/R SCC). This kind of low frequency frontoparietal bilateral activations have been
previously found in unilateral grasping (Di Bono et al., 2015; Iturrate et al., 2018; Pack et al., 2019).
In particular, the ipsilateral component is more prevalent during fine motor control (Iturrate et al.,
2018), reflecting the activity of a network in charge of modulating efferent motor commands with
sensory afferent information (Olivier et al., 2007; Castiello and Begliomini, 2008; Mulliken et al., 2008;
Andersen and Cui, 2009; Davare et al., 2011). Our bimanual task shows that this kind of patterns
survives during bimanual control, supporting evidence of bilateral hemispheric interactions during
bimanual control (Serrien et al.; 2006) and a dominant cortical representation of the dominant hand

(Volkmann et al., 1998).

Alpha shows a clear contralateralisation (Fig. 6.6 and 6.7), suggesting that during bimanual control
forces mostly rely in the contralateral hemisphere as in the unimanual case (Penfield and Boldrey,

1937; Pfurtscheller et al., 2006).

Beta reveals interesting fronto-parietal patterns across hemispheres (Fig. 6.6 and 6.7). Namely, there
is a frontal projection in the ipsilateral hemisphere and a dorsal projection in the contralateral. While
previous unimanual studies revealed bilateral frontoparietal patterns as separated entities for the dom-
inant hand (Iturrate et al., 2018; Pack et al., 2019), our bimanual task suggests that in beta, these fine
control networks span across hemispheres. Activity in alpha and beta has been previously associated
with top-down control (Klimesch et al., 2007; Fries, 2015; Sadaghiani and Kleinschmidt, 2016). Our
results suggest that beta may also serve a hand coordination function across hemispheres (Serrien

et al., 2006; Ames and Churchland, 2019).

Note that our deep-fusion method mostly relies in the aforementioned delta, beta and alpha bands and
fNIRS for the decoding (Figure 6.4A and B), assigning similar amounts of saliency to each modality
(25% for delta, beta and alpha and 25% for HbO and HbR, Figure 6.5C).

Despite lower saliencies in the gamma band, contralateral gamma activities (Ball et al., 2008) are also
revealed (Fig. 6.6) but do not survive when saliency is computed regardless of the produced force (Fig.

6.7). In general, higher frequencies have lower saliencies (Fig. 6.5C) in line with previous invasive
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research showing that high-frequency bands are more attenuated in EEG (Buzsaki et al., 2012) and

more relevant for sensorimotor feedback (Flint et al., 2016; Branco et al., 2019a,b).

Interestingly, the theta band was the only low-frequency band with more saliency in its phase than
in its power (Fig. 6.6). Theta phase has been related to behaviour monitoring and errors (Wang
et al., 2005; Womelsdorf et al.; 2010) in the medial and lateral prefrontal cortex (Cavanagh et al.,
2009). Here, the left-hand theta-phase saliency is more frontal than the right-hand saliency ([2, 10]s;
Fig. 6.7), suggesting that the left hand is more subject to be monitored, resulting in higher frontal

engagement.

Overall, our results suggest that some unimanual cortical activities are also present in the bimanual
case and can be detected non-invasively with DL. However, differences in cortical resource allocation

for each hand can reflect differences in hand decoding error.

Moreover, cnnatt showed hand-specific lateralised saliencies that followed the time-course of the force
produced by the corresponding hand (Fig. 6.8). These modulation traces suggest that some of the
minor hand disentanglement effects we observed (53% HDAcc, 50 — 51.5% random level) are captured
by the non-invasive techniques and enhanced at the population level. Previous studies discarded the
linear modulation of non-invasive brain signals with force (Paek et al., 2019; Hayashi et al., 2019).
Moreover, invasive approaches provide evidence that neuronal activity is non-linearly modulated with
graded forces (Ethier et al., 2016; Naufel et al., 2019). Our results suggest that these non-linear
modulations could be detected non-invasively but are still impaired by the low SNR of non-invasive
approaches (Ball et al., 2009; Buzsaki et al., 2012). Next-generation non-invasive sensors, combining
photonics, electrical fields and acoustics (Torricelli et al.; 2014; Phan et al., 2016; De Roever et al.,
2017; Tang et al., 2016) could increase the SNR and benefit from the deep-fusion methods that we

here advance to unlock real-time, continuously graded and bimanual control in non-invasive BMI.

6.5 Conclusion

We showed that multimodal approaches, together with DL regression techniques, are valuable tools in
bimanual force decoding. Our results can be extended for BCI force detection decoding and provide
the first step in bimanual force decoding from non-invasive brain signals. We could decode force

generation periods with high accuracy and some force trajectories to a satisfactory extent. However,
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hand-specific muscle-like characteristics of force control remain still challenging to decode in a robust
manner. Nonetheless, we provide evidence suggesting that this kind of information reaches the scalp

even if it is more affected by noise.

Here we demonstrated that a multimodal (EEG and fNIRS) system is better than either of them
separately. We provide additional evidence that hand-specific motor control signals can reach the scalp
in the form of optical and electrical signals. On the one hand, our multimodal results motivate the
development of more complex sensing systems. On the other hand, our DL methods set a benchmark

for multimodal fusion in the context of force trajectory reconstruction.

Altogether, multimodal sensing and DL decoding show a promising combination that can lead to signif-
icant breakthroughs in non-invasive BCI. Indeed, the next generation of non-invasive brain recording
systems is becoming increasingly complex in the physical principles they utilise. These include the
combination of different physical phenomena (e.g. photonics, acoustics and electrical fields), different
physiological phenomena (e.g. respiratory cellular activity, haemodynamic responses) and cerebral
information (i.e. morphology and activity). Since our methods are data-driven and agnostic physical

measures used, they could be easily applied to emergent non-invasive brain function sensing modalities.

Our results support the idea that technical advances in machine learning and multimodal brain-sensing
systems may soon materialise in more robust non-invasive BCI. As in our task, this may allow for
muscle-like and 2-DoF continuous control. Such 2-DoF continuous control could favourably impact
people who have lost bimanual or unimanual hand control. In either case, this control could enable
the recovery of bimanual interactions for people with different degrees of disability. While invasive
approaches have already demonstrated capabilities to do this (e.g. Pistohl et al.; 2008), non-invasive
BCI opens up new opportunities for people who might benefit from a temporary use of the BCI, for
instance, during rehabilitation or ambulatory use (Casson et al.,; 2010), or do not have the means or

are not eligible for costly and hazardous surgeries.

More directly, our results can have their most significant impact in the development of BCIs and robot-
assisted rehabilitation of grip since we provide a robust and interpretable way of decoding hand-grip

detection.
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Supplementary tables

precision [%] sensitivity [%| specificity [%]| F1 score

linear 95.5 86.4 87.1 0.907
cnnatt 96.1 91.4 88.4 0.937
cnnatt-lstm 97.0 _ 90.9
cnnatt-raw 96.7 90.3 90.6 0.934
cnnatt-mdn 96.3 92.1 88.7 0.941

cnnatt-mdn-raw _ 90.1 _ 0.936

Table 6.3: Statistical measures for the binary detection of force (relaxation vs contraction). All deep models outperform
the linear method in force detection (light grey) and have the highest performance (green). In particular, the cnnaté-lstm
presents the highest F'1 score and is the best choice for force detection purposes.

Tukey adjusted p value

Subject  Hand = EEG INIRS - Multim. b oipg EEG Multim.  NTRS /Maultim.

0 Left  0.560 0.495 0.597 0.045 0.351 0.001
Right 0.554 0.557 0.628%* 0.900 0.014 0.019

p Left 0.664 0.621 0.705 0.073 0.088 0.001
Right 0.660 0.658 0.718%* 0.900 0.001 0.001

Left 0.709 0.737  0.767 0.026 0.001 0.094

Q Right 0.698 0.770 0.786 0.001 0.001 0.254
R Left  0.550 0.630 0.647 0.001 0.001 0.585
Right 0.555 0.680 0.689 0.001 0.001 0.895

g Left 0.606 0.580 0.686%* 0.440 0.001 0.001
Right 0.589 0.621 0.690 0.032 0.101 0.069

T Left 0.613 0.523 0.648 0.001 0.270 0.001
Right 0.611 0.534  0.652 0.005 0.200 0.001

U Left 0.619 0.667  0.697 0.001 0.001 0.068
Right 0.612 0.729 0.738 0.001 0.001 0.784

v Left  0.456 0.689 0.697 0.001 0.001 0.862
Right 0.468 0.718 0.726 0.001 0.001 0.882

X Left 0.601 0.488 0.635 0.001 0.312 0.001
Right 0.602 0.498 0.640 0.001 0.280 0.001

POP Left 0.597 0.606 0.676%* 0.369 0.001 0.001
Right 0.594 0.642 0.698%* 0.001 0.001 0.001

Table 6.4: Comparison of SCC force reconstruction mean values (1080 measures) per hand and between EEG, fNIRS
and multimodal (fNIRS & EEG) systems (Tukey’s honest significance test, a = 0.05). In bold, the highest SCC, which
always correspond to the multimodal system. The asterisk (*) indicates where the multimodal system is significantly
better than the EEG and fNIRS systems used separately (Tukey’s honest significance test, o = 0.05). At the population
level (POP), the differences are significant (Tukey’s honest significance test, o = 0.05).
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Tukey adjusted p value

Subject  Hand = EEG - INIRS - Multim. b \ipg EEG Multim. — INTRS /Maultim.
o Left 261 195  29.9% 0.262 0.632 0.038
Right 26.3 253  35.3 0.900 0.107 0.064
. Left 414 37.6  49.8% 0.223 0.001 0.001
Right 425 40.9  52.9% 0.759 0.001 0.001
Left 450 518  56.7% 0.001 0.001 0.023
Q  Right 456 577  61.8* 0.001 0.001 0.035
R Left 204 397  43.8 0.041 0.002 0.584
Right 30.9 450  49.8 0.091 0.001 0.570
g Left  37.0 368  51.3* 0.900 0.001 0.001
Right 34.6 395  51.2 0.121 0.001 0.001
T Left 356 254  41.3 0.007 0.214 0.001
Right 304 248  37.5 0.168 0.058 0.001
v Left  37.8 547 587 0.001 0.001 0.129
Right 38.1 621  64.6 0.001 0.001 0.419
v Left 164 498  49.9 0.001 0.001 0.900
Right 20.2 56.8  57.7 0.001 0.001 0.880
< Left 332 192  38.6 0.001 0.236 0.001
Right 29.2 18.0  34.7 0.001 0.160 0.001
pop et 335 377 471 0.001 0.001 0.001
Right 33.0 416  49.8* 0.001 0.001 0.001

Table 6.5: Comparison of FVAF force reconstruction mean values (1080 measures) per hand and between EEG, fNIRS
and multimodal systems (Tukey’s honest significance test, o = 0.05). In bold, the highest SCC average values. These
highest SCC values always correspond to the multimodal system. The asterisk (*) indicates where the multimodal system
is significantly better than both the EEG and the fNIRS system alone (Tukey’s honest significance test, o = 0.05). At
the population (POP) level the differences are significant (Tukey’s honest significance test, a = 0.05).

Method  Case FDAcc  p-adj SCC p-adj FVAF p-adj HDAcc
linear LL/LR  78.7/78.3 0.704 0.677/0.667*  0.046  46.9/454 0.148 531
RR/RL 79.0/79.0 0.967 0.699/0.684*  0.009  49.9/47.8 0.105
cnnatt LL/LR  86.1/86.3 0.713 0.688/0.669* <0.001 54.2/52.0% 0.018 531
RR/RL 86.4/86.2 0.816 0.699/0.676* <0.001 55.6/54.0 0.084
cnnatt  fL/ftR  87.0/86.9 0.864 0.705/0.692*  0.003  58.6/57.2  0.149 59 3
Istm RR/RL 87.1/87.2 0.807 0.714/0.704*  0.017  59.6/59.3  0.778 '
cnnatt  LL/LR  85.9/87.0 0.099 0.678/0.673  0.342  52.5/52.2 0.834 517
raw RR/RL 87.0/85.6 0.054 0.693/0.686  0.226  54.3/54.0  0.773 '
cnnatt  fL/LR  86.7/86.4 0.732 0.691/0.691  0.997  55.5/55.4  0.885 513
mdn RR/RL 86.2/86.3 0.838 0.709/0.709  0.990  56.7/56.7  0.980 '
cnnatt  LL/LR  85.9/85.9 0.912 0.654/0.654  0.974  49.8/49.9 0.946 51.0
mdn raw RR/RL  86.8/86.8 0.905 0.676/0.676  0.989  51.6/51.5 0.907 '

Table 6.6: Method comparison. The asterisk (*) indicates hand-specific significant differences (t-test, o = 0.05). Metrics
are computed between decoded and real left-hand (LL), decoded left and real right-hand (LR), decoded and real right-
hand (RR) and decoded right and real left-hand (RL). We use the performance to reconstruct the opposite real hand to
test for hand-specific decoding. Cnnatt is selected due to better FDAcc and SCC and FVAF and similar and significant
HDAcc than the linear model.



Chapter 7

Conclusion

7.1 Thesis achievements in context

This thesis’s work focuses on the development of Deep Learning (DL) force decoding algorithms for non-
invasive Brain-Computer Interface (BCI). These interfaces are beneficial for users who have a partial
or complete deterioration of their natural brain-muscle communication pathway (Wolpaw et al., 2000),
helping them to assist (Onose et al., 2012), rehabilitate (Daly and Wolpaw, 2008; Sockadar et al.,
2011) and even restore (Bouton et al., 2016; Ganzer et al., 2020) their ability to interact with the
environment. To put this research in the context of clinical needs, we focused on the generation of
hand forces which is the most missed function among people with Spinal Cord Injury (SCI) (Anderson,
2004; Ang et al., 2015) and the first rehabilitation target after stroke (Canning et al., 1999; Ada et al.,
2006). Mainly, force generation is essential during our physical interactions (Westling and Johansson,
1984; Ostry and Feldman, 2003) and force control allows us to stabilise our manipulations (Franklin

et al., 2003), making them safe and precise (Faisal et al., 2010; Branco et al., 2019b).

As we reviewed in Chapter 2, the opportunities that force generation offers in motor control restoration
and rehabilitation have translated in remarkable progress in the invasive BCI direction, bringing as
closer to understand single-neuron force encoding (Phillips, 1977; Cheney and Fetz, 1980; Porter and
Lemon, 1993), force decoding from neuronal-ensembles (Carmena et al., 2003; Chhatbar and Francis,
2013) and their practical application in human force restoration (Bouton et al., 2016; Ganzer et al.,
2020). While invasive approaches offer fundamental insights on force control mechanisms and their

restoration, they fail to reach most of their potential users due to the cost and risks of the surgeries
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involved (Wolpaw et al., 2006; McGie et al., 2013; Klein, 2016; Burwell et al., 2017).

In contrast, non-invasive BCIs are cheaper and safer to use and do not require surgeries (Wolpaw
et al., 2006). As a consequence, these systems are more suitable for long-term use since they do not
cause neuroglial scarring (McGie et al., 2013; Klein, 2016), and for short-term ambulatory use and
rehabilitation since they can be easily worn and taken off (Silvoni et al., 2011; Kaiser et al., 2011;

Bamdad et al., 2015).

Nonetheless, non-invasive systems have lower SNR than their invasive counterpart (Ball et al., 2009;
Buzsdki et al., 2012). As we identified in our review, fNIRS and EEG, two popular non-invasive
brain-sensing techniques, have been used together in an attempt to increase the SNR (e.g. Wolpaw
and McFarland, 2004; Hansen et al., 2014; Yin et al., 2015; Khan and Hong, 2017) but two challenges
stand on the way of reaching their full force decoding potential. First, the use of fNIRS by itself has
been limited due to the lack of understanding between the Haemodynamic Responses (HRs) it measures
and the generated force (Derosicre et al., 2014; Shibuya et al., 2016; Wriessnegger et al., 2017) and
a majority of methods being based on incomplete fixed models of that relationship (Abdelnour and
Huppert, 2009; Ye et al., 2009; Jang et al., 2009) or requiring additional instrumentation (Zhang
et al., 2009; Gagnon et al., 2011). Second, EEG and fNIRS measure very different physiological
phenomena, mainly reflecting in very different signal time-scales (Hong et al., 2018), requiring an
extensive exploration of the features that can offer the best combination of those modalities (Li et al.,
2017; Khan and Hasan, 2020) and a lack of methods to combine them efficiently (Ahn and Jun, 2017;

Hong et al., 2018).

Interestingly, these two aspects emerge in the context of recent invasive evidence suggesting that the
cortex modulates the generated force in a non-linear fashion (Ethier et al., 2016; Naufel et al., 2019). In
this situation, we identified Deep Learning (DL) —a non-linear automatic feature extractor technique
(Bengio, 2012; LeCun et al., 2015)— as a suitable framework to process and interpret multimodal

non-invasive brain-signals, which we develop and demonstrate in this thesis for the decoding of force.

Consequently, we generated a first multimodal (fNIRS, EEG, force, EMG, EOG and breathing) dataset
reflecting on real-world force generation characteristics, HYGRiP (Chapter 3), that we release to
the public to stimulate the development of fNIRS-EEG fusion algorithms (Ortega et al., 2020). In
particular, previous research has mainly focused on slow paced finger pinches (Nambu et al., 2009) or

force imageries (Coyle et al., 2004; Sitaram et al., 2007) to show lateralisation effects that disappear
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when whole hand grasps are executed (Shibuya et al., 2008; Derosiére et al., 2014; Shibuya et al., 2016;
Wriessnegger et al., 2017). Since the velocity (Obrig et al., 1997; Kuboyama et al., 2005; Leff et al.,
2011) and the intensity (Shibuya et al., 2008; Shibusawa et al., 2009) of hand contractions had already
been linked to increased variability in the HRs detected by fNIRS, we designed a strenuous force task
with high velocity and intensity contractions. We validated the consistency and synchronisation of our
data and confirmed the high variability of the HRs, which we suggest is the result of the stimulation

being faster than the auto-regulation time constant of the HR as in fMRI (Glover, 1999).

Following the inconclusive fNIRS hemispherical lateralisation results during force generation (Shibuya
et al., 2008; Derosiére et al., 2014; Shibuya et al., 2016; Wriessnegger et al., 2017), we benchmarked
conventional methods and our own DL fNIRS processing method, hemCNN, using the fNIRS data in
HYGRIP (Chapter 4). In particular, our hemCNN method outperformed conventional linear methods
using fixed HR descriptors (Ye et al., 2009; Derosiére et al., 2014) thanks to the CNN layers’ ability

to optimise their non-linear filters to HRs evoked during strenuous force generation.

Remarkably, hemCNN was better at generalising across subjects, which is typically avoided in BCI
decoders (Nambu et al., 2009; Hiwa et al., 2016; Trakoolwilaiwan et al., 2017; Paek et al., 2019).
Furthermore, by embedding the lateralisation hypothesis in our hemCNN, we could open the black-
box model and interpret all the layers in our architecture, which other CNN methods do not allow
(Hiwa et al., 2016; Trakoolwilaiwan et al., 2017). Interestingly, hemCNN learned to detect bifurcations
in HbO and HbR as the signatures of cortical activation, allowing for accurate cross-subject detection.
HbR to HbO subtraction (Yin et al., 2015) or separation (IKhan et al., 2018) and early dips in the
HbR concentration (Li et al., 2017; Zafar et al., 2019) had been previously suggested as features that
improved fNIRS classification accuracy. However, these kind of engineered features have been found to
be very sensitive to relative delays between HbO and HbR changes (Boden et al.; 2007) influenced by
systemic Hb variations (Kirilina et al., 2012). Indeed, this sensitivity to delays also led our standard
LIs analysis to be inconclusive in our HYGRIiP data (Chapter 4). In contrast, our hemCNN approach
learned filters that were sensitive to the HbO-HbR, delay and led to the highest activation in the range

of functional neurocoupling delays (1.6 +0.2s; Boden et al., 2007).

Ultimately, the ability of hemCNN to find behaviourally driven and interpretable features allowed us
to find early hand-specific bi-hemispheric activation patterns during force generation that were only
observed on slower and longer stimulations (> 30s; Shibuya et al., 2008, 2016) or were previously inter-

preted as global symmetrical activations (Derosiére et al., 2014; Wriessnegger et al., 2017) in hand-grip
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tasks. In contrast, hemCNN revealed that even though both hemispheres are soon (1.5 -9s) simul-
taneously active, each hand has a specific activation topography on each hemisphere, more evident
around the 10-20 central (C3 and C4) positions above the hands’ nodes. Previous evidence supports
this kind of bihemispheric hand-specific spatial organisation on simpler finger-pinch tasks with slower
time resolution (12s; Nambu et al., 2009) or using invasive approaches (Serrien et al., 2006; Ames
and Churchland, 2019). This thesis reveals this kind of bi-hemispheric engagement with faster time
resolution and during more strenuous tasks. HemCNN'’s full interpretability and adaptive signal pro-
cessing capabilities advance the field of machine learning in neurotechnology and neuroimaging. These
capabilities can have the most significant impact in the analysis of altered haemodynamic function, e.g.
after stroke or concussion, that render HR models (e.g. Buxton et al., 1998, 2004) inaccurate (Pineiro

et al., 2002; Bonakdarpour et al., 2007; Stilling et al., 2019).

While the study of unimanual forces offers essential insights into the relationship of cortical activities
with end-point forces, most skilled real-world manipulations require the simultaneous use of both
hands (Faisal et al., 2010; Lima et al., 2020; Haar and Faisal, 2020). In this sense, from a BCI
perspective, people requiring assistance, rehabilitation or restoration of one or both hands need hand-
specific decoders that can discriminate the activities associated with each hand, avoiding undesired
hand cross-talk effects that would hinder the coordination of the decoded outputs. This kind of
control amounts to enable 2 (one per hand) simultaneous Degrees of Freedom (DoF') in BCI operation.
However, as our systematic review identified (Chapter 2), most force decoding research is mostly
focused in unimanual decoding (e.g. Nambu et al., 2009; Paek et al., 2019; Naufel et al., 2019; Ganzer
et al., 2020). Moreover, the non-invasive BCI approaches that currently allow to operate different
DoF's do so in sequence (Wolpaw and McFarland, 2004; LaFleur et al., 2013; Khan and Hong, 2017).
However, since the user needs to wait to finish operating in one dimension before moving on to the

next, this kind of sequential DoF control translates into longer operation periods.

In Chapter 5, we generated a second multimodal dataset with the particular goal of stimulating the
study of non-invasive bimanual simultaneous control and the exploration of BCI algorithms with 2
simultaneous DoF decoding capabilities. Namely, HY GRiiP’s task required both hands to produce dif-
ferent graded forces at the same time. This hand-specific engagement in the task resulted in interesting
correlation structures between the hands and the fNIRS signals, being weaker for EEG (HYGRIiiP’s
validation, Chapter 5). This kind of correlation builds on HYGRIiP’s observation that fast hand-grips

(>> 1Hz) do not allow cortical neurons enough time to resynchronise before a new desynchronisation
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occurs, which might lead to weaker correlations between dynamic fast force onsets and EEG mu-ERDs
(Chapter 3; Pfurtscheller et al., 2006). However, these correlations are just first-order approximations
that might be unable to capture more complex dependencies between EEG and force generation, as
previously suggested (Pack et al., 2019). In this context, HYGRIiiP opens the exciting question of 2
simultaneous DoF control in non-invasive BCI and offers new opportunities in studying the modulation
of brain signals with force building beyond first-order linear approaches, building on previous invasive
research that suggests that 2 simultaneous DoF is possible (Ethier et al., 2016), and the modulation

is non-linear (Ethier et al., 2016; Naufel et al., 2019).

In Chapter 6 we embarked on HYGRIiiP’s challenges in order to bring surgery-free non-invasive BCIs
closer to the state-of-the-art invasive performance. To improve the lower non-invasive signals SNR
(Ball et al., 2009; Buzsaki et al., 2012), we set out to find efficient ways of combining them. We found
that the linear fusion of EEG and fNIRS results in better decoding performance than either modality
alone, expanding previous research (Hansen et al., 2014; Yin et al., 2015; Chiarelli et al., 2018; Ghonchi
et al., 2020) to the continuous bimanual force reconstruction, which was only addressed before with
EEG in the unimanual case (Pack et al., 2019). Moreover, the continuous reconstruction of bimanual
forces can be improved with our proposed cnnatt deep-fusion architecture. Hence, we expand recent
evidence showing that DL improves the classification of multimodal brain signals (Chiarelli et al., 2018;
Ghonchi et al., 2020) to continuous bimanual forces answering to the need for efficient EEG-fNIRS
fusion methods (Ahn and Jun, 2017; Hong et al., 2018) that do not require extensive feature engineering.
Besides, beyond mere reconstruction performance, we provide different performance measures and tests
to understand multimodal brain signals’ deep-fusion better. While most of the reconstruction originates
in the better ability of DL to detect the application of force, we find that this detection is sensitive of
the hand used, which previous studies could not verify due to the lack of simultaneous bimanual tasks
(Nambu et al., 2009; Paek et al., 2019). Additionally, we observe that the main advantage in using DL
consists in the better exploitation of the rich temporal scales within EEG and across EEG and fNIRS.
By interpreting of c¢nnatt deep-fusion encoding, we offer interesting neurotechnological insights showing
that DL is a useful behaviourally driven neuroimaging tool that allows for the concurrent use of different
brain signals modalities. Indeed, we found hand specific cortical representations of force generation
even during simultaneous hand use, and identifying activity patterns associated with unimanual error
correction (Wang et al., 2005; Cavanagh et al., 2009; Womelsdorf et al., 2010), unimanual top-down
control (hemCNN, Chapter 4; Sadaghiani and Kleinschmidt, 2016; Iturrate et al., 2018; Paek et al.,

2019) and bimanual coordination (Serrien et al., 2006; Ames and Churchland, 2019). Remarkably,
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HYGRIiP’s task allowed cnnatt to reveal first-time evidence of hand-specific traces of non-linear non-
invasive brain signals modulation with force, The existence of such modulation is a longstanding
question for which Paek et al. (2019) could only discard a linear relationship. We offer new analytic
opportunities to resolve this question and suggest that the new generation of non-invasive multimodal
brain senors (Torricelli et al., 2014; Phan et al., 2016; Tang et al., 2016; De Roever et al., 2017) in
combination with our deep-fusion techniques will be closer to achieve the bimanual continuous decoding

performance that BCI users need, exempt from surgeries or invasive implants.

In summary, this thesis offers answers to five fundamental questions. Namely, we have shown: (1) how
fNIRS can be used to physiologically decode motor tasks that challenged conventional approaches when
it is processed with appropriately designed data-driven techniques; (2) that multimodal non-invasive
brain signals (EEG and fNIRS) provide complementary information that improves the decoding of
continuous bimanual force; (3) that DL improves the fusion of brain signals with different physical
origins in a time-step basis; (4) that hand-specific brain encoding can be revealed during simultaneous
hand control processing non-invasive signals with DL; and finally, to a more limited extent (5) that
traces of hand-force modulated brain signals can be captured non-invasively using EEG and fNIRS

and non-linear techniques.

In answering these questions, we opened new venues in which we discussed how the field of non-
invasive BCI decoders for motor control could move forward. Specifically, BCI should be able to decode
continuous variables with two or more DoFs, helping to restore or assist bimanual manipulations at
an appropriate functional level, enabling users to carry out daily activities. As per our results, we
identified that a promising venue is the combination of multimodal brain-sensing technologies with DL

decoders.

7.2 Immediate applications

The contents of this thesis have a range of immediate applications. First, we digested neuroscientific
data and processing pipelines to invite more machine learning experts into the field of neuroscience and
BCI. The HYGRIP dataset can be used to develop decoding algorithms for unimanual strenuous force
decoding. The HYGRIiP dataset can be used to develop similar algorithms for bimanual dynamic force
decoding. Since the datasets share the same brain signals and recording setup, both can be used to

study the transfer of brain function knowledge representations across tasks and subjects (Volker et al.,
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2018; Wei et al., 2021). Namely, in both datasets, force is generated in an isometric way. In one dataset
with each hand in sequence, and in the other with both hands simultanecously. We showed that the
brain activity elicited during bimanual control is not only the sum of both hands unimanual control.
Nonetheless, some of the brain function may still be dedicated to each hand’s individual control even
while they are used simultaneously (Ames and Churchland, 2019), which might be exploited to develop
more sophisticated decoding techniques. In this sense, the datasets in conjunction directly offer an
exciting test-bed to develop algorithms that find brain function signatures that can be transferred

across force generation tasks, subjects and across hands.

HemCNN (Chapter 4) was developed with different fNIRS decoding and processing purposes in mind.
In particular, the interpretable design makes it suited to study HRs in cases where the current white
or grey-box models do not offer an appropriate explanation of the observed data. This was the case of
our strenuous force generation task, for which conventional methods or studies using similar tasks were
unable to find fNIRS hand-specific cortical signatures. Similarly, it is expected that the HR would
not fit the available white and grey-box models in conditions such as internal bleeding, concussion or
stroke (Pineiro et al., 2002; Bonakdarpour et al., 2007). We anticipate that hemCNN can be applied
in these and similar cases to differentiate healthy from unhealthy HRs expanding on previous machine
learning applications for the diagnosis and monitoring of brain diseases (Subhani et al., 2017; Gemein

et al., 2020; Cicalese et al., 2020).

HemCNN can also be applied in hand force rehabilitation therapies (Dobkin, 2005; Xu et al., 2017,
Baniqued et al., 2021). In this case, the hemCNN decoding signal could offer feedback to a user who
is retraining to generate force with the left and the right hand expanding on current neurofeedback
rehabilitation settings (Renton et al., 2017; Wang et al., 2018). The advantage of using hemCNN is
that it might provide a rehabilitation signal that targets the recovery at the cortical level. In this
case, changes in the cortex following rehabilitation may even appear before any behavioural recovery
could be perceived. This capability would be of great value to learn what BCI interventions are
better at providing sooner cortical function rehabilitation or detect changes at the cortical level that
lead to motor function improvements. The early detection of cortical recovery could help to keep
patients engaged and to develop user-adapted and evidence-based rehabilitation therapies (Winstein

and Varghese, 2018).

Chapter 6 directly deals with the continuous control of force with 2-Degrees of Freedom (DoF) in

the BCI context. Methods like cnnatt, or inspired in our work, will eventually unlock the continuous
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control of the forces of two hands actuated simultaneously but independently of each other in BCls.
This simultaneous and independent hand activity decoding will immediately translate on a broader
range of interactions and manipulations that BCI users will be able to perform. Similarly, these

interactions will be more natural since they will be continuous.

As for hemCNN] these results can have implications not only in the recovery of force control but also in
rehabilitation, which currently lacks these type of bimanual interventions (Kantak et al.; 2017; Itkonen
et al., 2019). If the cortical deterioration is not severe and allows patients to generate forces, they can
use the methods we developed and demonstrated to control an assistive robotic device (Itkonen et al.,
2019). Otherwise, subjects with a broken cortico-muscular neural link, would require a generalisable
relationship between force and cortical signals since the force signal could not be acquired directly. In
the most direct case, cnnatt or cnnatt-Istm can be used to build robotic hand-grip decoders (Petkovié
et al., 2012) to assist and potentially rehabilitate hand-grips in subjects who can still perform force
control but who do not perform well enough due to some neurological condition (Rayegani et al., 2014;

Renton et al., 2017; Wang et al., 2018).

Finally, both hemCNN and cnnatt, can be directly applied to neuroimaging and be used as behavioural-
data-driven imaging techniques following bottom-to-top approaches. These approaches could automat-
ically find the cortical encoding of normal or altered (or normal vs altered) behaviours, currently limited
to statistical differences in top-to-bottom approaches (Phillipou et al., 2018), and would benefit from

the interpretability of our approaches (Davatzikos, 2019; Jollans et al., 2019; Kohoutova et al., 2020).

7.3 Future work

Due to our work’s multidisciplinary nature, future directions can be better considered on three levels

bearing in mind that these are very interrelated.

Future work in machine learning At the machine learning level, one of the most straightforward
ways to move forward would be to collect a higher number of trials per subject. However, this will
incur a time expense that not many researchers can afford. Instead, the existing data in HYGRiP
and HYGRIiP can be used to investigate ways to transfer what the models learn in some subjects to
the rest. This cross-data knowledge transfer can be achieved with transfer-learning and meta-learning

techniques (Pan and Yang, 2009; Bengio, 2012; Volker et al., 2018; Wei et al., 2021). In this sense,
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due to its interpretability and lightweight, we believe hemCNN and HYGRIP provide an excellent test-
bed for developing and testing algorithms that represent brain function and analysing how knowledge
representations transfer from one subject to the other. We already offer a baseline for cross-subject

testing, which could be further improved with these transfer learning techniques.

Another attractive venue at the machine learning level is to enable methods to process inputs that
present sparse eventful information in time . For example, signals that sometimes are very informative
about an event but the rest of the time are noise. As we discussed in Chapter 6, brain signals
(in particular EEG) carry most of their information in the form of events that happen sparsely in
time (Vidal, 1973, 1977). The lack of alignment of such events can hinder their detection across
channels and modalities. To some extent, we improved the detection of these sparse events using
a self-attention module in our architecture that allows for their alignment (Bahdanau et al., 2014;
Vaswani et al., 2017). While the previous approaches achieve outstanding performance in Natural
Language Processing (NLP), most of the elements in natural language sequences (i.e. words) have
a specific meaning or add nuances (Chowdhury, 2003). In contrast, as previously mentioned, this is
not the case for non-invasive brain-signals for which informative events could be separated by even
several seconds of non-informative sequences, particularly in EEG (Vidal, 1973, 1977). In this case,
embedding attention into recurrences so that the model can retain informative event across noisy signal
patches could offer new opportunities in aligning events across channels, modalities and also long time

sequences.

One possible way to enable this would be to embed uncertainty in the decoded outputs, i.e. all non-
informative time-steps in the input would output high uncertainty (Sensoy et al., 2018, 2020). We
hypothesise that adding this extra uncertainty dimension would allow the attention mechanism to
focus on aligning cross-modality events that are close in time, and the recurrence, to learn long-term
dependencies on those locally cross-modality aligned events, further improving our results (cnnatt-
Istm). Hence, the architecture would focus more on learning the most informative events, while the

remaining are uncertain.

This mechanism could be enabled at learning time using semi-supervised (Wulsin et al., 2011; Jia et al.,
2014) or meta-learning (Li et al., 2021; Duan et al., 2020) techniques that allow the architecture to
decide what parts of a continuous output, aligned with noisy inputs, should not be taken into account.
Here, gradients would need to propagate only through the time steps that are automatically detected

to be informative, skipping the noisy ones. This skipping mechanism acquires particular importance
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in the multimodal input case, as different inputs (e.g. fNIRS and EEG) can show different times in
which they are informative or not, complementing each other. By enabling the uncertainty mechanism,
a Backpropagation Through Time (BTT) training scheme could also learn flexible and independent

memory depths for each modality without needing to fix them in advance.

Although not included here, we started exploring this venue building from work in synthetic hand-
writing (Graves, 2013; Chung et al., 2017) and uncertainty in neural networks (Sensoy et al., 2018,
2020). We started observing a positive effect of introducing edges of temporal informative events in
the architecture. However, these recurrent architectures are custom made and do not include most
of the optimisations that exist nowadays for off-the-shelf LSTM and similar recurrent architectures in

packages like pytorch and tensorflow, resulting in longer training times.

Future work in neuroscience and BCIs At the neuroscientific level, one interesting question
arising from our work, which could also be enabled by transfer-learning, is the possibility to transfer
one hand control to the other, which has been explored before in fMRI (Haar et al., 2017). This cross-
hand learning would enable people with only one healthy limb to regain control of a non-functional
limb or prosthesis by training an algorithm on the healthy limb. However, to fully enable the missing
limb decoding, the decoder should be made specific of the desired hand as we introduced in Chapters 5
and 6. The HYGRIiP and HYGRIiP datasets can be used for this end. The idea is to find a functional
relationship between the hand in a set of subjects and transfer it to an unseen subject for whom
only one of the hands is used to adapt the decoder to the (virtual) unhealthy hand. The (virtual)
unhealthy hand can be used to test the performance of the decoding. In this sense, using HY GRiiP
in Chapter 6 we provide a benchmark on hand specific continuous decoding and ways to evaluate
the decoding performance. Our results can be directly used as a starting point to develop this kind
of hand-transfer decoding approaches for amputees, for whom plastic changes should be taken into
consideration (Makin et al., 2015). A successful approach in this direction would open the door to
start testing these algorithms in close-loop (only using the decoded signal to control a robotic arm or
similar device to produce force) like recently demonstrated with invasive approaches (Ganzer et al.,

2020).

Behaviourally driven neuroimaging Additionally, the techniques we proposed here could be used

to further analyse neuroimaging data during unimanual and bimanual force production in fMRI studies
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that are affected by similar sources of noise than fNIRS (Heinzel et al., 2013; Tong et al., 2019).
Furthermore, the work presented in this thesis could help study brain function in unconstrained real-
world tasks (Lima et al., 2020; Haar and Faisal, 2020) by allowing the recorded behaviour to drive the

automatic learning of the most relevant cortical activation features.

Future work in rehabilitation with BCIs More directly, the models delivered here can be applied
to the rehabilitation of bimanual control after stroke or brain injury (Dobkin, 2005; Xu et al., 2017;
Baniqued et al., 2021). We provide trained deep models for fNIRS discrete decoding (hemCNN)
and multimodal bimanual continuous force decoding (cnnatt). These models can be used to develop
recovery measures during rehabilitation or create BCIs that assist in rehabilitation exercises using
robots. The most immediate way to achieve this would be to use all the trained models provided as an
ensemble (Dietterich, 2000; Zhou, 2012). In this way, the model ensemble would provide a sample of
decoded outputs that can better characterise their uncertainty, obtaining a more robust way to create
those rehabilitation indicators. Additionally, since hemCNN has straightforward interpretation in all
layers, these new deep features can be explored as new neural markers of hemodynamic activity during
rehabilitation expanding on previous hand-crafted features for this purpose (Venkatakrishnan et al.,
2014) or use them to direct non-invasive brain stimulation during rehabilitation (Takeuchi and Izumi,

2013; Plow et al., 2013) expanding the use of our decoders to the closed-loop case.

Future work in BCI sensors Finally, we believe that new technological advances will soon bring

new opportunities for the research presented here to reach its full potential.

Notably, in contrast to EEG, photonic systems, like fNIRS are yet to reach their physical limit. Indeed,
technical advances keep pushing the limits of non-invasive brain-sensing forward. For example, fNIRS
can obtain tissue depth-dependent optical properties and resolve oxygen saturation indices in the cortex
(Torricelli et al., 2014; Kassab et al., 2018; Lacerenza et al., 2020) and a portable device will soon be
commercialised (Kernel, 2020). Oxygen saturation is an absolute measure of the amount of oxygen in
the blood and is used for diagnostic and critical care (Lange and Tachtsidis, 2019). The availability of
this measure in the brain would allow us to study brain oxygenation differences across activities and

diseases, defining ranges of normality and potentially validating fNIRS as a clinical tool.

Photonics research has also focused on detecting more specific and faster neuronal activities by targeting

molecular activity in the respiratory chain (Phan et al., 2016; Nosrati et al., 2016; De Roever et al.,
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2017; Lange et al., 2018). The respiratory chain takes places in the mitochondria and is in charge of
producing the cells’ metabolic energy. Targeting the respiratory chain activity offers a direct measure
of cellular activity compared to the slow and indirect changes in blood oxygenation after neuronal
metabolic demands (De Roever et al., 2017; Lange et al., 2018). Other approaches combine ultrasound
and photonics (i.e. photoacoustics) and can provide anatomical information apart from haemoglobin
concentration (Xia et al., 2014; Tang et al., 2016; Zhang et al., 2018). Photoacoustics increase the
measure’s spatio-temporal resolution and have been successfully applied in animal models (Tang et al.,
2016; Zhang et al., 2018). Soon these technical advances might translate into more robust and accurate

non-invasive BCI decoders.

Furthermore, more specific neural markers and physical multimodal interactions are being researched
in the photonics field (Torricelli et al., 2014; Phan et al., 2016; De Roever et al., 2017). As it happened
with fNIRS (Ferrari and Quaresima, 2012) and EEG (Casson, 2019), it might be just a matter of
time that these new physical modalities are engineered to offer more stability and repeatability in
smaller devices (Tang et al., 2016). The methods presented here could be easily applied to these
new measures to exploit the faster time-scales and neural specificity that these new physical sensing
modalities promise. Since the methods presented here are data-driven and agnostic of the inputs’
physical origin, they could be applied to any physical modality without difficulty. Besides, we showed
that DL is a valuable tool for the fusion of different measurement modalities for decoding continuous
motor behaviour on a time-step basis. We suggest that the techniques we presented will be very valuable
in exploiting novel non-invasive brain-sensing multimodal techniques accelerating the development of

more robust and versatile BClIs.

These research directions, and others we cannot yet imagine, will soon be a reality for motivated
researchers to embark on. We here provide valuable materials, tools and insights that advance the field
of non-invasive and surgery-free BCI. With these, we contribute to a collective effort that ultimately
aims to improve the autonomy and quality of life of people with disabilities and the development of

accurate and cheaper tools for neurological diagnostics and monitoring.
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Primary motor cortex, 32

Primary sensorimotor cortex, 57
Principal component analysis, 92

Raw signals, 131
Real-world tasks, 151, 168
Rehabilitation, 164
Relevance propagation, 99
Residual layers, 133, 152
Respiratory chain, 169

Sample, 92

Sensitivity, 141

Signal to noise ratio, 41, 43, 51, 159
Somatosensory feedback, 54, 56
Spikes, 49

Strenuous force, 160

Stride, 94

Support vector machine, 63
Surrogates, 141

Systemic artefacts, 40, 41

Task generalisation, 61
Time sparsity, 166
Time-sample, 92
Time-scales, 82

Tonic response, 54
Transfer learning, 163, 165
Trial, 92

Uncertainty, 166
Unimanual, 72

Vasodilatory response, 40

Wearability, 49
Wiener filter, 63
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