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Abstract

Recent advances in machine learning (ML) have led to the widespread

deployment of complex black-box models, raising concerns about their trust-

worthiness. Explainable artificial intelligence (XAI) aims to address these

concerns. Within XAI, counterfactual explanations (CEs) have emerged as a

prominent paradigm, providing insights into how an input must be modified

to alter a model’s prediction. CEs are highly valuable in high-stakes domains

such as finance and healthcare, where they enable algorithmic recourse,

informing users negatively affected by model decisions how to achieve more

favourable outcomes. Beyond fundamental requirements like validity and

proximity, CEs must ideally be plausible and diverse. However, current CE

methods often lack robustness: small perturbations in the generation process

can render a previously valid CE invalid, posing significant deployment risks.

This thesis investigates the robustness of CEs. We define novel forms of

robustness theoretically, characterise scenarios where robustness is lacking,

and introduce methods improving upon the state-of-the-art. Specifically, we

study three forms of robustness: against model changes, input changes, and

model multiplicity. First, we propose a technique to certify CEs’ robustness

against changes in the ML model. We then propose new methods that jointly

encourage provable robustness and plausibility, advancing state-of-the-art

performance across various CE metrics. Next, we address robustness against

input changes, ensuring similar inputs receive similar CEs. We propose a

comprehensive model-agnostic method to achieve this, leveraging a novel

generative model that learns a structured latent space where each class label

is represented by Gaussian components with diverse, prototypical centroids.

Finally, we study CE robustness under model multiplicity, where multiple

trained models may produce conflicting predictions. We formalise this setting

as an ensembling problem and develop a method providing robust recourse.

Collectively, these contributions advance the theoretical and practical aspects

of CE robustness, offering new approaches for building more trustworthy

XAI systems.
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Chapter 1

Introduction

1.1 Motivation and Background

Classification is one of the fundamental tasks in Machine Learning (ML)

and Artificial Intelligence (AI). Typically, a model is trained to assign a

discrete class label to an input data point. Common examples range from

everyday applications such as spam email detection to high-stakes decisions

such as loan approval. The advances of highly complex models, particularly

deep neural networks, have led to state-of-the-art performance but have

also given rise to the “black-box” problem. Namely, the internal decision-

making mechanisms of these models are often considered to be opaque to

human understanding because of their vast parameter spaces. The field

of explainable AI (XAI) has emerged to develop methods that explain AI

models’ classification decisions [42]. The motivation behind XAI research

is often to achieve better trustworthiness for confidently developing and

deploying these powerful tools, with measurable and controllable risks. This

need is also supported by emerging regulations. For example, the European

Union’s General Data Protection Regulation (GDPR) [52], ethics guidelines

[2], and AI Act [43] all advocate for model transparency and a “right to

explanation” for the end users of AI models, showing the legal and ethical

need for explainability.
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Counterfactual explanations (CEs) have emerged as one of the dominant

methods for explaining AI models [78]. For a given input to a ML model, a

CE essentially presents a user with a minimally modified input which results

in a different output from the model, thus revealing how a different outcome

could be achieved if the proposed changes were to be enacted. While they

are sometimes useful for data augmentation [116], model debugging and

improvements [1], in this thesis, we focus on CEs for providing algorithmic

recourse for users (negatively) affected by the decisions of ML models. For

illustration, consider a fictional loan application with features income of

£50K, loan term of 35 months and loan amount of £10K being rejected by

a model. Here, a CE could demonstrate that increasing the income to £55K
would result in the application being accepted. This simultaneously serves

as a local explanation by highlighting the influence of the income feature,

and provides a clear path to recourse.

CEs have been shown to improve human understanding and trust [95], as

they provide information about alternative possibilities that humans can

use to build rich mental representations [25]. Initial approaches to generate

CEs [137, 142] were optimised for validity, i.e., the ability of a CE to correctly

change the output, and proximity, with respect to some distance measure

between the original and modified inputs. Since then, additional metrics have

been proposed (see [56, 78] for recent overviews), such as diversity [99], i.e.,

how widely CEs differ from one another, and plausibility [34], i.e., whether

the CEs lie within the data distribution. To illustrate these properties with

our loan example, the suggestion to increase income to £55K is both valid,

as it flips the outcome, and proximate, as it represents a minimal change. A

method providing a diverse set of CEs might also suggest an alternative CE,

such as “increase the loan term to 40 months”. Finally, these CEs may be

considered plausible because they are realistic financial adjustments, whereas

a suggestion to increase income to an unattainable £500K, while potentially

valid, would be implausible and thus unhelpful.

Given the critical nature of many scenarios in which CEs could be deployed,

e.g., in medical or financial settings, it is of utmost importance that the

recourse they provide is robust to mild perturbations in the CE generation

pipeline. However, recent work has demonstrated that state-of-the-art CE
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methods host major drawbacks when it comes to robustness. In particular,

Pawelczyk et al. [111] showed that popular approaches for generating CEs

may return explanations that are indistinguishable from adversarial examples.

Broadly speaking, this means that CEs are extremely susceptible to small

changes occurring in the setting they were generated for.

In this thesis, we place particular focus on three forms of robustness, namely

robustness against input changes, model changes, and model multiplicity. A

method with poor robustness against input changes might find significantly

different CEs for very similar inputs [5, 86], highlighting an instability in

the generation method. Further, if certain sensitive or protected features

are changed in the CEs for some inputs but not for other similar inputs,

it could also cause fairness issues [127]. While recent research attempts to

address this form of robustness, they lack a guarantee of stability in the CE

generation process [86].

Robustness against model changes considers the cases where changes occur in

the underlying ML model, possibly induced by model retraining with newly

available data. This form of robustness is of critical importance in practice.

Continuing the loan example, assume the bank’s ML model is retrained with

new data, while, in the meantime, the customer has achieved a raise in salary

(to £55K, as prescribed by our example CE). The customer may then return

to the bank only to find that the previously specified CE is now invalidated

by the new model. In this case, the bank could be seen as being responsible

by the user and could potentially be legally liable, risking financial and

reputational damage to the organisation. The quality of such unreliable CEs

is also questionable: Rawal et al. [122] and Dutta et al. [40] have shown that

CEs found by existing non-robust methods are prone to such invalidation

due to their closeness to the decision boundary. In fact, none of the existing

solutions towards this robustness problem provides guarantees of the robust

behaviour of their resulting CEs.

The third kind of robustness we consider relates to a common scenario in ML,

when multiple equally performing models for the same prediction task are

obtained, e.g., when training neural networks with different random seeds.

Model multiplicity (MM) is the situation which arises when these competing
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Figure 1.1: An example where a bank employs three ML models which reject
a loan application by naive ensembling. Existing research ignores the need
for recourse.

models differ in their predictions for the same input. Black et al. [17] argue

that MM is a scenario worth addressing because taking into consideration

the predictions from multiple independently trained ML models could lead

to better-informed decision-making. Consider our loan example and assume

the bank has trained a set of three ML models M1,M2,M3
1 to predict

whether the loan should be granted or not (Figure 1.1). Even though each

model may exhibit good performance overall, their internal differences may

lead to conflicts, e.g., if M1(x) = M2(x) = 0 (i.e., loan rejected), while

M3(x) = 1 (i.e., loan accepted). Existing naive solutions often involve

ensembling, and they tend to ignore the need to provide avenues for recourse

[17]. Traditionally, CE generation methods assume access to a fixed model

prediction, which is not directly available given the potentially conflicting

predictions under MM. Questions such as how to find CEs that are robust

against MM have not been studied previously.

Overall, while CEs are a promising tool for algorithmic recourse, their

practical reliability is undermined by a lack of robustness, an issue that

remains largely underexplored in the literature. As discussed, this is evident

in likely real-world scenarios such as input perturbations, model updates,

and under the phenomenon of MM.

1Technical notations will be formally introduced later in Chapter 2.
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1.2 Thesis Objectives

The main aim of this thesis is to identify key robustness challenges for CEs

and to develop new methods that address them. These methods are designed

to integrate robustness considerations with other essential properties, such

as validity, proximity, and plausibility. The ultimate goal is to improve

the quality of CEs for user recourse, thus enhancing the reliability of XAI

systems that use them. Throughout the thesis, we focus on classification

tasks on tabular data. To achieve this, the thesis pursues four concrete

objectives:

Objective 1: Characterise. To formally define the critical robustness

problems affecting CEs.

Objective 2: Evaluate. To develop novel metrics and frameworks for

evaluating the robustness of CEs.

Objective 3: Guarantee. To propose new methods that can generate

CEs with provable robustness guarantees.

Objective 4: Integrate. To propose new methods that balance these new

robustness properties with existing desirable properties to produce practical

and reliable CEs.

1.3 Thesis Contributions

This thesis makes the following technical contributions to achieve the objec-

tives and to push forward the state of the art in robust CEs:

• Chapter 3: Objective 1. We wrote a systematic survey summaris-

ing the existing forms of CE robustness, including their high-level

definitions, quantitative evaluation metrics, and an overview of the

algorithms for generating robust CEs.

• Chapter 4: Objectives 1, 2, 3, 4. We formally define the problem

of CE robustness against model changes for parametric ML models
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such as neural networks and logistic regression. We then propose

an evaluation method based on interval abstractions of ML models,

implemented via mixed integer programming, to certify whether a CE

is provably robust. We further propose two distinct algorithms to

compute robust CEs. Both methods address validity and proximity,

and one of which additionally incorporates plausibility. To the best of

our knowledge, this work is the first in the literature to advocate and

provide provable robustness guarantees for CEs.

• Chapter 5: Objectives 3, 4. While methods in Chapter 4 separate

robustness certification and CE generation, here we propose a unified

approach using robust optimisation, framing these two objectives as

the inner-level and outer-level sub-problems, solved iteratively. This

method finds provably robust (against model changes), valid, proximal,

and plausible CEs, achieving state-of-the-art performance.

• Chapter 6: Objectives 3, 4. We propose a new CE generation

method, combining two forms of CE robustness (against model changes

and input changes) with most of the existing properties (validity, prox-

imity, plausibility, diversity), while supporting user-specified actionabil-

ity requirements, an additional property of CEs when used to provide

recourse, constraining the allowed feature changes in the resulting

CEs. First, we introduce the Label-conditional Gaussian Mixture

Variational Autoencoder (L-GMVAE), a generative model trained to

learn a structured latent space where each class label is represented

by a set of Gaussian components with diverse, prototypical centroids.

Building on L-GMVAE’s latent space, we present our new CE method

that synthesises entire paths of CE points. Unlike the methods in the

previous two chapters, this new method works on any type of trained

classifiers.

• Chapter 7: Objectives 1, 2, 3. We formally characterise the

problem of providing robust recourse under MM, framing it as recourse-

aware ensembling. We propose the idea that under MM, CEs for each

individual model should be considered alongside their predictions so

that the aggregated prediction and recourse are decided in tandem.

We propose six desirable properties which the solution to this new

27



problem should satisfy. Leveraging computational argumentation, a

subfield of symbolic AI, we develop a new argumentative ensembling

method to satisfy (most of) the properties.

1.4 Thesis Structure

After this introduction, Chapter 2 presents the technical background needed

for this thesis. This includes technical notations for ML classification, basic

formulations of computing CEs, fundamentals of relevant generative models,

and an overview of computational argumentation. Chapter 3 reviews the

current literature on CEs for recourse, discussing methods to address existing

desirable properties, and surveying the state-of-the-art in CE robustness.

Chapters 4 and 5 focus on new methods for robustness against model

changes with formal guarantees. Chapter 6 aims to provide a well-rounded

CE generation method covering most of the existing properties. Chapter 7

studies the novel scenario of providing recourse when multiple ML models

are involved, which potentially give conflicting predictions to the same input.

Finally, we conclude in Chapter 8.

1.5 Thesis Publications

This thesis is based on the following publications:

1. Section 3.2: [67] Junqi Jiang, Francesco Leofante, Antonio Rago,

and Francesca Toni. “Robust counterfactual explanations in machine

learning: a survey.” In Proceedings of the Thirty-Third International

Joint Conference on Artificial Intelligence (IJCAI), pp. 8086-8094.

2024.

2. Chapter 4 [64]: Junqi Jiang, Francesco Leofante, Antonio Rago, and

Francesca Toni. “Formalising the robustness of counterfactual explana-

tions for neural networks.” In Proceedings of the AAAI conference on

artificial intelligence (AAAI), vol. 37, no. 12, pp. 14901-14909. 2023.
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3. Chapter 4 [68]: Junqi Jiang, Francesco Leofante, Antonio Rago,

and Francesca Toni. “Interval abstractions for robust counterfactual

explanations.” Artificial Intelligence 336: 104218. 2024.

4. Chapter 5 [65]: Junqi Jiang, Jianglin Lan, Francesco Leofante, An-

tonio Rago, and Francesca Toni. “Provably robust and plausible

counterfactual explanations for neural networks via robust optimisa-

tion.” In Asian Conference on Machine Learning (ACML), pp. 582-597.

2023.

5. Chapter 6 [73]: Junqi Jiang, Francesco Leofante, Antonio Rago,

and Francesca Toni. “Synthesising Counterfactual Explanations via

Label-Conditional Gaussian Mixture Variational Autoencoders.” In

The Fourteenth International Conference on Learning Representations

(ICLR), 2026.

6. Chapter 7 [66]: Junqi Jiang, Francesco Leofante, Antonio Rago, and

Francesca Toni. “Recourse under Model Multiplicity via Argumentative

Ensembling.” In Proceedings of the 23rd International Conference on

Autonomous Agents and Multiagent Systems (AAMAS), pp. 954-963.

2024. Best Student Paper Runner-Up Award.

7. Chapter 7 [71]: Junqi Jiang, Antonio Rago, Francesco Leofante, and

Francesca Toni. “Argumentative Ensembling for Robust Recourse

under Model Multiplicity.” Under Review, 2025.

8. Implementations and benchmarking results for Chapters 6 and 7 [70]:

Junqi Jiang, Luca Marzari, Aaryan Purohit, and Francesco Leo-

fante. “RobustX: Robust Counterfactual Explanations Made Easy.”

In Proceedings of the Thirty-Fourth International Joint Conference on

Artificial Intelligence (IJCAI), 2025.

Additionally, some other works relevant to XAI and CEs have been published

throughout the PhD, but do not contribute directly to this thesis. These

include counterfactual explainability in large language models (LLMs) for

textual data, interpretability-aided LLM prediction when multiple answers

or models are involved (similar to the MM scenario studied in this thesis),
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Advances in Neural Information Processing Systems 39 (NeurIPS),

2025. [72]
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Veloso. “Interpreting Language Reward Models via Contrastive Ex-

planations.” In The Thirteenth International Conference on Learning
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2025. [102]
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13. Jamie Todd, Junqi Jiang, Aaron Russo, Steffen Winkler, Stuart Sale,
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40th ACM/SIGAPP Symposium on Applied Computing (SAC), pp.

1082-1089. 2025. [136]

14. Devin Thomas, Junqi Jiang, Avinash Kori, Aaron Russo, Steffen
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15. Francesco Leofante, Hamed Ayoobi, Adam Dejl, Gabriel Freedman,
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Proceedings of the International Conference on Principles of Knowledge

Representation and Reasoning (KR), vol. 21, no. 1, pp. 888-896. 2024.
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Chapter 2

Background

This chapter covers the technical background essential for the thesis. Section

2.1 introduces the basic preliminaries for ML classification. Section 2.2

provides an overview of existing CE generation algorithms. Contents in

these two sections will be the underlying problem setting across the thesis

- computing higher-quality CE for classification tasks. Then, Section 2.3

covers the basics of generative deep learning, specifically, the variational

auto-encoders (VAEs). It then introduces an advanced VAE method with

a latent space regularised in the form of Gaussian Mixture Models, which

the methodology in Chapter 6 is based on. Finally, Section 2.4 provides an

overview of computational argumentation, a subfield of symbolic AI that is

a major component of Chapter 7.

2.1 Machine Learning Classification

General Notations. We use [k] to denote the set {1, . . . , k}, for k ∈ Z+. We

use |S| to denote the cardinality of a set S. Given a vector x ∈ Rn, we use xi

to denote the i-th component. Similarly, for a matrix W ∈ Rn ×Rm, we use

Wi,j to denote the i, j-th element and vec(W ) to refer to W ’s vectorisation

vec(W ) = [W1,1, . . . ,Wn,1,W1,2, . . . ,Wn,2, . . . ,Wn,m]. Finally, I(R) denotes
the set of all closed intervals over R.
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ML Classification. Throughout the thesis, we consider a supervised

classification problem. Let X ⊆ Rd be the d-dimensional feature space (the

set of all input features) and Y = {0, . . . , L − 1} be a set of L distinct

class labels. The goal is to learn a classifier, M : X → Y, which predicts

label y ∈ Y for any given input x ∈ X , denoted as M(x) = y. This

model is optimised using a training dataset D composed of N samples,

D = {(x(i), y(i))}Ni=1 ⊂ X × Y.

ML Models. There exist some established algorithms for classification,

which will be used in this thesis. For example, tree-based classifiers learn

a set of explicit, rule-based conditions on the input features. Alternatively,

parametric models are characterised by a set of equations parameterised by a

vector θ ∈ Rdθ , for some dθ > 0. Here, Mθ refers to a specific concretisation

obtained for a given parameter vector θ. Two common examples are logistic

regression and neural networks. We illustrate them with binary classification

(L = 2) in the following examples.

Example 1. Consider an input x ∈ X and assume Mθ implements a logistic

regression classifier, characterised by the following equation:

Mθ(x) = σ

(︄
d∑︂

i=1

θixi + θ0

)︄

where σ is the Sigmoid function. Then, θ = [θ0, . . . , θd], θ0 corresponds to

the bias term.

Example 2. Consider an input x ∈ X and assume Mθ implements a fully

connected neural network with k hidden layers, characterised by the following

equations:

• V (0) = x;

• V (i) = ϕ(W (i) · V (i−1) + B(i)) for i ∈ [k], where W (i) and B(i) are

weights and biases, respectively, associated with layer i, and ϕ is an

activation function applied element-wise;

• Mθ(x) = σ(V (k+1)) = σ(W (k+1) ·V (k)+B(k+1)), where σ is the Sigmoid

function.
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Then, θ = [vec(W (1)) vec(B(1)) . . .vec(W (k+1)) vec(B(k+1))].

Note that many parametric models, including these two examples, initially

output a real-valued score rather than a discrete label. For binary classifi-

cation using the sigmoid function (as in the earlier examples), this output

represents the estimated probability of the positive class (y = 1). To derive

the final class label, this probability is thresholded at 0.5. For the sake of

brevity, with a slight abuse of notation, we use Mθ(x) to refer to both the

raw probability output and the thresholded discrete prediction, where the

exact meaning will be clear from the context. Then, the discrete prediction

yields 1 if the raw output Mθ(x) ≥ 0.5, and 0 if the raw output Mθ(x) < 0.5.

2.2 Counterfactual Explanations

In tabular classification, most existing work focuses on computing CE in a

binary classification setting for algorithmic recourse purposes. This aims to

provide recommended action for data subjects who are negatively affected by

a ML decision. In this section, we introduce the notions suitable for binary

classification, while later in the technical chapters, we will discuss how the

proposed methods are readily extended to multi-class classification.

Consider a classification model M (where clear from context, we drop the

parameter subscript θ for notational simplicity) trained to solve a binary

classification problem. Assume an input x ∈ X is given for which M(x) = 0.

Intuitively, a CE is a new input x′ which is somehow similar to x, e.g.,

in terms of some specified distance between feature values, and for which

M(x′) = 1. Formally, existing methods in the literature may be understood

to compute counterfactuals by solving this optimisation problem:

argmin
x′∈X

dist(x, x′) (2.1a)

subject to M(x′) = 1 (2.1b)

where dist : X × X → R+ is a distance metric.
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A CE thus corresponds to the closest input x′ (Eq. 2.1a) belonging to the

original input space that makes the classification flip (Eq. 2.1b). Eq. 2.1a

and 2.1b are typically referred to as proximity and validity properties,

respectively, of CEs. A common choice for the distance metric dist is the

normalised L1 distance [142] for sparse changes in the CEs, which we also

adopt in this thesis. Under this choice of dist, we note that when M is

a piece-wise linear model or a tree-structured model, an exact solution

to Eqs. 2.1 a-b can be computed with mixed integer programming – see,

e.g., [98]. Such methods to compute CE will require white-box access to the

classifier.

For differentiable models such as neural networks, x′ can be approximated

by solving this optimisation problem via gradient descent [142]:

argmin
x′∈X

dist(x, x′) + λ ·BCE(M(x′), 1) (2.2)

where λ ∈ [0, 1] is a trade-off parameter and BCE is the binary cross-entropy

loss.

Alternatively, a simple yet effective model-agnostic approach would be to

take the point closest to x from the training dataset, which is predicted

with a label 1 [21]. Although this method only uses the black-box prediction

function of the classifier, it will require access to the training dataset.

Below, we provide two example CEs following the examples 1 and 2. These

will be reused in Chapter 4.

Example 3. (Continuing from Example 1.) Assume a logistic regression

classification model Mθ(x) = σ(−x1+x2) for any input x = [x1, x2], where σ

is the standard sigmoid function. For a concrete input x = [0.7, 0.5], we have

Mθ(x) = 0. A possible CE for x may be x′ = [0.7, 0.7], for which Mθ(x
′) = 1.

Example 4. (Continuing from Example 2.) Consider the fully-connected

feed-forward neural network Mθ below, where weights are as indicated in the

diagram, biases are zero. Hidden layers use ReLU activations, whereas the

output node uses a sigmoid function. The network receives a two-dimensional

input x = [x1, x2] and produces output Mθ(x).
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The symbolic expressions for the output is Mθ(x) = σ(max(0, x1)−max(0, x2)),

where σ denotes a sigmoid function with the usual meaning. Given a concrete

input x = [1, 2], we have Mθ(x) = 0. A possible CE may be x′ = [2.1, 2], for

which Mθ(x
′) = 1.

2.3 Generative Deep Learning

The CE methods mentioned in Section 2.2 leverage the trained classifier’s

classification function or the model internals. It is not intuitive to explic-

itly incorporate the requirement to generate in-distribution CEs into these

methods. To capture the distribution pattern of the dataset, another branch

of CE research learns an external generative model on the training dataset,

which is then used for generating CEs.

In this section, we first introduce VAE [80], which is a popular generative

model and is used by several CE methods [74, 108]. Then, we cover a

sophisticated version of VAE, Gaussian Mixture VAE (GMVAE), which will

be adapted as the generative model in our proposed method in Chapter 6.

We introduce these models on the input space X ⊆ Rd, and show how they

can be adapted to capture the class label information in Chapter 6.

2.3.1 Variational Autoencoders

Given some input space X ⊆ Rd, the core idea of a generative model is to

learn the underlying distribution of the data, typically by introducing a latent

space Z ⊆ Rh that captures the structure of the complex, high-dimensional

input space.

VAE-like models assume that the observed variable x ∈ X is generated from
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a continuous latent variable z ∈ Z ⊆ Rh. The standard VAE requires that z

is governed by a simple prior distribution, typically a multivariate Gaussian.

We denote a Gaussian distribution with mean µ and variance σ2 as N (µ, σ2).

The generative process of a VAE is defined as the following:

p(x, z) = p(z) p(x | z) (2.3a)

p(z) = N (z | 0, I) (2.3b)

p(x | z) = N (x | µx(z), σ
2
x(z)) (2.3c)

where p(z) is the fixed (Gaussian) prior and p(x | z) is the likelihood function,

or decoder, parameterised by a neural network.

The inference model q(z | x), also known as the encoder, approximates the

true but intractable posterior p(z | x).

q(z | x) = N (z | µz(x), σ
2
z(x)) (2.4)

This approximate posterior is a Gaussian distribution whose parameters,

the mean µx(z) and the variance σ2
x(z), are predicted by an encoder neural

network. To enable gradient-based optimisation, the sampling of z is per-

formed using the reparameterisation trick, where z = µz(x) + σz(x) ϵ with

ϵ ∼ N (0, 1). The model is trained by maximising the Evidence Lower Bound

(ELBO), formulated as:

LELBO = Eq(z|x)[log
p(x, z)

q(z | x)
] = Eq(z|x)[log p(x, z)− log q(z | x)]

= Eq(z|x)[log p(x | z)]− Eq(z|x)[log
q(z | x)
p(z)

]

(2.5)

The first term is the reconstruction loss, which encourages the decoder to

faithfully reconstruct the input x from its latent representation z. The second

term is the Kullback-Leibler (KL) divergence, which acts as a regulariser,

pushing the learned posterior distribution q(z | x) to be close to the fixed

prior distribution p(z).
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2.3.2 Gaussian Mixture Variational Autoencoders

The GMVAE model [35, 129] assumes that the latent variable z ∈ Rh is

governed by a Gaussian Mixture prior which has K Gaussian components.

A discrete variable c ∈ C = {0, . . . ,K − 1} controls the cluster assignment

for the mixture, and it conforms to a categorical distribution, Cat(1/K).

The generative process of GMVAE is defined as the following:

p(x, c, z) = p(c) p(z | c) p(x | z) (2.6a)

p(c) = Cat(1/K) (2.6b)

p(z | c) = N (z | µz(c), σ
2
z(c)) (2.6c)

p(x | z) = N (x | µx(z), σ
2
x(z)) (2.6d)

The inference model q(z, c | x) of the GMVAE is factorised as:

q(z, c | x) = q(c | x) q(z | x, c) (2.7)

where q(c | x) is a categorical distribution and q(z | x, c), the approximate

posterior, is a Gaussian. Both are approximated using neural network models.

Practically, the encoder takes in x as an input, then predicts logits over the

clusters, which are then concatenated with x (or its processed version) to

predict the Gaussian parameters (µz(c), σ
2
z(c)) for sampling z. The standard

reparameterisation trick is also applied at this step for differentiable training.

Note that, unlike standard VAE, the prior distribution of z, a GMM, is also

parameterised and has an associated learnable network component. This

is updated via the KL divergence term (the second term in Equation 2.8

below). The ELBO for this model is:

LELBO = Eq(z,c|x)[log
p(x, c, z)

q(z, c | x)
] = Eq(z,c|x)[log p(x, c, z)− log q(z, c | x)]

= Eq(z,c|x)[log
p(c)

q(c | x)
+ log

p(z | c)
q(z | x, c)

+ log p(x | z)]

(2.8)

In Chapter 6, we will see how the GMVAE model can be adapted to a

high-quality CE generator.
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2.4 Computational Argumentation

Computational Argumentation provides a formal way of modelling and

resolving conflicts between various entities. In this thesis, we use it to

address the recourse under model multiplicity problem in Chapter 7. In this

section, we provide an overview of relevant background in argumentation.

An abstract argumentation framework (AAF) [39] is a tuple ⟨A, T ⟩, where
A is a set of arguments, T ⊆A×A is a directed relation of attack. Given an

AAF ⟨A, T ⟩, for any α1 ∈ A, we refer to T (α1) = {α2|(α2, α1) ∈ A} as the
attackers of α1. Let us construct an example AAF for the loan example in

Figure 1.1 introduced in Section 1.1, with each model as an argument. An

attack exists between two models if their predictions for the applicant are

different. This AAF is visualised in Figure 2.1.

Figure 2.1: AAF for the loan example where model’s predictions for the
input x are given as superscripts, i.e., M1(x) = 0, M2(x) = 0 and M3(x) = 1;
reciprocal attacks are represented by double-headed red arrows.

We use the notions of acceptability of sets of arguments in AAFs [39], as

follows. A set of arguments X ⊆ A, also called an extension, is said to

be conflict-free iff ∄α1, α2 ∈ X such that α1 attacks α2. A set X defends

α1 ∈ A iff ∀α2 ∈ A, if α2 attacks α1 then ∃α3 ∈ X such that α3 attacks

α2. The notion of a set being admissible requires that X is conflict-free

and defends all its elements. X is said to be preferred iff it is the maximal

admissible set wrt set-inclusion (⊆-maximal onwards). The admissible sets in

our example are {M1}, {M2}, {M3}, {M1,M2}, and the preferred extensions

are {M1,M2} and {M3}. Note that each preferred extension groups together

the models with the same prediction.

Similarly, a bipolar argumentation framework (BAF) [24] is a tuple ⟨A, T ,S⟩,
where ⟨A, T ⟩ is an AAF and S⊆A×A is a directed relation of direct support.

Given a BAF ⟨A, T ,S⟩, for any α1∈A, we refer to S(α1)={α2|(α2, α1) ∈ S}

39



as α1’s direct supporters. Then, an indirect attack from αx on αy is a sequence

α1, r1, . . . , rn−1, αn, where n ≥ 3, α1 = αx, αn = αy, r1 ∈ T and ri ∈ S
∀i∈{2, . . . , n− 1}. Similarly, a supported attack from αx on αy is a sequence

α1, r1, . . . , rn−1, αn, where n ≥ 3, α1 = αx, αn = αy, rn−1 ∈ T and ri ∈ S
∀i ∈ {1, . . . , n− 2}. Straightforwardly, a supported attack on an argument

implies a direct attack. Let us construct an example BAF extending the

AAF example (Figure 2.1), shown in Figure 2.2. Assume there are three

more arguments c1, c2 and c3, respectively having bi-directional supports

with M1, M2 and M3. Then, for example, there is an indirect attack from

M3 to c1, and a supported attack from c1 to M3.

Figure 2.2: An example BAF extending the previous AAF example; recipro-
cal supports are represented by dual-headed green arrows labelled with +
and reciprocal attacks are represented by dual-headed red arrows labelled
with −.

We will also use notions of acceptability of sets of arguments in BAFs [24].

A set of arguments (or extension) X ⊆ A is said to set-attack any α1 ∈ A
iff there exists an attack (whether direct, indirect or supported) from some

α2 ∈ X on α1. Meanwhile, X is said to set-support any α1 ∈ A iff there

exists a direct support from some α2 ∈ X on α1.
1 For example, in Figure

2.2, {c1, c2} set-attacks M3 (because both c1 and c2 supported-attack M3)

and set-supports M2. Then, a set X ⊆ A defends any α1 ∈ A iff ∀α2 ∈ A,
if {α2} set-attacks α1 then ∃α3 ∈ X such that {α3} set-attacks α2. Any

set X ⊆ A is then said to be conflict-free iff ∄α1, α2 ∈ X such that {α1}
set-attacks α2, and safe iff ∄α3 ∈ A such that X set-attacks α3 and either:

X set-supports α3; or α3 ∈ X. (Note that a safe set is guaranteed to be

conflict-free.) In the example, the set {c2, c3} is conflict-free but is not

1In [24], set-supports are defined via sequences of supports, which we do not use here.
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safe, because the two arguments, while not directly attacking each other,

simultaneously supported-attack and support the same arguments (M2 and

M3). The notion of a set X ⊆ A being stable requires that X is conflict-

free, and that X set-attacks all arguments which are not in X. Similarly,

the notion of a set X ⊆ A being d-admissible (based on admissibility in

[39]) requires that X is conflict-free and defends all of its elements. In our

running BAF example, the set {c3,M3} is both stable and d-admissible.

This notion is extended to account for safe sets: X is said to be s-admissible

iff it is safe and defends all of its elements. (Thus an s-admissible set is

guaranteed to be d-admissible.) Further, X is said to be c-admissible iff

it is conflict-free, closed for S and defends all of its elements. Finally, X

is said to be d-preferred (respectively, s-preferred, c-preferred) iff it is ⊆-
maximal d-admissible (respectively, s-admissible, c-admissible). Continuing

with the example, the set {c1, c2, c3} is stable and d-preferred, but is not s-

or c-preferred because it is not safe or closed for support relations. On the

contrary, the set {c1,M1, c2,M2} satisfies the requirements for being stable,

d-, s-, and c-preferred.

2.5 Summary

In this section, we covered the technical background needed for later sections

in this thesis. Classification (Section 2.1) and CE generation (Section 2.2)

are the problem settings, while generative deep learning (Section 2.3) and

argumentation (Section 2.4) are tools which we leverage for the new CE

methods. Additional tools we use include interval abstraction methods

for neural networks (based on mixed-integer programming) and robust

optimisation, the optimisation formulations for which will not require heavy

preliminaries and will be introduced directly in the corresponding technical

chapters.
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Chapter 3

Literature Review

This chapter presents an overview of existing CE generation methods. As

discussed in Section 2.2, the two fundamental requirements for CEs are

validity and proximity. Section 3.1 additionally introduces other traditional

desirable properties CEs should satisfy for recourse purposes. Section 3.2

systematically reviews the robustness property of CEs, providing a taxonomy

of four types of robustness scenarios and introducing existing CE approaches

to address them. For completeness of this literature review, some papers

that constitute the technical chapters for this thesis are also positioned in

the overview alongside prior work (see Table 3.1).

3.1 Desirable Properties of Counterfactual Expla-

nations

Various methods for generating CEs in classification tasks have been proposed

throughout the recent surge in XAI research, often optimising for one or

more metrics characterising desirable properties of CEs. [137] focuses on

tree-based classifiers and evaluates the CEs’ validity, whereas Wachter et al.

[142] formulate the CE search problem for differentiable models as a gradient-

based optimisation problem and evaluates also CEs’ proximity. These two

metrics remain a prominent research focus, e.g., [98] treats CE generation
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in neural networks as a constrained optimisation problem such that formal

validity and proximity guarantees can be given.

Another important property is plausibility, requiring that the generated CEs

are not outliers of the data distribution behind a dataset. To address this,

Brughmans et al. [21] find dataset points which are naturally on the data

manifold as CEs. [117] uses density-based metrics to obtain realistic CE

points, which are connected to the original input via a path of dataset points.

Meanwhile, generative models like VAEs have been used to compute plausible

CEs [34, 108, 140, 140]. Actionability ensures that the CEs only change

the mutable features coherently. This is typically managed by customising

constraints in the optimisation process of finding CEs [139]. Mothilal et al.

[99] and Dandl et al. [31] build optimisation frameworks for the diversity of

the generated CEs, aiming to find multiple CEs for one input point which

are far away from each other, as measured by some distance metrics.

Additional Considerations. Typically, a CE takes the form of one or more

data points per input for the ease of problem formulation and computation.

Recent studies also seek more complex forms of CEs for recourse, providing

information for the end user richer than a single recourse action. For

example, [117] finds a plausible CE with a path of real dataset points linking

the input and the CE. Other works view the recourse problem at a more

abstract level, finding a single recourse action or counterfactual regions for

groups of inputs. [121, 89] adopt frequent itemset mining algorithms to

construct global counterfactual rules for summarising a classifier’s decision

logic. [75, 15] learn decision trees to obtain similar if-then counterfactual

rules over subspaces of inputs.

Outside the scope of tabular data classification, studies have also investigated

CEs for, e.g., graph data tasks [10, 151], visual tasks [8], textual data [149, 69],

time series prediction tasks [33], etc. We refer to [56, 78] for comprehensive

overviews.
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3.2 Robust Counterfactual Explanations

In this section, we conduct a systematic survey of the existing literature

on the robustness of CEs. We first performed keyword searches on Google

Scholar using the following patterns for exact matches: robust counterfactual

explanation, robustness of counterfactual explanation, counterfactual expla-

nation robustness. For better coverage in each pattern, the words consistent

(consistency) and stable (stability) were used in addition to robust (robust-

ness). The phrase counterfactual explanation was also interchangeable with

counterfactual explanations, counterfactuals, recourse, algorithmic recourse.

To narrow down the topic, we filtered for technical papers from and after year

2017, when two seminal works in the CE literature were published [137, 142].

For completeness, we also checked in Google Scholar for additional papers

that cited the influential early works on robust CEs, namely [109, 138, 130].

Table 3.1 summarises the results of our survey. We found that the type of

robustness falls within four separately studied categories, namely robustness

against Model Changes (MC), Model Multiplicity (MM), Noisy Execution

(NE), and Input Changes (IC). For the identified approaches to these prob-

lems, we detail the suitable types of models to be explained, the level of

access to the model which is required, the computational method used,

whether formal guarantees of robustness are given, and other considered

properties.

In the next sections, we review the problem definitions, evaluation metrics for

robustness, solutions and theoretical results for each category of robustness.
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Models Access Method Guarantee Properties

MC Mochaourab et al. [96] SVM Pred. Search - -

Upadhyay et al. [138] LM Grad. GD+RO - Ac

Black et al. [18] NN Grad. GD - -

Bui et al. [22] LM Grad. GD Prob. Di

da Silva and Bertini [29] ∗ Pred. Search - Pl

Dutta et al. [40] TM Pred. Search Prob. Pl

Ferrario and Loi [45] ∗ White DA - -

Forel et al. [50] TM White MIP Prob. Ac/Pl

Nguyen et al. [104] DM Grad. GD - Pl

Bui et al. [23] * Pred. GD, MIP - Ac/Pl

Guo et al. [57] DM White GD+RO - Ac

Hamman et al. [61] NN Pred. Search Prob. Pl
†Jiang et al. [65] NN White MIP+RO Det. Ac/Pl
†Jiang et al. [64] NN White MIP Det. -

Krishna et al. [83] LM Grad. GD Det. -

Nguyen et al. [103] * Pred. MIP Det. / LM Ac

Pawelczyk et al. [113] DM Grad. GD - -

Wang et al. [143] * Pred. Search - Ac/Di/Pl

MMPawelczyk et al. [109] ∗ Pred. Search - Pl

Leofante et al. [87] NN White MIP Det. -
†Jiang et al. [66] ∗ Pred. CA Det. -

NE Hada and Carreira-Perpiñán [60] TM White MIP - -

Dominguez-Olmedo et al. [37] DM Grad. GD+RO LM Ac/Ca

Sharma et al. [128] * Pred. Search - Di/Pl

Guyomard et al. [59] DM Grad. GD Prob. -

Leofante and Lomuscio [85] NN White FV Det. Ac

Maragno et al. [91] NN, TM White MIP+RO Det. Ac/Pl

Pawelczyk et al. [112] DM Grad. GD Prob. Ac

Raman et al. [120] DM Grad. Sampling Prob. Ac/Ca/Di/Pl

Virgolin and Fracaros [141] ∗ Pred. GA - Pl

IC Artelt et al. [5] ∗ White MIP Prob. / LM Pl

Slack et al. [130] DM Grad. GD - -

Wang et al. [144] ∗ Pred. SAT - Di

Zhang et al. [152] ∗ Pred. Search - Pl

Leofante and Potyka [86] ∗ Pred. Search Det. Di

Table 3.1: Robust CE methods, partitioned based on the targeted robust-
ness form. We include: (i) the types of models they target (support vec-
tor machines (SVM), linear models (LM), neural networks (NN), differen-
tiable models (DM), tree-based models (TM) and model agnostic methods
(∗)); (ii) the model access required (white box, gradients and predictions);
(iii) the method used (gradient descent (GD), robust optimisation (RO),
mixed-integer programming (MIP), computational argumentation (CA), for-
mal verification (FV), genetic algorithms (GA), satisfiability solving (SAT)
and data augmentation (DA)); (iv) whether a robustness guarantee is pro-
vided (Deterministic, Probabilistic, for linear models only (LM) and none
(−)); (v) other properties satisfied by the method, including Actionability,
Causality, Diversity, and Plausibility. Note that all methods consider validity
and proximity by default, thus they are omitted. †These works are part of
the technical contributions of this thesis.



3.2.1 Robustness to Model Changes

As shown in Table 3.1, the majority of approaches on robustness of CEs in

the literature focus on robustness against MC. Model changes are typically

defined as modifications in the parameters of a ML model that do not

alter its architecture. These changes are typically assumed to result from

retraining on inputs drawn from a slightly shifted data distribution [122].

However, model changes resulting from data deletion queries have also been

studied [113, 83].

Different characterisations of the notion of change have been proposed.

[138] first considered plausible model changes, which are defined as updates

to model parameters whose magnitude is bounded by a small constant.

The same notion is also considered in [18, 65, 64]. The assumption on

bounded updates is lifted in [61], where naturally-occurring model changes

are studied in the context of neural networks. In a nutshell, this notion

allows for unbounded changes as long as the updated model preserves a

similar behaviour around the input being explained.

The robustness against MC can be summarised as follows.

Robustness against MC: Assume an input x and a model M . Let

x′ be a CE for x. Robustness against MC requires that whenever

the model M changes to M ′, and this change is sufficiently small,

then M(x′) = M ′(x′).

Despite different definitions of what constitutes a (small) change in this

setting, e.g., some approaches require explicitly that M(x) = M ′(x), all

existing works agree that a lack of such robustness against MC could be a

problem for both the user and the explanation providers. Consider the loan

example: after being rejected, the applicant would expect that when applying

again, achieving a £55K annual salary would result in the application being

successful, as captured by the CE. However, a lack of robustness to MC may

result in this CE being invalidated by small updates to the ML model (e.g.,

by retraining with new data). Ultimately, this may lead to the application

being rejected despite the applicant having implemented the CE. On the
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contrary, a robust CE should preserve its validity in such a scenario.

3.2.1.1 Robustness Metrics

A commonly used metric to assess the robustness of CEs against MC is Valid-

ity after Retraining (VaR). Roughly speaking, VaR measures the percentage

of CEs that remain valid after the model for which they were generated is

updated. Common update strategies involve retraining from scratch using

shifted datasets [138] or different portions of the original dataset [61], incre-

mental retraining [64], and retraining with varying initialisation conditions

[18]. This metric is also referred to as recourse outcome instability [113]

and recourse reliability [49], the latter being defined for CEs in a multi-

agent multi-step setting. A probabilistic formulation of this property is also

given in [22], where the authors compute lower and upper bounds on the

probability of a CE remaining valid after retraining of linear models.

To quantify robustness against plausible model changes, the ∆-robustness

metric was proposed in [64]. Intuitively, a CE is said to be ∆-robust if

its validity is preserved across the whole family of models that can be

obtained after applying bounded model changes. Given a CE x′, this can

be can be captured by requiring that M(x′) = M ′(x′) for all M ′ such that

∥Param(M ′) − Param(M)∥p ≤ δ} for fixed p, δ and Param being the

vectorisation of a model’s parameters.

Counterfactual Stability (CS) is a robustness metric proposed to capture

naturally-occurring model changes. A formulation of CS was introduced

in [40] for tree ensemble models to capture the intuition that i. the class

score for a robust CE should be high and that ii. the class score of the CE’s

neighbouring input should also be high with a small variance. In practice,

for a given CE, the CS score evaluates the mean and standard deviation of

the class scores of samples from a Gaussian distribution centred at the CE.

The metric was later specialised in [61] to target naturally-occurring models

changes in neural networks.
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3.2.1.2 Algorithms

Robust optimisation approaches. Targeting plausible model changes,

[138] solve a min-max problem that generates the best CE under the largest

admissible model change. At each step, an inner maximisation routine finds

the weight perturbation vector that increases the prediction loss to the

greatest extent. Then, an outer minimisation loop updates the CE which

optimises the overall loss (Eq (2.2) under the previously computed worst-case

perturbation). Although this formulation natively supports linear models

only, the authors show that it can also be applied to non-linear models by

leveraging linear surrogate models obtained, e.g., using LIME [123]1.

Similarly to this approach, [65] present a constrained optimisation formu-

lation of the same problem in the context of feed-forward neural networks

with piece-wise activations. Using a MIP encoding instead of gradient-based

optimisation, the authors are able to provide stronger robustness guarantees

than [138]. However, this comes with higher computational costs.

Increasing class scores. Other approaches generate robust explanations

by guiding the search towards CEs that result in high class scores. For

example, [83] leverage leave-k-out analysis to approximate the solutions to

the robust CEs problem by finding CEs with higher class scores on the

original model. [50] increase the required class scores in the CE search and

give probabilistic guarantees for ensembles of convex base learners. Similarly,

[29] target CEs with high class scores by exploring the input’s neighbouring

points using k-associated optimal graph analysis. Meanwhile, [96, 143]

construct application-dependent CE prototypes and select those with higher

class scores as robust CEs.

Complementing these results, [18] show that for complex non-linear models,

higher class scores alone may not be sufficient to ensure robustness. There-

fore, additional requirements need to be imposed on the search to promote

robustness. For instance, [18] require that the CEs be located in a region

1Note that in practice, all CE methods applicable to linear models can be also used for
non-linear models by approximating them with linear surrogate models, but any theoretical
properties could be lost.
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with a low Lipschitz constant and propose a method that leverages this

result during CE search. Instead, [40, 61] generate robust CEs by requiring

high class scores not only for the CE, but also for its neighbouring points.

A first search algorithm exploiting this idea is presented in [40] in the con-

text of decision trees; a gradient-based version is later developed in [61].

Both methods provide theoretical probabilistic guarantees for their CEs’

VaR Finally, [64] propose to strengthen the class score requirement with a

robustness test based on the notion of ∆-robustness. The authors propose

an algorithm that iteratively generates CEs with higher class scores until

the candidate solution is certified to be robust. For the certification step, a

MIP encoding is used to explore the space of model changes exhaustively.

Probabilistic modelling. Model changes can also be approximated using

probabilistic modelling techniques as done in [104], where kernel density

estimation techniques are used to model the data distributions, along with

a Gaussian mixture ambiguity set to capture the model shifts. A min-max

optimisation problem is then formulated to maximise the worst-case validity

probability of CEs and solved using gradient-based optimisation. A similar

approach is taken in [103] where the space of possible model shifts is modelled

using Gaussian mixtures over model parameters. Finally, [22] obtain a lower

bound on the probability of VaR by modelling the mean and covariance

matrix of some nominal distribution assumed for the model parameters.

Their lower bound can be relaxed to a differentiable form, and thus can be

added as an additional term to the loss function of the gradient-based CE

search.

(Re-)Training for robustness. Training methods have been proposed

to robustify the CE generation process. Augmentation-based training is

proposed in [45], where CEs are used alongside training instances to train

neural network classifiers. The authors show empirical results pointing to

the fact that augmentation increases the chances of CEs remaining valid

under successive shifts in the data-generating distribution. However, this

technique may cause imbalances in the data, since the CEs are not naturally-

collected data points from the same distribution as other training data. [57]
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formulate a tri-level optimisation problem which aims to simultaneously train

an accurate neural network for prediction purposes, for which robust CEs can

be generated by passing any input into another jointly trained neural network.

Finally, [23] sample data points (with their prediction results) centred at

the original model’s decision boundary near the input, and perturb the data

covariance matrix of these samples. Then, linear surrogate models which are

aware of the potential decision boundary shifts in the original model can be

trained using the data shifts. They show that CEs generated on such linear

surrogates using non-robust methods are robust.

3.2.2 Robustness against Model Multiplicity

MM (also called predictive multiplicity) refers to the phenomenon that for a

single ML task, multiple near-optimal models can be trained with similar

test accuracies [19, 93, 17]. MM can be dealt with by aggregating the models

towards a single aggregated prediction for each input [16, 17]. However, recent

results have shown that these models could have distinct behaviours for the

same individuals in terms of predictions and their explanations [124, 27].

This has important implications for CEs, with one being that a CE for an

aggregated prediction may not even be valid for all of the aggregated models,

which would likely confound users’ expectations, leading to the following

high-level definition:

Robustness against MM: Assume an input x and a set of models

M. Let agg(M, x) be an aggregated prediction for x, and x′

be a CE for agg(M, x). Robustness against MM requires that x′

is valid across some subset M′ ⊆ M, i.e., for any Mi ∈ M′,

Mi(x
′) ̸= agg(M, x).

In the CE literature, [109] observe that traditional CEs generated on one

original model have a high probability of being invalidated by other models

resulting from MM. In this setting, it is assumed that the prediction result is

fixed to one produced by one of the original models, and the robustness target

is to guard the CE validity against potential future changes in the classifier:

a robust CE should ideally remain valid under the alternative models. This
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form of robustness is very similar to robustness against MC. The differences

are that the MM problem does not assume a data distribution shift causing

the model shifts, and there are no assumptions on the model types and

architectures for the original model on which the CEs are generated and for

the alternative models.

Recent advances have also raised concerns about when the prediction result

for one input is pending and to be decided by all the models under MM,

instead of assuming a result from one original model [16]. [66] investigate

the problem of deciding the prediction result together with the CEs, with

the robustness of the latter driving the former. That is, the solution should

be a subset of models under MM and their (valid) CEs, from which the

prediction results are decided.

3.2.2.1 Robustness Metrics

The robustness evaluation for the fixed prediction scenario is very similar to

the VaR for robustness against MC problem, using validity under alternative

models. These models could be arbitrary models trained on (different

portions of) the same dataset with high accuracy. Thus, the same validity

metric gives an intuitive evaluation of how robust the CEs are.

For the pending prediction scenario, [66] propose desirable properties to

characterise the optimal resulting set of models and CEs. Non-emptiness

requires that the resulting set be not empty, and ideally it should contain

more than one model and CE such that the prediction result is collectively

determined by multiple models with their explanations (non-triviality).

Model agreement states that the models included in the solution set should

have the same prediction result for the input. If these results are the same

as the prediction results by the majority of models in the MM model set,

then the solution is said to satisfy majority vote. Meanwhile, counterfactual

validity requires that every selected CE remains valid on every selected

model. Finally, counterfactual coherence enforces that if a model is selected

as part of the solution set, then its corresponding CE should also be included,

and vice versa.
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3.2.2.2 Algorithms

Fixed prediction scenario. [109] provide important theoretical results

demonstrating that the plausible CEs within the data manifold are more

likely to stay valid under alternative models, compared with the closest

CEs found by optimising Eqs (2.1) or (2.2), and that there is a plausibility-

cost tradeoff, indicating that the more robust CEs will admit higher costs.

CEs empirically show increased (but much lower than 100%) validity under

alternative models for an existing plausible CE method compared with non-

plausible methods, along with increased costs. However, the method is not

deployed to produce robust CEs. [87] propose a solution to generating CEs

that are guaranteed to be valid for a set of ReLU neural networks. Their

method builds a product construction combining all specified models into a

single neural network, on which CEs can be generated by MIP. They also

prove that finding a CE that is valid across a set of piece-wise linear models

is NP-complete.

Pending prediction scenario. Leveraging methods in computational

argumentation, [66] present a novel argumentative ensembling method for

finding a subset of the models and their CEs which satisfies the properties

mentioned in Section 3.2.2.1 (with the exception of majority vote). In essence,

this consists in grouping similarly-behaving models together to eliminate

conflicts therebetween, then finding the maximal group of models and CEs

as the final output. Alternatively, one could first decide the prediction result

for the input using ensembling methods like majority voting or the method

of [16], then select the group of models and CEs with this prediction as the

final solution set.

3.2.3 Robustness against Noisy Executions

Traditional methods compute CEs under the assumption that the user

receiving them will follow them to the letter. In practice, achieving the

prescribed feature values exactly might not always be feasible, especially for

the continuous features. Continuing from the example in Section 3.2.1, a CE
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may suggest a salary increase of £5342.04 but achieving this exact change

could be beyond the loan applicant’s control. In some other cases, even if the

prescribed change is achievable, the user may inadvertently introduce some

noise in the implementation of the recourse. Broadly speaking, robustness

to NE requires that a CE be invariant to these small changes

Robustness against NE: Assume an input x and a model M . Let

x′ be a CE for x. Robustness against NE requires that whenever a

small perturbation σ is applied to x′, validity is not affected, i.e.,

M(x′) = M(x′ + σ).

Different characterisations of σ have been proposed in the literature. For

instance, [112, 120] assume noise could be sampled from some probability

distribution. A more conservative formulation is used in [37, 85], where the

authors take an adversarial ML and/or verification angle, and define σ as

a p-norm ball around the CE. A specialised version of the latter is given

in [141], in which a set of feature-specific perturbation vectors is obtained

from domain knowledge.

3.2.3.1 Robustness Metrics

[112] formalise the notion of invalidation rate (IR) of a CE as the expectation

of the difference between the predicted label of the CE and those predicted

for its noisy variants, i.e., Eσ[M(x′)−M(x′ + σ)]. When used to empirically

evaluate CEs, the expectation component can be approximated by sampling

a certain number of noise vectors.

Alternatively, inspired by the adversarial robustness literature, [37] evaluate

robustness by adding perturbation vectors (found by adversarial attack

methods) to CEs to invalidate them, and measuring the minimum magnitude

of the successful attack. Then, the CEs are said to be robust to perturbation

vectors of up to this magnitude. Similarly, [85] employ formal verification

tools to check the local robustness of a CE. In particular, a verification query

is formulated to check if a CE remains valid within an ∞-norm ball around

it. These notions are more conservative than the IR and complement it by
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capturing worst-case scenarios.

3.2.3.2 Algorithms

Robust optimisation and class scores. [37] propose different solutions

for both linear and non-linear models. For the linear case, the authors

prove that increasing class scores is a sufficient condition for finding robust

CEs. Similar remarks are also made in [60, 128]. In the non-linear case,

a robust optimisation approach is proposed. This is similar to [138] for

the MC problem (Section 3.2.1.2), except that the worst-case perturbation

now applies to the CE itself instead of the model parameters. [91] provide

a similar formulation using a MIP encoding, finding CEs with robustness

guarantees for both neural networks and tree ensemble models.

Verification-based approach. [85] show that local robustness queries as

commonly phrased in adversarial ML can be used to evaluate a given CE’s

robustness. Then, the authors provide an iterative algorithm to quantify

robustness by embedding a local robustness check into a binary search

procedure.

Novel loss functions. [112] propose a method that allows the end user

to specify the IR of their CEs. The intuition behind this is that robust CEs

typically have higher cost, which the user may not be willing to sustain.

Specifying a threshold on the IR allows the end user to control the level of

risk they intend to take, thus implicitly reducing the cost from the most

robust CEs. The authors give a differentiable first-order approximation

of the IR for linear models and Gaussian noise applied to the CE. This

term can then be added to the loss function of Eq (2.2) and optimised with

gradient descent. Under specific assumptions on the choices of models and

CE generation algorithms (e.g., logistic regression models and using the

method of [142] as the base CE method), IR can be expressed analytically,

and a probabilistic robustness guarantee in terms of IR can be obtained

through setting the class score. To tackle these strong assumptions and their

inherent limitations on practicality, [59] relax the definition of IR to capture
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class scores with which they provide a tighter upper bound on the exact IR.

Then, the upper bound approximation by Monte Carlo estimation is plugged

into the loss function and CEs are optimised in the same manner as in [112].

In [141], a robustness term which is similar to IR is added to Eq (2.1), and

then minimised via a genetic algorithm.

Probabilistic approaches. The methods of [37, 91, 85] effectively obtain

a region containing valid CE points. Such regions could also be characterised

by probability distributions, from which CEs could be sampled. [120] take a

Bayesian hierarchical modelling approach where noise is explicitly modelled

by random variables with Gaussian or scaled Dirichlet distributions, for

continuous and categorical variables respectively. Their method outputs a

posterior distribution which estimates the counterfactual distribution, and a

Hamiltonian Monte Carlo sampling method is applied to generate diverse

CEs.

3.2.4 Robustness against Input Changes

Unlike the previous notions of robustness which mostly focus on the validity

of CEs under certain perturbations, robustness against IC requires that CEs

generated for similar inputs are consistent. A first argument in favour of

this property is given by [62], who advocates that explanations generated

for similar inputs should not differ radically to improve the justifiability of

explanations. However, [130] found that traditional CE generation algorithms

may fail to satisfy this property, raising fairness concerns. As an example,

the paper shows that neural networks can be trained in such a way that

individuals belonging to a non-protected group can always obtain a lower

cost recourse when compared to protected group. Following this example,

we can formulate robustness against IC as follows.
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Robustness against IC: Assume two inputs x(1), x(2) and a model

M such that M(x(1)) = M(x(2)). Let x′(1), x′(2) be CEs for x(1), x(2),

respectively. Robustness against IC requires that whenever x(1), x(2)

are similar, then x′(1), x′(2) are also similar.

Similarity between inputs is typically defined in terms p-norm balls, e.g.,

given an input x(1), an input x(2) is similar to x(1) if ∥x(1) − x(2)∥p ≤ δ.

Then, one could use this formulation to derive a similarity notion for CEs,

bounding the maximum distance therebetween. For example, [86] discuss

the case where ∥x′(1) − x′(2)∥p ≤ k ∥x(1) − x(2)∥p, k ∈ R+. A special case of

robustness against IC is encountered when dealing with inputs with missing

feature values, where x(2) differs from x(1) only in the missing attributes.

The returned CEs should ideally capture validity for any missing feature

values, as discussed in [76].

3.2.4.1 Robustness Metrics

Robustness measures are usually characterised by the expected distance

between the CEs of similar inputs, Ex(2)∼S [dist(x
′(1), x′(2))], where S denotes

a set of inputs that are similar to x(1). This quantity is identified as the

local instability of CEs [5], and is targeted by most of the surveyed studies.

If the method generates a diverse set of CEs for a single input, then local

instability needs to be generalised to account for distances between two sets

of points, as in [144, 86].

3.2.4.2 Algorithms

Adversarial manipulations and defenses. [130] propose an adversarial

training framework whereby the cost of CE changes can be made to change

drastically for across protected and unprotected subgroup of data points.

They demonstrate that such instabilities against small perturbations in the

input are evident for traditional gradient-based CE methods, and discuss

possible mitigation strategies. These include randomising the CE search
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initialisation, reducing the number of features used for CE search, or reducing

the model size to limit overfitting.

Plausibility and robustness. [5] give some theoretical results about

the upper bound of the local instability of CEs for linear binary classifiers

under Gaussian and Uniform noise in the input. They show that plausible

CEs, i.e., CEs that lie within the data manifold, exhibit a higher degree of

invariance to input perturbations. This insight is also the intuition behind

the method by [152] which aims to maximise robustness to input changes by

finding more plausible CEs. Similarly, [144] proposes a boolean satisfiability

approach to generate plausible CEs, which also demonstrate a lower local

instability than other traditional CE methods.

Robustness via diversity. The above methods do not explicitly target

the local instability of CEs. [86] show that satisfying robustness notions

such as ∥x′(1) − x′(2)∥p ≤ k ∥x(1) − x(2)∥p, k ∈ R+ may be impossible for

traditional CE methods in the general case. Therefore, the authors propose

to move away from single-instance CEs and instead consider (diverse) sets

of CEs. Under some assumptions, the authors prove that a relaxed form

of robustness can be satisfied whereby sets of explanations generated for

similar inputs are guaranteed to contain similar CEs.

3.3 Summary

This chapter has reviewed the current literature on CEs, with a special focus

on the emerging landscape of robust methods. When compared with the

existing research, the technical chapters of this thesis all provide unique

contributions:

First, Chapters 4 and 5 introduce methods with rigorous robustness guaran-

tees, a feature largely overlooked by prior work. Second, the new method in

Chapter 6 is designed to be a comprehensive CE method that balances two

forms of robustness with a large range of existing desirable properties, while
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being able to obtain multiple paths of CEs in a computationally efficient

way and being model-agnostic. Finally, Chapter 7 addresses a novel problem

setting related to MM, which has not been formally characterised before.
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Chapter 4

Interval Abstractions

for Guaranteeing Robustness

of Counterfactual Explanations

As discussed in Section 3.2, CEs found by existing methods often become

invalid when slight changes occur in the parameters of the model they

were generated for. Methods recently introduced to target this problem

typically induce robustness either by using dedicated continuous optimisation

procedures [104, 138], or by applying post-hoc refinements to candidate CEs

found by non-robust CE generation methods [18, 40, 61]. However, due

to their approximate nature, these methods are unable to provide formal

robustness guarantees, which are advocated as being vital towards achieving

trustworthy AI [92].

In this chapter, we fill this gap by presenting a method which provides formal

robustness guarantees for CEs under model changes. After discussing the

motivations in Section 4.1, Sections 4.2 and 4.3 introduce the formalisations

of our targeted type of model changes and the method that can certify CEs’

robustness. Then, Section 4.4 details the practical implementation of the

certification process. Two CE generation algorithms are then presented

in Section 4.5, which are extensively evaluated through experiments in

Section 4.6. We finally conclude in Section 4.7.
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4.1 Motivation

We target plausible model shifts [138] that can be encoded by a set ∆ of norm-

bounded perturbations to the parameters of ML models. Given this setting,

we propose a novel interval abstraction technique, which over-approximates

the output ranges of parametric ML models (including neural networks and

logistic regressions) when subject to the model shifts encoded in ∆. This

technique is inspired by the abstraction method presented in [118], originally

proposed for estimating neural networks’ outputs by grouping weight edges

into weight intervals. We show that using our interval abstraction, a precise

notion of robustness for CEs under ∆ can be stated and formally verified. In

the following, we refer to such notion of robustness as the ∆-robustness of

CEs. Unlike most previous robust CE methods which only apply to binary

classification, our focus on computing output ranges allows our method to

also work on multi-class classification.

The set ∆ is inherently constrained by a radius parameter δ, and focusing

on this parameter as our primary robustness metric is motivated by its dual

theoretical and practical utility. First, δ bounds the worst-case magnitude

of model parameter changes, serving as a strictly conservative measure: any

CE certified for a given δ is mathematically guaranteed to remain valid

under all possible parameter shifts within that radius. Second, despite its

conservative theoretical nature, this bound translates naturally to practical

reliability. As we demonstrate in Section 4.6, our guaranteed ∆-robustness

under increasing small δ values nicely represents the empirical robustness

observed when models undergo actual updates or retraining. Finally, to

ensure these bounds are practically meaningful without yielding overly

pessimistic recourse costs, we detail our principled approach to determining

suitable and realistic δ values in Section 4.6.2

Using interval abstractions, we propose two procedures to generate provably

robust CEs: an iterative algorithm augmenting existing CE generation meth-

ods, and a sound and complete Robust Nearest-neighbour Counterfactual

Explanations (RNCE) method. Since this work uses Mixed Integer Linear

Programming (MILP) to practically test ∆-robustness, the ensuing presen-

tation will only focus on ML models whose forward pass can be encoded
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into a MILP program.

In an extensive empirical study, we demonstrate the effectiveness of our

CE generation algorithms in a benchmarking study against seven existing

methods. Notably, one configuration of our iterative algorithm finds ∆-

robust CEs with the lowest costs among all the robust baselines, and our

new RNCE algorithm achieves perfectly robust results while finding CEs

close to the data manifold.

The core contributions of this chapter are summarised as follows:

• We propose a novel interval abstraction method to test ∆-robustness,

formally verifying whether a CE is robust against plausible model

changes.

• Our method explicitly characterises robustness for CEs in multi-class

classification.

• We present a principled workflow demonstrating the usefulness of

∆-robustness for evaluating and generating robust CEs in practice.

• We introduce an iterative algorithm and the RNCE algorithm to

generate provably robust CEs, which are demonstrated to have superior

performances against seven baselines.

4.2 Interval abstractions and robustness for binary

classification

In this section, we introduce a novel interval abstraction technique inspired

by INNs to reason about the provable robustness guarantees of CEs, under

the possibly infinite family of classification models obtained by applying a

pre-defined set of plausible model changes, ∆. We formalise the novel notion

of ∆-robustness, which, once satisfied, will ensure that the validity of CEs is

not compromised by any model parameter change encoded in ∆.
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4.2.1 Plausible model changes ∆

First, we formalise the type of model changes central to our method. We

begin by defining a notion of distance between two concretisations of a

parametric classifier.

Definition 1. Let Mθ and Mθ′ be two instances of the same parametric

classification model architecture, parameterised by θ ∈ Rdθ , θ′ ∈ Rdθ′ , and

dθ = dθ′. For 0 ≤ p ≤ ∞, the p-distance between Mθ and Mθ′ is defined

as:

distp(Mθ,Mθ′) = ∥θ − θ′∥p

.

Example 5. Consider two models Mθ = σ(−x1 + x2) and Mθ′ = σ(0.8 ·
x1 + x2). Assume p = ∞. Then, their p-distance is distp(Mθ,Mθ′) =

maxi|θi − θ′i| = 1.8.

Intuitively p-distance compares Mθ and Mθ′ in terms of their parameters

and computes the distance between them as the p-norm of the difference of

their parameter vectors. Using this notion, we next characterise a model

shift as follows.

Definition 2. Given 0 ≤ p ≤ ∞, a model shift is a function S mapping a

classification model Mθ into another Mθ′ = S(Mθ) such that:

• Mθ and Mθ′ are instances of the same model architecture, parameterised

by θ ∈ Rdθ , θ′ ∈ Rdθ′ , and dθ = dθ′;

• distp(Mθ,Mθ′) > 0.

Model shifts are typically observed in real-world applications when a model

is regularly retrained to incorporate new data. In such cases, models are

likely to see only small changes at each update. In the same spirit as [138],

we capture this as follows.
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Definition 3. Given a classification model Mθ, a threshold δ ∈ R>0 and

0 < p ≤ ∞, the set of plausible model shifts is defined as:

∆ = {S | distp(Mθ, S(Mθ)) ≤ δ}.

When a set of plausible model shifts ∆ is applied on Mθ, the resulting maxi-

mum change on each model parameter in the original model is conservatively

upper-bounded:

Lemma 1. Consider a classification model Mθ and a set of plausible model

shifts ∆ with threshold δ and 0 < p ≤ ∞. Then, ∀Mθ′ = S(Mθ), S ∈ ∆, and

∀θi, θ′i, i ∈ [d], we have θ′i ∈ [θi − δ, θi + δ].

Proof. combining Definition 3 with Definition 1, we obtain:

(︄
d∑︂

i=1

|θi − θ′i|p
)︄ 1

p

≤ δ

We raise both sides to the power of p:

d∑︂
i=1

(︁
|θi − θ′i|p

)︁
≤ δp

where the inequality is preserved as both sides are always positive. We now

observe this inequation bounds each addend from above, i.e.,

|θi − θ′i|p ≤ δp

Solving the inequation for each addend we obtain θ′i ∈ [θi − δ, θi + δ], which

gives a conservative upper-bound on the maximum change that can be

applied to each parameter in Mθ′ .
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4.2.2 Interval abstractions

To guarantee robustness to the plausible model changes ∆, methods are

needed to compactly represent and reason about the behaviour of a CE

under the potentially infinite family of models originated by applying each

S ∈ ∆ to Mθ. In the following, we introduce an abstraction framework that

can be used to this end.

Definition 4. Consider a classification model Mθ with θ = [θ1, . . . , θd].

Given a set of plausible model shifts ∆, we define the interval abstraction of

Mθ under ∆ as I(θ,∆) : X → I(R) such that:

• Mθ and I(θ,∆) have the same model architecture;

• I(θ,∆) is parameterised by an interval-valued vector θ = [θ1, . . . ,θd];

• θi, for i ∈ [d], encodes the range of possible changes induced by the

application of any S ∈ ∆ to Mθ such that θi = [θi − δ, θi + δ], where δ

is the maximum shift obtainable as per Definition 3.

Lemma 2. I(θ,∆) over-approximates the set of models Mθ′ that can be

obtained from Mθ via ∆.

Proof. Lemma 2 states that I(θ,∆) captures all models Mθ′ that can be

obtained from Mθ applying a S ∈ ∆, and possibly more models that violate

the plausibility constraint (Definition 3, the p-distances are upper-bounded

by δ). The former can be seen by observing that each parameter θi in

I(θ,∆) is initialised in such a way to contain all possible parameterisations

obtainable starting from the initial value θi and perturbing it up to ±δ
(Lemma 1). As a result, I(θ,∆) captures all shifted models by construction.

I(θ,∆) also captures more concrete models for which the p-distance is greater

than δ, as the bounds used in the interval abstraction, θi = [θi − δ, θi + δ],

are conservative.

The following two examples demonstrate the interval abstraction in the

context of different classification models.
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Example 6. Continuing from Example 3 (Section 2.2). Consider the

same model Mθ and assume a set of plausible model shifts ∆ = {S |
dist∞(Mθ, S(Mθ)) ≤ 0.1}. The interval abstraction I(θ,∆) is defined by the

model equation I(θ,∆)(x) = σ (θ1x1 + θ2x2), where θ1 = [−1− 0.1,−1 + 0.1]

and θ2 = [1− 0.1, 1 + 0.1]. Then, θ = [θ1,θ2].

x1

x2

[0.95, 1.05]

[−0.05, 0.05]
[−0.05, 0.05]

[0.95, 1.05]

[0.95, 1.05]

[−1.05,−.095]

Figure 4.1: Illustration of Example 7.

Example 7. Continuing from Example 4 (Section 2.2). Consider the

same model Mθ and assume a set of plausible model shifts ∆ = {S |
dist∞(Mθ, S(Mθ)) ≤ 0.05}. The resulting interval abstraction I(θ,∆) is

represented in Figure 4.1, where the symbolic expression of the output inter-

val is σ([0.95, 1.05]·max(0, [0.95, 1.05]·x1+[−0.05, 0.05]·x2)+[−1.05,−0.95]·
max(0, [−0.05, 0.05] · x1 + [0.95, 1.05] · x2)).

Given an input, our interval abstraction maps it to an output interval,

constructed by taking the lowest and the highest values from all the possible

classification outcomes by any shifted model Mθ′ ∈ ∆. This output interval

therefore over-approximates the outputs obtainable from any shifted models

in ∆. The classification semantics of the interval abstraction thus departs

from those with a single classifier and needs to be generalised to account for

this new behaviour.

Definition 5. Let I(θ,∆) be the interval abstraction of a classification model

Mθ. Given an input x ∈ X , let [l, u] be the output interval obtained by

applying I(θ,∆) to x. We say that I(θ,∆) classifies x as 1 if u ≥ l ≥ 0.5, 0 if

l ≤ u < 0.5, and undefined if l < 0.5 ≤ u.

We will slightly abuse notation and use I(θ,∆)(x) = 1 (respectively, I(θ,∆)(x) =

0) to denote the case where the abstraction classifies an input as 1 (re-

spectively, 0). A visual representation of this interval-based classification

65



0.5 R
(a)

0.5 R
(b)

0.5 R
(c)

Figure 4.2: Visual representation of Definition 5. In (a), I(θ,∆) classifies an
input as 1 because the output range for that input is always greater than
0.5. In (b), the output range includes value 0.5 therefore the classification
result is undefined. In (c), in a similar manner to the way in which the input
in (a) is classified as 1, the input is classified as 0.

semantics is given in Figure 4.2. In this work, we are interested in the

conservative worst-case robustness of CEs. Therefore, we leave for future

work (Section 4.7) the explorations of the undefined case, as in Figure 4.2

(b).

4.2.3 ∆-robustness

Using the interval abstraction as a tool to represent infinite families of

shifted models, we now present ∆-robustness, a notion of robustness to

model changes which is central to this contribution. First, we define the

conditions within which the robustness of a counterfactual can be assessed

by introducing a notion of prediction preservation as follows.

Definition 6. Consider an input x ∈ X and a model Mθ such that Mθ(x) =

0. Let I(θ,∆) be the interval abstraction of Mθ for a set of plausible model

shifts ∆. We say that ∆ is prediction-preserving for x iff I(θ,∆)(x) = 0.

In other words, prediction preservation requires that shifts in ∆ do not alter

the class predicted for the original input x. This is a safety requirement

that we introduce to ensure consistency in the predictions produced by the

interval abstraction.

We then can reason about the robustness properties defined as follows.

Definition 7. Consider an input x ∈ X and a model Mθ such that Mθ(x) =

0. Let I(θ,∆) be the interval abstraction of Mθ for a set of plausible model

shifts ∆. We say that a counterfactual explanation x′ is:
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• ∆-robust iff I(θ,∆)(x
′) = 1 and

• strictly ∆-robust iff it is ∆-robust & ∆ is prediction-preserving for x.

The prediction preservation of ∆ ensures the theoretical correctness of ∆-

robustness. We point out that, in practice, this requirement may be relaxed

such that for any input x labelled as class 0 by the original model, one can

find a CE x′ that is classified as class 1 by all the model shifts in ∆. In

this case, strictly speaking, x′ cannot be said to be valid for ∆ because it is

possible that for some Mi induced by ∆, Mi(x) = Mi(x
′) = 1. However, in

many applications prediction preservation with respect to ∆ is not required

(as are the setups in e.g., [138, 40]), in which case computing ∆-robust CEs

may be more practical than computing those which are strictly ∆-robust.

We conclude with an example summarising the main concepts presented in

this section.

Example 8. (Continuing from Examples 3 and 6). We observe that I(θ,∆)(x)

produces an output interval [0.42, 0.48], i.e., I(θ,∆)(x) = 0. Since Mθ(x) = 0,

we can conclude that the set of model shifts ∆ is prediction-preserving.

We then check whether the previously computed counterfactual explanation

x′ = [0.7, 0.7] is ∆-robust. Running x′ through I(θ,∆) we obtain an output

interval [0.45, 0.53], i.e., I(θ,∆)(x) = 0. Therefore, the counterfactual is

not ∆-robust. Assume a new counterfactual is obtained as x′′ = [0.7, 0.86].

The output interval produced by I(θ,∆) is now [0.5, 0.58], i.e., I(θ,∆)(x
′′) = 1.

Thus, the counterfactual x′′ is strictly ∆-robust.

4.3 Interval abstractions and robustness for multi-

class classification

Next, we introduce the notion of ∆-robustness in multi-class classification

settings. Unlike the binary case, where it is usually assumed that class 0

(unwanted class) is the original prediction result for the input and class 1 is

the desirable target class for the CE to achieve, in the multi-class settings,
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the classes need to be explicitly specified [31, 99]. Given a set of labels

{1, . . . , ℓ}, CEs can be defined as follows.

Definition 8. Given input x ∈ X and model Mθ, we say that Mθ classifies x

as c ∈ {1, . . . , ℓ} if Mθ(x)c ≥Mθ(x)c′ , for all c′ ∈ {1, . . . , ℓ} such that c′ ≠ c.

Definition 9. Consider an input x ∈ X and a classification model Mθ s.t.

Mθ(x) = c ∈ {1, . . . , ℓ}. Assume a desirable target class c′ ∈ {1, . . . , ℓ} such
that c′ ̸= c and given a distance metric d : X × X → R+, a counterfactual

explanation for class c′ is any x′ such that:

argmin
x′∈X

d(x, x′)

subject to Mθ(x
′) = c′

Example 9 illustrates Definition 9 on a toy example where the classifier is a

neural network.

Example 9. Consider the fully-connected feed-forward neural network Mθ

below, where weights are as indicated in the diagram, biases are zero. Hid-

den layers use ReLU activations, whereas the output layer uses a softmax

function (activation functions are depicted in the circles). Output classes

are {c1, c2, c3}.

x1

x2

c1

c2

c3

1

0

0

1

1

0

−1

−1

0.5

1

The symbolic expressions for the output is Mθ(x) = Softmax([max(0, x1)−
max(0, x2), 0.5max(0, x2),max(0, x2)−max(0, x1)]). Given a concrete input

x = [2, 2], we have Mθ(x) = c2. A possible counterfactual explanation for

class c1 may be x′ = [3, 1], for which Mθ(x
′) = c1.
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Figure 4.3: Visual representation of Definition 10 instantiated with three
colour-coded classes {‘orange’, ‘green’, ‘blue’}. In (a), I(θ,∆) classifies an
input as o since the output range for that class is always greater than those
of any other classes. In (b), the output ranges for o overlap with b, the
classification result is therefore undefined. In (c), in a similar manner to the
way in which the input in (a) is classified as o, I(θ,∆) classifies an input as b.

Then, the classification semantics of an interval abstraction for multiclass

problems can be obtained by extending Definition 5 as follows.

Definition 10. Let I(θ,∆) be the interval abstraction of a classification model

Mθ. Given an input x ∈ X , let [li, ui] be the output interval obtained for each

i ∈ {1, . . . , ℓ} by applying I(θ,∆) to x. We say that I(θ,∆) classifies x as class

c, if lc ≥ uc′ for all c′ ∈ {1, . . . , ℓ} \ {c}. Otherwise we say the classification

result from I(θ,∆) is undefined if ∀c′ ∈ {1, . . . , ℓ}, ∃c′′ ∈ {1, . . . , ℓ}\{c′} such
that uc′′ ≥ lc′.

Figure 4.3 intuitively illustrates the classification semantics of interval ab-

stractions in multi-class settings. Next, we formalise ∆-robustness for CEs.

Definition 11. Consider an input x ∈ X and a model Mθ such that Mθ(x) =

c ∈ {1, . . . , ℓ}. Let I(θ,∆) be the interval abstraction of Mθ for a set of

plausible model shifts ∆. We say that ∆ is prediction-preserving for x iff

I(θ,∆)(x) = c.

Definition 12. Consider an input x ∈ X and a model Mθ such that Mθ(x) =

c ∈ {1, . . . , ℓ}. Let I(θ,∆) be the interval abstraction of Mθ for a set of

plausible model shifts ∆. Assume a desirable target class c′ ∈ {1, . . . , ℓ} such
that c′ ̸= c, we say that a counterfactual explanation x′ is:

• ∆-robust for class c′ iff I(θ,∆)(x
′) = c′ and
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• strictly ∆-robust for class c′ iff it is ∆-robust & ∆ is prediction-

preserving for x.

The definition of ∆-robustness transfers to the multi-class semantics by esti-

mating lower and upper bounds for each output class and then checking the

robustness property. In Example 10, we instantiate an interval abstraction

for a neural network and show how the output intervals can be calculated,

thus how ∆-robustness can be examined. We introduce a more general

solution for testing ∆-robustness in the next section.

Example 10. Continuing from Example 9. Consider the same model Mθ and

assume a set of plausible model shifts ∆ = {S | dist∞(Mθ, S(Mθ)) ≤ 0.05}.
The resulting interval abstraction I(θ,∆) is defined as in Figure 4.4.

x1

x2

c1

c2

c3

[0.95, 1.05]

[−0.05, 0.05]
[−0.05, 0.05]

[0.95, 1.05]

[0.95, 1.05]

[0.95, 1.05]

[−0.05, 0.05]

[0.45, 0.55]

[−1.05,−0.95]

[−1.05,−0.95]

Figure 4.4: Illustration for Example 10

The symbolic expression of the output interval is obtained by applying softmax

activation on a vector of intervals [Mθ(x)c1 ,Mθ(x)c2 ,Mθ(x)c3 ] where each en-

try is the pre-softmax output interval for output classes {c1, c2, c3}, then sort-

ing the corresponding class interval for each class. We denote the node inter-

val for the hidden nodes as Mθ(x)h1 = max(0, [0.95, 1.05]·x1+[−0.05, 0.05]·x2)
and Mθ(x)h2 = max(0, [−0.05, 0.05] · x1 + [0.95, 1.05] · x2). Then, the out-

put node intervals can be expressed as Mθ(x)c1 = [0.95, 1.05] ·Mθ(x)h1 +

[−1.05,−0.95] ·Mθ(x)h2 , Mθ(x)c2 = [−0.05, 0.05] ·Mθ(x)h1 + [0.45, 0.55] ·
Mθ(x)h2 , Mθ(x)c3 = [−1.05,−0.95] ·Mθ(x)h1 + [0.95, 1.05] ·Mθ(x)h2.

For the input x = [2, 2], we observe that I(θ,∆)(x) produces output intervals

[0.114, 0.322], [0.356, 0.51], [0.114, 0.322] respectively for each class, therefore

the lower bound of class output node c2 (0.356) is greater than the upper
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bound of the other two classes (0.322), i.e., I(θ,∆)(x) = c2. Since Mθ(x) = c2,

we can conclude that the set of model shifts ∆ is prediction-preserving for c2.

We then check whether the previously computed counterfactual explanation

x′ = [3, 1] is ∆-robust. Running x′ through I(θ,∆) we obtain output intervals

[0.617, 0.91], [0.08, 0.345], [0.01, 0.038], i.e., I(θ,∆)(x) = c1. Therefore, the

counterfactual is ∆-robust for class c1. Furthermore, this CE is strictly

∆-robust.

4.4 Computing ∆-robustness with MILP

To determine whether a CE x′ is ∆-robust, we are interested in the output

ranges of the interval abstraction I(θ,∆) when x′ is passed in. [118] proposed

an approach to compute the output ranges of an INN, which we adapt in this

section to compute the reachable intervals for the output node in our interval

abstraction I(θ,∆). The output range estimation problem can be encoded

in MILP; in the following, we instantiate the encoding for fully connected

neural networks with k hidden layers (as first introduced in Example 2) with

ReLU activation functions. The encoding introduces:

• a real variable v
(0)
j for j ∈ [|V (0)|], used to model the input of I(θ,∆);

• a real variable v
(i)
j to model the value of each hidden and output node

V (i), for i ∈ [k + 1] and j ∈ [|V (i)|];

• a binary variable ξ
(i)
j to model the activation state of each node in

V (i), for i ∈ [k] and j ∈ [|V (i)|].

Then, for each layer index i ∈ [k] and neuron index j ∈ [|V (i)|], the following

set of constraints are asserted:
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C
(i)
j =

{︂
v
(i)
j ≥ 0, v

(i)
j ≤M(1− ξ

(i)
j ),

v
(i)
j ≤

|V (i−1)|∑︂
l=1

(W
(i)
j,l + δ)v

(i−1)
l + (B

(i)
j + δ) +Mξ

(i)
j ,

v
(i)
j ≥

|V (i−1)|∑︂
l=1

(W
(i)
j,l − δ)v

(i−1)
l + (B

(i)
j − δ)

}︂
(4.2)

whereM is a sufficiently large constant, and δ is the magnitude of model

shifts in ∆. Each C
(i)
j uses the standard big-M formulation to encode the

ReLU activation [90] and estimate the lower and upper bounds of nodes in

the INN.

Then, constraints pertaining to the output layer k + 1 are asserted for each

class j ∈ |V (k+1)|.

C
(k+1)
j =

{︂
v
(k+1)
j ≤

|V (k)|∑︂
l=1

(W
(k+1)
j,l + δ)v

(k)
l + (B

(k+1)
j + δ),

v
(k+1)
j ≥

|V (k)|∑︂
l=1

(W
(k+1)
j,l − δ)v

(k)
l + (B

(k+1)
j −δ)

}︂ (4.3)

For more details about the encoding and its properties, we refer to the

original work [118]. Note that, instead of directly computing the model

output, Mθ(x) = σ(V (k+1)), our MILP program analyses the interval of the

final-layer node values before applying the final sigmoid or softmax function,

e.g., V (k+1) = W (k+1) · V (k) + B(k+1). The model output interval can be

subsequently obtained by applying these final activation functions.

For the case of binary classification (e.g., as in Example 4), testing ∆-

robustness of a CE amounts to solving one optimisation problem as shown

in the following.

Definition 13. Consider an input x ∈ X and a fully connected neural

network Mθ with k hidden layers, and Mθ(x) = 0. Let I(θ,∆) be the interval

abstraction of Mθ for a set of plausible model shifts ∆. Let v
(k+1)
1 lb be the
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solution of the optimisation problem

min
v,ξ

v
(k+1)
1

subject to C
(i)
j , i ∈ [k + 1], j ∈ [|V (i)|]

We say that a counterfactual explanation x′ is ∆-robust if v
(k+1)
1 lb ≥ 0.

Indeed, if for a CE x′ the lower bound of the output node satisfies v
(k+1)
1 lb ≥

0, then after the final sigmoid function, σ(v
(k+1)
1 lb) ≥ 0.5, meaning that

I(θ,∆)(x
′) = 1, x′ is thus ∆-robust.

For multi-class classification (e.g., as in Example 9), the exact output range

for each class j ∈ |V (k+1)| can be computed by solving two optimisation

problems that minimise, respectively maximise, variable v
(k+1)
j subject to

constraints 4.2-4.3. Referring to Definitions 10 and 12, we are interested

in comparing the lower bound of the desirable target class output interval

with the upper bound of output intervals from other classes. Therefore,

testing ∆-robustness in multi-class classification amounts to solving |V (k+1)|
optimisation problems.

Definition 14. Consider an input x ∈ X and a fully connected neural

network Mθ with k hidden layers with Mθ(x) = c ∈ {1, . . . , ℓ} and the

desirable target class c′ ∈ {1, . . . , ℓ} such that c′ ̸= c. Let I(θ,∆) be the

interval abstraction of Mθ for a set of plausible model shifts ∆. Let v
(k+1)
c′ lb

be the solution of the optimisation problem

min
v,ξ

v
(k+1)
c′

subject to C
(i)
j , i ∈ [k + 1], j ∈ [|V (i)|]

For each class c′′ ∈ {1, . . . , ℓ} such that c′′ ̸= c′, let v
(k+1)
c′′ ub

be the solution

of the optimisation problems

max
v,ξ

v
(k+1)
c′′

subject to C
(i)
j , i ∈ [k + 1], j ∈ [|V (i)|]
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We say that a counterfactual explanation x′ is ∆-robust for class c′ if

v
(k+1)
c′ lb

≥ v
(k+1)
c′′ ub

.

Similar to the binary case, if a CE passes the above ∆-robustness test, then

after applying the final softmax function, the predicted class probability

of the desirable target class will always be greater than that of the other

classes.

In practice, with white-box access to the classifier, the above optimisation

problems can be conveniently encoded using any off-the-shelf optimisation

solver. In this work we use the Gurobi engine1.

4.5 Algorithms

We now show how the ∆-robustness tests introduced above can be leveraged

to generate CEs with formal robustness guarantees.

4.5.1 Embedding ∆-robustness tests in existing algorithms

We propose an approach (Algorithm 1) that can be applied on top of

any CE generation algorithms which explicitly parameterise the tradeoff

between validity and cost. For example, if the method is optimising a loss

function containing a validity loss term and a cost loss term with a tradeoff

hyperparameter (similar to [142]), then modifying the hyperparameter to

allow more costly CE with better validity (higher class probability) could

lead to more robust CEs. Such heuristics, identified as necessary conditions

for more robust CEs, are discussed in several recent studies [18, 40, 61, 83].

The algorithm proceeds as follows. First, an interval abstraction is con-

structed for the classifier Mθ and targeted plausible model change ∆; the

latter is then optionally checked for prediction preservation (Definition 7)

using the same MILP programs for ∆-robustness tests, depending on whether

1https://www.gurobi.com/solutions/gurobi-optimizer/
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Algorithm 1 Iterative algorithm embedding ∆-robustness tests

Require: Classifier Mθ, input x such that Mθ(x) = 0,
1: set of plausible model shifts ∆ and threshold t
2: Step 1: build encoding for interval abstraction I(M,∆).
3: Step 2 (Optional): check whether ∆ is prediction-preserving
4: while iteration number < t do
5: Step 3: compute CE x′ for x and Mθ using base method
6: if I(θ,∆)(x

′) = 1 then
7: return x′

8: else
9: Step 4: increase allowed distance of next CFX

10: Step 5: increase iteration number

11: return the last x′ found

we are aiming at finding strict or non-strict robust CEs. Then, the algorithm

performs a ∆-robustness test for the CE generated by the base method.

If the test passes, then the algorithm terminates and returns the solution.

Otherwise, the search continues iteratively, at each step the hyperparameter

of the base method is modified such that CEs of increasing distance can be

found. These steps are repeated until a threshold number of iterations t is

reached. As a result, the algorithm is incomplete, as it may report that no

∆-robust CE can be found within t steps (while one may exist for larger t).

In such cases, the last CE found before the algorithm terminates is returned,

assuming the CE found at each iteration is more robust than the previous

iteration. As we will see in Section 4.6, we have identified a configuration

of our iterative algorithm with a MILP-based method [98] as the base CE

generation method, which empirically overcomes the above limitations and

is always able to find ∆-robust CEs.

4.5.2 Robust Nearest-neighbour Counterfactual Explanations

(RNCE)

We also propose a robust and plausible CE algorithm shown in Algorithm 2,

which is complete under mild assumptions. After some initialisation steps,

an interval abstraction is constructed for the model Mθ and set ∆ in Step

1 (Alg. 2, 6). Similarly to Algorithm 1, the step checking whether ∆ is
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prediction-preserving is optional. The algorithm then moves on to Step 2

where the dataset D used to train Mθ is traversed to identify potential CEs

for x and filter out unsuitable inputs as described in Algorithm 3. In a

nutshell, Algorithm 3 iterates through D and picks instances that satisfy the

counterfactual requirement, parameterised according to a robustness criterion

specified by the user via the robustInit parameter. When robustInit

is T (True), the interval abstraction is used to check, for every instance in

the dataset, whether it satisfies ∆-robustness (Definition 7) prior to adding

it to S (Alg. 3, 9). Alternatively, when setting robustInit to F (False),

instances are added to the set of candidate CEs S as long as their predicted

label differs from that of x (Alg. 3, 8). In the latter case, the ∆-robustness

guarantees are postponed to Step 4.

Once the set S of potential candidates is obtained from D (Alg. 2, 8), we

fit a k-d tree T to efficiently store spatial information about them (Step 3).

The algorithm then enters its final step, where the best CE is selected from

S as described in Algorithm 4 and returned to the user (Alg. 2, 10). First,

T is queried to obtain the closest robust NNCE x′nn. When Algorithm 3 is

instantiated with robustInit = T, the first nearest neighbour returned from

T is guaranteed to be robust. Otherwise, several queries might be needed

to obtain an instance from T that also satisfies ∆-robustness (Alg. 4, 4-6).2

Thus, instantiations of different robustInit settings help to find the nearest

point satisfying ∆-robustness. As the nearest neighbour may not be optimal

in terms of proximity to the original instance x, further optimisation steps

can be triggered by setting the parameter optimal to T. This starts a line

search to find the closest robust CE to x (Alg. 4, 7-10). The CE computed

by Algorithm 4 is then returned to the user.

We stress that when robustInit=T and optimal=F, once T has been fitted,

the CE generation time (Alg. 2, 10) for any input is O(log(|D|)), and T can

be used to query CEs for any number of inputs efficiently. When the number

of inputs requiring CEs is far smaller than |D|, robustInit=F may result

in faster computation than robustInit=T (including time for obtaining T ),
see Appendix A.1 for more details.

2For clarity, Algorithm 4 describes the latter case; the robustness check in omitted in
the code when robustInit is T.
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Algorithm 2 RNCE: main routine

Require: input x, model Mθ,
1: training dataset D = {(x(i), y(i))}Ni=1,
2: (prediction-preserving) set of plausible model shifts ∆,
3: parameters robustInit, optimal ∈ {F, T}
4: Init: c←Mθ(x); x

′ ← ∅
5: Step 1: build encoding for interval abstraction I(M,∆)

6: Step 2: select candidate counterfactuals
7: S←getCandidates(x,Mθ,D, I(θ,∆),robustInit)
8: Step 3: fit k-d tree T on S
9: Step 4: x′←getRobustCE(x,Mθ, I(θ,∆),T ,optimal)

10: return x′

Algorithm 3 RNCE: getCandidates

Require: input x, model Mθ,
1: dataset D = {(x(i), y(i))}Ni=1}
2: interval abstraction I(θ,∆)

3: parameter robustInit ∈ {F, T}
4: Init: c←Mθ(x), S ← {}
5: Step 1: find candidate subset of the training dataset
6: for (x(i), y(i)) ∈ D do
7: if robustInit is F then
8: Add (x(i), y(i)) to S if Mθ(xi) = 1− c
9: else Add (x(i), y(i)) to S if I(θ,∆)(xi) = 1− c

10: return S

Remark 1. RNCE is sound.

Soundness of the procedure is guaranteed by construction, as solutions can

only be chosen among the set of instances for which the classification label

flips (see Algorithm 3). This is also true when RNCE is instantiated with

optimal set to T, as an additional check is performed in line 10 of Algorithm 4

to ensure that only valid CEs are returned.

Remark 2. RNCE is complete if there exists an (x′, y′) ∈ D such that

I(θ,∆)(x
′) ̸= Mθ(x).

Completeness of the procedure is conditioned on the existence of at least

one ∆-robust instance x′ in D whose label differs from that of the original
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Algorithm 4 RNCE: getRobustCE

Require: input x, model Mθ, interval abstraction I(θ,∆),
1: k-d tree T , parameter optimal ∈ {F, T}
2: Init: c←Mθ(x); x

′ ← ∅; a← 1; s← 0.05
3: Step 1: find robust CE
4: x′nn ← T .queryNextNeighbour(x)
5: while x′nn is not ∅ do
6: if I(θ,∆)(x

′
nn) = 1− c then x′ ← x′nn; break

7: x′nn ← T .queryNextNeighbour(x)
8: if optimal is T then
9: while a > 0 do

10: x′line ← ax′ + (1− a)x; a← a− s
11: if I(θ,∆)(x

′
line) = 1− c then x′ ← x′line

12: return x′

input x. Completeness is not affected by the configurations of parameters

in RNCE. When robustInit is T, Algorithm 3 is guaranteed to identify

such input as a candidate CE and add it to set S; when robustInit is

F, the multiple queries of the next nearest neighbour and the following

∆-robustness test (Alg. 4, lines 4-6) will also identify a feasible result. For

the parameter optimal, Algorithm 4 will always return one among x′ or an

optimised version of it (in terms of distance) for which robustness is still

guaranteed (Alg. 4, 10). Our experimental analysis in Section 4.6 shows that

our approach is always able to find ∆-robust CEs.

Remark 3. RNCE is equivalent to a plain NNCE algorithm if optimal is

F and ∆ = ∅.

RNCE collapses to a plain NNCE algorithm if the set of plausible model

shifts ∆ is an empty set, thus I(θ,∆) will be equivalent to the original model,

Mθ. Then, the choice of the parameter robustInit makes no impact as

lines 8 and 9 of Alg. 3 become identical (the multiple queries specified in

Alg. 4, 4-6 are also not needed). Note that the line search controlled by

optimal can also be performed when ∆ = ∅.

Figure 4.5 shows a pictorial representation of the different behaviours that can

be obtained from RNCE based on the configuration of the parameter optimal
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(a) (b)

(c) (d)

Figure 4.5: RNCE behaviours when optimal = F, ∆ = ∅ (4.5a); optimal =
T, ∆ = ∅ (4.5b); optimal = F, ∆ ̸= ∅ (4.5c); optimal = T, ∆ ̸= ∅ (4.5d).
Each figure depicts the CE that is chosen (green cross) among a set of
candidate CEs (grey crosses) for a given input (red circle) and model Mθ.
The continuous curved line represents the decision boundary of Mθ; the
dashed line represents a possible change in the decision boundary under ∆.
Figures 4.5a and 4.5b show configurations under which RNCE may return
CEs that are not ∆-robust, whereas Figures 4.5c and 4.5d depict robust
ones.

and whether ∆ is empty. When ∆ = ∅ and optimal is F (Figure 4.5a),

the algorithm behaves like a standard algorithm producing NNCEs and

returns the closest counterfactual instance. However, this CE may not be

robust. Analogous results may be obtained when ∆ = ∅ and optimal is T

(Figure 4.5b). Conversely, when ∆ ̸= ∅ (Figures 4.5c and 4.5d), RNCE will

only operate on robust instances as candidates, thus guaranteeing the CEs’

∆-robustness.

4.6 Experiments

In this section, we demonstrate through experiments how ∆-robustness can

be used in practice. We first described the experimental setup used for

our experiments, and present two strategies to find realistic magnitudes in

the plausible model changes given a dataset and the corresponding original
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classifier. Then, using these magnitudes, we construct interval abstractions

to test the robustness of existing CE generation methods, showing a lack

of ∆-robustness in state-of-the-art methods. Finally, we benchmark the

proposed algorithms to compute ∆-robust CEs with evaluation metrics

for proximity, plausibility, and robustness, showing the effectiveness of our

methods.

Additionally, we demonstrate the applicability of our methods to multi-class

classification tasks, while most existing methods focus on obtaining robust

CEs only for binary classifiers. Finally, we present experiments aimed at

benchmarking the runtime performance of our procedures and compare them

with existing approaches.

The code for our implementation and experiments is available at:

https://github.com/junqi-jiang/interval-abstractions.

4.6.1 Setup and evaluation metrics

dataset data points attributes NN accuracy LR accuracy

adult 48832 13 .847±.006 .828±.004
compas 6172 7 .844±.010 .833±.011
gmc 115527 10 .860±.001 .852±.002
heloc 9871 21 .728±.015 .725±.013

Table 4.1: Dataset and classifier details.

We experiment on four popular tabular datasets for benchmarking perfor-

mances of CE generation algorithms, adult income dataset [38], compas

recidivism dataset [4], give me some credit (gmc) dataset [28], Home equity

line of credit (heloc) dataset [46], from the CARLA library [110]. All datasets

contain min-max scaled continuous features, one-hot encoded binary discrete

features, and two output classes. Class 0 is the unwanted class while class

1 is the target class for CEs. We train neural networks with two hidden

layers and 6 to 20 neurons in each layer, and logistic regression models (used

in Section 4.6.4) on the datasets. Table 4.1 reports the dataset sizes, the

number of attributes of the datasets, and the 5-fold cross-validation accuracy

of the classifiers obtained.
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We randomly split each dataset D into two halves, D1 and D2, each including

a training and a test set. We use D1 to train the classifiers as stated above,

and we call these original models M1. D2 is used to simulate scenarios with

incoming data after M1 are deployed, explained in the next sections.

4.6.2 Identifying δ values

Recall from Definition 3 that δ upper-bounds the magnitude of the model

shifts in ∆, as measured by the p-distance (Definition 1). When practically

using ∆-robustness, δ, values, regarded as the hyperparameter in our method,

need to be first determined. We now propose two realistic strategies for

obtaining δ values, depending on how the underlying classifier is retrained

with new data in the application.

Incremental retraining This refers to the case where M1 is periodically

fine-tuned by gradient descent on some portions of D2 with a small number

of iterations. In this scenario, depending on how many data points in

D2 are used for retraining, the magnitude of parameter changes could be

small. Therefore, the δ values can be directly estimated by calculating

the p-distance between M1 and the updated classifiers. By observing the

p-distances when retraining on various portions of D2, the model developers

could potentially link the estimated δ values to time intervals in real-world

applications, depending on the frequency at which new data are collected.

Full or leave-one-out retraining Full retraining refers to a scenario

where a model is retrained with the same hyperparameter setting as M1,

using the concatenation of D1 and D2. Leave-one-out retraining concerns

obtaining a new model using a subset of D1 with 1% of data points removed.

As mentioned in [61], when retraining from scratch using the concatenation

of D1 and D2, it becomes unrealistic to upper-bound the weights and biases

differences in classifiers as the p-distance can be arbitrarily large. In this

case, we can treat δ as a hyperparameter and empirically find the minimum

value which can ensure robustness on a validation set. Similarly to the

standard train-validation-test split for evaluating the accuracy of ML models,
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we propose to use a held-out validation set to estimate δ values which lead

to sufficient robustness under such retraining scenarios. The procedure can

be summarised as follows:

1. Retrain from scratch some new classifiers using D1 and D2
3, set initial

δ value to a sufficiently small value;

2. Generate ∆-robust CEs using the current δ;

3. Evaluate the percentage of the explanations which are valid under all

the retrained models;

4. Examine the above empirical validity, if it has not reached 100% then

increase the δ value and repeat steps 2-3. Choose the smallest δ value

which results in 100% validity.

The termination condition in step 4 balances the robustness-cost tradeoff.

Once the empirical validity on multiple retrained models reaches 100% for

the validation set, increasing δ further will negatively affect the proximity

evaluations. It is also expected that when finding ∆-robust CEs with the

same δ value for the test set, a similar level of robustness can be observed.

We report the δ value results using both strategies in Figure 4.6, referred to

as δinc (incremental retraining) and δval (validation set). Specifically, for the

first scenario, we record and plot δ values as the average ∞-distances (in the

experiments, we use p =∞) between M1 and five incrementally retrained4

models using increasing sizes of the retraining dataset (a% of D2). As can be

observed, δ values increase with slight fluctuations as incrementally retraining

on more data. The magnitudes are classifier- and dataset-dependent, though

in our setting we obtain values from 0 to about 0.3. The δinc values are

obtained by recording the δ values when retraining on 10% of D2, and use

them as one robustness target in the next experiments.

3Full retraining is possible in an experimental environment. In practice, however, if D2

is not available at the time of robust CE generation, leave-one-out retraining on D1 could
be a viable option in step 1.

4We re-implemented the partial fit function in Scikit-learn library: https://scikit-
learn.org/stable/modules/generated/sklearn.neural network.MLPClassifier.html#sklearn.
neural network.MLPClassifier.partial fit
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For the second scenario, we use five fully retrained and five leave-one-out

retrained classifiers as the new models in Step 1. We use RNCE-FF to find

∆-robust CEs in Step 2. We record the obtained δval as another robustness

target, and we highlight these values in the same plots in Figure 4.6. After

matching their magnitudes to the ones obtained for incremental retraining,

we identify that these δval are much smaller than δinc and they correspond to

the magnitudes of retraining on only 2% of D2. The fact that being ∆-robust

against a very small magnitude results in 100% empirical robustness (validity)

in a validation set confirms the conservative nature of ∆-robustness, as it

guarantees the CE’s robustness against all possible model shifts entailed by

∆ (Lemma 2).

(a) adult dataset (b) compas dataset

(c) gmc dataset (d) heloc dataset

Figure 4.6: δ values obtained by retraining on increasing portions of D2.
The red dots highlight the δval and δinc values found by the two strategies
described in Section 4.6.2.
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4.6.3 Verifying ∆-robustness

(a) adult (b) compas

(c) gmc (d) heloc

Figure 4.7: Evaluation of ∆-validity (against increasing δ values) of the CEs
found by state-of-the-art methods (GCE, PROTO, MCE, ROAR) and by
our methods (GCE-R, PROTO-R, MCE-R, RNCE).

In this experiment, we demonstrate how our MILP procedure can be used

as an evaluation tool to examine the robustness of CEs generated by SOTA

algorithms. We consider three traditional non-robust baselines, namely a

gradient-descent based method GCE similar to [142], a plausible method

using gradient descent Proto [140], and a MILP-based method (referred to

as MCE) inspired by [98]. We also include ROAR [138], a SOTA frame-

work specifically designed to generate robust CEs, focusing on robustness

against the same notion of plausible model changes5. For our algorithms,

5We use the implementation of ROAR in CARLA library [110] which allows compre-
hensive hyperparameter tuning.
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using the iterative algorithm (Algorithm 1) proposed in Section 4.5, we

devise robustified versions of the non-robust baselines, which we call GCE-R,

PROTO-R, and MCE-R. We also include our RNCE-FF algorithm (Al-

gorithm 2, robustInit=False, optimal=False) to show the guaranteed

robustness results of this method.

For each dataset, we randomly select 50 test inputs for which we use the

above baselines to generate CEs. We evaluate their robustness against model

shifts of magnitudes up to δinc using ∆-validity, the percentage of test inputs

whose CEs are ∆-robust. For all robust methods, their targeted ∆ values

are instantiated with δinc.

Figures 4.7 (a-d) report the results of our analysis for the four datasets.

As we can observe, all methods generate CEs that tend to be valid for the

original model. For the non-robust baselines, ∆-validities soon drop to value

0 as small model shifts are applied, revealing a lack of robustness for these

baselines. ROAR exhibits a higher degree of ∆-robustness, as expected.

However, its heuristic nature does not allow to reason about all possible

shifts in ∆, which affects the ∆-robustness of CFXs as δ grows larger. Also,

the fact that it uses a local surrogate model to approximate the behaviour

of neural networks could negatively affect the results. For compas and gmc

datasets, its ∆-robustness stays lower than 100%.

For the two gradient-based non-robust baselines, our robustified versions

(GCE-R, PROTO-R) successfully improved their robustness against small

model shifts with lower δ values, however, the ∆-robustness tends to drop

(drastically for adult dataset) when it increases near δinc. This is likely

due to the vulnerability to local optimum solutions for the gradient-descent

algorithms. The MILP-based method MCE-R which gives more exact

solutions for the problem always finds robust CEs with 100% ∆-validity.

With proven robustness guarantees, our RNCE algorithm also finds CEs

that are 100% robust.
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Method
Properties Classifiers

Validity Proximity Plausibility Robustness NN LR

GCE [142] ✓ ✓ ✓
PROTO [140] ✓ ✓ ✓ ✓
MCE [98] ✓ ✓ ✓
NNCE [21] ✓ ✓ ✓ ✓ ✓
RBR [104] ✓ ✓ ✓ ✓ ✓
ROAR [138] ✓ ✓ ✓ ✓ ✓
RobXCE [61] ✓ ✓ ✓ ✓ ✓
GCE-R (ours) ✓ ✓ ✓ ✓
PROTO-R (ours) ✓ ✓ ✓ ✓ ✓
MCE-R (ours) ✓ ✓ ✓ ✓
RNCE (ours) ✓ ✓ ✓ ✓ ✓ ✓

Table 4.2: Properties (validity, proximity, plausibility, robustness) addressed
by baselines and whether the methods apply to neural network (NN) or
logistic regression (LR), indicated by ✓.

4.6.4 Generating ∆-robust CEs

Next, we rigorously benchmark the performance of our CE generation

methods against various robust and non-robust baselines. Apart from the

CE methods used in Section 4.6.3, we additionally include NNCE [21],

RBR [104], and RobXCE [61]. 6 We also instantiate RNCE-FT as one of

our methods. The properties of all compared methods are summarised in

Table 4.2.

For each dataset, we randomly select 20 test points from the test set to

generate CEs using each method. We repeat the process five times with

different random seeds and report the mean and standard deviation of the

results. The CEs are evaluated against three aspects using the standard

metrics in the literature. For proximity, we calculate the average ℓ1 distance

between the test input and its CE, which captures both closeness of CEs

and sparsity of changes [142]. For plausibility, we report the average local

outlier factor score lof [20] which quantifies the local data density. A lof

score close to value 1 indicates an inlier; the more it deviates from 1, the

less plausible the CE. For robustness, we report validity after retraining vr,

i.e., the percentage of CEs correctly classified to class 1, under 15 retrained

6We only included methods which either have open-source implementations or could be
re-implemented without requiring excessive effort.
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vr↑ v∆val↑ v∆inc↑ ℓ1↓ lof↓ vr↑ v∆val↑ v∆inc↑ ℓ1↓ lof↓
adult compas

GCE 51% 0% 0% .016 1.29 26.5% 0% 0% .039 3.05
PROTO 61.1% 1% 0% .011 1.44 50.7% 6.6% 0% .144 1.66
MCE 48.5% 0% 0% .009 1.41 25.6% 0% 0% .019 1.79
NNCE 76.1% 2% 2% .032 1.34 43.3% 8% 0% .028 1.30

ROAR 100% 100% 94.8% .877 12.5 100% 100% 94.7% .388 8.44
RBR 90.1% 0% 0% .025 1.33 98.3% 38% 0% .038 1.53

RobXCE 98.7% 20% 4% .046 1.27 99.9% 74% 0% .039 1.23

target δval = 0.02 target δval = 0.02
GCE-R 100% 100% 0% .048 1.47 86.9% 87% 0% .055 3.04

PROTO-R 100% 69% 0% .042 1.68 91% 91% 0% .049 1.74
MCE-R 100% 100% 0% .021 1.65 99.8% 100% 0% .035 1.68
RNCE-FF 100% 100% 4% .057 1.32 100% 100% 0% .039 1.26
RNCE-FT 100% 100% 0% .049 1.28 100% 100% 0% .037 1.33

target δinc = 0.061 target δinc = 0.079
GCE-R 100% 100% 0% .051 1.65 87% 87% 67% .109 3.62

PROTO-R 100% 100% 9% .072 2.36 91% 91% 84% .108 1.99
MCE-R 100% 100% 100% .051 2.91 100% 100% 100% .096 2.81
RNCE-FF 100% 100% 100% .122 2.78 100% 100% 100% .088 1.11
RNCE-FT 100% 100% 100% .095 2.70 100% 100% 100% .088 1.11

gmc heloc

GCE 75.8% 0% 0% .022 1.52 20.5% 0% 0% .019 1.18
PROTO 89.1% 1% 0% .023 1.36 39.5% 0% 0% .024 1.16
MCE 63.3% 0% 0% .016 1.40 22% 0% 0% .014 1.40
NNCE 88.9% 22% 1% .029 1.23 35.9% 0% 0% .053 1.05

ROAR 99.3% 98% 98% .199 23.1 100% 100% 100% .454 6.94
RBR 100% 62% 0% .034 1.55 58.7% 0% 0% .038 1.08

RobXCE 100% 92% 6% .041 1.10 100% 40% 0% .078 1.04

target δval = 0.02 target δval = 0.02
GCE-R 100% 100% 0% .032 1.79 100% 100% 0% .049 1.32

PROTO-R 100% 100% 0% .036 1.45 100% 100% 11% .079 1.62
MCE-R 100% 100% 0% .022 1.48 100% 100% 0% .031 1.94
RNCE-FF 100% 100% 7% .040 1.07 100% 100% 0% .083 1.04
RNCE-FT 100% 100% 0% .035 1.36 100% 100% 0% .080 1.04

target δinc = 0.091 target δinc = 0.04
GCE-R 100% 100% 100% .053 3.43 100% 100% 100% .109 2.07

PROTO-R 100% 100% 100% .118 2.49 100% 100% 100% .163 2.41
MCE-R 100% 100% 100% .032 1.86 100% 100% 100% .049 3.04
RNCE-FF 100% 100% 100% .084 1.22 100% 100% 100% .150 1.13
RNCE-FT 100% 100% 100% .084 1.22 100% 100% 100% .150 1.13

Table 4.3: Quantitative evaluation of the compared CE generation methods
on neural networks. The ↑ (↓) following each metric indicates the higher
(lower) the value, the better. Methods are separated by horizontal lines,
indicating non-robust baselines, robust baselines, and our methods with
robustness target ∆ instantiated by δval and δinc, respectively.

classifiers using respectively full retraining, leave-one-out retraining, and

incremental retraining (with 10% new data). We use the same δval and

δinc obtained from Section 4.6.2 to instantiate ∆ with different model shift
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magnitudes and report the respective ∆-robustness, termed v∆val and v∆inc.

Table 4.3 reports the mean results for neural network classifiers of the

benchmarking study. See Appendix A.2 for the standard deviation results

and the evaluations for logistic regression classifiers. Next, we analyse the

results by their properties, and for our methods, we first consider the results

when targeting δval.

Our methods produce the most robust CEs Our RNCE algorithm

(both configurations) generates the most robust CEs among the compared

methods, showing 100% vr and 100% targeted ∆-validity. For the robustified

methods using Algorithm 2, MCE-R is the most robust, finding perfectly ∆-

robust and 100% empirically robust CEs in most experiments. As discussed

in Section 4.6.3, the limited search space might be the cause of the reduced

robustness for GCE-R and PROTO-R in two datasets. As a result, when

compared with the robust baselines, RNCE and MCE-R both give better

robustness than ROAR, RobXCE, and RBR. All robust methods have better

robustness performances than the non-robust baselines, as expected.

Cost-robustness tradeoff This tradeoff has been discussed in several

other studies [138, 112], which we have also empirically observed. The non-

robust baselines always find the most proximal CEs (lowest ℓ1 costs). Apart

from them, the next best proximity results were obtained by MCE-R (when

targeting the smaller δval) among all the robust methods. Considering that

MCE-R also finds near-perfectly ∆-robust CEs, it can be concluded that

MCE-R effectively balances the cost-robustness tradeoff. RBR also finds CEs

with low costs, but their method is not as robust. Similar remarks can be

made for RobXCE as this method moves more towards the robustness end of

the tradeoff. Our methods GCE-R, PROTO-R, RNCE demonstrate similar

ℓ1 costs. Setting optimal=True in our RNCE algorithm slightly improves

the proximity, as can be seen when comparing RNCE-FF and RNCE-FT.

ROAR results in CEs with high ℓ1 cost, and the method has been identified

as being overly costly [103] due to their gradient-based robust optimisation

procedure.
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Plausibility results RobXCE has the best lof scores among all the meth-

ods, followed by RNCE which yields comparable results. This is because

these two methods select CEs from in-manifold dataset points and are thus

unlikely to return outliers. By inherently addressing data density estimation,

RBR also finds plausible CEs. The plausibility performances of our three

robustified methods and ROAR are not as good due to less regulated search

spaces or lack of plausibility constraints, with ROAR having the worst lof

results.

The effects of robustification For Algorithm 1, robustifying GCE,

PROTO, and MCE resulted in improved empirical and ∆−robustness, but
this negatively affected the proximity and plausibility results. Targeting

larger-magnitude plausible model shifts (instantiated with δinc) pushes these

tradeoffs further. For RNCE, similar trends can be identified when compared

with NNCE, but in most cases, the lof score improves. When targeting

δinc instead of δval, the cost also increases together with robustness, but

plausibility stays comparable.

Concluding remarks From the analysis above, we can conclude that

MCE-R achieved the best robustness-cost tradeoff, finding the most proximal

CEs among the robust baselines while showing near-perfect robustness results,

outperforming all robust baselines. RNCE, on the other hand, finds CEs

with even stronger robustness guarantees and great plausibility, at slightly

higher costs. However, less costly methods than RNCE are not as robust.

4.6.5 Computation time analysis

In this section, we discuss the computation time required by each method

to obtain the results in Section 4.6.4. The average computation times for

generating CEs for 20 test points are presented in Table 4.4.

While model complexity impacts all methods, the runtimes of gradient- and

MILP-based optimisation methods that are not wrapped in an iterative

approach (GCE, PROTO, MCE, RBR) are mostly sensitive to the number
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of attributes in the dataset, and those iteratively computed for robustness

(ROAR, GCE-R, PROTO-R, MCE-R) are also easily affected by their

hyperparameters concerning robustness. The methods that require traversing

(part of) the training dataset (NNCE, RNCE, RobXCE) are sensitive to the

number of data points in each dataset.

Model Method adult compas gmc heloc

Logistic
Regression

NNCE 0.039 0.024 0.636 0.003
ROAR 11.70 11.49 4.958 13.71

RNCE-FF δval 0.410 0.195 0.755 27.71
RNCE-FF δval 1.554 1.035 1.722 29.75
RNCE-FF δinc 0.627 0.948 0.754 1.534
RNCE-FF δinc 1.779 2.061 1.681 3.522

Neural
Network

GCE 27.23 29.06 25.15 25.08
PROTO 604.3 555.8 542.2 607.6
MCE 0.934 0.340 0.163 1.221
NNCE 0.095 0.018 0.514 0.039
ROAR 20.03 2.535 1.740 2.007
RBR 187.2 118.4 112.2 110.5

RobXCE 0.579 1.29 0.347 1.419
GCE-R δval 101.7 56.97 86.32 67.33

PROTO-R δval 1602 756.9 690.5 965.2
MCE-R δval 18.77 2.364 1.281 13.05

RNCE-FF δval 15.64 4.125 3.447 32.76
RNCE-FT δval 27.96 6.744 5.307 43.50
GCE-R δinc 155.2 117.08 116.01 120.9

PROTO-R δinc 1920 1824 1625 1469
MCE-R δinc 37.45 9.152 2.771 19.43

RNCE-FF δinc 218.3 48.07 163.2 670.6
RNCE-FT δinc 229.9 51.51 165.5 681.6

Table 4.4: Computation time (in seconds) of the compared methods on
logistic regression models and neural networks. The adult dataset has 48832
data points with 13 attributes, the compas dataset has 6172 data points
with 7 attributes, the gmc dataset has 115527 data points with 10 attributes,
the heloc dataset has 9871 data points and 21 attributes.

MCE-R is the fastest among the methods we devised, showing better runtime

than ROAR and RBR when targeting a smaller validation δ, and producing

close CEs with robustness guarantees. On the other hand, our PROTO-R

method is the slowest, while it also fails to give the best CEs in terms of

the desired properties (Table 4.3). Similar remarks can be made for GCE-R,
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which has comparable runtime as RBR. These three robustified methods

(GCE-R, PROTO-R, MCE-R) largely inherit the runtime of their respective

base method (GCE, PROTO, MCE). For RNCE, the number of attributes

and model complexity largely impact the time required to compute the

solution for a single MILP program, while the number of dataset points and

targeted δ value jointly impact the number of MILP programs that need

to be checked. Therefore, the RNCE runtime varies to a large extent in

our experiments. On logistic regression classifiers, our approach is faster

than the other robust baseline, ROAR. On neural networks, for a smaller

validation δ, the runtimes are in the same order of magnitude as ROAR and

are much faster than RBR, but they deteriorate when switching to a larger

δinc.

We conclude that our best performing methods, MCE-R and RNCE, when

targeting the δ values found by the validation set method, are able to

find better-quality and more robust CEs than the robust baselines while

demonstrating comparable runtimes. When trying to achieve robustness

guarantees for higher δ values, worse runtimes can be observed. This result

is expected, given that proving robustness with respect to model changes

has been shown to be an NP-complete problem [94].

4.6.6 Multi-Class Classification

Next, we demonstrate the applicability of our RNCE method to multi-class

classification settings, which is not supported by any robust CE generation

baselines listed in Table 4.2. We use the Iris dataset [3, 47], a small-scale

dataset for three-class classification tasks, and the California Housing dataset

[106], in which we transform the regression labels into three classes. Both

datasets are available in sklearn [115]. We trained two neural network models

with cross validation accuracy of 0.93 and 0.70, respectively. Again, we

randomly select (five times with different random seeds) 20 test instances

from the test sets which are classified to class 0, and we specify a desired

label 2 for CEs. Following the same experimental protocol described in

Section 4.6.4, we use the validation set strategy to identify δ values as

our targeted plausible model changes magnitude, and we report the same
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evaluation metrics for NNCE and RNCE.

Dataset Method vr↑ v∆val↑ ℓ1↓ lof↓

iris
δval = 0.015

NNCE 75%±.004 0%±.0 .393±.002 1.48±.026
RNCE-FF 100%±.0 100%±.0 .438±.003 1.50±.002
RNCE-FT 100%±.0 100%±.0 .438±.003 1.50±.002

housing
δval = 0.040

NNCE 18.1%±.035 0%±.0 .032±.003 1.10±.020
RNCE-FF 100%±.0 100%±.0 .053±.004 1.33±.037
RNCE-FT 100%±.0 100%±.0 .052±.004 1.31±.035

Table 4.5: Quantitative evaluation of the compared methods on neural
networks in multi-class classification tasks. The evaluation metrics are the
same as in Table 4.3.

Table 4.5 presents the results we obtained. Similarly to the results for

binary classification, the CEs computed by the NNCE method are not robust

against realistically retrained models (indicated by the low vr). Measured

by the ∆-validity, they also fail to satisfy the ∆-robustness tests for multi-

class classifications. With a slight tradeoff with ℓ1 costs and lof scores,

our two configurations of RNCE are both able to find perfectly robust

CEs in this study. This demonstrates that the ∆-robustness notion can be

used to evaluate provable robustness guarantees for CEs, and our proposed

algorithms succeed at finding more robust CEs in the multi-class classification

setting.

4.7 Summary, Limitations and Discussion

Summary. Despite the recent advances in achieving robustness against

model changes for CEs, state-of-the-art lack rigorous robustness guarantees

on the CEs they produce. By introducing a formal robustness notion, ∆-

robustness, and a novel interval abstraction technique, we provided the first

method in the literature to obtain CEs with certified robustness guarantees.

We showed how such ∆-robustness can be practically tested in binary and

multi-class classification settings by solving optimisation problems via MILP.

Furthermore, we proposed two algorithms to generate CEs that are provably

∆-robust. To demonstrate how our methods can be used in practice, two

strategies for identifying the appropriate hyperparameters in our method
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have been investigated, linking to three model retraining strategies. We then

presented an extensive empirical evaluation involving eleven algorithms for

generating CEs, including seven algorithms specifically designed to generate

robust explanations. Our results show that our MCE-R algorithm finds CEs

with the lowest costs along with the best robustness results, and our RNCE

outperforms existing approaches and is able to generate CEs that are both

provably robust and plausible, achieving a balance in the robustness-cost

and plausibility-cost tradeoffs. We also compared the runtimes and observed

that our best-performing methods have comparable runtimes with the robust

baselines when targeting small δ values. We see these outcomes as important

contributions towards complementing existing formal approaches for XAI

and making them applicable in practice.

Limitations. We identified a number of limitations of our approach. Firstly,

white-box access to both the training dataset and the classifiers is required.

As a result, our approach is primarily aimed at expert users, e.g., model

developers. Secondly, our method only works for parametric ML classifiers

whose forward pass can be precisely represented by a MILP program. We

have considered two examples in this chapter, but other models could be

considered. Thirdly, the computation time for our method, when targeting

high δ values on complex models and large datasets, can be high as that

for providing exact robustness guarantees for CEs under model changes,

which is an NP-complete problem [94]. This is partly due to the fact

that methods proposed in this chapter treat robustness verification and

robust CE generation as two separate steps. We address this limitation

in Chapter 5, where the two steps are integrated into a single bi-level

optimisation procedure that is (conditionally) sound and complete and is

guaranteed to converge. Nevertheless, in this work we demonstrated that

our method leads to better-quality CEs than existing methods.

Discussion. Next, in Chapter 5, we will further propose a principled

approach to generate plausible and provably ∆-robust CEs. We delegate the

discussions on future works in Section 5.5.
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Chapter 5

Provably Robust and Plausible Coun-

terfactual Explanations via Robust

Optimisation

This chapter aims to improve upon the key limitations of the CE generation

methods proposed in Chapter 4. The previous methods generate provably

robust CEs via iteratively tuning the hyperparameters of an arbitrary non-

robust CEs method and testing for robustness. As a result, they cannot

always guarantee soundness and might not be complete, which is also the

case for the popular method in [138]. The separation of certifying robustness

for a candidate CE and obtaining the actual robust CE as two distinct

steps also limits the scalability of those approaches. Also, among all the

existing approaches, only RNCE simultaneously addresses plausibility and

provable robustness against model changes. However, it relies on retrieving

real dataset points as CEs, risking exposing existing data, thus limiting its

practical applicability.

We propose a new method in this chapter, which formulates a single robust

optimisation problem for computing provably robust (against model changes)

and plausible CEs. After a brief introduction in Section 5.1, we discuss

the problem formulation in Section 5.2. Then, Section 5.3 introduces the

main method, which is then tested in Section 5.4. Section 5.5 concludes this
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chapter.

5.1 Motivation

In this chapter, we introduce the robust optimisation problem for computing

CEs with proximity property as the objective, and robustness and plausibility

properties as constraints. We will present Provably RObust and PLAusible

CEs (PROPLACE), a method leveraging robust optimisation techniques

to address the abovementioned limitations in the literature. We show the

(conditional) soundness and completeness of our method, and give a bi-

level optimisation procedure that will converge and terminate. Finally, in

our experiments, we compare PROPLACE with six existing CE methods,

five of which target robustness, on four benchmark datasets. The results

show that our method achieves the best robustness and plausibility, while

demonstrating superior proximity among the most robust baselines.

5.2 Problem Statement

The minimum distance objective targets the minimum effort by the end user

to achieve a change, which corresponds to the basic requirement of proximity.

In the literature, normalised L1 distance is often adopted as the distance

metric because it induces changes in fewer features in the CE [142]. However,

methods that find such plain CEs usually result in unrealistic combinations

of features, or outliers to the underlying data distribution of the training

dataset. A plausible CE avoids these issues and is formally defined as follows:

Definition 15. (Plausible CE) Given a neural network (NN) Mθ and an

input x ∈ X such that Mθ(x) < 01, a distance metric dist : Rd × Rd → R+

1In this Chapter, Mθ(x) also (with an abuse of notation) refer to the pre-sigmoid (logit)
value in the NN.
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and some plausible region Xplaus ⊆ Rd, a plausible CE is an x′ such that:

argmin
x′

dist(x, x′)

subject to Mθ(x
′) ≥ 0, x′ ∈ Xplaus

The plausible region Xplaus may be used to eliminate any unrealistic feature

values (e.g., a value of 0.95 for a discrete feature), or to indicate a densely

populated region that is close to the data manifold of the training dataset.

Additionally, it may also include some actionability considerations, such

as restricting immutable attributes (e.g., avoiding suggesting changes in

gender) or specifying some relations between input features (e.g., obtaining

a doctoral degree should also cost the user at least 4 years).

Robustness of Counterfactual Explanations. Studies have shown

that CEs found by the above formulations are readily invalidated when

small changes occur in the model parameters of the NNs. To reason about

this formally, we rely on the interval-abstraction machinery developed in

Chapter 4, which we recall here rather than restate: the p-distance between

two models (Definition 1), a model shift S and the set of plausible model

shifts ∆ (Definitions 2 and 3), the interval abstraction I(θ,∆) of a model

under ∆ together with its classification semantics (Definitions 4 and 5), and

the notion of a ∆-robust CE (Definition 7). We instantiate these for NNs

and assume p =∞, so that I(θ,∆) exactly captures the output range of every

shifted model in ∆ [64]. Throughout this chapter Mθ(x) denotes the pre-

sigmoid (logit) output, so the classification threshold of 0.5 in Definition 5

becomes 0: I(θ,∆) classifies x as class 1 iff l ≥ 0 (abbreviated I(θ,∆)(x) ≥ 0),

and a CE x′ is ∆-robust iff I(θ,∆)(x
′) ≥ 0, i.e., it stays valid under every

shifted model in ∆. With a slight abuse of notation we also write Mθ′ ∈ ∆

for a shifted model Mθ′ = S(Mθ) obtained from some S ∈ ∆.

Checking whether a CE x′ is ∆-robust requires the calculation of the lower

bound l of the pre-sigmoid output node interval [l, u] of I(θ,∆). This process

can be encoded as a MILP program (see Chapter 4).

96



Optimising for Robustness and Plausibility. Now we introduce the

targeted provably robust and plausible optimisation problem based on Defini-

tions 15 and 7, by taking inspiration from the robust optimisation technique

[13].

Definition 16. (Provably robust and plausible CE) Given a NN Mθ, an

input x ∈ X such that Mθ(x) < 0, a distance metric dist : Rd × Rd → R+

and some plausible region Xplaus ⊆ Rd, let I(θ,∆) be the interval abstraction

of Mθ under the bounded model shifts ∆. Then, a provably robust and

plausible CE x′ ∈ X is such that:

argmin
x′

dist(x, x′) (5.1a)

subject to I(θ,∆)(x
′) ≥ 0, (5.1b)

x′ ∈ Xplaus (5.1c)

The optimisation problem (5.1) can be equivalently rewritten as follows:

argmin
x′

dist(x, x′) (5.2a)

subject to max
Mθ′∈∆

[−Mθ′(x
′)] ≤ 0, (5.2b)

x′ ∈ Xplaus (5.2c)

We show next a novel approach for solving this robust optimisation problem

(5.2).

5.3 PROPLACE

The procedure for computing robust and plausible CEs, solving the optimi-

sation problem (5.2) , is summarised in Algorithm 5. We will first introduce

how the plausible region Xplaus is constructed in Section 5.3.1 (corresponding

to Line 3, Algorithm 5). Then, in Section 5.3.2 we will present the bi-level
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optimisation method (corresponding to Lines 4-5, Algorithm 5) to solve the

robust optimisation problem (5.2). In Section 5.3.2 we will also instantiate

the full bi-level optimisation formulations (in MILP form) of our method for

NNs with ReLU activation functions. Finally, in Section 5.3.3 we discuss

the soundness and completeness of Algorithm 5 and prove its convergence.

5.3.1 Identifying Search Space Xplaus

As mentioned in Section 5.1, points from the training dataset (especially

k-nearest-neighbours) are frequently utilised in the literature to induce

plausibility. In this work, we propose to use a more specialised kind of

dataset point, k ∆-robust nearest-neighbours, to construct the search space

for CEs that is both plausible and robust.

Definition 17. (k ∆-robust nearest-neighbours) Given a NN Mθ and an

input x ∈ X such that Mθ(x) < 0, a distance metric dist : Rd ×Rd → R+, a

dataset D ⊆ Rd2 on which Mθ is trained, and a set of bounded model shifts

of interest ∆, let I(θ,∆) be the interval abstraction of Mθ under ∆. Then,

the k ∆-robust nearest-neighbours of x is a set Sk,∆ ⊆ D with cardinality

|Sk,∆| = k such that:

• ∀x′ ∈ Sk,∆, x
′ is ∆-robust, i.e., I(θ,∆)(x

′) ≥ 0,

2In this chapter, a dataset refers to only the collection of input points without their
corresponding labels, for simplicity.

Algorithm 5 PROPLACE

Require: input x, model Mθ,
1: training dataset D,
2: set of bounded model shifts ∆,
3: plausible region to be used as CEs search space Xplaus.
4: Init: x′ ← ∅; ∆′ ← {Mθ}
5: Repeat
6: x′ ← Outer minimisation(Mθ, x,Xplaus,∆

′)
7: Mθ′ ← Inner maximisation(x′,∆′,∆)
8: ∆′ ← ∆′ ∪ {Mθ′}
9: Until (−Mθ′(x

′)) ≤ 0
10: return x′
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• ∀x′′ ∈ D \ Sk,∆, if x
′′
is ∆-robust, dist(x, x

′′
) ≥ max

x′∈Sk,∆

dist(x, x′).

The first constraint enforces the ∆-robustness, and the second states that the

points contained in the set are the k nearest points to the input x amongst

all the ∆-robust dataset points. In practice, in order to compute the k

∆-robust nearest-neighbours, we fit a k-d tree on the dataset points that

are classified to the desired class, then iteratively query the k-d tree for the

nearest neighbour of an input, until the result satisfies the ∆-robustness test

(Definition 7). This definition is very similar to the CEs found by the RNCE

approach in Chapter 4, with an extension of obtaining multiple ∆-robust

points.

Restricting the CE search space within the convex hull of these robust

neighbours will likely induce high plausibility (and robustness). However,

because these points are deep within parts of the training dataset that

are classified to another class, they may be far from the model’s decision

boundary, therefore resulting in large distances to the inputs. In fact, [40, 61]

adopted similar robust nearest neighbours (using other notions of robustness

tests) as the final CEs, and poor proximity was observed in their experiment

results. They have also shown that finding CEs using line search between

proximal CEs and these robust neighbours can slightly improve proximity.

In our case, since the validity of the CEs can be guaranteed from the

optimisation procedures (Section 5.3.2), we expand the plausible search

space across the decision boundary by taking the input into consideration,

which is assumed to also be inside the data distribution.

Definition 18. (Plausible region) Given an input x ∈ Rd and its k ∆-robust

nearest neighbours Sk,∆, the plausible region Xplaus is the convex hull of

Sk,∆ ∪ {x}.

By restricting the CE search space to such convex hull, the method has the

flexibility to find close CEs (with x as a vertex), or robust and plausible

CEs (with the robust neighbours as other vertices). This Xplaus ensures the

soundness and completeness of our method (Section 5.3.3).
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5.3.2 Bi-level Optimisation Method with MILP

5.3.2.1 Outer and Inner Optimisation problems

We separate the robust optimisation problem (5.2) to solve into outer min-

imisation and inner maximisation problems, as specified in Definitions 19

and 20.

Definition 19. Given a NN Mθ and an input x ∈ X such that Mθ(x) < 0, a

distance metric dist : Rd ×Rd → R+ and some plausible region Xplaus ⊆ Rd,

let ∆′ be a set of shifted models. Then, the outer minimisation problem finds

a CE x′ such that:

argmin
x′

dist(x, x′) (5.3a)

subject to −Mθ′(x
′) ≤ 0, for each Mθ′ ∈ ∆′, (5.3b)

x′ ∈ Xplaus (5.3c)

Definition 20. Given a CE x′ ∈ X found by the outer minimisation problem,

the set of bounded model shifts ∆, the inner maximisation problem finds a

shifted model Mθ′ such that:

arg max
Mθ′

−Mθ′(x
′) (5.4a)

subject to Mθ′ ∈ ∆ (5.4b)

The outer minimisation problem relaxes the constraint that a CE should be

robust to all possible model shifts in the set ∆; instead, it requires robustness

wrt a subset of the model changes ∆′ ⊂ ∆. ∆′ is initialised with the original

classification model Mθ. At the first execution, the outer minimisation finds

the closest CE x′ valid for that model. Then, x′ is passed to the inner

maximisation problem to compute the model shift S(Mθ) that produces

the lowest model output score. This model shift is considered to be the
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worst-case perturbation on the model parameters in the set ∆, and is added

to ∆′. In the next iterations, x′ is updated to the closest CE valid for all the

models in ∆′ (outer), which is being expanded (inner), until convergence.

5.3.2.2 MILP Formulations

The proposed bi-level optimisation method in Section 5.3.2.1 is independent

of specific NN structures. In this section, we take NNs with ReLU activation

functions as an example to further elaborate the method. We denote the

total number of hidden layers in an NN Mθ as h. We call N0, N (h+1),

and N (i) the sets of input, output, and hidden layer nodes for i ∈ [h],

and their node values are V (0), V (h+1), and V (i). For hidden layer nodes

V (i) = ReLU(W (i) · V (i−1) + B(i)), and for output layer nodes V (h+1) =

W (h+1) · V (h) +B(h+1), where W (i) is the weight matrix connecting nodes

at layers i− 1 and i, and B(i) is the bias vector of nodes Ni. We instantiate

the formulations using normalised L1, while our method PROPLACE can

accommodate arbitrary distance metrics.

The outer minimisation problem is equivalent to the following MILP program,

where the subscripts j on weight matrices and bias vectors indicate they are
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model parameters of the j-th model Mθ,j ∈ ∆′:

min
x′,γ,λ

∥x− x′∥1 (5.5a)

s.t. V
(0)
j = x′, (5.5b)

γ
(i)
j ∈ {0, 1}

|Ni|, i ∈ [h], j ∈ [|∆′|] (5.5c)

0 ≤ V
(i)
j ≤Mγ

(i)
j , i ∈ [h], j ∈ [|∆′|] (5.5d)

W
(i)
j V

(i−1)
j +B

(i)
j ≤ V

(i)
j ≤ (W

(i)
j V

(i−1)
j +B

(i)
j ) +M(1− γ

(i)
j ),

i ∈ [h], j ∈ [|∆′|] (5.5e)

W
(h+1)
j V

(h)
j +B

(h+1)
j ≥ 0, j ∈ [|∆′|] (5.5f)

λl ∈ [0, 1], l ∈ [|Sk,∆ ∪ {x}|],
|Sk,∆∪{x}|∑︂

l=1

λl = 1

x′ =

|Sk,∆∪{x}|∑︂
l=1

λlx
′
l, x

′
l ∈ Sk,∆ ∪ {x} (5.5g)

Constraints (5.5b) - (5.5f) and constraint (5.5g) correspond respectively to

the robustness and plausibility requirement in (5.3b) - (5.3c).

The inner maximisation program can be formulated as the following MILP

program, where the subscripts 0 on weight matrices and biases indicate they

are model parameters of the original model Mθ, and δ is the bound of model

magnitude change specified in ∆:

max
W,B,γ

V (h+1) (5.6a)

s.t. V (0) = x′, (5.6b)

γ(i) ∈ {0, 1}|Ni|, i ∈ [h] (5.6c)

0 ≤ V (i) ≤Mγ(i), i ∈ [h] (5.6d)

W (i)V (i−1) +B(i) ≤ V (i) ≤ (W (i)V (i−1) +B(i)) +M(1− γ(i)), i ∈ [h]

(5.6e)

V (h+1) = W (h+1)V (h) +B(h+1) (5.6f)

W
(i)
0 − δ ≤W (i) ≤W

(i)
0 + δ, i ∈ [h+ 1] (5.6g)

B
(i)
0 − δ ≤ B(i) ≤ B

(i)
0 + δ, i ∈ [h+ 1] (5.6h)
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Due to the flexibility of such MILP programs, the framework accommodates

continuous, ordinal, and categorical features [98]. Specific requirements like

feature immutability or associations between features can also be encoded

[139]. These MILP problems can be directly solved using off-the-shelf solvers

such as Gurobi [58].

5.3.3 Soundness, Completeness and Convergence of Algo-

rithm 5

We now discuss the soundness and completeness of our method by restricting

the search space for the CE to the plausible region Xplaus. From its definition,

the vertices (except the input x) of Xplaus are ∆-robust, which thus satisfies

the robustness requirement of our target problem (Definition 16). This

means that there exist at least k points in the search space satisfying

constraint (5.2c) that also satisfy constraint (5.2b), making these points

feasible solutions for the target problem. We may thus make the following

proposition:

Proposition 1. Algorithm 5 is sound and complete if ∃ x′ ∈ D such that x′

is ∆-robust.

Soundness follows from the termination condition of Algorithm 5: the loop

only exits when −Mθ′(x
′) ≤ 0 for the worst-case model shift Mθ′ returned

by the inner maximisation over the entire set ∆ (Definition 20). Hence the

returned x′ satisfies maxMθ′∈∆[−Mθ′(x
′)] ≤ 0, i.e., it is ∆-robust, and it is

plausible since the outer minimisation constrains x′ ∈ Xplaus. Completeness

follows from the feasibility argument above: whenever a ∆-robust instance

exists in D, the search space Xplaus contains at least one ∆-robust point, so

the outer minimisation is feasible and returns a solution.

Next, we adapt the method in [100, Section 5.2] to provide an upper bound

on the maximum number of iterations of Algorithm 5.

Proposition 2. Given the requirements of Algorithm 5, assume the classifier

Mθ is Lipschitz continuous in x′. Then, the maximum number of iterations

before Algorithm 5 terminates is bounded.
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Proof. Firstly, we assume two small tolerance variables σ > t > 0 and modify

the robustness constraint (5.2b) of Definition 16 to: max
Mθ′∈∆

[−Mθ′(x
′)+σ] ≤ t,

such that the correctness of the robustness guarantee is not affected. The

termination condition for Algorithm 5 therefore becomes −Mθ′(x
′) + σ ≤ t.

Consider the plausible CE problem (Definition 15 with the validity constraint

modified to −Mθ(x
′) + σ ≤ t), which is the problem solved by the first

execution (iteration 1) of the outer minimisation problem in Algorithm 5.

We denote its feasible region as F . Suppose Mθ is a ReLU NN without the

final (softmax or sigmoid) activation layer, then Mθ is Lipschitz continuous.

Let f(x′,Mθ) := −Mθ(x
′) + σ, then f is Lipschitz continuous in x′ over F

with some Lipschitz constant L. For a distance metric dist : Rd ×Rd → R+,

and any x1, x2 ∈ F , we have:

|f(x1,Mθ)− f(x2,Mθ)| ≤ L · dist(x1, x2) (5.7)

At iteration m, we denote the CE found by the outer minimisation as x′(m),

and the shifted model found by the inner maximisation as M
(m)
θ . Then,

f(x′(m),M
(m)
θ ) := −M (m)

θ (x′(m)) + σ. Assume at step m the algorithm has

not terminated, then

f(x′(m),M
(m)
θ ) > t (5.8)

For the iteration steps n > m, x′(n) is required to be valid on M
(m)
θ as

specified in the outer minimisation problem, we therefore have:

f(x′(n),M
(m)
θ ) ≤ 0 (5.9)

Combining (5.8) and (5.9) yields

f(x′(m),M
(m)
θ )− f(x′(n),M

(m)
θ ) > t (5.10)

Further combining (5.10) with (5.7), for the iteration steps n > m,

dist(x′(m), x′(n)) >
t

L
(5.11)
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Consider the balls B(i), i = 1, . . . ,m, of diameter t
L centred at each inter-

mediate result of the outer minimisation problem, x′(i). From (5.11), it

can be concluded that for any two intermediate x′(i), x′(j), 1 < i, j < m,

dist(x′(i), x′(j)) > t
L , and x′(i) and x′(j) are the centres of the balls B(i) and

B(j). Therefore, any two circles will not intercept. The total volume of these

balls is thus m× U × ( t
L)

d, where U is the unit volume in Rd.

Consider a ball that encompasses the feasible solution region F and let R be

its radius. We know that x′i, i = 1, . . . ,m, are all within the feasible region

F , therefore, the ball B that has a radius R + t
2L will cover the spaces of

the small balls B(i), i = 1, . . . ,m. Also, the volume of B is U × (2R+ t
L)

d

and will be greater than the total volume of the small balls, which means:

U ·
(︃
2R+

t

L

)︃d

> m · U ·
(︃

t

L

)︃d

=⇒ m <

(︃
2RL

t
+ 1

)︃d

It can be concluded that the step number at which Algorithm 5 has not

terminated is bounded above by the (2RL
t + 1)d.

5.4 Experiments

In this section, we demonstrate that our proposed method achieves state-of-

the-art performances compared with existing robust CEs generation methods.

Datasets and Classifiers. Our experiments use four benchmark datasets

in financial and legal contexts: the adult Income (adult) [38], compas [4],

Give Me Some Credits (gmc) [28], and heloc [46] datasets. We adopt

the pre-processed versions available in the CARLA library [110] where

each dataset contains binarised categorical features and min-max scaled

continuous features. Labels 0 and 1 are the unwanted and the desired class,

respectively. We split each dataset into two halves. We use the first half for

training NNs with which the robust CEs are generated, and the second half

for model retraining and evaluating the robustness of the CEs.

For making predictions and generating CEs, the NNs contain two hidden
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layers with ReLU activation functions. They are trained using the Adam

optimiser with a batch size of 32, and under the standard 80%, 20% train-

test dataset split setting. The classifiers achieved 84%, 85%, 94%, and

76% accuracies on the test set of adult, compas, gmc, and heloc datasets,

respectively.

The retrained models have the same hyperparameters and training procedures

as the original classifiers. Following the experimental setup in previous works

[40, 45, 104, 18, 138], for each dataset, we train 10 new models using both

halves of the dataset to simulate the possible retrained models after new

data are collected. We also train 10 new models using 99% of the first half of

the dataset (different 1% data are discarded for each training), to simulate

the leave-one-out retraining procedures. The random seed is perturbed for

retraining. These 20 retrained models are used for evaluating the robustness

of CEs.

Evaluation Metrics. The CEs are evaluated by the following metrics for

their proximity, plausibility, and robustness.

• ℓ1 measures the average L1 distance between a CE and its correspond-

ing input.

• lof is the average 10-Local Outlier Factor [20] of the generated CEs,

which indicates to what extent a data point is an outlier wrt its k

nearest neighbours in a specified dataset. lof values close to 1 indicate

inliers, larger values (especially if greater than 1.5) indicate outliers.

• vr, the validity of CEs on the retrained models, is defined as the

average percentage of CEs that remain valid (classified to class 1)

under the retrained models.

• v∆ is the percentage of CEs that are ∆-robust. The bound of model

parameter changes δ is specified to be the same as the value used in

our algorithm.

Baselines. We compare our method with six state-of-the-art methods

for generating CEs, including five which target robustness. GCE [142] is
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the first method to generate CEs for NNs, which minimises the ℓ1 distance

between the CEs and the inputs. Robust Bayesian Recourse (RBR) [104]

addresses the proximity, robustness, and plausibility of CEs. RobXCE [40]

is a nearest-neighbour-based method that focuses on a different notion of

robustness to model changes. Robust Algorithmic Recourse (ROAR) [138]

optimises for proximity and the same ∆ notion of robustness. Proto-R and

MILP-R are the methods proposed by [64] which embed the ∆-robustness

test into the base methods of [140] and [98]. For all methods including ours,

we tune their hyperparameters to maximise the validity after retraining vr.

adult compas gmc heloc
vr↑ v∆↑ ℓ1↓ lof↓ vr↑ v∆↑ ℓ1↓ lof↓ vr↑ v∆↑ ℓ1↓ lof↓ vr↑ v∆↑ ℓ1↓ lof↓

GCE 89 78 .175 1.59 57 0 .170 1.81 84 18 .148 2.80 49 0 .045 1.16
RBR 100 0 .031 1.28 100 62 .043 1.34 90 0 .050 1.31 80 0 .038 1.10

RobXCE 100 82 .064 1.28 100 82 .050 1.11 100 96 .073 1.35 100 30 .073 1.04
ROAR 99 98 .279 1.96 98 100 .219 2.84 96 88 .188 4.22 98 98 .109 1.57

PROTO-R 98 55 .068 1.60 100 100 .084 1.36 100 100 .066 1.49 100 100 .057 1.21
MILP-R 100 100 .024 1.69 100 100 .040 1.71 100 100 .059 2.08 100 100 .044 2.48
OURS 100 100 .046 1.22 100 100 .039 1.24 100 100 .058 1.24 100 100 .057 1.04

Table 5.1: Evaluations of PROPLACE (OURS) and baselines on NNs. The
↑ (↓) indicates that higher (lower) values are preferred for the evaluation
metric.

Results. We randomly select 50 test points from each dataset that are

classified to be the unwanted class, then apply our method and each baseline

to generate CEs for these test points. Results are shown in Table 5.1.

As a non-robust baseline, the GCE method is the least robust while producing

high ℓ1 costs and poor plausibility. Though RBR shows the lowest ℓ1 results

on three datasets, it has only moderate robustness against the naturally

retrained models and is not ∆-robust on any dataset. The rest of the

baselines all show strong robustness on at least three datasets, with our

method having slightly better vr and v∆ results, evaluated at 100% in

every experiment. This indicates that our method PROPLACE can not

only guarantee robustness under bounded model parameter changes but

also induce reliable robustness against unbounded model changes. In terms

of plausibility, our method has the best lof scores among all baselines.

Therefore, our method has addressed the limitation in the literature that
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no method optimises for guaranteed ∆-robustness and plausibility. Though

the two properties have established trade-offs with proximity [109, 112, 138],

our method still shows ℓ1 costs lower than all methods except RBR, which is

significantly less robust, and MILP-R, which finds outliers. For the compas

dataset, our method has the best proximity result among all baselines.

Note that the PROTO-R baseline from the work which proposed certification

for ∆-robustness failed to find ∆-robust CEs on the adult dataset, as was

the case in their results (see Table 1, [64]). This is due to the fact that

their method rely heavily on a base method to find CEs, and it is not

straightforward to be always able to direct the hyperparameters search

for optimising ∆-robustness. With improved soundness and completeness

(Proposition 1), PROPLACE always finds provably robust results.

5.5 Summary, Limitations and Discussion

Summary. In this chapter, we proposed a robust optimisation framework

PROPLACE to generate provably robust and plausible CEs for neural

networks. The method addresses the limitation in the literature that existing

methods lack formal robustness guarantees to bounded model parameter

changes and do not generate plausible CEs. We proved the soundness,

completeness, and convergence of PROPLACE. Through a comparative

study, we show the efficacy of our method, demonstrating the best robustness

and plausibility results with better proximity than the most robust baselines.

Despite the specific form of robustness we target, PROPLACE is also

empirically robust to model retraining with unbounded parameter changes.

Limitations. PROPLACE comes with two main limitations. First, the

notion of ∆-robustness employed here is the same as in Chapter 4 and is thus

equally conservative: it guarantees validity against every model shift in ∆,

including worst-case perturbations that may not occur in realistic retraining.

As discussed in Chapter 4, investigating relaxed forms of robustness would

therefore again be a desirable direction towards less conservative guarantees.

Second, the MILP formulation requires the classifier to be representable in an

exact, deterministic form, which can be difficult to obtain, especially for larger
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models. Following the practice of existing works [138] (see also discussions in

Section 3.2.1.2), it would be valuable to investigate the empirical robustness

performance of our method when the target model is approximated by a

surrogate model amenable to such a representation.

Discussion. In Chapters 4 and 5, we focused on finding CEs with provable

robustness guarantees against model changes for parametric models. These

contributions open up several promising avenues for future work.

One such direction is to investigate relaxed forms of robustness, e.g., when

the output intervals in I(θ,∆) for different classes overlap, with similar interval

abstraction techniques. In this thesis, we considered deterministic robustness

guarantees, aiming at ensuring CEs’ validity against even worst-case model

parameter perturbations encoded by ∆. However, we observed that this

notion is conservative in that the worst-case perturbations might not always

occur in realistic model retraining. One potential way to overcome this is

to determine the hyperparameter δ which controls the magnitude of model

changes in ∆ using a validation set, as illustrated in Section 4.6.2. However,

that requires additional computational efforts. Therefore, probabilistic

relaxations of our ∆-robustness notion allowing more fine-grained analyses

would be valuable.

Another possibility is to investigate the ∆-robustness of CEs in a causal

setting. CEs which conform to some structural causal models [114] are usually

within data distribution, and they reflect the true causes of predictions,

making causality an additional desirable property [77]. It has also been found

that plausible CEs are likely to be more robust against model shifts [109].

Therefore, there could be intrinsic links between causality and robustness.

Dominguez-Olmedo et al. [37] have proposed a framework to compute CEs

that are robust to noisy executions under a causal setting. It would be

interesting to also investigate the interplay of ∆-robustness and causality

towards facilitating the development of higher-quality CEs.

Finally, it would be possible to apply similar interval abstraction techniques

to provide guarantees for other forms of CE robustness. In our ∆-robustness

tests, a fixed-value CE is fed into the interval-valued abstraction of a clas-

sification model. Intuitively, if instead an interval-valued CE is passed
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as input into a fixed-valued classification model, it would be similar to

reasoning about the robustness of CEs against noisy executions. Going fur-

ther, it would be interesting to investigate training techniques incorporating

∆-robustness notions to train models which can produce robust CEs by

standard gradient-based optimisation methods.
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Chapter 6

Synthesising Counterfactual Expla-

nations via Label-Conditional Gaus-

sian Mixture Variational Autoen-

coders

In the previous chapters, we studied CEs’ robustness against model changes.

According to findings in other concurrent research, this form of robustness

is also similar to robustness against noisy execution by users of recourse (see

discussions in Section 3.2).

In this chapter, we switch the focus and look at how a distinct form, robust-

ness against input changes, can be guaranteed through a new method based

on an advanced generative model, while covering most of the established CE

desirable properties. Following the motivations in Section 6.1, this generative

model is introduced in Section 6.2.1. Sections 6.2.2 and 6.2.3 will present

the new CE methods. Both the generative model and the CE methods are

evaluated in Section 6.3. Section 6.4 concludes this chapter with discussions

on limitations.
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6.1 Motivation

As discussed in Section 3.2, research in robust CEs has been fragmented,

often addressing specific robustness types in isolation or without considering

their interplay with other key criteria [67]. This has resulted in a lack of

methods that can generate CEs integrating multiple properties, such as

validity, plausibility, diversity, and multiple forms of robustness, within a

single framework. This chapter introduces a novel approach to bridge this

gap, with a specific focus on (i) encouraging robustness to model changes,

such that the recourse stays valid under model parameter changes (such as

regular retraining), and (ii) guaranteeing robustness to input perturbations,

which amounts to the stability of generated CEs against small perturbations

applied to the input [5, 86]. Indeed, if a method finds CEs that are readily

invalidated under some model updates, or provides significantly different

CEs for nearly identical inputs, the CEs are likely based on arbitrary model

behaviour and algorithmic artefacts, rather than meaningful features. This

particularly undermines CEs’ trustworthiness for recourse purposes.

A recent state-of-the-art method enhances robustness to input changes by

leveraging diverse instances of nearest neighbours in the training dataset

from the target class [86]. However, this method remains heuristic and

cannot guarantee perfect stability given the randomness in its distance-based

thresholding process, and risks exposing sensitive training data. We argue

that a more principled approach to robustness involves identifying a set of

diverse, prototypical recourse points for the target class and then guiding

all generated CEs to converge towards these points. While prior works

have used generative models like standard variational autoencoders (VAEs),

normalising flows, or diffusion models with similar intuitions, their primary

goal was to improve plausibility by obtaining a realistic data manifold [108,

148, 101]. A key limitation is that they are typically unconditional, ignoring

the information encoded in a classifier’s predicted labels that are readily

available during recourse generation. As a result, sampling with randomness,

or complex algorithms such as latent space gradient optimisation, is needed

to perform the CE search in the latent space, without guaranteeing their

validity.
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Figure 6.1: Illustration of LAPACE in binary classification. Given a dataset
with a trained classifier’s predictions (Left), a L-GMVAE is first learned with
latent clusters (Gaussian components), capturing the data distribution with
the classifier’s predictions. In this example, we have 6 Gaussian components
(Middle, the coloured areas). Prediction label 0 (1) is associated with
Clusters 0-2 (3-5). The cluster centroids (learned Gaussian mixture prior)
for classes 0 and 1 are marked with crosses and check marks. Assuming we are
computing CEs for a negatively classified point (Left, purple star), LAPACE
first performs linear interpolations linking the input’s latent representation
to each class 1 cluster centroid (Middle, dashed lines). These paths are then
decoded to the input space to obtain paths of points, where they terminate
at the decoded class 1 cluster centroids (Right).

Based on these insights, we propose Label-conditional Gaussian Mixture

VAE (L-GMVAE), a novel generative model for recourse. We adapt the

standard GMVAE [81, 35, 129] to be label-conditional [131] by explicitly

mapping each class label to a dedicated set of Gaussian clusters in the latent

space. After training, the mean of each Gaussian component serves as a

latent centroid. As these centroids are learned through the VAE’s objective,

their decodings act as diverse, plausible, and robust prototypes for their

associated class, making them ideal targets for recourse.

Building on this model, we introduce LAPACE (LAtent PAth Counterfactual

Explanations), a simple yet effective method for generating paths describing

smooth trajectories that connect inputs to their CEs. This method is illus-

trated in Figure 6.1. For any input, LAPACE finds a latent representation

and generates multiple paths by linearly interpolating to each of the target

class’s latent centroids. When decoded, these latent trajectories form paths

of high-quality CEs in the input space. Because all paths for a given target
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class converge to the same set of fixed prototypes, LAPACE achieves perfect

robustness to input perturbations. Furthermore, providing paths of CEs

allows users to choose between solutions that are close to their original input

and those that are more robust but further away. In addition, LAPACE is

model-agnostic, requiring only black-box access to the classifier’s prediction

function. The synthetic CEs also do not expose real dataset points.

Overall, this chapter makes the following contributions:

• We propose L-GMVAE, a new generative model tailored for generating

high-quality CEs.

• We introduce LAPACE, a novel model-agnostic CE generation method

that uses the L-GMVAE to produce paths of CEs that are robust to

input perturbations while also addressing validity, proximity, plausi-

bility (our strong plausibility also leads to robustness against model

changes), and diversity.

• We show how user-specified actionability constraints can be easily

incorporated into LAPACE.

• We conduct comprehensive experiments that validate the competitive

performance of LAPACE across eight quantitative metrics.

6.2 Latent Path Counterfactual Explanations

In this section, we first present L-GMVAE, discussing how it is inherently

suitable for synthesising CEs. Then, we present LAPACE, and show how ac-

tionability requirements can be accommodated via gradient updates through

the decoder network.

6.2.1 Label-Conditional GMVAE

L-GMVAE. Throughout the CE generation pipeline, the classifier-predicted

label for the input and the desirable label for CEs are known. For computing
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CEs, it would therefore make sense to explicitly incorporate label information

into the cluster assignments. Following GMVAE ([129]’s version, see Section

2.3.2), the latent variable z ∈ Rh governs the data generation process. z

is regulated by a Gaussian Mixture with K components, with a discrete

variable c ∈ C = {0, . . . ,K − 1} controlling the cluster assignment. In

L-GMVAE, we partition the Gaussian clusters C using the possible L labels

in Y as: C = C0 ∪ C1 ∪ . . . ∪ CL−1, where each Ci ⊂ C, and for all Ci, Cj with

i ̸= j and i, j ∈ Y , Ci ∩ Cj = ∅. The most intuitive approach for partitioning

is to uniformly assign L/K clusters for each class. Then, for a given class

label y, its corresponding clusters are Cy.

The generative component of L-GMVAE, p(x, c, z | y), is characterised as:

p(x, c, z | y) = p(c | y) p(z | c) p(x | z) (6.1a)

p(c | y) = 1

|Cy|
if c ∈ Cy (6.1b)

p(z | c) = N (z | µz(c), σ
2
z(c)) (6.1c)

p(x | z) = N (x | µx(z), σ
2
x(z)) (6.1d)

The inference model q(z, c | x, y) of the GMVAE is factorised as:

q(z, c | x, y) = q(c | x, y) q(z | x, c, y) (6.2)

We derive the evidence lower bound (ELBO) for this model, starting with
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the data log likelihood:

log p(x) = log

∫︂
z

∑︂
c∈Cy

p(x, z, c | y) dz = log

∫︂
z

∑︂
c∈Cy

q(z, c | x, y) p(x, z, c | y)
q(z, c | x, y)

dz

≥
∫︂
z

∑︂
c∈Cy

q(z, c | x, y) log p(x, z, c | y)
q(z, c | x, y)

dz (Jensen’s Inequality)

= Eq(z,c|x,y)[log p(x, z, c | y)− log q(z, c | x, y)]

= Eq(z,c|x,y)

⎡⎢⎢⎢⎣log p(c | y)
q(c | x, y)⏞ ⏟⏟ ⏞
-KL(c)

+ log
p(z | c)

q(z | x, c, y)⏞ ⏟⏟ ⏞
-KL(z)

+ log p(x | z)⏞ ⏟⏟ ⏞
Reconstruction

⎤⎥⎥⎥⎦
:= LELBO, LGMVAE

(6.3)

Model architecture and training. In practice, the L-GMVAE consists

of two neural network components, the inference model and the generative

model, matching the above definitions. The inference model takes x and

the known y label as inputs, and outputs the probability distributions

over the clusters. These are then concatenated together to predict z. The

generative model produces a reconstructed input using z, and learns the

Gaussian mixture prior (p(z | c)). The ELBO objective has three terms, KL

divergence for c and z as regularisers, and a reconstruction term. The KL

terms are expressed analytically, while the reconstruction term is the MSE

loss between x and the reconstructed x′. The practical loss function is a

negated, weighted sum of these ELBO terms. See Appendices B.1 and B.2

for more details of our trained L-GMVAE models.

Handling categorical data. Additionally, L-GMVAE can accommodate

one-hot-encoded (OHE) categorical data by simply adding a sigmoid function

at the decoder’s final layer dimensions which correspond to the categorical

dimensions. During training, the reconstruction loss for these dimensions

uses binary cross-entropy loss. During inference, a rounding operation is

placed after the sigmoid output to determine an integer value of either 0 or

1 for each OHE dimension.

We next discuss three key desiderata of a well-optimised L-GMVAE which

would make it an ideal tool as a recourse generator, motivating LAPACE.
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A recourse task is typically instantiated on a dataset D = {x(i), y(i)}i=1,...,N

and a trained classifier M . In our framework, L-GMVAE is trained and

tested using the predicted dataset by the classifier, {x(i),M(x(i))}i=1,...,N ,

instead of the original dataset, in order for the explanations to be faithful to

M .

Meaningful centroids. Each cluster centroid (the mean of its Gaussian

prior) evolves into a representative point of its assigned class in the latent

space. The synthetic point should also be representative of the class after

being decoded into the input space. This is enforced by two components

– the reconstruction loss ensures that the decoded centroid is a valid class

instance, while the KL of z loss positions the centroid at the geometric centre

of all data points assigned to that cluster.

This characteristic motivates using these reconstructed centroids as part

of the CE generation method, because they guarantee the validity of the

generated CEs. Furthermore, these points should be well within the data

manifold. Therefore, if a classifier is updated, these prototypes are more

likely to retain their predicted class, promoting plausibility and robustness

to model changes for CEs. Finally, if we enforce that all CEs converge to the

vicinity of the centroids of one class, it would also enhance the robustness of

CEs to input changes. These properties are all quantitatively measured in

our experiments in Section 6.3.

Diverse representations. The model learns varied prototypes for each

class, implicitly encouraged by the two regularising terms. The KL of c

penalises deviation from the uniform prior over a class’s assigned clusters,

promoting the use of all available clusters. Concurrently, the KL of z term

incentivises separation, as each cluster learns a unique prior mean to best

model the data routed to it. This encourages the reconstructed centroids to

be distinctly different from each other. We would therefore have a diverse

set of CEs (also quantitatively evaluated in experiments) if all prototypes

were involved in CE generation.

Smooth latent manifold. As is standard in VAEs, proximity in the latent

space corresponds to perceptual similarity in the input space. The KL of

z and the reconstruction loss are responsible for this property, respectively
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regularising an organised latent space and forcing the decoder to be a

smooth, continuous function to accurately reconstruct inputs from their latent

representations. Therefore, closeness in the latent space would translate to

closeness in the input space, which is evaluated as the proximity between

the CE and the original input.

6.2.2 Latent Paths and Counterfactual Explanations

Next, we describe how L-GMVAE can be used to generate paths of CEs

leading to high-quality recourse. After learning, the L-GMVAE’s latent clus-

ter centroids are fixed and available through the optimised prior distribution

p(z | c) by taking the mean of the Gaussian component, denoted as zci for

each ci ∈ C. We refer to the L-GMVAE’s decoder reconstruction function-

ality as Dec : Rh → Rd. Then, for a target counterfactual class y′ and its

associated clusters Cy′ , Dec(zcj ) is the reconstructed cluster centroid for each

cj ∈ Cy′ . From the discussions in Section 6.2.1, these Dec(zcj ) points carry

suitable properties for recourse purposes because they are valid, plausible,

robust, and diverse. Additionally, they do not risk exposing existing data

points given their synthetic nature.

Algorithm 6 LAPACE

Require: x, y, y′, zcj for cj ∈ Cy′ , Enc, Dec, interpolation steps T =
{0, . . . , 1}.

1: Init: P ← {}, zx ← Enc(x, y)
2: for cj ∈ Cy′ do
3: pathj ← []
4: for τ ∈ T do
5: zx→cj ,τ ← (1− τ)zx + τzcj
6: Add Dec(zx→cj ,τ ) to pathj

7: Add pathj to P

8: return P

LAPACE is described in Algorithm 6. For input x with predicted label y =

M(x) and a target class y′ for its CE, we first obtain its latent representation

zx via the Encoder of L-GMVAE. (Line 1). Then, latent paths are obtained

from zx to each zcj , cj ∈ Cy′ via linear interpolation, denoted as zx→cj ,τ :=
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Figure 6.2: Example CE paths found by LAPACE on MNIST dataset, for
an input image of class 5 and a target label of 7. This L-GMVAE has 3
Gaussian clusters per class. Each row is a separate CE path, going from the
reconstructions of the original input (the second image from the left, τ = 0)
to each reconstructed cluster centroid (the last image, when τ = 1).

(1− τ) zx + τ zcj with finite steps τ ∈ [0, 1]. During the walk in the latent

space, we obtain paths of CE points as {Dec(zx→cj ,τ )}, for each τ value and

each cj ∈ Cy′ (Lines 5 and 6). Points along the paths can then be tested with

M to obtain their predicted labels. Once the L-GMVAE is trained, LAPACE

is simple and effective, eliminating the need for gradient-based optimisation

in the latent space and avoiding a complex hyperparameter-tuning process

(as the step size is relatively trivial) for the CE generation process.

For intuitive visualisation, we show a CE example with image data on MNIST

dataset [84] in Figure 6.2. Details of this trained L-GMVAE are in Appendix

B.1. We observe that the L-GMVAE learns diverse writing styles of digit 7

as the reconstructed latent cluster centroids. The reconstructed paths are

also plausible evolutions from digits 5 to 7. Later points in the path (e.g.,

roughly when τ ≥ 0.7) are more likely to be classified as the target class

by a classifier. In Section 6.3, we quantitatively demonstrate LAPACE’s

competitive performance on tabular datasets.

Figure 6.3: Continued MNIST example for the second cluster (the middle
row in Figure 6.2). A requirement that a dash should not appear in the
resulting CE images of class 7 is enforced on every image. For an input
image size of 28 × 28, pixel values greater than a threshold of 0.01 at the
13th to 18th rows and the 8th to 14th columns (where the dash appears)
are penalised via a loss function.
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6.2.3 Accommodating Actionability Constraints

LAPACE also supports actionability constraints. We define a set of con-

straints in the input space using a differentiable function g(x), where g(x) ≤ 0

indicates the constraint is satisfied. For example, for a feature i that must not

be greater than or equal to a value A, the function is simply g(x) = xi −A.

Constraints on multiple features can be intuitively summed together.

At each τ step during the latent space interpolation, we evaluate whether

the constraints are satisfied via g(Dec(zx→cj ,τ )). If not, we iteratively

correct zx→cj ,τ via gradient descent until the constraints are satisfied or

up to a maximum number of corrections Ncorrect: zx→cj ,τ ← zx→cj ,τ − η ·
∇zg(D(zx→cj ,τ )), where η is a small learning rate and ∇ is the gradient.

In our MNIST example (Figure 6.2), the second cluster learns a dash for

digit 7. If we decide that the dash is unwanted in our CE, we can enforce

such a constraint, as illustrated by Figure 6.3. In the new paths, high pixel

values at the dash positions are mitigated, including for the intermediate

images.

6.3 Evaluation

In this section, we quantitatively evaluate the utility of L-GMVAE, and

benchmark the quality of LAPACE along the common desirable properties

against state-of-the-art baselines.

6.3.1 Experiment Setup

Datasets and classifiers. We run our experiments on four datasets, heloc

credit [46], wine quality [26], adult income [12], and compas recidivism [4].

We split each dataset into a train and a test set for training classifiers. To

demonstrate the model-agnostic nature of our approach, we train a random

forest and a neural network for each dataset, which we use to compute the

CEs. Characteristics of the datasets and models are summarised in Table

6.1.
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Dataset Classifier Utility: Train on Real vs. Synthetic Centroid Acc.

heloc
23=23+0

RF 73.05% 73.97%±1.07% / 71.07%±1.24% 100%
NN 73.58% 91.82%±0.55% / 89.99%±0.50% 100%

wine
11=11+0

RF 75.13% 89.70%±1.66% / 87.42%±1.46% 100%
NN 76.95% 85.88%±0.85% / 84.21%±1.68% 100%

adult
13=6+7

RF 81.15% 93.82%±0.94% / 81.13%±3.81% 100%
NN 82.04% 88.83%±1.16% / 75.86%±3.31% 100%

compas
7=3+4

RF 78.17% 90.79%±1.63% / 85.03%±1.54% 100%
NN 77.70% 92.26%±1.70% / 84.00%±3.26% 100%

Table 6.1: Dataset, classifier details, and L-GMVAE utility evaluation. The
first column reports the number of features (#continuous + #categorical)
of each dataset. The test accuracies of classifiers are included. The Utility
columns report the test accuracies of new classifiers following TSTR.

L-GMVAE training and evaluation. The train set is further split into a

train and a test set for L-GMVAE training and evaluation. An L-GMVAE is

obtained for each dataset-classifier pair, learning the classifier’s predictions

on the new training set. Each L-GMVAE has 5 clusters per class. See

Appendix B.2 for more details. Following the Train on Synthetic, Test

on Real (TSTR) Protocol commonly employed to evaluate the utility of

generative models [133], we sample a new synthetic dataset from the L-

GMVAE matching the size of the new train set. Then, we train new random

forest classifiers respectively using the new train set and the new synthetic

train set, and evaluate their accuracy on the new test set. Well-optimised

L-GMVAEs should result in a synthetic train set with a similar distribution

to the original data, yielding a small gap between the test accuracies of the

new classifiers, indicating good utility. Additionally, we evaluate whether

the original classifier indeed classifies each reconstructed cluster centroid as

its dedicated class. This is crucial for guaranteeing that the CEs found by

LAPACE are valid. The results are shown in Table 6.1. L-GMVAE shows

promising utility (up to 2.8% accuracy gap) on continuous-only datasets.

When more categorical features are involved, larger gaps become apparent.

Nonetheless, the centroid accuracies are consistently 100%. Also, as we will

see by the plausibility evaluation in Section 6.3.2, the synthetic data from

all trained L-GMVAEs remains realistic. These results indicate that our

L-GMVAEs are suitable for recourse generation purposes.
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CE evaluation procedure and metrics1. For each dataset-classifier pair,

we obtain a CE test set of 100 test points predicted with label 0. We then

use each method to generate CEs and evaluate on the following metrics.

This process is repeated 5 times on different test sets. The procedures are in

line with the existing literature. Validity : the portion of test points receiving

valid CEs. Proximity : the average L1 distance between a test point and

its CE(s). Lower distances indicate that the recourse prescribed by the CE

would be easier to achieve by the end user, therefore it is more preferred

[142]. Plausibility : the average local outlier factor (lof) [20] of each CE. Lof

identifies outliers by measuring the local density deviation of a data point

with respect to its neighbours, and lower values indicate better proximities

to realistic data, therefore better plausibility. Diversity : if a CE algorithm

finds multiple CEs per test input, diversity is calculated as the average

pair-wise (L1) distance between these CEs. Higher distances indicate that

the CEs are more diverse. Robustness to Model Changes: we obtain 20

retrained classifiers using different selections of the dataset as the training

set, and test on average how many CEs are valid on these new classifiers.

Robustness to Input Changes evaluates the stability of generated CEs when

small norm-bounded perturbations are applied to the test input. We perturb

the test input 10 times with small noises, generate new CEs for each of the

perturbations, and report the average distance between the new CEs and

the original CE (or max-set-distance [86] if the method supports finding

multiple CEs per input). Smaller distances would mean better stability -

finding similar CEs for similar inputs.

Additionally, on the two continuous-only datasets, we manually specify some

actionability constraints (10 and 18 for wine and heloc) in the style of

previous work in tabular data generation [132]. Each constraint specifies

either a range for a feature value or the relation between two features (one

greater than another) for the resulting CE. We randomly select 5 constraints

for each test input, which are then enforced on a path of CEs and check if

there is at least one CE satisfying all constraints while staying valid.

1The evaluation metrics and baseline method implementations are adapted from CARLA
library [110] and RobustX library [70]. All experiments were performed on a linux machine
with an Intel Xeon w5-2455X CPU with 128GB RAM, and 2x24GB NVIDIA GeForce
RTX 4090 GPUs.
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Method Val. Prox. Plaus. Div. M Rob. In. Rob.

NNCE [21] ✓ ✓ ✓ - - ✓*
FACE [117] ✓ ✓* ✓ - - -
RobXCE [40] ✓ ✓* ✓ - ✓ ✓*
DiCE [99] ✓ ✓ - ✓ - -
DRCE [86] ✓ ✓ ✓ ✓ - ✓

LAPACE - Ours ✓ ✓ ✓ ✓ ✓* ✓

Table 6.2: The CE desirable properties addressed by each CE method in our
experiments. ✓(*) indicates the property is explicitly taken into account
(implicitly encouraged) by the method.

Baselines. We include state-of-the-art baselines covering the desirable

properties of CEs, summarised in Table 6.2. Because LAPACE generates

a path of CE points, to enable direct comparison with the baselines, we

take CE points at three different locations in the path. LAPACE-First

refers to the first CE point which turns the prediction label, when moving

from the original input to the reconstructed centroids. LAPACE-Last refers

to the last points in each CE path – the reconstructed centroids. Then,

LAPACE-Middle is generated by decoding the latent vector located at the

midpoint of the linear path connecting the latent representations of the

previous two points.

For the actionability evaluation, we compare our path CEs with two path-

based variants of FACE [117], an algorithm designed to obtain in-distribution

CEs. FACE-Interpolation simply interpolates between the input and the

FACE CE with 20 steps. FACE-Neighbours greedily selects the nearest

neighbours from the training dataset, forming a path of 20 points from the

input to the FACE CE. For these two baselines, due to the lack of an explicit

way to incorporate constraint requirements, we directly modify the feature

values to satisfy them and observe whether any CEs stay valid. In contrast,

LAPACE allows building the constraints into CE generation, as introduced

in Section 6.2.3 (LAPACE-constrained). To allow for a direct comparison to

the baselines, we also directly modify the feature values in unconstrained

LAPACE generation (LAPACE-naive).
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Figure 6.4: Quantitative evaluation on validity, proximity, plausibility, and
diversity of CEs generated by: NNCE, FACE, RobXCE, DiCE, DRCE,
LAPACE-First, LAPACE-Middle, LAPACE-Last. Each subplot is the
quantitative comparison of all methods on one dataset-classifier combination
and on one evaluation metric. The arrows following each metric indicate
that higher or lower values are considered better. For diversity, the first
three methods find only one CE per input for which the evaluation metric
cannot be computed. Therefore, they are assigned a value of -1.

6.3.2 Evaluation Results

The benchmarking results are visualised in Figures 6.4 and 6.5. All in-

cluded methods, apart from DiCE (due to the possible convergence fail-

ure in their optimisation procedures), always find valid CEs. In terms of

proximity, NNCE and DRCE consistently perform the best, with DiCE

showing competitive performances on continuous-only datasets because of

their nearest-neighbour search mechanism over the training dataset. Our

methods, especially LAPACE-First, show comparable performances. The

observation that the first reconstructed latent CE with a flipped classifica-
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Figure 6.5: Quantitative evaluation of robustness and computation time of
CEs generated by: NNCE, FACE, RobXCE, DiCE, DRCE, LAPACE-
First, LAPACE-Middle, LAPACE-Last. Each subplot is the quanti-
tative comparison of all methods on one dataset-classifier combination and
on one evaluation metric. The arrows following each metric indicate that
higher or lower values are considered better. For diversity, the first three
methods find only one CE per input for which the evaluation metric cannot
be computed. Therefore, they are assigned a value of -1.

tion (LAPACE-First) matches the proximity of the nearest-neighbour CEs

confirms that the learned latent space by the L-GMVAE is well-optimised

with respect to the training data. Notably, LAPACE achieves the best

plausibility results across all datasets and models, effectively managing the

known tradeoff between plausibility and proximity. In terms of diversity, our

methods outperform DiCE and DRCE on datasets with mixed data types

but perform worse on the two continuous-only datasets.

Our method demonstrates strong performance on two robustness metrics.

LAPACE-Last achieves perfect (100%) robustness to model changes and is
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guaranteed to be perfectly robust to input changes, as it always generates the

same cluster centroid as CE for any input. LAPACE-Last is also competitive

when compared with the robust baselines. It matches the proximity of

RobXCE (robust to model changes) while achieving better plausibility,

diversity, and a more efficient runtime. Compared to DRCE (robust to

input changes), LAPACE-Last has notably better robustness and plausibility.

Among our method’s variants, robustness to model changes steadily increases

from First to Last. This is expected, as the CE moves from a point near the

original input to a more central point within the desired class. This shift

improves plausibility and suggests that newly trained classifiers will likely

predict it correctly. Finally, LAPACE is one of the fastest methods (second

only to NNCE) because of its amortised inference nature. After a one-time

training cost for the main model (L-GMVAE), generating a counterfactual

for any new input is very fast, requiring only a few forward passes. It

also offers a key advantage over nearest-neighbour-based methods (NNCE,

RobXCE, DRCE) by generating synthetic CEs, protecting the privacy of

the original dataset.

Dataset FACE-Interpolate FACE-Greedy LAPACE-Naive LAPACE-constrained

heloc-RF 0.92 0.96 1.00 1.00
heloc-NN 0.82 1.00 1.00 1.00

wine-RF 0.74 0.88 1.00 1.00
wine-NN 0.90 1.00 1.00 1.00

Table 6.3: Actionability evaluations – portion of test inputs for which the
CEs satisfy the actionability constraints while remaining valid.

Table 6.3 reports the actionability results of LAPACE against two FACE

variants. We used a combination of constraints on 5 features per dataset,

which is around 20% and 50% of total features on heloc and wine, respectively.

Under these conditions, both LAPACE variants consistently found valid

counterfactuals that satisfied all constraints, outperforming the baseline

methods.

In summary, LAPACE generates multiple paths of CEs that allow users to

choose between solutions with high proximity and those with high plausibility

and robustness. Actionability constraints can also be reliably addressed. The

method is fast to compute, guarantees perfect robustness to input changes,

and delivers the best-balanced performance across all metrics. Furthermore,

126



the very low standard deviation across multiple runs confirms the stability

of our approach.

6.4 Summary, Limitations and Discussion

Summary. In this work, we introduce L-GMVAE, a generative model inher-

ently suitable for recourse, and LAPACE, a novel, computationally efficient,

and model-agnostic algorithm for generating CEs. LAPACE leverages the

structured latent space of the L-GMVAE to produce diverse paths of CEs

that are plausible, thus are robust to model changes. By design, all paths

for a given target class converge to the same set of prototypical points, guar-

anteeing robustness against input perturbations. We also demonstrate that

actionability constraints can be easily incorporated. Our comparative exper-

iments using eight quantitative metrics validate LAPACE’s competitiveness

in generating high-quality CEs.

Limitations. LAPACE has limitations worth discussing. First, the guaran-

teed validity of its CEs is contingent upon a successful L-GMVAE training.

This requires a validation step beyond monitoring the loss, where one must

confirm that the decoded cluster centroids are correctly classified by the origi-

nal classifier. Second, in line with other VAE-based methods, our L-GMVAE

is less effective on datasets with a large number of categorical features, as is

reflected in utility results (Table 6.1). Nevertheless, the performance of our

CEs on these heterogeneous datasets remains highly competitive.

Discussion. The L-GMVAE and LAPACE methods in Chapter 6 open

exciting avenues for future work. Links to the synthetic tabular data genera-

tion literature [133] are identified since this is how we view CE generation in

this work. For example, dataset-level causal requirements between features

(beyond user-specified actionability requirements) could be incorporated,

possibly through adding specialised neural network layers into the training

process of L-GMVAE [132]. This is further linked to the causality aspects

discussed in Section 5.5. It would be interesting to explore structural causal

models for the CE generation setting.
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Furthermore, the Gaussian mixture-regularised latent space learned by our

model offers a powerful tool for extended forms of counterfactual explain-

ability. Instead of generating point-based CEs for one input at a time,

the structured manifold could be used to derive region-based explanations,

providing insights into the model’s behaviour for entire sub-groups of the

data [121, 15].
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Chapter 7

Argumentative Ensembling for Ro-

bust Recourse under Model Multi-

plicity

In this chapter, we focus on a more abstract problem setting, MM, which

occurs when multiple, equally performing models give conflicting predictions

for the same ML task [17]. These models may be obtained, e.g., from

different random seeds, and may differ in their model internals, e.g., model

architectures, model types or high-level properties like fairness and robustness.

MM has gained increasing attention when considering the trustworthiness of

ML models, especially in scenarios where their predictions can substantially

influence humans, like healthcare or finance [51].

After motivating in Section 7.1, we first characterise the problem setting of

providing recourse (via CEs) under MM (7.2), discussing the desirable prop-

erties of its potential solutions, and analysing some naive existing methods.

Then, Section 7.3 proposes our new method based on computational argu-

mentation, with comprehensive theoretical analyses regarding the properties.

Section 7.4 evaluates the practical effectiveness of our new approach. We

finally conclude with discussions on limitations in Section 7.5.
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7.1 Motivation

Recent research advocates taking into account the predictions from models

under MM for inputs and reporting newly proposed metrics for evaluat-

ing MM severity, as an additional dimension of uncertainty that relevant

stakeholders should be aware of [125, 63, 147]. Additionally, ensembling tech-

niques are commonly used to deal with MM scenarios [17, 16]. A standard

such technique is naive ensembling [16], where the predictions of several

models are aggregated to produce a single outcome that reflects the opinion

of a majority of models. For instance, naive ensembling applied to our run-

ning example would result in a rejection, as a majority of the models agree

that the loan should not be granted (Figure 1.1). These efforts augment

the standard ML practice of selecting the single most accurate model on

a held-out test set, promoting better-informed predictions. However, their

application to consequential decision-making tasks raises some important

challenges.

Indeed, these methods tend to ignore the need to provide avenues for recourse

to users negatively impacted by the models’ outputs, which the ML literature

typically achieves via the provision of CEs for the predictions. This is

likely because dealing with MM while also taking CEs into account is non-

trivial. Traditionally, CE generation methods assume access to a fixed model

prediction, which is not directly available given the potentially conflicting

predictions under MM. One apparent way for extending existing ensembling

methods to account for recourse is to first retrieve an aggregated prediction,

then compute CEs for this prediction. However, CEs for single models

typically fail to produce recourse recommendations that are valid across the

ensembled models [109], and those that are designed to be robustly valid

will be more difficult to achieve for the end user [87]. Such naively extended

ensembling also ignores the rich information carried by the CEs about each

model’s local decision boundaries, which could further reflect similarities of

subsets of models under MM CEs. Instead, as we show later in this chapter,

determining the aggregated prediction and recourse in tandem effectively

addresses these limitations.

Another challenge is that naive ensembling ignores other meta-evaluation
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aspects of models, like fairness, robustness, and interpretability, ignoring the

fact that models under MM can demonstrate substantial differences in these

regards [27, 124, 30] and users may have strong preferences for some of these

aspects, e.g., they may prefer model fairness to accuracy [17].

This chapter makes the following contributions.

• We propose the first formalisation of the problem, which we name

recourse-aware ensembling (RAE), along with six desirable properties

which the solutions to RAE should satisfy.

• We present two natural extensions of naive ensembling to accommodate

CEs for solving RAE, and theoretically show that they violate some

important desirable properties.

• We then propose argumentative ensembling, a novel technique rooted

in computational argumentation (see [7, 11] for overviews). Specifically,

we model the RAE problem into Bipolar Argumentation Frameworks

(BAF), then apply four argumentation semantics [24] to obtain the

solution. Through extensive theoretical analysis, we show that it is

able to solve RAE effectively while also naturally incorporating user

preferences.

• We empirically evaluate eight instantiations of argumentative ensem-

bling against the extended naive ensembling baselines. We show that

our framework is effective in satisfying the desirable properties and

addressing the model preferences without compromising the task per-

formance.

7.2 Recourse under Model Multiplicity

As mentioned in Section 7.1, a common way to deal with MM in practice is

to employ ensembling techniques, where the prediction outcomes of several

models are aggregated to produce a single outcome. Aggregation can be

performed in different ways, as discussed in [17, 16]. In the following, we
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formalise a notion of naive ensembling, adopted in [17], and also known as

majority voting, which will serve as a baseline for our analysis.1

Definition 21. Given an input x, a set of modelsM and a set of labels Y,
we define the set of top labels Ymax ⊆ Y as:

Ymax = argmaxℓi∈Y |{Mj ∈M|Mj(x) = ℓi}|.

Then we then useMn(x) ∈ Ymax to denote the aggregated classification by

naive ensembling. In the cases where |Ymax| > 1, we select Mn(x) from

Ymax randomly. With an abuse of notation, we also let Mn = {Mj ∈
M|Mj(x) =Mn(x)} denote the set of models that agree on the aggregated

classification.

For illustration, coming back to our loan example where M1 and M2 reject

the loan (M1(x) = M2(x) = 0) while M3 accepts it (M3(x) = 1), we obtain

Mn(x) = 0 andMn = {M1,M2}.

Naive ensembling is known to be an effective strategy to mediate conflicts

between models and is routinely used in practical applications. However, in

this chapter, we take an additional step and aim to generate CEs providing

recourse for a user that has been impacted byMn(x). Recent work by [87]

has shown that standard algorithms designed to generate CEs for single

models typically fail to produce recourse recommendations that are robust

across Mn. One natural idea to address this would be to extend naive

ensembling to account for CEs. Next, we formalise this idea in terms of

several properties that we deem important in this setting. We then analyse

two concrete methods extending naive ensembling in terms of the properties.

7.2.1 Problem Statement and Desirable Properties

Consider a non-empty set of modelsM={M1, . . . ,Mm} and, for an input x,

assume a set C(x)={c1, . . . , cm} where each ci ∈ C(x) is a CE for x2, given

1It should be noted that, in [17], the case where there is no majority is not discussed.
2In this chapter, we use c to denote a CE point for better clarity, while in the previous

chapters a CE is written as x′.
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Mi. In the rest of this chapter, wherever it is clear that we refer to a given

x, we use C and omit its dependency on x for readability. Our aim is to

solve the problem outlined below.

Problem: Recourse-Aware Ensembling (RAE)

Input: input x, setM of models, set C of CEs

Output: “optimal” set S ⊆M∪ C of models and CEs.

To characterise optimality, we propose a number of desirable properties for

the outputs of ensembling methods. We refer to these outputs as solutions

for RAE. The most basic requirement requires that both models and CEs in

the output are non-empty.

Definition 22. An ensembling method satisfies non-emptiness iff for any

given input x, setM of models and set C of CEs, any solution S ⊆M∪ C
is such that S ∩M ≠ ∅ and S ∩ C ̸= ∅.

Specifically, non-emptiness ensures that the RAE method returns some

models and some CEs. We then look to ensure that the RAE method returns

a non-trivial set of models, as formalised next.

Definition 23. An ensembling method satisfies non-triviality iff for any

given input x, setM of models and set C of CEs, any solution S ⊆M∪ C
is such that |S ∩M| > 1.

Clearly, the returned models should not disagree amongst themselves on the

classification, which leads to our next requirement.

Definition 24. An ensembling method satisfies model agreement iff for any

given input x, setM of models and set C of CEs, any solution S ⊆M∪ C
is such that ∀Mi,Mj ∈ S ∩M, Mi(x) = Mj(x).

The next property, which itself requires model agreement to be satisfied,

checks whether the set of returned models is among the largest of the agreeing

sets of models, a motivating property of naive ensembling.

Definition 25. An ensembling method satisfies majority vote iff it satisfies

model agreement and for any given input x, setM of models, set C of CEs
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and set Y of labels, any solution S ⊆M∪ C is such that, letting ℓi = Mj(x)

for all Mj ∈ S ∩M, ∄ℓk ∈ Y \ {ℓi} such that |{Ml ∈ M|Ml(x) = ℓk}| >
|{Ml ∈M|Ml(x) = ℓi}|.

Next, we consider the robustness of recourse. Previous work [87] considered

a very conservative notion of robustness whereby explanations are required

to be valid for all models in M. While this might be desirable in some

cases, we highlight that satisfying this property may not always be feasible

in practice. We therefore propose a relaxed notion of robustness, which

requires that CEs are valid only for the models that support them.

Definition 26. An ensembling method satisfies counterfactual validity iff

for any given input x, set M of models and set C of CEs, any solution

S ⊆M∪ C is such that ∀Mi ∈ S ∩M and ∀cj ∈ S ∩ C, Mi(cj) ̸= Mi(x).

While counterfactual validity is a fundamental requirement for any viable

ensembling method, one also needs to ensure that the solutions it generates

are coherent, as formalised below.

Definition 27. An ensembling method satisfies counterfactual coherence

iff for any given input x, set M of models and set C of CEs, any solution

S ⊆M∪ C, where M = {M1, . . . ,Mm} and C = {c1, . . . , cm}, is such that

∀i ∈ {1, . . . ,m}, Mi ∈ S iff ci ∈ S.

Intuitively coherence requires that (i) a CE is returned only if it is supported

by a model and (ii) when the CE is chosen, then its corresponding model

must be part of the support. This ultimately guarantees strong justification

as to why a given recourse is suggested since selected models and their

reasoning (represented by their CEs) are assessed in tandem.

The properties defined above may not be all satisfiable at the same time in

practice. Next, we discuss two methods extending naive ensembling towards

solving RAE, and explore their satisfaction (or otherwise) of the properties.
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7.2.2 Extending Naive Ensembling for Recourse

We now present two strategies that leverage naive ensembling to solve RAE.

In particular, we use the relationship between models in the ensembleMn

and their corresponding CEs as follows.

Definition 28. Consider an input x, a setM of models and a set C of CEs.

LetMn ⊆M be the set of models obtained by naive ensembling. We define

the set of naive CEs as:

Cn = {ci ∈ C |Mi ∈Mn};

and the set of valid CEs as:

Cv = {ci ∈ C |Mi ∈Mn ∧ ∀Mj ∈Mn,Mj(ci) ̸= Mj(x)}.

Then, two possible solutions to RAE are Sn =Mn ∪ Cn, named augmented

ensembling, or Sv =Mn ∪ Cv, named robust ensembling.

Intuitively, augmented ensembling suggests taking all the CEs in C that

correspond to the models in Mn. Meanwhile, robust ensembling extends

augmented ensembling by enforcing the additional constraint that CEs are

selected only if they are valid for all models in Mn. We now provide an

illustrative example to clarify the results produced by the two strategies.

Example 11. ConsiderM = {M1,M2,M3,M4,M5} and an input x such

that M1(x) = M2(x) = M3(x) = 0 and M4(x) = M5(x) = 1. Let

C = {c1, c2, c3, c4, c5} be the set of CEs generated for x, i.e., M1(c1) =

M2(c2) = M3(c3) = 1, while M4(c4) = M5(c5) = 0. Applying naive en-

sembling to M yields Mn = {M1,M2,M3} and Mn(x) = 0. Then, the

set of naive CEs is Cn = {c1, c2, c3}, and thus augmented ensembling gives

Sn = {M1,M2,M3, c1, c2, c3}. Now, assume that c1 is invalid for M2 (i.e.,

M2(c1) = 0), c2 is invalid for M1, c3 is invalid for M2, and all three CEs

are otherwise valid for all models inMn. Then, then the set of valid CEs is

empty, i.e., Cv = ∅, and thus robust ensembling gives Sv = {M1,M2,M3}.
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This example shows that both methods host major drawbacks: augmented

ensembling may produce CEs which are invalid and thus it is not robust to

MM, while robust ensembling is prone to returning no CEs. We now present

a theoretical analysis to assess the extent to which augmented and robust

ensembling are able to satisfy the properties given in Definitions 22 to 27.

Theorem 1. Augmented ensembling satisfies non-emptiness, model agree-

ment, majority vote and counterfactual coherence. It satisfies non-triviality

if |M|>2. It does not satisfy counterfactual validity.

Proof. By Definition 21, it can be seen by inspection that |Mn|>0. Thus,
non-emptiness is satisfied. Again by inspection of the same definition,

∀Mi,Mj ∈Mn, Mi(x) = Mj(x). Thus, model agreement is satisfied. We can

also see that ∄ℓi ∈ Y \ {Mn(x)} such that |{Mj ∈M|Mj(x) = ℓi}| > |Mn|.
Thus, majority vote is satisfied. By Definitions 21 and 28, it can be seen that

∀Mi ∈M and ∀ci ∈ C, Mi ∈ S iff ci ∈ S. Thus, counterfactual coherence is

satisfied.

Example 11 shows that counterfactual validity is not satisfied by providing

a counterexample.

Finally, the partial satisfaction of non-triviality can be proven by contra-

diction: assume |M|=n, n>2 but |Mn|=1. By Definition 21,Mn is the

largest subset ofM containing models with the same classification outcome.

However, for binary classification, this implies that the remaining n− 1 all

agree on the opposite classification, i.e., |M\Mn|> |Mn|, which leads to a

contradiction.

Theorem 2. Robust ensembling satisfies model agreement, majority vote

and counterfactual validity. It satisfies non-triviality if |M| > 2. It does not

satisfy non-emptiness or counterfactual coherence.

Proof. The proofs for model agreement, majority vote and non-triviality are

analogous to those in Theorem 1 and so are omitted.

It can be seen by inspection of Definition 28 that ∀Mi∈Mn and ∀cj ∈Cv,
Mi(cj) ̸=Mi(x). Thus, counterfactual validity is satisfied.
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Sn Sv Sa,s

non-emptiness ✓ ✓
non-triviality ✓∗ ✓∗ ✓∗

model agreement ✓ ✓ ✓
majority vote ✓ ✓

counterfactual validity ✓ ✓
counterfactual coherence ✓ ✓

Table 7.1: Augmented (Sn =Mn ∪ Cn) and robust (Sv =Mn ∪ Cv) ensem-
bling, as well as our argumentative approach with the s-preferred extension
(defined later in Section 7.3), assessed against the desirable properties defined
in Section 7.2.1. Satisfaction of a property is shown by ✓, while partial
satisfaction under given conditions is shown by ✓∗.

Example 11 shows that non-emptiness and counterfactual coherence are not

satisfied by providing a counterexample.

These results, summarised in Table 7.1, demonstrate that there may exist

cases in which both augmented and robust ensembling fail to solve RAE

satisfactorily. This has strong implications on the quality of the results

obtained in practice, as we will show experimentally in Section 7.4. Further,

these methods provide no way to take into account users’ preferences over the

models. As previously mentioned (see Section 7.1, there could be different

characteristics among the models inM in terms of meta-evaluation aspects,

e.g., a model’s fairness, robustness, and simplicity. Depending on the task,

a model’s fairness might be specified as being more important than its

robustness or simplicity. In such cases, it would be desirable to have a

principled way to rank models according to the preference specification, as

promoted in [17]. The combination of these deficiencies motivates the need

for a richer ensembling framework to solve RAE while incorporating user

preferences, given next.

7.3 Argumentative Ensembling

In this section, we introduce our method for ensembling models and CEs

137



which inherently supports specifying preferences over models. We first

present general definitions in Section 7.3.1 with illustrative examples, then

we instantiate argumentative ensembling with four different argumentation

semantics and undertake theoretical analyses of their properties (Section 7.3.2

to Section 7.3.4). We finally discuss alternative definitions of argumentative

ensembling in Section 7.3.5.

7.3.1 Definition

We start by formalising ways to incorporate the aforementioned preferences

over models. These preferences could be obtained by any information, e.g.,

meta-rules over models as suggested in [17], but we will assume that they

are extracted wrt properties of the models, e.g., their accuracy or (a metric

representing) their simplicity.

Definition 29. Given a setM of models, a set P of properties is such that

∀π ∈ P, π :M→ R is a total function.

We then define a preference over the properties such that users can impose a

ranking of priority over them. Here and onwards, for simplicity we use total

orders, denoted ⪯, over any set S such that, as usual, for any si, sj ∈ S,

si ≺ sj iff si ⪯ sj and si ̸ ⪰sj . Also as usual, we say that si ≃ sj iff si ⪯ sj

and si ⪰ sj .

Definition 30. Given a set P of properties, a property preference ⪯P is a

total order over P.

Model preferences can be defined using property preferences. In the following

example, we define one way for doing so.

Example 12. Consider the same models as in Example 11 and a set of

properties P={π1, π2} where π1, π2 represent model accuracy and simplicity,

respectively, with a property preference ⪯P such that π1≻Pπ2 and values for

the satisfaction of properties as follows.

A simple model preference ⪯M overM may be such that, for any Mi,Mj ∈
M, Mi ≻M Mj iff: (i) π1(Mi) > π1(Mj); or (ii) π1(Mi) = π1(Mj) and
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M1 M2 M3 M4 M5

π1 (accuracy) 0.85 0.87 0.86 0.86 0.87
π2 (simplicity) 0 0.75 1 0.5 0.75

π2(Mi) > π2(Mj). This ⪯M is a total order overM and results in M2 ≃M

M5 ≻M M3 ≻M M4 ≻M M1.

Other ways to define preferences over models from preferences over properties

of models can be defined, e.g., based on more sophisticated notions of

dominance. We will assume some given notion of total preference over

models, as follows, ignoring how it is obtained.

Definition 31. Given a setM of models, a model preference ⪯M overM
is a total order overM.

How can we incorporate these model preferences into the ensembling, while

still satisfying the properties defined in Section 7.2.1? To tackle this problem,

we use bipolar argumentation3.

We refer to Section 2.4 for relevant details of computational argumentation.

We will denote the set of all preferred extensions for an AAF as P . For

BAFs, we refer to the set of all d-preferred (respectively, s-preferred, c-

preferred) extensions as P d (respectively, P s, P c). We write the set of all

stable extensions as P stable. Finally, for σ amongst any BAF semantics

(d-preferred, s-preferred, c-preferred, and stable), we use P σ to denote the

set of all σ extensions.

Definition 32. The BAF corresponding to input x, setM of models, set C
of CEs and model preference ⪯M is ⟨A, T ,S⟩ with:

• A =M∪ C;

• T ⊆ (M×M) ∪ (M×C) ∪ (C ×M) where:

– ∀Mi,Mj∈M, (Mi,Mj)∈T iff Mi(x)̸=Mj(x), Mi⪰MMj;

3We discuss the similarities and differences to abstract argumentation in Section 7.3.5.
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– ∀Mi ∈ M and cj ∈ C where Mi(cj) = Mi(x), (Mi, cj) ∈ T iff

Mi ⪰M Mj and (cj ,Mi) ∈ T iff Mj ⪰M Mi;

• S ⊆ (M × C) ∪ (C × M) where for any Mi ∈ M and cj ∈ C,
(Mi, cj), (cj ,Mi) ∈ S iff i = j.

Here, a model attacks another model if they disagree on the prediction and

the latter is not strictly preferred to the former. This means that models

which are outperformed with regards to preferences must be defended by

more-preferred, agreeing models in order to be considered acceptable. Models

and CEs are treated similarly, with the CEs inheriting the preferences from

the models by which they were generated, and attacks being present between

them when the model considers the CE invalid. This, along with the fact

that models and their CEs support one another, ensures that the models are

inherently linked to their reasoning, in the form of their CEs, and conflicts

are drawn not only when two models’ predictions differ, but also when their

reasoning differs.

Next, we define argumentative ensembling for solving the MM problem

described in the corresponding BAF ⟨A, T ,S⟩.

Definition 33. Consider an input x, a set M of models, a set C of CEs,

a set Y of labels and a model preference ⪯M. Let Sa,σ be a cardinality-

maximal element of P σ for the corresponding BAF ⟨A, T ,S⟩, according to

some semantics σ, i.e.,

Sa,σ ∈ argmaxX∈Pσ |X|.

Then, a solution to RAE by σ argumentative ensembling is Sa,σ.

The intuition is that, after modelling the conflicts under MM with a BAF,

acceptability-based argumentation semantics can be applied to the BAF

to obtain subsets of models and CEs which satisfy some argumentative

properties, such as conflict-freeness. While these are satisfied by all extensions

in P σ according to the semantics σ, in Definition 33 we only return the

cardinality-maximal extension in the spirit of better satisfaction of majority
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vote. Note that there may be multiple extensions which are all cardinality-

maximal (|P σ| > 1, e.g., when one extension is {M1,M2, c1, c2} and the other

is {M3,M4, c3, c4} under a four-model scenario). In this case, we randomly

choose one as the solution to RAE. Alternatively, we could choose to report

all viable resulting ensembles in P σ, potentially allowing for more informed

decisions to be made by relevant stakeholders. We leave this to future work.

The following example demonstrates how quickly the problem, when prefer-

ences are included, can become complex. This is the case even with only five

models, far fewer than usual in MM. For illustrative purposes, we instantiate

the argumentative ensembling solutions with the s-preferred semantics.

Example 13. The BAF corresponding to input, models and CEs as in Ex-

ample 12 is ⟨A, T ,S⟩ with (see Fig. 7.1): A = {M1, M2, M3, M4, M5, c1, c2,

c3, c4, c5}; T = {(M2,M4), (M2,M5), (M2, c1), (M2, c3), (M3,M4), (M3, c4),

(M4,M1), (M5,M1), (M5,M2), (M5,M3), (c2,M1)}; and S = {(M1, c1), (M2, c2),

(M3, c3), (M4, c4), (M5, c5), (c1,M1), (c2,M2), (c3,M3), (c4,M4), (c5,M5)}.
With the s-preferred semantics, this leads to P s = {{M2, c2}, {M4, M5,

c4, c5}}, and thus Sa,s = {M4, M5, c4, c5}, the aggregated prediction

M4(x) = M5(x) = 1.

Figure 7.1: BAF for Example 13 where: models’ predictions for the input
x are given as superscripts, e.g., M1(x) = 0 but M4(x) = 1; reciprocal
supports are represented by dual-headed green arrows labelled with + and
standard (reciprocal) attacks are represented by single-headed (dual-headed,
respectively) red arrows labelled with −.

This example shows how the use of CEs in the ensembling directly results
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(a) Graphical illustration for
Example 14

(b) Graphical illustration for
Example 15

Figure 7.2: Two illustrative examples.

in the prediction being reversed, relative to the other ensembling methods,

violating majority vote. This is due to the fact that, while the preferences

over the two sets of models are roughly similar, the validity of the CEs for

the models selected by the augmented and robust ensemblings is very poor.

This means that when a CE that is valid for all models is required, some

compromise must be made on the model selection, as we demonstrated.

Definition 33 remains agnostic to the argumentative semantics applied to

the BAF. In this work, we consider the acceptability-based semantics in

[24], and illustrate the similarities and differences of d-preferred, stable, s-

preferred, and c-preferred semantics with Examples 14 and 15, two simple yet

representative scenarios where three models agree on the prediction result

but there are CE validity-related conflicts between them.

Example 14. Consider M = {M1,M2,M3} and an input x such that

M1(x) = M2(x) = M3(x) = 0. Let C = {c1, c2, c3} be the set of CEs

generated for x, i.e., M1(c1) = M2(c2) = M3(c3) = 1. The three models

are equally preferred. Assume the CEs c1, c2 are not valid on M3, the

BAF corresponding to this scenario is: ⟨A, T ,S⟩ with: A = {M1, M2,

M3, c1, c2, c3}; T = {(c1,M3), (M3, c1), (c2,M3), (M3, c2)}; and S =

{(M1, c1), (M2, c2), (M3, c3), (c1,M1), (c2,M2), (c3,M3)}. See Figure 7.2a

for a graphical illustration.

Example 15. Consider M = {M1,M2,M3} and an input x such that

M1(x) = M2(x) = M3(x) = 0. Let C = {c1, c2, c3} be the set of CEs
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generated for x, i.e., M1(c1) = M2(c2) = M3(c3) = 1. The three models

are equally preferred. Assume the CE c3 is not valid on M1 and M2, the

BAF corresponding to this scenario is: ⟨A, T ,S⟩ with: A = {M1, M2,

M3, c1, c2, c3}; T = {(c3,M1), (M1, c3), (c3,M2), (M2, c3)}; and S =

{(M1, c1), (M2, c2), (M3, c3), (c1,M1), (c2,M2), (c3,M3)}. See Figure 7.2b

for a graphical illustration.

Example 14 Example 15

stable
Sa,stable = {M1,M2, c1, c2}, Sa,stable = {M1,M2, c1, c2},
{M1,M2, c3}, {M3, c3} {M3, c1, c2}, {M3, c3}

d-preferred
Sa,d = {M1,M2, c1, c2}, Sa,d = {M1,M2, c1, c2},
{M1,M2, c3}, {M3, c3} {M3, c1, c2}, {M3, c3}

s-preferred
Sa,s = {M1,M2, c1, c2}, Sa,s = {M1,M2, c1, c2},

{M3, c3} {M3, c3}

c-preferred
Sa,c = {M1,M2, c1, c2}, Sa,c = {M1,M2, c1, c2},

{M3, c3} {M3, c3}

Table 7.2: Different semantics applied to Examples 14 and 15.
P stable, P d, P s, P c are in each table entry, with argumentative ensembling
solutions highlighted within.

We list P stable, P d, P s and P c according to each semantics, as well as the

corresponding argumentative ensembling results in Table 7.2. We observe

that all semantics return the same set {M1,M2, c1, c2} as the ensembling

solution. Thus, argumentative ensembling methods based on these semantics

would potentially satisfy all the requirements described in the desirable

properties (Section 7.2.1). Therefore, intuitively, all semantics can lead to

meaningful solutions. However, the accepted sets, which are the candidates

for the final ensembling solution, are different. It should be noted that, since

the stable and d-preferred extensions accept {M1,M2, c3}, argumentative

ensembling methods computed using these extensions would satisfy all

(requirements of the) properties except counterfactual coherence.

In the following subsections, we perform a theoretical analysis examining

four argumentative semantics applied to Definition 33 against the desirable

properties from Section 7.2.1.
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7.3.2 D-preferred and Stable Argumentative Ensembling

We start with the least strict d-preferred argumentative ensembling. We

show that although it satisfies important properties of model agreement and

counterfactual validity, but that it does not satisfy the rest.

Theorem 3. D-preferred argumentative ensembling satisfies model agreement

and counterfactual validity. It does not satisfy non-emptiness, non-triviality,

majority vote or counterfactual coherence.

Proof. Let us prove model agreement by contradiction. Assume that ∃Mi,Mj∈
M such that Mi(x) ̸=Mj(x) and ∃P d

i ∈P d such that Mi,Mj∈P d
i . By Defi-

nition 32, it follows that ∃(Mi,Mj)∈T or ∃(Mj ,Mi) ∈ T , which cannot be

the case in a d-preferred set, which must be conflict-free (see Section 2.4),

and so we have the contradiction.

Let us prove counterfactual validity by contradiction. Assume that ∃Mi∈M
and ∃cj ∈C such that Mi(cj)=Mi(x) and ∃P d

i ∈P d such that Mi, cj ∈P d
i .

By Definition 32, it can be seen that ∃(Mi, cj)∈T or ∃(cj ,Mi)∈T , which
cannot be the case in a d-preferred set, which, again, must be conflict-free,

and so we have the contradiction.

We show that non-emptiness is not satisfied by providing the following

counterexample. ConsiderM = {M1,M2} and an input x such thatM1(x) =

0,M2(x) = 1. Let C = {c1, c2} be the set of CEs generated for x, with

M1(c1) = 1,M2(c2) = 0, but M1(c2) = 1,M2(c1) = 0. The two models are

equally preferred. The BAF corresponding to this scenario is: ⟨A, T ,S⟩
with: A = {M1, M2, c1, c2}; T = {(M1,M2), (M2,M1)}; and S = {(M1, c1),

(M2, c2), (c1,M1), (c2,M2)}. Then, P d = {{c1, c2}, {M1, c1}, {M2, c2}}. The
d-preferred argumentative ensembling solution Sa,d can therefore be {c1, c2},
which, by Definition 22, violates non-emptiness as no model is included.

Non-triviality is violated with the same counterexample as counterfactual

coherence.

We show that majority vote is not satisfied by providing the following

counterexample. Consider the BAF in Example 13. With d-preferred
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extension, Sd = {M4, c4,M5, c5}, which is also the d-preferred argumentative

ensembling solution. In this case, ∀Mi ∈ Sd ∩M, Mi(x) = 1. However,

|{Mj ∈M|Mj(x) = 0}| > |{Mi ∈M|Mi(x) = 1}|. Therefore, by Definition

25, majority vote is violated.

We show that counterfactual coherence is not satisfied by providing the

following counterexample. Consider Example 14 but additionally c2 is not

valid on M1. The BAF corresponding to this scenario is: ⟨A, T ,S⟩ with:
A = {M1, M2, M3, c1, c2, c3}; T = {(c2,M1), (M1, c2), (c1,M3), (M3, c1),

(c2,M3), (M3, c2)}; and S = {(M1, c1), (M2, c2), (M3, c3), (c1,M1), (c2,M2),

(c3,M3)}. Then, P d = {{M1, c1}, {M2, c2}, {M3, c3}, {M1, c3}, {M2, c1},
{M2, c3}}. The d-preferred argumentative ensembling solution Sa,d can

therefore be any of {M1, c3}, {M2, c1}, {M2, c3}, all of which violate counter-

factual coherence (Definition 27).

The violation of counterfactual coherence and non-emptiness hinders the

reliability of d-preferred argumentative ensembling. Although practically,

any CE and model can be included in the solution set as long as the CE is

valid on that model, this might create imbalances in the number of models

and CEs, causing the exclusion of any model (e.g., as in the counterexample

for non-emptiness in the proof of Theorem 3), or fewer CEs, causing the

set of explanations to be less diverse. However, our empirical evaluations in

Section 7.4 find that these properties are almost always satisfied in practice.

For an extension to be stable, in addition to being conflict-free, it also

needs to set-attack all arguments that it does not contain. Next, we show

that under our definition of BAF, this stricter requirement is automatically

satisfied by the d-preferred semantics. Therefore, the results in Theorem 3

also apply to stable argumentative ensembling.

Theorem 4. Stable argumentative ensembling is equivalent to d-preferred

argumentative ensembling.

Proof. Let us prove by contradiction that d-preferred extensions are also

stable under our BAF ⟨A, T ,S⟩. Let P d
i ∈ P d be a d-preferred extension,
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which, by definition (Section 2.4), means it is conflict-free. Assume that P d
i

is not stable, i.e., it does not attack all elements that it does not contain:

∃α ∈ A s.t. α /∈ P d
i , and P d

i does not set-attack α. By Definition 32, no

argument can self-attack, so (α, α) /∈ T .

Let us first consider the case where {α} set-attacks at least one argument

in P d
i . Because P d

i is d-preferred, it defends all its elements. Therefore, P d
i

must set-attack α, so we have the contradiction.

Let us consider the case where {α} does not set-attack any argument in

P d
i . Because P d

i does not set-attack α, P d
i ∪ {α} is conflict-free. If α has no

attacker, we know that P d
i ∪ {α} defends all its elements, and so it must

contain α. Thus, P d
i cannot be a d-preferred extension because it is not

⊆-maximal. Then we have the contradiction. Contrastively, let us consider

when α has one or more attackers, written as X ⊆ A. If we consider any

x ∈ X, we need to consider three scenarios depending on the relation between

x and P d
i . When there exist attacks from x to any argument in P d

i , there

must also be an attack from P d
i to x (self-defence). Therefore, P d

i ∪ {α}
defends all its elements. P d

i cannot be a d-preferred extension because it is

not ⊆-maximal. Then we have the contradiction. When there are attacks

from P d
i to x, the d-preferred extension must defend all its elements and so

we have the same contradiction as the previous case. Finally, when there

are no attack relations between x and P d
i , P

d
i is not a d-preferred extension

because it does not contain the arguments in X and so, again, it is not

⊆-maximal and we have the contradiction.

We can therefore conclude that d-preferred extensions are also stable under

our BAF definitions and that stable argumentative ensembling is equivalent

to d-preferred argumentative ensembling.

7.3.3 S-preferred and c-preferred Argumentative Ensembling

We now undertake a theoretical analysis of s-preferred argumentative ensem-

bling, demonstrating some of the desirable behaviours thereof via properties

introduced in Section 7.2.1.
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Theorem 5. S-preferred argumentative ensembling satisfies non-emptiness,

model agreement, counterfactual validity and counterfactual coherence. It

satisfies non-triviality if for some Mi ∈ M, where ∄Mj ∈ M \ {Mi} such
that Mj ≻M Mi, ∃Mk ∈M such that Mk(x) = Mi(x), Mk(ci)̸=Mk(x) and

Mi(ck )̸=Mi(x). It does not satisfy majority vote.

Proof. Let us first prove counterfactual coherence. By Definition 32, ∀Mi ∈
M and ∀cj ∈ C, (Mi, cj), (cj ,Mi) ∈ S. These are the only support relations

in our BAF. Thus, there exists an indirect attack on any Mi ∈M iff there

exists a direct attack on ci ∈ C. Likewise, there exists an indirect attack

on any ci ∈ C iff there exists a direct attack on Mi ∈ M. Then, letting

M = {M1, . . . ,Mm} and C = {c1, . . . , cm}, since we know any P s
i ∈ P s is

⊆-maximal by Definition 33, P s
i must be such that ∀i ∈ {1, . . . ,m}, Mi ∈ S

iff ci ∈ S.

Let us prove non-emptiness by contradiction. Assume that ∃P s
i ∈ P s such

that P s
i ∩ M = ∅ or P s

i ∩ C = ∅. We know from the above proof that,

∀P s
i ∈ P s, P s

i ∩M ≠ ∅ iff P s
i ∩ C ̸= ∅. Then, by the definition of s-preferred

extensions (see Section 2.4), it must be the case that ∀P s
i ∈ P s, P s

i = ∅.
Based on the fact that, by Definition . 31, ⪯M is a total ordering and thus

transitive, this is not possible as it will always be the case that ∃Mi ∈ M
such that ∄Mj ∈ M where Mj ≻M Mi. Thus, by Definition 32, either

T (Mi) ∪ T (ci) = ∅ or ∀αk ∈ T (Mi) ∪ T (ci), Mi ∈ T (αk) or ci ∈ T (αk),

meaning {Mi, ci} is either unattacked or is able to defend itself, therefore

would be acceptable in at least one s-preferred extension, and we have the

contradiction.

By definition, s-preferred extensions are also d-preferred (see Section 2.4).

Therefore, model agreement and counterfactual validity are satisfied (Theo-

rem 3).

Let us prove the conditional satisfaction of non-triviality by contradiction.

From Definition 33 and the proof for counterfactual coherence above, for

|Sa,s ∩ M| = 1, it must be that ∀P s
i ∈ P s, |P s

i ∩ M| = 1. However,

from the above assumptions we can see that for some Mi ∈ M, where

∄Mj ∈M\{Mi} such thatMj ≻M Mi, ∃Mk ∈M such thatMk(x) = Mi(x),
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Mk(ci) ̸= Mk(x) and Mi(ck) ̸= Mi(x). Then, to avoid a contradiction, it

must be that ∃αl ∈ M ∪ C such that (αl,Mk) ∈ T or (αl, ck) ∈ T , and
(Mi, αl), (ci, αl) /∈ T . We know that if αl ∈M, and Ml(x) ̸= Mk(x) = Mi(x),

then it cannot be the case that (Ml,Mi) ∈ T and (Mi,Ml) /∈ T since, by

Definition 32, Mi ⪰M Ml. Likewise, if αl ∈ C and Ml(x) ̸= Mk(x) = Mi(x),

then it cannot be the case that (Ml,Mi) ∈ T and (Mi,Ml) /∈ T by the same

reasoning. Finally, if αl ∈ C and Ml(x) = Mk(x) = Mi(x), then it must

be the case that Mi(cl) = Mi(x) or Ml(ci) = Ml(x), then (Mi, cl) ∈ T (a

contradiction), and we have the contradiction in all cases.

Finally, Example 13 provides a counterexample which shows that majority

vote is not satisfied.

S-preferred argumentative ensembling improves upon augmented, robust,

and d-preferred argumentative ensembling by satisfying non-emptiness, coun-

terfactual validity and counterfactual coherence. Majority vote is sacrificed

in order to achieve this behaviour. In Section 7.4 we will assess the impact

of not guaranteeing majority vote on argumentative ensembling’s accuracy,

along with other metrics.

Next, we show that under our definition of BAF, c-preferred and s-preferred

extensions are equivalent. Therefore, the theoretical analysis of s-preferred

argumentative ensembling above also applies to c-preferred.

Theorem 6. C-preferred argumentative ensembling is equivalent to s-preferred

argumentative ensembling.

Proof. By definition, each c-admissible set is also d-admissible (see Section

2.4). S-admissible sets are d-admissible, and we show in Theorem 4 that

d-preferred sets are equivalent to stable sets, therefore, by Property 2 of

[24], our s-admissible sets are closed for support relations S, therefore are

c-admissible.
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7.3.4 Discussion on Argumentative Ensembling Behaviours

In this section, we consider more formal results of argumentative ensem-

bling describing their behaviours. As stable and c-preferred argumentative

ensemblings are respectively equivalent to their d-preferred and s-preferred

counterparts, we will only discuss the latter two onwards. Any results will

apply to the former two. For the remainder of the section, we assume as

given an input x, a set M of models, a set C of CEs, a model preference

⪯M and a corresponding BAF ⟨A, T ,S⟩.

Theorem 7. If ∀Mi,Mj ∈M, Mi ≃M Mj, and ∀Mk ∈M and cl ∈ C where

Mk(x) = Ml(x), Mk(cl) ̸= Mk(x), then augmented, robust, and s-preferred

argumentative ensembling are equivalent.

Proof. If ∀Mi,Mj ∈M, Mi ≃M Mj , then it can be seen from Definition 32

that (Mi,Mj), (Mj ,Mi) ∈ T iff Mi(x) ̸= Mj(x). Note that, by Definition 28,

augmented and robust ensembling are equivalent since ∀Mk ∈M and cl ∈ C,
where Mk(x) = Ml(x), Mk(cl) ̸= Mk(cl). Also by the assumptions, it can be

seen from Definition 32 that ∀Mk ∈M and ∀cl ∈ C, (Mk, cl), (cl,Mk) ∈ T iff

Mk(cl) = Mk(x) and Mk(x) ̸= Ml(x) due to the assumptions in the theorem,

meaning any attack is reciprocated and all arguments defend themselves.

Then, ∀Mm,Mn ∈M such that Mm(x) = Mn(x), (Mm,Mn) /∈ T . Also, any
s-preferred extension satisfies counterfactual coherence. Thus, P s = {{Mo ∈
M, co ∈ C|Mo(x) = 0}, {Mp ∈ M, cp ∈ C|Mp(x) = 1}}. By Definitions 21,

28 and 33, all forms of ensembling select from the same two sets of models

and CEs in the same manner and are thus equivalent.

Note that this result does not hold for d-preferred argumentative ensembling

as it does not satisfy non-emptiness. Specifically, its solution can contain

only CEs and no models. Due to the same reason, most theoretical findings

in this section do not apply to d-preferred argumentative ensembling. We

therefore omit relevant discussion unless otherwise mentioned.

We also provide a number of theoretical results concerning the behaviour

of s-preferred argumentative ensembling, first relating to the preferences.
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The first result demonstrates how a completely dominant model wrt the

preferences will be present in all s-preferred sets.

Proposition 3. If ∃Mi ∈ M such that ∀Mj ∈ M, Mi ≻M Mj, then

∀P s
i ∈ P s, Mi ∈ P s

i .

Proof. If ∀Mj ∈M, Mi ≻M Mj then, by Definition 32, T (Mi) = T (ci) = ∅
and ∀Mj ∈ M where Mj(x) ̸= Mi(x), Mi ∈ T (Mj). Similarly, ∀ck ∈ C
where Mi(ck) = Mi(x), Mi ∈ T (ck), and so Mi indirectly attacks Mk. Then,

∄P s
i ∈ P s such that Mj ∈ P s

i or Mk ∈ P s
i and thus, ∀P s

i ∈ P s, Mi ∈ P s
i .

We also show how, for any two s-preferred sets, there exists some trade-off

between their models wrt the preferences.

Lemma 3. Given two s-preferred sets P s
i , P

s
j ∈ P s, ∄Mi ∈ (P s

i ∩M) \ P s
j

such that Mi ≻M Mj for all Mj ∈ P s
j .

Meanwhile, in the non-strict case, a model which is not outperformed by any

other model wrt the preferences will be present in at least one s-preferred

set.

Proposition 4. If ∃Mi ∈ M such that ∀Mj ∈ M, Mi ⪰M Mj, then

∃P s
i ∈ P s such that Mi ∈ P s

i .

Proof. If ∀Mj ∈M, Mi ⪰M Mj then, by Definition 32, ∄αk ∈ T (Mi)∪T (ci)
such that Mi /∈ T (αk) and ci /∈ T (αk). Thus, it must be the case that

∃P s
i ∈ P s such that Mi ∈ P s

i .

We now show that if a model is outperformed wrt the preferences by all

other models, then the outperformed model cannot exist in an s-preferred

set unless it is defended by a more preferred model.

Proposition 5. For any Mi ∈ M, if Mj ≻M Mi for all Mj ∈ M \ {Mi}
and ∃P s

i ∈ P s such that Mi ∈ P s
i , then, ∀Mk ∈ M where Mk(x) ̸= Mi(x),

∃Ml ∈ P s
i such that Ml ⪰M Mk.
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Proof. By Definition 32, Mk ∈ T (Mi) and {Mm ∈ M|Mi ∈ T (Mm) ∨ ci ∈
T (Mm)} = ∅. Then, given that ∃P s

i ∈P s such that Mi∈P s
i , we know that,

∀Mk ∈ T (Mi) ∃Ml ∈X where Ml(x) =Mi(x) and Ml ∈ T (Mk). Thus, by

Definition 32, Ml ⪰M Mk ≻M Mi.

Propositions 4 and 5 also apply to d-preferred argumentative ensembling

with the same proof.

We also consider the behaviour of argumentative ensembling wrt the selected

CEs, demonstrating that those from disagreeing models are guaranteed not

to be included in any s-preferred set.

Proposition 6. Any s-preferred set P s
i ∈ P s is such that ∄ci, cj ∈ P s

i ∩ C
where Mi(x) ̸= Mj(x).

Proof. Let us prove by contradiction, assuming that ∃ci, cj ∈ P s
i ∩ C. Coun-

terfactual coherence (Theorem 5) requires that Mi,Mj ∈ P s
i . However, by

Definition 32, Mi(x) ̸= Mj(x) requires that Mi ∈ T (Mj) or Mj ∈ T (Mi),

and so we have the contradiction.

7.3.5 Additional Discussion on Abstract vs. Bipolar Argu-

mentation

In this section, we discuss the similarities and differences between our

proposed argumentative ensembling approach instantiated using bipolar

argumentation and an alternative approach instantiated using abstract

argumentation. In our previous definition of a CE (Section 2.4), we required

that M(c) ̸= M(x), i.e., the CE for a model prediction is valid on the model.

Under this assumption, we obtain the following equivalence result:

Theorem 8. Consider input x, set M of models, set C of CEs such that

∀ci ∈ C, ∀Mi ∈ M, Mi(ci) ̸= Mi(x). Let ⪯M be the model preferences,

and ⟨A, T ,S⟩ be the corresponding BAF with P s the set of all s-preferred

extensions. Let ⟨A′, T ′⟩ be an AAF with:

• A′ =M×C;
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• T ′ ⊆ A′ × A′ where ∀(Mi, ci), (Mj , cj) ∈ A′, ((Mi, ci), (Mj , cj)) ∈ T ′

iff Mi⪰MMj and:

– Mi(x) ̸= Mj(x); or

– Mi(cj)=Mi(x); or

– Mj(ci)=Mj(x).

Let P be the set of all preferred extensions of ⟨A′, T ′⟩. Then,

• P s = {f(Pi)|Pi ∈ P}

• P = {f−1(P s
i )|P s

i ∈ P s}

where f is a function such that f(Pi) = {Mi, ci|(Mi, ci) ∈ Pi}

and f−1 is such that f−1(P s
i ) = {(Mi, cj) ∈M× C|Mi, cj ∈ P s

i , i = j}.

Proof. First, we prove ∀P s
i ∈ P s, f−1(P s

i ) ∈ P . We show f−1(P s
i ) is

conflict-free by contradiction. Assume f−1(P s
i ) is not conflict-free, then

∃(Mi, ci), (Mj , cj) ∈ f−1(P s
i ), such that ((Mi, ci), (Mj , cj)) ∈ T ′. Then, by

the AAF definition in Theorem 8, it must be that Mi⪰MMj and, either

Mi(x) ̸= Mj(x), or Mi(cj)=Mi(x), or Mj(ci)=Mj(x). By Definition 32, in

the first case, (Mi,Mj) ∈ T ; in the second and third cases, (Mj , cj) ∈ T .
Then, P s

i cannot be conflict-free, but it is an s-preferred extension, so we have

the contradiction. We now prove f−1(P s
i ) defends all its elements by contra-

diction. Assume f−1(P s
i ) does not defend all its elements, then, ∃(Mi, ci) ∈

f−1(P s
i ), such that ∃(Mk, ck) ∈ A′ \ f−1(P s

i ) where ((Mk, ck), (Mi, ci)) ∈ T ′,

and ∄(Mj , cj) ∈ f−1(P s
i ) s.t. ((Mj , cj), (Mk, ck)) ∈ T ′. Mapping this back

to the BAF by Definition 32, we know Mi, ci ∈ P s
i , Mk, ck ∈ A \ P s

i , and

either (Mk, Mi) ∈ T , (Mk, ci) ∈ T , or (ck,Mi) ∈ T , and ∄Mj , cj ∈ P s
i s.t.

(Mj , Mk) ∈ T , (Mj , ck) ∈ T , or (cj ,Mk) ∈ T . This cannot be the case

since P s
i is safe and so we have the contradiction. Therefore, f−1(P s

i ) is

conflict-free and it defends all its elements in AAF, i.e., it is a preferred

extension in the AAF.

Next, we prove ∀Pi ∈ P, f(Pi) ∈ P s. We first show f(Pi) is safe by con-

tradiction. Assume f(Pi) is not safe, then ∃α1 ∈ A, f(Pi) set-attacks α1,

152



and either α1 ∈ f(Pi), or f(Pi) set-supports α1. For the former case, we

know Pi is conflict-free in the AAF. Mapping the conditions of attacks in

the AAF (Theorem 8 above) to the conditions of attacks in BAF (Definition

32), it means ∄Mi,Mj ∈ f(Pi) s.t. (Mi,Mj) ∈ T . Also, ∄Mi, cj ∈ f(Pi)

s.t. (Mi, cj) ∈ T or (cj ,Mi) ∈ T . Therefore, we have a contradiction in the

former case. There is also a contradiction in the second case, because by

Definition 32, support relations can only exist between a model and its CE.

Therefore, f(Pi) is safe. Next, we prove f(Pi) defends all its elements. We

know that Pi defends all its elements in the AAF because it is a preferred ex-

tension. This means ∀(Mk, ck) ∈ A\Pi, if (Mk, ck) attacks an element in Pi,

then ∃(Mi, ci) ∈ Pi s.t. ((Mi, ci), (Mk, ck)) ∈ T ′. Translating the conditions

of attacks in the AAF to the conditions of attacks in the BAF, this indicates

that in the BAF, one of (Mk, ck) must be directly attacked and the other

one is supported attacked, because they support each other. Therefore, any

attacker of f(Pi) is also attacked by f(Pi) in the BAF. Therefore, f(Pi) is

an s-preferred extension in the BAF because it defends all its elements is

safe.

Example 16. The AAF corresponding to input, models and CEs as in Ex-

ample 12 is ⟨A′, T ′⟩ with (see Fig. 7.3): A′ = {(M1, c1), (M2, c2), (M3, c3),

(M4, c4), (M5, c5)}; T ′ = {((M2, c2), (M1, c1)), ((M2, c2), (M3, c3)), ((M2, c2),

(M4, c4)), ((M2, c2), (M5, c5)), ((M3, c3), (M4, c4)), ((M4, c4), (M1, c1)), ((M5, c5),

(M1, c1)), ((M5, c5), (M2, c2)), ((M5, c5), (M3, c3))}, this leads to P = {{(M2,

c2)}, {(M4, c4), (M5, c5)}}, and the cardinality-maximal preferred extension,

which becomes the solution to the RAE problem, is {(M4, c4), (M5, c5)}, the
aggregated prediction is M4(x) = M5(x) = 1.

Example 16 (Figure 7.3), the AAF equivalent of Example 13 (Figure 7.1),

demonstrates the intuitions behind the equivalence between BAF and AAF.

In practice, however, CEs may not always be valid on the model they are

generated for. This is especially the case for gradient-based methods because

no validity guarantees are given [142, 56]. When this happens, grouping

each model and the corresponding CE can become problematic because of

the invalidity. Then, the BAF provides a more expressive way to represent
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Figure 7.3: AAF for Example 16 where: models’ predictions for the input x
are given as superscripts, e.g., M1(x) = 0 and M4(x) = 1; standard (recipro-
cal) attacks are represented by single-headed (double-headed, respectively)
red arrows.

the conflicts than the AAF. For example, the support relations between a

model and its CE can be removed or changed into attack relations. We leave

the investigation of such scenarios to future work.

7.4 Empirical Evaluation

We now examine the effectiveness of our approach using three real-world

datasets. Specifically, we empirically evaluate the extent to which each of the

ensembling methods introduced in Section 7.2.2 and Section 7.3 satisfy the

desirable properties defined in Section 7.2.1. We instantiate four variations

of argumentative ensembling with different model preferences over two types

of model properties P and demonstrate the usefulness of incorporating model

preferences. We also show that the task performance (accuracy) by our

methods remain comparable to the baselines. Finally, we report the compute

time for solving BAFs against increasing model sizes in the problem setting.
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7.4.1 Experiment Setup

7.4.1.1 Datasets and Models

We apply all ensembling methods on three datasets in the legal and financial

contexts: loan approval (heloc) [46], recidivism prediction (compas) [4], and

credit risk (credit) [38]. Due to neural networks’ sensitivity to randomness at

training time, they suffer severely from MM and are frequently targeted when

investigating this research topic. Therefore, we focus on neural networks

for our experiments. Note that the problem setting focuses on the conflicts

between classifiers’ predictions and CE validities and is agnostic to the types

of models used. Our method is also model agnostic and can be applied to

model sets consisting of even different types of classifiers.

(15, 15) (20, 15) (20, 20) (30, 20) (30, 25)

heloc .730±.015 .738±.009 .741±.008 .734±.007 .736±.009
compas .844±.013 .841±.013 .845±.011 .840±.012 .845±.012
credit .709±.028 .699±.007 .705±.018 .697±.011 .696±.021

Table 7.3: Accuracies of trained neural networks of different sizes on each
dataset

For each dataset, we train-test 150 classifiers with five different hidden

layer sizes using 80% of the dataset (this 80% is train-test split for training

each model). The neural networks have two hidden layers of sizes {(15,
15), (20, 15), (20, 20), (30, 20), (30, 25)}. The five different sizes are for

obtaining five levels of model simplicity, which serves as a toy property

evaluation to demonstrate the usefulness of supporting model preferences

in our framework. Their 5-fold cross-validation accuracies on the training

set are reported in Table 7.3. We observe no significant changes in test

accuracies across the different model sizes, as the accuracy variations fall

within the range of standard deviation. The classifiers are trained using

different random seeds for parameter initialisation and different train-test

splits (within the train-test 80% of the dataset), forming a pool of possible

models under MM from which we sample multiple sets M of models to

which we apply our ensembling methods. We use the remaining 20% of each

dataset as test inputs for the ensembling methods (limited to 500 inputs test
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set if larger).

7.4.1.2 Experimental Procedure

We instantiate the RAE problem by randomly sampling setsM with 10, 20

or 30 models from the model pool of the 150 trained classifiers. We then

feed each input to the models to receive their predicted labels and generate

one CE from each model. For each size |M| = (10, 20, 30), we repeat the

above process five times and record the average results.

To instantiate RAE at scale, we adopt the Nearest Neighbour CEs (NNCE)[21]

method. Because the RAE framework requires valid CEs but remains agnos-

tic to the specific generation technique, NNCE serves as an ideal choice: it

inherently guarantees the discovery of a valid CE for every input under any

model, while empirically demonstrating high computational efficiency, close

proximity, and strong plausibility through adherence to the data manifold

[78]. The theoretical validity of this approach relies on two highly realistic

assumptions. First, we assume access to the training dataset, which is a

practical expectation given that CE computation is typically performed by

the model provider. Second, we assume the underlying classification models

are sufficiently well-optimised such that they do not trivially predict the

same class label for all data points. Provided these conditions hold, for any

given input, the nearest training data point (as measured by a specified

distance metric) that is predicted to belong to a different class can always

be reliably returned as a valid CE. In the rare case where a CE cannot be

found for a model, that model can be omitted from the model set.

As concerns model preferences, we focus on two measurable model properties:

accuracy of the trained classifiers over the (20%) test inputs and model

structure simplicity. For accuracy, we manually made sure that every model

inM has a different test accuracy and thus no pairs of models can make

identical predictions to every test input. For the latter, we assign the models,

from the most complex to the simplest (depending on the number of neurons

in the hidden layers), scores of {0, 0.25, 0.5, 0.75, 1} such that higher values

imply simpler models. Note that multiple models inM may have the same

simplicity scores as we adopt only five different model structures to obtain
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150 neural networks for each dataset. Using the two metrics, we specify four

types of model preferences to be used in our method, discussed more later

in Section 7.4.1.4.

7.4.1.3 Evaluation Metrics

Each ensembling method is evaluated against the following metrics: ag-

gregated prediction accuracy over the test set, average model simplicity in

the ensemble, and the percentage of test points for which each property is

satisfied. We also report the average test set accuracies of the models inM.

Finally, we report the average computation time needed for argumentative

ensembling when the BAF is built to show the scalability of the method.

7.4.1.4 Ensembling Methods

We use augmented ensembling Sn and robust ensembling Sv as baselines. We

experiment with both d-preferred and s-preferred argumentative ensembling

(Sa,d and Sa,s respectively). For each type of argumentative ensembling,

we use four variations with different preferences: Sa,σ (P = ∅), Sa,σ-A

(P = {accuracy}), Sa,σ-S (P = {simplicity}) and Sa,σ-AS (P = {accuracy,
simplicity}, with accuracy≃P simplicity).

In our implementation of argumentative ensembling, we add simple mecha-

nisms for handling edge cases. Firstly, when there are multiple cardinality-

maximum extensions, we return the one that gives the same prediction as

majority vote. If there are still multiple sets, we then randomly choose

one. Additionally, for d-preferred argumentative ensembling, when there are

multiple cardinality-maximum extensions, where possible, we select from the

ones that contain at least one model and one CE. The implementations are

adapted from [66, 70].

157



Dataset Method |M| = 10 |M| = 20 |M| = 30
Acc. Simp. Acc. Simp. Acc. Simp.

heloc

avg .710 .485 .710 .500 .710 .510
Sn .714 .503 .716 .508 .716 .508
Sv .714 .503 .716 .508 .716 .508
Sa,d .714 .507 .709 .505 .710 .501
Sa,d −A .720 .478 .726 .547 .728 .507
Sa,d − S .710 .606 .712 .542 .711 .520
Sa,d −AS .716 .529 .711 .520 .709 .506
Sa,s .714 .511 .709 .500 .710 .502
Sa,s −A .720 .478 .726 .547 .728 .507
Sa,s − S .710 .607 .712 .541 .711 .520
Sa,s −AS .716 .529 .711 .520 .709 .507

compas

avg .855 .570 .855 .558 .855 .533
Sn .856 .495 .858 .490 .859 .493
Sv .856 .495 .858 .490 .859 .493
Sa,d .860 .492 .858 .479 .858 .480
Sa,d −A .863 .436 .866 .619 .869 .583
Sa,d − S .861 .699 .857 .586 .856 .551
Sa,d −AS .864 .567 .856 .519 .856 .518
Sa,s .860 .492 .858 .476 .858 .479
Sa,s −A .863 .436 .866 .619 .869 .583
Sa,s − S .861 .698 .857 .587 .856 .545
Sa,s −AS .864 .585 .856 .529 .856 .532

credit

avg .660 .505 .660 .510 .660 .520
Sn .696 .509 .705 .533 .709 .545
Sv .696 .509 .705 .533 .709 .545
Sa,d .685 .525 .683 .556 .682 .563
Sa,d −A .700 .457 .706 .522 .710 .554
Sa,d − S .670 .610 .686 .564 .685 .568
Sa,d −AS .683 .537 .685 .559 .684 .566
Sa,s .685 .522 .683 .555 .682 .563
Sa,s −A .700 .437 .706 .521 .710 .552
Sa,s − S .670 .611 .686 .563 .685 .568
Sa,s −AS .683 .535 .685 .559 .684 .566

Table 7.4: Average accuracy and simplicity of the models in the ensembling
result by each method. “avg” rows report these scores for the models inM.

7.4.2 Results on the Usefulness of Preferences

We first report the accuracy and average model simplicity of the ensembles by

each method in Table 7.4 (note that these are obtained on subsets different

than the ones we used to obtain cross-validation accuracies in Table 7.3).

With test accuracy specified as model preference, Sa,σ-A shows the best

accuracy in all experiments (across d- and s-preferred). This validates
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Proposition 3, because, assuming that the accuracy for every model inM is

different, for Sa,σ-A, there exists a model inM that is the most preferred

and is included in the ensemble. Similarly, Sa,σ-S shows the best simp. scores

in all experiments. However, since simplicity scores are not unique for each

model, usually a single most preferred model does not exist, therefore an

optimal simp. evaluation is not guaranteed. When specifying both properties

as model preferences (Sa,σ-AS), at least one of the two metrics is improved

compared with Sa,σ.

It can be concluded that any ensembling method improves prediction ac-

curacy when compared with the average single-model accuracies, as better

evaluations can almost always be observed. While Sa,σ −A configurations

always give the highest accuracy, the majority vote accuracy remains com-

petitive. For four out of nine sets of experiments (heloc |M| = 10, compas

|M| = 10, 20, 30), argumentative ensembling accuracies when no preferences

are specified are higher or comparable with Sn and Sv, while they are

marginally lower in other cases.

7.4.3 Results on Desirable Properties Satisfaction

Property satisfaction rates for the three datasets are visualised in Figures 7.4

to 7.6. As characterised by our earlier theoretical analysis, both baselines,

Sn and Sv, have significant limitations in terms of satisfying important

properties (see Table 7.1) for them to be used in practice. Sn demonstrates

near-0 counterfactual validity, indicating that for most of the time, there

are some CEs in the ensemble solution which are not valid on other models.

Sv produces valid CEs over models in the ensemble (100% counterfactual

validity), but they do not always exist, as shown by the low non-emptiness

scores. In fact, for up to 70% of test inputs, robust ensembling does not find

any CEs (Sv ∩ C = ∅), confirming its violation of non-emptiness. As |M|
increases, Sv would require finding CEs which are valid for more models,

and the number of CEs found would drop.

Argumentative ensembling, on the other hand, can always return non-

empty ensembles while guaranteeing the validity of CEs. We observe that

although theoretically d-preferred argumentative ensembling only satisfies
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(a) heloc dataset, |M| = 10

(b) heloc dataset, |M| = 20

(c) heloc dataset, |M| = 30

Figure 7.4: Satisfaction of desirable properties on heloc dataset. The three
subplots show results respectively for the two baselines, d-preferred argu-
mentative ensembling, and s-preferred argumentative ensembling.

model agreement and counterfactual validity, it practically always satisfies

non-emptiness, and also achieves counterfactual coherence for over 95%

test points. Contrastively, all Sa,s instantiations always satisfies model

these four properties. Both d- and s-preferred argumentative ensembling

satisfy non-triviality for most of the time, and more frequently so with larger

|M|. They do not satisfy majority vote, although this has little effect in
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(a) compas dataset, |M| = 10

(b) compas dataset, |M| = 20

(c) compas dataset, |M| = 30

Figure 7.5: Satisfaction of desirable properties on compas dataset. The
three subplots show results respectively for the two baselines, d-preferred
argumentative ensembling, and s-preferred argumentative ensembling.

terms of task accuracy. The four specific instantiations with different model

preferences of Sa,d and Sa,s perform respectively very similarly to each other.

Sa,σ−A tends to have the lowest non-triviality and majority vote satisfaction,

because if there exists a single most accurate model, it will be included in

the ensemble (Proposition 3), which may behave more differently than the
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(a) credit dataset, |M| = 10

(b) credit dataset, |M| = 20

(c) credit dataset, |M| = 30

Figure 7.6: Satisfaction of desirable properties on credit dataset. The
three subplots show results respectively for the two baselines, d-preferred
argumentative ensembling, and s-preferred argumentative ensembling.

other models. This is most obvious for the credit dataset.
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(a) heloc dataset (b) compas dataset (c) credit dataset

Figure 7.7: Average computation time of solving argumentative ensembling
for each input.

7.4.4 Results on Scalability

We further experiment with |M| = 50, 75, 100 to illustrate the computation

time required to solve the BAF in argumentative ensembling, although these

numbers of models are less likely to occur in real-life applications. The

computation time results are reported in Figure 7.7. It can be seen that

Sa,s instantiations are faster to solve than their d-preferred counterparts

since they are more restrictive and thus have smaller search spaces. When

experimenting with less than 30 models, the computation times are close to

0 for three datasets. Time differences between datasets for the same |M|,
which are only governed by the number of conflicts in model predictions and

CE validities, become more obvious as |M| grows. Note that another part

of the computation time of argumentative ensembling not reported in Figure

7.7 is the time required to construct the BAF itself. This involves testing

every CE on every model in M, and is O(|M|2) to the inference time of

each model.

7.5 Summary, Limitations and Discussion

Summary. In this chapter, we have presented a formal study of the problem

of providing recourse under MM. We defined several properties which are

desirable in methods for solving this problem, highlighting deficiencies in

extending conservatively the standard naive ensembling used for MM without

recourse. We have then introduced argumentative ensembling, a novel
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method for providing recourse under MM, which leverages computational

argumentation to incorporate robustness guarantees and user preferences

over models. We show, by means of a theoretical analysis, that argumentative

ensembling hosts advantages over other methods, notably in non-emptiness

of solutions and validity of CEs, notwithstanding its ability to handle user

preferences. This is, however, achieved by sacrificing the satisfaction of the

property of majority vote. Our empirical results, however, demonstrate that

argumentative ensembling always finds valid CEs without compromising

prediction accuracy, and shows the usefulness of specifying preferences over

models.

Limitations. This work comes with some limitations. First, we assumed

the availability of a valid CE for each model to instantiate the RAE problem.

However, in practice, methods for computing CEs, especially the heuristic-

based methods using gradient descent, may not always find valid CEs,

limiting the range of CE generation methods to be used in our framework.

It would be interesting to account for invalid CEs in the framework and

leverage the power of argumentation to resolve inconsistencies and allow

for more flexibility. Second, the desirable properties we proposed for RAE

solutions are fundamental, binary properties. Additional metrics taking

continuous values could potentially provide more fine-grained evaluations.

Discussion. Chapter 7 formalises the recourse under MM problem and

proposes a solution based on computational argumentation. This opens up

several interesting directions for future work. First, on the argumentation

side, it would be interesting to examine whether considering attacks to or

from sets of arguments, rather than single arguments, as in [105, 48, 41, 36],

may help in MM. Further, extended AFs [97] and value-based AFs [14]

may provide useful alternative ways to account for preferences. We would

also like to exploit the explanatory potential of argumentation to support

explainable ensembling, e.g., using sub-graphs as in [44, 150]. Moreover, in

order to support experiments with a high number of models (beyond the 30

we considered), large-scale argumentation solvers would be highly desirable.

In terms of types of CEs used, future research could also investigate how

different types of CEs (e.g., plausible or not plausible, robust or not robust)
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interact with the RAE property satisfaction in our context. In this thesis,

we used the NNCE method, which provides a balance between plausibility

and proximity. On the contrary, employing a method optimised for high

robustness against model changes, for instance, presents a critical trade-off.

While it may simplify the argumentation framework by being valid across

most models, it could also trivialise our approach of using validity patterns to

obtain model subgroups. Another promising area is to extend the framework

to accommodate multiple CEs for a single input (diversity) per model under

MM, providing more flexible recourse options.
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Chapter 8

Conclusion

In this thesis, we systematically studied several forms of CE robustness,

characterising their problem settings and proposing new methods to address

them. Finally, we conclude the thesis by revisiting the thesis contributions

(Section 8.1) and discussing future work (Section 8.2).

8.1 Summary of Contribution

Referring to Section 1.2, we originally set out four objectives for this thesis,

namely to characterise, evaluate, guarantee, and integrate various

robustness scenarios.

For Objective 1, we formally describe in Chapter 4 the problem of CE

robustness against a novel type of model changes, ∆-robustness. In Chapter

7, we provide the first characterisation of the CE robustness against the

model multiplicity problem, also identifying the novel desirable properties

which the solution to this new problem should satisfy.

For Objective 2, these same two chapters (4 and 7) also propose new methods

to quantitatively evaluate robustness. In Chapter 4, we develop a method

based on mixed integer programming optimisation for certifying whether

∆-robustness is satisfied by a CE. Chapter 7 proposes new evaluation metrics
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for robustness against MM following the introduction of relevant desirable

properties.

Objective 3, proposing new methods for addressing CE robustness with

provable guarantees, is the core target of this thesis and has been achieved

by every technical section on different robustness instantiations. The new

CE generation methods introduced in Chapters 4 and 5 all give provable

robustness against model changes. This is enabled by novel optimisation

formulations via mixed integer programming. LAPACE in Chapter 6 provides

a way to provide perfect robustness against input changes. This is achieved

by the specific design of our new versatile generative model, L-GMVAE.

Chapter 7 proposes a new ensembling method based on computational

argumentation, which satisfies the core desirable properties which we set out

for recourse under MM problem.

Objective 4 aims to further improve CEs’ quality by incorporating the

robustness considerations with existing desiderata. This is also addressed

by Chapters 4 and 5, which combine robustness against model changes

with validity, proximity, and plausibility, and Chapter 6, which addresses

two forms of robustness (input changes and model changes) together with

validity, proximity, plausibility, diversity, and actionability.

In summary, this thesis advances the study of robust CEs by contributing

novel formalisations, evaluation frameworks, and algorithms. These contri-

butions collectively enhance the reliability and trustworthiness of CEs when

used for recourse.

8.2 Future Work

Finally, we outline avenues for future research that build upon the contri-

butions of this thesis. The technical chapters each present opportunities

for direct extension, aimed at further developing high-quality, robust CE

methods for algorithmic recourse. These are discussed in detail at the end

of each technical chapter (Sections 4.7, 5.5, 6.4, 7.5). Beyond this primary

application, the framework for characterising CE properties developed herein
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is valuable for informing the use of CEs for other purposes, such as data aug-

mentation and model evaluation. We also discuss the important directions

for CEs to be applied more broadly in real-world scenarios.

8.2.1 Counterfactual Explanations More Generally

The previous sections have discussed future research that directly extends

the technical contributions of this thesis, largely focusing on generating

robust CEs for algorithmic recourse. However, the utility of CEs can extend

beyond this application. Because they reveal the minimum changes needed

to flip a prediction, CEs serve as a fundamental tool for probing an ML

model’s local decision boundary in any data modality. This is also useful for

a range of tasks like model debugging [1], outlier detection [134], and data

augmentation [45].

An important insight for future work is that the desirable properties of

CEs, such as plausibility, diversity, and robustness, are not universal but

are highly dependent on the specific application. For example, for model

debugging, the primary goal for the CEs is to be faithful to the classifier’s

true decision boundary. Therefore, plausibility and robustness might be less

relevant. Diversity, however, would be valuable for finding multiple such

points. For data augmentation, on the other hand, both plausibility and

robustness are important to generate new data points that are both realistic

and can improve downstream model performance. Existing works using

CEs for such purposes often ignore the distinction between different types

of CEs, as characterised by various properties [78]. Therefore, a promising

research agenda could involve systematically characterising and optimising

CE properties for these different use cases. The technical contributions

in this thesis offer a rich methodology regarding CEs’ robustness and the

combination of multiple properties.

More generally, the idea of counterfactual reasoning can be valuable for

ML model evaluations, going beyond the static accuracies on some test

sets or benchmarks [107]. For example, we might have some high-level

aspects aligning with our human knowledge or values, which we want to

test the model behaviours against [126]. This is also a common objective
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for the recent stream of AI alignment research [9]. Two distinct evaluation

paradigms emerge. The first uses CE methods, like those in this thesis,

to discover the minimal changes that alter a model’s prediction; one can

then assess if these discovered changes align with domain knowledge. A

second paradigm involves testing a model’s response to a pre-defined set

of meaningful perturbations. For example, as demonstrated in recent work

on large language models, inputs can be perturbed along human concepts

like relevance and appropriateness to evaluate the model’s sensitivity to

certain aspects [69]. Further, information from these local explanations can

be combined at the level of group inputs or a dataset to form global insights

of a model. The desirable properties of CEs explored throughout this thesis

can help inform these advanced evaluation pipelines.

8.2.2 Counterfactual Explanations In The Wild

A primary challenge for the research field of CEs is translating these expla-

nations from academic contexts into reliable tools for real-world applications

at scale [78]. For example, CEs, when used for recourse, can be a helpful

product in critical sectors like healthcare and finance, and in high-stakes

decision-making scenarios. To bridge this gap, CEs must be characterised

more comprehensively, a goal to which the robustness properties studied

in this thesis meaningfully contribute. A limitation of current research,

including this thesis, is that the recourse task is instantiated only on a

dataset and a trained ML classifier, possibly with some user inputs regarding

actionability constraints. This setup may not capture complex real-world

risks, such as those embedded in the data’s causal structure. Therefore, a

crucial next step is to systematically incorporate richer information sources,

like structural causal models, to enable a deeper level of reasoning [32].

Furthermore, scalability remains a key barrier to the industrialisation of

CEs. Many current approaches rely on per-instance optimisation, which may

not be sufficiently fast for large-scale systems. The development of meth-

ods with amortised inference, such as our proposed LAPACE, is therefore

valuable. These approaches shift the computational burden from a slow,

on-demand generation to a one-off training phase, enabling the efficient
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delivery of recourse. Beyond this, more global types of CEs, which typi-

cally find a counterfactual region for a group of inputs (such as [122, 15]),

could offer richer information as explanations while being more scalable

at inference time. Characterising the desirable properties in these global

CE methods, specifically having controlled trade-offs between properties,

remains a challenge.

While quantitative metrics are essential for technical validation, the ultimate

measure of CEs’ values is their utility to an end-user. Therefore, a critical

avenue for future work will involve conducting rigorous user studies to

understand the human-computer interaction aspects of recourse [79]. Existing

research has found that reasoning with counterfactual simulation leads to

stronger causal reasoning in human cognition[53]. In XAI, CEs help humans

predict an ML model’s future predictions while giving users trust and

satisfaction [146]. Following methods that allow a more comprehensive

characterisation of CE properties (such as those contributions in this thesis),

further research is needed to explore how users perceive and act upon different

types of CEs, particularly how they navigate the inherent trade-offs between

properties. Moving beyond the static quantitative measures to evaluate the

real-world impact on user trust, understanding, and successful outcomes is

essential for the future of the CEs research field.

Finally, the principles of CEs can be extended to more complex data modal-

ities, which remains a largely open research area. While significant initial

works have been done on graphs [119, 151], time series [6, 145], planning

scenarios [82, 54], images [55, 140], natural language [149, 69], many of them

have focused primarily on achieving proximity and plausibility. Across these

diverse domains, important areas for future work should focus on systemati-

cally translating the desirable properties defined for tabular data, such as

diversity and robustness, possibly defining new desiderata, and adapting CE

methods to address a more holistic set of properties.
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Appendix A

Appendices for Chapter 4

A.1 Computation Time of RNCE and the Impact

of robustInit

Since querying for the nearest neighbour from a k-d tree is in logarithm time

complexity wrt the tree size, the computation time bottleneck of RNCE

is the total time for the more complex ∆-robustness tests. Therefore, the

computation time of RNCE mainly depends on two factors, the time required

for each ∆-robustness test, and the number of ∆-robustness tests performed

in total. For the former factor, each ∆-robustness test is a MILP program

whose problem size, affected by the number of attributes in the dataset and

the architecture of the classifier in our setting, determines its computation

time. The latter factor, however, is directly controlled by the algorithm

parameter, robustInit. When robustInit=F, the number of ∆-robustness

tests is the product of the number of inputs for which CEs are generated

and the average number of times querying for the next nearest neighbour

(Alg.3, lines 4-6) before reaching a ∆-robust CE, which is further affected

by the value of δ constructing ∆. When robustInit=T, the number of

∆-robustness tests is upper-bounded by the dataset size.

We empirically compare the computation time when robustInit=T with

robustInit=F. Specifically, since the line search controlled by the parameter
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optimal (Alg. 4, lines 7-10) is independent of the impact of robustInit,

we report results for optimal=F, i.e., RNCE-FF and RNCE-TF, under two

different settings, in Tables A.1 and A.2.

configuration
adult compas gmc heloc

NN LR NN LR NN LR NN LR

RNCE-FF 7.69 0.47 11.47 4.34 4.33 0.41 55.83 0.49
RNCE-TF incl. time for obtaining T 59.55 3.84 20.21 1.77 268.35 43.20 44.23 3.17
RNCE-TF excl. time for obtaining T 0.002 0.002 0.001 0.001 0.008 0.007 0.001 0.002

Table A.1: RNCE computation time (seconds) of generating robust CEs
for 100 randomly selected inputs using neural networks (NN) or logistic
regressions (LR), when configured with different robustInit settings.

Configuration
adult (15500) compas (200) gmc (700) heloc (2000)
NN LR NN LR NN LR NN LR

RNCE-FF 1306 59.55 27.16 5.63 42.44 1.22 1052 9.79
RNCE-TF incl. time for obtaining T 59.75 4.15 20.21 1.77 268.42 43.21 44.24 3.19
RNCE-TF excl. time for obtaining T 0.21 0.31 0.001 0.001 0.08 0.02 0.01 0.02

Table A.2: RNCE computation time (seconds) of generating robust CEs for
all data points in the training dataset that are classified to class 0 using
neural networks (NN) or logistic regressions (LR), when configured with
different robustInit settings. The numbers following the dataset names
represent the approximate number of inputs for each dataset.

The results empirically support our analysis. The computation times of both

RNCE-TF and RNCE-FF for neural networks are much higher than those for

logistic regressions due to the fact that neural networks are more complex

in terms of model architecture. The computation time of RNCE-FF tends

to be lower than RNCE-TF when the number of inputs is smaller because

fewer ∆-robustness tests are required. When robustInit=F, the time is

almost proportional to the number of inputs. When robustInit=T, the

computation times are almost identical regardless of the number of inputs

because building the k-d tree T is more time-consuming than querying for

CEs. Our RNCE-TF excl. time for obtaining T results show that, when

robustInit=T, after obtaining T , the time needed for querying CEs is

almost negligible, since for every input, the first query will be the closest

∆-robust CE.
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A.2 Full Experiment Results

vr v∆val v∆inc ℓ1 lof vr v∆val v∆inc ℓ1 lof
adult compas

GCE .223 0 0 .003 .036 .011 0 0 .007 .697
PROTO .178 .020 0 .002 .089 .172 .055 0 .062 .192
MCE .201 0 0 .001 .063 .126 0 0 .006 .047
NNCE .139 .024 .024 .004 .114 .123 .024 0 .003 .057

ROAR 0 0 .065 .208 4.187 0 0 .033 .033 .574
RBR .092 0 0 .002 .051 .008 .024 0 .003 .170
ST-CE .014 .071 .020 .008 .087 .003 .128 0 .003 .057

target δval = 0.02 target δval = 0.02
GCE-R 0 0 0 .007 .079 .041 .040 0 .006 .664

PROTO-R 0 .203 0 .010 .119 .037 .037 0 .008 .299
MCE-R 0 0 0 .001 .099 .002 0 0 .003 .161
RNCE-FF 0 0 .020 .005 .021 0 0 0 .003 .062
RNCE-FT 0 0 0 .003 .045 0 0 0 .003 .060

target δinc = 0.061 target δinc = 0.079
GCE-R 0 0 0 .008 .130 .040 .040 .051 .005 .565

PROTO-R 0 0 .091 .053 .356 .037 .037 .058 .009 .244
MCE-R 0 0 0 .005 .054 0 0 0 .004 .235
RNCE-FF 0 0 0 .006 .168 0 0 0 .004 .086
RNCE-FT 0 0 0 .011 .085 0 0 0 .004 .086

gmc heloc

GCE .003 0 0 .005 .064 .042 0 0 .002 .045
PROTO .012 .020 0 .004 .057 .052 0 0 .002 .036
MCE .032 0 0 .003 .103 .053 0 0 .001 .034
NNCE .027 .068 .020 .003 .031 .053 0 0 .003 .011

ROAR .015 .025 .025 .014 9.69 0 0 0 .010 .164
RBR 0 .117 0 .004 .105 .070 0 0 .003 .022
ST-CE 0 .087 .058 .005 .068 0 .152 0 .004 .016

target δval = 0.02 target δval = 0.02
GCE-R 0 0 0 .006 .019 0 0 0 .003 .043

PROTO-R 0 0 0 .004 .019 0 0 .073 .002 .061
MCE-R 0 0 0 .003 .103 .002 0 0 .001 .043
RNCE-FF 0 0 .087 .004 .033 0 0 0 .002 .019
RNCE-FT 0 0 0 .004 .157 0 0 0 .003 .019

target δinc = 0.091 target δinc = 0.04
GCE-R 0 0 0 .006 .021 0 0 0 .010 .114

PROTO-R 0 0 0 .011 .014 0 0 0 .003 .025
MCE-R 0 0 0 .003 .100 0 0 0 .002 .055
RNCE-FF 0 0 0 .007 .036 0 0 0 .003 .022
RNCE-FT 0 0 0 .007 .036 0 0 0 .003 .022

Table A.3: Standard deviation results of the quantitative evaluation of the
compared CE generation methods on neural networks.

Standard deviation results accompanying Table 4.3 are presented in Ta-

ble A.3.
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vr↑ v∆val↑ v∆inc↑ ℓ1↓ lof↓ vr↑ v∆val↑ v∆inc↑ ℓ1↓ lof↓
adult compas

NNCE 97.9% 45% 42% .078 1.99 73.6% 1% 49% .034 1.32

ROAR 100% 100% 100% .265 1.69 100% 100% 96.8% .220 2.59

target δval = 0.04 target δval = 0.08
RNCE-FF 100% 100% 70% .085 2.21 100% 100% 100% .045 1.22
RNCE-FT 100% 100% 16% .060 1.71 100% 100% 100% .043 1.30

target δinc = 0.063 target δinc = 0.01
RNCE-FF 100% 100% 100% .087 2.18 86.1% 1% 100% .035 1.30
RNCE-FT 100% 100% 100% .064 1.74 78.1% 0% 100% .033 1.34

gmc heloc

NNCE 92.7% 57% 51% .035 1.21 77.5% 5% 49% .057 1.06

ROAR 100% 100% 100% .119 2.76 100% 100% 100% .089 1.42

target δval = 0.06 target δval = 0.07
RNCE-FF 100% 100% 92% .043 1.23 100% 100% 100% .070 1.06
RNCE-FT 100% 100% 35% .034 1.23 100% 100% 0% .066 1.05

target δinc = 0.079 target δinc = 0.019
RNCE-FF 100% 100% 100% .043 1.17 98.8% 10% 100% .061 1.06
RNCE-FT 100% 100% 100% .035 1.23 96.7% 0% 100% .054 1.06

Table A.4: Quantitative evaluation of the compared CE generation methods
on logistic regression models. The evaluation metrics are the same as in
Table 4.3.

vr v∆val v∆inc ℓ1 lof vr v∆val v∆inc ℓ1 lof
adult compas

NNCE .035 .130 .144 .017 .188 .025 .020 .037 .003 .068

ROAR 0 0 0 .028 .020 0 0 0 .002 .151

target δval = 0.04 target δval = 0.08
RNCE-FF 0 0 .122 .016 .251 0 0 0 .003 .032
RNCE-FT 0 0 .092 .010 .070 0 0 0 .002 .060

target δinc = 0.063 target δinc = 0.01
RNCE-FF 0 0 0 .015 .273 .015 .020 0 .003 .068
RNCE-FT 0 0 0 .009 .104 .002 0 0 .003 .093

gmc heloc

NNCE .028 .129 .159 .003 .021 .023 .045 .102 .003 .013

ROAR 0 0 0 .010 .225 0 0 0 .003 .038

target δval = 0.06 target δval = 0.07
RNCE-FF 0 0 .112 .004 .055 0 0 0 .003 .021
RNCE-FT 0 0 .055 .004 .048 0 0 0 .004 .019

target δinc = 0.079 target δinc = 0.019
RNCE-FF 0 0 0 .003 .039 .010 .008 0 .003 .016
RNCE-FT 0 0 0 .004 .053 .012 0 0 .004 .015

Table A.5: Standard deviation results of the quantitative evaluation of the
compared CE generation methods on logistic regression models.

For linear regression models, we find δinc and δval using the same strategy for
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neural networks as stated in Section 4.6.2. We quantitatively compare the

CEs found by NNCE, ROAR, and two configurations of our algorithm RNCE

using the same evaluation metrics introduced in Section 4.6.4. Tables A.4

and A.5 report the mean and standard deviation results for logistic regression

classifiers.

Slightly different from the neural network results, the δinc values, found by

incrementally retraining on 10% of D2, can be smaller than the δval, and

sometimes insufficient to induce 100% empirical robustness (indicated by vr).

Comparing RNCE with baselines, similar to the results for neural networks

in Section 4.6.4, RNCE produces more robust CEs than the NNCE method,

and is less costly and more plausible than ROAR. The impact of changing

optimal to True is more obvious in this set of experiments, with ℓ1 costs

decreasing to a greater extent and plausibility remaining comparable to

RNCE-FF.
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Appendix B

Appendices for Chapter 6

B.1 L-GMVAE in the MNIST Example

For illustration purposes, the L-GMVAE for the MNIST examples in Figures

6.2 and 6.3 is trained on the original MNIST dataset, instead of using

any classifier’s predictions. As mentioned in Section 6.2.1, practically the

L-GMVAE loss function is a weighted combination of the two KL terms

and the reconstruction term. For this particular model, the weights are

1:1:1 (unweighted). This model is trained with input size of 28x28 images,

label dimension of 10, 3 latent clusters for each label for the latent Gaussian

model, a learning rate of 1e-3 for the Adam optimiser and a batch size of

1024, with early stopping based on the validation loss.

Our network architecture is implemented as follows. The encoder network

has two components. One takes in the input image and its one-hot-encoded

label, produces a probability vector matching the cluster dimension through

a 3-layer MLP component with ReLU activation and 512 hidden neurons,

plus a softmax function. This is the q(c | x, y) component in Equation

6.2 and is useful for predicting the assigned cluster for an input once the

L-GMVAE is trained. Another component, q(z | x, c, y) in Equation 6.2,

takes in the input images, label, and cluster information, to produce the

mean and logvar for the corresponding latent variable z, through a similar
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3-layer MLP with two output heads. At inference time, this is useful for

obtaining the latent encoding of an input.

The decoder network also has two components. One is responsible for

the Gaussian mixture prior (Equation 6.1c), which simply takes in cluster

information and outputs the mean and logvar of the latent variable via a

linear layer. The second part implements the reconstruction functionality,

mapping a latent vector back to the input space through a 3-layer MLP with

ReLU activation and 512 hidden neurons.

More implementation details can be found in the accompanying code reposi-

tory.

Figure B.1: Reconstructed cluster centroids for the L-GMVAE model on
MNIST dataset used in the examples.

Figure B.1 visualises the reconstructed cluster centroids for each digit class.

We observe that this L-GMVAE model recognises different prototypical

writing styles of each digit.

B.2 L-GMVAE in the CE Evaluation

The architecture of the L-GMVAE models for Section 6.3 is identical to the

one described in Appendix B.1, apart from different input and label sizes.
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The input sizes are decided by the dataset, and the label size matches the

binary classification task. Each label is associated with five clusters. The

training details are summarised in Table B.1. The other details have been

covered in the main text of the paper.

Input Size Latent Size Batch Size Learning Rate Loss Weights

heloc-RF 23 18 1024 1e-3 0.1, 0.1, 1
heloc-NN 23 15 1024 1e-3 0.1, 0.1, 1
wine-RF 11 8 64 1e-3 0.1, 0.05, 1
wine-NN 11 8 16 3e-4 0.5, 0.3, 1
adult-RF 13 10 1024 1e-3 0.4, 0.2, 1
adult-NN 13 10 1024 1e-3 0.4, 0.2, 1
compas-RF 7 5 512 5e-4 0.5, 0.3, 1
compas-NN 7 6 512 5e-4 0.5, 0.3, 1

Table B.1: L-GMVAE training details. The loss weights are the weighting
terms for KL(z), KL(z), and reconstruction.
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