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Abstract

Animals, and especially humans, can learn to flexibly adjust their movements to changing environ-

ments. The neural principles underlying this remarkable capability are still not fully understood.

Among the most prominent brain regions controlling movement is primary motor cortex (M1).

Adapted motor behaviour can be related to a change in neural activity within this region. Yet, the

rules guiding this activity change, and thus behavioural adaptation, remain unclear. The overall aim

of this thesis is to investigate the learning process(es) governing the described change in activity in

M1 and, with that, the change in behaviour. Computational modelling is used to study three specific

aspects of learning:

1. What constrains learning to favour some neural activity patterns over others?

2. Can we identify where in a hierarchical pathway learning is happening?

3. How can sensory feedback guide the learning process?

We start by investigating what kind of biological constraints differentially affect learning of new

neural activity that either preserves coactivation patterns between neurons (within-manifold learning),

or requires learning of new coactivation patterns (outside-manifold learning). We propose a new

explanation - the learnability of feedback signals - for why within-manifold activity patterns can be

easier learned than outside-manifold activity patterns. In the second part we develop a hierarchical

model of the motor system to investigate whether we can derive where learning has happened from

only measuring neural activity. Lastly, we investigate how the brain could implement a biologically

plausible learning rule which allows it to correctly assign errors and update recurrent connectivity in

a goal-driven manner.

Overall, our work offers new perspectives on the role of M1 for motor learning and adaptation,

challenges current beliefs, and puts a focus on the role of feedback signals for local plasticity in M1.
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CHAPTER 1

Introduction

"To move things is all that mankind can do, for such the sole executant is

muscle, whether in whispering a syllable or in felling a forest."

Charles Sherrington*

1.1 Motor control

Moving our body is one of the cornerstones of animal life on earth. Only through activation of

different muscle fibres can we interact with the world around us. Given its importance for any living

being, learning how to effectively drive goal-directed movement in our body through neural signals

from our brain appears to be one of the largest accomplishments of evolution. The first attempts

of goal-directed movement were naturally more elementary, meaning that the goal was merely to

relocate - a necessity to escape predators or to collect food. Evolution has discovered a variety of

solutions to this problem: from rhythmic contraction creating wave-like motion in limb-less worms1,

over common four-limb mammalian walking or galloping2, to complex many-limb movement patterns

of millipedes3. In this work we focus on the more modern, extremely sophisticated motor capabilities

of higher mammals and especially humans to control their movements in a highly flexible and robust

manner.
*Sherrington CS. 1979. 1924 Linacre lecture. In: JC Eccles, WC Gibson (eds). Sherrington:

His Life and Thought, p. 59. New York: Springer-Verlag
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CHAPTER 1. INTRODUCTION

Motor system

Coordinated neural activity in primary motor cortex (M1) gives rise to neural discharge in motor

neurons, sitting in the spinal cord, which in turn are responsible to contract, or to shorten, muscle

fibres (Figure 1.1). Those muscle fibres are bundled in hundreds of thousands to form muscles4, which

are connected to bones via tendons. Eventually, movement is initiated by a differential activation of

multiple muscles, which can pull at joints in various angles, depending on the degrees of freedom of

the specific joint. The richness of human motor repertoires is coming from over 600 skeletal muscles5,

which, when correctly controlled, can give rise to highly dexterous motor sequences such as the dance

of a prima ballerina, or the play of a great pianist. The major challenge of motor control sending the

sufficient signals to achieve high-level goals such as e.g., “reach for a glass of water”.

Figure 1.1: Muscle activation.
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CHAPTER 1. INTRODUCTION

Controlling all these different knobs seems an impossible task yet research from the past 100 years,

starting with Sherrington6 among others, has begun to unravel the mysterious ways of how this

elaborate control is achieved.

Primary motor cortex (M1) is the first and most important cortical region relevant for motor control, as

it directly controls motor neurons in the spinal cord, which in turn control muscle fibres (Figure 1.1).

Besides M1, there are two additional motor cortical areas: dorsal premotor cortex (PMd) and

supplementary motor area (SMA), which both project to M1 neurons (Figure 1.2). Although they

are generally thought to be more involved in motor planning than execution, it remains difficult to

attach any single, specific function to any one of those areas. There are two main sensory feedback

pathways that eventually reach M1. Visual feedback is mostly coming from PMd, which receives

inputs from posterior parietal cortex (PPC), which in turn receives inputs from primary visual cortex

(V1) (Figure 1.2). In contrast, proprioceptive feedback is conveyed more directly to M1 through

primary somatosensory cortex (S1) (Figure 1.2). There are two sub-cortical regions that also play

major roles for the control of movement: the basal ganglia (BG) and the cerebellum (C). Both regions

form bidirectional feedback loops with M1 and can thereby indirectly modulate motor commands

(Figure 1.2).

If we take a step back and consider what motor control actually entails - having a high-level goal,

building knowledge about the body and its environment, taking various sources of sensory feedback,

and combining all of this to eventually create sufficient motor commands - we see that basically the

whole brain plays one role or another in this overarching computational effort. Yet, assigning any of

those distinct computational functions to a specific brain area remains immensely hard7.

13



CHAPTER 1. INTRODUCTION

Figure 1.2: Brain regions involved in motor control7–9. M1, primary motor cortex; PM, premotor cortex; SMA,
supplementary motor area; S1, primary somatosensory cortex; V1, primary visual cortex; PPC, posterior parietal
cortex; BG, basal ganglia; C, cerebellum.

Control theory

One enormously powerful approach to study motor behaviour is control theory, which has been

adopted from the field of robotics. A control problem consists of a controller and a plant, or an

object/system to be controlled by the controller. The task of the controller is to send control signals

to the plant in order to achieve a certain goal. In the context of motor control the brain can be seen as

the controller, and the body, and its muscles, can be seen as the plant. An example goal could be

reaching for a glass of water and taking a sip. Such a high-level goal is formed in more cognitive

areas of the brain e.g., prefrontal cortex10,11. How to transform such high-level goals into a concrete

activation plan for the hundreds of muscles in our body is the main task of the motor system.

There are two fundamentally different forms of control: open- and closed-loop (Figure 1.3). In

open-loop control the controller acts according to a so-called feedforward plan - a direct transformation

14
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from the desired output e.g., reaching the index finger from the key H to the key N, to the necessary

motor signal, meaning the neural activity in M1. Such a transformation, once learned, would lead to

accurate control, as long as the body and the environment is unchanged. However, as soon as there is

a perturbation or an unforeseen factor e.g., a bigger keyboard, the formerly learned feedforward plan

would fail. To still be able to sufficiently control the body in those scenarios closed-loop control takes

into account the actual output, which might be perturbed, and corrects its original feedforward plan

to account for the divergence.

Figure 1.3: Two forms of control.

In a perfect system, without noise and delays, closed-loop control, also often referred to as feedback

control, would be sufficient to control with high accuracy even in unpredictable circumstances.

However, the human body is not this perfect system. The electrical signals carrying the information

through the brain and the body can only be so fast, despite having invented smart tricks to accelerate

signal transmission (e.g., myelination12). It takes around 12ms for an electrical pulse to travel

from M1 via motor neurons in the spinal cord to muscle fibres in the forelimb13. For sensory

feedback to reach back to motor cortex it takes ∼60ms for somatosensory8,14 and ∼120ms for visual

feedback15,16. Theory predicts and experiments show that such delayed feedback causes control to

become unstable17–20. Open-loop control in contrast does not suffer from the time delays in the

feedback, as it is completely independent. Therefore, a combination of open-loop (feedforward) and

closed-loop (feedback) control is desirable19.
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One notion often used in this context of combined control schemes is that the open-loop part is

denoted as “inverse model”, as it basically reflects an inversion of the input-output transformation

of the plant. How to learn such an inverse model to begin with is not straight-forward, as the

observed errors are given in the “coordinate system” of the inputs, not the outputs. Kawato and

colleagues21,22 have proposed a “cerebellar feedback-error-learning model” (CBFELM) to resolve

this problem (Figure 1.4). The basic idea is that the feedback controller acts as a teacher for the

inverse model, sending it the motor command error, such that it can update its model predictions

accordingly.

Figure 1.4: Combined feedback and feedforward control scheme21.

Although there is a lot of intuition and partial experimental evidence that such an inverse model

can be located in the cerebellum7,18,21, especially for more rudimentary motor behaviour such as eye

movements23,24, it remains unclear to which extent there is a one-to-one mapping between “boxes”

in the computational framework and brain regions. In chapter 4 of this thesis we address this by

showing that one can implement a combined forward and feedback control scheme in a single

recurrent circuit.

Neural manifold

While control theory has been extremely successful in describing motor behaviour19,25–30, as men-

tioned earlier, it often lacks relation to neural circuits7. On the other hand, when we start from a
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bottom-up view, we see thousands and thousands of neurons firing in complex time-dependent

activity patterns31, painting a picture extremely hard to decipher. One breakthrough in recent years

regarding this daunting challenge is the finding that populations of neurons share common patterns

of coactivation32–36. Mathematically, this can be found by calculating the covariance across pairs of

recorded neurons and performing an Eigendecomposition. This method extracts distinct modes, or

patterns, and thus gives an effective number of independent variables - the neural manifold -, which

can be used to describe the whole population35. Intriguingly, the number of effective variables, or the

dimensionality of the population activity, is surprisingly low - a result found across brain regions,

tasks, and species34. In chapter 2 of this thesis we investigate how those neural manifolds can be

related to learning, and why “within-manifold” learning is easier than “outside-manifold” learning33.

A second, related idea is to describe neural activity in motor cortex as a dynamical system37–40.

As we can describe the activity by only a handful of effective variables, we can also describe their

evolution through time by simple dynamical equations. In this way, static neural activation across a

population can be for example understood as a “fixed point” (a term from dynamical systems theory).

This framework has been immensely successful in linking evolving neural activity with underlying

function for motor control41–44, and even recently also with the control theory framework30.

1.2 Neural modelling

The goal in this work is to come up with a bottom-up, minimal model which can help us understand

the neural implementation of motor learning and adaptation across levels: from single neurons, to

neural networks, to brain areas, and eventually to motor behaviour. To start with that massive task let

us first try to understand how we can describe a single neuron’s behaviour in simple, mathematical

terms.

Single neurons

Each neuron consists of a cell body, also called soma, a dendritic tree where inputs from other

neurons arrive, and an axon which sends the cell’s output to other neurons (Figure 1.5A). The key

feature of neurons in the brain is that they carry a voltage signal due to their semi-permeable cell

membrane which causes an ion gradient between inside and outside of the cell. Once this gradient is

above a certain threshold, the neuron sends an action potential, or “spike”, which is an all-or-nothing
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electrical pulse created through a transient positive feedback loop (Figure 1.5B). Such a spike can

travel long distances of axon, up to one metre in humans, to arrive at downstream neurons and in

turn affect their voltage via a synaptic connection (cf. Synaptic plasticity section).

To describe the voltage of a neuron over time we can make use of a simple, electric circuit: the

RC-circuit (Figure 1.5C). Ions can not freely pass the cell membrane thereby creating an imbalance

similar to charging a capacitor (with capacitance C). On the other hand, the membrane is not

completely impenetrable, thus there is also a leak current described by a resistor (with resistance R).

The resulting time-dependent voltage can be described with the following linear differential equation

C
dv
dt

= − v
R
+ I(t) or τm

dv
dt

= −v + RI(t)

where v is the voltage and τm = RC the membrane time constant of the neuron. I(t) describes any

incoming current.

Figure 1.5: Single neuron model. A. Schematic of a neuron and its connection to another neuron. B. Typical
shape of an action potential. C. Schematic of an RC-circuit used to model single neuron voltage.
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As described earlier, neurons communicate in a stochastic, all-or-nothing manner via action potentials.

Nevertheless, we can abstract this biological detail by not considering a single example of e.g., a trial

in an experiment, but instead by repeating the same trial multiple times and calculating an average

firing rate by summing up the spikes in an individual time bin over trials (Figure 1.6). This allows

us to use so-called “rate-based” models (in comparison to “spike-based” models), which results in

a similar dynamical equation, but this time, without any threshold or action potential mechanism

included.

τm
dh
dt

= −h + RI(t)

The dynamic variable h now describes the firing rate of the neuron. The input current I(t) in a

spiking model is usually given by a sum of delta functions ∑t′ δ(t− t′), modelling the occurring

incoming spikes at times t′. In a rate model the input RI(t) is usually directly modelled as a function

of the rate of the input neurons passed through a non-linearity Φ(h).

Figure 1.6: From spikes to firing rate.

Neural networks

For the next level of understanding we need to go from single neurons to networks of neurons. Key

part in this endeavour will be to find an explanation for the often self-emergent properties of neural

population dynamics. As briefly mentioned earlier (cf. Neural manifold section) dynamic systems

theory can be extremely useful to understand those systems43,44, especially to classify their overall

19



CHAPTER 1. INTRODUCTION

behaviour into e.g., “fixed points”, “attractors”, or “chaos”45–48. But what dictates those population

dynamics? To mathematically describe such a population of neurons we can extend the single neuron

firing rate formula to

τm
dh
dt

= −h + WΦ(h)

where h is now a vector which describes the firing rates of all neurons in the population. How neurons

interact with each other is described by the connectivity matrix W, as each non-zero entry stands

for a synaptic connection between a neuron i and a neuron j with the effective weight wij. Despite

seminal work on the relation between connectivity and population dynamics49–56, many details, often

outside of the formalised theoretical frameworks, still remain unclear, especially in the context of

learning. This is the overall topic of this thesis: pushing what we know about how changes of the

connectivity matrix can be related to changes in population dynamics and eventually to changes in

behaviour. We will use a “computational” approach, which consists of network simulations paralleled

by experimental analyses whenever possible. We believe that this approach is viable as it allows us to

bridge the gap between what we want to know and what we can directly probe experimentally57.

Similar approaches have been successful not only in the motor domain42,58–61, but also in more

cognitive tasks62,63, sensory processing64, and memory formation65,66.

1.3 Learning and plasticity

Motor learning and adaptation

“Motor adaptation refers to a particular type of behavioral change that involves adjusting

how an already well-practiced action is executed to maintain performance in response to

a change in the environment or the body, either by selecting an alternative well-practiced

action or modifying how the current action is executed.”67

First of all, what kind of movements are we interested in? In this thesis we consider voluntary

movements, in contrast to reflexes or locomotion. Key characteristics are that they are intentionally

initiated, not triggered by external stimuli, and goal-driven (can be short- or long-term goals).

Voluntary movements represent a complex interaction between cognitive aspects and pure motor

functionality. Thus, in motor learning and adaptation experiments there is a cognitive, often referred
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to as “explicit”, and a more fundamental motor part, often referred to as “implicit”68,69.

A commonly studied adaptation task, used in chapter 3 and 4 of this thesis, is a visuomotor rotation

(VR) perturbation70. Users, either humans or monkeys, manipulate a joystick to control a cursor on

the screen in front of them. Through this dissociation between movement (hand movement with the

joystick) and visual feedback (cursor on the screen), the experimenter has the ability to manipulate

the natural relation between both. In a commonly used centre-out-reaching task one can for example

rotate the cursor movement by a certain degree - a VR perturbation. The user has to then correct for

this perturbation by adjusting its movement accordingly. This type of learning usually happens on

the order of a few dozen trials, or between thirty minutes and one hour70, depending on the specifics

of the experimental setup. This type of learning is potentially very different from long-term skill

learning, such as learning to play the piano, requiring hours and hours of repeated practice67.

In contrast, a completely different form of learning is used in chapter 2 of this thesis. Learning

is still triggered by an external perturbation, yet the complex, potentially also plastic, part of the

motor system downstream of M1 is completely ignored. How is this achieved? Sadtler et al.33 used a

brain-computer interface (BCI) to control the cursor on the screen not through the hand movement of

the monkey, but directly through its neural activity in M1. This allowed them to enforce new activity

patterns in M1, required for good control of the cursor. Despite the great insights they gained about

which activity patterns can be easily learned and which not, how those patterns relate to natural

learning behaviour remains unclear.

Synaptic plasticity

As already mentioned in the section about neural networks, synaptic connectivity is one of the

main determinants of neural population dynamics. Thus, to learn new motor behaviours, or new

neural activity patterns, one has to rewire the underlying neural circuits. In biological neurons those

synaptic connections are implemented through a chemical process in which neurotransmitters are

released from the pre-synaptic neuron and travel through the synaptic cleft to the post-synaptic

neuron, where they cause a change in electrical potential in the post-neuron by binding to specific

receptors (Figure 1.7).
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Figure 1.7: Synaptic transmission.

Interestingly, this process of synaptic transmission is not static, but plastic, meaning that the effective

weight can change over time. There is a zoo of plastic mechanisms71–73: more short-term74–76, more

long-term77–79, pre-synaptic80, homeostatic81, or structural plasticity82–84. All of them act on the

effective weight of the synapse, with largely varying timescales between milliseconds to even weeks81.

Despite this zoo of detailed biological mechanisms, a first heuristic approach to understand how

synaptic weights change over time dates back to classic neuroscience experiments done by Donald

Hebb85, who has studied how the effective connection between neuron A and neuron B changes over

time. They found that the connection strengthens when neuron A and neuron B fire at the same

time, so with similar temporal patterns. Later, it has been found that the exact timing of even a

single spike determines how a connection changes, which led to the notion of “spike-time-dependent

plasticity”78. Despite being able to successfully model those biological plasticity mechanisms on a

network level73, it remains extremely difficult to use them to “learn” something useful, meaning to

learn in a supervised manner, as we usually do when we train neural networks in machine learning86.

One approach to tackle this is to introduce a third learning signal, besides the activity of the pre- and

the post-synaptic neuron, which is usually some form of reward or error signal87. In chapter 4 of

this thesis we investigate a related learning rule, where the “teacher” signal is a direct input to the

neurons, thus leading the post-synaptic activity to directly represent the error.
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Supervised learning

Though synaptic plasticity is how the brain eventually changes its connectivity and “learns”, it is

difficult to use these learning rules to train networks to do more complex tasks86. Thus, a more

common approach to train simulated neural networks is to use some form of supervised learning

rule, which abstracts away the biological detail of real biological synapses. Instead, the weights in the

network are changed according to some error signal.

There are generally two different options of how to use recurrent neural networks to do something

useful: 1) reservoir-style learning (Figure 1.8 left) and 2) full recurrent learning (Figure 1.8 right).

In the former, the recurrent connectivity is set up in a dynamic state which produces complex

time-varying patterns of activity. They can then be used to construct the required outputs by training

only the decoding weights Wout (Figure 1.8 left, red arrows). This is in general easier as the correct

weight update for the decoding weights can be directly calculated

dWout = −α ε h

where α is the learning rate, ε the error in the produced output, and h the recurrent network activity.

An example of this type of supervised learning is the classic reservoir computing approach88, as well

as the more recent FORCE algorithm89,90.

The latter of the two options is more difficult to solve, as there is the problem of correct error

assignment over time. If a recurrent weight is changing it does not only have a direct impact on the

output, but it can also change the unfolding time evolution of recurrent dynamics. In machine learning,

this problem is usually tackled by using “backpropagation-through-time” (BPTT); an extension to the

seminal work of Rumelhart et al. developing the original idea of “error backpropagation” to train

neural networks91. It requires to not only simulate the network dynamics “forward in time”, but

also to run a so-called “backward pass”, where we calculate and accumulate the gradients of each

network parameter with respect to the output error. It is still unclear why we can successfully “learn”

with such a complex and deep neural network as the brain, given all its biological limitations, as

BPTT - the golden standard in modern machine learning - can not be implemented in such circuits86.

To tackle this open question, researchers have started to work on approximations to BPTT, taking into

account different biological constraints at a time92–94. Chapter 4 of this thesis adds to this literature as
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it shows how to use dynamic feedback currents, used for motor control, to correctly update recurrent

connectivity in a learning task.

Figure 1.8: Two different approaches to learning in recurrent networks. Reservoir computing88,95, FORCE89,
backpropagation-through-time (BPTT)91, RTRL92, RFLO93.

1.4 Aims

The purpose of this thesis is to study different aspects of learning, especially trying to link observed

learning behaviour with its neural implementation. Recurrent neural networks are used as a model

system in which different hypotheses about learning are tested. The thesis is divided into three

different self-contained chapters, each of them tackling a distinct sub-problem: what can we learn

easily (Chapter 2), where in the brain do we learn (Chapter 3), and how do we learn (Chapter 4). All

of these questions are asked in the context of motor adaptation or motor learning.

Overview of the work (Figure 1.9):

Chapter 2: Constraints on learning96

Chapter 3: Learning location97

Chapter 4: Biologically plausible learning98
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Figure 1.9: Thesis overview.
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CHAPTER 2

Constraints on learning

We start out from a highly influential experimental result: Sadtler et al.33 found that “within-manifold”

learning is easier than “outside-manifold” learning. Using an elegant brain-computer interface (BCI)

setup they could show that monkeys can learn more easily to adapt their neural activity in M1 when

the required activity changes preserve the overall coactivation patterns between neurons. In this

chapter we investigate the question of why this is the case. Firstly, we replicate the original BCI setup

in a modelling framework allowing us to then selectively add and test different hypotheses for why

within-manifold learning is easier than outside-manifold learning.

The work in this chapter is presented in an article format as published in PLOS Computational

Biology in 202196. I would like to thank my supervisor Claudia Clopath for her guidance and

inspiration throughout this project.
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Neural manifold under plasticity in a goal driven

learning behaviour

2.1 Abstract

Neural activity is often low dimensional and dominated by only a few prominent neural covariation

patterns. It has been hypothesised that these covariation patterns could form the building blocks

used for fast and flexible motor control. Supporting this idea, recent experiments have shown that

monkeys can learn to adapt their neural activity in motor cortex on a timescale of minutes, given that

the change lies within the original low-dimensional subspace, also called neural manifold. However,

the neural mechanism underlying this within-manifold adaptation remains unknown. Here, we show

in a computational model that modification of recurrent weights, driven by a learned feedback signal,

can account for the observed behavioural difference between within- and outside-manifold learning.

Our findings give a new perspective, showing that recurrent weight changes do not necessarily lead

to change in the neural manifold. On the contrary, successful learning is naturally constrained to a

common subspace.

2.2 Introduction

The dynamics of single neurons within a given brain circuit are not independent, but highly correlated.

Moreover, neural activity is often dominated by only a very low number of distinct correlation

patterns32,34,35,37,41,99–108. This implies that there exists a low-dimensional manifold in the high-

dimensional population activity space, to which most of the variance of the neural activity is confined.

Why such low-dimensional dynamics is observed in the brain remains unclear. One potential reason
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is that most experimental designs are inherently low-dimensional, and therefore bias the observed

neural activity109. Alternatively, it has been shown that low-dimensional dynamics can arise from

structured connectivity within the network53–55,58,110–114.

The functional implications of low-dimensional neural dynamics are also unclear115,116. For example,

preparatory and movement activity lie in orthogonal subspaces, which can serve as a gating mecha-

nism for movement initiation41,117. Furthermore, the same manifold might underlie multiple skilled

wrist and reach-to-grasp movements36, as well as the same task over a long timescale118. These

results suggest that there is one stable manifold for motor control, and that learning and performing

different, but similar, movements are happening within this scaffold35.

Using a brain-computer interface (BCI)119 in monkeys, Sadtler et al. showed that it is possible to

adapt neural activity in motor cortex, if the new activity pattern lies within the original manifold, but

not if it lies outside of it33. They could test this by introducing two kinds of perturbations to a BCI,

which was previously trained to decode two-dimensional cursor dynamics from neural activity. The

monkeys had to adapt their neural activity in motor cortex to produce the correct cursor dynamics,

given the perturbed BCI mapping. Interestingly, the timescale of within-manifold learning is in

the order of minutes to hours33. In contrast, outside-manifold learning is not possible within a

single session, but instead requires progressive training over multiple days120. Due to the timescale

difference, it has been hypothesized that within-manifold learning is related to fast motor adaption

and outside-manifold learning is related to skill learning. Yet, the underlying neural mechanisms for

both types of learning remain unknown.

Previously, two computational studies aimed at uncovering the mechanisms underlying the constraints

on learning in the described experiment. Waernberg and Kumar used a simplified implementa-

tion of the BCI task to compare the amount of weight change which is required for within- and

outside-manifold learning. They found that within-manifold learning requires less weight change in

their simulations and thereby concluded that within-manifold learning is faster because of smaller

underlying synaptic changes121. In contrast, Menendez and Latham investigated the possibility that

learning results from a change in input to motor cortex122. Although there have been these two

attempts to explain the experimental observations in Sadtler et al., the search for underlying neural

mechanisms remains inconclusive.

We used computational modelling to study the relationship between neural manifold and learning.
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As motor learning can drive network rewiring in motor cortex on a short timescale123–126, we wanted

to test whether local network rewiring can account for within-manifold, as well as outside-manifold

learning. To that end, we implemented an in-silico version of the BCI experiment in Sadtler et al.,

where motor cortex activity is simulated by a recurrent neural network (RNN)53,110,113. We showed

that an ideal observer training algorithm is able to learn within- and outside-manifold perturbations

equally well. One component of the algorithm is that errors in the produced cursor dynamics are

translated to errors in single neuron activity. This form of feedback signal is used to adapt the local

connections within the network in order to minimize the observed error. As the correct feedback

signal is not a priori given in the biological system, we subsequently tested more realistic feedback

scenarios. By disrupting the correct feedback signal, we found that within-manifold learning is

more robust to erroneous or sparse feedback signals. Furthermore, learning the feedback signal

from scratch was only possible for within-manifold perturbations. To enable feedback learning for

outside-manifold perturbations we had to introduce an incremental strategy, which resembles the

progressive training used in experiments120.

2.3 Results

Recurrent neural network (RNN) performing a center-out-reach task

To investigate the potential difference between within- and outside-manifold learning, we imple-

mented an in-silico version of a brain-computer interface (BCI) experiment previously done with

monkeys33. Instead of measuring neural activity in monkey motor cortex, we implemented a recurrent

neural network (RNN) which was trained to do a similar center-out-reach task as the monkey had

to perform (Figure 2.1A). After the initial training phase, we perturbed the BCI mapping to either

trigger a within- or outside-manifold change (Figure 2.1C and 2.1D). We then retrained the recurrent

network. This pipeline allowed us to test to what extent reorganization in the local network can

explain the behaviourally observed differences in within- and outside-manifold learning.
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Figure 2.1: Recurrent neural network (RNN) performing a center-out-reach task. A. In order to study learning
within and outside of the neural manifold, we used a brain-computer interface (BCI) setup similar to33. A
recurrent neural network serves as generator of network activity which is then used via a BCI setup to control
a cursor in a two-dimensional center-out-reach task. The key step in our simulation is to perturb the initial
BCI mapping and let the recurrent network learn to compensate for that. B. The simulation design. C-D. In
order to compensate the BCI perturbation the network needs to produce new dynamics. For a within-manifold
perturbation (C) the new target activity is constrained to the same manifold as the original activity. For an
outside-manifold perturbation (D) this is not the case, but the network activity has to explore new dimensions in
state space.

RNN with correct feedback signal can learn within- and outside-manifold equally

well

In order to understand constraints on within- and outside-manifold learning, we firstly simulated

our network with an ideal-observer feedback signal. This means that the task error, which is defined

as the difference between target and produced cursor velocity, is correctly assigned to errors on

the activity of single neurons in the network. The correct credit assignment can be achieved by a

matrix multiplication with the pseudo-inverse of the BCI readout. By doing this, we intentionally

ignored the fact that a biological system would need to learn this credit assignment first, before it

can be used for retraining. Rather, we first focused on the restructuring of the recurrent connections.

With this training method, our network reached high performance in the center-out-reach task after

the initial training phase (Figure 2.2A1). To probe within- versus outside-manifold learning, we

then applied the corresponding perturbation to the BCI mapping, which led to impaired cursor
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trajectories in both cases (Figure 2.2A2). Interestingly, using the same training method as during the

initial training phase, we could retrain the network to adapt to the changed BCI mapping for within-

manifold perturbation, as well as for outside-manifold perturbation. The cursor trajectories after the

initial training phase and after the retraining phase looked similar for both types of perturbations

(Figure 2.2A3). We quantified the performance by measuring the mean squared error between

target and produced cursor velocities (Figure 2.2B). The average retraining performance confirms

that within- and outside-manifold perturbations can equally well be counteracted and that this

result is not constrained to a specific network initialization (Figure 2.2B), task setup (Figure 2.S1,

Figure 2.S5, Figure 2.S19 and Figure 2.S20), or learning algorithm (Figure 2.S3 and Figure 2.S6).

Comparing learning timescales did not show any difference for within- versus outside-manifold

learning (Figure 2.S16), yet a more biologically plausible learning algorithm showed slightly slower

learning for outside-manifold perturbations (Figure 2.S6). Together, these results indicate that there is

no fundamental difference in learning new dynamics either within the original manifold or outside

of it, as long as we focus solely on the learning of the recurrent weights.
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Figure 2.2: RNN with correct feedback signal can learn within- and outside-manifold equally well. A. Cursor
trajectories after initial training phase (on the left), after within- (WMP) or outside-manifold (OMP) perturbation
(in the middle) and after within (WMR) or outside (OMR) retraining phase (on the right) for one example
simulation. B. Performance measured as mean squared error (MSE) between target cursor velocity and produced
cursor velocity. Shown are the average simulation results for twenty randomly initialized networks, bars indicate
the standard deviation across networks. C. Weight distribution and weight change distribution during the
experiment. The inlet shows the average standard deviation of weight change, bars indicate standard deviation
across networks. D. Manifold overlap between before and after retraining phase (red and blue), or between
target manifold for outside-manifold perturbation and internal manifold after retraining phase (green). Inlet
shows how the overlap between BCI target manifold and internal manifold depends on BCI manifold dimension.
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Given biological constraints on the amount of affordable synaptic restructuring, we wanted to test

whether there is a difference in weight change needed to compensate either within- or outside-

manifold perturbations. To investigate this, we started with comparing the network connectivity

before and after the retraining phase (Figure 2.2C). We found that there is no difference in the

amount of weight change produced by either within- or outside-manifold retraining. In fact, the

weight change distribution for both types of retraining is similar to the distribution obtained by

comparing the weights before and after the initial training phase. In addition to the amount of

weight change, we also compared the effective rank and dimensionality of weight change between

within- and outside-manifold relearning (Figure 2.S4). We found that weight changes happening

during outside-manifold learning are slightly higher dimensional compared to weight changes

during within-manifold learning. These results show that retraining within or outside of the original

manifold does not necessarily lead to a different amount of weight change, yet weight changes related

to within-manifold learning are slightly less dimensional.

In order to understand how our network achieves high performance after the adaptation phase, we

analysed the underlying dynamics before and after adaptation. To quantify the dynamical changes,

we recalculated the internal manifold after the retraining phase and compared it to the original

manifold (Figure 2.2D). For within-manifold relearning, we found that the internal manifolds before

and after relearning have high overlap as expected (Figure 2.2D red). Interestingly, learning is not

equally distributed across all ten modes in the manifold, but concentrated on the most prominent

ones (Figure 2.S7). For outside-manifold, we computed two measures: 1) how much the internal

manifold after retraining still overlaps with the original one (Figure 2.2D blue), and 2) how the

internal manifold after retraining has aligned to the one defined by the BCI perturbation (Figure 2.2D

green). We found that although the task performance is high after retraining the network following

an outside-manifold perturbation, the network dynamics do not completely align with the new

readout defined by the altered BCI mapping. More detailed analysis showed that outside-manifold

learning focuses on the few most prominent modes, which have initially the highest decoder values

(Figure 2.S8 and Figure 2.S9). This demonstrates that it is not necessary that network dynamics

completely realign with the altered BCI mapping to perform well in the task. Instead it is enough to

have a sufficient amount of overlap, or match the most prominent modes. The amount of necessary

overlap likely depends on a combination of task dimensionality109 and BCI manifold dimensionality
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(Figure 2.2D inlet).

RNN with corrupted feedback signal or constraint on weight change can learn

better within- than outside-manifold

Our results so far do not show a difference between within- and outside-manifold learning, in

constrast to experimental observations33. To further investigate where this behaviourally observed

difference potentially comes from, we next dropped the assumption of an ideal-observer feedback

signal, which is biologically highly implausible, and tested the effect of different corrupted feedback

versions on recurrent retraining. As neural signals are noisy and long-range projections are sparse, we

tested the effect of a noisy, as well as sparse feedback signal on relearning performance. We started

by analysing the effect of a noisy feedback signal (Figure 2.3B). We simulated our experiment with

different strengths of noise corruption in the feedback signal and compared the task performance

after retraining. Interestingly, we found a difference between within- and outside-manifold learning,

as within-manifold learning shows for a certain intermediate noise level better retraining performance

than outside-manifold learning (Figure 2.3B top). This difference between within- and outside-

manifold learning holds when we simulated the BCI experiment using a different learning rule to

modify recurrent weights (Figure 2.S18). Next, we investigated the effect of a sparse feedback signal

(Figure 2.3C). In this scenario, not all neurons in the recurrent network receive a feedback signal and

therefore participate in the recurrent restructuring. We again found that within-manifold learning is

achieving better performance with the same portion of feedback signals available (Figure 2.3C top).

Finally, we tested the effect of sparse plastic weights within the recurrent network (Figure 2.3D). Also

there we found that within-manifold learning is preferential. All together, these results show that

within-manifold learning outperforms outside-manifold learning in the presence of either erroneous

feedback signals, sparse feedback signals, or if there is a constrained number of plastic connections

within the network.
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Figure 2.3: RNN with corrupted feedback signal or constraint on weight change can learn better within- than
outside-manifold. A. Relearning results for RNN with correct feedback signal (same as in Figure 2.2), bars
indicate here and in the following standard deviation across networks. WMP and OMP show performance after
within- or outside-manifold perturbations, whereas WMR and OMR show performance after retraining of the
respective BCI perturbations (top). Manifold overlap is measured between initial manifold and manifold after
within learning (I-WMR), initial manifold and manifold after outside learning (I-OMR) and manifold defined by
BCI perturbation and manifold after outside learning (P-OMR) (center). B. Relearning results for noisy feedback
signal. The correct feedback transformation is distorted by adding independent noise to each entry of the matrix.
The noise is drawn from a zero-mean Gaussian with standard deviation σ = α · σoriginal , where α is the noise
factor and σoriginal is the standard deviation of the correct feedback matrix. Top panel shows performance results,
center panel shows manifold overlap and bottom panel shows the relation between both. C. Relearning results
for sparse feedback signal. In this scenario not all neurons in the recurrent network receive a feedback signal,
which leads to a portion of recurrent weights remaining static during retraining. D. Relearning results for sparse
plastic connections. Similar to (C) a portion of recurrent weights remain static during retraining. But in contrast
to (C), these static connections are not clustered to specific neurons. Instead, all neurons keep at least one plastic
incoming connection.

Although the three different corrupted training scenarios show similar results with respect to
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retraining performance, the specific kind of disturbance could yet be highly different. Therefore,

we analysed in more detail the network dynamics before and after retraining. We compared how

well the internal manifold after retraining aligns with either the initial manifold in the case of

within-learning, or with the dictated manifold coming from the BCI perturbation in the case of

outside-learning. Interestingly, we found that, for noise in the feedback signal, the network dynamics

are driven off the target manifold (Figure 2.3B center). This makes sense as the feedback signal is

disturbed in random directions. During the retraining phase, the network then tries to align its

internal manifold to these random directions, resulting in reduced overlap to the correct manifold

dimensions. We found that task performance is high as long as manifold overlap is more than

40% (Figure 2.3B bottom), which is in line with what we found for outside manifold learning with

the correct feedback signal (Figure 2.2D). In contrast, reducing the number of plastic connections

has a different effect on recurrent restructuring. It primarily disturbs the manifold alignment for

outside-manifold perturbations (Figure 2.3C and 2.3D center). This is due to the fact that the static

connections in the network constrain the dynamics to stay within the original manifold. Therefore,

for within-manifold learning the manifold overlap between before and after retraining is always

relatively high (Figure 2.3C and 2.3D center). Nevertheless, the task performance is reduced in

these cases as within-manifold perturbations can not correctly be counteracted (Figure 2.3C and

2.3D top). Furthermore, we found that not only the ratio of plastic connections affects retraining,

but also the level of disturbance. As long as each neuron in the network receives a feedback signal,

retraining performance is relatively high even if only 20% of the connections are plastic (Figure 2.3D

top). In summary, although manifold overlap and task performance correlate in some regimes (e.g.

Figure 2.3D bottom), we can find cases with high task performance and low manifold overlap (outside-

manifold learning with correct feedback signal), and we can find cases with low task performance

and high manifold overlap (within-manifold learning with sparse plastic connections), showing that

one does not necessarily imply the other.

Learning the feedback signal is possible for within- but not for outside-manifold

perturbations

Although we have shown that within-manifold learning is more robust to corrupted feedback signals,

the question remains of how the biological system could solve the error assignment and learn the
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feedback weights. A very naive hypothesis would be that it can infer the feedback weights by simply

knowing its own internal dynamics and regressing them against the observed cursor dynamics

(Figure 2.4A). We tested this hypothesis and surprisingly found that this simple strategy gives good

estimates of the feedback weights in the case of a within-manifold perturbation (Figure 2.4B), but

fails completely in the case of an outside-manifold perturbation (Figure 2.4C). To quantify the quality

of feedback learning, we calculated the correlation coefficient between the learned and the correct

feedback weights. We found that the feedback learning performance is worse compared to inferring

the feedback after the initial training phase for a within-manifold perturbation, but it is definitely

better compared to an outside-manifold perturbation (Figure 2.4D). Furthermore, the estimate is

almost as good after 6 trials as after 50 trials (Figure 2.4D). These results suggest that feedback

learning is possible for within-manifold perturbations, at least from a computational point of view,

and that observing only a few trials is in principle enough to obtain a good estimate. In contrast, the

feedback weights can not be learned for an outside-manifold perturbation.
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Figure 2.4: Learning the feedback signal is possible for within- but not for outside-manifold perturbations. A.
Regression is used to learn feedback weights. B-C. Result of feedback learning for a within-manifold perturbation
(WMP) (B) and an outside-manifold perturbation (OMP) (C). Accuracy of predicting neural dynamics from
cursor dynamics is measured by R2. Similarity between inferred and correct feedback weights is measured by
calculating the correlation coefficient between both. D. Feedback learning results depend on the number of trials
used for regression. Dashed lines show the feedback learning result for taking 50 trials. Compared is feedback
learning after the initial training phase (where BCI readout and internal manifold completely overlap) (black),
after within-manifold perturbation (red) and after outside-manifold perturbation (blue). E. Recurrent relearning
using the learned feedback weights. As before, task performance is quantified by calculating the mean squared
error (MSE) between target cursor velocity and produced cursor velocity. Compared is task performance after
within- (WMP) or outside-manifold (OMP) perturbation to performance after relearning with inferred feedback
weights (WMR and OMR respectively) F. Accuracy in the feedback learning, measured by the correlation
coefficient between correct and inferred feedback weights, affects recurrent relearning performance, measured by
mean squared error. G. Alignment of internal manifold and readout determines feedback learning performance.
To take into account variance in feedback learning for within-manifold perturbations, we calculate the manifold
overlap only up to a network-specific dimension, not up to 10 dimensions as done in the rest of the paper. The
specific dimension is defined as 1 + (∑ λi)

2/ ∑ λ2
i where λi are the Eigenvalues of the covariance matrix. The

data points show feedback learning results for 20 simulations, whereas the black lines are interpolations between
OMP and initial BCI mappings for which we evaluated feedback learning.
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To get intuition for this result, we firstly analysed a reduced model, where we synthesized data for

any given Eigenvalue spectrum. For this reduced model, the output transformation only consists

of the projection to the neural manifold, as this seemed to be the relevant part of the BCI mapping

contrasting feedback learning for within- versus outside-manifold perturbations (Figure 2.S10).

To learn feedback signals in this case, we regressed neural activity against 10-D neural mode

activity. By measuring feedback learning performance for different Eigenvalue spectra, we found that

high dimensional dynamics would allow feedback learning even for outside-manifold projections

(Figure 2.S11). To understand this further, we returned to the simulation data and analysed feedback

learning performance in more detail (Figure 2.S12). We used the fact that the feedback weight matrix

can be described as two separate feedback vectors, one for the cursor’s x-dimension and one for

its y-dimension, each having the same number of entries as neurons in the network. Each entry

in this vector is telling how neural activity of a specific neuron in the network should change in

response to an observed error in cursor dynamics (either in x- or y-direction). Instead of using the

basis system where each axis represents a neuron, we can instead look at these feedback vectors

in the basis system given by principal component analysis (Figure 2.S12C). In this view, each entry

in the feedback vector tells how a neural mode should change according to an observed cursor

error. As expected, for a within-manifold perturbation most of the entries of a feedback vector in

this transformed coordinate system are zero (Figure 2.S12D). As the BCI readout only takes into

account the first ten prominent neural modes, also the correct feedback vector is confined to these

first ten modes (Figure 2.S12D,F,G). In contrast, an outside-manifold perturbation results in a BCI

readout, and thereby a feedback vector, which has components normally distributed across principal

component dimensions (Figure 2.S12E). This means that basically every mode of the system has

to adapt in order to counteract an outside-manifold perturbation. In this case it is not possible to

infer the correct feedback weights for all of these modes (Figure 2.S12F). Interestingly, we found that

weights obtained from a linear regression are dominated by components of dominant neural modes

(Figure 2.S12H-J). This means that regressing neural dynamics against cursor dynamics does not

put equal weight on predicting all neural modes, but instead focuses on predicting the dominant

modes. That is also the reason why we observed equal accuracy in predicting neural dynamics from

cursor dynamics under both a within-manifold perturbation and an outside-manifold perturbation

(Figure 2.4B-C R2 values). In both cases, feedback learning is able to predict the dominant modes
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with some accuracy, and to infer the corresponding feedback weight components (Figure 2.S12G). For

within-manifold perturbations, the feedback weight components of the prominent modes are the ones

which solely constitute the feedback signal. The weight inference is therefore successful. In contrast,

for the outside-manifold case, the feedback weight components of the dominant modes constitute

only a minor fraction of all feedback weights which would need to be inferred (Figure 2.S12F) Weight

inference therefore fails in this case. Projecting the feedback weights into the principal component axis

of neural dynamics allowed us to understand why feedback learning is possible for a within-manifold

perturbation, but impossible for an outside-manifold perturbation.

In a next step, we wanted to test whether the learned feedback weights are good enough to correctly

drive recurrent relearning. For this, we estimated the feedback weights offline as described above and

then used them during recurrent relearning to propagate the error signal from cursor to neuron level

(Figure 2.S17C). As expected, we found that outside-manifold learning will be completely impaired

if we use the learned feedback weights (Figure 2.4E blue). In contrast, task performance increased

during recurrent relearning for within-manifold perturbations (Figure 2.4E red). Interestingly, we

found that there is a relatively large amount of variation in relearning performance if we compare

different network initializations. However, this large amount of variation is only observed for

the task performance after within-manifold relearning. We hypothesized that the accuracy of the

learned feedback weights is responsible for the successful retraining of recurrent weights during the

adaptation phase. This is indeed what we found when we plotted the retraining performance against

the feedback learning accuracy (Figure 2.4F). In summary, these results suggest that the accuracy

of the feedback learning determines whether or not the BCI perturbation can be counteracted by

recurrent restructuring. Together with the fact that it is not possible to infer feedback weights for

outside-manifold perturbations, this could explain why outside-manifold learning was not observed

experimentally33.

Although we have shown that the accuracy of the feedback signal is responsible for either success

or failure of recurrent retraining, it is still unclear why feedback learning works better for some

BCI perturbations than others, and especially why it works for within-manifold perturbations,

but completely fails for outside-manifold perturbations. As the main difference between within-

and outside-manifold perturbations is the alignment of the readout to the internal manifold, we

hypothesized that this alignment controls whether feedback learning is successful or not. To test this,
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we carried out simulations where we interpolated between the initial BCI readout and the one used

for an outside-manifold perturbation. This allowed us to sweep the whole spectrum of alignments,

as the initial BCI readout is completely aligned to the internal manifold of the network, whereas

the readout for outside-manifold perturbations is completely orthogonal to it. We then inferred

the feedback weights for all of these different readouts and quantified the result by calculating the

correlation coefficient between the learned and the correct feedback weights. As hypothesized, we

found that there is a specific monotonic relationship between feedback learning performance and

alignment of BCI readout and internal manifold (Figure 2.4G). This also explains why we observed

a large variation for within-manifold relearning performance. In our setup, we fix the number of

manifold dimensions used in the BCI readout, but for each individual network the internal manifold

dimension can deviate from this. This means that within-manifold perturbations can be in fact

slightly outside-manifold for individual networks, so that the BCI readout in these cases is not

hundred percent aligned to the true internal manifold. In summary, by looking at the underlying

requisites enabling successful feedback learning, we could understand why it is impossible to infer

correct feedback weights in the case of an outside-manifold perturbation and why we would expect

variations in within-manifold learning in the case that the readout dimension does not exactly match

the internal manifold dimension.

Although we have shown so far that it is in principle possible to infer feedback weights, the question

remains how this procedure could be implemented in the brain. Obviously, linear regression is a

statistical method which is unlikely to be directly implemented by the brain. However, a biologically

plausible learning rule can be used to learn to predict neural dynamics from cursor dynamics, and

thereby successfully learn feedback weights (Figure 2.S17A-B). Another major concern is the multiple

use of the feedback weights. Firstly, they are learned using the neural dynamics, but then they are

used to propagate the error signal. To tackle this problem we have alternatively tried to learn feedback

signals not by regression neural dynamics against cursor dynamics, but instead by regressing neural

dynamics directly against cursor errors. We found that it is possible to infer correct feedback weights

in this scenario, as long as the produced cursor dynamics are larger than the target cursor dynamics

(Figure 2.S17D-F). Thereby, we can imagine a neural implementation where neurons representing

the error in cursor dynamics are connected to neurons in motor cortex, responsible for moving the

cursor. The weight between them would then be adjusted over time to learn to signal the correct
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error feedback. An open question which remains is how neurons in motor cortex can simultaneously

represent two signals, the error and the internal dynamics. Interestingly, this could be implemented

by neural multiplexing127, for example by dendritic and somatic signalling128. Taken together, we

showed that our approach of learning feedback signals can be realised using local, biologically

plausible, synaptic plasticity.

Feedback signal for outside-manifold perturbation can potentially be learned

with incremental strategy

Besides the original experimental study showing that monkeys can not adapt to outside-manifold

perturbations on the timescale of a single experiment33, there is new evidence showing that outside-

manifold learning is indeed possible if the training lasts for several days and follows a specific

incremental protocol120. We have shown so far that outside-manifold learning should not be possible,

as the correct feedback weights needed for successful retraining can not be learned. We reasoned that

to nevertheless be able to learn outside of the original manifold, one would have to insert intermediate

perturbation steps, where for each perturbation step there is a certain amount of overlap between the

current internal manifold and the BCI readout. This would assure that the system has the chance

to learn constructive feedback weights in each step, which could then lead to successful recurrent

restructuring. With this strategy, one could potentially build up the learning by shifting the internal

manifold step-by-step closer to the one defined by the outside-manifold perturbation. To test this

idea we implemented the incremental strategy by inserting three intermediate perturbations which

interpolate between the original BCI readout and the readout for an outside-manifold perturbation

(Figure 2.5A).
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Figure 2.5: Feedback signal for outside-manifold perturbation can potentially be learned with incremental
strategy. A. Incremental outside-manifold perturbation, where with each incremental step α the BCI readout
is less aligned with the original neural manifold. B-C. Retraining results for incremental perturbation steps
using correct feedback signal. B. Task performance after retraining, measured as mean squared error (MSE),
achieved with current incremental BCI readout (iOMP), which is the readout used during retraining, as well as
achieved under the full outside-manifold perturbation (OMP). C. Manifold overlap between initial manifold and
manifold after relearning (blue line), as well as between target manifold, defined by the current BCI readout,
and manifold after relearning (green line). D-F. Retraining results using incremental strategy and assuming,
that each consecutive incremental learning step starts from a correctly trained network. D. Feedback learning
performance, quantified by calculating the correlation coefficient between correct and inferred feedback weights,
for each incremental learning step. E. Task performance after recurrent retraining. F. Manifold overlap for
each incremental step. G-I. Retraining results using full incremental strategy. Here, each consecutive learning
step starts from the network state obtained in the previous step. Feedback learning performance (G), task
performance after recurrent retraining (H) and manifold overlap (I).

To test whether the inclusion of the extra BCI perturbations is enough to enable feedback learning,

we firstly performed a simplified simulation, where the feedback learning relies on a correctly trained

previous network state (Figure 2.5D-F). To obtain the correctly trained network state, we ran a separate

retraining simulation with an ideal-observer feedback signal for every intermediate perturbation step.

As expected, each of the incremental BCI perturbations could correctly be counteracted by recurrent
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retraining with an ideal-observer feedback signal (Figure 2.5B). By looking again at the manifold

overlap obtained during retraining, we found that each retraining simulation achieved between 40% -

50%, in line with our previous results (Figure 2.5C). To test feedback learning, we next tried to learn

the correct feedback weights for each perturbation step by observing the correctly trained network

from the preceding perturbation step. We found that the overlap between the network state of one

perturbation step and the BCI readout of the next step is high enough to allow successful feedback

learning (Figure 2.5D). To finally test whether the incremental learning strategy would work in this

simplified setup, we used the learned feedback weights to retrain the recurrent network. Interestingly,

we found that retraining drastically improves by using an incremental training strategy (Figure 2.5E).

However, the manifold overlap achieved during recurrent retraining is lower compared to retraining

with an ideal-observer feedback signal (Figure 2.5E). This makes sense as the learned feedback signal

does not completely point in the new desired directions, as it would do for the correct feedback

signal. Instead, it also has components pointing in the dimensions of the manifold orientation before

retraining. With this simplified scenario we could show that incremental learning can potentially be

used to counteract an outside-manifold perturbation, assuming that the new incremental perturbation

always starts from a well-trained network.

To finally see whether our network can be trained incrementally, without relying on correctly trained

intermediate steps, we implemented a similar simulation as before, but now the feedback learning

uses the preceding network states which also have been trained with learned feedback, which is not

necessarily the correct feedback we have used before (Figure 2.5G-I). We found that for this scenario

the accuracy of the feedback learning drops for each intermediate perturbation step (Figure 2.5G). As

expected, this deficiency led to poor performance in the recurrent retraining (Figure 2.5H) and the

incremental strategy is therefore not helping in this case. To understand why incremental learning

fails here, we compared what happens to the overlap between internal manifold and BCI readout with

each consecutive step. In the simplified simulations before (Figure 2.5B-F), we found that the internal

manifold does not align as well with the current readout if we use learned feedback weights instead

of the correct ones (compare Figure 2.5C and 2.5F). In the following incremental step, this reduced

overlap leads to a larger misalignment between current network state and BCI readout, which in turn

leads to a decrease in feedback learning accuracy. The problem is therefore that the network can not

catch up with the BCI perturbation and falls behind more and more for every incremental learning
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step. In summary, we demonstrated that a progressive schedule could in principle lead to outside

manifold learning, but we also identified limitations associated with this schedule.

2.4 Discussion

To investigate which factors influence learning within and outside of the neural manifold, we used

a recurrent neural network trained with a machine learning algorithm. Although this method of

modelling neural dynamics lacks biological details, using RNNs has been surprisingly useful to

understand neural phenomena42,55,57,66,129. Using this approach, we could identify feedback learning

as a potential bottleneck differentiating between learning within versus outside the original manifold.

As feedback learning might not be the only relevant factor, we also tested the impact of further

biological constraints. We found that neither separation of excitatory and inhibitory neural population

(Figure 2.S5), nor local learning rule (Figure 2.S6)93,130, qualitatively change the fact that within- and

outside-manifold perturbations can equally well be learned, given an ideal-observer feedback signal.

We also took into account the amount of weight change produced in order to assess learnability

of within- and outside-manifold perturbations. Of course, the solutions the recursive-least-squares

learning algorithm found are not guaranteed to be accessible through a biological learning algorithm

and should be considered as an upper bound on weight change, as RLS is known to produce relatively

large weight changes in order to keep the observed error small. Investigating the weight change

under a more biologically plausible learning algorithm (Figure 2.S6) showed indeed much smaller

weight changes with almost equal learning performance. We also saw a minor difference between

within- and outside-manifold learning with respect to the learning timescale (Figure 2.S6A) and the

amount of weight change (Figure 2.S6C), but not the relearning performance (Figure 2.S6B). This

could potentially also contribute to the experimental observation that within-manifold learning is

easier than outside-manifold learning.

In principle, there are two alternative scenarios which would lead to altered network dynamics in

motor cortex. Assuming motor cortex is highly controlled by other brain regions, such as for example

the cerebellum and pre-motor cortex, the first scenario would be to alter the control signals coming

from these regions, and to therefore trigger different activity patterns122. Nevertheless, how the

inputs are learned remains unclear. The second scenario is rewiring in the local circuit. In this study

we focused on the latter and tested to what extent it can explain experimental observations33,120.
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We found that reorganization of local connectivity does not necessarily lead to a change in neural

manifold. This shows that globally coordinated changes in neural activity can not only be realized by

adaptation of input drive, but also via local rewiring driven by a learned feedback signal. Interestingly,

our results on feedback learning are not necessarily constrained to the hypothesis of local plasticity,

but could be also relevant for adapting neural activity by changes upstream. It remains to be

investigated to what extent one can contrast both frameworks, given experimental data, as biology

potentially uses multiple mechanisms in parallel.

Beside the main result of Sadtler et al., showing that within-manifold learning is easier than outside-

manifold learning, they made further experimental observations which we tested in our model.

Firstly, Sadtler et al. observed a differential after-effect for within- versus outside-manifold learning.

For a within-manifold perturbation, the monkey had to relearn the original mapping in order to

achieve high task performance. In the case of an outside-manifold perturbation however, after

switching back to the original mapping the monkey was immediately able to perform the task

with high accuracy. Our current modelling approach does not prevent learning in the case of an

outside-manifold perturbation. There are still changes in neural dynamics under an outside-manifold

perturbation, even if they do not improve task performance, as the feedback signal is misaligned

(Figure 2.4C and 2.4E). However, it seems plausible that there would be another mechanism to prevent

learning under invalid feedback in reality, similar to the complex interaction of feedforward and

inverse model relevant in motor control131. Secondly, in a follow up study Golub et al.132 discovered

that the monkeys learned to counteract a within-manifold perturbation by reassociating existing

neural activity patterns. By adapting their analysis we found that our simulation data for within-

manifold learning was also best described by the reassociation hypothesis (Figure 2.S13). Thirdly,

Oby et al. found that there are two different types of contributions to outside-manifold learning: 1)

components which lie outside of the original set of activity patterns but still within the manifold and

2) true outside-manifold components which are orthogonal to the original manifold120. We found

that our model too is using within-manifold components to learn outside-manifold perturbations

(Figure 2.S14). Together, these results show qualitative agreement between our simulation data and a

set of relevant experimental observations.

A recent computational study has shown that weight changes necessary for within-manifold learning

are much smaller compared to outside-manifold learning and proposed this finding as a potential
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reason for the experimental observation in Sadtler et al.121. In contrast, we could not observe a

difference in weight change during retraining (Figure 2.2C). However, we did observe that, if we

constrain the number of plastic weights, within-manifold learning is more successful compared to

outside-manifold learning (Figure 2.3C-D) and also that weight changes related to outside-manifold

learning are slightly higher-dimensional (Figure 2.S4C-D). One fundamental difference compared to

Waernberg and Kumar is that they used an alternative way of implementing the BCI perturbation,

which led to the finding that the weight changes are bigger during outside-manifold learning

(Figure 2.S15). Instead of setting new target readout dynamics, which could be derived given a

certain within- or outside-manifold perturbation, they implemented a perturbation by changing the

encoder matrix (called K in their case). As the encoder matrix injects the readout dynamics back into

the system, this already changes the effective recurrent weights in the network, even before retraining.

To counteract the perturbation, the readout weight matrix Φ is retrained to produce the same readout

dynamics as initially. The overall weight change which Waernberg and Kumar reported in their paper

is given by an outer product of both matrices KΦ. By reimplementing their simulations, we replicated

their finding that within-manifold learning leads to smaller weight changes than outside-manifold

learning (Figure 2.S15C,E,G). Interestingly though, when we implemented the BCI perturbation by

setting new target readout dynamics, instead of changing K itself, the observed weight changes

were small both for within- and for outside-manifold learning (Figure 2.S15D,F,H). Thereby, we

could identify the main difference between both studies and replicate our finding that within- and

outside-manifold learning produces similar amount of weight change if retraining starts from the

initial connectivity, as it would be for a BCI monkey experiment.

As having a feedback signal is a general concept of motor control131,133,134, it would be interesting to

study whether one could also infer correct feedback signals in an upstream region exclusively for the

case of a within-manifold perturbation. We hypothesize that, as long as the, potentially non-linear,

output transformation via motor cortex is aligned with the internal manifold of the upstream region,

feedback learning should be viable. Thus, our study gives a new perspective on the general problem

of credit assignment, proposing that correct feedback learning critically depends on the alignment

between output transformation and internal manifold in a specific neural pathway (Figure 2.4G).

Our results can also be related to a recent finding, reporting that a variety of different movements

are controlled by neural activity lying in the same subspace across movements36. As our results
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suggest that the readout - used to produce a movement - indirectly defines the accessible neural

activity space for motor learning (Figure 2.4F and 2.4G), we would expect that a stable readout

implies a stable manifold across different movements. One could test this hypothesis by estimating

the muscle output transformation for each specific movement. We would predict that less overlap

in the output transformation implies less overlap in neural manifolds, measured during the two

different movements.

Finally, our work might be relevant for future BCI designs. Our results support the idea that a subject

can potentially learn to interact with any kind of static BCI mapping, as long as its dimensions are

aligned to the internal dynamics of the local circuit it is connected to. It remains to be experimentally

tested to what extent this holds true, but if so, it could impact development of brain-computer

interfaces for real-world applications.

In summary, our model makes the following predictions, 1) for within-manifold perturbations, it is

possible to infer useful feedback weights by regressing neural activity against cursor dynamics, 2)

learning performance during a BCI task can be predicted by the alignment between BCI readout and

internal manifold of the connected brain region, 3) silencing local network rewiring would impair

learning of within- as well as outside-manifold perturbations.

In conclusion, we showed that local network rewiring can account for the observed behavioural

differences between within- and outside-manifold learning, assuming that the feedback signal driving

local reorganization has to be learned.

2.5 Methods

Variable Definition Value
NT number of targets in center-out-reach task 6
τ unit time constant 0.1 s
g connection strength 1.5
p connection probability 10%
N number of neurons in the network 800

dM predefined manifold dimension 10
L trial duration 2 s
dt time discretization 0.01 s

Table 2.1: List of parameters used in the model.
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Task

In order to compare our learning results to experimental studies, we implemented a standard center-

out-reach task, which is regularly used to experimentally probe motor learning. In our case, the task

consists of six targets, evenly distributed on a circle. In an experiment, the subject would get a visual

cue for example at the beginning of each trial to indicate which of the six targets is the target of the

current trial. The subject should then reach this target in a given amount of time. We simulated the

target cue by having an input pulse at the beginning of each trial, which is distinct for each of the six

different targets. To simulate activity in motor cortex we used a recurrent neural network (RNN).

The output is produced by a mapping, which we called brain-computer interface (BCI) for didactic

reasons. It transformed the rates measured in the RNN to x and y velocity of a cursor, where the

cursor simulated the center-out-reach movement. At the beginning of each trial, the cursor was set to

the center of the workspace, and after the target cue ends, its movement was controlled by the RNN

dynamics. The target speed for the cursor was 0.2 and the target directions were evenly distributed

between 0 and 2π. To measure performance we calculated the mean squared error between the target

cursor velocity and the produced cursor velocity and summed it over all 50 test trials. As the target

cursor velocity was constant and did not change depending on where the cursor is at a given moment,

we used an open loop setup. The target for each specific trial was randomly chosen among the six.

Recurrent neural network (RNN)

The recurrent neural network was simulated by the following dynamical equation:

τẋi = −xi + ∑
j

Wijrj + sik

The recurrent connections Wij were sparse, with connection probability p = 10%, and drawn from

a Gaussian ∼ N (0, g2/(Np)) (cf. list of parameters in Table 2.1). To simulate the target cue our

network received a pulsed input sik at the beginning of each trial. The input is given by

sik = Wik spulse

where spulse is a 0.2s long pulse with amplitude 1 and the input weights Wik were drawn randomly
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from a uniform distribution ∼ U (−1, 1).

To implement learning in the network we used an adapted form of the recursive-least-squares

algorithm, which was inspired from53. If learning is on, it started after the target cue period. Then, at

every second time point (which corresponds to ∆t = 20ms) an update step was made. Firstly, the

performance error eP, given by the difference between the produced cursor velocity and the target

cursor velocity, was calculated. Via a linear transformation this two-dimensional performance error

was then assigned to errors e on the activity of single units in the network.

e = W f beP

This transformation W f b is what we defined as feedback weights. In the ideal-observer case, this

feedback matrix was given by the pseudo-inverse of the BCI transformation. Note that we calculated

the error for each neuron through these feedback weights, which was used to adapt recurrent weights

in the network, but there was no additional input for each neuron due to this error signal. The

recurrent weight update is given by

Wij(t) = Wij(t− ∆t)−
ei(t)∑k Pi

jk(t)rk(t)

1 + ∑m ∑n rm(t)Pi
mn(t− ∆t)rn(t)

where ei is the error for unit i and Pi is a matrix which estimates the inverse of the correlation matrix

of the input to neuron i. Pi was also updated in every update step and the update rule is given by

Pi
jk(t) = Pi

jk(t− ∆t)−
∑m ∑n Pi

jm(t− ∆t)rm(t)rn(t)Pi
nk(t− ∆t)

1 + ∑m ∑n rm(t)Pi
mn(t− ∆t)rn(t)

At the start of learning, the matrices Pi were initialized as diagonal with 0.05 on the diagonal. For

each training period the network was trained for 80 trials. Note that the training algorithm did not

change the structural connectivity, so only connections which were non-zero at the beginning were

updated.

Brain-computer interface (BCI)

The brain-computer interface consisted of two linear transformations which sequentially transformed

network rates to cursor velocities. The first transformation is given by a projection to principal
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components of the network dynamics. To calculate this projection, we measured the dynamics

over 50 trials during which the network is performing the task. Here, and at every other point, we

took network dynamics into account only from the end of the cue phase. Then, we used principal

component analysis to calculate the projection matrix C. The second transformation is given by a

decoder matrix D which was optimized offline by doing regression of target cursor velocities against

the first 10 principal components, taking the same 50 trials as before. The full BCI transformation T

is then given by

T = D C

For the initial training period, T was set up randomly. Each entry of the matrix was drawn from a

standard normal distribution, normalized to have matrix norm 1 and multiplied with a factor 0.04.

This setup showed to drive initial learning sufficiently well, and assured good task performance after

the initial network training period, followed by the BCI tuning described above (Figure 2.S2). Note

that the initial random mapping had high impact on the produced neural manifold and therefore

also on the optimized BCI mapping (Figure 2.S9).

For a within-manifold perturbation, we inserted a permutation matrix ηWM in between the first

and the second linear transformation, which shuffled the decoder weights related to the principal

components.

TWM = D ηWM C

In contrast, for an outside-manifold perturbation, we inserted a permutation matrix ηOM before

the first linear transformation, which shuffled the projection matrix and therefore resulted in not

extracting the correct principal components of the network dynamics.

TOM = D C ηOM

In order to assure that both types of perturbations cause approximately the same performance error

we calculated the performance, measured as mean squared error, for 200 random perturbations of

each type. Then we calculated the mean performance over all perturbations, ranked them according

to their difference to the mean and selected the perturbations closest to the mean. This ensured

that the selected perturbations had similar mean squared error. Note that although the performance

error was matched through this procedure, the cursor velocities for outside-manifold perturbations
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were scaled down compared to within-manifold perturbations. This is a consequence of the readout

transformation to non-dominant directions in neural state space which naturally contain less variance

and therefore lead to lower cursor velocities.

Analysis

To quantify manifold overlap we adapted the measurement used in132. Firstly, we calculated the

covariance matrix of the network dynamics S, given 50 trials of performing the task. This was done

for the initial network (subscript 1) and for the network after retraining (subscript 2). Then, both of

these matrices were projected onto the neural manifold defined by the initial network. This projection

is given by the same projection matrix C as used in the BCI transformation. To quantify the amount

of explained variance in the first 10 dimensions, defined as β1 for the initial network and β2 for the

retrained network, we calculated the trace of the projected matrices (taking into account only the first

10 dimensions) and divided it by the trace of the original matrices (full-dimensional).

β2 =
Tr(CS2CT)

Tr(S2)
β1 =

Tr(CS1CT)

Tr(S1)

The manifold overlap is then defined as the ratio β2/β1. For calculating the overlap between the

perturbed BCI readout and the network manifold after retraining we replaced the projection into the

Eigenbasis of the initial covariance matrix, given by C, with a projection given by the new readout

transformation, which is C ηOM.

To calculate the overlap between BCI readout and condensed network manifold (Figure 2.4G), we

summed up the normalized projections of the readout T into the first k dimensions of the Eigenspace

of the network dynamics, given by C,

∑k
i (TxCi)

2

2|Tx|2
+

∑k
i (TyCi)

2

2|Ty|2

where Tx is the first row of the BCI transformation, decoding the cursor velocity in x-direction, and

Ty is the second row of the BCI transformation, decoding the cursor velocity in y-direction. The

number of dimensions k is defined by

1 +
(∑i λi)

2

∑i λ2
i

= 1 + PR
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where λi are the Eigenvalues of S1 and PR is participation ratio, a commonly used measure of

dimensionality.

Feedback learning (Figure 2.4)

To learn the feedback weights for a given BCI perturbation, we created a dataset of 50 trials where

the network is performing the task with the perturbed BCI readout. During this, there are no

plastic changes yet in the recurrent connections. To infer feedback weights we then regressed the

network rates, measured during the 50 trials, against the x and y cursor velocities. The accuracy

of the regression is about the same for within- and outside-manifold perturbations, whereas the

match between inferred and true feedback weights strongly differs. To obtain Figure 2.4D, we

only used a randomly selected subset of the 50 trials. To obtain Figure 2.4G, we analysed not only

the given BCI perturbations, but added intermediate perturbations, which interpolate between the

original BCI transformations and the outside manifold perturbations. The analysis of the interpolated

perturbations was shown in Figure 2.4G (black lines).

Incremental strategy (Figure 2.5)

In each incremental step, the learning starts from the weight configuration after initial training.

We did this to insure that the network stays in a physiological state, as the recursive-least-squares

algorithm tends to increase the weights during training. Without this reset, the weight distribution

would grow with every incremental training and could potentially lead to a network state where

most of the neurons are saturated.

Each incremental BCI perturbation Tα is defined by interpolating between the original readout T and

the full outside-manifold perturbation TOM, where the incremental factor α defines the ratio between

both.

Tα = (1− α) T + α TOM
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2.6 Supporting information

Figure 2.S1: Control simulations. A. Original setup as in Figure 2.2. Upper left panel shows task performance,
measured as mean squared error (MSE), after initial training (O), after within-manifold perturbation (WP), after
within-manifold retraining (WR), after outside-manifold perturbation (OP) and after outside-manifold retraining
(OR). Upper right panel shows the standard deviation of the weight change distribution between before and after
retraining for within- (W) and outside-manifold (O) retraining. Lower left panel shows the manifold overlap
between initial and retrained manifold for within- (W-o) and outside-manifold (O-o) perturbation, as well as
the overlap between retrained and target manifold for outside-manifold perturbations (O-p). Lower right panel
shows the mean principal angle between the same manifold as in lower left panel. B. Position decoding instead of
velocity decoding. C. BCI perturbations are scaled in order to preserve the range of velocities after perturbation.
This especially affects outside-manifold perturbations as in this case the velocity values are normally only 10% of
the original ones, due to a signal loss caused by the outside-manifold projection. D. BCI perturbations are scaled
to assure that the theoretical approximation for the neural activity after retraining, given the initial training
state, does not exceed the dynamic range of the neurons. E. Instead of having one input unit for each target,
here, there are only two input units. They signal x and y position of the targets. F. Reduced target speed of 0.01,
instead of 0.2.
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Figure 2.S2: Details of initial network training. A-D. Initial training with random decoder, normalized and
scaled with factor 0.04 (the default version used in the paper). E-H. Initial training with random decoder,
normalized and scaled by a factor 0.2. A,E. Cursor velocities before and after training. B,F. Eigenvalue
spectrum of network dynamics before and after training. C,G. Rate distribution before and after training. D,H.
Reconstructed cursor trajectory after training.
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Figure 2.S3: Simulation results for recurrent neural network trained with backpropagation-through-time
using Pytorch. Here, the network dynamics are given by ht = tanh(Wihxt + Whhh(h−1)). Each trial has 100 time
steps and the target cue is given during the first 5 steps. The input xt is modelled similar to our main setup. The
stimulus amplitude is 50. The incoming weights Wih are fixed and randomly drawn from a uniform distribution
between −

√
1/N and

√
1/N, where N is the number of neurons in the network. The recurrent weight matrix is

initialized in a similar fashion as in our main setup, except that here, we use a fully connected network. For
gradient descent we use Adam optimizer135 with learning rate 0.001. The loss and the fixed output decoder is
the same as in our main setup. The training uses an ideal-observer feedback signal to propagate the error in
cursor velocities to errors on single neurons in the recurrent network. For training, we use a batch size of 30. A.
Cursor velocities before initial training. B. Cursor velocities after initial training. C. Learning curve for initial
training. D. Performance results for within- and outside-manifold retraining. Number of training epochs for
initial training, as well as retraining, is 1000. The MSE value in (C-D) is not summed over time or trials.
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Figure 2.S4: Weight change during retraining. A. Relation between weight before retraining and after retraining
for within-manifold perturbation. B. Relation between weight before retraining and after retraining for outside-
manifold perturbation. C. Measurement of the effective rank136 of the weight change matrix for within-manifold
and outside-manifold retraining. Both values are compared to values obtained for random rank-1, random
rank-2 and full-rank matrices, having the same sparsity as the network weight matrix. D. Dimensionality of
weight change dynamics during retraining (dW measured at the end of each trial). Since it is not feasible to
calculate the full covariance matrix for all plastic connections, as the number is too high (∼ 64000), we calculated
the dimensionality from randomly chosen subsets of connections and checked for convergence.
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Figure 2.S5: Simulation with E-I network. Simulation results for a network with Daleian connectivity. Each
neuron has either positive (excitatory) or negative (inhibitory) outgoing weights. During learning, the sign of
these weights is preserved. If a learning step would produce a sign flip we instead clip the weight to zero. A.
Training performance measured as mean squared error (MSE). B. Standard deviation of weight change during
within- and outside-manifold training. C-D. Weights before versus after within- (C) or outside- (D) manifold
training.
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Figure 2.S6: Simulation with local learning rule. Implementation of recently proposed local learning rule
approximating backpropagation-through-time algorithm130. The weight update is given by dWt

ij = −et
j(1−

tanh2(xt
j))∑t′≤t−1 rt′

i , where ej is the error for neuron j, xj is the activity of neuron j and ri = tanh(xi) is the rate
of neuron i. A. Learning curves for initial, within- and outside-manifold training period. Here, the mean squared
error (MSE) is summed over update steps per trial, which are 90 steps. B. Performance results after training
measured as MSE. C. Standard deviation of weight change during within- and outside-manifold training.
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Figure 2.S7: Mode correlation between before and after retraining. A. Correlation between the neural modes
before and after retraining for each of the six targets. Note, the neural manifold is in this case not the actual
internal manifold (which is different after retraining), but the static one defined by the initial BCI mapping. We
averaged over 20 simulations and the 6 targets. B. Average mode correlation. Error bars are standard deviation
across the ten modes.
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Figure 2.S8: Mode alignment during outside-manifold and within-manifold relearning. A. Mode match is
defined as scalar product between the Eigenvector of the specific Eigenvalue before and after retraining. Each dot
represents the mode match of one of ten Eigenvalues considered, and shows the result for one of 20 simulation
runs (total 200 points shown). We defined a mode as matched if the scalar product is bigger than 0.2. B. We
quantified how many modes are matched per simulation run, taking the definition from (A). C. Same as in
(A), but now for within-manifold retraining. As the decoding weights are shuffled during a within-manifold
perturbation one can compare the mode match to the decoding weights before and after perturbation. Here, we
compared to before perturbation. D. Mode match for within-manifold retraining compared to decoding weights
after perturbation.
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Figure 2.S9: Initial random decoder shapes neural manifold and final BCI mapping. A-B. Standard case
where initial random decoder output is two-dimensional. A. Mode match is calculated as scalar product
between vectors. The initial decoder induces the first two strong neural modes, which are strongly amplified
in the Eigenvalue spectrum after initial training (B). C-D. Test case where initial random decoder output is
four-dimensional. Here, the assignment of initial decoder and neural manifold modes is less prominent, meaning
that there is no one mode specifically responsible for one output dimension. (C). In this case the number of
amplified modes does not correspond to the dimensionality of the initial decoder (D) E. Initial random decoder
shapes Eigenvalue spectrum during initial network training phase, and Eigenvalue spectrum in turn shapes
optimized BCI decoding weights D. F. Relation between optimized BCI decoder and initial random one used for
initial network training.
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Figure 2.S10: Feedback learning on mode level. A-B. Mode activation during one example trial for a within-
manifold perturbation (A) and an outside-manifold perturbation (B). Mode activation is obtained by projecting
measured neural dynamics onto the original neural manifold, given by the transformation matrix C. C-D. Results
of linear regression to infer inverse of transformation matrix C for a within-manifold perturbation (C) and an
outside-manifold perturbation (D).
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Figure 2.S11: Broader Eigenvalue spectrum improves feedback learning performance for outside-manifold
perturbations. A,C. Imposed Eigenvalue spectra, defined by f (x; γ) = exp−x/γ. Dimensionality is calculated
by (∑i λi)

2/ ∑i(λ
2
i ) where λi is the ith Eigenvalue. Detailed methods are described at the end of this section.

B,D. Feedback learning results measured by correlation coefficient between inferred and true feedback weights,
dependent on the dimensionality of the imposed Eigenvalue spectrum.
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Figure 2.S12: Inferring feedback weights is biased towards dominant neural modes. A-B. Feedback learning
results for within-(WMP) (A) and outside-manifold perturbation (OMP) (B). CC describes the correlation
coefficient between inferred and correct feedback weights. Same data as in Figure 2.4B-C. C. Feedback weight
vectors for x- and y-component of cursor dynamics can be expressed in terms of principal components of
neural dynamics. With this, we can compare feedback learning performance, dependent on the related neural
mode. Per definition, the most prominent neural modes in the system lie in the first principal component
axes. D-E. Distribution of projections into the principal component basis for correct feedback (x-component) for
within-manifold perturbation (D) and outside-manifold perturbation (E). F. Comparison of projections into the
principal component basis for correct and learned feedback vectors (x-component). G. Same as (F) but zoomed
in to show only the first 20 principal components. H-J. Absolute value of projection into principal component
basis for inferred and correct feedback weights for within- (H) and outside-manifold perturbation (J). The inlets
show the same plot as (H-J), but focussing on principal components 1-20.

65



CHAPTER 2. CONSTRAINTS ON LEARNING

Figure 2.S13: Simulation results for within-manifold learning are in line with reassociation hypothesis132.
A. Cursor velocities under original (upper row) and perturbed mapping (lower row) for original (black) and
retrained network (red). Comparison between simulation data (first column), realignment hypothesis (second
column), rescaling hypothesis (third column) and reassociation hypothesis (fourth column)132. Detailed methods
are described at the end of this section. B. Original neural activity (left), neural activity after within-manifold
relearning (middle) and neural activity after outside-manifold relearning (right) (cf. Figure 2.2). Neural activity
is projected into the original neural manifold and the first two principal components are shown. Different colors
correspond to different target locations. Dashed black circle represents boundary of initial repertoire. C. Change
in covariability along original and perturbed mapping. D. Change in variability of neural modes dependent on
the imposed change in the BCI readout (pushing magnitude).
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Figure 2.S14: Within-manifold contributions to incremental outside-manifold learning120. A. Relearning
performance under incremental strategy (Figure 2.5E). B. Cursor velocities under the original mapping for each
incremental training step. Dashed black circle shows boundary of initial repertoire. Colours represent different
targets. C. Percentage of within-manifold patterns which lie outside of the original repertoire (dashed black
circle in (B)). D. Percentage of variability measured outside of original manifold as a function of incremental
step α. E. Histogram of percentage of within- versus outside- manifold contributions. For each relearned neural
activity pattern which was outside of the original manifold or repertoire we calculated the projection onto
the original manifold dWM (within-manifold contribution) and subtracted this projection from the total neural
activity vector to obtain the residual vector dOM (outside-manifold contribution). This gave two distances in
the high dimensional space of neural activity. To calculate the percentage of within-manifold contribution we
calculated d2

WM/(d2
WM + d2

OM).
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Figure 2.S15: Difference to previous study investigating the experimental results of Sadtler et al.121. A.
Reimplementation of Waernberg and Kumar121. Neural modes are decoded from a random recurrent network
with static weights. The neural mode signal is fed back into the recurrent network via a feedback matrix
K. Network training consists of finding the decoding weights φ which produce a given target signal at the
neural mode level. FORCE is used to adapt the decoding weights accordingly110. B. Resulting neural mode
dynamics after initial training. C. To implement the BCI experiment from Sadtler et al. Waernberg and Kumar
manipulated the feedback matrix K and retrained the decoding weights φ in order to produce the original target
dynamics on the mode level121. D. Alternative implementation of the BCI perturbation which is closer to our
simulations. Here, the BCI perturbation is implemented by setting a new target signal on the mode level, without
manipulating K. E. Weight change after perturbation, without retraining, for implementation of Waernberg
and Kumar. F. Weight change after perturbation, without retraining, for alternative implementation. G. Weight
change after retraining for implementation of Waernberg and Kumar. H. Weight change after retraining for
alternative implementation.
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Figure 2.S16: Timecourse of relearning is similar for within- and outside-manifold perturbation under
the recursive-least-squares learning rule. A. Mean squared error (MSE) during relearning for within- and
outside-manifold perturbation. The MSE is summed over all update steps in a trial, which constitutes 90 steps.
B. Amount of weight change measured during relearning for within- and outside-manifold perturbation.
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Figure 2.S17: Learning feedback weights via a biological learning rule. A. Inferred feedback weights using
linear regression (LR) are compared to correct feedback weights, which are given by the pseudo-inverse of the
BCI mapping. In linear regression, weight factors are estimated to predict neural dynamics from cursor dynamics.
B. Linear regression can be implemented by a simple, biologically plausible, learning rule (BL). Learned feedback
weights, using a biological learning rule, are compared to correct feedback weights. C. Illustration of relearning
steps: 1) Feedback weights are inferred from observing neural and cursor dynamics. 2) The learned feedback
weights (W f b) are then used to propagate the error form cursor to network level. D. Alternative way of inferring
feedback weights. Instead of predicting neural dynamics from cursor dynamics, neural dynamics could also
be predicted by the observed error signal in cursor dynamics. E. Cursor dynamics under within-manifold
perturbation are in general smaller than the target values. Rescaling target values by 0.25 (dashed line) reverses
the relation. F. Feedback learning performance, measured as correlation coefficient between correct and inferred
feedback weights, when cursor error signal is used to predict neural dynamics.
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Figure 2.S18: Relearning under noisy feedback signal using recursive-least-squares algorithm and local
learning algorithm130. A-B. Relearning performance, measured as mean squared error (MSE), as a function
of the amplitude of the noise in the feedback signal using recursive-least-squares (RLS) algorithm (A) and
an alternative implementation with a local learning algorithm (Eprop) (B). C-D. Manifold overlap between
original manifold and manifold after within learning (I-WMR), original manifold and manifold after outside
learning (I-OMR) and manifold defined by BCI perturbation and manifold after outside learning (P-OMR). E-F.
Weight change during relearning. A,C,E. Simulations with RLS (same as Figure 2.3B in the main paper). B,D,F.
Simulations with Eprop learning rule.
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Figure 2.S19: Simulation results are robust to how inputs are modelled. A-B. Upper left panel shows
task performance, measured as mean squared error (MSE), after original training (O), after within-manifold
perturbation (WP), after within-manifold retraining (WR), after outside-manifold perturbation (OP) and after
outside-manifold retraining (OR). Upper right panel shows the standard deviation of the weight change
distribution between before and after retraining for within- (W) and outside-manifold (O) retraining. Lower
left panel shows the manifold overlap between original and retrained manifold for within- (W-o) and outside-
manifold (O-o) perturbation, as well as the overlap between retrained and target manifold for outside-manifold
perturbations (O-p). Lower right panel shows the mean principal angle between the same manifold as in lower
left panel. A. Result for simulations where inputs are modelled as a pulse (same as Figure 2.S1A). B. Results for
simulations where inputs are modelled as tonic input. C-D. Reconstructed cursor trajectories for pulsed input
simulations (C) and tonic input simulations (D).
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Figure 2.S20: Simulation results are robust to noise. A-B. Upper left panel shows task performance, measured
as mean squared error (MSE), after original training (O), after within-manifold perturbation (WP), after within-
manifold retraining (WR), after outside-manifold perturbation (OP) and after outside-manifold retraining (OR).
Upper right panel shows the standard deviation of the weight change distribution between before and after
retraining for within- (W) and outside-manifold (O) retraining. Lower left panel shows the manifold overlap
between original and retrained manifold for within- (W-o) and outside-manifold (O-o) perturbation, as well as
the overlap between retrained and target manifold for outside-manifold perturbations (O-p). Lower right panel
shows the mean principal angle between the same manifold as in lower left panel. A. Standard simulations
where no noise is injected (same as Figure 2.S1A). B. At each time step each neuron receives an extra input,
drawn from a normal distribution with zero mean and standard deviation f . The noise for each neuron is
independent. C. Reconstructed trajectories for simulations without noise. D. Reconstructed trajectories when
noise (f=1) is injected. E-F. Network cannot be trained to perform the task if noise is too high (f=10).

73



CHAPTER 2. CONSTRAINTS ON LEARNING

Simplified model to investigate feedback learning

In order to understand why it is possible to learn feedback weights for a within-manifold perturbation,

but not for an outside-manifold one, we developed and analysed a simplified setup. We created a

synthetic dataset, which has no temporal structure, but is simply drawn from a multivariate Gaussian

distribution. The number of variables was matched to the number of neurons in the simulated

network, such that there was 800 random variables ξ in total. Without loss of generality, we set the

mean to zero, as we wanted to analyse the effect of the covariance structure on the ability to perform

feedback learning. To create the covariance matrix Σ of the synthetic data, we firstly created the

desired Eigenvalue spectrum which is given by

f (x; γ) = exp−x/γ

where γ parametrizes how fast the spectrum decays and x = 0 correspond to the first Eigenvalue,

x = 1 to the second and so forth. After setting the diagonal values of the covariance matrix, we

performed a basis transformation which puts the synthetic data in the same Eigenspace as found in

the simulated data.

Σ = CT diag( f (0; γ), f (1; γ), ..., f (n− 1; γ))C

ξ ∼ N ((0, 0, ..., 0), Σ)

To simulate a within- or an outside-manifold BCI transformation, we used the Eigenvector space C of

the data and either took the first d Eigenvectors (within-manifold) or the first d Eigenvectors after

shuffling the entries of each vector (outside-manifold). For Figure 2.S11 the number of modes d -

which are decoded - is set to 10 to match the number of modes used in the main paper.

Adaptation of analysis performed in Golub et al. 2018132

To test whether our simulation results for within-manifold learning are in line with further experi-

mental observations (Golub et al. 2018), we performed an additional analysis dissecting the strategy

the neural network is using to compensate for a within-manifold perturbation. In the original paper,
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Golub et al. focused on three different hypotheses: 1) Realignment, 2) Reassociation and 3) Rescaling.

They constructed neural activity patterns according to these three different types of neural adaptation

and compared it to their experimental recordings. We followed a similar path, constructing artificial

data according to the three hypotheses and comparing it to our simulation data. The methods to

create artificial data according to a given hypothesis are adapted from the original paper (finding

the target-specific mean under a certain hypothesis) (Golub et al. 2018) and will briefly be explained

below.

Realignment

To find the neural activity patterns which would correspond to the realignment hypothesis we

searched each target for patterns that maximize the cursor velocity along the specific target direction,

yet still obey the initial boundaries of neural activity in our model (-1,1). As a result, we obtained an

estimate for the adapted mean neural activity pattern per target under the realignment hypothesis.

Reassociation

Under the reassociation hypothesis, adapted neural activity patterns were found by selecting from the

set of initial activity patterns the best pattern for the current target and under the current perturbation.

What is optimized here is again the target-specific cursor velocity, as described before. Solving this

constrained optimization problem leads to estimates for the target-wise mean neural activity pattern

under the reassociation hypothesis.

Rescaling

Finding the estimates for the target-wise mean neural activity pattern under the rescaling hypothesis

is similar to the reassociation hypothesis. Here however, initial neural activity patterns are rescaled

according to the change in BCI readout, before the constrained optimization is performed. The scale

factor for neuron i is given by fi =
‖T:,i‖2

‖TWM
:,i ‖2

where T is the BCI mapping before perturbation and TWM

is the BCI mapping after the within-manifold perturbation.
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Learning location

Understanding learning in the brain is not only hard because of the complexity of single neurons or

the intricacies of synaptic plasticity, but also on a more coarse-grained level because of the modulari-

sation into brain areas. Can we say where - in which brain region - learning is happening for a given

task? Classic work suggests that motor adaptation is implemented in the cerebellum137–140. However,

there is no definitive answer to whether or not this is the only plastic brain region contributing to

adaptation. In contrast, synaptic plasticity in M1 has been traditionally more associated to long-term

skill learning, not adaptation123,141–143. In this chapter we test whether we can verify or falsify one

or both of these intuitions based on neural recordings during a motor adaptation task. Or in other

words: whether we can derive if learning has happened locally or upstream by solely analysing local

neural activity changes.

The work in this chapter is presented in an article format as published in Nature Communica-

tions in 202297. I would like to thank my supervisors Juan Alvaro Gallego and Claudia Clopath for

their guidance and inspiration throughout this project. Further, I would like to thank our experimental

collaborators Matthew G. Perich, Lee E. Miller and Raeed H. Chowdhury for kindly providing their

data and wisdom.
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Small, correlated changes in synaptic connectivity may

facilitate rapid motor learning

3.1 Abstract

Animals rapidly adapt their movements to external perturbations, a process paralleled by changes in

neural activity in the motor cortex. Experimental studies suggest that these changes originate from

altered inputs (Hinput) rather than from changes in local connectivity (Hlocal), as neural covariance

is largely preserved during adaptation. Since measuring synaptic changes in vivo remains very

challenging, we used a modular recurrent neural network to qualitatively test this interpretation. As

expected, Hinput resulted in small activity changes and largely preserved covariance. Surprisingly

given the presumed dependence of stable covariance on preserved circuit connectivity, Hlocal led

to only slightly larger changes in activity and covariance, still within the range of experimental

recordings. This similarity is due to Hlocal only requiring small, correlated connectivity changes

for successful adaptation. Simulations of tasks that impose increasingly larger behavioural changes

revealed a growing difference between Hinput and Hlocal, which could be exploited when designing

future experiments.

3.2 Introduction

Animals, particularly primates, can perform a great variety of behaviours, which they are able to

adapt rapidly in the face of changing conditions. Since behavioural adaptation can happen even

after a single failed attempt144, the neural populations driving this process must be able to adapt

equally fast. How this occurs remains unexplained145. Rapid motor learning is typically studied
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using external perturbations such as a visuomotor rotation (VR), which rotates the coordinates of

the visual feedback with respect to those of the movement. Both humans and monkeys can learn

to compensate for the resulting error between actual and expected visual feedback in a few tens

of trials70,146. The behavioural adaptation is accompanied by changes in the activity of neurons

in primary motor cortex (M1)147, and the upstream dorsal premotor cortex (PMd)146. It is unclear

whether these neural activity changes are mediated by synaptic weight changes within the motor

cortices or are driven by altered inputs from even further upstream areas.

When learning a skill over many days, behavioural improvements are paralleled by rewiring between

M1 neurons123,141–143. This seems not to be the case for rapid learning: throughout VR adaptation,

the statistical interactions across neural populations in both M1 and PMd remain largely preserved107.

These preserved interactions rule out any large synaptic changes within the motor cortices, as they

would cause these models to degrade148,149. Instead, rapid VR adaptation may be driven by the

cerebellum137–140 and/or posterior parietal cortex150,151.

A pioneering Brain Computer Interface (BCI) study cast further doubt that significant synaptic

changes occurring within M1 are necessary for rapid learning33,132. In that study, monkeys controlled

a computer cursor linked by a “decoder” to the activity of recorded M1 neurons. After learning to

use a decoder that used the natural “intrinsic” mapping of neural activity onto cursor movements,

the monkeys were exposed to one of two types of perturbations. When faced with a new decoder

that preserved the statistical interactions (i.e., neural covariance) across M1 neurons, the monkeys

could master it within minutes. In stark contrast, if the new decoder required changes in the neural

covariance (an “out of manifold” perturbation), they could not learn it within one session – in fact, it

required a progressive training procedure spanning just over nine days on average152.

Recording large scale synaptic changes in vivo remains challenging and has not been achieved during

rapid motor learning. Alternatively, recurrent neural network (RNN) models offer an exciting yet

unexplored opportunity to test the effect of synaptic changes (in the model) on simulated activity

during motor learning. RNNs trained on motor, cognitive and BCI tasks exhibit many striking

similarities with the activity of neural populations recorded in animal studies42,60,61,65,99,153,154,

suggesting a fundamental similarity between the two. Previous work using RNNs to model the BCI

experiment described above33 showed that network covariance can be highly preserved even when

learning is happening through weight changes within the network96. Thus, contrary to intuition,
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functionally relevant synaptic weight changes may not necessarily lead to measurable changes in

statistical interactions across neurons155. As a consequence, synaptic changes within PMd and

M1 during VR adaptation may be very hard to identify through the analysis of neural population

recordings.

Here, we used RNN models to test whether VR adaptation might be mediated by synaptic changes

within PMd and M1, yet with largely preserved neural covariance within these areas. We addressed

this question by asking how adaptation based on connection weight changes within PMd and M1

(Hlocal) alters network activity compared to the corresponding activity changes if VR adaptation

is based on altered inputs from upstream areas (Hinput)107,137–140,150,151 (Figure 3.1A). To validate

our modelling results, we compared our simulations to experimental recordings from PMd and M1

populations during the same VR task107.

Under Hlocal, the changes in covariance following VR adaptation only slightly exceeded those under

Hinput and were comparable to experimental observations. Thus, when using neural population

recordings alone, it may be more challenging to disentangle these two hypotheses than previously

thought. For both Hinput and Hlocal, the learned connectivity changes were small and highly

coordinated, which made them surprisingly robust to noise. To identify additional differences

between Hinput and Hlocal, we examined learning during paradigms requiring larger behavioural

changes. Covariance changes were larger for these paradigms in both PMd and M1 under Hinput, but

only in M1 under Hlocal, thus providing a possible way to distinguish between the two hypotheses

in future experiments. Our findings have implications for the interpretation of neural activity

changes observed during learning, and suggest that tasks eliciting larger behavioural changes may be

necessary to elucidate how neural populations adapt their activity during rapid learning.
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Figure 3.1: Competing hypotheses to explain where learning happens during a visuomotor rotation task. A.
To study the processes mediating motor cortical activity changes during adaptation in a visuomotor rotation
task, we analyse and model the activity of neural populations within dorsal premotor cortex (PMd) and primary
motor cortex (M1). We compare two hypotheses: plasticity upstream of PMd/M1 (Hinput) and plasticity within
PMd/M1 (Hlocal). B. Measures to quantify the changes in neural activity following adaptation: 1) relative change
in trial-averaged single neuron activity; 2) change in neural covariance. Both measures compare baseline trials to
late adaptation trials, after monkeys had adapted to the task.

3.3 Results

To understand whether motor adaptation could be driven by synaptic changes within PMd and

M1, we simulated a VR adaptation task using a modular RNN that modelled these two areas,

and compared the resulting changes in network activity to those of neural population recordings

from PMd and M1 during the same VR task107. We quantified neural activity changes both in the

experimental data and in the model using two measures (Figure 3.1B): 1) the relative change in

trial-averaged single neuron activity, and 2) the change in neural covariance (Methods). Combined,

they capture aspects of single neuron as well as population-wide activity changes during adaptation.
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Small but measurable changes in neural activity within PMd and M1 during VR

adaptation

Monkeys were trained to perform an instructed delay task, in which they reached to one of eight

visual targets using a planar manipulandum to receive a reward (Methods). After performing a block

of unperturbed reaches (200-243 trials, depending on the session) , visual feedback about the position

of the hand was rotated by 30◦, either clockwise or counterclockwise, depending on the session.

Monkeys adapted rapidly to these perturbations: the curved reaches observed immediately after

the perturbation onset became straighter after tens of trials, with the hand trajectories in the second

(late) half of the adaptation block becoming more similar to the baseline trajectories (Figure 3.2A).

The angular error quantifying the difference between initial reach direction and target location

decreased during adaptation (Figure 3.2B). This error curve followed a similar trend for clockwise

and counterclockwise perturbations, allowing us to analyse the different perturbations together.

Behavioural adaptation was accompanied by changes in neural activity within both PMd and M1

(Figure 3.2C)107. These changes exceeded those during control sessions, where no perturbation was

applied (Figure 3.2C black; linear mixed model analysis: t=4.4, P=0.0017). The amount of change was

greater within PMd than M1 (t=8.9, P<0.0001). We also found small but detectable changes in neural

covariance during VR perturbation, suggesting that the statistical interactions among neurons change

slightly during adaptation (Figure 3.2D). Again, these changes exceeded those of the control sessions

(Figure 3.2D black; t=2.6, P=0.026).
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Figure 3.2: Small but measurable changes in neural activity within PMd and M1 during VR adaptation. A.
Hand trajectories during the first 30 trials of the baseline, early adaptation (first 150 adaptation trials) and late
adaptation epoch (last 150 adaptation trials). Trajectories are color-coded by target. Data from Monkey C. B.
Angular error of the hand trajectories for the example session in (A) has the typical time course of adaptation. C.
Change in trial-averaged activity following adaptation. Data pooled across all sessions from the two monkeys
for PMd and M1 separately (green markers, 11 sessions, 5 Monkey C, 6 Monkey M). Control sessions during
which no perturbation was applied are shown for comparison (black markers, 3 sessions, 1 Monkey C, 2 Monkey
M). Shaded area and horizontal bars, data distribution with mean and extrema (n=11 experimental sessions).
D. Change in covariance following adaptation. Same format as C. The monkey image was created by Carolina
Massumoto who gave permission to use it under CC-BY license.

A modular recurrent neural network model to study VR adaptation

To test whether experimentally observed changes in motor cortical activity could be driven by

rapid synaptic plasticity143 within PMd and M1, we trained a modular RNN model42,61 to perform

the centre-out reaching task that we studied experimentally. To mimic broadly the hierarchical

architecture of the motor cortical pathways, input signals were sent to the PMd module which then

projected to the M1 module to produce the final output signal (Figure 3.3A; Methods). After initial

training on the task, the model produced correct reaching trajectories to each of the eight different

targets (Figure 3.3B and Figure 3.S1). These RNN-controlled movements had the same dynamics

as those of monkeys (Figure 3.3C). Furthermore, Principal Component Analysis (PCA; Methods)
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revealed that the population activity of the PMd and M1 network modules was similar to that of

the corresponding recorded neural populations (Figure 3.3D-E). We used Procrustes analysis156 to

quantify this apparent similarity between model and experimental population activity (Figure 3.S2).

This analysis confirmed that the modular RNN captured the area-specific features in the neural data

accurately, as the PMd and M1 modules better explained neural data from the respective brain area

compared to a cross-area control (Figure 3.S2).
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Figure 3.3: A modular recurrent neural network model to study VR adaptation. A. A modular RNN that
models key motor cortical areas to study adaptation. B. Simulated (top) and actual (bottom) hand trajectories
during 30 reaches to each target taken from one session from Monkey C. C. Example simulated and actual
hand trajectories to one target. Note the similarity in kinematics between the model and the experimental data.
D. Simulated PMd population activity recapitulates key features of actual PMd population activity. Neural
trajectories extend from 600 ms before the go cue (black dots) to 600 ms after the go cue (coloured dots); go cue
is indicated with coloured crosses. Reaching targets are colour-coded as in B. E. Same as D for M1.
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Motor adaptation through altered inputs matches neural recordings

After having verified that our modular RNN recapitulates the key aspects of PMd and M1 population

activity during reaching, we simulated the VR adaptation experiment. The model was retrained to

produce trajectories rotated by 30◦, replicating the perturbation monkeys had to counteract. Having

full control of the location of learning-related changes, we first constrained it to happen upstream of

PMd (Hinput). As anticipated from previous modelling151 and experimental work107, changes in areas

upstream of the motor cortices can lead to successful adaptation: the hand trajectories produced after

learning were correctly rotated by 30◦ to counteract the perturbation (Figure 3.4A).

When examining the activity of each of the PMd and M1 modules, the relative change in network

activity was similar in magnitude to the changes observed in the corresponding neural population

recordings (Figure 3.4B and Figure 3.S3). PMd activity changed slightly more than M1 activity

(Figure 3.4B), indicating a relation between the two modules that was also present in the experimental

data (Figure 3.2C). With respect to interactions between neurons, covariance within each module

was strongly preserved (Figure 3.4C), as was the case for the experimental data (Figure 3.2D). VR

adaptation through altered inputs to the motor cortices thus is very similar to the neural activity

changes observed in vivo.
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Figure 3.4: Activity changes following learning upstream (Hinput) and within (Hlocal) the motor cortices.
A. Hand trajectories after learning under Hinput (coloured traces; baseline trajectories are shown in grey). B.
Changes in trial-averaged activity following adaptation under Hinput (green markers) for PMd and M1, and
reference mean experimental values (black stars; same data as presented in Figure 3.2). Shaded area and
horizontal bars, data distribution with mean and extrema (n=10 network initialisations). C. Change in covariance
following adaptation under Hinput, and reference values for change in covariance following the initial de-novo
training (dashed lines). Data presented as in B. D. Hand trajectories after learning under Hlocal. E. Change in
trial-averaged activity following adaptation under Hlocal. F. Change in covariance following adaptation under
Hlocal. Data in D,E,F are presented as in A,B,C.

Learning through plastic changes within PMd and M1 modules occurs despite

preserved the covariance

Our simulation results so far are consistent with experimental107,137–139 and modelling151 studies

proposing that VR adaptation is mediated by regions upstream of the motor cortices. But can our

model rule out the alternative that adaptation is instead implemented by recurrent connectivity

changes within PMd and M1 (Hlocal)?

To test this question, we implemented Hlocal by constraining learning to happen only within PMd
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and M1, a process which also led to successful adaptation (Figure 3.4D). Interestingly, the activity

changes produced under Hlocal differed both from those of Hinput and the experimental data: there

were larger changes in the M1 module than in the PMd module (Figure 3.4E). However, learning

based on recurrent weight changes within PMd and M1 did not lead to large changes in covariance,

which was largely preserved (Figure 3.4F), virtually as much as when no local plasticity was allowed

(Hinput) (Figure 3.4C). Thus, the intuition that preserved covariance should be interpreted as a sign of

stable underlying connectivity may be misleading.

Small but coordinated connectivity changes enable motor adaptation

We wished to understand how the model can adapt to the VR perturbation by changing the recurrent

connectivity within the PMd and M1 modules without altering their covariance. Interestingly, the con-

nectivity changes under both Hlocal and Hinput (Figure 3.5A,B) were small relative to experimentally

observed synaptic changes157: an average weight change of 1-2% was sufficient regardless of whether

they happened upstream of (Figure 3.5C and Figure 3.S4) or within the motor cortical modules

(Figure 3.5E and Figure 3.S5). These changes were smaller than those observed during initial training

(4 to 31%), when the model learned to perform the reaching task from random connection weights

(Figure 3.S6). Thus, “functional connectivity” within the PMd and M1 modules, as measured here

by their covariance, may be largely preserved after VR adaptation under Hlocal because network

connection weights change very little (Figure 3.S7).

We next studied how such small changes in connection weights could nevertheless drive effective be-

havioural adaptation. Recent studies seeking to relate RNN activity and connectivity have highlighted

the importance of low-dimensional structures in connectivity, showing their explanatory power for

understanding how tasks are solved54,158–160. Inspired by this work, we looked for low-dimensional

structure in the connectivity changes emerging in the model during adaptation (Methods). Our

analysis revealed that the connectivity change patterns of all plastic modules were low-dimensional,

independent of where learning happened (Figure 3.5B,D,F). We thus hypothesized that the small

changes were effective because they were low-dimensional. To test this, we examined how random

changes in the connection weights (noise), which are inherently high-dimensional, would affect the

behaviour.
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Figure 3.5: Small but coordinated connectivity changes enable motor adaptation. A. Example connection
weights for the M1 module after initial training. Top: estimated dimensionality. B. Example changes in M1
connection weights following VR learning under Hlocal. Same format as A. C. Change in connection weights
following adaptation under Hinput. Each bar summarizes results for either one module of the network or a set
of cross-module connections; bars and error bars, mean and s.d. (n=10 network initialisations). D. Estimated
dimensionality of connection weight changes for each network module and cross-module connections; data
presented as in C. E. Change in connection weights following adaptation under Hlocal. F. Dimensionality of
connection weight changes under Hlocal. Data in E,F are presented as in C,D, respectively.
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Low-dimensional connectivity changes are highly robust to noise

For both Hlocal and Hinput, the learned connectivity changes in the model were small and low-

dimensional. When considering the biological plausibility of our model, this observation raises the

question of how such small connectivity changes could compete with ongoing synaptic fluctuation,

which is a known challenge for actual brains161–164. To test the hypothesis that the low-dimensionality

of the learned connectivity changes is what makes them highly effective, we tested how adding

synaptic fluctuations, which are inherently high-dimensional, would affect motor output. Simulating

synaptic fluctuations by applying random perturbations to the learned connectivity changes increased

the dimensionality of the weight changes (Figure 3.6B,G; Methods), but did not lead to any observable

change in reaching kinematics (Figure 3.6C) or network activity (Figure 3.6D-E). This was the case

even though the applied random perturbations in connectivity were ten times bigger in magnitude

than the learned connectivity changes (Figure 3.6F), completely masking them (Figure 3.6A-B).

Therefore, our model not only suggests that VR adaptation can be implemented based on coordinated

synaptic weight changes within PMd and M1, but also that this type of learning would be highly

effective due to its robustness to synaptic fluctuation.
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Figure 3.6: Low-dimensional connectivity changes are highly robust to noise. A. Example changes in M1
connection weights following VR adaptation. Same data as in Figure 5B. B. Same connection weight changes as
in A, but with random connectivity changes added. Note the dramatic increase in the dimensionality of the
connection weight changes. C. Root mean squared error between target and produced hand trajectories following
adaptation in models with and without random weight changes; bars and error bars, mean and s.d. (n=10
network initialisations), as in all the panels in this figure. Dashed line shows error under the VR perturbation
without any learning. D. Change in trial-averaged activity for PMd and M1 module, without (solid) and with
(empty) random weight changes. E. Change in covariance. Same format as D. F. Change in connection weights
for each network module and cross-module connections in models with (green bars) and without (dashed lines)
noise in connectivity. G. Dimensionality of connection weight changes. Same format as F.
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Larger visuomotor rotations allow for a clearer distinction between Hinput and

Hlocal

Although neural activity changes during VR adaptation were better reproduced by a model in which

learning happens upstream of the motor cortices (Hinput), activity changes following learning through

weight changes within the motor cortices (Hlocal) also lined up surprisingly well with the experimental

data. To verify that the stable covariance (Figure 3.4C,F) is not a general feature of the model but

reflects task-specific demands, we modelled tasks for which we would expect larger changes.

We first asked the network to learn larger VRs of 60◦ and 90◦ instead of the original 30◦ rotation

(Figure 3.7A). The model was able to compensate for these larger perturbations under both Hinput

and Hlocal (Figure 3.7B,E). As expected, larger perturbations led to changes in network activity and

covariance that increased with rotation angle (Figure 3.7B,C,F,G). For the 90◦ rotation, we found a clear

difference between Hinput and Hlocal: Hinput produced larger activity changes in PMd compared to M1,

opposite that under Hlocal (Figure 3.7C,F). Larger rotation angles also increased the learning-related

difference in covariance between Hinput and Hlocal. Under Hinput, the increase in covariance was

similar for the PMd and M1 modules as the rotation increased (Figure 3.7D). In contrast, under Hlocal,

the M1 covariance changed more with increasing rotation angle than did that of PMd (Figure 3.7G).

These model predictions could help differentiate between Hinput and Hlocal in future experiments.

In fact, preliminary M1 population recordings obtained during larger VRs (45◦ and 60◦) seemed to

match the model predictions for the covariance change under Hinput (Figure 3.7D stars), but not Hlocal

(Figure 3.7G stars).
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Figure 3.7: Larger visuomotor rotations allow for a better distinction between Hinput and Hlocal. A. To verify
that the modelled perturbation does not always produce small activity changes, we tested adaptation to larger VR
perturbations (60◦ and 90◦). B. Root mean squared error between target and produced hand trajectories without
(grey) and with learning (black) under Hinput. Dashed line, error after initial training, with no perturbation
applied; shaded area and horizontal bars, data distribution with mean and extrema (n=10 network initialisations).
Same data presentation in all panels. C. Change in trial-averaged activity for PMd and M1 under Hinput. A
few experimental sessions from Monkey C with larger rotations are shown as comparison (stars). D. Change
in covariance following adaptation. Data are presented as in C. Note the similarity between PMd (light green)
and M1 (dark green) across all rotation angles. E. Error without (grey) and with learning (black) under Hlocal.
Same format as B. F. Change in trial-averaged activity for PMd and M1 under Hlocal. G. Change in covariance
following adaptation. Data in E,F,G are presented as in B,C,D.

A visuomotor reassociation task can differentiate between Hlocal and learning

through remapping of input signals

Although larger visuomotor rotations help differentiate between upstream learning and learning

within PMd and M1, we sought to identify a task that would lead to an even clearer distinction. To

92



CHAPTER 3. LEARNING LOCATION

this end, we implemented a reassociation task where the model had to learn a new, random mapping

between cues and reaching directions (Figure 3.8A; Methods). This task allowed us to test a very

specific change in the input signal to the motor cortices that could implement adaptation132,165: instead

of adjusting the connectivity in an upstream network (Hinput), which allows for highly unconstrained

modulation of input signals, the target-related input signals were manually reordered to compensate

for the reassociation of cue-reaching direction pairs (Figure 3.8B). This “learning through input

reassociation” resulted in large changes in network activity (Figure 3.8C), comparable in magnitude to

those under Hlocal (Figure 3.8F). Nevertheless, it did not cause any change in covariance (Figure 3.8D),

which clearly distinguished it from Hlocal (Figure 3.8G) and the standard Hinput (Figure 3.S8). This

was the case because, in contrast to the standard Hinput during VR adaptation, the input signals

did not change per se, but were only reassigned to different targets, thereby entirely preserving the

network activity patterns.
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Figure 3.8: A visuomotor reassociation task can clearly differentiate between Hlocal and learning through
reassociation of input signals. A. We simulated a task in which the network had to learn new associations
between target locations and reach directions (“Reassociation”). B. Root mean squared error between target and
produced hand trajectories without (grey) and with learning (black) through input reassociation. Dashed line
indicates error during baseline trial. Shaded area and horizontal bars, data distribution with mean and extrema
(n=10 network initialisations). Same data presentation in all panels. C. Change in trial-averaged activity for PMd
and M1 under input reassociation. D. Change in covariance following adaptation. Note that the covariance
matrices do not change at all. E. Root mean squared error between target and produced hand trajectories without
(grey) and with learning (black) under Hlocal. F. Change in trial-averaged activity for PMd and M1 under Hlocal.
G. Change in covariance following adaptation. Data in E,F,G are presented as in B,C,D .
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3.4 Discussion

Rapid motor learning is associated with neural activity changes in the motor cortices. The origin

of these changes remains elusive, due to the current challenge of measuring synaptic strength in

vivo. Here, we have used modular RNNs to simulate the motor cortices and to explore whether

learning to counteract a visuomotor rotation within tens of minutes could be mediated by local

synaptic changes (Hlocal). By comparing the modelled network activity changes under Hlocal to

the modelled changes observed during learning upstream of the motor cortices (Hinput), we have

shown how the two hypotheses could be distinguished based on neural population recordings during

behaviour. Critically, despite the intuition that learning through plastic changes should lead to

detectable changes in neural interactions within and across PMd and M1 populations, both Hlocal

and Hinput (Figure 3.4) largely preserved the covariance within these two regions, closely matching

experimental observations (Figure 3.2). This likely happened because adaptation under Hlocal was

achieved through small, coordinated weight changes within the PMd and M1 network modules

(Figure 3.5). Finally, using our model, we propose tasks for which we anticipate a more dramatic

difference between these contrasting hypotheses (Figure 3.7 and Figure 3.8) which can potentially

help to interpret experimental data in the future.

Electrophysiological107,137–139 and modelling studies151, as well as psychophysical evidence144,166

suggest that VR adaptation is driven by areas upstream of the motor cortices. Neurophysiological

evidence is largely based on the observation that the statistical interactions within PMd and M1

populations remain preserved throughout adaptation107. This conclusion is in good agreement

with studies showing that learning to generate neural activity patterns that preserve the covariance

structure only takes a few tens of minutes33. Our direct comparison between Hinput and Hlocal lends

further support to this observation. However, it also paints the intriguing picture that small, globally

organized changes in synaptic weights could enable rapid learning without changing the neural

covariance, a result that was robust across model initializations (Figure 3.4), parameter settings

(Figure 3.S9 and Figure 3.S10), architectural design choices (Figure 3.S11) and learning algorithms

(Figure 3.S12). Even implementing the modular RNN as a spiking neural network, bringing it closer to

biology, did not change this result (Figure 3.S13). Our simulations thus robustly show that covariance

stability is not as directly linked to stable local connectivity as previously thought, as changes in
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covariance were comparable between Hinput and Hlocal for a 30◦ VR perturbation (Figure 3.4). Instead,

the change in neural covariance seemed to be more related to the task itself, as it correlated with

the size of the perturbation: the larger the initial error (e.g., caused by larger rotations), the larger

the change in covariance (Figure 3.7). However, the relation between initial error and change in

covariance differed depending on where the learning happened (Hinput or Hlocal).

The main difference between the two learning hypotheses we have examined is where in the

hierarchical RNN model the connectivity changes occur: within the motor cortices (Hlocal), or

upstream of them (Hinput). Although neural covariance was preserved similarly by Hlocal and Hinput,

we found a key characteristic that distinguished the two. When local connectivity was allowed to

be plastic, the largest activity changes happened within the M1 module, with only small changes in

the PMd module (Figure 3.4E). In contrast, when learning occurred upstream of the PMd and M1

modules, the activity changes were similar in PMd and M1 (Figure 3.4B), even if some learning was

also allowed within PMd and M1 (Figure 3.S10 and Figure 3.S14). The experimental data, with larger

activity changes in PMd than M1, better matched the pattern produced by Hinput. This observation

lends further support for the hypothesis that VR adaptation is mediated by plasticity upstream of the

motor cortices.

A more arbitrary visuomotor reassociation task allowed us to test an alternate way in which upstream

learning could occur, with constraints against input signals changing, but simply being reassigned to

different targets (Figure 3.8). Comparing this learning to that mediated by local connectivity changes

revealed a clear distinction: learning under Hlocal modified the covariance in both PMd and M1,

whereas learning through input reassociation preserved it132. Thus, future experiments seeking to

disentangle to which extent learning happens within the motor cortices and/or upstream could study

this task.

Studies of learning in RNNs have focused on how networks implement de-novo training30,42,58,59,61,63,65,113,160,167,168.

However, our brain does not learn to perform any task from scratch; it has been “trained” over

many generations throughout evolution169. Here we studied how neural networks adapt a learned

behaviour, as opposed to de-novo learning. Our work raises the intriguing possibility that rapid

learning following a few tens of minutes of practice could be easily achieved through small but

specific changes in circuit connectivity. Thus, initial training seems to provide a highly flexible

backbone to adapt behaviour as needed170.
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The fact that the connectivity changes during adaptation under both Hlocal and Hinput were small and

low-dimensional (Figure 3.5 and Figure 3.6) suggests that either one could mediate rapid learning.

First, as every synaptic change is costly171, we would expect a constraint on the total amount of

connectivity change in the brain. The VR task being solved with only minor weight changes reflects

this; in fact, they could be well achieved through long-term potentiation or depression of existing

synapses, as experiments have shown that synaptic strength can double within minutes157. Second,

the low dimensionality of these weight changes is also important with respect to solving “credit

assignment”, the problem of determining how each synapse should change in order to restore the

desired behaviour86,128,172,173. Although it is still unclear how this is achieved in the brain, one

possibility is that synaptic plasticity is guided by “teacher” signals174,175. Since neuromodulatory

signals can regulate synaptic plasticity176,177, they seem ideal candidates to regulate biologically

plausible learning165,178–180. The finding that the connectivity changes needed to adapt to the VR

perturbation are “naturally” low-dimensional is promising, as it suggests that learning could be

controlled through relatively few neuromodulatory signals. Such implementation would contrast

dramatically with the daunting challenge of learning to regulate every single synapse independently.

Lastly, the robustness against synaptic fluctuations conveyed by the low-dimensional connectivity

changes makes both Hlocal and Hinput attractive in terms of ensuring memory stability. Given the fluc-

tuating nature of brain connectivity161, it remains puzzling how animals remember anything162–164,181.

That low-dimensional weight changes, much smaller than ongoing synaptic fluctuations, can achieve

successful behavioural adaptation provides a potential solution to this problem.

Our model consistently underestimated the changes in trial-averaged activity observed during VR

adaptation, despite closely matching the small covariance changes (Figure 3.2 and Figure 3.4). This

is to be expected, as the model only captures changes due to the motor adaptation process itself,

whereas the actual neural activity contains signals related to other processes such as “impulsivity”182

or “engagement”183. In fact, the experimentally observed neural activity changes between the early

and late trials of control reaching sessions with no perturbation were almost as large as the changes

during adaptation in our model (Figure 3.2C black dots). How these changes that are not related to

learning are combined with the learning-related changes studied here remains unclear. Our modelling

predictions for the learning-related changes could help tackle this question in future studies.

A second potential reason why our model consistently underestimated the activity changes during
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adaptation could be the fact that we did not include visual or proprioceptive feedback signals in

our modelling approach15,184–186. As those signals also change during adaptation, they might cause

additional changes in trial-averaged neural activity, despite not being directly necessary to solve the

motor adaptation task. This could explain why our model could solve the task with smaller changes

in neural activity. On the other hand, feedback signals could also actively contribute to the adaptation

process. From this view, we may presently overestimate the already small connectivity changes

underlying VR adaptation (Figure 3.5), as part of the learning process could have been instead driven

by dynamic feedback signals. Thus, when taking feedback into account, rapid learning of a motor

perturbation could potentially be realized with even smaller changes in underlying connectivity, or

maybe even without any connectivity changes at all145. To this point, the concrete role of feedback

for rapid motor learning remains unclear and it could be interesting to use our model to further

investigate this question.

Our simulations were not designed to study trial-by-trial learning: we were interested in the neural

activity changes between the baseline and late adaptation phases when the subjects had largely

learned to counteract the perturbation and reached stable behaviour (Figure 3.2B). Given that motor

adaptation seems to be mediated by two processes with different timescales187–189, our model mainly

captures the slower of the two. The neural activity changes underlying the early phase adaptation

may be driven by different processes107, which our model currently does not test.

In conclusion, our comparison between the activity changes following VR adaptation through plastic

changes within or upstream of the motor cortices shows that local plasticity (Hlocal) leads to neural

signatures that are unexpectedly similar to those of upstream learning (Hinput). Intriguingly, Hlocal

not only largely preserved the covariance within PMd and M1 but also resulted in connectivity

changes that seem biologically reasonable: they are small, make the network robust against synaptic

fluctuations, and can be controlled by relatively few teaching signals. Our simulations thus encourage

caution when drawing conclusions from the analysis of neural population recordings during learning,

and further suggest potential behavioural tasks that could make it easier to identify where learning is

happening.
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3.5 Methods

Tasks

We studied motor adaptation using a visuomotor rotation (VR) paradigm, previously described in

Perich et al., 2018107. Monkeys (macaca mulatta) performed an instructed delay center-out-reaching

task in which they had to reach to one of eight targets uniformly distributed along a circle. All

targets were 2 cm squares. The delay period was variable and ranged between 500 and 1,500 ms.

For additional details on the task, see107. During the adaptation phase, visual feedback was rotated

clockwise or counterclockwise by 30◦, 45◦, or 60◦. All surgical and experimental procedures were

approved by the Institutional Animal Care and Use Committee (IACUC) of Northwestern University.

Using our modular RNN model, we simulated both this task and a visuomotor reassociation task in

which there was no consistent rotation of the visual feedback; instead, each target required reaching

to a different direction, uniquely selected from the initial set of eight different targets.

Experimental recordings

We analysed eleven sessions from two monkeys (five for Monkey C, six for Monkey M) that were

exposed to a clockwise or counterclockwise 30◦ rotation (data previously presented in107). In addition

to these data, we also analysed three control sessions (one for Monkey C, two for Monkey M) in which

no perturbation was applied, as well as additional sessions with larger VR angles from Monkey C

where only M1 data was collected (30◦, nine sessions; 45◦, two sessions; 60◦, two sessions) (Figure 3.7).

The spiking activity of putative single neurons was binned into 10 ms bins and then smoothed using

a Gaussian filter (s.d., 50 ms). Only successful trials, where monkeys received a reward at the end,

were included in the analysis. We defined the early and late adaptation epochs as the first and last

150 trials of the perturbation phase, when the visuomotor rotation was applied, respectively.

RNN model

Architecture

The neural network contained three recurrent modules, each consisting of 400 neurons, which we

refer to as upstream, PMd and M1, respectively (Figure 3.3A). The PMd and the upstream modules

99



CHAPTER 3. LEARNING LOCATION

received an identical three-dimensional input signal, with the first two dimensions signalling the x

and y target location of that trial, and the third dimension signalling go (1 until the go, and 0 from

then on). The upstream module connects to the PMd module and the PMd module connects to the

M1 module. The output is calculated as a linear readout of the M1 module activity. Recurrent, as

well as feedforward connections were all-to-all. The model dynamics are given by

xUP
t+1 = xUP

t +
dt
τ

(
−xUP

t + WUP tanh(xUP
t ) + Win,UPst

)
(3.1)

xPMd
t+1 = xPMd

t +
dt
τ

(
−xPMd

t + WPMd tanh(xPMd
t ) + WUP−PMd tanh(xUP

t ) + Win,PMdst

)
(3.2)

xM1
t+1 = xM1

t +
dt
τ

(
−xM1

t + WM1 tanh(xM1
t ) + WPMd−M1 tanh(xPMd

t )
)

(3.3)

xout
t = Wout tanh(xM1

t ) + bout (3.4)

where xUP describes the network activity in the upstream module, and xPMd and xM1 the network

activity in the PMd and M1 module respectively. WUP, WPMd and WM1 define the recurrent

connectivity matrix within the upstream module, the PMd module and the M1 module, respectively.

WUP−PMd defines the connectivity matrix from the upstream module to the PMd module, and

WPMd−M1 defines the connectivity matrix from the PMd module to the M1 module. The input

connectivity matrices for the upstream and the PMd module are given by Win,UP and Win,PMd,

respectively; st represents the three dimensional input signal described above. The two-dimensional

output xout is decoded from the M1 module activity via the output connectivity matrix Wout and the

bias term bout. The time constant is τ = 0.05s and the integration time step is dt = 0.01s.

Training

Each network was initially trained to produce planar reaching trajectories, mirroring the experimental

hand trajectories. The training and testing data set were constructed by pooling the hand trajectories

xtarget for successful trials during the baseline epochs from all experimental sessions, which resulted

in 2238 trials of length 4s (90%/10% randomly split into training/testing). The held out testing data

was used to validate that the model had been trained successfully during the initial training period.

Model simulations were implemented using PyTorch190 and training was performed using the Adam

optimizer135 with a learning rate of 0.0001 (β1 = 0.9, β2 = 0.999). The initial training consisted of 500
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training trials. The loss function was defined as

L =
1

B(T − 50)2

B

∑
b

T

∑
t=50

∑
d=x,y

(xout,d
t,b − xtarget,d

t,b )2 + Eweights + Erates (3.5)

where the regularization term on the weights is given by (|| || indicates L2 norm)

Eweights = α(||Win||+ ||Wout||+ ||WPMd||+ ||WM1||+ ||WPMd−M1||+ ||WUP||+ ||WUP−PMd||) (3.6)

the regularization term on the rates is given by

Erates = β
1

BTN

B

∑
b

T

∑
t

N

∑
n

(
(tanh(xPMd,n

t,b ))2 + (tanh(xM1,n
t,b ))2 + (tanh(xUP,n

t,b ))2
)

(3.7)

with batch size B = 80, time steps T = 400 and neurons N = 400. The regularization parameters were

set to α = 0.001, β = 0.8. We clipped the gradient norm at 0.2 before we applied the optimization

step. For the VR adaptation, we trained the initial network for another 100 trials with the target

trajectory rotated 30◦ (or 60◦ or 90◦ for the case of the larger VRs).

Data analysis

We quantified the changes in actual and simulated neural activity following adaptation using two

measures: changes in trial-averaged activity (or peristimulus time histogram, PSTH), and changes in

covariance. We calculated both metrics within a window that started 600 ms before the go signal and

ended 600 ms after it. The change in activity was calculated by

|PSTHLate adaptation − PSTHBaseline|
σBaseline (3.8)

where PSTHBaseline is the trial-averaged activity in the baseline epoch (experimental data: all baseline

trials; simulated data: on a trained model, 100 trials with similar go signal timing), PSTHLate adaptation

is the trial-averaged activity in the late adaptation epoch (experimental data: last 150 trials of the

adaptation epoch; simulation data: on a model trained to counteract the perturbation, 100 trials

with similar go signal timing), and σBaseline is the neuron-specific standard deviation across time

and targets during the baseline epoch. To summarize the change in trial averaged activity across all

neurons, time points, and targets, we calculated their median; this provided one single value for each
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experimental session or simulation run. The change in covariance was calculated using the same

trial-averaged data from the baseline and the late adaptation epoch. We calculated the covariance in

each of these two epochs and then quantified the similarity by calculating the Pearson correlation

coefficient between the corresponding entries of the two matrices. The change in covariance is

then defined by 1 minus the correlation coefficient. For the experimental sessions, we computed

a lower bound for each measure using the control sessions in which monkeys were not exposed

to a perturbation. To account for the fact that there could be activity changes unrelated to motor

adaptation182,183, we compared the activity during 150 consecutive trials from the first half of the

control session with 150 consecutive trials from the second half of the control session.

To compute the magnitude of the weight changes after networks learned to counteract the perturba-

tion, we computed the average absolute weight change as

dW =
|WLate adaptation −WBaseline|

WBaseline (3.9)

where | | indicates the element wise absolute value, WBaseline is defined as the model parameter

(either Win, WUP, WUP−PMd, WPMd, WPMd−M1, or WM1) after the initial training phase but before

training on the VR perturbation, and WLate adaptation is defined as the same model parameter after

training on the VR perturbation. To obtain one summary value for each simulation run, we calculated

the median of all weight entries for a given parameter. To measure dimensionality of weight change

we calculated the singular values ki of WLate adaptation −WBaseline and defined the dimensionality,

using the participation ratio109:

(∑
i

ki)
2/ ∑

i
k2

i (3.10)

Statistics

To statistically compare the change in activity found in the control sessions with the change found

in the VR sessions, we performed a linear mixed model analysis using R (lmer package). The brain

area (PMd or M1) and whether the experimental session included a perturbation phase or not were

included as fixed effects, whereas monkey and session identity were included as random effects. A

significance threshold of P=0.05 was used.
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Simulation of synaptic fluctuation (Figure 3.6)

To simulate synaptic fluctuation we added random values to the learned connectivity changes during

adaptation. Those random values were obtained by taking the learned connectivity changes and

randomly shuffling them across connection sites. With that, we created synaptic noise with the same

statistics as the learned connectivity changes, yet completely unstructured across connection sites.

We did not add or delete any synapses in the model.
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3.6 Supporting information

Figure 3.S1: Model kinematics closely match mean target trajectories. Root mean squared error (RMSE)
between target and simulated hand trajectories (circles) after initial training (left) and after a VR perturbation is
introduced (right). To test where the remaining error after initial training is coming from, we calculated the error
relating to the motor variability inherent in the experimental data. For this, we calculated the average RMSE
between individual and trial-averaged monkey hand trajectories (lines), resulting in an error close to our model’s
performance (circles).
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Figure 3.S2: Model activity resembles neural data in an area-specific fashion. A. Percentage of total variance
explained for example model PMd (blue), model M1 (orange), monkey PMd (green) and monkey M1 (red).
Principal component analysis was performed on trial-averaged activity. B. Total percentage of variance explained
by the first six principal components for the data in A. C. Investigation of the area-specificity of model PMd and
M1. Procrustes analysis performed on trial-averaged activity, projected onto the first six principal components.
Model PMd best explained monkey PMd, and model M1 best explained monkey M1. D. Validation of Procrustes
analysis as a measure of similarity of neural activity across different time windows: a comparison of two
non-overlapping subsets of trials from monkey PMd and M1 shows that each area most resembles itself.
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Figure 3.S3: Actual and simulated activity changes within the neural manifold. Here, we focused on the
population-wide activity changes, rather than the single neuron/unit changes. We used Principal Component
Analysis to identify a six-dimensional neural manifold that captured >80% of the trial-averaged activity (during
the baseline epoch). A. Changes in trial-averaged activity for the PMd and M1 experimental data. Horizontal
lines represent minimum, mean, maximum, empty circles individual data points (n=10 network initialisations).
B. Change in neural covariance for each of these two regions; data presented as in A. C. Change in trial-averaged
activity following adaptation under Hinput. D. Change in covariance following adaptation under Hinput. E.
Change in trial-averaged activity following adaptation under Hlocal. F. Change in covariance following adaptation
under Hlocal. Data in C,D and E,F are presented as in A and B, respectively. The monkey image was created by
Carolina Massumoto who gave permission to use it under CC-BY license.
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Figure 3.S4: Analysis of weight changes following VR adaptation under Hinput. A. Distribution of signed
weight changes (left) and proportion of connections showing a large absolute weight change (|dW| >10) (right)
for the input connections of the upstream network module. B. Weight changes for the recurrent connections
of the upstream network module. C. Weight changes for the upstream to PMd connections. Data in B,C is
presented as in A. Data of one representative network simulation is shown.

107



CHAPTER 3. LEARNING LOCATION

Figure 3.S5: Analysis of weight changes following VR adaptation under Hlocal. A. Distribution of signed
weight changes (left) and proportion of connections showing a large absolute weight change (|dW| >10) (right)
for the input connections of the PMd network module. B. Weight changes for the recurrent connections of
the PMd module. C. Weight changes for the PMd to M1 connections. D. Weight changes for the recurrent
connections of the M1 module. Data in B,C,D is presented as in A. Data of one representative network simulation
is shown.
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Figure 3.S6: Weight changes after initial training. A. Average magnitude of weight changes following initial
training on the reaching task. Shaded area and horizontal bars, data distribution with mean and extrema (n=10
network initialisations). B. Dimensionality of weight changes following initial training on the reaching task.
Data presented as in A.
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Figure 3.S7: Sensitivity of change in activity and covariance to magnitude of weight change. A. VR adaptation
performance, measured as root mean squared error between target and produced hand trajectories. Shown is the
performance after adaptation for a model where every parameter is allowed to be plastic. To test the sensitivity
of the network activity and the produced output on the magnitude of the underlying connectivity changes, we
scaled up the learned weight changes during VR adaptation by a factor (x-axis). A weight change factor of 1
thus corresponds to the true weight changes observed after adaptation. Increasing the learned weight changes
deteriorates performance, as error increases for increasing weight change factor. B. Measured weight change,
shown for all model parameters. C. Change in activity in the PMd (light) and M1 (dark) modules, respectively.
D. Change in covariance. Data shown as in C. C,D show that the change in activity and covariance is highly
sensitive to the magnitude of the weight change.
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Figure 3.S8: Adaptation to a visuomotor reassociation perturbation under Hinput. A. We simulated a reassocia-
tion task in which the network had to learn new associations between inputs and reach directions. B. Root mean
squared error between target and produced hand trajectories without (grey) and with learning (black) under
Hinput. Dashed line indicates error during baseline trials. Shaded area and horizontal bars, data distribution
with mean and extrema (n=10 network initialisations). Same data presentation in all panels. C. Change in
trial-averaged activity for PMd and M1. D. Change in covariance. Data in C,D are presented as in B.
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Figure 3.S9: Results are robust to parameter variations. A.,B. Models with different number of units in each
network module exhibit qualitatively similar activity changes. VR adaptation performance, measured as root
mean squared error between target and produced hand trajectories (left), change in activity following adaptation
(middle), and change in covariance following adaptation (right). Data in B,C,D,E is presented as in A. C. Adding
noise to the network does not fundamentally change the activity changes in the network. Each neuron in the
model received an additional, random, independent input at each time step, drawn from a normal distribution
with zero mean and s.d. 0.1. Markers and error bars, mean and s.d. (n=10 network initialisations). D. Chaotic
initialization slightly increases the overall change in activity and covariance following adaptation, yet preserves
the fact that Hinput leads to larger changes in PMd compared to M1. Recurrent and inter module weights were
initially drawn from a normal distribution with zero mean and s.d. 1.2/

√
(N). Markers and error bars, mean

and s.d. (n=10 network initialisations). E. Networks with sparse recurrent and inter module connectivity show
similarly low changes in activity and covariance. Only 60% of inter module and 80% of recurrent weights were
allowed to be non-zero. Only non-zero connections were plastic during initial training and adaptation. Markers
and error bars, mean and s.d. (n=10 network initialisations).
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Figure 3.S10: Results are consistent for different plasticity combinations. A. VR adaptation performance,
measured as root mean squared error between target and produced hand trajectories. Colours indicate which
parameters of the model were allowed to be plastic during adaptation. Hinput2 is similar to Hinput except that
the input weight to PMd (Win,PMd) is also plastic. Hlocal2 is similar to Hlocal except that the input weight to PMd
(Win,PMd) is not plastic. For Hall every parameter is plastic. For Hpmd only the recurrent connectivity within
PMd is plastic. Markers and error bars, mean and s.d. (n=10 network initialisations), same in all panels. B.
Change in activity following adaptation. C. Change in covariance following adaptation.
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Figure 3.S11: Results are robust to variations in model architecture. A. Model with all-to-all feedback
connections from M1 to PMd: VR adaptation performance, measured as the root mean squared error between
target and produced hand trajectories (left); change in trial-averaged activity following adaptation (middle);
and change in covariance following adaptation (right). Markers and error bars, mean and s.d. (n=10 network
initialisations). B. Model with no direct input to PMd; data presented as in A.
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Figure 3.S12: Results are robust to variations in training algorithm. We repeated all the adaptation simulations
using either Stochastic Gradient Descent (A-E) or a recent biologically plausible training algorithm (E-prop)173

to retrain the network during adaptation (F-J). A. Root mean squared error between target and produced hand
trajectories after initial training (Baseline), exposure to the VR perturbation (Perturbed), and after adaptation
(Adapted) under Hinput (solid line) and Hlocal (dashed line). Markers and error bars, mean and s.d. (n=10
network initialisations). B. Change in trial-averaged activity. C. Change in covariance. Data in B,C are presented
as in A. D. Change in connection weights following adaptation under Hinput (left) and Hlocal (right). Shaded
area and horizontal bars, data distribution with mean and extrema (n=10 network initialisations). E. Estimated
dimensionality of connection weight changes. Data presented as in D. Data in F,G,H,I,J are presented as in
A,B,C,D,E, respectively.
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Figure 3.S13: A modular spiking neural network replicates the main results obtained using a rate-based
network. A. Modular spiking RNN trained with Backpropagation Through Time using Surrogate Gradients191,192.
Each module (Upstream, PMd, M1) consisted of 100 neurons, respectively. Top: The produced output matched
the experimental data well. Bottom: example neuronal firing for the same example example trial. B. Simulated
hand trajectories after initial training. C. Root mean squared error between target and produced hand trajectories
after initial training (dashed line), after the VR perturbation is introduced (grey) and after adaptation to the
perturbation under Hinput (black). D. Changes in trial-averaged activity following adaptation under Hinput for
PMd and M1, respectively. E. Change in covariance following adaptation under Hinput; data presented as in
D. F. Root mean squared error between target and produced hand trajectories under Hlocal. G. Changes in
trial-averaged activity following adaptation under Hlocal for PMd and M1, respectively. H. Change in covariance
following adaptation under Hlocal. Data in F,G,H are presented as in C,D,E.
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Figure 3.S14: Analysis of weight changes for Hall. A. Change in connection weights following adaptation under
Hall (all parameters are allowed to be plastic). Shaded area and horizontal bars, data distribution with mean
and extrema (n=10 network initialisations). Same data presentation in all panels. B. Estimated dimensionality
of connection weight changes for each network module and cross-module connections. C. Contribution of the
learned within-module or cross-module weight changes to adaptation. Following VR adaptation, we manually
set the connectivity values of one module or set of cross-module connections to its corresponding connectivity
values before adaptation, and tested how much this impaired motor output. Performance loss is given by the
difference in mean squared error between before and after we reverted the learned weight changes (Test 1
versus Test 2 in the schematic). Two-sided t-test was used to test the null hypothesis of zero population mean
(scipy package ttest_1samp function) (t=3.32 p=0.0089; t=3.61 p=0.0056; t=6.59 p=0.0001; t=4.12 p=0.0026; t=1.53
p=0.1599; t=0.84 p=0.4236; t=5.77 p=0.0003; t=3.18 p=0.0111; ordered as presented in C).
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E-prop learning algorithm (Figure 3.S12)

Instead of using the Adam optimizer during the adaptation phase, we also tested a more biologically

plausible, online learning rule93,173. Each neuron received a weighted error signal about the current

difference between produced and target hand position. The weighted error was given by projecting

the position error back through the network hierarchy, using the transpose of the feedforward

matrices.

ε = xout − xtarget (3.11)

εM1 = (Wout)T (ε− bout) (3.12)

εPMd = (WPMd−M1)T εM1 (3.13)

εUP = (WUP−PMd)T εPMd (3.14)

The weight update for a single connection from neuron i to neuron j was then given by multiplying

the error signal of the postsynaptic neuron j with a term dependent on the activity of the postsynaptic

and the presynaptic neuron.

dwji
t = −η ε

j
t

(
1− tanh(xj

t)
2
)

∑
t′<t

tanh(xi
t′) (3.15)

where η = 0.000001 and a batch size of one was used. The weight update described above was

applied every 0.2s, starting from 0.5s in the trial. Note that the sum above is bounded as we reset the

time for every trial. An example weight update for WUP−PMd would then be

dwPMd,j; UP,i
t = −η ε

PMd,j
t

(
1− tanh(xPMd,j

t )2
)

∑
t′<t

tanh(xUP,i
t′ ) (3.16)

Defining the learning location was then similar to what has been done in the main manuscript.

• Hinput: Win,UP, WUP, WUP−PMd are plastic

• Hlocal: Win,PMd, WPMd, WPMd−M1, WM1 are plastic
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Spiking neural network (Figure 3.S13)

To transform our model from a rate-based to a spiking neural network we closely followed a recently

published tutorial193,194, based on this paper192. We mapped the RNN dynamics to a network of

leaky-integrate-and-fire neurons, preserving the model architecture described above. We used a

membrane time constant of 50ms and a synaptic time constant of 25ms. The readout neurons were

modelled as simple integrators with a longer timescale, potentially mimicking slower processes

related to muscle activation. For the readout neurons a membrane time constant of 500ms and a

synaptic time constant of 200ms. To train the spiking network using the Adam optimizer we used

the method of surrogate gradients192, where the spiking nonlinearity is replaced by a sigmoid for

the backward pass of gradient descent. The steepness of that sigmoid was set to 100 (following the

tutorial). The stimulus given to the network was defined as before, as a non-spiking, tonic input.

The parameters for these simulations were: number of neurons per module = 100, batch size=20,

dt = 0.01, learning rate=0.001, regularization α = 0.001 (here, we used regularization only on the

weights, not the rates), gradient clipping at norm 0.2.
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Biologically plausible learning

After looking at learning constraints (Chapter 2) and learning location (Chapter 3), we have left the

potentially most difficult question to the end: how can the brain know which synapses to tweak in

order to learn a new behaviour? The goal in the following chapter is to test one potential solution:

can we make use of the fact that the motor system is a feedback controller? We first create a model

which is able to flexibly correct its output when there are unforeseen perturbations. We then show

that the feedback signals, which evolved during initial training, can drive a local synaptic plasticity

rule which acts on the recurrent weights of the network. The proposed local plasticity rule leads to

adaptation behaviour similar to those of humans and monkeys, which we test by analysing several

aspects previously reported in behavioural experiments. Furthermore, we recover a predicted neural

signature of this rule from neural population recordings from monkey M1. In summary, our results

suggest that there might be local synaptic plasticity in M1 guided by the feedback signals used to

control our body.

The work in this chapter is presented in an article format as published on bioRxiv98 and cur-

rently under review. I would like to thank my supervisors Claudia Clopath and Juan Alvaro Gallego

for their guidance and inspiration throughout this project. Further, I would like to thank our ex-

perimental collaborators Matthew G. Perich and Lee E. Miller for kindly providing their data and

wisdom.
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Feedback-based motor control can guide plasticity

and drive rapid learning

4.1 Abstract

Animals use afferent feedback to rapidly correct ongoing movements in the presence of a perturbation.

Repeated exposure to a predictable perturbation leads to behavioural adaptation that counteracts

its effects. Primary motor cortex (M1) is intimately involved in both processes, integrating inputs

from various sensorimotor brain regions to update the motor output. Here, we investigate whether

feedback-based motor control and motor adaptation may share a common implementation in M1

circuits. We trained a recurrent neural network to control its own output through an error feedback

signal, which allowed it to recover rapidly from external perturbations. Implementing a biologically

plausible plasticity rule based on this same feedback signal also enabled the network to learn to

counteract persistent perturbations through a trial-by-trial process, in a manner that reproduced

several key aspects of human adaptation. Moreover, the resultant network activity changes were

also present in neural population recordings from monkey M1. Online movement correction and

longer-term motor adaptation may thus share a common implementation in neural circuits.

4.2 Introduction

Animals, including humans, have a remarkable ability to rapidly correct their ongoing movements

based on perceived errors, even when feedback may be distorted, such as when reaching into a pond

to recover an object one has dropped. In the laboratory, these movement corrections and subsequent

adaptation can be evoked and studied systematically using the classic visuomotor rotation (VR)
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perturbation paradigm70,146. In this paradigm, the subject receives distorted visual feedback (typically

a rotation about the centre of the workspace) of a reaching movement, thereby creating a perceived

error due to the mismatch of expected and observed hand trajectory. Humans can correct their

ongoing movements even during the very first trial after perturbation onset144, a process that is

mediated by primary motor cortex (M1) integrating multiple feedback signals arriving from various

sensory and motor brain regions7,8,14,27–29,184,186,195–200.

When repeatedly exposed to a predictable perturbation, animals progressively learn to use their

perceived errors to anticipate its effect. For the case of the VR paradigm described above, this leads

to a gradual reaiming of the reach, until it starts out in the correct direction70, thereby eliminating the

need for further online corrections. This requires some form of rapid learning along the sensorimotor

pathways, likely guided by trial-by-trial error information144,201,202. How and where in the brain

this “motor adaptation” happens remains inconclusive15,21,123,132,137–140,146,147,150,151,203–217, and may

depend on the characteristics of the perturbation, such as whether it is a rotation of the visual

feedback or a force acting on the limb107,138,218–222.

Feedback-based movement correction and motor adaptation have been mostly studied in isolation

and are often assumed to involve different neural substrates27,70. What if that were not the case,

but instead, they shared a common implementation in neural circuitry? A recent behavioural study

proposed that movement correction and adaptation may indeed be tightly linked: fast feedback

responses could act as teacher signals that drive trial-by-trial adaptation203,223,224. Despite the

conceptual beauty of this idea, its feasibility and implementation details remain unexplored.

Here, we hypothesised that the neural circuitry for feedback control may be exploited to drive the

“plasticity” that enables successful motor adaptation. To address this hypothesis, we use a recurrent

neural network (RNN) model42,60,61,65,96,97,99,153,154 trained not only to produce a certain output, but

to control it. The key difference here is that this model should be able to flexibly correct its output

in the case of unexpected external perturbations. Having such a model allowed us to test whether

feedback signals used for motor control could guide plastic changes within the network that lead to

successful trial-by-trial learning.

We first show that an RNN can be trained to perform feedback-based motor control, even in the

presence of a relatively long, biologically plausible feedback delay. We then demonstrate how

feedback signals, modelled as inputs to the RNN, can guide synaptic plasticity within the network
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that drives successful trial-by-trial adaptation. Intriguingly, this form of learning through feedback-

driven plasticity led to behavioural adaptation that was similar to that of a human in terms of time

course69,187, generalisation70, and sensitivity to perturbation variability225,226. Moreover, both effective

control and learning could be achieved with sparse feedback signals. Finally, comparison with neural

population recordings from monkey M1 (data from107) supports the plausibility of the proposed

plasticity rule: the temporally dissociable activity changes that followed adaptation in our model

could also be found in the actual neural activity. This work not only introduces the potential of

a combined implementation of motor control and learning in recurrent circuits, but it also relates

several aspects of human adaptation behaviour to a single unifying neural process.

4.3 Results

A recurrent neural network that performs feedback-based motor control

We used an RNN model to investigate whether the same feedback signals used to control ongoing

behaviour could also mediate motor adaptation. This work was divided into two phases: 1) training

the RNN to perform feedback-based motor control (using a gradient-based algorithm), and 2) using

this trained RNN to implement trial-by-trial motor adaptation via a local, biologically plausible

learning rule acting on the recurrent weights of the network. We validated our model by comparing

it to several behavioural and electrophysiological studies.

First, we trained an RNN to control its own output to produce the desired movement (Figure 4.1A,B).

Our goal was to have a model that, after training, could dynamically adjust the ongoing movement

according to incoming sensory feedback. Feedback control was based on an instantaneous position

error signal, εt, defined as the difference between the produced position, pt, and the target position,

p∗t , which we computed assuming a straight line between the start and end points (Figure 4.1C). This

error signal was fed back as an input to the RNN with a biologically realistic delay of 120 ms199

(Figure 4.1B).

After the initial training phase (Figure 4.1D, examples in Figure 4.S1; Methods), we tested the RNN

on a standard centre-out reaching task with eight equally distributed targets. As expected due to our

training procedure, the model was readily able to produce the required straight movement trajectories

even without explicit training on this task (Figure 4.1E).
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Figure 4.1: Proposed recurrent neural network that controls its output based on feedback. A. Afferent and
efferent pathways act together to produce precise movements, and to flexibly correct them in the presence of
perturbations. B. A recurrent neural network (RNN) model to explore a shared implementation of motor control
and adaptation based on a common error feedback loop. C. We defined the ongoing error during movement as
the difference between the observed and the optimal hand position. D. Initial RNN training included reaches of
varying lengths and to different locations (grey lines) with occasional random velocity “bump” perturbations
(cf. Figure 4.S1). E. Hand trajectories produced by a trained RNN required to perform a standard eight-target
centre-out reaching task. F. Hand trajectories after introducing a 30◦ rotation of the RNN’s output, to mimic a
visuomotor rotation perturbation; note that feedback allowed the network to correct its output online and reach
to the target. G. Hand trajectories for a model without a feedback loop, which could not counteract the same
perturbation.

To test the network’s ability flexibly correct its output, we replicated the classic VR paradigm70. If the

RNN could indeed control its output, it should still be able to reach to the desired target by correcting

the produced movement to counteract the 30◦ rotations online. Inspecting the movement trajectories

after VR onset confirmed that the model could use the error signal to correct its ongoing output

(Figure 4.1F; the curved trajectories indicate ongoing correction). Importantly, successful correction

relied on the error signal being fed back into the model: trajectory correction only started after the

delayed feedback had had enough time to propagate to the model (Figure 4.1F), and an RNN trained

without feedback connections (Methods) could not reach to the targets (Figure 4.1G).
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An error feedback signal used for feedback-driven motor control can drive trial-

by-trial adaptation

We have shown that an RNN that has learnt to use feedback signals to control its output can readily

counteract an external perturbation, exhibiting a behaviour upon VR onset that is very similar to that

of humans70 and monkeys (compare the monkey data from Ref.107 in Figure 4.2A to the model data

in Figure 4.2D). However, when repeatedly exposed to a VR, both humans and monkeys learn to

adjust their initial “motor plan,” which results in their reach take-off angle pointing in the correct

direction after dozens of trials70,107 (Figure 4.2B,C). Can our relatively simple error feedback signal

enable persistent learning across trials?
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Representative example of visuomotor adaptation in a monkey

An error feedback signal can drive recurrent plasticity that enables trial-by-trial adaptation

Figure 4.2: Feedback signals can guide local synaptic plasticity that enables successful motor adaptation.
A. Example hand trajectories as a monkey reached to each of eight targets after a 30◦ rotation of the visual
feedback was introduced (first 30 trials after perturbation onset; data from Perich et al.107). B. Example hand
trajectories after the monkey had adapted to the perturbation by reaiming the reach direction (last 30 trials of
the perturbation phase for the same session as in A). C. Angular reaching take-off error for the baseline (left,
black), perturbation (middle, red), and wash-out phases (right, black). Transparent lines, single trial errors; solid
lines, smoothed mean error (Gaussian filter, s.d., 10 trials). D-F. Simulation results for an RNN implementing
the proposed feedback-driven plasticity rule, by which recurrent weights are modified according to the error
signal received by the postsynaptic neuron. The first and last 80 trials of adaptation are shown; otherwise data is
presented as in A-C. Note the strong similarities between the behaviour of the network and that of the monkey.

Since the feedback inputs acting on the network correctly modulate each neuron’s activity to minimize
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the ongoing motor error (Figure 4.1F), we hypothesised that they could also act as a “teacher signal”

for local, recurrent synaptic plasticity. To test this, we devised a local biologically-plausible synaptic

plasticity rule causing the connection weight from neuron i to neuron j to change in proportion

to the feedback signal received by neuron j (Methods). Implementing this plasticity rule led to

behaviour that was similar to that of monkeys’: the initially large errors in take-off angle became

progressively smaller over time, until they reached a plateau close to zero error (note the similarities

between Figure 4.2D-F and Figure 4.2A-C). Moreover, when the perturbation was turned off, the

model underwent a de-adaptation phase similar to the “wash-out” effect exhibited by monkeys

(compare Figure 4.2C and Figure 4.2F) and humans227. These results confirm our main hypothesis:

an error feedback signal used for online motor control can be leveraged to guide recurrent synaptic

plasticity that drives successful trial-by-trial motor adaptation.

Feedback-based learning recapitulates key features of human motor adaptation

The previous simulation results suggest that a relatively simple plasticity rule based on an error

feedback signal may mediate motor adaptation. Could this type of learning be implemented in actual

brains? To investigate the biological plausibility of our feedback-based plasticity rule, we tested

whether our model replicated various key observations from human and monkey motor adaptation

studies.

We first addressed the finding that humans learn more from a given trial if they experience a larger

error223. Indeed, our model reproduced this trend; the measured correlations between movement

error and amount of learning in the next trial were comparable in magnitude and sign to those of

monkeys performing the same VR task (Figure 4.3A; data from Ref.107). Moreover, as in human

adaptation studies225,226, our model’s ability to learn was also hindered when the perturbation was

inconsistent across trials, with greater perturbation variance leading to progressively less learning

(Figure 4.3B). Thus, the amount of trial-by-trial adaptation matched experimental observations well.

When examining the timescale of learning during an experimental session, human motor adaptation

seems to be mediated by two simultaneous learning processes: one fast, and another slow69,187. Using

the same analysis as in Ref.187, we found that the adaptation time course of our model is also best

described by a combination of two learning processes with different time constants (Figure 4.3C).

Even the parameters describing these processes were comparable to values reported in a human
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Figure 4.3: Motor adaptation based on feedback-driven plasticity recapitulates key aspects of human and
monkey behaviour. A. Correlation between the take-off error in the current trial and the amount of learning
from this trial to the next for both simulation (Model) and behavioural data (Monkey C and Monkey M; data
from Perich et al.107). Individual circles, a different network (Model) or experimental session (Monkey); numbers,
proportion of networks or experimental sessions exhibiting a significant correlation (P<0.05). B. Movement
error after adaptation to VR perturbations with different perturbation angle variability (cf. Ref.225,226 for human
behaviour). C. As in human experiments, the time course of adaptation in the model is well fitted by a dual-rate
model187. Grey line, single trial errors of simulated adaptation behaviour in an example simulation. Purple
line, model fit; dark brown line, fast process; light brown line, slow process. D. Fitted parameters of the dual
rate model (black) match those from a visuomotor adaptation study in humans69 (blue). Individual circles, ten
different networks; square and error bars, mean and 95 % confidence interval. E. Hand trajectories produced by
the model after visuomotor adaptation to a single target (“Adaptation target”, in red). F. Take-off error after
adaptation to visuomotor perturbations applied to a single target, as shown in E (red), or to eight targets (dark
grey) (cf. Ref.70 for human behaviour). Lines and error bars, mean and s.d. across ten networks.

VR adaptation study (Figure 4.3D; data from Ref.69), indicating that, as in actual experiments, our

feedback-driven plasticity rule is dominated by fast learning early in adaptation and slow learning

127



CHAPTER 4. BIOLOGICALLY PLAUSIBLE LEARNING

later on.

Finally, animals, including humans, have a remarkable ability to generalise what they have learned

to novel situations, yet, the amount of generalisation seems to depend on the similarity between

the current and the past situation. During a VR experiment, participants who have adapted to a

perturbation applied on a single reach direction generalize when reaching to neighbouring targets, to

an extent that decreases as the angle between the new and adapted direction increases70. Repeating

this single target adaptation experiment in our model revealed the same kind of generalization: the

model readily anticipated perturbations applied on adjacent targets and adaptation decreased as

the angle between the probed target and the adapted target increased (Figure 4.3E-F). In summary,

our model reproduced key features of primate motor adaptation, supporting our unified view of

how rapid motor learning could be implemented in the brain by leveraging signals mediating online

feedback correction.

Sparse feedback is sufficient for both motor control and adaptation

The fact that our model recapitulates many aspects of human and monkey adaptation behaviour

supports the hypothesis that a similar feedback-based learning process may be implemented in actual

neural circuits. Yet, in the model we have examined so far, every unit received a feedback signal,

whereas only a relatively large subset of primary motor cortical neurons seem to be modulated by

sensory feedback ( 73% of neurons in M1 respond to either visual or proprioceptive feedback186).

Thus, to further probe the plausibility of our model, we explored how our results were influenced by

feedback connection density.

We quantified model performance in terms of both control accuracy and degree of learning for

feedback projection densities ranging from 1% to 100%. Critically, the model could control its

output effectively with density as low as 25%; even the extremely sparse 1% projection density

decreased endpoint error considerably compared to a model without feedback (compare the solid and

dashed lines in Figure 4.4A). Likewise, the model did learn substantially for all feedback projection

densities (compare the solid and empty markers in Figure 4.4B), and, although the amount of

learning decreased almost linearly as feedback projections became sparser, as few as 1% of the

neurons receiving feedback sufficed to drive meaningful learning that reduced take-off errors by

30%. Notably, these results were robust to changes in RNN connectivity, as control accuracy and
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Figure 4.4: Both feedback-based motor control and adaptation can be achieved with sparse feedback signals
which are small compared to recurrent signals. A. Angular error between produced and target position at
the end of the reach immediately after onset of visuomotor rotation for networks with different percentages
of neurons receiving afferent feedback (black markers), including no feedback (dashed line). Lines and error
bars, mean and s.d. across ten networks. B. Take-off error at visuomotor rotation onset (solid circles), and after
adaptation (empty circles) for networks with different percentages of neurons receiving afferent feedback. Lines
and error bars, mean and s.d. across ten networks. C. Average recurrent (blue) and feedback (red) inputs to an
RNN neuron before adaptation. Average input strength is defined as the mean across incoming signals and
neurons. Legend, percentage of neurons receiving feedback. D. Average magnitude of the peak input strength
of the recurrent (blue) and feedback (red) inputs before adaptation. Same colour scheme as in C. Lines and
error bars, mean and s.d. across ten networks. E. Average recurrent (blue) and feedback (red) inputs to an
RNN neuron after adaptation. Data presented as in C. F. Average magnitude of the peak input strength of the
recurrent (blue) and feedback (red) inputs after adaptation. Data presented as in D.
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degree of learning were similar for recurrent connection probabilities of 50% and 80% (Figure 4.S2).

Finally, to understand how feedback inputs enabled successful behaviour, we compared their contri-

bution to that of the recurrent inputs, both early in the perturbation block (Figure 4.4C,D), where

feedback is crucial to correct the output, and after successful adaptation (Figure 4.4E,F), where we

expected feedback to only play a minor role. Even at perturbation onset, the network activity was

mostly driven by recurrent inputs, with the feedback making up only a minor part of the overall

input (compare the blue and red traces in Figure 4.4C,D, respectively); this was the case for all

feedback densities. Thus, feedback signals did not directly drive accurate movements; instead their

contribution was amplified through recurrent dynamics —note the different temporal patterns of

recurrent input between before and after adaptation (Figure 4.4C and Figure 4.4E, respectively). This

likely explains why movement accuracy remained stable across a broad range of feedback projection

densities (Figure 4.4A). As expected, after successful adaptation, feedback inputs were much smaller

than recurrent inputs, regardless of the feedback projection density (Figure 4.4E,F). Combined, these

results suggest that actual brains may perform effective motor control and adaptation even with a

relatively small number of feedback connections, and feedback signals may make relatively small

contribution to the overall neural activity.

Two temporally dissociable adaptation-related activity changes in the model can

be uncovered in monkey primary motor cortex

Our previous simulations suggest that sparse feedback projections may suffice to enable effective

motor control and adaptation (Figure 4.4A,B), and that feedback inputs account for only a minor

portion of a unit’s overall input (Figure 4.4C,D). Combined, these observations indicate that identifying

a “signature” of feedback-driven plasticity in neural recordings or even in the RNN activity may be

difficult. Our approach to tackle this was to focus on the within-trial timing: we devised an analysis

to isolate activity changes related to the two temporally distinct processes that we expected to occur

during feedback-driven adaptation: 1) an early feedforward change, reflecting updated pre-planned

movement intent, and 2) a change in feedback signals later in the trial, as the error decreased over

trial-by-trial learning.

To measure feedback related changes (Figure 4.5A; green) we focused on the activity changes from

the baseline epoch (box A in Figure 4.5A) to right after perturbation onset (box B in Figure 4.5A),
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Figure 4.5: Two temporally dissociated activity changes may indicate feedback-driven plasticity in monkey
M1 during visuomotor adaptation. A. Epochs used to identify feedback-related (green) and learning-related
(blue) activity changes. B. The average RNN activity change across pairs of behavioural epochs (as shown in
A) reveals putative feedforward-related (blue star) and feedback-related (green circle) activity changes for an
example network. Black trace, activity change between perturbation onset and successful adaptation; green,
activity change between baseline and perturbation onset; blue, activity change between baseline and successful
adaptation. Note that the peak timings are chosen based on ten different network simulations. C. An RNN
without a feedback loop has only feedforward-related activity changes. Data presented as in A. D. Approximate
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neurons between perturbation onset and successful adaptation resembles that of the network (compare with
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by simply taking the difference between the single neuron activities in those two epochs. Similarly,

the learning related changes (Figure 4.5A; blue) represent the activity changes between the baseline

epoch and the late adaptation epoch (box C in Figure 4.5A), where we expect the feedback component
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to have reached baseline levels again as the model no longer needs to correct its movement online.

The adaptation related change (Figure 4.5A; dark grey) is defined as the difference between early and

late adaptation epochs, respectively.

Inspecting the RNN activity changes during adaptation indeed revealed two distinct peaks in the

average activity change during adaptation (Figure 4.5B), assigned to learning (blue) and feedback

(green), respectively. To confirm that these early and late “activity change peaks” did reflect

feedforward and feedback processes, respectively, we trained a different set of models that used

simple gradient descent instead of feedback-driven plasticity to achieve motor adaptation (Methods).

As expected, these models also exhibited a change in activity early during the movement (compare

the blue traces in Figure 4.5B and Figure 4.5C), confirming that it does represent learning. In contrast,

the second peak (green trace in Figure 4.5B) was absent from these models without feedback-driven

plasticity, confirming its source.

Having uncovered a signature of feedback-driven adaptation in our model, we sought to identify

a similar change in neural population recordings from monkey M1 (Figure 4.5D; data from Ref.107;

Methods). Figure 4.5E shows the average change in M1 activity during a representative VR adaptation

session, qualitatively confirming our prediction of a feedback signal during early adaptation trials

(circle in Figure 4.5E). Reassuringly, this feedback signal occurred 300 ms after peak speed (which

happened 500 ms after the go cue), as it did in other studies exploring feedback-based movement

corrections186,199. To further compare the monkey data to our model, we calculated the ratio of the

adaptation-related activity change at the “feedback peak” (green circle in Figure 4.5B,C,E) and the

learning-related “feedforward peak” (blue star in Figure 4.5B,C,E) (Methods). For both monkeys,

there was a substantial change in neural activity at the feedback peak during adaptation (Figure 4.5G),

as predicted by our model (Figure 4.5F). Moreover, the value of this ratio was similar across both

monkeys and sessions, and best matched, in terms of mean and variability, that of models with high

feedback projection densities (Figure 4.5F,G). The fact that models with dense feedback projections

best replicated the experimental data is in good agreement with observations suggesting that as many

as 73% of M1 neurons are driven by feedback186. The similarities in the activity changes during

adaptation between our model and monkey M1 suggest that error feedback signals in M1 may indeed

guide local plasticity relevant for rapid motor learning.
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4.4 Discussion

Both the rapid correction of ongoing movements and progressive adaptation to changing conditions

are key landmarks of behaviour that are often studied separately. Here, we have shown that an

RNN that can dynamically control its output based on feedback inputs can use those same inputs

to achieve motor adaptation through recurrent connectivity changes. Interestingly, this form of

feedback-driven plasticity recapitulated key aspects of primate adaptation behaviour69,70,187,225,226,

and led to identifiable activity changes in the model that we subsequently discovered in neural

recordings made in the primary motor cortex of two monkeys. These results, which were robust

across a broad change of model parameters (Figure 4.4 and Figure 4.S2), support the hypothesis that

online movement correction and motor adaptation may share a common implementation in neural

circuits.

Implementation of feedback-based motor control in neural circuitry

Most modelling studies on motor control have focused on understanding it at an abstract computa-

tional level, mostly ignoring neurons and connections between them26,187,223. One potential reason

is the challenge of mapping the abstract concepts of optimal feedback control theory into brain

regions7,29. Our work differs from those previous attempts in that it approaches the problem from

a bottom-up, not a top-down perspective: instead of explicitly training neural networks to match

the behavioural components predicted by optimal feedback control theory, such as a forward model

or a controller228, we let error minimization guide the emergence of an efficient control strategy,

potentially mimicking how brain connectivity developed over evolutionary timescales169,229,230. Given

that this bottom-up approach led to a feedback-based learning process that recapitulated key aspects

of human behavioural adaptation (Figure 4.2 and Figure 4.3), we believe that our model could help

map specific functions that have been formalized in optimal feedback control onto neural circuits,

adding to existing approaches28–30,168,231,232.

While in this paper we have compared the network activity to recordings from monkey M1, our

model (Figure 5) does not necessarily encompass only M1 function. On the contrary, it is likely that

it captures functions mediated in part through multi-region interactions with a variety of cortical

and subcortical regions233,234, such as feedback processing, or sensory gating. Extending our work to
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modular, multi-region RNNs whose activity is compared to neural population recordings across the

sensorimotor network (such as in Ref.61,97,154) may shed light into the distributed implementation

across brain circuits of the different computations underlying feedback control.

Early studies proposed the cerebellum as the key structure for motor adaptation7,137,174,204,207,214,235–239.

Their central premise was that the cerebellum stores both “forward” and “inverse” internal models

of the sensorimotor system which are used to generate and update predicted outcomes of motor

commands, respectively22,222,240,241. The importance of internal models in the cerebellum received

additional support from evidence of adaptation deficits in cerebellar patients242, although this view

has recently been challenged by a proposal that adaptation is better described by a direct update of

a control policy224. Our study does not contradict this work; it illustrates an alternative, perhaps

parallel learning process relevant for motor adaptation. Moreover, the cerebellum could readily fit

into our model as the brain region responsible for calculating error estimates based on the sensory

feedback, which we simply assumed to exist. Interestingly, the fact that cerebellar patients have

impairments in motor control as well as learning137,166 also fits with our model, since both processes

are critically dependent on the availability of an accurate error signal. Combining our bottom-up

model of feedback-based learning in M1 with previous models of the cerebellum204,232 might provide

a fruitful route to uncover how each of these two brain regions contributes to motor adaptation.

Biologically plausible learning rules

Our proposed feedback-driven learning rule adds to recent efforts to implement biologically plausible

learning in RNNs92–94,173,243–245 —a challenging temporal credit assignment problem. Most of these

learning rules share the same basic idea: the weight change is proportional to the error signal arriving

at the postsynaptic neuron times the activity history of the presynaptic neuron. What makes those

learning rules biologically plausible is that both pieces of information could in principle be locally

available at a synapse.

The crucial difference between our model and previous studies is that the error signal is a direct input

to the neuron, which allows it to simultaneously guide weight update and affect the ongoing network

dynamics. This feature is desirable because it avoids the need to have two distinct pathways for

error signals and ongoing network dynamics, respectively128,246,247. Moreover, our approach makes

weight update dependent on the error signal in two ways: directly, through the error term in the
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plasticity rule, and indirectly, through the change in ongoing dynamics, which influences the activity

of the presynaptic neuron. This could be beneficial for learning and should be compared to standard

learning algorithms like gradient descent.

Finally, our feedback-driven plasticity rule led to an adaptation time course that replicated the

simultaneous fast and slow processes found in human behavioural studies (Figure 4.3C;69,187). This

seems puzzling given that the fast process is often assumed to be explicit68,69, a component not

possible in our RNN implementation. Therefore, the observation of a fast component despite

adaptation being mediated purely by an error feedback signal suggests that, in principle, error

minimisation alone can give rise to learning at multiple timescales.

Conclusions

We have shown how the same error feedback signal that mediates ongoing motor corrections

can drive trial-by-trial motor adaptation by guiding synaptic plasticity using a relatively simple,

biologically plausible plasticity rule. Crucially, this bottom-up model of a shared implementation of

feedback-based motor control and rapid learning recapitulated key observations from behavioural

and neurophysiological adaptation studies in humans and monkeys. Thus, these two landmarks of

animal behaviour may be unified in their implementation by the same neural circuitry.
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4.5 Methods

Recurrent Neural Network model

Neural activity x was simulated using the following dynamical equations,

xj(t + 1) = xj(t) +
dt
τ

(
−xj(t) + ∑

i
WjiΦ(xi(t)) + ∑

i
Win

ji si(t) + ∑
i

Fjiεi(t− ∆) + bj

)

rj(t) =
T

∑
t′<t

Φ(xj(t′))

vk(t) = ∑
i

Wout
ki Φ(xi(t)) + bout

k

pk(t) = pk(t− 1) + dt · vk(t)

εk(t) = p∗k (t)− pk(t)

where the network output v represents velocity, and p position, of the simulated planar hand

movement (cf. definitions in Table 4.1). The instantaneous error signal ε is given by the difference

between the target p∗ and the produced position p, and is fed back to the network with a time delay

∆. How we constructed the network input s and the target position p∗ are described in the “Reaching

datasets for model training and testing” section below. Each trial was initialized by setting all xj

to random numbers uniformly distributed between -0.2 and 0.2. All simulations were performed

on RNN models consisting of 400 neurons, which were connected all-to-all. Varying the recurrent

connection probability did not change the results (Figure 4.S2).

Model training procedure

The first step was to train the RNN to control its own output, that is, to minimize the position error, ε.

This training was performed using standard gradient descent to find the right set of parameters. The

initial training procedure was implemented in Pytorch190 using the Adam optimizer with learning

rate α = 0.001 (β1 = 0.9, β2 = 0.999)135. The weights (W,Win,Wout,F) and biases (b,bout) were initialized

by drawing random, uniformly distributed numbers between −1/
√

l and 1
√

l, where l is either the

number of neurons in the network (for W,Win,F,b) or the dimensionality of the output (for Wout,bout).

The gradient norm was clipped at 0.2 prior to the optimization step. The loss function used for this
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Parameter Definition Value
dt Time step 10ms
τ Time constant 50ms
∆ Feedback delay 120ms
N Number of neurons 400
Φ Nonlinearity ReLU

Φ(x) Neural activity -
s Stimulus -
ε Position error -
r Eligibility trace -

W Recurrent weight matrix -
b Recurrent offset -

Win Input weight matrix -
Wout Output weight matrix -
bout Output offset -

F Feedback weight matrix -
v Velocity (2D) -
p Position (2D) -
α Gradient Descent: Learning rate 0.001
B Gradient Descent: batch size 20
β Gradient Descent: weight regularization 0.001
γ Gradient Descent: activity regularization 0.002
η Feedback-driven plasticity: learning rate 0.000001
T Reach trajectories: number of time steps in a trial 300

Table 4.1: Simulation parameters.

initial training phase was defined as

L =
1

2BT

B

∑
b

T

∑
t

∑
k=x,y

ε2
k(t, b) + β ∑

M=(W,Win ,Wout ,F,b,bout)

||M||2 + γ
1

NBT

B

∑
b

T

∑
t

N

∑
j

Φ(xj(t, b))2

where B is the batch size, T the number of time steps, N the number of neurons, β the regularization

parameter for the weights and bias terms and γ the regularization parameter for the activity in the

network (cf. definitions in Table 4.1). The network was trained for 1100 epochs, divided into three

blocks of different lengths (100, 500, 500). For the first 100 epochs, the feedback weights F were kept

fixed while the remaining parameters where allowed to change. This ensured that the model learnt

to self-generate the appropriate network dynamics to produce a variety of reaching trajectories. In

the next 500 epochs, the feedback connections were also allowed to change. In the last 500 epochs,

we introduced perturbations on the produced output (see “Reaching datasets for model training

and testing”), with all parameters plastic, to make the model learn to use the feedback inputs to

compensate for ongoing errors.
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A feedback-driven plasticity rule to drive trial-by-trial learning

Having set up the model to control its own output, we next examined how feedback inputs ε could

guide learning, implemented through synaptic plasticity within the recurrent weights W of the

network. To this end, we devised the following feedback-driven plasticity rule:

dWji(t) = dt η ∑
k=x,y

Fjkεk(t)ri(t)

Wk+1 = Wk + ∑
t

dW(5t)

The weight update dW was calculated online and summed up taking into account every fifth time

step until the end of a trial k. After each trial, we applied this accumulated weight change and

updated the recurrent weights W accordingly.

Reaching datasets for model training and testing

The network model was trained to produce a broad set of synthetic planar reaching trajectories

following an instructed delay phase. The x and y positions of the starting (pstart) and ending points

(pend) of those trajectories were randomly drawn from a uniform distribution ranging from -6 cm to

6 cm. To simulate natural reaching behaviour, we interpolated between these points using a sigmoid

function

f (t) =
1

1 + exp(−t · κ)

where κ=10/s. The manually constructed reach trajectories were thus given by

p∗t = pstart + f (t)(pend − pstart)

which resulted in bell-shaped velocity profiles.

Each trial lasted 3 s and included an instructed delay period, randomly drawn from 0 s to 1.5 s.

The network received an input signal consisting of a two-dimensional target signal and a one-

dimensional timing signal. The target signal was defined as (pend − pstart). It was delivered to the

network 0.2 s after trial onset, and was fixed until the end of the trial. The timing signal was given in

form of a constant, and was switched to zero at the time corresponding to the “go” signal, which

varied between 0.2 s and 1.7 s for the random reaching task used during training (that is, when the
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network generated reaches of random direction and lengths up to 8.5cm), and between 1.2 s and

1.7 s for the centre-out-reaching task.

As mentioned above, during the last phase of the initial training phase we included brief “bump”

perturbations to the output of the network so it had to learn to use the feedback input to correct its

output online. In 75 % of the trials, we added a pulse of 0.1 s duration and amplitude 10 cm/s on the

velocity output of the model, either in x or y direction. This pulse occurred randomly between 0.2 s

and 1.9 s after trial onset, to mimic perturbations at various movement periods.

After training, we tested the model on a centre-out-reaching task with eight targets equally distributed

on a circle of 5 cm radius. In this task, the go signal occurred randomly between 1.2 s and 1.7 s, as

before.

To probe online feedback correction and motor adaptation, we introduced a visuomotor rotation (VR)

perturbation that rotated the output of the model by 30◦, similar to previous visuomotor rotation

experiments in humans70 and monkeys107.

Neural recordings from behaving monkeys

We reanalysed previously published data from two macaque monkeys performing a visuomotor

adaptation reaching task with a cursor controlled by movements of a manipulandum. In each session

the monkeys performed 154–217 successful trials of an eight target centre-out reaching task. After

this baseline period, a 30◦ rotation (clockwise or counter clockwise, depending on the session) of

the cursor position feedback presented on a screen was introduced. Finally, after 219–316 successful

adaptation trials, the perturbation was removed in order to study de-adaptation during this “washout”

period.

We analysed the activity of populations of putative single neurons recorded using 96-channel

microelectrode arrays chronically implanted in the arm area of primary motor cortex (details in

Ref.107). We quantified trial-by-trial learning by examining the monkey’s hand trajectories, which was

tracked by recording the position of the handle of the manipulandum. All surgical and behavioural

procedures were approved by the Institutional Animal Care and Use Committee at Northwestern

University (Chicago, USA).
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Data analysis

Movement error metrics to quantify learning

The take-off angle was defined as the initial reach direction, calculated between the go cue and peak

velocity. When pooling the angular error across monkeys in Figure 4.2, we smoothed the mean across

all sessions from both animals using a Gaussian filter with s.d. of ten trials.

When studying how error magnitude influences learning in the next trial (Figure 4.3A), we computed

the Pearson’s correlation (pearsonr from scipy.stats package) between the absolute value of the

angular error and the difference in angular error between the current trial and the next trial. To

assess whether these correlations were significant, we compared them to a null distribution under the

assumption of joint normality. The movement error in Figure 4.3B is defined as the averaged squared

position error ε.

Analysis of learning timescales

We investigated whether our model’s learning time course is composed of two processes with

different timescales by implementing the analysis used in earlier studies Ref.69,187. We fitted a

dual-rate state-space model to the angular error data, defined as below:

x f (n + 1) = A f x f (n) + B f e(n) (4.1)

xs(n + 1) = Asxs(n) + Bse(n) (4.2)

x(n) = x f (n) + xs(n) (4.3)

subject to the constraints A f < As, B f > Bs. A f and B f are the parameters describing the fast process,

whereas As and Bs are the parameters describing the slow process. The Adaptation variable, x (cf.

Figure 4.3C), is defined as the amount of change in the take-off reaching direction. The error e is

given by the take-off angular error scaled to [-1,1]. The four parameters A f , As, B f , Bs were obtained

by fitting the model to the adaptation time course observed in the simulated data. For this, we used

the Sequential Least Squares Programming method from the scipy optimization package.
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Analysis of temporally dissociable adaptation-related activity changes

We sought to identify a “neural signature” of adaptation-related activity changes in the network that

could be seen in neural recordings from behaving monkeys. To this end, we probed three different

“behavioural epochs” as follows (Figure 4.5A). For the model data, we simulated 200 baseline trials

(epoch A in Figure 4.5A), 200 trials beginning immediately after perturbation onset (prior to any

learning; epoch B), and 200 trials beginning 300 trials after the onset of learning (epoch C). For the

monkey data, we considered the following: 100 baseline trials (epoch A), the first 100 trials after

perturbation onset, during which monkeys were beginning to adapt (epoch B), and the last 100

perturbation trials, when monkeys had learned to counteract the perturbation (epoch C). Note that

for the monkey data, the feedback epoch B was not as clearly defined as for the simulation data, since

the monkeys had already started learning within epoch B.

The activity change in the simulation data was calculated by measuring, for each unit, the activity

difference between all pairs of behavioural epochs (A, B, C in Figure 4.5A). For this, we simulated

the same trials (using the same random seed) without perturbations (A), with perturbations (B),

and with perturbations after the network had adapted (C). To identify the time point within a trial

at which the largest activity change happened, we computed the absolute value of activity change,

and averaged the respective differences across neurons and trials. This resulted in the time courses

shown in Figure 4.5A,B. For the monkey data (Figure 4.5E), since we could not have the exact trials in

different epochs, we calculated the difference between trials in different epochs in an all-to-all fashion,

then averaged over those trial pairs.

After an initial analysis of the average activity change across all ten RNN models, we could define

a “feedforward” time point (0.5 s after the go cue), in which the largest activity change between

late adaptation (epoch C) and early adaptation (epoch B) happened, and a “feedback” time point

(0.8 s after the go cue), in which the largest activity change between early adaptation (epoch B) and

baseline (epoch A) happened. These values were very similar to those identified in the analysis of

neural recordings from monkey M1: feedforward time point, 0.4 s after the go cue; feedback time

point, 0.8 s after the go cue. For the pooled analysis presented in Figure 4.5F,G, we took the values

of the activity change traces at those time points and calculated the ratio between the value at the

feedforward time point and the value at the feedback time point.
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Conclusion

5.1 Summary

This thesis is concerned with three distinct subtopics, all related to the big question of how learning

is implemented in the brain. As it is impossible to directly measure how synapses change over

time most of the presented work is based on computational modelling. We believe that such

modelling approaches can help to define more precise predictions, which should eventually lead

to a better understanding of plasticity in the brain. The main idea throughout this work is to

compare characteristics of the neural network model which “learns”, either behavioural or neural,

to experimental measurements, and thus either verify or falsify certain assumptions about how the

brain learns in a more streamlined and quantifiable way.

Firstly, we looked at why it is easier to learn new activity patterns that lie “within” the neural

manifold, compared learning “outside” of it (Chapter 2). Studying the effect of different biological

constraints on learning in a computational model revealed a potential explanation of the initial

finding: Learning how to correctly update the connections between neurons, or neural plasticity, was

only feasible in the case of within-manifold learning, as for outside-manifold learning there was no

straightforward way to correctly relate the task error with the internal neural firing.

Secondly, we tackled the question of whether we can derive where learning has happened in a

hierarchical neural pathway from simply measuring neural activity before and after learning (Chapter

3). Using a similar modelling approach as in chapter two, we found that commonly used motor

adaptation paradigms require only minimal changes in connectivity, preserve neural coactivation
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patterns, and lead to only small changes in neural activity between before and after learning. This

makes it hard to distinguish between learning in the local circuitry and learning in upstream areas.

To alleviate this ambiguity in the future we proposed new experiments where the model predicted a

more drastic difference between local and upstream learning.

Lastly, we focused on the question of how motor adaptation could be implemented in neural circuitry

(Chapter 4). We found that a model trained to actively control its output, such that it can flexibly

correct unpredictable perturbations, can use those feedback inputs as a guiding signal for local,

recurrent plasticity. The model did not only produce similar characteristics in terms of activity

changes during adaptation compared to monkey M1, it also recapitulated several experimental results

from human motor adaptation experiments. Those results challenge the current view in motor control

that we need multiple “internal models” of the world to be able to accurately control our body in the

environment. We argue here that all those computational concepts could in principle be achieved by

a single recurrent circuit, posing the question of how such a system would be integrated with other

control and learning mechanisms across the brain.

5.2 Impact

Finding direct experimental evidence for learning in the brain is a daunting task as experimental

techniques, allowing to track not only neural activity but also synaptic weights remain limited248–250.

One part of the problem is that the intricate connectivity network is orders of magnitudes more

complex than “just” looking at the neurons themselves, as an average neuron could be connected to

7000 other neurons251. Therefore, a lot of what we think we know about learning is often based on

indirect evidence and intuition. For example, it has been shown that neural connectivity changes

are related to long-term learning123,141–143, but to what extent this is the case on shorter timescales

remains unclear. Previous work has argued that rapid motor adaptation might use a different

mechanism, mostly based on the idea that connectivity changes would lead to more dramatic changes

in neural dynamics than observed experimentally107,148,149. Our work challenges this intuition as it

shows that local plasticity can lead to similarly small changes in neural activity compared to learning

through changes in the input signals (Chapter 3).

We believe that using tools from state-of-the-art machine learning to create artificial agents, which

can perform tasks we are interested in and which share desired biological design principles, is an
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immensely useful approach to drive experimental research and helps coming up with educated

guesses in a more streamlined and quantifiable manner. This work shows how diversely such

a method can be used to address questions about neural implementation of learning. RNNs

have been used extensively in various topics of neuroscience: motor control42,58–61, cognition62,63,

sensory processing64, memory formation65,66. However, so far most of this work is concerned about

representational similarity between artificial and biological networks. Here we try to go one step

further and actually look at learning behaviour in both systems. Although we know that the brain

is not using machine-learning-style gradient descent86, we would argue that we can still use this

algorithm to obtain boundaries on the amount of weight change we need to accomplish a certain

task. This might very well depend on what kind of biological constraint we insert in our modelling

approach, which provides us with even further understanding of how the effect of specific weight

changes is potentially limited by distinct biological factors.

5.3 Future work

One future direction of this line of research could be to combine the modelling work presented

in chapter 4 with recently presented work on learning in the cerebellum252,253. Investigating how

those two independent learning processes could coexist, or even support each other, would be highly

relevant, as there is growing evidence of multiple, synergistic learning processes in the brain68.

Another direction could be to ask how learning might depend on the specific biophysical properties

of our body254. For this, one could start with the model presented in chapter 3, but instead of having

a simple output transformation one could use a more complex biophysical arm model. Thanks

to recent advancements in translating realistic biophysical models into the framework of modern

machine learning, it is only now possible to use such complex output transformations and still be able

to sufficiently train the simulated brain networks255. Lastly, the model approach presented in chapter

3 could become valuable regarding recent experimental progress in using optogenetic perturbation in

monkeys256–258. Our models could be used to predict how for example M1 activity should change

in response to a perturbation in PMd. Such a combined workflow can be immensely powerful as it

allows to directly test causal relationships in simulated and biological neural circuits.
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5.4 Conclusion

In summary, we used recurrent neural network models to shed light on previously inaccessible aspects

of the neural implementation of learning. We looked at three specific aspects of learning: 1) why

can some neural activity patterns be easier learned than others (Chapter 2), 2) can we deduce where

learning has happened (Chapter 3), and 3) how can biologically plausible learning be implemented

in recurrent networks (Chapter 4)? We believe that this work will guide future research to rely more

on model based hypotheses, and that it will eventually lead to a faster turn-around of ideas in the

field of neuroscience, which is after all still in its infancy.
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87. Kuśmierz, Ł., Isomura, T. & Toyoizumi, T. Learning with three factors: modulating Hebbian

plasticity with errors. Current opinion in neurobiology 46, 170–177 (2017).
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