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ABSTRACT 

 

Ex-vivo, serial two-photon (STP) tomography was used to image the entire mouse brain to 

interrogate neuronal connectivity across local and distal brain volumes. Large terabyte-sized 

data sets presented many analytical challenges. To this end, the following pipelines were 

created and validated; stitching of tile image data, registration of data with common 

coordinate framework, and a deep learning cell detection algorithm that was comparable to 

human performance. These pipelines were developed to facilitate two scientific studies. First, 

the unknown connectivity of local interneurons of the dorsal lateral geniculate nucleus (LGd) 

of Sox14cre/+ mice were mapped using rabies virus tracing, revealing previously unreported 

input from the GABAergic reticular nucleus (RT), suggesting a double inhibition mechanism of 

modulation onto local thalamocortical relay cells. In-vitro patch-clamp recordings confirmed 

functional connectivity. Thalamic interneurons in the Sox14gfp/+ mouse had high prevalence 

in first order (FO) sensory nuclei, challenging the notion that interneurons in the mouse 

thalamus are constrained to visual thalamus only. In-vitro patch-clamp recordings showed 

functional interneuron-interneuron connectivity as suggested by interneuron morphological 

analysis. Second, STP tomography and magnetic resonance imaging (MRI) were explored for 

correlating age-related cognitive changes with anatomical connectivity. Female C57BL/6J 

mice were subjected to a novel nine-arm radial maze task, and object location and recognition 

tasks at 4, 8, 12 and 18 months of age. Mice showed remarkable retention of cognitive 

performance throughout age (n=58). Unique arm choice presented one of many measures 

that showed performance predictability at 18 months given 4 months performance 

(R2=0.6166, p<0.0001, n=22). A combination of unique arm sequence length, cumulative arm 

time and velocity measures showed improved predictability for 18 months performance given 

4 months performance (R2=0.6239, p<0.0001, n=22). This level of predictability has been 

previously seen in Lothian cohort human studies. STP tomography and MRI were used to 

demonstrate mapping brain connectivity changes with age. 
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LIST OF ABBREVIATIONS 

 

The following is a list of nomenclature that covers the complete thesis. Of note, abbreviations 

for anatomical nuclei follow the nomenclature of the Allen Brain Institute but are frequently 

interchanged between published work. For example, the dorsal path of the lateral geniculate 

nucleus is abbreviated as LGd in the Allen Brain Institute nomenclature and thus in this thesis 

but is most commonly written as dLGN in published work. Id est (i.e.) variants are added to 

the definition below for clarification and familiarity across different literature. 

 

2P; two-photon (i.e. TP) 

3P; three-photon 

AAV; adeno-associated virus 

ACA; anterior cingulate area 

AD; Alzheimer’s Disease 

AHN; anterior hypothalamic nucleus  
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CSF: cerebrospinal fluid 
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EM; electron microscopy 
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EnvA; avian sarcoma leucosis virus glycoprotein 

fMRI; functional magnetic resonance imaging 

FOV; field-of-view 

FP; Franklin and Paxinos mouse brain atlas 
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HIV; human immunodeficiency virus 
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IT; intratelencephalic 

LG; lateral geniculate nucleus (i.e. LGN) 

LGd; dorsal part of the lateral geniculate nucleus (i.e. dLGN) 

LGv; ventral part of the lateral geniculate nucleus (i.e. vLGN) 

LSM; light sheet microscopy 

MI; mutual information 

MOST; micro-optical sectioning tomography 

MRI; magnetic resonance imaging 

MV; medial vestibular nucleus 

NA; numerical aperture 

NAS; network attached storage 

PBS; phosphate buffered saline 

PFA; paraformaldehyde 

PFC; prefrontal cortex 

PL; prelimbic 
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PMT; photo-multiplier tube 

PRV; pseudo-rabies virus 

PSTH; peristimulus time histogram 

RGC; retinal ganglion cell 

RSP; retrosplenial cortex 

RT; reticular nucleus (i.e. RTN) 

RV; rabies virus 

RVdG; glycoprotein-deleted rabies virus 

SC; superior colliculus 

SEM; scanning electron microscopy 

SIFT; scale-invariant feature transform 

SNR; signal-to-noise ratio 

SSp; primary somatosensory area 

SSP; somatosensory cortex 

STP; serial two-photon 

SUB; subiculum 

TC; thalamocortical 

TMS; transcranial magnetic stimulation 

TRE; target registration error 

TVA; cellular receptor for avian sarcoma leucosis virus glycoprotein 

vACA; ventral anterior cingulate area  

VIS; visual cortex 

VISam; anteromedial part of the secondary visual cortex  

VISp; primary visual cortex 

VISp; primary visual cortex (i.e. V1) 

VPM; ventral posteromedial nucleus of the thalamus 

WMH; white matter hyperintensities 
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1.1 FOREWORD 

The work presented in this thesis covers a range of topics, including engineering aspects with 

novel microscopy imaging techniques and development, computational aspects with image 

registration, segmentation and machine-learning-based challenges, and biological aspects 

including mapping structural and functional connectivity in the mouse brain and behavioural 

experimentation for assessment of age-related cognitive decline. This chapter serves as a 

general-purpose introduction to cover important background information, with each chapter 

beginning with a more specific introduction. Fundamentally, the goal of this thesis is to 

address questions in two area. The first area concerns the visual circuitry system and the 

connectivity and function of local interneurons found in the thalamic region of the brain. `the 

second area concerns cognitive progression in healthy ageing mice and the associated 

anatomical correlates. Here, we lay the foundation of the background knowledge, techniques 

and research approach for addressing these topics in the brain of a small mammalian rodent, 

the humble mouse.  

 

1.2 BACKGROUND 

One of the unrelenting challenges throughout the history of neurobiology, and the general 

field of biology, is understanding the interconnection between structure and function of the 

mammalian brain. Neuroanatomy’s godfather, Santiago Ramón y Cajal, pioneered our 

understanding of the central nervous system by deconstructing the perceived notion of a 

single continuous wiring system into individual functional units (Ramón y Cajal, 1909; Ramón 

Y Cajal, 1894). These units later became known as ‘Neurons’. Research from Luigi Galvani and 

Volta in the latter half of the 18th Century demonstrated that the conduction and transmission 

of electrical impulses enabled information propagation through an interconnected network 

of neurons in the central nervous system (Bresadola, 1998). Hodgkin and Huxley 

fundamentally expanded on this mechanism by constructing a mathematical model that 

governed the electrical signal generation and propagation (i.e. action potentials) through ion 

movement, by using squid giant axons in 1952 (Hodgkin & Huxley, 1952).  

 

Since then, there has been extensive research and breakthroughs in the field of neurobiology, 

covering aspects of brain structure and also function. For example; the development of the 

patch-clamp technique for measuring ionic currents in single cells and single ion channels 
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(Neher & Sakmann, 1992); the formulation of the split-brain theory and idea that, animals 

with unconnected or severed hemispheres exhibit cerebral localisation of different cognitive 

and language functions (Pearce, 2019); and recent work demonstrating that paralysed chronic 

motor complete spinal cord injury patients can regain walking function following spinal cord 

epidural stimulation (Angeli et al., 2018). Nevertheless, our understanding of the brain is still 

far from complete. The brain and its interlinked components are staggeringly abundant and 

diverse. The human brain is composed of 170 billion neuronal and non-neuronal cells, despite 

weighing only 1.3 kg and amounting a volume of 1,200 cm3 (Azevedo et al., 2009). For context, 

there exists an estimated 100 billion stars in the Milky Way, and the most recent attempt to 

chart the positions of these stars have focused on just one-per-cent of these. This charting 

survey started in 2014 and is only due to finish at the end of 2020 (Prusti et al., 2016); a six-

year endeavour.  

 

Even tiny organisms show immense complexity. The nematode roundworm (Caenorhabditis 

elegans; C. elegans) at only 1 mm in length, has a nervous system composed of ~300 almost 

completely structurally and functionally unique neurons, differentiable into as many as 118 

classes based on morphology and connectivity. There can be as many as 8000 synapses in 

total (White et al., 1986). Smaller organisms such the C. elegans, fruit fly (Drosophila), 

zebrafish (Danio rerio) and the rodent mouse, are valuable for experimental research due to 

reduced complexity, smaller size for more convenient housing and breeding, and more 

straightforward genetic mapping and manipulation. Indeed, the entire genome sequence of 

the C. elegans was published back 1998 (The C. elegans Sequencing Consortium, 1998), the 

zebrafish in 2013 (Howe et al., 2013) and Drosophila in 2000 (Adams et al., 2000).  

 

Although replication of human disease in animal models can be challenging and limited, they 

provide an essential tool for studying the underlying mechanisms and genetics of diseases. C. 

elegans present amyloid precursor protein orthologues, making them valuable for studying 

amyloid-beta (Aβ) toxicity in Alzheimer’s disease (AD) research (Calahorro & Ruiz-Rubio, 

2011). Additionally, C. elegan mutants expressing human genes related to Parkinson’s disease 

allows studies on the degeneration of dopaminergic neurons (Calahorro & Ruiz-Rubio, 2011), 

behavioural aspects of the disease, and environmental influences (A. J. Harrington et al., 

2010). The phenotypic transparency of zebrafish allows them to be imaged at high-resolution, 
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in-vivo, and over an extended period. They, therefore, provide a convenient model for 

studying the development of the cardiovascular system, angiogenesis which has vital 

implications in tumour growth (Chávez et al., 2016), and regenerative biology (Azevedo et al., 

2011). The Drosophila genome contains homologs for 75% of genes responsible for human 

disease, making them valuable for cancer research (Mirzoyan et al., 2019). Lastly, despite the 

larger size, mice constitute 73% of animal usage in experimental and breeding procedures in 

2018 (Home Office, 2019). Increased neuronal wiring complexity makes them ideal for 

studying complex behaviours and physiology. At the turn of the millennia, the Nobel prize-

winning research of Mario R. Capecchi, Martin J. Evans and Oliver Smithies for genetic 

modification in mice, resulted in rapid interest in gene targeting studies. Knock-out, knock-in 

and transgenic mouse models have proven indispensable for extensive areas of biomedical 

research. For example, transgenic mice deficient in the p53 gene showed the importance of 

the gene for the predisposition of tumour growth (Donehower et al., 1992), and were also 

crucial for revealing the dissemination of cancer cells in early stages of mammary carcinoma 

(Hüsemann et al., 2008). Research into neurodegenerative diseases, such as Huntington’s 

(Cepeda-Prado et al., 2012) and amyotrophic lateral sclerosis (De Giorgio et al., 2019), have 

also been greatly furthered by genetic manipulation of the mouse.  

 

A valuable property of these organisms is that they are tiny. Their size allows for more 

convenient imaging at high-resolution, using techniques such as light-based microscopy and 

electron microscopy (EM). Given volume of the human brain, these techniques would 

otherwise be extraordinarily difficult to utilise without greatly restricting the volume of 

interest. Indeed, C. elegans, the larval brain of zebrafish and the brain of Drosophila have 

been imaged at nanometre resolution using serial scanning electron microscopy (SEM; 

Hildebrand et al., 2017; Müller-Reichert et al., 2008; Zheng et al., 2017). However, serial SEM 

imaging can still take many days or weeks to accomplish in small tissue volumes (Hall et al., 

2012). The complete EM scan of the Drosophila brain at 0.08 mm3 voxel resolution took three 

weeks to accomplish and took longer to process and analyse (Zheng et al., 2017). EM 

reconstruction of the whole mouse brain is therefore entirely unfeasible at this current point 

in time. Nevertheless, fast high-resolution imaging of large volumes of tissue provides the 

cornerstone for anatomical connectivity research and is therefore important in the context 

of this thesis.  
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1.3 HIGH-RESOLUTION VOLUME-WIDE IMAGING 

Imaging in neurobiology faces three fundamental challenges. First, neurons are microscopic 

with soma between 10 and 200 μm in diameter, dendrites as small as 1 μm, and dendritic 

spines <1 μm (Kawaguchi & Kubota, 1998). Imaging techniques must, therefore, provide 

sufficient resolution to distinguish between structures on the submicron scale. Second, 

neurons in the brain scatter across all three dimensions, span local and distal regions, and can 

have arbourisations which accumulate to many thousands of microns in length (Morgan & 

Lichtman, 2020; S. Reardon, 2017). Imaging systems must, therefore, offer the capability to 

image both wide-and-deep into the tissue. Third, of particular importance to in-vivo 

physiological studies, transient membrane potentials and currents occur over millisecond 

timescales, necessitating imaging techniques with a high temporal-resolution to capture 

these events. Light-based fluorescence imaging modalities including wide-field microscopy, 

confocal microscopy, two-photon (2P) microscopy (and furtherance multi-photon 

techniques) and light-sheet microscopy establish an impressive array of instruments for 

cellular and subcellular imaging. Despite light-based imaging techniques addressing these 

fundamental challenges, no imaging techniques exist that excel at addressing all three.  

 

Exploiting and circumventing characteristics of intrinsic or genetically manipulated expression 

of fluorophores in tissue allows for increased resolution imaging. When combined with a high 

numerical aperture (NA) objective, wide-field microscopy offers fast, high-resolution and 

sensitive imaging (Kner et al., 2010). However, high sensitivity in a wide-field configuration is 

only possible as all emitted photons are detected. Imaging deeper than 100 μm underneath 

the tissue surface, results in the high detection of out-of-focal-plane photons. Refractive index 

mismatch within the sample, and between the sample itself and the objective, further restrict 

wide-field imaging to superficial depths.  

 

Confocal microscopy, conceptualised in the 1950s, revolutionised fluorescence microscopy 

by preventing photons originating from outside the focal plane from reaching the detector 

(Minsky, 1988). The design, therefore, improved resolution in the spatial and axial dimensions 

and also introduced optical sectioning, a technique which allows sampling of an axially 

confined plane deep into tissue without collecting photons from anywhere else (Jonkman & 

Brown, 2015). The benefits of the confocal configuration were refined through multi-photon 
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approaches. 2P microscopy achieves confocality through the simultaneous absorption of two 

photons with each photon quantised with half the energy required for fluorescence excitation 

(Denk et al., 1990; Helmchen & Denk, 2005), a phenomenon predicted back in 1930 (Göppert-

Mayer, 2009). As the cross-section for photon-photon interaction has a quadratic relationship 

with the density of photons, the excitation beam is axially confined to a focal volume of 

around 0.1 μm3 (Zipfel et al., 2003). A smaller excitation volume has the advantage of reducing 

photobleaching and phototoxicity compared to a confocal system which illuminates an axial 

volume above and below the focal point. A lower energy laser also means reduced Rayleigh 

scattering allowing optical sectioning at deeper depths into biological tissue (So et al., 1998). 

This is particularly valuable for in-vivo applications where imaging as deep as 1.6 mm in the 

mouse cortex is achievable in intact tissue (Kobat et al., 2011). However, confocal and 2P 

methods are limited in temporal-resolution as they require mechanically point-scanning the 

focal volume across the specimen. The spinning disc design generates an array of focal 

volumes that are simultaneously scanned across the field-of-view and offers a faster 

alternative to single-point laser scanning configuration (Petráň et al., 1968). The design was 

first explored with the confocal microscope (Schulz et al., 2013) and has been adapted to 2P 

microscopes (Maeda et al., 2018; Otomo et al., 2015).  

 

Three-photon (3P) microscopy offers improved imaging depths over 2P and confocal systems 

with studies of the hippocampus in intact brains (Horton et al., 2013; Ouzounov et al., 2017; 

T. Wang et al., 2018) and even demonstration of imaging through the intact mouse skull (T. 

Wang et al., 2018). However, exceptionally powerful lasers are required to compress enough 

photons into the focal volume to trigger three-photon absorption events. 

 

Post-imaging deconvolution techniques can also improve instrument resolving power by 

removing noise and blurring through modelling photon detection using the point spread 

function of the system (Sibarita, 2005). Such approaches can improve the image signal-to-

noise ratio (SNR) without necessitating drastic modifications to existing set-ups. They can also 

improve systems which already use confocality (Noakes et al., 2001).  

 

Ultimately, the resolving power of light-based imaging methods is constrained by the 

diffraction limit, which is in itself related to wavelength. As EM operates with wavelengths 
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105 times smaller than visible light, EM systems offer a powerful technique for sub-nanometre 

resolution imaging (Leonard et al., 2012). Despite having a much greater depth-of-field than 

an optical microscope, EM microscopy offers no ability for sub-surface imaging in intact 

tissue. 

 

In some cases, speed might be the essential aspect of an imaging system. In an ex-vivo 

experiment, imaging large volumes of tissue could be time-intensive. A confocal microscope, 

for example, can take half a day to image a 0.16 mm3 volume of tissue (see ‘Chapter 4’). 

Although automated systems can typically be left alone, extended imaging times can lead to 

issues with specimen drift and evaporation or loss of immersion media for high NA objectives.  

 

For in-vivo experiments using temporal probes such as calcium transient imaging with G-

CaMP (Nakai et al., 2001), high temporal-resolution with millisecond precision and depth 

imaging is required to capture neuronal activity across small volumes of tissue (Russell, 2011). 

One strategy to address low imaging speed is through acousto-optical devices (AODs) which 

permit rapid refocusing of the laser between pre-determined positions in the field-of-view; 

maximising signal integration on structures of interest (Grewe et al., 2010). Such systems can 

accomplish 1 kHz sampling rates. Single AODs are typically limited to single focal plane 

operation. However, several AODs can be combined for three-dimensional inertia-free 

scanning (Reddy et al., 2008). Temporal focusing can also provide faster acquisition rates with 

2P resolution imaging, by removing the necessity to scan a single focal point (Isobe et al., 

2017; Oron et al., 2005; Papagiakoumou et al., 2020). Temporal scanning in the axial axis can 

be used for depth-resolved imaging (Oron et al., 2005) and has been demonstrated for fast 

in-vivo calcium imaging (Prevedel et al., 2016).  

 

1.4 SERIAL IMAGING 

The depth characteristics of imaging systems discussed above refer to the inherent depth 

properties of intact tissue volumes. However, in an ex-vivo setting such as those presented in 

the research here, volumetric imaging can be accomplished using a serial sectioning 

technique in combination with block-face prepared samples. Serial SEM systems have been 

used for a complete reconstruction of C. elegans at the synaptic level (Hall et al., 2012). 

However, they can also be used for larger volumes such as Drosophila (Zheng et al., 2017), or 
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targeted to small regions of larger mammal tissue volumes, such the  (Morgan et al., 2016; 

Morgan & Lichtman, 2020). Serial SEM is limited by a long acquisition time, and the amount 

of generated data in the order of several terabytes. Light-sheet microscopy offers fast optical 

sectioning by focusing a single sheet of light through a sample combined with wide-field 

detection (Girkin & Carvalho, 2018; P. J. Keller & Dodt, 2012; Osten & Margrie, 2013). 

However, samples must be intrinsically transparent or made transparent through tissue 

clearing techniques such as CLARITY (Chung & Deisseroth, 2013), DISCO, and its variants 

(Ertürk et al., 2012; Pan et al., 2016; Renier et al., 2014), and CUBIC (Susaki et al., 2014). 

Unfortunately, clearing can distort and disrupt structures in the tissue (Chung et al., 2013; 

Richardson & Lichtman, 2015; Silvestri et al., 2016). It can also require specially designed 

compatible light microscopes and high-NA objectives with a long working distance, and 

imaging using a refractive-index-matching solution which can be expensive. Additionally, 

clearing can take several days to achieve with variable success (Silvestri et al., 2016). However, 

cleared mouse brains can be imaged over a few hours at a resolution that permits the 

identification of axons and dendrites.  

 

Micro-optical sectioning tomography (MOST; Gong et al., 2013; Li et al., 2010), serial two-

photon (STP) tomography (Amato et al., 2016; Ragan et al., 2012) and wide-field large-volume 

tomography (Gong et al., 2016) can be used to generate large digital data sets of the entire 

mouse brain at high resolution using physical sectioning and microscopy. Wide-field detection 

in light-sheet microscopy makes it a fast acquisition method compared to slower laser point-

scanning detection methods intrinsic to confocal and 2P techniques (Girkin & Carvalho, 2018). 

STP tomography is therefore slow for acquisition yet offers high-spatial-resolution down to 

0.5 μm which is more than sufficient for imaging axons and dendrites. High axial confinement 

in optical sectioning combined with an automated microtome for block-face sectioning makes 

this technique powerful for acquiring high-resolution digital data of large volumes. MOST 

acquisition is achieved by line-scanning through a bright-field microscope. However, rather 

than slice complete sections of tissue from the block-face preparation, MOST uses knife-edge 

sectioning to slice ribbons of tissue alongside simultaneous imaging. Imaging can still take 

weeks to accomplish for high-resolution studies (Li et al., 2010). Ribbon sectioning is more 

destructive than whole block-face sectioning approaches meaning slices are unsuitable for 

post hoc analysis. Of the serial imaging approaches, STP imaging offers an ideal compromise 
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for high-resolution and reasonable throughput imaging with the capacity to extract slices for 

post hoc analysis.  

 

Any large volume imaging technique ultimately generates terabyte data sets for mouse brain 

samples. Although, computing power and availability of high-performance resources such as 

Amazon Web Services and Google Cloud Computing Services are becoming increasingly 

accessible, analysis of large imaging data sets is far from trivial. For the scope of this thesis, 

we were required to address this challenge through a novel perspective for the following  

considerations.  

 

1.5 CHALLENGES IN ANALYSING WHOLE BRAIN DATA 

The establishment of magnetic resonance imaging (MRI) as a flagship technique for extensive 

volume imaging in human subjects led to a rapid interest in the field of image registration and 

segmentation. More frequent studies with large data sets meant researchers were required 

to understand and interrogate the data which might otherwise be limited to expertly trained 

specialists. Analysis might include recognising and delineating brain areas of interest. 

However, manual delineation in MRI data is laborious and highly subjective even amongst 

experts. This issue not only extends to studies which acquire digital data sets of the mouse 

brain but arguably can be worsened due to high-resolution systems requiring higher precision 

and accuracy during delineation tasks (Nestor et al., 2013; Niedworok et al., 2016). Mouse 

brain atlases such as the Franklin and Paxinos atlas (FP; Franklin & Paxinos, 2008), Waxholm 

Space atlas (Johnson et al., 2010) and various iterations of the Allen Brain Institute atlas 

including the recently released Common Coordinate Framework atlas (CCF3; Dong, 2008; Q. 

Wang et al., 2020), provide valuable reference space and common standardised framework. 

Problematically, not all these atlases agree in terms of anatomical structure labelling and 

delineation breakdown (Chon et al., 2019). The Allen Brain Institute atlases are also more 

comprehensive with the demarcation of thousands of anatomical regions and subregions. The 

Waxholm Space atlas, on the other hand, is limited in region delineation having originated 

from low-resolution MRI data. The CCF3 atlas has an isotropic ten-micron voxel resolution 

meaning its sampling in the rostral-caudal extent is higher than other atlases and is more 

suited for the analysis of complete whole brain data sets. Stereotaxic studies typically use 
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these atlas frameworks as a reference for delineating regions of interest, although many 

toolkits now exist automatically register image data with an atlas space.  

 

ANTs (Avants et al., 2014), Elastix (Klein et al., 2009) and SimpleITK (Lowekamp et al., 2013) 

offer some of the most commonly used registration algorithms. Modern deep-learning 

segmentation approaches are also gaining more traction and are likely to succeed the 

intensity-based registration algorithms, as they offer faster, more accurate registration and 

segmentation results (Iqbal et al., 2019; Tan et al., 2020; Todorov et al., 2020). 

Problematically, comprehensive approaches for registration of whole mouse brain data sets 

are lacking, with automated whole mouse brain registration focusing on MRI data (Bink, 2016; 

Hammelrath et al., 2016; Mulder et al., 2017).  

 

Many studies also seek to quantify structural information such as cell counts in stained or 

genetically expressed fluorophore labelled tissue. Manual and even automated techniques 

are subjective and prone to disagreements between independent studies (D. Keller et al., 

2018). Manual counting is also challenging and time-intensive. If working with whole mouse 

brain imaging data, manual counting is near impossible to accomplish. Robust automated cell 

counting in large microscopy data sets is therefore highly sought after. Some recent 

developments exist such as ClearMap, designed with cleared tissue in mind (Renier et al., 

2016), the brain cell finder tool (Frasconi et al., 2014), and DALMATIAN for use in serial and 

individually sectioned microscopy data sets (Shuvaev et al., 2017). However, all these 

techniques suffer from the same limitations; generalisability. Data sets from imaging systems 

are not standardised between labs, and different imaging systems have different SNR, 

intensity of intrinsic background fluorescence, morphology of fluorescence signal depending 

on fluorophore localisation, and resolution. High-resolution whole-brain methods like STP 

tomography can be used for imaging neurite morphology, but this can easily be mistaken for 

somatic signal in any image thresholding-based cell counting technique. Deep-learning offers 

an exciting methodology for learning morphological features about cells that make detection 

algorithms better suited over intensity-based cell detection methods (Ronneberger et al., 

2015; Segebarth et al., 2018). We therefore use the recent developments in deep-learning as 

part of an end-to-end analysis pipeline to provide a novel analysis strategy for analysing multi-

terabyte image data sets.   
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1.6 STAINING AND VIRAL ASSAYS 

The development of genetically modified viral tracers and transgenic mouse lines has assisted 

the interrogation of animal connectomics. These approaches aid visualisation of neuronal 

morphology and circuits by introducing contrasting agents into structures of interest; a field 

which rapidly evolved following the revolution of green fluorescent protein (GFP; Chalfie et 

al., 1994). Initial tracer design required impregnating lesioned axons with silver (Hoff, 1932) 

with later refinement leading to amino acid based directional tracers (Saleeba et al., 2019). 

Modern designs now rely on recombinant viral vectors to deliver and drive expression of 

fluorophores like GFP in transduced neurons. This approach has a major advantage of control 

over ubiquitous or cell-specific expression based on the types of the promoter used (Y. Wang 

et al., 2011). Transgenic mouse lines utilising Cre-LoxP and FLP-FRT systems can help target 

fluorophore expression to specific cells (Madisen et al., 2015; Sauer, 1987). Recombinant 

vector tracing tools are typically replicant disabled and also fall under the static viral tracer 

class as the virus dependent labelling cannot spread from the initially infected cells. 

Anterograde labelling is achieved by tracer binding to receptors on the soma with directional 

propagation of the virus to cell processes. Retrograde labelling is achieved by tracer binding 

to receptors preferentially expressed at axonal terminals with virus propagation to the soma 

following internalisation. Functional differentiation between soma, dendrites, and axon gives 

neurons polar physiology. Selectivity between anterograde and retrograde labelling is, 

therefore, important for understanding information flow in circuits. Co-injection (i.e. 

simultaneous anterograde and retrograde injection) can be powerful for swiftly dissecting 

input-output pathways in nuclei of interest (Thompson & Swanson, 2010; Zingg et al., 2014). 

Viral vectors are derived from many constructs, including the human immunodeficiency virus 

(HIV) and the herpes simplex virus type-1 (HSV-1). However, the adeno-associated virus (AAV) 

is the most widely used construct due to lower toxicity, rapid uptake, and rapid transgene 

expression within two weeks. Directed evolution of the AAV construct has also lead to 

efficient retrograde labelling variants (Tervo et al., 2016). 

 

Static labelling is effective for mapping soma and projections resident in a target location of 

the brain. However, sometimes we desire demonstrative interrogation of functional 

connectivity requiring the labelling of connected neurons (Saleeba et al., 2019). Engineered 

wild-type neurotropic viruses, such as the rabies virus (RV; Kelly & Strick, 2000) and the 
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pseudo-rabies virus (PRV; Card et al., 1990), can be modified to become conditionally 

transsynaptic which provides controlled infection of the central nervous system. For example, 

glycoprotein (G-protein) deleted rabies virus (RVdG; Callaway & Luo, 2015; Wickersham et al., 

2007) is only capable of transsynaptic spread if G-protein is supplied to the initially rabies 

infected neuron. Additionally, pseudotyping of RVdG with avian sarcoma leucosis virus 

glycoprotein (EnvA) limits cellular entry to cells which express the subgroup A receptor for 

avian sarcoma and leukosis virus (TVA). Priming the starter population of neurons for RV 

infection is achieved by delivering a transcription gene encoding for the TVA receptor, G-

protein, and a fluorescent protein for tagging. Once TVA receptors and G-protein are 

expressed, RVdG pseudotyped with EnvA can be delivered to the same location where binding 

of EnvA to TVA receptors allows RV entry to the cell. G-protein present in primed neurons 

permits RV to spread transsynaptically. Strains of RV exhibit efficient and exclusive retrograde 

transport (Kelly & Strick, 2000; Ugolini, 2011) meaning transsynaptically infected neurons 

constitute monosynaptic pre-synaptic neurons (Callaway & Luo, 2015; Wickersham et al., 

2007). Lack of G-protein in infected pre-synaptic neurons, assuming the pre-synaptic neuron 

is not itself part of the starter population, prevents further spread of the virus. 

 

Whilst immensely powerful as a tool to investigate neuronal connectivity, debate and ongoing 

research surrounds the underlying mechanism and validation of the types of neurons which 

are susceptible for transsynaptic infection (Sun et al., 2019). Furthermore, rabies virus 

infection leads to neuronal death (Fu & Jackson, 2005; Wickersham et al., 2007) motivating 

recent exploration of different RV strains which show various degrees of neurotoxicity and 

efficacy (Callaway, 2008; T. R. Reardon et al., 2016). Furthermore, synapse specificity of RV 

infection is not well documented (Wickersham et al., 2007). Despite this, RV still provides an 

exceptional tool that provides a basis for studying functional pathways and was therefore 

explored in this thesis to help visualise input pathways onto target cell types. Recent 

exploration of AAV variants suggests effective anterograde transsynaptic labelling, which 

opens the door to downstream connectivity labelling (Zingg et al., 2017). However, the use of 

engineered AAV variants is likely to be met with the same levels of scepticism seen with the 

neurotropic viruses. Evidently, further comprehensive studies are required to ensure 

techniques are non-biased. 
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1.7 RESEARCH FOCUS 

The topics discussed above cover biological, biomedical and computational engineering 

aspects of the research portrayed in this thesis. Here, we discuss the scientific focus of the 

thesis and how the techniques above can be used to address several scientific topics. The first 

scientific area addresses the visual circuitry system and the connectivity of local interneurons 

found in the dorsal lateral geniculate nucleus (LGd) of the mouse. The second scientific area 

of research is the age-related changes in cognitive performance in mice and the associated 

anatomical correlates.  

 

The thalamus plays a vital role in sensory information relay to the cortex. In the visual system, 

afferent projections of retinal ganglion cells (RGCs) primarily innervate the first-order lateral 

geniculate nucleus (LG) despite there being several retinorecipient targets in the rodent 

thalamus (Monavarfeshani et al., 2017). The LG is split into three components; the dorsal 

lateral geniculate nucleus (LGd), the intergeniculate leaflet (IGL), and the ventral lateral 

geniculate nucleus (LGv). The LGd establishes the primary relay nucleus for image-forming 

visual information to the primary visual cortex (VISp) and exhibits specific cytoarchitecture in 

the rodent mouse with eye-specific retinorecipient domains (Godement et al., 1984) and RGC 

class-specific laminae retinorecipient arrangement (Kerschensteiner & Guido, 2017). 

Thalamocortical (TC) cells are the most abundant cell type in the LGd at around 90% of the 

neuronal population and cluster into three classes; W, X and Y-like cells (Krahe et al., 2011). 

Each TC class is distinctly distributed across the LGd with W-like cells found in the shell and X 

and Y-like cells found in the core (Krahe et al., 2011). Local RGC arrangement in the retina is 

also spatially preserved in the LGd by having RGC afferents exciting spatially corresponding 

TC cells through large and often complex terminal arrangements (Bickford et al., 2010; 

Sherman, 2004). TC cells relay visual information to VISp layers 1 and 4 and also receive 

modulatory cortical feedback through small terminal inputs originating from VISp layer 6 

projection neurons (Sherman, 2016).  

 

Other TC inputs are inhibitory and arise from the local GABAergic interneuron population, 

which form the remaining 10% of the neuronal population in the LGd (Arcelli et al., 1997; 

Evangelio et al., 2018), the GABAergic reticular nucleus (RT) and also the pretectum (Born & 

Schmidt, 2007). In rodents, the local interneurons are absent from almost all other dorsal 
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thalamic regions with thoughts that this might reflect mammal complexity (Arcelli et al., 

1997). Recent studies have shown that this small interneuron population inherently found in 

the LG can be split into two types based on morphology, gene expression and membrane 

property (Leist et al., 2016). Besides establishing connections with the TC cells (Jager et al., 

2016; Moore et al., 2018; Morgan & Lichtman, 2020), there is little known about their 

functional or anatomical role in the visual thalamus relay circuitry. For example, do local LGd 

interneurons participate in any interneuron-interneuron activity? In addition, known 

corticogeniculate projections (neurons which project from primary visual cortex to the lateral 

geniculate nucleus) from the VISp innervate the RT en-route to the TC relay cells. Recruited 

RT projection neurons then inhibit the TC cells (Sherman, 2016). However, do 

corticogeniculate projections innervating local interneurons also target the RT en-route 

meaning the RT provides blanket inhibition of both the TC cells and interneurons?  

 

Connectivity and functional mapping of the local LGd interneuron population through high-

resolution imaging techniques and viral network mapping could prove insightful to add to our 

understanding of the complex visual thalamic system. Indeed, the extensive connectivity of 

the visual system across the brain makes techniques such as STP tomography well suited to 

this study. This further motivates the development of a novel analysis pipeline to help register 

whole-brain image data with a deep-learning method for automated cell detection across 

large volumes of image data.  

 

Although outside the scope of this thesis, research into the visual processing system has many 

clinical implications. Patients with visual impairment can have complications at any stage of 

the visual processing pathway. However, LG or cortical prostheses can offer rehabilitative 

measures for those where retinal or optic nerve stimulation is not viable (Farnum & Pelled, 

2020). Research into the connectivity of LGd interneurons and their distribution can therefore 

benefit the design and placement of stimulation devices based on the specific pathology of 

the patient.   

 

The second scientific area of interest addressed connectivity changes in the brain with age 

and how this relates to cognitive decline. Pre- and post-natal changes in brain networks are 

already known to occur. In the thalamic visual system of rodents, for example, local 
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interneurons appear to migrate into the LGd over a two-week post-natal development period 

(Jager et al., 2016). However, age-related studies on brain connectivity are surprisingly 

lacking. Healthy ageing can lead to a reduction in many cognitive domains, including 

intelligence (Cattell, 1987; Salthouse, 2012) and memory (Rönnlund et al., 2005). There can 

also be changes in white and grey matter volume, plus the degradation of myelin through the 

development of white matter anisotropies. Such changes can lead to reduced reaction times 

and information processing speeds (Baloch et al., 2008; Salat et al., 2005; Tournier et al., 

2004).  

 

With a population of those over 65 years of age expected to increase 16% by 2050 (United 

Nations, 2019), there is an understandable concern of knowing when some individuals might 

reach severe states of cognitive decline and require daily living assistance (The King’s Fund, 

UK). Assuredly, not everyone experiences cognitive decline at the same rate, and some even 

maintain high levels of cognitive ability by recruiting homologous regions of the frontal cortex 

(Cabeza, 2002; Cabeza et al., 2004). It is also though that those who show high attainment 

levels in early life might provide themselves with a buffer for cognitive ageing in later life 

through a theory of cognitive reserve (Singh-Manoux et al., 2011). Unfortunately, age-related 

longitudinal cognition studies, such as the Lothian cohorts study (Deary et al., 2013), are 

impractical and time-intensive. Cross-sectional study designs offer greater study convenience 

but are compounded by external factors such as the environment, levels of education and 

employment levels. Mouse models provide a valuable asset for longitudinal ageing studies 

due to homogeneity in inbred mouse strains, the ability to control their environment and an 

endpoint of just over two years.  

 

Behavioural experiments in mice can help measure levels of cognition (Hodges, 1996), and 

elucidate our understanding on any behavioural changes with age, and whether it is possible 

to track individual animals such that we might predict how they perform in later life. 

Additionally, high-resolution imaging and viral tracing techniques provide an interesting 

opportunity to address anatomical changes in the mouse brain with age. When combined 

with a behavioural study, there is an unprecedented opportunity to explore possible 

correlates between cognitive ageing and specific fine structure changes in the brain.  
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The significance to age-related research in mice is two-fold. First, this research is novel by 

aiming to longitudinally track cognitive behaviour over the healthy lifespan of wild type mice. 

Complex behavioural tasks such as the radial maze can provide many measures of various 

sensitivity which can be assessed for correlations and potentially allow for more robust 

prediction of late-life performance from early-life performance. Second, it is important to be 

able to establish whether cognitive measures observed in rodents is translatable to humans. 

Future treatments and interventions tested on rodents would therefore have more, or less, 

credence concerning the efficacy in humans.  

 

In consideration of both these scientific areas, this thesis utilises a commercially available STP 

tomography system (Ragan et al., 2012) to conduct high-resolution imaging of the whole 

mouse brain (see ‘Chapter 2’). We created a custom pipeline for registration of whole mouse 

brain data to a standardised atlas (see ‘Chapter 3’). Registration results were combined with 

a custom automated deep-learning approach for automated cell counting in targeted brain 

regions (see ‘Chapter 4’). RV tracing and neuronal fills with biocytin revealed interneuron 

morphology and connectivity in the LGd, informing us of previously unseen connectivity (see 

‘Chapter 5’). Lastly, we performed a longitudinal ageing study in mice using a radial maze task 

(Abuhamdah et al., 2016), novel object recognition task, and novel object location task. We 

show the ability to track individual mice based on single or multiple cognition measures. We 

then demonstrate how high-resolution STP tomography and whole brain MRI can help 

investigate age-related anatomical changes at the level of white matter and grey matter 

volume changes and at the level of neuronal connectivity changes in the PFC (see ‘Chapter 

6’). 
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Chapter 2 

 

HIGH-RESOLUTION SERIAL TWO-PHOTON TOMOGRAPHY FOR EX-VIVO WHOLE BRAIN 

IMAGING 

 

ABSTRACT 

Local and distal interrogation of brain circuits requires high-resolution brain-wide imaging 

techniques. Serial two-photon (STP) block-face tomography offers improved spatial 

resolution over light-sheet techniques and improved axial resolution over confocal 

microscopy. Here, we modified and evaluated an STP tomography system (TissueVision Inc.) 

for high-resolution imaging of labelled cells, neurites and small fluorescently labelled 

structures across the mouse brain. We created a custom stitching pipeline which was 

executed alongside image acquisition to improve system throughput. We performed system 

and analysis pipeline evaluation using a Sox14gfp/+ transgenic mouse line and demonstrated 

vast thalamic and hypothalamic GFP expression. We also performed whole-brain imaging in 

a Methoxy-X04 stained Alzheimer’s 5xFAD mouse brain which displayed extensive amyloid-

beta (Aβ) pathology at 12 months of age. Ability to resolve submicron structures, such as 

axons and dendrites, show tremendous capability for the system to investigate neuronal 

circuits. 
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2.1 INTRODUCTION 

Work from the grandfather of structural biology, Ramón y Cajal, in the late 19th and early 20th 

century encapsulates one of the most compelling and challenging areas of neuroscience 

(Ramón y Cajal, 1909; Ramón Y Cajal, 1894). That is, understanding the cytoarchitecture of 

the central nervous system. Brain circuits function through an ensemble of functionally 

interconnected neurons. Anatomically, neurons consist of soma, dendrites and axon. 

Functionally, the dendrites and soma act as receivers for electrical signalling between 

neurons, whilst the axon is responsible for transmitting signals to other cells. With regards to 

physical size, neuronal somas are relatively small at around ten microns in diameter with 

larger cells, such as pyramidal cells and basket cells in the cerebral cortex, reaching 100-200 

μm in diameter (Kawaguchi & Kubota, 1998). Dendritic and axonal projections are only a few 

microns wide but can span local and distal volumes of the brain. For example, the cerebral 

cortex of the brain, which primarily processes motor, sensory and association information, 

contains pyramidal cells which can have axons that span multiple cortical domains and 

hemispheres. In one case, a single neuron was observed to wrap its projections around the 

outermost layers of the entire mouse brain (S. Reardon, 2017). In another case, a single 

neuron can have neurites spanning a total length of 6000 μm, within a single nucleus (Morgan 

& Lichtman, 2020). To understand anatomical and functional connectivity, we have to track 

individual structures of only a few microns in diameter across the entire mouse brain.  

 

As a general principle in biological imaging, there exists a trade-off between imaging 

resolution and the volume of tissue that can be imaged. Since the first magnetic resonance 

image was published in 1973 (Lauterbur, 1973), magnetic resonance imaging (MRI) saw rapid 

development. It has ultimately become a gold-standard technique employed across the world 

for rapid high-resolution imaging of large volumes of tissue. Modern MRI systems have an 

acquisition voxel size of around one cubic millimetre. This resolution is sufficient to delineate 

anatomical domains in larger mammalian tissue volumes such as the human brain. However, 

for a mouse brain with an approximate one cubic centimetre volume, the resolution offered 

by MRI is inadequate to robustly delineate smaller brain regions such as sub-thalamic and 

hypothalamic structures. Visualising individual cells is, therefore, unachievable.  
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Multiple properties of the magnetic resonance phenomena enable MRI to detect multiple 

tissue properties. T1, T2 and DTI present the three most commonly used MRI scan 

configurations. If looking at brain tissue, T1 is typically used to reveal fat and blood content 

whilst T2 is more suited for revealing fluid properties of the tissue. Meanwhile, DTI is used for 

measuring anisotropy and diffusivity in tissue and can reveal structural information about 

axon fibre tract integrity (Mori et al., 1999). Recording brain-wide activity with functional-MRI 

(fMRI) is also possible in awake mice performing behavioural tasks (Fonseca et al., 2020), 

enabling fundamental behavioural neuroscience research. However, using fMRI for brain 

circuit investigation can be fallacious. fMRI used to reveal neural correlates of behaviour 

measures the haemodynamic (blood oxygen level dependence; BOLD) response in the brain 

rather than the direct activity of neurons, for which the haemodynamic activity and neuronal 

activity have a non-linear relationship (Logothetis et al., 2001). Neuronal activity is inferred 

through fMRI, and statistical signal analysis can lead to misrepresentative results. Statistical 

misinterpretation can be illustrated by Bennett et al. (2009) who significantly showed post-

mortem functional activity in a salmon during a behavioural task.  

 

MRI is invaluable for biomedical imaging, but it is not capable of enabling brain-wide circuit 

mapping. Sub-cellular resolution techniques are, therefore, required. However, these higher-

resolution techniques typically suffer severe limitations for imaging depths. Electron 

microscopy (EM) and scanning electron microscopy (SEM) can achieve a resolution around a 

single nanometre (Kourkoutis et al., 2012). Volume imaging necessitates serial sectioning of 

fixed frozen tissue. However, even the most advanced serial SEM systems would take 100 

years to image a one cubic millimetre volume at a resolution of 8 nm3 (Xu et al., 2017). EM is 

unparalleled for use within single synapse connectivity studies (Briggman et al., 2011), but 

this approach is arguably excessive for mapping neuronal circuits.  

 

Light-based optical microscopy offers impressive compromise with imaging depths down to a 

millimetre in a single section of tissue, whilst providing micron and submicron resolution. 

High-resolution light-based microscopy techniques include confocal microscopy (Minsky, 

1988) as well as multiphoton techniques such as two-photon (2P) (Denk et al., 1990; Göppert-

Mayer, 2009) and three-photon microscopy. However, light-based imaging methods for 
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biological tissue introduce challenges such as wavelength scattering and restricted imaging 

depth. 

 

Autofluorescence refers to the intrinsic fluorescence of biological molecules such as 

haemoglobin, riboflavins, melanin and lipofuscin. These endogenous fluorophores can be 

excited-by and emit-within a wavelength range of 250 nm to 800 nm (Berezin & Achilefu, 

2010). Intrinsic fluorescence of these molecules is highly valuable for diagnostic applications 

as it does not require any staining procedures (Monici, 2005). However, for imaging neuronal 

structures, autofluorescence can mask and reduce the signal of interest over background 

information, making it challenging to resolve structures. Fluorophore delivery to tissue 

structures either through staining protocols or injectable viral delivery techniques can help 

boost signal intensity and is generally the preferred approach for studies where endogenous 

fluorescence is not the specific topic of interest. Fluorophore design is therefore essential to 

ensure probes are quickly excited without eliciting emission from background molecules. 

Probes with blue and green excitation wavelengths are only compatible with studies which 

do not require high penetration into the tissue, as Rayleigh scattering in combination with 

high refractive index anisotropy in biological tissue leads to high laser scattering effects and 

ineffective laser focusing under the surface of the tissue. On the other hand, red and infra-

red wavelengths scatter less in tissue, with wavelengths longer than 800 nm providing an 

ideal excitation regime as endogenous fluorescence is lowest (Kobayashi et al., 2010). 

Wavelengths between 800 nm and 1100 nm are considered to be within the optical window, 

as those wavelengths exhibit reduced scattering effects and reduced excitation of intrinsically 

fluorescent molecules. 

 

A confocal microscope can achieve a spatial resolution of 0.2 μm. However, imaging depth is 

limited to 200 μm to 250 μm before laser scattering becomes significant, and the detection 

of out-of-focal-plane fluorescence limits the resolving of small structures (So et al., 1998). 

Confocal microscopy also illuminates an axially distributed double-conic volume of tissue 

above and below the focal point, leading to phototoxic damage to tissue or fluorophores in 

regions which have not been imaged yet. The laser requires point scanning over the objective 

field-of-view (FOV) using high-speed scanning galvanometer mirrors, with emission light 
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detected using photomultiplier tubes. Confocal imaging is therefore much more time-

intensive than camera-based detection system as with widefield imaging techniques.  

 

2P microscopy is a compelling alternative to confocal microscopy and offers several benefits 

which make it suited for imaging biological samples. Introduced by Denk et al. (1990), 2P 

microscopy relies on the co-absorption of two photons at an axially and spatially confined 

focal point around 0.1 μm3 (Zipfel et al., 2003) with each photon carrying half the energy (i.e. 

double the wavelength) required for fluorescence excitation. Photon-photon interaction has 

a quadratic relationship to the density of photons, meaning high temporal and spatial 

incidence of photons is required at the focal point, using high powered femtosecond mode-

locked lasers. The longer wavelength of the excitation beam means 2P microscopy exhibits 

reduced scattering effects enabling deeper imaging down to routine depths of around 400 to 

450 μm (Durr et al., 2011; Takasaki et al., 2020). In one case, an in-vivo set up demonstrated 

imaging to a depth of 1.6 mm (Kobat et al., 2011). The excitation wavelength in a 2P 

configuration shifts towards the optical window for a more optimal reduction in background 

fluorescence stimulation. Axial and spatial confinement of the excitation beam also reduces 

photobleaching and phototoxicity everywhere except the focal point of interest. The 

drawback to 2P microscopes is the requirement to point scan the focal volume across the 

FOV, making acquisition slower. 

 

Light-sheet microscopy (LSM) offers an alternative high-resolution imaging method with 

faster acquisition and capability to image volumes of tissue (P. J. Keller & Dodt, 2012). Light 

sheets, generated with a cylindrical lens, illuminate a planar section of the sample and an 

orthogonally positioned objective collects emission (Girkin & Carvalho, 2018). Illumination of 

an entire FOV enables fast camera-based detection. The light sheet, or the sample, can be 

moved over the sample for rapid excitation and acquisition. For example, it takes just hours 

to image the mouse brain (Renier et al., 2014). A single plane is also excited at any one time 

reducing phototoxicity in the axial direction. However, planar illumination in the spatial 

domain would still cause phototoxicity in the spatial dimension. A caveat with LSM comes 

with the ability to transmit light through an entire sample effectively. Residual light scattering 

in samples means LSM generally has reduced contrast in comparison to confocal or 2P 

microscopy and can lead to shadowing artefacts. Simultaneous illumination using two 
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opposing light sheets improve contrast, reduces shadowing, and also leads to a more uniform 

illumination profile (Huisken & Stainier, 2007). Confocal light-sheet microscopy (CLSM) offers 

vastly superior contrast imaging over standard LSM and has been used to image Purkinje cell 

soma and neuronal projections (Silvestri et al., 2012). 

 

However, LSM and CLSM on mouse brain tissue are only possible when combined with 

methods to render tissue transparent by reducing the variation in refractive index between 

tissue structures (Silvestri et al., 2016). Improved light transmission through the tissue can be 

accomplished by using organic solvents to replace water content with a high refractive index 

medium, used within BABB or DISCO based techniques, for example (Ertürk et al., 2012; 

Renier et al., 2014). Aqueous solutions with a high refractive index such as sucrose, fructose 

and FocusClear provide effective clearing methods through simple immersion techniques and 

raise the refractive index to that of the lipids. Reducing the refractive index of proteins is 

achievable through hyper-hydrating solutions such as in CUBIC (Susaki et al., 2015). Lastly, a 

hydrogel polymer can be used scaffold tissue structure before using a detergent to strip away 

lipids as presented in CLARITY (Chung et al., 2013). Clearing a mouse brain can enable light-

sheet imaging at the sub-cellular resolution, but there are many caveats associated with 

clearing. Stripping away lipids or dehydrating tissue can result in anisotropic shrinkage, which 

could affect fine-structure connectivity (Silvestri et al., 2016). Clearing protocols can also take 

days to accomplish and may only work on some types of tissue and tissue size. They also might 

not be compatible with primary fluorescence from fluorophores (Renier et al., 2014). In some 

clearing protocols such as the solvent-based methods, where the refractive index of tissue 

uniformly raised, imaging requires immersing the sample in a high refractive index matching 

solution such as BABB (Ertürk et al., 2012). These solutions can be expensive and require 

specialised imaging systems and objectives which are compatible with immersion solutions. 

A high numerical aperture objective with a long working distance is required for cleared 

samples which remain intact during imaging.  

 

Overall, if it is not possible and practical to use tissue clearing procedures because of the 

adverse effects of clearing or lack of compatible imaging system, stereotaxic sectioning 

provides the only viable alternative. Individual and manual sectioning techniques are labour 

intensive and leads to tissue distortion and alignment issues. These issues can affect 
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downstream analysis which might require registration algorithms to register multiple 

sections. In some cases, distortion might be severe to the point of data becoming unusable. 

The alternative to this comes in the form of an automated block-face imaging system. These 

systems prepare tissue samples in a block, such as an agarose block, which is imaged by serial 

sectioning and scanning over with an imaging objective. Such a system is available from 

TissueVision Inc., called TissueCyte 1000 (Ragan et al., 2012), which combines serial sectioning 

with a 2P microscope to permit high-resolution imaging across large volumes of tissue. Using 

serial two-photon (STP) tomography in combination with axially confined optical sectioning, 

reduces the amount of physical sectioning, thereby reducing acquisition time.  

 

Briefly, STP tomography with TissueCyte 1000 works in the following way (see ‘Methods’ for 

a more detailed description; Fig. 2.1). We embed a sample in agarose and fasten it into a 

water bath mounted onto a motorised XYZ stage. We configure imaging parameters using the 

provided software suite, including key parameters such as defining the volume in XY and Z to 

be imaged, and configure the slice thickness for serial sectioning. During imaging, the sample 

is translated underneath the objective to acquire a tiled FOV as either a single planar image 

or as an optical Z-stack over a defined depth. The XYZ stage moves the sample in the XY plane 

until the tile FOVs cover the XY imaging area. Once all tiled positions are acquired, a mounted 

microtome sections the tissue from the surface of the agarose block. The slice remains free-

floating in the bath and the imaging and sectioning procedures are repeated until the volume 

has been imaged.  

 

Here, we evaluated TissueCyte 1000 for high-resolution imaging across the entire mouse 

brain, such as to assess its ability to facilitate studies on brain-wide connectivity. We made 

several modifications to the system to improve the imaging conditions and throughput as 

described under ‘Methods’. Furthermore, we engineered an image stitching pipeline to help 

with the initial image processing of the generated data. We tested the system by imaging the 

amyloid-β (Aβ) plaque distribution across a Methoxy-X04 stained 5xFAD Alzheimer’s mouse 

brain. Next, we imaged the brain from a Sox14gfp/+ transgenic mouse to perform single-cell 

resolution mapping of the Sox14 neuronal population. Finally, we performed a co-injection of 

anterograde pAAV-CAG-tdTomato and retrograde pAAV-hSyn-EGFP labelling in the dorsal 

lateral geniculate nucleus (LGd) to evaluate viral labelling use with the system. 
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Figure 2.1. TissueCyte 1000, for serial-two photon imaging across tissue volumes. Samples are 

embedded in agarose, fastened to a motorised XYZ stage and submerged under phosphate 

buffer. A microtome attached to the side of the stage enables sectioning whilst the 16× 

immersion objective images the sample using a Ti:sapphire (Chameleon Ultra II; Coherent) 

with emission collected across three PMTs for red, green and blue channels. An adapted 

cooling coil helps keep the sample and free-floating slices at 4°C for tissue preservation for 

further histological analysis. A piezo control on the objective allows additional optical 

sectioning. 
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2.2 METHODS 

Plaque labelling in a 5xFAD mouse 

A female 5xFAD (12 months) mouse was intraperitoneal (IP) injected with 10 mg/kg of 

Methoxy-X04. After two days, the mouse was anaesthetised with intraperitoneal (IP) injection 

of sodium pentobarbital (50 mg/kg) and transcardially perfused with 20 ml of 1X phosphate-

buffered saline (PBS, pH 7.4) at 4°C, followed by 20 ml of 4% paraformaldehyde (PFA) at 4°C. 

After extraction, brain tissue was stored in 4% PFA at 4°C for 24 hours before washing three 

times with 1X PBS and storing in 1X PBS with 0.01% NaN3 until imaging. 

 

Sox14 expression mapping 

The brain from a Sox14GFP/+ (P21) mouse was extracted by anaesthetisation with sodium 

pentobarbital (50 mg/kg) and a transcardial perfusion process using 20 ml 1X PBS at 4°C, 

followed by 20 ml 4% PFA at 4°C. Brain tissues were post-fixed in 4% PFA and kept at 4°C for 

24 hours before transferring to 1X PBS with 0.01% NaN3. 

 

Co-injection for anterograde and retrograde labelling of thalamic connectivity 

Following anaesthetisation with isoflurane, an adult C57BL/6 mouse was head-fixed within a 

stereotaxic injection setup. The isoflurane flow rate was modified to keep a stable respiratory 

rate. The injection coordinates for the LGd were AP 2.1 mm, ML 2.0 mm and DV 2.3 mm. We 

used a cranial drill to thin the skull and glass pipette filled with a mixture of 0.25 μl of pAAV-

CAG-tdTomato (anterograde) and 0.25 μl of pAAV-hSyn-EGFP (retrograde). A co-injection was 

done to reduce the number of injections ensure both viruses were delivered to the same site. 

After 10 minutes, the glass pipette was slowly retracted. Mice were left to recover for two 

weeks before IP injection of sodium pentobarbital (50 mg/kg) and transcardial perfusion with 

20 ml of 1X PBS (pH 7.4) at 4°C, followed by 20 ml of 4% PFA at 4°C. After extraction, brain 

tissue was stored in 4% PFA at 4°C for 24 hours before washing three times with 1X PBS and 

storing in 1X PBS with 0.01% NaN3 until imaging. 

 

Sample preparation for serial two-photon imaging 

Samples were embedded in agarose before STP imaging. A 4.5% oxidised-agarose solution 

was prepared by stirring agarose (type 1; Sigma) with 10 mM NaIO4 (Sigma) and 50 mM 

phosphate buffer (PB) at room temperature in a light-shielded environment for 2 hr 30 mins. 
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The oxidised-agarose solution was filtered three times with PB before re-suspending in PB 

and stored at 4°C until performing the embedding process. During embedding, two 25G 

needles were horizontally inserted approximately 5 mm apart, through a disposable cube-

shaped embedding mould (VWR #E6032-1CS) to provide a horizontal platform to support the 

mouse brain. The oxidised-agarose solution was heated to boiling point in a microwave and 

left to cool to 65°C. After filling the mould with agarose, the mouse brain was placed onto the 

needle platform using a set of forceps. The needle platform aided alignment of the sample 

within in the agarose preparation. Furthermore, slicing a flat surface from the sample was not 

required, meaning the entire sample could be imaged. Finally, the embedded sample was left 

to passively cool to room temperature until becoming solid, before carefully extracting from 

the moulds and immersed and stored within 1X PBS with 0.01% NaN3 at 4°C until imaging. 

 

TissueCyte 1000 for serial two-photon tomography 

STP tomography of an entire mouse brain was done using a TissueCyte 1000 imaging system 

(Fig. 2.1). Brain samples embedded in the agarose block were glued to a magnetic slide using 

a cyanoacrylate-adhesive (Loctite Ltd.) with the anterior-posterior axis aligned with the 

imaging objective. The slide was fastened into a custom-designed 1.5 L water bath using 

magnets to keep the sample stationary. The sample was aligned with the medial-lateral axis 

of the brain parallel to the X-axis of the stage, and the dorsal-ventral axis of the sample aligned 

with the Y-axis of the stage. The water bath was filled with phosphate buffer (PB, pH 7.4) with 

0.01% NaN3 to keep the sample hydrated during imaging and to prevent bacterial growth. 

The water bath containing the sample was fastened onto a motorised XYZ stage, and a custom 

cooling coil (Corio CD-200F; JULABO UK Ltd.) was positioned into the bath and set to 4°C (see 

the modifications below). A high-powered femtosecond Ti:sapphire (Chameleon Ultra II; 

Coherent) laser generated the laser excitation beam with a 690-1080 nm tuning spectral 

range. A 16× water immersion objective (0.8 NA, 3 mm working distance; Nikon) was attached 

to a piezo motor with a 400 μm range to allow independent Z-axis manipulation of the 

objective of optical Z-stacks without requiring the entire XYZ stage to be manipulated. The 

fluorescence emission path consisted of three PMTs for three-channel fluorescence 

collection. Channels were split into red wavelengths (>560 nm) using a Dichroic T560LPXR 

low-pass mirror, and subsequently splitting green wavelengths (500-560 nm) and blue (<500 

nm) wavelengths using a Dichroic 500DCXR mirror. A microtome mounted to the side of the 
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water bath provided physical sectioning. The microtome blade extended to a depth of 3 mm 

to be in approximate alignment with the working distance of the objective. The 400 μm piezo 

control Z-axis range of the objective provided moderate leniency in this alignment.  

 

We used the following approach for system alignment. The sample was secured within the 

water bath and submerged under PB. The upper surface of the agarose embedded sample 

was then roughly aligned with the imaging plane of the objective and the microtome blade. 

Next, we defined a tile imaging area in X and Y by determining the stage positions 

corresponding to the left-most, right-most, top-most and bottom-most extents of the sample. 

All positions were marked with respect to the objective focal point. The area was then divided 

by dimensions of a single tile to get the required number of tiles in X and Y to cover the 

sample. For the 16× objective used here, a tile approximated to a 1 × 1 mm FOV corresponding 

to 10 × 12 tiles covering the coronal view. The total depth of imaging was defined by using 

the section thickness and specifying the number of physical sections that were required. It 

was possible to physically section at 100 μm thickness, meaning the entire mouse brain is 

imaged in 150 to 200 sections. Typically, total imaging depth was less than this because some 

regions of the brain might not be relevant to the study; the cerebellum and olfactory bulb 

areas could be omitted, for example. The piezo control of the objective enabled optical 

sectioning and Z-stacking at each tile position across a 400 μm range. In theory, optical 

sections could be sampled at any depth, meaning the entire mouse brain could be sampled 

in the Z-axis every micron. In practice, this would be excessive for most applications and 

would generate an extraordinary amount of data and would take several weeks to accomplish 

imaging of an entire mouse brain. Following Nyquist theorem, a minimum sampling every 25 

μm would sample individual cells twice. To improve the sampling, optical sectioning every 10 

μm was typically performed. During the alignment steps here, the XYZ stage would often not 

correctly position itself in the Z-axis. To ensure the stage was correctly calibrated, dry-run 

sectioning was performed by repeatedly running the sectioning process with a blade vibration 

frequency of 60 Hz and velocity 0.35 mm/s, as implemented during the automated acquisition 

process.  

 

Once alignment and consistent tissue sectioning was confirmed, we tuned the laser excitation 

wavelength and set the PMTs to an ideal gain. Imaging parameters were calibrated by running 
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a continuous image acquisition process and modifying the objective height, laser wavelength, 

PMT gain, image resolution, laser scanning parameters, and the laser power adjustment if 

taking optical Z-stacks. Further dry-run tissue sectioning with the microtome was needed to 

validate consistent sectioning before initiating the STP tomography scan in autonomous 

mode.  

 

During the autonomous scanning, the XYZ stage translates the sample underneath the 

objective at the front-left tile position where imaging for a section always starts. The laser 

shutter opens for 2P excitation, with emission collected across the three PMTs. All optical 

planes were sampled at a single tile position before translating the sample to the next tile 

position, if optically sectioning. Section imaging was completed once all tile positions and 

optical sections were acquired. The sample is then translated to the microtome for physical 

sectioning of tissue. Tissue slices remain free-floating in the PB solution but were not likely to 

drift underneath the imaging objective. The sample is returned to imaging objective to repeat 

the imaging procedure. Following STP scan completion, free-floating slices were extracted 

from the PB and stored in 1X PBS with 0.01% NaN3 at 4°C. When imaging high-resolution at 

2080 × 2080 pixels per tile, a scan across a mouse brain at resolution 0.54 × 0.54 × 10 μm 

would complete after five days of acquisition time and yields roughly 3 TB of raw data (3 MB 

per tile). All image data was saved onto a network-attached storage (NAS) drive (DS1815+; 

Synology Inc.). 

 

For Methoxy-X04 imaging, we used 740 nm excitation with emission collected over the blue 

channel using an additional 435/40 nm BrightLine bandpass filter (Laser 2000 Ltd.) to limit 

signal bleed-through from the green channel. A 920 nm laser excitation wavelength was used 

for GFP imaging in the Sox14gfp/+ mouse, with GFP collection on the green channel with an 

additional 525/40 nm Brightline bandpass filter (Laser 2000 Ltd.). For pAAV-CAG-tdTomato 

and pAAV-hSyn-EGFP imaging, we used 980 nm excitation which provided an optimum single 

wavelength excitation for both tdTomato and EGFP two-photon cross-section absorption 

(Drobizhev et al., 2011). 
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Modifications to TissueCyte 1000 

The TissueCyte 1000 system was designed to be a complete pre-configured system, but has 

many shortcomings which prevent this being the case. In its initial configuration, the system 

was capable of robustly sectioning 100 μm. However, thinner sectioning can be advantageous 

for reducing laser scattering and power attenuation at deeper tissue depths. Below 100 μm 

the system was not robust at slicing and caused some slices to be obliquely acquired. Irregular 

slicing resulted in an uneven thickness of the tissue between the plane of imaging and the 

objective and led to uneven illumination artefacts. Microtome slicing issues were attributed 

to a steep angle-of-attack for the blade, which would snag on tissue during the sectioning 

procedure. In severe cases, soft tissue areas such as the caudate putamen were completely 

excised from the sample. The first modification to the system was the removal of the 

microtome and changing the blade angle-of-attack to a shallower approach. This improved 

slicing quality and permitted robust slicing down to 40 μm thickness. Sectioning thinner than 

40 μm did eventually result in oblique slicing. A diamond blade or improved microtome 

configuration might reduce robust slicing to 20-30 μm. 

 

The second modification ensured the system retained an optimum imaging environment 

during scans which could last up to a week. During extended STP scans, the PB temperature 

increased from 4°C to 28°C. This raised two critical concerns. First, the PB would evaporate 

during long imaging sessions over a day. If the level dropped below the height of the objective, 

it would affect the laser excitation and emission path. If it dropped below the surface of the 

block, the sample would dehydrate. The second concern was that free-floating slices would 

degrade when left at 28°C in the PB solution. Tissue degradation resulted in the generation 

of extraneous tissue debris which would float between the objective and the sample and 

cause shadowing artefacts during image acquisition. This was resolved by designing a custom 

cooling coil that was attached to a commercial cooling system (Corio CD-200F; JULABO UK 

Ltd.). To accommodate the cooling coil, we designed a custom 1.5 L plexiglass water bath. The 

custom system permitted cooling of the PB to a constant 4°C throughout extended periods of 

imaging and prevented tissue from degrading. Cooling the slices also permitted tissue 

sections to be extracted after imaging for staining and histological procedures, without 

worrying about tissue degradation.  
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The third modification was to improve the spectral discrimination between all three channels. 

Natively, the Dichroic T560LPXR and Dichroic 500DCXR mirrors split wavelengths into the red 

channel (>560 nm), green channel (500-560 nm) and the blue channel (<500 nm). Restriction 

of fluorophore emission bleed-through across detection channels was achieved using a 

525/40 nm Brightline bandpass filter (Laser 2000 Ltd.) installed onto the green channel PMT, 

and a 600/37 nm Brightline bandpass filter (Laser 2000 Ltd.) installed onto the red channel 

PMT.  

 

Stitching pipeline  

The native stitching pipeline supplied by TissueVision required stitching in MATLAB 

(Mathworks) and ImageJ/Fiji (Schindelin et al., 2012) using a deprecated stitching plugin. 

Stitching was only possible after imaging was completed and took several days to complete. 

With native stitching limiting throughput, a faster custom stitching pipeline for execution 

alongside TissueCyte 1000 acquisition was created and is described as follows (Fig. 2.2). 

 

Individual tiles at 2080 × 2080 pixel resolution acquired through STP imaging were stitched 

together with a custom pipeline written in Python that calls ImageJ/Fiji. First, to expedite the 

stitching configuration, an output file from TissueCyte 1000 is automatically read for 

parameter values dictating the number of tiles to expect for stitching, the number of sections, 

the resolution of imaging and where the data is stored. Once the system saved all tiles per 

physical section, each tile was read from the network storage device onto the local 

workstation. Saving the tile data locally mitigated increased image read times over the 

network. Each tile was cropped to 2024 × 2024 pixels from an original 2080 × 2080 pixel size 

to remove artefacts on the edges of each tile. A previously acquired average flatfield image 

was gaussian blurred (kernel size 201 × 201 pixels), divided by its maximum intensity value, 

and subtracted away from integer value 2. This converted the flatfield image into a correction 

image. When opting not to use the flatfield image, an approximation can be generated from 

1000 randomly sampled non-blank tile images. We applied an intensity ramp defined by a 

quarter-circle to a 144 pixel-wide boundary along each edge of the correction image, resulting 

in a non-linear reduction in pixel intensity to zero value at the absolute edge of each tile. 

Intensity ramping reduced tiling artefacts when tile images were stitched together (Fig. 2.2B). 

Each STP tile was multiplied by the intensity-ramped correction tile and stitched using the 
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Grid/Collection stitching plugin in ImageJ/Fiji using maximum intensity projection along the 

overlapping regions. Stitched images were converted to 8-bit by appropriately scaling the 16-

bit image range, and additionally downsized to an isotropic voxel size of 10 μm for post hoc 

computational analysis. 

 

Visualising data 

To visualise STP data, ImageJ/Fiji was used to load individual and multiple stitched coronal 

sections. Depth-coded stacks for unique colour mapping each Z position in a Z-stack was done 

using the Cookbook plugins in ImageJ/Fiji. Visualisation of whole-brain data was done by 

downsampling the total Z-stack to 5 × 5 × 10 μm voxel size and viewing in Imaris (Bitplane; 

Oxford Instruments). 
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2.3 RESULTS 

Improved tile stitching process 

The improved tile stitching pipeline was executed alongside STP acquisition and drastically 

expedited the stitching procedure. STP imaging of a 50 μm thick section thickness with 10 μm 

optical sections completed in 30 minutes (Fig. 2.2A). Stitching all tiles for a single optical 

section was completed in around 2 minutes, with all stitching completed 10 minutes after the 

STP scan concluded (5 optical sections × 2 minutes per tile). This stitching pipeline resulted in 

a drastic improvement in processing time compared to the original pipeline, which only 

started after imaging was completed and took days to process. Stitching in parallel with image 

STP acquisition also afforded the ability to halt and modify the scan configuration, which 

proved valuable for longer scans. Generating a correction tile (Fig. 2.2B) and feathering using 

a circular function on the overlap edges of the tiles improved the overall quality of the final 

stitched image by reducing edge-artefacts in the tiles that could propagate into the stitched 

result. Tile stitching was a necessary first step in processing in order to generate a complete 

coronal section of tissue for viewing and downstream analysis methods (Fig. 2.2C).  
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Figure 2.2. Image stitching pipeline. A. TissueCyte 1000 acquires tiles in a snaking pattern 

from the front-left tile position. All optical sections are acquired per tile position as piezo 

control of the objective in the Z-axis is faster than the translational movement of the motorised 
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stage in the Z-axis. B. A flatfield image is cropped around the edges to remove high-intensity 

artefacts. Photobleaching on the trailing edges of tiles (left and bottom edges) results in a 

reduced intensity, as shown in the intensity plot of the indicated region in blue (left). A 

Gaussian filter is applied to the flatfield tile to smoothen out the intensity distribution and 

rotated 90° to orientate the tile with the imaging axis (middle). The flatfield tile is subtracted 

from integer value 2 to give a multiplicative correction tile and feathered along the edges with 

a circular function (right). The final tile is multiplied against all tiles in the section currently 

being stitched to correct for uneven illumination and improve the final stitched result. C. All 

tiles per optical section are fed into ImageJ/Fiji and stitched with the Grid/Collection stitching 

plugin. Individual tiles are visualised here with alternating blue and red colour maps. A single 

stitched section of 12 × 10 tiles takes around 2 minutes to complete.  

 

STP imaging of Aβ plaques shows aggressive brain-wide amyloid pathology 

STP imaging Methoxy-X04 stained Aβ plaques in a 12-month-old 5xFAD mouse shows an 

impressive capacity to map plaque distribution throughout a large volume of the mouse brain 

(AP +0.4 to AP -6.6; Fig. 2.3A). An acquisition pixel resolution of 0.54 μm allowed individual 

plaques to be identified. Additionally, multichannel imaging of Methoxy-X04 alongside 

background autofluorescence enabled segmentation of Aβ plaques over the background 

signal. Spectral delineation between signals offers a starting point for deeper imaging 

analysis. In the exemplar demonstration here, the 5xFAD mouse model represents an 

aggressive Alzheimer’s model with Aβ plaques most prominently located in the isocortex and 

predominantly layers 5 and 6. The subiculum and hippocampus formations (HPF) also show a 

marked increase in amyloid pathology over neighbouring areas. The cerebellum shows the 

least pathology compared to the rest of the brain volume. This result is in agreement with 

known pathology for the 5xFAD mouse model which exhibits severe subiculum and layer 5 Aβ 

deposits from as young as 16 days (Richard et al., 2015) with neuronal loss observed in layer 

5 pyramidal neurons after 12 months (Jawhar et al., 2012). In theory, a neuronal stain could 

quantify neuronal loss using the complete STP imaging approach demonstrated here.  

 

STP imaging of the Sox14gfp/+ mouse shows an extensive thalamic and hypothalamic 

distribution of Sox14 gene expression 
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High-resolution imaging in the P21 Sox14gfp/+ mouse revealed the widespread thalamic 

distribution of Sox14 expressing cells across first and higher-order sensory nuclei, not 

previously reported (Fig. 2.3B). High gene expression observed in the dorsal lateral geniculate 

nucleus (LGd) agrees with the co-localisation of Sox14 expression with the local GABAergic 

interneurons in the LGd (Jager et al., 2016). The superior colliculus (SC) showed extensive GFP 

expression, resulting in saturation of the PMTs and inability to distinguish between individual 

nuclei (Fig. 2.3B). The high SC GFP expression allowed the Sox14 transgenic mouse line to 

being phenotyped by looking at the SC under a widefield fluorescence microscope. High 

spatial resolution of 0.54 μm allowed clear distinction between individual cells. However, 

clear distinction was not possible in regions where there was sufficiently dense aggregation 

of fluorescent signal such as in the SC and periventricular regions of the hypothalamus (Fig. 

2.3Bi-ii). High spatial-resolution combined with strong fluorescence morphologies opens the 

door for downstream analysis methods, such as cell counts and density quantification.  
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Figure 2.3. Exemplar results for serial two-photon whole-brain imaging and stitching. A. 

Visualising Aβ plaque distribution from AP +0.4 to AP -6.6 in a 12-month female 5xFAD mouse 

following Methoxy-X04 IP injection. Projecting Methoxy-X04 signal (magenta) over 

background autofluorescence (grey) reveals the lowest amyloid pathology in the cerebellum 

with most severe pathology in the SUB, cortex L5 and L6, and HPF. High Methoxy-X04 

fluorescence over background signal combined with multichannel acquisition opens the door 

for whole-brain amyloid pathology tracking in Alzheimer’s mouse models. B. Depth-coded GFP 

expression mapping from AP -4.0 to AP -2.0 in the Sox14gfp/+ transgenic mouse (P21) shows 

the previously unknown thalamic distribution in both first and higher-order sensory nuclei. 

Expression in the LGd fits with previously reported results. High-resolution imaging permits 

segmentation of single cells which can facilitate additional downstream analysis methods 
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such as cell counting. Subiculum, SUB; hippocampus formation, HPF; dorsal lateral geniculate 

nucleus, LGd. 

 

Co-injection of anterograde and retrograde virus labelling shows brain-wide connectivity of 

the LGd 

Co-injection of pAAV-CAG-tdTomato (anterograde) and pAAV-hSyn-EGFP (retrograde) in the 

LGd showed extensive mapping of axonal projections and soma throughout the mouse brain 

(Fig. 2.4). Labelled projections were located ipsilateral to the injection site (Fig. 2.4A) with 

some contralateral afferents projecting from the posterior midbrain (MB; Fig. 2.4B). Strong 

axonal and dendritic GFP expression (Fig. 2.4Ai) allowed morphology of individual neuronal 

processes to be studied. Multi-fluorophore tdTomato and GFP excitation was possible by 

choosing a 950 nm excitation wavelength, which balanced the cross-section absorption 

spectra for both fluorophores and gave strong GFP and tdTomato emission (Fig. 2.4Aii). The 

injection tract could be clearly identified by strong tdTomato expression in the somatosensory 

cortex (SSP), which is dorsally positioned to the LGd target injection site. Retrograde (green) 

and anterograde (red) labelling of projections from soma within the LGd show fascicle 

structuring into fibre bundle tracts (yellow) (Fig. 2.4Aiii). LGd afferent (green) projections 

mainly traverse through the reticular nucleus (RT). Pyramidal neurons in the visual cortex (VIS) 

layer 6 appear to be the primary afferent input to the LGd. 

 

A mosaic of maximum intensity projections (Fig. 2.4B) shows distinct connectivity across an 

extensive anterior-posterior volume of the mouse brain. The ability to map this large volume 

demonstrates the utility of whole mouse brain imaging for the interrogation of brain-wide 

circuitry. 
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Figure 2.4. pAAV-CAG-tdTomato (anterograde) and pAAV-hSyn-EGFP (retrograde) co-

injection labelling of LGd connectivity. A. Maximum intensity projection of coronal volume of 
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tissue from AP -2.3 to AP -1.8. Strong fluorescence signal from axons allows axonal 

morphology to be visualised (i). Multichannel STP imaging enables both anterograde and 

retrograde labelling to be distinguished (ii) with co-localisation of projections as they traverse 

through fibre tracts (iii). Panel A scale bar is 1 mm and 100 μm for panels i-iii. B. Mosaic of 

maximum intensity projections across the mouse brain, revealing the extent of brain-wide 

labelling. Afferent and efferent projections mostly originate ipsilateral to the injection site 

with some MB afferent projections originating from the contralateral side. Scale bar 1 mm. 

Somatomotor cortex, MO; somatosensory cortex, SSP; hippocampus formation, HPF; dorsal 

lateral geniculate nucleus, LGd; reticular nucleus, RT; midbrain, MB; visual cortex, VIS; superior 

colliculus, SC; thalamus, TH; auditory cortex, AU; lateral dorsal nucleus, LD. 
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2.4 DISCUSSION 

STP tomography provided an exceptional tool to study cytoarchitecture across the entire 

brain as well as specific volumes of tissue. Using a block-face imaging approach negates the 

necessity to manually align individual coronal sections of tissue, which improved the system 

throughput and easily allowed colour-coded intensity projections to reveal depth information 

in a two-dimensional representation. The custom stitching pipeline executed alongside STP 

acquisition generated a complete digital data set ready for analysis 10 minutes after 

acquistion completion. This expedited pre-processing timeframe was a considerable 

improvement over the original stitching pipeline. Cooling the PB and free-floating slices 

provided a general improvement to sectioning, imaging and slice integrity throughout the 

imaging experiments. Free-floating sections of tissue could be extracted and stored at 4°C for 

staining with DAPI, for example (Tarnowski et al., 1991).  

 

Imaging at 0.54 × 0.54 × 10 μm revealed fluorescence from individual soma, axonal and 

dendritic structures (Fig. 2.3B), and non-neuronal structures such as Aβ plaque pathology (Fig. 

2.3A). This proof of imaging capability could expand into several exciting studies such as Aβ 

pathology quantification in Alzheimer’s mouse models and comparison of the 5xFAD model 

with the less aggressive APP23 model. Cross-sectional studies on cohorts of Alzheimer’s 

mouse models at a variety of ages would allow tracking of initial Aβ seeding and spread across 

murine age. Furthermore, clear axonal and dendritic morphology from neuronal tracing 

techniques, can further our understanding of brain connectomics, cell types, and morphology.  

 

STP tomography can therefore be used for several anatomical studies (see ‘Chapter 5’ and 

‘Chapter 6’). However, effort needs to go towards obtaining quantitative information from 

these extensive data sets. To this end, the following two chapters focus on the development 

of analysis tools to automatically register data with a reference atlas for identifying and 

delineating thousands of anatomical regions of the brain. Then we discuss the development 

of a novel pipeline which uses the registration result to target automated cell detection using 

a deep-learning approach, building on previous research (Moore et al., 2018). At the end of 

this thesis, these pipelines address the anatomical connectivity of local thalamic interneurons 

in the visual processing pathway, expanding upon the distribution observed in the Sox14gfp/+ 
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experiment presented here, and for investigating anatomical changes in mice during the 

ageing paradigm.  
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2.5 TROUBLESHOOTING, CAVEATS AND FUTURE PERSPECTIVES 

STP with a resolution of 0.54 × 0.54 × 10 μm across the mouse brain took five days to complete 

and generated terabytes of data. Unfortunately, flaws in the system design and software 

implementatoin can result in several issues occurring during acquisition. Here we discuss 

some of these issues and any future considerations or resolutions that address those 

shortcomings, where applicable.  

 

During STP imaging, the system saves several 3 MB tile images every second. Limitations in 

network bandwidth and inability to successfully save data can result in tile corruption. As part 

of the stitching process, a validation check is done on the tile data to ensure they can be 

opened without causing errors in the stitching process. If found, any corrupted tiles were 

replaced with a blank tile. Unfortunately, there is no way to reclaim the missing tile data and 

issues with reading and writing data can become more prominent for high Z-resolution scans 

as the number of successive optical images acquired per tile position and per second, 

increases. For a 10 μm Z-resolution over a 50 μm thick slice, five optical plane images were 

acquired in quick succession and resulted in a handful of corrupted tiles across the entire data 

set. Increasing the Z-resolution to 5 μm over a 50 μm thick, ten optical planes were acquired 

in quick succession resulting in eventual corruption of all tile data midway through the scan. 

The system is incapable of detecting corrupted images, meaning the scan will continue to 

operate without generating any image data. Network bandwidth is therefore essential to 

enable high Z-resolution STP scans. 

 

The software was also prone to memory errors which caused the system to halt acquisition. 

Unfortunately, there is no easy way to restart the scan, instead requiring a new scan 

configuration. That said, it is possible that no data will be lost, as imaging can be restarted 

from the same slice position. This did require intimate knowledge of the system operation 

and which imaging parameters require resetting. Frustratingly, saving scan configurations 

does not save all necessary information meaning all parameters need to be reconfigured as if 

from scratch. In addition, stage translation position errors mean that a new scan can be 

slightly misalignment from the previous scan. Each new scan also requires a new output 

directory so data sets can be split across multiple directories. This can become quite 

challenging when handling several thousand image files. 
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A highly valuable technique in optical microscopy is image averaging. Line or frame averaging 

helps preserve signal of interest, whilst suppressing random noise fluctuations. Averaging is 

essential for improving signal-to-noise (SNR) level and therefore image quality. 

Unfortunately, the operating software for TissueCyte 1000 has no averaging capability, and it 

is not possible to force the system into an averaging scheme. Of course, averaging would 

increase imaging time by a factor of the number of averaged images.  

 

The laser control and software control are completely independent, meaning only a single 

laser excitation wavelength is possible. Having the ability to switch laser excitation 

wavelength would enable peak excitation of multiple fluorophores, rather than rely on a 

single excitation wavelength which balances between the peak cross-sections of multiple 

fluorophores in the sample. 

 

Control of the motorised XYZ stage during the alignment stage of system operation is done 

using individual distance commands which are input as a single numeric value. To translate 

the stage +1000 μm in the X-axis and -2000 μm in the Y-axis requires first inputting the value 

1000 and moving the stage in the +X direction, and then changing the value to 2000 and 

moving the stage in the -Y direction. Whilst stage translation is fast, repetitive stage 

translation for alignment of the sample is time intensive. To further complicate the process, 

there is no implementation of error or collision detection. Care must, therefore, be taken to 

prevent accidental collision of the sample with the objective or microtome. Stage movements 

are required to be small if operator experience is limited with the system, adding to an already 

time-intensive procedure. A valuable implementation would be the addition of a control 

panel with three dials for three-dimensional manipulation of the stage to enable faster 

alignment protocols for the system.  

 

Microscopes using PMT detection should be light-shielded due to their sensitivity. However, 

there is poor design of the TissueCyte 1000 system in this regard. The system is contained 

within an enclosure which is surrounded by a laser-blocking blackout curtain. Whilst this 

shields the system from external light during imaging or during standby, optimising the 

imaging parameters during set up requires frequent access to the system, which is inside the 
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enclosure, whilst also requiring the system to be light-shielded for the duration of the 

imaging. Crucially, the light path for the system is not light-shielded and more importantly, 

the PMTs are not shielded. Redesigning the system to a more optically compact layout with 

light shielding between optical components would enable imaging without the constant 

concern of damaging the PMTs.  

 

A significant component of block-face imaging is the ability to section the tissue. 

Modifications were made to optimise slice sectioning quality from 100 μm down to 40 μm. 

However, the microtome vibration system is noisy, and slicing could be further improved to 

robust sectioning of 20-25 μm. A modified microtome instrument would increase slicing 

quality and time efficiency. The use of a diamond or sapphire blade would also permit slicing 

down to even 10-15 μm. This would also benefit slicing of tough tissue structures, such as the 

membrane meninges, which might otherwise add to imaging artefacts. 

 

Despite fast manipulation, the motorised XYZ stage exhibits severe errors in the reported 

position. This is due to a driver issue which is still required by the operating software of 

TissueCyte 1000. Knowing the exact stage position can be used to improve the stitching 

pipeline down to single pixel accuracy and ensures complete reconstruction of images. This 

could be resolved by completely swapping out the motors for the stage control with newer 

and faster components and utilise the correct error readout to improve the stitching pipeline.  

 

Obtaining a complete coronal section of tissue requires tiling the objective FOV over a defined 

tile area (Fig. 2.2C). However, the shape of a coronal section of tissue does not fill the 

complete tiled area, meaning there is redundant imaging. Considering the oblate shape of a 

mouse brain, a considerable number of blank tiles stacks up over the course of volume 

imaging. STP imaging time could be expedited with a quick first pass scan at low resolution to 

obtain the exact shape of the tissue section that requires imaging. High-resolution imaging 

could be targeted to tile positions where there is tissue, with blank tiles omitted. 

 

Ultimately, a lot of the problems with the system as described above originate from issues 

with the operating software. A recommended area of future direction is, therefore, the 

complete overhaul of the operating software and a redesign of the system to improve several 
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mechanical drawbacks. Creating a more compact microscope would improve usage protocols, 

reduce risk of damaging the PMTs, improve the XYZ stage control, as well as imaging and 

position readout. Faster mechanical manipulators would also expedite the imaging process. 

Whilst this would be an extensive endeavour, the STP system created by TissueVision is 

fundamentally limited in many areas and could be drastically improved for speed, accuracy 

and image quality. 
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Chapter 3 

 

WHOLE-BRAIN MOUSE REGISTRATION TO COMMON COORDINATE FRAMEWORK FOR 

ANATOMICAL DELINEATION 

 

ABSTRACT 

One challenge associated with whole mouse brain digital data sets is the delineation and 

extraction of anatomical regions of interest. Human delineation is subjective, error-prone, 

and challenging on large data sets containing thousands of individual images. Segmenting a 

three-dimensional data set is also further complicated when using a two-dimensional 

reference atlas or image. To this end, we created an automated registration pipeline using 

the Elastix framework, which registers high-resolution serial two-photon tomography data of 

the whole mouse brain with the comprehensive Common Coordinate Framework version 3 

(CCF3) atlas from the Allen Brain Institute. Executing the pipeline on downsampled (10 μm 

isotropic) imaging data takes 30 minutes and results in the identification of thousands of 

anatomical regions referenced according to the Allen Brain Institute taxonomy. As 

registration procedures derive from MRI applications, we optimised parameters to ensure 

robust performance on high-resolution data with comparisons to existing parameter 

configurations used in other studies. The custom parameter configuration created here 

presented the most optimum registration procedure, showing excellent performance in 

target registration error, image similarity measures and visual assessment. Improved 

registration was also observed on tissue presenting with tearing and corruption. 
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3.1 INTRODUCTION 

Whole-brain imaging techniques including STP tomography, light-sheet tomography, MRI and 

PET, come with a variety of analytical challenges. One of the most critical of these is the 

anatomical delineation of the tissue subject, as it permits inference on structural and 

functional topography (Ding et al., 2016; Nakamura et al., 2000). It is also necessary for 

providing a common spatial framework to compare subjects within a species, or even 

comparing between species. The common, classical approach for tissue delineation is using 

expert human anatomists to annotate regions of interest in tissue, visually. Staining methods 

can assist this challenge by adding contrast between neuronal structures, a technique 

perpetrated by the likes of Ramón y Cajal when investigating the laminae tonotopic 

organisation of the auditory cortex (Ramón y Cajal, 1909). Staining in the modern laboratory 

still relies on these classic protocols such as the Nissl stain technique (Nissl, 1894).  

 

Use of Nissl and other staining protocols such as Acetylcholinesterase staining (Karnovsky & 

Roots, 1964), in combination with expert human neuroanatomist annotation, lead to the 

creation of the Franklin and Paxinos (FP) atlas (Franklin & Paxinos, 2008) and also the Allen 

Reference Atlas (ARA; Dong, 2008), the first generation of atlas from the Allen Brain Institute. 

Both are arguably the two most commonly utilised mouse brain atlases. The FP atlas consists 

of 100 coronal sections evenly spaced 120 μm apart, spanning the complete rostral-caudal 

extent of the mouse brain, with over 800 anatomical delineations identified. In comparison, 

the ARA consists of 132 coronal sections evenly spaced at 100 µm apart and also spans the 

full rostral-caudal extent of the mouse brain. The ARA also has a sagittal atlas consisting of 21 

slices spaced at 200 µm apart, spanning the medial-lateral extent of the brain.  

 

The FP atlas is used ubiquitously for stereotaxic injections and electrode placement. 

Consequently, the FP atlas can be regarded as the most universally used coordinate system 

and enables different research laboratories to share, compare and standardise protocols for 

stereotaxic surgeries and injections. That said, biological variation with overall brain size and 

differences in subregion volumes means that a simple coordinate position is not directly 

translatable between different subjects. Stereotaxic injection techniques take several months 

to practice with multiple calibration steps required to ensure the target brain region is 

targeted. On the other hand, the ARA atlas is frequently used for reference in the 
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identification of tissue regions during slice work. This is due to the ARA atlas constituting one 

of the most publicly accessible atlases from those that are available. Whilst the ARA is 

comprehensive for its annotation, the atlas itself is not readily associated with a common 

coordinate scheme much like the FP atlas.  

 

In 2015, the Allen Brain Institute released a new atlas which used high-resolution STP 

tomography consisting of 528 coronal sections spaced 25 μm apart, of 1,231 samples of the 

C57BL/6J mouse (Kuan et al., 2015). All samples were registered together to generate a single 

average atlas, which was referenced with the ARA to generate a segmented annotation atlas. 

The 528 coronal sections were interpolated in the rostral-caudal axis to generate 1,320 

coronal sections for a complete annotation atlas of 10 μm isotropic voxel size. The atlas was 

intentionally created to provide a common coordinate framework (CCF) and presented the 

most comprehensive atlas at the time with a virtually complete mouse brain sampled every 

10 μm in all axes, instead of being restricted to sampling every 100 μm or 120 μm as in the 

original ARA and the FP atlases. The lack of sampling in the rostral-caudal domain for the ARA 

and FP atlases is particularly problematic when working with slice tissue which does not 

spatially correspond with any of the atlas coronal sections.  

 

Additionally, the developing mouse brain has structural differences with an adult mouse 

(Baloch et al., 2008) and general biological variability between samples, including brain size, 

ventricle sizes, and slight deviations in the position and shapes of many brain structures. Such 

variations can make it challenging to use the lower-sampled FP and ARA atlases. Adding to 

this, tissue samples derived from subjects with a neurological disease pathology may exhibit 

vastly different brain structure and volume, as seen in hallmark subjects of Alzheimer’s 

disease (Maheswaran et al., 2009) and Huntington’s disease (Cepeda-Prado et al., 2012). 

Extraction of brain tissue during transcardial perfusion techniques can also deform, tear, and 

corrupt tissue integrity. Having access to a higher rostral-caudal sampled atlas gives additional 

contextual anatomical information which can aid with manual referencing of tissue regions.  

 

A significant use of brain-wide atlases is to compare samples by providing a common spatial 

framework. The comprehensive CCF atlas excels in this regard. However, the CCF atlas 

annotation labelling is derived from the FP atlas whilst the annotations boundaries are 
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derived from the ARA. Consequently, the FP and ARA labelling and annotations do not 

conform with each other. The most recent 2017 CCF atlas from Allen Brain Institute (CCF3) 

improved upon the 2015 version by increasing the interpolation accuracy between Z-slices 

and, perhaps prudently, also changed the labelling scheme from the ARA, from which it was 

initially derived (Q. Wang et al., 2020). There is, therefore, a remarkable discrepancy between 

all existing mouse atlases. Yongsoo Kim Lab (YKL) attempted to address this inconsistency by 

merging the annotations and labels in the CCF3 and FP atlas (viewable online at 

https://kimlab.io/brain-map/atlas)(Chon et al., 2019). Atlas region coverage was also 

improved by also including the cortico-striatal projection pattern segmentations in the dorsal 

striatum. Although the atlas achieves the goal of merging atlases, it does not contain the 

extensive 1,320 coronal sections of the CCF3 atlas and is limited to only 132 Z-slices. This is 

comparable to the ARA and FP atlases. Consequentially, the CCF3 atlas is still better equipped 

for whole-brain studies. Despite recent efforts in atlas generation, a common unified atlas 

does not currently exist.  

 

Referencing an atlas for tissue delineation adds another complication. That is expert human 

neuroanatomists present annotation discrepancies between themselves and each other 

(Niedworok et al., 2016). An anatomist might use high contrast landmark features in tissue to 

assist in the demarcation of tissue regions, such as white matter tracts and ventricles. 

However, protocols detailing how to identify these anatomical landmarks and how to 

delineate them are variable (Nestor et al., 2013).  

 

One study tasked 11 expert human anatomists with annotating nine regions in coronal 

sections of mouse brain tissue (Fig. 3.1; Niedworok et al., 2016). Regions included the anterior 

cingulate area (ACA), anterior hypothalamic nucleus (AHN), medial vestibular nucleus (MV), 

retrosplenial cortex (RSP), primary somatosensory area (SSp), subiculum (SUB), primary visual 

cortex (VISp), secondary visual cortex anteromedial part (VISam) and ventral posteromedial 

nucleus of the thalamus (VPM). They observed weak agreement between the human 

anatomists for every tested structure with worst performance seen in the VPM where some 

annotations barely shared any overlap with the other anatomists. The ACA, RSP, SSp, VISp 

and VISam were located in cortical brain areas meaning delineation was assisted by a sharp 

contrast between the tissue and the background signal at the surface of the neocortex. 
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However, those structures show variability in human delineation once the boundary was no 

longer traced at the surface (Fig. 3.1B). The remaining regions reside in the brainstem (MV), 

hippocampus (SUB), thalamus (VPM) and hypothalamus (AHN) of which the SUB provided the 

least challenging annotation task, most likely due to an abundance of contrasting landmarks 

in the hippocampal formation. Overall, the AHN, VPM and MV, presented the most 

challenging regions. Although testing was performed with only 9 regions and 11 human 

anatomists, there is an apparent significant problem arising from inter-human variability 

when it comes to delineation of brain regions. It should also to be noted that the term 

“expert” was used to cover performers from different backgrounds and expertise in anatomy. 

Sometimes, it may not be practical to rely on expert anatomists to perform delineation, and 

instead rely on someone less skilled. 

 

 

Figure 3.1. Human manual segmentation error for nine anatomical test regions in the mouse 

brain. A. 3D illustration of nine structures in the mouse brain identified in the Allen Common 

Coordinate Framework atlas. B. Segmentation traces by 11 human raters (grey) with the 

averaged outline (bold) for the following structures: anterior cingulate area (ACA); primary 

somatosensory area (SSp); retrosplenial cortex (RSP); primary visual cortex (VISp);  

secondary visual cortex, anteromedial part (VISam); subiculum (SUB); anterior hypothalamic 

nucleus (AHN); ventral posteromedial nucleus of the thalamus (VPM); medial vestibular 

nucleus (MV). Figure adapted from Niedworok et al., 2016. 
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The first analysis hurdle when working with high-resolution STP data sets is the reliable and 

accurate delineation of structures of interest. Manual labelling is evidently challenging and 

subject to human variability. So, how about an automated registration approach? Many state-

of-the-art registration toolkits exist, including Automated Image Registration (AIR; Woods et 

al., 1992), Advanced Normalization Tools (ANTs; Avants et al., 2014), Elastix (Klein et al., 

2009), and NiftyReg (Modat et al., 2014). These toolkits were developed to solve the challenge 

of biological image data registration.  

 

However, the prevalence of MRI techniques means these toolkits were designed mostly with 

a focus on MRI data. They were also created in a time which pre-dated the advent of high-

resolution data sets such as those created with STP tomography. An MRI data set for a mouse 

brain in a volume of 120 × 100 × 200 mm can have an acquisition voxel size of 1 × 1 × 1 mm 

which equates to approximately 2.5 million total voxels and yields around 4 MB of storage. 

The high-resolution STP data used in this study has an approximate 0.5 × 0.5 × 10 μm voxel 

size, which equates to 960 trillion voxels for the same tissue volume and takes up 3 TB of 

storage. Execution of existing registration toolkits on a data set of this magnitude is 

impossible. A minimum requirement of 3 TB of RAM is necessary just to load the data; a 

powerful modern research workstation may only have a respectable 128 GB RAM. This is also 

ignoring the RAM requirement for registration procedure itself. A more realistic approach for 

STP data registration is to use data in a similar format as the Allen CCF3 atlas with an isotropic 

10 μm voxel size. This data set equates to 2.4 quadrillion voxels for the same volume as the 

MRI data set. As the dimensional scaling between MRI data and STP data is so vast, diligence 

is needed to ensure registration methods based on MRI data are robust for higher-resolution 

data sets. A comparative study of commonly used intensity-based registration methods 

revealed ANTs and Elastix to be the best performers when using cleared mouse tissue 

deformed with a Gaussian vector field (Nazib et al., 2018). Elastix also required less 

computational performance.  

 

With this in mind, we created an Elastix based registration pipeline written in Python and 

using the SimpleElastix framework. The pipeline goal was the registration of whole mouse-

brain STP data with the Allen CCF3 atlas space using an average brain atlas and a 

corresponding annotation atlas. Following the calculation of the transformation map 
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calculated for registering a downsampled STP data set with the average CCF3 atlas, the 

transformation was subsequently applied to the annotation atlas. This resulted in the 

segmentation of the STP data into thousands of anatomical regions as labelled according to 

the Allen Institute structure taxonomy. In addition, we created a hemisphere atlas to 

distinguish nuclei between the hemispheres. This was otherwise not possible with the CCF3 

annotation atlas alone. To evaluate the optimal parameter configuration for robust 

registration results, we tested several parameter configurations, including a new parameter 

configuration explicitly created for this challenge. Registration errors were compared to a 

human target error performance and visually assessed for a more accurate qualitative 

performance. The Elastix registration principles are outlined below. 

 

Elastix Registration 

Elastix is a medical image registration toolkit which allows a moving image to be spatially 

normalised to a reference image (Klein et al., 2009). Elastix, and intensity-based registration 

in general, relies on a set of sequential transformation steps of increasing displacement 

parametric complexity to iteratively displace the moving image to match a reference image. 

For Elastix, these steps are rigid, affine and non-rigid transformation. Rigid transformation 

comprises rotation and translation displacements. Affine transformation comprises rotation, 

translation, scaling and shearing displacements. A non-rigid transform deploys a deformable 

grid over the data to elastically manipulate a set of local control points using a k-order spline 

function for interpolation of pixel values. Non-rigid is only required if global alignment is 

suitable for the challenge at hand, and finetuning in local alignment is not needed. 

 

Registration is a nuanced research area which sometimes uses the same descriptors for 

referencing different specifics. To be more understandable, we acknowledge some of these 

misconceptions in the following explanation of the registration process. The standard 

registration procedure involves a fixed image IF(x) and a moving image IM(x). The fixed image 

can often be referred to as a reference image as it does not exhibit any deformation during 

the registration procedure. This can cause confusion as a reference may also refer to a 

template or atlas which is referenced for the labels after registration is complete. A 

transformation, T(x), is calculated using a sequential combination of rigid, affine and non-rigid 
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transformation displacements, u(x), to generate correspondence between pixels in the fixed 

image with those in the moving image (Fig. 3.2A).  

 

 
Figure 3.2. Principles of registration. A. Registration between a fixed, IF(x), and moving, IM(x), 

image. A transformation, T(x), is calculated by displacing, u(x), the moving image such that a 

point in the fixed image can be spatially mapped to a point in the moving image. Yellow 

markers indicate the spatial correspondence between the fixed and moving image. B. 

Transformations can be applied to a set of coordinate points for evaluating target registration 

error (TRE) as a Euclidean distance between corresponding landmarks. Sparse points 

transformation requires a landmarked fixed image IF(x) (top-left; red markers) and a moving 

image IM(x) with corresponding landmarks (top-right; blue markers). During Elastix 

registration, the moving image is registered with the fixed image IM(T(x)) (bottom-left). The 

transformation T(x) is applied to the fixed points in IF(x) to map them to the moving image 

domain IM(x) (bottom-right; red and blue markers show alignment). Initial TRE 39.61 ± 9.74 

(Mean ± SD, n=30 landmarks) pixels with final TRE 0.96 ± 0.60 pixels. Note that the 
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transformed markers align within a mean error of a single-pixel width which makes it 

impossible to distinguish between both sets of markers (red and blue) in this representative 

example. 

  

Each Elastix transformation step looks to optimise a similarity measure to assess how well the 

registration is performing. This metric quantitively assess a measure of correspondence 

between the two images as the deformation is taking place (described in more detail under 

‘Registration Components’). If the correspondence is weak, either because the registration 

parameter choice is inadequate, or because the registration is in early stages of execution, 

then the moving image is iteratively deformed according to the rigid, affine or non-rigid 

transformation. Deformations repeat until new similarity measures yield improved scores. 

This iterative improvement to registration is driven by a gradient descent algorithm 

(described in more detail under ‘Registration Components’) which mathematically uses a 

similarity measure formulated as a cost or optimisation function. Ultimately, the goal of 

registration is to minimise the cost between the fixed and moving images by optimising the 

final transformation to the moving image. 

 

Registration is a mathematically driven process, meaning there is no understanding of image 

context. Large deformations in a moving biological image are likely to be inaccurate but could 

still lead to an improved similarity measure. With Elastix, it is possible to use a penalisation 

term that restricts the size of deformations and prevents inaccurate deformations. 

Additionally, modifying the grid control point spacing allows control of the precision of non-

rigid registration. Smaller grid spacing is useful for aligning smaller structures at the cost of 

computational complexity and execution time. A grid spacing which is too-fine can generate 

wave-like distortions in the moving image as the algorithm is encouraged to match as many 

locally distributed pixels as possible. 

 

The annotation CCF3 atlas is a 32-bit data set and comprises of a unique pixel intensity per 

anatomical structure. As this has no pixel correspondence with the autofluorescence pixel 

intensities in an STP data set, it is not feasible to perform the registration using the annotation 

atlas. Therefore, registration is performed using the average CCF3 atlas (16-bit) with the 

resulting transformation applied to the annotation atlas. An essential nuanced understanding 
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of the registration processes is that the moving image is the one which is deformed to align 

with the fixed image spatially. However, the transform is calculated as a mapping from the 

fixed image domain to the moving image domain. This is a significant appreciation of how the 

registration process works. Even though the CCF3 atlases provide the common spatial 

framework, registration is intentionally applied with the CCF atlases constituting the moving 

image and the STP data set constituting the fixed image. The final transformation map 

generated by the registration process gives a mapping of a location in the fixed image to a 

location in the moving image. It is thereby allowing the STP data to become spatially mapped 

to the CCF3 atlas data. The registration operation is defined in this manner because the 

moving image becomes displaced and can either lose pixel positions or have pixel positions 

generated through interpolation. Dissemination or interpolation of pixels means the moving 

image loses its spatial correspondence. We can, therefore, map every pixel in the fixed image 

to a position in the moving image because we have not lost any pixel correspondence in the 

fixed image which remains undeformed. If we tried to map a pixel from the moving image to 

the fixed image, it is possible the pixel to be re-mapped gets lost during the transformation 

and does not spatially correspond with any position in the fixed image. 

 

Elastix can also use corresponding points between fixed and moving images to either assist 

transformation or to be transformed using the final transformation map resulting from 

registration. In the first case, corresponding points between the fixed and moving image can 

be used to encourage Elastix to minimise the Euclidean distance between the corresponding 

points. This approach for registration is useful if a set of known points can be routinely 

identified between the images. In reality, this requires manual work to identify regions, and 

for large 3D data sets, this is time-intensive and introduces human errors in identifying 

landmarks. Additionally, STP imaging data of brain samples are rarely perfectly aligned during 

imaging, meaning nearby landmarks in the fixed image set may be distributed widely across 

the STP data.  

 

The second use of corresponding points enables a transformation to be applied to points in 

the fixed image to identify their spatial correspondence in the moving image domain. Whilst 

the transformation deforms the moving image to match the fixed image, the same 

transformation result maps from the fixed image to the moving image domain (Fig. 3.2B). 
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Target registration error (TRE) can, therefore, be calculated using corresponding points. For 

corresponding points, 𝑎 and 𝑏, where 𝑎	 = 	 (𝑎!, 𝑎", 𝑎#) and 𝑏	 = 	 (𝑏!, 𝑏", 𝑏#) in a 3D cartesian 

space, the Euclidean distance 𝑑(𝑎, 𝑏) is calculated with the following. 

 𝑑(𝑎, 𝑏) = 	)*(𝑎$ − 𝑏$)"
%

$&!

 (Eq. 3.1) 

The TRE is expressed as a mean of the Euclidean distances, 𝑑(𝑎, 𝑏). Evaluating TRE using 

corresponding points is limited by the number of points and is highly subjective, given the 

structural complexity of the data to be registered. Furthermore, the location of landmarks is 

also crucial for achieving a reflective TRE. Landmarks chosen on high contrast boundaries 

between structures (the boundary of skull and background in MRI data, for example) will be 

easily aligned during registration. However, they will not give any indication for success in 

internal brain tissue alignment (grey matter, white matter and substructures, for example), 

without those lower contrast regions also requiring landmarking. 

 

A detailed description of Elastix parameters is in the Elastix manual (available online at 

https://github.com/SuperElastix/elastix/wiki). Despite the complexity of image registration, 

studies performing registration with Elastix are usually sparing on parameter details. Trying 

to emulate the success of registration is therefore very challenging, and often there is no 

intuition as to why parameters are chosen to be as they are. That said, a select few papers 

that have used Elastix in their research, have published their parameter configurations online 

(http://elastix.bigr.nl/wiki/index.php/Parameter_file_database). However, these parameters 

follow a very similar template suggesting they are derived from the same example file or a 

previous study. In an attempt to be more open about parameter choices, the key components 

and their effect on registration, are detailed below. 

 

Multi-resolution approach 

Fixed and moving images might require alignment across a multitude of scales. For example, 

the isocortex of a mouse brain can be considered a large global structure as it spans a large 

volume in the medial-lateral, anterior-posterior and dorsal-ventral axes. On the other hand, 

subcortical structures, such as fibre tracts which are only a few microns wide in cross-section, 

might be considered part of the finer, local scale. Accurate registration across all scales is not 
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guaranteed using a single scaled data set. Hence, we require a multi-resolution approach. 

Multi-resolution with Elastix is applied by using a smoothing image pyramid which applies a 

Gaussian kernel to the image at different scales, representative of downsampling. Alternative 

methods include a recursive image pyramid which applies both smoothing and 

downsampling, and a shrinking image pyramid which applies the downsampling step, only. 

This component of the registration is utilised by dictating the number of resolutions and the 

smoothing (downsampling) amount at each resolution step. As an example, a chosen number 

of resolutions of 4 for a 2D image will by default have a smoothing schedule of (8 8 4 4 2 2 1 

1) meaning for the first resolution level the images are smoothed with a Gaussian kernel of 

σ=8/2, then σ=4/2 at the second level, σ=2/2 at the third level, and finally σ=1/2 in the last 

resolution, where the last resolution is also the original scale of the image. As the image is 2D 

there is equal scaling of the Gaussian kernel across the x and y dimensions, hence the pairs (8 

8) and (4 4) and so on. In 3D the schedule would become (8 8 8 4 4 4 2 2 2 1 1 1). Any scale 

factor can be chosen and does not have to be equal for all dimensions at any level. 

 

Using multiple resolutions for registration is critical to achieving accurate results across all 

scales. Using two resolutions can result in much better results whilst using four, five or six 

resolutions do not appear to affect the result substantially between themselves. Adding 

resolutions also increases execution time. If only working with global alignment, fewer 

resolutions are required. For fine-structure alignment, higher resolutions of four and more 

are ideal. 

 

Transformations 

An initial rigid registration step is performed using the Euler transformation, which accounts 

for global rotation and translation displacement. The Euler transformation is followed by an 

affine transformation which accounts for rotation, translation, scaling and shearing 

displacement. Lastly, a non-rigid step is performed using a k-order b-spline displacement. Of 

the three stages, the non-rigid b-spline transformation is the most complex. Here a free-form 

deformation field is deployed over the moving image allowing it to be elastically manipulated 

using a set of control points. Grid control spacing is a critical component at this stage. The 

finer grid sizes allow for finer tuning of the transformation at the expense of computational 

complexity and time. Finer control does not necessarily mean higher registration accuracy as 
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biologically inaccurate deformations could generate better similarity scores. If combined with 

the multi-resolution strategy, the grid points can also be scales according to the resolution by 

specifying a schedule similar to the smoothing schedule. Different grid spacing can be dictated 

at different downsampling scales to modify the fidelity of control. 

 

The transformations stages should be executed in the order of rigid, affine and non-rigid (if 

non-rigid is required). Although affine transformation also handles rotation and scaling 

displacement performed in the rigid Euler transform, we observed failure to align the moving 

data globally when using affine and non-rigid transformation only. Including rigid Euler 

transform as a prior for the affine transformation resulted in robust registration results. An 

initial rigid transformation is recommended to avoid getting the registration stuck in a weak 

initial alignment. This is particularly important when using data sets which require substantial 

gross alignment, as is the case with STP whole mouse-brain data. 

 

It is also possible to force an initial alignment by using a centre of gravity alignment. This 

procedure is effective when working with mouse brain data which may not cover an extensive 

rostral-caudal volume.  

 

Similarity measures 

The similarity measure is an essential component in the registration procedure and 

significantly impacts the result. The metric samples intensity values in randomly chosen 

regions of the fixed and moving image and calculates a measure of correspondence between 

the two. If the correspondence is high, then registration is going well. Likewise, if they are 

low, the transformation needs to be directed to improve. Only two metrics are considered in 

the majority of registration applications; Advanced Normalised Correlation (ANC) and 

Advanced Mattes Mutual Information (AMMI). Both of these functions are reworked into an 

objective or cost function such that high similarity between the images results in a low cost. 

The cost drives the transformation in the direction of improved accuracy. 

 

ANC (also termed Normalised Correlation Coefficient) is a cross-correlation calculated 

between pairwise pixel intensities. The score is normalised by the square root of the 



 73 

combined cross-correlation of the fixed image and itself, and the transformed moving image 

and itself. 

 

AMMI calculates the mutual information given by the pixel intensity between the fixed and 

transformed moving image and represents how well the transformed moving image 

intensities predicts the fixed image intensities. As the calculation uses a probability density 

distribution, the metric is suitable in cases where the fixed and moving image intensities are 

quite varied, possibly due to different imaging modalities, for example.  

 

Optimiser 

An optimiser seeks to minimise a cost or objective function which is described by the similarity 

measure. The most commonly used optimisation function is gradient descent and is used in a 

multitude of optimisation tasks, including machine learning and registration. 

 

Gradient descent is an iterative approximation of the differential of the cost function, which 

seeks to optimise parameters in the cost function which lead the gradient descent algorithm 

to converge on a minimum. At this point, there is an optimisation of parameters in the 

transformation, which leads to the best similarity score.  

 

Gradient descent is a complex iterative procedure which is computationally intensive. The 

adaptive stochastic gradient descent algorithm circumvents some of the bottlenecks by 

initiating the registration with predefined parameters and uses an approximation of the total 

similarity cost by using sampled regions in both the fixed and transformed moving images. 

 

In general, the adaptive stochastic gradient descent approach works well. 

 

Interpolator 

As the moving image is iteratively warped, the pixels in the moving image require 

interpolation to fill in values with respect the other control points. Both linear interpolation 

and b-spline interpolation perform well for registration of biological image data. Linear 

interpolation simply calculates the value for pixels as a weighted average of intensities in the 

surrounding area, where the weights of each local pixel are calculated from the distance to 
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the pixel being manipulated. B-spline interpolation uses a k-order spline function. A first-

order spline interpolation function is simply a linear interpolation. In general, a third-order b-

spline interpolates pixel values quite well as it compensates for local fluctuations in the 

intensity, which might be reflective of local anatomical structures that should not be lost or 

corrupted during registration. 

 

Another interpolation method is the nearest neighbour interpolation. This approach simply 

duplicates the neighbouring pixel value and is not advised for biological data. However, for 

applying transformations to labelled annotation data, nearest neighbour interpolation 

prevents label corruption during the transformation as interpolated intensity values do not 

match the unique labelling of structures in the atlas.  
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3.2 METHODS 

Here, we describe the methods for the preparation of data prior to registration, the 

registration procedure itself, including a comparison to previous studies’ parameters, and the 

final result of the whole-brain registration pipeline. For registration and segmentation of 

thousands of anatomical structures in the STP data, we used the Allen CCF3 average and 

annotation atlases, given its more comprehensive rostral-caudal sampling.  

 

Choosing parameter maps 

To dictate the configurations for registration, Elastix reads in a parameter map file with 

parameters listed as key-value pairs. A parameter map was required for each transformation; 

rigid, affine and non-rigid b-spline. Previous studies have used Elastix for whole-brain 

registration with data from MRI, of which the most commonly used comes from Hammelrath 

et al. (2016) who imaged the intact mouse brain inside the skull at a voxel resolution of 0.14 

× 0.14 × 0.40 mm and dimensions of 128 × 128 × 22 pixels. The parameter configuration files, 

named Par0025, contain three parameter maps for rigid, affine and b-spline registration. 

 

Two other parameter maps, Par0033 from Bink (2016), and Par0038 from Mulder et al. (2017) 

have also been used for whole mouse brain MRI registration. The Par0033 parameter files 

were used on MRI data with voxel size 0.07 × 0.07 × 0.07 mm, whilst the Par0038 

configuration from Mulder et al., was used on multiple MRI data sets with voxel sizes in the 

range 0.10 to 0.12 mm in XY and 0.50 to 0.80 mm in Z. Each parameter file was considered 

for the registration process to assess which configuration would work best for the higher 

resolution STP data. 

 

As each parameter file originated from MRI studies with voxel sizes much larger than the 10 

μm isotropic voxel size of the CCF3 atlases, all three parameter files were modified for their 

scaling. Firstly, the element spacing of the input data was set to 0.01. As the Elastix toolkit is 

derived from the ITK toolkit, which was initially developed for MRI data, all dimension default 

to units of millimetres unless explicitly defined. Therefore, the chosen element spacing value 

of 0.01 translated to a voxel size of 0.01 mm, which was equivalently 10 μm. It should be 

noted that properties about the input data set such as element spacing can be saved as image 

metadata if the file format allows. These properties are automatically read during Elastix 
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instantiation, which negates the need to specify their values. However, we found a bug with 

ImageJ/Fiji when saving image properties as metadata. Information defined under the image 

properties in ImageJ/Fiji is correctly saved to metadata compatible files except for element 

spacing. This was true for TIFF, MHD and MHA file formats. Therefore, setting the element 

spacing parameter manually in the parameter map files was necessary to ensure the correct 

spacing was guaranteed. 

 

The parameter maps also defined the grid spacing for the non-rigid transformation in terms 

of physical units of mm. Given the previously noted issue with element spacing and to prevent 

runtime issues that might arise from a mismatch in dimensions and units, the grid spacing 

was changed to be defined in voxel sizes for all parameter maps. In the case where the grid 

spacing was defined as voxels, the physical unit size for the MRI data was calculated and then 

converted into a voxel spacing given the 10 μm isotropic voxel size of the downsampled STP 

data. If the parameter map already defined the grid size as physical units, the conversion step 

was only necessary. 

 

The next modification to the parameter maps ensured stability in the registration when STP 

data might exhibit gross global misalignment with the CCF3 atlas or when there is a different 

rostral-caudal volume between the STP and the CCF3 atlases. Two initial calibration 

parameters were added to each file; an automatic transform initialisation and the centre-of-

gravity approach. A combination of these two parameters forces an initial global alignment 

based on the centre of mass of the fixed and moving data. Other initialisation methods 

include, by origin, and by the geometrical centre. However, as the origins are both defined as 

the most dorsal-caudal-lateral point in both the fixed and moving data sets, aligning by origin 

would not align the overall data representing the tissue. In addition, the geometrical centre 

would be considered the central point of both data sets, which again does not take into 

account the location of the mouse brains within the atlas space.  

 

The final modification to each parameter file was a limitation to the number of Jacobian 

measurements, which is used to calculate a covariance matrix between the fixed and moving 

image during cost function minimisation. Typically, the number of measurements is 

automatically determined at runtime. However, for parameter maps Par0033 and Par0038, 
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the number of calculations when determining the Jacobian matrix caused stalling in 

computation. Therefore, the number of Jacobian measurements was set to 1,000 for all 

parameter maps. We observed no effect on the registration result using this value. 

 

In addition to the three available parameter maps, we created a fourth map called Par00GM, 

in an attempt to improve upon the existing maps. The same modifications described above 

were incorporated into the Par00GM parameter map to ensure comparable registration 

results. For the Par00GM, the rigid and affine transformation steps were chosen to be similar 

to the Par0033 configurations. However, the number of resolutions chosen for the rigid 

transformation was decreased to 2 (from 4 in Par0033) and increased to 4 (from 2 in Par0033) 

in the affine transformation step.  

 

For the b-spline configuration, we chose a similar configuration to Par0033. In order to 

accurately delineate the subcortical structures in the STP data, a fine grid spacing control 

point was set with a spacing of 10 voxels in all three dimensions. For comparison, par0025 

had a 25 voxel spacing, par0033 had a 35 voxel spacing, and par0038 had a 40 voxel spacing. 

A default grid spacing of (8 4 2 1) across four resolutions was chosen, which spaces the grid 

by an extra factor of 2 for each resolution to encourage large structure registration at the 

downsampled resolutions and fine structure resolution at the last (original) resolution stage. 

A grid pyramid schedule was also implemented to force a Gaussian smoothing of σ=1/2 for 

each downsampling step. We chose this pyramid schedule to prevent excessive smoothing 

and loss of signal information when downsampling the data. A maximum step length of 0.2 

mm was implemented to give some additional flexibility to the registration to account for 

biological variability between samples, without encouraging gross and unrealistic 

deformations. 

 

A list of all parameters for each parameter configuration can be seen in Supplementary Tables 

1-3. 

 

Sample preparation for STP imaging 

Test registration mouse brains for STP imaging were extracted following a transcardial 

perfusion process using 20ml 1X phosphate-buffered saline (PBS) at 4°C, followed by 20ml 4% 
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paraformaldehyde (PFA) at 4°C. Brain tissues were post-fixed in 4% PFA and kept at 4°C for 

24 hours before transferring to 1X PBS with 0.01% NaN3. To embed the sample in preparation 

of imaging, a 4.5% oxidised-agarose solution was prepared by stirring agarose (type 1; Sigma) 

with 10 mM NaIO4 (Sigma) and 50 mM phosphate buffer (PB) at room temperature in a light-

shielded environment for 2 hr 30 mins. The oxidised-agarose solution was filtered three times 

with PB before re-suspending in PB and stored at 4°C until performing the embedding 

process. During embedding, two 25G needles were horizontally inserted 5 mm apart, through 

a disposable cube-shaped embedding mould (VWR #E6032-1CS) to provide a horizontal 

platform to support the mouse brain. The oxidised-agarose solution was heated to boiling 

point in a microwave, then left to cool until 65°C. After filling the mould, the mouse brain was 

placed onto the platform using a set of forceps. By using the needle platform to support the 

brain, the sample was aligned within the mould and did not require slicing a flat section from 

the tissue. This allowed imaging of the entire intact sample. Finally, the embedded sample 

was left to passively cool to room temperature until it became solid, before carefully 

extracting from the moulds and immersed and stored within 1X PBS with 0.01% NaN3 at 4°C 

until we performed imaging. 

 

STP imaging 

Agarose embedded samples were glued with a cyanoacrylate-adhesive (Loctite Ltd.) onto a 

glass slide, with the anterior-posterior axis of the mouse brain positioned orthogonal to the 

slide. The base of the slide consisted of two magnetic blocks which allowed the sample to be 

magnetically fastened to a magnetic base in a custom-designed 1.5L plexiglass water-bath. To 

maintain tissue integrity over several days of imaging, a custom-designed cooling system 

(JULABO UK Ltd.) was inserted into the bath and set to maintain a 4°C environment. The bath 

was then filled with PB and translated to align the sample with the imaging objective and 

microtome. During image acquisition, physical sections were acquired every 50 μm using the 

microtome, with five optical sections using a piezo controlled objective acquired per physical 

section, providing a 10 μm axial resolution. These were combined with a 16x, 0.8NA imaging 

objective (Nikon Inc.) to obtain a spatial resolution of 0.54 μm. The first optical layer was 

acquired 25 μm below the surface to avoid surface distortions appearing in the image data. 

Complete coronal sections of the mouse brains were acquired by tiling the objective 1x1 mm 

field-of-view across the coronal plane. This resulted in a 12 x 10 tile mosaic for each optical 
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section. Physical sections were obtained using a microtome with a blade vibration frequency 

of 60 Hz and velocity 0.35 mm/s. Laser (Chameleon Ultra II, Coherent) excitation was set at 

920 nm for GFP excitation. The laser power was incrementally increased for optical section 

acquisition at deeper depths to compensate for laser power loss induced from scattering. 

Tissue autofluorescence was collected over three photomultiplier tubes (PMTs) channels 

(red, green and blue). PMT gain was set to 850V for all three channels. Tile acquisition was 

conducted with a resolution of 2080 x 2080 pixels with 16-bit range, amounting to around 3 

MB per tile. Imaging conducted with these parameters resulted in 250 optical sections along 

the Z-axis (rostral-caudal axis) with each section comprising 120 tiles. The acquisition 

occurred over 5 days and generated just over 3 TB of data per brain. All images were saved 

to a network-attached storage (NAS) drive (DS1815+; Synology Inc.). Following imaging, free-

floating slices were extracted from the PB and stored in 1X PBS with 0.01% NaN3 at 4°C. 

 

Data preparation for Elastix 

The Allen CCF3 atlases (average and annotation) are both isotropic 10 μm voxel size. We, 

therefore, downsampled the STP data to 10 μm isotropic size by scaling the dataset in XY by 

factor 0.054. The Z-dimension did not need resampling as STP imaging was performed with 

10 μm Z-resolution. Using ImageJ/Fiji, the data was converted to an 8-bit range with the pixel 

intensity scaled to add contrast for autofluorescent structures.  

 

A 3D median filter of kernel size k=5 was applied to the STP data sets and saved alongside the 

unfiltered versions. This was done to evaluate whether additional image processing steps 

could assist registration accuracy. 

 

Registration with Elastix 

Registration was performed with Elastix using the STP data, average CCF3 atlas and the 

annotation atlas as the fixed image and two moving images respectively. A binary hemisphere 

atlas was created by creating a zero-value atlas of the same dimensions as the annotation 

atlas. Everything left of the midline in the XY plane was denoted left hemisphere, and 

everything right of the midline was labelled as the right hemisphere by setting the pixel values 

to 1. This allowed structure distinction between hemispheres. Three parameter maps were 

initiated in order of rigid, affine and non-rigid using the parameters specified by the 
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parameter maps (Supplementary Tables 1-3). Registration was performed from average CCF3 

to the STP data to provide a spatial mapping from the STP data to the CCF3 atlas. 

 

The transformation result was applied to the annotation CCF3 atlas, the hemisphere atlas, 

and a set of points in the fixed image domain. When applied to the annotation atlas, nearest 

neighbour interpolation was used as a resample interpolation method to ensure the labels 

were not corrupted during the transformation.  

 

All registration with Elastix was executed on an Ubuntu Intel(R) Core(TM) i9-7980XE CPU at 

2.60GHz with 32 cores and 128 GB RAM workstation. 

 

Quantitative assessment of target registration error 

Elastix registration accuracy was determined by calculating a Euclidean distance TRE between 

the transformed fixed points set and the original moving points set. Two samples, instead of 

one, were chosen to give an idea of the stability of parameter performance between data 

sets. 

 

Two PVCreSox14 brain samples were imaged under the same scan conditions and downsized 

to 10 μm isotropic voxel size. Sample 1 contained a significant amount of tissue tearing, 

particularly in the inferior colliculus, ventral hypothalamus and piriform region of the 

isocortex. These originated from the transcardial perfusion for brain fixing and extraction. 

Sample 2 was free from tissue tearing. 

 

During landmark demarcation, the average CCF3 atlas was manually referenced against the 

two sample atlases to get the shared rostral-caudal extent of all data sets. This step ensured 

landmarked positions were anatomically present across all data sets. At the most caudal 

position, coronal slice position 266 at AP -5.4 in the average CCF3 atlas was aligned with 

coronal slice 1 in Sample 1, and coronal slice 104 in Sample 2. At the most rostral position, 

coronal slice 810 at AP +0.1 in the average CCF3 atlas was aligned with coronal slice 525 in 

Sample 1, and coronal slice 660 in Sample 2. Landmarked points were therefore limited to a 

coronal volume in the range AP -5.4 to AP +0.1. We located a total of 84 corresponding points 

in the average atlas and both test sample atlases, using ImageJ/Fiji. Positions were chosen 
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based on global and local anatomical features. Global regions included, for example, the 

surface of the isocortex and the exposed ventral region of the hypothalamus. Local regions 

included, for example, marked positions in the LGd, columns of fornix, mammillothalamic 

tract and lateral ventricles. 

 

Following Elastix registration between both samples and the CCF3 atlas, the resulting 

transformation map was applied to the fixed points of the sample data to map them to the 

CCF3 moving image domain. A TRE was calculated by finding the Euclidean distance between 

all 84 corresponding points (Eq. 3.1). 

 

Quantitative assessment of human landmark identification accuracy 

To put the magnitude of the automated Elastix registration error into perspective, we 

measured a human landmark identification error. A total of 20 slices were extracted from the 

average CCF3 atlas starting from initial coronal slice position of 6 and incrementing 66 slices 

until the end. In each slice, 4 positions were manually landmarked at randomly identified 

anatomical positions, using ImageJ/Fiji, giving a total of 80 positions. Landmarks were chosen 

based on global and local anatomical features and included positions on the outer surfaces of 

the brain and sub-cortical positions including white matter tracts and ventricles. 

 

A complete 1320 slice average atlas was presented to a blinded human landmark identifier 

with access to the reference of 20 landmarked slices. We tasked the human identifier with 

marking the same positions in the complete unmarked atlas. To not bias the human landmark 

identifier to group together the marking of 4 positions on the same slice, they were informed 

that markings grouped together on a single slice in the landmarked reference atlas did not 

necessarily originate from that same slice. The human identifier, therefore, matched 

corresponding positions without restriction in the rostral-caudal extent. Human identified 

landmarked positions were used to give a target error by calculating a Euclidean distance 

between each corresponding point (Eq. 3.1). 

 

Qualitative assessment of Elastix registration accuracy 

Final transformation maps generated through Elastix were applied to the CCF3 annotation 

atlas for both test sample sets. The segmentation atlases were converted to outlines for each 
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anatomical region and overlaid over the sample atlases using ImageJ/Fiji. Delineation 

accuracy was visually assessed by appraising alignment both globally (for example, the 

cortical surface boundary) and locally (for example, sub-cortical structures including LGd, 

dentate gyrus, lateral ventricles, and myelinated fibre tracts).  

 

Quantitative similarity scores of Elastix registration 

To assess the similarity of the moving average CCF3 registration to the sample 1 and 2 STP 

data sets, a set of 2048 randomly sampled windows of 100 × 100 voxels in XY were extracted 

from randomly positioned coronal sections in the STP sample data and the same positions in 

the resampled average CCF3 data. We calculated the correlation and mutual information for 

each randomly sampled region in the sample atlases against the same region in the average 

atlas which should now be registered. We chose to only assess a set of randomly sampled 

windows instead of using the entire data set for computational efficiency. We imposed a 

restriction on the valid sampling regions with the constraint that over 75% of the pixels 

needed to be non-zero. This ensured random samples contained information relating to the 

tissue rather than to the background. When evaluating the impact of median filtered data on 

registration result, random sampling was done on the un-filtered data, so the filtering process 

did not impact the similarity measures. 
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3.3 RESULTS 

Custom Elastix pipeline enabled STP segmentation and hemisphere distinction  

Elastix was successfully used to register whole mouse brain STP data to the Allen CCF3 

common coordinate framework atlas using a set of rigid, affine and non-rigid transformations. 

The pipeline performed registration between the average CCF3 atlas and the STP sample data 

sets, with the resulting transformation map applied to the annotation CCF3 atlas. After 

executing the pipeline, the transformed annotation atlas permitted segmentation and 

identification of thousands of anatomical regions within the STP data sets (Fig. 3.3A). The 

combination of rigid, affine and a non-rigid b-spline registration process allowed robust 

results even considering the whole brain STP data was not originally spatially aligned to the 

CCF3 atlases. Applying the resulting transformation on the hemisphere atlas allowed the 

hemispherical distinction of all structures, which was not possible with the CCF3 atlas alone 

(Fig. 3.3B). Registration took approximately 30 minutes to execute all stages; these were the 

registration to CCF3 atlas, resampling the annotation atlas, and resampling the hemisphere 

atlas. The registration to the CCF3 atlas took the majority of the execution time at 20-25 

minutes with the resampling of the annotation and hemisphere atlas taking a shorter 5 

minutes.  

 

Structures of interest could be located by their identifier number from the Allen Brain 

Institute hierarchical taxonomy, for which the identifier value matches the pixel intensity in 

the 32-bit annotation atlas. In addition to locating brain regions, we could also use the 

identifiers to extract structure masks or perimeters for upscaling and use on the original STP 

data set resolution. 

 

Quantitative assessment of target registration error (TRE) 

All parameter configurations (Par00GM, Par00GM, Par0033 and Par0038) were tested on the 

two test samples; brains extracted from a PVCreSox14 mouse line. Sample 1 exhibited 

significant brain tearing and tissue corruption (Fig. 3.6A). Sample 2 was clear of tearing (Fig. 

3.6B). Each parameter map was executed under the same conditions. To assess if median 

filtering improved registration result, each sample data set was median filtered (kernel size 

k=5). The final transformation map was used to calculate a TRE (Eq. 3.1) of 84 sparsely located 

points between each sample data set and the average CCF3 atlas (Fig. 3.4). 
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Figure 3.3. Registration pipeline of STP data to Allen CCF3 and segmentation using the 

annotation atlas. A. Registration requires the use of the average atlas, annotation atlas, a 

generated hemisphere atlas, and the STP autofluorescence data (top row). Registration warps 

the average atlas using a set of rigid, affine and lastly non-rigid using grid control points, until 

spatial aligned to the autofluorescence data. The final transformation is applied to the 

annotation atlas for delineation of thousands of anatomical structures in the STP data. 

Registration with an STP data set of isotropic voxel size of 10 μm takes between 30 and 45 

minutes. B. The annotation atlas (white outlines) can be projected over the STP data (red) for 

visual assessment. The hemisphere atlas also enables distinction of structures between the 

hemispheres.  
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When no median filtering process was used on the STP data sets prior to registration, the TRE 

for sample 1 was calculated at 17.29 ± 1.33 voxels (Mean ± SEM, n=84 points) for Par00GM, 

18.83 ± 1.37 voxels for Par0025, 17.63 ± 1.27 voxels for Par0033 and 19.58 ± 1.48 voxels for 

Par0038 (Fig. 3.4B). The mean TRE for sample 2 was 19.54 ± 1.51 voxels for Par00GM, 20.29 

± 1.50 voxels for Par0025, 19.77 ± 1.48 voxels for Par0033 and 22.25 ± 1.66 voxels for Par0038. 

In equivalent dimensional units using the isotropic voxel size of 10 μm, the best accuracy for 

sample 1 was 172.9 ± 13.3 μm using the Par00GM configuration and 195.4 ± 15.1 μm for 

sample 2 also using the Par00GM configuration. Par0038 consistently performed worst for 

both samples with Par0033 and Par0025 coming second and third, respectively.  

 

Significance tests of one-way ANOVA using matched rows, assuming non-equal variability of 

differences with a Geisser-Greenhouse correction, showed significant differences between 

parameter configuration TRE results with p=0.0425 (n=84 points) for sample 1 and p=0.0001 

(n=84 points) for sample 2. Multiple comparisons between each parameter map showed 

significant improvement with the Par00GM configuration over Par0038 for sample 1 

(p=0.0012, n=84 points), and significant improvement of Par00GM over Par0038 for sample 

2 (p=0.0005, n=84 points).  

 

For the median filtered data, the TRE was almost universally lower by 74 ± 38 μm (Mean ± 

SEM, n=4 parameter configurations) across all parameter configurations. However, Par00GM 

saw an increase in TRE of 2.1 μm and 0.6 μm for sample 1 and 2, respectively, when compared 

to their unfiltered test results.  

 

Significance tests of one-way ANOVA using matched rows on the median filtered data, 

assuming non-equal variability of differences with a Geisser-Greenhouse correction, showed 

significant differences in parameter configuration TRE for sample 1 with p=0.0001 (n=84 

points) and for sample 2 with p=0.0042 (n=84 points). Multiple comparisons between each 

parameter map showed significant improvement with the Par00GM configuration over 

Par0038 (p=0.0002, n=84 points) for sample 1. 
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The Par00GM configuration performed the best overall when quantitatively assessed for the 

four test cases (samples 1 and 2 with original and median filtered cases) for TRE. 

 

All parameter maps executed in equivalent times of approximately 30 minutes. 

 

 
Figure 3.4. Transformation of sparse points for target registration error (TRE) evaluation in 

the four tested parameter map configurations. A. Sparsely labelled points (n=84) in the fixed 

STP images were transformed into the moving CCF3 image domain using the final 

transformation calculated during the registration process. Plots are for the unfiltered STP 

cases and show the moving points (dark grey) and the transformed fixed points (colour coded 

to the key in panel B). B. Evaluation of TRE scores for the original unfiltered tests and the 

median filtered (k=5) tests for samples 1 and 2. Bars represent mean ± SEM (n=84 points). 

Par00GM configuration performed best with significance p<0.01 (**) and p<0.001 (***) over 

Par0038 for sample 1 and p<0.001 (***) over Par0038 for sample 2. Significance test of 

multiple comparisons with one-way ANOVA using matched rows, assuming non-equal 

variability of differences with a Geisser-Greenhouse correction.  
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Figure 3.5. Human target error assessment. A. Coronal, sagittal and axial projections of 

ground-truth landmark positions (n=80) (grey markers) and human identified corresponding 

position (blue markers). Respective projection atlas outlines added for reference. B. Histogram 

of human target error. Human target error of 38.3 ± 3.3 μm (Mean ± SEM, n=80 points). 

 

Quantitative Assessment of Human Landmark Identification Accuracy 

To measure a human error in landmark identification, 80 landmarked points in the average 

CCF3 atlas were identified by a human performer (Fig. 3.5). The human performer identified 

corresponding points with an error of 38.3 ± 3.3 μm (Mean ± SEM, n=80 points). Errors were 

mostly confined to the XY plane (Fig. 3.5A), with the correct Z-plane identified for most cases. 

The error distribution between ground-truth and human landmarks were constrained to low 

values with a median TRE of 40 μm (Fig. 3.5B). Only a handful of demarcations were made 

with an error over 80 μm. These errors were mostly limited to the same XY plane, suggesting 
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the positional regions in XY are harder to identify than in Z. Considering the reference 

landmarks were presented to the human identifier in the coronal view which contains more 

contextual anatomical information in XY, this result is not too surprising. However, this 

observation does present a limitation of error measures during comparison with the Elastix 

TRE.  

 

Qualitative assessment of parameter maps 

Final transformations maps generated by Elastix were applied to the annotation CCF3 atlas. 

The resampled annotation atlases were converted into outlines and projected onto the STP 

data sets (Fig. 3.6). The correspondence of delineation outline with autofluorescence was 

visually assessed across the complete STP data set. The STP data sets contain several hundred 

individual coronal sections, so for visual representation purposes we show only two slices for 

comparison for samples 1 and 2 and for the non-median filtered data, only.  

 

For sample 1, slice sections AP -2.7 and AP +0.7 were chosen for representative comparison 

across the parameter map configurations. Slice AP -2.7 is a coronal cross-section centrally 

positioned in the anterior-posterior axis, showing sensory-motor and polymodal thalamic 

areas, Ammon’s horn and dentate gyrus regions of the hippocampus, all zones of the 

hypothalamus and also isocortex. Slice AP +0.7 is a coronal cross-section in the anterior region 

of the brain showing striatum and pallidum regions of the cerebral nuclei, and isocortex areas. 

For sample 2, representative slices were chosen at AP -4.4 and AP -2.6 for comparison across 

all parameter maps. Slice AP -4.4 is positioned posterior in the brain and shows isocortex and 

retrohippocampul regions, both sensory and motor midbrain regions and also areas of the 

pons in the hindbrain. Slice AP -2.6 is a coronal section positioned centrally in the anterior-

posterior axis, containing regions equivalent to AP -2.7. 

 

Visual appraisal of the registration accuracy demonstrates the limitation of TRE based analysis 

which fails to reflect the accuracy of registration comprehensively. For sample 1 (Fig. 3.6A), 

the ventral surface of the hypothalamus in slice AP -2.7 did not align well in all but the 

Par00GM parameter configuration (Fig. 3.6Aii). Par0033 was closer in alignment whilst 

Par0025 and Par0038 performed poorly. Par0038 also failed to align the olfactory area in the 

most dorsal-lateral region of the isocortex in the right hemisphere of slice AP -2.7.  
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In slice AP +0.7, all parameter maps performed similarly in global alignment. However, the 

torn section of tissue in the isocortex of the left hemisphere was handled differently by each 

parameter configuration. Par00GM and Par0038 attempted to align with the exposed tissue, 

whilst Par0025 and Par0033 do not (Fig. 3.6Aiii). Furthermore, the midline appeared to 

deform in all but the Par0033 configuration when attempting to compensate for the shearing 

of the tissue in the dorsal-medial axis. The ventral periventricular hypothalamus region of 

slice AP +0.7 (Fig. 3.6Aiv) was grossly mismatched, with Par00GM performing the best. The 

Par00GM configuration also warped the midline in correspondence with the anatomical 

midline. Overall, Par00GM appeared to perform the best, with Par0033 coming a close 

second. Both Par0025 and Par0038 performed poorly.  

 

For sample 2 position AP -4.4 only Par00GM and Par0033 accurately mapped the outline of 

the isocortex, with Par00GM performing optimally (Fig. 3.6Bi). The cerebral aqueduct (Fig. 

3.6Bii) was regisgtered well in all but Par0038 which misaligned the position by over 10 voxels, 

or equivalently 100 μm. More accurate alignment was seen in the Par00GM and Par0033 

configurations. 

 

In slice AP -2.6, the most significant indication of parameter alignment success could be seen 

in the ventrally positioned cortical amygdala region (Fig. 3.6Biii). There was an apparent 

misalignment in the Par0025 and Par0038 configuration with Par00GM and Par0033 

performing well. The most dorsal positioned cortical region was also misaligned in Par0025 

and Par0038. Par00GM and Par0033 performed equally well.  
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Figure 3.6. Qualitative registration result. A. Two respective slice sections AP -2.7 and AP +0.7 

in sample 1 unfiltered cases. Tissue corruption can be seen in slice AP +0.7. Par00GM and 

par0033 perform comparatively well, at global alignment (ii) and particularly when aligning 

to the corrupted tissue areas (iii, iv). B. Two respective slice sections AP -4.4 and AP -2.6 in 

sample 2 unfiltered cases. Par00GM and par0033 again perform well with good alignment of 

local structures such as the cerebral aqueduct (ii) and ventral alignment around the cortical 

amygdala region (iii). 
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Quantitative similarity scores of Elastix registration 

The correlation coefficient (CC) and mutual information (MI) similarity measures between 

randomly sampled regions (n=2048) of size 100 × 100 × 1 voxels (1 mm × 1 mm × 10 μm in 

dimensional units) in sample 1 and 2 showed highest image similarity measures for the 

Par00GM parameter configuration (Fig. 3.7).  

 

Multiple comparisons with one-way ANOVA using matched rows, assuming non-equal 

variability of differences with a Geisser-Greenhouse correction, showed significant 

differences between all parameter configurations for the correlation coefficient and mutual 

information measures for the original and median-filtered data; p<0.0001 (n=2048 randomly 

sampled regions) for sample 1 correlation coefficient on unfiltered data and p<0.0001 for the 

median filtered data; p<0.0001 for sample 2 correlation coefficient on unfiltered data and 

p<0.0001 for the median filtered data; p<0.0001 for sample 1 mutual information measure 

on the unfiltered data and p<0.0001 for the median filtered data; p<0.0001 for sample 2 

mutual information measure on unfiltered data and p<0.0001 for the median filtered data. 

Multiple comparisons between parameter configurations for all test cases (unfiltered data, 

median filtered data, correlation coefficient measure, and mutual information measure) 

showed the Par00GM configuration to have significant improvement of p<0.0001 (n=2048 

randomly sampled regions) in nearly all comparisons with the other configurations. 

 

We, therefore, observed optimum performance with the Par00GM configuration. The 

Par0025 and Par0038 configurations were consistently the worst performers in all scenarios 

with Par0038 performing better than Par0025 when used to sample 1 which had tissue 

tearing, and Par0025 performed better than Par0038 when used to register sample 2 with no 

tearing. 
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Figure 3.7. Similarity measures by correlation coefficient (CC) and mutual information (MI). 

Measures were taken for randomly sampled regions (n=2048) of size 100 × 100 × 1 voxels (1 

mm × 1 mm × 10 μm in dimensional units) between STP and transformed average CCF3 atlas. 

A. Sample 1 original and median filtered STP cases show significantly higher similarity 

measures for Par00GM p<0.0001 (****) for all indicated comparisons. Bars represent mean ± 

SEM (n=2048 randomly sampled regions). B. Sample 2 original and median filtered STP cases 

also show significantly higher similarity measures for Par00GM p<0.0001 (****) for all 

indicated comparisons. Bars represent mean ± SEM (n=2048 randomly sampled regions). 

Significance testing was done using multiple comparisons with one-way ANOVA using 

matched rows, assuming non-equal variability of differences with a Geisser-Greenhouse 

correction. 
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3.4 DISCUSSION 

Of the four parameter maps tested, Par00GM and Par0033 performed the best in both sample 

1 and sample 2 cases for all three quantitative and qualitative test cases. In qualitative testing, 

both parameter configurations handled the torn tissue sections (Fig. 3.6Aiii) by either 

attempting to align, as seen with Par00GM, or by ignoring the deformation and maintaining 

the same global outline in the absence of any data, as seen in Par0033. However, Par0033 did 

not warp the midline as prominently, when compensating for the tissue shearing in the 

dorsal-medial direction (Fig. 3.6iv). From all testing scenarios, Par0025 and Par0038 did not 

perform well, exhibiting gross global misalignment particularly in ventral regions of the 

hypothalamus and cortical regions. This was a surprising result considering these are the 

regions with high contrast between tissue and empty background signal in the STP data.  

 

When assessing quantitative TRE accuracy, both Par00GM and Par0033 excelled, with 

Par00GM performing best with a TRE of 172.9 ± 13.3 μm (mean ± SEM). However, the utility 

of this test could be limited on account of a sparse number of corresponding points between 

data sets. In addition, a human target error of 38.3 ± 3.3 μm (mean ± SEM) does suggest 

human visual assessment is more accurate, although limited as a direct comparison on 

account that the human performer samples more XY spatial information during the task than 

the Elastix registration algorithm does during the similarity measures. However, considering 

the approximate diameter of a neuron soma is 25 μm, a 170 μm Elastix TRE is equivalent to 

six or seven neuron soma which is remarkably accurate considering the process is completely 

automated, and with no human guidance. The human annotation error illustrated by 

Niedworok et al. (2016) (Fig. 3.1) shows that human annotation could be disagreeable from 

the true annotation by as high as 1 mm in the case for the VPM. If performing manual 

registration across all three-dimensions, the error in delineation could be significantly higher.  

 

Interestingly, median filtering (kernel size k=5) on the STP data prior to registration did not 

improve the registration accuracy. This result was surprising given that the median filter 

process is edge-preserving and therefore should increase the contrast between anatomical 

structures. It is possible that the process of median filtering introduced more zero value pixels 

within the tissue. A bilateral filtering process could provide more robust filtering, which is 

edge-preserving. A difference of Gaussians is often used for feature enhancement in images 
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and could modify the intensity profile of the fixed and moving images which would assist the 

registration process. 

 

Given the high similarity scores, TRE and visual alignment of the Par00GM parameter 

configuration, it was decided Par00GM should be the registration parameter configuration 

used for future whole-brain registration applications. The finer grid control point scheme 

aided registration even when the sample was suffering from tissue tearing. This means the 

Par00GM parameter configuration would be more robust for handling a variety of global and 

local anatomical structures and any biological variability between the fixed and moving data. 

Whilst Par0033 performed admirably, it did not perform optimally for finer alignment, 

especially in the presence of inhomogeneous tissue structure (Fig. 3.6A), for which Par00GM 

did perform well. Ultimately, the use of the registration process was to provide accurate 

delineation for all structures in the brain (at the limitation of the atlas being used), so 

downstream analysis can provide reliable results with minimal error originating from the 

registration technique. Par00GM provides the best configuration for this, allowing thousands 

of anatomical brain regions to be identified in whole mouse brain STP data sets. 
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3.5 FUTURE PERSPECTIVES 

TRE analysis is not comprehensive of registration result, with qualitative visual assessment 

providing a more thorough inspection of the accuracy. In part, this is due to the challenge of 

identifying a large number of landmarks between multiple data sets. Therefore, an exciting 

future direction is the exploration of automated identification and matching of landmark 

features between data sets. This would permit a much larger number of identified landmarks 

between the fixed and moving data, and a more comprehensive TRE analysis, therein. 

Additionally, a database of pre-landmarked data sets would provide a more comparable 

demonstration of registration accuracy for studies which improve on parameter 

configuration, or studies which develop a novel registration approach. 

 

Algorithms for automated landmark detection already exist, such as the commonly utilised 

scale-invariant feature transform (SIFT) algorithm, which has been frequently used for feature 

matching in image stitching applications (Lowe, 2004; Min et al., 2012; Qu et al., 2015; Xing 

& Miao, 2007). As a scale-invariant approach, features between fixed and moving images 

which are not of the same scale are detectable as corresponding key points. The challenge for 

this approach for STP data is that a single 2D image in the dataset does not have a direct 

correspondence with a single 2D image in the atlas due to misalignment between samples. 

Any exploration in this area would, therefore, need to account for the three-dimensionality 

of the STP data. 

 

In the pipeline presented here, we performed registration using 10 μm isotropic data for the 

fixed STP data and the CCF3 atlases. Faster registration could be achieved with a further 

downsampled data set, such as 25 × 25 × 10 μm. However, downsampling would remove 

some spatial features in the data so additional care would be required to ensure end result 

accuracy. Another study could look at the robustness of registration result for different image 

filtering processes. Whilst we only evaluated the median filter process here, Gaussian 

filtering, bilateral filtering or using a difference of two Gaussians could help enhance features 

and therefore Elastix registration result. 

 

Another direction could be the exploration of different interpolation algorithms to help 

improve sampling in the Z-axis for the YSK atlas (Chon et al., 2019). As the YSK atlas offers the 
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most up-to-date delineation and labelling scheme, a more comprehensive rostral-caudal 

sampling would make it better suited as a common coordinate framework for use with whole-

brain data sets. Interpolation could be achieved by using distance maps on each unique 

masked region, or through a manual assisted to ensure regions are not corrupted during 

interpolation. 

 

Lastly, the registration algorithm we used in the pipeline was Elastix on account of 

computational efficiency and speed. Another established registration algorithm is ANTs which 

has also been used primarily for MRI data. ANTs also uses pixel intensities and image similarity 

measures to compute the transformation during registration. However, the algorithm could 

provide more accurate results and is worth exploring as another approach. 
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3.6 SUPPLEMENTARY DATA 

Parameter par0025rigid.txt par0033rigid.txt par0038rigid.txt par00GMrigid.txt 
Automatic Scales 
Estimation TRUE TRUE TRUE TRUE 
Automatic Transform 
Initialisation TRUE TRUE TRUE TRUE 
Automatic Transform 
Initialisation Method Center Of Gravity Center Of Gravity Center Of Gravity Center Of Gravity 
B Spline Interpolation 
Order 3 1 1 1 

Default Pixel Value 0 0 0 0 

Element Spacing 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 

Erode Mask FALSE FALSE FALSE FALSE 
Final B Spline Interpolation 
Order 3 3 3 3 

Fixed Image Dimension 3 3 3 3 

Fixed Image Pyramid 
Fixed Recursive Image 
Pyramid 

Fixed Recursive Image 
Pyramid 

Fixed Recursive Image 
Pyramid 

Fixed Recursive Image 
Pyramid 

Fixed Image Pyramid 
Schedule    1 1 1 1 1 1 
Fixed Internal Image Pixel 
Type Float Float Float Float 
How To Combine 
Transforms Compose Compose Compose Compose 

Image Pyramid Schedule 2 2 0 1 1 1 1 1 1 1 1 1 1 1 1  

Image Sampler Random Random Coordinate Random Random Coordinate 

Interpolator B Spline Interpolator B Spline Interpolator B Spline Interpolator B Spline Interpolator 
Maximum Number Of 
Iterations 2000 1000 750 1000 

Maximum Step Length  0.2 0.145833 0.2 

Metric 
Advanced Normalized 
Correlation 

Advanced Mattes 
Mutual Information 

Advanced Normalized 
Correlation 

Advanced Mattes 
Mutual Information 

Moving Image Dimension 3 3 3 3 

Moving Image Pyramid 
Moving Recursive 
Image Pyramid 

Moving Recursive 
Image Pyramid 

Moving Recursive 
Image Pyramid 

Moving Recursive 
Image Pyramid 

Moving Image Pyramid 
Schedule    1 1 1 1 1 1 
Moving Internal Image 
Pixel Type Float Float Float Float 
New Samples Every 
Iteration TRUE TRUE TRUE TRUE 

Number Of Histogram Bins 32 32 32 32 

Number Of Resolutions 1 4 2 2 

Number Of Spatial Samples 2048 2048 2048 2048 

Optimiser 
Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Registration 
Multi Resolution 
Registration 

Multi Resolution 
Registration 

Multi Resolution 
Registration 

Multi Resolution 
Registration 

Required Ratio Of Valid 
Samples 0.001 0.001 0.001 0.1 

Resample Interpolator 
Final B Spline 
Interpolator 

Final B Spline 
Interpolator 

Final B Spline 
Interpolator 

Final B Spline 
Interpolator 

Resampler Default Resampler Default Resampler Default Resampler Default Resampler 

Result Image Format Tif Tif Tif Tif 

Result Image Pixel Type Float Float Float Float 

Transform Euler Transform Euler Transform Euler Transform Euler Transform 

Use Direction Cosines TRUE TRUE TRUE TRUE 

Write Result Image FALSE FALSE FALSE FALSE 
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Write Result Image After 
Each Resolution  False False False False False False False False 

 

Supplementary table 1. Rigid transformation parameter configurations for Par00GM, 

Par0025, Par0033 and Par0038. These parameters are explicitly specified in the parameter 

map files. Any parameter not specified is set to a default value at Elastix runtime. See Elastix 

manual for information on default values.  

 

Parameter par0025affine.txt par0033affine.txt par0038affine.txt par00GMaffine.txt 
Automatic Scales 
Estimation TRUE TRUE TRUE TRUE 
Automatic Transform 
Initialisation TRUE TRUE TRUE TRUE 
Automatic Transform 
Initialisation Method Center Of Gravity Center Of Gravity Center Of Gravity Center Of Gravity 
B Spline Interpolation 
Order 3 1 1 1 

Default Pixel Value 0 0 0 0 

Element Spacing 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 

Erode Mask FALSE FALSE FALSE FALSE 
Final B Spline Interpolation 
Order 3 3 3 3 

Fixed Image Dimension 3 3 3 3 

Fixed Image Pyramid 
Fixed Recursive Image 
Pyramid 

Fixed Recursive Image 
Pyramid 

Fixed Smoothing Image 
Pyramid 

Fixed Recursive Image 
Pyramid 

Fixed Image Pyramid 
Schedule 1 1 0    
Fixed Internal Image Pixel 
Type Float Float Float Float 
How To Combine 
Transforms Compose Compose Compose Compose 

Image Pyramid Schedule 1 1 1 1 1 1 1 1 1 1 1 1 2 2 2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 

Image Sampler Random Random Coordinate Random Random Coordinate 

Interpolator B Spline Interpolator B Spline Interpolator B Spline Interpolator B Spline Interpolator 
Maximum Number Of 
Iterations 500 1000 2000 1000 
Maximum Number Of 
Sampling Attempts 10   10 

Maximum Step Length 0.2 0.145833 0.01 

Metric 
Advanced Normalized 
Correlation 

Advanced Mattes 
Mutual Information 

Advanced Mattes 
Mutual Information 

Advanced Mattes 
Mutual Information 

Moving Image Dimension 3 3 3 3 

Moving Image Pyramid 
Moving Recursive 
Image Pyramid 

Moving Recursive 
Image Pyramid 

Moving Smoothing 
Image Pyramid 

Moving Recursive 
Image Pyramid 

Moving Image Pyramid 
Schedule 0 0 0    
Moving Internal Image 
Pixel Type Float Float Float Float 
New Samples Every 
Iteration TRUE TRUE TRUE TRUE 

Number Of Histogram Bins 32 32 32 32 

Number Of Resolutions 1 2 2 4 

Number Of Spatial Samples 2048 2048 2048 2048 

Optimiser 
Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 
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Registration 
Multi Resolution 
Registration 

Multi Resolution 
Registration 

Multi Resolution 
Registration 

Multi Resolution 
Registration 

Required Ratio Of Valid 
Samples 0.001 0.001 0.001 0.1 

Resample Interpolator 
Final B Spline 
Interpolator 

Final B Spline 
Interpolator 

Final B Spline 
Interpolator 

Final B Spline 
Interpolator 

Resampler Default Resampler Default Resampler Default Resampler Default Resampler 

Result Image Format Tif Tif Tif Tif 

Result Image Pixel Type Float Float Float Float 

Transform Affine Transform Similarity Transform Affine Transform Affine Transform 

Use Direction Cosines TRUE TRUE TRUE TRUE 

Write Result Image FALSE FALSE FALSE FALSE 
Write Result Image After 
Each Resolution FALSE  False False FALSE 

 

Supplementary table 2. Affine transformation parameter configurations for Par00GM, 

Par0025, Par0033 and Par0038. These parameters are explicitly specified in the parameter 

map files. Any parameter not specified is set to a default value at Elastix runtime. See Elastix 

manual for information on default values.  

 

Parameter par0025bspline.txt par0033bspline.txt par0038bspline.txt par00GMbspline.txt 

Automatic Scales Estimation  TRUE 
Automatic 
Transform 
Initialisation TRUE TRUE TRUE TRUE 
Automatic 
Transform 
Initialisation 
Method Center Of Gravity Center Of Gravity Center Of Gravity Center Of Gravity 
B Spline 
Interpolation 
Order 1 1 1 3 
Default Pixel 
Value 0 0 0 0 
Element 
Spacing 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 0.01 

Erode Mask FALSE FALSE FALSE FALSE 
Final B Spline 
Interpolation 
Order 3 3 3 3 
Final Grid 
Spacing In 
Voxels 25 25 50 35 35 35 40 40 40 10 10 10 
Fixed Image 
Dimension 3 3 3 3 
Fixed Image 
Pyramid 

Fixed Smoothing Image 
Pyramid 

Fixed Smoothing Image 
Pyramid 

Fixed Recursive Image 
Pyramid 

Fixed Smoothing Image 
Pyramid 

Fixed Image 
Pyramid 
Schedule 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1 1 1 1 1 1 1 1 
Fixed Internal 
Image Pixel 
Type Float Float Float Float 
Grid Spacing 
Schedule 1 1 1 1 1 1 8 4 2 1   
How To 
Combine 
Transforms Compose Compose Compose Compose 
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Image Pyramid Schedule  1 1 1 1 1 1  

Image Sampler Random Random Coordinate Random Random Coordinate 

Interpolator B Spline Interpolator B Spline Interpolator B Spline Interpolator B Spline Interpolator 
Maximum 
Number Of 
Iterations 1000 1000 1000 1000 
Maximum 
Step Length 0.009 0.015 0.117188 0.2 

Metric 

Advanced Normalized 
Correlation  Transform 
Bending Energy Penalty 

Advanced Mattes Mutual 
Information  Transform 
Bending Energy Penalty 

Advanced Normalized 
Correlation  Transform 
Bending Energy Penalty 

Advanced Mattes Mutual 
Information  Transform 
Bending Energy Penalty 

Metric0 
Weight 1 1 1 1 
Metric1 
Weight 0.1 0.2 0.1 0.1 
Moving Image 
Dimension 3 3 3 3 
Moving Image 
Pyramid 

Moving Smoothing Image 
Pyramid 

Moving Smoothing Image 
Pyramid 

Moving Recursive Image 
Pyramid 

Moving Smoothing Image 
Pyramid 

Moving Image 
Pyramid 
Schedule 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1 1 0 0 0 0 0 0 1 1 1 1 1 1 1 1 1 1 1 1 
Moving 
Internal Image 
Pixel Type Float Float Float Float 
New Samples 
Every Iteration TRUE TRUE TRUE TRUE 
Number Of 
Histogram 
Bins 32 32 32 32 

Number Of Jacobian Measurements 1000 1000 1000 
Number Of 
Resolutions 2 4 2 4 
Number Of 
Spatial 
Samples 2048 2048 2048 2048 

Optimiser 
Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Adaptive Stochastic 
Gradient Descent 

Registration 
Multi Metric Multi 
Resolution Registration 

Multi Metric Multi 
Resolution Registration 

Multi Metric Multi 
Resolution Registration 

Multi Metric Multi 
Resolution Registration 

Resample 
Interpolator Final B Spline Interpolator Final B Spline Interpolator Final B Spline Interpolator Final B Spline Interpolator 

Resampler Default Resampler Default Resampler Default Resampler Default Resampler 
Result Image 
Format Tif Tif Tif Tif 
Result Image 
Pixel Type Float Float Float Float 

Transform B Spline Transform B Spline Transform B Spline Transform B Spline Transform 
Use Direction 
Cosines TRUE TRUE TRUE TRUE 
Write Result 
Image FALSE FALSE FALSE FALSE 

 

Supplementary table 3. B-spline transformation parameter configurations for Par00GM, 

Par0025, Par0033 and Par0038. These parameters are explicitly specified in the parameter 

map files. Any parameter not specified is set to a default value at Elastix runtime. See Elastix 

manual for information on default values.  
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Chapter 4 

 

DEEP LEARNING CELL COUNTING IN ANATOMICALLY TARGETED STRUCTURES 

 

ABSTRACT 

A significant challenge of analysing whole mouse brain data comes with the quantification of 

cell counts. Manual approaches are laborious, highly subjective and exceptionally challenging 

when data is oversampled and amounts to terabyte-sized data sets. Additionally, 

identification and delineation of anatomical structures are subjective, presenting the cell 

counting challenges with multiple compounding sources of error. Here, we took a deep-

learning approach to automatically quantify cell counts in oversampled high-resolution serial 

two-photon data of the whole mouse brain. Registration with the Allen Brain Institute 

framework atlas allowed for novel targeting of cell counting to anatomical structures of 

interest, negating the need to process the entire data set. We performed multiple validation 

steps including the validation of novel augmentation of a small initial data set of both serial-

two photon and confocal image data, the validation of the deep-learning detection on novel 

image data, and the validation of the entire pipeline in the dorsal lateral geniculate nucleus 

in the Sox14gfp/+ mouse. The pipeline revealed an automated count of 1,234 ± 90 cells (mean 

± SD) which is comparable to a separate study which found 1,255 ± 195 cells (Evangelio et al., 

2018).  
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4.1 INTRODUCTION 

Advancement in whole-brain imaging techniques at high resolution enables scrupulous 

insight into the connectivity and distribution of cell populations across local and distal scales 

(Y. Kim et al., 2015; Li et al., 2010; Ragan et al., 2012; Renier et al., 2016). These imaging 

approaches yield gigabyte and terabyte data sets. They can also include multiple imaging 

channels for multi-fluorophore studies or for acquiring tissue autofluorescence information 

for use with registration a common coordinate framework (see ‘Chapter 3’). However, the 

analysis of these data sets is very demanding, currently very limited and also highly contingent 

on the imaging method being utilised. In early studies, quantification of fluorescently labelled 

data required experts for manual stereological evaluation in individual tissue sections or 

volumes. Criteria for assessment might include fluorescence intensity, fluorescence density, 

localisation of fluorescence, the ratio of fluorescence signal to background signal, and 

morphology either somatic, axonal or dendritic. Of these criteria, basic cell counting provides 

the most valuable quantification for studies seeking to map and understand cell populations 

and connectivity. However, similar to the issues surrounding human registration approaches, 

human analysis of fluorescence imaging data is fraught with issues pertaining to subjectivity, 

selection bias and overall low throughput owing to time-intensive manual protocols.  

 

In studies utilising cell counting techniques, there are several issues with reproducibility and 

disagreement between measurements are often reported for the same anatomical regions. 

Keller et al. (2018) provides an excellent review of total cell counts, neuron counts, astrocyte 

counts, oligodendrocyte counts, and microglia counts reported in the literature, and it is 

abundantly clear that independent studies report conflicting numbers. For example, 

Herculano-Houzel et al. (2013) reported 66,771 neurons in the frontal cortex, whilst Schmid 

et al. (2013) reported 213,000 neurons; a 1.8-fold disagreement. The dorsal CA1 region of the 

hippocampus also shows a 2.7-fold disagreement in neuron count between reported 

numbers of 447,500 (Jinno & Kosaka, 2010) and 165,742 (Miranda et al., 2009). This puts the 

dorsal CA1 cell count mean at 306,600 ± 141,000 (Mean ± SD), with a standard deviation that 

is comparable to the reported value by Miranda et al. (2009). Reported disparities are simply 

the result of no standardised process for measuring cell counts in the brain.  
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Automated stereological counting methods, such as the optical fractionator technique, 

estimate the total cells number by systematic random sampling of discrete volumes in the 

structure of interest (Olesen et al., 2017). Such approaches also remove human subjectivity. 

The limitations of these methods are that structure volumes are discretely sampled and are 

not comprehensive. For example, an optical fractionator protocol by Olesen et al. (2017) 

detailing counting of BrdU-positive neurons in the rat hippocampus describes sampling one 

hemisphere for a specimen and sampling every fifth section at 80 μm section thickness. 

Volumes are randomly sampled given a manually delineated region for the structure. 

Sampling volume size is also explicitly chosen to give a combined cell count of 150 to 200 cells 

per sample, per the structure of interest. The total cell count and density for the hippocampus 

can be extrapolated using a scaling method and the known structure volume measured from 

the manual delineation. This counting technique is credited for providing an unbiased three-

dimensional approach for cell counting (Olesen et al., 2017), which is insensitive to tissue 

shrinkage or experimental setup. This is due to strict inclusion and exclusion criteria, and 

random sampling approaches in the counting protocol. Ultimately, however, this method is 

far from representing a complete count as a tiny fraction of cells are sampled. It additionally 

relies on measurable volumes which introduce issues relating to how delineation is defined 

and also does not address inhomogeneous cell distribution within structures.  

 

Manual quantification techniques on terabyte data sets are a near-impossible challenge to 

accomplish. A single coronal section image at XY spatial resolution 0.54 × 0.54 μm acquired 

through high-resolution STP tomography can be around 400 MB in size using an 8-bit data 

type (800 MB if using 16-bit data type). At a resolution of 20,000 × 15,000 pixels, an image of 

this magnitude is hard to view and takes several seconds to load into software such as 

ImageJ/Fiji. A single whole mouse brain data set could contain a thousand individual images. 

Achieving accurate quantification of fluorescence signal on a single image is inexplicably 

challenging, but coupled with oversampling along the axial axis, this requires localisation and 

tracking of the signal between multiple sections. For example, a single cell could be sampled 

on four or five concurrent sections if oversampling as per the Nyquist–Shannon sampling 

theorem. This level of sampling would require a human expert to load terabyte data sets, 

localise the region of interest, quantify the fluorescence signal such as counting individual 

cells, and then track these measurements across four or five concurrent sections. All whilst 
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simultaneously detecting new objects which appear in each section. This is a task which would 

take several months to accomplish. It also assumes access to a workstation that is capable of 

handling these high resource demands, and time to be dedicated to such a relentless task. 

 

In light of these limitations, many efforts have gone towards automated methods for cell 

count quantification. Flow cytometry (FCM) and fluorescence activated cell sorting (FACS) 

allows fast cell counting and sorting (McKinnon, 2018). This technique requires cells to be 

dissociated from the tissue and quickly passed through a mechanism to interrogate 

fluorescence characteristics. However, this technique destroys tissue removing any spatial 

knowledge of the cell distributions. Volume measurements must come from different in-

house experimental studies, or from other sources with different experimental conditions 

and parameters.   

 

For smaller sample sets such as Drosophila brains, automated watershed segmentation 

algorithms and edge detection approaches have been successfully used for cell counting (G. 

Lin et al., 2003; Wahlby et al., 2004). At a volume of 8 × 107 μm3 (Zheng et al., 2017), these 

data sets are a small fraction of the total volume of a mouse brain. Success with threshold-

based approaches also relies on a high signal to background autofluorescence ratio. Highly 

fluorescing molecules such as lipofuscins, elastin and collagen can often appear as intense in 

fluorescent signal as fluorophore labelled cells (Schnell et al., 1999). The general background 

signal can also be highly variable attributing to different structures such as grey matter, white 

matter and vasculature. If working with three-dimensional data sets such as confocal image 

stacks, laser scattering and artefacts from surfaces of the slice can also impact the overall 

background signal intensity. Arguably, global thresholding approaches are completely ill-

suited for imaging experiments with non-negligible background signal meaning local and 

computationally complex thresholding approaches are required. However, as background 

structures in biological tissue can occur over local and global scales, even local thresholding 

is unfitting. 

 

To this end, we require an approach for unbiased automated detection of cells in three-

dimensional data sets such as the whole mouse brain. In recent years, deep-learning (DL) has 

been gathering significant momentum in classification tasks due to its capacity to extract and 
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learn features of significance about the data that has been presented to the algorithm. 

Specifically, convolution neural networks (CNNs) observe improved effectiveness over 

standard artificial neural networks (ANNs) in image classification and segmentation 

challenges (Krizhevsky et al., 2017; LeCun et al., 1998). CNNs have consequently seen utility 

for a litany of biomedical image classification challenges including cell detection on confocal 

microscopy data sets (Segebarth et al., 2018), epidermal tissue detection (Oskal et al., 2019) 

and skin cancer classification (Esteva et al., 2017).  

 

Undeniably, it is not hard to find a biological research area where DL models have not applied. 

Not only do they provide accurate performance either on-par or superior to human 

performance, but they can also classify large volumes of data in minutes. A mere fraction of 

the time it might take a human expert. Enticingly, it does not rely on human effort at all. DL 

models are also unbiased and characteristically perform based on the data that has been 

presented to the algorithm. Limitations for DL models are therefore contingent on the type 

and amount of data used in training, as well as a host of hyperparameters that affect the way 

the models learn and how they generalise to new data sets.  

 

ANNs work by chaining together many nodes (also referred to as units), for which nodes can 

be distributed across multiple layers. In a feedforward densely connected network, each node 

in each layer is connected to every node in the adjacent layers. Sparse networks exhibit fewer 

active connections between nodes of adjacent layers. Each node executes a non-linear 

activation function on the weighted sum of inputs it receives, plus a bias term. Non-linearity 

is required to encourage the network to learn non-linear features about data (see below for 

more information on key components to artificial neural network training). The output of a 

node is fed forward to the next layer for additional activation. The process repeats until a final 

output layer is reached and generates a single output value (or values, depending on the 

application) for the network. The final output can be compared against a known target for 

classification and regression orientated tasks.  

 

The fundamental component of ANNs is their ability to learn through a back-propagation 

algorithm. Here the weights for the inputs between nodes are optimised such that the output 

of the network incrementally improves performance. A CNN is different from an ANN by 
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introducing convolution steps which seek to extract vital contextual information from 

dimensionally large data inputs, such as an image. Throwing an image into a fully connected 

feedforward model would be ineffectual, as each pixel is passed as an input into the network. 

Any generalised information about the image subject is, therefore, not considered. Images 

are also information-dense. A small single-channel 256 × 256 image has 65,536 voxels, each 

of which is an input. Numerous inputs mean increased computational demand on the 

network. Convolution operations can reduce network complexity by calculating the sum of 

weighted elements (pixels) using a kernel. The weights of the kernel can change the effect of 

the operation with some convolution processes leading to feature enhancement operations 

such as edge detection or blurring. CNNs use convolutions to extract features which become 

learned by the network, rather than learning from every input voxel.  

 

With this in mind, we developed a DL application for automated cell counting, which does not 

suffer the drawbacks associated with intensity-based segmentation approaches; namely 

insensitivity to different fluorescence and background signal levels and any signal from none-

somatic structures, such as neurites. We used the U-Net architecture (architecture explained 

below; Ronneberger et al., 2015) to perform binary classification on input images. To make 

the approach more computationally efficient and faster for large data sets, novel 

incorporation of registration with the Allen Brain Institute framework allowed counting to be 

targeted to anatomical regions of interest.  

 

Deep-learning segmentation with U-Net 

Cell detection is fundamentally a pixel-wise segmentation task requiring binary classification 

of pixels into a class for background signal and a class for the signal from fluorescently labelled 

cells. Of the existing CNN architectures for cell segmentation, the U-Net model proposed by 

Ronneberger et al. (2015) provides the most ubiquitously used architecture. At its inception, 

the model outperformed other existing models for which the state-of-the-art segmentation 

neural network at the time relied on a sliding window attached to a convolution neural 

network (Cireşan, Meier & Schmidhuber, 2012). The sliding window approach is 

computationally expensive and also leads to redundant classification where sliding windows 

overlap. In the biomedical imaging field, imaging data is also relatively sparse. With fewer 
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examples for classification, it is necessary for learned features to be location invariant rather 

than spatially constrained.  

 

The U-Net architecture is more focused on scale-invariant and spatially-invariant feature 

extraction during training. It does this by using two stages in the network (Fig. 4.1). An 

encoder stage which performs downsampling of input image data through feature extraction, 

and a decoder stage which performs upsampling of learned key features. Downsampling and 

upsampling help remove spatial context in the data allowing features of importance to be 

heavily weighted towards those which are spatially invariant. Successful application for the 

segmentation of neuronal structures in electron microscopic data and cell detection in phase 

contrast and diffuse image contrast microscopy images (Ronneberger et al., 2015), has 

resulted in a surge of adoption of the architecture for other biomedical segmentation 

challenges. These include liver and lesion segmentation in computer tomography images 

(Christ et al., 2016), Xenopus kidney structure segmentation (Çiçek et al., 2016) and vascular 

boundary detection (Merkow et al., 2016). 

 

 
Figure 4.1. U-Net architecture. The network is split into decoder (left) and encoder (right) 

stages, joined by an intermediate stage (bottom). Numbers represent the number of feature 

channels at each step with network operations highlighted in the key (bottom-right). Drop-

out layers are introduced into the last two decoding stages to introduce noise and improve 
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network generalisation. Concatenation steps (blue) are required to merge features from the 

decoder stage with features from the encoder stage of the network. This enhances the 

important features which are learned by the network during training.  

 

The U-Net model starts with two consecutive 3 × 3 convolution operations on the input image. 

The use of paired convolution operations allows extraction of features of increased 

complexity, over what would be possible with a single convolution operation. For example, a 

prominent edge in an image of a car would be low level, but the combination of edges could 

represent corners as being a key feature of the image. A max-pooling process takes the 

feature maps from the double convolution layer and downsamples the maps by retaining the 

highest values (and therefore more important features) within a 2 × 2 kernel.  

 

The max-pooling output is fed into another pair of convolution filters followed by another 

max-pooling process and repeated twice more in total. The successive convolution and 

pooling steps mean we extract more complex features that remain important to the original 

image, whilst reducing dimensionality and therefore removing the importance of local spatial 

information from the input data. After four stages of convolution and pooling, at the lowest 

level of the encoding stage, there are another two 3 × 3 convolution layers to transition the 

network into the decoding stage.  

 

The goal of the decoding stage is to upsample the image back to the original input size using 

the key features extracted during encoding. Upsampling is initiated using a 2 × 2 transposed 

convolution process. The transposed convolution process uses a transposed convolution 

matrix meaning the matrix multiplication increases dimensionality in the output (Zeiler et al., 

2010). Thus, the encoded feature maps at the bottom of the network can be upscaled. To 

increase the accuracy of the network, feature maps from the corresponding network in the 

encoding path are extracted and concatenated with the upsampled feature maps. This step 

is known as a skip connection. Supplementing the upsampled features with feature 

information from the encoding stage in this way, means important information that resides 

in the encoding feature maps can also be used to reinforce key features for detection. For the 

key features across the encoder and decoder stage to be extracted, the skip connection is 

followed by an additional double convolution step.  
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The transposed convolution, skip connection concatenation, and double convolution process 

is repeated three times. At the final stage, a trio of convolution processes is required to get 

an output image with the same dimension as the input. 

 

During training, the network is fed with image data and ground-truth segmentation data. As 

image data is passed through the network, the output segmentation results are compared to 

the ground-truth and weights distributed throughout the network are modified, such as to 

encourage the network to generate increasingly accurate predictions. There are a handful of 

key components for training the U-Net, and any neural network in general. These are 

described below.  

 

Activation function 

The activation function computes a weighted sum of inputs, with an additional bias term 

which adds a tuneable constant that is independent of the inputs. The output of this function 

is known as the activation for which the magnitude of the activation is analogous to declaring 

whether the node is active (or involved in the network computation). The key property for 

activation functions is that they are non-linear which has a few benefits for a network. First, 

non-linear activation functions reflect non-linearity in real data sets. Second, in order for the 

network to learn, the activation function must be differentiable and complex prediction 

challenges with multiple layers of activation functions, the gradient can still be calculated 

across all the layers with respect to the inputs. This is vital for network learning, as a gradient 

descent optimisation function (discussed further below) during the back-propagation process 

(learning phase) is able to calculate how wrong an initial prediction is with respect to the node 

inputs, and how much to modify the weights in the activation functions. A linear function is 

ineffective as its gradient is independent of the input and constant. The gradient would, 

therefore, not indicate by how much the weights in the activation function should be 

modified, other than to say that the weights should be modified. Third, linear functions are 

unbound, meaning the gradient does not push the activation function towards a stable value 

at either end of the function.  
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Commonly used activation functions in ANNs include Sigmoid (Han & Moraga, 1995), Tanh, 

ReLu (Nair & Hinton, 2010) and ELU (Clevert et al., 2015). ReLu and ELU provide the most 

favourable activation functions for complex networks such as the U-Net. This is because both 

ReLu and ELU derivatives are mathematically simple to derive, plus the activation (output) of 

ReLu and ELU can be zero or negative meaning a densely connected network can have nodes 

which have zero transfer to the next layer. This reduces the density and complexity of the 

network itself by forcing unimportant nodes into an inactive state. 

 

Loss function 

Network learning is formulated as an optimisation challenge on the weights in a network, by 

using a known ground-truth data set for network error evaluation. For the network to know 

which weights to modify, and by how much to modify them, a loss function is used to measure 

network accuracy given the current state of learned predictions. Loss functions are more 

complex than a simple linear accuracy measurement as the network needs to learn how 

wrong it is in order to maximise learning. For example, an initial network accuracy of only 10% 

would see the same encouragement of weight modification during back-propagation at 20% 

or even 90% if the loss function is linear. If using a log loss function such as cross-entropy, the 

loss value at 10% accuracy would be much higher than that at 90%. Consequently, at a poor 

network performance accuracy of 10%, the high loss value forces the network to alter the 

weights to drastically improve performance. When the network is performing desirably at 

90% accuracy, a smaller loss value restricts drastic weight modification. If the weights change 

too much, the network loses the ability to refine its learning and becomes more stochastic in 

its performance. For a binary image segmentation network, binary cross-entropy loss offers 

the most favourably used loss function. The Dice score which measures similarity between 

binary images can be reworked as a loss function, and the same is true of the intersection-

over-union score (also known as Jaccard score). Recently, focal Tverksy loss appeared as a 

modified Dice loss score which has a ⍺ parameter that can be used to focus the loss towards 

penalising false-positives (⍺<0.5) and false-negatives (⍺>0.5) (Abraham & Khan, 2018). This 

metric is useful for encouraging the network to minimise false-rate occurrences which has 

utility in biomedical image segmentation applications. 

 

Optimiser 
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An optimiser works closely with the loss function to understand how to optimise the weights 

in a network during back-propagation. Optimisers are gradient descent algorithms which aim 

to find a minimum in the activation function, which reflects an optimum weight configuration. 

This is why the activation function must be differentiable. Restrictions for learning can be 

implemented during the back-propagation process with a learning rate parameter. This 

parameter is <1 and scales down the gradient to prevent overly broad weight modifications 

which could result in the network finding local minima instead of global minima. In practice, 

a learning rate is always implemented and typically with a value <0.1 to ensure network 

learning is stable.  

 

One optimiser method is stochastic gradient descent (SGD) which uses an approximation of 

the network gradient by only evaluating a subset of samples to improve learning efficiency 

and is commonly used. Adaptive moment estimation (Adam) is another gradient descent 

approach which uses prior gradient estimations to give momentum for the optimiser to help 

find the minima more efficiently.  
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4.2 METHODS 

Here we use the U-Net architecture in a pipeline to automatically segment fluorescently 

labelled STP image data using the Allen CCF3 registration result (see ‘Chapter 3’) to target cell 

count quantification to particular anatomical regions of interest. To this end, we used several 

optimisation steps to generate the optimum U-Net network. This includes the generation and 

characterisation of manually segmented data, evaluating data augmentation processes for 

use in supplementing a small initial data set, choosing the optimum loss function to get a low 

validation loss (best performance) during training, tuning of additional hyperparameters 

including optimiser and learning rate, and the characterisation of the trained model itself. 

Lastly, we validated the complete pipeline with automated counting of GFP+ cells in the 

thalamus of the Sox14gfp/+ mouse. All pipeline and analyses were done with Python, using 

Keras (Chollet & others, 2015) and TensorFlow 2 (Abadi et al., 2015) for all machine learning 

implementation. 

 

Sample preparation for STP imaging and pipeline validation 

Sox14gfp/+ brains for STP imaging were extracted following a transcardial perfusion process 

using 20ml 1X phosphate-buffered saline (PBS) at 4°C, followed by 20ml 4% 

paraformaldehyde (PFA) at 4°C. Brain tissues were post-fixed in 4% PFA and kept at 4°C for 

24 hours before transferring to 1X PBS with 0.01% NaN3. To embed the sample in preparation 

of imaging, a 4.5% oxidised-agarose solution was prepared by stirring agarose (type 1; Sigma) 

with 10 mM NaIO4 (Sigma) and 50 mM phosphate buffer (PB) at room temperature in a light-

shielded environment for 2 hr 30 mins. The oxidised-agarose solution was filtered three times 

with PB before re-suspending in PB and stored at 4°C until performing the embedding 

process. During embedding, two 25G needles were horizontally inserted ~5 mm apart, 

through a disposable cube-shaped embedding mould (VWR #E6032-1CS) to provide a 

horizontal platform to support the mouse brain. The oxidised-agarose solution was heated to 

boiling in a microwave and left to cool until 65°C. After filling the mould with the agarose 

solution, the mouse brain placed onto the platform using a set of forceps. The needle platform 

helped support and align the sample and meant the entire intact sample could be imaged 

without necessitating slicing a flat surface onto the tissue. Finally, the embedded sample was 

left to passively cool to room temperature where it became solid, before carefully extracting 
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from the moulds and immersed and stored within 1X PBS with 0.01% NaN3 at 4°C until 

imaging was performed. 

 

STP imaging for pipeline validation 

Agarose embedded samples were glued with a cyanoacrylate-adhesive (Loctite Ltd.) onto a 

glass slide, with the Anterior-Posterior axis of the mouse brain was positioned orthogonal to 

the slide. The base of the slide consists of two magnetic blocks which allowed the sample to 

be magnetically fastened to a magnetic base in a custom-designed 1.5L plexiglass water-bath. 

A custom-designed cooling system (JULABO UK Ltd.) was inserted into the bath and set to 

maintain a 4°C environment to maintain tissue integrity over several days of imaging. The 

bath was then filled with PB and translated to align the sample with the imaging objective 

and microtome. For image acquisition, physical sections were acquired every 50 μm using the 

microtome, with five optical sections using a piezo controlled objective acquired per physical 

section, providing a 10 μm axial resolution. These were combined with a 16x, 0.8NA imaging 

objective (Nikon Inc.) to obtain a spatial resolution of 0.54 μm. The first optical layer was 

acquired 25 μm below the surface to avoid surface distortions. Complete coronal sections of 

the mouse brains were acquired by tiling the objective 1x1 mm field-of-view across the 

coronal plane. This resulted in a 12 x 10 tile mosaic for each optical section. Physical sections 

were obtained using a microtome with a blade vibration frequency of 60 Hz and velocity 0.35 

mm/s. Laser (Chameleon Ultra II, Coherent) excitation was conducted at 920 nm for GFP 

excitation. The laser power was incrementally increased for optical section acquisition at 

deeper depths to compensate for laser power loss induced from scattering. Emission 

fluorescence was collected over three photomultiplier tubes (PMTs) channels (red, green and 

blue) with the green channel path consisting of an additional 525/40 nm bandpass filter (Laser 

2000 Ltd.) to reduce collection from non-GFP sources. PMT gain was set to 850V for all three 

channels. Tile acquisition was conducted with a resolution of 2080 x 2080 pixels with 16-bit 

range, amounting to approximately 3 megabytes per tile. Imaging conducted with these 

parameters resulted in 250 optical sections along the Z-axis (caudal-rostral axis) with each 

section comprising 120 tiles. The acquisition occurred over ~5 days and generated ~3.5 

terabytes of data per brain. All images were stored on a network-attached storage (NAS) drive 

(DS1815+; Synology Inc.). Following imaging, free-floating slices were extracted from the PB 

and stored in 1X PBS with 0.01% NaN3 at 4°C. 
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Image stitching pipeline 

Individual tiles acquired through STP imaging were stitched together with a custom pipeline 

written in Python and executed alongside STP image acquisition. Once all tiles per physical 

section were obtained, each tile was cropped to 2024 x 2024 pixels to remove artefacts on 

the edges of each tile. A previously acquired average flatfield image was gaussian blurred with 

kernel size 201 x 201 pixels and sigma = 30. This was done to remove high-frequency 

structures in the flatfield image and to obtain a low-frequency background intensity profile. 

The flatfield image was then divided by its maximum intensity value and subtracted away 

from integer value 2. This converted the flatfield image into a correction image. An intensity 

ramp defined by a quarter-circle function was applied to a 144-pixel wide boundary along 

each edge of the correction image resulting in a non-linear reduction in pixel intensity to zero 

at the absolute edge of each tile. The 144-pixel wide boundary was chosen as this was the 

remaining pixel overlap between neighbouring tiles. Intensity ramping was done to reduce 

tiling artefacts when eventually stitching the tile images together. Each STP tile was multiplied 

by the intensity-ramped correction tile and stitched using the Grid/Collection stitching plugin 

in ImageJ/Fiji using maximum intensity projection along the overlapping regions. Stitched 

images were further converted to an 8-bit range by appropriately scaling the 16-bit image 

range, and additionally downsized to an isotropic voxel size of 10 μm. 

 

Registration using Allen Institute Common Coordinate Framework (CCF3) 

For delineation of the mouse brain into anatomical structures, SimpleElastix (Klein et al., 

2009) was used to perform a rigid, affine and b-spline transformation of the CCF3 atlas to the 

stitched STP data. First, stitched STP data was downsized to a 10 μm isotropic voxel size. 

Parameter configuration follows Par00GM (see ‘Chapter 3’). A multi-step multi-resolution 

registration of the average CCF3 atlas to the STP data was performed beginning with a single-

resolution rigid and affine transformation using an advanced normalized correlation metric 

optimised through an adaptive stochastic gradient descent algorithm. This was followed by a 

four-resolution b-spline transformation using the Mattes mutual information metric and the 

adaptive stochastic gradient descent optimiser, with a final grid spacing of 250 μm over 1000 

iterations. The transformation map was used to warp the annotation CCF3 atlas and a custom 
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hemisphere atlas (which delineates the two hemispheres in the CCF3 atlases) with a nearest 

neighbour interpolation. 

 

Manually segmented training data 

Training data comprised an initial 151 images (512 × 512 pixels; 276 × 276 μm) randomly 

sampled from exemplar STP data sets containing GFP fluorescence labelling localised to soma, 

dendrite and axonal structures (Fig. 4.2A). Each training image was loaded into ImageJ/Fiji 

and manually segmented with the brush tool. Criteria for cell segmentation were as follows. 

Cells chosen for masking had to exhibit sufficient signal over the background to delineate the 

shape of the soma, and to constitute a cell-like signal. The cell mask had to follow the 

morphology of the soma as accurately as possible. Any fluorescence from dendritic or axonal 

structures was omitted from masking. In the case where cells were closely positioned and 

appeared to overlap, but could be visually distinguished as separate cells, the cell masks were 

made to explicitly separate the two objects with a one- or two-pixel separation. We chose to 

do this to encourage the network to learn features that distinguish individual cells when they 

appeared in densely packed clusters. In cases where cells were too densely arranged so 

individual cells could not be visually discerned, no effort was made to distinguish between 

cells in the mask image. If a human was incapable of distinguishing these structures, then it 

was deemed an unrealistic expectation for a neural network to do so. Therefore, this was not 

considered detrimental to the performance of the trained network.  

 

The density of the cell fluorescence class ranged from zero to around 10% of the image with 

a mean of 1.23% (n=151 images). Images containing zero cell fluorescence were kept in the 

data set to provide examples of background signal to the U-Net during training. These images 

typically showed autofluorescence, vasculature structures and artefacts exhibiting high or 

varied fluorescent signal such as the meninges membranes. Each pair of STP image and the 

manually segmented image was saved as a single-channel 8-bit TIFF.  

 

In order to improve generalisability performance of the network and to supplement the 

training data with more examples, an additional 17 images (1024 × 1024 pixels) were obtained 

from https://github.com/matjesg/DeepFLaSH (Segebarth et al., 2018). These images were 

already used for a DL approach for confocal image cell segmentation and were considered 
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appropriate for use here. Each image already had a manual segmentation mask. However, 

the manual labelling of this data set was done by using elliptical markers placed over each cell 

rather than using the criteria outlined earlier. As the goal was to improve generalisability of 

the network, this slight incongruity in segmentation protocol was not considered detrimental 

to the network performance. The original 151 training set, referred to as GM data, has training 

samples of size 512 × 512 pixels. The supplemental data from Segebarth et al. (2018), referred 

to as MG data, was therefore split into four blocks of 512 × 512 pixels to create a total of 68 

images. 

 

We characterised the GM data (n=151), MG data (n=68) and combined GM and MG (n=219) 

for class balance between cell and background, by measuring the number pixels 

corresponding to a cell classification.  

 

Augmentation of training data 

For biomedical imaging data, a combined GM and MG data set (n=219 samples) was 

considered a reasonably sized sample set. However, to improve overall performance and to 

encourage generalisation by the network, a series of augmentation steps was performed to 

bolster the number of training samples by several folds. Poisson and Gaussian noise were 

artificially added to all data sets (GM, MG, and GM and MG combined) to encourage the 

network to learn features which were noise invariant. Measuring image noise was a 

challenging task in itself. To assess how Poisson and Gaussian noise addition influence the 

noise in the data sets, image noise variance was calculated using the method proposed by 

Immerkær (1996) which uses the following 3 × 3 kernel, 

 𝑘 = .
1 −2 1
−2 4 −2
1 −2 1

2 (Eq. 4.1) 

convolved and summed across each image. This approach had the benefit of being fast and 

gave a reasonable estimation of noise variance. Evaluation of noise added to the data (see 

‘Discussion’) resulted in Poisson noise being chosen as the only noise addition to be 

performed on the data set during augmentation.  

 

With this in mind, the combined GM and MG data set was augmented in the following ways. 

First, vertical flipping, horizontal flipping, 90° rotation, 180° rotations and 270° rotations were 
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applied to all 219 images and masks pairs. Combinations of flipping and rotations which 

resulted in the same result were omitted, so no augmented sample image was identical. In 

general, the initial flipping and rotation transformation is recommended to help the network 

learn rotation- and location-invariant features. Stage one augmentation step resulted in an 8-

fold increase in data to n=1,752 samples from the combined n=219 data set. 

 

We implemented a second augmentation stage using the Augmentor Python library (Bloice 

et al., 2017) to perform the following operations; rotating the images in the range -360° to 

+360°, zooming in the range 90% to 110%, skewing along the horizontal or vertical axis, adding 

a random elastic distortion using a grid size of 10-by-10 pixels, shearing along the horizontal 

or vertical axis, and adding Poisson noise. All operations except the Poisson noise addition 

utilised native Augmentor operations. Poisson noise addition (chosen over Gaussian noise) 

was achieved by creating a custom class which interfaced with the Augmentor operation 

pipeline. Each operation had a 50% probability of occurring for every image passed through 

the pipeline. To ensure image data and mask data were augmented in the same way, we fed 

an image and mask pair into the pipeline with the same probabilities. Each generated image 

and mask pair were saved into the same directory as the input data. The number of images 

to generate was specified before training. In this manner, the U-Net was dynamically fed with 

supplemental data alongside the initial stage one augmentation data set. Care was taken to 

limit the magnitude of the operations to prevent unrealistic augmentations. 

 

During network training, a 6-fold augmentation at stage two generated 12,264 training 

samples which were split 75% (9,198 samples) for the training data and 25% (3,066 samples) 

for the validation data. As augmentation operations were performed randomly, it was a 

possibility that splitting the data would result in a different balance between cell class and 

background class across the training and validation sets. All images and masks generated 

through the augmentation process were therefore stored with a filename referencing the 

original input image filename. The native filesystem ordering arranged the input data such 

that all augmented images are immediately listed after the original image, which conveniently 

resulted in grouping together of images with similar data balance. We then split the data into 

training and validation by sampling every fourth image for the validation set (25%) with the 

remaining images used for the training set (75%). Using the native filesystem ordering for 
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sample splitting ensured the training and validation data sets retained the same class balance 

and prevents the network generating loss values on the training data which were 

unrepresentative of the balance in the validation data. 

 

Loss function evaluation 

To optimise the segmentation network loss function, we created three simulated faux 

prediction data sets. Each data set was designed to reflect loss function handling concerning 

true-positive, true-negative, false-positive and false-negative occurrences. All simulated 

prediction data sets featured a ground-truth square object labelled with value 1 against a 

background class of value 0, therefore simulating a binary classification problem. Each 

prediction set featured a total of eight predictions against the ground-truth, starting with an 

inaccurate prediction and improving accuracy with each subsequent faux-prediction as 

measured using the intersection-over-union score (IoU; also known as Jaccard score). 

Evaluated loss functions included binary cross-entropy loss (BCE), distance map loss (Caliva et 

al., 2019), binary focal loss (T. Y. Lin et al., 2020), Dice loss, focal Tversky loss (FTL) and combo 

loss (Taghanaki et al., 2018). BCE loss presents the most ubiquitously used loss metric for 

binary segmentation. Focal Tversky loss recently appeared as a loss metric for segmentation 

networks which is similar to the Dice loss but enables weighting the training towards 

minimising false-negatives or false-positives occurrences.  

 

Simulated prediction set 1 (translation to match) featured a predicted square object 

identically sized to the ground-truth but started with an initial prediction to the left of ground-

truth prediction which progressively translates to the right until total incidence over the 

ground-truth object (Fig. 4.3). This simulated data set exhibited true-positives, true-negatives, 

false-positives and false-negatives for which false-positives and false-negatives were equal in 

occurrence for every simulated prediction.  

 

Prediction set 2 (scale small-to-match) featured an initial square prediction which was 

spatially centred over the ground-truth, but smaller in scale. Over simulated predictions, the 

predicted object incrementally scaled until complete incidence with the ground-truth (Fig. 

4.3). This simulated data set exhibited true-positives, true-negatives and false-negatives only. 
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Prediction set 3 (scale large-to-small) was similar to prediction set 2. However, the initial 

prediction was much larger than the ground-truth and incrementally scaled smaller until 

complete incidence with the ground-truth (Fig. 4.3). This simulated data set exhibited true-

positives, true-negatives and false-positives only. 

 

For each prediction data set, the occurrence of true-positives, true negatives, false positives 

and false negatives was measured. We then calculate a loss value for each simulated 

prediction data set for each loss function. For the FTL loss which could be modified to target 

the loss towards false-positives or false-negatives through an additional parameter, ⍺, an 

additional test was done which altered ⍺ from 0.1 to 0.9 where ⍺<0.5 targets false-positive 

minimisation and ⍺>0.5 targets false-negative minimisation.   

 

Hyperparameter tuning 

To optimise hyperparameter values for U-Net training, we conducted several small-scale test 

U-Net training experiments. In the first test, the ELU and ReLU activation functions were 

compared. In the second test, the loss function was compared between BCE and FTL with FTL 

⍺ additionally modified from 0.2 to 0.8 in increments of 0.2, for progressive weighting 

between false-positive learning and false-negative learning. In the third test, the optimiser 

was varied between Adam and SGD with learning rates set at 1e-3, 1e-4 and 1e-5. In the final 

test, the amount of stage two augmentation was varied between 0, 4, 6 and 8-fold increases. 

In all but the last test, augmentation was limited to stage one only (flipping and 90°, 180° and 

270° rotations). Each test was conducted with early stopping evoked after 30 epochs of no 

loss improvement to restrict computation time and resources. Unless the specific parameter 

was modified as described above, the base parameter configuration of the model during all 

training scenarios was using the ELU activation function, a BCE loss, an Adam optimiser 

initialised with a learning rate of 1e-4, a batch size of 8 to feed the network with training 

samples, and Dice loss score for assessing the best model. All test scenarios were run on an 

Ubuntu Intel(R) Core(TM) i9-7980XE CPU at 2.60GHz with 32 cores and 128 GB RAM 

workstation equipped with an NVIDIA Titan Xp GPU. 

 

Optimised U-Net model training and evaluation 
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The final optimised U-Net model was trained using the ELU activation function with an Adam 

optimiser operating on the BCE loss function. We used a batch size of 8 with early stopping 

evoked if the validation Dice loss did not improve after 30 epochs (iterations of training). Only 

the weights which gave the best validation loss during training were saved, rather than saving 

the model at the last training epoch. Alongside stage one augmentation, stage two 

augmentation was set to augment 6-fold giving a total 12,264 training samples which were 

split 75% (9,198 samples) for training data and 25% (3,066 samples) for validation data. The 

network training was done on an Ubuntu Intel(R) Core(TM) i9-7980XE CPU at 2.60GHz with 

32 cores and 128 GB RAM workstation equipped with an NVIDIA Titan Xp GPU. After training, 

the U-Net model was able to be set up for inference meaning the model was used for 

prediction only and not for training. In this state, the model could receive an input image and 

generate a prediction map based on what the model had learned in training. The prediction 

map had a one-to-one pixel correspondence with the input image. However, pixel values were 

probabilities in range 0-to-1 representing confidence towards the cell class (value of 1) or 

background class (value of 0). Therefore, a threshold at 0.5 was taken, to convert the 

prediction map into a binary mask. 

 

Often, network performance is quoted using the final validation loss, or by using the model 

to predict the training set or a subset of the training set, and evaluating a number of metrics 

such as precision, recall and F1 score. Arguably, these reported performance scores only 

reflect the model performance as a state of training and do not reflect deployment 

performance when the model is exposed to novel data. We performed model evaluation 

using a simulating a real deployment condition by using the trained U-Net to classify two 

novel coronal slices extracted from two STP data sets which were not used to generate the 

training data. Choosing novel images ensured the model had not been exposed to image data 

during training which was indirectly related to the novel images tested during validation. Each 

novel image (approximately 20,000 × 15,000 pixels) was manually segmented to generate a 

ground-truth mask. Novel image 1 featured soma localised GFP fluorescence distributed 

across the thalamus. Novel image 2 featured soma, dendritic and axonal GFP fluorescence 

localised to the dorsal lateral geniculate nucleus (LGd). Each image and its corresponding 

ground-truth mask was split into 512 × 512 pixel blocks and classified with the U-Net model. 

Splitting the novel images into blocks was done to utilise the GPU for prediction, for which 
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the image size would otherwise be too large to predict. Predicted results for each block were 

used to reconstruct the image into a corresponding image mask and thresholded at 0.5 to 

generate a binary mask.  

 

Prediction results were compared against the ground-truth by evaluating the following 

metrics; the IoU, pixel accuracy, precision, recall and F1 score. Evaluating a model based on 

these metrics is often not too insightful to performance as segmentation can vary widely from 

the ground-truth without necessarily performing poorly. For example, a cohort of subjects 

could be tasked with segmenting cars in an image of a car park. Everyone would be successful 

at identifying the cars, but some people might opt to include car wheels into the mask, and 

others might choose to omit them. Metrics such as precision, recall and F1 score are sensitive 

to inaccuracies between masks on an individual pixel basis and would reflect this in their 

scores. Nevertheless, no-one would deny that any performer was poor at classifying a car. To 

factor this into evaluating the model, we created a colocalisation metric which acts as a hit-

rate for detected cells and ignores the exact segmentation as it is not pixel-dependant. The 

metric was calculated as the ratio of the number of predicted objects which hit (colocalise), 

over the number of ground-truth objects. A predicted object was defined as hitting if the 

segmented object colocalised with the central position of a ground-truth object.  

 

For additional evaluation of the model, both novel images were presented to an independent 

human performer (not the same performer who generated the ground-truth) to segment 

both images manually. Both manual predictions were compared against the ground-truth 

using the same metrics as detailed above.  

 

Anatomically targeted cell counting using trained U-Net 

The method presented here covers the complete analysis pipeline using the registration result 

alongside the trained U-Net model. Automated cell detection on novel STP data sets begins 

by searching the registered annotation result for anatomical regions of interest. Regions were 

identified by using the ABA hierarchically organized taxonomy which identifies structures in 

the annotation atlas given their pixel value. For example, the LGd has a pixel identification 

value of 170, meaning pixel values of 170 in the annotation atlas correspond to the LGd. An 

important observation of the annotation atlas and corresponding taxonomy is that not all 
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structures listed in the taxonomy were located in the annotation atlas. Many structures are 

nested into substructures for which some may not be present in the atlas. For example, the 

earlier example of the LGd, with an identification value of 170, does not exist in the atlas but 

is comprised of the core (LGd-co), shell (LGd-sh) and ipsilateral zone (LGd-ip) for which only 

the LGd-sh exists in the atlas with an identifier value of 496,345,664. Chosen structures were, 

therefore, used to locate all substructures which do exist before processing the data.  

 

Each substructure was extracted as a mask from the registered annotation atlas, and 

corresponding registered hemisphere atlas, before upscaling to the original 0.54 × 0.54 μm 

voxel size using nearest-neighbour interpolation (this prevented pixel value interpolation and 

corruption of the mask at the boundaries). Large nearest-neighbour upscaling resulted in a 

pixel-like boundary corruption, so a large median filter (kernel size k=120) was chosen to 

smooth the structure into a more anatomically accurate mask before being applied to the 

original STP image data. The kernel size for the median filter was chosen by using the LGd 

boundary and applying different kernel size dimensions until there was an optimum visual 

correspondence between the median-filtered boundary and the true anatomical boundary. 

The computational scaling law for the median filter process means larger median filter kernel 

sizes took much longer to execute with not observable improvement to the delineation 

correspondence.  

 

To reduce memory consumption (owing to the analysis of terabyte data sets), an 

accompanying coordinate map was generated which maps pixel location by original 

coordinate position in the STP data. This allowed cropping and removing unnecessary blank 

data without losing spatial contextual information about each pixel that remained. The 

cropped image, coordinate map and hemisphere map get passed to the U-Net segmentation 

model for prediction and thresholded at 0.5 to binarize the result.  

 

To improve the throughput of model inference and to circumvent non-native parallelisation 

of Keras and TensorFlow, the model was hosted as a Flask web server allowing different 

threads to handle multiple predictions. Additionally, the U-Net featured four successive 

downsampling stages meaning the input image sizes had to be evenly divisible by 16 or cause 

an error. Images required padding to the nearest multiplicative size. This did not affect spatial 
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localisation as padding was done on the trailing right and bottom edge of each image, 

whereas the matrix coordinate origin is positioned at the top-left.  

 

Detected cell locations were saved as a list of coordinates locations to file with an additional 

key for their hemisphere location. Once all relevant images containing the structures for 

analysis were processed, the list of detected cell positions was corrected for oversampling in 

the Z-axis by grouping positions which colocalise within a defined radius of 10 μm and only 

retaining the cell coordinate at the central Z-slice position. The final output from the pipeline 

was a separate file for each structure which features a list of coordinate positions and 

hemisphere residence, where coordinate positions are corrected for oversampling if 

required.   
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4.3 RESULTS 

Manually segmented training data 

ImageJ/Fiji provided a practical approach to manually segment data for network training (Fig. 

4.2A). Whilst training samples included fluorescent signals from the soma and neurites, the 

goal of the DL network was to detect cells based on features of the soma only. All other 

fluorescent structures, such as dendritic and axonal signals, were omitted. Manual 

segmentation of the GM samples (n=151) took over a week to complete, illustrating the time-

intensive procedure for manual analysis of data sets. For 151 samples at 512 × 512 pixel size, 

this corresponds to a manual classification of 40 million pixels. The MG confocal sample set 

already contained segmentation masks for each image. However, these masks were 

generated by placing an elliptical mask over each cell position and therefore was not an 

accurate delineation of the soma, but rather an approximation. Ideally, both data sets should 

be curated in the same manner. However, as one of the goals here was to provide a 

generalised network, the difference in masking protocol between the two data sets was not 

deemed detrimental to the network performance. It would potentially encourage the 

network to learn more general features for cell detection that were not biased by a single 

masking protocol.  

 

Both the GM and MG data set displayed substantial class imbalance with the combined data 

set used for training exhibiting 1.44% cell class labelling and 98.56% background class labelling 

(n=219)(Fig. 4.2B). Furthermore, a histogram of the class distributions shows the vast majority 

of the samples displayed <1% cell class balance with image samples either very sparsely 

populated with cells or completely devoid of cell fluorescence and displayed complete 

background signals instead.  

 

Augmentation of training data 

Augmentation of the training data permitted a remarked increase in sample size without 

requiring additional data to be manually segmented. To make the network more general and 

noise-invariant, additional noise was added to the sample data through a Gaussian or Poisson 

process and then measured using the noise estimation approach by Immerkær (1996). The 

original GM and MG data set showed a Poisson binomial distribution of noise (Fig. 4.2C) 

between 0 and 0.1σn, where σn represents the standard deviation of the noise (Immerkær, 
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1996). Addition of Gaussian and Poisson noise significantly increased and skewed the image 

noise level in comparison to the original combined GM and MG data set (p<0.0001, n=219 

samples). Significance was tested using multiple comparisons test with one-way ANOVA using 

matched rows, assuming non-equal variability of differences with a Geisser-Greenhouse 

correction. Adding Poisson noise to the data increased the range of the noise to 0.2σn. In 

contrast, the Gaussian simulated noise reduced the range of noise but shifted the median 

from an original value of around 0.03σn to 0.1σn. Combining both Poisson and Gaussian noise 

simulation on data generated completely unrealistic training samples as the noise level was 

too high and in most cases, completely obscured fluorescence signal from the cell. As Poisson 

noise increased the level of noise in the training samples in a realistic manner, Poisson noise 

was kept for noise augmentation whilst Gaussian noise simulation was omitted.  

 

The augmentation pipeline contained two stages. Stage one augmentation included 

horizontal and vertical flipping combined with 90°, 180° and 270° rotations. Applying all 

combinations of transformations generated twelve images, for which four have duplicate 

results. Duplicate images were omitted to prevent duplicated training images which could 

lead to overfitting (Fig. 4.2D). Stage one resulted in an 8-fold increase in training data which 

included the original 219 samples. Stage two augmentation used the Augmentor package to 

provide additional transformations in the form of rotating the images in the range -360° to 

+360°, zooming in the range 90% to 110%, skewing along the horizontal or vertical axis, adding 

a random elastic distortion using a grid size of 10-by-10 pixels, shearing along the horizontal 

or vertical axis, and adding Poisson noise. A pipeline executed each operation with a 50% 

probability of occurring, with additional random probabilities associated with the magnitudes 

of each operation. Consequently, the same operation invoked for two different input image 

and mask pair, did not result in the same transformation. Each augmented image and mask 

pair were, therefore, unique. For a six-fold augmentation factor with the pipeline (every input 

image and mask pair were augmented six unique ways), this resulted in a 56-fold increase 

from the original training data set when combined with the initial stage one augmentation. 

Data augmentation was, therefore, a very powerful and useful approach to bolstering training 

data, particularly when working with biomedical imaging data where access to original data 

is sparse with high variability between biological subjects. Despite very high augmentation on 

a low number of raw image and mask pairs, augmentation benefitted most from the random 
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elastic distortion and noise, which changed the distribution of pixel values with noise or 

interpolated values.  

 

 
Figure 4.2. Curation of training data for the U-Net. A. Training images (512 × 512 pixels) are 

manually segmented for cell class (value 1) and background class (value 0) to generate binary 

masks. B. Characterisation of the training data sets for GM samples and MG samples 

(Segebarth et al., 2018). There is a significant imbalance between both classes with the 
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combined data set (n=219) having only 1.44% cell class and 98.56% background class. The 

majority of images contain <1% cell class balance. C. Histogram and box plots of estimated 

noise standard deviation (σn) following Poisson and Gaussian noise simulation in training data 

sets. Both Gaussian and Poisson noise addition algorithms increased image noise, with Poisson 

noise increasing the range of noise levels up to 0.2σn. Box plots show minimum, first quartile, 

median, third quartile, and maximum noise levels. Both noise simulations generate noise 

distributions which were significantly different p<0.0001 (n=219) tested with a multiple 

comparisons test with one-way ANOVA using matched rows, assuming non-equal variability 

of differences with a Geisser-Greenhouse correction. D. Image augmentation pipeline 

executed in two stages. In stage one, original images were horizontally flipped, vertically 

flipped and rotated by 90°, 180° and 270° rotations. Duplicate images after combining 

transformations are omitted, resulting in an 8-fold increase in training data. Stage two 

augmentations are implemented with Augmentor. Images are transformed by rotating the 

images in the range -360° to +360°, zooming in the range 90% to 110%, skewing along the 

horizontal or vertical axis, adding a random elastic distortion using a grid size of 10-by-10 

pixels, shearing along the horizontal or vertical axis, and adding custom Poisson noise. Each 

operation has a 50% probability of occurring for each image input through the pipeline. For a 

six-fold augmentation using the pipeline, this resulted in a total 56-fold increase in training 

data. When splitting the data, 75% for training and 25% validation, care was taken to ensure 

an equal class balance between both sets of data.  

 

Loss function evaluation 

Three prediction data sets were generated to simulate loss function response to true-positive, 

true-negative, false-positive and false-negative occurrences in a faux training case (Fig. 4.3). 

Prediction set 1 displayed translational overlap between the predicted and ground-truth case, 

with equal false-positive and false-negative occurrence. Here, BCE appeared to consistently 

generate higher loss values, except when the IoU score was at its lowest, where BCE gave a 

loss value of 2.66 compared to the distance map loss, which gave a value of 3.00. Dice and 

FTL (⍺=0.4) loss behave very similarly which is not surprising considering the ⍺ parameter is 

close to 0.5 which would be an equal weighting between false-positive and false-negatives, 

which was equal in this simulated prediction set. Combo loss appeared to increase as IoU 

score increased, which made the loss function poorly suited for the segmentation network 
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training. Varying the ⍺	parameter for FTL did not affect the loss value reinforcing the earlier 

statement that weighting the loss for either false-positives or false-negatives was 

meaningless for this simulated prediction data set given their equal occurrence. 

 

 
Figure 4.3. Evaluating loss functions using faux simulated data sets with eight predictions of 

increasing intersection-over-union (IoU) score. A. Prediction set 1 uses simulated predictions 

of a square object translating until complete incidence over a ground-truth square. This set 

features true-positives, true-negatives, false-positives and false-negatives, with false-positive 

and false-negative occurrences equal throughout the eight faux predictions. BCE loss performs 

best with Dice loss and FTL (⍺=0.4) performing equally. Combo loss increases value with 

improving IoU, making it ill-suited for U-Net training. B. Prediction set 2 features an initial 
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prediction scaled smaller than the ground-truth but colocalised over the central position. 

Predictions incrementally scale to match the ground-truth. There are no false-positive 

occurrences. BCE performs best with consistently highest loss value generation. Varying FTL ⍺ 

between 0.1 and 0.9 for weighting towards false-positives and false-negative penalisation, 

respectively, shows the highest loss when focusing on false-negative occurrence. C. Prediction 

set 3 features an initial prediction larger than the ground-truth but colocalised with the central 

position. Incrementally, the faux prediction scales smaller to match the ground-truth. There 

are no false-negative occurrences in this prediction set. BCE performs best once again. Varying 

FTL ⍺ between 0.1 and 0.9 shows heavier penalisation with higher loss values when ⍺ values 

are low; coinciding with a weighted focus towards false-positives penalisation. BCE, binary 

cross entropy loss; DM, distance map loss; BF, binary focal loss; FT, focal Tversky loss.  

 

Prediction set 2 had scaling in the faux prediction, from small to matching with the ground-

truth. As the prediction was never bigger than the ground-truth, there were no false-positive 

occurrences. BCE appeared to generate higher loss values as seen in prediction set 1, with FTL 

(⍺=0.4) and Dice performing comparatively. Combo loss increased as IoU increased as in 

prediction set 1. In this scenario, varying FTL ⍺ between 0.1 and 0.9 showed that in the 

absence of false-positives, higher ⍺ values which weight towards false-negative penalisation 

gave higher loss values, whilst lower ⍺ values which weight FTL towards penalising false-

positives saw a reduction in loss values. 

 

Prediction set 3 had scaling in the faux prediction from small to matching with the ground-

truth. As the prediction is never smaller than the ground-truth, there were no false-negative 

occurrences. BCE again performed best with the highest loss value generation. Combo loss 

still performed the worst. Varying the FTL ⍺ from low to high saw a general reduction in the 

overall loss as there were zero false-negative occurrences.  

 

Both predictions set 2 and 3 show that FTL loss can be used to target training loss to penalise 

false-negatives of false-positives. If similar weighting were required, FTL ⍺=0.5 would perform 

equally to Dice loss. 
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Of the evaluated loss functions, BCE and FTL provided the most advantageous loss functions 

to use in a real training scenario. BCE consistently generated higher loss values which would 

encourage network learning in all regimes where the network was predicting poorly (low IoU 

score) and in the regime where the network was performing well (high IoU score). This 

ensures a network would be consistently encouraged to optimise the weights without the 

loss being too large such as to shunt the network into drastically modifying the weights. FTL 

provided an interesting approach to target network learning towards minimising false-

positives or false-negatives. As there was significant class imbalance (Fig. 4.2B) in the training 

data set, this could potentially force the network to learn more cell class features (or 

alternatively background class features) by modifying the ⍺ parameter. 

 

Hyperparameter tuning 

To get the optimum parameters for training the U-Net model, we ran several network training 

tests with variable hyperparameters. All scenarios were performed with the same conditions 

as specified in ‘Methods’ and evaluated using the Dice loss score. First, the activation 

functions ELU and ReLU were compared (Fig. 4.4). There was a notable improvement to the 

final validation loss reported during training when using the ELU activation function. 

Furthermore, ELU has been reported to improve the final network generalisation and also 

improve network training times (Clevert et al., 2015). ELU was therefore considered the 

activation function of choice for final U-Net training.  

 

Following the results on evaluating various loss functions (Fig. 4.3), BCE and FTL functions 

were tested with the FTL ⍺ parameter modified between 0.2 and 0.8 with increments of 0.2. 

BCE and FTL with ⍺=0.8 provided the best validation loss. FTL with ⍺=0.6 caused the network 

to diverge in performance whilst ⍺=0.2 and ⍺=0.4 converged to the same performance which 

was worse than the best BCE loss by a Dice loss measurement of 0.2, and worse than FTL with 

⍺=0.8 by a loss of 0.3. Whilst FTL with ⍺=0.8 performed best, it also appeared to overfit after 

50 epochs suggesting the model was overtraining on the training and validation data. This 

would suggest poor generalisation performance for the model. Consequently, BCE provided 

more robust training and was chosen for final U-Net training.  
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Varying optimiser and learning rate resulted in very stark differences between network 

training performance (Fig. 4.4). We observed the best performance with an Adam optimiser 

initialised with a learning rate of 1e-4. Almost all other variations of learning rate and use of 

the SGD optimiser resulted in zero convergence of the model during training. An Adam 

optimiser with learning rate 1e-4 was therefore considered the best optimiser to use. 

 

 

Figure 4.4. Hyperparameter tuning. To get the optimum parameter configuration for U-Net 

training, a series of test experiments were conducted using the same base model configuration 

of ELU activation function, BCE loss function, Adam optimiser initialised with learning rate 1e-

4 and zero stage two augmentation. Firstly, the activation functions ELU and ReLU were 

compared, showing improved network performance with ELU. Given the other benefits of ELU, 

such as improved network training time and generalisation (Clevert et al., 2015), ELU provides 

an ideal activation function for network training. Next, the BCE and FTL loss functions were 

tested with additional varying of the FTL ⍺ parameter between 0.2 and 0.8. BCE and FTL with 

⍺=0.8 gave the optimum network performance with other values of ⍺ resulting in zero or poor 
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convergence. FTL with ⍺=0.8 appears to overfit after 50 epochs however suggesting it might 

not be ideal for training network to operate on novel data sets. When the optimiser and 

learning rate was modified, only the Adam optimiser with an initial 1e-4 learning rate showed 

network convergence. Finally, increasing the amount of stage two augmented data showed 

general improvement in network validation Dice loss compared to no stage two 

augmentation. After 6-fold augmentation, performance appears to saturate, suggesting zero 

gain for additional augmentation. 

 

Lastly, the amount of stage two data augmentation, from 0-fold to 8-fold, was tested. Loss 

improved with additional augmentation data which was not surprising given that more 

training samples generally help improve network performance. There was no discernible 

improvement in Dice loss between six-fold or eight-fold augmentation at stage two, 

suggesting the gain in network performance saw minimal gain for high augmentation 

amounts. With this in mind, six-fold augmentation at stage two was chosen as the ideal 

number of training samples as it had fewer training samples and network training was, 

therefore, less memory consumptive and faster. 

 

Optimised U-Net model training and evaluation 

Training of the final U-Net was done with the Adam optimiser initialised with a learning rate 

of 1e-4, a BCE loss function, an ELU activation function, a batch-size of 8 and six-fold 

augmentation at stage two, giving a total training sample size of 12,264 which was split 75% 

(9,198 samples) for training data and 25% (3,066 samples) for validation data. Training 

completed after 18 hours and resulted in a final validation Dice loss score of 0.1542.  

 

During inference on completely novel data (Fig. 4.5A), the trained U-Net predicted each image 

of 20,000 × 15,000 pixels split into 512 × 512 pixel blocks in 23 seconds using an NVIDIA Titan 

Xp GPU. For comparison, prediction using an Intel(R) Core(TM) i9-7980XE CPU took 4 minutes 

on each novel image, presenting a 10-fold improvement in speed with the GPU over the CPU. 

Prediction accuracy for the U-Net for novel image 1 (Fig. 4.5B) and novel image 2 (Fig. 4.5C) 

were both very high at 0.99982 and 0.99999, respectively. Both novel images resulted in IoU 

scores of 0.58 and 0.53 respectively, whilst precision and recall were higher with recall above 

0.75 for both test images. However, these metrics do not often accurately reflect model 
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performance due to the high variability in segmentation result even if the challenge is easy. 

Instead, the colocalised metric shows a high hit-rate at 0.8929 and 0.8889 for novel image 1 

and 2, respectively. When compared to a human rater, the U-Net outperformed in all 

evaluated metrics for novel image 1. For novel image 2, the human rater outperformed on all 

metrics except the colocalization metric, which had the same score at 0.8889. Compared to 

the U-Net prediction times, the human rater predicted novel image 1 in 2.5 hours and 

predicted novel image 2 in 30 minutes. Differences in human prediction times result from a 

different density of cell fluorescence in the novel images. 
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Figure 4.5. Trained U-Net evaluation using novel images. A. Novel images taken from data 

sets completely disconnected from data sets used for training the U-Net are split into 512 × 

512 pixel blocks. The image stack is predicted with the U-Net and reconstructed into the 

original image dimension for a one-to-one mapping between the novel STP images and the 

prediction maps. A threshold at 0.5 was taken to binarize the prediction map, with predictions 

>0.5 classified as a cell and everything else classified as background. B. Prediction on novel 

image 1 is compared against the ground-truth and a separate human prediction. The U-Net 

performs better at every metric, including colocalisation, which measures the colocalised hit-

rate of predicted objects to the ground-truth. C. Prediction on novel image 2 is compared 

against the ground-truth and a separate human prediction. The human prediction was almost 

universally better than the U-Net except for the colocalisation metric, which was equivalent 

at 0.8889. Arguably, the colocalisation presents the best metric to assess the U-Net model 

given that it does not penalise predictions for having slightly variable segmentation results 

but critiques the model on accurate detection of objects.  

 

Anatomically targeted cell counting using trained U-Net 

For validation of the complete automated cell counting pipeline, we imaged the Sox14gfp/+ 

mouse (n=3) across the thalamus (0.54 × 0.54 × 10 μm XYZ-resolution) with automated cell 

counting targeted to the dorsal lateral geniculate nucleus (LGd), lateral posterior nucleus (LP), 

the ventrobasal complex (VB) and its sub-structures (ventral posteromedial nucleus, VPM; 

parvicellular part of the ventral posteromedial nucleus, VPMpc; ventral posterolateral 

nucleus, VPL; parvicellular part of the ventral posterolateral nucleus, VPLpc; ventral anterior-

lateral complex, VAL; and ventral medial nucleus, VM), the ventral medial geniculate nucleus 

(MGv), the dorsal medial geniculate nucleus (MGd) and the posterior complex of the thalamus 

(PO) (Fig. 4.6).  
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Figure 4.6. Complete counting pipeline using registration to Allen CCF3 atlases to target 

automated cell counting to anatomical regions of interest. A. Results from registration to CCF3 

atlas (10 μm isotropic voxel size) allow masks for anatomical regions of interest to be 
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extracted from STP data. Masks are upsampled to match original 0.54 × 0.54 μm voxel size 

and smoothed with a large median filter (kernel size 120 pixels) before applying to the STP 

data to extract fluorescence information. Extracted regions are passed through trained U-Net 

model for prediction of cells, which was thresholded at 0.5 to binarise the prediction. B. 

Example of automated counting in the LGd and VB complex in the thalamus of the Sox14GFP/+ 

mouse. C. Validation of automated cell counting on the Sox14GFP/+ mouse (n=3) in the LGd 

at 1,234 ± 90 (mean ± SD) compared to a stereological study by Evangelio et al. (2018) which 

reported 1,255 ± 195. Other counts are shown for LP, VB complex (including sub-

compartments PO, MGv and MGd), Dorsal lateral geniculate nucleus, LGd; lateral posterior 

nucleus, LP; ventrobasal complex, VB; ventral posteromedial nucleus, VPM; parvicellular part 

of the ventral posteromedial nucleus, VPMpc; ventral posterolateral nucleus, VPL; 

parvicellular part of the ventral posterolateral nucleus, VPLpc; ventral anterior-lateral 

complex, VAL; ventral medial nucleus, VM; ventral medial geniculate nucleus, MGv; dorsal 

medial geniculate nucleus, MGd; posterior complex of the thalamus, PO.  

 

The pipeline for one structure such as the LGd took 20 minutes to complete in one data set. 

Other structures would take longer or shorter, depending on their rostral-caudal and medial-

lateral extent. In addition, multiple images were processed in parallel using a synchronised 

queue system processed by a Flask hosted U-Net model. Whilst parallelisation was possible, 

an improvement in processing time depends on how extensive the structure list for 

processing was, plus the resources available on the workstation. Images were only processed 

from the queue if a predefined amount of system resources were available to process it. 

Furthermore, as the STP data sets were terabyte in size and image processing is a 

computationally expensive, care was taken to choose the optimum Python packages to 

reduce image loading speeds and processing with Gaussian and median filters 

(Supplementary Fig. 4.1).  

 

The overall pipeline enabled automated counting in target structures (Fig. 4.6B) with minimal 

human interaction. The count of Sox14 expressing cells in the LGd of P21 Sox14gfp/+ mice 

returned a value of 1,234 ± 90 (mean ± SD, n=3 mice) Sox14 expressing cells (Fig. 4.6C). Here 

Sox14 cells are considered a marker for local interneurons in the LGd as previously reported 

(Jager et al., 2016). This count was validated against a manual stereological study by Evangelio 
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et al. (2018) which reported 1,255 ± 195 (mean ± SD) GABAergic interneurons in the wild type 

adult C57BL/6 mouse (Fig. 4.6C), demonstrating that our pipeline was agreeable in the count 

with a much-reduced variance. Automated counts (mean ± SD) in other thalamic areas were 

411 ± 109 in the LP, 251 ± 49 in the combined VPM and VPMpc, 105 ± 40 in the combined VPL 

and VPLpc, 4 ± 3 in the VAL, 4 ± 2 in the VM, 99 ± 12 in the PO, 53 ± 12 in the MGv and 20 ± 

13 in the MGd. All reported numbers are for a single hemisphere and were averaged across 

both hemispheres (n=3 mice). 
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4.4 DISCUSSION 

Here, we have presented a novel, fast, automated cell detection approach with demonstrated 

use on whole-brain STP data sets using registration with the Allen CCF3 atlases to target 

quantification to anatomical regions of interest. Robust model evaluation through novel 

image prediction, simulating a deployment case, proves generalisation of the network. 

Pipeline quantification of interneurons in the LGd of the Sox14GFP/+ mouse (1,234 ± 90 cells, 

n=3 mice) shows remarkable agreement with an independent manual stereological study by 

Evangelio et al. (2018) (1,255 ± 195 cells). Whilst the LGd was quantified in 20 minutes for a 

single sample, the pipeline was constructed in a way to process multiple structures in parallel. 

Therefore, execution time was dependant on the number of structures and computational 

resources of the system. Overall, the most significant bottleneck in the pipeline was the 

prediction using the U-Net. TensorFlow and Keras are not optimised for multi-threading due 

to how they configure a systemwide environment on instantiation. We expedited the pipeline 

with parallel processing, by using a synchronised queueing system in combination with 

hosting the U-Net model on a multi-threaded Flask server. Individual inference environments 

with Flask prevented conflicts between multiple instances of TensorFlow during parallel U-

Net predictions. Due to the size of the data, the pipeline was still restricted based on the 

number of resources available. Flask hosting of the network works but does not necessarily 

present the optimum approach to parallelise the system.  

 

The fastest inference was observed when using the GPU at 23 seconds for a 20,000 × 15,000 

pixel image, split into 512 × 512 pixel blocks, and predicted in batch. The batch prediction 

used here was native to Tensorflow and Keras but was not possible to be used for batch 

prediction for parallel processing of structures and images. This is because STP images are 

processed one-by-one to significantly reduce RAM requirements. Images passed to the U-Net 

for inference were also different dimensions which makes them incompatible for batch 

processing without making all images in the batch of equal size, which could limit RAM 

requirement. However, whilst the GPU was able to utilise multiple processing cores for fast 

inference, RAM requirements were limited meaning images much larger than 512 × 512 pixels 

were unable to be predicted by the GPU and had to be done using the CPU. 
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During pipeline optimisation, it was found that many commonly used Python image packages 

did not necessarily lead to the fastest result (Supplementary Fig. 4.1). For example, Pillow 

(PIL) package offers one of the most ubiquitously used image libraries, and the SIMD fork 

(Pillow-SIMD) offers an even more optimised performance. However, image reading time was 

higher at 6 seconds for a single 20,000 × 15,000 STP image, compared to Tifffile which took 2 

seconds when tested on a macOS 10.14.5 Intel(R) Core(TM) i5 at 3.30GHz workstation. The 

speed difference for the same package versions was negligible on an Ubuntu Intel(R) 

Core(TM) i9-7980XE CPU at 2.60GHz workstation. However, the 4 seconds difference 

between the two image libraries would result in a total difference of 66 minutes when loading 

1000 images. As entire STP data sets contain a thousand images, a saving of one hour in 

processing time is not negligible, especially considering this is only loading the data prior to 

processing.  

 

Image filtering is a common component of image processing. Gaussian filtering is most 

effective for removing image noise whilst median filtering is particularly effective at 

maintaining boundaries between structures in an image. In the pipeline, median filtering was 

used to smooth the upsampled mask boundary into a more anatomically accurate 

delineation. With a very high upsampling factor from 10 μm isotropic to 0.54 μm isotropic, 

the median kernel was required to be very large at a size of 120 × 120 voxels to smooth a 

large dimension image appropriately. Unfortunately, median filtering is computationally slow 

as it requires a sorting algorithm to determine the median value. OpenCV had the fastest 

median filtering implementation taking 2 seconds to apply a 120 × 120 kernel to a test image, 

compared to the Pillow-SIMD and Scipy libraries which took 30 seconds. Putting this into 

perspective, if only analysing a single structure over the 1,000 images, using OpenCV for 

image filtering operations would save 470 hours (20 days) of processing time. Due to the 

sheer volume of data being processed here, these optimisation steps were crucial for 

maintaining a reasonable processing time. Powerful workstations are not always easily 

accessible. The automated pipeline presented here was therefore designed in a way which 

would be as minimally demanding on computational resources. It performed equally well on 

a macOS 10.14.5 Intel(R) Core(TM) i5 at 3.30GHz workstation and a more powerful Ubuntu 

Intel(R) Core(TM) i9-7980XE CPU at 2.60GHz workstation. A GPU with more memory would, 
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however, massively expedite processing time as the most significant bottleneck was image 

inference with the network. 
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4.5 FUTURE PERSPECTIVES 

Performance of a U-Net model, and for general image classification network, comes down to 

the amount of training data. As we have shown here, image augmentation can be effective at 

bolstering the number of training samples and can even be used to improve network 

generalisability by augmenting with additive noise and elastic distortions. However, 

augmented data is only a partial surrogate for real data. Simple transformations are useful 

for making networks rotation- or scale-invariant. However, learning of additional features can 

only be done if the data set is increased with new data which contains new features. For 

example, training data presented here comes from soma localised fluorescence. The U-Net 

would, therefore, be poorly optimised if presented with nuclei localised fluorescence for 

inference. Problematically, manual segmentation of data is not easy and currently no 

comprehensive database exists of manually segmented cells from a range of different imaging 

experiments. This would be hugely beneficial for training networks to be more generalised.  

 

That said, additional methods of augmentation could play a pivotal role in improving network 

performance. ConfocalGN (Dmitrieff & Nédélec, 2017) presents a method to generate 

synthetic microscopy image stacks using a ground-truth image stack. It works by using a 

reference stack to calculate noise properties, before convolving the ground-truth with a 

point-spread-function, extracting a new image and then adding noise back into the data. 

Whilst the technique was only explored on a confocal stack of a microtubule and is partially 

limited in its ability to generate background information, such a process could prove valuable 

for gathering additional training data. Recent efforts have also gone towards another class of 

machine learning called generative adversarial network (GAN; Goodfellow et al., 2014). These 

networks compete two smaller neural networks against one another. One network generates 

images using learned features from the training data set, whilst the other network acts as a 

discriminative classifier which attempts to classify the generative output and encourages the 

generative neural network to improve. Therefore, it would be interesting to explore the use 

of GANs to generate synthetic microscopy data in addition to a corresponding segmentation 

mask.  

 

One way to improve the pipeline execution time would be to downsize the data passed into 

the network for inference. The original STP acquisition spatial resolution of 0.54 × 0.54 μm is 
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ideal for mapping fine structures such as dendrites and axons. However, for quantifying soma 

signal, it might be possible to downsize the data to a spatial 1 × 1 μm resolution which would 

still retain signal from the soma whilst being a quarter of the original data size. Multiple 

successive coronal image planes could also be maximum intensity projected or averaged over 

the Z-axis as a means for pseudo-averaging. This would improve the signal-to-noise level and 

possibly improve detection accuracy. Depending on the way this is implemented, it might also 

reduce the amount of data to predict, thereby improving processing time. 
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4.6 SUPPLEMENTARY DATA 

 
Supplementary Figure 4.1. Performance times for a variety of Python image processing 

libraries for image reading, Gaussian filter operation and median filter operation. 

Performance was tested on a macOS 10.14.5 Intel(R) Core(TM) i5 at 3.30GHz workstation (left) 

and an Ubuntu Intel(R) Core(TM) i9-7980XE CPU at 2.60GHz workstation (right). The image 

read times for a 20,000 × 15,000 pixel STP image were comparable between the two 

workstations except for Tifffile and Skimage libraries which were around 3 seconds faster to 

load an image in the macOS workstation. Tifffile offers the fastest image reading time.  

OpenCV performed the best for filter operating including the Gaussian and median filter when 

executed with a kernel size of 120 pixels. OpenCV performed drastically faster than the other 

alternatives tested. Error bars represent standard deviation. 
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Chapter 5 

 

INTERNEURONS WIDELY POPULATE MANY NUCLEI IN THE MOUSE THALAMUS AND ARE 

CONNECTED TO THE RETICULAR NUCLEUS AND OTHER INTERNEURONS OF THE VISUAL 

THALAMUS 

 

ABSTRACT 

Local interneurons establish 10% of the neuronal population in the dorsal lateral geniculate 

nucleus (LGd) and are required for strong inhibitory modulation of visual information 

transmission to the primary visual cortex (VISp). The other resident cells, thalamocortical (TC) 

relay cells, receive input from the retinal ganglion cells (RGCs), the reticular nucleus (RT), VISp 

layer 6, superior colliculus (SC), and from the local interneurons. However, the mapping of 

inputs onto LGd interneurons remains relatively unexplored. To this end, we performed high-

resolution serial two-photon tomography (STP) on the Sox14 transgenic mouse to identify the 

thalamic interneuron population. We counted a total of 6,588 ± 811 Sox14 cells (n=3 mice) 

across the complete thalamus with higher numbers observed in sensory and motor-related 

areas and further prevalence in first-order nuclei. This result demonstrates that a more 

significant number of interneurons exist outside of the visual thalamus areas than previously 

expected (Arcelli et al., 1997). We used a modified G-deleted rabies virus to map 

monosynaptic inputs onto interneurons of the LGd. Strong input from the RT and SC 

established previously unseen connectivity and evidence of tectogeniculate input. Patch-

clamp recording of LGd interneurons following optogenetic stimulation of RT GABAergic 

neurons confirmed the existence of functional connectivity from the RT. Simultaneous patch-

clamp recording from interneuron pairs also revealed functional interneuron-interneuron 

connectivity. Imaging of biocytin filled interneuron pairs revealed extensive morphological 

complexity with dendritic trees spanning a volume of almost 600 × 600 × 250 μm. Close (<5 

μm) appositions between putative dendrites and axons indicated preferential connectivity 

within a 100 μm radius of the soma (39 of 72 measures; 54%) over connections in the distal 

regions of the dendritic tree >100 μm from the soma (33 of 72 measures; 46%). High 

tortuosity along thicker dendrites and the spindled morphology of recently termed targeting 

dendrites suggested multiple terminal contacts at what a likely to be specialised glomerular 

synapses. The evidence presented in this study shows that interneurons have a high 
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morphological complexity with far-reaching dendrites which make them well suited for local 

and distal inhibitory modulation of TC relay cells guided by inputs such as the RGC, 

corticogeniculate projections, tectogeniculate projections, other local interneurons and 

surprisingly, from GABAergic RT neurons.  
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5.1 INTRODUCTION 

The thalamus is a diencephalic brain region situated dorsal to the hypothalamus and is 

cranially encapsulated by the telencephalon and is posteriorly adjacent to the 

mesencephalon. Classically, the structure is seen as a relay centre for almost all corticopetal 

(projecting to the cerebral cortex) sensory information - the exception is olfaction which 

relays information to the primary olfactory cortex through the olfactory bulb (Courtiol & 

Wilson, 2015). The centralised position of the thalamus makes it strategically positioned to 

modulate all sensory information as it passes to the cortex and the presence of dense cortico-

thalamic and reticular-thalamic feedback provides further complexity to sensory processing 

in the thalamus.  

 

Neurons cluster into specialised sensory nuclei which are distributed across the dorsal, 

intermediate and ventral tiers of the thalamus (Schröder et al., 2020). The dorsal tier encloses 

the majority of thalamic nuclei and is mostly comprised of thalamocortical (TC) relay cells. 

The intermediate tier appears to primarily be involved in somatosensory information 

although knowledge of this region of the thalamus is relatively sparse. The ventral tier consists 

of the medial geniculate nucleus (MG) which serves as an auditory relay (Hackett et al., 2011) 

as well as the ventral lateral geniculate nucleus (LGv), intergeniculate leaflet (IGL) and also 

the thalamic reticular nucleus (RT; Schröder et al., 2020). The RT is most heavily involved in 

modulating TC relay function of primary sensory nuclei in the dorsal thalamus through a set 

of GABAergic neurons that sit in a shell encapsulating the rostral and lateral thalamus.  

 

In addition to RT inhibition, local GABAergic interneurons are distributed across relay nuclei 

in the dorsal thalamus. However, their abundance and thalamic distribution is species 

dependant. In rodents, local interneurons are confined to the LG with a local interneuron 

population of around 15-20% (Arcelli et al., 1997; X. Wang et al., 2011). The cat also has an 

LG interneuron population of 20-25% (LeVay & Ferster, 1979). In the monkey, this number is 

higher at 25-35% (Montero, 1986). For primates, the thalamic interneuron population outside 

the LG is still high at 20-30%, but interneurons numbers are considered to be much lower in 

the rodent species (Arcelli et al., 1997). Reduced interneuron number in the thalamus has led 

to speculation that their population could be representative of species complexity. 
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Of the numerous sensory roles of the thalamus, the thalamic visual processing network is 

perhaps the most extensively studied at both the anatomical and functional levels. Retinal 

ganglion cells (RGCs) project to retinorecipient nuclei in the thalamus, including the dorsal 

lateral geniculate nucleus (LGd), intergeniculate leaflet (IGL), ventral lateral geniculate 

nucleus (LGv), lateral posterior nucleus (LP), centrolateral nucleus (CL), para-habenular zone 

(PHb), peripeduncular nucleus (PP), anterodorsal nucleus (AD), zona incerta (ZI), 

subgeniculate nucleus (SubG) and superior colliculus (SC) (Lawrence & Studholme, 2014). Of 

these retinorecipient nuclei, the LGd, IGL and LGv receive abundant RGC input with the LGd 

estimated to receive input from 37% of RGCs, but strikingly only amount to 10% of the 

synapses (Bickford et al., 2010; Martin, 1986). The LGv is split into two laminae; the external 

LGv which receives dense RGC input, and the internal zone which receives none (Niimi et al., 

1963). Despite RGC axons traversing through the LGv to target the LGd, many RGC classes 

which innervate the LGd do not innervate the LGv, meaning both nuclei receive segregated 

RGC class input. The LGd, IGL and LGv are functionally distinct. The LGd primarily relays image-

forming information to the primary visual cortex (VISp), whilst the LGv and IGL are required 

for non-image-forming and associated visual information processing, including visuomotor 

coordination (Ciftcioglu et al., 2020) and circadian entrainment (M. E. Harrington, 1997). A 

large number of LGv and IGL projections, therefore, additionally target the superior colliculus 

(SC) which integrates multisensory information such as visuomotor function. Relay cells of the 

LGd are clustered into three classes; X, Y and W. Each class has a distinct morphology and 

localisation within the LGd with X-cells displaying a bipolar dendritic tree and are located in 

the ventral LGd, Y-cells displaying a spherically spanning tree and occupy the central core of 

the LGd, and lastly, the W-cells showing a hemispherically spanning dendritic tree and occupy 

the LGd shell (Guido, 2018). 

 

In terms of LGd afferent connectivity, glutamatergic TC relay cells receive 5-10% of their 

inputs from glutamatergic RGCs of the retina, yet RGC input is considered the primary 

excitatory drive of the LGd despite this low percentage (Bickford et al., 2010; Sherman & 

Guillery, 2002). RGC input is spatially arranged in the LGd with ipsilateral RGC input clustered 

into the ventromedial core of the LGd with contralateral input surrounding the ipsilateral core 

in a non-overlapping shell (Kerschensteiner & Guido, 2017). The LGd of rodents preferentially 

receives contralateral eye input with over 95% of RGC axons originating from the contralateral 
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eye, compared to 60% in humans (Petros et al., 2008). RGC inputs are also topographically 

arranged, meaning RGCs carrying spatially localised information from the visual field 

innervate spatially localised TC relay cells. Spatial information in the visual field is, therefore, 

faithfully reconstructed in the thalamus. Of the 35 or so RGC classes that exist in the rodent 

(Baden et al., 2016), not all classes innervate the LGd. Some direction-selective RGC classes 

appear to preferentially target subdivisions of the LGd (Cruz-Martín et al., 2014). In addition, 

as many as 80% of the RGC classes which target the LGd also appear to target the SC (Ellis et 

al., 2016). Some TC relay cells might also receive RGC input from a vast number of RGC classes 

as it appears classes of RGC axon terminals spatially overlap across the LGd (Rompani et al., 

2017).  

 

The organised mapping of RGC inputs to LGd appears to be established during postnatal 

development. Axons from the contralateral eye form inputs to the LGd in the later stages of 

embryonic development (E16-P0). Conversely, axons from the ipsilateral eye establish their 

inputs postnatally (P0-P2). Arriving first, the contralateral RGCs arbours spread throughout 

the LGd with the later arriving ipsilateral arbours creating an overlapping region in the medial 

dorsal LGd. Over the first two postnatal weeks, RGC arbours undergo pruning causing the 

overlapping ipsilateral and contralateral domains to segregate into the developed non-

overlapping organisation seen in adult mice (Jaubert-Miazza et al., 2005). During this 

development period, the TC relay cells of the LGd appear to already function as mature cells. 

 

The rest of the synaptic input to TC relay cells come from non-retinal sources with around 

50% of those originating from VISp layer 6 (Sherman, 2004), and other inputs from the 

thalamic reticular nucleus (RT), local interneurons, superior colliculus (SC) and brain stem. 

VISp corticothalamic projections form their synaptic contacts on the more distal dendrites of 

the TC cell but do not appear to show distinct domain preferences. Therefore, it is thought 

these cortical feedback loops are primarily for modulatory purposes through weak inputs to 

the TC relay cells, and do not serve to influence the receptive field properties of the LGd. It is 

also believed that the weak corticothalamic inputs could be required for controlling TC firing 

pattern between burst or tonic behaviour (Sherman, 2016). Deconstructing their modulatory 

function is, however, challenging due to the complex, class-specific arrangement of 

corticothalamic inputs into the LGd (Tsumoto & Suda, 1980). In contrast to the modulatory 
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role of VISp inputs, tectogeniculate projections from the SC appear to synapse on the 

proximal dendrites of TC relay cells and provide driver-like inputs. As the driver to TC relay 

cells come from RGCs, this suggests a notion that thalamic neurons might possess multiple 

drivers, or driver-like inputs (Bickford et al., 2015).  

 

The other significant input to the TC relay cells of the LGd come from GABAergic reticular 

neurons of the RT which are recruited by axon collaterals of TC relay cells coming from the 

ascending thalamocortical pathway to VISp layers 1 and 2/3 for shell located W-cell axons and 

layer 4 for the more centrally located X and Y-cells. Additionally, descending VISp layer 6 

corticothalamic projection also send collaterals to the RT on the way to the LGd (Ohara et al., 

1980). Indeed, the interplay between excitatory and inhibitory inputs to TC relay cells are 

highly complex.  

 

The resident GABAergic interneurons are often overlooked but are functionally and 

morphologically compelling. Amounting to 20-30% of the neuronal population of the rodent 

LGd, the local interneuron role is to provide strong feedforward inhibitory input of TC relay 

cells to modulate thalamocortical driver information transmission (Guido, 2018). Fate 

mapping studies have shown that interneurons of the LGd originate from two progenitors; 

the ventral wall of the third ventricle (Golding et al., 2014) and the tectum (i.e. the SC)(Jager 

et al., 2016). During the first two weeks of postnatal development, interneurons migrate into 

the LGd and are guided by retinal inputs to establish their distribution and functional 

integration with TC relay cells (Golding et al., 2014). Until maturity is reached, and much like 

the relay cells, interneurons show evidence of dendritic pruning but still display far-reaching 

dendritic morphology which remains within the nucleus (Morgan & Lichtman, 2020).  

 

Local interneurons form two types of synaptic terminal with all classes of TC relay cells; 

axodendritic synapses (F1) form between the interneuron axon and the TC cell dendrites, and 

dendrodendritic synapses (F2) which form between the interneuron dendrites and TC cell 

dendrites through pre- or post-synaptic terminals (Sherman, 2005). Not all interneurons have 

axons meaning they only inhibit relay cells through F2 terminal sites on their dendrites. 

Accordingly, F2 terminals are the most frequently observed synapse between local 

interneurons and TC cells (Sherman & Guillery, 2006). F2 terminals can also form complex tri-
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synaptic arrangements with RGC axon boutons and a relay cell. Although a synaptic bundle 

like this is more generally known as a glomerulus, the name triad most commonly refers to 

the tri-synaptic arrangement which encompasses a synapse between RGC axon and dendritic 

F2 terminal of the interneuron, with a second synapse between the RGC axon and a relay cell 

dendrite, and a third synapse between an F2 terminal of the interneuron and the relay cell 

dendrite (simplified as RGC→IN[interneuron]→TC with RGC→TC), all under the same 

glomerulus formation. However, increasing evidence shows that the triadic arrangement is 

not only reserved for the RGC driver input. Instead, the triadic motif has also been shown to 

occur with a relay cell axon in place of the RGC axon (TC1→IN→TC2 with TC1→TC2) (Bickford 

et al., 2008), between RGC and interneurons only (RGC→IN1→IN2 with RGC→IN2), between 

interneurons and TC cells only (IN1→IN2→TC with IN1→TC) and with other unknown cells 

(U[unknown]→IN→TC with U→TC)(Morgan & Lichtman, 2020). Complex triadic formations 

are thought to be necessary for allowing dendritic branches of interneuron to be functionally 

independent for widespread and focal inhibition. 

 

F1 terminals may also be located inside a glomerulus, although importantly they do not share 

in the triadic arrangements. In contrast, GABAergic projections from the RT do not appear to 

contact the dendrites of TC relay cells within glomeruli, but prefer to form their contacts on 

the distal dendrites (S. Wang et al., 2001). Independent F1 and F2 terminal function allows 

interneurons to intricately influence the processing of retinal information and signals that are 

transmitted to the cortex. The complex and far-reaching morphology of interneurons also 

allows them to innervate as many as 256 TC relay cells, spread across functionally segregated 

regions of the LGd, revealed following comprehensive reconstruction of a single interneuron 

(Morgan & Lichtman, 2020). The same study also showed that an interneuron dendritic tree 

could span a 500 μm radial volume. Neurite structures could be split into trunk dendrites as 

classified by thick, long and directed neurite morphology, targeted dendrites as classified by 

thinner and more tortuous morphology which arborised from the trunk dendrites, and lastly 

the axon neurite which was classified based on lack of RGC terminal input but otherwise 

similarly shaped as the more directed trunk dendrites. Three classes of neurites further 

exemplify that a single interneuron can have multiple functional properties to innervate 

surrounding TC cells in the LGd. Whilst it was not possible to confirm the origin of the 

unidentified cells establishing terminals with the single interneuron in the study, either via 
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monadic, dyadic or triadic motifs, these cells were thought to originate from the brainstem, 

pretectal region as evidenced in the cat (S. Wang et al., 2002), and the visual cortex as also 

evidenced in the cat (A. J. Weber et al., 1989). The work presented by Morgan & Lichtman 

(2020) is comprehensive and impressive as an endeavour. However, there is still more to 

gleam from interneuron connectivity and their complex inhibitory role. The unidentified 

inputs could derive from tectal regions as already seen with SC driver-like input onto TC relay 

cell (Bickford et al., 2015) or as corticothalamic input from layer 6 VISp. There is also a 

question of interneuron-interneuron connectivity, a mechanism which has already been 

observed in primates (Pasik et al., 1976). There are several mechanisms involved during the 

development and maturation of the LGd, particularly concerning the local interneurons. 

Targeting dendrites which seek out specific synaptic arrangements (Morgan & Lichtman, 

2020), in combination with retinal-input-driven interneuron distribution across the LGd 

(Golding et al., 2014), alludes to a high level of connectivity and complexity amongst 

interneurons.   

 

To this end, we performed an investigation into interneuron connectivity by using the Sox14 

gene as a marker for interneurons in the LGd (Jager et al., 2016). We mapped the Sox14 

interneuron population across the entire thalamus using serial two-photon (STP) tomography 

in combination with cell count quantification using a custom deep-learning pipeline (see 

‘Chapter 4’). We incorporated anatomical delineation according to the Allen Brain Atlas (see 

‘Chapter 3’) to target and quantify counts in all sub-structures of the thalamus. We also 

performed monosynaptic input mapping of interneurons using a G-deleted rabies virus 

tracing method to reveal monosynaptic inputs to the interneuron population. Lastly, we 

looked at interneuron-interneuron morphology and connectivity using a deep-learning 

neuronal tracing technique to aid paired-interneuron reconstruction alongside in-vitro patch-

clamp functional recordings.  
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5.2 METHODS 

Animals 

The various Sox14 transgenic mouse lines were derived in King’s College London as detailed 

in Jager et al. (2016). The Sox14gfp/+ transgenic line tagged Sox14 positive cells with GFP, the 

Sox14gfp/gfp transgenic line knocked-down Sox14 expression with double GFP transgene 

expression, and the Sox14Cre/+ transgenic line had Sox14 positive cells expressing the Cre 

recombinase transgene for targeting with the rabies virus tracing. All lines were maintained 

on a C57BL/6 background by Polona Jager, King’s College London.  

 

Monosynaptic presynaptic interneuron labelling 

For priming starter cells for rabies uptake, 50 nl of rAAV2-EF1a-DIO-TVA-G and 25 nl of rAAV2-

EF1a-DIO-mCherry (2:1 ratio) was co-injected into the LGd of P18 Sox14Cre/+ mice. 

Coordinates for stereotaxic injection were determined using littermates, with an average 

injection coordinate at AP 2.26, ML 1.75 and DV 2.75. Mice were kept under anaesthesia with 

isoflurane for the duration of the procedure. After 2 weeks, SAD-rabies-dG-GFP (EnvA) was 

injected into the same coordinate location using the same injection procedure. After 9-10 

days, mice were sacrificed as detailed below. The rabies injection procedure was done by 

Polona Jager, King’s College London.  

 

Sample preparation for STP imaging 

All mice for imaging with STP tomography were anaesthetised with IP injection of sodium 

pentobarbital (50 mg/kg) and sacrificed with transcardial perfusion with 20ml 1X phosphate-

buffered saline (PBS) at 4°C, followed by 20ml 4% paraformaldehyde (PFA) at 4°C. Brain 

tissues were post-fixed in 4% PFA and kept at 4°C for 24 hours before transferring to 1X PBS 

with 0.01% NaN3 for preservation. Prior to imaging, samples were embedded in a 4.5% 

oxidised-agarose solution as described in ‘Chapter 2’.  

 

Whole-brain STP tomography  

All mice were STP imaged using TissueCyte 1000 as described in ‘Chapter 2’. For GFP imaging 

in the Sox14gfp/+ and Sox14gfp/gfp mice, 920 nm excitation wavelength was used in 

combination with GFP emission collected on channel 2 with a 525/40 nm Brightline bandpass 

filter (Laser 2000 Ltd.). We chose an excitation wavelength of 920 nm for imaging rabies 
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injected Sox14cre/+ mice. GFP emission was collected on the green channel with a 525/40 

nm Brightline bandpass filter (Laser 2000 Ltd.), and mCherry emission was collected on the 

red channel with a 600/37 nm Brightline bandpass filter (Laser 2000 Ltd.). Image tile data was 

stitched following the procedure detailed in ‘Chapter 2’.  

 

Automated cell counting 

Cell counting was achieved using the method outlined in ‘Chapter 3’. Following registration 

of STP data to the Allen Common Coordinate Framework version 3 atlases (CCF3), we targeted 

cell counting to delineated regions of interest using a deep-learning approach with custom 

trained U-Net network, with a previously validated performance (see ‘Results’ of ‘Chapter 3’). 

For all thalamic cell counting in Sox14gfp/+ (P21, n=3) and Sox14gfp/gfp mice (P21, n=2), the 

pipeline was targeted to the Thalamus (TH), covering the sensory-motor related nuclei 

(DORsm) and polymodal association nuclei (DORpm), plus all sub-nuclei.  

 

For automated counting in rabies traced Sox14cre/+ samples (3 months, n=3), the automated 

cell detection pipeline was targeted to the geniculate group of the dorsal thalamus (GENd), 

reticular nucleus (RT), anterior group of the thalamus (ATN), lateral group of the thalamus 

(LAT), the ventral group of the thalamus (VENT), and finally the primary visual cortex (VISp). 

 

Electrophysiological recording 

Brains for recordings were obtained from adult (3-6 months) mice. After cervical dislocation 

(in accordance with UK Home Office license), brains were immersed in a 4°C pH 7.4 

extracellular solution of 125 mM NaCl, 2.5 mM KCl, 2 mM CaCl2, 2 mM MgCl, 1.25 mM 

NaH2PO4, 26 mM NaHCO3, 11 mM glucose and 1 mM kynurenic acid. Acute slices at 250 µm 

thickness were obtained using a vibrating microtome (7000smz-2, Campden Instruments Ltd., 

UK) and transferred to an ACSF solution oxygenated at ratio 95%:5% O2:CO2 at 37°C. Slices 

were left to incubate for 40 minutes whilst a recording ACSF solution of 125 mM NaCl, 2.5 

mM KCl, 2 mM CaCl2, 2 mM MgCl, 1.25 mM NaH2PO4, 26 mM NaHCO3 and 11 mM glucose 

was exchanged into the electrophysiological recording set up. All slice preparation and 

recordings were obtained in a room temperature (21°C) environment with ambient lighting 

conditions. Slice visualisation was achieved with infra-red illumination (M780LP1 LED, 

Thorlabs Ltd., UK) on two fixed stage upright microscopes (BX51W1, Olympus Ltd., Japan, and 
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Axioscope 2, Zeiss Ltd., Germany), both fitted with high numerical aperture objectives and 

digital CCD cameras (KP-M1AP, Hitachi Europe Ltd., UK). Patch pipettes were pulled from 

borosilicate glass capillaries (GC150F, Harvard Apparatus Inc., UK) using a two-step vertical 

puller (PC-10, Narishige International Ltd., UK). For voltage-clamp experiments, the internal 

pipette solution contained (in mM) 140 CsCl, 4 NaCl, 0.5 CaCl2, 10 HEPES, 5 EGTA, 2 Mg-ATP 

with pH adjusted to 7.3 using CsOH. Biocytin (1.5 mg/ml) was added to the pipette solution 

for post-experiment confirmation of neuronal cell type. For current-clamp recording the 

internal solution contained (in mM), C6H11KO7 140, NaCl 4, KCl 5, HEPES 10, EGTA 5, Mg-ATP 

4, Na-ATP 0.3, CaCl2 0.5.  

 

During patch-clamp recordings, pipette placement was controlled using micromanipulators 

(PatchStar, Scientifica Ltd., UK) mounted to a motorised stage (UMS, Scientifica Ltd., UK). The 

pipette resistances ranged between 3-4 MΩ.  

 

For voltage-clamp experiments, the amplifier current (Axopatch 700B, Molecular Devices; 

Foster City, CA) was filtered at 10 kHz (–3 dB, 8-pole low-pass Bessel) and digitized at 20 kHz 

using a National Instruments digitization board (PCI-6052E; National Instruments, Texas, 

USA). Data acquisition was performed using WINWCP (Version 4.1.2) and WINEDR (Version 

3.0.9) kindly provided by John Dempster (John Dempster; University of Strathclyde, UK). For 

current-clamp experiments, the voltage output of the amplifier was connected to a Power 

1401 Series 3A (Cambridge Electronic Devices; Cambridge, UK) and was filtered at 10 kHz (–3 

dB, 8-pole low-pass Bessel) before being sampled at 50 kHz. 

 

Electrophysiological recordings of sIPSCs in the LGd and VB were obtained by Zhiwen Ye, 

Imperial College London. Optogenetic stimulation of the RT and mIPSC recording in LGd 

interneurons were obtained by Florian Zirpel, Imperial College London. Paired interneuron 

recordings of postsynaptic IPSCs in the LGd were obtained by Florian Zirpel, Imperial College 

London.  

 

Monosynaptic presynaptic interneuron neuronal tracing  

Neuronal tracing of visual cortex pyramidal cell inputs to the LGd in rabies injected Sox14cre/+ 

mice were done using the ‘Simple Neurite Tracer’ plugin in ImageJ/Fiji (Longair et al., 2011). 



 156 

Due to the large volume of coronal data required to visualise complete projections across a 

2.5 mm thick volume of tissue encapsulating the visual cortex and the LGd of the thalamus, 

we took the following steps. A maximum intensity projection was performed across the 

coronal sections of tissue which covered the visual cortex pyramidal cells and the local INs in 

the LGd which were initially infected with the rabies virus. The maximum projection was used 

to crop the data to only contain signal from cortical pyramidal cells, the signal from axonal 

projections and dendrites, and the signal from the LGd. Axonal projections of pyramidal 

neurons in the visual cortex followed the lateral forebrain bundle system (lfbs) and appeared 

to extend anterior to the LGd before curtailing back towards the LGd. Care was taken to 

ensure projections were not cut off when data was cropped in either axis. Additional 

downsizing from 0.54 × 0.54 × 10 μm to 1 × 1 × 10 μm reduced the data size such that all the 

cropped data could be loaded in ImageJ/Fiji at once and enable tracing within a complete, 

intact volume. Tracing of signals belonging to dendritic and axonal structures was only done 

if it was evident the signal belonged to the neuron being traced. The ‘Simple Neurite Tracer’ 

algorithm uses an A-star search algorithm to automatically search for paths between two 

defined points (Hart et al., 1968). A significant drawback to this algorithm was the necessity 

to store all searches in the computer RAM. This meant that path searching in high-resolution 

data can be very memory intensive, causing the tracing plugin to freeze or behave erratically. 

To prevent software memory issues, selected points on the neurite for path searching were 

limited to a 100 μm spacing in the XY coronal plane of the image, and 10 μm spacing in the Z 

rostral-caudal axis. Traced neurites for neurons were skeletonized and collapsed into a single 

representative trace with a maximum intensity projection. 

 

Assessing specificity of targeting LGd 

To assess the targeting of the LGd during rabies tracing, free-floating slices containing the LGd 

were extracted (n=28, one rabies sample) from the cooled PBS and mounted using glycerol 

mounting medium and stored at 4°C. Sections were imaged under a Nikon Eclipse 80i inverted 

widefield microscope using a 10× objective and emission collected across two bandpass 

filters, FITC 535/45 nm and Texas Red 630/60 nm, for GFP and mCherry fluorescence 

collection respectively. The number of green (presynaptic and rabies-infected), yellow 

(rabies-infected starter cells) and red (starter cells) were manually counted across the LG.    
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Interneuron pair immunolabelling  

Biocytin (2 mg/ml) added to the internal pipette solution was used to fill interneuron pairs 

during whole-cell patch-clamp recording. Each 250 μm thick slice was fixed in 4% PFA for 24 

hours. The following day slices were washed three times for 10 minutes each using 4°C PBS. 

Slices were then treated with 10% goat serum and 0.5% Triton-X for 3-4 hours at room 

temperature. After an additional wash with 4°C PBS for 10 minutes, slices were treated with 

1% goat serum, 0.5% Triton-X and 1:1000 anti-rabbit GFP for 24 hours at 4°C. Slices were 

washed four times for 10 minutes each before treating with 1% goat serum, 0.5% Triton-X 

and 1:200 Alexa Fluor 555 streptavidin for 3 hours. Slices were washed three more times with 

4°C PBS for 10 minutes each, before mounting with fluorescence mounting medium 

(Vectashield). The immunolabelling procedure was conducted by Florian Zirpel, Imperial 

College London.  

 

Imaging of interneurons 

A Leica SP8 confocal microscope system equipped with 40× NA 1.3 mm glycerol immersion 

objective was used to image tissue sections containing biocytin filled interneuron pairs. To 

cover the complete arborisation of the interneurons within the slice, 2 × 2 tiling was required 

in XY at 3000 × 3000 pixels per tile (covering a physical length 387.5 μm), with a spatial 

resolution of 0.129 × 0.129 μm. Z-stacks were generated over 200-250 μm with a Z-resolution 

of 0.339 μm. A DPSS 561 nm laser was used for Alexa 555 excitation and emission collected 

over a single PMT set to 568-688 nm. The laser power was adjusted over the sample depth to 

compensate for laser attenuation from scattering. Imaging took over 6 hours to complete and 

generated around 50 GB of image data. Tiled sections were stitched using the Grid/Collection 

stitching plugin in ImageJ/Fiji using a manually adjusted overlap to generate seamless 

alignment. 

 

Interneuron reconstruction 

The intricate morphology of interneurons spanned over 500 × 500 μm in XY. This meant that 

manual tracing was unfeasible for the following reasons. The complete 50 GB data set would 

need to be loaded simultaneously to ensure processes from both interneurons could be 

distinguished from themselves and each other. In addition, interneuron processes spanned 

across the complete Z-stack comprised of around 700 slices. Manual tracing efforts, 
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therefore, required simultaneous tracking of many individual processes whilst only being able 

to sample a single slice at a time. Paired interneuron fills also showed multiple close 

appositions making it impossible to distinguish which neurites belonged to any interneuron. 

The high-resolution afforded by EM imaging as in Morgan & Lichtman (2020) allowed for 

easier distinction between individual neurites, albeit at the sacrifice of a much larger data set. 

 

To address the challenge of tracing complex morphology, we used a deep-learning 

reconstruction approach. The same U-Net architecture and augmentation pipeline developed 

in ‘Chapter 3’ was used to segment the paired interneuron image data, with a few 

modifications to the training regime, as follows. Training data was generated from 41 

randomly sampled 512 × 512 pixel regions, with all samples presenting both neurite signal 

and background signal. This was different from the automated cell detection pipeline where 

some samples contained only background signal. Neurite morphology was also significantly 

more complex than soma morphology, which is spherical-like in geometry. Neurites can 

appear as long winding fibres running transverse to the imaging plane, with short high-

intensity locality when running orthogonal to the imaging plane, or anywhere in between.  

 

The image data contains signal from both the in-focal plane and out-of-focal plane. Therefore, 

to ensure the network was not sensitive to detecting patterns from either the out-of-focal 

plane signal or background autofluorescence, manual segmentation was done using the 

criteria that manually labelled fluorescent signal had to be high intensity, as if the structure 

was being directly sampled from the in-focal plane. Any lower intensity signal was omitted 

even if they clearly corresponded to neurite signal. The ground-truth data set, therefore, 

reflected regions where neurites were likely to be sampled in the image plane with high 

intensity, and credence was given to the network for segmenting the lower intensity neurite 

structures only when they appeared with high intensity at a subsequent Z-stack position. 

After following the same augmentation pipeline outlined in ‘Chapter 2’, the network was 

trained using the ELU activation function, a BCE loss, an Adam optimiser initialised with a 

learning rate of 1e-4, a batch size of 8 for feeding the network with training samples, and 

validation loss was evaluated using the Dice loss score. The training was executed on an 

Ubuntu workstation with an Intel(R) Core(TM) i9-7980XE CPU at 2.60GHz with 32 cores and 

128 GB RAM, equipped with an NVIDIA Titan Xp GPU. 
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To reduce false-positive predictions when using the trained model, incremental maximum 

intensity projections of 100 consecutive slices were generated and traced with a brush in 

ImageJ/Fiji to create a mask. Each projection mask was combined to produce a single mask 

that could be projected across each slice in the confocal image stack. Incremental maximum 

intensity projections were chosen over the use of a single projection across the Z-stack, to 

ensure low-intensity neurite structures were not obscured by high-intensity noise elsewhere 

in the stack. For example, image noise was typically higher towards the top of the Z-stacks, 

due to surface distortions and reduced laser attenuation. The mask was applied to each slice 

in the confocal Z-stack and split into 512 × 512 pixel blocks for parallel prediction with the U-

Net network. Predicted blocks were thresholded at 0.5 to binarise the prediction into neurite 

signal class (value 1) and background signal class (value 0). Each slice was then reconstructed 

from the predicted 512 × 512 blocks. Prediction of the 50 GB data sets took one hour to 

complete and resulted in another 50 GB data set containing predicted segmentation of the 

confocal data sets.  

 

A data set this significant in size was not practical to view in any software, so the segmented 

data set was converted into a mesh by using a cube marching algorithm with a step size of 2 

pixels (Lewiner et al., 2003). This process iterated a 2 × 2 × 2 cube kernel over the data, 

creating vertices and edges wherever the binary segmentation had a bisection with an edge 

of the cube kernel. An input data set of 6000 × 6000 pixels and 700 slices totalled to 25 trillion 

voxels and resulted in a mesh containing around 18 million vertices following the cube 

marching process. The mesh was saved as a stereolithography (STL) file, then opened in the 

open-source 3D computer graphics software, Blender, and decimated down to 500-600 

thousand vertices. This resulted in a 15 MB mesh for each interneuron pair (reduced from 50 

GB), which could be loaded on any workstation or online web tool. Each mesh could be 

viewed in three-dimensions at the detail of tracking individual neurite processes. 

 

Analysing dendritic morphology 

Dendritic diameters were stochastically measured a maximum projection in XY using the 

confocal data sets for each interneuron pair, using Fiji/ImageJ. Visual identification of thicker 

and thinner dendrites based off dendritic branch order was used to manually classify 
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measures into thicker trunk-like or thinner targeting dendrites for diameter statistical 

measures.  

 

To determine whether the underlying distribution of all (unclassified) diameter 

measurements could be best described by two classifications of thick and thin dendritic 

morphology, as manually chosen above, Gaussian mixture modelling was used, and 

implemented through SciPy (Pedregosa et al., 2011). For an unsupervised selection of the 

optimum number of Gaussian mixtures (clusters), the model with the lowest Bayesian 

information criterion (BIC) was chosen (Schwarz, 1978).  

 

Putative anatomical interneuron-interneuron connectivity 

Interneuron pair meshes were plotted using the Plotly library in combination with a custom 

dashboard web application (Dash framework). Plotly is more suited to large data set plotting 

in comparison to the Matplotlib plotting library, hence its use here. The Dash framework was 

used to create an application which plotted interneuron-interneuron meshes alongside a 

coordinate input field text-field. The mesh could then be manipulated in three-dimensions, 

and close appositions (<10 μm) were marked by entering their coordinate position into the 

web app. Appositions and putative anatomical connections were confirmed by exporting the 

marked coordinate positions and locating each position in the original high-resolution 

confocal data set. We then validated any close appositions by visually assessing the confocal 

data set using the marked coordinate positions.   
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5.3 RESULTS 

Sox14 interneurons widely distributed across the thalamus 

STP imaging of endogenous GFP+ fluorescence in the Sox14gfp/+ mouse showed a 

widespread distribution of Sox14 expressing cells across the entire thalamus. Previous studies 

have reported an association between the Sox14 gene with GABAergic neurons in the 

diencephalon during embryonic development (Delogu et al., 2012). However, the extent of 

Sox14 presence outside of the visual thalamus relay nuclei has only been reported once 

before (Jager et al., 2016), and here it can be seen that Sox14 cells are distributed across the 

entire thalamus (Fig. 5.1). Dense Sox14 gene expression can be observed in the LGd, 

previously reported to colocalise with the local GABAergic interneuron population (Jager et 

al., 2016), as well as the LGv and IGL. Dense GFP+ neurons were also observed in the sensory 

and motor-related superior colliculus (SC) of the midbrain region, the nociceptive relay nuclei 

of the ventrobasal complex (VB), and numerous domains of the hypothalamus including the 

periventricular zone (PVZ) and the medial zone (MEZ). This observation qualitatively suggests 

a larger population of interneurons outside of the visual thalamus than previously thought. 
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Figure 5.1. STP imaging across the thalamus of a Sox14gfp/+ mouse. A. GFP positive cell 

expression is widely distributed across thalamic, hypothalamic and midbrain nuclei. Extremely 

high expression levels can be observed in SC making single-cell detection impossible. High GFP 

expression can be observed in LGd, IGL and LGv regions as expected. LGd Sox14 cells are also 

known to be local interneurons enabling effective detection of interneuron population. The 

ventrobasal complex showed sparse expression. B. STP imaging at 0.54 × 0.54 × 10 μm permits 

three-dimensional modelling by thresholding high GFP signal from background. The structural 

formation of hypothalamic nuclei such as the PVZ and MEZ, can be more easily identified. 

Superior colliculus, SC; dorsal lateral geniculate nucleus, LGd, intergeniculate leaflet, IGL, 
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ventral lateral geniculate nucleus, LGv, hypothalamus, HY; midbrain, MB; hypothalamic 

periventricular zone, PVZ; hypothalamic medial zone, MEZ; pretectal region, PRT.  

 

Sox14gfp/gfp (knockout) shows significantly lower Sox14 gene expression 

GFP+ Sox14 neuron distribution in the Sox14gfp/gfp (knockout) model was markedly reduced. 

In particular, the SC, midbrain reticular nuclei (MRN) and visual thalamus with the LGd and 

LGv showed much lower densities (Fig. 5.2). This result agrees with previous reports that local 

interneurons migrate from a prethalamic region during the first postnatal week and that 

Sox14 ablation restricted cell differentiation and therefore the migratory event (Golding et 

al., 2014).  

 

Higher prevalence of Sox14 interneurons in first-order sensory nuclei followed by higher-

order nuclei 

To quantitatively evaluate Sox14 gene expression in the thalamus, automated cell detection 

using a trained U-Net following CCF3 atlas registration was performed, as described in 

methods of ‘Chapter 4’, on the Sox14gfp/+ (P21, n=3 mice) and Sox14gfp/gfp (P21, n=2 mice) 

mouse. In association with the validation study performed in ‘Chapter 4, the number of GFP+ 

cells in the LGd was automatically counted at 1,234 ± 82 (mean ± SD, n=3 mice), in comparison 

to a stereological study which reported 1,255 ± 195 (mean ± SD)(Evangelio et al., 2018), 

showing remarkable agreement (Fig. 5.3A).  

 

In the Sox14gfp/+ mouse, a total of 6,588 ± 811 Sox14 cells (mean ± SD, n=3 mice) were 

counted across all nuclei in the thalamus across both hemispheres. Higher GFP+ density was 

observed in sensory and motor-related regions of the thalamus with increased prevalence in 

first-order nuclei. In the visual region of the thalamus, first-order LGd had 1,234 ± 82 GFP+ 

cells, and higher-order LP had 411 ± 110 cells. The sensory-motor VB complex divided into 

ventroposterior medial nucleus (VPM) had 250 ± 49 cells, the ventroposterior lateral nucleus 

(VPL) had 105 ± 40 cells, the ventral anterior lateral nucleus (VAL) had 4 ± 3 cells, and the 

ventromedial nucleus (VM) had 4 ± 2 cells. The higher-order posterior nucleus (PO) had 99 ± 

12 cells.  
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In the auditory region of the thalamus, the first-order ventral medial geniculate (MGv) had 53 

± 12 cells, and higher-order dorsal medial geniculate (MGd) had 20 ± 13 cells. Sparse GFP+ 

detection was also observed in associative TC nuclei such as the laterodorsal nucleus (LD) with 

20 ± 7 cells, the parafascicular nucleus (PF) with 25 ± 5 cells and mediodorsal nucleus (MD) 

with 13 ± 6 cells. Counts represent a single hemisphere with averaging across both 

hemispheres and all samples.  

 

Unpaired, two-tailed t-Tests, assuming non-consistent standard deviation, on the Sox14gfp/+ 

(n=3 samples with two hemisphere measures per sample) mouse against the Sox14gfp/gfp 

(knockout, n=2 samples with two hemisphere measures per sample) showed a significant 

reduction in GFP+ cells in the LGd (listed as LGd-sh in Fig. 5.3B, p<0.000001), posterior 

complex (PO, p=0.000001), central posteromedial nucleus (VPM, p=0.000004), ventral medial 

nucleus (VM, p=0.000004), parafasciular nucleus (PF, p=0.000013), parvicellular ventral 

posterolateral nucleus (VPLpc, p=0.000341), perireunensis nucleus (PR, p=0.000794), lateral 

posterior nucleus (LP, p=0.001229), parvicellular subparafascicular nucleus (SPFm, 

p=0.001675), paracentral nucleus (PCN, p=0.001713), medial region of the medial geniculate 

complex (MGm, p=0.001713), ventral posterolateral nucleus (VPL, p=0.002583), 

peripeduncular nucleus (PP, p=0.003207), and the suprageniculate nucleus (SGN, 

p=0.003501). 
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Figure 5.2. Qualitative comparison of Sox14gfp/+ and Sox14gfp/gfp mice at AP -4.1 (A) and 

AP -2.4 (B) with enlarged regions indicated by dotted lines. Sox14gfp/gfp (knockout) shows 

decreased GFP expression across midbrain, thalamic and hypothalamic regions. In particular, 

GFP expressing cells in the LGd were lower owing to a reduction in interneuron number. 

Superior colliculus, SC; periaqueductal grey, PAG; midbrain reticular nucleus, MRN; 

peripeduncular nucleus, PP; medial longitudinal fascicle, mlf; midbrain raphe nuclei, RAmb; 

anterior pretectal nucleus, APN; ventrobasal complex, VB; zona-incerta, ZI; lateral posterior 

nucleus, LP; dorsal lateral geniculate nucleus, LGd, intergeniculate leaflet, IGL; mammillary 

body, MBO. Scale bars 1 mm in overview panels, 100 μm in enlarged panels. 
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Figure 5.3. Quantitative mapping of GFP+ neurons in Sox14gfp/+ and Sox14gfp/gfp mice. A. 

Exemplar distribution of GFP+ neurons in the LGd and VB (left) alongside automated cell 

detection across thalamic nuclei (right). Validation of automated cell detection is included as 

1,234 ± 82 (mean ± SD, n=3) automatically detected GFP expressing cells in the LGd compared 
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to 1,255 ± 195 from Evangelio et al. (2018). B. Automated cell detection across the entire 

thalamus in both the Sox14gfp/+ (blue, n=3 samples with two measures per sample) and 

Sox14gfp/gfp (red, n=4 samples with two measures per sample) mouse. Significant differences 

from unpaired, two-tailed t-Tests are indicated as ** (p<0.01), *** (p<0.001), **** 

(p<0.0001), with measurements taken for each hemisphere, not assuming consistent standard 

deviation. LGd is represented as LGd-sh. C. Nearest neighbour distances between interneurons 

of the LGd and VB complex in the Sox14gfp/+ (n=3) and Sox14gfp/gfp (n=2) mice. D. sIPSC 

peak amplitude against instantaneous IPSC rate recorded from relay cells in the LGd and VB. 

sIPSCs were automatically detected from current traces (black). E. sIPSC weighted decay 

against the 10-90% rise time shows longer rise times in LGd relay cells, compared to the VB. 

Average sIPSC waveforms for the LGd and VB illustrated in plot, aligned to the initial rising 

phase. 

 

Distinct spatial distributions of Sox14 neurons within LGd and VB complex 

From automated cell detection, we calculated the distance to the nearest neighbour for both 

the Sox14gfp/+ and Sox14gfp/gfp mouse (Fig. 5.3C). Distinct differences in nearest neighbour 

distances were observed between the LGd and VB complex in the Sox14gfp/+ mouse with a 

modal distance of 35 ± 5 μm (mean ± SD, n=3 mice) in the LGd compared to 55 ± 5 μm in the 

VB complex. A similar distribution was observed in the knockout model, although reduced 

GFP+ presence in the LGd increased the range of nearest neighbour distances (Fig. 5.3C). To 

functionally classify this observed difference in distribution, whole-cell voltage-clamp 

recordings of spontaneous inhibitory postsynaptic currents (sIPSCs) were made in relay cells 

of the LGd and the VB complex. An average of 460 ± 64 (mean ± SD) sIPSCs was detected in 

43 cells recorded from the LGd with a similar number of sIPSCs (403 ± 66 events) detected in 

32 cells recorded from the VB. The magnitude of the synaptic conductance was similar in the 

LGd (-47.6 ± 2.6 pA) compared to the VB (-40.6 ± 4.0 pA). However, the mean instantaneous 

firing rate of LGd relay neuron sIPSCs was 6.5 ± 0.6 s-1 compared to the VB, which was 

significantly lower at 2.7 ± 0.7 s-1 (unpaired, two-tailed t-Test, p=0.0001). The LGd relay 

neurons observed reduced variability in sIPSC instantaneous rates compared to the relay 

neurons in the VB (Fig. 5.3D).  
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To address if the difference in the distribution of local interneurons in the LGd and VB 

impacted upon the sIPSC waveforms, the average waveform was constructed and evaluated 

for 10-90% rise time and decay (Fig. 5.3E). The decay was not significantly different (unpaired, 

two-tailed t-Test, p=0.49) between the relay neurons of the LGd at 9.93 ± 0.66 ms (measures 

from 43 cells) and the VB at 9.44 ± 0.3 ms (measures from 32 cells). However, the 10-90% rise 

time for the LGd was significantly slower (unpaired, two-tailed t-Test, p<0.005) at 2.42 ± 0.13 

ms compared to the VB at 1.08 ± 0.07 ms, suggesting closer proximity of interneurons leads 

to longer 10-90% rise time, but does not influence the decay.  

 

Sox14 neurons in LGd receive monosynaptic input from both cortical and thalamic nuclei 

To map monosynaptic inputs to interneurons of the LGd, a modified G-deleted rabies virus 

was injected into the LGd of the Sox14cre/+ mouse. Observed afferent inputs to Sox14 

neurons in the LGd primarily came from VIS, APN, LP, SPA, ZI and unexpectedly, the RT and 

SC (Fig. 5.4). The RT is known to provide GABAergic drive primarily to thalamocortical neurons 

in the dorsal thalamus and assists in the generation of sleep rhythms (Steriade, 2005). 

However, its anatomical connectivity to local interneurons in the LGd has not been observed 

or functionally reported. RT inputs to LGd interneurons appeared to be confined to the most 

dorsal region of the nucleus, which was directly anterior to the LGd, suggesting a topographic 

arrangement of projection neurons. Lack of Sox14 cells in the RT (Fig. 5.3B) confirms that 

these cells were labelled through the transsynaptic spread of infected Sox14 cells in the LGd. 

However, the efficacy of specifically targeting the LGd was problematic (discussed later). 

There was also evidence of projections from the superficial layer of the SC. Pathways between 

the SC and LGd have only been previously shown to exist with the LGd TC relay cells and has 

not been shown to exist in the interneuron population until now (Bickford et al., 2015).  

 

Classification of labelled neurons in the visual cortex showed most inputs to the LGd 

originated from layer 5 and 6 of primary visual cortex (VISp), with 1.70% ± 0.72% (mean ± SD, 

n=3 mice) pyramidal cells projecting from layer 5 VISp, 4.82% ± 0.68% from layer 6a, and 

0.36% ± 0.25% from layer 6b (Fig. 5.5A). Percentages are with respect to the total number of 

detections across all visual cortex areas. The lateral visual area (VISl) showed the next highest 

input with 0.27% ± 0.33% inputs originating from layer 5, 0.72% ± 0.29% from layer 6a and 

0.02% ± 0.04% from layer 6b. Very sparse projections also originated from the ipsilateral 
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anterolateral visual area (VISal) and anteromedial visual area (VISam). Further inputs were 

seen originating from layer 1 visual cortex. However, these abnormally high detections 

resulted from autofluorescence noise detected as cells on the surface of the cortex. This 

reveals an apparent limitation in the method of automated detection of cells.  

 

 
Figure 5.4. Presynaptic mapping to Sox14 expressing cells in the LGd. A. Schematic of rabies 

infection. 1) Cells are primed for rabies infection by injecting an AAV containing G-protein and 

TVA into the Sox14 neuron population. 2) Primed cells express G-protein and TVA receptors. 

3) G-deleted rabies virus expressing EnVA protein is injected into the same region and is 

internalised by primed cells following EnVA binding to TVA receptors. 4) Primed and rabies-

infected cells produce G-deleted rabies virus which binds with G-protein in primed cell and can 
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infect neurons presynaptically. 5) Lack of G-protein in presynaptically infected neurons 

prevents the rabies virus from further presynaptic spread, limiting monosynaptic labelling of 

cells presynaptic to the initially infected cells. B. Injection target LGd for rabies tracing. C. 

Mapping of rabies inputs to infected starter cell population following rabies infection. D. 

Depth-coded intensity projection across 2 mm thick coronal volume following rabies tracing. 

Projections from VIS (i) form a large number of inputs, with sparse input mapping from LP, 

APN (ii) and ZI. RT (iii) also showed projection neurons suggesting inhibitory input to local 

interneurons in the LGd. Projections from SC (iv) were also identified (section is taken from 

another slice projection). Visual cortex, VIS; anterior pretectal nucleus, APN; ventrobasal 

complex, VB; zona-incerta, ZI; lateral posterior nucleus, LP; dorsal lateral geniculate nucleus, 

LGd, intergeniculate leaflet, IGL, ventral lateral geniculate nucleus, LGv; reticular nucleus, RT; 

lateral forebrain bundle system, lfbs; subparafascicular nucleus, SPA; superior colliculus, SC. 

Scale bar 1 mm in overview and 100 μm in enlarged panels. 

 

High-resolution near-complete neuronal tracing of two exemplar pyramidal neurons from 

layer 6 of VISp showed two distinct axonal morphologies. One pyramidal neuron (green)(Fig. 

5.5B) showed dendritic branching up to the superficial layers of the cortex as expected, with 

an axon projecting towards the lateral and medial forebrain bundle system. However, after 

forming from the soma, the axon split into two collaterals. One neuron axon projected back 

into the superficial layers of VISp and travelled medially before terminating and presumably 

innervating proximal dendrites. The second neuron axon continued to project towards the 

bundle systems where it travelled towards the LG until the axon was lost amongst other 

neurite structures, just anterior to the LGd. This pyramidal neuron presented both 

corticocortical and corticothalamic projections. The second pyramidal neuron (red) presented 

similar dendritic morphology to the first, with an axon which projected through the bundle 

system. At a point anterior to the LG and RT, the axon split with one collateral appearing to 

terminate in the RT whilst the other continued to the LG where it is lost amongst signals from 

other neurites. The axonal projection targeting the RT is possibly required for the indirect 

recruitment of GABAergic inhibition onto interneurons in the LG. The other axonal projection 

then directly synapses onto the interneurons. The RT, therefore, appears to play an important 

for both thalamocortical corticothalamic pathways with TC innervation of the RT and now 

evidence of corticothalamic innervation of the RT en-route to the LGd. 
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Figure 5.5. Mapping visual cortex inputs to LG. A. Exemplar neuronal tracing of layer 5 and 6 

pyramidal neurons showing projections flowing along the forebrain bundle system and 

towards the rostral thalamus. B. Near-complete tracing of two pyramidal neurons shows both 

axon collaterals. One pyramidal neuron (green) shows cortico-cortical axon travelling into the 

superficial layers of the visual cortex and projecting medially, before terminating — the other 

collateral projects towards the RT. The second pyramidal neuron (red) shows a single axon 

projecting from the visual cortex down towards the RT where it splits to send another axon 

towards the LG before it is lost.  

 

RT shows functional input to LGd interneurons 

To check whether the observed anatomical connectivity from RT GABAergic neurons to LGd 

interneurons from the monosynaptic rabies tracing was functionally present, a 

PVcre;Sox14gfp/+ crossed transgenic mouse strain was injected with AAV-FLEX-ChR2-

tdtomato (Fig. 5.6A). From the rabies tracing result, the injection site was targeted to the 
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most dorsal region of the RT, which was positioned directly anterior to the LGd, where there 

appeared to be the highest density of GABAergic inputs. Following channelrhodopsin (ChR2) 

expression via Cre-mediated recombination in GABAergic projection neurons of the RT, 

whole-cell voltage-clamp recordings of LGd Sox14 interneurons were performed during 

optogenetic stimulation of the RT with 5 ms pulses at 470 nm. A high rate of spontaneously 

occurring mini inhibitory postsynaptic currents (mIPSCs) was present in all recordings 

meaning a quantitative analysis was needed to identify mIPSCs that were correlated with the 

RT stimulation. A peristimulus time histogram (PSTH) of detected mIPSCs was constructed 

with a 5 ms bin width that showed the occurrence of mIPSCs at a latency of 20 ms following 

the optogenetic stimulus (Fig. 5.6B). Stimulus evoked mIPSC activity provided evidence for 

functional connectivity between RT neurons and interneurons of the LGd in 7 out of 33 Sox14 

interneuron recordings. Unconstrained Gaussian fits to the PSTH distributions obtained from 

these 7 cells gave R2 values ranging from 0.70 to 0.99 (0.84 ± 0.05, n=7) with a central peak at 

17.2 ± 1.52 ms and a width of 8.41 ± 1.75 ms. 

 

 
Figure 5.6. Whole-cell voltage-clamp recordings of Sox14 interneurons of the LGd following 

stimulation of RT. A. PVcre;Sox14gfp/+ transgenic mouse was injected into the most dorsal 

region of the RT with AAV-FLEX-ChR2-tdtomato. Following flexed-switched expression of ChR2 

in RT GABAergic neurons, whole-cell voltage-clamp was performed on Sox14 interneurons in 
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the LGd. B. Peristimulus time histogram with a bin width of 5 ms describing the occurrence of 

detected mIPSC events that were correlated with the optogenetic stimulation of the RT with 

470 nm, 5 ms light pulses. Note the presence of asynchronous mIPSCs that were not correlated 

with the optogenetic stimulus. 

 

Rabies targeting of LGd also hits IGL and LGv interneurons 

Although rabies injections were targeted to LGd, specific infection of local interneurons in the 

LGd proved a challenging task. The LG, consisting of LGv, IGL and LGd show extensive Sox14 

expression, and therefore all closely located nuclei were prime candidates for rabies infection 

(Fig. 5.1). In all samples, there was evidence of infection within the LGd, IGL and LGv with 

green and red fluorescence outside the LGd. In one sample, of a total of 642 primed cells, 

rabies infection of primed cells only occurred in the LGv and IGL region (18 cells), with 

presynaptic labelling (green fluorescence only) observed across LG and RT (total 388 cells). 

This corresponds to approximate labelling of 22 presynaptic cells per successful rabies-

infected primed cell. Monosynaptic tracing is therefore reflective of general Sox14 neuron 

connectivity of the LG and not specifically interneurons in the LGd as intended. Dense 

labelling and the ineffective distinction between red and green fluorescence with the STP 

tomography setup prevented the specific mapping of inputs to the LGd. Modifications to the 

injection protocol (not shown here) including in-utero rabies infection in the LGd did not show 

any benefit. Anatomical tracing with the rabies virus was, therefore, limited but the data did 

identify the possibility that LGd interneurons receive the synaptic drive from the surrounding 

brain regions such as the RT for which the existence of this previously unreported connectivity 

was verified using optogenetic methods.  

 

LGd interneurons are morphologically complex 

Using the same U-Net architecture (see ‘Chapter 4’) trained on manually segmented neurite 

samples, 50 GB confocal Z-stacks of paired interneurons biocytin fills were automatically 

segmented (Fig. 5.7). Compared to a thresholding approach using Otsu’s algorithm, the deep-

learning approach generated superior detection of neurite signal with fewer false-positive 

detections (Fig. 5.7ii). The tubular neurite structures were more accurately segmented and 

complete compared to Otsu’s thresholding method (Fig. 5.7iii). Reduced false-positive 

detection was necessary to reduce the overall size reconstructed neuron when converted into 
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a mesh. The maximum intensity projection mapping across 100 sequential slices also assisted 

in suppressing segmentation of noise signal in large volumes of the data set where no neurite 

signal was present.  

 

Applying a cube-marching algorithm to the predicted segmented output was necessary for 

converting the 50 GB prediction data set to a more manageable 15 MB mesh which could be 

loaded into three-dimensional graphics software such as Blender, or even online viewers. 

Plotting the mesh with Plotly and Dash (Fig. 5.8A), enabled close appositions (<5 μm) between 

paired interneurons to be visually identified and marked. Coordinate positions were exported 

and used to extract volumes from the original confocal data set to validate the apposition 

(Fig. 5.8A).  

 

Individual interneurons showed exceptional morphological complexity, spanning across a 

500-600 μm diameter in XY (coronal plane) and across the entire 250 μm Z-depth (rostral-

caudal plane) of the slice preparation (Supplementary Fig. 5.1). This dendritic spanning was 

in agreement with the comprehensive single interneuron reconstruction recently published 

by Morgan & Lichtman (2020). Thicker trunks originating from the soma and circuitous 

targeting dendrites were distinguishable by their morphology. Whilst axons were likely to 

arborise from the trunks, inability to map RGC terminals, or lack thereof, meant the axon 

could not be identified by morphology in the confocal data. Trunk dendrites were measured 

at 1.49 ± 0.74 μm (mean ± SD; n=189 measures across 6 interneuron pairs), which were almost 

three times the size as the targeting dendrites at 0.52 ± 0.19 μm (n=581 measures across 6 

interneuron pairs). Unpaired t-test with Welch’s correction for non-equal standard deviation 

showed significantly different classification of the trunk and targeting dendrite diameters 

(p<0.0001). In comparison, Morgan & Lichtman (2020) measured trunk dendrites at 0.93 ± 

0.13 μm and targeting dendrites at 0.64 ± 0.01 μm. The trunks of interneurons, therefore, 

appeared to be thicker than that observed by Morgan & Lichtman (2020) in our preparation. 

 

To evaluate whether the two, trunk and targeting, classifications of dendritic morphology 

suited the diameter measures, we used Gaussian mixture modelling (GMM) to perform 

unsupervised fitting on all unclassified diameter measures (Reynolds, 2009). First, for a 

specified k=2 number of probability densities, resultant cluster means were detected at 1.40 
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± 0.77 μm (mean ± SD, n=770 measures across 6 interneuron pairs) for thicker dendrites and 

0.52 ± 0.17 μm for the thinner dendrites. These measurements were in agreement with mean 

measures for the trunk and targeting dendrites. When naïve to the number of clusters, GMM 

returned an optimum k=4 probability densities for 0.49 ± 0.14 μm (mean ± SD), 0.98 ± 0.22 

μm, 1.73 ± 0.35 μm and 3.82 ± 0.83 μm, suggesting more morphological classifications of the 

dendrites. However, the thicker 3.82 ± 0.83 μm dendrites could be more representative of 

the direct arborisation from the soma or representative of the varicosities, discussed below. 

The other three cluster means could represent the trunk dendrites, medium thickness and 

more directed dendrites, and thinner more tortuous targeting dendrites.  

 

There were many arborisations from the trunk that remained thick and long with little 

circuitousness, whilst some targeting dendrites showed extreme circuitousness with almost 

toroidal like wrapping. Dendrites that exhibited high tortuosity also had multiple varicosities 

as large as 1-2 μm separated along the dendrites by a distance of 3.84 ± 2.20 μm (235 

measures in the XY projection). Distances between swellings were measured in the XY 

projection, where they were more easily discerned, and where swellings appeared to be 

drastically larger compared to the surrounding neurite morphology. The thicker trunk 

dendrites also showed varicosities, but much reduced in frequency, and were harder to 

identify as they were already very thick even without the swellings. These varicosities could 

coincide with triadic terminal sites which are known to create large complexes.  
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Figure 5.7. Segmenting paired interneuron biocytin fills using deep learning. Deep learning 

(blue) compared to Otsu’s thresholding (magenta). Individual interneurons show complex 

morphology with numerous circuitous neurites which spanned the entire 250 μm depth of the 

acute slice preparation, plus spanning around 500 μm in the coronal plane. Using a trained U-

Net on manually segmented neurites, the complex neurite structure could be more accurately 

segmented compared to traditional thresholding methods. In particular, finer sub-micron 

neurites were preserved in segmentation (i-iii). Arrow markers indicate corresponding points 

in original (black), prediction through deep-learning (blue) and Otsu’s thresholding (magenta). 

Scale bar 100 μm in overview panels, and 10 μm in enlarged panels. 
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Figure 5.8. Detecting putative interneuron-interneuron anatomical connectivity. A. Using the 

predicted segmentation of the neurite structures, interneurons are converted into a mesh 

using a cube marching algorithm (Lewiner et al., 2003), and decimating down to a smaller file 

size using the Blender 3D graphics software. Meshes are plotted using custom-built Plotly and 
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Dash framework web application, allowing appositions of <5 μm separation between paired 

interneurons to be visually landmarked (left). Marked positions were used to inspect the 

original high-resolution data set for validation (right). B. Several putative connections 

between interneuron pairs at indicated inter-soma distance, marked with evidence of 

connectivity from electrophysiological recordings. C. Locations of anatomical connectivity 

with respect to some centre (0, 0) projected in the XY plane (left) and ZX plane (right). D. 

Frequency of putative connections given distance from soma parameterised by exponential 

decay model with 𝛾 = 5.65×10-3. E. Projected density of nearby interneurons within a 

cylindrical volume of height 250 μm (equivalent to the slice thickness), given known density 

3.84×10-6 cells/μm3 in the LGd. Number of interneurons, N; radius, R; height, h; density, 𝜌. F. 

Parameterised probability of an interneuron observing connection with a neighbouring 

interneuron, using known putative connectivity within 100 μm (n=6 interneuron pairs), and 

dendritic spanning limit at 600 μm. Probability, P; radius, R. G. Combining predicted 

connectivity between neighbouring interneurons and modelled density of interneurons to 

provide an approximate model of the number of potential interneurons which may be 

connected to a single interneuron. 

 

Paired interneuron anatomical connectivity 

Paired interneurons from patch-clamp recordings were separated by an average inter-soma 

distance of 152 ± 175 μm (mean ± SD, n=6 interneuron pairs) with one erroneously filled 

interneuron separated with a distance of 547 μm from a pair recorded in the same slice 

preparation. Excluding this from the average inter-soma distance gave a mean separation of 

86 ± 23 μm. Close interneuron separation could be attributed to the requirement to patch 

nearby cells during a paired recording protocol. All close pairs (n=6) showed evidence of close 

appositions where respective neurites approached <5 μm from a neurite of the other 

interneuron. The erroneously filled interneuron separated by 547 μm from the nearest of the 

two filled interneurons showed zero close appositions with the other two interneurons in the 

slice. 

 

Close (<5 μm) appositions between interneuron pairs indicated preferential connectivity <100 

μm radius from the soma (39 of 72 measures; 54%) over connections in the distal regions of 

the dendritic tree >100 μm from the soma (33 of 72 measures; 46%). 
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Across all paired interneurons, appositions occurring within 100 μm Euclidean radius of the 

soma were more frequent (39 of 72 measures; 54%), than connections which were 

established in the more distal regions of the dendritic tree (33 of 72 measures; 46%). 

Appositions appeared to be distributed in a bipolar distribution (Fig. 5.8C) possibly indicative 

of the bipolar morphology of the interneurons. In the rostral-caudal plane, putative 

connections between interneurons were much more confined than in the medial-lateral 

plane with all points occurring within a Z-range of ±53.2 μm from the soma.  

 

Parameterising an exponential decay to the frequency of close apposition with radial distance 

gave a decay constant 𝛾 = 5.65×10-3, with zero close appositions detected greater than 600 

μm from the soma (Fig. 5.8D). As the interneurons spanned a 500-600 μm diameter, no 

appositions were expected to be detected outside of this area. The single interneuron with a 

547 μm inter-soma separation was used to impose a connectivity limit. Given a known 

interneuron density of 3.84×10-6 cells/μm3 determined from automated cell detection in the 

LGd of the Sox14gfp/+ mouse (n=3 mice), the number of interneurons within a radius of a 

target interneuron could be approximately modelled with a cylindrical volume of height 250 

μm (Fig. 5.8E). With a known 100% likelihood that neurons within a separation distance of 

<100 μm observe close appositions (evidenced in all 6 interneuron pairs), and a known 

exponential parameterisation of the likelihood of an interneuron to observe appositions with 

a neighbouring interneuron, the probability of an interneuron observing appositions at a 

given radius can be parameterised by the same exponential decay with 𝛾 = 5.65×10-3, and 

capped with a 100% probability when within a 100 μm radius (Fig. 5.8F). Combining this with 

the modelled density of neurons (Fig. 5.8E), the predicted number of appositions with 

neighbouring interneurons can be modelled by multiplying the neuron density by the 

probability of observing appositions (Fig. 5.8G). If using close appositions as a putative 

representation of anatomical connectivity, there as a very high number of modelled possible 

connections between interneurons in the LGd, with as many as 76 potentially connected 

interneurons at a radius of 300 μm. However, the accuracy of this estimation is limited by 

several factors. First, interneuron dendrites do not fill a cylindrical volume in the slice, but 

instead, follow quite circuitous paths which were not guaranteed to take them close to 

neighbouring interneurons. The model also used putative connectivity between paired 
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interneurons as a proxy for connectivity between other interneurons. From the imaging data, 

there was no way to confirm whether these close appositions were synaptic terminals.  

 

Paired interneuron functional connectivity 

To assess functional connectivity between interneurons as suggested by the evidence of 

putative anatomical connections, whole-cell current-clamp recordings were made on 

presynaptic Sox14 cells in the LGd of the Sox14gfp/+ mouse, with simultaneous voltage-clamp 

recordings on the neighbouring Sox14 cells (Fig. 5.9A). Evoked IPSCs in the postsynaptic Sox14 

cell followed AP detections in the pre-synaptic interneuron after 10 ms. Although evidence of 

functional connectivity was present in the majority of paired recordings, the strength of 

connectivity was variable with 8-of-11 recorded pairs showing some degree of linear 

correlation (with a Pearson’s R>0) between detected IPSCs in the postsynaptic interneuron 

and the pre-synaptic AP firing rate (Fig. 5.9B). 3-of-11 recorded pairs showed no or negative 

correlation between pre-synaptic APs and evoked IPSCs. This suggests that although 

anatomical and functional connectivity exists, the level of connectivity between interneurons 

may range between strong and weak levels of connection. Finally, when considering the 6 

pairs of Sox14 neurons that were morphologically reconstructed, only 2 of the paired 

recordings associated with these cells showed evidence of strong functional connectivity as 

evidenced by the analysis illustrated in Fig. 5.9. 
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Figure 5.9. Paired interneuron recording in the LGd. A. Whole-cell current-clamp recording on 

presynaptic Sox14 interneuron in the LGd and whole-cell voltage-clamp recording on 

neighbouring postsynaptic Sox14 interneuron (top). Interneurons were filled with biocytin for 

visualisation and anatomical measures used in morphological analysis (bottom). B. Pre-

synaptic APs (in black, top) and evoked postsynaptic IPSCs (in blue, top). Peristimulus time 

histogram (bottom) shows pre-synaptic AP evoked IPSCs in the postsynaptic interneuron, 

establishing paired interneuron functional connectivity in the LGd.  
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5.4 DISCUSSION 

Interneuron number and distribution across the thalamus varies between species and 

possibly with respect to the complexity of the excitatory thalamus (Arcelli et al., 1997). 

Smaller brained mammals show restriction of the thalamic interneuron population to the 

visual thalamus, whilst higher mammals, such as primates, show a widespread interneuron 

distribution across the thalamus. Here it was suggested that interneuron presence could be 

far more widely distributed across the mouse thalamus than previously appreciated, with 

many first-order relay and higher-order nuclei showing the presence of Sox14+ cells. In a 

recent study, immunodetection of Sox14 and Gad showed 100% of the Sox14+ cells across 

the thalamic nuclei also co-expressed Gad, with first-order sensory nuclei such as LGd 

showing 98% representation of GABAergic interneurons with Sox14+Gad+ expression (Jager 

et al., 2020). Whilst there was also evidence of Sox14-Gad+ across the thalamus (22.1 ± 4.0%), 

those cells appeared to cluster in spatially distinct regions, skewing towards higher-order 

nuclei. The abundant distribution of Sox14+ cells across the thalamus (Fig. 5.1, 3) and 

knowledge of the GABAergic profile of Sox14+ cells, suggests a widespread but low 

distribution of local thalamic interneurons, never previously realised. Investigating the 

function of these interneurons could reveal a more sophisticated computational paradigm for 

the rodent thalamus than previously thought.  

 

Cortical layer 6 neurons in the primary visual cortex provided abundant corticogeniculate 

connectivity to local LGd interneurons as expected (Jurgens et al., 2012). These connections 

provide strong excitation to the interneurons, which in turn are recruited to inhibit TC relay 

cells. Corticogeniculate projections also appear to send collaterals to the RT. As shown here, 

GABAergic RT neurons establish inhibitory drive onto local LGd interneurons as well as relay 

cells. The functional significance of this has yet to be fully explored. The RT appeared to be 

highly involved in retinogeniculate signal processing, with evidence of recruitment by 

collaterals of ascending excitatory TC relay cell axons, and excitatory recruitment by 

collaterals of descending corticogeniculate axons. We then showed a functional level of 

connectivity between the RT and local LGd interneurons through optogenetic stimulation of 

the RT during whole-cell recording on Sox14 cells. The RT, therefore, appears crucial for the 

visual thalamus system and could play a role in synchronising signal propagation and 

attention modulation of retinogeniculate signals.  
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There was also evidence of labelling in the SC suggesting tectogeniculate projections to 

interneurons of the geniculate nucleus. However, the inability to distinguish between axons 

and ineffective targeting of rabies tracing to the LGd means these projections might not 

directly target LGd interneurons, but possibly those in the LGv or IGL. However, SC driver-like 

input to TC relay cells of the LGd has already been established (Bickford et al., 2015). 

Considering the complexity of monadic, dyadic and triadic synaptic motifs with interneurons, 

SC axons might also target interneurons. 

 

Local interneurons showed evidence of putative anatomical connectivity between 

themselves which has only recently been anatomically shown in the mouse LGd (Morgan & 

Lichtman, 2020). Preference for putative interneuron to interneuron synapse sites was 

skewed towards the soma, with half of the putative connections occurring within 100 μm of 

the soma. There also appeared to be a preference for connections within a ±53.2 μm range 

in the rostral-caudal plane. This may suggest connections in the rostral-caudal extent of the 

LGd are more restricted with connections in the medial-lateral and dorsal-ventral axis 

appearing more distally in the dendritic arborisation. Modelling potential connectivity 

between interneurons suggests each interneuron could be vastly connected to many others 

within a 500 μm dendritic span. An exceedingly complex dendritic morphology with distal 

dendritic spanning across multiple highly functionalised domains within the LGd would also 

suggest a highly connected network. Recording pre-synaptic APs and postsynaptic IPSCs in 

paired interneurons showed that the anatomical connectivity was functionally present with 

presynaptic APs evoking postsynaptic IPSCs observed in 2 of 6 paired interneurons. Future 

studies are required to reveal the function of interneuron to interneuron connectivity, such a 

network might be required for synchronisation of temporal events through disinhibition 

(Pasik et al., 1976). Biocytin fills of interneurons in the LGd did not appear to spread to 

neighbouring interneurons suggesting lack of gap-junction coupling between interneurons 

(Supplementary Fig. 5.1).  

 

Individual interneuron morphology was exceptionally complex, spanning a diameter of 

around 500 μm in the coronal plane and projecting the complete 200-250 μm anterior-

posterior extent of slices during patch-clamp experiments. Dendrites could be visually 
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clustered into thicker trunk dendrites with diameter 1.49 ± 0.74 μm (mean ± SD, n=189 

measures), and targeting dendrites with diameter 0.52 ± 0.19 μm (n=581 measures) and 

agreed with a GMM of k=2 clusters. However, there was evidence of three classifications of 

dendrite morphology with 0.49 ± 0.14 μm (mean ± SD), 0.98 ± 0.22 μm, 1.73 ± 0.35 μm and 

3.82 ± 0.83 μm, although more measures are needed to confirm this. Targeting dendrites 

showed far more circuitous paths compared to the more direct trunks. However, tertiary 

branches of the dendrites did not all show circuitous neurite structure with some branches 

showing thin but still direct morphology.  

 

In some cases, the circuitous morphology was extreme to the point of exhibiting toroidal like 

structures, which could be interneuron dendrites wrapping around dendrites of relay cells. 

Dendrites also showed high tortuosity with multiple varicosities suggesting sites of terminal 

contacts with RGC, relay cell, interneuron, RT projection or other input/output non-local 

neuron. The large spanning dendritic structure of interneurons makes them well suited to 

providing inhibitory input to many functionally distinct domains of the LGd. In addition, the 

type of dendritic morphology could be crucial for establishing specific connections with 

thicker and more direct dendrites relying on en-passant terminal formation whilst the 

targeting distal dendrites actively seek synaptic contacts with other cells. From a functional 

perspective, differences in dendritic morphology could also lend to different strengths of 

synaptic connectivity. Although paired interneuron connectivity was observed, there were 

varying degrees of strength.  

 

This study demonstrates that interneurons have an immensely complex involvement into 

retinogeniculate, thalamocortical and corticothalamic visual information processing. Far from 

being simple inhibitory mechanisms to the local relay cells, interneurons are recruited by 

ascending and descending pathways either with direct terminal contacts or indirectly through 

recruitment of the RT, which then contacts the interneuron. Whilst the study by Morgan & 

Lichtman (2020) was comprehensive for a single interneuron, the research shown here 

establishes interneuron-interneuron connectivity to be functionally present with further 

evidence that LGd-wide dendritic spanning is characteristic of all interneurons. Connectivity 

which was determined to be from unknown sources by Morgan & Lichtman (2020), have also 

been shown to, in part, come from projecting GABAergic RT neurons which provides a level 



 185 

of inhibition to local visual thalamic interneurons. The functional significance of this is for 

future investigation.  
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5.5 FUTURE PERSPECTIVES 

One of the biggest challenges with mapping the interneuron input to the LGd was explicitly 

targeting the LGd without hitting the IGL and LGv. Furthermore, neurite GFP labelling was 

dense, making it difficult to distinguish individual axons once they hit the LG. This made it 

unclear as to which inputs were targeting local LGd interneurons. Sparse and targeted rabies 

tracing would, therefore, be more preferential for this investigation. This could be achieved 

by reducing the volume of primer and rabies virus. The injection’s location could also be 

targeted to the most dorsal and anterior region of the LGd (i.e. the region of the LGd furthest 

from the IGL and LGv. 

 

The interneuron connectivity model (Fig. 5.8B-G) is limited in several ways. First, the number 

of paired interneuron recordings was sparse, and therefore the inter-soma distance is limited 

to an average 86 ± 23 μm, excluding the erroneous fill. More paired interneuron recordings 

are therefore required, and explicitly more varied inter-soma separation is needed to truly 

establish the anatomical connectivity between interneurons with respect to their separation. 

Second, the proposed level of connectivity is modelled from a known density with a 

spherically spanning dendritic structure. This is not an accurate model of dendritic structure, 

as interneurons show a bipolar morphology. A Monte Carlo simulation could be better suited 

to modelling a more accurate level of dendritic spanning and therefore connectivity. This 

approach was used to show that the circuitous targeting dendrites appear to be preferentially 

designed to establish connectivity more than random chance would allow (Morgan & 

Lichtman, 2020).  

 

The deep-learning approach for neurite segmentation was valuable for compressing the 

complex morphology of paired interneurons into a standard which can be more easily 

visualised. However, it was still challenging to distinguish between interneurons, given the 

complex intertwining of neurites. Single fills or dual dye labelling of interneurons would allow 

more accurate differentiation of the interneurons. Furthermore, this would permit manual 

tracing and more accurate measurements of the trunk, targeting dendrites and tortuosity. 

The mesh generation using the cube marching algorithm could also be improved by ignoring 

vertices and face placement under specific conditions to limit noise. 
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Of course, deep-learning for automated neuronal segmentation is very exciting. More work 

could go towards improving the model, including increasing training data and exploring ways 

to break the segmentation down into primary, secondary and tertiary neurites, and how rules 

on arborisations could help decipher between multiple labelled neurons in the same data set.  
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5.6 SUPPLEMENTARY DATA 

 
Supplementary Figure 5.1. Widefield imaging of Alexa 555 conjugated biocytin fills of 

interneurons. Paired recordings from interneurons of the LGd (red) projected over GFP signal 

from all Sox14+ interneurons(green). Scale bar 100 μm. 
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Chapter 6 

 

AGE-RELATED CHANGES IN COGNITIVE PERFORMANCE AND BRAIN ANATOMY IN C57BL/6J 

MICE FROM YOUNG TO OLD AGE 

 

ABSTRACT 

Healthy ageing leads to cognitive decline, structural changes in the brain and greater risk of 

neurodegenerative disease. In many cases, age-related changes to the body can result in 

complete loss of independence. However, not everyone shows the same trajectory of 

cognitive decline with studies suggesting those who exhibit high cognitive ability at younger 

ages might, to some degree, maintain high cognitive function into older age. Here we track 

cognitive performance in C57BL/6J mice (female, n=58) across 4, 8, 12 and 18 month age 

points, using a combination of a novel nine-arm radial maze task, and object recognition and 

location tasks. Mice were assessed for performance on the radial maze task over 16-days per 

age point, using decision-making time, arm visitation errors, unique sequence length score, 

exploration ratio, cumulative arm time and velocity. We additionally used novel object 

recognition and location tests evaluated with 1- and 15-minute retention intervals at each 

age point. As a population, mice showed little-to-no significant changes in cognitive 

performance from 4 to 18 months of age across all measures, with decision-making time 

suggesting the only significant improvement with age (Kruskal-Wallis non-parametric testing, 

p=0.0153, n=58). Although the significance did not hold true when evaluated for multiple 

comparisons between each age point (post hoc Dunnett’s testing). We tracked individual 

performance using standardised Z-scores for each measure, showing significant positive 

correlation and predictability between 18-month performance and 4-month performance for 

decision making time (R2=0.3495, p=0.0038, n=22 mice), errors (R2=0.3909, p=0.0019, n=22), 

and unique sequence length score (R2=0.6166, p<0.0001, n=22). Combining Z-scores for 

unique sequence length, cumulative arm time and velocity revealed a small improvement to 

predictive power (R2=0.6239, p<0.0001, n=22). Lastly, MRI segmentation and high-resolution 

serial two-photon imaging of the prefrontal cortex (PFC) were used to illustrate how 

anatomical changes in the brain can be tracked and correlated with behavioural 

measurements.  
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6.1 INTRODUCTION 

Structural and functional changes in the brain present two key facets of healthy ageing, which 

can ultimately impact behaviour and cognitive performance. Short- and long-term ageing 

studies have revealed a decline in episodic, semantic and working memory performance 

(Deary et al., 2009; Salthouse, 2012). Affects to general mental health have also been 

observed with an increase in depressive disorders, of which there appears to be an increased 

prevalence in women (Lukaschek et al., 2017). Cognitive ageing, meaning performance 

decline in several cognitive domains, presents perhaps the most important and investigated 

changes with age, most likely on account of utility in everyday life. Lamentably, in many cases, 

cognitive decline can be severe to the point of partial or complete loss of independence. The 

population of those aged over 65 are more vulnerable to health-related issues, stemming 

from the normal ageing process and increased prevalence of the disease. In the UK, 7% of 

those aged over 65 suffer from dementia, and the risk of acquiring dementia increases over 

80 years of age from 7% to 17%  (Prince et al., 2014). Home-based care of those aged over 65 

years is projected to significantly increase by over 80% by 2035 in England (The King’s Fund, 

UK). With a projected 16% of the world’s population aged over 65 by 2050 (United Nations, 

2019), it is becoming increasingly important to understand how we may track, predict and 

identify those at risk of severe age-related deterioration. Furthered understanding can help 

treatment design and intervention if needed. 

 

There are two facets to cognitive intelligence; fluid intelligence which concerns reasoning and 

novel problem solving, and crystallised intelligence which concerns the accruement of 

knowledge and skills (Cattell, 1987). Throughout ageing, performance in both these facets 

appears to change. A study of containing over 3000 adults between 30 and 70 years of age 

indicates that fluid intelligence reduced by -0.02 standard deviations per year. On the other 

hand, crystallised intelligence showed the opposite trend with an increase in 0.02 standard 

deviations in performance per year (Salthouse, 2012). This is supported by a cross-sectional 

study of those in the 35 to 80 year age range showing a consistent decline in memory 

performance (Rönnlund et al., 2005).  

 

However, ageing studies can often be disagreeable, with variability in lifestyle and cross-

sectional or longitudinal study design yielding different results (Salthouse, 2014). Education 
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and societal changes occur over multiple decades, meaning a 50-year age gap study between 

young and older participants could be more reflective of uncontrollable environmental 

factors rather than meaningfully related to a healthy ageing process. For example, a 

longitudinal study on episodic memory over the 35 to 80 year concluded that episodic 

memory performance remained unchanged until as late as 60 years of age, before appearing 

to decrease, conflicting with the earlier statement (Murman, 2015; Nilsson, 2003). Emotional 

state which can be related to external environmental factors could also play a role in the 

severity of episodic memory performance loss (Kinugawa et al., 2013). Cross-sectional studies 

typically reveal monotonic decrease in cognitive measures, whilst longitudinal studies can 

reveal stable or incremental performance (Salthouse, 2014). Interestingly, cognitive studies 

which use subjects from the same birth cohort but only test once at different years show 

more agreement with cross-sectional studies (Rönnlund et al., 2005). Repeated measure 

studies at successive age points could impact cognition measurements and explain why age-

related trajectories appear to differ between different study designs (Salthouse, 2014).  

 

The idea that higher intelligence offers a level of protection against cognitive decline has been 

explored since the turn of the millennia (Stern, 2006). Level of intelligence, education and 

occupational attainment has been reported to influence the risk of dementia with subjects 

possessing low educational and occupational attainment suffering highest dementia rates in 

older age, compared to those who possessed only one of those elements (Lenehan et al., 

2015; Stern et al., 1994; Whalley et al., 2000). Occupation also appears to present one of the 

strongest associations with later age cognitive decline (Singh-Manoux et al., 2011; Stern et 

al., 1994). Additionally, young adult language ability seemed predictive of later life cognition 

and risk of Alzheimer’s disease (AD) with high early life linguistic skills leading to a reduced 

cognitive deficit and delayed AD onset (Snowdon et al., 2000). Interestingly, individuals 

presenting with AD and dementia appear to suffer increased cognitive decline when 

demonstrating high cognition (Andel et al., 2006). High early-life attainment could, therefore, 

delay onset of the disease but result in rapid cognitive decline once onset occurs.  

 

Extensive longitudinal studies in humans are generally sparse. However, some studies 

performed from age 11 up to mid-60s collectively appear to show a correlation between an 

individual’s performance at a young age versus their performance at old age (Mccall, 1977; 
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Owens, 1966; Schwartzman et al., 1987). In addition, Lothian cohort studies set up from the 

1920s to 1950s were designed to track how cognition and physical and mental health changes 

in subjects from childhood to old age (Deary et al., 2000, 2004, 2009, 2013). Such studies 

present the most comprehensive assessment of an individual’s trajectory throughout ageing, 

with strong evidence that performance in the Moray House Test at 11 years of age is 

correlated with their performance at 90 years of age (Deary et al., 2013). The Moray House 

Test was specially designed to test multiple mental attributes, with questions covering verbal 

reasoning, numerical arithmetic, word classification, following directions, cypher decoding 

and many others. This early life assessment demonstrates validity for potentially predicting 

how an individual may perform later in life.  

 

Alongside behavioural cognitive changes, we also observe physical anatomical alterations in 

the brain. Magnetic resonance imaging (MRI) studies have shown grey matter volume loss 

from as early as 20 years of age when studied in the those aged between 20 and 86 years of 

age (Ge et al., 2002). In addition, atrophy appears to be specific to brain regions of which the 

prefrontal cortex (essential for complex cognitive function) and cerebellum (important for 

motor function) show the highest volume loss (Terribilli et al., 2011). Interestingly, there are 

reports that temporal regions of the brain show an increase in volume,==== although one 

study was inconclusive in stating whether this was a true increase or a non-significant change 

(Terribilli et al., 2011). Notably, the presence of neurodegenerative disease also leads to brain 

volume atrophy with Alzheimer’s leading to volume reduction in temporal regions of the 

brain, possibly suggesting Alzheimer’s could lead to volume loss in high order association 

regions in contrast to a normal ageing atrophy process (Frisoni et al., 2002). This rapid change 

in structural anatomy could correlate with an observed rapid decline in cognition following 

the onset of disease. 

 

White matter also suffers from atrophy with age and could potentially occur at a more rapid 

rate with a study on those between 30 and 90 years of age showing white matter degradation 

at twice the rate of grey matter loss (Jernigan et al., 2001). Up until 50 years of age, white 

matter loss could also accelerate (Raz & Rodrigue, 2006). In contrast, one study finds that 

white matter volume increases until a peak at 50 years at which point volume decreases (Liu 

et al., 2016). The same study also noted significantly higher white matter volume in females 
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over males. However, this result appears inconsistent compared to other sex-related aging 

studies which have shown that males have greater correlation of white matter volume with 

age (Allen et al., 2005), or that women show greater reduction in white matter volume 

(Voineskos et al., 2012).  

 

Areas displaying white matter atrophy also do not appear to directly correlate with grey 

matter atrophy (Meier-Ruge et al., 1992). A notable pathology of white matter degradation 

are white matter hyperintensities (WMH) which are lesions usually attributed to 

degeneration of small vessels. Women tend to have an increased prevalence of WMH with 

higher occurrence in subcortical regions and increased severity of lesions (De Leeuw et al., 

2001). Increased WMH burden also correlates with reduced cognitive performance, 

particularly with regards to executive function (Gunning-Dixon et al., 2009; Gunning-Dixon & 

Raz, 2000). As myelin insulation facilitates rapid electrical conductance, WHM also impacts 

reaction times and cognitive processing speeds (De Groot et al., 2000, 2002). That said, there 

are still many discrepancies between pathogenic factor, pathology and clinical manifestation, 

with incongruous relationships between the age, severity and volume of WMHs, and the 

extent of cognitive impact (Brickman et al., 2011). It is suspected the theory of cognitive 

reserve could help explain why there is so much observed variability between individuals.  

 

Assuredly, individuals can show evidence of beneficial anatomical changes in the brain which 

can help maintain high levels of cognition. Functional MRI studies of older subjects during 

cognitive tasks show those who present poor cognitive function also present patterns of 

under-activation in the frontal cortex (Bartzokis et al., 2001; Emery et al., 2008; Ram et al., 

2005). However, older subjects with higher levels of cognitive performance show hemispheric 

asymmetry reduction, termed the HAROLD mechanism (Cabeza et al., 2002; Höller-

Wallscheid et al., 2017). Such a mechanism could be deployed to counteract the effects of 

age-related cognitive decline. Demonstrably, older subjects that performed comparatively to 

younger subjects in cognition tasks appeared to show bilateral recruitment of homologous 

brain regions. In contrast, the younger subjects showed asymmetric activation lateralised to 

only a single hemisphere. When suppressing activation in targeted brain regions through 

transcranial magnetic stimulation (TMS), suppressing the overactive regions in older subjects 
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appeared to lower cognitive ability (Rossi et al., 2005), whilst eliciting activity enabled older 

subjects to maintain higher cognitive performance (Sole-Padulles, 2005).  

 

Despite the indisputable importance of ageing studies in humans, few studies seek to answer 

similar questions using animal models, such as mice, which offer more convenient study 

design and controllable environment and enrichment levels. Furthermore, a limited number 

of studies seek to validate animal models of ageing in equivalence to what we observe in 

humans. However, studies testing spatial memory using the Morris water maze and novel 

open-field test have shown small but non-significant changes in performance between mice 

when evaluated across 3 to 20 months (King & Arendash, 2002; M. Weber et al., 2015). Such 

insignificant observations could speak more to the sensitivity of the tests. The water maze, 

for example, is valid for testing allocentric spatial learning and working memory, but is high 

anxiety-inducing and less sensitive in long-term age-related studies where mice can 

effectively learn the task in early ages (Hodges, 1996). A novel object location study in 

C57BL/6J mice revealed that both male and female mice suffered in cognitive performance in 

later ages. However, this decline was not observed in novel object recognition tasks, but in 

the novel object location task (Benice et al., 2006). Female mice also appear to suffer more 

overall behavioural deficits, with observations of reduced passive avoidance behaviour 

(Benice et al., 2006). In contrast, the same study observed no differences between sex and 

task performance for mice which were young or middle-aged. Instead, only mice between 18 

and 20 months showed inclination of cognitive decline. Crucially, many age-related studies 

could be confounded by their cross-sectional design. Widely used inbred strains such as 

C57BL/6J mice are commonly used for behavioural studies based on their presumed genetic 

homogeneity. However, several studies have shown that there are extensive genomic 

variations within inbred strains and sublines, even of the C57BL/6J line (Navarro et al., 2012; 

Simon et al., 2013). 

 

Longitudinal studies in mice are surprisingly lacking and limited to simple measure tasks. To 

this end, we performed a long-term age-related study using a novel nine-arm radial maze 

design (Abuhamdah et al., 2016). The novel design expanded on the already established radial 

maze design with demonstrable use for long-term age-related studies (Hodges, 1996).  The 

radial maze design also afforded the ability to measure multiple behavioural parameters as a 
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proxy for cognitive performance, including the decision making time between arm visitations, 

errors in exploring arms, number of unique arm visitations, rate of learning the task, 

exploration ratio of the maze, time spent on the arms and the velocity. Mice subjected to the 

maze were initially exposed to the task at 4 months over a total of 16 days, with repeated 

measurements at 8, 12 and 18 months of age, allowing the longitudinal impact of cognitive 

behaviour to be assessed. 

 

In addition to the radial maze task, we performed novel object location and recognition tasks 

to assess spatial memory performance. Manual event logging and video tracking were used 

to track population changes and to investigate individual animal performance and early life 

predictivity of late-life performance. Finally, we evaluated the use of MRI and serial-two 

photon (STP) imaging technology for measuring changes in white matter and grey matter 

volume and changes in the connectivity level of intratelencephalic (IT) neurons projecting 

across the prefrontal cortex (PFC) of the brain (Dembrow & Johnston, 2014); an area which is 

heavily recruited during demanding cognitive tasks and for spatial memory (Goyal et al., 

2008).  
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6.2 METHODS 

The methods and work presented here represent the efforts of multiple researchers; Rushdie 

Abuhamdah (Imperial College London), Gerald Moore (Imperial College London), Deyl Djama 

(Imperial College London), Eugene Kim (King’s College London), and Diana Cash (King’s College 

London). Credit is acknowledged in the relevant methods section. 

 

Animals 

For the radial maze and object location and recognition experiments, fifty-eight C57BL/6J 

(Charles River, UK) mice were housed 4 per cage under a 12-hour light:dark cycle (light 0700–

1900 hours) at 23 ± 1 °C with ad libitum access to food and water. Mice were left to acclimatise 

in their housing conditions for two weeks prior to experiments. Animal treatment and 

husbandry were carried out in accordance with the Animals (Scientific Procedures) Act 1986, 

UK. 

 

For injections into the PFC using retrograde virus labelling, 12-month-old C57BL/6J (Charles 

River, UK) mice were used and housed in the same conditions as above. 

 

Nine-arm radial maze 

The radial maze was constructed from 5 mm thick grey PVC and consisted of a central 

platform with nine bridges (15.2 × 11.2 cm) at 40° incline, radiating from the edges of the 

central platform (Fig. 6.1A). Nine arms (35.0 × 11.2 cm) were fixed to the ends of each 

respective bridge with a unique visual cue positioned on the end of each arm (20.2 × 11.2 

cm). The cue could only be observed if the mouse had fully climbed the bridge. Each bridge 

featured a metal mesh floor to aid the mice on the incline, and a partial narrowing to the 

bridge entryway was made using a small, transparent (9 × 6 cm) barrier. This was done to 

prevent mice from making inattentive arm visitation choices by merely traversing the next 

adjacent arm. At the end of each arm and beneath the visual cue, a small food pellet was 

placed to incentivise food-deprived mice (see below) to explore the arm. The maze was placed 

in the centre of an animal behaviour room with the central platform raised 70 cm above the 

ground and was surrounded by a white curtain to prevent mice recognising external cues in 

the environment.  
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Testing with the radial maze (RM) was split into four stages (I-IV), respectively referred to as 

RMI, RMII, RMIII and RMIV, with cohorts of mice and testing ages arranged as follows. RMI 

consisted only of 4-month mice (n=16). RMII testing occurred 4 months after RMI and 

consisted of 8-month mice (n=16) and 4-month mice (n=16). RMIII testing occurred 4 months 

after RMII and consisted of 12-month mice (n=16), 8-month mice (n=16) and 4-month mice 

(n=16). Lastly, RMIV testing occurred 4 months after RMIII and consisted of 18-month mice 

(n=16), 12-month mice (n=16), 8-month mice (n=16) and 4-month mice (n=10). Due to varying 

degrees of longitudinal testing for some cohorts, some mice reached endpoint before 

completing all testing stages. Relevant numbers are reported in the corresponding ‘Results’ 

section.  

 

At each stage, mice were subjected to 16 days of radial maze testing with the following exact 

testing ages; 4 months (post-natal age in days [P] P125-P140), 8 months (P257-P272), 12 

months (P385-P400) and 18 months (P566-P581). One day prior to each RM testing stage, 

mice were individually weighed, and food-restricted. Weight monitoring was continued 

throughout the testing stage to ensure mice did not drop below 90% of their baseline, in 

accordance with animal welfare protocol regulations.  

 

On each test day, mice were introduced into the central platform of the maze using a beaker 

and left to explore/complete the task. The task was concluded if mice satisfied either of the 

following two requirements; mice had explored a total of any nine arms with arm exploration 

classified by placing both front and hind feet onto an arm, or they spent a total of 10 minutes 

exploring the maze. To prevent mice from associating locations of the maze with task 

completion and ensuing removal from the maze, we allowed mice to return to the centre of 

the maze before removing them from the arena. Mice were returned to their cage, and the 

maze was cleaned with disinfectant to remove odour.  

 

All mice were video recorded (800 × 600 pixels, 14.8 frames per second) and tracked using 

EthoVision software (Noldus Information Technology, USA). A manual event log was used for 

recording the sequence of arms visited by each mouse plus events where the food pellet was 

consumed (partially or entirely) and recording the number of errors as defined by the number 

of unvisited arms. 
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The radial maze design, construction and experimentation were performed by Rushdie 

Abuhamdah, Imperial College London.  

 

Open-field and novel object location and recognition 

A square open-field arena (80 × 80 cm), also used for object location and recognition, was 

constructed from 5 mm thick grey PVC with an enclosing wall (50 cm) to prevent mice from 

recognising external visual cues. The arena was split into three areas; the central area 

consisted of a 16 × 16 cm square in the centre of the arena, the inner area consisted of a 16 

cm wide region surrounding the central area, and the outer area consisted of a 16 cm wide 

region and took up the remaining space between the inner area and the wall of the arena 

(Fig. 6.2C).  

 

Mice tested in the radial maze were also subjected to open-field, novel object recognition 

and novel object location tasks, prior to starting the 16-day radial maze session. The order of 

testing for mice was 3 days in the open-field, 4 days in object recognition and location, and 

16 days in the radial maze amounting to 23 days of testing overall at each age point. Open-

field testing was done to identify any mice which showed high levels of anxiety or significantly 

reduced exploratory behaviour. During open-field testing, mice were placed into the central 

area using a beaker and allowed to explore the empty arena for a total of 10 minutes on 3 

consecutive days. Mice were removed and the arena was sterilised with disinfectant between 

each mouse. 

 

For novel object location and recognition testing, we placed novel and familiar objects at any 

of the four vertices adjoining the inner and outer area. They were therefore located 16 cm 

from the arena wall. During testing, mice were carefully placed onto the central area using a 

beaker and given three minutes to explore two familiar objects placed at two of the four 

possible object locations. Mice were removed for a 1- or 15-minute retention interval. For 

object location testing, one of the familiar objects was moved to a new location, presenting 

a novel object. For object recognition testing, one of the familiar objects was replaced with a 

novel object. Mice were returned to the arena after the retention interval and left to explore 

for a further 3 minutes. Following task completion, mice were removed and returned to their 

cages, and the open-field arena was cleaned with disinfectant. On successive days, mice were 
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returned to the arena to complete all variants of the task such that each mouse was subject 

to 1- and 15-minute retention interval for objection recognition and object location tasks. 

 

All mice were video recorded (800 × 600 pixels, 14.8 frames per second) and tracked using 

EthoVision software (Noldus Information Technology, USA). 

 

All open-field, novel object recognition and location tasks were performed by Rushdie 

Abuhamdah, Imperial College London. 

 

Radial maze and objection location and recognition performance analysis 

Performance measures of mice were extracted from either the manual event log, or from 

video tracking results, and additionally converted into a standardised Z-score to permit 

comparison between individual animals. 

 

Decision-making time. Extracted from the tracking data. Mean decision-making time, 𝐷𝑀𝑇8888888, 

was calculated with the following. 

 𝐷𝑀𝑇8888888 = 	
𝑇'($)*

16(𝑛 + 1) 
(Eq. 6.1) 

𝑇'($)*  represents the time spent in the trial (either 10 minutes or less if nine arms were 

visited), 𝑛 represents the number of arms visited incremented by +1 so a baseline of zero arm 

visits results in a real 𝐷𝑀𝑇8888888 value, and 16 represents the number of trial days. The 𝐷𝑀𝑇8888888 for 

each mouse was converted into a Z-score with respect to the sample by subtracting the mean 

and dividing by the sample standard deviation. To correlate high Z-score with a lower 𝐷𝑀𝑇8888888 

the time for each animal was multiplied by -1 to invert the distribution, before calculating the 

Z-score. 

 

Number of errors. Extracted from the manual event log. Mean error, 𝐸8, was calculated with 

the following. 

 𝐸8 = 	
∑𝐸
16  (Eq. 6.2) 

𝐸 represents the errors on each trial day, and 16 represents the number of trial days. The 

error rate was converted into a Z-score by subtracting the sample mean and dividing by the 



 200 

sample standard deviation. To correlate a high Z-score with a low error rate, the error rates 

were multiplied by -1 to invert the distribution, before calculating the Z-score. 

 

Unique sequence length. Extracted from the manual event log. In general, better performance 

was indicated by proxy of exploration and more unique arm visits. However, mice might 

engage more with the task at any point during their 10-minute exploration of the maze. 

Rather than limit the measure to the first unique sequence, and to be sensitive to engagement 

at any time in the task, all possible unique sequences were extracted from the arm choice 

where each unique sequence cannot already belong to another unique sequence. In this 

manner, only the largest unique sequences were found where the sequence was not limited 

to the start of the trial. Sequence length and length frequency across the 16-day session were 

found for each mouse. To correlate longer unique sequences with higher task performance, 

a weighted Euclidean sum square product score, 𝑈𝑆𝐿, was calculated using the following. 

 𝑈𝑆𝐿 = 	A* (𝑖𝑓$)"
+

$&!
 (Eq. 6.3) 

𝑓 represents the frequency of sequence length 𝑖. The Z-score was calculated by subtracting 

the sample mean and dividing by the standard deviation for each mouse. As the sequence 

length weighted the score, mice with few long-length unique sequences and fewer number 

of unique sequences overall, achieved a higher Z-score than mice with a higher frequency of 

low-length unique sequences. 

 

Learning rate. Extracted from the manual event log. Linear regression was used to determine 

the rate of change of error for each mouse across the 16-day testing session. Learning rate 

was calculated by multiplying the error rate by -1, such that high errors early in the test 

session with low errors later in test session correspond with high learning ability. This meant 

that high learning mice reduced the errors they accumulated over the RM testing period. The 

Z-score was calculated by subtracting the sample mean and dividing by the standard deviation 

for each mouse. A high Z-score corresponded with higher learning rate.  

 

Exploration amount. Extracted from video tracking. The radial maze was split into 28 regions; 

9 arms, 9 bridges, 9 outer-centre and 1 inner-centre. Video tracking was used to measure how 
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many regions were explored by each mouse. The mean exploration amount was calculated 

as the sum of all explored regions divided by the total possible number. As mice were 

introduced to the maze using the inner-centre area during the trial, this region was omitted 

from the analysis, giving a total of 27 explorable regions per day. The Z-score was calculated 

by subtracting the sample mean and dividing by the standard deviation for each mouse. Mice 

with a higher exploration ratio of the radial maze had a higher Z-score. 

 

Cumulative arm time. Extracted from video tracking. The mean total time each mouse spent 

on the arms. The Z-score was calculated by subtracting the sample mean and dividing by the 

standard deviation for each mouse. Mice with a higher cumulative arm time had a higher Z-

score. 

 

Velocity. Extracted from video tracking. Video tracking gave the total distance travelled by 

each mouse. This was divided by the time spent in the trial to get an average trial velocity 

which was then averaged across the 16 trial days. The Z-score was calculated by subtracting 

the sample mean and dividing by the standard deviation. Mice with higher velocities had a 

higher Z-score. 

 

OR1 preference ratio. Following a 1-minute retention interval between the sample and choice 

phase, the novel object preference ratio was calculated with the following formula. 

 𝑂𝑅1 =
𝑇%,-.*

𝑇%,-.* + 𝑇/)0$*$)(
 (Eq. 6.4) 

𝑇%,-.*  represents the time spent with the novel object during the choice phase, and 𝑇/)0$*$)(  

represents the time spent with the familiar object during the choice phase. This value was 

converted into a Z-score for each mouse by subtracting the sample mean and dividing by the 

standard deviation. Mice showing a preference for exploring the novel object obtained a 

higher Z-score. 

 

OR15 preference ratio. Same as OR1 but using the object recognition 15-minute retention 

interval measures. 
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OL1 preference ratio. Same as OR1 but using the object location 1-minute retention interval 

measures. 

 

OL15 preference ratio. Same as OR1 but using the object location 15-minute retention interval 

measures. 

 

PFC retrograde labelling injections 

12-month old mice received stereotaxic injections of 0.3 μl pAAV-hSyn-EGFP (retrograde) at 

0.8 μl/min flow rate into the infralimbic PFC at coordinates ML 0.33, AP 2.10 and DV -2.13. 

Mice were kept under anaesthesia with isoflurane for the duration of the procedure. 

Stereotaxic injection procedure was performed by Diana Lucaci, Imperial College London. 

 

After 2 weeks, mice were anaesthetised with intraperitoneal (IP) injection of sodium 

pentobarbital (50 mg/kg) and transcardially perfused with 20 ml of 1X phosphate-buffered 

saline (PBS, pH 7.4) at 4°C, followed by 20 ml of 4% paraformaldehyde (PFA) at 4°C. After 

extraction, brain tissue was stored in 4% PFA at 4°C for 24 hours before washing three times 

with 1X PBS and storing in 1X PBS with 0.01% NaN3 until imaging. 

 

Serial two-photon imaging of retrograde labelled PFC neurons 

Prior to imaging, samples were embedded in a 4.5% oxidised-agarose solution as described 

in the ‘Methods’ of ‘Chapter 2’. Mice were STP imaged using TissueCyte 1000 as described in 

‘Methods’ of ‘Chapter 2’. For imaging pAAV-hSyn-EGFP labelling, a 920 nm excitation 

wavelength was used in combination with GFP emission collected on channel 2 with a 525/40 

nm Brightline bandpass filter (Laser 2000 Ltd.). Image tile data was stitched following the 

procedure detailed in ‘Methods’ of ‘Chapter 2’.  

 

Magnetic resonance imaging 

Selected mice that completed all radial maze, novel object location and novel object 

recognition tests were imaged with MRI (n=14) using a 7 Tesla pre-clinical MR system (Agilent 

Technologies, USA). Brains were first extracted following IP injection of sodium pentobarbital 

(50 mg/kg) and transcardial perfusion with 20 ml of 1X PBS (pH 7.4) at 4°C, followed by 20 ml 

of 4% PFA at 4°C. Brain tissue was stored in 4% PFA at 4°C for 24 hours before washing three 
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times with 1X PBS and storing in 1X PBS with 0.01% NaN3 until imaging. Four brain samples 

were imaged at once by positioning them inside a falcon tube and separating them with a 

polypropylene divider. Samples were immersed in an inert fluorinated solution (Fomblin, 

Solvay) and imaged using a T1 (MP2RAGE), T2 (FSE) and diffusion (DTI) scan configuration 

with isotropic 1 mm3 voxel size. MRI acquisition was made in collaboration with Diana Cash 

and Kim Eugene, King’s College London. 

 

MRI analysis  

MRI images were converted to NIFTI format and analysed using FMRIB Software Library (FSL; 

Jenkinson et al., 2012). For grey matter and white matter segmentation, FMRIB's Automated 

Segmentation Tool (FAST) was used on T1 data (Zhang et al., 2001). FAST has the benefit of 

being more robust, less sensitive to noise and also implements bias field correction to reduce 

low-frequency bias in the magnetic field. MRI segmentation was done by Deyl Djama, Imperial 

College London. 
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6.3 RESULTS 

Due to the volume of video data across all experiments, not all video recorded animals were 

tracked with EthoVision. The number of animals used in the analysis for some measures is, 

therefore, lower compared to results retrieved from the manual event log. Respective 

numbers are reported where appropriate.  

 

 
Figure 6.1. Nine-arm radial maze. A. EthoVision tracking of an exemplar mouse performing 

the task (left, the red line shows animal path) with a corresponding heat map (right). B. 

Frequency of any unique sequence length. Mice (grey bars) adopted a strategy that performed 

better than a stochastic model of the same number of mice (red line). Across all ages (only 4 

months [n=58] and 18 months [n=22] shown here) mice accomplished a modal value of four 

or five unique arm choices before returning to an arm they had previously visited, incurring an 

error of one missed arm. A stochastic model achieved a modal unique arm sequence length of 

two. At 4 months, mice appeared to improve from the initial four days exposure to the task 

with modal unique arm sequence of four, to a unique arm sequence of five in the last four days 

of the task. C. Adjacent arm movement. Mice show an inclination to move to the second 

adjacent arm clockwise or anti-clockwise from the current arm position (91.44 ± 0.04% mean 

± SEM normalised across all ages). In contrast, mice were disinclined to visit the same arm 

(12.12 ± 0.02% normalised frequency across all ages), or the next adjacent arm (55.64 ± 0.02% 

normalised frequency across all ages).  
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Mice adopted a strategy in the radial maze task with above random performance 

As a population, mice showed little anxiety with a tendency to explore the majority of the 

maze, as revealed by EthoVision tracking of an exemplar mouse (Fig. 6.1A). A heat map 

showing cumulative time spent by mice showed a tendency to spend time at the end of the 

arms and the bridge entrance (Fig. 6.1A). The centres of the arms were the most exposed 

region of the maze and therefore showed the least cumulative activity. In addition, mice 

preferred to explore the outer-centre area, as opposed to the more exposed inner-centre.  

 

Mice appeared to adopt an exploration strategy which favoured unique exploration of the 

arms before making an error, as represented by a unique sequence length value (Fig. 6.1B). 

Here, unique sequence length covered all possible unique sequences in the arm choices and 

was not limited to the first unique sequence. Across all ages, mice achieved a modal unique 

sequence length between four and five arms. At 4 months when mice were first exposed to 

the maze, the modal value shifted from four unique arm choices in the first four days of 

testing to a modal value of five unique arms choices in the last four days of testing, suggesting 

an improvement in learned mice strategy (n=58). At 18 months, mice showed the opposite 

with a modal value of five unique arms choices in the first four days, reducing to a modal 

value of four at the end of the 16-day session (n=22). Additionally, mice performed better 

than a simple stochastic model of the same animal-number which randomly chose arm 

visitations with a modal value of two unique arm choices before incurring an error.  

 

Strategy adoption can also be seen by looking at the preferred adjacent arm choice. For a 

nine-arm radial maze, there were nine possible choices to make from any current arm 

position. These corresponded with an adjacent movement of -4 to +4 with respect to 

clockwise or anti-clockwise movement, with the option of traversing the same arm again for 

an adjacent arm movement of 0. Mice preferred to move -2 or +2 adjacent arms with a mean 

of 91.44 ± 0.04% (mean ± SEM, n=16,347 total decisions from) frequency normalised to the 

maximum frequency across the respective age group. A normalised mean of 55.64 ± 0.02% 

(mean ± SEM, n=16,347 total decisions) of decisions lead mice to the next adjacent arm (-1 or 

+1) with a normalised mean of 12.12 ± 0.02% (mean ± SEM, n=16,347 total decisions) for 

repeating the same arm. Mice were therefore more inclined to visit arms which were not the 

same arm, or immediately adjacent, and was reflected in every age group (4 months [n=58 
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mice], 8 months [n=46 mice], 12 months [n=31 mice], 18 months [n=22 mice]). Stability of 

this trait over age suggests mice remembered this strategy or immediately adopted it as a 

default when tested at each age point.  

 

 
Figure 6.2. Bodyweight and open-field testing. A. Bodyweight of mice at each age point as 

mean ± SEM (black markers and error bars) with individual animal weights (grey markers). B. 

The velocity of mice at each age point as mean ± SEM (black markers and error bars) with 

individual animal velocities (grey markers). C. Duration of time spent in the centre (blue), inner 

(orange) and outer (red) regions of the arena (shown) normalised to total exploration time 

(mean ± SEM). With age, mice showed increased exploration of the outer region adjacent to 

the wall with a reduction of time spent in the centre or inner regions. 

 

Mice show increased body weight and reduced locomotor function 

The bodyweight of mice showed monotonic increase with age (Fig. 6.2A) from a mean of 

21.51 ± 0.25 g (mean ± SEM, n=22) at 4 months, 25.70 ± 0.53 g (n=22) at 8 months 29.50 ± 

0.68 g (n=22) at 12 months and 31.58 ± 0.79 g (n=22) at 18 months. Under the assumption 
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that the population exhibits Gaussian distribution with unequal variances across the age 

groups, Welch’s one-way analysis of variance (ANOVA) was used to show significant changes 

with age (p<0.0001, n=22 mice), with Dunnett’s corrected post hoc multiple comparisons 

between ages showing significant changes between 4 and 8 months of age (p<0.0001), 4 and 

12 months of age (p<0.0001), 4 and 18 months of age (p<0.0001), 8 and 12 months of age 

(p=0.0004), and 8 and 18 months of age (p<0.0001).  

 

Open-field tests (Fig. 6.2B) showed monotonic reduction in exploratory velocity in the arena 

with a mean velocity of 12.71 ± 0.44 cm/s (mean ± SEM, n=22) at 4 months, 11.19 ± 0.30 cm/s 

(n=22) at 8 months, 9.48 ± 0.27 cm/s (n=22) at 12 months and 9.08 ± 0.32 cm/s (n=22) at 18 

months. Welch’s one-way ANOVA testing showed significant changes with age (p<0.0001), 

with Dunnett’s corrected post hoc multiple comparisons between ages showing significant 

changes between 4 and 8 months of age (p=0.0423), 4 and 12 months of age (p<0.0001), 4 

and 18 months of age (p<0.0001), 8 and 12 months of age (p=0.0009), and 8 and 18 months 

of age (p=0.0002).  

 

There were also significant changes in duration spent exploring the centre, inner and outer 

regions of the arena normalised to the total video tracked exploration time (Fig. 6.2C). 

Welch’s one-way ANOVA testing showed significant changes in duration spent in all of the 

regions with age (p<0.0001 for centre [n=22], p=0.0001 for inner [n=22], p<0.0001 for outer 

[n=22]). An approximately equal decrease in the exploration of centre and inner regions were 

observed with a corresponding increase from 72.88 ± 1.09% (mean ± SEM, n=22) time 

exploring the outer region at 4 months to 82.26 ± 1.05% (n=22) at 18 months. Interestingly, 

the preference for exploring the centre, inner and outer regions varies depending on the time 

spent in the trial. A study by Shoji et al. (2016) showed more time spent in the centre region 

of an open-field arena in the first 5 minutes at 3 months of age, compared to 12 months of 

age. However, when evaluated over 120 minutes, the older mice showed an increased 

preference for the central region. The 10 minutes exposure time evaluated here was 

agreeable with the 5 minutes exposure time results presented by Shoji et al. (2016). 

Habituation to the environment over longer exposure times could result in changes to this 

exploratory preference. With an overall minimum velocity of 6.30 cm/s observed at 18 

months of age, mice showed no evidence of significant locomotor limitation, which could 
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impact their exploratory behaviour in novel object and locations tasks. However, overall age-

dependent decline does suggest an association between age and anxiety behaviours. 

 

 
Figure 6.3. Radial maze and object recognition and location performance. Plots show daily 

performance (mean ± SEM; grey solid and shaded dotted lines) across the 16 sessions 

alongside overall average performance for the age point (mean ± SEM; black markers and 

error bars). Learning rate and object recognition and location measures show only a single 

representative average per age point - only one measure was taken during the object 
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recognition and location tests, whilst the total 16-day session performance was required to 

measure learning rate. All numbers are reported for each age group for each metric plot. 

 

Population behavioural measures show increasing and decreasing trajectories 

All plots for all measured metrics can be seen in Fig. 6.3. Where possible, the raw data 

performance (mean ± SEM) across the 16 days are shown in the plots with respective 

numbers, allowing performance across the 16-day session to be observed. Some metrics 

required linear regression analysis on the raw data and were plotted as a single point (mean 

± SEM). Values reported below represent the mean across the 16 days for all measures.  

 

First, to assist in significance testing of age-related changes in performance, measures at 4 

months for all metrics were averaged for each animal and tested with the D'Agostino-Pearson 

normality test. The 4-month data was used due to higher numbers (n=58). Of all metrics, 6-

of-11 passed the normality test, suggesting the sample population showed measurements 

which are consistent with sampling from Gaussian distributed population (exploration ratio, 

p=0.8754; cumulative arm time, p=0.3027; velocity, p=0.6759; OR1, p=0.6358; OR15, 

p=0.6020; OL15, p=0.4067 [n=58]). The remaining 5-of-11 failed the normality test (decision 

making time, p<0.0001; errors, p<0.0001; unique sequence length score, p=0.0377; OL1, 

p=0.0009 [n=58]). As there was no overwhelming agreement or disagreement with 

population normality, the population measures for all metrics were assumed to be gaussian 

but with non-equal variances across age groups. This is in agreement with previous 

behavioural studies (Shoji et al., 2016). Additionally, one-way ANOVAs do not appear to be 

highly sensitive to deviations from normal distributions, and as the population from normality 

cannot be explicitly determined, the use of a non-parametric test such as the Kruskal-Wallis 

test was not considered here. Accordingly, Welch’s one-way ANOVA testing was used for 

significance measures. Despite longitudinal tracking of animals, different animal numbers for 

different metric measures meant no matching between measures for the same mouse was 

done during significance testing. This also kept the significance test identical across all 

measures, including those of bodyweight and open-field as presented above, even when the 

sample population contained longitudinally matched animals only. 
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Decision-making time showed a non-monotonic trajectory with a brief increase then 

decrease, with a mean decision-making time of 64.06 ± 4.71 seconds (mean ± SEM, n=58) at 

4 months, 77.14 ± 10.34 seconds (n=46) at 8 months, 68.91 ± 14.50 seconds (n=31) at 12 

months and 60.44 ± 18.35 seconds (n=22) at 18 months. Over the 16 days, mice generally 

showed improvement in decision-making time, reflecting possible adaptation to the task (Fig. 

6.3). At 18 months, mice were consistently faster at making decisions even at the beginning 

of the 16-day session suggesting retained long-term memory enabled mice to quickly adapt 

to the task following previous exposures at 4, 8 and 12 months of age. However, increased 

SEM suggests increased variability in performance. Welch’s one-way ANOVA testing showed 

non-significant changes in performance with age (p=0.7009), with post hoc Dunnett’s multiple 

comparisons between ages showing no significant differences. 

 

Errors followed a similar non-monotonic trend as decision-making time with a brief increase 

in error accumulation before decreasing, with a population mean error per day of 3.22 ± 0.11 

(mean ± SEM, n=58) at 4 months, 3.33 ± 0.18 (n=46) at 8 months, 3.12 ± 0.24 (n=31) at 12 

months and 3.04 ± 0.26 (n=22) at 18 months. Mice showed much-improved error 

performance at 18 months, suggesting retained long-term memory allowed mice to adapt, as 

seen with decision-making time. An increased SEM at 18 months also suggests increased 

variability in performance between mice. Welch’s one-way ANOVA testing showed no 

significant changes with age (p=0.8060), with post hoc Dunnett’s multiple comparisons 

between ages showing no significant differences. 

 

Unique sequence length score also showed non-monotonic trajectory with a slight decrease 

in measure before increasing, with a score of 8.70 ± 0.25 (mean ± SEM, n=58) at 4 months, 

8.50 ± 0.31 (n=46) at 8 months, 9.06 ± 0.42 (n=31) at 12 months and 9.22 ± 0.49 (n=22) at 18 

months. Compared to 4, 8 and 12 months, mice at 18 months showed the immediate 

capability of chaining unique arm choices when reintroduced to the radial maze (Fig. 6.3). 

Welch’s one-way ANOVA testing showed no significant changes with age (p=0.5505), with 

post hoc Dunnett’s multiple comparisons between ages showing no significant differences. 

 

Learning rate also showed non-monotonic trajectory with brief increase before decreasing 

with age, with a mean rate of 0.09 ± 0.02 (mean ± SEM, n=58) at 4 months, 0.11 ± 0.02 (n=46) 
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at 8 months, 0.08 ± 0.02 (n=31) at 12 months and 0.03 ± 0.02 (n=22) at 18 months. The low 

learning rate at 18 months is supported by a good initial error rate and consistent error 

performance when mice were reintroduced to the maze at 18 months. Welch’s one-way 

ANOVA testing showed significant changes with age (p=0.0258), with post hoc Dunnett’s 

multiple comparisons between ages showing only a significant difference between 8 and 18 

months of age (p=0.0368). 

 

Exploration ratio (exploration of 27 possible areas of the maze not including the centre where 

the mouse is introduced) again showed a brief increase in measure followed by a decrease, 

with a mean exploration ratio of 0.81 ± 0.01 (mean ± SEM, n=22) at 4 months, 0.83 ± 0.01 

(n=22) at 8 months, 0.82 ± 0.01 (n=22) at 12 months and 0.80 ± 0.02 (n=22) at 18 months. 

Note the reduced number on account of the exploration ratio coming from video tracking, 

which was limited to animals which underwent the complete longitudinal study from 4 

months to 18 months. Across 4, 8 and 12 months, mice generally showed an increase in 

exploration across the 16 days, whereas, at 18 months, the exploration amount reduced. This 

could be mice reaching endpoint and showing reduced motor capability. Welch’s one-way 

ANOVA testing showed no significant changes with age (p=0.4653), with post-hoc Dunnett’s 

multiple comparisons between ages showing no significant differences. 

 

Cumulative arm time appeared to increase with age with a mean arm time of 92.38 ± 4.98 

seconds (mean ± SEM, n=22) at 4 months, 96.39 ± 7.60 seconds (n=22) at 8 months, 111.80 ± 

7.17 seconds (n=22) at 12 months and 112.70 ± 9.04 seconds (n=22) at 18 months. Across the 

16 days, mice were more inclined to spend time on the arms at the end of the session than at 

the beginning and was a consistent result across all age groups. Welch’s one-way ANOVA 

testing showed no significant changes with age (p=0.0854), with post-hoc Dunnett’s multiple 

comparisons between ages showing no significant differences. 

 

Velocity increased overall with a mean velocity of 9.67 ± 0.25 cm/s (mean ± SEM, n=22) at 4 

months, 10.08 ± 0.29 cm/s (n=22) at 8 months, 9.77 ± 0.22 cm/s (n=22) at 12 months and 

10.48 ± 0.49 cm/s (n=22) at 18 months. Interestingly velocity appeared to consistently drop 

in the first few days of testing at each age point, before increasing. Re-introduction to the 

maze at each age point could encourage mice to immediately explore the novel environment, 
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with a reduction in movement once mice become more familiar with the environment. 

Following the establishment of a task regime after the initial days, mice could change their 

exploratory approach by becoming more active once again. Welch’s one-way ANOVA testing 

showed no significant changes with age (p=0.4188), with post-hoc Dunnett’s multiple 

comparisons between ages showing no significant differences. 

 

Object recognition with 1-minute retention interval measured for novel preference ratio 

appeared to decrease with a mean novel preference ratio of 0.59 ± 0.05 (mean ± SEM, n=22) 

at 4 months, 0.57 ± 0.03 (n=22) at 8 months, 0.60 ± 0.02 (n=22) at 12 months and 0.50 ± 0.05 

(n=22) at 18 months. Welch’s one-way ANOVA testing showed no significant changes with 

age (p=0.4071), with post-hoc Dunnett’s multiple comparisons between ages showing no 

significant differences. 

 

Object recognition with 15-minute retention interval measured for novel preference ratio 

appeared to steadily decrease with a mean novel preference ratio of 0.65 ± 0.04 (mean ± 

SEM, n=22) at 4 months, 0.64 ± 0.03 (n=22) at 8 months, 0.63 ± 0.04 (n=22) at 12 months and 

0.63 ± 0.04 (n=22) at 18 months. Welch’s one-way ANOVA testing showed no significant 

changes with age (p=0.9935), with post-hoc Dunnett’s multiple comparisons between ages 

showing no significant differences. 

 

Object location with 1-minute retention internal measured for novel preference ratio 

appeared to decrease with a mean novel preference ratio of 0.6904 ± 0.0465 (mean ± SEM, 

n=22) at 4 months, 0.6081 ± 0.0577 (n=22) at 8 months, 0.6080 ± 0.0484 (n=22) at 12 months 

and 0.6053 ± 0.0552 (n=22) at 18 months. Welch’s one-way ANOVA testing showed no 

significant changes with age (p=0.5421), with post-hoc Dunnett’s multiple comparisons 

between ages showing no significant differences. 

 

Object location with 15-minute retention interval measured for novel preference ratio 

appeared to decrease with a mean novel preference ratio of 0.6556 ± 0.0338 (mean ± SEM, 

n=22) at 4 months, 0.6174 ± 0.0338 (n=22) at 8 months, 0.6044 ± 0.0348 (n=22) at 12 months 

and 0.5975 ± 0.0479 (n=22) at 18 months. Welch’s one-way ANOVA testing showed no 
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significant changes with age (p=0.6834), with post-hoc Dunnett’s multiple comparisons 

between ages showing no significant differences. 

 

Population behaviour shows minimal variability and skewness changes 

Analysis of population skewness (Supplementary Fig. 6.1) revealed that some metrics tended 

to increase skewness with age, such as decision-making time and errors. This suggests a non-

consistent trajectory of individual cognitive performance, with subsets of the population 

improving or declining in some measures. However, linear regression analysis on the 

population skew revealed no significant correlation for all metrics (p-values reported on plots 

of Supplementary Fig. 6.1). Linear regression was performed by taking the midpoint of each 

age group in days (P133 at 4 months, P265 at 8 months, P393 at 12 months and P574 at 18 

months) to compensate for non-uniform intervals between testing ages (4 months between 

the first three age points and 6 months for the last).   

 

Analysis of the coefficient of variability (CV; Supplementary Fig. 6.2) of the population 

revealed the variability of population performance with respect to the mean. Some metrics 

appeared to show an increase in CV with age, such as decision-making time and learning rate. 

However, linear regression analysis on population CV across all ages showed only decision-

making time increased significantly (R=0.9985, R2=0.9971, p<0.025, n=58, 46, 31, 22 at 4, 8, 

12 and 18 months of age), with an increase in CV from 0.5593 at 4 months to 1.4242 at 18 

months.  

 

Behavioural measures can show stable trajectory with age for individual animals 

Individual metric measures for the radial maze task, object recognition and location tasks 

cover different cognitive attributes and have different units. Directly comparing inter-animal 

and intra-animal performance across the different age points and comparing between metrics 

is, therefore, not trivial. This was addressed by calculating the Z-score of each animal for each 

metric, allowing performances to be standardised with respect to the cohort. Standardised Z-

scores allowed metrics to be combined and directly compared, and also tracked across ages 

without worrying about compounding issues with overall population changes. In other words, 

the Z-scores can be used to address whether mice which performed well at earlier ages, also 

performed well at later ages with respect to the sample population mean. Metric measures 
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could also be combined as the measures were standardised. The open-field measures were 

omitted from this analysis as the task does not measure any behavioural traits and was only 

used to assess whether mice showed limited motor movement prior to both novel object 

tasks.  

 

For each metric, an animal’s Z-score was calculated as the animal performance, 𝑥, minus the 

population mean, 𝜇, divided by the standard deviation, 𝜎.  

 𝑍$ =	
𝑥 − 𝜇
𝜎  (Eq. 6.5) 

Individual animals that performed exceptionally well or poorly in the metric had a more 

positive or negative Z-score. Scores for some metrics were inverted to correlate a higher Z-

score value with better performance as detailed in ‘Methods’.  

 

When mice were introduced into the maze at each RM age point, it was possible mice had 

forgotten the environment and task and required several days of familiarisation. We, 

therefore, wanted to assess whether performance across all 16 days had higher predictive 

power than the performance over the last 8 days, where mice might be more familiar with 

the task. All Z-scores for each radial maze metric plus object location and recognition scores, 

were combined into a single representative Z-score using the Stouffer’s method below. 

 𝑍 = 	
∑ 𝑍$1
$

√𝑘
 (Eq. 6.6) 

𝑍$  represents the Z-score for metric 𝑖, and 𝑘 represent the number of metrics. Over all 16 

days, there was a higher coefficient of determination for performance at 18 months given 

animal performance at 4 months (Fig. 6.4A, R2=0.1969, p=0.0386, n=58) than the same 

evaluation when using the last 8 days of measures in the radial maze (Fig. 6.4A, R2=0.1315, 

p=0.0971, n=58). Measures across all 16 days, therefore, provided more predictive power and 

were therefore used for the rest of the analysis. 
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Figure 6.4. Tracking individual animal performance with age. A. Evaluating Stouffer’s 

combined metric Z-score for all metrics using all 16 days and the last 8 days of radial maze 

task (n=22 mice). B. Z-score performance for each animal for each metric at 18 months versus 
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performance at 4 months. Linear regression coefficient of determination R2 and p-value are 

reported on each plot (n=22 mice).  

 

To address whether individual mouse performance showed predictable linear trajectories for 

each metric, linear regression was used on performance at 18 months against 4 months (Fig. 

6.4B). Decision making time (R2=0.3495, p=0.0038, n=22), errors (R2=0.3909, p=0.0019, n=22) 

and unique sequence length score (R2=0.6166, p<0.0001, n=22) showed significant positive 

correlations. Interestingly, OL1 showed a significant negative correlation (R2=0.2048, 

p<0.0394, n=22), suggesting high early life high performance led to later life poor 

performance. All other metrics showed no significant increase or decrease in performance 

between 18 months and 4 months performance. 

 

To assess whether individual mouse performance trajectory was consistent across each 

possible time point comparison (six comparisons in total for 8 versus 4 months, 12 versus 4 

months, 18 versus 4 months, 12 versus 8 months, 18 versus 8 months and 18 versus 12 

months), the R2 was averaged across all age comparisons and plotted in order of high-to-low 

for each metric (Fig. 6.5A). A general low coefficient of determination (mean R2<0.4, n=22) 

between individual animal performances for each metric suggests mediocre predictability of 

late age performance given early age performance. Object recognition and location showed 

the worst coefficient of determination (mean R2<0.1, n=22), whilst unique sequence length 

score proved to be the most predictive in agreement with the 18 versus 4 months 

performance comparison alone (Fig. 6.4B). 

 

Although open-field testing was not used to evaluate cognitive behaviour, to see whether 

open-field velocity showed stability across age, linear regression was performed on 

performance at 18 months against 4 months showing low and insignificant linear trajectory 

and predictability of late-life velocity measures given early life measures (R=0.3160, 

R2=0.0999, p=0.1519, n=22). When evaluated across all six time point comparisons, open-field 

velocity gave an improved mean coefficient of determination over the object location and 

recognition measures and exploration ratio (mean R2=0.14), but was still weak overall. This 

suggests that a task not designed for cognitive behavioural testing does not give particularly 
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stable measures of performance on an individual animal basis and reinforces the 

experimental design and significance of behavioural test design. 

 

Combining metrics to improve individual animal tracking  

To address whether performance metrics could be combined into a more predictive trajectory 

across ageing, the Z-scores for each animal were combined using all possible inclusive and 

exclusive combinations of metrics (a total of 2,047, including single metrics). Z-scores were 

combined using Stouffer’s method. The highest correlated performance metric combination 

assessed by the coefficient of determination across all age groups (Fig. 6.5B), was a 

combination of sequence length, cumulative arm time and velocity (R2=0.48, n=22). The worst 

possible combination was decision-making time, learning rate, velocity, OR1, OR15, OL1 and 

OL15 (R2<0.01, n=22). Mice in 1- and 15-minute object location tests performed better than 

the object recognition tests, suggesting novel object location measures are more reliable than 

novel object recognition (Benice et al., 2006).  

 

Plotting individual animals using a combined Z-score of sequence length, cumulative arm time 

and velocity for 18 versus 4 months performance yielded a statistically significant non-zero 

correlation (R=0.7899, R2=0.6239, p<0.0001, n=22). The high correlation suggests this 

combination of sequence length, cumulative arm time and velocity performance could show 

stable trajectory throughout ageing with a high level of predictability from early age 

performance for individual animals (Fig. 6.5C). The predictability using the combined metrics 

was comparable to using only the unique sequence length score for 18 versus 4 months 

performance (R2=0.6166, p<0.0001, n=22; Fig. 6.4B). In comparison, the worst combination 

of decision-making time, learning rate, velocity, OR1, OR15, OL1 and OL15 for 18 versus 4 

months yielded a statistically non-significant correlation (Fig. 6.5D, R=0.0447, R2=0.0020, 

p=0.8441, n=22). 
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Figure 6.5. Combining performance metrics for individual animal performance using 

standardised Z-score to reflect individual animal performance. A. All age groups were 

compared amongst themselves for each metric with linear regression modelling to determine 

the correlation and predictability in individual animal performance. Taking the mean and SEM, 

metrics were ordered by their mean coefficient of determination (R2), representing how well 

a linear correlation describes the performance of an individual animal at one age point given 

its performance at a younger age. B. All possible combinations of metrics were evaluated using 

the same linear regression approach and ordered by overall mean R2. Combining metrics was 

achieved by combing the Z-scores for each animal using Stouffer’s method. A combination of 

unique sequence length, cumulative arm time and velocity gave the best overall linear 

correlation between all age groups (R2=0.4761, n=22), whilst decision-making time, learning 

rate, velocity, OR1, OR15, OL1 and OL15 yielded the worst combination (R2=0.0035, n=22). C. 

A plot of individual animal performance for the combined metric of unique sequence length, 

cumulative arm time and velocity at 18 months against performance at 4 months (R=0.7899, 

R2=0.6239, p<0.0001, n=22), showing high correlation and levels of predictability. D. A plot of 

individual animal performance for the combined metric of decision-making time, learning 

rate, velocity, OR1, OR15, OL1 and OL15 at 18 months against performance at 4 months 

(R=0.0447, R2=0.0020, p=0.8441, n=22), showing zero correlation and predictability. 
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Figure 6.6. Grey matter and white matter segmentation from MRI T1 scans (left) using FSL. 

Plots (mean ± SEM) of segmentation for white matter, grey matter, cerebrospinal fluid (CSF) 

and total volume (n=14). 

 

MRI allows for measuring individual brain volumes 

Using FSL, white matter, grey matter and cerebrospinal fluid (CSF) volumes were segmented 

following T1 MRI after behavioural testing at 18 months (Fig. 6.6, n=14). Mean total brain 

volume was 435.0 ± 4.4 mm3 (mean ± SEM, n=14), with a higher white matter content at 189.0 

± 2.5 mm3 (n=14) compared to grey matter at 175.3 ± 2.5 mm3 (n=14). T2 and DTI scan data 

also exists, but is not shown here. DTI would be particularly valuable for measuring fractional 

anisotropy and white matter tract degradation. 

 

STP imaging could reveal single-cell resolution anatomical correlates of cognitive ageing 

Retrograde labelling in the PFC using pAAV-hSyn-EGFP and high-resolution STP imaging across 

the brain allowed projection neurons from contralateral PFC to be identified (n=1 mouse). 

Projection axons establish inter-hemispheric connectivity in the PFC through the corpus 

callosum, with axons appearing to extend as far as 4.5 mm posterior to the injection site as 

they projected across corpus callosum (Fig. 6.7). Projection neurons on the contralateral PFC 

categorise as IT neurons which establish bilateral cortical connectivity (Dembrow & Johnston, 

2014). 
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Delineation of the PFC into infralimbic (IL), prelimbic (PL) and dorsal- and ventral- anterior 

cingulate area (dACA, vACA) regions using SimpleElastix (see ‘Chapter 3’) in combination with 

manual counting yielded a total of 320 neurons labelled on the ipsilateral side, and a total of 

51 labelled IT neurons projecting from the contralateral PFC. The majority of ipsilateral 

pyramidal neurons came from ACAd (239 neurons) followed by ACAv (44 neurons), ILA (31 

neurons) and last PL (6 neurons) (Fig. 6.7). Distribution of labelled pyramidal neurons in the 

contralateral PFC was similar to the ipsilateral distribution with the majority coming from 

ACAd (43 neurons) and ACAc (8 neurons) with none seen in the PL or ILA regions. Numbers of 

IT projection neurons in the PFC could potentially correlate with levels of cognitive ability in 

aged mice (Cabeza, 2002)(see ‘Discussion’ and ‘Future Perspectives’).  

 

Neuronal tracing of a small subset of pyramidal neurons across layer 2/3, 5 and 6a of the 

contralateral PFC show three different pyramidal neuron classes. The layer 2/3 neuron 

showed stereotypical type I morphology, with dendrites and collaterals spanning layer 2/3 

and 5 (Larsen & Callaway, 2006). The layer 5 neuron showed tufted morphology with distal 

bifurcation along the apical dendrite in the superficial layers of the cortex (Yun Wang et al., 

2018). Lastly, the layer 6 neuron showed narrow tufted morphology (Yun Wang et al., 2018).  

 

 



 221 

Figure 6.7. Demonstration of high-resolution connectivity mapping in the PFC following pAAV-

hSyn-EGFP (retrograde) virus injection. Retrograde labelling of ipsilateral and 

intratelencephalic projection neurons from the contralateral PFC reveals inter-hemispheric 

connectivity (top-left). Depth-coded Z-stack (right, colour coding as indicated in the key) across 

a 4.5 mm thick volume of the PFC shows the extent of projection neuron labelling. Axons from 

contralateral PFC appear to extend as far as 4.5 mm posterior to the injection site when 

projecting across the corpus callosum. Manual quantification of automatically delineated 

regions (using SimpleElastix) of ILA, PL, ACAv and ACAd show majority ipsilateral and 

contralateral labelling in the ACAd and ACAv, followed by IL and PL. Low correspondence 

between labelled neuron number and injection target of layer 2/3 PL could reflect errors in 

stereotaxic injection or automated registration procedure. Infralimbic, IL; prelimbic, PL; dorsal 

and ventral anterior cingulate area, dACA/vACA. 
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6.4 DISCUSSION 

Here, age-related changes in cognitive behaviour with a nine-arm radial maze and novel 

object location and recognition were evaluated using multiple extracted measures; arm 

decision-making time, errors, unique sequence length score, learning rate, exploration ratio, 

cumulative arm time, velocity and novel object preference ratio for 1- and 15-minute 

retention intervals. Throughout the 16-day session with the radial maze, mice adapted to the 

task showing improvement in all metrics such as time between decisions, the number of 

errors they made (classified as missed arms) and the number of unique arm explorations they 

accomplished. Even in late life at 18 months of age, mice retained cognitive performance by 

displaying little impact on overall population measures. At each re-exposure to the maze at 

8, 12 and 18 months, mice retained high levels of performance. Improvement across the 16-

days of testing was also observed, showing that mice were adapting to the task. These results 

could be reflective of results seen in longitudinal studies with humans (Salthouse, 2014), and 

a demonstration of long term memory retention in mice.  

 

Whilst non-significant, some metrics such as decision-making time, errors and unique 

sequence length score appeared to show increased variability with age as assessed by 

population skewness and CV. This meant that although the overall population performance 

could be unchanged, individual mice tended to non-uniformly improve or decline in specific 

measures. Increased numbers within the population of tested animals would improve the 

reliability of this observation.  

 

Surprisingly, despite older age, mice at 18 months appeared to show higher average velocity 

in the task compared to 4, 8 and 12 months. This could reflect long-term memory of the task, 

higher familiarity with the task, and reduced anxiety therein. Contrary to this, the open-field 

arena velocity decreased significantly with age. The open-field arena was evaluated over 

three days for which the first few days of RM testing showed reduced velocity before 

increasing for the remainder of the testing session. This could suggest that exploratory 

behaviour in mice following re-exposure into the radial maze was similar to the open-field 

arena. Once the mice establish the task regime in the radial maze, they increase exploratory 

behaviour shown by increased velocity, but this was missed in the open-field arena because 

three days exposure was too short for task adaptation. A study in mice and rats showed that 
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rodents acquired cumulative learning of a task such as to distinguish between novel objects 

in a familiar location from novel objects in a novel location (Genzel et al., 2019). Repeat 

exposure and spatial memory, therefore, suggests some degree of long-term memory 

accumulation that affected task performance when mice were reintroduced into the maze.  

 

Novel object preference during novel object recognition at 1- and 15- minute retention 

intervals did not appear to show any difference with age. However, whilst not significant, 

novel object location showed a gradual decline, in agreement with previous observations 

(Benice et al., 2006). Novel object location tests could, therefore, be more reliable as a 

behavioural test compared to novel object recognition.  

 

With regards to tracking and correlating individual animal performance, unique arm sequence 

score showed the highest level of correlation between all possible age group comparisons 

when evaluating data across all 16 days and gave good predictability when only looking at 18 

versus 4 months performance (R=0.7852, R2=0.6166, p<0.0001, n=22). Mice, therefore, 

tended to more uniquely, and less stochastically, explore the arms of the maze and continued 

to do so in later life. This was followed by cumulative arm time, error, decision-making time 

and velocity, in order of coefficient of determination. Learning rate, exploration ratio and all 

the object location and recognition tasks showed the lowest predictive power. Slight 

improvement to predictability was found by combining a variety of metrics out of 2,047 

possible combinations. A combination of unique sequence length score, cumulative arm time 

and velocity gave the highest level of correlation (R=0.7899, R2=0.6239, p<0.0001, n=22) for 

18 versus 4 months performance suggesting that a combination of these metrics could be 

used to predict performance in later life. However, this is directly comparable with the unique 

sequence length score alone for 18 versus 4 months performance (R=0.7852, R2=0.6166, 

p<0.0001, n=22). Whilst combining metrics improved predictability, it provided a small 

improvement overall. Furthermore, cumulative arm time could be negatively correlated, 

although not perfectly, with velocity measures leading to the small improvement in 

predictability. Again, the object location and recognition measures proved to be the least 

correlative, especially when combined with decision-making time, learning rate and velocity. 

Low agreement between object location and recognition scores could come down to a lack 

of repeated measurements. However, the spontaneous recognition of novel objects forms 
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the crux of the task which becomes lost with repeated measurements on the same animal 

(Blaser & Heyser, 2015). High levels of variability between spontaneous inter-animal decisions 

could, therefore, be ultimately responsible for the low correlation scores for those four 

metrics.  

 

Overall, it appeared that individual mice showed some degree of predictive linear 

performance trajectory depending on the measures being considered, such as unique 

sequence length score and decision-making time. This result could help predict mice which 

were on-path to late-life cognitive decline and assist in treatment or intervention design. For 

example, Tarantini et al. (2019), have shown that cerebral blood flow induced cognitive 

decline in aged mice can be treated with nicotinamide mononucleotide (NMN) which 

improves neurovascular coupling. Diet induced cognitive decline can also be mediated with 

regular exercise sessions (Graham et al., 2019).  

 

However, mice that performed well at 4 months of age and could be considered in the top 

percentiles of the population, did not necessarily perform well at later time points leading to 

low coefficients of determination when comparing between age points. Mice also did not 

reliably perform over the 16-day trial with the radial maze. As is the challenge with many 

behavioural tasks using animal models, cognitive ability is inferred from task performance 

which is inferred from the behaviour of animals. Without a way to communicate the task to 

mice, there are limitations in how much can be gleaned from their task performance. Mice 

did not show stable performance or explorative behaviour across the 16 days, demonstrating 

why all measures needed to be averaged over all 16 days rather than a subset of days. In 

addition, the 16-day session in the radial maze allowed mice to learn the task, which was not 

possible with either of the object recognition of locations tests. Behavioural measures from a 

learnable task with repeated exposures at older age points could show a different trajectory 

of cognitive performance compared to single exposure tasks.  

 

Alongside behavioural data, it was also possible to take anatomical measures. As evidenced 

with an ex-vivo study, grey matter, white matter and CSF volume were measured for a subset 

of mice that survived the total 18 month test and were imaged with MRI. Using an MRI atlas 

and registration (as in ‘Chapter 3’), volumes for different brain regions could be measured 
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and compared across age. T1, T2 and DTI scans could also lead to studies on fractional 

anisotropy and WMH prevalence. MRI is also non-invasive meaning such a technique could 

be performed in-vivo at each age point. MRI studies in living mice are also beneficial over the 

ex-vivo case where data can be systematically affected by changes to brain structure following 

brain extraction and fixation methods.  

 

Although not achievable through an ex-vivo approach, retrograde viral injection of IT 

projection neurons in the PFC combined with STP imaging could reveal levels of local and 

bilateral neuronal connectivity (Fig. 6.7). Retrograde labelling showed remarkable efficacy 

and clear labelling across the hemisphere, allowing three classifications of IT neurons to be 

morphologically identified. Classes of IT projection neurons and the number of labelled 

contralateral and ipsilateral neurons could be correlated with behavioural data and with 

observations of bilateral PFC recruitment in human subjects (Cabeza, 2002). Synaptic labelling 

techniques such as mGRASP (J. Kim et al., 2011) could also reveal synaptic connectivity levels 

and help address what changes and compensatory mechanisms might be deployed in mice 

such that they maintain apparent high levels of cognitive function even up to their endpoint.  

 

Ultimately, the work presented here demonstrates a novel exploration of behavioural 

changes with age, how individual may be tracked with age, and how cognitive ageing changes 

could be correlated with anatomical changes in the brain. Some of the experimental work 

demonstrated in this chapter was impacted by COVID-19. For example, STP imaging of brain 

samples which had been imaged with MRI was not feasible. However, this would help validate 

the anatomical measures of low- and high-resolution whole-brain imaging techniques. In 

addition, further experiments for retrograde labelling of IT projection neurons in the PFC 

could not be completed. Some of these opportunities are explored under ‘Future Directions’ 

below. 
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6.5 FUTURE DIRECTIONS 

Recording large numbers (n=58) of mice in the radial maze over 16 days at 4, 8, 12 and 18-

month time points, yielded a large amount of data, which was split across manual event 

logging, video data, and subsequent video tracking data. Here, decision-making time, errors, 

unique arms sequence length score, learning rate, exploration ratio, cumulative arm time and 

velocity were extracted from manual event logs and video tracking using EthoVision software. 

However, there are several additional measures which could be extracted from the radial 

maze data, as explained below.  

 

One measure could assess frequency of food consumption on the arms. In general, mice 

preferred to consume the food pellets later on in the 16-day trial and more so in later life 

(data not shown here). Additionally, it would be possible to measure the number of instances 

where mice explored the full extent of the arm rather than exploring only the area adjacent 

to the bridge. Another measure could look at the weight of animals during testing and 

whether this correlated with food consumption and explorative behaviour in the radial maze 

task. Additionally, video tracking using software such as DeepLabCut (Mathis et al., 2018) 

could help classify posture, pose and solitary animal behaviour (Lezak et al., 2017). Do mice 

show different levels of grooming and rearing when exploring the maze, for example, and 

could maze performance be strongly correlated with anxiety level as inferred from posture 

analysis? Additionally, when exploring the maze, how stochastic or deliberate were 

exploration paths? Unsurprisingly, mice tended to spend the majority of their time in the 

centre of the maze and the bridges. However, this measure could assess whether they were 

erratically exploring or showing limited movement. Visual cues posted on the end of each arm 

were chosen to provide a spatial reference for the mice. However, mice could only observe 

the cues if the bridges were explored. Therefore, one measure could assess how frequently 

the bridges were being explored, and how many explored bridges led to an immediate 

exploration of the arm.  

 

An exciting extension to the study would be to combine structural data using MRI and STP 

imaging, with behavioural data. The experimental basis of a study like this is briefly discussed 

in ‘Results’. MRI imaging of white/grey matter volumes in subregions of the brain and 

measurements of fractional anisotropy could reveal interesting correlates with cognitive 
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performance. One study could pair MRI imaging with high-resolution STP imaging to compare 

results from segmentation. Do segmentation and brain volumes measured from MRI data 

agree with measures from high-resolution STP imaging?  

 

In a new comprehensive study, mice could be subjected to behavioural tests such as the radial 

maze and imaged with MRI to measure brain volume and fractional anisotropy across age. 

Select mice could also be injected with a retrograde virus or mGRASP and imaged after 

behavioural task completion to measure levels of connectivity in the brain, either through 

numbers of projection neurons or synapse numbers. 
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6.6 SUPPLEMENTARY DATA 

 
Supplementary Figure 6.1. Skewness measurements for each radial maze and object 

recognition and location task for the population. Skewness values represents the mean across 

all animals over the 16 trial days. For accurate linear regression modelling, the midpoint of 

each age group (in days) was used (P133 at 4 months, P265 at 8 months, P393 at 12 months 

and P574 at 18 months) to compensate for non-uniform intervals between testing ages (4 

months between the first three age groups and 6 months for the last). Numbers, R2 and p-

value, are reported on the plots. None of the metrics showed significant changes with 

skewness during ageing.  
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Supplementary Figure 6.2. Coefficient of variation (CV) measurements for each radial maze 

and object recognition and location task for the population. CV value represents the variability 

of the mean performance of each animal over the 16 trial days. For accurate linear regression 

modelling, the midpoint of each age group (in days) was used (P133 at 4 months, P265 at 8 

months, P393 at 12 months and P574 at 18 months) to compensate for non-uniform intervals 

between testing ages (4 months between the first three age groups and 6 months for the last). 

Numbers, R2 and p-value, are reported on the plots. Only decision-making time showed a 

significant change in CV, with an increase from 0.5 to 1.5 over the 4 to 18 months of testing. 
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