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Abstract

With an ageing population, developing new ways to efficiently care for people living with dementia is a top

priority. Passive remote healthcare monitoring, in combination with machine learning methods, can enable

people living with dementia to be more independent and remain in their familiar home environments for

longer, presenting an invaluable opportunity to improve their quality of life. These methods can ensure

care is targeted, resources are well utilised, and unplanned hospital admissions are reduced.

This thesis focusses on improving methods for remote healthcare monitoring by providing technical

contributions to machine learning and evaluating methods on a real-world case study. The Minder study

has deployed passive infrared sensors and bed mats within the homes of ∼160 people living with dementia,

who have collectively generated almost 90,000 days of activity and nocturnal physiology data. In this

thesis, we leverage the Minder study to inspire, develop, and evaluate clinically relevant machine learning

systems for remote healthcare monitoring, with the goal of improving dementia care.

This work comprises of four main studies: The design and deployment of a risk prediction model for

urinary tract infections, which are a significant cause of unplanned hospital admissions for people with

dementia; the investigation of settings where data is generated by multiple sources which have differing

data distributions or noise levels, and the implications for model training; the evaluation of large language

models as knowledge bases within a prior elicitation framework, with the goal of learning predictive

models with less data; and the use of language models as sentence encoders to perform representation

learning, allowing for clustering, anomaly detection, vector searching, and similarity scoring of daily

remote monitoring data.

We conclude by highlighting how the insights provided in this thesis translate to the improved delivery of

care for people living with dementia.
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Chapter 1

Introduction

1.1 What is Dementia?

One in three people born in the United Kingdom (UK) today will be diagnosed with dementia in their

lifetime [3]. Furthermore, 982,000 people in the UK are currently estimated to have dementia, with this

figure due to rise to 1.4 million by 2040 [4]. With an ageing population, this places a significant pressure

on health services. In particular, the cost of dementia in the UK was forecast to be £42 billion in 2024,

and is expected to increase to £90 billion in 2040. Worldwide, in 2015 approximately 5% of people aged

60 years and older were living with dementia, amounting to 47 million people. This is due to increase to

131.5 million people by 2050 [5].

Dementia is a group of symptoms caused by different diseases that affect the brain. These symptoms can

include memory loss, confusion, difficulties in language and understanding, and changes in behaviour.

Alzheimer’s disease is the most common form of dementia and is estimated to account for 60 − 70% of

cases [6]. Other major forms of the disease include vascular dementia, dementia with Lewy bodies, and

frontotemporal dementia. Patients can often exhibit mixed forms of dementia, and around 95% of people

with dementia have at least one of these four main forms.

There is currently no cure for dementia, making the delivery of effective care paramount to quality of life.

However, due to the varied clinical presentation of dementia, care can be challenging to plan, requiring

personalisation and frequent review.

1
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1.2 Caring for People Living With Dementia

Dementia care is currently limited by the reactive way it is delivered. Due to resource constraints, support

services often cannot intervene until crises occur and, as dementia progresses, lack the capacity to plan

for predictable and preventable adverse health conditions. This includes mitigating the risk of common

conditions such as infection, neuropsychiatric symptoms, social isolation, and functional decline [7, 8].

Dementia care can also vary considerably by geography. In the last 12 months, on average 84.9% of

people in England diagnosed with dementia attending a National Health Service (NHS) general practice

(GP) received a face-to-face care review or care interventions, however, in some regions this number can

be as low as 17.4% [9].

In England, 25% of hospital beds are estimated to be occupied by people with dementia [10]. Many of

these admissions are due to potentially preventable causes, such as Urinary Tract Infections (UTIs), chest

infections, falls, and episodes of delirium. In particular, Sampson et al. (2009) [11] suggested that UTIs

could account for as many as 9% of admissions alone.

Family members account for the majority of caregivers for people with dementia. In the United States

of America (USA), 75% of people with dementia are cared for by their family or friends [12, 13]. In

2007, this translated to approximately 10 million people in the USA who were caring for a person with

dementia. Providing care can be a significant burden on caregivers and often affects their mental wellbeing.

In particular, Koyama et al. (2017) [14] found that those who provided care for a family member with

dementia had significantly lower mental quality of life compared to those who did not. Furthermore,

ensuring that people with dementia receive consistently good care presents its own challenge, as efforts

can be difficult to coordinate between healthcare professionals and family members. Often, professional

care or training can be expensive, preventing some families from seeking outside help.

New technologies for remote healthcare monitoring, utilising low-cost devices and machine learning, can

facilitate the improvement of preventative methods and the early detection of adverse health conditions,

as well as enable more efficient care delivery. These technologies provide a strong case for addressing the

current challenges facing dementia care.

The Minder study, conducted by the Care Research and Technology Centre (CR&T) within the UK

Dementia Research Institute (UK DRI), aims to combine knowledge from researchers working in data
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analysis with clinicians and families providing care for those living with dementia. The goal of the study

is to reduce the cost of care delivery and enable those with dementia to stay within their homes for longer,

improving their quality of life.

1.3 Remote Healthcare Monitoring

Remote healthcare monitoring, often referred to as remote patient monitoring or connected health, is

becoming an increasingly viable method of providing healthcare. This is attributed to innovations in

wearables, low-cost monitoring devices, machine learning, mobile phones, and networking, which have

all considerably reduced the cost of collecting, storing, and processing data [15]. These advances allow

for scalable and continuous monitoring and analysis of patient wellbeing, activity, and physiology.

As the cost of these technologies reduces, the population ages [16], and the efficacy of data analysis methods

improve, the demand for remote healthcare monitoring will increase considerably [17]. Additionally, the

NHS reports that between November 2020 and January 2023, over 487,000 people in England had been

supported with digital home care and remote monitoring technologies through national funding as part of

the Regional Scale Programme [18]. These services were of particular importance during the COVID-19

pandemic, when this Regional Scale Programme facilitated the adoption of new care pathways supported

by remote healthcare monitoring [19].

Remote healthcare monitoring has been evaluated for use at all stages of human life. Sasangohar et al.

(2018) [20] discussed the uses of passive sensors in neonatal and paediatric settings. For example, studies

have shown their effectiveness in monitoring vital signs within neonatal and paediatric intensive care

units [21] and in the research and care of paediatric sepsis [22]. In contrast, Olmedo-Aguirre et al.

(2022) [23] explored advances in methods of remote healthcare monitoring for older adults, which were

shown to be useful for detecting chronic illness.

However, Peyroteo et al. (2021) [24] found that the adoption of wearable devices was difficult in practice,

due to the challenges of adapting to the specific needs of patients and healthcare professionals, limiting

the scalability of these studies. The use of passive sensors for remote healthcare monitoring, in place of

wearables, offers an opportunity to resolve this issue, since they require little involvement from the study

participant, which could provide greater adoption.
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1.3.1 Remote Healthcare Monitoring Devices

There are many devices on the market for collecting behavioural and physiological data from study

participants. Within the literature on remote healthcare monitoring, studies primarily focus on using

either wearables, or passive sensors.

Wearables

Wearable devices are those that are designed to be worn on the body of the study participant to collect

data. There are a wide range of wearable devices on the market that have been designed to be mounted

on a variety of body locations, providing an array of options in the types of devices that can be used in

a study. Some examples include smart-watches or fitness trackers, smart-hearing aids, smart-glasses,

smart-clothing, and smart-patches. These devices are usually designed to collect activity or physiological

data from the wearer, which can be analysed to provide insights into their health or fitness.

Many studies have focused on providing wearables to participants for the diagnosis of adverse health

conditions, chronic illness, or for measuring biomarkers in the older adult population [23]. For example,

Leirós-Rodríguez et al. (2019) [25] and Rucco et al. (2018) [26] studied the use of wearables for measuring

accelerometer data to diagnose alterations in the balance of elderly people or detect falls, respectively. In

contrast, Baig et al. (2017) [27] and Guo et al. (2021) [28] reviewed the advances and opportunities for

using wearables to diagnose chronic diseases, whilst Schalkamp et al. (2023) [29] used accelerometer

data to predict a diagnosis of Parkinson’s Disease. These studies have demonstrated varied effectiveness

in their use of wearables to provide an estimated risk of adverse health conditions remotely.

Wearable devices have an inherent limitation that makes their use challenging in study cohorts with

cognitive impairment: Wearable devices require involvement from their wearer, either for charging, for

interaction, or by simply needing to be worn. This suggests the use of a different type of remote monitoring

device for study cohorts where the deployment of wearable devices might be ineffective.

Passive Sensors

Passive sensors are designed to require minimal or no interaction with the user and collect activity or

physiological recordings from participants continuously, without being mounted to the subject’s body.



1.3. Remote Healthcare Monitoring 5

These sensors exist in a variety of forms based on their purpose. Within in-home remote healthcare moni-

toring, they can be used to collect activity data, physiological data, or information about an environment.

Yue et al. (2025) [30] discussed the design of implantable passive sensors for healthcare applications. The

authors describe a wide range of studies that use these sensors to collect information about participants,

including devices for collecting physiological measurements and monitoring body fluids. However, such

sensors are invasive and can be expensive to install. In contrast, Alemdar and Ersoy (2010) [31] discussed

the use of wireless and passive sensor networks for in-home healthcare monitoring. The authors envisioned

a future where low-cost passive sensors could be placed around the homes of older adults to measure

activity. Based on recorded data, healthcare professionals would be able to plan the delivery of care and

be alerted to adverse health conditions.

Earlier versions of our study setting put these ideas into practice and employed passive sensors for in-home

remote healthcare monitoring. Enshaeifar et al. (2018) [32], and later Enshaeifar et al. (2019) [33], studied

the use of in-home passive infrared (PIR) sensors for the monitoring of people living with dementia. The

authors found initial evidence that using these activity sensors could allow for the detection of agitation

events and UTIs. However, this work was limited to using passive sensors for the detection of activity

only, as it required study participants to take their own physiological measurements. Despite this, the

study demonstrated that sophisticated in-home monitoring systems and machine learning could empower

people living with dementia by allowing them to remain within their homes for longer.

1.3.2 Data Collection

Due to the availability of low-cost passive sensing devices, the collection of in-home observational data is

feasible on a large scale. At this level of data collection, automated methods are required for analysis,

detection of adverse health conditions, and to provide meaningful insights for clinicians. For the effective

detection of adverse health conditions, labelled examples are usually required. However, labelling data for

adverse health conditions still provides a significant challenge. For this, clinicians must annotate collected

data, which often requires the collection and analysis of biological samples.

Machine learning methods offer an opportunity to alleviate some of these issues by automating the

processing of unlabelled data and allowing for more targeted clinical interventions.
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1.4 Machine Learning

Machine learning is popularly defined as follows [34]:

A computer program is said to learn from experience E with respect to some class of tasks

T , and performance measure P , if its performance at tasks in T , as measured by P , improves

with experience E.

Within our work, we mainly restrict T to represent tasks within healthcare and E to be data collected as

part of the Minder study or publicly available datasets. With these restrictions, this definition describes a

programme that, given historical healthcare data, can aid clinicians in producing insights or predictions

on newly collected data.

This field, even within the duration of this doctoral study, has seen considerable advances and expansions

in new areas1. This rapid growth can be mainly attributed to two factors:

• Processing units continue to allow for faster compute [35] and specialised architectures are being

included in products for more efficient machine learning workflows2.

• As a population, due to the increasing number of connected devices [36], we are producing more

data than ever before [37]. This scale of data requires the need for more sophisticated automated

analysis systems.

Therefore, machine learning is an active area of research within many domains, including healthcare, as it

allows for more sophisticated pattern analysis on large datasets. In healthcare, the study of machine learning

methods in research is vast [38], however, barriers still remain for their frequent deployment [39]. Two of

the key obstacles discussed by Ghassemi et al. (2020) [39] limiting the deployment of machine learning

methods in healthcare are the presence of noise within datasets and the difficulty in producing explainable

and reliable outcomes. Benjamens et al. (2020) [40] studied the US Food & Drugs Administration (FDA)

approved medical devices and algorithms and find that of these technologies, 71.9% focused on either

Radiology or Cardiology; demonstrating a current narrow application. They identified that some of the

key challenges for the implementation of machine learning methods in daily clinical practice include the

issues of transparency, inherent bias in training data, and security.
1https://www.nature.com/natmachintell/
2https://www.nvidia.com/en-gb/data-center/tensor-cores/

https://www.nature.com/natmachintell/
https://www.nvidia.com/en-gb/data-center/tensor-cores/
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1.5 Unmet Clinical and Care Needs in Dementia

Currently, major challenges limit the use of remote healthcare monitoring in the routine delivery of care

for people living with dementia.

Wearable remote monitoring devices often cause challenges for people living with dementia by requiring

effort for charging, causing discomfort, or needing involvement from the participant for data collection.

To mitigate this issue, our study makes use of passive sensors for data collection, requiring no effort from

participants to collect activity or physiological measures. These sensors are not in physical contact with

the person living with dementia, allowing them to feel more independent.

Remote healthcare monitoring generates a considerable amount of data; especially when sensors that can

continuously collect data are deployed. This scale of data collection necessitates the use of automated

methods for analysis and the extraction of insights for care delivery. Therefore, remote healthcare systems

should contain methods for encoding large amounts of time-series data to allow clinicians to view changes

in patient behaviour, compare data between patients, and plan care needs.

Although this collection of observational data is scalable; the labelling of clinical events is more challenging.

Currently, as clinicians are required to manually label data based on biological samples or conversations

with participants, label collection is time-consuming and costly. Hence, available labelled data is sparse,

requiring the use of machine learning techniques that can learn from little or no examples.

Remote healthcare monitoring data can contain a significant amount of noise, which affects the training

of predictive models. This noise can be in the form of noisy features or labels, caused by corrupted

measurements, faulty devices, or human error. In remote healthcare settings, datasets are often constructed

by combining multiple data sources. Although many studies in the literature study noise in data as a

whole, there is a lack of work understanding how to mitigate noisy data originating from multiple sources.

Further, deep learning architectures, which have seen success in computer vision and natural language

processing, provide predictions that are difficult to explain. This limits their use in healthcare as they can

be seen as untrustworthy to clinicians. Therefore, techniques to improve the explainability of predictions

should be used when designing predictive models for the diagnosis of adverse health conditions. Addi-

tionally, simple and robust predictive models should be preferred over complex architectures as they can

be more performant when trained on small datasets and their predictions are often easier to interpret.
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1.6 The Minder Study

The Minder study, an initiative from the Care Research and Technology Centre (CR&T) within the UK

Dementia Research Institute (UK DRI), aims to bring together researchers working in data analysis and

the internet of things with clinicians providing care for those living with dementia. The goal of the study

is to use these technologies to allow people living with dementia to stay in their homes for longer and feel

more independent, reducing the burden on health services.

As part of this goal, The Minder platform has been developed and designed to allow caregivers and

members of the clinical monitoring team to interact with collected data and outputs from data analysis

methods. This platform enables clinicians to personalise their care delivery for each participant based on

recommendations from predictive models and their own analysis. This clinical support is designed to

promote independent living for those living with dementia and improve quality of life.

The Minder system3 uses a broad range of sensors to collect continuous data from participants and uses

machine learning methods to extract clinical insights. This study includes around 85 currently active

homes, and has over time included 163 total homes that have contributed to nearly 90,000 days of data,

spread over multiple years. In parallel, a clinical monitoring team and general practitioners (GPs) work to

label data and provide care interventions. This scale of data collection and the longitudinal nature of the

dataset provide a unique opportunity to build machine learning methods for remote healthcare monitoring.

Once methods are thoroughly tested and documented, the clinical monitoring team and engagement of

participants allow for a real-time test bed of new innovations, providing a pipeline for UK Conformity

Assessed (UKCA) marking and incorporation into a medical device. Therefore, the Minder system offers

the opportunity to work closely with both those living with dementia and clinicians providing care, to

design tools and predictive models to improve the lives of participants.

The data collected within the study varies in modality, with the majority of homes of people living with

dementia containing Passive Infrared (PIR) sensors, environmental sensors, and smart plugs to measure

activity, and a sleep sensor to measure nocturnal physiology. This allows researchers to build various

data analysis methods and care interventions based on non-invasive sensor technology, requiring little

effort from the study participant. This wealth of information leads to diverse solutions to a range of issues

currently facing dementia care and remote healthcare monitoring.

3https://www.ukdri.ac.uk/centres/care-research-technology/minder

https://www.ukdri.ac.uk/centres/care-research-technology/minder
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1.7 Methodological Contributions

This doctoral research has focused on developing technical and clinically applicable solutions to ad-

dress some of the key technological challenges that limit dementia care supported by remote healthcare

monitoring. In particular, this research makes the following contributions:

• We have developed an interpretable predictive model for urinary tract infections based on symptom-

led engineered features, designed in collaboration with clinicians.

• We propose a method to mitigate the effects of noisy data when produced by multiple data sources

and evaluate our solution on various public datasets commonly used within the noisy data literature.

• We propose an approach to overcome the challenges of labelling data, namely that it can be costly

or noisy, by integrating Large Language Models (LLMs) into the prior elicitation framework. This

improves the reliability of predictive models when trained with scarce or noisy data and allows for

the estimation of predictive uncertainty. This combines recent advances in LLMs with predictive

models that are already used and trusted by clinicians.

• Extending the use of LLMs, we propose a method for time-series representation learning that

allows for human-centred analysis of large amounts of unlabelled activity data. We show that this

method allows for effective clustering and similarity searching that can improve the planning of

care delivery.

In this thesis, we will focus on data collected using a remote healthcare monitoring system, as part of the

Minder study, to motivate the methods we develop and provide a real-world application for testing. In

particular, we focus on the clinically validated labels of urinary tract infections, as well as the unlabelled

daily activity and sleep data. Technological innovations are also tested on public datasets that are commonly

used as benchmarks in the literature, allowing for reproducibility.

The background theory, as well as the benchmark datasets, are described in Chapter 2 and are presented

in more detail within the chapter where they are applied. A description of the related work, which

contextualises our research within the literature and discusses open problems, is given in Chapter 3.
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1.7.1 Predicting Risk of Urinary Tract Infection

As part of studying methods for the delivery of remote healthcare, we choose to focus on a predictive

problem that affects many People Living with Dementia (PLWD). Initially focussing on a single predictive

task allows us to gain an understanding of the problems facing remote healthcare monitoring and develop

methods that can translate to other problems.

Urinary Tract Infections (UTIs) are one of the most common bacterial infections in older adults, constituting

around 25% of all infections [41–45] and clinical presentation ranges from self-limited illness to severe

sepsis. UTIs account for approximately 9-31% of cases of severe sepsis, which itself has an estimated

mortality of 20% - 40% [44, 46–49]. Currently, to differentiate between asymptomatic bacteriuria and

UTIs, clinicians rely on positive findings of bacteriuria and genitourinary symptoms. Additionally,

diagnosis is complicated by the presence of cognitive impairment or dementia, as PLWD can find it

challenging to report their symptoms, which may lead to further health conditions [50–52]. As a result,

acute infections may not be diagnosed until symptoms require hospitalisation [53]. In the United Kingdom,

more than 20% of hospital beds are occupied by PLWD, with 9% of these attributed to UTIs [11, 33, 54, 55],

which constitutes a serious problem facing both dementia care and hospital bed management.

Machine learning offers an opportunity to aid in the delivery of care for PLWD. Recent advances in

predictive methods show promise for the development of advanced predictive models that incorporate

patient data to improve diagnostic performance. Specifically, for UTI detection in PLWD, these methods

could improve diagnostic performance and timeliness, resulting in earlier detection and treatment. In

parallel, reliable and low-cost monitoring devices have been developed to offer complementary solutions

to the typical delivery of care [56, 57], allowing the analysis of data that is not typically available to

clinicians.

In Chapter 4, we assess the use of machine learning to identify the risk of UTI events in PLWD. This is done

by analysing symptom-targeted features, engineered from continuous in-home activity and physiology

data collected by low-cost and passive sensors. Then, through optimisation and consultations with

clinicians, we determine thresholds for the stratification of the risk scores to improve the algorithm’s

clinical applicability. By providing tiered alerts with different required actions, our approach is flexible to

the resources of a clinical monitoring team. This work aids clinicians in the early diagnosis of UTIs, and

enables a better understanding of in-home behaviour at the point of clinical decision-making.
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The use of high-resolution in-home observation and measurement data in combination with machine

learning methods results in timely interventions that can have a significant impact on reducing preventable

and unplanned hospital admissions in dementia patients. Such a tool allows for the precise collection of

urine samples for culture analysis, improved clinical outcomes, and a reduction in the burden on healthcare

services. It can also lead to decreased antibiotic overuse and misuse in PLWD by reducing UTI detection

time and providing practitioners with more complete pictures of their patients.

In addition to tackling a significant problem, this study allows us to identify some of the current issues

that limit the use of remote healthcare monitoring in the delivery of care, which we will target in the

remainder of our research.

From the unmet clinical needs discussed in Section 1.5, this work targets the use of passive sensors in

remote healthcare monitoring and techniques for the interpretation of the outputs of predictive models.

The contributions, as a result of this work, have been presented in the following publications:

• Alexander Capstick, Francesca Palermo, Kimberley Zakka, Nan Fletcher-Lloyd, et al. Digital remote

monitoring for screening and early detection of urinary tract infections. npj Digital Medicine, 7(1),

Jan 2024. ISSN 2398-6352. doi: 10.1038/s41746-023-00995-5. URL https://www.nature.c

om/articles/s41746-023-00995-5

• Marirena Bafaloukou, Ann-Kathrin Schalkamp, Nan Fletcher-Lloyd, Alexander Capstick, et al.

An interpretable machine learning tool for in-home monitoring of agitation episodes in people

living with dementia: A proof-of-concept study. Lancet eClinicalMedicine, 80, 2025. URL

https://doi.org/10.1016/j.eclinm.2024.103032

• Maria R Lima, Alexander Capstick, Fatemeh Geranmayeh, Ramin Nilforooshan, et al. Evaluating

spoken language as a biomarker for automated screening of cognitive impairment. arXiv preprint

arXiv:2501.18731, 2025. URL https://arxiv.org/abs/2501.18731 (under review)

In Bafaloukou et al. (2025) [58], we studied the use of the same feature engineering and post-processing

pipeline for agitation detection in the Minder study. Predicting agitation is important as interventions can

be made to reduce the stress and confusion of people living with dementia.

In Lima et al. (2025) [59], we explored the use of machine learning in the diagnosis of dementia, by

analysing people’s descriptions of a standardised image. We find that our methods allow the accurate

https://www.nature.com/articles/s41746-023-00995-5
https://www.nature.com/articles/s41746-023-00995-5
https://doi.org/10.1016/j.eclinm.2024.103032
https://arxiv.org/abs/2501.18731
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prediction of dementia diagnosis and, remarkably, that our predicted risk scores correlate well with scores

on cognitive tests without being explicitly trained for them. This work uses methods inspired by the

post-processing pipeline discussed in our work on UTI detection and follows a similar evaluation strategy.

Regulatory Compliance

As part of the encompassing Minder system, the proposed UTI risk prediction model is currently in the

process of obtaining the UK Conformity Assessed (UKCA) Class-I marking and has already met the

Quality Management System (QMS) ISO 9001:2015 requirements. Once the UKCA marking is complete,

the UTI algorithm will be a component of the Minder system, which will become a medical device.

During the process of acquiring these certifications, we performed retrospective silent testing on our

Minder cohort with the trained UTI model, as it would appear in production. We present the results of

this analysis in Chapter 4 alongside the work that was completed as part of our initial published study:

Capstick et al. (2024) [1].

Although not within the scope of this thesis, significant work was undertaken to design and build production-

ready code in collaboration with the software team and to develop a set of protocols that could be used

to trigger UTI alerts in the Minder system and act accordingly. This involved a process for the clinical

monitoring team to follow, including calling a participant or collecting a biological sample, based on the

type of alert generated by the UTI model.

1.7.2 Learning from Multi-Source Data

When building a predictive model for the detection of UTIs using remote healthcare monitoring data, we

identified an unexplored area of research that affects the deployment of machine learning models. In the

remote monitoring context, and many other settings, training data is generated by multiple data sources.

However, these data sources may have differing levels of data quality or noise, which is not considered

when building predictive models. Currently, data sources are merged to form a single dataset, and methods

to tackle noise assume that the probability that a data point is noisy is independent of its source.

In healthcare, for example, data sources might refer to different devices, sites, or human labellers, which

are often combined [60, 61]. It is conceivable that these sources may not provide the same level of data

quality and could contain noisy features, incorrect labelling, or missing values, especially in the case of
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human labelling. If not addressed, these data quality issues can have adverse effects on the performance

and robustness of trained machine learning models [62–64].

In the literature, there are many approaches designed to address the effects of noisy labels or features.

These methods fall mainly into two categories: Those that use sample selection within preprocessing

to remove out-of-distribution observations from datasets [65–67], and those methods that are designed

to train neural networks on noisy data. However, in the first case, a user is required to define what is

meant by “out-of-distribution” for the features and labels and assume that discarded data is not helpful for

training [68]. In addition, the second approach considers the noise in the data as a whole and does not use

the information that can be gained from incorporating the data source of an observation into learning.

In contrast, within federated learning, techniques for mitigating the effects of noisy features and labels

from different data sources have been explored [69]. However, in federated learning, approaches assume

that data cannot be transferred between sources, limiting performance when data sharing is permitted.

In Chapter 5, we propose Loss Adapted Plasticity (LAP), a method for training neural networks on noisy

data originating from multiple sources. To achieve this, we use the source of a data point to condition

our noisy data technique. Here, we evaluate our method in minimising the error on a noise-free test set

after being trained on noisy multi-source data. Compared to baseline methods from the literature, we find

that our approach provides considerably improved learning when sources have different data quality and,

importantly, maintains consistent performance when data is free of noise.

LAP is designed to benefit from seeing data points from all sources during initial training but to reduce

learning on noisy data later in training, when the model is prone to memorising data points [62, 63, 70, 71].

This is achieved through the scheduling of a temperature parameter that controls the effects on learning from

each data source, taking inspiration from the literature on Bayesian learning with tempered likelihoods.

From the unmet clinical needs discussed in Section 1.5, this work aims to study the challenges posed by

noisy data in healthcare, and specifically when it is generated by multiple data sources.

As part of this work, we have released the following code repositories:

• The code to reproduce the results in this chapter is available at:

– https://github.com/alexcapstick/unreliable-sources

– https://github.com/tmi-lab/unreliable-sources

https://github.com/alexcapstick/unreliable-sources
https://github.com/tmi-lab/unreliable-sources
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• The code to implement the proposed methods on new datasets is available at:

– https://github.com/alexcapstick/loss_adapted_plasticity

– https://github.com/tmi-lab/loss_adapted_plasticity

The contributions, as a result of this work, have been presented in the following publications:

• Alexander Capstick and Payam Barnaghi. Predicting targets with data from non-conforming sources.

Tiny Papers Track at International Conference on Learning Representations (ICLR), 2023. URL

https://dblp.org/rec/conf/iclr/CapstickB23.html

• Kexin Fan, Alexander Capstick, Ramin Nilforooshan, and Payam Barnaghi. Urinary tract infection

detection in digital remote monitoring: Strategies for managing participant-specific prediction

complexity. In 2024 IEEE International Conference on e-health Networking, Application & Services

(HealthCom), pages 1–6, 2024. URL https://ieeexplore.ieee.org/abstract/document/

10880784

• Alexander Capstick, Francesca Palermo, Tianyu Cui, and Payam Barnaghi. Training neural networks

on data sources with unknown reliability. Information Fusion, 2025. URL https://doi.org/10

.1016/j.inffus.2025.103239

In the above, in Capstick and Barnaghi (2023) [72], we studied a setting in which each data source

produces contradictory labels that we would like to learn, without assuming that they are adversarial or

that the sources contain noise.

In the above, in Fan et al. (2024) [73], we combined some of the insights in Capstick and Barnaghi

(2023) [72] and Capstick et al. (2025) [74] to evaluate methods for improving the fairness of the prediction

of UTI in our Minder study. This involved clustering participants by their empirical risk based on early

training of a neural network. Using the average training loss, we grouped participants by how challenging

they were to learn for a predictive model and then evaluated multi-task learning strategies to improve

performance in each of these groups.

https://github.com/alexcapstick/loss_adapted_plasticity
https://github.com/tmi-lab/loss_adapted_plasticity
https://dblp.org/rec/conf/iclr/CapstickB23.html
https://ieeexplore.ieee.org/abstract/document/10880784
https://ieeexplore.ieee.org/abstract/document/10880784
https://doi.org/10.1016/j.inffus.2025.103239
https://doi.org/10.1016/j.inffus.2025.103239
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1.7.3 Improving Predictive Modelling with Prior Knowledge from Large Language Models

When studying the use of machine learning methods to predict the risk of UTI in people living with

dementia, we identified a challenge limiting the construction of reliable predictive models. Observational

data can be continuously collected in remote healthcare monitoring using passive sensors. However,

labelling this data, for example with adverse health conditions such as urinary tract infection (UTI), can be

challenging, time-consuming, and costly [39, 75]. Prior information of a task over model parameters, as

privileged information [76], can reduce the number of samples needed to learn performant models while

also enabling more accurate estimates of predictive uncertainty. However, this expert knowledge about

model parameters can be difficult to obtain due to the challenges of performing expert prior elicitation,

particularly in low-resource settings [77].

Linear models are widely used in healthcare and as part of our work on UTI prediction due to their

interpretability, robustness, and clinical familiarity [1, 78, 79]. However, in many studies, models are

trained without the use of prior distributions, possibly due to the challenges associated with elicitation.

Due to their diverse training data and rate of development [80, 81], Large Language Models (LLMs)

present an opportunity to supplement or automate the prior elicitation process. LLMs can provide insights

about a predictive model’s prior by approximating expertise in a given field, acquired through their

training data. This motivates the design of a probabilistic framework to extract prior task knowledge

from language models in the form of distributions over the parameters of a linear predictive model. Our

proposed approach, AutoElicit, combines LLMs with trusted and robust linear predictive models that are

already widely understood and utilised in real-world applications.

AutoElicit, detailed in Chapter 6, is an algorithm used to produce LLM-elicited priors over predictive

models, which we found to provide a higher posterior and lower mean square error than an uninformative

prior on various numerical predictive tasks, improving models with fewer examples. In particular, when

predicting UTIs in our study on dementia care, we found that AutoElicit priors result in performant

accuracy over six months earlier than with uninformative priors.

From the unmet clinical needs discussed in Section 1.5, this work aims to resolve the limitations posed

by the small number of labels available for adverse clinical events. Further, the focus on linear models

ensures that priors elicited from large language models are interpretable, since these distributions are

directly related to the risk factor of each feature.
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As part of this work, we have released the following code repositories:

• The code to reproduce the results in this chapter is available at:

– https://github.com/alexcapstick/llm-elicited-priors

– https://github.com/tmi-lab/llm-elicited-priors

• The code to implement the proposed methods on new datasets is available at:

– https://github.com/alexcapstick/autoelicit

– https://github.com/tmi-lab/autoelicit

The contributions, as a result of this work, have been presented in the following publications:

• Alexander Capstick, Rahul G Krishnan, and Payam Barnaghi. AutoElicit: Using large language

models for expert prior elicitation in predictive modelling. International Conference on Machine

Learning (ICML), 2025. URL https://arxiv.org/abs/2411.17284

1.7.4 Time-Series Representation Learning

Another identified challenge in remote healthcare monitoring is time-series representation learning. Time-

series data is continuously collected in our study, using passive devices. Due to this scale of data collection,

machine learning techniques are necessary for the effective analysis of data to obtain insights for care

delivery.

Representation learning is a machine learning method used to transform data into embeddings useful for

downstream tasks or further analysis and can be performed with few or no labels [83–86]. Further, since

time-series data in healthcare can be costly, challenging, or even infeasible to label [87], representation

learning techniques offer the extraction of insights from unlabelled data.

Therefore, in Chapter 7, we propose an approach for learning representations of time-series data containing

irregularly appearing discrete values, such as a series of locations of in-home activity or electronic

healthcare records. Here, each new measurement in time is a discrete or categorical value that can be

understood intuitively. By fine-tuning an LLM using a triplet loss, we encode days of activity data that

have been transformed into sentences, into vectors that can be used for clustering, finding similar clinical

https://github.com/alexcapstick/llm-elicited-priors
https://github.com/tmi-lab/llm-elicited-priors
https://github.com/alexcapstick/autoelicit
https://github.com/tmi-lab/autoelicit
https://arxiv.org/abs/2411.17284
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cases, identifying changes in data patterns, and supporting the delivery of personalised care. In the initial

results, this method produced intuitive data embeddings that allowed us to visualise and analyse in-home

activity data more concisely.

From the unmet clinical needs discussed in Section 1.5, this study targets the challenges associated with

studying and visualising the scale of data collected by continuously recording passive sensors. Further,

we make use of the unlabelled data, avoiding the issues related to obtaining labelled examples.

As part of this work, we have released the following code repositories, which assume you have access to

the underlying dataset:

• https://github.com/alexcapstick/Text-Encoders-For-Daily-Movement-Data

• https://github.com/tmi-lab/Text-Encoders-For-Daily-Movement-Data

The contributions, as a result of this work, have been presented in the following publications:

• Alexander Capstick, Tianyu Cui, Yu Chen, and Payam Barnaghi. Representation learning of daily

movement data using text encoders. International Conference on Learning Representations (ICLR)

Workshop on Learning from Time Series For Health, 2024. URL https://arxiv.org/abs/24

05.04494

• Jin Cui, Alexander Capstick, Payam Barnaghi, and Gregory Scott. Two-stage representation learning

for analyzing movement behavior dynamics in people living with dementia. AAAI Workshop on

Large Language Models and Generative AI for Health, 2025. URL https://arxiv.org/abs/

2502.09173

Cui et al. (2025) [88] used the embedded time-series data, along with dimension reduction techniques

and clustering, to build transition matrices. From these transition matrices, PageRank [89] was used to

calculate stationary distributions, which are shown to be predictive of scores on cognitive assessments.

1.7.5 Publications

Overall, as part of my PhD studies, I have contributed to both machine learning methods and applications

to remote healthcare monitoring. The following papers are published or under review and listed in order

of their most recent publication date.

https://github.com/alexcapstick/Text-Encoders-For-Daily-Movement-Data
https://github.com/tmi-lab/Text-Encoders-For-Daily-Movement-Data
https://arxiv.org/abs/2405.04494
https://arxiv.org/abs/2405.04494
https://arxiv.org/abs/2502.09173
https://arxiv.org/abs/2502.09173
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• Francesca Palermo, Honglin Li, Alexander Capstick, Nan Fletcher-Lloyd, et al. Designing a

clinically applicable deep recurrent model to identify neuropsychiatric symptoms in people living

with dementia using in-home monitoring data. NeurIPS Workshop-Bridging the Gap: From Machine

Learning Research to Clinical Practice, 2021. URL https://arxiv.org/abs/2110.09868

• Alexander Capstick, Francesca Palermo, Honglin Li, Payam Barnaghi, et al. Clinically relevant

and explainable feature extraction from remote monitoring data for the prediction of urinary tract

infections. Alzheimer’s & Dementia, Wiley, 19:e064683, 2023. URL https://alz-journals.

onlinelibrary.wiley.com/doi/full/10.1002/alz.064683

• Francesca Palermo, Yu Chen, Alexander Capstick, Nan Fletcher-Loyd, et al. TIHM: An open

dataset for remote healthcare monitoring in dementia. Nature Scientific Data, 10(11):606, September

2023. ISSN 2052-4463. URL https://www.nature.com/articles/s41597-023-02519-y

• Alexander Capstick and Payam Barnaghi. Predicting targets with data from non-conforming

sources. Tiny Papers Track at International Conference on Learning Representations (ICLR), 2023.

URL https://dblp.org/rec/conf/iclr/CapstickB23.html

• Yushan Huang, Yuchen Zhao, Alexander Capstick, Francesca Palermo, et al. Analyzing entropy

features in time-series data for pattern recognition in neurological conditions. Artificial Intelligence

in Medicine, Elsevier, page 102821, 2024. ISSN 0933-3657. URL https://www.sciencedirec

t.com/science/article/pii/S0933365724000630

• Alexander Capstick, Francesca Palermo, Kimberley Zakka, Nan Fletcher-Lloyd, et al. Digital

remote monitoring for screening and early detection of urinary tract infections. npj Digital Medicine,

7(1), January 2024. ISSN 2398-6352. URL https://www.nature.com/articles/s41746-0

23-00995-5

• Alexander Capstick, Tianyu Cui, Yu Chen, and Payam Barnaghi. Representation learning of daily

movement data using text encoders. International Conference on Learning Representations (ICLR)

Workshop on Learning from Time Series For Health, 2024. URL https://arxiv.org/abs/24

05.04494

• Kexin Fan, Alexander Capstick, Ramin Nilforooshan, and Payam Barnaghi. Urinary tract infection

detection in digital remote monitoring: Strategies for managing participant-specific prediction

complexity. 2024 IEEE International Conference on e-health Networking, Application & Services

https://arxiv.org/abs/2110.09868
https://alz-journals.onlinelibrary.wiley.com/doi/full/10.1002/alz.064683
https://alz-journals.onlinelibrary.wiley.com/doi/full/10.1002/alz.064683
https://www.nature.com/articles/s41597-023-02519-y
https://dblp.org/rec/conf/iclr/CapstickB23.html
https://www.sciencedirect.com/science/article/pii/S0933365724000630
https://www.sciencedirect.com/science/article/pii/S0933365724000630
https://www.nature.com/articles/s41746-023-00995-5
https://www.nature.com/articles/s41746-023-00995-5
https://arxiv.org/abs/2405.04494
https://arxiv.org/abs/2405.04494
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care needs and behavioural changes in people living with dementia using in-home assessment data.

Nature Communications Medicine, 5(1):14, 2025. URL https://www.nature.com/articles/
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1.8 Thesis Outline

This thesis consists of eight main chapters based on four main bodies of work that are either published or

under review. These works explore the use of machine learning for remote healthcare monitoring with a

focus on dementia care.

1. Introduction: The introduction describes the aims of this thesis and motivates the research con-

ducted.

2. Background and Theory: In this section, we describe the methods required to understand our

body of work.

3. Related Work: This section includes a description of the related work that is important to contex-

tualise our research. This section also covers some of the data studied in this thesis.

4. Risk Prediction of Urinary Tract Infections: This chapter contains research conducted on the

use of activity and physiological data to predict the risk of UTI in our study cohort.

5. Mitigating the Effects of Data Sources with Unknown Reliability: This chapter presents our

work on training predictive models on multi-source data containing noise.

6. Using Large Language Models for Expert Prior Elicitation in Predictive Modelling: In this

chapter, we present our research on studying the use of LLMs for prior elicitation of linear models.

This includes a framework for supplementing current prior elicitation methods and a comparison to

in-context learning.

7. Time-series Representation Learning Using Fine-Tuned Language Models: Here, we describe

a method to learn representations of discrete time-series data using language models that are helpful

for vector searching, clustering, and analysis of activity patterns.

8. Conclusions and Future Work: This chapter contains a final discussion of the work presented in

this thesis, along with a description of additional work and future research directions.



Chapter 2

Background and Theory

2.1 The Minder Study

This thesis focusses on technical solutions that contribute to addressing some of the unmet clinical and

care needs in remote healthcare monitoring for dementia. For this, we have analysed data collected as

part of the ongoing Minder study. This Minder dataset, collected as part of a study organised by the UK

Dementia Research Institute Centre for Research and Technology Centre1, contains measurements of

in-home activity and physiology from people living with dementia in the UK.

The Minder study is unique in the type of data recorded as well as in the length of time data has been

collected. In this dataset, our most commonly labelled adverse health condition is Urinary Tract Infection

(UTI).

An earlier version of this study, Technology Integrated Health Management (TIHM), led to a publicly

released dataset described in Palermo et al. (2023) [90].

2.1.1 Minder Study Design and Population

The Minder study is conducted in collaboration with Imperial College London and Surrey and Borders

Partnership NHS Trust. Participants were recruited from the following: (1) Health and social care

partners within the primary care network and community NHS trusts; (2) urgent and acute care services

within the NHS; (3) social services who oversee sheltered and extra care sheltered housing schemes;

1https://ukdri.ac.uk/centres/care-research-technology
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(4) NHS Community Mental Health Teams for Older People (CMHT-OP); and (5) specialist memory

services at Surrey and Borders Partnership NHS Foundation Trust. All participants provided written

informed consent. Capacity to consent was assessed according to Good Clinical Practice, as detailed in the

Research Governance Framework for Health and Social Care (Department of Health 2005) and the Mental

Capacity Act 2005. Participants were provided with a Participant Information Sheet (PIS) that includes

information on how the study used their personal data collected in accordance with the General Data

Protection Regulation (GDPR) requirements. If the participant was deemed to lack capacity, a personal

or professional consultee was sought to provide written consent to the study. Additionally, capacity of

both the participant and study partner is assessed at each research visit. Research staff conducting the

assessment have completed the National Institute for Health and Care Research (NIHR) Good Clinical

Practice (GCP) training and Valid Informed Consent training. If a participant is deemed to lack capacity

but is willing to take part in the research, a personal consultee is sought in the first instance to sign a

declaration of consent. If no personal consultee can be found, a professional consultee, such as a key

worker, is sought. This process is included in the study protocol, and ethical panel approval is obtained.

Eligible study participants included adults older than 50 years with a clinically ascertained diagnosis of

dementia or mild cognitive impairment and current or previous treatment at a psychiatric unit. Participants

lacking capacity for informed consent were required to have a partner or caregiver who had known them

for at least 6 months and was able to attend research assessments with them. Exclusion criteria were as

follows: (1) Patients receiving treatment for terminal illness; (2) the presence of severe mental health

conditions including depression, anxiety, psychosis, and agitation; or (3) the presence of active suicidal

thoughts.

Demographic data was collected during the baseline assessment, whilst psychometric scales were used to

collect various physical and cognitive data during regular visits. In-home observation and measurement

data was obtained using low-cost, off-the-shelf monitoring technologies, including Passive Infrared (PIR)

sensors (for measuring activity) and sleep monitoring devices. The PIR sensors can detect motion within

9 metres and with a maximum angle of 45◦, whilst the sleep mat device can monitor breathing rates, heart

rates, and sleep states.

As part of the data collection, a subset of participants regularly provided urine samples, which were

analysed for suspicion of urinary tract infection by clinicians.

An example of the layout of a home with installed sensors is given in Figure 2.1, which illustrates the
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breadth of information we collect. This figure shows an example of the location of the PIR sensors and

the bed mat in the home of someone living with dementia. These sensors allow us to collect behavioural

information about the occupants of the home, as well as physiological and sleep data from the participant.

Using these sensors, we have collected millions of data points over multiple years.

Bathroom

Kitchen Bedroom

Hallway

Lounge PIR Sensors

Sleep Mat

Figure 2.1: Illustration of activity and sleep sensor deployment within the home of a person living
with dementia, from Capstick et al. (2024) [1]. Here, passive infrared sensors are located in each room
for in-home activity monitoring. A sensor is located under the mattress for analysing physiology and
movements in and out of the bed.

2.1.2 Dataset Characteristics

Focussing on data collected between 2021/06/28 and 2025/01/01, the Minder dataset contains 89,572

days of data from 163 participants. Figure 2.2 shows a histogram of the number of days of data recorded

in each home, demonstrating the varied time participants have been contributing to the minder study. The

average number of days recorded per participant is 581 (with a minimum of 2, a median of 560, and a

maximum of 1282).

0 100 200 300 400 500 600 700 800 900 1000 1100 1200 1300
Days in Data

0

4

8

12

N
o.

of
P

ar
ti

ci
p

an
ts

Figure 2.2: Number of days recorded, updated from Capstick et al. (2024) [2]. Histogram showing
the number of participants with a given number of days of data recorded.

In Figure 2.3, we show general information about the number of participants in our study, as well as the

length of time they contribute, and the number of verified urinary tract infection labels we collect. In

total, the Minder dataset contains 700 negative days of UTI and 261 positive days of UTI, generated by
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136 participants. Interestingly, the number of Positive and Negative days of UTI in our cohort rises at an

approximately constant rate, especially once the number of active participants stabilises at approximately

80 − 85. This demonstrates the importance of building automated tools for their risk prediction.
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Figure 2.3: Dataset characteristics from 2021/07/01 to 2025/01/01. (a) shows the number of participants
who had activity or sleep data collected from them each week; (b) illustrates the length of time each
participant produced activity or sleep data within the study. Here, the line joins the first and last days a
given participant had data recorded for them; (c) shows how many days of UTI were labelled in this time.

For the analysis in this thesis, we focus on information from the activity and sleep sensors. Each data

point contains the participant ID, the time and date of a record (to the nearest second), and the location at

which activity was detected or a sleep mat measurement.

Figure 7.2 shows the time of day participants trigger the activity sensors and two of the bed mat measure-

ments, amounting to 34,545,025 data points. This scale of data, which is mostly unlabelled, necessitates

the use of automated techniques for representation learning, clustering, and similarity searching.
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Figure 2.4: Time of location recordings, updated from Capstick et al. (2024) [2]. Histogram showing
the number of sensor recordings by time of day, with locations that are ordered by their total frequency.

In addition, the sleep mat collects physiological information whilst the participant is in their bed. This

includes sleep staging and measurements of heart rate and respiratory rate at minute intervals. Figure 2.5

shows the sleep stages for our cohort, representing 40,472,558 collected data points.

Further, Figures 2.6a and 2.6b show histograms of heart and respiratory rate in our cohort, respectively.
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Figure 2.5: Sleep staging by time of day. This histogram shows the different sleep stages measured by
the sleep mat by the time of day.

This information is unique to the participant, allowing us to gain important information about their

nocturnal physiology. We hypothesise that these biomarkers are helpful in predicting infections and other

adverse health conditions.

30 40 50 60 70 80 90 100

Heart Rate (bpm)

0

1 M

2 M

3 M

4 M

D
en

si
ty

(a) Heart rate

0 5 10 15 20 25 30 35

Respiratory Rate (breaths/min)

0

1 M

2 M

3 M

4 M

5 M

6 M

D
en

si
ty

(b) Respiratory rate

Figure 2.6: Heart rate and respiratory rate between 2021/07/01 to 2025/01/01. (a) shows a histogram
of the heart rate measurements, whilst (b) shows the respiratory rate.

Since the Minder study is ongoing and research projects presented in this thesis were conducted sequentially,

each chapter contains a subset of this data. In each chapter, we have specified the selection of this dataset

used.

2.1.3 Demographics

Table 2.1 shows the characteristics of the cohort that contributes data to the Minder study. This study

contains a balance of both male and female participants; however, we have many under-represented ethnic

groups.
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Table 2.1: The Minder study cohort demographics. For each characteristic, we show the number of
participants and the corresponding percentage of the cohort. Some participants have requested not to
share certain information outside the study and correspond to some of the N/A groups.

Sex
No. %

Female 83 51
Male 79 48
N/A 1 1

Primary Diagnosis
No. %

Alzheimer’s 78 48
Vascular Dementia 9 6

Frontotemporal Dementia 6 4
Parkinson’s 5 3

Other and Mixed 62 38
N/A 3 2

Birth Year
No. %

1920-1930 14 9
1930-1940 61 37
1940-1950 66 40
1950-1960 18 11
1960-1970 2 1
1970-1980 1 1

N/A 1 1

Ethnicity
No. %

White 138 85
Asian 11 7

Black/African/Caribbean 3 2
Multiple Groups 1 1

Other 1 1
N/A 9 6

2.1.4 Ethics Approval

The Minder study received ethical approval from the London-Surrey Borders Research Ethics Committee;

TIHM 1.5 REC: 19/LO/0102. The study is registered with NIHR in the United Kingdom under the

Integrated Research Application System (IRAS) registration number 257561.

2.2 Additionally Studied Datasets

Within this thesis, we have also evaluated our methods on many public datasets to provide reproducible

comparisons with baselines in the machine learning literature. These datasets are described in the

following, with more details given in the relevant chapters:

• The Breast Cancer dataset [91] contains 569 samples of 30 features, calculated from images of

breast masses that are labelled as either malignant or benign.

• CIFAR-10 and CIFAR-100 [92] are datasets containing 60,000 32px × 32px RGB images divided

into 10 and 100 classes, with 6000 and 600 images in each class, respectively. The task is to predict

the correct class of a given image.

• CIFAR-10N [93] contains all of the CIFAR-10 examples, but with human labels, categorised into

different levels of quality.

• The Diabetes dataset [94], after preprocessing, contains physiological measurements and demo-

graphic information from 442 people with diabetes. Here, the task is to predict a quantitative

measure of their disease progression one year after this baseline.

• F-MNIST [95] contains 70,000 greyscale images of items of clothing with size 28px × 28px,
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divided into 10 classes with 7000 images in each class. The task of this dataset is to predict the

correct clothing type for a given image.

• GoEmotions [96] is a dataset containing 171,820 natural language samples and their conveyed

emotion from a possible 28 choices. These samples are annotated by 82 human raters.

• The Heart Disease dataset [97, 98] contains 10 physiological features and targets with a positive or

negative diagnosis of heart disease for 299 people.

• The Hypothyroid dataset [99, 100], processed from the original, consists of 150 examples of

patients’ thyroid-related blood levels and whether they have a hypothyroidism diagnosis or not.

• ImageNet [101] contains 1,281,167 RGB images scaled to size 64px × 64px from 1000 classes.

• IMDB [102] is a natural language-based sentiment analysis task, where the goal is to correctly

classify a movie review as positive or negative based on its text. It contains 50,000 reviews divided

equally between positive and negative sentiment.

• MNIST [103] contains 70,000 images of handwritten digits at a resolution of 28px × 28px where

the goal is to correctly identify the digit drawn (from 0 to 9).

• PTB-XL [104] consists of 21,837 ECG recordings from 18,885 patients, each of length 10 seconds

and sampled at 100Hz. This dataset is labelled by 12 nurses, with each data point having a target of

normal or abnormal cardiac rhythm.

• Tiny-ImageNet [101] contains 110,000 RGB images of size 64px × 64px from 200 classes and is

based on ImageNet.

2.3 Relevant Methods in Machine Learning

Machine learning is a field of research that studies algorithms to learn functions that estimate relationships

between task inputs and outputs using collected data. Depending on the task, these functions can be learnt

from labels, as in supervised learning or without labels, as in unsupervised learning.

Because of this flexibility, machine learning methods have been designed for a variety of uses and cover a

broad range of innovations. Their use in real-world applications has recently increased rapidly, driven

by developments in computing and specialised hardware, as well as theoretical developments in model

architectures.
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In this section, we will describe some of the methods required to understand the machine learning

contributions made in this thesis.

2.3.1 Learning from Labelled Data

Supervised learning is the most common form of machine learning and is focused on learning a function

f that can transform features x ∈ X to targets y ∈ Y based on collected data. Mathematically, if our

function is parametrised by θ, then we wish to learn a function fθ : X → Y such that on new data, fθ

achieves some notion of maximum performance.

In classification problems, Y represents the set of possible ways of labelling samples of features from X .

For example, if we were to learn a model to classify UTIs based on in-home activity data, then X would

represent the in-home device recordings, and Y would represent a positive or negative diagnosis of UTI.

In this case, fθ corresponds to a model that transforms feature values in X to a probability of each label

y ∈ Y or the label itself.

Regression problems are similar in that the goal is to learn a parametrisation θ for a function f such that

we minimise the error between the predicted and true targets. However, in this case, the targets correspond

to values on the continuous real line. Given features x ∈ X , we wish to learn a parametrisation of a

function fθ that models the relationship between the features and some targets y ∈ Y ⊂ R. For example,

if we were trying to predict scores on a cognitive assessment based on features related to a patient’s speech,

we would wish to learn a function that can transform speech markers into a value corresponding to a

possible cognitive score.

Supervised learning can be viewed through the lens of statistical decision theory, by considering that

a model p(y|x, θ) encodes our predictive belief about a target y given features x. To act on this belief,

such as by predicting a class or real-valued outcome, we choose to take an optimal action a∗ from a set of

actions A that minimises the expected loss, given a loss function L :

a∗(x) = arg min
a∈A

Ey∼p(y|x,θ)[L (y, a)] (2.1)

This does not assume that the loss on each (y, a) pair is constant. In fact, there could be different penalties

associated with actions a given different true targets y. This is critical in areas such as healthcare, where

incorrect predictions, such as false positives and false negatives, can cost differently.
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Equation 2.1 tells us which action to take for a new observation of features x, given knowledge of the

distribution p(y|x, θ). However, in machine learning, this distribution is often unknown and requires an

approximation given an observed finite sample of previously observed data points.

To approximate the θ that provides this distribution, given a dataset of N features and target pairs

D = {xn, yn}N
n=1, we can use maximum likelihood estimation. Here, we maximise the likelihood of

generating a dataset D based on the parametrisation θ:

θ̂ = arg max
θ

p(D|θ)

The empirical risk provides us with a method to calculate this θ̂ when we choose the loss function to

be the Negative Log-Likelihood (NLL) of the probabilistic model we are using. To see this, consider

maximum likelihood estimation:

arg max
θ

p(D|θ) = arg max
θ

N∏︂
i=1

p(yi|xi, θ)

= arg min
θ

⎡⎣− 1
N

N∑︂
i=1

log p(yi|xi, θ)

⎤⎦ = arg min
θ

NLL(D|θ)

Maximum likelihood estimation

log ab = log a + log b

Negative log-likelihood

Now consider the empirical risk Rf (D, θ) using a measure of error L and given a predictive function f

parametrised by θ:

θ̂ = arg min
θ

Rf (D, θ) = arg min
θ

1
N

N∑︂
i=1

L (yi, f(xi, θ)) (2.2)

If we choose L (yi, f(xi, θ)) = − log p(yi|xi, θ), empirical risk minimisation is exactly maximum

likelihood estimation:

arg min
θ

Rf (D, θ) = arg min
θ

1
N

N∑︂
i=1

L (yi, f(xi, θ))

= arg min
θ

[︄
− 1

N

N∑︂
i=1

log p(yi|xi, θ)
]︄

= arg max
θ

p(D|θ)Empirical risk minimisation

Maximum likelihood estimation

For classification tasks, we usually require f(x, θ) to output the probability of the possible classes. As

we will see in Section 2.3.3, for classification, this means L corresponds to the cross-entropy. When y
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represents a class label distribution over M classes, this is defined as the following:

cross_entropy(y, f(x, θ)) = −
M∑︂

i=1
yi log f(x, θ)i (2.3)

Where yi and f(x|θ)i correspond to the true probability and predictive probability of class i, respec-

tively. The cross-entropy measures how different the true probability distribution y is from the predicted

probability distribution f(x|θ). Over a dataset or sample, the mean of this value is usually calculated.

For regression tasks, when assuming residuals are normally distributed, as will be discussed in Section

2.3.3, the squared error is used for our loss function L :

squared_error(y, f(x, θ)) = (y − f(x, θ))2 (2.4)

The mean of this value over a dataset or sample is usually calculated to form the mean squared error.

2.3.2 Learning from Unlabelled Data

However, in many instances, we might wish to learn machine learning models without the use of labelled

data. This is where unsupervised learning can be useful. In this case, the optimisation problem for

calculating θ̂ is less defined since it depends on the task.

Unsupervised learning can be used for clustering or self-supervised learning where there are no true

labels. Instead, given x ∈ X , we wish to train a machine learning model to approximate the probability

distribution p(x).

In this case, we are modelling the feature space only. This can be particularly useful in healthcare tasks,

where collecting labels can be expensive or infeasible.

Learning from Pseudo-Labels

As part of unsupervised learning, self-supervised learning makes use of theory from supervised learning

by generating pseudo-labels from the features x ∈ X .

This has become more popular recently and has been employed to train models on big datasets, where

labelling all data is impractical, such as in language or generative modelling. In this approach, the idea is
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to create pseudo-labels from unlabelled data so that supervised methods can be employed. For example,

given image data, we could remove patches of the image and train a model to fill in the gaps. Similarly,

with text data, we could mask words at random places in a sentence and train a model to predict the

missing words. The aim is to train a model to predict x̃ = f(x|θ) where x represents the observed input

and x̃ is the label that is created from x. Here, the hope is that model f can learn information from this

problem that is useful for downstream tasks.

These methods can form the initial training for a model used for transfer learning or fine-tuning, where a

trained model is trained further on new data from a different task or similar data from a specialised task.

2.3.3 Machine Learning Model Types

In this thesis, we apply machine learning methods to learn patterns from data. We will primarily focus on

linear models for their robustness and interpretability, and neural networks for their large capacity and

ability to learn complex non-linear relationships. These models represent both limits of the spectrum of

model capacity and are essential building blocks for other architectures. Additionally, depending on the

task, we have evaluated other suitable machine learning methods. This section provides a description of

these models and how to train them, based on the explanations given in Murphy (2022) [105].

In most cases, for a model f parametrised by θ the optimisation problem used to train on D involves

maximum likelihood estimation:

θ̂ = arg max
θ

p(D|θ) (2.5)

Here, the goal is to find the parameters θ̂ that best describe the dataset D. However, depending on the

class of models that are being trained, the method to find θ̂ varies considerably.

Linear Models

Linear models are the simplest type of machine learning models. As the name suggests, they represent a

class of models that make linear predictions.

First, we will look at binary logistic regression. This is a linear model used for classification, where out-

comes can either be positively (y = 1) or negatively (y = 0) labelled. Given features x = (x1, x2, . . . , xM )
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and a linear model f parametrised by θ = (w, b) with w as weights and b as the bias, a prediction y is:

p(y = 1|x, θ) = Ber(y|σ(f(x|θ)) = Ber(y|σ(wT x + b)

Where σ is the sigmoid function, transforming values in (− inf, inf) → (0, 1) and Ber(y|q) represents

the probability of observing y under the Bernoulli distribution, given the probability q = p(y = 1).

Essentially, the logistic regression model uses a linear combination of features to calculate a logit, which

is converted into the positive class probability using the sigmoid function. The prediction function f(x|θ),

which calculates the logit, can also be explicitly written as follows:

f(x|θ) = wT x + b = b +
M∑︂

m=1
wmxm

This function defines a hyperplane with normal vector w, consistent with its description as a linear model.

To train this model over a dataset D of N pairs of data points (xn, yn), we use the likelihood. By defining

an = f(xn|θ), we have the optimisation problem:

θ̂ = arg max
θ

p(D|θ) = arg max
θ

N∏︂
n=1

Ber(yn|σ(an))

Since maximising the likelihood is equivalent to minimising the Negative Log-Likelihood (NLL), we

instead wish to calculate: arg minθ NLL(D|θ). This NLL is given by the following:

NLL(D|θ) = − log p(D|θ) = − log
N∏︂

n=1
Ber(yn|σ(an)) = −

N∑︂
n=1

log Ber(yn|σ(an))

Since log ab = log a + log b

By using the equation to calculate Ber(y|q) = qy × (1 − q)1−y, this can be written as:

NLL(D|θ) = −
N∑︂

n=1
log Ber(yn|σ(an)) = −

N∑︂
n=1

yn log σ(an) + (1 − yn) log(1 − σ(an))

The cross-entropy from Equation 2.3 naturally appears

This shows that to find θ̂, we must minimise NLL(D|θ), or equivalently, the cross-entropy. We can

achieve this by using gradient-based optimisation methods. For logistic regression, this is commonly done

using the limited-memory BFGS algorithm [106].

To extend this analysis to multi-class classification, the categorical distribution should be used in place of

the Bernoulli distribution.
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Linear regression models are similar in that they use linear combinations of features to make predictions,

however, instead of providing class predictions, they return predictions in the continuous space. This makes

them useful for the prediction of quantities. The definition of a linear regressor, therefore, uses a continuous

probability distribution. Given features x = (x1, x2, . . . , xM ) and a linear model f parametrised by

θ = (w, b, σ) with w as weights and b as the bias, a prediction y is:

p(y|x, θ) = N (y|wT x + b, σ2)

Where N (y|µ, σ2) defines a normal distribution over y given mean µ and standard deviation σ. Again,

this function defines a hyperplane with normal vector w.

To train this model using maximum likelihood estimation, we are required to calculate the likelihood

analytically as before. Given a D of N pairs of data points (xn, yn) and defining ỹn = wT x + b we write

the likelihood:

p(D|θ) =
N∏︂

n=1
N (yn|wT xn + b, σ2)

As before, we will use the NLL as our objective function. Using the probability density function of a

normal distribution:

N (y|µ, σ2) = 1√
2πσ2

e− 1
2 ( y−µ

σ
)2

We can write the NLL NLL(D|θ) as:

NLL(D|θ) = −
N∑︂

n=1
log N (yn|wT xn + b, σ2) = 1

2σ

N∑︂
n=1

(yn − ỹn)2 + N

2 log 2πσ2

The squared error from Equation 2.4 naturally appears

For this case, when finding the optimal parameters θ̂, we can calculate them analytically. This can be

done by solving: ∇NLL(D|θ) = 0.

Linear models, as with all machine learning methods, make assumptions about the data that must be

considered when using them for modelling.

For linear regression, in this thesis we make five main assumptions about the data: (1) Homoscedasticity

of residuals: We assume that the residuals, yn − ỹn, have constant variance (σ2 in the above) for all

features x. This does not necessarily have to be the case however, since weighted least squares can

offer a solution to heteroscedastic regression [105]; (2) Independence: The residuals are assumed to be

independent; (3) Linearity: In this thesis, the relationship between features and targets is assumed to be
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linear. However, feature transformations could allow for non-linear relationships between features and

targets to be learnt; (4) No multicollinearity: In this thesis, we have assumed that features are not highly

correlated; (5) Normality of residuals: We will assume that residuals are normally distributed, however,

other distributions could be used, corresponding to alternative loss functions.

For logistic regression, in this thesis we make four main assumptions: (1) Binary outcome: We assume that

the targets are binary, in that each observation of features belongs to one of two classes; (2) Independence:

All observed data points are assumed to be independent; (3) Linearity over the logit: The relationship

between features and the logits of the target is assumed to be linear; (4) No multicollinearity: Features are

assumed not to be highly correlated.

In practice, many of these assumptions are hard to satisfy, due to the realities of real-world data, and

thought must be given to their effects on the modelling task.

Neural Networks

Linear models are robust and interpretable but are limited by the assumption that features and outputs

are linearly related. In contrast, neural networks allow for the construction of highly non-linear machine

learning models using far greater numbers of parameters. These can be constructed using a broad range

of possible different layer architectures, with the general idea of stacking many layers sequentially.

To motivate the conception of neural networks, we start by modifying the linear architecture presented

above, proposing to replace x with a non-linear transformation ϕ(x, θ2) [105]. Here, ϕ is a function

parametrised by θ2 that transforms x into another vector space. Our predictive model, f is parametrised

by θ = θ1 ∪ θ2, where θ1 = (w, b).

f(x|θ) = wT ϕ(x, θ2) + b

The function ϕ(x, θ2), must be non-linear; otherwise f simply collapses back to wT x+b, with a modified

w and b. This non-linearity is often introduced by using an activation function, of which there are a variety

to choose from. Common examples include ReLU, tanh, or the sigmoid function. This f is linearly

related to ϕ(x, θ2), but a further non-linear function could be used on the output of f , for example, to

produce outputs that sum to 1.

By further defining ϕ(x, θ2) as a composition of other non-linear functions, f can be made increasingly
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more complex and non-linear. By specifying ϕθi
(x) = ϕ(x, θi), we can compose L layers in the

following way:

f(x|θ) = wT [ ϕθL
◦ · · · ◦ ϕθ1 ]( x ) + b

The neural network layers transform features The input features

The final predictive layer

Here θ = (w, b) ∪ θ1 ∪ · · · ∪ θL contains the parametrisation for all layers. We can then use f(x|θ) in

place of the linear models defined in Section 2.3.3 to define the maximum likelihood estimate:

For binary classification:

θ̂ = arg max
θ

N∏︂
n=1

Ber(yn|σ(f(xn|θ)))

For regression:

θ̂ = arg max
θ

N∏︂
n=1

N (yn|f(xn|θ), σ2)

These can be optimised by using gradient-based methods on the NLL. Typically, for neural networks,

these include the stochastic gradient descent or Adaptive Moment Estimation (Adam) [107] algorithms.

Many types of functions have been proposed for neural network layers ϕθi
(x), with some notable

methods including convolutions, pooling, Long and Short-Term Memory (LSTM) modules, and attention

mechanisms.

One of the major benefits of using neural networks for modelling is that they make few assumptions about

the mapping function between the data inputs and targets. Neural networks assume that the residuals are

independently sampled from the same underlying distribution, allowing for the likelihood to be factorised.

However, due to the considerable increase in the number of model parameters, they require significantly

more data to train than linear models.

Specific architectures have been developed for different data modalities, each with its own set of assump-

tions about the data. For example, auto-regressive models assume that each data point contains a sequence

of features, whilst 2-dimensional convolutional neural networks assume that each data point contains data

with a 2-dimensional structure.

Other Machine Learning Models Evaluated in This Study

Within this thesis, we will also evaluate the following machine learning models:

Gaussian Naive Bayes The naive Bayes classifier is a probabilistic method based on the assumption that

feature values are conditionally independent given a class label [105]. The Gaussian Naive Bayes model
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is used for continuous-valued features and assumes that given a class label, values for each feature are

Gaussian distributed.

Random Forest Random forests use an ensemble of decision trees for classification or regression

tasks [108]. This model architecture uses bagging, where a bootstrap sample of data points is cho-

sen at the creation of each new decision tree and is used for training. This is performed many times to

produce many trained decision trees, aiming to reduce variance compared to using a single decision tree.

Extreme Gradient Boosting Extreme Gradient Boosting (XGBoost) [109] additionally uses bagging and

ensembles of decision trees (by default) in its architecture for classification and regression tasks, but its

training method differs. Boosting aims to build trees iteratively, such that each new tree reduces the errors

made by the previous collection of trees. The objective is for each new tree to learn from the residuals of

the previous trees and the true targets.

k-means k-means is a simple unsupervised method for clustering unlabelled data [105]. Initially, centroids

are randomly placed in the feature space. This method then updates centroids by clustering each data point

based on its closest centroid, and then using the centre of mass of each cluster as the updated centroid.

This method makes strict assumptions about the data being modelled: (1) Isotropic clusters: It assumes

that data forms spherical clusters with equal variance and no overlaps; (2) Flat and fixed clusters: There is

a fixed number of clusters with a flat structure (no hierarchy in the clusters); (3) Independence: All features

are independent and hold equal importance; (4) Meaningful distance metric: The distance metric used to

calculate the similarity between data points (most commonly, the Euclidean distance) is meaningful in the

context of the data. Although these assumptions are restrictive, k-means is fast to run, making it a good

candidate for large and unlabelled datasets.

All of these models, along with the assumptions mentioned above, assume that data points are independently

sampled from the sample distribution.

2.3.4 Representation Learning

Representation learning, or feature learning, is an area of machine learning focused on building tools to

transform inputs into features that are useful for downstream tasks or data analysis. In theory, with enough

data, this can be used to replace feature engineering. Representation learning is usually conducted with a

deep neural network containing many layers and can be trained using supervised and unsupervised tasks.
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An example of a representation learning model that has found significant success is “word2vec" [110]. In

this case, representation learning was used to encode text tokens into vectors that represented semantic

meaning. Using these methods, words could be compared as if they were vectors in real space.

In supervised representation learning, we can think of a neural network, say f parametrised by θ, in

two components. These two components can be parametrised by θ1 and θ2 with θ = θ1 ∪ θ2, where g

describes a feature encoder and h describes a predictor:

f(x|θ) = h( g(x|θ1) , θ2)

The feature encoder

The predictor

By training f on a dataset D, we are learning a feature encoder g that best transforms data points x into

values that are informative for a predictive task h. The general idea in representation learning is that the

feature values outputted by g can also be useful for training models on other tasks related to the inputs x.

Further, when data is unlabelled, self-supervised learning can be used to generate pseudo-labels that are

helpful for training feature encoders. Contrastive learning [111] is a common approach to this, where a

feature encoder g is trained to transform data such that distances between similar pairs of samples are

minimised and distances between dissimilar pairs of samples are maximised in the encoded space. In this

case, pairs or triplets [112] of data points are labelled as similar or dissimilar based on a heuristic defined

using knowledge of the data or task domain.

Another method for self-supervised representation learning is employed during the training of some

natural language models. Bidirectional Encoder Representations from Transformers (BERT) [113], for

example, is trained by masking tokens in sentences and using the language model to predict missing words.

After the model is trained, the last layer, used to transform representations of sentences into probabilities

over tokens, is removed to leave a feature encoder.

The goal in all cases is the same, to encode data into a space that is more meaningful for data analysis or

downstream tasks.

2.4 Building Machine Learning Pipelines in This Study

When building a predictive system, the specific choice of model and pre-processing methods depends on

the task. Having said this, there are some common methods and structures used in the majority of cases.
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Typically, a machine learning pipeline will contain four steps: (1) feature engineering or data cleaning; (2)

data imputation; (3) data normalisation; and (4) the predictive model.

2.4.1 Feature Engineering and Data Cleaning

The first of these steps involves the cleaning of a dataset, this might involve converting categorical features

into one-hot-encoded features or converting free-text notes into labels. This can sometimes be the most

time-consuming part of developing a machine learning system, as the quality of data has a significant

effect on the performance of a trained predictive model.

Additionally, feature engineering is an important step in the process, allowing a practitioner to include

some of their own prior knowledge of a task into the system. For example, when building a diagnostic

tool to predict a given adverse health condition, feature engineering might include constructing features

that correspond to its common symptoms.

Deep learning architectures containing large numbers of parameters might not require feature engineering,

as it is hypothesised that the network should be able to learn important relationships from the data

directly [114]. However, good feature engineering might reduce the parameter search space, aiding the

training of models on small datasets.

This step might also include data augmentation, which can be important for training computer vision

models.

2.4.2 Imputation

In healthcare, and many other fields, missing data is a common problem. Many methods have been

proposed to address missing data [115, 116]. This includes categorising missing-ness into three groups:

• Missing Completely at Random (MCAR): The probability of missing an observation is indepen-

dent of the observable and unobservable parameters, and occurs entirely at random.

• Missing at Random (MAR): The probability of an observation being missing is independent of

the missing value, but not independent of the observed values.

• Missing Not at Random (MNAR): The probability of an observation being missing is dependent

on the value itself.
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It is not always clear which category should be assigned to missing values in a dataset, and this is an

active area of research. Some machine learning models, such as decision tree-based models, naturally

deal with missing values, allowing the model to learn the relationship between missingness and targets.

When approaching missing data in our research, in Chapter 4, we tested multiple methods for imputation

based on the MCAR and MAR assumptions. In this case, we chose the appropriate method based on the

performance of predictions on the validation data.

2.4.3 Data Normalisation

Once the above have been considered, depending on the model, data should be normalised before being

used for training. The majority of machine learning models benefit from training that has undergone

normalisation. Tree-based models are an exception, in that data does not need to be normalised, since

they consider each feature independently.

In the case of tabular data, and linear models or neural networks, normalising data can lead to considerably

more robust training. This is because features on larger scales can dominate those on smaller scales during

parameter updates, leading to their under-representation in a final model. Furthermore, many techniques

for providing explainable predictions, assume that each feature is on the same scale. Additionally, when

using distance-based models, scaling data is critical for their correct application.

The most common method for scaling features in continuous tabular data is z-score normalisation, where

we remove the mean and scale the values by the standard deviation. This results in scaled features having

a mean of zero and a standard deviation of one. This method is also computationally efficient.

For imaging datasets, z-score normalisation is also commonly applied, where the mean and standard

deviation are calculated jointly across all pixels in a channel and the training samples.

2.4.4 The Predictive Model

In a machine learning pipeline, the predictive model learns the relationship between features and targets.

The choice of which predictive model to use is one of the most important decisions when designing a

machine learning system, as it allows the practitioner to impart their own knowledge of a predictive task.

Often, the structure of the data will eliminate many of the available options. For example, a convolutional

neural network will commonly be used for tasks involving images, whereas a tree-based ensemble will
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commonly be used for tabular datasets. However, there are still a considerable number of methods available

to users that range in size from tens to billions of parameters [105, 117].

Within this thesis, we will explore a broad range of predictive models but will focus in detail on linear

models, attention-based architectures (for language modelling), and convolutional neural networks.

2.5 Evaluation of Machine Learning Models in This Study

Evaluating machine learning models is important and requires careful thought to ensure that no data

leakage takes place. Cross-validation is a typical candidate for hyper-parameter optimisation and evaluating

models that involves separating data into training and holdout or validation sets.

The empirical risk of a model f with parameters θ on a dataset D made up of N pairs of features and

targets (xn, yn) is as follows (Equation 2.2, in a slightly modified form):

Rf (D; θ) = 1
|D|

∑︂
(x,y)∈D

L(f(x|θ), y)

Let θ̂f (D) = arg minθ Rf (D; θ). By defining the training and validation sets of D as Dtrain and Dval,

respectively, we can write the validation empirical risk as:

Rf (Dval; θ̂f (Dtrain)) = 1
|Dval|

∑︂
(x,y)∈Dval

L(f(x|θ̂f (Dtrain)), y)

This defines the empirical risk on the validation set Dval of the parameters obtained through training on

the training set Dtrain. By iterating over M mutually exclusive Dval sets in the dataset to perform M -fold

cross-validation, the mean and standard deviation of the M results can be studied to understand variability

in model performance. In this case, it is common to select M = 5 and therefore split the dataset such that

Dtrain : Dval = 4 : 1, producing 5-fold cross-validation. By selecting M = N , we arrive at leave-one-out

cross-validation, which is useful when datasets are small.

However, this can still lead to data leakage in certain scenarios. Consider the remote healthcare monitoring

setting, in which participants contribute multiple data points. If cross-validation is performed in its basic

form, individual data points will not appear in both the training and validation folds; however, data from

the same participant might. This can lead to undetected bias in the trained models if a small group of

participants generate a large proportion of the data. In these cases, it is important to perform participant-
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level cross-validation by splitting the training and validation sets using the participants. In this way, in

each fold, a single participant will only generate data that appears in either the training or validation split.

However, this often makes it infeasible to specify a consistent training and validation set size, as varying

numbers of data points are collected from each participant.

Further, using an additional test set, that is not used within the cross-validation folds, is important to avoid

over-fitting; especially if decisions on the class of models or their hyper-parameters are made using the

cross-validation results. In some cases, it might be beneficial to have multiple layers of cross-validation

or use it alongside other data sampling techniques to ensure that hyper-parameters are tuned on a different

subset of the data that the final test results are reported on.

2.5.1 Explainability of Machine Learning Outputs

Explainable AI (XAI) is an active area of research, concerned with developing methods to make machine

learning models and predictions more interpretable.

In healthcare, where decisions can have long-term impacts on people’s lives, this is of particular importance.

Machine learning models, as complicated mathematical functions, have no mechanisms by which they can

explain their own predictions. Therefore, using methods to understand how the model transforms features

into predictions or to understand how important each feature is in a prediction can provide additional

context to clinicians using models as tools to support decision making.

Doran et al. (2017) [118] categorised models into three levels of explainability: (1) Opaque models, which

do not allow users to comprehend how the model transformed inputs into outputs; (2) interpretable models,

where users can mathematically analyse the relationship between inputs and outputs; and (3) comprehen-

sible models, where the model provides a prediction and a set of rules that support users to understand

how the model works. To build robust systems for remote healthcare monitoring, predictive models with

inherent explainability, such as linear models, or methods that allow for post hoc interpretability, are

important.

Minh et al. (2022) [119] discussed the XAI landscape and presents a comprehensive review of recent

methods. They argue that methods can be used to provide explainability in the pre-modelling, modelling,

and post-modelling stages. Pre-modelling involves building an understanding of the dataset through

visualisations or applying feature engineering techniques to allow for improved understanding of pre-
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dictions. In the modelling stage, the decision on which model class to use can have an influence on the

explainability of the system. Linear models, decision trees, and k-nearest neighbour models are examples

of predictive models that are inherently explainable. Finally, post-modelling methods can be used to

provide model-agnostic interpretations of predictions.

Shapley Additive Explanations (SHAP), proposed by Štrumbelj and Kononenko (2014) [120], is a common

post-modelling choice since it provides a model-agnostic way of understanding feature contributions to

predictions. Alongside feature engineering, this method allows the explanation of model predictions by

quantifying how much each feature contributed to a prediction and in which direction. It does this by

measuring how much each feature contributes to moving the prediction away from the average prediction.

However, by using this method, we assume that data features are independent, feature contributions are

additive, and that removing a feature from the dataset is equivalent to marginalising on it. In reality, features

are frequently correlated and are not independent, which might lead to biased feature contributions.

Representation learning is also a useful technique to transform large-scale datasets into more interpretable

vectors.

Within this thesis, where relevant, we will use methods from XAI to improve the interpretability of our

data and methods.

2.6 Mitigating the Effects of Noisy Data in Neural Networks

In this thesis, “noisy data” refers to a multitude of uncertainties in the data being studied. Real-world data

is often noisy due to measurement imprecision, whether due to the accuracy of sensors, missing data,

or incorrect labelling. Within healthcare, noisy data can be a significant issue due to the scale of data

collection. Noisy data can be introduced at any point during collection and is practically inevitable when

humans are involved [121–123]: An expert may have insufficient information to provide the correct label

[124, 125]; expert labels could be incorrect [124]; labelling might be subjective [126]; or there could be

communication problems [127]. Noisy features can additionally be introduced during data collection or

processing [128].

During the training of a machine learning model, noisy features and labels can have adverse effects on its

performance, robustness, or generalisation.

This is illustrated when considering the use of gradient-based optimisation methods for training a model.
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This is usually done by minimising the empirical risk of model parameters θ on a dataset of samples

x, y ∈ D of size N (Equation 2.2):

Rf (D; θ) = 1
N

N∑︂
i=1

L(f(xi|θ), yi)

Where R(D; θ) is the empirical risk and f is the model with parameters θ. Updates to θ are guided by

L(f(xi|θ), yi), which defines the error between a prediction f(xi|θ) and the true target yi. When xi or yi

(or both) are noisy, the model may be forced to learn relationships that do not exist in the clean data, as

parameter updates might be misleading. This means that a model trained with data containing high levels

of noise will likely not converge to the same parameters as a model trained on clean data, resulting in a

reduction in accuracy on noise-free test examples.

Methods for dealing with noisy labels when training neural networks often fall into one of five research

directions [121]:

• Sample selection: Identifying noisy examples in a dataset.

• Robust architectures: Architectural changes to a model to help with learning from noise, such as

noise adaption layers to learn label transition matrices.

• Robust regularisation: Forcing a deep learning model to over-fit less on false-labelled data points.

• Robust loss functions: Improvements to the loss function.

• Loss adjustments: Using loss correction, re-weighting, or refurbishment to adjust the loss value

before updating the neural network.

The type of noise present in a dataset can also be categorised in two ways. Noise is either instance-

independent or instance-dependent, meaning that whether an observation is noisy, and in which way an

observation is noisy, is either dependent on the true observation value or not. For example, a dataset

with features that can be classed as one of ten labels: c = {0, . . . , 9} has instance-dependent noise if

some of the observations that should have class 5 are incorrectly labelled as class 0. The same dataset

would contain instance-independent noise if an observation was equally likely to have an incorrect label,

regardless of its true class.
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2.7 Large Language Models

Large language models are neural networks that, at their lowest form, are autoregressive models, as they

use previously generated states to predict new states.

Mathematically, given a starting state x1 and previously generated states {x2, . . . , xT −1}, an autoregressive

model generates the next state xT by learning from the joint distribution over all states in a sequence [117]:

p(x1:T ) = p(x1)p(x2|x1)p(x3|x2, x1)p(x4|x3, x2, x1) · · · =
T∏︂

t=1
p(xt|x1:t−1)

By the chain rule of probability

By approximating the conditional distribution p(xt|x1:t−1), autoregressive models can construct sequences.

In this case, every new state is conditional on all of those that come before it.

Since this general idea is broad, many types of machine learning models can be used auto-regressively.

For example, restricting the autoregression to order 1, so that new tokens only depend on the most recent

token (p(xt|xt−1) = p(xt|x1:t−1)), gives rise to Markov Models. However, this assumption is limiting,

since a longer history of states can provide critical additional context for predicting the next state. For

example, consider natural language, where the next word in a sentence depends on more than just the

most recent word.

Large-capacity models are required to model long-range dependencies in sequences and look further

into the past when making new state predictions. This is where LLMs, based on the self-attention

architecture [129], offer a solution, since they often contain numbers of parameters on the order of billions

and context lengths in the thousands. Within natural language processing, predictions over states are often

referred to as predictions over tokens (which are usually words).

LLMs, trained on trillions of tokens, learn emergent behaviours for which they are not explicitly trained and

are found to be useful few-shot predictors, as they encode a broad range of knowledge that can be extracted

through prompting [130–135]. For example, LLMs have been evaluated for their use in healthcare [136]

and have demonstrated a wide knowledge of clinical problems, with strong performance on medical

questions; even without fine-tuning [137, 138]. However, using them directly in decision-making can be

expensive and unreliable, and their capacity makes them difficult to fully explain.

This motivates us to consider whether their knowledge can be extracted in new ways, for use with more



2.8. Machine Learning with a Bayesian Perspective 45

cost-effective, robust, and explainable predictive models. This could be through the specification of

predictive priors (Chapter 6) or the encoding of large-scale time-series data (Chapter 7).

2.8 Machine Learning with a Bayesian Perspective

Considering the optimisation objectives discussed in Section 2.3 through a probabilistic lens is important

for understanding the use of Bayes’ theorem in machine learning.

So far, we have considered the Maximum Likelihood Estimate (MLE), p(D, θ), given some dataset D and

parametrisation of predictive model f using θ. Using this allows us to maximise the probability that the

observed data was generated using the model.

Using Bayes’ theorem, we can also take a different direction. Instead, we aim to calculate the probability

of the model parameters θ, given the observed data D, written as p(θ|D) [105]. To see how this is different,

consider a direct result of Bayes’ theorem:

p(θ|D) ∝ p(D|θ) × p(θ)

The model posterior

The likelihood as in Section 2.5

The model prior

Bayesian inference relies on using Bayes’ theorem to update the prior probability of a hypothesis based on

available data. In our case, this can translate to updating our belief of the parameters θ based on observed

data D. Training machine learning models within a Bayesian framework has the added benefit of allowing

us to specify a prior, p(θ), which defines our knowledge of the parameters before the data has been seen.

A well-specified prior allows models to achieve equivalent or better performance with fewer examples,

as good priors prevent the model from over-fitting to limited or noisy data points and reduce the search

space for the model parameters.

The key to making Bayesian predictions on new data is marginalisation. This is where parameters that we

are not interested in are integrated out, or marginalised, to calculate a distribution over the parameters we

are interested in. When making predictions, we use this to calculate the posterior predictive distribution

over new observations. This allows us to estimate uncertainty in our predictions and provides more context

when deployed. In the below, we marginalise over the posterior distribution of the parameters p(θ|D),
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revealing the distribution over the target y, given features x and observed data D.

p(y|x, D) =
∫︂

Θ
p(y|x, θ)p(θ|D)dθ

However, this is often challenging to calculate, since if θ is high-dimensional, the integral can be

intractable. Further, in many non-linear cases, the posterior distribution does not have an analytical form.

For this, we require the use of Markov Chain Monte Carlo (MCMC) or Variational Inference techniques,

which can be computationally expensive.

Therefore, within the Bayesian framework, it is often easier to calculate the Maximum a Posteriori (MAP)

estimate using the optimisation objective:

θMAP = arg max
θ

p(θ|D) = arg max
θ

p(D|θ) × p(θ) = arg max
θ

[log p(D|θ) + log p(θ)]

In this case, the problem reduces to one that can be solved using gradient-based methods as before, where

the prior acts as a regularisation term.

In this thesis, when building Bayesian models, mainly in Chapter 6, we will focus on approximating the

full posterior using MCMC methods, since we will restrict our analysis to linear models.

2.8.1 Prior Elicitation for Predictive Modelling

Prior elicitation is the process of specifying a prior distribution on a predictive model with the help of

domain experts [139]. The procedure is standardised in Garthwaite et al. (2005) [140] and O’Hagan

et al. (2006) [141], where human experts are trained in probability theory to provide judgments about

a task which can be used to fit probability distributions. To simplify the process, Oakley and O’Hagan

(2019) [142] later provided software and an e-learning course, which trains human experts in the knowledge

required to describe informative priors.

However, prior elicitation can be costly or infeasible in low-resource settings, as it requires access to

domain experts who are trained in prior elicitation [77]. Additionally, it can be challenging for experts to

convert their intuitions into judgements of probability distributions that are useful for predictive models.

This motivates us to consider whether more efficient methods for prior elicitation are possible, particularly

given the recent development of LLMs and their path towards becoming general knowledge bases.
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2.9 Summary

This chapter summarised the background topics relevant to the research presented in this thesis. This

included describing the datasets used for evaluation and the theoretical knowledge required to understand

our contributions. In the next chapter, we will further contextualise our work within the broader research

on remote healthcare monitoring and the areas of machine learning that we focus on.



Chapter 3

Related Work

In this chapter, we review the related work on remote healthcare monitoring for dementia care, including

summarising the previous work that contributed to our Minder study. We then discuss the background

literature for each of the main contributions we make within this thesis, including current methods for

detecting Urinary Tract Infections (UTIs); mitigating noisy data; prior elicitation; and representation

learning.

3.1 Remote Healthcare Monitoring for Dementia

Remote healthcare monitoring offers the opportunity to personalise care for people living with dementia

through the use of passive sensors and wearables.

The use of wearables for the early detection of cognitive decline or for assessing the risk of dementia or

related illnesses has recently found increased success. This is due to the ability of wearables to collect

physiological measurements from participants directly. Schalkamp et al. (2023) [29] studied the use of

accelerometer data collected using wearables, as a low-cost screening tool to determine those at risk

of developing Parkinson’s disease (PD). They found that a reduction in measured acceleration prior to

a disease diagnosis was unique to PD, suggesting the use of this biomarker for early screening of the

condition. Furthermore, Godfrey et al. (2019) [143] described the use of inertial sensor-based wearables

to quantify routine movements such as postural control and gait, which can be an early predictor of

dementia or cognitive impairment [144, 145]. This study concluded that the deployment of wearables

on a large scale currently remains technically and financially challenging, offering an opportunity for

48
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low-cost passive sensing technologies instead. Furthermore, Nouredanesh et al. (2021) [146] studied the

use of wearable sensors for fall detection in the literature, finding it to be a promising research direction.

However, studies involving wearables are limited by the need for them to be attached directly to the

participant, which presents a challenge for cohorts with cognitive decline.

Passive sensors provide an opportunity to resolve these issues by collecting data from participants without

requiring their direct interaction. These sensors allow the person living with dementia to feel more

independent and do not require a change in their behaviour. The authors in Alwan (2009) [147] and

Alemdar and Ersoy (2010) [31] discussed a future remote healthcare monitoring system, where low-cost

passive sensors are located within the homes of older adults to measure activity. Using this information,

healthcare professionals would be able to plan care delivery more effectively and be alerted earlier to

adverse health conditions. A predecessor of our ongoing Minder study, presented in Enshaeifar et al.

(2020) [148] and later publicly released in Palermo et al. (2023) [90], described the use of passive in-home

sensors for remote monitoring, avoiding many of the challenges facing the use of wearables in cohorts with

cognitive impairment. An earlier version of this system was also used for the detection of adverse health

conditions in Enshaeifar et al. (2018) [32] and Enshaeifar et al. (2019) [33], providing evidence for its use.

However, alongside the use of passive sensors to collect activity data, this system required participants

or caregivers to collect physiological measurements, which required changes in household behaviour.

To overcome this, the current Minder study deploys sleep mat devices to passively monitor participants’

nocturnal physiological data. As the technology advances, we envision future remote healthcare systems

will also incorporate ultra-wideband radar technology for greater resolution in activity monitoring and

passively collected physiological data during the day [149–151].

3.2 Predictive Models for UTIs in Dementia Care

UTIs are one of the most prevalent bacterial infections in older adults and a significant contributor to

unplanned hospital admissions in People Living with Dementia (PLWD). Early detection is crucial due to

the difficulty for PLWD to report symptoms and their limited help-seeking behaviour. The most common

diagnostic tool is urine sample analysis, which can be time-consuming and is only employed where UTI

clinical suspicion exists.

Several investigations have been conducted for the prediction of UTI risk in younger adult populations [152,

153], but these do not generalise to older adults. Further, existing methods developed for older adults rely
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on typical symptoms as predictor variables, precluding their use in community-dwelling patients with

dementia and atypical clinical manifestations, or those who may struggle to express symptoms [154].

For UTI detection in PLWD, machine learning offers the opportunity to improve diagnostic performance

and timeliness. Due to recent developments in advanced and passive predictive models, these methods

offer potential use as decision-support tools. Low-cost monitoring devices have been developed to offer

complementary solutions to the typical diagnostic criteria [56, 57], showing promise by allowing the

analysis of objective data not available to clinicians. With regards to this, Rantz et al. (2011) [155] use

activity data collected from in-home Passive Infrared (PIR) sensors to detect UTIs in older adults, however,

their work is limited to 37 participants and does not utilise ML techniques. This study is also limited to

the use of activity data and does not consider physiological measurements. Extending this, Enshaeifar

et al. (2019) [33] employed an unsupervised learning approach to predict UTIs based on in-home sensors

and physiological measurements, however their work showed insufficient diagnostic performance and

required the participant to record their own physiology measurements twice a day, a practical limitation

for many people living with dementia.

This highlights several technical areas of study to improve the use of remote monitoring systems for

detecting adverse health conditions. This includes the importance of using passive sensors, consulting

with clinicians when developing models, providing explainable and calibrated predictions, and reducing

predictive bias.

3.3 Noisy Data in Supervised Machine Learning

Healthcare data, often labelled and collected by humans, can contain unknown noise levels in features

and targets. In this thesis, we study noise introduced by measurement imprecision, missing data, or

incorrect labelling. This can be more challenging to mitigate in remote healthcare monitoring, as data

often originates from multiple sources, each containing differing degrees of noise.

The majority of research on noisy data is focused on noisy labels where solutions usually target a

combination of four aspects [121, 156]: sample selection, model architecture, regularisation, or training

loss. Han et al. (2018) [157] proposed “Co-teaching", a sample selection method in which two neural

networks are trained simultaneously. Data points that are predicted with low error by one model are

selected to “teach" the other network, as they are assumed to be more reliable. The authors exploit the
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fact that neural networks learn clean data patterns and filter noisy instances in early training [62, 63].

Wang et al. (2021) [158] explored instance-dependent noise, where the noise of the label depends on the

characteristics of the observation, and proposed IDPA, in which they estimate the true label of confusing

instances using the confidence of the model during training. The authors Xia et al. (2021) [71] studied

regularisation as a method to prevent important weights from being updated late in training. This preserves

the clean data patterns learnt during the early training stages. In contrast, the authors Wei et al. (2022) [159]

modified the loss during training to study how label smoothing, and negative label smoothing, can improve

model accuracy when trained with noisy labels.

Weighted least squares [105], which associates a weight with each data point in a dataset when computing

the likelihood, is often used in heteroskedastic regression. Here, the assumption of constant variance of

residuals in regression is violated, and so the likelihood is weighted accordingly.

Noisy inputs are studied in the context of neural networks in Wright (1999) [160], which presents a

Bayesian neural network framework that allows for training in the presence of noise given a model of

the noise process. They are additionally studied in Li et al. (2021) [128], where they presented Robust

Representation Learning (RRL), employing two contrastive losses and a noise cleaning method using

model confidence during training. This approach requires modifications to the model architecture and a

k-nearest neighbours search at each epoch.

However, these works on noisy data do not consider that data can originate from multiple sources before

being combined. When multiple sources generate data, conventional training methods update models

assuming equal reliability for each source and do not consider their individual data quality. However, in

many applications, sources have varied levels of reliability, which can negatively affect the performance

of a neural network. However, the above methods do not use the additional information that the source

label can provide.

Sensor fusion [105] considers the setting where multiple observations from sensors with differing reliabil-

ities are taken, with the goal to calculate the true observations. This is connected to our setting, in that

sources of data contain different levels of imprecision. However, in sensor fusion, sources are assumed to

measure the same data points rather than mutually exclusive data, as in our setup.

In federated learning, a server trains a global model using local updates on each source [161]. When

sources are noisy, these algorithms often fail [162]. To address the varied data quality, Li et al. (2022) [69]

proposed ARFL, which learns global and local weight updates simultaneously. The weighted sum of the
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empirical risk of clients’ loss is minimised, where the weights are distributed by comparing each client’s

empirical risk with the average empirical risk of the best k clients. The contribution to weight updates

from clients with higher losses is minimised with respect to the updates from other clients, forcing the

global model to learn more from clients that achieve lower losses. Here, the noise rates of individual data

sources are considered during training, however the constraints of the federated learning setting limit this

method’s use when data can be shared.

Domain generalisation is an area of machine learning that studies methods to enable trained models to

generalise to unseen data distributions [163]. In this context, many different but related domains are seen

during training to produce a model that can continue to produce reliable predictions in a new test domain.

To relate this field to our setting, we could consider the data sources in our context as domains, each

producing the same data distribution but with different noise levels. Here, the test domain produces clean

data from the same distribution as the non-noisy data in the training domains.

Current research methods for mitigating noisy data can be refined for the remote healthcare monitoring

setting. This can be achieved by considering that noise might vary between different data sources,

reducing the accuracy of trained models. Knowing the source that generated a data point provides

important information for calculating its probability of being noisy.

3.4 Using Language Models for Prior Elicitation

In healthcare, specialised and interpretable linear models still hold considerable value. However, labelled

data may be scarce or expensive to obtain. One way of addressing this issue is to use prior clinical

knowledge to reduce the search space for model parameters. This can be done through feature engineering

or by placing prior distributions over model parameters. Well-specified prior distributions over parameters

can reduce the sample complexity of learning through Bayesian inference; however, eliciting these priors

from experts can be time-consuming or infeasible. Large Language Models (LLMs) offer a solution since

they acquire a breadth of information across various domains. However, their computational complexity,

cost, and lack of transparency often hinder their direct application for predictive tasks in healthcare, where

privacy and interpretability are paramount.

Garthwaite et al. (2005) [140] and O’Hagan et al. (2006) [141] discuss eliciting prior distributions from

human experts using a standardised procedure: Experts are trained in probabilities to provide judgments
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of a task, which can be used to fit probability distributions. Later, Oakley and O’Hagan (2019) [142]

provided software and an e-learning course, which trains human experts in the knowledge required to

describe informative priors. However, this can be challenging, costly, or infeasible in low-resource settings

[77].

In parallel, research shows that LLMs encode varied domain knowledge, which could be extracted for

predictive tasks, possibly in discussions with experts [164]. Recent works have used LLMs for prior

elicitation in multiple ways.

For data pre-processing, Choi et al. (2022) [165] explored the use of an LLM to perform feature selection,

causal discovery, and modify the reward function in a reinforcement learning task. In the first case,

they observe that when listing features from two datasets, GPT-3 can correctly identify the features

that correspond to a single specified predictive task. Additionally, when applied to causal discovery,

the language model is often able to predict the directionality of causal relationships in the Tüebingen

Cause-Effect Pairs dataset [166]. Further, Hollmann et al. (2024) [167] show that LLMs can perform

feature selection and engineering of a dataset. In this work, an LLM is used to suggest engineered features,

which are automatically evaluated and iterated on. Similarly, Zhang et al. (2023) [168] and Zhang et al.

(2024) [169] used LLMs to specify a modelling pipeline given a task description. These works show that

language models have an understanding of machine learning for modelling, suggesting that we might also

be able to use them to provide information about the parameters of predictive models directly.

In this direction, Gouk and Gao (2024) [170] used LLMs to generate synthetic data from public datasets,

which define priors on linear models through a separate likelihood term. However, they do not discuss

the memorisation of public datasets by LLMs, which is shown to be substantial [171], supported by

the results in Chapter 6, making it challenging to evaluate. Related, Selby et al. (2024) [172] examined

LLMs for estimating correlations between features and targets and showed that they contain informative

knowledge. Additionally, Zhu and Griffiths (2024) [173] describe the use of iterated learning to elicit prior

distributions from language models for causal learning, proportion estimation, and predicting everyday

quantities. The authors employ a Markov chain Monte Carlo method to access an LLM’s prior knowledge

by performing successive inference using previous model outputs that tend towards a limiting distribution.

In doing this, the authors assume that in-context learning is a form of Bayesian inference. However, this

knowledge is not used for predictive models.

LLMs can also be used to produce posterior predictive distributions. In-context learning is an active
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research area, mainly focused on natural language tasks [132], with many works aiming to explain the

underlying mechanisms.

In-context learning has proven to be effective for several natural language tasks, demonstrating the

surprising ability of language models to perform outside of their intended use [131–135]. Brown et al.

(2020) [131] studied GPT-3’s strong ability on natural language tasks after seeing a few examples, one

example, or none at all. This work inspired others to study the extent to which language models can learn

from demonstrations given as text alongside a task description. Further, Xie et al. (2021) [174] studied

the mechanics of in-context learning and described it from a Bayesian Inference perspective. They found

that in-context learning succeeds when language models can infer a shared concept across individual

examples in a prompt. Min et al. (2022) [175] argued that in-context learning allows the language model

to observe the label space, the distribution of input text, and the task format, as they find that swapping

the real labels with random labels in demonstration examples does not significantly reduce accuracy.

Furthermore, Akyürek et al. (2022) [176] and Von Oswald et al. (2023) [177] discuss the types of learning

algorithms that language models (and, more generally, transformers) can implement in-context. Focusing

on linear models, Akyürek et al. (2022) [176] showed that, by construction, transformers are capable

of performing gradient descent and closed-form ridge regression. Akyürek et al. (2022) [176] also

demonstrated that trained in-context learners closely match predictors trained through gradient descent.

Further, Von Oswald et al. (2023) [177] showed that transformers, by incorporating multilayer perceptrons

into their architectures, can also solve non-linear regression tasks, and Dalal and Misra (2024) [178]

proposed a Bayesian framework to reason about a language model’s internal state and suggest that

in-context learning is consistent with Bayesian learning.

More closely related to our work, Requeima et al. (2024) [179] prompted language models with task

descriptions and observed data points to generate posterior predictive distributions for regression tasks,

which they found to outperform Gaussian processes in some tasks. This is done by repeatedly sampling

a language model at a new feature value, given the previous input and output observations and a text

description designed by a human expert. Additionally, Hollmann et al., Hollmann et al. (2022, 2025) [180,

181] trained a transformer to solve synthetically generated predictive tasks from a prior over tabular

datasets and use in-context learning at prediction time. Given a new task and demonstrations, this

transformer performs in-context learning to make predictions using inference steps only. However, since

every prediction requires performing inference on a large transformer-based model, these methods can be

resource-intensive and potentially unreliable.
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LLMs have been evaluated for their use in healthcare [136] and have demonstrated a broad knowledge of

clinical problems, with strong performance on medical questions; even without fine-tuning [137, 138].

Despite this, direct use of them for decision-making through in-context learning is not recommended as

they sometimes produce inaccurate information. However, linear models have found wide and trusted uses

in clinical applications [78, 79] since their model weights have intuitive descriptions. This motivates us

to combine LLMs, which can reason about clinical problems and risk factors, with linear models, which

are interpretable and familiar to clinicians.

In summary, predictive tasks in healthcare and remote healthcare monitoring can benefit from well-

specified priors. However, prior elicitation from experts can be costly and sometimes infeasible. LLMs

have demonstrated strong clinical knowledge and have been shown to be helpful in defining machine

learning pipelines or making predictions directly. However, their use in specifying parameter distributions

directly is unexplored, and their use as predictive models through in-context learning is not recommended.

This reveals an open technical question: Can we elicit prior information from language models that can

be translated into distributions over parameters of trusted and explainable linear models?

3.5 Time-Series Representation Learning

Time-series representation learning is a key area of research for remote healthcare monitoring applications

and has broad uses for clinicians.

In representation learning, the goal is to encode raw data as vectors that are useful for further analysis,

usually by harnessing deep learning. The literature on this topic is broad, including theoretical techniques

concerned with few-shot prediction [182], continual learning [183], and multimodal learning [184, 185],

as well as applications to healthcare [186], language modelling [129], and image generation [187]. In

many ways, all neural networks utilise representation learning as part of their training.

For time-series data, various methods of learning data representations have been proposed. For example,

Franceschi et al. (2019) [83], inspired by Mikolov et al. (2013) [188], trained an encoder-based model

using a triplet loss by selecting random subsets of the same time-series recording as similar, and random

subsets of other recordings as dissimilar; Eldele et al. (2021) [84] proposed training models to maximise

the similarity between embeddings of weak and strong augmentations of data, which they show are useful

for downstream tasks; and Zerveas et al. (2021) [85] use a transformer-encoder architecture [129] and a
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linear projection over a time-series to learn representations by masking inputs and predicting the hidden

values.

Nie et al. (2023) [189] propose PatchTST, adapting a language-based transformer architecture to perform

representation learning on numerical-based time-series data by transforming sequences into patches of

data. Chronos, a time-series forecasting method proposed by Ansari et al. (2024) [190], also transform

numerical time-series into tokens that language-based transformer architectures can interpret, this time

using scaling and quantisation. Both methods focus on numerical-based time-series where no qualitative

information is assumed to be available about the values.

LLMs based on the self-attention architecture [129] are examples of time-series representation learning

models that have found significant success due to their scalability and parallel design [191]. By viewing

each word in a sequence as a point in time contextualised by the surrounding words, a transformer learns

how to best encode text for a downstream task, such as next-word prediction.

Progress has been made in adapting LLMs for use outside of language modelling. Gruver et al. (2023) [192]

experimented with GPT-3 [131] and LLaMA-2 [135] and found that they have a surprisingly good ability

to zero-shot forecast time-series, when encoded as strings of numerical digits. Moreover, Jin et al.

(2024) [193] used prompt engineering and reprogramming to adapt LLMs for classification tasks. In both,

the authors tested numerical time-series data focused on predictive tasks.

Structured State Space Models (SSMs) [194, 195] have been proposed to address the computational

inefficiency of transformers on long sequences. By relying on a linear scan, rather than the quadratic

self-attention used in transformers, they significantly reduce the number of operations required to analyse

a sequence. Despite these recent advancements, due to the success of LLMs, transformers have been

studied in significantly more detail within the literature, and current open-source packages and models

favour their use. This is particularly true for language modelling.

Fine-tuning LLMs allows the transfer of learning to specialised tasks initially outside of their intended

uses [131, 196–198]. Additionally, since language models are trained on billions of text documents

from various domains, they have been shown to encode relational knowledge [199] of text without being

explicitly trained for these tasks.

The weights of pre-trained language models represent prior knowledge learnt from a large text corpus,

which can be updated by fine-tuning the model on a specific time-series task. In this way, the learnt
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representations capture qualitative notions of the values expressed in the time-series, as well as the data-

specific knowledge acquired during fine-tuning. We consider employing this approach to encode discrete-

valued activity data to evaluate the utility of pre-trained embeddings in remote healthcare monitoring.

3.6 Summary

There are still several research directions that require exploration before machine learning methods can be

reliably applied to remote healthcare monitoring. UTIs are an important example of an adverse health

condition that warrants the development of a predictive model, presented in Chapter 4. The methods

discussed in this analysis are applicable to other remote healthcare monitoring tasks and have been

extended in recent works. Further, Chapters 5, 6, and 7 extend this research by aiming to resolve some of

the wider challenges in remote healthcare monitoring. As part of our methodological innovations, we will

make contributions to the analysis of both labelled and unlabelled data; propose methods for mitigating the

effects of noisy data; and suggest frameworks for incorporating language models into remote healthcare

systems.



Chapter 4

Risk Prediction of Urinary Tract Infections

This chapter is based on Capstick et al. (2024) [1] and is licensed under a Creative Commons Attribution

4.0 International License1.

Urinary Tract Infections (UTIs) are one of the most significant causes of unplanned hospital admissions

for people living with dementia and are often preventable. In this chapter, we study the use of low-cost

devices to passively measure activity, sleep, and nocturnal physiology from people living with dementia,

with which we predict risk scores for UTI. For this, we engineer features in collaboration with clinicians

that represent symptoms used to diagnose UTIs. In addition, we apply explainable machine learning

techniques and perform stratification to support clinical translation and allow control over the balance

between alert rate and sensitivity and specificity. Feature importance methods reveal that the largest

contributions to the predictions were bathroom visit statistics, night-time respiratory rate, and the number

of previous UTI events, in agreement with the literature.

This predictive task acts as a case study for using machine learning methods alongside remote healthcare

monitoring for the prediction of adverse health conditions and will reveal some of the challenges still to

be faced. Techniques presented in this chapter are task-agnostic and can be applied to other predictive

tasks (as seen in Section 8.1).

1http://creativecommons.org/licenses/by/4.0/
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4.1 Introduction to the Problem

UTIs account for 25% of bacterial infections in older adults [41–45]. The clinical presentation of UTIs can

range from self-limited illness to severe sepsis and account for 9%-31% of cases of severe sepsis, which

itself has an estimated mortality of 20% - 40% [44, 46–49]. It is estimated that in the United Kingdom,

over 20% of hospital beds are occupied by PLWD, with 9% of these attributed to UTIs [11, 33, 54, 55].

This is because diagnosis is often complicated by the presence of cognitive impairment due to dementia,

as patients may find it challenging to report their symptoms [50–52]. As a result, acute infections might

not be diagnosed until symptoms require hospitalisation [53].

Currently, a urine sample test and acute changes in baseline cognition are used to diagnose UTIs in

PLWD [200]. To differentiate between asymptomatic bacteriuria and UTIs using a urine sample, clinicians

rely on positive findings of bacteriuria and genitourinary symptoms. However, samples can be difficult

to obtain due to urinary incontinence, cognitive impairment, sample contamination, or previous use of

antibiotics [201]. These samples are currently taken on suspicion of an infection, which may cause a

delay in treatment. Additionally, although they can be used as rapid detectors, dipstick tests have a high

false positive rate for older adults and require action from the PLWD or their carer, which limits their

effectiveness for diagnosis [43, 202]. Highlighting UTI risk by identifying early symptoms would allow

for prompt diagnosis, improved health outcomes and effective allocation of healthcare resources.

This study presents a machine learning application to identify the risk of UTI events in PLWD by

engineering symptom-targeted features from continuous in-home activity and physiology data collected by

low-cost and passive sensors. With these features, we construct a predictive model, trained to calculate the

risk of a person living with dementia having a UTI. Using optimisation and consultations with clinicians,

we determine thresholds for the stratification of risk scores to improve the clinical applicability of our

approach. This approach aids clinicians in the early diagnosis of UTIs and enables a better understanding of

in-home behaviour at the point of clinical decision-making. The use of in-home activity and physiological

data, in conjunction with machine learning methods, results in timely interventions that can have a

significant impact on reducing unplanned hospital admissions for PLWD. This tool also allows for a more

precise collection of urine samples for culture analysis which could result in improved clinical outcomes,

a reduction in the burden on healthcare services, and decreased antibiotic overuse in PLWD.

As part of our initial testing, we evaluated the proposed UTI risk prediction algorithm in an observational
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clinical study consisting of 117 participants living with dementia in their own homes, which generated

258 clinically validated labels.

As part of the ongoing work of the UK DRI Care Research and Technology Centre to acquire UKCA

marking for the Minder system2, we performed additional analysis using a greatly increased test dataset

and a larger train dataset. We refer to this as silent-mode testing, where we use the larger test set to verify

the performance reported in the initial analysis and select a Red threshold more applicable to the Minder

clinical monitoring team’s resources. This testing was performed on newly collected data from this cohort

between 2023/01/01 and 2024/01/01, after training on data up to 2023/01/01. The silent-mode dataset,

across the training and testing sets, consisted of 60,291 total days of data from 136 participants, containing

448 labelled days of positive or negative UTI from 82 participants.

4.2 The Minder UTI Dataset

Since this was an ongoing study, we evaluated our method on a subset of the Minder dataset with available

UTI labels.

4.2.1 Data Collection and Definition of Outcome

As a reminder, in-home observation and measurement data was collected using low-cost off-the-shelf

monitoring technologies, including PIR sensors (for measuring activity) and sleep monitoring devices.

This allows us to collect behavioural information about the home as a whole, as well as physiological and

sleep data from the participant only.

In total, 136 participants were selected for participation in our study, based on data collected between

2021/06/28 and 2024/01/01, with 117 contributing to the initial analysis and 19 new participants added to

the silent-mode testing.

Urine samples were collected from enrolled participants and labelled by clinicians. Additionally, a baseline

algorithm developed in our previous work [203] highlighted those patients that may need to be checked for

symptoms of UTI by the study monitoring team. In those cases, sample collections were also organised.

Once collected, a urine sample analysis was performed, and the results were sent to clinicians, who, with

information from the monitoring team, determined a UTI.

2https://www.ukdri.ac.uk/centres/care-research-technology/minder

https://www.ukdri.ac.uk/centres/care-research-technology/minder
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For our initial experimentation, we used data collected between 2021/06/28 and 2022/12/01 and trained

models to predict whether a participant had a UTI on a given day (24-hour time window). In this initial

analysis, 258 labelled urine samples were collected from 64 of the 117 participants, of which 81 samples

were confirmed as positive cases of UTI. To increase the number of labelled days, if a single day has been

labelled, we assume the preceding and following 3 days are also labelled the same, due to the nature of

the infection. This extends the number of labelled days of data to 1752, consisting of 534 positives and

1218 negatives.

We further performed silent-mode testing, conducted at a later date. For this, we studied data collected

between 2021/06/28 and 2024/01/01, containing 448 labelled days, from 82 participants, with 127

positive cases. In this analysis, similarly to the initial analysis, we extend the UTI labels by assuming the

preceding and proceeding 3 days would also be labelled the same, producing 3058 labelled days. The

test set represents the UTI labels collected between 2023/01/01 and 2024/01/01 from 104 participants

with 29,539 days of collected data and 174 days labelled, whilst the training dataset includes data from

2021/06/28 to 2023/01/01 with 30,752 days of collected data from 117 participants with 274 verified UTI

labels. When the labels are extended by 3 days on either side, the silent-mode dataset contains 3058 total

UTI labels from 83 participants, with 838 positive days.

Later, when splitting the data into training and testing splits, we will ensure that days preceding and

following a UTI label are not contained in both the training and testing splits to prevent data leakage.

The dataset composition for the initial analysis is given in Figure 4.1, which demonstrates the wealth of

information available within the study. Notably, the vast majority of participants have few UTI labels,

reducing the bias from overfitting during model training.
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Figure 4.1: Dataset characteristics. (a) The cumulative number of sleep and activity data points recorded
in total. (b) The cumulative number of clinically verified UTI labels over time. (c) The distribution of
UTI labels by participant. We see that the vast majority of participants have few verified labels, which
will reduce bias from overfitting in the model.

Figure 4.2 shows the scale of the silent-mode dataset and the extended size of the test set.
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Figure 4.2: The silent-mode dataset. (a) Shows the amount of data collected each day, and whether it
corresponds to the train or test set. (b) Illustrates the cumulative number of verified UTI labels (without
extending them by 3 days either side) collected in the same time frame.

Assuming the 3 days preceding and proceeding a verified label have the same result, this increases the

number of labelled days of data, and allows us to balance the distribution of days in the week that have a

label. This is because the sample collection and testing in our study usually operates on a weekly basis,

creating a distribution as shown in Figure 4.3a. If these labels were used directly, the trained machine

learning model might show bias based on the recorded day. Therefore, extending the labels by 3 days on

either side of the recorded test result balances the labels equally over all days of the week, allowing for

more variation in the training data and providing a larger number of training and testing samples. The

resulting distribution is shown in Figure 4.3b, which presents a more balanced label frequency by day.
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Figure 4.3: Label distribution by day. (a) The days for which we have verified UTI labels. (b) The
distribution of these labels after they are extended by 3 days on either side.

To visualise the collected dataset, in Figure 4.4, we present the cohort-wide sleep and activity activations

used in the initial experiments, as well as differences in sleep and activity for an example participant

with both UTI positive and negative days. This figure demonstrates measurable differences between a

participant’s activity and sleep on days with and without a UTI, suggesting that it is possible to train a

machine learning model to estimate their risk of developing a UTI.
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Figure 4.4: The Dataset. (a): All PIR activations measured and the corresponding time of day. (b): The
average proportions of PIR activations in a time period for days containing a verified positive and negative
UTI label for a selected participant. The difference in Bathroom activity is of note, showing a significant
increase in use for those days corresponding to a positive UTI. (c): All sleep state measurements within
the dataset and the corresponding time of day. (d): The first of the graphs shows the percentage of a given
time window a single participant spent in bed and awake; the second and third show the difference in
heart rate and respiratory rate distributions for days labelled as positive and negative UTI for a single
participant. The elements of the boxplots correspond to: centre line, median; box limits, upper and lower
quartiles; whiskers, 1.5x interquartile range; points, outliers. Here, HR corresponds to Heart Rate and RR
corresponds to Respiratory Rate.

4.3 UTI Risk Prediction Methods

The UTI risk prediction model was developed in collaboration with clinicians to ensure prior knowledge

was encoded into its design, its evaluation was robust, and its outputs were interpretable for healthcare

professionals.

4.3.1 Data Pre-processing and Feature Engineering

In addition to using sensor firing frequencies, we perform feature engineering inspired by well-known

symptoms of UTIs such as incontinence, urgency and increased frequency of urination, and behavioural

changes3 to improve clinical interpretability of predictions and improve model performance and generalis-

ability.

The raw features used in our predictive algorithm were:

• Frequency of Bathroom, Bedroom, Hallway, Kitchen, Lounge rooms: the number of times that a

person enters a specific room over a day.

• Mean and Standard Deviation of Night-time Heart Rate and Respiratory Rate: mean and standard
3https://www.nhs.uk/conditions/urinary-tract-infections-utis/

https://www.nhs.uk/conditions/urinary-tract-infections-utis/
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deviation extracted from the HR and RR sensors within the bed mattress.

• Night-time Awake Occurrences: the number of times a person is awake on the bed mattress during

the night.

The engineered features are:

• Bathroom Day and Night-time Frequencies, Moving Average, and Percentage Change: the number

of times a person accesses the bathroom during the morning/afternoon and the night, as well as the

moving average and percentage change.

• Daily Entropy: The entropy rate of a Markov chain, calculated on a transition matrix of all con-

secutive PIR sensor activations in a single day. This is a measure of the randomness of a person’s

activity patterns.

• Mean and Standard Deviation of the movement time from locations in the house to the Bathroom:

mean and standard deviation of the time required to move to the bathroom from the previous location.

We use this as a measure of the person’s urgency to urinate.

• Number of Previous UTIs to Date: the number of times a person has suffered from a UTI before

the investigated date.

Since data collection occurred outside controlled environments using in-home devices, missing measure-

ments inevitably occurred. To limit the effects of incomplete data [204], we imputed missing values based

on strategies depending on which features were being imputed.

Each raw PIR sensor data point contains a household identifier, a date and time, and the sensor that was

triggered. To pre-process this data, we calculate the frequency of each sensor’s activations during a day,

for each participant. Since some sensor data is not complete, due to device or network issues, we perform

data imputation. To do this, we assume that each of the PLWD does not have a given sensor installed until

it has been active at least once before, at which point future values are imputed with 0 (instead of N/A).

From these values, all of the activity-based features are then calculated.

Each night-time physiology sensor data point is collected with a PLWD identifier, a date and time, the

sleep state (deep, REM, light, awake), and the heart and respiratory rate measurement. To pre-process this

data, we calculate the frequency of each sleep state during a day, and the mean and standard deviations of

the heart and respiratory rates.
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4.3.2 Evaluating the UTI Risk Prediction Model

As part of the model development for the UTI risk prediction model, we perform two sets of evaluations.

• Initial testing: The first evaluation is conducted on data collected between 2021/06/28 and

2022/12/01 and is what is used for the method development. This evaluation is presented in

Capstick et al. (2024) [1].

• Silent-mode testing: As part of the UKCA Marking testing and to verify our method, we use data

collected between 2021/06/28 and 2024/01/01 and use a significantly extended testing set.

In the following sections, we will describe these two method evaluations in more detail.

Initial Analysis

To ensure generalisability, within the initial analysis we employed two evaluation strategies.

Firstly, the dataset was split into training and testing subsets in an 80:20 ratio. The data collected from

2021/06/28 to 2022/10/05 represented 80% (n = 1394 days in total, from p = 54 participants after

extending the labels) of the dataset, whilst the data between 2022/10/05 and 2022/12/01 represented 20%

(n = 358, p = 39 after extending the labels). In this analysis, no days from the same UTI event (within 3

days before and after a labelled event) appeared in both the training and testing sets. Figure 4.5 shows the

number of participants and days of data that were used within each stage of the analysis.
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Figure 4.5: Patient disposition for the imputing, training, and evaluating stages of our analysis.
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This straightforward data split formed the first analysis, evaluating the model in making predictions on

future data from the same cohort on which it was trained. We will refer to this experimental setting as

“Date Split”.

In the second analysis, we additionally used a leave-one-out cross-validation strategy [205]. Here, data

was first split in the same way as in the first evaluation method. Then, training and testing of our machine

learning models was repeated many times by including only a single PLWD in the test set at a time, whilst

removing their past data from the training set. In this way, we test the model on data from participants

outside of the cohort on which it is trained, and so we are evaluating its predictions on new participants.

This means that no days from the same UTI event (within 3 days before and after a labelled event) appeared

in both the training and testing sets. We will refer to this experimental setting as “Date-ID Split”.

During model development and whilst optimising model parameters, validation sets were produced by

splitting the training data on the date 2022/09/11. All experiments were performed multiple times, with

each run using a bootstrap sample [205] of the training set to ensure reproducibility. These strategies are

illustrated in Figure 4.6, where the main differences occur during the final testing. Here, “Date-ID Split”

uses a Leave-One-Out strategy on the IDs to measure performance and metrics are calculated over the

combined predictions for all of the PLWD.
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Figure 4.6: The evaluation procedures visualised. (a) “Date Split”. (b) “Date ID Split” with the
Leave-One-Out evaluation acting over the PLWD.

Silent Mode Testing

To evaluate our model over a longer period, we additionally perform silent-mode testing. This was done

after the original study, conducted using the data in the initial analysis, was published. For this evaluation,

the data was split into a training and testing set based on data collected between 2021/06/28 to 2023/01/01

(training set: n = 1861 days in total, from p = 69 participants), and data collected between 2023/01/01
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and 2024/01/01 (testing set: n = 1197 days in total, from p = 55 participants).

For this evaluation, model hyperparameters are tuned using a cross-validation approach on the training

set, before being trained on the full training set. The model is then used to perform inference on the test

set to measure performance metrics.

This is similar to the “Date-Split” approach used in the initial analysis, except that the hyperparameters were

tuned using a shuffled cross-validation approach rather than using a fixed validation set. All experiments

were performed multiple times, with each run using a bootstrap sample [205] of the training set to ensure

reproducibility.

Evaluation Metrics

UTI is a common infection in older adults and, in particular, PLWD, and can result in serious complications

and hospitalisation. In this study, we propose to use machine learning models to predict the risk of UTIs.

However, evaluating the performance of these models is essential to ensure their reliability and usefulness

in clinical practice.

In this study, we use three evaluation metrics: specificity, sensitivity, and the Area Under the Precision-

Recall Curve (AUC PR). Each metric provides important information about the model’s performance,

and their combined use helps provide a complete picture of the model’s predictive ability.

Sensitivity (and equivalently, recall) is the proportion of true positive predictions among all actual positive

cases. It measures the model’s ability to correctly identify individuals who are at risk of developing a

UTI. Specificity, on the other hand, measures the model’s ability to correctly identify individuals who are

not at risk of a UTI. A high sensitivity indicates that the model is effective at identifying those who are at

risk of a UTI. In contrast, a high specificity indicates that the model is effective at identifying those who

are not at risk.

Sensitivity = TP
TP + FN

, Specificity = TN
FP + TN

Recall = TP
TP + FN

, Precision = TP
TP + FP
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Where TP, TN, FP, and FN refer to True Positives, True Negatives, False Positives, and False Negatives,

respectively.

The AUC PR is another commonly used metric that provides an overall measure of the performance of

a model. It is defined as the area under the curve created by plotting the precision of a model against

its recall as the thresholds on the positive prediction are varied. It is preferred over the Area Under the

Receiver Operating Characteristic Curve (AUC ROC) (which plots the true positive rate against the false

positive rate at various thresholds) when (1) the labels in the dataset are imbalanced [206] and (2) we aim

to make reliable positive predictions, such as when predicting the risk of adverse health conditions. This

is due to the formulation of both curves, where the difference stems from the use of precision in the AUC

PR and the false positive rate in the AUC ROC. When the number of true positives in a dataset is low and

we overestimate the positive class, the false positive rate can remain low, obscuring the model’s issues.

However, the precision will be reduced, making it clear that the model is overestimating the number of

positives.

In summary, evaluating the performance of machine learning models for detecting the risk of UTI events

using in-home monitoring data requires the use of multiple evaluation metrics. The sensitivity, specificity,

and AUC PR provide important information about the model’s ability to identify those at risk of a UTI and

the overall performance. Understanding these metrics can help healthcare providers assess the reliability

and usefulness of these models in clinical practice.

4.3.3 UTI Risk Prediction Model Development

As part of our model development, we evaluated a broad combination of predictive models, imputation

strategies, feature scaling methods, and input window sizes to predict the risk of UTIs.

The predictive models’ hyperparameters were tuned using Bayesian optimisation on train-validation splits,

and the model producing the highest AUC PR (on validation data) was selected for the final analysis.

AUC PR provides a performance measure calculated directly from the model output probability values

and independent of any threshold used to define the positive and negative classes. This makes it ideal for

assessing the performance of a classifier whose thresholds will be chosen later. For each of the model

combinations, the number of days of data used as input to the model (input window) was tested, ranging

from 1 day to 7 days.
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Due to the number of hyperparameters and models we were optimising, Bayesian optimisation was used

instead of a grid search to reduce the computational cost. As part of this, we used a Gaussian process

to decide on the new parameters to examine at every iteration. Further, integer-valued features were

transformed to continuous values before they were used in the optimisation process. For simplicity, we

did not optimise over categorical hyperparameters.

All model selection was performed on the initial dataset, and then the best-performing pipeline was

evaluated on the silent-mode data.

Data Imputation Strategy Candidates

After imputing values based on intuition (for example, missing activity implies zero activity), the dataset

still contained some missing values that needed to be imputed before applying machine learning models.

Tree-based predictive models often do not require the imputation of missing values as they can learn from

them directly. However, we also test many other models that require missing data to be imputed, so we

use a consistent missing data imputation approach across models. The following are the techniques that

we tested:

• Global Imputation required using all of the data from the training sets (unlabelled and labelled

data) to impute the missing values in the training, validation, and test data sets. When doing this,

we imputed values using the mean of a given feature’s values. Although we do not test the type of

missing data, this method assumes that missingness is completely at random (MCAR described in

Section 2.4.2).

• Age Matched Imputation was based on ensuring that data was imputed with age-matched back-

ground data. When imputing missing values from the training, validation, or testing data sets,

unlabelled and labelled training data were filtered to ensure that a given point was being imputed

based on the data from the most n similar ages present in the data. We set n = 15 in our experiments.

This decision was based on the size and age distribution of the cohort to provide a sufficient and

balanced number of similar matches. After the background data was chosen, we used three different

approaches to perform the imputation:

– Using the mean of features.

– Based on a k-Nearest Neighbour strategy [207].
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– Based on an iterative approach using a Random Forest Regression model [208].

These methods assume that data is missing at random (MAR described in Section 2.4.2) since the

missingness is at least dependent on the age of the participant. Furthermore, using a k-nearest

neighbour or random forest regression model for imputation also assumes that missing values

depend on the other observed values. We do not test for the type of missing data in this work.

Ultimately, we found that applying age-matched imputation performed worse than global imputation and

required higher computational costs, limiting its use in practice.

Model Input Scaling Candidates

After data imputation, before modelling, the data must be z-normalised to ensure that features are weighted

equally when training. To do this, we tested two methods of data scaling:

• Global Scaling involved using the mean and standard deviation of each feature from training data

across the cohort to z-normalise the training, validation, and testing data sets so that the training

data had a mean of zero and standard deviation of one in each feature. The same scaling parameters

were then used to transform the validation and testing sets to ensure no data leakage.

• PLWD Scaling involved calculating the mean and standard deviation on the training data for each

feature and each of the PLWD separately and using these to z-normalise the training, validation,

and testing data for the same PLWD. This was done in an effort to reduce the model’s ability to

learn to predict those PLWD who often had UTIs, rather than learning the representation of positive

and negative days of UTI. When PLWD were present in the validation and testing sets but not in the

training data, global statistics were used to scale their data. However, this proved to be infeasible in

practice, as it meant that participants were not being consistently scaled in the same way, and some

participants generated smaller portions of the data than others, leading to unreliable statistics.

Machine Learning Model Candidates

After the data was pre-processed, various machine learning models from deep learning and conventional

machine learning methods were evaluated on their performance at predicting days labelled as positive or

negative UTIs. We examined the following:
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• Logistic Regression (LR): Using L2 regularisation with a penalty of λ ∈ [0.01, 1], determined by

hyperparameter optimisation. L2 regularisation is effective on datasets containing features with

multicollinearity, as it encourages feature weights to be small and of a similar size for features

that provide similar information. L1 regularisation, on the other hand, tends to select one of the

correlated features in a group, which can make models unstable under changes in the feature values.

• Extreme Gradient Boosting (XGBoost) [109]: With a learning rate between [0.01, 0.5], number of

estimators between [50, 500], max tree depth of [1, 10], sub-sample ratio between [0.01, 1], and L1

regularisation between [0, 0.001] determined by hyperparameter optimisation.

• Multilayer Perceptron (MLP): With layer sizes of (M, 50, 50, 2) (with M the number of features),

ReLU activation function, batch size of 200, max number of epochs of 500, Adam optimiser [107]

with β1 = 0.9 and β2 = 0.999, an L2 regularisation between [0, 0.001], and a learning rate between

[0.001, 0.01] determined by hyperparameter optimisation.

• Self-Attention (S-Attn) model [129]: A transformer-encoder style model with 5 self-attention heads,

fully connected layer sizes of 100, max number of epochs of 100, Adam optimiser [107] with

β1 = 0.9 and β2 = 0.999, an L2 regularisation between [0, 0.001], and a learning rate between

[0.001, 0.01] determined by hyperparameter optimisation.

• Random Forest (RF) [108]: With Gini entropy, number of estimators between [50, 500] and a max

depth between [1, 100] determined by hyperparameter optimisation.

• Gaussian Naive Bayes (NB): With variance smoothing of 1×10−9, preventing any feature’s variance

from becoming zero.

These models were chosen for their wide range of approaches to data modelling, including linear models,

tree-based models, ensembles, probabilistic models, and deep learning. These candidates allow us to test

models with varied assumptions on the data, described in Section 2.3.3.

4.3.4 Stratification of UTI Risk Scores for Improved Clinical Reporting

Previous work on predicting the occurrence of UTIs in populations has presented results as risk scores

or predictions of positive or negative UTIs. However, since we plan for our model to be used as a tool

for clinicians to better understand patients within their care and as an alerting system, we believe a more
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advisory approach is required. Therefore, when reporting our predictions to clinicians, we stratify results

into three levels of alert: Green, Amber, and Red; representing a minimal, medium, and high risk of UTI,

respectively. We expect a Green alert to require no action, an Amber alert to possibly require further

consideration from the clinician and analysis of in-home behaviour and medical history, and a Red alert

to recommend that further analysis of symptoms or testing is performed. By using stratification, we can

also control the average number of actionable alerts each week to align with a clinician’s resources.

Once our chosen machine learning pipeline has been trained and the best-performing model is selected,

risk scores are calculated on the validation data so that they can be used to determine the thresholds for the

final model. We use the verified UTI labels on the validation set, along with the predicted risk scores, to

calculate the sensitivity and specificity of stratified groups under different threshold values. These metrics

need to be considered in combination with the number of Red alerts raised to ensure that the algorithm

is aligned with the resources of the deployed environment. For example, thresholds that produce high

sensitivity might not be viable within a given environment due to a high number of alerts (and possibly

comparatively higher false positive rates).

When investigating the best thresholds, our goal was to maximise the sensitivity and specificity whilst

ensuring that the number of generated alerts was realistic, considering the prevalence of UTIs and the

available resources. To achieve this, we varied the stratification thresholds at a resolution of 10% and

computed Youden’s J statistic of the predictions on the Green and Red groups, assuming Green and Red

refer to negative and positive UTI predictions, respectively. Since we are calculating the performance

of different thresholds used to stratify the risk score, we require a single value that corresponds to the

diagnostic performance of each stratification. Youden’s J statistic provides this single value, based on

both the positive and negative classes, and is commonly used in healthcare applications. We optimised

these thresholds with the following criteria:

• Maximise Youden’s J statistic [209], equivalent to jointly maximising sensitivity and specificity:

J = Sensitivity + Specificity − 1

• Ensure that the rate of Red alerts, Rr on the validation dataset is restricted in alignment with the

availability of the care team to collect test samples and the prevalence of UTI in older adults [210]:

10% ≤ Rr ≤ 15%
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Within the initial analysis, the optimal thresholds used were calculated using the algorithm’s predictions

on the data collected between 2022/09/11 and 2022/10/05 (validation data) and with feedback from a

clinical team.

For the silent-mode testing, we focused only on the Red threshold, which is the group for which the

care monitoring team collects a urine sample for testing. For this analysis, we present only the binary

classification performance, although the Amber group (using the same thresholds from the initial analysis)

is used by clinicians to be alert to a participant’s changes in behaviour or physiology.

4.3.5 Analysis Platform

All analysis was performed on a secure computing environment at Imperial College London, and the code

was implemented in python (v3.11.5), primarily using the following packages:

• numpy (v1.26.2) [211]: For manipulation of arrays and computing mathematical equations.

• pandas (v2.1.3) [212]: For manipulating the datasets and results.

• scikit-learn (v1.3.2) [213]: To pre-process the data and build predictive models.

• torch (v2.1.0) [214]: For building and manipulating neural networks.

• shap (v0.43.0) [215]: To calculate SHAP values.

4.4 UTI Risk Prediction Results

4.4.1 Initial Analysis

Within this section, we will present and discuss the results of the initial analysis, which includes the

model development, assessment of calibration, stratification of results, and the exploration of model

explainability and fairness.

Model Performance

We evaluated Logistic Regression (LR), Extreme Gradient Boosting Decision Trees (XGBoost) [109],

Multilayer Perceptron (MLP), Self-Attention [129], Random Forest (RF) [108], and Naive Bayes (NB)
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(Section 4.3.3) in their effectiveness to predict UTI events. We found that the best-performing classification

model was LR with L2 regularisation, acting over 3 consecutive days of data.

Table 4.1 shows the AUC PR of all of the predictive models tested (with mean imputation and global

scaling), whilst Table 4.2 presents the chosen model’s sensitivity, specificity, and AUC PR on the different

data splits before risk stratification. The best model was selected using the AUC PR on the validation

set of the “Date-ID Split”, which represents its performance in predicting UTIs on new participants. We

used these criteria to ensure that our model was not biased towards those participants with recurrent UTIs

which appear in the training and testing sets.

Reliability and Calibration

To motivate the use of risk stratification, we will study the calibration and reliability of our model on the

validation and test sets.

Figure 4.7 shows the reliability plot for the model, which presents an agreement between the model risk

scores and the observed accuracy [216–218] on the test set, calculated over both the positive and negative

UTI predictions. This suggests that the risk scores can be considered reliable over both positive UTI and

negative UTI predictions together. This is because we see small gaps between the average accuracy and

average confidence in the lower plot, and small gaps between the true accuracy and the implied accuracy

in the upper plot.
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Figure 4.7: The model reliability. The top row shows the model confidence (on positive and negative
UTI cases) against accuracy on the test set of “Date Split” and “Date-ID Split”. The gap shows the
difference between the average accuracy and confidence of a bin, which would ideally be 0. The bottom
row shows the histogram of confidences reported by the model on the test set of “Date Split” and “Date-ID
Split”.
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Table 4.1: UTI prediction results. Mean (95% CI) % of the AUC Precision-Recall of the different
models tested with the chosen imputation and scaling methods with 10 bootstrap repeats. The bold row
shows the method achieving the best result on the “Date-ID Split" and the chosen model for our final
pipeline. Here, LR: Logistic Regression; MLP: Multilayer Perceptron; NB: Naive Bayes; RF: Random
Forest; S-Attn: Self-Attention Transformer Encoder; XGBoost: Extreme Gradient Boosting.

Date Split Date-ID Split

Model No. of Days Validation Test Validation Test

LR 1 65.8 (64.0 - 67.7) 56.8 (55.7 - 57.9) 75.6 (73.6 - 77.5) 65.3 (63.6 - 67.0)
LR 2 67.6 (66.4 - 68.7) 55.2 (54.4 - 56.0) 76.0 (72.4 - 79.7) 61.9 (60.8 - 63.0)
LR 3 67.7 (66.4 - 69.0) 54.4 (53.4 - 55.4) 78.3 (76.8 - 79.7) 63.5 (61.8 - 65.2)
LR 4 64.2 (61.7 - 66.8) 55.9 (55.0 - 56.8) 76.0 (72.8 - 79.1) 63.5 (62.5 - 64.6)
LR 5 66.0 (63.8 - 68.3) 56.8 (55.8 - 57.9) 73.9 (67.2 - 80.6) 61.9 (61.1 - 62.6)
LR 6 73.1 (70.6 - 75.7) 57.0 (55.8 - 58.1) 72.6 (64.0 - 81.2) 63.5 (61.9 - 65.1)
LR 7 70.3 (67.8 - 72.7) 58.4 (57.4 - 59.5) 69.8 (62.6 - 77.0) 65.4 (64.5 - 66.3)

MLP 1 65.9 (63.8 - 68.1) 48.5 (45.5 - 51.5) 40.6 (30.1 - 51.0) 37.2 (28.2 - 46.2)
MLP 2 64.2 (62.7 - 65.7) 53.1 (49.8 - 56.3) 42.9 (29.6 - 56.2) 35.5 (28.0 - 43.0)
MLP 3 61.8 (58.4 - 65.2) 54.6 (52.2 - 56.9) 48.2 (33.3 - 63.1) 35.9 (26.0 - 45.7)
MLP 4 62.7 (60.5 - 64.8) 53.3 (50.2 - 56.3) 48.0 (36.3 - 59.7) 32.8 (24.3 - 41.3)
MLP 5 62.7 (60.5 - 65.0) 54.0 (50.3 - 57.7) 49.0 (40.3 - 57.6) 30.8 (23.7 - 37.9)
MLP 6 63.9 (59.5 - 68.4) 59.2 (54.9 - 63.5) 46.2 (34.2 - 58.2) 29.8 (20.0 - 39.5)
MLP 7 63.1 (57.7 - 68.5) 53.5 (49.6 - 57.5) 48.5 (37.0 - 60.1) 31.3 (18.7 - 43.9)
NB 1 63.9 (63.2 - 64.6) 59.0 (57.3 - 60.6) 69.7 (69.0 - 70.5) 68.1 (66.4 - 69.7)
NB 2 61.6 (59.5 - 63.8) 58.5 (57.1 - 59.9) 63.6 (60.4 - 66.8) 66.2 (65.0 - 67.5)
NB 3 54.5 (53.9 - 55.0) 58.6 (57.0 - 60.2) 58.4 (56.1 - 60.8) 60.7 (57.3 - 64.0)
NB 4 54.4 (53.0 - 55.8) 57.4 (55.1 - 59.7) 60.5 (58.4 - 62.6) 59.8 (58.3 - 61.4)
NB 5 58.1 (56.5 - 59.8) 56.8 (56.1 - 57.5) 64.6 (61.8 - 67.3) 58.9 (58.2 - 59.7)
NB 6 63.1 (61.1 - 65.1) 56.4 (55.5 - 57.3) 68.8 (65.2 - 72.4) 59.8 (58.6 - 61.0)
NB 7 68.3 (66.4 - 70.1) 55.0 (54.0 - 56.1) 72.3 (67.5 - 77.1) 59.4 (58.4 - 60.5)
RF 1 61.4 (60.3 - 62.5) 68.3 (66.7 - 69.9) 25.7 (21.4 - 30.0) 27.6 (26.0 - 29.1)
RF 2 61.6 (60.2 - 63.0) 70.2 (68.4 - 72.1) 26.3 (19.0 - 33.5) 30.6 (28.2 - 33.0)
RF 3 60.2 (58.4 - 61.9) 70.2 (68.5 - 72.0) 30.3 (27.2 - 33.4) 32.2 (28.3 - 36.0)
RF 4 57.7 (56.4 - 59.0) 72.5 (70.7 - 74.2) 25.1 (22.2 - 28.1) 32.2 (28.2 - 36.1)
RF 5 55.4 (53.5 - 57.2) 70.9 (68.7 - 73.1) 23.5 (21.2 - 25.8) 27.1 (25.3 - 28.9)
RF 6 55.8 (53.0 - 58.6) 73.0 (70.9 - 75.0) 23.3 (20.3 - 26.2) 25.6 (22.8 - 28.3)
RF 7 55.0 (53.1 - 57.0) 74.4 (72.0 - 76.8) 26.3 (22.5 - 30.1) 23.6 (21.9 - 25.3)

S-Attn 1 59.0 (54.7 - 63.3) 53.6 (50.7 - 56.4) 52.2 (42.9 - 61.4) 45.1 (38.4 - 51.8)
S-Attn 2 51.6 (45.0 - 58.2) 56.0 (52.2 - 59.7) 47.4 (34.0 - 60.7) 37.9 (29.8 - 46.0)
S-Attn 3 56.6 (53.8 - 59.4) 53.8 (50.9 - 56.6) 48.5 (37.7 - 59.4) 34.8 (25.8 - 43.8)
S-Attn 4 55.5 (51.6 - 59.4) 57.2 (53.4 - 61.1) 49.3 (36.6 - 62.0) 39.2 (31.4 - 46.9)
S-Attn 5 50.7 (44.4 - 57.0) 54.8 (49.3 - 60.2) 37.4 (28.2 - 46.6) 37.3 (33.0 - 41.6)
S-Attn 6 48.9 (42.1 - 55.7) 51.9 (47.0 - 56.8) 35.9 (25.7 - 46.0) 35.4 (27.9 - 42.8)
S-Attn 7 48.0 (38.7 - 57.3) 48.8 (42.8 - 54.7) 53.6 (35.0 - 72.2) 27.7 (22.6 - 32.9)

XGBoost 1 61.2 (59.5 - 62.8) 63.7 (62.4 - 65.1) 23.8 (21.5 - 26.1) 28.7 (26.0 - 31.5)
XGBoost 2 57.7 (53.8 - 61.6) 65.4 (63.4 - 67.5) 23.5 (20.6 - 26.4) 31.5 (27.3 - 35.8)
XGBoost 3 57.2 (53.8 - 60.6) 58.5 (55.7 - 61.3) 24.3 (18.5 - 30.1) 36.5 (33.2 - 39.8)
XGBoost 4 57.5 (56.7 - 58.3) 70.6 (68.3 - 72.8) 21.1 (19.0 - 23.1) 29.3 (27.8 - 30.7)
XGBoost 5 52.7 (49.8 - 55.7) 52.8 (47.8 - 57.9) 21.0 (19.1 - 22.8) 32.8 (29.2 - 36.4)
XGBoost 6 52.7 (49.8 - 55.6) 71.4 (68.7 - 74.1) 22.0 (20.2 - 23.7) 26.1 (23.5 - 28.8)
XGBoost 7 53.3 (51.3 - 55.4) 68.4 (66.2 - 70.7) 19.7 (17.6 - 21.7) 26.5 (24.8 - 28.2)

However, when considering the predicted probabilities separately, Figure 4.8 shows that the best-performing

model was over-confident, a common characteristic of models trained within environments with significant

class imbalance. This is because training a model on imbalanced data requires a trade-off between sample

weighting in training and the true prevalence of the target. This is a key motivation for applying risk

stratification, to ensure that the number of total actionable alerts and false positives can be controlled in

alignment with the resources and requirements of the care team.
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Table 4.2: UTI prediction results, before and after risk stratification. Mean (95% CI) % of sensitivity,
specificity, and area under the precision-recall curve of the UTI prediction model on the different data
splits with 10 bootstrap repeats. These results are reported before and after risk stratification is performed.

Before Risk Stratification
Sensitivity Specificity AUC Precision-Recall

Date Validation 67.3 (65.9 - 68.6) 69.1 (66.9 - 71.4) 67.7 (66.4 - 69.0)
Test 54.5 (52.7 - 56.4) 73.0 (71.2 - 74.8) 54.4 (53.4 - 55.4)

Date-ID Validation 87.7 (85.2 - 90.2) 66.0 (64.4 - 67.7) 78.3 (76.8 - 79.7)
Test 65.2 (64.3 - 66.2) 70.9 (68.6 - 73.1) 63.5 (61.8 - 65.2)

After Risk Stratification
Sensitivity Specificity Precision

Date Validation 86.6 (80.9 - 92.3) 94.5 (91.7 - 97.3) 87.3 (82.2 - 92.4)
Test 69.0 (64.4 - 73.5) 94.1 (92.0 - 96.2) 81.9 (75.5 - 88.2)

Date-ID Validation 98.3 (95.5 - 101.1) 90.0 (85.5 - 94.5) 81.7 (74.4 - 89.1)
Test 74.7 (67.9 - 81.5) 87.9 (85.0 - 90.9) 77.0 (71.9 - 82.1)
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Figure 4.8: The model calibration. The mean UTI predicted risk against the proportion of positive UTI
cases for the best model. This is plotted for the validation and test set from the “Date Split” and “Date-ID
Split” data. The error bars represent the standard deviation of the values from the 10 bootstrap repeats.

Performance with Subsets of Sensors

We can also calculate the performance of the proposed algorithm on data collected using only a subset of

the sensors. Here, we have used the same model and pre-processing but have separately trained and tested

the model on data collected from the PIR and sleep sensors. Table 4.3 shows these results, in which we

observe that using PIR sensors in addition to sleep sensors significantly improves the overall performance

of the predictive model.

In particular, the results suggest that the PIR sensors aid in providing an improved sensitivity, whilst

the sleep data helps to improve the specificity. This makes intuitive sense, since the sleep mat collects

personalised data, which might help to convert some of the false positives generated by the PIR sensors,

which collect household behaviour information, into true negatives based on the physiology of the PLWD.

These results also allow us to consider how the model might perform if sensors are omitted for cost-saving

or specific deployment requirements. Without both sets of sensors, it might be necessary to have more



4.4. UTI Risk Prediction Results 77

involvement from the caregiver or clinician to ensure urine testing is targeted.

Table 4.3: UTI prediction results for subsets of devices. Mean (95% CI) % of sensitivity, specificity,
and area under the precision-recall curve of the UTI prediction model on the different feature subsets with
10 bootstrap repeats.

Feature Subset Sensitivity Specificity AUC Precision-Recall

Date
Activity 62.6 (60.8 - 64.4) 64.8 (63.3 - 66.2) 41.4 (40.1 - 42.6)
Sleep 12.4 (10.7 - 14.2) 66.4 (65.3 - 67.5) 21.8 (21.2 - 22.3)
All 54.5 (52.7 - 56.4) 73.0 (71.2 - 74.8) 54.4 (53.4 - 55.4)

Date-ID
Activity 32.0 (29.0 - 34.9) 62.4 (60.8 - 64.0) 36.4 (35.0 - 37.8)
Sleep 12.5 (11.6 - 13.3) 72.9 (71.7 - 74.1) 26.3 (25.8 - 26.9)
All 65.3 (64.3 - 66.2) 70.9 (68.6 - 73.1) 63.5 (61.8 - 65.2)

Feature Importance

The most important features that influence the predictions were identified using Shapley Additive Ex-

planations (SHAP) [219], a method for producing explainable predictions and calculating contributions

from individual features to risk scores. However, by using this method, we assume that data features are

independent, feature contributions are additive, and that removing a feature from the dataset is equivalent

to marginalising on it. In reality, features are frequently correlated and are not independent, which might

lead to biased feature contributions. Many features in the UTI dataset are likely correlated, such as

heart rate and respiratory rate, and locations of activity around the homes. This means that some feature

importance contributions found in the below analysis could be misleading. Therefore, we will aim to

explain these results in Section 4.5 based on previous literature and intuition.

The results of this on the test set can be seen in Figure 4.9a and reveal that the number of previous

confirmed UTI events, the standard deviation of the nocturnal respiratory rate, the nocturnal average heart

rate, and the number of nocturnal awake states were positively correlated with a higher risk score. The

importance of the number of previous UTIs in predicting future UTIs, in combination with current activity

data, is akin to the model seeing a participant’s medical history alongside their current symptoms when

making a prediction.

We can also break down single predictions to understand contributions to a risk score, as shown in Figure

4.9b. Presenting predictions in this way enables clinicians to better understand the model’s predictions

and validate the provided risk scores.

For example, for the prediction given in Figure 4.9b, a large standard deviation of the night-time respiratory

rate was the largest contributor to the positive prediction, whilst a negative relative change in the moving

average of night-time bathroom use was characteristic of a negative prediction.
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Figure 4.9: SHAP values. (a): The feature importance for the top 10 most important features, as
calculated by SHAP on the test set, and their corresponding feature values. The colour represents the
normalised feature value, whilst the position in the x-axis represents the contribution that value made
to the prediction. “MA" refers to the moving average, whilst “Delta" refers to the percentage change
in the value from the previous day. These values are calculated on the test set of the “Date-ID Split”.
(b): The breakdown of a single prediction shows how each feature contributed to a correct prediction
of a positive UTI. Here, the values on the arrows correspond to the normalised feature value in units of
standard deviations away from the mean.

Figure 4.10 shows two other UTI predictions broken down by SHAP score contributions from each feature.

In these figures, we present a correct negative prediction and a case where the model produced a correct

positive prediction with low confidence.
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Figure 4.10: SHAP values for individual predictions. In both figures, “MA" refers to the moving
average, whilst “Delta" refers to the percentage change in the value from the previous day. Additionally,
all figures show the breakdown of single predictions and how each feature contributed to that prediction
based on SHAP values. Here, the values on the arrows correspond to the normalised feature value in units
of standard deviations away from the mean. These were calculated on the “Date-ID Split” test set.

Figure 4.11 also shows the contribution of the features to a correct prediction of positive UTI layered over

a floor plan of a house for a more intuitive visualisation.

Risk Stratification

Using the method discussed in Section 4.3.4, we stratify the predicted risk scores to improve the flexibility

of the model to varying clinical settings. Figure 4.12 shows the sensitivity and specificity that can be
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Figure 4.11: SHAP values projected on the house layout for a single correct positive prediction.
The intensity of the colours shows the relevance of the sensory values to the UTI risk scores (orange
representing positive correlations and blue representing negative correlations).

achieved on the validation set by stratifying the results. By varying the stratification thresholds, sensitivity

and specificity can be balanced with the number of people given Green and Red alerts. Here, we select

thresholds [0%, 30%], (30%, 80%], and (80%, 100%] (following interval notation) for groups Green,

Amber, and Red, respectively. Table 4.2 shows the results after grouping the risk predictions on the Red

and Green groups, compared to those before risk stratification.
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Figure 4.12: Sensitivity and specificity with different thresholds. The variations in sensitivity and
specificity that can be achieved on the validation set by changing the thresholds for defining the Green
and Red groups. The line colours represent different threshold values. Sensitivity and specificity are
calculated on the data in the validation set corresponding to Red and Green alerts. Here, to calculate the
metrics on the Green group, the Red threshold was set at > 50%, and when calculating the metrics on the
Red group, the Green threshold was set at ≤ 50%. This figure shows the average results from the “Date
Split” and “Date-ID Split”.

The performance variation by threshold can also be analysed by jointly varying the Green and Red limits,

as in Figure 4.13, which shows how the sensitivity and specificity on the validation set varies. By studying

this figure, thresholds can be chosen to balance the metrics against the number of alerts raised in a cohort.

We can see that the specificity is more sensitive to the thresholds than the sensitivity since the model

predicts proportionally more false positives than false negatives.
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Figure 4.13: Metrics for different thresholds. The sensitivity and specificity of the model on the “Date
Split” and “Date-ID Split” validation sets as the green and red thresholds are varied. Here, the results are
coloured by the result rounded to the nearest 5% for ease of visualisation.

To understand the requirements of our model in a clinical setting, we also calculate the risk groups of

each day of data in our test set, between 2022/10/05 and 2022/12/01, for each of the PLWD in our dataset.

We find that on average, each of the PLWD will receive 0.25 Green alerts, 0.69 Amber alerts and 0.06

Red alerts each day.

Examples of Risk Score Over Time

Figure 4.14 shows how the predicted risk score varies over time on the test set of the “Date-ID Split” data.

We have overlaid the stratification groups and UTI diagnoses for further context. This figure shows that

the pattern of the risk score over time is highly dependent on the PLWD, with some participants showing

strong increases, decreases, or stable values. PLWD 45 is an interesting case, in which the risk score was

consistently and correctly high for the testing period, even though the model had never trained on this

participant’s data.

Early Detection

By calculating the performance metrics for predictions made on days prior to the date of the recorded

clinical urine tests, we can study the utility of the model in the early detection of UTIs. Figure 4.15

presents the specificity, sensitivity and the AUC PR for days prior to the recorded UTI events. This shows

that 2 days prior to a sample test, our model achieved a sensitivity of 65.6% (95% CI = 63.0 - 68.1),

specificity of 67.9 (95% CI = 63.9 - 71.9), and AUC PR of 64.9 (95% CI = 62.8 - 66.9), and 4 days prior,

a sensitivity of 64.4 (95% CI = 64.4 - 64.4), specificity of 71.5 (95% CI = 67.7 - 75.2), and AUC PR of

67.1 (95% CI = 65.9 - 68.3).

These results suggest that our method can effectively alert clinicians to suspected UTIs days earlier than
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Figure 4.14: UTI risk scores on “Date-ID Split” test set. The risk scores as calculated by the best
model on the test set of the “Date-ID Split”, with the thresholds corresponding to the horizontal coloured
bands and the vertical coloured bands representing positive and negative UTI diagnoses (in Red and Green
respectively). The error bands represent the 95% confidence interval (1000 bootstrap samples) of the
mean of the values from the 10 bootstrap repeats.

the collection date within our study. However, further research is needed to determine whether this is of

clinical utility, since samples were not collected in our cohort at the point of presence of symptoms, but

instead routinely.

Evaluation of Potential Bias

To better understand the model, we present its performance on the male and female participants within our

dataset separately. To do this, we split the predictions made by the proposed model (with thresholds of

> 50% = Positive and < 50% = Negative) on the test set into those made on PLWD from the male and

female demographics and then calculate the mean and standard deviation of the accuracy on each of the

participants. This is shown in Table 4.4 alongside the number of participants in each group and their UTI

label ratios. Unfortunately, the small size of the dataset restricts the study of bias for all demographics.

This analysis highlights a discrepancy in the accuracy according to the sex of the participants. This is

due to the difference in the rates of labelled positive and negative examples for each sex. We see that
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Figure 4.15: Performance at days prior to UTI label. The performance of the model when tasked with
analysing the risk of a UTI from the test set, at different numbers of days prior to the verified recorded
date. Note that the features contain the number of previous UTIs, which are updated with a delay of 3
weeks to ensure no data leakage. The error bands represent the 95% confidence interval (1000 bootstrap
samples) of the mean of the values from the 10 bootstrap repeats.

Table 4.4: UTI prediction results, split my sex. Mean (95% CI) % of the accuracy on the male and
female participants on the test set of the different data splits with 10 bootstrap repeats. We also show the
ratio of positive and negative labels in each demographic and the likelihood of a positive model prediction.

Evaluation Sex Accuracy No. of Participants Positive : Negative p(Ŷ = 1|Sex)

Date Female 52.6 (31.8 - 73.4) 16 1 : 1.7 35.5 (32.4 - 38.5)
Male 86.5 (76.2 - 96.9) 25 1 : 5.5 32.3 (30.9 - 33.8)

Date-ID Female 54.6 (26.8 - 82.4) 11 1 : 2.1 37.4 (33.6 - 41.1)
Male 85.3 (72.9 - 97.7) 20 1 : 4.1 38.0 (36.4 - 39.7)

female participants are more likely to contract a UTI than male participants in our data, in agreement with

clinical observations [220].

A disparity in metrics on different demographics is inevitable when their proportion of labels differs4,

which should be considered when deploying this predictive tool. If there is sufficient data, a separate

model could be trained to make predictions on each sex separately. However, for this proof-of-concept

study, training a separate model for male and female participants is infeasible and would likely lead to

overfitting. If a single model is desired, risk score thresholds could be adjusted individually, with a given

fairness metric in mind [221].

Table 4.4 shows the likelihood of a positive UTI prediction (Ŷ = 1) by sex using our model, p(Ŷ = 1|Sex).

This is referred to as demographic (or statistical) parity. We see that the model has a high demographic

parity, as the likelihood of a positive prediction across demographics is close to being equal. Varying the

prediction threshold would cause either increased false negatives for the female participants (when reducing

the threshold) or increased false positives for the male participants (when increasing the threshold).

Given a context with a clear fairness objective, these thresholds can be optimised to suit the setting.

4https://pair.withgoogle.com/explorables/measuring-fairness/

https://pair.withgoogle.com/explorables/measuring-fairness/
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Recurrent UTIs

Since some of the PLWD within our dataset have multiple UTI episodes, it is important to understand

their effect on the performance under the “Date Split” evaluation. Recurrent UTIs will have minimal

effects on the evaluation of “Date-ID Split” because, in this case, participants do not contribute data to

both the training and testing splits. However, the number of previous UTIs is provided as a feature for the

models, so this must still be considered. In this section, we will examine the performance of the model

when making predictions on participants who had a UTI at varying numbers of days before the test set

and how the number of previous UTIs affects the results.

Figure 4.16 shows the distribution of positive UTI labels in days leading up to the date of the test set.

This demonstrates that the majority of positive UTI labels in our dataset were collected in the 6 months

preceding the test set. Similarly, if we view the number of days between the most recent positive UTI

label per participant (with at least one positive diagnosis) and the start of the test set, we see a greater

skew towards recent positive UTI diagnosis. This aligns with Figure 4.1b, which shows an increase in the

rate of collected labels towards the end date of the studied data. This demonstrates that when participants

in the test set have had at least one previously labelled UTI, it has likely appeared recently.
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Figure 4.16: Characteristics of UTIs in the test set. (a) Histogram showing the positively labelled
UTIs and the number of days they were measured before the start of the test set. (b) The same data as (a),
presented as a minimum number of days for each participant.

To investigate the effect of this, in Figure 4.17a, we match each prediction in the test set of the “Date Split”

evaluation with the number of days since their most recent UTI diagnosis. We then calculate the AUC PR

of the model predictions on participants with varied durations of time to the most recent positive UTI.

Note, to understand the performance of the model when predicting UTIs from participants that it has

never seen an example for, we need to study the results of the “Date-ID Split” evaluation in Section 4.4.1.

This figure shows that there is a small change in the AUC PR depending on the time between the predicted

label and the last positive UTI for a given participant. This is except for those test predictions where the
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participant has had a very recent positive UTI, in which case the AUC PR is considerably higher.

Figure 4.17b shows the results of the model split by participants with different numbers of previous

positive UTIs on the “Date-ID Split” evaluation, demonstrating the performance based on this feature.

This figure suggests that performance varies without a clear trend. This is likely because, within our

dataset, the number of positive and negative labels in the test set varies significantly between groups,

making it hard to interpret the performance of the model on each.
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Figure 4.17: Performance by time since the most recent labelled UTI and number of UTIs. (a) The
AUC PR of the predictions on participants (on the test set of “Date Split”) that had their most recent UTI
positive label less than the given number of weeks before the test set. The error bands represent the 95%
confidence interval (1000 bootstrap samples) of the mean of the values from the 10 bootstrap repeats.
(b) The accuracy (on the test set of “Date-ID Split”) split by the number of previous UTIs. The labels
on the bars represent the number of positively and negatively labelled data points (in the test set) for the
corresponding group. The error bars represent the 95% confidence interval (1000 bootstrap samples) of
the mean of the values from the 10 bootstrap repeats.

4.4.2 Silent-Mode Testing the UTI Risk Prediction Model

To perform the silent-mode testing, we train the UTI model on all data collected before 2023/01/01 and

test it on all data between 2023/01/01 and 2024/01/01. This provides an extended test set to provide

improved estimates of the algorithm’s performance in production.

Performance on Labelled Data from 2023 to 2024

For direct comparison, we evaluated the proposed method using the “Date Split” and “Date-ID Split”

methodology, repeated 10 times by bootstrap sampling the training dataset. Given a training set, we use

cross-validation (training : validation = 4 : 1) in combination with Bayesian optimisation to choose our

hyperparameters. For these results, we use the binary classification of negative prediction: < 50% and

positive prediction: > 50%. The results of this are given in Table 4.5.

We found that our modelling pipeline continued to produce reliable UTI predictions, achieving a mean
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Table 4.5: UTI prediction silent-mode testing results. Mean (95% CI) % of the metrics on the test set
of the silent-mode testing data with 10 bootstrap repeats of the training set.

Sensitivity Specificity AUC Precision-Recall
Date 72.0 (67.6 - 76.3) 81.6 (80.3 - 82.8) 59.1 (57.8 - 60.4)

Date-ID 70.4 (66.8 - 74.1) 81.5 (80.3 - 82.6) 59.0 (57.9 - 60.0)

sensitivity of 72.0% (95% CI = 67.6 - 76.3), a mean specificity of 81.6% (95% CI = 80.3 - 82.8), and a

mean AUC PR of 59.1% (95% CI = 57.8 - 60.48) when using “Date Split”. We also found that on the test

set of the “Date-ID Split” evaluation, we achieve a mean sensitivity of 70.4% (95% CI = 66.8 - 74.1), a

mean specificity of 81.5% (95% CI = 80.3 - 82.6), and a mean AUC PR of 59.0% (95% CI = 57.9 - 60.0).

The similarity in these metric values across evaluation types shows that our results are reliable.

Learning Curve

With the increased test and training set size, we evaluate the number of verified labelled examples required

to achieve a given performance. This is useful for considering the deployment of the Minder system and

the UTI model in different settings. For this result, we use the binary classification of negative prediction:

< 50% and positive prediction: > 50%. We use cross-validation (training : validation = 4 : 1) to ensure

our results are reproducible, by repeatedly splitting data collected between 2021/06/28 and 2024/01/01.

To construct the training data, we take random samples from each training dataset of sizes equal to 10%,

20%, . . . , 100% and calculate the performance of the trained model on the validation set. This process was

repeated 10 times. Hyperparameters are optimised using a cross-validation (training : validation = 4 : 1)

Bayesian optimisation objective on the training dataset to maximise the AUC PR.

These results are presented in Figure 4.18, which demonstrates that the performance of the model saturated

quickly, with small changes in AUC PR after ∼ 100 verified UTI labels (∼ 700 labelled days).

Results by Threshold

Since it was decided that in this analysis urine samples should only be collected after a Red alert is raised,

we only focus on this threshold. Because of this, we treat the problem as a binary classification task, where

we use the same Amber threshold as calculated in the initial analysis to notify clinicians of a participant’s

changes in behaviour or physiology.

To calculate the metric values, we use the test labels collected between 2023 and 2024, and use the

predictions on unlabelled data to estimate the number of raised alerts each week. This allows us to
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Figure 4.18: Learning curve on labelled data. The cross-validation performance of the model on
labelled data collected between 2021/06/28 and 2024/01/01, as the size of the training set increases.
In each fold, we select the training and validation data in the ratio 4 : 1. We then randomly sample
an increasing number of labelled data points from the training set to use for model training. Here, the
horizontal axis represents the verified UTI days without extending their labels by three days on either side.
We repeat this 10 times and report the standard deviation of results as error bands.

maximise the model’s predictive performance whilst ensuring we are producing alerts within the resource

limits of the monitoring team. To convert daily predictions of UTI risk to weekly scores, we take the

maximum value over a 7-day period.

Figure 4.19 shows the number of raised alerts, precision, and sensitivity as the Red threshold increases.

The number of alerts raised (30 alerts) is too great under the binary classification threshold of 50%,

although this has the greatest sensitivity. Additionally, although the precision is higher for very strict

thresholds, the sensitivity is significantly reduced. A threshold somewhere in the middle could set a good

balance between the sensitivity and precision of predictions, whilst ensuring that the number of raised

alerts is manageable.
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Figure 4.19: Metrics under different thresholds. The number of weekly red alerts, and their respective
precision and sensitivity as the threshold for red alerts increases. The dashed vertical line represents the
proposed threshold of 0.75.

Figure 4.20 shows the distribution of the predicted risk score for days with positive and negative UTI

labels, which are used to calculate the metrics in Figure 4.19. Based on this and the average number of

weekly alerts, we decided, in collaboration with the monitoring team, to choose a threshold of 0.75 when

generating Red alerts. This is because it provides a local maximum in the precision, whilst ensuring that
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the number of generated alerts is within the resource limits of the clinical monitoring team; on average 5

urine sample collections each week.
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Figure 4.20: The distribution of the predicted risk score on the labelled days in the test set. The risk
score predicted on those verified UTI positive or negative days within the test set. The dashed vertical
line represents the proposed threshold of 0.75.
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Figure 4.21: The number of participants receiving a given number of alerts over 2023 - 2024. The
number of participants that have received each number of green or red alerts between 2023 and 2024.
This shows that the majority of participants receive very few red alerts, however a handful of participants
receive many.

The chosen threshold of 0.75, highlighted with a vertical dashed line in Figures 4.19 and 4.20, achieves

the following:

• A sensitivity of 20%: We correctly predicted 20% of the cases of UTI in the cohort between 2023

and 2024.

• A precision of 77.7%: When we predict a positive UTI, we are right 77.7% of the time.

• A specificity of 98.5%: We correctly predicted 98.5% of negative cases of UTI in the cohort

between 2023 and 2024.

This is all whilst generating an average of 4.86 weekly Red alerts.

For the selected threshold, Figure 4.21 shows the number of alerts that each participant could receive in

a year. We observe that the vast majority of participants do not receive any Red alerts, with 14 people

receiving a single Red alert over a period of twelve months. Four people received more than 30 weekly

alerts, with two receiving an alert every week. For one of the participants who received an alert every
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week, 16 weeks were labelled, of which 12 were labelled as UTI positive and 4 were labelled as UTI

negative, a precision of 75%. For the other participants who received more than 30 alerts, no other weeks

were labelled.

Threshold Performance on Unseen Participants

We also evaluated the model on participants that it had not seen during training. To do this, for each

participant who had labelled data between 2023 and 2024, we removed their data from the training set

(data before 2023), trained the model, and made predictions on their data between 2023 and 2024. We

then calculated the metrics over all predictions on participants who have labelled data between 2023 and

2024.

With the chosen threshold of 0.75, we achieve a sensitivity of 17.6% (i.e. we catch 17.6% of UTI cases

in the cohort between 2023 and 2024) and a precision of 75.9% (when we predict positive UTI, we are

right 75.9% of the time). This is similar to the results achieved when the model was trained on all data

between 2023 and 2024, showing good generalisation to new participants.

Compliance with Regulatory Requirements for the UTI Model

The silent-mode testing was conducted as part of our work to meet the Quality Management System (QMS)

ISO 9001:2015 requirements for the encompassing Minder system. This has allowed us to progress with

obtaining UK Conformity Assessed (UKCA) Class-I marking, which is currently in progress, allowing

the UTI prediction model to be a part of the Minder medical device. The UKCA marking, once complete,

will register the Minder system and the embedded UTI algorithm as a medical device.

In addition to the silent tests presented in this chapter, we, the care monitoring team and the software

development team, made considerable effort to build and design production-ready code and a set of

protocols that can be used to trigger UTI alerts in the Minder system and appropriate actions. This

included processes to be followed by the clinical monitoring team based on the type of alert generated by

the UTI model, including calling a participant or collecting a biological sample.
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4.5 Discussion

The 2020 report of the Lancet Commission on dementia prevention, treatment, and care emphasises the

significance of individualised interventions to address complex medical problems in dementia, which

result in unnecessary hospital admissions, accelerated functional decline, and decreased quality of life [8].

An area of priority development is infection prevention and timely detection and treatment [222]. By

conducting preliminary experiments into early identification of possible UTIs in remote healthcare settings,

and verifying results with a follow-up analysis, we hope to contribute to directly addressing this priority

by investigating more individualised, predictive, and preventative healthcare.

In this chapter, we present a machine learning pipeline for continuous screening of UTI risk through the

analysis of passively collected in-home activity and physiological data.

We considered several models and found in the initial analysis that LR acting over 3 days attained the best

performance. This model achieved a sensitivity of 65.2% (95% CI = 64.3 - 66.2) and 54.5% (95% CI

= 52.7 - 56.4), and a specificity of 70.9% (95% CI = 68.6 - 73.1) and 73.0% (95% CI = 71.2 - 74.8) on

“Date-ID Split” and “Date Split” respectively. The performance was higher on “Date-ID Split” than on

“Date Split”, which we hypothesise is due to some PLWD who have opposing labels in the training and

testing data. In this case, in “Date Split”, the model might overfit the training data of a PLWD. However,

in “Date-ID Split” all the data seen by the model during testing is from participants who do not appear in

training. In the initial analysis, the ratios of positive to negatives in the test sets of the “Date Split” and the

“Date-ID Split” are 0.31 and 0.32, respectively and 0.47 and 0.47 for the training set of the “Date Split”

and the “Date-ID Split” respectively. This difference in the proportions of the labels during validation and

testing is a likely contributor to the difference in test and validation performance that we see in Table 4.2.

In the silent-mode testing, our model achieved a mean sensitivity of 72.0% (95% CI = 67.6 - 76.3), a

mean specificity of 81.6% (95% CI = 80.3 - 82.8), and a mean AUC PR of 59.1% (95% CI = 57.8 - 60.48),

on the test set of “Date Split”. On the “Date-ID Split”, it achieves an almost identical result, with a mean

sensitivity of 70.4% (95% CI = 66.8 - 74.1), a mean specificity of 81.5% (95% CI = 80.3 - 82.6), and

a mean AUC PR of 59.0% (95% CI = 57.9 - 60.0). These results demonstrate the effectiveness of our

modelling pipeline and show consistent results across evaluation types, as well as between the silent-mode

testing and the initial analysis.

Using stratification, risk scores were transformed into more accessible groups, allowing for flexible
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management of the number and type of actionable alerts within a period of time. Following this, the

performance of the Green and Red groups were significantly improved in the initial analysis, achieving

a sensitivity of 74.7% (95% CI = 67.9 - 81.5) and 69.0% (95% CI = 64.4 - 73.5), and specificity of

87.9% (95% CI = 85.0 - 90.9) and 94.1% (95% CI = 92.0 - 96.2) on the “Date-ID Split” and “Date Split”

respectively.

We chose a high Red group threshold for our production-ready UTI model, decided based on the silent-

mode testing on the labels collected between 2023/01/01 and 2024/01/01, and removed the Amber group.

This resulted in a sensitivity of 20%, but a precision of 77.7% and specificity of 98.5%, whilst producing

4.86 actionable weekly alerts on average.

Using SHAP, we highlight the features that are most strongly predictive of the risk score. Our analysis

shows that an increase in the number of previously confirmed UTI events is associated with a positive

prediction of UTI, which agrees with the literature [223]. This also highlights that the frequency of the

lounge and hallway activations are negatively correlated with risk scores, whilst the bedroom frequency is

positively correlated. We postulate that this results from participants spending more time in bed due to

interrupted sleep, or due to the effects of co-morbidities. Additionally, increases in the standard deviation

of the night-time respiratory rate and the night-time average heart rate were correlated with a higher

risk of a UTI. This is significant, since the nocturnal respiratory rate has been associated with stress,

reflects physiological and pathophysiological determinants, and has been suggested as a biomarker for

impending hospitalisation [224–228]. Increased nocturnal awake occurrences were associated with a

higher risk of UTI, suggesting that PLWD with UTI had more disturbed nights of sleep; in agreement with

the literature [229]. This could also explain why an increase in the standard deviation of the night-time

respiratory rate and the night-time average heart rate were correlated with a higher risk of UTI. Considering

the clinical manifestations of UTIs in older adults, our feature importance results agree with the current

understanding of UTIs in PLWD.

The proof-of-concept study presented in this chapter was conducted in real-world in-home settings on data

collected in (near) real-time using off-the-shelf and low-cost sensory technologies. We designed clinically

meaningful engineered features to predict UTIs determined by clinicians, urine sample analysis, and a

clinical monitoring team. We provide preliminary evidence for the use of such an operation and model,

which, with further testing, could prove to reduce delays in detecting UTIs in PLWD and potentially reduce

the number of avoidable hospital admissions when used to support clinicians with care. The proposed

approach can be scaled rapidly and enable human-in-the-loop decision support by taking advantage of
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technological advancements, cloud computing, and machine learning. Moreover, risk stratification allows

for model calibration to improve patient outcomes and care delivery whilst balancing the cost associated

with testing for UTIs. Within an ongoing study or in production, group thresholds can be modified over

time to account for the resources of the care team, as explored in Section 4.4.2. SHAP analysis allow for

the presentation of explainable results (such as in Section 4.4.1), allowing clinicians to explore why the

UTI algorithm has made a given prediction.

Our model will be continually monitored on newly collected data to ensure that performance consistently

meets a minimum standard. We will routinely evaluate the model on a test set to track its performance

and monitor feature importance to confirm that the algorithm produces clinically-founded results. This

will enable rapid error debugging and maintain a high level of quality in the predictions.

4.6 Summary

When building a predictive model for the detection of UTI, it became evident that data collected from

different homes can sometimes contain noise or vary in distribution. When remote healthcare monitoring

systems are further scaled, this could lead to adverse effects in trained models. To begin resolving this

issue, in the next chapter, we propose a method to learn from data generated by multiple sources, where

some of those sources produce noisy features or labels at an unknown rate. However, in some instances,

the inhomogeneity in labelling across sources might not be considered noise. For these cases, we extend

our analysis in a follow-up work [72], and later [73], which studies the use of techniques for training

models that can learn labellings conditioned by the data source.

Furthermore, in remote healthcare monitoring, observations of features are collected continuously;

however, for some tasks, labelling data is expensive. To tackle this, in Chapter 6, we will study how

language models can be used to produce prior distributions over the parameters of predictive models,

improving their accuracy when labelled data is sparse. Additionally, Chapter 7 will discuss methods for

using the continuously collected unlabelled data for the planning of care delivery.



Chapter 5

Mitigating the Effects of Data Sources with

Unknown Reliability

This chapter is based on Capstick et al. (2025) [74] and is licensed under a Creative Commons Attribution

4.0 International License1.

In Chapter 4, we studied the use of passive sensors and explainable machine learning methods for the

prediction of UTI, an adverse health condition. As part of this data analysis, it became evident that data

from different homes can contain varied levels of noise. This inspired the current chapter, where we

provide a technical contribution based on learning from noisy features and labels originating from multiple

data sources.

Focussing on supervised learning, our method aims to train neural networks on each data source for a

number of steps proportional to the source’s estimated reliability. This is achieved through a dynamic

re-weighting strategy motivated by likelihood tempering. In this way, we allow training on all sources

during the warm-up stage and reduce the influence of the less reliable sources on learning during the later

training stages, with the aim to prioritise those sources with higher perceived reliability. Through diverse

experiments, we show that this can significantly improve model performance when trained on mixtures

of reliable and unreliable data sources and maintain performance when models are trained on reliable

sources only. These methods are evaluated on public datasets, commonly tested within the noisy data

literature, allowing for fair comparisons.

1http://creativecommons.org/licenses/by/4.0/
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5.1 Introduction to the Problem

Data sources can have differing levels of noise, but in many applications, they are merged to form a single

dataset. For example, in healthcare, data sources can refer to different devices, sites, or human labellers,

which are often combined [60, 61]. These sources may not provide the same level of data quality and

could contain noisy features, incorrect labelling, or missing values. These problems, if not addressed, can

have detrimental effects on the performance and robustness of machine learning models trained on the

combined data [62–64].

In this work, we consider the supervised learning case, where data is produced by multiple sources that

should be producing data from the same distribution, but where some sources are actually producing noisy

data at an unknown rate. Our goal is to train a neural network on data in this setting that minimises error

on a non-noisy test set. Since we focus on a new area of research, in this study we mainly focus on the

instance-independent noise setting, in which observations from a given source have an equal probability

of being noisy.

Two possible solutions for this context naturally arise: Preprocessing can be used to remove out-of-

distribution observations from training [65–67] but this requires the user to define “out-of-distribution”

for the features and labels, and disregarding data assumes that nothing can be learnt from these noisy

examples [68]. Secondly, techniques can be applied to train neural networks on noisy data, of which many

exist [121, 156]. However, these methods consider the noise in the data as a whole and do not utilise the

information that can be gained from knowing the data source of an observation.

Within federated learning, work has explored the use of noisy data techniques to address differing data

quality issues across data sources [69]. However, federated learning approaches are constrained by the

assumption that data cannot be transferred between sources, resulting in limited performance when

methods are translated to settings where data sharing is permitted.

For this, we propose Loss Adapted Plasticity (LAP). Inspired by the current noisy data literature and

likelihood tempering, LAP is a general method for training neural networks on multi-source data with

mixed reliability. Since we do not know the true noise level of the sources a priori, we maintain a history

of the empirical risk on data from each source that we use to temper the likelihood during training.

This temperature is scheduled such that the number of steps in which a model is trained on a source is

proportional to its estimated reliability. An overview of this process is given in Figure 5.1. Hence, a
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model trained with LAP will benefit from seeing examples from all sources during early training, and

reduce learning on less reliable data later in training, when the model is prone to memorising noisy data

points [62, 63, 70, 71]. Training a model in this way considerably reduces error on a non-noisy test set

when trained on data containing noisy sources.

Our method is related to weighted least squares [105], which associates a weight with each data point in a

dataset when computing the likelihood. This is often used when the assumption of constant variance of

residuals in regression is violated, as is the case in heteroskedastic regression. In our work, we weight

samples on a per-source rather than a per-datum basis, which allows our method to share weights between

data points and reduce the learning complexity.

Since we focus on mitigating the effects of training with noisy data, when viewed through the lens of

domain generalisation, our method schedules the training on domains relative to how much information

they provide about the test domain. This is conceptually different from the current literature in domain

generalisation but could inspire new research.

Figure 5.1: Loss Adapted Plasticity. Our method dynamically re-weights source contributions during
training by comparing the historical loss values.

To illustrate the effectiveness of our method, we present results in various settings and datasets and

compare our method to baselines from the literature on noisy learning [71, 128, 157–159] and federated

learning [69].

Our work makes the following contributions:

• The proposed method, LAP, improves the performance of a neural network trained on data generated

from sources with mixed reliability, across a diverse set of experiments in classification and for

multiple data modalities.

• When there is no noise within a dataset, LAP maintains performance compared to the standard

training method. This means that using our method does not result in less performant models when

the data does not contain noise.
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• We provide insights into the mechanics of LAP and how it enables improved performance for

models trained with noisy data. As part of this, we present explanations of the hyperparameters

introduced and offer intuitions for selecting values.

• We provide implementation details and code for further development, use in new settings, and ease

of reproducibility.

5.2 Noisy data

Data noise can take a variety of forms and impact both the quality of labels and features. In this chapter,

we study noise originating from various uncertainties in the data. In particular, we study measurement

imprecision due to sensor accuracy, missing data, or incorrect labelling.

Noisy labels can be introduced at any point during collection and, when human experts are involved, are

practically inevitable [121–123]: An expert may have insufficient information [124, 125]; expert labels

are incorrect [124]; the labelling is subjective [126]; or there are communication problems [127].

Further, noisy features can be introduced by poor data processing or measurement errors [128].

Noisy data and features can negatively impact the training of a neural network and its performance on

a clean test set. When training a neural network, we use gradient updates to iterate towards an optimal

set of model weights. This is usually done by minimising the empirical risk of model parameters θ on a

dataset of samples x, y ∈ D of size N :

R(D; θ) = 1
N

N∑︂
i=1

L(fθ(xi), yi)

Where R(D; θ) is the empirical risk and fθ corresponds to the neural network with parameters θ. Updates

to the parameters θ are guided by L(fθ(xi), yi), which defines the error between a prediction fθ(xi) and

the true target yi. When xi or yi are noisy, these parameter updates can be misleading, forcing the model

to learn relationships that may not exist in the clean data. Cross-entropy loss naturally downweights

the influence of imprecision in labels when the model is uncertain about its prediction. However, if

the model is more certain about a correct prediction that is incorrectly labelled in the dataset, it will be

heavily penalised. Therefore, a model trained with highly noisy data will likely not converge to the same

parameters as a model trained with non-noisy data. This can result in a reduction of accuracy on non-noisy

test examples and affect the performance of a model in production.
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5.2.1 Noisy Data Sources

As the mechanisms causing noisy data can affect data sources differently, we may observe varied data

quality across sources.

In this setting, we have access to a dataset D that contains observations from multiple mutually exclusive

data sources s ∈ S. The dataset D is the union of all data from the sources s ∈ S:

D =
⋃︂
s∈S

Ds

Since each data source could be separately affected by a noisy data mechanism, this leads to a dataset D

with a total noise rate ϵ, defined as the fraction of all data points that are unreliable:

ϵ = 1
N

∑︂
s∈S

|Ds| × ϵs

Here, each source has its own noise rate ϵs ∈ [0, 1] defining the proportion of the data in that source Ds

that is affected by noise.

5.3 Why Do We Need New Methods?

Currently, methods designed to mitigate the effects of noise train a neural network on noisy data to

achieve minimal error on a non-noisy test dataset. We extend this by aiming to achieve minimal error on a

non-noisy test dataset, after being trained on multi-source data with unknown noise levels.

To see why this could be helpful, consider the 10 data sources {si}10
i=1 where one source, sc, is producing

noisy data with a probability of 0.5 and all other sources are producing clean data. Given a new observation

from the noisy source, xc ∈ sc, consider the probability that xc is noisy: p(xc /∈ R), where R is the set of

reliable data and assume that we know the noise rate of sc: p(x /∈ R | x ∈ sc) = 0.5.

Without knowing the data point’s source: The probability that a data point x is unreliable (since p(x /∈

R | x /∈ sc) = 0) is: p(x /∈ R) = p(x ∈ sc)p(x /∈ R | x ∈ sc) = 0.05.

When knowing the source of the data point: The probability that a data point xc is unreliable (xc ∈ sc) is

p(xc /∈ R | xc ∈ sc) = 0.5. Similarly, p(xs ̸=c /∈ R | xs ̸=c /∈ sc) = 0.
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Figure 5.2: Comparing source noise estimation with and without source knowledge. This illustrates
that knowing which source generated a data point provides important information about its probability of
being noisy.

A similar example is given in Figure 5.2, where we consider multiple noisy sources. Here, we demonstrate

that we can gain more information on the probability of a given sample being noisy by conditioning it

on the source it originates from. Therefore, we hypothesise that this additional information is useful for

model training when some data sources are noisy.

5.4 Our Proposed Methods

Inspired by Co-teaching, ARFL, and loss tempering, we propose Loss Adapted Plasticity (LAP), illustrated

in Figure 5.1. We continually calculate a reliability score for each source as a function of its historical

empirical risk on the training data. This is used to re-weight its negative log-likelihood during training

such that the more reliable a source is, the more influence it has during training. We take advantage of the

fact that during training, neural networks learn general data patterns before noisy data and are observed to

fit to noisy examples only after substantial progress is made in fitting to clean examples. This is discussed

in many works, such as Zhang et al., Arpit et al., Li et al., Han et al., Wang et al., Shen and Sanghavi, Arazo

et al., Yu et al. (2021, 2017, 2021, 2018, 2021, 2019, 2019, 2019) [62, 63, 128, 157, 158, 230–232], which

present both theoretical and empirical justifications.

Throughout this chapter, we will use the following shorthand notation: pθ(·) = p(·|θ).

5.4.1 Tempered Likelihood

Within the literature, tempered likelihood is often used to represent our belief about the aleatoric uncertainty

of a dataset [233]. A temperature parameter, applied to the likelihood over samples from a dataset, down-

weights their contributions in the calculation of the tempered posterior compared to the prior. As discussed

in Kapoor et al. (2022) [233], this can lead to improved estimates of the uncertainty over the posterior

parameters of a model and to improved accuracy. In our work, we use these ideas to temper each source
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independently. Therefore, in our approach, these temperatures correspond to the perceived unreliability

of each source. When training a neural network, this tempered likelihood is used to re-weight the

contributions of each source to the model training.

With a dataset D, made up of data Ds collected from sources s ∈ S, and a temperature parameter for each

source Ts, the tempered log-likelihood for a model parametrised by θ is:

log ptemp,θ(D) =
∑︂
s∈S

Ts log pθ(Ds) (5.1)

However, since a priori Ts is unknown and we do not have access to the noise levels of each source, our

prior belief is that Ts = 1. For this particular choice of temperatures, the tempered log-likelihood equals

the non-tempered log-likelihood log pθ(D). Therefore, when training starts, we begin with an unmodified

optimisation method.

An optimal model in our setting would achieve a maximum log-likelihood on the clean data. Since our

sources contain a mix of noisy and non-noisy data points, we aim to approximate this. Defining DR

as all clean data in D, we could set the temperature of all noisy sources to Ts → 0, eliminating their

contribution to the overall tempered likelihood. By calculating the weighted mean of the log-likelihood

by source, we arrive at the following approximation:

max
θ

1
|S|

log pθ(DR) ≈ max
θ

1∑︁
s∈S Ts

∑︂
s∈S

Ts log pθ(Ds ∩ DR) (5.2)

This is an approximation since some sources will contain both noisy and clean samples, and so the

approximation would improve as the noise levels of the sources containing noisy examples increases and

the number of non-noisy sources increases.

In practice, most sources will contain both clean and noisy examples to varying degrees. Our approach,

therefore, detailed in the next section, iteratively updates Ts, allowing automatic scheduling of the

temperature value.

5.4.2 Source Reliability Estimation

To schedule the temperature value during training, we use the historical empirical risk of the model on the

batches. The more frequently a data source produces empirical risk values greater than the mean of all

other sources, the smaller Ts becomes, and the less influence that source has during training. Under the
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dynamics that neural networks learn clean data before noisy data, this allows us to take advantage of the

approximation given in the previous section during late training, and learn from clean data within noisy

sources earlier in model training.

To provide greater control over this process, we set Ts = f(Cs), where f : [0, +∞) → (0, 1] is a positive

and monotonically decreasing function. This allows us to generalise the method to other scheduling

functions and interpret the value of Cs as a source’s perceived unreliability.

We update Cs by considering the number of times that a given data source provides data that achieves a

significantly greater Negative Log-Likelihood (NLL) than the average of the other data sources. To do

this, we maintain a history (of length H) of NLLs for each of the batches. When updating the value Cs for

a single source, we consider the weighted mean µs′ and standard deviation σs′ of the NLL values of all

other sources from their stored history. If the mean NLL value over the history for the source in question

µs is greater than µs′ + λσs′ for a chosen λ (hyperparameter λ > 0) then we increase Cs, otherwise, we

reduce it:

Cs =

⎧⎪⎪⎨⎪⎪⎩
Cs + 1, µs > µs′ + λσs′

Cs − 1, otherwise
(5.3)

To ensure that Cs remains positive and within the domain of f , we clip its value from below at 0.

Alternatively, you could consider using another update rule for Cs or transforming it with a function to

maintain positivity; however, this would remove the intuition behind Cs, in that it records a sense of how

many update steps the source s has been perceived as unreliable. This means that Cs corresponds to how

much a source’s data historically deviates from those patterns learnt by the model. This translates to only

decreasing the source’s temperature Cs (and therefore its perceived unreliability) if its log-likelihood is at

most λ standard deviations less than the expected tempered log-likelihood on all other sources.

This hyperparameter λ, which we refer to as the leniency, relates to the probability of incorrectly reducing

the temperature of a non-noisy source when all sources are non-noisy. When a dataset contains noisy

sources, we expect the temperature of noisy sources to be small (i.e.: f(Cs) << 1) after a number of

training steps corresponding to its relative noise level – naturally enabling learning from noisy sources for

a length of time that reflects their “usefulness”.
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Calculating Cs

In the following, we present a detailed description of the process for calculating Cs based on a history

of losses. Given a dataset D of features and labels that is generated by sources S, S = {s1, ..., sS}. We

denote a subset of D generated by the source s as Ds ⊂ D, with each data point corresponding to a single

source.

In a single update step of a model: we have the perceived unreliability for each source C = {Cs}S
1

(initially, all sources are considered reliable and so Cs = 0 ∀s); a batch of features, labels, and source

values from D; and a history of training losses, L with length H for all sources. Here, L ∈ RS×H , and

lsH ∈ L denote the mean loss of data from source s on the most recent batch containing data in Ds. A

larger Cs denotes a larger estimated noise level for the source s. In each step, we update the value Cs

(and hence the temperature) for a source s using the empirical risk of all other sources s′ as in Algorithm

1. Further, we define f(Cs) as:

f(Cs) = (1 − ds) = 1 − tanh2(0.005 · δ · Cs) (5.4)

Many forms of f would be suitable, however, we found experimentally that Equation 5.4 provides good

learning and satisfies some nice properties discussed in Section 5.4.3. We refer to ds as the depression

value; and δ is the depression strength, controlling the rate of depression.

Algorithm 1 Calculating Cs at a given step
Require: λ > 0 : Leniency
Require: L ∈ RS×H : Source loss history of length H
Require: C ∈ RS : The current unreliability

Ls = L[s] {Loss history on source s}
Cs = C[s] {Unreliability for source s}
µs = mean(Ls)
W [s′] = f(C[s′])
µs′ = weighted_mean( L[s′], weights = W [s′] )
σ2

s′ = weighted_var( L[s′], weights = W [s′] )
if µs > µs′ + λσs′ then

Cs = Cs + 1
else if µs ≤ µs′ + λσs′ then

Cs = max{ 0, Cs − 1 }
end if
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Maximum Tempered Likelihood Estimation on Clean Data

When the dataset contains no noise and batches are large, we can show theoretically that maximising the

tempered likelihood provides the same update as the unmodified maximum likelihood training at each

parameter step, with a high probability.

We start with the unmodified likelihood, which is iteratively maximised. At every step, because our

temperatures are calculated separately from the parameter optimisation method, we can assume that they

are constant for a single-parameter update. We will denote all data in the data set as D, while Ds refers to

data from the source s ∈ S. Similarly, we will use the shorthand pθ(·) = p(·|θ).

arg max
θ

log pθ(D) [Unmodified likelihood]

= arg max
θ

∑︂
s∈S

log pθ(Ds) [Observations are independent]

= arg max
θ

∑︂
s∈S

Ts log pθ(Ds) [When Ts = 1 ∀s ∈ S]

This provides the parameter that maximises the tempered likelihood. Therefore, if Ts = 1 for all steps,

we maximise the same objective as in the unmodified maximum likelihood estimation at each step of the

optimisation process.

Since all of the data is non-noisy, the expectation of the log-likelihood of a single observation will

remain the same, including across sources. Therefore, given a sample B of observations from D, those

observations in B that are contained within each source will have the same mean log-likelihood on average.

This is because the expectation of a sample mean is equal to the population mean.

E[ 1
|B ∩ Di|

log pθ(B ∩ Di)] = E[ 1
|B ∩ Dj |

log pθ(B ∩ Dj)] ∀i, j ∈ S

When the batch size is large, we assume that the observations in B are split by source according to

the proportional source sizes. Let si = |Ds|/|D| be the proportional size of a source. If the central

limit theorem is met, then in a single step, the difference of a given source’s mean log-likelihood (µi =
1

|B∩Di| log pθ(B ∩ Di)) and the mean of all of the other sources’ log-likelihoods (µi′ = 1
|B∩D′

i|
log pθ(B ∩

D′
i)) is distributed as:

µi′ − µi ∼ N

(︃
0,

Var[log pθ(D)]
si|B|

+ Var[log pθ(D)]
(1 − si)|B|

)︃
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By setting Var[log pθ(D)] = σ2
LL and simplifying the fraction, this becomes:

µi′ − µi ∼ N

(︄
0,

σ2
LL

si(1 − si)|B|

)︄

The probability that we increase the perceived unreliability of the source i at a given step with a history

length of 1, using Equation 5.3 and λ > 0 is therefore:

p(increase Cs) = p

⎛⎝µi′ − µi > λ

√︄
σ2

LL
si(1 − si)|B|

> 0

⎞⎠ > 0.5 (5.5)

This means that under these assumptions, we expect to reduce Cs at each step in the temperature calcu-

lations, and because we clip Cs below at 0, we expect Ts = 1 when all data is clean. When the history

length is more than 1, this can be extended by also including the expected log-likelihood over the different

parameters θ at each model update step.

Equation 5.5 also theoretically describes how the value of λ influences training. This equation can be

used to precisely set λ to define the probability of incorrectly increasing Cs for a given non-noisy source.

Therefore, if the batch size is large enough such that the central limit theorem applies, we expect that

maximum tempered likelihood estimation provides the same update as maximum likelihood estimation at

a given step. This is more likely the larger λ is.

5.4.3 Implementation Details

We require that our temperature, f(Cs), monotonically decreases as Cs increases so that we reduce

the impact of a source on the overall tempered likelihood as its perceived unreliability increases. We

also would like f(Cs) to be robust to small changes in Cs around 0 to ensure that fluctuations in the

log-likelihood between batches do not incorrectly lead to reducing the temperature of a source. Because

of its use as an activation function and so its wide accessibility, we choose to use:

f(Cs) = 1 − tanh2(0.005 · δ · Cs) = 1 − ds

Where δ, which we refer to as the depression strength, rescales the value Cs to control the rate of reduction

in temperature. In our analysis, we additionally scale δ by 0.005 so that its value is more human-readable.

We refer to tanh2(0.005 · δ · Cs) as the depression value ds for simplicity in later sections.
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During training, the gradient contributions from source s are therefore scaled as follows:

gŝ = f(Cs)gs = (1 − ds)gs (5.6)

Where gŝ is the gradient update contribution from a source s. As (1 − ds) is a scalar, this method can be

interpreted as scaling gradient contributions (presented here), loss re-weighting, or likelihood tempering.

Note that in this construction, we make no assumptions about the type of observations contained in D.

Therefore, our method applies to images, natural language, time series, and tabular data for both regression

and classification tasks.

5.4.4 Design Decisions

To further understand the implementation of our method, we briefly expand upon some of the decisions

made when designing our algorithm.

Weighting the Mean and Standard Deviation

We use the weighted mean and standard deviation for comparing sources with each other. Intuitively, this

is done to allow for the identification of noisy sources by our method when different data sources might

have significantly different noise levels. As we will see, this is the case in Figure 5.5, where we have one

source producing 100% noise and other sources with noise levels 5% and 2.5%. Here, because the noise

in the sources is so varied, sources with lower noise levels would likely never have an average loss more

than the unweighted mean of the loss trajectory plus the threshold created from the leniency multiplied by

the unweighted standard deviation (Algorithm 1). By weighting the mean and standard deviation with the

calculated temperature, we can ensure that all data sources with noise will be discovered in a number of

model update steps proportional to their noise level. This is shown in Figure 5.4, where the weighted

mean and standard deviation of the loss moves further to the left, as the weight reduces the influence of

the unreliable source (on the right).

Why the Mean + Standard Deviation for Thresholding?

When calculating whether a source should be considered more or less unreliable, we need to be able to

calculate the reliability compared to the other sources. We therefore use a mean and standard deviation
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over previous loss values, so that we can calculate a relative reliability. It also provides an intuitive idea

about the probability that a non-noisy source is incorrectly identified as noisy on a single step.

Why Do We Clip Reliability at 0?

In Algorithm 1, we clip Cs at 0 to ensure that when we have sources with noise levels of different

magnitudes, once the sources with larger noise levels have been heavily weighted and therefore have

insignificant effects on the weighted mean and standard deviation, we are able to start reducing the

reliability of other noisy sources immediately, rather than waiting for Cs to increase from some negative

value to 0. Also, since we use the tanh2 function to calculate the loss (or gradient) scaling, clipping Cs at

0 prevents us from introducing an error in which loss from reliable sources is scaled with the same factor

as unreliable sources.

Explanation for Using tanh2

We find that this choice of f provides some nice properties: y = tanh2 x has a gradient of 0 at x = 0

and is asymptotic to y = 1, which are important qualities for calculating the model update scaling. The

stationary point at x = 0 also means that small perturbations in the unreliability of each source around

Cs = 0 have little effect on the scaling of model updates, which reduces the consequences of randomness

in loss values from a given source and ensures that source contributions are only significantly scaled once

it is clear that their loss values are consistently higher than those of the other sources. Secondly, since

y = tanh2 x is asymptotic to y = 1, the scale factor, 1 − ds for sources that are calculated to be unreliable

eventually reduces to 0, allowing the model to “ignore” these data points as if they were masked in late

training. Further, the use of tanh as an activation function in other areas of machine learning means that

it is widely accessible.

Explanation for Scaling δ

The value of 0.005 used within the tanh2 function allows the depression strength parameter δ to be on

the scale of 1, as shown in Figure 5.5, providing more meaning to the shape of the function. This value is

only used to aid the interpretation of the hyperparameters, and its value could easily be absorbed by δ.

Using a different value has no effect on the results as long as δ is scaled proportionally.
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5.4.5 Computational Complexity

The computation required to apply LAP to a single source is O(S + B), and the additional memory cost is

O(S × H) (where S is the number of unique sources in the dataset, B is the batch size and H is the length

of the loss history), as we calculate the source means and standard deviations online. For multiple sources

in a batch, the additional compute becomes O(S × Sb + B) (where Sb is the number of unique sources

in a batch). The extra memory cost, in this case, is O(S × H + Sb × S). Although vectorised in the

current implementation, O(S × Sb) could be performed with Sb parallel jobs of O(S), since each source

calculation is independent, significantly improving its speed for larger numbers of sources. However, this

is already significantly faster than the baselines tested, in which Co-teaching trains two models, IDPA

trains a model for twice as long, and RRL applies k-nearest neighbours at each epoch.

In practice, using our implementation with an MLP with hidden sizes 20 − 2000 − 2000 − 5, and batches

of 512 samples (with 20 features, 5 classes, and data generated from 10 sources) the forward-backward

pass through the model (without source re-weighting) takes 15300 µ s ± 164 µ s and the re-weighting of

losses takes 469 µ s ± 10.8 µ s, increasing the time by 3%. With 50 and 100 sources, the re-weighting of

losses takes 1000 µ s ± 11.3 µ s and 1990 µ s ± 49.2 µ s respectively.

Using the same set-up, with batches of 2048 in size and 10 sources, the forward-backward pass (without

re-weighting) takes 41000 µ s ± 689 µ s whilst the loss re-weighting takes 467 µ s ± 8.51 µ s (no significant

change as the batch size increases), increasing the time to compute the loss and gradients on a batch by

1%.

5.4.6 Availability of Code

We make our code publicly available:

• For generating all figures and results:

– https://github.com/alexcapstick/unreliable-sources

– https://github.com/tmi-lab/unreliable-sources

• For applying our methods to new tasks:

– https://github.com/alexcapstick/loss_adapted_plasticity

https://github.com/alexcapstick/unreliable-sources
https://github.com/tmi-lab/unreliable-sources
https://github.com/alexcapstick/loss_adapted_plasticity
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– https://github.com/tmi-lab/loss_adapted_plasticity

Our code includes a pip installable library for ease of use (Figure 5.3).

Figure 5.3: The python package. pip install loss_adapted_plasticity.

This code is implemented in python (v3.11.5), mainly using the following packages:

• datasets (v2.19.0) [234]: For loading text datasets.

• numpy (v1.26.2) [211]: For manipulation of arrays and computing mathematical equations.

• pandas (v2.1.3) [212]: For manipulating the datasets and results.

• scikit-learn (v1.3.2) [213]: For loading and preprocessing the data.

• torch and torchvision (v2.1.0 and v0.16.1) [214]: For building and manipulating neural networks.

• transformers (v4.46.0) [235]: For loading and using language models.

• wfdb (v4.1.2) [234]: For processing ECG data.

Other packages required for specific experiments are given in the publicly available code.

All tested datasets are publicly available and easily accessible. Additionally, within the code, we use the

default Pytorch Dataset objects for CIFAR-10, CIFAR-100, and F-MNIST and provide Pytorch Dataset

objects that will automatically download, unzip, and load the data for all other experiments. We also

provide code to load Tiny-ImageNet and ImageNet from a local directory since an agreement is required

before accessing them. This makes the reproduction of the work presented simple to perform.

The baselines were made available by the authors on GitHub:

• ARFL [162]: MIT License: https://github.com/lishenghui/arfl.

• IDP [158]: License not provided: https://github.com/QizhouWang/instance-dependent

-label-noise.

https://github.com/tmi-lab/loss_adapted_plasticity
https://github.com/lishenghui/arfl
https://github.com/QizhouWang/instance-dependent-label-noise
https://github.com/QizhouWang/instance-dependent-label-noise
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• Co-teaching [157]: License not provided: https://github.com/bhanML/Co-teaching.

• RRL [128]: BSD 3-Clause License: https://github.com/salesforce/RRL.

All experiments were carried out on a machine with a single Nvidia A100 (80GB VRAM) and 32GB of

RAM. The full research project required more compute cost than the experiments reported in the paper to

design and implement LAP, as well as to choose training parameters for the standard training model that

were then used for LAP and the baselines. In total, using this hardware, experiments took approximately

15 days to complete.

5.5 Evaluation of LAP

5.5.1 Baseline Methods

To contextualise our approach, we evaluate varied baseline methods: (1) ARFL, designed to tackle

label and input noise in a federated learning setting [69]; (2) IDPA, a probabilistic method for instance-

dependent label noise [158], which modifies the training loss; (3) “Co-teaching”, which trains two models

simultaneously to perform sample selection based on loss values during training [157]; (4) CDR, which

regularises model weights such that important parameters, learnt during the early training phase, do

not considerably change when the model fits to the noisy data [71]; (5) Label Smoothing, which uses a

combination of the true label and a uniformly weighted soft label during training [159]; (6) RRL, which

uses contrastive learning and a k nearest neighbours search to enforce a smoothness constraint on learnt

representations [128], modifying model architecture and training loss; and (7) an identical model but

without any specific modifications for tackling noise.

Baseline methods were selected based on the availability of code, their use as baselines in the literature,

and for variety in the methods used to evaluate the performance of LAP. Although our setting assumes

noise is independent of features, we felt it was still beneficial to include IDPA, which is designed for

instance-dependent label noise. Note that because ARFL is a federated learning approach, data cannot be

shuffled in the same way as the other models, since each client trains on a single source.

It is important to note that both IDPA and Co-teaching require the training of a model twice, making LAP

significantly less computationally expensive.

All baselines are implemented using the available code and trained using the recommended parameters

https://github.com/bhanML/Co-teaching
https://github.com/salesforce/RRL
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with the model and data we test.

5.5.2 Benchmark Datasets

In our evaluation, we use publicly available datasets that are commonly tested within the noisy data

literature, allowing for a fair comparison with baselines.

As a reminder, the content of each of the datasets is as follows:

• CIFAR-10 and CIFAR-100 [92] are datasets made up of 60,000 RGB images of size 32 × 32

divided into 10 and 100 classes, with 6000 and 600 images per class, respectively. The task in this

dataset is to predict the correct class of a given image.

• F-MNIST [95] is made up of 70,000 greyscale images of clothing of size 28 × 28 divided into 10

classes with 7000 images per class, which are flattened into observations with 784 features. The

task of this dataset is to predict the correct class of a given image.

• PTB-XL [104] consists of 21,837 ECG recordings of 10 second length, sampled at 100Hz, from

18,885 patients, labelled by 12 nurses. The task of this dataset is to predict whether a patient has a

normal or abnormal cardiac rhythm.

• CIFAR-10N [93] is a dataset made up of all CIFAR-10 examples, but with human labelling

categorised into different levels of quality. For our case, to allow for the most flexibility in experiment

design, we utilised the worst of the human labels.

• GoEmotions [96] is a natural language dataset in which the task is to correctly classify the emotion

of Reddit comments from a possible 28 emotions. This dataset contains 171,820 text examples,

annotated by 82 raters, with each rater contributing somewhere between 1 and 9320 labels (mean:

1676, standard deviation: 1477). To produce the training and test set, we randomly split the examples

in the 80:20 ratio.

• IMDB [102] is a natural language dataset with a sentiment analysis task. The goal is to correctly

classify a movie review as positive or negative based on its text. It contains 25,000 reviews in the

training set and 25,000 reviews in the testing set, divided equally between positive and negative

sentiment.
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• MNIST [103] contains 60,000 training and 10,000 testing images of handwritten digits in black

and white with a resolution of 28 × 28. The goal of this dataset is to correctly identify the digit

drawn in the image (from 0 to 9).

• Tiny-ImageNet [101] contains 110,000 RGB images of size 64 × 64 of 200 classes, with the goal

of correctly classifying an image into the given class. There are 100,000 training images and 10,000

images in the test set.

• ImageNet [101] contains 1,281,167 RGB images scaled to size 64 × 64 from 1000 classes, with

the goal of correctly classifying an image into the given class. There are 1,231,167 training images

and 50,000 images in the test set.

CIFAR-10, CIFAR-100, and F-MNIST are managed under the MIT License. PTB-XL is made available

with the Creative Commons Attribution 4.0 International Public License2, CIFAR-10N is available with

the Creative Commons Attribution-Non-Commercial 4.0 International Public License3, GoEmotions is

made available under the Apache-2.0 license4, and MNIST is available under the the Creative Commons

Attribution-Share-Alike 3.0 license5. IMDB6 is made publicly available, and Tiny-ImageNet and ImageNet

are available after agreeing to the access terms 7.

All datasets tested are publicly available and easily accessible. Additionally, within the supplementary

code we use the default Pytorch Dataset objects for CIFAR-10, CIFAR-100, F-MNIST, and MNIST, and

provide Pytorch Dataset objects that will automatically download, unzip, and load the data for PTB-XL,

CIFAR-10N, GoEmotions, and IMDB. We additionally provide code to load Tiny-ImageNet and ImageNet

from a local directory since it requires an agreement before accessing. This makes the reproduction of

our work presented simple to perform.

5.5.3 Model Architectures

Within our experiments, we tested many model architectures, described below. Due to limitations in

computation and to allow for our work to be easily reproducible, we use different levels of model capacity,

2https://creativecommons.org/licenses/by/4.0/.
3https://creativecommons.org/licenses/by-nc/4.0/.
4https://github.com/google-research/google-research.
5https://creativecommons.org/licenses/by-sa/3.0/
6https://ai.stanford.edu/~amaas/data/sentiment/
7https://www.image-net.org/download

https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by-nc/4.0/
https://github.com/google-research/google-research
https://creativecommons.org/licenses/by-sa/3.0/
https://ai.stanford.edu/~amaas/data/sentiment/
https://www.image-net.org/download
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which additionally illustrates that our method is applicable in varied settings. All models are also available

in the supplementary code, implemented in Pytorch.

• Low capacity Multilayer Perceptron (MLP): The MLP used in Section 5.5 consists of 3 linear

layers that map the input to dimension sizes of 16, 16, and the number of classes. In between these

linear layers, we apply dropout with a probability of 0.2 and a ReLU activation function.

• Low capacity CNN: This model consisted of 3 convolutional blocks followed by 2 fully connected

layers. Each convolutional block contained a convolutional layer with a kernel size of 3 with no

padding, a stride and dilation of 1, a ReLU activation function, and a max pooling operation with a

kernel size of 2. The linear layers following these convolutional blocks maps the output to a feature

size of 64 and then the number of classes, with a ReLU activation function in between.

• High capacity CNN with contrastive learning: This CNN is inspired by the model used for the

CIFAR-10 experiments in Li et al. (2021) [128] and requires considerably more compute cost. It is

based on the ResNet architecture [236], except that it uses a pre-activation version of the original

ResNet block. This block consists of a batch normalisation operation, a convolutional layer (of

kernel size 3, padding of 1, and varied stride, without a bias term), another batch normalisation

operation, and another convolutional layer (with the same attributes). Every alternate block contains

a skip connection (after a convolutional layer, with a kernel size of 1 and a stride of 2, had been

applied to the input). The input passes through a convolutional layer before the blocks. This is

followed by a linear layer that maps the output of the convolutions to the number of classes. This

model also contains a data reconstruction component that allows for an unsupervised training

component.

• ResNet 1D: This model is designed for time-series classification and is based on the 2D ResNet

model [236], except with 1D convolutions and pooling. The model is made up of 4 blocks containing

two convolutional layers split by a batch normalisation operation, a ReLU activation function, and

a dropout layer. These convolutional blocks reduce the resolution of their input by a quarter and

increase the number of channels linearly by the number of input channels in the first layer of the

model. Each block contains a skip connection that is added to the output of the block before passing

through a batch normalisation operation, ReLU activation function and dropout layer. This is

followed by a linear layer that transforms the output from the convolutional blocks to the number of

output classes.



5.5. Evaluation of LAP 111

• ResNet 2D: This model is designed for image classification and is exactly the ResNet 20 architecture

presented in He et al. (2016) [236] or the ResNet 18 or Resnet 50 implementation in available with

Pytorch8.

• Transformer Encoder [129]: This model is designed for the natural language-based emotion

prediction task given by the GoEmotions dataset. This model uses an embedding layer of size 256,

positional encoding, and 2 transformer encoder layers (based on the implementation in Pytorch9)

with 4 heads, and an embedding size of 256. This is followed by a linear layer that maps the output

from the transformer encoder to the 28 emotion classes.

• LSTM [237]: The natural language model contains an embedding layer, which maps tokens to

vectors of size 256, a predefined LSTM module from Pytorch10 with 2 layers and a hidden size

of 512, a dropout layer with a probability of 0.25, and a fully connected layer mapping the output

from the LSTM module to 2 classes.

5.5.4 Experimental Design

To evaluate LAP, we employ various techniques to produce noisy data, extending the methods in Li

et al., Li et al., Han et al., Wang et al. (2022, 2021, 2018, 2021) [69, 128, 157, 158] and test on ten datasets

from computer vision, healthcare time-series, and natural language processing for diverse experiments.

Following Li et al., Li et al., Han et al., Wang et al. (2022, 2021, 2018, 2021) [69, 128, 157, 158], we

test our proposed method and baselines on CIFAR-10, CIFAR-100 [92], and F-MNIST [95] forming

many comparisons with the literature. Along with Tiny-ImageNet and ImageNet [101], these five datasets

form well-studied computer vision tasks, easing reproducibility. Additionally, we use a human-labelled

version of CIFAR-10, titled CIFAR-10N [93], for which we use the “worst labels”, allowing us flexibility

in our experiments. We then study an electrocardiograph (ECG) dataset, PTB-XL [104]; a time-series

classification task with the goal of classifying normal and abnormal cardiac rhythms and for which noise

can be simulated following Wong et al. (2012) [238] and random labelling to understand LAP applied to

time-series data with multiple types of noise. Additionally, a natural language sentiment analysis task

allows us to compare LAP with the literature, for which we use the IMDB data set [102] that contains

movie reviews and their sentiment. Next, we use the GoEmotions dataset [96], a natural language emotion
8Pytorch:ResNet
9Pytorch:TransformerEncoderLayer

10Pytorch:LSTM

https://pytorch.org/vision/main/models/resnet.html
https://pytorch.org/docs/stable/generated/torch.nn.TransformerEncoderLayer.html
https://pytorch.org/docs/stable/generated/torch.nn.LSTM.html
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prediction task, which contains unbalanced source sizes and class distributions in the real world, allowing

us to test the robustness of LAP to varied source constructions.

To simulate data sources for CIFAR-10, CIFAR-100, F-MNIST, ImageNet, and IMDB, data is uniformly

split into 10 distinct groups, and for Tiny-ImageNet, we use 100 groups to study larger numbers of sources.

For CIFAR-10 and CIFAR-100, 4 and 2 of these sources are chosen to be noisy respectively; for F-MNIST,

ImageNet, and Tiny-ImageNet 6, 5 and 40 are chosen; and for IMDB 4 are chosen. These are in line with

the noise rates used in the literature (often 20%, 40%, 50%). For CIFAR-10, in Section 5.5.13, we also

significantly increase the number of sources. To generate noise for the vision datasets, we extended the

methods in Li et al. (2022) [69]: (1) Original Data: No noise is applied to the data; (2) Chunk Shuffle:

Split features into distinct chunks and shuffles. This is only done on the first and/or second axes of a given

input; (3) Random Label: Randomly assign a new label from the same code; (4) Batch Label Shuffle:

For a given batch of features, randomly shuffle the labels; (5) Batch Label Flip: For a given batch of

data, assign all features in this batch a label randomly chosen from the same batch; (6) Added Noise:

Add Gaussian noise to the features, with mean = 0 and standard deviation = 1; (7) Replace with Noise:

Replace features with Gaussian noise, with mean = 0 and standard deviation = 1.

For IMDB and GoEmotions, we use random labelling.

PTB-XL was labelled by 12 nurses, naturally forming data sources. However, since this data is high

quality, synthetic noise is required. We add Gaussian noise to sources’ ECG recordings (simulating

electromagnetic interference as in Wong et al. (2012) [238]) and label flipping to simulate human error in

labelling. This also allows us to test the setting with multiple noise types. Here, data from sources are

upsampled so that each source contains the same number of observations. For experiments with PTB-XL,

we linearly increase the number of noisy sources from 1 to 8 (out of 12 in total), and for each number of

noisy sources, we set the noise level for each source linearly from 0.25 to 1.0. For example, when training

with 4 noisy sources, sources haves noise levels of 0.25, 0.50, 0.75, and 1.0.

Since GoEmotions is annotated by 82 raters, their identification number is used to form the data sources.

Some raters contributed a handful of data points, whilst others labelled thousands; with each rater providing

a different distribution of class labels. This allowed us to explore the real-world case of data with sources

of imbalanced size and label distribution.

Although CIFAR-10N contains real-world noise, we still have to split the data into sources. For each

experiment, we assign sources to evaluate the varied levels of noise and the number of noisy sources. As
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in PTB-XL, we linearly increase the number of noisy sources from 1 to 7 (out of 10 in total), and for each

set of noisy sources, we linearly increase the noise level from 0.25 to 1.0.

For this, seven base model architectures (of multiple sizes) are evaluated: A Multilayer Perceptron,

Convolutional Neural Networks, a 1D and 2D ResNet [236], an LSTM [237], and a transformer encoder

[129].

In all experiments, data points contain an observation, source, and target, which are assigned to mini-

batches in the ordinary way. Features and labels are passed to the model for training, whilst sources are

used by LAP. The test sets contain only clean observations.

5.5.5 Intuition for the Hyperparameters

Figure 5.4 shows how the training process evolves over time when using LAP. At first, all sources are

considered equally reliable (that is, Ts = 1, as previously discussed), and therefore the weighted mean of

the loss values is the mean of all sources. As the source temperature changes, the weighed mean plus λ

standard deviations of the losses moves toward the sources with lower expected losses, allowing more

learning from these over time.

Loss

D
en

si
ty
×
f

(C
s
) µs′

λσs′

Cs ↑Cs ↓

Cs Increases for Unreliable Sources

Early Training

Loss

µs′

λσs′

Mid Training

Loss

µs′

λσs′

Late Training

Figure 5.4: Visualisation of Equation 5.3. Each colour represents the loss values from a single source
over a small number of steps, with its density weighted by its temperature, w(s) = f(Cs). This shows
how sources contribute to µs′ and σ2

s′ as their Cs changes during training and given the leniency λ. These
values are synthetic and for demonstration.

Figure 5.5 illustrates how 1 − ds (the temperature) in Equation 5.6 develops during training for each

source and different values of H , δ, and λ.

The synthetic data is created using Scikit-Learn’s make_moons11 function, which produced 10, 000

synthetic observations with 2 features. Each observation is assigned a label based on which “moon” the

observation corresponds to. Then, to produce synthetic sources and noise levels for each source, we

11Scikit-Learn:make_moons

https://scikit-learn.org/stable/modules/generated/sklearn.datasets.make_moons.html
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randomly assign each data point a source number from 0 to 4, so that we have 5 sources in total. The

data points for each source were then made noisy by randomly flipping labels such that each source had a

noise level of 0.0, 0.025, 0.05, 0.25, or 1.0.

A simple MLP with hidden sizes of (100, 100) and ReLU activation functions is trained on this data using

the Adam optimiser with a learning rate of 0.01, a weight decay of 0.0001, and with (β1, β2) = (0.9, 0.999)

for 50 epochs with a batch size of 128. Data is shuffled at each epoch before being assigned to mini-batches.

When conducting the experiments, the values of δ, H , and λ are varied as described in the graphs shown

in Figure 5.5 to experiment with different values of these newly introduced parameters. Unless otherwise

specified, the values chosen are H = 25, δ = 1.0, λ = 1.0. These experiments take approximately 5

minutes to complete when using the compute described in Section 5.4.6.

The first row in Figure 5.5 shows how varying the depression strength, δ affects the rate at which the

learning on a source is reduced. The second row shows how the history length, H , influences 1 − ds,

where we can see that a larger value allows for a “smoother” transition. With the exception of small or

large values, this parameter has the least effect on training. The third row illustrates how the leniency λ in

Equation 5.3 and Algorithm 1 affects training. Small values of λ reduce the influence of noisy sources

earlier, whilst larger values miss some noisy sources altogether. Here, the sources are coloured by their

noise level, demonstrating that LAP reduced the influence of a source on training in a number of steps

corresponding to the noise level of the source.
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Figure 5.5: Effect of the introduced parameters on training. Section 5.4, introduces three parameters
that control the effects of LAP. 1 − ds is multiplied by the gradient (equivalently, loss) contribution from
a given source before the model is updated. Here, we show these values for each source (the different
coloured lines) during model training on synthetic data. Unless stated in the title of a given plot, the
parameters of LAP were set to H = 25, δ = 1.0, λ = 1.0. We had 5 sources with noise levels of 0.0,
0.025, 0.05, 0.25, and 1.0 (a darker colour indicates a higher noise rate).
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Figure 5.6: Sensitivity to Hyperparameters. Here, we demonstrate the sensitivity of the model
performance based on the LAP hyperparameters introduced in Section 5.4 by varying their values whilst
keeping the others fixed at (δ, H, λ) = (1.0, 50, 1.0).

5.5.6 Assessing the Sensitivity of LAP to these Hyperparameters

In Figure 5.6, we present the change in cross-entropy loss on the test set of the synthetic data used in

Figure 5.5 and described in Section 5.5.5. In this experiment the depression strength δ, history length H ,

and leniency λ were kept at (δ, H, λ) = (1.0, 50, 1.0) unless otherwise specified.

Depression strength: We observe that significantly increasing the depression strength δ can lead to a

noticeable increase in test loss, particularly when δ ≥ 2.0 (Figure 5.6a). This is because large values of δ

force training contributions from noisy data sources to be reduced early in training (as shown in Figure

5.5), whilst they might still be useful for learning a robust model. Suppressing them too quickly might

prevent the model from learning important patterns in the noisy data which are useful for predicting on

the test set, leading to worse performance. This highlights the need to choose a depression strength δ that

strikes the right balance between filtering noise and learning from all available data. We find that a value

of δ = 1.0 generally performs well.

History length: When studying the history length H , we see that the test loss remains relatively stable

across the range of values (Figure 5.6b). There is some improvement for the history length values

of H = 50 and H = 100, but there is little difference in performance between the use of large and

small values of H . This indicates that whilst increasing H allows for LAP to consider more contextual

information when calculating the source weighting, it also makes our method slower to react to rapid

changes in the training loss due to the significantly larger history being considered. We find that a H

value of 25 to 50 generally performs well.
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Leniency: In Figure 5.6c, we present the test loss as we vary the value of leniency λ. The loss values for

this parameter remain relatively stable across its different values, suggesting that the model is fairly robust

to variations in leniency. It may not be a critical parameter for tuning in this particular set-up since for all

of the leniency values tested in Figure 5.5, the two noisiest sources were heavily weighted during training.

In scenarios where noise levels are very low, it might be necessary to reduce the leniency to capture them.

In contrast, when it is believed that patterns can be learnt from noisy data, it might be beneficial to use a

larger leniency value, which intuitively lengthens the amount of time before noisy sources are weighted

(Figure 5.5). In general, we find that a value of λ = 1.0 performs well.

These experiments take approximately 5 minutes to complete when using the compute described in Section

5.4.6.

In our experiments, the parameters of LAP were set at H = 25, δ = 1.0, λ = 0.8 unless otherwise stated.

These were chosen based on the discussion here and the synthetic experiments presented in Figure 5.5. In

practice, optimising these parameters for each experiment separately should allow improved performance

over those presented in this work.

5.5.7 LAP and the Baselines

In this experiment, we used two different models applied to three different datasets, with 7 noise settings.

• CIFAR-10 and CIFAR-100: All training data is randomly split into 10 sources, with 4 and 2

sources chosen to be noisy for CIFAR-10 and CIFAR-100, respectively. In this experiment, these

noisy sources are chosen to be 100% noisy so that we can understand how our method performs

on data containing highly noisy sources. Noise is introduced based on the description given in

Section 5.4. The ResNet 20 model is trained on this data and tasked with predicting the image class

using cross-entropy loss. The model is trained for 40 epochs in both cases, with the SGD optimiser

and a learning rate of 0.1, a momentum of 0.9, and a weight decay of 0.0001, in batches of size

128. When training with LAP, we use H = 50, δ = 1.0, and λ = 1.0 for CIFAR-10 and H = 25,

δ = 0.5, and λ = 1.0 for CIFAR-100 chosen using the validation data (which is also noisy) after

training on data with random label noise. When training on CIFAR-100, we found that using a

warm-up of 100 steps improved performance.

• F-MNIST: All training data is randomly split into 10 sources, with 6 chosen to be 100% noisy. The
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low capacity MLP model is trained for 40 epochs using the Adam optimiser, and a learning rate

of 0.001 on batches of size 200. When training with LAP, we use H = 25, δ = 0.5, and λ = 0.5

chosen using the validation data (which is also noisy) after training on data with random label noise.

To allow fairness in comparison with ARFL, global updates on this model were performed the same

number of times as the number of epochs other models were trained for, with all clients being trained on

data for a single epoch before each global update. All other parameters for the ARFL model are kept the

same. Since ARFL is a federated learning method, each client is trained on sources separately. When

IDPA was tested, the parameters were chosen as in Wang et al. (2021) [158] using the default parameters

in the implementation. Finally, when testing “Co-teaching”, the parameters are chosen as in Han et al.

(2018) [157] where possible, and scaled proportionally by the change in the number of epochs between

their setting and our setting where they depended on the total number of epochs. The forgetting rate was

set as the default given in the implementation code, 0.2, since we do not assume access to the true noise

rate. For CDR, the parameters for CIFAR-10 and 100 were chosen as given in Xia et al. (2021) [71],

and for F-MNIST, we used the same parameters as CIFAR-10. When testing Label Smoothing [159], we

used a smoothing rate of 0.1 for CIFAR-10, CIFAR-100, and F-MNIST as we found that using negative

smoothing had adverse effects on accuracy. These experiments take approximately 2 days to complete

when using the compute described in Section 5.4.6.

Table 5.1 shows the results of the baselines and LAP on CIFAR-10, CIFAR-100 and F-MNIST with varied

noise. This illustrates that in a high noise setting, LAP often allows for improved test accuracy over the

baselines: four different approaches to learning from noisy labels (IDPA, Co-teaching, CDR, and Label

Smoothing), an approach from federated learning (ARFL), and training a model in the standard way.

Interestingly, IDPA and Co-teaching achieve a higher accuracy on the original data in CIFAR-10 and 100,

likely because IDPA and Co-teaching require the training of a model twice, compared to LAP, ARFL and

standard training.

On CIFAR-10 and 100, the performance improvement with LAP is most apparent with the random

labelling noise. For example, on CIFAR-100, LAP achieves a +18.4% increase in top-5 accuracy over

standard training, whilst IDPA shows poorer performance. Although the performance improvements of

LAP are less dramatic on F-MNIST due to the simpler nature of the dataset, the model still demonstrates

better accuracy in certain noise conditions, particularly with chunk shuffling and random label noise.

Table 5.2 shows the values presented in Table 5.1 as a percentage difference from the standard training
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Table 5.1: Comparison of LAP with the baselines. Mean ± standard deviation of the maximum test
accuracy (%) of 5 repeats of the baselines and LAP on synthetic data with different noisy types. For
CIFAR-100 these numbers represent the top 5 accuracy. For CIFAR-10, CIFAR-100, and F-MNIST, the
number of noisy sources are 4, 2, and 6 out of 10 respectively. Unreliable sources are each 100% noisy.
All values in bold are within 1 standard deviation of the maximum score. Note that IDPA and Co-teaching
require almost twice the training time in comparison to Standard, ARFL, CDR, Label Smoothing (LS),
and LAP.

Model Types

Noise Type Standard ARFL (2022) IDPA (2021) Co-teaching (2018) CDR (2021) LS (2022) LAP (Ours)

CI
FA

R-
10

Original Data 77.82 ± 0.37 74.89 ± 1.67 79.89 ± 1.01 80.04 ± 0.49 77.2 ± 1.59 78.47 ± 0.72 77.52 ± 0.9
Chunk Shuffle 72.12 ± 0.95 68.42 ± 0.71 72.68 ± 0.96 74.77 ± 0.3 70.02 ± 1.35 70.1 ± 0.97 74.29 ± 1.43
Random Label 67.84 ± 1.84 69.93 ± 1.88 55.66 ± 1.54 68.61 ± 1.78 65.61 ± 0.97 67.92 ± 2.66 73.44 ± 0.9

Batch Label Shuffle 68.75 ± 1.36 67.12 ± 1.93 68.19 ± 1.48 71.68 ± 0.92 68.21 ± 1.06 67.35 ± 1.23 73.94 ± 0.33
Batch Label Flip 67.12 ± 0.7 66.16 ± 1.96 69.65 ± 1.54 71.18 ± 0.76 66.59 ± 1.79 68.39 ± 2.14 73.85 ± 0.92

Added Noise 70.23 ± 0.76 68.59 ± 1.38 70.94 ± 1.61 72.29 ± 0.61 68.3 ± 1.32 69.48 ± 1.33 72.63 ± 1.24
Replace With Noise 72.79 ± 0.67 67.01 ± 1.02 71.96 ± 1.53 73.87 ± 0.57 71.02 ± 1.04 72.97 ± 0.83 73.84 ± 0.55

CI
FA

R-
10

0

Original Data 75.95 ± 1.01 60.42 ± 1.91 77.78 ± 0.95 76.25 ± 0.54 75.91 ± 1.11 75.42 ± 0.49 76.01 ± 0.54
Chunk Shuffle 68.86 ± 0.74 56.76 ± 2.69 66.82 ± 0.85 69.58 ± 0.51 68.65 ± 0.91 68.15 ± 0.95 70.41 ± 0.96
Random Label 58.34 ± 0.91 48.85 ± 3.2 49.5 ± 1.03 61.2 ± 0.54 57.12 ± 0.76 58.3 ± 0.93 69.05 ± 0.38

Batch Label Shuffle 64.8 ± 0.97 58.2 ± 4.45 64.34 ± 2.09 69.34 ± 0.69 65.69 ± 1.15 64.73 ± 1.12 69.31 ± 1.4
Batch Label Flip 61.89 ± 0.97 56.51 ± 3.36 64.61 ± 2.1 69.04 ± 1.19 60.01 ± 1.16 60.64 ± 2.05 69.82 ± 0.78

Added Noise 65.28 ± 0.77 58.35 ± 4.16 64.44 ± 1.11 66.02 ± 0.36 65.24 ± 1.32 65.38 ± 1.28 67.69 ± 1.17
Replace With Noise 67.76 ± 1.33 58.88 ± 4.33 66.06 ± 0.42 68.52 ± 1.31 68.48 ± 1.31 67.58 ± 0.92 68.71 ± 1.22

F-
M

N
IS

T

Original Data 83.64 ± 0.33 82.0 ± 0.4 83.69 ± 0.65 79.09 ± 1.14 82.42 ± 2.27 83.74 ± 0.27 83.52 ± 0.21
Chunk Shuffle 77.12 ± 1.79 77.69 ± 0.51 77.45 ± 2.21 74.74 ± 1.21 76.45 ± 1.7 78.17 ± 0.75 82.18 ± 1.26
Random Label 76.22 ± 8.06 77.31 ± 3.82 76.57 ± 7.16 77.41 ± 4.47 75.33 ± 7.27 74.79 ± 4.84 81.8 ± 1.37

Batch Label Shuffle 82.65 ± 0.13 79.11 ± 1.71 82.82 ± 0.43 82.3 ± 0.32 82.88 ± 0.44 82.63 ± 0.45 82.45 ± 0.38
Batch Label Flip 80.25 ± 1.87 78.85 ± 1.78 82.31 ± 0.27 80.43 ± 0.81 81.29 ± 0.58 80.56 ± 0.67 79.87 ± 0.7

Added Noise 77.88 ± 1.86 73.28 ± 1.31 78.42 ± 2.1 75.72 ± 1.55 76.21 ± 2.37 79.02 ± 0.75 78.72 ± 2.02
Replace With Noise 79.77 ± 0.8 74.12 ± 1.36 80.64 ± 0.42 78.76 ± 1.06 78.24 ± 0.93 79.94 ± 0.64 82.94 ± 0.31

method. This more clearly demonstrates the size of the accuracy improvement from using LAP on

CIFAR-10, CIFAR-100, and F-MNIST.

In these experiments, LAP achieves the best accuracy or is within a few percentage points of the best

accuracy. In the latter case, the best accuracy is then often achieved by a method that requires longer

training but is less robust to other noise types. Therefore, LAP overall achieves consistently higher

accuracy while requiring less computation. This illustrates LAP’s robustness across varied datasets and

noise types, showing that it consistently maintains or improves accuracy in high-noise conditions where

other models struggle.

5.5.8 LAP in Conjunction with RRL

Since RRL requires significant changes to the model architecture and data augmentation, we separately

test the large architecture and the experimental setup used in Li et al. (2021) [128] for a better comparison.

All training data is randomly divided into 10 sources, with 4 chosen to be 100% noisy. The high capacity
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Table 5.2: Comparison of LAP with the baselines. Mean ± standard deviation of the percentage
difference of the maximum test accuracy (%) of 5 repeats of the baselines and LAP on synthetic data
with different noisy types. For CIFAR-100 these numbers represent the top 5 accuracy. For CIFAR-10,
CIFAR-100, and F-MNIST, the number of noisy sources are 4, 2, and 6 out of 10 respectively. Unreliable
sources are each 100% noisy. All values in bold are within 1 standard deviation of the maximum score.

Model Types

Noise Type Standard ARFL (2022) IDPA (2021) Co-teaching (2018) CDR (2021) LS (2022) LAP (Ours)

CI
FA

R-
10

Original Data - -3.76% ± 2.40 2.66% ± 1.53 2.86% ± 0.45 -0.79% ± 2.03 0.84% ± 1.23 -0.38% ± 1.53
Chunk Shuffle - -5.12% ± 1.59 0.77% ± 0.49 3.68% ± 1.50 -2.89% ± 3.05 -2.79% ± 1.84 3.02% ± 2.22
Random Label - 3.10% ± 2.45 -17.90% ± 3.40 1.15% ± 1.43 -3.22% ± 3.44 0.15% ± 4.01 8.34% ± 3.93

Batch Label Shuffle - -2.31% ± 3.95 -0.80% ± 1.68 4.29% ± 2.08 -0.76% ± 2.18 -2.00% ± 2.74 7.59% ± 2.57
Batch Label Flip - -1.40% ± 3.67 3.77% ± 2.10 6.06% ± 1.05 -0.77% ± 3.30 1.90% ± 3.59 10.04% ± 0.85

Added Noise - -2.33% ± 1.51 1.02% ± 2.23 2.94% ± 0.91 -2.72% ± 2.79 -1.05% ± 2.28 3.43% ± 2.41
Replace With Noise - -7.92% ± 2.26 -1.12% ± 2.70 1.50% ± 0.42 -2.42% ± 1.50 0.26% ± 1.52 1.46% ± 1.63

CI
FA

R-
10

0

Original Data - -20.42% ± 3.05 2.42% ± 0.77 0.41% ± 1.84 -0.02% ± 2.36 -0.67% ± 1.91 0.10% ± 1.91
Chunk Shuffle - -17.59% ± 3.31 -2.95% ± 1.83 1.06% ± 1.15 -0.29% ± 1.84 -1.03% ± 1.33 2.26% ± 1.72
Random Label - -16.20% ± 6.51 -15.13% ± 1.72 4.93% ± 1.96 -2.06% ± 1.89 -0.07% ± 0.90 18.40% ± 2.38

Batch Label Shuffle - -10.15% ± 7.25 -0.68% ± 3.85 7.03% ± 1.49 1.38% ± 1.39 -0.08% ± 2.65 6.96% ± 0.93
Batch Label Flip - -8.64% ± 6.29 4.41% ± 3.94 11.57% ± 2.15 -3.03% ± 2.58 -2.00% ± 3.63 12.84% ± 2.60

Added Noise - -10.60% ± 6.71 -1.27% ± 2.35 1.14% ± 1.34 -0.06% ± 2.33 0.15% ± 1.18 3.70% ± 2.24
Replace With Noise - -13.02% ± 7.46 -2.48% ± 2.26 1.12% ± 0.75 1.11% ± 3.49 -0.23% ± 2.76 1.46% ± 3.72

F-
M

N
IS

T

Original Data - -1.95% ± 0.83 0.07% ± 0.71 -5.44% ± 1.34 -1.44% ± 2.87 0.13% ± 0.67 -0.13% ± 0.31
Chunk Shuffle - 0.78% ± 2.35 0.47% ± 3.93 -3.06% ± 1.88 -0.81% ± 4.05 1.39% ± 2.17 6.61% ± 3.46
Random Label - 2.28% ± 11.45 0.75% ± 6.82 2.79% ± 15.20 0.30% ± 18.72 -0.85% ± 13.32 8.21% ± 10.42

Batch Label Shuffle - -4.29% ± 2.05 0.20% ± 0.57 -0.42% ± 0.29 0.28% ± 0.53 -0.02% ± 0.47 -0.24% ± 0.43
Batch Label Flip - -1.67% ± 4.39 2.61% ± 2.31 0.26% ± 2.64 1.33% ± 2.29 0.43% ± 2.28 -0.43% ± 2.86

Added Noise - -5.86% ± 3.02 0.77% ± 4.43 -2.71% ± 3.78 -2.09% ± 4.25 1.53% ± 3.13 1.14% ± 3.75
Replace With Noise - -7.07% ± 1.66 1.10% ± 1.08 -1.26% ± 1.20 -1.91% ± 1.20 0.22% ± 0.57 3.99% ± 1.05

CNN with contrastive learning presented in Li et al. (2021) [128] is trained for 25 epochs, with all other

parameters kept as in the original work. In addition to this model, a version (with the same parameters)

is trained using LAP with H = 25, δ = 1.0, and λ = 0.8. These models were trained on batch sizes of

128 using stochastic gradient descent with a learning rate of 0.02, momentum of 0.9, and weight decay

0.0005. Data is randomly assigned to mini-batches, with each batch containing multiple sources. These

experiments take approximately 3 days to complete when using the compute described in Section 5.4.6.

We test RRL with and without LAP to illustrate its ability to be used in conjunction with other methods.

Table 5.3 presents these results on CIFAR-10, and further highlights the use of LAP to improve model

performance on data generated from multiple sources. Here, LAP supplements the accuracy obtained

by RRL, which uses a contrastive learning approach to tackle noisy features and labels that is improved

upon by further applying our method to make use of the source values. We observe that LAP increases all

metric scores except for “Replace With Noise”, where the difference is relatively small, and “Original

Data”, where both methods perform equally. Again, the most substantial increase in accuracy comes from

random labelling noise, where LAP improves RRL by approximately +5%.

In addition, Table 5.4 shows the percentage difference in accuracy when using LAP over not using LAP for
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Table 5.3: RRL and RRL + LAP results. Mean ± standard deviation of the maximum test accuracy (%)
of 10 repeats of RRL and LAP on CIFAR-10 data with different types of noise. Here, 4 out of 10 sources
are 100% noisy.

Model Types

Noise Type RRL (2021) RRL + LAP (Ours)

Original Data 87.67 ± 0.37 87.54 ± 0.22
Chunk Shuffle 82.93 ± 0.29 84.27 ± 0.31
Random Label 76.04 ± 1.43 80.31 ± 0.58

Batch Label Shuffle 77.66 ± 0.71 80.84 ± 0.51
Batch Label Flip 78.81 ± 0.66 82.02 ± 0.45

Added Noise 78.51 ± 0.74 81.70 ± 0.48
Replace With Noise 80.05 ± 0.65 79.00 ± 0.75

several different noise levels and numbers of noisy sources. In these experiments, the data in CIFAR-10

is randomly divided into 10 sources, the row of Table 5.4 defining the number of noisy sources, of

which all have a noise rate as given by the column of Table 5.4. As before, the high capacity CNN with

contrastive learning presented in Li et al. (2021) [128] is trained for 25 epochs, with all other parameters

kept as in the original work. In addition, a version of this model (with the same parameters) is trained

using LAP with H = 25, δ = 1.0, and λ = 0.8. These models are trained on batch sizes of 128 using

stochastic gradient descent with a learning rate of 0.02, momentum of 0.9, and weight decay 0.0005. Data

is randomly assigned to mini-batches, with each batch containing multiple sources. These experiments

take approximately 5 days to complete when using the compute described in Section 5.4.6.

Table 5.4: Different noise level and number of sources. Mean ± standard deviation (%) of the percentage
difference in maximum test accuracy between RRL + LAP and RRL (2021) over 5 repeats when training
a model on CIFAR-10 for different noise levels and numbers of sources. Here a positive value represents
an improvement in accuracy when using LAP. Here, U corresponds to the number of unreliable sources
out of 10 sources in total. Batch label flipping was used to introduce noise.

Noise Level

U 25% 50% 75% 100%

2 0.88% ± 0.19 1.61% ± 0.60 2.95% ± 0.64 3.16% ± 0.51
4 0.09% ± 0.71 1.25% ± 0.58 2.01% ± 0.96 5.24% ± 1.24
6 0.02% ± 0.43 0.46% ± 0.50 3.74% ± 0.80 11.61% ± 1.66

When the whole dataset noise level is small (2 sources with 25% noise), we see small performance

increases when using LAP; likely because noisy sources have small impacts on the performance of models

trained without LAP. Furthermore, for lower noise levels, increasing the number of noisy sources reduced

the performance improvement. This is likely because LAP is reducing noisy source training contributions

early, when there is still information to learn. This can be remedied by increasing the leniency (λ); however,

since we were limited by compute cost, the parameters of LAP were fixed across the experiments.
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Figure 5.7: LAP results with a varied number of sources and noise levels. In (a) we show the area
under the precision-recall curve for standard training and using LAP on PTB-XL with label noise and
simulated ECG interference noise for 12 total sources. In (b), we show the accuracy on CIFAR-10N with
real human labelling noise when using RRL and RRL + LAP, with 10 sources. In both, the noise of the
sources varies linearly from 25% to 100% for each number of noisy sources. The lines and error bands
represent the mean and standard deviation of the maximum value for each of the 5 repeats. These figures
illustrate that LAP maintains higher performance as noise rates increase.

5.5.9 Varied Noise Level and Source Sizes with Real-World Time-Series Data

Figure 5.7a compares the results of not using and using LAP for a time-series classification task on normal

and abnormal cardiac rhythms with both label and input noise.

This experiment allows us to test the performance of using LAP on different numbers of sources with

varied noise levels. Firstly, data is divided into 12 sources based on the clinician performing the labelling

of the ECG recording. Then, for a given number of sources (increasing along the x axis), the noisy sources

have noise levels that are set at linear intervals between 25% and 100%. These sources are made noisy

following the suggestions by Wong et al. (2012) [238] to simulate electromagnetic interference and using

label flipping to simulate human error in labelling. Based on this data, we train the ResNet 1D model

for 40 epochs using the Adam optimiser with a learning rate of 0.001 and a batch size of 64. This model

is trained with and without LAP with H = 25, δ = 1.0, and λ = 0.8. Data is randomly assigned to

mini-batches, with each batch containing multiple sources. These experiments take approximately 16

hours to complete when using the compute described in Section 5.4.6.

Figure 5.7a shows the Area Under the Precision-Recall Curve (AUC PR) on the test set for each number

of noisy sources. These results show that LAP allows for improved model training on data with sources

of varied noise and with multiple noise types. This figure also illustrates that in this setting, LAP is

robust to increases in noise within the dataset, as AUC PR does not degrade significantly, especially when

compared to not using LAP. Furthermore, the standard deviation of the results is smaller, suggesting that
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LAP is more consistent in its AUC PR. When only two sources contain noise, the total noise rate in the

dataset is only 10%, which has little negative effect on standard training.

5.5.10 Real-World Noisy Labels

To further demonstrate the effectiveness of LAP in conjunction with other noisy data methods and on

real-world noise, we now present the results on a dataset with human labelling of varied noise rates.

Here, images from CIFAR-10 are used as the inputs and the labelling collected by Wei et al. (2022) [93] is

used as the noisy labels to produce CIFAR-10N. The data is first randomly split into 10 sources. Then, for

a given number of sources (increasing along the x axis), the noisy sources have noise levels that are set at

linear intervals between 25% and 100%, replacing the true CIFAR-10 targets with the real noisy human

labels from Wei et al. (2022) [93]. The high capacity CNN with contrastive learning presented in Li et al.

(2021) [128] is trained for 25 epochs, with all other parameters kept as in the original work. As before,

a version of this model (with the same parameters) is trained using LAP with H = 25, δ = 1.0, and

λ = 0.8. These models are trained on batch sizes of 128 using stochastic gradient descent with a learning

rate of 0.02, momentum of 0.9, and weight decay 0.0005. Data is randomly assigned to mini-batches,

with each batch containing multiple sources. These experiments take approximately 30 hours to complete

when using the compute described in Section 5.4.6.

Figure 5.7b illustrates the results on CIFAR-10N, a noisy human-labelled version of CIFAR-10, where we

observe a pattern similar to that depicted in Figure 5.7a. In both cases, LAP improved the test accuracy

after training on noisy data at all noise levels tested, and the standard deviation of this accuracy was

reduced. However, we also note that in this case, the accuracy of LAP degraded faster than the AUC PR in

Figure 5.7a as the number of noisy sources increased. This could be for various reasons, such as differing

noise types, model baselines, and data types.

Additionally, we also show the results of this experiment when using the same model architecture as in

Table 5.1, and with standard training as a baseline, instead of RRL. Figure 5.8 illustrates that the results

of this experiment follow the same trends as before, which assures us of the applicability of LAP in a

variety of settings, across model capacities. These experiments take approximately 4 hours to complete

when using the compute described in Section 5.4.6.
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Figure 5.8: Accuracy values on CIFAR-10N for an increasing number of noisy sources with a lower
capacity model. The lines and error bands represent the mean and standard deviation of the maximum
test accuracy for each of the 5 repeats with random allocation of noisy sources. The noise of the sources
increases linearly from 25% to 100% for each number of noisy sources. In total, there are 10 sources.
Here, we test the low capacity CNN (Section 5.5.4).

5.5.11 LAP on a Noisy Natural Language Task

We also tested LAP on a natural language task, in which the goal is to predict the sentiment from the

review of the movie.

In this set of experiments, we wish to test the use of LAP in a natural language setting. Firstly, we load the

training and testing sets and randomly split the training set into 10 sources uniformly. We then choose 4 of

the sources to be 100% unreliable and introduce noise through random labelling and random permuting of

the order of the text. We truncate or extend each review such that it contains exactly 256 tokens. We use

an LSTM to predict the sentiment of movie reviews by training the model for 40 epochs with a batch size

of 128, a learning rate of 0.001, and the Adam optimiser [239]. A version of this model (with the same

parameters) is also trained using LAP with H = 25, δ = 1.0, and λ = 0.8. As before, data is randomly

assigned to mini-batches, with each batch containing multiple sources. Since IDPA, Co-teaching, CDR,

and Label Smoothing (LS) are not benchmarked on this dataset, for the baseline-specific parameters we

used the same values as given for CIFAR-10. These experiments take approximately 12 hours to complete

when using the compute described in Section 5.4.6.

The results with two types of noise are presented in Table 5.5. Here, LAP clearly outperforms the baselines

by a significant margin, with IDPA and CDR not improving standard training. Additionally, we expect

that when the data is not noisy, using LAP should not limit performance, as we see here. However, it

is interesting that Co-teaching performs better in the “Original Data”. We hypothesise that the IMDB

dataset contains some noisy labels (through human error), which were split uniformly across data sources;

a limitation of our method that we discuss in Chapter 8.
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Table 5.5: Baselines and LAP results on a natural language task. Mean ± standard deviation of
maximum test accuracy (%) of 5 repeats of the methods on the IMDB dataset with different types of noise.
Here, 4 out of 10 sources are 100% noisy.

Model Types

Noise Type Standard IDPA (2021) Co-teaching (2018) CDR (2021) LS (2022) LAP (Ours)

Original Data 82.81 ± 0.79 83.24 ± 0.56 85.12 ± 0.8 82.49 ± 1.49 83.89 ± 0.91 83.2 ± 0.83
Random Label 65.01 ± 0.65 64.61 ± 0.71 67.18 ± 0.69 64.8 ± 0.91 66.34 ± 1.13 71.95 ± 2.94

5.5.12 Real-world and Imbalanced Data Sources

To supplement the results of PTB-XL, we present LAP on an additional dataset containing real-world data

sources, GoEmotions. This dataset allows us to explore the scenario in which source sizes and the classes

they contain vary significantly, which could be a common scenario in real-world use cases. As LAP

weights sources based on their log-likelihood, it is important to consider the robustness of our method

to variations in the distribution of classes in sources, as well as their sizes. In the GoEmotions dataset,

our training set contains source sizes in the range of 1 to 9320 with a mean size of 1676 and a standard

deviation of 1477.

In Figure 5.9, we show the distribution of source sizes and the number of classes within each source.

Figure 5.9a demonstrates the imbalance in the size of each source, with some sources containing thousands

of data points, whilst others contain hundreds or tens of data points. A dataset with this construction allows

us to test the robustness of LAP to settings with uneven source sizes, a realistic situation in real-world

data collection. Figure 5.9b shows the distribution of the number of unique classes contained within each

source.
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Figure 5.9: Source and class distributions in GoEmotions. In (a), we present the number of sources
with a given size, plotted on a log scale. This demonstrates the imbalance in the size of the sources in the
dataset, with some containing thousands of data points, whilst others contain just a few hundred. In (b),
we additionally explore the number of classes within each data source, showing that around half of all
sources do not contain all classes, with two sources containing less than 5 classes.
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In particular, we observe that around half of all sources do not contain all the classes, with two sources

containing fewer than 5 classes. The imbalance in the class distribution across sources is more apparent

when we list the largest three classes for some of the sources:

• Source 1 with size 37: class 28 = 40.54%, class 19 = 8.11%, class 26 = 5.41%

• Source 2 with size 1137: class 28 = 38.43%, class 19 = 10.82%, class 2 = 5.89%

• Source 4 with size 2702: class 5 = 17.84%, class 28 = 11.84%, class 11 = 8.62%

• Source 8 with size 1253: class 28 = 14.45%, class 23 = 12.05%, class 21 = 10.45%

• Source 16 with size 3224: class 5 = 13.43%, class 23 = 12.38%, class 1 = 10.92%

• Source 32 with size 175: class 28 = 50.86%, class 8 = 18.86%, class 2 = 6.86%

• Source 64 with size 623: class 28 = 18.46%, class 4 = 11.88%, class 5 = 6.58%

This demonstrates that sources contain large variations in the number of data points and the distributions of

classes they contain. By evaluating our method on this dataset, we can verify LAP’s improved performance

in settings in which the class distribution is uneven across sources, which may affect the source log-

likelihood during training and strain the assumption we made that non-noisy sources contain similar data

distributions.

For our experiment, we chose 30 of the total 82 raters to produce noisy labels. The Transformer Encoder

was trained for 25 epochs with a batch size of 256 and a learning rate of 0.001 using the Adam optimiser

[239]. A version of this model (with the same parameters) is also trained using LAP with H = 25,

δ = 1.0, and λ = 0.8. As before, data is randomly assigned to mini-batches, with each batch containing

multiple sources. Since IDPA, Co-teaching, CDR, and Label Smoothing are not benchmarked on this

dataset, for the baseline-specific parameters, we used the same values as given for CIFAR-10. These

experiments take approximately 12 hours to complete when using the compute described in Section 5.4.6.

Table 5.6 demonstrates the top-5 accuracy of the methods for this task, and suggests that LAP is robust to

varied source data distributions in this real-world dataset. Whilst LAP, CDR, Label Smoothing (LS) and

standard training perform similarly when trained on the original data, using LAP leads to improved top-5

accuracy on the test set when random labels are introduced in training. On GoEmotions, random labelling

had small effects on the performance of the standard training method, reducing the top-5 accuracy of the
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test set from 80.4 to 77.0. However, LAP was still able to significantly reduce that performance loss by

achieving a top-5 accuracy of the test set of 78.7. Here, LAP produced a higher top-5 accuracy than the

baselines, with less variability in the results.

Table 5.6: Results on GoEmotions, an imbalanced sources dataset. Mean ± standard deviation of
maximum test top-5 accuracy (%) over 5 repeats of the methods on the GoEmotions data with noisy labels
and random sentence permutation. Here, 30 out of 82 sources are 100% noisy.

Model Types

Noise Type Standard IDPA (2021) Co-teaching (2018) CDR (2021) LS (2022) LAP (Ours)

Original Data 80.43 ± 0.05 79.66 ± 0.21 79.7 ± 0.31 80.37 ± 0.1 80.35 ± 0.07 80.44 ± 0.15
Random Label 76.96 ± 0.58 76.05 ± 0.84 77.05 ± 0.7 76.05 ± 0.31 76.02 ± 0.57 78.74 ± 0.41

5.5.13 CIFAR-10 with a Large Numbers of Sources

To understand the effectiveness of our method as the number of sources grows, we extended the results in

Table 5.1 by significantly increasing the number of unique sources. Here, we use the low capacity CNN,

with all other settings kept the same as in Table 5.1, except with the number of epochs reduced from 40

to 25 as the model architecture is smaller. These experiments take approximately 12 hours to complete

when using the compute described in Section 5.4.6.

Table 5.7: Comparison of LAP with the baselines with varied numbers of sources. Mean ± standard
deviation of maximum test accuracy (%) of 5 repeats of the baselines and LAP on synthetic data with
different noisy types and numbers of sources. The number of noisy sources ranges from 10 to 50,000,
corresponding to “LAP-n", where n denotes the number of sources in the training data. For all experiments,
40% of the sources were chosen as unreliable, with 100% noise rate. Since there are 50,000 training data
points, LAP-50,000 corresponds to LAP acting over sources that have size 1: i.e the standard noisy data
setting.

Model Types

Noise Type Standard IDPA (2021) Co-teaching (2018) CDR (2021) LS (2022) LAP-10 LAP-1250 LAP-50,000

Original Data 69.46 ± 1.12 70.86 ± 0.32 67.73 ± 0.83 70.88 ± 0.51 70.2 ± 0.66 69.6 ± 1.08 69.57 ± 1.07 70.28 ± 0.5
Chunk Shuffle 65.92 ± 1.32 66.34 ± 0.99 63.55 ± 0.41 66.18 ± 0.81 66.22 ± 0.84 66.92 ± 0.56 66.08 ± 1.02 65.47 ± 0.98
Random Label 60.85 ± 1.67 57.93 ± 1.59 61.37 ± 1.01 61.23 ± 1.16 61.1 ± 1.25 66.5 ± 0.43 66.15 ± 1.16 66.49 ± 0.65

Batch Label Shuffle 62.23 ± 0.62 60.08 ± 0.13 63.9 ± 0.44 64.63 ± 0.88 64.36 ± 1.02 66.09 ± 0.65 66.71 ± 0.48 65.73 ± 1.13
Batch Label Flip 59.94 ± 2.48 61.02 ± 1.9 63.05 ± 2.43 61.57 ± 1.06 61.84 ± 0.92 64.48 ± 1.11 66.42 ± 1.22 65.41 ± 1.65

Added Noise 59.86 ± 1.38 61.19 ± 0.33 59.59 ± 1.37 60.38 ± 0.84 60.05 ± 1.05 63.58 ± 1.03 59.52 ± 1.06 60.55 ± 1.08
Replace With Noise 65.07 ± 0.63 65.85 ± 0.64 64.1 ± 1.13 65.91 ± 1.03 65.7 ± 0.78 64.89 ± 1.28 66.39 ± 1.66 65.09 ± 0.43

The results of this is shown in Table 5.7. In this experiment, we see that LAP performs well across the

different source sizes, demonstrating its robustness as the number of sources increases. In fact, LAP-

50,000 corresponds to an experiment where the size of each source is equal to 1 – the standard noisy data

setting. It is interesting to see that in this case, LAP often performs as well or better than the baselines,
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suggesting its usefulness in a setting for which it was not originally designed.

5.5.14 Testing a Possible Failure Case for our Method

To demonstrate the robustness of LAP, we now construct an experiment designed to strain the assumptions

we made when introducing our method.

To work as intended, our proposed method assumes that all non-noisy sources contain similar data

distributions. This allows us to say that the weighted likelihood ratio between a source under inspection

and the other sources indicates whether to increase or decrease our reliability score (Equation 5.3).

However, in real-world use cases, some sources might only produce a single class or a more challenging

subset of classes. In such a case, we would like to understand whether our method can correctly identify

the noisy sources without mistakenly labelling the more challenging data source as noisy.

To construct this setting, we combined data from both MNIST [103] and CIFAR-10 [92]. First, we evenly

split the MNIST data into 99 sources and applied random label noise to 95 of them. These numbers of

sources were chosen to create an extreme setting with many noisy sources, which we hypothesised would

be a challenging setting to learn in. We then randomly chose 2 classes from CIFAR-10 and assigned

them to a single source, giving us 99 MNIST sources (with 95 of them noisy) and a single CIFAR-10

source (which remained non-noisy). We then kept the same non-noisy class labelling for MNIST from the

original dataset (i.e.: in the non-noisy data, a handwritten digit 0 was assigned class 0, etc.) and mapped

the two classes from CIFAR-10 to new classes: 10 and 11 – giving 12 classes in total. Since CIFAR-10 is

more challenging to classify than MNIST, this allowed us to construct a dataset in which almost all sources

are easier to classify than the final source, which contains 2 classes of more difficult data to separate. We

also ran the same experiment with no random label noise applied to the MNIST sources.

To ensure that the CIFAR-10 and MNIST images are the same size and have the same number of filters,

we applied a greyscale and resizing transformation to the CIFAR-10 data. We then use a simple CNN

consisting of two convolutional layers with 32 and 64 filters, respectively, ReLU activation functions,

max-pooling layers (with kernel size 2), and two linear layers mapping representations to sizes 9216, 128,

and finally 13. We use dropout, cross-entropy loss, and the Adam optimiser with learning rate 0.001 and

batches of size 128, trained for 25 epochs. The LAP parameters used were (δ, H, λ) = (1.0, 50, 4.0) for

the original data experiment and (0.1, 50, 1.0) for the random label experiment. These were chosen using

5 runs on a validation set.
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Table 5.8: Difficult data results. Mean ± standard deviation of maximum test accuracy (%) over 5
repeats of standard training and LAP on a combination of MNIST and CIFAR-10 data with noisy labels.
Here, 95 out of 100 sources are 100% noisy.

Model Types

Noise Type Standard LAP (Ours)

Original Data 98.38 ± 0.4 98.36 ± 0.39
Random Label 67.43 ± 2.83 96.29 ± 0.83

Table 5.8 shows the surprising results of this experiment. Since this data is made up of significant noise, it

causes a large degradation in the accuracy of a standard training model when random labelling is applied

to the data. However, LAP shows significantly higher performance on the test set than the standard training

method, while allowing for comparative accuracy in the absence of noise. Here, we observe that even in a

contrived experiment designed as a failure case for our proposed method, LAP still produces increased

accuracy over this baseline.

Table 5.9: Difficult data results on the CIFAR-10 classes. Mean ± standard deviation of maximum
test accuracy (%) on the CIFAR-10 classes over 5 repeats of standard training and LAP trained on a
combination of MNIST and CIFAR-10 data with noisy labels. This is the accuracy on just the CIFAR-10
test set, which is a subset of the test set corresponding to Table 5.8.

Model Types

Noise Type Standard LAP (Ours)

Original Data 0.97 ± 0.01 0.95 ± 0.06
Random Label 0.98 ± 0.01 0.97 ± 0.02

Furthermore, Table 5.9 shows that we do see a small reduction in performance on the more challenging

source (containing the CIFAR-10 data). On the original data, in all five runs, LAP labelled the source

containing the CIFAR-10 data as non-noisy as desired. However, when random label noise is applied to

MNIST sources, the source containing CIFAR-10 data was incorrectly considered noisy in two of the five

runs. In these two cases, the validation accuracy was lower than in the other three runs:

• CIFAR-10 was incorrectly considered noisy: 23.50% and 24.39%.

• CIFAR-10 was correctly considered non-noisy: 25.46%, 25.19%, 25.53%.

Note that the validation accuracy is low because it contains the noisy labels as well as the clean labels.

Therefore, with more runs and an ensemble of the higher validation accuracy runs, higher accuracy would

likely be achieved on the test set and, in particular, on the CIFAR-10 source.

In the extreme case presented here, which violates the assumptions we made during Section 5.4, we find
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that our method is robust to challenging source data distributions and achieves markedly greater accuracy

on the test set under noisy learning, whilst achieving comparative accuracy on the single challenging (but

non-noisy) CIFAR-10 source.

5.5.15 Tiny-ImageNet Results

In an effort to demonstrate the potential of LAP further, we evaluated our method on Tiny-ImageNet [101],

a subset of ImageNet that contains 100,000 images from 200 classes. In this experiment, we wanted to

test the use of LAP on larger images with larger numbers of sources. Firstly, we load the training and

testing sets and randomly split the training set into 100 sources uniformly. We then choose 40 of the

sources to be 100% unreliable and introduce noise through random labelling. The dataset is then split into

the ratio 9 : 1 to produce a validation set. For this experiment, we train a ResNet 50 architecture using the

baseline training method provided for ImageNet in Pytorch12. This trains the model for 90 epochs with

a batch size of 256 using stochastic gradient descent with an initial learning rate of 0.1, momentum of

0.9, and weight decay of 0.0001, as well as a learning rate scheduler that multiplies the learning rate by

0.1 every 30 epochs. A version of this model (with the same parameters) is also trained using LAP with

H = 25, δ = 1.0, and λ = 0.8. As before, data is randomly assigned to mini-batches, with each batch

containing multiple sources.

The results of this are given in Table 5.10 and again demonstrate the expected performance improvement

when using LAP for datasets with sources of unknown noise, and the maintenance of performance when

data is non-noisy. These experiments take approximately 14 hours to complete when using the compute

described in Section 5.4.6.

Table 5.10: Tiny Imagenet results. Mean ± standard deviation of maximum test top-5 accuracy (%)
over 5 repeats of standard training and LAP on Tiny Imagenet data with noisy labels. Here, 40 out of 100
sources are 100% noisy.

Model Types

Noise Type Standard LAP (Ours)

Original Data 61.32 ± 0.61 60.62 ± 0.71
Random Label 46.27 ± 1.04 54.48 ± 0.57

12https://pytorch.org/blog/how-to-train-state-of-the-art-models-using-torchvision-latest-pri
mitives/

https://pytorch.org/blog/how-to-train-state-of-the-art-models-using-torchvision-latest-primitives/
https://pytorch.org/blog/how-to-train-state-of-the-art-models-using-torchvision-latest-primitives/
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5.5.16 ImageNet Results with Multiple Noise Types

We additionally present our results on ImageNet, which allows us to test our method on a large-scale

dataset. Within this experiment, as in that presented in Figure 5.7a, we allow both input and label noise.

In Figure 5.7a, all noisy sources contain two types of noise, however in the experiment presented in Table

5.11, we allow different sources to contain different types of noise.

For this experiment, we train a ResNet 50 architecture using the baseline training method provided for

ImageNet in Pytorch12. This trains the model for 90 epochs with a batch size of 256 using stochastic

gradient descent with an initial learning rate of 0.1, momentum of 0.9, and weight decay of 0.0001, as

well as a learning rate scheduler that multiplies the learning rate by 0.1 every 30 epochs. We divide the

ImageNet data into 10 sources, of which 5 are chosen to be noisy (2 containing input noise and 3 containing

label noise). The images are loaded as 8-bit integer arrays and interpolated to (64, 64) before the input

noise is synthesised by randomly adding uniform integers from [-64, 64]. They are then transformed to

32-bit floats and normalised using the mean and standard deviation available on the same Pytorch training

script. Label noise is added by randomly replacing labels in noisy sources. This dataset is then split into

the ratio 9 : 1 to produce a validation set for the analysis in Section 5.5.16. A version of the ResNet 50

model (with the same parameters) is also trained using LAP with H = 25, δ = 1.0 and λ = 0.8. As

before, data is randomly assigned to mini-batches, with each batch containing multiple sources. These

experiments are repeated 5 times for each setting. These experiments take approximately 32 hours to

complete when using the compute described in Section 5.4.6.

These results further illustrate that the use of LAP improves model performance when training data is

noisy since it achieves a greater maximum top-5 test accuracy than the standard training method.

Table 5.11: Imagenet results. Mean ± standard deviation of maximum test top-5 accuracy (%) over 5
repeats of standard training and LAP on Imagenet data with noisy labels and noisy inputs. Here, 5 out of
10 sources are 100% noisy, with three of them containing label noise and 2 containing input noise.

Model Types

Noise Type Standard LAP (Ours)

Input and Label Noise 68.05 ± 0.26 70.61 ± 0.26
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Figure 5.10: Performance on ImageNet. In (a) we show the cross-entropy loss on the training data at
each epoch where the loss using LAP represents the tempered cross-entropy loss. Note that in this figure,
the training loss for LAP appears lower due to the weighting of sources we use. This figure shows that
both training loss curves do not look unusual. In (b) we present the validation top-5 accuracy at each
epoch. In (c) we present the test top-5 accuracy at each epoch to demonstrate the fitting to the noise that
occurs when not using LAP during late training. Here, 5 out of a total of 10 sources are 100% noisy, with
2 containing input noise, and 3 containing label noise. The two steps in performance occur at the points at
which we scale the learning rate using a scheduler (epoch 30 and 60). The lines and error bands represent
the mean and standard deviation over the 5 repeats. The vertical black dashed line represents the epoch at
which LAP achieved maximum top-5 accuracy on the test set.

Late Training Test Accuracy

The noisy data literature often presents model performance results on the last n epochs since, in reality (as

we do not have access to clean test labels), there is no way of knowing when to stop training and reduce

overfitting to noisy data. In our work, in an effort to be most fair to the standard training baseline, we

present the maximum performance over all of the training to ensure that we are not presenting results

in which the standard training baseline has significantly overfit to the noisy data. However, in Table

5.12, we also present the average test accuracy over the last 10 epochs, as often reported in the literature.

These results show the significant improvement that the use of LAP can have on model training when it is

unknown if the standard training method is overfitting to noisy data.

Table 5.12: Imagenet late training results. Mean ± standard deviation of test top-5 accuracy (%) over
the last 10 epochs of standard training and LAP on Imagenet data with noisy labels and noisy inputs,
repeated 5 times. Here, 5 out of 10 sources are 100% noisy, with three of them containing label noise and
2 containing input noise.

Model Types

Noise Type Standard LAP (Ours)

Input and Label Noise 42.96 ± 0.64 66.26 ± 0.21

Similarly, Figure 5.10 presents the training, validation, and testing performance at each epoch during the
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training of a neural network using the standard method and LAP. We can see that the training curves

appear as usual (Figure 5.10a, with LAP’s training curve representing the tempered loss) and the validation

accuracy is greater for standard training (since the validation set contains noisy labels), but when tested on

the clean labels (Figure 5.10c), it is clear that using LAP enables greater robustness to noisy data. Early

stopping could be used here to achieve the maximally achieving models (since the epoch of maximum

accuracy on the test set is the same as the validation set), which is why we find it more informative to

report the maximum test accuracy as presented in all other experiments.

5.5.17 Using Empirical Risk to Improve UTI Prediction Across Sexes

As an extension to the work presented in Chapter 5, we studied the case in which data sources produce

conflicting labels that are non-noisy in Capstick and Barnaghi (2023) [72]. In this case, we wish to learn

labellings that are source-dependent, similar to the multi-task learning setting. In Fan et al. (2024) [73],

we combined this with the work in this chapter to study how empirical risk can be used to identify groups

of participants in the Minder study that the model is learning less from when predicting UTI. Using this

information, we were able to find distinct groups of participants in our study that are more challenging

to learn from, allowing us to build fairer models. By labelling these groups of participants as tasks, we

evaluated simple methods from the multi-task learning literature [240] and found that we can improve

the accuracy of UTI prediction compared to standard neural networks, whilst reducing their bias towards

some participants.

In Fan et al. (2024) [73], we trained an MLP model with two hidden layers of sizes 30 and 10 and a ReLU

activation layer, using the Adam optimiser [107]. We performed 5-fold cross-validation on the dataset,

where participants only appear in either the training or testing sets on each fold. An MLP model was

chosen for this analysis, instead of the logistic regression model given in Chapter 4, to provide more

variation in the multi-task learning strategies evaluated.

Table 5.13: Cross-validation performance on the UTI prediction task, split by sex. An MLP model
is trained on the Minder UTI dataset using a method for multi-task learning. This shows the mean ±
standard deviation (%) of the accuracy of 5-fold cross-validation, where participants only appear in either
the training or testing set.

Precision Sensitivity Accuracy
Female Male Female Male Female Male

Standard 17.45 ± 28.07 50.03 ± 44.88 4.95 ± 9.99 30.67 ± 39.28 52.27 ± 27.97 83.61 ± 13.92
Multi-task Method 48.73 ± 41.86 64.91 ± 38.84 39.65 ± 41.48 60.00 ± 41.62 75.10 ± 17.53 86.68 ± 12.00
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We find that the use of separate final predictive layers for each patient group is an effective method for

improving their predictions. The results of this method are given in Table 5.13, edited from Fan et al.

(2024) [73]. This method resulted in fairer UTI predictions across sexes when tested on new participants

using cross-validation and reduced the gap in accuracy between male and female participants by 63.05%;

from an average accuracy on the female and male cohort of 52.27% and 83.61%, respectively, to 75.10%

and 86.68%, respectively.

5.6 Discussion

As is the case with all methods designed for training models on noisy data, consideration must be given to

the underlying cause of noise. For example, in some scenarios, noise within a dataset could be attributed to

observations on minority groups during data collection, rather than as a result of errors in measurements,

labelling, or data transfer. This is why we began with the assumption that all data (if non-noisy) is

expected to be generated from the same underlying probability distribution. If data from minority groups

are not carefully considered, any technique to learn from noisy data, or standard training could lead to an

unexpected predictive bias [221].

In this work, we presented LAP, a method designed for training neural networks on data generated by

many data sources with unknown noise levels. In Section 5.5, we observed that using LAP during training

improves model performance when trained on data generated by a mixture of noisy and non-noisy sources,

and does not hinder performance when all data sources are free of noise. Our results also illustrate that

applying the proposed method is beneficial at varied noise levels and when training on multiple sources

with differing levels of noise, whilst being robust to different types of noise. Moreover, we show that:

(1) Our method is robust to an extreme source class distribution that tests the limits of the assumptions

we made when proposing LAP (Section 5.5.14); (2) The improvements in results translate to large-scale

datasets (ImageNet), with multiple noise types (Section 5.5.16); and (3) LAP is robust to overfitting of

noisy data, and therefore achieves significantly greater performance during late training (Section 5.5.16).

Furthermore, our implementation (Section 5.4.6) allows this method to be easily applied to any neural

network training where data is generated by multiple sources, and our analysis in Section 5.4 and Section

5.5.6 provides a detailed description of the parameters introduced and their intuitions.
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5.7 Summary

This work shows that LAP provides improved model performance over the baselines in a variety of noise

settings and equal performance on non-noisy data. This is achieved whilst being robust to a multitude of

tasks and being cheaper to compute than the baselines designed to tackle noisy data. We imagine many

scenarios where LAP is relevant.

When designing the predictive model for UTI (Chapter 4), it became clear that in remote healthcare

monitoring, collecting continuous measurements over features is scalable, but the labelling of data can be

costly or challenging. In addition, the work in the current chapter studied how to mitigate the effects of

noisy labels or features in large datasets. However, when datasets are small, other techniques must be

employed.

Placing prior distributions over parameters of predictive models offers an opportunity to begin resolving

these issues since well-specified priors improve the accuracy of models when labels are sparse and allow

for reliable estimates of predictive uncertainty. However, in some settings, expert prior elicitation can be

costly or infeasible. In the next chapter, we will study whether large language models can elicit expert

priors directly or be used to supplement the elicitation process, reducing the cost required to specify prior

distributions over the parameters of predictive models.



Chapter 6

Using Large Language Models for Expert

Prior Elicitation in Predictive Modelling

This chapter is based on Capstick et al. (2025) [82] and is licensed under a Creative Commons Attribution

4.0 International License1.

As we have discovered in Chapter 4, labelling data can be time-consuming and costly, particularly when

the outcome is related to an adverse health condition. In addition, Chapter 5 discussed the variable quality

of features and labels in healthcare data when datasets are large. However, in some cases, we have access

to only a few labelled examples, some of which might be noisy. These challenges can be addressed

together, by placing prior distributions over the parameters of our predictive models. However, performing

prior elicitation with experts can be expensive, difficult, or infeasible in many situations.

In this chapter, we introduce AutoElicit to extract knowledge from LLMs and construct priors for predictive

models. In contrast to the literature, our framework uses LLMs to elicit priors over the parameters of

linear models directly, which we evaluate on public and private predictive tasks. We find these priors

are informative and can be refined using natural language. As well as improving performance when data

is scarce, their use allows us to provide estimates of predictive uncertainty and mitigate the effects of

noisy data. Additionally, we perform a careful study contrasting AutoElicit with in-context learning and

demonstrate how to perform model selection between the two methods. We find that AutoElicit yields

priors that can substantially reduce error over uninformative priors, using fewer labels, and consistently

outperform in-context learning. We show that AutoElicit saves over six months of labelling effort when
1http://creativecommons.org/licenses/by/4.0/
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building a new predictive model for Urinary Tract Infections (UTIs) from sensor recordings of people

living with dementia.

6.1 Introduction to the Problem

Labelling data in medicine can be a costly and time-consuming undertaking [39, 75]. We are particularly

interested in the development of automated tools to assist with healthcare monitoring for people living

with dementia. In our study, participant data is recorded through passive monitoring devices. Although

input features are continuously collected at scale, the process of labelling adverse health conditions, such

as UTIs, can be challenging. Expert knowledge of a task, as privileged information [76], can provide

prior distributions of model parameters, which often reduces the number of samples needed to learn

performant models while also enabling more accurate estimates of predictive uncertainty and mitigating

the effects of noisy data. In Chapter 4, we consult experts when engineering features for the prediction

of UTI, incorporating prior knowledge into our data pre-processing. However, expert knowledge about

model parameters can be difficult to obtain due to the challenges of performing expert prior elicitation,

particularly in low-resource settings [77].

Linear models are widely used in real-world applications, especially in healthcare and as part of our

wider study on dementia care, due to their interpretability, robustness, and clinical familiarity [1, 78, 79].

However, many studies do not use prior distributions on their models, possibly due to the challenges

associated with elicitation, but would likely benefit greatly from them.

Due to their diverse training data and rate of development [80], Large Language Models (LLMs) offer

a new opportunity to fully or partially automate the prior elicitation process, especially given recent

advances in reasoning methods [81]. By prompting an LLM to approximate a specific form of expertise in

a given field, it is possible to extract insights about a predictive model’s prior based on the LLM’s training

data. This motivates the construction of a probabilistic framework to extract prior task knowledge from

language models in the form of distributions over the parameters of a linear predictive model. In this way,

AutoElicit combines developments in LLMs with trusted and robust linear predictive models, that are

already widely understood and utilised in real-world applications.

In-context learning has been studied as a way to use LLMs for predictive tasks [132]. Here, LLMs are

given a task description and demonstration examples and asked to make predictions on unseen data
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Figure 6.1: AutoElicit: Prior elicitation using a language model. The left-hand figure demonstrates
the process, whilst the right-hand figure illustrates the benefits of using AutoElicit, achieving the same
peak accuracy after n ≈ 15 labels; 220 days earlier in the study.

directly [131]. There are several reasons why this prompted prediction may not suffice. First, LLMs can

incur a large computational cost to run, rendering their use in high-frequency or low-resource settings

unlikely. Second, applications may require arithmetic operations within models, an area where LLMs

continue to struggle [241]. Third, LLMs, unless explicitly trained on a specific predictive problem,

lack transparency and may not perform Bayesian inference [175], which can lead to unreliable posterior

updates and predictions. To closely examine in-context learning for numerical predictive tasks, we

propose a strategy to approximate the in-context prior and posterior distributions when imitating a linear

model, which we can compare to LLM-elicited priors. Using these, we also empirically evaluate whether

in-context learning approximates Bayesian inference before using model selection.

Our work makes the following contributions:

• We introduce AutoElicit, an algorithm to generate LLM-elicited priors over linear models. We find

using LLMs for expert prior elicitation (Figure 6.1) provides higher posterior accuracy and lower

mean square error than an uninformative prior on various numerical predictive tasks, improving

models with fewer examples.

• To compare AutoElicit with In-Context Learning (ICL), we develop an approach to extract the

implicit priors used in ICL, which we find to be less informative. To understand the differences,

we study whether an LLM performs Bayesian inference during ICL. We extract the ICL posterior

distribution and measure its divergence from posterior Monte Carlo samples of the extracted prior.

We find that the LLM inconsistently approximates Bayesian inference on real-world datasets.

• We study when ICL is better than AutoElicit and show how to use the Bayes factor to guide model

selection, finding that LLM-elicited priors are the preferred choice for all tasks tested. When

predicting UTIs in our Minder study on dementia care, we find that AutoElicit priors result in

performant accuracy over six months earlier than with uninformative priors (Figure 6.1).
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Our results provide insight about when and how to use LLMs to build better linear models, with fewer

samples.

6.2 Prior Elicitation with Experts

Bayesian inference incorporates knowledge about a predictive task before data is observed. A prior p(θ)

is placed on a predictive model, which holds intuitions about the parameters θ. Well-specified priors

provide calibrated estimates of predictive uncertainty through the posterior predictive distribution and

reduce the number of data points needed to construct comparably accurate predictive models.

Prior elicitation constructs prior distributions on model parameters, typically through expert judge-

ment [142, 242]. This can be resource intensive and requires access to one or more domain experts who

have been trained in prior elicitation [77].

6.3 Linear Models

Because of their simplicity, linear models have interpretable parameter weights, making them trusted in

clinical contexts. The effect of model weights on predictions are explicitly understood as they multiply

directly with features, making them ideal to use with prior elicitation in healthcare.

6.4 In-Context Learning

In-context learning uses the knowledge that LLMs acquire during training to make predictions on unseen

data. Here, LLMs attempt to learn a function for predicting unseen data based on a task description and

demonstration examples.

Let the space of all predictive tasks be T , a single classification or regression task be T ∈ T , and the

space of possible LLM prompts be I. Given an LLM M and K task descriptions Ik ∼ p(I|T ) = pT (I),

a prediction of ỹ on features x̃ using in-context learning with training data D is:

pM,T (y|x̃, D) =
K∑︂

k=1
pM,T (ỹ|x̃, D, Ik)pM,T (Ik)

Although the mechanisms of in-context learning are under active research, we denote its implicit parameters
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as φ, implied by a task description and dataset:

pM,T (y|x̃, D) =
∫︂

Φ

K∑︂
k=1

pM,T (y|x̃, φ)pM,T (φ|D, Ik)pM,T (Ik)dφ

Here φ is itself described by a prior distribution pM,T (φ|Ik) and a posterior distribution pM,T (φ|D, Ik).

φ is latent, since in-context learning only returns ỹ ∼ pM,T (y|x̃, D, I).

6.5 AutoElicit: Using Language Models to Elicit Priors

We aim to make expert prior elicitation more accessible by using the knowledge of LLMs in robust and

clinically trusted predictive models. This motivates us to develop a framework, AutoElicit, for eliciting

general prior distributions for linear models from LLMs (Figure 6.1), which often have both technical

knowledge of probability distributions and domain knowledge of a task. Our goal is to improve model

performance with less data compared to an uninformative prior, whilst allowing model parameters to be

interpretable.

Given an LLM M and task T , we obtain a single Gaussian prior for each feature, for each task description Ik

by asking the LLM to provide its best guess of the mean and standard deviation: (µk, σk) ∼ pM,T (µ, σ|Ik).

Here, we use K = 100 task descriptions, produced by asking an LLM to rephrase one human-written

“system” and “user” role 10 times and taking their product.

Taking a mixture over the task descriptions, we construct a prior pM,T (θ) over linear model parameters θ:

pM,T (θ) =
K∑︂

k=1
πkN (θ|µk, σk

2) where (µk, σk) ∼ pM,T (µ, σ|Ik) and π ∼ Dir(1) (6.1)

With π = (π1, . . . , πK) and 1 = (1, . . . , 1) ∈ RK . Since mixtures of Gaussians approximate any

distribution with enough components, we can fully capture the prior belief of the LLM. We also expect

that LLMs have learnt how to parametrise Gaussian distributions. However, our framework also allows

mixtures of other probability distributions to be elicited. Corresponding to the number of task descriptions,

this mixture has K = 100 components, but other numbers are studied in Section 6.10.4.

The posterior predictive distribution on unseen data (x̃, ỹ), given an observed dataset D, becomes:

pM,T (y|x̃, D) =
∫︂

Θ

K∑︂
k=1

pM,T (y|x̃, θ)pM,T (θ|D, Ik)pM,T (Ik)dθ
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Where pM,T (I) describes the distribution over task descriptions and pM,T (θ|D, I) describes the posterior

distribution over the parametrisation of a predictive model, which is calculated using the available data D

and the AutoElicit prior over θ.

This pM,T (θ) is the prior that we use for our linear models and is an alternative to one elicited from

experts. However, additionally including expert information E in the prompts can provide yet more

informative priors: pM,T (θ|E). This way, AutoElicit also supplements a typical prior elicitation process

but only requires experts to provide knowledge as natural language, likely needing less training and cost.

This approach enables the use of an LLM’s knowledge in new environments, with more controls and

transparency.

The natural comparison for AutoElicit priors is an uninformative prior. However, since we use an LLM’s

prior knowledge and training data to make new predictions, this is also an alternative to in-context learning.

The difference is that prior elicitation uses a marginal distribution and Bayesian inference, which address

some of the shortfalls of in-context learning on numerical predictive tasks.

6.6 Energy Distance and Statistic

To quantitatively compare different priors, we will make use of the energy statistic [243], which is based on

the energy distance metric [244] and is a method to measure the similarity of two probability distributions.

Importantly, it allows us to measure the distance between two N -dimensional probability distributions,

whilst other common methods, such as the Kolmogorov–Smirnov test and Hellinger distance, are restricted

to single-dimensional probability distributions.

With X and Y as independent random variables, and {x1, x2, . . . , xp} and {y1s, y2, . . . , yq} as samples

from X and Y respectively, with xi, yj ∈ RN , the energy distance D(X, Y ) is defined as:

D(X, Y )2 = 2E[MXY ] − E[MXX ] − E[MY Y ]

Where MXY i,j = ||xi − yj ||2 is the pairwise distance matrix. From this, the energy statistic is defined as:

H(X, Y ) = D(X, Y )2

2E[MXY ] (6.2)
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This statistic takes values between 0 and 1 and measures how similar two statistical distributions are. We

implement the energy distance and statistic within our code, which is optimised to run on large numbers

of samples.

6.7 In-Context Learning

To compare in-context learning and AutoElicit, we must consider: (1) Does the LLM use the same elicited

prior in-context? and (2) Does in-context learning approximate Bayesian inference? To answer these, we

extract the prior and posterior distributions of the in-context model.

6.7.1 Extracting the In-Context Prior and Posterior

We can write the implicit in-context model as: fφ : X → Y where f represents the class of the predictive

model, which we specify in the prompt, φ is the random variable associated with its parameters, and X

and Y correspond to its domain and range. Based on the model class f corresponds to, y ∈ Y will either

be a predicted target or its probability.

In-context learning returns a y given an x. Therefore, since we do not have access to φ directly, we propose

to use pM,T (y|x, φ) and maximum likelihood estimation (MLE) to generate a sampling distribution for

pM,T (φ) and pM,T (φ|D).

To do this, given a language model M and task T , we construct the sample distribution [105]:

φMLE ∼ MLEM,T (fφ(X)|X, I) (6.3)

Where MLEM,T (fφ(X)|X, I) refers to the MLE of the parameters φ given input X , in-context predictions

fφ(X), and task description I .

For this, we say that a dataset (X, Y ) is generated by a given φ sampled from φ ∼ pM,T (φ) and X . By

sampling x ∼ U [X ] from a uniform distribution over X , we can create S different datasets of the form:

(X, Y )(s) = {yn ∼ fφ(xn) : n = 1 : N, x ∼ U [X]} (6.4)
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With these, we can obtain a sample of the estimated prior on φ for the domain of X .

φ
(s)
MLE = MLEM,T (Y (s)|X(s), I)

Further, additionally providing training data D, returns posterior samples:

φMLE|D ∼ MLEM,T (fφ(X)|X, D, I) (6.5)

By repeatedly sampling, we can form distributions that estimate pM,T (φ) and pM,T (φ|D). In our experi-

ments, for each φMLE, we sample 25 data points from X ∼ U [−5, 5], five times for each of the 100 task

descriptions. As the real data is normalised, these samples of X will cover the domain of fφ with a high

probability.

When specifying linear fφ, we calculate the MLE in closed form as we have y = φ0 + φ · x, which is

either a regression label or the logit of a class. Therefore, large approximation errors will be due to the

LLM not using a linear fφ.

pM,T (φ) and pM,T (φ|D) are distributions over the hidden parameters of the in-context model, giving us

new visibility into the LLM’s predictive process; assuming the model class can be specified in a prompt.

Using these, we can test whether an LLM is using the elicited prior in-context and if it is approximating

Bayesian inference.

6.7.2 Is the LLM Using the Elicited Prior In-Context?

To quantify the difference between the in-context prior (pM,T (φ)) and the one we elicit (pM,T (θ)), we

will use the energy statistic [243]. This takes values ∈ [0, 1] with 0 indicating that the two distributions

are equal and evaluates how consistently the LLM uses its background knowledge.

6.7.3 The In-Context Posterior

We also test whether the LLM is approximating Bayesian inference during in-context learning. We use the

approximated in-context prior pM,T (φ) and Monte Carlo methods [245, 246] to sample a posterior, and

compare it to the extracted in-context posterior pM,T (φ|D). The energy statistic quantifies the difference

in these distributions. If they differ, it suggests the LLM is not performing Bayesian inference in-context
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and is not acting predictably after observing data from D.

6.8 Bayes Factor for Model Selection

If the LLM is approximating Bayesian inference in-context, we use the Bayes factor for model selection

between in-context learning and AutoElicit priors. This model selection strategy calculates the marginal

likelihood ratio of two statistical models to determine under which a given dataset was likely generated.

Given two models α0 and α1 with parametrisations θ0 and θ1, the Bayes factor over a dataset D is:

BF(α0, α1; D) = p(D|α0)
p(D|α1) =

∫︁
Θ p(θ0|α0)p(D|θ0, α0)dθ0∫︁
Θ p(θ1|α1)p(D|θ1, α1)dθ1

(6.6)

Both marginal likelihoods will be calculated differently since in-context learning and AutoElicit provide

prior predictions in different ways.

6.9 Availability of Code

We make our code publicly available for ease of reproducibility:

• For generating all figures and results:

– https://github.com/alexcapstick/llm-elicited-priors

– https://github.com/tmi-lab/llm-elicited-priors

• For applying our methods to new tasks:

– https://github.com/alexcapstick/autoelicit

– https://github.com/tmi-lab/autoelicit

Our code includes a pip installable library for ease of use (Figure 6.2).

Figure 6.2: The AutoElicit python package: pip install autoelicit.

This open-source python package makes it simple to obtain LLM-elicited priors:

https://github.com/alexcapstick/llm-elicited-priors
https://github.com/tmi-lab/llm-elicited-priors
https://github.com/alexcapstick/autoelicit
https://github.com/tmi-lab/autoelicit
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# import the elicitation function

from autoelicit.gpt import get_llm_elicitation_for_dataset

# elicit priors for a dataset

get_llm_elicitation_for_dataset(

# the language model client requires a .get_result(messages)

client=llm_client,

# the task descriptions to iterate over

system_roles=system_roles,

user_roles=user_roles,

# the dataset feature names

feature_names=data.feature_names,

)

Within the code, we provide classes that wrap common LLMs, whilst making it easy to adapt the methods

to future language models.

This code is implemented in python (v3.11.9), using pip (v24.0). For our experiments, we use the packages:

• blackjax (v1.2.3) [247]: For Monte Carlo sampling on the in-context prior samples.

• jax (v0.4.31) [248]: For calculating some metrics and use with blackjax.

• numpy (v1.26.4) [211]: For manipulation of arrays and computing mathematical equations.

• ollama (v0.4.7): For loading the DeepSeek model.

• openai (v1.51.2): For communicating with the OpenAI API.

• pandas (v2.2.2) [212]: For manipulating the datasets and results.

• pymc (v5.17.0) [249]: For Monte Carlo sampling on the elicited priors.

• scikit-learn (v1.5.1) [213]: For loading and preprocessing the data.

• transformers (v4.46.0) [235]: For loading and using Llama models.
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6.10 Evaluation of AutoElicit

In all experiments, we use OpenAI’s GPT-3.5-turbo (specifically GPT-3.5-turbo-0125), GPT-4-turbo

(GPT-4-turbo-2024-04-09)2, and DeepSeek-R1-32B-Q43 with a temperature of 0.1 and all other settings

as default.

6.10.1 The LLMs Tested

Within the main experiments, we evaluate three language models:

• GPT-3.5-turbo4 is one of OpenAI’s least expensive models and is described as a model for simple

tasks.

• GPT-4-turbo5 is one of OpenAI’s more sophisticated models.

• DeepSeek-R1-32B-Q46, a 32 billion parameter model from DeepSeek based on Qwen 32B and

distilled from DeepSeek-R1.

These represent three distinct types of language models. GPT-3.5-turbo is a cost-effective option for those

who are able to use OpenAI’s API and removes the need to run the language model locally. Similarly,

GPT-4-turbo is hosted by OpenAI, however, it is a considerably more expensive option. In contrast,

DeepSeek-R1-32B-Q4 is an open-source model that can be deployed locally; allowing priors to be elicited

in a secure environment and without API costs.

6.10.2 The Datasets Tested

In this work, we evaluate our method on 6 datasets covering both classification and regression, 1 of

which is synthetic, 1 is privately collected, and 4 are publicly accessible. This allows us to provide both

reproducible experiments and test the language model’s ability to suggest a good prior on datasets not

seen during training.

The contents of each dataset are as follows:
2https://platform.openai.com/docs/api-reference/chat
3https://ollama.com/library/deepseek-r1:32b
4https://platform.openai.com/docs/models
5https://platform.openai.com/docs/models
6https://ollama.com/library/deepseek-r1:32b

https://platform.openai.com/docs/api-reference/chat
https://ollama.com/library/deepseek-r1:32b
https://ollama.com/library/deepseek-r1:32b
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• y = 2x1−x2+x3: To evaluate language models as tools for prior elicitation, we construct a synthetic

dataset where we have control over the parameters. Because of this, we can provide the language

model with a complete description of the task and test its ability to convert unambiguous text into

prior distributions. This dataset contains 3 features sampled from a normal distribution (mean = 0

and standard deviation = 1) and targets calculated using the equation y = 2x1 − x2 + x3 + ϵ,

where ϵ ∼ N (0, 0.05).

• The Minder dataset collected as part of our study on dementia care [1] and discussed in Section

2.1: This dataset contains 10 features engineered (using a subset of those in Chapter 4) from

measurements of in-home activity and physiology. The raw features were measured using Passive

Infrared (PIR) sensors located around the homes of people living with dementia, and a sleep mat

positioned in the participants’ beds. The targets correspond to days with a clinical labelling of

positive or negative UTI which were calculated through the analysis of a provided urine sample in

consultation with a healthcare professional. For this analysis, we used a subset of the data collected

between 2021-07-01 and 2024-01-30, which contains 78 people and 371 labelled days of UTI,

with 270 negatives and 101 positives. When training and testing on this dataset, we z-normalised

the training data and used the same statistics to normalise the test data. Importantly, because this

dataset was privately collected, it has not appeared in the language model’s training.

• The Heart Disease dataset [97, 98]: This dataset contains 10 physiological features and targets with

a positive or negative diagnosis of heart disease for 299 people. Within this dataset, we have 161

examples of people without heart disease and 138 examples of people with heart disease, totalling

299 data points. When training and testing on this dataset, we z-normalised the training data and

used the same statistics to normalise the test data, except where features are categorical. For the

categorical features, we perform no scaling.

• The Hypothyroid dataset [99, 100]: This dataset, processed from the original, consists of 150

examples of patients’ thyroid-related blood levels and whether they have a hypothyroidism diagnosis

or not. This dataset contains 4 features, with 75 examples of a patient with hypothyroidism and

75 examples of a patient without hypothyroidism. When training and testing on this dataset, we

z-normalised the training data and used the same statistics to normalise the test data.

• The Diabetes dataset [94]: After preprocessing, this dataset contains physiological measurements

and demographic information from 442 people with diabetes. Here, the task is to predict a quantita-

tive measure of their diabetes disease progression one year after this baseline. This dataset consisted
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of 10 features and the targets were regression values with a maximum value of 10.0, minimum

value of 0.0, and a mean value of 3.96. When training and testing on this dataset, we z-normalised

the training data and used the same statistics to normalise the test data.

• The Breast Cancer dataset [91]: This dataset is made up of 569 data points with 30 features

computed from an image of a breast mass that are labelled as either malignant or benign. In total,

this dataset contains 357 examples of benign tumours and 212 examples of malignant tumours.

When training and testing on this dataset, we z-normalised the training data and used the same

statistics to normalise the test data.

Where datasets are publicly available, we perform minimal processing for ease of reproducibility. In

some cases, we replace the feature names with ones that are more descriptive (taken from the dataset

descriptions also available publicly) to aid the language model’s comprehension of the data. All of these

changes to the raw data are available within the supplementary code, which will automatically download

and process the data.

6.10.3 Dataset Memorisation

Since some of the tested datasets are publicly available, some of their contents may have appeared within

the training data for language models. Before we run our experiments, we will use methods proposed in

Bordt et al. (2024) [171] to quantify the extent to which GPT-3.5-turbo already knows information about

the datasets.

We start with the header completion test, which checks whether the language model has memorised the

first few rows of the dataset. Here, the column names, along with a given number of the first rows, are

given to the language model as a string, with the final of these rows truncated. The language model is

then asked to generate the next 500 tokens.

We then use the Levenshtein distance [250, 251], a string matching metric, to calculate the agreement

between the true header completion and the one provided by the language model. This counts the number

of single-character changes required to transform one string into another, only allowing for insertions,

deletions, and substitutions. The value can take a minimum value of 0, suggesting that the strings are

equal, and a maximum value of the longest length of the two strings.

To make the Levenshtein distance comparable across datasets, we calculate its normalised value by
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dividing the Levenshtein distance by the length of either the true string or the language model’s completion,

whichever is longer. Because of this, the normalised Levenshtein distance reported is not formally a metric

as it does not follow the triangle inequality. However, it allows us to compare the header completions

across datasets more easily:

L̂(s1, s2) = Levenshtein(s1, s2)
min{|s1|, |s2|}

Here, Levenshtein(s1, s2) calculates the Levenshtein distance between two strings, and min{|s1|, |s2|}

returns the minimum length of the strings. This new value ranges between 0 and 1, with 0 indicating a

perfect match between the strings and 1 implying that they were different at all positions.

Table 6.1: GPT-3.5-turbo header completion test results. Normalised Levenshtein distance between
the correct header completion and the language model’s completion for each of the datasets tested. A
value of 0 indicates that the true completion and language model’s completion were equal and a value of 1
means that they were different at all positions.

Heart Disease Diabetes Hypothyroid Breast Cancer

0.00 0.21 0.22 0.00

The values in Table 6.1 show the Levenshtein distance between the true dataset header completion and

the one made by the LLM. This demonstrates that the LLM has memorised the first few rows of the

Breast Cancer and Heart Disease datasets, shown by a normalised Levenshtein distance of 0. This could

be because the first few rows of these datasets commonly appear within the language model’s training

data. For the Diabetes and Hypothyroid datasets, we see some level of memorisation, with the language

model being able to reproduce a large amount of the true header. As we might expect, when we perform

the header test on the synthetic dataset generated using the relationship y = 2x1 − x2 + x3, we get a

normalised Levenshtein distance of 0.7, which shows a large difference between the true header string

and the completion from the language model. The UTI task was not tested, as it is a private dataset.

Table 6.2: GPT-3.5-turbo row completion test results. Normalised Levenshtein distance between the
correct row completion and the language model’s completion for each of the datasets tested. A value of 0
indicates that the true completion and language model’s completion were equal and a value of 1 means
that they were different at all positions.

Heart Disease Diabetes Hypothyroid Breast Cancer

0.33 ± 0.05 0.38 ± 0.05 0.20 ± 0.05 0.43 ± 0.13

We supplement these results with those of Table 6.2, which shows the results of the row completion test.

Here we calculate the normalised Levenshtein distance of the true completions and the language model’s

completion of a random row from the dataset. In these tests, the language model is provided with 10
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rows (in order from the original dataset) and is asked to complete the next row. The values in Table 6.2

represent the mean and standard deviation of the test using 25 random rows. Here, in contrast to the

header test, we see that the language model has not memorised all rows from the dataset. We likely see

these results because when the datasets appear within the language model’s training data, their column

names and initial rows are usually given, but not the entire dataset. This often occurs when datasets are

described in repositories or blog posts, or when used in machine learning tutorials.

Within our experiments, we normalise the training and testing data and sample random observations from

the dataset. Because of this, observations predicted during in-context learning will likely not have been

memorised, since they are normalised based on a training data subset and are selected from random rows

of the dataset. Also, although the language model can complete the first few rows of the datasets with

some success, it is unable to complete random rows. Therefore, we hypothesise that any memorisation of

the tested datasets has little impact on the in-context predictions.

Further, since for prior elicitation with AutoElicit, we only prompt the language model for a prior

distribution of a predictive model given the feature names and a description of the dataset, the memorisation

of rows from the data is unlikely to have had an impact on these results. In addition, we will see that

elicited priors provide improved predictions over the uninformative prior for the private and synthetic

datasets (with no dataset memorisation), as well as the public datasets.

6.10.4 How Informative are AutoElicit Priors?

To evaluate the usefulness of the AutoElicit priors, we start by comparing their posterior performance

to an uninformative prior when used for the tasks given in Section 6.10.2. For each dataset, we select

50% of the data points to form the test set and use the remaining data points to form a training set. This is

repeated 10 times to produce 10 folds of random training and testing splits.

To sample the posterior distribution over the parameters of the linear model, we use the No-U-Turn sampler

[246]. We start by performing 1000 adaptation steps to tune the step size with a target acceptance rate

of 0.8, then generate 5000 linear model parameter values for each of the 5 chains. With the posterior

samples of the linear model parameters, we make predictions on all of the data points in the dataset’s test

set. These are used to calculate the predictive performance metrics for each task.

For the UTI task, we split the dataset so that each participant’s data is only in the testing or training set,
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since some participants produced multiple examples. For the other classification tasks, the splits will be

stratified using the targets. This ensures that the training and testing folds are balanced and there is no

data leakage. As part of our analysis, we evaluate the posterior performance after the model has observed

a given number of data points. For this, we randomly select the corresponding number of examples from

the training set to use as training data.

We have 100 task descriptions for each task, generated by asking an LLM to rephrase a single system

role and user role 10 times and taking their product. These task descriptions are used to elicit prior

distributions from the LLMs. As an example, for the synthetic task, one of the task descriptions is as

follows:

• System role: You’re a linear regression predictor, estimating the target based on some input

features. The known relationship is: ‘target’ = 2 * ‘feature 0’ - 1 * ‘feature 1’ + 1 * ‘feature 2’. Use

this to predict the target value.

• User role: I am a data scientist working with a dataset for a prediction task using feature values

to predict a target. I would like to apply your model to predict the target for my samples. My

dataset consists of these features: [‘feature 0’, ‘feature 1’, ‘feature 2’]. All the values have been

standardised using z-scores. The known relationship is: ‘target’ = 2 * ‘feature 0’ - 1 * ‘feature 1’ + 1

* ‘feature 2’. Based on the correlation between each feature and target, whether positive or negative,

please guess the mean and standard deviation for a normal distribution prior for each feature. I need

this for creating a linear regression model to predict the target. Provide your response as a JSON

object with the feature names as keys, each containing a nested dictionary for the mean and standard

deviation. A positive mean suggests positive correlation with the outcome, negative for negative

correlation, and a smaller standard deviation indicates higher confidence. Only respond with JSON.

From these, the LLMs will produce 100 Gaussian priors for each feature in the dataset. These can be

used to build a mixture of priors using Equation 6.1, where we weight the Gaussian distribution in

each dimension and each task description separately. With these, we will construct a logistic or linear

regression model, where we set the prior distribution over the bias term as a mixture of 100 distributions

of θ0 ∼ N (θ0|0, 1). In the case of linear regression, we also use a noise term ϵ ∼ Half-Cauchy(ϵ|β = 1),

with a Half-Cauchy prior.

Figure 6.3 shows the histogram of parameter values from the GPT-3.5-turbo-elicited prior for the synthetic
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task, y = 2x1 − x2 + x3. Here, the language model correctly provides prior distributions centred around

the correct parameter values and offers a small standard deviation. This demonstrates that LLMs can

combine their knowledge of probability with task descriptions to form accurate priors when the prompt is

fully descriptive.
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Figure 6.3: GPT-3.5-turbo-elicited priors for the synthetic task, y = 2x1 − x2 + x3. We sample
10,000 parameter values from the mixture generated from the Gaussian priors elicited from GPT-3.5-turbo
when given complete task descriptions. This figure shows the histograms of those values in each feature
dimension.

We compare the posterior performance of the LLM-elicited priors with an uninformative prior, which

we set as θ ∼ N (θ|0, 1) for each feature. We use the No-U-Turn sampler [246] to sample the posterior

distribution over the linear model parameters, using 5 chains of 5000 samples. In total, for each dataset,

for each training and testing split, we generate 25,000 posterior samples of the linear model parameters.

Using these samples, we make predictions on the test set for each task, which we use to calculate the

posterior metrics of accuracy or Mean Squared Error (MSE).
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Figure 6.4: Test performance of the posterior distribution for varied training data sizes. The average
and 95% confidence interval of the mean posterior accuracy or MSE of 10 splits of the dataset using
AutoElicit priors and an uninformative prior (θ ∼ N (θ|0, 1)). These are calculated on a test set of each
dataset, with the green arrow pointing in the direction of metric improvement.

Figure 6.4 compares the posterior performance of a predictive model using an uninformative prior

θ ∼ N (θ|0, 1), with those elicited from three LLMs. This illustrates that AutoElicit priors provide

substantially better accuracy and MSE than an uninformative prior, and that at least one of the LLMs

provides the greatest performance for all training sizes and tasks.

When eliciting priors for y = 2x1 − x2 + x3, we specify the equation in the prompt to test each LLM’s

ability to provide priors given complete descriptions. In Figure 6.4, the LLM-elicited priors provide an
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order of magnitude lower test MSE compared to an uninformative prior after 5 observed examples and an

equivalent MSE after 20, as the task was simple enough to be learnt with only a few examples. This is

expected, as we saw that GPT-3.5-turbo returned sharp distributions centred on the true parameter values

(Figure 6.3), providing the prior with the lowest posterior MSE.

For Heart Disease, the uninformative and GPT-3.5-turbo-elicited priors produce the same mean posterior

accuracy, as this LLM-elicited prior contains many standard Normal distributions. This is reassuring, as

GPT-3.5-turbo responded with an uninformative prior when unsure of its knowledge. However, GPT-4-

turbo and DeepSeek-R1-32B-Q4 returned considerably better priors. In each case, the appropriate prior

can be chosen using the Bayes factor and available data.

For Hypothyroid prediction, DeepSeek-R1-32B-Q4 provides the best accuracy by a large margin. Of

the OpenAI models, smaller training sizes favour GPT-4-turbo, whilst larger training sizes favour, GPT-

3.5-turbo. This is because the GPT-4-turbo-elicited prior was too strict to allow for updated posterior

parameters, but was more informative than an uninformative prior for smaller training sizes.

For the Diabetes task, both OpenAI LLMs provide considerably improved MSE over the uninformative

prior for training sizes up to 50 observed data points, whilst DeepSeek-R1-32B-Q4 provides worse MSE.

In the Breast Cancer task, the accuracy improvement from the elicited DeepSeek-R1-32B-Q4 and GPT-4-

turbo priors is maintained across all training sizes, whilst GPT-3.5-turbo provides an improvement up to

40 observed data points. This can be seen in these distributions, which show a long tail in the accuracy

distribution for the uninformative prior for most training sizes.

Of particular note are the results on the UTI task, a private dataset where all AutoElicit priors provide

greater accuracy over the uninformative prior for all training sizes. Since we have access to the underlying

study that collected this dataset, we can examine in more detail how the accuracy of the predictive model

varies in time, as well as with the number of data points collected.

In Figure 6.5 we plot the the time it took to collect a given number of labels against the corresponding

accuracy when we model the task with an uninformative prior and those elicited from LLMs. This

illustrates the usefulness of AutoElicit, as we were able to achieve greater accuracy earlier in the study,

accelerating model development and validation.

Since UTI label collection is costly and slow, our predictive model could have achieved greater accuracy

significantly earlier in the study. This is paramount in a clinical environment, where an improved UTI
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detection model could have resulted in fewer unplanned hospital admissions.

It is important to note that the accuracy in Figure 6.5 is not achieved as a result of training on the earliest

collected data points. This is because, in our analysis, we perform cross-validation and use a subset of the

data from a later time period. Changes to the deployed in-home devices were made during the study, such

as the addition of a device to collect sleep information, which we used within the dataset evaluated in the

main results. However, if all data collection devices had been used from the beginning of the study, we

could expect the accuracy in time to resemble the figure presented here.

Also of importance, in Figure 6.4, are the results on the classification tasks of the priors elicited from

DeepSeek-R1-32B-Q4, a 4-bit quantised version of the distilled DeepSeek-R1 model. These suggest the

reasoning qualities of more recently released LLMs are of significant use for eliciting priors, even when

using a strong quantisation.

By further studying the accuracy distributions, as in Figure 6.6, we can additionally examine the variation

in posterior results. In most cases, the LLM-elicited priors produce less variation in their posterior

accuracy distributions, with less pronounced tails in their distributions.
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Figure 6.5: Posterior accuracy of the elicited priors on the UTI dataset considering label collection
time. The average mean posterior accuracy and 95% confidence interval on the UTI test set after observing
the given number of data points against the time it took for the data points to be collected in the study.
The horizontal axis shows the time in days to achieve the given performance and the number of labels
collected in that time.
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Figure 6.6: Test accuracy of the posterior distribution over the model weights of a logistic and linear
regression model for varied numbers of training data points. We evaluate the accuracy and MSE
of different prior distributions over the weights of a logistic and linear regression model. Each of the
Gaussians in the mixture is extracted from a language model and is tested against an uninformative prior
N (θ|0, 1). These results are calculated on a test set of the datasets after each model is trained on the given
number of data points. These values are the result of 5000 sampled parameters and 10 random splits of
the training and testing data. The green arrows point in the direction of improvement in the metric.

Evaluating a More Uninformative Prior

In Figure 6.7 we compare the results presented in Figure 6.4 with an uninformative prior with a greater

standard deviation, θ ∼ N (θ|0, 100). This allows us to test a flat prior, which will provide an average

posterior accuracy similar to maximum likelihood estimation.

This flatter prior distribution (θ ∼ N (θ|0, 100)) provides less performant posterior distributions for the

regression tasks, likely because it samples model parameters that lead to large output values far from the

true values. However, for the classification tasks, the change in performance is less clear. On the Breast

Cancer task, the larger standard deviation in the prior leads to significantly worse performing posterior

distributions, whilst on the Hypothyroid dataset, we see a significant improvement over θ ∼ N (θ|0, 1). In
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Figure 6.7: Further comparison with a “wider” uninformative prior The average and 95% confidence
interval of the mean posterior accuracy or MSE of 10 splits of the dataset using AutoElicit priors and
two uninformative priors, θ ∼ N (θ|0, 1) and θ ∼ N (θ|0, 100). These are calculated on a test set of each
dataset, with the green arrow pointing in the direction of metric improvement.

fact, the wider standard deviation led to an improvement over the elicited priors for the Hypothyroid dataset,

suggesting that this task benefits from models with larger model weights. When considering the Heart

Disease prediction task, we find that the larger standard deviation performs better than θ ∼ N (θ|0, 1) on

the whole, but performs worse than the AutoElicit priors for smaller training sizes. For the UTI task, the

flatter prior led to an improved posterior distribution over the standard normal prior, but still performed

worse than the elicited prior distributions.

These results illustrate the remarkable effectiveness of using AutoElicit priors, which considerably

improve posterior predictions, particularly for smaller training sizes, where label collection might have

been challenging. By using LLMs, our framework makes expert prior elicitation more accessible.

How Many Ways Should We Describe a Task?

In this section, we examine how many task descriptions are required to be able to get a similar prior

distribution to that elicited within our experiments, which used 100 task descriptions.

Figure 6.8 shows the energy statistic of samples from the prior distribution elicited using fewer task

descriptions compared to samples from the prior distribution elicited using 100 task descriptions (from

the same language model). In particular, we compare a subset of task descriptions with the full 100 task

descriptions.

We see that for most tasks, a large number of task descriptions is required, since reducing the number of

descriptions from 100 to 49 produced prior distributions that are significantly different for all datasets

tested. Using 81 task descriptions produces prior distributions that are more similar but still show

differences for some datasets (for example, y = 2x1 − x2 + x3 and Breast Cancer).

The Breast Cancer dataset required more task descriptions to reduce the variation in the prior relative
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Figure 6.8: Measuring how similar the GPT-3.5-turbo-elicited prior distributions are with fewer
task descriptions. We reduce the number of task descriptions and calculate the energy statistic between
10,000 samples of the prior elicited from the language model using the reduced set of descriptions and
all of the 100 previous task descriptions. We repeat each experiment 10 times and show the mean and
standard deviation.

to the other tasks. In this case, it is likely that the individual components of the mixture-based prior

distribution varied significantly. This meant that subsets of the 100 components were relatively more

different from the mixture of 100 components than for the other datasets.

Figure 6.9: AutoElicit with different numbers of mixture components. This figure presents the
posterior accuracy or mean squared error of a linear model after observing the given number of training
data points, over 10 repeats. The rows of the figure correspond to the different language models tested,
and the colour of the lines corresponds to the number of mixture components in the prior.

To supplement this, we calculate the posterior performance with varied numbers of mixture components

in our prior, shown in Figure 6.9. We see little variation (except for Breast Cancer with DeepSeek-R1-

32B-Q4) in the accuracy or mean squared error as we increase the number of components in the prior,

suggesting our framework is robust to the number of task descriptions. We hypothesise that a greater

number of mixture components makes the framework more resilient to LLMs that frequently hallucinate,

especially on tasks with large numbers of features (such as Breast Cancer).

Figure 6.8 showed that the density of the priors changed with the number of mixture components.

However, this has a small effect on the posterior performance. This is likely because the majority of

elicited components cover the sample space that provides good posterior performance, whilst the large
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changes in Figure 6.8 are due to more unique components.

Cost of AutoElicit Priors

The priors elicited from GPT-3.5-turbo and GPT-4-turbo incur a cost, as we use OpenAI’s API. To elicit all

of the priors used in this section, we were charged $0.41 (on average $0.068 per dataset) for GPT-3.5-turbo

and $7.56 (on average $1.26 per dataset) for GPT-4-turbo. As a rule, the more features a dataset contains

or the longer the task description, the more expensive priors are to elicit since the number of input and

output tokens is greater. However, we did not make use of the batch API and instead made each API call

sequentially. All experiments in this work could be implemented using the batch API since no new API

call depends on a previous API result, which may significantly reduce costs7.

Eliciting the DeepSeek-R1-32B-Q4-based prior distributions incurred no API cost, because the model

is open-source and we were able to run it locally. However, to do this, we used an Nvidia A100 (80GB

VRAM), which will likely not be available in a low-resource setting. The API costs for the non-quantised

model will apply in these cases8.

Since there are numerous LLMs hosted by different vendors, it is likely that our framework can be used

for a range of budgets. However, as we will see, each LLM provides priors with differing posterior

performance. The Bayes factor should therefore be used to confirm an elicited prior is better than an

uninformative prior given observed data.

6.10.5 AutoElicit with Other Language Models

In this section, we will compare the results presented in Figure 6.4 with other commonly used language

models. We start by exploring the performance of some other OpenAI models, before considering some

of the open-source Llama and Qwen models.

Other OpenAI Models

We compare the results of priors elicited from GPT-3.5-turbo, DeepSeek-R1-32B-Q4 (open-source), and

GPT-4-turbo (which incurs a significant cost) with GPT-4o-mini (which is less expensive). To elicit all

7https://openai.com/api/pricing/
8https://api-docs.deepseek.com/quick_start/pricing

https://openai.com/api/pricing/
https://api-docs.deepseek.com/quick_start/pricing
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priors presented here, GPT-4o-mini cost $0.32 (on average $0.053 per dataset), whilst GPT-4-turbo cost

$7.56 (on average $1.26 per dataset) and GPT-3.5-turbo cost $0.41 (on average $0.068 per dataset).

Figure 6.10 shows that GPT-4o-mini often produces prior distributions that are equal to or worse than

GPT-3.5-turbo in terms of their posterior performance in all tasks except one. Further, for the synthetic,

Diabetes, and Heart Disease prediction tasks, GPT-4o-mini provides prior distributions that achieve similar

or worse performance to the uninformative prior. In all tasks except Diabetes progression prediction,

DeepSeek-R1-32B-Q4 provides better accuracy than GPT-4o-mini.

However, for the UTI and Breast Cancer predictive tasks, GPT-4o-mini achieves posterior accuracy similar

to that of GPT-3.5-turbo at a lower price point. Surprisingly, on the Hypothyroid dataset GPT-4o-mini

provides prior distributions that achieve greater accuracy than those from GPT-3.5-turbo and GPT-4-turbo

for all training sizes, whilst requiring significantly less cost.
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Figure 6.10: Test accuracy of the posterior distribution for some OpenAI language models. Here we
show the posterior results when using priors elicited from two other OpenAI language models and an
uninformative prior N (θ|0, 1). These results are calculated on a test set of the datasets after each model
is trained on the given number of data points. The values are the result of 5000 sampled parameters for
each of 5 chains, and 10 random splits of the training and testing data. For the regression tasks, we report
the MSE on log-scale. This figure shows the line plot of the average mean posterior accuracy or MSE
over the 10 splits, with the error bars representing the 95% confidence interval. The green arrows point in
the direction of improvement in the metric.
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Open-Source Language Models

It is also important to consider the posterior performance of priors elicited from some open-source

models, which can be used without an internet connection. Here, we explore the priors elicited from three

Llama [135, 252, 253] models, one Qwen model [254, 255], and one DeepSeek model [256] to those

elicited from the OpenAI models presented previously:

• DeepSeek-R1-32B-Q49, a 32 billion parameter model from DeepSeek based on Qwen 32B and

distilled from DeepSeek-R1.

• Llama-3.2-3B-Instruct10, a 3 billion parameter model from Meta’s latest collection of v3.2 Llama

models.

• Llama-3.1-8B-Instruct11, an 8 billion parameter model from Meta’s v3.1 Llama collection.

• Llama-3.1-70B-Instruct-BF1612, a bfloat16 quantisation of Llama-3.1-70B-Instruct, a 70 billion

parameter model from Meta’s v3.1 Llama collection.

• Qwen-2.5-14B-Instruct13, a 14 billion parameter model from Alibaba Cloud’s v2.5 Qwen collection.

In contrast to the OpenAI models, these LLMs are publicly available and open-source. This means that

they can be used without the need for connecting to an online API, and when locally hosted, all data and

inference can be performed on-device, enabling the use of our framework within a closed and secure

environment.

Figure 6.11 highlights the inconsistent posterior accuracy of the priors elicited from the Llama family of

models. The 3B and 8B variants are significantly smaller in capacity to those in Section 6.10.4; justifying

their inconsistent elicited priors. However, in some of the datasets, they still produce good posterior

performance.

Specifically for Breast Cancer, the 3B parameter Llama model provides an intermediate accuracy between

an uninformative prior and those elicited from GPT-3.5-turbo, and for the synthetic and Hypothyroid

tasks, the 8B parameter Llama provides priors of equal quality to GPT-3.5-turbo. However, for the UTI
9https://ollama.com/library/deepseek-r1:32b

10https://huggingface.co/meta-llama/llama-3.2-3b-instruct
11https://huggingface.co/meta-llama/llama-3.1-8b-instruct
12https://huggingface.co/meta-llama/llama-3.1-70b-instruct
13https://huggingface.co/qwen/qwen2.5-14b-instruct

https://ollama.com/library/deepseek-r1:32b
https://huggingface.co/meta-llama/llama-3.2-3b-instruct
https://huggingface.co/meta-llama/llama-3.1-8b-instruct
https://huggingface.co/meta-llama/llama-3.1-70b-instruct
https://huggingface.co/qwen/qwen2.5-14b-instruct
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Figure 6.11: Test accuracy of the posterior distribution for open-source language models. Here, we
show the results when using priors elicited from two of the Llama language models and an uninformative
prior N (θ|0, 1) on a linear model. These results are calculated on a test set of the datasets after each
model is trained on the given number of data points. The values are the result of 5000 sampled parameters
for each of 5 chains, and 10 random splits of the training and testing data. For the regression tasks, we
report the MSE on log-scale. This figure shows the line plot of the average mean posterior accuracy or
MSE over the 10 splits, with the error bars representing the 95% confidence interval. The green arrows
point in the direction of improvement in the metric.

and Heart Disease datasets, both the 3B and 8B Llama models provide prior distributions that are of worse

quality than even the uninformative prior. It is possibly not surprising that Llama-3.2-3B-Instruct and

Llama-3.1-8B-Instruct provided priors that were equal or worse than Llama-3.1-70B-Instruct-BF16 in all

cases except for the synthetic task, since these models are significantly smaller in size.

Llama-3.1-70B-Instruct-BF16 is more competitive, sometimes providing priors that allow for better poste-

rior distributions than GPT-3.5-turbo, but on other occasions, providing priors with posterior performance

similar to the uninformative prior. On the UTI and Heart Disease datasets, the prior distributions elicited

from Llama-3.1-70B-Instruct-BF16 provide better posterior accuracy than those from GPT-3.5-turbo and

comparable values to GPT-4 turbo or DeepSeek-R1-32B-Q4. Surprisingly, on Heart Disease prediction

in particular, priors from the 70B Llama model provided a posterior accuracy greater than GPT-4-turbo

and equal to DeepSeek-R1-32B-Q4. Additionally, when predicting on the Breast Cancer task, priors

from Llama-3.1-70B-Instruct-BF16 achieved the same posterior accuracy as GPT-3.5-turbo for all of

the training sizes tested. These three datasets suggest that Llama-3.1-70B-Instruct-BF16 can be a useful

model for eliciting prior distributions for predictive tasks.
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Qwen-2.5-14B-Instruct produces priors with similarly inconsistent posterior performance. For Heart

Disease and Hypothyroid prediction, it achieves a competitive posterior accuracy, which is surprising

given its size. For the UTI task, after seeing 10 demonstrations, it performs comparably to Llama-3.1-

70B-Instruct-BF16 and GPT-4-turbo, and better than GPT-3.5-turbo. However, on the Breast Cancer and

synthetic tasks, it performs worse than GPT-3.5-turbo, but is likely smaller in capacity. Overall, Qwen-2.5-

14B-Instruct provides inconsistent performance across tasks, but has the benefit of performing similarly

to Llama-3.1-70B-Instruct-BF16 on many tasks with a significantly smaller compute requirement.

The fact that DeepSeek-R1-32B-Q4 is an intermediate size between Qwen-2.5-14B-Instruct and Llama-

3.1-70B-Instruct-BF16, and provides considerably better performance with a higher quantisation is a

testament to the power of recent advances in reasoning [81] and test-time scaling [257].

Therefore, it is important, given some elicited prior distributions, to calculate the prior likelihood with

some already collected data to understand which prior is most appropriate for a task.

6.10.6 Choosing Between Priors

As highlighted, the prior distributions elicited from language models can vary. We consistently find

that DeepSeek-R1-32B-Q4, GPT-3.5-turbo and GPT-4-turbo provide better prior distributions than an

uninformative prior; however, this may not be the case for all datasets or language models. Therefore,

given prior distributions elicited from different language models, we would like to choose the best one for

our predictive task.

For this, given some collected data, we can use the Bayes factor as a model selection technique to decide

between the prior distributions elicited from different language models (Section 6.8).

Furthermore, by using a temperature parameter, it is also possible to control the strength of the elicited

prior, which can indicate our trust in the distribution.

6.10.7 Can Experts Supplement the Process?

An expert interacting with the language model might be able to provide further information about a task

that improves the elicited priors. Therefore, it is important to study the extent to which task descriptions

affect the elicited priors.
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To first understand how the detail of the task description affects the performance of the priors elicited from

LLMs, we study the synthetic task y = 2x1 − x2 + x3 and describe the relationship between features and

targets in increasing detail. The posterior performance of these priors is given in Figure 6.12.
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Figure 6.12: MSE using the GPT-3.5-turbo-elicited priors for the task: y = 2x1 − x2 + x3 where
we have used increasingly more detailed task descriptions. Here, feature values are generated using
X ∼ U(−5, 5) and the targets are calculated using y = 2x1 − x2 + x3. Within each task description, we
provide the language model with increasingly more information about the task to test how the descriptions
affect the priors elicited. The lines depict the average mean posterior MSE over the 5 dataset splits, whilst
the error bars represent the 95% confidence interval.

For each of the levels of detail shown here, we included the following text in the task description:

• Linear relationship:

“The target is linear in features”

• One feature relationship:

“The target is a linear combination of the features and that when ‘feature 0’ increases by 1, the target

increases by 2”

• Two feature relationships:

“The target is a linear combination of the features and that when ‘feature 0’ increases by 1, the target

increases by 2, and when ‘feature 1’ increases by 1, the target decreases by 1”

• Three feature relationships:

“The target is a linear combination of the features and that when ‘feature 0’ increases by 1, the target

increases by 2, and when ‘feature 1’ increases by 1, the target decreases by 1, and when ‘feature 2’

increases by 1, the target increases by 1”
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• Full equation:

“The ‘target’ = 2 * ‘feature 0’ - 1 * ‘feature 1’ + 1 * ‘feature 2”’

For each prior elicited using these levels of detail, in Figure 6.12, the corresponding log10 MSE on the

test set can be seen for a linear regressor after observing the given number of data points. This figure

illustrates the effects of varied descriptions and shows that the improvements made to the MSE diminish

as the task description contains more detail. The biggest improvement comes from providing the language

model with a single feature relationship – enabling an MSE that is two orders of magnitude better. This

suggests that it is most helpful to provide more detail when the language model initially knows very little

about a task.

Providing the language model with improved levels of detail allows it to produce prior distributions that

enable our linear regression model to achieve a given error rate with fewer data points. As we might

expect, the more detail provided in the task description, the better our prior distributions are.

However, it is unexpected that using an uninformative prior (θ ∼ N (θ|0, 1)) provides better posterior

performance than specifying to the language model that the relationship between the target and features

is linear (Figure 6.12). This is explained by inspecting the prior distribution elicited when given this

minimal information, which shows that the language model responded with a similar mean and standard

deviation for a Gaussian for each of the 100 variations of the prompts:

• Feature 0: mean: 0.5 ± 0.11, std: 0.12 ± 0.05

• Feature 1: mean: -0.32 ± 0.08, std: 0.08 ± 0.06

• Feature 2: mean: 0.56 ± 0.26, std: 0.14 ± 0.09

This demonstrates the sometimes unexpected behaviour of language models. Here, the LLM produced

Gaussians for the prior distribution with small standard deviations (reflecting a high confidence in

the distribution) and means that imply the language model knew the underlying equation defining the

relationship between the target and features. We might have expected that after only being told the

relationship was linear, the language model would produce Gaussians with 0 mean and standard deviation

1, reflecting the uncertainty in the exact relationship between each feature and the target.

Interestingly, although “Three feature relationships” and “Full equation” contain the same information

written differently, the language model provided better prior distributions when given the full equation.
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Fully specifying the equation is not realistic in a real-world setting where we are unsure about the exact

relationship between features and targets, but this provides an example of the benefit of making the task

description as information-dense as possible.

In Figure 6.13, we show the parameter distributions elicited from the language model for the different

descriptions we provided. As we supplied additional information on each feature, the language model

responds by generating a prior distribution that reflects its updated knowledge of the task. This demonstrates

the potential of using an expert to construct more detailed task descriptions, which the language model can

translate into parameter distributions. This experiment demonstrates that in a controlled setting a language

model can translate natural language into increasingly more informative priors, and also motivates the use

of our framework within traditional prior elicitation sessions.
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Figure 6.13: GPT-3.5-turbo-elicited parameter distribution as increasingly more information is
included. These histograms show the distribution of parameter values for the features as more expert
information is provided. In each row, we provide information in the task description of an additional
feature, with the green arrow indicating the effect this has on the parameter distribution. In particular,
in the first row we provide information about the relationship between the target and the first feature, in
the second row we provide information about the second feature, and the in the third row we provide
information about the third feature.

We also studied this on the UTI predictive task, where we list three features that are positively correlated

with the label [1]: “It is known that the more previous UTIs a patient had, the more likely they are to have

a UTI in the future. Someone with a UTI will also wake up more during the night. Someone with a UTI

will have a greater bathroom usage.”

Figure 6.14 shows that this information is incorporated when LLMs provide priors, as these three features

become more positively predictive of a UTI. GPT-3.5-turbo had already identified this relationship,

shown by the positive median of the priors, which explains the small improvement in posterior accuracy

this additional information provides. This demonstrates that including expert information in the task
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description allows AutoElicit priors to combine learnt insights with provided domain knowledge.
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Figure 6.14: UTI prior parameters with expert information. The histograms in the three left hand
plots show the distribution of parameter values for the features that we provide expert information for
in the task description. In all three cases, we state that the features are positively correlated with UTI
risk. In the right-hand plot, we show the posterior accuracy of these distributions for different numbers of
observed samples. The average and 95% confidence interval of the mean posterior accuracy over the 10
test splits are shown.

Therefore, AutoElicit can also be used to supplement typical prior elicitation methods, with the benefit

that experts can convey their knowledge as natural language.

6.10.8 The In-Context Priors and Posteriors

To compare in-context learning to AutoElicit in detail, we extracted the prior and posterior parameter

distributions used by the LLM to make predictions. This is done by sampling a maximum likelihood

estimator as described in Section 6.7.1.

To approximate the in-context prior, for each of the tasks studied, we randomly generate 5 sets of 25

feature values from X ∼ U [−5, 5] and ask the language model to predict their regression label or positive

classification probability based on the task description given and with the specified model class (in our

case, a linear or logistic regressor). This is done for each of the 100 task descriptions that we have for the

dataset. We can then fit a linear regressor to the predicted regression labels or the classification logits of

the predicted probabilities14, using MLE. The parameters of this linear model are then taken as a single

sample of the approximated in-context predictive model. When approximating the in-context posterior

parameters, we provide the LLM with 25 demonstration examples alongside the task description.

For each of these linear model samples, we can calculate the regression labels or the classification logits

using the same data given to the language model for in-context predictions. This allows us to calculate

an error in our estimation of the in-context model, which depends on how well the in-context learner is

14Calculated using the inverse logistic function: logits = ln p/(1 − p)
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approximating a linear model.

In total, for each task description, we collect 5 samples of the in-context model parameters. Once this is

repeated for all of the 100 task descriptions, we have 500 samples of the in-context model.

Figures 6.15 and 6.16 show GPT-3.5-turbo’s in-context prior and posterior distributions approximated

with MLE. To quantify the error, we calculate the MSE between the LLM’s in-context predictions and the

approximated model’s predictions, shown in the bottom row of Figures 6.15 and 6.16. This allows us to

study the implicit parameters used by the LLM to make predictions in-context.

−1 0 1

Prior parameter values

0.00

0.02

0.04

0.06

D
en

si
ty

y = 2x1 − x2 + x3

−0.2 0.0 0.2

Prior parameter values

0.00

0.02

0.04

0.06

0.08

UTI

−0.5 0.0 0.5

Prior parameter values

0.000

0.025

0.050

0.075

0.100

Heart Disease

0.0 0.5

Prior parameter values

0.00

0.05

0.10

0.15

Hypothyroid

−0.2 0.0 0.2

Prior parameter values

0.00

0.02

0.04

0.06

Diabetes

−0.5 0.0 0.5

Prior parameter values

0.000

0.025

0.050

0.075

0.100

Breast Cancer

0 10 20 30

Prediction MSE

0.00

0.05

D
en

si
ty

0 5 10 15

Logit MSE

0.0

0.5

0 10 20

Logit MSE

0.0

0.5

0 10 20 30

Logit MSE

0.0

0.5

0 1 2

Prediction MSE

0.0

0.1

0 10 20

Logit MSE

0.0

0.2

Figure 6.15: Extraction of GPT-3.5-turbo’s in-context prior. The bottom row shows the MSE between
the LLM’s in-context predictions and the MLE model’s predictions, whilst the top row shows the parameter
distribution of these MLE models, with each colour representing a single feature. For ease of visualisation,
we exclude values outside of the (2.5%, 97.5%) percentiles and the bias term.
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Figure 6.16: Extraction of GPT-3.5-turbo’s in-context posterior. The bottom row shows the MSE
between the LLM’s in-context predictions and the MLE model’s predictions, whilst the top row shows the
parameter distribution of these MLE models, with each colour representing a single feature. For ease of
visualisation, we exclude values outside of the (2.5%, 97.5%) percentiles and the bias term.

The estimated priors in Figure 6.15 show variations in their values across the datasets, suggesting the LLM

uses its own knowledge in-context before observing demonstrations. The low MSE on the real-world tasks

indicates that the LLM was reliably imitating a linear model, allowing us to achieve a low approximation

error. However, the priors are not particularly informative, as they are often centred close to 0.

The estimated in-context posteriors in Figure 6.16 differ from the priors, suggesting the LLM has updated

its knowledge based on demonstrations. For the Diabetes and Heart Disease tasks, the LLM mostly

continued to produce linear predictions, and so our error increases, but remains low. However, the Breast
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Cancer and Hypothyroid dataset produced a large approximation error, as the LLM struggled to imitate a

linear model. We do not estimate the in-context posterior for the UTI dataset as it is private, and so we are

unable to provide demonstrations.

This approximation of the LLM’s in-context parameter distribution gives us new visibility into its predictive

process. In general, we better approximate the LLM’s in-context prior than posterior. This is likely due to

limitations in the LLM’s capacity to interpret demonstrations for training alongside instructions to provide

linear predictions in the same prompt. As the abilities of LLMs improve, we expect these approximation

errors to reduce, as they are due to the language model’s inconsistent imitation of a linear model.

Does the LLM Use the Model Class We Specify?

When extracting the internal parameters of the in-context model, we assume that the language model is

applying the model class that we specify in the task description.
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Figure 6.17: GPT-3.5-turbo in-context predictions for the task: y = 2x1 − x2 + x3 compared to the
true values. Here, feature values are generated using X ∼ U(−5, 5) and the targets are calculated using
y = 2x1 − x2 + x3, which is specified fully in the in-context prompt. The language model is then asked
to make predictions on X . This shows the true targets y against those predicted by the language model, as
well as the binned root MSE.

However, we see that for the synthetic task, the language model does not use the same model in context as

the one we specify. This is shown by the high approximation error for the synthetic task in Figure 6.15.

We can further understand this by calculating the MSE between the true y values and those returned by

the language model’s in-context predictions when we ask it to mimic y = 2x1 − x2 + x3.

In Figure 6.17, we show the true targets against the in-context predictions. Interestingly, even given the

simple linear equation that we ask the language model to mimic, we find that it struggles to provide good
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predictions in-context. This suggests that the language model is not always using the model class for

in-context predictions that we specify in the task description, indicating that in its current state, in-context

learning might be inadequate for predictive tasks with primarily numerical features. This figure also

shows that the language model was hesitant to predict negative values and preferred positive predictions –

a strange behaviour that clearly restricts its use as a simulator of a linear model.

However, for all other prior extraction tasks presented in Section 6.10.8, we find that the language model

uses a linear model in-context, demonstrated by the low MSE loss values between the predictions of our

MLE samples and the true in-context predictions, shown in Figure 6.15. This is often not the case when

the language model is presented with demonstration samples, as in the posterior extraction presented in

Figure 6.16, in which the language model uses a linear combination of features to predict the targets for

the Heart Disease and Diabetes tasks only.

6.10.9 Is the Language Model Consistent?

Here, we compare these in-context priors with the AutoElicit priors. This is done by sampling 10,000

parameter values from the elicited distributions and calculating the energy statistic between this sample

and the extracted in-context sample. We can also compare the histograms of the parameter values using

both methods. By doing this, we test whether the language model is using the same distribution as we

elicit using AutoElicit when it makes predictions in-context.

Table 6.3 suggests the LLM uses different priors during in-context learning compared to those we elicit,

since they differ according to their energy statistic.

Table 6.3: Approximated GPT-3.5-turbo in-context prior compared to the elicited prior. The energy
statistic between the LLM’s approximate in-context prior, and the LLM-elicited prior. Since we extract a
single prior distribution for both methods, no confidence intervals are given here. Lower values indicate
that the two distributions are more similar.

UTI Heart Disease Hypothyroid Diabetes Breast Cancer

0.39 0.18 0.15 0.38 0.31

This is supported by Figure 6.18, which presents histograms of the parameter values. Notable are the

large differences between the elicited prior distributions and the ones used when performing in-context

learning, which supports the findings in Section 6.10.9. In the in-context case, the prior distributions

often have modes close to 0, suggesting that the internal model is not sure about the relationship between
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features and targets. In contrast, the elicited priors often represent a stronger belief in the correlation

between features and targets, with most histograms achieving modes greater than or less than 0.

Interestingly, on the Breast Cancer dataset, prior elicitation resulted in two distinct modes in the prior

distribution for Feature 2 (“mean texture”), which could represent uncertainty in the direction of correlation.

Furthermore, the prior distributions on the parameters for the Heart Disease and Hypothyroid datasets

have more variation in their values in comparison to that extracted from the language model’s internal

model. This tells us that the elicited prior parameters represent more uncertainty in their value and are

therefore more flexible when calculating the posterior on observed data.

Either the distribution we elicit is an unreliable representation of the LLM’s knowledge, or it is unable to

use this knowledge when making predictions in-context. As in-context priors are often centred around 0,

we suspect it is the latter, and that prior elicitation more effectively makes use of the LLM’s background

knowledge.

6.10.10 Does In-Context Learning Use Bayesian Inference?

It is important that in-context learning performs Bayesian inference so that new data updates the LLM’s

knowledge reliably. We empirically study this by comparing the approximated in-context posterior with

the Monte Carlo (MC) posterior samples of the approximated in-context prior.

When extracting the posterior distribution over the in-context learner, we repeat the process 5 times, and

in each repeat, provide the language model with 25 demonstration points from the corresponding dataset.

We then fit a Gaussian kernel density estimator (with a bandwidth factor of 0.25) to our in-context model

prior parameter samples. We then use the No-U-Turn sampler [246], with 1000 adaptation steps and a

target acceptance rate of 0.8, and the same demonstration examples given during in-context learning

to sample posterior parameters. Here, we use 100 chains of 10,000 samples to build an approximate

posterior distribution.

The energy statistic is then used to measure the difference between the extracted in-context posterior

distribution and the Monte Carlo approximation of the posterior based on the extracted in-context prior

distribution. Table 6.4 shows the mean and standard deviation of the energy distance between these

distributions, for all of the datasets tested, including those that have a high approximation error when we

estimate the in-context posterior.
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Figure 6.18: Distribution of the prior parameters under elicitation and those approximated from
the internal model for the different predictive tasks for GPT-3.5-turbo. Here, we compare the prior
distributions of the different predictive tasks, as defined by the internal model used in-context, and that
which we elicit from the language model. Here, we draw the histogram separately in each dimension, but
calculate the energy distance across all features combined.

In Figure 6.19, we show the posterior samples for those datasets where in-context learning produced

linear predictions, providing a low posterior approximation error. For the Diabetes task, samples from

the approximated in-context posterior and MC sampling on the approximated in-context prior visually

agree and produce a low energy statistic, suggesting the LLM is performing Bayesian inference in-context.

However, for the Heart Disease task, the two posterior samples differ, showing that the LLM inconsistently

applies the Bayes rule in-context. This suggests LLM-elicited priors are more reliable, particularly when

access to the posterior distribution is important, such as for uncertainty estimation.

In addition, Figure 6.20 shows the distribution of these posterior parameters for the datasets where our

approximation of the in-context posterior distribution is unreliable; since here the LLM failed to return

linear predictions.
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Table 6.4: Difference between approximated posterior and MC on the approximated prior for
GPT-3.5-turbo. The energy statistic between the language model’s internal posterior extracted through
MLE sampling and the posterior samples from applying Monte Carlo techniques to the language model’s
internal prior. Values are ∈ [0, 1] with values closer to zero, indicating that the two distributions are more
similar. Here, we show the mean and standard deviation of the energy statistic for the 5 different training
sets tested as observed data.

Heart Disease Hypothyroid Diabetes Breast Cancer

0.04 ± 0.01 0.06 ± 0.01 0.02 ± 0.00 0.01 ± 0.00
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Figure 6.19: The in-context posterior distribution for the tasks with low errors. We compare the
posterior extracted from GPT-3.5-turbo’s in-context predictions against the distribution that we sample
using Monte Carlo methods on the extracted prior distribution. Both posterior distributions are based on
the same 25 data point sample from the corresponding dataset. We draw the histogram separately in each
dimension, but calculate the energy distance across all features combined. For the diabetes dataset we
have removed the long tails for improved visualisation.

For the Breast Cancer dataset, these two distributions match closely and show a strong agreement in

their parameter values, suggesting that for this dataset, in-context learning could be performing Bayesian

inference. On the other hand, for the Hypothyroid predictive task, the parameter distributions differed

significantly, with the in-context prior having a less varied distribution. This is reflected in the energy

distance, which is the largest of all of the datasets tested. These comparisons must be made with the

approximation error in mind, presented in Section 6.10.8, which suggests that the posterior in-context

distributions for the Breast Cancer and Hypothyroid tasks are not reliable.

However, it is feasible that future LLMs can reliably follow instructions to mimic a linear model and be

able to perform Bayesian inference in-context, requiring a model selection strategy to decide between

in-context learning and LLM-elicited priors.
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Figure 6.20: The different posterior samples for GPT-3.5-turbo for the tasks with high errors. Here,
we compare the distribution of the posterior extracted from the language model’s in-context predictions
against the distribution that we sample using Monte Carlo methods on the extracted prior distribution.
Both posterior distributions are based on the same 25 data point sample from the corresponding dataset.
We draw the histogram separately in each dimension, but calculate the energy distance across all features
combined.

6.10.11 Using Bayes Factor for Model Selection

Assuming that in-context learning approximates Bayesian inference, we can calculate the Bayes factor

between it and the AutoElicit priors.

For a single dataset, we start by randomly selecting 25 data points 5 times, and consider the prior predictive

distribution. For AutoElicit (method α0 in Equation 6.6), we approximate the marginal likelihood by

sampling the prior predictive log-likelihood for these data points. In particular, we sample 500 parameters

for our linear model and make predictions on the 25 data points to get samples of pM,T (D|α0). To sample

the posterior distribution over the parameters of the linear model, we use the No-U-Turn sampler [246].

We start by performing 1000 adaptation steps to tune the step size with a target acceptance rate of 0.8,

then generate 5000 linear model parameter values for each of the 5 chains. The posterior linear model

parameters are then used to make predictions on each of the 25 data points, over 5 splits of the datasets,

which are used to calculate the likelihood and subsequently, the mean and standard deviation in the Bayes

factor.

For in-context learning (method α1 in Equation 6.6), we can approximate pM,T (D|α1), since the LLM

provides predictions on features directly. We prompt the LLM with 100 task descriptions and ask it to

predict 25 data points from the dataset. This is repeated over 5 splits of the datasets to produce the mean

and standard deviation in the Bayes factor.

For both sets of prior predictive samples, we calculate their log-likelihood using either cross-entropy loss

or MSE, depending on whether the task is classification or regression. For each dataset, test split, and
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method, we calculate the mean of this log-likelihood over the samples. With these values, we measure the

difference between the value for the elicited prior predictions and the in-context predictions to obtain the

log Bayes factor.

We then report the mean and standard deviation of the Bayes factor over the splits in Figure 6.21, which

helps us to decide, given a dataset, which method is the most appropriate, assuming that in-context

learning approximates Bayesian inference.
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Figure 6.21: The distribution of the prior marginal likelihood and the Bayes factor for GPT-3.5-
turbo. This shows the distribution of prior likelihoods, calculated using 25 data points from each dataset,
over 5 test splits and 100 samples of prompts. The Bayes factor is calculated between prior elicitation and
in-context learning, with a number greater than 1 favouring prior elicitation. For the regression tasks, we
exclude values outside of the (2.5%, 97.5%) percentiles in the histograms.

Figure 6.21 shows the marginal likelihood distribution for in-context learning, AutoElicit, and an uninfor-

mative prior along with the Bayes factor (where reliably defined). Unlike in-context learning, AutoElicit

priors are the better choice over an uninformative prior for all datasets tested. Whether AutoElicit or

in-context learning provides better priors depends on the task. However, in only two of the five datasets

tested, in-context learning reliably produced linear predictions, and in only one of those, it approximated

Bayesian inference. Considering this, the cost, and the ease of interpretability, AutoElicit is likely the

better option.

This model selection strategy is designed to be more relevant as LLMs become more reliable and their

cost reduces.

6.11 Using AutoElicit on a New Dataset

To apply AutoElicit techniques to a new dataset and to measure the reliability of in-context learning, we

recommend the following steps:

1. First, create a description of the dataset along with a description of the language model’s role.

As part of this, provide descriptive features and target names. It will be helpful to split this task

description into what the language model is expected to do (system role) and the task that the user
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is giving it (user role). Please see our collection of task descriptions in the supplementary code or

the example given in Section 6.10.4.

2. Ask a language model to rephrase the user role and system role many times. In our experiments,

we asked the language model to rephrase both descriptions 10 times for each. We provide code to

do this automatically.

3. Take the product of the system roles and user roles and provide each to the language model. For

each of the unique system and user role combinations, record the mean and standard deviation of

the Gaussian prior elicited from the language model.

4. Use these individual Gaussian priors to build a mixture of Gaussians as a prior distribution for a

linear model.

5. Using the data points you have available from the predictive task, sample from the posterior

predictive distribution to predict on unseen data.

To measure whether prior elicitation or in-context learning is better for a given task, assuming the language

model is approximating Bayesian inference:

1. Firstly, sample the prior predictive distribution, with the elicited priors found above, on the data

points already collected.

2. Then, to perform in-context learning, use a similar task description to those above but with a

different system and user role that specifies the language model should make predictions instead of

providing prior distributions. Again, ask a language model to rephrase this new set of descriptions.

3. To sample the prior predictive distribution, using the product of these descriptions, ask a language

model to make predictions on the data directly.

4. Measure the Bayes factor between the likelihood of the prior predictive distribution using prior

elicitation and the in-context model on the already collected data.

5. Using the Bayes factor and by factoring in resource cost, decide whether in-context learning or

prior elicitation is more appropriate.
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To empirically check whether the language model is approximating Bayesian inference to produce its

in-context predictions or to test whether it is being faithful to the priors we elicit, we can follow the below

procedure:

1. Using the same task descriptions as above, provide the language model with randomly generated

feature values (we used 25 samples from X ∼ U [−5, 5]) for each task description and ask it to

make predictions in-context.

2. By additionally providing the seen data as demonstrations to the language model, again ask the

language model to make predictions on randomly generated feature values for each task description.

3. With randomly generated feature values and in-context predictions, use MLE to estimate the

underlying linear model for each task description. For the classification case, this is done more

easily if the language model is asked to provide the probability of a positive prediction rather than

the prediction itself.

4. The resulting linear models approximated from the in-context predictions can now be used to

approximate the prior and posterior distribution of the in-context model.

Using the above, we can now (1) empirically test whether the language model is faithful to the prior

distributions we elicit and (2) empirically test whether the language model is approximating Bayesian

inference in-context.

For the former, we can use a measure of the difference in samples (in our case, the energy distance, Section

6.6) to calculate the difference between the in-context model’s prior distribution and the elicited prior

distribution. This will inform us of whether the language model is being faithful when it provides us

with prior knowledge of the parameters of a linear model or whether the language model uses that prior

knowledge when making predictions in context. If the prior distribution elicited differs from the one that

the language model is using in-context, then calculating the Bayes factor could be important to ensure that

we select the most appropriate predictive model for the given task. If it is not clear whether the language

model is approximating Bayesian inference in-context, this should be studied to ensure the Bayes factor is

a suitable model selection tool.

For this, we can follow the below procedure:

1. Use a Kernel Density Estimator (KDE) to approximate a smoother version of the prior distribution
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over the in-context model. For our experiments, we used a Gaussian kernel density estimator with a

bandwidth factor of 0.25.

2. Using the KDE and Monte Carlo methods, given the collected data, we sample a posterior distribu-

tion from the in-context learner’s prior.

3. Use a method to calculate the difference between two samples of a distribution to understand

the differences between the posterior samples calculated through Monte Carlo sampling of the

in-context prior and the samples of the in-context posterior.

This last procedure might indicate that our in-context learner is not approximating Bayesian inference and

is therefore not suitable for a given task, as it could be important that our predictive model is updating its

prior knowledge in a reliable way.

6.12 Discussion

We show that, by asking a language model to play the role of a domain expert, we are able to elicit

prior distributions for predictive tasks, potentially reducing the cost of data collection and improving the

accuracy of our models when we have access to few labelled examples.

We find the priors elicited from GPT-3.5-turbo, GPT-4-turbo, and DeepSeek-R1-32B-Q4 achieve better

accuracy or MSE with fewer data points than an uninformative prior for a variety of tasks. This improve-

ment is most visible when few training examples are available, suggesting its use in environments where

label collection is challenging.

Incorporating expert guidance into the task descriptions enables further improvements to predictive

accuracy, as the LLM updates elicited distributions as we would expect. Therefore, AutoElicit can also be

used to simplify the typical expert prior elicitation process, by only requiring experts to provide insights

as natural language. We find that prior elicitation with AutoElicit is an improved alternative to in-context

learning in our setting, as we can inspect priors, confidently perform Bayesian inference, and often achieve

reduced error.

On our private dataset, we find a large and quantifiable performance improvement when predicting cases of

UTI. Within our study on dementia care, the resulting model created with LLM-elicited priors can provide

better predictions of adverse health conditions and reliable uncertainty estimates, all whilst remaining
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interpretable and trusted by clinicians.

6.13 Summary

This work studied the use of language models to overcome issues that arise from the cost of labelling

data. Another challenge facing the deployment of remote healthcare monitoring systems is the difficulty

of extracting clinical insights from continuously collected unlabelled data. In the following chapter, we

will study how language models can also be used to encode time-series data into features that allow for

vector searching, clustering, and measuring similarity.



Chapter 7

Time-series Representation Learning Using

Fine-Tuned Language Models

This chapter is based on Capstick et al. (2024) [2] and is licensed under a Creative Commons Attribution

4.0 International License1.

In Chapter 6, we proposed the use of language models to generate prior distributions for predictive models,

improving model performance on tasks with few labelled examples. However, our dataset also contains a

considerable number of unlabelled examples, which requires the use of unsupervised machine learning

methods.

In this chapter, we focus on using representation learning to extract clinical insights from the unlabelled

in-home activity data recorded within the Minder study. Our method converts sequences of in-home

activity to text strings which are encoded using a language model. This language model is fine-tuned to

transform data from the same participants within a 30-day window into similar embeddings in the vector

space, allowing for clustering and vector searching over participants and days, and the identification of

activity deviations to aid with personalised delivery of care. We demonstrate the utility of the learnt

representations through examples of the clustering of participants, participant similarity analysis, and

vector searching.

1http://creativecommons.org/licenses/by/4.0/
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7.1 Introduction to the Problem

In remote healthcare monitoring applications, time-series data is continuously collected using wearables

or Internet of Things devices. This scale of data collection necessitates machine learning techniques for

effective analysis and efficient delivery of care. Additionally, large time-series data can be challenging

or infeasible to label [87], suggesting the use of representation learning through self-supervised, semi-

supervised, or unsupervised methods to extract insights from unlabelled data. These techniques transform

data into useful encodings for downstream tasks and can be performed on datasets with few or no labels

[83–86].

Viewing a neural network as a feature extractor followed by a predictor [105], supervised learning can be

thought of as a combination of representation learning and predictive modelling. This notion inspires

most of the self-supervised or semi-supervised representation learning literature to date, since predictive

tasks can be defined using the time-series itself. This leads to representation learning objectives using

data masking, shuffling, contrastive learning [258], or a combination of these.

Prior works [189, 190, 194, 195] have studied the use of structured state space models or large language

models for numerical-based time-series representation learning. However, these works do not consider

that time-series values can have semantic meaning, such as locations in a home.

In this chapter, we focus on building representation learning methods for collections of time-series data

containing irregularly appearing discrete values with semantic meaning. For example, this could be a

sequence of electronic healthcare records or a sequence of in-home activity, where each new measurement

in time is a categorical value. In particular, we designed and evaluated our method for encoding unlabelled

in-home activity data, which was collected passively using low-cost sensors from the homes of people

with dementia as part of the Minder study.

We present initial results of learnt representations of activity data that benefits from advances in large

language modelling, text encoding, and vector search by fine-tuning a language model’s pre-trained

embeddings of different in-home locations. Applying these techniques to our dataset, we allow for

activity clustering, searching for similar participants and patterns, and identifying changes in activity.

This technology can help clinical teams deliver personalised care or assess the risk of morbidities by

referencing similar participants with known health trajectories and care requirements.
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7.2 The Unlabelled Minder Dataset

The Minder dataset, discussed in Section 2.1, includes in-home activity and sleep data recorded from

people living with dementia in their homes. In this chapter, we focus on unlabelled activity data recorded

between 2021-07-01 and 2024-01-30, containing 65,962 days in total collected from 134 people. The

average number of days recorded per participant is 492 (with a minimum of 5, a median of 513 and a

maximum of 943). Figure 7.1 shows the distribution of the number of days recorded from each person

living with dementia, and 7.2 shows the sensor recordings by the time of day, illustrating the richness of

the dataset.
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Figure 7.1: Number of days recorded. Histogram showing the number of participants with a given
number of days of data recorded.
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Figure 7.2: Time of location recordings. Histogram showing the number of sensor recordings by time
of day, with locations that are ordered by their total frequency.

Each data point contains the participant ID, the time and date of a record (to the nearest second), and the

location at which activity was detected or whether the sleep mat recorded someone entering or exiting the

bed. This amounted to 24,467,307 data points, shown in Figure 7.2.

As part of the Minder study, a subset of participants opted to regularly provide urine samples, which

were analysed for suspicion of a Urinary Tract Infection (UTI). These are the same labels used from our

analysis in Chapter 4. When using these labels, we require participants to have at least 1 negative label

and 2 positive labels, resulting in 154 days labelled as positive (77 days) or negative (77 days) of a UTI.



7.3. Language Modelling 181

7.3 Language Modelling

Language models are typically auto-regressive, trained on a collection of sequences U = {U1, ..., UN },

with each sequence Ui = (u1, ..., uni) containing tokens ui representing a single piece of text from a

vocabulary V [192]. Since each predicted token is dependent on all previous tokens in the sequence, for a

model parametrised by θ, we have log p(Ui|θ) =
∑︁ni

j=1 log p(uj |u0:j−1, θ). The model parameters θ are

learnt by maximising this likelihood over the entire dataset, i.e, over all U . The tokeniser component of

a language model encodes an input text sequence into a sequence of tokens from V , which is vital for

training, as it converts text into numerical vectors.

The transformer architecture [129], including an encoder and decoder, is a popular choice for language

modelling. BERT [113], a language modelling architecture based solely on the transformer encoder, is

trained using the log-likelihood log p(Ui|θ) =
∑︁ni

j=1 log p(uj |u−j , θ) (with u−j as all tokens except uj)

and designed to be fine-tuned [105]. This training objective allows the language model to look at all words

in a sequence, before and after the given word, when calculating the embeddings. As in the transformer

encoder architecture, this model outputs an embedding for each input token, contextualising them within

a sequence.

To calculate sentence embeddings from word embeddings, Reimers and Gurevych (2019) [259] used a

mean-pooling strategy to produce a single vector (of length given by the length of the token embedding)

representing an entire sequence (with a maximum length defined by the BERT architecture). In parallel,

Wang et al. (2020) [260] presented a method for distilling a BERT-like model into smaller models, which

are less resource-intensive to fine-tune. The authors made this distilled model, MiniLM (and subsequently

MiniLM V2), publicly available. These works led to a sentence embedding model based on a fine-tuned

MiniLM V2 model [235, 259, 260] referred to in this chapter as “SE-MiniLM”.

7.4 Fine-Tuning Language Models

Fine-tuning is a process in which a pre-trained model is trained further on a subset of the original training

dataset or on a new dataset and task.

Large models, such as language models, require a considerable amount of computational cost to train,

since their size implies a vast parameter search space. In general, a significant number of tasks involving
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language require similar subsets of this parameter search space, suggesting that efforts are repeated when

models are trained for different language applications. Pre-training and fine-tuning aims to address this

problem. Foundation models, which have been pre-trained on broad text datasets, contain parameters

that are applicable to natural language and can be fine-tuned on specific tasks with less compute cost

than would have been required for randomly initialised models. Fine-tuning therefore can be thought of

as using the prior knowledge acquired by models during pre-training, to provide an initial guess of the

optimal parameters for a new task. This viewpoint assumes that the optimisation problem is non-convex,

where the optimal model parameters found will be in a local minimum, conditioned on the pre-trained

parameters. Mathematically, given pre-trained parameters θpt for a model f and a fine-tuning dataset of

N samples (xn, yn) ∈ Dft, the parameters over M updates of gradient descent {θ1, . . . , θM+1}, with

learning rate α and loss function L , are related by:

θM+1 = θpt − α∇θ

[︄
N∑︂

n=1
L (yn, f(xn, θ))

]︄ ⃓⃓⃓⃓
⃓
θ=θpt

− · · · − α∇θ

[︄
N∑︂

n=1
L (yn, f(xn, θ))

]︄ ⃓⃓⃓⃓
⃓
θ=θM

Pre-trained parameters

First parameter update during fine-tuning

Final parameter update during fine-tuning

This illustrates how the fine-tuned parameters θft, acquired through M gradient update steps, depend on the

initial pre-trained parameters θpt, demonstrating that prior knowledge restricts the parameter fine-tuning

search space. In reality, other gradient-based optimisation methods, such as stochastic gradient descent or

Adam, are commonly used to calculate the fine-tuned parameters, but the same general insight holds true.

7.5 Large Language Models for Time-Series Representation Learning

This work presents initial results from a system capable of encoding days of recorded activity data into

vectors that are useful for care delivery. In summary, we transform each participant’s daily time-series of

events into strings of text that are encoded using a sentence embedding model as illustrated in Figure 7.3.

For each participant and day, we have access to the sensor recordings to the nearest second. As the tested

language model is based on a predefined transformer architecture, it requires an input sequence of less

than 256 tokens in length. Therefore, due to the irregular frequency of our time-series, we must aggregate

recordings so that they can be processed by the language model. We do this by calculating the modal

sensor reading for each 20 minute period (and uniformly sampling from these modes when more than

one exists), which transforms each day into a sequence of locations, 72 tokens in length. Where there
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number of tokens: 72

20 minute mode + “Nowhere” Convert to string

Figure 7.3: Preprocessing of data. For a single participant, we present their data collected over a single
day. The left graph shows the raw measurements; the central graph shows the measurements after the
mode of each 20 minute window is taken and a token for no activity is assigned (“Nowhere”); and the
right graph shows the day as a single text string that can be interpreted by a language model.

is no sensor reading for one of the 20 minute periods, then we assign it the location “Nowhere”. This

results in a discrete-valued and regular-frequency time-series, which is transformed into a text string to be

interpreted by a tokeniser and language model.

Sequence (or sentence) embedding models can be fine-tuned using a triplet loss [261], measuring the

cosine similarity between the embeddings of an anchor sequence and a similar and dissimilar sequence,

such that similar embeddings are learnt for similar sequences.

The SE-MiniLM model described in Section 7.3 is fine-tuned on these day-strings using a triplet loss and

by assigning a similar and dissimilar example for every string. Inspired by Franceschi et al. (2019) [83],

for a given day-string, we uniformly sample another string generated from the same participant within

a 30-day window and label it as similar, and uniformly sample a string from a different participant to

label as dissimilar. In this way, the model learns personalised representations of days that allow the

detection of activity changes. This is because the model learns differences between long-term changes in

behaviour and will group participants with similar daily routines into similar regions in the vector space.

In particular, this method makes use of the pre-trained model’s learnt semantic relationship of locations

which we hypothesise allows for more meaningful encoding of activity.

For fine-tuning SE-MiniLM, we randomly sample triplets of text strings from the dataset: One query

sentence, one similar sentence, and one dissimilar sentence. For each epoch, we randomly sample 100,000

triplets from the dataset and assign them to batches of size 256. We evaluate sentence embeddings using a

triplet loss applied over each triplet, which is optimised using the AdamW algorithm [262] with a learning

rate of 2 × 10−5 and a weight decay of 0.01. A linear warm-up learning rate scheduler is used with a

warm-up of 10,000 steps.

With these learnt embeddings, days can be clustered using unsupervised techniques or searched over

using vector search methods. Further, similarity can measured over time to estimate changes in behaviour.



184 Chapter 7. Time-series Representation Learning Using Fine-Tuned Language Models

To find similar sequences using a trained model, semantic vector search applies a similarity measure to

objects’ learnt embeddings which reveal those that occupy similar areas in a latent space. This can be done

using various similarity measures, but in this work we use cosine similarity, the most common method.

7.5.1 Availability of Code

The code to fine-tune the model and process the data presented in this work is made publicly available2.

However, the contents of the dataset and the Jupyter3 notebook used to generate the figures will not be

made publicly available due to their sensitive nature.

This code is implemented in python (v3.11.5), using the following packages:

• numpy (v1.26.4) [211]: For manipulation of arrays and computing mathematical equations.

• pandas (v2.2.2) [212]: For manipulating the datasets and results.

• scikit-learn (v1.5.1) [213]: For loading and preprocessing the data.

• sentence-transformers (v2.4.0) [259]: For using methods to embed sequences based on language

models.

• torch (v2.1.0) [214]: For building and manipulating neural networks.

• transformers (v4.46.0) [235]: For loading and using language models.

7.6 The Embedding Space

To visualise the embedding space in two dimensions, we used t-distributed Stochastic Neighbour Embed-

ding (t-SNE) [263], a common dimension reduction method for visualisation. We set the perplexity to

30, the early exaggeration factor to 12, and the learning rate to 1377 (number of samples divided by 48)

[213]. The embeddings are z-normalised using the mean and standard deviation of each feature before we

apply t-SNE.

In Figure 7.4, we present some participant journeys in the embedding space. In particular, we plot the 25

participants with the most recorded days of data. We notice that some participants’ activity is significantly
2Here: https://github.com/alexcapstick/Text-Encoders-For-Daily-Movement-Data or here: https:

//github.com/tmi-lab/Text-Encoders-For-Daily-Movement-Data
3https://jupyter.org/

https://github.com/alexcapstick/Text-Encoders-For-Daily-Movement-Data
https://github.com/tmi-lab/Text-Encoders-For-Daily-Movement-Data
https://github.com/tmi-lab/Text-Encoders-For-Daily-Movement-Data
https://jupyter.org/
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Figure 7.4: t-SNE of embeddings and journeys. The t-SNE embeddings of 1000 randomly sampled
days of data (in grey) with the embeddings of a given participant’s data overlayed (in blue) with consecutive
days connected by a line. Here, we show the 25 participants with the most recorded days of data.

more localised than others, suggesting less variability in their day-to-day activity. On the other hand, some

participants, for example Participant 1, cover a significant amount of the embedding space over time.

Figure 7.4 demonstrates that participants have unique activity maps. This variation between participants

of activity in the latent space further motivates the use of a Date-ID split for the evaluation of our urinary

tract infection risk prediction model (presented in Chapter 4).

This visualisation also allows us to identify participants who have similar journeys in the transformed

embedding space. Participants 15 and 20, for example, occupy similar areas in the transformed vector

space, under t-SNE.
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7.7 Clustering

To further interpret the learnt representations, we use k-means to cluster the embedded days of data. As

described in Section 2.3.3, k-means makes some strict assumptions about the structure of the data, includ-

ing: Clusters are isotropic, there is a fixed number of non-hierarchical clusters, features are independent,

and the distance metric used is meaningful in this context. Although these assumptions are restrictive and

likely not satisfied by our embedded vectors, k-means is fast to run, making it effective for the purposes of

demonstration in this section. We apply k-means to the embeddings before t-SNE is used for visualisation.

We use the k-means ++ algorithm [264], a Euclidean distance metric, and numbers of clusters varying

from 2 to 10. Before applying the clustering model, the embeddings are normalised using the mean and

standard deviation of each feature. Table 7.1 shows the silhouette scores of this, in which 5 clusters are

chosen as optimal, revealing 5 categories of days.

Table 7.1: Silhouette score for k-means clustering on the base and fine-tuned models.

Number of clusters

Fine-tuning 2 3 4 5 6 7 8 9 10

True 0.39 0.47 0.51 0.57 0.54 0.53 0.52 0.52 0.51
False 0.42 0.21 0.18 0.16 0.16 0.14 0.14 0.17 0.16

Looking at some of the days represented by these clusters, we can intuitively explain what they might

represent. In Figure 7.5, we show days of data in cluster 5, which correspond to days with low levels of

recorded activity, which are likely due to sensor recording failures, participants being away from home,

or days with little in-home activity (possibly due to adverse health conditions). These days were likely

clustered together, as they represent a type of day that appears in a similar way among all participants.

Similarly, Figure 7.6 shows 8 random days from cluster 1, which could represent days with high amounts

of kitchen activity. Although this cluster could be used to semantically classify a day, it does not appear

to have meaningful clinical utility, suggesting that more sophisticated methods for learning clusters are

required. In practice, clinicians could provide labels for some of the types of days participants have, which

we can use to label other similar days.

Figure 7.7 shows the t-SNE embeddings and their cluster values. By viewing these embeddings for

different participants (on the upper right-hand side), we can visualise the journeys in the embedding

space for 4 participants. The lower right-hand plot shows the cluster value for each day of data for 4

participants, which tells us how frequently different participants move between clusters or when activity
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Figure 7.5: Days of data in cluster 5. We present 8 randomly chosen days of data from cluster 5, which
is characteristic of sparse recorded activity.

changes. By exploring with clinicians what these clusters represent semantically, we can gain insight

into a participant’s behaviour and care requirements over time. For example, we found that cluster 5 is

characteristic of small amounts of recorded activity and potentially adverse health conditions.

We can also visualise the proportion of participants in each cluster over time, visualising the behaviour

of the cohort as a whole. In Figure 7.8, we present the proportion of participants with a given cluster

label for each day in the dataset. Given a semantic understanding of the different days that each cluster

represents, we can visualise the behaviour of the participant cohort as a whole. We observe that cluster 2

generally increases in size over the length of the dataset, whilst cluster 3 seems to rise and fall in size

between September 2021 and September 2022.

Interestingly, there is a significant increase in the size of cluster 5 in July 2022. After consulting the

software team within the Minder study, it was found that this was caused by an issue with the data

collection system, in which no data was collected on 9th and 10th July 2022. Although not directly related

to patient care, our system highlighted a significant data loss through the interpretation of cluster 5.
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Figure 7.6: Days of data in cluster 1. We present 8 randomly chosen days of data from cluster 1, which
is characteristic of frequent bedroom and kitchen activity.

7.8 Vector Searching for Similar Days

Using the cosine similarity between embeddings, for each day of data we can identify the other most

similar days.

To illustrate this, in Figure 7.9, we show a day of data (chosen at random) and the 9 most similar days as

measured by cosine similarity. These days show similar aspects, and all have large levels of Kitchen and

Hallway activity during the day, with small amounts of Lounge, Bedroom, and Bathroom activity.

We can also use this to find the days that are most similar to those labelled with adverse health conditions.

For example, since we know the days that participants were tested for a UTI, we can calculate the similarity

between days labelled as positive and negative for each participant.

To do this, we identify the participants and dates associated with a UTI label. We then keep only the

participants with at least two positive UTI labels and one negative UTI label. This is done to ensure
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Figure 7.7: t-SNE of embeddings. The left plot shows the t-SNE transformation of 5000 day-string
embeddings, coloured by their cluster value. On the upper row of the right-hand figures, we show the
t-SNE embeddings for the 4 participants with the most data, where a line indicates consecutive days. On
the lower row, we show the daily cluster values in time for the same participants.

that for a given participant, we can calculate the similarity between the positive labels (excluding the

cosine similarity between the same days) and the similarity between the positively labelled days and

the negatively labelled days. After this, we are left with 77 positively and 77 negatively labelled days

produced by 14 participants. For each of these participants, we calculate the average cosine similarity

between positive days of UTI and the average cosine similarity between the positive and negative days of

UTI. We can then find the mean and standard deviation of these values to assess the utility of similarity

searching for days of adverse health conditions.

We find that the mean (± standard deviation) of the average intra-participant cosine similarity between

positive and negative days of UTI is 0.53 (±0.36) and 0.39 (±0.50), respectively. This suggests that for

each participant, the positive days of UTI are more similar to each other than to the negative days of UTI.

Although it provides an interesting example, the utility of this method for the classification of adverse

health conditions is not clear and is likely not as performant as learning a classifier from engineered

features as presented in Chapter 4. However, given a classifier that detects a general spectrum of adverse

health conditions, using similarity searching might be helpful in explaining a given prediction.

7.9 Inferring Clinical and Care Needs

This method provides us with the ability to visualise changes in participant behaviour over time. To do

this, we can measure the cosine similarity between each participant for each day to visualise how their

activity varies. This is shown in Figure 7.10, which reveals when participants have frequent changes in
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Figure 7.8: Cluster proportions. For each day in the dataset, we show the proportion of days clustered
with each label.

home activity and when participants have more consistent activity. For example, participants 1 and 6 have

frequent changes in daily activity with small regions of consistency in their activity. However, participant

2 had very consistent activity that suddenly switched to a different state of consistent activity, suggesting

a noticeable change in their daily routines. Visualising intra-participant similarity, as we have here, could

notify healthcare monitoring teams of changes in behaviour that might require changes in care delivery or

further investigation. It also allows them to see, at a glance, the consistency of a participant’s in-home

activity over an extended period of time.

7.10 Discussion

In remote healthcare monitoring, the vast majority of collected data will be unlabelled. Therefore, how

to extract clinical insights from this data is an important open area of research. Representation learning

presents an option to encode unlabelled activity data into embeddings that are helpful for downstream

predictive tasks, similarity searching, behavioural change detection, or clustering.

This chapter proposed a method for using pre-trained language models for representation learning. In this

way, our method uses the prior knowledge that a model captures during training on large text datasets to

encode time-series data with states that hold semantic meaning.

We show by example that these representations allow for the measurement of behavioural changes,
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Figure 7.9: Vector search over days. Given a day of data (shown in purple in the top left), we present
the 9 most similar other days as measured by cosine similarity (shown in blue).

providing caregivers and monitoring teams with visibility over longitudinal changes in activity and sleep

data. By comparing changes between participants, monitoring teams can identify homes that produce

more or less consistent data and view periods of instability in routines. Additionally, these representations

can be used as part of a clustering method to identify different types of daily activity. The longitudinal

changes in these clustering states can be examined at a participant or cohort level to provide insights on

the trajectory of daily activity across a study or identify seasonal patterns.
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Figure 7.10: Day similarity. Each image shows the cosine similarity between every 20th recorded day
for 10 participants. Blue, white, and red correspond to a cosine similarity of 1, 0, and −1 respectively.
The range of the days is represented by each axis of the plots and is given by n.

7.11 Summary

This chapter presents the initial results of a discrete-valued time-series representation learning method,

focussed on embedding days of in-home activity data, and with wide applications to other domains. These

learnt embeddings are useful for clustering, vector search, and measuring behavioural changes which

provide clinicians with additional tools to understand their study participants at an individual or group

level, informing the planning of care delivery.
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Conclusions and Future Work

In this thesis, we have studied and proposed methods to tackle some of the current challenges facing remote

healthcare monitoring systems. We started by focussing on a real-world case study for predicting adverse

health conditions using in-home sensors, specifically Urinary Tract Infections (UTIs). This project helped

us to contextualise some of the research areas that required development to build robust systems for remote

healthcare monitoring. We identified three main areas to contribute to current research: (1) Learning

from noisy data; (2) training with sparsely labelled data; and (3) extracting insights from unlabelled data.

These pieces of research constituted the main body of this thesis. As part of this research, we have made

the following contributions:

• We proposed a UTI risk prediction model, designed in collaboration with clinicians to rely on

symptom-led engineered features and produce interpretable and calibrated predictions.

• We proposed a method to learn from data generated by multiple sources with unknown noise levels

and evaluated our approach on public datasets commonly used in the noisy data literature.

• We designed a framework to transfer the knowledge of Large Language Models (LLMs) obtained

during training to linear predictive models. This allowed us to combine the explosive progress of

research on LLMs with robust predictive models in use within healthcare and trusted by clinicians.

Using LLMs to supplement the prior elicitation process has the additional benefit of improving the

performance of linear models over standard priors, whilst requiring fewer labels to train.

• Using LLMs, we proposed a representation learning method for activity-based time-series data

for remote healthcare monitoring. The embeddings enabled clustering, vector searching, and the

193
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calculation of daily similarity scores. The proposed method allows for the effective exploration of

unlabelled data and the visualisation of changes in in-home behaviour that can improve the planning

of care delivery.

These research directions have advanced the knowledge of remote monitoring methods focused on dementia

care but are also more broadly applicable to healthcare systems.

8.1 Extended Applications of This Research

Several aspects of the research presented in this thesis have inspired methods used in other works that

focus on remote healthcare monitoring. In addition to this, we have completed further research aimed at

assessing the validity of specific systems for effective care delivery.

8.1.1 Using Entropy-Based Features for Time-Series Pattern Recognition

To predict the risk of UTI in the Minder study, we used an engineered feature representing the entropy

of daily PIR sensor activations in homes. However, designing features for specific tasks can be time-

consuming and sometimes requires expert knowledge.

Within Huang et al. (2024) [265], we further studied the use of entropy-based features for time-series

predictive tasks involving neurological conditions as an alternative to raw data, simplifying the modelling

pipeline. We found that in many cases, using entropy-based features provided improved performance

over raw inputs, whilst being simple to implement. This could allow for faster development of predictive

models with reduced error when access to expert information is limited.

In this particular work, my contributions were to the evaluation methodology, data curation, validation

of results, and manuscript preparation. Specifically, I provided suggestions for benchmarks and code

to process the data, I verified the results by reviewing the code, and I commented on and edited the

manuscript.

8.1.2 Predicting Events of Agitation

Agitation is a neuropsychological symptom characterised by persistent behaviours that indicate emotional

distress and affects more than 30% of people living with dementia [266]. Episodes of agitation can have
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an impact on both those with dementia and their caregivers [267] and are frequently associated with other

adverse health conditions, including fall-related injuries [268].

The prediction of agitation events, described in Bafaloukou et al. (2025) [58], uses some of the evaluation

and stratification methods presented in Chapter 4. This work used passively collected in-home activity,

physiology, and environmental data to detect episodes of agitation in people living with dementia within

the Minder study.

Additionally, using methods for explainability, this work highlighted features with possible interventional

actions that could lead to reduced risk of agitation. To facilitate the design of these personalised interven-

tions, this study presented an interactive interface for clinicians to study how changes in the participant’s

environment could affect the predicted risk of agitation. Future work aims to study these interventions in

an ongoing study.

In this particular work, my contributions were to the methodology, code, validation of results, and

manuscript preparation. Specifically, I provided suggestions and code for evaluating methods and the

presentation of the results, and I commented on and edited the manuscript.

8.1.3 Early Dementia Risk Stratification Using Speech Biomarkers

Speech monitoring provides an opportunity to assess disease progression as it can be collected continuously

and passively, and significant research efforts have been carried out to apply machine learning to voice

recordings [269].

Lima et al. (2025) [59] presented the use of machine learning models to predict a person’s risk of dementia

based on spoken descriptions of an image. This work applied some methods that were inspired by the

presentation of results given in Chapter 4. This included using methods for explainable predictions and

risk stratification, allowing us to provide interpretable predicted risk groups instead of a diagnosis. This

enables the calibration of predicted risk and the use of our method as a decision-support tool.

We found evidence that spoken language could be used as a biomarker to detect and track cognitive

impairment and decline, potentially enabling the use of in-home systems that can monitor the risk of

dementia or its progression through conversations. This work showed that we can accurately distinguish

between patients with and without dementia based on their speech and that the predicted risk of dementia

was correlated with scores in cognitive assessments without explicitly being trained for their prediction.
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This was shown to be effective in English speech data from DementiaBank [269] as well as an additional

dataset containing English and Spanish speakers, demonstrating the merit of the approach across languages.

In this particular work, my contributions were to the evaluation methodology, code, validation of results,

and manuscript preparation. Specifically, I provided suggestions and code for the evaluation of methods

and visualisation of the results, verified the results by reviewing the code, and commented on and edited

the manuscript.

8.1.4 Identifying Dementia Specific Sleep Patterns

Sleep disturbances are one of the most common symptoms of dementia, with a growing body of research

suggesting that sleep disorders can act as predictors of mild cognitive impairment [270–272].

In Rigny et al. (2024) [272], we compared the data collected from the sleep mat in our Minder study to

data collected from a general population; with more than 100 people generating 9500 person-nights of

data in total. Utilising unlabelled data, this work found sleep patterns that were specific to participants

with dementia, suggesting the use of passive sleep monitoring devices for disease tracking and, more

generally, remote healthcare systems.

In particular, we found that people with dementia were more likely to cluster in a group characterised by

higher heart rates and respiratory rates at night, higher Wakefulness After Sleep Onset (WASO) and light

sleep, and lower mean durations of Rapid Eye Movement (REM) and Non-rapid Eye Movement (NREM)

sleep. These findings align with research in the literature, providing evidence for the effectiveness of

extracting clinical insights through sleep monitoring with passive devices.

In this particular work, my contributions were to the evaluation methodology, and manuscript preparation.

Specifically, I provided suggestions and code for the evaluation of methods, and I commented on and

edited the manuscript.

8.1.5 In-home Assessment-Based Measurement of Longitudinal Changes in Behaviour

Cognitive assessments such as the Neuropsychiatric Inventory (NPI) and the Bristol Activities of Daily

Living Scale (BADL) are used to measure behavioural and psychological symptoms of people with

dementia, including their ability to perform activities of daily living. The use of these in-home cognitive

assessments can provide a cost-effective method to improve and personalise care delivery.
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In Walsh et al. (2025) [273], we studied how cognitive decline impacts the ability of people with dementia

to perform daily tasks and how it affects the mental health of their caregivers. Using cognitive assessments

that were completed at 3 month intervals within the Minder cohort, we clustered participants into three

groups based on their severity. This revealed that mild cognitive decline was associated with greater anxiety

for the carer, whilst the group with the most severe cognitive decline interacted more with community

services.

This work uses clinically validated assessments, performed within participants’ homes, to help identify

the care needs of patients. Since these approaches are scalable, the use of cognitive assessments to aid in

care planning allows for a more efficient deployment of resources and personalised care delivery.

In this particular work, my contributions were to the methodology, data processing, code, and manuscript

preparation. Specifically, I provided suggestions and code for the processing of data and the evaluation of

methods, and I commented on and edited the manuscript.

8.2 Future Research Directions

There are some limitations and future research directions that allow for continued development in remote

healthcare monitoring for people living with dementia.

8.2.1 Risk Prediction of Urinary Tract Infections

Although the work presented in Chapter 4 was conducted using readily available and low-cost sensors

(with preliminary analysis of sensor importance presented in Section 4.4.1), future research could aim

to understand the relationship between the cost of devices and the performance of UTI risk prediction.

For example, do less or more expensive in-home sensor deployments provide proportional changes to

model performance? In particular, the deployed PIR sensors allow us to collect data at a low cost but do

not allow for the distinction between data generated by the person of study and other members of the

house. However, we found that including patient-specific data from the sleep mat significantly improves

predictive performance (Section 4.4.1). Therefore, future work could explore other methods of passively

collecting day-time personalised data, possibly incurring a higher cost.

In Section 4.4.1, we discuss model reliability and calibration and find that our model overestimates the

risk of UTI, likely due to data imbalance in the training set. This motivates the stratification of risk, which



198 Chapter 8. Conclusions and Future Work

allows the monitoring team to balance the sensitivity and specificity with the number of generated alerts.

However, when deploying this system, work should be done to understand the trade-off between false

positives and false negatives to ensure that risk groups are well-calibrated. In our retrospective silent

testing, we further refined these thresholds to meet the specific requirements of the clinical monitoring

team, but a process for the continuous assessment of risk stratification thresholds would be informative.

Finally, whilst this work focused on an important section of the population (people living with dementia),

it would be helpful to apply these methods to a larger cohort study or one containing older adults in

community living environments such as care homes, assisted living, or skilled nursing facilities.

8.2.2 Mitigating the Effects of Noisy Data Sources

The research in Chapter 5 reveals some future directions. In our experiments, we study models of varied

capacity (for example, Table 5.1 and Section 5.5.10, and Table 5.3 and Section 5.5.16), however, it would

be valuable to study the effects of ill-specified models on noisy data techniques, as most methods assume

that models attain smaller losses on the non-noisy data points (for example: in our work and Co-teaching

[157]), or that logits are reliable (for example: in RRL [128] and IDPA [158]).

Additionally, we focus on the setting in which knowing the source of a data point provides additional

information when learning from noisy data. However, when the noise level is uniform across all sources,

the source value does not provide additional information about the likelihood of a data point being noisy.

In this case, LAP performs as well as standard training. Here, it might be beneficial to apply a traditional

noisy data technique in addition to our method, such as with RRL + LAP, studied in the experiments

(Table 5.3, Figure 5.7b, and Section 5.5.8).

8.2.3 Eliciting Prior Distributions from Language Models

Section 6.10.7 explores how experts can guide AutoElicit priors with natural language. However, studying

further methods for incorporating experts into our framework would be beneficial. This could be achieved,

for example, by fine-tuning LLMs on relevant literature.

Additionally, since AutoElicit priors are a product of their training, they might contain unwanted bias.

An approach to avoid this would be to assign all features that are sensitive to unwanted bias, directly or

indirectly, with an uninformative prior. Given an elicited prior and observed examples, the Bayes factor
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can then be used to choose between the elicited prior and an uninformative prior. In addition, experts can

steer LLMs away from unwanted bias through task descriptions. Valuable future research could explore

the link between different alignment methods for LLMs and elicited priors, possibly as a way to assess the

success of the alignment process.

Finally, it could be helpful to extend our results to neural networks. An immediate option is to build on the

literature by asking the LLM to suggest data augmentation techniques for a task. This would effectively

reduce the cost of data collection by extending a given dataset. Extending our results to non-linear models

such as random forests or Gaussian processes would also be valuable.

8.2.4 Using Language Models for Time-Series Representation Learning

There are a few directions for future research, based on the work presented in Chapter 7, that are worth

highlighting.

Firstly, it would be worthwhile to evaluate how synonyms of location tokens could change the learnt

representations (for example, if “lounge” is replaced by “living room”). By experimenting with synonyms

of the locations used during training, we can gain insights into how a fine-tuned model could be used in

new environments (for instance, we could explore whether a model fine-tuned on in-home data generates

meaningful representations of data collected from an assisted living environment).

Furthermore, it would be valuable to consider whether a state-space model [194], which avoids requiring

a maximum sequence length, might be a useful replacement for the BERT-based model presented in this

work. This might also allow for the encoding of longer and shorter windows of time, possibly allowing

comparisons of behaviour between different time durations.

Additionally, alternative methods for clustering that involve domain knowledge from clinicians could

be used to improve the utility of activity clustering and further demonstrate the use of identifying days

similar to those labelled with adverse health conditions.

8.3 A New Remote Healthcare Monitoring System

We envision a future remote healthcare monitoring system that promotes preventative care and reduces the

need for reactive care. This system will utilise low-cost passive sensors to continuously generate in-home
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individual activity, physiology, and environmental data to be processed by a collection of machine learning

pipelines. These pipelines will consist of decision-support tools to predict adverse health conditions and

representation learning methods to transform data into meaningful embeddings to aid care planning. The

effectiveness of these pipelines in generating clinical insight will be monitored and critically examined

at regular intervals to ensure that the remote healthcare system operates efficiently. This system would

also incorporate information from electronic healthcare records to generate the most accurate alerts and

intervention recommendations.

The ideal remote healthcare monitoring system should also be integrated with healthcare services to

ensure that outputs, such as predictions from machine learning pipelines or visualisations of raw data, are

available to general practitioners and other medical professionals. This would make remote healthcare

monitoring data and clinical insights available to monitoring teams and caregivers, who can manage

high-frequency requests, as well as primary, secondary, and tertiary care providers when required.

8.4 Lessons Learnt

This thesis consists of research projects that provided meaningful insights and contributed to the use of

machine learning and remote monitoring for healthcare applications. However, as part of this doctoral

research, we faced many setbacks that are not discussed within the main body of this work. Lessons were

learnt about the navigation of the research landscape, the design of investigation methodologies, and time

management. This section provides a reflection on some of those challenges.

Simpler models often generalise better and are easier to interpret: Access to labelled remote healthcare

monitoring data is limited. This is due to a multitude of reasons, including cost, natural rarity in adverse

health conditions, or system integration issues. When initially building the UTI risk prediction model,

we utilised supervised or semi-supervised deep learning methods involving large model architectures.

Following further review and evaluation, we found that these models failed to generalise to new participants

and were difficult for clinicians to interpret. As part of this investigation, we learnt that when simple models

such as logistic regression are combined with carefully engineered features, designed in collaboration

with domain experts, we often achieve superior performance, reliability, and interpretability compared to

more complex architectures. This lesson led to the development of the UTI predictive model presented in

Chapter 4 and inspired the evaluation of language models for prior elicitation in Chapter 6.
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Limited labels can be overcome: Limited access to labelled examples is a common problem in healthcare,

particularly in remote monitoring settings. During this doctoral study, it has become evident that clinical

insights can still be extracted from datasets using other methods. Using unsupervised techniques for

clustering, applying representation learning to unlabelled data, or specifying prior distributions on the

parameters of predictive models all allow for actionable insights to be generated from data with few labels.

Solving real problems motivates impactful research: During this doctoral study, it has become clearer

to me that I am personally motivated to solve real-world problems. When I started my studies, I initially

focused on making technical contributions based on what I perceived to be the challenges facing remote

healthcare monitoring. However, after focussing on the UTI risk prediction model, in collaboration with

clinicians, I found that I tackled research problems in a more solution-orientated approach. I observed that

new innovations in healthcare research have the potential to improve people’s quality of life. Focussing

on advancing current methods for remote healthcare monitoring, with the guiding principle of improving

care for people with dementia, provided considerable motivation.

8.5 Concluding Remarks

Dementia is considered a significant health challenge in the UK, affecting around 982,000 people. This

is projected to rise to 1.4 million by 2040 [4], requiring new methods for the efficient and effective

delivery of care. Since the presentation of dementia symptoms can vary from patient to patient, providing

personalised care will represent one of the greatest challenges of the present century.

It is important for those affected by dementia to maintain their wellbeing, independence, and quality

of life as long as possible. We believe this is best achieved by providing care in their familiar home

environments. By using continuously collected data, in combination with automated systems, remote

healthcare monitoring can be deployed to provide actionable insights that empower caregivers and allow

clinicians to plan effective care delivery, reducing pressure on healthcare services.

This thesis provides a step toward this goal by proposing methods aimed at reducing unplanned hospital

admissions and improving the quality of life of those affected by dementia and other long-term conditions.

We hope this work inspires further research into remote healthcare monitoring systems. We envision that

future developments will reduce the workload on healthcare systems by improving preventative care and

reducing the need for reactive care.
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We are mindful that every data point in the Minder dataset is generated by someone affected by dementia.

For this research to be possible, we are indebted to our study participants for their engagement in our

study and for sharing their experiences. We hope that the results of this thesis will contribute to discovery

science focussed on improving the outcomes of all those affected by dementia.

This doctoral study has equipped me with the tools to pursue my scientific interests. It has provided an

opportunity to develop my strengths as an independent researcher and collaborator. Working alongside

academics and healthcare professionals within the UK and internationally has taught me that solving

real-world problems is a key motivator for my research.
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