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Abstract

Computational methods are an essential pillar in deriving information from biological data which can inform
pathogen surveillance and diagnostics. Metagenomics has great potential to advance our understanding of
bacteria and for surveillance and personalized medicine. However, high resolution taxonomic classification
and the assignment of genes to bacterial strains still present major hurdles. For viruses, surveillance can
be aided by group testing, which can greatly reduce testing resources required. Yet, no clear pathway from
method development to clinical application exists and there is still much potential for theoretical develop-
ments improving the information gained from group testing. This thesis addresses the above points in two
parts. First, following a benchmarking study of available tools, a novel metagenomic strain identification
tool 15 developed. Results show state-of-the-art performance on simulated and mock metagenomic data.
Additionally, accurate assignment of accessory genes to strains in metagenomes using the tool is possible.
Secondly, a new group testing decoder is developed and evaluated within a novel validation framework for
high-throughput group testing validation. This study shows the in vitro feasibility of group testing using a
non-binary decoder. The presented decoder represents a first stop towards designing a group testing decoder
for multiplexed group testing, and future research avenues are discussed in detail. Finally, an exact expression
for estimating prevalence from array testing data is derived. For the same number of tests, the array testing
estimator proves to be more accurate than individual testing. Altogether, this thesis contributes valuable
new methods for the analysis of metagenomics and group testing data. The metagenomics approach has
the potential to provide new, interpretable insights into bacterial strains in microbiomes and the genes they
carry. The work on group testing and prevalence estimation shows their usefulness for surveillance testing
and highlights the potential of widespread implementation of group testing in public health applications.
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prevalence. In both plots line indicates median, edges of box the 25% and 75% quartile, and
whiskers extend to include the data point furthest from the median that is within 1.5 times
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IMustration of a (49,7 4)-multipocl. Each cell 1= one individual sample. Cells colored in one
color indicate membership in the same group. Top row displays groupings along rows, with
all samples iIn one row grouped into one group test (together, the row groupings correspond to
the g x N submatrix of M for j = 1).Second row displays group test against the first diagonal
and the third row group tests along the second diagonal. Note the action of the eyclic shaft,
which corresponds to the group test membership of the samples being shifted right, wrapping
around to the left side of the array. The fourth row indicates grouping of samples into group
tosts along columns. Taking only row and column tests corresponds to array testing. Samples
are grouped into one row, one column, and one of the diagonal tests each, illustrated in the
cxample of overlaid groups. Here, each cell colored in the same color indicates the same test
with multiple colors indicating membership in two or more of the illustrated tests. The other
groups are created by shifting the shown groups horizontally (or vertically for the orange
group), and cells wrapping around go to the first (left) column when they would pass beyond
the last (right) column as illustrated in the first four rows of the igure. . . . . . . ... . ..
{A) IMustration of a decoding iteration. In each iteration i a status vector wy indicating
positivity of the individual samples 1z randomly changed in one position from positive (1) to
negative (0), or vice versa. The resulting status vector wyy 18 used as basis for a marimum
a posteriori optimization of the individual Ct values (here, the parameters of are denoted in
the general form ). Based on these individual Ct values, expected group test results are
predicted and we obtain a mean squared error between these expected test results and the
observed ones. Based on this mean squared errors’ difference to the mean squared error in the
previous iteration as well as a temperature that declines with every iteration we determine the
probability of accepting the proposed status vector wyyy or rejecting it and continuing with
the current status vector wy. The declining temperature at every iteration effectively causes
the function of the acceptance probability to become steeper, such that we accept almost all
proposals in the beginning, but are more strict in the end, accepting only improvements in the
mean squared error (negative differences, for which the function is always equal to 1). The
status vector after 500 iterations (with 10 iterations at each temperature) is then used to infer
the positive samples. (B) Change in acceptance probahilities for different temperatures with

temperature decreasing from left to right plots. Figure and caption taken from Unruh et al. .
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IMustration of the approach of setting each negatively inferred item to a minimum Ct value to
check whether a low Ct value may be obscured by higher other Ct values. First, the simulated
annealing process infers the positives from the potential positives that are in positive row and
column tests (samples A, B, C, and D). In this example, sample A is inferred with an individual
Ct value of 21 and sample D is inferred with an individual Ct value of 24 {marked in red).
We also obtain predicted test outcomes Y;. In the next stage, the samples not inferred as
positive (samples B and C) are individually set to a Ct value of 30. For example, in the left
middle panel, sample B is set to a Ct value of 30. We again infor the predicted test outcomes
'.'?gT now assuming sample B is positive with an individual Ct value of 30. Here, we observe
that the new predicted test outcomes differ more than e from the initially inferred ones (1.e.
[¥3 —¥y| > €). Hence, sample B could not have heen hidden by samples A and B and is
inferred as negative. We again do the same for sample C, displayed in the right panel. Note
that here sample B is again assumed to be negative. We again estimate the new test outcomes
Y3 and observe that [¥'3 — ¥y| < e. Hence, we infer that if sample C had a low individual
Ct value it could be hidden by the higher Ct values of A and B and we infer it as positive.
Altogether, we then arrive at the final inference, where samples A, C, and D are inforred as
positive, but sample B is inforred as negative. . _ . . L 0L L0000 oL oo o oL
Performance characteristics of COMP and gtMAP for in silico simulations for a 3-disjunct
group testing design (n = 81) with different numbers of positive samples. PPV is the

positive predictive value (4 wﬁféﬁiﬁmmnﬁ} and NPV the negative predictive value
{ true negatives } A acy is defi ] as true positives4true negatives ie. the total

true negatives+false negatives positives+negatives *

number of positive identifications out of all samples. . . . . . 0000 L0000
(A) Sensitivity analysis showing number of false positives and false negatives per 100 positive and negative
samples, respectively, for COMP and gtMAP depending on the number of positive samples in a group testing
round. (B) ROC curves for gtMAFP decoding using different decision thresholds (increasing from left to right)

and different number of positives. Black ‘4 indicate a decision threshold of 0.5, . . . . . . . . . . . o ..

Count of assemblies of E. ecoli assigned to each cluster at the three clustering levels (assemblios
clustered into 10, 100, and 500 clusters, labeled as 10 Cluster Lewvel, 100 Cluster Level, and
500 Cluster Lovel, respectively). Cluster numbers are arbitrary and numbering increases left
to right on the x-axis (some x-axas ticks were left out for visitbality). . . . . . . .. o 0.
Count of assemblics of M. fuberculosis assigned to each cluster at the three clustering levels
{assemblies clustered into 10, 100, and 500 clusters, labeled as 10 Cluster Level, 100 Cluster
Level, and 500 Cluster Level, respectively). Cluster numbers are arbitrary and numbering
increases left to right on the x-axis (some x-axis ticks were left out for visibality). . . . . . ..
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Assombly statistics for A. baumannii. Genome Length is the length of the genomes in nu-
cleotides. N count is the number of ambiguous bases in the assemblics. Number of Gaps is
the number of gaps (-) in the assemblies. N50 is the shortest contig that needs to be included
to cover over 50% of the genome length and N50 count the number of contigs that need to be
included to reach the N50. Number of Contigs is the number of contigs the assemblies consist
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Assombly statistics for E. coli. Genome Length is the length of the genomes in nucleotides. N
count is the number of ambiguous bases in the assemblics. Number of Gaps is the number of
gaps (-) in the assemblies. N50 is the shortest contig that needs to be included to cover over
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Assombly statistics for L. monocytogenes. Genome Length is the length of the genomes in
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Results for samples made up of strains of E. coli contained in the reference database combined
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the same and in different clusters at the 100 cluster level as well as samples with different
coverages. Both samples that have equal relative abundance for all strains as well as the
samples that have one dominant strain at (.8 relative abundance with the remaining strains
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Bar height shows mean performance and error bars the 95% confidence interval. . . . . . . . .
Results for samples made up of strains of M. tuberculosis contained in the reference database
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having equal shares of the remaining 0.2 relative abundance were analyzed in combination. Bar
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Results for samples made up of strains of A. baumannii contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified
by the total coverage of the samples. Samples analyzed include both samples with strains
originating in the same and in different clusters at the 100 cluster level as well as samples with
different numbers of constituent strains. Both samples that have equal relative abundance for
all strains as well as the samples that have one dominant strain at (.8 relative abundance with

the remaining strains having equal shares of the remaining 0.2 relative abundance were ana-
lyzed in combination. Bar height shows mean performance and error bars the 95% confidence

Results for samples made up of strains of E. coli contained in the reference database combined
across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the total
coverage of the samples. Samples analyzed include both samples with strains originating in the
same and in different clusters at the 100 cluster level as well as samples with different numbers
of constituent strains. Both samples that have equal relative abundance for all strains as well as
the samples that have one dominant strain at 0.8 relative abundance with the remaining strains
having equal shares of the remaining 0.2 relative abundance were analyzed in combination. Bar
height shows mean performance and error bars the 05% confidence interval. . . . . . . . . ..
Results for samples made up of strains of M. tuberculosis contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified
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different numbers of constituent strains. Both samples that have equal relative abundance for
all strains as well as the samples that have one dominant strain at (.8 relative abundance with
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lyzed in combination. Bar height shows mean performance and error bars the 95% confidence

Results for samples made up of strains of L. monocytogenes contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified
by the total coverage of the samples. Samples analyzed include both samples with strains
originating in the same and in different clusters at the 100 cluster level as well as samples with
different numbers of constituent strains. Both samples that have equal relative abundance for
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the remaining strains having equal shares of the remaining 0.2 relative abundance were ana-
lyzed in combination. Bar height shows mean performance and error bars the 95% confidence
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Chapter 1

Introduction

‘Nobody ever figures out what life is all about, and it doesn't matter. Explore the world. Nearly everything is
really interesting if you go into it deeply enough.’
— Richard Feynman

Bacterial and viral pathogens present a major threat to public health and place a major burden on the
healthcare system. In 2019, 13.7 million people were estimated to die due to hacterial infection ? and antibiotic
resistance is a growing threat, with 1.27 million people already estimated to die due to it each year*. Moreover,
antibiotic resistance has a major economic impact?. As has been made abundantly clear by the Covid-19
pandemie, viruses present another central threat to human health. One major aim of public health has to be
to curb the spread of infectious agents, especially novel, potentially more virulent, transmissible, or resistant
variants. Underlying our ability to control infectionus diseases iz an understanding of the identity, spread,
and characteristics of pathogens of interest. This understanding can only be gained by detailed surveillance.
Surveillance capacity, methods, and strategies have improved substantially over time. Yet, challonges remain.
Two central issues in employing effective surveillance are the implementation of surveillance in low resource
settings and computational methods for the analysis of biological data to extract relevant information. During
the Covid-19 pandemic, the WHO has repeatedly published guidelines, with widespread surveillance and
testing being central pillars of their strategy . Especially in low- and middle-income countries, these strategies
cannot always be implemented to the extend that is required due to resource limitations, with one central
limitation being the scarce availability of testing resources®”. On the computational side, developments are
regularly made and new tools published. However, it is often not clear when to use which of the potential
multitude of applicable methods and which results we can trust. New methods also have a central place,

either solving previously unsolved problems, improving on previous methods, or approaching issues from a
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40 Chapter 1. Introduction

new angle. In this thesis, | address the above issues in two different areas relevant to public health. Firstly,
I focus on bacterial pathogens, metagenomics, and the benchmarking and development of computational
tools that enable bacterial identification in metagenomic data. Metagenomic surveillance of wastewater in
particular has been frequently discussed in the Literature®®!%1! and I believe that improved identification
of bacterial strains can provide novel insights in this area. Secondly, I present an investigation into group
testing, the practice of pooling multiple samples into one group that is then tested, for respiratory viruses
from a computational and theoretical point of view and address the transition from theory to practice via
in vitro validation. Group testing has the potential to greatly reduce the number of tests required to test a
population for an infectious agent, especially valuable in surveillance testing. As such, it shows great promise

for improving surveillance in low resource settings.

In this chapter, I will give an overview of the background underlying this thesis. I start by briefly introducing
metagenomics, before investigating the bacterial species and strain concepts, their application in metage-
nomics, and the current approaches for identifying bacterial strains in metagenomic datasets. After this
excursion into the bacterial and metagenomic realm, I will address testing for respiratory viruses. I explain
the concept of group testing for infectious disecases and polymerase chain reactions, the gold standard for
determining the presence of a pathogen of interest in a sample. Lastly, the adjacent topic of prevalence
estimation of infectious diseases via group testing is discussed briefly. 1 finally present the overall research

aims of this thesis.



Overview of Metagenomics 41

Overview of Metagenomics

Before diving into the details of evaluating published tools and developing new methods in metagenomics,
it 1s first necessary to clearly state the nature of metagenomic data. In particular, I will focus on short-read
shotgun metagenomics as opposed to other types, such as long-read metagenomics or 16s-RNA sequencing.

In line with the focus on short-read shotgun metagenomies, whenever metagenomics is mentioned in the text,
short-read shotgun metagenomics is meant.

The goal of metagenomics is to provide insights into the genetic structure of a community of organisms or cells,
for example a microbiome consisting of bacteria, virnses, human cells, and others. Following sample collection,
the first step in the generation of a metagenomic dataset is DNA extraction and library creation 2. Note
that prior to DNA extraction the samples may be filtered, for example by organism size, to enable enhanced
soquencing of the organisms of interest'*. Centrifugation is another method to further separate different
organisms, often employed in viral metagenomics'? or for the enrichment of mitochondrial DNA 'S, DNA
probes can also be employed. These probes capture DNA segments of interest as well as related sequences
through hybridization '®. However, this technique requires a priori decisions about the sequences of interest,
limiting its use in exploratory analyses of the broader diversity of DNA in the microbiome. Following DNA
extraction and library creation, shotgun sequencing is performed. Shotgun sequencing refers to the splitting of
the DNA in the sample into short, random fragments. Following this, the resulting fragments are sequenced,
resulting in reads typically 100 to 200 basepairs (bp) in length. Various platforms are available, with one
of the most widely used being the Illumina platform, which shows low error rates (0.1% to 1%) and returns
hundreds of millions or even billions of reads!7.

Following sequencing, the raw reads need to be quality controlled and filtered. Filtering is important to remove
contaminant sequences, such as human DNA 2. Contaminants related to laboratory equipment /reagents
can also present an issue'® that should be accounted for where possible. Quality control is important to
ensure that only high quality bases and reads are kept for further analysis. Sequencing platforms provide
quality scores for each sampled base and usually a decline in quality is observed towards the end of reads .
Tools such as FastQC?® provide further measures of sequence quality. The per-sequence GC content can
be investigated, where peaks or multimodal distributions in sequencing of cultured organisms may hint to
contaminants, though the latter i=s not necessarily true for metagenomics with its wide range of constituent
organisms. Further, duplicated and over-represented sequences can point to over-sequencing or the presence
of contaminants. Fast()C can also point to the presence of adapter sequences that need to be removed, though

the specific adapter sequences used in sequencing have to be kept in mind. Adapter sequences surround the
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DNA insert and allow hinding to the flow cell of the sequencing machine?!. Failure to remove these sequences
can greatly influence downstream processing'®. Following quality control, trimming needs to be performed.
Steps can be taken that remove beginnings and ends of reads with low guality, whole low quality reads, or
that remove and trim reads in other ways. Trimming further includes the removal of adapter sequences.
These steps can be performed with frequently used tools such as Trimmomatic ' or BBDuk (part of BEMap;

https://sourceforge.net/projects/bbmap/).

Many metagenomic pipelines include an assembly step '>!2?, In this step, reads are combined to create longer
sequences (contigs). Longer contigs enable the more reliable calling of genes or other functional elements.
Many tools for contig creation exist for metagenomic data, tackling the new challenges such as unknown
diversity and abundance of organisms in different ways??. These tools, similar to single genome assembly,
fall broadly into two categories, those using overlap-layout consensus methods and those utilizing de Bruijn
graphs??. In the overlap-layout consensus approach, the overlap between all pairs of reads is determined.
Based on these overlaps, a layout graph is constructed, with nodes representing reads and edges representing
overlaps. The task of assembling a genome i1s then solved by finding the path through the graph with the
highest overlap. A de Bruijn graph is constructed by taking all k-mers in a dataset (mucleotide sequences of
length k) and connecting two kmers if the last £ — 1 nucleotides of one k-mer match the first k —1 nucleotides
of another. Assembling a contig from this graph revolves around finding an optimal path through the graph,
though repeats or sequencing errors make this process not straightforward??. Additionally, metagenomic
data brings additional challenges not present in single genome assembly, such as unknown organism diversity
and abundance®®. Notably, contigs produced through Illumina sequencing show a high match to the true
genetic sequences of the organisms of origin 2*. However, especially for short read sequencing, many reads will
map to more than one genome, and hence, could be included in multiple contigs®*, creating chimeric contigs.
This ambiguity in read assignment will be especially high with multiple organisms of high similarity 2*. The
contigs resulting from assembly are regularly binned together to create metagenome assembled genomes 24
(MAGs). The binning of contigs likely also suffers from similar 1ssues as contig assembly itself. Contigs from
very similar organisms will be binned together given frequently used binning criteria such as those employed
by MetaBAT?®. For example, when considering one possible binning criterion, GC content (the proportion
Guanine (G) and Cytosine (C) make up of the genome), different strains of the same species may be assigned
to the same bin, as GC content is highly similar between organisms of a single species 2?7, The hurdles
in contig assembly will be reduced for higher coverages, as more reads will overlap. However, high enough
coverage is rarely achievable for many genomes '*. Due to these considerations, the presentation of MAGs as

complete genetic sequences is prone to be erroneous in many cases and great care should be taken. Regarding
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chimeric contigs derived from shotgun metagenomic data, tools such as DESMAN?® have been developed to
deconvolute MAGs into their constituent strains. However, DESMAN itself shows only high accuracy when
considering many samples at the same time. Further, the method iz based on high quality assembly and
binning, which is often not a given. While reconstructing strains from contigs may be difficult, it may be
worthwhile to use knowledge on the strain composition of a sample in the quality assessment or during the
creation of MAGs. Altogether, quality assessment of MAGs is essential (and has been reviewed in detail
in Yang et al. ). In summary, the limitations of MAGs will frequently necessitate alternative approaches
to assess taxonomic content and functional assignment to taxonomies within the metagenome, which is the

underlying goal of a part of the presented work.

Importantly, advances in sequencing approaches can alleviate some of the challenges present in short read
metagenomics. Firstly, 3-Hi-C can assist in improving binning. 3-Hi-C is a technique that can provide
information on the co-localization of DNA fragments in the same cell?’. This additional information can
be used to improve binning®”. However, for many metagenomics datasets 3 Hi-C data is not available
and the method requires additional preparation and sequencing steps®!, increasing the cost of application.
Additionally, the presence of related organisms, such as closely related species or multiple strains, still presents
a challenge for assombly and binning even in the 3-Hi-C context*%*. Nonetheless, future developments in
this area may provide us with promising technologies and approaches going forward. Secondly, long read
sequencing, enabled by platforms such as Oxford Nanopore or PacBio, is consistently improving. The longer
soquences obtained, on the order of kilo-hasepairs®!, can make assembly easier, though chimeric contigs still
present a challenge®®. Importantly, while the increased number of sequencing errors has been an issue for
long-read sequencing in the past®, the error rates are quickly approaching those of short-read sequencing **.
Despite these exciting technological developments in sequencing, short read metagenomics stands out due
to the wide availability of data and the higher sequencing depth compared to long-read techmologies®®.
Similarly, already collected short read metagenomic data can be re-analyzed with novel approaches going
forward, giving us the opportunity to gain new insights from old data. For these reasons, 1 focus on short

read metagenomic data in this thesis.

Finally, metagenomic analysis often relies on the use of published analysis tools and packages. These need
to be validated on data. However, for metagenomics we often run into the problem that the ground truth
is not known. This can be tackled in three main ways. Firstly, there is the option of pure simulation from
known sequences of various organisms through tools such as ART?7. This to an extend can also simulate
the presence of sequences not seen by a priori exclusion of these sequences from any database used. Notably,

this might be different from the presence of sequences from unculturable organisms in real metagenomic
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data, as these may display unknown features. Further, this approach might not always replicate all the
specifics of real DNA extraction and sequencing completely. Secondly, metagenomic data can be created
from sequencing experiments on mock communities, whose real composition i1s known as they are created
in a laboratory. Multiple such mock communities can be found on public databases, with the some of
the ones presented in Valencia et al.*® used in this thesis. Again the presence of unculturable organisms
cannot be replicated. Additionally, mock communitics may not exhibit the same complexaty or diversity as
real metagenomic datasets. Finally, metagenomic samples can be spiked, meaning that sequences of known
organisms are added to a real metagenomic sample via simulation®®. This likely represents the closest match
to real metagenomic data, but also comes with drawbacks, as for a large portion of the dataset the ground
truth is again not known. As such the organisms or close relatives of theirs that the sample is spiked with

may be present in the real metagenomic data, complicating the analysis of tool performance.

Bacterial Strains

Chapter II, Chapter 111, and Chapter IV of this thesis are concerned with the identification of bacterial
strains in short-read metagenomic data. Here, I will give some definitions and elaborate on the relevance
of strain-level identification in short-read metagenomic sequencing, reviewing some potential applications.
First of all, we need to define a bacterial species. The term species originates in the study of diploid,
sexxually reproducing organisms. Two organisms here are defined as the same species if they interbreed,
though definitions can extend beyond this?®. Bacteria do not engage in sexual reproduction. Nonetheless,
classification of different organisms into distinet groups is useful when talking about them, and classification
can be achieved in different ways. The advent of DN A sequencing has shifted the focus of considering what
constitutes a bacterial species onto the genotypic stage. There are several ways to use genomies to classify
bacteria into species and strains. Firstly, the bacterial ribosomal 16s TRNA gene is shared across all bacteria.
Hence, it can be compared between all bacteria, and when the similarity in the investigated region of the
gene is above a set threshold (e.g. 97% as determined by Stackebrandt and Goebel ') two organisms are
considered to belong to the same species (or more conservatively to the same operational taxonomic unit or
OTU). Notahbly, while such an approach can be a fairly reliable measure for species demarcation, the same can
not be said for intraspecies typing 2. An approach for identification of species from whole genome sequencing
is the average nucleotide identity (ANI) of a genomic sequence to a reference genome. If this similarity is
high enough (typically above 95% **) two species are considered the same. Both of the above approaches are
applied frequently to delineate species in culture based approaches. The species concept 1s generally a useful



Bacterial Strains 45

one. This is for example evidenced by the fact that certain species share important virulence factors, such as
almost all members of L. monocytogenes carrying the conserved inlA-inlB locus and the Listeria Pathogenicity
Island 1% or that plasmids preferably are shared among members of a species®®*. Turning our view to
metagenomics and species classification | first want to briefly address 16s sequencing for metagenomics, which
utilizes the 16s rTRNA gene to provide a delineation of species in microbial communities. In this approach,
part of the bacterial ribosomal 16s rRNA gene 15 amplified using polymerase chain reaction (PCR) and
then sequenced. This approach has practical advantages such as quick turnaround time, and, similar to
shotgun metagenomic sequencing, can provide a taxonomic overview of the diverse bacterial population in a
sample. However, the degree to which taxonomic classification 1= achievable is not always clear and depends
on which part of the 16s gene is targeted. Greay et al. ¥ conducted a study where they attempted to identify
bacterial pathogens in wastewater data. They showed that when using the V4 region only limited taxonomic
resolution is achievable, making genera and species hard to identify. Greay et al. 7 showed that the individual
regions of the 16z gene often cannot provide sufficient taxonomie resolution to identify pathogenic species in
wastewater samples, highlighting the importance of this on the example of differentiating E. coli serotypes
in wastewater. Notably, Thal et al. *® showed that higher resolution differentiation could be ohtainable using
the complete 16s gene. However, Greay et al. *" correctly remark that shotgun metagenomic sequencing is
better suited for providing the functional and taxonomic information required. Similarly, Jovel et al. 4° point
out that 16s sequencing does not lend itself to in-depth functional analysis. However, species and sub-species
level taxonomic classification, paired with functional analysis is an important endeavor and there is a lot
of potential for strain identification in metagenomics. One potential area of application that T will discuss
in some more detail to showease the potential of sub-species level analysis 1z wastewater metagenomics. 1
will address both the potential for wastewater surveillance of antibiotic resistance and pathogen outbreak
tracking.

Surveillance of antibiotic resistance genes (ARGs) is essential in informing strategies and interventions to
curb the spread of antibiotic resistance. In line with the WHO’s One Health approach, it is essential to inte-
grate different environments in the surveillance of antibiotic resistance® (one health refers to the belief that
different ecosystems such as humans, agriculture, and natural environments are strongly interconnected and
a holistic understanding is required to advance ecological and public health®'). There are however several
hurdles to effective surveillance. Individual level surveillance is focused on hospital environments, expensive,
and, especially in low and middle income countries, not standardized®. On the other hand, metagenomic
surveillance of wastewater can be much cheaper; for Kenya, Aarestrup and Woolhouse® estimated a cost
of 0.1% of the cost of isolate based testing. Additionally, surveillance of pathogens may be possible at the
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same time as ARG surveillance® and wastewater surveillance potentially gives a view of ARG prevalence
across a human population®. Multiple studies on antibiotic resistance genes found in wastewater have been
published 52:10:535411  However, several open questions remain. How well ARGs found in wastewater reflect
clhinical resistance is a central open question, and different studies point to different conclusions. Parnanen
et al. ° and Hutinel et al. !! both showed that resistance levels in wastewater correlate with clinical resistance.
However, neither of these studies used shotgun metagenomics, with Parninen et al. 32 utilising qPCR and
Hutinel ot al. !! culturing E. coli isolates. On the other hand, Karkman et al. ** investigated metagenomic
data from wastewater and found only limited correlations between ARGs in wastewater samples and clini-
cally observed frequencies. This may be due to multiple factors. One possible conclusion is that wastewater
data may not represent clinical resistance well, after all. However, the lower correlation may also be due to
the challenges presented by metagenomics. Importantly, Karkman et al. ** were not able to assign ARGs to
species. However, antibiotic resistance varies widely by species and drug class®®. The ability of assigning
ARGs to species may therefore provide the necessary resolution to improve the prediction of clinical resis-
tance. Additionally, Hendriksen et al. !” found that ARG prevalence is only explained to a limited degree
by taxonomic composition. This indicates that relying on known ARG-species association (as was also done
by Karkman et al. ®* for the intll gene for E. eoli, showing again a limited correlation to clinical resistance
prevalence) may not be sufficient. Instead, ARG-species and ARG-strain associations need to be inferred
directly from metagenomic data. If successful, this may provide the higher resolution required to answer
the question of whether can conduct effective surveillance of clinical resistance via wastewater sampling and
shotgun metagenomics. An interesting first step in this direction was taken by Munk et al. !, Munk et al. 54
performed metagenomic assembly and the resulting contigs were processed for the presence of ARGs. ARGs
with less than 1kbp Hanking regions were filtered out. The remaining ARGs were classified as either plasmid
or non-plasmid related. While a significant proportion of ARGs were plasmid associated, many ARGs for
which a host association was possible remained. Munk et al. 3! identified host genera via the flanking regions,
finding ARGs that were both shared between different genera and ARGs unique to some genera. They fur-
ther conducted an investigation that enabled them to identify which ARGs are likely highly transmissible,
and which are more likely to be vertically transmitted (i.e. through bacterial replication). These results are
highly valuable, but Munk et al. ** do not present an association with clinical data. Conducting a regression
analysis with the ARGs associated to specific genera or species, as done by Karkman et al. 3| would have
been valuable to see if the predictability could be improved. Additionally, genus level assignment of ARGs
still does not yield the same information as a species or even strain level assignment would have. In their
study, Munk et al. * conducted a genus-ARG co-occurrence analysis following the assignment of the genes.

One could however easily imagine reversing the analysis steps (1.e. first determining the strains in a sample)
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and computing a co-occurrence network between clones or strains and ARGs to further elucidate the likely
associations of ARGs. Additionally, combining the approach of Munk et al. * with the assembly of plasmids
may he worthwhile. While assembly of plasmids is challenging ®®, as is the assignment of plasmids to their
hosts, potential lies in the fact that different plasmids show different levels of host specificity €. Further-
more, there is a high correlation between GC-contents in bacterial species and the plasmids they carry®7.
However, the results of such an analysis may or may not be informative and a combination of approaches
may be valuable. Further investigation into this is clearly warranted. In summary, there is potential of the
identification of specific strains and the assignment of specific genes to these strains. There 15 a clear need
for further development of methods serving this purpose. This is not only true for metagenomic investiga-
tions of wastewater. Surveillance of other environments is also possible®® and advancements in metagenomic

methodologies, including assigning ARGs to species and strains can be beneficial here.

Beyvond surveillance of wastewater for antibiotic resistance, pathogen surveillance is also possible using
wastewater” and strain level analysis can support this endeavor. Hendriksen et al.? showed that pathogens
can be detected in metagenomic data from an informal settlement in Kenya, where individual data is often
not available. Notably, they identified E. coli as one of the pathogens, but did not discuss whether the found
E. eoli strains were pathogenic or potentially commensal or environmental. Such an analysis would have
provided further detail of whether the presence of E. coli could be clinically relevant, pointing towards the
importance of strain-level analysis. Hendriksen ot al.? further discussed the potential of associating clinical
or houschold reported cases of diarrhea and fever with the metagenomic data, however, the cases observed
were to fow to do so successfully. Nonetheless, such associations could provide insight into pathogens in-
volved in potential outbreaks in informal settlements. Here, strain level analyses will again be beneficial,
as it would enable the tracking of strains across samples, and thereby predict the burden of a pathogen
associated with clinical cases. Beyond this fascinating study, strain level surveillance has long been fruitful
outside of metagenomics. Whole genome sequencing studies on isolates obtained from outhreaks were able
to identify strains and their reservoirs in outhreaks 3%, Douglas et al. *® conducted a study of an outhreak
of vancomycin-resistant Enterococcus faecium and among 26 isolates from 24 patients found only minimal
variation when analyzing single nucleotide polymorphisms (SNPs) in the core and accessory genome, with
17 of the solates belonging to the same strain based on core genome analysis (the core genome being the
sot of genes shared between all members of a species). Similarly, Johnson et al. % found highly similar iso-
lates during an outhreak of Sphingomonas koreensis investigating both Mash distances®! (a measure of the
genetic distance between two genomes) as well as SNPs in the core genome. Using whole genome sequencing
they were able to establish sinks and water in the hospital environment as likely source of the S. koreensis
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infections. Naturally, whole genome sequencing of cultured isolates provides greater coverage of the genome
and a better ability to identify SNPs than metagenomics. However, culture based approaches also require a
clear target, whereas metagenomics can serve to surveil the microbiome in critical areas, such as sinks in a
hospital environment, more broadly. By being able to identify both the core genome and estimate genetic
distances between strains (such as the Mash distance) in metagenomic samples reservoirs of pathogens could
be identified more readily, especially when metagenomic surveillance is employed routinely. Broad routine
surveillance via culturing approaches is not as easily achievable considering that a clear target species for cul-
turing is required, similar to clinical metagenomics where a differential diagnosis is required for culture-based
analysis®2. Yet, with metagenomic surveillance data readily available, outhreaks could be traced back after
they are detected, utilizing previously collected data. Both metagenomic and culture based approaches could
also he combined, with promising results already demonstrating the potential of reservoir identification 5%
Finally, multi-locus sequence typing (MLST) has long been a successful method for sub-species analysis based
on a set of a fow locl conserved in a species. MLST relies on the identification of the nucleotide sequence
of select loci in a fow housekeeping genes (typically 6 to 10)%Y. The different previously observed sequence
variants of the genes (alleles), as well as the combinations of alleles making up different strain types, are
deposited in an online database. MLST typing originally offered the advantage of being relatively easy to
conduct. Hence, the loci chosen are fairly short and fairly few®!. The need for housekeeping genes to he
present in all members of a species, as well as the choice of these genes as ones that are under stabilizing
solection, can make the MLST strain type a good proxy for studying the lineage of different isolates®!. On
the other hand, it is not always clear what information MLST provides about the phenotype of a strain
type. While sometimes there are clear correlations %% other times these are mostly absent ™%, Nonethe-
less, MLST analyses have proven useful. MLST has helped in outhreak tracking®* ™™ and epidemiological
surveillance ™ in the past, clearly highlighting the usefulness of sub-species level pathogen surveillance.
The public database pubMLST ™ additionally enables comparison of strains from across the world. Extend-
ing sub-species analysis to metagenomics can provide similar insights in a much broader regime, addressing

many species at the same time.

Strain Identification Tools

Conducting informative metagenomic strain level investigations firstly requires the ability to identify the
strains present in a sample. Many different approaches are possible when investigating the sub-species level
in metagenomics, and different tools have been developed. Howewer, their explicit goals do vary. One
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can roughly split the available tools into three categories. The first set of tools, including DESMAN 75,
ConStrains™, or metaPhlAn™

, , 1= aimed at tracking strains across multiple samples. While tracking of
strains across samples is essential, several practical and conceptual considerations have to be made. Firstly,
using multiple datasets as input, while increasing the available data, has the disadvantage of the underlying
assumption that strains across samples will be shared. If this is not the case, it will be fairly easy to draw the
wrong conclusions, especially considering that tools such as DESMAN show only limited accuracy on single
samples. Secondly, the published tools have their own hmitations. For example, DESMAN and EVORha ™
rely on MAGs for strain inforence. When these are not of high quality this may impact the results, as Quince
et al. ™ report themselves. The second set of tools is aimed at identifying SNPs of the strains within a sample.
There are various tools available for this purpose, which have been henchmarked by Andreu-Sanchez et al. ™.
Identifying SNPs is essential to track mutations and infer phylogenies. However, the calling of SNPs i= often
done is isolation from reference sequences. As such, only limited information can be gathered on the relation
of the SNPs to known whole-genome sequencing derived phylogenies. Additionally, inferences on the gene
content of specific strains are hard to make on this basis. Even when a reference sequence, or a small sot of
reforence sequences, 1s used, choosing a high-quality reference isolate that is closely related to the sequences
that need to be typed is essential and the inference of SNPs may be strongly dependent on which reference
soquences are chosen®. Indeed, it has been shown that the choice of reference strain has strong impacts on
the SNPs that are called as well as on downstream analyses, such as the construction of phylogenetic trees®!.
Nonetheless, ealling of SNPs in metagenomes 1= of great importance, though strain recovery prior to SNP
calling may provide clear benefits, as it will provide the best reference sequences relative to which to eall
SNPs. The last set of tools, and the one of most interest to us, aims to recover known strains, or known
strains closely related to those in the samples, where strains correspond either to unique reference sequences
or clusters thereof, depending on the tool. Importantly, this approach is suited for single sample analysis and
can take into account population structure and our knowledge of SNPs and gene content, while not precluding
further SNP-analysis downstream. In Chapter IT, 1 present a benchmarking study of tools with this focus
and in Chapter III and Chapter IV I will present the development of a novel tool in this category. Henee,
I will briefly summarize the major tools previously published in this area. Tools that are aimed at tracking
strains across multiple samples, and henee, are not designed for single sample analysis were not considered.
Additionally, tools were excluded tools that might provide strain information (such as Kraken2®2) but are
not specifically designed for this purpose and instead focus on lower resolution taxonomic assignment. Tools
aimed at reconstruction of MLST types (such as metaMLST®*) were also excluded. Lastly, tools that only
work using a single reference genome were excluded, as these do not take into account known population
structure. I will briefly describe the tools considered here in order of publication date.
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StrainEst StrainEst®! aims to give a sparse set of known reference genomes explaining the observed reads in
a metagenomic dataset. To this end, StrainEst first builds SNP profiles by selecting a subset of representative
genomes from a species database (obtained by clustering of the genomes) and aligning these against the
species reference. SNP profiles are then created using these alignments. Secondly, StrainEst selects a second
st of genomes as mapping representatives, aligning them to the species reference and then aligning the
metagenomic reads to this set of genomes. From this, nucleotide frequencies at the SNP positions determined
previously are extracted. StrainFst finally uses a lasso-regression which estimates the relative abundance of
ecach representative genome to predict the observed nucleotide frequencies. The conceptual simplicity and
requirement for sparseness are strengths of StrainEst. On the other hand, there are some weaknesses. Firstly,
the reliance on a set of representative genomes for each cluster naturally reduces the taxonomic resolution
obtainable. The alignment of reference assemblies to a species representative performed to infer SNPs may
alzo be sensitive to the representative chosen. Additionally, the total proportion of strains is not constrained
to [0,1] during estimation (though notably the regression coefficients representing the relative abundances
are scaled to unit norm after estimation). Moreover, assuming uniform coverage of a given strains’ genome
in a metagenomic dataset, it is clear that if this strain is only present at a relative abundance of less than
one, but is also the only strain in the sample carrying a certain gene, that the observed frequencies will
be skewed, potentially impacting the estimation process (see Figure 3.2 for an illustration). Nonetheless,

StrainEst shows good performance on the datasets presented by Albanese and Donati #4.

KrakenUniq Both Kraken® and Kraken23? represent widely used tools for taxonomic classification of
metagenomic data. Both tools work by counting k-mers shared between the metagenomic reads and a
database. Each read is then assigned to the lowest common ancestor of all database entries that share the same
k-mer count. This conservative approach makes the tools not ideal for strain identification. KrakenUniq®®
aims to address this issue and provide higher level resolution by using an efficient algorithm to estimate the
count the unique k-mers for cach database taxon. Notably, one needs to choose a cutoff for the number of
unique k-mers assigned to a taxon for it to be inferred as present to control the false positive rate®7. This
cutoff varies both with the taxonomic level of interest and the sequencing depth. This will make it hard for
researchers to choose appropriate cutoffs for their datasets. On the other hand, KrakenUniq has the benefit of
being able to incorporate a large database, containing taxons from across bacteria, viruses, plasmids, humans,
and archea. By default this is either a pre-constructed database or constructed from available genomes on
NCBEI. This database 1= further customizable using individual sequences.
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MIST MIST®® takes yet another approach to strain identification. Similar to StrainFst a set of genomes
representative of genome clusters is generated via complete-linkage hierarchical clustering at different ANI
thresholds. However, in contrast to StrainEst, MIST then aligns each read to the whole set of reference
genomes, determining the number of nucleotide mismatches between each read and each reference genome.
MIST then proceeds to select the minimum mismatch among all reference genomes among a cluster to obtain
a mismatch for each cluster at each ANI threshold. These mismatches are then fed into a probabilistic model,
where maxdmum likelihood estimation of cluster frequencies are obtained. Even though the methods differ,
the strengths and weaknesses are similar to StrainEst. However, MIST conceptually improves on StrainFst
in two areas. Firstly, the probabilistic nature of the model 15 a more natural approach to the estimation
of proportions. Secondly, MIST does not rely on the mapping to a single representative reference genome
per cluster, but instead performs a full alignment to all members of a cluster. In this way, the intra-cluster

variation is still somewhat taken into account and the reliance on a reference genome 1s reduced.

StrainGE StrainGST, part of the StrainGE toolkit®® (I will refer to the toolkit from hereon), works on
a k-mer basis to identify strains. For the database creation a k-mer profile is created for each reference
strain. Then, the reference strains are clustered with single-linkage hierarchical clustering using the Jaccard
distances of the k-mer profiles. Lastly, genomes are removed that share over 99% of k-mers with another
strain. Having established the database, the metagenomic sample is also k-merized. StrainGE then reports
present strains iteratively. In each iteration a score is caleulated for each strain based on the fraction of
k-mers in the reference strain present in the sample, the count of k-mers in the sample as a fraction of the
count of k-mers in the reference strain, and a measure for the evenness of coverage of k-mers matching to
the reference strain across the genome. The strain with the highest score in each iteration is reported as
present. The process terminates either after 5 iterations (by default) or when no more strain has a score
above a set threshold. The StrainGE toolbox includes a second tool, strainGR. This tool allows for further
analysis of the identified strains by identifying SNPs and large deletions. This is achieved through alignments
of reads to the concatenated reference genome of the reference strains found by StrainGE. Notably, SNPs
are only called in regions that are present in a single reference strain. This is done by filbering out reads
that align ambignously. However, this severely limits the scope, as even a read aligning ambiguously to two
reforence strains could still bear a SNP compared to a third reference strain present. Large gaps and possible
deletions are identified as those regions above a given length (default 5000bp, but scaled according to the
estimated coverage of the reference strain) to which no read aligns. This can identify potential deletions in
a statistically sound manner. Insertions cannot be identified though. However, the identification of these

1s essential in practice as it can be relevant for the initial strain estimation and can present information on
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acquired genes.

Sigma Sigma® is an alignment based tool in which the metagenomic reads are aligned to a custom reference
database. A probabilistic model utilizing madimum likelihood estimation is applied. This model estimates
the probability of each reference genome, utilizing the probability of obtaining the observed metagenomic
reads (with the observed number of mismatches) given by the alignment. A distingnishing feature of Sigma
is that the method enables the estimation of hoth P-values and confidence intervals, which can be highly
valuable for researchers wishing to scrutinize their results. None of the other methods presented here have

this capability.

StrainScan The most recent tool published is StrainScan®!. StrainScan works on a k-mer basis in combi-
nation with a hierarchical clustering approach applied to the reference strains. The clustering is performed
via Dashing®? using single-linkage hierarchical clustering based on a Jaccard distance matrix. In the search
tree constructed, each node is assigned a set of unique k-mers. To identify leaf nodes (strains) present in the
sample, representing individual reference strains, a breadth-first search 1s conducted. Each node i1s assigned a
score based on the fraction of k-mers in the sample matching the unique k-mers of the node and the relative
fraction of k-mer counts among the matching k-mers, similar to StrainGE. Individual strains are reported
via a threshold. The analysis of the performance of StrainScan is the most thorough among the reported
tools, including multiple number of strains, various species, and strains contained and not contained among
the reference strains. Here, Liao et al.?! report that StrainScan outperformed all other tools analyzed in
most categories. Lastly, they also performed an analysis of two mock data sets from the Human Microbiome
Project ™. Notably, StrainScan, while still performing well and returning strains closely related to the ones
contained in the samples, did not outperform all of the other tools here, similar to simulated data for strains
not among the reference strains. This points out that it is not clear which tool is best suited in which

situation, and further comparisons are necessary.

Integer Linear Programming

So far, I was mainly concerned with the biological basis of this thesis. Now, I will present one of the major
mathematical tools underlying the work presented in Chapter IIT and Chapter IV, mixed integer linear
programmes (MILPs). MILPs are very useful for efficiently solving problems arising in genomics. They

are frequently used in research for purposes such as multiple sequence alignment, assembly of sequences, or
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protein folding™. Their usability comes hoth from the fact that a wide variety of problems can be translated
into MILP formulations with relative ease and that highly efficient methods have been developed to solve
these MILP problems. I will give a short overview of the basic theory behind them here, while more details
can he found in the books by Vanderbei® and Michele Conforti *®. To understand MILPs, I will first lay-out
linear programmes (LPs). An LP maximizes a linear objective function { = cr, where ¢ is a row vector of
fixed weights and « is a column vector of n decision variables we want to estimate to optimize (. Additionally,
an LP contains linear constraints of the form Ax < b for some m % n matrix A and a column vector b of m
constraints. These constraints limit the range of values that the decision variables can have. A full LP can

then simply be written as

max cr
subject to Ax <b

x = .

Note the additional constraint of © > (. Efficient methods for finding optimal solutions to LPs have been
developed and enable us to solve even very large LPs in a reasonable amount of time. Before diving into the
complexities introduced by extending L Ps to mixed integer linear programmes (MILPs), T will briefly address

one basic approach to solving an LP that illustrates the process well.

Solving LPs

Ower time, many different approaches to solving LPs have been proposed. Some of these guarantee polynomial
runtime, however, I will focus here on the Simplex method that performs well in most cases and is used across
a wide range of problems. Here, I give an intuitive outline of the simplex method, while Vanderbei ?® can be
consulted for a more formal treatment. The simplex method relies on a simple realization about the space
of feasible variable and objective function values. Firstly, take the parameter space B® of all values for the
n variables in our problem with each of the n dimensions representing the value of one of the variables.
Now the jth added constraint 377, a7 < by (where ay; are the elements of A) partitions this space into
two sections, one where the variables violate the constraint and one where they do not (Figure 1.1A). Note
that the linearity of our constraints guarantees that the section with feasible variable values 1s convex (the
constraints bound a convex polytope). Intuitively this means that any two points within the section can be
connected by a straight line which completely lies inside the section as well. This holds true whenever a new
constraint iz added (Figure 1.1B). Additionally, note that any objective value { = cr for © with some set
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values also describes a linear hyperplane and that for any given hyperplane { = cx all parallel hyperplanes to
one side will have a greater value and all the ones to the other side a smaller value. From this, it can easily
be seen that if { does not pass through one of the vertices of the convex polytope defined by the constraints
we can pick a value for { with a more extreme value. Part of this hyperplane still lies within our feasible
parameter space, and hence, has values for = that fulfill the constraints. If the hyperplane passes through at
least one vertex, however, we have an extremal solutions (also called a basic feasible solution). Hence, one of

the vertices must be the optimal value for our problem (Figure 1.1C).
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Figure 1.1: HNlustration of the simplex method for two variables 7 and x2, with #1, z2 > 0. (A) Constraints define
an area of feasible values for x; and ;. Here, each line represents a constraint and solid parts of the lines delineate
the space where both »; and x4 have a feasible value. (B) The space of feasible values stays convex when adding a
new constraint. (C) The optimal objective value { = cr achievable with allowed variable values lies at a vertex. (D)
The simplex method starting out at one vertex (lower right) and proceeding along the vertices until the optimum is
reached (red dot).

The simplex method (illustrated in Figure 1.1D) works by first mtroducing slack vanables which are added
to the constraints such that the inequalities turn into equalities EET:U 43T = by 15 converted to s; +
Y gy = by). Then we proceed to find any basic feasible solution, which is often easily achieved by
setting all variables z; to 0. In cases where this leads to non-negative slack variables, a different approach
is needed, as described for example in Vanderbei®®. The simplex algorithm then proceeds to neighboring
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vertices until all vertices reachable from the current vertex have lower objective values. This is done by taking
a variable which would increase the objective function if it was changed (it has a positive coefficient in the
objective function) and fixing another variable to 0. The vertex at which we cannot choose a variable whose

change would increase the objective function is then the optimal one.

An important concept is the dual linear programme defined as

min by
subject to yd > ¢

y=0.

The minimization here is achieved by simply maximizing the negative of the objective function and adapting
the constraints accordingly. Importantly, the dual of the dual is the original linear programme, the primal.
The dual linear programme has the property that its optimal value is an upper bound on the primal linear
programme (called the weak duality theorem). Hence, if we solve both the primal and the dual programme
and obtain the same objective value we know that the solution to the primal programme is optimal. It has
been proven that if the primal programme has a solution, so has the dual programme and the optimal values
of the solutions are the same. This is known as the strong duality theorem. This also implies that we can
solve the dual problem using the simplex method (called the dual simplex method) and obtain an optimal
feasible solution for the primal LP. This is useful in many cases, as it leads to an easier approach for solving
the primal. For example, if the primal LP has no feasible solution with all © =0, 1.e. if we have a constraint

of the form

> aisz < —b, (1.1)

i

where b > 0, we might struggle to find an initial basic feasible solution. However, we may observe that the
dual problem does have a feasible solution in the origin (y = 0) and by solving the dual we arrive at our
desired optimal solution. The application of the simplex method contains a fow more intricacies, the details
of which would go beyond the scope of this outline, but can be found in Vanderbei®®. Lastly, it is worth
mentioning that while the simplex method 1= generally very efficient, it has been shown that in the worst case
the runtime can inecrease exponentially with the problem size. However, in general, first through the ellipsoid

and later through interior-point methods, it has been shown that LPs are solvable in polynomial time.
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Mixed integer linear programming

A mixed integer linear programme 1= simply a linear programme in which some of the variables are fixed to

be integers, 1.e.

max cr + dy
subject to Axr+ By <h

y}ﬂ

=0

IENﬂ,

where My denotes the natural numbers including zero. Upon first inspection, one might be tempted to assume
that solutions to such an MILP are also easy to find. However, it turns out that in general this is not the
case, and an MILP (with pure integer linear problems (ILPs) in particular) is NP-complete as can be easily

soen by the reformulation of the minimum vertex cover problem into an ILPY7.

min E Ty

eV

subject to Ty + 1y = 1, (u,v) e E

re{ll}vel,

where V' are the vertices of the graph in question and E are the edges. This example also serves to clarify
the notation used throughout this thesis. Instead of specifying two full constraint matrices A and B as above
constraints are separated and given for the variables whose contribution to the constraint is non-zero. The
variables are indexed and the specification of the set defining those indices 15 given after each constraint.

Similarly, T will also separate the objective function into interpretable parts.

Notwithstanding the complexities of solving MILPs in a short amount of time in general, much progress
has been made, making many MILPs efficiently solvable such that they become a powerful tool. There are
several ways of generating a solution for an MILP. One of the central methods is branch-and-bound, while
another is to use cutting planes. Both approaches work by performing a relaxation of the MILP to an LP
and solving this LP to obtain a tighter estimate for the solution of the MILP. I will describe both approaches
in turn below. These and other ingenious approaches have been implemented many times in open source and
commercially available solvers and the different approaches can be used together by these solvers to find an
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optimal solution. One of the fastest solvers currently available 15 CPLEX by IBM, which is used throughout
this thesis. While being a commercial product, a free academic license of CPLEX is available for researchers,
making it still an accessible tool within the research community while retaining the improved performance

over non-commercial and open source solvers.

Branch-and-Bound

The branch-and-bound method works by creating an LP-relaxation of the MILP, solving this relaxed LP,
and then either further constraining the MILP to exclude some of the non-integer decision variable values or
accepting the relaxed solution if all it’s integrality constraints are fulfilled. Specifically, an LP-relaxation of

an MILP is of the form

subject to Axr+ By <h

i.e. we drop the constraints on integrality. The solution to this LP will be easy to determine, for example
using the simplex method. However, not all decision variables that need to be integers are guaranteed to
be. Nonetheless, we know that a solution to the relaxation will have an objective value at least as big as
the solution to the MILP. Hence, we can now set an upper bound to the objective value of the MILP. If on
the other hand the solution of the relaxation is integral, then we have also found a solution for the MILP.
It is when the solution is not integral that branching comes into play. We pick one z; that is not integral,
optimized to a value of z, and add a new constraint to the model that will constrain it such that solutions
with ; = z are not feasible. We have two options to suceeed with this using integer constraints, adding either
T; = [z]| or 7; < |z] ([z] and |z| denote the smallest integer not smaller than r and the largest integer not
bigger than =z, respectively). Including either of these two constraints leads us to two new MILPs for both of
which the previously found solution will not be feasible. Hence, we branch our search for an optimal solution
into two parts, as illustrated in Figure 1.2. For each of these new nodes, we again create an LP-relaxation,
solve it, and repeat the process, creating a search tree. The search is completed when we find an integral
solution to the LP-relaxation that is optimal. This is where bounding the search tree comes into play. In
total there are four possible scenarios following the optimization of the LP-relaxation. Firstly, the LP may

be infeasible. In this case the current branch of the search tree gets bound and we do not continue our search
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Figure 1.2: Ilustration of the branch-and-bound algorithm.

along it. Secondly, the solution to the LP may not be integral, in which case we add the new constraints
and expand the search tree. As a third option, the LP may give us a solution that is integral. This solution
will have some objective value lower than or equal to our upper bound. Additionally, it can be lower, equal,
or higher than the integer solutions we have found so far. If the objective value is lower than the highest
objective value we have found so far for an integer solution along our search tree we can again bound the
current branch we are on, as the other solution i1s better. Lastly, we can decrease our upper bound to the
lowest objective value of all the LP relaxations explored at the moment. We know that we have found an
optimal solution to the MILP when the current upper bound matches the current lower bound. This is also

reforred to as closing the gap, where the gap is defined as

|[upper bound — lower bound)|
|lower bound)| ’

In practice, solutions with a low gap may give optimal answers, as the only reason they are not provably
optimal is that we have not gotten our final upper bound through the LP relaxations. Hence, sometime it can
be useful to terminate the MILP optimization at a non-zero gap. This may be hard to determine, however,

one can experiment with this technique, allowing solutions with non-zero gaps and investigating their quality.
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Cutting Planes

The second common approach iz that of cutting planes. Several methods for creating entting planes exist.
In general, upon generating a solution to the LP relaxation of an MILP a cutting plane method will add
a linear constraint that iz not fulfilled by the solution to the LP relaxation but iz fulfilled by all feasible
integer solutions. This then leads to a new programme that we can solve again using its LP relaxation. One
common version of cuts are Gomory fractional cuts. We observe that these cuts lead to negative constraints,
hence, we make use of the dual simplex method to arrive at a solution to the new LP relaxation. I will not
describe Gomory fractional cuts in detail, as for a clear presentation several more concepts would need to
be mtroduced. However, a simple mtuition is given in Figure 1.3 and by the following example. We first
find a solution to the LP relaxation (Figure 1.3A). We then find a fractional constraint that is fulfilled by
the solution to the LP relaxation of the form 3, a; ;jz; < f, with f fractional (Figure 1.3B). When we find
such a constraint, for which the a4 ; are integer, then we know the optimal integer solution must also fulfill
% i ai3Ti = | f], which can be added to the problem constraints, while the original LP will not fulfill this
constraint by its construction (Figure 1.3B). This then provides us with an improved ILP formulation we can

solve. For details on the procedure in general the reader can refer to the textbook by Michele Conforti ®6.

ia) 1]
m 10
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Figure 1.3: Nlustration of the cutting plane method. Black dots represent integer valued solutions. (A) The optimal
value of the LP relaxation (blue) is non-integer valued. (B) Introduction of a cutting plane (red line) making the
solution to the LP relaxation infeasible, while keeping all integer valued solutions feasible.

Techniques for setting up ILP formulations

When translating a problem into an MILP formulation several situations will be encountered repeatedly,
hence, while explained in the method sections, I will give a brief overview here of a few basic concepts. Firstly,

we can make use of so called Big-M constraints®®. Say we have a constraint of the form EED ag,5T¢ = by, In
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this case, when we initialize all =; to 0 we cannot get an initial feasible solution, making the simplex method
hard to apply. We can remedy this by introducing a variable d;, such that d; — s; + 310 @ 374 = by, where
sy is the corresponding slack variable. Now, we include d; in the objective function with a large enough
constant M. = = 0 will now be an mitially feasible solution and the optimal solution will have d; =0, if M
is sot big enough. Notably, the use of the Big M method for initialization has cansed some concern in the
research community®, but introducing a big constant M also has other uses. Say we want to constrain all

but one x; to be 0. If we introduce M and binary variables z we can obtain the constraints

I:EMZ-‘?!.-EI

I;:_:" —MZ;,iEI

ZZ;=1?

el

with T some set of indices. Then , is constraint to be 0 for all but one instance in which it can vary from
—Mz to Mz; and so is practically unconstrained for a large enough M. For binary variables ©; we can
further drop M and the second constraint above. This idea will be of importance in Chapter 111

Secondly, logical constraints, such as boolean AND and OR relations, are often important '™, For example,
one might require that a binary variable takes on the value X = 1 if at least one of the variables ¥ and 2 1=

equal to 1. This can be achieved by introducing constraints

Xz=Y
X=Z

X <Y +2Z,

which can be extended freely to more variables than ¥ and Z. Similarly, if we want X =11 ¥ =1 and

Z =1, we can add the constraints

XY +2-1
X=<Y

X <2

Note that for both AND and OR constraints when X appears in the objective function of a maximization
we can drop either the greater-than constraints (if X is included with a positive coefficient in the objective
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function), or the smaller-than constraints (if the coefficient in the objective function is negative).

Furthermore, while conceptually we might distinguish between different solutions, these may be the same, or
symmetrie, to the MILP. For example, if we had two variables X and X5 indicating the relative abundances
of arbitrarily indexed members of a microbial community two valid solutions could be Xy = 0.7, Xa = 0.3
or Xy =03, Xo = 0.7. We can apply symmetry breaking to exclude one of these possibilities a priori by
introducing the constraint Xy > Xs. While these additional constraints increase the model size, they also
decrease the size of the feasible region and may as such overall reduce runtime. Above, a simple symmetry
breaking example was considered, however, we may encounter more complicated ones. Nonetheless, the basic
idea remains the same. We aim to exclude all but one of the possible solutions that give essentially the same
result. Similarly, we can enforee uniqueness in the MILPs. For example, we might estimate a sot of basepair

sequences. 1o ensure that these are all distinet we can constrain the MILP such that

disy,82) > 1, (1.2)

where d(sq, s3) 15 a linear distance between the two sequences counting the number of differing nucleotides.
Again, the approach will reduce the number of valid solutions and make it easier to find the optimal one.
In practice, many solvers have automated symmetry breaking. However, while often helpful, observation

showed that many times solving proceeds faster if symmetry breaking constraints are implemented a priori.

CPLEX

In the present work, CPLEX 22.1 was used to generate solutions for all MILP models. CPLEX 1= a software
developed by IBM that provides methods for solving MILPs and a range of other optimization problems,
including the simplex method, cutting planes methods, and branch-and-bound, among others. CPLEX is
implemented in C++4, and easily usable through a Python interface where users can specify an optimization
problem by providing the objective function and constraints. CPLEX status as one of the two fastest MILP
solvers 170192 makes it an ideal choice as solver for the MILPs presented in this thesis. Importantly, there are
various options available when running a solver for an MILP. Determining the ideal settings from theoretical
considerations is hard, and the same processing parameters may not work well for different situations. In this
thesis, for most parameters the default setting of CPLEX 22.1 were chosen. Parameter settings were tested

over the course of model development and the following settings performed well empirically.

e parameters.mip.tolerances.mipgap = 0.05: The maximum gap a solution can have.
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e parameters.mip.strategy.lbheur = 1: Applies local branching heuristic. When a new best integer

solution 1= found, similar solutions are explored.
» context.cplex_parameters.threads = 8: Number of threads used in branch and bound process.
® parameters.preprocessing.symmetry = O: Turns off automated symmetry breaking.

e parameters.parallel = -1: Uses opportunistic parallel search. Computations are multi-threaded

were possible.

Group Testing

While the previous sections have focused on bacteria and their identification in metagenomic data, viruses
represent yet another major group of organisms of vital interest to public health efforts. This has been made
abundantly clear by the recent SARS-CoV-2 pandemic. In the wake of the pandemic, my collaborators' and
I decided to tackle the identification of SARS-CoV-2 and other viruses in swab samples nsing PCR and group
testing. In particular, the problem can be posed as follows: How do we test as many samples of potential
carries of SARS-CoV-2 using as fow tests and time as possible? The answer to this can be found in group
testing methods. Group testing was first developed in 1943 by Robert Dorfman to enable increased syphilis
testing of soldiers during the second world war!®® and has since heen applied in a variety of fields, ranging
from infectious disease testing '°410%:1%6 t5 DNA sequencing '™ and data forensics'®. In general, group
testing aims to reduce the number of tests needed to test a population of people compared to individual
testing. To achieve this, samples from multiple people are pooled together in groups and the groups are
tosted as a whole. If a group tests positive we know that at least one positive sample must be contained in
it. By cleverly distributing samples across groups we can recover which samples are positives. Group testing
divides into two categories, adaptive and non-adaptive!™. In adaptive group testing, as initially developed
by Dorfman % multiple rounds of testing are conducted, with the design of later rounds depending on the
results of earlier ones. On the other side we have non-adaptive testing, which our work s mainly concerned
with. In a non-adaptive group testing design all tests need to be specified a priori and can then be conducted
in parallel. A simple explanatory example is array testing 11115108 Sllyetrated in Figure 1.4. Here, each cell
represents one sample and groups are constructed across rows and columns, leading to 24/n total tests, where
n is the number of tested samples. Then, all those samples are inferred as positive that are in both a positive

row and column test. If there is only one positive sample it can be identified unambiguously. However, if there

1Leonid Chindelevitch, Michael A. Crone, and Paul 3. Freemont
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are more positive samples, some false positives may be inforred, as shown in Figure 1.4. Non-adaptive testing
has the advantage of being loss time consuming than adaptive group testing. This benefit i1s significant, as
for some infoctious diseases such as SARS-CoV-2 a testing round can take up to several hours. Additionally,
the logistical overhead of keeping track of samples across rounds is reduced. Both of these factors led us to

focus on non-adaptive group testing in our research.

FF —)'[ Fuositive Gn:-up]
Figure 1.4: Array testing illustration. Here, each cell
represents one sample from an individual. Samples
B . » Positive Gn:-up] are grouped ::.]fmg rows and o?lu.rrms. The_ red cells
represent positive samples, which cause their groups,

marked with thick borders, to test positive. A de-
coding method that declares every sample positive for
which all its tests are positive then identifies two true
positives (TP) and two false positives (FP).

Y Y

[ Positive Group ] [ Puositive Gn:-up]

When one considers using group testing there are both theoretical and practical constraints to keep in mind.
On the theoretical side, group testing can introduce false positives at prevalence rates (probability of any
one sample being positive, 1.1.d.) higher than the design allows (as for example for two samples as shown in
Figure 1.4). In fact, there 1= a maximum prevalence for which adaptive group testing can provide a higher rate
(information provided per test) than individual testing. This maximum prevalence is (3 — /5) /2112112 Note
here, that this is only true in the small-error regime, in which there 1= a non-zero (but possibly asymptotically
vanishing) probabhility of obtaining false positives or false negatives. Furthermore, no such rate can be achieved
for non-adaptive group testing, and individual testing will always be optimal, as non-adaptive group testing
incurs an error independent of the mumber of samples tested that is bounded below !4, Nonetheless, for a
given low error probability non-adaptive group testing can still be useful and potentially achieve the desired
error rate or lower with less tests than individual testing !"?. Importantly, these results assume perfect test
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characteristics. These results are also only proven for binary test outcomes, 1.e. tests that are either positive
or negative. When considering non-binary (noisy) test outcomes lower errors may be achievable, though it
1s unlikely that this would remove the bound on the error completely. Using non-binary test outcomes could
improve detection because of the additional information provided by each test and because the tests are not
independent. In particular, tests containing the same positive sample will have correlated test outcomes,
with the dependence determined by the amount of virus in the sample. On the practical side there are
further constraints we have to adhere to. Notably, we cannot simply combine as many samples as we want
into a group or split a sample into as many groups as we want, as the resulting groups would then likely
test negative due to the low amount of viral particles in each group. However, previous research provides
promising results. Yelin et al. ''® showed that they obtained no significant loss in PCR test sensitivity, even
when pooling 15 negative with one positive sample. Even when pooling 32 samples, reliable detection was
still possible at a sensitivity of 90%. Other studies'%!!7 confirm these positive results. On the other hand,
some studies suggest higher sensitivity losses!'!®. Nonetheless, Bateman et al. ''® still show a retainment of
over 90% sensitivity in group sizes up to 10. Hence, we consider group sizes of less than 10 as practical. This
is further supported by studies addressing 2-stage adaptive group testing for SARS-CoV-2 and obtaining
positive results 1'% Additionally, ease of conducting a test design within a clinical laboratory needs to he
considered. Clinical laboratories often have fixed equipment and processes in place. Ideally, these laboratories
would be able to switch to group testing easily. One particular constraint i1s the size of PCR-testing plates,
where each plate usually contains 96 wells for testing in parallel. To maximize time efficiency any design
should maximize the usage of these 96 wells. Lastly, any design that is implemented in practice should be

easily extendable to adapt to varying prevalence rates.

With the practical constraints in mind we focused our work on the shifted-transversal design, which 1= a
generalization of the array testing design shown in Figure 1.4, It has the advantage of being conceptually
casy to understand and being adaptable to different prevalence rates via simple extension of the design.
Different group sizes can also be chosen. Shifted transversal designs are classified by the property of d-
disjunctness. This property guarantees that given a particular decoder (Le. a method to identify positive
samples given the group test results) and error-free tests, we can identify up to d positive samples without
incurring false positives or negatives. A precise definition of d-disjunctness requires the introduction of some
formalism of group testing. In group testing a set of n positive or negative samples X; are given whose binary
status is to be inferred. The samples are split and placed into ¢ grouped tests specified by a binary design

matrix M £ {0,1}**". Sample X; is placed into test i if M;; = 1. The ith entry of the result vector ¥ is
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MNegative diagonal test . .

Figure 1.5: Mustration of d-digjunctness. On the left, the same samples as in Figure 1.4 are positive and inferred
as such (labeled TP). However, we now also group samples along diagonals, increasing the disjunctness by one. This
is shown for one example test, where the samples in that test are marked in blue. Similar groupings are made along
the other diagonals (wrapping around such that seven individual samples are included in each test as also shown for
the blue test). This diagonal test resolves the false positives (labeled FP in Figure 1.4) which are now labeled as
true negatives (TN), because the diagonal test does not include any positive samples and therefore tests negative.
However, we can again incur false positives. The disjunctness of the design with the diagonal tests is two. When
we have three positive samples, as shown in the right illustration, we can again incur false positives. Here, the third
positive sample (again inferred as a true positive and labeled TF) is contained in the diagonal test. The diagonal test
will then test positive. The sample labeled FP will then also be in a positive row, a positive column, and a positive
diagonal test and will be a false positive.

obtained via

¥, = V M‘..‘F""Xj:
j€(1.n]

where A and v are the boolean AND and OR operators. This means that ¥, will test positive if any sample
j 1s positive and contained in test i. The status of each sample is then obtained via a decoder, given only
M and ¥. It is possible to specify a range of different group testing design matrices. However, for the
development of our method, while it can be applied to any design, we chose the d-disjunct shifted transversal
design 1? (STD). A design matrix M is considered d-disjunct if the union of any d columns of M does not
contain any other column. This then guarantees no false positives or negatives (assuming perfect tests) when
the number of positive samples is not more than d. Intuitively, this can be seen by considering that if d or
fewor samples are positive, then the union of any d — 1 tests does not contain any other column and therefore
if the d —1 tests would create an ambiguity about the status of a sample (as seen in Figure 1.4) then the final
tost will resolve that ambiguity, as only one of the potential positives will be contained in that test. In the
array testing example in Figure 1.4 we can see that the 1-disjunct array testing design can return two false
positives when two positive samples are present. However, we can increase the disjunctness of the test design
by also grouping samples across the diagonals (Figure 1.5). The group test including the two false positives
will then turn out negative, resolving the ambiguity and no false positives will be returned. However, by

including a third positive sample, we again could incur false positives as laid out in Figure 1.5.
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Notably, group testing as described above only considers binary test outcomes. A classical approach to
decoding, i.e. inferring positive samples, in this binary test outcome regime is combinatorial orthogonal
matching pursuit (COMP)'?!. When applying COMP to the STD design, a sample is declared definite
negative if at least one of the tests the sample is in tests negative. The remaining samples are then inferred
as positive. As such, in a d-disjunct design with perfect testing COMP will exactly identify the true positive
samples. However, when more than d positive samples are included in the group testing design, COMP i=s
likely to return false positives. Two recent papers 212 as ourselves, have realized the potential benefit in
using non-binary test outcomes that are proportional to the mimber of positive samples in a test. This should
in theory enable the detection of more positive samples while retaining a low error rate. In particular, the
false positive rate could be reduced compared to COMP. Before | describe the approaches, PCR testing needs
to be defined, as PCR test results are exactly the non-binary test results returned from infectious disease

tosting.

PCR testing

PCR testing, in our case quantitative reverse-transcriptase PCR, enables the identification of even tiny
amounts of target DNA in a sample. As such it represents the gold standard of clinical infoctious disease
testing. For PCR testing it is important to know the DNA sequence of interest. Based on this sequence,
primers can be designed that are complementary to the 3' and 5° ends of the target sequence. The primers
attach to the matching, previously denaturated, single-stranded DNA in the sample. Using DNA polymerase
the target DN A fragments can then be duplicated. By repeating this process, the amount of DNA fragments of
interest is duplicated at each step (called cycle), greatly amplifying the amount of available target sequence.
Reverse transcriptase refers to an enzyme that enables the conversion of RNA into DNA, enabling the
application of the above process to RNA sequences, such as for RNA viruses. The last step in PCR is the
measurement of whether the amplified target DN A sequence is actually present in the sample. In quantitative
PCR, this iz achieved through measurement of Auorescent light emitted either from intercalating fluorescent
dye or 5 nuclease probes. Quantitative PCR enables the quantification of the amount of target sequence
after cach amplification cycle. A sample is declared as positive for the target sequence if the measured output
is above a given threshold (Figure 1.6) within a maximum number of cycles. The specific number of cycles
needed to cross the threshold is the cycle threshold (Ct) value. The Ct value is not necessarily an integer, as
a function (such as the one shown in Figure 1.6) can be fit to the Huorescence values across the cycles and we
can determine when this function crosses the threshold (Michael Crone; personal communication). For our
work it is important to note that the higher the amount of original viral RNA copies per pl in the sample,
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called the viral load (VL), the lower the Ct value. Furthermore, the Ct value is logarithmically related to
original amount of target sequence in the sample, due to the doubling of the number of sequences in each
cycle. Samples with a Ct value below 37 are generally considered positive. However, for group testing it can
be reasonable to increase the maximum Ct value to 40 to account for sample dilution, due to the pooling
of multiple samples into the same amount of fluid used for testing. A strong relationship between Ct values
and dilution has been demonstrated previously '**. Multiplexed quantitative PCR works in much the same
way, but with multiple different fluorescent dyes for different target sequences, such as those of different
infections diseases, used at the same time. More details on PCR testing can be found in the book by Clark
and Pazdernik 2%,

Figure 1.6: Example of PCR
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Ct value characteristics

In this work, Ct values are utilized to expand group testing beyond its binary test outcome regime. Hence,
we must discuss some characteristics of Ct values. As any physical measurement, Ct values have some
variance, even when two samples with the same VL are tested. In group testing, we split up samples into
equal parts, combine different samples together, and test the groups. Firstly, the splitting process itself may
lead to different V0Ls in different parts of the same sample. Secondly, even if the split is perfect, there is
still stochasticity in the amplification process. Vogels et al. '*! tested multiple PCR tests. Their results
indicate a maximum variability of 4.01 cycles in Ct values. My collaborators Michael Crone and Paul 5.

Freemont conducted experiments with artificial viral particles that indicate a maximum variability of 1.1
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cycles!. Notably, my collaborators’ testing protocol is likely more sensitive, as it generates lower Ct values
for the same viral concentration and in general is able to detect lower viral concentration. Based on this, 1
will generally assume a Ct value sampled from a normal distribution with the expected Ct value as mean
and 0.5 as standard deviation. This way 5% of Ct values will be within a interval of 2 around the expected
Ct value. In practice, for each testing kit used, the variability should be determined prior to application of
methods affected by Ct value variahility.

Group Testing with PCR. test outcomes

I will briefly describe the two methods previously developed for quantitative group testing, e, the usage
of quantitative test outcomes. Firstly, Tapestry '*® applies a compressed sensing approach for decoding of
group testing results. Specifically, group testing can be viewed as a special case of compressed sensing, which
is an efficient method for finding sparse solutions to underdetermined linear systems of equations. Notably,
Ghosh et al. 1** applied their novel approach to a set of real datasets. Here, it is shown that while generally
performing favourably, the method still produces a notable number of false positive identifications (as well as
some false negatives) even for a low number of positive samples. Tapestry also promises the reconstruction of
viral loads. However, while Ct values do relate to disease outcome '?7, viral loads are not straightforward to
estimate even from individual tests. These estimates require careful calibration and normalization of the PCR
test under consideration '*® and estimation of viral loads from Ct values remains controversial 2%, Secondly,
Wang et al. '** developed tropical group testing. In general, tropical group testing is an approach unsuitable
for testing of infoctious diseases. This 1s, as it requires the modification of tests during the testing process.
However, Wang et al. ' propose a decoder for tropical group testing that is also applicable to standard

group testing as a special case. Notably, this decoder has not been validated in vitro.

Application of group testing

The application of group testing in real world settings has great potential. However, group testing is, with
fow exceptions 130:131.132, 133,134,135, 136 on]ldom applied in business as usual diagnostic and surveillance testing.
In all of the cited cases simple adaptive testing is used, which can be considered a straightforward, but not
necessarily optimal, group testing design. In general, there is little regulatory guidance on the application
of group testing. Pandemic situations are an exception here to some degree!*™!'¥ however, systematic
regulatory guidance is essential. One major hurdle to more widespread application of group testing, and

novel group testing desipns and methods specifically, is the absence of clear validation workflows. Such a
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validation workflow will enable the translation from design to practical application via in vitro validation and
has heen addressed in more detail together with my collaborators . Furthermore, it is important to address
the ethical issues surrounding group testing. One of the main potential issues in applying non-adaptive group
testing is the return of false positive identifications. One can question whether it is appropriate to inform
people of their status as testing positive for a disease while they are actually negative. While this routinely
happens across medicine, as any test has a false positive rate, increasing the rate of false positives is not
desirable. On the other hand, increasing testing capacities may outweigh the negatives, as we may be able
to protect many more people from an infection for the cost of falsely identifying some. To weigh the benefits
and costs of group testing lies in the hands of policy makers, however, in general, there 1= far too little
discussion of this topic. Notably, STD and array testing and similar non-adaptive approaches still do offer
the option of a second testing stage for the confirmation of the results, turning them into adaptive designs.
Furthermore, d-disjunct STD testing has the guarantee that there are no false identifications if fewer than
d positive samples are observed (assuming perfect tests). As such, retesting could be limited to cases when
more than d potential positives are inforred. When the disjunctness is adapted appropriately to the expected
prevalence, retesting should only rarely be required. The possibility of retesting should therefore be taken into
consideration in designing effective policies. Importantly, even if individual identification of positive samples
would be considered not ethically sound, group testing could still be employed for general surveillance when
less emphasis is placed not inferring false positives. Representative sampling underlies genomic surveillance 1%
and low income countries show a significant gap in testing to high income countries '4°. As such, group testing
as a resource-saving method can be applied in this regime to great effoct. Again, policy makers need to engage

with group testing in this approach in detail to determine its potential.

Group Testing for Prevalence Estimation

The research I conducted in the field of group testing led to additional theoretical analyses which prompted
the derivation of an analytical method for estimating prevalence from array testing. As for case identification,
using group testing for prevalence estimation has the benefit of using fower testing resources than individual
testing. Here, I give a non-exhaustive overview of prevalence estimation using group testing, and array testing
in particular, in the literature. In practice, it is likely not possible to derive a general solution to estimating the
posterior distribution of the prevalence given group testing results and we need to either perform analyses for

a particular design or employ more general approximation methods. There is a rich literature on estimating
prevalence from Dorfman testing, 1.e. each sample is contained in one group with groups of fixed size, and
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rotesting when a group tests positive!°?, Maximum likelihood estimates for the prevalence given Dorfman
testing have been derived '*!. Dorfman testing has also been evaluated for different group sizes and test
characteristics, namely sensitivity and specificity, which are not perfect, and may be lower in pooled testing
compared to individual testing!*?. Additionally, Nguyen et al. '** provide a method for estimating optimal
group sizes in different scenarios. However, in clinical practice this may not be of much benefit, as quick
adaptation of testing designs may constitute a potentially unjustifiable logistical overhead. On the other
hand, an important consideration to make in the application of Dorfman testing to prevalence estimation
is that of correlated samples. Most work assumes that sample positivity is identical and independently
distributed (i.i.d.). A violation of this has been shown to potentially cause problems in group testing 144

prompting Hung and Swallow !*! to suggest the randomization of samples prior to testing.

Some analyses have been performed for array testing designs as illustrated in Figure 1.4. However, exact
estimators have not been derived for array testing and only simulation based approximation methods are
available. Martins et al. '4* used a previously developed simulation based approach 45147 to compare Dorf-
man testing with only one stage and array testing. They show that for the same number of individuals, array
testing shows a higher accuracy. Notably, for the same group size array testing requires twice as many tests
as a single round of Dorfman testing by definition. This is due to the fact that in Dorfman testing, each
sample is in one group only, whereas in array testing each sample is In a row and a column test. However,
at sufficiently low prevalence rates it will also serve better to identify positive samples, without the need for
retesting. Extending beyond 2-dimensional array testing, 3-dimensional array testing has been investigated

and shown not to provide a benefit in prevalence estimation 142,

The estimation of multiple disease prevalence rates 1s also of interest. In general, any group testing method
can be applied to multiplexed testing, but more specialized considerations can be made. Warasi et al. 149
provide an analysis optimizing group sizes for co-circulating diseases. This is expanded on by Warasi et al. 15°
by presenting a Bayesian approach for inferring the prevalence rate in a multiplexing scenario using Markowv
chain Monte Carlo sampling. This allows for the estimation of multiple probahilities of infection, one for each
possible combination of infection statuses, e.g. the probability of a sample being positive only for disease A
for disease A and disease B, and so on.
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Thesis Aims

Firstly, I aim to advance the field of strain identification in metagenomics. The goals are twofold. In
Chapter IT, T present a benchmarking study of several tools identifying reference strains in metagenomic
data, with the goal to identify the tools best suited for different research aims, in particular, investigations
of different species, and to more broadly provide a perspective on the tools’ performance. In Chapter IIT
and Chapter IV, I present a novel tool for strain identification in metagenomes. Beyond simply providing
competitive performance compared to the other available tools, interpretability and modularity was a central
aim. One aspect that I aimed for to increase interpretability is to have the developed model explicitly work
on the basis of identified coding sequences and to be split into core and accessory genome (the accessory
genome consisting of all genes not found in all members of a species). The aim here was to build a model
that can be adapted according to the species analyzed and that can be informed by particular research goals.
The second aim in developing the new tool was to enable an estimation of acquired ecoding sequences or
genes in the accessory genome of an identified bacterial strain that are not present in the reference strain’s
whole genome sequence. While StrainGE®® does infer large deletions, large acquisitions of genetic material
in bacterial strains are not, to the best of my knowledge, estimated by any available tool.

Secondly, 1ssues in the field of non-adaptive group testing for surveillance testing were tackled. In Chapter V|
I investigate the potential of deriving an explicit likelihood and posterior estimate the prevalence obtained
from array testing results and compared the performance of array testing using the derived expression to
individual testing. Beyond this, there is still potential in utilizing quantitative PCR test results for group
testing. In Chapter VI, I present an initial investigation into a novel approach to incorporating quantitative
PCR test results in the inference of positive samples. Part of the aim of developing this model is to be able to,
in the future, decode multiplexed group testing data and to incorporate out prior beliefs on prevalence and
expected Ct values. While the current model only aims at singleplexed testing, the current work underpins
these future developments.
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Chapter 11

Benchmark of Strain-Level Resolution
Taxonomic Classification Tools for
Metagenomics

‘The whole process resembles biological evolution. A problem is like an ecological niche, and a theory is like
a gene or a species which is being tested for viability in that niche.’
— David Deutsch

Metagenomics has the potential to provide novel insights into the structure of microbiomes in many different
environments. Additionally, there are a lot of areas of study that would benefit from the ability to identify
strains within metagenomic data, such as the tracking of strains during outbreaks. Various tools are available
that tackle the issue of inferring the strains in metagenomic samples, each with different aims. Here, I focus
on those tools that aim at the recovery of one or more reference strains from metagenomic data. For any
practical application, it is of vital importance to be aware of the different tools’ performance characteristics,
best use cases, and potential biases or shortcomings. However, while a recent study addresses SNP calling
methods ™, there is still a need for a thorough benchmarking of reference strain identification tools. While
the study presenting the tool StrainScan®! has compared a number of tools on an array of datasets there are
still several drawbacks with this evaluation. First and foremost, the study introduces the tool StrainScan
which naturally takes the focus of the investigation onto this tool in comparison to the other available ones.
Furthermore, the set up and details of running the different tools 1s not addressed sufficiently, owing again to

the focus of the paper not being a benchmarking study. Moreover, several measures have not been addressed

sufficiently. While Fl-scores (g0 Puﬁiti\'e::l?:'rl:: :;;‘h“x_'_mse Negatives’ the harmonic mean of precision and

recall) are reported mostly at strain level, more coarse grained clustered analysis will be beneficial. Strain
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level resolution will often not be achievable, but identifying clades or clusters of closely related strains may
be and these may still be highly informative. Furthermore, the focus is largely on Fl-scores, while the
Jenson-Shannon Divergence (JSD, symmetric distance between two probability distribution) is reported for
the accuracy of the estimation of relative abundances. Relative abundances sum to unity and are at least 0.
Hence, we can treat the relative abundances across all strains as a probability distribution and use the JSD
as divergence measure between the actual relative abundances in a sample and the estimated ones. However,
no combined measure, or investigation of the actual inferred number of strains, is conducted. Moreover,
different relative abundance profiles have not been investigated. In practice, metagenomic data may contain
multiple strains at similar frequencies. Another likely scenario is that one strain is dominant, making up
most of the species’ abundance in a sample, with other strains only making up a small proportion. Finally,

the underlying reasons of varying performances across species were not addressed sufficiently.

Here, I present a benchmarking of the six tools summarized in Chapter 1 which serve either the direct
identification of reference strains or elusters of closely related reference strains in a database. Reiterating, the
tools included in this analysis are StrainEst®!, StrainScan™! | StrainGE® (a toolbox including strainGST for
strain identification), KrakenUniqg® Sigma®, and MIST®®* (for ease of presentation the tools are summarized
again in Table 2.1). These tools were evaluated in detail on simulated data of four bacterial species, A.
baumannii, E. coli, M. tuberculosis, and L. monocytogenes. These four species were chosen due to data
availahility, clinical relevance, and their different population structures. On the one hand, M. tuberculosis
is a highly clonal species, with fairly little variation between strains!'®!, while E. eoli shows much higher
variation *%1%_ A, baumannii is both highly relevant in the context of antibiotic resistance 134155158 554
shows a high rate of recombination '>7'%, Lastly, L. monocytogenes is of special interest in food safety 4
and metagenomics may provide a promising avenue for food safety surveillance by enabling identification,
tracking, and source attribution of L. monocytogenes strains. 1 created datasets both from strains that
were provided to the programmes via their reference databases and strains that were excluded from the
database, testing different relative abundance profiles, coverages, and varying the relatedness between strains.
Furthermore, I evaluated the different tools’ performance on several complex mock communities. This analysis
delivers a much needed benchmarking of the different tools available for four highly relevant pathogenic
bacterial species, showeasing the tools' strengths and weaknesses and thereby providing researchers with the

information necessary to decide how to include strain-level analysis in their research.
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Toaol Summary Database Motes
Reference strain cluster iden- | Custom database requires custom clus-
StrainEst tification vis penalized regres- | tering of genomes. Pre-processed
sion of nucleotide frequencies database available for some species
k-mer based, hierarchical iden-
StrainScan tification of clusters down to Custom d.jl.tabEEE ar pre-processed for
exact reference sequences SOme Species
k-mer based reference strain | Custom database requires parame- . .
StrainGE cluster  identification  with | ter setting. Pre-processed for some SNPca:lhng m.:l.dcdﬁtectmnuflargedd&
strainGST species. tions via SLTAin
Designed for simultanecus | Can use custom or pre-processed . .
KrakenUInig analysis of whole NCBI taxon- | database. Pre-processed database can Ehlable: re.at.\i"a.?lgn;em“ &Rheﬁﬁ"
omy via k-mer counting be extended with custom sequences. separate mstafiation of Jety o
Alignment based reference se- . . .
Sigma quence identification via prob- | Custom set of reference sequences PIWM_EE mnﬁdenr._'e mtm':als via boot-
ahilistic 1el strapping and variant calling
Custom database clustered at user-
Alignment based reference | specified sverage nucleotide identities.
MIST strain  cluster identification | Uses precomputed or custom pan- | Enables read assignment.
using probabilistic approach genome. Preprocessed database links
not functional.

Table 2.1: Overview of the evaluated strain identification tools.

Methods

Here, I lay out the methods used to perform the benchmarking. Firstly, for each species I deseribe the method
of obtaining the strains used. Secondly, I describe how a separate dataset for each species 1z simulated from
the strain databases. Then, I describe the steps taken to create the databases for each tool, again with a

separate database for each species. Finally, I describe the outcome measures used to assess performance of
the different tools, as well as several further analyses that were conducted.

Strain Databases

For the present study the species E. coli, M. tuberculosis, A. baumannii, and L. monocytogenes were consid-
ered. For each a separate reference database was created, which is described for each species separately below
together with a brief summary of some key species characteristics. These reference databases were based on
assemblies. In general, assemblies correspond to a single or several long continuous sequences (contigs) cre-
ated through the merging of shorter reads. In the NCBI database, different assembly lovels exist. Firstly,
the contig lovel assembly indicates that several gapless sequences exast, but that these are not necessarily
connected. At the scaffold level, contigs are connected across gaps. For the chromosome level assembly, there
is at least one chromosome, however, unlocalized sequences may still be present. Finally, there is the complete
genome assembly level, indicating complete, gapless genomes with fow ambiguous bases. Throughout, the
torm strain will be operationally defined to correspond to a single unique assembly. It is noteworthy that

for the analyzed species metadata on the NCBI database is only partially available and often not unified.
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Nonetheless, to provide some information on the origin of the isolates, where the information was available,
histograms for the countries of collection of the assemblies of A. baumannii, M. tuberculosis, and E. coli are
shown in Figure 2.1,
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Figure 2.1: Country of collection for the assemblies of the different species. "Wo Information’ count contains all
assemblies with the following labels: 'not determined’, "Not determined’, "'unknown’, "Unknown’, 'not collected’, "Not
collected’, ‘missing’, "Missing’, 'not applicable’, 'Not applicable’, 'Not Applicable’, 'not available’, ‘not provided’,

'man’.

E. coli

Escherichia coli 15 one of the most widely studied bacterial species. Its study was an integral part both in
early whole genome sequencing studies!®® and in the establishment of the pangenome concept !%°. E. coli
is classified as gram-negative'®*. Importantly, E. coli divides into commensal and pathogenic variants 52,
Commensal E. coli variants can be found in the intestines of many mammals!%?. Pathogenic variants di-
vide again into intestinal pathogenic E. coli (IPEC) and extra-intestinal pathogenic E. coli (ExPEC)!%2,
Distinguishing these pathogenic from commensal variants is of great interest and especially distinguishing
ExPEC from commensal variants presents major challenges'®?. In the past, E. eoli was estimated to cause
upwards of 2 million fatalities per year!3?, while a more recent estimate places the number of deaths lower,
though still ahove 500 thousand?. Furthermore, E. coli is frequently observed in environments such as soil

and water '%?. The observed variety in types of E. coli is also represented in the pangenome. The pangenome
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1s composed of all genes found in a species, spanning core and accessory genomes. As genome sequencing
progressed, studies included an increasing number of E. coli strains and the number of genes shared between
all strains declined with an increase in the number of strains analyzed 181.163.163.184  Aq oneh and given the
Fact that some strains of E. coli only share 20% of their genome, the classification of E. coli as a singular
species has been debated 3%, E. coli was chosen as the first species for this benchmarking study both due to
its high intra-species variability and its ubiquity in the evaluation of strain identification tools performance.
Indeed, StrainEst® StrainGE®, MIST®*®, Sigma”®, and StrainScan®! all incorporated E. eoli as a species
to test their respective tools on. As such, successful analysis of E. coli can be considered an essential goal of

these tools and should be evaluated and compared.

To establish a database of E. coli strains, assemblics were downloaded from the NCBI database, as would
likely be done in everyday research practice. For E. coli, the NCBI database contains 4153 complete genome
assemblies, which were downloaded to create the database. Chromosome, scaffold and contig level assemblies
were not included, as in total, there are far more assemblics in the database than could sensibly be included
in the database (252118 assemblies across all assembly levels). Hence, the focus lay on the most complete
available assemblies. Next, a number of assembly statistics were calculated to exclude outliers and assemblies
of comparatively low quality. The measures considered were total genome length, the count of undetermined
bases, the number of gaps, the N50 (shortest contig that needs to be included to cover over 50% of the genome
length), the number of contigs required to reach the N50, and the total number of contigs (Appendix Figure
A5). Assemblies that deviated by more than three standard deviations from the mean of any measure were
excluded (Table 2.2). This cutoff is somewhat arbitrary, however, it will ensure that nearly all assemblies
(99.7% assuming a normal distribution) will lie within this range, hence only excluding extreme outliers.
Details on mean, standard deviation, and number of excluded assemblies for each statistic can be found in
Table 2.2. In total the analysis of assembly statistics led to the exclusion of 74 assemblies for E. eoli (1.8%).
Notably, all of the assemblies have an N50 count (number of contigs that need to be included to achieve the
N50) of one, as well as very few ambiguous bases or gaps. This high quality in genomes is likely due to the
fact that only Complete Genome level assemblies were included to begin with. E. coli also has the longest
genome length among the species analyzed here with an average genome length of 5.1 million basepairs (STD
— 350000bp). Regarding the country of collection (Figure 2.1), most E. coli assemblies were collected in the
USA (1105 assemblics) and China (558 assemblics), with no information available for 645 assemblies. To
obtain information about the sub-species level structure, MLST assignment of the assemblies was performed

using the mlst tool'®®, which uses Blastn'®® to perform alignment of the PubMLST database™ of MLST

1

alleles and the assemblies to obtain strain types. Strain types are only reported for perfect matches. Owerall,
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the dataset showed a wide variety of identified strain types (289 strain types in total), with strain types 2, 43,
628, and 262 making up the majority of assemblies for which a strain type could be reliably inferred (1175
assemblies could not be assigned a strain type unambiguously; Figure 2.2).

The final reference database was created by excluding 10% of assemblies at random. These 10% will serve
to simulate data from assemblies not present in the reference database provided to the tools. The resulting
reforence database then consisted of 3671 assemblies. Both the reference database (which does not contain
the 10% excluded strains, and was passed to the strain identification tools as database) and the fotal database
(which includes the 10% excluded strains) were independently clustered for downstream data creation and
analysis. For each dataset the procedure for clustering was as follows. First, all-to-all pairwise Mash %! dis-
tances were computed between all assemblics. A mash distance 1s a measure of sequence similarity, estimating
the mutation distance hetween two genomes®!. The benefit of Mash distances is their fast compute time while
preserving high accuracy, which becomes relevant when conducting millions of pairwise comparisons. Impor-
tantly, Mash distances correlate highly with average nucleotide identitics (with ANI = 1 — Mash distance).
The resulting distance matrix was used as a basis for complete linkage hierarchical clustering. The goal was
to create clusters of different resolutions based on genome similarity, achieved through identifying clusters
at three different levels, each using a different number of clusters. The number of desired clusters was set
to 10, 100, and 500 at the three levels, respectively. To achieve these clustering levels, within the complete
linkage hierarchical clustering, a Mash distance threshold was chosen as the highest distance that results in
not more than the specified (10, 100 | or 500, respectively) number of clusters, resulting in the final three
clustering levels (see Appendix Figure Al for a histogram of the cluster sizes at each lovel). For E. coli, a
higher clustering level could also have been considered given the large number of assemblies. However, the
other species have fewer assemblics available and for comparability the highest resolution chosen was 500
clusters. Throughout, I will refer to the different resolutions in clustering as the 10, 100, and 500 cluster
levels, while discussions of results relating to individual assemblies are referred to as being on the assembly

lewel.

M. tuberculosis

Mycobacterium tuberculosis is an acid-fast pathogenic bacterial species'®”. Tuberculosis (TB) caused 1.3
million of deaths in 20228 with M. tuberculosis being a major cause of TB. M. tuberculosis is transmitted
host-to-host, and notably requires causing disease to he transmittable '%®. Adding to its high clinical burden

1s the emergence of antibiotic resistance within the species. Antibiotic resistance can arise quickly due to large
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populations despite a low mutational rate and little horizontal gene transfer compared to other species 157,
The importance of resistance 1s highlighted by rifampicin-resistant M. tuberculosis’ listing as eritical on the
WHO Bacterial Priority Pathogens List 1%. The population structure of M. tuberculosis shows comparatively
little diversity, with individual strains only differing in around 2000 SNPs from each other !, Additionally,
the different clades of M. tuberculosis are clearly divided geographically and are adapted to hosts from
different origins'™. Transcriptional regulation and epistatic interactions seem to play an important role
in the diversity of virulence of M. tuberculosis'®”. The low genetic variability between members of M.
tuberculosis 1 In contrast to a more variable species such as E. coli. Hence, including M. tuberculosis as

species in the benchmark will provide insights into the tools performance in such a less variable species.

For M. tuberculosis, assomblies were obtained from NCEBI, similar as was done for E. coli. However, due to
fewor assemblies being available, both Complete Genome and Chromosome level assemblics were downloaded.
This resulted in a total of 703 assemblies. Assemblies were assessed on the same measures as for E. coli and
assemblies that deviated from the mean by more than three standard deviations were again excluded (Table
2.2, Appendix Figure A6). This led to the exclusion of 32 assemblies (4.6%). Finally, 10% of assemhblies
were again excluded from the reference database such that the final reference database provided to the tools
contained 607 assemblies. Both the final reference database and the total database were again clustered
using complete linkage hierarchical clustering at the 10, 100, and 500 cluster levels {Appendix Figure A2).
MLST analysis of M. tuberculosis (performed as for E. coli) shows a markedly different distribution of strain
types from E. coli (Figure 2.2), with strain type 506 making up the majority of identified strain types (26
assemblies were unidentified). Furthermore, only 30 strain types were identified in total. This points towards
a much more conserved population structure in M. fuberculosis, which may translate to a more challenging
identification of strains in metagenomic data. As such, this dataset provides a good contrast for benchmarking
tools compared to E. coli. Assembly statistics (Table 2.2) show a similar quality to E. coli, again with a
low N50 count of 1 for all assemblies. However, more ambiguous bases are observed (Mean = 21000, STD =
25). The average genome length is shorter at 4.4 million basepairs. The difference in ambignous bases can
potentially be explained by the inclusion of Chromosome level assemblies in addition to Complete Genome
level assemblies. For M. tuberculosis most samples were collected in Bulgaria (138 assemblies) (Figure 2.1).
Poru (97 assemblies), the USA (58 assemblies), and Panama (57 assemblies) were also the origin of many
assemblies. No information was available for 9 assemblies.
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A. baumannii

Acinetobacter baumannii is a gram-negative bacterinm and nosocomial pathogen often causing respiratory but
also other infections!™. A. baumannii isolates frequently display antibiotic resistance, with mobile genetic

154,155 Nonetheless, homologous recombination is still

clements playing a large role in its dissemination
relevant, and resistance genes are found on the chromosome of several lineages ™. Analyses by HernAndez-
Gonzilez et al. ' further indicate that the resistome of A. baumannii is not only mobile, but also follows
the phylogenetic structure of the species. Regarding the phylogenetic structure of A. baumannii, the species
is split into three clones of major interest, international clones I, II, and ITT'™!'™  which are themselves
made up of several lineages. These clones are often observed in Asia, Europe, and the United States, and
are thought to make up the majority of infections '7>!™, However, Grana Miraglia et al. '™ point towards
evidence of a higher relovance of international clones IV, V, and VII in Latin America. Their study further
indicates the potential coedstence of different lineages in the same hospital environment. Lastly, research
also points towards the existence, and potential relevance from a one health perspective, of 4. baumannii in
non-human hosts and non-hospital environments, which remains largely understudied ™. A. baumannii was
chosen for its relevance in antibiotic resistance and its prevalence in different ecosystems. Additionally, a
highly curated database provided by our collaborator Santiago Castillo Ramirez provides a solid basis for the
applications of the different tools. Furthermore, A. baumannii was used as the species for model development
of my own tool presented in Chapter 111 and Chapter IV, as my collaborator Santiago Castillo Ramirez is an

expert on this species, and his advice was essential during model development.

For A. baumannii, a curated set of 1473 high-quality assemblies compiled by Herndndez Gonzilez et al. 154
was used, which constitutes yet another approach to how reference databases might be constructed in practice.
After assessment of the assembly statistics as done for E. coli and M. tuberculosis, 100 (6.8%) assemblics
were excluded (Table 2.2, Figure Ad). Again, 10% of the database were excluded for the reference database
construction, resulting in a total reference database of 1240 assemblies, and both the reference database and
the total database were clustered via complete linkage hierarchical clustering in the same way as for the
other species. Figure 2.3 shows the number of strains in each cluster. Here, it is noteworthy that many of
the assemblies cluster into very few clusters, indicating high similarity between strains at lower resolutions.
Most of the assemblies were collected in China (517 assemblies). Thailand (167 assemblies), South Korea
(161 assemblies), and Pakistan (131 assemblies) were further countries with a high number of collections.
Outside of the Asian continent, the USA was the country with the most collected assemblies (91 assemblies).
For 138 assemblies no information was available. MLST analysis of A. baumannii (using the Oxford MLST
scheme '3, Figure 2.2) revealed one dominant identified strain type (229). However, 975 assemblies could not
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be assigned a strain type. This may or may not indicate many very closely related assemblies in the dataset.
Again, when investigating the clustering performed above, we can sece that at the 10 and 100 cluster level,
indeed mainly one cluster was identified (Figure 2.3). However, at the 500 cluster level multiple clusters can
be observed at relatively high frequency. Notably, the clustering for the other species shows a more even
distribution of assemblies across clusters (Appendix Figures A1-A3). The A. baumannii assemblies show
a comparable number of ambiguous bases to M. tuberculosis (Table 2.2). However, the N50 is markedly
lower (700 thousand compared to 4.9 million for E. coli and 4.4 million for M. tuberculosis) and the N50
count is higher (Mean = 11, STD = 13 versus an N50 count of 1 for all assemblics for both E. coli and M.
tuberculosis). This could potentially indicate lower assembly quality. Similarly, the number of contigs is very
high (Mean = 130, STD = 216), which points towards the presence of more fragmented assemblics. Notably,
the dataset also included Scaffold level assemblies 3!, which may explain this deviation in assembly quality.
The average assembly length was 3.9 million bp (STD = 130000bp).
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Figure 2.3: Count of assemblies of A. baumannii assigned to each cluster at the three clustering levels (assemblies
clustered into 10, 100, and 500 clusters, labeled as 10 Cluster Level, 100 Cluster Level, and 500 Cluster Lewvel,
respectively). Cluster numbers are arbitrary and numbering increases left to right on the x-axis (some x-axis ticks
were left out for visibility).

L. monocytogenes

Lysteria monocytogenes is a gram-positive bacterium, and a major cause of food-borne disease in humans 4,

Infections show a high fatality rate and are on the rise in Europe®. L. monocytogenes can be divided into
four lineages, with lineage I and II causing most human infections ™. The lineages can be further subdi-
vided into serotypes, with certain serotypes being the major cause of human infection '717:1™ While most
lineages share the same basic virulence factors, virulence varies across serotypes®. Furthermore, L. mono-
cytogenes shows resistance to disinfectants used in food-processing facilities '® and can grow at refrigerator

temperatures '®'. L. monocytogenes was chosen as the final species, as the the genomes for L. monocytogenes
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Genome Length N count # of Gaps N5 N3l Count | # of Contigs

5 ok Mean (STD) | 5.1c6 (3.5c5) 0.72 (35) 0,52 (26) | 4.06 (3.2¢5) | 1.0 (0.0) 35 (23)
: # Excluded 24 2 3 2 0 45

[ Mean (STD) | 446 (3.004) | 2104 (5.6ed) | 202 (1.7e3) | 4.4¢6 (3.0¢4) | 1.0 (0.0) 1.0 (0.10)
M. tuberculosis |y poobided 28 25 2 2 0 2

[ Mean (STD) | 3.0c6 (1.3e5) | 2.203 (1.0cd) 21 (44) 705 (1.3e6) | 11 (13) 130 (216)
A bamannii -y B ded 15 4 38 0 42 32

Mean (STD) | 3.06 (0.74e5) | 0.0024 (0.040) | 0.0024 (0.049) | 4.3c5 (3.3e5) | 4.3 (3.9) % (23)
L. monocytogenes | b luded 2 4 4 0 34 34

Table 2.2: Statistics for assemblies of the different species. Genome Length is the length of the genomes in nucleotides.
N count is the number of ambiguous bases in the assemblies. # of Gaps is the number of gaps (-} in the assemblies.
N50 is the shortest contig that needs to be included to cover over 509% of the genome length and N50 count the number
of contigs that need to be included to reach the NH0. # of Contigs is the number of contigs the assemblies consist
of. # Outliers shows the number of assemblies that are more than three standard deviations away from the mean for
each measure., The same assembly may be an outlier on multiple measures. Hence, some assemblies may be excluded
on multiple grounds and the row totals do not add to the number of excluded assemblies for each species.

were sequenced and assembled in-house by my collaborator Alexander Gmeiner at the Technical University of
Denmark. This represents a difference to the other species, being sequenced in various different laboratories.
As such, the set of strains represents a unique approach to database creation that can be included and tested
in the benchmarking process.

1649 assemblies were obtained in this manner in total. Location data was not available for this dataset.
Based on assembly statistics, 42 (2.5%) assemblies were excluded (Table 2.2, Appendix Figure A7). Again,
10% of assemblies were excluded from the reference database provided to the strain identification tools and
both the final reference database consisting of 1446 assemblies, and the total database were clustered using
complete linkage hierarchical clustering to obtain 10, 100, and 500 clusters at the three levels of clustering,

respectively (Appendix Figure A3). For L. monocytogenes MLST analysis (Figure 2.2) using the Pasteur
scheme 2 revealed 167 distinet strain types (with 110 assemblies not assigned a strain type). Multiple strain
types show high frequencies, with the five most common ones (count in parentheses) being 121 (185), 9 (135),
1 (105), 8 (75), and 3 (71). Finally, the assembly statistics for L. monocytogenes show overall high quality,
with very few ambiguous bases or gaps in the assemblies and a low N50 count of 4.3 (STD = 3.9, Table 2.2).

The average genome length was 3 million basepairs with a standard deviation of 75000 basepairs.

Data Generation

To provide a thorough evaluation of the different tools, I created a large set of simulated datasets of varying
complexitics and characteristics. In ereating simulated data, multiple avenues exist. One possibility is to spike
real metagenomic data with strains from a reference database. This would create highly realistic simulated
samples. However, the interpretation of results on strain inference on these may not be straightforward. For

example, the real metagenomic data may already contain one or multiple strains of the investigated species
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at unknown abundances, making it hard to infer whether found strains are present in a sample or constitute
false positives. Hence, this avenue is left for future research. Instead, the focus of the current study lies
on strain mixtures from single species, making interpretation of results strajghtforward. Throughout, the
assumption 1= made that all parts of a genome used for data creation are equally likely to be sampled for
read creation. In future work, it may be interesting to investigate the possibility that different regions of
a gonome have different chances of being sequenced. To still consider complex metagenomic data, mock
metagenomic data containing multiple species were also analyzed (see below). For the simulated data, 210
samples were created for each species for the single species strain mixtures (840 samples in total, 210 for E.
coli, M. tuberculosis A. baumannii, and L. monocytogenes, respectively). The 210 samples for ecach species
were created with the same sample characteristics deseribed below. The 210 samples split as follows. 200
of the samples were composed of assemblies that were present in the species reference database. 10 further
samples were simulated from the assemblics previously excluded from the reference databases, and which are
therefore not in the databases of the tools tested. I will first describe the 200 samples created from assemblics
contained in the reference databases, with an overview given in Table 2.3. Firstly, single strain samples were
created at 1-, 5-) 10-, and 20-fold coverage. For each coverage, 5 different samples were created, resulting
in 20 single strain samples in total. The constituent assemblies were selected at random. Next, samples
containing multiple strains of a species were created, again with the assemblies being chosen at random.
The samples were created using a combination of parameters. Samples contained either 2, 3, or 4 distinet
assomblies. These assemblies were either previously clustered into the same cluster at the 100 cluster level,
or into different clusters. Here, clusters were selected at random first and strains were selected at random
from within these clusters. Additionally, samples were created at a total coverage (sum of coverages across
all assemblies in the sample) of 5, 10, and 20. The final parameter relates to the relative abundance profile
across the different assemblies. Here, two distinct profiles were tested, one in which all strains within a
sample had the same relative abundance (e.g. each strain in a four strain sample makes up 25% of the total
coverage) or in which there was one randomly sclected strain present at 80% of the total coverage and the
remaining strains had an equal share of the remaining 20% of the total coverage. In total, this leads to 36
parameter combinations of number of strains, coverage, clustering type, and relative abundance profile. For
ecach of these combinations, 5 repeats were created, leading to a total of 180 multistrain samples per species.
For the remaining 10 samples created from assemblics previously excluded from the reference databases, the
following parameters were used. 5 samples containing one strain and 5 samples containing two strains were
created for each species, all at 10-fold coverage with assemblies selected at random. Throughout, ART#7 was
used for data creation using the following settings
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Strains | Total Coverage | Clustering | Relative Abundance Profile | Repeats
1 1; 5; 10; 20 One cluster 1 5
Coaa | s amen | Samecluster; [T Allequal; | .

23,4 5 10; 20 Different clusters | One strain at 80% and all others equal 5

Table 2.3: Parameters for metagenomic data generation. For each species 5 repeats were created for every combi-
nation of parameters in a row. See Appendix Table Al for more details on the individual samples.

.fart_illumina -ss HS25 -sam -i -1 150 -p -m 600 -s 100

These settings produce Illumina HiSeq simulated reads of length 150bp with a mean fragment length of 600bp
(standard deviation 100bp). Details on the number of reads in the final generated samples can be found in
Appendix Table Al.

Lastly, metagenomic samples are not simply composed of a single bacterial species. Hence, it is important
to test the performance on complex strain mocks. The NIST dataset was chosen ' as the available samples
contain A. baumannii, E. coli, as well as L. monocytogenes in varying combinations (Supplementary Table
S1d in Valencia et al. '*). The samples contained an average of 3,476,327 paired-end reads (range 3,050,176
to 3,722,052). The absence of M. tuberculosis from all samples also makes for a good opportunity to evaluate
the potential for false positive identifications. For these samples, the constituent strains were separately
sequenced, making whole genome assemblies available for analysis. Note that in each sample only one strain
from each species was contained. Additionally, the species of interest to us here are not the only ones in
the sample, but other species are also present. This makes the analysis of these samples closer to real

metagenomic data and increases their usefulness for tool validation.

Tool installation, database creation, and strain extraction

Sigma [ attempted to download Sigma via the link provided in the mamal (https: //github.com/BioHPC/
Sigma/blob/main/SIGMA UserManual 1.1.0.pdf). However, the referred website does not edst anymore.

Attempting to build Sigma from source resulted in a Sigma internal error message reporting a non-zero exit
status. Hence, Sigma was excluded from all further analyses.

KrakenUniqg I attempted to install the KrakenUniq database with the following command

krakenunig-download —-db databaseDirectory
——taxa "archaea,bacteria,viral,fungi,protozoa"

——dust ——exclude-envirommental-taxa microbial-nt


https://github.com/BioHPC/Sigma/blob/main/SIGMA_UserManual_1.1.0.pdf
https://github.com/BioHPC/Sigma/blob/main/SIGMA_UserManual_1.1.0.pdf
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Within the maximum available runtime of 72 hours (using 64 cores), database creation did not complete.
Hence, all but the bacterial taxa were excluded. This exclusion may lead to more false positive identifications.
However, at a strain level this impact should be minimal. In total four databases were created, one for each
species, by also adding the assemblies for each species to the database. The final command for database

construction was then

krakenuniq-build --threads 10 --db $databaseDirectory
-—taxids-for-genomes —-taxids-for-sequences

-—jellyfish-bin $(type -P -a jellyfish)

On the system used for this research the jellyfish package had to be installed separately. Future users may
find this information helpful.

KrakenlUniq provides various metrics for each identified taxon in its output, requiring the definition of a
criterion for positive strain identification. Firstly, I extracted all identified strains from the database (assembly
level taxonomic assignment). For each identified strain the E-value as proposed by Guellil et al.®7 was
calculated. This E-value iz defined as

E= (%) x C (2.1)

where K is the k-mer count, R the read count, and C' the coverage of ecach identified strain as returned by
KrakenUnig. Only strains for which E < 0.01 were inferred as present. In a related work using KrakenUniq,
Valencia ot al. ' used 0.001 as cut-off value, however, this cut-off was loosened for the present study given
that strains are the target of investigation, which will have lower numbers of unique k-mers assigned to them

than species.

StrainGE For StrainGE four databases were created from the different species’ reference assemblies. When
setting up the database for StrainGE, three parameters need to be set. The k-mer size, set to the default of
23, the percentage of shared k-mers between a genome and another one to be excluded (-C option), set to
0.99, and the minimum Jacquard-similarity between two genomes to be clustered together need to be specified
(—c option). The aim was to create as many clusters as possible to achieve as much taxonomic resolution
as possible, thus setting the clustering threshold as high as possible such that a database is created by the
software (for some settings no database could be created). Based on this, the parameter was set to 0.989 for
M. tuberculosis, 0.94 for A. bauwmannii, 0.75 for E. coli, and 0.97 for L. monocytogenes. In their publication,
van Dijk et al. ® only investigated thresholds up to 0.9, with 0.9 being optimal in their research. I attempted
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to use higher thresholds where possible, but the (.75 threshold for E. eoli is lower than the recommended
threshold, henee, lower performance for this species may be expected. A higher threshold was not possible
to use, as StrainGE did not return a clustering for any higher threshold for unknown reasons. In total, the
four final databases contained 286 clusters for A. baumannii, 358 for E. coli, 133 for M. fuberculosis, and 311
for L. monocytogenes.

StrainScan For StrainScan separate databases for each species were again created. Default settings were
used. For E. coli, StrainScan did not complete running with 60 cores and T2h runtime. Hence, 1 down-
sampled the E. ecoli assemblies using complete-linkage hierarchical clustering and choosing the masximum
threshold that resulted in up to 1000 clusters of E. coli. 895 assemblies were included in the final database
(down-sampling was also attempted for 2000 and 1500 strains, but again StrainScan database creation did
not complete within 72 hours runtime). For the other three species, all assemblies in their respective reference
databases were used to create the three databases,

MIST For the databases for running MIST.py strain module I again used all the assemblies for each
species to create a separate database for each species. For the different clustering cutoffs that MIST requires
to be set .98, 0.99, and 0.999 were chosen, in accordance with the original publication and the documentation.
Prior to running MIST.py strain, MIST.py species needs to be run. This requires a pre-built pangenome
to classify reads into species. The default databases provided with MIST were used, as would likely be done

in research practice.

StrainEst To create the StrainFst databases I followed the steps as laid out by Albanese and Donati ™.
However, in the choice of representative genomes, they write that they chose a threshold for the complete-
linkage hierarchical clustering which is ‘the lowest value below which the core genome of the species fell below
10% of the length of the species representative genome.” How the core genome is determined here is not
clear. Instead, complete-linkage hierarchical clustering was performed for each species and 500 representative
assemblies were mapped against the species representative. complete-linkage hierarchical clustering was run
using the clustering function of scipy (scipy.cluster hierarchy. linkage) where the underlying distance matrix is
the matrix of all pairwise Mash distances between assemblies. This alignment is the foundation of the SNP
calling StrainFst performs. Further, a threshold providing 1000 representative genomes for classification was
chosen. This represents a much more fine-grained clustering than in the original publication®!, but did not

exceed the available computational resources.
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Outcome measures

I compare the different tools on three main measures. Firstly, the cluster-based, as well as assembly level,
Fl-scores are computed. At the assembly level the Fl-score measures correct identification of exactly the
assemblies used for data creation. For the cluster-based Fl-scores it 1= checked whether the assemblies used
to simulate the data and the assemblies that were identified by the tools were assigned to the same cluster,
where the clusters are the ones obtained by clustering the total database of each species including the 10%
previously excluded assemblies. Fl-scores were computed for the 10, 100, and 500 cluster level. Secondly,
the JSD is emploved as a measure of the divergence of the estimated relative abundance distribution. The
JSD is defined as

JSD(AIB) = 3 (DKL{AM%M +B) + D (Bl (A + Bn) , 2.2)

where Dy 1. (A]|B) 12 the Kullback—Leibler divergence (a non-symmetric entropy based measure of distribution
similarity defined as 3 . A(z)log %E%* with A" being the sample space of the distributions 4 and B)
between distributions A and B. Applying the JSD iz useful as we can view the estimated and true relative
abundances as probability distributions, as the relative abundance of each assembly 15 greater or equal to 0
and the relative abundances across strains for a species sum to 1. JSDs were computed again at an assembly
level and the 10, 100, and 500 cluster levels. For the cluster levels, the clusters of all inferred strains at
a given level of resolution were determined and the relative abundances of all inferred strains belonging to
the same cluster were summed to give the cluster relative abundance. The cluster level relative abundance
distributions for the strains making up the simulated samples were obtained in the same manner. The cluster
level J5Ds were then calculated from the cluster relative abundances. Note that the range of the computed
JSDs is between 0 and In 2 == 0.69.

Additionally, the Wasserstein distance #4135 (WSD), a rarely used measure in this context, was employed
to enable simultancous comparison of classification accuracy and accuracy of the predictions of relative
abundances. Intuitively, the WSD represents a measure of the average nucleotide identity between two
populations, where a population can be scen as the constituent organisms’ combined genomes in amounts
relative to the organisms abundance.! To calculate the WSD, we pick a multiplicity m = 100. We can then
create the multiset v, where each entry v 1s a sequence of a strain, with multiple entries per strain possible.
The total number of sequences of strains corresponds to the multiplicity m. To ereate the multiset, for each
strain ¢ we add |mF;| instances of the sequence of the strain i, where |mF;| is the closest integer to mF; and

F; is the relative abundance of strain i. Intuitively, this means that we add a number of copies of assembly

1 The WSD may also be interesting as & measure of similarity between metagenomic samples, with a basis of reads or k-mers
instead of strains. This interesting research avenue remains to be investigated.
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i to the multiset v corresponding to its rounded percentage relative abundance. For example, if a strain has
a relative abundance of F; = 0.333, then |mF;| = 33, L.e. 33 copies of the sequence of strain i are added to
the multiset. We finally take the WSD between two such multisets v and w as
WSD(v,w) = %in.f (l i Dy, wﬂ(,}}) ,
AT

where L 1= the average genome length of the species considered (e.g. 5.1 million basepairs for E. coli). D(zx,y)
1s the Mash distance distance between sequences  and y (specifically, the sequences of the assemblies of strain
T and strain y) and 7 1= a permutation of the indices of w. The ground truth v of a sample is created from the
true strains in the samples together with their true abundances. The multiset w is created from the inferred
strains and their proportions. In the result section we will not only need to compare the tools to each other,
but also need to interpret the quality of the WSD independently for one of the tools. To make the WSD more
interpretable, we require a comparison measure. To this end, I computed a set of WSDs between randomly
chosen populations consisting of between 1 and 5 strains. These WSDs will represent a measure of what
would be expected to be observed if a tool simply picked a random set of strains. To estimate these expected
WSDs, the following process was used. We aim to estimate the expected WSD between two populations
of strains. To this end, we can randomly sample two populations. First, we randomly sample the number
of strains for each population, ranging from 1 to 5 strains (or equivalently, assemblies). Then, for each
population we randomly select the corresponding number of strains from the total database of assemblies
for the species we aim to compute the expected WSD from. The strains are assumed to be present at equal
relative abundance. Given the two populations we can then compute the WSD between the populations. By
repeating this procedure 10000 times we obtain a distribution of expected WSDs which we can compare to

the W5Ds observed in the inference of strains using the different strain identification tools.

Results

I first address any tools that failed throughout the benchmarking process. Sigma could not be installed.
Furthermore, while MIST could be installed and a database could be created, it was not possible to analyze
the samples using MIST, due to high runtime. Reducing the size of the input data as recommended in the
MIST documentation and beyond, as well as reducing the database size did not result in MIST running to
completion within 72 hours and using 32 cores. Hence, no results for MIST are presented going forward.

Furthermore, StrainScan returned an error for 28 of the A. baumannii samples (24 of the samples made up
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of strains contained in the reference database and 4 of the samples made up of strains not contained in the
reforence database). For all other species, however, StrainScan could be run successfully for all samples. It
1s worth mentioning that StrainScan is the most recently released tool and future developments may resolve
the current issues. The reasons for the reported errors are unclear. For the samples where StrainSecan failed
to run the performance was classified as F1 = 0.0, JSD = [n(2), W5D = 1.0. I now present the results on

the simulated datasets, before evaluating the tools on mock metagenomic data.

Simulated Data

I first investigated the overall performance of the tools across all samples made up of strains contained in the
reforence databases (Figure 2.4A). StrainGE and StrainScan show the best performance both for F1 and JSD
metrics, whereas KrakenUnig and StrainEst show low performance, especially beyond the lowest clustering
level. Only for A. baumannii, StrainEst remains competitive at the 10 cluster lovel. Interestingly, StrainGE
generally outperforms StrainSecan on coarse grained clusterings (the 10 and 100 cluster levels, particularly
at the 10 cluster lovel StrainGE outperforms StrainScan for every species), but shows lower accuracy on the
assombly level. This points to potentially different ideal use-cases for the two tools, where StrainScan may
be used to track a particular strain of interest, for example in an outbreak, while StrainGE may be more
applicable to cases where clades or other lower resolution groupings are of more interest. This disparity may
alzo be based on the clustering performed in the creation of the StrainGE database. This is supported by
M. tuberculosis showing a drop-off in performance at the 100 cluster level, which is to be expected given
that only 133 clusters were created. Similarly, E. coli, with the most clusters, shows a noticeable drop in
performance only beyvond the 500 cluster level. The strong drop-off here may also be related to the relatively
low Jaccard similarity cutoff of 0.75. This drop is also observed for StrainSecan, which is likely due to the fact
that the database was down-sampled to 895 strains, which naturally precludes achieving perfect accuracy at
the assembly level. Additionally, E. coli shows the highest gap in resolution between the 500 cluster level
and the assembly level (500 vs 3671 strains) compared to other species, which also explains the uniqueness of
this drop among species. For L. monocytogenes clear drops in accuracy and increases in JSDs are observed
at more fine grained clustering levels for StrainGE, likely also due to the clustering. StrainScan on the
other hand shows fairly stable performance across taxonomic resolutions for both L. monocytogenes and M.
tuberculosis. Results for A. baumannii and E. coli were more accurate at the lower clustering level both for
StrainGE and StrainScan (disregarding the failed runs for A. bawmannii) compared to other species, though
the difference 1= small. This could be due to the species population structure. E. coli and A. baumannii
generally show high intra-species variability, while M. tuberculosis 1= not as variable. This may lead to the
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intra-species clusters being more differentiable, and hence, lead to higher accuracy. 1 will investigate the
difference of performance with regard to intra-species variability further below. For the samples made up of
strains contained in the reference database, StrainGE shows the lowest WSD for three of the four species (A,
baumannii: Mean = 0.0029, 5D = 0.0025; E. coli: Mean = 0.0054, 5D = 0.0058; L. monocytogenes: Mean
= 0.00089, 5D = 0.00067). Ounly for M. tuberculosis StrainScan has a lower WSD (Mean = 0.00031, SD
= 0.00037). Notably, KrakenUniq shows comparatively high performance on WSD scores for 4. baumannii
{Mean = 0.018, SD = 0.0043) even though the F1 and JSD metrics do not suggest very high accuracy.
This may be due to KrakenUniq often predicting too many strains (Median = 7, 25%-Percentile = 2, 76%-
Porcentile = 47) leading to low F1 scores, but, on average, these strains may still show a low divergence
and hence the WSD may be low. However, if this was the case then we should observe high accuracy at the
cluster level. To investigate this, observed WSDs were compared to the expected WSDs between two random
A. bawmannii populations as described in the outcome measures section. This comparison showed that the
WSD expected between two random populations was lower than the one reported by KrakenUniq (Mean
= 0,011, SD = 0.0056; Figure 2.4B). Therefore, we can conclude that the strains identified by KrakenUnig
differ substantially from the strains actually contained in the samples. Further, a comparison of the results
obtained for StrainSecan to the results reported by Liao et al. ?! can be performed, as their experiments were
similar and they also tested E. coli and M. tuberculosis. For both species much lower performance than
what Liao et al.?! reported is observed. This may be due to multiple factors, including the difference in
databases used. For E. coli the database they used for data generation and the reference database was the
same, while the data in the present experiments were generated from a larger database than was provided
as reference database, due to hardware constrains. However, even at a clustered level lower performance
is observed. For StrainGE, as a similarly performing tool, the comparison to the results reported in their
respective publications 1s not possible as their testing was far less comprehensive.

I next investigated the different tools’ performances when analyzing the samples made up of strains not
contained in the reference database (Figure 2.5A). Overall, performance is clearly reduced for these datasets.
However, at a low taxonomic resolution, StrainGE shows high accuracy both for A. baumannii and E. coli.
Similarly, StrainScan still shows high accuracy for E. coli and L. monocytogenes. Importantly, at a low
clustering level, StrainFst shows to be more accurate compared to the samples made up of strains contained
in the reference database and has competitive performance to StrainScan and StrainGE. Nonetheless, it is
still outperformed by StrainGE on the majority of measures. Generally, performance across species and

tools varies more. Especially for M. tuberculosis low performance beyond the coarsest clustering level can
be observed. Only StrainScan shows good performance at the 100 cluster level. This could be due to the



92 Chapter II. Benchmark of Strain-Level Resolution Taxonomic Classification Tools for Metagenomics

A, Emsamannii
1 - P
L Lo
as s
T [T
(X (X
o
& 2] ey
[ F [T}
: i
a3 0.3 1 '
I . .
o o _&rﬁ_
w L oen TR TEEs WO [Eebe 0
E. b
1] 10 1 - -
N o
[0 e oM
o
_.u.p \:\ o ) o
H a g
as| ™ [ o
o3 T o ,_/"f’
o ——— o T
1 chotes 100 cusbers 5N durtsrs  Asawmbllar 18 catery 108 chrters 500 darters  Axsembliss
M. tubarculssiz
1N i
o ETe— oK
s —— L1
- o
o L - u
¥ . e [F]
e e oz e
o —— o
L monocytogenes
1 P [E: LY
an e oK L
e B s
o e oL e a
: : 2~ / goe
¥ " [:F] - o
I N o r aazp] ! I I
— . . i . H i : 1
as) — ol e
— — StreieScan
— — StueGE
— — Erpimninig
— — Shrainbxt
0.02 '
(=] i

i
0.00
Expected StrainScan StrainGE KrakenUnig StrainEst
(B)

Figure 2.4: Results for samples made up of strains contained in the reference database across tools. (A) Fl-scores, J3Ds, and
WED for the different tools for the samples made up of strains contained in the reference database. The WED for KrakenlUnig
in M. fuberculosiz was comparatively high. For visibility of the results the y-axis has been truncated for this figure, such that
outliers are not shown for KrakenUnig. Similarly, the samples of A. baumannii for which StrainScan failed to run were assigned
a WSD of 1.0 and are hence also not shown. Shaded areas of lineplots indicate 95% confidence interval. For the boxplots,
line indicates median, edges of box the 25% and 75% quartile, and whiskers extend to include the datapoint furthest from the
median that is within 1.5 times the interquartile range. Dots are outliers. Assemblies on x-axis indicates assembly level analysis
(see Outcome Measures section). (B) Expected WSDs for A. boumannii samples from 10000 random choices of paired strain
populations (see Outcome Measures section) compared to the observed WSDs across samples composed of strains contained in
the reference databases for the four different tools. Line indicates median, edges of box the 28% and 759% quartile, and whiskers
extend to include the datapoint furthest from the median that is within 1.5 times the interquartile range. Dots are outliers.
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Figure 2.5: Results for samples made up of strains not contained in the reference database across tools. (A) Fl-scores,
JE3Ds, and WSD for the different tools for the samples made up of strains not contained in the reference database. For the
boxplots, line indicates median, edges of box the 25% and 75% guartile, and whiskers extend to include the datapoint furthest
from the median that is within 1.5 times the interquartile range. Dots are outliers. WSD for A. baumannii does not show WSDs
for StrainScan for samples which failed to run. Assemblies on x-axis indicates assembly level analysis (see Outcome Measure
section). The WED for KrakenUniq in M. fuberculosis and E. coli was comparatively high. For visihility of the results the
y-axis has been truncated for this figure. (B) The difference between the minimum possible distance any estimated strain has to
the true strained contained in a sample and the minimum possible distance achievable given all strains present in the reference
database (see text for details). Y-axes are truncated for A. baumannii and E. coli for visibility. Note the difference in scale for
the different panels for higher visibility.
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homogeneous population structure of M. tuberculosis. To gain more insight, performance was compared to
the best achievable performance given the reference database and the strains in the samples. For each strain
in the sample (1.e. strains not in the reference database) the strain in the reference database with the lowest
Mash distance to the strain in the sample was determined. In an ideal scenario, the tools would infer this
closest strain as present in the sample and the distance determined is therefore the lowest obtainable Mash
distance. However, other reference strains may be similarly well suited to describe the strains in the sample.
As such, for every strain in a sample this strain’s Mash distance to all the strains inferred by a tool in the
sample was computed. Then, the lowest among these Mash distances was chosen as the Mash distance of
this strain to the most related strain in the sample. Finally, to determine the quality of inference compared
to the best possible inference, the Mash distance of each strain in the sample was compared to the lowest
possibly obtainable Mash distance of that strain (Figure 2.5B). Indeed, across the different species the minimal
differences of the inferred strains Mash distances to the lowest obtainable Mash distances were observed for
M. tuberculosis, indicating that the low performance on higher clustering levels does not necessarily refloct
the accuracy of identification considering the genetic distance between the strains. Before analysing samples
with potentially unknown strains, one may want to make further considerations regarding the species in
question and adjust the analyzed clustering level. When investigating performance via these Mash distances,
StrainEst shows good results compared to the other metrics, though this may be due to the fact that the
tool overestimates the number of strains (Median = 8, Range: 1-52), and hence, may just by chance be more
likely to include at least one strain with a low Mash distance. On the other hand, StrainScan shows the
highest capabilities in recovering closely related strains from the databases for both M. tuberculosis and L.
monocytogenes. We can again compare the performance to the results presented by Liao et al. *!. However,
they only conducted analyses for E. eoli. Here, they report lower Mash distances than were found in the
current investigation. Additionally, contrasting the results presented by Liao et al.®!, StrainGE shows a
lower median Mash distance than StrainScan in the present analysis.

In identification of strains we desire both that the strains are close in their sequence similarity (as shown by
Fl-scores and WSDks), but also that we estimate the correct number of strains, which will help in investi-
gating the population structure within a microbiome, as well as in identifying the co-exdstence of multiple
strains. Knowing whether more than one strain is present in a sample also may have other applications. For
example, when creating MAGs one may want to employ this knowledge to determine whether a given MAG
may be chimeric. The estimated versus actual number of strains across species are shown in Figure 2.6A
for StrainScan and StrainGE, as the overall best performing tools. Owerall, both StrainGE and StrainSean

estimate the correct number of distinet strains well, with StrainGE generally more likely to overestimate
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the number of strains, while StrainScan s more likely to underestimate. KrakenUniq and StrainEst both
overestimate the number of strains to a large degree (Figure 2.6B and Appendix Figures A8 and A9). For
KrakenlUniq this may be due to the fact that strains are identified simply on the number of unique k-mers
identified, with no preference for sparsity and no real dependency between the strains. However, strainFst
does aim for parsimonious solutions, so its overestimation is harder to explain. It may indicate that the un-
derlying regression approach is not suitable for strain inference in metagenomics. Notably, StrainScan shows
to be highly accurate at classifying single strain samples as such, though this is not surprising considering its
tendency towards sparser results. For samples made up of strains not contained in the reference database,
both StrainGE and StrainScan estimated the number of strains well for most species (Figure 2.6 A). However,
for M. tuberculosis StrainGE identified two strains in all samples. Similarly, StrainGE tends to overestimate

the number of strains for L. monocytogenes.

The initial results show that StrainGE and StrainScan both clearly outperform KrakenUniq and StrainFst
across metrics and species on both data generated from strains in the reference databases or not. Hence, 1
focus the rest of the investigation in this section on StrainSecan and StrainGE. Firstly, we can establish to
what degree the results obtained by StrainScan and StrainGE agree at different levels of clustering to see
to what extend the results depend on the chosen tool. For the samples made up of strains contained in
the reference database there is a high average similarity between the identified clusters at a low clustering
level. Across species, for the identification among 10 clusters, between 39% and 57% of results match exactly
between the two tools, while between 0.5% and 14% disagree completely. This suggests at least partial
interchangability between tools. However, this similarity drops significantly at the 500 cluster level (30%
of all samples matech completely versus 47% for 10 clusters and 26% of samples disagree completely versus
5.9%) and already at the 100 cluster level for M. tuberculosis (17% versus 30% complete matches at the 10
cluster level and 38% complete mismatches versus 6.5%). Hence, tools cannot simply be exchanged for all
species in all cireumstances. Next, | aimed to determine how the tools’ performance relates to the different
species’ characteristics. To investigate the hypothesis that relatedness within species influences the results,
the strains were clustered at 10000 different Mash distance thresholds, 1.e. the assemblies of a species were
clustered such that all assemblies with a Mash distance below the cutoff fall into one cluster. 10000 linearly
spaced Mash distances between 0 and 0.02 were used as clustering thresholds. For the clustering, complete
linkage hierachical clustering was performed for each threshold, similar to the clustering in the previous
analyses. The F1 scores for StrainScan and StrainGE were computed at each clustering level, providing
a measure of identification performance at different resolutions. My hypothesis was that the performance
decline should be similar across species with regard to the Mash distance clustering threshold. StrainGE
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Figure 2.6: Number of strains estimated for StrainScan and StrainGE (A ) across species for the samples made up of strains
contained in the reference database (left columns) and the samples made up of strains not contained in the reference database

(right colummn; size of circles represent fraction of samples). (B) Number of strains estimated for KrakenUnig and StrainEst
cross species for samples with strains contained in the reference database (size of circles represent fraction of samples).

shows a sharp dropoff in performance at around the same distance threshold across all species besides E.
coli at a threshold around 0.004 (Figure 2.7), whereas the performance of E. ecoli drops already around 0.01
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which again can be related to the much lower threshold used during database creation. This relationship to
the clustering threshold used also indicates that the threshold used in database creation is an indicator of
the resolution achievable by StrainGE, and as such should be carefully considered and be reported in any
research conducted using StrainGE. Notably, performance seemed to cluster more by the tool used rather
than by species, at least to some degree. For the number of clusters a much stronger split between species
was observed than for the distance threshold, indicating in agreement with the hypothesis that the latter 1=
a more reliable measure across species. In practice the population structure of the species of interest should
be considered and the level of taxonomic resolution that can be interpreted confidently should be adapted
accordingly. To determine an appropriate resolution one may conduct simulations for the species of interest
before attempting identification in real data. While it i1s hard to provide an exact dissimilarity between
clades or members of a species for which they will be differentiable, one should err on the side of caution
when investigating highly clonal species such as M. tuberculosis and only trust taxonomic identifications at
lower clustering levels. Finally, it may be interesting to investigate in each species whether there are cortain
clusters or strains that are more ecasily identified correctly. However, the current dataset would need to be
expanded systematically with this question in mind to sufficiently address it. This may be an interesting

avenue for future research to explore.

Lastly, the datasets were simulated using different parameters, such as the number of strains or the coverage.
Detailed results for the different parameters can be found in Appendix Figures A10-A25. Across species
StrainScan’s performance drops with an increased number of strains, as well as with lower coverage (not
considering samples with 1 strain and 1-fold coverage, as only single strain samples were tested at 1-fold
coverage). Additionally StrainScan shows essentially perfect performance at 1-fold coverage for single strain
samples. StrainGE shows a more robust performance across scenarios. This stability is especially important
when considering different relative abundance profiles. Here, StrainSean shows a appreciable decline in
performance for samples containing one dominant strain at 80% relative abundance, whereas StrainGE shows
little variability between conditions. The JSD for StrainScan howeover decreases or stays constant across
conditions for many species and clustering levels. This indicates that while strain identity is harder to
distinguish for low abundance strains, the overall abundance composition is estimated well. StrainGE again
shows relatively similar performance across abundance profiles. It is notable that the performance of StrainFst
actually drops with increased coverage. This is likely due to more false positive identifications. A direct
comparison shows that at low coverage StrainScan outperforms StrainGE, while StrainGE shows higher
and more consistent performance at higher coverages and for samples containing more than one strain at

sufficiently low clustering lovels (with the exception of M. tuberculosis; Figure 2.8).
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Figure 2.7: Figures show relationships between F1 scores, cluster sizes and Mash distance thresholds used for
complete linkage hierarchical clustering across species for StrainScan and StrainGE. The first fisure shows the F1
score depending on the Mash distance threshold used for clustering. Each Mash distance threshold results in a
different number of clusters, which is shown in the second figure. The third fizure then shows the F1 scores in relation
to the number of clusters that were inferred. MNote here that the same clustering threshold in two different species
can lead to different numbers of clusters. Hence, the difference in the number of clusters results are plotted for in the

bottom panel.

Complex strain mocks

In any practical application, metagenomic samples are not just made up of a single species, but contain a
mixture of organisms. Additionally, while ART may provide accurate simulations of metagenomic sequencing

techniques, it cannot mirror all the intricacies of real metagenomic sequencing. Henee, it 1s essential to
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Figure 2.8: Results for samples made up of strains contained in the reference database combined across all species
for StrainScan and StrainGE, stratified by number of strains in the samples as well as total coverage. Here, all samples
irrespective of the species making up the sample are analyzed. Similarly, samples analyzed include both samples with
strains originating in the same and in different clusters at the 100 cluster level. The coverage shown is the total
coverage of the sample, with both samples analyzed that have equal relative abundance for all strains as well as the
samples that have one dominant strain at 0.8 relative abundance with the remaining strains having equal shares of the
remaining 0.2 relative abundance. The high performance for the 1-fold coverage samples can be explained by the fact
that only single strain samples were simulated at 1-fold coverage, whereas higher coverage samples were simulated for
samples containing 1, 2, 3, and 4 strains.

evaluate the different tools on complex strain mocks. Here, I used the NIST dataset 2. The results for
all samples are shown in Table 2.4. The best performing tools are again StrainGE and StrainScan. Both
tools provide mostly accurate number of strains, while slightly overestimating the strain diversity in some
cases. This is in contrast to KrakenUniq and StrainEst which both often identify too many strains for species
that are contained in the samples and also frequently deliver false positive results (51 false positive across
all samples versus 2 false positive identifications for StrainScan and StrainGE; a tighter E-value of 0.001 for
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KrakenUniq did not qualitatively change this observation). StrainScan and StrainGE both showed 2 false
negatives for L. monocytogenes. However, these were for samples where L. monocytogenes was present at
0.03% relative abundance (approximately 0.06-fold coverage). Furthermore, neither StrainSean nor StrainGE
infer strains of M. fuberculosis, which were not present in any sample, while StrainFst and KrakenUniq do.
The lowest Mash distances and WSDs were not necessarily observed for tools estimating the correct number
of strains, and sometimes achioved by StrainEst or KrakenUnig. This discrepancy for the Mash distances can
be explained by the fact that the minimal Mash distance between all estimated strains and all strains in the
sample was caleulated, favouring tools which overestimate the number of strains. For the WSD, even when
higher number of strains are observed these can still be on average closer to the true strain in the sample,
and hence, lead to a low WSD. This shows the importance of considering all measures in combination.
Notwithstanding these observations, overall the results on the mock dataset are consistent with the results
for simulated data.

NIST Sample Species Tool True Abundance | # Inferred Strains | Mash difference WSsD
StrainScan 3 0.012 0018
StrainZE 1 0.000024 0.000096
A. baumanmnii 2.6%
KrakenUnig 99 0.011 0019
StrainEst 1 000012 000019
StrainScan 1 0.0035 0.0035
StrainZE 2 0.00083 0.012
E. coli 30.4%
KrakenUnig 4 0.024 0.029
N StrainEst T 000096 0.00096
) StrainScan 0 N/A N/A
StrainZE 0 N/A N/A
L. monocytogenes 0.03%
KrakenUnig 2 0.026 0.042
StrainEst 2 0.0023 0.000092
StramScan 0 0 0
StrainZE 0 0 0
M. tubereculosgia 0.0%
KrakenUnig 4 N/A N/A
StrainEst 0 0 0
StrainScan 1 0.000024 0.000096
StrainZE 1 0.000024 0.000096
A. baumanmnii 30.1%
KrakenUnig 295 0.0053 0019
StrainEst 2 0.0039 000019
B _______________________________________________________
StramScan 1 0.23 0.23
StrainZE 2 013 011
E. coli 0.04%
KrakenUnig 3 0.029 0.032
StrainEst 60 0016 0.023
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NIST Sample Species Tool True Abundance | # Inferred Strains | Mash difference WSsD
StramScan 0 0 0
StrainZE 0 0 0
L. monocytogenes 0.0,
KrakenUnig 2 N/A N/A
StrainEst 2 N/A N/A
B _______________________________________________________
StramScan 0 0 0
StrainZE 0 0 0
M. tubereculosgia 0.0%
KrakenUnig 3 N/A N/A
StrainEst 0 0 0
StrainScan 0 N/A N/A
StrainZE 0 N/A N/A
A. baumanmnii 0.03%
KrakenUnig 3 00096 0.020
StrainEst 1 0.00012 0.00019
StrainScan 1 N/A N/A
StrainZE 1 N/A N/A
E. coli 0.0%
KrakenUnig 2 N/A N/A
StrainEst 44 N/A N/A
c 0 beee_ -l ____.
StrainScan 1 0.0011 0.0011
StrainZE 1 0.0012 0.0012
L. monocytogenes 3.9%
KrakenUnig 1 00051 00051
StrainEst 4 00015 0.000048
StramScan 0 0 0
StrainZE 0 0 0
M. tubereculosgia 0.0%
KrakenUnig 2 N/A N/A
StrainEst 1 N/A N/A
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NIST Sample Species Tool True Abundance | # Inferred Strains | Mash difference WSsD
StrainScan 0 0 0
StrainGE 0 0 0
A. boumanmnii 0.0,
KrakenUnig 19 N/A N/A
StrainEst 2 N/A N/A
StrainScan 1 0.0035 0.0035
StrainGE 1 0.00083 0.00083
E. coli 2.76%
KrakenUnig 3 0.029 0.031
StrainEst 16 0.0024 0.00095
D _______________________________________________________
StrainScan 2 0.00024 0.00056
StrainGE 1 0.0012 0.0012
L. monocytogenes 30.0%%
KrakenUnig 2 0.026 0.047
StrainEst 4 0.0014 0.000048
StrainScan 0 0 0
StrainGE 0 0 0
M. tuberculozis 0.0,
KrakenUnig 2 N/A N/A
StrainEst 0 0 0
StrainScan 1 0.00039 0.00046
StrainGE 1 0.000024 0.000096
A. boumanmnii T.6%
KrakenUnig 160 0.0029 0.018
StrainEst 1 0.00012 0.00019
StrainScan 2 0.0035 0.089
StrainGE 3 0.00083 0.034
E. coli BBY%
KrakenUnig 3 0.024 0.031
StrainEst 57 0.0017 0.0094
E _______________________________________________________
StrainScan 1 0.0011 0.0011
StrainGE 1 0.0012 0.0012
L. monocytogenes 0.6%,
KrakenUnig 2 0.026 0.047
StrainEst 5 0.0011 0.000048
StrainScan 0 0 0
StrainGE 0 0 0
M. tuberculozis 0.0,
KrakenUnig 2 N/A N/A
StrainEst 1 N/A N/A

Table 2.4: Results for NIST samples. True abundance indicates the percent of the sample (including all species) the strain
of the species listed in the row makes up (e.g. the A. boumannii strain makes up a total of 2.6% of sample A). Note that
percentages need not to sum to one within a sample, as more than the listed species are contained in the sample. # inferred
strains column shows the number of strains for the species each tool inferred (one strain would be optimal). Mash difference
indicates the difference between two Mash distances. The first Mash distance is the minimum of the distances between the
inferred strains and the strain in the sample. The second is the minimum distance between the strain in the sample and all
strains in the reference database. The first measures how close to the strain in the sample the estimated strain 1s. The second
measures the Mash distance obtained by the best possible inference given the database. As such this column measures how close
to the best possible result the inference 1s. Similarly, the W3D measures the same difference, however, this time for the WSD of
the inferred population to the true strain and the best possible WSD given the database strains. In this manner, the number of
strains inferred = taken into account. Bold fonts indicate the best performing model for a metric-sample-species combination.
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Discussion

I compared six state-of-the-art tools for strain 1dentification in metagenomic data using a variety of measures
and datasets. The results show that in general strain identification is often possible, with both StrainGE
and StrainScan showing high performance in many different conditions. On the other hand, KrakenUnig
and StrainEst have several drawbacks, including a high false positive rate. SIGMA and MIST failed to run
completely. StrainGE provides reliable results up to a Mash distance resolution of 0.01 (around 99% ANI),
and potentially higher with sufficiently fine-grained clustering (in this research up to around 99.6% ANI was
achievable). Additionally, StrainGE works best on mock metagenomes. StrainScan performs similarly, and
often provides higher taxonomic resolution, while still giving reliable results on mock data. At low coverage
StrainScan does outperform StrainGE. Hence, my recommendation is to apply StrainSecan for low coverage
samples were only a single strain is suspected, while StrainGE is better suited to samples where multiple
strains are suspected to be present, as well as for higher coverages. Similarly, StrainScan performs better
at high resolution clusterings, while StrainGE shows to be best at lower resolutions. A notable exception
to this pattern i= M. tuberculosis, where StrainScan outperforms StrainGE more consistently. The present
investigation suggests that this 1z due to the homogeneous population structure of M. fuberculosis, with
little variation between isolates. This provides a challenge to efficient clustering, as well as high precision
identification. Based on this, I generally recommend using StrainSean for highly conserved species such as
M. tuberculosis. Still, cantion should be taken when interpreting results at a high taxonomic resolution and
lower resolution identification will be more reliable, while still providing valuable insights into intra-species
diversity. Altogether, when applied in appropriate scenarios, such as for samples with sufficient species
coverage, strain resolution metagenomics can be possible. Nonetheless, the species of interest will have an
impact on our ability for strain-level recovery. Hence, before applying any of the tested tools to a new species,

testing should be conducted.

One important ohservation is the stark difference in results to the ones presented by Liao et al. %', We
generally show lower performance across species for StrainScan. The reasons for this discrepancy are un-
clear. Potential reasons include the more challenging simulated data setups, for example non-equal relative
abundances across strains were not considered in the work of Liao et al. ®!| and differences in the databases.
Especially for E. coli the required reduction in the database size likely had an effect on the observed accuracy.

Notwithstanding the positive results there are still several hurdles in strain recovery from metagenomic data
and the different tools have drawbacks in some areas. First of all, while performance overall is good, it 1=
hard to know whether the results for a particular sample are correct. None of the tools provide confidence
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estimates for their inference making it hard to judge the quality of the results in practice. StrainGE does
return a score for each of the inforred strains and a more stringent cutoff will reduce the number of low
quality identifications. However, determining a good cutoff in practice is hard and especially at low coverages
the data may show more variability. Similarly, KrakenUniq requires more interpretation of the results, and
a custom cut-off value had to be chosen. Furthermore, while identification of reference strains 1s important,
strains found in metagenomic data will necessarily differ from the known reference strains to some degree.
Here, only StrainGE offers a tool for identification of SNPs and large deletions. However, none of the tools
provide the possibility of estimating large insertions, such as those that oceur upon the acquisition of new
genes and none of the tools distinguish between core and accessory genome. For the tools to be applied,
species specific considerations on the database, the clustering, and the expected performance need to be
made, which can be a difficult and time consuming task. Criteria build into the tools that make the analysis
for different species easier would be beneficial. Finally, of the tools that could successfully be run only
KrakenlUniq provides assignment of reads to strains. Such an assignment would be valuable for downstream
analyses, but is missing from StrainScan, StrainGE, and StrainEst.

In conclusion, the conducted benchmark shows the potential of strain identification in metagenomic data.
The available tools can be applied for metagenomic analysis and provide useful information. Nonetheless,
specific consideration of research goals and the species under investigation should always be taken into
account by researchers. There is still a lot of potential for future developments building on the already
achieved capabilities of the presented tools. Identification of strains in metagenomic data will further our
62

understanding of microbiomes and bringing surveillance and potentially diagnostics using metagenomics

into the realm of possibility by enabling basic research on these topics using the presented tools.
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Core Genome based Strain
Identification in Metagenomes

‘We swim nonstop in an ocean of small, medium-sized, and large analogies, ranging from mundane trivialities
to brilliant insights.’
— Douglas R. Hofstaedter

The investigation into previously published tools for strain identification revealed the need for a novel ap-
proach addressing some of the gaps in the current literature. In most cases, the available tools do not consider
the gene content of strains in a sample. Only the StrainGE toolbox addresses this issue, and then only for
deletions of genes. In practice, assignment of genes to strains is essential, at it could be used in a variety of
ways, be that for wastewater based surveillance or general research on the function carried out by a bacterial
species In a particular environment. Additionally, while the performance of several of the available strain
identification tools is high, in practice large recombination events and changes in the accessory genome may
impact real world strain identification if the recombination event or change in the accessory genome has not

been observed in previously sequenced isolates.

Lastly, interpretability in models is a desirable property, i.e. a model should provide information that can
be easily connected to scientific concepts. At the same time a good interpretable model will show no (or
only a slight) decrease in descriptive accuracy !®. While some tools can call SNPs and others can at least
partially assign reads, the interpretability in the available tools can generally be improved. The available
models provide little insight into the reasons behind their inferences, 1.0, how the input data connects to the
reported strain mixture (a strain mixture being defined as a relative abundance distribution over the strains

identified in the sample) and read assignment i=s often not possible. In a similar vein, adaptability to different

105
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research goals can further be beneficial, and an interpretable model with an appropriate structure can address
this need. This 1= true not only regarding read assignment, but also with a view towards gene content. In
the context of the current work, gene content refers to coding sequences found in the genetic sequences of
the strains represented in the metagenomic data. While the presence of protein coding sequences does not
necessarily imply that these are expressed, identifying them is a good first step towards an assessment of the
functional role of strains in a microbiome. Current tools also do not distinguish between core and accessory
genome. The core genome 1s the set of genes found in all members of a species. As such they can be considered
essential to the species definition and highly relevant in survival of the organism (though a distinction to
essential genes is sometimes made in the literature 1%7). Importantly, as we will see in Chapter IV, and as has
been seen in other literature for example for E. eoli ', the core genome does depend on the members of a
species that are sampled. With an increase in sampled strains, the size of the core genome will go down. As
such, the core genome may be sampling dependent but will still represent genes found across a wide range
of species members. Importantly, research suggests that core genes are indeed regularly expressed !, The
accessory genome on the other hand corresponds to genes that are not present in all members of a species.
Importantly, they may differ between environments and determine different functional roles a bacterial strain
plays as well as provide targets for selection to act on!®. The inclusion of accessory genes in the model is

further addressed in Chapter IV.

I aim to address the above issues by developing a novel tool. Model development is tackled in two main phases.
In this chapter, only the core genome of a given species 1s considered for strain identification. Importantly, the
model should applicable to any species through an automated pipeline for core genome extraction. Focusing
on the core genome only first will provide a clearer development path for model development and additionally
will provide an option for identifying strains, or clusters of strains, based on just the core genome. While an
MLST strain type identifier exists for metagenomic data®?, it is limited to the MLST housekeeping loci, as
opposed to considering a wider set of core genes or protein coding sequences, and naturally limited to species
for which MLST schemes are available. In the first instance, four different models were developed. These are
based on either a read-strain mismatch or a single-nucleotide-proportion basis. Either of these approaches
has its own advantages. Methods that are based on reads, and perform assignment of reads to strains, may
allow for improved, strain-based assembly or other analyses involving specific reads. On the other hand,
SNP based methods may allow the direct inference of SNPs in the strains found, though one could imagine
doing this in a postprocessing step for read-based methods as well. The different models were compared on
a set of data simulated from A. baumannii assemblies. A. baumannii generally served as example species for
model development. A. bawmannii was chosen for its relevance as a species harboring antibiotic resistance,
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with carbapenem-resistant A. baumannii having Priority 1: Critical status on the WHO's list of bacterial
pathogens urgently requiring novel antibiotics!®®. Additionally, a summary of high-quality A. baumannii
whole genome assemblies by Herndndez-Gonzdlez et al. 15! provides a reliable reference database of strains.
Finally, our collaborator Santiago Castillo Ramirez is an expert on A. baumannii and could provide valuable
advice during model development. All of the presented models have an MILP at their core. The flexability in
encompassing biological problems, the efficient methods and tools developed to solve MILPs, and their high
level of interpretability make MILPs an ideal basis for model development.

Methods

In total four different MILP models were developed. These can be easily grouped into two classes. The
first class of models i1z based on per-locus nucleotide proportions observed in metagenomic reads, where each
locus is one position in a reference multiple sequence alignment (MSA) of a core gene. The second class of
models works on a basis of observed number of basepair mismatches between each metagenomic read and
ecach reference sequence. These latter approaches then aim to decode strains on a gene-by-gene basis, by
inferring strains as a mixture of alleles. Both types of models will be interpretable by providing insights into
which loci or genes drive the decision process, which may be useful in postprocessing and interpretation of the
models. Furthermore, the models based on reads are designed to enable assignment of these reads to specific
strains. As a basis for the models both information on the per-locus nucleotide proportions as well as on the
mismatches between reads and reference sequences are required. First, I will describe the preprocessing by
which a curated database of core gene reference sequences for 4. baumannii was created. Then I will describe
the four models. Lastly, I will discuss the calibration of the models’ hyper-parameters on a tuning dataset of
simulated metagenomic samples as well as the performance of the best performing models on simulated test

datasets.

Notation

Throughout this chapter and Chapter IV various symbals will be introduced and a unified naming convention
will be useful. Sets are typed in calligraphic font (e.g. T) and the cardinality of a set is denoted in boldface
(e.g. T). Latin letters (e.g. T or ) represent variables of the models, and Greek capitals (e.g. A) input
data. Lastly, parameters are represented by lower case Greck letters (e.g. A). Often variables or data will
be indexed, for example as W, . Unless mentioned otherwise, the indices correspond to clements of the
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COTTES) sot indica the same letter e a e £ B). an operator 15 over mult sots
ponding indicated by th let (her Aand be B). If pe 1 ltiple

it 1z assumed to go over the Cartesian product of the sets. For example,

> Xap (3.1)

ac A beB

is the sum over entries of X p over all combinations of @ and b.

Reference Database

The models in the current chapter was build and tested on A. baumannii, whereas the next chapter also
considers other species. As for the tools compared in Chapter 11, the tool I develop here makes use of a
reforence database of assemblies (again also referred to as strains throughout). The reference assemblies for
A. baumannii were the same as in Chapter II, 1.e. the curated list of assemblies provided by Hernandez-
Gonzilez et al. 15!, For the present stage of model development, the total database of 1373 assemblies was
used, such that at this stage the 10% of assemblies excluded from the reference database in Chapter IT were
kopt in the database. For the validation of the full model deseribed in Chapter IV, the reduced database
is used again to enable an accurate evaluation and comparison to the other tools (see methods section in
Chapter IV).

Preprocessing

All four models work on single-copy core genes (SCCGs) extracted from the reference strains. This has
the benefit that duplicate genes can be excluded. Further, genomes can then be separated into core and
accessory, increasing interpretability. Duplicate genes would skew the observed abundances of reads in a
sample, hence complicating analyses. Additionally, core and accessory genes require different approaches,
as will be described below and in Chapter IV, due to the presence of accessory genes in only some of the
reforence strains. The developed method 1s based on SCCGs and as the tool developed here should be
easily expandable to new species or sets of reference strains used by any researcher an automated way of
generating core gene sets was required. To generate SCCGs, Prokka'®® was used with default options to
extract open reading frames (ORFs). From these, protein coding sequences, which all references to a gene
from here on refer to for ease of exposition, were extracted. Next, any gene that appeared more than once
in at least one strain was discarded to arrive at single copy genes. SCCGs were then determined as those
genes that appear in every strain. Next, each SCCG was aligned independently using MAFFT '?! (with
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options ——auto ——inputorder —--nuc ——thread 10). Here, alignment was done in a reference free manner
between the sequences extracted from the reference database assemblies. This resulted in 38 SCCG MSAs.
All other 1269 single copy genes were classified as accessory. Further, 366 singletons (genes only appearing
in one strain) were identified. The histogram of the number of strains genes appear in can be seen in Figure
3.1. Notably, another option for identifying gene sets is presented by using Panaroo "2, a tool for generating
the pangenome of a species. Panaroo also provides identification alignments for core and accessory genes.
Panaroo’s gene identification step also involves Prokka, followed by clustering of the genes using CD-hit 1%,
However, creating a pangenome in the first place requires considerable resources and may not be feasible for
reforence databases of arbitrary size. Hence, this option was not further pursued for this part of method

development, but may be a promising approach in future work.

Next, the reference strains were clustered. rHierBAPS'™ was used for clustering of the strains using the
sequences of the extracted SCCGs. rHierBAPS aims to identify subpopulations in a set of sequences under
the assumption of the existence of subpopulations with distinet allele frequencies. Its clustering algorithm is
based on distinet alleles found in the set of sequences provided (here, the SCCGs of the reference assemblies)
on the basis of which the sequences are clustered into a number of clusters, where an upper limit for the
number clusters s a parameter for the software (set to 20). The clustering was performed to evaluate the
models’ performance at lower levels of taxonomic resolution and because one of the models below works on

a cluster basis rather than an 1solate basis.
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Figure 3.1: Histogram of number of strains genes were found in.
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MNucleotide proportion based Models

For the first class of models, metagenomic reads are assigned to the SCCGs using Bowtie2 1%% (a tool that al-
lows fast alipnment of sequences against many large reference sequences; options used were ——local —-no-—unal
——no-hd —no-sq —f), allowing only one match per read. The —f option takes fasta files as query sequences,
henee the fastq files were converted to fasta files. This was done as only perfect matches between the reads
and the SCCGs were allowed, which is unlikely to occur due to a random sequencing error. The MAPQ
score was not considered at this stage, as the simulated data used for model validation generally shows very
high quality scores and working with fasta files will likely reduce processing time during model development.
For analyzing real metagenomic data the quality scores can be utilized during the alignment process with
Bowtic2. All reads perfectly matching an SCCG are then added to the MSA of the respective gene created
from the reference database assemblies using MAFFT (—addfragments option). Only completely matching
reads are used to avoid misidentification of sequencing errors as SNPs. Note that mismatches may also be
due to actual sequence variation, and sequencing errors could be balanced by correct reads with sufficient
depth of coverage. Hence, one may want to include non-perfect matches. The need to include higher number
of mismatches likely also depends on the environment under investigation, the species under consideration
and our prior believe about the similarity of the strains in a sample to our available reference database. This
will be addressed in future research. Based on the added reads in the MSAs the nucleotide-by-locus matrix
¥ was created. Each entry ¥; , for nucleotide n € A at locus [ € £ is the proportion of reads having that
nucleotide at that locus in the MSA. Here, N is the set of nucleotides {A T ,G,C} and L is the set of all
loci across all SCCGs. Lastly, only those loct were considered that vary within the reference strains’ SCCGs
to reduce the model size and as these will be the only loci which provide information to the models. All

positions with a coverage below i were also removed.

I developed two models which estimate strains by minimizing the deviation from the observed nucleotide
frequencies ¥. The MILPs developed for this purpose (as all others presented in this thesis) were implemented
in CPLEX 22.1. The underlying assumption in these models is that the frequency at which we sample each
nucleotide at each locus in the core genome 1s approcimately equal to the total relative abundances of the
strains in the samples that carry that nucleotide at that locus. Here, the constraint of only considering core
genes becomes important, as this assumption can be violated by the inclusion of accessory genes (Figure 3.2).

A similar argument can be made for duplicate genes.
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Figure 3.2: Ilustration of how genes not shared between strains can skew the observed nucleotide proportions.
The last six loci (here assumed to represent an accessory gene) are only present in strain B (actual nucleotides only
illustrative). This leads to all of these loci being observed at a proportion of 1.0, even though strain B is only present
at a relative abundance of 0.3.

Strain-Mixture Model

The first model using the nucleotide proportion matrix ¥ is the strain-mixture model. The goal of this
model i= to estimate a proportion Fs for each reference strain s € &, such that the resulting proportions of
the estimated strains’ nucleotides matches the observed proportions ¥ as closely as possible, while favoring
solutions with fewer strains having non-zero proportions. & is the set of all reference strains. An additional
piece of input data is & . ;, which is 1 if reference strain s € § carries nucleotide n € A at locus | € £ and
0 otherwise. & 1s extracted from the MSAs of the SCCGs. In the MILP formulation each P 15 a continuous
variable with P, € [0,1]. An optimal strain mixture for generating the observed nucleotide proportions can
be obtained by minimizing the difference between the estimated proportions of the nucleotides according
to the estimated strain proportions Py and their nucleotides ®; ; 5, and the observed nucleotide frequencies
®; n. This will generate a strain mixture whose nucleotide proportion matches the observed ones as closely

as possible. Formally, this means minimizing

. (3.2)

S o

lefneN

1‘I"i,r.l. - Z Psq}l,a,n
sES

where ) 1s the read coverage at locus . This factor was introduced to give more weight to positions that
are observed frequently, as these will likely carry more reliable information about the strain composition.

Additionally, to prevent overfitting and arrive at a solution with as fow strains as possible, the number of
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reference strains for which F; > 0 i3 minimized. To this end, a binary decision variable X, € {0, 1} is defined
and constrained via X; = F; for all s € & Including the sum over all X; in the objective function will

minimize the number of strains with a non-zero proportion. Formally, we minimize

Z X, (3.3)

BES

While this sparsity objective can be directly incorporated into the MILP formulation, Equation 3.2 needs to
be redefined due to the non-linear ahsolute value in its definition. To this end, decision variables I; ,, € [0,1]
for pe £,n € N are introduced. Then the constraints

-Di,ﬂ = "Irl,n - Z -Pa't"i,a,n
BES

-Di,ﬂ = Z -Pa't"i,s,n - "Irl,n
BES

are added to the model. The first part of the objective function is then

> D, (3.4)
(Im)elxN

Next, the objective function can be formed. The two parts of the ohjective function require to be weighted
in a sensible manner. To renormalize the added weight contributed by each €1, the factor ﬁ_l 1s introduced,
where () is the average coverage across all loci. Additionally, the factor L™! is introduced, effectively dividing
the sum over I n by the number of loci in the model. Then, a hyperparameter Ap can be introduced which
welghs the importance of the above part of the objective function relative to the sparsity, weighted itself by
Agz. Introducing A; is not strictly necessary, as only the ratio between the weights has an impact. I include
it here for consistency, as the models in Chapter IV also include a sparsity weight, but with more than one
other weight, and to make the model more easily adaptable (say, by setting A; = 0). The final objective

function 1s
A
}l-.a ZX.B + E Z ﬂIDi,nn {35}
8ES LQ (I m)eLxN
Lastly, the constraint
Y P=1 (3.6)
L=

will ensure that the relative abundances Fy indeed define a probability mass function. The complete formu-
lation then is



Methods 113

Strain-Mibxture Model

minimize ASZX3+L}L—E Y. b,

BES (I nyefxN
st. X,e{0,1},s€8
F,el0,1],s€S8
Dipe0llelLineN
X:=F,,se8

Dl,n = "I"I,ﬂ — Z an’l,.a,ﬂ:'i eL,ne N
BES
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Nucleotide-Mixture Model

The second model is the nucleotide-mixture model. Here, all reference strain sequences are discarded during
the MILP optimization. Instead, up to K novel strains are estimated (corresponding to the set of estimated
strains K with elements {1,2,..,K}) at proportions Py € [0,1] for k € K as sequences of SNPs. The
main difference between the strain-mixture and nucleotide-mixture models is how the nucleotide sequences
of the strains are estimated. In the strain mixture model, reference strains are estimated and the nucleotide
sequences of the estimated strains correspond exactly to the nucleotides of these reference strains. In contrast,
in the nucleotide-mixture model, the nucleotide sequences of the estimated strains are determined de novo
to best match the observed nucleotides. K is set beforchand as a parameter determining the masdmum
number of strains. In the model, each strain is defined as a sequence of binary variables ¥ . » € {0, 1}, where
Y1k n = 1 indicates that estimated strain k € K carries nucleotide n € A at locus [ € £, while ¥j 4, = 0
indicates that the strain does not carry that nucleotide at the locus. £ is the set of the positions in the
concatenated MSAs of the SCCGs, as in the strain-mixture model. As before ¥ should be matched as closely
as possible by the estimated strains, while having as fow strains as possible with a non-zero proportion.

Hence, the objective function should contain

1 (3.7)

> o
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kek



114 Chapter III. Core Genome based Strain Identification in Metagenomes

again minimizing the difference between the observed and estimated nucleotide proportion. In contrast
to the strain-mixture model, the nucleotides here are estimated de novo to match the observed nucleotide
proportions, whereas in the straip-mixture model the nucleotides were the ones that were carried by the
estimated reference strains. Here, P;®; ; , from the strain-mixture model is replaced by Zj ¢ n. Zjn € [0,1]
is a decision variable encoding the relative proportion of estimated strain k at locus 1 if the estimated strain
k carries nucleotide n at that locus. In order to make Z; p 5, fulfill this requirement a few new constraints
are required. First, Z;p n = Pp must be satisfied, 1.e. Zj 3 n needs to represent the estimated proportion of
strain k. This will be achieved by adding the constraints

Z Zign =P (3.8)
neN

forallk € Kl € £. Additionally, Z; ;. , > 0 should only be possible if the estimated strain k carries nucleotide
n at locus [ which is enforeed through
Yien=Zikn (3.9)

foralll € £,k € K,n € N. Now, all that is left is to ensure that cach estimated strain carries exactly one
nucleotide at each position, which is achieved through the constraint

Y Yign=1 (3.10)
neN

for alll € £,k € K. Then Equation 3.7 can be expressed as in the strain-mixture model via

Din=¥pn— Z Zikn
keX

Dy = Z Zign—Vin

ke
foralll € £,n € N and we can add
S Dy, (3.11)
(Imielx=N
as well as the sparsity objective
> X (3.12)

kekl
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to the objective function. Here, the X are constrained through
P = X (3.13)
for k € K. The objective function, weighted as in the strain-mixture model, then is

A
Ae D X+ ﬁ S D (3.14)
keS (Lm)eLxN

Lastly, the constraints 3, Fx = 1 are required again. Additionally,

Py, > P, (3.15)

is introduced for all k) € K, ks € K, k; > ka. These constraints break symmetries in the MILP, introduced by
the fact that the order of estimated strains k € K would be arbitrary otherwisze. Including them likely makes
the MILP easier to solve by excluding equivalent permutations of the decision variables’ values 1%, The final

formulation takes the form
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Nucleotide-Mixture Model

minimize ABZXH% Y. D

kES (I, mECxN

st. X,e{0,1},keS
Fre01,kes
Yignc {01} leLkeKineN
Zigne D1, leLkeKneN
Dine0i,lelineN
Xx =2 P, keSS
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neN

Yien = Zignl€ELEEK,nEN

Zzi,k,n=Pk1£E£1kEﬁC

neN
D> ‘Irl,n - Z zl,ﬁ:,mi eEL.ne N
kel
D> Z Zign—VindlelneN
kel
> p-
kesS

Pi, = Py k1 € K ko € K Ky > ki

Strain-Allele Model

Next, I describe the models working on a read instead of a nucleotide basis. The first of the two read based
models is the strain-allele model. Firstly, we need to define the input variables available to us. As before the
reads are aligned against the reference strains using Bowtie? and added to the MSAs of the different core
gones. From these MSAs, the number of mismatches between each read and each core gene allele (variant
carried by each of the strains) is extracted, generating the matrix A with entry Ay ; being the number of
nucleotide mizmatches between read r € R and reference strain = € & (or more specifically, the gene variant
carried by strain s). I also explored an alternative approach where, after assignment of a read to a core
gone using Bowtie2, each read is aligned separately to each strains core gene variant, using pairwise local

alignment with the following scores:
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o Match score: 1

¢ Mismatch score:

o Gap opening score: -500
s Gap extension score: -500
o Target gap end score: 0

e (Query gap end score: 0

The large negative gap-related scores were chosen to prevent the introduction of gaps, under the assumption
that due to the unlikeliness of a gap being introduced by a sequencing error, it is much more likely that
the read did not originate in the given strain. Hence, we can safoly disregard this potential read-strain
assignment (which was aimed for in this model). Similarly, read-strain pairs were excluded for which the
mismatch between read and strain exceeded a parameter dppr. The determination of this mismateh was
done following the alignment. Genes for which foewer than g reads are observed are also excluded.

The main MILP then aims to again estimate strain proportions and genetic make-up. As opposed to the
previous models, this is now done on a gene-by-gene basis and instead of estimating a proportion for every
reforence strain, up to K strains are estimated as a combination of core genes, where K i1s a parameter set a
priori. A further aim is to assign each read to a strain, which will be useful for downstream analysis. We can
rephrase these aims into decision variables we aim to estimate. Firstly, for each of the K estimated strains we
can define a proportion Fi € [0,1]. Secondly, let us define binary variables L, i ; which should take on the
value of 1 if the estimated strain & € K has the gene variant of reference strain s € § for gene g € G, with G
being the set of SCCGs. Lastly, we can encode read-strain assignments in the binary variables My 5, assigning
it 1 if read r € R 1= assigned to strain 5 € & To estimate these variables’ values three characteristics are

then minimized. Firstly, the read-strain mismatch is minimized, 1e.

1

TIE:

My s Ay g, (3.16)
T reR, 568

welghted by Ap. Intuitively, this quantity corresponds to the average mismatch between reads and strain
sequences based on the assignments of reads to strains via M,s and the corresponding mismatch Ay .
Minimizing this quantity will result in those M ; being assigned a value of 1 that will lead to the least total
mismatch, as only those entries of A contribute to the sum for which M, ; = 1 Secondly, a sequence of gene

variants for each estimated strain should be established by the model, where a gene variant is simply defined
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to be a unique sequence of nucleotides for the gene. A natural assumption is that for any estimated strain
there should be a reference strain that it resembles to some degree. Specifically, we can aim for a minimum
difference in gene variants from at least one reference strain. This can be formalized as finding the minimum
distance between the estimated strain and the reference strains across all reference strains. The first step in
integrating this demand into the MILP is to define the decision variables 2., as well as y, 3 for s € § and

k € I and to set up the constraints

g = (1 — éggchlk,g) — YLk

g > (1 - é%}h,k,g) — Y2k

g > (1 - é Z Ls,ﬁ:,g) — Usk

9€C
8
> vk =S-1,
=1

for all k € K. Here, 1 — énggLa,k,y 15 the percent of disagreement in gene variants between estimated
strain k and reference strain s, Le. a measure of how many of the alleles carried by the estimated strain are
also carried by the reference strain. Note that due to the last constraint exactly one ys 3 = 0, while all others
equal 1. y,j serves as strain selecting variable, constraining zp to be bigger or equal to 1 — é- EgEG Logg
for exactly the one strain s for which y; . = 0. For all other strains s, ys p = 0 and as 1 — é Egeﬂ Lapg=1
subtracting y, = 1 leads to a constraint for zp to be bigger or equal to at most 0, effectively not constraining

the variables zj. By adding
1
X >z, (3.17)

kel
welghted by Ag, to the objective function this will constrain exactly the ys & to 0 for which the difference of

the estimated strain k to the reference strain is minimal. Thus, we obtain the effective constraint
w>1— 4 S L (3.18)
k = G a.k,g- 5
g=d

This will enable the estimation of strains closely related to the reference strains.
Next, assume that the relative coverage of any gene by any strain is proportional to that strain's relative

abundance. We can use this to estimate strain proportions. We aim to minimize the deviation between

the estimated proportions of reads in a gene assigned to a particular allele and the total proportion of the
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estimated strains carrying that allele. We obtain the proportion of reads assigned to the gene variant of
strain s for a gene g as Wﬂ ErER, My s, where |Ry| is the cardinality of the set of reads Ry C R assigned to
gene g. To obtain the total proportion of the estimated strains carrying that allele we calculate 7, Yoz g-
Yo kg 15 the relative abundance of estimated strain & if it carries the gene variant of reference strain s for
gene g and () otherwise. We can then take the absolute deviation between these two quantities and minimize

the total deviation across all genes g € G and strains s € §

1 1
EZZ mg_J Z Mf,s_ Z-Y.B,k,g 1 {319}

gEG 2ES reERy kel

This part of the ohjective function is weighted by Ap. Importantly, Y5 i g still needs to be constrained within
the MILP. Specifically, it 15 desired that Y, 5 g = Ls g gFe. However, this is not linear. The linearization is
achieved by the constraints

Yirg = Fe
-Y.a,ic,g = La,ﬁ:,g

-Y.a,ic,g = Pﬁ: + La,k,g - L

Furthermore, we again need to linearize the absolute value by introducing the continuous decision variable

Dy s € [0,1] and constraining it by

1
Dg,.a = ﬁ Mr,a - Zn,k,g
9 rem, kEK
1
D, 8 = -Ya,k,g — T T8
kekl ngl reR

and then adding

1
a5 22 Das (3.20)
to the objective function.

Lastly, several constraints need to be included that guarantee that sensible solutions are obtained. Firstly,
introduce

Y P—1, (3.21)

kel
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as before to guarantee that the proportions sum to 1, as well as

Y M =1, (3.22)

BES

for each read, ensuring that each read is mapped uniquely to one gene variant. Similarly, including

S Logg=1 (3.23)

BES

for each estimated strain & and gene g ensures that only one gene variant is assigned for each gene and

estimated strain. Lastly, we can introduce constraints that break symmetries, 1.e.

Py < Prya, (3.24)

for 1 <<k < K — 1, ensuring that the strain proportions are weakly increasing. The complete model then is
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Strain-Allele Model

minimize

a.t.
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Computational limits and approaches for solving them

While the model is complete, a further step can be taken in its implementation to potentially reduce the

model complexity. Gene variants are not always unique for each strain. Hence, gene variants that are the
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same can be identified and grouped. Then, the mismatch can be determined relative to a gene variant
instead of a strain. Reads will therefore be assigned to gene variants. By simple reverse indexing we can
still implement the optimization for the minimum distance to any strain, while technically estimating a gene

variant sequence that has a smaller variant database.

Even with this improvement the strain allele models’ central limitation is its runtime. Many of the strain-
allele models did not converge within 72 hours of allotted runtime (see Results). For this reason, I pursued
multiple strategies to reduce the computational load by reducing the problem size. Most of these approaches
suffered from poor performance, either in accuracy or in runtime, and are hence only briefly mentioned. The
model variant that was included in the final comparison, the cluster-allele model, 1= laid out in the next

section. Besides this, I implemented the following variants.

One natural approach to reduce the problem size is to reduce the input size. 1 tried selecting a random
subsample of reads. Further, a model with a higher minimum per-gene coverage was implemented where
any gene was excluded that had fewer than half of the median coverage of all genes. Both approaches,
tosted separately or combined, did not result in high accuracy when reducing the input size sufficiently to
enable timely convergence. One approach that was implemented that did not result in high accuracy was to
randomly subsample a small set of reads many times over (with the number of reads between 10 and 100, to
guarantee low runtime) and to solve each model independently. Following this step, a final model would be
run, only keeping the 10 or 100 strains that appeared most often in a solution to the subsampled problems.
However, one can clearly see that this might not work for low proportion strains, as any subsample of reads
that is large enough will be dominated by the highest proportion strain. As this would suggest, the model
did not show high accuracy. Lastly, reducing the set of genes used was also considered. Here, 1 identified a
minimal (not necessarily unique) set of genes that can discriminate between all reference strains, as well as
a doubly identifying set, 1.e. one where the difference between any two strains is at least two gene variants.
Neither of these approaches showed promising results, nor did replacing the core genes by MLST loci.

Cluster- Allele Model

The last approach that was implemented to reduce the problem size was a reduction of the number of
reforence strains via clustering. In this model, the cluster-allele model, the strains in the reference database
were first clustered. For this, I applied rHierBAPS to the set of core gene MSAs, resulting in 10 clusters at
the highest level. 1 alternatively considered k-modes ' a variant of kemeans for clustering categorical data.

In k-modes the underlying difference between two data points are the Hamming Distance between them.
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For the present data, all core genes were concatenated. Based on this, the Hamming Distances between the
resulting strings was calculated. K-modes then proceeds by assigning each strain to one of a fixed number
of clusters. In each cluster the consensus sequence 15 determined (Le. the most common nucleotide at each
position; the mode) in the concatenated gene sequences. Then each strain is assigned to the cluster with
the closest consensus sequence. This process is repeated until the resulting clusters are stable. K-modes
has the potential advantage of specifying the number of clusters, adjusting the number of clusters according
to the computational resources available. At the same time however, the fixed number of clusters does
not necessarily represent a sensible clustering of the data, in contrast to rHierBAPS. The incorporation
of phylogenetic factors in tHierBAPS makes it a good choice, as the resulting clusters will be more easily
interpretable from a biological standpoint. If the cluster-allele model performs well, the resulting clusters
could then also be independently analyzed, given that read-strain assignments are generated, to arrive at
a higher taxonomic resolution. Complete hierarchical binary clustering using k-modes was also considered.
However, this model did not return reliable results and further would require 10 consecutive model runs to
arrive at a strain level resolution. Therefore, the focus was on the approach using the rHierBAPS clustering
with the plan to optimize the cluster-allele model fully if this imitial cluster model setup shows promising
performance compared to the other three model variants. To implement the cluster-based approach, read-
strain mismatches are first determined as for the strain-allele model. The model then uses the minimum
mismatch between a read and all the strains in a cluster as the cluster’s mismatch. The strains in the strain-
allele model formulation are then replaced by the clusters. To still be able to calculate the minimum distance
to any reference strain I created a map identifying each gene variant with the reference strains carrying it.
Besides this, the MILP formulation remains the same and is hence not repeated here.

Data Simulation

To tune the four models’ parameter settings I simulated three metagenomic sequencing datasets, one con-
taining only one reference strain, one containing two (at relative abundances of 70% and 30%), and one
containing three (at relative abundances of 50%, 30%, and 20%). Each dataset had a 10-fold total coverage
{coverage across all strains) assuming a genome length of four million basepairs (bp). To enable tuning of
the cluster-allele model T ensured that cach of the strains in a sample is in a different cluster as estimated
by RHierBAPS. Clusters were chosen at random and the strains were sampled randomly from the deter-
mined clusters. Additionally, to evaluate the performance of the best performing model variants, I created
a tost-set of 25 simulated datasets, again at a 10-fold total coverage, with 5 datasets cach for 1, 2, 3, 4,

and 5 constituent strains, respectively. Strains were chosen at random and relative abundances were drawn
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from a beta distribution 5(5,5) and normalized. This means that opposed to the initial three datasets, the
test-sot covers a wider range of numbers of strains as well as different relative abundance distributions of
these strains. To simulate each dataset, a random contig is first selected from the sampled reference strain,
where the sampling probability of each contig corresponds to the fraction of the genome length a contig’s
length constitutes. Based on the selected contigs, start position for a read of length 150bp within that con-
tig is selected uniformly at random. To generate the reverse reads the fragment length was sampled from
a normal distribution (Mean = 400, SD = 20). This process was repeated for each reference strain until
its' desired coverage was reached (total coverage times the relative abundance of the reference strain). To
assure realistic simulation, sequencing errors were generated based on the HiSeq2500L150 quality profiles
from ART*7. This approach was chosen, as opposed to using ART directly, as it enabled improved analyses
of outcomes and results during the development phase. For the models incorporating the accessory genome

(described in Chapter IV) I reverted to using ART to obtain representative results.

Metrics

To evaluate the models’ accuracy in the identification of strain clusters and relative abundances the cluster-
based Fl-scores and JSDs were caleulated, respectively. The estimated RHierBAPS clusters and their propor-
tions were obtained either directly from the models or by determining the cluster of origin of the estimated
strains (strain-mixture and strain-allele model) or the reference strains with the lowest SCCG hamming
distance to the estimated strains (nucleotide-mixture model) and those strains' clusters. To obtain the
cluster-wise proportions, the proportions of all strains from the same clusters are summed. Fl-scores and
JSDs were then calculated as in Chapter I1. Secondly, the 1-dimensional Wasserstein distance #4155 (WSD)
was used with a slight modification to Chapter 1. As the interest here is mainly in the core genome, I replaced
the mash distance by the hamming distance H(x,y) between the core gene sequences © and y. For whole
genomes, computing a hamming distance is not feasible, however as only the SCCG sequences for which we
have MSAs are compared here, computing the hamming distance is feasible and gives an exact measure of
the number of differing nucleotide positions.

WSD(v,w) = % ( Z H{(vg, gy }) (3.25)

Here, w was obtained from the estimated proportions and estimated reference strains (or the closest sequences
of the estimated strains for the nucleotide-mixture model) returned by the models. As the cluster-allele model

does not return reference strains no WSD was computed for it.
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Parameter Nucleotide-based Models Allele-based Models
Model Type Strain-mixture, Nucleotide-micture | Strain-Allele, Cluster-Allele
Ymin (Minimum coverage) 1,2, 5 1,10
Ap (weight of Equations 3.2, 3.7,
and 3.10) 0.1, 1, 10 1,10
Am (weight of Equation 3.16) N/A 1, 10, 100
Ad (weight of Equation 3.17) N/A 1,10
Omax N/A 1,3
: — From MSA,
Mismatch Determination N/A From individual alignment
Minimum zj N/A 1,0.9,0.5

Table 3.1: Parameter settings used for model tuning. All different combinations of the listed parameter settings
were used. Az = 1 (weight of the sparsity objective in Equations 3.3 and 3.12) and K = 3 (maximum number of
inferred strains) were used across models. Minimum z;, indicates that z, = 1, z, = 0.9, or 2, = 0.5 is added as a
constraint. Hence, the inferred strains’ allelic profile must match at reference strain to that percentage. As reminder,
Ap weighs the importance of minimizing the difference between observed and estimated nucleotide or read proportions
{depending on whether a nuclectide- or allele-based model is utilized), Am weighs the total mismatch between reads
and their assigned gene variant, and A; weighs the importance of the set of gene variants of the estimated strains
being close to at least one reference strain. Finally, mismatch determination refers to the alignment process used prior
to determination of the number of mismatches between reads and strain variants, with reads either being added to
the SCCGs MSAs, or reads being aligned individually to each gene variant via pairwise alignment.

Results

Each model was tested on the tuning datasets with each combination of the parameter settings listed in Table
3.1. 24 out of 36 nucleotide-based and 591 out of 1152 allele-based model variants did not complete for a 5%
gap and T2 hours of runtime. The corresponding allele-based models were excluded from further analysis.
The 24 nucleotide-based models that did not close the gap all corresponded to the nucleotide-mixture model
running on samples containing more than one strain. However, solutions with a gap higher than 5% were
generated and these are shown. The results of the tuning are shown in Figure 3.3. For evaluation of model
performance, each models” performance under each set of parameters was averaged across the three tuning
datasets. The strain-mixture model performs consistently across parameter settings and outperforms the
nucleotide-mixture and cluster-allele models. The strain-allele model has a wide spread of performances,
with the model under some parameter settings outperforming the strain-mixture model in both Fl-scores
and JSDs (Figure 3.3).

Based on these results, I further evaluated the strain-mixture models as well as the four variants of the
strain-allele model with an Fl-score above 0.90 (now with K = 5) on the test-data. Here, the strain-allele
models perform worse (WSD-mean = 0.026, Fl-mean = 0.53, JSD-mean = 0.29) compared to the strain-
mixture models (WSD-mean = 0.0020, Fl-mean = 0.86, JSD-mean — 0.084). Most of the strain-mixture

model variants models show a very similar performance (Figure 3.4A). For the best performing model variant
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Figure 3.3: Performance metrics of all model variants. Each model variants’ performance is averaged across samples
with 1, 2, and 3 strains and displayed by a dot. Boxplots show model performances grouped by their model type
(strain-mixture, nucleotide-mixture, cluster-allele, and strain-allele model; cluster-allele model not shown for WSD as
no assembly level inference is provided). Lines show median and whiskers show 1.5 times the interquartile range.

according to WSD (Ap = 10, 9yn = 1) a comparison of the WSDs to the expected WSDs was performed.
The expected WSDs was obtained by simulating 1000 random population pairs for each combination of one
to five strains in either population, similar as was done in Chapter II with the difference of the WSD being
computed via the hamming distances of the SCCGs. Specifically, between 1 and 5 assemblies were selected
to be part of either population, with equal relative abundances, and the WSD between the two populations
was computed using the hamming distance between the constituent strains SCCG sequences. This process
was repeated to obtain the distribution of expected WSDs. Here, the model shows significantly better
performance than expected by chance (Figure 3.4B; two-sided t-test, t = 3.39, p < 0,001, WS5Dotimated =
0.0019, 5Dcstsmated = 0.0016, WSDerperted = 0.004, SDerpecteq = 0.003). The ANI (average nucleotide
identity, a measure of whole genome similarity) between the estimated and the true strains in the samples is
alzo of interest, both for the SCCGs and for the whole genome. Hence, these ANIs were computed for the
best performing model. Figure 3.4C shows a comparison of the ANI between each estimated strain and the
true strain with the highest SCCG ANI to that estimated strain. For the SCCG ANI I simply counted all
differing positions in the SCCG MSAs, ie. computed the hamming distance. Whole genome ANI between
all pairs of reference strains was estimated using fast ANI %% with default settings. For whole genome ANI

two clusters of results can be ohserved. One of these, with the majority of 74% of estimated strains, still
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Figure 3.4: Figure presents results on the 25 test datasets for the strain mixture model. (A) Average performance
metrics of strain-mixture models with different parameter settings on the test dataset. A = Ap and ¢ = Ymin.
{B) Expected W5D from random populations with 1 to 5 strains each and estimated WSD obtained from the best
performing strain mixture model (Ap = 10, Ymin = 1). (C) ANI between estimated and true strains across all test
samples. Turquoise squares show all-to-all pairwise whole genome and SCCG ANI for all reference strains. Blue
triangles indicate ANIs between each estimated strain and the true strain with the highest SCCG ANI to that
estimated strain. Red dashed line indicates = = y. Histograms show the marginal distributions of the whole genome
and SCCG ANIz of the estimated strains.
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approximates the whole genome well, displaying a whole genome ANI above 99%. Additionally, SCCG ANI
again shows good identification of strains with 58% of estimated strains having an SCCG ANI above 99.9%,
and 31% above 99.99%. This analysis further serves to show that even among strains closely related in the
S8CCGs, whole genome variability can be big (Figure 3.4C).

Discussion

The strain-mixture model shows consistently good performance in the identification of strain clusters of A.
baumannii based on the species’ SCCGs. This approach clearly outperforms the other three models. When
considering models that aim to estimate the gene composition from scratch using reads, 1.0. the strain-allele
and cluster-allele model, the high computational resource requirements are the main hurdle. The need to
include all gene variants and strain combinations as variables in the model, with the additional overhead of
minimizing the distance to the reference strains, clearly exceeds reasonable computational resources and 1s not
practical. Owerall the performance of the nucleotide-mixture model is limited regarding strain identification.
This may be due to the fact that the gap could not be closed, and hence, no optimal solutions could be found,
or due to the data being too noisy to enable accurate estimation without the aid of a reference database. 1 also
derived a model which incorporates novel estimation of nucleotides but minimizes the distance to at least one
reforence strains. However, learning from the experiments similar issues as for the strain- and cluster-allele
models will be encountered, namely the large number of variables required to encode the minimum distance
to the reference strains. Specifically for every locus we will need to introduce at least as many variables as
there are reference strains, resulting in over LS additional variables. In contrast, the largest contribution of
any one set of decision variables in the nucleotide-mixture model 1s LKN, with N = 4 and K << S. Hence,

this model is not laid out in full here and not tested in practice.

Closer investigation of the strain-mixture model showed robustness against many parameter changes. Fur-
thermore, the WSDs of the estimated strain mixtures are significantly better than expected by chance. Ad-
ditionally, the estimates are consistently high in core genome similarity and, even considering whole genome
ANI, very closely related strains can often be identified. Nonetheless, a group of identifications with lower
whole genome ANI is observed. This is unsurprising given that only with a small proportion of the whole
genome was incorporated in the model. From the present experiments, it is hard to infer how the relatedness

betwoen strains in a sample impacts inference, as all strains in a sample were chosen from different clusters.

While an approach wholly based on core genes may not be as accurate as possible, it may still be valuable
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in practical applications. First of all, we have seen in Chapter 11 that even tools such as StrainSean or
StrainGE may not always deliver precise enough results at higher resolutions. Moreover, a frequent strategy
for constructing phylogenies, and one that can sometimes be more appropriate due to core genes being
less affected by recombination events, is to base them on core genes'". However, this strategy has been
under debate!®®. Nonetheless, core genome phylogenies have been shown to be robust to relatively high
recombination rates in bacterial species '™, In a similar vein one may want to imit the metagenomic analysis
to a set of genes that makes inferences comparable and interpretable. The strain-mixture model’s Acability
here 15 highlighted by the possibility to use any gene database. While an automated approach was aimed
for, researchers could instead use MLST genes for inference of MLST strain types or curated core genome
MLST schemes (an extension of MLST based on loci in core genes), simply by replacing the database strain
names by their strain type and the SCCG MSAs by MSAs of the MLST loci. Note here that MLST loci may
be duplicated in the genome of some strains, and future research should address this. This adaptahility to
different contexts and research aims that demand different information from a metagenomic analysis makes

the inferences of the strain-mixture model more readily implementable and interpretable.

Owerall, the presented results are promising and point to the applicability of the strain-mixture model. How-
ever, accuracy still can be improved and no information about the accessory genome is obtained. The latter
will be of interest in many cases. Hence, development of the strain-mixture model was continued by including
the accessory genome, described in the next chapter. A more thorough discussion of the contributions and
limitations of the present work, as well as promising avenues for future work and applications are deferred to
Chapter IV in an effort to avoid repetition.



130 Chapter III. Core Genome based Strain Identification in Metagenomes




Chapter 1V

Whole Genome based Strain
Identification in Metagenomes

‘The more we learn about the world, and the deeper our learning, the more conscious, specific, and arficulate
will be our knowledge of what we do not know, our knowledge of our ignorance.’

— Karl Popper

The models presented in Chapter I only consider the core genome. However, gaining information on the
accessory genome is essential, both for achieving competitive accuracy in strain level identification and for a
quantification of the content of the accessory genome of strains found in metagenomes. The latter will greatly
improve interpretability of the strain mixture estimations. While all of the tools in Chapter II consider the
whole genome, none of them enable identification of genes or coding sequences that are present in the
metagenomic strains, but potentially not in the identified reference strains (though StrainGE can identify
large deletions). The ability to identifying acquired genes is essential in determining the spread of these
genes and in tracking the evolution of a species across time and sample points. Additionally, k-mer based
approaches (such as StrainScan, StrainGE, or KrakenUniq) consider the whole genome but are potentially
hard to interpret. Here, I present two models that extend the strain-mixture model shown in Chapter IIT,
taking into account coding sequences found in the accessory genome. As in the previous chapter, the term
gene refers only to coding sequences in this chapter. The first model takes the accessory genome into account
during estimation of the reference strains in a sample and the other additionally has the ability to assign
genes that are known to be present in at least one reference strain to strains identified in a metagenomic
sample, even if the identified reference strain does not contain the given gene. I developed and evaluated the
models on a set of simulated metagenomic samples of A. baumannii. Additionally, I tested the final model
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variant on the same datasets as the other tools evaluated in Chapter 11, both for different species and complex

strain mocks. Finally, [ assess the ability of the model to recover coding sequences.

Methods

The main issue in conceptualizing a model that incorporates genes that are not present in 100% of reference
strains is that the relative abundances of these genes may be skewed. Take for example a sample that
contains two strains only one of which carries a certain gene. Then, if we were to estimate two strains the
true solution could only explain that proportion of the gene equivalent to the proportion of the strain carrying
it. For example, if two strains were present at 70% and 30%, respectively, we would estimate any nucleotide
in a gene carried only by the second strain at a proportion of only 0.3 in the accessory gene even though
the observed proportion is 1.0 (as only the one strain carries the gene; Figure 3.2). Hence, we could incur
significant errors under the previous formulation. There are multiple approaches to deal with this in order
to incorporate the accessory genome after all. First of all, we can simply ignore the above consideration and
apply the strain-mixture model to genes not present in 100% of reference strains. If we choose not to include
all genes, but only those present in more than X% of the reference strains, where X is large, say above
05%, then in most cases our approach could still work. However, this will greatly increase the computational
demands and including all of the genome is unlikely to be successful. Furthermore, we would still have
to contend with potential inaccuracies of the nucleotide proportions. Other approaches can be taken that
promise higher accuracy while not increasing the problem size as much. These approaches work on a gene-
by-gene basis instead of on a nucleotide basis. Importantly, the nucleotide-based approach for the core-genes
is still a central part of the models. While promising greater accuracy (as seen in comparison to the allele-
based models) keeping the nucleotide-based approach for the core genome further enables the identification
of SNP=s and is beneficial in inferring phylogenies down the line when these are based on the assumption of
neutral evolution, more likely to be found in the core genome of a species as these genes are likely under
stabilizing selection due to their apparent necessity in all members of a species. Indeed, research suggoests
that core genes are regularly expressed and conserved ! which is not necessarily true for all genes. Including
the accessory genome separately will enable a more fine-grained analysis of the properties presented by the
identified strains and the ancestry of different parts of their genomes. [ again introduce two new models,
at different levels of complexity. For ease of reference, 1 call these the accessory-presence model and the
accessory-proportion model. While extending to non-core genes, [ still only considered single-copy genes to
preserve the accuracy of any abundance information obtained from the metagenomic data. In this chapter,
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I start out by describing the assemblies for A. baumannii used in database creation, which is the same as
in Chapter II. As in Chapter III, A. bauwmann#i was used as example species during model development.
However, in this chapter, I also evaluate the model on other species (the same as in Chapter IT) and therefore
a separate database for every species is required. Hence, T also describe the assemblies used for the database
creation of E. coli, M. fuberculosis, and L. monocytogenes. Then I will describe some adaptations of the
preprocessing pipeline from Chapter 111, also describing the new reference database underlying the model for
A. baumannii. Then, I will describe the databases for the other species. Finally, T will lay out the two model
extensions | developed. These will then first be applied to a new dataset of simulated metagenomic samples
created from A. baumannii assemblies, after which an application to the other species is performed on the
same databases and simulated datasets for each species as for Chapter I1.

Assemblies underlying Reference Database Construction

For all four species, the same assemblies as in Chapter I were used. 1 lay out the basic properties here again

for ease of reference.

A. baumannii

The curated dataset of 1473 assemblies by Hernandez-Gonzilez et al. 13! was used again. Here, 100 assemblies
were excluded based on the assembly statistics and another 10% of the total database were excluded to
again create samples from strains that are not in the reference database. This final reference database then
contained 1240 assemblies. As before the total and reference databases were independently clustered at the
10-, 100-, and 500-cluster levels using complete linkage hierarchieal clustering for data generation and analysis
of results.

E. coli

For the E. coli dataset 74 of 4153 assemblies (Complete Genome level only) downloaded from the NCBI
database were excluded based on assembly statistics. A further 10% of the total database were excluded
when creating the reference database passed to the model, resulting in a final reference database consisting
of 3671 assemblies. Both the total and reference database were clustered using complete linkage hierarchical

clustering.
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M. tuberculosis

For the M. tuberculosis dataset 703 assemblies (Complete Genome and Chromosome level) were downloaded
from the NCBI database. 32 assemblies were excluded based on assembly statistics. A further 10% of the
total database were excluded to create the reference database, resulting in a final reference database consisting
of 607 assemblies. Both the total and reference database were clustered using complete linkage hierarchical

clustering.

L. monocytogenes

For the M. tuberculosis dataset the 1649 assemblies provided by my collaborator Alexander Gmeiner at the
Toechnical University of Denmark were used. 42 assemblies were excluded based on assembly statistics. A
Further 10% of the total database were excluded to create the reference database, resulting in a final reference
database consisting of 1446 assemblies. Both the total and reference database were elustered using complete
linkage hierarchical clustering.

Preprocessing and Database Creation

Beyond just expanding the strain-mixture model, I further re-evaluated the preprocessing pipeline. To briefly
reiterate the procedure, Prokka was used on the reference database assemblies to identify coding sequences
{genes). Then, single copy genes were identified and for each gene a MSA was performed using MAFFT to
generate the gene MSAs. In contrast to Chapter 111, we now proceed like this for all found single copy genes,

not just the core genes, keeping track which of the genes are core genes and which accessory genes. Following
this gene database creation, metagenomic reads are aligned against the gone MSAs using Bowtie2.

Firstly, manual inspection revealed that for some genes Prokka did not return the whole gene sequence carried
by a strain in all reference strains, or identified genes that should not have been identified. Hence, T lowered
the e-value (expected number of alignments by chance with at least as good an alignment score as the found
alignment) used in the BLAST %€ (a widely used local alignment tool that enables quick local alignments of
a sequence against a large datahase of reference sequences) search Prokka applies to 1070, This reduced the
overall number of called genes, where the term genes again refors to known coding sequences, but noticeably
increased the quality of the called genes and the resulting MSAs. Naturally, this further changed the number
of core and non-core genes identified. With the adapted e-value 97 single-copy core genes and 759 single-copy

accessory genes were identified. Of the 759 accessory genes 319 genes occurred in more than 95% of strains.
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The higher mumber of core genes identified with the lower e-value even though in total fower genes were
identified 1s likely due to the fact that fower erroncous gene calls lead to fower core genes being identified as

duplicate.

Next, I re-examined the alignments produced using Bowtie2. Here, a surprisingly large number of alignments
differed in the reported number of matches from the actual number of matches upon individual inspection.
Hence, reads were included in the analysis that should have been discarded due to their large divergence from
the reference strains. To address this each aligned read was quality controlled following its addition to the
MSA. The Hamming distance to all strains was determined and if all strains had a distance above 1 to the
read it was excluded.

Lastly, I also addressed the possibility of using Panaroo for the identification of the gene pool of the reference
strains. Panaroo iz a tool that enables the creation of the pangenome of a prokaryotic species, promising
accurate annotations of genomes. Panaroo identifies ORFs using Prokka and then clusters the resulting
sequences using CD-hit (a tool for fast clustering of nucleotide sequences) with a 0.9 minimum identity
threshold. This is followed by the creation of an MSA using MAFFT. The central difference here is the
usage of CD-hit, which enables both the clustering of highly similar gene sequences, even when they were
called with different identities or as duplicates, as well as the exclusion of genes that show high differences
to other genes even though they were called as the same gene by Prokka. Gene groups with more than one
sequence for at least one reference strain were excluded (equivalent to removal of duplicate genes). This
procedure resulted in a larger database consisting of 15853 genes, 854 of which occurred in more than 95%
of strains and 306 of which were found in 100%. However, for many simulated datasets (see below for details
on data simulation), this approach generated a database that was too large to enable convergence of the
accessory-proportion model (described below) within the maximum allotted runtime of 72 hours. 1 further
attempted to remove genes that were only called as unidentified open reading frames. This resulted in the
removal of 2631 genes. The resulting database contained 467 genes occurring in more than 95% of strains
and 106 occurring in 100%. However, the models using this reduced database still did not complete for two
samples, even while delivering highly accurate results (at assembly level for completed models computed as
in Chapter II: F1 =092, JSD = 0.049, WSD = 0.00055). Hence, using Panaroo for database construction
was not deemed practical. Another possibility is to adapt the steps taken by Panaroo, 1.e. to identify ORF=
using Prokka and then performing a clustering via CD-Hit, but using a higher clustering threshold. This
would likely result in fewer gene clusters present in all reference strains than using Panaroo, yet still in more
gene clusters of high similarity than using just Prokka, but is left for future research.
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Database generation

Next, I will describe the four databases that were created, one each for A. baumannii, E. coli, M. tuberculosis,

and L. monocytogenes.

A. baumannii

The final database for A. baumannii contained 759 single-copy accessory genes and 97 single-copy core genes.
The distribution of the genes across number of strains is shown in Figure 4.1. A clear u-shape can be observed,
with 156 singletons. Owerall, 319 genes occurred in more than 95% of strains.
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Figure 4.1: Number of assemblies/strains genes occur in for each species. Histogram use 100 bins each. Hence,
the first and last bar do not necessarily represent the number of genes present in only one or all strains. A clear
distinction between the distributions can be observed, with M. fuberculosis and L. monocytogenes showing a much
higher number of genes shared across many or all strains and only few singletons compared to A. baumannii and E.
coli. Total gene numbers were similar across all species besides M. tuberculosis for which fewer genes were identified
(A. boumannii: 856; E. coli: 1066; M. tuberculosis: 571; L. monocytogenes: 933).

E. coli

For E. eoli, applying the above approach resulted in only 4 single-copy core genes being identified. There
i1s a high chance that this number of core genes is insufficient for accurate inference. This prompted to a
re-investigate of the reference strains (following up on the quality control in Chapter IT). All-to-all pairwise
MASH distances were calculated for each species and for each strain the mean MASH distance to all other
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strains was computed (Figure 4.2).! This analysis reveals that 20 of the E. coli strains have a mean MASH
distance above 0.05 (roughly equivalent to 1 — ANT, and hence, usable as a species cutoff). Therefore, these
strains may be very unrelated to the rest of the reference strains and may not share many genes with the
other strains. This led to the exclusion of these 20 strains, followed by a recomputation of the genome
content of E. coli. However, this still only resulted in 5 core genes being identified. There are two possible
reasons for observing such a low number of core genes. The first reason simply lies in the number of genomes
(3671 genomes in total). As I show for A. baumannii below (Figure 4.5), the size of the core genome shrinks
continuously the more strains are included. The second reason is that E. coli is a highly variable species.
This high variability will likely lead to less overlap in gene content compared to less variable species. One
way to address this issue is to reduce the number of strains included in the database preparation, either
focusing on a single monophyletic group of strains, or clustering the database and choosing a strain from
ecach cluster. Here, the second option was chosen. The E. eoli reference database was down-sampled as
was done for StrainScan (to obtain comparable results), 1.e. by sclecting 895 of the reference strains using
complete-linkage hierarchical clustering. The aim 1= to retain much of the diversity of E. coli, but arrive at
a larger core gene set. A total of 34 core genes and 1022 accessory genes were obtained, which was used
as the final database. This number of core genes is still much lower than for either A. baumannii or L.
monocytogenes even though both species’ reference databases contained more strains. This further adds to
the notion of high variability within E. eoli strains, but could notably also point to higher number of duplicate
genes, Le. the low number of core genes could also be explained by many genes being present at least twice
in at least two assemblies. Indeed, when considering coding sequences that were found multiple times the
core genome size was 334 genes (with 3494 accessory genes identified), suggesting that gene duplication is an
important factor. Incorporating duplicate genes will therefore be a focus of future research. The distribution

of the number of strains genes are found in is shown in Figure 4.1.

M. tuberculosis

For M. tuberculosis 228 single-copy core genes and 343 single-copy accessory genes were identified. The
distribution of the number of strains containing genes is shown in Figure 4.1. 497 genes occurred in more

than 95% of strains and 29 singletons were identified.

1Note also that the pattern of average MASH distances recapitulates our stipulations from Chapter I1, in particular regarding
the very low average MASH distances of M. fuberculosis.
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Figure 4.2: Average Mash distances of strains from all other strains in the species for the four analvzed species.
L. monocytogenes

A total of 933 coding sequences and 647 core genes were extracted for L. monocytogenes. An attempt to run
the model with this number of genes exceeded our computational imitations, with no convergence within 72
hours. Hence, it was necessary to reduce the core genome size. A subset of 90 genes was selected. First, the
100 genes with the most variable positions in their MSAs woere identified. However, the 10 genes with the
most variable positions were excluded, as these were clear outliers suggesting potentially inconsistent gene
calling by Prokka. This resulted in a final subsect of 90 genes. In total, 799 genes occurred in at least 95% of
strains, and only 29 singletons were identified. The distribution of the number of strains genes appear in is
shown in Figure 4.1. Similar to M. fuberculosis, most identified genes occur in almost all or all strains, with

a clear u-shape of the distribution and relatively fow genes being unique to only a fow or one strain.

A ccessory-Presence Model

In the first model, the accessory-presence model, only the presence or absence of accessory genes in both the
metagenomic samples and the reference strains is considered. To achieve this, we can introduce the vector
I'. Each entry I'y is 1 if at least one metagenomic read originating in gene g € G is observed and 0 otherwise.
Here, G is the set of the accessory genes only. Whether or not a core gene 1s ohserved gives no information
to the model, as all reference strains will carry this gene. To obtain I' the same Bowtie? alignment as before
was performed and reads that did not have a perfect CIGAR (Compact Idiosyneratic Gapped Alipnment
Report) wore filtered out. A CIGAR is a combination of numbers and letters summarizing the alignment of
two sequences. A number indicating the number of positions 1= followed by a letter indicating the type of
alignment for these positions. For example, a CIGAR of 4AM1510M would indicate that the first four positions
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of the alignment are matches, followed by a single substitution, and then another 10 matches. Additionally,
we can define a gene presence-absence matrix for the reference strains A. Here, A; 4 15 1 if reference strain
s carries gene g and 0 otherwise. This will enable the minimization of the difference between the genes
we observe and the ones we do not observe and whether or not they are present in the estimated reference

strains. For each accessory gene this difference 15

Z |X.aﬁa,§ _FQI? (4.1)
BES

where X, is again the decision variable indicating whether strain s has a non-zero proportion. The issue
into which we run here is that it is possible that 3" < X:As g > 1. This would be the case if two or more
estimated strains carry the gene g and are estimated to be present in the sample. To resolve this problem,
let us define the decision variable V; € {0,1} that takes on the value 1 if at least one strain is both present
in the estimation (X = 1) and carries gene g (As g = 1). To this end, Vy is constrained by

Vg = XSH"NSl A4

Vg :_:\' XSQJ'LSLQ

I"'I-EI' = Xssﬁss.ﬂ

V<Y Xolag,

BES

where the last line ensures that if none of the reference strains carrying a gene is estimated with a non-zero
proportion then V, must also be 0. 5, is simply a unique way of indexing the strains in arbitrary order. The
following is then added to the ohjective function

> IVg—Tgl. (4.2)

g0

Due to the absolute value we again need to redefine this summation. Given that I'y is a constant we can
make the following consideration. If I'y = 0, then the above expression will evaluate to V. On the other
hand, if I'y = 1, then the above expression evaluates to 1 — V. Hence, for genes where I'y = 0, we can add

Z Vy (4.3)

gEGAT ;=D
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to the objective function, as well as
Y 1-V, (4.4)

geEGAT =1
for genes where I'y = 1. Both of these new ohjective function parts are weighted by A,/G. Lastly, the
variables X; are not constrained above, Le. they are free to attain the value 1, only adding a cost to the
objective function. Hence, if a gene is required to be present then X, for a strain s carrying that gene could
just be estimated at 1 with P being a very small, but non-zero, proportion. To prevent this from happening
the constraints

F, = X, -0595

are introduced for all strains & € 8. This family of constraints will impose a minimum proportion of 5% for
any strain. The threshold can naturally be adapted to assumptions about the data analyzed, though more
than 20 distingunishable strains in one sample are unlikely to occur. Furthermore, these constraints may be
unnecessary, given the constraint on sparsity. However, adding the constraints introduces little computational
overhead. Hence, it is kept in the final formulation. The complete model can be formulated as
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Accossory-Presence Model

minimize Zxﬁﬁ >, UDin+d DY Vot Y (1-V)

2ES (ImielxN QEGAT ;=0 gEGAT ;=1

st. X,e{0,1},se8
F,e[01],se8
Dinel01,leLineN
Voe {01}, g &
X.>P,se8
P, =X, 095,38

Dyn = 0¥ q — Z Fedbisn,leline N

BES
Din = Z Fobyon—0lnlelone N
BES
Y P=1

BES

Vo= Xahsg0€G,5€8

Vg = ZXaﬁa,gag =
BES

A ccessory-Proportion Model

The above formulation may work well when estimating the presence or absence of exact reference strains in a
metagenomic sample. However, in many cases, a metagenomic sample might contain a strain that is closely
related to a reference strain, but has acquired accessory genes that are not present in the reference strain. To
address this, I introduce the accessory-proportion model. First, let A, g be replaced by the decision variables
Tsy € {0,1}. Then, to capture the presence of genes in the reference strains, we can constrain these new
variables by

Tog > Asg (45)

for all = £ &, g € G. The accessory model part presented here only considers accessory genes, such that G is

the set of the accessory genes only. However, we do not need constraints when A, g = 0 and can therefore
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drop these. Additionally, the following can be added to the objective function

Y ) T (4.6)

#eS ged

The sum is weighted by A;. The above objective prevents any Ts g from being assigned 1 unnecessarily.
Simply replacing A; g with T g in the previous model (Equation 4.1) to obtain gene presence will not work,
due to the non-linearity introduced by the multiplication with the decision variable X ;. To resolve this issue,

let us introduce the additional decision variables H; g € {0, 1} which are constrained via
RegoTog+Xs—1 (4.7)

for all s € &, g € G. These variables are constrained to 1 if T, ; and X, are both 1, i.e. when strain s is
estimated as present in the sample and estimated to carry gene g. To constrain them to 0 otherwise we add

the constraints

RB,Q 5 Tﬂ,g

R.g < X..

Naturally, we only need to define these constraints for gene-strain combinations where Az g = 0. For Ay y =1,

we have T; g = 1, and hence, the above constraints simplify to

A remaining issue in this formulation is that the assignment of a gene to any strain 1= independent of
proportions, and therefore, arbitrary. To address this, let us first take a look at the per-gene coverage of all
genes. In particular, we can consider the coverage of the core genes, which we can assume to be, on average,
equal to the sum of the individual frequencies of the constituent strains. Then, take the coverage of each
non-core gene relative to its length (in bp) compared to the average core gene length and divide it by the mean
coverage of core genes to arrive at the relative abundance of each non core gene A, € [0, 1], which will reflect
the relative abundance of that gene among the expected total coverage of all strains. For example, consider
again a gene carried only by one strain with a 0.3 relative abundance. Then, if we observe a total species
wide coverage (or equivalently, a core genome coverage) of 10, we would expect the accessory gene to have
a coverage of 3. We would then assign Ay = 0.3 for the accessory gene. In this manner, if we estimate the

strain in question at a relative abundance of 0.3, we would get a difference of zero to the observed accessory



Methods 143

gene proportion, as desired. To achieve this, a decision variable for each gene-strain combination is required
that is equal to the proportion of strain s € § (F;) ¥ X; = 1 and T, 3 = 1. R,y has already been defined.
With this in mind, we can define H, ; € [0,1] and add the following constraints

H.a,g < Ra,g
H.a,g < F

Hyg> P+ Rog—1

forall s € §, g € G. Hence, H; g will be zero if either strain s has a ero proportion or if the strain does not
carry gene g. H, ; will be equal to F, otherwise. Now we can add

>

gEG

(4.8)

Ag — ZHH,Q
BES

to the objective function instead of the gene presence-absence objective in Equation 4.2. This then gives us
the deviation between the observed frequencies of the accessory genes and the estimated frequencies based
on Ts g and Ps, which is minimized. Again, we need to redefine the above due to the absolute value as

I;g>A,—) Hag
3ES

I;>) Hyg— A
BES

with the new decision variables I; € [0,1]. Finally, add

¥ A (4.9)

ged

to the objective function, weighted by A;. This gives us a complete model able to estimate known reference
strains with the addition of as few as possible non-core genes not present in these reference strains. Addi-
tionally, by the simplification of working on a gene level for the accessory genes, computational complesxaty
that would be introduced by having to consider each of the base loci in the accessory genome is avoided.
Lastly, a minimum strain proportion is introduced, as in the accessory-presence model. The complete model
takes the form



144 Chapter IV. Whole Genome based Strain Identification in Metagenomes

Acceossory-Proportion Model

minimize }LSZXH+% > ﬂgﬂ,,ﬂ+%ZIg+% Y T

sES (Lu)eLx=N 9<@ 8ES,060.Ma,g=0
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Dinel01,leLineN
Tog€{0,1},s€8,9€G Ay g=10
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Y P=1

BES
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P,>X,—095s€c8

DL'I't > EI"IIILH - Z Pa'I'i,s,mi = J'::a, neN
BES

Dipn>) Padbron— 0¥ lelineN
BES

Ryg2>Tog+Xs—1,5€5,9€G, e g=0
Ryg<T59,8€8,0€EG, Apg=0
Rog<X;,5€8,g€G,Apg=0
Ryg=Xs,3€8,9€G, Apg=1
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BES
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Minimum Evidence for Identification

As last step in malking the models applicable to metagenomic samples we need to define a cutoff for the
minimum evidence required to identify a species as present. Currently, the models will deliver an estimate
even if only a single read alignment 1= found. We can utilize the assumption that we need sufficient coverage
for a confident identification. If the average core gene coverage falls below a pre-set threshold for which 1
chose (.1 bases per nucleotide, the species is considered absent.

Read Assignment following Strain Identification

Whereas for single strain samples inferring SNPs could be fairly straightforward (considering observed SNPs=
and sequencing error probability), this is not the case for samples containing multiple strains. To lay a
foundation for SNP assignment (as well as other post-processing steps) a model for assigning the metagenomic
reads to the inferred strains was developed. For unambiguous reads (i.e. those mapping to one strain uniquely)
this 1z again easy. For other reads we need to rely on the relative abundance estimate. However, we can
utilize a simplified version of the strain-allele model from Chapter IT1. The aim is to assign reads to strains
within one gene at a time. First, let us introduce a binary variable M » for all estimated strains s and reads
r. The fraction of reads assigned to a strain should be as close as possible to the strains proportions (now
given as data) F;. Note that for genes not estimated to be present in all strains, we need to modify P; by
rescaling it to the total proportion of all strains carrying the gene we are currently investigating. Call R the
total number of reads assigned to gene g. Then we got the objective function part

>

BES

: (4.10)

1
Ps—ﬁz M.a,r
reR’

where & 1s now the set of estimated strains and R is the set of reads assigned to the gene of interest.
This objective minimizes the mismatch between the estimated strain proportion and the proportion of reads
assigned to that strain. To account for the number of mismatches between the reads and the strains, reads
are assigned to the strain with the minimum mismatch. The mismatch matrix E; » is assumed to be given,

calculated as for the strain-allele model. The number of mismatches can then be calculated as

Yy E,.M,,, (4.11)
reR, 88
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which is also part of the objective function. Additionally, the constraints

Y M,,=1 (4.12)

BES

for all r € R prevent reads from being assigned to multiple strains. Further, restructuring the absolute value
in the ohjective function via introduction of a new decision variable Z; > 0 and introducing weight Ap, results

in the full model

Read to Strain Assignment model

minimize Am Y EarMar+Y | Zs

reR, 868 BES

st. Myr.e{0,1},se&reR

1
EBEPB_EZMS,T‘:.SES
reR

1
zazﬁzMa,r_ana'ES
reR

This method provides a set of reads for each strain as well as the strains’ reference sequence from which SNPs
can be estimated. This can be done by taking the reads for a given strain, aligning them to its core genes,

200,201

and using one of many popular SNP calling methods . Importantly, this feature was not evaluated on

simulated data, but will be a focus of future research.

Data Generation

The two models were again evaluated on simulated data. I generated 20 samples at 10-fold coverage with 5

samples each for 1, 2, 3, and 4 reference strains using ART with the same settings as in Chapter 11:

.fart_illumina -ss HS25 -sam -i -1 150 -p -m 600 -s 100

Strains were chosen such that they originated in different clusters at the 100-cluster level. First, n clusters
at the 100-cluster level were randomly sampled without replacement were n is the number of strains in the

sample. Then one strain from each cluster was chosen at random to be included in the data. All strains had
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equal relative abundances. The samples had an average of 130000 paired end reads (SD = 3800 paired end
reads).

The final model that performed best on the evaluation data above was further evaluated on the same dataset
as used in Chapter IT, 1.e. a total of 840 samples (for details sce Appendix Table A1), 210 for each species
among A. baumannii, E. coli, M. tuberculosis, and .. monocytogenes. For each species, 200 of the 210 samples
contained strains that were also in the reference database, while 10 samples consisted of strains that were
previously excluded from the reference database (see Chapter 1T for details). Additionally, the NIST dataset
was used again to evaluate the best performing model on mock metagenomic data. Using the same data as in
Chapter II enables in-depth analysis of performance, especially in species that were not included in the model
evaluation to determine the final model. Furthermore, it provides the opportunity to compare performance

to the two best performing published tocls, StrainScan and StrainGE.

Results

Model performance was evaluated using the cluster-based Fl-scores and JSDs as defined in Chapter IL
Additionally, a comparizon on the strain level was also performed, including the Fl-score, JSD), and WSD as
described in Chapter 1. The new models have some additional parameters that need to be determined and
a grid of different parameter values was explored. The parameter settings are shown in Table 4.1 and the
complete results are shown in Figure 4.3.2 While at a high-level clustering both accessory genome models
perform similarly and outperform the strain-mixture model, it is clear that the performance increase over
the strain-mixture model i1s highest at higher taxonomic resolutions. Furthermore, the accessory-proportion
model clearly outperforms the accessory-presence model at these higher taxonomie resolutions. Nonetheless,
the high performance of the strain-mixture model at low taxonomic resolution 1= notable, pointing towards
applicability in practical scenarios. Additionally, the variance in performance in each model across different

parameter settings is very small.

Following this first evaluation, the accessory-proportion implementation was modified such that the sparsity
objective for the number of genes represented the devised model accurately. The previous parameter settings
then led to low quality results. Specifically, the models largely overestimated the number of strains, using all

possible 20 strains (due to the constraint of P, = 0.05). This can be remedied by adapting the parameters

2For the accessory-proportion model, the sparsity objective for the number of accessory genes was improperly implemented.
However a recomputation for all parameter settings was not possible due to resource constraints. Instead parameter choices
were based on the theoretical considerations below, delivering similar performance to the accessory-proportion model as shown
in Figure 4.3 (see Figure 4.4).
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Parameter | Strain-Mixture Models | Presence- AbsenceModels | Accessory-Proportion Models
Ap (Weight for Equation 3.2) 1, 10, 100 1, 10, 100 1, 10, 100
Ay (Weight for Equations 4.3 and 4.4) N/a 0.01, 0.1, 1, 10 N/a
Ay (Weight for Equation 4.8) N/a N/a 001, 0.1, 1, 10
A (Weight for Equation 4.5) N/A N/A 0.1, 1, 10

Table 4.1: Parameter settings used for model tuning. A; = 1 (weight of the sparsity objetive) and g = 1
{minimum nuclectide coverage) were used across models. Ap is the weight for the objective minimizing the mismatch
in observed and estimated nucleotide proportions for the SCCGs. A, weighs the objective of matching as many gene
presence or absence observations as possible. A; is the weight that determines the importance of the deviation between
observed and estimated proportions of accessory genes in the optimization. Finally, A, is the weight corresponding to
the minimization of the number of genes estimated for the strains that are not carried by these strains in the database,
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Figure 4.3: Performance of the different tested models across different taxonomic resolutions (10, 100, and 500
cluster level as well as for the identification of individual assemblies) across all parameter settings. Assembly label
on x-axis indicates the analysis where recovery of unigue assembly genomes is considered. Each line shows the mean
performance averaged across all parameter settings for the corresponding model and samples. Shaded area shows the
055, confidence interval across parameter settings (i.e. each datapoint corresponds to the mean performance of the
model with one set of parameters across all 20 samples).

according to a few considerations. Firstly, observe that Iy (measuring the deviation between the observed and
estimated gene proportions) and T} ; (measuring the number of estimated genes not found in the estimated
reference strains) are interdependent. Specifically, if T, ; = 0 (possibly due to a high weight A;) for all strains
of a gene, then Iy = 0 for all genes ohserved and I; = 0 for all genes not observed. Given that Ty, = 1
if a reference strain carries a given gene, these T} ; are forced to be one. Hence, a high weight on A; will
favor estimating many strains to explain potentially spurious genes found. Secondly, the objective function
part including T ; showed a very high value after optimization. This indicates that the most influential
objective is to reduce Ty ;. While one may think that a large number of estimated strains will lead to a
higher T}, 4, observation showed that the estimated strains originated from the same cluster, indicating high
genetic similarity, which minimizes the influence on Ty 4. PFurthermore, a constraint on Ty, was already
imposed implicitly. Specifically, if there are no or very foew reads observed for a given accessory gene then
the estimated proportion should be as close as possible to zero. This 15 true in particular if the number of

reads ohserved as fraction of the average core gene coverage is closer to zero than to the estimated strain
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abundance, though these are of course still interdependent during optimization. Hence, Ty ; = 0 15 optimal in
this situation and including T 4 in the objective function may not be necessary. Based on these observations,
Ay was set to 0, while the other weights were set to the values of one of the previously best performing models
(Ap = 10,A; = 1,A; = 0.01). For this models only one strain was estimated for each sample, indicating
that A, or A; is too high. Hence, A; was set to 0.1. This led to high performance (Figure 4.4). However,
the number of strains was still slightly underestimated. For samples containing 3 strains, one sample was
estimated as only containing 2 and for samples containing 4 strains all but one of the samples were estimated
to contain fewer than 4 strains. Hence, the model was rerun with A; = 0.01. The model with A, = 0.01

clearly outperforms the model with A; = 0.1 on all metrics (Figure 4.4).
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Figure 4.4: Performance characteristics of accessorv-proportion models with A; = 0.01 and A; = 0.1. Shown are
Fl-scores (A-D), and J5Ds (E-H) at the different levels of clustering (10 clusters, 100 clusters, 500 clusters, and
assemblies, i.e. no clustering). WSD at the assembly level is shown in (J). For the boxplots, line indicates median,
edges of box the 25% and 75% quartile, and whiskers extend to include the datapoint furthest from the median that
is within 1.5 times the interquartile range. Dots are outliers. (I) shows the difference between the estimated number
of straing versus the true number of strains in the samples. Size of diamonds indicates the count of how often the
difference is observed.

Following obtaining the above results, investigations were focused on the final accessory-proportion model
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(APM from hereon). As the number of reference strains is increased, the number of single copy core genes
present in 100% of strains will likely decrease for many or all species, which may indicate a dependence of
core genes on sampling. To confirm this for A. baumannii, the number of core genes from random subsets of
reference strains were determined (repeated 100 times for each subset size, subset sizes increased from 1 to
1371 in increments of 10). The results show that the rate of decline in the number of core genes decreases,
however, no complete leveling out is observed, even when including all available reference strains (Figure 4.5).
This further solidifies the conclusion that the identification of a gene as core gene depends on which assemblies
of the species are sampled. Hence, another model was tested, which was equivalent in its formulation to the
APM, but including genes present in more than 95% of strains in the core genome and implementing a linear
transition between the mucleotide and gene based portions of the model (see Appendix B for details and
other modifications that were considered). Evaluation of this model with the same parameter settings that
achieved the best results previously, Le. Ap = 10, A, = 0.01, Ay = 0.01, and A; = 0.0 resulted in 11 out of
20 samples not converging within the maximum runtime of 72 hours. Hence, this model was not further

considered.
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Figure 4.5: Mean number of SCCGs for different number of randomly sampled assemblies. Each number of assemblies
was sampled 100 times.
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Gene Content Recovery

Next, the ability of the APM for gene recovery was investigated. Specifically, which non-core coding sequences
identified at least once in the reference database strains does the APM identify as present or absent, and
do the coding sequences identified correspond well to the ones that are actually present in the strains in the
sample? As all of the samples were composed from strains among the reference strains ideally exactly the
genes of these strains would be called. For incorrectly identified strains we would then expect the genes not
present in those strains to be identified as present (Ts gy = 1), while we naturally may observe some false
positives due to the constraint T, 3 = 1 for genes g carried by strain 5. The Fl-score, precision, and recall for
gene recovery are shown in Figure 4.6 A. Near perfect recall is observed, with only one false negative. Further,
high precision is observed (Mean = 0.89, 5D = 0.015). The precision is slightly higher when only one strain
is contained in the sample (Figure 4.6D; Mean = 0.90, SD = 0.010), likely as the model was able to better
recover the actual strain in the sample (Figure 4.4). Notwithstanding the high recall, some false positive
gene calls are observed (Figure 4.6C). Given that the strains in question are contained among the reference
strains, ideally zero false positives would be observed and the perfect recall is not surprising. Due to this, the
analysis of gene recovery is repeated in the next section for samples composed of strains not in the reference
database and mock metagenomic data, which constitutes a much more stringent test. Investigation of the
per nucleotide coverage of the recovered genes (Figure 4.6B) shows clearly distinet distributions between true
and false positive gene calls. This implies that a minimum coverage threshold for calling a gene can be set,
depending on the requirements towards sensitivity and specificity.
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Figure 4.6: (A) Fl-score, precision, and recall for inferred gene content across samples. Recall is almost perfect,
resulting in low visibility of boxplot (line at 1). (B) Histogram of per nucleotide coverage for true positive and false
positive gene calls. (C) Number of true and false positive genes inferred by number of strains in the sample. (D)
F1-score by number of strains.
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Figure 4.7: (A) Histogram for true and false positive gene calls by gene variability, defined as the mean of all-
to-all pairwise hamming distances between strains. (B) Histogram of differences in gene variability from randomly
permuted genes. Line indicates the observed mean difference between variability in true and false positive gene calls.

The false positive identifications deserve further investigation. For a part of the false positive gene calls,
high coverage is observed (Figure 4.6B). Given that the data is only generated from strains in the reference
database, it 1= reasonable to hypothesize that these sequences are actually present in at least one of the
generating strains. Hence, the issue potentially lies with the gene calling using Prokka. One way to investigate
this is to look into the properties of the genes called as false or true positives. Varying the e-value for the
gene calling via Prokka is another option, which was explored for mock metagenomic data below. Here,
I chose to look into the variability of the called genes as proxy for likelihood to be called reliably from a
genome. Higher variability may indicate lower chance of being identified by Prokka as the same gene given
a low e-value. For each gene, all-to-all pairwise hamming distances between the strains gene variants were
calculated and the mean of these distances was used as the genes variability measure. When looking at
the genes called across all samples (non-uniquely, i.e. considering the same gene multiple times if it was
called multiple times as true or false positive) shows that false positively called genes generally show higher
variability (Figure 4.TA) supporting the hypothesis. To investigate statistical significance, a permutation test
with 10000 permutations was performed (Figure 4.7B). Each permutation randomly permutes the labels of the
date (here true positive or false positive). Then, the difference hetween groups can be taken. By performing
many such permutations, a null hypothesis distribution for the difference between groups is obtained against
which the actually observed difference between groups can be compared. This test showed the gene variability
to be significantly increased among false positive gene calls (5-g-level = 0.033, Observed Difference = 0.091).
Finally, 371 false positive gene calls representing singletons were observed (genes only present in one strain),
for which gene variability can naturally not be determined, but for which a similar conclusion may still hold.
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Runtime

An analysis was conducted to gain an msight into how the APM’s runtime scales with the input size. Here,
of the 97 SCCGs nine subsets of genes were created and the analysis was rerun with these subseta. Each of
these subsets represents a down-sampled core genome database of smaller size. The mine subsets consisted
of 10, 20, 30, 40, 50, 60, 70, 80, and 90 genes sampled randomly from the 97 total SCCGs. For each of these
subsets the APM was rerun on 10 of the simulated samples (one for each number of strains from one to five).
The total runtimes of the model depending on core genome size is shown in Figure 4.8. This analysis shows
that when the core genome database consists of only a few genes (10, 20, or 30) there is a large variability
in runtimes. However, for more genes, a clearer pattern is discernible, with runtimes slightly increasing with
more included core genes. Importantly, there is a significant jump in processing time when switching from
90 to 97 core genes. This may indicate that above 97 core genes this steep increase may persist, though this
1z hard to infer from the available data. Nonetheless, the very sudden increase in processing time is a notable

feature and deserves further imvestigation, which is left for future research.
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Figure 4.8: Processing times for different number of core genes in the reference database on a log base 2 scale.
For the boxplots, line indicates median, edges of box the 25% and 75% quartile, and whiskers extend to include the
datapoint furthest from the median that is within 1.5 times the interquartile range. Dots are ontliers. The blue line
indicates one hour and the red line ten hours.
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Evaluation on other species

Next, the final APM (7ymn = 1, Ap = 10, Az = 0.01, A; = 0.01, Ay = 0.0) was applied to the datasets described
in the benchmarking study of strain identification tools (Chapter IT). To reiterate briefly, 210 samples were
created for each species. 200 of the samples were created from strains that are also available to the APM
and the other tools in their respective reference databases. These samples varied in the number of strains
(1, 2, 3, or 4 strains), their coverage (1-, 5-, 10-, or 20-fold, with 1-fold coverage only tested for samples with
one strain), different strain relatedness (strains either all originating in one cluster or different clusters as
determined at the 100 cluster level), and different relative abundance profiles (either all strains had equal
relative abundance or one strain was picked at random to have 80% relative abundance while all other strains
had an equal share of the remaining 20% relative abundance). 10 of the samples were created from strains
that were not contained in the reference databases (the 10% excluded strains as described in the Methods in
Chapter IT). These samples were composed of either 1 or 2 strains, with equal relative abundance, originating
in different clusters, at a 10-fold coverage. Details of the samples can be found in Table Al. Performance was
compared to the results obtained for StrainScan and StrainGE in Chapter I1. Firstly, the core gene databases
were constructed for each species as described in the method section and the final number of identified core

and accessory genes are summarized again in Table 4.2,

Species | Number of core genes | Number of accessory genes
A. baumannii a7 662
E. coli 34 1022
M. tuberculosis 228 343
L. monocytogenes 90 286

Table 4.2: Number of core and accessory genes for the different analyzed species used in the final version of APM.

For the samples made up of strains contained in the reference database the APM showed competitive perfor-
mance (Figure 4.9). For A. baumannii, the APM shows a performance profile similar to StrainGE, and while
showing lower performance at high resolutions, outperforms StrainScan at low resolutions. Additionally, the
lowest WSD for A. bawmannii is observed using the APM. For E. coli, the APM shows similar performance
to StrainScan, while outperforming it on the WSD metric. StrainGE performs best for this species, not
considering the assembly level, where performance of all tools is close to equal. Next, when investigating M.
tuberculosis, slightly lower performance is observed for both Fl-scores and JSD at the lowest resolution of 10
clusters nusing the APM. However, for higher resolutions StrainGE is shightly outperformed. Lastly, inferences
on L. monocytogenes closely match the quality of StrainGE. When looking at the number of inferred strains,
a similar performance profile to StrainScan can be discerned (Figure 4.10). Owverall, the number of estimated

strains match the true number of strains slightly better than for StrainScan, however, generally sparser re-



Results

155

sults than would be optimal are still obtained. Further reducing the sparsity weight, or even removing it,

may improve the models performance. Testing this is left for future research, but the ability to adjust the

welght enables the adjustment of the model to a particular species.
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Figure 4.9: Fl-scores, J5Ds, and W5D for the APM, StrainScan, and StrainGE for the samples made up of strains
contained in the reference database. Shaded areas of lineplots indicate 95% confidence interval. For the boxplots, line
indicates median, edges of box the 253% and 75% quartile, and whiskers extend to include the datapoint furthest from
the median that is within 1.5 times the interquartile range. Dots are outliers. WSD for A. baumannii does not show
WSDs for StrainScan for samples which failed to run. Assemblies label on x-axis indicates assembly level analysis.
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Figure 4.10: Number of inferred strains versus true strains for StrainScan, StrainGE, and the APM on (A-D)
the samples made up of strains contained in the reference database and (E-H) the samples made up of strains not
contained in the reference database.

Establishing good performance for the samples made up of strains not contained in the reference database
is essential in validating the present model. Again, performance comparable to StrainGE and StrainScan is
observed overall (Figure 4.11A). For E. coli the APM has a highly reduced performance. The reasons for

this are not clear, as the database as well as the performance on samples made up of strains contained in the
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Figure 4.11: (A) Fl-scores, JSDs, and WSD for the APM, StrainScan, and StrainGE for the samples made up of strains not
contained in the reference database. Shaded areas of lineplots indicate 95% confidence interval. For the boxplots, line indicates
median, edges of box the 268% and 75% quartile, and whiskers extend to include the datapoint furthest from the median that
is within 1.5 times the interquartile range. Dots are outhiers. W3SD for A. baumannii is truncated on the y-axis to increase
visibility. Assemblies on x-axis indicates assembly level analysis. (B) Fl-scores for accessory gene assignment in samples made
up of strains not contained in the reference database across species.
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reforence database 15 essentially identical to StrainScan. Of course, the number of core genes considered is
much lower for E. coli than for the other species (Table 4.2), which may be a factor here. It is still surprising
to observe much higher performance for the samples made up of strains contained in the reference database.
Further extending the gene database, for example by including genes that are present in less than a 100% of
strains, may prove valuable here. When investigating the number of inferred strains it is clear that the APM
tends to overestimate the number of strains in the sample (Figure 4.10). This explains the lower performance
at least to some degree. For M. tuberculosis comparable performance to StrainScan is attained by the APM,
while the same is true for A. baumannii and StrainGE. However, a higher WSD for A. baumannii is observed
using the APM compared to StraimGE. The inferred numbers of strains for these two species closely track the
true number of strains. For L. monocytogenes, high accuracy of the APM is observed at the the 10 and 100
cluster levels. Further, the APM shows the lowest JSD at these resolutions. At the 500 cluster resolution,
StrainScan performs slightly better. However, applying the APM results in by far the lowest WSD. Similarly,
only the APM always estimates the correct number of strains for L. monocytogenes, showing that for this
species the new approach outperforms the available methods. The high accuracy for L. monocytogenes was
again confirmed when investigating the accessory gene content recovery (Figure 4.11B), where significantly
a higher Fl-score for L. monocytogenes compared to the other species was achieved. Nonetheless, for the
other species comparable accuracy to the initial evaluation of gene recovery can be seen, with a median
Fl-score above 0.9 for every species. Finally, the APM's performanee when investigated for different sample
characteristics shows the expected pattern of results {Appendix Figures B1-B4).

Evaluation on Mock Data

As last step, it 1s important to validate the APM on mock metagenomic data, which was done by applying
it to the NIST mock metagenomic datasets (see Chapter 11 for more details on the samples). Here, high
performance 1= observed overall (Table 4.3). For A. baumannii, low Mash distances and WSDs are achieved,
comparable to what was achieved for StrainScan and StraimGE. For L. monocytogenes, the the highest overall
performance is observed, returning the best possible result across samples. Across A. baumannii, M. tuber-
culosis, and L. monocytogenes no false positive strains are inferred. On the other hand, false identifications
for E. coli are present, similar as observed for the other tools. Further, a drop in accuracy measured via
Mash distances and WSDs compared to StrainScan and StrainGE can be seen for E. coli. 1t 1s worth noting
that the APM is the only tool that did not return a false positive identification for E. coli for sample C.
Additionally, while there 1s a drop in performance for identification of A. baumannii in sample C, where
the relative abundanece is only 0.03%, the identification is still of good quality, and neither StrainScan nor
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StrainGE recovered any strains for this sample. These results point to the conclusion that the APM is
more robust when investigating low abundance samples, which will be very valuable when investigating real

metagenomic data, as oftentimes low abundances will be observed.

Finally, I again evaluated accessory gene content recovery. Precision is similar to the one for simulated data
of A. bawmannii and the samples made up of strains not contained in the reference database, though a
shight drop 1= observed. For both 4. baumannii and especially L. monocytogenes the APM infors foew false
positives while recovering many true positive genes (Figure 4.12). Notably, this is limited to genes in the
database, which are restricted by definition and therefore excludes duplicate genes. However, it would be
fairly straightforward to extend the model by adding genes of interest to the reference database. Given
that these will be accessory genes and due to the relatively low A; the skew in observed proportion should
not impact the results significantly. For E. coli many false positives are inforred, which is in line with the
number of false positive strain identifications and the generally reduced performance for E. coli. Importantly,
performance was evaluated across different e-values used for gene calling via Prokka in the genomes of the
mock strains (for which assemblies were available). As would be expected, there are more false positive
identifications at lower e-values, though the magnitude of this effect is imited. The increased number of false
positives 1z likely due to fewer genes being identified in the mock strains. This demonstrates that the gene
calling parameters have a noticeable effect. However, the effects are small enough to not affect any of the
previous results. While this is not optimal, precision is high across settings for the mock metagenomic data.
This does provide confidence that high accuracy is achievable for real metagenomic data, though the species
analyzed should be taken into account as demonstrated by the lower performance for E. coli and species
specific benchmarks should be conducted before application.

Discussion

In the last two chapters, | presented the development and evaluation of a metagenomic strain identification
tool. I started by developing and evaluating several model variants, based solely on single copy core genes.
Having established the best performing core genome model, T here extended it to include the accessory genome.
The final tool shows competitive performance when compared with the stato-of-the-art tools as established
in Chapter II. In particular, the APM show the best performance for L. monocytogenes and provides reliable
identification in mock metagenomes, especially for low abundance species. Furthermore the APM is tuneable
and interpretable, providing independent information on the core and the accessory genome and enabling the
identification of acquired genes, and will provide a valuable addition to the bicinformaticians’ toolbox.
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NIST Bampk Specis Tocl True Abundnnoe | # Inforred Strains | Mash differonce WED
StrminScan 3 0012 018
A. hammanmii StrainGE - 1 0. 24 0000088
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Table 4.3: Results for NIST samples. True abundance indicates the percent of the sample (including all species) the strain
of the species listed in the row makes up (e.g. the A. boumannii strain makes up a total of 2.6% of sample A). Note that
percentages need not to sum to one within a sample, as more than the listed species are contained in the sample. # inferred
strains column shows the number of strains for the species each tool inferred (one strain would be optimal). Mash difference
indicates the difference between two Mash distances. The first Mash distance is the minimum of the distances between the
inferred strains and the strain in the sample. The second is the minimum distance between the strain in the sample and all
strains in the reference databese. The first measures how close to the inferred strain the best inferred strain is. The second
measures the Mash distance obtained by the best possible inference given the database. As such this column measures how close
to the best possible result the inference 1s. Similarly, the W3D measures the same difference, however, this time for the WSD of
the inferred population to the true strain and the best possible WSD given the database strains. In this manner, the number of
strains inferred = taken into account. Bold fonts indicate the best performing model for a metric-sample-species combination.

Contributions

For strains that are contained in the reference database, the presented model performs on par with StrainSean

and StrainGE. The same is true for strains not in the reference database, besides when considering E. coli



Discussion 161

gaezs . 3 . : cvabve
o & L ]
@ I60.0 - W ED T e 0,551 e . 1emn
23575 g E *  1l=0B6
M i M i““ g 0504 s 1edl
& 355.0
e
3525 . ; 20 e 0.851 = e
e - *
30.1% 2.6% TE% L 30.1% 2.6% TE% 30.1% 2.6% 7E6%
&. baumannll Relative Abundance A baumannil Aelative Abundance & baumannll Relative shundance
!qgu 2 S LT s
Hazs = : * Ez00 ey o B8
& b )
&0 o 4 E L1
-
él?ﬁ - glw 1
o7 e
a7 i
= 2.76% 30.4% 8.E% & " 2.76% 30.4% B.B% 2.76% 3I0.4% BE8%
E. coll Relative Abundance E. coll Relative Aburdance E. coll Relative sbundance
g . g, . et
[+ ] o us
wlTz - o
14
5 i ] . E ¥
1z i 0543 ==
:Er.ru i » o i ¥
10 = =
Fiea E & dae 052
. = = ane "
E 30.0% 3.9% 95% ! 30.0% 3.5% 5.65% 30.0% 3.9% 5.6%
L manocytogenes Relative Abundance L. monocytogensas Relative Aburdance L. monocytogenes Relative Abundance

Figure 4.12: True and false positive gene calls as well as precision of gene calling depending on e-value used for
BLAST search in Prokka for the isolate organism in the samples for A. baumannii, E. coli, and L. monocytogenes in
NIST mock metagenomic data. Note the different in scales between the figures to allow for better visibility.

for which a clear dropoff in performance was observed. However, I believe that further species-specific tuning
of the APM would provide improved results for E. eoli. The APM is also highly accurate in analysing mock
metagenomic data, where particularly reliable performance is demonstrated at low relative abundances. This
will enable practical metagenomic analyses, where many samples will likely show low coverage for the species
we may be interested in analysing. While not always delivering as high an accuracy as the other tools, the
accuracy is still more than sufficient for most species to conduct valuable metagenomic research, especially
when not considering the highest possible taxonomic resolution, but rather conducting analyses at a clade
or hneage level. Furthermore, the APM provides better interpretability and customizability compared to
StrainScan and StrainGE. First of all, the different weights in the APM can be adjusted easily and the effect
of this modification can be predicted and interpreted. As such, when validating different tools on a species
of interest prior to application, the APM can be adapted to increase accuracy or with a specific focus on
either core or accessory genes. Future work will address this in more detail. Furthermore, the database based
on genes enables modifications of the APM to different circumstances. For example, a specific set of gones
could be chosen, be that a set of MLST, core genome MLST, or whole genome MLST (where the chosen
loci are not constrained to genes in the core genome) loci or a custom set of genes. This too will need to
be evaluated in future research, but the core genome based model presented in Chapter 111 already shows
the viability of relying on relatively few core genes for strain identification. I further proposed an approach
to assign reads to strains and genes, with this functionality still to be tested, which can be valuable for
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downstream analysis, such as SNP calling or assembly. The latter could also benefit from the knowledge of
the number of strains in a sample to identify the potential for chimeric assemblies. In a similar vein, the
reference strains found by the APM could be used as references for more general read assignment, extending
bevond the genes contained in the model, enabling more in-depth analysis of SNPs, deletions, and insertions
in the genomes of these strains. Finally, the APM offers the functionality of estimating genes, specifically
coding sequences identified using Prokka, present in an identified strain that are not present in the identified
reforence strains and assigning these genes to strains based on their observed coverage. This functionality
is, to the best of my knowledge, not offered by any other available tool and tackles an important issue in
high resolution metagenomic analysis. Future work could additionally expand on this, as from a technical
standpoint the model structure allows for the incorporation of any sequence. The gene recovery results show
high precision and recall. Notably, false positive identification are a factor, however, a distincet distribution
in coverages for these is observed, enabling the choice of a sensitivity-specificity trade-off. Still, the method
is not necessarily applicable to any species, as seen for E. coli, and species specific benchmarks should be
conducted prior to application. By extending the method to genes of special interest, such as antibiotic
resistance genes, the APM constitutes an important step towards our ability to assign highly relevant genes
to strains in metagenomic data and evaluating these possibilities is essential going forward.

Limitations and Future Work

While the model presented here constitutes a valuable addition to the list of available metagenomic analysis
tools, there are some limitations. First of all, note the dependence of the reference database on the size and
structure of the included strains. As we have seen for E. coli and A. bawmannii, the number of single copy
core genes decreases with the number of included genomes. This is not surprising, especially considering that
only single copy genes were included. As such the resulting database has to be investigated and potentially
stops have to be taken to adjust it. For example, the number of included E. coli strains had to be reduced
to include a sufficient number of core genes. On the other hand, too many genes may be identified resulting
in too much data to process with limited processing time, requiring exclusion of certain genes, as had to
be done for L. monocytogenes. To address the choice of genes, two possible research avenues exast. First
of all, duplicate genes could be included. However, this may lead to low quality alignments in the first
instance. Hence, clustering of ORFs identified from Prokka, such as done by Panaroo using CD-Hit, should
be performed to group highly similar ORFs together. However, this leads to two further problems. Firstly,
the inclusion of duplicate genes will tend to skew the observed proportions for those genes. A possible remedy
for this would be to adjust the reference strains nucleotide proportions, for example {0.5,0.5,0,0} may be a
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possible entry for the nucleotide proportions of {A, T, G, C} at a locus. Secondly, the database size will likely
increase substantially, though one may reduce the number of included genes for example by determining a set
of genes that optimally distinguishes between the reference strains by some eriteria. For example, the minimal
sot of genes that has a given minimum number of nucleotide differences between any two strains could be
chosen. Another approach would be to analyze the core gene MSAs, either by manual inspection or based on
gene variability, and include only the best suited genes. The exact eriteria here will need to be established via
further experiments. As an alternative to including duplicate genes with similar advantages and drawbacks,
one could extend the genes included in the database beyond pure core genes present in 100% of strains. For
example, genes that are present in at least 95% of reference strains could be included, or if this leads to a
database that is too large, the cutoff percentage could be decreased until a set number of genes which we
know to be computationally feasible 1s reached. Beyond this, while I aimed to create a mostly automated
tool, curation of the database may be valuable, and one may consider manual inspection of the resulting
gene alignments and exclusion of certain genes or parts thereof based on this. This may further improve
the database, and hence, performance of the APM. Another approach here would be to rely on essential
genes, 1.e. genes that have been identified as essential to an organisms survival '*72%, Using essential genes
may generally be beneficial as their number will not depend as strongly on sampling, as opposed to the core
genes used here, whose dependence on sampling is shown in Figure 4.5. These essential genes, however,
may be duplicated, and do not allow straightforward automatic extraction, and both issues will need to be
tackled in research going forward to allow the usage of essential genes in the model. The second limitation
is the false positive identification of genes, though our confidence in gene calls can be inereased through
imposing a minimum coverage cutoff. The analysis of the mock metagenomic data also highlights again the
variability in gene calling using different e-values. Therefore, identifying genes using a high e-value with post
hoc quality assessment may be another avenue to address the issue of false positive gene identifications. At
the moment, the model only estimates the presence of additional genes, but not deletions. This capability
could be introduced directly into the APM by extending the T, ; variable to instances where Ay 3 = 1, 1e
to genes g carried by reference strain s. Howoever, this is not necessary, as a post-processing step could
be incorporated instead, identifying genes that are not covered by any reads, similar to the postprocessing
employed by StrainGE. The APM has the drawback, as do all other available tools, that no information on
plasmids is provided. In general, assigning plasmids to strains is a hard problem, complicated by the fact
that oftentimes plasmids can be shared across species boundaries ™. Nonetheless, substantial specificity of
plasmids to their hosts remains**%, Hence, including plasmid carried genes with high host specificity could
be possible in the APM. However, determining which plasmids display such a specificity 1= a hard problem

in the first place that deserves more attention in future research. A final limitation is that no estimate of
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confidence is provided for the inferred strain mixture. This drawback is also present for both StrainScan and
StrainGE. Addressing this limitation in future research will be valuable.

Applications

The developed model has a range of possible applications. The identification of strains in environmental
metagenomic data, for example from wastewater or the urban microbiome, can help with the surveillance of
strain transmission and sharing across locations and environments. The developed model could be used to
identify variation in core genes, which could then be used as a basis for building a phylogeny of the identified
strains, helping to track the spread of certain clades or strains, which can be hugely beneficial to surveillance
efforts, in particular outbreak tracking. ldentification of shared strains across environments could in turn
be applied to the prediction of antibiotic resistance, where the sub-species level taxonomy across regions
could be associated with patterns in the resistance profiles observed in clinies. This 1= an interesting area for
future research to address. Furthermore, the ability to identify genes carried by the identified strains provides
opportunities to study the functional roles of strains within a microbiome. One area of possible research would
be to identify genes shared between the members of a species found in similar environments, which may point
towards ecotypes (a ecologically distinct subspecies ) and genes essential in these environments for the given
species. This in turn could provide insights into the functional roles of species in different environments. To
date, uncovering functional roles of species in environments and how their presence corresponds to community
dynamics remains elusive?™®. Extending the model database to include non-single copy genes and potentially
ARGs and genes carried on plasmids could further increase the value of this approach. Especially the
assignment of resistance genes to strains will be of great importance for example in wastewater surveillance
and in research addressing the relationship between clinical and wastewater antibiotic resistance profiles.
Notably, this application will require further development and testing, but this work shows that in the near

future these areas of application may become feasible.

Conclusion

In conclusion, I presented a novel model for strain inference in metagenomic samples that shows state-of-the-
art performance and works especially well for low abundance samples, as demonstrated by the analysis of
mock metagenomic data. While further developments are necessary to exploit the APM's full potential, the
ability to identify gene additions to the inferred strains already has potential to lead to important discoveries

in microblome research.



Chapter V

Array Testing for Prevalence
Estimation

‘We shouldn't feel disappointed that the march of understanding removes an element of mystery from the
world; we should be appreciative of how much there is to know and the endless variety of ways in which our
sensible universe continues to surprise us. The very fact that our world is comprehensible should fill us with
wonder and delight. The world is not magic — and that's the most magical thing about it.’

— Sean Carroll

A special case of STD testing designs'*" is array testing (illustrated in Figure 1.4). Importantly, for this
simplified design some analytical considerations can be made about the different possibilities for arriving at
a given test result that will allow the estimation of prevalence from the array testing design using far fewer
tosts than when using individual testing. Group testing has previously been used for prevalence estimation,
and array testing has been considered for this purpose before, even if only to a limited extent !45:148.147
Importantly, to the best of my knowledge no fully analytical approach for the estimation of prevalence
for array testing has been developed, nor has an exact derivation of the likelihood function been performed.
Additionally, while I do not claim that the presented approach using array testing is the optimal group testing
design for prevalence estimation, array testing has benefits in practice, such as easy set up and low testing
time, as no retesting is required. Additionally, it provides the opportunity of identifying positive samples.
Here, it i1s important to keep in mind ethical and practical consideration about returning false positive
identifications. However, array testing does allow retesting if required and array testing can be applied if
there 1= a need for surveillance testing. In this chapter, I lay out an analytical approach for obtaining the

probability of a range of prevalence rates using array testing, as well as the maximum likelihood estimate for

165



166 Chapter V. Array Testing for Provalence Estimation

the prevalence, and compare the obtained prevalence estimates to individual testing using the same number

of tests.

Methods

Here, I present an estimator based on the number of positive row and column tests. In a different approach
one could use a decoder and base prevalence estimates on the number of positive samples estimated by
this decoder. However, approached naively this will lead to an overestimation of the prevalence, given the
increased false positive rate using array testing. This is even more true when we attempt to compensate for
sensitivity and specificity in the decoder, for example by using NCOMP, a variant of COMP that declares a
sample positive if all but one tests containing it are positive, as this substantially increases the false positive
rate (see Appendix C for a derivation). In contrast, an approach based on the number of positive rows and

columns allows us to determine the exact probability of any number of positives.

Various considerations need to be made when estimating prevalence, such as the choice of prior as well as the
test sensitivity and specificity. 1 will first derive an estimate for the prevalence assuming perfect specificity
and sensitivity, before moving on to error-prone tests. Throughout it is assumed that each group testing
design has the same size n, with n being the number of individual samples tested. As the samples are
arranged in a square array the number of row tests is +/n, as is the number of column tests. Thercfore, we
have a total of 2/n group tests. In Bayesian terms, when estimating a prevelance p we aim to estimate the
posterior distribution P(p|data). In the case of array testing, the data is the number of positive row tests
and positive column tests ¢ for m rounds of group testing. This removes the need for decoding the actual

positive samples. | denote the results for each round of group testing as (ry, o), 1 < ¢ < m, and all results

together simply as (r,¢) = {(r1,c1),(r2,e3), ..., (rm,cm)}. By Bayes theorem

P9l P(p)
Pl o) = TG olp Plp)dp

(5.1)

Various choices for the prior on p are reasonable and can be informed by previous knowledge. For the current
work a simple uniform prior across all prevalence rates is assumed. It will shortly become apparent that the
integral is infeasible. Hence, it 1s approximated via a summation over sufficiently many prevalence rates. In
our case all values of 0 < p < 1 in increments of (L001. The uniform prior is then replaced by P(p) = 1/1001

for all p. It remains to find an expression for P((r, c)|p).

I will first investigate each group testing run individually. To obtain an expression for P{(ry, c;)|p) it will be
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helpful to introduce the number of positive samples (or defectives as often reforred to in the hterature) d.

We obtain the expression
P((r,e1)lp) = Y, P((re,)|d) P(d]p). (5.2)

d=0
Here, P(d|p) is the probability of observing d positive individuals when sampling n total individuals given
the prevalence p, which is given by the binomial distribution for n tested samples. We can then determine
P((rs,e,)|d) as follows. We first need to determine the number of ways d positive samples can result in r,
positive rows and ¢; positive columns in an n sample array testing design, denoted by ky, », 4. The number
of positive rows and columns gives us the maximum pumber of samples that are potentially positive, ryeg.
Assuming d positive samples, we have I[r‘f} ways of choosing them among the potential positives. Howoever,
some of the cholces would lead to fewer positive row or column tests than ohserved. For example, if all
positives were arranged in a single row, we could not explain an observation with two or more positive row
tests. We can proceed in a recursive manner to discount these possibilities by subtracting from {rf":l the

mumber of ways we could have created fewer positive tests with the same number of positives, i.e.!

r;i—1le;—1
e () EE (e (2 me (2 Jornre 09

a=0 b=0

where
koog=Fkioa =kogqa=0. (5.4)

Note that we introduced a factor accounting for the possible ways to choose a out of ry rows and b out of ¢
columns, 1.e. how many ways are there to choose fewer rows and columns than we observed. Additionally, to
arrive at P((ry, c;)|d) we need to estimate the fraction of possible configurations of d positive samples among
all potential positive samples and the numhber of ways of choosing r; rows and ¢; columns out of t = /n
tests. Specifically, we have {:‘:I ways of choosing r; rows out of the f row tests, and similarly we have {;.:I
ways of choosing ¢; columns out of the ¢ column tests. This needs to be taken into account, as we have
previously only determined the number of ways d positive samples can be distributed in r; and ¢ positive
row and column tests. However, we could choose several sets of rows and columns and need to account for

the number of possible ways to do this. Therefore,

kr. .
P = (1)(1) Tt (55)
t d

Having an expression for P((r;,c;)|p) it is straightforward to generalize to all ohservations (r c) as all

1This is equivalent to a different expression derived by Carlitz et al. ® and further analyzed by Riordan and Stein 297 for
the arrangements of d pieces on a ri by i chessboard with no rows or columns empty.
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P(irg, cq)|p) are conditionally independent given the prevalence p.

P((r,e)lp) = [] P(rs, e0)lp)- (5.6)

=1

With this in hand we can then ealeulate the posterior P(p|(r, c)) across all prevalence rates we are interested

1.

Imperfect tests

Tosts nused in infectious disease testing are necessarily imperfect. We have to deal with both the sensitivity
(Se, the probability that a test is positive given that the sample is positive) and specificity (Sp, the probability
that a test is negative given that the sample is negative), both of which are assumed to be known. These
characteristics remain high for group testing!!5:116:11%.118  However, they are not perfect, and hence need
to be incorporated into the estimation. I first deal with sensitivity, again aiming to estimate P{(ry,cq)|d).
Here, we need to account for the possibility that given a number of positives d should with perfect testing
result in a certain number of positive test results (a, b), but some of the tests actually turn out negative such
that we observe (r,c) instead. We can calculate the probability of a = ry + ,b = ¢y + y, 7,y = 0 positive
test outcomes for d positives and © and y false negatives. We simply determine the number of possibilities
for obtaining (a, b) positive tests as before and incorporate the probability for r; + ¢, tests of the a + b tests

turning out positive, 1.e.

Plredl(abd = (210 )serea —soees () (1) e, (5.7)
i d

We can then again consider all possible values of d and possible test outcomes (at most d for rows and
columns, respectively; this is the case when the d samples are arranged diagonally). We can then simply sum

over all d as
n min{d,t) min{d,t)

P((roellp) =) > Z P((re,e)l(a, b), d) P(d]|p). (5.8)

d=0 a=r;
We again obtain the likelihood
m
P((r,9)lp) = [] P((s, ca)lp)- (5.9)

=1

For incorporating specificity we proceed analogously to above, but for observing more positive tests than
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would have been caused by d positives. It is strajghtforward to see that

P((re, )l (a,b),d) = ( Hoa-b ){1 — §p) (e HE—b) gt-ri—e, (*) (*) Ka,b.d (5.10)

(re —a) + (e — b) a/\b/ (3)
and
P((ry,e)lp) = Zzzﬂzm,q |(a, b), d)P(d|p). (5.11)
d=0a=0 =0

Now we need to incorporate both sensitivity and specificity. For this we can proceed in a similar manner,
however, the sum of false positive and false negative identifications needs to equal the deviation of the test
result (a,b) under d positives from the observed test results (ry, of). We introduce the error e as the number
of false positive rows and the error f for the number of false positive columns. Then given (a,b), (ry, o),
e, and f the number of false negative rows must be & — r; + b and the number of false negative columns
f— o+ b. We then need to simply account for all possible number of falze positive, which can at most be
a — 1y and b — ¢, respectively, 1.e. if all a are false negative, we can have at most r; false positives to observe

ry positives. We then sum over all possibilities to observe r; positive rows and ¢; positive columns as

n min(d.t) min{d,t} a—r; b—c;

P((re,c0)lp) Z Z Z >

e=0 f=0
( ){1— p}e+!_-_:,,"l‘tnbe;
({ N ﬂ--':: ?f N b }) |:1 — Se}[E+ﬂ-—'|"i]'+(_r+b—fi]-S;i_E+ﬂi_I
[ E_TI o

(o) () g ream

Implementation

When implementing the above estimator some adjustments can be made to decrease the steps of computation
necessary. First of all, we can pre-compute &, p 4 for the design size worked on if more than one group testing
round is evaluated. Similarly, we can store previously encountered test outcomes (as well as their symmetric
counterpart with rows and columns exchanged) to avold having to compute them multiple times. Secondly, we
can skip over several steps of the computation, as we know they will be equal to 0. If both S =1 and 5, =1
the formula simplifies to perfect tests. If S; = 1, we can drop all iterations for whiche—i+a+ f—j7+b5#£10,
and similarly for 5p = 1 and e+ f # 0. The binomial coefficients that are being evaluated may get very large,
especially when summed over many iterations. However, using the default 64 bit integers in Python I did not
run into any issues and hence, did not implement any approaches to mitigate this. It did, however, preclude



170 Chapter V. Array Testing for Provalence Estimation

us from using a sampling approach for the posterior estimation such as using HMC and implementing such
an approach would require further research. Similarly, future research may address implementation in a
different langunage or optimizing computation by performing calculations in log-space. We can also ignore the
evidence in the formulation, [ P((r, c)|p)P(p)dp, which serves simply as a scaling term, but will not affect the
overall shape of the posterior. This will then enable the determination of the maximum likelihood estimate
(MLE) for the prevalence. Specifically, for n = 256, impractical run times were observed and therefore MLE
estimation was implemented for this group testing size. Under the assumption that the likelihood is locally
monotonous with a singular mode we can start by considering an initially reasonable guess for the prevalence.
First, I chose the largest prevalence p to a precision of 1/1000 not bigger than

Ly,

miamilR E;: = (5.12)
which empirically proved to be a good initial estimate. A step size o = 0.001 can then be picked to compute
the likelihood of p, p+ @ and p— o. The highest one of these will be the new estimate of p. If the likelihood

of p 1s the highest, a maxdmum is obtained, which is by our assumptions the MLE and the search can be

terminated.

Individual Testing

For individual testing we can utilize a straightforward estimator, similar to the one described above. For a

glven sensitivity and specificity the likelihood is

n d-—r S d
P(zlp) =Y ( d){l — Sp:l"s:’f—“( )(1 — §.)*+4TSIE P(d|p), (5.13)

frarr € e+d—x

with T being the observed number of positive samples. The rest of the formulation is analogous to the one

presented for array testing, with the test results (r,c) being replaced by =.

Extension to higher disjunct designs

One might want to extend the above to higher disjunct designs. However, a quick analysis of a 2-disjunct
STD designs shows that the same approach cannot work. Deriving the above exact expression for a given
number of positive column, row, and diagonal (bottom left to top right, as in Figure 1.5) tests fails as can
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be seen by the two possible configurations (for more than 3 rows and columns)

[101] [101]
0 1 1jand (0 1 0 (5.14)
lllﬂJ l101J

both leading to 3 positive row, column, and diagonal tests, but with a different number of total possible
positive samples (6 and 5, respectively). Hence, this approach would require decoding each possible test

outecome, which it is not straightforward to derive an analytical expression for.

Results

To investigate the performance of array testing for prevalence estimation several simulations were run. First,
let us compare performance to that of individual testing, assuming a fixed number of 360 tests. For the
group testing design I chose n = 81, as this will result in a group size of £ = 9, which will still deliver
reliable test results while at the same time greatly reducing the required number of tests. With 360 tests, 20
rounds of group testing can be run, equivalent to 1620 tested samples. Performance was tested at prevalence
rates of 0.001, 0.0025, 0.005, 0.01, 0.025, 0.05, and 0.1. For each prevalence level 100 simulations were run. 1
generated all 1620 samples for each round, determining sample positivity 1.i.d. given the prevalence. The first
360 samples generated constituted the individual samples. False positives and false negatives for individual
testing were determined 1.1.d. given sensitivity and specificity. For the group testing approach the group test
outcomes were computed first and then the false positive and false negative tests were determined 1.1.d. at

the level of the tests. I tested four pairs of values for sensitivity and specificity:

2. 8. =099,5, =0.99
3. 5. =095,5,=0.99
4. S, =0.95,5, =0.95
The results are shown in Figure 5.1. Throughout, the group testing design shows better estimates, though the

advantage of group testing decreases as prevalence increases. Especially at low prevalence rates individual

testing shows large errors in many of the simulations. One may also consider that group testing might
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Figure 5.1: {A-G) Absolute error of estimated prevalence from true prevalence for each true prevalence for group
size 9 array testing and individual testing with a total of 360 tests at varyving sensitivities and specificities. Line
indicates median, edges of box the 253% and 75% quartile, and whiskers extend to include the datapoint furthest from
the median that is within 1.5 times the interquartile range. Dots are outliers. (H) Mean absolute error between

true and estimated prevalence for array testing and individual testing aggregated across different sensitivities and
specificities. Line shows the mean and shaded area the 95% confidence interval.

decrease the sensitivity of the tests used. Even considering this we can see that the variability in results for
group testing is lower even when comparing 5, = 0.95, 5, = 0.95 to perfect sensitivity and specificity for
individual testing. Interestingly, some outlers are observed for group testing with 5; = 0.95, 5, = 0.99. This
may be due to the imbalanced test characteristics. Howewver the specific reasons for this are not clear and
require further investigation in the future. Lastly, it is worth noting that the chosen array testing design
is only guaranteed to produce no false positive inferences (assuming perfect tests) for 1 out of 81 samples
(1.2%). For more than one positive sample the probability of obtaining no false positives decreases sharply
(Figure C1). Nonetheless, estimating prevalence from group tests using the presented estimator provides

highly accurate results even at 10% prevalence, which corresponds to observing 8 positive samples per group
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testing round on average, far beyond the design limitations of the underlying group testing scheme. This

shows the impressive robustness of the present approach to prevalence estimation in different seenarios.
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Figure 5.2: (A-G) Absolute error of estimated prevalence for group testing with wrong sensitivity and specificity
estimate, as well as group testing and individual testing with correct sensitivity and specificity estimate. For the wrong
estimates, estimates were S: = 0.95,5; = 0.95 for the true values S = 0.99,5; = 0.99 and 5. = 0.99,5;, = 0.99
for S. = 095, 5, = 0.95. Line indicates median, edges of box the 25% and T5% quartile, and whiskers extend to
include the datapoint furthest from the median that is within 1.5 times the interquartile range. Dots are outliers. (H)
Percent bias of group testing estimators with correct and incorrect sensitivity and specificity estimates for different
underlying prevalence rates. Note that the maximum negative bias is 100% due to the lower limit of a prevalence of
(. Line shows the mean and shaded area the 95% confidence interval.

While test characteristics for PCR tests for many infectious diseases can be estimated well, in practice, it is
possible to assume wrong test characteristics. To investigate this, I reran the simulations for Sp = 0.99, 5, =
0.99, assuming a sensitivity and specificity of 0.95. Similarly, I reran the simulations for 5, = 0.95, 5, = 0.95,
assuming sensitivity and specificity at 0.99. The results for this simulation show the expected outcomes
(Figure 5.2). When sensitivity and specificity are underestimated, then so is the prevalence, and similarly

for the case when sensitivity and specificity are overestimated so i1s the prevalence, Le. the estimator shows



174 Chapter V. Array Testing for Provalence Estimation

a bias. This bias is reduced, or even absent, at higher prevalence rates. Additionally, for the number of tests
presented here, the absolute deviation of group testing is still lower than for individual testing, though at
a higher number of tests the deviation of individual testing will be reduced and the bias will be of primary
concern. However, the shown prevalence estimates for individual testing are obtained assuming the correct
sensitivity and specificity and results from individual testing will suffer a similar bias under misestimated test
characteristics. Even with misestimation of the test characteristics, while a bias is ohserved, the estimates

are still within a reasonable range of the true prevalence.
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Figure 5.3: Group testing performance across different prevalence rates with different number of group testing
rounds. Each group testing round was one array testing design with 18 tests and 81 samples. (A) Variance of the
posterior distribution. (B) Absclute error from the true prevalence. In both plots line indicates median, edges of box
the 25% and 75% quartile, and whiskers extend to include the data point furthest from the median that is within 1.5
times the interquartile range. Dots are outliers.

Furthermore, the estimator provides an estimate of the posterior distribution of the prevalence instead of
simply a point estimate. To provide an idea of the evidence or number of group testing rounds required for
a confident estimate I generated 25 group testing rounds, but ran the computation 25 times starting with
one included group testing round and iteratively including one more data point at a time. 1 again repeated

this procedure 100 times for each prevalence. Then, the variance around the mean for each run of the
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Figure 5.4: Comparison of prevalence estimation across different array testing designs of size 16, 64, and 256
with 320 tests in total. N indicates total number of samples tested. and T the number of tests. Also shown is
N =81,T = 360, 5. = 0.95,5; = 0.9 for comparison of previous results. (A) Estimated versus true prevalence. (B)
Absolute error between the estimated and true prevalence. In both plot line indicates median, edges of box the 25%
and 75% quartile, and whiskers extend to include the datapoint furthest from the median that is within 1.5 times the
interquartile range. Dots are outliers.

prevalence estimator was computed (Figure 5.3A). The variance reduces quickly with the number of included
group testing rounds indicating that even with few group testing rounds we can obtain confident estimates.
This is important to know, as a case may occur where group testing is implemented as prevalence estimation
strategy, but fewer than expected samples are collected. Notably, variance increases with prevalence, however
this iz to be expected given that a large part of the array testing formalism relies on binomial distributions,
which has maximum variance at a parameter of 0.5, Another measure for the accuracy of the estimates after
a given number of group testing round is provided by the deviation to the true prevalence. The absolute
deviation decreases quickly, with the largest decrease observed for the first few incorporated group testing
rounds (Figure 5.3B). Importantly, the number of outliers decreases notably with more group testing rounds
included, indicating that for 20 rounds onward (or 1620 tested samples) the estimates cluster closely around
the true prevalence and can be trusted reliably. However, even at only 8 testing rounds 75% of the time the
deviation at a true prevalence of 0.1 is less than (.02 {Median = 0.01). For a true prevalence of (.01 a median
deviation of 0.003 with 10 included rounds is observed, showing a maximum deviation of 0.01 and thereby
providing reliable estimates with only 810 samples tested and 180 tests used.

Lastly, a practical group testing design needs to be determined. To this end, I compared three different
designs, one with 16 samples, one with 64, and one with 256, corresponding to group sizes of 4, 8, and 16.
Here, 1 decided to give a test budget of 320 tests, 1.e. 40, 20, and 10 testing rounds, testing a total of 640,
1280, and 2560 samples, respectively. However, different test characteristics for the different designs were

assumed. Available research suggests a conservative estimate of around 90% sensitivity for a group size of
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161151617118 Baeed on this, I chose a sensitivity of .99 for a group size of 4, and 0.95 for a group size of 8.
100 simulations at each prevalence were performed (Figure 5.4, also showing n = 81 design for comparison).
For n = 256, only MLE estimates were computed due to extensive processing time. The estimates do improve
golng from n = 16 to n = 64, 1.e. doubling the total amount of tested people (Figure 5.4). However, the
improvements are smaller than expected, especially at higher prevalence rates. This is likely due to the
inherent limitations of array testing at higher prevalence rates. Independent of the specific array testing size,
a similar number of positive tests for the same number of positive samples will be observed. However, for
larger designs, the number of positive samples per design will be higher. This will lead to many more possible
underlying positive sample configurations being able to cause the observed test results. In turn, prevalence is
potentially more likely to be overestimated, though this is balanced by the increase in tested samples. In line
with this argument no increase in accuracy is observed for n = 256, even while again doubling the number of
tested samples. However, another consideration that needs to be taken into account is that a large part of the
population should be tested to obtain representative results while using as fow tests as possible. Especially
at low prevalence rates this may be important. Therefore, especially at low prevalence rates larger group
testing designs will be preferred if accurate and reliable estimates for the test sensitivity and specificity can
be obtained.

Discussion

I presented the analytical derivation of the likelihood function for prevalence estimation using array testing.
To the best of my knowledge, no previous study has derived the likelihood function for array testing. Instead,
simulations for estimation of prevalence rates were used for array testing designs. [ show the feasibility of
array testing as a means of prevalence estimation. With the n = 81 array design we can save almost 80% of
tests compared to individual testing. I furthermore showed that with the same number of tests the estimator
consistently outperforms individual testing, even when sensitivity and specificity are lower. This is important,
as, while group testing has been shown to not substantially impact sensitivity 11%18117 sume researchers still
report an effect that needs to be taken into account ''®. Furthermore, I show that the error in the prevalence
estimate declines quickly with the inclusion of more group testing rounds. This will also make more small
scale prevalence estimations, such as in local communities, feasible. Lastly, prevalence estimation is relatively
unaffected by the size of the group testing design.

Several avenues for future work exast. First of all, I assumed that the sensitivity and specificity of the test are

known. While this will be often the case in practice, it may be possible to estimate sensitivity and specificity
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together with the prevalence within a Bayesian framework. This likely presents a fairly simple extension
of the model, however, the calculation may be more readily achievable by implementing an approximation
approach, such as sampling of the posterior via Markov chain Monte Carlo approaches. Furthermore, it
will be worthwhile to determine the ability to track prevalence during an outbreak. This could be achieved

either by simulating a pandemic akin to the study performed by Cleary et al. ®® | or by subsampling test

results from real data. This may give insights into the temporal dependence between estimates, and the
ability of the framework to account for quick changes in prevalence rates. Such a study could also investigate
the possibility of including retesting of potential positives to prevent the reporting of false positive test
results to patients and its implications, and evaluate the best available group testing strategy for prevalence
estimation. Extending the presented approach to multiplex testing by including co-infection probabilities is
another avenue for future research. Previously, Warasi et al. ! estimated prevalence rates in a multiplex
scenario. While the approach presented here will work for multiplexed testing and may provide good results,
Warasi ot al. ! also consider the probability of co-infection. Hence, their approach may be more suitable
for some situations, though their method is not specialized for array testing and this needs to be evaluated

in more detail in future research.

In conclusion, I demonstrate the potential of array testing for prevalence estimation. Its ease of setup
without need for retesting makes it an ideal candidate for prevalence estimation, especially at low prova-
lence rates, where it clearly outperforms individual testing. To facilitate uptake in the research and clinical
community, the estimator was made readily available as Python script (https://github.com/lahunruh/
array prevalence). In resource constrained settings the savings in tests will enable more accurate esti-
mates. Estimating prevalence in these settings is of special importance, as more accurate estimates will
facilitate the implementation of the correct measures to curb the spread of an infectious disease. During
the Covid-19 pandemic, this was apparent across Africa, where the WHO indicated testing goal of 10 per
10000 people could not be met in many countries, inhibiting accurate surveillance and estimation of case
mumbers”. Group testing can address this issue going forward, be it for Covid-19 or other infectious dis-
cases. There are however still a foew hurdles. In general, the ethical implications of using non-adaptive group
testing for identification of positive samples need to be discussed in the research community and beyond, as
effective surveillance will not only deliver a prevalence estimate, but at the same time deliver test outcomes
to the sampled population. Furthermore, implementation of group testing in laboratories needs to be made
strajghtforward. This requirement makes array testing a good choilce among non-adaptive group testing de-
signs, as the grid structure is straight forward to understand and easy to set up in laboratories. Altogether,
my research adds to a body of evidence clearly showing the need for policymakers to consider widespread
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implementation of group testing, with the rescarch presented here providing a strong argument for array

testing to be a part of the conversation.



Chapter VI

Preliminary Study on non-binary
Group Testing for Respiratory
Infections

‘We should resist such inertial thinking; indeed, we should urge its opposite — deep time as a radical perspective,
provoking us to action not apathy. For to think in deep time can be a means not of escaping our troubled
present, but rather of re-imagining it; countermanding its quick greeds and furies with older, slower stories of
making and unmaking. At its best, a deep time awareness might help us see ourselves as part of a web of gift,
inheritance and legacy stretching over millions of years past and millions to come, bringing us to consider
what we are leaving behind for the epochs and beings that will follow us.’

— Robert Macfarlane

Here, 1 present a Bayesian approach combined with simulated annealing for decoding of singleplexed PCR
group testing results, utilizing the quantitative nature of PCR test results. This approach aims to improve
decoding over simply using binary test outcomes. Additionally, the research aims to be a basis for addressing
multiplexed PCR testing for multiple respiratory infections in the future. While the current approach does
not yet incorporate co-infection probabilities across different diseases, I am confident that the Bayesian model
provides a potential basis that could incorporate co-infection probabilities with further development. The
decoder already shows reliable results in singleplexing testing. This was validated both in silico and, together
with Michael A. Crone and Paul S. Freemont, in vitro using virus-like particles of sovere acute respiratory
syndrome coronavirus (SARS-CoV-2). SARS-CoV-2 iz a prime target of group testing validation, with SARS-
CoV-2 being the causative agent of the Covid-19 pandemic. SARS-CoV-2 i= a single-stranded RNA virus
causing respiratory infection?™. Since its emergence in 2019 over 7 million deaths due to Covid-19 have been

reported 2%, Surveillance has been key during the Covid-19 pandemic and greatly expanded our knowledge
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ahout the disease and its spread ?!!. Especially low and middle income countries have continuously struggled
with limited healthcare capacities>'? and continued surveillance will help tackle the spread of SARS-CoV-2
going forward. Group testing is a great option to address testing in settings with limited resources. Hence,
performing a group testing study on SARS-CoV-2 is promising. Notably, we also conducted multiplexed
experiments in vitro, which to the best of my knowledge 1= a first in the research literature. This validation
1s essential for applying group testing in a multiplexed setting in practice. However, for the discussion of
the novel decoder, the multiplexed setting is not relevant and the experiments are not described herein. The
interested reader can refer to Unruh et al. !.

Methods

Reminding ourselves briefly of the formalism of group testing, we have n positive or negative samples X .
We want to infer the binary status (positive or negative) of these samples. Each sample is split into k parts
and placed into k group tests. The group tests a sample is placed in 15 determined by a design matrix
M £ {0,1}™*" with m the total number of group tests. If M, ; = 1, sample X; is placed into test 4.
Conversely, if M; ; = 0 sample X; is not placed into test i. The test outcomes are denoted by the vector V'
with ¥, being the test outcome of test i, determined in binary group testing via

Yi= \/ MynX, (6.1)
J€[1,n]

According to this, if at least one sample X; placed in test i is positive (1), the test will be positive and
¥: =1 Given M and ¥ the goal of a decoder 1= to infer the status of each sample, positive or negative. For
the present research, the d-disjunct shifted transversal design!?" (STD) was chosen to determine the design
matrix M. The shifted transversal design expands on the simple idea of array testing described in Chapter L
Specifically, we use a version of STD described in Taufer 2!* called multipool testing. While I will refer to
STD throughout, as it is the more general definition of the testing design, the definition given by Taufer 21#
1s illustrative of some key properties. The definition, reproduced verbatim (with notation adapted to the one
used in this thesis) from Taufer 2 is
Definition VI.1. [Multipools) Let a population (Xq,...,Xy) of size n, a pool size g, and a multiplicity k
be given, and assume that nk is a multiple of g. We call a collection of subsets/pools of {X1,..., Xy} an

(n, g,k )-multipool, or simply multipool, if all the following three conditions hold:

{M1) Every pool consists of eractly g elements.
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(M2) Every sample X is contained in ezactly k& pools.

{M3) For any two different samples Xy, Xy, there erists at most one pool which contains both Xy, and X, .

The created designs will be (k — 1)-disjunct. An STD design can then be constructed for n = g and g a
prime, but also for some other numbers of tested samples and disjunctness values, for example it is possible
to create a (81,9, 4)-multipool using the STD method. The actual construction can be achieved by arranging
all samples in an g ¥ g square and testing along rows, columns, and additionally & — 2 slopes of different
steepness, as illustrated in Figure 6.1. More formally, as laid out by Thierry-Mieg 1?°, we create M from the

concatenation of k layers. Each layer is a matrix composed of n columns of size g x 1 of the form

Ciy = e 1Co0 (6.2)
forl<j<kand1<i<n, with -
1
0
Cop=1]- (6.3)
_'}_

Te(s,7y 18 the s(i, j) times applied cyclic shift function identifying each element of Cpp at position i with a

new position i + 1 if ¢ < g and position 1 if § = g. To determine the number of shifts for each C;; we have

2 .
si,5) =35 FJ (6.4)
e=0 g
for 1 < g and
sfn, §) = L%J : (6.5)

Here, LE‘EJ 1s the largest integer not bigger than E’g. From the g columns we create a g % n submatrix M; for
ecach 0 < 7 < k— 1. Stacking these matrices then gives us our final testing kg % n testing matrix M according
to STD.

To illustrate this process, we can look at a small 2-disjunct design (1.e. k= 3) with n =9 and g = 3. This



182 Chapter VI. Preliminary Study on non-binary Group Testing for Respiratory Infoctions

Individual groupings

|

Example of overlayed groupings

Figure 6.1: Nlustration of a (49,7 4)-multipool. Each cell is one individual sample. Cells colored in one color indicate
membership in the same group. Top row displays groupings along rows, with all samples in one row grouped into
one group test (together, the row groupings correspond to the g x N submatrix of M for j = 1).Second row displays
group test against the first diagonal and the third row group tests along the second diagonal. Note the action of the
cyclic shift, which corresponds to the group test membership of the samples being shifted right, wrapping around to
the left side of the array. The fourth row indicates grouping of samples into group tests along columns. Taking only
row and column tests corresponds to array testing. Samples are grouped into one row, one column, and one of the
diagonal tests each, illustrated in the example of overlaid groups. Here, each cell colored in the same color indicates
the same test with multiple colors indicating membership in two or more of the illustrated tests. The other groups
are created by shifting the shown groups horizontally (or vertically for the orange group), and cells wrapping around
go to the first (left) column when they would pass beyond the last (right) column as illustrated in the first four rows
of the figure.
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means we need to create 3 submatrices. The first submatrix for 7 = 0 is created by cyclically shifting

Cop = E.] . (6.6)
!

The first column stays as Cphp. The second column 'y has the cyclic shift function applied once, as
s(1,0) = EE={I o= |_3—1,=J = 1. Similarly, s(i,0) = i, and when i = g the cyclic shift function i= applied g times
and Czg = Cpg. Therefore, applying the process is equivalent to applying the cyclic shift function i mod g

times. By this process we obtain the submatrix

{100100100]
|ulnnlun1u|. (6.7)
[[1010[11001J

For the second submatrx (7 = 1), Cp,1 again stays the same as Cyp. For €1 and Ca 1 we arrive at the same
number of shifts as for j = 0. The first difference occurs at i = 3. Here, 5(3,1) = 1D|_§3¢.-J +1! |_§31—J + 12|_§3,-J =

3+1+0=4 (or equivalently s(i,1) = (i mod g) + 1) and the column C3; is given as

R

Gu,u= 11l - {EE}
0

We proceed in a similar manner. For i = 6, we effectively have s(i,1) = (i mod g) + 2, so the three last

columns are shifted twice compared to the first three columns. The total submatrix is then given as

{100001010}
01010000 1. (6.9)
{001010104
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By a similar process we obtain the columns for j = 2 and arrive at the complete example testing matrix

100100100
010010010
001001001
100001010
M=o 1010000 1f- (6.10)
001010100
100010001
010001100
0011000D0T1O0

Here, it also becomes apparent that we need to choose n sufficiently large (n > kg) to achieve a saving in

tests.

PCR test

In order to design a decoder that utilizes quantitative PCR test results, it is first necessary to define the
nature of these results. Running a PCR test results in a Ct value, whose magnitude relates to the viral load
(VL) in the tested group. Specifically, we assume that given the VL of the jth sample V; the Ct value for

the ith test is generated by

M, ,V,
Y, = K —log, (BZ %) + error, (6.11)
I

where K 1z a linear offset and B a scaling factor, both of which we estimated from data available in the study
of Vogels et al. ' (see in silico data generation). gy is the size of group i, Le. g = E?:u M; ;, and the error
is a noise term necessitated by the fact that PCR test outcomes are stochastic. We assume that the error
iz drawn from a normal distribution N(0,€). If good laboratory data is available, one can also obtain an
estimate e for . However, as this might not always be possible in practice we set € = (1.5 as an estimate in a
realistic range (see Chapter I). Note the abuse of notation, where ¥; in Equation 6.1 referred to binary test

outecomes, while here it corresponds to PCR test outcomes.
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Simulating Group Testing Experiments

In order to tune and test the model, we need to generate simulated data. This requires a fow considerations.
First of all, we start with a population of n samples and determine a set number of positive samples at
random. Then, we need to determine the VL V' of each of the positive samples. For this, we adopt the
approach from Cleary et al. 2. Here, each positive individual starts of with a VL. V = 1 at time 0, with the
VL exponentially increasing up until time #54,, at which point it is at its maximum of 2%, After this point,
the VL decreases exponentially up until time #.,4, at which point the VL attains it minimum of ¥V = 1 again.
Specifically, the VL V at time £ 1s

Dz 0 <t < tmar
V(t) = (6.12)
e if tae <t < tona-

2Tz Tz (1t

We used the parameters presented in Cleary et al. ?®  ie. a = 7.98, t;ar = 3, and tong = 17.62. To obtain
a VL for any sample we then pick a time point 0 < ¢ < tzng uniformly at random. Notably, this time point ¢
may he more restricted in a clinical sample, as people would often get tested while symptoms are showing.
However, in surveillance testing the assumption of ¢ being picked at random often holds. To convert these
individual VLs to group testing Ct values we simply insert them into Equation 6.11, with the error being
drawn from a normal distribution centered at (0 with standard deviation e = 0.5, We used K = 37 and
B = 100 to generate our data, which we estimated from the data provided in Vogels et al. 124,

gtMAP decoder

Our overall goal 1= to estimate a status vector w of length n. Each entry of w corresponds to one sample,
with entries 0 and 1 for negative and positive samples, respectively. To infer the status vector, we are given
the testing matrix M and the group test results ¥. Note that this problem is underspecified, meaning that
in general there 1= more than one sensible solution for w that could generate the observed Ct values. The
alm is to construct a model to estimate w that incorporates how individual VLs combined with the testing
matrix and noise generate the observed test outcomes. In the model presented here, we aim to estimate w
via a simulated annealing procedure. At cach step of the simulated annealing procedure (described further
below) we evaluate one status vector w. Given this status vector in which samples i for which wy = 1 are said
to be positive, we want to estimate individual Ct values for the positive samples (the Ct value that would
have been obtained had we tested the sample individually instead of in a group) and evaluate how closely
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the group test results estimated given these individual Ct values match the observed group testing results.

We do this through maximum a posteriori (MAP) optimization.

To be specific, we alm to generate predicted Ct values for the group tests Y and compare them to the observed
test results ¥, and use the deviation between ¥ and ¥ as evaluation measure for the different possible states

of the status vector w. As evaluation measure the squared error is used

L

E=Y (Y,-Y,)~ (6.13)

i=1

To generate the estimated group test Ct values, Equation 6.11 is used. However, we replace the VL V; of
sample j with the individual Ct values I'; (the Ct value that would have been obtained had we tested the
sample individually instead of in a group) of the samples, as these are estimated in our model. The individual
Ct values can be transformed into VLs via V} = 2. Therefore, the test outcome Y, for test i is

T

L
Y= n—log, (ﬁz ﬁ) : (6.14)

=1

where & and 3 are estimates for K and B in Equation 6.11. How these parameters are obtained will be
described below. This equation clearly states that we require the individual test outcomes I'; for each sample
0 < j < n. These are obtained through a MAP optimization implemented in Stan using its interface RStan 24
in R.

The model implemented in Stan is given the data w, M, and ¥'. We aim to maximize
P(TY) = P(Y|T')P(T), (6.15)

with I' the vector of individual Ct values. We define the likelihood P(Y|I') as follows.

P(Y|T) = [[ P(Yal¥y) (6.16)
i=0
with
V. = r —log, (ﬁz “’PM‘-;—T_P’) . (6.17)
=1 !

Note the addition of w; compared to Equation 6.11. This is done to only consider positive samples in the
group testing results, as negative samples will contribute no VL. However, 2%/ can never be 0, hence the

inclusion of the binary indicator w; is required. Further, note that the individual Ct value I; is subtracted
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from the estimated Ct value baseline #, as 2575 which replaces the VL V in Equation 6.11. For any positive
individual test result I; < x, this VL should be greater than 1. The likelihood is then obtained via a normal
distribution

P(Y,|V,) ~ N(Yi|¥ 4, €), (6.18)

where € is a parameter that is provided to the model and an estimate for the error € around the Ct value

determination in Equation 6.11. The prior over the individual Ct values I is given by

I ~ N (u,0), (6.19)

for the j'th sample, where g and o can be estimated from clinical data or through a computational route (the
latter was chosen here, see Parameter Tuning). Note that the prior is only added to the posterior density for
samples with w; = 1. A MAP optimization is performed using the rstan: :optimizing(stanmodel, data)
function, where stanmodel is the Stan implementation of the above model, and data 18 MY, w,pu, 0,6, 5,
and J. Note here, that it is also possible to estimate the hyperparameters p, o, e, as part of the MAP
optimization. I investigated this possibility for the error € with a prior € ~ A(0,1), however, no notable
difference to providing a fixed parameter was observed and the possibility of including these parameters in
the estimation is left for future research.

Through the above MAP optimization we obtain estimates for the individual Ct values I' given a status
vector w. We now need to consider how to estimate w. As a first step, we permanently set all entries of w to
0 that are definite negatives. Definite negatives are determined using COMP 2!, The remaining entries of w
are treated as potential positives and we aim to identify the true positives among them. Next, we can make
use of the fact that we obtain I' and thereby ¥ for any status vector through the MAP optimization. Hence,
every status vector has an associated evaluation measure E (Equation 6.13). Through this we can estimate
the fit of a single status vector w via the above MAP optimization and an ideal status vector should minimize
E. The question that remains 15 how to choose the status vectors that we want to evaluate. One avenue
for choosing status vectors is to use simulated annealing (see Figure 6.2 for an illustration). Specifically, we
start with a randomly initialized status vector of Os and 1s. This status vector 1s then evaluated to obtain
the current evaluation measure E,.. Then we propose a random change to the status vector (switching a 0 to
a 1 among the potential positives, or vice versa) and evaluate the new status vector E;. We can obtain the

difference in evaluation measures as

AE=E, — E,. (6.20)
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We then either accept or reject the new status vector according to an acceptance probability

1 HfAE <0
Paceept = (6:21)
e~ 2ETE)  ptherwise,

with T'(c) being the so-called temperature at the current temperature iteration . In simulated annealing,
this temperature determines the acceptance probability. We start of with a high temperature in the first
temperature iteration ¢ = 1 for several iterations over the status vector. This high temperature leads to the
acceptance of nearly all proposed status vectors. In each temperature iteration ¢ the temperature is then
lowered according to a temperature decline function. This lower temperature leads to a lower acceptance
probability of status vectors that would increase AE. In each temperature iteration we iterate over multiple
proposed status vector changes - in our case 10 was chosen as the number of proposed changes iterated over
- while the total number of temperature iterations was chosen as cpgr = 50. These numbers of iterations
were chosen to achieve a balance between performance and computational speed. We evaluated a range of

frequently employed temperature decline functions with the best performing one being

To

T =172

(6.22)

Here, Ty i1s the temperature in the first temperature iteration and o is a parameter chosen such that we have
T(emaz) = 1. To determine the initial temperature we evaluate 10 random changes from the initial status
vector and then either double or halve the temperature until the acceptance rate for these changes is between
0.7 and 0.9.

Notably, the above optimization protocol has a random component (whether a new status vector s accepted
or rejected according to the acceptance probability), and suecessive runs can provide different results. This
is also due to the fact that the optimization landscape has multiple, potentially very similar, minima. To
llustrate this, I want to give a simple example. Consider the 1-disjunct STD design (equivalent to array
testing). Here, we could have a situation in which four different samples, arranged in a square have V0is of

the type

a 0
(6.23)

0 a

resulting in test outcomes K — log(a + () for the first row and column, and similarly K — log(0 + a) for

the second row and column (here the equation for the Ct value of the tests is simplified to enable a clearer
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Figure 6.2: (A) Mustration of a decoding iteration. In each iteration i a status vector wy indicating positivity of
the individual samples is randomly changed in one position from positive (1) to negative (0), or vice versa. The
resulting status vector wis1 is used as basis for a marimum a posteriori optimization of the individual Ct values
(here, the parameters of are denoted in the general form &). Based on these individual Ct values, expected group
test results are predicted and we obtain a mean squared error between these expected test results and the observed
ones. Based on this mean squared errors’ difference to the mean squared error in the previous iteration as well as a
temperature that declines with every iteration we determine the probability of accepting the proposed status vector
wi+1 or rejecting it and continuing with the current status vector wi. The declining temperature at every iteration
effectively causes the function of the acceptance probability to become stegper, such that we accept almost all
proposals in the beginning, but are more strict in the end, accepting only improvements in the mean squared error
(negative differences, for which the function is always equal to 1). The status vector after 500 iterations (with 10
iterations at each temperature) is then used to infer the positive samples. (B) Change in acceptance probabilities
for different temperatures with temperature decreasing from left to right plots. Figure and caption taken from
Unruh et al. *.
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llustration). The same test results would also be obtained by the arrangement of positive samples

af2 af? (6.24)

af2 af?
resulting in test outcomes K — log(a/2 + a/2) = K — loga. Additionally, the Ct values obtained are noisy
measurements, extending the possibilities of situations such as this one occurring. In general, the problem
1s underspecified, which previously inspired the application of compressed sensing techniques to group test-
ing 1**. However, we can take the variability in the optimal solutions obtained through repeated simulated
annealing runs into account and improve our inference. We make the assumption that there are some sam-
ples that are necessary to be estimated as positive. Extending this, we assume that on repeated runs the
probability for any given positive sample to be identified as positive is higher than for a negative sample. We
can use this assumption by running the simulated annealing a number of times, 20 in our case. We can then
introduce a decision threshold, defined as the proportions of runs an item needs to be identified as positive
in to be declared positive in the end. Our in silico simulations suggest that this 1= a sensible approach as
the distributions for positive inferences on negative and positive samples clearly differ. Setting this decision

threshold will enable us to control the trade-off between sensitivity and specificity.

Following the simulated annealing, we are left with a set of positive and negative samples. However, due to
the logarithmic nature of Ct values samples with a low VL might be obscured if they are in tests together
with samples with higher VL. Specifically, they do not decrease the Ct value sufficiently to be distinguishable
from noise. We employ an approach to identify these samples inspired by Wang et al. 12*. This approach is
best illustrated by example, as shown in Figure 6.3, In general, we first take the inforred test outcomes Y.
We then iterate over the samples declared as negative by the simulated annealing decoding process and set
cach one separately as positive with a minimum Ct value that is a parameter to the model. Call the sample
that iz set as positive sample m. We then predict the test outcomes again using Equation 6.17 based on the
new individual Ct values (the ones inferred from simulated annealing and one of the other samples set to the
minimum Ct value). We compare the new predicted test outcomes to the previously obtained ¥. If the new
test outcomes deviate by less than e from any of the previously obtained test outcomes in '.'r}, sample m 18
inferred as positive. e was chosen as it 1s our estimate for the standard deviation of Equation 6.11. Hence, we
are interested in whether test results are changed by more than one standard deviation. The intuition behind
the approach here is that the other positive samples could hide sample m due to their high contribution to
the group tests VL. Hence, if we can assume that sample m has some low Ct value and would not notably
contribute to the group test outcomes then it may be positive, but not detectable. Therefore, we infer it as
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positive to avold introducing false negatives.

Initial simulated annealing

Decoder infers
A B Ct values

Setting potential positives to minimum Ct value

Set Ct value of B to 30 Set Ct value of C to 30
New predicted test outcomes Mew predicted test outcomes
differ more than specified amount differs less than specified amount
Infer B as negative Infer C as positive

Final inference

Final inference of samples
A, B, and C as positive

Figure 6.3: Ilustration of the approach of setting each negatively inferred item to a minimum Ct value to check
whether a low Ct value may be obscured by higher other Ct values. First, the simulated annealing process infers the
positives from the potential positives that are in positive row and column tests (samples A, B, C, and D). In this
example, sample A is inferred with an individual Ct value of 21 and sample D is inferred with an individual Ct value
of 24 (marked in red). We also obtain predicted test outcomes fi. In the next stage, the samples not inferred as
positive (samples B and C) are individually set to a Ct value of 30. For example, in the left middle panel, sample B
is set to a Ct value of 30. We again infer the predicted test outcomes f’z, now assuming sample B is positive with an
individual Ct value of 30. Here, we observe that the new predicted test outcomes differ more than € from the
initially inferred ones (i.e. |Y3 - Y1| = €). Hence, sample B could not have been hidden by samples A and B and is
inferred as negative. We again do the same for sample C, displaved in the nght panel. Note t.ha.t. hEDE sample B is
again assumed to be negative. We again estimate the new test outcomes Ya and observe that |Y3 — Y1| < €. Hence,
we infer that if sample C had a low individual Ct value it could be hidden by the higher Ct values of A and B and
we infer it as positive. Altogether, we then arrive at the final inference, where samples A, C, and D are inferred as
positive, but sample B is inferred as negative.
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Parameter Tuning

For tuning of the parameters involved in setting up gtMAP we ran in silico simulations that consisted of one
thousand runs of a 3-disjunct STD design with 121 samples for each of 3 to 8 positive samples. We chose 121
here instead of 81 for our in silico and in vitro validation (see below) to avoild overly tuning the model to a
particular group testing size, and enable testing of whether results generalize. Firstly, the model underlying
gtMAP relies on choosing a temperature decline function. We arrived at the optimal one by in silico testing
of three different functions?'®

T(c) = Ty — ac, (6.25)
as well as

T(c) = a°To, (6.26)
and

ﬂd=ﬁ%§. (6.27)

Function 6.27 was determined to be the best performing temperature decline function. Additionally, we
also compared using a uniform or a normal prior for the individual Ct values. These were fitted to a set of
10000 Ct values generated in silico to determine their parameters. Here, the normal prior outperformed the
uniform one. Note that the actual distribution will likely be close to a convolution of a normal and a uniform
distribution. This can be seen from taking the log of the VL model (Equation 6.12) which will have a linear
relationship with Ct wvalues. The resulting piecewise linear function then leads to uniformly distributed Ct
values. If we assume normally distributed noise around the actual Ct value we arrive at a convolution of a
uniform and normal distribution as Ct value distribution. This motivated our choice of the normal and the
uniform distributions as prior distributions. Using the convoluted distribution in RStan proved to be too

computationally expensive.

With the basic structure of our model set, we further need to determine four other parameters. All of these
parameter settings were tested on the same dataset as before (n = 121 in a 3-disjunct design, containing
between 3 and B positive samples). Firstly, we needed to determine the best estimates for & and 3. We
evaluated both k£ = 50 and 5 = 1, as well as &£ = 37 and 3 = 100 (the same parameters as used for simulated
data generation). The first of these options will allow the estimated Ct values to vary over a wider range.
# = 50 and 8 = 1 showed the better performance and were chosen for the model. Additionally, we needed
to set e, the estimated error standard deviation of equation 6.11. For this we took an agnostic approach,
setting it to 0.5. We further need to set the minimum Ct value for hidden sample detection. Here we tested
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Ct value cutoffs of 25, 30, and 35, with 25 delivering the best results. Lastly, a decision threshold needs to
be set. This can be set depending on the desired specificity-sensitivity trade-off. Based on our simulations

we st the decision threshold to 0.5, which showed a good trade-off between sensitivity and specificity.

Laboratory Methods

Here, I give a brief summary of the in vitro methods. The in vitro experiments were performed by Michael
A. Crone and a more detailed description of the laboratory protocols can be found in Unruh et al. !. Briefly,
for singleplexing of SARS-CoV-2 we used MS2 virus like particles (VLPs) packaged with the N-gene RNA
of SARS-CoV-2. These can be detected with the CDC 2019-Novel Coronavirus RT-PCR diagnostic panel.
Our laboratory setup for testing utilized 384 well plates. While in standard clinical practice 96-well plates
are more commonly used, 384 well plates are beneficial for high-throughput testing and method validation.
Nonetheless we aimed at simulating 96-well plates by subdividing each 384 well plate into 4 parts (allowing
for two 36 test group testing designs to be placed in each sub-plate, see below).

Results

In Silico Validation

For testing of our finished model we used a 3-disjunct STD design with 81 samples, as we aimed to use
the same setup for in vitro validation. The samples were arranged into 36 groups with 9 samples each.
gtMAP’s results were then compared to results obtained using COMP. For each of 3 to 8 positive samples

we ran 1000 group testing rounds. The results are shown in Figure 6.4, Importantly, we improve the overall

classification accuracy as well as the balanced accuracy (mﬂﬂmy;“mm”“yj using gtMAP compared to
COMP. Naturally, we observe lower sensitivity, as COMP is designed to create no false negatives. However,
this i1z balanced by an increased specificity and positive predictive value (PPV). Especially the PPV is of
high importance when considering group testing designs, as in population testing, most individuals are likely
negative. This in turn raises the number of correct classifications overall significantly. Figure 6.5A shows
the increase in false positives and false negatives depending on the number of positive samples in a group
testing round. In this sensitivity analysis, we again observe the reduced number of false positives and the
increased number of false negatives when using gtMAP, showing the main difference between gtMAP and

COMP occurs for 6 or more positive samples.
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Figure 6.4: Performance characteristics of COMP and gtMAP for in silico simulations for a 3-disjunct group

testing design (n = 81) with different numbers of positive samples. PPV is the positive predictive value
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Following our parameter tuning, we chose a decision threshold of 0.5. It is important to validate that this
choice is reasonable. Hence, we again ran the decoder for decision thresholds between 0.05 and 0.95 and
plotted the resulting ROC curves for each number of positive samples (Figure 6.5B). Our results show that
the decision threshold of 0.5 is still a good choice for a design of a different size (n = 81 instead of n = 121
used for parameter tuning). Hence, we implemented it as such in the current version of the gtMAP package

available at https://github.com/lahunruh/gtMAP.

In Vitro Validation

For the singleplexing experiments we chose the same 3-disjunct STD design as for in silico validation. We
tested 4 designs with 3, 4, 5, or 6 positive samples in random wells. These were performed with 3 technical
replicates as well as 3 independent, biological ones. The VLs of the individual samples were between 0 and
14000 copies/ml chosen uniformly at random. Additionally, we constrained the individual VLs such that no
group test would have a VL above 1700 copies/reaction. This was done to enable testing close to the lower
limit of detection. To determine the viability of our novel decoder in vitro we again performed a comparison
of gtMAP to COMP. In singleplexing the same performance was obtained by gtMAP and COMP. Notably,
any design with 3 positive samples did not incur either false positives or false negatives. For more than 3
positive samples we never observed more than one false positive and no false negatives. While these are
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Figure 6.5: (A) Sensitivity analysis showing number of false positives and false negatives per 100 positive and negative
samples, respectively, for COMP and gtMAF depending on the number of positive samples in a group testing round. (B)
ROC curves for gtMAFP decoding using different decision thresholds (increasing from left to right) and different number of
positives. Black ‘4 indicate a decision threshold of 0.5.

good results, they do not allow for an in-depth evaluation of more complicated seenarios, and are likely due
to favorable configurations obtained in the random placement of positive samples. Nonetheless, the results
show once again that group testing is a viable strategy for testing of SARS-CoV-2 and further that gtMAP

is a viable decoding strategy.

Discussion and Future Work

Our model already shows high performance in singleplexed group testing experiments both in silico and in
vitro, validating further research into its development, with the eventual goal of integrating multiplexed group
testing results. However, there are still many open avenues both for improving and expanding the current
model, or for replacing it with a similar formulation. Firstly, more information about the outbreak that is
investigated could be incorporated. A prior encompassing the infoction probability or prevalence could be
included, essentially a binomial distribution of the expected number of samples estimated as positive. First
experiments with this incorporated were conducted, however, including the prevalence prior did not lead to
substantially different results. Hence, to improve model simplicity, the prior was not included in the final
model. In future models incorporation of this prior could be re-evaluated. Furthermore, test sensitivity and
specificity could be included. However, the model complexity would potentially exceed reasonable computa-
tional limitations. Notably, approaches to incorporate imperfect sensitivity and specificity in group testing

exist, such as NCOMP, which declares all those samples as positive for which at least all but one group test
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containing them are declared positive. However, this will lead to many more false positive identifications
(see Appendix Figure C1). Therefore, incorporating sensitivity and specificity into the decoding process will
require more in-depth research going forward. Beyond improving the model, the estimated individual Ct val-
ues, which can be transformed to individual VLs, could be useful. Specifically, we expect to observe different
distributions of Ct values at different stages of a pandemic®®. As such, estimated VLs could provide infor-
mation about the stage of an outbreak, 1.c. whether infections are increasing or decreasing. Conversely, if this
information is available, it could be incorporated into the model by adjusting the prior over the individual
Ct values. Both approaches are worth investigating in future work. Finally, research into integrating the
status vector estimation into the Bayesian model 15 promising. In the current work, this integration did not
lead to a model that converged. However, future work could further explore this, for example by including a
probit-link function that relates the individual Ct values to the group testing outcome (e.g. group Ct values
above 40 are considered to be negative). This would enable the estimation of all Ct values, instead of just
the ones for which wy = 1. However, this approach will again require future work to deliver a usable model.
Another approach would be to drop the status vector during estimation and instead estimate Ct values for

all individual subjects, positive and negative. This approach is laid our in more detail here.

Unified Bayesian Formulation

The decoder in its current form employs a mixture of MAP optimization and simulated annealing. However, a
single Bayesian model may be preferable in many situations. We can achieve this through the following model.
The validation of the model is left for future research. Importantly, above a sample with an individually
negative test outcome (w; = 0) was not considered in the estimation of the likelihood. In a world without
measurement noise, a negative sample would never cross the threshold used in PCR testing, and henee, would
have no Ct value that could sensibly be assigned to it. However, a sufficiently large Ct value can effectively be
considered as negative, and we can use this observation to generate our model. Firstly, we assume that any
negative PCR test now has a Ct value that is sufficiently far above the test outcomes expected for positive
tosts, say for example Crppr = 50. We can then incorporate negative samples into our formulation, using the
likelihood

P(TY)= PY NPT, (6.28)

with I' the vector of individual Ct values. We define P(Y'|T') as follows.

P(YID) = [[ POiI¥ ) (6.29)
i=0
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with

Y:=r—log, (,Eri M) : (6.30)

= o
Note w not appearing in this formulation. Any individual Ct value that can be considered as testing negative
here will have the effect that 25~ < 1, and will therefore have negligible impact on the group test outcome.
In this way we have incorporated negative and positive samples into a single formulation. It remains to define
a prior over individual Ct values that encapsulates that most samples will be negative (L.e. they have an
individual Ct value of Chpge), with the remaining positive individual Ct values falling primarily in the range

0 <TI'; < 40. To achieve this we can employ a mixture of two normal distributions to obtain the prior
Ly ~pN{(p,0) + (1 - p)N(Crrgz, 72), (6.31)

where g and o are the parameters for the prior over positive individual Ct values as in Equation 6.19 and
oa 18 a sufficiently small value for the standard deviation over the Ct values of negative individual samples.
p 15 a weighting factor between the two distributions and can be chosen to equal our expected prevalence
{or could also be estimated as parameter in the model). Through this model we can obtain the posterior
marginal distributions for P(T',|Y, M). We can then obtain the status vector w by setting w; = 1 if the mean

of the posterior of I'; is smaller than Crae.

Tuning and evaluation of this model is left for future work. First results suggest that one major issue is
non convergent chains in the HMC estimation. This is not surprising, as a group testing problem likely
has multiple valid solutions. Similar behavior is already shown in the simulated annealing process, where
we obtain different results on each run. We incorporated this fact into our estimation through conducting
multiple runs of the model and identifying only those samples as positive that were inferred as positive in

more than a set number of runs. A similar approach could also be used here through inspection of the
posterior distributions across the different chains of the individual Ct values.

Multiplexed Testing

Omne further promising avenue for future work is to expand this model to a multiplexed setting, considering co-
infection probabilities. Such an approach has, to the best of my knowledge, not been developed. One approach
to incorporate multiple viruses into the gtMAP model presented in this chapter is to estimate multiple status
vectors wlll, w®, ... wl"l, where r is the number if respiratory viruses considered. For example, in our in

vitro validation of multiplexed group testing we considered SARS-CoV-2, RSV, Influenza A, and Influenza
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B'. We could then add the log probabilities encompassing P(w!”|w!”) for discases a and b and sample j to
the posterior density. The exact formulation for this, however, remains to be investigated and validated. One
approach for incorporating co-infection probabilities in the unified Bayesian model would be to use a probit-
link function for obtaining w!*). In the model currently implemented in gtMAP, utilizing MAP optimization
and simulated annealing, we could similarly pass the complete status vectors to the MAP optimization and
again incorporate a sensible choice for P{w}u] |w_,£b]}. Furthermore, the updating of w in the simulated annealing
procedure would need to be adapted to multiple status vectors. Here, one straightforward approach i= to
randomly choose one of the status vectors and change a random entry of it. Evaluation of this method is an

objective of future work.

Conclusion

Owerall, gtMAP, which I validated on simulated and in vitro data of SARS-CoV-2, shows reliable performance
and a lot of promise for development in group testing. While naturally, any approach that is not COMP
will show at least as many false negatives, gtMAP shows a higher positive predictive value. When mostly
negative samples are tested, as will often be the case in practical applications such as surveillance testing, this
feature will be highly valuable, and will lead to a significant reduction in false positive identifications. The
application of the novel decoder to in vitro data within the workflow also further serves to showcase gtMAP's
reliable performance. gtMAP leverages PCR test results, enabling usage of quantitative test outcomes as
opposed to simply test positivity and negativity. This is especially useful when the group testing design’s
error-free capacity is exceeded, as scen in the results on simulated data for more than three positive samples

in a test design.

In future research, the application of our workflow applied here to validate gtMAP in vitro and described in
more detail in Unruh et al. ! to different decoders and group testing designs will prove valuable. Especially in
vitro comparison of different strategies will be vital and can have an important effect on policy going forward.
Policy decisions need to take into account the viability of group testing. Discussions around implementation
strategy need to focus on the best group testing design to implement. For the design chosen as basis of the
current research, STD, two factors to consider when determining the specifics of the implemented design are
group sizes and prevalence rates. In general, larger group sizes have the effect of reducing the proportion
of tests required compared to individual tests further. However, they also increase dilutions, potentially
reducing sensitivity, and this needs to be taken into account. Higher prevalence rates can increase the
number of false identifications, in particular false positives. However, in STD this can be combated easily
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by increasing the disjunctness of the design as prevalence increases, eliminating false identifications in many
cascs. Notably, strategies for provalence estimation can help in delivering fast updates changing prevalence
rates, and the strategy presented in Chapter V can be applied to any STD design, as array testing is always
contained in STD. Developing a viable strategy to combine decoding and prevalence estimation will require
further research, but may be a promising approach. Another hurdle to effective implementation 1= how to
best enable group testing in laboratories. Pooling in virology labs will require clear instructions for the people
setting up the tests. When antomated machines are used, creating pooling instructions is strajghtforward.
For the case where pooling is conducted by humans, close collaboration with virology labhs will be essential
to determine the best approach to guarantecing error-free pooling procedures. Here, clear instructions and
effective protocols are essential to reduce human error. However, among non-adaptive approaches, STD is a

prime candidate for easy implementation due to its underlying grid structure.

The work done here could be expanded to other diseases and multiplexed testing. Lastly, it may be valuable to
investigate the ideal implementation strategy for multiplexed group testing. For example, Deckert et al. 218
propose context sensitive pooling of samples. This work could be expanded to multiplexed testing with
multiple circulating respiratory pathogens by considering the individual prevalence rates and the probability
of co-occurring infections. Finally, it 1= worth emphasizing that a quantitative decoder like gtMAP also
returns individual Ct values, which can be transformed into individual V9Ls. Utilizing this information may
prove valuable, as during outbreaks the distribution of V0s in infected individuals depends on the stage of
the outbreak®. Group testing utilizing quantitative PCR. test results may provide insights into the stage of
an outhreak going forward. Similarly, if the stage of an outbreak is known, this information could potentially
be incorporated into the decoder, for example via a changed prior over Ct values.

In conclusion, group testing can increase testing capacity by requiring far fower resources than individual
tosting. At the same time, testing accuracy is not majorly reduced. One major area of application is testing for
representative sampling surveillance. The Coronavirus (COVID-19) Infection Survey *!7 put into effect by the
Office for National Statistics had costs of around £390 million. This large cost makes it prohibitively expensive
for resource-constrained applications, but group testing can reduce these costs significantly. Another area
of application is genomic surveillance, which has representative sampling as an important pillar %®, and
where a large gap can be ohserved comparing high to low income countries!¥?. Again, group testing will
reduce this gap by expanding the capacity for tests in low income countries. Multiplexed testing can also
increase our capacities by facilitating testing during parallel outbreaks of more than one infectious agents.
The rising demand on health systems due to multiple co-circulating respiratory viruses can be alleviated by

the application of multiplexed group testing. Furthermore, together with my collaborators we showed the
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viahility of multiplexed group testing in vitro!. Hence, developing a decoder for multiplexed group testing is a
prime target for research going forward. Finally, while group testing saves a lot of resources, there are ethical
issues surrounding it, for example when reporting a patient as positive even though they are negative. The
increased false positive rate of group testing compared to individual testing may be an issue here. However,
the STD design can be adapted to higher prevalence rates and when the number of inferred positives exceeds
the disjunctness of the design we know that an error may have occured. This in turn could prompt second
round re-testing if required. Owerall, policy makers need to weigh up the overall costs and henefits, hoth
ethically and focused on population health and healtheare cost, to implement clear guidelines and regulations

going forward. This will benefit the targeted development of group testing methods fulfilling the set criteria.



Chapter VII

Discussion

‘Da steh ™ ich nun, ich armer Tor! Und bin so klug, als wie zuvor.’
— Johann Wolfgang von Goethe

This work started out with the aim to develop nowvel approaches to improve diagnosis and surveillance of
different pathogens. 1 presented novel tools for high-resolution bacterial identification and group testing,
both of which show high quality results, with one of the latter methods being validated in vitro. Still, as is
always the case in science, a lot of work remains to be done and the presented research has highlighted several
open issues in the field. Here, I will first give a brief synopsis of the main results, but more importantly, this
section will serve to put the findings into the broader context of research in the field. I take a wider view and
discuss metagenomic methods, high-resolution taxonomic research, and group testing now and in the future,
and highlight applications as well as their meaning for research and policy.

201
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Synopsis of Results

I started out by evaluating different available tools for strain-level taxonomic classification in metagenomics.
Of the tools I analyzed, two clearly stood out in performance, StrainGE and StrainScan. While both have
a lot of potential to be applied in metagenomic analysis, the presented research shows that the choice for
a specific tool depends on both the species that is to be investigated and the desired taxonomic resolution.
I highlight the need to perform a benchmark prior to application of either of these tools, and am currently
working to make an easy to use version of the benchmarking pipeline available to the research community.
My investigation also highlighted some shortcomings of previously developed approaches. Of course, accuracy
is always a main concern, but more importantly, the available high performing methods lack interpretability
and are indifferent to the analytical goals of the researcher employing them. I aimed to address these
shortcomings by developing a novel tool, utilizing the benefits of mixed integer linear programming. Mixed
integer linear programming has the advantage that it is fairly straightforward to develop interpretable models
for complex biological problems, with efficient solvers being readily available. First, I developed several models
addressing strain identification with a focus on the core genome. While a lot of time and resources were
invested into developing a model based on read to strain assignment, this approach did not show promising
results. Similarly, de novo estimation of nucleotide sequences did not bear fruit. On the other hand, a much
simpler approach, based on estimating a mixture of reference strains via nucleotide proportions, showed very
promising results and good accuracy even on a whole genome level considering that only the core genome was
taken into account. The potential for further expansion by extension of the model to consider information
bevond the shared genome of a species became clear and I proceeded by developing two models taking into
consideration accessory genes. The final APM model I presented in detail in the end shows state-of-the-art
performance on several metagenomic datasets. Additionally, by relying on a gene rather than a k-mer basis
the estimation of genes not previously found in the identified reference strains is enabled. While there are
several desirable improvements to this functionality, it can facilitate in-depth analysis of the genetic makeup
of bacterial strains found in microbiomes. Moreover, the model 1 presented has several tunable parameters
with clear interpretations, namely the desired sparsity as well as the importance of the core and the accessory
genome in the model. As no tool is perfect for every species of interest, this tunability will be valuable when
applying the tool to a new species. Furthermore, the tunability will serve researchers when investigating
specific questions. For example, some analysis may be better served by only considering the core genome.
One example where this may be true, but remains to be tested, is the inference of highly recombined strains.
A large recombination event may preclude precise analysis using other tools. However, the core genome

may still reflect the original lineage of the strain well and as such enable better inference. Finally, complete
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genes were the main focus of the presented research. However, there 1s also a place for within gene variation.
Especially the identification of conserved indels within genes could be valuable in inferring phylogenies from
metagenomes. Conserved indels are indels within a gene present in some individuals but not in others that are
in between conserved regions. These indels can provide indications towards when two subgroups of organisms
diverged 2'%. The approach presented here enables the exploration of conserved indels with Little further work
by identifying conserved indels in the gene MSAs and it is definitely an avenue worth exploring. Altogether,
my rescarch on strain identification in metagenomes suggests that a multi-method approach will be best
suited for extracting useful information. None of the available tools are perfect, but different approaches,
including the one developed here, provide different benefits and angles of analysis, which all may have their
part depending on the research interests of anyone employing these tools.

Next, I moved on to group testing as another important tool in the surveillance of infoctions diseases. Our
work here presents almost an antithesis to the work on metagenomics, with PCR testing being both highly
sensitive and specific for distinet pieces of RNA. In Chapter V, I addressed the prevalence estimation problem
in group testing. I carefully developed a highly accurate theoretical framework for estimation of prevalence
from array testing results. Given the ease of implementation of array testing and the absence of a need for
retesting, it s a group testing design worthy of strong consideration for application in surveillance testing.
Again, especially low resource settings will benefit greatly from the savings in tests, and it will open up the
possibility to expand testing to a larger portion of the population. In Chapter VI, I presented a novel method
for decoding of group testing results based on quantitative PCR test outcomes. This decoder provides highly
accurate results, reducing the number of false positive identifications compared to decoding based on binary
tost results. It highlights the potential for further developments in this area, including designing a decoder
that incorporates co-infection probabilities in a multiplexed group testing setting. Notwithstanding the need
for further research, the application of our approach, with its validity shown in in vitro experiments, could
already help save large quantities of testing resources, a hugely important factor in measuring, and hence,
controlling the spread of infections diseases, especially in low resource settings.

Metagenomics in Context

Environmental sampling has become more widespread and wastewater sampling is a common practice that
has led to research that directly influenced my research aims %333, The MetaSUB consortium has constantly
been pushing the boundaries in sampling of the urban microbiome. As of 2024, their database contains al-

ready over 200000 samples from all five continents (https://portal geoseeq.com/). Several impactful works
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of research are already based on this data. In a landmark paper, Danko et al. ' described the urban mi-
crobial landscape in 60 countries and provide an analysis of antibiotic resistance across the different sample
sites. Further, Zhang et al.??® attempted to recover sample origin based on microbial signatures. These
studies highlight the insights we can gain from metagenomic data from various locations and environments
and are a promising step towards the utilization of metagenomics in surveillance strategies. Identification and
tracking of specific microbes, and with that precision metagenomics, will play an important part in enabling
such surveillance. Moreover, while there have been attempts to assign antibiotic resistance genes to bacterial
genera® these are still limited in the information they provide. In an ideal world we would be able to assign
antibiotic resistance genes to the specific organism carryving it. Take for example E. coli. If we discover an an-
tibiotic resistance gene that we could assign to a member of E. coli, then this could still mean that it is carried
by a commensal or by a pathogenic member of that species. The implications of either are certainly different
and highlight the importance of exact determination of the host of an antibiotic resistance gene. With a view
towards surveillance, it may be possible for example to predict species or strain specific resistance profiles
in a specific area and adapt our antibiotic prescription strategies accordingly. Such an approach is closely
aligned with the ideas of antibiotic stewardship??! and collateral sensitivity 22%*% and would undoubtedly
have a significant impact on public health. It would also enable us to understand bhetter the transmission of
bacterial strains and antibiotic resistance genes between environments. However, an understanding of how
to best conduct environmental surveillance of antibiotic resistance is still lacking. Different studies point
to high or low correlations of ARGs in wastewater with clinical resistance prevalence®%1-%23, Strain-level
analyses can help determining which analysis are most helpful in our efforts to surveil antibiotic resistance.
Horizontal gene transfor is another important factor to keep in mind, and antibiotic resistance genes that are
horizontally transferred may be harder to assign to specific strains. Many ARGs are carried on mobhile genetic
elements??! | making this a central issue to solve. Nonetheless, there is still specificity in HGT. For example,
plasmids are more likely to be shared within a species or between closely related ones**%€. Furthermore,
relative abundance information can help in assigning even horizontally transferred genes, and figuring out
the best way to utilize this information, especially when a gene is present in very similar forms in multiple
organisms, s a promising goal for future research. Lastly, we may not require 100% accurate inferences,
depending our goals. As such, improved inference of potential carriers of an ARG may still be beneficial
compared to essentially no knowledge.

Beyond this, metagenomics could help in outbreak tracking and determination of reservoirs of certain bacteria.
Research has already shown the relevance of strain type based techniques such as MLST in outbreak tracking
and epidemiological surveillance #%-™071.7%72 With a look towards the future, routine surveillance sequencing
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via metagenomics can benefit the tracking of outhreaks even when we do not know where to look. Similarly,
reservoirs of potentially infections bacteria could be monitored. Finally, a well set-up surveillance system
would allow analyses of outbreaks post-hoc, and samples that were collected without a specific goal in mind
could become highly relevant later on. Of course, when considering these potential applications need to keep
in mind practical limitations that require to be tackled to implement effective metagenomic surveillance. The
first factor is that of cost. While metagenomic surveillance is estimated to be potentially much cheaper than
culture-based surveillance®, it is still a major undertaking. Especially, if we aim for a routine level surveillance
structure, costs will play a vital role. Sequencing will likely continue to get cheaper, however, a detailed cost-
benefit analysis will be required. Such a study should also establish the areas with the greatest potential, such
that not only more resources can be allocated to it, but so that we can also establish aims in regard to what
information the employed technology needs to be able to deliver, and whether we can achiove this. Secondly,
while bioinformatic tools are constantly progressing, there are still a great many things that are not possible.
Here, further development of bioinformatic methods 15 essential. Developments in sequencing technology can
alzo help address these limitations. Long-read sequencing, even though it currently does not achieve the
same sequencing depth as short-read metagenomics, will transform research going forward. Especially high
resolution metagenomic studies will be easier to conduct as we obtain longer reads that are easier to assemble.
Even though chimeric assemblics may still provide issues, this will make strain level analyses much easier.
Furthermore, assigning genes to species or strains will be made more straight forward by easier assemblies
as well. Techniques for assigning genes based on flanking regions such as presented in Munk et al. 3 will be
made possible at a higher resolution and with more confidence. Long-read sequencing may well completely
replace short-read sequencing in the future. In the meantime, the integration of the two approaches has many
promises, as showcased by Bertrand et al. *® who present a hybrid assembler utilizing the henefits of parallel
short- and long-read sequencing. However, employing both short- and long-read metagenomic sequencing
to the same sample is likely beyond the financial resources of many laboratories. Developing new methods
for short-read metagenomics therefore still has an important place in research. Moreover, it will retain that
place to some degree, even as technology advances. 1 already briefly addressed the MetaSUB project and
the following has been a topic of intense discussion at the 2024 MetaSUB consortium meeting. Projects like
MetaSUB create vast amounts of data, data that will still be relevant in the future, especially when it can be
reanalyzed with new approaches and new knowledge. New angles may be taken to approach analyses that
can provide new valuable insights. Of course, we cannot foresee some of these approaches, which brings me
to my final consideration on metagenomies, the importance of metadata and multiple modality datasets. As
just one example, while genetic sequences can provide brilliant insights, it 1= a very hard problem to infer

a phenotype from a genotype. Metadata and multi-omics provide vital information that can help address



206 Chapter VII. Discussion

this and other issues and the integration of multi-omic data has been widely discussed 26227, The present
work constitutes an important contribution in bringing us closer to connecting genes and their hosts in
metagenomes. Knowledge on this frontier may provide new ways of integrating multi-omics data. Here, an
interesting area of research is to utilize metagenomics and other -omics approaches in tandem to infer genes,
their hosts, and gene expression. Finally, 1 strongly believe that general metadata on sample collection, such
as location, surface, temperature, pH, time of day, ete. should be similarly integrated into metagenomic
and multi-omic analysis. This metadata will further help future re-analysis of the data. However, in my
experience, detailed metadata is often missing for metagenomic samples. More focus should be put on the
collection of this data, and a standardized set of necessary metadata measures should be developed and
widely adopted. Finally, fine-grained metadata will also serve to support surveillance efforts. The lack of
fine-grained metadata also highlights data quality more generally, and overall it may be more important
to have higher quality data than large amounts of data. In this vein, especially with a view towards basic
research, 1t may be worth collecting fower samples, but using multiple -omics technologies and collecting high

quality metadata, instead of gathering large amounts of lower quality data.

Metagenomic investigations of other environments will play a crucial part in future research and health
care and strain level analysis will play a wvital part here. Little needs to be said about the potential in
metagenomics in the human microbiome and its relation to healtheare. At the time of writing, already
two microbiome therapies are approved by the FDA??® and I project that this is only the beginning of
rapid advancements and new medicines. Analysis of human microbiome dynamics and an understanding
how these are impacted by pathogens and antibiotics 15 essential. It is well understood that antibiotic
treatment canses dysbiosis and there iz strong evidence that this creates an ecological niche for infoctions
to emerge®™. Furthermore, reinfections with microbes from the microbiome of a patient are indicated by
Stracy et al. 7. Precision metagenomics, i.e. high resolution, high quality information on the members of a
bacterial community and their genetic and functional characteristics, can help enormously in tackling these
issues. Being able to identify members of a patients microbiome that pose a risk for antibiotically resistant
reinfections will influence our preseription strategies. A hurdle to this could be the relatively long processing
time of metagenomic samples. Nonetheless, a big benefit is that metagenomics do not require an a priori
differential diagnosis to identify a potential infectious organism as opposed to culture based methods®? and
advances in sequencing technologios may enable faster processing in the future. Similarly, high resolution
metagenomics could help in understanding specific properties of infectious bacteria that help it thrive in a
patient and ultimately lead to infection, though this 15 mere speculation at this point. Finally, the human

microbiome constitutes a reservoir of antibiotic resistance genes®™1?*2, These antibiotic resistance genes
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might be transferred to pathogenic bacteria via horizontal gene transfer. Hence, identification of which
bacteria within humans carry which antibiotic resistance genes may help our understanding on transferred

resistance.

To emphasize this point, it 15 worth stepping back and expanding our view. Many different environments
contain the same species of bacteria. Take for example A. baumannii or E. coli. Then again, there exists
substantial variability within bacterial species and it is unclear how the members of a species found in
different microbial communities interrelate. This is important in the context of the one health approach.
Strain resolution metagenomics could provide novel insights in this area. For example, it may be possible to
track the spread of bacterial strains through interconnected environments, enabling improved insights into
various questions. How does the microbiome in a subway relate to the microbiome of the humans using
1t? How do both of these relate to hospital environments and wastewater? When are strains transferred?
What is the shape of the gene sharing network in different environments? Finding satisfactory answers to
these questions will no doubt require much more research and technological developments, as well as a better
understanding of the rules governing microbiome dynamics. Precision metagenomics will be an important
pillar of research in this direction. The present work makes a contribution towards enabling research in all
of these directions by developing a high precision metagenomics tool aimed at resolving strain-gene relations
and I am certain further work in this direction will be of great value. Research could eventually be turned into
diagnostic and surveillance tools that enable the tracking of pathogens, antibiotic resistance genes, plasmids,
and virulence factors. Personalized medicine 1s another important area of application that will benefit greatly
from precision metagenomics®?. We are still a way off, but there are few limits to human ingenuity, and few
limits on the capacity of knowledge to change worlds, as expressed heautifully by David Deutsch2*

‘Like an erplosive awaiting a spark, unimaginably numerous environments in the universe are
waiting out there, for aeons on end, doing nothing af all or blindly generating evidence and
storing it up or pouring it out into space. Almost any of them would, if the right knowledge ever
reached it, instantly and irrevocably burst into a radically different type of physical activity:
intense knowledge-creation, displaying all the various kinds of complerity, universality and
reach that are inherent in the lows of nature, and transforming that environment from what

is typical today into what could become typical in the future. If we want fo, we could be that

spark.’

Taking a wider view, the considerations we have made call the species concept into question. It 1z most
certainly a useful heuristic, as shown by examples such as the conversed inlA-inlB locus and the Listeria
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Pathogenicity Island 1 in almost all members of L. monocytogenes®, or the higher likelihood of plasmid

sharing within species?**. However, species such as E. eoli contain hoth a wide range of pathogenic and
commensal members'*? and plasmids do cross species boundaries?™. Redondo-Salvo et al. 8 present results
that suggest that some clusters of related plasmid are shared across an entire phylum and they find members
of most clusters are present across families frequently. Gonzalez et al. 2! even go as far as to postulate a
genetic continuum. On the other hand, vertical inheritance still outweighs horizontal gene transfer 6, which
lends itself to a discrete interpretation of the genomic landscape of bacteria. In light of this, how should we
approach the species concept, and should we talk about bacterial species at all? In favor of the species concept
1s that species lovel diagnostics help doctors treat patients effectively and higher resolution approaches are not
readily available yet. Further, the species concept can help in developing explanatory theories. In research,
we indeed observe regularities at lower taxonomic levels. For example, Goldford et al. ?™ have shown that
different microbial communities converge toward a stable equilibrinum at which the same families of bacteria
are present at similar relative abundances. Then again, it is important to acknowledge that the way we
classify data shapes the way we think about it and in turn the way we chunk and analyze complex systems.
Consider for example the field of multi-omics, which deals with the integration of multiple -omics data
modalities such as genomics, proteomics, or metabolomics. Oftentimes, integration of multi-omics data is
based on component-sample matrices>7. The components corresponding to metagenomic data here are often
species abundances. Similarly, classification into taxonomic units is oftentimes a first step in metagenomic
analysis™®. Such a summarization step, or even going beyond this to hroader taxonomic groups®®, is
oftentimes necessary to reduce the dimensionality of the data. Naturally, this a priori classification of the
data will have large impacts on the results and their interpretation. While research may often provide
valuable insights, and bacterial species do seem to cluster together on measures such as ANI®® we may
alzo overlook important aspects. Definitions of a particular species are often the result of older classification
approaches and our understanding of the structure within a species can change drastically over time 3. In
many cases the genetic sequences grouped together as a species include members from distinct ecosystems 257
and we sometimes observe large diversity in these species. However, Caro-Quintero and Konstantinidis 237
suggest that sequence diversity is much lower among members from ecologically homogeneous environments.
This suggests that there may be potentially better species groupings than those regularly employed. These
may Include grouping by ecosystem, groupings of organisms that show horizontal gene transfer between
ecach other, or other similar approaches. Returning to the concept of the core genome, it may similarly be
advantageous to determine the core genome of groups of organisms and clustering them by their core genome
types instead of the reverse approach were the shared genome 15 inferred in a set of organisms determined to

be a single species. Most importantly, we should not just rely on default taxonomic databases, for example
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the one provided by NCBI used in many tools such as Kraken232, Similarly, while conceptually useful we
should not blindly apply the species concept in the interpretations of results, as it 1= a patchwork (defined
by Wilson>*® as an ‘extension of linguistic application’) and new patches such as a species concept based on
new measure will inherit some of the concepts associated with the core concept®?. The assumptions that
are carried over should always be questioned. Hanage?'" even hypothesizes on how different our outlook
on bacteria could have been had a bacterium that is naturally able to take up DNA from its environment,
such as Streptococcus pneumoniae, been our model organism instead of E. ecoli. My work is of course no
exception to using the predefined term of a species, especially when we discussed clusters of related strains
as well as differences in the analysis of different species. However, the current work does focus at its heart
on biological units that are much easier to discriminate, single strains identified with unique assemblies, and
single genes, which are clearly demarcated in the genome by start and stop codons (though their expression
is of course not guaranteed by their presence). Additionally, the model developed in this thesis will work
with various underlying databases of strains, with the selection of these strains being the main driver of
the interpretations we make. Of course, this selection should be done carefully. Altogether, the species
concept is a useful heuristic and clearly represents real structure in biclogical systems. Nonetheless, one
should not blindly apply the species concept or categorize samples by species without putting thought into
the implications of the criteria used for species demarcation and the implications of the species definition used
should always be considered when interpreting results. Finally, the use of metagenomics, especially with high
resolution methods such as the one I presented here may provide nowvel insights into biological networks that
may upend our classical view of bacterial species and lead us to new useful demarcations between microbes.
In conclusion, I encourage more active discussion of the issues surrounding the species concept in the research

community.

Group Testing in Context

The Covid-19 pandemic has showeased just how essential surveillance testing is in the context of a pandemic,
especially in low- and middle-income countries where there are often not enough testing resources available 57,
It has been noted that this lack of testing availability can lead to an underestimation of the impact of Covid-
192*!, Furthermore, the need for testing of co-circulating infections in several African countries and the
burden this places on the healthcare system have been pointed out?. Group testing has received a surge in
interest in the rescarch community during the Covid-19 pandemic. Yet, implementations of group testing
are fow and far between and are mainly limited to classical Dorfman testing despite group testing having
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much larger potential than is currently exploited within infectious diseases. In our work we aimed to make
the uptake of group testing in clinical practice easier. Beyond developing clear pathways to go from theory
and computational experiments to in vitro validation and finally practical application, policy makers also
need other information and incentives for implementing group testing. Cleary et al. ?™® Brault et al. 242
and Yu et al.** all estimate the henefit of group testing during pandemics, modeling the viral load of
infected individuals and providing results for expected group testing benefits during different stages of a
pandemic. Zhang and Heath?* further consider contact networks among individuals in a population. All
of this research is valuable, but the evaluated testing designs are still oftentimes limited. An exploration of
more varied group testing designs will be beneficial in providing more information into the optimal group
testing strategy under various practical considerations, constraints, and goals. Furthermore, only Cleary
et al. ?™ consider prevalence estimation, and with potentially unrealistic group sizes. More research has to
be devoted to how effective prevalence estimation can help during a pandemic, how we can save costs, and
what the best strategy is in different situations. A central question that can be addressed by simulations is
that of how prevalence testing with subsequent prevalence based interventions can lower the overall spread of
an infectious disease. This is true especially after the Covid-19 pandemic, as we gained many novel insights
into different infection control measures?!®. Potentially, identification at the same time as estimation may
bring a lot of benefits. 1 believe array testing is a great candidate for such an approach. However, more
research i1s required to provide a clear verdict here. Furthermore, prevalence estimation necessarily needs
to be combined with the identification of positive samples, which in turn requires the discussion of ethical
concerns around false positive identifications. Addressing these concerns will be central going forward, and
in-depth research of group testing strategies both for estimation of prevalence and identification of positive

samples can convince policy makers to initiate these essential discussions going forward.

The focus in group testing research should therefore clearly be on driving it towards effective application.
Nonetheless, there is still room for design improvements. In our work, we addressed the identification of
positive samples in group testing using Ct values instead of binary test outcomes. Beyond testing for infections
diseases using non-binary test outcomes may have other applications as well. Zabeti et al. 2% realized the
similarity of the problem of identifying SNPs conferring antibiotic resistance to group testing. Here, the
testing matrix indicates whether a given bacterial strain carries a SNP and the test outcomes are whether or
not a strain is resistant. Importantly, minimum inhibitory concentrations, a measure of the level of antibiotic
resistance a bacterium displays, are logarithmic measures. Hence, it is within the realm of possibilities to
apply gtMAP to this problem with only slight modifications. This may provide information about resistance
carrying SNPs and with some modifications possibly even the amount by which resistance is conferred by
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these SNPs. Furthermore, there is still potential for improving the decoding methods used. Researchers have
previously addressed how contact structures should be considered in group testing2*!. One could take this
information further and include proxdes for contact probability in the decoding process, where higher contact
probability would imply higher likelihood of both samples being infocted simultancously. Importantly, the
decoding process is not the only place where the quantitative nature of Ct values should be considered. The
design matrix M can be modified to include different proportions of different samples. Cleverly designed,
such a matrix could contain entries that grow quadratically (due to the logarithmic relation of Ct values
to viral load), 1.e. either one, two, four, or eight parts of one sample are entered into a pool. Beyond an
initial design, such an approach would of course also need to be validated in vitro, especially due to its higher
demands on the precise splitting of samples. Nonetheless, I believe that an investigation in this area would
provide valuable insights. Inferring individual Ct values (and by extension viral loads) during the decoding
process can have yet another benefit. The distribution of viral loads in a population varies over the course
of a pandemic®®. Information on individual Ct values could thereby inform us on the current state of an
outbreak in the area we are investigating and could reveal whether the incidence is rising or falling. This in
turn can provide information for resource allocation, where more resources should be diverted towards arcas

with rising incidence rates.

Conclusion

In this thesis, I have explored the themes of high resolution taxonomic classification in metagenomics and
the use of group testing for resource saving identification of infected individuals as well as for prevalence
estimation. [ developed multiple novel methods addressing current issues from new angles. The methods
developed herein can be employed to gain new insights into microbiomes and help in effectively curbing
the spread of infectious diseases. Surveillance of spreading infoctions diseases will play an essential part in
protecting human health in our highly connected world. Altogether, the developed methods lay a strong
foundation for future research that opens up new avenues in surveillance and public health.
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
1 18722 13378 14643 10002 1 1 Equal Same Yes
2 17110 12812 14680 orae0 1 1 Equal Same Yes
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10 0421 64651 73213 0162 1 b Equal Same Yes
11 145255 125315 139966 100380 1 10 Equal Same Yes
12 171090 133875 124663 97465 1 10 Equal Same Yes
13 153716 132020 140220 103615 1 10 Equal Same Yes
14 152615 127054 140725 Q5455 1 10 Equal Same Yes
15 171090 129236 145560 94160 1 10 Equal Same Yes
16 370070 260660 2971000 198650 1 b1} Equal Same Yes
17 305230 257183 2B8IR0 192540 1 b1} Equal Same Yes
18 370070 239146 292850 194950 1 b1} Equal Same Yes
19 42180 253505 293542 195400 1 b1} Equal Same Yes
20 A5AGE0 273648 292850 197040 1 b1} Equal Same Yes
21 T2743 64821 72354 49253 2 b Equal Same Yes
22 BORAY 64450 T2620 49329 2 b Equal Same Yes
23 Bh459 61679 T2015 499493 2 b Equal Same Yes
24 T2743 GEI92 72473 49581 2 b Equal Same Yes
25 BTTTT f7343 73650 BOATE 2 b Equal Same Yes
26 82002 64010 T1849 0205 2 b Equal Different Yes
7 Trh1l f6439 T2TEE ATTRE 2 b Equal Different Yes
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
28 BOO941 B4AT1T T1865 48991 2 b Equal Different Yes
29 7201 65462 73019 h0564 2 b Equal Different Yes
an T8201 A7693 73170 0933 2 b Equal Different Yes
a1 BT633 GEY26 72324 0129 2 b Omne Dominant Strain | Same Yes
a2 BARTT 69118 T2RO0T BOSED 2 b Omne Dominant Strain | Same Yes
a3 TRORS G758 72234 49501 2 b Omne Dominant Strain | Same Yes
a4 TR183 GO081 T1750 0947 2 b Omne Dominant Strain | Same Yes
a5 24411 GE180 73362 489493 2 b Omne Dominant Strain | Same Yes
1 89500 GAGOD T2649 HOTES 2 b Ome Dominant Strain | Different Yes
ar BRE16 67716 T2826 49814 2 b Ome Dominant Strain | Different Yes
as B4638 68704 73445 45283 2 b Ome Dominant Strain | Different Yes
a9 81970 65916 TG4 HD983 2 b Ome Dominant Strain | Different Yes
40 94214 64670 73152 BOTH1 2 b Ome Dominant Strain | Different Yes
41 170916 134647 147075 99189 2 10 Equal Same Yes
42 152158 119041 146600 101279 2 10 Equal Same Yes
43 182885 135667 142085 08599 2 10 Equal Same Yes
44 1886049 1205258 146713 100664 2 10 Equal Same Yes
45 188605 129148 145178 101100 2 10 Equal Same Yes
46 179324 131403 146440 08228 2 10 Equal Different Yes
AT 170654 126219 142635 101137 2 10 Equal Different Yes
48 157356 127148 143576 96494 2 10 Equal Different Yes
49 160959 136921 146152 DO558 2 10 Equal Different Yes
A0 167114 130284 142638 101305 2 10 Equal Different Yes
51 170321 137354 145544 06603 2 10 Omne Dominant Strain | Same Yes
h2 166892 132529 147193 06189 2 10 Omne Dominant Strain | Same Yes
53 145347 130675 145197 101145 2 10 Omne Dominant Strain | Same Yes
54 186472 143645 146112 97034 2 10 Omne Dominant Strain | Same Yes
55 149633 128634 145414 08664 2 10 Omne Dominant Strain | Same Yes
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
56 171974 128984 144842 970TE 2 10 Ome Dominant Strain | Different Yes
AT 171833 136181 145453 OTEE1 2 10 Ome Dominant Strain | Different Yes
58 181756 135612 141461 O8E05 2 10 Ome Dominant Strain | Different Yes
59 150790 131030 145733 Q9285 2 10 Ome Dominant Strain | Different Yes
il 17281 120696 141758 100804 2 10 Ome Dominant Strain | Different Yes
61 343615 27TR615 293425 1958285 2 b1} Equal Same Yes
62 andais 267205 287172 197280 2 b1} Equal Same Yes
63 200870 255613 27TEA] H2230 2 b1} Equal Same Yes
64 329325 264971 284070 195645 2 b1} Equal Same Yes
65 200870 263004 288196 H2180 2 b1} Equal Same Yes
66 ABETTE 273583 290325 HIE580 2 b1} Equal Different Yes
67 343325 271459 29198k H2935 2 b1} Equal Different Yes
68 314910 2625 284455 196335 2 b1} Equal Different Yes
69 337650 266179 293155 H01700 2 b1} Equal Different Yes
70 327455 266664 292782 0200 2 b1} Equal Different Yes
71 33624 267074 293823 195390 2 b1} Omne Dominant Strain | Same Yes
T2 201246 268850 279897 197242 2 b1} Omne Dominant Strain | Same Yes
T3 335744 271995 288342 192338 2 b1} Omne Dominant Strain | Same Yes
74 344340 253642 290810 195982 2 b1} Omne Dominant Strain | Same Yes
75 ALORER 249040 291002 196294 2 b1} Omne Dominant Strain | Same Yes
Th 333994 269623 291429 203092 2 20 Ome Dominant Strain | Different Yes
7T 316050 258303 282922 204514 2 20 Ome Dominant Strain | Different Yes
T8 303364 260955 292260 192804 2 20 Ome Dominant Strain | Different Yes
T4 331970 272766 290579 202210 2 20 Ome Dominant Strain | Different Yes
B0 340519 T2 288984 07724 2 20 Ome Dominant Strain | Different Yes
81 BO466 GEYAR T1064 48794 3 b Equal Same Yes
82 BT235 61671 TIGE0 BOT35 3 b Equal Same Yes
83 BT206 69274 73308 49219 3 b Equal Same Yes
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
84 B4l 67893 72195 49099 3 b Equal Same Yes
85 BO851 67666 G602 ABGTY 3 b Equal Same Yes
86 B431% TOAR2 71332 ABGTT 3 b Equal Different Yes
BT B0054 GEOET T2023 0944 3 b Equal Different Yes
88 83210 f6412 71803 49900 3 b Equal Different Yes
89 B4828 f4864 TI08E 49985 3 b Equal Different Yes
a0 B1075 G717 T2161 ABB42 3 b Equal Different Yes
91 BORAD 63392 T2640 AROTE 3 b Omne Dominant Strain | Same Yes
92 B1226 64278 T217 A9058 3 b Omne Dominant Strain | Same Yes
93 B18Th BROTT 68044 ABGTT 3 b Omne Dominant Strain | Same Yes
94 25T GEADD T2642 51474 3 b Omne Dominant Strain | Same Yes
a5 93462 GETED 72541 49785 3 b Omne Dominant Strain | Same Yes
96 92490 64818 72352 51097 3 b Ome Dominant Strain | Different Yes
a7 O6TE 6872 72271 45984 3 b Ome Dominant Strain | Different Yes
98 BEETH 69182 73184 45995 3 b Ome Dominant Strain | Different Yes
99 84082 66188 TO3B6 48341 3 b Ome Dominant Strain | Different Yes
100 B3k19 67414 72372 49752 3 b Ome Dominant Strain | Different Yes
im 186989 130696 144579 97279 3 10 Equal Same Yes
102 165393 135000 146219 95379 3 10 Equal Same Yes
103 180025 131876 145803 100039 3 10 Equal Same Yes
104 172725 129524 145010 arad 3 10 Equal Same Yes
105 171793 122760 146767 100938 3 10 Equal Same Yes
106 164041 127583 145278 97748 3 10 Equal Different Yes
107 176805 132635 145630 0a554 3 10 Equal Different Yes
108 178629 128106 146040 Da648 3 10 Equal Different Yes
109 169510 131457 144169 102304 3 10 Equal Different Yes
110 173831 136305 144950 99179 3 10 Equal Different Yes
111 156524 120612 144130 97418 3 10 Omne Dominant Strain | Same Yes
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
112 156524 135712 146189 99931 3 10 Omne Dominant Strain | Same Yes
113 156524 135959 144727 100373 3 10 Omne Dominant Strain | Same Yes
114 179275 132535 145742 095833 3 10 Omne Dominant Strain | Same Yes
115 165120 131581 143688 UTE56 3 10 Omne Dominant Strain | Same Yes
116 158277 127231 145658 08803 3 10 Ome Dominant Strain | Different Yes
117 171596 128166 144632 9056 3 10 Ome Dominant Strain | Different Yes
118 183912 132609 146331 102349 3 10 Ome Dominant Strain | Different Yes
119 178471 136122 146081 7561 3 10 Ome Dominant Strain | Different Yes
120 170043 137408 146164 OTET2 3 10 Ome Dominant Strain | Different Yes
121 344061 259443 291030 195399 3 b1} Equal Same Yes
122 254620 260080 289200 H1TEY 3 b1} Equal Same Yes
123 aoTiiy 257004 291054 191827 3 b1} Equal Same Yes
124 aoTiiy 263386 294793 H0480 3 b1} Equal Same Yes
125 343194 252641 293717 HA2ATE 3 b1} Equal Same Yes
126 350186 269733 287455 198803 3 b1} Equal Different Yes
127 A52861 266858 288023 197652 3 b1} Equal Different Yes
128 335108 259797 291083 H0E0T 3 b1} Equal Different Yes
129 311775 255345 2BTITY 197823 3 b1} Equal Different Yes
130 316003 263609 291029 H2552 3 b1} Equal Different Yes
13 311047 281875 289999 3410 3 b1} Omne Dominant Strain | Same Yes
132 311047 283911 294226 1949743 3 b1} Omne Dominant Strain | Same Yes
133 332791 272705 290400 HM16T 3 b1} Omne Dominant Strain | Same Yes
134 316611 269616 294465 196127 3 b1} Omne Dominant Strain | Same Yes
135 323438 270006 2BBTOT H3440 3 b1} Omne Dominant Strain | Same Yes
136 355470 2520931 292946 197028 3 20 Ome Dominant Strain | Different Yes
137 328306 260212 289262 204093 3 20 Ome Dominant Strain | Different Yes
138 310820 264712 283438 193805 3 b1} Ome Dominant Strain | Different Yes
139 A4R360 267814 292605 2419 3 b1} Ome Dominant Strain | Different Yes
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
140 7303 2604258 2TBITE 197508 3 b1} Ome Dominant Strain | Different Yes
141 BEEAT f7233 T2I70 49256 4 b Equal Same Yes
142 BA312 f8913 73137 0029 4 b Equal Same Yes
143 BRTRE GERER T1622 0505 4 b Equal Same Yes
144 B4276 GEIDT 71358 49942 4 b Equal Same Yes
145 BTR26 f4561 73397 0337 4 b Equal Same Yes
146 BRT26 GEO02 T1674 49034 4 b Equal Different Yes
147 B4741 67770 72353 49492 4 b Equal Different Yes
148 BEEOG GER26 71427 HBOG35 4 b Equal Different Yes
149 80831 GL802 T2TEE BOTED 4 b Equal Different Yes
150 BOT40 £4530 T2I2T 0106 4 b Equal Different Yes
151 BTRE0 GEOE4 73564 49456 4 b Omne Dominant Strain | Same Yes
152 88024 67086 T2268 50011 4 b Ome Dominant Strain | Same Yes
153 88300 66522 73508 ABTTE 4 b Ome Dominant Strain | Same Yes
154 BRTAT GE802 T2084 BO227 4 b Omne Dominant Strain | Same Yes
155 Q1847 64802 GEE6E0 1539 4 b Omne Dominant Strain | Same Yes
156 82240 64322 72705 50124 4 b Ome Dominant Strain | Different Yes
157 BRA5E G880 70631 4930 4 b Ome Dominant Strain | Different Yes
158 81502 63288 T3248 48467 4 b Ome Dominant Strain | Different Yes
159 TThE2 GOG80 T2004 45945 4 b Ome Dominant Strain | Different Yes
160 BETED 67368 71378 50271 4 b Ome Dominant Strain | Different Yes
161 187773 120226 145610 101495 4 10 Equal Same Yes
162 173194 135116 145191 100838 4 10 Equal Same Yes
163 167921 134837 142176 102605 4 10 Equal Same Yes
164 182676 127402 146200 101623 4 10 Equal Same Yes
165 173629 128651 142052 101962 4 10 Equal Same Yes
166 160442 136645 144251 O83TE 4 10 Equal Different Yes
167 164021 133375 144644 OB5ET 4 10 Equal Different Yes
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
168 158019 131834 144225 101084 4 10 Equal Different Yes
169 162470 134463 144936 DA0TE 4 10 Equal Different Yes
170 158351 134745 144356 09236 4 10 Equal Different Yes
171 187511 130986 138862 101666 4 10 Omne Dominant Strain | Same Yes
172 154789 125060 145305 0B926 4 10 Omne Dominant Strain | Same Yes
173 173304 13132 139144 101025 4 10 Omne Dominant Strain | Same Yes
174 183370 1206097 144061 09539 4 10 Omne Dominant Strain | Same Yes
175 177120 131223 144423 103688 4 10 Omne Dominant Strain | Same Yes
176 158504 120160 145238 100498 4 10 Ome Dominant Strain | Different Yes
177 155174 130656 146187 102436 4 10 Ome Dominant Strain | Different Yes
178 169031 134154 144956 ooz 4 10 Ome Dominant Strain | Different Yes
179 1496049 120861 145867 Da548 4 10 Ome Dominant Strain | Different Yes
180 1594916 139459 147023 Da516 4 10 Ome Dominant Strain | Different Yes
181 50443 268151 291253 1202 4 b1} Equal Same Yes
182 AR0T90 269125 288403 194155 4 b1} Equal Same Yes
183 66488 263701 2809601 197680 4 b1} Equal Same Yes
184 62206 248863 289467 6449 4 b1} Equal Same Yes
185 344768 267442 290139 194351 4 b1} Equal Same Yes
186 335221 266556 293297 196958 4 b1} Equal Different Yes
187 331673 270225 286463 195794 4 b1} Equal Different Yes
188 334975 25RB63 289616 196444 4 b1} Equal Different Yes
189 330472 267579 290151 195104 4 b1} Equal Different Yes
190 327533 271925 2910091 0005 4 b1} Equal Different Yes
19 305472 268713 294143 014901 4 b1} Omne Dominant Strain | Same Yes
192 A26575 28R6T8 293797 191853 4 b1} Omne Dominant Strain | Same Yes
193 339424 264240 292278 195803 4 b1} Omne Dominant Strain | Same Yes
194 ak319T 266912 281819 196149 4 b1} Omne Dominant Strain | Same Yes
195 30591 261705 294681 198410 4 b1} Omne Dominant Strain | Same Yes
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Sample E. coli A, baumannii | M. tuberculosiz | L. monocytogenes MNumber Coverage Relative Abundance Same or Strains in
Nr Sample Reads | Sample Reads Sample Reads Sample Reads of Strains Profile Different Cluster | Reference Database
196 a27262 266803 285801 193173 4 b1} Ome Dominant Strain | Different Yes
197 310063 266346 28IR08 199213 4 b1} Ome Dominant Strain | Different Yes
198 348444 244029 282818 HE019 4 b1} Ome Dominant Strain | Different Yes
199 361411 266112 282608 HOATE 4 b1} Ome Dominant Strain | Different Yes
200 64486 276704 2B207T 199069 4 b1} Ome Dominant Strain | Different Yes
2m 174710 135482 143856 97105 1 10 Equal Different No
202 180845 1390093 144974 100330 1 10 Equal Different No
203 155060 132674 146210 101515 1 10 Equal Different No
204 183210 1335049 145950 06835 1 10 Equal Different No
205 162100 126118 145155 95810 1 10 Equal Different No
206 178715 133641 146616 102091 2 10 Equal Different No
207 156656 133554 143473 100119 2 10 Equal Different No
208 182599 131880 145103 09459 2 10 Equal Different No
209 1824915 138771 145376 97406 2 10 Equal Different No
210 180051 134279 144823 100122 2 10 Equal Different No

Table Al: Details of the 840 created samples. Each row corresponds to four samples, one for E. coli, one for A. boumannii, one for M. fuberculosis, and one for
L. monocytogenes, that were created with the same parameters. The sample reads column of each species indicates the total number of paired end reads in the
sample. Coverage indicates the total coverage across all strains of the corresponding species in a sample. Relative abundance profile column indicates whether all
strains in a sample had equal abundance (Equal) or whether one strain had 0.8 relative abundance with the remaining strains having equal parts of the
remaining (.2 relative abundance (One Dominant Strain). The same or different cluster cluster column describes whether all the strains in a sample were
sampled from the same cluster at the 100 cluster level, or from different ones. The strains in reference database column indicates whether the strains in the
sample were also in the reference database provided to the tools (Yes) or not (No).
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Figure Al: Count of assemblies of E. coli assigned to each cluster at the three clustering levels (assemblies
clustered into 10, 100, and 500 clusters, labeled as 10 Cluster Level, 100 Cluster Level, and 500 Cluster Level,

respectively). Cluster numbers are arbitrary and numbering increases left to right on the x-axis (some x-axis ticks
were left out for visibility).
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Figure A2: Count of assemblies of M. tuberculosis assigned to each cluster at the three clustering levels (assemblies
clustered into 10, 100, and 500 clusters, labeled as 10 Cluster Level, 100 Cluster Level, and 500 Cluster Level,

respectively). Cluster numbers are arbitrary and numbering increases left to right on the x-axis (some x-axis ticks
were left out for visibility).
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Figure A3: Count of assemblies of L. monocyfogenes assigned to each cluster at the three clustering levels
(assemblies clustered into 10, 100, and 500 clusters, labeled as 10 Cluster Level, 100 Cluster Level, and 500 Cluster
Level, respectively). Cluster numbers are arbitrary and numbering increases left to right on the x-axis (some x-axis
ticks were left out for visibility).
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Figure Ad: Assembly statistics for A. haumanndl. Genome Length is the length of the genomes in nucleotides. ™

count is the number of ambiguous bases in the assemblies. Number of Gaps is the number of gaps (-) in the

assemblies. M50 is the shortest contig that needs to be included to cover over 50% of the genome length and NS0
count the mumber of contigs that need to be included to reach the M50, Number of Contigs is the number of contigs

the assemblies consist of.
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Figure A5: Assembly statistics for E. coli. Genome Length is the length of the genomes in nucleotides. N count is
the number of ambiguous bases in the assemblies. Number of Gaps is the number of gaps (-) in the assemblies. N50
is the shortest contig that needs to be included to cover over 50% of the genome length and N50 count the number
of contigs that need to be included to reach the N&0. Mumber of Contigs is the number of contigs the assemblies
consist of.
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Figure A6: Assembly statistics for M. fuberculosis. Genome Length is the length of the genomes in nucleotides. ™

count is the number of ambignous bases in the assemblies. Number of Gaps is the number of gaps (-) in the

assemblies. M50 is the shortest contig that needs to be included to cover over 50% of the genome length and NS0
count the number of contigs that need to be included to reach the N50. Number of Contigs is the number of contigs

the assemblies consist of.
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Figure AT: Assembly statistics for L. monocyfogenes. Genome Length is the length of the genomes in nucleotides.
N count is the number of ambiguous bases in the assemblies. Number of Gaps is the number of gaps (-) in the
assemblies. M50 is the shortest contig that needs to be included to cover over 50% of the genome length and NS0
count the mumber of contigs that need to be included to reach the M50, Number of Contigs is the number of contigs
the assemblies consist of.
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Figure A8: Inferred number of strains by KrakenUniq for samples made up of strains contained in the reference
database. Size of circle represents fraction of samples.
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Figure A1(0: Results for samples made up of strains of A. baumannii contained in the reference database combined
across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by number of strains in the
samples. Samples analyzed include both samples with strains originating in the same and in different clusters at the
100 cluster level as well as samples with different coverages. Both samples that have equal relative abundance for all
strains as well as the samples that have one dominant strain at 0.8 relative abundance with the remaining strains
having equal shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows mean
performance and error bars the 95% confidence interval.
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Figure Al1l: Results for samples made up of strains of E. coli contained in the reference database combined across
all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by number of strains in the samples.
Samples analyzed include both samples with strains originating in the same and in different clusters at the 100
cluster level as well as samples with different coverages. Both samples that have equal relative abundance for all
strains as well as the samples that have one dominant strain at 0.8 relative abundance with the remaining strains
having equal shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows mean
performance and error bars the 95% confidence interval.
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Figure A12: Results for samples made up of strains of M. fuberculosis contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by number of strains in
the samples. Samples analyzed include both samples with strains originating in the same and in different clusters at
the 100 cluster level as well as samples with different coverages. Both samples that have equal relative abundance
for all strains as well as the samples that have one dominant strain at (0.8 relative abundance with the remaining
strains having equal shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows
mean performance and error bars the 95% confidence interval.
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Figure A13: Results for samples made up of strains of L. monocytogenes contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by number of strains in
the samples. Samples analyzed include both samples with strains originating in the same and in different clusters at
the 100 cluster level as well as samples with different coverages. Both samples that have equal relative abundance
for all strains as well as the samples that have one dominant strain at (0.8 relative abundance with the remaining
strains having equal shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows
mean performance and error bars the 95% confidence interval.
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Figure Al4: Results for samples made up of strains of A. baumannii contained in the reference database combined
across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the total coverage of the
samples. Samples analyzed include both samples with strains originating in the same and in different clusters at the
100 cluster level as well as samples with different numbers of constituent strains. Both samples that have equal
relative abundance for all strains as well as the samples that have one dominant strain at 0.8 relative abundance
with the remaining strains having equal shares of the remaining 0.2 relative abundance were analvzed in
combination. Bar height shows mean performance and error bars the 95% confidence interval.
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Figure A15: Results for samples made up of strains of E. coli contained in the reference database combined across
all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the total coverage of the samples.
Samples analyzed include both samples with strains originating in the same and in different clusters at the 100
cluster level as well as samples with different numbers of constituent strains. Both samples that have equal relative
abundance for all strains as well as the samples that have one dominant strain at (0.8 relative abundance with the
remaining strains having equal shares of the remaining (0.2 relative abundance were analyzed in combination. Bar
height shows mean performance and error bars the 95% confidence interval.



261

StrmInScan StralnGE ErakenUnig StrainEst

5

o T T e

T T

Figure A16: Results for samples made up of strains of M. fuberculosis contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the total coverage of
the samples. Samples analyzed include both samples with strains originating in the same and in different clusters at
the 100 cluster level as well as samples with different numbers of constituent strains. Both samples that have equal
relative abundance for all strains as well as the samples that have one dominant strain at 0.8 relative abundance
with the remaining strains having equal shares of the remaining 0.2 relative abundance were analvzed in
combination. Bar height shows mean performance and error bars the 95% confidence interval.
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Figure A17: Results for samples made up of strains of L. monocytogenes contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the total coverage of
the samples. Samples analyzed include both samples with strains originating in the same and in different clusters at
the 100 cluster level as well as samples with different numbers of constituent strains. Both samples that have equal
relative abundance for all strains as well as the samples that have one dominant strain at 0.8 relative abundance
with the remaining strains having equal shares of the remaining 0.2 relative abundance were analvzed in
combination. Bar height shows mean performance and error bars the 95% confidence interval.
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Figure A18: Results for samples made up of strains of A. baumannii contained in the reference database combined
across all species for StrainScan, StrainGE, KrakenUnig, and StrainEst, stratified by the relative abundance profile.
In the equal profile all strains have equal relative abundance. In the dominant strain samples one strain’s relative
abundance is 80%, with all other strains being equally distributed across the remaining 20%. Samples analyvzed
together include both samples with strains originating in the same and in different clusters at the 100 cluster level as
well as samples with different numbers of constituent strains and coverages. Bar height shows mean performance
and error bars the 95% confidence interval.
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Figure A19: Results for samples made up of strains of E. coli contained in the reference database combined across
all species for StrainScan, StrainGE, KrakenUnig, and StrainEst, stratified by the relative abundance profile. In the
equal profile all strains have equal relative abundance. In the dominant strain samples one strain’s relative
abundance is 80%, with all other strains being equally distributed across the remaining 20%. Samples analyvzed
together include both samples with strains originating in the same and in different clusters at the 100 cluster level as
well as samples with different numbers of constituent strains and coverages. Bar height shows mean performance
and error bars the 95% confidence interval.



265

I G N

T N

e

o

g

B E B & § & @

EE 8 BB EEGE

Krakeninig

IR

o

o

E B & & € 8

Sir=inEst

T g

LA

T g o

W

o

Figure A20: Results for samples made up of strains of M. fuberculosis contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUnig, and StrainEst, stratified by the relative
abundance profile. In the equal profile all strains have equal relative abundance. In the dominant strain samples one
strain's relative abundance is 80%, with all other strains being equally distributed across the remaining 20%.
Samples analyzed together include both samples with strains originating in the same and in different clusters at the
100 cluster level as well as samples with different numbers of constituent strains and coverages. Bar height shows
mean performance and error bars the 95% confidence interval.
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Figure A21: Results for samples made up of strains of L. monocytogenes contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUnig, and StrainEst, stratified by the relative
abundance profile. In the equal profile all strains have equal relative abundance. In the dominant strain samples one
strain's relative abundance is 80%, with all other strains being equally distributed across the remaining 20%.
Samples analyzed together include both samples with strains originating in the same and in different clusters at the
100 cluster level as well as samples with different numbers of constituent strains and coverages. Bar height shows
mean performance and error bars the 95% confidence interval.
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Figure A22: Results for samples made up of strains of A. baumannii contained in the reference database combined
across all species for StrainScan, StrainGE, KrakenUnig, and StrainEst, stratified by the cluster of origin. Same
cluster indicates that the strains in the sample are in the same cluster at the 100 cluster level, while different
indicate they originate from different clusters. Samples analyzed together include both samples with different
numbers of constituent strains and coverages. Both samples that have equal relative abundance for all strains as well
as the samples that have one dominant strain at 0.8 relative abundance with the remaining strains having equal
shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows mean performance
and error bars the 95% confidence interval.
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Figure A23: Results for samples made up of strains of E. coli contained in the reference database combined across
all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the cluster of origin. Same cluster
indicates that the strains in the sample are in the same cluster at the 100 cluster level, while different indicate they
originate from different clusters. Samples analyzed together include both samples with different numbers of
constituent strains and coverages. Both samples that have equal relative abundance for all strains as well as the
samples that have one dominant strain at (0.8 relative abundance with the remaining strains having equal shares of
the remaining (0.2 relative abundance were analyzed in combination. Bar height shows performance and error
bars the 95% confidence interval.
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Figure A24: Results for samples made up of strains of M. fuberculosis contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the cluster of origin.
Same cluster indicates that the strains in the sample are in the same cluster at the 100 cluster level, while different
indicate they originate from different clusters. Samples analyzed together include both samples with different
numbers of constituent strains and coverages. Both samples that have equal relative abundance for all strains as well
as the samples that have one dominant strain at 0.8 relative abundance with the remaining strains having equal
shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows mean performance
and error bars the 95% confidence interval.
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Figure A25: Results for samples made up of strains of L. monocytogenes contained in the reference database
combined across all species for StrainScan, StrainGE, KrakenUniq, and StrainEst, stratified by the cluster of origin.
Same cluster indicates that the strains in the sample are in the same cluster at the 100 cluster level, while different
indicate they originate from different clusters. Samples analyzed together include both samples with different
numbers of constituent strains and coverages. Both samples that have equal relative abundance for all strains as well
as the samples that have one dominant strain at 0.8 relative abundance with the remaining strains having equal
shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows mean performance
and error bars the 95% confidence interval.
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Modifications of the Accessory-Proportion Model

There exist many possibilities for expanding and changing the accessory-proportion model, two of which I will briefly address
here.

An issue with the current formulation is the strict separation of core and accessory genes. It is clear that the number of inferred
core genes will drop with the number of included reference strains, potentially too low for some species to generate high-quality
estimates. Genes present in almost all strains are considered as soft core genes, genes that are distributed across most members
of & species?¥7. | implemented a version of the model in which some genes are considered both as accessory and as core genes
with their importance in either part of the objective function being dependent on the percentage of reference strains they appear
in. Specifically, wy = 1 is set for genes g that are present in 100% of reference strains and wy = 0 for genes that are present in

O95% or fewer of the reference strains. Then we can linearly interpolate between these two points, setting
wy = max{1 — 20{1 — rg), 0} (2.1)

for each gene, where ry is the percentage of reference strains carryving gene g. In an abuse of notation, let w; = wy for positions

I corresponding to gene g. Adding this weight to the objective function results in

A Aj Ae
MY Xa f Y witiDin+ Ej Y (1 —wg)lg + e 3 ) Tag. (2.2)
SES (e =N gEG SES gEG A, ;=0

Furthermore, keeping in mind the potential inaccuracies introduced, | did consider including duplicate genes in the model. To
achieve this | proceeded as follows for each of the duplicate genes. First, the sequences of each gene in each reference strain were
determined. Then one gene variant for each duplicate gene from each strain was selected by first choosing one from a starting
strain and then iteratively including those gene variants for each strain with the lowest MASH distance to the genes already
included. This approach led to a much larger number of genes (1587 genes in total of which 331 where core genes present in
100% of reference strains) included in the reference databsse. However, the performance of this approach was subpar. While
varants of this approach could be developed, this avenue was not further pursued.
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Supplementary Figures
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Figure B1: Performance of the APM for samples made up of strains contained in the reference database for all
species (each column of figures corresponding to one species), stratified by the number of strains in the sample.
Samples analyzed together include both samples with strains originating in the same and in different clusters at the
100 cluster level as well as samples with different coverages. Both samples that have equal relative abundance for all
strains as well as the samples that have one dominant strain at 0.8 relative abundance with the remaining strains
having equal shares of the remaining 0.2 relative abundance were analyzed in combination. Bar height shows mean
performance and error bars the 95% confidence interval.
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Figure B2: Performance of the APM for samples made up of strains contained in the reference database for all
species (each column of figures corresponding to one species), stratified by the total coverage the sample. Samples
analyzed together include both samples with strains originating in the same and in different clusters at the 100
cluster level as well as samples containing different number of strains. Both samples that have equal relative
abundance for all strains as well as the samples that have one dominant strain at (0.8 relative abundance with the
remaining strains having equal shares of the remaining (0.2 relative abundance were analyzed in combination. Bar
height shows mean performance and error bars the 95% confidence interval. Note the high performance for 1-fold
coverage, This is likely due to the fact that only samples with one constituent strain were created at this coverage.
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Figure B3: Results of the APM for samples made up of strains contained in the reference database for all species
{each column of fizures corresponding to one species), stratified by by the relative abundance profile. In the equal
profile all strains have equal relative abundance. In the dominant strain samples one strain’'s relative abundance is
809, with all other strains being equally distributed across the remaining 20%. Samples analyzed together include
both samples with strains originating in the same and in different clusters at the 100 cluster level as well as samples
with different numbers of constituent strains and coverages. Bar height shows mean performance and error bars the
95% confidence interval.
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Figure B4: Results of the APM for samples made up of strains contained in the reference database for all species
{each column of fizures corresponding to one species), stratified by the cluster of origin. Same cluster indicates that
the strains in the sample are in the same cluster at the 100 cluster level, while different indicate they originate from
different clusters. Samples analveed together include both samples with different numbers of constituent strains and
coverages. Both samples that have equal relative abundance for all strains as well as the samples that have one
dominant strain at 0.8 relative abundance with the remaining strains having equal shares of the remaining 0.2
relative abundance were analyzed in combination. Bar height shows mean performance and error bars the 95%
confidence interval.
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Appendix C

Derivation of NCOMP False Positive
Rate

Here, [ derve the expected number of false positives and false negatives in a k-disjunct multipool design (or the equivalent ST
design) using the NCOMP decoder with A = 1 and g the group size, defined as

Definition C.1. For all columns i define Ti = {§; Mij = 1} and Si = {5; Mij = 1,Y5 = 1}. Then the ith item is inferred as
positive if |Si] > [Til(g — A).

Furthermore, I make some necessary assumptions.

Assumption . Any two items X; and X share at most one pool. This also means given the true status of X; all the tests of
pools containing X; are conditionally independent.

Assumption 2. All items are i.id. positive with probability p.

Assumption 5. The sensitivity Se and and specificity Sp are known and independent of group size and number of positives in a
group.

Assumption §. Given the true status of k slopes, their tests are all conditionally independent of each other.

With these assumptions, we can proceed to first derive the probability of sample i being false positive and then the probability
of i being false negative, which will allow us to calculate our expected false positive and false negative rates given prevalence,

sensitivity, specificity, and a test design.
We get the following for the false positive rate

PiX; negative | At least k — 1 pools containing X; positive) =

PiAt least k — 1 pools containing X positive | Xi negative)P(X; negative)
PiAt least k — 1 pools containing X positive) )

with
P(X; negative) = (1 —p) =q. (3.1)

We first have P(At least k — 1 pools containing Xi positive | Xi negative) = P{All k pools containing Xi positive | Xi
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negative) + Pk — 1 pools containing X; positive | X; negative). The first part of this sum is

P(All k pools containing X; positive | X; negative) =

1
Y PBo=181=1..8_1=15 ==0,5] =51,...8_; =a_1)

By =0

)CPI:SE = &0, S? = 81,...,33_1_ = 8;,_1:],

with 5g, ..., Sp—1 being the results of the tests of the & different slopes. Sz‘ denotes the result that would have been obtained
using perfect tests. By symmetry all summands where 1 S;J;a are 1 and j are 0 are the same. We can further take out the item,
as it is negative. For true positive pools we hence get (by the assumption of conditional independence of different slopes under

Xi)
Ll (3.2)
where | is the number of samples per pool and a is the number of true positives pools. For true negative pools we get
(1 — Sp)k—agqlk—ai—tk—a) (3.3)
Putting this all together we get
PAll k pools containing X; positive | X; negative) =
Sr(1—g7h*
k -1 1—1,k—1 -1
+(, - JsE a1 - Sp)d'
k —2 1—1,k—2 2 _2—2
+(k_2)3§' (1—g )" (1-5)"g
ok {;)(1 _ ,)kgkik
ke
= (Se(1—d" )+ (1 -5p)a"?)

The second part is

Pk — 1 pools containing X; positive | X; negative)

1
=ks 3 P(So=0,..8_1=15 ==1,..5_; ==_1).

B =0
Similar to above for true positive pools we get
S:_iil _ Igll—'l.}ﬂ.—'l. . {1 _ Sc}(l —q —'I.}
— S:_iil _ SE:I[:I _ qi—i:lu1

and for true negative pools we get

[:1 _ Sp}k—nq{k—u}i—{k—n]_ {34}
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Together this lesves us with

+ ((k

The first part of this is

Pk — 1 pools containing X; positive | X; negative) = kx
-8 -4

k k-1 _ . -
(5 ) - (D) s -saa - x-S
_I_Sgk—l[:l_qi—ijk—i xqul—l
+ ((::J - (i:; )Sf‘“tl—SeJil—q“ij"‘“tl — 5p)%q"?

+...

- (t_ 1].) - (;c _k(: 1})) (1—Se)(1—g" 1) x (1 — Sp)ltgtk-1Hi-(e-1)

+(k _k(;1 IJ)SE':I _q‘-_ij M (1 — Spjk_zgpq{k—ili—{k—l}

(5510 syt

S-Sl —g Yt

+(, f JSE =S (1— gt x (1- Sp)gt!

ot .[: _ 13)(1 — Se)(1— g 1) x (1 — Sp)k gtk DI (k—1)
18R gyl g it

+( T ) SR —a Y x (1 5,) 5,0

k—

et (k — [k

+(* ) - s syt

- [(t _ 1)5':_2(1 — Sl —g ) x (1 - Sp)gt!
+(::'DS’&_3“ — 8e)(1—g" (L - )R

et {k _k.[zi 1},)(1 — Be)(1 —g' 1) % (1 — Sy gtk - tk—11 |

Sf—'l.“_ _SE:IU- _ ql—'l.}k

+(J= f 1)5':_2':1 — Sl —ghE T w1 — Syt
bt (S0 = x 1 - g
_1—5)

59 (5,01 + 1 sy 1 sphetet]
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Further

Sek1(1 _ gt1yk=1 ¢ g i1
(k - I)Sek_zil —g' 1 % (1 - 8p)Spg™

o+ ( ).5‘.,(1 1— 1] x(1— Sp)"_z-'i‘pq“’_m_{*_”

—{.i:
+(F5 ) - st
Spa 1 (Se(1 =g + (1 - 5p)a 1) T

and

(5 )20 - S - x (1 - Sy

()50 - St — a5y

++|[ -1

1))(1 —E)l—g Y x(1- Spjk—iq{k—n:—{k—u
=(1— Squi—i% [{-ﬂ:(l —g Y+ (1— Squ‘—i)&_l - Sp:lk_iq{k_i:“_{k_i:l]'
Altogether we arrive at

Pk — 1 pools containing Xi positive | Xy negative)

k-1
+Spql—l(3={1 _ Igll—'l.} + [:1 _ Sp}ql—'l.)

R [(sm —g 41— Spja‘-‘]&_l —(1- Sp:n*-ie“'-”‘-'i*-”] }

"

_ k
=kx |:{1 SSE:I (S,{l - +(1- Sp]'l?i_i)
k-1
+3p-:r"‘(S=l[1 - +(1- Sp}q:_l)
k-1
~(1- st B (st - g + (1 - 500t ]
Then finally

P(X; is a false positive)

=gx {(m — )+ (1- S 1)"

[
+k x [“ ;SE} (3, (1—g" N +(1- Sp}q“i)

k-1
+Spql—l(3! (1 _ Igll—'l.} + [:1 _ Sp}qi_i)

- et L (s -y 41— Sp:an-i)*_il }

Having derived an expression for the false positive rate, we still need to derive one for the false negative rate. This is straight-
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Figure C1: The probability of a sample being inferred as false positive at different prevalence rates and different
sensitivity and specificity values for NCOMP (lines shaded red) and COMP (lines shaded blue).

forward and can be expressed as

PiAt least two pools containing X; negative | X; positive)
=1— PAt least k — 1 pools containing X positive | Xi positive)

=1— (S8 4 kxsE 11— 35)).

I ecompare the probability of a sample being false positive using NCOMP with COMP for array testing (as derived by Kim

et al 1%%) in Figure C1.
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