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Abstract. We introduce a new stochastic algorithm to locate the index-1 saddle points of a function V : Rd → R,3
with d possibly large. This algorithm can be seen as an equivalent of the stochastic gradient descent which is a natural4
stochastic process to locate local minima. It relies on two ingredients: (i) the concentration properties on index-15
saddle points of the first eigenmodes of the Witten Laplacian (associated with V ) on 1-forms and (ii) a probabilistic6
representation of a partial differential equation involving this differential operator. Numerical examples on simple7
molecular systems illustrate the efficacy of the proposed approach.8
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1. Introduction and motivation. A key goal of molecular simulations is to determine re-11

action mechanisms. These reaction mechanisms are associated with transition paths between local12

minima of the potential energy surface, which models the interaction between the atoms. Due to13

the large number of atoms considered in practice, the potential energy function is typically defined14

on a high-dimensional space. In order to simulate the dynamics of the molecular system and thus15

identify these transition mechanisms, one can either use all-atom molecular dynamics or state-to-16

state dynamics. The former consists in evolving the positions and velocities of all the atoms as17

continuous functions of time, following typically thermostated Hamiltonian dynamics such as the18

Langevin dynamics [1, 28, 60]. The latter (a.k.a. kinetic Monte Carlo models [61] or Markov State19

Models [5]) directly models the jumps between local minima of the potential energy which are sepa-20

rated by index-1 saddle points. Index-1 saddle points are critical points of the energy function such21

that the Hessian has exactly one negative eigenvalue. Local minima have basins of attractions with22

intersecting boundaries, and the local minima energy points lying in this intersection are indeed23

necessarily index-1 saddle points. This latter approach can reach much longer timescales than the24

former one, since it does not require to simulate the details of the trajectories within the wells of25

the potential energy function. In practice, the simulation of state-to-state dynamics requires to26

identify the local minima as well as the index-1 saddle points connecting them. Then, one can27

compute the rate constants associated with transitions through the different index-1 saddle points28

using the so-called Harmonic Transition State Theory and Eyring-Kramers laws [61, 64, 65]. The29

fact that the kinetic Monte Carlo dynamics is a good approximation of the Langevin dynamics can30

be formalized by studying the so-called exit problem in the small noise (namely small temperature)31

regime, using for example the large deviations theory [27] or the quasi-stationary distribution ap-32

proach [16]. This problem is of general interest to the study of noise-induced transition between33

metastable states separated by energetic barriers [31]: under the influence of small noise, with high34

probability, the escape pathway has to go through the neighborhood of an index-1 saddle point.35

In view of the computational efficiency of the simulation of the state-to-state dynamics described36

above, many algorithms have been developed to locate local minima and index-1 saddle points of37

a potential energy function in high dimension. Finding local minima is a standard optimization38

task, for which a large number of algorithms exist with a well understood properties both in theory39
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and in practice [11, 52, 40, 25]. Finding index-1 saddle points is a much harder task. It is beyond40

the scope of this paper to provide a comprehensive review of numerical methods to locate index-41

1 saddle points, see the review papers [54, 35] for some pointers to the large literature on this42

subject. Broadly speaking, there are two classes of algorithms: double-ended a.k.a. chain-of-state43

methods and single-ended a.k.a. surface-walking methods. Examples of algorithms belonging to44

the former family are the nudged elastic band method [38, 37] or the string method [20]: they45

can be seen as a numerical version of the mountain pass theorem [4] to identify index-1 saddle46

points. They locate index-1 saddle points along minimizing energy paths connecting two fixed47

local minima. They thus require the input of two minima and the global optimization of a non-48

differentiable problem (namely the minimization over paths of a max function). In particular, the49

results obtained with standard iterative optimization methods typically highly depend on the initial50

condition of the optimization procedure, namely the initial path between the two local minima. For51

a mathematical analysis, we refer to [6, 44, 45]. The algorithms in the latter family (single-ended52

methods) are sometimes called drag methods [35]: they indeed consist in successively updating53

a one-dimensional drag coordinate towards larger energy, and then minimizing the energy of the54

system in the codimension 1 hyperplane orthogonal to the drag coordinate. Early contributions in55

that direction are [12, 8, 62]. Examples of such methods include the dimer method (also known as56

the eigenvector-following method) [50, 36, 67, 68], the Activation Relaxation Technique [48, 3, 7]57

and the Gentlest Ascent Dynamics [21, 29, 39]. It is known that the efficiency of these techniques58

also depends on the initialization procedure. For example, in [43], it is shown that the dimer method59

converges if initialized in neighborhoods of index-1 saddle points, but may otherwise remain trapped60

in subsets which do not contain any index-1 saddle points.61

Beyond the references mentioned above, there is a vast literature on index-1 saddle point finding62

algorithms. For example, recent variants of the above algorithms aim at reducing the cost by using63

surrogate models to estimate the gradient of the potential energy [15, 41, 59]. Moreover, here are a64

few examples of other algorithms which do not conform to the classification presented above, and65

which we will not discuss further since they are less related to our approach: the rational function66

optimization method [2], the step and slide method [46], the biased gradient squared descent [19],67

simulated annealing methods [9], genetic algorithms [22], and branch-and-bound algorithms [51].68

This (incomplete) list illustrates the importance of this challenging problem.69

In this work, we introduce an algorithm to locate index-1 saddle points, which is based on a70

stochastic interacting particle system and a selection mechanism. The proposed algorithm can be71

initialized in any basin of attraction of a local minimum of the potential energy function. The72

algorithm will then attempt to identify the possible exit pathways. As will become clear below, this73

interacting particle system approximates the solution to a partial differential equation on vector74

fields (see Equation (2.11) below), which can be seen as a generalization of the Fokker-Planck75

equation for the overdamped Langevin dynamics associated with the potential energy function76

of interest. More precisely, the method we propose derives from considerations on the long-time77

behavior of the semi-group associated with the Witten Laplacian on 1-forms associated with the78

potential energy function of interest (the semi-group associated with the Witten Laplacian on 0-79

forms, namely functions, is nothing but the Fokker-Planck equation mentioned above). It indeed can80

be shown that, in the small temperature regime, the vector fields solutions to the partial differential81

equation (2.11) concentrate on index-1 saddle points. Using the probabilistic representation of such82

solutions by an interacting particle system, we are thus able to evolve particles which concentrate83

on neighborhoods of index-1 saddle points: a simple local search (such as the dimer method) can84

then be used to precisely identify these index-1 saddle points.The application of the local search85
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algorithm is purely a practical step that enables us to accurately identify saddle points. To provide86

a clearer understanding of our algorithm, it can be viewed as operating in two distinct phases (which87

are run iteratively in practice). During the first phase, the interacting particle system focuses on88

detecting points that are in proximity to index-1 saddle points. The initial phase may not precisely89

identify the saddle point because we use a constant positive temperature in the particle system. To90

achieve a more accurate solution, the second phase relies on a local search method. By employing91

this approach, we can improve the precision of the algorithm without having to develop an annealing92

schedule. Notably, in the vicinity of an index-1 saddle point, the dimer algorithm exhibits a linear93

convergence rate. Consequently, our algorithm endeavors to combine global information derived94

from the Witten PDE with the effectiveness of local search methods.95

The algorithm we propose is different from the ones discussed above in two ways. First, its96

mathematical foundation, relying on the concentration on index-1 saddle points of the 1-eigenforms97

of the Witten Laplacian, seems to be new. Moreover, it is intrinsically based on an interacting98

particle system. The closest algorithm in the literature is probably the Lyapunov weighted dynamics99

introduced in [57], even though the selection mechanism used there is different in nature: it consists100

in looking at how solutions starting from close initial conditions diverge.1101

In summary, the novelties of this work are twofold. First, we introduce a (to the best of our102

knowledge) new paradigm to locate index-1 saddle points, using the long-time behavior of the103

semi-group associated with the Witten Laplacian on 1-forms. Second, we propose a stochastic rep-104

resentation of this semi-group (see Proposition 2.2) which can then be used in a concrete algorithm105

to numerically compute index-1 saddle points. The computational requirements of the proposed106

method are similar to existing methods, and we report encouraging numerical results for standard107

benchmark problems. Let us however emphasize that the objective of this paper is methodological108

in nature. In particular, we do not perform a thorough numerical comparison of the efficiency of109

our algorithm with other index-1 saddle point search algorithms, neither do we fully optimize the110

implementation of the numerical method we propose. These aspects are left for future work.111

This is an outline of this work. In Section 2, we present the main theoretical ingredients of the112

algorithm we propose. The precise description of the algorithm is provided in Section 3. Section 4113

is then devoted to numerical experiments to illustrate the properties of the algorithm on simple 2d114

test cases and two large-dimensional test cases. Finally, Section 5 provides a short summary and a115

few perspectives.116

2. Index−1 saddle points and Witten Laplacian on 1−forms. Let us consider a smooth117

energy function118

(2.1) V : Rd → R.119

In all the following, it is assumed that the potential energy function V is a Morse function: the120

Hessian of V at the critical points of V is assumed to be non-degenerate. The number of negative121

eigenvalues is called the index of the critical point. We are interested in the index-1 saddle points122

of V , and more precisely in stochastic algorithms which would be able to concentrate on such123

points, in a similar way as the overdamped Langevin dynamics concentrate on local minima. In the124

1At the time of publishing this work, Federico Ghimenti (Université Paris Cité) drew our attention to the reference
[58] where the authors also propose to use the Witten PDE (2.11) to locate index-1 saddle points. Our work differs
in the way the Witten PDE is introduced ([58] relies on interpretations through the lens of quantum physics) and in
the way the algorithm is implemented and tested ([58] sticks to a simple 2d potential, whereas we consider higher
dimensional problems, and we combine the Witten PDE with efficient local search methods to improve the numerical
efficiency of the whole approach).
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following, we may sometimes omit to explicitly indicate the indices of the saddle points we consider,125

since we only deal with index-1 saddle points.126

This section is organized as follows. First, in Section 2.1, we recall how a noisy steepest127

descent algorithm (overdamped Langevin dynamics) can be used to find local minima of V , and we128

give an interpretation of this fact using the Fokker-Planck partial differential equation associated129

with the dynamics. Then, we explain in Section 2.2 how to generalize the Fokker-Planck equation130

from functions (0-forms) to vector fields (1-forms) and why this is useful to locate index-1 saddle131

points. Finally, Section 2.3 introduces a probabilistic interpretation of this generalized Fokker132

Planck equation that will be used in order to build stochastic dynamics which concentrate on the133

index-1 saddle points.134

2.1. Local minima, steepest decent and the Witten Laplacian on 0-forms. In order135

to introduce the main idea of the paper, let us start with simple observations concerning local136

minima (namely critical points with index 0) and the overdamped Langevin dynamics (gradient137

descent perturbed by noise).138

The overdamped Langevin dynamics, for a given inverse temperature β > 0 are given by,139

(2.2) dXt = −∇V (Xt) dt+
√
2β−1 dBt140

complemented with an initial condition X0 ∈ Rd. Here and in the following, (Bt)t≥0 denotes a d-141

dimensional Brownian motion. The stochastic process (Xt)t≥0 is ergodic with respect to Boltzmann-142

Gibbs measure Z−1 exp(−βV (x)) dx (where we here assume that Z =
∫
Rd exp(−βV ) < ∞) and143

therefore, in the small temperature regime β → ∞, the stochastic process spends most of its time144

in the lowest energy local minima of V . This remark is used in many optimization algorithms which145

aim at finding the local minima of V , using gradient descent perturbed by small noise.146

It is also possible to interpret the properties of the stochastic process (Xt)t≥0 in the small147

temperature regime using the so-called semi-classical asymptotic behaviors of associated partial148

differential equations. More precisely, let us consider the differential operator, defined on a smooth149

test function ρ : Rd → R:150

(2.3) L∗ρ = div (ρ∇V ) + β−1∆ρ.151

The Fokker-Planck equation [53] gives the evolution of the density ρ(t, x) of the time marginals of152

(Xt)t≥0 solution to (2.2):153

(2.4)
∂ρ

∂t
= L∗ρ,154

where the initial condition ρ0 is assumed to be the density of X0: ρ(t, x) is the density of the155

random variable Xt, for all time t ≥ 0. In order to describe the Fokker-Planck dynamics in the156

small temperature regime (β−1 → 0), let us recall some information on the spectrum of L∗ in this157

regime, using the so-called Witten Laplacian on 0-forms, i.e. real-valued functions.158

The Witten Laplacian on 0-forms associated with V and the small parameter h = 2β−1 is159

defined by, for a smooth test function u : Rd → R:160

(2.5) ∆
(0)
V,hu = −h2∆u+ (|∇V |2 − h∆V )u.161

There is a simple link between L∗ and ∆
(0)
V,h: for any smooth test function u,162

(2.6) exp(V/h)L∗(u exp(−V/h)) = − 1

2h
∆

(0)
V,hu.163
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In particular, the spectral properties of L∗ can be deduced from the spectral properties of ∆
(0)
V,h in

L2(Rd):

−L∗ρ = λρ ⇐⇒ ∆
(0)
V,hu = 2hλu,

with u = ρ exp(V/h). Notice that Equation (2.5) is nothing but a Schrödinger operator with the164

h-dependent potential |∇V |2 − h∆V .165

It is easy to check2 that operator ∆
(0)
V,h is non negative and symmetric for the L2(Rd) scalar166

product. Under some generic assumptions on V (one of them being that V is a Morse function),167

one can prove the following properties on ∆
(0)
V,h (we refer to [56, 34] or [42, Theorem 3.9] for precise168

statements on the eigenvalues and to [32, 33, 17] for precise statements on the eigenfunctions3):169

• On the eigenvalues: For h sufficiently small, the operator ∆
(0)
V,h admits exactly m(0) ei-170

genvalues smaller than ch (for some c > 0), where m(0) is the number of local minima171

of V . Moreover, these eigenvalues are exponentially small when h→ 0, and the rest of the172

spectrum is bounded from below by a constant independent of h.173

• On the eigenfunctions: The eigenfunctions associated with these m(0) small eigenvalues174

are essentially supported in neighborhoods of the local minima of V . More precisely, one175

can prove so-called Agmon-type decay estimate which shows that the eigenvectors decay176

exponentially fast away from the local minima, in the Agmon distance. In particular,177

the first eigenvalue is λ1 = 0 associated with the (L2-normalized) eigenfunction u1 =178

exp(−V/h)/
√∫

Rd exp(−2V/h).179

The qualitative properties above, give a clear picture of the evolution in time of ρ i.e. the solution180

to (2.4). Indeed, in the small temperature regime, by projecting the evolution on the dominant181

eigenmodes (uk)1≤k≤m(0) and using (2.6), one has (assuming without loss of generality that the182

family of functions (uk)1≤k≤m(0) is orthonormal in L2): for all t ≥ 0,183

(2.7) ρ(t) ≃
m(0)∑
k=1

exp

(
−λk

2h
t

)
⟨ρ0 exp (V/h) , uk⟩ uk exp (−V/h)184

the remaining terms decaying much faster in time than these first m(0) terms since they are associ-

ated with eigenvalues of ∆
(0)
V,h (or equivalently of −L∗) which are bounded from below by a constant

times h, and thus much larger than λ1, . . . , λm(0) . Here,

⟨ρ0 exp(V/h), uk⟩ =
∫
Rd

ρ0 exp(V/h)uk

is the coefficient associated with the L2(Rd) orthogonal projection of ρ0 exp(V/h) on the k-th eigen-185

mode uk. Notice that the first term in the sum (for k = 1) is simply exp(−2V/h)/
∫
Rd exp(−2V/h) =186

Z−1 exp(−βV ), which is consistent with the fact that the longtime limit of ρ is the Boltzmann-Gibbs187

2This is a consequence of the fact that ∆
(0)
V,h = d

(0),∗
V,h d

(0)
V,h where d

(0)
V,h = e−V/h(h∇)eV/h and d

(0),∗
V,h =

−eV/h(hdiv)e−V/h is the L2-adjoint of d
(0)
V,h.

3As mentioned in [56], these results are well known in the folk wisdom of theoretical physics, and it is beyond the
scope of this work to state mathematically precise asymptotic results. This would indeed require to introduce many
notation and notions, such as the Agmon distance or Morse coordinates. We prefer to stick to a gentle presentation
which is sufficient for our purpose. The essential results underpinning our algorithms will be supported by numerical
illustrations when we will consider 1-forms in the next section, see Example 2.1.
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measure associated with V . Moreover, one infers from (2.7) that before convergence, the density ρ188

is essentially a linear combination of the functions uk exp(−V/h) which are concentrated around189

the local minima of V . This can be seen as another illustration of the fact that the overdamped190

Langevin dynamics (2.2) spends most of its time around the local minima of V .191

We will now show in the next section how a similar relationship between a stochastic differential192

equation and partial differential equation can be used in order to visit the index-1 saddle points193

of V .194

2.2. Index-1 saddle points and the Witten Laplacian on 1-forms. Similarly to the195

Witten Laplacian ∆
(0)
V,h on 0-forms (see (2.5)), one can introduce the Witten Laplacian on 1-forms,196

namely on vector fields4 v : Rd → Rd197

(2.8) ∆
(1)
V,hv = −h2∆v + (|∇V |2 − h∆V )v + 2h∇2V v,198

where ∇2V denotes the Hessian of V , and the last term is thus a matrix-vector product. Similarly199

to ∆
(0)
V,h, the operator ∆

(1)
V,h is non negative and symmetric 5 in (L2(Rd))d. Under some generic200

assumptions on V , one can prove the following properties on ∆
(1)
V,h (we again refer to [34, 42, 32, 33,201

17] for precise statements and generalizations to Witten Laplacian on k-forms and index-k saddle202

points, see also the footnote 3).203

• On the eigenvalues: For h sufficiently small, the operator ∆
(1)
V,h admits exactly m(1) eigen-204

values smaller than ch (for some c > 0), where m(1) is the number of index-1 saddle points205

of V . Moreover, these eigenvalues are exponentially small when h→ 0, and the rest of the206

spectrum is bounded from below by a constant independent of h.207

• On the eigenforms: The eigenforms associated with these m(1) small eigenvalues are con-208

centrated in neighborhoods of the index-1 saddle points of V : this means that the norms of209

these eigenforms (or equivalently of the associated vector fields) are essentially supported210

in those neighborhoods. More precisely, one can prove so-called Agmon-type decay esti-211

mate which shows that the norms of the eigenforms decay exponentially fast away from the212

index-1 saddle points, in the Agmon distance. Moreover, in the vicinity of a saddle point213

where it concentrates, the eigenform is essentially aligned in the direction of the eigenvector214

associated with the negative eigenvalue of the Hessian of V at this saddle point.215

In view of these theoretical properties and mimicking the considerations of Section 2.1 on algorithms216

to find local minima of V , it is now tempting to try and find a probabilistic interpretation of the217

partial differential equation:218

(2.9)
∂v

∂t
+∆

(1)
V,hv = 0219

since this should provide an algorithm to find index-1 saddle points of V .220

To do so, let us first use again the transformation (2.6) (with, as before h = 2β−1), and let us
thus introduce the operator L̃∗ defined by: for any test function v : Rd → Rd

[L̃∗v]i = L∗vi − [∇2V v]i

4We here identify 1-forms with vector fields using the fact that the underlying scalar product is the Euclidean
one: the components of v are thus the components of the 1-form on the basis dx1, ... dxd.

5Again, this is a consequence of the fact that ∆
(1)
V,h = d

(1),∗
V,h d

(1)
V,h + d

(1)
V,hd

(1),∗
V,h where d

(1)
V,h = e−V/hhd(1)eV/h with

d(1) the differential operator (exterior derivative) on 1-forms, and d
(1),∗
V,h is the L2-adjoint of d

(1)
V,h.
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where here and in the following, the subscript i (with 1 ≤ i ≤ d) denotes the i-th component of a221

vector in Rd. One can check that222

(2.10) exp(V/h)L̃∗(v exp(−V/h)) = − 1

2h
∆

(1)
V,hv.223

As in the previous section, the spectral properties of L̃∗ can be deduced from the spectral properties224

of ∆
(1)
V,h. In particular, the solution to the partial differential equation (which is the equivalent on225

1-forms to the Fokker-Planck equation (2.4) on 0-forms)226

(2.11)
∂ϕ

∂t
= L̃∗ϕ227

supplemented with an initial condition ϕ0, should be such that it concentrates on index-1 saddle228

points of V as time increases, since the dominating eigenforms concentrate on those saddle points229

(see Example 2.1 below for an illustration on a 2d toy example). Here, ϕ is a function of t > 0230

and x ∈ Rd, and takes values in Rd. In the following, we will refer to the partial differential231

equation (2.11) as the Witten partial differential equation.232

Of course, solving directly the Witten partial differential equation (2.11) is only possible for233

low-dimensional toy potentials (such as the one used in Example 2.1 below). However, just like234

the overdamped Langevin dynamics in (2.2) offer a way to approximate the solution of the Fokker-235

Planck equation in high-dimensions we can legitimately ask if there is a similar stochastic rep-236

resentation of the solution to the Witten partial differential equation. The stochastic dynamics237

will of course only yield a noisy approximation but will also offer a way to compute saddle points238

in high dimensions. We provide such a stochastic interpretation of the Witten partial differential239

equation (2.11) in the next section.240

Example 2.1. In order to illustrate the theoretical properties of the differential operators we241

presented above, let us close this section with a numerical comparison between the longtime be-242

haviors of the Fokker-Planck partial differential equation (2.4) and the Witten partial differential243

equation (2.11) on a 2d toy problem, with the double well potential:244

(2.12) V (x1, x2) = E(Cx4
1 − x2

1) + µx2
2,245

where E = 2 × 10−4, C = 0.045, and µ = 0.001. The potential energy function V admits two246

local minima at [±1/2C, 0] and a single index-1 saddle point at [0, 0]. We solve both equations247

with an explicit finite difference scheme. We use the following initial conditions: ρ0(x1, x2) =248

exp(−((x1 − 0.5)2 + (x2 − 0.5)2)/σ0) with σ0 = 0.001, and ϕ0(x1, x2) = [ρ0(x1, x2), ρ0(x1, x2)],249

and the inverse temperature parameter β = 103. As expected the solution of the Fokker-Planck250

equation concentrates equally on the two local minima (see Figure 1(a)). On the other hand, the251

first component of the solution of the Witten partial differential equation, denoted by ϕ1(x1, x2)252

(left of Figure 1(b)) concentrates on the only saddle point of the function at [0, 0], while the second253

component, denoted by ϕ2(x1, x2) (right of Figure 1(b)) eventually vanishes. Notice the difference254

in scale between the two plots for ϕ1(x1, x2) and ϕ2(x1, x2). We thus observe that, as expected, in255

the longtime limit, the solution of (2.11) concentrates on the index-1 saddle point of the potential,256

and aligns along the eigenvector associated with the negative eigenvalue of the Hessian of V at the257

saddle point. This illustrates the fact that the solution of the Witten partial differential equation can258

indeed be used to locate the index-1 saddle points of the potential V . Let us insist on the fact that259

this concentration phenomenon occurs whatever the initial condition: this is at variance with other260

saddle points localization techniques whose convergence properties depend on the initialization, as261

discussed in the introduction.262
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(a) Fokker-Planck partial differential equation
for a double-well potential.

(b) Witten partial differential equation for a double-well potential.

Fig. 1. (a) The solution of the Fokker-Planck equation (2.4) for the double-well potential (2.12). (b) The
solution of the Witten partial differential equation (2.11) for the same potential (ϕ1 is represented on the left plot,
and ϕ2 on the right one). All these solutions are plotted at a large time t, close to stationary state. We provide
contour plots and 3d representations of the three functions, together with 2d projections along the x1 and x2 axes:
for example, the projections in red on (a) represent

∫
ρ(x1, x2)dx2 and

∫
ρ(x1, x2)dx1. An animation associated

with this Figure is available in the supplementary material.

2.3. A probabilistic interpretation of the partial differential equation (2.11) . In263

order to give a probabilistic interpretation to (2.11), we take inspiration from the works in [23, 24]264

which introduce the stochastic flow associated with (2.2) in order to draw links between differential265

operators on differential forms and stochastic processes. Let us introduce the overdamped Langevin266

dynamics (2.2) augmented with second order information:267

(2.13)

{
dXt = −∇V (Xt) dt+

√
2β−1 dBt,

dYt = −∇2V (Xt)Yt dt,
268
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complemented with an initial condition (X0, Y0). Here, both (Xt)t≥0 and (Yt)t≥0 are stochastic269

processes with values in Rd. The Fokker-Planck equation associated with (2.13) is given by,270

(2.14)
∂κ

∂t
= divx(∇V (x)κ+ β−1∇xκ) + divy(∇2V (x)yκ)271

where for any t ≥ 0, κ(t, x, y)dxdy is the law of (Xt, Yt). Let us now introduce the function272

ϕ : R+ × Rd → Rd273

(2.15) ϕ(t, x) =

∫
Rd

yκ(t, x, y) dy.274

The main result of this section is the following proposition.275

Proposition 2.2. The function ϕ defined by (2.15) satisfies the Witten partial differential276

equation (2.11).277

Proof. This result follows from a straightforward computation. Indeed, for i ∈ {1, . . . , d},278

∂tϕi =

∫
Rd

yi∂tκ(t, x, y) dy279

=

∫
Rd

yi
(
divx(∇V (x)κ+ β−1∇xκ) + divy(∇2V (x)yκ)

)
dy280

= divx

(
∇V (x)

∫
Rd

yiκ dy + β−1∇x

∫
Rd

yiκ dy

)
−
∫
Rd

∇yyi · (∇2V (x)y)κ dy281

= divx(∇V (x)ϕi) + β−1∆xϕi − [∇2V (x)ϕ]i282283

which concludes the proof.284

Remark 2.3. Notice that we have assumed for simplicity that (Xt, Yt) has a density κ to write285

the argument above, without making precise assumptions under which this would be true. If it286

is not the case, one can use a similar reasoning using a weak formulation of the Fokker Planck287

equation (2.14) and of the Witten partial differential equation (2.11). Notice that since the latter is288

elliptic, it has regularizing effects, which make ϕ smooth for any positive time, at least for a smooth289

potential V .290

Our objective is now to propose Monte Carlo approximations of ϕ(t, x), using the probabilistic
interpretation (2.15). The basic idea is to use many independent realizations (Xn

t , Y
n
t )1≤n≤N of

the dynamics (2.13), and to approximate ϕ(t, x) by an empirical distribution:

ϕ(t, x) dx ≃ 1

N

N∑
n=1

Y n
t δXn

t
(dx),

relying on the approximation of the law of (Xt, Yt) by the empirical distribution
1
N

∑N
n=1 δ(Xn

t ,Y n
t )(dx dy). This can be seen as a weighted average of the Dirac masses δXn

t
, and

one therefore expects a large variance if, at a given time t, the vectors (Y n
t )1≤n≤N vary a lot. We

therefore propose to rewrite this empirical distribution as follows (where ∥.∥ denotes here and in
the following the Euclidean norm):

1

N

N∑
n=1

Y n
t δXn

t
=

1

N

N∑
n=1

∥Y n
t ∥

Y n
t

∥Y n
t ∥

δXn
t
,
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10 TONY LELIÈVRE, PANOS PARPAS

and to perform resampling using the weights,

wn
t = ∥Y n

t ∥,

at regular time intervals in order to have a good sampling of the regions associated with large values291

of ∥Yt∥. Indeed, we know from (2.15) and the discussion at the beginning of this section that these292

regions (where the support of ϕ concentrates) are neighborhoods of index-1 saddle points. This293

resampling strategy is very much in the spirit of sequential importance sampling [18, 13].294

This leads to the basic algorithm we are using in this work: the Stochastic Saddle Point
Dynamics, see Algorithm 2.1. Notice that here and in the following, we use the notation

w = (w1, . . . , wN ),

to denote the vector of the N weights. The algorithm proceeds as follows: at each iteration k,295

• If the effective sample size of the weights wk = (w1
k, . . . , w

N
k ) is larger than some threshold296

ρessN ( where ρess ∈ (0, 1)) then a resampling step is performed;297

• Perform one step of an Euler-Maruyama discretization of (2.13) to update (Xn
k , Y

n
k , wn

k ),298

n = 1, . . . , N , using i.i.d. centered reduced Gaussian random variables (Gn
k )1≤n≤N .299

The effective sample size (ESS) of the weights w = (w1, . . . , wn) is defined as follows:

ESS(w) =

(∑N
n=1 w

n
)2

∑N
n=1(w

n)2
.

This real number lies in the interval [1, N ]. If all the weights are equal, then ESS(w) = N , and the300

sampling scheme collapses to a simple Monte Carlo scheme. If all the weights but one are 0 then301

ESS(w) = 1. The larger the discrepancy between the weights, the smaller the effective sample size.302

The resampling routine returns a set of size N , by drawing randomly with replacement from303

{1, . . . , N}. We denote the set computed by the resampling routine by J . We use the notation304

Xn ← XJ[n] to denote that the nth particle is replaced by the particle indicated by the nth entry305

of J . Notice that any resampling scheme could potentially be used. In our numerical experiments,306

we used stratified resampling [10]. In practice, we found that the proposed scheme is robust to the307

choice of the resampling scheme and the ESS threshold parameter over a large range of values.308

We use a simple explicit Euler-Maruyama scheme for the discretization of the system of sto-309

chastic differential equations (2.13). Other discretization schemes could potentially improve the310

performance of the algorithm, especially if the problem is not well-conditioned, but the time dis-311

cretization is not a focus of this paper. In terms of computational requirements we note that the312

algorithm does not need to compute the Hessian of V since we only need to compute products of the313

Hessian matrix with vectors. We use an algorithmic differentiation library (see Section 4 for details)314

to compute ∇V (x) and ∇(y⊤V (x)) = ∇2V (x)y at the same time with a computational cost of O(d)315

for each particle. We also note that the only part of the algorithm that cannot be parallelized is316

the resampling step (which is negligible in terms of computational cost). Thus the algorithm lends317

itself to an embarrassingly parallel implementation (which we fully take advantage of).318

Example 2.4. In order to illustrate the role of the weights wn
t = ∥Y n

t ∥, let us consider a simple
example. In Figure 2(a) we plot the gradient vector field of the double-well potential,

V (x, y) = (1− x2)2 + 2y2,
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Algorithm 2.1 Stochastic Saddle Point Dynamics (SSPD)

Require: K > 1, δ > 0, N ≥ 1, X0, Y0, ρess ∈ (0, 1)
1: for k = 0, . . . ,K do
2: wn

k = ∥Y n
k ∥ n = 1, . . . , N

3: if ESS(wk) ≤ ρessN then ▷ Run resampling algorithm

J ← resample(wk) ▷ Resample particles

Xn
k ← X

J[n]
k n = 1, . . . , N

Y n
k ← Y

J[n]
k /w

J[n]
k n = 1, . . . , N

4: for n = 1, . . . , N do
5: Xn

k+1 = Xn
k − δ∇V (Xn

k ) +
√
2β−1δ Gn

k ▷ Update States
6: Y n

k+1 = Y n
k − δ∇2V (Xn

k )Y
n
k

(a) (b)

Fig. 2. See Example 2.4. The heatmap represents the resampling weights from Algorithm 1. The arrows
on Figure (a) shows the vector field −∇V , and on Figure (b) the vector field associated with the idealized dimer
dynamics (3.2).

that has two global minima at [±1, 0] marked by M1 and M2 respectively and a saddle point at319

[0, 0] marked by S1. The Hessian of this function is positive definite everywhere, apart from when320

−1/
√
3 ≤ x ≤ 1/

√
3 (the boundary of this region is indicated by the two vertical black lines).321

Starting from Y0 = [1, 1]⊤ and an arbitrary initial condition X0, and noting that the Hessian is a322

diagonal matrix, the weight of particle i at time δ is,323

(2.16) wi
δ(X0) = ∥Y i

δ ∥ = ∥ exp(−∇2V (X0)δ)Y
i
0 ∥+O(δ2).324

The heatmap in Figure 2(a) represents the weights as given by (2.16) which is valid for a small325

enough step-size δ. We thus see, as expected, that when the particle visits a region with a positive326

eigenvalue then its weight will be reduced, whereas regions with negative eigenvalues increase the327

weight of the particle. After the resampling step, particles in the red region are more likely to328
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12 TONY LELIÈVRE, PANOS PARPAS

survive than particles in the blue region. In Figure 2(a) we also show the vector fields of the329

negative gradient, i.e. the deterministic part of the dynamics on Xt in (2.13). This figure captures330

the intuition behind Algorithm 2.1 and the dynamics in (2.13). The first equation in (2.13) drives331

the particles towards local minima, while the resampling scheme favors the particles that explore332

regions of the space likely to have saddle points.333

3. An algorithm combining global search with the Witten Laplacian on 1−forms334

and local search with the dimer method. The Example 2.4 is encouraging because it shows335

that the weights of the resampling scheme have the correct behavior. Actually, we will check below336

that the algorithm indeed works as expected for this simple example (see Section 4.1).337

However, for larger dimensional problems, we have observed that it is difficult to tune the338

parameter β to make Algorithm 2.1 effective. Indeed, on the one hand, from a theoretical viewpoint339

(see Section 2.2), one requires β to be as large as possible in order to concentrate the solution to340

the Witten partial differential equation (2.11) on the saddle points. But on the other hand, from341

a numerical viewpoint, for large β, the dynamics on Xt in (2.13) very quickly brings the particles342

to local minima of V , and the resampling strategy has difficulties to keep the index-1 saddle points343

populated. Therefore, we propose to use Algorithm 2.1 with a not too large β, in order for the344

selection mechanism to keep particles around index-1 saddle points, and in a post-processing step,345

to periodically perform a local saddle point search method [36, 67, 68] on the particles to precisely346

locate the saddle points6. In practice, we use this local saddle point search only on particles which347

are in a region where exactly one eigenvalue of the Hessian of V is negative, and the other ones are348

positive, since we know that local saddle point search algorithms may not converge when initialized349

far away from saddle points (this will be discussed below). For later use, we denote this so-called350

index-1 region by351

(3.1) S = {x ∈ Rd | λ1(x) < 0 < λ2(x)}352

where λ1(x) ≤ λ2(x) ≤ . . . ≤ λd(x) are the ordered eigenvalues of the Hessian of V at point x, and353

where ties are resolved arbitrarily.354

We use the dimer method [36, 67, 68] as the local index-1 saddle point search (of course, our355

algorithm could be combined with any other local saddle point search algorithm, such as a Newton356

method for example). The details of the dimer algorithm are presented in Section 3.1, while a357

variant of it, more suitable to situations with many saddle points, is introduced in Section 3.2. We358

postpone numerical illustrations of these algorithms to Section 4.359

3.1. Combining Algorithm 2.1 with the dimer method. Let us briefly introduce the360

dynamics of the dimer method [36], basing our discussion on the idealized dimer (i.e. the original361

method but in continuous time and in the limit of a dimer of zero length [43]). The dimer dynamics362

on t 7→ u(t) ∈ Rd are given by:363

(3.2)
du

dt
= −(Id − 2v1(u)v1(u)

⊤)∇V (u),364

where, for any u ∈ Rd, v1(u) is the normalized eigenvector associated with the lowest eigenvalue365

of∇2V (u). Here and in the following, Id denotes the Rd×d identity matrix. It has been shown in [43,366

Theorem 2.2] that the dynamics (3.2) converge to an index-1 saddle point if the initial condition is367

6It would be worth exploring another natural option to address this difficulty, namely using an annealing schedule,
with a time-increasing β. This is out of the scope of this work.

This manuscript is for review purposes only.



USING WITTEN LAPLACIANS TO LOCATE INDEX-1 SADDLE POINTS 13

close enough to a saddle point. Returning to Example 2.4, we see in Figure 2(b) that the set of initial368

conditions for which (3.2) converges to the saddle point S1 actually covers the region where there is369

a single negative eigenvalue of the Hessian of V . To obtain an implementable algorithm, we simply370

perform an explicit Euler discretization of (3.2). Notice that there are potentially better algorithms371

than this simple explicit discretization of (3.2) for the local search step, see e.g. [68, 3, 30].372

We are now in position to introduce the Stochastic Saddle Point Synamics with Local Search,373

see Algorithm 3.1. We use the notation X = (X1, . . . , XN ) to denote the position of the N particles374

in a single vector X ∈ RNd. We use the set S(X) = {n | Xn ∈ S} ⊂ {1, . . . , N} to denote all375

the indices of the particles which are at a point where the Hessian of V has exactly one negative376

eigenvalue (see the definition (3.1) of S). If S(X) is empty then we do not perform a local search.377

If S(X) has more than one particle then we pick the one with the highest weight. Algorithm 3.1378

describes the procedure in full. The main difference with Algorithm 2.1 is on lines 3-4 where every379

m iterations, we look for a saddle point by launching the dimer search from a promising initial380

condition chosen among the particles, namely one with the largest weight among those which are381

in the index-1 region S.382

For completeness we also specify the dimer algorithm in Algorithm 3.2. There are two reasons383

why we only consider points in the index-1 region S to initialize the dimer, and why we stop the384

dimer algorithm when it leaves S: (i) according to [43, Theorem 2.2], when u(t) leaves the index-1385

region, there is no guarantee of convergence to a saddle point and (ii) outside an index-1 region,386

the dimer method may converge to points which are not saddle points, see for example the point387

denoted by S1 on the example [43, Figure 2].388

Notice that there are variants of the dimer algorithm [29, 30] where it is even not required to389

form the Hessian of V or compute its eigenvalues. On the numerical examples we consider in this390

work, we did not have to implement these variants, but they may be useful in particular for very391

high-dimensional problems.392

3.2. The particle dimer algorithm. Notice that Algorithm 3.1 actually generates poten-393

tially more than one promising initial condition for the dimer algorithm. Indeed, at any iteration k394

such that k mod m = 0, one can consider as initial conditions more than one particle in S(Xk).395

The conventional dimer method only evolves a single particle, and in Algorithm 3.1, we only396

use the particle with the highest weight as an initial condition for the dimer method. With this397

approach, the algorithm tends to find a single saddle point associated with the particle with the398

largest weight, whereas one often wants to find a large number of saddle points, to get a complete399

picture of the energy landscape. To overcome this issue, one idea would be to lower the weights of400

particles which lie in basins of attraction (for the dimer dynamics) of the previously visited index-1401

saddle points. But it appears that those basins of attractions are difficult to identify, especially in402

high dimension.403

To address this issue, we propose the following particle variant of the dimer dynamics on404

t 7→ u(t) ∈ RMd, where M is a positive integer:405

(3.3) u̇ = −(IMd − 2v1(u)v1(u)
⊤)∇V(u)− Λ(u0)u,406

with initial condition u(0) = u0. For a given X ∈ RNd and associated weights w ∈ RN , the initial407

condition u0 is provided by stacking the M particles in S(X) with the largest weights into an RMd408

vector. Here, M is an additional parameter fixing the maximum number of initial conditions (of409

course, if M is larger than the cardinality of S(Xk), then one simply uses all the particles in S(Xk)410

as initial conditions). The following notation is used in (3.3): u = [(u1)⊤, . . . , (uM )⊤]⊤, v1(u) =411
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Algorithm 3.1 Stochastic Saddle Point Dynamics with Local Search (SSPD-LS)

Require: K > 1, δ > 0, m ≥ 1, N ≥ 1, X0, Y0, ρess ∈ (0, 1)
1: I = ∅
2: for k = 0, . . . ,K do
3: if k mod m = 0 and S(Xk) ̸= ∅ then ▷ Local Search

4: Add to I the output of Algorithm 3.2 initialized with u0 = X l
k

where l = argmax
n=1,...,N

{wn
k | n ∈ S(Xk)}, if this output is not already in I

5: wn
k = ∥Y n

k ∥ n = 1, . . . , N
6: if ESS(wk) ≤ ρessN then ▷ Run resampling algorithm

J ← resample(wk) ▷ Resample particles

Xn
k ← X

J[n]
k n = 1, . . . , N

Y n
k ← Y

J[n]
k /w

J[n]
k n = 1, . . . , N

7: for n = 1, . . . , N do
8: Xn

k+1 = Xn
k − δ∇V (Xn

k ) +
√
2β−1δ Gn

k ▷ Update States
9: Y n

k+1 = Y n
k − δ∇2V (Xn

k )Y
n
k

10: return I

Algorithm 3.2 Dimer Algorithm

Require: u0, δ > 0, Kd > 1, ϵd > 0
1: for k = 0, . . . ,Kd do
2: if λ1(uk) < 0 < λ2(uk) and ∥∇V (uk)∥ < ϵd then return uk ▷ Success
3: else if λ1(uk) > 0 then return ∅ ▷ Failure
4: else uk+1 = uk − δ(Id − 2v1(uk)v1(uk)

⊤)∇V (uk)

5: return ∅ ▷ Failure

[v1(u
i)⊤, . . . , v1(u

M )⊤]⊤ and ∇V(u) = [∇V (u1)⊤, . . . ,∇V (uM )⊤]⊤. The matrix Λ(u0) ∈ RMd×Md412

is the Laplacian matrix associated with a graph G = (V, E) whose construction we describe below.413

The vertex set V of the graph are the M particles (um
0 )1≤m≤M . For 1 ≤ i, j ≤ M , the (i, j)th414

entry of the weighted adjacency matrix W is given by, for some positive cut off parameter r > 0,415

(3.4) Wij = K(u0
i , u

0
j )1K(u0

i ,u
0
j )<r416

where K : Rd × Rd → R+ is a kernel designed to measure the distance between particle i and417

particle j. If the parameter r is chosen to be small, then only particles that are very close will418

interact. In the extreme case when r = 0, the dynamics in (3.3) reduce to M independent runs of419

Algorithm 3.2 with different initial conditions. The disadvantage of choosing a small r is that many420

particles tend to visit areas that may be far away from any saddle point and hence running M421

independent runs of Algorithm 3.2 means that the time to convergence is determined by the worst422

initial condition. On the other hand if a very large r is chosen, then all the particles will interact:423

if the particles are in the neighborhood of different saddles then this may prevent the algorithm to424

converge. In our numerical experiments we used the Gaussian kernel K(x, y) = exp(−∥x− y∥2/σ)425

This manuscript is for review purposes only.



USING WITTEN LAPLACIANS TO LOCATE INDEX-1 SADDLE POINTS 15

(see Section 4 for more details). While the choice of the kernel and of the parameter r parameter426

may have in principle a significant impact on the performance of the algorithm, we found that the427

algorithm is not very sensitive to this choice over a relatively large range of values of σ and r in the428

numerical tests we considered in Section 4. For this graph G and weighted adjacency matrix W ,429

the graph-Laplacian matrix is defined by430

Λ(u0) = Id ⊗ (D −W ),431

where D = diag(d1, . . . , dM ), with di =
M∑
j=1

Wij . For 1 ≤ i ≤ M , the i-th element of Λ(u0)u is a432

vector in Rd defined by
∑M

j=1 Wij(ui−uj). We note that, by construction, each row of Λ sums to 0.433

In addition Λu = 0 if and only if ui = uj , for (i, j) ∈ E . The construction of such a graph-Laplacian434

matrix above is standard (see e.g. [47]).435

The obtained variant of the dimer algorithm is summarized in Algorithm 3.3 and called in the436

following the particle dimer algorithm. It will be used in the local search step of Algorithm 3.1437

(see lines 3-4) in place of the previously introduced dimer algorithm (Algorithm 3.2), the initial438

condition u0 ∈ RMkd being the Mk particles in S(Xk) with the Mk largest weights, where Mk =439

min(M, |S(Xk)|) (M > 0 is thus the maximum number of particles considered in the particle dimer440

algorithm).441

Remark 3.1. The particle dimer dynamics (3.3) are merely extensions of the idealized dimer442

dynamics (3.2) with the additional linear term Λ(u0)u enforcing consensus, in the spirit of consensus443

based optimization algorithms. We derived the particle dimer algorithm drawing inspiration from444

the decentralized gradient descent method [66]. The objective of the consensus term is to avoid445

slow convergence because of some initial conditions for which the dimer algorithm does not con-446

verge quickly. Notice however that this consensus term only introduces local interactions between447

particles, so that the particle dimer is indeed able to locate many saddle points, when the initial448

conditions are in the neighborhoods of different saddle points. The variety in the initial points is449

effectively managed through the sampling mechanism outlined in Algorithm 3.1.450

Algorithm 3.3 Particle Dimer Algorithm

Require: u0, δ > 0, Kd > 1, ϵd > 0, M > 0
1: for k = 0, . . . ,Kd do
2: if ∀ m = 1 . . . ,M , λ1(u

m
k ) < 0 < λ2(u

m
k ) and ∥∇V (um

k )∥ < ϵd then
3: return uk ▷ Success
4: else if min

m=1...,M
λ1(u

m
k ) > 0 then return ∅ ▷ Failure

5: else uk+1 = uk − δ(IMd − 2v1(uk)v1(uk)
⊤)∇V(uk)− δΛ(u0)uk

6: return ∅ ▷ Failure

4. Numerical experiments. In this section, we report on numerical experiments performed451

on several benchmark problems. The results presented in Sections 4.1, 4.2, and 4.3 essentially452

illustrate that the proposed algorithms behave as expected from the theoretical derivations above.453

To support our claims, we run Algorithm 2.1 and its variant Algorithm 3.1 (where the local search454

is either performed by Algorithm 3.2 or 3.3) on simple 2d examples. These experiments essentially455

aim at demonstrating the proposed methodology visually. Section 4.4 then reports on results from456
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Section (Potential) δ β−1 ρess m N
4.1 (Double-Well, Example 2.4) 10−4 0.1 0.99 10 5000
4.2 (Müller-Brown) 10−3 0.05 0.95 10 2000
4.3 (2D Potential, (4.1)) 10−3 [0.01,0.1] 0.95 10 2000
4.4 (Vacancy Diffusion) 10−4 0.1 0.99 100 2000
4.5 (Lennard-Jones) 10−4 0.1 0.99 100 2000

Table 1
Main parameters for Algorithms 2.1 and 3.1.

a standard problem in molecular physics (vacancy diffusion) and illustrates that the computational457

cost of the algorithm increase linearly with the dimension of the configuration space. Finally, in458

Section 4.5, we present results obtained on the 7-atom Lennard Jones potential in 2d.459

We implemented7 the algorithms in Python 3.1 using the JAX-MD library [55]. JAX-MD460

is a Python library that provides primitive functions, operations and automatic differentiation461

for physical simulations. It also allows Just-In-Time compilation to CPU, GPU and TPU. Code462

written in JAX-MD tends to be slower than hand written code in C or Fortran. However, the added463

flexibility, code readability and ease of implementation outweigh the small efficiency overhead. We464

performed the experiments on an e2-standard-16 machine on the Google cloud. These machines465

have an Intel 2.0 GHz processor with 28 cores, 16 vCPUs, and 64GBs memory. The code is available466

from the webpage of the second author.467

We note that, when comparing the performances of Algorithm 3.1 combined with Algorithm 3.2,468

and Algorithm 3.1 combined with Algorithm 3.3, we use the same seed so that the swarms of469

particles evolve in the same way in both cases. Thus the results only differ in the local saddle point470

search initialized from this ensemble of particles.471

The main numerical parameters we used are provided in Table 1. For Algorithm 2.1, the most472

important parameters are δ (time discretization parameter used in the Euler-Maruyama discretiza-473

tion of (2.13)) and β−1 (temperature). We observed that our results were not very sensitive to the474

temperature parameter β−1 chosen in the range [0.01, 0.1] (see a discussion in Section 4.3): smaller475

temperatures typically slows down the dynamics, but leads to clouds of particles which are more476

concentrated on the saddle points. The upper bound on β−1 is typically driven by physics: for too477

large temperatures, the molecular dynamics become unstable. The lower bound on β−1 influences478

the performance of our algorithm: for too small temperatures, the selection mechanism is difficult479

to tune in order to counter-act the steepest decent dynamics.480

Notice that we used in Algorithm 3.2 and Algorithm 3.3 the same parameter δ to discretize in481

time the dynamics (3.2) and (3.3) as the one given in Table 1. The accuracy threshold ϵd chosen482

for Algorithm 3.2 and Algorithm 3.3 was 10−6. For Algorithm 3.3 we used M = N = 2000, except483

for the high-dimensional potentials from Section 4.4 and Section 4.5 where we used M = 100. We484

used K = 10000 as the maximum number of iterations for Algorithm 2.1 and Algorithm 3.1. The485

maximum number of iterations in Algorithm 3.2 and Algorithm 3.3 is fixed to Kd = 1000. Finally,486

in the construction of the graph-Laplacian matrix, we used a Gaussian kernel (with σ = 1) and the487

cut-off parameter in (3.4) was set to r = 0.9.488

4.1. Double-well potential. In this section we use the double-well potential from Exam-489

ple 2.4 to illustrate numerically how Algorithm 2.1 performs. Figure 3(a) represents the particles490

7The code is available from the web-page of the second author.
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Label Energy x1 x2

C1 -146.700 -0.558 1.442
C2 -80.768 -0.05 0.467
C3 -108.167 0.623 0.028
T1 -40.665 -0.822 0.624
T2 -72.249 0.212 0.293

Table 2
Minima and saddle points of the Müller-Brown potential.

(a) k = 10 (b) k = 200 (c) k = 400

Fig. 3. Double-Well Potential. An animation associated with this Figure is available in the supplementary
material.

after k = 10 steps. The color of one particle represents its weight (the weights are scaled to be491

between 0 and 1: blue represents low weights and red particles have high weights). The arrow in492

the figure represents the direction provided by the following weighted average,493

Y k =

∑N
n=1 w

n
kY

n
k

∥
∑N

n=1 w
n
kY

n
k ∥

.494

The origin for Y k is given by,495

Xk =

∑N
n=1 w

n
kX

n
k∑N

n=1 w
n
k

.496

The grey shaded region represents the region where one eigenvalue of the Hessian of V is positive497

and the other one is negative. After k = 200 time steps we see in Figure 3(b) that the particles498

move towards the shaded grey area. As expected, the particles inside the grey area have higher499

weights than the particles outside this region. Figure 3(c) shows the state of the algorithm after500

k = 400 iterations. Clearly, a stationary state has been attained for Algorithm 2.1, and the particles501

are confined to a region around the saddle point (X400 is approximately the saddle point).502

4.2. Müller-Brown potential. In this section, we report on experiments with the Müller-503

Brown potential. We use the same parameters as the ones reported on [64, pp. 298]. This potential504

is often used to illustrate the numerical performance of saddle-point algorithms. It has a more505

challenging geometry than the simple double-well potential of the previous section. Throughout506

this section, we use the same color scheme as in the previous section. The Müller-Brown Potential507
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(a) Müller-Brown Potential (b) k = 1000, local search with Algo-
rithm 3.2

(c) k = 10, local search with Algorithm
3.3

Fig. 4. Experiments with the Müller-Brown Potential.

has three local minima (C1, C2, C3) and two saddle points (T1, T2). These critical points are shown508

on Figure 4(a), see also Table 2.509

We start Algorithm 3.1 at C2 and then call Algorithm 3.2 every m = 10 steps. In Figure 4(b)510

we see that the particles, after 1000 steps, tend to concentrate around the T2 saddle point which is511

lower in energy than T1. In fact, we run Algorithm 3.1 together with Algorithm 3.2 for a long time512

(up to k = 105) and the algorithm did not find T2. We then run Algorithm 3.1 (with the same initial513

conditions, parameters and random seed) but, every 10 steps, instead of calling Algorithm 3.2, we514

call Algorithm 3.3. In Figure 4(c), we plot using grey crosses all the particles used to construct515

the adjacency matrix of Algorithm 3.3 at iteration k = 10 (i.e. at the first iteration a local search516

was performed). In this case, we observe that the resulting graph has two connected components.517

The first one has many particles around T2. The second component of the graph has only a single518

particle that is close to T1. We note that this point does not have the highest weight and therefore519

was not selected as an initial condition in the previous experiment combining Algorithm 3.1 and520

Algorithm 3.2. On the other hand, Algorithm 3.1 combined with Algorithm 3.3 was able to identify521

T1 and T2 after only k = 10 iterations (see the green crosses on Figure 4(c)).522

This experiment illustrates the fact that Algorithm 3.3 is better suited to situations where there523

are multiple saddle points connected to a particular local minimum.524

4.3. A challenging 2d potential. In this section, we discuss the behavior of Algorithm 3.1525

on a challenging 2d potential where the set S (defined in (3.1)) is disconnected, namely S = S1∪S2526

with S1 ∩ S2 = ∅, and only S2 contains a saddle point. For the sampling-based method we propose527

here, the fact that the set S is disconnected presents a challenge because when we initialize the528

algorithm in one of the sets, say S1, it is difficult for particles to discover S2 since points outside S529

tend to have a small weight. Moreover, it is known that the dimer method does not behave well in530

a situation where S1 does not actually contain any saddle point [43]. In particular when initialized531

in S1, there is no guarantee that the dimer algorithm will leave S1 and will converge to a saddle532

point. In the specific example considered in this section, see Figure 5(a), if the dimer algorithm is533

not stopped when leaving S1, it will actually converge to an attractive singularity which is not a534

saddle point, see the discussion in [43, Section 1.4].535

The potential we used is inspired from [43, Section 1.4]. The original potential from [43, Section536

1.4] (see V1 below) has an index-1 region but no saddle points. As explained above, the authors537
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(a) The 2d Potential in (4.1) (b) # Iterations to locate T1 as a function of β−1

Fig. 5. Experiments with a challenging potential. (a) M1 and M2 are local minima, T1 is a saddle point, and
S = S1 ∪ S2 with S1 ∩ S2 = ∅. (b) The amount of iterations it takes for Algorithm 3.1 to identify T1 as a saddle
point for Algorithm 3.2 as a function of β−1. The algorithm was initialized from M1.

used it to illustrate a situation where the dimer method converges to a point that is not an index-1538

saddle point. Our proposed approach should not suffer from this pathological behavior, since we539

only use the dimer method to speed up the search of the stochastic saddle point dynamics, which is540

guaranteed to concentrate in neighborhoods of saddle points. To illustrate this point, we modified541

the potential from [43, Section 1.4] by adding a local minimum and a saddle point in another index-1542

region, sufficiently far away from S1 in order not to perturb the pathological features of the original543

potential. The modified potential is,544

(4.1) V (x1, x2) = V1(x1, x2)/Z − V2(x1, x2),545

where Z = 4×103, V1(x1, x2) = (x2
1+x2

2)
2+x2

1−x2
2−x1+x2, and V2(x1, x2) = e−((x1−5)2+(x2−5)2)).546

We plot this potential in Figure 5(a) and indicate the two local minima byM1 (the original minimum547

from [43]), and M2 (the local minimum we added). Like in earlier sections, the grey region indicates548

the set S, which here has two disjoint connected components S1 and S2. The two minima are549

connected by the saddle point T1 ∈ S2. We initialize Algorithm 3.1 at M1. By choosing the550

temperature parameter β−1 sufficiently large, our algorithm explores the space outside S1 and,551

combined with the simple dimer search of Algorithm 3.2, it is able to locate T1.552

To quantify the regime where β−1 becomes sufficiently large, we plot in Figure 5(b) the first553

iteration a call to Algorithm 3.2 from Algorithm 3.1 is successful (we note that we only run a local554

search every m = 10 iterations, so these are necessarily multiples of 10). The lower the temperature,555

the longer it takes to identify a good initial condition. However, even at low temperature, the556

algorithm eventually finds it: this just requires a larger number of iterations.557

4.4. Vacancy diffusion. So far, we have presented several numerical experiments suggesting558

the proposed method works as expected in 2d potentials. In the last two sections, we would like to559

show that the algorithms we propose are able to locate saddle points on higher dimensional problems.560

Thanks to the stochastic representation (2.13) of the Witten partial differential equation (2.11), the561

algorithm can indeed be implemented in any dimension. In this section, we will discuss in particular562

how the algorithms can indeed scale to high dimensional problems.563
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(a) Local minimum configuration. (b) Saddle point configuration.

Fig. 6. Lattice configurations for the vacancy diffusion problem with 23 free (red) and 145 fixed (black) atoms.

Dimension CPU-Time (s) k
18 0.85 500
46 1.68 700
138 3.84 300
202 5.59 1000
278 8.21 700

Table 3
CPU-time to perform m = 100 iterations of Algorithm 3.1 on the vacancy diffusion test case, as a function of

the dimension of the problem. The third column indicates the first iteration k where a saddle point was identified.

We use a standard benchmark problem from molecular physics, namely a vacancy diffusion564

model. The energy function is defined using the Morse potential as a pair potential. We used565

the same parameters for the potential as in [30]. The atoms are arranged in a lattice, as shown566

in Figure 6. The black disks in the lattice represent atoms that are fixed, whereas the red disks567

represent atoms that can move freely. Figure 6 illustrates the motion of a vacancy, an atom moving568

from its current position (shown in the grey square) to fill a neighbouring vacant position. The569

configuration in Figure 6(a) represents the local minimum we initialized Algorithm 3.1 from. The570

structure in Figure 6(b) is one of the lowest saddle points for the vacancy to move (by the symmetry571

of the problem, there are of course six equivalent saddle points associated with six equivalent moves572

of the vacancy).573

For this problem, we run Algorithm 3.1 in conjunction with Algorithm 3.2. We initialize the574

algorithm from the local minimum configuration displayed on Figure 6(a). It is easy to change575

the dimensionality of the problem by increasing the number of atoms in the lattice that can freely576

move. It is, therefore, an ideal problem to see how the computational cost of Algorithm 3.1 scales577

with the dimension of the problem.578

In Table 3, we give the amount of CPU time (in seconds) it takes to perform m = 100 steps579
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of Algorithm 3.1 (without including the time of the local dimer search, which is a post-processing580

step). It is clear from Table 3 that the algorithm scales linearly with the dimension of the problem,581

which is twice the number of free atoms. There are two reasons for this favorable scaling. Firstly,582

the computations in Steps 8-9 of the algorithm involve only the calculations of gradients of V and583

of products of Hessians of V by vectors: using algorithmic differentiation, both calculations can584

be performed in time and space complexity that is linear in d. Secondly, Steps 8-9 can easily be585

performed in parallel. The only time the particles ‘exchange’ information is through the re-sampling586

step, which has a negligible computational cost. Therefore, the structure of Algorithm 3.1 fits well587

with modern parallel computing architectures where the costly operations are communications588

between cores and data movement. Table 3 also provides the first iteration k when a saddle point589

is found, on a typical run. Notice that k is by construction a multiple of 100 since m = 100. We590

observe that k does not vary too much with the dimension.591

4.5. 7-atom Lennard-Jones cluster in dimension 2. The purpose of this section is to592

show that the proposed algorithm can be used to identify the transition states (namely the saddle593

points) of a small molecular system, with a simple pairwise interacting potential. More precisely,594

we report results obtained for the 7-atom Lennard-Jones cluster in 2d, with potential:595

(4.2) V (x1, . . . , x7) =
∑
i<j

4ϵ

[(
σ

∥xi − xj∥

)12

−
(

σ

∥xi − xj∥

)6
]
,596

where xi ∈ R2, i = 1, . . . , 7 denote the coordinates of the ith particle. To keep the numerical values597

consistent with previous works, we set σ = ϵ = 1. This potential has been used in many other598

works and is a standard benchmark problem [14, 64, 68, 26].599

Table 4
Minima

Cluster Label Energy

C0 -12.535

C1 -11.501

C2 -11.477

C3 -11.403

Table 5
Saddle points

Cluster Label Energy Cluster Label Energy

TA
0↔2 -11.040 TB

1↔1 -10.841

TA
1↔0 -11.037 TC

1↔2 -10.807

TA
1↔1 -10.935 TD

1↔2 -10.799

TA
1↔2 -10.919 TB

2↔3 -10.798

TB
1↔2 -10.898 TA

2↔3 -10.771

TA
2↔2 -10.882

The (known) local minima of the function (4.2) are shown in Table 4. Minima are denoted by600

Ci, i = 0 . . . , 3 (we used the same numbering as in the original work [14]). The transition states601

we identified are shown in Table 5. Transitions states are denoted by T •
i↔j , where i ↔ j indicates602
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Fig. 7. Three step process to identify the geometry of the Lennard Jones cluster (GD=gradient descent).

that the transition state connects Ci to Cj , and the superscript • is used to distinguish different603

transition states associated with the same local minima Ci and Cj . The previous work [14] identified604

5 transition states (TA
0↔2, T

A
1↔0, T

B
1↔1, T

C
1↔2, T

D
1↔2) and in [63] a total of 19 index-1 saddle points605

were identified. We were able to identify the 11 lowest index-1 saddle points. We note that the aim606

of this experiment is not to identify all the saddle points associated with the Lennard-Jones 7 atom607

potential, but to illustrate how the method can be applied to a non-trivial problem.608

Let us emphasize that all the configurations (minima and saddle points) are identified up to609

translation, rotation, reflection symmetry and renumbering of the atoms: this is easily done since610

all these critical points have different energies, so that one energy can be associated to one critical611

point.612

Figure 7 illustrates the three step process we used to identify the local minima and transition613

states we report in Tables 4 and 5, using Algorithm 3.1 combined with Algorithm 3.2 for the local614

search. In the first step, we initialize Algorithm 3.1 from one of the local minima. In Figure 7, we615

schematically represent a possible output of the algorithm when initialized at C0 (which happens616

to be the global minimum of (4.2)). As specified in Algorithm 3.1, every m iterations, we select617

the particle with the highest weight. For example, in Figure 7, at iteration k/m = 22 we selected618

the initial condition represented as X22 on the figure. In the second phase, we perform a local619

dimer search using Algorithm 3.2. In Figure 7, we see that the algorithm finds the transition state620

TA
0↔2. In the third and final phase of our procedure, we run two gradient descent (GD) algorithms,621

initialized from the following two points,622

uGD
0 = uts ± γv1,623

where uts is the saddle point computed by Algorithm 3.2, γ is a small positive constant (γ = 0.01624

in all our experiments), and v1 is the eigenvector associated with the smallest eigenvalue of the625

Hessian of the potential at the point uts. The aim of this phase is to find the two local minima626

the transition state is connected to. We say that a saddle point connects two local minima when it627

lies at the intersection of the boundaries of the basins of attractions of these local minima for the628

steepest descent dynamics. One could use the newly found local minimum as an initial condition629

for a new saddle point search (see e.g. [49]). As can be seen from Figure 7, in this particular630
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Fig. 8. A transition from C1 to C1 through TA
1↔1.

example one gradient descent trajectory converges back to C0 (the initial condition of the saddle631

point search) and the other to C2. In this case, we say that C0 and C2 are connected through632

TA
0↔2. Figure 7 also shows that at iteration k/m = 24 a configuration is selected which leads to a633

different transition state (TA
0↔1) that connects C0 to the local minimum C1. Starting from C0 we634

find two new local minima, C1 and C2. Notice that it may be possible to find transition states that635

are not associated with the initial condition C0. In order to identify more saddle points, the whole636

procedure is then repeated starting from a new local minimum.637

Let us emphasize that a transition state may connect two local minima which are actually the638

same up to a renumbering. Such a situation is shown in Figure 8: the transition state TA
1↔1 connects639

two C1 configurations which are the same up to a reflection symmetry and a renumbering.640

We summarize the findings of our numerical experiments in the undirected graph of Figure 9,641

which represents all the local minima connected by all the transition states we identified.642

The process described above can be performed with the classical dimer (Algorithm 3.2) or643

the particle dimer (Algorithm 3.3). Just like we saw in the 2d numerical experiments with the644

Müller-Brown potential in Section 4.2, the advantage of the particle dimer method is that it can645

potentially identify more transition states than the simple dimer method. In the next experiment,646

we check whether this conclusion persists on the higher dimensional test case considered in this647

section. We report in Figure 10 the transition states identified with Algorithm 3.1 initialized from648

the C1 minimum. In these figures, a red dot denotes a transition state identified at iteration k/m.649

The transition states shown in red in the y-axis are the ones connected with C1. In Figure 10(a) we650

use Algorithm 3.1 (SSPD-LS) combined with Algorithm 3.2 using the same procedure as described651

above, but with the resampling step disabled. For Figure 10(b) and Figure 10(c) we enable the652

resampling and run Algorithm 3.2 and Algorithm 3.3 as the local search method respectively. From653

these results it is clear that the resampling step plays a crucial role in the proposed method. In654

addition, we observe that the particle dimer method is much more efficient. In fact, in this case,655

starting from C1, Algorithm 3.1 combined with the particle dimer method (Algorithm 3.3) is able656

to identify all the transition states we found at once, without considering new runs from different657

local minima than C1.658

5. Conclusions. In this article, we proposed a new algorithm to locate index-1 saddle points,659

based a probabilistic representation of the solution to the Witten partial differential equation (2.11)660

on 1-forms. This algorithm can be seen as the natural extension to index-1 saddle points of the661

stochastic gradient descent method which locates local minima. We would like to explore in the662

future various extensions of the algorithm we propose, in particular to accelerate the discovery of663
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Fig. 9. Undirected graph representing the possible transitions for the 7-atom Lennard-Jones cluster in 2d.

many saddle points, in the spirit of enhanced sampling methods which are used in Markov Chain664

Monte Carlo algorithms to explore efficiently many local minima of a potential function (adaptive665

biasing methods, conditioning techniques, etc.)666
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(a) Local Search with Algorithm 3.2 & without
resampling

(b) Local Search with Algorithm 3.2 (c) Local search with Algorithm 3.3

Fig. 10. Comparison of the performances of SSPD-LS combined with Algorithm 3.2 (Figure 10(b)) and Algo-
rithm 3.3 (Figure 10(c)) for the local search of the transition states, on the 7-atom Lennard Jones cluster test case.
Figure 10(a) shows that without the resampling step in SSDP-LS, the performance degrades a lot.
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[41] O.-P. Koistinen, F. B. Dagbjartsdóttir, V. Ásgeirsson, A. Vehtari, and H. Jónsson, Nudged elastic band754
calculations accelerated with Gaussian process regression, The Journal of chemical physics, 147 (2017),755

This manuscript is for review purposes only.



USING WITTEN LAPLACIANS TO LOCATE INDEX-1 SADDLE POINTS 27

p. 152720.756
[42] D. Le Peutrec, F. Nier, and C. Viterbo, Precise Arrhenius law for p-forms: The Witten laplacian and757

Morse–Barannikov complex, Annales Henri Poincaré, 14 (2013), pp. 567–610.758
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