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Abstract

Organic semiconductor materials can offer major advantages over commonly-used inorganic alternatives

when integrated into electronic devices. However, they tend to suffer from low charge carrier mobilities,

which can limit device performance. Microstructural disorder plays a key – but sometimes poorly

understood – role in determining the mobility of organic materials.

This thesis describes a series of computational investigations aimed at improving our understand-

ing of the relationships between chemical structure, microstructure, and charge transport in organic

semiconductors. A multiscale modelling approach, employing density functional theory, molecular dy-

namics, and charge transport simulations, is applied to capture these relationships as they emerge from

processes occurring across a range of time- and length-scales.

First, the development of two transport modelling codes is described, with their utility being verified

in two case studies. The first study focuses on the influence of electron density and mobility in an

interfacial photocatalytic system for hydrogen production, while the second focuses on the influence

of molecular symmetry and crystalline packing on the mobility of bis-adduct isomers of PCBM. A

significant portion of this thesis centres on rationalising the high mobility of the disordered polymer

C16-IDTBT. Its microstructure is shown to feature an unusual packing motif involving perpendicularly

crossing backbones. Combined with rigid chains, this promotes a highly interconnected transport

network, greatly benefiting mobility. This investigation is extended to evaluate four heteroatom-

substituted analogues of C16-IDTBT. A final investigation reveals that charge transport in thin films of

the non-fullerene acceptor O-IDTBR is limited by intermolecular electrostatic contributions to energetic

disorder, which in turn emerges from the conformational and packing disorder of molecules.

This work reaffirms the importance of understanding the role of microstructure – and microstruc-

tural disorder in particular – in determining the charge transport properties of organic semiconductors,

and demonstrates how computational techniques may be applied to deepen this understanding.
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Abbreviations

OSC organic semiconductor

OPV organic photovoltaic

OLED organic light-emitting diode

NFA non-fullerene acceptor

PES potential energy surface

MO molecular orbital

HOMO highest occupied molecular orbital

LUMO lowest unoccupied molecular orbital

DoS density of states

LJ Lennard-Jones

BO Born-Oppenheimer

MLJ Marcus-Levich-Jortner

CoG centre-of-geometry

NN nearest neighbour

DoF degree-of-freedom

PBC periodic boundary condition

SVD singular value decomposition

HF Hartree-Fock

DFT density functional theory

LDA local density approximation
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GGA general gradient approximation

MD molecular dynamics

CG coarse-grained

KMC kinetic Monte Carlo

FRM first reaction method

ME master equation

NAMD non-adiabatic molecular dynamics

FSSH fewest switches surface hopping

PR-TRMC pulse radiolysis time-resolved microwave conductivity

ToF time-of-flight

FET field effect transistor

SCLC space-charge limited current

HRTEM high-resolution transmission electron microscopy

AFM atomic force microscopy

XRD X-ray diffraction

GIXD grazing incidence X-ray diffraction

GIWAXS grazing-incidence wide-angle X-ray scattering

SANS small-angle neutron scattering

STM scanning tunnelling microscopy

ESD vacuum-electrospray deposition

SS-NMR solid-state nuclear magnetic resonance
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Chemical Units, Molecules, and Polymers

Note that, for brevity, abbreviations in this list will not be expanded in the text.

IDT indacenodithiophene

BT benzothiadiazole

DTBT dithiophenebenzothiadiazole

IDTBT indacenodithiophene-co-benzothiadiazole

IDTzBT indacenodithiazole-co-benzothiadiazole

IDTTBT indacenodithieno[3,2-b]thiophene-co-benzothiadiazole

TIFBT dithiopheneindenofluorene-co-benzothiadiazole

TBIDTBT thiophenebenzo[b]indacenodithiophene-co-benzothiadiazole

PCPDTBT poly[2,6-(4,4-bis-(2-ethylhexyl)-4H-cyclopenta[2,1-b;3,4-b0]-dithiophene)-alt-4,7-

(2,1,3-benzothiadiazole)]

P3HT regioregular poly-3-hexilthiophene

PBTTT poly(2,5-bis(3-alkylthiophen-2-yl)thieno[3,2-b]thiophene)

PffBT4T-2OD poly[(5,6-difluoro-2,1,3-benzothiadiazol-4,7-diyl)-alt-(3,3” ’-di(2-octyldodecyl)

-2,2’;5’,2”;5”,2” ’-quaterthiophen-5,5” ’-diyl)]

PCBM (1-[3-(methoxycarbonyl)propyl]-1-phenyl)-[6,6]C62

bis-PCBM bis-(1-[3-(methoxycarbonyl)propyl]-1-phenyl)-[6,6]C62

FS 9,9-di-R-2,7-diyl-co-dibenzo[b,d]thiophene 5,5-dioxide

O-IDTBR 5,5’-[(4,9-dihydro-4,4,9,9-tetraoctyl-s-indaceno[1,2-b:5,6-b’]-dithiophene2,7-diyl)-bis

-(2,1,3-benzothiadiazole-7,4-diylmethylidyne)]-bis-[3-ethyl-2-thioxo-4-thiazolidinone
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Commonly Used Symbols

e charge of an electron (elementary charge)

kB Boltzmann constant

ℏ Planck constant

J electronic coupling

ϵ site energy

∆ϵ difference in site energies

λ reorganisation energy

Γ charge transfer rate (hopping rate)

µ charge carrier mobility

F external (applied) field strength

T temperature
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Chapter 1

Introduction

1.1 Motivation and Challenges

New electronic materials could play a part in addressing many of the societal and technological issues

we face today. Issues of sustainability, including the climate crisis and chemical pollution of the natural

environment, pose a looming threat to Earth’s self-regulatory systems, and therefore to human well-

being [1–3]. Compared to other issues, however, efforts to improve the sustainability of modern society

may, at least in part, be aided by new material technologies.

Organic semiconductors (OSCs) represent a class of materials that are intrinsically well suited to

aiding in these efforts, while also enabling other new and exciting technologies. They combine the

optoelectronic properties of semiconductors with the processability, chemical tunability, low-toxicity,

and versatile mechanical properties of plastics [4, 5].

Figure 1.1: Benzene.

OSC materials are molecular solids composed of largely carbon-based

small molecules or polymers, bound together by weak non-bonding inter-

molecular forces. Their semiconducting character arises from a conjugated

chemical structure that is able to support mobile charge carriers.1 The

benzene ring is one of the simplest conjugated structures. Its skeletal

structure, displayed in Figure 1.1, shows the alternating single and double

bonds that characterise conjugation.

In the context of sustainability, devices based on OSCs can offer advantages in terms of low-energy

intensive, high-volume device fabrication (which additionally reduces their financial cost), while also

being constructed from non-toxic, and oftentimes recyclable materials. In the specific case of organic

photovoltaic (OPV) devices [6], the low financial and energy costs are particularly important, given

the need to rapidly transition away from our current fossil-fuel based energy infrastructure. As well as

OPVs, electronically-active organic materials could enable new technological developments in the fields

1Strictly speaking, the term ‘conjugation’ can include chemical structural forms other than the π-conjugated form
that gives rise to semiconducting properties (e.g., σ-conjugation). However, here and throughout this thesis, I retain the
typical use of ‘conjugation’ as referring to chemical systems featuring delocalised π-orbitals (see Section 2.2.1).
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of batteries, transistors, displays, photonics, sensors, and biocompatible devices, to name a few [5].

With the above advantages and applications in mind, current OSC materials face several disad-

vantages compared to industry-standard inorganic alternatives, such as silicon. Chief among these is

their relatively poor electronic properties, which typically lead to worse device performance metrics.

This has limited the widespread adoption of OSC-based devices, outside of specific technologies such

as organic light-emitting diodes (OLEDs) [5].

One crucial property, often used as a figure-of-merit to assess the suitability of a given semiconduct-

ing material for use in device applications, is its charge mobility (or, simply, mobility). It is typically

given in units of cm2/Vs. We can factor this into cm s−1 per V cm−1, which clarifies the physical origin

of the property; it is a measure of the speed at which mobile charges move through a material under

the influence of an applied electric field. Mobility is a measure of the charge transport capability of

a material. There are a number of reasons why, in most applications, higher mobilities lead to better

device performance. In general, fast moving charges can improve the current densities established for

a given applied voltage. Reducing the time taken for charges to be transported to device contacts

will also decrease the likelihood of charge recombination, and therefore decrease voltage losses across

devices. Among other things, mobility is an important factor in determining the switching speed and

gain of transistors, the sensitivity of photodetectors, and the efficiency of photovoltaic devices [7].2

For context, the electron mobility of crystalline silicon is typically ∼1000 cm2/Vs, whereas only the

best OSCs tend to achieve mobilities >1 cm2/Vs. While this represents a drastic improvement from

the mobilities measured in early organic devices, such as 1× 10−6 cm2/Vs to 1× 10−5 cm2/Vs for field

effect transistor (FET) devices in the 1980s [11, 12], it also highlights the work that remains to be

done.

Improving the mobilities of OSCs in a systematic way will require new insights and a deeper

understanding of how the bulk electronic properties of semiconducting materials are governed by the

structure and assembly of their constituent molecules. Several factors, emerging across multiple length-

scales, are responsible for the mobility exhibited by a given OSC material. One of the most important

is the material’s microstructure – that is, the packing arrangements of molecules in the solid state. This

can be demonstrated by a comparison between the typically high mobilities displayed by crystalline

molecular solids, and the typically low mobilities of more disordered materials. The microstructure itself

is chiefly controlled by the chemical structure of the constituent molecules, although a significant degree

of control is also provided by choices of processing conditions (e.g., solvent, substrate, temperature,

and pressure) applied during the fabrication stage.

Most commonly, information about a material’s microstructure is sourced from X-ray diffraction

(XRD) experiments [13–16]. These experiments image the diffraction patterns produced by X-rays

2OLED devices are a notable exception to this rule, since their performance is critically dependent on achieving
balanced hole and electron mobilities, which is generally easier at low-to-moderate mobilities [8–10]. However, this thesis
focuses on materials suited to unipolar transport.
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scattering off of periodic arrangements of molecules, and are therefore very effective at characterising

the crystalline regions of a material. Since, as stated, there is typically a correlation between a high

degree of crystalline order and a high charge mobility, the microstructural features that can most easily

be detected and characterised are often, conveniently, also those that can be used to explain a given

material’s mobility.

Across most OSC materials, and in most applications, the typical relationship between microstruc-

tural order, charge transport, and device performance, can be laid out in the following simple form:

Increasing
microstructural

order

Higher charge
mobilities

Improved device
performance

Leads to Leads to

Drawing upon this relationship has been, and continues to be, extremely useful for researchers seeking

to develop new materials for better performing devices. It provides a broad guideline that can be

followed when synthesising new molecules and fabricating devices. Furthermore, it provides a frame-

work for rationalising the performance of existing materials by pointing towards their microstructural

characteristics. However, in this regard, as in life, the most valuable lessons are learnt when we fail

– or, our current understanding fails, as the case may be. It is important, therefore, to recognise and

study those material cases where this trend no longer holds. Understanding the relationships between

microstructure, transport, and performance in such ‘outliers’ can provide us with a more nuanced

(and, hopefully, more accurate) understanding of OSC materials and their properties, and may reveal

alternative avenues towards improving device performance that might otherwise be rejected.

This thesis details investigations into several material systems for which the above framework

appears to breaks down (or, in the final case, has not been previously confirmed). These include:

• The conjugated polymer C16-IDTBT, which displays the apparently incongruous characteristics

of high mobility and low microstructural order (see Section 2.5 and Chapters 5, 6, and 7).

• Photocatalytic sulfone polymers, which perform unusually well in hydrogen production applica-

tions, despite poor mobilities (see Section 4.5.1).

• Bis-adduct isomers of the fullerene acceptor PCBM, for which experiments have shown a roughly

inverse relationship between crystallinity and mobility (see Section 4.5.2).

• The non-fullerene acceptor (NFA) O-IDTBR, for which recently developed theories may provide

a good description of transport in crystalline arrangements (see Section 2.4.2), but it is unknown

how well this description carries over to transport in the disordered regions, which tend to

dominate the microstructure (see Chapter 8).

For all of these materials, a high degree of microstructural disorder appears to play a key – but poorly

understood – role in informing their transport behaviour and performance in relevant applications.
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Notably, when seeking to address these gaps in our understanding, a challenge is presented by the

fact that we cannot gain as much information about the microscopic features of disordered materials

by conventional experimental means. In this regard, computational tools can serve a vital role.

1.2 Modelling

1.2.1 Why Simulate?

Alongside experiments and theoretical developments, computational methods can serve as powerful

tools for improving our understanding of the origins of material properties, such as the relationship

between microstructure and mobility. It may be useful to briefly outline why such methods are used

at all, given that they do not provide information about the real, physical systems that we ultimately

care about.

Individual experimental methods tend to provide a somewhat narrow window into the behaviour of

physical systems. The picture can be filled out by employing multiple different methods, like shining

light on different parts of an unknown object, but this may not always be enough to fully understand the

system. A simulated model can stand in for the unknown object, and help unify information provided

by each experiment into a single coherent picture, as illustrated in Figure 1.2. Thus, simulations can

help guide our choice of experiment, and test underlying assumptions about how a system operates [17].

Figure 1.2: "What is it?" "Oh, that makes sense!"

Simulations can also provide insight

into behaviours that are difficult to ac-

cess from our macroscopic world [18]. In

the context of OSCs, we can use simu-

lated models to view the packing arrange-

ments of molecules at the atomic level, or

to track the paths of mobile charges as

they travels through a material.

Furthermore, simulations can allow us to evaluate counterfactuals. By tweaking parameters, even

deliberating choosing unphysical values, we can answer questions not just about what is, but about

what matters.

One ultimate goal of developing new simulation methods is to enable the in silico prediction of

hypothetical material properties prior to synthesis. Developing reliable ways to achieve this would

greatly enhance our ability to systematically determine the best candidate materials from the vast

chemical space of OSCs, allowing us to do away with the largely trial-and-error approach that has thus

far been the main way by which new materials are discovered. Although this ‘holy grail’ remains largely

on the horizon for now, improvements in simulation accuracy, computational power, and machine

learning algorithms provide some hope that such an approach may someday become feasible [18–22].
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Figure 1.3: A diagram indicating the various length- and time-scales that must be considered when
investigating material systems. Examples of computational methods that may be applied at different
scales are named. The top row lists methods used for structure prediction, while the bottom row
lists methods used for charge transport simulation. Except for continuum models, all other methods
indicated here have been applied by myself (underlined) or my collaborators during the investigations
described in this thesis. Methods details are provided in Chapter 3. For an overview of charge transport
simulation methods, see Section 2.4.3.

1.2.2 Multiscale Modelling

When it comes to understanding the relationship between microstructure and charge transport, a ma-

jor obstacle is thrown up by the fact that both areas involve processes that occur over disparate time-

and length-scales. This is challenging from a simulation perspective because we have two opposed

goals that require balancing with only limited computational resources. These goals are 1) achieving

physical accuracy at small scales, and 2) capturing large enough scales to be relevant to the macro-

scopic properties we are trying to understand. We can, however, partially circumvent this problem by

employing different computational approaches to simulate a system at various scales - equivalent to

viewing it at various different resolutions - and linking these scales together to build a single coherent

picture [23].

In many cases, the processes that govern behaviour at different scales are approximately separable.

For instance, because electrons tend to exhibit much faster motion than nuclei, we can approximate

electron dynamics as occurring on a fixed ‘background’ of static nuclei (see Section 2.2.2). Based on this,

and similar insights, it is often possible to adopt a sequential modelling strategy when investigating

the relationship between microstructure and transport for a given system. This may involve first

predicting a microstructural model of the system (see Section 3.2), then evaluating the electronic

structure of the model (see Section 3.1), before finally simulating charge transport using information
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about the electronic structure and microstructure (see Section 3.3). Information from each of the scales

can be interpreted individually, as well as correlated together, to gain an understanding of the system.

In cases where the scales are not easily separated, for instance when the electron dynamics have

a significant influence on the nuclei dynamics, we generally need to adopt simulation methods that

can model both subsystems concurrently, and account for their interplay. Sophisticated methods have

been developed for performing such simulations, although they are intrinsically more computationally

demanding than techniques applied in the separable case (see Section 2.4.3). This generally limits

the maximum length- and time-scales that can be modelled, so extra care must be taken to ensure

that evaluated properties (e.g. mobility) are still representative of the macroscopic properties we are

ultimately interested in.

For the work described in this thesis, I employed a sequential approach to multiscale modelling

(i.e., assuming separable scales). This provides a good balance between reaching appropriately large

scales to be relevant to macroscopic properties, and representing the underlying chemical and physical

processes with reasonable accuracy.

1.3 Overview

In this thesis I describe a series of computational investigations into the relationship between chemical

structure, microstructure, and charge transport in OSC materials, with a particular focus on the effects

of microstructural disorder.

Chapter 2 provides a review of relevant background information provided by prior studies. This

includes general information about the electronic structure and microstructure of OSCs, the mech-

anisms and factors governing charge transport, and a section dedicated to reviewing previous works

investigating the high-mobility conjugated polymer C16-IDTBT.

Chapter 3 describes the theoretical underpinnings of the computational methods I have employed.

This includes methods for evaluating the electronic structure and microstructure of OSCs, and methods

for simulating charge transport.

Chapter 4 describes the development of two charge transport codes I used during my investigations.

It also describes two case studies demonstrating the application of these codes in systems of bis-PCBM

and photocatalytic sulfone polymers, respectively.

Chapter 5 describes an investigation into the microstructural characteristics of C16-IDTBT, and

how these are related to its chemical structure.

Chapter 6 describes the continued investigation of C16-IDTBT. Here, I focus on understanding

how the microstructural features identified in Chapter 5 govern the charge transport properties of the

polymer. This chapter concludes with a discussion of potential avenues towards the development of

higher mobility polymer materials, based on my findings in Chapters 5 and 6.
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Chapter 7 describes an investigation of four variants of C16-IDTBT that feature heteroatoms

substituted onto the the donor unit of the backbone. In light of my results in Chapters 5 and 6,

I analyse factors found to be crucial for governing transport in C16-IDTBT, and explore how these

factors are likely to be affected by the modified backbones of the variants.

Chapter 8 describes an investigation into the relationship between microstructure and charge trans-

port for the small acceptor molecule O-IDTBR.

Finally, in Chapter 9, I summarise the findings of these investigations, and suggest a number of

avenues for future research.
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Chapter 2

Background

2.1 Microstructure of Organic Solids

2.1.1 Intermolecular Forces

OSCs are considered ‘soft’ materials due to the weak intermolecular forces that bind molecules and

polymers together in the solid state. The most prevalent attractive force between molecules stems

from van der Waals interactions [5]. These are purely electrostatic interactions that do not involve

the sharing of electrons between molecules. They originate from three main sources, each relating to

different types of dipoles that may be present:

• Keesom interactions occur between the permanent dipoles of polar molecules, and are highly

dependent on the relative orientation of molecules.

• Debye interactions arise when a permanent dipole on one molecule induces a temporary dipole

in a neighbouring molecule.

• London or dispersive interactions arise when instantaneous fluctuations in the electron density

of one molecule establish a dipole that then induces an oppositely-directed instantaneous dipole

on a neighbouring molecule.

Of the three components, dispersive interactions are the most universal, since they occur between all

atoms and molecules, regardless of whether they are polar or non-polar.

The packing of molecules in the solid state is also dependent on the nature of repulsive interactions.

These primarily arise from the Pauli exclusion principle, which prevents two fermions (electrons in this

case) from occupying the same quantum state, and thus the same location in space (assuming the same

spin configuration). This constraint leads to repulsive exchange interactions between electrons at short

interatomic distances. In a chemical context involving atoms and molecules, these repulsive forces are

typically referred to as steric interactions.
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Conveniently for the modelling of molecular materials, both the long-range attractive interactions

and short-range repulsive interactions can be accurately represented by simple distance-dependent

analytical functions (see Section 3.2). The Lennard-Jones potential is the the archetypal example of

such a function [24].

2.1.2 Microstructural Forms and Features

Because of the diversity in shape and size that organic molecules and polymers present, and the

weak forces between them, OSCs display a wide variety of different microstructural forms in the solid

state [4]. This has consequences for the charge transport behaviour of the materials [11, 25]. The most

common microstructural forms may be classified as follows:

• Amorphous molecular films are composed of small molecules with disordered packing arrange-

ments. They may be fabricated by low energy-intensive methods, but typically suffer from low

charge mobilities.

• Molecular crystals are composed of small molecules arranged in an ordered lattice. Many OSC

materials display both crystalline and amorphous regions within a single heterogeneous mi-

crostructure, with a higher crystalline volume fraction generally being beneficial to charge trans-

port. In this regard, pure single crystals typically present the highest mobilities among OSCs,

but require energy-intensive fabrication and processing conditions to encourage their formation.

• Semicrystalline polymer films are composed of polymer chains and feature both crystalline and

amorphous regions. The high solubility of many polymers (especially with side chains attached)

means that they are generally energetically cheap to fabricate. Historically, semicrystalline mi-

crostructures were assumed to enable the highest mobilities among polymers [12].

• Disordered polymer films are composed of polymer chains and lack experimentally-detectable

signs of long-range microstructural order. They are similarly energetically cheap to fabricate.

Although the low mobilities presented by early amorphous polymers were overtaken by semicrys-

talline polymers, more recently, several high-mobility disordered polymers have been developed

(see Section 2.5 for further details). These display mobilities matching or exceeding the best

semicrystalline polymers [26–28]. This is typically understood to be enabled by transport-

beneficial backbone conformations and the presence of ‘short-range’ order in their packing struc-

tures [12, 29–32].

Most conjugated polymers, and many semiconducting small molecules, contain side chains. These

are generally attached in order to increase solubility, and thus enable the use of solution-based process-

ing and fabrication techniques [33, 34]. Alkyl side chains are used most commonly. Due to their lack of

conjugation (see Section 2.2.1), these side chains are electronically insulating, and thus do not directly
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affect the electronic characteristics of the molecular cores or polymer backbones they are attached to.

However, they can still significantly affect the bulk electronic properties of materials, due to the steric

influence they have on solid-state packing arrangements [35].

Two important characteristics influencing the microstructures and charge transport properties of

semiconducting polymer films are the contour length and persistence length of the individual polymer

chains [36, 37]. The contour length is equivalent to the physical length of the chain backbone, that

is, the length of the backbone when stretched out to its maximum 1D extent. It is related to the

molecular weight of the polymer chain, since this determines the number of repeat units.1

The persistence length describes the stiffness of a given polymer. Polymer chains with a persistence

length longer than their contour length will behave like rigid rods, whereas chains with a persistence

length shorter than their contour length can bend, or even fold.2 Although persistence length is usually

measured for chains dispersed in solution, being an intrinsic property of the chains, it also affects their

conformation and packing in the solid state. The monomers, or sub-monomer units, of semiconducting

polymers are generally rigid, due to their conjugated chemical structures (see Section 2.2.1). However,

these are typically linked by bonds that allow for dihedral rotations between the units. The stiffness

(and planarity) of conjugated polymers is therefore largely determined by the torsional potentials

controlling these dihedral angles [41].

2.2 Electronic Structure of Conjugated Molecules

2.2.1 Conjugation

The molecules and polymers that make up OSC materials are distinguished from other organic com-

pounds by a π-conjugated chemical structure that facilitates the conduction of electricity.3 Carbon

atoms with three compatible neighbours undergo sp2-hybridisation, forming three in-plane σ-bonds and

leaving an out-of-plane pz-orbital. The overlapping pz-orbitals of the atoms combine into molecular π-

orbitals (MOs), which are delocalised across the interconnected π-system. This process is visualised for

benzene in Figure 2.1. Energy level splitting from the mixing of pz-orbitals produces a density-of-states

analogous to the band-structure of inorganic semiconductors, where the highest occupied molecular

orbital (HOMO) replaces the valence band-edge and the lowest unoccupied molecular orbital (LUMO)

replaces the conduction band-edge. The HOMO and LUMO of a molecule are referred to collectively

as the frontier orbitals.

1Physical samples of polymers typically present a distribution of molecular weights. The width of this distribution
may be quantified by the sample’s polydispersity index, calculated from the ratio of average molecular weight to number-
averaged molecular mass.

2There is evidence that the crystalline domains of some flexible polymer films may be significantly composed of
repeatedly-folded chains, which is likely to impact charge transport pathways [38–40].

3As noted in Section 1.1 footnote 1, throughout this thesis I use the unqualified term ‘conjugation’ to refer specifically
to ‘π-conjugation’ as it is described in this section. Other forms of conjugation exist (e.g., σ-conjugation), but do not
generally facilitate charge transport.
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Figure 2.1: The carbon atoms of a benzene molecule (left) feature pz atomic orbitals (centre). The
overlap of these atomic orbitals gives rise to delocalised molecular π-orbitals (right). Note that, to
show this process in a visually simple manner, I have chosen to depict the lowest energy π-orbital (out
of six), which is formed when all the atomic orbitals combine constructively. This lies at a lower energy
than the (degenerate) HOMO, and as such is labelled the HOMO-1.

The HOMO and LUMO energies associated with a particular molecule or sub-molecular unit are

largely governed by the chemical structure of the conjugated system (with some influence due to

intermolecular interactions). Synthetic chemistry techniques can be employed to modify the conjugated

system, thus providing control over the frontier orbitals and, consequently, control over the electronic

and optical properties of OSC materials. This can involve, for example, substituting heteroatoms

(i.e., atoms that are not carbon or hydrogen) into the conjugated system, or linking together sub-

molecular units which themselves feature differences in the frontier orbital energy levels (i.e., donors

and acceptors). This latter method is particularly useful in OPV applications, since it allows the

optical band gap4 to be tuned through the visible and near-infrared spectral bands. Linking together

donor and acceptor units in this way has led to the development of a multitude of high-performing

small molecules – referred to as non-fullerene acceptors (NFAs) – and donor-acceptor polymers (see

Section 2.5).

The delocalised nature of the frontier orbitals means that holes occupying the HOMO, or electrons

occupying the LUMO, are highly mobile. Collectively, these mobile holes and electrons may be refereed

to as charge carriers, excess charges, or mobile charges. These charge carriers will respond to the

application of an external field, thus allowing for the intramolecular conduction of electricity.

An unbroken π-system allows charge carriers to move around single molecules or polymer chains.

However, for transport to occur on device length-scales, charges must be able to traverse between

molecules as well. Electronic coupling, associated with the overlap of MOs on different molecules, can

allow charge carriers to transfer onto neighbouring molecules, opening up intermolecular pathways for

charges to make their way through materials. The rate of these transfer reactions is naturally one of

the governing factors determining the mobility of an OSC material. However, charge transfer reactions

in molecular materials are heavily linked to the motion of nuclei, so it is important to understand

4The optical band gap is linked to – but not identical to – the energy gap between the HOMO and LUMO. However,
a detailed description of the differences between these two types of band gap is beyond the scope of this thesis.
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Figure 2.2: A PES for a diatomic molecule. This system can be described by a single aggregate nuclear
coordinate Q, since the bond length is the only degree-of-freedom that contributes to the potential.

the relationship between electronic and nuclear dynamics before moving on to exploring the factors

influencing transfer rates, which will be covered in Section 2.3.

2.2.2 Potential Energy Surfaces

For a given molecular system, a potential energy surface (PES) describes the energetic landscape that

nuclear dynamics are subject to.5 Specifically, the PES describes how the total energy of the system,

minus nuclear kinetic energy, varies with nuclear coordinates.

Perhaps surprisingly, given the quantum nature of the particles involved, such surfaces are fairly

simple mathematical objects. Their construction is made possible by a vital empirical observation;

that the total energy of a molecular system, Etotal, can usually be closely approximated by a linear

sum of contributions from its electronic and nuclear subsystems. In quantum mechanical terms, the

wavefunction of the system in state |Ψ⟩ may be treated as separable:

|Ψ⟩ ≈ |Φ⟩|χ⟩, (2.1)

where |Φ⟩ and |χ⟩ are the states of the electronic and nuclear subsystems respectively. This behaviour

is explained by the low mass of electrons compared to nuclei, which leads to an orders-of-magnitude

separation in the timescales of their motion. From the perspective of the electrons, the nuclei appear

effectively fixed in space at any one time. The influence of the nuclei is therefore felt as a static potential

landscape. Congruently, the electrons can usually be treated as perfectly responsive to the ‘gradual’
5Although rigorously the term ‘surface’ only refers to 2D mathematical objects, it is commonly used independent of

the number of dimensions.
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Figure 2.3: Charge transfer reaction between two molecules. Note the changing equilibrium lengths of
the molecules, depending on whether they are charged or uncharged. This system may be reduced to
a single nuclear coordinate; the difference between the two bond lengths.

motion of the nuclei. Emphasis on this last point is the foundation of the adiabatic representation.

Describing a system using Equation 2.1 is known as the Born-Oppenheimer (BO) approximation.

It is based in the adiabatic representation, but further assumes that the adiabatic electronic states are

energetically well-separated. The evolution of the nuclei is then described by the following form of the

Schrödinger equation: (︂
T̂n + Ui(R⃗)

)︂
|χ⟩i = Etotal|χ⟩i, (2.2)

where T̂n is the nuclear kinetic operator and i designates an adiabatic electronic state. The function

Ui(R⃗), which takes the nuclear coordinates as input, is the PES. It sums the energy contributions

from the kinetic energy of the electrons, plus electron-electron, electron-nuclear, and nuclear-nuclear

interactions. Each PES represents the system as it would be if electrons were restricted to occupying

a single energetic eigenstate, albeit one continuously evolving with changing nuclear coordinates.

2.3 Charge Transfer

A charge transfer reaction involves the transfer of an excess charge from the frontier orbital of one

molecule, to the unoccupied frontier orbital of a neighbouring molecule. At the moment of transfer,

these reactions occur without a change in energy, as evidenced by the fact that they can proceed in

the dark, and do not emit photons.

2.3.1 Transitions between Potential Energy Surfaces

Following the same logic as the BO approximation, the Franck-Condon principle asserts that electronic

transitions are fast enough to be effectively instant on the timescales of nuclear motion. Transitions

between PESs associated with different electronic states must therefore be ‘vertical’ in the sense that

they may involve a change in energy but no change in nuclear coordinates. Satisfying these two

conditions (no change in energy and no change in nuclear coordinates) therefore requires a vertical

transition of zero ‘height’. In other words, charge transfer reactions may only occur at the crossing

point between two PESs.
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Figure 2.4: Potential energy surfaces for a system of two diatomic molecules with an excess hole
occupying either Mi or Mf . The coordinate Q is the difference in bond length between the two
molecules. The solid lines are the diabatic surfaces, whilst the dotted lines show the adiabatic surfaces
in the vicinity of the avoided crossing, established when coupling of strength J is present between
the frontier orbitals. ϵi and ϵf denote the equilibrium energies of the initial and final states, while λ
denotes the reorganisation energy.

To complicate matters, the existence of avoided crossings between energetic eigenvalues means that

such intersections will not strictly occur in systems reducible to one nuclear coordinate (such as bond

length in a diatomic molecule). Avoided crossings arise in the adiabatic representation because the

nuclear kinetic operator is off-diagonal in the system Hamiltonian. This prevents the complete sepa-

ration of the electronic and nuclear subsystems when there are multiple electronic states interacting.

The BO approximation may still hold for most nuclear configurations, but will break down where the

energies of the adiabatic electronic states converge, i.e., in the vicinity of the ‘intended’ crossing.

At this point, it may seem that charge transfer reactions have been rendered impossible. To

understand why they still occur, consider a system of two molecules and a single excess charge, as

depicted in Figure 2.3. Both molecules host a localised electronic state (the frontier orbitals) that

the charge may occupy. At first considered independently, two approximately parabolic PESs can be

drawn, representing the molecular coordinates of the system when the charge is occupying one or the

other state. When coupling between the states is introduced, an avoided crossing is established on the

potential energy diagram. The charge’s ability to partially occupy both states simultaneously means

that the eigenstates of the system no longer match the eigenstates of the isolated molecules, but will

instead be some mixture of them. The energy of the system is then described by two new curves, whose

correspondence to the original parabolas depends on the strength of electronic coupling (J) between

the local states.

In molecular systems, the coupling between MOs is often small. For nearly all nuclear configu-
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rations, the system wavefunction will be almost entirely weighted towards one local state at a time,

meaning they can be used as a good approximation for the state of the system. To still include the

effects of electronic coupling we adopt the diabatic representation. This involves describing the system

using a basis set of electronic states chosen such that they do not respond to changes in the nuclear

coordinates. Since the coupling between diabatic states does not occur through the nuclear dynamics,

avoided crossings no longer appear on the potential energy diagram. This picture allows us to recover

the description of charge transfer as a distinct event, a transition between states, which will be exam-

ined further in the next section. For the system shown in Figure 2.3, the PESs associated with diabatic

and adiabatic states may be seen in Figure 2.4.

2.3.2 Hopping Rates

To investigate transport, we are principally concerned with how fast charges move from molecular site

to molecular site. Treating the electronic coupling as a perturbation acting on the diabatic states, a

rate of charge transfer (Γi→f ) can be deduced, starting from Fermi’s golden rule:

Γi→f =
2π

ℏ
|⟨Ψi|H ′|Ψh⟩|

2
δ(Ei − Ef ), (2.3)

where ⟨Ψi|H ′|Ψh⟩ is the matrix element describing the coupling between initial (i) and final (f) states.

The Dirac delta function δ(Ei−Ef ) enforces energy conservation by allowing transitions only between

states when they have the same energy. We can apply the Franck-Condon principle to simplify the

transition matrix factor, separating it into an electronic coupling term (Jif ), and a nuclear overlap

term (⟨χi|χf ⟩):

⟨Ψi|H ′|Ψh⟩ = ⟨Φi|H ′|Φf ⟩⟨χi|χf ⟩ = Jif ⟨χi|χf ⟩. (2.4)

Since we are interested in any transition that takes us between initial and final electronic states, we

sum over all the combinations of nuclear vibrational states that could enable this transition, resulting

in a transition rate of

Γi→f =
2π

ℏ
∑︂
υ

∑︂
υ′

[︃
Z−1 exp

(︃
−Eυ

kBT

)︃
|⟨χυ|χυ′⟩|2δ(Ei − Ef )

]︃
, (2.5)

where υ and υ′ denote the initial and final nuclear vibrational states. The initial phonon occupation

probabilities follow a Boltzmann distribution, Z−1 exp (−Eυ/kBT ), where Z is the partition function.

Figure 2.5 illustrates how excitations of certain nuclear vibrational modes can enable the transition

by bringing the system into a nuclear configuration accessible to both reactants and products. The

restoring forces associated with each mode will give them a characteristic frequency ω which results

in a spacing between vibrational energy levels of ℏω. At high temperatures, the energetic spacing for

all modes will be small compared to kBT . Vibrational energies can then be treated as a continuum,
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Figure 2.5: Potential energy diagram for a charge transfer reaction. The horizontal lines indicate
different energy states of a single vibrational mode. The humps illustrated on each line represent the
squared wavefunction of each vibrational state. In other words, they indicate the probability of finding
the system at different nuclear configurations. The filled regions demonstrate how certain nuclear
vibronic excitations can enable the reaction by bringing the system into a configuration that is allowed
for both reactants and products.

meaning that quantum effects are negligible, and all nuclear dynamics may be approximated as classical.

If the initial and final PESs are also approximated as parabolic, then the semi-classical or high-

temperature Marcus rate for electron transfer [42–45] may be derived from Equation 2.5, taking the

form

ΓMarcus
i→f =

|Jif |2

ℏ

√︃
π

λkBT
exp

(︃
−
(∆ϵif + λ)2

4λkBT

)︃
(2.6)

where we have introduced the reorganisation energy λ, and the difference in equilibrium energies

between the two surfaces ∆ϵif . These are shown graphically in Figure 2.4, and will be discussed in

more detail in the following section.

At intermediate temperatures, there may be high-frequency intramolecular modes contributing to

λ for which the spacing between vibrational (phonon) energy levels is no longer large compared to

kBT . In this situation, accounting for quantum effects may be important for accurate calculations of

charge transfer rates. Marcus-Levich-Jortner (MLJ) theory is an extension of Marcus theory which

accounts for electron-phonon coupling associated with a single high-frequency vibrational mode [46].

This is typically chosen to be the C=C stretching mode, since this tends to be significantly involved in

intramolecular reorganisation. MLJ theory provides a more accurate description of the charge transfer

reaction, at the expense of requiring more knowledge about the molecules involved. However, the largest

deviations between Marcus theory and MLJ occur only in the inverted regime, when −∆ϵif > λ. For

the investigations described in this thesis, λ was generally large enough that we were not likely to

32



encounter the inverted regime. Based on this, Marcus theory was assumed to strike a reasonable

balance between predictive power, and a generality of application derived from its simplicity.

2.3.3 Electronic Structure Parameters

Here I discuss the physical origins of the electronic structure parameters in the Marcus rate equation

(Jif , λ, ∆ϵif ), and briefly introduce approaches for calculating their values.

Electronic Coupling

The electronic coupling, Jif , also known as the transfer integral, is approximately proportional to

the degree of overlap between the frontier MOs of the two molecules involved in the charge transfer

reaction [47, 48]. It quantifies the strength of the interaction between the initial and final states of the

excess charge.

Methods for calculating Jif are described in detail in Section 3.1.5. For now, it is worth mentioning

that, since the magnitude of the MOs feature an approximately exponentially decreasing distance-

dependent part, the overlap between MOs will also tend to decrease approximately exponentially with

increasing separation distance between the molecules.

Reorganisation Energy

The reorganisation energy, λ, is an energy cost that arises because the equilibrium conformations of

both reacting molecules, plus the local environment, are different before and after the charge transfer

reaction takes place. λ can be separated into inner-sphere (conformational changes of the reacting

pair) and outer-sphere (conformational changes of the surrounding molecules6) contributions, denoted

by λinner and λouter, respectively.

Typically, the two contributions are expected to be of a similar order of magnitude. However,

λouter is difficult to evaluate and is often neglected. In some cases, it may be evaluated empirically

from the activation energy (EA) observed in temperature-dependent experimental measurements of

charge transfer reactions. EA will also contain contributions from λinner and ∆ϵif , although these may

be calculated independently (see next subsection), allowing one to estimate λouter.

λinner can be calculated by considering the difference between the energy of the reactants when

they are held in the nuclear configuration of the products, the energy of the products when they are

held in the nuclear configuration of the reactants, and the energies of their equilibrium configurations.

This constitutes the four-point method [49].

Both contributions are likely to remain approximately constant for charge transfer reactions within

a single-component material system, although there may be different λ associated with intrachain and

interchain transfer in conjugated polymer systems.
6plus positional and orientational changes in the case of small solvent molecules.
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Difference in Equilibrium Energies

∆ϵif is the difference in the energy of the relaxed system before and after the charge transfer reaction.

The largest contribution to variations of the system energy generally originates from differences in the

energy levels of frontier MOs between the reacting molecules. These energy levels are determined by the

strength of interactions experienced by an excess charge when it is localised on each of the molecules

in the material, with shifts between different molecular energy levels arising from conformational

differences between molecules, as well as electrostatic interactions and induction interactions involving

the charged molecule and its environment [50].

In principle, conformational contributions to the frontier MO energies of all molecules in a modelled

system can be computed from electronic structure calculations (see Section 3.1). The environmental

contributions may also be computed using, for instance, microelectrostatics calculations [51] (see Chap-

ter 8). However, these approaches may be computationally unfeasible for large systems, so the MO

energies are often drawn from an approximate distribution. In many OSCs, the frontier MO energies

tend to follow a density of states (DoSs) with a characteristic Gaussian shape, which can be observed

experimentally, for instance using energy resolved electrochemical impedance spectroscopy [52]. Based

on this, it is common practice to model energetic disorder in the solid state using energies randomly

drawn from a Gaussian distribution [53]. The width of the Gaussian DoS may be approximated from

experimental probes of the DoS, or it may be set with reference to EA.

2.4 Charge Transport

2.4.1 Hopping Transport

The charge transfer rates derived above are applicable in the low-coupling regime, where Jif ≪ λ.

This condition applies to many OSC materials, and denotes the fact that their soft microstructures

will shift in response to the presence of an excess charge. This induces a degree of polarisation centred

on the charge, which acts to localise and energetically trap it at each given molecular location. The

combination of the excess charge and the local distortion of molecules may be described by a pseudo-

particle called a polaron. The consequence of this self-trapping effect is that charge carriers are subject

to potential barriers that must be overcome for each transfer onto a new molecule. Transfer events

must be thermally activated to overcome these barriers, with the result being that transfer rates will

increase with increasing system temperatures. This is accounted for by the temperature-dependent

exponential factor in Equation 2.6.

In this regime, charge transport is simply the cumulative effect of a series of uncorrelated charge

transfer events, which are commonly referred to as hops. Since the individual hopping events are

thermally activated, the overall mobility of materials with hopping-based transport will also increase
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with temperature. This characteristic temperature-dependence of mobility can be observed in transport

experiments [25].

Mobility in an Ordered 1D System

For a charge carrier in an ordered 1-dimensional system, such as in a molecular crystal, it is possible to

derive an expression for the mobility (µ) based on the Marcus rate equation (Equation 2.6). Consider

a system comprising a linear chain of sites (representing HOMOs) with equal energies, separated by

an inter-site distance a. Each site is coupled to its immediate neighbours with strength J . Under

the influence of an applied electric field with strength F , a hole placed on one of these sites can hop

forward (+) or backwards (−) along the chain, with respect to the field direction. Using Equation 2.6,

the forward and backwards hopping rates are given by

Γ± =
|J |2

ℏ

√︃
π

λkBT
exp

(︃
−(λ± eaF )2

4λkBT

)︃
, (2.7)

where the effect of the field has been included as a change in system energy associated with hopping

forwards or backwards. In the limit of low field strength, this may be approximated by

Γ± =
|J |2

ℏ

√︃
π

λkBT
exp

(︃
−λ

4kBT

)︃(︃
1± eaF

2kBT

)︃
. (2.8)

The net velocity of holes v is related to the forward and backwards hopping rates by

v = a(Γ+ − Γ−) =
|J |2

ℏ

√︃
π

λkBT
exp

(︃
−λ

4kBT

)︃
ea2F
2kBT

, (2.9)

from which we can find the mobility of the system, by dividing by the field strength:

µ =
|J |2

ℏ

√︃
π

λkBT
exp

(︃
−λ

4kBT

)︃
ea2

2kBT
. (2.10)

This expression may be applied to predict the low field limit of mobility for transport through an

ordered system, such as a molecular crystal, or between chains in the ordered regions of a semicrystalline

polymer. It is valid so long as the electronic structure of the system can be treated as comprising a

series of localised and weakly coupled frontier orbitals. The expression is less physically valid for

modelling intrachain transport in conjugated polymers, which is likely to involved strong electronic

coupling. In this situation, a hopping mechanism may not be an appropriate description of transport

along the backbone. This has potential ramifications for one of the investigations described in this

thesis, and will be discussed further in Section 6.2.3.

35



2.4.2 Transport Beyond the Hopping Regime

Hopping is not always an appropriate description of the charge transport mechanism in OSCs. In fact,

by focusing on the requirement that the timescales of hopping must be longer than the timescales of

thermal relaxation, Alessandro Troisi was able to make a succinct argument that mobilities ≳ 0.1 cm2/Vs

cannot be due to a hopping mechanism alone [54]. In this section I will briefly outline some of the

alternative transport mechanisms that may occur in OSCs.

In the limit of very high coupling (J ≫ λ) and low energetic and structural disorder, as is typical

for metals or crystalline inorganic semiconductors, transport may be described well by band theory.

In this picture, charge carriers move through the solid as delocalised Bloch waves. This mechanism

imparts a high mobility on materials that characteristically decreases with increasing temperature, due

to the increased phonon scattering interrupting otherwise ballistic transport. Although relatively rare

compared to more dispersive transport mechanisms, band-like transport has been detected in some

highly pure and structurally ordered organic crystalline materials [55, 56].

Between the limits of low- and high-coupling, where hopping or band-like models may be applied

respectively, lies the intermediate regime (J ≃ λ). To describe transport under these conditions, which

are particularly applicable to crystalline OSCs, the more recent theory of transient localisation has

been developed [11, 57]. This theory is used to describe a situation where electronic and intermolec-

ular nuclear motion are highly interlinked. The electronic coupling between frontier orbitals is large

enough to support delocalisation of charges across multiple molecular sites, but this is continuously

disrupted by dynamic coupling disorder induced by thermal vibrations. This leads to a mechanism of

transport in which charges typically occupy delocalised states, where they can exhibit band-like charac-

teristics, but are transiently localised on timescales shorter than typical molecular motion. Despite the

localising effect of molecular motion, mobilities still follow a decreasing relationship with temperature,

reminiscent of band transport.

An alternative picture of transport in the intermediate regime, that reproduces experimentally-

verified mobility predictions from transient localisation theory, has been proposed based on simulations

of charge dynamics in molecular crystals at ambient temperatures [58–60]. In this picture, charges are

typically localised onto a small number of molecular sites, but may be transported by short bursts of

delocalisation (again, induced by nuclear motion) before re-localising in a different position. Transport

therefore occurs through a series of diffusive hops, although these tend to be between spatially-separated

molecular sites rather than immediate neighbours, as in the traditional hopping regime. Under these

circumstances, the label transient delocalisation has been proposed as a better descriptor of charge

transport behaviour.

Although it is important to recognise the different transport behaviours that can occur in OSC

materials, in this thesis my focus is on structurally disordered materials, where we can expect electronic
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coupling to be relatively weak. Thus, we can expect the hopping model of transport to be generally

applicable.

2.4.3 Charge Transport Models

Since overall charge transport represents the cumulative effect of large numbers of charge transfer

events, gaining a picture of the transport behaviour in a given OSC system generally requires the

application of computational models. Such models allow us to ‘average over’ the individual events to

evaluate the (ideally) macroscopic transport behaviour of the system. There exist a number of models

that can be applied to perform this averaging [17, 61]. Each comes with its own set of assumptions and

approximations, so the choice of model can have a significant impact on the accuracy of results. This

choice must be made with respect to a prior estimation of which system characteristics are important

for controlling transport, as well as what information we would like to obtain from the application of

the model.

Here, I briefly outline some of the commonly applied transport models used for understanding

OSC materials. I aim to provide enough detail to justify my selection of methods for the investi-

gations described in this thesis, although most theoretical and implementation details will be left to

Chapters 3 and 4, and restricted to only those models which I applied.

Drift-Diffusion

Drift-diffusion models may be used to simulate charge transport from a device-level (macroscopic)

perspective [17]. The basic drift-diffusion model originates from a simplification of the Boltzmann

transport equation, used to describe the statistical behaviour of a non-equilibrium thermodynamic

system. Integrating over momentum space to find the moments of the Boltzmann transport equation,

we find that the current density through a system (J ) is given by

J = Jdrift + Jdiffusion. (2.11)

The terms are given by

Jdrift = enµF and Jdiffusion = eD∇n, (2.12)

where e is the charge of an electron, n is the carrier density, µ is the mobility of the system, and F

is the strength of the applied electric field. The diffusion coefficient D is related to µ and the system

temperature (T ) via the Einstein relation

D =
kBT

e
µ. (2.13)
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As seen from the above equations, all material-specific information is wrapped up in the mobility

parameter. This somewhat limits the use of drift-diffusion models when we would like to understand

which material characteristics are important for determining µ. In this case, we must adopt further

models to relate µ to material features such as the microstructure or energetic landscape (e.g., the

density of trap states), which will carry their own sets of approximations and assumptions. As such,

drift-diffusion models are decidedly not ab initio, and must be heavily parameterised on an empirical

basis. Because of this, they can generally be used to correlate simulations to experimental evidence,

but are limited in their utility for assigning causation to specific chemical- or micro-structural origins.

With this in mind, the advantage of drift-diffusion models lies in the fact that they can facilitate

direct comparisons with experiments, since they solve for the macroscopic current density flowing

through devices. Comparison is also made easier by the fact that, relative to other (microscopic)

models, the additional computational cost of simulating high charge densities is small, which is valuable

given the high charge density regime that many experiments are conducted in. A drift-diffusion model

was used by my collaborators to fit µ values to experimental space-charge limited current (SCLC)

measurements in the study described in Chapter 8.

In contrast to the above, the models described in the following subsections all take into account

microscopic information about the molecules, and the interactions between them, within the OSC

system of interest. This reduces the number of assumptions that must be made, but carries larger

computational costs, which can only be accommodated for by reducing the scale of modelled systems.

The result is that we can no longer simulate device-scale systems, but must instead consider transport

through a small volume of the solid state. Therefore, care must be taken to ensure that the modelled

region represents an appropriate sample of the full device microstructure.

Master Equation

Rather than dealing with explicit charges (as in the following two models), the master equation (ME)

model describes the dynamics of charge carriers in terms of time-averaged site occupation probabil-

ities [62–64]. The system is modelled as a set of simultaneous differential equations describing the

continuous ‘flow’ of occupation probabilities through a static network representing the molecules and

their interactions. These equations are referred to collectively as the master equation of the system. It

is worth clarifying that the occupation probabilities do not represent charge delocalisation or a quan-

tum superposition, since, in most cases, the model assumes a localised hopping mechanism for charge

transfer. Rather, the probabilities express where spatial charge density is likely to build up or dissipate

from in the system.

Solving the ME may be performed using linear algebra methods. Under the typical assumption

of low charge density, this has the advantage of being fast and computationally inexpensive for small

systems. The computational cost and speed of solving the ME is largely independent of the charge
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transfer rates in the system, meaning that this approach is well-suited to modelling systems with large

variance in the magnitude of rates, such as those featuring energetic traps. Solving the ME returns

the occupation probability density of the system, which is useful in itself for understanding charge

behaviour, but may also be used to compute µ from an additional matrix multiplication step. When

a solution is found, it is guaranteed to describe the steady state of the system, which means it can

be related directly to the time-independent characteristics of the material, such as µ. The solution is

further guaranteed to be unbiased by statistical errors that may be introduced by stochastic models

(see next subsection).

As for the disadvantages of applying an ME model, I have already mentioned how a hopping

mechanism for charge transfer is typically assumed. The assumption of a steady state also prevents

transient effects from being explored. Furthermore, the computational cost of solving the ME increases

rapidly with the number of molecules in the system. This generally restricts the ME model to evaluating

relatively small systems. If multiple charges are included in the model, then the resulting charge

correlation requires an ME composed of non-linear equations. These may be difficult or impossible to

solve, which further restricts ME models to evaluating systems of very low charge density, where such

correlations can be neglected. Finally, no information at all is returned until the full system has been

solved, which may take an undetermined amount of computational time.

Further details about the methodological underpinnings of ME models may be found in Sec-

tion 3.3.2. Details about the development and implementation of a particular ME model may be

found in Section 4.4, with results from its application provided in Section 4.5.2.

Kinetic Monte Carlo

A kinetic Monte Carlo (KMC) model can be used to simulate transport in a manner that mimics

the physical time-evolution of explicit charges moving through a material [65, 66]. Many features

are similar to those adopted by the ME model, so these two approaches are often compared [61].

In particular, both models assume a hopping mechanism for charge transfer events, and simulate

transport through a static network representing the molecules and their interactions. Unlike the ME

model however, the KMC model is solved by a stochastic method that operates by randomly selecting

charge transfer events based on their probabilities. Across multiple runs with long enough simulation

times, the charges will explore the system of interest. Information about the system, such as µ, can

then be calculated by averaging over the charge motion exhibited during each run, with multiple runs

being averaged together until µ converges to a stable value.

Potentially the biggest advantage over ME models is that, in principle, systems of arbitrary size

can be modelled, with simulations always providing at least an approximate result for µ. Although

the accuracy of this approximation is likely to be low at first, increased accuracy can always be

straightforwardly achieved by allowing for longer simulation times or more repeat runs. This makes
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KMC models well suited for evaluating large, complex systems. A related benefit is that KMC models

can output preliminary estimates for µ during run-time, which can be useful for checking the progress

of simulations, and quickly identifying and fixing potential issues if required. In terms of the scope of

included effects, KMC models have the advantage of being able to probe both transient and steady

state effects. This is useful for comparison with transient experiments such as time-of-flight mobility

measurements. Charge correlation effects can also easily be included, allowing for multiple charge

carrier simulations, although long-range Coulombic interactions can significantly reduce the efficiency

of the time-propagation algorithm (see Section 3.3.1).

As for the disadvantages of KMC models, similar to ME models, they also typically assume a hop-

ping mechanism for transport, although recently a delocalised-KMC model has been demonstrated [67].

Compared to ME models, the numerical efficiency of KMC models is reduced significantly by large

variances in the charge transfer rates, which can slow down convergence (the origin of this issue is

explained in Section 3.3.1). A more fundamental issue may result from the stochastic nature of the

model. As with all Monte Carlo methods, there is always a risk of false convergence events. This

involves the ‘accidental’ fulfilling of convergence criteria, halting simulations early, and returning an

erroneous value for µ. These potential issues highlight the fact that, when setting up a KMC simula-

tion, parameters such as the number of repeat runs, simulation time, and convergence criteria, must

all be decided by the user, which can introduce statistical bias.

Further details about the methodological underpinnings of KMC models may be found in Sec-

tion 3.3.1. Details about the development and implementation of a particular KMC model may be

found in Section 4.3, with results from its application provided in Sections 4.5.1 and 6.2.3.

Non-adiabatic Molecular Dynamics

A notable drawback of the ME and KMC models is that they neglect nuclear motion. This can have

a significant impact in the intermediate-coupling regime, where dynamic coupling disorder linked to

nuclear motion has been shown to be an important factor influencing charge transport [57, 68, 69]. This

touches on a further drawback of hopping-based models, namely that they treat electronic coupling

between localised states perturbatively. This rests on the assumption that the coupling is relatively

weak, which by definition is not applicable to the intermediate-coupling regime.

A number of non-adiabatic molecular dynamics (NAMD) models have been developed to account

for the effects of intermediate coupling and nuclear motion [70, 71]. Here, I briefly outline one of the

more commonly applied models from this class, namely fewest switches surface hopping (FSSH) molec-

ular dynamics (MD), which combines classical molecular dynamics (see Section 3.2) with electronic

transitions [72, 73]. For simplicity, I will describe the operation of this model for a system containing

a single mobile electron.

The term ‘non-adiabatic’ refers to the fact that we are dealing with a situation where the BO
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approximation is allowed to partially break down. Rather than being fully separated, the electronic

and nuclear motion are coupled, meaning that nuclear motion can induce non-adiabatic state changes

for the electron. Notably however, the model assumes that the states the mobile electron can occupy

at any one time are adiabatic. This is why the breakdown of the BO is only partial, an assumption

that must be made to allow for a classical treatment of the nuclear dynamics. The non-adiabatic part

then comes in by the fact that the adiabatic states have non-vanishing non-adiabatic coupling between

them. This coupling is influenced by the nuclear motion, and is utilised to allow the mobile charge to

transfer into different adiabatic states.

During operation, the FSSH MD model propagates a superposition of adiabatic electronic states

using the time-dependent electronic Schrödinger equation. Meanwhile, the nuclei evolve classically on

the PES established by the currently occupied adiabatic electronic state. The motion of the nuclei

influence the time-evolution of the adiabatic electronic states, and the non-adiabatic coupling between

them. The reciprocal influence of the mobile electron on the nuclear motion is incorporated by allowing

the electron to stochastically transfer between different adiabatic states (‘switching’ the nuclear motion

onto a different PES, hence the name surface hopping MD). The probabilities for switching between

different PESs are controlled by the non-adiabatic coupling between the adiabatic electronic states. An

algorithm is included in the model which minimises the number of PES transitions, while maintaining

the correct average population of each adiabatic state. This improves the efficiency of simulations, and

gives the model its name fewest switches [72, 74].

Compared to the KMC and ME models, NAMD models are decidedly ‘more ab initio’. Fewer

assumptions are made about the nature of charge transport, and in particular the mechanism of

charge transfer. This means that NAMD models can be applied to a broader range of systems, including

systems in the intermediate-coupling regime, while maintaining convergence with hopping-based models

in the low-coupling regime [75]. Furthermore, it means that such models can be used to interrogate

a broader range of factors that may influence transport behaviour, including the effects of dynamic

coupling disorder, and the nature of the charge transfer mechanism itself.

The main trade-off is the high computational cost of applying a NAMD model, which can limit the

size and complexity of systems that can be evaluated. In systems where a hopping-mechanism can be

safely assumed, this cost comes without any significant improvement in the accuracy of results, com-

pared to ME or KMC models. A significant contribution to the high computational cost of the model

arises from the need to calculate the coupling between electronic states on-the-fly during simulations.

This typically requires the adoption of a fairly simple model to perform quick coupling calculations,

which may not be accurate under all circumstances. A further drawback is that systems cannot gen-

erally be parametrised using information not already included in the NAMD model, such as non-local

electrostatic effects, which would be too expensive to calculate on-the-fly during operation [60].

Results from the use of a FSSH MD model by my collaborators are provided in Section 8.3.1, where
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they are compared against a KMC approach.

2.5 Donor-Acceptor Polymers

In Section 1.1, I laid out the typical correspondence observed between increased microstructural order,

higher mobilities, and improved device performance, and stressed the importance of studying those

material cases where this correspondence breaks down. Donor-acceptor polymers represent a class of

materials which often deviate from this pattern, commonly displaying high hole mobilities but relatively

disordered microstructures compared to well-known semicrystalline polymers [26–32]. For this reason,

a significant portion of this thesis centres on the investigation of a notable example from this class,

C16-IDTBT (see Chapters 5 and 6. Chemical structure is shown in Figure 5.1). Here, I summarise

information from past studies relevant to donor-acceptor polymers in general, and C16-IDTBT in

particular, to provide context for my investigation.

2.5.1 Before Donor-Acceptor Polymers

Although now challenged by the discovery of a new class of high-mobility polymers displaying unusual

levels of structural disorder, traditionally the best transport behaviour in polymers was associated with

a semicrystalline morphology, as displayed by the archetypal P3HT. In line with the relatively clear

guidelines established for small molecule OSCs – a high degree of crystallinity, with close π-π stacking,

preferably in multiple directions, all minimally disrupted by defects and thermal vibrations [12] – it

was believed that a microstructure containing well-ordered crystal domains was ideal for transport in

polymers.

Since the relatively fast motion of charge carriers along individual chains may be enabled by strong

electronic coupling along conjugated backbones, the limiting factor for macroscopic transport is gen-

erally assumed to involve the slower hops between chains [76]. Based on this, the purpose of the

crystalline domains is to facilitate fast rates of intermolecular charge transfer, by ensuring significant

overlap between the MOs of closely packed chain segments. In fact, once this heterogeneous microstruc-

ture is established, there is evidence that the amorphous fraction does not participate in transport at

all, resulting in percolation-type behaviour. For instance, FET measurements of P3HT reveal a sig-

nificant jump in mobility as the crystalline volume fraction increases from 5% to 20%, assigned to the

attainment of a critical percolation threshold [77]. This is suggested to occur because the amorphous

regions feature a widened band gap – the result of contorted chains with shorter conjugation lengths

– making it energetically favourable for charge carriers to remain within the crystalline domains only.

The presence of ‘tie-chains’ with segments belonging to multiple ordered domains are thus required for

charge carriers to cross the amorphous regions between domains [78–80].

Within the semicrystalline paradigm, the most essential target for achieving good bulk transport
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relies on using a combination of 1) a large crystalline volume fraction, and 2) high molecular weight (for

long tie-chains), to ensure a sufficiently connected percolation network. Further improvements may

then be sought by increasing the regularity of the crystallites. A standout success of these guidelines

was the discovery of PBTTT, which, by way of interdigitating side chains, has a crystalline structure

that effectively extends into an additional dimension compared to P3HT.7 The typical mobilities of

∼0.01 cm2/Vs for P3HT were thus surpassed, with ∼0.5 cm2/Vs being typical for PBTTT [12, 77, 81].

However, not all polymers appear to follow the principle, charted by the switch from P3HT to

PBTTT, of better transport performance being tied to increasing crystallinity and crystalline order.

More recently developed donor-acceptor copolymers are regularly reported to exhibit high mobilities,

despite often lacking signs of long-range order. One example that has sustained interest since its

discovery is C16-IDTBT, which was first reported with a mobility of 1 cm2/Vs [82, 83], increasing to

3.6 cm2/Vs a few years later [29].

2.5.2 C16-IDTBT: History and Applications

C16-IDTBT was one member of the new class of donor-acceptor copolymers whose apparently incon-

gruous characteristics of high mobility and low structural order disrupted the traditional consensus

that the best mobilities would be found by semicrystalline polymers with ever-increasing degrees of

crystalline order and crystalline volume fraction.

Donor-acceptor copolymers were originally developed for OPV applications, since their alternating

backbone structure enables the optical band gap to be tuned through the visible and near-infrared

spectral bands [12, 26, 84]. However, it was found that the smaller intrachain bandwidth induced by

the donor-acceptor structure also made transport more resilient to conformational disorder, which may

otherwise induce energetic traps [11, 85, 86].

Early on, IDTBT, with various side chains, was put forward as a possible material for use in

transistors [82] and OPV devices [83, 87, 88]. However, its consideration as a donor in OPV devices

was not long lasting, because the long C16 side chains that (unusually) provide the best mobilities,

also prevent good intermixing with acceptor molecules, resulting in low device efficiencies of 0.66%, as

reported by Bronstein et al. [83]. On the other hand, OPV devices using IDTBT with shorter branched

side chains have been shown to reach moderate efficiencies, up to 5.5% [87], despite the lower mobilities

of these variants.

Because of its high mobility, and useful mechanical properties, such as high ductility and stretch-

ability, C16-IDTBT has maintained interest for possible integration into flexible, wearable and bio-

compatible electronics [89–91], as well as representing an interesting case study for furthering our

understanding of the microstructure-transport link in conjugated polymers.

7i.e., π-stacking direction, backbone direction, and side chain direction for PBTTT (3D), compared to just the
π-stacking and backbone directions for P3HT (2D).
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2.5.3 C16-IDTBT: Microstructure and Transport

The disordered microstructure of C16-IDTBT limits the amount of information that can be gained

from experimental diffraction methods [29]. However some microstructural details have been previously

reported. From these, and chemical-structural considerations, we can gain some understanding of the

origins of C16-IDTBT’s high mobility.

The bonds linking the IDT and BT units are collinear, and torsional rotation between them is

restricted by a relatively high potential barrier [86, 87]. This indicates support for fast intrachain charge

transport, with simulations suggesting intrachain mobilities of ∼3 cm2/Vs at room temperature [92].

This is larger than most experimental measurements of bulk mobility, suggesting that the transfer

of charges between backbones acts as a limiting bottleneck to transport. This view is supported

by evidence that the mobility increases with chain length, only levelling off for ultra-high molar mass

samples of 500 kgmol−1 and beyond [91]. Notably, the increase of mobility with chain length is gradual;

there is no step change that would indicate the crossing of a percolation threshold, such as occurs in

semicrystalline polymers.

Diffraction experiments conducted by Zhang et al. demonstrated that the conjugated planes of

chain backbones are almost universally oriented face-on with respect to the substrate and upper

interface [29]. Furthermore, these experiments indicated a spacing of 3.8Å between backbones in

the π-stacking direction. Although the number of chains participating in these stacks is very low

in C16-IDTBT, this spacing is comparable to the interchain spacing in highly crystalline polymers.

Despite lacking the signs of long-range interchain order that would indicate the presence of crystal-

lites [29, 82], recent works by Cendra et al. and Dobryden et al. have pointed towards other signs of

unconventional ordering at the mesoscale that may impact interchain charge transfer. In particular,

domains of aligned backbones have been observed via low-dose high-resolution transmission electron

microscopy (HRTEM) [93] and atomic force microscopy (AFM) [94]. On its own, however, packing

within these domains is unlikely to be responsible for the efficient transfer of charges, since adjacent

backbones are separated by a relatively large spacing of 1.6 nm [94]. Furthermore, the space between

the edge-wise packed backbones is occupied by insulating side chains. Importantly however, analy-

sis of the HRTEM measurements also showed a degree of ordering between domains, with backbones

preferentially crossing at 20◦ and 90◦ in regions of domain overlap [93].

Although we know comparatively less about the nanoscale picture in C16-IDTBT – i.e., the local

scales most relevant to interchain contact and charge transfer rates [95, 96] – it is generally believed

that backbone contacts involve the BT unit of the monomer. This was suggested by Thomas et al.

based on the fact that the attachment locations of the four bulky side chains are likely to sterically

inhibit contact between IDT units [97, 98]. This is supported by solid-state nuclear magnetic resonance

measurements of another BT containing copolymer, which indicated that BT-BT contacts dominate
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interchain interactions [99]. The suggestion of BT contact is also present in a microstructural organisa-

tion for C16-IDTBT, proposed in a work by Makki et al., involving a mesh-like arrangement of parallel

and perpendicular chains contacting via BT units [100]. This arrangement bares similarities to the

cross-hatched crystallite structures described in some semicrystalline polymers [101, 102].

With the above in mind, several questions remain about the microstructure-transport link in

C16-IDTBT (see Sections 5.1 and 6.1). For this reason, an investigation into this material forms

a large portion of this thesis (see Chapters 5 and 6).

2.6 Scope of this Thesis

In this thesis, I describe a series of computational investigations into the relationship between mi-

crostructure and charge transport in OSC materials, with a particular focus on the role of microstruc-

tural disorder. For each of the material cases studied, there appears to be a breakdown in the typical

correspondence, laid out in Section 1.1, between increased microstructural order, higher charge mobili-

ties, and better device performance. This raises the question of how these materials are able to present

the charge transport and/or performance metrics they do, in spite of their typically high degrees of

microstructural disorder. Is it the case that other factors compensate for the lack of crystalline order?

If so, what are these factors? Alternatively, does the microstructure, while appearing from experi-

ments to be disordered, in fact feature a non-traditional form of order which can explain the observed

transport behaviour and performance?

I employ a multiscale modelling approach that includes the use of molecular dynamics (MD),

density functional theory (DFT) and charge transport simulation methods. These methods are applied

to various small molecule and conjugated polymer systems, with results compared against experimental

and computational work performed by my collaborators. From this, I show how chemical structure

determines molecular packing arrangements, how this impacts the strength of electronic coupling and

broader microstructural trends, and how these factors govern the bulk transport properties of OSC

materials and, where relevant, their performance in device applications.

A significant portion of this thesis is centred on rationalising the high mobility of the disordered

polymer C16-IDTBT (Chapters 5 and 6), as well as exploring the potential effect on transport of

modifying the IDTBT backbone (Chapter 7). Other parts of the thesis explore charge transport in

the non-fullerene acceptor O-IDTBR (Chapter 8), bis-adducts of PCBM (Section 4.5.2), and interfa-

cial photocatalytic polymer systems (Section 4.5.1), plus the development of charge transport codes

(Chapter 4).
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The specific research questions I seek to answer may be summarised as follows:

• What factors are responsible for the high hole mobilities displayed by C16-IDTBT? Specifically,

how does its chemical structure influence its microstructure and electronic properties, and how do

the features presented across multiple length-scales combine to explain its transport behaviour?

• In light of the factors governing transport in C16-IDTBT, how is transport likely to be affected

by substituting heteroatoms onto the donor unit of the C16-IDTBT backbone?

• How does structural and energetic disorder govern the mechanism and speed of electron transport

in O-IDTBR?

• How does molecular symmetry influence crystalline packing in bis-PCBM isotopes, and why do

more crystalline isotopes tend to display lower electron mobilities?

• How does electron mobility impact the performance of polymer photocatalysts for hydrogen

production? Specifically, why do low-mobility polymers often display the highest efficiencies in

this application?

• Finally, how useful is a localised hopping model for describing transport in a range of OSC

materials? In what situations is it appropriate? And when does it fail?
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Chapter 3

Methods

3.1 Electronic Structure Calculation

The chemical structure of molecules, and the interactions between them, are governed by the quantum

mechanical behaviour of electrons. This is described mathematically by the Schrödinger equation. The

hydrogen atom has the distinction of being the only chemical system for which the Schrödinger equation

may be solved analytically, since it is the only two-body system within chemistry. All other atoms,

molecules, and groups of molecules constitute many-body systems, which must be solved numerically.

Although important for the functioning of many OSC devices, the work covered in this thesis does

not involve the study of optical excitations. For this reason, in the following derivations, I focus on

methods for understanding the ground state electronic structure of a given system with neutral charge.1

Because we are generally interested in understanding steady state behaviour, we begin our derivations

from the time-independent Schrödinger equation.2

To understand the behaviour of electrons in molecular systems, we start by applying the Born-

Oppenheimer (BO) approximation, treating the nuclei as a fixed background (i.e., ‘external’) potential.

The time-independent Schrödinger equation is then given by

Ĥe|Φ⟩ = E|Φ⟩, (3.1)

where Ĥe is the Hamiltonian of the electronic system, E is the electronic system energy, and Φ is the

wavefunction of the electrons. I note that here, and throughout this section, I have adopted atomic

units (ℏ = e = a0 = me = 1). The Hamiltonian can be separated into three terms:

Ĥe = T̂ + V̂ ee + V̂ ext, (3.2)

1In the context of charge transport – for which excess charges are present by definition – the use of neutral molecules
in calculations of electronic coupling is justified by my adoption of the frozen orbital approximation (see Section 3.1.5).

2The summarised derivations of Hartree-Fock theory and density functional theory provided over the following sections
are based on those in [103]. Helpful clarifications were also provided by [104] and [105].
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where T̂ is the kinetic energy operator and V̂ ee is the electron-electron interaction operator. The

external potential operator V̂ ext describes the interactions between the electrons and the fixed nuclear

background. For an arbitrary wavefunction Φ (which does not necessarily need to be an eigenfunction

of Equation 3.1), the average total energy of the electronic system is given by the expectation value of

Ĥe:

E[Φ] = ⟨Φ|Ĥe|Φ⟩. (3.3)

The notation E[Φ] is used to demonstrate that the electronic system energy is a functional, which takes

a wavefunction as a parameter. Since, by definition, the ground state energy (E0) of the electronic

system defines a lower bound for all possible energies (E[Φ] ≥ E0) we can find E0 by employing the

variational method. This involves searching through all possible Φ, to find the one that minimises

E[Φ]. The Φ that produces E0 will then describe the ground state (Φ0) of the system.

Hartree-Fock Theory

Of course, it is not computationally feasible to search through an infinite range of both physical and

non-physical Φ. Instead, an approximate ansatz for the electron wavefunction (ϕ) may be inserted in

place of Φ. ϕ can then be iteratively updated to try and minimise the expectation value of Ĥe, until

an approximate ground state energy is found. The most common approach following this procedure is

described by Hartree-Fock theory. This involves using a form of ϕ that is the product of single-electron

wavefunctions. To account for the fermionic nature of electrons and the Pauli exclusion principle, ϕ is

enforced to be antisymmetric with respect to the exchange of any two electrons. A wavefunction with

these characteristics is described as a Slater determinant.

After inserting ϕ into Equation 3.1, the Schrödinger equation can be separated into a system of

single-electron equations, termed the Hartree-Fock equations. Each equation describes the behaviour

of a single electron under the influence of the average Coulombic potential of all other electrons, plus a

non-local exchange potential that arises from the constraint that all single electron states (i.e., orbitals)

must be orthonormal.

The main drawback of the Hartree-Fock (HF) method is that, by adopting a mean-field approxi-

mation for Coulombic interactions, it neglects the effects of Coulomb correlation. In simple terms, this

means that it neglects the instantaneous reciprocal adjustments made by the electrons in response to

each others movements. These adjustments occur even in the ground state of the system, due to the

quantum nature of the particles. Because the mean field doesn’t allow the electrons to respond to

each other as effectively as in reality, this leads to an overestimation of the electron-electron repulsion

energy.3 For this reason, the ground state energy predicted by the HF method is consistently higher

than experimental values.

3as well as a failure to capture effects such as London dispersion interactions.
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The Coulomb correlation error inherent to the HF method can be accounted for by extensions of

the theory, which typically relax the assumptions associated with the mean field approximation and

use of a single Slater determinant to represent the electron wavefunction. This has led to a number

of post-HF methods that can more accurately approximate the electronic structure and ground state

energy. However, the computational cost of these methods is very high, and scales rapidly with the

number of electrons, which makes them unfeasible for simulating many molecular systems.

3.1.1 Density Functional Theory

Density functional theory (DFT) represents an alternative approach to evaluating the electronic struc-

ture of a many-electron system. The central insight that enabled the development of the DFT method

was that there exists a one-to-one correlation between the ground state electron density and the ex-

ternal potential representing the system of interest. Therefore, rather than solving for the many-body

electron wavefunction, one only needs to find a function describing the spatial variation of the charge

density (ρ(r⃗)). Since the correlation is one-to-one, finding ρ(r⃗) allows for the unique determination

of Ĥe, and from this, the full electron wavefunction Φ (including both exchange and Coulomb corre-

lation), and all properties of the molecule. Thus, for a system of N electrons, the dimensionality of

the problem is reduced from 3N in the HF approach, to only 3 in the DFT approach. This insight

is equivalent to stating that the system energy is a functional of the charge density: E[ρ(r⃗)]. Since

each ρ(r⃗) corresponds to a single Ĥe, and therefore Φ, we can apply the variational method introduced

above:

E[ρ(r⃗)] ≥ E0. (3.4)

This holds so long as we restrict ρ(r⃗) to only those charge density functions that reproduce the same

number of electrons as the physical system of interest, after integrating over all space:

∫︂
ρ(r⃗) dr⃗ = N. (3.5)

Thus, starting from a suitable functional form of E[ρ(r⃗)], the ground state electronic structure can be

determined by iteratively adjusting ρ(r⃗) until the energy of the system is minimised.

In the Kohn-Sham approach, the charge density is represented by a set of N fictitious non-

interacting orthonormal single-electron orbitals:

ρ(r⃗) =

N∑︂
i

|ϕi(r⃗)|2. (3.6)

Using this representation, the energy functional can be separated into the following terms:

E[ρ] = Ts[ρ] + Vext[ρ] + VH[ρ] + Exc[ρ], (3.7)
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where Ts[ρ] is the kinetic energy functional for the non-interacting orbitals, given by

Ts[ρ] = −1

2

N∑︂
i

⟨ϕi|∇|ϕi⟩. (3.8)

Vext[ρ] is the external potential functional, given by

Vext[ρ] =

∫︂
V̂ extρ(r⃗) dr⃗, with V̂ ext = −

Nα∑︂
α

Zα

r⃗i − R⃗α

, (3.9)

for Nα nuclei, each with nuclear charge Zα, located at coordinates R⃗α. VH[ρ] is the classical Coulomb

potential functional, i.e. the Hartree energy, given by

VH[ρ] =
1

2

∫︂
ρ(r⃗1)ρ(r⃗2)

|r⃗1 − r⃗2|
dr⃗1 dr⃗2, (3.10)

and Exc[ρ] is the exchange-correlation functional, which accounts for the error made by assuming

non-correlated orbitals in the previous terms. It is given by the difference between the true, corre-

lated, kinetic energy (T [ρ]) and electron-electron interaction functionals (Vee[ρ]), and the uncorrelated

functionals:

Exc[ρ] = (T [ρ]− Ts[ρ]) + (Vee[ρ]− VH[ρ]). (3.11)

Writing Equation 3.7 in terms of the density constructed from non-interacting orbitals (Equation 3.6),

and applying the variational principle, we find the following set of equations

(︃
−1

2
∇2 + vext(r⃗) +

∫︂
ρ(r⃗ ′)

|r⃗ − r⃗ ′|
dr⃗ ′ + vxc(r⃗)

)︃
ϕi(r⃗) = ϵiϕi(r⃗), (3.12)

which are known as the Kohn-Sham equations [106]. The local potentials from external interactions

and exchange-correlation interactions are given by

vext(r⃗) =
δVext[ρ]

δρ
and vxc(r⃗) =

δExc[ρ]

δρ
. (3.13)

Because we have, in theory, accounted for the Coulomb correlation errors neglected in the HF approach,

if we can find the exact local potentials in Equation 3.13, this approach will give us the exact ρ(r⃗) and

ground state energy. Notably, this is possible despite the fact that the Kohn-Sham equations describe

a system of non-interacting fictitious electrons in an effective local potential. While formally true,

determining the local potentials depends on knowledge of the exchange-correlation functional, Exc[ρ],

which in practice must be approximated.
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3.1.2 Exchange-Correlation Functionals

Here, I describe a series of approximate exchange-correlation functionals in order of increasing chemical

accuracy, and increasing computational cost [103].

• The local density approximation (LDA) defines a form of Exc[ρ] corresponding to a homogeneous

electron gas with the same charge density as the system of interest, given by

ELDA
xc [ρ] =

∫︂
ρ(r⃗)ϵxc(ρ(r⃗)) dr⃗, (3.14)

where ϵxc(ρ(r⃗)) is a simple function of the local density at r⃗. This approximation is relatively

poor in molecular systems, where the gradients of ρ(r⃗) can be steep, with a consquent effect on

the energy of the system.

• The general gradient approximation (GGA) accounts for the local gradient of ρ(r⃗) at r⃗, yielding

EGGA
xc [ρ] =

∫︂
ρ(r⃗)ϵxc(ρ(r⃗),∇ρ(r⃗)) dr⃗. (3.15)

• Hybrid exchange-correlation functionals include terms from the LDA and GGA, plus contribu-

tions from the exact exchange potential calculated by the HF approach.

For the investigations described in this thesis, I generally used the cam-b3lyp hybrid functional for

DFT calculations [107]. This is based on the b3lyp functional [108, 109], which has the form

EB3LYP
xc = ELDA

x + a0(E
HF
x − ELDA

x ) + ax(E
GGA
x − ELDA

x ) + ELDA
c + ac(E

GGA
c − ELDA

c ), (3.16)

where the exchange-correlation terms from each of the substituent functionals have been separated

into exchange (Ex) and Coulomb correlation (Ec) contributions. The parameters a0 = 0.20, ax = 0.72

and ac = 0.81 were set empirically by the functional’s developers, by comparing DFT calculations

with experiments. The cam-b3lyp functional improves the accuracy of calculations when long-range

interactions are significant. This is achieved by partitioning the electron-electron repulsion operator

into short- and long-range components. The cam-b3lyp functional smoothly transitions between these

using a two-electron operator ( 1
r12

, where r12 = |r⃗1 − r⃗2|) with the form

1

r12
=

(α+ erf(γr12)β)
r12

+
1− (α+ erf(γr12)β)

r12
, (3.17)

where erf is the standard error function. The empirical parameter γ = 0.33 describes how quickly

the included fraction of exact HF exchange potential is activated, from α = 0.19 at short range to

α+ β = 0.65 at long range [110].
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3.1.3 Dispersion Corrections

Although the long-range corrections present in functionals such as cam-b3lyp can improve the accu-

racy of calculations by treating repulsive exchange interactions, none of the standard DFT approaches

account for the long-range Coulomb correlations which are the physical basis for dispersion interac-

tions. Dispersion forces play a significant role in dictating the conformations and packing arrangements

present in molecular solids. Thus, it is important to accurately model them when predicting or ratio-

nalising microstructural features of OSCs. For the investigations described in this thesis, Grimme’s D3

dispersion correction was included in DFT calculations [111]. This adds a semi-empirical dispersion

term (Edisp) to energy calculations,

EDFT-D3 = EDFT − Edisp, (3.18)

where Edisp is separated into two terms,

Edisp = E(2) − E(3), (3.19)

which account for two- and three-body corrections respectively. The two-body term is most important,

typically accounting for 90% - 95% of the dispersion correction. It is given by

E(2) =
∑︂
AB

∑︂
n=6,8,10,...

sn
CAB
n

rAB
n
fd,n(rAB), (3.20)

which sums over atom pairings AB, separated by distance rAB. The coefficients CAB
n are derived

ab initio from accurate time-dependent DFT calculations, while the scaling factor sn is set empiri-

cally and varies with respect to the choice of exchange-correlation functional. The damping functions

fd,n(rAB) are used to determine the range of the dispersion corrections, which helps to avoid singular-

ities at small rAB, and double counting of correlation effects at mid-range rAB [112].

3.1.4 Basis Sets

The electronic wavefunction, and thus ρ[r⃗], is represented by a linear combination of simple mathe-

matical functions. These basis functions approximate the states (orbitals) that electrons can occupy.

The form of the basis functions can affect the accuracy of the calculated ρ[r⃗] and E0, so it is important

to choose a basis set that corresponds well with the system of interest. Furthermore, the accuracy of

calculations can be affected by the size of the chosen basis set, with larger sets typically providing more

accurate results, at the cost of higher computational expense. For the investigations described in this

thesis, I employed a basis set consisting of Gaussian-type orbitals, which are appropriate for represent-

ing the atom-centred orbitals in molecular systems. In particular, I generally applied the cc-pVDZ basis
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set. This includes polarisation functions and two sets of functions for describing each valence orbital.

These features allow the cc-pVDZ basis set to accurately represent bonding in molecular systems, and

thus the molecular π-orbitals important for charge transport considerations [113].

3.1.5 Electronic Coupling Calculations

Here, I provide a description of the projective method, used for calculating the strength of electronic

coupling between a pair of molecules [114, 115]. To simplify the derivation, I assume we are dealing

with a hole-transporting material, for which the HOMOs are the frontier orbitals of interest. We

assume that the HOMO of the dimer (i.e. the molecule pair, labelled AB) can be approximated as

originating from interaction between the HOMOs of the individual molecules (labelled A and B, with

frontier orbitals ϕA and ϕB, respectively). This corresponds to the frozen orbital approximation, which

can also be described as assuming that the only difference in the wavefunction before and after charge

transfer is the difference in occupation of the HOMOs of the respective molecules.

For a Hamiltonian of the form

Ĥ =

⎛⎝ ϵA JAB

JAB ϵB

⎞⎠ , (3.21)

with ϵA and ϵB representing the HOMO energies for A and B, the coupling is given by

JAB = ⟨ϕA|Ĥ|ϕB⟩. (3.22)

Because Ĥ is not diagonal, we see that ϕA and ϕB are not eigenfunctions of Ĥ. Instead, the eigen-

functions are the set of dimer orbitals {ϕAB
i }. Using these, we can define the identity operator

1̂ =
∑︂
i

|ϕAB
i ⟩⟨ϕAB

i |. (3.23)

Inserting the identity operator twice into Equation 3.22, we find

JAB =
∑︂
i

∑︂
j

⟨ϕA|ϕAB
i ⟩⟨ϕAB

i |Ĥ|ϕAB
j ⟩⟨ϕAB

j |ϕB⟩. (3.24)

Since {ϕAB
i } are the eigenfunctions of Ĥ,

⟨ϕAB
i |Ĥ|ϕAB

j ⟩ =

⎧⎪⎨⎪⎩
ϵAB
i , for i = j

0, for i ̸= j

, (3.25)

where {ϵAB
i } are the energies of the dimer orbitals, the summation simplifies to

JAB =
∑︂
i

⟨ϕA|ϕAB
i ⟩ϵAB

i ⟨ϕAB
i |ϕB⟩. (3.26)
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⟨ϕA|ϕAB
i ⟩ and ⟨ϕB|ϕAB

i ⟩, are projections of the isolated molecule HOMOs onto the MOs of the dimer.

The projections can be determined by representing |ϕA⟩, |ϕB⟩, and |ϕAB
i ⟩ in a common atom-centred

basis set, yielding expansion coefficients {ζAα }, {ζBα }, and {ζAB
α }. Then, taking ⟨ϕA|ϕAB

i ⟩ as an example,

we find

⟨ϕA|ϕAB
i ⟩ =

∑︂
α

∑︂
β

ζAα SABζ
AB
α

= ζASζAB,

(3.27)

where ζA and ζAB are vectors containing the expansion coefficients in the atom-centred basis set, and

S is the overlap matrix of the atomic orbitals.

In summary, JAB may be computed from the expansion coefficients {ζAα }, {ζBα }, and {ζAB
α }, the

overlap matrix S, and the energies of the dimer MOs, {ϵAB
i }. Practically, these may be found by

performing three DFT calculations, one each on the isolated molecules, and one on the dimer. To

retrieve the expansion coefficients in the shared basis set, virtual atoms (with zero nuclear charge)

must be placed into the systems of the isolated molecules, at locations corresponding to the atoms of

the other molecule. Then, calculations are performed on

• Molecule A (with virtual atoms for molecule B), yielding {ζAα }.

• Molecule B (with virtual atoms for molecule A), yielding {ζBα }.

• Dimer AB, yielding {ζAB
α }, S and {ϵAB

i }.

I note that the derivation given above is a slight simplification, since I have treated |ϕA⟩ and |ϕB⟩

as orthogonal. In situations where this is not the case, the coupling strength can be corrected using

Jeff
AB =

JAB − 1
2(ϵA + ϵB)⟨ϕA|ϕB⟩
1− ⟨ϕA|ϕB⟩2

. (3.28)

This method was used to calculate electronic coupling strengths between polymer chain segments

for the investigations described in Chapters 6 and 7.

The projective method is applicable across all length scales of separation between molecules. Adopt-

ing an ab initio method such as this is particularly important for computing JAB when the separation

distance is small. In this case, the interactions between molecules can alter the shape of the respective

MOs (hence the need to include a DFT evaluation of the dimer in the above method). At larger separa-

tion distances, not only is the effect on the isolated MOs negligible, but, in addition, the conformation

and relative orientation of the molecules will also have a reduced effect on the coupling. This is even

more so the case when the molecules are relatively rigid and/or symmetrical.

Under these conditions, the strength of coupling can be estimated using a simple distance-dependent
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expression of the form [65, 116, 117]:

JAB(RAB) = α exp

(︃
−RAB

β

)︃
, where RAB = |R⃗A − R⃗B|. (3.29)

For most OSC molecules, it is reasonable to use the molecular centres-of-geometry (CoGs) for the

positions R⃗A and R⃗B.4 The parameters α and β may be set by fitting the expression to a small

number of ab initio calculations, performed on dimers covering a range of RAB. Since, in the context

of charge transfer, rates are dependent on |JAB
2|, the sign of the expression is inconsequential.

The functional form of Equation 3.29 can be understood from reference to the fact that the MOs

can typically be approximated as a linear combination of atomic orbitals, which by definition will

feature an exponentially decaying radial factor. Because the electronic coupling is proportional to the

integrated overlap between the MOs, as the orbitals decay exponentially with distance, so will their

overlap, and thus the strength of coupling.

Equation 3.29 was used to estimate electronic coupling strengths between fullerene derivatives for

the investigation described in Section 4.5.2.

3.2 Microstructure Prediction

As well as an understanding of the microscopic quantum mechanical processes involved, rationalising

the charge transport behaviour of materials requires an accurate description of the microstructural

environment in which these processes play out. The soft chemical structure and weak intermolecular

forces between OSCs molecules mean that they are prone to conformational and microstructural dis-

order. Even in materials featuring crystalline regions, transport is often limited by the non-crystalline

regions. In some materials, a more comprehensive crystalline structure can be promoted by certain

fabrication techniques and processing conditions, such as high annealing temperatures. However, these

can be time-consuming and costly, and run somewhat counter to one of the main appeals of OSCs;

their processability and consequent suitability for high-volume, low-cost device manufacturing. On

this basis, a method is required that can generate representative structures of amorphous or otherwise

non-crystalline materials. This may be achieved using molecular dynamics (MD) simulations.

The key challenge to be overcome is the simulation of enough molecules to represent the solid

state of a material. For understanding transport in disordered structures, this includes producing

a large enough sample of nanoscale molecular arrangements that, when ‘averaged-over’ by transport

simulations (see Section 3.3), mobility predictions can apply in a general sense to the material under

study.

A full quantum treatment of any such system is generally computationally infeasible. Luckily, in
4There is some evidence, from calculations performed on biological systems, that for large molecules (e.g. proteins), it

is more appropriate to use an edge-to-edge distance for RAB , defined as the separation between the closest π-conjugated
atoms on each molecule [118, 119].
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most circumstances it is reasonable to apply the BO approximation and to treat nuclear motion classi-

cally. Based on this approximation5, nuclear dynamics can then be propagated using Newton’s laws of

classical mechanics. As discussed in Section 2.2.2, this propagation occurs along a PES largely defined

by the behaviour of the electrons. To avoid a full suite of electronic structure calculations covering

all possible molecular conformations and arrangements, the PES is approximated using empirically

derived potentials known as force fields. Using data from experimental measurements and selected

electronic structure calculations, these are constructed to represent chemical bonds and intermolecular

forces using simple functional forms. For example, the most well known function for approximating

intermolecular interactions is the Lennard-Jones (LJ) potential [24]. A force field representing a given

molecule may include a number of LJ potentials, with parameters tuned to give a best approximation

for how atoms belonging to that molecule should interact with other atoms in the system.

3.2.1 Molecular Dynamics

With force fields in place, MD can be used to simulate the time-evolution of a model system using

the following procedure [120, 121]. For a system of N interacting particles (typically corresponding

to individual atoms) the motion of particle i, with mass mi, is described by Newton’s second law of

motion:

mi
d2r⃗i

dt2
= F⃗ i, (3.30)

where r⃗i is the position of particle i, and F⃗ i is the force acting upon it. F⃗ i is calculated from the

negative gradient of the PES, taken with respect to r⃗i:

F⃗ i = −∂U(R⃗)

∂r⃗i
, (3.31)

where R⃗ includes the positions of all particles. Combining the above two equations gives the equation

of motion for particle i:

−∂U(R⃗)

∂r⃗i
= mi

d2r⃗i

dt2
. (3.32)

The motion of the system as a whole is then described by a set of simultaneous differential equations,

one for each particle in the system. The MD method propagates this set of equations numerically to

produce a trajectory ; a time series of coordinates R⃗, each separated by a small timestep (∆t), that

describes the evolution of the system.

There are several algorithms that can be applied to propagate the equations of motion. For the

MD simulations described in this thesis, I applied a leap-frog integrator algorithm [120, 122]. This

algorithm calculates the next positions and velocities of particles at separate timesteps, shifted by a

5With relativistic effects also neglected.
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half step (12∆t). Positions and velocities are updated using the relations

v⃗i(t+
1

2
∆t) = v⃗i(t−

1

2
∆t) +

∆t

mi
F⃗ i(t), (3.33)

r⃗i(t+∆t) = r⃗i(t) + v⃗i(t+
1

2
∆t)∆t. (3.34)

The benefit of this algorithm over alternatives is that it only requires one expensive calculation of F⃗ i(t)

per timestep, at the cost of a small memory overhead from needing to store the velocities from the

previous timestep.

To reduce the computational cost of evaluating F⃗ i(t), forces are only calculated between particles

when they are within an interaction cutoff distance. Forces between particles beyond this cutoff are

assumed to be negligible. A potential-shift scheme is typically applied to ensure that the forces between

particles smoothly transition to zero at the cutoff distance, to avoid discontinuities which may impact

the energy of the system. The MD algorithm keeps track of which particle pairs are interacting by

generating a neighbour list. This is periodically updated to account for the movement of particles.

However, updates do not need to be done as frequently as the integrator timesteps, since, in most

circumstances, particles move slow enough that the neighbour list remains representative for several

∆t.6 For the MD simulations described in this thesis, a Verlet cutoff scheme was used to generate

neighbour lists. This constructs a neighbour list that includes all particle pairs within the interaction

cutoff distance, plus a short buffer distance. The buffer reduces the likelihood that interactions are

erroneously neglected when particles move within the interaction cutoff distance. The Verlet scheme

groups particles into spatially-defined clusters of 4 or 8 before the neighbour search is performed, which

improves its efficiency.

Since the dynamics of the systems we are interested in are temperature-dependent, thermal cou-

pling to an external bath is used to control the temperature of the systems. This ensures that simulated

models represent an NVT ensemble. I applied a velocity-rescaling thermostat to control system tem-

perature. This is an extension of the Berendsen thermostat, which works by rescaling all velocities,

once every nTC timesteps, by a factor of

γ(t) =

⌜⃓⃓⎷1 +
nTC∆t

τ

(︄
T0

T (t− 1
2∆t)

− 1

)︄
(3.35)

where T0 is the target temperature, and τ is the temperature coupling time constant.7 The velocity-

rescaling thermostat includes an additional stochastic term that ensures a correct kinetic energy dis-

6Systems simulated at very high temperatures represent one notable exception. In this case the neighbour list should
be updated more frequently.

7Strictly speaking, τ is related to, but only approximately equal to the ‘true’ temperature coupling time constant. It
is not exactly equal because the kinetic energy change caused by scaling the velocities is partly redistributed between
kinetic and potential energy [120].
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tribution corresponding to the NVT ensemble.

In the following subsections I will describe some practical details about the application of the DFT

and MD methods for generating molecular structures.

3.2.2 Molecules and Dimers (Small Systems)

We can use DFT to accurately predict the structures of small systems, such as short polymer segments,

single molecules, or pairs of molecules. The size of systems evaluated in this way is limited by the high

computational cost of DFT, which scales rapidly with increasing numbers of atoms. On this basis,

we are typically limited to simulations of up to ∼100 atoms. Although DFT may be used to simulate

the time evolution of systems, in practice I used it only for optimisation, i.e., to locate lower energy

conformations and arrangements.

As discussed in Section 2.3, charge transport is dependent on the electronic coupling between

molecules. If we want to evaluate the coupling between molecule pairs extracted from larger-scale MD

models, it is usually necessary to first perform a degree of DFT optimisation on the structures. This

is because there will be small differences between the structure predicted by the empirical force fields

of MD, and the ab initio calculations of DFT. The more approximate structures predicted by MD

are therefore likely to be somewhat unrealistic when evaluated by the more accurate method, which

could lead to erroneous coupling values if we evaluated them without some degree of optimisation to

‘fix’ bond lengths and other structural features. However, we generally want to limit the number of

DFT optimisation steps to a small number (typically 3 in the investigations described in this thesis).

This is partly to reduce the computational expense, since we are often evaluating large samples of such

structures, but it is also important to ensure that we do not lose too much of the structural information

predicted by MD. This is because DFT calculations are generally performed in vacuum, while we would

like the structures to remain informed by the solid state environment from which they were extracted.

Furthermore, for conjugated polymers, we would like the structures of polymer segments evaluated by

DFT to remain informed by the extended polymer chains from which they were extracted. Side chains

are generally replaced with methyl groups prior to DFT calculations, to reduce computational expense.

It is reasonable to do this because the side chains (especially alkyl side chains) generally have little

influence on the electronic structure of the π-conjugated backbone which is most relevant to transport.

The application of DFT for predicting the structures of polymer chain segments is described in

Sections 6.2.2 and 7.2.2.

3.2.3 Atomistic Molecular Dynamics (Medium Systems)

For mid-sized systems, such as small volumes of solid-state microstructure, we can generate structures

using atomistic MD. In these simulations, each particle represents a single atom. As with all time-

evolution simulation methods, there is a trade off between the time- and length-scales of the modelled
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system. Typically, we are limited to simulating systems of up to ∼100,000 atoms for tens of ns. These

scales can be increased by choosing longer ∆t for the numerical integrator, but in this aspect we are

limited by the timescales of motion for the fastest moving atoms in the system. For a full atomistic

representation, this will generally be the vibrational frequency of hydrogen atoms, which limits us to

a maximum ∆t of ∼10 fs.

The application of atomistic MD for predicting the packing structures of polymer chains is described

in Section 5.2.1.

3.2.4 Coarse-Grained Molecular Dynamics (Large Systems)

In real OSC materials, the microstructure is informed by the self-assembly process that occurs during

the transition from the solution state to the solid state [38, 40, 123–125]. This process occurs over

much longer timescales than are computationally accessible by atomistic MD simulations. The use of a

coarse-grained (CG) representation can address this. In CG MD approaches, the particles propagated

by the MD algorithm are referred to as beads, with each bead representing a group of atoms. The

investigations described in this thesis involved the use of the Martini 3 force field package [126].

Under the Martini scheme, each bead represents ∼4 heavy atoms, plus their bonded hydrogen atoms.

This corresponds to a somewhat finer scale representation than other CG schemes, which typically

group whole molecules or large sub-molecular units (i.e., moieties) into single beads.

The interactions between beads specified by the CG force field represent the average interactions of

the grouped atoms. CG force fields are typically parameterised by comparison with verified atomistic

force fields, with further information being provided by experiments and electronic structure calcula-

tions, when desired.

Naturally, grouping atoms together in this way greatly reduces the number of degrees of freedom in

the model, which improves the efficiency of simulations. It also carriers a further benefit, since the use

of partially-averaged interactions leads to a much smoother PES. This means we can select longer ∆t

for the numerical integrator without running into errors. For these reasons, the time- and length-scales

achievable by a CG approach are much increased compared to the full-resolution atomistic approach,

at the cost of losing atomic-scale detail. We can therefore simulate systems of up to a few million

atoms, for timescales of up to a few µs. It should be noted that, because of the smoother PES, the

relationship between simulated time and real time is less robust in CG MD compared to atomistic MD.

In the Martini model, a standard conversion factor of 4 is typically applied, meaning that the µs time

scales of the simulations represent times ∼4× longer in physical systems [127]. The large time- and

length-scales reachable in this approach enable simulations of microstructure formation starting from

the solution state, which may be used to generate realistic microstructural models of OSC thin films.

Such simulations were employed by my collaborators to enable the gathering of results presented in

Chapters 5, 6, and 8.
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Once we have generated a CG microstructural model, it is often useful to recover atomistic detail.

This can be achieved by a procedure known as backmapping. If desired, structures extracted from

the now atomistic models may then be passed back to DFT, to evaluate their electronic structures.

For further details about the backmapping procedure, including examples of its implementation, see

Section 5.2.2 and Appendix A.2.

Taking Sections 3.2.2, 3.2.3, and this section together, we can understand the essence of the sequen-

tial multiscale modelling approach implemented for the investigations in this thesis. I have described

how information can be gathered across multiple time- and length-scales, and how information can be

passed between scales, for instance by using DFT to parameterise MD forcefields (passing information

‘up the chain’), or by extracting molecular pair arrangements from backmapped CG models to input

into DFT calculations (passing information ‘down the chain’). For the purposes of understanding

charge transport in OSC materials, the electronic and microstructural information gathered by these

techniques can be tied together by the use of charge transport simulations. These will be described in

the following section.

3.3 Charge Transport Simulations

With knowledge of an OSC material’s electronic structure (Section 3.1) and microstructure (Section 3.2)

at hand, it becomes possible to probe the behaviour of mobile charge carriers using charge transport

simulations. In the hopping transport regime, a material can be modelled by a 3-dimensional trans-

port network, analogous to a mathematical graph. Since nodes (vertices) have explicit coordinates,

they are typically referred to as sites. These sites correspond to the molecular π-orbitals which charge

carriers can occupy. Edges are included between sites with non-negligible electronic coupling, and

are each weighted by a hopping rate, typically calculated using the Marcus equation (Equation 2.6).

Equation 2.6 takes as inputs the electronic structure parameters Jij , λ and ∆ϵij . Section 2.3.2 contains

a discussion of how values for these parameters can be determined based on their physical origins.

The influence of an external electric field may be factored in by modifying ∆ϵij during rate calcu-

lations, using

∆ϵij = ϵj − ϵi ± eF⃗ · r⃗ij (3.36)

where e is the standard charge, F⃗ is the external electric field and r⃗ij is the displacement between sites

i and j. The sign of the field term depends on whether we are studying hole or electron transport. In

combination with energetic disorder in the system, the presence of the field term will generally mean

that ∆ϵij ̸= ∆ϵji. Thus, different forward and backward hopping rates are established between sites.

When charge densities are high, long-range Coulombic interactions between charge carriers may

significantly impact transport. These can be accounted for by introducing an additional term into

Equation 3.36. However, for the investigations detailed in this thesis, low enough charge densities were
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Figure 3.1: Flowchart depicting the first reaction method (FRM) algorithm for a single charge carrier.

assumed for this term to be neglected. Although long-range interactions are neglected, local Coulombic

repulsion is typically still accounted for by imposing a single-occupancy constraint on sites.

Once a transport network has been set up, several methods may be employed to simulate charge

carrier motion. The choice of method depends on the nature of the problem, including the complexity

of the network, conditions that may be assumed, and which aspects of transport behaviour it may be

useful to reproduce. That said, evaluating the charge mobility of a system is typically a goal shared

by all. Two methods, employed during investigations described in this thesis, are outlined below.

3.3.1 Kinetic Monte Carlo

The kinetic Monte Carlo (KMC) method (introduced in Section 2.4.3) can be used to simulate transport

in a manner that mimics the physical time-evolution of charges moving through a material. This is

achieved by treating time as an explicit, non-abstract variable, which is repeatedly incremented until

a halting condition is met. Taking hole transport as an example, the average velocity of holes in the

external electric field direction (⟨vF ⟩), is then calculated from ⟨d⃗⟩ · F̂ /tsim, where ⟨d⃗⟩ is the average

displacement of holes from their initial locations and tsim is the final simulation time. From this, we

can find the charge carrier mobility (µ) using

µ =
vF
F

, (3.37)

where F = |F⃗ | is the strength of the external field.

Several algorithms fall under the KMC banner. One that is computationally well-suited to simulat-

ing transport behaviour is the first reaction method (FRM). This implementation is described below,

first for the case of a single charge carrier, followed by the extension to multiple carriers [104].
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Single Charge Carrier

Figure 3.1 depicts the FRM algorithm as a flowchart. During operation, hopping events are selected

for execution based on whichever is most likely to occur first. It may therefore appear unusual that the

choice of destination site is made before hopping times are calculated. This choice may be explained

by considering the steps surrounded by a dashed box in detail:

1. A charge carrier located on site n will have a probability flux of hopping to site m given by

Hn→m(t) = Γn→mPn(t). (3.38)

This depends on the rate constant Γn→m, and Pn(t), the occupation status of site n. The

occupation status can only take values of 0 or 1, but is time-dependent, since the charge carrier

may hop to a different destination site before it hops to m. If we introduce told as the time that

the charge carrier first landed on site n, and assert that Pn(told) = 1, then

Pn(t) = exp(−Γn(t− told)), (3.39)

where the total hopping away rate (Γn) is given by

Γn =
∑︂
m

Γn→m. (3.40)

The flux can then be expressed as

Hn→m(t) = Γn→m exp(−Γn(t− told)) (3.41)

2. If we enforce that the next hop must occur at a specific time tnew, then a destination can be

randomly chosen from among the possible destination sites by weighting each with a probability

Γn→m/Γn. Then, we see that

Hn→m(tnew) =
Γn→m

Γn
Hn→any(tnew). (3.42)

Inserting Equation 3.41 into Equation 3.42, and rearranging for the probability flux towards any

site, we get

Hn→any(tnew) = Γn exp(−Γn(tnew − told)), (3.43)

which depends only on Γn, and not the hopping rate towards any specific destination site.

3. We can use Hn→any as a distribution to generate first hop away times. This is considerably more

efficient than finding and comparing hopping times to each possible destination. The form of
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Equation 3.43 corresponds to a Poisson distribution for occurrences of a single event. Introducing

X, a uniform random number between 0 and 1, we can select hopping times using the formula

tnew = told − ln(X)

Γn
. (3.44)

In Section 2.4.3, I mentioned that the numerical efficiency of the KMC method is reduced signifi-

cantly by large variances in the charge transfer rates. This is linked to the fact that the computational

expense of the above steps is mostly independent of the magnitude of rates involved. To clarify the

origin of this issue, it is useful to consider a toy system in which fast forwards and backwards trans-

fer rates are established between two sites (which I label A and B), while all other site pairings are

linked by slow rates. This may, for instance, describe a system of many molecules in which only two

molecules are coupled strongly. A charge carrier that hops onto A will have a high probability of next

hopping onto B , and vice versa. The charge will tend to continue hopping back and forth between

only these two sites, without exploring the rest of the system. Therefore, the computational efficiency

of the algorithm is reduced, since a large number of calculations (and therefore real time) are spent

evaluating only a small region of the system.8

Multiple Charge Carriers

To handle multiple charge carriers in the FRM, we assign a hopping time and destination to all

carriers at the start of the simulation, and then move each carrier in the order that events occur. This

is demonstrated by the schematic in Figure 3.2. When neglecting Coulombic interactions between

charges, new hopping times and destinations only need to be calculated for each charge after it has

been moved.

To prevent multiple occupancy, it would be inefficient to check whether each neighbouring site is

occupied before deciding whether to add its hopping rate to Γn. A better method is as follows:
8While I have described the issue with reference to a single charge carrier, it is just as significant for simulations of

multiple carriers.

Figure 3.2: Schematic depicting time progression of the FRM algorithm with multiple charge carriers.
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1. At the start of the simulation, or immediately after a charge carrier has been moved, calculate

the next destination and hopping time for that charge carrier as if all neighbours are unoccupied.

2. Immediately before a charge carrier is about to be moved, check if its destination is occupied.

3. If so, don’t perform the hop, but still increment the simulation time.

4. Recalculate Γn for this charge, now excluding the rate to the known occupied neighbour.

5. Using this new total rate, select a new destination and hopping time.

The probability of hopping to an unoccupied site at the recalculated time is the same as if the rate of

hopping to the occupied neighbour had been excluded from the start. This method limits the number of

occupation status checks to only those sites chosen as destinations, rather than all possible neighbours.

When long-range Coulombic interactions are included, the hopping rates to any destination will

vary depending on the current distribution of charges. It therefore becomes necessary to recalculate

rates, destinations, and hopping times for all charges after any one is moved.

The development and implementation of an FRM KMC code is described in Sections 4.1 and 4.3.

Results stemming from the use of this code are provided in Sections 4.5.1, 6.2.3, and 8.3.

3.3.2 Master Equation

In contrast to KMC, the master equation (ME) approach (introduced in Section 2.4.3) does not simulate

the time-evolution of explicit charge carriers. Instead, it begins by analysing the transport network as a

linear algebra problem, to determine the occupation probabilities of each site. The system is modelled

as a set of simultaneous differential equations describing the ‘flow’ of occupation probabilities through

the network. These equations are referred to collectively as the master equation of the system.

In some circumstances, calculated rates will need to account for the occupation status of destination

sites, in order to prevent charges hopping into already occupied sites, which should be blocked by strong

local Coulombic repulsion. The resulting non-linear ME may be difficult or impossible to solve. This

generally restricts the ME approach to application in the very low charge carrier regime, where all

interactions between charge carriers can be neglected.

The ME approach is outlined as follows [64, 117]. For site n, the rate of change in occupation

probability depends on the probability itself (Pn(t)), and that of any coupled sites (Pm(t)), plus the

rate constants for hopping to and from each neighbour m, designated Γn→m and Γm→n, respectively.

Thus, we find
d

dt
Pn(t) =

∑︂
m ̸=n

(Γm→nPm(t)− Γn→mPn(t)). (3.45)
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The full system of equations can be expressed in matrix form as

AP⃗ = P⃗
̇
, with Amn =

⎧⎪⎨⎪⎩
Γm→n, m ̸= n

−
∑︁

m ̸=n Γn→m, m = n

. (3.46)

From an initial probability distribution, the time-evolution of the system may be modelled by iteratively

calculating P⃗ for small time increments of δt. However, we are generally interested in the steady-state

mobility, and can therefore set

AP⃗ = 0⃗, (3.47)

from which we can find a solution for P⃗ , subject to the additional conditions

∑︂
n

Pn = 1, and 0 < Pn < 1 ∀ n. (3.48)

Finding P⃗ then becomes an eigendecomposition problem, which may be solved by one of several

algorithms. For instance, singular value decomposition is used to compute P⃗ in the ME implementation

described in Section 4.4. For a system with periodic boundaries in the field direction, a non-zero drift

velocity (vF ) can be found using

vF =
∑︂
m̸=n

AmnPnr⃗mn · F̂ , (3.49)

where r⃗mn is the displacement between sites m and n. From vF , the mobility may be calculated using

Equation 3.37.

The development and implementation of an ME code is described in Sections 4.4. Results stemming

from the use of this code are provided in Sections 4.5.2.

65



Chapter 4

Transport Model Development

I describe the development and implementation of two charge transport models, ToFeT and MESol,

which employ the KMC and ME approaches respectively. In the latter half of the chapter, I demon-

strate the utility of the codes via their application in two case studies. In the first, I use ToFeT to

probe the effects of charge density and mobility on the performance of an interfacial photocatalytic

polymer system for hydrogen production. By correlating with experimental results, we find that, un-

der operating conditions, performance may not always benefit from higher mobility materials. In the

second case study, I use MESol to evaluate charge transport in different crystalline packing arrange-

ments of fullerene-derived acceptor molecules, finding that the dimensionality of transport is important

for rationalising experimental measurements of mobility. These investigations contribute to a study

in preparation [128] and a study published in Chemistry of Materials [129].

4.1 Introduction

In this chapter, I describe the development and implementation of two programs that model charge

transport in the hopping regime. The first program, ToFeT, employs the KMC approach introduced

in Section 2.4.3 and described further in Section 3.3.1. The second program, MESol, employs the ME

approach introduced in Section 2.4.3 and described further in Section 3.3.2. The source code for both

programs is written in C++. The codes may be found at [130] (ToFeT) and [131] (MESol).

At its inception, ToFeT was based on another KMC code developed in the Nelson group [132].

Development of this code into what became ToFeT was largely undertaken by Joe J. Kwiatkowski [65],

with assistance from James Kirkpatrick. The core functionality of ToFeT consists of an FRM-KMC

algorithm. A theoretical description of this algorithm has been provided in Section 3.3.1. To briefly

reiterate, the algorithm simulates the time evolution of explicit mobile charge carriers moving through

a system representing the microstructure of (typically) an OSC material. Information about the

electronic- and micro-structure of the material is contained in a transport network, which is equivalent

to a mathematical graph. In the transport network, molecules (or polymer segments) are represented
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by sites, while the electronic coupling between molecules is represented by edges. A hopping mechanism

is assumed for charge transport, with the hopping rates calculated using the Marcus rate equation (see

Section 2.3.2).

As discussed in Section 2.4.3, the KMC approach is useful for simulating transport in large systems

and/or probing transient processes, but it has some disadvantages. Compared to the ME approach,

it is less suited to studying systems with large variations in hopping rates (see Section 3.3.1), and

for studying steady state properties. For this reason, I developed the ME code MESol. A theoretical

description of the procedure underlining the ME approach has been provided in Section 3.3.2. To

ensure comparability between the codes, I designed MESol to accept the same input files as ToFeT,

which it uses to build a transport network in the same manner as ToFeT (see Section 4.2). Following

the initial steps described in Section 3.3.2, the transport network is transformed into a rate matrix (A).

This rate matrix undergoes some pre-treatment steps, which are the focus of Section 4.4, before the

ME of the system is solved as an eigendecomposition problem, and the mobility calculated, following

the rest of the procedure outlined in Section 3.3.2.

For the remainder of this chapter, I begin by providing some information about how simulations

are set up in both the programs (Section 4.2). This is useful for contextualising the updates and

modifications I made to ToFeT, which are described after (Section 4.3). This is followed by details

about the implementation of MESol (Section 4.4). Finally, the latter half of the chapter covers two case

studies, which I use to demonstrate the utility of the codes for understanding charge transport, and

other processes, in systems based on OSC materials (Sections 4.5.1 and 4.5.2).

4.2 Simulation Setup

To define the transport network representing a particular system, as well as other simulation parame-

ters, three input files are provided to the codes:1

• A site file (.xyz) which lists the molecular sites, one per row. This file has five columns, with

the first three holding the x-, y- and z-coordinates of the sites. The fourth column is used

to specify the type of site, which may be one of generator, transport or collector. This

describes where charge carriers can be initialised in the system, and where they can be removed

from the simulation.2 In a typical model system, a layer of generator sites is included close to

one boundary and a layer of collector sites is included close to the opposite boundary, while

those in between are left as transport sites. The final column holds the site energies (ϵ), in eV.

• An edge file (.edge) which describes the interactions between sites. This file has three columns.

1As they relate to ToFeT, the details provided in this section describe the unmodified version of the code, before my
updates.

2Only applies to ToFeT. The contents of this column are ignored by MESol.
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The first two hold the indices of interacting sites (ordered by their position in the site file), while

the third specifies the electronic coupling (J) between them, in eV.

• A parameter file (.sim) which lists system-wide parameters, such as temperature (T ) and applied

electric field strength (F ). The reorganisation energy (λ) is also set here, on a system-wide basis.

This file is also used to specify options for controlling the simulation, such as the maximum

simulation time of each run in ToFeT.

ToFeT simulations are performed in one of three modes (now four, see Section 4.3), named tof, fet

and regenerate. These are selected between using an option in the .sim file.

tof mode is used to perform transient simulations of charge transport. Typically, site types are

set such that charge carriers are generated close to one boundary, travel through the system, and

are collected close to the opposite boundary. The simulation run halts when all charges have been

collected. As its name implies, this mode is designed to replicate the behaviour of charge carriers in

time-of-flight (ToF) experiments. Comparison with experiments is aided by the computing of transient

photocurrents during the simulation.

Both fet and regenerate modes are used to perform steady state simulations of charge transport.

Charge carriers that hop onto a collector are re-initiated back on a generator site, allowing them to

loop over the system multiple times during each run. Simulation runs are halted when a user-defined

maximum simulation time is reached. By default, fet mode includes long-range Coulombic interactions

between charge carriers. This increases the accuracy of simulations at high charge densities, facilitating

comparison with FET experiments.

In both the ToFeT and MESol programs, the direction of the external electric field is fixed in the

z-direction of the input system.

Information in the input files listed above is used to initialise the transport network. The codes

then proceed to model transport in the system following the steps outlined in Sections 3.3.1 and 3.3.2.

4.3 Updates to ToFeT

The major updates and modifications made to ToFeT are described in the following subsections. Here,

I briefly state some of the other minor changes I made, which focus on improvements to the ‘quality

of life’ for users of the code.

Firstly, I implemented capabilities for handling crashes and other sources of early termination. In

particular, ToFeT now flushes its output more often during runtime, to provide the user with more

feedback as to how calculations are proceeding. It also attempts to perform and output preliminary

mobility results after receiving a TERM signal during operation. This capability made it possible for me

to implement a timeout feature (controlled via an optional timeout keyword in the .sim file), which

attempts to halt the simulation early if/when the amount of real time that has passed since the program
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initialised passes a user-defined threshold. Secondly, I implemented an option to switch hopping rate

calculations from the Marcus model to the Miller-Abrahams model if desired.3 Finally I carried out

general refactoring of the code. This involved removing redundancies and otherwise simplifying the

code, without change to its functionality.

Periodic Boundaries Conditions

During my early experimentation with ToFeT, I noticed the introduction of systematic errors in the

predicted mobility (µ) under certain conditions. These errors manifested as a dependence of µ on the

z-dimension size of modelled systems (i.e., size in the field direction), and on F . Specifically, µ would

increase in systems with either a small z-size or small F . This affected calculations performed in all of

the original modes (tof, fet and regenerate). Evidence for the error is shown by the regeneration

mode results in Figure 4.1. Although the scale of the systematic error could be reduced by decreasing

either of these parameters, this would reduce the range of systems that we could confidently apply ToFeT

to. The system-size dependence was a particular issue, because one of the major use-cases for ToFeT

relies on its ability to model transport through realistic material microstructures. Microstructural

models are typically generated using techniques such as MD, meaning that the size of the systems is

predefined, prior to transport modelling.

I identified the origin of the systematic error as arising due to boundary effects. In order to sample

the bulk of a system during transport simulations, charges are typically generated close to the lower

z-boundary and collected close to the upper z-boundary. Newly generated charges are thus blocked

from making ‘backwards’ hops i.e., hops against the field direction (assuming, for clarity, that we

are simulating hole transport). This is the equivalent of establishing an infinite potential wall at one

boundary of the system, which results in charges experiencing an initial ‘boost’ in the field direction.

Figure 4.1 shows the significant influence this can have on µ, depending on the simulation setup.

Before moving on to my implemented solution, it is worth briefly discussing the physical validity

of this effect. In ToF experiments, a thin sheet of charges, of both polarities, are generated by a

laser pulse at one edge of the device. By selecting a wavelength corresponding to a high absorption

coefficient of the material, the charges can be excited close to one contact (typically <100 nm [134,

135]). The contact quickly collects charge carriers of one polarity, while blocking the other carrier type.

This initial blocking of charge carriers is reminiscent of the ‘erroneous’ boundary effect I identified in

ToFeT simulations. However, although the process is equivalent in both cases, the impact it has on the

measured µ is distinct. This is for two reasons. Firstly, only a small fraction of the charges generated

in ToF experiments are located close enough to the contact to be blocked by it. Secondly, the films

3Since the Miller-Abrahams model was not applied in any of the investigations in this thesis, I have neglected to
include a theoretical description of this model in Chapter 2. To very briefly summarise, it is similar to the Marcus model,
except that only hops to higher energy sites are thermally activated, while all hops to lower energy sites occur with a
constant rate. For a comparison of the Miller-Abrahams and Marcus models in transport simulations, see [133].
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Figure 4.1: System size and field dependence of mobility (µ) in ToFeT. µ is evaluated from simulations
of charge transport through a cubic lattice, with the number of site layers in the z-direction given
by the parameter Length. The sudden drop-off of µ at high field strength (F > 4 × 10−2VÅ−1) is
expected, due to the inverted-Marcus regime. The field strength and system size dependence of µ in
regenerate (REGEN ) mode is due to an erroneous boundary effect. This error is eliminated in pb
(PB) mode.

used in a ToF device architecture are much thicker than the systems we can model within reasonable

computational limits. As shown in Figure 4.1, the influence of the initial ‘boost’ decreases as the system

becomes larger in the field direction. The contact-blocking effect is therefore negligible in experiments,

but may be significant in simulations. Furthermore, with our simulations (and ideally in experiments)

we are generally interested in assessing the inherent characteristics of the material of interest, rather

than any contingent effects of the the device architecture.

To address this issue, I implemented the handling of periodic boundary conditions (PBCs) into

ToFeT. By allowing backwards hops near the system boundaries, this eliminated the z-size and F

dependence of µ, as shown by the pb results in Figure 4.1.

Since, depending on the system we are modelling, it may be preferable to keep the old functionality,

I implemented this as a new simulation mode. This may be selected by setting mode pb in the .sim

parameter file. Selecting pb mode requires the user to set a value for a new parameter, sizez, which

controls the position of the upper z-boundary. The lower z-boundary is assumed to be at z = 0. Note

that this requires the modelled system boundaries to form a prism, since the z-boundaries are assumed

to constitute xy-planes. Using these boundary positions, the separation between sites in the z-direction

is calculated based on the minimum image convention [136], when accounting for the applied field in

hopping rate calculations. The new pb mode was used to collect the results presented in Section 6.2.3

and Chapter 8.

Coulombic interactions between multiple charge carriers separated across periodic boundaries can

also be handled in pb mode, if the locations of the x- and y-boundaries are also defined using sizex
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and sizey. This assumes the modelled system is orthorhombic.4 The self-interaction of charges across

periodic boundaries is neglected.

Modifications for Modelling Conjugated Polymer Systems

Much of my work involved investigating charge transport in solid-state conjugated polymer systems

(see Section 6.2.3), where we can expect different electronic structure parameters to be present between

intrachain and interchain transport pathways. Originally, ToFeT was able to handle different J and ∆ϵ

values involved in these in these pathways. However, the program assumed that only one value for λ

would apply for all charge transfer reactions in a given system. Therefore, I decided to update ToFeT

to allow multiple λ values to be specified.

As before, λ is declared in the .sim parameter file, however it is now possible to provide a list

of values. To select between these, an extra column may be placed in the .edge file. This column

is populated by indices specifying the edge type (e.g., intrachain or interchain), with each edge type

associated with one of the listed λ values.5

Differentiating edge types in this way carries an the additional utility. Namely, it can be used to

record the total number of hops along each edge type. This can be useful, for instance, for gaining

insight into the high mobility pathways in molecular crystal structures. For my purposes, tracking the

number of hops across different edge types was particularly useful when interrogating charge transport

results for conjugated polymer systems. As well as providing information about the proportion of

transfer events occurring via different pathways under normal working conditions, it was useful for

detecting a common issue in transport simulations of polymer systems. Typically, hops associated

with intrachain transport would proceed at faster rates than interchain hops. If the system was poorly

parametrised (from a computational standpoint), the rate of intrachain hops could be considerably

faster, to the extent that interchain hops almost never occurred during simulations. This would lead

to erroneously small, even negative, predictions for µ. It was therefore useful to be able to quickly

detect and, where possible, eliminate this issue by reconsidering the chosen simulation parameters.

The multiple edge type functionality was used when collecting the results presented in Section 6.2.3.

Modifications for Modelling Interfacial Processes

The final modification I describe allowed ToFeT to track the transient population of charges located on

either generator or transport sites, as well as the number of charges collected. This was useful for

understanding the behaviour of charges in systems with distinct regions, such as interfacial systems,

where we would like to probe the transient population of charges moving between the regions.

4In an orthorhombic system with Coulombic interactions disabled, PBCs in x and y could already be handled by the
original ToFeT code, since hopping rates are only affected by the separation between sites in the z-direction.

5Note that, because of an overlap in how multiple λ values are provided, at the time of writing this functionality is
not compatible with the ToFeT wrapper tft_run_batch.py.
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To implement this, I adapted much of the code infrastructure originally included to track transient

photocurrents in tof mode, without change to that functionality. The tracking of transient charge

populations can be enabled by specifying trackpop 1 in the .sim parameter file.

Note that, some care is required to get robust results from this functionality, because of the way

populations are recorded, and the way time is handled by the FRM algorithm. Currently, the transient

population outputted at the end of the full simulation represents a simple summation of the transient

populations recorded by each run. Ordinarily, this can simply be divided by the number of runs

to find the average populations between the runs. However, in the FRM algorithm, time is only

propagated when a charge transfer event (hop) occurs (see Section 3.3.1). This means that the current

state of the system is also only updated when a hop occurs. Therefore, when attempting to log the

charge populations at a given time snapshot, the relevant information will only have been updated

in the program’s memory if at least one hop took place since the previous snapshot. Since the total

charge population statistics are typically accumulated over multiple runs, this can lead to erroneous

fluctuations in the populations (see Figure D.12), because only those runs that featured a hop during

the relevant time bin will add to the total number of recorded charges in the different regions.6

Because of this effect, when using trackpop 1, it is best to 1) include multiple charge carriers in

the simulation, and 2) set the deltaTime and alpha parameters such that the width of the time-bins is

much larger than the timescales of hopping. Results gathered using the transient population tracking

functionality may be seen in Section 4.5.1.

4.4 MESol

In Section 3.3.2, I introduced the ME approach for estimating the mobility of a system, and compared it

with KMC. Some of the systems I investigated were better suited to evaluation with a ME approach. In

particular, I am referring to molecular crystal systems, which tend to be fully defined by a low numbers

of sites, and can occasionally show large variations in charge transfer rates. Hence, I developed the

program MESol to evaluate charge transport in these crystalline systems.

As stated, MESol was designed to accept the same input files as ToFeT and calculates charge transfer

rates using the Marcus equation. Because of these choices, the two transport codes converge to the

same steady-state results (µ and average site occupation) for the same input system, which was useful

for testing purposes.

In some systems, for instance those containing deep trap sites, the calculated hopping rates can

vary by several orders-of-magnitude. While this does not slow down or prevent convergence to the

same extent as in KMC, it can still lead to slower calculations and the inaccurate estimations of the

6It may be possible to account for this by also keeping track of how many runs contributed to the populations recorded
for each time bin, and by returning average charge population (i.e., dividing by the number of contributing runs) rather
then total charge populations. However this has not been implemented at present.
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charge carrier probability density (P⃗ ) and mobility (µ). Similarly, issues can arise if some, or all, of

the rate-values are extremely large or small in an absolute sense.7 These low calculation speeds and

inaccuracies arise from a combination of floating-point errors and an ill-conditioned rate matrix (A).

To handle this, MESol optionally applies two preconditioning steps to A before the eigendecom-

position step. The first, which I term the compression step, is used to reduce the numerical distance

between the fastest and slowest rates, which improves the conditioning of A. The second, which I term

the scaling step, is used to scale all rates equally, such that they are distributed close to 1, since this

is where floating point arithmetic is most robust.

For the compression step, I found reasonable results were achieved by dividing each row by the

element in that row which is diagonal in A. In other words, we divide all rates for hops into site i by

the sum of rates into i. To later recover the properly treated P⃗ after eigendecomposition, an additional

step must be undertaken to reverse the preconditioning applied to A. This involves iterating over the

probability elements (Pi) in P⃗ and rescaling each element by the sum of rates into i. The compression

step can help in dealing with systems that include energetic traps, but does not necessarily lead to a

well-conditioned A in all cases.8

For the scaling step, MESol multiplies all hopping rates by 10−κ, where κ is the base-10 exponent of

the largest hopping rate in the system. Since all rates are affected equally, there is no need to reverse

this treatment when recovering the correct Pi values.

After preconditioning A, and constructing the set simultaneous differential equations defining the

ME, MESol performs eigendecomposition using singular value decomposition (SVD), to find the treated

(i.e. ‘compressed’) P⃗ . This is carried out using the function gsl_linalg_SV_decomp, provided by the

GNU Scientific Library, which applies the Golub-Reinsch SVD algorithm [137]. The compression step

is then reversed, as described above, to recover the true P⃗ . The remaining steps taken by MESol to

calculate a mobility from P⃗ have been detailed in Section 3.3.2. The code can optionally carry out one

final step, in which it uses A to propagates P⃗ in time. This serves as a final check on the calculations,

since, if no issues have been encountered, the system should be in a steady state, and no change should

occur to P⃗ following time-propagation.

7Practically, they will be large, if rates are in units of s−1.
8Furthermore, it can make things worse if the trap is deep enough that hops into the trap are slow, due to the Marcus

inverted regime. However, dealing with this issue is beyond the scope of this thesis.
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4.5 Case Studies

4.5.1 Polymer Photocatalysts for Sacrificial Hydrogen Evolution

Introduction

Metal-decorated conjugated polymers can be used as photocatalysts for hydrogen production from

water. Many of the highest performing systems for this application combine sulfone polymers (featuring

an aryl-SO2-aryl unit as part of the backbone) with a palladium co-catalyst. However, sulfone polymers

are known to display poor charge transport, large particle sizes in suspension, and mediocre exciton

diffusion lengths, which typically could be expected to limit the efficiency of these systems [138, 139].

This raises the question of how these systems still show such high performance, and highlights a lack

of understanding about the nature of charge transport in these systems, particularly in relation to the

effects of water permeation.

To address this, Sam A. J. Hillman and my other collaborators on [128] studied films and disper-

sions of the sulfone polymers FS-Hex and FS-TEG. These comprise the same backbone, but feature

hydrophobic alkyl and hydrophilic glycol side chains respectively. Importantly, the hydrophilicity of

the glycol side chains encourages much higher levels of water permeation [140], affecting the microstruc-

tures of the nanoparticles and films, and the dielectric environment of the polymers.

My collaborators used transient-absorption spectroscopy (TAS) to measure the kinetics of excited

states and charges (electrons) in FS-Hex and FS-TEG. They found that, for similar electron den-

sities, the lifetime of electrons in FS-TEG were significantly longer than in FS-Hex. Notably, when

exposed to higher fluence, both materials displayed an unusual trend of longer electron lifetimes with

increasing density of generated electrons, as may be seen in Figure 4.2. This runs counter to the more

common observation of higher charge densities reducing lifetimes, due to bimolecular recombination

processes [141–143]. The mechanism behind these longer lifetimes was understood as originating from

a ‘queuing’ effect involving an unintentionally introduced palladium co-catalyst that remains in the

polymer from synthesis. The current hypothesis is that the palladium catalytic sites can become fully

occupied by electrons. These electrons must be used up in slow proton reduction reactions before

any more can transfer onto the palladium.9 Therefore, some electrons must ‘wait’ (i.e. queue) in

the polymer region before they can be extracted. Assuming the same density of catalytic sites, the

queuing time becomes longer for higher electron densities, resulting in the fluence-dependent decay

rates observed by TAS.

For my contribution to the study, I carried out charge transport simulations using ToFeT to explore

9More precisely this step involves several processes, including the migration and then binding of protons onto the
palladium, the charge transfer reaction, further reactions involving the hydrogen intermediates bound to the palladium
surface, and finally the unbinding and migrating away of hydrogen molecules. This sequence of steps results in a slow
overall process [144, 145].
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Figure 4.2: Electron kinetics from transient-absorption spectroscopy of FS-Hex film, at various fluence
levels [128]. Included with permission from Sam A. J. Hillman.

the behaviour of electrons in these interfacial systems, specifically focusing on the lifetime of electrons

in the polymer region. My goal was to identify the conditions under which the simulations could

recreate the unusual electron-density dependent decay rates, to ensure we had a model showing good

correspondence with the TAS experiments. With a suitable baseline model in place, I could then

modify its parameters to explore the various factors influencing the behaviour of electrons. Analysis of

the simulation results could then allow us to rationalise the experimental observations of FS-Hex and

FS-TEG, and draw out insights to improve our understanding of photocatalytic polymer systems.

Method

A visualisation of the interfacial photocatalysis model system may be seen in Figure 4.3. The system

is divided into three regions, representing the polymer, the metal co-catalyst occupation sites, and the

proton reduction step. The polymer region consists of a 9 × 9 × 9 cubic grid of generator-type sites

(coloured green in Figure 4.3), with a lattice constant of 5Å. Edges were placed between all nearest

neighbours (NNs), including those separated by periodic boundaries in the x- and y-directions. The

metal occupation sites were represented by a small number of transport-type sites (grey in Figure 4.3),

placed in a plane 5Å from the upper z-layer of the polymer grid. Different numbers of metal sites

(Nmetal) were tested (see Figure D.2), however six metal sites were used to produce the results presented

here, since this provided the best match with the TAS data. Physically, this may represent clusters of

palladium atoms that are likely to be present in experimental devices, as opposed to single-atom sites.

Edges were placed to connect one polymer site in the upper z-layer to all the metal sites. All the

metal sites were connected by edges to one collection site (red in Figure 4.3). The transfer of electrons
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Figure 4.3: A visualisation of the interfacial photocatalysis model system used in charge transport
simulations. Green sites represent the polymer region of the system. Grey sites represent the metal
co-catalyst occupation sites. The red site is a collection site. Electronic coupling between nearby sites
is indicated by red lines. Electron transfer between the metal sites and the collection site represents
the proton reduction reaction.

from the metal sites to the collection site represented the proton reduction reaction.

The electronic coupling between polymer sites (Jpolymer) was set to 0.6meV, a somewhat low value

relative to typical polymer-polymer coupling strengths in the solid-state (see Section 6.2.2). I considered

this appropriate given the disruption to the polymer microstructure imparted by water permeation.

Coupling between the polymer site and metal sites (Jmetal) was set to 0.1meV (equal to a lower value

used for Jpolymer when representing a situation of higher water permeation). I chose a similar (or equal)

value to Jpolymer to represent the intermixing of polymer and metal sites in the experimental devices,

leading to similar separation distances between polymer-to-polymer and polymer-to-metal. Finally,

coupling between the metal and collection sites (Jreduction) was set to 3 × 10−4meV. Here, a much

lower value than Jpolymer or Jmetal was used, to represent the slow rate of the final hydrogen-production

step.

A degree of energetic disorder was included in the polymer region, to produce dispersive transport

behaviour corresponding with the TAS measurements (see Figure 4.2). Polymer site energies (ϵpolymer)

were drawn from an exponential distribution with the probability density function

f(ϵpolymer; ξ) =

⎧⎪⎨⎪⎩
1
ξ exp (ϵpolymer/ξ) , ϵpolymer ≤ 0

0, ϵpolymer > 0

, (4.1)

where the scaling parameter (ξ) was set to 0.036 eV to give a good correspondence with the TAS data

(the effect of energetic disorder on the simulated kinetic will be discussed further in the results section).

To increase the rate of transfer from the polymer site to metal sites, and decrease the rate of

back transfer, the site energy of the metal sites (ϵmetal) was set to −300meV. The site energy of the
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From To Rate
Polymer Polymer 6× 108

Polymer Metal 3× 108

Metal Polymer 3× 103

Metal Collection 2× 102

Table 4.1: Hopping rates in the interfacial photocatalysis model system. Rates are provided in s−1,
and are calculated for a system temperature of 300K. All rates involving polymer sites were calculated
assuming Jpolymer = 0.6meV (representing FS-Hex) and ϵpolymer = 0. Note that the relatively small
effect of the external field was neglected for these calculations.

collection site (ϵreduction) was similarly set to −300meV. The reorganisation energy (λ) was set to

300meV for all hops. With these electronic structure parameters in place, the various hopping rates

within the system may be calculated. These are provided in Table 4.1.

The consequence of this system topology and parameter values was that transfer between the

different regions was notably and deliberately asymmetric. Electrons could relatively easily travel

through the polymer region and be transferred onto one of the unoccupied metal sites. These electrons

would then be trapped on the metal site for some time, being slowly transferred onto the collection

site, and with only a small chance of being transferred back into the polymer region. The probability

of back transfer into the polymer region is further decreased by the occupation of the polymer site

connected to the metal sites by queuing electrons. This artificial bottleneck was designed to recreate

the queuing effect observed in the TAS data (Figure 4.2).

Simulations were run in tof mode, meaning electrons were not regenerated after collection, and

were not able to loop back through the system via a periodic boundary in the z-direction. Using the

new ToFeT functionality described in Section 4.3, the transient electron populations in each region

were recorded during simulations by setting trackpop 1. An external electric field, with strength

−1 × 104 V cm−1 was applied in the z-direction, to encouraged electrons to move towards the metal

and collection sites. The system temperature was set to 300K. To recreate the electron-density

dependent decay rates observed by TAS, a series of simulations were run with variable numbers of

electrons (Ne) initially generated at random locations in the polymer region. For each simulation in

the series, the number of runs (Nrun) was adjusted, such that

Ne ×Nrun ≈ 10,000. (4.2)

This10 was done to automatically normalise the transient electron population data between simulations,

and provide better statistics, since the population values represent a summation over all runs. Each

run is halted once all electrons have been collected, and the full simulation halts once all runs have

been completed.

10‘Approximately equal’, since Ne and Nrun are integers.

77



(a) (b)

Figure 4.4: Decay of electron populations in the polymer region of an interfacial photocatalytic system.
Lifetimes are shown to vary with the initial number of electrons (Ne). (a) Time-evolution of electron
population in the polymer region, for Jpolymer = 0.6meV (representing FS-Hex). (b) Time-evolution
of electrons in the polymer region, comparing Jpolymer = 0.1meV and 0.6meV, representing FS-TEG
and FS-Hex, respectively. Only Ne = 20 and Ne = 2 curves are shown, for clarity. Typically, the
kinetics show two distinct phases. The first phase (before ∼3 × 10−6 s) represents the period where
metal sites are becoming occupied but are not yet filled. Since the queuing effect has not yet begun to
influence the population transients, all Ne-curves follow a similar exponentially-decaying trend. Only
the second phase is shown, which begins once all metal sites have been occupied, and kinetics become
dominated by the queuing effect.

Results

Results of the ToFeT simulations are shown in Figure 4.4. Figure 4.4a shows the time evolution of

electrons in the polymer region of the baseline model, representing the FS-Hex system. The model was

able to recreate the qualitative dependence of the population decay rates on the initial population of

generated electrons, as observed by TAS (Figure 4.2); For a high Ne, the simulations results show a

slower decay in the electron population compared to low Ne.

The kinetics tend to show two distinct phases, which relate to the times before and after the metal

sites have become fully occupied (at ∼3×10−6 s), and thus will start to block the exit of other electrons

from the polymer region. Corollary to this, when Ne ≤ Nmetal the kinetics feature only a single phase,

which is the cause of the much faster decay of the electron populations at low Ne.

In addition to the presence of one or both phases, the kinetics for different Ne are further differen-

tiated by the length of a plateauing period, which initiates at the point in time when the metal sites

have just been filled (i.e., representing the start of the second phase). This corresponds to the time at

which the population remaining in the polymer region (n) first reaches a threshold of

n ≈ Nrun × (Ne −Nmetal)

≈ 10,000× (1−Nmetal/Ne) .
(4.3)

78



Figure 4.5: Half lives (τ) of electrons in the polymer region, calculated from when the electron popula-
tion in the polymer region decreases below 3500. This corresponds to a 50% decrease from 7000, which
is the remaining electron population after the first phase in the electron decay kinetics has concluded
(and the population curves start to diverge due to the queuing effect). Half lives are calculated for
Jpolymer = 0.1meV and Jpolymer = 0.6meV, representing FS-TEG and FS-Hex respectively.

Figure 4.4b compares the transient populations in FS-Hex and FS-TEG using the extreme Ne

values. In this case, FS-TEG is differentiated from the FS-Hex baseline by reducing Jpolymer from

0.6meV to 0.1meV, representing the higher degree of water permeation in FS-TEG pushing polymer

backbones apart. The rate of population decay is similar between the two systems when Ne is large,

due to the dominance of the queuing effect. However, the decay curves are distinct when Ne is small.

In this case, the electron population in FS-Hex decays significantly faster rate than FS-TEG.

This discrepancy is borne out in the calculated half lives (τ) shown by Figure 4.5. In order to

represent the half-lives of only the second (queuing) phase, I located τ with reference to the electron

population remaining when the Ne-curves start to diverge. This approximately corresponds to the

earliest onset of a plateau in any of the population kinetics. From Equation 4.3, this occurs when the

Nmax
e = 20 population approaches 7000. Therefore, we can find τ from the point in time when each of

the transient populations first decreases below 3500.

We observe that the τ of FS-Hex at Ne ≤ 10 are significantly shorter than the τ of FS-TEG. A

kink can be observed in the τ trends of both systems after Ne ≃ 8, due to the increasing dominance

of the queuing effect.11 Therefore, by Ne ≃ 10, the polymer-region populations in both systems show

similar τ .

The simulations described above were conducted using a selection of model parameters that re-

sulted in a reasonable correspondence with the experimental data. However, a much broader range

11For increasing Ne, we can expect a jump in τ to occur when the threshold population at which the kinetics plateau
(Equation 4.3) becomes larger than the population we used to locate τ (3500). This occurs when
Ne > 2NmNmax

e /(Nm +Nmax
e ), which gives Ne > 9.2.
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of parameter values was also explored. The results of this exploration were useful for clarifying in

which ways different parameters governed the behaviour of the system, and in some cases allowed us

to rule out certain phenomena as playing a major role in the behaviour of the experimental devices

(see below). A large selection of the parameter exploration results are provided in Appendix D, along

with discussion of the effect of varying different parameters. Here, I limit my discussion to the results

that are most informative about the behaviour of the physical devices.

As stated, introducing a degree of energetic disorder led to a better correspondence between the

simulated and experimental TAS results. In particular, higher values of ξ increased the time at which

the slowest electrons were collected, due to the effect of energetic trapping on transport in the polymer

region. As is commonly observed in systems featuring energetic traps, the filling of traps at high charge

densities (high Ne) meant that increasing ξ had a larger impact when Ne was low.12 Therefore, by

tuning ξ, I was able to replicate a particular characteristic of the TAS data. Namely, that the point in

time at which all electrons had exited the polymer was approximately the same (∼10ms), independent

of the initial charge density.

Continuing to increase ξ led to increased competition between the queuing effect (which slows down

population decay at high Ne) and charge trapping (which slows down population decay at low Ne).

Eventually, charge trapping effects become dominant, producing a reversal in the trend of the kinetics

for different Ne. As may be seen in Figure D.8, at high ξ the low Ne curves decay slower than the high

Ne curves.

The observation of this trend reversal in the simulations may provide insight into the mechanism

by which increased water permeation slows down electron transport in FS-TEG relative to FS-Hex.

In particular, the fact that the reversed trend was not observed in the experimental data implies

that a mechanism based on water-induced energetic traps may be ruled out as playing a dominant

role. Zuo et al. identified that a typical trap depth of 0.3 eV to 0.4 eV would arise from such a

mechanism [146]. This may be compared with the distributions of site energies in Figure D.7a, and

the corresponding effect of including these site energies on the kinetics of the transient populations, in

Figure D.8. From these, we observe that, at typical trap densities ≪0.3 eV, the kinetics have already

begun to display the aforementioned reversal in order that separates them from the TAS kinetics.

Therefore, rather than energetic traps, the dominant mechanism causing increased water permeation

to slow down transport in FS-TEG, relative to FS-Hex, appears to be from increased disruption of

the FS-TEG microstructure, which in this study was modelled by reducing Jpolymer for this polymer

(Figure 4.4b).

While introducing a limited degree of energetic disorder enhanced the dispersive behaviour of the

transient population kinetics at low Ne, at high Ne the kinetics maintained a characteristic exponential

12This is particularly evident in the Ne = 2 kinetics, which are slowed down to a greater extent those of Ne = 4 and
Ne = 6, while otherwise showing similar behaviour i.e., having no second (queuing) phase.
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shape. This is distinct from the TAS data (Figure 4.2), in which the kinetics are dispersive across all the

tested fluence levels, implying that the final proton reduction reaction may occur with a distribution

of rates. In the model system, I attempted to replicate this by introducing disorder in Jreduction (see

Figure D.11). At the highest levels of disorder that I evaluated, the kinetics at all values of Ne did

show marginally more dispersive behaviour, which slightly improves the qualitative correspondence

with the experimental data. Potentially, this could be improved further by continuing to explore

different levels of Jreduction disorder and/or by adopting alternative distribution shapes (see Table D.1

caption). However, determining the physical origin of – and therefore appropriate method for modelling

– dispersive rates in the hydrogen evolution process is beyond the scope of the work covered in this

thesis. I have therefore chosen to present results based on a single (non-disordered) value for Jreduction

throughout this section.

The following implications can be drawn from the simulation data, in combination with data from

TAS and other experiments in [128]. For commercial devices, we typically want to operate with

high fluence, to generate a high density of electrons, which in turn results in the highest rate of

hydrogen production. In other words, devices will generally be operating in the regime dominated

by the identified electron queuing effect. Because of this, device performance gains little benefit from

transporting electrons faster through the polymer to the metal co-catalytic sites. On the contrary, a

higher mobility in the the polymer can harm performance by increasing the likelihood of recombination

events; By allowing the ‘waiting’ electrons to move around the polymer faster, they can more quickly

locate holes and/or recombination sites, causing them to decay before they can be used in the hydrogen

production process. Based on this premise, you may be able to achieve longer charge lifetimes in the

polymer region, and better device performance, by slowing down transport in the polymer.

Between the two polymers examined in this study, FS-TEG showed significantly higher populations

of long-lived electrons in experiments, and superior device performance. We surmised that this was

because the increased water permeation in FS-TEG reduced the electronic coupling between polymer

chains, and thus reduced its mobility compared to FS-Hex. Thus, based on our analysis of the sim-

ulation and TAS data, we were able to rationalise the high performance of sulfone polymers in this

application, in light of their low mobilities compared to other polymers [128, 138].

In conclusion, this case study demonstrates the utility of ToFeT for recreating and analysing charge

transport in systems containing OSC materials. Furthermore, it demonstrates the versatility of ToFeT,

which has been enhanced by the modifications and updates described in Section 4.3. With careful

consideration of the model system setup, ToFeT can be used to gain insights into the functioning of

devices other than those associated with mobility measurements (e.g., ToF and FET devices), such as

interfacial photocatalytic systems for hydrogen production.
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4.5.2 Crystalline Packing Arrangements and their Impact on Mobility

Introduction

Fullerenes and fullerene derivatives constitute one of the most widely used classes of acceptor materials

in OPV devices. The electronic structure of these molecules, and the microstructure of the solid state,

can be modified by attaching single or multiple functional groups to the fullerene cage. bis-PCBM

features two phenyl-butyric acid methyl ester groups attached to the C60 cage. The attachment

locations of the functional groups can influence the packing arrangements of the molecules, which in

turn affects the electronic properties of the solid.

Ordinarily, understanding the impact of functional group location on the characteristics of materials

is hindered by the fact that samples of bis-PCBM are typically synthesised containing a mixture of

different isomers. In a previous work by Shi et al., this was overcome by applying a combination of

advanced synthesis and purification techniques, to obtain ∼99.9% pure samples of the different bis-

isomers [147]. These samples were then associated with the 19 different functional group attachment

locations in a work by Liu et al. [148]. The structures of the 19 isomers are shown in Figure 4.6.

In this work [129], my collaborator Xueyan Hou carried out a number of experimental charac-

terisation techniques on thin films fabricated from samples of the various purified isomers. The mi-

crostructures of the isomers were characterised based on thermal analysis of the films, while FET

experiments were performed to measure their electron mobilities. Xueyan found correlations between

these solid-state properties and the degree of symmetry exhibited by the isolated molecular structures.

In particular, she observed that molecules with higher symmetry generally showed higher crystallinity,

but worse experimental mobilities.

The symmetry of the molecules is itself determined by the attachment positions of the functional

groups. By considering the distance around the fullerene cage that one group is attached relative to

the other, the 19 different isomers can be classified into groups exhibiting similar symmetries. My

collaborators solved the crystal structures of one representative isomer from each of the three main

molecular geometry groups, referred to as the trans, e (for equatorial), and cis groups. These group

descriptors refer to the location of the second functional group, assuming the first functional group

is located at the pole position of the fullerene cage. The specific representative isomers taken from

these groups are referred to by the numeric labels 2.3, 3.3.2 and 7. A summary of information about

these isomers, including the point group symmetries they exhibit, and the degree of crystallinity this

is predicted to lead to, is shown in Table 4.2.

In terms of their transport properties, isomer 3.3.2 was measured to have the highest mobility

(∼0.03 cm2/Vs) of the three. Isomer 2.3 showed a similar, but slightly lower mobility (∼0.02 cm2/Vs),

while isomer 7 showed the lowest mobility (<8× 10−4 cm2/Vs), demonstrating overall poor transport.

For my contribution to this study, I carried out a series of charge transport simulations using
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Figure 4.6: Chemical structures of the 19 bis-PCBM isomers and PCBM. The representative isomers
explored in this study have been circled in red. With permission from Xueyan Hou, this image has
been adapted from [129].

Isomer Functional group
location

Point group
symmetry

Expected crystallinity

2.3 trans-3 C2 Moderate
3.3.2 e C1, C1 Low

7 cis-2 Cs, C1, Cs High (poor solubility*)

Table 4.2: Information about representative bis-PCBM isomers evaluated by transport simulations.
Comparison with transport simulations reveals that the isomers display decreasing dimensionality of
transport as we move down the table.

* High molecular symmetry decreases the polarity of molecules, which can reduce solubility [129].
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Figure 4.7: bis-PCBM supercells, for the three example isomers. The molecule structures are shown,
with hydrogen atoms hidden for clarity, alongside fullerene CoG positions. Simulation PBCs are shown
as black boxes.

the different crystal structures associated with the isomers listed in Table 4.2. By comparing the

simulation results against the FET measurements mentioned above, we were able to rationalise the

impact of crystal structure packing arrangements on the transport behaviour of the different bis-PCBM

isomers. This analysis revealed the effect of functional group attachment location on the transport

properties of devices, via its impact on crystalline packing arrangements.

Method

To carry out transport simulations, I first needed to convert the crystal structures of the three isomers

into a suitable graph representation. Since the LUMO is delocalised over the fullerene cage, we can

treat each cage as a single electron site [116]. I therefore placed sites at the CoGs of the fullerene

cages, taking care to find the correct locations when cages were split across cell boundaries. The site

coordinates were then translated to create 3 × 3 × 3 supercells, which are shown in Figure 4.7. This

was done in order to avoid placing edges that connected sites back to themselves (i.e. loops). To

parameterise the edges of the transport network, I began by finding the distance (r) between all NN

and next-NN sites, employing the minimum image convention to find r between sites separated by the

PBCs. I used Equation 3.28 and r to estimate the LUMO-LUMO coupling between molecules (J),

adopting the function

J(r) = α exp

(︃
− r

β

)︃
,

where the parameters α and β were set to values of 15meV and 0.5Å, respectively. These values

were chosen based off calculations performed by Steiner et al. [116]. I used a value of 200meV for the

reorganisation energy (λ) based on an approximate average of the inner-sphere λ for bis-PCBM, also

84



reported in [116].13 The Marcus equation was used to calculate the hopping rates between sites (see

Section 2.3.2). I considered it justified to assume a hopping mechanism for transport, since J ≪ λ even

for the closest packed molecules (due to the low degree of contact surface between fullerene cages [149]).

Site energies (ϵ) were set to zero for all sites, representing a situation of negligible energetic disorder,

as appropriate for crystalline structure with little difference between the conformation of molecules.

Since both the transport programs described in this chapter fix the direction of the external electric

field in the z-direction of inputted systems, evaluating the electron mobility (µ) in different directions

required the system coordinates to be rotating prior to input. However, with the exception of isomer 7,

the crystal cells were not orthorhombic. Because the plane of the periodic boundary in the transport

direction must be orthogonal with the field direction, it was not always possible to evaluate mobilities

in directions aligned with the crystal lattice vectors (â, b̂, and ĉ). Instead, I rotated the systems to

assess transport in the b̂ × ĉ, ĉ × â, and â × b̂ directions, corresponding approximately to â, b̂, and ĉ,

respectively (or sometimes corresponding exactly, depending on the angle between lattice vectors).

I initially ran transport simulations using ToFeT. However, because of the wide range in hopping

rates, mobilities in the slowest transport direction of isomer 2.3 did not converge, even with long

simulation times. I therefore repeated the simulations using MESol. During all simulations, the system

temperature was set to 300K, and the strength of the external field was set to 1×104V cm−1. Results

of the simulations, and comparison with experiments, are discussed below.

Results

Figure 4.8 shows the mobilities evaluated by MESol for the bis-PCBM isomers 2.3, 3.3.2 and 7, in the

directions b̂× ĉ, ĉ× â, and â× b̂. Transport is predicted to be highly anisotropic in all cases, with all

isomers found to be effectively non-transporting (µ < 10−4cm2/Vs) in one of the evaluated directions.

However, there remains differences in the degree of transport dimensionality shown. Isomer 2.3 displays

the highest dimensionality of transport, with two high mobility pathways in the b̂×ĉ and ĉ×â directions.

Isomer 3.3.2 shows similar, but slightly lower dimensionality, with a high mobility pathway in the

ĉ × â direction, and marginally slower mobility in b̂ × ĉ. In contrast, transport in isomer 7 is mostly

1-dimensional, featuring one high mobility pathway in the b̂× ĉ direction, and ∼10× lower mobility in

â× b̂.

Neglecting the non-transporting directions, isomer 2.3 shows the highest average mobility, while

average mobilities for isomers 3.3.2 and 7 are lower and approximately equal. It is important to note

that, because values for the electronic structure parameters were chosen on an informed, but semi-

arbitrary basis, we did not expect the simulated mobilities to align quantitatively with experiments.

This is compounded by the fact that the complimentary FET experiments described in [129] were not

13Simulations were also performed with a λ of 500meV, as an estimate for the combined inner- and outer-sphere λ.
However, only the λ = 200meV results are reported here, since there was little difference between the trends in µ shown
in each case.
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Figure 4.8: Simulated mobilities of representative bis-PCBM isomers.

performed on single crystals. Nevertheless, the qualitative trends in the simulation results were still

useful for rationalising the experimental data characterising transport in thin films fabricated from the

different isomers.

The FET experiments showed isomer 3.3.2 as having the highest mobility (∼0.03 cm2/Vs) of the

three example isomers. Isomer 2.3 showed a similar, but slightly lower mobility (∼0.02 cm2/Vs), while

isomer 7 showed the lowest mobility (< 8× 10−4cm2/Vs), demonstrating overall poor transport. The

trend in experimental mobility values aligned approximately with the trend in the dimensionality of

simulated transport, with isomers 2.3 and 3.3.2 being approximately equal, and both superior to

isomer 7. These results demonstrate the utility of analysing the dimensionality of transport in crystal

structures of the different isomers for rationalising the experimental transport measurements: higher

dimensionality is likely to lead to higher bulk mobility by increasing the availability of percolating

transport pathways.

At this point, it is of interest to explore the slight discrepancy between the trends in simulated

dimensionality and experimental mobility for the two higher performing isomers. In this regard, fur-

ther insight can be gained by considering the molecular symmetry and experimental microstructures

of the isomers. Isomer 2.3 featured moderate molecular symmetry, and produced crystalline films.

Isomer 3.3.2 featured low symmetry, and produced amorphous films. Isomer 7 featured very high

symmetry, which was predicted to lead to highly crystalline films. However the high degree of sym-

metry reduces the polarity of the molecules, leading to low solubility, and the fabrication of poor

film microstructures. Therefore, the highest experimental mobilities were measured for the least sym-

metrical, most amorphous isomer (3.3.2 ). An amorphous microstructure implies that there is less
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preference between the different packing arrangements of molecules, and that transport will be ef-

fectively 3-dimensional. Therefore, in experimental microstructures, transport is effectively 3D for

the amorphous isomer 3.3.2, 2D for the crystalline isomer 2.3, and 0D in the poor microstructure of

isomer 7. Hence, this may explain the slight discrepancy observed between the simulated transport

dimensionalities (2.3 ≳ 3.3.2 ≫ 7 ) and the experimental mobilities (3.3.2 ≳ 2.3 ≫ 7 ).

The results and analysis presented in this section demonstrate the utility of MESol for rationalising

the transport behaviour of OSC materials.

4.6 Conclusions

In this chapter, I described my development of two charge transport simulation programs, ToFeT and

MESol, and their respective application in two case studies. The first study investigated the two sulfone

photocatalytic polymers FS-Hex and FS-TEG, while the second looked at bis-isomers of PCBM.

In Section 4.3 I described several updates and modifications made to the KMC code ToFeT, origi-

nally created by Joe J. Kwiatkowski [65]. These changes improved the accuracy of the charge mobilities

evaluated by ToFeT (see Chapters 6 and 8), and its versatility (see Section 4.5.1). The utility of this

code has been demonstrated by its application in the studies [150], [128], and [60]. For the case study

detailed in Section 4.5.1, ToFeT was employed to provide evidence rationalising the high performance

of sulfone polymers in hydrogen production applications, in light of their low mobilities. By combining

with TAS experiments, we showed that hydrogen production efficiencies were ultimately limited by

the slow proton reduction step involving electrons on palladium co-catalytic sites. Due to an iden-

tified ‘queuing’ effect, little benefit was gained from transporting electrons more quickly through the

polymer region of devices. The simulation results were also useful for demonstrating that the main

mechanism by which water permeation was likely to slow down transport was via disruption to the

polymer microstructure, and not via an alternative mechanism involving water-induced energetic traps.

In Section 4.4 I described the development of the ME code MESol, including the implementation of

a rate matrix preconditioning functionality designed to speed up calculations and ensure the accuracy

of evaluated charge mobilities. The utility of this code has been demonstrated by its application in the

study [129]. Relevant portions of this study were detailed in Section 4.5.2. Here, I described how MESol

was utilised to help rationalise an unexpected trend in experimental results in which those isomers

showing the highest crystallinity also tended to show the lowest mobilities. This trend was understood

by considering the dimensionality of transport established by the different crystalline structures and

degrees of crystallinity exhibited by the isomers. In particular, the most amorphous isomers were

surmised to benefit from mostly 3D transport, while an increasing propensity to crystallise first reduced

the transport dimensionality to 2D, before ultimately reducing it to 0D due to low solubility and thus

poor film formation.
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Chapter 5

Microstructure of C16-IDTBT

This chapter, and the following, describe an investigation into the high-mobility, non-crystalline poly-

mer C16-IDTBT. Here, I detail insights about the microstructure of C16-IDTBT gained from analysis

of MD models and comparisons with experiments. I identify an unusual packing motif involving poly-

mer backbones crossing at near-perpendicular angles, which encourages the backbones to form a highly

interconnected network-like structure. The resulting effect on transport is explored further in Chapter 6.

The majority of the work described here has been published in Proceedings of the National Academy of

Sciences [150].

5.1 Introduction

The high-mobility conjugated polymer C16-IDTBT was introduced in the background chapter (Sec-

tion 2.5). In this chapter I describe my investigation into the microstructure of C16-IDTBT, focusing

on those microstructural features which can help rationalise the transport behaviour of the polymer.

Figure 5.1: Chemical structure of C16-IDTBT.

Here, I briefly summarise insights from past

work relevant to this investigation. These were pre-

sented in an expanded form in Section 2.5.3. The

C16-IDTBT backbone is linear and planar, indicat-

ing support for fast intrachain transport [86]. There

are four bulky side chains attached to the IDT unit

of the backbone, which do not appear to inhibit elec-

tronic transport properties [83]. In thin films, chains

are oriented largely in-plane, i.e. with backbones parallel to the substrate and with their π-conjugated

planes face-on to the substrate [29]. Despite the microstructure being mostly disordered, there is evi-

dence for domains of aligned backbones [93, 94]. There is a preference for 20◦ and 90◦ angles between

the backbones of intersecting domains [93]. Finally, despite relatively little ordering in the π-stacking

direction, backbones appear to form close π-stacked contacts [29].
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With these observations in mind, there remains a number of questions about the microstructure of

C16-IDTBT, which I list here:

• What is the persistence length of C16-IDTBT?

• How does the chemical structure of C16-IDTBT influence the geometry of contacts? Does this

explain how interchain packing is close, in spite of the long side chains and lack of crystallinity?

• How does the geometry of contacts influence their propensity to form, and thus the density of

contacts in thin films?

• In combination with other microstructural features (such as backbone rigidity), how is the ge-

ometry and density of contacts likely to influence charge transport?

• Do the above features and behaviours differ between C16-IDTBT and other conjugated polymers?

To address these questions, I carried out a series of computational investigations. However, it is

important to acknowledge that much of my work was done in collaboration with my coauthors on [150].

A brief summary of their contributions is provided here.

C16-IDTBT samples were synthesised by Weimin Zhang and Iain McCulloch. To characterise the

conformation of individual C16-IDTBT chains, small-angle neutron scattering (SANS) measurements

were performed by Chad R. Snyder and Lee J. Richter. These were carried out on samples of different

molar masses and concentrations in solution. They analysed the scattering data under a flexible

cylinder model, finding that the persistence length (P ) of the polymer lies in the range 6.8 nm to

39 nm, therefore confirming the rigid structure of the backbone [150].

To complement these measurements, P was also evaluated computationally by Anders S. Gertsen.

He performed CG MD simulations of chains in chloroform. His analysis of the simulation trajectories

provided a value of 27.0± 6.7 nm [150].

For the following accounts, I only describe the methods employed by my collaborators. Results are

provided later in the chapter, at the point where they are most relevant to my investigations.

To understand the behaviour of C16-IDTBT chains adhered to substrates, Giovanni Costantini and

Stefania Moro used vacuum-electrospray deposition (ESD) to deposit monolayer films of C16-IDTBT

on atomically flat Au(111) substrates. They then captured images of the structures formed using

scanning tunnelling microscopy (STM). When imaged in this manner, conjugated polymer chains

adopt a uniformly face-on orientation to the substrate. Because this is also the case throughout

C16-IDTBT thin films with thicknesses up to several tens of nm [29], we can presume that the STM

images provide a good representation of the initial stages of thin film formation [150].

Much of my MD work was enabled by building on top of work carried out by Anders S. Gertsen

during his PhD at the Technical University of Denmark, especially the painstaking task of parameter-

ising forcefields for C16-IDTBT and other materials. Because we were interested in modelling large

89



volumes of the solid, and long time scales associated with microstructure formation, Anders developed

CG forcefields for a set of conjugated polymers [151], as well as a procedure for simulating the solution-

evaporation deposition of thin films [121, 152]. The procedure was designed to replicate the slot-die

coating fabrication technique for thin films. Using this, Anders generated CG models of C16-IDTBT

thin film microstructures, and other conjugated polymers for comparison [150].

My contributions to the investigation of C16-IDTBT are described in the remainder of this chapter.

Here, I briefly outline the various methods I employed, and how these were used to address the research

questions listed above:

• In Section 5.2.1 I describe MD simulations of chains deposited onto a 2D plane, representing

a substrate (see Section 3.2.1 for theoretical background of MD). Analysis of the resulting

structures provided information about the aggregation of chains during the initial stages of thin

film formation and how this behaviour is directed by the chemical structure of C16-IDTBT.

• In Section 5.2.2 I describe the backmapping of CG microstructural models of C16-IDTBT, P3HT,

and PffBT4T-2OD. This allowed me to gain atomic-scale detail about the microstructures, which

was particularly useful for gathering information about the geometry of contacts in thin films.

• In Section 5.2.4 I describe the identification and selection of interchain contact locations. This

enabled the analysis of contact geometries and the occurrence of contacts in the following sections.

• In Section 5.2.5 I describe the analysis of contact geometries. The results provide insight into

the different packing structures present in the different materials, how these are promoted by the

chemical structure of the polymers, and how they are likely to influence the strength of electronic

coupling between chains.

• In Section 5.2.6 I describe analysis of the occurrence of contacts, differentiating between cases

where multiple contacts are shared between the same paired chains, and where contacts couple

distinct chains. The results provide insight into how the different contact geometries exhibited

in each of the materials impact broader microstructural trends, and the implications for charge

transport.

Based on analysis of these results, I aim to provide a coherent picture of interchain contact, and other

broader microstructural trends in C16-IDTBT. This picture should align with, and link together,

evidence provided by previous experiments. Furthermore, it should aid in rationalising the high µ

of C16-IDTBT, while providing insight into potential pathways to even higher mobility materials.

Although the analysis provided in this chapter should stand on its own, much of it feeds into further

investigations of the transport behaviour of C16-IDTBT, which are described in Chapter 6.
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5.2 Methods and Results

For the microstructural investigations described here, I relied heavily on the use of MD simulations.

All the MD simulations described in this section were performed using atomistic and CG forcefields

originally developed by Anders. However, some small adaptations were made in the following cases to

create models suited for my purposes. Unless otherwise stated, I generally reused Anders’ forcefield

parameters without change. My modifications included:

1. Creating new models for polymers of different backbone lengths. This sometimes required making

small tweaks to the atomic charges, to keep the total charge of each monomer neutral.

2. Creating new models with different alkyl side chain lengths. This also sometimes required making

small tweaks to the atomic charges, to keep the total charge of each side chain neutral.

3. Indexed fragments of the models into different charge groups. This is a legacy feature of Gromacs,

and has no effect on the simulations. However it is required to enable a trick used during the

backwards procedure to temporarily make parts of the system non-interacting (see Section 5.2.2).

Unless otherwise stated, many simulation parameters were left as their default values for the MD simu-

lations described in the following subsections. For brevity, these parameters are listed here. Atomistic

simulations were run in an NVT ensemble, with system temperatures coupled to a thermal bath using

a velocity-rescaling thermostat with a time constant of 0.1 ps. Usually, simulations were initiated with

at a high temperature (∼600K) to simulate annealing, and included a period of gradual cooling to

300K. Non-bonded interactions were treated using the potential-shift Verlet scheme, with a cut-off

of 1.5 nm. The default leap-frog integrator was used, with a simulation time step of 1 fs. PBCs were

typically used for the x- and y-directions. The boundary types used for the z-direction depended on

the features of the system being modelled.

5.2.1 Chains on Surfaces

The STM images captured by Giovanni Costantini and Stefania Moro presented a number of interesting

structural features. In particular, they observed an unusual structural motif involving chain backbones

crossing at perpendicular angles, formed whenever two backbones were in contact [150]. This aligned

with a similar motif we had identified in 3D microstructural models of C16-IDTBT predicted by

CG MD (see Section 5.2.5). We decided to replicate the experiments using MD simulations to further

explore the behaviour of these structures in 2D and draw lessons about interchain contact, as well as

test our MD forcefields. As argued previously, the STM images should provide a good representation

of the initial stages of thin film formation. Based on this, and the face-on orientation of chains in

C16-IDTBT thin films, we can infer that similar structural features to those observed by STM and

MD are also likely to form in thin films.
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In this section, I describe the setup and analysis of two sets of simulations. The first set involved

several chains deposited side-by-side to form ‘mats’ (Section 5.2.1). The second set involved pairs of

chains deposited one on top of the other, recreating the circumstances under which backbone contact

was observed in the STM experiments (Section 5.2.1).

For the simulations described in this section, I used a simulation box with a specially treated z-

boundary designed to replicate the surface of a substrate. Since the behaviour I was studying was

not dependent on achieving very large length- or time-scales, an atomistic model of a C16-IDTBT

was used. The following changes were made in the .mdp simulation parameter file. I implemented the

modelled substrate using the walls function in Gromacs, setting nwall = 2 to include walls at the top

and bottom z-boundaries of the simulation box, while pbc = xy was used to specify PBCs only in the

x- and y-directions. Walls were placed at both boundaries to enable the use of semi-isotropic pressure

coupling if required, although it was not used for gathering the results described here. To ensure that

chains only interacted with one wall, they were initially placed in a face-on arrangement close to the

lower z-boundary and the z-dimension of the box was set to 50 nm. I gave every atom a small initial

velocity of 1m s−1 directed towards the substrate, to ensure chains would make contact.

Since we wanted to compare the simulated structures to STM images of C16-IDTBT chains de-

posited on Au(111) substrate, I parameterise the wall using the following settings in the .mdp file. I set

wall-density = 60 to match the number density of gold atoms, in nm−3. wall-type = 9-3 was used

to set to shape of the effective potential for interactions with the wall, treating it as a solid medium

below the plane of the lower z-boundary.

During the process of ESD, the solvent from the prepared polymer solution is evaporated during

the dispersal and transit of the solution towards the substrate target. However, it is probable that

some remnants of solvent remain upon reaching the substrate, and therefore that the polymer chains

are initially immersed in small droplets of solvent. These solvent remnants also quickly evaporate (they

are not observed by STM), but it is possible that they have some impact on the formation of polymer

structures observed [153].

For the simulations described here, I chose not to include solvent molecules. This is because we

cannot be sure whether solvent is still present during the initial stages of polymer-substrate interaction,

or whether its presence has a significant influence on the formation of chains that persists after the

solvent has evaporated. Furthermore, simulating evaporation is not a straightforward task, although it

has been done [152], including for some work relevant to other sections of this thesis (see Section 5.2.2).

Without solvent molecules, interactions between chains, or between different sections of the same

chain, are no longer shielded by a solvation shell. For this reason, and to ensure that the substrate

interactions are felt by the chains in their initial positions slightly above the substrate, I increased

the cutoff distance for interactions to 2.5 nm, by including the following parameters in the .mdp file:

vdwtype = cut-off, rvdw = 2.5, and rlist = 2.7.
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Mats

Most chains in the monolayer imaged by STM are packed edgewise, with backbones aligned in parallel,

and side chains occupying the space in-between [150]. I decided to simulate ‘mats’ of chains adhered

to substrate, to explore their lateral packing behaviour. I employed two simulation setups. In the first,

nine 24mer chains of C16-IDTBT were initiated at the same z-height (2.5 nm from the lower boundary),

with their backbones aligned in the x-direction, and evenly spaced by 5 nm in the y-direction. The x-

and y-dimensions of the box were set to 50 nm, longer than the length of a stretched 24mer chain, but

small enough to confine the chains and encourage them to pack. PBCs were in place in the x- and

y-directions. The simulation was run at a system temperature of 600K for 2.5 ns, before being cooled

to 300K over 2 ns, followed by 0.5 ns at 300K (totalling 5 ns).

The second simulation setup was used to explore the effect of longer simulation times on the

structures formed. In this case, only two 24mer chains were simulated, and the y-dimension of the box

was reduced to 15 nm. With fewer chains, the simulation time could be increased to 50 ns. The same

system temperatures were applied, but with all time periods now ×10 longer.

Images of edgewise-packed C16-IDTBT chains are shown in Figure 5.2. Structures imaged by STM

are shown in Figure 5.2a, while those predicted by MD simulations are shown in Figures 5.2b and 5.2c.

Overall, the simulated structures show good correspondence with those imaged by STM. Interdigitated

structures of the side chains were present in both simulation models, although interdigitation was more

ordered in the two-chain model due to the longer simulation time. The backbones in the two-chain

model were separated by 2.5 nm, calculated from the spacing between the CoGs of the two closest

π-system rings. In the nine-chain model, the average closest spacing between neighbouring chains was

2.2 nm.

(a) (b) (c)

Figure 5.2: C16-IDTBT chains packed edge-wise on substrate. (a) An STM image is shown in the
background, with structural models of C16-IDTBT chains overlaid. (b) Structure predicted by MD
simulation of nine chains. (c) Zoomed-in image of structure predicted by long MD simulation of two
chains.
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The spacing between backbones in the simulated structures was comparable with that observed by

STM [150] (2.7 nm. Note that this is an average spacing, whereas I provided closest spacing for the

simulated structures), and larger than the periodicity observed in the top layer of films in AFM images

(1.6 nm) [94]. The difference with the AFM-observed periodicity is likely due to the 2D nature of the

simulation setup. The substrate confines both the backbones and side chains to the same monolayer,

meaning that the space between backbones must be wide enough to fit the full length of the side chains.

At the upper interface, and in the bulk, of a thin film, the side chains can be positioned above or below

the plane of the backbones, allowing the backbones to pack more closely.

These results confirm the relatively wide spacing between aligned, edge-wise packed backbones

observed by experiments. For transport considerations, this implies that the edgewise-packing observed

in domains of parallel backbones is unlikely to be particularly relevant to the high mobilities displayed

by C16-IDTBT, since the spacing between neighbouring backbones is too large to support reasonable

rates of intermolecular charge transfer.

Pairs of contacting chains

We are particularly interested in exploring structural features involving backbone contact, because

such contact is required to facilitate interchain charge transfer. The spacing and arrangement of the

backbones impacts the strength of coupling and therefore the rate of interchain charge transfer.

In the STM images, contact was achieved when chains were deposited one on top of the other. To

replicate this in simulation, pairs of chains were initiated in the following manner. The backbone of

the first chain was placed 2 nm above the substrate, orientated along x-direction. The second chain

was placed with its backbone 6 nm from the substrate. The upper chain was rotated around its central

BT unit, to point along a random direction in the xy-plane, and then translated in the x-direction by

a random distance between ±3 nm. 200 repeats were run, with different rotations and x-shifts. The

system temperature was varied over the course of each simulation to encourage the chains to adopt

an optimal, low-energy arrangement. This was implemented by coupling the system temperature to a

thermal bath at 600K for 5 ns, which was then cooled to 300K over 4 ns. After this, the simulation

continued at 300K for a further 1 ns.

An example of a contact structure predicted by MD can be seen in Figure 5.3a. Comparing this with

Figure 5.3b reveals the remarkable agreement between our simulated structures and those observed by

STM. From these images, we can observe that, around the contact locations, the closest side chains

tend to splay out in a neat, dovetailed pattern. Somewhat akin to interdigitation, this pattern is likely

the result of side chains optimising intermolecular interactions within the constrained geometry of the

contact structure.

Because the observed contacts featured an unusual perpendicular arrangement of the backbones, I

analysed the MD-produced structures by evaluating the crossing angle (θ) between chain backbones.
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(a) (b)

Figure 5.3: A pair of contacting C16-IDTBT chains in a crossing formation. (a) Contact structure
predicted by an MD simulation. The chains have been coloured red and blue respectively, to help
distinguish them. (b) A contact imaged by STM. Structural models of C16-IDTBT chains are overlaid
on the zoomed-in portion of the image. These have been outlined in red and blue respectively, to help
distinguish them.

We can expect θ to influence the strength of interchain coupling, since varying θ will vary the amount

of contact surface between the chains, and thus the degree of MO overlap. For each structure θ was

calculated by first locating the closest 6-member π-system rings on the two chains, which I term the

‘contact rings’ (yellow beads in Figure 5.4a). A pair of vectors, v⃗A and v⃗B, are then found, defining

the local orientation of the backbones at the point of contact. These vectors are drawn between the

centres of the two units (IDT or BT) on either side of the central contact ring (green beads in Figure

5.4a). θ is then calculated as the angle between v⃗A and v⃗B.

Figure 5.4b shows the distribution of θ adopted by the simulated chain pairs. We can see that θ is

clustered in a narrow distribution centred on the perpendicular. 95% of the simulated structures have

θ in the range 90◦ ± 30◦ .

I ran a further set of simulations to assess the impact of side chain length on the arrangement of

contacts. Pairs of chains with side chain lengths of one (C1), four (C4), eight (C8), and twelve (C12)

alkyl units were simulated in the same manner as for the C16 case. 20 repeated simulations were run

for each side chain length. The effect on the distribution of θ can be seen in Figure 5.4c. From these

results we can deduce that medium-to-long side chains (C8, C12, C16) tend to promote a much tighter

distribution of angles around the perpendicular compared to short side chains (C1, C4).

Figure 5.4d shows the proportions of moieties present at the point of closest contact between the

chain backbones. These results are from the simulations with C16 side chains. 77% of contacts involve

the BT unit of at least one chain, with BT-BT contact being most common (37%), followed by BT-Th

(33%) (where Th is used to denote the thiophene rings at either end of the IDT unit). Although

BT-BT stacks seemed to be generally adopted in all contacts observed by STM [150], the simulation

results suggest that chains in a crossing formation may have a small amount of freedom to ‘slip’ along

their backbone direction, such that the point of closest contact involves a thiophene. This discrepancy

may relate to 1) the presence of solvent during ESD but not in simulation, 2) the inability to locate

95



(a) (b)

(c) (d)

Figure 5.4: (a) Calculation of crossing angle. The diagram illustrates the origin of vectors (green
arrows) used to evaluate crossing angle between two polymer backbones, in modelled systems. (b)
Distribution of crossing angles, from C16 simulations. (c) Distribution of crossing angles, from simu-
lations with varying side chains lengths. (d) Moieties in contact, from C16 simulations.
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global minima due to limited simulation times, 3) inaccuracies in the forcefield of C16-IDTBT, or

treatment of the substrate, or 4) the limited sampling of contacts in STM images. However, it may

also be the case that the slightly broader range of structures observed from the simulations is relevant

to the contact structures we might expect to form in the solid state, where contacts are likely to be

less ‘ideal’ than those observed by STM.

With annealing in place, the chain closest to the substrate would adopt a fully face-on orientation.

However, the upper chain would sometimes twist, fully or partially, into an edge-on orientation as it

crossed over the lower chain. Since this type of arrangement was not observed by STM [150], it is

difficult to verify if they are physically legitimate. An exploration of the reasons why these contact

arrangements formed, and remained stable, in simulation is provided in Appendix A.1.

Alongside confirming the strong tendency of C16-IDTBT to form perpendicular contacts, the re-

sults presented in this section provide an indication of the chemical-structural reasons why a crossing

arrangement is preferred. This arrangement appears to be a consequence of the size and attachment

locations of the side chains. The side chains sterically block the IDT units on opposing chains from

approaching one another during the aggregation process. This guides the backbones towards a BT-BT

stacked arrangement, due to the relative ‘nakedness’ of the BT unit (Figure 5.4d). With BT units

in contact, the side chains can optimise their interactions by rotating the backbones into a perpen-

dicular formation. An ideal manifestation of this is shown by the neatly spaced side chains in the

dovetailed arrangements shown in Figure 5.3a and Figure 5.3b. The fact that longer side chains lead

to a narrowing of the distribution of θ (Figure 5.4c) further confirms the crucial role of the side chains

in encouraging the crossing motif. Although side chains have traditionally been considered a ‘neces-

sary evil’ for improving the the solution-processability of conjugated polymers, these results indicate

a noteworthy case in which the side chains can play a positive role in promoting potentially useful

contact arrangements (the utility of the crossing motif for transport in the bulk is explored further in

Section 5.2.6 and Chapter 6).

For transport considerations, we might expect that, compared to a parallel, face-on contact ar-

rangement, perpendicular contacts will lead to weaker electronic coupling and therefore lower inter-

chain charge transfer rates. However, an interesting question is raised by the narrow distribution of

θ for long side chains. This result demonstrates that side chain interactions help to stabilise contacts

in a narrow range of geometries, which is likely to reduce the scale of time-dependent fluctuations in

the contact geometry (i.e. interchain vibrational modes). Since coupling is extremely sensitive to the

contact geometry, and since dynamic disorder in coupling has been identified as a key influence on

transport [11, 57, 68, 69], it is possible that the crossing motif could lead to benefits for interchain

transport by sterically ‘locking’ the backbone positions. Further results relevant to this effect are

presented in Section 7.2.4.

97



Figure 5.5: Backmapping of a CG IDTBT monomer. From left to right are shown: The CG representa-
tion, the initial projection of atoms, and the final backmapped structure after subsequent optimisation
and propagation steps. Only backbone atoms are shown (side chains are hidden).

5.2.2 Backmapping Coarse-Grained Structures

To explore the solid-state microstructure of C16-IDTBT, we employed CG MD to generate models

of thin films of C16-IDTBT in 3D, and other conjugated polymers for comparison. The use of CG

forcefields allowed us to simulate larger system sizes and timescales than had been achieved by previous

works. Thus, we were able to generate microstructural models composed of high numbers of chains with

physically representative chain lengths. The largest model included 300 chains of 24mer C16-IDTBT.1

The initial work of producing these models was done by Anders S. Gertsen. Using his evaporation

simulation procedure (summarised in Section 6.1, see also [121, 152]), Anders generated models of

C16-IDTBT 24mers, C16-IDTBT 12mers, P3HT 48mers, and PffBT4T-2OD 12mers. Summarised

information about the models may be found in Table S2 of [150].

Because I was interested in the fine-grained details of the packing structures present in these models,

I employed a backmapping procedure to convert the models from a CG representation to an atomistic

representation. This retains the general orientation and conformation of chains predicted by the CG

simulations, while providing access to atomic-scale detail. The backmapping of an IDTBT monomer

is shown in Figure 5.5.

My implementation of the backmapping technique was based on the procedure backwards, devel-

oped by Tsjerk Wassenaar [154]. A notable feature of backwards is the inclusion of an initial projection

step, which produces a rough estimate for the positions of atoms based on a mapping scheme applied to

the CG beads. The projection step is followed by a series of optimisation and short time-propagation

steps, to gradually encourage the atoms into a realistic configuration. To improve its performance

on the models in this investigation, I made some modifications to the original backwards procedure.

These included the implementation of an additional collision avoidance step, which locates overlapping

atoms and pushes them apart. This step helped to avoid the occurrence of extremely large forces (and

subsequent crashes in the MD algorithm) when backmapping large and dense solid-state models. Fur-

ther details about the backmapping procedure, including an overview of the mapping schemes I created

1This may be compared with the 8mer and 10mer oligomer models previously reported by Thomas et al. [97] and
Venkateshvaran et al. [86], respectively. Makki et al. reported models of 20mers, although system sizes were limited to
25 chains [100].
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(a) (b)

Figure 5.6: Verification of the backmapping procedure, by comparing overlaid CG and backmapped
models, and confirming that chain conformations are similar. CG beads are shown as semitransparent
spheres. Hydrogen atoms are hidden in the atomistic structures for clarity. (a) A pair of C16-IDTBT
chains in contact. (b) A crystalline region of a P3HT microstructural model, with side chains hidden
for clarity.

for the polymers in this study, and other modifications to backwards, are provided in Appendix A.2.

I verified the backmapped thin film models against the original CG structures by visual inspection.

The models as a whole were compared, as were samples of individual chains and locations of chain

contact, by visualising overlaid CG and backmapped models, as seen in Figure 5.6.

In the following sections, I describe my analysis of the microstructures presented by the backmapped

thin film models. From this analysis I draw conclusions about the influence of the different microstruc-

tures on the charge transport behaviour of the conjugated polymers.

5.2.3 General Microstructural Trends

I begin my analysis with some observations about the mesoscale features displayed by the models. For

all the polymers, the backbone axes of chains are generally orientated in-plane i.e with most segments of

the backbone directed in the xy-plane. This corresponds with experimental measurements of backbone

orientations in C16-IDTBT [29], and likely arises due to the anisotropic shrinking of the simulation box

(i.e. only in the z-direction) during the drying stages of the CG MD procedure. In polymers with fast

intrachain transport, such as C16-IDTBT, this is likely to benefit in-plane mobility, i.e. the mobility

measured by FET experiments. This was corroborated by transport simulation results, which showed

higher mobilities in the xy-plane compared to the z-direction for the C16-IDTBT 24mer system.

However, chain backbones in the C16-IDTBT 12mer models tended to show a wider distribution

of orientations with respect to the the out-of-plane z-direction, compared to the 24mer model (see

Figure A.3a). This led to higher mobilities in the z-direction than in the xy-plane for the 12mer

systems (See Section 6.2.3 for method details and Appendix C for results).

In the C16-IDTBT models, there was a slight preference for the π-conjugated backbone planes to

be orientated in the z-direction of the models (i.e, face-on, see Figure A.3b). This partially corresponds
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(a) (b)

Figure 5.7: A top-down view of the bottom 30Å slice of backmapped thin film models composed of (a)
C16-IDTBT 12mers, and (b) P3HT 48mers. Only atoms that form part of the π-conjugated system
are shown for clarity. Some examples of ordered domains have been highlighted in yellow for P3HT.
Simulation bounding boxes are shown in black. Box side lengths are 25 nm for both systems.

with experiments, which show a very strong preference for face-on orientations in C16-IDTBT thin

films [29]. The partial discrepancy is likely related to the lack of explicit substrate included in the

MD simulations. In a different study, employing the same evaporation procedure but using atomistic

forcefields and an explicit substrate, a stronger orientational preference was measured for a small

molecule OSC [152]. Another contributing factor is likely to be the limited timescales that can be

simulated by MD, which invariably lead to less ordered structures than those observed in experiments.

Figure 5.7 shows slices of the C16-IDTBT and P3HT models, from which we can observe the

different degrees of structural order. The P3HT system shows semicrystalline features, including

domains of repeated stacks of parallel-packed backbones, alongside more amorphous regions. Similar

mesoscale ordering was also observed in the PffBT4T-2OD system, which makes sense given their

shared classification as semicrystalline polymers. As expected, based on experimental evidence, the

C16-IDTBT systems are far less structurally ordered. Although there is some evidence of domains of

aligned backbones shown in the top layer of C16-IDTBT films by AFM [94], these kinds of structure

are not present in the models. The reason that aligned structures form in the P3HT models but not in

the C16-IDTBT models is most likely due to a combination of difference in flexibility of the polymer

backbones, the different length and attachment of side chains that allow P3HT chains to align in a

parallel sense more easily, and the timescales reachable by MD (including CG MD). However, I do not

consider the absent regions of aligned backbones important for explaining the transport behaviour of

C16-IDTBT. Unlike in semicrystalline polymers, experimentally-observed domains of aligned chains
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in C16-IDTBT are made of edgewise-packed backbones. The spacing between aligned backbones is

therefore large (∼1.6 nm [94]), and occupied by insulating side chains, meaning that these domains are

not likely to be responsible for facilitating fast interchain transport.

The structural order present in P3HT and PffBT4T-2OD leads to extended lengths of backbone

contact between neighbouring chains (see Section 5.2.6). For transport considerations, these structures

are likely to improve interchain electronic coupling and therefore mobility, in agreement with the tra-

ditional explanation for why semicrystalline polymers tend to outperform older amorphous conjugated

polymers [12]. Of course, this explanation does not apply to C16-IDTBT, which links back to the

original source of puzzlement about the transport behaviour of this polymer, presented in Section 2.5.

Since this behaviour cannot be rationalised from a mesoscale view alone, in the following sections I

‘zoom in’ to present analysis of fine-scale features associated with precise locations of contact between

backbones.

5.2.4 Interchain Contact Selection

To understand interchain charge transport in C16-IDTBT and other polymers, we need to understand

how polymer backbones make contact in the solid state. It is relatively straightforward to detect which

chain backbones are in contact in the backmapped models using a simple cutoff scheme. To do this, I

searched through the models to identified all pairs of chains with an interchain separation between π-

system atoms ≤8Å (using a function from the python package MDAnalysis [155, 156]), thus producing

a list of pairs of contacting chains. For further analysis, it is useful to not only detect contacting

chains, but to also assess the degree of contact between chains. This step is made less straightforward

by the fact that, as we will see later, the arrangement of backbones in contact can be radically different

between different conjugated polymer systems.

At this point, there are a number of approaches we could adopt to assess the degree of contact.

Since, for our consideration, the importance of interchain contact lies in the fact that it facilitates

electronic coupling, one approach would be to use a continuous function that takes in the separation

between π-system atoms (or moieties) and calculates a value that acts as a proxy for the electronic

coupling. For instance, by using the exponential relationship between separation distance and coupling

strength (see Section 3.1.5).

Instead of this, however, I found it useful to locate discrete points of contact between chains,

and then to infer the implications for transport from statistics about the occurrence of these contact

locations. The benefit of detecting discrete contact location, over adopting a definition of ‘degree of

contact’ as a continuous property, is that each contact location is associated with a distinct arrangement

of backbones in the microstructural models. The geometry of these arrangements can then be analysed

(see Section 5.2.5), along with the contact occurrence statistics (see Section 5.2.6), to gain insight into

the relationship between microstructure and transport. An additional practical benefits of locating
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(a) (b)

Figure 5.8: Interchain contact selection pitfalls. (a) Double-counting. This can occur when a segment
on one chain is located within the cutoff distance of multiple segments on another. In this case segment
b2 is coupled to both a2 and a3. (b) Under-counting. Segments a3 and b2 have been paired up (e.g.
because this pairing was detected first, or because the shortest interchain separation is between these
monomers), but this means segments a2 and b3 are left unpaired despite being close to the other chain.
A more representative choice of pairings might be to pair up a2:b2 and a3:b3. However the offset
between segments is likely to lead to a relatively small total coupling between the backbones, after
coupling calculations are performed (see Section 6.2.2).

contacts in this way, is that it allows for the streamlined application of DFT and KMC methods to

our systems (see Chapter 6).

A drawback of this approach is that there is some ambiguity in how we select contact locations.

For example, chains of P3HT will often be packed such that the backbones of neighbour chains run

alongside each other for significant portions of their length. To delineate specific contact locations, we

must decide how far along the length of the backbones is appropriate for the spacing between each

subsequent contact.

I used a backbone segment length of approximately 3.2 nm as the basis for detecting discrete con-

tact locations between backbones. Specifically, this corresponded to two monomers in C16-IDTBT and

PffBT4T-2OD, and eight monomers in P3HT. As well as the distance between contacts, this defined

the segment lengths of backbones that would later be used to evaluate the geometry of contacts (see

Section 5.2.5), and to perform quantum chemical calculations (see Section 6.2.2). Based on this, seg-

ment lengths of approximately 3.2 nm were considered appropriate, as the maximum length of backbone

for which thousands of DFT calculations could be performed within reasonable computational expense.

In addition, I considered it desirable to use an IDTBT segment length greater than one monomer, as

there is evidence that holes delocalise across multiple monomers in the IDTBT backbone [82, 86].

The method I developed to detect contacts between chain backbones ended up being fairly complex.

A naïve approach would involve simply dividing up each backbone into sequential segments, starting

from the first group of two or eight monomers and moving down the backbone. One could then locate

contacts between any two chains by detecting whether pairs of segments were separated by less than

some cutoff distance. However, arbitrarily dividing up the backbone in this way can lead to some

pitfalls when segments on paired chains are not ideally positioned. These are depicted visually in

Figure 5.8. The first issue, shown by Figure 5.8a, is the double-counting of contacts. Since we are
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using the number of contacts between chains as a rough proxy for how strongly coupled they are,

this situation would exaggerate the degree of coupling between the chains. We could circumvent this

problem by only allowing each segment on chain A to pair with a maximum of one segment on chain

B and vice-versa. However, as depicted by Figure 5.8b, this can commonly lead to the second issue of

under-counting contacts, again due to non-ideal positioning of the segments.

To avoid these issues I developed a ‘dynamic’ contact selection method. The main improvement

over the approach outlined above is that the chains are divided into segments only after evaluating the

best way of dividing backbones into segments and assigning segments to contact pairs. This method

is implemented as an algorithm that carries out the following steps:

1. Create a ‘coupling matrix’ with dimensions equal to the number of monomers in each of the two

chains (which we label A and B). This matrix is populated using a function that estimates the

electronic coupling between each monomer on A, with each monomer on B. The function sums

the exponentially-weighted separation distances (∼ exp(−r/β)) between CoG of ring structures

in each monomers, and returns zero beyond a cutoff distance of 1 nm.

2. The coupling matrix is divided into submatrices by slicing along any rows or columns that

are filled with zeros. Submatrices containing only zeros are discarded. Each of the remaining

submatrices represents a location where there are monomers in contact between the two chains,

which are from here referred to as islands. Different islands represent different positions along

the two chains that are separated by consecutive non-interacting monomers (e.g., contact 3 in

the C16-IDTBT image in Figure 5.9, which is separated from contacts 1 and 2).

3. For each island, several different possible segment pair choices are compared, by summing up

the total estimated coupling each choice would provide. This is equivalent to sliding the choice

of segments back and forth on each chain backbone, in increments of one monomer, and in each

position calculating the total estimated coupling between the segments on each chain.

4. The choice of segment pairs that maximises the total estimated coupling between chains is selected

and outputted. Examples of the results of this selection process may be seen in Figure 5.9.

Running the algorithm on the list of the chain pairs found for each backmapped system, I identified

5787 contact locations in the C16-IDTBT 24mer model, 2821 in the C16-IDTBT 12mer model, 6062

in the P3HT model, and 4512 in the PffBT4T-2OD model. On their own, these numbers might give

the impression that the P3HT model features a much higher degree of backbone contact than the

C16-IDTBT 12mer model. However it is important to remember that the former model contains more

chains (420 versus 250, see Table S2 of [150]).

For the analyses presented below, I considered only a subset of the identified contact locations,

which I refer to as close contacts. These locations are the most likely to support large interchain

103



Figure 5.9: Diagram shows how multiple contact points are located between pairs of chains. In the
top two images, the two chains are coloured red and blue respectively. In the bottom two images, the
unused (non-interacting) sections of the two chains are coloured according to their atom types (e.g.,
carbon atoms are cyan). The solid-coloured segments are those associated with contact structures,
which have been numbered.

couplings, and are thus the most relevant to charge transport. The criteria for close contacts was that

the paired segments contain at least one pair of rings for which the interchain separation between CoGs

was ≤6Å. These may also be thought of as 1st NN contacts (see Figure 5.10a). I identified 3365 close

contacts in the C16-IDTBT 24mer model, 1661 in the C16-IDTBT 12mer model, 2551 in the P3HT

model, and 1967 in the PffBT4T-2OD model.

5.2.5 Interchain Contact Geometry

To understand what interchain packing looks like in the different polymer materials, I considered

the different arrangements that chain segments tend to make at contact locations i.e. the contact

geometries.

To generate contact geometries from contact locations, I first extracted the relevant chain pairs

from the thin film model. I then trimmed the backbones down to the approximately 3.2 nm segments

identified by the contact locating algorithm. This involved removing any excess monomers and capping

the remaining segments with terminal hydrogen atoms. All side chains were similarly shortened to

methyl groups. In some cases, chain segments participating in a contact were separated across PBCs,

so it was necessary to shift one of the segments by the appropriate box dimension to place them next

to each other before further analysis.

Strictly speaking, the number of degrees-of-freedom (DoFs) defining a contact is 3 × the number

of atoms in the two participating chain segments. To simplify my analysis, and draw insights, I sought

to greatly reduce this number by identifying collective variables that could meaningfully describe the

contact geometries. One way to do this would involve treating the backbone segments as rigid bodies

and considering the six DoFs that describe the translation and rotation of one segment with respect to
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the other (neglecting conformation differences between the segments). However, in preliminary testing,

I found that this still represented too many variables to enable a straightforward analysis.2

Instead of six DoFs, I settled on using two collective variables to describe the contact geometries.

These were the interchain separation distance (r) and the crossing angle between backbones (θ). The

r for a given contact was defined using the distance between the CoGs of the closest rings belonging to

each segment (meaning that shorter r could be more easily achieved by a cofacial arrangement of rings).

r is known to correlate with electronic coupling, especially at larger distances. Following theoretical

arguments summarised in Section 3.1.5, it can be shown that the strength of coupling should decrease

exponentially as r increases. The definition of θ, and my motivation for using this variable, have been

discussed in Section 5.2.1.

Figure 5.10 shows the results of my evaluation of r and θ for the conjugated polymer models.

Figure 5.10a shows a distribution of r for all contacts identified in the systems. It features two sharp,

well-defined peaks for the semicrystalline polymers, corresponding to 1st and 2nd NN packing structures.

The 1st NN peaks are centred on modal distances of 3.8Å and 3.7Å for P3HT and PffBT4T-2OD

respectively. The 2nd NN peaks are centred on distances of 7.3Å and 7.1Å for P3HT and PffBT4T-2OD

respectively. These are both very close to twice the distance of the 1st NN contacts. Taken together,

these features reveal the presence of repeated packing structures within these two systems, which is

appropriate given the semicrystalline nature of the modelled polymers.

In contrast, the C16-IDTBT systems each show one prominent 1st NN peak, while the 2nd NN

peaks are present but diminished compared to the semicrystalline polymers. Both peaks are also much

broader. The 1st NN peaks occur at a separation distance of 3.9Å in the two C16-IDTBT models.

This value corresponds well with the π-stacking distance of 3.8Å extracted from grazing-incidence

wide-angle X-ray scattering (GIWAXS) experiments by Zhang et al. [29]. The 2nd NN peaks occur

at 8.3Å, slightly longer than twice the distance of the 1st NN peaks. These features suggest a lack

of repeat packing structures in the C16-IDTBT models, which aligns with the lack of experimental

observations of long-range order in C16-IDTBT thin-films.

Figure 5.10b reveals the very different behaviour of contacts within the C16-IDTBT and semicrys-

talline polymer models, when θ is evaluated. In agreement with the 2D results (Section 5.2.1), the

C16-IDTBT models show a clear preference for chains to cross at near-perpendicular angles. 62%

of close contacts featured a crossing angle in the 90◦ ± 30◦ range. By contrast, the P3HT and

PffBT4T-2OD models show a preference for more parallel contacts. Only 10% of P3HT and 9%

of PffBT4T-2OD close contacts feature crossing angles in the near-perpendicular range. The prefer-

ence for perpendicular contacts in the C16-IDTBT models aligns with the preference for 90◦ angles

between neighbouring domains observed by HRTEM experiments [93]. This may indicate that, in

2A machine learning approach could potentially be useful in this effort, provided that enough training data can be
provided.
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(a) (b)

(c) (d)

Figure 5.10: (a) Distributions of interchain separation distances. (b) Distribution of crossing angles
at close contacts. (c) Distribution of interchain separation distances for contacts in the C16-IDTBT
24mer system. (d) Distribution of interchain separation distances for contacts in the P3HT system. In
(c) and (d), the distributions are separated into bins according to the crossing angle of the contacts,
symmetrised around 90◦. Darker shaded distributions represent more perpendicular crossing angles.
Note that the distributions corresponding to larger crossing angles are drawn at the back for (c), but
in front for (d).
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Figure 5.11: Proportion of close contacts involving different moiety pairings. Data is from contacts in
the C16-IDTBT 24mer system.

physical films, where chains belonging to the same domain are more likely to be arranged in parallel,

most backbone contacts might occur in regions of domain overlap rather than within domains.

Figures 5.10c and 5.10d reveal the different relationships between r and θ at contact locations in

the C16-IDTBT 24mer and P3HT systems. In C16-IDTBT, we see that contacts tend to be packed

most tightly when crossing angles are large; the 1st NN peaks of the [60, 75) and [75, 90) crossing angle

bins are at a shorter distance than the peaks for smaller angle contacts. In P3HT the opposite trend is

seen, with the closest contacts being much more associated with smaller crossing angles. Furthermore,

both the sharp peaks, associated with 1st and 2nd NNs, are largely made up of parallel contacts.

The fact that very few perpendicular contacts contribute to the peaks indicates that they are not

part of the ordered packing scheme favoured by the chemical structure of P3HT. This confirms the

expected picture of the semicrystalline system microstructures as containing large numbers of repeated

stacks of parallel contacts. For C16-IDTBT, these results strongly imply that there is a fundamental

incompatibility between the formation of perpendicular contacts and repeated packing structures; The

microstructure of C16-IDTBT does not present long-range order exactly because the C16-IDTBT

chains so strongly prefer to arrange themselves in a perpendicular packing motif (see Section 6.2.1 for

analysis of the energetics behind the different contact geometries). This is a noteworthy result because

it runs counter to the expectation that a material with a strongly preferred packing arrangement is

more likely to exhibit microstructural order.

Figure 5.11 shows the moieties that are involved in C16-IDTBT close contacts. The closest point

of contact tends to involve the BT unit of one or both chains, corresponding with the 2D case (Sec-

tion 5.2.1). In the microstructural models, BT-Th contacts occur most often (42%), followed by BT-BT

(35%). This result suggests that the chemical-structural reason for the formation of perpendicular con-
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(a) (b) (c)

Figure 5.12: Interchain contact occurrence statistics. (a) Distributions of the total number of close
contacts made by each chain to any other chain. If multiple contacts are shared between a pair of
chains, they are all counted. (b) Distributions of the number close contacts to distinct chains made
by each chain. If multiple contacts are shared between a pair of chains only one count is recorded. (c)
The number of close contacts shared between paired chains (with at least one contact between them).
Contact statistics are gathered for backmapped systems of C16-IDTBT 24mers, C16-IDTBT 12mers,
P3HT 48mers and PffBT4T-2OD 12mers. The distributions are normalised separately for each system,
to account for the different numbers of chains in each.

tacts is due to the presence of the four bulky side chains attached to the IDT unit, and the unadorned

BT unit, as proposed in Section 5.2.1. In Section 6.2.1 I utilise quantum chemical calculations to

further explore the chemical-structural origins of the different contact geometries in C16-IDTBT and

P3HT.

The perpendicular θ at C16-IDTBT contacts decreases the degree of contact ‘surface’ between

backbones compared to a parallel arrangement. This is likely to reduce the MO overlap at contacts,

indicating that interchain coupling is likely to be lower in C16-IDTBT compared to the semicrystalline

polymers. For transport considerations, this implies that strong interchain coupling is unlikely to be

a factor contributing to the high bulk mobility of C16-IDTBT. However, the fact that the 1st NN r is

so similar between C16-IDTBT and other systems (<0.2Å difference) is noteworthy. It suggests that

crystalline packing structures are not necessary for achieving tight packing at contacts. The crossing

motif allows C16-IDTBT to achieve tight packing despite its lack of structural order, which may be

sufficient to establish moderate interchain coupling. The relationship between the geometry of contacts

and coupling strength is explored further in Section 6.2.1 and Section 6.2.2.

5.2.6 Interconnectivity

To understand how the different contact geometries influence broader microstructural trends, I assessed

the occurrence of contacts in the microstructural models.

Figure 5.12 contains several results describing the occurrence of contacts. Considering Figure 5.12a,

we see that, for all the systems with chains of comparable contour lengths, the total number of

close contacts made by each chain tends to be similar, with a modal value of ∼12. This applies
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(a) (b)

Figure 5.13: A visual depiction of interconnectivity in the (a) C16-IDTBT 12mer, and (b) P3HT
systems. A single chain backbone is shown in red, with all chain backbones in close contact with this
primary chain in semi-transparent blue. The simulation bounding box is shown as a black square.
Only atoms that form part of the π-conjugated system are shown for clarity.

to C16-IDTBT 12mers, P3HT 48mers, and PffBT4T-2OD 12mers, which have contour lengths of

∼19.5 nm, ∼19.0 nm, and ∼25.0 nm, respectively. The chains are longer in the C16-IDTBT 24mer sys-

tem (with contour length ∼39.0 nm), leading to a modal number of contacts of ∼23. The similar total

numbers of contacts between the C16-IDTBT 12mers and the semicrystalline polymers is noteworthy

if we consider the four bulky side chains attached to the IDTBT monomer. One might expect these to

sterically block contact between backbones, so the fact that C16-IDTBT still achieves a similar number

of contacts for a similar backbone length is surprising.

Figure 5.12b reveals a crucial difference between the C16-IDTBT and semicrystalline systems. In

C16-IDTBT, chains tend to form close contacts with an unusually high number of distinct neighbours.

These two results (similar total number of contacts, and differing numbers of distinct contacts) can

be understood by considering Figure 5.12c, which shows the number of close contacts that are shared

between neighbouring chains. In the semicrystalline polymers, it is relatively common for any two

chains with at least one contact to be arranged in such a way that they share multiple contacts along

the length of their backbones. By contrast, in the C16-IDTBT systems, each pair of chains almost

always shares a maximum of one contact. This indicates that the IDTBT backbones are arranged in

such a way that they pass close to each other at one location before diverging.

I quantified the differences between the microstructures using a metric I term the interconnectivity.

I defined this as the average number of close contacts with distinct chains divided by the contour length

of the chains. In other words, this values gives the average number of distinct close contacts per unit of
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backbone length. Calculating the interconnectivity of each of the systems, I found a value of 0.56 nm−1

for the C16-IDTBT 24mer system, 0.67 nm−1 for the C16-IDTBT 12mer system, 0.34 nm−1 for the

P3HT system, and 0.37 nm−1 for the PffBT4T-2OD system. If we multiply the interconnectivity value

of the C16-IDTBT 12mer system by the length of an IDTBT monomer (1.6 nm), we get a value of 1.1,

meaning that the C16-IDTBT chains in this system participate in a close contact with a new chain

slightly more often than once per monomer, on average. A visual depiction of the different levels of

interconnectivity displayed by the C16-IDTBT and P3HT models can be seen in Figure 5.13.

Figure 5.14: A perpendicular ar-
rangement provides space for more
distinct contacts.

The high interconnectivity values of the C16-IDTBT systems

likely arises as a consequence of the perpendicular crossing motif,

in combination with long and stiff backbones. With each con-

tact in a crossed arrangement, many neighbouring chains can be

positioned alongside each other, all making close contact with

the same primary chain (e.g. the red chain in Figure 5.13). The

stiff backbone (and crucially the lack of backbone folding) then

allows each chain to extend through the microstructure to make

contact with many neighbours. This is in contrast with poly-

mer systems in which parallel contacts are favoured, where each

neighbouring chain can sterically block a larger number of other

potential neighbours from access to the primary chain. A simplified diagram contrasting these two

cases can be seen in Figure 5.14.

For a charge being transported through the microstructure, the high interconnectivity of the

C16-IDTBT systems means that each C16-IDTBT chain is accessible from, and provides access to,

many of its neighbours. This is likely to benefit bulk mobility by opening up many different charge

transport pathways. On the other hand, the low number of shared contacts between backbones implies

a relatively low degree of contact, and therefore low coupling, between any two contacting chains,

compared to the semicrystalline polymers P3HT and PffBT4T-2OD.

The highly interconnected microstructure of C16-IDTBT bares some similarities with cross-hatched

crystallite structures describe by Takacs et al. and Schulz et al. in a series of semicrystalline mate-

rials [101, 102]. Although differing in the degree of long-range order present, these 2D crystallite

structures demonstrate the benefits to transport that can be gained by moving away from a classical

arrangement of parallel packed backbones. Takacs et al. proposed that the higher connectivity be-

tween chains in such microstructures, and the isotropy of locally accessible transport pathways, allows

charges to navigate around blockages and traps [101]. The increased isotropy of accessible chains may

also allow charges to more frequently transfer onto backbones orientated in-line with the field direction.

This would increase mobility in a stiff, planar polymer such as C16-IDTBT, since each well-orientated

backbone can act as a ‘highway’, rapidly transporting charges through the microstructure.
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5.3 Conclusions

In conclusion, I have presented a series of computational investigations into the microstructure of the

high-mobility conjugated polymer C16-IDTBT. I have focused on identifying and understanding those

microstructural features which are relevant to the charge transport behaviour of C16-IDTBT. This

has been aided by comparison with modelled microstructures of the semicrystalline polymers P3HT

and PffBT4T-2OD.

My results indicate that C16-IDTBT chains make contact by adopting an unusual packing motif

involving backbones crossing at perpendicular angles. This contact geometry allows C16-IDTBT back-

bones to pack as closely as semicrystalline polymer backbones. However, unlike these polymers, this

close packing between immediate neighbours does not form part of a repeated packing structure. In

fact, the strongly favoured crossing motif may be incompatible with long-range order.

The chemical-structural cause of the crossing motif in C16-IDTBT appears to involve the side

chains of the polymer. In particular, the attachment point of the side chains on the IDT unit, and the

unadorned BT unit. Crossing appears to be favoured even when side chains are short, although longer

side chains appear to promote a narrower range of contact geometries around the perpendicular.

The perpendicular crossing motif promotes a highly interconnected microstructure, meaning that

each C16-IDTBT chain is in close contact with many of its neighbours. This is achieved by allowing

for a high density of close contacts along the backbone of each chain, with each contact being to a

distinct neighbouring chain.

A high degree of interconnectivity is likely to benefit transport by increasing the number of easily

accessible, (semi-)isotropic transport pathways, including intrachain pathways that are well-aligned

with the field direction.

Based on these results, we can list some insights that may be useful when considering the design

of new high-mobility polymers (see Section 6.3 for further discussion of design rules):

• Side chains can play a positive role in promoting useful packing arrangements.

• Crystallinity is not necessary for the close packing of backbones.

• Crystallinity can be detrimental to achieving other useful transport network topologies.

In this chapter, I have presented a microstructural picture of C16-IDTBT and stated some of the

benefits to transport arising from this picture. To counterbalance these, it is also worth reiterating the

potential drawbacks. In particular, the low number of shared contact locations between C16-IDTBT

backbones, and the low degree of contact surface provided by a crossing arrangement, imply that the

interchain coupling is likely to be relatively weak. In the traditional framework, used to explain the

superior mobilities of semicrystalline polymers compared to older amorphous polymers, weak interchain
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coupling is cited as the main reason why amorphous polymers perform worse, and therefore why long-

range structural order is desirable [12].

To confirm whether the microstructural picture of C16-IDTBT presented in this chapter can ratio-

nalise the transport behaviour of the polymer, I carried out further analysis of the factors influencing

transport, with a particular focus on the electronic coupling established at contacts. The results of

this analysis are presented in the next chapter.
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Chapter 6

Transport in C16-IDTBT

This chapter, and the previous, describe an investigation into the high-mobility, non-crystalline poly-

mer C16-IDTBT. Developing on the microstructural insights detailed in Chapter 5, I explore the

microstructure-transport relationship using quantum chemical calculations and simulations of charge

transport through realistic microstructural models. Based on these analyses, I identify and compare the

various factors contributing to the transport behaviour of C16-IDTBT, concluding that its high mobility

arises from a combination of high intrachain mobility, close backbone packing, and a highly intercon-

nected transport network. The majority of the work described here has been published in Proceedings

of the National Academy of Sciences [150].

6.1 Introduction

The high-mobility conjugated polymer C16-IDTBT was introduced in Section 2.5. In the previous

chapter, I formulated a picture of the microstructure of C16-IDTBT and proposed how features of

the microstructure are likely to inform the transport behaviour of the polymer. In this chapter, I will

describe my further investigation into the microstructure-transport link in C16-IDTBT. In particular,

I will detail my exploration of the quantum chemical interactions established at interchain backbone

contact points. This will be followed up by analysis of charge transport simulations. These simulations

are used to consolidate information about the microstructure and electronic structure gathered over

Chapters 5 and 6. The results allow me to test my propositions about the microstructure-transport

link in C16-IDTBT.

Here, I provide a brief summary of insights relevant to this study, gained from past work and the

results of the previous chapter. The C16-IDTBT backbone is linear and planar, indicating support for

fast intrachain transport [86]. Bulk transport is likely to be limited by interchain charge transfer rates,

as implied by the increase in experimentally measured mobilities with increasing chain lengths [91]. In

the previous chapter, I identified a favoured interchain packing motif involving backbones crossing at

perpendicular angles, with BT-BT or BT-Th moieties in contact between the backbones (Section 5.2.1
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and Section 5.2.5). This motif enabled close packing between the backbones (Section 5.2.5). In the

solid state, adopting the perpendicular motif allowed each backbone to make contact with a large

number of neighbouring chains, producing a highly interconnected microstructure (Section 5.2.6). I

proposed that a high interconnectivity would benefit transport by increasing the number of easily

accessible, (semi-)isotropic transport pathways, including intrachain pathways well-aligned with the

field direction.

With the above information in mind, several questions remain about the microstructure-transport

link in C16-IDTBT, which I list here:

• What is the strength of interchain electronic coupling at contact points? Moreover, how does the

preferred contact geometry influence the coupling strength?

• How do interchain coupling strength, intrachain transport, and microstructural interconnectivity

combine to control the bulk mobility of C16-IDTBT?

• Do the above features and behaviours differ between C16-IDTBT and other conjugated polymers?

In seeking to answer these questions, I was aided by the work of my coauthors on [150]. In particular,

I made use of data from experiments by Matthew J. Bird, and a computational study by Yucheng Xu.

Matthew carried out pulse radiolysis time-resolved microwave conductivity (PR-TRMC) measurements

on C16-IDTBT chains dispersed in solution. The data he gathered was used to estimate the mobility

for holes confined to the backbones of single chains. Yucheng carried out a series of DFT simulations,

from which he calculated a value for the reorganisation energy of C16-IDTBT. The results of both

these investigations are given in Section 6.2.3, where they are used to inform the setup and analysis of

my charge transport simulations.

My contributions to the investigation of the microstructure-transport link in C16-IDTBT are de-

scribed in the remainder of this chapter. Here, I briefly outline the methods I employed, and how these

were used to address the research questions listed above:

• In Section 6.2.1, I describe the construction of ‘contact interaction maps’ which relate the ge-

ometry of interchain contacts to the quantum chemical interactions established between polymer

chains. Analysis of these maps provides insight into the chemical-structural reasons why certain

contact arrangements are observed, and how these arrangements govern interchain coupling.

• In Section 6.2.2, I describe the calculation of coupling strength at interchain contact points in

realistic microstructural models. Analysis of these results provides insight into the likely strength,

and geometrical-dependency, of coupling in the solid state of real conjugated polymer materials.

• In Section 6.2.3, I describe the setup and running of charge transport simulations performed on

realistic microstructural models, which consolidate much of the data gathered over this chapter
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and the previous. Analysis of the simulation results allows us to identify factors contributing to

the charge transport behaviour of C16-IDTBT, and weigh-up their relative importance.

Based on these results, I aim to rationalise the transport behaviour displayed by C16-IDTBT. In

particular, I aim to unify the apparently contradictory characterisations of C16-IDTBT as both a

structurally disordered, and high-mobility, material. In the concluding section of this chapter (Sec-

tion 6.3), I will discuss how insights gained from this study can aid in the design of new conjugated

polymers with even better transport properties.

6.2 Methods and Results

The result presented in Sections 6.2.1 and 6.2.2 are based on DFT calculations. All calculations

were performed in Gaussian 16 [157], at the cam-b3lyp/cc-pVDZ level of theory, with Grimme’s D3

dispersion correction [111]. The systems evaluated by DFT consist of polymer chain segments that

are approximately 3.2 nm long, corresponding to two monomers in C16-IDTBT and eight monomers

in P3HT, which coincides with the segment lengths used for identifying locations of interchain contact

in Section 5.2.4. I considered these as the maximum length of backbone for which thousands of DFT

calculations could be performed within reasonable computational limits. In addition, I considered it

desirable to use a C16-IDTBT segment length greater than one monomer, as there is evidence that

holes delocalise across multiple monomers on the C16-IDTBT backbone [82, 86, 87]. Note that using

a segment length shorter than the delocalisation length would likely lead to overestimated coupling

strengths, since this would artificially increase the degree of MO overlap by overly localising the MOs

on the shortened segments. The theoretical calculations reported in [87] implied that the delocalisation

length is not significantly greater than two monomers, suggesting this segment length is sufficient. All

side chains were replaced with methyl side groups before calculations were performed. Finally, all

coupling calculations were performed with the projective method described in Section 3.1.5 [114].

6.2.1 Contact Interaction Maps

In this section I describe my exploration of the interaction energy (E) and interchain electronic coupling

(Jinter) established between conjugate polymer backbones in contact. Analysing E can provide insight

into why certain contact geometries are preferred based on the chemical structure of polymers. As

seen in Section 5.2.5, the preferred contact geometry of a polymer has ramifications for larger scale

microstructural trends in the solid state, which in turn affects the transport behaviour. Analysing

Jinter can gives us another, more direct, view into how the contact geometry impacts transport, via its

effect on charge transfer rates.

Strictly speaking, the number of DoFs defining the geometry of a contact is 3× the number of atoms

in both segments. If the conformations of the individual segments are fixed, this may be reduced to the
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(a) (b)

Figure 6.1: Diagrams illustrating the construction of contact interaction maps. (a) Demonstrates the
DoFs explored to build maps. Three numbered examples of contact arrangements between IDTBT
segments are shown below, with hydrogen atoms hidden for clarity. The upper segment is coloured
red, while the static lower segment is coloured blue. (b) A contact map, revealing the combination
of IDTBT moieties at the point of closest contact. This combination changes as the upper segment
(red) is translated (x-axis) and rotated (y-axis) with respect to the static lower segment. The example
arrangements in (a) correspond to specific pixels in (b), which have been annotated on the map. The
horizontal dashed lines denote parallel and perpendicular arrangements of the segments. A version of
(b) covering a broader range of x-shifts may be seen in Figure B.1.

six DoFs defining the relative positions of two rigid bodies. However I found that this still constituted

too many dimensions to easily draw out meaningful insights into the relationship between contact

geometry and interactions. I therefore chose to investigate an idealised model with a much reduced

number of DoFs. This allowed me to generate ‘maps’ which can be used to describe and rationalise

the contact geometry-interaction relationships.1

I constructed the maps by performing DFT calculations on pairs of IDTBT and P3HT backbone

segments placed in various controlled geometries. All geometries featured the segments in a co-facial

arrangement, at a fixed separation distance of 4Å. This corresponds with the typical packing distance

between 1st NNs observed in Section 5.2.5 and π-stacks in GIWAXS [29]. The effect of modifying

separation distance was not explored, since the relationships between the separation of two cofacial

molecules to E (Lennard-Jones potential, or similar), and Jinter (exponential decrease) are already

familiar. One of the two segments, referred to as the lower segment, was held at a fixed position,

while the other, the upper segment, was translated and rotated around its central moiety, as shown

in Figure 6.1a (where they are coloured blue and red, respectively). Thus, using this approach, I was

able to explore the effect on interactions of relative translations in the backbone direction of the lower

chain (x), and changes in the crossing angle (θ). The range of x-shifts, from −5Å to +5Å, was chosen

1These maps are similar to those produced by Troisi et al. to explore the relationship between the arrangement of
pentacene molecules and electronic coupling [95], although this similarity only came to my attention after I had performed
this analysis.
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to cover BT-Th and BT-BT contacts in C16-IDTBT, since these make up 77% of contacts observed in

the solid-state MD models (see Section 5.2.5). Figure 6.1b shows a map of which moieties are in closest

contact between a pair of C16-IDTBT segments. A version of Figure 6.1b covering a greater range of

x-shifts may be seen in Figure B.1, revealing the onset of different moiety-contact combinations outside

of x± 5Å.

I built the arranged contact structures from identical segments. Prior to being placed in contact

structures, the individual segment geometries were fully optimised using DFT, except for the inter-

monomer dihedral in P3HT. This dihedral was planarised, to ease comparison between the polymers

by ensuring a more similar conformation between the C16-IDTBT and P3HT segments. The lowest

energy conformation of the IDTBT segment has the BT unit orientated such that the S atom of the

BT is directed opposite the S atom of the closest thiophene moiety on the IDT (see Section 7.2.2) [158].

The second monomer of the segment is therefore flipped by ∼180◦, compared to the first, in order to

achieve the correct orientation between the central BT and the two bonded IDTs. This conformation,

which introduces a slight curve in the backbone of the 2mer segments2, may be seen in Figure 6.1a.

Each pixel in the maps requires three single-point DFT calculations. These provide information that

can be used to populate both the E and Jinter maps. E was calculated using E = ϵAB− ϵA− ϵB, where

ϵAB, ϵA, and ϵB are the energies of the segment pair, upper segment, and lower segment, respectively.

Note that this only gives the enthalpic contribution to the free energy. In this model, with only two

DoFs, we can expect the entropic contribution to the free energy to be small (i.e., the entropic penalty

that opposes binding into a more restricted arrangement). Likely contact geometries are therefore

expected to be dominated by the enthalpic contribution evaluated by our DFT calculations. In a

more physical system, with more DoF, the entropic contribution will be larger, which may alter the

likelihood of different contact geometries (this will be explored further below, when interpreting the

E-maps). However, compared to other molecular systems, the rigidity of the conjugated units (and

dihedral in case of IDTBT) will reduce overall contributions due to entropy, which suggests these maps

are still useful for evaluating probable contact geometries. As stated, Jinter was calculated using the

projective method described in Section 3.1.5 [114].

Figure 6.2 contains several interaction maps built using the method described above. The results

shown in Figure 6.2a can rationalise why a perpendicular crossing motif is observed for C16-IDTBT

contacts in simulations and experiments. Large areas of negative interaction energy are present sur-

rounding the horizontal lines denoting θ = 90◦ and 270◦. Outside of these stable regions, interaction

energies rapidly rise above 0 eV. By inspecting the contact structures, we can deduce that this is

caused by clashes involving atoms belonging to the side groups (with either the side groups or back-

bone of the opposing chain). These clashes occur because the side groups in C16-IDTBT are attached

2Note that this curve is only present on local scales, i.e. within each 2mer segment. For longer backbone lengths (in
their minimum energy conformation) every other 2mer is ‘flipped’ in orientation, resulting in an overall linear conforma-
tion.
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(a) (b)

(c) (d)

(e) (f)

Figure 6.2: Maps displaying the enthalpic interaction energies (E) and hole transfer integrals (Jinter)
between a pair of ∼3.2 nm segments with methyl side groups. Each pixel on the map represents a
different arrangement, with the upper chain being shifted by x in the backbone direction of the lower
chain and rotated in-plane by θ. A total of 3672 different arrangements are evaluated to construct each
map. Dashed lines represent parallel and perpendicular arrangements of the segments. See Figure 6.1
for further explanation. The left column shows interactions between IDTBT segments, while the right
column shows interactions between P3HT segments. The first row shows E maps. Overlaid green
lines on the IDTBT map mark the boundary between BT-BT contact (inside the green lines) and
BT-Th contact (outside the green lines). Small areas where other moieties are in contact have been
neglected. The second row shows Jinter maps with a linear scale. The third row shows Jinter maps with
a logarithmic scale.
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to the backbone by an sp3-hybridised bond, causing them to extend out of the plane of the backbone.

Thus, during contact formation, contact geometries are repulsed away from a parallel arrangement and

attracted towards a perpendicular arrangement of the backbones.

There are small regions of negative interaction energy corresponding to more parallel arrangements

of the IDTBT backbones (e.g., in the top-right or bottom-left corners of Figure 6.2a). However,

these regions are unlikely to be important for governing the types of contacts that form in physical

microstructures. This is on the basis that these small regions of enthalpic stability are likely to

be entropically disfavoured, due to the small range of contact geometries they encompass. With

chains longer than the 2mers used here, it is likely to be even more difficult to access these geometry-

regions, because a parallel arrangement at one location implies that nearby sections of both chains

will also be parallel. Therefore, multiple segments of the two chains must all adopt a very specific

contact geometry simultaneously, which is unlikely to occur during the contact formation process. In

addition, E-maps constructed with the upper segment also translated in the y-direction (orthogonal to

x and the conjugated planes) indicate that the enthalpically favourable regions become more restricted

around perpendicular θ for non-zero y-shifts (these additional E-maps were computed using a forcefield

approach, see Appendix B.2). For these reasons, we see a low occurrence of parallel contacts compared

to perpendicular contacts in MD microstructural models of C16-IDTBT (see Section 5.2.5).

Comparing Figure 6.2a to Figure 6.1b (or considering the green lines overlaid on Figure 6.2a),

we can understand why BT-BT and BT-Th contacts are prevalent in the MD microstructural models

presented in Chapter 5. The bright regions, representing enthalpically stable contact geometries, extend

to cover areas associated with both moiety combinations.

Figure 6.2b can be used to rationalise the contact geometries promoted by the chemical structure

of P3HT. In P3HT, the side groups are attached such that they extend outwards in the same plane as

the backbone. This means that, unlike IDTBT, clashes involving the side group atoms do not occur

between chain segment pairs in the cofacial geometries evaluated here. None of the evaluated geometries

are therefore enthalpically prohibited (E > 0), leading to the bright and relatively featureless E map

in Figure 6.2b. With this in mind, parallel contacts are still clearly preferred, as we can discern from

the bright horizontal bands centred on θ = 0◦ (wrapping round to 360◦) and 180◦. As raised in

Section 5.2.5, it is noteworthy that the more strongly preferred contact arrangement in C16-IDTBT

leads to a disordered microstructure, while the relatively ambivalent behaviour at P3HT contacts leads

to a far more ordered microstructure.

Figures 6.2c to 6.2f show how the HOMO-HOMO coupling between IDTBT (left column) and

P3HT (right column) chains varies with contact geometry. The complex nodal landscapes presented

in these maps demonstrate the sensitivity of Jinter to small changes in the arrangement of backbones,

arising from the highly nodal shape of the HOMOs. The key observation from these results comes from

a comparison between the energetically stable geometries revealed by Figure 6.2a and Figure 6.2b, and
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the strength of coupling established by these geometries. For both polymers, the strongest Jinter values

are associated with parallel contact geometries, as shown by the brighter horizontal bands, and fewer

nodes encountered, close to θ = 0◦, 180◦ compared to θ = 90◦, 270◦. This makes sense given the

inherent increase in contact surface, and therefore MO overlap, achieved when backbones are parallel.

For P3HT, an ideal situation results, in which the enthalpically favoured geometries also establish the

strongest Jinter values. By contrast, for IDTBT, this leads to the unfortunate situation where the

preferred contact geometries lead to relatively weak Jinter values.

While the HOMO in IDTBT is spread relatively evenly over the full segment, the LUMO is more

localised on the central BT unit (shown later, in Figure 7.2b). Interestingly, this means that the

LUMO-LUMO coupling tends to be stronger than the HOMO-HOMO coupling at IDTBT contacts,

due to the π-stacked BT units. LUMO-LUMO coupling results may be seen in Appendix B.4.

Two more minor observations can also be gleaned from the Jinter-maps. Firstly, it is possible that

the localisation of the HOMO and LUMO promoted by the donor-acceptor structure of the IDTBT

backbone leads to a slightly less complex landscape in the Jinter maps compared to P3HT. This is

based on purely visual inspection of the Jinter maps, as the degree of complexity is difficult to quantify.

Secondly, the Jinter values established for anti-parallel contact geometries appear to be slightly stronger

in IDTBT compared to P3HT, as indicated by the more saturated/brighter horizontal band around

the θ = 180◦ line. This may be due to the slightly wider backbone of IDTBT, or other differences in

the electronic structure due to differences in the chemical structures of IDTBT and P3HT.

To summarise, the results presented in this section correspond with those gathered from analysis

of contact geometries in 2D (Section 5.2.1) and solid state (Section 5.2.5) MD models. Namely, that a

perpendicular crossing motif, with BT-BT or BT-Th moieties at the point of contact, is promoted by

the IDTBT chemical structure. Furthermore, analysis of these results gives us a direct insight into why

this contact geometry is promoted; Because the attachment location and direction of the side groups

repulse close packing between the IDT units. Since the backbones remain attracted to one another,

to still converge, the IDT units must be rotated away from one another, opening up an avenue for the

unadorned BT units to approach. This occurs even with the short methyl side groups used in this

study.

The results also show that, despite their energetic favourability, perpendicular crossing contacts

are not conducive to establishing strong Jinter. For transport considerations, this suggests that the

high hole mobility displayed by C16-IDTBT is not explained by an ability to establish particularly fast

rates of interchain charge transfer. However, it may be possible that, by circumscribing the the range

of energetically allowed contact geometries, there may be some benefits to interchain transfer due to a

moderating of interchain vibrational modes and their effect on dynamic disorder in Jinter [11, 57, 68,

69] (see Section 7.2.4 for further analysis relevant to this effect).

Beyond demonstrating the relatively low Jinter at contacts in C16-IDTBT, these results help us to
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Figure 6.3: Distance dependence of coupling strength at contact locations. Shaded area represents
interquartile range (i.e. middle 50% of values lie within shaded area).

identify the causes of these low Jinter values. This may prove useful for providing insight into potential

pathways for further improving transport in materials similar to C16-IDTBT. An exploration of these

pathways is provided in the concluding section of this chapter (Section 6.3).

6.2.2 Electronic Coupling at Contacts

In this section, I describe my exploration of interchain coupling at locations of backbone contact sam-

pled directly from realistic models of conjugated polymer microstructures. In Sections 5.2.4 and 5.2.5

I described the identification of interchain contacts and the extraction of contact structures from

backmapped thin film models of C16-IDTBT, P3HT, and PffBT4T-2OD. To briefly reiterate, con-

tacts were identified between any pair of chain backbones with an intermolecular separation between

π-system atoms ≤8Å. Single or multiple contact structures were identified and extracted from each

chain pair using a procedure described in Sections 5.2.4 and 5.2.5. 5787 contact structure were ex-

tracted from the C16-IDTBT 24mer model, 2821 from the C16-IDTBT 12mer model, 6062 from the

P3HT model, and 4512 from the PffBT4T-2OD model. Contacts from the PffBT4T-2OD system were

not used in the following analysis, due to time and computational constraints. However, we can expect

PffBT4T-2OD to behave similarly to P3HT due to their similar semicrystalline microstructures and

contact geometries (see Sections 5.2.5 and 5.2.6).

I performed coupling calculations on the full set of contacts from the C16-IDTBT and P3HT

systems. Prior to calculation, a brief optimisation (3 steps) was performed using DFT. This was done

to slightly fix the contact structures, since the geometry predicted by MD may be slightly inaccurate

compared to that predicted by DFT. A small number of steps was used to ensure that the partial

optimisation did not alter the geometries too greatly. This is necessary because the DFT calculations
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(a) (b) (c)

Figure 6.4: Distribution of Jinter for contacts extracted from the thin film models of (a) C16-IDTBT
24mers, (b) C16-IDTBT 12mers, and (c) P3HT 48mers. Distributions are binned according to the
crossing angle between backbones. Darker shaded distributions represent more perpendicular crossing
angles. Note that the distributions corresponding to larger crossing angles are drawn at the back for
(a) and (b), but in front for (c).

are performed on short chain segments in vacuum, and we would like the geometries to remain informed

by the solid state environment and extended chains from which they were extracted. To confirm this,

I compared the bond lengths, dihedral angles and interchain separation distances (see Section 5.2.5

for definition) of the contact structures before and after the partial optimisation. Changes to the

intrachain geometry were small, with bond lengths adjusting by 0.5±0.8% and dihedral angles changing

by 0.0 ± 0.6◦ (where I have given the mean and standard deviation after fitting the changes in the

relevant value to Gaussian distributions). The interchain distances tended to increase slightly with

optimisation, likely due to the difference in the local environment (solid state versus vacuum). The

changes in interchain separation conformed approximately to an exponential distribution with a scaling

factor (i.e., mean) of 0.57Å, corresponding to a typical increase of 15%. After partially optimising,

the contact structures were then subject to the procedure outlined in Section 3.1.5 [114], to calculate

the coupling between the HOMOs of the two segments.

Figure 6.3 shows how the coupling strength (Jinter) varies with intermolecular separation (r), where

r is the shortest distance between the CoGs of conjugated rings. As expected, Jinter falls exponentially

with increasing r. The chemical structure does not have as strong an influence on the geometry

of contacts when separation distances are large (r > 5Å), leading to a wider array of backbone

arrangements in both polymers (see Section 5.2.5). This results in the strength of Jinter displayed by

both polymers becoming similar, and following a similar exponential relationship with r. However, for

r ≤ 5Å, the trend levels out slightly for the C16-IDTBT systems, leading to lower Jinter strengths for

the closest packed contacts, compared to P3HT. The wide error bars (representing the interquartile

range), covering almost an order of magnitude, indicate the sensitivity of Jinter to small changes in the

contact geometry, even at a fixed r.
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The distributions shown in Figure 6.4 demonstrate how Jinter varies with crossing angle (θ), in each

of the systems. For the C16-IDTBT systems, we observe a subtle positive correlation between larger θ

and higher Jinter; The peaks of the crossing angle bins for θ ≥ 45◦ are at a slightly stronger Jinter than

the peaks for smaller angle contacts. Because of the established relationship between Jinter and r (see

Section 3.1.5), these distributions resemble a mirrored version of those in Figure 5.10, indicating that

this correlation is caused by the fact that the closest contacts involve perpendicular chains. In P3HT,

the reverse trend is seen, with the strongest coupling achieved by parallel contacts. Furthermore,

effectively no perpendicular contacts contribute to the 1st NN peak. As suggested in Section 5.2.5,

this is because perpendicular contacts are not part of the ordered packing structure promoted by the

chemical structure of P3HT.

The typical strength of Jinter is significantly different between the two polymers. In C16-IDTBT,

we find a modal value of 2meV. By contrast, the typical Jinter in P3HT is about an order of magnitude

larger, with a modal value of 19meV

For C16-IDTBT contacts, the deviation in Jinter from the trend of exponential increase with de-

creasing r (Figure 6.3, r < 5Å) most likely results from the perpendicular crossing motif. While this

arrangement does allow C16-IDTBT to make close contacts, it inherently limits the degree of contact

surface, and thus the coupling that can be established. This can be demonstrated by considering the

coupling heatmaps shown in Figure 6.2. For equal r, parallel contacts lead to higher Jinter in both

C16-IDTBT and P3HT.

While the close packing of perpendicular contacts does lead to moderate Jinter, for transport con-

siderations, these results imply that the high bulk mobility displayed by C16-IDTBT is unlikely to be

caused by unexpectedly fast rates of interchain charge transfer.

6.2.3 Charge Transport Simulations

Using the microstructural models and calculated Jinter values, I simulated hole transport in C16-IDTBT

and P3HT to directly evaluate which factors are most important for explaining the different hole

mobilities (µ) of the two conjugated polymers. Because the contour lengths of C16-IDTBT 12mers

and P3HT 48mers are similar (∼19.5 nm and ∼19.0 nm respectively), we can compare their predicted

µ while neglecting the effects of chain length. On the other hand, comparing C16-IDTBT 12mers

to C16-IDTBT 24mers (with a contour length of ∼39.0 nm) gives insight into the effects of chain

length for this polymer. I ran transport simulations with a range of µintra values. This allowed

me to separate out the main known advantage of C16-IDTBT, its high µintra, and thus isolate the

influence of microstructure (including Jinter) on the bulk µ. In a similar vein, many of the transport-

related parameters were set using experimentally informed values for C16-IDTBT, with the same values

applied to P3HT to facilitate comparison between the microstructures.

I carried out all transport simulations using a KMC algorithm implemented via the program ToFeT

123



Figure 6.5: Conversion from atomistic representation to site representation based on coordinates of
π-system atoms. (Left) C16-IDTBT, each 2mer segment is converted into a site. (Right) P3HT, each
8mer segment is converted into a site. Lines joining sites indicate intrachain transport pathways.

(see Section 3.3.1 and Section 4.3). Each polymer backbone in the systems was represented by a se-

quence of sites. Site coordinates were calculated from the CoG of π-system atoms belonging to backbone

segments. As diagrammed in Figure 6.5, segments comprised two monomers in the C16-IDTBT systems

and eight monomers in the P3HT system, representing approximately equal backbone lengths between

the two polymers. These segments lengths were chosen to match the segment lengths used when

identifying contact locations (Section 5.2.4) and when performing Jinter calculations (Section 6.2.2).

I introduced edges between site pairs that were electronically coupled. Intrachain edges were

included between adjacent sites within the same chain. Interchain edges were included between any

pair of sites when the location of the site pair corresponded to the location at which a contact was

identified in the backmapped model. In other words, an interchain edge was placed wherever a Jinter

calculation had been performed.

A hopping mechanism was used to model both intrachain and interchain transport within both

systems. As discussed in Section 2.4.1, this may not be appropriate for modelling intrachain transport

in conjugated polymers, due to the presence of high intrachain coupling. To justify this choice of

transport model, we can consider the fact that previous calculations have suggested the delocalisation of

charges on IDTBT backbone is typically not much larger than the 2mer segment lengths the backbones

have been segmented into [82, 86, 87]. Furthermore, even if transport is more continuous in nature

(e.g. band-like) along the backbone, it is not uncommon to represent continuous phenomena as a

series of discrete steps. Ignoring temperature-dependent effects for the moment, a hopping model

of intrachain transport should still yield valid behaviour, so long as, on average, charges move at

the correct speed, and proportionally spend the correct amount of time in position for interchain

hops. In other words, we can consider µintra as the single parameter defining intrachain transport.

Of course, a different temperature-dependence of µintra would be expected from band-like or hopping

intrachain transport. In this context, I justify the hopping mechanism by reference to the fact that the

temperature-dependence of bulk mobility will be dominated by the increased temperature-dependence

of the more weakly coupled interchain hops (see straight line on Arrhenius plot in Figure C.1b).
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Nevertheless, in the context of intrachain transport, the assumptions and physical principles inherent

to Marcus theory may no longer hold. The rate equation is still utilised, but plays a more abstract

role, serving only as a means to parametrise the general intrachain transport behaviour of the model.

Consequently, the intrachain electronic structure parameters (e.g. Jintra), should not be understood as

aligning exactly with their standard physical interpretations. Partly for this reason, while simulations

were conducted with various values for Jintra, results are presented here in terms of µintra.

As mentioned, aside from Jinter, all other electronic structure parameters (site energies (ϵ), Jintra,

reorganisation energy (λ)) and simulation parameters (field strength (F ), and temperature (T )) were

kept equal between the polymer systems, or were varied across the same range of values. Parameter

values were set as follows:

• ϵ was set to zero across all sites, representing a situation of negligible energetic disorder. This was

chosen on the basis that C16-IDTBT has been found to display energetic disorder-free transport

in experiments conducted by Venkateshvaran et al. [86].

• Jintra was generally varied across multiple transport simulations. During each simulation, a single

value was used for all intrachain edges. For the presentation and interpretation of results, this

value of Jintra was converted to a value of µintra using the relationship derived in Section 2.4.1.

Values between 1meV and 100meV were chosen to represent a realistic range of µintra for both

C16-IDTBT and P3HT.

• λ was set to 300meV for all edges (see below for further details).

Calculations of inner-sphere λ for C16-IDTBT were performed by Yucheng Xu. Details may be found

in the supporting information of [150]. To summarise here, he performed DFT calculations at the

cam-b3lyp/cc-pVDZ level of theory. Using the four-point method (see Section 2.3.3), he compared

IDTBT segments between their optimised ground and single-positively charged states. Testing at

various segments lengths, he found that λ plateaued in the range 370meV to 380meV as length

increased. As described, I used a slightly lower λ of 300meV for the transport simulations. This was

chosen as a compromise between Yucheng’s calculated value and the activation energy (EA) values

typically extracted from temperature dependent transport experiments of C16-IDTBT. An EA of

61meV was reported by Zhang et al. [29], while EA of 70meV and 80meV were reported by Ponder et

al. [159]. These correspond to λ values of 244meV, 280meV and 320meV respectively, when energetic

disorder is neglected.

For the results shown here, system temperature and strength of the applied electric field were set to

300K and 1×104V cm−1 respectively. Experimental mobilities of OSCs are most commonly evaluated

using FET devices, with charge transport being measured in the lateral, in-plane direction of the thin

film. Because of this, for the results shown here, the field direction was aligned in one of the lateral
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(a) (b)

Figure 6.6: In-plane bulk mobility (µ) estimates from KMC transport simulation, performed on realistic
microstructural models. µ is shown to vary as a function of intrachain mobility (µintra). The dotted
vertical lines indicate experimentally-informed µintra values. (a) µ of C16-IDTBT 24mers, C16-IDTBT
12mers, and P3HT 48mers are compared. (b) µ of C16-IDTBT 12mers. The different coloured lines
show how µ changes as increasing proportions of interchain contacts are disabled at random.

directions of the models (the y-dimension of the MD models). This meant transport was measured in

the same plane that most of the chain backbones were orientated in. Results for transport in different

directions, and for a range of system temperatures and field strengths, may be seen in Appendix C.

A single mobile charge was propagated during each transport simulation, starting from a random

initial location. PBCs were in place in all directions, allowing the charge to loop through the systems

numerous times during each simulation run.

Figure 6.6a compares the simulated µ between the C16-IDTBT 24mer and 12mer systems, and

the P3HT system. When µintra is low (<1 cm2/Vs), both C16-IDTBT systems outperform P3HT.

This indicates a situation in which the higher interconnectivity of C16-IDTBT outweighs the order-of-

magnitude larger Jinter values of P3HT; For transport, it is more advantageous to interact with many

neighbouring chains via a relatively low Jinter, than a small number of chains with large Jinter. As

µintra increases beyond 1 cm2/Vs, the bulk µ of all systems begin to plateau. This starts earlier for

the C16-IDTBT systems. At this point, chain length starts to influence µ, with C16-IDTBT 24mers

saturating later and showing higher µ than 12mers. The higher Jinter values of P3HT mean that

interchain charge transfer does not act as a limiting bottleneck to transport until much higher µintra.

Thus, we observe only a slight deviation from the trend of linear growth in µ, at the highest µintra

values.

The rapid increase of µ with µintra across all systems, up to the point of saturation, confirms the

importance of fast intrachain transport for achieving high µ. The vertical dotted lines in Figure 6.6a

indicate likely values of µintra. For C16-IDTBT, I chose a value of 3 cm2/Vs. This is 3× larger than the
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value for the lower limit of µintra determined from PR-TRMC measurements by Matthew J. Bird [150].

I adopted a value 3× the lower limit following the precedent of a previous work by Bird et al., in which

they found µintra for polyfluorene was 3× larger than the mobility measured by PR-TRMC, after

accounting for defects, backbone curvature and finite chain length [160]. A value of 3 cm2/Vs also

aligns with a previous theoretical prediction of µintra for C16-IDTBT [92]. For P3HT, I used a µintra

value of 0.02 cm2/Vs, based on PR-TRMC measurements [161]. With µintra set at these experimentally

informed values, we can observe values of µ that correspond well with bulk transport experiments.

The C16-IDTBT 24mer system shows a simulated µ of 0.3 cm2/Vs, slightly lower than a value of

0.75 cm2/Vs measured by FET for samples with a molecular weight of 25.1 kgmol−1 (corresponding

to ∼19mer chains) [91]. The P3HT system shows a µ of 0.007 cm2/Vs, well within the broad range of

experimental µ values measured for P3HT thin films [162–164].3

The results shown in Figure 6.6b give an indication of the importance of interconnectivity for the

high mobilities achieved by C16-IDTBT. To gather these results, I performed several transport simu-

lations of the C16-IDTBT 12mer system, while disabling increasing proportions of randomly selected

interchain contacts (setting hopping rates to zero). The bulk µ is seen to decrease across all values of

µintra. At µintra = 3 cm2/Vs, the bulk µ is reduced by a factor of ∼3 when 50% of contacts have been

disabled.

Figure 6.7 shows how the mobilities of the C16-IDTBT 12mer and P3HT systems are affected by

modifying Jinter. If we consider the difference in the curves when µintra is large, we can observe that

increasing the Jinter prefactor causes the plateau in the relationship between µ and µintra to be lifted.

This occurs because, with higher Jinter values, the rates of interchain transfer are no longer a limiting

process to transport.

In contrast, it is interesting to examine the behaviour of the curves at low µintra. One might

expect that bulk transport could also be limited by intrachain transport, in the same way it can be

limited by the interchain transfer of charges. However, this does not appear to be the case. In both

materials, even when µintra is at its lowest values (∼0.01 cm2/Vs), increasing the Jinter prefactor always

benefits µ. This can be explained if we assume that there exist percolating interchain-only transport

pathways through the materials. The existence of such pathways would also explain the small degree

of plateauing seen at low µintra while applying the largest Jinter prefactors: Starting from the lowest

µintra (∼0.006 cm2/Vs), and increasing it slightly, does not carry significant benefits to µ, because

bulk charge transport is already progressing reasonably efficiently (∼0.06 cm2/Vs for C16-IDTBT, at

µintra = 0.01 cm2/Vs, Jinter prefactor = 10) solely via interchain pathways. Therefore, making the

slow intrachain pathways marginally less slow does not increase µ significantly, and thus we observe

3FET measurements of P3HT typically give µ in the 1 × 10−3 cm2/Vs to 1 × 10−2 cm2/Vs range. Although much
higher values have been reported [165], these rely upon precise tuning of the processing conditions, and the elimination
of backbone defects, in order to maximise the degree of crystallisation in films. Such high levels of microstructural order
are generally not possible to replicate in MD simulations of film formation.
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Figure 6.7: Mobilities predicted by KMC simulations after multiplying all Jinter strengths by a constant
prefactor. (Left) C16-IDTBT 12mer system. (Right) P3HT 48mer system. Note that this prefactor is
applied to the Jinter values calculated for both systems, meaning that, for the same prefactor, Jinter is
typically 10× larger in P3HT.

a plateau in the relationship between µ and µintra. Conversely, there are no intrachain-only transport

pathways that support percolation, so interchain charge transfer can limit bulk transport, leading to

plateaus at high µintra.

The degree of separation between different Jinter prefactor curves tends to be larger for C16-IDTBT

than P3HT (especially prominent at high µintra). This indicates that C16-IDTBT is more sensitive to

changes in the typical strength of interchain coupling. With a Jinter prefactor of 10 for both systems,

C16-IDTBT outperforms P3HT across the full span of µintra, despite the fact that typical Jinter values

in P3HT remain an order-of-magnitude larger than those in C16-IDTBT.

The transport simulation results indicate that C16-IDTBT achieves its high µ by combining fast

intrachain transport with a well-structured transport network. Linking to our results from Chapter 5,

we can infer that the advantage of the C16-IDTBT transport network lies in its high interconnectivity.

The benefits of interconnectivity are significant enough that C16-IDTBT can outperform P3HT, even

when its main known advantage, namely its high µintra, is negated. This is despite the order-of-

magnitude larger Jinter at P3HT contacts. However the simulation results also demonstrate how the low

Jinter values of C16-IDTBT act as a limiting factor to transport. The Jinter prefactor results exemplify

the importance of interchain processes, and therefore packing arrangements and microstructure, in

governing the bulk transport behaviour of conjugated polymers. However, both inter- and intra-chain

transport pathways must still be considered when designing new high-mobility polymers, as made clear

by the contribution of a large µintra to C16-IDTBT’s high bulk µ.
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6.3 Conclusions

In conclusion, I have described a series of computational investigations aiming to rationalise the trans-

port behaviour of the non-crystalline, high-mobility conjugated polymer C16-IDTBT.

The results presented in this chapter give clarification about why the perpendicular crossing contact

motif, identified in Chapter 5, is promoted by the chemical structure of C16-IDTBT. As well as the

attachment location of the side chains on the IDT unit, the direction of the side chain-backbone bond

(which causes the side chains to protrude out of the backbone plane) appears to be crucial. Due to the

steric effect of the side chains, the range of enthalpically favoured contact geometries is more narrowly

bounded in C16-IDTBT, compared to P3HT (Section 6.2.1). Given that the crossing motif appears

to be incompatible with traditional repeated packing structures, this leads to the interesting insight

that a strongly preferred packing arrangement can actively prevent the establishment of long-range

structural order.

The perpendicular crossing motif appears to reduce the strength of Jinter compared to a parallel

contact geometry (Section 6.2.1). This is largely due to the inherently low degree of contact surface

between backbones. For realistic contact geometries extracted from microstructural models, we observe

a subtle increase in the strength of Jinter with increasing θ for C16-IDTBT (Section 6.2.2). This is

because the backbones are able to pack closely in perpendicular contacts. Although we can presume

that the close packing slightly mitigates the decrease in Jinter, the typical Jinter values established at

contacts remain modest for C16-IDTBT. These were found to be ∼10× weaker than Jinter in P3HT,

which features a more classical arrangement of closely packed, parallel backbones.

Despite the relatively low Jinter values in the C16-IDTBT system, transport simulations confirmed

that the mobility of C16-IDTBT was still far higher than that of P3HT (∼40× higher, when using

experimentally-informed values of µintra for the two materials) (Section 6.2.3). Furthermore, the bulk

mobility of C16-IDTBT remained higher even when its main known advantage, its high µintra, was

negated by reducing µintra to match that of P3HT. The fact that C16-IDTBT outperforms P3HT in this

modified scenario, despite its weaker Jinter strengths, demonstrates the value of C16-IDTBT’s highly

interconnected microstructure. This interconnectivity benefits transport by opening up a plethora of

easily accessible transport pathways, including intrachain pathways well-aligned with the field direction.

Analysis of the the transport results indicate that the high experimental mobilities measured for

C16-IDTBT arises due to a combination of chemical-structural factors. These include:

• A rigid and planar backbone, to enable a high µintra.

• Long chains, to effectively make use of its high µintra.

• An unadorned BT unit, to enable close packing at contacts necessary to somewhat mitigate the

decrease in Jinter caused by the crossing motif.
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• Long side chains, attached by an sp3-hybridised bond to the backbone, to encourage perpendic-

ular crossing at contacts. In combination with the stiff backbone, this promotes the formation

of a highly interconnected, (semi-)isotropic transport network.

I note that each of the identified transport-influencing factors (µintra, Jinter, interconnectivity) has been

linked to a chemical-, nano-, or micro-structural origin (backbone planarity, contact geometry, distinct

contact density).

6.3.1 Design Rules

The plateauing of µ at high µintra indicates that transport in C16-IDTBT is limited by its low Jinter

(Section 6.2.3). This is affirmed by the fact that µ increases dramatically when we artificially increase

the Jinter values by multiplying them by a constant prefactor. The fact that C16-IDTBT appears to

be more sensitive to modifications to Jinter, compared to P3HT, indicates that adopting a polymer

with a C16-IDTBT-like interconnected microstructure as a ‘baseline’ would lead to better results when

designing novel polymers for transport. Furthermore, the fact that we have identified the origin of the

relatively low Jinter strengths in C16-IDTBT should make it easier for us to predict where improvements

could come from i.e., to develop design rules.

Figure 6.8: A ‘wavy’ backbone could
increase the degree of contact surface
(green circle) while maintaining perpen-
dicular backbones.

Since the low Jinter values originate from the low de-

gree of contact surface in the crossing arrangement, it is

worth considering whether this contact surface could be in-

creased while still promoting a high interconnectivity. A

hypothetical alternative contact arrangement, enabled by

a different backbone configuration, is shown in Figure 6.8.

Although such an arrangement could hold some promise in

this regard, it may be disqualified by the reduction in µintra

implied by non-linear backbones.

A slight increase in contact surface could be achieved by a contact arrangement angled away from

the perpendicular. As long as the angle is not too close to parallel, this could still avoid the steric

contact-blocking effect linked to parallel contacts (Section 5.2.6). Such arrangements might be found

in C16-IDTBT analogues with extended donor units. Lengthening the donor unit increases the spacing

between side chain attachment locations on the backbone, which is likely to allow for a wider array

of contact geometries, including a wider range of crossing angles. One example, TIFBT, has been

demonstrated to show slightly higher µ than C16-IDTBT [166]. However, as proposed in [166], it is

likely that the higher µ stems from an increased ability to form contacts (i.e., higher interconnectivity)

afforded by the wider spacing between the side chain attachment locations and the BT unit. Other

variants featuring minimally-, or maximally-extended donor units (IDTTBT and TBIDTBT) have also

been synthesised, and showed similar µ to C16-IDTBT [158, 167, 168].
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A similar effect to extending the donor unit may be achieved by including spacer-units between

the IDT and BT. In [169], IDTBT analogues were synthesised containing thiophene spacers-units.

Interestingly, the additional torsional degrees of freedom did not reduce the planarity of the backbone.

However, these variants (also featuring shorter, branched side chains) displayed lower experimental µ

than C16-IDTBT, likely because of the relatively low molecular weight (chain length) of the samples.

Another avenue to increasing contact surface, while maintaining a crossed contact geometry, may

be to increase the size of the acceptor unit. This has been attempted by replacing the BT unit with a

larger DTBT unit. However, this worsened the experimental µ, most likely because the non-linearity

of the backbone introduced by the DTBT unit, as well as increased torsional disorder between the

IDT and DTBT units, led to a decreased µintra [158, 170, 171]. Selecting a larger acceptor unit with

collinear bonds to the donor unit may address this, if a similar torsional potential to that controlling

the IDT-BT linkage can be established.

Rather than attempting to increase the contact surface, increased Jinter strengths could be sought

by substituting heteroatoms onto the IDTBT backbone. Modification of this type will produce changes

in the electronic structure of the backbone, which could potentially increase the degree of MO overlap

at contacts. As well as potential effects on interchain interactions, changes to the electronic structure

induced by heteroatoms will also affect the conformation of the backbone.

To explore the effect of substituting heteroatoms on the donor unit, I carried out an additional

study of four donor-modified variants of C16-IDTBT. This investigation is detailed in Chapter 7.

A discussion of previously-synthesised variants that were modified by heteroatom-substitution on the

donor unit is provided in the introduction of that chapter (Section 7.1).

Fluorinating the acceptor unit has been shown to introduce an attractive electrostatic interaction

between the F atoms on the acceptor and S atoms on IDT that further stabilises the backbone in a

planar conformation [158, 172]. However, polymers synthesised with this modification produced lower

experimental µ than C16-IDTBT [170]. Wadsworth et al. hypothesised that this could be due to

the extreme rigidity of the backbone decreasing the solubility of the polymer, therefore restricting

molecular weight (chain length) and negatively affecting film formation. The STM results in [150] also

indicated that, even in a high µintra polymer such as C16-IDTBT, allowing for some degree of backbone

flexibility was useful for facilitating higher amounts of contact formation. In terms of other changes to

the acceptor, a possible future study examining the effect of substituting the chalcogen atom on the

BT unit is discussed in Section 9.2.5.

A final, more drastic, approach to increasing Jinter would be to consider alternative donor-acceptor

structures in which side chains are attached to the acceptor unit, while the donor is left unadorned.

This suggestion is based on my results indicating that the LUMO-LUMO coupling is higher than the

HOMO-HOMO coupling at IDTBT contacts, because of the increased localisation of the LUMO on

the contacting BTs (see Section 6.2.1 and Appendix B.4). In light of this, switching the attachment
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location of the side chains may lead to a better correspondence between the point of contact and the

localisation of the HOMO, producing a stronger (hole) Jinter.

To summarise, I have laid out a number of suggested avenues (and associated complications)

to increasing Jinter in a hypothetical C16-IDTBT-like conjugated polymer. Realising this increase,

while maintaining the high µintra and interconnected microstructure of C16-IDTBT, may lead to new

conjugated polymers with even better transport properties.
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Chapter 7

Variants of C16-IDTBT

I describe an investigation into the electronic transport properties of variants of the high-mobility,

non-crystalline polymer C16-IDTBT, featuring heteroatom-substituted donor units. I apply quantum

chemical calculations to evaluate factors likely to influence charge transport, including the planarity of

the backbone, interchain contact geometry, and interchain electronic coupling. From these analyses,

I conclude that two variants, featuring thiazole moieties on the donor unit, may show higher hole

mobilities than C16-IDTBT, due to enhanced backbone rigidity and a lower susceptibility to dynamic

coupling disorder.

7.1 Introduction

The high-mobility conjugated polymer C16-IDTBT was introduced in Section 2.5. In the previous two

chapters, I identified the chemical- and micro-structural features contributing to the high hole mobility

of the polymer. Based on the results of this investigation, I discussed avenues to further improve

transport behaviour by synthesising analogous of C16-IDTBT (Section 6.3.1).

Here, I extend the investigation to explore the potential effect on hole transport of substituting

heteroatoms onto the donor unit of the IDTBT backbone. The structures considered in this chapter

were proposed by Professor Iain McCulloch, following discussion of my findings on C16-IDTBT.

The donor unit of IDTBT could be modified by including F or N heteroatoms at various positions

on the backbone. Four variants of IDTBT, arising from such substitutions, are shown in Figure 7.1.

These have been labelled A, B , C , and D . The substitutions are designed to progressively deepen the

frontier orbital energy levels as we move from IDTBT to A, and through the variants from A to D .

Thus, selecting between the variants should allow for tuning of the polymer energy levels. This may

be useful, for instance, in OPV applications, or when considering charge injection barriers at contacts.

However, it is important to asses the impact of these substitutions on the charge transport properties

of the variants, especially given that previous studies have demonstrated the extreme sensitivity of

mobility to changes in the IDT unit [170].
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Figure 7.1: The chemical structure of four variants of IDTBT, arising from the inclusion of F or N
heteroatoms at various positions on the donor unit. The variants have been labelled A, B , C and
D . All chemical structures are displayed with the dihedral between donor and acceptor units in the
‘upright’ (0◦) orientation. For microstructural considerations, C16 side chains (R) are assumed for all
polymers. However, methyl groups were adopted for all quantum chemical calculations.

Aside from extending the length of the donor unit (see Section 6.3.1), other modifications to the

donor that have been attempted generally involve substituting the sp3-hybridised bridgehead carbons

(to which the side chains are bonded) with heteroatoms [158]. Replacing the bridgehead carbons with

heavier group 14 elements (such as Si [173], or Ge [174]) retains the general features of the IDTBT

chemical structure, although the larger atomic radii of these atoms will lengthen the bond between

the backbone and side chains. In Si- and Ge-substituted analogues of PCPDTBT, this enhanced

the π-π stacking of backbones, leading to improved mobilities [175–177]. Replacing the bridgehead

carbons with N atoms [178] causes a more dramatic change in the chemical and electronic structures

of the polymer. The N atoms are sp2-hybridised, and thus contribute to the π-conjugated system

of the backbone. In addition, this means that only a single side chain may be bonded to each N

bridgehead atom. These side chains protrude into the same plane as the backbone, eliminating the

steric hindrance caused by the sp3 attachment of the side chains in C16-IDTBT. In Section 6.2.1, the

orientation of the P3HT side chains in the backbone plane allowed for a wider array of enthalpically-

allowed packing arrangements at contacts, compared to the out-of-plane C16-IDTBT side chains, with

a parallel arrangement of backbones preferred. This suggests that a parallel contact geometry may

also be preferred by the N-substituted variant, potentially leading to stronger interchain coupling, at

the possible cost of a less interconnected microstructure (see Section 5.2.6).

In all cases, substituting the bridgehead atoms resulted in lower average mobilities than C16-IDTBT

in FET experiments (8 × 10−3 cm2/Vs, 5 × 10−3 cm2/Vs, and 3 × 10−2 cm2/Vs, for Si-, Ge-, and N-

substituted bridgeheads, respectively [158, 173, 174, 178]. Note that side chains were different from
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C16 in all cases, which can affect mobilities [83]). For the N-substituted variant, this may partially

be explained by the low molecular weight of the measured sample (10 kgmol−1). This low molecular

weight likely arose as an effect of poor solubility, due to the reduced number of side chains, more rigid

backbone, and increased aggregation in the solution state [158, 178].

Although none of the variants investigated in this chapter have been previously synthesised (at

time of writing), the chemical structures of variants C and D are similar to C16-IDTzBT. All feature

thiazole moieties at either edge of the donor, replacing the thiophene moieties in IDTBT. In FET

experiments, C16-IDTzBT was found to display a much lower hole mobility (4 × 10−5 cm2/Vs) than

C16-IDTBT [170]. Nikolka et al. considered this dramatic decrease in mobility surprising, since

other thiazole-containing donor-acceptor polymers have been demonstrated without similarly poor

mobilities [179, 180]. Rationalising the origin of this decreased mobility would therefore be a beneficial

outcome of this study.

From the analysis of C16-IDTBT described in Chapters 5 and 6, and from past work (see Sec-

tion 2.5.3), we have seen that the factors likely to govern hole mobilities in similar materials are 1)

the rigidity and planarity of the backbone, 2) the packing geometry of interchain contacts, and 3) the

strength of HOMO-HOMO coupling at contacts.

My assessment of these factors for each of the variants are described over the following sections,

alongside comparisons to IDTBT.

7.2 Methods and Results

The results presented in the following subsections were derived from DFT calculations. All calculations

were performed using Gaussian 16 [157].

7.2.1 Frontier Orbitals

To confirm the effect of heteroatom substitution on the HOMO and LUMO levels, I performed single

point DFT calculations on the optimised ground state geometries of each of the variants and IDTBT.

The evaluated systems comprised 2mer segments with methyl side groups. This segment length was

chosen because, as stated previously, past theoretical calculations have suggested that the frontier

orbitals delocalise over backbone lengths greater than one monomer in IDTBT [86]. This choice of seg-

ment length also allowed for validation of my results by comparison with experimental and theoretical

measurements (performed on 2mers) of the IDTBT HOMO energy reported by Kirkpatrick et al. [87].

The theoretical calculations in this work also indicated that the energy levels are negligibly affected

by increasing the segment length beyond two repeat units. To facilitate comparison, I performed

calculations at the same level of theory used in [87], namely b3lyp/6-31g*. Prior to the single point

calculations, the relaxed geometries of IDTBT and the variants were located by optimising at the same
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(a) (b)

Figure 7.2: (a) HOMO and LUMO energy levels of IDTBT and variants. (b) Visualisation of the
HOMOs (red and orange) and LUMOs (blue and purple) for IDTBT and variants.

level theory, until convergence. As will be shown in Section 7.2.2, the minimum-energy conformations

of variants C and D are somewhat distinct from those of IDTBT, A, and B . In particular, the angle

of the dihedral connecting the donor and acceptor units is flipped by ∼180◦ in C and D , compared to

the other polymers.

Figure 7.2a shows the computed HOMO and LUMO energies for each of the polymers. The HOMO

level of IDTBT is in correspondence with the value found by Kirkpatrick et al. using the same

functional1 As expected, the HOMO and LUMO levels progressively deepen as we move from IDTBT

to A, and through to D .

These calculations also allow us to visualise the frontier orbitals on each of the polymers, as shown

in Figure 7.2b. In line with previous works, the IDTBT frontier orbitals are delocalised across the full

length of the 2mer segment [86]. My calculations indicate that this degree of delocalisation carries over

to all of the evaluated variants. This can be linked to the planarity of the backbones in their minimum

energy conformations (see next section).

7.2.2 Torsional Potentials

To assess the capacity of the variants to support fast intrachain transport, I computed torsional poten-

tial surfaces for the donor-acceptor dihedral bond in each of the variants and IDTBT. The evaluated

systems consisted of a single monomer, with methyl side groups. Calculations were performed using

DFT at the ωb97xd/6-311+G(d,p) level of theory. This functional and basis set was chosen to align

with previous calculations of the IDT-BT torsional potential carried out by Anders Gertsen (which

was used to parameterise the IDTBT forcefield applied in Chapter 5 and [150]). Torsional scans were

performed using the opt=ModRedundant function of Gaussian, which freezes the dihedral at specific

angles while the remainder of the system is relaxed until convergence.

The donor-acceptor torsional potentials may be seen in Figure 7.3. All the polymers feature a global
1My value differs from that reported in [87] by 0.02 eV, possibly due a different treatment of the side groups. Methyl

side groups were used for my calculations, while they appear to have substituted the side groups with H atoms
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Figure 7.3: Torsional potentials controlling dihedral angle between donor and acceptor units of IDTBT
and variants.

(a) (b)

Figure 7.4: Geometry optimised monomers of a) IDTBT, and b) variant D . The donor-acceptor dihe-
dral is in the ‘upright’ (0◦) orientation for IDTBT, and the ‘flipped’ (180◦) orientation for D . A dashed
red line on (a) indicates the interaction between N-H atoms which stabilises the backbone in a planar
conformation for IDTBT [158]. A dashed red line has also been included on (b), between a similar
atom pairing on the D monomer, which may contribute to planarity of the backbone for this polymer.

minimum with the backbone in a planar conformation. Since, for IDTBT and all of the variants, there is

a preference for each BT unit to adopt the same orientation with respect to both connected donor units,

this leads to an alternating backbone conformation in which every other 2mer segment is ‘flipped’ in

orientation. For IDTBT, A, and B , the global energy minimum occurs when the dihedral is orientated

such that the S atom on the BT unit is directed opposite the S atom of the closest thiophene moiety

of the donor (i.e., close to 0◦, in the reference frame used here). The minimum energy conformation

of IDTBT is depicted in Figure 7.4a. The stabilisation of the dihedral in this orientation is in line

with previous reported calculations for IDTBT [150, 158]. In [158], this stabilisation, which helps

to planarise the IDTBT backbone, was linked to electrostatic attraction between the electronegative

N on the BT unit, and a nearby electropositive H on the IDT unit (joined by a dashed red line in

Figure 7.4a). This interaction has been described as a non-traditional hydrogen bond [125, 158]. The

same N-H atom pair is also present in A and B , which may explain why these variants show similar

torsional potentials to IDTBT.

In variants C and D , replacing the thiophene moieties on the donor unit with thiazoles appears

to have significantly altered the character of the dihedral torsional potential. In these variants, the

0◦ dihedral orientation is unstable. Instead, the minimum energy conformations are associated with

dihedral angles of 180◦, i.e., in a ‘flipped’ orientation compared to IDTBT. The minimum energy
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conformation of D is depicted in Figure 7.4b. For backbones containing multiple monomers, this

results in a more linear backbone shape, contrasting with the slight curve present for every 2mer

segment of IDTBT, A, and B (this may be seen in Figure 7.2b, and later in Figure 7.6).2 Notably,

the potential well stabilising C and D in this flipped conformation is significantly more narrow close

to the minimum, unlike IDTBT which features a region of somewhat flat potential close to 0◦. This

suggests that a planar conformation is more rigidly imposed in C and D than in IDTBT.

This is a surprising result, given that C and D lack the same N-H atom pairing which was iden-

tified as the main reason for the stiffly planar backbone of IDTBT [125, 158]. The minimum energy

conformations of C and D do feature another, somewhat equivalent pair of atoms, this time involving

an N on the donor and a H on the acceptor (joined by a dashed red line in Figure 7.4b). However,

the distance between these atoms (2.48Å) is greater than in IDTBT (2.38Å), suggesting that the

strength of the attractive force will be diminished. This implies that an alternative explanation may

be required to understand the enhanced planarity of the C and D backbones. Notably, previous works

have highlighted the importance of considering subtle increases in double bond character for explaining

differences in the rigidity of certain donor-acceptor dihedral bonds with similarity to those discussed

here. This effect has been proposed as contributing more to maintaining planarity across such dihedral

bonds than the through-space electrostatic interaction described above [181, 182]. A potential future

study on this topic is discussed in Section 9.2.5.

7.2.3 Contact Interaction Maps

To evaluate the effect of modifying the donor unit on the geometry of interchain contacts, and the

strength of HOMO-HOMO coupling (Jinter), I computed interaction maps for each of the variants,

using the procedure first described in Section 6.2.1. As before, a series of contact structures was

generated for each variant by arranging pairs of 2mer chain segments in various face-on positions, all

with a fixed separation distance of 4Å. For each contact structure, the lower chain segment was held

at a fixed position, while the upper chain segment was translated by x in the backbone direction of the

lower segment, and rotated by θ around its central BT unit. The contact structures were then subject

to DFT calculations, from which the enthalpic3 interaction energy (E) and Jinter were computed.

To facilitate comparison with the IDTBT results, calculations were performed at the same level of

theory as in Section 6.2.1 (cam-b3lyp/cc-pVDZ). Prior to being arranged as contact structures, the

isolated segments were optimised at this level of theory, to locate their minimum energy conformations

(featuring ‘flipped’ dihedrals in the case of C and D). As before, no further optimisation was performed

after arranging the segments into contact structures.

The interaction maps constructed for variants A and D are shown in Figure 7.5. These were chosen

2For backbones containing multiple 2mer segments, the IDTBT, A, and B backbones are still linear on larger scales.
3A discussion of the expected contribution of entropy to the free energy is may be found in Section 6.2.1.
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(a) (b)

(c) (d)

(e) (f)

Figure 7.5: Maps displaying the enthalpic interaction energies (E) and hole transfer integrals (Jinter)
between a pair of 2mer segments with methyl side groups. Each pixel on the map represents a different
arrangement, with the upper chain being shifted by x in the backbone direction of the lower chain
and rotated in-plane by θ. Dashed lines represent parallel and perpendicular arrangements of the
segments. See Figure 6.1 for further explanation. The left column shows interactions between variant
A segments, while the right column shows interactions between variant D segments. The first row
shows E maps. The second row shows Jinter maps with a linear scale. The third row shows Jinter maps
with a logarithmic scale.
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as representatives since similar results were observed within the group featuring an ‘upright’ dihedral

(IDTBT, A, B), and the group featuring a ‘flipped’ dihedral (C , D). Interaction maps for the other

variants (except LUMO-LUMO coupling) may be found in Appendix B.3. All LUMO-LUMO coupling

maps may be found in Appendix B.4.

The E maps for all variants are broadly similar to that of IDTBT (see Figure 6.2a), suggesting

that the variants are also likely to display perpendicular crossing arrangements in the solid state. This

shared behaviour is understandable based on my analysis indicating that the IDTBT crossing motif

is promoted by the angle and position of the side groups on the donor, and the unadorned acceptor

unit (Section 6.2.1). In these aspects of the chemical structure, the variants are unchanged from

IDTBT. Combined with the rigidity of the backbones, suggested by the torsional potential results

(Section 7.2.2), this preference for perpendicular contacts implies that the variants are likely to form

microstructures with a high degree of interconnectivity, similar to IDTBT (see Section 5.2.6).

One feature present only on the the C and D interaction energy maps is a bright spot (E < 0 eV)

centred on x = 0, θ = 180◦. The presence of this spot indicates that the ‘flipped dihedral’ variants

are able to pack in a stable antiparallel arrangement. This arrangement is shown on the right-hand

side of Figure 7.6. The left-hand side of Figure 7.6 reveals how clashes between the side groups and

backbones prevent the stable packing of IDTBT, and the other variants featuring an ‘upright’ dihedral,

in a similar antiparallel arrangement.

Following the same argument given in Section 6.2.1, the small regions of negative interaction energy

corresponding to parallel and antiparallel backbone arrangements are unlikely to be important for

governing the types of contacts that form in physical microstructures. As before, this is on the basis

that these small regions of enthalpic stability are likely to be entropically disfavoured, which will be

more so the case for longer chain lengths. This argument was previously verified by the low occurrence

of parallel contacts, compared to perpendicular contacts, in MD microstructural models of C16-IDTBT

(see Section 5.2.5).

The coupling maps for all variants are broadly similar to that of IDTBT (see Figures 6.2c and 6.2d).

One minor distinction is that the width of the bright horizontal bands (representing stronger coupling

values), centred on 0◦ and 180◦, are slightly reduced for C and D compared to the other variants

Figure 7.6: Top-down views of contacting segments of IDTBT (left) and variant D (right) in antiparallel
arrangements (x = 0, θ = 180◦). Instances of clashes between the side groups and backbones for the
IDTBT pair are circled in green. Carbon atoms in the upper and lower segments have been coloured
red and blue respectively, to help distinguish them.
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and IDTBT. This is likely related to the slight curve of the backbone present in the minimum energy

conformation of IDTBT, A, and B , compared to the straight backbones of C and D . As stated,

however, I do not expect these (anti)parallel arrangements, or their corresponding coupling strengths,

to be common in physical or modelled microstructures of the polymers.

7.2.4 Thermal Distributions of Contact Arrangements

If we assume that the chain segments may only adjust their relative positions according to the degrees

of freedom covered by the interaction maps (x and θ), then the E values can be used to assess the

probability of finding a given contact in one of the evaluated geometries. For each polymer, I computed

the probability of each contact geometry by inputting its associated E into a Boltzmann distribution,

with system temperature set to 300K. Before calculating the probabilities, I modified the interaction

energies in order to neglect the energetic wells associated with some parallel and antiparallel backbone

arrangements. This was done by locating all contact geometries with θ within ±15◦ of 0◦ or 180◦, and

setting any negative interaction energies to zero. I justified this on the basis that these arrangements

rarely appeared in MD microstructural models of C16-IDTBT (see Section 5.2.5), implying that there

is some effect preventing their formation in realistic microstructures (likely relating to the length of

backbones or side chains). The calculated probabilities for different contact geometries of IDTBT, A,

and D are visualised as maps in the left-hand column of Figure 7.7.

From Figures 7.7a, 7.7c, and 7.7e, we can observe that there is a high likelihood for contacts

to be arranged in a relatively narrow range of geometries, indicated by deep red areas on the maps.

Notably, these geometries tend to feature θ of ∼45◦ and ∼315◦, and are not, therefore, closely aligned

with the perpendicular contacts that were most commonly represented in MD models of C16-IDTBT

microstructures (see Section 5.2.5). This discrepancy may be related to the side groups used for these

calculations versus those in the MD simulations. From the simulations of contacting pairs of IDTBT

chains on substrate (Section 5.2.1), we saw how longer side chains tended to promote a narrower

distribution of θ around the perpendicular. Shorter side chains appear to less tightly constrain the

backbones in a perpendicular arrangement, which may allow contacts to locate energetically favourable

geometries over a broader range of θ. Another contributing factor could relate to the limited degrees

of freedom covered by these interaction maps. Additional E maps (computed using forcefields), rep-

resenting IDTBT contact geometries with the upper chain segment also translated in the y-direction

(orthogonal to x and the conjugated planes), may be viewed in Appendix B.2. These indicate that

the regions of negative interaction energy tend to become more restricted around the perpendicular

for contact geometries featuring non-zero translations in y.

The thermally-distributed probabilities assigned to each contact geometry can also be assigned to

the Jinter values associated with those geometries. Figure 7.8 shows probability-weighted distributions

of Jinter for each of the variants, plus IDTBT. A similar distribution of LUMO-LUMO coupling values
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(a) (b)

(c) (d)

(e) (f)

Figure 7.7: Maps displaying the thermally-distributed probability of contact geometries (left column)
and hole transfer integrals (Jinter) (right column) between a pair of 2mer segments with methyl side
groups. Each pixel on the map represents a different arrangement of the chain segments, with the
upper segment being shifted by x in the backbone direction of the lower segment and rotated in-plane
by θ. Dashed lines represent parallel and perpendicular arrangements of the segments. See Figure 6.1
for further explanation. The first row shows maps corresponding to IDTBT, while the second and
third rows correspond to variants A and D , respectively. Pixels in the coupling maps are reduced in
saturation (‘greyed out’) for contact arrangement with probabilities < 0.1%. The probabilities of some
parallel and antiparallel arrangements have been reduced, to focus on perpendicular arrangements.
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Figure 7.8: Distribution of HOMO-HOMO coupling strengths (Jinter) for pairs of contacting IDTBT
segments, and variants. Contributions of different Jinter values are weighted according to the probability
of finding the system in the arrangement which establishes that Jinter.

may be seen in Appendix B.9. We can observe that the distributions fall into two distinct groups, which

align with whether the minimum energy conformation of the individual segments features the donor-

acceptor dihedral in its ‘upright’ (IDTBT, A, and B), or ‘flipped’ orientation (C , D). The ‘upright’

group all show a relatively broad distribution of Jinter. Within this group, B appears to show higher

Jinter values than IDTBT or A. The polymers in the ‘flipped’ group also show Jinter values distributed

around a mean higher than that of IDTBT and A. However, the most distinct feature of this group is

the far narrower range over which Jinter values are distributed.

We can identify the reason for this narrow range of Jinter by considering the coupling maps shown

in the right-hand column of Figure 7.7. Here, I have plotted the coupling maps while reducing the

saturation of (i.e., ‘greying out’) pixels representing contact geometries with probabilities < 0.1%. In

the case of IDTBT and A (Figures 7.7b and 7.7d, respectively), we observe that the saturated regions,

representing the most probable contact geometries, are coincident with nodes in the Jinter values (dark

lines). This may be contrasted with variant D (Figure 7.7f), for which we see that the saturated regions

are located at positions of relatively constant, positive Jinter.

7.3 Conclusions

These results suggest that the heteroatom-substituted variants may exhibit similar microstructural

features to C16-IDTBT, assuming the same choice of side chains. In particular, the torsional poten-

tials calculations (Section 7.2.2) suggest that the variants will also have rigid and planar backbone

conformations, while the interaction energy maps (Section 7.2.3) indicate that they are likely to adopt

a similar perpendicular crossing motif at contacts. From my earlier analysis, this combination of fea-
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tures was identified as one of the contributing factors to the high hole mobility (µ) of C16-IDTBT,

since together they promote the formation of a highly interconnected transport network.

Compared to IDTBT, the variants C and D were found to have torsional potentials between the

donor and acceptor units that even more strongly stabilised the backbones in a planar conformation.

This may indicate support for faster intrachain transport in these polymers than IDTBT.

The results further suggested that, for a thermal distribution of contact geometries, the interchain

coupling values established by variants C and D would be slightly higher on average, and fall within a

much narrower range than those of IDTBT (Section 7.2.4). It is possible that this could translate into a

lower susceptibility to the effects of dynamic coupling disorder, which may lead to improved interchain

charge transport in these polymers [11, 57, 68, 69]. However, this latter point should be considered

in light of the fact that the contact geometries associated with this narrow range of coupling values

were somewhat distinct from the geometries typically observed in MD simulations of C16-IDTBT,

which may be more representative of the those we can expect to be present in physical thin films

(see Section 5.2.5). Furthermore, as discussed in Section 5.2.1, long side chains may also contribute

to this ‘contact locking’ effect by sterically restricting the backbones in a perpendicular arrangement.

Since the location and bond angle of the attached side chains is the same between all variants and

C16-IDTBT, the contribution of side chains to this effect would likely be similar.

Nevertheless, these characteristics (a similar microstructure, higher intrachain mobility, and more

stable interchain coupling) imply that the variants C and D could potentially achieve a higher hole µ

than IDTBT.

This evaluation may be contrasted with the low experimental µ = 4 × 10−5 cm2/Vs displayed

by C16-IDTzBT [170], which, as stated, features a similar chemical structure to variants C and D .

Nikolka et al. hypothesised that the low µ of C16-IDTzBT could relate to a higher charge injection

barrier in the measured FET device, caused by the deeper HOMO level of the polymer compared to

C16-IDTBT (see Figure 7.2). However, they concluded that this could not be the only reason, since

another analogue (IDTDTBT) showed a much less pronounced decrease in µ (6×10−2 cm2/Vs), despite

having a similar HOMO level to C16-IDTzBT.

Another potential factor in the low µ of C16-IDTzBT may relate to the variant C and D re-

sults presented here. In particular, if C16-IDTzBT shares a similarly rigid backbone to C and D

(see Section 7.2.2), this could potentially have an adverse effect on measurements of bulk µ, despite

its likely benefits to intrachain transport The STM results in [150] indicated that allowing for some

degree of backbone flexibility was useful for facilitating higher amounts of contact formation, which

may therefore be reduced in C16-IDTzBT, as well as C and D . Furthermore, an overly rigid backbone

may limit the solubility of these polymers, potentially restricting the chain lengths achievable during

synthesis, and negatively affecting film formation. Wadsworth et al. hypothesised that low solubility

could be the reason for the lower experimental mobilities [170] displayed by another IDTBT variant
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(with a fluorinated acceptor unit), for which theoretical calculations also predicted a more rigidly pla-

nar backbone [158, 172]. For C16-IDTzBT, this effect on chain length may be evidenced by the low

molecular weight (MW ) of the polymer sample used in [170] (10 kgmol−1, corresponding to ∼8mers).

By comparison, a µ = 0.75 cm2/Vs was measured by Zhao et al. for a low MW C16-IDTBT sample

(25.1 kgmol−1, ∼19mers) [91], while the charge transport simulations described in Section 6.2.3 pre-

dicted µ = 0.17 cm2/Vs for C16-IDTBT 12mers. While these chain length are still longer than in the

C16-IDTzBT sample, the fact that there remains a several order-of-magnitude difference between the

µ values suggests that another explanation may be required to explain the dramatic decrease brought

about by including thiazole moieties on the donor unit in this case. Investigating this, and assessing

whether any of the same issues apply to variants C and D , would be an interesting topic for further

study (see Section 9.2.5).

In contrast to variants C and D , the results of the analysis presented in this chapter suggest that

the variants A and B would show similar transport behaviour to IDTBT.

Synthesising the variants, and subjecting them to experimental mobility measurements, would allow

these evaluations to be tested.
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Chapter 8

Disorder and Transport in O-IDTBR

I describe an investigation into the non-fullerene acceptor molecule O-IDTBR. I detail insights gained

from my work, and that of collaborators, into the mechanisms and speed of electron transport, and

how these are governed by material microstructure and energetic disorder. We find that transport

proceeds via a transient delocalisation mechanism in crystalline structures, and via localised hopping

in disordered thin film structures. We identify electrostatic-induced energetic disorder as the dominant

factor governing transport in thin films, and link this to a chemical structural origin, namely the soft

dihedral between acceptor and donor units making up the O-IDTBR core. This work has been published

in Physical Review X [60].

8.1 Introduction

The development and use of NFA molecules led to a step-change in the performance of OPV de-

vices [183, 184], with current devices able to achieve power conversion efficiencies > 19% [185]. This

has been enabled by precise control over the photophysical properties of NFA molecules, such as their

absorption spectra and MO energy levels. This control stems from the use of an alternating acceptor

(A) and donor (D) unit molecular construction, typical to most NFAs. In this study, we investigated

one of the first successful NFAs, O-IDTBR [186], which features an ADA core composed of the acceptor

units BT and rhodanine, and an IDT donor unit.

Although highly beneficial to their optical properties, the effect of this ADA construction motif

on charge transport properties is less well understood. Compared to other small molecule OSCs,

NFAs often display higher levels of conformational and packing disorder that can hamper electron

transport. This structural disorder is in turn thought to arise from chemical-structural features, in

particular a relatively soft dihedral between the A and D units, which reduces the conformational

rigidity of the molecules [121, 152]. Conformational and microstructural disorder is likely to produce

electronic structural disorder, affecting transport in some systems. In particular, it is likely to effect the

electronic coupling between molecules in the solid state, and may lead to energetic disorder arising from
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Figure 8.1: Chemical structure of O-IDTBR.

the different electrostatic potential experienced by an excess electron localised on each molecule [50].

The degree of electronic structural disorder not only affects the rate of electron transfer between

molecules, but also determines the mechanism of electron transport. In Section 2.4.2, I introduced

an intermediate transport regime in which charge transport proceeds via a transient (de)localisation

mechanism. Past experiments and simulations have indicated that this transport mechanism is utilised

in other, high-mobility, small molecule OSCs [57–59, 187]. However, in these examples, molecules tend

to be more rigid, and display more crystalline microstructures, compared to NFAs such as O-IDTBR.

With the above in mind, the following questions remain about the relationship between chemical

structure, microstructure and electron transport in O-IDTBR:

• Does transport in the crystalline regions of the O-IDTBR microstructure proceed via a transient

delocalisation or localised-electron hopping mechanism? Does this mechanism carry over to the

disordered regions?

• How does the transport mechanism, and other related factors such as energetic disorder, al-

ter the electron mobilities predicted in the crystalline and disordered regions of the O-IDTBR

microstructure?

• What is the chemical-structural origin of factors governing the mobility in O-IDTBR, and other

similarly-constructed NFAs?

To address these questions, I carried out a series of KMC charge transport simulations on crystalline

and disordered thin film models of O-IDTBR.

Here, I briefly outline the contributions of my coauthors to this study. A crystalline microstruc-

tural model of O-IDTBR was sourced from a previous study [188], while a thin film model was pro-

duced, using MD, by Anders S. Gertsen (using an atomistic version of the procedure summarised in

Section 5.1 [121, 152]). My simulations, performed on these models, were compared against quantum-

classical non-adiabatic MD transport simulations performed by Ljiljana Stojanović on the same models,

using the code FOB-SH [74, 189, 190]. Both sets of simulation results were then compared against SCLC

experiments carried out by Jun Yan. FOB-SH is able to simulate, and distinguish between, different
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mechanisms of electron transport, but is limited in its ability to factor in intermolecular contributions

to energetic disorder and reorganisation energy. Since we suspected that these effects could be signif-

icant in structurally disordered microstructures, my collaborators Samuele Giannini, Giacomo Londi,

and Gabriele D’Avino evaluated the energetic landscape of the thin film system using the microelec-

trostatics model MESCal [50, 51]. Results from MESCal could then be used to parameterise the KMC

simulations. Further methodological details and results from these contributions will be provided in

Sections 8.2 and 8.3.

My contributions to this investigation are described over the remainder of this chapter. Here, I

briefly outline my results and analysis, and how these were used to address the research questions listed

above:

• In Section 8.3.1, I compare the results of KMC simulations performed on crystalline and disor-

dered thin film structures, to understand the effect of microstructure on electron mobility. These

results are further compared against FOB-SH simulations to probe the mechanism of transport in

these systems, and understand the effect of transport mechanism on mobility.

• In Section 8.3.2, I compare the results of KMC simulations performed on thin film structures

with, and without, intermolecular contributions to energetic disorder and reorganisation energy.

Results are further compare against SCLC experiments. Analysis of these results is used to un-

derstand the factors governing mobility in realistic O-IDTBR microstructures, and to understand

the chemical-structural origins of these factors.

Using these results, and those of my collaborators, we sought to provide a picture of the transport

behaviour of electrons in O-IDTBR, and rationalise the transport characteristics displayed by this

material and similar NFAs, based on their shared chemical- and micro-structural characteristics.

In the concluding section (Section 8.4), I discuss how insights gained from this study may aid in the

development of new NFAs with superior electron transport properties, and thus more efficient OPV

devices.

8.2 Method

A crystalline microstructural model of O-IDTBR was taken from [188], where the packing arrangement

of molecules had been solved by X-ray crystallographic analysis. The crystal structure is shown in

Figure 8.2. A thin film model was produced by Anders S. Gertsen, using the MD solution-evaporation

deposition procedure introduced in Chapter 5. For this study, atomistic forcefields were used to

represent the O-IDTBR and solvent (chloroform) molecules, as well as an explicit SiO2 substrate [121,

152]. Both systems were converted to a site representation by locating the CoGs of molecules.
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Figure 8.2: Crystal structure of O-IDTBR, shown from two projections. The unit cell is shown in the
top row. In the following rows, molecule pairs (D) establishing the four largest electronic couplings are
highlighted. With permission from Ljiljana Stojanović, this image has been adapted from [60], and is
based on a structure from [188].

Electronic coupling strengths (J) in both systems were computed by my coauthors using the ana-

lytic overlap method and projector-operator-based diabatization method, as described in [60]. Instan-

taneous values (J(t)) were used in the FOB-SH simulations carried out by my coauthors. However, for

the KMC simulations, I used thermally-averaged values, calculated by

Jij =
√︂
⟨Jij(t)2⟩,

for the electronic coupling between molecules i and j. Time-averaging was performed across multiple

FOB-SH trajectories, which were themselves initiated from time-separated snapshots of an MD trajec-

tory of the dry film (performed by Ljiljana, by continuing from the structure produced by Anders

in the case of the thin film system). This averaging is appropriate for the hopping mode of trans-

port, which assumes the thermal relaxation of molecules between hopping events, and, therefore, that

the timescales of hopping are slower than the timescales of thermal fluctuations (and reorganisation,

see [54] and Section 2.3.2). In this study, we validated this assumption for the thin film by comparing

the timescales of hopping with the timescales of the intramolecular modes involved in reorganisation,

which were calculate by BSc student George Su. This comparison is depicted in Figure 8.3, where we

observe that the vast majority of hopping rates are indeed slower.

KMC transport simulations were performed using ToFeT. The J values indicated that the crystal

system is relatively non-transporting in the c-crystallographic direction. As such, transport was only

evaluated in the a and b directions (see Figure 8.2). These were aligned with the fixed field direction (z)

imposed by ToFeT by rotating the system so that a or b coincided with z. During crystal simulations,

PBCs were in place for all directions. For the thin film system, no couplings were computed for

molecule pairs separated by the z-boundary of the MD model, so transport was only evaluated for the
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Figure 8.3: Comparison between timescales of hopping (smoothed distributions) and intramolecular
reorganisation modes (red lines) in the O-IDTBR thin film system. Hopping timescales are shown with
and without intermolecular contributions to site energies (ϵ) and reorganisation energy (λ).

in-plane x- and y-directions (corresponding with SCLC and FET experiments), again by rotating the

system. During simulations, PBCs were in place for both x and y.

Site energies (ϵ) were set to zero for all sites in the crystal. This was on the basis that the electro-

static potential at all molecular sites was similar (verified by my collaborators using MD simulations

with Ewald electrostatics applied), and contributions to ϵ from intramolecular vibrations thermally

averaged to the same value for all molecules. In the disordered thin film, the electrostatic environment

of molecules can vary significantly. For this reason, ϵ values were set based on calculations performed

using the microelectrostatics model MESCal. The thermally-averaged contributions to ϵ form an ap-

proximate Gaussian distribution, with width σϵ = 159meV.

The reorganisation energy (λ) may be separated into intramolecular (λintra) and intermolecular

(λinter) terms. λintra was found by my collaborators to have a value of 180meV using the four-point

method, aligning with the value of 182meV found by normal mode analysis (see Figure 8.3). For

the crystalline system, I neglected the λinter term in order to ease comparison between the KMC

and FOB-SH simulations, which only include λintra. For the thin film, λinter can be significant. From

the MESCal calculations, a value of λinter = 80meV was found, representing the adaption of the

environmental charge density when the conformation of a molecule changes from it’s neutral geometry

to charged geometry [60]. Combining the two contributions led to a total λ = 260meV. I ran transport

simulations on the thin film both with and without the intermolecular electrostatic contributions to ϵ

and λ, for comparison.

A single mobile electron was simulated at a time, initially generated on a random site for each run.

The system temperature was set to 300K, while the external field strength was set to 1× 104V cm−1.

Simulation results for the crystalline and thin film systems are described below.
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(a) (b)

Figure 8.4: (a) Simulated electron mobilities for the crystalline O-IDTBR structure. (b) Simulated
and experimental mobilities in disordered thin films of O-IDTBR.

8.3 Results

8.3.1 Effect of Microstructure on Transport

Figure 8.4a shows the mobilities (µ) calculated by ToFeT for the crystalline system, in comparison

with those found by FOB-SH, while neglecting intermolecular contributions to ϵ and λ. Transport

was found to be highly anisotropic, with ToFeT calculating µ = 20 cm2/Vs and 0.89 cm2/Vs, for the

a- and b-directions respectively. This is expected, given that two strongly coupled molecule pairs

(J = 96meV and 46meV, labelled D1 and D2 on Figure 8.4a) form the transport pathway in a, while

the b-pathway is periodically interrupted by a weakly coupled molecule pair (J = 0.2meV, labelled D3

on Figure 8.4a).

There is some discrepancy between the µ values predicted by ToFeT and FOB-SH in the crystal,

with ToFeT predicting values 3× larger than FOB-SH. At present, it is not possible to verify these

experimentally, because fabricated samples of O-IDTBR do not generally form single crystals. How-

ever, we can assume that the FOB-SH results are more accurate in this instance. This is because the

electronic structure parameter values place us outside the perturbative regime (J ≪ λ) assumed by

the Marcus model (see Section 2.3.2). The fact that ToFeT predicts higher µ than FOB-SH in this case

is understandable in light of a previous study carried out by Spencer et. al, in which they showed that

the Marcus equation tends to overestimate electron transfer rates when it is inappropriately applied

in the adiabatic regime [75].

Figure 8.4b displays the µ computed by ToFeT for the thin film system. For now, I focus on the

results computed without intermolecular contributions to ϵ and λ. Compared to the crystalline system,
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µ in the thin film is predicted to be significantly lower, at µ = 0.31 cm2/Vs. This is expected, since

the J values were found to be lower than in the crystal. Although instances of high J exist between

some molecule pairs, they are not widespread enough to form percolating pathways, so transport is

limited by instances of lower J . My coauthors found that the average number of molecules in pathways

connected by J ≥ λ/10 (18meV) was only 8, for a system of 234 molecules.

The relatively low J values suggest that we can have more confidence in the µ predicted by ToFeT

for the thin film system than in the crystal. This is corroborated by the similarity between the µ values

calculated using ToFeT (0.36 cm2/Vs) and FOB-SH (0.31 cm2/Vs). Unlike in the high-J regime, electron

transfer rates measured from FOB-SH simulations have been shown to converge with those calculated

by the Marcus equation, when applied in the appropriate non-adiabatic regime [75]. In this case, my

coauthors were able to provide further direct evidence justifying the hopping mechanism assumed by

ToFeT. They calculated the inverse participation ratio of the electron wavefunction during FOB-SH

simulations, finding that the electron rarely delocalises over more than 1 to 1.5 molecules.

In summary, I have described the results of KMC electron transport simulations carried out on

crystalline and thin film structures of O-IDTBR (while neglecting intermolecular contributions to ϵ

and λ, which is likely to affect transport in the thin film. See following section). Switching from

a crystalline to a disordered microstructure results in a two order-of-magnitude drop in µ from the

fastest transport direction in the crystal. Comparison with FOB-SH simulations indicated that one of

the factors contributing to this large decrease was an overestimation of µ in the crystalline case, due

to the inappropriate application of the Marcus rate equation in the the adiabatic regime. The lower

J-values in the thin film meant we could be more confident that transport was in the non-adiabatic

regime. This led to a good correspondence between the µ values calculated by ToFeT and FOB-SH.

8.3.2 Impact of Energetic Disorder on Transport

Figure 8.4b shows the results of ToFeT simulations performed on the thin film structure, with and

without the inclusion of intermolecular contributions to ϵ and λ. µ is observed to fall dramatically, by

five orders of magnitude, when intermolecular contributions are included.

With intermolecular contributions, the simulated µ (9.6 × 10−6 cm2/Vs) corresponds closely with

the experimental µ (between 1×10−5 cm2/Vs and 2×10−5 cm2/Vs), measured by SCLC. The SCLC µ

was evaluated by fitting a drift-diffusion model with a distribution of site energies to the experimental

J-V data. In this regard, the best fit was found by applying a Gaussian distribution of energies, with a

width of 150meV, which may be compared with σϵ = 159meV calculated by MESCal. To add to this,

SCLC experiments are operated under a low charge injection regime, relative to the more commonly

applied FET method. This aligns with the low charge density regime of the simulations, meaning

that transport in both cases is highly sensitive to the energetic landscape presented by the LUMO

energy levels of molecules. On this basis, the close alignment between the simulated and experimental
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µ is therefore understandable; In both situations, transport appears to be dominated by the effect

of energetic disorder. For the KMC model, this was confirmed by running simulations with only the

intermolecular electrostatic contribution to λ included, which resulted in µ decreasing by a factor of

three, a much smaller effect than the several order-of-magnitude drop caused by the introduction of

energetic disorder.

It is worth noting that, in previous studies, reported µ values from SCLC measurements of

O-IDTBR have been slightly larger [191], corresponding less precisely with the µ computed here.

These higher experimental µ values likely result from measurements performed on films that have un-

dergone thermal annealing. This is a common processing technique applied following film deposition,

and is intended to enhance the µ of films by increasing their crystallinity. In the study described

here, the SCLC measurements were performed on deliberately non-annealed thin films, so that their

microstructures would better match the MD model.

In our model, the energetic disorder arose from the different strength of collective electrostatic

(i.e. Coulombic) interactions experienced by an excess electron, when it is localised on each of the

molecules in the material. Variations in the electrostatic potential originate from variations in the local

charge density throughout the material. How charge density is distributed through the system depends

on 1) the position and conformation of neutral molecules (treating them in isolation i.e., in their gas

phase), 2) rearrangement of the charge density (polarisation) due to the interactions between neutral

molecules, and 3) a further rearrangement due to the inclusion of an excess charge (induction). In the

O-IDTBR thin film system, significant variations in the local charge density originated from structural

disorder in the position, orientation and conformation of molecules. The degree of conformational

disorder was assessed by my collaborators, by calculating the torsional angles between IDT and BT

units, which were found to adopt a broad bimodal distribution. The effect this had on local charge

density is exacerbated by the presence of several heteroatoms on the IDT, BT, and rhodanine units of

the molecule.

In summary, I have described the results of KMC electron transport simulations carried out on

a thin film model of O-IDTBR, with the inclusion of energetic disorder and λinter calculated using

the microelectrostatics model MESCal [51]. I compared these with results from simulations without the

intermolecular electrostatic interactions, showing that, in the more realistic system, charge transport is

dominated by the effect of the disordered energetic landscape. This premise was validated by compar-

ing the computed µ against SCLC experiments, performed on a similar disordered microstructure, and

operating in a similar low charge density regime. With respect to more sophisticated transport simu-

lation techniques such as FOB-SH, the utility of the KMC approach was demonstrated by the capacity

to easily include information provided by other methods, such as microelectrostatics calculations.
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8.4 Conclusions

In conclusion, I carried out KMC charge transport simulations to evaluate electron transport in the non-

fullerene acceptor material O-IDTBR. Results were compared against quantum-classical non-adiabatic

MD transport simulations and experimental measurements of mobility. I found that electron mobilities

decrease significantly when switching from a crystalline to a disordered thin film microstructure, due to

the decreased in coupling between molecule pairs that this entails. Comparison with FOB-SH simulations

further indicated that this decrease in coupling led to a change in the mechanism of electron transport

between the two systems. Transport in the crystal occurred via a transient delocalisation mechanism,

while transport in the thin film occurred via localised-electron hopping. The KMC simulations were

well suited to capturing transport behaviour in the latter case, but were limited in their ability to

capture the former, leading to an overestimation of the electron mobility. Thus, we provided a case

study demonstrating the circumstances under which it is appropriate to model transport using Marcus-

rate parametrised KMC, and the consequences of applying it incorrectly.

Confounding the lower coupling strengths and consequent change in transport mechanism, my

results indicated that the largest factor governing electron mobility in thin films was the presence

of significant electrostatic-induced energetic disorder. This originates from the different electrostatic

potential experienced by an excess electron localised on each molecular site, which is in turn established

by variation in the charge density throughout the material due to disorder in the conformation, location

and orientation of molecules. Introducing energetic disorder into the KMC model caused a dramatic

five order-of-magnitude drop in the electron mobility.

The dominating effect of energetic disorder was supported by the agreement between the simulated

mobilities and experimental mobilities, extracted from SCLC measurements. Both the simulations

and experiments operated under the low charge density regime, and were therefore sensitive to the

influence of the energetic landscape. In both cases, the electron mobilities were found by applying a

similar degree of energetic disorder, with a Gaussian width of ∼150meV.

A significant degree of the electrostatic-induced energetic disorder in the thin film was linked to

conformational disorder arising from the soft dihedral between the acceptor (A) and donor (D) units of

the molecule. It is therefore likely that insights gained from this study, namely the transport-limiting

effect of electrostatic-induced energetic disorder, could apply to other NFAs featuring an A-D-A or A-

DAD-A core. Greater rigidity between the A and D units and/or greater crystallinity would therefore

be expected to reduce energetic disorder and improve electron mobilities in these materials. This may

be one reason why other NFAs, such as Y6, exhibit higher mobilities than O-IDTBR.

Although it serves a very different role as a donor polymer, it is worth highlighting that the

conjugated polymer C16-IDTBT, discussed in Chapters 5 and 6, is composed of two of the same A and

D units as O-IDTBR. Unlike O-IDTBR, however, the dihedral linking these units is notably more rigid
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in C16-IDTBT. This has been linked to the fact that the polymer displays near energetic-disorder free

hole transport [86]. In Chapter 6, the effect this had, particularly on intrachain transport, was identified

as one of the reasons for the high hole-mobility displayed by C16-IDTBT. A comparison between

these two materials further exemplifies the crucial importance of conformational control (alongside the

coupled parameter of microstructural control) when it comes to designing new high-mobility OSCs.
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Chapter 9

Conclusions and Outlook

In this thesis, I have described a series of computational investigations exploring the relationship

between microstructure and charge transport in organic semiconductor materials. Where relevant, I

additionally connected these to the performance exhibited in specific device applications. I focussed

on materials showing a divergence from the usual correlation between increased microstructural order,

higher charge mobilities, and improved device performance. In each material case, I sought to explore

and rationalise the role played by the typically high degrees of microstructural disorder in determining

transport behaviour and performance.

I employed a multiscale modelling approach that included the use of molecular dynamics (MD),

density functional theory (DFT) and charge transport simulation methods. I showed how the chemical

structure of polymers and small molecules determines their packing arrangements, how this impacts

the strength of electronic coupling and broader microstructural trends, and how these factors govern

the bulk transport properties of materials.

9.1 Chemical Structure, Microstructure, and Charge Transport

In Chapter 4, I described the development of two charge transport simulation codes, ToFeT and MESol,

which respectively employ the kinetic Monte Carlo (KMC) and master equation (ME) approaches.

These modelling tool were then applied in two case studies to demonstrate their capability.

In the first case study (Section 4.5.1), I used ToFeT to probe the impact of electron density and

mobility on the performance of an interfacial photocatalytic polymer system for hydrogen production.

I compared simulation results from two model systems to explain the different hydrogen production

efficiencies of photocatalysis based on the sulfone polymers FS-Hex and FS-TEG. The glycol side

chains attached to FS-TEG led to increased water permeation in experimental systems, which was

replicated in silico by decreasing the electronic coupling between polymer sites in the FS-TEG model,

with respect to FS-Hex. From the simulation and experimental results, we found that, in the high

charge density regime, the higher mobility of FS-Hex was likely to decrease the performance of devices
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compared to FS-TEG. This was linked to a ‘queuing’ effect, established by the rate-limiting proton

reduction reaction occurring on residual co-catalytic palladium sites, which greatly increased the time

taken for electrons to exit the polymer region when electron densities were high. In experiments, the

presence of this effect was indicated by an unusual trend of electron lifetimes in the polymer increas-

ing with higher light intensity, and therefore with higher densities of generated electrons. Based on

the hypothesis that electrons ‘waiting’ in the polymer region may suffer from increased recombina-

tion rates for higher mobility polymers, we were able to rationalise the high performance of sulfone

polymers in this application, in light of their low mobilities compared to alternative photocatalytic

polymers [128, 138].

In the second case study described in Chapter 4 (Section 4.5.2), I used MESol to evaluate electron

transport in bis-adduct isomers of PCBM. The different isomers had been shown by my collabora-

tors to favour different crystalline packing arrangements, which were linked to the differing degrees

of symmetry displayed by the isolated molecules. From the results of charge transport simulations,

I found that trends in the experimental mobilities of the isomers could be rationalised by consider-

ing the dimensionality of transport supported by the different crystal structures. These result were

used to explain a noteworthy trend in the experimental results, namely that molecules with higher

symmetry generally showed higher crystallinity, but worse mobilities. This was explained by the fact

that the more amorphous microstructures were able to facilitate increasingly isotropic charge transport

pathways [129].

In Chapter 5, I described an investigation into the microstructure of the high-mobility, structurally-

disordered conjugated polymer C16-IDTBT. Using MD simulations and comparisons with STM ex-

periments, I identified an unusual packing arrangement between polymer chains on surfaces and in the

bulk. My results indicated that chains make contact via a packing motif involving backbones crossing

over one another at near-perpendicular angles. The chemical-structural origin of this arrangement was

linked to the attachment location of the four bulk side chains on the IDT donor unit, and the unadorned

BT acceptor unit. In the 2D case, longer side chains were shown to promote a tighter distribution

of backbone crossing angles around the perpendicular. This motif enables pairs of chains to pack as

closely as semicrystalline polymers. When combined with the rigid, linear backbones of C16-IDTBT,

the crossing motif was also shown to promote the formation of a highly interconnected microstructure.

By quantifying the degree of interconnectivity, I was able to demonstrate the distinctiveness of the

C16-IDTBT microstructure compared to the other polymers (P3HT and PffBT4T-2OD) analysed in

this study [150].

In Chapter 6, I described my continued investigation of C16-IDTBT, here extending the study

to explicitly evaluate the effect of microstructure on charge transport. I used DFT calculations to

construct maps relating the interaction energy and electronic coupling between chain segments to

their spatial arrangement. Analysis of these maps indicated that the perpendicular contact motif of
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C16-IDTBT (identified in Chapter 5) is promoted not only by the attachment location of the side

chains on the IDT unit, but, in particular, by the angle at which the side chains are bonded to the

backbone. Although analysis of the maps and contacts sampled from realistic microstructural models

demonstrated that the crossing motif inherently limits interchain hole coupling, I was able to show

that the hole mobility of C16-IDTBT remains high in charge transport simulations. In line with

experiments, C16-IDTBT was shown to outperform the semicrystalline polymer P3HT, despite the

stronger interchain coupling of the latter. Analysis of the simulation results revealed that the high

mobility of C16-IDTBT arises from a combination of 1) a high intrachain mobility, 2) an interconnected

microstructure, and 3) modest (i.e. not too low) interchain coupling. These features were, in turn,

linked to chemical-structural origins, namely, a linear and rigidly planar backbone, with side chains

attached via sp3-hybridised bonds to the IDT unit, and an unadorned BT unit [150].

Building on this analysis, I demonstrated that a slight improvement in the strength of interchain

coupling would likely result in significantly higher bulk mobilities for C16-IDTBT, with a respon-

siveness greatly exceeding that of P3HT. Thus, the results of this study indicated that a promising

pathway towards realising even higher mobility conjugated polymers would involve designing polymers

for increased interchain coupling strengths, while maintaining similar microstructures to C16-IDTBT.

I suggested some chemical design proposals for achieving this in Section 6.3.

In Chapter 7, I extended the analysis of C16-IDTBT to consider variants of the polymer featuring

heteroatom-substituted donor units. Based on my findings in Chapters 5 and 6, I evaluated the factors

likely to influence charge transport in these materials, including the rigidity and planarity of the

backbones, the packing geometry at interchain contacts, and the strength of coupling at contacts. My

results indicated that, assuming the same choice of side chains, two of the variants (labelled A and B ,

featuring a modified benzene moiety at the centre of the donor unit) would likely show similar hole

mobilities to C16-IDTBT. The results further suggested that the remaining two variants (labelled C

and D , featuring similarly modified benzene moieties to A and B respectively, plus thiazole moieties,

on the donor) could show higher hole mobilities than C16-IDTBT. This was based on my assessment

that, compared to C16-IDTBT, C and D featured enhanced backbone rigidity, and potentially a lower

susceptibility to dynamic coupling disorder

In Chapter 8, I described an investigation into the charge transport behaviour of the NFA molecule

O-IDTBR. I used ToFeT to perform KMC charge transport simulations on crystalline and disor-

dered thin film models. For the thin film model, I ran simulations with and without the inclusion of

intermolecular contributions to the energetic landscape and reorganisation energy. When these con-

tributions were neglected, I found that the lower electronic coupling strengths in the thin film caused

the mobility to decreased by two orders of magnitude compared to the crystal. A similar decrease

was predicted by NAMD transport simulations performed by my collaborators. Their method further

revealed that transport in the crystal proceeded via transient delocalisation, while transport in the
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thin film occurred via localised hopping. For the thin film, the corresponding transport mechanism

in the KMC and NAMD simulations led to similar mobilities, whereas the KMC approach was shown

to overestimate mobilities in the crystal. Thus, we were able to demonstrate the circumstances under

which it is appropriate to model transport using Marcus-rate parametrised KMC, and the consequences

of misapplying it in a situation where the low-coupling assumption no longer holds [60].

The degree of energetic disorder in the thin film system was evaluated by my collaborators using a

microelectrostatics model that accounts for charge polarisation and electrostatic interactions between

molecules [51]. Introducing energetic disorder into the thin film KMC simulations caused the pre-

dicted mobility to drop by five orders of magnitude. An experimental mobility of similar magnitude

to this lower value was measured by my collaborators by fitting data from the SCLC method to a

drift-diffusion model with a DoSs closely matching the distribution of molecular site energies input

into the KMC simulations. Therefore, by comparing with experiments, we were able to validate our

finding that transport in O-IDTBR thin films is dominated by energetic disorder, and by contributions

from electrostatic effects in particular. A significant degree of the energetic disorder was linked to

conformational disorder arising from the soft dihedral between the acceptor (A) and donor (D) units of

the molecule. Thus, this study revealed the chemical-structural origin of the relatively low mobilities

exhibited by O-IDTBR and other A-D-A molecules, and indicated a pathway to improving the electron

mobility of these materials by increasing the rigidity of the molecular core [60].

Overall, my work has reaffirmed the importance of understanding the role of microstructure – and

particularly microstructural disorder – in determining the charge transport properties of OSC materials

and their performance in device applications, and demonstrated how computational techniques may

be applied to deepening this understanding.

9.2 Future Work

Several avenues of research could be pursued to expand upon the results presented in this thesis. Since

my work heavily involved studying C16-IDTBT, most of my thoughts and considerations concerning

further research have focused on this polymer, or on what this polymer can tell us about the structure-

transport link in conjugated polymers more broadly. I list several suggestions for future research in

the following subsections.

9.2.1 Experimental Assessment of the Geometry and Density of Interchain Con-

tact Points by Solid-State Nuclear Magnetic Resonance

Techniques such as dynamic nuclear polarisation-enhanced solid-state nuclear magnetic resonance

(SS-NMR) [192–194] can be used to assess the geometry and density of interchain contact points

in disordered polymer microstructures. This could allow for experimental verification, in the solid
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state, of the C16-IDTBT perpendicular crossing structures identified by STM and MD [150] (Chap-

ter 5). Spectral data provided by SS-NMR can be decoded to provide information about the pairwise

distances between atoms within a ∼1 nm range. Such data could be compared with simulated con-

tact structures extracted from MD models (Section 5.2.4) or from controlled arrangements of polymer

segments (Section 6.2.1).

Decoding the SS-NMR spectra associated with carbon and hydrogen atoms is made substantially

more difficult by the abundance of these atoms in the backbone and side chains. This could be addressed

by also analysing heteroatom-substituted variants of C16-IDTBT (see Section 6.3.1 and Chapter 7).

In particular, evaluating pairwise separations between F atoms in fluorinated-BT variants may provide

the means for a more straightforward insight into the geometry and density of contact points. Such

results could be linked to C16-IDTBT under the assumption (or evaluation) of similar microstructures.

An investigation of this nature has been proposed during discussions with Professor Hugo Bronstein,

Dr Craig Yu, and Dr Yao Fu.

9.2.2 Further Analysis of Contact Locking

In Sections 5.2.1, 6.2.1, and 7.3, I hypothesised that certain interactions (mostly involving the side

chains) in C16-IDTBT, and variants, may enhance interchain charge transfer by ‘locking’ contacts into

a narrow range of geometries, and thus moderating dynamic coupling disorder [11, 57, 68, 69].

This effect could be explored further, perhaps by computing coupling distributions based on MD

trajectories of pairs of contacting IDTBT chains with various side chain lengths. The use of MD

trajectories would enable entropic contributions to the free energy of contact geometries to be evaluated,

complementing the enthalpic interaction energy calculations presented in Sections 6.2.1 and 7.2.3.

A low susceptibility to dynamic coupling disorder has been identified as particularly important

for enabling high mobilities in crystalline small molecule OSCs, since it facilitates the transient

(de)localised transport mechanism [58–60] (see Chapter 8). Disordered polymers, on the other hand,

do not feature the extended π-π stacking arrangements that host the delocalised charge states used by

this mechanism. Therefore, when considering the thermal distribution of interchain coupling values at

each given contact in a polymer microstructure, it would be interesting to clarify which of the follow-

ing two options leads to better bulk transport: 1) a broad distribution, which may allow occasional

access to high instantaneous coupling values, or 2) a narrow distribution, which would align with the

preferred scenario in small molecule crystals. Exploring this idea would likely require the adoption of

more sophisticated models beyond standard high-temperature Marcus theory (Section 2.3.2), such as

NAMD simulations (Section 2.4.3).
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9.2.3 Analysis of Contact Formation (Aggregation) during the Solution State-

Solid State Transition

To establish a clearer link between the packing arrangements of pairs of C16-IDTBT chains on surfaces

(Section 5.2.1) and contacts in solid state models (Section 5.2.5), it may be useful to explore the

aggregation behaviour of chains in solution. This could be used to inform our understanding of how

contacts form during the transition between the solution state and dry films [38, 40, 123–125]. As

stated in Section 9.2.2, the use of MD would allow entropic contributions to the contact free energy to

be assessed, alongside enthalpic contributions.

Such a study could draw upon models and theories developed for biological systems (e.g., protein-

ligand binding [195]) to understand the analogous ‘binding’ process as it applies to conjugated polymers

during the initial stages of film formation. Metadynamics MD simulations [196] could be particularly

relevant in this regard.

9.2.4 Network Analysis of Conjugated Polymer Microstructures

The interconnectivity metric I defined in Section 5.2.6 was sufficient for rationalising the high mobility

of C16-IDTBT compared to P3HT, but I suspect that it could be improved.

Jackson et al. demonstrated an approach for characterising the influence of microstructure on

charge transport in small molecule OSC systems derived from the Kirchoff index (i.e., network resis-

tivity) [197, 198]. While appealing, my preliminary testing of this graph-based approach indicated

that it did not produce sensible results when applied to the conjugated polymers systems described in

Chapter 5.

It would therefore be useful to develop an alternative graph-based method for characterising poly-

mers. In particular, this would be useful in light of my assessment that higher mobility polymers could

best be sought by maintaining a C16-IDTBT-like microstructure, while enhancing interchain coupling

(Section 6.3.1). An example of a graph-based assessment of a polymer system has been described in a

work by Pokuri et al. [199]. Here, they assessed the resiliency of transport through a particular con-

jugated polymer microstructure to physical or chemical damage (modelled by deactivating monomeric

nodes). It would be worthwhile to extend upon methods such as this to allow for simple and robust

comparisons between different polymer microstructures.

As well as qualitatively aligning with mobility trends between different polymers (and thus having

predictive power), an ideal metric would be calculated from microstructural information alone1, in

order to keep computational costs low.

1i.e., without the need to perform expensive electronic structure calculations, perhaps by relying upon separation-
dependent estimations of the coupling strength (Equation 3.28).
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9.2.5 Further Analysis of IDTxBx Variants

In light of my results in Section 7.2.2, it would be interesting to explore why the thiazole-containing

variants of IDTBT (variants C and D) appeared to feature a more rigidly planar backbone, despite

lacking the same N-H through-space interaction shown to stabilise the IDT-BT dihedral [125, 158].

This study could involve applying the analysis described in [125] to the variants C and D . Since other

works, such as those by Karunasena et al. [181] and Duke et al. [182], have highlighted the importance

of considering subtle increases in double bond character for controlling the rigidity of donor-acceptor

dihedrals in similar chemical systems, it would also be worthwhile exploring this as a factor influencing

the planarity of C and D compared to IDTBT. In their work, Karunasena et al. presented bond

ellipticity as a useful measure for quantifying the π-character of bonds and assessing the degree of

single- or double-bondedness [181, 200].

A further unanswered question raised in Chapter 7 relates to the low experimental mobility of

C16-IDTzBT [170], which features a largely similar chemical structure to variants C and D . It would be

useful to better understand the reasons behind this low mobility, given the implications of my analysis

that variants C and D could display higher mobilities than IDTBT (Chapter 7). A natural starting

point would be to synthesise samples of C16-IDTzBT, C , and D and subject them to experimental

mobility measurements (to check for other unaccounted for causes of the previous low µ measurement,

such as impurities, in the case of C16-IDTzBT). These results could be complemented by analysing

the polymers using the multiscale modelling procedure described over Chapters 5 and 6. This could be

applied to 8mer chains, matching the low molecular weight of the previously-measured C16-IDTzBT

sample [170].

As well as further analysis of the donor-variants, the effect on transport of modifying the acceptor

unit could be explored. Based on suggestions by Professor Iain McCulloch, substitution of the chalcogen

(S) atom on the BT unit could be used to alter the bond lengths between the chalcogen atom and

the two bonded N atoms. This may affect the planarity of the polymer by varying the strength of

the electrostatic interaction between each N atom and the neighbouring H atom on the IDT unit [125,

158]. Further changes may also be found in the preferred geometry and coupling at interchain contacts,

which would be worth exploring.

9.2.6 Light-Matter Interactions in IDTBT

As discussed in Section 2.5.2, although OPV devices using IDTBT (with relatively short, branched

side chains) as a donor have been reported to achieve moderate efficiencies, up to 5.5% [83, 87, 88], it

remains relatively unexplored in this application. For instance, it has thus far only been paired with

fullerene acceptors, and could be tested with a broader range of NFA components.

Recently, there has been much interest shown in the possibility of free (mobile) charge generation
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in single-component devices. Most famously this has related to the Y6 molecule [201, 202], although

other donor-acceptor small molecules [203], and donor-acceptor block copolymers [204], have also been

identified as possible candidates for single-component devices. In Y6 and other small molecules, charge

generation has been suggested to occur via pathways involving intramolecular charge-transfer states,

while in block copolymers the process is likely to involve packing between neighbouring donor and

acceptor blocks.

Based on time-resolved infrared spectroscopic data gathered by Professor Sophia C. Hayes, and

supported by excited state calculations by Dr Mohammed Azzouzi, a similar process may occur in

IDTBT. As mentioned in Section 2.5.2, C16-IDTBT was previously rejected as a component in OPV

devices because its long side chains were thought to inhibit mixing with acceptor molecules, leading to

poor efficiencies. Naturally, a hypothetical intrachain pathway to free charge generation would not be

negatively impacted by this. An interchain pathway may also be possible in C16-IDTBT. While the

long side chains could certainly inhibit packing with other molecules, the results presented in Chapter 5

show that C16-IDTBT chains can still pack closely with other C16-IDTBT chains.

Based on these considerations, it may therefore be worthwhile to explore the possibility of intra- and

inter-chain free charge generation pathways (e.g., using time-dependent DFT calculations, or excited

state NAMD simulations), as well as to measure the performance of single-component OPV devices

based on IDTBT.
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Appendix A

Microstructure

A.1 IDTBT Chains on Substrate: S and T stacks

Figure A.1c shows the orientation between IDTBT backbone planes for simulations of chains deposited

on substrate. We can observe that larger angles are more common when side chain lengths are longer,

especially at C8 and above. This demonstrates a discrepancy with the STM results, in which only

S-stacked backbones were observed [1].

Figure A.2a shows that, at longer side chain lengths, contributions to the enthalpic interaction

energy (E) are dominated by interactions between side chains and the substrate. This occurs even

though the side chain-substrate E values have been divided by 12 (the number of monomers in each

chain), to roughly account for the fact that the side chains are in contact with the substrate across the

full length of both chains, while the chains can typically only interact with one-another within a ∼1

monomer range (due to their perpendicular crossing arrangement).

Figure A.2c shows that, if only interactions between the backbones of two C16-IDTBT chains

are considered, we recover the expected relationship between E and the relative orientation of the

backbones. Namely, that it is energetically favourable for backbones to be in and S-stacked (π-stacked)

arrangement. Figure A.2c shows the relationship between the relative orientation of the backbones

and the contribution to E from interactions between side chains and the substrate. Here, we see that

there is a large degree of noise in the E values, and that there is no obvious trend. Because the rigid

backbones are much less influenced by entropic effects than the flexible side chains, it may be that,

at long timescales, the preference for an S-stacked arrangement between the backbones will eventually

lead to most contact points adopting this configuration, thus explaining why this is the case in the

physical contacts probed by STM. However, on the shorter timescales accessible by MD, contact

arrangements will be dominated by the interactions between side chains and substrate, which show

no preference for S-stacked backbones, and the random entropic motion of the side chains. Thus, we

see a wider variety in the angles between the planes of the backbones at the conclusion of the MD

simulations. In addition, the discrepancy between the simulated and experimental observations may
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(a) (b)

(c)

Figure A.1: Relative orientation between IDTBT backbone planes for simulations of chains deposited
on substrate. (a) An IDTBT monomer, with side chains and hydrogen atoms hidden. The orientation
of the BT and IDT units are defined using the vector orthogonal to the plane of these units, where the
plane is chosen to intersect through the three atoms highlighted in green. The relative angle between
two backbones is calculated from the difference between the orientation of the closest BT or IDT
units (based on their CoGs). (b) Diagrams illustrating S (left) and T (right) orientations of BT units,
corresponding to relative angles of 0◦ and 90◦, respectively. (c) Distributions of the relative orientation
between backbones, calculated from simulations with different side chain lengths (20 repeats each).
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(a)

(b) (c)

Figure A.2: Enthalpic interaction energy (E) trends for pairs of IDTBT chains on substrate. A and
B refer to the two polymer chains, BB to backbone atoms, SC to side chain atoms, and sub to the
substrate. Interaction energies involving the substrate are divided by 12, the number of monomers in
each chain. All interaction energies are calculated using single point calculations based on an empirical
forcefield (adopting the same atomistic forcefield as the MD simulations described in Chapter 5). (a)
Contributions to E from interactions between different components of the system. Multiple bars are
shown for each contribution, which correspond to simulations with different side chain lengths (20
repeats each). Error bars indicate the interquartile range. (b) and (c) show the relationship of E
between different components and the angle between the planes of the backbone units in contact (i.e.
their relative rotation). Calculated values were derived from 200 repeats simulation using C16 side
chains. The red lines are LOWESS functions which serve as a guide to the eye.
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be related to the inability of MD forcefields to fully capture π-π interactions that would be enhanced

in an S-stacked arrangement.

A.2 Backmapping Details

Here, I provide details of the backmapping procedure applied during the investigation described in

Chapters 5 and 6. Backmapping is a technique used to convert CG microstructural models to an

atomistic representation. This retains the orientation and conformation of chains, while providing

access to atomic-scale information.

My implementation of the backmapping technique was based on the procedure backwards, devel-

oped by Tsjerk Wassenaar [2]. A notable feature of backwards is the inclusion of an initial projection

step; Taking the positions of CG beads as input, a mapping file is employed, customised for each

species, to project a reasonable first guess for the positions of atoms. This is an improvement over

other backmapping procedures, which tend to randomly place atoms near their respective beads, often

leading to a poor initial guess of the atomistic structure and thus to larger changes in the conformation

of molecules, or to numerical instabilities in subsequent simulations. By default, backwards performs

the following steps:

1) Projection

2) Optimise with non-bonded interactions disabled.

3) Optimise with all interactions enabled.

4–7) Run a series of very short MD simulations. The simulation timestep at is initially small (0.2 fs),

and with each simulation gradually increases, until reaching a standard timestep for atomistic

MD (2.0 fs).

Because of the subsequent optimisation steps, the initial projection does not need to be highly precise.

Note that, for the two optimisation steps, bonded interactions are prioritised first as they are stiffer than

non-bonded interactions, and so more likely to cause numerical issues when stretched into non-realistic

arrangements. For the final series of MD steps, shorter timesteps are initially used because they are

more numerically stable. The mentioned numerical issues refers to the tendency of MD simulations to

crash when there are extremely steep potentials in the system, usually due to unrealistic structures.

These steep potentials cause large forces to be established on atoms, which prevents the MD algorithm

from propagating the system, since it cannot unambiguously calculate the next position of the atoms.

To suit the backwards procedure to my purposes, I made a number of modifications. These

included:
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• Converting backwards.py to python 3. This was done so that I could integrate it with my other

scripts.

• Introducing a collision avoidance step between steps 3 and 2, which detects atoms positioned too

close to one another and pushes them apart. This improved the stability of the procedure for

large solid state structures with lots of closely packed molecules.

• Introducing a monomer index group. This was necessary to ensure that the polymers I was

backmapping were recognised by the script (the original script is designed for biological systems

and only recognises proteins, membranes and solvents).

• Introduced an option to specify a mapping file. This allows multiple projection schemes to exist

for a given species and forcefield, from which one can be selected unambiguously.

• Introduced an option to halt backmapping after the initial projection step. This was useful for

checking the quality of the applied projection scheme.

To use the backwards procedure on the CG models described in Chapter 5, I needed to create

mapping files for each of the polymers: C16-IDTBT, P3HT, and PffBT4T-2OD. Within each file, I

created separate mapping schemes for the start, internal, and end monomers of the chains, to account

for terminal groups. As a general principle, I found it best to project the atoms such that, where

possible, each atom was given a unique position, and atoms were placed reasonably far apart.

Some details of the projection maps are provided here. For the polymer backbones, I used the

average positions of beads, including virtual beads, to try and place atoms in reasonable arrangements

with respect to other atoms. This was helped by the fact that Martini beads are slightly more fine

grained than in other CG models [3]. Combining this with the CG modelling principles for organic

systems developed by Anders Gertsen and Riccardo Alessandri [4], the result is that each π-conjugated

ring is usually defining using a few beads, which can make positioning atoms easier. The ‘trans’ and

‘cis’ functions provided by backwards were employed to arrange atoms when there was no selection of

beads whose average position would give an appropriate position. The ‘out’ function was used to place

hydrogen atoms outside of the heavy backbone atoms.

Developing a projection map for the side chains was slightly more tricky, because the relatively

simple chemical structure of the alkane side chains means that they are usually represented by a low

number of Martini beads. For the linear portions of the side chains, I used a rolling average applied

to the bead locations to space carbons evenly. The hydrogen atoms were generally placed at the

same location as their bonded carbon. For PffBT4T-2OD, the branched side chains were difficult to

deal with. My early projection attempts often produced overlapping atoms near the branching point,

causing crashes. To address this, I used the ‘trans’ and ‘cis’ functions to try and separate atoms

where possible. However, in the end, I only managed to consistently avoid crashes by introducing an
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additional step into the backmapping scheme, placed between the bonded-only optimisation (step 3)

and non-bonded optimisation (step 2). It consisted of a simple collision avoidance check. This involved

searching through the partially-optimised model to locate any atom pairs that were within a short-

cutoff distance. Any pairs of colliding atoms were then automatically pushed apart by a small distance.

After implementing this step, I was able to backmap large and dense systems without issue.

I ran backwards on the CG models with the following parameters modified from their default

values: from Martini, to OPLS-AA, kick 0.1, em 100, nb 1000.

from Martini and to OPLS-AA were used to select the forcefields I was converting between. kick

was increased from its default value of 0.05Å to make collisions less likely after projection, especially

in the side chains, where I could not always separate hydrogen atoms from carbons. em was changed

to reduce the number of iterations made during the bonded-only optimisation step from its default

value of 500. This was done to to prevent chain conformations optimising too much before non-bonded

interactions are introduced, which can lead to overlapping atoms, especially between stiff backbones

that will gradually straighten during optimisation. nb was increased from its default value of 500

to reduce the forces in the system before running MD simulations, and therefore improve numerical

stability.

A.3 Chain Orientation in C16-IDTBT Microstructural Models

(a) (b)

Figure A.3: Orientation of C16-IDTBT chains in the microstructural model. (a) Distribution of angles
between chain end-to-end vectors and the xy-plane of the model for the C16-IDTBT 24mer and 12mer
systems. This reveals the proportion of chains angled out-of-plane. (b) Distribution of angles between
the conjugated plane of backbone moieties and the z-axis of the model. Calculated for the C16-IDTBT
24mer model. This reveals the proportion of backbone moities that are face-on to the upper and lower
(i.e., substrate) interfaces.
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Appendix B

Contact Geometry and Electronic

Coupling

B.1 Extended Moiety Contact Maps

Figure B.1: A contact map, showing the combination of IDTBT moieties at the point of closest
contact. This combination changes as the upper segment is translated (x-axis) and rotated (y-axis)
with respect to the static lower segment. The horizontal dashed lines denote parallel and perpendicular
arrangements of the segments.
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B.2 Interaction Maps with y-Shift

Figure B.2: Maps displaying the enthalpic interaction energies (E) between a pair of IDTBT 2mer
segments with methyl side groups. Different maps are shown for translations of the upper chain
segment in the y-direction, i.e., orthogonal to the backbone direction of the static lower chain (x) and
the conjugated plane of both segments. The translation in y is shown on the maps (in Å). Dashed
lines represent parallel and perpendicular arrangements of the segments. Interaction energies were
calculated using single point calculations based on an empirical forcefield (adopting the same atomistic
forcefield as the MD simulations described in Chapter 5). Note that the scale of the colour range has
been reduced compared to the DFT-based E maps shown in Figures 6.2 and 7.5.
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Figure B.3: Maps displaying the HOMO-HOMO coupling (J) between a pair of IDTBT 2mer segments
with methyl side groups, on a linear scale. Different maps are shown for translations of the upper
chain segment in the y-direction, i.e., orthogonal to the backbone direction of the static lower chain
(x) and the conjugated plane of both segments. The translation in y is shown on the maps (in Å).
Dashed lines represent parallel and perpendicular arrangements of the segments. Coupling values were
calculated using the molecular orbital overlap (MOO) method described in [5]. Making use of the
ZINDO Hamiltonian, this method requires only a single self-consistent field calculation, performed
on an isolated molecule, to estimate the electronic coupling between a pair of identical molecules in
multiple contact geometries.
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Figure B.4: Maps displaying the hole coupling (E) between a pair of IDTBT 2mer segments with
methyl side groups, on a logarithmic scale. Different maps are shown for translations of the upper
chain segment in the y-direction, i.e., orthogonal to the backbone direction of the static lower chain
(x) and the conjugated plane of both segments. The translation in y is shown on the maps (in Å).
Dashed lines represent parallel and perpendicular arrangements of the segments. Coupling values were
calculated using the molecular orbital overlap (MOO) method described in [5]. Making use of the
ZINDO Hamiltonian, this method requires only a single self-consistent field calculation, performed
on an isolated molecule, to estimate the electronic coupling between a pair of identical molecules in
multiple contact geometries.
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B.3 Variants B and C Interaction maps

(a) (b)

(c) (d)

(e) (f)

Figure B.5: Maps displaying the enthalpic interaction energies (E) and hole transfer integrals (Jinter)
between a pair of 2mer segments with methyl side groups. Dashed lines represent parallel and perpen-
dicular arrangements of the segments. The left column shows interactions between variant B segments,
while the right column shows interactions between variant C segments. The first row shows E maps.
The second row shows Jinter maps with a linear scale. The third row shows Jinter maps with a loga-
rithmic scale.
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B.4 LUMO-LUMO Coupling

(a) (b)

(c) (d)

Figure B.6: Maps displaying the LUMO-LUMO coupling (J) between a pair of ∼3.2 nm segments with
methyl side groups. Dashed lines represent parallel and perpendicular arrangements of the segments.
The first row shows J between IDTBT 2mer segments, on a) linear, and b) logarithmic scales. The
second row shows J between P3HT 8mer segments, on a) linear, and b) logarithmic scales. Coupling
values are derived from the same calculations described in Section 6.2.1. The LUMO-LUMO couplings
tend to show some artefacts for certain arrangements, for unknown reasons.
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Figure B.7: Distribution of Jinter for contacts extracted from the thin film models of C16-IDTBT
24mers, and P3HT 48mers. Both HOMO-HOMO (HH ) and LUMO-LUMO (LL) coupling values
are shown, for comparison. Coupling values are derived from the same calculations described in
Section 6.2.2.
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(a)

(b)

Figure B.8: Maps displaying the LUMO-LUMO coupling (J) between a pair of IDTBT variant 2mer
segments with methyl side groups. Dashed lines represent parallel and perpendicular arrangements of
the segments. Values are shown on a) a linear scale, and b) a logarithmic scale. Coupling values are
derived from the same calculations described in Section 7.2.3. The LUMO-LUMO couplings tend to
show some artefacts for certain arrangements, for unknown reasons.

Figure B.9: Distribution of LUMO-LUMO coupling strengths (Jinter) for pairs of contacting IDTBT
segments, and variants. Contributions of different Jinter values are weighted according to the probability
of finding the system in the arrangement which establishes that Jinter. Coupling values are derived
from the same calculations described in Sections 7.2.3 and 7.2.4.

197



Appendix C

Temperature and Field Dependence of

Mobility.

The temperature and field dependence of mobility in C16-IDTBT and P3HT were evaluated using

KMC simulations (see Chapter 6). Transport was simulated in the different axis-directions of the

microstructural models. µintra values for C16-IDTBT and P3HT are set to the experimentally-informed

values discussed in Section 6.2.3 (3 cm2/Vs and 0.02 cm2/Vs respectively).
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(a)

(b)

(c)

Figure C.1: Mobility calculations for C16-IDTBT and P3HT, from KMC simulations. a) Temperature
dependence of hole mobility b) Temperature dependence of hole mobility, shown on an Arrhenius plot.
c) Field strength dependence of hole mobility.
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Appendix D

Parameter Exploration for Polymer

Photocatalyst Model

Default Parameter Values

Parameter Value
Nmetal 6
Jpolymer 0.6meV
Jmetal 0.1meV

Jreduction 3× 10−4meV

ϵpolymer 0meV
ϵmetal −300meV

ϵreduction −300meV
ξ 0

βpolymer 0
βmetal 0

βreduction 0
λ 300meV
T 300K
F 1× 104V cm−1

Table D.1: Default parameter values for the polymer photocatalyst model. For the parameter ex-
ploration results shown here, all model parameters were set to their default values, unless stated
otherwise. When implementing disorder, all polymer site energy values (ϵpolymer) were sampled from
an exponential distribution with scaling factor ξ (see Equation 4.1). Disordered coupling values (J)
were computed by first sampling from an exponential distribution with scaling factor β, and then
inputting each sampled value (x) into the function J = J0 exp(−x), where J0 is either Jpolymer, Jmetal,
or Jreduction, depending on where coupling disorder is being implemented. This method was chosen in
order to model a exponential distribution of packing distances between sites (and assuming an expo-
nential decrease of J with packing distance). The resulting distribution has the shape of a conventional
exponential distribution when plotted on a logarithmic scale (see Figure D.7d). When disorder was
present, 10 repeats of each system were created and simulated to gather results, with ϵ or J values
resampled from the distribution for each repeat.
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(a) (b) (c)

Figure D.1: Transient populations in a) polymer, b) metal, and c) collected.

Varying Singular Parameter Values

Figure D.2: Varying Nmetal.

Varying Nmetal (Figure D.2) affects the length of the initial phase in the transient population

kinetics (when electrons have yet to fully occupy the metal sites), as well as governing at which Ne

the second (queuing) phase is present at all. For higher Nmetal, the different Ne-curves diverge at later

times, and when there are fewer electrons still remaining in the polymer region.

Varying Jpolymer (Figure D.3) also impacts the length of the initial phase, shifting the divergence

point of the Ne-curves to different times, but without affecting the population threshold at which

queuing begins. This reflects the speed at which charges can travel through the polymer region, to

begin occupying the metal sites (i.e., the polymer’s mobility).

Jmetal has a relatively minor influence (Figure D.4), unless it is decreased significantly below Jpolymer
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Figure D.3: Varying Jpolymer.

Figure D.4: Varying Jpolymer and Jmetal (equal values). Some plots are left blank in order to ease visual
comparison with Figure D.3.

(Figure D.5), in which case the queuing effect will be reduced, leading to less separation between the

different Ne-curves.

Jreduction is a critical parameter, since it determines the rate of the (typically) limiting proton

reduction step (Figure D.6). The queuing effect is only observed when Jreduction < Jpolymer and

Jreduction <Jmetal. Tuning this model parameter in particular was used to ensure that the time at
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Figure D.5: Varying Jmetal. Jpolymer was set to 0.1meV. Values in the title of each plot are in eV.

which all electrons have exited the polymer region was in correspondence with the experimental data

(∼10ms, see Figure 4.2).

Figure D.6: Varying Jreduction. Nmetal was set to 1, while Jpolymer was set to 0.1meV. Values given in
the title of each plot are in eV.
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Varying Disorder Scales

(a) (b)

(c) (d)

Figure D.7: Distributions in site energy (first row) and coupling (second row), when disorder is intro-
duced into the model. Distributions are shown on a linear scale (first column) and a logarithmic scale
(second column). The vertical grey line present on some plots indicates the site energy or coupling
value associated with the metal sites (hops from polymer to metal, in the case of coupling), while the
red line indicates values associated with the collection site (hops from metal to collection site, in the
case of coupling).
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Figure D.8: Varying ξ. Jpolymer was set to 0.1meV.

Figure D.9: Varying βpolymer. Jpolymer was set to 0.1meV.
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Figure D.10: Varying βmetal. Jpolymer was set to 0.1meV.

Figure D.11: Varying βreduction. Jpolymer was set to 0.1meV.
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Fluctuating Transient Populations

Figure D.12: Populations in the polymer region are shown to erroneously fluctuate at early times,
indicating an issue with the way that populations are tracked. This occurs for two reasons: 1) because
the time-bins are more narrow for early times in the simulation, and 2) because Jpolymer was set to
a low value of 1 × 10−6 eV. Therefore, in some runs, no hops occurred within the early time-bins.
Since the program can only record populations when a hop occurs, this leads to fluctuations in the
populations when they are summed over all runs.

207



Appendix Bibliography

[1] J. F. Coker et al., “Perpendicular crossing chains enable high mobility in a noncrystalline conju-

gated polymer,” Proceedings of the National Academy of Sciences, vol. 121, no. 37, e2403879121,

Sep. 2024. doi: 10.1073/pnas.2403879121.

[2] T. A. Wassenaar, K. Pluhackova, R. A. Böckmann, S. J. Marrink, and D. P. Tieleman, “Going

Backward: A Flexible Geometric Approach to Reverse Transformation from Coarse Grained to

Atomistic Models,” Journal of Chemical Theory and Computation, vol. 10, no. 2, pp. 676–690,

Feb. 2014, issn: 1549-9618. doi: 10.1021/ct400617g.

[3] P. C. T. Souza et al., “Martini 3: A general purpose force field for coarse-grained molecular

dynamics,” Nature Methods, pp. 1–7, Mar. 2021, issn: 1548-7105. doi: 10.1038/s41592-021-

01098-3.

[4] R. Alessandri, F. Grünewald, and S. J. Marrink, “The Martini Model in Materials Science,”

Advanced Materials, vol. 33, no. 24, p. 2 008 635, 2021, issn: 1521-4095. doi: 10.1002/adma.

202008635.

[5] J. J. Kwiatkowski, J. M. Frost, and J. Nelson, “The Effect of Morphology on Electron Field-

Effect Mobility in Disordered C60 Thin Films,” Nano Letters, vol. 9, no. 3, pp. 1085–1090, Mar.

2009, issn: 1530-6984. doi: 10.1021/nl803504q.

208

https://doi.org/10.1073/pnas.2403879121
https://doi.org/10.1021/ct400617g
https://doi.org/10.1038/s41592-021-01098-3
https://doi.org/10.1038/s41592-021-01098-3
https://doi.org/10.1002/adma.202008635
https://doi.org/10.1002/adma.202008635
https://doi.org/10.1021/nl803504q

	Introduction
	Motivation and Challenges
	Modelling
	Why Simulate?
	Multiscale Modelling

	Overview

	Background
	Microstructure of Organic Solids
	Intermolecular Forces
	Microstructural Forms and Features

	Electronic Structure of Conjugated Molecules
	Conjugation
	Potential Energy Surfaces

	Charge Transfer
	Transitions between Potential Energy Surfaces
	Hopping Rates
	Electronic Structure Parameters

	Charge Transport
	Hopping Transport
	Transport Beyond the Hopping Regime
	Charge Transport Models

	Donor-Acceptor Polymers
	Before Donor-Acceptor Polymers
	C16-IDTBT: History and Applications
	C16-IDTBT: Microstructure and Transport

	Scope of this Thesis

	Methods
	Electronic Structure Calculation
	Density Functional Theory
	Exchange-Correlation Functionals
	Dispersion Corrections
	Basis Sets
	Electronic Coupling Calculations

	Microstructure Prediction
	Molecular Dynamics
	Molecules and Dimers (Small Systems)
	Atomistic Molecular Dynamics (Medium Systems)
	Coarse-Grained Molecular Dynamics (Large Systems)

	Charge Transport Simulations
	Kinetic Monte Carlo
	Master Equation


	Transport Model Development
	Introduction
	Simulation Setup
	Updates to ToFeT
	MESol
	Case Studies
	Polymer Photocatalysts for Sacrificial Hydrogen Evolution
	Crystalline Packing Arrangements and their Impact on Mobility

	Conclusions

	Microstructure of C16-IDTBT
	Introduction
	Methods and Results
	Chains on Surfaces
	Backmapping Coarse-Grained Structures
	General Microstructural Trends
	Interchain Contact Selection
	Interchain Contact Geometry
	Interconnectivity

	Conclusions

	Transport in C16-IDTBT
	Introduction
	Methods and Results
	Contact Interaction Maps
	Electronic Coupling at Contacts
	Charge Transport Simulations

	Conclusions
	Design Rules


	Variants of C16-IDTBT
	Introduction
	Methods and Results
	Frontier Orbitals
	Torsional Potentials
	Contact Interaction Maps
	Thermal Distributions of Contact Arrangements

	Conclusions

	Disorder and Transport in O-IDTBR
	Introduction
	Method
	Results
	Effect of Microstructure on Transport
	Impact of Energetic Disorder on Transport

	Conclusions

	Conclusions and Outlook
	Chemical Structure, Microstructure, and Charge Transport
	Future Work
	Experimental Assessment of the Geometry and Density of Interchain Contact Points by Solid-State Nuclear Magnetic Resonance
	Further Analysis of Contact Locking
	Analysis of Contact Formation (Aggregation) during the Solution State-Solid State Transition 
	Network Analysis of Conjugated Polymer Microstructures
	Further Analysis of IDTxBx Variants
	Light-Matter Interactions in IDTBT


	Microstructure
	IDTBT Chains on Substrate: S and T stacks
	Backmapping Details
	Chain Orientation in C16-IDTBT Microstructural Models

	Contact Geometry and Electronic Coupling
	Extended Moiety Contact Maps
	Interaction Maps with y-Shift
	Variants B and C Interaction maps
	LUMO-LUMO Coupling

	Temperature and Field Dependence of Mobility.
	Parameter Exploration for Polymer Photocatalyst Model

