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Abstract

This thesis focuses on making smart decisions. Early works often equated smartness with the

ability to do more with data (e.g., more accurate predictions, more profitable prescriptions),

leading to ever progressing algorithms without safeguards. Safeguards are vital, however, to

enforce fairness/ethics, interpretability, privacy, and robustness of decisions. A decision can

only be truly smart if it is optimized while adhering to these values. With this perspective, this

thesis focuses on the following key themes:

(i) Developing safeguarded data-driven decision making models. I formulate safe-

guarded data-driven decision making models to address concerns such as privacy and

robustness.

(ii) Deriving tractable algorithms to solve safeguarded problems. These safeguards

often make the underlying computational tasks intractable; therefore, I derive efficient ap-

proximation schemes with rigorous performance guarantees for the optimization problems

that arise in such settings.

(iii) Analyzing safeguarding within multi-stage systems. Data-driven decision making

involves multiple stages, typically starting with estimating the unseen truth from data and

ending with optimizing decisions over the perceived reality. I aim to understand at which

stage these safeguards should be imposed for the best outcomes.
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Structure

The structure of this thesis is as follows.

The first chapter, Chapter I, summarizes my work on optimal ethical decision making.

Broadly speaking, this chapter focuses on settings where decision makers face trade-offs be-

tween ethical constraints and the optimality of decisions with respect to a given objective. One

example, drawn from the domain of privacy as an ethical constraint, is as follows. Modifying a

data-driven decision making algorithm to ensure that its outcomes, if publicly released, do not

compromise the privacy of individuals whose data is used introduces a privacy–utility trade-off:

the utility gained from data typically decreases relative to a setting with no privacy considera-

tions. As a result, some practical approaches gradually relax privacy requirements to improve

decision quality. In contrast, my work focuses on optimizing decisions subject to a prespecified

level of privacy. I aim to maximize the utility obtained from data while strictly adhering to a

prespecified definition and level of privacy.

Chapter II focuses on another class of safeguards, namely robustness, within the field of

machine learning. In this context, I study how to mitigate the optimizer’s curse: the degradation

of performance in future deployment of machine learning models due to overfitting to historical

data. I develop distributionally robust learning methods that account for such statistical errors,

with an emphasis on real-world applicability. In particular, I address settings that are common

in practice but often overlooked in the literature, such as the presence of mixed (continuous

and categorical) features in our datasets and adversarial attacks that may occur in the future,

during model deployment. Accordingly, this chapter presents my contributions to robust machine

learning under several practical extensions.

Chapter III summarizes my work on fundamental classes of nonconvex problems in robust and

stochastic optimization, which often arise as reformulations or subproblems within safeguarded

decision making. In several settings throughout this thesis, the resulting optimization problems

are NP-hard. I address these challenges by developing efficient approximation algorithms with
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provable guarantees, leveraging tools from stochastic and robust optimization such as decision

rules and convexification techniques. This chapter presents my contributions to this direction,

including tractable methods for convex maximization and reformulation techniques that enable

stronger relaxations in practice.

The final chapter, Chapter IV, outlines directions that I believe warrant further investigation,

including several that I am already pursuing or have initiated collaborations on.

Chapters I–III each consist of two research papers that I submitted to peer-reviewed con-

ferences and journals during my PhD. Summaries of these publications, along with the list of

co-authors, are provided at the beginning of each chapter. Each section contains numerical

subsections corresponding to the main content, and alphabetical subsections corresponding to

appendices, which include proofs and details of numerical experiments. The numbering of en-

vironments such as theorems and equations is continuous throughout the thesis and does not

reset within sections.
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Chapter I

Optimal Ethical Decision Making

During my PhD, I worked on decision making subject to ethical constraints. The research theme

is making optimal decisions under pre-specified definitions of privacy (for individuals whose

private information appears in the data used for data-driven decision making), fairness (as a

result of our decisions, for groups of individuals characterized by distinct sensitive attributes),

or interpretability (of the models used to make decisions). While I have ongoing work on all of

these themes, this chapter focuses on privacy. In Chapter IV, I discuss my works on fairness

and interpretability that follow a similar approach.

The first section of this chapter, Section 1, is based on the following work (Selvi et al. 2025):

Aras Selvi, Huikang Liu, Wolfram Wiesemann. (2025). Differential privacy via

distributionally robust optimization. Forthcoming in Operations Research.

- 2024 George Nicholson Student Paper Competition (Second Place)

- 2023 Imperial Best PhD Paper in Operations (First Place)

- 2023 INFORMS Optimization Society Student Paper Prize (Honorable Mention)

The second section, Section 2, is based on the following work:

Huikang Liu, Aras Selvi, Wolfram Wiesemann. (2025). Mixtures of Gaussians in

approximate differential privacy. Under Review.
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1 Differential Privacy via Distributionally Robust Optimization

Abstract

In recent years, differential privacy has emerged as the de facto standard for sharing statistics

of datasets while limiting the disclosure of private information about the involved individuals.

This is achieved by randomly perturbing the statistics to be published, which in turn leads to a

privacy-accuracy trade-off: larger perturbations provide stronger privacy guarantees, but they

result in less accurate statistics that offer lower utility to the recipients. Of particular interest

are therefore optimal mechanisms that provide the highest accuracy for a pre-selected level of

privacy. To date, work in this area has focused on specifying families of perturbations a priori

and subsequently proving their asymptotic and/or best-in-class optimality.

In this work, we develop a class of mechanisms that enjoy non-asymptotic and unconditional

optimality guarantees. To this end, we formulate the mechanism design problem as an infinite-

dimensional distributionally robust optimization problem. We show that the problem affords a

strong dual, and we exploit this duality to develop converging hierarchies of finite-dimensional

upper and lower bounding problems. Our upper (primal) bounds correspond to implementable

perturbations whose suboptimality can be bounded by our lower (dual) bounds. Both bounding

problems can be solved within seconds via cutting plane techniques that exploit the inherent

problem structure. Our numerical experiments demonstrate that our perturbations can outper-

form the previously best results from the literature on artificial as well as standard benchmark

problems.

1.1 Introduction

When organizations collect personal data about individuals, it is their responsibility to protect

that data when they share information about it with third parties. Data anonymization, which

aims to alter the data so that individuals are no longer identifiable, is often insufficient in

that regard as it is prone to, among others, reconstruction attacks (Dinur and Nissim 2003)

and de-identification attacks (Sweeney 1997, Heffetz and Ligett 2014). To address this issue,

manifold definitions of data privacy have been proposed, including k-map (Sweeney 2001, §4.3),

k-anonymity (Sweeney 2002), ℓ-diversity (Machanavajjhala et al. 2007) and δ-presence (Nergiz

et al. 2007); see also the review of Desfontaines (2020, §2.1). Among those, differential privacy

(DP), first proposed by Dwork et al. (2006b), has arguably received the most attention among

researchers and practitioners.
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DP considers databases D ∈ D, where D := Un denotes the set of databases with n indi-

viduals (or rows), each of which stems from a data universe U that characterizes the admissible

attribute vectors (e.g., the possible values of the predictors and the output for a supervised

learner). For any ε, δ ≥ 0, a randomized algorithm A mapping databases D ∈ D to random

outputs ω ∈ Ω is (ε, δ)-differentially private if

P[A(D) ∈ A] ≤ eε · P[A(D′) ∈ A] + δ ∀(D,D′) ∈ N , ∀A ∈ F ,

where (Ω,F ,P) is a probability space and

N = {(D,D′) ∈ D ×D : D′ = (D−k, d) for some k = 1, . . . , n and d ∈ U}

denotes the (symmetric) set of neighboring databases (D,D′), where D′ emerges from D by

replacing its k-th element with any d ∈ U (Dwork et al. 2006a,b). Intuitively, under DP with

δ = 0, an adversary cannot confidently estimate any single row of the database D from a single

sample ω ∼ A(D) even if she knows all other rows of D and the implementation of A (Dwork

2011). In the general case where δ > 0, (ε, δ)-DP is a sufficient (but not necessary) condition

for the aforementioned (ε, 0)-DP to hold with a probability of at least 1− δ (Dinur and Nissim

2003, Meiser 2018, Canonne et al. 2020). Viewed through a Bayesian lens, (ε, δ)-DP allows the

adversary to update her prior on D by at most an amount that is bounded by a function of ε

and δ upon seeing a realization of A(D), see Vadhan (2017, §1.6).

Compared to other notions of privacy, DP enjoys several desirable features. The composition

theorem (Dwork and Roth 2014, Theorem 3.16), for example, implies that sharing k different

statistics, where statistic i has been generated by a (εi, δi)-DP mechanism, i = 1, . . . , k, satisfies

(
∑k

i=1 εi,
∑k

i=1 δi)-DP. Likewise, the post processing property asserts that any analysis derived

from the output of a differentially private mechanism remains differentially private with the same

privacy guarantees (Dwork and Roth 2014, Proposition 2.1). Due to these and other features,

DP has found manifold recent applications in statistics and machine learning (Chaudhuri and

Monteleoni 2008, Friedman and Schuster 2010, Chaudhuri et al. 2011, Abadi et al. 2016, Cai and

Kou 2019), optimization (Mangasarian 2011, Hsu et al. 2014, Han et al. 2016, Hsu et al. 2016),

mechanism design (McSherry and Talwar 2007) and revenue management (Chen et al. 2022, 2023,

Lei et al. 2024). DP has also been widely applied in industry, ranging from emoji recommender

systems that learn from user behavior (Apple Differential Privacy Team 2017), databases that

publish user interactions on Facebook (Messing et al. 2020) and COVID-19 vaccination search
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insights at Google (Bavadekar et al. 2021) to insights from LinkedIn’s Economic Graph (Rogers

et al. 2020), the U.S. Broadband Coverage dataset posted by Microsoft (Pereira et al. 2021) and

the earnings distribution published by the U.S. Census Bureau (Foote et al. 2019).

In this work, we study algorithms that perturb the output of a scalar query function f : D 7→
R so as to guarantee (ε, δ)-DP. The query function f could be a simple statistical query, such as

the average, the median or a quantile of a real-valued attribute across all rows, a count of the

rows satisfying a user-specified condition, or it could be part of a machine learning model that

is trained on the database. We illustrate our setting with the following motivating example.

Example 1. The popular Kaggle salary dataset1 reports the monthly salaries (in thousands of

Indian Rupees; INR) of 6, 704 individuals whose features include education level and job title.

Consider the query function f that computes the average salary of PhD graduates working in

research. Across the 194 PhD researchers in the database, the salary varies between 120k INR

and 190k INR, and the average salary amounts to 165.65k INR. Returning this average would

violate DP, however, since an adversary with knowledge of the salaries of the first 193 PhD

researchers could readily compute the salary of the 194th PhD researcher from the query result.

The Laplace mechanism (Dwork et al. 2006b) achieves (ε, 0)-DP, also referred to as pure

differential privacy, by returning f(D) + X̃, where the random variable X̃ follows a zero-mean

Laplace distribution with scale parameter ∆f/ε and ∆f := sup(D,D′)∈N |f(D)−f(D′)| denoting

the sensitivity of the query f .

Example 1 (cont’d). Assume that the salaries of PhD researchers vary between 120k INR

and 190k INR, which are the minimum and maximum PhD researcher salaries recorded in

the salary dataset. Thus, the sensitivity of the average PhD researcher salary query is ∆f =
190k−120k

194 INR ≊ 0.36k INR, which is attained by any two databases (D,D′) ∈ N that differ

in the salary of one PhD researcher, with one database recording a salary of 120k INR and

the other reporting a salary of 190k INR. To achieve (1, 0)-DP, the Laplace mechanism returns

as average salary the sum of 165.65k INR and the realization of a zero-mean Laplace distribu-

tion with scale parameter ∆f/ε ≊ 0.36k INR. Assume that this sum amounts to 165.5k INR.

Equipped with her knowledge of the salaries of the first 193 PhD researchers, the parameters

∆f and ε of the Laplace mechanism as well as the query response of 165.5k INR, the adversary

could try to deduce the salary of the 194th PhD researcher via maximum likelihood estima-

tion. The likelihood of the 194th PhD researcher’s salary being s, given the above information, is
1URL: https://www.kaggle.com/datasets/mohithsairamreddy/salary-data/data
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L(s) ≊ p(165.5k | [31,966.10k+s]/194, 0.36k), where p(· |µ, b) is the density function of a Laplace

distribution with location parameter µ and scale parameter b and 31,966.10k INR is the sum of the

first 193 PhD researcher salaries (that are known to the adversary). The maximum likelihood es-

timator is s⋆ = 140.9k INR, which is exactly the value that makes the average across the first 193

PhD researcher salaries and the unknown last salary equal to the observed query output of 165.5k

INR. One readily computes that L(s⋆) ≊ 1.389 while min{L(s) : s ∈ [120k, 190k]} ≊ 0.688. The

ratio between the maximum and the minimum likelihood is 1.389/0.688 ≊ exp(0.7), and DP

guarantees that this ratio is bounded from above by exp(ε). In other words, even if the adversary

knew all but one of the PhD researcher salaries, she could not confidently estimate the unknown

salary from a single observation of the query output.

Pure differential privacy bounds the probability ratio of outputs within any measurable set

A ∈ F , no matter how small the involved probabilities are. This significantly restricts the design

of admissible algorithms A, particularly in their tail behavior, and it has spurred research into

other DP notions that relax the privacy requirement for unlikely events (Desfontaines and Pejó

2020). The most prominent notion is (ε, δ)-DP, also known as approximate differential privacy.

The Gaussian mechanism (Dwork and Roth 2014, Appendix A), for example, achieves (ε, δ)-DP

for any ε, δ ∈ (0, 1) by returning f(D) + Ỹ , where the random variable Ỹ follows a zero-

mean Gaussian distribution with variance 2 ln(1.25/δ)(∆f/ε)2. In Example 1, the (1, 0)-DP

Laplace mechanism adds a noise with standard deviation 510.28 INR to the query result, whereas

the (1, 0.2)-DP Gaussian mechanism—despite satisfying a relaxed notion of DP—increases the

standard deviation of the noise term to 689.21 INR.

The Laplace and Gaussian mechanisms are data independent additive noise mechanisms as

their additive noises X̃ and Ỹ do not depend on the database D. In contrast, the noise of a

data dependent mechanism may depend on the database D. One of the earliest data dependent

mechanisms is the exponential mechanism (McSherry and Talwar 2007), which achieves (ε, 0)-DP

for query functions with nominal outputs. Instead of adding data independent noise to the query

output, the exponential mechanism ensures that the output is in the range of nominal outputs

by randomly selecting one of finitely many outputs according to some score function. For query

functions with real-valued outputs, smooth sensitivity mechanisms (Nissim et al. 2007) achieve

(ε, δ)-DP at a higher accuracy than their data independent counterparts by adding noise whose

variance is smaller for databases in neighborhoods with a low variation of the query outputs.

Algorithms with stronger privacy guarantees tend to offer less utility from data (Alvim et al.

2011). This is clearly seen for the Laplace and Gaussian mechanisms, whose variances increase
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with smaller values of ε and δ. It is therefore natural to study whether those mechanisms

are optimal, that is, whether they minimize a pre-specified loss function among the respective

classes of (ε, 0)-DP and (ε, δ)-DP algorithms. In particular, since the (1, 0.2)-DP Gaussian

mechanism results in a larger standard deviation than the (1, 0)-DP Laplace mechanism in

Example 1, we conclude that Gaussian mechanisms are not optimal for the ℓ2-loss function

in general. The early work on optimal mechanisms has focused on specific query functions

(such as count queries), and is reviewed, among others, by Geng and Viswanath (2014, §1)

and Sommer (2021, §4.6). Among the first papers that investigate optimal mechanisms for

generic query functions is the work of Soria-Comas and Domingo-Ferrer (2013), who show that

for large classes of (ε, 0)-DP data independent additive noise mechanisms and loss functions, a

necessary optimality condition is that no probability mass in the distribution of the random noise

can be moved towards zero without violating the privacy guarantee. The Laplace mechanism

violates this condition and is thus not optimal, whereas the condition is satisfied by piecewise

constant ‘staircase distributions’ that move the probability mass of the Laplace distribution

closer to zero. Geng and Viswanath (2014) show that for classes of ℓ1- and ℓ2-loss functions,

the Laplace mechanism is asymptotically optimal as ε → 0, but that it can be significantly

suboptimal for larger values of ε. They also propose an (ε, 0)-DP data independent additive noise

mechanism based on piecewise constant staircase distributions that is optimal across all (ε, 0)-

DP algorithms for a large class of symmetric and increasing loss functions. While determining

the optimal staircase distribution generally requires the tuning of a single parameter, closed-form

characterizations are provided for the special cases of ℓ1- and ℓ2-loss functions.

In contrast, the design of optimal mechanisms for δ ̸= 0 is much less well understood. For

the special case where ε = 0 (also known as additive differential privacy), Geng et al. (2019)

show that sampling the additive noise from the product of a uniform and a Bernoulli random

variable is optimal for symmetric and increasing loss functions among the class of (0, δ)-DP data

independent additive noise mechanisms with decreasing noise distributions. Closed-form char-

acterizations of the optimal distributions are provided for ℓp-loss functions, whereas the general

case requires the tuning of a single parameter. Balle and Wang (2018) show that the parameter

choice of the aforementioned Gaussian mechanism is suboptimal. They propose the analytic

Gaussian mechanism, which is optimal among the family of Gaussian mechanisms, by numeri-

cally computing the smallest variance that satisfies (ε, δ)-DP. For the general class of (ε, δ)-DP

data independent additive noise mechanisms, Geng and Viswanath (2016) show that the sub-

optimality of uniform and discretized Laplace distributions can be bounded by a multiplicative
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constant for integer-valued queries under ℓ1- and ℓ2-loss functions when ε→ 0 and δ → 0 simul-

taneously. Tighter suboptimality bounds have been derived by Geng et al. (2020) for real-valued

queries when the data independent additive noise is governed by a truncated Laplace distribu-

tion. In their analysis, the authors decompose the support of the distribution into a ‘body’ that

achieves (ε, 0)-DP and a ‘tail’ that breaches privacy but is limited to a probability mass of δ. The

resulting mechanisms are (ε, δ)-DP, and they are asymptotically optimal under ℓ1- and ℓ2-loss

functions when ε→ 0 and δ → 0 simultaneously. The authors show that the truncated Laplace

mechanism outperforms the aforementioned analytic Gaussian mechanism under ℓ1- and ℓ2-loss

functions. To our best knowledge, the truncated Laplace mechanism provides the strongest

optimality guarantees among the currently known (ε, δ)-DP mechanisms for generic queries. In

Example 1, the noise added by the (1, 0.2)-DP analytic Gaussian mechanism has a standard de-

viation of 300.96 INR, whereas the truncated Laplace mechanism reduces the standard deviation

to 273.48 INR.

The definition of optimality is more involved for data dependent mechanisms since their

expected losses vary with the database. Minimizing the worst-case expected loss across all

potential databases D ∈ D (which the minimax optimality criterion attempts to achieve) is

overly conservative since it implies that data independent mechanisms remain optimal under

mild conditions (Geng and Viswanath 2014). Instead, instance specific optimality criteria have

been proposed that compare the expected loss for each database with a lower bound that is

tailored to the database. Local minimax optimality (Asi and Duchi 2020a,b), for example,

requires that a mechanism’s expected loss for any database D ∈ D is within a constant factor

of the expected loss of any other DP mechanism for at least one database in a neighborhood

of D. Local minimax optimality recovers the earlier notion of minimax optimality when the

neighborhood contains all databases D ∈ D. Asi and Duchi (2020a,b) show that under the

expected ℓ1-loss, the inverse sensitivity mechanism first proposed by Johnson and Shmatikov

(2013) satisfies local minimax optimality for various query functions, and that it outperforms

the Laplace and the smooth Laplace mechanisms under mild conditions.

The aforementioned contributions to the design of optimal (ε, δ)-DP mechanisms have in

common that they limit their attention a priori to specific classes of mechanisms (such as

Gaussian; standard, truncated or discretized Laplace; staircase; uniform-Bernoulli product or

uniform distributions) and subsequently prove either optimality among the mechanisms in their

respective classes or asymptotic optimality among larger families of mechanisms as ε → 0 and

δ → 0 simultaneously. In this work, we propose to formulate and solve the optimal (ε, δ)-
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Figure 1: Different noise distributions that guarantee (1, 0.2)-DP in Example 1.

DP mechanism design problem as an infinite-dimensional distributionally robust optimization

(DRO) problem (Delage and Ye 2010, Wiesemann et al. 2014, Kuhn et al. 2019). To this end, we

minimize an expected loss function over all noise distributions, subject to the satisfaction of the

DP constraints. In contrast to much of the existing literature, our formulation caters for generic

loss functions (including asymmetric ones such as the pinball loss), and it can restrict the noise

via support constraints. We show that our formulation affords a strong dual, and we develop

hierarchies of finite-dimensional conservative approximations to the primal and dual formulations

to derive converging upper and lower bounds on the optimal expected loss. Our upper bounds

correspond to implementable perturbations whose optimality gaps can be certified by the lower

bounds. Our bounding problems can be solved efficiently via cutting plane techniques that

leverage the inherent problem structure. Our numerical experiments show that our optimal

mechanisms can outperform the previously best results from the literature on artificial as well

as two standard machine learning benchmark problems.

Example 1 (cont’d). To guarantee (1, 0.2)-DP, our data independent additive noise algorithm

from Section 1.2 adds a noise with standard deviation 257.68 INR. As Figure 1 demonstrates,

our noise distribution does not appear to admit a simple analytical characterization.

The contributions of this work may be summarized as follows.

(i) We formulate the data independent additive noise problem as a DRO problem. Our

formulation is flexible enough to cater for a large range of loss functions, and it extends to

various problem variants such as the data dependent and the instance optimal problem.

(ii) We show that our primal and dual formulations can be bounded from above and below

by converging hierarchies of large-scale linear programs that can be solved efficiently via

tailored cutting plane techniques.
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(iii) In contrast to the existing optimality results, which are either restricted to specific mech-

anisms or hold asymptotically, our formulation affords optimality guarantees that are

non-asymptotic and that apply to any choice of ε and δ. Our numerical results showcase

the advantages of our approach on a range of artificial as well as benchmark problems.

In our view, the optimization perspective on DP put forward in this work opens up several

opportunities for future research. On one hand, our proposed hierarchy of primal and dual

bounds appears to extend to other existing and new definitions of DP, it may allow for the de-

velopment of approximation schemes for (ε, δ)-DP with either a priori or a posteriori optimality

guarantees, and it may generalize to multi-dimensional queries. On the other hand, the DP

mechanism design problem gives rise to novel classes of DRO problems that have not been stud-

ied previously and that may find applications elsewhere. Most importantly, we believe that the

design of optimal DP mechanisms should be viewed and addressed as a DRO problem, and the

DRO community has developed a rich arsenal of techniques that can be leveraged beneficially

to contribute with novel insights and algorithms.

The remainder of this work unfolds as follows. Section 1.2 formulates the data indepen-

dent additive noise problem as an infinite-dimensional DRO problem, it shows that the problem

affords a strong dual, and it develops a hierarchy of converging finite-dimensional upper and

lower bounding problems. Building upon this analysis, Section 1.3 studies the data depen-

dent additive noise problem, which optimizes over an uncountable family of noise distributions.

Section 1.4 develops a cutting plane algorithm to solve the bounding problems of Sections 1.2

and 1.3. We report numerical experiments in Section 1.5 and offer concluding remarks in Sec-

tion 1.6, respectively. All proofs as well as some additional numerical results are relegated to the

e-companion. Finally, the GitHub repository accompanying this work contains the sourcecodes

of all algorithms that we implemented as part of this work, the datasets used in our numerical

experiments as well as additional numerical experiments and extended discussions of the related

literature.2

Notation. Bold lower case letters denote vectors, while scalars are assigned standard lower

case letters. The sets {1, . . . , N} and {−N, . . . , N} are abbreviated by [N ] and [±N ], respec-

tively. For a set S and a scalar a ∈ R, we let S + a = {s + a : s ∈ S} denote the Minkowski

sum of the sets S and {a}; similarly, S − a abbreviates S + (−a). For a measurable interval

I ⊆ Rn, |I| ∈ R∪ {+∞} denotes the Lebesgue measure of I. Unless otherwise stated, measures

of real sets are defined on the corresponding Borel σ-algebras. The sets of sign-unrestricted and
2https://github.com/selvi-aras/DP-via-DRO
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non-negative measures that are defined on the power-set σ-algebra of some set A are denoted

by M(A) and M+(A), respectively. Finally, 1[E ] is the indicator function taking value 1 if the

condition E is satisfied and 0 otherwise.

1.2 Data Independent Noise Optimization

We start with data independent additive noise mechanisms that perturb the query output f(D)

of a databaseD ∈ D by adding a random noise X̃ independent ofD so as to minimize an expected

loss while satisfying (ε, δ)-DP. We formalize this problem in Section 1.2.1, and Section 1.2.2

derives a converging hierarchy of finite-dimensional upper and lower bounding problems.

1.2.1 The Data Independent Optimization Problem

We study the problem

minimize
γ

∫
x∈R

c(x) dγ(x)

subject to γ ∈ P0∫
x∈R

1[f(D) + x ∈ A]dγ(x) ≤ eε ·
∫
x∈R

1[f(D′) + x ∈ A] dγ(x) + δ

∀(D,D′) ∈ N , ∀A ∈ F ,

(1)

where (R,F) is a measurable space with the Borel σ-algebra F on R and the set P0 of probability

measures supported on R. Problem (1) selects a probability measure γ governing the random

noise X̃ so as to minimize the expected value of the Borel loss function c : R 7→ R+, subject to

(ε, δ)-DP for ε, δ > 0. Note in particular that the integrals on both sides of the DP constraint

evaluate the probabilities P[A(D) ∈ A] and P[A(D′) ∈ A] for the randomized query outputs

A(D) = f(D) + X̃ and A(D′) = f(D′) + X̃ with X̃ ∼ γ as per our definition of (ε, δ)-DP from

the previous section. We assume that c satisfies the following regularity conditions.

Assumption 1 (Loss Function). The loss function c : R 7→ R+ satisfies the following properties:

(a) Continuity. c is continuous on R.

(b) Unboundedness. For any r ∈ R we have c(x) ≥ r for |x| sufficiently large.

Assumption (a) enables us to construct discrete approximations to problem (1) and its

dual that converge as we refine their granularity. Assumption (b) allows us to restrict these

approximations to a bounded support of the involved measures without incurring an unbounded
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loss. Loss functions typically used in the literature, such as the noise amplitude (ℓ1-loss with

c(x) = |x|) and the noise power (ℓ2-loss with c(x) = x2), satisfy Assumption 1.

Recall that ∆f := sup{f(D′)−f(D) : (D,D′) ∈ N} is the global sensitivity of the query f

over the set of neighboring databases N . We assume that f is surjective in the following sense.

Assumption 2 (Query Function). For each φ ∈ [−∆f,∆f ], we have f(D′) − f(D) = φ for

some (D,D′) ∈ N .

Assumption 2 is standard (Geng and Viswanath 2014, Geng et al. 2020), and it is satisfied by

common descriptive statistics including the mean, median, minimum/maximum and standard

deviation, as well as several popular machine learning algorithms (cf. Section 1.5), if the data

is numeric. Our theory continues to apply if Assumption 2 is violated, but our reformulation of

problem (1) will be conservative as it guarantees DP over the entire range φ ∈ [−∆f,∆f ], as

opposed to the subset of query output differences that can actually be observed over N .

Observation 1. Under Assumption 2, the data independent noise optimization problem is

minimize
γ

∫
x∈R

c(x) dγ(x)

subject to γ ∈ P0∫
x∈R

1[x ∈ A] dγ(x) ≤ eε ·
∫
x∈R

1[x+ φ ∈ A]dγ(x) + δ ∀(φ,A) ∈ E ,

(P)

where E := [−∆f,∆f ]×F .

Problem P has uncountably many decision variables and constraints and thus appears to be

challenging to solve. Despite the linearity of the problem, standard tools from finite-dimensional

linear programming, such as strong duality, are typically not available without further assump-

tions (Anderson and Nash 1987). Problem P is feasible since its constraints are satisfied, for ex-

ample, by Laplace (Dwork et al. 2006b) and Gaussian measures (Dwork and Roth 2014, Theorem

A.1). Convexity of the feasible region implies that mixtures of such measures are also feasible.

Problem P can be interpreted as an uncertainty quantification problem from the distribu-

tionally robust optimization literature (Owhadi et al. 2013, Han et al. 2015, Hanasusanto et al.

2015). Under this view, the constraints of P correspond to an uncountable number of moment

conditions that define an ambiguity set from which nature selects a distribution γ that mini-

mizes the expected profit of the decision maker’s action. Problem P differs from the uncertainty

quantification problems typically studied in the literature in both the number and the structure

of these moment constraints. The constraints of P can also be interpreted as robust constraints
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that have to be satisfied for all realizations (φ,A) ∈ E of the ‘uncertain parameters’ φ and A

(Ben-Tal et al. 2009, Bertsimas and den Hertog 2022). In contrast to the standard robust opti-

mization literature, however, the uncertain parameter A in our problem is infinite-dimensional.

Problem P is also reminiscent of continuous linear programs (Anderson and Nash 1987),

which comprise uncountably many decision variables and constraints as well. Owing to their

continuous-time control heritage, however, the constraints in continuous linear programs are

indexed by a single bounded real scalar x ∈ [0, T ], whereas our constraint indices additionally

involve the set of all Borel sets F . Moreover, the decision variable of a continuous linear pro-

gram has a bounded support [0, T ] and is assumed to admit a density, whereas our decision

variable γ has an unbounded support R and may not admit a density. Both of these additional

complications imply that we cannot directly use the theory of continuous linear programming

and instead have to derive bounding problems and prove their convergence from first principles.

1.2.2 A Hierarchy of Converging Bounding Problems

To obtain a tractable upper bound on problem P, we first introduce a restriction of P that

replaces the generic measure γ with the piecewise constant function

γ(A) =
∑
i∈Z

p(i) · |A ∩ Ii(β)|
β

∀A ∈ F , (2)

where p : Z 7→ R+ satisfies
∑

i∈Z p(i) = 1, and {Ii(β)}i∈Z partitions R into disjoint intervals

Ii(β) := [i ·β, (i+1) ·β), i ∈ Z, of some pre-selected length β > 0. To simplify the exposition, we

assume that ∆f is divisible by β. Under restriction (2), most constraints in P become redundant.

Lemma 1. Under restriction (2), P has the same optimal value as

minimize
p

∑
i∈Z

ci(β) · p(i)

subject to p : Z 7→ R+,
∑
i∈Z

p(i) = 1∑
i∈Z

1[Ii(β) ⊆ A] · p(i) ≤ eε ·
∑
i∈Z

1[Ii(β) + φ ⊆ A] · p(i) + δ ∀(φ,A) ∈ E(β),

(P(β))

where ci(β) := β−1 ·
∫
x∈Ii(β) c(x)dx and E(β) := B(β) × F(β) with B(β) := {−∆f,−∆f +

β, . . . ,∆f} and F(β) :=
{⋃

i∈I Ii(β) : I ⊆ Z
}
.

In contrast to P, problem P(β) has countably many decision variables. By Cantor’s theorem,

however, it still comprises uncountably many constraints since F(β) is indexed by the power set
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of infinitely many intervals {Ii(β)}i∈Z. To bound P(β) from above by a finite-dimensional linear

optimization problem, we constrain P(β) further by restricting the discrete probability measure

p to a bounded support. Formally, we impose that there is L ∈ N such that

p(i) = 0 ∀i ∈ Z \ [±L], (3)

that is, we bound the overall support to 2L + 1 intervals Ii(β) centered at 0. Restriction (3)

allows us to remove from P(β) any privacy constraint that relates to intervals Ii(β) and Ij(β)

whose indices i and j both lie outside the support [±L].

Proposition 1. With the additional constraint (3), P(β) has the same optimal value as

minimize
p

∑
i∈[±L]

ci(β) · p(i)

subject to p : [±L] 7→ R+,
∑
i∈[±L]

p(i) = 1∑
i∈[±L]

1[Ii(β) ⊆ A] · p(i) ≤ eε ·
∑
i∈[±L]

1[Ii(β) + φ ⊆ A] · p(i) + δ ∀(φ,A) ∈ E(L, β),

(P(L, β))

where E(L, β) := B(β)×F(L, β) with F(L, β) :=
{⋃

i∈L Ii(β) : L ⊆ [±L]
}
.

Problem P(L, β) constitutes a large-scale but finite-dimensional linear optimization problem

that will serve as a building block to our cutting plane algorithm in Section 1.4. We emphasize

that the finiteness of the problem is solely due to our measure discretization (2) as well as the

restriction (3) to a bounded support, that is, we did not impose any additional assumptions on

the structure of the worst-case events A to arrive at a finite-dimensional model. In terms of

optimal values, we have the relationship P(L, β) ≥ P(β) ≥ P for all support sizes L ∈ N and

interval lengths β.

We next derive a lower bound on P. To this end, we employ a strategy widely adopted in

distributionally robust optimization and first propose a dual to problem P:

maximize
θ,ψ

θ − δ
∫
(φ,A)∈E

dψ(φ,A)

subject to θ ∈ R, ψ ∈M+(E)

θ ≤ c(x) +
∫
(φ,A)∈E

1[x ∈ A]dψ(φ,A)− eε ·
∫
(φ,A)∈E

1[x+ φ ∈ A]dψ(φ,A)

∀x ∈ R.

(D)

The integrals in this problem are well-defined due to the domain of ψ specified in the first
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constraint. Problem D affords a natural interpretation: suppose that δ = 0 and replace in the

objective function the epigraphical variable θ with

inf
x∈R

c(x) +

∫
(φ,A)∈E

1[x ∈ A]dψ(φ,A)− eε ·
∫
(φ,A)∈E

1[x+ φ ∈ A]dψ(φ,A).

Problem D then determines a conic combination of database-event pairs (φ,A) that maximizes

the sum of noise-related costs c(x) and cumulative DP shortfall (i.e., the cumulative violation

of all DP constraints) under the most benign realization x of the random noise X̃.

We can readily establish weak duality between the problems P and D.

Proposition 2 (Weak Duality). For any γ feasible in P and (θ, ψ) feasible in D, we have∫
x∈R

c(x) dγ(x) ≥ θ − δ
∫
(φ,A)∈E

dψ(φ,A).

It is tempting to conclude that strong duality should hold as well between P and D due

the linearity of both problems. However, strong duality does not typically hold in infinite-

dimensional optimization without further assumptions (Anderson and Nash 1987). We therefore

defer the discussion of strong duality between P and D to the end of this section.

Similar to problem P, problem D appears challenging to solve since it comprises uncountably

many decision variables and constraints. To construct a tractable lower bound on D, we first

remove all variables ψ(φ,A) indexed by (φ,A) ∈ E \ E(β), that is, we impose that∫
(φ,A)∈E\E(β)

dψ(φ,A) = 0. (4)

Restriction (4) can be understood as the dual pendant to our discretization (2); in fact, the

dual variables unaffected by (4) correspond precisely to the constraints in problem P(β). Under

restriction (4), most constraints of D become redundant.

Lemma 2. With the additional constraint (4), D has the same optimal value as

maximize
θ,ψ

θ − δ ·
∫
(φ,A)∈E(β)

dψ(φ,A)

subject to θ ∈ R, ψ ∈M+(E(β))

θ ≤ ci(β) +
∫
(φ,A)∈E(β)

1[Ii(β) ⊆ A]dψ(φ,A)− eε ·
∫
(φ,A)∈E(β)

1[Ii(β) + φ ⊆ A]dψ(φ,A)

∀i ∈ Z,

(D(β))
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where ci(β) := inf{c(x) : x ∈ Ii(β)}, i ∈ Z.

In contrast to problem D, which comprises uncountably many constraints, problem D(β) has

countably many constraints. However, the problem still contains infinitely many constraints as

well as uncountably many variables. To bound D(β) from below by a finite-dimensional linear

optimization problem, we set ψ(E(β) \ E(L, β)) = 0 for some L ∈ N, that is, we impose that∫
(φ,A)∈E(β)\E(L,β)

dψ(φ,A) = 0. (5)

Restriction (5) is the dual pendant to our support constraint (3). It removes variables associated

with events that contain intervals sufficiently far away from 0 since (φ,A) ∈ E(β)\E(L, β) implies

that A ̸⊆
⋃
i∈[±L] Ii(β).

Proposition 3. With the additional constraint (5), D(β) has the same optimal value as

maximize
θ,ψ

θ − δ ·
∑

(φ,A)∈E(L,β)

ψ(φ,A)

subject to θ ∈ R, ψ : E(L, β) 7→ R+

θ ≤ ci(β) +
∑

(φ,A)∈E(L,β)

1[Ii(β) ⊆ A] · ψ(φ,A)− eε ·
∑

(φ,A)∈E(L,β)

1[Ii(β) + φ ⊆ A] · ψ(φ,A)

∀i ∈ [±(L+∆f/β)].

(D(L, β))

Similar to P(L, β), problem D(L, β) constitutes a large-scale but finite-dimensional linear

optimization problem that will serve as a building block to our cutting plane algorithm in

Section 1.4. In terms of optimal values, we have the relationship D(L, β) ≤ D(β) ≤ D for all

support sizes L ∈ N and interval lengths β. In particular, P and D are sandwiched by the

finite-dimensional linear optimization problems P(L, β) and D(L, β).

We close this section with an analysis of the convergence of the finite-dimensional linear

optimization problems P(L, β) and D(L, β). To this end, recall that by our earlier assumption,

β divides ∆f , which allows us to equivalently represent β as ∆f/k for some k ∈ N.

Theorem 1. For any ξ > 0, there is Λ′ ∈ N and k′ ∈ N such that

P(Λ · k,∆f/k)−D(Λ · k,∆f/k) ≤ ξ ∀Λ ≥ Λ′, ∀k ≥ k′.

Intuitively, Theorem 1 states that both the discretization granularity ∆f/k needs to shrink

and the support [−Λ · ∆f,Λ · (Λ + 1/k) · ∆f) of the noise distribution needs to grow for the

37



Primal
P

Discretized Primal
P(β)

Finite Primal
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Figure 2: Summary of the results in Section 1.2. Directed arrows x 99K y indicate upper bound
relationships x ≤ y, whereas the double arrow confirms the convergence of optimal values as L
increases and β decreases.

primal and dual approximations to converge. In particular, keeping the support fixed (which

amounts to fixing Λ in Theorem 1) and merely increasing k is not sufficient for convergence

as the dual approximation provides a lower bound for all noise distributions (of potentially

unbounded support), as opposed to only the noise distributions that share the same support as

the primal approximation. We elaborate further on this in our GitHub supplement, where we

also derive conditions on ∆ and k that ensure feasibility of the upper bound P(L, β). Note that

Theorem 1 also implies strong duality of the two infinite-dimensional problems P and D.

We close this section by showing that the conditions of Assumption 1 are in a sense minimal

requirements to guarantee the correctness of Theorem 1.

Proposition 4. There are loss functions that satisfy one condition of Assumption 1 (but not

both) and for which P(L, β) and D(L, β) do not converge for any L ∈ N and β > 0.

Figure 2 summarizes the key results of this section.

1.3 Data Dependent Noise Optimization

We next study data dependent noise mechanisms whose additive perturbation X̃(f(D)) of the

query output f(D) of a database D ∈ D may depend on f(D). Section 1.3.1 formalizes this

problem, and Section 1.3.2 develops finite-dimensional upper and lower bounding problems.
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1.3.1 The Data Dependent Optimization Problem

We study the problem

minimize
γ

∫
ϕ∈Φ

w(ϕ) ·
[∫

x∈R
c(x) dγ(x | ϕ)

]
dϕ

subject to γ ∈ Γ∫
x∈R

1[f(D) + x ∈ A] dγ(x | f(D)) ≤ eε ·
∫
x∈R

1[f(D′) + x ∈ A] dγ(x | f(D′)) + δ

∀(D,D′) ∈ N , ∀A ∈ F ,

(6)

where Φ := {f(D) : D ∈ D} is the set of possible query outputs and (R,F) is again a measurable

space with the Borel σ-algebra F on R. Problem (6) selects a family {γ(· | ϕ)}ϕ∈Φ of conditional

probability measures governing the random noise X̃(·) so as to minimize an iterated expectation

of the Borel loss function c : R 7→ R+ satisfying Assumption 1, subject to satisfaction of (ε, δ)-

DP. The inner expectation in the objective function evaluates the expected loss for a specific

query output ϕ ∈ Φ, whereas the outer expectation weighs different query outputs according to

the continuous probability density function w : Φ 7→ R+. The domain of γ is now defined as

Γ :=

{
γ :

[
γ(· | ϕ) ∈ P0, ϕ ∈ Φ

ϕ 7→ γ(A | ϕ) measurable, A ∈ F

]}
,

where P0 is again the set of probability measures supported on R. The domain Γ restricts γ

to the set of Markov kernels with continuous state ϕ ∈ Φ. The first condition ensures that the

inner expectation in the objective function is well-defined, while the second condition ensures

that this expectation is measurable in the outer expectation.

To ensure privacy, the weighting w must not reveal anything about the true database (which

is ensured, for example, by choosing the uniform distribution over Φ) or it must itself be kept

private. In practice, the application domain often guides the choice of w; we discuss this further

in Section 1.5. Similar to Assumption 2, we impose the following surjectivity requirement on f .

Assumption 3 (Query Function). Φ is a bounded interval, and for each D ∈ D and φ ∈
[−∆f,∆f ] ∩ (Φ− f(D)), we have f(D′)− f(D) = φ for some (D,D′) ∈ N .

Assumption 3 reduces to Assumption 2 if we set Φ = R. To simplify the exposition, however,

we assume that Φ is bounded; otherwise, additional steps would have to be taken to restrict the

states ϕ ∈ Φ of γ to bounded intervals without incurring a potentially unbounded loss.
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Observation 2. Under Assumption 3, the data dependent noise optimization problem is

minimize
γ

∫
ϕ∈Φ

w(ϕ) ·
[∫

x∈R
c(x) dγ(x | ϕ)

]
dϕ

subject to γ ∈ Γ∫
x∈R

1[x ∈ A]dγ(x | ϕ) ≤ eε ·
∫
x∈R

1[x+ φ ∈ A] dγ(x | ϕ+ φ) + δ

∀ϕ ∈ Φ, ∀(φ,A) ∈ E ′(ϕ),

(P′)

where E ′(ϕ) := [[−∆f,∆f ] ∩ (Φ− ϕ)]×F for ϕ ∈ Φ.

Problem P′ is not a generalization of problem P from Section 1.2 per se, but P would be

recovered from P′ if we introduced the additional requirement that all γ(·|ϕ), ϕ ∈ Φ, in P′ must

coincide. This argument implies that problem P′ is guaranteed to be feasible. Note that P′ does

not decompose into separate problems for ϕ ∈ Φ since the DP constraint couples the conditional

measures of neighbouring databases. Similar to P, problem P′ contains uncountably many deci-

sion variables and constraints and thus appears challenging to solve. The data dependent noise

optimization problem P′ is more involved than its data independent counterpart P, however,

since it optimizes over an uncountable family of noise distributions. In the following, we will

re-use the insights of Section 1.2 to reduce the variables and constraints relating to each indi-

vidual noise distribution, which allows us to focus on the new challenge of uncountably many

noise distributions that is unique to the data dependent setting.

1.3.2 A Hierarchy of Converging Bounding Problems

To obtain a tractable upper bound on the data independent noise optimization problem, Sec-

tion 1.2.2 bounds problem P from above by finite-dimensional approximations that live on a par-

tition {Ii(β)}i∈Z of the possible noise realizations into disjoint intervals Ii(β) = [i · β, (i+1) · β)
of length β > 0. In this section, we retain our earlier assumption that ∆f is divisible by β,

and we additionally stipulate that Φ =
⋃
k∈[K]Φk(β) with Φk(β) := It+k(β) for some t ∈ Z and

K ∈ N. This will allow us to partition the set of possible query outputs Φ in the same way,

using a single granularity parameter β.

To bound problem P′ from above, we first restrict the uncountable family {γ(·|ϕ)}ϕ∈Φ of

probability measures in P′ to a finite subset that is piecewise constant on the intervals Φk(β):

γ(· | ϕ) = γ(· | ϕ′) ∀k ∈ [K], ∀ϕ, ϕ′ ∈ Φk(β). (7a)
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Under restriction (7a), P′ optimizes over finitely many probability measures γk, k ∈ [K], but

it still involves uncountably many decision variables and constraints. To further simplify the

problem, we restrict each probability measure in P′ to a piecewise constant function via

γk(A) =
∑
i∈Z

pk(i) ·
|A ∩ Ii(β)|

β
∀k ∈ [K], ∀A ∈ F (7b)

for a family of probability measures {pk : Z 7→ R+}k∈[K] satisfying
∑

i∈Z pk(i) = 1 for all k ∈ [K].

We also restrict each probability measure γk to a bounded support by imposing that

pk(i) = 0 ∀k ∈ [K], ∀i ∈ Z \ [±L] (7c)

for some L ∈ N. The restrictions (7b) and (7c) are akin to (2) and (3) from Section 1.2,

respectively.

Proposition 5. With the additional constraints (7), P′ has the same optimal value as

minimize
p

β ·
∑
k∈[K]

wk(β) ·
[ ∑
i∈[±L]

ci(β) · pk(i)
]

subject to pk : [±L] 7→ R+,
∑
i∈[±L]

pk(i) = 1, k ∈ [K]∑
i∈[±L]

1[Ii(β) ⊆ A] · pk(i) ≤ eε ·
∑
i∈[±L]

1[Ii(β) + φ ⊆ A] · pm(i) + δ

∀k,m ∈ [K], ∀(φ,A) ∈ E ′km(L, β)

(P′(L, β))

where wk(β) := β−1 ·
∫
ϕ∈Φk(β)

w(ϕ) dϕ and E ′km(L, β) := [B(β) ∩ {(m − k − 1) · β, (m − k) ·
β, (m− k + 1) · β}]×F(L, β) with B(β) and F(L, β) defined as in Section 1.2.

Problem P′(L, β) constitutes a large-scale but finite-dimensional linear optimization problem

that will serve as a building block to our cutting plane algorithm in Section 1.4. In terms of

optimal values, we have the relationship P′(L, β) ≥ P′ for all L ∈ N and β > 0.

To obtain a lower bound on P′, we first propose the dual problem

maximize
θ,ψ

∫
ϕ∈Φ

[
θ(ϕ)− δ ·

∫
(φ,A)∈E ′(ϕ)

dψ(φ,A | ϕ)

]
dϕ

subject to θ : Φ 7→ R measurable, ψ ∈ Ψ

θ(ϕ) ≤
∫
(φ,A)∈E ′(ϕ)

1[x ∈ A] dψ(φ,A | ϕ)− eε ·
∫
(−φ,A)∈E ′(ϕ)

1[x+ φ ∈ A] dψ(φ,A | ϕ− φ)

+c(x) · w(ϕ) ∀ϕ ∈ Φ, ∀x ∈ R,

(D′)
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where the dual measure is defined over the set

Ψ :=

ψ :

 ψ(· | ϕ) ∈M+(E ′(ϕ)), ϕ ∈ Φ

∃ψ0 ∈M(E) : ψ(· | ϕ)≪ ψ0, ϕ ∈ Φ with (φ,A, ϕ) 7→ dψ(φ,A | ϕ)
dψ0(φ,A)

measurable

 .

Here, the first condition resembles the domain that we imposed on ψ in problem D from Sec-

tion 1.2.2. The second condition is new, and it ensures that the integral on the right-hand side

of the DP constraint in D′, which varies with φ, is well-defined.

We first establish weak duality between the problems P′ and D′.

Proposition 6 (Weak Duality). For any γ feasible in P′ and (θ, ψ) feasible in D′, we have

∫
ϕ∈Φ

w(ϕ) ·
[∫

x∈R
c(x) dγ(x | ϕ)

]
dϕ ≥

∫
ϕ∈Φ

[
θ(ϕ)− δ ·

∫
(φ,A)∈E ′(ϕ)

dψ(φ,A | ϕ)

]
dϕ.

As in the previous section, we defer the discussion of strong duality between P′ and D′ to

the end of this section. To construct a tractable lower bound on D′, we impose that

ψ(· | ϕ) = ψ(· | ϕ′) and θ(ϕ) = θ(ϕ′) ∀k ∈ [K], ∀ϕ, ϕ′ ∈ Φk(β), (8a)

that is, ψ(·|ϕ) and θ(ϕ) have to be piecewise constant over the intervals Φk(β), and we remove

all variables ψ(φ,A|ϕ) indexed by (φ,A) ∈ E ′(ϕ) \ E(L, β), that is, we impose that∫
(φ,A)∈E ′(ϕ)\E(L,β)

dψ(φ,A | ϕ) = 0 ∀ϕ ∈ Φ, (8b)

which implies that ψ(·|ϕ) vanishes for all ϕ ∈ Φ on (φ,A) with φ not divisible by β or A outside

F(L, β). Constraint (8b) is reminiscent of the constraints (4) and (5) from Section 1.2, and it

can be interpreted as the dual pendant of the restriction (7c).

42



Proposition 7. With the additional constraints (8), D′ has the same optimal value as

maximize
θ,ψ

β ·

 ∑
k∈[K]

θk − δ ·
∑
k∈[K]

∑
(φ,A)∈E ′

k(L,β)

ψk(φ,A)


subject to θ ∈ RK , ψk : E ′k(L, β) 7→ R+, k ∈ [K]

θk ≤
∑

(φ,A)∈E ′
k(L,β)

1[Ii(β) ⊆ A] · ψk(φ,A)− eε ·
∑

(−φ,A)∈E ′
k(L,β)

1[Ii(β) + φ ⊆ A] · ψk−φ/β(φ,A)

+ci(β) · wk(β) ∀k ∈ [K], ∀i ∈ [±(L+∆f/β)],

(D′(L, β))

where E ′k(L, β) := [B(β) ∩ (Φ − Φk(β))] × F(L, β) for Φk(β) := inf{ϕ : ϕ ∈ Φk(β)}, ci(β) :=

inf{c(x) : x ∈ Ii(β)} and wk(β) := inf{w(ϕ) : ϕ ∈ Φk(β)}, k ∈ [K] and i ∈ Z.

The large-scale but finite-dimensional linear optimization problem D′(L, β) will serve as a

building block to our cutting plane algorithm in Section 1.4. In terms of optimal values, we have

the relationship D′(L, β) ≤ D′ for all L ∈ N and β > 0. Similar to Section 1.2, P′ and D′ are

sandwiched by the finite-dimensional linear optimization problems P′(L, β) and D′(L, β).

We close this section with an analysis of the convergence of the finite-dimensional linear

optimization problems P′(L, β) and D′(L, β). Similarly to Section 1.2, recall that by our earlier

assumption, β divides ∆f , which allows us to equivalently represent β as ∆f/k for some k ∈ N.

Theorem 2. For any ξ > 0, there is Λ′ ∈ N and k′ ∈ N such that

P′(Λ · k,∆f/k)−D′(Λ · k,∆f/k) ≤ ξ ∀Λ ≥ Λ′, ∀k ≥ k′.

Intuitively, Theorem 2 has a similar interpretation as Theorem 1, that is, both the discretiza-

tion granularity ∆f/k needs to shrink and the support [−Λ ·∆f, (Λ + 1/k) ·∆f) of the noise

distributions needs to grow for the primal and dual approximations to converge. Here, we addi-

tionally observe that shrinking the granularity also results in a larger number of distributions to

be optimized over. Similar to Theorem 1 in the data independent setting, Theorem 2 implies

strong duality of the two infinite-dimensional problems P′ and D′.

1.4 Iterative Solution of the Bounding Problems

The bounding problems of Sections 1.2 and 1.3 employ a uniform partitioning of the noise dis-

tribution γ. Motivated by our numerical experiments, which indicate that (near-)optimal noise

distributions tend to combine steep peaks around 0 with gradually declining tails, Section 1.4.1

43



extends our bounding problems to non-uniform partitions of γ. Non-uniform partitions allow us

to compute noise distributions with similar expected losses in shorter computation times.

Unfortunately, even under a non-uniform partitioning the bounding problems cannot be

solved monolithically with an off-the-shelf solver due to their exponential scaling in the problem

parameters. Instead, Section 1.4.2 proposes a cutting plane technique that solves those bounding

problems iteratively through an increasingly accurate sequence of relaxations. At the heart of

our cutting plane technique is the identification of the constraints that our incumbent solutions

violate with the largest margins. While a naïve search for these constraints would require an

exponential effort, our algorithm scales polynomially in the size of the problem description.

1.4.1 Upper and Lower Bounding Problems with Non-Uniform Partitions

Recall that our bounding problems P(L, β) and D(L, β) from Section 1.2 partition the support

of the noise distribution γ into 2L+ 1 uniform intervals Ii(β) = [i · β, (i+ 1) · β), i ∈ [±L]. Let

π ∈ {−L, . . . , L+ 1}N+1 be an index vector satisfying

−L = π1 < π2 < . . . < πN < πN+1 = L+ 1,

and let Πj(β) = [πj · β, πj+1 · β), j ∈ [N ], denote the j-th interval induced by the consecutive

elements of π · β. Consider a variant of our upper bounding problem P(L, β) that enforces

equality of all decision variables p(i) and p(i′), i, i′ ∈ [±L], that satisfy πj ≤ i, i′ < πj+1 for

some j ∈ [N ]. The revised upper bounding problem is equivalent to

minimize
p

∑
j∈[N ]

cj(π, β) · p(j)

subject to p : [N ] 7→ R+,
∑
j∈[N ]

p(j) = 1

∑
j∈[N ]

p(j) · |A ∩Πj(β)|
|Πj(β)|

≤ eε ·
∑
j∈[N ]

p(j) · |(A− φ) ∩Πj(β)|
|Πj(β)|

+ δ ∀(φ,A) ∈ E(L, β),

(P(π, β))

where cj(π, β) := |Πj(β)|−1 ·
∫
x∈Πj(β)

c(x) dx. The new upper bound P(π, β) closely resembles

the previous bound P(L, β), except that the objective coefficients cj and the intervals Πj(β) in

the DP constraints now reflect the new partitioning of γ.
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In a similar fashion, we propose the revised lower bound

minimize
p

∑
j∈N

cj(π, β) · p(j)

subject to p : N 7→ R+,
∑
j∈N

p(j) = 1

∑
j∈N

p(j) · |A ∩Πj(β)|
|Πj(β)|

≤ eε ·
∑
j∈N

p(j) · |(A− φ) ∩Πj(β)|
|Πj(β)|

+ δ ∀(φ,A) ∈ E(L, β)

(D(π, β))

where cj(π, β) := inf{c(x) : x ∈ Πj(β)} and the index set N = {−∆f
β +1, . . . , N + ∆f

β } emerges

from the previous index set [N ] by padding it at both ends with ∆f/β additional elements whose

associated interval indices are set to π1−t = π1−t and πN+1+t = πN+1+t, t = 1, . . . ,∆f/β, with

the intervals Πj(β) extended to j ∈ N \ [N ] in the obvious way. Again, the revised lower bound

closely resembles the previous bound D(L, β), with minor changes in the objective coefficients

cj and the intervals Πj(β). The revised bounding problems enjoy convergence properties akin

to those from Section 1.2.

Corollary 1. For any β > 0 and π satisfying −L = π1 < . . . < πN+1 = L+ 1 for some L ∈ N,

we have P(π, β) ≥ P = D ≥ D(π, β). Moreover, for any ξ > 0 there is Λ′ ∈ N and k′ ∈ N such

that P(π, β)−D(π, β) ≤ ξ for any π whose induced partition {Πj(β)}j∈[N ] is a refinement of a

uniform partition {Ii(∆f/k)}i∈[±Λ·k] with Λ ≥ Λ′ and k ≥ k′.

Appendix 1.C.3 presents analogous bounding problems for the data dependent case.

1.4.2 Cutting Plane Algorithm

Although the revised upper bounding problem P(π, β) only contains N decision variables, it

remains challenging to solve monolithically since it comprises O(2L ·∆f/β) DP constraints. To

address this issue, Algorithm 1 solves a sequence of relaxations of P(π, β) that only involve those

constraints that are active at incumbent solutions. In particular, every iteration of Algorithm 1

determines a constraint (φ⋆, A⋆) with maximum privacy shortfall, which is the quantity that the

DP constraints in P(π, β) require to be non-positive:

V (φ,A) =
∑
j∈[N ]

p(j) · |A ∩Πj(β)|
|Πj(β)|

− eε ·
∑
j∈[N ]

p(j) · |A ∩ (Πj(β) + φ)|
|Πj(β)|

− δ for (φ,A) ∈ E(L, β).

(9)
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Algorithm 1: Cutting plane algorithm for problem P(π, β)

input : π, β, ∆f
output: optimal solution p⋆ to problem P(π, β)
Initialize S = ∅;
do

Let p⋆ be an optimal solution to the relaxation of P(π, β) that only contains the
privacy constraints indexed by (φ,A) ∈ S.

Find a constraint (φ⋆, A⋆) with maximum privacy shortfall under the incumbent
solution p⋆.

if constraint (φ⋆, A⋆) has positive privacy shortfall then update S = S ∪ (φ⋆, A⋆).
while S has been updated ;
return p⋆.

Since P(π, β) contains finitely many constraints, one readily recognizes that Algorithm 1

determines an optimal solution to P(π, β) in finitely many iterations.

Observation 3. Algorithm 1 terminates after a finite number of iterations with an optimal

solution p⋆ to problem P(π, β).

A key step in Algorithm 1 is the identification of a constraint (φ⋆, A⋆) ∈ E(L, β) with

maximum privacy shortfall. A naïve implementation of this step would require the evaluation of

O(2L ·∆f/β) privacy shortfalls in time O(N) each. Instead, we employ Algorithm 2 to identify

a constraint (φ⋆, A⋆) with maximum privacy shortfall in polynomial time.

Proposition 8. For a fixed solution p, Algorithm 2 can be implemented so as to return a

constraint of P(π, β) with maximum privacy shortfall in time O(N3).

To illustrate the intuition behind Algorithm 2 and Proposition 8, fix any φ ∈ B(β) in

problem P(π, β). To construct the DP constraint (φ,A) ∈ E(L, β) with maximum privacy

shortfall across all A ∈ F(L, β), we need to decide for each interval Ii(β) = [i · β, (i + 1) · β),
i ∈ [±L], whether or not to include the interval Ii(β) in A. To this end, we first observe that

we can include all intervals Ii(β) for which Ii(β) ∩ (Πj′(β) + φ) = ∅ for all j′ ∈ [N ] since the

inclusion of those intervals in A cannot decrease V (φ,A). For the intervals Ii(β) that satisfy

both Ii(β) ⊆ Πj(β) and Ii(β) ⊆ (Πj′(β)+φ) for some j, j′ ∈ [N ], on the other hand, we compare

the magnitude of the positive coefficient p(j) with that of the negative coefficient −eε · p(j′) in

V (φ,A) to decide whether Ii(β) should be included in A. Algorithm 2 and Proposition 8 refine

this idea by (i) iterating only over the intervals Πj(β), j ∈ [N ], as opposed to the larger set of

intervals Ii(β), i ∈ [±L]; (ii) identifying the relevant interval pairs (j, j′) ∈ [N ]2 in linear time
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Algorithm 2: Identification of a constraint in P(π, β) with maximum privacy shortfall
input : π, β, p, ∆f
output: constraint (φ⋆, A⋆) with maximum privacy shortfall V (φ⋆, A⋆)
Initialize V ⋆ = 0;
for φ ∈

{
(πj − πj′) · β : (πj − πj′) · β ∈ [−∆f,∆f ] and j, j′ ∈ [N ]

}
∪ {−∆f,∆f} do

Initialize A = ∅ and V = 0;
for j = 1, . . . , N do

Let Aj = Πj(β) \ [−L · β + φ, (L+ 1) · β + φ) and update

A = A ∪Aj , V = V + |Aj | ·
p(j)

|Πj(β)|
.

for j′ = 1, . . . , N do
if p(j)/|Πj(β)| > eε · p(j′)/|Πj′(β)| then

Let Ajj′ = Πj(β) ∩ (Πj′(β) + φ) and update

A = A ∪Ajj′ , V = V + |Ajj′ | ·
[

p(j)

|Πj(β)|
− eε · p(j′)

|Πj′(β)|

]
.

end
end

end
if V > V ⋆ then

Update φ⋆ = φ, A⋆ = A and V ⋆ = V .
end

end
return (φ⋆, A⋆) and V ⋆(φ,A) = V ⋆ − δ.

O(N) as opposed to quadratic time O(N2); and (iii) restricting the search over φ ∈ B(β) with

cardinality O(∆f/β) to the smaller set in the outer for-loop with cardinality O(N2).

As discussed in Section 1.2.1, the constraints of P(π, β) can be interpreted as semi-infinite

robust optimization constraints. Under this lens, Algorithm 1 follows the tradition of cutting

plane schemes from the robust optimization literature (cf. Bienstock and Özbay 2008, Mutapcic

and Boyd 2009, Bertsimas et al. 2016a and Pätzold and Schöbel 2020). The key technical

contribution of this section is to identify for a fixed decision p the maximally violated constraints

(φ⋆, A⋆) ∈ E(L, β) without inspecting exponentially many events A ∈ F(L, β).
This section focused on the cutting plane algorithm for the upper bounding problem P(π, β)

in the data independent setting. Algorithms 1 and 2 immediately extend to the lower bounding

problem D(π, β) if we replace the objective coefficients cj with cj and extend the domain of the
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decisions p from [N ] to N. Both algorithms also readily extend to the data dependent setting

(cf. Section 1.3), where a constraint with maximum privacy shortfall can be identified in time

O(K2 · N). For the sake of brevity, we relegate the details of that algorithm variant to the

GitHub repository accompanying the journal version of this work.

1.5 Numerical Experiments

Our numerical experiments are split into two parts. The first part compares the privacy-accuracy

trade-off of our optimization-based approach with popular DP mechanisms from the literature,

and it examines the runtime of our cutting plane algorithm as well as the convergence of our

bounding problems. Since this part focuses on the quality of our bounds as well as their com-

putation times, we use synthetic instances that give us complete control over all parameters.

The second part of our experiments investigates whether the improved accuracy on synthetic

instances carries over to a better in-sample and out-of-sample performance in machine learning

problems involving standard benchmark instances. To this end, we study differentially private

variants of the naïve Bayes classifier and a proximal coordinate descent method for logistic

regression.

Our optimization algorithms are implemented in C++ and use the GUROBI 9.5.2 LP solver.

The machine learning algorithms from the second part are implemented in Julia, and all data

is processed using Python 3. All experiments are conducted on Intel Xeon 2.66GHz cluster

processors with 16GB memory in single-core and single-thread mode. All sourcecodes and

datasets, together with more detailed descriptions of our numerical experiments, are available

open-source on the GitHub repository accompanying this work.

1.5.1 Synthetic Experiments

In our first experiment, we compare the privacy-accuracy trade-off of our optimization-based DP

scheme with that of popular benchmark mechanisms from the literature. To this end, we consider

the data independent noise optimization problem and select 100 combinations of ε ∈ [0.005, 5]

and δ ∈ [0.005, 0.75]. We intentionally chose conservative combinations of ε and δ (cf. Table 1 of

Zhao et al. (2019)); larger values of ε yield results that are more favorable to our algorithm. We

solve our upper and lower bounding problems P(π, β) and D(π, β) with π and β set appropriately

so that their relative optimality gaps, measured as 100%·(P(π, β)−D(π, β))/D(π, β), are strictly

less than 1% (with a median gap of 0.28% across our experiments). We then use the midpoint

O := (P(π, β)−D(π, β))/2 of both bounds as a substitute to the optimal privacy-accuracy trade-
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δ

0.005 0.010 0.020 0.050 0.100 0.200 0.250 0.300 0.500 0.750

ε

0.005 1.87% 1.21% 1.20% 6.10% 18.53% 3.55% 49.59% 23.18% 49.96% 33.34%

0.010 2.89% 1.42% 8.00% 2.32% 17.08% 3.08% 49.18% 23.03% 49.92% 33.35%

0.020 2.84% 2.83% 0.56% 15.09% 14.19% 67.44% 48.39% 22.74% 49.83% 33.37%

0.050 1.85% 2.11% 2.57% 18.36% 6.22% 66.03% 46.15% 21.95% 49.58% 33.42%

0.100 4.78% 4.18% 8.68% 19.37% 33.32% 63.85% 42.87% 20.85% 49.17% 33.50%

0.200 10.43% 9.60% 8.90% 17.29% 19.82% 60.17% 37.70% 19.36% 48.33% 33.63%

0.500 23.10% 21.41% 25.45% 16.36% 38.70% 42.56% 29.52% 18.48% 45.85% 33.79%

1.000 40.11% 39.73% 40.23% 40.41% 28.62% 32.53% 26.63% 21.43% 41.80% 33.36%

2.000 33.96% 34.18% 33.45% 31.63% 32.46% 28.70% 27.12% 25.67% 34.35% 30.51%

5.000 19.32% 19.31% 19.29% 19.23% 19.15% 19.01% 18.94% 18.88% 18.65% 19.06%

Table 1: Suboptimality of the best performing benchmark mechanisms on synthetic data indepen-
dent instances with ∆f = 1, ℓ1-loss and various combinations of ε and δ.

off, and we measure the suboptimality of different benchmark mechanisms from the literature:

the analytic Gaussian (Balle and Wang 2018) and the truncated Laplace (Geng et al. 2020)

mechanisms as upper bounds and the ‘near optimal lower bound’ of Geng and Viswanath (2016,

Thm 8) and Geng et al. (2020) as lower bound. Table 1 records the optimality gaps of the best

performing upper and lower bounds BUB and BLB from the literature, which consistently turn

out to be the truncated Laplace mechanism and the lower bound of Geng et al. (2020). The

optimality gaps are reported as 100% · [(BUB − BLB)/max{O, 1}]. A breakdown into separate

suboptimalities incurred by the upper and lower bounds is presented in Appendix 1.D. The

table shows that the suboptimality of the benchmark approaches increases with ε and δ, and

the optimality gaps are significant in most of the considered privacy regimes.3 We note that if

we replace max{O, 1} with O in the denominator of the optimality gap formula, then the gaps

in Table 1 increase to more than 700% for (ε, δ) = (5, 0.75). We observe qualitatively similar

results as in Table 1 also for the ℓ2-loss; the corresponding table is relegated to the e-companion.

Our second experiment investigates the runtime and the convergence of our optimization-
3The vigilant reader will observe that the suboptimality is not entirely monotone in ε and δ. This is due to

two factors: the computation of the ‘near optimal lower bound’ involves a non-monotonic parameter rounding,
and we approximate the optimal privacy-accuracy trade-off with the midpoint O of our upper and lower bounds.
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Figure 3: Comparison of our optimization-based DP schemes with benchmark approaches from
the literature on instances with ∆f = 2, ℓ1-loss and |Φ| = 4 in low-privacy (ε = 5 and δ = 0.25;
left), medium-privacy (ε = 1 and δ = 0.2; middle) and high-privacy (ε = 0.2 and δ = 0.05;
right) regimes. All computation times are median values over 10 repetitions.

based upper and lower bounds in the data independent and data dependent settings. To this

end, we consider three privacy regimes: a low-privacy setting with (ε, δ) = (5, 0.25), a medium-

privacy setting with (ε, δ) = (1, 0.2), and a high-privacy setting with (ε, δ) = (0.2, 0.05). As

in the previous experiment, we compare our optimization-based DP schemes with the analytic

Gaussian and the truncated Laplace mechanisms as upper bounds and the ‘near optimal lower

bound’ as lower bound. In our DP schemes, we match the support of the truncated Laplace

distribution (with the support bounds rounded to nearest integer values) and compute a hier-

archy of refined upper and lower bounds by selecting β ∈ {1, 1/2, . . . , 1/32} and—in the data

dependent case—K ∈ {4, 8, . . . , 128}. The results are presented in Figure 3. The figure confirms

that the truncated Laplace mechanism is asymptotically optimal among all data independent

DP schemes in high-privacy settings. However, the figure also reveals that the truncated Laplace

mechanism can be substantially outperformed by our optimization-based data independent noise

mechanism in low- and medium-privacy regimes, while it is dominated by our optimization-based

data dependent noise mechanism in high-privacy regimes. For low-privacy settings, the differ-

ence between our data independent and dependent mechanisms is negligible, but it becomes

substantial in medium- and high-privacy regimes, where our data dependent mechanisms signif-

icantly outperform the data independent ones. The figure also reveals the computational price

to be paid for optimal noise distributions. While the data independent problems were all solved

within 2.2 secs, the data dependent problems are more challenging: across all instances, it took

up to 5.82 secs (980.44 secs) to reduce the gap between our upper and lower bounds to 10%

(5%).

Our final synthetic experiment analyzes the shapes of the noise distributions γ obtained by
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Figure 4: Optimization-based noise distributions for synthetic data independent instances with
∆f = 10, β = 0.5, ℓ1-loss and various combinations of ε and δ. The unconstrained distributions
are shown in red shading, whereas the best monotone distributions are shown as blue lines.
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Figure 5: Optimization-based noise distributions for synthetic data dependent instances with
∆f = 10, β = 0.5, ℓ1-loss and various combinations of ε and δ. The set Φ = [0, 18) of query
outputs has been partitioned into 9 intervals of equal length, resulting in 9 noise distributions.

our data independent and data dependent noise optimization problems. For clarity of expo-

sition, we present results for uniform partitions {Ii(β)}i∈[±L] of the noise realizations as well

as the range Φ of query outputs. We emphasize, however, that better results can normally

be obtained by non-uniform partitions that combine finer discretizations around 0 with coarser

discretizations of the tails. Figure 4 visualizes optimization-based data independent noise dis-

tributions for different privacy regimes. We make multiple observations. Firstly, the optimal

noise distribution may not be monotone. Indeed, we verified in separate experiments that the

lower bounds of the best monotone noise distributions can strictly exceed the upper bounds

of the best non-monotone noise distributions (details are available in the GitHub repository).

This is noteworthy as all of the benchmark DP mechanisms employ monotone noise distribu-
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tions, and monotonicity assumptions are commonly made in the literature without scrutinizing

their impact on optimality. Secondly, the shapes of the optimization-based noise distributions

are non-trivial, and they appear to depend on the problem parameters in a non-trivial man-

ner. Finally, we note that the shapes of the optimization-based noise distributions differ with

the loss function; in particular, asymmetric loss functions (such as the pinball loss) result in

asymmetric noise distributions (details are relegated to the GitHub repository). We take our

last two observations as an indication of the inherent complexity of optimal noise distributions,

which emphasizes the need for optimization-based approaches as opposed to closed-form so-

lutions. Figure 5 reports optimization-based data dependent noise distributions for different

privacy regimes. In addition to the previous remarks, which continue to apply to the data de-

pendent setting, we additionally observe that the noise distributions corresponding to different

intervals of the query output range Φ differ in non-trivial ways. Again, this confirms our belief

that the superior privacy-accuracy trade-offs achieved by optimization-based noise distributions

are unlikely to be matched by DP mechanisms relying on closed-form expressions or the tuning

of a small number of hyperparameters.

1.5.2 Differentially Private Naïve Bayes Classification

Given a dataset (xi, yi)ni=1 with feature vectors xi comprising numerical features xiv, v ∈ Vnum,

and/or categorical features xiv, v ∈ Vcat, as well as categorical outputs yi ∈ C, the naïve Bayes

classifier employs the class-conditional independence assumption to predict the output c⋆ corre-

sponding to the feature values x = χ of a new sample as the label c ∈ C that maximizes

P[y = c | x] =
P[y = c] ·

∏
v∈Vnum∪Vcat

P[xv = χv | y = c]

P[x]
.

The naïve Bayes classifier replaces the unknown probabilities P[y = c] and P[xv = χv | y = c],

v ∈ Vcat, with their empirical frequencies in the dataset (xi, yi)ni=1, and it makes a normality

assumption to replace P[xv = χv | y = c], v ∈ Vnum, with an empirical density in the dataset

(xi, yi)ni=1 using the empirical means µ{xv |y=c} and standard deviations σ{xv |y=c}. We refer to

Hastie et al. (2009) for a detailed description of the naïve Bayes classifier.

We follow Vaidya et al. (2013) and Lopuhaä-Zwakenberg et al. (2021) to construct a dif-

ferentially private naïve Bayes classifier. Assuming that the number of training samples n is

public knowledge, the only data-related information used by our classifier is the number n{y=c}
of training samples with label c ∈ C, the number n{xv=χv∧y=c} of training samples with label
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UCI dataset descriptions In-sample errors Out-of-sample errors

Dataset n |Vnum| |Vcat| |C| GN TLN OPT NB Imp GN TLN OPT NB Imp

post-operative 86 1 7 2 36.94% (33.41%) 32.42% 31.43% (29.61%) 25.65% 14.62% 41.28% (39.61%) 39.07% 38.30% (37.03%) 35.12% 19.53%
adult 45,222 5 8 2 38.78% (21.98%) 21.73% 20.49% (18.84%) 17.37% 28.25% 38.82% (22.04%) 21.80% 20.56% (18.91%) 17.45% 28.28%
breast-cancer 683 0 9 2 2.45% (2.23%) 2.20% 2.17% (2.14%) 2.12% 36.80% 3.82% (3.57%) 3.54% 3.51% (3.48%) 3.46% 36.75%
contraceptive 1,473 2 7 3 58.84% (52.84%) 52.38% 51.32% (50.46%) 49.14% 32.64% 59.53% (54.22%) 53.76% 52.89% (52.19%) 51.08% 32.55%
dermatology 366 2 32 6 1.68% (1.03%) 0.91% 0.90% (0.60%) 0.49% 1.07% 35.96% (35.61%) 35.53% 35.52% (35.28%) 35.25% 1.33%
cylinder-bands 539 19 14 2 40.95% (35.63%) 34.69% 33.98% (31.46%) 23.43% 6.35% 41.83% (37.20%) 36.42% 35.81% (33.70%) 26.89% 6.40%
annealing 898 6 18 5 13.65% (7.93%) 7.47% 7.39% (7.31%) 7.32% 51.56% 14.23% (8.38%) 7.89% 7.80% (7.69%) 7.70% 44.41%
spect 160 0 22 2 26.46% (25.99%) 25.89% 25.78% (25.77%) 25.67% 47.48% 29.34% (28.77%) 28.66% 28.59% (28.57%) 28.50% 43.74%
bank 45,211 4 12 2 13.98% (12.40%) 12.35% 12.32% (12.24%) 12.13% 14.20% 14.05% (12.48%) 12.43% 12.40% (12.33%) 12.22% 14.26%
abalone 4,177 7 1 2 39.25% (31.85%) 31.36% 30.64% (28.75%) 26.46% 14.77% 39.42% (32.14%) 31.66% 30.95% (29.09%) 26.86% 14.76%
spambase 4,601 57 0 2 39.40% (37.09%) 35.50% 34.99% (31.56%) 18.09% 2.91% 39.26% (36.97%) 35.41% 34.91% (31.54%) 18.26% 2.90%
ecoli 336 5 2 2 48.09% (31.40%) 27.00% 26.51% (18.76%) 3.97% 2.15% 48.33% (31.81%) 27.44% 26.95% (19.28%) 4.52% 2.12%
absent 740 12 8 2 45.95% (30.22%) 28.24% 28.01% (26.56%) 24.56% 2.60% 47.14% (33.99%) 32.26% 32.03% (30.73%) 29.18% 2.59%

Table 2: In-sample and out-of-sample errors of our optimization-based differentially private naïve
Bayes classifier as well as several DP mechanisms from the literature on UCI datasets. Bold
printing highlights the smallest errors obtained across all data independent DP mechanisms.

c ∈ C whose categorical feature v ∈ Vcat attains value χv, as well as the conditional empirical

means µ{xv |y=c} and standard deviations σ{xv |y=c} of the numerical features v ∈ Vnum. The

post processing property (Dwork and Roth 2014, Proposition 2.1) then allows us to design a

differentially private naïve Bayes classifier by perturbing these statistics according to their in-

dividual sensitivities and using the perturbed statistics to classify new samples. Since n{y=c}
and n{xv=χv∧y=c}, v ∈ Vcat, are simple counting queries, they can change by at most 1 among

any two neighboring datasets. For the numerical features v ∈ Vnum, we assume given upper

and lower bounds uv and lv for the feature values. In this case, the value of xv can differ by

at most uv − lv for any two neighboring datasets, which implies that the sensitivity of ψ{xv |y=c}

and σ{xv |y=c} is bounded from above by (uv − lv)/n{y=c} and (uv − lv)/√n{y=c}, respectively.

We note that µ{xv |y=c} and σ{xv |y=c} satisfy our surjectivity assumption (cf. Assumption 2 in

Section 1.2 and Assumption 3 in Section 1.3), whereas the assumption is violated by the count

queries n{y=c} and n{xv=χv∧y=c}. Thus, our optimization-based approaches provide feasible but

potentially overly conservative noise distributions.

Table 2 presents the in-sample and out-of-sample errors of our optimization-based differen-

tially private naïve Bayes classifier using the ℓ1-loss in a data independent (“OPT”) as well as

data dependent (“(OPT)”) setting on the most popular UCI classification datasets (Dua and

Graff 2017). The table also compares our results with diffentially private naïve Bayes classi-

fiers employing a Gaussian noise (“GN”), an analytic Gaussian noise (“(GN)”) and a truncated

Laplace noise (“TLN”), as well as the classical (non-private) naïve Bayes classifier (“NB”). We

fix (ε, δ) = (1, 0.1) in all DP mechanisms. The reported errors are mean errors over 100 random

splits of the datasets into training sets (80% of the data) and test sets (20% of the data) as
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well as, for each split, 1,000 simulations of all differentially private naïve Bayes implementa-

tions. The column ‘Imp’ records the percentage of the gap between NB and the best method

from the literature (which turns out to be TLN) that is closed by OPT. The table reveals that

our optimization-based data independent and data dependent noise distributions consistently

outperform the considered competitors. To see whether this outperformance is statistically

significant, we computed the p-values of a t-test with a null hypothesis that the second best

approach is as good as OPT. The t-test averages the 1,000 simulated errors for each training

set-test set split and considers the differences of the 100 averages corresponding to different

training set-test set splits (Salzberg 1997). In all experiments, the p-values are less than 10−7,

except for dermatology where the p-value is 10−1. Further details on the experimental setting

as well as the applied the t-tests are relegated to the GitHub repository.

1.5.3 Differentially Private Proximal Coordinate Descent

Given a dataset (xi, yi)ni=1 with feature vectors xi ∈ Rd comprising numerical and/or categorical

features as well as binary outputs yi ∈ {−1,+1}, the ℓ1-regularized logistic regression assumes

that P[y |x = χ] = [1 + exp(−y · h0⊤χ)]−1 for some unknown hyperplane h0 ∈ Rd, and it

determines a hyperplane h⋆ ∈ Rd that minimizes the empirical logistic loss

1

n
·
n∑
i=1

log(1 + exp(−yi · h⊤xi)) + λ · ||h||1,

where λ > 0 is a hyperparameter. Subsequently, the output of a new sample with feature values

x = χ is predicted to be the label y ∈ {−1,+1} that maximizes [1 + exp(−y · h⊤χ)]−1.

To solve the logistic regression problem, proximal coordinate descent (Friedman et al. 2010,

Richtárik and Takáč 2014) starts at a randomly selected initial solution h0 and conducts t =

1, . . . , T iterations, T ∈ N, each of which applies the proximal operator to a random subset

it1, . . . , i
t
K ∈ [d] of the components via

ht,kl = proxλ|·|

(
ht,k−1
l − 1

n
·

[
n∑
i=1

exp(−yi · ht,k⊤xi)
1 + exp(−yi · ht,k⊤xi)

· (−yi · xil)

])
(10)

if l = itk, and ht,kl = ht,k−1
l otherwise, for all k = 1, . . . ,K. Here, we fix ht,0 = ht−1, and proxλ|·|(·)

54



UCI dataset descriptions In-sample errors Out-of-sample errors

Dataset n d GN TLN OPT PCD Imp GN TLN OPT PCD Imp

post-operative 86 14 40.23% (34.96%) 33.75% 33.37% (30.67%) 27.31% 5.94% 45.67% (42.99%) 42.08% 41.86% (41.22%) 35.56% 3.38%
adult 45,222 57 19.77% (19.77%) 19.75% 19.73% (19.67%) 19.75% 573.31% 19.79% (19.79%) 19.77% 19.75% (19.69%) 19.77% 640.17%
breast-cancer 683 26 4.60% (4.36%) 4.36% 4.34% (3.93%) 4.31% 28.05% 4.75% (4.52%) 4.51% 4.50% (4.09%) 4.46% 22.25%
contraceptive 1,473 18 38.52% (38.30%) 38.29% 38.27% (37.39%) 38.21% 19.28% 39.90% (39.71%) 39.70% 39.69% (38.93%) 39.64% 20.17%
dermatology 366 98 18.09% (14.56%) 14.23% 14.14% (7.95%) 13.14% 8.07% 21.38% (18.21%) 17.93% 17.85% (11.96%) 16.95% 8.17%
cylinder-bands 539 63 30.27% (28.74%) 28.65% 28.59% (25.30%) 28.20% 12.96% 32.65% (31.36%) 31.29% 31.24% (28.56%) 30.90% 14.65%
annealing 898 42 16.70% (16.27%) 16.30% 16.29% (14.74%) 16.20% 6.16% 17.52% (17.10%) 17.13% 17.13% (15.61%) 17.03% 0.83%
spect 160 23 28.89% (23.62%) 22.74% 22.57% (18.60%) 19.61% 5.23% 31.47% (27.19%) 26.37% 26.24% (23.58%) 23.71% 4.84%
bank 45,211 44 12.20% (12.20%) 12.20% 12.20% (11.69%) 12.22% 25.43% 12.21% (12.21%) 12.21% 12.21% (11.71%) 12.23% 20.31%
abalone 4,177 10 27.45% (27.44%) 27.44% 27.43% (27.34%) 27.43% 87.76% 27.53% (27.52%) 27.52% 27.51% (27.43%) 27.51% 79.42%
spambase 4,601 58 39.25% (39.26%) 39.23% 39.21% (38.79%) 39.26% 65.85% 39.60% (39.60%) 39.57% 39.55% (39.13%) 39.61% 41.07%
ecoli 336 8 9.38% (7.29%) 7.09% 7.01% (6.31%) 6.52% 14.81% 9.88% (7.73%) 7.53% 7.45% (6.70%) 6.96% 13.67%
absent 740 70 33.77% (32.88%) 32.78% 32.74% (29.45%) 32.54% 17.16% 35.63% (34.83%) 34.74% 34.68% (31.95%) 34.52% 26.34%
colon-cancer 62 2,000 18.72% (10.85%) 9.20% 8.62% (0.03%) 0.00% 6.34% 32.09% (31.63%) 31.62% 31.54% (30.41%) 30.67% 7.77%

Table 3: In-sample and out-of-sample errors of our optimization-based differentially private
logistic classifier as well as several DP mechanisms from the literature on UCI datasets. Bold
printing highlights the lowest errors obtained across all data independent DP mechanisms.

denotes the proximal operator (Parikh et al. 2014) associated with the ℓ1-regularization:

proxλ|·|(wj) := argmin
v∈R

{
1

2
· (wj − v)2 + λ · |v|

}
=


wj − λ if wj ≥ λ

wj + λ if wj ≤ −λ

0 if |wj | ≤ λ

Upon completion of the K applications of the proximal operator in iteration t, we set ht =

(1/K) ·
∑K

k=1 h
t,k and continue with iteration t + 1. The algorithm terminates with hT as an

approximately optimal solution to the regularized logistic regression problem.

We follow Mangold et al. (2022) to construct a differentially private proximal coordinate

descent method for the logistic regression problem. The only data-related information used by

our algorithm is contained in the proximal updates (10). Assuming that the feature vectors xi

are normalized so that ∥xi∥∞ ≤ 1, i ∈ [n], we have

n∑
i=1

exp(−yi · ht,k⊤xi)
1 + exp(−yi · ht,k⊤xi)︸ ︷︷ ︸

∈(0,1)

· (−yi · xil)︸ ︷︷ ︸
∈[−1,+1]

∈ (−n, n),

and thus the sensitivity of this summation, which is determined by the maximum change achiev-

able by modifying a single training sample i ∈ [n], is 2. The post processing property (Dwork and

Roth 2014, Proposition 2.1) then allows us to design a differentially private proximal coordinate

descent method by perturbing the sum inside the proximal updates (10) accordingly.
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Table 3 presents the in-sample and out-of-sample errors of our optimization-based differen-

tially private proximal coordinate descent algorithm in a data independent (“OPT”) as well as

data dependent (“(OPT)”) setting for T = 100 iterations and K = ⌈d/4⌉ proximal updates per

iteration, regularization parameter λ = 10−8 and (ε, δ) = (1, 0.1). While our data independent

algorithm minimizes the expected ℓ1-loss, our data dependent algorithm performs much better

under a handcrafted loss function that resembles the ℓ1-loss in the vicinity of the origin but

has steep slopes of -1,000 and 1,000 for large negative and positive values away from the origin,

respectively. The large slopes penalize switching the sign of gradient, which tends to slow down

convergence (recall from Figure 5 that noise distributions associated with negative values tend

to have large probability mass on the positive side and vice versa). We use the same datasets

as in Section 1.5.2, but we (i) convert non-binary output labels into binary ones via binning (if

the output is ordinal) or distinguishing the majority class from all other classes (if the output

is nominal) and (ii) apply one-hot encoding for the nominal input features. Additionally, as

the proximal coordinate descent method is commonly used for datasets where d ≫ n, we also

include the colon-cancer dataset that is available in LIBSVM (Chang and Lin 2011). As in

the previous section, we compare our optimization-based algorithms with differentially private

proximal coordinate descent methods employing a Gaussian noise (“GN”), an analytic Gaussian

noise (“(GN)”) and a truncated Laplace noise (“TLN”), as well as the classical (non-private)

proximal coordinate descent scheme (“PCD”). As before, the reported errors are mean errors

over 100 random splits of the datasets into training sets (80% of the data) and test sets (20%

of the data) as well as, for each split, 1,000 simulations of all differentially private algorithm

implementations. The column ‘Imp’ records the percentage of the gap between PCD and the

best method from the literature that is closed by OPT. As in the experiment from the previous

section, our optimization-based data independent and data dependent noise distributions con-

sistently outperform the considered competitors. The p-values of a t-test similar to the previous

section were always smaller than 10−7, except for the annealing, breast-cancer and contracep-

tive datasets, where the p-values are 10−4, and except for the bank dataset, where there is no

significance. Further details on the experimental setting can be found in the GitHub repository.

Interestingly, we observe that on all datasets except for post-operative, our data dependent

differentially private classifier (OPT) outperforms the non-private classifier PCD. This result

is due to our handcrafted loss function (see above), and it does not hold for ℓ1- and ℓ2-losses.

Effects of this types have been observed previously in gradient-based learning algorithms (see,

e.g., Neelakantan et al. 2015), and they further highlight the benefits of an optimization-based
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approach towards DP, which readily caters for non-standard loss functions that can be tuned

towards the task at hand.

1.6 Conclusions

With the widespread adoption of analytics, privacy concerns have witnessed a remarkable resur-

gence in the public discourse. While DP has established itself as a predominant privacy paradigm

in both academic research and industrial practice, the existing DP mechanisms almost exclu-

sively focus on privacy to the detriment of accuracy. The few methodological studies on the

privacy-accuracy trade-off focus on asymptotic performance and/or restricted classes of mecha-

nisms.

In our view, the privacy-accuracy trade-off is most naturally studied through the lens of

optimization theory, which gives rise to infinite-dimensional DP mechanism design problems

that are similar to—but at the same time notedly distinct from—continuous linear programs

and distributionally robust optimization problems. We developed a hierarchy of converging

upper and lower bounds on these problems that result in DP mechanisms with rigorous privacy

guarantees and deterministic bounds on their accuracy. Our numerical results demonstrate that

our mechanisms can achieve significant improvements on both synthetic and real-world problems.

A key advantage of an optimization-based DP approach is its versatility. Our upper and

lower bounds can be readily extended to incorporate monotonicity and symmetry constraints

as well as a bounded range for the query output in the case of data dependent mechanisms.

We can account for different loss functions, and multiple loss functions can be combined in a

multi-objective framework. Our approach also allows us to incorporate tighter bounds on the

probability of distinguishing events A ∈ F , P[A(D) ∈ A] > 0 and P[A(D′) ∈ A] = 0 for some

(D,D′) ∈ N , that enable an adversary to exclude certain databases altogether (Dwork and

Rothblum 2016, Remark 1.3).

We regard this work as a first step towards optimization-based DP, and it opens up several

avenues for future research. Firstly, while our approach generalizes to multi-dimensional query

functions f via the composition theorem, better results can be expected if one directly optimizes

over multi-dimensional noise distributions. Since a naïve implementation of our algorithms

would scale exponentially in that dimension, this may necessitate the development of further

approximations. Our GitHub supplement reports on some initial numerical experiments for

the multi-dimensional case as well as a potential avenues to alleviate the curse of dimensionality.

Secondly, our work measures accuracy through a simple loss function. In many interesting
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practical applications, the query output may be the solution to an optimization problem, and

in those cases accuracy may be best measured in terms of the expected performance of the

perturbed output (e.g., the expected total discounted reward of the perturbed policy in the

context of differentially private Markov decision processes). Thirdly, DP as currently defined

in the literature is tailored to the traditional noise distributions such as the Laplace and the

Gaussian mechanisms. The versatility of an optimization-based view on DP allows us to explore

other, potentially more general notions of differential privacy as well. Finally, it would be

instructive to further study the connections between DP and robust optimization. Interesting

avenues for further exploration include the development of uncertainty set-based mechanisms for

DP that may avoid the curse of dimensionality (Bertsimas and Sim 2004), as well as applying

robust satisficing techniques (Long et al. 2023) to offer group privacy guarantees. We refer to

GitHub supplement for a more detailed discussion of those topics.

1.A Proofs of Section 1.2

1.A.1 Proof of Observation 1

Assumption 2 allows us to replace the DP constraint in (1) with∫
x∈R

1[x ∈ A]dγ(x) ≤ eε ·
∫
x∈R

1[f(D′)− f(D) + x ∈ A] dγ(x) + δ ∀(D,D′) ∈ N , ∀A ∈ F

⇐⇒
∫
x∈R

1[x ∈ A]dγ(x) ≤ eε ·
∫
x∈R

1[x+ φ ∈ A] dγ(x) + δ ∀(φ,A) ∈ E .

Here, the first line holds since {A : A ∈ F} = {A+ f(D) : A ∈ F} for any D ∈ D, whereas the

second line is due to Assumption 2. Replacing the latter representation of the DP constraints

with those in (1) gives P and thus concludes the observation.

1.A.2 Proof of Lemma 1

The proof of Lemma 1 relies on three auxiliary results, which we state and prove first. Lemma 3

shows that under restriction (2), problem P can be expressed entirely in terms of the decision

variables p. The resulting problem coincides with P(β) in terms of the decision variables, but it

still comprises a larger set of constraints. Lemma 4 identifies for each query output difference

φ ∈ [−∆f,∆f ] a constraint (φ,A⋆(φ)) that weakly dominates all constraints (φ,A), A ∈ F ,

and Lemma 5 identifies a set of values for φ such that the associated constraints (φ,A⋆(φ))

weakly dominate all constraints of the problem. Lemma 1 then combines these results to prove
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the equivalence between the problems P and P(β) under restriction (2).

Lemma 3. Under restriction (2), P has the same optimal value as

minimize
p

∑
i∈Z

ci(β) · p(i)

subject to p : Z 7→ R+,
∑
i∈Z

p(i) = 1

∑
i∈Z

p(i) · |A ∩ Ii(β)|
β

≤ eε ·
∑
i∈Z

p(i) · |(A− φ) ∩ Ii(β)|
β

+ δ ∀(φ,A) ∈ E .

(11)

Proof. We use restriction (2) to replace γ in problem P with the new decision variables p. To

this end, observe first that under restriction (2), γ affords a density function via

γ(A) =
∑
i∈Z

p(i) · |A ∩ Ii(β)|
β

=
∑
i∈Z

p(i) ·
∫
x∈R

1[x ∈ A] · 1[x ∈ Ii(β)]
β

dx

=

∫
x∈R

1[x ∈ A] ·

(∑
i∈Z

p(i) · 1[x ∈ Ii(β)]
β

)
dx,

A ∈ F , where the last step holds by Fubini’s theorem since γ(A) ∈ [0, 1]. This derivation shows

that
∑

i∈Z p(i) · 1[x ∈ Ii(β)]/β is the density function of γ. Using this density function, the

objective function of P can be rewritten as

∫
x∈R

c(x) dγ(x) =

∫
x∈R

c(x) ·

(∑
i∈Z

p(i) · 1[x ∈ Ii(β)]
β

)
dx =

∑
i∈Z

p(i)

β
·
∫
x∈R

c(x) · 1[x ∈ Ii(β)]dx

=
∑
i∈Z

ci(β) · p(i),

where the second equality holds by Fubini’s theorem, and the last step substitutes ci(β) = β−1 ·∫
x∈Ii(β) c(x)dx for all i ∈ Z. The final expression coincides with the objective of problem (11).

In view of the DP constraints in problem P, we note that∫
x∈R

1[x ∈ A]dγ(x) = γ(A) =
∑
i∈Z

p(i) · |A ∩ Ii(β)|
β

as well as ∫
x∈R

1[x+ φ ∈ A] dγ(x) = γ(A− φ) =
∑
i∈Z

p(i) · |(A− φ) ∩ Ii(β)|
β

,
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and the right-hand side expressions coincide with the expressions on either side of the DP

constraints of problem (11). This concludes the proof.

To reduce the number of DP constraints in problem (11), we first characterize the tightest

privacy constraint (φ,A) ∈ E in (11) for a fixed decision p and a fixed query output difference

φ ∈ [−∆f,∆f ]. To this end, we define the privacy shortfall as

V (φ,A) =
∑
i∈Z

p(i) · |A ∩ Ii(β)| − eε ·
∑
i∈Z

p(i) · |(A− φ) ∩ Ii(β)|.

Note that V (φ,A) coincides with the slack of the DP constraint (φ,A) in problem (11), shifted by

−δ and scaled by β.4 In particular, maximizers (φ,A) ∈ E of the privacy shortfall V correspond

to the tightest constraints in problem (11).

Observation 4. The privacy shortfall is linear over partitions of A, that is, we have V (φ,A) =∑
ℓ V (φ,Aℓ) for any partition {Aℓ}ℓ of A.

We next show that for any fixed φ ∈ [−∆f,∆f ], the largest privacy shortfall sup{V (φ,A) :

A ∈ F} is attained by a worst-case event A⋆(φ) ∈ F of a simple structure.

Definition 1. For any i ∈ Z, let j := ⌈i−φ/β⌉ be the unique integer satisfying φ+j ·β ∈ Ii(β),
and define I1i (φ, β) and I2i (φ, β) as the following partition of Ii(β):

(i) I1i (φ, β) := Ii(β) ∩ (Ij−1(β) + φ) = [i · β, φ+ j · β)

(ii) I2i (φ, β) := Ii(β) \ I1i (φ, β) = Ii(β) ∩ (Ij(β) + φ) = [φ+ j · β, (i+ 1) · β).

For any i ∈ Z, Definition 1 implies that I1i (φ, β) ∩ Ii′(β) = ∅ for all i′ ̸= i. Moreover, since

I1i (φ, β) ⊆ Ij−1(β) + φ it also follows that (I1i (φ, β) − φ) ⊆ Ij−1(β) and therefore (I1i (φ, β) −
φ) ∩ Ij′(β) = ∅ for all j′ ̸= j − 1. Applying a similar reasoning also to I2i (φ, β) allows us to

simplify the expressions for the privacy shortfall over subsets of I1i (φ, β) and I2i (φ, β).

Observation 5. For any i ∈ Z and φ ∈ [−∆f,∆f ] we have

V (φ,A) =

 |A| · (p(i)− eε · p(j − 1)) for all A ⊆ I1i (φ, β),

|A| · (p(i)− eε · p(j)) for all A ⊆ I2i (φ, β),

where j = ⌈i− φ/β⌉.
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j = ⌈i − φ/β⌉ satisfies
i · β ≤ φ + j · β < (i + 1) · β

• • • • • •

(i− 1) · β i · β (i+ 1) · β

φ+ (j − 1) · β φ+ j · β φ+ (j + 1) · β

Ii−1(β) Ii(β)

Ij−1(β) + φ Ij(β) + φ

I1i (φ, β) I2i (φ, β)

A

Figure 6: The interval I1i (φ, β) satisfies I1i (φ, β) ⊆ Ii(β) as well as I1i (φ, β) ⊆ Ij−1(β) + φ.
Therefore, for any A ⊆ I1i (φ, β) we have |A ∩ Ii(β)| = |A| and |A ∩ Ii′(β)| = 0 for all i′ ̸= i;
similarly, |(A− φ) ∩ Ij−1(β)| = |A| and |(A− φ) ∩ Ij′−1(β)| = 0 for all j′ ̸= j. This shows the
first case in Observation 5; the second case can be verified analogously.

Figure 6 illustrates the intuition underlying Observation 5. We now show that there is always

a worst-case event A⋆(φ) that constitutes a union of intervals I1i (φ, β) and I2i (φ, β), i ∈ Z.

Lemma 4. For any φ ∈ [−∆f,∆f ], there is an event

A⋆(φ) =
⋃
i∈I1

I1i (φ, β) ∪
⋃
i∈I2

I2i (φ, β) ∈ F for some I1, I2 ⊆ Z (12)

that attains the largest privacy shortfall sup{V (φ,A) : A ∈ F}.

Proof. By Definition 1, I1i (φ, β) and I2i (φ, β) partition Ii(β) for any i ∈ Z, and thus {I1i (φ, β)∪
I2i (φ, β)}i∈Z partitions R. Observation 4 and the sub-additivity of the supremum operator then

imply that

sup
A∈F
{V (φ,A)} = sup

A∈F

{∑
i∈Z

V (φ,A ∩ I1i (φ, β)) +
∑
i∈Z

V (φ,A ∩ I2i (φ, β))

}
≤
∑
i∈Z

sup
A⊆I1i (φ,β)

{V (φ,A)}+
∑
i∈Z

sup
A⊆I2i (φ,β)

{V (φ,A)}.

We will show that each supremum on the right-hand side of the inequality is attained and then

construct A⋆(φ) =
⋃
i∈ZA

1
i (φ) ∪

⋃
i∈ZA

2
i (φ), where A1

i (φ), A
2
i (φ) ∈ F are defined as

A1
i (φ) ∈ argmax

A⊆I1i (φ,β)
{V (φ,A)} and A2

i (φ) ∈ argmax
A⊆I2i (φ,β)

{V (φ,A)}.

4Our definition here differs slightly from a later definition of privacy shortfall in Section 1.4.2. The context
will always make it clear which definition is being used.
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The statement then follows from the fact that A⋆(φ) ∈ F by construction.

In view of A1
i (φ), Observation 5 implies that V (φ,A) is maximized by

A1
i (φ) =

 I1i (φ, β) if p(i)− eε · p(j − 1) > 0,

∅ otherwise.

Applying a similar reasoning to A2
i (φ), we observe that

A2
i (φ) =

 I2i (φ, β) if p(i)− eε · p(j) > 0,

∅ otherwise.

The statement of the lemma thus follows.

The next result shows that V (φ,A⋆(φ)) is maximized by φ⋆ = k · β for some k ∈ Z.

Lemma 5. The function φ 7→ V (φ,A⋆(φ)) is affine over each interval [k · β, (k+1) · β], k ∈ Z.

Proof. For any k ∈ Z, the construction of A⋆(φ) in the proof of Lemma 4 implies that the sets

I1 and I2 in the statement of the lemma coincide for all φ ∈ [k ·β, (k+1) ·β) = Ik(β). Therefore,

for all φ ∈ Ik(β) we have

V (φ,A⋆(φ)) =
∑
i∈I1

V (φ, I1i (φ, β)) +
∑
i∈I2

V (φ, I2i (φ, β))

=
∑
i∈I1

|I1i (φ, β)| · (p(i)− eε · p(j − 1)) +
∑
i∈I2

|I2i (φ, β)| · (p(i)− eε · p(j))

= (φ mod β) ·
∑
i∈I1

(p(i)− eε · p(j − 1)) + (β − (φ mod β)) ·
∑
i∈I2

(p(i)− eε · p(j))

= (φ mod β) ·

∑
i∈I1

(p(i)− eε · p(j − 1))−
∑
i∈I2

(p(i)− eε · p(j))

+ β ·
∑
i∈I2

(p(i)− eε · p(j)),

(13)

where j = ⌈i− φ/β⌉ as specified by Definition 1. Here, the first equality follows from Lemma 4

and Observation 4, the second equality is due to Observation 5, the third equality holds since

|I1i (φ, β)| = φ+ ⌈i− φ/β⌉ · β − i · β = φ− β · ⌊φ/β⌋ = (φ mod β)

and |I2i (φ, β)| = β − |I1i (φ, β)| = β − (φ mod β). In the final expression, all terms except for
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(φ mod β) are independent of φ, and φ 7→ (φ mod β) is affine over φ ∈ Ik(β). We thus conclude

that φ 7→ V (φ,A⋆(φ)) is affine over φ ∈ Ik(β).
To conclude the proof, we show that the result holds for the closure of Ik(β), that is, φ 7→

V (φ,A⋆(φ)) is not discontinuous at φ = (k + 1) · β. In other words, we show that

lim
φ→φ

V (φ,A⋆(φ)) = V (φ,A⋆(φ)).

To this end, we first note that (φ mod β) = 0 as well as j = ⌈i − φ/β⌉ = i − k − 1, and hence

(13) implies that

V (φ,A⋆(φ)) = β ·
∑
i∈I2

(p(i)− eε · p(j)) = β ·
∑
i∈I2

(p(i)− eε · p(i− k − 1))

= β ·
∑
i∈Z

max{p(i)− eε · p(i− k − 1), 0}.

Since we also have j = ⌈i− φ/β⌉ = i− k for all k · β ≤ φ < (k + 1) · β, it follows that

lim
φ→φ

V (φ,A⋆(φ)) = lim
φ→φ

(
(φ mod β) ·

[∑
i∈I1

(p(i)− eε · p(j − 1))−
∑
i∈I2

(p(i)− eε · p(j))
]
+ β ·

∑
i∈I2

(p(i)− eε · p(j))
)

=
[∑
i∈I1

(p(i)− eε · p(j − 1))−
∑
i∈I2

(p(i)− eε · p(j))
]
· lim
φ→φ
{(φ mod β)}+ β ·

∑
i∈I2

(p(i)− eε · p(j))

=β ·
∑
i∈I1

(p(i)− eε · p(j − 1)) = β ·
∑
i∈I1

(p(i)− eε · p(i− k − 1))

=β ·
∑
i∈Z

max{p(i)− eε · p(i− k − 1), 0} = V (φ,A⋆(φ)),

where the first equality follows from (13), the second equality exploits the linearity of limits, the

third equality holds since lim
φ→φ

(φ mod β) = β, and the final equalities follow from substituting

j = i − k and using the construction of I1, which includes all indices i ∈ Z for which the

incremental privacy shortfall p(i)−eε ·p(i−k−1) is positive. This shows that φ 7→ V (φ,A⋆(φ))

is not discontinuous at φ = (k + 1) · β and therefore concludes the proof.

We can now prove Lemma 1 by showing that problem (11) in the statement of Lemma 3 has

the same optimal value as problem P(β).
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Proof of Lemma 1. First notice that the DP constraints of P(β) can be written as

∑
i∈Z

p(i) · |A ∩ Ii(β)|
β

≤ eε ·
∑
i∈Z

p(i) · |(A− φ) ∩ Ii(β)|
β

+ δ ∀(φ,A) ∈ E(β)

since for any (φ,A) ∈ E(β) we have |A∩ Ii(β)|/β = 1[Ii(β) ⊆ A] as well as |(A−φ)∩ Ii(β)|/β =

1[Ii(β) + φ ⊆ A] by definition. This shows that P(β) is a relaxation of problem (11) since E(β) ⊂
E . Hence, if P(β) is infeasible, then so is problem (11), and the result follows. To complete the

proof, we show that any p feasible in P(β) is also feasible in problem (11).

Fix any feasible solution p to P(β), and assume to the contrary that p violates a DP constraint

(φ,A) ∈ E in problem (11). In that case, Lemmas 4 and 5 imply that there is a constraint

(φ⋆, A⋆(φ⋆)) ∈ E(β) with a weakly higher privacy shortfall than (φ,A). Indeed, Lemma 5 and

our earlier assumption that ∆f is divisible by β imply that φ⋆ can without loss of generality

be chosen such that φ⋆ ∈ [−∆f,∆f ] ∩ {k · β}k∈Z = B(β). Since such φ⋆ is a multiple of β,

we have I1i (φ, β) = ∅ and I2i (φ, β) = Ii(β) for all i ∈ Z. Hence, Lemma 4 implies that A⋆(φ⋆)

can be chosen such that A⋆(φ⋆) =
⋃
i∈I2 Ii(β) for some I2 ⊆ Z, which in turn implies that

A⋆(φ) ∈ F(β). Thus, there must be a violated DP constraint (φ⋆, A⋆(φ⋆)) such that φ⋆ ∈ B(β)

and A⋆(φ) ∈ F(β), that is, (φ⋆, A⋆(φ⋆)) ∈ E(β). This contradicts our earlier assumption that p

is feasible in P(β), and thus the result follows.

1.A.3 Proof of Proposition 1

Appending the additional constraint (3) to problem P(β) yields

minimize
p

∑
i∈[±L]

ci(β) · p(i)

subject to p : [±L] 7→ R+,
∑
i∈[±L]

p(i) = 1

∑
i∈[±L]

1[Ii(β) ⊆ A] · p(i) ≤ eε ·
∑
i∈[±L]

1[Ii(β) + φ ⊆ A] · p(i) + δ ∀(φ,A) ∈ E(β).

The result follows if we show that any DP constraint (φ,A) ∈ E(β) \E(L, β) is redundant in the

above problem. To this end, fix any p that satisfies the first constraint. For any (φ,A) ∈ E(β),
define AL := A ∩ [−L · β, (L+ 1) · β) so that (φ,AL) ∈ E(L, β). We show that if p satisfies the
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DP constraint (φ,AL), then it also satisfies the DP constraint (φ,A). Indeed, we observe that

∑
i∈[±L]

1[Ii(β) ⊆ A] · p(i)− eε ·
∑
i∈[±L]

1[(Ii(β) + φ) ⊆ A] · p(i)

=
∑
i∈[±L]

1[Ii(β) ⊆ AL] · p(i)− eε ·
∑
i∈[±L]

1[(Ii(β) + φ) ⊆ A] · p(i)

≤
∑
i∈[±L]

1[Ii(β) ⊆ AL] · p(i)− eε ·
∑
i∈[±L]

1[(Ii(β) + φ) ⊆ AL] · p(i),

where the equality follows from

∑
i∈[±L]

1[Ii(β) ⊆ A] · p(i) =
∑
i∈[±L]

1[Ii(β) ⊆ AL] · p(i) +
∑
i∈[±L]

1[Ii(β) ⊆ A \AL] · p(i)︸ ︷︷ ︸
=0

which holds since no i ∈ [±L] can satisfy Ii(β) ⊆ A \ AL. The inequality in the third row, on

the other hand, follows from AL ⊆ A. Thus, the DP constraints E(β) \ E(L, β) are redundant

since they are weakly dominated by the DP constraints (φ,AL) ∈ E(L, β).

1.A.4 Proof of Proposition 2

As (θ, ψ) ∈ R ×M+(E) is feasible in D and δ > 0, we have that
∫
(φ,A)∈E dψ(φ,A) < ∞ from

the objective function of D, which shows that E is σ-finite with measure ψ. Moreover, γ is a

probability measure on R, and hence it is also σ-finite. We now observe that∫
x∈R

c(x) dγ(x)

≥
∫
x∈R

[
θ −

∫
(φ,A)∈E

1[x ∈ A]dψ(φ,A) + eε ·
∫
(φ,A)∈E

1[x+ φ ∈ A] dψ(φ,A)

]
dγ(x)

=θ −
∫
(φ,A)∈E

[∫
x∈R

1[x ∈ A] dγ(x)− eε ·
∫
x∈R

1[x+ φ ∈ A]dγ(x)
]
dψ(φ,A)

≥θ −
∫
(φ,A)∈E

δ dψ(φ,A).

Here, the first inequality follows from the constraints of problem D. The equality follows from

Fubini’s theorem, which is applicable since the indicator functions are integrable on R× E with

the associated product measure and the fact that
∫
x∈R dγ(x) = 1. The second inequality follows

from the constraints of problem P as well as the fact that ψ is a non-negative measure.
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1.A.5 Proof of Lemma 2

We first show that under the additional constraint (4), the DP constraints in D reduce to

θ ≤ c(x) +
∫
(φ,A)∈E(β)

1[Ii(β) ⊆ A]dψ(φ,A)− eε ·
∫
(φ,A)∈E(β)

1[Ii(β) + φ ⊆ A]dψ(φ,A)

∀i ∈ Z, ∀x ∈ Ii(β). (14)

We then argue that for every i ∈ Z, all constraints (14) indexed by (i, x), x ∈ Ii(β), are

simultaneously satisfied if and only if the DP constraint indexed by i is satisfied in D(β). The

result then follows since both the decision variables and the objective function in D coincide

with their counterparts in D(β), restricted to the elements (φ,A) ∈ E(β) as stipulated by (4).

In view of the first step, fix any x ∈ R, and select i ∈ Z such that x ∈ Ii(β). Under the

additional constraint (4), the first integral in the DP constraint of D indexed by x reduces to∫
(φ,A)∈E

1[x ∈ A]dψ(φ,A) =
∫
(φ,A)∈E(β)

1[x ∈ A]dψ(φ,A) +
∫
(φ,A)∈E\E(β)

1[x ∈ A]dψ(φ,A)︸ ︷︷ ︸
=0

=

∫
(φ,A)∈E(β)

1[Ii(β) ⊆ A]dψ(φ,A).

Here, the last integral in the first row vanishes due to (4), whereas the second equality holds

since for all (φ,A) ∈ E(β), the requirement that A ∈ F(β) implies that x ∈ A only if Ii(β) ⊆ A.

Note that the integral in the second row above coincides with the first integral in (14) indexed

by (i, x). A similar argument shows that under the additional constraint (4), the second integral

in the DP constraint of D indexed by x reduces to the second integral in (14) indexed by (i, x).

In summary, under the additional constraint (4) the DP constraints in D indeed reduce to (14).

As for the second step, note that for any fixed i ∈ Z, the constraints (14) indexed by (i, x),

x ∈ Ii(β), only differ in their additive terms c(x). Thus, for any fixed i ∈ Z, all constraints (14)

indexed by (i, x), x ∈ Ii(β), are satisfied if and only if they are satisfied for the smallest value

c(x), x ∈ Ii(β), which is precisely what the DP constraint in D(β) indexed by i stipulates.

1.A.6 Proof of Proposition 3

First observe that the additional constraint (5) reduces the uncountable set E(β) in the definition

of the decision variables as well as the objective function and the constraints of D(β) to the finite

subset E(L, β), which allows us to replace the measure ψ ∈M+(E(β)) in D(β) with the discrete
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map ψ : E(L, β) 7→ R+ in D(L, β) as well as replace all integrals in D(β) with sums in D(L, β).

The result now follows if we show that under the additional constraint (5), all DP constraints

in D(β) indexed by i ∈ Z \ [±(L+∆f/β)] are weakly dominated by DP constraints indexed by

i ∈ [±(L+∆f/β)]. Indeed, observe that the DP constraints indexed by i ∈ Z \ [±(L+∆f/β)]

simplify to

θ ≤ ci(β) ∀i ∈ Z \ [±(L+∆f/β)] (15a)

since 1[Ii(β) ⊆ A] = 1[Ii(β) + φ ⊆ A] = 0 for all (φ,A) ∈ E(L, β) whenever i ∈ Z\ [±(L+∆f/β)].

In contrast, the constraints indexed by i ∈ [±(L+∆f/β)] \ [±L] simplify to

θ ≤ −eε ·
∑

(φ,A)∈E(L,β)

1[Ii(β) + φ ⊆ A] · ψ(φ,A) + ci(β) (15b)

since 1[Ii(β) ⊆ A] = 0 for all (φ,A) ∈ E(L, β) whenever i ∈ [±(L + ∆f/β)] \ [±L]. Note that

ci(β) inherits monotonicity from ci(β), that is, we have ci(β) ≤ ci+1(β) for all i ≥ 0 as well as

ci(β) ≤ ci−1(β) for all i ≤ 0. This property, along with the non-negativity of ψ, shows that the

constraints (15a) are implied by constraints (15b), and the result thus follows.

1.A.7 Proof of Theorem 1

The proof of Theorem 1 relies on the feasibility and monotonicity of the upper bounding prob-

lems P(L, β), which they inherit from the upper bounding problems P(β). We prove these results

first in Sections 1.A.7.1 and 1.A.7.2, and we subsequently prove Theorem 1 in Section 1.A.7.3.

1.A.7.1 Monotonicity and Feasibility of P(β)

The upper bound P(β) employs a discretization that is parametrized by β. We first show that

the optimal value of this problem is monotonically non-decreasing in β in the following sense.

Lemma 6. For any ε > 0, δ > 0 and β > 0, the optimal value of problem P(β) satisfies

P(β) ≥ P(β/k) for all k ∈ N.

Proof. The result trivially holds if P(β) is infeasible. Assume therefore that P(β) is feasible and
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fix an arbitrary feasible solution p′ in P(β). For any k ∈ N, problem P(β/k) can be written as

minimize
p

∑
i∈Z

∑
l∈[k]

cil(β) · p(i, l)

subject to p : Z× [k] 7→ R+,
∑
i∈Z

∑
l∈[k]

p(i, l) = 1∑
i∈Z

∑
l∈[k]

1[Iil(β) ⊆ A] · p(i, l) ≤ eε ·
∑
i∈Z

∑
l∈[k]

1[Iil(β) + φ ⊆ A] · p(i, l) + δ

∀(φ,A) ∈ E(β/k),

(P(β/k))

where Iil(β) := [(i + (l − 1)/k) · β, (i + l/k) · β) and cil(β) := (β/k)−1 ·
∫
x∈Iil(β) c(x) dx. One

readily verifies that p′′(i, l) = p′(i)/k, i ∈ Z and l ∈ [k], is feasible in problem P(β/k) and attains

the same objective value as p′ in P(β). The statement thus follows.

We next show that problem P(β) is feasible.

Lemma 7. For any δ > 0, there is M ∈ R such that P(∆f/k) ≤M for all ε > 0 and k ∈ N.

Proof. Fix δ > 0 and denote by P0(∆f) the variant of P(∆f) that replaces ε with 0. We show

that there exists M ∈ R such that P0(∆f) ≤M . The statement then follows since for any ε > 0

and k ∈ N, we have P0(∆f) ≥ P(∆f) ≥ P(∆f/k), where the first inequality is direct and the

second inequality is due to Lemma 6.

Consider the following solution to P0(∆f):

p(i) =


1

2⌈1/(2δ)⌉
if i ∈ {−⌈1/(2δ)⌉, . . . , ⌈1/(2δ)⌉ − 1},

0 otherwise
∀i ∈ Z

To confirm that p is feasible in P0(∆f), first note that by construction, p is a valid probability

distribution. To see that p also satisfies the DP constraints, note that in problem P0(∆f), these

constraints simplify to

∑
i∈Z

1[Ii(∆f) ⊆ A] · p(i)−
∑
i∈Z

1[Ii(∆f) + φ ⊆ A] · p(i) ≤ δ ∀φ ∈ {−∆f, 0,∆f}, A ∈ F(∆f).

Since the constraints associated with φ = 0 are vacuously satisfied, it is sufficient to investigate

the cases where φ = ±∆f . Consider the constraints associated with φ = ∆f :

∑
i∈Z

(1[Ii(∆f) ⊆ A]− 1[Ii+1(∆f) ⊆ A]) · p(i) ≤ δ ∀A ∈ F(∆f)
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⇐⇒ sup
A∈F(∆f)

[∑
i∈Z

(1[Ii(∆f) ⊆ A]− 1[Ii+1(∆f) ⊆ A]) · p(i)

]
≤ δ

The supremum in the second row is attained, among others, by the worst-case event A⋆ =

I⌈1/(2δ)⌉−1(∆f) ∈ F(∆f). Indeed, one readily observes that i = ⌈1/(2δ)⌉ − 1 is the only index

for which 1[Ii(∆f) ⊆ A] = 1 and 1[Ii+1(∆f) ⊆ A] = 0. For A = A⋆, however, the DP constraint

reduces to p(⌈1/(2δ)⌉ − 1) = 1/(2⌈1/(2δ)⌉) ≤ δ, which is satisfied by construction. We thus

conclude that p satisfies all DP constraints of P0(∆f) associated with φ = ∆f and A ∈ F(∆f).
An analogous argument for φ = −∆f shows that p indeed satisfies all DP constraints of P0(∆f).

The solution p attains a finite objective value in P0(∆f), finally, since

∑
i∈Z

ci(∆f) · p(i) =
1

2⌈1/(2δ)⌉
·

⌈1/(2δ)⌉−1∑
i=−⌈1/(2δ)⌉

ci(∆f) =:M <∞.

Since P0(∆f) is a minimization problem, P0(∆f) ≤M thus follows.

Lemma 7 implies that P(∆f/k) is feasible for any fixed ε, δ > 0 and k ∈ N.

1.A.7.2 Monotonicity and Feasibility of P(L, β)

We first show that problem P(L, β) is monotonically non-increasing in L and monotonically

non-decreasing in β in the following sense.

Lemma 8. For any ε > 0, δ > 0, L′ ∈ N and β > 0, the optimal value of problem P(L′, β)

satisfies P(L′, β) ≥ P(L, β/k) for all k ∈ N and L ≥ L′ · k + k − 1.

Proof. The result trivially holds if P(L′, β) is infeasible. We thus assume that P(L′, β) is feasible,

and we fix any k ∈ N as well as L = L′ · k + k − 1. We proceed in two steps. We first derive an

upper bound P′(L, β/k) to P(L, β/k) in which the noise distribution has the same support as

in P(L′, β). We then show that P(L′, β) bounds P′(L, β/k) from above. The result then follows

from the fact that P(L, β/k) is monotonically non-increasing in L for any fixed β and k.

In view of the first step, we construct the upper bound P′(L, β/k) to problem P(L, β/k) by

adding to P(L, β/k) the constraint that p(i) = 0 for i = −(L′ · k+ k− 1), . . . ,−(L′ · k+1), that

is, we remove the first k − 1 elements from the domain of p. This ensures that despite its finer

interval granularity of β/k, the support of the noise distribution in problem P′(L, β/k) is the

same as in the more coarsely discretized problem P(L′, β), namely [−L′ · β, (L′ + 1) · β).
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As for the second step, note that the upper bound P′(L, β/k) can be formulated as

minimize
p

∑
i∈Z

∑
l∈[k]

cil(β) · p(i, l)

subject to p : [±L′]× [k] 7→ R+,
∑
i∈Z

∑
l∈[k]

p(i, l) = 1

∑
i∈[±L′]

∑
l∈[k]

1[Iil(β) ⊆ A] · p(i, l) ≤ eε ·
∑

i∈[±L′]

∑
l∈[k]

1[Iil(β) + φ ⊆ A] · p(i, l) + δ

∀(φ,A) ∈ E(β/k),

where Iil(β) = [(i+ (l − 1)/k) · β, (i+ l/k) · β) and cil(β) = (β/k)−1 ·
∫
x∈Iil(β) c(x) dx. Fix any

feasible solution p′ in problem P(L′, β) . One readily observes that the solution p′′(i, l) = p′(i)/k,

i ∈ [±L′] and l ∈ [k], is feasible in P′(L, β/k) and attains the same objective value as p′

in P(L′, β). We thus conclude that P(L′, β) bounds P(L, β/k) from above, as desired.

We next bound the maximum constraint violation of a solution p′ in P(β) that is obtained

by truncating any feasible solution p in P(β) to a bounded domain. This will later enable us to

determine values of L that ensure the feasibility of P(L, β) for any fixed β.

Lemma 9. Let p be an arbitrary feasible solution to problem P(β) and fix L ∈ N such that∑
i∈[±L] p(i) ≥ 1 − τ for some τ > 0. Construct another candidate solution p′ to P(β) where

p′(i) = 0 for all i ∈ Z\[±L], p′(L) =
∑

i≥L p(i) as well as p′(−L) =
∑

i≤−L p(i), and p′(i) = p(i)

otherwise. Then p′ violates the DP constraints of problem P(β) by at most (1 + eε) · τ , that is,

sup
(φ,A)∈E(β)

{∑
i∈Z

1[Ii(β) ⊆ A] · p′(i)− eε ·
∑
i∈Z

1[(Ii(β) + φ) ⊆ A] · p′(i)− δ

}
≤ (1 + eε) · τ.

Note that the constant L in the statement of Lemma 9 exists since for any probability mea-

sure γ ∈ P0 and any τ > 0, there is L′ ∈ N such that γ([−L,L]) ≥ 1− τ for all L ≥ L′.

Proof of Lemma 9. Since p is feasible in problem P(β), it satisfies

∑
i∈Z

1[Ii(β) ⊆ A] · p(i) ≤ eε ·
∑
i∈Z

1[(Ii(β) + φ) ⊆ A] · p(i) + δ ∀(φ,A) ∈ E(β).

On the other hand, for any (φ,A) ∈ E(β), the constructed solution p′ satisfies

∑
i∈Z

1[Ii(β) ⊆ A] · p′(i)− eε ·
∑
i∈Z

1[(Ii(β) + φ) ⊆ A] · p′(i)− δ
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=
∑
i∈Z

1[Ii(β) ⊆ A] · [p(i) + (p′(i)− p(i))]− eε ·
∑
i∈Z

1[(Ii(β) + φ) ⊆ A] · [p(i) + (p′(i)− p(i))]− δ

=
∑
i∈Z

1[Ii(β) ⊆ A] · p(i)− eε ·
∑
i∈Z

1[(Ii(β) + φ) ⊆ A] · p(i)− δ︸ ︷︷ ︸
≤0 as p is feasible in (P(β))

+

∑
i∈Z

1[Ii(β) ⊆ A] · (p′(i)− p(i))︸ ︷︷ ︸
≤τ

−eε ·
∑
i∈Z

1[(Ii(β) + φ) ⊆ A] · (p′(i)− p(i))︸ ︷︷ ︸
≥−τ

≤ (1 + eε) · τ,

which implies the statement.

We can now prove the feasibility of P(L, β).

Lemma 10. For any ε > 0, δ > 0 and β > 0, there exists L′ ∈ N such that problem P(L, β) is

feasible for all L ≥ L′.

Proof. Denote by Pδ/2(β) and Pδ/2(L, β) the variants of P(β) and P(L, β) that replace δ with

δ/2, respectively. Fix any feasible solution p in problem Pδ/2(β), whose existence is guaranteed

by Lemma 7, and choose L ∈ N large enough so that
∑

i∈[±L] p(i) ≥ 1−(δ/2)/(1+eε). Lemma 9

allows us to construct a solution p′ from p that violates the DP constraints of Pδ/2(L, β) by at

most δ/2. By construction, p′ is thus feasible in P(L, β), and the statement follows.

1.A.7.3 Proof of Theorem 1

To show our convergence result, we define the following auxiliary problem:

minimize
p

∑
i∈[±(L+∆f/β)]

ci(β) · p(i)

subject to p : [±(L+∆f/β)] 7→ R+,
∑

i∈[±(L+∆f/β)]

p(i) = 1

∑
i∈[±(L+∆f/β)]

1[Ii(β) ⊆ A] · p(i) ≤ eε ·
∑

i∈[±(L+∆f/β)]

1[Ii(β) + φ ⊆ A] · p(i) + δ

∀(φ,A) ∈ E(L, β).
(M(L, β))

In the following, we will show that (i) problem M(L, β) differs from P(L, β) only in the domain

of the decision variable p; (ii) problem M(L, β) differs from the strong dual of D(L, β) only in

the objective coefficients; and (iii) the relationship P(L, β) ≥ M(L, β) ≥ D(L, β) holds for all
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L ∈ N and β > 0. Thus, instead of analyzing the convergence of P(L, β) and D(L, β) directly,

we can analyze separately the convergence of P(L, β) and M(L, β) (cf. Lemma 12) as well as

of M(L, β) and the strong dual of D(L, β) (cf. Lemma 13).

Since M(L, β) coincides with P(L, β) except for the additional decision variables p(i), i ∈
[±(L + ∆f/β)] \ [±L], we have P(L, β) ≥ M(L, β). To show convergence of both problems

(cf. Lemma 12), we need to ensure that these additional decision variables take sufficiently small

values in optimal solutions to M(L, β). This is guaranteed by the next result.

Lemma 11. For any ε > 0, δ > 0 and τ > 0, there exists L′ ∈ N such that for all k ∈ N and

L ≥ L′ · k + k − 1, any optimal solution p⋆ to M(L,∆f/k) satisfies
∑

i∈[±(L+k)]\[±L]
p⋆(i) < τ .

Proof. Fix ε > 0, δ > 0 and τ > 0. By Lemma 10, there is L1 ∈ N such that problem P(L,∆f)

is feasible for all L ≥ L1. Select L2 ∈ N large enough such that

c(x) >
P(L1,∆f)

τ
∀x ∈ R : |x| ≥ L2 ·∆f ; (16)

such values exist due to Assumption 1 (b). We claim that the statement of the lemma holds for

L′ = max{L1, L2}. To see this, fix any k ∈ N and L ≥ L′ · k + k − 1.

Take any optimal solution p⋆ : [±(L+ k)] 7→ R+ to problem M(L,∆f/k) and assume to the

contrary that
∑

i∈[±(L+k)]\[±L] p
⋆(i) ≥ τ . We then observe that

∑
i∈[±(L+k)]

ci(∆f/k) · p⋆(i) =
∑
i∈[±L]

ci(∆f/k) · p⋆(i) +
∑

i∈[±(L+k)]\[±L]

ci(∆f/k) · p⋆(i)

>
∑

i∈[±(L+k)]\[±L]

P(L1,∆f)

τ
· p⋆(i)

≥ τ · P(L1,∆f)

τ
= P(L1,∆f) ≥ P(L,∆f/k) ≥ M(L,∆f/k).

(17)

Here, the first inequality holds since ci(∆f/k) ≥ 0 for all i ∈ Z as well as

ci(∆f/k) =

(
∆f

k

)−1

·
∫
x∈Ii(∆f/k)

c(x)dx >

(
∆f

k

)−1

·
∫
x∈Ii(∆f/k)

P(L1,∆f)

τ
dx =

P(L1,∆f)

τ

for all i ∈ [±(L+ k)] \ [±L]. The second inequality in (17) follows from our earlier assumption

that
∑

i∈[±(L+k)]\[±L] p
⋆(i) ≥ τ . The third inequality in (17) is due to Lemma 8 and the fact that

L ≥ L1 ·k+k− 1, and the last inequality in (17) holds by construction of problem M(L,∆f/k).

We thus conclude that p⋆ cannot be optimal in problem M(L,∆f/k), which yields the desired
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contradiction.

Lemma 11 allows us to prove the convergence between problems M(L, β) and P(L, β).

Lemma 12. For any ε > 0, δ > 0 and ξ > 0, there exists L′ ∈ N such that P(L,∆f/k) −
M(L,∆f/k) ≤ ξ for all k ∈ N and all L ≥ L′ · k + k − 1.

Intuitively, Lemma 12 shows that P(L, β) −M(L, β) → 0 for any β > 0 as long as L grows

sufficiently quickly relative to 1/β. Recall that the size of the support of the noise distribution

γ is L · β. Thus, P(L, β)−M(L, β)→ 0 for any β > 0 as long as the support of γ grows large.

Proof of Lemma 12. Fix ε > 0, δ > 0 and ξ > 0, select any α ∈ (0, δ), set δ̂ = δ − α and

denote by Pδ̂(L,∆f/k) the variant of P(L,∆f/k) that replaces δ with δ̂. We invoke Lemma 10

to select L0 ∈ N so that Pδ̂(L,∆f) is feasible for all L ≥ L0, and we denote by M the optimal

value of Pδ̂(L0,∆f). We next invoke Lemma 8 to conclude that Pδ̂(L,∆f/k) remains feasible

with an optimal value bounded from above by M for all k ∈ N and all L ≥ L0 · k + k − 1.

Set τ = ξ · α/M . The remainder of the proof shows the statement in four steps. Step 1

constructs a solution pτ to problem P(L,∆f/k) whose expected loss is bounded from above

by the optimal value of M(L,∆f/k), but that may violate the DP constraints in P(L,∆f/k)

by up to τ . Step 2 then constructs a convex combination p⋆ of pτ and pδ̂, where the latter is

an optimal solution to problem Pδ̂(L,∆f/k). Step 3 shows that the convex combination p⋆ is

feasible in P(L,∆f/k), and Step 4 shows that the expected loss of p⋆ in P(L,∆f/k) is bounded

from above by M(L,∆f/k) + ξ, as desired.

In view of Step 1, note that problem M(L,∆f/k) is feasible by construction, and it is bounded

since the objective coefficients are non-negative. Lemma 11 then ensures the existence of L1 ∈ N
such that any optimal solution to M(L,∆f/k), L ≥ L1 ·k+k−1, places a probability of strictly

less than τ/(1 + eε) outside the index range [±L]. Select L2 ∈ N large enough such that

c(x) ≥ max
x′:|x′|≤∆f

c(x′) ∀x ∈ R : |x| ≥ L2 ·∆f ; (18)

such values exist due to Assumption 1 (b). We claim that L′ = max{L0, L1, L2} satisfies the

statement of this lemma. Take any k ∈ N and any L ≥ L′ · k + k − 1, and denote by pM an

optimal solution to problem M(L,∆f/k), which satisfies
∑

i∈[±(L+k)]\[±L] pM(i) < τ/(1+ eε) by
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the selection of L′. Construct a new truncated solution pτ via

pτ (i) =


0 if i ∈ [±(L+ k)] \ [±L]

pM(0) +
∑

i′>L pM(i′) +
∑

i′<−L pM(i′) if i = 0

pM(i) otherwise

∀i ∈ [±(L+ k)].

We then have

∑
i∈[±L]

ci(∆f/k) · pτ (i) =
∑
i∈[±L]

ci(∆f/k) · pM(i) + c0(∆f/k) ·

(∑
i′>L

pM(i′) +
∑
i′<−L

pM(i′)

)

≤
∑

i∈[±(L+k)]

ci(∆f/k) · pM(i), (19)

where the inequality holds because (18) implies

c0(∆f/k) = (∆f/k)−1

∫
x∈I0(∆f/k)

c(x) ≤ (∆f/k)−1

∫
x∈I0(∆f/k)

max
x′:|x′|≤∆f

c(x′) = max
x′:|x′|≤∆f

c(x′) ≤ ci(∆f/k)

for all i satisfying |i| > L. This shows that the truncated solution pτ achieves a weakly smaller

objective value in problem P(L,∆f/k) than the optimal value of M(L,∆f/k). However, a

similar reasoning as in the proof of Lemma 9 shows that pτ can violate the DP constraints

in P(L,∆f/k) by up to τ .

As for Step 2, we define pδ̂ as an optimal solution to problem Pδ̂(L,∆f/k), which exists as

Pδ̂(L,∆f/k) is feasible by the selection of L. We then construct the solution p⋆ via

p⋆ = λ · pτ + (1− λ) · pδ̂ for λ =
α

τ + α
.

The next two steps will show that p⋆ is feasible in problem P(L,∆f/k) and that its expected

loss is bounded from above by M(L,∆f/k) + ξ.

In view of Step 3, first notice that p⋆(i) = 0 for all i ∈ [±(L + k)] \ [±L] since p⋆ is a

convex combination of two solutions, neither of which places positive probability on indices

i ∈ [±(L + k)] \ [±L]. Consider now any DP constraint (φ,A) in problem P(L,∆f/k). We

observe that

∑
i∈[±L]

1[Ii(∆f/k) ⊆ A] · p⋆(i)− eε ·
∑
i∈[±L]

1[Ii(∆f/k) + φ ⊆ A] · p⋆(i)
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=λ ·

 ∑
i∈[±L]

1[Ii(∆f/k) ⊆ A] · pτ (i)− eε ·
∑
i∈[±L]

1[Ii(∆f/k) + φ ⊆ A] · pτ (i)

+

(1− λ) ·

 ∑
i∈[±L]

1[Ii(∆f/k) ⊆ A] · pδ̂(i)− e
ε ·
∑
i∈[±L]

1[Ii(∆f/k) + φ ⊆ A] · pδ̂(i)


≤λ · (δ + τ) + (1− λ) · δ̂

=λ · (δ + τ) + (1− λ) · (δ − α) = λ · (τ + α) + δ − α = δ,

where the first equality uses the definition of p⋆, the inequality holds since pτ violates the DP

constraints in problem P(L, β) by up to τ and pδ̂ is feasible in Pδ̂(L,∆f/k), and the final equal-

ities follow from the definition of δ̂, rearranging terms and from the definition of λ, respectively.

We thus conclude that p⋆ satisfies the DP constraint (φ,A) in problem P(L,∆f/k), and since

the choice of (φ,A) was arbitrary, p⋆ must indeed be feasible in P(L,∆f/k).

As for Step 4, first note that the solution p⋆ achieves an objective value of
∑

i∈[±L] ci(∆f/k) ·
p⋆(i) in P(L,∆f/k), which itself satisfies the following due to (19):

∑
i∈[±L]

ci(∆f/k) · p⋆(i) = λ
∑
i∈[±L]

ci(∆f/k) · pτ (i) + (1− λ) ·
∑
i∈[±L]

ci(∆f/k) · pδ̂(i)

≤ λ
∑

i∈[±(L+k)]

ci(∆f/k) · pM(i) + (1− λ) ·
∑
i∈[±L]

ci(∆f/k) · pδ̂(i). (20)

We can use (20) to bound the difference P(L,∆f/k)−M(L,∆f/k) as follows:

P(L,∆f/k)−M(L,∆f/k) ≤
∑
i∈[±L]

ci(∆f/k) · p⋆(i)−
∑

i∈[±(L+k)]

ci(∆f/k) · pM(i)

≤ (1− λ)

 ∑
i∈[±L]

ci(∆f/k) · pδ̂(i)−
∑

i∈[±(L+k)]

ci(∆f/k) · pM(i)


≤ (1− λ)M =

τ

τ + α
·M = ξ.

Here, the first inequality holds since p⋆ is feasible in P(L,∆f/k) and pM is optimal in M(L,∆f/k).

The second inequality employs (20). The third inequality bounds the objective value of pδ̂ from

above by M and the objective value of pM from below by 0, respectively. The two identities,

finally, follow from substituting back the definitions of λ and τ , respectively.

We next prove the convergence between problems M(L, β) and D(L, β).
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Lemma 13. For any ε > 0, δ > 0, ξ > 0 and Λ ∈ N, there exists k′ ∈ N such that

M(Λ · k,∆f/k)−D(Λ · k,∆f/k) ≤ ξ for all k ≥ k′.

Intuitively, Lemma 13 shows that M(L, β)−D(L, β)→ 0 for any fixed size of the support of

the noise distribution γ as long as the discretization granularity β vanishes to zero.

Proof of Lemma 13. Fix ε > 0, δ > 0, ξ > 0 and Λ ∈ N. We will show that there is k′ ∈ N
such that M(Λ · k,∆f/k)−D(Λ · k,∆f/k) ≤ ξ for all k ≥ k′, where D(Λ · k,∆f/k) denotes the

dual to D(Λ · k,∆f/k). Indeed, strong duality holds between D(Λ · k,∆f/k) and D(Λ ·k,∆f/k)
since (θ, ψ) with θ = min{ci(∆f/k) : i ∈ [±(Λ · k + k)]} and ψ(φ,A) = 0 for all E(Λ · k,∆f/k)
is feasible in D,∆f/k). The dual problem D(Λ · k,∆f/k) can be formulated as

minimize
p

∑
i∈[±(Λ·k+k)]

ci(∆f/k) · p(i)

subject to p : [±(Λ · k + k)] 7→ R+,
∑

i∈[±(Λ·k+k)]

p(i) = 1

∑
i∈[±(Λ·k+k)]

1[Ii(∆f/k) ⊆ A] · p(i) ≤ eε ·
∑

i∈[±(Λ·k+k)]

1[Ii(∆f/k) + φ ⊆ A] · p(i) + δ

∀(φ,A) ∈ E(Λ · k,∆f/k).
(D(Λ · k,∆f/k))

Note that D(Λ · k,∆f/k) and M(Λ · k,∆f/k) only differ in their objective coefficients ci(∆f/k)

and ci(∆f/k), respectively. We now show that the difference between those two coefficient sets

can be made arbitrarily small, uniformly across all i ∈ [±(Λ ·k+k)], by increasing k. Indeed, the

loss function c is continuous by Assumption 1 (a), and it is therefore uniformly continuous over

the (closure of the) finite interval
⋃
{Ii(∆f/k) : i ∈ [±(Λ ·k+k)]} by the Heine-Cantor theorem.

(Note in particular that for any k, this interval is contained in the set [−(Λ+1) ·∆f, (Λ+2) ·∆f)
that is independent of k, which justifies our use of the Heine-Cantor theorem.) For the selected

ξ > 0, we can thus find k′ ∈ N such that for all k ≥ k′, we have

ci(∆f/k)− ci(∆f/k) =

(
∆f

k

)−1

·
∫
x∈Ii(∆f/k)

c(x) dx− inf
x∈Ii(∆f/k)

c(x)

≤ sup
x∈Ii(∆f/k)

c(x)− inf
x∈Ii(∆f/k)

c(x) ≤ ξ,

uniformly across all i ∈ [±(Λ · k + k)]. Here, the identity replaces ci(∆f/k) and ci(∆f/k) with

their respective definitions, the first inequality exploits that c(x) ≤ supx∈Ii(∆f/k) c(x) for all
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x ∈ Ii(∆f/k), and the last inequality makes use of the uniform continuity of c.

To bound M(Λ · k,∆f/k) − D(Λ · k,∆f/k), take any optimal solution p⋆ to problem D(Λ ·
k,∆f/k) and notice that p⋆ is feasible in M(Λ ·k,∆f/k) since both problems only differ in their

objective coefficients. We thus have

M(Λ · k,∆f/k)−D(Λ · k,∆f/k) ≤
∑

i∈[±(Λ·k+k)]

[ci(∆f/k)− ci(∆f/k)] · p⋆(i) ≤ ξ,

where the first inequality holds since p⋆ is optimal in D(Λ · k,∆f/k) but feasible (and possibly

not optimal) in M(Λ · k,∆f/k), and the second inequality is due to our earlier uniform bound

on ci(∆f/k)− ci(∆f/k) and the fact that p⋆ is a probability distribution.

Proof of Theorem 1. Fix ξ > 0 as well as any ξ1, ξ2 > 0 satisfying ξ1 + ξ2 = ξ. Since

P(Λ · k,∆f/k)−D(Λ · k,∆f/k) = [P(Λ · k,∆f/k)−M(Λ · k,∆f/k)] + [M(Λ · k,∆f/k)−D(Λ · k,∆f/k)] ,

for any Λ ∈ N and k ∈ N, it suffices to show that there is Λ′ ∈ N and k′ ∈ N such that

P(Λ · k,∆f/k)−M(Λ · k,∆f/k) ≤ ξ1 and M(Λ · k,∆f/k)−D(Λ · k,∆f/k) ≤ ξ2 (21)

simultaneously hold for all Λ ≥ Λ′ and k ≥ k′.
In view of the first inequality in (21), we invoke Lemma 12 to select L′ ∈ N such that

P(L,∆f/k) − M(L,∆f/k) ≤ ξ1 for all k ∈ N and all L ≥ L′ · k + k − 1. Fix Λ′ = L′ + 1

and notice that Λ′ · k = (L′ + 1) · k ≥ L′ · k + k − 1. For our choice of Λ′, we thus have

P(Λ′ · k,∆f/k) − M(Λ′ · k,∆f/k) ≤ ξ1 for all k ∈ N. As for the second inequality in (21),

we invoke Lemma 13 to select k′ ∈ N such that M(Λ′ · k,∆f/k) − D(Λ′ · k,∆f/k) ≤ ξ2 for all

k ≥ k′. So far, we have shown that there exists Λ′ ∈ N and k′ ∈ N such that P(Λ′ · k,∆f/k)−
D(Λ′ · k,∆f/k) ≤ ξ holds for all k ≥ k′. Since we have P(Λ′ · k,∆f/k) ≥ P(Λ · k,∆f/k) and

D(Λ′ · k,∆f/k) ≤ D(Λ · k,∆f/k) for all Λ ≥ Λ′, we can conclude the proof.
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Figure 7: Visualization of the loss function c in Section 1.A.8.1.

1.A.8 Proof of Proposition 4

In the following, we present two counterexamples that jointly prove the statement of Proposi-

tion 4. Both examples rely on the following strong dual of D(L, β):

minimize
p

∑
i∈[±(L+∆f/β)]

ci(β) · p(i)

subject to p : [±(L+∆f/β)] 7→ R+,
∑

i∈[±(L+∆f/β)]

p(i) = 1

∑
i∈[±(L+∆f/β)]

1[Ii(β) ⊆ A] · p(i) ≤ eε ·
∑

i∈[±(L+∆f/β)]

1[Ii(β) + φ ⊆ A] · p(i) + δ

∀(φ,A) ∈ E(L, β)

(22)

This dual has been derived earlier in the proof of Lemma 13; the version above is adapted slightly

to match the notation of our counterexamples.

1.A.8.1 Example 1: Violation of Assumption 1 (a)

Fix any ∆f, ε, δ > 0 and consider the following loss function c:

c(x) =


0 if x = 0,

1 if x ̸= 0 and |x| ≤ 2 · ⌈1/(2δ)⌉ ·∆f,

1 + |x| otherwise.
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Figure 7 shows that c satisfies Assumption 1 (b) since for any r ∈ R we have c(x) ≥ r for

all x satisfying |x| ≥ max{2⌈1/(2δ)⌉∆f, r}. However, c violates the continuity condition of

Assumption 1 at x = 0 and x = ±2⌈1/(2δ)⌉∆f . In the following, we will show that for this loss

function, P(L, β) and D(L, β) differ by at least δ/2 for all L ∈ N and β > 0. We do so in two

steps: We first show that P(β) ≥ 1, and we subsequently argue that D(L, β) ≤ 1 − δ/2. The

statement then follows since P(L, β) ≥ P(β).

To see that P(β) ≥ 1, we note that the objective coefficients in P(β) satisfy

ci(β) = β−1 ·
∫
x∈Ii(β)

c(x) dx ≥ 1 ∀i ∈ Z,

where the inequality holds since c(x) ≥ 1 almost everywhere (except at x = 0). The claim then

follows from the fact that the objective function in P(β) constitutes a convex combination of

those objective coefficients.

To show that D(L, β) ≤ 1 − δ/2, we can without loss of generality assume that L ≥ 2 ·
⌈1/(2δ)⌉ · k for k ∈ N satisfying β = ∆f/k. Indeed, the result then follows for all smaller values

of L due to the monotonicity of D(L, β) in L. To see that D(L, β) ≤ 1 − δ/2, we construct a

feasible solution p to the strong dual (22) of D(L, β) that attains the objective value 1 − δ/2.
To this end, define Ik := {−2 · ⌈1/(2δ)⌉ · k, . . . , 2 · ⌈1/(2δ)⌉ · k − 1} and set

p(i) =


δ/2 if i = 0,

1− δ/2
4⌈1/(2δ)⌉k − 1

if i ∈ Ik \ {0},

0 if i ∈ [±(L+∆f/β)] \ Ik

∀i ∈ Z.

Note that p indeed constitutes a probability distribution over i ∈ Z, and that p(i) = 0 for all

i /∈ [±L] since L ≥ 2 · ⌈1/(2δ)⌉ · k. Moreover, we have

∑
i∈[±(L+∆f/β)]

ci(β) · p(i) =
∑
i∈Ik

ci(β) · p(i) = c0(β) · p(0) +
∑

i∈Ik\{0}

p(i) = 1− δ/2,

where the last identity follows from the fact that c0(β) = inf{c(x) : x ∈ I0(β)} = 0 since 0 ∈
I0(β) as well as ci(β) = 1 for all i ∈ Ik\{0} since |x| ≤ 2·⌈1/(2δ)⌉·∆f for all x ∈ Ii(β) and i ∈ Ik\
{0}. To see that p satisfies the constraints in (22), fix any (φ,A) ∈ E(L, β) and observe that

∑
i∈[±(L+∆f/β)]

1[Ii(β) ⊆ A] · p(i)− eε ·
∑

i∈[±(L+∆f/β)]

1[Ii(β) + φ ⊆ A] · p(i)
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Figure 8: Visualization of the loss function c in Section 1.A.8.2.

≤
∑

i∈[±(L+∆f/β)]

(1[Ii(β) ⊆ A]− 1[Ii(β) + φ ⊆ A]) · p(i)

≤
∑
i∈[±L]

(1[Ii(β) ⊆ A]− 1[Ii(β) + φ ⊆ A]) · p(i)

≤
∑
i∈[±L]

1[Ii(β) ⊆ A ∧ Ii(β) + φ ̸⊆ A] · p(i)

≤
∑
i∈[±L]

1[Ii(β) + φ ̸⊆ A] · p(i)

≤
∑
i∈[±L]

1[Ii(β) + φ ̸⊆
⋃

i′∈[±L]

Ii′(β)] · p(i) ≤ max
i1<...<ik

{p(i1) + . . .+ p(ik)} ≤ δ.

Here, the first inequality holds since ε ≥ 0, and the second inequality uses the fact that

1[Ii(β) ⊆ A] − 1[Ii(β) + φ ⊆ A] ≤ 0 for all i ∈ [±(L + k)] \ [±L]. The third inequality holds

because 1[Ii(β) ⊆ A] − 1[Ii(β) + φ ⊆ A] = 1 whenever Ii(β) ⊆ and Ii(β) + φ ̸⊆ A, whereas

1[Ii(β) ⊆ A] − 1[Ii(β) + φ ⊆ A] ∈ {−1, 0} otherwise. The fourth inequality disregards one of

operands in the conjunction inside the indicator terms. The fifth inequality exploits the fact

that A ⊆
⋃
i′∈[±L] Ii′(β) for any A ∈ F(L, β). The sixth inequality holds since there are at most

k indices i ∈ [±L] satisfying Ii(β) + φ ̸⊆
⋃
i′∈[±L] Ii′(β) since φ ∈ {−∆f,−∆f + β, . . . ,∆f}

for β = ∆f/k. The last inequality, finally, holds by construction of p, whose non-zero val-

ues are δ/2 (at i = 0) and (1 − δ/2)/(4⌈1/(2δ)⌉k − 1) (at i ∈ Ik \ {0}), and the fact that

δ/2 + (k − 1) · (1− δ/2)/(4⌈1/(2δ)⌉k − 1) = δ.
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1.A.8.2 Example 2: Violation of Assumption 1 (b)

Fix any ∆f, ε, δ > 0 and consider the following loss function c:

c(x) =



1 if x ∈ Ci for some i ∈ Z,

5 + 8i− 8x

∆f
if x ∈ DL

i for some i ∈ Z,

0 if x ∈ DM
i for some i ∈ Z,

8x

∆f
− 8i− 7 if x ∈ DR

i for some i ∈ Z.

Here, Ci := [i ·∆f, (i+ 1
2) ·∆f), and Di := [(i+ 1

2) ·∆f, (i+ 1) ·∆f), i ∈ Z, are intervals that

partition R, and

DL
i =

[(
i+

1

2

)
·∆f,

(
i+

5

8

)
·∆f

)
with |DL

i | =
∆f

8
,

DM
i =

[(
i+

5

8

)
·∆f,

(
i+

7

8

)
·∆f

)
with |DM

i | =
∆f

4
,

DR
i =

[(
i+

7

8

)
·∆f,

(
i+ 1

)
·∆f

)
with |DR

i | =
∆f

8

further partition each interval Di into a left (superscript ‘L’), middle (superscript ‘M’) and right

(superscript ‘R’) sub-interval, respectively. Figure 8 shows that c satisfies Assumption 1 (a) since

c is piecewise linear without discontinuities. However, c violates the unboundedness condition

of Assumption 1 since its image is contained in the interval [0, 1]. In the following, we will show

that for this loss function, P(L, β) and D(L, β) differ by at least (1 − δ)/(1 + eε) for all L ∈ N
and β > 0. We do so in two steps: We first show that P ≥ (1− δ)/(1+ eε), and we subsequently

argue that D(L, β) ≤ 0. The statement then follows since P(L, β) ≥ P.

To see that P ≥ (1−δ)/(1+eε), define C =
⋃
i∈ZCi andD =

⋃
i∈ZDi such thatD−(∆f/2) =

C. The DP constraint of P indexed by (φ,A) ∈ E with φ = ∆f/2 and A = D implies that∫
x∈R

1[x ∈ D]dγ(x) ≤ eε ·
∫
x∈R

1[x ∈ D − (∆f/2)]dγ(x) + δ = eε ·
∫
x∈R

1[x ∈ C]dγ(x) + δ.

Let us refer to
∫
x∈R 1[x ∈ C]dγ(x) as γ(C) and

∫
x∈R 1[x ∈ D] dγ(x) as γ(D), respectively, so that

the above inequality reads as γ(D) ≤ eε ·γ(C)+ δ. Since C and D partition R and γ(R) = 1, we

have γ(D) = 1− γ(C) and thus γ(C) ≥ (1− δ)/(1 + eε). Since c(x) = 1 for x ∈ C and c(x) ≥ 0
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for all x ∈ R, any feasible solution to P must satisfy∫
x∈R

c(x) dγ(x) =

∫
x∈C

c(x) dγ(x) +

∫
x∈D

c(x) dγ(x) ≥
∫
x∈C

dγ(x) =
1− δ
1 + eε

,

which shows that indeed P ≥ (1− δ)/(1 + eε).

To show that D(L, β) ≤ 0 for any L ∈ N and β > 0, we construct a feasible solution p to the

strong dual (22) of D(L, β) that attains the objective value 0. We do so in two steps: We first

show that there is an index i⋆ ∈ Z with ci⋆(β) = 0, and we subsequently argue that the solution

p : [±(L+∆f/β)] 7→ R+ with p(i) = 1[i = i⋆] is feasible in (22). In view of the first step, note

that by construction of c, any interval of length ∆f has a non-empty intersection with some

sub-interval DM
i , i ∈ Z. Since the union

⋃L+∆f/β
i=L+1 Ii(β) is an interval of length ∆f , there must

thus exist an index i⋆ ∈ {L+ 1, . . . , L+∆f/β} such that Ii⋆(β) ∩DM
i ̸= ∅ for some i ∈ Z. We

then have ci⋆(β) = infx∈Ii⋆ (β){c(x)} = 0 since c(x) = 0 for x ∈ DM
i . As for the second step, we

note that for any (φ,A) ∈ E(L, β), the left-hand side of the constraint in (22) satisfies

∑
i∈[±(L+∆f/β)]

1[Ii(β) ⊆ A] · p(i) = 1[Ii⋆(β) ⊆ A] = 0,

where the first equality holds by construction of p and the second equality uses the fact that

Ii⋆(β) ̸⊆ A since i⋆ ∈ {L + 1, . . . , L +∆f/β} whereas A ⊆
⋃
i∈[±L] Ii(β) because A ∈ F(L, β).

Since the right-hand side of the constraint in (22) is non-negative by construction, we thus

conclude that p is feasible in (22).

1.B Proofs of Section 1.3

1.B.1 Proof of Observation 2

Assumption 3 allows us to replace the DP constraint in (6) with∫
x∈R

1[x ∈ A]dγ(x | f(D)) ≤ eε ·
∫
x∈R

1[f(D′)− f(D) + x ∈ A] dγ(x | f(D′)) + δ

∀(D,D′) ∈ N , ∀A ∈ F

⇐⇒
∫
x∈R

1[x ∈ A]dγ(x | ϕ) ≤ eε ·
∫
x∈R

1[x+ φ ∈ A] dγ(x | ϕ+ φ) + δ

∀ϕ ∈ Φ, ∀(φ,A) ∈ E ′(ϕ).

Here, the first line holds since {A : A ∈ F} = {A+ f(D) : A ∈ F} for any D ∈ D, whereas the
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second line is due to Assumption 3. Replacing the latter representation of the DP constraints

with those in (6) gives P′ and thus concludes the observation.

1.B.2 Proof of Proposition 5

The proof of Proposition 5 relies on three auxiliary lemmas, each of which is devoted to the

inclusion of one of the restrictions (7a), (7b) and (7c) into problem P′. We state and prove these

auxiliary lemmas first.

Lemma 14. With the additional constraint (7a), P′ has the same optimal value as

minimize
γ

β ·
∑
k∈[K]

wk(β) ·
∫
x∈R

c(x) dγk(x)

subject to γk ∈ P0, k ∈ [K]∫
x∈R

1[x ∈ A] dγk(x) ≤ eε ·
∫
x∈R

1[x+ φ ∈ A] dγm(x) + δ

∀k,m ∈ [K], ∀(φ,A) ∈ E ′′km(β),

(23)

where E ′′km(β) := [[−∆f,∆f ] ∩ (Φm(β)− Φk(β))]×F and wk(β) := β−1 ·
∫
ϕ∈Φk(β)

w(ϕ) dϕ.

Proof. We use restriction (7a) to replace the uncountable family of measures {γ(·|ϕ)}ϕ∈Φ in

problem P′ with the finite set of measures {γk}k∈[K]. Note that in this case, the requirement

γ ∈ Γ simplifies to γk ∈ P0 for all k ∈ [K].

We can now equivalently reformulate the objective function of problem P′ as∫
ϕ∈Φ

w(ϕ) ·
[∫

x∈R
c(x) dγ(x | ϕ)

]
dϕ =

∑
k∈[K]

∫
ϕ∈Φk(β)

w(ϕ) ·
[ ∫

x∈R
c(x) d γ(x | ϕ)︸ ︷︷ ︸

=γk(x)

]
dϕ

=
∑
k∈[K]

[ ∫
ϕ∈Φk(β)

w(ϕ) dϕ︸ ︷︷ ︸
=β·wk(β)

]
·
[ ∫

x∈R
c(x) dγk(x)

]
,

which coincides with the objective function of (23).

Next, fix any DP constraint (ϕ, φ,A) in P′, and note that (ϕ, ϕ+ φ) ∈ Φk(β)×Φm(β) for a

unique pair (k,m) ∈ [K]. In terms of our new measures {γk}k∈[K], the constraint becomes∫
x∈R

1[x ∈ A] dγk(x) ≤ eε ·
∫
x∈R

1[x+ φ ∈ A]dγm(x) + δ,

and this constraint is indeed included in (23) since φ ∈ [−∆f,∆f ]∩ (Φm(β)−Φk(β)). Similarly,
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one readily verifies that all DP constraints in (23) have corresponding constraints in problem P′.

We thus conclude that P′ and (23) are indeed equivalent under restriction (7a), as desired.

In contrast to P′, problem (23) comprises finitely many probability measures {γk}k∈[K]. The

next result shows that the restriction (7b) allows us to equivalently represent each measure γk
by countably many decision variables.

Lemma 15. With the additional constraint (7b), problem (23) has the same optimal value as

minimize
p

β ·
∑
k∈[K]

wk(β) ·
∑
i∈Z

c(i) · pk(i)

subject to pk : Z 7→ R+,
∑
i∈Z

pk(i) = 1, k ∈ [K]

∑
i∈Z

1[Ii(β) ⊆ A] · pk(i) ≤ eε ·
∑
i∈Z

1[Ii(β) + φ ⊆ A] · pm(i) + δ

∀k,m ∈ [K], ∀(φ,A) ∈ E ′km(β),

(P′(β))

where E ′km(β) := [B(β) ∩ {(m− k − 1) · β, (m− k) · β, (m− k + 1) · β}]×F(β).

Proof. Similar arguments as in the proof of Lemma 3 allow us to replace each measure γk with

a countable set of decision variables pk : Z 7→ R+, k ∈ [K]. The resulting reformulation of

problem (23) under restriction (7b) reads as follows.

minimize
p

β ·
∑
k∈[K]

wk(β) ·
∑
i∈Z

c(i) · pk(i)

subject to
∑
i∈Z

pk(i) = 1, pk : Z 7→ R+, k ∈ [K]

∑
i∈Z

pk(i) ·
|A ∩ Ii(β)|

β
≤ eε ·

∑
i∈Z

pm(i) ·
|(A− φ) ∩ Ii(β)|

β
+ δ

∀k,m ∈ [K], ∀(φ,A) ∈ E ′′km(β)

In contrast to P′(β), this problem still employs the larger constraint set (φ,A) ∈ E ′′km(β). Ap-

plying similar arguments as in the proof of Lemma 4 shows that the constraints (φ,A) satisfying

A ∈ F \ F(β) are weakly dominated by the constraints (φ,A′) satisfying A′ ∈ F(β), and ar-

guments similar to those in the proof of Lemma 5 show that the constraints (φ,A) satisfying

A ∈ F(β) and φ ∈ [−∆f,∆f ]∩(Φm(β)−Φk(β)) are weakly dominated by the constraints (φ′, A)

satisfying φ′ ∈ B(β)∩ cl(Φm(β)−Φk(β)) whenever [−∆f,∆f ]∩ (Φm(β)−Φk(β)) is nonempty.
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We can thus replace in the above optimization problem the constraints (φ,A) ∈ E ′′km(β) with

the smaller set of constraints (φ,A) ∈ E ′km(β). In that case, however, the identities

|A ∩ Ii(β)|
β

= 1[Ii(β) ⊆ A] and
|(A− φ) ∩ Ii(β)|

β
= 1[Ii(β) + φ ⊆ A]

hold for all i ∈ Z (cf. the proof of Lemma 1), which concludes the proof.

Problem P′(β) still comprises a countably infinite number of decision variables and uncount-

ably many constraints. The next result shows that the restriction (7c) allows us to reformulate

P′(β) as a finite-dimensional linear program.

Lemma 16. With the additional constraint (7c), P′(β) has the same optimal value as the finite-

dimensional linear program P′(L, β).

Proof. Under restriction (7c), we can reduce each countable set of decisions pk : Z 7→ R+ to a

finite set pk : [±L] 7→ R+, k ∈ [K]. Moreover, similar arguments as in the proof of Proposition 1

allow us to show that in the resulting problem, each constraint (φ,A) ∈ E ′km(β) \ E ′km(L, β) is

weakly dominated by the a constraint (φ,AL) ∈ E ′km(L, β). This concludes the proof.

Proof of Proposition 5. The proof directly follows from Lemmas 14, 15 and 16.

1.B.3 Proof of Proposition 6

Fix any γ feasible in P′ and any (θ, ψ) feasible in D′. We then have∫
ϕ∈Φ

w(ϕ) ·
[∫

x∈R
c(x) dγ(x | ϕ)

]
dϕ

=

∫
ϕ∈Φ

∫
x∈R

[
w(ϕ) · c(x)

]
dγ(x | ϕ) dϕ

≥
∫
ϕ∈Φ

∫
x∈R

[
θ(ϕ)−

∫
(φ,A)∈E ′(ϕ)

1[x ∈ A] dψ(φ,A | ϕ)+

eε ·
∫
(−φ,A)∈E ′(ϕ)

1[x+ φ ∈ A] dψ(φ,A | ϕ− φ)

]
dγ(x | ϕ) dϕ

=

∫
ϕ∈Φ

∫
x∈R

θ(ϕ) dγ(x | ϕ) dϕ︸ ︷︷ ︸
(i)

−
∫
ϕ∈Φ

∫
x∈R

∫
(φ,A)∈E ′(ϕ)

1[x ∈ A]dψ(φ,A | ϕ) dγ(x | ϕ) dϕ︸ ︷︷ ︸
(ii)
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+ eε ·
∫
ϕ∈Φ

∫
x∈R

∫
(−φ,A)∈E ′(ϕ)

1[x+ φ ∈ A]dψ(φ,A | ϕ− φ) dγ(x | ϕ) dϕ︸ ︷︷ ︸
(iii)

,

where the inequality follows from the constraints in D′ and the fact that γ(·|ϕ) is a non-negative

measure, and the final equality is due to the linearity of the integration operator.

The above term (i) simplifies to∫
ϕ∈Φ

∫
x∈R

θ(ϕ) dγ(x | ϕ) dϕ =

∫
ϕ∈Φ

θ(ϕ)

[∫
x∈R

dγ(x | ϕ)
]
dϕ =

∫
ϕ∈Φ

θ(ϕ) dϕ,

where we used the fact that γ(·|ϕ) is a probability measure for every ϕ ∈ Φ.

The above term (ii) can be reformulated as∫
ϕ∈Φ

∫
x∈R

∫
(φ,A)∈E ′(ϕ)

1[x ∈ A]dψ(φ,A | ϕ) dγ(x | ϕ) dϕ

=

∫
ϕ∈Φ

∫
(φ,A)∈E ′(ϕ)

[∫
x∈R

1[x ∈ A] dγ(x | ϕ)
]
dψ(φ,A | ϕ) dϕ,

where we used Fubini’s theorem (whose applicability follows from similar arguments as in the

proof of Proposition 2) to change the order of integration.

Finally, the above term (iii) can be rewritten as∫
ϕ∈Φ

∫
x∈R

∫
(−φ,A)∈E ′(ϕ)

1[x+ φ ∈ A] dψ(φ,A | ϕ− φ) dγ(x | ϕ) dϕ

=

∫
ϕ∈Φ

∫
(−φ,A)∈E ′(ϕ)

[∫
x∈R

1[x+ φ ∈ A]dγ(x | ϕ)
]
dψ(φ,A | ϕ− φ) dϕ

=

∫
ϕ∈Φ

∫
(φ,A)∈E ′(ϕ)

[∫
x∈R

1[x+ φ ∈ A] dγ(x | ϕ+ φ)

]
dψ(φ,A | ϕ) dϕ.

where the first equality follows from Fubini’s theorem. The second equality is due to a change

of variables. Specifically, we use the definition of E ′(ϕ) to rewrite the region of integration as

{
(ϕ, φ,A) : ϕ ∈ Φ, (−φ,A) ∈ E ′(ϕ)

}
= {(ϕ, φ,A) ∈ Φ× [−∆f,∆f ]×F : ϕ− φ ∈ Φ} .

Introducing a new variable ϕ′ = ϕ − φ, we observe that φ + ϕ′ = ϕ ∈ Φ. Hence the region of

integration region can be expressed as

{
(ϕ′, φ,A) ∈ Φ× [−∆f,∆f ]×F : φ ∈ Φ− ϕ′

}
=
{
(ϕ′, φ,A) : ϕ′ ∈ Φ, (φ,A) ∈ E ′(ϕ′)

}
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if we replace ϕ with ϕ′ +φ in the integrals. The second equality now holds if we relabel ϕ′ as ϕ.

Replacing the terms (i)–(iii) with their equivalent expressions derived above, we obtain∫
ϕ∈Φ

w(ϕ) ·
[∫

x∈R
c(x) dγ(x | ϕ)

]
dϕ

≥
∫
ϕ∈Φ

θ(ϕ) dϕ −
∫
ϕ∈Φ

∫
(φ,A)∈E ′(ϕ)

[∫
x∈R

1[x ∈ A] dγ(x | ϕ)−

eε ·
∫
x∈R

1[x+ φ ∈ A] dγ(x | ϕ+ φ)

]
dψ(φ,A | ϕ) dϕ

≥
∫
ϕ∈Φ

[
θ(ϕ)− δ ·

∫
(φ,A)∈E ′(ϕ)

dψ(φ,A | ϕ)

]
dϕ,

where the final inequality is due to the constraints in P′ and the fact that ψ(·|ϕ) is a non-negative

measure. The last expression coincides with the objective function of D′, as desired.

1.B.4 Proof of Proposition 7

Our proof proceeds in two steps. We first use restriction (8a) to reduce the number of decision

variables in D′, and we subsequently use restriction (8b) to remove the integrals as well as

reduce the number of constraints in D′. This will yield the formulation in the statement of

Proposition 7.

In view of the first step, we use restriction (8a) to replace the measure θ : Φ 7→ R with a

vector θ ∈ RK and ψ with a finite family of unconditional measures ψk ∈ M+(E ′(ϕ)), k ∈ [K].

Under those substitutions, problem D′ simplifies to the following formulation.

maximize
θ,ψ

β ·
∑
k∈[K]

θk − δ ·
∑
k∈[K]

∫
ϕ∈Φk(β)

∫
(φ,A)∈E ′(ϕ)

dψk(φ,A) dϕ

subject to θ ∈ RK , ψk ∈M+(E ′(ϕ)), k ∈ [K]

θk ≤
∫
(φ,A)∈E ′(ϕ)

1[x ∈ A] dψk(φ,A)−

eε ·
∑
m∈[K]

∫
(−φ,A)∈E ′(ϕ)

1[x+ φ ∈ A] · 1[ϕ− φ ∈ Φm(β)]dψm(φ,A)

+c(x) · w(ϕ) ∀k ∈ [K], ∀ϕ ∈ Φk(β), ∀x ∈ R

Here, our reformulation uses the fact that {Φk(β)}k∈[K] partitions Φ, and the reformulated first

term of the objective function additionally exploits that |Φk(β)| = β for all k ∈ [K].

As for the second step, we note that under restriction (8b), the second expression in the
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objective function simplifies to

∑
k∈[K]

∫
ϕ∈Φk(β)

∫
(φ,A)∈E ′(ϕ)

dψk(φ,A) dϕ =
∑
k∈[K]

∫
ϕ∈Φk(β)

∫
(φ,A)∈E ′

k(L,β)
dψk(φ,A) dϕ

= β ·
∑
k∈[K]

∫
(φ,A)∈E ′

k(L,β)
dψk(φ,A),

where the first equality is due to restriction (8b) and the fact that E ′(ϕ)∩E(L, β) = E ′k(L, β), and

the second equality follows from taking the inner integral outside (as it is not parameterized by ϕ)

and from |Φk(β)| = β. The resulting objective function coincides with that of problem D′(L, β).

For any fixed k ∈ [K], ϕ ∈ Φk(β) and x ∈ R, the first integral in the constraints simplifies to∫
(φ,A)∈E ′(ϕ)

1[x ∈ A] dψk(φ,A) =
∫
(φ,A)∈E ′

k(L,β)
1[x ∈ A] dψk(φ,A).

Likewise, the second integral simplifies to

∑
m∈[K]

∫
(−φ,A)∈E ′(ϕ)

1[x+ φ ∈ A] · 1[ϕ− φ ∈ Φm(β)]dψm(φ,A)

=
∑
m∈[K]

∫
(−φ,A)∈E ′

k(L,β)
1[x+ φ ∈ A] · 1[ϕ− φ ∈ Φm(β)]dψm(φ,A)

=

∫
(−φ,A)∈E ′

k(L,β)
1[x+ φ ∈ A] dψk−φ/β(φ,A),

where the first equality is due to restriction (8b) and the second equality exploits the fact that

for ϕ ∈ Φk(β) and −φ ∈ B(β), we have ϕ−φ ∈ Φm(β) if and only if m = k−φ/β. In summary,

the constraints simplify to

θk ≤
∫
(φ,A)∈E ′

k(L,β)
1[x ∈ A] dψk(φ,A)− eε ·

∫
(−φ,A)∈E ′

k(L,β)
1[x+ φ ∈ A]dψk−φ/β(φ,A)

+c(x) · w(ϕ) ∀k ∈ [K], ∀ϕ ∈ Φk(β), ∀x ∈ R.

Note that the index ϕ ∈ Φk(β) only affects the last term in this constraint, and the constraint

is thus equivalent to

θk ≤
∫
(φ,A)∈E ′

k(L,β)
1[x ∈ A] dψk(φ,A)− eε ·

∫
(−φ,A)∈E ′

k(L,β)
1[x+ φ ∈ A] dψk−φ/β(φ,A)

+c(x) · wk(β) ∀k ∈ [K], ∀x ∈ R.
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We can equivalently express the index x ∈ R in this constraint with the double index (i, x) ∈
Z × Ii(β), and arguments similar to those in the proof of Lemma 2 show that the constraint

subsequently simplifies to

θk ≤
∫
(φ,A)∈E ′

k(L,β)
1[Ii(β) ⊆ A] dψk(φ,A)− eε ·

∫
(−φ,A)∈E ′

k(L,β)
1[Ii(β) + φ ⊆ A] dψk−φ/β(φ,A)

+ci(β) · wk(β) ∀k ∈ [K], ∀i ∈ Z.

Similar arguments as in the proof of Proposition 3 allow us to further restrict the index i ∈ Z
in the above constraint to i ∈ [±(L+∆f/β)]. The restriction (8b) also allows us to replace the

measures ψk ∈M+(E ′(ϕ)) with discrete measures ψk : E ′k(L, β) 7→ R+, k ∈ [K], and replace the

integrals in the objective function and the constraints with sums. This results in the formulation

D′(L, β) and thus concludes the proof.

1.B.5 Proof of Theorem 2

We employ the same strategy as in the proof of Theorem 1. We define the auxiliary problem

minimize
p

(∆f/ℓ) ·
∑
k∈[K]

wk(∆f/ℓ) ·
[ ∑
i∈[±(Λ·ℓ+ℓ)]

ci(∆f/ℓ) · pk(i)
]

subject to pk : [±(Λ · ℓ+ ℓ)] 7→ R+,
∑

i∈[±(Λ·ℓ+ℓ)]

pk(i) = 1, k ∈ [K]

∑
i∈[±(Λ·ℓ+ℓ)]

1[Ii(∆f/ℓ) ⊆ A] · pk(i) ≤ eε ·
∑

i∈[±(Λ·ℓ+ℓ)]

1[Ii(∆f/ℓ) + φ ⊆ A] · pm(i) + δ

∀k,m ∈ [K], ∀(φ,A) ∈ E ′km(Λ · ℓ,∆f/ℓ),
(M′(Λ · ℓ,∆f/ℓ))

and we show that the optimal values of P′(Λ · ℓ,∆f/ℓ) and D′(Λ · ℓ,∆f/ℓ) converge to that of

M′(Λ · ℓ,∆f/ℓ) when ℓ increases (which, in return, refines the granularity ∆f/ℓ) and Λ increases

(which, in return, increases the support [−Λ ·∆f, (Λ+ 1/ℓ) ·∆f)). Note that the number K of

intervals in Φ depends on ℓ due to the partitioning Φ =
⋃
k∈[K]Φk(∆f/ℓ).

To see that the optimal value of P′(Λ · ℓ,∆f/ℓ) converges to that of M′(Λ · ℓ,∆f/ℓ), we first

note that M′(Λ·ℓ,∆f/ℓ) differs from P′(Λ·ℓ,∆f/ℓ) only in the existence of the additional decision

variables pk(i), i ∈ [±(Λ·ℓ+ℓ)]\[±Λ·ℓ], which also implies that P′(Λ · ℓ,∆f/ℓ) ≥ M′(Λ · ℓ,∆f/ℓ).
Using similar arguments as in the proof of Lemma 11, we can show that for any ε > 0, δ > 0

and τ > 0, there is Λ′ ∈ N such that any optimal solution p⋆ to M′(Λ · ℓ,∆f/ℓ) satisfies
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∑
i∈[±(Λ·ℓ+ℓ)]\[±Λ·ℓ] p

⋆
k(i) < τ for all k ∈ [K], ℓ ∈ N and Λ ≥ Λ′. Similar arguments as in the

proof of Lemma 12 then allow us to show that there is Λ′ ∈ N such that P′(Λ′ · ℓ,∆f/ℓ) −
M′(Λ′ · ℓ,∆f/ℓ) ≤ ξ for all ℓ ∈ N. For the remainder of the proof, we fix such a value of Λ′.

To see that the optimal value of D′(Λ′ · ℓ,∆f/ℓ) converges to that of M′(Λ′ · ℓ,∆f/ℓ) , on

the other hand, we note that M′(Λ′ · ℓ,∆f/ℓ) differs from the strong dual of D′(Λ′ · ℓ,∆f/ℓ)
essentially only in the objective coefficients, which change from wk(∆f/ℓ) and ci(∆f/ℓ) in

the strong dual of D′(Λ′ · ℓ,∆f/ℓ) to wk(∆f/ℓ) and ci(∆f/ℓ) in M′(Λ′ · ℓ,∆f/ℓ), respectively.

Similar arguments as in the proof of Lemma 13 show that for any ε > 0, δ > 0 and ξ > 0,

there exists ℓ′ ∈ N such that M′(Λ′ · ℓ,∆f/ℓ) − D′(Λ′ · ℓ,∆f/ℓ) ≤ ξ for all ℓ ≥ ℓ′. Here, the

uniform continuity of c ensures the convergence of the terms ci(∆f/ℓ) and ci(∆f/ℓ), while our

earlier assumption that w is a continuous probability density function ensures the convergence

of the terms wk(∆f/ℓ) and wk(∆f/ℓ). Moreover, since {wk(∆f/ℓ)}ℓ and {wk(∆f/ℓ)}ℓ are non-

negative and sum up to at most 1, the overall objective functions of both problem converge

despite the growing number K of subsets of Φ.

So far, we have shown that there exists Λ′ ∈ N and ℓ′ ∈ N such that P′(Λ′ · ℓ,∆f/ℓ) −
D′(Λ′ · ℓ,∆f/ℓ) ≤ ξ holds for all ℓ ≥ ℓ′. Since we have P′(Λ′ · ℓ,∆f/ℓ) ≥ P′(Λ · ℓ,∆f/ℓ) and

D′(Λ′ · ℓ,∆f/ℓ) ≤ D′(Λ · ℓ,∆f/ℓ) for all Λ ≥ Λ′, we can conclude the proof. Further details of

this proof are relegated to the GitHub supplement.

1.C Proofs of Section 1.4

1.C.1 Proof of Corollary 1

P(π, β) and D(π, β) sandwich P and D from above and below since P(π, β) and D(π, β) con-

stitute restrictions of the earlier problems P(L, β) and D(L, β) that satisfy the same inequality

(cf. Lemmas 1 and 2 as well as Propositions 1 and 3).

In view of the second part of the statement, recall from Theorem 1 that there is Λ′ ∈ N and

k′ ∈ N such that P(Λ · k,∆f/k)−D(Λ · k,∆f/k) ≤ ξ holds for all Λ ≥ Λ′ and k ≥ k′. Moreover,

we have P(π, β) ≤ P(Λ · k,∆f/k) if {Πj(β)}j∈[N ] is a refinement of {Ii(∆f/k)}i∈[±Λ·k]. Indeed,

P(Λ · k,∆f/k) is equivalent to a variant of P(π, β) that includes the additional constraints

p(j) = p(j′) for all j, j′ ∈ [N ] satisfying Πj(β),Πj′(β) ⊆ Ii(∆f/k) for some i ∈ [±Λ · k]. A

similar argument shows that D(π, β) ≥ D(Λ · k,∆f/k), which concludes the proof.

90



1.C.2 Proof of Proposition 8

We prove Proposition 8 via three auxiliary results. Lemma 17 proves that each inner loop over

j in Algorithm 2 determines a worst-case event A ∈ argmax{V (φ,A) : A ∈ F(L, β)} for the

query output difference φ ∈ B(β) fixed by the outer loop. Subsequently, Lemma 18 proves that

each outer loop over φ determines a maximally violated constraint (φ,A), which concludes the

correctness of Algorithm 2. Finally, Lemma 19 shows that Algorithm 2 can be implemented

such that it determines a maximally violated constraint (φ,A) in time O(N3).

Lemma 17. For any φ ∈ B(β) fixed by the outer loop of Algorithm 2, the event A constructed

in the inner loop satisfies A ∈ argmax{V (φ,A) : A ∈ F(L, β)}.

Proof. Fix an arbitrary φ ∈ B(β) and recall that for any A ∈ F(L, β), the privacy shortfall

V (φ,A) can be expressed as

∑
j∈[N ]

p(j) · |A ∩Πj(β)|
|Πj(β)|

− eε ·
∑
j∈[N ]

p(j) · |A ∩ (Πj(β) + φ)|
|Πj(β)|

=
∑
i∈[±L]

1[Ii(β) ⊆ A] ·

∑
j∈[N ]

p(j) · |Ii(β) ∩Πj(β)|
|Πj(β)|

− eε ·
∑
j∈[N ]

p(j) · |(Ii(β)− φ) ∩Πj(β)|
|Πj(β)|


=
∑
i∈[±L]

1[Ii(β) ⊆ A] · β ·

∑
j∈[N ]

p(j) · 1[Ii(β) ⊆ Πj(β)]

|Πj(β)|
− eε ·

∑
j∈[N ]

p(j) · 1[Ii(β) ⊆ (Πj(β) + φ)]

|Πj(β)|

 ,
where we disregard the constant −δ since it does not affect the relative order of privacy shortfalls

across the constraints (φ,A). Here, the first identity exploits that A =
⋃
i∈L Ii(β) for some

L ⊆ [±L]. The second identity holds since |Ii(β)| = β and Ii(β) is either entirely contained

in or intersection free with Πj(β) and Πj(β) + φ, i ∈ [±L] and j ∈ [N ]. Thus, Ii(β) must be

contained in the worst-case event A whenever

∑
j∈[N ]

p(j) · 1[Ii(β) ⊆ Πj(β)]

|Πj(β)|
− eε ·

∑
j′∈[N ]

p(j′) · 1[Ii(β) ⊆ Πj′(β) + φ]

|Πj′(β)|
(24)

is strictly positive; Ii(β) can be (but does not have to be) included in A if the above quantity is

zero; and it must not be contained in A if the above quantity is negative. In the remainder, we fix

i ∈ [±L] and distinguish between two cases: (i) there is no j′ ∈ [N ] satisfying Ii(β) ⊆ Πj′(β)+φ;

and (ii) there is j′ ∈ [N ] satisfying Ii(β) ⊆ Πj′(β) + φ.

In case (i), we can include Ii(β) in the worst-case event A since the second term in (24)
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vanishes, whereas the first term is always non-zero by construction. Note that the events Aj ,

j ∈ [N ], constructed in the first part of the inner loop of Algorithm 2 comprise precisely all

intervals Ii(β) falling under case (i).

In case (ii), the existence of j′ ∈ [N ] satisfying Ii(β) ⊆ Πj′(β)+φ implies that (24) equals to

p(j)/|Πj(β)|−eε ·p(j′)/|Πj′(β)| for some j ∈ [N ], and Ii(β) should be included in the worst-case

event if this quantity is positive. Note that the events Ajj′ , j, j′ ∈ [N ], constructed in the second

part of the inner loop of Algorithm 2 comprise precisely all intervals Ii(β) falling under case (ii)

that satisfy p(j)/|Πj(β)| − eε · p(j′)/|Πj′(β)| > 0.

Lemma 18. Algorithm 2 returns a constraint (φ,A) with maximum privacy shortfall.

Proof. Recall that the DP constraints of P(π, β) are indexed by (φ,A) ∈ E(L, β) = B(β) ×
F(L, β) and that Lemma 17 proved that for any fixed φ ∈ B(β), the inner loop of Algorithm 2

constructs a worst-case event A associated with φ. We show in this proof that it is sufficient to

consider the values φ ∈ B(β,π) ⊆ B(β), where

B(β,π) := {(πj − πj′) · β : (πj − πj′) · β ∈ [−∆f,∆f ] and j, j′ ∈ [N ]} ∪ {−∆f,∆f},

which is what the outer loop of Algorithm 2 does.

Our earlier arguments of this section have shown that for any φ ∈ B(β), the maximum

privacy shortfall max{V (φ,A) : A ∈ F(L, β)} satisfies

∑
j∈[N ]

|Aj(φ)| ·
p(j)

|Πj(β)|
+

∑
j,j′∈[N ]

|Ajj′(φ)| ·
[

p(j)

|Πj(β)|
− eε · p(j′)

|Πj′(β)|

]+
− δ,

where [x]+ = max{0, x} and the only quantities varying with φ are

Aj(φ) = Πj(β) \ [−L · β + φ, (L+ 1) · β + φ) and Ajj′(φ) = Πj(β) ∩ (Πj′(β) + φ), j, j′ ∈ [N ].

One readily verifies that both |Aj(φ)| and |Ajj′(φ)|, j, j′ ∈ [N ], are affine between any two

consecutive points in B(β,π). In other words, the maximum privacy shortfall is piecewise affine

with breakpoints B(β,π) or a subset thereof, which implies that its maximum must be attained

at one of the points φ ∈ B(β,π). This concludes the proof.

Lemma 19. Algorithm 2 can be implemented such that it terminates in time O(N3).

Proof. Since all individual steps in Algorithm 2 take constant time, the runtime of the algorithm
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is determined by the numbers of iterations in the outer and inner loops. In the naïve implemen-

tation of the main text, both loops comprise O(N2) iterations, and thus the overall complexity

of that implementation is O(N4). We show in this proof that the inner loop can be implemented

such that it comprises O(N) iterations only, which implies the statement of the lemma.

Note that the inner loop in Algorithm 2 constructs all events Aj , j ∈ [N ], in time O(N), and

thus we only need to consider the construction of the events Ajj′ , j, j′ ∈ [N ]. Instead of the naïve

implementation from the main text, which probes all pairs of subsets (j, j′) ∈ [N ]2, we consider

the following variant of the Bentley-Ottmann algorithm used to identify crossings in a set of line

segments (Berg et al. 2000, §2): We merge the two lists of tuples {(πj · β, 1) : j ∈ [N + 1]} and

{(πj′ ·β+φ, 2) : j′ ∈ [N+1]} in order of non-decreasing first component; since each list is already

sorted, this can be achieved in time O(N). We initialize the two index counters j1 = j2 = 0

and loop through the entire merged list of tuples once in sorted order. Whenever we encounter

an element (πj , 1), we update j1 ← πj ; whenever we encounter an element (πj′ , 2), we update

j2 ← πj′ . After each update, we consider the intersection Ajj′ = Πj1(β) ∩ (Πj2(β) + φ) for

possible inclusion in the worst-case event A whenever (j1, j2) ̸= (0, 0). Since the merged list of

tuples has length 2N + 2, the overall algorithm evidently runs in time O(N).

Proof of Proposition 8 The proof immediately follows from Lemmas 17, 18 and 19.

1.C.3 Bounding P′ and D′ with Non-Uniform Partitions

We next extend the non-uniform upper and lower bounding problems P(π, β) and D(π, β) of

Section 1.4.1 to the data dependent case. We obtain the following upper bound on problem P′,

minimize
p

β ·
∑
k∈[K]

ωk(β) ·
[ ∑
j∈[N ]

cj(π, β) · pk(j)
]

subject to pk : [N ] 7→ R+,
∑
j∈[N ]

pk(j) = 1, k ∈ [K]

∑
j∈[N ]

pk(j) ·
|A ∩Πj(β)|
|Πj(β)|

≤ eε ·
∑
j∈[N ]

pm(j) ·
|(A− φ) ∩Πj(β)|

|Πj(β)|
+ δ

∀k,m ∈ [K], ∀(φ,A) ∈ E ′km(L, β),

(P′(π, β))
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as well as the following lower bound on problem D′,

minimize
p

β ·
∑
k∈[K]

ωk(β) ·
[∑
j∈N

cj(π, β) · pk(j)
]

subject to pk : N 7→ R+,
∑
j∈N

pk(j) = 1, k ∈ [K]

∑
j∈N

pk(j) ·
|A ∩Πj(β)|
|Πj(β)|

≤ eε ·
∑
j∈N

pm(j) ·
|(A− φ) ∩Πj(β)|

|Πj(β)|
+ δ

∀k,m ∈ [K], ∀(φ,A) ∈ E ′km(L, β).

(D′(π, β))

Algorithm 3 extends the ideas of Algorithm 2 to the data dependent setting; as before,

extending the domain of the decisions p from [N ] to N allows us to employ the same algorithm to

solve the lower bounding problem D′(π, β) as well. Similar arguments as in the previous section

show that Algorithm 3 terminates in time O(K2 · N). We explain in the GitHub supplement

of this work how the bounding problems P′(π, β) and D′(π, β), as well as Algorithm 3, can be

generalized to account for non-uniform partitions of the set of possible query outputs Φ as well;

this reduces computation times when the granularity parameter β is small.
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Algorithm 3: Identification of a constraint in P′(π, β) with maximum privacy shortfall
input : π, β, p, ∆f
output: constraint (φ⋆, A⋆) with maximum privacy shortfall V (φ⋆, A⋆)
Initialize V ⋆ = 0;
for k,m ∈ [K] do

for φ ∈ {(m− k − 1) · β, (m− k) · β, (m− k + 1) · β} ∩ [−∆f,∆f ] do
Initialize A = ∅ and V = 0;
for j = 1, . . . , N do

Let Aj = Πj(β) \ [−L · β + φ, (L+ 1) · β + φ) and update

A = A ∪Aj , V = V + |Aj | ·
pk(j)

|Πj(β)|
.

for j′ = 1, . . . , N do
if pk(j)/|Πj(β)| > eε · pm(j′)/|Πj′(β)| then

Let Ajj′ = Πj(β) ∩ (Πj′(β) + φ) and update

A = A ∪Ajj′ , V = V + |Ajj′ | ·
[
pk(j)

|Πj(β)|
− eε · pm(j

′)

|Πj′(β)|

]
.

end
end

end
if V > V ⋆ then

Update φ⋆ = φ, A⋆ = A and V ⋆ = V .
end

end
end
return (φ⋆, A⋆) and V ⋆(φ,A) = V ⋆ − δ.
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1.D Additional Numerical Experiments

Table 1 summarized the suboptimality of the best performing benchmark mechanisms by sum-

ming the upper and lower bound gaps. Tables 4 and 5 report these gaps separately.

δ

0.005 0.010 0.020 0.050 0.100 0.200 0.250 0.300 0.500 0.750

ε

0.005 0.17% 0.12% 0.03% 0.26% 0.26% 0.65% 0.64% 0.63% 0.49% 8.37%

0.010 0.41% 0.33% 0.58% 0.54% 0.54% 0.68% 0.55% 0.55% 0.55% 5.26%

0.020 0.28% 0.41% 0.04% 0.58% 0.58% 0.73% 0.61% 1.24% 0.61% 8.53%

0.050 0.50% 0.27% 0.38% 0.45% 0.73% 0.89% 0.80% 1.48% 0.87% 8.73%

0.100 0.38% 0.45% 0.58% 0.54% 0.90% 1.14% 1.15% 1.88% 1.25% 9.12%

0.200 0.78% 0.87% 1.02% 0.92% 0.96% 1.66% 1.92% 2.61% 1.80% 10.24%

0.500 1.81% 1.91% 2.09% 2.58% 2.71% 3.35% 3.92% 4.08% 4.33% 12.91%

1.000 4.70% 4.72% 4.66% 4.84% 5.10% 5.82% 6.03% 6.35% 8.09% 16.38%

2.000 7.99% 8.02% 8.09% 8.39% 8.70% 9.60% 10.18% 10.86% 13.05% 19.74%

5.000 12.25% 12.28% 12.33% 12.50% 12.78% 13.37% 13.67% 13.97% 14.86% 16.74%

Table 4: Upper bound suboptimality of the best performing benchmark mechanisms on synthetic
data independent instances with ∆f = 1, ℓ1-loss and various combinations of ε and δ.
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δ

0.005 0.010 0.020 0.050 0.100 0.200 0.250 0.300 0.500 0.750

ε

0.005 1.71% 1.09% 1.18% 5.84% 18.27% 2.90% 48.94% 22.55% 49.47% 24.97%

0.010 2.48% 1.09% 7.42% 1.77% 16.55% 2.40% 48.63% 22.48% 49.36% 28.09%

0.020 2.56% 2.42% 0.52% 14.50% 13.61% 66.71% 47.78% 21.50% 49.23% 24.84%

0.050 1.35% 1.84% 2.18% 17.92% 5.50% 65.14% 45.35% 20.47% 48.72% 24.69%

0.100 4.40% 3.73% 8.10% 18.83% 32.42% 62.71% 41.72% 18.97% 47.92% 24.38%

0.200 9.65% 8.73% 7.88% 16.37% 18.86% 58.51% 35.79% 16.74% 46.53% 23.39%

0.500 21.29% 19.50% 23.36% 13.78% 35.99% 39.20% 25.60% 14.41% 41.52% 20.88%

1.000 35.41% 35.01% 35.57% 35.56% 23.52% 26.71% 20.59% 15.08% 33.71% 16.98%

2.000 25.97% 26.16% 25.36% 23.24% 23.76% 19.10% 16.94% 14.81% 21.29% 10.77%

5.000 7.07% 7.03% 6.96% 6.74% 6.37% 5.64% 5.27% 4.91% 3.79% 2.33%

Table 5: Lower bound suboptimality of the best performing benchmark mechanisms on synthetic
data independent instances with ∆f = 1, ℓ1-loss and various combinations of ε and δ.

Table 6 reports results similar to those of Table 1 for the ℓ2-loss. Moreover, our GitHub

repository includes results analogous to those of Tables 4 and 5. We note that if we replace

max{O, 1} with O in the denominator of the optimality gap formula, then the gaps in Table 6

increase to more than 850% for (ε, δ) = (5, 0.75).
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δ

0.005 0.010 0.020 0.050 0.100 0.200 0.250 0.300 0.500 0.750

ε

0.005 2.76% 1.83% 1.71% 9.12% 26.58% 83.29% 66.77% 34.72% 36.59% 18.06%

0.010 4.29% 2.33% 12.41% 3.82% 24.47% 83.05% 66.55% 34.34% 39.28% 15.73%

0.020 4.04% 4.39% 0.32% 23.37% 22.76% 83.06% 66.06% 33.60% 39.25% 19.53%

0.050 1.66% 2.03% 2.86% 27.96% 10.67% 82.06% 62.81% 31.56% 39.05% 18.03%

0.100 4.79% 3.81% 11.48% 29.04% 47.70% 78.46% 60.47% 27.93% 38.74% 18.13%

0.200 11.32% 9.61% 8.40% 24.36% 25.68% 73.75% 55.80% 24.00% 38.23% 19.51%

0.500 21.38% 17.35% 25.81% 41.55% 46.75% 58.92% 34.29% 15.86% 34.77% 18.67%

1.000 37.40% 38.99% 43.91% 55.20% 27.47% 31.26% 20.88% 12.62% 27.77% 17.07%

2.000 28.11% 28.60% 26.62% 23.70% 24.67% 16.97% 15.78% 12.87% 20.87% 15.76%

5.000 7.85% 7.83% 7.78% 7.90% 7.74% 7.47% 7.35% 7.23% 7.19% 7.14%

Table 6: Suboptimality of the best performing benchmark mechanisms on synthetic data indepen-
dent instances with ∆f = 1, ℓ2-loss and various combinations of ε and δ.
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2 Mixtures of Gaussians in Approximate Differential Privacy

Abstract

We design a class of additive noise mechanisms that satisfy (ε, δ)-differential privacy (DP) for

scalar, real-valued query functions with known sensitivities. These mechanisms, which we call

mixture mechanisms, are constructed by mixing multiple Gaussian distributions that share the

same variance but differ in their means and mixture weights. The resulting distributions can be

interpreted as convex combinations of a zero-mean Gaussian (as used in the analytic Gaussian

mechanism (Balle and Wang 2018)) and additional Gaussians whose means depend on the sen-

sitivity of the query function. We derive tight conditions on the variances required for (ε, δ)-DP

and provide efficient algorithms to compute them. Compared to the analytic Gaussian mecha-

nism, our mechanisms yield substantially lower expected noise amplitudes (l1-loss) and variances

(l2-loss for zero-mean distributions). In low-privacy regimes, our mechanisms approach optimal-

ity, mitigating nearly all of the optimality gaps of the analytic Gaussian mechanism. Finally, we

apply our mechanisms to a linear classification task trained via the DP counterpart of proximal

coordinate descent. We find that the theoretical improvements in expected losses carry over to

superior generalization performance across standard real-world datasets.

2.1 Introduction

Differential privacy (DP) (Dwork et al. 2006b, Dwork and Roth 2014) is a formal framework that

enables the release of statistics of datasets while providing a quantifiable privacy guarantee to the

individuals represented. By definition, DP guarantees hold under any privacy attack, including

reconstruction (Dinur and Nissim 2003, Dwork et al. 2017) and de-identification attacks (Sweeney

1997, Heffetz and Ligett 2014). As a result, differentially private (or privacy-preserving) variants

of machine learning (ML) algorithms offer protection against a broad range of threats, including

membership inference attacks tailored to specific ML tasks and platforms offering ML as a service

(see (Shokri et al. 2017, Hu et al. 2022) for a review). We refer the reader to the surveys (Ji

et al. 2014, Gong et al. 2020) for DP in ML and (Demelius et al. 2025) for DP in deep learning.

While the definition of DP has inspired a broad range of related notions of computational

privacy (Desfontaines and Pejó 2020), we focus on the most widely adopted formulation, known

as (ε, δ)-DP, or approximate differential privacy (Dwork et al. 2006a). Approximate DP is a

property of a randomized algorithm A, which maps databases D ∈ D to random outputs ω ∈ Ω.
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Specifically, for any ε, δ ≥ 0, the algorithm A satisfies (ε, δ)-DP if

P[A(D) ∈ A] ≤ eε · P[A(D′) ∈ A] + δ ∀(D,D′) ∈ N , ∀A ∈ F ,

where (Ω,F ,P) is a probability space and N ⊂ D×D denotes the set of neighboring databases

that differ in a single individual. Due to the strong privacy guarantees promised to individu-

als (Dwork 2011), various Bayesian (Vadhan 2017, §1.6) and information-theoretic (Cuff and

Yu 2016) interpretations, and a wide range of properties such as composition (Dwork and Roth

2014, Thm 3.16) and post-processing (Dwork and Roth 2014, Prop 2.1), DP found manifold

applications in statistics and machine learning (Chaudhuri and Monteleoni 2008, Friedman and

Schuster 2010, Chaudhuri et al. 2011, Abadi et al. 2016, Cai and Kou 2019), large language

models (Harder et al. 2020) and optimization (Mangasarian 2011, Hsu et al. 2014, Han et al.

2016, Hsu et al. 2016). It also emerged as the de facto standard in industry (see (Desfontaines

2021b) for an up-to-date list).

In this work, we study additive noise mechanisms that perturb a scalar, real-valued query

function q : D 7→ R by returning A(D) = q(D) + X̃ for a carefully designed random variable X̃,

to share an approximate answer to the query q(D) while preserving privacy via an additive noise

X̃. Since X̃ is not a function of D, such noise mechanisms are data independent (see (Nissim

et al. 2007, McSherry and Talwar 2007) for examples of data dependent mechanisms). Typically,

the noise X̃ must be a function of the privacy parameters ε and δ as well as the sensitivity ∆

of the query q where ∆ = sup{|q(D) − q(D′)| : (D,D′) ∈ N}. Arguably, the most common

mechanism in this context is the Gaussian mechanism (Dwork and Roth 2014, App A), where X̃

follows a zero-mean Gaussian distribution with standard deviation σ =
√
2 log(1.25/δ)(∆/ε)2.

Differential privacy suffers from a privacy-accuracy tradeoff (Alvim et al. 2011), where

stronger privacy guarantees tend to deteriorate the utility gained from data (i.e., A(D) may

significantly deviate from q(D)). This can already be observed in the definition of the Gaussian

mechanism, where the standard deviation of the noise increases as ε and δ decrease. To this

end, an active area of research aims to find optimal distributions that minimize a pre-specified

loss, such as the standard deviation, amplitude E[|X̃|], and power E[X̃2]. The optimal noise

distributions are known for the case when ε = 0 (Geng et al. 2019), or δ = 0 (Soria-Comas and

Domingo-Ferrer 2013, Geng and Viswanath 2014). For privacy regimes with ε, δ > 0, the design

of optimal mechanisms is less understood, and the existing additive noise mechanisms can be

suboptimal. Indeed, (Balle and Wang 2018) show that the Gaussian mechanism may be far from

optimal and derive the optimal Gaussian distribution, called the analytic Gaussian mechanism,
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by numerically tuning the standard deviation σ for a given sensitivity ∆ and privacy regime

(ε, δ) with a bisection search method. However, Gaussian distributions are themselves subop-

timal as demonstrated by (Geng et al. 2020): a truncated Laplace mechanism, sampling noise

from a Laplace distribution whose tails are truncated, can significantly improve the noise ampli-

tude and noise power attained by the analytic Gaussian mechanism in all privacy regimes. Yet,

the (analytic) Gaussian mechanism may still be preferred in practice for several reasons: unlike

truncated distributions, the Gaussian distribution has an unbounded support and thus does not

suffer from distinguishing events (events with P[A(D) ∈ A] = 0; (Dwork and Rothblum 2016,

Remark 1.3)). Moreover, despite having unbounded supports, the Gaussian distributions enjoy

from the empirical rule where almost all of the noise sampled is within [−3σ, 3σ] (Desfontaines

2021a), and they are closed under summations which enables several powerful Gaussian privacy

accounting techniques (how ε and δ accumulate over time (Bun and Steinke 2016, Dong et al.

2022)) for application areas where one iteratively releases multiple (ε, δ)-DP statistics.

Recently, (Selvi et al. 2025) proposed a numerical optimization framework to design optimal

noise distributions that satisfy (ε, δ)-DP for ε, δ > 0. Their method begins by partitioning a

bounded interval, centered at zero and of sufficient radius, and assigning a uniform mass to

each partition. They then optimize the weights assigned to these intervals. The authors show

that, as the partition size decreases, the resulting distributions converge to a lower bound on

the optimal value attainable by any (ε, δ)-DP mechanism. In practice, they solve a sequence of

optimization problems via a cutting-plane method, iterating until a mechanism is found to be

within an optimality tolerance. They offer three key insights: (i) the aforementioned privacy

mechanisms (Gaussian, analytic Gaussian, truncated Laplace) can be significantly suboptimal,

with suboptimalities reaching up to 700% in low-privacy regimes; (ii) optimal distributions

are not monotonic, and enforcing monotonicity can significantly increase expected losses; (iii)

optimal distributions appear to be multimodal with the density peaking at every ∆-length

interval and the ratio of density between peaks approximately equal to eε. Such a numerical

optimization framework is not free of drawbacks since the optimal distributions lack closed-form

representations, they require iterative numerical optimization with no guarantees on the number

of iterations, they are significantly slower to tune than alternative mechanisms, and they have

bounded supports. Yet, we build on the insights resulting from such optimized distributions

and develop new privacy mechanisms based on mixtures of Gaussians, where each Gaussian is

shifted by ∆ from the others and scaled down by a factor of e−ε. Figure 9 shows an example of

such distributions.
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Figure 9: Different noise distributions that guarantee (1, 0.1)-DP.

This section unfolds as follows. Section 2.2 introduces a mechanism that samples additive

noise from a mixture of a zero-mean Gaussian and a quasi-Gaussian distribution. It characterizes

the parameters required for this distribution to satisfy (ε, δ)-DP and develops an efficient algo-

rithm to compute them. Section 2.3 presents similar results for a different mechanism, where

the additive noise is drawn from a mixture of multiple Gaussian distributions with identical

variances but varying means and mixture weights. Section 2.4 presents a broad set of numerical

experiments comparing the expected losses of our mechanisms to those of the analytic Gaussian

mechanism. We observe that mixtures of Gaussians can substantially improve upon the ana-

lytic Gaussian mechanism across both low- and high-privacy regimes. Moreover, the proposed

mixture mechanisms are near-optimal in low-privacy regimes, closing nearly all of the optimality

gap of the analytic Gaussian mechanism. Finally, through a machine learning experiment (DP

proximal coordinate descent to train a regularized classifier), we show that the reductions in

expected losses also lead to improved model performance. We conclude the work in Section 2.6.

All proofs are relegated to appendices, and all source codes are made available.

Notation. We denote by log(·) the logarithm in base e = exp(1). The cumulative distri-

bution function of a standard Gaussian distribution is denoted by Φ, and Φ′ is its derivative

(probability density function). For a univariate function f , we use df(x)/dx to denote its deriva-

tive, while for a multivariate function ∂f(x, y)/∂x denotes the partial derivative. We use the

notation X̃ ∼ f(·) to denote a random variable whose distribution is specified by the probability

density function f . Bold lowercase symbols are vectors. The nonnegative part of a real number

x is (x)+ = max{0, x}. For a vector x, the lp norm is denoted by ∥x∥p, p ≥ 1. We use O(·) for

the big O notation.
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2.2 Quasi-Gaussian mixtures

We define a distribution whose density function is the mixture of a zero-mean Gaussian density

and a quasi-Gaussian density. We will use this as the additive noise distribution in preserving

(ε, δ)-DP.

Definition 2 (quasi-Gaussian mixture). For given privacy parameter ε > 0, query sensitivity

∆ > 0, and scale parameter σ > 0, the quasi-Gaussian mixture distribution is defined with the

probability density function

fq(x;σ) =
eε

c
exp

(
− x2

2σ2

)
+

1

c
exp

(
−(|x| −∆)2

2σ2

)
, (25)

where c =
√
2πσ(eε + 2Φ(∆/σ)) is the normalization constant.

Appendices 2.A.1-2.A.3 show that Definition 2 specifies a well-defined distribution and plot it,

derive its cumulative distribution function, and show how to sample from it. In Appendix 2.A.4,

we derive the expectation of |X̃| (noise amplitude) and X̃2 (noise power) in closed form where

X̃ ∼ fq(· ;σ). Next, we show that this distribution can be used to obtain a feasible additive

noise mechanism. That is, for a query function q : D 7→ R with sensitivity ∆, and for privacy

parameters ε, δ, there exists σ > 0 so that the randomized algorithm A(D) := q(D)+X̃, D ∈ D,

satisfies (ε, δ)-DP if X̃ ∼ fq(· ;σ).

Theorem 3 (quasi-Gaussian mechanism). For privacy parameters ε > 0 and δ ∈ (0, 1), and

query sensitivity ∆ > 0, an additive noise mechanism whose noise follows a quasi-Gaussian

mixture distribution with density fq(x;σ) satisfies (ε, δ)-DP if σ ≥ max{σ1, σ2} where:

σ1 = min {σ : h1(σ) + h2(σ) ≥ 0} (26a)

for

h1(σ) = e2εΦ

(
−εσ

∆
− ∆

σ

)
− Φ

(
−εσ

∆
+

∆

σ

)
and h2(σ) =

(
eε + 2Φ

(
∆

σ

))
δ (26b)

as well as

σ2 = min

{
σ :

fq,max(σ)

fq,min(σ)
≤ eε

}
(27a)
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for

fq,max(σ) = max
x∈[0,∆]

fq(x;σ) and fq,min(σ) = min
x∈[0,∆]

fq(x;σ). (27b)

In Theorem 3, the definition of σ2 is independent of δ, hence, for small values of δ, we have

σ1 > σ2, while for large values of δ we have σ1 < σ2. Since the variance of the quasi-Gaussian

mixture distribution scales with σ, we will be interested in the smallest σ satisfying the above

result, that is, σ = max{σ1, σ2}. To this end, the rest of this section is devoted to developing

efficient algorithms to find the exact values of σ1 and σ2. From here on, we fix the privacy

parameters ε > 0 and δ ∈ (0, 1) as well as the query sensitivity ∆ > 0 and do not repeat their

definitions.

Lemma 20. The function σ 7→ h1(σ) + h2(σ) is monotonically increasing on the region σ ∈
(0,
√

2(ε− log δ)∆/ε), and nonnegative for all σ ≥
√
2(ε− log δ)∆/ε. If additionally eε + 2 ≥

δ−1, then this function is nonnegative everywhere.

Lemma 20 shows that σ1 as defined in (26a) satisfies σ1 ∈ (0,
√

2(ε− log δ)∆/ε) and the

constraint in its definition satisfies monotonicity on this region, thus allowing us to search for

σ1 via bisection search. We next provide a similar result for σ2. As a step towards showing this,

we will first study the max and min problems of (27b) in the following abridged result (more

details are in the appendices).

Lemma 21 (abridged). For any σ > 0, the following statements hold:

(i) fq(·;σ) is unimodal on the interval

Rmax(σ) =

(
0,

∆−
√

(∆2 − 4σ2)+

2

)

with a unique maximum. The maximizer also solves maxx∈[0,∆] fq(x;σ).

(ii) fq(·;σ) is unimodal on the interval

Rmin(σ) =

(
∆

2
,
∆+

√
(∆2 − 4σ2)+

2

)

with a unique minimum. If Rmin(σ) = ∅, then x = ∆ solves minx∈[0,∆] fq(x;σ). Otherwise,

either x = ∆, or the minimizer of the unimodal region solves minx∈[0,∆] fq(x;σ).
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Lemma 21 allows us to find the values fq,max(σ) and fq,max(σ) values as defined in (27b)

for a given σ > 0 within unimodal regions, allowing the use of a golden-section search method.

This lemma also leads us to the following result that will be helpful in computing σ2.

Lemma 22. The function σ 7→ maxx∈[0,∆] fq(x;σ)/minx∈[0,∆] fq(x;σ) is monotonically nonin-

creasing in σ, and is upper bounded by eε at the point σ =
√

∆2/(2ε).

Lemma 22 allows us to find σ2 as defined in (27a) via a bisection search in the region

(0,
√

∆2/(2ε)).

We now present Algorithm 4 that computes a value for σ > 0 to ensure that the quasi-

Gaussian mixture distribution satisfies (ε, δ)-DP. Note that this does not guarantee that we

find the minimum possible such σ, since the condition for σ ≥ max{σ1, σ2} satisfying (ε, δ)-DP

(cf. Theorem 3) is itself a sufficient condition. However, we find the exact values of σ1 and σ2

in Theorem 3 so that we return the tightest possible σ ≥ max{σ1, σ2} within the scope of our

analysis. In the presentation of Algorithm 4 we use BISECTION(l, r, ψ(σ) = 0) to denote the

bisection search algorithm to find the root of a monotonic function ψ within the region (l, r).

Moreover, Algorithm 5, which is called within Algorithm 4, uses GOLDEN(l, r, f(x)) to denote the

golden-section search algorithm to find the maximum value of a unimodal function f within the

range (l, r). In Appendix 2.A.9, we share plots that visualize various steps of the algorithms

presented in this section, for further intuition.

Theorem 4. Algorithm 4 returns the minimum σ > 0 satisfying the (ε, δ)-DP condition in

Theorem 3 in time O(log∆ + ∆
ε log∆ + log(− log δ

ε )).

2.3 Multi-Gaussian mixtures

In this section, we work with a distribution that is the mixture of an odd (2K+1, K ∈ N) number

of Gaussian distributions with identical variances but varying means and mixture weights. We

will use this as the distribution of the additive noise X̃, which preserves (ε, δ)-DP.

Definition 3 (multi-Gaussian mixture). For given privacy parameter ε > 0, query sensitivity

∆ > 0, scale parameter σ > 0, and modality parameter K ∈ N, the multi-Gaussian mixture

distribution is defined with the probability density function

fm(x;σ,K) =
1

cK

K∑
k=−K

e−|k|εϕ(x; k∆, σ), (28)
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Algorithm 4: Tuning σ > 0 for the quasi-Gaussian mixture.
Input: privacy parameters ε, δ > 0, sensitivity ∆ > 0
Output: smallest σ > 0 (with respect to Theorem 3) of quasi-Gaussian mixture

distribution (25) that satisfies (ε, δ)-DP as an additive noise mechanism
if eε + 2 < δ−1 then

Set σ1 = BISECTION(l1, r1, ψ1(σ1) = 0) where l1 = 0, r1 =
√

2(ε− log δ)∆/ε are the
left and right limits of the bisection search region, and

ψ1(σ) = e2εΦ

(
−εσ

∆
− ∆

σ

)
− Φ

(
−εσ

∆
+

∆

σ

)
+

(
eε + 2Φ

(
∆

σ

))
δ

is the monotonically increasing function whose root is sought.
else

Set σ1 = 0.
Set σ2 = BISECTION(l2, r2, ψ2(σ2) = 0) where l2 = 0, r2 =

√
∆2/(2ε) are the left and

right limits of the bisection search region, and

ψ2(σ) = max
x∈[0,∆]

fq(x;σ)
/

min
x∈[0,∆]

fq(x;σ)− eε

is the monotonically decreasing function whose root is sought. The computation of
max- and min-terms are from Algorithm 5.

return σ = max{σ1, σ2}

where ϕ(x;µ, σ) = exp(− (x−µ)2
2σ2 ) is the unnormalized probability density function of a Gaussian

with mean µ and variance σ2, and cK =
√
2πσ

∑K
k=−K e

−|k|ε is the normalization constant.

Appendix 2.B.1 reviews that Definition 3 specifies a well-defined distribution and plots it,

derives its cumulative distribution function, and discusses how to sample from it. Appendix 2.B.2

derives the expectation of |X̃| (noise amplitude) and X̃2 (noise power) in closed form where X̃ ∼
fm(·;σ,K). We remark that for K = 0, Definition 3 coincides with the Gaussian distribution,

and we know that there are feasible σ > 0 values providing (ε, δ)-DP guarantees. We generalize

this for any K ∈ N.

Theorem 5 (multi-Gaussian mechanism). For privacy parameters ε > 0 and δ ∈ (0, 1), query

sensitivity ∆ > 0, and the modality parameter K ∈ N, consider an additive noise mechanism

whose noise follows a multi-Gaussian mixture distribution with density fm(x;σ,K). For a given

η ∈ (0, 1) and any β ≤
√
2πησδ, a sufficient condition for this mechanism to satisfy (ε, δ)-DP
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Algorithm 5: Computing max and min problems (27b) for a given σ > 0.
Input: privacy parameters ε, δ > 0, sensitivity ∆ > 0, and σ > 0 of fq(·;σ)
Output: fq,max(σ) = maxx∈[0,∆] fq(x;σ) and fq,min(σ) = minx∈[0,∆] fq(x;σ)
Initialize:

x1 =
∆−

√
(∆2 − 4σ2)+

2
, x2 =

∆+
√
(∆2 − 4σ2)+

2
, t = −eε + ∆− x2

x2
exp

(
2x2∆−∆2

2σ2

)
.

if ∆2 ≤ 4σ2 then
Set xmin = ∆ and xmax = GOLDEN(0,∆/2, fq(x;σ))

else
if ∆2 > 4σ2 and t ≤ 0 then

Set xmin = ∆ and xmax = GOLDEN(0, x1, fq(x;σ))
else

Set xmin = ∆ and xmax = GOLDEN(0, x1, fq(x;σ))
Set xtmp = GOLDEN(∆/2, x2,−fq(x;σ))
if fq(xtmp;σ) < fq(xmin;σ) then

Update xmin = xtmp

return fq,max(σ) = fq(xmax;σ) and fq,min(σ) = fq(xmin;σ)

is given by:∫ ∞

−∞
min{eεfm(x;σ,K)− fm(x+ φ;σ,K), 0}dx+ (1− η)δ ≥ 0 ∀φ ∈ {0, β, 2β, . . . ,∆}. (29)

Theorem 5 provides a sufficient condition for (ε, δ)-DP by ensuring a stronger notion that

replaces δ with (1−η)δ, and in return avoids satisfying the definition over an uncountable set of

neighbors by checking it only on a discretized grid for φ. As η approaches zero, this condition

converges to the standard definition of (ε, δ)-DP. The next result shows that condition (29) is

monotonic in σ > 0, and we can therefore search for minimum σ > 0 satisfying this condition

via bisection search efficiently.

Lemma 23. For a given η ∈ (0, 1), if σ > 0 satisfies (29), then any σ′ ≥ σ must also satisfy (29).

Furthermore, by construction, σ = σg satisfies (29) where σg denotes the standard deviation

required by the (standard or analytic) Gaussian mechanism preserving (ε, (1− η)δ)-DP.

The proof of Lemma 23 establishes a more general result that if a multi-Gaussian mixture

mechanism with parameter σ > 0 satisfies (ε, δ)-DP, so does one with σ′ ≥ σ. This proves an

analogous result to that of the Gaussian mechanisms: larger values of σ correspond to stronger

privacy guarantees.
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Algorithm 6: Tuning σ > 0 for the multi-Gaussian mixture.
Input: privacy parameters ε, δ > 0, sensitivity ∆ > 0, modality parameter K ∈ N and

discretization parameter η ∈ (0, 1)
Output: smallest σ > 0 (with respect to Theorem 5) of multi-Gaussian mixture

distribution (28) that satisfies (ε, δ)-DP as an additive noise mechanism
Set l = 0 and r = ANALYTIC_GAUSSIAN(ε, (1− η)δ,∆)
Set σ = BISECTION(l, r, ψ(σ; η) = 0) where ψ(σ; η) is the monotonically increasing
privacy shortfall function whose root is sought. The computation of ψ(σ; η) is from
Algorithm 7

return σ

We now present Algorithm 6 that computes a value for σ > 0 to ensure that the multi-

Gaussian mixture distribution with a given modality parameter K ∈ N and discretization pa-

rameter η ∈ (0, 1) satisfies (ε, δ)-DP. Note that this does not guarantee that we find the minimum

possible such σ, since the condition (29) for σ satisfying (ε, δ)-DP (cf. Theorem 5) is itself a

sufficient condition. However, upon fixing the values of (K, η), we find the smallest value of σ

satisfying (29), hence we find the optimal σ within the scope of our analysis. In the presentation

of Algorithm 6 we use ANALYTIC_GAUSSIAN(ε, δ,∆) to denote the computation of the standard

deviation σg required by the analytic Gaussian mechanism and BISECTION(l, r, ψ(σ; η) = 0) to

denote the bisection search algorithm to find the root of a monotonic function ψ(·; η) within

the region (l, r). Note that Algorithm 7, which is called within Algorithm 6, numerically com-

putes the integral on the left-hand side of (29) multiple times. In our numerical experiments,

we use the QuadGK package of the Julia programming language and propose some algorithmic

improvements for numerical efficiency.

Theorem 6. For any given K ∈ N and η ∈ (0, 1), Algorithm 6 returns the minimum σ > 0

satisfying the (ε, δ)-DP condition in Theorem 5 in time O(∆2K2

ηδ (log ∆
ε + log log 1

δ )).

2.4 Numerical experiments

In this section, we compare the performance of our mechanisms, namely, the quasi-Gaussian

mixture (cf. §2.2) and the multi-Gaussian mixture (cf. §2.3) mechanisms, with the performance

of the optimal Gaussian distribution (the analytic Gaussian). For each pair of (ε, δ), we tune

the parameters of the quasi-Gaussian and multi-Gaussian mixture distributions via Algorithms 4

and 6 to satisfy (ε, δ)-DP. We then evaluate and compare the resulting distributions in terms

of their expected noise amplitudes, E[|X̃|] (l1-loss; results in this section), and noise powers,
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Algorithm 7: Computing the worst-case left-hand side of (29) for a given σ > 0.
Input: privacy parameters ε, δ > 0, sensitivity ∆ > 0, modality parameter K ∈ N,

discretization parameter η ∈ (0, 1) and scale parameter σ > 0
Output: privacy shortfall ψ(σ; η) to be called from Algorithm 6
Initialize: S = ∅ and β = ∆/⌈∆/(

√
2πησδ)⌉

for φ ∈ {0, β, 2β, . . . ,∆} do
Numerically compute the one-dimensional integral

s =

∫ ∞

−∞
min{eεfm(x;σ,K)− fm(x+ φ;σ,K), 0}dx,

and append S = S ∪ {s}
Set smin = min{S}
return ψ(σ; η) = smin + (1− η)δ

E[X̃2] (l2-loss; results in the appendices), where X̃ is a random variable drawn from each of

these privacy-preserving additive noise distributions. All experiments fix the query sensitivity

to ∆ = 1 without loss of generality since ∆ linearly scales the losses and its impact cancels out

when we report the percentage improvements.

Our Julia (MIT license) implementation is provided in the supplementary materials, where

we rely on the Roots package for the bisection search method in Algorithms 4 and 6, the

Optim package for the golden-section search method in Algorithm 5, and QuadGK for the one-

dimensional integral evaluation in Algorithm 7. All experiments were run on Intel Xeon 2.66GHz

cluster nodes with 16GB of memory in single-core and single-thread mode with a wall-clock time

limit of 1-hour for our algorithms and 24-hour for the numerical-optimization benchmark (Selvi

et al. 2025) for obtaining lower bounds.

2.4.1 Comparison of the quasi-Gaussian mechanism with the analytic Gaussian

mechanism

Recall that the analytic Gaussian mechanism with density ∝ exp(−x2/(2σ2)) is the optimal

Gaussian mechanism in the sense that it returns the smallest variance for a zero-mean Gaussian

distribution that satisfies (ε, δ)-DP. The quasi-Gaussian mechanism (25), on the other hand,

takes the convex combination of such a Gaussian density with another quasi-Gaussian density

∝ exp(−(|x| − ∆)2/(2σ2)) using mixture weights (proportional to eε). Table 7 demonstrates

that such an approach can offer significant improvements in the expected l1-loss. The entries of

the table represent 100% · (q−a)/a where q and a are the expected losses attained by our quasi-

109



δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 -0.71% -1.53% -2.51% -3.07% -3.24% -0.97% 3.70% 8.78% 13.69% 59.40%
0.0005 -0.80% -1.73% -2.82% -3.41% -3.56% -0.70% 5.11% 11.56% 18.10% 56.14%
0.001 -0.84% -1.83% -2.98% -3.59% -3.73% -0.50% 6.01% 13.35% 21.08% 54.48%
0.005 -0.92% -2.08% -3.41% -4.09% -4.16% 0.41% 9.54% 20.79% 37.45% 49.75%
0.01 -0.88% -2.17% -3.62% -4.32% -4.34% 1.20% 12.41% 27.97% 56.58% 47.20%
0.02 -0.72% -2.20% -3.81% -4.55% -4.48% 2.56% 17.43% 53.82% 53.28% 44.20%
0.05 0.01% -1.92% -3.91% -4.70% -4.39% 6.73% 45.29% 47.67% 47.63% 39.27%
0.1 1.46% -1.09% -3.54% -4.29% -3.43% 21.24% 37.64% 41.25% 41.83% 34.41%
0.15 3.00% -0.03% -2.77% -3.18% -1.25% 23.61% 31.70% 36.35% 37.46% 30.86%
0.25 -2.94% 3.21% 1.90% 6.11% 3.63% 10.04% 21.68% 28.22% 30.29% 25.22%

Table 7: Improvement (% of l1-loss) of the quasi-Gaussian mixture mechanism (green) over the
analytic Gaussian mechanism (red).

Gaussian mechanism and the analytic Gaussian mechanism, respectively. We observe that in

54 of the cases (out of 100) the quasi-Gaussian mechanism improves over the analytic Gaussian

mechanism. Across all instances, the mean improvement is 12.42% (sd 19.52) and the median

improvement is 1.68%. The mean and median would change to 4.44% (sd 8.30) and 1.47%,

respectively, should we revise our improvement metric to 100% · (q− a)/max{1, a} to eliminate

the effect of smaller expected losses.

2.4.2 Comparison of the multi-Gaussian mechanism with the analytic Gaussian

mechanism

Recall that the multi-Gaussian mechanism constructs a mixture of Gaussians such that the

resulting distribution exhibits a peak at every interval of length ∆. WhenK = 0, the distribution

is a zero-mean Gaussian distribution, and for K > 0 we obtain the mixture of 2K+1 Gaussians.

Table 8 shows that mixing multiple Gaussians can significantly outperform the analytic Gaussian

mechanism. The entries of the table represent 100% · (m−a)/a where m and a are the expected

losses attained by our multi-Gaussian mechanism (best of K ∈ {1, . . . , 10}; fixes η = 0.01

in Algorithm 6) and the analytic Gaussian mechanism, respectively. We observe that in 90

of the cases (out of 100) the multi-Gaussian mechanism improves over the analytic Gaussian

mechanism. Across all instances, the mean improvement is 47.88% (sd 36.81) and the median

improvement is 51.48%. The mean and median would change to 28.36% (sd 21.77) and 27.63%,

respectively, should we revise our improvement metric to 100% · (m−a)/max{1, a} to eliminate

the effect of smaller expected losses.

Appendix 2.C.1 shows that the multi-Gaussian mechanism is near-optimal in low-privacy
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δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 0.08% -0.34% 6.20% 23.34% 62.01% 72.86% 81.56% 88.07% 91.67% 95.12%
0.0005 -0.16% -0.16% 11.01% 53.45% 55.73% 69.36% 79.42% 91.87% 94.78% 94.73%
0.001 -0.22% -0.16% 15.89% 49.97% 52.99% 67.43% 78.26% 91.45% 94.53% 94.53%
0.005 -0.29% 0.94% 34.86% 39.39% 42.72% 61.43% 74.74% 90.20% 93.78% 93.96%
0.01 -0.36% 6.48% 27.68% 33.74% 38.03% 57.84% 79.12% 89.54% 93.44% 93.65%
0.02 -0.40% 15.32% 18.67% 27.76% 29.75% 53.27% 77.18% 88.74% 92.95% 93.29%
0.05 8.05% 9.69% 9.57% 17.49% 18.73% 44.93% 73.74% 87.24% 92.09% 92.70%
0.1 8.05% 4.75% -0.13% 13.71% 13.13% 35.70% 70.07% 85.67% 91.33% 92.11%
0.15 2.33% 3.17% 3.47% -0.30% 0.85% 35.72% 67.22% 84.48% 90.68% 91.69%
0.25 1.30% 2.26% 2.06% 10.91% 9.64% 24.29% 62.46% 82.50% 89.71% 91.01%

Table 8: Improvement (% of l1-loss) of the multi-Gaussian mixture mechanism (green) over the
analytic Gaussian mechanism (red).

regimes, while Appendix 2.C.2 shows that in high-privacy regimes (e.g., (10−4, 10−4)-DP), the

quasi-Gaussian mechanism may improve over both the analytic Gaussian and the multi-Gaussian

mechanisms.

2.5 The price of privacy in machine learning

Thus far, we have compared privacy mechanisms based on their expected losses. We now evaluate

the performance of these mechanisms in a machine learning task implemented under (ε, δ)-DP.

Specifically, we compare the in- and out-of-sample performances of privacy-preserving linear

classifiers. Each classifier is trained under the same (ε, δ)-DP guarantee and differs only in the

mechanism used to sample the additive noise: A-G (analytic Gaussian), Q-G (quasi-Gaussian mix-

ture), or M-G (multi-Gaussian mixture). This experiment allows us to examine whether privacy

mechanisms with smaller noise levels reduce the price of privacy in a machine learning setting,

following a similar experiment conducted for the numerical optimization-based algorithm (Selvi

et al. 2025, §5.3).

More specifically, we work with a dataset {(xi, yi)}Ni=1 where each data-point i has feature

vector xi ∈ Rd and binary label yi ∈ {−1, 1}. We train an l1-regularized logistic classifier h ∈ Rd

which minimizes the empirical logistic loss 1
N

∑N
i=1 log(1+exp(−yi·h⊤xi))+λ·∥h∥1, where λ > 0

is the regularization parameter. We then predict the label of a new instance with features χ to

be the class that maximizes [1+exp(−y ·h⊤ξ)]−1. We train the logistic classifier via the proximal

coordinate descent method (Friedman et al. 2010, Parikh et al. 2014, Richtárik and Takáč 2014)

in T = 100 iterations with P = ⌈d/4⌉ proximal updates per iteration, using a regularization

parameter λ = 10−8. The DP counterpart of this algorithm is due to the work of (Mangold
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et al. 2022) who inject noise into each proximal update step (which is a scalar update and thus

our mechanisms are applicable), and the post processing property (Dwork and Roth 2014, §2.1)

of differential privacy guarantees that the resulting classifier is also differentially private. The

proximal operator has sensitivity ∆ = 2 assuming the feature vectors are pre-processed so that

∥xi∥∞ ≤ 1, i ∈ [N ]. We impose (ε = 1, δ = 10−3)-DP to each proximal update. Note that there

is an extensive literature on how such DP iterations compose cumulatively (Dwork and Roth

2014, Steinke 2022, Altschuler and Talwar 2022) in order to quantify the approximate DP guar-

antee of the final classifier. We omit the compositions, however, since each iteration uses identical

privacy parameters, and we instead compare the performances of the classifiers, ceteris paribus.

Table 9 reports the mean in- and out-of-sample errors (standard deviations are available in

the appendices) across 500 random training-set/test-set (80/20%) splits of various datasets. We

use 13 of the most popular UCI classification datasets (Dua and Graff 2017) (varying licenses);

additionally, since the proximal coordinate descent method is commonly used for datasets where

d ≫ N , we also include the colon-cancer dataset of LIBSVM (Chang and Lin 2011) (BSD-

3-Clause license). All datasets are included in our implementation supplements. Note that

we (i) convert labels with more than two classes into a binary label via binning (if the label

is ordinal) or distinguishing the majority class from all others (if the label is nominal); (ii)

apply dummy encoding for the nominal features. For the privacy parameters (ε, δ) = (1, 10−3)

we chose, our earlier experiments suggest that the multi-Gaussian mixture mechanism with

K = 9 significantly outperforms all the other mechanisms (and is near-optimal) while the quasi-

Gaussian mechanism is close to (and slightly worse than) the analytic-Gaussian mechanism.

We observe a similar pattern in the in- and out-of-sample errors in Table 9. In 11 out of 14

cases, the classifiers trained via our multi-Gaussian mixture mechanism achieve significantly

better errors, whereas the second-best approach alternates between the quasi-Gaussian mixture

and analytic Gaussian mechanisms. In 3 out of 14 cases, the smallest errors are achieved by

our quasi-Gaussian mixture mechanism despite being noisier than the multi-Gaussian mixture

mechanism. Those cases, however, are degenerate: either the non-private model PCD is worse

than its DP counterparts, or the in-sample errors are better than the out-of-sample errors.

2.6 Conclusions

We presented new additive noise mechanisms for (ε, δ)-differential privacy (approximate DP)

whose noise distributions are mixtures of Gaussians and quasi-Gaussians. We subsequently de-

veloped efficient algorithms to tune the underlying parameters of these distributions to minimize
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Dataset description In-sample errors Out-of-sample errors

Dataset N d A-G Q-G M-G PCD A-G Q-G M-G PCD

post-operative 86 14 39.75% 39.82% 35.75% 30.02% 37.44% 37.85% 31.99% 21.58%
adult 45,222 57 22.53% 22.50% 22.53% 22.52% 22.18% 22.16% 22.18% 22.18%
breast-cancer 683 26 4.24% 4.25% 4.17% 4.20% 5.67% 5.66% 5.56% 5.59%
contraceptive 1,473 18 38.03% 38.02% 37.95% 37.92% 41.47% 41.39% 41.29% 41.31%
dermatology 366 98 15.48% 15.43% 13.96% 13.27% 17.60% 17.53% 16.03% 15.66%
cylinder-bands 539 63 28.80% 28.87% 28.36% 28.14% 31.96% 31.96% 31.63% 31.18%
annealing 898 42 16.45% 16.34% 16.19% 16.24% 18.32% 18.18% 18.07% 18.13%
spect 160 23 21.85% 21.96% 18.68% 16.55% 34.43% 34.59% 31.97% 30.63%
bank 45,211 44 12.34% 12.32% 12.35% 12.31% 11.73% 11.71% 11.74% 11.70%
abalone 4,177 10 27.07% 27.09% 27.06% 27.04% 28.55% 28.54% 28.51% 28.53%
spambase 4,601 58 39.07% 39.04% 39.06% 39.06% 39.67% 39.63% 39.65% 39.64%
ecoli 336 8 7.65% 7.68% 7.07% 6.75% 5.43% 5.48% 4.77% 4.41%
absent 740 70 32.85% 33.02% 32.60% 32.52% 35.54% 35.68% 35.33% 35.14%
colon-cancer 62 2,000 12.82% 13.68% 6.09% 0.00% 30.67% 30.92% 29.63% 29.00%

Table 9: Mean in- and out-of-sample errors of privacy-preserving classifiers under different
mechanisms. Bold: best DP mechanism; Italics: second-best DP mechanism in the row.

their losses subject to pre-specified (ε, δ)-DP guarantees. Our numerical experiments demon-

strate that, compared to the minimum-variance Gaussian distribution that satisfies (ε, δ)-DP

(i.e., the analytic Gaussian mechanism), the mixtures of Gaussians achieve significantly lower

levels of expected losses in both high- and low-privacy settings and are near-optimal in low-

privacy regimes. We also showed that adopting our mechanisms in privacy-preserving ML may

yield better generalizations, with an experiment where we train a logistic classifier via the DP

proximal coordinate descent method.

There are several avenues for future research. Firstly, we did not optimize the mixture weights

in our distributions, and tuning them could offer further improvements in our mechanisms.

Similarly, all the distributions that comprise a mixture distribution share the same variance in

our work (i.e., identical σ). One can allow for varying the scale parameters σ that appear in

these mixtures. Our work considered scalar queries similar to the recent numerical-optimization

based approach Selvi et al. (2025), and extensions to multi-dimensional queries would increase

the applicability of our mechanisms.
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2.A Proofs for Section 2.2

2.A.1 The quasi-Gaussian mixture distribution is well-defined

To show that the density function (25) of the quasi-Gaussian mixture distribution is well-defined,

fix arbitrary σ > 0, and note that fq(x;σ) ≥ 0 for all x ∈ R since all terms in its definition are

nonnegative. Moreover, the density function integrates to 1 since∫ ∞

−∞
fq(x;σ)dx =

1

c

∫ ∞

−∞
eε exp

(
− x2

2σ2

)
+ exp

(
−(|x| −∆)2

2σ2

)
dx

=
eε

c

∫ ∞

−∞
exp

(
− x2

2σ2

)
dx+

2

c

∫ ∞

0
exp

(
−1

2

(
x−∆

σ

)2
)
dx

=
eε

c

√
2πσ +

2

c

∫ ∞

0
exp

(
−1

2

(
x−∆

σ

)2
)
dx

=
eε

c

√
2πσ +

2

c
σ

∫ ∞

−∆/σ
exp

(
−1

2
y2
)
dy

=
eε

c

√
2πσ +

2

c

√
2πσΦ

(
∆

σ

)
=

1

c

√
2πσ

(
eε + 2Φ

(
∆

σ

))
= 1.

The first equality follows from Definition 2, the second equality applies algebraic manipulations,

the third equality recognized the first integrand as a Gaussian density function, the fourth

equality applies variable change y = (x−∆)/σ, the fifth equality recognizes the integrand as a

Gaussian density function, and the final equations rearrange terms and substitute the definition

of c.

In Figure 10, we visualize the probability density function (25) of the quasi-Gaussian mixture

distribution for ε = 1.0 for smaller and larger values of σ.

2.A.2 The cumulative distribution function of the quasi-Gaussian mixture distri-

bution

For fixed ε,∆, σ > 0, the cumulative distribution function Fq(x̄;σ) of the quasi-Gaussian mixture

distribution is given by:

Fq(x̄;σ) =

∫ x̄

−∞
fq(x;σ)dx
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Figure 10: The probability density function (25) of the quasi-Gaussian mixture distribution for
ε = 1 where σ is set to 0.25 (left) and 1 (right).

=
1

c

∫ x̄

−∞
eε exp

(
− x2

2σ2

)
dx︸ ︷︷ ︸

(i)

+
1

c

∫ x̄

−∞
exp

(
−(|x| −∆)2

2σ2

)
dx︸ ︷︷ ︸

(ii)

Here, term (i) can be written in closed form:

1

c

∫ x̄

−∞
eε exp

(
− x2

2σ2

)
dx =

eε

c

√
2πσΦ

( x̄
σ

)
=

eεΦ
( x̄
σ

)
eε + 2Φ

(
∆

σ

) .
Term (ii) can be studied in two cases. For the first case, suppose x̄ < 0. We have

1

c

∫ x̄

−∞
exp

(
−(|x| −∆)2

2σ2

)
dx =

1

c

∫ x̄

−∞
exp

(
−(x+∆)2

2σ2

)
dx

=

√
2πσ

c
Φ

(
x̄+∆

σ

)
=

Φ

(
x̄+∆

σ

)
eε + 2Φ

(
∆

σ

) .
For the case x̄ ≥ 0, we can write term (ii) as

1

c

∫ x̄

−∞
exp

(
−(|x| −∆)2

2σ2

)
dx =

1

c

∫ 0

−∞
exp

(
−(x+∆)2

2σ2

)
dx+

1

c

∫ x̄

0
exp

(
−(x−∆)2

2σ2

)
dx

=

√
2πσ

c
Φ

(
∆

σ

)
+

1

c

∫ x̄

0
exp

(
−(x−∆)2

2σ2

)
dx
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=

√
2πσ

c
Φ

(
∆

σ

)
+

√
2πσ

c

(
Φ

(
x̄−∆

σ

)
− Φ

(
−∆

σ

))

=

Φ

(
∆

σ

)
+Φ

(
x̄−∆

σ

)
− Φ

(
−∆

σ

)
eε + 2Φ

(
∆

σ

) .

We thus have

Fq(x̄;σ) =



eεΦ
( x̄
σ

)
+Φ

(
x̄+∆

σ

)
eε + 2Φ

(
∆

σ

) if x̄ < 0

eεΦ
( x̄
σ

)
+Φ

(
x̄−∆

σ

)
+Φ

(
∆

σ

)
− Φ

(
−∆

σ

)
eε + 2Φ

(
∆

σ

) if x̄ ≥ 0.

2.A.3 Sampling from the quasi-Gaussian mixture distribution

Since the quasi-Gaussian is a mixture distribution, we decide which of the two distributions

to sample noise from via θ̃ ∼ Bernoulli(eε/(eε + 2Φ(∆/σ))). If θ̃ = 1, then we can sim-

ply sample noise from the zero-mean Gaussian distribution with standard deviation σ. If

θ̃ = 0, then we sample noise from the distribution with density ∝ exp(−(|x| − ∆)2)/(2σ2)).

This could be obtained by sampling from ∝ exp(−(z − ∆)2)/(2σ2)) · I[z ≥ 0], where I de-

notes the indicator function, and then flipping the sign of z with 1/2 probability. The den-

sity ∝ exp(−(z − ∆)2)/(2σ2)) · I[z ≥ 0] coincides with the truncated Gaussian distribution

with mean ∆ and standard deviation σ, whose inverse cumulative density function is given

by ∆ + σΦ−1(Φ(−∆/σ) + p · Φ(µ/σ)), p ∼ Uniform(0, 1). In summary, we can sample noise

from the quasi-Gaussian mechanism via Algorithm 8, where Uniform(0, 1) denotes the uniform

distribution supported on (0, 1), Bernoulli(1/2) denotes the Bernoulli distribution with success

probability 1/2, and N (0, σ) denotes the zero-mean Gaussian with standard deviation σ.
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Algorithm 8: Sampling noise from the quasi-Gaussian distribution.
Input: privacy parameter ε > 0, sensitivity ∆ > 0, variance parameter σ > 0
Output: a sample from the quasi-Gaussian distribution with density (25)
Sample θ ∼ Bernoulli(eε/(eε + 2Φ(∆/σ))
if θ = 1 then

Sample x ∼ N (0, σ)
else

Sample p ∼ Uniform(0, 1)
Set x = ∆+ σΦ−1(Φ(−∆/σ) + p · Φ(∆/σ))
Sample s ∼ Bernoulli(1/2)
if s = 1 then

Update x = −x
return x

2.A.4 Noise amplitude and power of the quasi-Gaussian mixture distributions

For the noise amplitude of the random variable X̃ with density fq(·;σ), we have:

EX̃ [|x|] =
eε

c

∫ ∞

−∞
|x| exp

(
− x2

2σ2

)
dx︸ ︷︷ ︸

(i)

+
1

c

∫ ∞

−∞
|x| exp

(
−(|x| −∆)2

2σ2

)
dx︸ ︷︷ ︸

(ii)

.

Term (i) satisfies: ∫ ∞

−∞
|x| exp

(
− x2

2σ2

)
dx = 2

∫ ∞

0
x exp

(
− x2

2σ2

)
dx = 2σ2.

Term (ii) satisfies: ∫ ∞

−∞
|x| exp

(
−(|x| −∆)2

2σ2

)
dx

=2

∫ ∞

0
x exp

(
−(x−∆)2

2σ2

)
dx

=2

∫ ∞

−∆/σ
(σu+∆) exp

(
−u

2

2

)
σdu

=2σ2
∫ ∞

−∆/σ
u exp

(
−u

2

2

)
du+ 2σ∆

∫ ∞

−∆/σ
exp

(
−u

2

2

)
du

=2σ2 exp

(
−∆2

2σ2

)
+ 2σ∆

√
2πΦ

(
∆

σ

)
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where the first equality exploits the symmetry of the absolute value, the second equality applies

variable change u = (x−∆)/σ, the third equality exploits the linearity of integrals and the final

equality recognizes exp(−u2/2) as the (unnormalized) standard Gaussian density. We conclude

EX̃ [|x|] =
eε

c
2σ2 +

1

c

(
2σ2 exp

(
−∆2

2σ2

)
+ 2σ∆

√
2πΦ

(
∆

σ

))

=

2σ2
(
eε + exp

(
−∆2

2σ2

))
+ 2σ∆

√
2πΦ

(
∆

σ

)
√
2πσ

(
eε + 2Φ

(
∆

σ

))

=

√
2/πσ

(
eε + exp

(
−∆2

2σ2

))
+ 2∆Φ

(
∆

σ

)
eε + 2Φ

(
∆

σ

) ,

where the first equality is derived above, the second equality rearranges terms, and the final

equality cancels the common terms from the numerator and the denominator.

For the noise power of the random variable X̃ with density fq(·;σ), we have:

EX̃ [x
2] =

eε

c

∫ ∞

−∞
x2 exp

(
− x2

2σ2

)
dx︸ ︷︷ ︸

(i)

+
1

c

∫ ∞

−∞
x2 exp

(
−(|x| −∆)2

2σ2

)
dx︸ ︷︷ ︸

(ii)

.

Term (i) satisfies ∫ ∞

−∞
x2 exp

(
− x2

2σ2

)
dx = σ3

√
2π

since we recognize exp(−x2/(2σ2)) as the (unnormalized) Gaussian density with variance σ2.

Term (ii) satisfies∫ ∞

−∞
x2 exp

(
−(|x| −∆)2

2σ2

)
dx

=2

∫ ∞

0
x2 exp

(
−(x−∆)2

2σ2

)
dx

=2σ

∫ ∞

−∆/σ
(σu+∆)2 exp

(
−u

2

2

)
du
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=2σ3
∫ ∞

−∆/σ
u2 exp

(
−u

2

2

)
du+ 2σ∆2

∫ ∞

−∆/σ
exp

(
−u

2

2

)
du︸ ︷︷ ︸

=
√
2πΦ(∆/σ)

+ 4σ2∆

∫ ∞

−∆/σ
u exp

(
−u

2

2

)
du︸ ︷︷ ︸

=exp(−(∆2/(2σ2)))

=2σ3
∫ ∞

−∆/σ
u2 exp

(
−u

2

2

)
du+ 2σ∆2

√
2πΦ

(
∆

σ

)
+ 4σ2∆exp

(
−∆2

2σ2

)
=2σ3

[
−u exp

(
−u

2

2

)]∞
−∆/σ

+ 2σ3
∫ ∞

−∆/σ
exp

(
−u

2

2

)
du︸ ︷︷ ︸

=
√
2πΦ(∆/σ)

+ 2σ∆2
√
2πΦ

(
∆

σ

)
+ 4σ2∆exp

(
−∆2

2σ2

)
=− 2σ2∆exp

(
−∆2

2σ2

)
+ 2σ3

√
2πΦ

(
∆

σ

)
+ 2σ∆2

√
2πΦ

(
∆

σ

)
+ 4σ2∆exp

(
−∆2

2σ2

)
=2σ2∆exp

(
−∆2

2σ2

)
+ 2σ

√
2πΦ

(
∆

σ

)(
σ2 +∆2

)
=2σ
√
2π

(
Φ

(
∆

σ

)(
σ2 +∆2

)
+

σ∆√
2π

exp

(
−∆2

2σ2

))
.

where the first equality exploits the symmetry of the square and absolute value functions, the

second equality uses the variable change u = (x−∆)/σ, the third equality breaks down the square

term into three components, exploits the linearity of integral, and recognizes exp(−u2/(2σ2)) as

the (unnormalized) Gaussian density with variance σ2, the fourth equality substitutes integrals

with their closed-form expressions except for the first integral, hence the fifth equality uses

integration by parts, the sixth equality writes the expression without an integral, and the final

equalities rearrange terms. We conclude:

EX̃ [x
2] =

eε

c
σ3
√
2π +

1

c

(
2σ
√
2π

(
Φ

(
∆

σ

)(
σ2 +∆2

)
+

σ∆√
2π

exp

(
−∆2

2σ2

)))

=

eεσ3
√
2π + 2σ

√
2π

(
Φ

(
∆

σ

)(
σ2 +∆2

)
+

σ∆√
2π

exp

(
−∆2

2σ2

))
√
2πσ

(
eε + 2Φ

(
∆

σ

))
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=

eεσ2 + 2

(
Φ

(
∆

σ

)(
σ2 +∆2

)
+

σ∆√
2π

exp

(
−∆2

2σ2

))
eε + 2Φ

(
∆

σ

) .

2.A.5 Proof of Theorem 3

We first introduce an intermediary result that will be used in the proof of Theorem 3.

Lemma 24. An additive noise with density f(x) satisfies (ε, δ)-DP if and only if it satisfies∫
x∈A

(eεf(x+ φ)− f(x))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F ,

or, alternatively, if and only if it satisfies∫
x∈A

(eεf(x)− f(x+ φ))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F .

Proof. An additive noise with density f(x) achieves (ε, δ)-DP if and only if it satisfies∫
x∈A

(eεf(x+ φ)− f(x))dx ≥ −δ ∀φ ∈ [−∆,∆], ∀A ∈ F

as per the definition. We can replace φ ∈ [−∆,∆] with φ ∈ [0,∆] without loss of generality

since: ∫
x∈A

(eεf(x+ φ)− f(x))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F

⇐⇒
∫
x∈A

(eεf(−x+ φ)− f(−x))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F

⇐⇒
∫
x∈A

(eεf(x− φ)− f(x))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F

⇐⇒
∫
x∈A

(eεf(x+ φ)− f(x))dx ≥ −δ ∀φ ∈ [−∆, 0], ∀A ∈ F ,

where the first equivalence follows from substituting x = −x as well as from the fact that

{A | A ∈ F} = {−A | A ∈ F}, the second equivalence uses the symmetry of f , and the final

equivalence substitutes φ = −φ. We thus obtained the first representation of the DP constraints

presented in the statement of this Lemma. Applying analogous steps to the DP definition∫
x∈A

(eεf(x)− f(x+ φ))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F
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concludes the proof.

Proof of Theorem 3. From Lemma 24 it suffices to show that∫
x∈A

(eεfq(x+ φ;σ)− fq(x;σ))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F

holds. To this end, in the rest of this proof, we will show that for an arbitrary φ ∈ [0,∆] and

A ∈ F , the desired inequality holds. We first break down the left-hand side of the inequality

into three cases by exploiting the linearity of integrals:∫
x∈A

(eεfq(x+ φ;σ)− fq(x;σ))dx

=

∫
x∈A:x<−∆−φ

(eεfq(x+ φ;σ)− fq(x;σ))dx + (30a)∫
x∈A∩[−∆−φ,∆−φ]

(eεfq(x+ φ;σ)− fq(x;σ))dx + (30b)∫
x∈A:x>∆−φ

(eεfq(x+ φ;σ)− fq(x;σ))dx. (30c)

To complete the proof, we show that the sum of (30a), (30b) and (30c) is greater than or equal

to −δ. The first terms are studied next:

(30a): For any x < 0, we have

∂

∂x
fq(x;σ) =

eε

c

(
−2x
2σ2

)
exp

(
− x2

2σ2

)
+

1

c

(
−2(x+∆)

2σ2

)
exp

(
−(x+∆)2

2σ2

)
where all terms are nonnegative as we have x < −∆−φ ≤ 0. This concludes that fq(x;σ)

is increasing in the region (−∞,−∆) and we thus have:

eεfq(x+ φ;σ)− fq(x;σ) ≥ fq(x+ φ;σ)− fq(x;σ) ≥ 0.

(30b): We have

eεfq(x+ φ;σ)− fq(x;σ) ≥ eεfq,min(σ)− fq(x;σ) ≥ fq,max(σ)− fq(x;σ) ≥ 0,

where the first inequality holds since x+φ ∈ [−∆,∆] and fq(· ;σ) is symmetric, the second

inequality holds since σ ≥ σ2 as specified in the statement of this theorem, and the final

inequality is due to x ≤ ∆− φ ≤ ∆.
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This concludes that (30a) + (30b) ≥ 0, and it will thus be sufficient to show (30c) ≥ −δ.

(30c): We have ∫
x∈A:x>∆−φ

(eεfq(x+ φ;σ)− fq(x;σ))dx = (30c)

≥
∫
x∈A:x>∆−φ

(eεfq(x+∆;σ)− fq(x;σ))dx

≥
∫
x∈A:x>∆−φ

(eεfq(x+∆;σ)− fq(x;σ))−dx

≥
∫
x≥0

(eεfq(x+∆;σ)− fq(x;σ))−dx (31)

where z− denotes the negative part of z, (i.e., z− = min{0, z}). Here, the first inequality

follows since, analogously to the case of (30a), d
dxfq(x;σ) is decreasing in region x ∈ (∆,∞)

and as a result fq(x + φ) ≥ fq(x + ∆) holds. The second and third inequalities follow

as any z ∈ R satisfies z ≥ z− and 0 ≥ z−, respectively. The domain {x : x ∈ R} of

integration in (31) can be replaced with {x : x > εσ2/∆} without loss of generality since

the term whose negative part is taken satisfies:

eεfq(x+∆)− fq(x;σ)

=
eε

c

[
exp

(
ε− (x+∆)2

2σ2

)
+ exp

(
− x2

2σ2

)
− exp

(
− x2

2σ2

)
− exp

(
−ε− (x−∆)2

2σ2

)]
=
eε

c

[
exp

(
ε− (x+∆)2

2σ2

)
− exp

(
−ε− (x−∆)2

2σ2

)]
,

which is nonnegative if and only if

ε− (x+∆)2

2σ2
≥ −ε− (x−∆)2

2σ2
⇐⇒ 2ε ≥ (x+∆)2 − (x−∆)2

2σ2
⇐⇒ x ≤ εσ2

∆
.

We can thus conclude:

(30c) ≥ (31) ≥
∫
x>εσ2/∆

(eεfq(x+∆;σ)− fq(x;σ))dx

=
1

c

∫ ∞

εσ2/∆
e2ε exp

(
−(x+∆)2

2σ2

)
− exp

(
−(x−∆)2

2σ2

)
dx

=
e2ε
√
2πσ

c
Φ

(
−εσ

∆
− ∆

σ

)
− 1

c

∫ ∞

εσ2/∆
exp

(
−(x−∆)2

2σ2

)
dx
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=
e2ε
√
2πσ

c
Φ

(
−εσ

∆
− ∆

σ

)
−
√
2πσ

c
Φ

(
−εσ

∆
+

∆

σ

)
=

1

eε + 2Φ

(
∆

σ

) (e2εΦ(−εσ
∆
− ∆

σ

)
− Φ

(
−εσ

∆
+

∆

σ

))

=
h1(σ)

h2(σ)/δ
≥ −δ.

Here, the first two inequalities were proved earlier, the four equalities that follow derive

the integral in closed form by recognizing the integrands as Gaussian density functions,

the final equality substitutes h1(σ) and h2(σ) as defined in (26b), and the final inequality

follows from σ ≥ σ1 where σ1 is defined in (26a). Note that while the final inequality is

straightforward for σ = σ1 by the definition of σ1, to have the same conclusion for any

σ ≥ σ1, we rely on Lemma 20.

We conclude the proof since the left-hand side of the DP constraints, that needs to be greater

than or equal to −δ, can be written as (30a) + (30b) + (30c), where (30a), (30b) ≥ 0 and

(30c) ≥ −δ. □

2.A.6 Proof of Lemma 20

To prove that the desired monotonicity, we investigate the derivative of the function of interest.

To this end, note that

d

dσ
h1(σ)

=e2ε
(
− ε

∆
+

∆

σ2

)
Φ′
(
−εσ

∆
− ∆

σ

)
−
(
− ε

∆
− ∆

σ2

)
Φ′
(
−εσ

∆
+

∆

σ

)
=
e2ε√
2π

(
− ε

∆
+

∆

σ2

)
exp

(
−1

2

(
εσ

∆
+

∆

σ

)2
)

+
1√
2π

(
ε

∆
+

∆

σ2

)
exp

(
−1

2

(
−εσ

∆
+

∆

σ

)2
)

=
2∆√
2πσ2

exp

(
−1

2

(
−εσ

∆
+

∆

σ

)2
)
,

where the first equality follows from the chain rule, the second equality uses the definition of the

Gaussian probability density function, and the final equality is by using the algebraic property
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(a+ b)2 = (a− b)2 + 4ab. Moreover, we have

d

dσ
h2(σ) = −2δ

∆

σ2
Φ′
(
∆

σ

)
= − 2∆√

2πσ2
δ exp

(
−1

2

(
∆

σ

)2
)

which concludes that

d

dσ
[h1(σ) + h2(σ)]

=
2∆√
2πσ2

exp

(
−1

2

(
−εσ

∆
+

∆

σ

)2
)
− 2∆√

2πσ2
δ exp

(
−1

2

(
∆

σ

)2
)

=
2∆√
2πσ2

exp

(
−1

2

(
∆

σ

)2
)(

exp

(
ε− 1

2

(εσ
∆

)2)
− δ
)
,

which is positive whenever ε− ε2σ2/(2∆2) > log δ which is equivalent to σ <
√
2(ε− log δ)∆/ε.

To conclude the function is nonnegative for σ ≥
√
2(ε− log δ)∆/ε, note that

h1(σ) + h2(σ) ≥h1(σ) + 2δ

≥− Φ

(
−εσ

∆
+

∆

σ

)
+ 2δ, (32)

where the first inequality holds since eε ≥ 1 and Φ(∆/σ) ≥ Φ(0) = 0.5 and the second inequality

follows from removing the positive part from the definition of h1(σ). The expression (32) is

trivially nonnegative for δ ≥ 0.5. To conclude the proof, we next show that (32) is nonnegative

for δ < 0.5. To this end, suppose δ < 0.5. Note that εσ/∆ −∆/σ is monotonically increasing

with respect to σ, so the fact that σ ≥
√
2(ε− log δ)∆/ε implies

εσ

∆
− ∆

σ
≥
√
2(ε− log δ)− ε√

2(ε− log δ)
=

ε− 2 log δ√
2(ε− log δ)

> 0. (33)

By using the substitution t = (ε− 2 log δ)/
√

2(ε− log δ), we can further bound (32) via

Φ

(
−εσ

∆
+

∆

σ

)
≤ Φ(−t) ≤ 1√

2πt
exp

(
−ε

2 − 4(ε− log δ) log δ

4(ε− log δ)

)
(34)

=
δ√
2πt

exp

(
− ε2

4(ε− log δ)

)
, (35)

where the first inequality is due to (33) and the second inequality is due to Mill’s inequality,
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asserting that for t > 0 we have Φ(−t) ≤ (1/
√
2πt) exp

(
−t2/2

)
. This allows us to conclude the

proof as:

(32) ≥ 2δ − δ√
2πt

exp

(
− ε2

4(ε− log δ)

)
≥ 2δ − 1√

π log 2
exp

(
− ε2

4(ε− log δ)

)
δ

≥ δ > 0.

Here the first inequality follows from (34), the second inequality follows from

t =
ε− 2 log δ√
2(ε− log δ)

≥ ε− log δ√
2(ε− log δ)

=

√
ε− log δ

2
≥
√

log 2

2
,

and the third inequality is due to the fact that 1/
√
π log 2 ≤ 1.

Finally, to conclude that eε + 2 ≥ δ−1 implies the function is nonnegative everywhere, we

investigate the limiting case where

lim
σ→0

h1(σ) = −1

and

lim
σ→0

h2(σ) = (eε + 2)δ,

hold, hence the function h1(σ)+h2(σ) ≥ (eε+2)δ− 1 ≥ 0 is nonnegative everywhere under this

condition.

2.A.7 Proof of Lemma 21

We first state the unabridged lemma here.

Lemma 21. For any σ > 0 let

x1 :=
∆−

√
∆2 − 4σ2

2
, x2 :=

∆ +
√
∆2 − 4σ2

2
, g(x) := −eε + ∆− x

x
exp

(
2x∆−∆2

2σ2

)
.

The following statements hold for minx∈[0,∆] fq(x;σ) and maxx∈[0,∆] fq(x;σ):

(i) If ∆2 ≤ 4σ2, then x = ∆ solves minx∈[0,∆] fq(x;σ). Moreover, fq(x;σ) is unimodal on
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the interval (0,∆/2) with a unique maximum. The maximizer of this unimodal region also

solves maxx∈[0,∆] fq(x;σ).

(ii) If ∆2 > 4σ2 and g(x2) ≤ 0, then x = ∆ solves minx∈[0,∆] fq(x;σ). Moreover, fq(x;σ) is

unimodal on the interval (0, x1) with a unique maximum. The maximizer of this unimodal

region also solves maxx∈[0,∆] fq(x;σ).

(iii) If ∆2 > 4σ2 and g(x2) > 0, then fq(x;σ) is unimodal on the interval (∆/2, x2) with

a unique minimum. Either x = ∆ or the minimizer of this unimodal region solves

minx∈[0,∆] fq(x;σ). Moreover, fq(x;σ) is unimodal on the interval (0, x1) with a unique

maximum. The maximizer of this unimodal region also solves maxx∈[0,∆] fq(x;σ).

Since this lemma explores the minimizer and maximizer of fq(x;σ) over a nonnegative in-

terval x ∈ [0,∆], we can rewrite it without an absolute value as

fq(x;σ) =
eε

c
exp

(
− x2

2σ2

)
+

1

c
exp

(
−(x−∆)2

2σ2

)
, (36)

and its derivative as

∂

∂x
fq(x;σ) =

eε

c

(
− x

σ2

)
exp

(
− x2

2σ2

)
+

1

c

(
−x−∆

σ2

)
exp

(
−(x−∆)2

2σ2

)
=

1

cσ2
exp

(
− x2

2σ2

)[
−eεx+ (∆− x) exp

(
2x∆−∆2

2σ2

)]
, (37)

where the first equality follows from the chain rule and the second equality rearranges terms.

We now state and prove an intermediary lemma that will be used in the proof of Lemma 21.

Lemma 25. For any x ∈ [0,∆/2), we have fq(x;σ) > fq(∆− x;σ).

Proof. We can use (36) and show

fq(x;σ)− fq(∆− x;σ) =
eε − 1

c

(
exp

(
− x2

2σ2

)
− exp

(
−(x−∆)2

2σ2

))
.

For x ∈ [0,∆/2), we have (x − ∆)2 > x2, which implies exp(− x2

2σ2 ) > exp(− (x−∆)2

2σ2 ) and as a

result concludes that the expression above is positive.

We can now prove the unabridged version of Lemma 21.

Proof of Lemma 21. Since we fix σ > 0, we will use the shorthand fq(x) and f ′q(x) for

fq(x;σ) and ∂fq(x;σ)/∂x, respectively. We will study the sign of the derivative (37) over [0,∆]
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in order to conclude the proof. To this end, we first plug in x ∈ {0,∆/2,∆} in (37) and note:

f ′q(0) > 0, f ′q(∆/2) < 0, f ′q(∆) < 0. (38)

From the continuity of f ′q, there exists some small enough constant ξ > 0 such that f ′q(x) > 0

for all x ∈ [0, ξ]. For x ∈ [ξ,∆], we can thus multiply the expression (37) by x/x and obtain:

f ′q(x) =
x

cσ2
exp

(
− x2

2σ2

)
︸ ︷︷ ︸

=:g+(x)

[
−eε + ∆− x

x
exp

(
2x∆−∆2

2σ2

)]
︸ ︷︷ ︸

=:g(x)

.

Here, we have g+(x) > 0 for all x ∈ [0, ξ]. Thus, the sign of f ′q(x) coincides the sign of g(x) in

the region x ∈ [ξ,∆]. Then, (38) implies that:

g(ξ) > 0, g(∆/2) < 0, g(∆) < 0. (39)

In order to explore the sign of g(x), we further compute its derivative

d

dx
g(x) =: g′(x) = exp

(
2x∆−∆2

2σ2

)(
∆− x
x
· ∆
σ2
− ∆

x2

)
=

∆

σ2x2
exp

(
2x∆−∆2

2σ2

)
︸ ︷︷ ︸

=:g′1(x)

(
x(∆− x)− σ2

)︸ ︷︷ ︸
=:g′2(x)

,

where the first equality follows from the chain rule and the second equality rearranges terms.

Since g′1(x) > 0 for all x ∈ [ξ,∆], we investigate the sign of g′2(x) by investigating three cases.

Case 1 (∆2 ≤ 4σ2): Since x(∆− x) ≤ ∆2/4 for all x ∈ R, this case implies that g′2(x) ≤ 0

for all x ∈ [ξ,∆], and allows us to conclude that g is monotonically decreasing for x ∈ [ξ,∆].

Such monotonicity implies in (39) that there exists some x0 ∈ (ξ,∆/2) satisfying g(x) > 0 for

all x ∈ (ξ, x0) and g(x) < 0 for all x ∈ (x0,∆]. Thus, f ′q is positive on [0, x0) and negative

on (x0,∆], hence x0 is the maximizer of fq and the minimizer is at the extreme point. From

Lemma 25 we can conclude that ∆ is the minimizer. This discussion also shows that fq(x) is

unimodal on (0,∆/2). We thus proved item (i) of this lemma.

Case 2 (∆2 > 4σ2): Since g′(x) = 0 if and only if g′2(x) = 0, and since g′2(x) is a quadratic
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function, we can solve g′(x) = 0 and obtain two roots

x1 =
∆−

√
∆2 − 4σ2

2
, x2 =

∆+
√
∆2 − 4σ2

2
. (40)

These roots, along with the fact that g′(ξ) < 0 and g′(∆/2) > 0 imply that g(x) is decreasing

in x ∈ [ξ, x1] and increasing in x ∈ [x1, x2]. This monotonicity implies

g(x1) < g(∆/2) < 0, (41)

since ∆/2 ∈ (x1, x2) and g(∆/2) < 0.

Thus far we discussed that g(ξ) > 0 (cf. equation 39), g(x1) < 0 (cf. equation 41) and

g′(x) < 0 in (ξ, x1) (cf. equation 40). This concludes that there exists some ymax ∈ (ξ, x1) such

that g(x) > 0 for x ∈ (ξ, ymax) and g(x) < 0 for x ∈ (ymax, x1), and f ′q(x) exhibits a similar

pattern as its sign coincides with the sign of g(x). This shows that fq(x) is unimodal in the

region (0, x1) and has a local maximizer ymax. To investigate the behavior of fq(x) in the region

[x1,∆], we further focus on two cases:

• Suppose that we have g(x2) ≤ 0. Given that g(x) is increasing in [x1, x2], this implies

that g(x) ≤ 0 for all x ∈ [x1, x2]. Furthermore, since we have no roots in (x2,∆], the fact

that g(∆) < 0 implies that g(x) ≤ 0 for all x ∈ (x2,∆]. Hence, f ′q(x) ≤ 0 holds for all

x ∈ [x1,∆], which implies that the function fq(x) is decreasing in [x1,∆]. We can conclude

that fq(x) achieves minimum at the extreme point ∆ since fq(∆) < fq(0) (cf. Lemma 25),

and a maximum at ymax ∈ (0, x1). We thus proved item (ii) of this lemma.

• Suppose now that g(x2) > 0. We investigate the behavior of the function in four regions:

R1 = [0, x1], R2 = [x1,∆/2], R3 = [∆/2, x2], R4 = [x2,∆]. Note that Lemma 25 implies

that the maximizer must lie in [0,∆/2) = R1∪R2 and the minimizer in [∆/2,∆] = R3∪R4.

We already discussed that fq(x) is unimodal on R1 with a maximizer ymax ∈ (ξ, x1) for

an arbitrarily small ξ > 0. We can discard R2 since we also discussed that g(x) < 0 for

x ∈ R2 (i.e., the function fq(x) is decreasing in R2). Since g(∆/2) < 0, g(x2) > 0, and

g′(x) > 0, x ∈ R3 simultaneously hold, there exists a local minimum ymin ∈ (∆/2, x2) in

R3. Analogously, for R4, we have g(x2) > 0 and g(∆) < 0, and since there is no root of

g′(x) = 0 in (x2,∆), the function g(x) is decreasing in R4. This allows us to conclude

that there exists a local maximizer of fq(x) in R4, but we can ignore this as we only seek

minimizers in this region. In this case, the minimizer of R4 is one of the extreme points (x2
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or ∆), but since we already found a local minimum in R3, the only candidate minimizer

for fq(x) is ∆. We thus proved item (iii) of this lemma.

Since we proved each of the three items in the statement of this lemma, we conclude the proof.

□

2.A.8 Proof of Lemma 22

Let fq,max(σ) = maxx∈[0,∆] fq(x;σ) and fq,min(σ) = minx∈[0,∆] fq(x;σ). We consider the three

cases studied in Lemma 21 and show that fq,max(σ)/fq,min(σ) is decreasing in each of these

cases.

For the first case, suppose ∆2 ≤ 4σ2. In this case, Lemma 21 implies:

fq,min(σ) = fq(∆;σ) =
1

c
eε exp

(
−∆2

2σ2

)
. (42)

Its derivative satisfies:

d

dσ
fq,min(σ) =

1

c
eε
∆2

σ3
exp

(
−∆2

2σ2

)
. (43)

Moreover, for xmax ∈ (0,∆/2) being the solution that satisfies fq,max(σ) = fq(xmax;σ), we

have

∂

∂x

∣∣∣
x=xmax

fq(x;σ) =
eε

c

(
−xmax

σ2

)
exp

(
−x

2
max

2σ2

)
+

1

c

(
−xmax −∆

σ2

)
exp

(
−(xmax −∆)2

2σ2

)
= 0

=⇒ −eεxmax exp

(
−x

2
max

2σ2

)
+ (∆− xmax) exp

(
−(xmax −∆)2

2σ2

)
= 0

=⇒ eε
xmax

∆− xmax
exp

(
−x

2
max

2σ2

)
= exp

(
−(xmax −∆)2

2σ2

)
,

where the first equality follows from the definition of the partial derivative of fq(x;σ) in x

as derived in Section 2.A.7 (which is equal to 0; cf. Lemma 21), the implication that follows

multiplies the expression by the positive quantity cσ2, and the final implication divides the

expression by the positive quantity ∆ − xmax. The final equality can be substituted in the

definition of fq(xmax;σ) to conclude:

fq(xmax;σ) =
eε

c
exp

(
−x

2
max

2σ2

)
+

1

c
exp

(
−(xmax −∆)2

2σ2

)
,

=
1

c
eε

∆

∆− xmax
exp

(
−x

2
max

2σ2

)
. (44)
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Note that xmax is a function of σ since it is the solution that maximizes fq(x;σ) on (0,∆/2).

However, it can be treated as constant when computing the derivative of fq(xmax;σ) in σ, since

xmax is a local minimum. To better reflect this, use a generic x(σ) instead of xmax, we can use

the chain rule and show:

d

dσ
fq(x(σ);σ) =

∂

∂x
fq(x;σ)︸ ︷︷ ︸

=0 when x(σ)=xmax

· d
dσ
x(σ) +

∂

∂σ′
fq(x(σ);σ

′),

and evaluating this derivative at x(σ) = xmax gives us

d

dσ

∣∣∣
x(σ)=xmax

fq(x(σ);σ) =
∂

∂σ
fq(xmax;σ),

that is, xmax can be treated as a constant. We thus have:

d

dσ
fq,max(σ) =

∂

∂σ
fq(xmax;σ) =

1

c
eε

∆

∆− xmax

x2max

σ3
exp

(
−x

2
max

2σ2

)
. (45)

We will conclude the desired result for this case if we can show(
fq,max(σ)

fq,min(σ)

)′
≤ 0. (46)

We have (
fq,max(σ)

fq,min(σ)

)′
∝ f ′q,max(σ)fq,min(σ)− f ′q,min(σ)fq,max(σ)

=

[
1

c
eε

∆

∆− xmax

x2max

σ3
exp

(
−x

2
max

2σ2

)
· 1
c
eε exp

(
−∆2

2σ2

)]
−[

1

c
eε
∆2

σ3
exp

(
−∆2

2σ2

)
· 1
c
eε

∆

∆− xmax
exp

(
−x

2
max

2σ2

)]
∝ ∆

∆− xmax
exp

(
−∆2

2σ2

)
exp

(
−x

2
max

2σ2

)[
x2max

σ3
− ∆2

σ3

]
∝x

2
max

σ3
− ∆2

σ3
≤ 0.

Here, the first step uses the quotient rule and ignores the positive quantity fq,min(σ)
−2, the

second step uses equations (42), (43), (44) and (45), the third step ignores the positive term

(eε/c)2, the fourth step ignores the exponential terms (as they are positive) as well as ∆/(∆−
xmax) (since xmax ∈ (0,∆/2)), and the final inequality follows from xmax ∈ (0,∆/2).
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For the second case, suppose ∆2 > 4σ2 and g(x2) ≤ 0 where x2 and g are defined as in

Lemma 21. Similarly to the first case the minimizer of fq(x;σ) over [0,∆] (for fixed σ) is x = ∆.

The maximizer is the local maximizer in the unimodal region (0, x1), which is a smaller region

than the one in the first case (x1 ≤ ∆/2), hence the above analysis applies analogously here.

For the third case, suppose ∆2 > 4σ2 and g(x2) > 0 where x2 and g are defined as in

Lemma 21. Let xmax be the solution that satisfies fq,max(σ) = fq(xmax;σ), and xmin be the

solution that satisfies fq,min(σ) = fq(xmin;σ). From Lemma 21 it follows that xmax is the local

maximum of fq(x;σ) over the unimodal region x ∈ (0, x1) for x1 as defined in Lemma 21. On the

other hand, xmin is either equal to ∆, or it is the local minimum of fq(x;σ) over the unimodal

region x ∈ (∆/2, x2) for x2 as defined in Lemma 21. If xmin = ∆, the proof follows analogously

as in the first two cases. Hence, for the rest of the proof, we assume without loss of generality

that:

(i) xmin is the local minimum of fq(x;σ) over the unimodal region x ∈ (∆/2, x2) for x2 =

∆/2 +
√
∆2 − 4σ2/2;

(ii) xmax is the local maximum of fq(x;σ) over the unimodal region x ∈ (0, x1) for x1 =

∆/2−
√
∆2 − 4σ2/2.

Since fq,max(σ) and fq,min(σ) are positive functions, a sufficient condition for fq,max(σ)/fq,min(σ)

being decreasing in σ is log(fq,max(σ)/fq,min(σ)) being decreasing in σ. We have:

d

dσ
log

(
fq,max(σ)

fq,min(σ)

)
=

d

dσ
[log(fq,max(σ))− log(fq,min(σ))]

=
f ′q,max(σ)

fq,max(σ)︸ ︷︷ ︸
(i)

−
f ′q,min(σ)

fq,min(σ)︸ ︷︷ ︸
(ii)

.

We will thus show that (i) ≤ (ii) and conclude the desired result. From (45) and (44), we have:

f ′q,max(σ)

fq,max(σ)
=

1

c
eε

∆

∆− xmax

x2max

σ3
exp

(
−x2max

2σ2

)
1

c
eε

∆

∆− xmax
exp

(
−x2max

2σ2

) =
x2max

σ3
.

With analogous calculations, we have:

f ′q,min(σ)

fq,min(σ)
=
x2min

σ3
.
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Since xmin ∈ (∆/2,∆/2 +
√
∆2 − 4σ2/2) and xmax ∈ (0,∆/2−

√
∆2 − 4σ2/2), we always have

xmax < xmin, hence (i) ≤ (ii).

We conclude the proof of monotonicity since we showed that, regardless of the case, the

derivative of fq,max(σ)/fq,min(σ) is negative. We can ignore the end-points of the cases since all

the functions and their derivatives investigated in this proof are continuous in.

Finally, to see that the function of interest is upper bounded by eε at σ =
√

∆2/(2ε), note

that

max
x∈[0,∆]

fq(x;σ) ≤
1√
2πσ

max

{
max
x∈[0,∆]

exp

(
− x2

2σ2

)
, max
x∈[0,∆]

exp

(
−(|x| −∆)2

2σ2

)}
=

1√
2πσ

max

{
exp

(
− 0

2σ2

)
, exp

(
− 0

2σ2

)}
=

1√
2πσ

where the inequality holds since fq(·;σ) is the convex combination of two distributions, hence the

maximum of fq(·;σ) is upper bounded by one of the maxima of each of these two distributions,

the first equality holds by solving the inner max-problems, and the second equality holds by

noting that both inner max problems have the same optimal value. Analogously, we can show

min
x∈[0,∆]

fq(x;σ) ≥
1√
2πσ

min

{
min
x∈[0,∆]

exp

(
− x2

2σ2

)
, min
x∈[0,∆]

exp

(
−(|x| −∆)2

2σ2

)}
=

1√
2πσ

min

{
exp

(
−∆2

2σ2

)
, exp

(
−∆2

2σ2

)}
=

1√
2πσ

exp

(
−∆2

2σ2

)
.

We thus have

max
x∈[0,∆]

fq(x;σ)

min
x∈[0,∆]

fq(x;σ)
≤

1√
2πσ

1√
2πσ

exp

(
−∆2

2σ2

)
= exp

(
∆2

2σ2

)

and plugging in σ =
√
∆2/(2ε) sets the above quantity to eε.
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2.A.9 Plots for Section 2.2

We visualize the monotonicity of the constraint of σ1 in (26a), as discussed in Lemma 20. We

visualize a case where ∆ = 1, and plot two cases: the left plot uses (ε, δ) = (1, 0.1) and the

right plot uses (ε, δ) = (1, 0.25). In the first plot, we observe that the function of interest is

monotonically increasing on (0
√

2(ε− log δ)∆/ε) and is nonnegative beyond this region. The

point where the function hits 0 is also visualized as σ1. In the second case, we have eε+2 ≥ δ−1,

and thus the function is nonnegative (hence σ1 = 0).

Figure 11: The constraint of (26a) as a function of σ under ∆ = 1, (ε, δ) = (1, 0.1) (left) and
(ε, δ) = (1, 0.25) (right).

Finally, in Figure 12, we visualize Lemmas 21 and (22) that are used in finding σ2 in (27a),

for an instance with ∆ = 1 and ε = 1. The left figure plots fq(x;σ) on x ∈ [0,∆] for fixed σ = 0.2

and marks the maximizer and minimizer of this function over this range. We can observe what

Lemma 21 proves: the maximizer xmax is the local maximum of the function on the unimodal

region (0, x1), and the minimizer xmin is the local minimum of the function on the unimodal

region (∆/2, x2). The term fq(xmax;σ)/fq(xmin;σ) − eε, as a function of σ, is monotonically

decreasing as proved in Lemma (22), which is displayed in the right figure.

2.A.10 Proof of Theorem 4

For the correctness of the algorithm, note that the σ1 computed coincides with the σ1 in The-

orem 3, which is found via a bisection search method due to the monotonicity presented in

Lemma 20. This lemma also gives an upper bound for σ as beyond this upper bound the func-

tion is nonnegative, and Algorithm 4 accordingly restricts the search to a bounded region. Note

that the if condition in this algorithm also ensures that we apply the bisection search method
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Figure 12: (Left) The density fq(x;σ) on x ∈ [0,∆] for ∆ = 1, ε = 1, and σ = 0.2. The notation
x1, x2, xmax and xmin comes from Algorithm 5. (Right) The term fq(xmax;σ)/fq(xmin;σ) − eε
displayed as a function of σ where ∆ = 1 and ε = 1. The point that sets this expression to 0 is
the σ2 of (27a).

only in the case if the function is not nonnegative everywhere, as presented by Lemma 20. The

σ2 computed in this algorithm, similarly, coincides with σ2 of Theorem 3. This value can be

found via a bisection search restricted to (0,
√

∆2/(2ε)) due to Lemma 22. Each evaluation of

the bisection search relies on Lemma 21 where the if-else if-else condition shows the cases pre-

sented in this lemma (the cases are elaborated in the unabridged version of the lemma). Finally,

Algorithm 4 returns σ as the maximum of σ1 and σ2, and therefore from Theorem 3 we conclude

the feasibility of the returned value.

For the runtime complexity, first note that we treat the tolerances in the bisection and golden-

section search methods as constants. Note that one needs to be careful in implementation since

numerically the tolerances should be reflected in the presentation of δ to ensure feasibility.

Now, note that Algorithm 4 has two bisection search methods implemented. The first one has

a search radius of
√

2(ε− log δ)∆/ε and the evaluation of ψ1 is constant assuming computation

of Φ(·) is constant. The complexity of the first bisection search is thus:

O
(
log(

√
2(ε− log δ)∆/ε)

)
= O (log(ε− log δ)) +O(log∆)−O(log ε)

= O
(
log

(
ε− log δ

ε

))
+O(log∆)

= O
(
log

(
− log δ

ε

))
+O(log∆).

On the other hand, the second bisection search has a radius of
√
∆2/(2ε) where each iteration
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relies on Algorithm 5 which, in the worst case, calls a golden-section search method whose

search region is a subset of (0,∆). The computation of fq(x;σ) during the golden-section search

evaluations is constant, hence the golden section has complexity O(log∆). The complexity of

the bisection search is overall:

O

(
log∆ ·

√
∆2

2ε

)
= O

(
∆ log∆

ε

)
.

The sum of the complexities of both bisection search methods concludes the complexity presented

in the statement of this theorem.

2.B Proofs for Section 2.3

2.B.1 The multi-Gaussian mixture distribution is well-defined

To show that the density function (28) of the multi-Gaussian mixture distribution is well-defined,

fix arbitrary σ > 0 and k ∈ N, and note that fm(x;σ,K) ≥ 0 for all x ∈ R since all terms in

its definition are nonnegative. Moreover, observe that the density function integrates to 1 since

each ϕ-term is the unnormalized Gaussian density function where only the mean varies, that is,∫ ∞

−∞
ϕ(x; k∆, σ)dx =

√
2πσ,

hence by the linearity of integrals, the density (28) integrates to 1. We can also simply represent

the cumulative distribution function Fm(x̄;σ) via Gaussian cumulative distribution functions:

Fm(x̄;σ) =
1

cK

K∑
k=−K

e−|k|ε
∫ x̄

−∞
ϕ(x; k∆, σ)dx

=
1

cK

K∑
k=−K

e−|k|ε√2πσΦ
(
x̄− k∆
σ

)

=
1

√
2πσ

∑K
k=−K e

−|k|ε

K∑
k=−K

e−|k|ε√2πσΦ
(
x̄− k∆
σ

)

=
1∑K

k=−K e
−|k|ε

K∑
k=−K

e−|k|εΦ

(
x̄− k∆
σ

)
,

where the first equality exploits the linearity of integrals, the second equality replaces the

integral via a closed-form term using the Gaussian cumulative distribution, the third equality
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Figure 13: The probability density function (28) of the multi-Gaussian mixture distribution for
ε = 1 and σ = 0.25 where K is set to 1 (left) and 3 (right).

substitutes the definition of cK , and the final equality cancels the
√
2πσ terms.

Figure 13 visualizes the probability density function (28) of the multi-Gaussian mixture

distribution for ε = 1.0 and σ = 0.25 for K = 1 and K. = 3. For a better intuition, one can

rewrite (28) as:

fm(x;σ,K) =
1

cK

[
ϕ(x; 0, σ) +

K∑
k=1

e−kε (ϕ(x; k∆, σ) + ϕ(x;−k∆, σ))

]
.

Note that sampling from this distribution is straightforward since for k ∈ {−K, . . . ,K}, we

sample from the k∆-mean Gaussian distribution with standard deviation σ with probability

e−|k|ε/
∑K

k=−K e
−|k|ε.

2.B.2 Noise amplitude and power of the multi-Gaussian mixture distributions

For the noise amplitude of the random variable X̃ with density fm(·;σ,K), we have:

EX̃ [|x|] =
1

cK

K∑
k=−K

e−|k|ε
∫ ∞

−∞
|x|ϕ(x; k∆, σ)dx.

The integral can be written as∫ ∞

−∞
|x| exp

(
−(x− k∆)2

2σ2

)
dx

=

∫ ∞

−∞
|y + k∆| exp

(
− y2

2σ2

)
dy
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=−
∫ −k∆

−∞
(y + k∆) exp

(
− y2

2σ2

)
dy +

∫ ∞

−k∆
(y + k∆) exp

(
− y2

2σ2

)
dy

=−
∫ −k∆

−∞
y exp

(
− y2

2σ2

)
dy − k∆

∫ −k∆

−∞
exp

(
− y2

2σ2

)
dy

+

∫ ∞

−k∆
y exp

(
− y2

2σ2

)
dy + k∆

∫ ∞

−k∆
exp

(
− y2

2σ2

)
dy

=−
∫ −k∆

−∞
y exp

(
− y2

2σ2

)
dy +

∫ ∞

−k∆
y exp

(
− y2

2σ2

)
dy + k∆

√
2πσ

(
Φ

(
k∆

σ

)
− Φ

(
−k∆
σ

))
=

∫ ∞

−∞
y exp

(
− y2

2σ2

)
dy − 2

∫ −k∆

−∞
y exp

(
− y2

2σ2

)
dy + k∆

√
2πσ

(
Φ

(
k∆

σ

)
− Φ

(
−k∆
σ

))
=− 2

∫ −k∆

−∞
y exp

(
− y2

2σ2

)
dy + k∆

√
2πσ

(
Φ

(
k∆

σ

)
− Φ

(
−k∆
σ

))
=− 2

[
−σ2 exp

(
− y2

2σ2

)]−k∆
y=−∞

+ k∆
√
2πσ

(
Φ

(
k∆

σ

)
− Φ

(
−k∆
σ

))
=2σ2 exp

(
−k

2∆2

2σ2

)
+ k∆

√
2πσ

(
1− 2Φ

(
−k∆
σ

))
.

Here, the first equality is due to variable change, the second equality partitions the integral

region into two regions, the third equality exploits the linearity of integrals, the fourth equality

replaces the Gaussian density integrals with their closed form representation, the fifth equality

breaks down its second integral (from −k∆ to ∞) as the subtraction of two integrals (from −∞
to∞ and from −∞ to −k∆), the sixth equality notes that the first integral is the expected value

of a 0-mean Gaussian, and the following two equalities compute the definite integral. Hence, we

have

EX̃ [|x|] =
1

cK

K∑
k=−K

e−|k|ε
[
2σ2 exp

(
−k

2∆2

2σ2

)
+ k∆

√
2πσ

(
1− 2Φ

(
−k∆
σ

))]
.

For the noise power of the random variable X̃ with density fm(·;σ,K), we similarly have:

EX̃ [x
2] =

1

cK

K∑
k=−K

e−|k|ε
∫ ∞

−∞
x2ϕ(x; k∆, σ)dx.

The integral can be written as∫ ∞

−∞
x2 exp

(
−(x− k∆)2

2σ2

)
dx
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=

∫ ∞

−∞
(y + k∆)2 exp

(
− y2

2σ2

)
dy

=

∫ ∞

−∞
y2 exp

(
− y2

2σ2

)
dy︸ ︷︷ ︸

=
√
2πσ3

+k2∆2

∫ ∞

−∞
exp

(
− y2

2σ2

)
dy︸ ︷︷ ︸

=
√
2πσ

+2k∆

∫ ∞

−∞
y exp

(
− y2

2σ2

)
dy︸ ︷︷ ︸

=0

=
√
2πσ3 + k2∆2

√
2πσ

where the first equality is due to variable change, the second equality expands the squared term,

and the final equality uses the fact that exp(−y2/2σ2) is the (unnormalized) density function of

a Gaussian distribution with 0 mean and σ2 variance. This concludes that:

EX̃ [x
2] =

1

cK

K∑
k=−K

e−|k|ε(
√
2πσ3 + k2∆2

√
2πσ)

=
1∑K

k=−K e
−|k|ε

K∑
k=−K

e−|k|ε(σ2 + k2∆2).

2.B.3 Proof of Theorem 5

We first state and prove an intermediary result.

Lemma 26. For a multi-Gaussian mixture distribution with parameters φ,∆, σ > 0 and K ∈ N,

and for any 0 ≤ φ1 ≤ φ2 ≤ ∆, we have:∫ ∞

−∞
|fm(x+ φ1;σ,K)− fm(x+ φ2;σ,K)|dx ≤

√
2/π

σ
(φ2 − φ1).

Proof. Since σ > 0 and K ∈ N are fixed, we denote by f ′m(x;σ,K) the derivative of fm in x. By

using this notation, the left-hand side of the inequality in the statement can be upper bounded

by ∫ ∞

−∞
|fm(x+ φ1;σ,K)− fm(x+ φ2;σ,K)|dx =

∫ ∞

−∞

∣∣∣∣∫ φ2

φ1

f ′m(x+ φ;σ,K)dφ

∣∣∣∣ dx
≤
∫ ∞

−∞

∫ φ2

φ1

∣∣f ′m(x+ φ;σ,K)
∣∣dφ dx

=

∫ φ2

φ1

∫ ∞

−∞

∣∣f ′m(x+ φ;σ,K)
∣∣dx︸ ︷︷ ︸

(i)

dφ,
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where the first equality follows from the fundamental theorem of calculus, the inequality follows

from the triangle inequality of the absolute value, and the final equality changes the order of

integrals via Fubini’s theorem. Finally, term (i) satisfies

(i) =

∫ ∞

−∞

∣∣f ′m(x;σ,K)
∣∣ dx

≤ 1

cK

K∑
k=−K

e−|k|ε
∫ ∞

−∞

∣∣∣∣ ∂∂x exp

(
−(x− k∆)2

2σ2

)∣∣∣∣ dx
=

1

cK

K∑
k=−K

e−|k|ε
∫ ∞

−∞

|x− k∆|
σ2

exp

(
−(x− k∆)2

2σ2

)
dx

=
1

cK

K∑
k=−K

e−|k|ε
∫ ∞

−∞

|y|
σ2

exp

(
− y2

2σ2

)
dy

=
2

√
2πσ

∑K
k=−K e

−|k|ε

K∑
k=−K

e−|k|ε =

√
2/π

σ
,

where the first equality follows from variable change x = x+φ, the inequality uses the definition

of fm(x;σ,K) and exploits the triangle inequality of the absolute value, the second equality

explicitly writes the derivative term, the third equality follows from variable change y = x−k∆,

the fourth equality explicitly writes the expression for cK as well as notes that the integral

computes the expected absolute value of a random variable that follows a Gaussian distribution

with 0 mean and σ2 variance (cf. term (i) of Appendix 2.A.4), and the final equality cancels

common terms. Using this upper bound for (i) back allows us to conclude

∫ φ2

φ1

∫ ∞

−∞

∣∣f ′m(x+ φ;σ,K)
∣∣dx dφ ≤

∫ φ2

φ1

√
2/π

σ
dφ =

√
2/π

σ
(φ2 − φ1)

which coincides with the right-hand side presented in the lemma.

We can now prove Theorem 5.

Proof of Theorem 5. Given η ∈ (0, 1) fix any β ≤
√
2πησδ, and assume the condition in the

statement of this theorem holds:∫ ∞

−∞
min{eεfm(x;σ,K)− fm(x+ φ;σ,K), 0}dx+ (1− η)δ ≥ 0 ∀φ ∈ {0, β, 2β, . . . ,∆}. (47)

To show the desired result, we should show that this condition guarantees the following definition
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of (ε, δ)-DP (cf. Lemma 24):∫
x∈A

(eεfm(x;σ,K)− fm(x+ φ;σ,K))dx ≥ −δ ∀φ ∈ [0,∆], ∀A ∈ F

⇐⇒ inf
A∈F

{∫
x∈A

(eεfm(x;σ,K)− fm(x+ φ;σ,K))dx

}
≥ −δ ∀φ ∈ [0,∆]

⇐⇒
∫ ∞

−∞
min{eεfm(x;σ,K)− fm(x+ φ;σ,K), 0}dx ≥ −δ ∀φ ∈ [0,∆]. (48)

Here, the first equivalence follows from taking the infimum of the left hand side over A ∈ F ,

and the second equivalence follows since the worst-case event A does not include points x with

eεfm(x;σ,K)− fm(x+ φ;σ,K)) > 0. We will show (47) =⇒ (48).

Fix an arbitrary φ ∈ [0,∆], let k′ ∈ N be the index that satisfies |φ− k′β| ≤ β/2, and note

that the left-hand side of (48) satisfies:∫ ∞

−∞
min{(eεfm(x;σ,K)− fm(x+ φ;σ,K)), 0}dx

≥
∫ ∞

−∞
min{fm(x;σ,K)− fm(x+ φ;σ,K), 0}dx

=

∫ ∞

−∞
min{(fm(x;σ,K)− fm(x+ k′β;σ,K))− (fm(x+ φ;σ,K)− fm(x+ k′β;σ,K)), 0}dx

≥
∫ ∞

−∞
min{fm(x;σ,K)− fm(x+ k′β;σ,K), 0} − |fm(x+ φ;σ,K)− fm(x+ k′β;σ,K)|dx

=

∫ ∞

−∞
min{fm(x;σ,K)− fm(x+ k′β;σ,K), 0}dx︸ ︷︷ ︸

(i)

−
∫ ∞

−∞
|fm(x+ φ;σ,K)− fm(x+ k′β;σ,K)|dx︸ ︷︷ ︸

(ii)

.

Here, the first inequality follows from eε ≥ 1, the equality that follows adds and subtracts the

common term fm(x + k′β;σ,K) in the min-term, the second inequality is due to the fact that

for any a, b ∈ R we have min{a − b, 0} ≥ min{a, 0} − |b|, and the final equality exploits the

linearity of integrals. To conclude this proof, we will now show that (i)− (ii) ≥ −δ.
The fact that φ ∈ [0,∆] implies that k′β ∈ {0, β, 2β, . . . ,∆}, hence from (47) we have:

(i) ≥ −(1− η)δ.

140



Moreover, term (ii) can be upper bounded by

(ii) ≤
√
2/π

σ
|φ− k′β| ≤ 1√

2πσ
β ≤ ηδ,

where the first inequality follows from Lemma 26, the second inequality is due to the definition

of k′ ∈ N, and the final inequality is due to the definition of β.

Putting these terms together finally concludes the proof since (i)−(ii) ≥ −(1−η)δ−ηδ = −δ.
□

2.B.4 Proof of Lemma 23

Throughout this proof, we will use the representation

fm(x;σ,K) =
1∑K

k=−K e
−|k|ε

K∑
k=−K

N (x; k∆, σ),

where

N (x;µ, σ) :=
1√
2πσ

exp

(
−(x− µ)2

2σ2

)
denotes the normalized Gaussian density function. Using such notation, we first provide an

intermediary result.

Lemma 27. For fixed ε > 0, δ ∈ (0, 1), ∆ > 0, K ∈ N, and φ ∈ [0,∆], define

ℓ(x;σ) := eεfm(x;σ,K)− fm(x+ φ;σ,K)

as the integrand of the left-hand side of the constraint (29) for any σ > 0. For all σ′ ≥ σ > 0,

we have

ℓ(x;σ′) := (ℓ(·;σ)⊗N (·; 0,
√
σ′2 − σ2))(x),

where ⊗ denotes the convolution operator defined as (f ⊗ g)(x) :=
∫∞
−∞ f(y)g(x− y)dy.

Proof. For σ′ ≥ σ, if we denote by τ =
√
σ′2 − σ2, then from (Bromiley 2003) the following

identity holds:

N (x; k∆, σ′) = N (x; k∆, σ)⊗N (x; 0, τ).
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Note that we have a slight breach of notation since with N (x; k∆, σ) ⊗ N (x; 0, τ) we mean

(N (·; k∆, σ)⊗N (·; 0, τ))(x). We can now show

fm(x;σ
′,K) =

1∑K
k=−K e

−|k|ε

K∑
k=−K

N (x; k∆, σ′)

=
1∑K

k=−K e
−|k|ε

K∑
k=−K

N (x; k∆, σ)⊗N (x; 0, τ)

=
1∑K

k=−K e
−|k|ε

[(
K∑

k=−K
N (x; k∆, σ)

)
⊗N (x; 0, τ)

]

=

(
1∑K

k=−K e
−|k|ε

K∑
k=−K

N (x; k∆, σ)

)
⊗N (x; 0, τ)

= fm(x;σ,K)⊗N (x; 0, τ),

where the first equality is due to the definition of fm, the second equality is due to the convolution

property, the third equality is due to the distributivity property of the convolution operator,

the fourth equality is due to the associativity property of the convolution operator with scalar

multiplication, and the final equality substitutes the definition of fm(x;σ,K). Thanks to this

identity, we can derive

ℓ(x;σ′) = eεfm(x;σ
′,K)− fm(x+ φ;σ′,K)

= eεfm(x;σ,K)⊗N (x; 0, τ)− fm(x+ φ;σ,K)⊗N (x; 0, τ)

= (eεfm(x;σ,K)− fm(x+ φ;σ,K))⊗N (x; 0, τ)

= ℓ(x;σ)⊗N (x; 0, τ),

which coincides with the statement of this intermediary lemma.

We now prove Lemma 23.

Proof of Lemma 23. For the given η ∈ (0, 1), select any β ≤
√
2πησδ and assume a given

σ > 0 satisfies (29). Such selection of β is also valid for σ′ ≥ σ. Hence, for any fixed φ ∈
{0, β, 2β, . . . ,∆}, if we denote by ℓ(x;σ) := eεfm(x;σ,K) − fm(x + φ;σ,K), then we should

show that ∫ ∞

−∞
min{ℓ(x;σ′), 0}dx ≥

∫ ∞

−∞
min{ℓ(x;σ), 0}dx (49)
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holds to conclude the proof. The min-term on the left-hand side of inequality (49) satisfies

min{ℓ(x;σ′), 0} = min

{∫ ∞

−∞
ℓ(x− t;σ,K)N (t; 0, τ)dt, 0

}
≥
∫ ∞

−∞
min{ℓ(x− t;σ,K), 0}N (t; 0, τ)dt, (50)

where the equality follows from Lemma 27 as well as the definition of the convolution operator,

and the inequality follows from Jensen’s inequality applied to the concave function t 7→ min{t, 0}
which is applicable since N (t; 0, τ) is a density function. Hence, the desired inequality is shown

as: ∫ ∞

−∞
min{ℓ(x;σ′), 0}dx ≥

∫ ∞

−∞

∫ ∞

−∞
min{ℓ(x− t;σ,K), 0}N (t; 0, τ)dtdx

=

∫ ∞

−∞

[∫ ∞

−∞
min{ℓ(x− t;σ,K), 0}N (t; 0, τ)dx

]
dt

=

∫ ∞

−∞

[∫ ∞

−∞
min{ℓ(x;σ), 0}N (t; 0, τ)dx

]
dt

=

∫ ∞

−∞
N (t; 0, τ)

[∫ ∞

−∞
min{ℓ(x;σ), 0}dx

]
dt

=

[∫ ∞

−∞
N (t; 0, τ)dt

]
︸ ︷︷ ︸

=1

[∫ ∞

−∞
min{ℓ(x;σ), 0}dx

]

=

∫ ∞

−∞
min{ℓ(x;σ), 0}dx.

Here, the inequality follows from (50), the equalities that follow change the order of the integral,

apply variable change x = x − t, rearrange constants within integrals, note that N (t; 0, τ) is

a density function integrating to 1. The monotonicity proof is complete since we proved the

desired inequality (49).

Now, to see that σ = σg satisfies (29), consider the stronger condition∫ ∞

−∞
min{eεfm(x;σ,K)− fm(x+ φ;σ,K), 0}dx+ (1− η)δ ≥ 0 ∀φ ∈ [0,∆],

which coincides with the definition of (ε, (1 − η)δ)-DP (cf. proof of Theorem 5). A sufficient

condition for this is when each mixture density 1√
2πσ

exp(−(x−µ)2/(2σ2)) of (28) satisfies (ε, (1−
η)δ)-DP since approximate DP is closed under mixtures (Selvi et al. 2025, §2.1). Moreover, since

approximate DP is also closed under shifting distributions (cf. proof of Lemma 24), it is sufficient
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to show the zero-mean Gaussian density 1√
2πσ

exp(−x2/(2σ2)) satisfies (ε, (1− η)δ)-DP. We can

therefore borrow the standard deviation σg needed for the Gaussian mechanism (Dwork and Roth

2014, Thm 3.22) or the analytic Gaussian mechanism (Balle and Wang 2018), and conclude that

a sufficient condition for (29) is σ = σg. □

2.B.5 Proof of Theorem 6

The correctness of Algorithm 6 follows directly from Lemma 23. The first step of this algorithm

is to compute the analytic Gaussian mechanism, which sets σg in Lemma 23. In light of the

monotonicity presented in this lemma, the bisection method finds the smallest σ value so that

any σ′ ≥ σ satisfies condition (29). The computation for checking whether a given σ satisfies this

condition is given in Algorithm 7, which simply evaluates the left-hand side of the constraint (29)

for every φ in the grid. Note that this grid is of φ is a function of β. To make sure that (i)

β ≤
√
2πησδ and also (ii) β divides ∆, Algorithm 6 sets β as ∆/⌈∆/(

√
2πησδ)⌉.

For the runtime, similarly to the proof of Theorem 3, we assume that the optimality tol-

erances are fixed, independent of the δ value. Note that Algorithm 6 first finds the standard

deviation r = σg needed by the analytic Gaussian mechanism. The implementation of the ana-

lytic Gaussian (Balle and Wang 2018) is via a bisection search method where the root of a sought

in a region with an upper bound for σg as O((∆/ε)
√
log(δ−1)). The function, however, can be

evaluated in constant time. Given that Algorithm 6 applies a bisection search within (0, r), the

runtime of the rest of this algorithm dominates the computation of the analytic Gaussian. We

borrow the upper bound r = O((∆/ε)
√
log(δ−1)) for the analysis of our bisection search method

next.

Our bisection method is restricted to an interval of radius O((∆/ε)
√

log(δ−1)), and the

number of iterations is therefore:

O
(
log

(
∆

ε

√
log δ−1

))
. (51)

The iterations of this bisection search, as shown in Algorithm 7, computes an integral, in total

O
(
∆

ηδ

)
(52)

times. The computation of this integral has complexity

O ((K∆) ·K) (53)
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δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 0.16% -0.59% 10.31% 37.51% 96.51% 98.09% 95.34% 95.89% 97.22% 95.42%
0.0005 -0.40% -0.33% 20.86% 95.53% 95.13% 97.01% 94.64% 88.29% 92.43% 95.05%
0.001 -0.62% -0.37% 32.53% 95.21% 95.64% 96.81% 94.27% 87.56% 92.02% 94.87%
0.005 -1.41% 3.16% 93.47% 93.14% 92.16% 95.71% 92.32% 85.40% 89.76% 94.33%
0.01 -2.30% 27.67% 88.0% 91.71% 92.49% 94.90% 82.22% 82.67% 88.96% 94.04%
0.02 -3.14% 85.54% 74.29% 90.40% 84.15% 95.75% 80.50% 81.07% 88.18% 93.69%
0.05 62.64% 73.57% 53.51% 76.82% 68.49% 99.27% 76.32% 79.06% 87.23% 93.12%
0.1 54.21% 38.45% -0.94% 77.78% 59.67% 90.37% 76.08% 78.29% 86.86% 92.54%
0.15 18.53% 24.45% 26.63% -1.87% 4.45% 96.96% 77.97% 78.85% 87.25% 92.11%
0.25 7.69% 22.86% 15.72% 76.32% 57.09% 70.02% 85.53% 81.96% 88.92% 91.41%

Table 10: Optimality gap (% of l1-loss) of the analytic-Gaussian mixture mechanism closed by
the multi-Gaussian mixture mechanism.

because the integral can be approximated on a fixed support of radius O(K∆) since the Gaussian

tails vanish infinitely fast, and the evaluation of fm(x;σ,K) takes timeO(K). The multiplication

(51)× (52)× (53) concludes the runtime represented in the statement of this theorem.

2.C Omitted details in numerical experiments

2.C.1 Optimality gaps closed

In the numerical experiments, we compared our mechanisms against the analytic Gaussian mech-

anism in terms of expected losses of the noise. Here, we focus on the suboptimalities of mech-

anisms, that is, we investigate optimality gaps compared to the best possible loss any additive

noise mechanism can attain under (ε, δ)-DP. To this end, we use the work of (Selvi et al. 2025),

who propose a sequential numerical optimization approach to construct a distribution, where in

each iteration the upper bounds (the losses attained by the distribution) and the lower bounds

(an associated lower bound that ) provably converge. Since in practice this convergence can

take a significant amount of time, we run the algorithm until the upper and lower bounds are

almost equal with a tolerance of 10−3, and then use the lower bound as a tight estimation of the

ideal loss one can attain under (ε, δ)-DP. If we denote by o this estimation, than the analytic

Gaussian mechanism has an optimality gap of 100% · (a− o)/o. Table 10 reports how much of

this optimality gap is closed with the multi-Gaussian mixture mechanism, that is, each entry of

this table presents 100% · (a−m)/(a− o). While the mean and median gaps closed are 67.67%

(sd 34.78) and 85.47%, respectively, we observe that the multi-Gaussian mixture distribution is

closer to the lower bounds in low-privacy regimes.
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δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 4 10 10 10 9 8 8⋆ 4⋆ 4⋆ 5
0.0005 3 1 10 9 7 8 8 9 9⋆ 5⋆
0.001 5 2 10 8 9 8 8 9 9 5
0.005 3 10 8 6 5 8 8 9 9 5
0.01 2 10 7 5 4 8 9 9 9 5
0.02 6 8 6 4 4 8 9 9⋆ 9 5
0.05 7 5 4 3 3 8⋆ 9 9 9 5
0.1 4 3 2 2⋆ 2⋆ 8 9 9 9 5
0.15 2⋆ 2⋆ 2⋆ 2⋆ 2 9 9 9 9 5
0.25 1 1 1 1 1 9 9 9 9 5

Table 11: K ∈ [10] values that attain the best l1-loss for the multi-Gaussian mixture. The star
sign indicates instances where quasi-Gaussian outperforms multi-Gaussian with K = 1.

2.C.2 Comparing the quasi-Gaussian mechanism with the multi-Gaussian mecha-

nism

Table 11 reports the values of K ∈ {1, . . . , 10} that yield the smallest l1-loss for the multi-

Gaussian mechanism across the 100 combinations of (ε, δ) considered. The results show that all

values within the grid are being chosen, demonstrating the importance of tuning K. Although

both the multi-Gaussian mechanism with K = 1 and the quasi-Gaussian mechanism produce

distributions with three modes, there is no clear hierarchy between them. In fact, entries marked

with a red star indicate cases where the quasi-Gaussian mechanism outperforms the multi-

Gaussian mechanism with K = 1.

Moreover, Sections 2.4.1, 2.4.2, and 2.C.1 may suggest that if we tune K ∈ [10] (not

K = 1 fixed), then the multi-Gaussian mixture mechanism consistently outperforms the quasi-

Gaussian mechanism. However, this is inaccurate. Table 12 compares the quasi-Gaussian,

multi-Gaussian, and the analytic Gaussian mechanisms, simultaneously, on a revised grid ε ∈
{0.0001, 0.0005, 0.001, 0.005, 0.01, 0.05}. We can observe that, for smaller ε and δ, the quasi-

Gaussian mechanism outperforms the multi-Gaussian mechanisms (for all K ∈ [10]).

2.C.3 Additional tables for the numerical experiments

Tables 13-17 are the l2-counterparts of Tables 7-12, respectively, and one can draw similar

conclusions. Table 18 presents the standard deviations corresponding to the errors displayed in

Table 9.

146



δ ↓ | ε→ 0.0001 0.0005 0.001 0.005 0.01 0.05

0.0001 0.09% -0.01% -0.01% -0.05% -0.09% -0.38%
0.0005 0.02% 0.01% 0.01% -0.04% -0.09% -0.43%
0.001 0.04% 0.03% 0.02% -0.03% -0.09% -0.26%
0.005 0.21% 0.20% 0.19% 0.10% 0.02% -0.19%
0.01 0.42% 0.41% 0.40% 0.30% 0.21% -0.12%
0.02 -0.09% 0.84% 0.82% 0.71% 0.60% 0.36%
0.05 17.33% 17.07% 16.75% 14.28% 12.79% 11.66%
0.1 13.12% 13.00% 12.84% 11.63% 10.14% 10.59%
0.15 16.65% 16.58% 16.49% 15.75% 14.83% 8.17%
0.25 1.14% 1.24% 1.26% 1.00% 1.27% 1.70%

Table 12: Improvement (% of l1-loss) of the quasi-Gaussian (blue) and multi-Gaussian (green)
mixture mechanisms over the analytic Gaussian mechanism (red).

δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 -1.20% -2.62% -4.33% -5.29% -5.58% -1.39% 7.23% 16.50% 25.21% 83.49%
0.0005 -1.33% -2.91% -4.81% -5.85% -6.11% -0.86% 9.75% 21.29% 32.47% 80.73%
0.001 -1.38% -3.06% -5.05% -6.13% -6.36% -0.49% 11.31% 24.28% 37.14% 79.24%
0.005 -1.38% -3.35% -5.65% -6.85% -6.99% 1.14% 17.26% 35.96% 59.67% 74.71%
0.01 -1.19% -3.37% -5.88% -7.14% -7.22% 2.50% 21.84% 46.18% 79.05% 72.08%
0.02 -0.67% -3.17% -5.99% -7.35% -7.32% 4.77% 29.44% 74.39% 75.75% 68.82%
0.05 1.30% -2.03% -5.58% -7.14% -6.82% 11.36% 62.07% 67.11% 69.54% 63.06%
0.1 4.98% 0.52% -4.01% -5.69% -4.67% 31.45% 50.72% 58.54% 62.41% 56.91%
0.15 8.86% 3.54% -1.62% -2.95% -0.43% 30.00% 40.89% 51.34% 56.55% 52.12%
0.25 -0.53% 12.26% 9.46% 14.04% 5.36% 2.92% 22.28% 38.11% 46.01% 43.98%

Table 13: Improvement (% of l2-loss) of the quasi-Gaussian mixture mechanism (green) over the
analytic Gaussian mechanism (red).

2.C.4 Implementation supplements

In addition to our submission, we are submitting implementation supplements that document

our Julia codes, provide further mathematical and experimental details behind the proximal co-

ordinate descent experiments, compare our mechanisms with the truncated Laplace mechanism,

and provide detailed reports on the runtimes of our algorithms.

147



δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 0.16% -0.67% 11.37% 39.88% 80.96% 87.07% 91.81% 95.32% 97.45% 99.72%
0.0005 -0.33% -0.31% 19.44% 72.53% 74.79% 83.51% 89.79% 94.84% 97.30% 99.67%
0.001 -0.43% -0.31% 27.07% 68.58% 70.94% 81.38% 88.61% 94.29% 97.04% 99.65%
0.005 -0.58% 1.65% 50.19% 55.34% 58.92% 73.88% 84.62% 92.50% 96.18% 99.57%
0.01 -0.72% 11.42% 40.01% 48.12% 53.14% 68.78% 83.43% 91.37% 95.65% 99.53%
0.02 1.53% 26.77% 26.20% 40.59% 39.50% 61.66% 80.21% 89.88% 94.97% 99.47%
0.05 23.31% 21.65% 14.70% 25.82% 22.16% 46.75% 73.80% 87.01% 93.68% 99.37%
0.1 25.14% 15.19% 2.24% 22.87% 15.91% 30.38% 65.96% 83.62% 92.21% 99.27%
0.15 14.18% 11.55% 9.57% -0.31% 1.57% 35.73% 59.17% 80.78% 91.00% 99.19%
0.25 4.49% 7.72% 8.68% 20.98% 13.65% 15.03% 46.33% 75.55% 88.83% 99.05%

Table 14: Improvement (% of l2-loss) of the multi-Gaussian mixture mechanism (green) over the
analytic Gaussian mechanism (red).

δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 0.24% -0.90% 14.46% 49.51% 98.57% 99.72% 98.48% 98.13% 98.24% 99.90%
0.0005 -0.57% -0.48% 27.40% 97.89% 97.77% 99.53% 98.10% 96.8% 97.44% 99.89%
0.001 -0.86% -0.52% 40.72% 97.53% 97.04% 99.61% 97.90% 96.44% 97.18% 99.88%
0.005 -1.73% 3.77% 95.30% 94.96% 94.22% 99.70% 97.10% 95.35% 96.07% 99.86%
0.01 -2.50% 31.38% 87.92% 93.30% 94.41% 98.47% 95.23% 94.45% 95.56% 99.84%
0.02 5.62% 87.90% 68.94% 91.95% 80.18% 95.02% 95.17% 93.74% 94.92% 99.83%
0.05 75.69% 80.03% 48.95% 74.65% 56.30% 81.80% 95.78% 92.63% 93.94% 99.83%
0.1 70.63% 53.03% 8.41% 78.71% 49.02% 62.79% 98.85% 92.33% 93.34% 99.85%
0.15 36.97% 37.54% 36.22% -1.14% 5.38% 79.27% 96.05% 93.11% 93.33% 99.89%
0.25 11.18% 37.16% 33.56% 79.26% 51.84% 38.72% 80.72% 96.64% 94.30% 100.00%

Table 15: Optimality gap (% of l2-loss) of the analytic-Gaussian mixture mechanism closed by
the multi-Gaussian mixture mechanism.

δ ↓ | ε→ 0.1 0.25 0.5 0.75 1 2 3 4 5 10

0.0001 4 10 10 10 9 8⋆ 8⋆ 4⋆ 4⋆ 5
0.0005 3 1 10 9 7 8 8 9⋆ 9⋆ 5⋆
0.001 5 2 10 8 7 8 8 9 9 5⋆
0.005 3 10 8 6 5 8 8 9 9 5
0.01 4 10 7 5 4 8 9 9 9 5
0.02 10 8 6 4 4 8 9 9⋆ 9 5
0.05 7 5 4 3 3 8⋆ 9 9 9 5
0.1 4⋆ 3⋆ 2⋆ 2⋆ 2⋆ 1 9 9 9 5
0.15 3 2 2 1 1 1 9 9 9 5
0.25 1⋆ 1⋆ 1⋆ 1⋆ 1 1 9 9 9 5

Table 16: K ∈ [10] values that attain the best l2-loss for the multi-Gaussian mixture. The star
sign indicates instances where quasi-Gaussian outperforms multi-Gaussian with K = 1.
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δ ↓ | ε→ 0.0001 0.0005 0.001 0.005 0.01 0.05

0.0001 0.01% -0.01% -0.01% -0.07% -0.14% -0.64%
0.0005 0.05% 0.03% 0.02% -0.06% -0.14% -0.70%
0.001 0.10% 0.08% 0.06% -0.03% -0.12% -0.53%
0.005 0.49% 0.47% 0.45% 0.31% 0.18% -0.33%
0.01 0.99% 0.97% 0.95% 0.78% 0.62% -0.22%
0.02 -0.15% 1.95% 1.93% 1.74% 1.54% 1.74%
0.05 41.91% 41.53% 41.06% 37.29% 32.64% 31.23%
0.1 35.74% 35.55% 35.30% 33.38% 30.96% 27.20%
0.15 40.69% 40.58% 40.44% 39.32% 37.91% 26.97%
0.25 14.45% 14.36% 14.26% 13.42% 12.38% 4.91%

Table 17: Improvement (% of l2-loss) of the quasi-Gaussian (blue) and multi-Gaussian (green)
mixture mechanisms over the analytic Gaussian mechanism (red).

Dataset description In-sample errors Out-of-sample errors

Dataset N d A-G Q-G M-G PCD A-G Q-G M-G PCD

post-operative 86 14 5.42% 5.52% 4.40% 2.41% 13.73% 14.24% 11.15% 5.14%
adult 45,222 57 1.43% 1.44% 1.41% 1.44% 1.44% 1.46% 1.42% 1.45%
breast-cancer 683 26 0.80% 0.82% 0.79% 0.75% 1.59% 1.58% 1.49% 1.44%
contraceptive 1,473 18 1.62% 1.55% 1.62% 1.62% 2.60% 2.64% 2.65% 2.62%
dermatology 366 98 2.83% 2.79% 2.51% 2.52% 4.48% 4.77% 4.25% 4.36%
cylinder-bands 539 63 2.37% 2.29% 2.21% 2.20% 3.62% 3.74% 3.66% 3.46%
annealing 898 42 2.13% 2.10% 2.08% 2.09% 2.77% 2.79% 2.73% 2.77%
spect 160 23 3.77% 3.90% 3.38% 2.79% 5.04% 5.21% 4.07% 3.23%
bank 45,211 44 0.57% 0.48% 0.66% 0.50% 0.55% 0.48% 0.66% 0.49%
abalone 4,177 10 0.57% 0.57% 0.57% 0.55% 0.42% 0.40% 0.43% 0.41%
spambase 4,601 58 1.86% 1.87% 1.86% 1.88% 1.82% 1.82% 1.86% 1.83%
ecoli 336 8 2.11% 2.18% 1.72% 1.51% 2.61% 2.48% 1.98% 1.70%
absent 740 70 2.57% 2.59% 2.49% 2.54% 4.14% 4.15% 3.97% 3.95%
colon-cancer 62 2,000 4.50% 4.58% 4.69% 0.09% 12.93% 13.39% 11.04% 11.88%

Table 18: Standard deviations of the in- and out-of-sample errors of privacy-preserving classifiers
under different mechanisms.
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Chapter II

Robust Machine Learning

This chapter presents my work on the intersection of robust optimization and machine learning

(ML), which develops ML models that are robust against overfitting and adversarial attacks.

In the following, Section 3 is based on the following work (Belbasi et al. 2025):

Reza Belbasi, Aras Selvi, Wolfram Wiesemann (2025). It’s all in the mix: Wasser-

stein classification and regression with mixed features. Under Review.

- A preliminary version of this work (Selvi et al. 2022a), focusing solely on logistic regression and

additionally co-authored by Martin Haugh, appeared in NeurIPS (2022).

Section 4 is based on the following work (Selvi et al. 2022a) that I completed during a

research internship at JP Morgan AI Research:

Aras Selvi, Eleonora Kreacic, Mohsen Ghassemi, Vamsi Potluru, Tucker Balch,

Manuela Veloso (2025). Distributionally and adversarially robust logistic regression via

intersecting Wasserstein balls. UAI (oral paper).

- 2024 INFORMS Data Mining Society Best Student Paper Competition (Finalist)

- 2024 INFORMS Workshop on Data Science (Accepted)
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3 It’s All in the Mix: Wasserstein Classification and Regression

with Mixed Features

Abstract

Problem definition: A key challenge in supervised learning is data scarcity, which can cause

prediction models to overfit to the training data and perform poorly out of sample. A contem-

porary approach to combat overfitting is offered by distributionally robust problem formulations

that consider all data-generating distributions close to the empirical distribution derived from

historical samples, where ‘closeness’ is determined by the Wasserstein distance. While such for-

mulations show significant promise in prediction tasks where all input features are continuous,

they scale exponentially when discrete features are present.

Methodology/results: We demonstrate that distributionally robust mixed-feature classification

and regression problems can indeed be solved in polynomial time. Our proof relies on classical

ellipsoid method-based solution schemes that do not scale well in practice. To overcome this

limitation, we develop a practically efficient (yet, in the worst case, exponential time) cutting

plane-based algorithm that admits a polynomial time separation oracle, despite the presence of

exponentially many constraints. We compare our method against alternative techniques both

theoretically and empirically on standard benchmark instances.

Managerial implications: Data-driven operations management problems often involve predic-

tion models with discrete features. We develop and analyze distributionally robust prediction

models that faithfully account for the presence of discrete features, and we demonstrate that

our models can significantly outperform existing methods that are agnostic to the presence of

discrete features, both theoretically and on standard benchmark instances.

3.1 Introduction

The recent application of machine learning tools across all areas of operations management

has led to a plethora of data-driven and end-to-end approaches that blend predictive models

from machine learning with optimization frameworks from operations research and operations

management. Notable examples include inventory management (Ban and Rudin 2019, Bertsimas

and Kallus 2020), logistics (Bertsimas et al. 2019a, Behrendt et al. 2023) and supply chain

management (Glaeser et al. 2019), assortment optimization (Kallus and Udell 2020, Feldman

et al. 2022) and revenue management (Ferreira et al. 2016, Alley et al. 2023) as well as healthcare
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operations (Bertsimas et al. 2016b, Bastani and Bayati 2020, Bertsimas and Pauphilet 2023).

The machine learning algorithms used for prediction are prone to overfitting the available

data. Overfitted models perform well on the training data used to calibrate the model, but their

performance deteriorates when exposed to new, unseen data. This undesirable effect is ampli-

fied if the output of a machine learning model is used as input to a downstream optimization

model; this phenomenon is known by different communities as the Optimizer’s Curse (Smith and

Winkler 2006) or the Error-Maximization Effect of Optimization (Michaud 1989). Traditionally,

overfitting is addressed with regularization techniques that penalize complex models character-

ized by large and/or dense model parameters (Hastie et al. 2009, Murphy 2022). A contempo-

rary alternative from the robust optimization community frames machine learning problems as

Stackelberg leader-follower games where the learner selects a model that performs best against

a worst-case data-generating distribution selected by a conceptual adversary (‘nature’) from a

predefined ambiguity set (Ben-Tal et al. 2009, Rahimian and Mehrotra 2022, Bertsimas and

den Hertog 2022). We talk about Wasserstein machine learning problems when the ambiguity

set constitutes a Wasserstein ball centered around the empirical distribution of the available

historical observations (Mohajerin Esfahani and Kuhn 2018, Blanchet and Murthy 2019, Gao

and Kleywegt 2016). Over the last few years, Wasserstein machine learning problems have at-

tracted enormous attention in the machine learning and optimization communities; we refer to

Kuhn et al. (2019, 2025) for recent reviews of the literature. Interestingly, Wasserstein learning

problems admit dual characterizations as regularized learning problems (Shafieezadeh-Abadeh

et al. 2015, Shafieezadeh-Abadeh et al. 2019, Gao et al. 2022), and they thus contribute to a

deeper understanding of the impact of regularization in machine learning. We note that other

classes of ambiguity sets have been explored as well, such as moment ambiguity sets and those

based on ϕ-divergences (such as the Kullback-Leibler divergence). We will not delve into the

comparative advantages of different ambiguity sets, and we instead refer the interested reader to

the existing literature (see, e.g., Van Parys et al. 2021, Kuhn et al. 2019, 2025 and Lam 2019).

Although Wasserstein formulations of many classical machine learning tasks admit formu-

lations as convex optimization problems, these formulations scale exponentially in the discrete

input features. This limitation has, thus far, confined the use of Wasserstein machine learning

models primarily to datasets with exclusively continuous features. This constitutes a major

restriction in operations management, where estimation problems frequently include discrete

features. Recent examples include Qi et al. (2022), who apply Wasserstein-based quantile re-

gression to a bike sharing inventory management problem characterized by numeric and discrete
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features (e.g., the weather conditions, the hour of the day as well as the day of the week);

Samorani et al. (2022), who study appointment scheduling problems where most features are

discrete (e.g., the day of the week, the patient’s marital status and her insurance type); Li

et al. (2023), who detect human trafficking from user review websites (here, the discrete fea-

tures describe the presence or absence of indicative words and phrases); Chan et al. (2023),

who predict the macronutrient content of human milk donations using discrete features such as

the infant status (term vs preterm); and Duchi et al. (2023), who enforce fairness in offender

recidivism prediction through the use of discrete features such as the offender’s race, gender and

the existence of prior misdemeanour charges. More broadly, at the time of writing, 240 of the

496 classification and 64 of the 159 regression problems in the popular UCI machine learning

repository contain discrete input features (Dua and Graff 2017).

We will demonstrate that naïvely replacing discrete features with unbounded continuous

features leads to pathological ambiguity sets in the Wasserstein learning problem whose worst-

case distributions lack theoretical appeal and whose resulting prediction models underperform

in practice. We also show that replacing discrete features with continuous features that are

supported on suitably chosen convex hulls of the discrete supports leads to ambiguity sets that

are equivalent to those resulting from faithfully accounting for discrete features. Unfortunately,

however, tractable reformulations of the Wasserstein learning problem over such bounded con-

tinuous features are only available for piece-wise affine convex loss functions, where we will

demonstrate empirically that their solution times can be prohibitively long.

This work studies linear Wasserstein classification and regression problems with mixed (con-

tinuous and discrete) features from a theoretical, computational and numerical perspective. Our

work makes several contributions to the state-of-the-art:

(i) From a theoretical perspective, we demonstrate that while linear Wasserstein classification

and regression with mixed features are inherently NP-hard, a wide range of problems can

be solved in polynomial time. Also, contrary to problems with exclusively continuous

features, we establish that mixed-feature linear Wasserstein classification and regression

do not reduce to regularized problems. On the other hand, we demonstrate that mixed-

feature linear Wasserstein classification and regression problems are equivalent to bounded

continuous-feature problems with suitably chosen supports.

(ii) From a computational perspective, we propose a cutting plane scheme that solves progres-

sively refined relaxations of the linear Wasserstein classification and regression problems

as convex optimization problems. While our overall scheme is not guaranteed to terminate
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in polynomial time, we show that the key step of our algorithm—the identification of the

most violated constraint—can be implemented efficiently for broad classes of problems,

despite the presence of exponentially many constraints.

(iii) From a numerical perspective, we show that our cutting plane scheme is substantially

faster than an equivalent polynomial-size problem reformulation via bounded continuous

features. We also show that our model can perform favorably against classical, regularized

and alternative robust problem formulations on standard benchmark instances.

Our work is most closely related to the recent work of Shafieezadeh-Abadeh et al. (2015) and

Shafieezadeh-Abadeh et al. (2019). Shafieezadeh-Abadeh et al. (2015) formulate the Wasserstein

logistic regression problem as a convex optimization problem, they discuss the out-of-sample

guarantees of their model, and they report numerical results on simulated and benchmark

instances. Shafieezadeh-Abadeh et al. (2019) extend their previous work to a wider class of

Wasserstein classification and regression problems. Both works focus on problems with exclu-

sively continuous features, and their proposed formulations would scale exponentially in any

discrete features. In contrast, our work studies linear Wasserstein classification and regres-

sion problems with mixed features: we examine the theoretical properties of such problems, we

develop a practically efficient solution scheme, and we report numerical results. Our work also

relates closely to a recent stream of literature that characterizes Wasserstein learning problems

as regularized learning problems (Shafieezadeh-Abadeh et al. 2015, Shafieezadeh-Abadeh et al.

2019, Blanchet et al. 2019, Gao et al. 2022). In particular, we demonstrate that our mixed-

feature Wasserstein learning problems do not admit an equivalent representation as regularized

learning problems, which forms a notable contrast to the existing findings from the literature.

The present work constitutes a completely revised and substantially expanded version of a

conference paper (Selvi et al. 2022a). While that work focuses on logistic regression, the present

work studies broad classes of linear Wasserstein classification and regression problems. This

expansion necessitates significant adaptations of the proof for the computational complexity of

the Wasserstein learning problem (cf. Theorem 9 in Section 3.4), an entirely new proof for

the absence of regularized problem formulations (cf. Theorem 10 in Section 3.4) that applies

to any loss function (as opposed to only the log-loss function in Selvi et al. 2022a) and any

non-trivial Wasserstein learning instance, as well as a substantially generalized cutting plane

scheme (cf. Algorithms 9 and 10 as well as Theorem 8 in Section 3.3). We also show that

the mixed-feature Wasserstein learning problem is equivalent to a bounded continuous-feature

formulation, and we present a considerably augmented set of numerical results that encompass
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both classification and regression problems (cf. Section 3.6).

The remainder of this work is organized as follows. Section 3.2 introduces the mixed-feature

linear Wasserstein classification and regression problems of interest, and it develops a unified

representation of both problems as convex programs of exponential size. Section 3.3 presents

and analyzes our cutting plane solution approach for this exponential-size convex program. Sec-

tion 3.4 shows that while mixed-feature linear Wasserstein classification and regression problems

are generically NP-hard, important special cases can be solved in polynomial time. We also show

that mixed-feature linear Wasserstein classification and regression problems do not reduce to

regularized problems. Section 3.5 contrasts our mixed-feature model against formulations that

replace discrete features with (bounded or unbounded) continuous ones. We report on numerical

experiments in Section 3.6, and we offer concluding remarks in Section 3.7. Exponential-size

convex reformulations of the mixed-feature linear Wasserstein classification and regression prob-

lems, which are unified by our representation in Section 3.2, as well as all proofs are relegated

to the e-companion. All datasets and source codes accompanying this work are available open

source.5

Notation. We denote by R (R+, R−) the set of (non-negative, non-positive) real numbers,

by N the set of positive integers, and we define B = {0, 1} as well as [N ] = {1, . . . , N} for

N ∈ N. For a proper cone C ⊆ Rn, we write x ≼C x′ and x ≺C x′ to abbreviate x′ − x ∈ C
and x′ − x ∈ int C, respectively. The dual norm of ∥·∥ is ∥x∥∗ = supx′∈Rn{x⊤x′ : ∥x′∥ ≤ 1},
and the cone dual to a cone C is C∗ = {x′ : x⊤x′ ≥ 0 ∀x ∈ C}. The support function of a set

X ⊆ Rn is SX(x) = sup{x⊤x′ : x′ ∈ X}. For a function L : X → R, we define the Lipschitz

modulus as lip(L) = sup{|L(x)−L(x′)| / ∥x−x′∥ : x,x′ ∈ X, x ̸= x′}. The set P0(Ξ) contains

all probability distributions supported on Ξ, and the Dirac distribution δx ∈ P0(Rn) places unit

probability mass on x ∈ Rn. The indicator function 1[E ] attains the value 1 (0) whenever the

logical expression E is (not) satisfied.

3.2 Mixed-Feature Wasserstein Classification and Regression

We study learning problems over N data points ξn = (xn, zn, yn) ∈ Ξ = X × Z × Y, n ∈ [N ],

where xn, zn and yn represent the numerical features, the discrete features and the output

variable, respectively. We assume that the support X of the numerical features is a closed and

convex subset of RMx . The support Z of the K discrete features satisfies Z = Z(k1)×. . .×Z(kK),

where km ∈ N \ {1} denotes the number of values that the m-th discrete feature can attain,
5Website: https://anonymous.4open.science/r/Wasserstein-Mixed-Features-088D/.
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m ∈ [K], and Z(s) = {z ∈ Bs−1 :
∑

i∈[s−1] zi ≤ 1} is the one-hot feature encoding. We let

Mz =
∑

m∈[K](km − 1) denote the number of coefficients associated with the discrete features.

The support Y of the output variable is {−1,+1} for classification and a closed and convex subset

of R for regression problems, respectively. We wish to solve the Wasserstein learning problem

minimize
β

sup
Q∈Bϵ(P̂N )

EQ [lβ(x, z, y)]

subject to β = (β0,βx,βz) ∈ R1+Mx+Mz ,

(54)

where the ambiguity set Bϵ(P̂N ) = {Q ∈ P0(Ξ) : W(Q, P̂N ) ≤ ϵ} represents the Wasserstein

ball of radius ϵ > 0 that is centered at the empirical distribution P̂N = 1
N

∑
n∈[N ] δξn placing

equal probability mass on the N data points ξn, n ∈ [N ], as per the following definition.

Definition 4 (Wasserstein Distance). The type-1 Wasserstein (Kantorovich-Rubinstein, or

earth mover’s) distance between two distributions P ∈ P0(Ξ) and Q ∈ P0(Ξ) is defined as

W(P,Q) := inf
Π∈P0(Ξ2)

{∫
Ξ2

d(ξ, ξ′)Π(dξ, dξ′) : Π(dξ,Ξ) = P(dξ), Π(Ξ,dξ′) = Q(dξ′)

}
,

where the ground metric d on Ξ satisfies

d(ξ, ξ′) = ∥x− x′∥+ κzdz(z, z
′) + κydy(y, y

′) ∀ξ = (x, z, y) ∈ Ξ, ξ′ = (x′, z′, y′) ∈ Ξ (55a)

with κz, κy > 0 as well as, for some p ≥ 1,

dz(z, z
′) =

 ∑
m∈[K]

1[zm ̸= z′
m]

1/p

and dy(y, y
′) =

1[y ̸= y′] if Y = {−1,+1},

|y − y′| otherwise.
(55b)

The loss function lβ(x, z, y) : X× Z× Y→ R+ in problem (54) satisfies

lβ(x, z, y) =

L(y · [β0 + βx
⊤x+ βz

⊤z]) if Y = {−1,+1},

L(β0 + βx
⊤x+ βz

⊤z − y) otherwise,

where L : R → R+ measures the similarity between the prediction β0 + βx
⊤x + βz

⊤z and the

output y. With a slight abuse of terminology, we also refer to L as the loss function whenever

the context is clear. For both classification and regression problems, we consider two settings:
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(i) L is convex and Lipschitz continuous with Lipschitz modulus lip(L), X = RMx and Y =

{−1,+1} (for classification problems) or Y = R (for regression problems);

(ii) L satisfies L(e) = maxj∈[J ]{aje+ bj}, and X ⊆ RMx and Y ⊆ R are closed and convex.

In either case, we assume that L is not constant.

The Wasserstein learning problem (54) offers attractive generalization guarantees. While the

classical choice of Wasserstein radii suffers from the curse of dimensionality (Mohajerin Esfahani

and Kuhn 2018), recent work has developed asymptotic (Blanchet et al. 2019, Blanchet and Kang

2021) as well as finite sample guarantees (Shafieezadeh-Abadeh et al. 2019, Gao 2023) that apply

to Wasserstein radii of the order O(1/
√
N).

We next review a result that expresses the Wasserstein learning problem (54) as a convex

optimization problem.

Observation 6. The Wasserstein learning problem (54) admits the equivalent formulation

minimize
β,λ,s

λϵ+
1

N

∑
n∈[N ]

sn

subject to sup
(x,y)∈X×Y

{lβ(x, z, y)− λ∥x− xn∥ − λκydy(y, yn)} − λκzdz(z, zn) ≤ sn
∀n ∈ [N ], ∀z ∈ Z

β = (β0,βx,βz) ∈ R1+Mx+Mz , λ ∈ R+, s ∈ RN+ .

(56)

Problem (56) contains embedded maximization problems, and it comprises exponentially

many constraints. We next prove the existence of equivalent reformulations of (56) for clas-

sification and regression problems, respectively, that do not contain embedded optimization

problems. Since the resulting reformulations exhibit an exponential number of constraints, the

next section will develop a cutting plane approach to introduce these constraints iteratively.

Our equivalent reformulations of (56) leverage the unified problem representation

minimize
θ,σ

f0(θ,σ)

subject to fni(gni(θ, ξ
n
−z; z))− hni(θ, ξn−z; dz(z, z

n)) ≤ σn ∀n ∈ [N ], ∀i ∈ I, ∀z ∈ Z
θ ∈ Θ, σ ∈ RN+ ,

(57)

where ξn−z = (xn, yn) and I is a finite index set. To ensure that (57) is convex, we stipulate that

f0 : RMθ ×RN+ → R and fni : R→ R are convex, gni : RMθ × (X×Y)×RMz → R is bi-affine in

θ and z for every fixed ξn−z, hni : RMθ × (X × Y) × R → R is concave in θ for every fixed ξn−z
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and every fixed value of its last component, n ∈ [N ] and i ∈ I, and Θ ⊆ RMθ is a convex set.

We further assume that f0 is non-decreasing in σ so that (57) is not unbounded.

Theorem 7. The following problems admit equivalent reformulations in the form of (57):

(i) the mixed-feature Wasserstein classification and regression problems with convex and Lip-

schitz continuous loss functions L as well as the continuous feature support X = RMx.

(ii) the mixed-feature Wasserstein classification and regression problems with piece-wise affine

convex loss functions L(e) = maxj∈[J ]{aje+ bj} as well as the continuous feature support

X = {x ∈ RMx : Cx ≼C d} for some C ∈ Rr×Mx ,d ∈ Rr

and proper convex cone C ⊆ Rr

for classification problems as well as the support

X× Y =
{
(x, y) ∈ RMx+1 : Cxx+ cy · y ≼C d

}
for some Cx ∈ Rr×Mx , cy ∈ Rr,d ∈ Rr

and proper convex cone C ⊆ Rr

for regression problems, assuming that the supports admit Slater points.

The Appendices A and B in the e-companion prove Theorem 7 for classification and regression

problems, respectively. The proofs follow similar arguments as those of Shafieezadeh-Abadeh

et al. (2019), adapted to the presence of discrete features as well as our ground metric.

3.3 Cutting Plane Solution Scheme

The unified problem representation (57) of the mixed-feature Wasserstein regression and classi-

fication problems (cf. Theorem 7) is convex, but it comprises constraints whose number scales

exponentially in K, the number of discrete features. We therefore develop a cutting plane ap-

proach that iteratively introduces only those constraints that are most violated by a sequence

of incumbent solutions.

Algorithm 9 outlines our cutting plane scheme, which follows the standard methodology

of this class of techniques. The algorithm iteratively solves a sequence of relaxations of prob-

lem (57), where each relaxation only includes a subsetW of the constraints indexed by [N ]×I×Z.

Consequently, any optimal solution (θ⋆,σ⋆) obtained from the relaxation gives rise to a valid

lower bound for the optimal value of problem (57). At each iteration, the algorithm identifies

and incorporates the most violated constraint from problem (57) with respect to the current
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Algorithm 9: Cutting Plane Scheme for Problem (57)
Input: (Possibly empty) initial constraint set W ⊆ [N ]× I × Z
Output: Optimal solution (θ⋆,σ⋆) to problem (57)
Initialize (LB,UB) = (−∞,+∞) as lower and upper bounds for problem (57)
while LB < UB do

Let (θ⋆,σ⋆) be optimal in the relaxation of (57) involving the constraints
(n, i,z) ∈ W

for n ∈ [N ] do
Identify, for each i ∈ I, a most violated constraint

z(n, i) ∈ argmax
z∈Z

{
fni(gni(θ

⋆, ξn−z; z))− hni(θ⋆, ξn−z; dz(z, z
n))− σ⋆n

}
associated with (θ⋆,σ⋆) and (n, i), and denote the constraint violation by
ϑ(n, i)

Let i(n) ∈ argmax{ϑ(n, i) : i ∈ I} and add (n, i(n), z(n, i(n))) to W if
ϑ(n, i(n)) > 0

Define ϑ⋆ ∈ RN via ϑ⋆n = max{ϑ(n, i(n)), 0}, n ∈ [N ]
Update LB = f0(θ

⋆,σ⋆) and UB = min{UB, f0(θ⋆,σ⋆ + ϑ⋆)}

solution (θ⋆,σ⋆). This procedure ensures the generation of a monotonically non-decreasing se-

quence of lower bounds, which is guaranteed to converge to the optimal value of problem (57) in

a finite number of iterations. A common challenge in cutting plane techniques is the derivation

of upper bounds, which allow us to quantify the optimality gap, particularly when the algorithm

is terminated prematurely, such as when reaching a predefined time limit. In our case, the spe-

cial structure of problem (57) enables us to obtain such upper bounds efficiently: We adjust the

optimal solution (θ⋆,σ⋆) of the relaxation by increasing the slack variables σ⋆ so as to account

for the maximum constraint violations ϑ⋆.

The next result formalizes our intuition.

Proposition 9. Algorithm 9 terminates in finite time with an optimal solution (θ⋆,σ⋆) to

problem (57). Moreover, LB and UB constitute monotonic sequences of lower and upper bounds

on the optimal value of (57) throughout the execution of the algorithm.

A key step in Algorithm 9 concerns the identification of a constraint (n, i,z) ∈ [N ]× I × Z
that is most violated by the incumbent solution (θ⋆,σ⋆). We next argue that the underlying

combinatorial problem can be solved efficiently by Algorithm 10.

Algorithm 10 determines a most violated constraint index, denoted as z(n, i), for a given

incumbent solution (θ⋆,σ⋆) and a given constraint group (n, i) ∈ [N ] × I in the optimization
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Algorithm 10: Identification of a Most Violated Constraint in Problem (57)
Input: Incumbent solution (θ⋆,σ⋆) and constraint group index (n, i) ∈ [N ]× I.
Output: A most violated constraint index z(n, i) in constraint group (n, i).
Initialize the candidate constraint index set Z = ∅;
Let (w, w0) ∈ RMz × R be such that gni(θ⋆, ξn−z; z) = w⊤z + w0;
for µ ∈ {±1} do

Compute z⋆m ∈ argmax{µ ·wm
⊤zm : zm ∈ Z(km) \ {znm}} for all m ∈ [K];

Compute a permutation π : [K]→ [K] such that

µ ·wπ(m)
⊤(z⋆π(m) − znπ(m)) ≥ µ ·wπ(m′)

⊤(z⋆π(m′) − znπ(m′)) ∀1 ≤ m ≤ m′ ≤ K.

for δ ∈ [K] ∪ {0} do
Add z(δ) to Z, where zm(δ) = z⋆m if π(m) ≤ δ; = znm otherwise, m ∈ [K];

Select z(n, i) ∈ argmax{fni(gni(θ⋆, ξn−z; z))− hni(θ⋆, ξn−z; dz(z, z
n))− σ⋆n : z ∈ Z};

problem (57). We obtain such a constraint by maximizing the constraint left-hand side in (57),

fni(gni(θ
⋆, ξn−z; z))− hni(θ⋆, ξn−z; dz(z, z

n)),

over z ∈ Z. Note that the constraint function comprises two distinct terms. The second

term, hni(θ⋆, ξn−z; dz(z, z
n)), depends on z only through the distance metric dz(z, zn) within

the ground metric d (cf. Definition 4). Consequently, we can decompose the maximization

of the difference of both terms into two steps. In a first step, we maximize the first term

fni(gni(θ
⋆, ξn−z; z)) over all z ∈ Z that satisfy dz(z, zn) = δ for any fixed δ ∈ [K] ∪ {0}. This is

what the inner for-loop in Algorithm 10 accomplishes, and it results in K+1 candidate solutions

z(δ). In a second step, we can then select an optimal solution z(δ⋆) that maximizes

fni(gni(θ
⋆, ξn−z; z(δ)))− hni(θ⋆, ξn−z; δ)

across all δ ∈ [K] ∪ {0} by evaluating the constraint left-hand side for the K + 1 candidate

solutions z(δ). This is what the final step in Algorithm 10 implements.

To maximize fni(gni(θ⋆, ξn−z; z)) over all z ∈ Z satisfying dz(z, zn) = δ, note first that fni
is assumed to be univariate and convex. Thus, its maximum over any compact set X ⊆ R is

attained either at min{x : x ∈ X} or max{x : x ∈ X}. Hence, to maximize fni(gni(θ⋆, ξn−z; z))

over all z ∈ Z with dz(z, z
n) = δ, we only need to maximize and minimize the inner function

gni(θ
⋆, ξn−z; z) over all z ∈ Z with dz(z, z

n) = δ. The maximization and minimization of gni is
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unified by the outer for-loop in Algorithm 10, which maximizes µ · gni(θ⋆, ξn−z; z) for µ ∈ {±1}.
We claim that the optimization of gni(θ⋆, ξn−z; z) over z ∈ Z with dz(z, z

n) = δ can be

decomposed into separate optimizations over zm ∈ Z(km), m ∈ [K]. Indeed, note that gni is

affine in z for fixed θ⋆, which allows us to express the mapping z 7→ gni(θ
⋆, ξn−z; z) as w⊤z+w0

for some w ∈ RMz and w0 ∈ R. Moreover, the distance metric dz(z, zn) only counts the number

of subvectors m ∈ [K] where zm differs from znm, without considering the magnitude of the

difference (as both vectors are one-hot encoded). Finally, we recall that Z is rectangular, that

is, Z = Z(k1) × . . . × Z(kK). Taken together, the aforementioned three observations imply

that the optimization of gni(θ⋆, ξn−z; z) over z ∈ Z with dz(z, z
n) = δ can be broken into two

interconnected steps: We need to select the δ subvectors m1 < . . . < mδ where z differs from zn,

and for each differing subvector m, we need to select a solution z⋆m that optimizes wm
⊤(zm−znm)

across all zm ̸= znm. To this end, Algorithm 10 first computes for every m ∈ [K] a solution z⋆m

that optimizes wm
⊤(zm−znm) over zm ̸= znm (first step inside the outer for-loop), it subsequently

sorts the contributions wm
⊤(z⋆m − znm), m ∈ [K] (second step inside the outer for-loop), and it

finally selects the δ largest (smallest) contributions to maximize (minimize) gni (inner for-loop).

We formalize the above intuition in the next result.

Theorem 8. For a given incumbent solution (θ⋆,σ⋆) and a constraint group index (n, i) ∈
[N ]×I in problem (57), Algorithm 10 identifies a most violated constraint index z(n, i) in time

O(Mz +KT +K logK), where T is the time required to compute fni, gni and hni.

3.4 Complexity Analysis

Despite its exponential size, our unified problem representation (57) admits a polynomial time

solution for the classes of loss functions that we consider in this work. In fact, it follows from

Theorem 8 that Algorithm 10 provides a polynomial time separation oracle for problem (57).

Theorem 9 (Complexity of the Unified Problem Representation (57)). Assume that the sub-

gradients of the functions fni and −hni in problem (57) can be computed in polynomial time and

that Θ is compact, full-dimensional and admits a polynomial time weak separation oracle. Then

problem (57) can be solved to δ-accuracy in polynomial time.

Recall that an optimization problem is solved to δ-accuracy if a δ-suboptimal solution is

identified that satisfies all constraints modulo a violation of at most δ. The consideration of δ-

accurate solutions is standard in the numerical solution of nonlinear programs where an optimal

solution may be irrational. We show in the Appendices A and B that the subgradients of fni
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and −hni can be computed in polynomial time and that Θ can be assumed to be compact in the

Wasserstein classification and regression problems that we consider. The regularity assumptions

imposed on problem (57) are crucial in this regard. In fact, it follows from Theorem 2 of Selvi

et al. (2022a) that if the functions fni in problem (57) were allowed to be non-convex, then the

problem would be strongly NP-hard even if Mθ = 0, N = |I| = 1 and h11 vanished.

While Theorem 9 principally allows us to solve problem (57) in polynomial time, the available

solution algorithms (see, e.g., Lee et al. 2015) rely on variants of the ellipsoid method and are

not competitive on practical problem instances. For this reason, we rely on our cutting plane

algorithm throughout our numerical experiments.

A by now classical result shows that when K = 0 (absence of discrete features) and X = RMx ,

the Wasserstein learning problem (54) reduces to a classical learning problem with an additional

regularization term in the objective function whenever the output weight κy in Definition 4

approaches ∞ (Shafieezadeh-Abadeh et al. 2015, Shafieezadeh-Abadeh et al. 2019, Blanchet

et al. 2019, Gao et al. 2022). It turns out that this reduction no longer holds when discrete

features are present.

Theorem 10 (Absence of Regularizers). Fix any convex Lipschitz continuous or piece-wise

affine convex loss function L that is not constant, any Wasserstein classification or regression

instance ( cf. Theorem 7 as well as Appendices A and B) with any number N ≥ 1 training

samples, non-zero numbers Mx of continuous and K of discrete features, X = RMx , as well as

any κz > 0 and any p ≥ 1 in the definition of the Wasserstein ground metric. For sufficiently

large radii ϵ of the ambiguity set, the objective function

sup
Q∈Bϵ(P̂N )

EQ [lβ(x, z, y)] ,

of the Wasserstein learning problem does not admit an equivalent reformulation as a classical

regularized learning problem,

EP̂N
[lβ(x, z, y)] +R(β) for any R : R1+Mx+Mz → R,

even when the weight κy of the output distance dy approaches ∞.

We emphasize that Theorem 10 applies to any loss function L and any reguarlizer R. We

are not aware of any prior results of this form in the literature.
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3.5 Comparison with Continuous-Feature Formulations

We next contrast the mixed-feature Wasserstein learning problem (56) with an unbounded

continuous-feature formulation that replaces the support Z of the discrete features z with RMz

(Section 3.5.1), as well as with a bounded continuous-feature formulation that replaces Z with

its convex hull conv(Z) (Section 3.5.2). This section focuses on a qualitative comparison of the

three formulations; a quantitative comparison in terms of runtimes and generalization errors on

benchmark instances is relegated to our numerical experiments (Section 3.6).

3.5.1 Comparison with Unbounded Continuous-Feature Formulation

Our reformulation (56) of the mixed-feature Wasserstein learning problem scales exponentially

in the discrete features. It may thus be tempting to replace the support Z with RMz , which

would allow us to solve problem (56) in polynomial time using the reformulations proposed by

Shafieezadeh-Abadeh et al. (2015) and Shafieezadeh-Abadeh et al. (2019). We next present a

stylized example to illustrate that disregarding the discrete nature of the features z can result

in pathological worst-case distributions that lack relevance to the problem.

Consider a classification problem where the single feature is binary and follows the Bernoulli

distribution z ∼ 1
2δ−1+

1
2δ1, and where the output variable y ∈ {−1,+1} is related to the feature

z via Prob(y = z | z) = 0.8. Note that in slight deviation from our earlier convention, the binary

feature is supported on {−1,+1} instead of {0, 1}; this allows us to present the example without

the use of an intercept β0, which in turn will simplify our exposition. We set the label mismatch

cost to κy = 1, and we use a non-smooth Hinge loss function. We generate random datasets

comprising N = 10 samples, and we compare the following three formulations:

(i) Empirical risk model. This model replaces the worst-case expectation in the Wasserstein

learning problem (54) with an expectation over the empirical distribution P̂N .

(ii) Mixed-feature Wasserstein model. We solve the Wasserstein learning problem (56) with

the discrete support Z = {−1,+1}.

(iii) Unbounded continuous-feature Wasserstein model. We solve the Wasserstein learning prob-

lem (56) with the unbounded continuous support Z = R.

For the fixed hypothesis βz = 1 and across 10,000 randomly generated datasets, the mean ex-

pected Hinge loss of the empirical risk model evaluates to 0.41. The worst-case expected Hinge
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Figure 14: (Worst-case) distributions for our three formulations. The bars represent the mean
probabilities, and the whiskers indicate the corresponding standard deviations, computed over
10,000 statistically independent simulations.

loss of the mixed-feature Wasserstein learning problem varies from 0.41 to 2; the largest worst-

case expected loss is attained for large Wasserstein radii ϵ, where the worst-case distributions

approach any mixture of δ(+1,−1) and δ(−1,+1). The worst-case expected Hinge loss of the un-

bounded continuous-feature Wasserstein learning problem, on the other hand, diverges as the

Wasserstein radii ϵ increase. In fact, for sufficiently large ϵ the worst-case distributions place a

probability mass of 0.1 on a non-sensical atom (±c,±1), where c increases with ϵ.

Figure 14 illustrates the (worst-case) distributions of the three formulations for an interme-

diate Wasserstein radius of ϵ = 0.85. As can be seen from the figure, the bounded continuous-

feature Wasserstein learning problem places a mean probability mass of 0.063 (std. dev. 0.048)

on an atom (±c,±1), where c is instance-specific and where |c| lies in [1.5, 7.5] (mean 2.29).

One might argue that an illogical worst-case distribution is less concerning in practical appli-

cations, where the primary role of Wasserstein learning may be viewed as providing a regularizing

effect through the worst-case formulation. However, our numerical results will demonstrate that

the unbounded continuous-feature formulation is consistently outperformed by our mixed-feature

formulation in terms of generalization error, even when the Wasserstein radii ϵ are chosen via

cross-validation.
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3.5.2 Equivalence to Bounded Continuous-Feature Formulation

It is natural to ask whether the mixed-feature Wasserstein learning problem (54) is equivalent to

its bounded continuous-feature counterpart that replaces the support Z of the discrete features

with its convex hull, conv(Z). We show in the following that this is indeed the case, but we

argue that this equivalence bears little computational consequence.

To construct the bounded continuous-feature model, fix any s ≥ 2 and define U(s) as the

convex hull of the one-hot discrete feature encoding Z(s). One readily observes that

U(s) =

u ∈ [0, 1]s−1 :
∑

i∈[s−1]

ui ≤ 1

 .

Indeed, we have Z(s) ⊆ U(s) by construction. To see that U(s) ⊆ conv(Z(s)), on the other

hand, we note that any u ∈ U(s) can be represented as u = λ0 · 0 +
∑

i∈[s−1] λi · ei, where

0 ∈ Z(s) is the vector of all zeros and where ei ∈ Z(s) is the i-th canonic basis vector in Rs−1,

with λi = ui and λ0 = 1−
∑

i∈[s−1] λi. Defining U as the convex hull of Z, we observe that

U = conv(Z) = ×
m∈[K]

conv(Z(km)) = ×
m∈[K]

conv(U(km)),

where the second identity follows from Exercise 1.19 of Bertsekas (2009). Since the ground

metric dz from Definition 4 is only suitable for pairs of discrete feature vectors, we replace it

with the ground metric

du(u,u
′) =

 ∑
m∈[K]

1

2
∥um − u′

m∥1 +
1

2
|1⊤(um − u′

m)|

1/p

that extends to pairs of continuous feature vectors. One readily verifies that du is a metric, that

is, it satisfies the identity of indiscernibles, positivity, symmetry and the triangle inequality. The

proof of Proposition 10 below will also show that dz and du coincide over all pairs of discrete
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features. We finally define the bounded continuous-feature model as

minimize
β,λ,s

λϵ+
1

N

∑
n∈[N ]

sn

subject to sup
(x,y)∈X×Y

{lβ(x,u, y)− λ∥x− xn∥ − λκydy(y, yn)} − λκzdu(u, zn) ≤ sn
∀n ∈ [N ], ∀u ∈ U

β = (β0,βx,βz) ∈ R1+Mx+Mz , λ ∈ R+, s ∈ RN+ ,

(56’)

where u and U serve as the continuous representations of the discrete features z and their support

Z, respectively. Note that in this formulation, the features u ∈ U can be readily absorbed in

the continuous feature set x ∈ X; we keep the distinction for improved clarity.

We next state the main result of this section.

Proposition 10. The mixed-feature Wasserstein learning problem (56) and its corresponding

bounded continuous-feature counterpart (56’) share the same optimal value and the same set of

optimal solutions.

The proof of Proposition 10 crucially relies on the concavity of the family of mappings

u 7→ du(u,u
′), u′ ∈ Z. Indeed, the equivalence stated in the proposition would not hold if we

were to replace du with d′u(u,u′) =
(∑

m∈[K]∥um − u′
m∥∞

)1/p
, despite d′u being a metric on U.

Unfortunately, the equivalence of Proposition 10 does not lead to more efficient solution

schemes for the mixed-feature Wasserstein learning problem (56). Indeed, we are not aware of any

finite-dimensional convex reformulations of the bounded continuous-feature counterpart (56’)

when the loss function L is convex and Lipschitz continuous. When L is piece-wise affine and

convex, on the other hand, problem (56’) indeed admits a finite-dimensional convex reformulation

of polynomial size. We will see in our numerical experiments, however, that our cutting plane

scheme from Section 3.3 is much faster than the monolithic solution of this reformulation. This

is due to the fact that the reformulation comprises a large number of decision variables as well

as a constraint set that lacks desirable sparsity patterns.

3.6 Numerical Results

We compare empirically the performance of our mixed-feature Wasserstein learning problem (54)

with classical and regularized learning methods as well as continuous-feature formulations of

problem (54). To this end, Section 3.6.1 compares the out-of-sample losses of our mixed-feature
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Figure 15: Mean out-of-sample losses for various classification (left) and regression (right) tasks
when the number of discrete features that are treated as such varies. All losses are scaled to [0, 1]
and shifted so that the curves do not overlap.

Wasserstein learning problem (54) with those of the unbounded continuous-feature approxima-

tion when the Wasserstein radius is selected via cross-validation. Section 3.6.2 compares the

runtime of our cutting plane solution scheme for the mixed-feature Wasserstein learning prob-

lem with that of solving the equivalent bounded continuous-feature formulation monolithically.

Finally, Section 3.6.3 compares the out-of-sample performance of our formulation (54) with that

of alternative methods on standard benchmark instances.

All algorithms were implemented in Julia v1.9.2 using the JuMP package (Lubin et al. 2023)

and MOSEK v10.0, and all experiments were run on Intel Xeon 2.66GHz cluster nodes with 8GB

memory in single-core and single-thread mode (unless otherwise specified). All implementations,

datasets and experimental results are available on the GitHub repository accompanying this work.

3.6.1 Comparison with Unbounded Continuous-Feature Formulation

Section 3.5.1 demonstrated that modeling discrete features in the Wasserstein learning prob-

lem (54) as continuous and subsequently solving an unbounded continuous-feature formulation

may inadvertently hedge against pathological worst-case distributions.

We now explore whether the findings from Section 3.5.1 have implications on the out-of-

sample performance of the mixed-feature and unbounded continuous-feature formulations when

the Wasserstein radius ϵ is selected via cross-validation. We generate synthetic problem in-

stances to be in full control of the problem dimensions. In particular, we generate 100 synthetic

instances for each of the 6 loss functions considered in Appendices A and B: log-loss (LR),

non-smooth Hinge Loss (SVM), smooth Hinge loss (SSVM), Huber loss (RR), τ -insensitive loss
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(SVR) and pinball loss (QR), assuming that the loss functions explain a large part (but not

all) of the variability in the data. All instances comprise N = 20 data points, no numerical

features, and K = 20 binary features. The small number of data points ensures that distribu-

tional robustness is required to obtain small out-of-sample losses. For each instance, we solve a

mixed-feature Wasserstein learning problem that treats some of the features as binary, whereas

the other features are treated as continuous and unbounded. In particular, the extreme cases

of modeling all and none of the features as binary correspond to our mixed-feature Wasserstein

learning problem (54) and its unbounded continuous-feature approximation, respectively. We

cross-validate the Wasserstein radius from the set ϵ ∈ {0.005, 0.01, 0.015, . . . , 0.1}, and we choose

(κz, κy, p) = (1, 1, 1) as well as ∥·∥ = ∥·∥1 in our ground metric (55). We refer to the GitHub

repository for further details of the instance generation procedure. Figure 15 reports the average

out-of-sample losses across 100 randomly generated problem instances for the different loss func-

tions. The figure reveals an overall trend of improved results when the number of binary features

that are treated as such increases. Qualitatively, we observe that this conclusion is robust to

different choices of the ϵ-grid used for cross-validation; we refer to the GitHub repository for

further details.

3.6.2 Comparison with Bounded Continuous-Feature Formulation

In Section 3.5.2, we showed that our mixed-feature Wasserstein learning problem (54) is equiva-

lent to a bounded continuous-feature model that replaces the support Z of the discrete features

with its convex hull conv(Z). In this section, we compare the runtimes of solving the mixed-

feature formulation via our cutting plane method with those of solving the bounded continuous-

feature formulation via an off-the-shelf solver.

When the loss function L in the mixed-feature Wasserstein learning problem (54) is piece-

wise affine and convex, the equivalent bounded continuous-feature model admits a reformulation

as a polynomial-size convex optimization problem. However, solving this reformulation is com-

putationally expensive since it involves O(N ·J ·K) decision variables, where N , J and K denote

the numbers of data points, affine pieces in the loss function and discrete features, respectively.

Moreover, the reformulation lacks desirable sparsity features. The consequences are illustrated

in Table 19, which compares the monolithic solution of the bounded continuous-feature refor-

mulation with the solution of the mixed-feature model using our cutting plane approach. The

table reports median runtimes over 100 datasets with N ∈ {500, 1,000, 2,500} data points.

All instances contain 30 features, out of which 25%, 50%, 75% are discrete with 4 possible
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values, whereas the rest are continuous. We set the Wasserstein radius ϵ = 10−2 and use

(κz, κy, p) = (1,K, 1) for our ground metric. Further details of the implementation are available

on the GitHub repository. We observe that our cutting plane scheme is significantly faster than

the solution of the equivalent bounded continuous-feature model.

N = 500 N = 1,000 N = 2,500
Method %25 %50 %75 %25 %50 %75 %25 %50 %75

SVM-cut 0.05 0.20 0.25 0.13 0.21 0.45 0.29 0.61 1.23
SVM-piece 6.35 11.80 15.25 12.48 22.99 40.97 30.4 109.78 146.62

QR-cut 0.15 0.24 0.36 0.28 0.57 1.18 1.08 1.64 3.08
QR-piece 3.35 5.59 9.24 8.71 19.95 26.1 22.83 48.34 114.19

SVR-cut 0.12 0.22 0.24 0.26 0.44 0.55 0.76 0.92 2.73
SVR-piece 4.35 9.20 17.29 10.2 16.78 35.46 27.13 52.02 95.08

Table 19: Median runtimes in secs to solve the mixed-feature model (-cut; using our cutting
plane method) and the bounded continuous-feature model (-piece; solving a polynomial-size convex
reformulation) for the hinge (SVM), pinball (QR; with τ = 0.5) and τ -insensitive (SVR; with
τ = 10−2) loss functions.

Although no polynomial-size convex reformulations are known for the equivalent bounded

continuous-feature model when the loss function L in the mixed-feature Wasserstein learning

problem (54) is Lipschitz continuous, we can approximate such loss functions to any desired

accuracy via piece-wise affine convex functions. To this end, we take the pointwise maximum

of tangent lines at equally spaced breakpoints and subsequently solve the bounded continuous-

feature formulation for piece-wise affine convex loss functions. This provides a lower bound on

the original problem, whose value approaches the optimal value of the original problem as the

number of affine pieces in the approximated loss function increases. Table 20 reports the median

runtimes for 100 datasets; we use the same problem parameters as in our previous experiment,

and we report results for loss function approximations with J ∈ {5, 10, 25} affine pieces. Similar

to our previous experiments, the table shows that our cutting plane scheme is significantly

faster than the solution of the equivalent bounded continuous-feature model. We note that the

approximated loss functions would require more than 25 pieces to guarantee a suboptimality of

0.1% or less; details are relegated to the GitHub repository.
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N = 500 N = 1,000 N = 2,500
Method %25 %50 %75 %25 %50 %75 %25 %50 %75

LR-cut 0.16 0.61 1.32 0.22 0.60 1.48 0.56 0.67 1.87
LR-piece [5] 42.08 108.0 157.06 127.97 382.6 608.76 743.01 2,371.29* NaN
LR-piece [10] 50.32 133.0 186.56 482.51 236.94* 339.82* 3,107.19* NaN 2,595.02*
LR-piece [25] 526.72 280.11 499.72 2,178.79* 1,634.96* 1,137.18* NaN NaN NaN

SSVM-cut 0.14 0.31 0.54 0.22 0.46 0.63 0.6 0.61 1.57
SSVM-piece [5] 20.54 59.6 84.11 44.43 125.33 201.43 460.29 349.74 612.18*
SSVM-piece [10] 34.85 80.19 114.63 82.52 166.36 277.17* 1,924.21* 439.99* 730.46*
SSVM-piece [25] 90.25 198.32* 332.86* 221.74* 406.68 763.53* NaN 1,161.48* 1,996.73*

RR-cut 0.16 0.19 0.3 0.27 0.3 0.52 0.7 0.78 1.31
RR-piece [5] 9.87 23.23 38.57 23.13 55.95 87.75 73.02 171.16 269.98
RR-piece [10] 16.52 38.92 60.38 37.69 87.57 143.39 105.4 281.6 464.49
RR-piece [25] 43.16 95.53 155.26 93.21 222.79 373.44* 296.18* 824.93* 1,584.85*

Table 20: Median runtimes in secs to solve the mixed-feature model (-cut; using our cutting plane
method) and the bounded continuous-feature model (-piece [J ]; solving a polynomial-size convex
reformulation) for the logistic (LR), smooth hinge (SSVM) and Huber (RR; with δ = 0.05) loss
functions. A NaN indicates that more than half of the instances could not be solved within an
hour of runtime. An asterisk (*) indicates that at least one instance could not be solved within
an hour of runtime.

3.6.3 Performance on Benchmark Instances

In Section 3.6.1, we observed that the mixed-feature Wasserstein learning problem (54) can

outperform its unbounded continuous-feature approximation in terms of out-of-sample losses.

In practice, however, loss functions merely serve as surrogates for the misclassification rate (in

classification problems) or mean squared error (in regression problems). Moreover, Section 3.6.1

considered synthetically generated problem instances, which may lack some of the intricate

structure of real-life datasets. This section therefore compares the out-of-sample misclassification

rates and mean squared errors of problem (54) with those of alternative methods on standard

benchmark instances. In particular, we selected 8 of the most popular classification and 7 of

the most popular regression datasets from the UCI machine learning repository (Dua and Graff

2017). We processed the datasets to (i) handle missing values and inconsistencies in the data,

(ii) employ a one-hot encoding for discrete variables, and (iii) convert the output variable (to

a binary value for classification tasks and a [−1, 1]-interval for regression tasks). All datasets,

processing scripts as well as further results on other UCI datasets can be found in the GitHub

repository.

Tables 21–26 report averaged results over 100 random splits into 80% training set and 20%

test set for both the original datasets as well as parsimonious variants where only half of the data

170



points are available. In the tables, the column groups report (from left to right) the problem in-

stances’ names and dimensions; the results for the unregularized implementations of the nominal

problem as well as the mixed-feature Wasserstein learning problem (54) using (κz, p) = (1, 1),

∥·∥ = ∥·∥1 and κy ∈ {1,K} in our ground metric (55); the results for the corresponding l2-

regularized versions; and the results for two unbounded continuous-feature approximations of

problem (54). For the unregularized mixed-feature and continuous-feature Wasserstein learn-

ing problems, we cross-validate the hyperparameter ϵ from the set {0, 10−5, 10−3, 10−1}. For

the regularized nominal model, we cross-validate the regularization penalty α from the set

{0}∪{c ·10−p : c ∈ {1, 5}, p = 1, . . . , 6}. For the regularized mixed-feature Wasserstein learning

problem, finally, we cross-validate the hyperparameters (ϵ, α) from the Cartesian product of the

previous two sets. The method with the smallest error in each column group is highlighted in

bold, and the method with the smallest error across all column groups has a grey background.

For instances where a version of the mixed-feature Wasserstein learning problem attains the

smallest error across all column groups, the symbols † and ‡ indicate a statistically significant

improvement of that model over the nominal and regularized nominal learning problem as well

as over the better of the two continuous-feature approximations, respectively, at a p-value of

0.05. Most nominal models were solved within seconds, most continuous-feature models were

solved within minutes, and most of the mixed-feature models were solved within 10 minutes. We

relegate the details of the statistical significance tests and runtimes to the GitHub repository.

Overall, we observe from the tables that the mixed-feature Wasserstein learning problems

outperform both the (regularized) nominal problems and the unbounded continuous-feature

approximations in the classification and regression tasks. The outperformance of the mixed-

feature Wasserstein learning problems over the continuous-feature approximations tends to be

more substantial for problem instances with many discrete features, which further confirms our

findings from Sections 3.5.1 and 3.6.1. Also, the mixed-feature Wasserstein learning problems

tend to perform better on the parsimonious versions of the problem instances. This is intuitive

as we expect robust optimization to be particularly effective in data sparse environments. Reg-

ularizing the mixed-feature Wasserstein learning problem does not yield significant advantages

in the classification tasks, but it does help in the regression tasks. Finally, while we do not ob-

serve any significant differences among the classification loss functions, the Huber loss function

performs best on the regression problem instances.
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3.7 Conclusions

Wasserstein learning offers a principled approach to mitigating overfitting in supervised learning.

While Wasserstein learning has been studied extensively for datasets with exclusively continu-

ous features, the existing solution techniques cannot handle discrete features faithfully without

sacrificing performance in real-world applications.

In this work, we propose a cutting plane algorithm for Wasserstein classification and re-

gression problems that involve both continuous and discrete features. While the worst-case

complexity of our method is exponential, it performs well on both synthetic and benchmark

datasets. The core of our algorithm is an efficient identification of the most violated constraints

with respect to the current solution. Despite the discrete nature of the problem, we show that

it can be solved in polynomial time. We also study the complexity of mixed-feature Wasser-

stein learning more broadly, and we investigate its connections to regularized as well as different

continuous-feature formulations.

Our work opens several promising directions for future research. Most notably, it would

be instructive to explore whether similar algorithmic techniques can be developed for other

supervised learning models, including decision trees, ensemble methods, and neural networks.

Furthermore, it would be valuable to investigate the development of polynomial-time solution

schemes that avoid reliance on the ellipsoid method and that overcome the scalability limitations

of monolithic reformulations. For example, the fact that our algorithm for the mixed-feature

problem relies on a sorting argument to identify the most violated constraint could potentially

pave the way to developing robust counterparts using standard convex reformulations of sorting-

type constraints.
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Dataset N Mx Mz K Reduced? Nom MixF (κy = 1) MixF (κy = K) r-Nom r-MixF (κy = 1) r-MixF (κy = K) ConF (κy = 1) ConF (κy = K)

balance-scale 625 0 16 4 ✖ 0.56% 0.44% 0.40% †‡ 0.52% 0.52% 0.48% 0.48% 0.44%
✓ 1.65% 1.65% ‡ 1.65% ‡ 1.92% 1.92% 1.92% 1.73% 1.91%

breast-cancer 277 0 42 9 ✖ 30.10% 28.91% 29.64% 29.46% 28.64% †‡ 29.36% 29.18% 29.55%
✓ 31.87% 30.93% 30.30% 29.58% 28.68% 28.46% †‡ 31.69% 36.45%

credit-approval 690 6 36 9 ✖ 13.59% 13.48% 13.01% †‡ 13.70% 13.59% 13.12% 13.95% 13.23%
✓ 16.30% 15.00% 15.10% 14.58% 14.94% 14.43% ‡ 14.92% 15.64%

cylinder-bands 539 19 43 14 ✖ 22.85% 22.52% 22.38% 22.90% 22.24% † 23.18% 22.90% 22.52%
✓ 27.37% 28.55% 26.39% † 27.18% 27.25% 27.12% 26.81% 26.47%

lymphography 148 0 42 18 ✖ 17.24% 16.90% 17.24% 15.86% 16.90% 14.83% †‡ 18.97% 17.10%
✓ 23.98% 22.22% 19.10% 17.96% 17.67% †‡ 18.30% 25.51% 19.43%

primacy 339 0 25 17 ✖ 13.51% 13.51% 14.40% 14.25% 13.73% 14.33% 13.81% 14.55%
✓ 15.89% 13.99% † 15.30% 14.70% 14.34% 14.73% 14.09% 15.10%

spect 267 0 22 22 ✖ 20.28% 19.43% 19.25% 20.09% 19.25% 17.35% †‡ 20.28% 20.00%
✓ 23.22% 21.13% 19.97% †‡ 23.34% 22.44% 20.34% 22.50% 20.88%

tic-tac-toe 958 0 18 9 ✖ 1.94% 1.70% 1.70% 1.70% 1.70% 1.70% 1.70% 1.70%
✓ 2.75% 1.70% † 1.70% † 1.81% 1.67% 1.66% 1.70% 1.70%

Table 21: Mean classification error for the logistic regression loss function. N , Mx, Mz and
K refer to the problem parameters from Section 3.2. The column ‘Reduced?’ indicates whether
the full or sparse version of the dataset is being considered. Nom, MixF and ConF refer to
the nominal problem formulation, the mixed-feature Wasserstein learning problem (54) and its
unbounded continuous-feature approximation, respectively. The prefix ‘r-’ indicates the use of an
l2-regularization.

Dataset N Mx Mz K Reduced? Nom MixF (κy = 1) MixF (κy = K) r-Nom r-MixF (κy = 1) r-MixF (κy = K) ConF (κy = 1) ConF (κy = K)

balance-scale 625 0 16 4 ✖ 4.20% 4.08% 4.20% 3.36% 3.08% †‡ 3.28% 3.88% 4.20%
✓ 5.91% 5.56% † 5.88% 5.69% 6.23% 5.64% 5.64% 5.68%

breast-cancer 277 0 42 9 ✖ 30.27% 30.09% ‡ 30.82% 30.46% 30.82% 30.18% 35.18% 36.00%
✓ 31.66% 31.15% 30.69% 31.05% 30.93% 29.58% †‡ 31.96% 36.78%

credit-approval 690 6 36 9 ✖ 13.84% 13.88% 13.51% 14.06% 14.02% 13.59% 13.62% 14.06%
✓ 15.86 % 16.21% 15.81% 14.84% 15.98% 14.83% ‡ 15.22% 18.62%

cylinder-bands 539 19 43 14 ✖ 23.22% 23.08% 22.52% † 23.08% 23.04% 22.85% 22.85% 24.11%
✓ 28.47% 27.86% 27.29% †‡ 28.55% 28.99% 28.05% 27.97% 27.88%

lymphography 148 0 42 18 ✖ 19.14% 18.97% 20.52% 18.79% 17.41% 17.24% † 18.28% 19.83%
✓ 20.28% 20.91% 21.25% 19.49% 19.77% 18.64% †‡ 23.92% 21.31%

primacy 339 0 25 17 ✖ 14.03% 13.73% 13.28% 13.36% 13.73% 13.13% ‡ 13.81% 13.66%
✓ 15.96% 15.05% 15.47% 14.53% 14.68% 14.51% ‡ 14.78% 15.00%

spect 267 0 22 22 ✖ 20.19% 20.76% 18.96% †‡ 21.04% 20.85% 19.34% 21.23% 20.28%
✓ 24.16% 21.50% † 21.97% 22.031% 22.06% 21.91% 23.28% 21.53%

tic-tac-toe 958 0 18 9 ✖ 1.70% 1.70% 1.70% 1.70% 1.70% 1.70% 1.70% 1.70%
✓ 2.58% 1.65% 1.65% 1.65% 1.65% 1.65% 1.65% 1.65%

Table 22: Mean classification error for the hinge loss function. We use the same abbreviations
as in Table 21.
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Dataset N Mx Mz K Reduced? Nom MixF (κy = 1) MixF (κy = K) r-Nom r-MixF (κy = 1) r-MixF (κy = K) ConF (κy = 1) ConF (κy = K)

balance-scale 625 0 16 4 ✖ 1.36% 0.40% 0.40% †‡ 1.52% 0.48% 0.48% 1.32% 1.36%
✓ 3.15% 2.15% 2.01% 3.25% 2.08% 1.81% †‡ 3.29% 3.31%

breast-cancer 277 0 42 9 ✖ 29.55% 28.82% † 29.18% 30.18% 32.27% 29.64% 30.36% 29.18%
✓ 31.30% 31.36% 30.36% 28.55% 28.52% 27.41% †‡ 29.88% 29.94%

credit-approval 690 6 36 9 ✖ 13.44% 13.37% 13.41% 13.44% 13.37% ‡ 13.41% 13.66% 14.46%
✓ 15.59% 15.16% 15.52% 14.65% 14.53% 14.52% †‡ 15.30% 15.75%

cylinder-bands 539 19 43 14 ✖ 23.27% 21.78% †‡ 22.43% 23.04% 22.52% 22.85% 22.57% 22.71%
✓ 27.43% 26.50% †‡ 27.57% 27.09% 27.40% 27.37 % 27.11% 27.40%

lymphography 148 0 42 18 ✖ 19.31% 17.76% 18.97% 16.38% 16.55% 15.52% † 20.52% 15.86%
✓ 21.31% 21.93% 20.91% 18.47% 18.35% ‡ 18.47% 20.11% 20.34%

primacy 339 0 25 17 ✖ 13.51% 12.99% ‡ 13.51% 13.13% 13.43% 13.21% 13.66% 14.18%
✓ 15.10% 14.80% 15.03% 14.38% 14.58% 14.41% 14.06% 14.66%

spect 267 0 22 22 ✖ 20.28% 18.77% 18.30% 19.25% 19.25% 17.08% †‡ 21.04% 21.13%
✓ 23.16% 21.97% 20.53% 23.16% 22.34% 20.34% †‡ 21.09% 21.50%

tic-tac-toe 958 0 18 9 ✖ 1.73% 1.70% 1.70% 1.70% 1.70% 1.70% 1.70% 1.70%
✓ 2.77% 1.65% 1.65% 1.65% 1.65% 1.65% 1.65% 1.65%

Table 23: Mean classification error for the smooth hinge loss function. We use the same
abbreviations as in Table 21.

Dataset N Mx Mz K Reduced? Nom MixF (κy = 1) MixF (κy = K) r-Nom r-MixF (κy = 1) r-MixF (κy = K) ConF (κy = 1) ConF (κy = K)

bike 17,379 4 31 5 ✖ 210.23 210.23 210.23 210.23 210.23 210.23 210.23 210.23
✓ 210.82 210.81 †‡ 210.81 210.84 210.84 210.84 213.47 213.60

fire 517 10 31 4 ✖ 123.33 123.33 †‡ 123.33 †‡ 123.48 123.33 †‡ 124.74 149.03 149.04
✓ 132.71 117.42 111.50 †‡ 114.39 113.56 112.98 120.41 118.30

flare 1,066 0 21 9 ✖ 198.10 198.10 198.10 198.87 198.86 198.86 198.10 198.10
✓ 199.85 199.84 199.84 200.09 200.09 200.09 199.61 199.60

garments 1,197 7 22 4 ✖ 363.11 363.40 366.48 362.55 362.57 362.60 363.36 364.38
✓ 890.81 367.76 368.95 368.15 367.29 † 367.84 367.64 368.97

imports 193 14 45 10 ✖ 442.71 289.01 302.02 311.08 269.97 †‡ 270.94 289.19 300.18
✓ 660.04 377.26 368.77 352.79 334.54 †‡ 336.18 384.48 370.93

student 395 13 26 17 ✖ 379.13 379.20 383.07 378.66 378.12 † 378.66 379.15 383.80
✓ 411.98 412.32 413.51 384.20 384.07 †‡ 384.77 412.11 396.66

vegas 504 5 106 14 ✖ 232,330.88 533.63 514.45 479.91 479.92 479.91 ‡ 520.72 482.06
✓ 287,615.23 605.27 554.18 493.60 493.60 ‡ 493.79 581.52 494.27

Table 24: Mean squared errors for the Huber loss function (with δ = 0.5). We use the same
abbreviations as in Table 21.
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Dataset N Mx Mz K Reduced? Nom MixF (κy = 1) MixF (κy = K) r-Nom r-MixF (κy = 1) r-MixF (κy = K) ConF (κy = 1) ConF (κy = K)

bike 17,379 4 31 5 ✖ 217.87 217.87 217.87 217.85 217.82 217.87 217.86 217.87
✓ 218.17 218.17 218.16 218.17 218.18 218.17 218.16 218.21

fire 517 10 31 4 ✖ 124.36 124.36 124.29 †‡ 130.45 124.36 124.45 142.59 124.33
✓ 120.54 110.76 109.71 116.67 109.60 †‡ 109.60 109.74 109.81

flare 1,066 0 21 9 ✖ 218.56 218.62 218.87 218.27 219.26 204.93 †‡ 218.55 218.54
✓ 2,230.29 750.89 752.05 215.22 215.22 202.78 †‡ 215.98 215.80

garments 1,197 7 22 4 ✖ 374.08 373.77 377.32 373.32 373.76 374.70 373.79 377.65
✓ 894.07 376.12 375.77 † 377.78 377.06 376.58 376.05 377.07

imports 193 14 45 10 ✖ 671.67 299.63 305.48 351.66 292.86 289.26 †‡ 311.48 319.25
✓ 726.46 379.16 408.11 371.56 348.24 †‡ 349.712 406.18 389.03

student 395 13 26 17 ✖ 399.65 399.65 397.63 383.57 383.57 ‡ 386.14 399.66 405.33
✓ 451.85 451.89 397.59 †‡ 403.51 398.50 393.65 451.95 408.27

vegas 504 5 106 14 ✖ 232,332.44 529.55 500.85 503.37 503.37 490.76 †‡ 538.10 503.46
✓ 287,597.53 580.67 505.11 507.74 507.74 500.22 †‡ 592.46 511.80

Table 25: Mean squared errors for the pinball loss function (with τ = 0.5). We use the same
abbreviations as in Table 21.

Dataset N Mx Mz K Reduced? Nom MixF (κy = 1) MixF (κy = K) r-Nom r-MixF (κy = 1) r-MixF (κy = K) ConF (κy = 1) ConF (κy = K)

bike 17,379 4 31 5 ✖ 217.87 217.87 217.87 217.88 217.87 217.88 217.86 217.87
✓ 218.18 218.17 218.16 218.15 218.15 218.15 218.14 218.20

fire 517 10 31 4 ✖ 133.10 133.02 132.64 136.26 132.90 132.67 †‡ 133.05 132.82
✓ 185.04 128.05 124.38 ‡ 125.23 125.30 125.02 126.67 124.93

flare 1,066 0 21 9 ✖ 212.93 212.95 213.20 215.49 215.40 211.44 †‡ 212.92 212.94
✓ 1,562.88 532.37 359.82 232.67 210.53 207.05 †‡ 209.49 209.28

garments 1,197 7 22 4 ✖ 369.10 368.65 † 371.72 370.08 369.07 370.17 368.65 371.67
✓ 871.46 370.90 372.19 370.72 370.77 370.68 371.17 372.03

imports 193 14 45 10 ✖ 621.38 288.81 †‡ 300.38 331.36 300.22 299.10 306.61 322.70
✓ 761.05 370.96 394.00 370.97 338.80 338.07 †‡ 392.69 380.75

student 395 13 26 17 ✖ 399.65 399.66 397.60 387.07 386.27 385.75 ‡ 399.68 405.34
✓ 451.85 451.89 397.59 403.51 398.50 393.65 †‡ 451.95 408.27

vegas 504 5 106 14 ✖ 232,323.47 530.00 500.36 493.28 493.29 489.17 †‡ 538.51 503.48
✓ 287,607.59 580.52 504.85 517.85 517.86 497.64 †‡ 592.31 511.76

Table 26: Mean squared errors for the τ-insensitive loss function (with τ = 0.1). We use
the same abbreviations as in Table 21.
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3.A Wasserstein Classification with Mixed Features

This section derives exponential-size convex reformulations of the mixed-feature Wasserstein

learning problem (56) for classification problems with convex and Lipschitz continuous as well

as piece-wise affine and convex loss functions L. One readily confirms that the resulting refor-

mulations are special cases of our unified representation (57), which implies that our results in

this appendix prove Theorem 7 for the case of classification problems.

Proposition 11. Consider a classification problem with a convex and Lipschitz continuous loss

function as well as X = RMx . In this case, the Wasserstein learning problem (56) is equivalent

to
minimize

β,λ,s
λϵ+

1

N

∑
n∈[N ]

sn

subject to
lβ(x

n, z, yn)− λκzdz(z, zn) ≤ sn
lβ(x

n, z,−yn)− λκzdz(z, zn)− λκy ≤ sn

}
∀n ∈ [N ], ∀z ∈ Z

lip(L) · ∥βx∥∗ ≤ λ
β = (β0,βx,βz) ∈ R1+Mx+Mz , λ ∈ R+, s ∈ RN+ .

(58)

Formulation (58) emerges as a special case of our unified representation (57) if we set I =

{±1}, θ = (β, λ), σ = s, f0(θ,σ) = λϵ +
1

N

∑
n∈[N ] sn, fni(e) = L(e), gni(θ, ξn−z; z) = iyn ·

[β0 + βx
⊤xn + βz

⊤z], hni(θ, ξn−z; dz(z, z
n)) = λκzdz(z, z

n) + λκy · 1[i = −1] and Θ = {θ :

lip(L) · ∥βx∥∗ ≤ λ, λ ∈ R+}. One verifies that this choice of I, θ, σ, f0, fni, gni, hni and Θ

satisfies the regularity conditions imposed on problem (57) in the main text.

Proposition 12. If β in problem (58) is restricted to a bounded hypothesis set H, then λ can

be restricted to a bounded set as well.

Proposition 11 covers Wasserstein support vector machines with a smooth Hinge loss,

L(e) =


1/2− e if e ≤ 0,

(1/2) · (1− e)2 if e ∈ (0, 1),

0 otherwise,

where the Lipschitz modulus is lip(L) = 1, and logistic regression with a log-loss,

L(e) = log(1 + exp[−e]),

where again lip(L) = 1. We provide the corresponding reformulations next.
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Corollary 2. The first set of inequality constraints in (58) can be reformulated as follows.

(i) For the smooth Hinge loss function:

1

2

(
w+
z,n − yn · (β0 + βx

⊤xn + βz
⊤z)

)2
+ 1− w+

z,n − λκzdz(z, zn) ≤ sn

1

2

(
w+
z,n − yn · (β0 + βx

⊤xn + βz
⊤z)

)2 − λκzdz(z, zn) ≤ sn
∀n ∈ [N ], ∀z ∈ Z

(ii) For the log-loss function:

log
(
1 + exp

[
−yn · (β0 + βx

⊤xn + βz
⊤z)

])
− λκzdz(z, zn) ≤ sn ∀n ∈ [N ], ∀z ∈ Z

Here, w+
z,n ∈ R are auxiliary decision variables. The second set of inequality constraints in (58)

follows similarly if we replace w+
z,n ∈ R with additional auxiliary decision variables w−

z,n ∈ R,

replace −yn with +yn and subtract the expression λκy from the constraint left-hand sides.

We now provide a reformulation of problem (56) without embedded maximizations when the

loss function L is piece-wise affine and convex.

Proposition 13. Consider a classification problem with a piece-wise affine and convex loss

function L(e) = maxj∈[J ]{aje + bj}, and assume that X = {x ∈ RMx : Cx ≼C d} for some

C ∈ Rr×Mx , d ∈ Rr and proper convex cone C ⊆ Rr. If X admits a Slater point xs ∈ RMx such

that Cxs ≺C d, then the Wasserstein learning problem (56) is equivalent to

minimize
β,λ,s,q+

nj ,q
−
nj

λϵ+
1

N

∑
n∈[N ]

sn

subject to q+nj
⊤(d−Cxn) + ajy

n · (β0 + βx
⊤xn + βz

⊤z)− λκzdz(z, zn) + bj ≤ sn
q−nj

⊤(d−Cxn)− ajyn · (β0 + βx
⊤xn + βz

⊤z)− λκzdz(z, zn)− λκy + bj ≤ sn

}
∀n ∈ [N ], ∀j ∈ [J ], ∀z ∈ Z

∥ajyn · βx −C⊤q+nj∥∗ ≤ λ, ∥ajy
n · βx +C⊤q−nj∥∗ ≤ λ ∀n ∈ [N ], ∀j ∈ [J ]

β = (β0,βx,βz) ∈ R1+Mx+Mz , λ ∈ R+, s ∈ RN+
q+nj , q

−
nj ∈ C

∗, n ∈ [N ] and j ∈ [J ].

(59)

Formulation (59) emerges as a special case of our unified representation (57) if we set i =

(j, t), I = [J ] × {±1}, θ = (β, λ, qni), σ = s, f0(θ,σ) = λϵ +
1

N

∑
n∈[N ] sn, fni(e) = aje +

bj , gni(θ, ξn−z; z) = tyn · [β0 + βx
⊤xn + βz

⊤z], hni(θ, ξn−z; dz(z, z
n)) = −qni⊤(d − Cxn) +
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λκzdz(z, z
n) + λκy · 1[t = −1] and Θ = {θ : ∥ajyn ·βx − t ·C⊤qni∥∗ ≤ λ ∀(n, i) ∈ [N ]×I, qni ∈

C∗ ∀(n, i) ∈ [N ] × I, λ ∈ R+}. One verifies that this choice of I, θ, σ, f0, fni, gni, hni and Θ

satisfies the regularity conditions imposed on problem (57) in the main text.

Proposition 14. If β in problem (59) is restricted to a bounded hypothesis set H, then (q+ni, q
−
ni)n,i

and λ can be restricted to a bounded set as well.

Proposition 13 covers Wasserstein support vector machines with a (non-smooth) Hinge loss,

L(e) = max {1− e, 0},

which is a piece-wise affine convex function with J = 2, a1 = −1, b1 = 1, a2 = 0 and b2 = 0.

We provide the corresponding reformulation next.

Corollary 3. For the (non-smooth) Hinge loss function, the first set of inequality constraints

in (59) can be reformulated as

q+n
⊤(d−Cxn)− yn(β0 + βx

⊤xn + βz
⊤z)− λκzdz(z, zn) + 1 ≤ sn ∀n ∈ [N ], ∀z ∈ Z.

The second set of inequality constraints in (59) follows similarly if we replace −yn with +yn as

well as q+n with q−n and subtract the expression λκy from the constraint left-hand sides.

3.B Wasserstein Regression with Mixed Features

This section derives exponential-size convex reformulations of the mixed-feature Wasserstein

learning problem (56) for regression problems with convex and Lipschitz continuous as well as

piece-wise affine and convex loss functions L. One readily confirms that the resulting reformu-

lations are special cases of our unified representation (57), which implies that our results in this

appendix prove Theorem 7 for the case of regression problems.

Proposition 15. Consider a regression problem with a convex and Lipschitz continuous loss
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function L and (X,Y) = (RMx ,R). In this case, the Wasserstein learning problem (56) equals

minimize
β,λ,s

λϵ+
1

N

∑
n∈[N ]

sn

subject to lβ(x
n, z, yn)− λκzdz(z, zn) ≤ sn ∀n ∈ [N ], ∀z ∈ Z

lip(L) · ∥βx∥∗ ≤ λ
lip(L) ≤ λκy
β = (β0,βx,βz) ∈ R1+Mx+Mz , λ ∈ R+, s ∈ RN+ .

(60)

Formulation (60) emerges as a special case of our unified representation (57) if we set θ =

(β, λ), σ = s, f0(θ,σ) = λϵ+
1

N

∑
n∈[N ] sn, fni(e) = L(e), gni(θ, ξn−z; z) = β0+βx

⊤xn+βz
⊤z−

yn, hni(θ, ξn−z; dz(z, z
n)) = λκzdz(z, z

n) and Θ = {θ : lip(L) · ∥βx∥∗ ≤ λ, lip(L) ≤ λκy, λ ∈
R+}. One verifies that this choice of θ, σ, f0, fni, gni, hni and Θ satisfies the regularity

conditions imposed on problem (57) in the main text.

Corollary 4. If β in problem (60) is restricted to a bounded hypothesis set H, then λ can be

restricted to a bounded set as well.

Proposition 15 covers Wasserstein regression with a Huber loss,

L(e) =

 (1/2) · e2 if |e| ≤ δ,

δ · (|e| − (1/2) · δ) otherwise,

where δ ∈ R+ determines the boundary between the quadratic and the absolute loss, implying

that lip(L) = δ. We provide the corresponding reformulation next.

Corollary 5. For the Huber loss function, the first set of inequality constraints in (60) can be

reformulated as

1

2
(β0 + βx

⊤xn + βz
⊤z − yn − pz,n)2 + δpz,n − λκzdz(z, zn) ≤ sn

1

2
(β0 + βx

⊤xn + βz
⊤z − yn − pz,n)2 − δpz,n − λκzdz(z, zn) ≤ sn

∀n ∈ [N ], ∀z ∈ Z,

where pz,n ∈ R are auxiliary decision variables.

We now provide a reformulation of problem (56) without embedded maximizations when the

loss function L is piece-wise affine and convex.
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Proposition 16. Consider a regression problem with a piece-wise affine and convex loss function

L(e) = maxj∈[J ]{aje+ bj}, and assume that X×Y =
{
(x, y) ∈ RMx+1 : Cxx+ cy · y ≼C d

}
for

some Cx ∈ Rr×Mx , cy ∈ Rr, d ∈ Rr and proper convex cone C ⊆ Rr. If this set admits a Slater

point (xs, ys) ∈ RMx+1 such that Cxx
s + cy · ys ≺C d, then problem (56) is equivalent to

minimize
β,λ,s,qnj

λϵ+
1

N

∑
n∈[N ]

sn

subject to q⊤nj(d−Cxx
n − cy · yn) + aj · (β0 + β⊤

x x
n + βz

⊤z − yn)− λκzdz(z, zn) + bj ≤ sn
∀n ∈ [N ], ∀j ∈ [J ], ∀z ∈ Z

∥aj · βx −Cx
⊤qnj∥∗ ≤ λ, |−aj − c⊤y qnj | ≤ λκy ∀n ∈ [N ], ∀j ∈ [J ]

β = (β0,βx,βz) ∈ R1+Mx+Mz , λ ∈ R+, s ∈ RN+
qnj ∈ C⋆, n ∈ [N ] and j ∈ [J ].

(61)

Formulation (61) emerges as a special case of our unified representation (57) if we set I = [J ],

θ = (β, λ, qni), σ = s, f0(θ,σ) = λϵ +
1

N

∑
n∈[N ] sn, fni(e) = aie + bi, gni(θ, ξn−z; z) =

β0+βx
⊤xn+βz

⊤z− yn, hni(θ, ξn−z; dz(z, z
n)) = −qni⊤(d−Cxx

n− cy · yn)+λκzdz(z, z
n) and

Θ = {θ : ∥ai · βx −C⊤qni∥∗ ≤ λ ∀(n, i) ∈ [N ]× I, |−ai − c⊤y qni| ≤ λκy ∀(n, i) ∈ [N ]× I, qni ∈
C∗ ∀(n, i) ∈ [N ] × I, λ ∈ R+}. One verifies that this choice of I, θ, σ, f0, fni, gni, hni and Θ

satisfies the regularity conditions imposed on problem (57) in the main text.

Corollary 6. If β in problem (61) is restricted to a bounded hypothesis set H, then (qni)n,i and

λ can be restricted to a bounded set as well.

Proposition 16 covers Wasserstein support vector regression with an τ -insensitive loss func-

tion,

L(e) = max {|e| − τ, 0}

with robustness parameter τ ∈ R+, which is a piece-wise affine convex function with J = 3,

a1 = 1, b1 = −τ , a2 = −1, b2 = −τ , a3 = 0 and b3 = 0. It also covers Wasserstein quantile

regression with a pinball loss function,

L(e) = max {−τe, (1− τ)e}

with robustness parameter 0 ≤ τ ≤ 1, which is a piece-wise affine convex function with J = 2,

a1 = −τ , b1 = 0, a2 = 1− τ and b2 = 0. We provide the corresponding reformulations next.

Corollary 7. The first set of inequality constraints in (61) can be reformulated as follows.
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(i) For the τ -insensitive loss function:

tn1
⊤(d1 −C1x

n) + vn1
⊤(d2 −C2y

n) + (β0 + βx
⊤xn + βz

⊤z − yn)
−τ − λκzdz(z, zn) ≤ sn

tn2
⊤(d1 −C1x

n) + vn2
⊤(d2 −C2y

n)− (β0 + βx
⊤xn + βz

⊤z − yn)
−τ − λκzdz(z, zn) ≤ sn


∀n ∈ [N ], ∀z ∈ Z

(ii) For the pinball loss function:

tn1
⊤(d1 −C1x

n) + vn1
⊤(d2 −C2y

n)− τ(β0 + βx
⊤xn + βz

⊤z − yn)
−λκzdz(z, zn) ≤ sn

tn2
⊤(d1 −C1x

n) + vn2
⊤(d2 −C2y

n) + (1− τ)(β0 + βx
⊤xn + βz

⊤z − yn)
−λκzdz(z, zn) ≤ sn


∀n ∈ [N ], ∀z ∈ Z

3.C Proofs

Proof of Observation 6. The statement follows from similar arguments as in the proof of

Theorem 1 by Shafieezadeh-Abadeh et al. (2015). Details are omitted for the sake of brevity.

Proof of Proposition 9. We first show that LB and UB constitute lower and upper bounds

on the optimal value of (57) throughout the execution of the algorithm, and then we conclude

that Algorithm 9 terminates in finite time with an optimal solution (θ⋆,σ⋆) to problem (57).

Algorithm 9 updates LB to f0(θ
⋆,σ⋆) in each iteration of the while-loop. Since (θ⋆,σ⋆)

is an optimal solution to the relaxation of problem (57) that only contains the constraints

W ⊆ [N ]×I ×Z, LB indeed constitutes a lower bound on the optimal value of (57). Moreover,

since no elements are ever removed from W, the sequence of lower bounds LB is monotonic.

To see that UB constitutes an upper bound on the optimal value of (57) throughout the

execution of Algorithm 9, we claim that in each iteration, (θ⋆,σ⋆ + ϑ⋆) constitutes a feasible

solution to problem (57). Indeed, we have (θ⋆,σ⋆) ∈ Θ × RN+ and ϑ⋆ ∈ RN+ by construction,

while for all n ∈ [N ], i ∈ I and z ∈ Z, we have that

fni(gni(θ
⋆, ξn−z; z))− hni(θ⋆, ξn−z; dz(z, z

n)) ≤ σ⋆n + ϑ(n, i) ≤ σ⋆n + ϑ(n, i(n)) ≤ σ⋆n + ϑ⋆n,

that is, (θ⋆,σ⋆+ϑ⋆) is indeed feasible in problem (57). Moreover, the sequence of upper bounds

UB is monotonic by construction of the updates.
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To see that Algorithm 9 terminates in finite time, finally, note that each iteration of the while-

loop either adds a new constraint index (n, i(n), z(n, i(n))) to W, or we have ϑ(n, i(n)) ≤ 0 for

all n ∈ [N ]. In the latter case, however, we have ϑ⋆ = 0 and thus LB = UB at the end of the

iteration. The claim now follows from the fact that the index set [N ]× I × Z is finite.

Proof of Theorem 8. For fixed (θ⋆,σ⋆), finding the most violated constraint index z(n, i) in

constraint group (n, i) amounts to solving the combinatorial optimization problem

maximize
z

fni(gni(θ
⋆, ξn−z; z))− hni(θ⋆, ξn−z; dz(z, z

n))− σ⋆n
subject to z ∈ Z.

We can solve this problem by solving the K + 1 problems
maximize

z
fni(gni(θ

⋆, ξn−z; z))− hni(θ⋆, ξn−z; δ)− σ⋆n
subject to dz(z, z

n) = δ

z ∈ Z

 ∀δ ∈ [K] ∪ {0},

where each problem conditions on a fixed number δ of discrepancies between z and zn, and

subsequently choosing any solution z(δ) that attains the maximum optimal objective value

among those K+1 problems. Removing constant terms from those K+1 problems, we observe

that the δ-th problem shares its set of optimal solutions with the problem

maximize
z

fni(gni(θ
⋆, ξn−z; z))

subject to dz(z, z
n) = δ

z ∈ Z.

Since the outer function fni in the objective function is convex, the objective function is maxi-

mized whenever the inner function gni in the objective function is either maximized or minimized.

We thus conclude that the δ-th problem is solved by solving the two problems
maximize

z
µ · gni(θ⋆, ξn−z; z)

subject to dz(z, z
n) = δ

z ∈ Z

 ∀µ ∈ {±1}

and subsequently choosing the solution z(µ, δ) that attains the larger value fni(gni(θ⋆, ξn−z; z(µ, δ))

among those two solutions (with ties broken arbitrarily). Fixing µ to either value, adopting the
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notation for w and w0 of Algorithm 10 and ignoring constant terms, we can write the problem

as
maximize

z
µ ·
[ ∑
m∈[K]

wm
⊤zm

]
subject to dz(z, z

n) = δ

z ∈ Z.

The rectangularity of Z implies that the decisions of this problem admit a decomposition into

the selection M ⊆ [K] of δ discrete features m ∈ [K] along which zm differs from znm and, for

those features m ∈ [K] where zm ̸= znm, the choice of zm ∈ Z(km) \ {znm}:

maximize
M

max
z

µ · [ ∑
m∈[K]

wm
⊤zm

]
:

[
zm ∈ Z(km) \ {znm} ∀m ∈M
zm = znm ∀m ∈ [K] \M

]
subject to M⊆ [K], |M| = δ.

Noticing that the embedded maximization problem decomposes along the discrete features m ∈
[K], we can adopt the notation for z⋆m of Algorithm 10 to obtain the equivalent formulation

maximize
M

[ ∑
m∈M

µ ·wm
⊤z⋆m

]
+
[ ∑
m∈[K]\M

µ ·wm
⊤znm

]
subject to M⊆ [K], |M| = δ.

The two summations in the objective function of this problem admit the reformulation[ ∑
m∈M

µ ·wm
⊤z⋆m

]
+
[ ∑
m∈[K]\M

µ ·wm
⊤znm

]
=
[ ∑
m∈[K]

µ ·wm
⊤znm

]
+
[ ∑
m∈M

µ ·wm
⊤(z⋆m−znm)

]
,

and ignoring constant terms once more simplifies our optimization problem to

maximize
M

∑
m∈M

µ ·wm
⊤(z⋆m − znm)

subject to M⊆ [K], |M| = δ.

This problem is solved by identifyingM with the indices of the δ largest elements of the sequence

µ ·w1
⊤(z⋆1 − zn1 ), . . . , µ ·wK

⊤(z⋆K − znK), and this problem can be solved by a simple sorting

algorithm. One readily verifies that Algorithm 10 adopts the solution approach just described

to determine a maximally violated constraint index z(n, i).
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The runtime of Algorithm 10, finally, is dominated by determining the 2K maximizers z⋆m,

m ∈ [K] and µ ∈ {±1}, which takes time O(Mz) due to the one-hot encoding employed by Z,

sorting the 2K values µ ·wm
⊤(z⋆m−znm), which takes time O(K logK), as well as determining a

maximally violated constraint among the 2K+2 candidates z ∈ Z, which takes timeO(KT ).

Proof of Theorem 9. Recall from Grötschel et al. (1988, Corollary 4.2.7) that problem (57)

can be solved to δ-accuracy in polynomial time if (i) the problem admits a polynomial time

weak separation oracle and if (ii) the feasible region of the problem is a circumscribed convex

body. We prove both of these properties next.

Fix a convex and compact set K ⊆ Rn and a rational number δ > 0. Grötschel et al. (1988,

Definition 2.1.13) define a weak separation oracle for K as an algorithm which for any vector q ∈
Rn either confirms that q ∈ S(K, δ), where S(K, δ) = {r ∈ Rn : ∥r − r′∥2 ≤ δ for some r′ ∈ K}
is the δ-enclosure around K (i.e., q is almost in K), or finds a vector c ∈ Rn with ∥c∥∞ = 1

such that c⊤p ≤ c⊤q + δ for all p ∈ S(K,−δ), where S(K,−δ) = {r ∈ K : S({r}, δ) ⊆ K} is

the δ-interior of K (i.e., c is an almost separating hyperplane). We construct a weak separation

oracle for problem (57) as follows. Denote the feasible region of problem (57) by K ⊆ Θ× RN+ ,

and fix any q′ = (θ′,σ′) ∈ RMθ × RN . If σ′n < 0 for any n ∈ [N ], then our algorithm returns

the separating hyperplane c⊤ = (0⊤ − en
⊤). If θ′ /∈ Θ, then we can augment the weakly

separating hyperplane c ∈ RMθ for the set Θ to a weakly separating hyperplane (c⊤ 0⊤) for

problem (57). Otherwise, we leverage Algorithm 10 to obtain a strong separation oracle for K,

which Grötschel et al. (1988, Definition 2.1.4) define as an algorithm which for any vector q ∈ Rn

either confirms that q ∈ K or finds a vector c ∈ Rn such that c⊤p < c⊤q for all p ∈ K. To this

end, we execute Algorithm 10 for all constraint group indices (n, i) ∈ [N ] × I to identify most

violated constraint indices z(n, i) along with the constraint violations ϑ(n, i). If ϑ(n, i) ≤ 0 for

all (n, i) ∈ [N ]×I, then q′ is feasible in problem (57) and our oracle terminates. If ϑ(n⋆, i⋆) > 0

for some (n⋆, i⋆) ∈ [N ]× I, on the other hand, then our oracle computes a subgradient c of the

function

r(θ,σ) = fn⋆i⋆(gn⋆i⋆(θ, ξ
n⋆

−z; z(n
⋆, i⋆)))− hn⋆i⋆(θ, ξ

n⋆

−z; dz(z(n
⋆, i⋆), zn

⋆
))− σn⋆

at (θ,σ) = (θ′,σ′). We have

c⊤(θ,σ) ≤ c⊤(θ′,σ′) + r(θ,σ)− r(θ′,σ′) < c⊤(θ′,σ′) ∀(θ,σ) ∈ K,

where the first inequality is due to the definition of subgradients and the fact that r is convex, and
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the second inequality holds since r(θ′,σ′) > 0 while r(θ,σ) ≤ 0 for all (θ,σ) ∈ K. In conclusion,

c is a strong separating hyperplane for (θ′,σ′) as desired. Note that by construction, a strong

separation oracle is also a weak separation oracle. Finally, the assumptions in the statement of

our theorem, together with Theorem 8, imply that our oracle runs in polynomial time.

We next turn to the claim that the feasible region K ⊆ Θ × RN+ of problem (57) is a

circumscribed convex body. According to Grötschel et al. (1988, Definition 2.1.16), this is the

case whenever K is a finite-dimensional, full-dimensional, closed and convex subset of a ball

whose finite radius we can specify. By construction, K is finite-dimensional, closed and convex.

Moreover, K is full-dimensional since Θ is full-dimensional by construction and the constraints

have an epigraphical structure. To see that K can be circumscribed by a ball whose finite radius

we can specify, we note that Θ is bounded by assumption and σ is non-negative by construction.

Since the objective function f0 in (57) is non-decreasing in σ, we can without loss of generality

include in (57) the additional constraints σn ≤ σn for

σn = max
θ∈Θ

max
i∈I

max
z∈Z

{
fni(gni(θ, ξ

n
−z; z))− hni(θ, ξn−z; dz(z, z

n))
}
, n ∈ [N ].

Note that all σn are finite since Θ is compact, I and Z are finite sets and the objective function

is continuous. We thus conclude that σ can be bounded as well, and thus K can indeed be

circumscribed by a ball whose finite radius we can specify.

Proof of Theorem 10. Fix any Wasserstein classification or regression instance as described

in the statement of the theorem, fix any ambiguity radius ϵ > κzK
1/p, any non-zero numbers

Mx of continuous and K of discrete features, and denote the training set as {ξn}n∈[N ] with

ξn = (xn, zn, yn), n ∈ [N ]. Our proof proceeds in three steps. We first derive a closed-form

expression for the objective function of the Wasserstein learning problem (54) at a judiciously

chosen model β̂. Our derivation will show that this objective function constitutes the sum of

the empirical loss N−1 ·
∑

n∈[N ] lβ̂(ξ
n) and a function hβ̂({ξ

n}n∈[N ]). We then construct two

sets of data points {ξ̂n}n∈[N ] and {ξ̌n}n∈[N ] at which hβ̂({ξ̂
n}n∈[N ]) ̸= hβ̂({ξ̌

n}n∈[N ]), showing

that hβ̂({ξ
n}n∈[N ]) exhibits a dependence on the dataset {ξn}n∈[N ] that cannot be replicated

by any data-agnostic regularizer R(β̂).

Fix the model β̂ = (β̂0, β̂x, β̂z) with β̂0 ∈ R and β̂x ̸= 0 selected arbitrarily. Fix any discrete
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feature realization z⋆ ∈ Z \ {z1} as well as the discrete feature coefficients

β̂z,mi =


− 2

d′
· κzlip(L) · ∥β̂x∥∗ · dz(z⋆, z1) if z1mi = 1,

2

d′
· κzlip(L) · ∥β̂x∥∗ · dz(z⋆, z1) otherwise

for all m ∈ [K] and i ∈ [km],

where d′ = (d/de)L(e)
∣∣
e=x′

is the derivative of the loss function L at any point x′ ∈ R where the

derivative does not vanish. Such points x′ exist due to Rademacher’s theorem, which ensures that

a Lipschitz continuous function is differentiable almost everywhere, as well as the assumption

that the loss function L is non-constant. We make two observations that we will leverage later

on in this proof:

(i) We have d′ · β̂z,mi · (zmi − z1mi) ≥ 0 for all z ∈ Z, m ∈ [K] and i ∈ [km]. Indeed, fix any

z ∈ Z, m ∈ [K] and i ∈ [km]. If z1mi = 0, then d′ · β̂z,mi = 2 ·κzlip(L) · ∥β̂x∥∗ ·dz(z⋆, z1) ≥ 0

and zmi − z1mi ≥ 0. If z1mi = 1, on the other hand, then d′ · β̂z,mi = −2 · κzlip(L) · ∥β̂x∥∗ ·
dz(z

⋆, z1) ≤ 0 and zmi− z1mi ≤ 0. In particular, we have d′ · β̂z
⊤(z−z1) ≥ 0 for all z ∈ Z.

(ii) We have d′ · β̂z
⊤(z⋆ − z1) > κzlip(L) · ∥β̂x∥∗ · dz(z⋆, z1). Indeed, since z⋆ ̸= z1, there

is at least one m⋆ ∈ [K] and i⋆ ∈ [km⋆ ] where z⋆m⋆i⋆ − z1m⋆i⋆ ̸= 0, and thus d′ · β̂z,m⋆i⋆ ·
(z⋆m⋆i⋆ − z1m⋆i⋆) = 2 · κzlip(L) · ∥β̂x∥∗ · dz(z⋆, z1) > κzlip(L) · ∥β̂x∥∗ · dz(z⋆, z1). The claim

now follows from the fact that d′ · β̂z,mi · (zmi− z1mi) ≥ 0 for all other m ∈ [K] and i ∈ [km]

thanks to our previous observation (i).

Note that piece-wise affine loss functions are Lipschitz continuous. For our selected problem

instance, Proposition 11 from Appendix A therefore implies that the objective function of the

Wasserstein classification problem becomes

minimize
λ,s

λϵ+
1

N

∑
n∈[N ]

sn

subject to
lβ̂(x

n, z, yn)− λκzdz(z, zn) ≤ sn
lβ̂(x

n, z,−yn)− λκzdz(z, zn)− λκy ≤ sn

}
∀n ∈ [N ], ∀z ∈ Z

lip(L) · ∥β̂x∥∗ ≤ λ
λ ∈ R+, s ∈ RN+ ,

and Proposition 15 from Appendix B implies that the objective function of the Wasserstein
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regression problem becomes

minimize
λ,s

λϵ+
1

N

∑
n∈[N ]

sn

subject to lβ̂(x
n, z, yn)− λκzdz(z, zn) ≤ sn ∀n ∈ [N ], ∀z ∈ Z

lip(L) · ∥β̂x∥∗ ≤ λ
lip(L) ≤ λκy
λ ∈ R+, s ∈ RN+ .

When κy →∞, the second set of constraints in the classification problem and the third constraint

in the regression problem become redundant since λ ≥ lip(L) · ∥β̂x∥∗ > 0 because β̂x ̸= 0. For

all n ∈ [N ], we can then replace each sn with a maximum of the left-hand side of the first

constraint set over all z ∈ Z in either problem to obtain the unified formulation

minimize
λ

λϵ+
1

N

∑
n∈[N ]

max
z∈Z

{
lβ̂(x

n, z, yn)− λκzdz(z, zn)
}

subject to lip(L) · ∥β̂x∥∗ ≤ λ
λ ∈ R+

of the objective function of both the classification and the regression problem. Note that the

non-negativity of sn for n ∈ [N ] is preserved in the unified formulation since dz(zn, zn) = 0

and lβ̂(x
n, zn, yn) ≥ 0 for all n ∈ [N ] by definition of the loss function L that underlies lβ̂. We

claim that λ⋆ = lip(L) · ∥β̂x∥∗ at optimality. Indeed, any increment ∆λ > 0 in λ will cause an

increase of ∆λ · ϵ and a maximum decrease of ∆λ ·κzK1/p in the objective function, and we have

ϵ > κzK
1/p by assumption. Hence, the objective function of the Wasserstein classification and

regression problem simplifies to

f1(β̂, {ξn}n∈[N ]) = λ⋆ϵ+
1

N

∑
n∈[N ]

max
z∈Z

{
lβ̂(x

n, z, yn)− λ⋆κzdz(z, zn)
}

=
1

N

∑
n∈[N ]

lβ̂(ξ
n) + hβ̂({ξ

n}n∈[N ]),

where

hβ̂({ξ
n}n∈[N ]) = λ⋆ϵ+

1

N

∑
n∈[N ]

max
z∈Z

{
lβ̂(x

n, z, yn)− lβ̂(x
n, zn, yn)− λ⋆κzdz(z, zn)

}
.
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In contrast, the objective function of a generic regularized learning problem has the form

f2(β̂, {ξn}n∈[N ]) =
1

N

∑
n∈[N ]

lβ̂(ξ
n) +R(β̂).

By construction, R(β̂) does not vary with {ξn}n∈[N ]. In contrast, we claim that hβ̂({ξ
n}n∈[N ])

varies with {ξn}n∈[N ]. To this end, we will construct two sets of data points {ξ̂n}n∈[N ] and

{ξ̌n}n∈[N ] at which hβ̂({ξ̂
n}n∈[N ]) ̸= hβ̂({ξ̌

n}n∈[N ]). The two datasets {ξ̂n}n∈[N ] and {ξ̌n}n∈[N ]

are identical to {ξn}n∈[N ] except for the realization x1 of the continuous features in sample 1.

In other words, we have (x̂n, ẑn, ŷn) = (x̌n, žn, y̌n) = (xn, zn, yn) for all n ∈ [N ] \ 1 as well as

(ẑ1, ŷ1) = (ž1, y̌1) = (z1, y1).

We select x̂1 such that the maximum in the definition of hβ̂ is strictly positive at sample

n = 1. To achieve this, we choose x̂1 such that ŷ1 · [β̂0 + β̂x
⊤x̂1 + β̂z

⊤ẑ1] = x′ for classification

problems and β̂0 + β̂x
⊤x̂1 + β̂z

⊤ẑ1− ŷ1 = x′ for regression problems, respectively, where x′ was

defined earlier as a point where the derivative of the loss function does not vanish. Note that

this is always possible since β̂x ̸= 0. We then have

max
z∈Z

lβ̂(x̂
1, z, ŷ1)− lβ̂(x̂

1, ẑ1, ŷ1)− λ⋆κzdz(z, ẑ1)

≥ lβ̂(x̂
1, z⋆, ŷ1)− lβ̂(x̂

1, ẑ1, ŷ1)− λ⋆κzdz(z⋆, ẑ1)

= L(x′ + β̂z
⊤(z⋆ − ẑ1))− L(x′)− λ⋆κzdz(z⋆, ẑ1)

≥ β̂z
⊤(z⋆ − ẑ1) · d

de
L(e)

∣∣
e=x′
− λ⋆κzdz(z⋆, ẑ1)

= d′ · β̂z
⊤(z⋆ − ẑ1)− κzlip(L) · ∥β̂x∥∗ · dz(z⋆, ẑ1) > 0,

where the first inequality holds since z⋆ ∈ Z, the first identity uses the definitions of lβ̂ and x̂1,

the second inequality exploits the convexity of L, the second identity uses the definition of d′

as well as λ⋆, and the third inequality follows from our earlier observation (ii). Since the term

inside the maximum in the definition of hβ̂ is strictly positive for z = z⋆ at sample n = 1, the

maximum is guaranteed to be positive at sample n = 1 as well.

We choose x̌1 such that the term inside the maximum in the definition of hβ̂ is strictly

negative at sample n = 1 for all z ∈ Z \ {ž1}. Consider the case where d′ > 0; the alternative

case where d′ < 0 follows from analogous arguments. Since L is non-negative and convex, we

have that

lim
x→−∞

d

de
L(e)

∣∣
e=x
≤ 0, (62)
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which in turn implies that for all z ∈ Z \ {ž1}, we have

lim
x→−∞

L(x+ β̂z
⊤(z − ž1))− L(x) ≤ lim

x→−∞
β̂z

⊤(z − ž1) · d
de
L(e)

∣∣
e=x+β̂z

⊤(z−ž1)
≤ 0, (63)

where the first inequality exploits the fact that the derivative of a convex function is non-

decreasing and the second inequality holds because d′ · β̂z
⊤(z − ž1) ≥ 0 due to our earlier

observation (i) and the fact that limx→−∞
d

de
L(e)

∣∣
e=x+β̂z

⊤(z−ž1)
= limx→−∞

d

de
L(e)

∣∣
e=x
≤ 0

by equation (62). Moreover, for n = 1 and for all z ∈ Z \ {ž1}, we have

lim
β̂x

⊤x̌1→−∞
lβ̂(x̌

1, z, y̌1)− lβ̂(x̌
1, ž1, y̌1)− λ⋆κzdz(z, ž1)

= lim
x′′→−∞

L(x′′ + β̂z
⊤(z − ž1))− L(x′′)− λ⋆κzdz(z, ž1)

≤ −λ⋆κzdz(z, ž1) < 0,

where the identity applies the change of variables y̌1 · [β̂0+β̂x
⊤x̌1+β̂z

⊤ž1] = x′′ for classification

problems and β̂0 + β̂x
⊤x̌1 + β̂z

⊤ž1 − y̌1 = x′′ for regression problems, respectively, the first

inequality uses (63), and the last inequality is due to the fact that λ⋆, κz and dz(z, ž
1) are all

strictly positive. Since the term inside the maximum in the definition of hβ̂ is strictly negative at

sample n = 1 for all z ∈ Z \ {ž1}, the maximum is guaranteed to evaluate to 0 for n = 1. Given

that the datasets {ξ̂n}n∈[N ] and {ξ̌n}n∈[N ] are identical for all other samples n ∈ [N ] \ 1, this

implies that hβ̂({ξ̂
n}n∈[N ]) ̸= hβ̂({ξ̌

n}n∈[N ]) and confirms that hβ̂({ξ
n}n∈[N ]) has a dependency

on the dataset {ξn}n∈[N ] that cannot be replicated by any data-agnostic regularizer R(β̂).

Proof of Proposition 10. We prove the statement of the proposition in three steps. We first

show that our revised ground metric du coincides with the original ground metric dz over all

pairs of discrete feature vectors z, z′ ∈ Z. This implies that the left-hand sides of the constraints

indexed by u ∈ Z in (56’) reduce to their counterparts in (56). In other words, problem (56’) is

a restriction of (56) since it contains all of the constraints of (56). We then prove that du(u, z′)

is concave in u for every fixed z′ ∈ Z. Our third step leverages this intermediate result to

show that every feasible solution to our mixed-feature Wasserstein learning problem (56) is also

feasible in the bounded continuous-feature formulation (56’).
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In view of the first step, fix any z, z′ ∈ Z and observe that for any m ∈ [K], we have

1

2
∥zm − z′

m∥1 +
1

2
|1⊤(zm − z′

m)| =
1

2

∥∥∥( zm
1−1⊤zm

)
−
(

z′
m

1−1⊤z′
m

)∥∥∥
1

=

 0 if zm = z′
m,

1 otherwise.

Here, the first identity applies basic algebraic manipulations, and the second identity holds since

(z⊤
m, 1− 1⊤zm) and (z′⊤

m , 1− 1⊤z′
m) are canonic basis vectors in Rkm . We thus conclude that

du(z, z
′) =

 ∑
m∈[K]

1

2
∥zm − z′

m∥1 +
1

2
|1⊤(zm − z′

m)|

1/p

=
∑
m∈[K]

(1[zm ̸= z′
m])1/p = dz(z, z

′)

as claimed.

As for the second statement, fix any z′ ∈ Z. We then find that

du(u, z
′) =

(
1

2

∑
m∈[K]

∑
j∈[km−1]

[
1[z′mj = 0] · umj + 1[z′mj = 1] · (1− umj)

]
+

1

2

∑
m∈[K]

[
1[z′

m = 0] · 1⊤um + 1[z′
m ̸= 0] · (1− 1⊤um)

])1/p

,

where the first summation evaluates the 1-norm differences between um and z′
m and the second

summation computes the absolute values in du, respectively. The above reformulation shows

that the mapping u 7→ du(u, z
′) can be represented as f(g(u)), where f(x) = x1/p and g : U→

R is affine. It then follows from §3.2.2 of Boyd and Vandenberghe (2004) that the mapping

u 7→ du(u, z
′) is concave.

In view of the third statement, finally, fix any feasible solution (β, λ, s) to problem (56).

Since the objective functions of (56) and (56’) coincide, we only need to show that (β, λ, s)
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satisfies the constraints of problem (56’). To this end, we observe that for all n ∈ [N ], we have

sup
(x,y)∈X×Y

{lβ(x,u, y)− λ∥x− xn∥ − λκydy(y, yn)} − λκzdu(u, zn) ≤ sn ∀u ∈ U

⇐⇒ sup
u∈U
{lβ(x,u, y)− λ∥x− xn∥ − λκydy(y, yn)} − λκzdu(u, zn) ≤ sn ∀(x, y) ∈ X× Y

⇐⇒ sup
u∈U
{lβ(x,u, y)− λκzdu(u, zn)} − λ∥x− xn∥ − λκydy(y, yn)} ≤ sn ∀(x, y) ∈ X× Y

⇐⇒ sup
z∈Z
{lβ(x, z, y)− λκzdu(z, zn)} − λ∥x− xn∥ − λκydy(y, yn)} ≤ sn ∀(x, y) ∈ X× Y

⇐⇒ sup
z∈Z
{lβ(x, z, y)− λκzdz(z, zn)} − λ∥x− xn∥ − λκydy(y, yn)} ≤ sn ∀(x, y) ∈ X× Y

⇐⇒ sup
(x,y)∈X×Y

{lβ(x, z, y)− λκzdz(z, zn)} − λ∥x− xn∥ − λκydy(y, yn)} ≤ sn ∀z ∈ Z.

Here, the first, the second and the last equivalences reorder terms. As for the third equivalence,

recall that du(u, zn) is concave in u for every fixed zn ∈ Z. Thus, the expression inside the

supremum in the third row is convex in u, which implies that it attains its maximum at an

extreme point of U. The equivalence then follows from the fact that Z coincides with the

extreme points of U. The fourth equivalence, finally, leverages the first step of this proof, which

showed that du and dz agree over all pairs of discrete feature vectors z, z′ ∈ Z.

The proof of Proposition 11 utilizes the following lemma, which we state and prove first.

Lemma 28. Assume that the loss function L is convex and Lipschitz continuous. For fixed

α,xn ∈ RMx , α0 ∈ R and λ ∈ R+, we have

sup
x∈RMx

L(α⊤x+ α0)− λ∥x− xn∥ =

L(α⊤xn + α0) if lip(L) · ∥α∥∗ ≤ λ,

+∞ otherwise.
(64)

Lemma 28 generalizes Lemma 47 of Shafieezadeh-Abadeh et al. (2019) in that it includes a

constant α0 in the argument of the loss function L and that it extends to the case where λ = 0.

Proof of Lemma 28. Consider first the case where α ̸= 0. We conduct the change of variables

w = x + d, where d ∈ RMx is any vector such that α⊤d = α0. Note that d is guaranteed to

exist since α ̸= 0. Setting wn = xn + d, the left-hand side of (64) can then be written as

sup
x∈RMx

L(α⊤x+ α0)− λ∥x− xn∥ = sup
w∈RMx

L(α⊤w)− λ∥w − d− (wn − d)∥

= sup
w∈RMx

L(α⊤w)− λ∥w −wn∥
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If λ > 0, then Lemma 47 of Shafieezadeh-Abadeh et al. (2019) can be directly applied:

sup
w∈RMx

L(α⊤w)− λ∥w −wn∥ =

L(α⊤wn) if lip(L) · ∥α∥∗ ≤ λ,

+∞ otherwise,

=

L(α⊤xn + α0) if lip(L) · ∥α∥∗ ≤ λ,

+∞ otherwise.

Note that Lemma 47 of Shafieezadeh-Abadeh et al. (2019) assumes λ > 0. For the case where

λ = 0, the left-hand side of (64) evaluates to +∞ since L is assumed to be non-constant

(cf. Section 3.2) and convex. The right-hand side of (64) also evaluates to +∞ since lip(L) ·
∥α∥∗ > λ due to L being non-constant and α ̸= 0. Hence, the equivalence also extends to the

case where λ = 0.

Now consider the case where α = 0. There is no d such that α⊤d = α0 unless α0 = 0.

However, when α = 0, the left-hand side of (64) has the trivial solution x = xn, and the right-

hand side of (64) simplifies to L(α0) since 0 ≤ λ always holds. Thus, the equivalence still holds,

which concludes the proof.

Proof of Proposition 11. The statement can be proven along the lines of the proof of The-

orem 14 (ii) by Shafieezadeh-Abadeh et al. (2019) if we leverage Lemma 28 to re-express the

embedded maximization over x ∈ X. Details are omitted for the sake of brevity.

Proof of Proposition 12. For ease of exposition, we adopt the notation introduced after prob-

lem (58). By construction of problem (58), λ is lower bounded by 0. To see that we can bound

λ from above as well, we observe that there are optimal solutions for which λ does not exceed

λ = max{λ1, λ2}, where

λ1 = sup
β∈H

lip(L) · ∥βx∥∗

with the bounded set H ⊆ R1+Mx+Mz containing all admissible hypotheses β, and

λ2 = sup
β∈H

max
n∈[N ]

max
i∈I

max
z∈Z

{
lβ(x

n, z, iyn)

κzdz(z, zn) + κy · 1[i = −1]
: (z, i) ̸= (zn, 1)

}
. (65)

Indeed, selecting λ ≥ λ1 ensures that all hypotheses β ∈ H are feasible, and selecting λ ≥ λ2

implies that for any β ∈ H, all left-hand sides in the first two constraint sets of problem (58)

are non-positive, and thus all of these constraints are weakly dominated by the non-negativity
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constraints on s. Note that the numerator in the objective function of (65) is bounded since

all suprema and maxima in (65) operate over bounded sets and lβ is Lipschitz continuous.

Moreover, the denominator in the objective function of (65) is bounded from below by a strictly

positive quantity since (z, i) ̸= (zn, 1) and κz, κy > 0.

Proof of Corollary 2. The proof is similar to those of Corollaries 16 and 17 by Shafieezadeh-

Abadeh et al. (2019). Details are omitted for the sake of brevity.

Proof of Proposition 13. The statement can be proven along the lines of the proof of Theo-

rem 14 (i) by Shafieezadeh-Abadeh et al. (2019). We omit the details for the sake of brevity.

Proof of Proposition 14. For ease of exposition, we adopt the notation introduced after prob-

lem (59). Our proof proceeds in two steps. We first show that without loss of generality, we can

impose bounds on each variable qni, n ∈ [N ] and i ∈ I, and we afterwards show that we can

impose non-restrictive bounds on λ as well.

To see that each qni can be bounded, n ∈ [N ] and i ∈ I, we proceed in two steps. We

first argue that qni
⊤(d−Cxn) ≥ 0 for all n and i, that is, larger values of qni weakly increase

the left-hand sides in the first two constraint sets of (59). Due to the non-negativity of f0 in s

in problem (59), larger values of qni thus weakly increase the objective function in (59). Non-

zero values for qni can therefore only be optimal if they allow to reduce λ via the constraints

∥ajyn ·βx−t ·C⊤qni∥∗ ≤ λ. We then derive a bounded set Q such that ∥ajyn ·βx−t ·C⊤qni∥∗ >
∥ajyn · βx∥∗ for all n ∈ [N ], i = (j, t) ∈ I, all admissible β and all qni /∈ Q, that is, the choice

qni = 0 ∈ C∗ dominates any feasible choice of qni outside of Q. In view of the first step, note that

d−Cxn ∈ C by construction of X and the fact that xn ∈ X. We thus have qni
⊤(d−Cxn) ≥ 0

since qni ∈ C∗. As for the second step, consider for each n and i the orthogonal decomposition

of the vectors qni ∈ C∗ into qni = q0ni + q+ni where q0ni ∈ Null(C⊤) is in the nullspace of C⊤ and

q+ni ∈ Row(C⊤) is in the row space of C⊤. There is a bounded set Q+ ⊆ Row(C⊤) such that

∥ajyn · βx − t ·C⊤q+ni∥∗ > ∥ajyn · βx∥∗ for all n ∈ [N ], i = (j, t) ∈ I, all admissible β and all

q+ni /∈ Q+; note in particular that ∥ajyn ·βx∥∗ is bounded due to the assumed boundedness of the

hypothesis set and the fact that I and Z are finite sets. Similarly, there is a bounded set Q0 ⊆
Null(C⊤) such that for all q′ni ∈ Null(C⊤)\Q0 satisfying q+ni+q′ni ∈ C∗ for some q+ni ∈ Q+ there

is q0ni ∈ Q0 satisfying q+ni+ q0ni ∈ C∗ such that (q+ni+ q0ni)
⊤(d−Cxn) ≤ (q+ni+ q′ni)

⊤(d−Cxn),

that is, q0ni
⊤d ≤ q′ni

⊤d, across all n ∈ [N ] and i = (j, t) ∈ I. Thus, we can without loss of

generality restrict the choice of qni to the bounded set Q = C∗ ∩ (Q0 +Q+), where the sum is

taken in the Minkowski sense.
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To see that λ can be bounded as well, note that by construction, λ is bounded from below by

0. To see that we can bound λ from above as well, we observe that there are optimal solutions

to problem (59) for which λ does not exceed λ = max{λ1, λ2}, where

λ1 = sup
β∈H

max
n∈[N ]

max
i=(j,t)∈I

max
qni∈Q

∥ajyn · βx − t ·C⊤qni∥∗

with the bounded set H ⊆ R1+Mx+Mz containing all admissible hypotheses β, and

λ2 = sup
β∈H

max
n∈[N ]

max
i=(j,t)∈I

max
z∈Z

max
qni∈Q

{
qni

⊤(d−Cxn) + ajty
n · (β0 + βx

⊤xn + βz
⊤z) + bj

κzdz(z, zn) + κy · 1[t = −1]

: (z, t) ̸= (zn, 1)

}
.

Indeed, selecting λ ≥ λ1 ensures that all hypotheses β ∈ H are feasible, and selecting λ ≥ λ2

implies that for any β ∈ H, all left-hand sides in the first two constraint sets of problem (59)

are non-positive, and thus all of these constraints are weakly dominated by the non-negativity

constraints on s. Note that the numerator in the objective function of λ2 is bounded since all

suprema and maxima operate over bounded sets. Moreover, the denominator in the objective

function of λ2 is bounded from below by a strictly positive quantity since (z, t) ̸= (zn, 1) and

κz, κy > 0. We thus conclude that variable λ in problem (59) can be bounded as well.

Proof of Corollary 3. The proof is similar to that of Corollary 15 by Shafieezadeh-Abadeh

et al. (2019). Details are omitted for the sake of brevity.

The proof of Proposition 15 relies on two lemmas that we will state and prove first.

Lemma 29. The compound norm ∥[α, ν]∥comp = ∥α∥ + κ|ν|, α ∈ RMx , ν ∈ R and κ > 0,

satisfies

∥[α, ν]∥comp∗ = max

{
∥α∥∗,

|ν|
κ

}
.

Proof of Lemma 29. By definition of the dual norm, we have that

∥[α, ν]∥comp∗ =


maximize

(x,y)∈RMx×R
α⊤x+ νy

subject to ∥x∥+ κ|y| ≤ 1.

Note that the optimization problem on the right-hand side satisfies Slater’s condition since the

feasible region includes the interior point (x, y) = (0, 0). The optimization problem thus has a
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strong dual. To derive the dual problem, we consider the Lagrange dual function for γ ≥ 0,

g(γ) = sup
(x,y)∈RMx×R

α⊤x+ νy − γ(∥x∥+ κ|y| − 1).

Note that the maximization is separable over x and y. Focusing on the variable y, in order for

the Lagrange dual function to attain a finite value, we need to have |ν| ≤ γκ so that y⋆ = 0.

Under this condition, the Lagrange dual function simplifies to

g(γ) = sup
x∈RMx

α⊤x− γ∥x∥+ γ.

We can now apply Lemma 28 with L being the identity to obtain the equivalent reformulation

g(γ) =

 γ if ∥α∥∗ ≤ γ , |ν| ≤ γκ,

+∞ otherwise.

The dual problem therefore is
minimize

γ
γ

subject to |ν| ≤ γκ
∥α∥∗ ≤ γ
γ ∈ R+,

which has the optimal solution ∥[α, ν]∥comp∗ = γ⋆ = max{∥α∥∗, |ν|/κ}.

Lemma 30. Assume that the loss function L is convex and Lipschitz continuous. For fixed

α,xn ∈ RMx , α0, y
n ∈ R, κ > 0 and λ ∈ R+, we have

sup
(x,y)∈RMx×R

L(α⊤x− y + α0)− λ∥x− xn∥ − λκ|y − yn|

=

L(α⊤xn − yn + α0) if lip(L) ·max {κ∥α∥∗, 1} ≤ λκ,

+∞ otherwise.

Proof of Lemma 30. Concatenating the variables x and y to w = [x⊤, y]⊤ ∈ RMx+1, letting

η = [α⊤,−1]⊤ and wn = [(xn)⊤, yn]⊤ and defining the compound norm ∥[x, y]∥comp = ∥x∥ +
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κ|y|, we can write the left-hand side of the equation in the statement of the lemma as

sup
w∈RMx+1

L(η⊤w + α0)− λ∥w −wn∥comp.

Now we can apply Lemma 28 directly to conclude that

sup
w∈RMx+1

L(η⊤w + α0)− λ∥w −wn∥comp =

L(η⊤wn + α0) if lip(L) · ∥η∥comp∗ ≤ λ,

+∞ otherwise.

The statement now follows from Lemma 29, which implies that lip(L) · ∥η∥comp∗ ≤ λ if and only

if lip(L) ·max{∥α∥∗, |−1|/κ} ≤ λ.

Proof of Proposition 15. The statement can be proven along the lines of the proof of The-

orem 4 (ii) by Shafieezadeh-Abadeh et al. (2019) if we leverage Lemma 30 to re-express the

embedded maximization over (x, y) ∈ RMx ×R. Details are omitted for the sake of brevity.

Proof of Corollary 4. The proof is similar to that of Proposition 12. Details are omitted for

the sake of brevity.

Proof of Corollary 5. The proof is similar to that of Corollary 5 by Shafieezadeh-Abadeh

et al. (2019). Details are omitted for the sake of brevity.

Proof of Proposition 16. The statement can be proven along the lines of the proof of Theo-

rem 4 (i) by Shafieezadeh-Abadeh et al. (2019). We omit the details for the sake of brevity.

Proof of Corollary 6. The proof is similar to that of Proposition 14. Details are omitted for

the sake of brevity.

Proof of Corollary 7. The proof is similar to those of Corollaries 6 and 7 by Shafieezadeh-

Abadeh et al. (2019). Details are omitted for the sake of brevity.
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4 Distributionally and Adversarially Robust Logistic Regression

via Intersecting Wasserstein Balls

Abstract

Adversarially robust optimization (ARO) has emerged as the de facto standard for training

models that hedge against adversarial attacks in the test stage. While these models are robust

against adversarial attacks, they tend to suffer severely from overfitting. To address this issue,

some successful methods replace the empirical distribution in the training stage with alternatives

including (i) a worst-case distribution residing in an ambiguity set, resulting in a distributionally

robust (DR) counterpart of ARO; (ii) a mixture of the empirical distribution with a distribu-

tion induced by an auxiliary (e.g., synthetic, external, out-of-domain) dataset. Inspired by the

former, we study the Wasserstein DR counterpart of ARO for logistic regression and show it

admits a tractable convex optimization reformulation. Adopting the latter setting, we revise the

DR approach by intersecting its ambiguity set with another ambiguity set built using the auxil-

iary dataset, which offers a significant improvement whenever the Wasserstein distance between

the data generating and auxiliary distributions can be estimated. We study the underlying

optimization problem, develop efficient solution algorithms, and demonstrate that the proposed

method outperforms benchmark approaches on standard datasets.

4.1 Introduction

Supervised learning traditionally involves access to a training dataset whose instances are as-

sumed to be independently sampled from a true data-generating distribution (Bishop 2006,

Hastie et al. 2009). Optimizing an expected loss for the empirical distribution constructed from

such a training set, also known as empirical risk minimization (ERM), enjoys several desirable

properties in relatively generic settings, including convergence to the true risk minimization

problem as the number of training samples increases (Vapnik 1999, Chapter 2). In real-world

applications, however, various challenges, such as data scarcity and the existence of adversarial

attacks, lead to deteriorated out-of-sample performance for models trained via ERM.

One of the key limitations of ERM, particularly as it is designed to minimize an expected

loss for the empirical distribution, emerges from the finite nature of data in practice. This

leads ERM to suffer from the ‘optimism bias’, also known as overfitting (Murphy 2022), or the

optimizer’s curse (DeMiguel and Nogales 2009, Smith and Winkler 2006), causing deteriorated
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out-of-sample performance. A popular approach to prevent this phenomenon, distributionally

robust optimization (DRO; Delage and Ye 2010), optimizes the expected loss for the worst-case

distribution residing within a pre-specified ambiguity set.

Another key challenge faced by ERM in practice is adversarial attacks, where an adversary

perturbs the observed features during the testing or deployment phase (Szegedy et al. 2014,

Goodfellow et al. 2015), also known as evasion corruption at test time (Biggio et al. 2013).

For neural networks, the paradigm of adversarial training (AT; Madry et al. 2018) is thus

designed to provide adversarial robustness by simulating such attacks in the training stage.

Several successful variants of AT, specialized to different losses and attacks, have been proposed

in the literature to achieve adversarial robustness without significantly reducing performance

on training sets (Shafahi et al. 2019, Zhang et al. 2019, Gao et al. 2019, Pang et al. 2022).

Some studies (Uesato et al. 2018, Carlini et al. 2019, Wu et al. 2020) investigate the adversarial

robustness guarantees of various training algorithms, leading to a research direction focused on

heuristic improvements to such models (e.g., Rade and Moosavi-Dezfooli 2022). Our work aligns

with another recent line of research (Xing et al. 2022b, Bennouna et al. 2023) on adversarially

robust optimization (ARO), which constrains ERM to guarantee an exact, pre-specified level of

adversarial robustness while maximizing training accuracy.

Recently, it has been observed that the two aforementioned notions of robustness can be

at odds, as adversarially robust (AR) models suffer from severe overfitting (robust overfitting ;

Raghunathan et al. 2019, Yu et al. 2022, Li and Spratling 2023). Indeed, it is observed that

robust overfitting is even more severe than traditional overfitting (Rice et al. 2020). To this end,

some works address robust overfitting by revisiting AT algorithms and adding adjustments for

better generalization (Chen et al. 2020, Li and Li 2023). In a recent work, Bennouna et al. (2023,

Thm 3.2) decompose the error gap of robust overfitting into the statistical error of estimating

the true data-generating distribution via the empirical distribution and an adversarial error

resulting from the adversarial attacks, hence proposing the simultaneous adoption of DRO and

ARO.

In this work, we study logistic regression (LR) for binary classification that is adversarially

robust against ℓp-attacks (Croce et al. 2020). To address robust overfitting faced by the adver-

sarially robust LR model, we employ a DRO approach where distributional ambiguity is modeled

with the type-1 Wasserstein metric. We base our work on an observation that the worst-case

logistic loss under adversarial attacks can be represented as a Lipschitz continuous and convex

loss function. This allows us to use existing Wasserstein DRO machinery for Lipschitz losses,
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Figure 16: Traditional ARO optimizes the expected adversarial loss over the empirical distribution
PN constructed from N i.i.d. samples of the (unknown) true data-generating distribution P0.
Replacing PN with a worst-case distribution in the ball Bε(PN ) gives us its DR counterpart.
To reduce the size of this ball, we intersect it with another ball Bε̂(P̂N̂ ) while ensuring P0 is
still included with high confidence. The latter ball is centered at an empirical distribution P̂N
constructed from N̂ i.i.d. samples of some auxiliary distribution P̂. Recent works using auxiliary
data in ARO propose optimizing the expected adversarial loss over a mixture Qmix of PN and
P̂
N̂

; we show that this distribution resides in Bε(PN ) ∩Bε̂(P̂N̂ ) under some conditions.

and derive an exact reformulation of the Wasserstein DR counterpart of adversarially robust LR

as a tractable convex problem.

Our main contribution lies in reducing the size of the Wasserstein ambiguity set in the DRO

problem mentioned above, in order to create a less conservative problem while preserving the

same distributional robustness guarantees. To accomplish this, we draw inspiration from recent

work on ARO that leverages auxiliary datasets (e.g., Gowal et al. 2021, Xing et al. 2022b) and

revise our DRO problem by intersecting its ambiguity set with another ambiguity set constructed

using an auxiliary dataset. Examples of auxiliary data include synthetic data generated from a

generative model (e.g., privacy-preserving data release), data in the presence of distributional

shifts (e.g., different time periods/regions), noisy data (e.g., measurement errors), or out-of-

domain data (e.g., different source); any auxiliary dataset is viable as long as its instances

are sampled independently from an underlying data-generating distribution whose Wasserstein

distance to the true data-generating distribution is known or can be estimated. Figure 16

illustrates our framework.

The section unfolds as follows. In Section 4.2, we review related literature on DRO and

ARO, with a focus on their interactions. We examine the use of auxiliary data in ARO and

the intersection of Wasserstein balls in DRO. We discuss open questions for LR to motivate

our loss function choice in this work. Section 4.3 gives preliminaries on ERM, ARO, and type-1

Wasserstein DRO. In Section 4.4, we discuss that the adversarial logistic loss can be reformulated
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as a Lipschitz convex function, enabling the use of Wasserstein DRO machinery for Lipschitz

losses. Our main contribution (cf. Figure 16) is in Section 4.5, where we provide an explicit

reformulation of the distributionally and adversarially robust LR problem over the intersection

of two Wasserstein balls, prove the NP-hardness of this problem, and derive a convex relaxation

of it. Our work is mainly on optimization where we focus on how to solve the underlying problems

upon cross-validating Wasserstein ball radii, however, in Section 4.6 we discuss some preliminary

statistical approaches to set such radii. We close the section with numerical experiments on

standard benchmark datasets in Section 4.7. We borrow the standard notation in DR machine

learning, which is elaborated on in our Appendices.

4.2 Related Work

Auxiliary data in ARO. The use of auxiliary data appears in the ARO literature. In par-

ticular, it is shown that additional unlabeled data sampled from the same (Carmon et al. 2019,

Xing et al. 2022a) or different (Deng et al. 2021) data-generating distributions could provide ad-

versarial robustness. Sehwag et al. (2022) show that adversarial robustness can be certified even

when it is provided for a synthetic dataset as long as the distance between its generator and the

true data-generating distribution can be quantified. Gowal et al. (2021) and Xing et al. (2022b)

propose optimizing a weighted combination of ARO over empirical and synthetic datasets. We

show that the latter approach can be recovered by our model.

DRO-ARO interactions. In this work, we optimize ARO against worst-case data-generating

distributions residing in an ambiguity set, where the type-1 Wasserstein metric is used for dis-

tances since it is arguably the most common choice in machine learning (ML) with Lipschitz

losses (Shafieezadeh-Abadeh et al. 2019, Gao 2023). In the literature, it is shown that stan-

dard ARO is equivalent to the DRO of the original loss function with a type-∞ Wasserstein

metric (Staib and Jegelka 2017, Khim and Loh 2018, Pydi and Jog 2021, Regniez et al. 2022,

Frank and Niles-Weed 2024). In other words, in the absence of adversarial attacks, training

models adversarially with artificial attacks provide some distributional robustness. Hence, our

DR ARO approach can be interpreted as optimizing the logistic loss over the worst-case dis-

tribution whose 1-Wasserstein distance is bounded by a pre-specified radius from at least one

distribution residing in an ∞-Wasserstein ball around the empirical distribution. Conversely,

Sinha et al. (2018) discuss that while DRO over Wasserstein balls is intractable for generic losses

(e.g., neural networks), its Lagrange relaxation resembles ARO and thus ARO yields a certain

degree of (relaxed) distributional robustness (Wu et al. 2020, Bui et al. 2022, Phan et al. 2023).
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Such literature suggests that, when there is no concern about the statistical errors caused by us-

ing empirical distributions (e.g., in very high-data regimes), one can train DR models to obtain

adversarial robustness guarantees. However, as discussed by Bennouna and Van Parys (2022),

when statistical errors exist, then we need to be simultaneously robust against adversarial at-

tacks and statistical errors. To the best of our knowledge, there have not been works optimizing

a pre-specified level of type-1 Wasserstein distributional robustness (that hedges against over-

fitting, Kuhn et al. 2019) and adversarial robustness (that hedges against adversarial attacks,

Goodfellow et al. 2015) simultaneously. To our knowledge, the only approach that considers the

exact DR counterpart of ARO is proposed by Bennouna et al. (2023), who model distributional

ambiguity with φ-divergences for neural networks.

Intersecting ambiguity sets in DRO. Recent work started to explore the intersection of

ambiguity sets for different contexts (Awasthi et al. 2022, Wang et al. 2024) or different metrics

(Tanoumand et al. 2023). Our idea of intersecting Wasserstein balls is originated from the

“Surround, then Intersect” strategy (Taskesen et al. 2021, §5.2) to train linear regression under

sequential domain adaptation in a non-adversarial setting (see the work of Shafahi et al. 2020

and Song et al. 2019 for robustness in domain adaptation/transfer learning). The aforementioned

work focuses on the squared loss function with an ambiguity set using the Wasserstein metric

developed for the first and second distributional moments. In a recent study, Rychener et al.

(2024) generalize most of the previous results and prove that DRO problems over the intersection

of two Wasserstein balls admit tractable convex reformulations whenever the loss function is the

maximum of concave functions. They also discuss why distributions lying in the intersection

of two Wasserstein balls are more natural candidates for the unknown true distribution than

those that are Wasserstein barycenters or mixture distributions of the empirical and auxiliary

distributions (referred to as heterogeneous data sources; see Example 1, Proposition 2, and

Corollary 1).

Logistic loss in DRO and ARO. Our choice of LR aligns with the current directions and

open questions in the related literature. In the DRO literature, even in the absence of adversarial

attacks, the aforementioned work of Taskesen et al. (2021) on the intersection of Wasserstein

ambiguity sets is restricted to linear regression. The authors show that this problem admits

a tractable convex optimization reformulation, and their proof relies on the properties of the

squared loss. Similarly, Rychener et al. (2024) discuss that the logistic loss fails to satisfy the

piece-wise concavity assumption and is inherently difficult to optimize over the intersection

of Wasserstein balls. We contribute to the DRO literature for adversarial and non-adversarial
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settings because we show that such a problem would be NP-hard for the logistic loss even without

adversarial attacks, and develop specialized approximation techniques. Our problem recovers

DR LR (Shafieezadeh-Abadeh et al. 2015, Selvi et al. 2022a) as a special case in the absence

of adversarial attacks and auxiliary data. Answering theoretical challenges posed by logistic

regression has been useful in answering more general questions in the DRO literature, such as

DR LR (Shafieezadeh-Abadeh et al. 2015) leading to DR ML (Shafieezadeh-Abadeh et al. 2019)

and mixed-feature DR LR (Selvi et al. 2022a) leading to mixed-feature DR Lipschitz ML (Belbasi

et al. 2025). Finally, in the (non-DR) ARO literature, there are recent theory developments on

understanding the effect of auxiliary data (e.g., Xing et al. 2022b) specifically for squared and

logistic loss functions.

Single-step adversarial training and single-shot ARO. Our work proposes a single-

shot convex optimization procedure to train logistic models that are both adversarially and

distributionally robust. Although the terminology may resemble the recent work on single-step

adversarial training for neural networks (Wong et al. 2020, Lin et al. 2023, 2024), the two ap-

proaches operate differently. Single-step adversarial training generates adversarial perturbations

using a single gradient computation at each iteration of iterative model training and improves

robustness through updates, with performance typically assessed at intermediate checkpoints. In

contrast, our method solves a convex optimization problem once to obtain a model that satisfies

both forms of robustness by design. To enable tractability, this approach leverages the convexity

and Lipschitz continuity of the loss function under adversarial attacks, which hold for the logistic

loss function. While single-step adversarial training applies broadly to general classes of models

such as neural networks, our framework offers a complementary, optimization-based perspective

in the logistic regression model, where structural properties can be fully exploited.

4.3 Preliminaries

We consider a binary classification problem where an instance is modeled as (x, y) ∈ Ξ :=

Rn × {−1,+1} and the labels depend on the features via Prob[y | x] = [1 + exp(−y · β⊤x)]−1

for some β ∈ Rn; its associated loss is the logloss ℓβ(x, y) := log(1 + exp (−y · β⊤x)).

Empirical risk minimization. Let P(Ξ) denote the set of distributions supported on

Ξ and P0 ∈ P(Ξ) denote the true data-generating distribution. One wants to minimize the

expected logloss over P0, that is

inf
β∈Rn

EP0 [ℓβ(x, y)]. (RM)
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In practice, P0 is hardly ever known, and one resorts to the empirical distribution PN =
1
N

∑
i∈[N ] δξi where ξi = (xi, yi), i ∈ [N ], are i.i.d. samples from P0 and δξ denotes the Dirac

distribution supported on ξ. The empirical risk minimization (ERM) problem is thus

inf
β∈Rn

EPN
[ℓβ(x, y)]. (ERM)

Distributionally robust optimization. To be able to define a distance between distribu-

tions, we first define the following feature-label metric on Ξ.

Definition 5. The distance between instances ξ = (x, y) ∈ Ξ and ξ′ = (x′, y′) ∈ Ξ for κ ≥ 0

and q ≥ 1 is

d(ξ, ξ′) = ∥x− x′∥q + κ · 1[y ̸= y′].

Using this metric, we define the Wasserstein distance.

Definition 6. The type-1 Wasserstein distance between distributions Q,Q′ ∈ P(Ξ) is defined as

W(Q,Q′) = inf
Π∈C(Q,Q′)

{∫
Ξ×Ξ

d(ξ, ξ′)Π(dξ, dξ′)

}
,

where C(Q,Q′) is the set of couplings of Q and Q′.

In finite-data settings, the distance between the true data-generating distribution and the

empirical distribution is upper-bounded by some ϵ > 0. The Wasserstein DRO problem is thus

defined as

inf
β∈Rn

sup
Q∈Bε(PN )

EQ[ℓβ(x, y)], (DRO)

where Bε(P) := {Q ∈ P(Ξ) : W(Q,P) ≤ ε} denotes the Wasserstein ball centered at P ∈ P(Ξ)
with radius ε. We refer to Mohajerin Esfahani and Kuhn (2018) and Kuhn et al. (2019) for the

properties of DRO and estimating ε.

Adversarially robust optimization. The goal of adversarial robustness is to provide

robustness against adversarial attacks (Goodfellow et al. 2015). An adversarial attack, in the

widely studied ℓp-noise setting (Croce et al. 2020), perturbs the features of the test instances

(x, y) by adding additive noise z to x. The adversary chooses the noise vector z, subject to

∥z∥p ≤ α, so as to maximize the loss ℓβ(x+ z, y) associated with this perturbed test instance.
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Therefore, ARO solves the following optimization problem in the training stage to hedge against

adversarial perturbations at the test stage:

inf
β∈Rn

EPN
[ sup
z:∥z∥p≤α

{ℓβ(x+ z, y)}]. (ARO)

ARO reduces to ERM when α = 0. Note that ARO is identical to feature robust training (Bert-

simas et al. 2019b) which is not motivated by adversarial attacks, but by the presence of noisy

observations in the training set (Ben-Tal et al. 2009, Gorissen et al. 2015).

DRO-ARO connection. A connection between ARO and DRO is noted in the litera-

ture (Staib and Jegelka 2017, Proposition 3.1, Khim and Loh 2018, Lemma 22, Pydi and Jog

2021, Lemma 5.1, Regniez et al. 2022, Proposition 2.1, Frank and Niles-Weed 2024, Lemma 3,

and Bennouna et al. 2023, §3). Namely, problem ARO is equivalent to a DRO problem

inf
β∈Rn

sup
Q∈B∞

α (PN )
EQ[ℓβ(x, y)], (66)

where the ambiguity set B∞
α (PN ) is a type-∞ Wasserstein ball (Givens and Shortt 1984) with

radius α. Hence, in non-adversarial settings, ARO provides robustness with respect to the type-

∞ Wasserstein distance. In the case of adversarial attacks, it suffers from robust overfitting

as discussed earlier. To address this issue, one straightforward approach is to revisit (66) and

replace α with some α′ > α. This approach, however, does not provide improvements for the

out-of-sample performance since (i) the type-∞ Wasserstein distance employed in problem (66)

uses a metric on the feature space, ignoring labels; (ii) type-∞ Wasserstein distances do not

provide strong out-of-sample performances in ML (unlike, e.g., the type-1 Wasserstein distance)

since the required radii to provide meaningful robustness guarantees are typically too large

(Bennouna and Van Parys 2022, §1.2.2, and references therein). We thus study the type-1

Wasserstein counterpart of ARO, which we initiate in the next section.

4.4 Distributionally and Adversarially Robust LR

Here we derive the Wasserstein DR counterpart of ARO that will set the ground for our main

result in the next section. We impose the following assumption.

Assumption 4. We are given a finite ε > 0 value satisfying W(P0,PN ) ≤ ε.

The assumption implies that we know an ε > 0 value satisfying P0 ∈ Bε(PN ). Typically,

however, ε is either estimated through cross-validation or finite sample statistics, with the as-

204



sumption then regarded as holding with high confidence (see §4.6 for a review of related results

we can borrow). The distributionally and adversarially robust LR problem is thus:

inf
β∈Rn

sup
Q∈Bε(PN )

EQ[ sup
z:∥z∥p≤α

{ℓβ(x+ z, y)}]. (DR-ARO)

By employing a simple duality trick for the inner sup-problem, as commonly applied in robust

optimization (Ben-Tal et al. 2009, Bertsimas and den Hertog 2022), we can represent DR-ARO

as a standard non-adversarial DRO problem with an updated loss function, which we name the

adversarial loss.

Observation 7. Problem DR-ARO is equivalent to

inf
β∈Rn

sup
Q∈Bε(PN )

EQ[ℓ
α
β(x, y)],

where the adversarial loss ℓαβ is defined as

ℓαβ(x, y) := log(1 + exp(−y · β⊤x+ α · ∥β∥p⋆)),

for p⋆ satisfying 1/p + 1/p⋆ = 1. The univariate representation Lα(z) := log(1 + exp(−z + α ·
∥β∥p⋆)) of ℓαβ is convex and has a Lipschitz modulus of 1.

As a corollary of Observation 7, we can directly employ the techniques proposed by Shafieezadeh-

Abadeh et al. (2019) to dualize the inner sup-problem of DR-ARO and obtain a tractable refor-

mulation.

Corollary 8. Problem DR-ARO admits the following tractable convex optimization reformula-

tion:

inf
β,λ,s

ελ+
1

N

N∑
i=1

si

s.t. ℓαβ(x
i, yi) ≤ si ∀i ∈ [N ]

ℓαβ(x
i,−yi)− λκ ≤ si ∀i ∈ [N ]

∥β∥q⋆ ≤ λ

β ∈ Rn, λ ≥ 0, s ∈ RN+ ,

for q⋆ satisfying 1/q + 1/q⋆ = 1.
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The constraints of this problem are exponential cone representable (derivation is in the

appendices) and for q ∈ {1, 2,∞}, the yielding problem can be solved with the exponential cone

solver of MOSEK (MOSEK ApS 2023) in polynomial time (Nesterov 2018).

4.5 Main Result

In §4.4 we discussed the traditional DRO setting where we have access to an empirical distribu-

tion PN constructed from N i.i.d. samples of the true data-generating distribution P0, and we

are given (or we estimate) some ε so that P0 ∈ Bε(PN ). Recently in DRO literature, it became a

key focus to study the case where we have access to an additional auxiliary empirical distribution

P̂
N̂

constructed from N̂ i.i.d. samples ξ̂j = (x̂j , ŷj), j ∈ [N̂ ], of some other distribution P̂; given

the increasing availability of useful auxiliary data in the ARO domain, we explore this direction

here. We start with the following assumption.

Assumption 5. We are given finite ε, ε̂ > 0 values satisfying W(P0,PN ) ≤ ε and W(P0, P̂
N̂
) ≤

ε̂.

The assumption implies that we know ε, ε̂ > 0 values satisfying P0 ∈ Bε(PN ) ∩ Bε̂(P̂N̂ ).
In practice, this assumption is ensured to hold with high confidence by estimating the ε and ε̂

values; methods across various domains which we can adopt are reviewed in §4.6. We want to

optimize the adversarial loss over the intersection Bε(PN ) ∩Bε̂(P̂N̂ ):

inf
β∈Rn

sup
Q∈Bε(PN )∩Bε̂(P̂N̂

)

EQ[ℓ
α
β(x, y)]. (Inter-ARO)

Note that Assumption 5 implies that ε and ε̂ guarantee that Bε(PN )∩Bε̂(P̂N̂ ) is nonempty, and

problem Inter-ARO is thus feasible. This problem is expected to outperform DR-ARO as the

ambiguity set is smaller while still including P0. However, problem Inter-ARO is challenging to

solve even in the absence of adversarial attacks (α = 0) as we reviewed in §4.2. To address this

challenge, we first reformulate Inter-ARO as a semi-infinite optimization problem with finitely

many variables.
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Proposition 17. Inter-ARO is equivalent to:

inf
β,λ,λ̂
s,ŝ

ελ+ ε̂λ̂+
1

N

N∑
i=1

si +
1

N̂

N̂∑
j=1

ŝj

s.t. sup
x∈Rn

{ℓαβ(x, l)− λ∥xi − x∥q − λ̂∥x̂j − x∥q} ≤ si +
κ(1− lyi)

2
λ+ ŝj +

κ(1− lŷj)
2

λ̂

∀(i, j, l) ∈ [N ]× [N̂ ]× {−1, 1}
β ∈ Rn, λ ≥ 0, λ̂ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ .

Even though this problem recovers the tractable problem DR-ARO as ε̂→∞, it is NP-hard

in the finite radius settings. We reformulate Inter-ARO as an adjustable robust optimization

problem (Ben-Tal et al. 2004, Yanıkoğlu et al. 2019), and borrow tools from this literature to

obtain the following result.

Proposition 18. Inter-ARO is equivalent to an adjustable RO problem with O(N ·N̂) two-stage

robust constraints, which is NP-hard even when N = N̂ = 1.

The adjustable RO literature has developed a rich arsenal of relaxations that can be leveraged

for Inter-ARO. We adopt the ‘static relaxation technique’ (Bertsimas et al. 2015) to restrict the

feasible region of Inter-ARO and obtain a tractable approximation.

Theorem 11 (main). The following convex optimization problem is a feasible relaxation of Inter-

ARO:

inf
β,λ,λ̂,s,ŝ

z+
ij ,z

−
ij

ελ+ ε̂λ̂+
1

N

N∑
i=1

si +
1

N̂

N̂∑
j=1

ŝj

s.t. Lα(l · β⊤xi + zl⊤ij (x̂
j − xi)) ≤ si +

κ(1− lyi)
2

λ+ ŝj +
κ(1− lŷj)

2
λ̂

∀(i, j, l) ∈ [N ]× [N̂ ]× {−1, 1}
∥lβ − zlij∥q⋆ ≤ λ

∀(i, j, l) ∈ [N ]× [N̂ ]× {−1, 1}
∥zlij∥q⋆ ≤ λ̂

∀(i, j, l) ∈ [N ]× [N̂ ]× {−1, 1}
β ∈ Rn, λ ≥ 0, λ̂ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+

zlij ∈ Rn, (i, j, l) ∈ [N ]× [N̂ ]× {−1, 1}.

(Inter-ARO⋆)
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Similarly to DR-ARO, the constraints of Inter-ARO⋆ are exponential cone representable

(cf. appendices).

Recall that for ε̂ large enough, Inter-ARO reduces to DR-ARO. The following corollary shows

that, despite Inter-ARO⋆ being a relaxation of Inter-ARO, a similar property holds. That is,

“not learning anything from auxiliary data” remains feasible: the static relaxation does not force

learning from P̂
N̂

, and it learns from auxiliary data only if the objective improves.

Corollary 9. Feasibility of ignoring auxiliary data: Any feasible solution (β, λ, s) of DR-ARO

can be used to recover a feasible solution (β, λ, λ̂, s, ŝ, z+
ij , z

−
ij) for Inter-ARO⋆ with λ̂ = 0, ŝ = 0,

and z+
ij = z−

ij = 0.

Convergence to Inter-ARO: The optimal value of Inter-ARO⋆ converges to the optimal value

of Inter-ARO, with the same set of β solutions, as ε̂→∞.

In light of Corollary 9, Appendix 4.D.1 discusses that some simulations in our numerical

experiments chose not to incorporate the auxiliary data by setting a sufficiently large ε̂. We

close the section by discussing how Inter-ARO can recover some problems in the DRO and

ARO literature. Firstly, recall that Inter-ARO can ignore the auxiliary data once ε̂ is set large

enough, reducing this problem to DR-ARO. Moreover, notice that α = 0 reduces ℓαβ to ℓβ, hence

for α = 0 and ε̂ = ∞ Inter-ARO recovers the Wasserstein LR model of Shafieezadeh-Abadeh

et al. (2015). We next relate Inter-ARO to the problems in the ARO literature that use auxiliary

data. The works in this literature (Gowal et al. 2021, Xing et al. 2022b) solve the following

inf
β∈Rn

1

N + wN̂

[ ∑
i∈[N ]

sup
zi∈Bp(α)

{ℓβ(xi + zi, yi)}+

w
∑
j∈[N̂ ]

sup
zj∈Bp(α)

{ℓβ(x̂j + zj , ŷj)}
]
,

(67)

for some w > 0, where Bp(α) := {z ∈ Rn : ∥z∥p ≤ α}. We observe that (67) resembles a variant

of ARO that replaces the empirical distribution PN with its mixture with P̂
N̂

:

Observation 8. Problem (67) is equivalent to

inf
β∈Rn

EQmix
[ℓαβ(x, y)] (68)

where Qmix := λ · PN + (1− λ) · P̂
N̂

for λ = N

N+wN̂
.

We give a condition on ε and ε̂ to guarantee that the mixture distribution introduced in
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Proposition 8 lives in Bε(PN ) ∩Bε̂(P̂N̂ ), that is, the distribution Qmix will be feasible in the

sup problem of Inter-ARO.

Proposition 19. For any λ ∈ (0, 1) and Qmix = λ · PN + (1 − λ) · P̂
N̂

, we have Qmix ∈
Bε(PN ) ∩Bε̂(P̂N̂ ) whenever ε+ ε̂ ≥W(PN , P̂N̂ ) and ε̂

ε =
λ

1−λ .

For λ = N

N+N̂
, if the intersection Bε(PN ) ∩ Bε̂(P̂N̂ ) is nonempty, Proposition 19 implies

that a sufficient condition for this intersection to include Qmix is ε̂/ε = N/N̂ , which is intuitive

since the radii of Wasserstein ambiguity sets are chosen inversely proportional to the number of

samples (Kuhn et al. 2019, Theorem 18).

4.6 Setting Wasserstein Radii

Thus far, we have assumed knowledge of DRO ball radii ε and ε̂ that satisfy Assumptions 4 and

5. In this section, we employ Wasserstein finite-sample statistics techniques to estimate these

values.

Setting ϵ for DR-ARO. In the following theorem, we present tight characterizations for ε

so that the ball Bε(PN ) includes the true distribution P0 with arbitrarily high confidence. We

show that for an ε chosen in such a manner, DR-ARO is well-defined. The full description of

this result is available in our appendices.

Theorem 12 (abridged collection of results from Fournier and Guillin 2015, Kuhn et al. 2019,

Yue et al. 2021). For light-tailed distribution P0 and ε ≥ O( log(η
−1)

N )1/n for η ∈ (0, 1), we have:

(i) P0 ∈ Bε(PN ) with 1− η confidence; (ii) DR-ARO overestimates the expected loss for P0 with

1−η confidence; (iii) DR-ARO is asymptotically consistent P0-a.s.; (iv) worst-case distributions

for optimal solutions of DR-ARO are supported on at most N + 1 outcomes.

We next derive an analogous result for Inter-ARO.

Choosing ϵ and ε̂ in Inter-ARO. Recall that Inter-ARO revises DR-ARO by intersecting

Bε(PN ) with Bε̂(P̂N̂ ). We need a nonempty intersection for Inter-ARO to be well-defined. A

necessary and sufficient condition follows from the triangle inequality ε+ ε̂ ≥W(PN , P̂N̂ ), where

W(PN , P̂N̂ ) can be computed with linear optimization as both distributions are discrete. We also

want this intersection to include P0 with high confidence, in order to satisfy Assumption 5. We

next provide a tight characterization for such ε, ε̂. The full description of this result is available

in our appendices.
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Theorem 13 (abridged). For light-tailed P0 and P̂, if ε ≥ O( log(η
−1
1 )

N )1/n and ε̂ ≥ W(P0, P̂) +
O( log(η

−1
2 )

N̂
)1/n for η1, η2 ∈ (0, 1) with η := η1+η2 < 1, we have: (i) P0 ∈ Bε(PN )∩Bε̂(P̂N̂ ) with

1− η confidence; (ii) Inter-ARO overestimates true loss with 1− η confidence.

Remark 1. Inter-ARO is not asymptotically consistent, given that N̂ →∞ will let ε̂→W(P0, P̂)
due to the non-zero constant distance between the true distribution P0 and the auxiliary distri-

bution P̂. Inter-ARO is thus not useful in asymptotic data regimes.

Remark 2. The assumption that true data-generating distributions are light-tailed is satisfied

when Ξ is compact, and it is a common assumption for even simple sample average approximation

techniques (Mohajerin Esfahani and Kuhn 2018, Assumption 3.3).

Knowledge of W(P0, P̂). In Theorem 13, we use W(P0, P̂) explicitly. This distance, how-

ever, is typically unknown, and a common approach is to cross-validate it6. This would be

applicable in our setting thanks to Corollary 9, because the relaxation Inter-ARO⋆ does not

force learning from the auxiliary data unless it is useful, that is, one can seek evidence for

the usefulness of the auxiliary data via cross-validation. Moreover, there are several domains

where W(P0, P̂) is known exactly. For some special cases, we can use direct domain knowl-

edge (e.g., the “Uber vs Lyft” example of Taskesen et al. 2021). A recent example comes from

learning from multi-source data, where P0 is named the target distribution and P̂ is the source

distribution (Rychener et al. 2024, §1). Another domain is private data release, where a data

holder shares a subset of opt-in data to form PN , and generates a privacy-preserving synthetic

dataset from the rest. The (privately generated) synthetic distribution has a known nonzero

Wasserstein distance from the true data-generating distribution (Dwork and Roth 2014, Ullman

and Vadhan 2020). See (Rychener et al. 2024, §5) for more scenarios that enable quantifying

W(P0, P̂). Alternatively, one can directly rely on W(PN , P̂) if it is known, especially when syn-

thetic data generators are trained on the empirical dataset. By employing Wasserstein GANs,

which minimize the Wasserstein-1 distance, the distance between the generated distribution and

the training distribution is minimized. This ensures that the synthetic distribution remains

within a radius of the training distribution (Arjovsky et al. 2017).

4.7 Experiments

We conduct a series of experiments, each having a different source of auxiliary data, to test the

proposed DR ARO models. We use the following abbreviations, where ‘solution’ refers to the
6In practice, distance between the unknown true and auxiliary data-generating distributions is also cross-

validated in the transfer learning and domain adaptation literature (Zhong et al. 2010).
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optimal β to make decisions:

- ERM: Solution of problem ERM (i.e., naiv̈e LR);

- ARO: Solution of problem ARO (i.e., adversarially robust LR);

- ARO+Aux: Solution of problem (67) (i.e., replacing the empirical distribution of ARO with

its mixture with auxiliary data);

- DRO+ARO: Solution of DR-ARO (i.e., the Wasserstein DR counterpart of ARO);

- DRO+ARO+Aux: Solution of Inter-ARO⋆ (i.e., relaxation of Inter-ARO that intersects the

ambiguity set of DR-ARO with an auxiliary Wasserstein ball);

All parameters are 5-fold cross-validated from various grids. The Wasserstein radii use the grid

{10−6, 10−5, 10−4, 10−3, 10−2, 10−1, 0, 1, 2, 5, 10}, which is sufficient to ensure that the rule-of-

thumb ε = O(1/
√
N) is included around the center of this grid for all experiments conducted.

To ensure that the intersections of Wasserstein balls are nonempty, we compute W(PN , P̂N̂ )
once, and discard all combinations (ε, ε̂) with ε + ε̂ < W(PN , P̂N̂ ). The weight parameter ω

of ARO+Aux is cross-validated from the grid {10−6, 10−5, 10−4, 10−3, 10−2, 10−1, 0, 1}. We fix the

norms defining the feature-label metric and the adversarial attacks to ℓ1- and ℓ2-norms, respec-

tively. The parameter κ (cf. Definition 5) is cross-validated from the grid {1,
√
n, n}, and since

n is the number of features, this grid includes cases where label uncertainty is equivalent to un-

certainty of a single feature (κ = 1), label uncertainty is equivalent to uncertainty of all features

combined (κ = n), and an intermediary case (κ =
√
n). The case of ignoring label uncertainty

(κ =∞) is purposely not included in the grid, since one of the key reasons behind robust overfit-

ting is that while ARO is equivalent to a distributionally robust model, the underlying ambiguity

is only around the features (cf. our discussion in §4.2). All simulated adversarial attacks are

worst-case ℓp-attacks that are instance-wise at test time, and the experiments assume we know

the strength α and norm ℓp of the adversarial attacks.

All experiments are conducted in Julia and executed on Intel Xeon 2.66GHz processors with

16GB memory in single-core mode. We use MOSEK’s exponential cone optimizer to solve all

problems. To interpret the results accurately, recall that DRO+ARO and DRO+ARO+Aux are the

DR models that we propose. Note also that ERM, ARO, and DRO+ARO do not utilize auxiliary

data, while DRO+ARO+Aux and ARO+Aux have access to the same auxiliary datasets across all

experiments (i.e., we do not sample different auxiliary distributions for different methods to

ensure that our comparisons are made ceteris paribus). Moreover, while ARO does not have

access to auxiliary data, one can interpret ARO+Aux as a generalization of ARO that also has
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Data ERM ARO ARO+Aux DRO+ARO DRO+ARO+Aux

absent 44.02% 38.82% 35.95% 34.22% 32.64%
anneal 18.08% 16.61% 14.97% 13.50% 12.78%
audio 21.43% 21.54% 17.03% 11.76% 9.01%
breast-c 4.74% 4.93% 3.87% 3.06% 2.52%
contrac 44.14% 42.86% 40.98% 40.00% 39.65%
derma 15.97% 16.46% 13.47% 12.78% 10.84%
ecoli 16.30% 14.67% 13.26% 11.11% 9.78%
spam 11.35% 10.23% 10.16% 9.83% 9.81%
spect 33.75% 29.69% 25.78% 25.47% 21.56%
p-tumor 21.84% 20.81% 17.35% 16.18% 14.78%

Table 27: Out-of-sample errors of UCI experiments with ℓ2-attacks of strength α = 0.05.

access to auxiliary datasets since it takes a mixture (with mixture weight ω) of the empirical

dataset with the auxiliary dataset. For example, ω = 1 would simply revise ARO by appending

the empirical dataset with the auxiliary dataset.

4.7.1 UCI Datasets (Auxiliary Data is Synthetically Generated)

We compare the out-of-sample error rates of each method on 10 UCI datasets for binary classi-

fication (Kelly et al. 2023). For each dataset, we run 10 simulations as follows: (i) Select 40%

of the data as a test set (Nte ∝ 0.4); (ii) Sample 25% of the remaining to form a training set

(N ∝ 0.6 · 0.25); (iii) The rest (N̂ ∝ 0.6 · 0.75) is used to fit a synthetic generator Gaussian

Copula from the SDV package (Patki et al. 2016), which is then used to generate auxiliary data.

The mean errors on the test set are reported in Table 27 for ℓ2-attacks of strength α = 0.05.

The best error is always achieved by DRO+ARO+Aux, followed by DRO+ARO, DRO+Aux, ARO, ERM,

respectively. In our appendices, we report similar results for attack strengths α ∈ {0, 0.05, 0.2},
and share data preprocessing details and standard deviations of out-of-sample errors.

4.7.2 MNIST/EMNIST Datasets (Auxiliary Data is Out-of-Domain)

We use the MNIST digits dataset (LeCun et al. 1998) to classify whether a digit is 1 or 7.

For an auxiliary dataset, we use the larger EMNIST digits dataset (Cohen et al. 2017), whose

authors summarize that this dataset has additional samples collected from a different group

of individuals (high school students). Since EMNIST digits include MNIST digits, we remove

the latter from the EMNIST dataset. We simulate the following 25 times: (i) Sample 1,000
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Attack ERM ARO ARO+Aux DRO+ARO DRO+ARO+Aux

No attack (α = 0) 1.55% 1.55% 1.19% 0.64% 0.53%
ℓ1 (α = 68/255) 2.17% 1.84% 1.33% 0.66% 0.57%
ℓ2 (α = 128/255) 99.93% 3.36% 2.54% 2.40% 2.12%
ℓ∞ (α = 8/255) 100.00% 2.60% 2.38% 2.20% 1.95%

Table 28: Out-of-sample errors of MNIST/EMNIST experiments with various attacks.

Figure 17: Out-of-sample errors under varying attack strengths (left) and runtimes under varying
numbers of empirical and auxiliary instances (right) of artificial experiments.

instances from the MNIST dataset as a training set; (ii) The remaining instances in the MNIST

dataset are our test set; (iii) Sample 1,000 instances from the EMNIST dataset as an auxiliary

dataset. Table 28 reports the mean out-of-sample errors in various adversarial attack regimes.

The results are analogous to the UCI experiments. Additionally, note that in the absence of

adversarial attacks (α = 0), DRO+ARO coincides with the Wasserstein LR model of Shafieezadeh-

Abadeh et al. (2015), and the results thus imply that even without adversarial attacks, we can

improve the state-of-the-art DR model by revising its ambiguity set in light of auxiliary data.

4.7.3 Artificial Experiments (Auxiliary Data is Perturbed)

We generate empirical and auxiliary datasets by controlling their data-generating distributions

(more details in the appendices). We simulate 25 cases, each with N = 100 training, N̂ = 200

auxiliary, and Nte = 10, 000 test instances and n = 100 features. The performance of benchmark

models with varying attacks is available in Figure 17 (left). ERM provides the worst performance,

followed by ARO. The relationship between DRO+ARO and ARO+Aux is not monotonic: the former

works better in larger attack regimes, conforming to the robust overfitting phenomenon. Finally,

Adv+DRO+Aux always performs the best. We conduct a similar simulation for datasets with

n = 100, and gradually increase N = N̂ to report median (50%±15% quantiles shaded) runtimes
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of each method (cf. Figure 17, right). The fastest methods is ARO, followed by ERM, ARO+Aux,

DRO+ARO, and DRO+ARO+Aux. The slowest is DRO+ARO+Aux, but the runtime scales graciously.

4.8 Conclusions

We formulate the distributionally robust counterpart of adversarially robust LR. Additionally,

we demonstrate how to effectively utilize appropriately curated auxiliary data by intersecting

Wasserstein balls. We illustrate the superiority of the proposed approach in terms of out-of-

sample performance and confirm its scalability in practical settings.

From a theoretical point of view, it would be natural to extend our work to more loss

functions, as is typical for DRO studies stemming from LR. To be able to optimize Inter-

ARO⋆ for very large-dimensional datasets, an interesting future work is to investigate first-

order optimization methods that do not rely on off-the-shelf solvers. We also believe a cutting-

plane method tailored for Inter-ARO⋆ can also help us scale this problem for large-dimensional

problems, since we would avoid monolithically optimizing a problem with O(N · N̂) exponential

cone constraints.

From a practical perspective, the ability to optimize Inter-ARO⋆ in high-dimensional set-

tings would also enable fine-tuning the final layer of a pre-trained neural network for binary

classification, since this corresponds to logistic regression under a sigmoid activation. In our

image recognition experiments, we used the MNIST dataset, as EMNIST served as a natural

choice for auxiliary data. Identifying a suitable auxiliary dataset for CIFAR (Krizhevsky et al.

2009) could similarly support new experimental directions.

Finally, recent breakthroughs in foundation models naturally pose the question of whether

our ideas in this work apply to these models. For example, Ye et al. (2022) use a pre-trained

language model (PLM) to generate synthetic pairs of text sequences and labels which are then

used to train downstream models. It would be interesting to adapt our ideas to the text domain

to explore robustness in the presence of two PLMs.

4.A Notation

Throughout this section, bold lowercase letters denote vectors, while standard lowercase letters

are reserved for scalars. A generic data instance is modeled as ξ = (x, y) ∈ Ξ := Rn×{−1,+1}.
For any p > 0, ∥x∥p denotes the p-norm (

∑n
i=1|xi|p)

1/p and ∥x∥p⋆ is its dual norm where 1/p+

1/p⋆ = 1 with the convention of 1/1+1/∞ = 1. The set of probability distributions supported on

Ξ is denoted by P(Ξ). The Dirac measure supported on ξ is denoted by δξ. The logloss is defined
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as ℓβ(x, y) = log(1+exp(−y ·β⊤x)) and its associated univariate loss is L(z) = log(1+exp(−z))
so that L(y · β⊤x) = ℓβ(x, y). The exponential cone is denoted by Kexp = cl({ω ∈ R3 : ω1 ≥
ω2 · exp(ω3/ω2), ω1 > 0, ω2 > 0}) where cl is the closure operator. The Lipschitz modulus of a

univariate function f is defined as Lip(f) := supz,z′∈R {|f(z)− f(z′)|/|z − z′| : z ̸= z} whereas

its effective domain is dom(f) = {z : f(z) < +∞}. For a function f : Rn 7→ R, its convex

conjugate is f∗(z) = supx∈Rn z⊤x − f(x). We reserve α ≥ 0 for the radii of the norms of

adversarial attacks on the features and ε ≥ 0 for the radii of distributional ambiguity sets.

4.B Missing Proofs

4.B.1 Proof of Observation 7

For any β ∈ Rn, with standard robust optimization arguments (Ben-Tal et al. 2009, Bertsimas

and den Hertog 2022), we can show that

sup
z:∥z∥p≤α

{ℓβ(x+ z, y)}

⇐⇒ sup
z:∥z∥p≤α

{log(1 + exp(−y · β⊤(x+ z)))}

⇐⇒ log

(
1 + exp

(
sup

z:∥z∥p≤α
{−y · β⊤(x+ z)}

))

⇐⇒ log

(
1 + exp

(
−y · β⊤x+ α · sup

z:∥z∥p≤1
{−y · β⊤z}

))
⇐⇒ log(1 + exp(−y · β⊤x+ α · ∥−y · β∥p⋆))

⇐⇒ log(1 + exp(−y · β⊤x+ α · ∥β∥p⋆)),

where the first step follows from the definition of logloss, the second step follows from the fact

that log and exp are increasing functions, the third step takes the constant terms out of the

sup problem and exploits the fact that the optimal solution of maximizing a linear function

will be at an extreme point of the ℓp-ball, the fourth step uses the definition of dual norm, and

finally, the redundant −y ∈ {−1,+1} is omitted from the dual norm. We can therefore define the

adversarial loss ℓαβ(x, y) := log(1+exp(−y ·β⊤x+α ·∥β∥p⋆)) where α models the strength of the

adversary, β is the decision vector, and (x, y) is an instance. Replacing supz:∥z∥p≤α{ℓβ(x+z, y)}
in DR-ARO with ℓαβ(x, y) concludes the equivalence of the optimization problem.

Furthermore, to see Lip(Lα) = 1, firstly note that since Lα(z) = log(1+exp(−z+α·∥β∥p⋆)) is
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differentiable everywhere in z and its gradient Lα′ is bounded everywhere, we have that Lip(Lα)

is equal to supz∈R{|Lα′(z)|}. We thus have:

Lα′(z) =
− exp(−z + α · ∥β∥p⋆)
1 + exp(−z + α · ∥β∥p⋆)

=
−1

1 + exp(z − α · ∥β∥p⋆)
∈ (−1, 0)

and |Lα′(z)| = [1 + exp(z − α · ∥β∥p⋆)]−1 −→ 1 as z −→ −∞.

4.B.2 Proof of Corollary 8

Observation 7 lets us represent DR-ARO as the DR counterpart of empirical minimization of

ℓαβ:

minimize
β

sup
Q∈Bε(PN )

EQ
[
ℓαβ(x, y)

]
subject to β ∈ Rn.

(69)

Since the univariate loss Lα(z) := log(1 + exp(−z + α · ∥β∥p⋆)) satisfying the identity Lα(⟨y ·
x,β⟩) = ℓαβ(x, y) is Lipschitz continuous, Theorem 14 (ii) of Shafieezadeh-Abadeh et al. (2019)

is immediately applicable. We can therefore rewrite (69) as:

minimize
β, λ, s

λ · ε+ 1

N

∑
i∈[N ]

si

subject to Lα(⟨yi · x,β⟩) ≤ si ∀i ∈ [N ]

Lα(⟨−yi · x,β⟩)− λ · κ ≤ si ∀i ∈ [N ]

Lip(Lα) · ∥β∥q⋆ ≤ λ
β ∈ Rn, λ ≥ 0, s ∈ RN .

Replacing Lip(Lα) = 1 and substituting the definition of Lα concludes the proof.

4.B.3 Proof of Proposition 17

We prove Proposition 17 by constructing the optimization problem in its statement. We will

thus dualize the inner sup-problem of Inter-ARO for fixed β. To this end, we present a sequence

of reformulations to the inner problem and then exploit strong semi-infinite duality.
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By interchanging ξ = (x, y), we first rewrite the inner problem as

maximize
Q,Π,Π̂

∫
ξ∈Ξ

ℓαβ(ξ)Q(dξ)

subject to

∫
ξ,ξ′∈Ξ2

d(ξ, ξ′)Π(dξ,dξ′) ≤ ε∫
ξ∈Ξ

Π(dξ,dξ′) = PN (dξ′) ∀ξ′ ∈ Ξ∫
ξ′∈Ξ

Π(dξ,dξ′) = Q(dξ) ∀ξ ∈ Ξ∫
ξ,ξ′∈Ξ2

d(ξ, ξ′)Π̂(dξ,dξ′) ≤ ε̂∫
ξ∈Ξ

Π̂(dξ, dξ′) = P̂
N̂
(dξ′) ∀ξ′ ∈ Ξ∫

ξ′∈Ξ
Π̂(dξ,dξ′) = Q(dξ) ∀ξ ∈ Ξ

Q ∈ P(Ξ), Π ∈ P(Ξ2), Π̂ ∈ P(Ξ2).

Here, the first three constraints specify that Q and PN have a Wasserstein distance bounded by

ε from each other, modeled via their coupling Π. The latter three constraints similarly specify

that Q and P̂
N̂

are at most ε̂ away from each other, modeled via their coupling Π̂. As Q lies in

the intersection of two Wasserstein balls in Inter-ARO, the marginal Q is shared between Π and

Π̂. We can now substitute the third constraint into the objective and the last constraint and
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obtain:

maximize
Π,Π̂

∫
ξ∈Ξ

ℓαβ(ξ)

∫
ξ′∈Ξ

Π(dξ,dξ′)

subject to

∫
ξ,ξ′∈Ξ2

d(ξ, ξ′)Π(dξ,dξ′) ≤ ε∫
ξ∈Ξ

Π(dξ,dξ′) = PN (dξ′) ∀ξ′ ∈ Ξ∫
ξ,ξ′∈Ξ2

d(ξ, ξ′)Π̂(dξ,dξ′) ≤ ε̂∫
ξ∈Ξ

Π̂(dξ,dξ′) = P̂
N̂
(dξ′) ∀ξ′ ∈ Ξ∫

ξ′∈Ξ
Π̂(dξ,dξ′) =

∫
ξ′∈Ξ

Π(dξ,dξ′) ∀ξ ∈ Ξ

Π ∈ P(Ξ2), Π̂ ∈ P(Ξ2).

Denoting by Qi(dξ) := Π(dξ | ξi) the conditional distribution of Π upon the realization of

ξ′ = ξi and exploiting the fact that PN is a discrete distribution supported on the N data points

{ξi}i∈[N ], we can use the marginalized representation Π(dξ,dξ′) = 1
N

∑N
i=1 δξi(dξ

′)Qi(dξ). Sim-

ilarly, we can introduce Q̂i(dξ) := Π̂(dξ | ξ̂i) for {ξ̂i}
i∈[N̂ ]

to exploit the marginalized represen-

tation Π̂(dξ, dξ′) = 1

N̂

∑N̂
j=1 δξ̂j (dξ

′)Q̂j(dξ). By using this marginalization representation, we

can use the following simplification for the objective function:

∫
ξ∈Ξ

ℓαβ(ξ)

∫
ξ′∈Ξ

Π(dξ,dξ′) =
1

N

N∑
i=1

∫
ξ∈Ξ

ℓαβ(ξ)

∫
ξ′∈Ξ

δξi(dξ
′)Qi(dξ) =

1

N

N∑
i=1

∫
ξ∈Ξ

ℓαβ(ξ)Qi(dξ).

Applying analogous reformulations to the constraints leads to the following reformulation of the
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inner sup problem of Inter-ARO:

maximize
Q,Q̂

1

N

N∑
i=1

∫
ξ∈Ξ

ℓαβ(ξ)Qi(dξ)

subject to
1

N

N∑
i=1

∫
ξ∈Ξ

d(ξ, ξi)Qi(dξ) ≤ ε

1

N̂

N̂∑
j=1

∫
ξ∈Ξ

d(ξ, ξ̂j)Q̂j(dξ) ≤ ε̂

1

N

N∑
i=1

Qi(dξ) =
1

N̂

N̂∑
j=1

Q̂j(dξ) ∀ξ ∈ Ξ

Qi ∈ P(Ξ), Q̂j ∈ P(Ξ) ∀i ∈ [N ], ∀j ∈ [N̂ ].

We now decompose each Qi into two measures corresponding to y = ±1, so that Qi(d(x, y)) =

Qi
+1(dx) for y = +1 and Qi(d(x, y)) = Qi

−1(dx) for y = −1. We similarly represent each Q̂j

via Q̂j
+1 and Q̂j

−1 depending on y. Note that these new measures are not probability measures

as they do not integrate to 1, but non-negative measures supported on Rn (denoted ∈ P+(Rn)).
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We get:

maximize
Q±1,Q̂±1

1

N

N∑
i=1

∫
x∈Rn

[ℓαβ(x,+1)Qi
+1(dx) + ℓαβ(x,−1)Qi

−1(dx)]

subject to
1

N

N∑
i=1

∫
x∈Rn

[d((x,+1), ξi)Qi
+1(dx) + d((x,−1), ξi)Qi

−1(dx)] ≤ ε

1

N̂

N̂∑
j=1

∫
x∈Rn

[d((x,+1), ξ̂j)Q̂j
+1(dx) + d((x,−1), ξ̂j)Q̂j

−1(dx)] ≤ ε̂∫
x∈Rn

Qi
+1(dx) +Qi

−1(dx) = 1 ∀i ∈ [N ]∫
x∈Rn

Q̂j
+1(dx) + Q̂j

−1(dx) = 1 ∀j ∈ [N̂ ]

1

N

N∑
i=1

Qi
+1(dx) =

1

N̂

N̂∑
j=1

Q̂j
+1(dx) ∀x ∈ Rn

1

N

N∑
i=1

Qi
−1(dx) =

1

N̂

N̂∑
j=1

Q̂j
−1(dx) ∀x ∈ Rn

Qi
±1 ∈ P+(Rn), Q̂

j
±1 ∈ P+(Rn) ∀i ∈ [N ], j ∈ [N̂ ].

Next, we explicitly write the definition of the metric d(·, ·) in the first two constraints as well as

use auxiliary measures A±1 ∈ P+(Rn) to break down the last two equality constraints:
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maximize
A±1,Q±1,Q̂±1

1

N

N∑
i=1

∫
x∈Rn

[ℓαβ(x,+1)Qi
+1(dx) + ℓαβ(x,−1)Qi

−1(dx)]

subject to
1

N

∫
x∈Rn

[
κ ·

∑
i∈[N ]:yi=−1

Qi
+1(dx) + κ ·

∑
i∈[N ]:yi=+1

Qi
−1(dx)+

N∑
i=1

∥x− xi∥q · [Qi
+1(dx) +Qi

−1(dx)]
]
≤ ε

1

N̂

∫
x∈Rn

[
κ ·

∑
j∈[N ]:ŷj=−1

Q̂j
+1(dx) + κ ·

∑
j∈[N ]:ŷj=+1

Q̂j
−1(dx)+

N̂∑
j=1

∥x− x̂j∥q · [Q̂j
+1(dx) + Q̂j

−1(dx)]
]
≤ ε̂∫

x∈Rn

Qi
+1(dx) +Qi

−1(dx) = 1 ∀i ∈ [N ]∫
x∈Rn

Q̂j
+1(dx) + Q̂j

−1(dx) = 1 ∀j ∈ [N̂ ]

1

N

N∑
i=1

Qi
+1(dx) = A+1(dx) ∀x ∈ Rn

1

N̂

N̂∑
j=1

Q̂j
+1(dx) = A+1(dx) ∀x ∈ Rn

1

N

N∑
i=1

Qi
−1(dx) = A−1(dx) ∀x ∈ Rn

1

N̂

N̂∑
j=1

Q̂j
−1(dx) = A−1(dx) ∀x ∈ Rn

A±1 ∈ P+(Rn), Qi
±1 ∈ P+(Rn), Q̂

j
±1 ∈ P+(Rn) ∀i ∈ [N ], j ∈ [N̂ ].

The following semi-infinite optimization problem, obtained by standard algebraic duality, is a

strong dual to the above problem since ε, ε̂ > 0 (Shapiro 2001).
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minimize
λ,λ̂,s,ŝ,p±1,p̂±1

1

N

Nελ+ N̂ ε̂λ̂+
N∑
i=1

si +
N̂∑
j=1

ŝj


subject to κ

1− yi

2
λ+ λ∥xi − x∥q + si +

p+1(x)

N
≥ ℓαβ(x,+1) ∀i ∈ [N ], ∀x ∈ Rn

κ
1− ŷj

2
λ̂+ λ̂∥x̂j − x∥q + ŝj +

p̂+1(x)

N̂
≥ 0 ∀j ∈ [N̂ ], ∀x ∈ Rn

κ
1 + yi

2
λ+ λ∥xi − x∥q + si +

p−1(x)

N
≥ ℓαβ(x,−1) ∀i ∈ [N ], ∀x ∈ Rn

κ
1 + ŷj

2
λ̂+ λ̂∥x̂j − x∥q + ŝj +

p̂−1(x)

N̂
≥ 0 ∀j ∈ [N̂ ], ∀x ∈ Rn

p+1(x) + p̂+1(x) ≤ 0

p−1(x) + p̂−1(x) ≤ 0

λ ∈ R+, λ̂ ∈ R+, s ∈ RN , ŝ ∈ RN̂

p±1 : Rn 7→ R, p̂±1 : Rn 7→ R.

To eliminate the (function) variables p+1 and p̂+1, we first summarize the constraints they

appear 

p+1(x) ≥ N ·
[
ℓαβ(x,+1)− si − λ∥xi − x∥q − κ

1− yi

2
λ

]
∀i ∈ [N ], ∀x ∈ Rn

p̂+1(x) ≥ N̂ ·
[
−ŝj − λ̂∥x̂j − x∥q − κ

1− ŷj

2
λ̂

]
∀j ∈ [N̂ ], ∀x ∈ Rn

p+1(x) + p̂+1(x) ≤ 0 ∀x ∈ Rn,

and notice that this system is equivalent to the epigraph-based reformulation of the following

constraint

ℓαβ(x,+1)− si − λ∥xi − x∥q − κ
1− yi

2
λ+

N̂

N
·
[
−ŝj − λ̂∥x̂j − x∥q − κ

1− ŷj

2
λ̂

]
≤ 0

∀i ∈ [N ], ∀j ∈ [N̂ ], ∀x ∈ Rn.
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We can therefore eliminate p+1 and p̂+1. We can also eliminate p−1 and p̂−1 since we similarly

have: 

p−1(x) ≥ N ·
[
ℓαβ(x,−1)− si − λ∥xi − x∥q − κ

1 + yi

2
λ

]
∀i ∈ [N ], ∀x ∈ Rn

p̂−1(x) ≥ N̂ ·
[
−ŝj − λ̂∥x̂j − x∥q − κ

1 + ŷj

2
λ̂

]
∀j ∈ [N̂ ], ∀x ∈ Rn

p−1(x) + p̂−1(x) ≤ 0 ∀x ∈ Rn

⇐⇒ ℓαβ(x,−1)− si − λ∥xi − x∥q − κ
1 + yi

2
λ+

N̂

N
·
[
−ŝj − λ̂∥x̂j − x∥q − κ

1 + ŷj

2
λ̂

]
≤ 0

∀i ∈ [N ], ∀j ∈ [N̂ ], ∀x ∈ Rn.

This trick of eliminating p±1, p̂±1 is due to the auxiliary distributions A±1 that we intro-

duced; without them, the dual problem is substantially harder to work with. We therefore obtain

the following reformulation of the dual problem

minimize
λ,λ̂,s,ŝ

1

N

Nελ+ N̂ ε̂λ̂+
N∑
i=1

si +
N̂∑
j=1

ŝj


subject to sup

x∈Rn
{ℓαβ(x,+1)− λ∥xi − x∥q −

N̂

N
λ̂∥x̂j − x∥q} ≤

si + κ
1− yi

2
λ+

N̂

N
·
[
ŝj + κ

1− ŷj

2
λ̂

]
∀i ∈ [N ], ∀j ∈ [N̂ ]

sup
x∈Rn

{ℓαβ(x,−1)− λ∥xi − x∥q −
N̂

N
λ̂∥x̂j − x∥q} ≤

si + κ
1 + yi

2
λ+

N̂

N
·
[
ŝj + κ

1 + ŷj

2
λ̂

]
∀i ∈ [N ], ∀j ∈ [N̂ ]

λ ≥ 0, λ̂ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ ,

where we replaced the ∀x ∈ Rn with the worst case realizations by taking the suprema of the

constraints over x. We also added non-negativity on the definition of s and ŝ which is without

loss of generality since this is implied by the first two constraints, which is due to the fact that

in the primal reformulation the “integrates to 1” constraints (whose associated dual variables are
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s and ŝ) can be written as ∫
x∈Rn

Qi
+1(dx) +Qi

−1(dx) ≤ 1 ∀i ∈ [N ],∫
x∈Rn

Q̂j
+1(dx) + Q̂j

−1(dx) ≤ 1 ∀j ∈ [N̂ ],

due to the objective pressure. Relabeling
N̂

N
λ̂ as λ̂ and

N̂

N
ŝj as ŝj simplifies the problem to:

minimize
λ,λ̂,s,ŝ

ελ+ ε̂λ̂+
1

N

N∑
i=1

si +
1

N̂

N̂∑
i=1

ŝj

subject to sup
x∈Rn

{ℓαβ(x,+1)− λ∥xi − x∥q − λ̂∥x̂j − x∥q} ≤

si + κ
1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂ ∀i ∈ [N ], ∀j ∈ [N̂ ]

sup
x∈Rn

{ℓαβ(x,−1)− λ∥xi − x∥q − λ̂∥x̂j − x∥q} ≤

si + κ
1 + yi

2
λ+ ŝj + κ

1 + ŷj

2
λ̂ ∀i ∈ [N ], ∀j ∈ [N̂ ]

λ ≥ 0, λ̂ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ .

Combining all the sup-constraints with the help of an an auxiliary parameter l ∈ {−1, 1} and

replacing this problem with the inner problem of Inter-ARO concludes the proof.

4.B.4 Proof of Proposition 18

We first present a technical lemma that will allow us to rewrite a specific type of difference

of convex functions (DC) maximization problem that appears in the constraints of Inter-ARO.

Rewriting such DC maximization problems is one of the key steps in reformulating Wasserstein

DRO problems, and our lemma is inspired from Shafieezadeh-Abadeh et al. (2019, Lemma

47), Shafieezadeh-Abadeh et al. (2023, Theorem 3.8), and Belbasi et al. (2025, Lemma 1) who

reformulate maximizing the difference of a convex function and a norm. Our DRO problem Inter-

ARO, however, comprises two ambiguity sets, hence the DC term that we investigate will be the

difference between a convex function and the sum of two norms. This requires a new analysis

and we will see that Inter-ARO is NP-hard due to this additional difficulty.
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Lemma 31. Suppose that L : R 7→ R is a closed convex function, and ∥·∥q is a norm. For

vectors ω,a, â ∈ Rn and scalars λ, λ̂ > 0, we have:

sup
x∈Rn

{L(ω⊤x)− λ∥a− x∥q − λ̂∥â− x∥q}

= sup
θ∈dom(L∗)

− L∗(θ) + θ · ω⊤a+ θ · inf
z∈Rn
{z⊤(â− a) : |θ| · ∥ω − z∥q⋆ ≤ λ, |θ| · ∥z∥q⋆ ≤ λ̂}

Proof. We denote by fω(x) = ω⊤x and by g the convex function g(x) = g1(x) + g2(x) where

g1(x) := λ∥a− x∥q and g2(x) := λ̂∥â− x∥q, and reformulate the sup problem as

sup
x∈Rn

L(ω⊤x)− g(x) = sup
x∈Rn

(L ◦ fω)(x)− g(x) = sup
z∈Rn

g∗(z)− (L ◦ fω)∗(z),

where the first identity follows from the definition of composition and the second identity employs

Toland’s duality (Toland 1978) to rewrite difference of convex functions optimization.

By using infimal convolutions (Rockafellar 1997, Theorem 16.4), we can reformulate g∗:

g∗(z) = inf
z1,z2
{g∗1(z1) + g∗2(z2) : z1 + z2 = z}

= inf
z1,z2
{z⊤

1 a+ z⊤
2 â : z1 + z2 = z, ∥z1∥q⋆ ≤ λ, ∥z2∥q⋆ ≤ λ̂},

where the second step uses the definitions of g∗1(z1) and g∗2(z2). Moreover, we show

(L ◦ fω)∗(z) = sup
x∈Rn

z⊤x− L(ω⊤x)

= sup
t∈R, x∈Rn

{z⊤x− L(t) : t = ω⊤x}

= inf
θ∈R

sup
t∈R, x∈Rn

z⊤x− L(t)− θ · (ω⊤x− t)

= inf
θ∈R

sup
t∈R

sup
x∈Rn

(z − θ · ω)⊤x− L(t) + θ · t

= inf
θ∈R

sup
t∈R

−L(t) + θ · t if θ · ω = z

+∞ otherwise.

= inf
θ∈R

L∗(θ) if θ · ω = z

+∞ otherwise.

= inf
θ∈dom(L∗)

{L∗(θ) : θ · ω = z},
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where the first identity follows from the definition of the convex conjugate, the second identity

introduces an additional variable to make this an equality-constrained optimization problem,

the third identity takes the Lagrange dual (which is a strong dual since the problem maximizes

a concave objective with a single equality constraint), the fourth identity rearranges the expres-

sions, the fifth identity exploits unboundedness of x, the sixth identity uses the definition of

convex conjugates and the final identity replaces the feasible set θ ∈ R with the domain of L⋆

without loss of generality as this is an inf-problem.

Replacing the conjugates allows us to conclude that the maximization problem equals

sup
z∈Rn

g∗(z) + sup
θ∈dom(L∗)

{−L∗(θ) : θ · ω = z}

= sup
z∈Rn, θ∈dom(L∗)

{g∗(z)− L∗(θ) : θ · ω = z}

= sup
θ∈dom(L∗)

g∗(θ · ω)− L∗(θ)

= sup
θ∈dom(L∗)

− L∗(θ) + inf
z1,z2∈Rn

{z⊤
1 a+ z⊤

2 â : z1 + z2 = θ · ω, ∥z1∥q⋆ ≤ λ, ∥z2∥q⋆ ≤ λ̂}

= sup
θ∈dom(L∗)

− L∗(θ) + θ · inf
z1,z2∈Rn

{z⊤
1 a+ z⊤

2 â : z1 + z2 = ω, |θ| · ∥z1∥q⋆ ≤ λ, |θ| · ∥z2∥q⋆ ≤ λ̂}

= sup
θ∈dom(L∗)

− L∗(θ) + θ · ω⊤a+ θ · inf
z∈Rn
{z⊤(â− a) : |θ| · ∥ω − z∥q⋆ ≤ λ, |θ| · ∥z∥q⋆ ≤ λ̂}.

Here, the first identity follows from writing the problem as a single maximization problem, the

second identity follows from the equality constraint, the third identity follows from the definition

of the conjugate g∗, the fourth identity is due to relabeling z1 = θ · z1 and z2 = θ · z2, and the

fifth identity is due to a variable change (z1 = ω − z2 relabeled as z).

DC maximization terms similar to the one dealt by Lemma 31 appear on the left-hand side

of the constraints of Inter-ARO (cf. formulation in Proposition 17). These constraints would

admit a tractable reformulation for the case without auxiliary data because the inf-term in the

reformulation presented in Lemma 31 does not appear in such cases. To see this, eliminate the

second norm (the one associated with auxiliary data) by taking λ̂ = 0, which will cause the

constraint |θ| · ∥z∥q⋆ ≤ λ̂ to force z = 0, and the alternative formulation will thus be:
sup

θ∈dom(L∗)
{−L∗(θ) + θ · ω⊤a} if supθ∈dom(L∗){|θ|} · ∥z∥q⋆ ≤ λ

+∞ otherwise
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=

L(ω⊤a) if Lip(L) · ∥z∥q⋆ ≤ λ

+∞ otherwise,

where we used the fact that L = L∗∗ and supθ∈dom(L)|θ| = Lip(L) since L is closed con-

vex (Rockafellar 1997, Corollary 13.3.3). Hence, the DC maximization can be represented with

a convex function with an additional convex inequality, making the constraints tractable for the

case without auxiliary data. For the case with auxiliary data, however, the supθ infz structure

makes these constraints equivalent to two-stage robust constraints (with uncertain parame-

ter θ and adjustable variable z), bringing an adjustable robust optimization (Ben-Tal et al.

2004, Yanıkoğlu et al. 2019) perspective to Inter-ARO. By using the univariate representation

ℓαβ(x, y) = Lα(y · β⊤x), Inter-ARO can be written as

minimize
β,λ,λ̂,s,ŝ

ελ+ ε̂λ̂+
1

N

N∑
j=1

sj +
1

N̂

N̂∑
i=1

ŝi

subject to sup
x∈Rn

{Lα(β⊤x)− λ∥xi − x∥q − λ̂∥x̂j − x∥q} ≤

si + κ
1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂ ∀i ∈ [N ], ∀j ∈ [N̂ ]

sup
x∈Rn

{Lα(−β⊤x)− λ∥xi − x∥q − λ̂∥x̂j − x∥q} ≤

si + κ
1 + yi

2
λ+ ŝj + κ

1 + ŷj

2
λ̂ ∀i ∈ [N ], ∀j ∈ [N̂ ]

β ∈ Rn, λ ≥ 0, λ̂ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ ,
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and applying Lemma 31 to the left-hand side of the constraints gives:

minimize
β,λ,λ̂,s,ŝ

ελ+ ε̂λ̂+
1

N

N∑
j=1

sj +
1

N̂

N̂∑
i=1

ŝi

subject to sup
θ∈dom(L∗)

− Lα∗(θ) + θ · β⊤xi + θ · inf
z∈Rn
{z⊤(x̂j − xi) : |θ| · ∥β − z∥q⋆ ≤ λ, |θ| · ∥z∥q⋆ ≤ λ̂} ≤

si + κ
1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂ ∀i ∈ [N ], ∀j ∈ [N̂ ]

sup
θ∈dom(L∗)

− Lα∗(θ)− θ · β⊤xi + θ · inf
z∈Rn
{z⊤(x̂j − xi) : |θ| · ∥−β − z∥q⋆ ≤ λ, |θ| · ∥z∥q⋆ ≤ λ̂} ≤

si + κ
1 + yi

2
λ+ ŝj + κ

1 + ŷj

2
λ̂ ∀i ∈ [N ], ∀j ∈ [N̂ ]

β ∈ Rn, λ ≥ 0, λ̂ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ . (70)

Which, equivalently, can be written as the following problem with 2N · N̂ two-stage robust

constraints:

minimize
β,λ,λ̂,s,ŝ

ελ+ ε̂λ̂+
1

N

N∑
j=1

sj +
1

N̂

N̂∑
i=1

ŝi

subject to

∀θ ∈ dom(L∗), ∃z ∈ Rn :


−Lα∗(θ) + θ · β⊤xi + θ · z⊤(x̂j − xi) ≤ si + κ

1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂

|θ| · ∥β − z∥q⋆ ≤ λ

|θ| · ∥z∥q⋆ ≤ λ̂


∀i ∈ [N ], ∀j ∈ [N̂ ]∀θ ∈ dom(L∗), ∃z ∈ Rn :


−Lα∗(θ)− θ · β⊤xi + θ · z⊤(x̂j − xi) ≤ si + κ

1 + yi

2
λ+ ŝj + κ

1 + ŷj

2
λ̂

|θ| · ∥−β − z∥q⋆ ≤ λ

|θ| · ∥z∥q⋆ ≤ λ̂


∀i ∈ [N ], ∀j ∈ [N̂ ]

β ∈ Rn, λ ≥ 0, λ̂ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ . (Inter-adjustable)

By using adjustable robust optimization theory, we show that this problem is NP-hard even

in the simplest setting. To this end, take N = N̂ = 1 as well as κ = 0; the formulation presented
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in Proposition 17 reduces to:

minimize
β,λ,λ̂,s,ŝ

ελ+ ε̂λ̂+ s+ ŝ

subject to sup
x∈Rn

{ℓαβ(x, l)− λ∥x1 − x∥q − λ̂∥x̂1 − x∥q} ≤ s1 + ŝ1 ∀l ∈ {−1, 1}

β ∈ Rn, λ ≥ 0, λ̂ ≥ 0, s ≥ 0, ŝ ≥ 0.

The worst case realization of l ∈ {−1, 1} will always make ℓαβ(x, l) = log(1 + exp(−l · β⊤x+ α ·
∥β∥p⋆)) equal to ςαβ(x) = log(1 + exp(|l · β⊤x|+ α · ∥β∥p⋆)), where ς inherits similar properties

from ℓ: it is convex in β and its univariate representation Sα has the same Lipschitz constant

with Lα. We can thus represent the above problem as

minimize
β,λ,λ̂,s,ŝ

ελ+ ε̂λ̂+ s+ ŝ

subject to sup
x∈Rn

{Sα(β⊤x)− λ∥x1 − x∥q − λ̂∥x̂1 − x∥q} ≤ s+ ŝ

β ∈ Rn, λ ≥ 0, λ̂ ≥ 0, s ≥ 0, ŝ ≥ 0.

Substituting s+ ŝ into the objective (due to the objective pressure) allows us to reformulate

the above problem as

minimize
β,λ,λ̂

ελ+ ε̂λ̂+ sup
x∈Rn

{Sα(β⊤x)− λ∥x1 − x∥q − λ̂∥x̂1 − x∥q}

subject to β ∈ Rn, λ ≥ 0, λ̂ ≥ 0,
(71)

and an application of Lemma 31 leads us to the following reformulation:

inf
β∈Rn

λ≥0,λ̂≥0

sup
θ∈dom(S∗)

inf
z∈Rn

ελ+ ε̂λ̂− Sα∗(θ) + θ · β⊤x1 + θ · z⊤(x̂1 − x1)︸ ︷︷ ︸
(1)

: |θ| · ∥β − z∥q⋆ ≤ λ︸ ︷︷ ︸
(2)

, |θ| · ∥z∥q⋆ ≤ λ̂

 .

The objective term (1) has a product of the uncertain parameter θ and the adjustable variable z,

and even when (2) is linear such as in the case of q = 1 the product of the uncertain parameter

with both the decision variable β and the adjustable variable z still appear since:

|θ| · ∥β − z∥∞ ≤ λ ⇐⇒ −λ ≤ θβ − θz ≤ λ.

This reduces problem (71) to a generic two-stage robust optimization problem with random
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recourse (Subramanyam et al. 2020, Problem 1) which is proven to be NP-hard even if Sα∗ was

constant (Guslitser 2002).

4.B.5 Proof of Theorem 11

Consider the reformulation Inter-adjustable of Inter-ARO that we introduced in the proof of

Proposition 18. For any i ∈ [N ] and j ∈ [N̂ ], the corresponding constraint in the first group of

‘adjustable robust’ (∀, ∃) constraints will be:

∀θ ∈ dom(L∗),∃z ∈ Rn :


−Lα∗(θ) + θ · β⊤xi + θ · z⊤(x̂j − xi) ≤ si + κ

1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂

|θ| · ∥β − z∥q⋆ ≤ λ

|θ| · ∥z∥q⋆ ≤ λ̂.

By changing the order of ∀ and ∃, we obtain:

∃z ∈ Rn, ∀θ ∈ dom(L∗) :


−Lα∗(θ) + θ · β⊤xi + θ · z⊤(x̂j − xi) ≤ si + κ

1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂

|θ| · ∥β − z∥q⋆ ≤ λ

|θ| · ∥z∥q⋆ ≤ λ̂.

Notice that this is a safe approximation, since any fixed z satisfying the latter system is a feasible

static solution in the former system, meaning that for every realization of θ in the first system,

the inner ∃z can always ‘play’ the same z that is feasible in the latter system (hence the latter

is named the static relaxation, Bertsimas et al. 2015). In the relaxed system, we can drop ∀θ
and keep its worst-case realization instead:

∃z ∈ Rn :


supθ∈dom(L∗){−Lα∗(θ) + θ · β⊤xi + θ · z⊤(x̂j − xi)} ≤ si + κ

1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂

supθ∈dom(L∗){|θ|} · ∥β − z∥q⋆ ≤ λ

supθ∈dom(L∗){|θ|} · ∥z∥q⋆ ≤ λ̂.

The term supθ∈dom(L∗){−Lα∗(θ)+ θ ·β⊤xi+ θ ·z⊤(x̂j −xi)} is the definition of the biconjugate

Lα∗∗(β⊤xi+z⊤(x̂j−xi)). Since Lα is a closed convex function, we have Lα∗∗ = Lα (Rockafellar

1997, Corollary 12.2.1). Moreover, supθ∈dom(L∗){|θ|} is an alternative representation of the

Lipschitz constant of the function Lα (Rockafellar 1997, Corollary 13.3.3), which is equal to 1
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as we showed earlier. The adjustable robust constraint thus reduces to:

∃z ∈ Rn :


Lα(β⊤xi + z⊤(x̂j − xi)) ≤ si + κ

1− yi

2
λ+ ŝj + κ

1− ŷj

2
λ̂

∥β − z∥q⋆ ≤ λ

∥z∥q⋆ ≤ λ̂

as a result of the static relaxation. This relaxed reformulation applies to all i ∈ [N ] and j ∈ [N̂ ]

as well as to the second group of adjustable robust constraints analogously. Replacing each

constraint of Inter-adjustable with this system concludes the proof.

4.B.6 Proof of Corollary 9

To prove the first statement, take λ̂ = 0 and observe the constraint ∥zlij∥q⋆ ≤ λ̂ implies zlij = 0

for all l ∈ {−1, 1}, i ∈ [N ], j ∈ [N̂ ]. The optimization problem can thus be written without

those variables:

minimize
β,λ,s,ŝ

ελ+
1

N

N∑
i=1

si +
1

N̂

N̂∑
j=1

ŝj

subject to Lα(lβ⊤xi) ≤ si + κ
1− lyi

2
λ+ ŝj ∀l ∈ {−1, 1}, ∀i ∈ [N ], ∀j ∈ [N̂ ]

∥β∥q⋆ ≤ λ
β ∈ Rn, λ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ .

Notice that optimal solutions should satisfy ŝj = ŝj′ for all j, j′ ∈ [N ]. To see this, assume

for contradiction that ∃j, j′ ∈ [N ] such that ŝj < ŝj′ . If a constraint indexed with (l, i, j) for

arbitrary l ∈ {−1, 1} and i ∈ [N ] is feasible, it means the consraint indexed with (l, i, j′) cannot

be tight given that these constraints are identical except for the ŝj or ŝj′ appearing on the right

hand side. Hence, such a solution cannot be optimal as this is a minimization problem, and

updating ŝj′ as ŝj preserves the feasibility of the problem while decreasing the objective value.
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We can thus use a single variable τ ∈ R+ and rewrite the problem as

minimize
β,λ,s,ŝ

ελ+
1

N

N∑
i=1

(si + τ)

subject to Lα(β⊤xi) ≤ si + κ
1− yi

2
λ+ τ ∀i ∈ [N ]

Lα(−β⊤xi) ≤ si + κ
1 + yi

2
λ+ τ ∀i ∈ [N ]

∥β∥q⋆ ≤ λ
β ∈ Rn, λ ≥ 0, s ∈ RN+ , ŝ ∈ RN̂+ ,

where we also eliminated the index l ∈ {−1, 1} by writing the constraints explicitly. Since si
and τ both appear as si + τ in this problem, we can use a variable change where we relabel

si + τ as si (or, equivalently set τ = 0 without any optimality loss). Moreover, the constraints

with index i ∈ [N ] areLα(β⊤xi) ≤ si + τ

Lα(−β⊤xi) ≤ si + κλ+ τ
=

Lα(yi · β⊤xi) ≤ si + τ

Lα(−yi · β⊤xi) ≤ si + κλ+ τ

if yi = 1, and similarly they areLα(β⊤xi) ≤ si + κλ+ τ

Lα(−β⊤xi) ≤ si + τ
=

Lα(−yi · β⊤xi) ≤ si + κλ+ τ

Lα(yi · β⊤xi) ≤ si + τ

if yi = −1. Since these are identical, the problem can finally be written as

minimize
β,λ,s

ελ+
1

N

N∑
i=1

si

subject to log(1 + exp(−yi · β⊤xi + α · ∥β∥p⋆)) ≤ si ∀i ∈ [N ]

log(1 + exp(yi · β⊤xi + α · ∥β∥p⋆))− λκ ≤ si ∀i ∈ [N ]

∥β∥q⋆ ≤ λ
β ∈ Rn, λ ≥ 0, s ∈ RN+ ,

where we also used the definition of Lα. This problem is identical to DR-ARO, which means that

feasible solutions of DR-ARO are feasible for Inter-ARO⋆ if the additional variables (λ̂, ŝ, zlij)
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are set to zero, concluding the first statement of the corollary.

The second statement is immediate since ε̂ → ∞ forces λ̂ = 0 due to the term ε̂λ̂ in the

objective of Inter-ARO⋆, and this proof shows in such a case Inter-ARO⋆ reduces to DR-ARO

(which is identical to Inter-ARO when ε→∞ by definition).

4.B.7 Proof of Observation 8

By standard linearity arguments and from the definition of Qmix, we have

EQmix

[
sup

z∈Bp(α)
{ℓβ(x+ z, y)}

]

⇐⇒
∫
(x,y)∈Rn×{−1,+1}

sup
z∈Bp(α)

{ℓβ(x+ z, y)} dQmix((x, y))

⇐⇒ N

N + wN̂

∫
(x,y)∈Rn×{−1,+1}

sup
z∈Bp(α)

{ℓβ(x+ z, y)} dPN ((x, y))+

wN̂

N + wN̂

∫
(x,y)∈Rn×{−1,+1}

sup
z∈Bp(α)

{ℓβ(x+ z, y)}dP̂
N̂
((x, y))

⇐⇒ N

N + wN̂
· 1
N

∑
i∈[N ]

sup
zi∈Bp(α)

{ℓβ(xi + zi, yi)}+ wN̂

N + wN̂
· 1
N̂

∑
j∈[N̂ ]

sup
zj∈Bp(α)

{ℓβ(x̂j + zj , ŷj)}

⇐⇒ 1

N + wN̂

∑
i∈[N ]

sup
zi∈Bp(α)

{ℓβ(xi + zi, yi)}+ w ·
∑
j∈[N̂ ]

sup
zj∈Bp(α)

{ℓβ(x̂j + zj , ŷj)}

 ,
which coincides with the objective function of (67). Since we have

EQmix

[
sup

z∈Bp(α)
{ℓβ(x+ z, y)}

]
= EQmix

[ℓαβ(x, y)]

we can conclude the proof.

4.B.8 Proof of Proposition 19

We first prove auxiliary results on mixture distributions. To this end, denote by C(Q,P) ⊆
P(Ξ× Ξ) the set of couplings of the distributions Q ∈ P(Ξ) and P ∈ P(Ξ).

Lemma 32. Let Q,P1,P2 ∈ P(Ξ) be probability distributions. If Π1 ∈ C(Q,P1) and Π2 ∈
C(Q,P2), then, λ ·Π1 + (1− λ) ·Π2 ∈ C(Q, λ · P1 + (1− λ) · P2) for all λ ∈ (0, 1).
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Proof. Let Π = λ ·Π1 + (1− λ) ·Π2 and P = λ · P1 + (1− λ) · P2. To have Π ∈ C(Q,P) we need

Π(dξ,Ξ) = Q(dξ) and Π(Ξ, dξ′) = P(dξ′). To this end, observe that

Π(dξ,Ξ) = λ ·Π1(dξ,Ξ) + (1− λ) ·Π2(dξ,Ξ)

= λ ·Q+ (1− λ) ·Q = Q

where the second identity uses the fact that Π1 ∈ C(Q,P1). Similarly, we can show:

Π(Ξ, dξ) = λ ·Π1(Ξ,dξ) + (1− λ) ·Π2(Ξ,dξ)

= λ · P1 + (1− λ) · P2 = P,

which concludes the proof.

We further prove the following intermediary result.

Lemma 33. Let Q,P1,P2 ∈ P(Ξ) and P = λ · P1 + (1− λ) · P2 for some λ ∈ (0, 1). We have:

W(Q,P) ≤ λ ·W(Q,P1) + (1− λ) ·W(Q,P2).

Proof. The Wasserstein distance between Q,Q′ ∈ P(Ξ) can be written as:

W(Q,Q′) = min
Π∈C(Q,Q′)

{∫
Ξ×Ξ

d(ξ, ξ′)Π(dξ,dξ′)

}
,

and since d is a feature-label metric (cf. Definition 5) the minimum is well-defined (Villani 2009,

Theorem 4.1). We name the optimal solutions to the above problem the optimal couplings. Let

Π1 be an optimal coupling of W(Q,P1) and let Π2 be an optimal coupling of W(Q,P2) and

define Πc = λ ·Π1 + (1− λ) ·Π2. We have

W(Q,P) = min
Π∈C(Q,P)

{∫
Ξ×Ξ

d(ξ, ξ′)Π(dξ,dξ′)

}
≤
∫
Ξ×Ξ

d(ξ, ξ′)Πc(dξ, dξ′)

= λ ·
∫
Ξ×Ξ

d(ξ, ξ′)Π1(dξ,dξ′) + (1− λ) ·
∫
Ξ×Ξ

d(ξ, ξ′)Π2(dξ,dξ′)

= λ ·W(Q,P1) + (1− λ) ·W(Q,P2),

where the first identity uses the definition of the Wasserstein metric, the inequality is due to
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Lemma 32 as Πc is a feasible coupling (not necessarily optimal), the equality that follows uses

the definition of Πc and the linearity of integrals, and the final identity uses the fact that Π1

and Π2 were constructed to be the optimal couplings.

We now prove the proposition (we refer to Qmix in the statement of this lemma simply as Q).

To prove Q ∈ Bε(PN ) ∩Bε̂(P̂N̂ ), it is sufficient to show that W(PN ,Q) ≤ ε and W(P̂
N̂
,Q) ≤ ε̂

jointly hold. By using Lemma 33, we can derive the following inequalities:

W(PN ,Q) ≤ λ ·W(PN ,PN )︸ ︷︷ ︸
=0

+(1− λ) ·W(PN , P̂N̂ )

W(P̂
N̂
,Q) ≤ λ ·W(PN , P̂N̂ ) + (1− λ) ·W(P̂

N̂
, P̂

N̂
)︸ ︷︷ ︸

=0

.

Therefore, sufficient conditions on W(PN ,Q) ≤ ε and W(P̂
N̂
,Q) ≤ ε̂ would be:

 (1− λ) ·W(PN , P̂N̂ ) ≤ ε

λ ·W(PN , P̂N̂ ) ≤ ε̂.

Moreover, given that ε+ ε̂ ≥W(PN , P̂N̂ ), the sufficient conditions further simplify to

 (1− λ) · ε̂ ≤ λ · ε

λ · ε ≤ (1− λ) · ε̂.
⇐⇒ λ · ε = (1− λ) · ε̂,

which is implied when
λ

1− λ
=
ε̂

ε
, concluding the proof.

4.B.9 Proof of Theorem 12

Since each result in the statement of this theorem is abridged, we will present these results

sequentially as separate results. We review the existing literature to characterize Bε(PN ), in a

similar fashion with the results presented in (Selvi et al. 2022a, Appendix A) for the logistic loss,

by revising them to the adversarial loss whenever necessary. The N -fold product distribution of

P0 from which the training set PN is constructed is denoted below by [P0]N .

Theorem 14. Assume there exist a > 1 and A > 0 such that EP0 [exp(∥ξ∥a)] ≤ A for a norm

∥·∥ on Rn. Then, there are constants c1, c2 > 0 that only depend on P0 through a, A, and n,
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such that [P0]N (P0 ∈ Bε(PN )) ≥ 1 − η holds for any confidence level η ∈ (0, 1) as long as the

Wasserstein ball radius satisfies the following optimal characterization

ε ≥


(
log(c1/η)

c2 ·N

)1/max{n,2}
if N ≥ log(c1/η)

c2(
log(c1/η)

c2 ·N

)1/a

otherwise.

Proof. The statement follows from Theorem 18 of Kuhn et al. (2019). The presented decay rate

O(N−1/n) of ε as N increases is optimal (Fournier and Guillin 2015).

Now that we gave a confidence for the unknown radius ε satisfying P0 ∈ Bε(PN ), we analyze

the underlying optimization problems. Most of the theory is well-established for logistic loss

function, and in the following we show that similar results follow for the adversarial loss function.

For convenience, we state DR-ARO again by using the adversarial loss function as defined in

Observation 7:

minimize
β

sup
Q∈Bε(PN )

EQ[ℓ
α
β(x, y)]

subject to β ∈ Rn.
(DR-ARO)

Theorem 15. If the assumptions of Theorem 14 are satisfied and ε is chosen as in the statement

of Theorem 14, then

[P0]N

(
EP0 [ℓαβ⋆(x, y)] ≤ sup

Q∈Bε(PN )
EQ[ℓ

α
β⋆(x, y)]

)
≥ 1− η

holds for all η ∈ (0, 1) and all optimizers β⋆ of DR-ARO.

Proof. The statement follows from Theorem 19 of Kuhn et al. (2019) given that ℓαβ is a finite-

valued continuous loss function.

Theorem 15 states that the optimal value of DR-ARO overestimates the true loss with

arbitrarily high confidence 1 − η. Despite the desired overestimation of the true loss, we show

that DR-ARO is still asymptotically consistent if we restrict the set of admissible β to a bounded

set7.
7Note that, this is without loss of generality given that we can normalize the decision boundary of linear

classifiers.
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Theorem 16. If we restrict the hypotheses β to a bounded set H ⊆ Rn, and parameterize ε as

εN to show its dependency to the sample size, then, under the assumptions of Theorem 14, we

have

sup
Q∈BεN

(PN )
EQ[ℓ

α
β⋆(x, y)] −→

N→∞
EP0 [ℓαβ⋆(x, y)] P0-almost surely,

whenever εN is set as specified in Theorem 14 along with its finite-sample confidence ηN , and

they satisfy
∑

N∈N ηN <∞ and limN→∞ εN = 0.

Proof. If we show that there exists ξ0 ∈ Ξ and C > 0 such that ℓαβ(x, y) ≤ C(1+ d(ξ, ξ0)) holds

for all β ∈ H and ξ ∈ Ξ (that is, the adversarial loss satisfies a growth condition), the statement

will follow immediately from Theorem 20 of (Kuhn et al. 2019).

To see that the growth condition is satisfied, we first substitute the definition of ℓαβ and d

explicitly, and note that we would like to show there exists ξ0 ∈ Ξ and C > 0 such that

log(1 + exp(−y · β⊤x+ α · ∥β∥p⋆)) ≤ C(1 + ∥x− x0∥q + κ · 1[y ̸= y0])

holds for all β ∈ H and ξ ∈ Ξ. We take ξ0 = (0, y0) and show that the right-hand side of the

inequality can be lower bounded as:

C(1 + ∥x− x0∥q + κ · 1[y ̸= y0]) = C(1 + ∥x∥q + κ · 1[y ̸= y0])

≥ C(1 + ∥x∥q).

Moreover, the left-hand side of the inequality can be upper bounded for any β ∈ H ⊆ [−M,M ]n

(for some M > 0) and ξ = (x, y) ∈ Ξ as:

log(1 + exp(−y · β⊤x+ α · ∥β∥p⋆)) ≤ log(1 + exp(|β⊤x|+ α · ∥β∥p⋆))

≤ log(2 · exp(|β⊤x|+ α · ∥β∥p⋆))

= log(2) + |β⊤x|+ α · ∥β∥p⋆

≤ log(2) + sup
β∈[−M,M ]n

{|β⊤x|}+ α · sup
β∈[−M,M ]n

{∥β∥p⋆}

= log(2) +M · ∥x∥1 +M · α

≤ log(2) +M · n(q−1)/q · ∥x∥1 +M · α

where the final inequality uses Hölder’s inequality to bound the 1-norm with the q-norm. Thus,
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it suffices to show that we have

log(2) +M · n(q−1)/q · ∥x∥1 +M · α ≤ C(1 + ∥x∥q) ∀ξ ∈ Ξ,

which is satisfied for any C ≥ max{log(2) +M · α, M · n(q−1)/q}. This completes the proof by

showing the growth condition is satisfied.

So far, we reviewed tight characterizations for ε so that the ball Bε(PN ) includes the true

distribution P0 with arbitrarily high confidence, proved that the DRO problem DR-ARO over-

estimates the true loss, while converging to the true problem asymptotically as the confidence

1 − η increases and the radius ε decreases simultaneously. Finally, we discuss that for optimal

solutions β⋆ to DR-ARO, there are worst case distributions Q⋆ ∈ Bε(PN ) of nature’s problem

that are supported on at most N + 1 outcomes.

Theorem 17. If we restrict the hypotheses β to a bounded set H ⊆ Rn, then there are distribu-

tions Q⋆ ∈ Bε(PN ) that are supported on at most N + 1 outcomes and satisfy:

EQ⋆ [ℓαβ(x, y)] = sup
Q∈Bε(PN )

EQ[ℓ
α
β(x, y)].

Proof. The proof follows from (Yue et al. 2021).

See the proof of Selvi et al. (2022a, Theorem 8) and the discussion that follows for insights

and further analysis on these results presented.

4.B.10 Proof of Theorem 13

Firstly, since P̂
N̂

is constructed from i.i.d. samples of P̂, we can overestimate the distance ε̂1 =

W(P̂
N̂
, P̂) analogously by applying Theorem 14, mutatis mutandis. This leads us to the following

result where the joint (independent) N -fold product distribution of P0 and the N̂ -fold product

distribution of P̂ is denoted below by [P0 × P̂]N×N̂ .

Theorem 18. Assume that there exist a > 1 and A > 0 such that EP0 [exp(∥ξ∥a)] ≤ A, and

there exist â > 1 and Â > 0 such that EP̂[exp(∥ξ∥
â)] ≤ Â for a norm ∥·∥ on Rn. Then, there are

constants c1, c2 > 0 that only depends on P0 through a, A, and n, and constants ĉ1, ĉ2 > 0 that

only depends on P̂ through â, Â, and n such that [P0 × P̂]N×N̂ (P0 ∈ Bε(PN )∩Bε̂(P̂N̂ )) ≥ 1− η
holds for any confidence level η ∈ (0, 1) as long as the Wasserstein ball radii satisfy the following
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characterization

ε ≥


(
log(c1/η1)

c2 ·N

)1/max{n,2}
if N ≥ log(c1/η1)

c2(
log(c1/η1)

c2 ·N

)1/a

otherwise

ε̂ ≥W(P0, P̂) +


(
log(ĉ1/η2)

ĉ2 · N̂

)1/max{n,2}
if N̂ ≥ log(ĉ1/η2)

ĉ2(
log(ĉ1/η2)

ĉ2 · N̂

)1/â

otherwise

for some η1, η2 > 0 satisfying η1 + η2 = η.

Proof. It immediately follows from Theorem 14 that [P0]N (P0 ∈ Bε(PN )) ≥ 1− η1 holds. If we

take ε̂1 > 0 as

ε̂1 ≥


(
log(ĉ1/η2)

ĉ2 · N̂

)1/max{n,2}
if N̂ ≥ log(ĉ1/η2)

ĉ2(
log(ĉ1/η2)

ĉ2 · N̂

)1/â

otherwise,

then, we similarly have [P̂]N̂ (P̂ ∈ Bε̂1(P̂N̂ )) ≥ 1 − η2. Since the following implication follows

from the triangle inequality:

P̂ ∈ Bε̂1(P̂N̂ ) =⇒ P0 ∈ B
ε̂1+W(P0,P̂)(P̂N̂ ),

we have that [P̂]N̂ (P0 ∈ Bε(P̂N̂ )) ≥ 1− η2. These results, along with the facts that P̂
N̂

and PN
are independently sampled from their true distributions, imply:

[P0 × P̂]N×N̂ (P0 ̸∈ Bε(PN ) ∨ P0 ̸∈ Bε̂(P̂N̂ ))

≤[P0 × P̂]N×N̂ (P0 ̸∈ Bε(PN )) + [P0 × P̂]N×N̂ (P0 ̸∈ Bε̂(P̂N̂ ))

=[P0]N (P0 ̸∈ Bε(PN )) + [P̂]N̂ (P0 ̸∈ Bε̂(P̂N̂ )) < η1 + η2

implying the desired result [P0 × P̂]N×N̂ (P0 ∈ Bε(PN ) ∩Bε̂(P̂N̂ )) ≥ 1− η.

The second statement immediately follows under the assumptions of Theorem 18: Inter-ARO

overestimates the true loss analogously as Theorem 15 with an identical proof.
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4.C Exponential Conic Reformulation of DR-ARO

For any i ∈ [N ], the constraints of DR-ARO are log(1 + exp(−yi · β⊤xi + α · ∥β∥p⋆)) ≤ si

log(1 + exp(yi · β⊤xi + α · ∥β∥p⋆))− λ · κ ≤ si,

which, by using an auxiliary variable u, can be written as
log(1 + exp(−yi · β⊤xi + u)) ≤ si

log(1 + exp(yi · β⊤xi + u))− λ · κ ≤ si

α · ∥β∥p⋆ ≤ u.

Following the conic modeling guidelines of MOSEK ApS (2023), for new variables v+i , w
+
i ∈ R,

the first constraint can be written as{
v+i + w+

i ≤ 1, (v+i , 1, [−u+ yi · β⊤xi)− si] ∈ Kexp, (w
+
i , 1,−si) ∈ Kexp,

by using the definition of the exponential cone Kexp. Similarly, for new variables v−i , w
−
i ∈ R,

the second constraint can be written as{
v−i + w−

i ≤ 1, (v−i , 1, [−u− yi · β⊤xi]− si − λ · κ) ∈ Kexp, (w
−
i , 1,−si − λ · κ) ∈ Kexp.
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Applying this for all i ∈ [N ] concludes that the following is the conic formulation of DR-ARO:

minimize
β, λ, s, u

v+,w+,v−,w−

λ · ε+ 1

N

∑
i∈[N ]

si

subject to v+i + w+
i ≤ 1 ∀i ∈ [N ]

(v+i , 1, [−u+ yi · β⊤xi]− si) ∈ Kexp, (w
+
i , 1,−si) ∈ Kexp ∀i ∈ [N ]

v−i + w−
i ≤ 1 ∀i ∈ [N ]

(v−i , 1, [−u− yi · β⊤xi]− si − λ · κ) ∈ Kexp, (w
−
i , 1,−si − λ · κ) ∈ Kexp ∀i ∈ [N ]

α · ∥β∥p⋆ ≤ u

∥β∥q⋆ ≤ λ

β ∈ Rn, λ ≥ 0, s ∈ RN , u ∈ R, v+,w+,v−,w− ∈ RN .

4.D Further Details on Numerical Experiments

4.D.1 UCI Experiments

Preprocessing UCI datasets. We experiment on 10 UCI datasets (Kelly et al. 2023) (cf. Table

29). We use Python 3 for preprocessing these datasets. Classification problems with more than

two classes are converted to binary classification problems (most frequent class/others). For all

datasets, numerical features are standardized, the ordinal categorical features are left as they

are, and the nominal categorical features are processed via one-hot encoding. As mentioned in

the main section, we obtain auxiliary (synthetic) datasets via SDV, which is also implemented

in Python 3.

Detailed misclassification results on the UCI datasets. Table 30 contains detailed

results on the out-of-sample error rates of each method on 10 UCI datasets for classification.

All parameters are 5-fold cross-validated: Wasserstein radii from the grid

{10−6, 10−5, 10−4, 10−3, 10−2, 10−1, 0, 1, 2, 5, 10}, κ from the grid {1,
√
n, n} the weight parame-

ter of ARO+Aux from grid {10−6, 10−5, 10−4, 10−3, 10−2, 10−1, 0, 1}. We fix the norm defining the

feature-label metric to the ℓ1-norm, and test ℓ2-attacks, but other choices with analogous results

are also implemented.

Finally, we demonstrate that our theory, especially DRO+ARO+Aux, contributes to the DRO

literature even without adversarial attacks. In this case of α = 0, ERM and ARO would be equiv-

alent, and DRO+ARO would reduce to the traditional DR LR model (Shafieezadeh-Abadeh et al.
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DataSet N N̂ Nte n

absent 111 333 296 74
annealing 134 404 360 41
audiology 33 102 91 102
breast-cancer 102 307 274 90
contraceptive 220 663 590 23
dermatology 53 161 144 99
ecoli 50 151 135 9
spambase 690 2,070 1,841 58
spect 24 72 64 23
prim-tumor 50 153 136 32

Table 29: Size of the UCI datasets.

Data α ERM ARO ARO+Aux DRO+ARO DRO+ARO+Aux

absent 0.05 44.02% (± 2.89) 38.82% (± 2.86) 35.95% (± 3.78) 34.22% (± 2.70) 32.64% (± 2.54)
0.20 73.65% (± 4.14) 51.49% (± 3.39) 49.56% (± 3.80) 45.61% (± 2.32) 44.90% (± 2.30)

annealing 0.05 18.08% (± 1.89) 16.61% (± 2.16) 14.97% (± 1.39) 13.50% (± 2.98) 12.78% (± 2.78)
0.20 37.31% (± 3.92) 23.08% (± 2.82) 21.30% (± 1.93) 20.70% (± 1.32) 19.53% (± 1.42)

audiology 0.05 21.43% (± 3.64) 21.54% (± 3.92) 17.03% (± 2.90) 11.76% (± 3.28) 9.01% (± 3.54)
0.20 37.91% (± 6.78) 29.34% (± 5.89) 20.44% (± 2.75) 20.00% (± 3.01) 17.91% (± 3.28)

breast-cancer 0.05 4.74% (± 1.26) 4.93% (± 1.75) 3.87% (± 1.17) 3.06% (± 0.79) 2.52% (± 0.50)
0.20 9.93% (± 1.73) 8.14% (± 2.01) 6.09% (± 1.79) 5.04% (± 1.11) 4.67% (± 0.99)

contraceptive 0.05 44.14% (± 2.80) 42.86% (± 2.59) 40.98% (± 0.95) 40.00% (± 1.33) 39.65% (± 1.15)
0.20 66.19% (± 5.97) 43.49% (± 2.24) 42.71% (± 1.47) 42.71% (± 1.47) 42.71% (± 1.47)

dermatology 0.05 15.97% (± 2.64) 16.46% (± 1.67) 13.47% (± 1.97) 12.78% (± 1.61) 10.84% (± 1.24)
0.20 30.07% (± 4.24) 28.54% (± 3.25) 21.53% (± 2.17) 22.64% (± 2.15) 20.21% (± 1.58)

ecoli 0.05 16.30% (± 4.42) 14.67% (± 5.13) 13.26% (± 3.07) 11.11% (± 5.52) 9.78% (± 2.61)
0.20 51.41% (± 3.37) 42.67% (± 2.91) 41.85% (± 2.95) 39.70% (± 2.68) 38.89% (± 2.57)

spambase 0.05 11.35% (± 0.77) 10.23% (± 0.54) 10.16% (± 0.56) 9.83% (± 0.37) 9.81% (± 0.38)
0.20 27.32% (± 2.11) 15.83% (± 0.77) 15.70% (± 0.76) 15.67% (± 0.72) 15.50% (± 0.68)

spect 0.05 33.75% (± 5.17) 29.69% (± 5.46) 25.78% (± 3.06) 25.47% (± 3.38) 21.56% (± 2.74)
0.20 54.22% (± 9.88) 37.5% (± 3.53) 35.16% (± 2.47) 33.75% (± 2.68) 30.16% (± 3.61)

prim-tumor 0.05 21.84% (± 4.55) 20.81% (± 3.97) 17.35% (± 3.59) 16.18% (± 3.83) 14.78% (± 2.89)
0.20 34.19% (± 6.17) 25.37% (± 4.58) 21.62% (± 3.45) 21.84% (± 3.34) 19.63% (± 2.71)

Table 30: Mean (± std) out-of-sample errors of UCI datasets, each with 10 simulations. Results
for adversarial (ℓ2-)attack strengths α = 0.05 and α = 0.2 are shared.

2015). ARO+Aux would be interpreted as revising the empirical distribution of ERM to a mixture

(mixture weight cross-validated) of the empirical and auxiliary distributions. DRO+ARO+Aux, on

the other hand, can be interpreted as DRO over a carefully reduced ambiguity set (intersection

of the empirical and auxiliary Wasserstein balls). The results are in Table 31. Analogous results

follow as before (that is, DRO+ARO+Aux is the ‘winning’ approach, DRO+ARO and ARO+Aux alter-

nate for the ‘second’ approach), with the exception of the dataset contraceptive, where ARO+Aux
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Data ERM ARO ARO+Aux DRO+ARO DRO+ARO+Aux

absent 36.28% 36.28% 31.86% 28.31% 27.74%
annealing 10.61% 10.61% 7.64% 7.14% 7.14%
audiology 14.94% 14.94% 12.97% 10.11% 7.69%
breast-cancer 6.64% 6.64% 5.22% 2.55% 2.15%
contraceptive 35.00% 35.00% 33.75% 34.56% 33.85%
dermatology 16.04% 16.04% 11.60% 9.93% 8.06%
ecoli 6.74% 6.74% 4.96% 5.19% 4.37%
spambase 8.95% 8.95% 8.52% 8.34% 8.16%
spect 30.74% 30.74% 24.69% 22.35% 18.75%
prim-tumor 22.79% 22.79% 17.28% 15.07% 13.97%

Table 31: Mean out-of-sample errors of UCI experiments without adversarial attacks.

outperforms others.

Cross-validated Wasserstein radii. In Corollary 9, we discussed the feasibility of ignoring

the auxiliary data when its data-generating distribution is distant from the true data-generating

distribution. To examine whether large values of ε̂ are selected via cross-validation in our exper-

iments, we investigated their histograms and observed that this indeed occurs frequently. For

example, as shown in Table 31, when there are no adversarial attacks, DRO+ARO and DRO+ARO+Aux

yield identical errors on the ‘annealing’ dataset. This is because the two models become equiv-

alent: DRO+ARO+Aux selects a large ε̂ (either 5 or 10), which ensures that the intersection of the

Wasserstein balls reduces to the empirical distribution. With α = 0.05, DRO+ARO+Aux selects a

large ε̂ in 7 out of 10 simulations, while in the remaining 3 it selects a smaller value, resulting in a

nontrivial intersection and, in turn, improved performance over DRO+ARO. We conclude that our

method selects a nontrivial ε̂ only when there is evidence that the auxiliary data is useful, that

is, when its data-generating distribution is sufficiently close to the true one. For instance, on the

‘absent’ dataset, we always have ε̂ ∈ {10−2, 10−1}. We also revised our numerical experiments

by modifying the Gaussian copula synthesizer to enforce uniform marginals (which results in

significant information loss), and in this setting, our models consistently selected large ε̂ values.

Different training/auxiliary dataset ratio. Recall that in the UCI experiments, we

sampled 15% of the original dataset as the training set, and used 45% to generate a synthetic

auxiliary dataset. This setup was chosen to simulate scenarios with limited training data, where

overfitting is a particular concern. If we reverse these proportions and use 45% of the origi-

nal dataset for training and 15% for generating auxiliary data instead, we find that the best-

performing method remains DRO+ARO+Aux, and the relative ranking among the models remains
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Attack ERM ARO ARO+Aux DRO++ DRO+ARO DRO+ARO+Aux

No attack (α = 0) 1.55% 1.55% 1.19% 0.72% 0.64% 0.53%
ℓ1 (α = 68/255) 2.17% 1.84% 1.33% 1.40% 0.66% 0.57%
ℓ2 (α = 128/255) 99.93% 3.36% 2.54% 2.72% 2.40% 2.12%
ℓ∞ (α = 8/255) 100.00% 2.60% 2.38% 2.31% 2.20% 1.95%

Table 32: Additional MNIST/EMNIST Benchmark.

qualitatively similar. One notable difference is that the improvement of the auxiliary-data-

oblivious DRO+ARO method over the non-DR ARO+Aux model becomes less significant, and is even

reversed in the case of α = 0.05 on the ‘ecoli’ dataset: ERM (14.59%), ARO (11.41%), ARO+Aux

(9.04%), DRO+ARO (9.41%), DRO+ARO+Aux (8.89%). As expected, since more data is drawn from

the true data-generating distribution, all methods exhibit improved out-of-sample performance

compared to the original setup. However, in this case, DRO+ARO no longer outperforms ARO+Aux.

4.D.2 MNIST/EMNIST Experiments

The setting in the MNIST/EMNIST experiments is similar to that in the UCI experiments.

However, for auxiliary data, we use the EMNIST dataset which we accessed via the MLDatasets

package of Julia.

Moreover, in §4.2 we reviewed the literature showing that when statistical error is not a

concern, that is, when optimizing over the empirical distribution cannot cause overfitting (e.g.,

in high-data regimes), then adversarial training is equivalent to a type-∞ Wasserstein DRO

problem with radius ε = α. Hence, a natural question is whether increasing the value of ε

further also provides distributional robustness. To this end, in Table 32, we revise Table 28 and

add an additional benchmark DRO++. Here, we take ε = α + ε′, and cross-validate ε′ from the

same grid that we cross-validated ε for methods DRO+ARO and DRO+ARO+Aux. We observe that

DRO++ does not improve over DRO+ARO, which is expected given that type-∞ Wasserstein DRO

does not provide better generalizations, unlike type-1 Wasserstein DRO (cf. the discussion at

the end of §4.3). Yet, this method improves over ARO in all cases, and even over ARO+Aux in the

no-attack or ℓ∞-attack settings.

4.D.3 Artificial Experiments

Data generation. We sample a ‘true’ β from a unit ℓ2-ball, and generate data as summarized in

Algorithm 11. Such a dataset generation gives N instances from the same true data-generating
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distribution. In order to obtain N̂ auxiliary dataset instances, we perturb the probabilities

pi with standard random normal noise which is equivalent to sampling i.i.d. from a perturbed

distribution. Testing is always done on true data, that is, the test set is sampled according to

Algorithm 11.

Algorithm 11: Data from a ground truth logistic classifier
Input: set of feature vectors xi, i ∈ [N ]; vector β
Output: (xi, yi), i ∈ [N ]
for i ∈ {1, . . . , N} do

Find the probability pi =
[
1 + exp(−β⊤xi)

]−1;
Sample u = U(0, 1);
if pi ≥ u then

yi = +1;
else

yi = −1;

Strength of the attack and importance of auxiliary data. In the main section we dis-

cussed how the strength of an attack determines whether using auxiliary data in ARO (ARO+Aux)

or considering distributional ambiguity (DRO+ARO) is more effective, and observed that unifying

them to obtain DRO+ARO+Aux yields the best results in all attack regimes. Now we focus on

the methods that rely on auxiliary data, namely ARO+Aux and DRO+ARO+Aux and explore the

importance of auxiliary data P̂
N̂

in comparison to its empirical counterpart PN . Table 33 shows

the average values of w for problem (67) obtained via cross-validation. We see that the greater

the attack strength is the more we should use the auxiliary data in ARO+Aux. The same rela-

tionship holds for the average of ε/ε̂ obtained via cross-validation in Inter-ARO, which means

that the relative size of the Wasserstein ball built around the empirical distribution gets larger

compared to the same ball around the auxiliary data, that is, ambiguity around the auxiliary

data is smaller than the ambiguity around the empirical data. We highlight as a possible fu-

ture research direction exploring when a larger attack per se implies the intersection will move

towards the auxiliary data distribution.

More results on scalability. We further simulate 25 cases with an ℓ2-attack strength of

α = 0.2, N = 200 instances in the training dataset, N̂ = 200 instances in the auxiliary dataset,

and we vary the number of features n. We report the median (50% ± 15% quantiles shaded)

runtimes of each method in Figure 18. The fastest methods are ERM and ARO among which the

faster one depends on n (as the adversarial loss includes a regularizer of β), followed by ARO+Aux,

245



Attack ARO+Aux (cross-validated w) DRO+ARO+Aux (cross-validated ε/ε̂)

α = 0 0.002 0.0120
α = 0.1 0.046 0.172
α = 0.25 0.086 0.232
α = 0.5 0.290 0.241

Table 33: Mean w in problem (67) and ε/ε̂ in problem Inter-ARO across 25 simulations of
cross-validating ω, ε, and ε̂.

DRO+ARO, and DRO+ARO+Aux, respectively. DRO+ARO+Aux is the slowest, which is expected given

that DRO+ARO is its special for large ε̂. The runtime however scales graciously.

Figure 18: Runtimes under a varying number of features in the artificially generated empirical
and auxiliary datasets.

Finally, we focus further on DRO+ARO+Aux which solves problem Inter-ARO with O(n ·N · N̂)

variables and exponential cone constraints. For n = 1, 000 and N = N̂ = 10, 000, we observe

that the runtimes vary between 134 to 232 seconds across 25 simulations.
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Chapter III

Nonconvex Optimization

In the previous two chapters, I encountered NP-hard problems in their respective domains and

tackled them using tools from stochastic and robust optimization. As I find these tools valuable,

I have also worked on extending them by developing efficient approximation methods with strong

performance guarantees. This chapter presents my contributions in this area.

In this chapter, Section 5 is based on the following work (Selvi et al. 2022b):

Aras Selvi, Aharon Ben-Tal, Ruud Brekelmans, Dick den Hertog (2022). Convex

maximization via adjustable robust optimization. INFORMS Journal on Computing.

- 2021 INFORMS Computing Society Student Paper Award (First Place)

Note: An earlier version of this work appeared in my master’s thesis at Tilburg University,

where I focused on convex maximization subject to linear constraints. At the beginning of

my doctoral studies, I broadened the scope to include nonlinear constraints and conducted

additional experiments. I include the present version in this thesis because one of its extensions

(see Section 5.A) builds directly on the work in Chapter 6, which I developed entirely during

my doctoral studies. I therefore view Chapters 5 and 6 as complementary components of my

research on nonconvex optimization.

Section 6 is based on the following work (Selvi et al. 2023):

Aras Selvi, Dick den Hertog, Wolfram Wiesemann (2023). A reformulation-

linearization technique for optimization over simplices. Mathematical Programming.
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5 Convex Maximization via Adjustable Robust Optimization

Abstract

Maximizing a convex function over convex constraints is an NP-hard problem in general. We

prove that such a problem can be reformulated as an adjustable robust optimization (ARO)

problem where each adjustable variable corresponds to a unique constraint of the original prob-

lem. We use ARO techniques to obtain approximate solutions to the convex maximization

problem. In order to demonstrate the complete approximation scheme, we distinguish the case

where we have just one nonlinear constraint and the case where we have multiple linear con-

straints. Concerning the first case, we give three examples where one can analytically eliminate

the adjustable variable and approximately solve the resulting static robust optimization problem

efficiently. More specifically, we show that the norm constrained log-sum-exp (geometric) max-

imization problem can be approximated by (convex) exponential cone optimization techniques.

Concerning the second case of multiple linear constraints, the equivalent ARO problem can be

represented as an adjustable robust linear optimization (ARLO) problem. Using linear decision

rules then returns a safe approximation of the constraints. The resulting problem is a convex

optimization problem, and solving this problem gives an upper bound on the global optimum

value of the original problem. By using the optimal linear decision rule, we obtain a lower bound

solution as well. We derive the approximation problems explicitly for quadratic maximization,

geometric maximization, and sum-of-max-linear-terms maximization problems with multiple lin-

ear constraints. Numerical experiments show that, contrary to the state-of-the-art solvers, we

can approximate large-scale problems swiftly with tight bounds. In several cases, we have equal

upper and lower bounds, which concludes that we have global optimality guarantees in these

cases.

5.1 Introduction

We propose a new approximation method for the convex maximization problem:

max
x∈Rn

f(Ax+ b)

s. t. x ∈ U,

where U ⊂ Rn is a compact set defined by convex constraints and f : Rm 7→ R is a closed convex

function with an arbitrary linear input Ax + b for A ∈ Rm×n, and b ∈ Rm. The seminal paper
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of Tuy (1964) is regarded as the first approach to solve convex maximization problems, where

U is a polyhedron.

There are many real-life problems that can be reformulated as convex maximization prob-

lems. Rebennack et al. (2009) show that the fixed charge network flow problem can be formulated

as a convex maximization problem. Moreover, Zwart (1974) shows that two important prob-

lem classes are equivalent to convex maximization problems, namely cost minimization problems

with the cost function being subject to economies of scale, and linear optimization problems that

involve ‘yes’ or ‘no’ decisions (binary variables). Many machine learning (ML) problems can be

formulated as convex maximization problems, for instance Mangasarian (1996) shows that fun-

damental problems in ML, misclassification minimization and feature selection, are equivalent

to convex maximization problems. The same author more recently proposes the use of abso-

lute value inequalities for classifying unlabeled data, which results in a problem of minimizing

a concave function on a polyhedral set (Mangasarian 2015). Other important examples from

data science are variants of principal component analysis (PCA). Zass and Shashua (2007) show

that the nonnegative PCA problem and the sparse PCA problem are convex quadratic max-

imization problems. Additionally, a popular approach to solve difference of convex functions

(DC) programs is the convex-concave method, which iteratively solves convex minimization and

convex maximization problems (assuming the constraints are convex) (Lipp and Boyd 2016).

DC programming is being used to solve many problems in machine learning, data science, biol-

ogy, security and transportation (Le Thi and Pham Dinh 2018). Also many problems arising in

graph theory can be formulated as convex maximization problems, a well known example is the

MAX-CUT problem (Goemans and Williamson 1994). A lot of variations of integer linear and

integer quadratic optimization problems over polyhedra can be written as convex maximization

problems (Benson 1995). Convex maximization naturally appears in robust optimization when

finding the worst-case scenario of a constraint which is a convex function of the uncertain pa-

rameter. A similar problem appears when one applies the adversarial approach (Bienstock and

Özbay 2008) to solve a robust convex optimization problem. In this approach, at the step of

adding worst-case uncertainty realization to the discrete uncertainty set, one needs to maximize

convex functions.

A local or global solution of the convex maximization problem is necessarily at an extreme

point of the feasible region (Rockafellar 1997), hence there exist many methods to solve convex

maximization problems by searching for extreme point solutions, but this approach is itself

very hard. It is shown that the convex maximization problem is NP-hard in very simple cases
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(e.g., quadratic maximization over a hypercube), and even verifying local optimality is NP-

hard (Pardalos and Schnitger 1988). Hence, there are many papers to approximate the convex

maximization problem (Benson 1995). The survey paper (Pardalos and Rosen 1986) collects such

works until the 1980s. Most of the proposed methods use linear underestimator functions, which

are derived by the so-called convex envelopes. These algorithms have a disadvantage, namely,

the size of the sub problems grows in every new iteration, which makes them impractical in

general. Moreover, the proposed methods in the literature are designed only for some specific

cases (e.g., (Zwart 1974)). All of the well-accepted methods to solve the most studied convex

maximization problem, quadratic maximization, are based on cutting plane methods, iterative

numerical methods such as the element methods, and techniques of branches and borders based

on the decomposition of the feasible set as summarized in (Audet et al. 2005, Andrianova et al.

2016). These papers also indicate that such methods do not provide solutions in reasonable time

for practical problems.

Convex maximization is frequently being studied in the scope of DC programming in re-

cent optimization research. As summarized by Lipp and Boyd (2016), the early approaches

reformulated the DC programming problems as convex maximization problems (Tuy 1986, Tuy

and Horst 1988, Horst et al. 1991). One can see how the methods in convex maximization are

adopted for DC programming literature in the work of Horst and Thoai (1999). Lipp and Boyd

(2016) provide a thorough literature review in convex maximization, and state that the literature

to solve such problems mostly relies on branch and bound or cutting plane methods which are

very slow in practice. In this respect, in order to be able to cope with large DC programming

problems, Lipp and Boyd (2016) propose a heuristic algorithm to find a decent local solution of

the convex maximization problem.

In this work a new method to approximately solve the convex maximization problem is pre-

sented. The method starts by reformulating the convex maximization problem as an adjustable

robust optimization (ARO) problem. The ARO problem has a number of adjustable variables

equal to the number of the original constraints. The adjustable variables appear nonlinearly,

hence the ARO problem is still a hard problem. Therefore, we apply approximation methods

used in the ARO literature in order to approximate the ARO problem. This way we derive

convex optimization problems which provide upper and lower bounds of the original convex

maximization problem.

The rest of the section is organized as follows. In Section 5.2, we present our main theorem

for single constrained convex maximization, and show how to reformulate the convex maximiza-
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tion problem as an ARO problem. We exploit the relationship between equivalent formulations

to show how to obtain a solution in the original problem by using the solution of the ARO

problem. We give three cases of convex maximization over a single norm constraint, show how

to analytically eliminate the adjustable variable, and (approximately) solve the resulting static

robust optimization problem. The approximate solution of the ARO problem gives an upper

bound to the convex maximization problem, and by using this solution we show how to obtain

a lower bound for the original problem. In Section 5.3, we derive the ARO reformulation of a

general convex maximization problem with arbitrary convex constraints, and show that one way

to approximately solve this ARO problem is by relaxing adjustable variables to static variables.

We specifically investigate the case of convex maximization over multiple linear constraints. It

is shown that the ARO reformulation of this case is an adjustable robust linear optimization

(ARLO) problem. Adoption of linear decision rules for the adjustable variables enables one to

derive efficient upper and lower bound approximation problems. Explicit approximations are

obtained for convex quadratic, geometric, and sum-of-max-linear-terms maximization problems.

The numerical experiments follow in Section 5.4, which illustrate that our approximation prob-

lems can be solved significantly faster than the state-of-the-art optimization solvers, and provide

tight optimality gaps in most of the cases. In cases where the upper bound is equal to the lower

bound, a guarantee of global maximizer is obtained. We conclude the work in Section 5.5 by

discussing our findings and giving future research directions.

5.2 ARO Reformulation of Single-Constrained Convex Maximization

In this section we show how to reformulate a single convex constrained convex maximization

problem as an equivalent ARO problem, and how to (approximately) solve it. In the next section

we will generalize these results to problems with multiple constraints.

Let f : Rm 7→ R and g : Rn 7→ R be closed convex functions. We assume that ∃x̄ ∈ Rn :

g(x̄) < ρ for scalar ρ ∈ R. Moreover, let A ∈ Rm×n and b ∈ Rm. We consider the following

convex maximization problem with a single convex constraint:

max
x∈Rn

f(Ax+ b)

s. t. g(x) ≤ ρ.
(72)

The feasible set is denoted by U , i.e., U = {x ∈ Rn : g(x) ≤ ρ}. Let f∗ denote the convex

conjugate of f . The perspective of f is defined as z0f( zz0 ) for z0 ≥ 0, and our understanding for
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0f( z0) is the recession function lim
z0↓0

z0f(
z
z0
) (Rockafellar 1997) for the rest of the section. The

following theorem shows that problem (72) is equivalent to an ARO problem where w ∈ dom f∗

is the uncertain parameter and λ ≥ 0 is the adjustable variable.

Theorem 19. The optimal objective value of problem (72) is equal to the optimal objective value

of the following adjustable robust optimization problem:

inf
τ∈R

τ

s. t. ∀w ∈ dom f∗, ∃λ ≥ 0 : λρ+ λg∗
(
A⊤w

λ

)
+ b⊤w − f∗(w) ≤ τ.

(73)

The solution x̄ that attains this value satisfies x̄ ∈ arg sup
{
(A⊤w̄)⊤x : x ∈ U

}
with w̄ ∈ dom f∗

being the parameter realization where the constraint of (73) is tight at optimality.

Proof. Problem (72) can be written as:

inf
τ∈R

τ

s. t. f(Ax+ b) ≤ τ, ∀x ∈ U.
(74)

Since f is a closed convex function, we have:

f(z) = f∗∗(z) = sup
w∈dom f∗

{z⊤w − f∗(w)},

where f∗∗ is the biconjugate of f . Hence, the constraint of problem (74) becomes:

∀x ∈ U : f(Ax+ b) ≤ τ ⇐⇒ ∀x ∈ U : sup
w∈dom f∗

{(Ax+ b)Tw − f∗(w)} ≤ τ

⇐⇒ sup
x∈U

{
sup

w∈dom f∗
{(A⊤w)⊤x+ b⊤w − f∗(w)}

}
≤ τ (75a)

⇐⇒ sup
w∈dom f∗

{
sup
x∈U

{
(A⊤w)⊤x

}
+ b⊤w − f∗(w)

}
≤ τ, (75b)

where in step (75a) we exploit the fact that if a constraint holds for the worst-case then it holds

for any case, and in step (75b) we change the order of the supremum operators. We replace the

inner problem (linear maximization over a convex set) with its Lagrangian dual problem and
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obtain:

sup
x

{
(A⊤w)⊤x : g(x) ≤ ρ

}
= inf

λ≥0

{
sup
x
{(A⊤w)⊤x− λg(x)}+ λρ

}
= inf

λ>0

{
λ sup

x

{
(A⊤w)⊤

λ
x− g(x)

}
+ λρ

}
(76a)

= inf
λ≥0

{
λg∗

(
A⊤w

λ

)
+ λρ

}
. (76b)

We substitute (76b) into (75b) to conclude:

∀x ∈ U : f(Ax+ b) ≤ τ

⇐⇒ sup
w∈dom f∗

{
inf
λ≥0

{
λρ+ λg∗

(
A⊤w

λ

)}
+ b⊤w − f∗(w)

}
≤ τ (77a)

⇐⇒ ∀w ∈ dom f∗, ∃λ ≥ 0 : λρ+ λg∗
(
A⊤w

λ

)
+ b⊤w − f∗(w) ≤ τ. (77b)

Minimizing τ over (77b) gives problem (73). The optimal solution x̄ of problem (72) can be

retrieved from the optimal solution of ARO problem (73). Firstly, notice that x̄ solves the

outer problem of (75a) and the inner problem of (75b). Let (λ̄, w̄) denote the solution of the

optimization problem (77a), where λ̄ is a function of w̄ due to the inner problem. By the

equivalence introduced above, w̄ solves problem (75b), hence we can retrieve x̄ from the inner

problem of (75b), i.e.,:

x̄ ∈ arg sup
{
(A⊤w̄)⊤x : g(x) ≤ ρ

}
, (78)

which is a convex optimization problem.

Remark 3. If g is differentiable and the inverse of its gradient (∇−1g(·)) exists, then we can

analytically obtain the solution as x̄ = ∇−1g
(
A⊤w̄
λ̄

)
which follows from (76a). ■

In the ARO reformulation (73) the adjustable variable λ appears nonlinearly, hence this is

also a difficult problem. However, there is only one adjustable variable, and it appears in a single

(semi-infinite) constraint. In the following, we consider three cases where one can derive explicit

expressions for λ (e.g., the analytic worst case for λ, as a function of w), which circumvents the

nonlinearity. In these examples we do not show how to derive the convex conjugate of various

g(x) functions, but these can be found in, e.g., (Boyd and Vandenberghe 2004).
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Corollary 10 (2-norm Constraint). Let g(x) := ∥x− a∥2 in problem (72), where a ∈ Rn is a

parameter. Then, the global optimum value τ∗ of this problem is

τ∗ = sup
w∈dom f∗

ρ
∥∥∥A⊤w

∥∥∥
2
+ a⊤A⊤w + b⊤w − f∗(w). (79)

Furthermore, if the domain of f∗ consists of linear inequalities, an upper bound value of τ∗ can

be found by solving a convex relaxation of (79). A corresponding lower bound solution of problem

(72) is x∗ = (A⊤w∗)
ρ

||A⊤w∗||2
+ a, where w∗ ∈ dom f∗ is the upper bound solution.

Proof. Let the feasible set of problem (72) be defined as:

U1 =

{
x ∈ Rn : g(x) =

1

2
∥x− a∥22 ≤

1

2
ρ2
}
.

The conjugate of the squared norm is g∗(z) = 1
2 ∥z∥

2
2+ z

⊤a, hence, minimizing τ over constraint

(77) is minimizing τ subject to:

sup
w∈dom f∗

{
inf
λ≥0

{
1

2
ρ2λ+ λg∗

(
A⊤w

λ

)}
+ b⊤w − f∗(w)

}
≤ τ

⇐⇒ sup
w∈dom f∗

{
min
λ≥0

{
1

2
ρ2λ+

1

2
λ

∥∥∥∥A⊤w

λ

∥∥∥∥2
2

}
+ a⊤A⊤w + b⊤w − f∗(w)

}
≤ τ

⇐⇒ sup
w∈dom f∗

{
ρ
∥∥∥A⊤w

∥∥∥
2
+ a⊤A⊤w + b⊤w − f∗(w)

}
≤ τ,

where the last step holds since the inner minimization problem is a convex problem with the

optimal decision rule λ̄ = ρ−1
∥∥A⊤w

∥∥
2
. Therefore, for the feasible set U1, problem (72) is

equivalent to the following optimization problem:

τ∗ = sup
w∈dom f∗

ρ
∥∥∥A⊤w

∥∥∥
2
+ a⊤A⊤w + b⊤w − f∗(w). (80)

Notice that at the original problem (72) with U = U1, the constraint is convex and the convexity

of the objective function f(Ax + b) makes the problem non-convex, whereas in problem (80)

maximizing −f∗(w) is fine and the 2-norm makes the problem non-convex.

Although we conclude that problem (80) is non-convex, there exist strong approximation

methods, and an example is when the domain of f∗ consists of linear inequalities, i.e.,

dom f∗ = {w : α⊤
i w ≤ βi, i = 1, . . . , d},
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for αi ∈ Rm, βi ∈ R. In this setting, the only difficult part is maximizing the sum of a convex

function and a concave function over linear constraints. To be able to approximate problem (80)

with a convex problem we use the reformulation-linearization technique (RLT), whose details can

be found in (Sherali and Adams 2013). We also tighten the RLT relaxation by using a ‘positive

semi-definite cut’ (Sherali and Fraticelli 2002) and obtain (derivation is in Appendix 5.A of the

supplements):

sup
V ∈Sm×m, w∈Rm

ρ
√

tr(A⊤V A) + a⊤A⊤w + b⊤w − f∗(w)

s. t. α⊤
i w − βi ≤ 0, i = 1, . . . , d

α⊤
i V αj − (βiαj + βjαi)

⊤w + βiβj ≥ 0, i ≤ j = 1, . . . , d

(
V w

w⊤ 1

)
⪰ 0,

(81)

where tr(·) denotes the trace operator. For instance, suppose f is the log-sum-exp function. Since

f∗(w) is the negative entropy of w in its domain (standard m-dimensional simplex), problem

(81) is an exponential-cone representable problem. It can further be proved that for this case

the semi-definite constraint is redundant, and the optimal value of V is the diagonal matrix

Diag(w) (Selvi et al. 2023). So the only variable is w ∈ Rm and we can solve problem (81) with

the exponential cone solver of MOSEK (MOSEK ApS 2019).

Going back to the general setting of f , it is straightforward to see that problem (81) upper

bounds the optimal objective value of problem (80) since an optimal solution w̄ in problem (80)

is feasible in problem (81) by taking V = w̄w̄⊤. We can also obtain a lower bound on problem

(80) by using the upper bound solution. Solving x̄ ∈ arg sup
{
(A⊤w̄)⊤x : x ∈ U1

}
, the optimal

x̄ value can be recovered by x̄ = ∇−1g
(
A⊤w̄
λ̄

)
= (A⊤w̄)

ρ

||A⊤w̄||2
+a. Since we approximate w̄ of

problem (80) with w∗ in problem (81), a lower bounding approximation of the optimal solution

x̄ is x∗ = (A⊤w∗)
ρ

||A⊤w∗||2
+ a. Moreover, the constraint of the original convex maximization

problem is indeed tight for x∗, i.e., 1
2 ||x

∗ − a||22 = 1
2ρ

2. This shows us that this method gives

us an extreme point lower bound solution, which is desirable as otherwise x∗ cannot even be

locally optimal, i.e., every local and global solution of problem (72) is at an extreme point of

the feasible set.

Numerical experiments of Corollary 10 are in Section 5.4.1
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Corollary 11 (Box Constraints). Let g(x) := ∥x− a∥∞ in problem (72), where a ∈ Rn is a

parameter. Then, the global optimum value τ∗ of this problem is

τ∗ = sup
w∈dom f∗

ρ
∥∥∥A⊤w

∥∥∥
1
+ a⊤A⊤w + b⊤w − f∗(w), (82)

which can be solved via mixed-integer convex optimization. Furthermore, the optimal solution

x̄ of problem (72) that attains τ∗ can be found by solving the linear optimization problem x̄ ∈
arg sup{(A⊤w̄)⊤x : ∥x− a∥∞ ≤ ρ}, where w̄ is the solution of (82).

Proof. The feasible region defined by box constraints is:

U2 = {x ∈ Rn : g(x) = ∥x− a∥∞ ≤ ρ} .

Although box constraints are actually a collection of multiple constraints, by using the ∞-norm

we can apply our theorem for a single constraint. Using the conjugate

g∗(z) =

 z⊤a if ∥z∥1 ≤ 1

∞ otherwise,

in (77), we obtain that problem (72) is equivalent to minimizing τ over:

sup
w∈dom f∗

{
min
λ≥0

{
λρ+ a⊤A⊤w :

∥∥∥A⊤w
∥∥∥
1
≤ λ

}
+ b⊤w − f∗(w)

}
≤ τ

⇐⇒ sup
w∈dom f∗

{
ρ
∥∥∥A⊤w

∥∥∥
1
+ a⊤A⊤w + b⊤w − f∗(w)

}
≤ τ,

since the minimizer of the inner problem is λ̄ =
∥∥A⊤w

∥∥
1
. This also shows that the piecewise

linear decision rule (LDR) is optimal for this problem, as λ̄ has the structure of a piecewise

LDR. We can conclude that if the uncertainty set is U2, the optimal value of problem (72) is

given by:

τ∗ = sup
w∈dom f∗

ρ
∥∥∥A⊤w

∥∥∥
1
+ a⊤A⊤w + b⊤w − f∗(w). (83)

Notice that (83) is still a hard problem due to the convexity of ρ
∥∥A⊤w

∥∥
1
. However, this 1-norm

can be represented by linear terms using extra binary variables for absolute values (see, e.g.,

(Löfberg 2016)). There are many efficient solvers which can solve the resulting mixed-integer
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convex optimization problem. For example, if f is a log-sum-exp function, then f∗ is the negative

entropy (with linear domain constraints), hence problem (83) will be a mixed-integer exponential

cone representable problem and MOSEK can efficiently solve these type of problems.

From Theorem 19 it follows that the optimal solution x̄ of the original problem that attains

the value τ∗ can be retrieved by solving x̄ ∈ arg sup
{
(A⊤w̄)⊤x : x ∈ U2

}
(as we cannot derive

a closed-form solution due to the ∞-norm).

Numerical experiments of Corollary 11 can be found in Section 5.4.2.

Corollary 12 (p-norm Constraint). Let g(x) := ∥x− a∥p in problem (72), where p ≥ 1 and

a ∈ Rn is a parameter. Then, the global optimum value τ∗ of this problem is

τ∗ = sup
w∈dom f∗

ρ
∥∥∥A⊤w

∥∥∥
q
+ a⊤A⊤w + b⊤w − f∗(w), (84)

where q is given by 1/q + 1/p = 1. The solution x̄ that attains this value in problem (72) is

obtained by solving x̄ ∈ arg sup{(A⊤w̄)⊤x : ∥x− a∥p ≤ ρ}, where w̄ is the solution of (84).

Proof. The dual norm of the p-norm is the q-norm, where q is given by 1
q + 1

p = 1. The rest

of this proof is analogous to the proof of Corollary 11, hence we can conclude that the optimal

objective value of problem (72) is τ∗ = sup
w∈dom f∗

ρ
∥∥A⊤w

∥∥
q
+a⊤A⊤w+b⊤w−f∗(w). The solution

x̄ can be found by similar arguments as in Corollary 11.

Corollary 12 generalizes the previous two corollaries, i.e., p = 2,∞. Solving problem (84)

is in general difficult, however the non-convexity of this problem is not due to f∗(w), but the

dual norm of the original g(x). This may in turn significantly simplify solving the convex

maximization problem. In Corollary 10 we showed cases where we can efficiently approximate

problem (84) for p = 2 and obtain the corresponding lower bound solution, and in Corollary 11

we showed how to globally solve problem (84) by mixed-integer convex optimization, along with

the corresponding solution of problem 72 for p =∞.

5.3 ARO Reformulation of Multiple-Constrained Convex Maximization

In this section, we first extend Theorem 19 to convex maximization problems with multiple

convex constraints. Then, we give tractable upper and lower bound relaxation problems for the

case of multiple linear constraints.
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5.3.1 Convex Maximization over Multiple Convex Constraints

Let f : Rm 7→ R be a closed convex objective function, and gj : Rn 7→ R, j = 1, . . . , q be closed

convex functions. We assume that ∃x̄j ∈ Rn : gj(x̄j) < ρj for j = 1, . . . , q. Similarly to the

previous setting, let A ∈ Rm×n and b ∈ Rm. We consider the following convex maximization

problem with multiple convex constraints:

max
x∈Rn

f(Ax+ b)

s. t. gj(x) ≤ ρj , j = 1, . . . , q.
(85)

Let U = {x ∈ Rn : gi(x) ≤ ρi, i = 1, . . . , q} denote the feasible set of problem (85).

Theorem 20. The optimal objective value of problem (85) is equal to the optimal objective value

of the following adjustable robust optimization problem:

inf
τ
τ

s. t. ∀w ∈ dom f∗,∃λ ∈ Rq+, z ∈ Rn×q :


∑q

j=1 λjρj +
∑q

i=1 λig
∗
i

(
zi
λi

)
+ b⊤w − f∗(w) ≤ τ∑q

j=1 zj = A⊤w,

(86)

where zj denotes the j-th column of z, and R+ is the set of nonnegative real numbers. The optimal

solution x̄ that attains this value satisfies x̄ ∈ arg sup
{
(A⊤w̄)⊤x : x ∈ U

}
with w̄ ∈ dom f∗

being the parameter realization where the first constraint of (86) is tight at the optimal solution.

Proof. From the proof of Theorem 19 we see that problem (85) can be written as the minimiza-

tion of τ over:

sup
w∈dom f∗

{
sup
x∈U

{
(A⊤w)⊤x

}
+ b⊤w − f∗(w)

}
≤ τ. (87)

Consider the inner problem in constraint (87). Taking its Lagrangian dual problem gives:

sup
x∈U

{
(A⊤w)⊤x

}
= inf
λ∈Rq

+

 sup
x∈Rn

{
(A⊤w)⊤x−

q∑
i=1

λigi(x)

}
+

q∑
j=1

λjρj


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= inf
λ∈Rq

+

(
q∑
i=1

λigi

)∗
(A⊤w) +

q∑
j=1

λjρj

 . (88)

To simplify
(∑q

i=1 λigi

)∗
, we use the fact that the conjugate of sum of convex functions can be

written as the infimal convolution of these functions (Rockafellar 1997). This equivalence gives:

( q∑
i=1

λigi

)∗
(A⊤w) = inf

z1,...,zq∈Rn


q∑
i=1

(λigi)
∗(zi) :

q∑
j=1

zj = A⊤w


= inf

z1,...,zq∈Rn


q∑
i=1

λi(gi)
∗
(
zi
λi

)
:

q∑
j=1

zj = A⊤w

 ,

where the last step holds since λig∗i
(
zi
λi

)
= λi sup

x

{
z⊤i x
λi
− gi (x)

}
= (λigi)

∗(zi). Therefore, (88)

becomes:

inf
λ∈Rq

+


q∑
j=1

λjρj + inf
z1,...,zq∈Rn


q∑
i=1

λig
∗
i

(
zi
λi

)
:

q∑
j=1

zj = A⊤w


 ,

and so constraint (87) reduces to:

sup
w∈dom f∗

 inf
z∈Rn×q

λ∈Rq
+


q∑
j=1

λjρj +

q∑
i=1

λig
∗
i

(
zi
λi

)
+ b⊤w − f∗(w) :

q∑
j=1

zj = A⊤w


 ≤ τ. (89)

Minimizing τ over (89) gives us us the global optimum value of problem (85). The optimal

solution x̄ of the original problem can be retrieved by solving x̄ ∈ arg sup
{
(A⊤w̄)⊤x : x ∈ U

}
where w̄ ∈ dom f∗ maximizes the left-hand side of (89) (the reasoning is identical to Theorem

19, i.e., such w̄ maximizes (87) equivalently).

One way to approximate the ARO problem (86) is to use static variables for the adjustable

variables. Assume without loss of generality that in problem (85) we have x ∈ Rn+. It is possible

to verify that this problem is equivalent to problem (86) with the last constraint being
∑q

j=1 zj ≥
A⊤w (instead of equality). By relaxing the adjustable variables to static variables, we obtain

a tractable approximation of the problem. Hence, the following convex optimization problem
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returns an upper bound to the original problem:

inf
τ∈R, λ∈Rq

+, z∈Rn×q
τ

s. t.
∑q

j=1 λjρj +
∑q

i=1 λig
∗
i

(
zi
λi

)
+ sup
w∈dom f∗

{
b⊤w − f∗(w)

}
≤ τ

sup
w∈dom f∗

{
A⊤
i w
}
≤
∑q

j=1 zij , i = 1, . . . , n.

(90)

Moreover, we know that solving arg sup
x∈Rn

+

{
(A⊤w̄)⊤x−

∑q
i=1 λ̄igi(x)

}
gives us the global opti-

mum solution, where (λ̄, w̄) solves the optimization problem of (89). Since we used a safe-

approximation for this problem, we can use the λ value which solves problem (90) as an approx-

imation of λ̄, and try n + 1 many scenarios for w solving each supremization problem in (90),

in order to obtain a lower bound x̄. Such a lower bound approach is thoroughly described in

Section 5.3.2 where we approximate the problem of maximizing a convex function over linear

constraints.

When the constraints are linear, problem (86) is linear in the adjustable variables, hence this

deserves a separate treatment which is done in the next subsection.

5.3.2 Convex Maximization over a Polyhedron

In this subsection, we consider problem (85) in which the feasible set is a polyhedron with

a nonempty interior. Application of Theorem 20 yields an attractive adjustable robust linear

optimization reformulation, for which efficient approximations exist in the literature. We first

illustrate how the problem can be approximated with lower and upper bounds. Then, we consider

special cases of the objective function f : quadratic, log-sum-exp (geometric), and sum-of-max-

terms.

Formally, we work on the following problem for D ∈ Rq×n and d ∈ Rn:

max
x∈Rn

+

f(Ax+ b)

s. t. Dx ≤ d,
(91)

which is a special case of problem (85) with

U = {x ∈ Rn+ : Dx ≤ d}. (92)
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Let D(j) denote the j-th row of D. Then, the j-th constraint of U is given by

gj(x) ≤ ρj ⇐⇒ D(j)x ≤ dj .

By Theorem 20, the optimal objective values of problem (91) and the following problem are

equal:

inf
τ∈R

τ s. t. ∀w ∈ dom f∗,∃λ ∈ Rq+, z ∈ Rn×q :


d⊤λ+ b⊤w − f∗(w) ≤ τ

zi ≤ D(i)λi, i = 1, . . . , q∑q
j=1 zj = A⊤w,

Constraints
∑q

j=1 zj = A⊤w and zi ≤ D(i)λi, i = 1, . . . , q together can be written as A⊤w ≤
D⊤λ. Therefore, problem (91) has the same optimal objective value as the ARO problem:

inf
τ∈R

τ s. t.∀w ∈ dom f∗, ∃λ ∈ Rq :


d⊤λ+ b⊤w − f∗(w) ≤ τ

D⊤λ ≥ A⊤w

λ ≥ 0.

(93)

Notice that the final problem is a linear ARO problem with fixed recourse (linearity is obtained

by lifting the −f∗(w) term to the uncertainty set). There are many possible methods one can

use to solve such a problem, for example, one can solve this problem to optimality by eliminating

the adjustable variables via Fourier-Motzkin Elimination for ARO (Zhen et al. 2018), which is

efficiently applicable for small-sized problems. We refer to Yanıkoğlu et al. (2019) for a survey

of alternative methods to solve this linear ARO problem. In the remaining of this section we

show how to derive tractable problems to find upper and lower bounds on the optimal objective

value of problem (91).

In Appendix 5.B of the supplements it is shown that by using linear decision rules, one

obtains a (tractable) safe approximation of the constraints of ARO problem (93) as:

inf
u∈Rq ,V ∈Rq×m,r∈Rq ,τ∈R

τ


d⊤(u+ V w + rw0) + b⊤w + w0 − τ ≤ 0, ∀

(
w0 w⊤

)⊤
∈W (94a)

−D⊤(u+ V w + rw0) +A⊤w ≤ 0, ∀
(
w0 w⊤

)⊤
∈W (94b)

−(u+ V w + rw0) ≤ 0 ∀
(
w0 w⊤

)⊤
∈W, (94c)
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with W =
{
(w0 w

⊤)⊤ ∈ Rm+1 : w0 + f∗(w) ≤ 0
}
, which is used to prove the following result.

Theorem 21. The optimal objective value of the following problem is an upper bound to the

optimal objective value of problem (91):

inf
u∈Rq ,V ∈Rq×m,r∈Rq ,τ∈R

τ s. t.



d⊤u+
(
1 + dTr

)
f

(
V ⊤d+ b

1 + d⊤r

)
≤ τ

1 + dTr ≥ 0

−DT
i u+

(
−D⊤

i r
)
f

(
Ai − V ⊤Di

−D⊤
i r

)
≤ 0

−DT
i r ≥ 0

i = 1, . . . , n

−ui + (−ri)f

(
V ⊤
(i)

ri

)
≤ 0

−ri ≥ 0.

i = 1, . . . , q

(95a)

(95b)

(95c)

Here, V(i) stands for the i-th row of V where Ai, Di are the i-th columns of A, D.

Remark 4. Problem (95) is a convex optimization problem whose complexity depends on the

perspective of f . If f is positively homogeneous, the perspective function is z0f( zz0 ) = f(z) which

in turn makes problem (95) easier (without variable r). ■

Remark 5. When problem (95) is hard to solve, the adversarial approach (Bienstock and Özbay

2008) could be a valuable alternative, which avoids directly solving this problem. This approach

takes the equivalent safe approximation problem (94), replaces W with a finite set W , and solves

the resulting linear optimization problem (LP). Then, the
(
w0 w⊤

)⊤
∈ W values that violate

each of the constraints the most are added to set W . Iterating this procedure until there is no

violation guarantees optimality at termination. Obviously, this approach does not use perspective

functions, but if the number of LPs solved is large, then this also becomes a hard problem. ■

The solution of the upper bound problem can be used to obtain a (potentially good) lower

bound for problem (91) by using what was proposed for two-stage fixed-recourse robust con-

straints by Hadjiyiannis et al. (2011) and extended by Zhen et al. (2017). Theorem 20 states that

the global optimum solution of problem (91) can be obtained by solving x̄ ∈ arg sup{(A⊤w̄)⊤x :

x ∈ U} where w̄ ∈ dom f∗ is the scenario where the first constraint of (93) is tight. However,

finding w̄ is as hard as solving (93) (see the proof of Theorem 20), while for any w ∈ dom f∗,

solving arg sup{(A⊤w)⊤x : x ∈ U} gives us a feasible (lower bound) solution of problem (91).

262



Hence, we generate a finite set W , which will be used to obtain good lower bound solutions, i.e.,

for each w ∈W we solve:

x ∈ arg sup
x∈U

{(A⊤w)⊤x}, (96)

and the best solution is the one giving the best objective f(Ax+b). The set W can be generated

in multiple ways, and we use our upper bound solution for this purpose, namely (û, r̂, V̂ , τ̂)

standing for optimal (u, r, V, τ) values in (95). We plug this solution in the safe approximation

(94) of the ARO problem (93) that is equivalent to the original convex maximization problem.

Then, we generate elements of W as the worst-case parameter realizations in each constraint of

(94), independently. For example, the first element of W is obtained from the first constraint

(94a) as:

W
1 ∈ arg sup

w∈dom f∗

{
sup

w0≤−f∗(w)
d⊤(û+ V̂ w + r̂w0) + b⊤w + w0 − τ̂

}
= arg sup

w∈dom f∗

{
sup

w0≤−f∗(w)
(1 + d⊤r̂)w0 + (d⊤V̂ + b⊤)w + d⊤û− τ̂

}
= arg sup

w∈dom f∗

{
−(1 + d⊤r̂)f∗(w) + (d⊤V̂ + b⊤)w + d⊤û− τ̂

}
,

We thus construct W as W =W
1 ∪ [

⋃n
i=1W

2
i ] ∪ [

⋃q
i=1W

3
i ] with:

W
1 ∈ arg sup

w∈dom f∗

{
−(1 + d⊤r)f∗(w) + (d⊤V̂ + b⊤)w + d⊤û− τ̂

}
, (97)

W
2
i ∈ arg sup

w∈dom f∗

{
(D⊤

i r)f
∗(w) + (A⊤

i −D⊤
i V̂ )w −D⊤

i û
}
, i = 1, . . . , n (98)

W
3
i ∈ arg sup

w∈dom f∗

{
−ûi − V̂iw + r̂if

∗(w)
}
, i = 1, . . . , q. (99)

In the above notation W is a finite set of n+q+1 many w scenarios. With this approach, we aim

to represent w̄ (the worst-case parameter realization of the original ARO problem) as accurately

as possible by plugging the optimal LDR from the upper bound relaxation problem (95) and then

collecting the worst-case parameter realization in each constraint of the safe approximation. We

emphasize that the solution of the upper bound relaxation is directly being used in the process

of obtaining a lower bound. Hence, the upper bound problem is not only being solved to get

an upper bound value, but more importantly also to obtain a good solution to the original

problem. The upper/lower bound approximation scheme is summarized in Appendix 5.C of the
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supplements.

We next derive the approximations for specific problems, namely convex quadratic maxi-

mization, convex log-sum-exp (geometric) maximization, and convex sum-of-max-linear-terms

maximization. The results are shared in Tables 34, 35, and 36. Complete derivations can be

found in Appendix 5.D of the supplements. In summary, we see that the upper bound ap-

proximation of the convex quadratic maximization problem is found by solving a second-order

cone optimization problem, and from the solution of this problem the lower bound scenarios can

be collected analytically. For geometric maximization, the upper bound problem is a convex

exponential cone optimization problem, and the lower bound scenarios can also be collected by

solving multiple exponential cone optimization problems. Finally, for sum-of-max-linear-terms

maximization, the upper bound problem is a linear optimization problem, and the lower bound

scenarios can be found analytically. All of the original problems are known to be very hard

problems, while the approximation problems are mainstream convex optimization problems and

there exist many powerful solvers to solve such problems. In the numerical experiments, we

use Mosek as a conic optimization solver and CPLEX (IBM ILOG CPLEX 2014) as a linear

optimization solver.
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Problem Parameters and Assumptions Convex Maximization Formulation

Quadratic Maximization
g(x) = x⊤Qx+ ℓ⊤x, convex quadratic funtion
Q ⪰ 0, positive semi-definite matrix
ℓ ∈ Rn, linear coefficients vector

max
x∈Rn

+

g(x) = x⊤Qx+ ℓ⊤x

s. t. Dx ≤ d

Geometric Maximization
f(z) = log (

∑m
i=1 exp(zi)) , log-sum-exp function

A ∈ Rm×n, linear coefficients matrix
b ∈ Rm, linear constants vector

max
x∈Rn

+

f(Ax+ b) = log
(∑m

i=1 exp(A(i)x+ bi)
)

s. t. Dx ≤ d

Sum-of-Max-Linear-Terms
Optimization

f(z) =
∑K

k=1max
j∈Ik

{zj}, sum-of-max-terms function

K > 0, number of max-terms
Ik ⊆ {1, . . . ,m}, indexes for k-th max term
Ik ∩ Iℓ = ∅, for k ̸= ℓ, w.l.o.g.
∪Kk=1Ik = {1, . . . ,m}, w.l.o.g.
A ∈ Rm×n, linear coefficients matrix
b ∈ Rm, linear constants vector

max
x∈Rn

+

f(Ax+ b) =
∑K

k=1max
j∈Ik
{A(j)x+ bj}

s. t. Dx ≤ d
Note: By using logical programming one can
reformulate as mixed integer optimization

Table 34: Quadratic, Geometric, and Sum-of-Max-Linear-Terms Maximization problems. In
each case we introduce the problem setting, and share the main convex maximization problem
that we are interested in solving. All problems have the same linear constraints Dx ≤ d for
D ∈ Rq×n, d ∈ Rq.

Problem Upper Bound Problem Problem Type and Variables

Quadratic Maximization

inf τ

s. t. d⊤u+ v̄⊤d− (1 + τ)/2 +

∥∥∥∥( Ṽ ⊤d
v̂⊤d+ (1− τ)/2

)∥∥∥∥
2

≤ 0

−D⊤
i u+

ℓi
2
− v̄⊤Di +

∥∥∥∥( Li − Ṽ ⊤Di

ℓi/2− v̂⊤Di

)∥∥∥∥
2

≤ 0, i = 1, . . . , n

−ui − v̄i +

∥∥∥∥∥
(
−Ṽ ⊤

(i)

−v̂i

)∥∥∥∥∥
2

≤ 0, i = 1, . . . , q

Second-order Cone Optimization Problem
τ ∈ R, u ∈ Rq, v̄ ∈ Rq, v̂ ∈ Rq, Ṽ ∈ Rq×m,
L is obtained by decomposition Q = L⊤L

Geometric Maximization

inf τ

s. t. 1 + dTr ≥
∑m

j=1 z
(1)
j(

z
(1)
j , 1 + dTr,

(
V ⊤
j d+ bj − τ + dTu

))
∈ Kexp, j = 1, . . . ,m,

−DT
i r ≥

∑m
j=1 z

(2)
ij , i = 1, . . . , n(

z
(2)
ij ,−DT

i r, (Ai,(j) − V T
j Di −DT

i u)
)
∈ Kexp, j = 1, . . . ,m, i = 1, . . . , n

−ri ≥
∑m

j=1 z
(3)
ij , i = 1, . . . , q(

z
(3)
ij ,−ri, (−Vj,(i) − ui)

)
∈ Kexp, j = 1, . . . ,m, i = 1, . . . , q

Exponential Cone Optimization Problem
r ∈ Rq, u ∈ Rq, V ∈ Rq×m, τ ∈ R,

z(1) ∈ Rm, z(2) ∈ Rn×m, z(3) ∈ Rq×m,
Kexp denotes the exponential cone

Sum-of-Max-Linear-Terms
Optimization

inf τ

s. t. d⊤u+
∑K

k=1max
j∈Ik
{V ⊤

j d+ bj} ≤ τ

−D⊤
i u+

∑K
k=1max

j∈Ik
{Ai,(j) − V ⊤

j Di} ≤ 0, i = 1, . . . , n

−ui +
∑K

k=1max
j∈Ik
{Vj,(i)} ≤ 0, i = 1, . . . , q

Linear Optimization Problem
u ∈ Rq, V ∈ Rq×m, τ ∈ R,

for linearity use auxiliary variables

Table 35: For each of the three problems, we show the upper bound approximation problems.
These problems are special forms of upper bound problem (95) of Theorem 21.

5.4 Numerical Experiments

In this section we present numerical experiments to support the theory developed in this work.

We use YALMIP through MATLAB 2018b (MATLAB 2018) to call various solvers, and report

the solver times below (we do not reflect the problem formulation times in YALMIP). Numer-

ical experiments are obtained by using a standard personal computer with an 8-th Generation
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Problem Lower Bound Scenarios Problem Type

Quadratic Maximization

W
1
=

h
((

Ṽ ⊤d
d⊤v̂ + (1− τ)/2

))
1


W

2
i =

h((Li − Ṽ ⊤Di

ℓi/2−D⊤
i v̂

))
1

 , i = 1, . . . , n

W
3
i =

h
((
−Ṽ ⊤

(i)

−v̂i

))
1

 , i = 1, . . . , q,

where h(·) normalizes its input.

Analytic Scenarios

Geometric Maximization

W
1 ∈ arg sup

w,t∈Rm
(1 + d⊤r)(

∑m
j=1 tj) + (d⊤V + b⊤)w + d⊤u− τ

s. t. (1, wj , tj) ∈ Kexp, j = 1, . . . ,m∑m
j=1wj = 1

W
2
i ∈ arg sup

w,t∈Rm
(−D⊤

i r)(
∑m

j=1 tj) + (A⊤
i −D⊤

i V )w −D⊤
i u

s. t. (1, wj , tj) ∈ Kexp, j = 1, . . . ,m∑m
j=1wj = 1

i = 1, . . . , n

W
3
i ∈ arg sup

w,t∈Rm
(−ri)(

∑m
j=1 tj) + (−V(i))w − ui

s. t. (1, wj , tj) ∈ Kexp, j = 1, . . . ,m∑m
j=1wj = 1

i = 1, . . . , q

Each scenario collection is
an exponential cone problem

Sum-of-Max-Linear-Terms
Optimization

W
1 ∈ arg sup

w
d⊤(u+ V w) + b⊤w − τ

s. t. wj ≥ 0, j = 1, . . . ,m∑
j∈Ik wj = 1, k = 1, . . . ,K

W
2
i ∈ arg sup

w
A⊤
i w −D⊤

i (u+ V w)

s. t. wj ≥ 0, j = 1, . . . ,m∑
j∈Ik wj = 1, k = 1, . . . ,K

i = 1, . . . , n

W
3
i ∈ arg sup

w
−ui − V(i)w

s. t. wj ≥ 0, j = 1, . . . ,m∑
j∈Ik wj = 1, k = 1, . . . ,K

i = 1, . . . , q

Each optimization problem can be
split to K optimization problems

that are analytically solvable

Table 36: For each of the three problems, we share the lower bound scenario collection steps.
As discussed before, these scenarios will help us to find a lower bound solution by solving linear
optimization problems corresponding to each scenario.

Intel(R) Core(TM) i7-8750H processor. The details of the data and codes of these experiments

are shared in Appendix 5.G of the supplements.

5.4.1 Log-Sum-Exp Maximization over a 2-norm Constraint

Consider problem (72) with g(x) := ||x − a||2. In Section 5.2 under Corollary 10 we discussed

that for f(z) = log(
∑m

i=1 exp(zi)), the upper bound approximation problem is exponential-

cone representable, and we can analytically obtain the lower bound solution immediately. The

approximation problem (81) is solved by MOSEK.

To benchmark our approximation, we used general-purpose nonlinear optimization solvers

Artelys Knitro (Byrd et al. 2006), IPOPT (Wächter and Biegler 2006), and BMIBNB of YALMIP

(Löfberg 2004). Knitro appeared to yield the best result, so we report Knitro as a benchmark.

Although Knitro does not guarantee global optimality it can find the global optimum value faster
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and more often compared to the other solvers we tried. We also compare our approximation

with the global optimization solver BARON. The results can be found in Table 37.

Problem
Knitro Knitro Multi-Start BARON Approximation

value time value start time value time upper lower time

# 1 (n = 5,m = 5) 9.7890 0.05 - - - 9.7890 0.40 10.0186 9.7816 0.22
# 2 (n = 20,m = 15) 054.0329 0.18 55.8913 2 0.43 25.0731 1,800.00 56.0521 55.7287 0.22
# 3 (n = 100,m = 120) 241.1606 1.61 - - - NA 1,800.00 241.1606 241.1606 0.23
# 4 (n = 20,m = 40) 156.6875 0.40 179.1224 5 5.52 NA 1,800.00 179.1224 179.1224 0.24
# 5 (n = 50,m = 100) 324.8785 1.17 370.9066 3 6.55 NA 1,800.00 370.9066 370.9066 0.27
# 6 (n = 100,m = 100) 428.7200 2.37 472.0475 2 8.86 NA 1,800.00 472.0475 472.0475 0.25
# 7 (n = 200,m = 30) 551.3160 0.68 570.8467 20 18.45 NA 1,800.00 570.8467 570.8467 0.23
# 8 (n = 400,m = 80) 570.7248 3.51 601.6886 4 14.35 NA 1,800.00 601.6886 601.6886 0.25
# 9 (n = 50,m = 20) error 0.62 - - - error 1,800.00 890.7722 890.7722 0.24
# 10 (n = 10, 000,m = 100) NA 1,800.00 - - - - - 456.6373 455.5054 0.29
# 11 (n = 1, 000,m = 1, 000) 156.4414 1311.00 - - - - - 178.4665 141.9482 0.59
# 12 (n = 2, 000,m = 700) 238.4521 1,800.00 - - - - - 325.0580 311.7564 0.51

Table 37: Comparison of our approximation method with Knitro and BARON for the 2-norm
constrained log-sum-exp maximization problem. The first column gives the problem numbers,
and gives the dimension of these problems (recall the decision variable x is an n-dimensional
vector and the function f(Ax+ b) takes m-dimensional vector input, hence A is a matrix of size
m × n). The ‘value’ column stands for the best objective value computed by the corresponding
solver, and ‘time’ stands for how many seconds it took for the solver to compute this. ‘start’
means the minimum number of starting points for Knitro to find the corresponding value. The
column ‘upper’ is our upper bound approximation, and ‘lower’ is the lower bound approximation.
We allow 30-minutes for solvers, hence ‘NA’ means that the solver cannot find any feasible point
in the time limit, otherwise the best solution found is written. The entry ‘error’ means that there
are numerical errors and the solver terminates.

These results show that BARON can only find the global optimum value (and guarantee

optimality) in the first problem, which is the smallest one. For the other problems BARON is

not usable, which is mainly due to the fact that the log-sum-exp function is highly nonlinear

as well as evaluating it is a hard task due to the exponential-terms. Moreover, we see that our

approximation method (except Problems 1 and 2) is faster than Knitro without multi-start which

is designed to find a local optimum. For Problems 4-7 Knitro cannot find the global optimum

without using the multi-start option (which needs manual tuning) and there is no guarantee

of global optimality at the end, while our method solves the problem with a global optimality

guarantee (upper bounds are equal to lower bounds). For Problem 1 and Problem 2 we cannot

find the global optimum value, which shows our method does not necessarily find the global

optimum in all of the cases. Problem 9 is a problem where the exponential summands in the

logarithm operator get very large and the computers accept these terms as infinity, so the solvers

cannot compute any solution, and they do not automatically scale the problem. However, since
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our upper bound approximation does not compute the log-sum-exp function directly, it does

not suffer from such numerical issues. To compute a lower bound we need function evaluations

and to address the numerical issues we automatically scale the problem. Problem 10 has 10, 000

variables, so none of the solvers can find an initial solution within 1,800 seconds, whereas our

method finds the upper and lower bounds within 0.29 seconds. Problem 11 has m = 1, 000 and

n = 1, 000. This problem has a larger approximation gap, which may be a result of the increasing

dimension (recall that the proposed approximation problem has m variables). Finally, Problem

12 has a large dimension in terms of m and n. Knitro returns a feasible solution within 1,800

seconds but it is not a local optimum (large n increases the dimension of the main problem).

We also have a gap between the upper and lower bound approximations in this problem.

5.4.2 Log-Sum-Exp Maximization over an ∞-norm Constraint

We consider problem (72) with g(x) := ||x − a||∞. In Corollary 11 we discussed that we can

find the global optimum value of problem (72) by solving a mixed-integer convex optimization

problem. In light of our findings, when f is a log-sum-exp function, we can represent this problem

as a mixed-integer exponential-cone optimization problem and MOSEK can solve these types of

problems efficiently. We use the same solvers as in the previous subsection as benchmarks. In

this problem, we find the exact global optimum value, i.e., we do not approximate this value.

The solutions that attain the global optimum values are also efficiently retrieved, as problem

(78) is maximizing a linear function over box constraints. The results are presented in Table 38.

Problem
Knitro Knitro Multi-Start BARON Exact

value time value start time value time value time

# 1 (n = 5,m = 5) 9.10 0.03 15.00 2 0.04 15.00 0.06 15.00 0.28
# 2 (n = 20,m = 5) 46.34 0.04 54.50 3 0.11 23.50 1,800.00 54.50 0.39
# 3 (n = 50,m = 20) NA 0.20 - - - NA 1,800.00 1,723.30 48.00
# 4 (n = 180,m = 20) 54.39 0.50 57.70 15 6.17 NA 1,800.00 57.70 149.80
# 5 (n = 30,m = 300) 35.76 0.50 39.62 30 33.91 NA 1,800.00 39.62 18.37

Table 38: Comparison of our exact method with Knitro and BARON for ∞-norm constrained
log-sum-exp maximization. The meanings of common columns are the same as Table 37, and
similarly time is in seconds. Here, ‘Exact’ section stands for our method which computes exactly
the global optimum value as shown in Corollary 11.

In general, our method’s computation time is higher compared to the previous problem,
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mainly because we solve a mixed-integer exponential cone optimization problem. However,

contrary to Knitro (even with multi-start), our method provides a global optimality guarantee.

Similarly to the previous example, BARON is not scalable for larger problems.

5.4.3 Convex Quadratic Maximization over Linear Constraints

We consider the first problem type from Table 34, e.g., maximizing a convex quadratic function

with respect to linear constraints. The state-of-the-art solver for convex quadratic maximization

is CPLEX (version 12.6 onwards), which uses a branch-and-bound method based on McCormick

relaxations and SDP cuts. The algorithm terminates at a global optimum, but as for any branch

and bound algorithm, this may take an exponential number of steps (Boyd and Mattingley

2007). On the one hand, our upper bound approximation method solves a second-order cone

optimization problem, so we use MOSEK for this purpose. On the other hand, our lower bound

approximation method solves multiple linear optimization problems after collecting lower bound

scenarios analytically, hence we use CPLEX for this purpose. The results are given in Table 39.

Problem
CPLEX Upper Bound Lower Bound

value time restricted value time value time

# 1 (n = 20, q = 10) 394.75 0.08 394.75 702.05 0.43 394.75 0.16
# 2 (n = 20, q = 10) 884.75 0.10 884.75 1,192.10 0.43 884.75 0.15
# 3 (n = 10, q = 15) 4,674.70 0.15 4,674.70 4,753.10 0.01 4,674.70 0.17
# 4 (n = 50, q = 62) 175,710.00 0.81 175,710.00 177,640.00 0.29 175,710.00 0.02
# 5 (n = 100, q = 130) 692,610.00 16.50 692,610.00 707,520.00 2.30 692,610.00 1.40
# 6 (n = 200, q = 240) 6,020,800.00 466.00 6,020,800.00 6,100,200.00 25.00 6,020,800.00 3.40
# 7 (n = 240, q = 280) 7,303.00 3,600.00 7,303.00 1,961,700.00 31.21 1,855,700.00 4.18

Table 39: Comparison of our approximation method and CPLEX with multiple linear constrained
convex quadratic maximization. Here the column names that are used in the previous tables have
the same meaning, and time is similarly in seconds. Recall that q is the number of (linear)
constraints. The ‘Upper Bound’ section is our proposed upper bound, and ‘Lower Bound’ is the
proposed lower bound. In ‘restricted’ column of CPLEX, we are giving a time limit of the total
time needed by our approximation method (upper + lower) and record the best CPLEX can find.
Note that when the ‘restricted’ case finds the same value as its ‘value’ (e.g., the unlimited time
case), it means CPLEX finds the global optimum solution but cannot guarantee global optimality
yet.

Problems 1-3 are small-sized problems where we see that CPLEX finds the global optimum

faster than our approximation method’s total time. In Problems 4-5 CPLEX finds the global

optimum slower than our approximation, while with a time limit of the time our approximation
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takes CPLEX still finds the global optimum, but cannot guarantee global optimality. A similar

argument holds for Problem 6, but the run-time of CPLEX increases significantly. Finally in

Problem 7, CPLEX cannot find the global optimum solution in an hour (3,600 seconds). In

general, we see that our lower bound values are all equal to the global optimum value (except

for Problem 7) with a reasonable run-time, however we cannot guarantee global optimality or

give tight upper bounds, unlike in our other experiments.

5.4.4 Log-Sum-Exp Maximization over Linear Constraints

We consider the second problem type from Table 34, where we are interested in maximizing a

log-sum-exp function over linear constraints. We use the state-of-the-art general purpose global

optimization solver BARON as the main solver. We also use Knitro as a local optimization

solver. Since our upper and lower bound problems are exponential cone representable problems,

we use MOSEK solver for solving this problem. The results can be found in Table 40.

Problem
Knitro Knitro Multi-Start Baron Upper Bound Lower Bound

value time value start time value time value time value time

# 1 (size= 10) 16.8763 0.05 35.2008 3 0.10 35.2008 0.32 35.2008 0.05 35.2008 0.01
# 1 (size= 40) 248.7589 0.29 - - - 248.7589 0.36 248.7589 1.13 248.7589 0.01
# 1 (size= 60) 282.6632 0.48 386.0733 5 1.95 384.6207 114.38* 386.0733 2.95 386.0733 0.01
# 1 (size= 100) 667.0963 2.19 676.8081 20 37.77 547.8524 10.94* 676.8080 9.98 676.8080 0.01
# 2 (size= 20) 64.5087 0.10 64.8926 10 0.43 64.6196 0.28* 65.2268 0.37 64.8926 0.30
# 3 (size= 50) 102.5824 0.32 145.3380 50 11.24 144.1676 0.64* 145.3380 9.73 145.3380 0.01
# 4 (size= 100) 166.8399 1.85 176.1074 50 77.05 166.8399 3.17* 176.1074 241.57 176.1074 0.01
# 5 (size= 10) 34.8293 0.05 45.0356 3 0.10 45.0356 1,000.00 45.0356 0.18 45.0356 0.01
# 6 (size= 30) 74.8013 0.17 76.0362 15 1.86 76.0362 0.72* 76.1283 14.71 76.0362 4.37

Table 40: Comparison of our approximation method with Knitro and BARON. Size of the problem
means n = q = m and these are equal to the given size, i.e., the number of variables, number of
constraints, and input dimension of the log-sum-exp function are equal. A star (*) next to the
solution-time of BARON means the solver encountered numerical issues and it returns the best
solution in the reported time.

Except for Problems 2 and 6, we find global optimum upper and lower bounds, enabling

us to guarantee global optimality. For Problems 2 and 6 we obtain tight upper bounds, and

our lower bounds are globally optimal. Our upper bound approximation problem works fast,

however it is an exponential cone problem with 2q + qm variables in total. Depending on the

size of the problem, our approximation may get slower as shown in Problem 4. However, in such

large-scale problems Knitro also needs a lot of multiple starting points, and as it cannot find an

upper bound to the solution obtained, it cannot guarantee optimality. Knitro needs multi-start
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to find the global optimum in all of the problems except for Problem 1 with n = 40. Also,

it should be noted that BARON cannot guarantee global optimality in several cases. This is

because BARON has numerical difficulties in these problems.

5.4.5 Sum-of-Max-Linear-Terms Maximization over Linear Constraints

Finally, we consider the third problem type from Table 34. For this problem, we solve our

approximation problems (which are all linear problems) with CPLEX. We also compare our

approximations with directly solving this convex maximization problem via GUROBI version

9.0 (Gurobi Optimization 2018). Although GUROBI does not solve sum-of-max-linear-terms

maximization problems explicitly, YALMIP gives the mixed integer linear optimization problem

reformulation of this problem successfully (by applying logical programming). The reason we

chose GUROBI as a benchmark solver is because it gives a better performance than CPLEX in

our numerical experiments. Therefore, we compare our linear approximation problems to the

performance of GUROBI on mixed integer optimization to solve the problem to global optimality.

Recall that mixed integer optimization is NP-hard (Nemhauser and Wolsey 1988). The results

are given in Table 41.

Our method does not necessarily yield a global optimum contrary to solving the mixed-integer

optimization reformulation of the problem, however, in large problems our method converges

to a lower bound solution very swiftly. On the other hand, GUROBI suffers severely from the

curse of dimensionality in mixed integer optimization. Therefore, we see that in bigger problems

our lower bound quality is better than the best solution found by GUROBI, while in small-sized

problems the solver converges to global optima very quickly. Our method particularly stands out

in terms of the speed. We find the global optimum (and certify optimality) in Problems 1,2,7,8.

Note that in Problem 1 the global optimality of our approximation is not a coincidence because

in this problem we have K = 1, and we know linear decision rules are optimal in this case

(Ardestani-Jaafari and Delage 2016). Moreover, GUROBI cannot find the global optimum in

the allowed 1,000 seconds for Problems 4,5,6,8,9,10,12,13. Except for Problems 3,4,5, our lower

bound solutions are better than the ones found by GUROBI, or equal with a faster computation

time. In Problem 3, GUROBI finds a better value than our lower bound in the same time

(time restricted case). In the largest problems, namely 6 and 13, the best solutions found by

GUROBI in 1,000 seconds are considerably lower than our lower bound solutions, where our

method computes the upper and lower bounds within 150 and 11 seconds, respectively.
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Problem
GUROBI Upper Bound Lower Bound

value time restricted value time value time

# 1 (n = 5, |Ik| = 5,K = 1) 23.29 0.01 23.29 23.29 0.01 23.29 0.07
# 2 (n = 5, |Ik| = 5,K = 10) 233.94 0.10 233.94 233.94 0.01 233.94 0.08
# 3 (n = 20, |Ik| = 10,K = 10) 1,081.60 7.18 1,055.20 1,169.40 0.20 1,053.10 0.62
# 4 (n = 30, |Ik| = 20,K = 20) 4,105.10 1,000.00* 3,970.80 4,499.10 0.72 3,976.00 1.71
# 5 (n = 100, |Ik| = 40,K = 30) 22,224.00 1,000.00* 21,129.90 27,939.00 16.69 21,751.00 4.46
# 6 (n = 200, |Ik| = 50,K = 50) 54,213.00 1,000.00* 54,213.00 83,466.00 146.22 61,794.00 4.46
# 7 (n = 10, |Ik| = 5,K = 2) 113.71 0.08 113.71 113.71 0.01 113.71 0.15
# 8 (n = 10, |Ik| = 50,K = 50) 479.50 1,000.00* 479.50 3,052.90 1.37 3,052.90 0.27
# 9 (n = 30, |Ik| = 50,K = 50) 1,877.30 1,000.00* 539.10 2,894.60 42.38 2,783.50 1.27
# 10 (n = 50, |Ik| = 60,K = 60) 1,673.70 1,000.00* 1,673.70 3,323.50 356.23 2,997.40 0.57
# 11 (n = 20, |Ik| = 10,K = 10) 3,002.40 93.85 2,401.10 3,032.00 0.47 3,002.40 0.55
# 12 (n = 20, |Ik| = 50,K = 10) 3,114.20 1,000.00* 96.80 3,452.20 0.43 3,349.00 0.39
# 13(n = 20, |Ik| = 100,K = 50) 1,091.80 1,000.00* 489.60 17,568.00 10.06 17,062.00 1.13

Table 41: Comparison of our approximation method with GUROBI for multiple linear constrained
sum-of-max-linear-terms maximization. The column descriptions are the same as the previous
tables. The size of the problem is defined by n (number of variables), Ik (number of elements
in the set of each max-term), and K (number of max-terms). GUROBI solves each problem’s
mixed integer linear optimization reformulation, hence for large sized problems this can take a
vast amount of time. Therefore we give 1,000 seconds time limits for each run of GUROBI.
The ‘value’ column of GUROBI shows the value computed by GUROBI within 1,000 seconds,
thus if the time is 1,000*, it means GUROBI cannot compute the global optimum solution within
the time limit and returns the best solution found. The ‘restricted’ column gives the best value
GUROBI can compute within a limitation of the time that it takes for our method to find the
upper and lower bound values.

5.5 Conclusions

Maximizing a convex function over convex constraints is known to be a hard problem even in its

simplest cases. One can either try to solve the problem globally, or aim to obtain a good lower

bound solution. We show that, as the size of the convex maximization problem gets larger, the

local optimization solvers return solutions with large global optimality gaps, and in many cases

the global optimization solvers cannot terminate.

In this work, we show how to use adjustable robust optimization techniques to solve the

convex maximization problem. The main idea is to transfer the difficulty of the main non-

convex problem to the nonlinearity of an equivalent (convex) ARO problem. Exploiting the

rich ARO literature gives us strong methods to tightly approximate the convex maximization

problem efficiently. More specifically, we show convex maximization problems whose ARO re-

formulations can be simplified by eliminating the adjustable variables, or problems where the
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adjustable variables can be restricted by using decision rules. The subsequent applications of

robust optimization techniques approximate the resulting problem. Furthermore, we explicitly

derive tractable upper and lower bound approximation problems of some well-known convex

maximization problems. By using similar techniques, we also show a class of convex maxi-

mization problems which can be reformulated as mixed-integer convex optimization problems;

although the latter is still NP-hard, the existence of powerful solvers makes these reformulations

more practical to solve.

Since we approximate the equivalent ARO problem of the convex maximization problem, the

gap between the upper and lower bounds we propose can be explained by the ARO theory. For

instance, in the problems where linear decision rules are used to restrict the adjustable variables,

the gap of the approximations can be explained by the performance of the linear decision rules.

This theoretical bridge allows us to guarantee global optimality of the proposed approximation

in some (easy) convex maximization problems whose ARO reformulations admit linear decision

rules optimally.

The numerical experiments demonstrate the efficiency and strength of the proposed approx-

imation. To be more specific, maximizing the log-sum-exp function over a ball constraint is

approximated in less than half a second, where most of the problems are approximated without

any gap. If the constraints are instead box constraints, the problem can be represented as a

mixed-integer exponential cone optimization problem, and we can solve this problem to global

optimality while the global optimization solvers fail to solve the original problem in most cases.

We explicitly work with the maximization of convex quadratic, log-sum-exp, and sum-of-max-

terms functions over linear constraints. Regarding the first case, we show that almost optimal

lower bounds can be obtained very swiftly even for large problems where global optimization

solvers cannot find a solution better than the starting point. For the second case, we find global

lower and upper bounds in almost all problems, with the exceptions being approximated tightly,

even for problems where the solvers face numerical difficulties due to the nature of geometric

maximization. For the third case, as both of our upper and lower bound approximations are

obtained via linear optimization, we find tight approximations swiftly, while the solvers are

successful in small-sized problems but fail termination in large problems.

There are two directions for future work: application and theory. For the former one,

the proposed approximation methods can be applied to one of the numerous real-life convex

maximization problems. Applying these approximations in the convex maximization step of the

convex-concave method can be useful for DC programming. Another implementation can be
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integrating our methodology with the global optimization solvers, where the solvers can first

obtain a good lower bound by using our solution (along with the corresponding upper bound),

and then iterate to find a globally optimal solution. As for theory, one can use piecewise-linear

decision rules or nonlinear decision rules to restrict the adjustable variables in the proposed

ARO reformulation. We do not give theoretical guarantees of the approximation gaps, hence

developing such guarantees is essential. Furthermore, one can develop an algorithm by dividing

the feasible region of the convex maximization problem into parts and solve our approximations

in each part, which may give tighter bounds.

5.A RLT Relaxation of Problem (79)

Suppose we have a symmetric matrix variable V ∈ Sm×m such that V = ww⊤. The following

can be applied to replace the convex term ||A⊤w||2:

||A⊤w||2 =
√
w⊤AA⊤w =

√
tr (w⊤AA⊤w) =

√
tr (A⊤ww⊤A).

Therefore, we use the following concave reformulation of ||A⊤w||2:

||A⊤w||2 =
√
tr (A⊤V A)

This concave reformulation is of course based on the assumption V = ww⊤. Moreover, we use

the main idea of RLT and multiply each of the original constraints α⊤
i w−βi ≤ 0, α⊤

j w−βj ≤ 0

to obtain:

(α⊤
i w − βi)(α⊤

j w − βj) ≥ 0

⇐⇒ α⊤
i ww

⊤αj − (βiαj + βjαi)
⊤w + βiβj ≥ 0 (100)

⇐⇒ α⊤
i V αj − (βiαj + βjαi)

⊤w + βiβj ≥ 0. (101)

Although V = ww⊤ is assumed, it is a non-convex constraint, so we relax it as:

V ⪰ ww⊤ ⇐⇒

(
V w

w⊤ 1

)
⪰ 0. (102)
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Thus, problem (79) is relaxed by the following convex optimization problem:

sup
V ∈Sm×m, w∈Rm

ρ
√
tr(A⊤V A) + a⊤A⊤w + b⊤w − f∗(w)

s. t. α⊤
i w − βi ≤ 0, i = 1, . . . , d

α⊤
i V αj − (βiαj + βjαi)

⊤w + βiβj ≥ 0, i ≤ j = 1, . . . , d

(
V w

w⊤ 1

)
⪰ 0,

(103)

which concludes the proof.

5.B Proof of Theorem 21

We showed that problem (91) can be represented as ARO problem (93). As shown by Roos et al.

(2018), we can lift the nonlinear term f∗(w) to the uncertainty set by introducing an auxiliary

uncertain parameter w0. Hence, the set of constraints of the ARO problem is equivalent to:

∀

(
w0

w

)
∈W, ∃λ ∈ Rq :


d⊤λ+ b⊤w + w0 ≤ τ (104a)

D⊤λ ≥ A⊤w (104b)

λ ≥ 0, (104c)

where we define the new uncertainty set as

W =

{(
w0

w

)
∈ Rm+1 : w0 + f∗(w) ≤ 0

}
. (105)

A safe approximation of the constraint set is obtained by using a linear decision rule for the

adjustable variable:

λ = u+ V w + rw0,

where u ∈ Rq, V ∈ Rq×m and r ∈ Rq. Substituting this LDR in (104a) leads to

d⊤λ+ b⊤w + w0 ≤ τ ∀
(
w0 w⊤

)⊤
∈W

⇐⇒ d⊤(u+ V w + rw0) + b⊤w + w0 ≤ τ ∀
(
w0 w⊤

)⊤
∈W
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⇐⇒ d⊤u+

(
w0

w

)⊤(
1 + d⊤r

V ⊤d+ b

)
≤ τ ∀

(
w0 w⊤

)⊤
∈W

⇐⇒ d⊤u+ δ∗
((

1 + dT r

V Td+ b

)∣∣∣∣W) ≤ τ. (106)

To be able to find the tractable robust counterpart of (106), we derive the support function of

the new uncertainty set W , which is

δ∗

((
z0

z

)
W

)
= sup

(w0,w)⊤∈W
{z0w0 + z⊤w}

=


sup
w∈Rm

{z⊤w − z0f∗(w)} if z0 > 0

sup
w∈dom f∗

{z⊤w} if z0 = 0

+∞ otherwise

=

 z0f
(
z
z0

)
if z0 ≥ 0

+∞ otherwise.
(107)

Above, for the case of z0 = 0, we use the property sup
w∈dom f∗

{z⊤w} = δ∗(z| dom f∗) = lim
z0↓0

z0f
(
z
z0

)
,

and the result follows since for z0 = 0 we have the understanding of lim
z0↓0

z0f
(
z
z0

)
for the per-

spective (Rockafellar 1997). By substituting (107) into (106) we obtain:

d⊤u+ δ∗
((

1 + dT r

V Td+ b

)∣∣∣∣W) ≤ τ

⇐⇒


d⊤u+ (1 + d⊤r)f

(
V ⊤d+ b

1 + d⊤r

)
≤ τ

1 + d⊤r ≥ 0.
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Hence, by using LDRs (104a) becomes exactly (95a).

Following the same steps for (104b) yields us to (95b):

D⊤λ ≥ A⊤w ∀
(
w0 w⊤

)⊤
∈W

⇐⇒ D⊤
i λ ≥ A⊤

i w ∀
(
w0 w⊤

)⊤
∈W, i = 1, . . . , n

⇐⇒


−D⊤

i u+ (−D⊤
i r)f

(
Ai − V ⊤Di

−D⊤
i r

)
≤ 0

−D⊤
i r ≥ 0

i = 1, . . . , n.

Similarly (104c) becomes (95c):

λ ≥ 0

⇐⇒ −ui − V(i)w − riw0 ≤ 0 ∀
(
w0 w⊤

)⊤
∈W, i = 1, . . . , q

⇐⇒


−ui + (−ri)f

(
−V ⊤

(i)

−ri

)
−ri ≥ 0

i = 1, . . . , q.

As we use an LDR for the adjustable variable, the optimal objective value of (95) is an upper

bound to (91).

5.C Upper and Lower Bound Approximation of Problem (91)

We summarize the process of finding upper and lower bounds on the global optimum objective

value of problem (91).
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Algorithm 12: Obtaining upper and lower bounds for problem (91)
input : f, A, b, U
output: Upper bound value τ̂ , lower bound solution x∗ with value f(Ax∗ + b)

1. Obtain the upper bound solution by solving (95), i.e., (û, V̂ , r̂, τ̂) ∈

arg inf
u∈Rq,V ∈Rq×m,r∈Rq,τ∈R

τ s. t.



d⊤u+
(
1 + dTr

)
f

(
V ⊤d+ b

1 + d⊤r

)
≤ τ

1 + dTr ≥ 0

−DT
i u+

(
−D⊤

i r
)
f

(
Ai − V ⊤Di

−D⊤
i r

)
≤ 0

−DT
i r ≥ 0

i = 1, . . . , n

−ui + (−ri)f

(
V ⊤
(i)

ri

)
≤ 0

−ri ≥ 0,

i = 1, . . . , q

or alternatively via the adversarial approach. τ̂ is an upper bound value.

2. Generate a finite set of (potential) worst-case ARO scenarios by plugging the optimal LDR back
in the safe approximation of the original ARO, and by collecting worst-case scenario of each
constraint, i.e., W =W

1 ∪ [
⋃n

i=1W
2

i ] ∪ [
⋃q

i=1W
3

i ] with:

W
1 ∈ arg sup

w∈dom f∗

{
−(1 + d⊤r)f∗(w) + (d⊤V̂ + b⊤)w + d⊤û− τ̂

}
,

W
2

i ∈ arg sup
w∈dom f∗

{
(D⊤

i r)f
∗(w) + (A⊤

i −D⊤
i V̂ )w −D⊤

i û
}
, i = 1, . . . , n

W
3

i ∈ arg sup
w∈dom f∗

{
−ûi − V̂iw + r̂if

∗(w)
}
, i = 1, . . . , q.

3. For all w ∈W , solve the linear optimization problem:

x ∈ arg sup
x∈U

{(A⊤w)⊤x},

and return x that achieves the highest f(Ax+ b) as the lower bound solution of problem (91).
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5.D Complete Derivation of Specific Problems in Section 5.3.2

5.D.1 Quadratic Optimization

Here we consider problem (91) when the objective function is a convex quadratic function. For

the problem of maximizing a convex quadratic function over a polyhedron, we can find an upper

bound by solving a second-order cone optimization problem, and we can find a lower bound by

solving a linear optimization problem.

Consider the convex quadratic function g : Rn 7→ R defined by:

g(x) = x⊤Qx+ ℓ⊤x,

where ℓ ∈ Rn and Q is a symmetric positive semi-definite (psd) matrix. Maximizing this function

over a polyhedral set can be written as the robust optimization problem:

inf τ

s. t. x⊤Qx+ ℓ⊤x ≤ τ, ∀x ∈ U,
(109)

where U = {x ∈ Rn+ : Dx ≤ d} for D ∈ Rq×n, d ∈ Rq. We use the conic representation of the

constraints of problem (109):∥∥∥∥∥
(
(1 + ℓ⊤x− τ)/2

Lx

)∥∥∥∥∥
2

− (1− ℓ⊤x+ τ)/2 ≤ 0,

where L is the psd decomposition Q = L⊤L. Therefore, the constraint of problem (109) can be

written as a robust conic constraint. Define f : Rm+1 × R 7→ R by:

f

(
z

z̃

)
=
∥∥∥z∥∥∥

2
+ z̃, (110)

with z ∈ Rm+1 and z̃ ∈ R. It can be verified that f is positively homogeneous and that the

conjugate of this function for w ∈ Rm+1, w̃ ∈ R is:

f∗

(
w

w̃

)
=

 0 if w̃ = 1 and ||w||2 ≤ 1

+∞ otherwise.
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Defining

A =


L

ℓ⊤/2

ℓ⊤/2

 , b =


0

(1− τ)/2
(−1− τ)/2

 , (111)

it follows that:

f (Ax+ b) = f




Lx

(1 + ℓ⊤x− τ)/2
(ℓ⊤x− 1− τ)/2


 =

∥∥∥∥∥
(

Lx

(1 + ℓ⊤x− τ)/2

)∥∥∥∥∥
2

− (1− ℓ⊤x+ τ)/2.

Hence, the constraint of problem (109) is equivalent to f (Ax+ b) ≤ 0. Therefore, problem (109)

can be rewritten as:

inf τ

s. t. f




Lx

(1 + ℓ⊤x− τ)/2
(ℓ⊤x− 1− τ)/2


 ≤ 0, ∀x ∈ U.

(112)

An upper bound of this problem can now be obtained by applying Theorem 21 and exploiting

the positive homogeneity of f (see Appendix 5.E). The upper bound is the optimal value of the

problem:

inf τ

s. t. d⊤u+ v̄⊤d− (1 + τ)/2 +

∥∥∥∥∥
(

Ṽ ⊤d

v̂⊤d+ (1− τ)/2

)∥∥∥∥∥
2

≤ 0

−D⊤
i u+

ℓi
2
− v̄⊤Di +

∥∥∥∥∥
(
Li − Ṽ ⊤Di

ℓi/2− v̂⊤Di

)∥∥∥∥∥
2

≤ 0, i = 1, . . . , n

−ui − v̄i +

∥∥∥∥∥
(
−Ṽ ⊤

(i)

−v̂i

)∥∥∥∥∥
2

≤ 0, i = 1, . . . , q,

(113)

in which the variables are τ ∈ R, u ∈ Rq, v̄ ∈ Rq, v̂ ∈ Rq, Ṽ ∈ Rq×m.

In order to compute a lower bound, we use the optimal solution (τ, u, v̄, v̂, Ṽ ) to problem

(113) by obtaining a collection of worst case scenarios W from (97), (98), and (99). These
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problems can be solved analytically as explained in Appendix 5.F. This yields the scenarios:

W
1
=

h
((

Ṽ ⊤d

d⊤v̂ + (1− τ)/2

))
1



W
2
i =

h
((

Li − Ṽ ⊤Di

ℓi/2−D⊤
i v̂

))
1

 i = 1, . . . , n

W
3
i =

h
((
−Ṽ ⊤

(i)

−v̂i

))
1

 i = 1, . . . , q,

(114)

where h(a) = a/||a||2 normalizes its input. Using these worst-case scenarios, the candidate

solutions x̄(j) are obtained by solving (96), and we can substitute them in the main objective

function as f(Ax̄(j) + b) to find the best lower bound.

5.D.2 Geometric Optimization

Geometric Optimization (GO) is a class of optimization problems originally introduced by Duffin

(1967). A practical tutorial can be found in the work of Boyd et al. (2007). Even though it can

have many representations, we focus on the GO variant where the objective is maximizing the

convex log-sum-exp objective. The log-sum-exp function f : Rm 7→ R is defined as

f(z) = log

(
m∑
i=1

exp(zi)

)
, (115)

and we are interested in solving problems of the following type

max
x

f(Ax+ b) = log
(∑m

i=1 exp(A(i)x+ bi)
)

s. t. x ∈ U,
(116)

where U = {x ∈ Rn+ : Dx ≤ d}. This problem may appear in robust geometric optimization

problems. If one applies the adversarial approach for such problems, in the step of adding worst-

case uncertainty realization to the discrete uncertainty set, one will need to maximize the convex

geometric function.
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The conjugate f∗ : Rm 7→ R of the log-sum-exp function (115) is

f∗(w) =


∑m

i=1wi log(wi) if w ∈ Rm+ and
∑m

i=1wi = 1

∞ otherwise.
(117)

We observe that f∗(w) is the negative-entropy function of w on its domain, which is a stan-

dard m-dimensional simplex. It is well known that the negative entropy is a strictly convex

function. Next we show that the upper bound and lower bound approximation problems (of

problem (116)) are exponential cone representable. This allows one to use the power of today’s

conic programming solvers, e.g., Mosek’s exponential cone optimization solver. We start by

introducing the exponential cone, which is the following convex subset of R3:

Kexp ={(x1, x2, x3) : x1 ≥ x2 exp(x3/x2), x2 > 0} ∪ {(x1, 0, x3) : x1 ≥ 0, x3 < 0}.

So, the exponential cone is the closure of the set of points which satisfy x1 ≥ x2 exp(x3/x2), x1, x2 >
0. In the next corollary we show that the upper bound problem (95) is exponential cone repre-

sentable.

Corollary 13 (Upper Bound Approximation). Upper bound problem (95) is exponential cone

representable with the following problem with variables r ∈ Rq, u ∈ Rq, V ∈ Rq×m, τ ∈ R, z(1) ∈
Rm, z(2) ∈ Rn×m, z(3) ∈ Rq×m:

infτ s.t.



1 + d⊤r ≥
m∑
j=1

z
(1)
j ,

( z
(1)
j , 1 + d⊤r, V ⊤

j d+ bj − τ + d⊤u ) ∈ Kexp, j = 1, . . . ,m

−D⊤
i r ≥

m∑
j=1

z
(2)
ij ,

( z
(2)
ij , −D

⊤
i r, Ai,(j) − V ⊤

j Di −D⊤
i u ) ∈ Kexp, j = 1, . . . ,m, i = 1, . . . , n

− ri ≥
m∑
j=1

z
(3)
ij ,

( z
(3)
ij , −ri, −Vj,(i) − ui ) ∈ Kexp, j = 1, . . . ,m, i = 1, . . . , q

(118a)

(118b)

(118c)
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Proof. Roos et al. (2018) show that if a function is conically representable, so is its perspective in

the same cone. Log-sum-exp is an exponential cone representable function (MOSEK ApS 2023),

and we show how to represent a convex inequality system of its perspective with exponential

cones. Consider the following set of constraints: t ≥ x0 log(exp(x1/x0) + . . .+ exp(xm/x0))

x0 > 0.
(119)

By using the proof in (Roos et al. 2018), we can write the following equivalent constraint set: x0 ≥
∑m

j=1 zj

(zj , x0, (xj − t)) ∈ Kexp, j = 1, . . . ,m.
(120)

Since constraints of type (119) appear in the upper bound approximation problem (95), we can

use the equivalent representation (120) in each of the constraints to obtain problem (118).

The lower bound can also be obtained by solving exponential cone programs. The worst-case

scenario collection is obtained by solving (97), (98), (99). Here (r, u, V, r, τ) are all parameters

taken from the solution of the upper bound problem. This set of problems can be formulated as

exponential conic problems, which is shown in the next corollary.

Corollary 14 (Lower Bound Scenarios). The problems (97), (98), and (99) can be written as

the following exponential cone problems:

(97) : arg sup
w,t

{
(1 + d⊤r)(

∑m
j=1 tj) + (d⊤V + b⊤)w + d⊤u− τ

}
s. t. (1, wj , tj) ∈ Kexp, j = 1, . . . ,m∑m

j=1wj = 1,

(98) : arg sup
w,t

{
(−D⊤

i r)(
∑m

j=1 tj) + (A⊤
i −D⊤

i V )w −D⊤
i u
}

s. t. (1, wj , tj) ∈ Kexp, j = 1, . . . ,m∑m
j=1wj = 1,

i = 1, . . . , n

(99) : arg sup
w,t

{
(−ri)(

∑m
j=1 tj) + (−V(i))w − ui

}
s. t. (1, wj , tj) ∈ Kexp, j = 1, . . . ,m∑m

j=1wj = 1.

i = 1, . . . , q
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Proof. Serrano (2015) shows that the negative entropy function is exponential conically repre-

sentable, and the following problems are equivalent (here w ∈ Rm):

supw {c0(−
∑m

i=1wi log(wi))}
s. t. wi ≥ 0, i = 1, . . . ,m.

=
supw,t {c0

∑m
i=1 ti}

s. t. (1, wi, ti) ∈ Kexp, i = 1, . . . ,m.
(121)

The result now follows by substitution of the conjugate (117) in (97), (98), and (99), respectively

and then applying equivalence (121).

5.D.3 Sum-of-Max-Linear-Terms Optimization

Formally, the sum-of-max-terms function f : Rm 7→ R is written as

f(z) =

K∑
k=1

max
j∈Ik

{zj}, (122)

where the set Ik ⊆ {1, . . . ,m} for each k ∈ {1, . . . ,K}. Moreover, we can assume Ik ∩ Iℓ = ∅
for any k ̸= ℓ and ∪Kk=1 = {1, . . . ,m} without loss of generality, since otherwise we can add

components to z to make this statement hold. The sum-of-max-linear-terms function we cover

at this section is represented as

f(Ax+ b) =

K∑
k=1

max
j∈Ik
{A(j)x+ bj},

which is a convex and positively homogeneous function. The main convex maximization problem

we are interested in is maximizing f(Ax+ b) over U = {x ∈ Rn+ : Dx ≤ d}, formally:

max
x

∑K
k=1max

j∈Ik
{A(j)x+ bj}

s. t. x ∈ U.
(123)

This problem naturally arises when one applies the adversarial approach to robust optimization

problems with uncertain sum-of-max-linear-terms constraints.

The conjugate of sum-of-max-linear-terms (122) is given by Roos et al. (2018) as:

f∗(w) =

 0 if wi ≥ 0 ∀i = 1, . . . ,m,
∑

j∈Ik wj = 1

∞ otherwise.
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The formulation of the upper bound approximation for maximizing sum-of-max-linear-terms

function over a polyhedron can be greatly simplified. This is due to the fact that sum-of-max-

linear-terms function is a positively homogeneous function as well as the trick of introducing

auxiliary variables which give us a linear optimization problem in return.

Since the function is a positively homogeneous function, we can write the upper bound

approximation problem (95) as:

inf
u∈Rq ,V ∈Rq×m,τ∈R

τ

s. t. d⊤u+
∑K

k=1max
j∈Ik
{V ⊤

j d+ bj} ≤ τ

−D⊤
i u+

∑K
k=1max

j∈Ik
{Ai,(j) − V ⊤

j Di} ≤ 0 i = 1, . . . , n

−ui−
∑K

k=1max
j∈Ik
{Vj,(i)} ≤ 0 i = 1, . . . , q.

(124)

Problem (124) can be reformulated as a linear optimization problem by using auxiliary variables.

The worst-case scenarios for computing the lower bound are obtained from problems (97), (98),

and (99), which simplify to:

(97) : arg sup
w∈dom f∗

{
d⊤(u+ V w) + b⊤w − τ

}
, (125)

(98) : arg sup
w∈dom f∗

{
A⊤
i w −D⊤

i (u+ V w)
}
, i = 1, . . . , n (126)

(99) : arg sup
w∈dom f∗

{
−ui − V(i)w

}
, i = 1, . . . , q, (127)

where we do not have the conjugate terms since f is a homogeneous function so its conjugate

takes value 0. Therefore, the worst-case scenarios of each constraint are given by the following

problems:

• For (125):

supw d⊤(u+ V w) + b⊤w − τ
s. t. wj ≥ 0, j = 1, . . . ,m∑

j∈Ik wj = 1, k = 1, . . . ,K.

(128)

Recalling the only variable here is w, this is a linear optimization problem. Moreover,

since we have Ik ∩ Ik′ = ∅ for k ̸= k′, we can separate this problem to K independent
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optimization problems, where each problem k is:

ck = sup
w≥0

d⊤(u+ V{j}y) + b⊤{j}y

s. t.
∑|Ik|

i=1 yi = 1.
(129)

Here y ∈ R|Ik| is the w components corresponding to the k-th term in the sum-of-max-

linear-terms function definition. Similarly, V{j}, b{j} ∈ R|Ik| are the components of V, b

corresponding to the k-th term. Notice that problem (129) is a linear optimization problem

over a simplex. The optimal value will have yi = 1 for some i and yi′ = 0 for all i′ ̸= i.

Therefore, the solution is

ck = max
i=1,...,|Ik|

{d⊤(u+ V{j},i)}+ b{j},i,

where V{j},i, b{j},i represent the i-th columns of V{j} and b{j}, respectively. Hence, the

optimal value of (128) is given by −τ +
∑K

k=1 ck. The argmax value can be retrieved

easily by detecting which yi variables took value 1; there will be exactly K ones in the

result and the rest will be zeros.

• For (126), for all i = 1, . . . , n:

supw A⊤
i w −D⊤

i (u+ V w)

s. t. wj ≥ 0, j = 1, . . . ,m∑
j∈Ik wj = 1, k = 1, . . . ,K.

Similarly, this problem can be separated to K independent linear optimization problems

over simplices. The optimal solution can be found analytically.

• For (127), for all i = 1, . . . , q:

supw −ui − V(i)w
s. t. wj ≥ 0, j = 1, . . . ,m∑

j∈Ik wj = 1, k = 1, . . . ,K.

This problem can be solved analytically once again, concluding that all of the worst-case

scenario finding procedure can be solved analytically.
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5.E Upper Bound Approximation of Quadratic Maximization via SOCO

We follow Theorem 21 to apply the upper bound approximation for problem (112). Because f

is a positively homogeneous function, the upper bound problem (95) reduces to the following

problem for the variables u ∈ Rq, V ∈ Rq×(m+2), τ ∈ R:

inf τ

s. t. d⊤u+ f
(
V ⊤d+ b

)
≤ 0

−D⊤
i u+ f

(
Ai − V ⊤Di

)
≤ 0, i = 1, . . . , n

−ui + f
(
−V ⊤

(i)

)
≤ 0, i = 1, . . . , q.

(130)

Since V has m+ 2 columns, we represent it as:

V =
[
Ṽ v̂ v̄

]
where Ṽ ∈ Rq×m, v̂ ∈ Rq, v̄ ∈ Rq.

Constraints of problem (130) can be simplified to respectively:

d⊤u+ f
(
V ⊤d+ b

)
≤ 0

= d⊤u+ f




Ṽ ⊤d

v̂⊤d+ 1/2− τ/2
v̄⊤d− 1/2− τ/2


 ≤ 0

= d⊤u+ v̄⊤d− 1

2
− τ

2
+

∥∥∥∥∥∥
 Ṽ ⊤d

v̂⊤d+
1

2
− τ

2

∥∥∥∥∥∥
2

≤ 0



−D⊤
i u+ f

(
Ai − V ⊤Di

)
≤ 0

= −D⊤
i u+ f



Li − Ṽ ⊤Di

ℓi/2− v̂⊤Di

ℓi/2− v̄⊤Di


 ≤ 0

= −D⊤
i u+

ℓi
2
− v̄⊤Di +

∥∥∥∥∥
(
Li − Ṽ ⊤Di

ℓi/2− v̂⊤Di

)∥∥∥∥∥
2

≤ 0
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

−ui + f
(
−V ⊤

(i)

)
≤ 0

= −ui + f



−Ṽ ⊤

(i)

−v̂i
−v̄i


 ≤ 0

= −ui − v̄i +

∥∥∥∥∥
(
−Ṽ ⊤

(i)

−v̂i

)∥∥∥∥∥
2

≤ 0.

Thus the upper bound approximation problem can be represented as the following second-order

conic program:

inf τ

s. t. d⊤u+ v̄⊤d− (1 + τ)/2 +

∥∥∥∥∥
(

Ṽ ⊤d

v̂⊤d+ (1− τ)/2

)∥∥∥∥∥
2

≤ 0

−D⊤
i u+

ℓi
2
− v̄⊤Di +

∥∥∥∥∥
(
Li − Ṽ ⊤Di

ℓi/2− v̂⊤Di

)∥∥∥∥∥
2

≤ 0, i = 1, . . . , n

−ui − v̄i +

∥∥∥∥∥
(
−Ṽ ⊤

(i)

−v̂i

)∥∥∥∥∥
2

≤ 0, i = 1, . . . , q.

(131)

5.F Lower Bound Scenarios for Quadratic Maximization

In the light of problems (97), (98), (99), the worst-case scenarios are collected by:

(97) : arg sup
(w,w̃)∈dom f∗

{
−(1 + d⊤r)f∗

(
w

w̃

)
+ (d⊤V + b⊤)

(
w

w̃

)
+ d⊤u

}
, (132)

(98) : arg sup
(w,w̃)∈dom f∗

{
(D⊤

i r)f
∗

(
w

w̃

)
+ (A⊤

i −D⊤
i V )

(
w

w̃

)
−D⊤

i u

}
, i = 1, . . . , n (133)

(99) : arg sup
(w,w̃)∈dom f∗

{
−ui − V(i)

(
w

w̃

)
+ rif

∗

(
w

w̃

)}
, i = 1, . . . , q. (134)

We already showed the convex conjugate of f takes value 0 in its domain. Recalling

A =


L

ℓ⊤/2

ℓ⊤/2

 , b =


0

(1− τ)/2
(−1− τ)/2

 , V =
[
Ṽ v̂ v̄

]
,
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we can rewrite problem (132) as:

sup
w∈Rm+1,w̃∈R

(
d⊤
[
Ṽ v̂ v̄

]
+
[
0 (1− τ)/2 (−1− τ)/2

])(w
w̃

)
+ d⊤u

s. t. w̃ = 1

||w||2 ≤ 1.

By using w̃ = 1, we can eliminate w̃ from the problem. Moreover, w only appears in a linear

term, so we can change ||w||2 ≤ 1 constraint to be ||w||2 = 1 instead, i.e., w is a unit vector. So

the problem becomes finding the value of:

sup
w:||w||2=1


[

Ṽ ⊤d

v̂⊤d+ (1− τ)/2

]⊤
w

+ d⊤u+ d⊤v̄ − (1 + τ)/2.

Hence we need to maximize a linear function over the unit ball, which can be solved analytically.

This yields the objective value:∥∥∥∥∥
(

V̄ ⊤d

d⊤v̂ + (1− τ)/2

)∥∥∥∥∥
2

+ d⊤u+ d⊤v̄ − (1 + τ)/2, (135)

and the maximizer is:

W 1 =

h
((

V̄ ⊤d

d⊤v̂ + (1− τ)/2

))
1

 ,
where h(a) = a/||a|| normalizes its input. Notice that the last element 1 comes since w̃ = 1 is

in the domain of convex conjugate. The worst-case of constraints (133) and (134) are obtained

via similar calculations.

5.G Data of Problems in Numerical Experiments

Here we explain the construction of the test data. The exact problem data, solutions, and the

codes are available for download on GitHub at https://github.com/selvi-aras/convex-max.
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5.G.1 Experiments of Section 5.4.1

Problem 1 The problem data is:

A =



1 1 1 1 1

1 0 0 0 1

1 0 1 0 0

0 0 1 1 1

0 1 0 0 0


, b =



−1
0

1

1

1


, a =



0

2

1

1

0


, ρ = 3.

For the next problems we generate larger problems by uniform random sampling (denoted simply

as ∼). Remember that A ∈ Rm×n, b ∈ Rm, a ∈ Rn. We let Aij denote the elements of A.

Problem 2: m = 15, n = 20, Aij ∼ {0, 1}, bi ∼ [−5, 5], aj ∼ [0, 3], ρ = 8

Problem 3: m = 120, n = 100, Aij ∼ {0, 1}, bi ∼ [−5, 5], aj ∼ [0, 4], ρ = 14

Problem 4: m = 40, n = 20, Aij ∼ {−4,−3, . . . , 3, 4}, bi ∼ [−5, 5], aj ∼ [0, 4], ρ = 10

Problem 5: m = 100, n = 50, Aij ∼ [−5, 5], bi ∼ [−2, 2], aj ∼ [−4, 4], ρ = 12

Problem 6: m = 100, n = 100, Aij ∼ [−4, 4], bi ∼ [−3, 3], aj ∼ [−4, 4], ρ = 15

Problem 7: m = 30, n = 200, Aij ∼ [−4, 2], bi ∼ [−1, 1], aj ∼ [−3, 3], ρ = 16

Problem 8: m = 80, n = 400, Aij ∼ [−2, 1], bi ∼ [−1
2 ,

1
2 ], aj ∼ [−1, 1], ρ = 12

Problem 9: m = 20, n = 50, Aij ∼ [0, 8], bi ∼ [−1, 1], aj ∼ [0, 4], ρ = 14

Problem 10: m = 100, n = 10, 000, Aij ∼ [−1
2 ,

1
2 ], bi ∼ [−1

4 ,
1
4 ], aj ∼ [−1

2 ,
1
2 ], ρ = 15

Problem 11: m = 1, 000, n = 1, 000, Aij ∼ [−1
2 ,

1
2 ], bi ∼ [−1

4 ,
1
4 ], aj ∼ [−1

2 ,
1
2 ], ρ = 18

Problem 12: m = 700, n = 2, 000, Aij ∼ [−1
2 ,

1
2 ], bi ∼ [−1

4 ,
1
4 ], aj ∼ [−1

2 ,
1
2 ], ρ = 24.

5.G.2 Experiments of Section 5.4.2

Problem 1: A =



−1 −1 1 −1 1

1 −1 0 0 0

0 −1 0 0 −1
0 0 −1 −1 −1
0 0 0 0 −1


, b = 05×1, a = 05×1, ρ = 3

Problem 2: m = 5, n = 20, Aij ∼ [−1, 1], bi ∼ [−2, 2], aj ∼ [0, 1], ρ = 5

Problem 3: m = 20, n = 50, Aij ∼ [−10, 10], bi ∼ [−3, 3], aj ∼ [−2, 2], ρ = 6

Problem 4: m = 20, n = 180, Aij∼[−1, 0.5], bi = 0, aj ∼ [0, 1], ρ = 1

Problem 5: m = 300, n = 30, Aij∼[−1, 1], bi = 0, aj ∼ [0, 1], ρ = 2
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5.G.3 Experiments of Section 5.4.3

Problem 1 (Enkhbat et al. 2006) In this example, we solve:

max
x∈R20

+

1
2

∑20
i=1(xi − 2)2

s. t. Dx ≤ d,

where

D⊤ =



−3 7 0 −5 1 1 0 2 −1 1

7 0 −5 1 1 0 2 −1 −1 1

0 −5 1 1 0 2 −1 −1 −9 1

−5 1 1 0 2 −1 −1 −9 3 1

1 1 0 2 −1 −1 −9 3 5 1

1 0 2 −1 −1 −9 3 5 0 1

0 2 −1 −1 −9 3 5 0 0 1

2 −1 −1 −9 3 5 0 0 1 1

−1 −1 −9 3 5 0 0 1 7 1

−1 −9 3 5 0 0 1 7 −7 1

−9 3 5 0 0 1 7 −7 −4 1

3 5 0 0 1 7 −7 −4 −6 1

5 0 0 1 7 −7 −4 −6 −3 1

0 0 1 7 −7 −4 −6 −3 7 1

0 1 7 −7 −4 −6 −3 7 0 1

1 7 −7 −4 −6 −3 7 0 −5 1

7 −7 −4 −6 −3 7 0 −5 1 1

−7 −4 −6 −3 7 0 −5 1 1 1

−4 −6 −3 7 0 −5 1 1 0 1

−6 −3 7 0 −5 1 1 0 2 1



, d =



−5
2

−1
−3
5

4

−1
0

9

40.



(136)

Problem 2 Same as problem 1, but the objective function is 1
2

∑20
i=1(xi + 5)2.
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Problems 3-7 use the following problem:

max
x∈Rn

+

x⊤L⊤Lx

s. t. Dx ≤ d
x ≤ xu,

where L ∈ Rm×n is a matrix generated randomly where all the entries are sampled uniformly

from 0 − 1. Moreover, let D be a similar matrix with all 0 − 1 random coefficients (except the

last problem uses 0− 2 random coefficients) and d to have integer entries uniformly distributed

in range [dl, du]. Denote q to be the number of total constraints.

Problem 3 xu = 5, dl = 20, du = 60, n = 10, q = 15

Problem 4 xu = 3, dl = 30, du = 60, n = 50, q = 62

Problem 5 xu = 2, dl = 80, du = 120, n = 100, q = 130

Problem 6 xu = 2, dl = 160, du = 240, n = 200, q = 240

Problem 7 xu = 1, dl = 150, du = 300, n = 240, q = 280.

5.G.4 Experiments of Section 5.4.4

Problem 1 considers the following problem:

max
x∈Rn

+

log
(∑m

i=1 exp(A(i)x)
)

s. t. − i
n
≤ xi ≤

n

i
, i = 1, . . . , n,

where Aij ∼ [−3, 3]. In the numerical experiments n will vary.

Problems 2-4 consider the following problem:

max
x∈Rn

+

log
(∑m

i=1 exp(A(i)x+ bi)
)

s. t. Dx ≤ d.

Problem 2 n = q = m = 20, Aij ∼ [−3, 3], bi ∼ [−2, 2], Di,j ∼ [0, 1], di ∼ [10, 30]

Problem 3 n = q = m = 50, Aij ∼ [−3, 3], bi ∼ [−1, 1], Di,j ∼ [0, 1], di ∼ [20, 60]

Problem 4 n = q = m = 100, Aij ∼ [−3, 3], bi ∼ [−1, 1], Di,j ∼ [0, 1], di ∼ [25, 75]
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Problems 5-6 consider:

max
x∈Rn

+

log
(∑m

i=1 exp(A(i)x+ bi)
)

s. t. xi ≤ c, i = 1, . . . , n

xi + xj ≤ uij , i, j = 1, . . . , n, i ̸= j,

Problem 5 n = m = 10, Aij ∼ [−3, 3], bi ∼ [−1, 1], uij ∼ [5, 15], c = 8

Problem 6 n = m = 30, Aij ∼ [−3, 3], bi ∼ [−1, 1], uij ∼ [4, 12], c = 6.

5.G.5 Experiments of Section 5.4.5

For the easiness of bookkeeping, we generate problem with every max-term having the same

number of elements, i.e., |Ik| = |Ik′ | ∀k, k′ ∈ {1, . . . ,K}.

Problems 1-6 are defined by:

max
x∈Rn

+

∑K
k=1max

j∈Ik
{A(j)x}

s. t. − i
n
≤ xi ≤

n

i
, i = 1, . . . , n,

where:

Problem 1 n = 5, Aij ∼ [−5, 5], |Ik| = 5, K = 1

Problem 2 n = 5, Aij ∼ [−5, 5], |Ik| = 5, K = 10

Problem 3 n = 20, Aij ∼ [−5, 5], |Ik| = 10, K = 10

Problem 4 n = 30, Aij ∼ [−5, 5], |Ik| = 20, K = 20

Problem 5 n = 100, Aij ∼ [−5, 5], |Ik| = 40, K = 30

Problem 6 n = 200, Aij ∼ [−4, 4], |Ik| = 50, K = 50.

Problems 7-10 are defined by:

max
x∈Rn

+

∑K
k=1max

j∈Ik
{A(j)x+ bj}

s. t. Dx ≤ d,

Problem 7 n = 10, Aij ∼ [−5, 5], bj ∼ [−10, 10], Dij ∼ [0, 1], di ∼ [5, 15], |Ik| = 5, K = 2

Problem 8 n = 10, Aij ∼ [−5, 5], bj ∼ [−10, 10], Dij ∼ [0, 1], di ∼ [5, 15], |Ik| = 50, K = 50

Problem 9 n = 30, Aij ∼ [−5, 5], bj ∼ [−10, 10], Dij ∼ [0, 1], di ∼ [5, 15], |Ik| = 50, K = 50
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Problem 10 n = 50, Aij ∼ [−5, 5], bj ∼ [−10, 10], Dij ∼ [0, 1], di ∼ [5, 15], |Ik| = 60,K = 60 .

Problems 10-13 consider the same problem as above, but D and d are as given in (136) with

n = 20. The objective function varies as:

Problem 11 Aij ∼ [−5, 10], bj ∼ [−10, 10], |Ik| = 10, K = 10

Problem 12 Aij ∼ [−5, 10], bj ∼ [−10, 10], |Ik| = 50, K = 10

Problem 13 Aij ∼ [−5, 10], bj ∼ [−10, 10], |Ik| = 100, K = 50 .
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6 A Reformulation-Linearization Technique for Optimization over

Simplices

Abstract

We study non-convex optimization problems over simplices. We show that for a large class of

objective functions, the convex approximation obtained from the Reformulation-Linearization

Technique (RLT) admits optimal solutions that exhibit a sparsity pattern. This characteristic of

the optimal solutions allows us to conclude that (i) a linear matrix inequality constraint, which

is often added to tighten the relaxation, is vacuously satisfied and can thus be omitted, and (ii)

the number of decision variables in the RLT relaxation can be reduced from O(n2) to O(n).
Taken together, both observations allow us to reduce computation times by up to several orders

of magnitude. Our results can be specialized to indefinite quadratic optimization problems over

simplices and extended to non-convex optimization problems over the Cartesian product of two

simplices as well as specific classes of polyhedral and non-convex feasible regions. Our numerical

experiments illustrate the promising performance of the proposed framework.

6.1 Introduction

In this work, we study non-convex optimization problems of the form

sup
x

f(x) + g(x)

s. t. Ax ≤ b

x ∈ Rn,

(137)

where f : Rn 7→ R is a generic function, g : Rn 7→ R is concave, A ∈ Rm×n and b ∈ Rm. Since f is

not necessarily concave, problem (137) is a hard optimization problem even if P = NP (Nesterov

2004, Theorem 1). In the special case where f is convex, problem (137) recovers the class of

DC (difference-of-convex-functions) optimization problems over a polyhedron Horst and Thoai

(1999). Significant efforts have been devoted to solving problem (137) exactly (most commonly

via branch-and-bound techniques) or approximately (often via convex approximations). For

both tasks, the Reformulation-Linearization Technique (RLT) can be used to obtain tight yet

readily solvable convex relaxations of (137).

Originally, RLT has been introduced to equivalently reformulate binary quadratic optimiza-

tion problems as mixed-binary linear optimization problems Adams and Sherali (1986). To this
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end, each linear constraint in the original problem is multiplied with each binary decision vari-

able to generate implied quadratic inequalities. These inequalities are subsequently linearized

through the introduction of auxiliary decision variables whose values coincide with the gener-

ated quadratic terms. This idea is reminiscent of the McCormick envelopes McCormick (1976),

which relax bilinear expressions by introducing implied inequalities that are subsequently lin-

earized. RLT has been extended to (continuous) polynomial optimization problems Sherali and

Tuncbilek (1992), where implied inequalities are generated from multiplying and subsequently

linearizing existing bound constraints.

In this work, we consider a variant of RLT—the Reformulation-Convexification Technique

Sherali and Tuncbilek (1995)—which applies to linearly constrained optimization problems that

maximize a non-concave objective function. This RLT variant (which we henceforth simply

call ‘RLT’ for ease of exposition) replaces the non-concave function f in problem (137) with

an auxiliary function f ′ : Rn×n × Rn 7→ R that is concave over the lifted domain (X,x) ∈
Sn × Rn and that satisfies f ′(X,x) = f(x) whenever X = xx⊤. For the special case where

f(x) = x⊤Px for an indefinite symmetric matrix P ∈ Sn, for example, we can choose f ′(X,x) =

⟨P ,X⟩. RLT then augments problem (137) with the decision matrix X ∈ Sn and the constraints

a⊤
i Xaj − (biaj + bjai)

⊤x+ bibj ≥ 0 ∀i, j = 1, . . . ,m, (138)

where a⊤
i denotes the i-th row of the matrix A. The constraints (138) are justified by the

fact that the pairwise multiplications (a⊤
i x− bi)(a⊤

j x− bj) of the constraints in problem (137)

have to be non-negative, and those multiplications coincide with the constraints (138) whenever

X = xx⊤. To obtain a convex relaxation of problem (137), the non-convex constraint X = xx⊤

is either removed (which we henceforth refer to as ‘classical RLT’, see Sherali and Adams (2013))

or relaxed to the linear matrix inequality (LMI) constraint X ⪰ xx⊤ (henceforth referred to as

RLT/SDP, see Anstreicher (2009), Bao et al. (2011), Sherali and Fraticelli (2002)). Even though

the matrix X linearizes quadratic terms, we emphasize that the problems we are considering

are not restricted to quadratic programs since f may be a generic nonlinear function.

RLT and its extensions have been exceptionally successful in providing tight approxima-

tions to indefinite quadratic Sherali and Fraticelli (2002), polynomial Sherali and Tuncbilek

(1992) and generic non-convex optimization problems Zhen et al. (2021), Liberti and Pantelides

(2006), and RLT is routinely implemented in state-of-the-art optimization software, including

ANTIGONE Misener and Floudas (2014), CPLEX IBM ILOG CPLEX (2014), GLoMIQO Mis-

ener and Floudas (2013) and GUROBI Gurobi Optimization (2018).
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In this work, we assume that the constraints of problem (137) describe an n-dimensional

simplex. Under this assumption, we show that for a large class of functions f that admit a

monotone lifting (which includes, among others, various transformations of quadratic functions

as well as the negative entropy), the RLT relaxation of problem (137) admits an optimal solution

(X⋆,x⋆) that satisfies X⋆ = diag(x⋆). This has two important consequences. Firstly, we show

that when the feasible region of problem (137) is a simplex, X⋆ = Diag(x⋆) satisfies X⋆ ⪰
x⋆x⋆⊤, that is, the RLT and RLT/SDP relaxations are equivalent, and the computationally

expensive LMI constraint X ⪰ xx⊤ can be omitted in RLT/SDP. Secondly, we do not need

to introduce the decision matrix X ∈ Sn in the RLT relaxation, which amounts to a dramatic

reduction in the size of the resulting relaxation. We also discuss how our result can be extended

to instances of problem (137) over the Cartesian product of two simplices, a generic polyhedron,

or a non-convex feasible region as well as an indefinite quadratic objective function.

Indefinite quadratic optimization over simplices (also known as standard quadratic optimiza-

tion) has a long history, and it has found applications, among others, in mean/variance portfolio

selection and the determination of the maximal cliques on a node-weighted graph Bomze (1998).

More generally, non-convex polynomial optimization problems over simplices have been proposed

for the global optimization of neural networks Beliakov and Abraham (2002), portfolio optimiza-

tion using the expected shortfall risk measure Bertsimas et al. (2004) and the computation of the

Lebesgue constant for polynomial interpolation over a simplex Hesthaven (1998); see De Klerk

et al. (2008) for a general discussion. Simplicial decompositions of non-convex optimization

problems are also studied extensively in the global optimization literature Horst et al. (2000).

The remainder of this section proceeds as follows. We analyze the RLT relaxations of simplex

instances of problem (137) in Section 6.2 and report on numerical experiments in Section 6.3,

respectively. Appendix 6.A extends our findings to well-structured optimization problems over

the Cartesian product of two simplices, specific classes of polyhedral and non-convex feasible

regions, as well as indefinite quadratic objective functions. Appendix 6.B, finally, contains

additional numerical experiments.

Notation. We denote by Rn (Rn+) the (non-negative orthant of the) n-dimensional Euclidean

space and by Q the set of rational numbers. The cone of (positive semidefinite) symmetric

matrices in Rn×n is denoted by Sn (Sn+). Bold lower and upper case letters denote vectors and

matrices, respectively, while standard lower case letters are reserved for scalars. We denote the

i-th component of a vector x by xi, the (i, j)-th element of a matrix A by Aij and the i-th row

of a matrix A by a⊤
i . We write X ⪰ Y to indicate that X − Y is positive semidefinite. The
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trace operator is denoted by tr(·), and the trace inner product between two symmetric matrices

is given by ⟨·, ·⟩. Finally, Diag(x) is a diagonal matrix whose diagonal elements coincide with

the components of the vector x.

6.2 RLT and RLT/SDP over Simplices

This section studies instances of problem (137) where the constraints Ax ≤ b describe the

n-dimensional probability simplex:

sup
x

f(x) + g(x)

s. t.

n∑
i=1

xi = 1

x ∈ Rn+.

(139)

Assuming that the feasible region describes a probability simplex, as opposed to any other full-

dimensional simplex in Rn, does not restrict generality. Indeed, we can always redefine the

objective function as f(x) ← f(Tx) and g(x) ← g(Tx) for the invertible matrix T ∈ Rn×n

that has as columns the extreme points of the simplex to be considered. The pairwise products

between the constraints xi ≥ 0, i = 1, . . . , n, and
∑n

i=1 xi = 1 result in the RLT constraints

X ≥ 0,
n∑
j=1

Xij =
n∑
j=1

Xji = xi ∀i = 1, . . . , n;

here we omit the constraint
∑n

i=1

∑n
j=1Xij = 1 as it is implied by the above constraints and

the fact that
∑n

i=1 xi = 1. Thus, the RLT relaxation of problem (139) can be written as

sup
X,x

f ′(X,x) + g(x)

s. t.
n∑
j=1

Xij =
n∑
j=1

Xji = xi ∀i = 1, . . . , n

n∑
i=1

xi = 1

X ≥ 0, X ∈ Sn, x ∈ Rn+,

(140)

where the auxiliary function f ′ has to be suitably chosen, while the RLT/SDP relaxation contains

the additional LMI constraint X ⪰ xx⊤.

We now define a condition which ensures that the RLT relaxation (140) of problem (139)
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admits an optimal solution (X⋆,x⋆) with X⋆ = diag (x⋆).

Definition 7. We say that f : Rn+ 7→ R has a monotone lifting if there is a concave function f ′ :

Sn × Rn+ 7→ R such that f ′(X,x) = f(x) whenever X = xx⊤, as well as f ′(X ′,x) ≥ f ′(X,x)

for all (X,x) ∈ Sn × Rn+ and all X ′ ∈ Sn satisfying X ′ ⪰X.

The requirement in Definition 7 that f ′(X,x) = f(x) whenever X = xx⊤ is needed for the

correctness of the RLT relaxation. The concavity of f ′ is required for the RLT relaxation to

be a convex optimization problem. The assumption that f ′(X ′,x) ≥ f ′(X,x) for all (X,x) ∈
Sn × Rn+ and all X ′ ∈ Sn satisfying X ′ ⪰ X, finally, will allow us to deduce an optimal

solution for X based on the value of x. Indeed, we will see below in Theorem 22 that the RLT

relaxation (140) of an instance of problem (139) admits optimal solutions (X⋆,x⋆) satisfying

X⋆ = Diag(x⋆) whenever the auxiliary function f ′ in (140) is a monotone lifting of the function

f in (139). Intuitively speaking, Definition 7 enables us to weakly improve any solution (X,x)

satisfying X ̸= diag(x) by iteratively moving off-diagonal elements of X to the diagonal. Before

presenting the formal result, we provide some examples of functions f that admit monotone

liftings.

Proposition 20. The following function classes have monotone liftings:

1. Generalized linearithmic functions: f(x) =
∑L

ℓ=1(t
⊤
ℓ x + tℓ) · hℓ(t⊤ℓ x + tℓ) with (i)

tℓ ∈ Rn+, tℓ ∈ R+ and hℓ : R 7→ R concave and non-decreasing, or (ii) tℓ ∈ Rn, tℓ ∈ R and

hℓ : R 7→ R affine and non-decreasing.

2. Linear combinations: f(x) =
∑L

ℓ=1 tℓ · fℓ(x) with tℓ ∈ R+, where each fℓ : Rn 7→ R has

a monotone lifting.

3. Concave compositions: h(x) = g(f(x)) for f : Rn+ 7→ R with a monotone lifting as well

as a concave and non-decreasing g : R 7→ R.

4. Linear pre-compositions: h(x) = f(Tx) for f : Rp+ 7→ R with a monotone lifting as

well as T ∈ Rp×n.

5. Pointwise minima: h(x) = min{f1(x), . . . , fL(x)} where each fℓ : Rn+ 7→ R has a

monotone lifting.

Proof. In view of case (i) of the first statement, we choose

f ′(X,x) =

L∑
ℓ=1

(t⊤ℓ x+ tℓ) · hℓ
(
t⊤ℓ Xtℓ + 2tℓt

⊤
ℓ x+ t2ℓ

t⊤ℓ x+ tℓ

)
,
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which is concave in (X,x) since it constitutes the sum of perspectives of concave functions

(Boyd and Vandenberghe 2004, §3.2.2 and §3.2.6). Whenever X = xx⊤, we have

t⊤ℓ Xtℓ + 2tℓt
⊤
ℓ x+ t2ℓ = t⊤ℓ xx

⊤tℓ + 2tℓt
⊤
ℓ x+ t2ℓ = (t⊤ℓ x+ tℓ)

2,

and thus the standard limit convention for perspective functions implies that f ′(X,x) = f(x)

for all x ∈ Rn+. Moreover, for any x ∈ Rn+, we have

t⊤ℓ X
′tℓ ≥ t⊤ℓ Xtℓ ∀X,X ′ ∈ Sn : X ′ ⪰X,

where the inequality holds since X ′ −X ⪰ 0. We conclude that

hℓ

(
t⊤ℓ X

′tℓ + 2tℓt
⊤
ℓ x+ t2ℓ

t⊤ℓ x+ tℓ

)
≥ hℓ

(
t⊤ℓ Xtℓ + 2tℓt

⊤
ℓ x+ t2ℓ

t⊤ℓ x+ tℓ

)

as 2tℓt
⊤
ℓ x + t2ℓ ≥ 0 and t⊤ℓ x + tℓ ≥ 0 due to the non-negativity of tℓ, tℓ and x, which implies

that f ′(X ′,x) ≥ f ′(X,x) as desired.

One readily verifies that in the special case where each hℓ is affine, the concavity of f ′, the

agreement of f ′ with f when X = xx⊤ and the monotonicity of f ′ with respect to X ′ ⪰ X

continue to hold even when tℓ and/or tℓ fail to be non-negative. This establishes case (ii) of the

first statement.

As for the second statement, let f ′ℓ : Sn × Rn+ 7→ R be monotone liftings of fℓ, ℓ = 1, . . . , L.

We claim that f ′(X,x) =
∑L

ℓ=1 tℓ · f ′ℓ(X,x) is a monotone lifting of f . Indeed, one readily

verifies that f ′ inherits concavity in (X,x) and agreement with f when X = xx⊤ from its

constituent functions f ′ℓ. Moreover, since f ′ℓ(X
′,x) ≥ f ′ℓ(X,x) for all X,X ′ ∈ Sn with X ′ ⪰X,

ℓ = 1, . . . , L, we have f ′(X ′,x) ≥ f ′(X,x) as well.

In view of the third statement, let f ′ be a monotone lifting of f . We claim that in this

case, h′(X,x) = g(f ′(X,x)) is a monotone lifting of h. Indeed, h′ is a non-decreasing concave

transformation of a concave function and is thus concave (Boyd and Vandenberghe 2004, §3.2.5).

Moreover, since f ′(X,x) = f(x) for X = xx⊤, we have

h′(X,x) = g(f ′(X,x)) = g(f(x)) = h(x)

whenever X = xx⊤. Finally, the monotonicity of g implies that

h′(X ′,x) = g(f ′(X ′,x)) ≥ g(f ′(X,x)) = h′(X,x)
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for all X,X ′ ∈ Sn with X ′ ⪰X.

For the fourth statement, we set h′(X,x) = f ′(TXT⊤,Tx), where f ′ is a monotone lifting

of f . The function h′ is concave since it constitutes a composition of a concave function with a

linear function (Boyd and Vandenberghe 2004, §3.2.2). Moreover, for any x ∈ Rn+ and X = xx⊤,

we have

h′(X,x) = f ′(TXT⊤,Tx) = f(Tx),

where the second identity holds since TXT⊤ = (Tx)(Tx)⊤ whenever X = xx⊤ as well as

f ′(X,x) = f(x) for X = xx⊤. To see that h′(X ′,x) ≥ h′(X,x) for all x ∈ Rn+ and all

X,X ′ ∈ Sn satisfying X ′ ⪰X, we note that

h′(X ′,x) = f ′(TX ′T⊤,Tx) ≥ f ′(TXT⊤,Tx) = h′(X,x),

where the inequality follows from the fact that

X ′ ⪰X =⇒ T (X ′ −X)T⊤ ⪰ 0 =⇒ TX ′T⊤ ⪰ TXT⊤

and the assumption that f ′ is a monotone lifting.

For the last statement, we set h′(X,x) = min{f ′1(X,x), . . . , f ′L(X,x)}, where f ′ℓ : Sn ×
Rn+ 7→ R is a monotone lifting of fℓ for all ℓ = 1, . . . , L. The function h′ is concave as it is

a minimum of concave functions (Boyd and Vandenberghe 2004, §3.2.3). Moreover, for any

x ∈ Rn+ and X = xx⊤, we have

h′(X,x) = min{f ′1(X,x), . . . , f ′L(X,x)} = min{f1(x), . . . , fL(x)} = f(x),

since each f ′ℓ is a monotone lifting of fℓ. Similarly, for any x ∈ Rn+ and any X,X ′ ∈ Sn satisfying

X ′ ⪰X, we have

h′(X ′,x) = min{f ′1(X ′,x), . . . , f ′L(X
′,x)}

≥ min{f ′1(X,x), . . . , f ′L(X,x)} = h′(X,x),

where the inequality again follows from the fact that each f ′ℓ is a monotone lifting of fℓ. This

concludes the proof.

Through an iterative application of its rules, Proposition 20 allows us to construct a rich

family of functions that admit monotone liftings. We next list several examples that are of
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particular interest.

Corollary 15. The functions listed below have monotone liftings.

1. Convex quadratic functions: f(x) = x⊤Qx+ q⊤x+ q with Q ∈ Sn+.

2. Conic quadratic functions: f(x) = ∥Fx∥2 + f⊤x+ f , where F ∈ Rk×n, f ∈ Rn and

f ∈ R.

3. Negative entropy: f(x) =
∑n

i=1 ci · xi lnxi with ci ∈ R+.

4. Power functions: f(x) = xa with a ∈ [1, 2] and a ∈ Q.

Proof. In view of the first statement, let Q = L⊤L for L ∈ Rn×n, where L can be computed

from a Cholesky decomposition. Identifying t⊤ℓ with the ℓ-th row of L and setting tℓ = 0,

ℓ = 1, . . . , n, we then obtain

f(x) = (Lx)⊤(Lx) + q⊤x+ q

=

n∑
ℓ=1

(t⊤ℓ x)
2 + q⊤x+ q

=

n∑
ℓ=1

(t⊤ℓ x+ tℓ) · hℓ(t⊤ℓ x+ tℓ) + q⊤x+ q,

where hℓ : R 7→ R is the identity function, ℓ = 1, . . . , n. The first expression on the right-hand

side satisfies the conditions of the first statement of Proposition 20 and thus admits a monotone

lifting. The remaining term g(x) = q⊤x+ q admits the trivial lifting g′(X,x) = q⊤x+ q, and

the second statement of Proposition 20 thus implies that the function f has a monotone lifting

as well.

As for the second statement, we note that

f(x) =
√
x⊤F⊤Fx + f⊤x+ f.

Since F⊤F ⪰ 0 by construction, the term x⊤F⊤Fx has a monotone lifting due to the first

statement of this corollary. Moreover, since x 7→
√
x is non-decreasing and concave, the third

statement of Proposition 20 implies that the expression
√
x⊤F⊤Fx admits a monotone lifting.

The remaining term g(x) = f⊤x + f again admits the trivial lifting g′(X,x) = f⊤x + f , and

the second statement of Proposition 20 thus implies that the function f has a monotone lifting

as well.
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In view of the third statement, we first note that each term xi lnxi has a monotone lifting if

we choose ti = ei, where ei denotes the i-th canonical basis vector in Rn, and ti = 0 in the first

statement of Proposition 20. Since f constitutes a weighted sum of these terms, the existence

of its monotone lifting then follows from the second statement of Proposition 20.

As for the last statement, we note that f(x) = x ·h(x) with h(x) = xa−1. Since h is concave

and non-decreasing, the first statement of Proposition 20 implies that f has a monotone lifting.

Any indefinite quadratic function can be represented as the sum of a convex quadratic and a

concave quadratic function Fampa et al. (2017), Park (2016). Thus, if problem (139) optimizes

an indefinite quadratic function over a simplex (i.e., if it is a standard quadratic optimization

problem), then we can redefine its objective function as a sum of a convex quadratic and a

concave quadratic function and subsequently apply the first statement in Proposition 20 to the

convex part of the objective function.

We are now ready to prove the main result of this section.

Theorem 22. If the function f in problem (139) has a monotone lifting f ′, then the corre-

sponding RLT relaxation (140) has an optimal solution (X⋆,x⋆) satisfying X⋆ = Diag(x⋆).

Proof. The RLT relaxation (140) maximizes the concave and, a fortiori, continuous function

f ′(X,x) + g(x) over a compact feasible region. The Weierstrass theorem thus guarantees that

the optimal value of problem (140) is attained.

Let (X⋆,x⋆) be an optimal solution to the RLT relaxation (140). If X⋆ = Diag(x⋆), then

there is nothing to prove. If X⋆ ̸= Diag(x⋆), on the other hand, then there is i, j ∈ {1, . . . , n},
i ̸= j, such that X⋆

ij = X⋆
ji > 0. Define X ′ ∈ Sn as X ′ = X⋆ + T , where Tij = Tji = −X⋆

ij ,

Tii = Tjj = X⋆
ij and Tkl = 0 for all other components k, l. Note that T ⪰ 0 since z⊤Tz =

X⋆
ij(zi − zj)

2 ≥ 0 for all z ∈ Rn. We thus have X ′ = X⋆ + T ⪰ X⋆, which implies that

f ′(X ′,x⋆) ≥ f ′(X⋆,x⋆) since f ′ is a monotone lifting of f . In addition, the row and column

sums of X⋆ and X ′ coincide by construction, and thus (X ′,x⋆) is also feasible in the RLT

relaxation (140).

By construction, the matrix X ′ contains two non-zero off-diagonal elements less than the

matrix X⋆. An iterative application of the argument from the previous paragraph eventually

results in an optimal diagonal matrix X ′, which by the constraints of the RLT relaxation (140)

must coincide with Diag(x⋆). This proves the statement of the theorem.
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Theorem 22 allows us to replace the n×n decision matrix X in the RLT relaxation (140) of

problem (139) with Diag(x) and thus significantly reduce the size of the optimization problem.

Our numerical results (cf. Section 6.3) indicate that this can in turn result in dramatic savings

in solution time. Another important consequence of Theorem 22 is given next.

Corollary 16. If the function f in problem (139) has a monotone lifting f ′, then the opti-

mal value of the corresponding RLT relaxation (140) coincides with the optimal value of the

corresponding RLT/SDP relaxation.

Proof. Recall that the RLT/SDP relaxation of problem (139) is equivalent to the RLT relax-

ation (140), except for the additional constraint that X ⪰ xx⊤. According to Theorem 22, it

thus suffices to show that Diag(x⋆) ⪰ x⋆x⋆⊤ for the optimal solution (X⋆,x⋆) considered in the

theorem’s statement.

Note that the constraints of the RLT relaxation (140) imply that x⋆ ≥ 0 and
∑n

i=1 x
⋆
i = 1.

For any vector y ∈ Rn, we can thus construct a random variable Ỹ that attains the value yi
with probability x⋆i , i = 1, . . . , n. We then have

y⊤Diag(x⋆)y = E
[
Ỹ 2
]
≥ E

[
Ỹ
]2

= y⊤[x⋆x⋆⊤]y,
since Var

[
Ỹ
]
= E

[
Ỹ 2
]
−E

[
Ỹ
]2 ≥ 0. We thus conclude that Diag(x⋆)−x⋆x⋆⊤ ⪰ 0, that is, the

optimal solution (X⋆,x⋆) considered by Theorem 22 vacuously satisfies the LMI constraint of

the RLT/SDP relaxation.

Corollary 16 shows that whenever f has a monotone lifting, the RLT/SDP reformulation

offers no advantage over the RLT relaxation (140) of problem (139).

6.3 Numerical Experiments

We compare our RLT formulation against standard RLT and RLT/SDP implementations on

non-convex optimization problems over simplices. All experiments are run on an 8-th Genera-

tion Intel(R) Core(TM) i7-8750H processor using MATLAB 2018b MATLAB (2018), YALMIP

R20200930 Löfberg (2004) and MOSEK 9.2.28 MOSEK ApS (2019).

We consider instances of problem (139) whose objective functions satisfy

f(x) =

∥∥∥∥DQ(x− 1

n
· 1)
∥∥∥∥2 and g(x) =

1

n

n∑
i=1

ln(xi),
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(a) Plot of f(x) over the simplex (b) Plot of f(x) + g(x) over the simplex

Figure 19: Example non-convex optimization instance for n = 3. The convex quadratic function f is
minimized at the center of the simplex and maximized at a vertex. The addition of the concave barrier
function g ensures that the overall maximum is attained in the interior of the simplex.
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Figure 20: Median solution times (in log10 secs, left, and secs, right) of our RLT formulation (‘Proposed
RLT’) and the standard RLT and RLT/SDP formulations over 25 non-convex simplicial optimization
instances.

where D ∈ Sn is a diagonal scaling matrix whose diagonal elements are chosen uniformly at

random from the interval [0, 10], Q ∈ Rn×n is a uniformly sampled rotation matrix Mezzadri

(2006), and 1 ∈ Rn is the vector of all ones (cf. Figure 19).

It follows from our discussion in Section 6.2 that the optimal values of the RLT and RLT/SDP

relaxations coincide for the test instances considered in this section, and there are always optimal

solutions (X⋆,x⋆) satisfying X⋆ = Diag(x⋆). Figure 20 compares the runtimes of our RLT

formulation, which replaces the matrix X with Diag(x), with those of the standard RLT and

RLT/SDP formulations. As expected, our RLT formulation substantially outperforms both

alternatives.
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6.A Theoretical Extensions

We extend our findings to instances of problem (137) whose feasible regions constitute the

Cartesian product of two simplices (Appendix 6.A.1) and specific classes of bounded polyhedra

(Appendix 6.A.2) and non-convex sets (Appendix 6.A.3), as well as to quadratic optimization

problems whose objective functions do not directly admit monotone liftings (Appendix 6.A.4).

6.A.1 Cartesian Product of Two Simplices

Consider the following extension of problem (139),

sup
x,y

f(x,y) + g(x,y)

s. t.

n1∑
i=1

xi = 1,

n2∑
j=1

yj = 1

x ∈ Rn1
+ ,y ∈ Rn2

+ ,

(141)

which optimizes the sum of a generic function f and a (jointly) concave function g over the

Cartesian product of two simplices. The standard RLT reformulation for this problem introduces

the (n1+n2)2 auxiliary decision variables

(
X Z

Z⊤ Y

)
∈ Sn1+n2 as well as the following additional

constraints:

n1∑
j=1

Xij =

n1∑
j=1

Xji = xi ∀i = 1, . . . , n1

n2∑
j=1

Yij =

n2∑
j=1

Yji = yi ∀i = 1, . . . , n2

n2∑
j=1

Zij = xi,

n1∑
j=1

Zjk = yk ∀i = 1, . . . , n1, ∀k = 1, . . . , n2

Xij , Ykl, Zik ≥ 0 ∀i, j = 1, . . . , n1, ∀k, l = 1, . . . , n2.

(142)

Using similar arguments as in Section 6.2, we now show that a significant number of decision

variables can be removed from the RLT relaxation if function f in problem (141) has a monotone

lifting f ′.

Theorem 23. If the function f in problem (141) has a monotone lifting f ′, then the correspond-

ing RLT relaxation has an optimal solution (X⋆,Y ⋆,Z⋆,x⋆,y⋆) satisfying X⋆ = Diag(x⋆) and

Y ⋆ = Diag(y⋆).
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Proof. Fix any optimal solution (X⋆,Y ⋆,Z⋆,x⋆,y⋆) to problem (141). The statement follows

if we apply the arguments of the proof of Theorem 22 to the blocks X⋆ and Y ⋆ of the matrix(
X⋆ Z⋆

Z⋆⊤ Y ⋆

)
.

Note that in Theorem 23 we cannot apply the same arguments to the blocks Z⋆ and Z⋆⊤

since they do not lie on the diagonal of the main matrix. We can furthermore show that, as in the

case of a single simplex, the RLT and RLT/SDP relaxations are equally tight for problem (141).

Corollary 17. If the function f in problem (141) has a monotone lifting f ′, then the optimal

value of the corresponding RLT relaxation coincides with the optimal value of the corresponding

RLT/SDP relaxation.

Proof. Given an optimal solution (X⋆,Y ⋆,Z⋆,x⋆,y⋆) to problem (141) that satisfies X⋆ =

Diag(x⋆) and Y ⋆ = Diag(y⋆), as justified by Theorem 23, the statement of the corollary follows

if we show that (
Diag(x⋆) Z⋆

Z⋆⊤ Diag(y⋆)

)
⪰

(
x⋆

y⋆

)(
x⋆

y⋆

)⊤

.

For any a ∈ Rn1 and b ∈ Rn2 , we have that

(
a

b

)⊤(
Diag(x⋆)− x⋆x⋆⊤ Z⋆ − x⋆y⋆⊤

Z⋆⊤ − y⋆x⋆⊤ Diag(y⋆)− y⋆y⋆⊤

)(
a

b

)

= a⊤
(
Diag(x⋆)− x⋆x⋆⊤

)
a + b⊤

(
Diag(y⋆)− y⋆y⋆⊤

)
b

+ 2a⊤
(
Z⋆ − x⋆y⋆⊤

)
b ≥ 0. (143)

The last inequality follows from similar arguments as in the proof of Corollary 16, which show

that

a⊤
(
Diag(x⋆)− x⋆x⋆⊤

)
a = Var

[
Ã
]
, b⊤

(
Diag(y⋆)− y⋆y⋆⊤

)
b = Var

[
B̃
]

for the random variables Ã and B̃ that attain the values ai and bj with probabilities x⋆i and y⋆j ,

i = 1, . . . , n1 and j = 1, . . . , n2, respectively. Likewise, we observe that

a⊤
(
Z⋆ − x⋆y⋆⊤

)
b = E

[
ÃB̃
]
− E

[
Ã
]
E
[
B̃
]
,
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where we assume that the random variable ÃB̃ attains the values aibj with probability Z⋆ij ,

i = 1, . . . , n1 and j = 1, . . . , n2. Note that this joint probability distribution is consistent

with our marginal distributions specified above since the RLT constraints (142) guarantee that

Z⋆ij ≥ 0,
∑n2

k=1 Z
⋆
ik = x⋆i and

∑n1
k=1 Z

⋆
kj = y⋆j . The previous arguments imply that the sum on

the left-hand side of the inequality in (143) evaluates to

Var
[
Ã
]
+ Var

[
B̃
]
+ 2Cov

[
Ã, B̃

]
= Var

[
Ã+ B̃

]
≥ 0,

which concludes the proof.

We emphasize that one can readily construct counterexamples which show that our results

in this section do not extend to three or more simplices.

6.A.2 Linear Constraints

Consider a generic instance of problem (137) whose feasible region is bounded, and let the

columns of the matrix V ∈ Rn×p denote the p extreme points of the feasible region. Prob-

lem (137) is equivalent to
sup
x′

f(V x′) + g(V x′)

s. t.

p∑
i=1

x′i = 1

x′ ∈ Rp+,

(144)

which is an instance of problem (139) studied in Section 6.2. The fourth statement of Proposi-

tion 20 implies that the objective component f in problem (144) has a monotone lifting whenever

the component f in the original problem (137) has one. Note that the number p of decision

variables in problem (144) is typically exponential in the number m of constraints in the origi-

nal problem (137). Notable exceptions exist, however, such as bijective transformations of the

1-norm ball, {Tx : x ∈ Rn, ∥x∥1 ≤ 1} with T ∈ Rn×n invertible, which have p = 2n extreme

points, as well as the unit simplex, {x ∈ Rn+ :
∑

i xi ≤ 1}, which has p = n+ 1 extreme points.

The RLT relaxation of the original problem (137) is typically strictly weaker than the corre-

sponding RLT/SDP relaxation. Corollary 16 shows, however, that both relaxations are equally

tight in the lifted problem (144), and Theorem 22 allows us to replace the decision matrix

X ′ ∈ Sp in the lifted problem with Diag(x′). We next compare the tightness of the RLT/SDP

relaxation of the original problem (137) with the RLT relaxation of the lifted problem (144).
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Theorem 24. The RLT relaxation of the lifted problem (144) is at least as tight as the RLT/SDP

relaxation of the original problem (137).

Proof. The statement of the theorem follows if for any feasible solution (X ′,x′) of the RLT

relaxation of the lifted problem (144) we can construct a feasible solution (X,x) of the RLT/SDP

relaxation of the original problem (137) that attains a weakly larger objective value. To this

end, fix any feasible solution (X ′,x′) of the RLT relaxation of problem (144) and set (X,x) =

(V Diag(x′)V ⊤,V x′). Intuitively speaking, this choice of (X,x) interprets x′ as the convex

weights of the vertices V = [V1 . . .Vp] of the feasible region of problem (137) and therefore

sets x = V x′. Moreover, note that diag(x′) is an ‘optimal’ representation of x′x′⊤ in the RLT

relaxation of problem (144). Since x′x′⊤ corresponds to V x′x′⊤V ⊤ in problem (137), we thus

set X = V diag(x′)V ⊤.

We first note that the objective value of (X,x) in the relaxation of (137) is at least as large

as the objective value of (X ′,x′) in the relaxation of (144):

f ′(X,x) + g(x) = f ′(V Diag(x′)V ⊤,V x′) + g(V x′)

≥ f ′(V X ′ V ⊤,V x′) + g(V x′).

Here, the left-hand side represents the objective value of (X,x) in the RLT/SDP relaxation

of problem (137) and the right-hand side represents the objective value of (X ′,x′) in the RLT

relaxation of problem (144) if we adopt the monotone lifting proposed in the proof of statement

4 of Proposition 20. The inequality holds since Diag(x′) ⪰X ′, which can be shown using similar

arguments as in the proof of Theorem 22.

To see that (X,x) is feasible for the RLT/SDP relaxation of problem (137), we first note

that

Ax = AV x′ ≤ b,

since V x′ is a convex combination of the vertices of the polyhedron {x ∈ Rn : Ax ≤ b}.
Moreover, we have

X = V Diag(x′)V ⊤ ⪰ V x′x′⊤ V ⊤ = xx⊤,

where the inequality holds since Diag(x′) ⪰ x′x′⊤ due to similar arguments as in the proof of

Corollary 16. In the remainder of the proof, we show that the RLT constraints (138) hold as
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well. To this end, we note that

a⊤
i Xaj − (biaj + bjai)

⊤x+ bibj

= a⊤
i V Diag(x′)V ⊤aj − (biaj + bjai)

⊤V x′ + bibj

= a⊤
i

(
p∑
ℓ=1

x′ℓVℓV
⊤
ℓ

)
aj − (biaj + bjai)

⊤

(
p∑
ℓ=1

x′ℓVℓ

)
+ bibj , (145)

where Vℓ denotes the ℓ-th column of V . To see that (145) is indeed non-negative, we distinguish

between four cases based on the values of bi and bj .

Case 1: bi, bj = 0. In this case, the expression (145) simplifies to
∑p

ℓ=1 x
′
ℓ ·(a⊤

i Vℓ) (a
⊤
j Vℓ), which

constitutes a sum of non-negative terms since x′ ≥ 0 as well as a⊤
i Vℓ ≤ bi = 0 and a⊤

j Vℓ ≤ bj =
0.

Case 2: bi ̸= 0, bj = 0 or bi = 0, bj ̸= 0. We assume that bi ̸= 0, bj = 0; the other case follows by

symmetry. Assume further that bi > 0; the case where bi < 0 can be shown similarly. Dividing

the expression (145) by bi and removing the terms that contain bj yields

p∑
ℓ=1

x′ℓ ·
(
a⊤
i Vℓ
bi
− 1

)
· V ⊤

ℓ aj ,

and this expression constitutes a sum of non-negative terms since x′ℓ ≥ 0 multiplies the product

of two non-positive terms: We have a⊤
i Vℓ/bi ≤ 1 since a⊤

i Vℓ ≤ bi, and we have V ⊤
ℓ aj ≤ bj = 0.

Case 3: bi, bj > 0 or bi, bj < 0. We assume that bi, bj > 0; the other case follows similarly. Di-

viding the expression (145) by bibj > 0 yields

p∑
ℓ=1

x′ℓ (αℓβℓ − αℓ − βℓ) + 1 with αℓ =
a⊤
i Vℓ
bi

and βℓ =
a⊤
j Vℓ

bj
, (146)

where αℓ, βℓ ≤ 1 since a⊤
i Vℓ ≤ bi and a⊤

j Vℓ ≤ bj . Since

min {αβ − α− β : α, β ≤ 1, α, β ∈ R} = −1,

each multiplier of x′ℓ in (146) is bounded from below by −1, which implies that the sum involving

x′ℓ is bounded from below by −1, and thus the overall expression (146) is non-negative as desired.

Case 4: bi > 0, bj < 0 or bi < 0, bj > 0. We assume that bi > 0, bj < 0; the other case follows by

symmetry. Dividing (145) by bibj < 0 yields (146), which now needs to be non-positive. Note

310



that αℓ ≤ 1 while βℓ ≥ 1, since bj < 0. The statement now follows from an argument analogous

to the previous case as

max {αβ − α− β : α ≤ 1, β ≥ 1 α, β ∈ R} = −1,

which implies that the overall expression (146) is non-positive as desired.

For problems with a moderate number p of vertices, the RLT relaxation of the lifted prob-

lem (144), which involves p non-negative decision variables and a single constraint, might be

easier to solve than the RLT/SDP relaxation of the original problem (137), which involves O(n2)
decision variables, O(m2) constraints as well as a restriction to the semidefinite cone. In addi-

tion, as proven in Theorem 24, the RLT relaxation of the lifted problem is always at least as

tight as the standard RLT/SDP relaxation.

6.A.3 Nonlinear Constraints

We now study the following generalization of problem (139):

sup
x

f(x) + g(x)

s. t.
n∑
i=1

xi = 1

fi(x) + gi(x) ≥ 0 ∀i = 1, . . . ,m

x ∈ Rn+.

(147)

Here, f : Rn 7→ R as well as fi : Rn 7→ R are assumed to admit monotone liftings, and g : Rn 7→ R
as well as gi : Rn 7→ R are concave, i = 1, . . .m. If we replace both f and fi : Rn 7→ R with their

respective monotone liftings f ′ and f ′i , i = 1, . . .m, then one can readily verify that the RLT

relaxation
sup
X,x

f ′(X,x) + g(x)

s. t.
n∑
j=1

Xij =
n∑
j=1

Xji = xi ∀i = 1, . . . , n

n∑
i=1

xi = 1

f ′i(X,x) + gi(x) ≥ 0 ∀i = 1, . . . ,m

X ≥ 0, X ∈ Sn, x ∈ Rn+

(148)
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is optimized by a solution (X⋆,x⋆) that satisfies X⋆ = Diag(x⋆) as well as X⋆ ⪰ x⋆x⋆⊤. The

definition of monotone liftings implies that (148) is a convex optimization problem.

A special case of problem (147) arises when the constraint functions fi, i = 1, . . . ,m, are

absent and when f and gi, i = 1, . . . ,m, depend on separate parts of the decision vector x, that

is, if problem (147) can be written as

sup
x,y

f(x) + g(x,y)

s. t.

n1∑
i=1

xi = 1

x ∈ Rn1
+ , y ∈ Y,

where Y ⊆ Rn2 denotes the feasible region for the decision vector y. Omitting the RLT con-

straints that involve cross-products of the constraints involving x and the constraints involving

y, Theorem 22 and Corollary 16 imply that the RLT relaxation

sup
X,x,y

f ′(X,x) + g(x,y)

s. t.

n1∑
j=1

Xij =

n1∑
j=1

Xji = xi ∀i = 1, . . . , n1

n1∑
i=1

xi = 1

X ≥ 0, X ∈ Sn1 , x ∈ Rn1
+ , y ∈ Y

has an optimal solution (X⋆,x⋆,y⋆) satisfying X⋆ = Diag(x⋆).

6.A.4 Standard Quadratic Optimization

A standard quadratic optimization problem maximizes a (usually non-convex) quadratic function

φ(x) = x⊤Qx+q⊤x+ q, Q ∈ Sn, q ∈ Rn and q ∈ R, over the probability simplex. Since Q ̸⪰ 0

in general, our results from Section 6.2 are not directly applicable. By decomposing Q into

Q = Q+ −Q− such that Q+,Q− ⪰ 0, however, we obtain an instance of problem (139) where

f(x) = x⊤Q+x+q⊤x+q and g(x) = −x⊤Q−x. The first statement of Corollary 15 then allows

us to apply Theorem 22 and Corollary 16 to the reformulated standard quadratic optimization

problem. It is worth noting that different decomposition schemes could lead to different RLT

relaxations of varying tightness. For a review of decomposition schemes, we refer to Fampa et al.

(2017), Park (2016).
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Instead of decomposing the objective function of the standard quadratic optimization prob-

lem and utilizing the results from Section 6.2, one can alternatively apply the RLT or RLT/SDP

relaxation directly to the original standard quadratic optimization problem. Our numerical

results indicate that for the eigenvalue-based matrix decomposition, the RLT/SDP relaxation

outperforms our formulation in terms of tightness, whereas the RLT relaxation and our formula-

tion are in general incomparable, that is, either formulation can be superior for a given instance.

In terms of runtime, on the other hand, our formulation outperforms the RLT and RLT/SDP re-

laxations. This is not surprising as our formulation optimizes over n decision variables, whereas

the RLT and RLT/SDP relaxations involve O(n2) decision variables due to the presence of the

decision matrix X.

6.B Additional Numerical Experiments

We compare our RLT formulation against standard RLT and RLT/SDP implementations on

non-convex optimization problems over polyhedra (Appendix 6.B.1) as well as on indefinite

quadratic optimization problems over simplices (Appendix 6.B.2).

6.B.1 Non-Convex Optimization over Polyhedra

We consider instances of problem (144) where

f(x) = ∥DQx∥2 and g(x) =
n∑
i=1

ln(1− x2i ).

Here, D ∈ Sn and Q ∈ Rn×n are generated as in Section 6.3, and the feasible region (prior

to its lifting) is the hypercube [−1, 1]n in Rn. Following our discussion in Appendix 6.A.2,

our RLT reformulation operates on the lifted space R2n , where the feasible region is described

by a probability simplex whose vertices correspond to the vertices of the hypercube, whereas

the standard RLT and RLT/SDP reformulations operate directly on the formulation (137) that

involves of 2n halfspaces in Rn.
Figure 21 reports the optimality gaps and solution times for instances with n = 1, . . . , 10

decision variables. As expected from Theorem 24, our RLT formulation outperforms both RLT

and RLT/SDP in terms of the objective value. Interestingly, the outperformance over RLT is

substantial and grows with the dimension n. On the other hand, since the number of decision

variables in our RLT reformulation grows exponentially in n, our reformulation is only viable

for small problem instances with up to n = 10 decision variables.
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Figure 21: Median relaxation gaps (left) and solution times (right, in log10 secs) of our proposed RLT
formulation as well as the standard RLT and RLT/SDP formulations over 25 non-convex hypercubic
optimization instances. The relaxation gaps are recorded as 100% · (z− z⋆)/max{1, |z⋆|}, where z⋆ is the
optimal value of the proposed RLT relaxation, and z refers to the optimal value of the standard RLT or
RLT/SDP relaxations.

With its exponential number of vertices, the hypercubic feasible region of our previous ex-

periment constitutes the least favourable setting for our proposed RLT formulation. We next

study instances of problem (144) where k < n of the decision variables (hereafter y) reside in a

hypercube, whereas the remaining n− k decision variables (hereafter x) are restricted to a sim-

plex. In this case, the feasible region of the original problem is described by n+k+2 halfspaces

in Rn, whereas the feasible region of the lifted problem constitutes a simplex with 2k · (n − k)
vertices. The objective function is described by

f(x,y) =

∥∥∥∥∥DQ

(
x− 1

n−k · 1
y

)∥∥∥∥∥
2

, g(x,y) =
1

n− k

n−k∑
i=1

ln(xi) +
k∑
i=1

ln(1− y2i ),

where D ∈ Sn and Q ∈ Rn×n are generated as before. Figure 22 reports the runtimes of

our proposed RLT reformulation as well as the standard RLT and RLT/SDP formulations for

problem instances with k = 3 and n = 10, 20, . . . , 150 decision variables. Our RLT reformulation

significantly outperforms the RLT/SDP formulation in terms of runtimes, and it also improves

upon the standard RLT formulation for n ≥ 60. We note that in terms of the relaxation gaps,

our RLT reformulation also outperforms both standard RLT (by about 2%) and RLT/SDP (by

about 0.5%), which is in accordance with Theorem 24. Since the differences are small (around

1%), however, we do not illustrate them in the graph.
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Figure 22: Median solution times (in log10 secs) of our RLT formulation (‘Proposed RLT’) as well as
the standard RLT and RLT/SDP formulations over 25 non-convex optimization instances whose feasible
region emerges from the Cartesian product of a simplex and a hypercube.
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(a) Type 1 problems
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(b) Type 2 problems

Figure 23: Median relaxation gaps of our proposed RLT formulation (‘Proposed RLT’) and the standard
RLT formulation over 25 standard quadratic optimization instances. The relaxation gaps are recorded as
100% · (z − z⋆)/max{1, |z⋆|}, where z⋆ is the optimal value of the RLT/SDP relaxation and z refers to
the optimal value of our RLT formulation or the standard RLT formulation.

6.B.2 Standard Quadratic Optimization

In our final experiment, we maximize an indefinite quadratic function φ(x) = x⊤Qx over the

simplex in Rn. To this end, we select Q = V DV ⊤, where D ∈ Sn is a diagonal scaling matrix

whose diagonal elements are sampled uniformly at random from the interval [−7.5, 2.5] (type 1)

or [−5, 5] (type 2), and V ∈ Rn×n is a uniformly sampled rotation matrix Mezzadri (2006).

Following our discussion in Appendix 6.A.4, our RLT formulation decomposes the function

φ into a convex part f(x) = x⊤V D+V ⊤x and a concave part g(x) = x⊤V D−V ⊤x, where

D+ and D− contain the positive and negative eigenvalues of D, respectively. In contrast,

the standard RLT and RLT/SDP formulations directly operate on the function φ. Figures 23
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Figure 24: Median solution times (in log10 secs, left, and secs, right) of our RLT formulation (‘Pro-
posed RLT’) and the standard RLT and RLT/SDP formulations over 25 standard quadratic optimization
instances.

and 24 compare the three approaches in terms of objective values and the required runtimes. The

figures show that RLT/SDP tends to provide the tightest relaxations and that our proposed RLT

formulation offers tighter relaxations than the standard RLT formulation on type 1 instances,

whereas the situation is reversed for type 2 instances. In terms of runtimes, on the other hand,

our RLT formulation clearly dominates both alternatives as expected.
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Chapter IV

Conclusions and Future Work

This thesis explores three interrelated themes. The first two focus on safeguarding data-driven

decision making, where safeguards are introduced in the form of ethical constraints and various

notions of robustness. My work within these themes frequently involves formulating and solving

problems as instances of nonconvex and robust optimization. For example, in the first theme,

the task of optimizing a probability distribution for sampling noise that satisfies additive differ-

ential privacy gives rise to an infinite-dimensional robust optimization problem. Constructing

distributionally and adversarially robust logistic classifiers results in two-stage adjustable ro-

bust optimization formulations. Similarly, the Wasserstein classification and regression models

lead to optimization problems with constraints that upper bound the supremum of convex (or

difference-of-convex) functions, closely mirroring robust optimization techniques for deriving

counterparts of constraints that are convex in the uncertain parameters. The third theme of

this thesis extends this line of work by contributing new modeling and solution tools for such

settings. Overall, I view this thesis as a collection of contributions to the modeling, analysis,

and solution of safeguarded data-driven decision making problems.

I am currently working on, or initiating, several projects that extend my research on safe-

guarded data-driven decision making. These projects broaden both the methodological directions

I pursue and the application domains I study. A few are described below.

In the context of decision making subject to ethical constraints, I am starting projects that

parallel my earlier work on privacy, now approached from a fairness perspective, where I seek

optimal decisions subject to fairness constraints. A notable example is my ongoing collaboration

with Bill Tang, Çağıl Koçyiğit, Phebe Vayanos, and Wolfram Wiesemann on optimal and fair

housing allocation via weakly coupled dynamic programs, where we impose fairness constraints
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and subsequently optimize policies for housing allocation. Similarly, in my postdoctoral studies, I

will focus on modeling interpretability as a constraint and minimizing the price of interpretability

in various tasks.

Within the theme of robust machine learning, I am interested in reducing the conservatism

of existing distributionally robust machine learning methods. In particular, I have started a

collaboration with Daniel Kuhn, in which we aim to understand how external data sources can

be systematically incorporated to achieve this.

From the perspective of nonconvex optimization, I aim to address problem classes that have

traditionally been difficult to solve by building on my previous work. To this end, I am currently

collaborating with Aharon Ben-Tal and Wolfram Wiesemann on maximizing the sum of maxima

of convex functions. We demonstrate that many challenging problems in machine learning and

operations management can be formulated in this way, and we develop strong solution methods

based on earlier techniques.
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