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Abstract

Edge computing, by deploying computational capabilities to terminal devices near data sources

(e.g., sensors, wearables, microcontrollers), significantly reduces latency and privacy risks, pro-

viding critical support for real-time sensing scenarios such as healthcare monitoring and indus-

trial IoT. However, the widespread distribution of IoT devices and their resource constraints

pose multidimensional challenges to the adaptation of edge computing: these edge devices

are typically deployed in complex environments, resulting in data that may be state-varying

and noisy; the local tasks can also be heterogeneous, requiring personalized solutions; edge

computing tasks are generally energy-sensitive and often constrained by limited computational

capabilities.

This thesis explores to improve adaptation for edge computing from three perspectives: data,

model, and system. At the data aspect, we propose an information-theory-based feature ex-

traction framework for multivariate, multi-source, state-varying, and noisy time-series data,

achieving highly robust and privacy-preserving edge data representation. At the model aspect,

we aim to address data drift issues and achieve efficient on-device personalization. We first

utilize mobile devices (such as Raspberry Pi) as the experimental devices, design a lightweight

targeted fine-tuning method that dynamically maps data drift types to model blocks. We

then utilize more resource-constrained MCUs as the experimental devices, propose MicroT,

which employs techniques including self-supervised learning, knowledge distillation, and MCU-

designed early-exiting. Finally, at the system aspect, we further explore the MCU with AI

accelerators, establish an energy and power characterization for related operations involved in

real-world applications.

Our research covers low-to-mid-performance edge devices, including mobile devices (e.g., Rasp-

berry Pi), ultra-resource-constrained MCUs, and MCUs equipped with AI accelerators. The

experimental datasets include image and time-series data. The research theoretically and practi-

cally validates the necessity of improving the adaptation for edge computing from data, model,

and system aspects, establishing a methodological foundation and technical benchmarks for

building efficient, robust, and energy-sustainable edge computing.
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Chapter 1

Introduction

1.1 Motivation and Objectives

Edge Computing is a device-centric computing paradigm whose core objective is to deploy data

processing, storage, and computational capabilities directly at the data source or end devices,

rather than always relying on remote cloud devices [1, 2]. By executing computational tasks

locally on devices, edge computing significantly reduces data transmission latency, minimizes

dependency on network bandwidth, and enhances system real-time performance, energy effi-

ciency, and privacy protection. Edge computing is particularly well-suited for scenarios with

strict requirements for low latency, high reliability, and data localization, such as smartphones

[3], smart home [4], industrial Internet of Things (IoTs) [1], autonomous vehicles [5], augmented

reality (AR)/virtual reality (VR) [6], and medical devices [7]. Compared to traditional cloud

computing, edge computing places greater emphasis on efficient utilization of computational

resources and task execution at the device level.

Motivating Examples. The smart healthcare system is a critical application domain of edge

computing, integrating IoT devices, machine learning, and edge computing to enhance medical

decision support and health monitoring. However, it faces significant adaptation challenges

in practical applications: the ability to effectively address the complexity of data, model, and

system levels in diverse and dynamic scenarios. Specifically: at the data level, it needs to

handle state-varying and noisy data [8, 9]; at the model level, it needs to satisfy various local
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tasks or conditions with efficient methods [10, 11]; at the system level, it needs to optimize

the system/hardware configuration to achieve lower energy consumption or power usage while

maximizing model performance (e.g., classificationaccuracy), thereby extending operational

lifespan or standby time. Motivations and objectives are detailed in three aspects as follows:

1. Data-Related Adaptations

Due to the current strain on medical resources, mild to moderate patients commonly adopt a

conservative home-based treatment model. Decentralized smart home monitoring systems are

typically equipped with multiple sensors and primarily rely on two types of signals to achieve

early warnings: (1) Discrete state-transition signals, such as events triggered by infrared posi-

tion sensors, can be used to detect symptoms like wandering or pacing in dementia patients;

(2) Continuous physiological signals, such as EEG/ECG collected by wearable devices to de-

tect cardiac and neurological disorders. These data exhibit typical characteristics of being

multivariate and multi-source, dynamic, and noisy, specifically manifested as [12, 13, 14]: (1)

Environmental interference (e.g., activities of other household members triggering sensors), de-

vice noise (e.g., ECG/EEG signal drift due to improper wearing), and physiological noise (e.g.,

baseline drift, electromyographic interference [15, 16]); (2) Pronounced signal alterations caused

by pathological features or abnormal behaviors. These characteristics lead to excessively high

false alarm rates in traditional detection methods based on fixed thresholds or averages, ur-

gently necessitating the development of robust, general, and adaptive edge computing methods

to achieve high-precision and efficient health monitoring [17].

2. Model-Related Adaptations

Model-related adaptations primarily address data drift and model personalization issues [18].

For instance, smart healthcare systems often involve image data classification to enable disease

categorization and diagnosis. Specifically, machine learning models in smart healthcare sys-

tems are typically trained centrally and deployed across various local environments. Unlike the

data used during central training, local data may have data drifts. For example, image quality

changes (e.g., persistent fogging or color temperature discrepancies) caused by hardware dif-

ferences or variations in imaging environments. Another example is that, variations in feature
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distributions for the same disease due to regional differences among patients. These data drifts

can lead to a decline in model performance (e.g., accuracy) when the source model is deployed

locally. We need to explore how to achieve efficient model personalization on edge devices with

limited computational resources.

3. System-Related Adaptations

Smart healthcare systems involve numerous sensors and IoT devices, along with on-device signal

processing and computational inference. Although current edge devices can perform inference

for some small-scale models, further reducing energy consumption, power, and latency remains

a critical challenge. System-related adaptations primarily focus on optimizing system configu-

rations to meet the performance requirements of diverse application scenarios, such as energy

and power consumption [19]. For example, reducing the power and energy consumption of

wearable devices can significantly extend their operational lifespan and reduce the frequency

of recharging or battery replacement. Lower latency can also enable faster auxiliary medical

decision-making. This motivates our research to explore optimal system configuration meth-

ods, ensuring computational performance (e.g., accuracy) while minimizing energy or power

consumption.

Although smart healthcare systems serve as the motivating example, the challenges of data-,

model-, and system-related adaptations are generally exist across edge computing applications,

including cross-border wildlife monitoring systems [20], wearable devices [21], industrial in-

spection systems [22]. Therefore, the experimental datasets and scenarios in this thesis are not

limited to medical and health-care.

1.2 Research Scope and Performance Metrics

Definition of Edge Computing. In this thesis, edge computing refers to a technical paradigm

where machine learning tasks are executed on terminal devices close to the data source. It

generally has limited computational capability, such as memory footprint, power, and energy

consumption. This thesis focuses on mid-to-low-level edge devices: (1) Mobile devices (e.g.,

Raspberry Pi with 1-4GB memory, 1-2GHz CPU), representing scenarios requiring moderate



4 Chapter 1. Introduction

computational complexity; (2) Basic MCUs (e.g., STM32, <1MB memory), representing ultra-

resource-constrained scenarios; (3) MCUs with AI accelerators (e.g., MAX78000[23]), optimized

for low-power (mW-level) inference.

Evaluation Metrics. The evaluation metrics include both model performance and system

cost. Classification accuracy serves as the primary performance metric across all chapters, with

Chapter 2 augmenting this with medical-specific evaluations (F1-score, recall, and ROC-AUC)

to ensure clinical reliability in neurological diagnosis. System cost includes power consump-

tion, energy cost, and memory footprint. We evaluated our methods on various edge devices,

which are carefully selected to best represent each chapter’s research focus: Chapter 3 - mobile

devices (refer to Raspberry Pi in this chapter); Chapter 4 - MCU; Chapter 5 - MCUs with AI

accelerators. For Chapter 2’s medical data analysis, where UK data protection regulations

(including GDPR and the Data Protection Act 2018 [24]) precluded edge deployment

during initial development, we used model parameter count as a hardware-agnostic proxy for

system cost.

1.3 Contributions and Outlines

This thesis explores the adaptation of machine learning in edge computing through four core

research chapters (Chapters 2-5). Each chapter focuses on different technical aspects: at the

data level (Chapter 2), we explore how to handle state-varying and noisy data; at the model

level (Chapters 3-4), we explore how to efficiently address data drift on resource-constrained

devices and achieve personalized fine-tuning of local models; at the system level (Chapter 5), we

explore how to reduce system and power consumption through system configuration, established

a energy/power characterization. Due to the different research perspectives of each chapter, the

specific application contexts, experimental devices, and experimental datasets are different, but

all are strictly tailored to the corresponding research problems. Detailed explanations, along

with the background and contributions of each chapter, are provided below.

1. Data-Related Adaptations: Entropy-Based Feature Analysis for Time-Series

Pattern Recognition in Neurological Conditions
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Chapter 2 - This chapter focuses on enhancing the adaptation of edge computing at the

data level, specifically addressing how to extract more effective features from state-varying

and noise data. We utilize medical time-series data as the research context. This healthcare

platform primarily collects state-varying and noise EEG/ECG signals and infrared-triggered

sensor signals. Notably, this chapter only uses time-series data rather than image data due to

the platform’s privacy protection requirements—image data risks leaking identity information

and residential environment details. We propose InTS, a general framework for time-series

analysis based on information theory.

Contributions.

• InTS adopts a unified information-theoretic framework to process neural time-series data,

distinguishing it into state-transition signals (e.g., infrared sensor trigger data) and non-state-

transition signals (e.g., EEG/ECG) [25].

• For state-transition data, we introduce four new feature extraction methods based on Markov

chains and entropy.

• For non-state-transition data, we integrate various existing entropy-based features, and de-

velop a dual-stage feature selection mechanism.

• We validated InTS on a dementia care dataset (collected by the home monitoring platform),

the Epileptic Seizure Recognition Dataset, and the PTB Diagnostic ECG Database [26, 27] 1.

• For state-transition data, we use average activity frequency and duration as baseline features

and compare performance across logistic regression (LR), support vector machine (SVM), multi-

layer perceptron (MLP), and long short-term memory (LSTM) models. Compared to baselines,

InTS improves accuracy, recall, and F1 score by an average of 13.08 percentage points (pp),

10.80 pp, and 7.88 pp, respectively.

• For non-state-transition data, we compare against baseline models with automatic feature

extraction, including CNN, LSTM, and CNN-LSTM. Across all experiments, compared to

1Due to the medical data access restrictions of the platform, we were unable to obtain the collected EEG
and ECG signals, so we used two public medical datasets (the last two datasets).
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baseline models, InTS improves accuracy, recall, and F1 score by an average of 2.52 pp, 2.42

pp, and 2.32 pp, respectively. InTS also reduces the model parameters by 3.10×.

2. Model-Related Adaptations: Energy-Efficient Personalization for Mobile De-

vices

Chapter 3 - This chapter focuses on enhancing the adaptation at the model level, primarily

addressing data drift to improve local model performance (e.g., accuracy). This chapter utilized

a mobile device (Raspberry Pi) as the experimental platform. We explore the difference in model

accuracy between fine-tuning the blocks/modules of various depths for different types of data

drift. We propose Target Block Fine-Tuning (TBFT), a low-energy adaptive personalization

framework specifically designed for mobile devices.

Contributions.

• We categorized data drift into three types: input-, feature-, and output-level, and provided

mathematical definitions.

• From a mathematical perspective, we derived that input-, feature-, and output-level drifts

are more closely related to the model’s front, middle, and rear modules/blocks, respectively.

We validated the effectiveness of TBFT on the CIFAR series and BREED/Living17 datasets,

using small-scale training sets (10%, 20%, 30% of full training datasets) to simulate the limited

local data.

We used ‘independently fine-tuning modules/blocks at different depths of the model and aver-

aging their accuracies’ as the baseline (named BlockAvg). Compared to this, TBFT improves

accuracy by an average of 15.30% across training sets of varying sizes.

• Compared to full-model fine-tuning, TBFT saves an average of 41.57% in energy consumption.

3. Model-Related Adaptations: Energy-Efficient Personalization for Ultra-Resource-

Constrained MCUs

This chapter aligns with the core objective of Chapter 3, both focusing on enhancing model-level
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adaptation in edge computing environments to address data drift issues. However, it introduces

stricter constraints in application scenarios: (1) The experimental platform changes from mobile

devices (Raspberry Pi) in Chapter 3 to MCUs with more severe resource constraints, typically

having RAM capacities below 1MB; (2) An additional assumption is introduced that ‘the cloud

cannot access local data’, making it challenging to directly leverage cloud computing resources

and utilize the personalization methods for mobile devices. We continue to use the public

image dataset ImageNet but excludes the CIFAR series due to its low resolution and similar

feature distribution with ImageNet. Furthermore, we carefully selected three other datasets

with significant feature distribution differences from ImageNet for experiments. We propose

MicroT, an efficient and low-energy on-device personalization framework tailored for MCUs.

Contributions.

• MicroT follows the traditional transfer learning (TTL) paradigm, splitting the model into a

feature extractor and a classifier, and training only the lightweight classifier on local devices.

• MicroT leverages SSL to train a robust and general feature extractor in the cloud to address

the limited learning space caused by fine-tuning only the classifier and reduce the burden of

local fine-tuning.

• MicroT adopts a two-stage knowledge distillation to reduce the size of the feature extractor

while keep its generality.

• MicroT introduces an MCU-tailored early-exit strategy to reduce the energy of model infer-

ence.

• MicroT is evaluated on two models, three datasets, and two MCU development boards.

Experimental results show that MicroT outperforms traditional transfer learning (TTL) and

two SOTA methods in accuracy, achieving improvements of 7.01-11.60%, 2.29-5.73 and 2.12-

3.68%, respectively. During local training, MicroT reduces energy consumption by 2.03-2.28×

compared to two SOTA methods; during local inference, it achieves a 14.17% reduction in

energy consumption compared to TTL.

5. System-Related Adaptations: Energy Characterization and Optimization for
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Tiny AI Accelerators on Microcontrollers

This chapter focuses on optimizing energy cost from the perspective of system configuration.

We mainly focus on inference rather than model training, as inference occupies the majority

of time in edge computing applications. We shift our experimental devices to MCUs with AI

accelerator due to its rapid development. We select the MAX78000 as the typical platform for

our study. We conduct an in-depth energy and power characterization for MAX78000 2.

Contributions.

• We conducted an end-to-end pipeline analysis of latency, power, and energy consumption.

The pipeline covers operations including sensing, inference, computation, memory I/O, and

idle.

• We explore the relationship between system frequency, CNN accelerator frequency, and la-

tency of model inference.

• We conduct micro-level evaluation, where the energy and power for each operation in the

application pipeline is independently evaluated. The evaluation considers system configuration

from core configuration control, frequency management, and quadrant-based control, with eight

system configuration options tested.

• We treat the application pipeline as a whole and conduct macro-level evaluation, assessing

the impact of changing single system configuration on the overall energy cost.

• We find that dynamic configurations for different operations can improve energy efficiency.

Compared to the default static configuration of the MAX78000, dynamic configurations reduced

total energy consumption by 3.19×.

• We explore and optimize idle implementation methods to reduce system cost during idle.

Compared to the default idle implementation, we find that ultra-low-power mode (UPM) re-

duced idle power consumption from 13.11mW to just 2.02mW.
2Models and datasets are available at:

https://github.com/analogdevicesinc/msdk/tree/main/Examples/MAX78000
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1.4 Overview Literature Review

In this section, we briefly introduce the related work covered in each research chapter, with

more detailed literature reviews provided in the respective chapters.

Data-Related Adaptations. Chapter 2 primarily explores how to achieve efficient and ef-

fective feature extraction for state-varying and noisy medical time-series data in decentral-

ized healthcare monitoring platforms. Traditional signal processing techniques like Fourier

transforms and autoregressive models have provided foundational approaches for neurologi-

cal time-series analysis, yet their reliance on stationarity assumptions and linear frameworks

limits their effectiveness for non-stationary physiological signals [28, 29]. While wavelet trans-

forms and HMMs offered improved handling of transient features and state transitions [30, 31],

these methods often require expert parameter tuning. Deep learning approaches, particu-

larly CNNs and LSTMs, have demonstrated superior capability in capturing spatiotemporal

patterns [32, 33], though concerns remain regarding computational demands and interpretabil-

ity [34]. Information-theoretic methods employing entropy metrics have emerged as a promising

alternative. It can measure the uncertainty of information, providing powerful feature extrac-

tion and certain interpretability [35, 36].

Model-Related Adaptations. In our research on model-related adaptation, we initially used

mobile devices (e.g., Raspberry Pi) as the experimental platform to explore efficient fine-tuning

strategies for different types of data drift. The primary techniques related to the block-selected

fine-tuning proposed in Chapter 3 include full-model and last-layer fine-tuning. While full-

model fine-tuning maximizes performance (e.g., classification accuracy), its high computational

cost severely limits its applicability on resource-constrained devices [37]. Conversely, adjusting

only the final classifier layer (e.g., fully connected layer) [38] reduces computational overhead

but often leads to performance degradation due to limited learning space. In Chapter 4, we

shifted to extremely resource-constrained MCUs as the experimental platform to further inves-

tigate model personalization. The conflict between the computational resources required for

model personalization and the limited capabilities of devices is even more pronounced on MCUs.

Federated learning, multi-task learning, and zero-shot learning leverage cloud computing re-
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sources, but they either require stable network communication or need some prior knowledge

of local data (e.g., data distribution) [39, 40, 41, 42]. Some researchers have proposed purely

on-device personalization solutions. For instance, SparseUpdate reduces computation by se-

lectively updating layers [43], and TinyTL utilizes lightweight plug-in modules [44]. However,

these methods still face drawbacks in terms of energy consumption, memory, power, and latency

due to their extra parameter selection and training added modules (detailed in Section. 4.2).

Additionally, the extreme resource constraints of MCUs force researchers to adopt specialized

optimization strategies, such as compromising on low-resolution datasets [45] or simplifying

model structures to the level of simple models [46]. More critically, the lack of operating sys-

tem support on MCUs requires models to be deployed directly to bare-metal environments

using C/C++, in stark contrast to the flexible Python-based development ecosystem on mobile

devices [47]. This makes methods validated on resource-rich devices like smartphones [48] often

challenging to directly transfer to true MCU scenarios.

System-Related Adaptations. This chapter primarily investigates how to optimize the

system cost (e.g., energy and power) of model inference from the perspective of system con-

figuration. In terms of system configuration optimization, researchers have proposed various

dynamic adjustment strategies: Lin et al. achieved power control through real-time frequency

adjustments [49], Rotteleuthner et al. developed a modular dynamic voltage and frequency

scaling scheme [50], and Qian et al. focused on configuration optimization during device idle

operations [51]. These studies demonstrate that system configuration adjustments can reduce

energy consumption in edge devices. In the field of energy benchmarking, current research

mainly focuses on mobile devices and MCUs. For instance, Laskaridis et al. established meth-

ods for quantifying the energy characteristics of large language models on mobile devices [52],

and Sah et al. developed benchmarking tools for MCU-based object detection models [53]. For

MCUs equipped with AI accelerators, benchmarking efforts are just beginning. Some studies,

using the MAX78000 as an example, have established thermodynamic and energy consumption

benchmarks for different ML model inferences [54, 55, 56]. However, these benchmarking efforts

are typically limited to the model inference operation, overlooking other application pipeline

operations, such as sensing and memory I/O. Additionally, they often neglect the importance
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of system configuration, focusing solely on differences across ML models.

1.5 Publications

This research accomplished from 2021 to 2025 led to 6 published as the first author, including

1 best paper award. The related research outcomes have been also presented at 7 international

and national conferences. In addition, there are 2 other papers related to the topic during PhD

(labeled with ∗):

Yushan Huang, Taesik Gong, SiYoung Jang, Fahim Kawsar, Chulhong Min. ‘Energy Char-

acterization of Tiny AI Accelerator-Equipped Microcontrollers’. Accepted to The Second In-

ternational Workshop on Human-centered Sensing, Networking, and Multi-Device Systems Hu-

manSys’24, Co-located with SenSys’24 and BuildSys’24. Best Paper Award.

Yushan Huang, Ranya Aloufi, Xavier Cadet, Yuchen Zhao, Payam Barnaghi, Hamed Had-

dadi. ‘Low-Energy and Adaptive Models for MCUs’. Accepted to The Ninth ACM/IEEE

Symposium on Edge Computing (SEC 2024).

Yushan Huang, Josh Millar, Yuxuan Long, Yuchen Zhao, Hamed Haddadi. ‘Towards Low-

Energy Adaptive Personalization for Resource-Constrained Devices’. Accepted to The 4th

Workshop on Machine Learning and Systems EuroMLSys 2024, co-located with EuroSys’24.

Yushan Huang, Yuchen Zhao, Capstick Alexander, Francesca Palermo, Hamed Haddadi,

Payam Barnaghi. ‘Analyzing entropy features in time-series data for pattern recognition in

neurological conditions’. Accepted to Artificial Intelligence in Medicine, Elsevier, 2024.

Yushan Huang, Hamed Haddadi. ‘Poster: Towards Machine Learning and Inference for

Resource-constrained MCUs’. Accepted to The 21st ACM International Conference on Mobile

Systems, Applications, and Services (MobiSys 2023).

Yushan Huang, Yuchen Zhao, Hamed Haddadi, Payam Barnaghi. ‘Using Entropy Measures

for Monitoring the Evolution of Activity Patterns’. Accepted to The 2022 IEEE 8th World

Forum on Internet of Things (WF-IoT 2022).
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Josh Millar, Yushan Huang, Anil Madhavapeddy, Sarab Sethi, Hamed Haddadi. ‘Benchmark-

ing Ultra-Low-Power µNPUs’. Under reviewing by The 31st Annual International Conference

on Mobile Computing and Networking (MobiCom 2025). ∗

Shuo Zhao, Yvette Sum, Cenxi Tian, Maya Thabel Herron, Yushan Huang. ‘Loose-Fitting

E-Textile Sensing System Design and System Establishment Review’. In submission of Proceed-

ings of the ACM on Interactive, Mobile, Wearable and Ubiquitous Technologies (IMWUT/Ubicomp).

∗



Chapter 2. Data-Related Adaptations 13

Chapter 2

Data-Related Adaptations
This chapter explores data-related adaptation in edge computing. We take a smart healthcare

system as an example, since this study is driven by a decentralized home monitoring plat-

form and the medical field imposes strict requirements on data and features, which is suitable

to explore data-related adaptation. The collected data from the platform show multivariate,

multi-source, and highly noisy characteristics. Conventional feature extraction methods suffer

from limitations when handling these data, while neural network-based approaches introduce

computational overhead. To address these challenges, we propose an information theory-driven

framework for neurological time-series analysis. We categorize the collected data into state-

transition (e.g., infrared-triggered sensor signals) and non-state-transition (e.g., EEG/ECG)

types. For state-transition data, we develop four entropy- and Markov chains-based features.

For non-state-transition data, we first compute a series of entropy variants (e.g., approximate

entropy, dispersion entropy) and then implement a dual-stage feature selection to retain in-

formative, relevant, and low-collinearity features. For state-transition data, we adopt average

activity frequency and duration as baseline features, evaluating performance across LR, SVM,

MLP, and LSTM models. Compared to these baselines, InTS improves accuracy, recall, and F1

score by an average of 13.08 pp, 10.80 pp, and 7.88 pp, respectively. For non-state-transition

data, we utilize features derived by InTS in conjunction with an MLP model. Compared against

automatic feature extraction (CNN, LSTM, and CNN-LSTM), InTS improves accuracy, recall,

and F1 score by an average of 2.52 pp, 2.42 pp, and 2.32 pp, respectively. Additionally, InTS

reduces model parameters by 3.10×.
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Figure 2.1: Overview of the IoT platform for healthcare monitoring.

2.1 Introduction

With the rapid development of IoT and AI technologies, smart healthcare systems are gaining

increasing attention [57, 58]. Many patients with mild to moderate conditions prefer conserva-

tive treatment at home to maintain their daily lives. As shown in Fig. 2.1, smart healthcare

systems typically integrate various sensors, such as infrared-triggered sensors, EEG, and ECG

sensors [59, 60]. Through edge-cloud collaboration, the system can monitor patients’ daily

activities in real time, issuing alerts or assisting with medical decisions when necessary.

The time-series data in the smart healthcare systems can be commonly classified into two cat-

egories: state-transition signals and non-state-transition signals [25]. State-transition signals

encapsulate discernible shifts in a participant’s condition, such as those observed in home mon-

itoring systems for dementia or traumatic brain injury (TBI) patients, where indoor infrared

sensors log pivotal events like entering a room or operating a microwave, marking explicit state

changes. Non-state-transition signals, exemplified by EEG and ECG, are typically gathered

through continuous sampling at fixed or elevated frequencies, forming uninterrupted waveform

datasets. These two types of data typically exhibit multivariate, multi-source, state-varying,

and noisy characteristics. For instance, EEG and ECG signals may show significant changes

in amplitude, frequency distribution, or waveform morphology under different physiological or

pathological conditions, reflecting their multivariate and state-varying nature [61]. Signals col-
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lected by infrared sensors are multi-source, as these sensors are typically deployed at various

locations within a home. Moreover, when patients exhibit abnormal behaviors (e.g., wandering

or pacing), the triggering patterns of infrared sensors display diverse fluctuations and varia-

tions, also demonstrating multivariate and state-varying properties. Both types of signals are

susceptible to noise, such as measurement biases from improperly worn EEG or ECG sensors,

physiological noise in EEG/ECG (e.g., baseline drift, electromyographic interference [15, 16]),

and unintended triggering of infrared sensors by visitors or cohabitants [62].

While conventional linear techniques—such as Fourier transforms [63] and autoregressive mod-

els [64]—retain theoretical utility and practical relevance under simplified conditions, their

efficacy tends to falter when confronted with datasets marked by pronounced multivariate

complexity, multi-source heterogeneity, state variability, and noise. Consequently, contem-

porary research has increasingly explored deep learning methodologies, including RNN and

LSTM networks, which excel at discerning intricate temporal dependencies and evolving pat-

terns within such datasets [65, 66]. As well as information theory-driven techniques, such as

entropy and mutual information, have gained attention for their capacity to quantify data

complexity and uncertainty, yielding relative interpretable features [67, 68].

Despite the notable advances achieved through the application of information-theory-based

and neural network-driven methodologies in analyzing time-series data within neurological and

medical contexts, these approaches continue to face substantial challenges. Primarily, a signif-

icant portion of existing techniques is inherently task-specific, encompassing tailored processes

such as data cleaning, signal processing, feature engineering, and model selection. Although

effective within their designated domains, this specificity restrict their broader applicability and

capacity for systematic deployment across diverse scenarios, hindering their scalability. Addi-

tionally, certain methodologies exhibit pronounced sensitivity to the quality of raw data, posing

difficulties in sustaining consistent and robust performance (e.g., classification accuracy) when

confronted with multivariate, multi-source, state-varying, and noisy datasets. Furthermore,

although some information-theory-based strategies have begun to target essential statistical

properties—such as the distributional patterns of data points and the intrinsic uncertainties

embedded within raw datasets—their implementation often remains constrained. Typically,
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these approaches either lean on basic or conventional metrics like Shannon entropy or mutual

information, regarding information-theoretic features as supplements rather than harnessing

their full potential, or they cannot be directly used to discrete signal (state-transition data).

Contributions. In this chapter, we introduce an information-theory-based framework for neu-

ral time-series analysis 1 (InTS). InTS is designed for non-centralized medical decision systems

(as shown in Fig. 2.1), to achieve effective feature extraction from multivariate, multi-source,

state-varying, and noisy data. The primary contributions are outlined as follows:

(1) We distinguish two types of neural time series data: state-transition and non-state-transition.

InTS is applicable to both of them. For both types of data, InTS employs different processing

workflows and feature extraction methods, but both are grounded in information theory and

share the same platform architecture.

(2) For state-transition data, we proposed four Markov chain-based entropy features to detect

abnormal behavioral patterns (e.g., wandering or pacing). These entropy features are carefully

designed, fully incorporating the theoretical basis used by clinicians to identify abnormal behav-

iors, namely by analyzing the complexity and uncertainty of behaviors to recognize anomalous

states.

(3) For non-state-transition data, we first compute multiple entropy-based features (e.g., slope

entropy and phase entropy). Subsequently, we perform a dual-stage feature selection based on

mutual information and Pearson correlation matrices to identify a subset of features with high

information content, strong representativeness, and low multicollinearity.

(3) We validated the effectiveness of InTS using three datasets: one dementia care dataset

derived from our clinical study on remote healthcare monitoring, and two public datasets,

Epileptic Seizure Recognition Dataset and the PTB Diagnostic ECG Database [26, 27]. These

three datasets encompass both state-transition and non-state-transition data types.

(4) For state-transition data, we adopt average activity frequency and duration as baseline

features, evaluating performance across LR, SVM, MLP, and LSTM models. Relative to these

1The code, models, and datasets are available at: https://github.com/yushan-huang/EntropyPipeline.
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baselines, InTS enhances accuracy, recall, and F1 score by an average of 13.08 pp, 10.80 pp,

and 7.88 pp, respectively.

(5) For non-state-transition data, we utilize features derived by InTS in conjunction with an

MLP model, comparing against baseline models employing automatic feature extraction, such

as CNN, LSTM, and CNN-LSTM. InTS outperforms baseline models in accuracy, recall, and

F1 score by an average of 2.52 pp, 2.42 pp, and 2.32 pp, respectively. Additionally, InTS

reduces model parameters by 3.10×.

This chapter is related to the following papers:

Yushan Huang, Yuchen Zhao, Capstick Alexander, Francesca Palermo, Hamed Haddadi,

Payam Barnaghi. ‘Analyzing entropy features in time-series data for pattern recognition in

neurological conditions’. Accepted to Artificial Intelligence in Medicine, Elsevier, 2024.

Yushan Huang, Yuchen Zhao, Hamed Haddadi, Payam Barnaghi. ‘Using Entropy Measures

for Monitoring the Evolution of Activity Patterns’. Accepted to The 2022 IEEE 8th World

Forum on Internet of Things (WF-IoT 2022).

2.2 Background

2.2.1 Clinical Decision Making

This chapter based on a decentralized healthcare monitoring platform designed to provide clin-

icians with essential decision-making support. In the field of healthcare monitoring, clinicians

often need to identify critical patterns from complex physiological and behavioral data when

assessing patient conditions [69, 70, 71, 72]. This cognitive process is fundamentally a quanti-

tative judgment of information uncertainty [73, 74, 75]. Information entropy, as a core metric

for measuring uncertainty in information theory, naturally serves as a potential tool for feature

extraction.

For state-transition data (e.g., triggered infrared sensors), take monitoring patients with Alzheimer’s

disease as an example. Clinically relevant wandering behavior exhibits three typical charac-
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teristics: spatial trajectory irregularity, temporal rhythm disruption, and repetitive behavioral

sequences [76, 77]. These manifest in data collected by triggered infrared sensors as irregu-

lar patterns in triggered locations. For instance, while the normal nighttime path might be

from bedroom to bathroom, frequent deviations such as bathroom to kitchen occur; or bed-

room sensors are repeatedly triggered; or a unidirectional loop from bedroom to living room

to bathroom and back to bedroom is observed. Our proposed entropy-based method (detailed

in Section. 2.3) accounts for spatial aspects (Markov chains), temporal aspects (time window

settings, activity duration), and information uncertainty (a series of entropy variants), align-

ing with real-world clinical judgment criteria. Similarly, for non-state-transition data (e.g.,

EEG/ECG signals), changes in patterns during abnormal symptom episodes can be effectively

captured by entropy variants of nonlinear dynamics indicators [78, 79]. These quantitative en-

tropy metrics correspond clearly to visually interpreted features relied upon by clinicians, such

as ‘spike-and-slow-wave complexes’ [80] or ‘irregular RR intervals’[81].

InTS achieves a deep integration of clinical expertise and computational models. It not only

provides raw data for direct analysis by clinicians but also offers decision-making support based

on InTS results, enabling comprehensive assessments of patient health. Furthermore, feature

engineering based on information entropy offers a degree of interpretability [82], providing

traceable decision-making evidence: each anomaly judgment can be traced back to specific

entropy value changes and their clinical implications. This transparency is critical in medical

contexts, allowing clinicians to reference system recommendations while making final decisions

based on professional judgment.

2.2.2 Traditional Approaches

The clinical analysis of neurological time-series signals, relies on the precise identification and

dynamic monitoring of characteristic patterns over time. Traditional signal processing tech-

niques, supported by solid theoretical foundations and computational efficiency, dominated

early research in this field. For example, the Fourier transform, facilitates the decomposition

of signals into sinusoidal components across varying frequencies via time-frequency domain

conversion, proving instrumental in applications such as heart rate variability analysis and the
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estimation of power spectra for EEG rhythm waves, including alpha and beta bands [28, 83, 84].

Despite its widespread utility, the Fourier transform is fundamentally limited by its assump-

tion of signal stationary - that a signal’s statistical properties remain constant over time. This

assumption makes it unsuitable for analyzing non-stationary physiological phenomena, such as

transient ECG arrhythmia or sudden epileptic discharges in EEG recordings during seizures.

While traditional methods remain valuable in certain contexts, their inability to handle the

complex, non-stationary nature of physiological signals has driven the development of more

robust analytical tools.

To mitigate the shortcomings of traditional approaches in handling non-stationary signals, au-

toregressive (AR) models have been employed, forecasting future signal states through linear

combinations of past observations. This technique has demonstrated notable success in appli-

cations such as long-term blood pressure trend forecasting and spectral analysis of EEG sig-

nals [29, 85, 86]. However, AR model performance critically depends on appropriate model order

selection. Suboptimal choices compromise their ability to capture dynamic changes, particu-

larly when analyzing nonlinear phenomena like the abrupt ST-segment deviations in myocardial

ischemia - patterns that linear frameworks cannot adequately represent. Wavelet transforms

have consequently emerged as a powerful alternative, employing multiresolution time-frequency

analysis to effectively capture transient features. This approach enables precise identification

of physiological signatures, including QRS complexes in ECG and epileptiform discharges in

EEG, through simultaneous temporal and spectral characterization. [30, 87]. However, wavelet

transform performance critically depends on proper basis function selection, which typically re-

quires domain-specific expertise and thus limits practical application. Similarly, Hidden Markov

Models (HMMs) have emerged as a powerful tool for capturing latent state transitions in phys-

iological signals. Their ability to model sequential patterns has proven particularly valuable

for sleep stage classification and cardiac rhythm analysis, providing important insights into the

temporal dynamics of signal behavior [31, 88]. Concurrently, techniques that directly derive

statistical features from the time domain—such as peaks, variance, and skewness—continue to

serve as foundational components in real-time systems, prized for their computational simplicity

and responsiveness, particularly in resource-constrained settings [89, 90].
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While traditional signal processing techniques have established a foundational framework for

pattern recognition, providing an invaluable starting point for subsequent advancements, their

limitations have grown increasingly evident as data complexity escalates. When applied to

multivariate, multi-source time-series data with state transitions and significant noise contam-

ination, these methods demonstrate both reduced local feature sensitivity and impaired global

pattern generalization capability. For instance, in the context of multi-channel physiological

signals such as EEG or ECG, traditional approaches often struggle to precisely detect brief yet

critical local anomalies—like epileptic spikes or cardiac arrhythmia—owing to their reliance on

global statistical measures or frequency-domain decomposition, which lack the granularity to

respond effectively to transient shifts. Moreover, anchored in rigid assumptions such as signal

stationarity or linear relationships, these techniques frequently falter in adapting to heteroge-

neous data sources or dynamically evolving states, resulting in limited generalization across

broader patterns.

2.2.3 Deep Learning Approaches

Deep neural networks (DNNs) have emerged as a powerful tool in tackling the nonlinear mod-

eling and pattern recognition challenges inherent in medical time-series data, owing to their

remarkable capacity for autonomous feature extraction, thereby offering a alternative to the

constraints of traditional methodologies. For example, CNNs harness localized receptive fields

and weight-sharing strategies to adeptly discern spatial topological features within multi-lead

physiological signals, such as ECG or EEG, capturing nuances like local waveform variations or

inter-channel spatial correlations with notable efficacy in real-time signal analysis [32]. Concur-

rently, LSTMs excel at modeling extended temporal dependencies through their gated recurrent

units, preserving historical context while filtering out irrelevant noise. This capability has led

to significant outcomes in applications like dynamic blood pressure forecasting and early epilep-

tic seizure detection, markedly enhancing prediction accuracy and reliability [91, 92]. As the

need for increasingly intricate and precise models intensified within the medical domain, re-

searchers have ventured into integrating diverse architectures to amplify performance. Notably,

the CNN-LSTM hybrid amalgamates CNN’s prowess in spatial feature extraction with LSTM’s
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temporal sequence modeling strengths, yielding substantial advancements in two-dimensional

time-series analysis and automated diagnostics [33, 93]. Furthermore, innovative configura-

tions pairing Transformer encoders with generative adversarial networks (GANs) have gained

momentum, capitalizing on the Transformer’s self-attention mechanism to address global de-

pendencies while employing GANs to generate high-fidelity synthetic data, thereby bolstering

model adaptability and robustness for clinical tasks [94].

Despite significant advances in applying DNNs to medical time-series analysis, their clinical

implementation continues to face substantial challenges. Foremost among these is the stark dis-

parity between model efficiency and resource demands. For example, while Transformer-based

models effectively capture long-range dependencies in physiological signals, their quadratic com-

putational complexity relative to sequence length makes them unsuitable for real-time clinical

applications like bedside monitoring, where low-latency processing is essential. A second critical

issue lies in the absence of robust statistical semantics, which undermines the trustworthiness

of decision-making. Predominantly, current DNN approaches prioritize point predictions, such

as probability outputs in classification tasks, while sidelining probabilistic modeling of signal

generation processes—such as quantifying uncertainty in ECG waveform predictions—or the

extraction of high-dimensional statistical features tied to potential pathological correlations,

like the mutual information linking heart rate variability to autonomic nervous system activity.

This shortfall fails to align with the rigorous demands of precision medicine for uncertainty-

aware reasoning and interpretable outcomes [34]. Another issues is the inherent ‘black-box’

nature of neural networks, which obscures the traceability of their decision-making processes.

This opacity poses a significant barrier to their integration into high-stakes clinical contexts,

such as diagnostic support or therapeutic decision-making, where healthcare professionals and

patients require a clear understanding of the rationale behind model outputs.

2.2.4 Information-Theory-Based Approaches

In neurological time-series analysis, information theory methods are becoming more popular for

feature extraction. These approaches combine mathematical theory with machine learning to

uncover complex patterns in signals. Specifically, these approaches employ mathematical met-
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rics such as entropy and mutual information to model the inherent randomness, complexity,

and dynamic interdependencies within signals, thereby uncovering informational patterns. The

concept of entropy, pioneered by Shannon to quantify informational uncertainty, established

the bedrock of modern information theory [35]. Building upon this foundation, a variety of

entropy variants have emerged, including spectral entropy for frequency-domain insights [95]

and sample entropy for assessing time-series regularity [96]. For instance, Nurwulan et al. il-

lustrated that multi-scale entropy features derived from tri-axial accelerometer data surpassed

conventional statistical features in classification tasks using k-nearest neighbors (KNN) and

random forest (RF) algorithms, underscoring the superior capacity of entropy-based features

to capture dynamic complexity [36]. Similarly, Bao et al. enhanced the precision of activity

prediction models by integrating frequency-domain entropy features with traditional statisti-

cal measures such as mean, energy, and correlation, highlighting the versatility of entropy in

multidimensional analysis [97].

In summary, information-theory-based approaches offer a multifaceted advantage in neuro-

logical time-series analysis, markedly enhancing the performance of learning models, while

frequently surpassing the capabilities of traditional DNN models. This enhancement is piv-

otal for facilitating data-driven, informed clinical decision-making, as these methods leverage

metrics like entropy and mutual information to capture signal complexity and uncertainty,

yielding more robust and interpretable features for medical diagnostics. Nevertheless, several

shortcomings in current research temper the full realization of their potential. Notably, many

studies either narrowly concentrate on a single entropy feature—such as Shannon Entropy or

Sample Entropy—or employ entropy features in conjunction with conventional statistical mea-

sures without customizing their selection to align with specific data attributes, such as the

Markovian properties of a system or stochastic state transitions. This lack of tailored feature

selection is often unaccompanied by rigorous justification explaining why a particular entropy

metric is better suited to the task at hand. Furthermore, these information-theoretic methods

are predominantly task-specific, tailored to isolated applications like epilepsy detection or heart

rate variability analysis, and fall short of providing a unified, scalable entropy-based pipeline

capable of accommodating a broad spectrum of tasks.
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Figure 2.2: Methods overview.

2.3 Methodology

The operational workflow of InTS comprises four principal components: data collection, data

preprocessing, feature construction, and modeling, as depicted in Figure 2.2. Within this

structure, the initial three phases—data collection, preprocessing, and feature construction—are

executed locally on edge devices, such as IoT gateways or wearable units, whereas the modeling

phase is relegated to cloud servers. It should be noted that, although InTS supports the analysis

of both state-transition data and non-state-transition data within a single healthcare monitoring

platform, the two data types are processed through independent parallel processing workflows.

This design aligns with clinical decision-making logic, as the two data types correspond to

distinct diagnostic paradigms: behavioral pattern analysis (e.g., wandering behavior detection)

relies on uncertainty among discrete events, whereas physiological signal analysis (e.g., seizure

identification) focuses on uncertainty in continuous waveforms.

2.3.1 Data Collection and Preprocessing

To enable systematic analysis, we classify the collected data into two distinct categories: state-

transition signals and non-state-transition signals. State-transition signals record the dynamic

state-changing processes of participants. For instance, passive infrared (PIR) sensors, as de-

picted in Figure 2.2.A, are strategically positioned across various rooms within a household to

monitor occupant movement. These sensors activate upon detecting motion, logging the pre-
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Figure 2.3: Example of Markov chain generated from state transition data.

cise location and timestamp of each event. The raw data amassed by PIR sensors, illustrated

in Fig. 2.3, manifest as discrete points—individual instances of time and location—that, in

isolation, do not vividly portray the continuum of state transitions. However, through a data

preprocessing phase, we synthesize these disparate points by linking them temporally to re-

cast them into a first-order Markov chain, thereby achieving a more coherent representation

of the state transition process, such as sequential room-to-room movements, as showcased in

the lower segment of Figure 2.3. While the non-state-transition signals, exemplified by EEG

signals. These are acquired through continuous sampling at a fixed frequency over regular time

intervals, generating smooth time-series datasets that reflect ongoing brain activity rather than

discrete state shifts.

In the preprocessing phase, we implement a suite of procedures encompassing denoising, Z-score

normalization, and the management of missing values to ensure data quality and consistency.

Specifically, Z-scores transform variables to a uniform scale (mean = 0, SD = 1). For handling

missing values, our default approach is forward-fill, whereby missing data points are imputed

using the preceding observation. While for missing values occurring at the outset of a dataset,

where no prior observations are available, we employ backward-fill, utilizing the nearest subse-

quent observation to maintain data integrity. Furthermore, for non-state-transition signals, we

undertake a numerical transformation of location labels. For instance, descriptive labels such

as ‘bedroom’ are assigned a fixed value of 1, and ‘kitchen’ is designated as 2.
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2.3.2 Feature Construction

For state-transition data, we leverage the constructed first-order Markov chain and develop four

entropy features. For non-state-transition data, we initially generate an assortment of entropy-

based features, then employ a two-stage feature selection. In the subsequent sections, we

provide an in-depth exposition of the entropy feature construction process for state-transition

data, detailing how entropy metrics are derived from the Markov chain, alongside the dual-stage

feature selection.

State-Transition Data and Markov Chains

The state-transition data encompass trigger timestamps and corresponding location details,

offering a wealth of spatial and temporal insights. In the spatial dimension, we conceptual-

ize each recorded location—such as living room or kitchen within a household—as a discrete

node. It enables the computation of activation frequencies and counts for specific locations or

pathways (e.g., transitions from bedroom to kitchen). In the temporal dimension, we can fur-

ther measure both occupancy times (e.g., duration in the living room) and transition intervals

between locations.

Shannon Entropy of Markov Chains

We hypothesize that human activity patterns, like location visitation sequences, can be ac-

curately represented by Markov chains. This approach treats activities as stochastic events,

enabling statistical analysis of their frequencies and patterns. We first regard each activ-

ity/location as independent points, and adopt Shannon’s entropy. The selection of Shannon’s

entropy is motivated by its ability to quantify the uncertainty and intricacy of information in

a data-driven manner. Suppose X = {x1, x2, . . . , xn} denote n states (e.g., a participant whose

daily activities span n distinct locations), and S = {s1, s2, . . . , sL} (s ∈ X) denote a Markov

chain trajectory with length L. Within this context, the Shannon entropy H(X) serves to

measure the informational uncertainty of the Markov chain, with its mathematical formulation

reflecting the probability distribution of location occurrences:

H(X) = −
n

∑

i=1

P (xi) logP (xi) (2.1)
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Where P (xi) denotes the probability of a participant engaging in a specific state xi, such as

visiting a particular location. As the frequency of a participant’s activities fluctuates—for in-

stance, if an individual begins frequenting the kitchen more often while reducing time spent

in the living room—H(X) will change. Specifically, an elevated H(X) value signifies height-

ened uncertainty and complexity, indicative of a more diverse and less predictable behavioral

repertoire, such as frequent transitions among multiple locations without a discernible routine.

Conversely, a diminished H(X) value reflects a reduction in uncertainty, pointing to a more

consistent and predictable behavioral pattern, such as prolonged stays at a single location or

adherence to a fixed daily trajectory.

Entropy Rate of Markov Chains

We propose the entropy rate of a first-order Markov chain, which is prompted by the short-

comings of Shannon entropy: while Shannon entropy excels at quantifying the randomness or

uncertainty associated with isolated events—such as the probability distribution of visiting a

specific location—its design does not account for the sequential dependencies and interrela-

tionships that are hallmarks of human activities. For instance, in daily routines, the transition

from kitchen to dining room is often directly influenced by the preceding state, underscoring the

interconnected nature of behavioral sequences. In contexts where activities are interdependent

and events exert mutual influence, traditional Shannon entropy provides only a static, isolated

measure of information, falling short of capturing the full complexity and temporal evolution

inherent in such data. To address this gap, we employ the entropy rate of Markov chains,

integrating the probabilistic dependencies between successive states [98, 99].

Similarly, Suppose X = {x1, x2, . . . , xn} denote n states and S = {s1, s2, . . . , sL} (s ∈ X)

denote a Markov chain trajectory with length L. Suppose the previous state is xi, the current

state is xj, then the transition probability is given by:

Pij = P (xj | xi) (2.2)

For states xi, xj ∈ X in an n-state Markov chain, the transition probabilities form an n × n

matrix T = (Pij)i,j∈X (see Fig. 2.4). The stationary distribution Ã satisfies:
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Figure 2.4: Markov chain entropy rate calculation example. Rectangular nodes in 1○ indicate
locations (states), with arrows showing transitions between them. Color coding represents
starting locations: blue (bathroom), orange (bedroom), green (kitchen), black (lounge), and
red (hallway). Transition probabilities (shown beside arrows) correspond to Table 2○ and
Transition Matrix T 3○.

Ã = ÃT (2.3)

The stationary distribution Ã (an n-dimensional vector for an n-state Markov chain) determines

the entropy rate:

À = −
n

∑

ij

ÃiPij logPij (2.4)

Where Ãi represents the probability in the stationary distribution associated with activity

xi ∈ X, which reflects the long-term equilibrium state of the Markov chain. The entropy

rate calculation requires two time windows: one for transition probabilities Pij and another

for the stationary distribution Ãi to characterize the time-series data. The time window for

the transition probability is typically determined by the specific task objectives, while the

time window for the stationary distribution requires special attention, as it should capture the

stationary behavior patterns of the participant. For instance, a participant’s daily activities

may be influenced by seasonal variations, so it is essential to set the time window to avoid the

effects of seasonal fluctuations, such as using a long time window across seasons to eliminate

seasonal effects. The dual time-window design captures both short-term transitions (Pij) and
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Algorithm 1 Entropy Rate of Markov Chains.
1: Input: Trajectory s = {s1, . . . , sL}, states X = {x1, . . . , xn}, windows 2 f TW1, TW2 f L
2: Output: Stationary distribution Ã, entropy rates À
3: /* 1. Transition Matrix T */
4: for i = 1 to n do
5: Ni ← count of xi in s[1 : TW1−1]
6: for j = 1 to n do
7: Tij ← count of xi→xj divided by Ni if Ni > 0 else 1/n
8: end for
9: end for
10: /* 2. Stationary Distribution Ã */
11: Ã(0) ← (1/n, . . . , 1/n); k ← 0
12: repeat
13: Ã(k+1) ← Ã(k)T ; normalize Ã(k+1)

14: k ← k + 1
15: until ∥Ã(k) − Ã(k−1)∥1 < ϵ
16: Ã ← Ã(k)

17: /* 3. Entropy Rates À */
18: À ← empty list
19: for t = 1 to L−TW2+1 by TW2 do
20: for i = 1 to n do
21: Ni ← count of xi in s[t : t+TW2−2]
22: for j = 1 to n do
23: Pij ← count of xi→xj divided by Ni if Ni > 0 else 0
24: end for
25: end for
26: Àt ← 0
27: for i = 1 to n do
28: for j = 1 to n do
29: if Pij > 0 then
30: Àt ← Àt − ÃiPij log2 Pij

31: end if
32: end for
33: end for
34: Append Àt to À
35: end for
36: return Ã, À

long-term trends (Ãi). The full computation process is detailed in Algorithm 1.

Entropy Production Rate of Markov Chains

Shannon entropy and the entropy rate exhibit a critical shortfall when addressing temporal

irreversibility—they cannot describe the probabilistic asymmetry distinguishing forward evo-

lutionary trajectories (e.g., from living room to kitchen) from their reverse counterparts (e.g.,

from kitchen to living room). This limitation becomes evident in scenarios where directional

differences carry significant behavioral meaning. For example, consider an individual contin-

uously moving in a circular pattern within a home (e.g., from living room to kitchen, then

to dining room, and back to living room), resulting in a unidirectional sequence of transitions
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with no reverse movements. Even if this unidirectional loop exhibits randomness akin to a

disordered wandering sequence (e.g., lacking a fixed direction) in terms of entropy value, the

stark contrast in their internal directional dynamics eludes capture by Shannon entropy or

entropy rate alone. To bridge this gap, we incorporate the entropy production rate (EPR),

derived from nonequilibrium thermodynamics, into our analytical repertoire. EPR quantifies

the inherent directional bias within the state transition matrix of a Markov chain by assessing

the asymmetry between forward and reverse transition probabilities, thereby offering a direct

measure of the intrinsic irreversibility embedded in behavioral dynamics.

Taking indoor activities as an illustrative case, we can elucidate the application and significance

of the EPR in analyzing behavioral dynamics. For healthy individuals, daily activity patterns

typically adhere to the detailed balance condition, whereby the transition probability (Pij)

from one location, such as a bedroom (xi), to another, like a living room (xj), and its reverse

(Pji) manifest symmetric distributions at steady state, satisfying the equation ÃiPi→j = ÃjPj→i.

Here, Ãi and Ãj denote the stationary probabilities of the bedroom and living room, respectively.

Under these circumstances, the forward and reverse pathways exhibit statistical equilibrium,

resulting in an EPR that approaches zero, indicative of time-reversal symmetry where the

behavioral sequence displays no pronounced directional preference. In stark contrast, individ-

uals in pathological states—such as those with Alzheimer’s disease—may exhibit persistent

directional biases stemming from neurological dysregulation, such as dysfunction in the basal

ganglia, leading to scenarios where Pij >> Pji.

From the perspective of non-equilibrium thermodynamics, EPR quantifies the minimal energy

dissipation rate required to sustain a specific behavioral pattern. EPR can be defined as:

EPR =
∑

i,j

ÃiPij ln
Pij

Pji

(2.5)

For any state pair xi and xj, if the forward transition probability Pij consistently exceeds the

reverse probability Pji, the logarithmic term ln
Pi→j

Pj→i
contributes a positive entropy produc-

tion. By cumulatively integrating these asymmetric contributions, the EPR macroscopically
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quantifies the global irreversibility intensity of behavioral dynamics.

The EPR can be estimated using the Neural Estimator for Entropy Production (NEEP) [100]:

ˆEPR(¹) =
L−1
∑

t=1

[

hθ(st, st+1)− e−hθ(st,st+1)
]

(2.6)

where hθ is a trainable model with ¹ as trainable parameters, operating on consecutive states

of trajectory S = {s1, . . . , sL} [100]. Here, ∆Sθ quantifies the directional disparity in state

transitions and is expressed as:

∆Sθ (st, st+1) ≡ hθ (st, st+1)− hθ (st+1, st) (2.7)

Within the NEEP framework, an embedding layer transforms discrete states (e.g., living room,

kitchen) into continuous, trainable vector representations [100]. These vectors are then pro-

cessed by a hidden MLP layer, which employs nonlinear transformations to derive directional

features of state transitions. Notably, the length of the time-series data is a critical factor in

the training process of the NEEP model. A sufficiently prolonged temporal span ensures an

adequate volume of training samples to optimize the neural network parameters ¹, while also

accurately reflecting the participant’s behavioral patterns, such as habitual pathways or direc-

tional biases. An insufficiently short time window may fail to encompass long-term behavioral

trends, potentially undermining the reliability of the EPR estimate.

Von Neumann Entropy of Markov Chains

The von Neumann entropy (VNE) traces its origins to quantum mechanics, where it was initially

developed as a metric to quantify the uncertainty or informational disorder inherent in quan-

tum states, with its theoretical underpinnings extensively elaborated in quantum information

theory [101]. Although rooted in quantum mechanics, the foundational concept of computing

VNE via density matrices exhibits remarkable versatility beyond its original domain. At its

core, a density matrix serves as a mathematical construct capable of representing the state

distributions and evolutionary interactions within any complex system in a probabilistic frame-
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work, extending its utility far beyond quantum phenomena [102]. This adaptability renders

VNE a potent tool for characterizing complexity and uncertainty across diverse contexts, such

as biological systems, social networks, or time-series data analysis, where it can illuminate state

distribution patterns or interactions, like those in human behavioral sequences or neurological

signals.

The limitation of a first-order Markov chain is that it only considers the relationship between the

current state and the previous state, potentially losing important information when handling

long time-series data. To address this, we propose a von Neumann Entropy-based approach

built on Markov chains. This method takes a week as the unit of analysis, comparing activ-

ities and path differences between days, which to some extent mitigates the shortcomings of

first-order Markov chains in processing long time-series data. Specifically, we structure the

information from seven days into a matrix, with each column representing the activity state

distribution for a single day (e.g., frequencies or durations of visits to different locations),

thereby constructing a density matrix that encapsulates the behavioral pattern. Features from

frequency and duration are first fused via a single-layer MLP with a negligible number of pa-

rameters before being used in subsequent processing. Leveraging this framework, we employ

the VNE to quantify the complexity and uncertainty inherent in this matrix. Unlike traditional

entropy measures like Shannon entropy, which typically computes the probability distribution

of a single variable—such as the frequency of visiting the living room on a given day—and

struggles to capture inter-day interactions (e.g., whether a transition from bedroom to living

room on Monday correlates with a similar transition on Tuesday or reflects a weekly cyclical

trend), VNE’s matrix-based approach offers a distinct advantage. By treating the seven-day

state distributions as an integrated whole, the density matrix enables VNE to simultaneously

characterize both the individual behavioral features of each day (e.g., the visitation profile

on a specific day) and the dynamic interdependencies across days (e.g., transition tendencies

from Monday through Sunday). VNE also remains robust against noise and incomplete data,

providing stable system-state approximations despite minor perturbations or missing values.

The VNE is defined based on a density operator Ä, quantifying the complexity and uncertainty

of the pathway matrix through the trace of the logarithmic density operator:
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Figure 2.5: For a 5-state Markov chain, von Neumann entropy calculation involves: Spatial :
(1) Daily route frequencies adi,j (i, j: states, d: date); (2) Weekly aggregation; (3) Frequency
matrix A; (4) Pearson matrix R; (5) Density matrix Ä by f(•); (6) von Neumann entropy by
f ′(•). And for Temporal : Replace frequencies with durations.

V NE(ρ) = − tr(ρ logρ) (2.8)

A pivotal aspect of computing VNE is constructing the density operator Ä, which must fulfill

three conditions: (1) Be Hermitian (self-adjoint); (2) Possess a unit trace (normalized); (3)

Be positive semi-definite (non-negative eigenvalues). Take a 5-state Markov chain and the

frequency of weekly activities (paths) as an example, as shown in Fig. 2.5, we first calculate

the frequency of different paths for each day (Fig. 2.5, step 1), obtaining the daily activity

frequency matrix. Then, we flatten it into a single column and concatenate the frequencies of

all seven days into matrix A (Fig. 2.5, steps 2 and 3). Next, we treat each column as a variable

and compute the Pearson correlation matrix between columns, resulting in an N × N matrix

R (Fig. 2.5, step 4), where N = 7 in this example. Subsequently, we calculate ρ = R/N ,

ensuring that the density matrix ρ satisfies the three aforementioned conditions (Fig. 2.5, step

5). Finally, we compute the VNE according to Equation 2.8 (Fig. 2.5, step 6).

Next, we analyze the reasons why the density matrix ρ satisfies the three aforementioned

conditions: (1) R, as a Pearson correlation matrix, is symmetric and thus Hermitian; (2) The

diagonal elements of R are 1, yielding a trace of N , and division by N ensures tr(ρ) = 1, satisfy-

ing the unit-trace condition; (3) Positive semi-definiteness requires non-negative eigenvalues for

R, which typically holds for complete correlation matrices, though sparse data (e.g., untraveled
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Algorithm 2 Feature Selection with PCC and MI.
Require: Feature set eall = {e1, . . . , em}; label ytrg; count N ; PCC threshold threshold; max retries max time
Ensure: Selected feature set esel
1: Compute MI(e, ytrg) for all e ∈ eall
2: Sort eall by descending |MI(e, ytrg)|; set trial← 0
3: while trial < max time do
4: esel ← first N features in sorted eall
5: i← N
6: repeat
7: changed← FALSE
8: for all e, e′ ∈ esel, e ̸= e′ do
9: if |PCC(e, e′)| > threshold then
10: Remove the one with smaller |MI(·, ytrg)| from esel
11: changed← TRUE; BREAK
12: end if
13: end for
14: until NOT changed
15: while |esel| < N AND i < |eall| do
16: f ← eall[i]; i← i+ 1
17: Add f to esel
18: repeat
19: changed← FALSE
20: for all e, e′ ∈ esel, e ̸= e′ do
21: if |PCC(e, e′)| > threshold then
22: Remove lower |MI| one; changed← TRUE; BREAK
23: end if
24: end for
25: until NOT changed
26: end while
27: if |esel| g N then
28: BREAK
29: else
30: threshold← 0.9× threshold
31: trial← trial + 1
32: end if
33: end while
34: return esel

pathways) may yield zero eigenvalues, still meeting the semi-definite criterion (¼j g 0).

While Ä meets these criteria, real-world PIR sensor data may render it sparse, with many zero

entries due to infrequent pathways, posing challenges for standard logarithmic computations of

log Ä (e.g., anomalies from logging zeros). To circumvent this, we employ the Mercator Series

for matrix logarithm calculation [103]:

log(ρ) =
∞
∑

k=1

(−1)k+1 (ρ− I)k

k
(2.9)

where k is the order, and I is the identity matrix.
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Feature Selection

Feature selection enhances model efficiency by filtering relevant variables that significantly con-

tribute to predictive power, while reducing data dimensionality and computational complexity.

For datasets suitable for state-transition modeling, we focus on entropy features associated with

Markov chains, including Shannon entropy, entropy rate, entropy production rate, and VNE. In

cases where state-transition modeling is infeasible, we apply a methodology based on the Pear-

son correlation coefficient (PCC) and mutual information (MI) to select the most appropriate

features from various entropy methods. The detailed procedure is described in Algorithm 2.

Initially, features are ranked by calculating the absolute MI between each feature e and the tar-

get label ytrg. This approach captures the non-linear dependencies between variables, providing

an efficient first-pass selection. The MI is calculated as follows:

MI(e; ytrg) =
∑

ytrg

∑

e

p(e, ytrg) log

(

p(e, ytrg)

p(e)p(ytrg)

)

, (2.10)

with summation over all possible values of e and ytrg.

After ranking features by their absolute MI values, we select the top N candidates. To address

potential feature redundancy, we then calculate pairwise PCC between distinct features e and e′

in this candidate set. When any pair exceeds a predefined PCC threshold, indicating significant

linear dependence, we retain only the feature with higher MI to ytrg and exclude the other. This

process continues iteratively until we obtain N features that are both strongly predictive and

minimally redundant. The PCC is calculated as:

PCC(e, e′) =

∑

(e− ē)(e′ − ē′)
√

∑

(e− ē)2
√

∑

(e′ − ē′)2
(2.11)

where ē and ē′ denote the mean values of feature e and e′, respectively.

In our experiments, we adopt default thresholds of 0.8 for PCC (indicating high linear correla-

tion). This value is based on conventions from prior research [104, 105], typically regarded as
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an empirical boundary for characterizing strong linear correlation. We also reserve a dynamic

threshold adjustment mechanism (although not triggered in our experiments and datasets),

which allows the algorithm to automatically explore looser thresholds to obtain sufficient fea-

tures that meet the low redundancy requirement when the initial threshold is inappropriate.

2.4 Implementation & Evaluation Setup

We applied InTS to three distinct datasets from different domains: (1) A dementia care dataset

from the ongoing Minder study by the UK Dementia Research Institute; (2) A publicly avail-

able epileptic seizure dataset (ESRD) focusing on EEG signals; and (3) A heart disease dataset

(PTBDB) focusing on ECG signals. To build and evaluate our models, we employed a range of

machine learning approaches for comparative analysis, including LR, SVM, MLP, CNN, LSTM,

and a combined CNN-LSTM architecture. To ensure the proper structure of the experiments,

all datasets were divided into training, validation, and test sets in a 70%, 15%, 15% ratio, re-

spectively. Furthermore, to validate the stability and reliability of our findings, all experiments

were repeated 30 times, with both the mean and standard deviation of the results calculated.

2.4.1 Datasets

We evaluated InTS using three datasets. One is the Minder dataset 2, which meticulously

captures daily activity information of individuals with dementia (PLWD) [99] from the medical

monitoring platform. Due to the medical data access restrictions of the platform, we were

limited to using triggered sensor data and could not access EEG and ECG signals. Therefore,

we utilized two publicly available medical datasets: the Epileptic Seizure Recognition Dataset

(ESRD), a collection of EEG signals used to study epilepsy patient conditions [106]; and the

PTB Diagnostic ECG Database (PTBDB), a repository of ECG recordings employed for cardiac

condition research [26, 27]. Although both datasets underwent basic filtering, resulting in

relatively low overall noise levels, they still retained physiological noise and the experimental

results still demonstrate the effectiveness of InTS.

2Due to the platform’s compliance restrictions on the use of medical data, the Minder dataset is only
applicable to research within the currently authorized scope. Consequently, subsequent research chapters of
this thesis do not utilize this dataset.
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Minder Dataset

This research leverages data sourced from the Minder in-home monitoring initiative (as depicted

in Fig. 2.1), a program meticulously crafted to people living with dementia (PLWD) [99]. The

Minder platform incorporates a sophisticated array of cutting-edge sensors and smart devices,

enabling the systematic acquisition of diverse digital metrics, such as records of daily activities,

usage patterns of household appliances, and relevant clinical health insights, thereby providing

a rich and real-time dataset for analysis. Furthermore, the project’s deployment prioritizes

user privacy and data security (no image data), ensuring the trustworthiness and dependability

of the monitoring process. The study’s design and execution adhered rigorously to ethical

principles, having earned formal endorsement from the London-Surrey Borders Research Ethics

Committee and the South West London Ethics Committee following a thorough review and

evaluation process 3. To safeguard ethical integrity and protect participants’ rights, we secured

fully informed written consent from all individuals involved prior to the study’s initiation, with

the consent process documented and archived for transparency.

The Minder dataset is annotated using alerts produced by the Minder platform, which functions

continuously around the clock to monitor users’ health conditions in real time. These alerts

are meticulously validated by a dedicated monitoring team through direct communication with

PLWD or their caregivers, ensuring a high degree of precision and reliability in data pertaining

to potential health incidents, such as falls, unusual behavioral patterns, hospital stays, urinary

tract infections, and manifestations of anxiety, depression, agitation, confusion, and sleep dis-

ruptions. Data linked to participants who have encountered these adverse health occurrences

are distinctly tagged, facilitating ongoing monitoring and providing structured support for in-

depth analysis of these health transitions. The primary emphasis of this investigation centers on

examining the activity records captured by the Minder platform, classified as state-transition

data, which reflect the dynamic shifts in participants’ health statuses. Spanning from Decem-

ber 2020 to March 2022, the dataset comprises a comprehensive total of 3,762 person-weeks

of detailed records, offering a robust temporal scope and strong representativeness. The mean

3Approval information: https://www.hra.nhs.uk/about-us/committees-and-services/res-and-recs/search-
research-ethics-committees/london-surrey-borders/
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Figure 2.6: Examples of PLWDs with (a) clear routines and (b) fewer routines. The more
routine-oriented participant (a) shows consistent daily patterns (red boxes) at fixed times. X-
axis represents time of day, Y-axis represents colors indicate house locations.

age of participants stands at 79 years, underscoring that the study predominantly involves an

elderly cohort. Moreover, to safeguard participant confidentiality and align with ethical stan-

dards, all data utilized in this study have undergone rigorous anonymization procedures prior

to analysis, ensuring that individual identities remain untraceable.

The activity data is gathered through PIR sensors strategically placed across various key loca-

tions within the residence, such as the kitchen, bathroom, bedroom, living room, and hallway,

as depicted in Fig. 2.2.A. These sensors capture an event with second-by-second accuracy

whenever an individual moves past them. An example of raw data, highlighting a comparison

between the daily routines of two PLWDs, is presented in Fig. 2.6.

Epileptic Seizure Recognition Dataset

The ESRD constitutes a non-state-transition dataset, meticulously assembled from EEG record-

ings of 500 clinical participants, encompassing a total of 11,500 time-series samples tailored to

investigate the EEG signatures associated with epileptic phases [106]. Each sample is precisely

divided into 23 temporal segments, with each segment comprising 178 data points, achieving

a temporal resolution of 1 second, thereby ensuring continuity and uniformity across the time

dimension. The University of California, Irvine (UCI) applied sophisticated data reconstruc-
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Figure 2.7: ESRD visualization with sampling points (X-axis) and EEG signals (µV ) (Y-axis).

Figure 2.8: PTBDB histogram color maps: (a) abnormal and (b) normal cases. X-axis shows
sampling points, Y-axis shows normalized heartbeat values.

tion methodologies, utilizing randomized segment permutations to produce this standardized

dataset, with its architectural design clearly outlined in Fig. 2.7, offering researchers a well-

structured analytical foundation. The ESRD classifies physiological conditions into five distinct

groups: a singular category is reserved for documenting epileptic seizure instances, while the

other four categories span healthy control conditions ranging from wakefulness through various

sleep stages, devoid of epileptic symptoms. Although the dataset inherently accommodates mul-

ticlass classification modeling, prevailing research trends favor binary classification approaches,

predominantly aiming to differentiate the epileptic cohort (Category 1) from the non-epileptic

control groups, a strategy that balances analytical simplicity with the critical need for seizure

detection. Consistent with this focus, the present study targets binary differentiation between

epilepsy-positive and epilepsy-negative states.
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PTB Diagnostic ECG Database

This dataset aggregates 549 entries from 290 participants (209 males and 81 females), catego-

rized as non-state-transition data [26, 27]. The participants’ ages span a wide range, from 17 to

87 years, with a mean age of 57.2 years, providing a diverse and representative sample pool for

analysis. The recordings were captured at a sampling rate of 125 Hz, ensuring high-resolution

and precise signal acquisition. The diagnostic classifications within PTBDB encompass an array

of cardiac conditions, including myocardial infarction, cardiomyopathy or heart failure, bundle

branch block, dysrhythmia, myocardial hypertrophy, valvular heart disease, and myocarditis,

alongside a healthy control cohort, establishing a comprehensive baseline for comparative stud-

ies. In this investigation, we specifically isolated heartbeat signals from ECG lead 2 [107],

narrowing our focus to the myocardial infarction subgroup and the healthy control group to

examine signal characteristics under specific cardiac conditions. The dataset comprises a ro-

bust total of 14,552 samples. Fig. 2.8 employs color-mapped histograms to visually depict the

distribution of abnormal and normal ECG signals within the PTB data.

2.4.2 Models and performance metrics

This section presents the experimental models and performance metrics for both data types.

Models for State-Transition Data

For state-transition data, after feature extraction, we selected LR, SVM, MLP, and LSTM as

models, which have been widely utilized in medical time-series data [108, 109, 110].

We designated LR and linear-kernel SVM as representatives of linear models, while selecting

MLP and LSTM to exemplify non-linear models, thereby encompassing a broad range of ma-

chine learning methodologies. For the parameter tuning of LR and SVM, we leveraged the

GridSearchCV utility from Python’s scikit− learn library, employing a grid search approach

to systematically explore and evaluate parameter combinations, ensuring optimal model per-

formance across various configurations. Specifically, the parameter space for LR was defined,

including the regularization parameter C with values (0.001, 0.01, 0.1, 1, 10, 100), regularization

techniques (L1 or L2), and a suite of solvers (liblinear, newton-cg, lbfgs, sag, saga), allowing
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for an extensive investigation of its behavior under diverse optimization scenarios. For SVM,

the tuning process concentrated on refining the C values (0.001, 0.01, 0.1, 1, 10, 100).

To enhance the performance and training efficiency of MLP and LSTM, we merge learning

rate warm-up with cosine annealing, enabling dynamic adaptation of the learning rate to suit

the needs of model convergence. To maintain fairness and consistency in model comparisons,

we standardized the architectures of both MLP and LSTM to include two hidden layers, with

the number of hidden units adjusted proportionally to the input dimensions to align model

capacity with task complexity. Specifically, for baseline (input dim a, hidden units b) and

entropy-based (input dim c, hidden units d) methods, we maintained a/c = b/d. Training

used Binary Cross-Entropy loss with SGD optimization. To capture periodic patterns and

temporal/monthly influences, we set the LSTM time step to 4 weeks, enhancing sequential

regularity and long-term trend modeling. The dataset is split 70:15:15 into training, test, and

validation sets.

Baseline. For state-transition data represented by the Minder dataset, investigations into

feature extraction from PIR sensors remain relatively limited, with sparse coverage in existing

literature. Drawing upon the foundational work of Chimamiwa et al. [111], we adopted the

average frequency and duration of various activities as baseline features. To further discern

behavioral variations across the temporal dimension, we segmented the day into two distinct

periods: daytime (06:00 to 18:00) and nighttime (18:00 to 24:00 and 00:00 to 06:00), a parti-

tioning that facilitates the identification of potential shifts in diurnal and nocturnal rhythms.

These extracted and structured features were subsequently incorporated into a range of machine

learning models for analysis, encompassing LR, SVM, MLP, and LSTM.

InTS. For state-transition data, InTS prioritizes Markov chain entropy features for state-

transition data: Shannon entropy, entropy rate, entropy production rate, von Neumann entropy

(frequency/duration-based).

Models for Non-State-Transition Data

When tackling non-state-transition data (ESRD and PTBDB datasets), we selected CNN,

LSTM, and CNN-LSTM as baseline models. To safeguard the meticulousness of the exper-
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imental design while upholding the fairness and reliability of comparisons among different

models, we opted to incorporate MLP, a model also rooted in deep learning, as the model of

the InTS, paired with entropy-based features as input data. To enhance training efficiency and

convergence quality, all models adopted a strategy blending temperature warm-up with cosine

annealing.

Baseline. For non-state-transition data, we implemented three deep learning models as base-

lines to assess their performance across different approaches. First, we adapted a 1D-CNN

model [112] for raw signal input, modifying its structure to fit our data characteristics. Next,

for LSTM feature extraction, we adapted Farisi et al.’s model [113] by tuning parameters and

architecture to fit the data dimension. Lastly, for CNN-LSTM analysis, we employed Hussain

et al.’s hybrid model [114], leveraging CNN for local features and LSTM for long-term depen-

dencies. For the input of the CNN-LSTM model, we utilized 5-level wavelet decomposition with

single-level approximate DWT, transforming raw signals to time-frequency representations. To

maintain experimental consistency and comparability, the loss functions and optimizers of these

models were synchronized with those applied to the state-transition models.

InST. For non-state-transition data, we initiate the process by calculating a set of entropy-

related features, such as increment entropy, approximate entropy, and slope entropy, each quan-

tifying distinct aspects of data variation patterns. Subsequently, these features undergo a

screening process using MI and PCC to eliminate redundancy and retain the most informative

attributes, with the specifics of this procedure elaborated in Section 2.3.2. After feature ex-

traction, an MLP model is integrated as the primary classification head due to its simplicity.

Moreover, to facilitate a consistent and objective comparison with baseline models, the loss

function and optimizer settings of the MLP are aligned with those employed by the baseline

models.

Performance Metrics

To systematically and comprehensively evaluate the performance of these models, we designated

accuracy, F1 score, recall, and the Area Under the Receiver Operating Characteristic Curve

(AUC-ROC) as the core evaluation metrics. The experiments are independently repeated ten
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times with ‘Mean ± Std’. Due to UK data protection regulations (including GDPR and the

Data Protection Act 2018 [24]), which prohibited edge deployment during initial development,

we used model parameter count as a hardware-agnostic proxy for system cost in experiments

involving non-state-transition data. This is achieved by calculating the total parameter count

for each model by iterating through the model layers in PyTorch.

2.5 Evaluation Results

InTS was tested on Minder (state-transition data) and ESRD/PTBDB (non-state-transition

data).

2.5.1 Minder

The Minder dataset is state-transition data, where each distinct location is modeled as a node

or state, and movements between these locations are interpreted as transitions. To account for

the potential effects of sundowning and circadian rhythms in PLWD [115], we divided each day

into two well-defined segments: daytime (06:00 to 18:00) and nighttime (18:00 to 24:00 and

00:00 to 06:00), enabling the detection of critical behavioral differences across these periods.

Consequently, the baseline features consist of the average frequency and duration of various

activities per week, calculated separately for both daytime and nighttime periods [111]. The

model produces a binary classification output, indicating whether healthcare-related events

have occurred (True or False), thereby facilitating the monitoring and evaluation of health

conditions.

The entropy features extracted in InTS encompass several key measures: Shannon’s entropy of

Markov chains, entropy rate of Markov chains, entropy production rate of Markov chains, and

von Neumann entropy of Markov chains derived from activity frequency and duration, each

designed to quantify distinct facets of state-transition complexity and dynamics. Given that

the dataset’s label frequency is weekly, we compute these entropy metrics on a weekly cycle to

align with the labeling structure. Specifically, Shannon entropy is first calculated daily and then

aggregated by averaging across each week to obtain the weekly value. The entropy production

rate is determined through a machine learning approach (as detailed in a Section. 2.3.2): for
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Figure 2.9: Evaluation results on the Minder dataset (x-axis: evaluation metrics)

Figure 2.10: The ROC-AUC curves of the Minder dataset.

each participant, the model is trained on the training dataset, after which the weekly entropy

production rate is computed based on the trained model’s output. For the entropy rate, to

capture stationary distributions and minimize the impact of seasonal fluctuations, we establish

a four-month time window as the reference period, with the target analysis window set to

a single day, followed by averaging to derive the weekly value. The von Neumann entropy is

assessed by examining the frequency or duration of various activities within a day, subsequently

consolidated into a weekly metric.

The evaluation outcomes for the Minder dataset are detailed in Fig.2.9, Fig.2.10, and Table 2.1.

These findings illustrate that the features derived by InTS exhibit pronounced effectiveness

and utility across a diverse set of models. The implementation of InTS markedly bolsters the

predictive capability of linear models, such as LR and Linear Kernel SVM, enhancing their

performance on state-transition data, while also delivering considerable advancements in non-

linear models, including MLP and LSTM, underscoring its versatility across different modeling

paradigms. The experimental analysis reveals that InTS contributes to a mean improvement

of 13.08 percentage points (pp) in recall, 10.80 pp in F1 score, and 7.88 pp in accuracy.

InTS reveals more benefits within non-linear architectures such as LSTM and MLP. Specifically,
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Table 2.1: The average performance of the models for the Minder.

Evaluation Baseline Entropy Improvement

LR Recall rate 50.13±4.68% 58.97±4.61% 8.84pp
F1 score 52.63±4.11% 58.46±4.42% 5.83pp
Accuracy 55.52±4.13% 58.03±4.71% 2.51pp

SVM Recall rate 56.05±4.60% 62.72±6.56% 6.67pp
F1 score 52.82±4.75% 61.63±4.30% 8.81pp
Accuracy 50.12±5.75% 60.94±4.03% 10.82pp

MLP Recall rate 66.14±5.70% 84.16±5.21% 18.02pp
F1 score 71.55±5.61% 84.97±4.97% 13.42pp
Accuracy 78.37±8.11% 85.88±5.51% 7.51pp

LSTM Recall rate 71.51±4.04% 90.29±4.41% 18.78pp
F1 score 76.17±4.27% 91.29±3.72% 15.12pp
Accuracy 81.72±6.41% 92.41±4.18% 10.69pp

Average Recall rate - - 13.08pp
F1 score - - 10.80pp
Accuracy - - 7.88pp

Table 2.2: Comparison of ESRD classification results.

Recall rate F1 score Accuracy

Baseline-CNN 91.18±1.04% 92.51±0.98% 93.90±1.07%
Baseline-LSTM 95.74±1.09% 95.12±0.54% 94.52±0.93%

Baseline-CNN-LSTM 96.30±1.35% 96.08±0.77% 95.88±0.53%
Entropy-MLP 97.53±0.74% 97.82±0.43% 98.12±0.67%

Avg Improvement 3.12pp 3.25pp 3.35pp

the LSTM model is improved in recall by 18.78 pp, F1 score by 15.12 pp, and accuracy by 10.69

pp. The MLP model is improved by 18.02, 13.42, and 7.51 pp in recall, F1 score, and accuracy,

respectively. This improvement is attributable to the multi-layer processing capabilities and

memory retention mechanisms intrinsic to non-linear models, which strengthen their proficiency

in deciphering complex patterns and leveraging high-dimensional feature sets.

We also utilized ROC-AUC curves as an evaluation mechanism, as shown in Fig.2.10. The

incorporation of entropy-based features resulted in improvements in AUC values across all

models. In particular, the AUC for the LR model rose from 0.56 to 0.63, and the SVM model

saw an increase from 0.59 to 0.70. The MLP model exhibited a leap, with its AUC value

climbing from 0.78 to 0.93. Similarly, the LSTM model, upon integrating entropy features,

attained an AUC of 0.98. These outcomes collectively verify the effectiveness of InTS.
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Figure 2.11: Feature selection results for ESRD: (left) Pearson correlation matrices, (right)
mutual information with selected (red) and unselected (blue) features.

2.5.2 ESRD

ESRD constitutes a non-state-transition dataset. We designated CNN, LSTM, and CNN-

LSTM models as baselines. For the CNN and LSTM models, the preprocessed data serves

as the direct input to preserve essential signal information; in contrast, for the CNN-LSTM

model, we augmented the process by employing discrete wavelet transform (DWT) to convert

the signals into a time-frequency domain representation, enhancing feature extraction, and used

these transformed signals as inputs. The ultimate output of the models is a binary classification,

determining whether a participant has undergone an epileptic seizure.

For InTS, we commenced by calculating an array of entropy-related features, followed by a

feature selection process employing MI and PCC to refine the feature set. As shown in Fig.

2.11, the initial MI assessment pinpointed increment entropy, approximate entropy, slope en-

tropy, and sample entropy as the top four features. To address potential issues of feature

collinearity and redundancy that could impact model performance, we performed a subsequent

selection using PCC. The analysis indicated a high PCC value (exceeding 0.8) between sample

entropy and approximate entropy, suggesting considerable correlation, with approximate en-

tropy outperforming in MI scores; thus, we opted to retain approximate entropy. Following the

MI ranking, we then incorporated phase entropy as an additional feature. A subsequent PCC

check confirmed that the selected features exhibited no substantial collinearity or redundancy

while preserving sufficiently high MI scores. Consequently, the final entropy-based feature set
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Figure 2.12: ESRD results: (a) Evaluation metrics (recall, F1, accuracy, ROC-AUC); (b)
Model structure comparison (baseline vs. InTS/entropy). Due to pre-processed low-noise data,
all models achieve ideal AUC-ROC performance.

for ESRD comprised increment entropy, approximate entropy, slope entropy, and phase entropy.

The experimental outcomes for the ESRD dataset, as presented in Fig. 2.12 and Table 2.2.

Compared to the baseline models, InTS improved 3.12 pp in recall, 3.25 pp in F1 score, and 3.35

pp in accuracy. Furthermore, analysis of the ROC-AUC curve provides additional confirmation

of InTS’s classification performance. The parameter count of the InTS model was reduced by

an average factor of 3.05, highlighting the efficiency InTS.

2.5.3 PTBDB

PTBDB constitutes a non-state-transition dataset. Consistent with the experimental frame-

work established for the ESRD dataset, we designated CNN, LSTM, and CNN-LSTM models

as baselines for performance evaluation. To maintain comparability and uniformity across

experiments, the preprocessing procedures for PTBDB mirrored those applied in the ESRD

experiments, encompassing data standardization and alignment. The ultimate output of these

models is a binary classification, determining whether a participant exhibits heart disease.
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Figure 2.13: PTBDB feature selection results with Pearson correlation matrices (left) and
mutual information (right, red=selected, blue=unselected).

Table 2.3: Comparison of PTBDB classification results.

Recall rate F1 score Accuracy

Baseline-CNN 92.16±1.83% 92.92±1.22% 93.70±0.88%
Baseline-LSTM 93.11±2.02% 93.61±1.27% 94.14±0.60%

Baseline-CNN-LSTM 94.07±1.57% 94.32±1.28% 94.59±1.58%
Entropy-MLP 95.02±0.76% 95.21±0.64% 95.42±0.99%

Avg Improvement 1.91pp 1.59pp 1.28pp

The results of the feature selection are shown in Fig.2.13. By initial selection through MI, we

pinpointed phase entropy, dispersion entropy, approximate entropy, and slope entropy as the top

four features. To further ensure the independence and utility of these features, a subsequent

selection using the PCC was conducted, revealing that all chosen features maintained low

correlation coefficients (below 0.8), indicating an absence of notable collinearity. As a result,

we confirmed the aforementioned entropy features as the finalized entropy-based feature set for

subsequent analysis.

The experimental results are shown in Fig.2.14 and Table.2.3. InTS improved recall rate by an

average of 1.91 pp, F1 score by 1.59 pp, and accuracy by 1.28 pp. Analysis of the ROC-AUC

curves further corroborates its classification capability, aligning closely with the outcomes of

SOTA approaches. Moreover, in comparison to baseline models, InTS reduced the parameter

count by an average 3.14×, boosting computational efficiency.

Ablation Study

We conducted an ablation study on four Markov chain-based entropy features: Shannon entropy

of Markov chains (SE), entropy rate of Markov chains (ER), entropy production of Markov
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Figure 2.14: PTBDB results: (a) evaluation metrics, (b) baseline vs. InTS/entropy model
structures. With pre-processed low-noise data, all models achieve ideal AUC-ROC performance.

chains (EP), and von Neumann entropy of Markov chains (VNE). We take the LSTM model

as an example because it performed best in previous experiments. Using a controlled variable

approach, we utilize different groups of features (named G01-G14), then compared the accuracy

against the full-feature model (G00). The results are shown in Table 2.4.

First, analyzing the three-feature groups (G01–G04), we observe that removing VNE (G01)

resulted in the highest accuracy drop (to 87.69%), followed by EP (G02, 88.55%), ER (G03,

89.23%), while SE removal (G04) had the smallest impact (89.77%). This trend is further

showed by the two-feature groups (G05–G10): The most severe performance degradation oc-

curred when VNE was removed alongside features like EP (G05: EP+VNE absent, 82.51%),

whereas combinations excluding SE (e.g., G10: SE+ER absent, 86.12%) showed relatively

minimal effects. These findings align with expectations: (1) VNE integrates both activity

frequency and temporal information, and its weekly-scale comparison of daily variations miti-
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Table 2.4: Ablation results of each entropy feature from InTS. ‘1’ means with this entropy
feature, ‘0’ means without this entropy feature. SE means Shannon entropy of Markov chains,
ER means entropy rate of Markov chains, EP means entropy production of Markov chains,
V NE means von Neumann entropy of Markov chains.

Groups SE ER EP VNE Acc Groups SE ER EP VNE Acc
G00 1 1 1 1 92.41±4.18% G08 0 1 1 0 84.46±4.85%
G01 1 1 1 0 87.69±4.52% G09 0 1 0 1 85.63±4.53%
G02 1 1 0 1 88.55±4.31% G10 0 0 1 1 86.12±4.68%
G03 1 0 1 1 89.23±4.35% G11 1 0 0 0 79.45±5.52%
G04 0 1 1 1 89.77±4.29% G12 0 1 0 0 81.51±5.25%
G05 1 1 0 0 82.51±5.20% G13 0 0 1 0 82.17±4.97%
G06 1 0 1 0 83.68±4.85% G14 0 0 0 1 83.53±4.88%
G07 1 0 0 1 84.78±4.81%

gates first-order Markov chains’ inherent limitations in modeling long-range dependencies; (2)

SE treats activities as independent events in its calculation, failing to capture path-dependent

state transitions; (3) Both ER and EP leverage first-order Markov chains to model transition

paths, while EP further accounts for path irreversibility. Single-feature validation (G11–G14)

corroborates these conclusions: VNE alone achieved the highest accuracy (83.53%), while SE

performed weakest (79.45%), exactly matching the importance ranking from the combinatorial

experiments. Notably, the full-feature model (92.41%) outperformed all other feature groups,

demonstrating that these features collectively quantify system uncertainty from complementary

perspectives.

2.6 Discussions and Limitations

To validate the efficacy of our approach, we conducted experiments on three datasets. The re-

sults indicate that, compared to baseline models, InTS demonstrates performance improvements

across multiple evaluation metrics and diverse dataset types. We attribute these improvements

primarily to the following factors:

• Effective High-Level Entropy Features. The InTS system designs and refines a suite of

entropy features to encapsulate essential statistical information and dynamic properties, thereby

facilitating the derivation of highly expressive advanced features from raw data, enhancing

the comprehension and analysis of intricate data patterns. For state-transition data, InTS

preprocesses the raw data into the form of a first-order Markov chain to precisely delineate



50 Chapter 2. Data-Related Adaptations

state transition relationships, subsequently employing metrics such as entropy rate, entropy

production rate, and von Neumann entropy, which collectively quantify the randomness and

information generation processes of state transitions from diverse perspectives. For non-state-

transition data, InTS leverages variant features like increment entropy and slope entropy, which

are particularly adept at capturing local variations and trends within non-dynamic sequences,

thus accommodating the analytical requirements of different data types.

•Multi-Dimensional Entropy Feature Analysis. The InTS system amalgamates a variety

of entropy features, each meticulously crafted to uncover the intrinsic complexity and latent

patterns of data from distinct yet complementary perspectives [116, 117]. By embracing this

multi-dimensional analytical strategy, InTS achieves a deeper and more holistic insight into

the dynamics and underlying structural properties of neural time-series data, capturing both

temporal fluctuations and embedded characteristics. In contrast, conventional analytical tech-

niques often concentrate on a solitary data feature or statistical measure, risking the omission

of other vital informational dimensions and thus constraining the breadth of analysis. However,

InTS’s multi-dimensional entropy feature analysis, guarantees a comprehensive encapsulation of

the data, yielding a more precise representation that lays a foundation for subsequent modeling

and decision-making processes.

• Efficient Feature Selection. To proactively circumvent the detrimental effects of redun-

dant and highly collinear features on model performance—such as overfitting or diminished

predictive capacity—we devised and implemented a dual-feature-selection mechanism grounded

in information theory. This mechanism synergistically integrates MI and the PCC matrix to

systematically identify the optimal entropy features for subsequent model construction. MI

evaluates the strength of the informational relationship between features and the target vari-

able, ensuring the selection of features with substantial informational content, while the PCC

matrix further examines inter-feature correlations to eliminate redundant or strongly collinear

features, thereby enhancing the independence and utility of the resulting feature set.

• Enhanced Model Simplicity through Efficient Entropy Features. Conventional deep

learning models typically demand extensive computational resources and prolonged training
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durations to proficiently dissect intricate time-series data, ensuring the capture of deep-seated

patterns and properties. In contrast, by thoughtfully designing and employing efficient entropy

features, our approach substantially alleviates these requirements, enabling commendable an-

alytical outcomes even with streamlined architectures such as LR and MLP. This strategy

extracts pivotal statistical and dynamic information from the data, diminishing the reliance on

elaborate model frameworks, thereby preserving performance while concurrently augmenting

model simplicity and computational efficiency.

However, InTS also has certain limitations:

• This chapter employs a first-order Markov process to model patient behavior, a choice that

can reduce computational complexity but inevitably comes with several limitations. First, a

first-order Markov chain relies solely on the previous state, which may lead to the loss of critical

information when handling behavioral patterns with long-range dependencies [118]. Addition-

ally, first-order Markov chains are more susceptible to interference from cohabitants. Although

von Neumann entropy based on Markov chains can partially mitigate these issues by measur-

ing differences and uncertainties in activities across days, the limitations of first-order Markov

chains persist. More complex higher-order models could improve accuracy but would signifi-

cantly increase computational overhead. Future research could focus on developing adaptive

order selection algorithms based on information criteria to dynamically balance computational

cost and model complexity [119, 120].

• InTS employed the PCC threshold (default set at 0.8) in the feature selection algorithm

to identify and remove highly linearly correlated redundant features. This value was chosen

based on widely accepted practices in the feature selection domain, typically regarded as an

empirical boundary for characterizing strong linear correlation[104, 105]. However, we fully

recognize that fixing the PCC threshold at 0.8 as the default may not always be optimal

or universally applicable when applied to a wide variety of tasks and datasets. Significant

differences may exist in feature distributions, scales, noise levels, and the structure and strength

of inter-feature correlations across different datasets. A fixed threshold that performs well on

one dataset may lead to over-filtering or under-filtering on another dataset where inter-feature
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correlations are generally stronger or weaker. In high-dimensional small-sample datasets, the

likelihood of features exhibiting high PCC values by chance increases. A fixed 0.8 threshold

may be more prone to removing non-redundant features (false positives), thereby affecting

the quality of the final feature set. Although threshold adjustment was not triggered in our

experiments, we reserved a dynamic threshold adjustment mechanism that allows the algorithm

to automatically explore more relaxed thresholds to obtain sufficient features meeting low-

redundancy requirements when the initial threshold is unsuitable. However, there may be

better methods for setting the initial threshold that do not require dynamic adjustment, thereby

improving efficiency.

• Integration of Multimodal Datasets. Currently, InTS employs parallel but independent pro-

cessing workflows for state-transition and non-state-transition signals. While this design ensures

system modularity, it also leaves space for research into multimodal fusion. Cross-modal corre-

lations may contain critical diagnostic information. For instance, in Alzheimer’s disease moni-

toring, studies have found that sleep disruptions in patients may be linked to abnormal health

events (e.g., wandering) [121], suggesting the potential for multimodal modeling of EEG/ECG

signals and triggered sensor data. Similarly, in epilepsy monitoring, abnormal activity pat-

terns during the prodromal phase (e.g., repetitive activity) may correlate with changes in brain

rhythms (e.g., change on EEG signal) [122]. Multimodal analysis could provide earlier warning

signals compared to single-modal analysis.

2.7 Conclusions

We propose InTS, an information-theoretic pipeline that extracts high-level features from neuro-

logical time-series data while improving model accuracy and efficiency. Validated across demen-

tia care, epilepsy, and heart disease datasets, InTS demonstrates effectiveness and scalability.

For state-transition data, InTS employs Shannon entropy, entropy rates, entropy production

rate, and von Neumann entropy of Markov chains. For non-state-transition data, InTS utilizes

various entropy variants. Additionally, InTS introduces a feature selection method based on the

MI and PCC matrix. Compared to baselines, InTS improves recall rate, F1 score, and accuracy
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by an average of 13.08 pp, 10.80 pp, and 7.88 pp, respectively. Evaluated against deep learning

baselines on ESRD and PTBDB, InTS outperforms CNN, LSTM, and CNN-LSTM, enhancing

accuracy, recall, and F1 score by an average of 2.52 pp, 2.42 pp, and 2.32 pp, respectively,

and reduces model parameters by 3.10× on average. InTS enhances the adaptation of edge

computing at the data level, enabling effective and efficient feature extraction when faced with

state-varying and noisy time-series data.
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Chapter 3

Model-Related Adaptations for Mobile

Devices

This chapter addresses the challenge of model personalization under data drift in resource-

constrained IoT edge environments. We utilize mobile devices (refer to Raspberry Pi in this

chapter) as the experimental platform, since it has moderate computational resources and ma-

ture operating systems. Conventional approaches, such as full-model fine-tuning, incur excessive

energy costs, while partial adaptation of only the final layers leads to insufficient personaliza-

tion performance. To resolve this trade-off, we propose Target Block Fine-Tuning (TBFT), a

lightweight adaptation method that selectively fine-tunes specific model blocks based on drift

type. Our framework categorizes data drift into three types: input-level drift (front-block

fine-tuning), feature-level drift (mid-block fine-tuning), and output-level drift (rear-block fine-

tuning), enabling targeted optimization of critical modules for energy-efficient personalization.

We provide a theoretical analysis of TBFT’s effectiveness and validate it through experiments

on ResNet architectures, three datasets, three training scales, and Raspberry Pi edge devices.

We utilize public image datasets, including the CIFAR series and BREEDS/Living17 (a subset

of ImageNet), since the medical datasets from Chapter 2 are subject to access restrictions for

other research and image data can express the above three types of drift more simply and

clearly. Compared to full-model fine-tuning, TBFT reduces energy consumption by 41.57%

on average, while outperforming the averaged block-wise fine-tuning baseline (BlockAvg) by

15.30% in average accuracy.
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3.1 Introduction

Data drift is one of the significant challenges for on-device ML [123, 124]. as data drift be-

tween source (cloud) and target (local) domains severely degrades local model performance

(e.g., accuracy). IoT/mobile devices’ limited computational resources, storage, and battery

life impose strict requirements on on-device ML for memory usage, power control, and energy

efficiency [125, 126]. Therefore, how to achieve efficient and stable personalized ML models on

resource-constrained devices has become an important direction in current research.

To address these challenges, researchers have proposed several solutions. One approach im-

proves the base model’s domain generalization on source data, enhancing adaptation to diverse

distributions [127, 128]. Another approach involves fine-tuning the base model on labeled

target data, which significantly improves the model’s performance in practical applications

[129, 130, 131]. Studies have shown that, in terms of performance metrics such as accuracy,

fine-tuning methods often outperform domain generalization and unsupervised adaptation ap-

proaches, as fine-tuning can more directly leverage the characteristics of the target domain data

to optimize the model [132, 133].

Currently, the main strategy in fine-tuning methods focuses on optimizing either the entire

model or its final layers [37, 134, 135]. For example, large models typically use a general

front-end feature extractor [38], adapting only the classifier (e.g., FC layer) for new tasks.

However, full fine-tuning increases energy and hardware demands, while last-layer tuning often

underperforms. Some methods employ search strategies to identify and fine-tune only the

most important model parameters, but if such search strategies are run locally on resource-

constrained devices, they result in significant energy consumption; if run in the cloud, they

introduce additional privacy risks [136, 137, 47]. Data drift can be categorized into three types:

input-level, feature-level, and output-level [138, 139]. The ICM principle [140, 141] states

that causal generative processes comprise independent, non-interfering modules. Therefore,

different data drift types reflect localized causal process changes, suggesting full-model or last-

layer fine-tuning often suboptimal for diverse drift scenarios. This prompts us to consider

whether targeted fine-tuning of modules associated with specific types of data drift on local
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devices can keep satisfied model performance (e.g., accuracy) while reduce energy cost.

Contributions. We propose Target Block Fine-Tuning (TBFT) 1, a low-energy adaptive per-

sonalization framework specifically designed for resource-constrained devices, aiming to address

data drift issues and achieve model personalization. Specifically, we categorize data drift into

three types: input-level, feature-level, and output-level, and TBFT adaptively fine-tunes the

front blocks, middle blocks, and rear blocks of the model based on the type of data drift. Here,

‘data drift’ refers to the significant differences in statistical properties between the source data

and the target data [142], while a ‘block’ represents a fundamental building unit of the model,

which may encompass multiple layers (e.g.,a combination of convolutional and pooling layers)

or a single layer (e.g., a fully connected layer).

(1) TBFT adaptively fine-tunes various model blocks/modules (front, middle, and rear) de-

pending on the nature of data drift (input-, feature-, or output-level).

(2) We establish the block-drift correspondence through: (i) mathematical analysis proving

that each drift type (input/feature/output) primarily affects blocks at specific depths (Section.

3.3), and (ii) experiments where fine-tuning only the corresponding blocks (e.g., front blocks

for input-level drift) achieves the best accuracy (the brief summary of the experimental results

is given below).

(3) To comprehensively validate the effectiveness and robustness of TBFT, we conducted ex-

periments on a ResNet model using three different datasets and deployed it on a Raspberry Pi

for testing. Additionally, considering the efficiency of local fine-tuning and the scale limitations

of local datasets, we tested TBFT under three different training sizes (10%, 20%, and 30% of

the full training dataset) to verify its stability across varying data volumes.

(4) TBFT outperforms BlockAvg (individual block fine-tuning with averaged improvements)

by 15.30% accuracy.

(5) Compared to full model fine-tuning, TBFT saves an average of 41.57% in energy consump-

tion, reducing resource usage.

1The code, models, and datasets are available at:
https://github.com/yushan-huang/AdaptivePersonalization
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This chapter is related to the following paper:

Yushan Huang, Josh Millar, Yuxuan Long, Yuchen Zhao, Hamed Haddadi. ‘Towards Low-

Energy Adaptive Personalization for Resource-Constrained Devices’. Accepted to The 4th

Workshop on Machine Learning and Systems EuroMLSys 2024, co-located with EuroSys’24.

3.2 Background

3.2.1 Data Drift

We introduce the definition of three drifts, including input-, feature-, and output-level [138, 139].

Input-Level Drift

Input-level drift is a typical form of covariate shift, where the target domain input distribution

Ptrg(X) is generated by applying deterministic linear transformations to the source input Xsrc,

while maintaining label consistency Ytrg = Ysrc. Specifically, given a source input xsrc ∈ R
n,

the target input can be expressed as xtrg = Mxsrc, where the invertible matrix M ∈ R
n×n

encodes linear perturbations. These transformations can be uniformly modeled as linear pro-

jections in pixel space, encompassing common image modifications. For example, color channel

mixing adjusts an image’s RGB composition by applying a fixed linear transformation to the

color space. Similarly, global brightness or contrast scaling multiplies all pixel intensities by a

constant factor, which is also a linear transformation in pixel space.

Feature-Level Drift

Feature-level drift is a fundamental challenge in domain adaptation, characterized by pre-

served class semantics but divergent feature distributions within each class. Specifically, while

source and target domains share identical label spaces, each class comprises distinct subpopu-

lations across domains. For instance, in the Living17 dataset [143], the ‘vegetables’ class in the

source domain may include carrots and broccoli, whereas the target domain contains onions

and spinach. This shift arises from intra-class heterogeneity rather than global input/label

transformations.

Suppose Ysrc = Ytrg, feature-level drift satisfies:
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DKL(Psrc(Xsrc|Ysrc)∥Ptrg(Xtrg|Ytrg)) > 0 (3.1)

where DKL is the Kullback-Leibler divergence.

Compared with input-level drift, feature-level drift exhibit fundamental differences in origin and

mathematical characterization. Input-level drift stems from transformations in the raw input

space, where target samples xtrg are generated through linear operations (xtrg = Mxsrc) that

preserve class-discriminative features but alter low-level signal properties. In contrast, feature-

level drift arises from shifts in the semantic space, where conditional distributions P (X|Y )

diverge between domains despite identical label spaces Y . This distinction is quantifiable

through their perturbation scopes: input-level drift applies content-agnostic transformations

(e.g., brightness changes affect pixels), while feature-level drift introduces content-dependent

variations (e.g., intra-class diversity in subcategories). The linearity of input-level drift en-

sures its invertibility (∃M−1), whereas feature-level drift requires non-linear alignment due to

heterogeneous semantic manifestations.

Output-Level Drift

Output-level drift is a typical form of concept drift, where the target domain input distribution

remains consistent with the source domain (Ptrg(Xtrg) = Psrc(Xsrc)), but the label conditional

distribution undergoes systematic shifts (Ptrg(Ytrg|Xtrg) ̸= Psrc(Ysrc|Xsrc)). Specifically, given

a source input-label pair (xsrc, ysrc), the target label can be modeled as a deterministic trans-

formation ytrg = M(ysrc; ¹), where M is linear perturbations. Typical examples include linear

scaling, classification threshold adjustments (e.g., changes in positive criteria for medical diag-

nosis), or ordinal label remapping (e.g., revisions to user rating scales).

Unlike input-level shifts, correcting output-level shifts does not require intervention in the

feature extraction process. When M is a linear invertible transformation, adjusting only the

weights of the final classifier ¹(L) is sufficient to fully compensate for the label shift, whereas

modifying the weights of the first layer ¹(1) provides no explicit improvement to the target loss
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Ltrg [139]. This phenomenon arises because label perturbations are independent of the input

feature space, and their correction signals can be directly propagated through the output layer.

Research in this area holds universal value for multi-domain applications. For instance, in

medical imaging analysis, differences in pathological staging criteria across hospitals need to

be modeled as label shifts [144]; in natural language processing, discrepancies in sentiment

polarity annotations between social media and formal texts also fall into this category [145].

By analyzing the mathematical mechanisms of output-level drift, a theoretical foundation can

be established for designing adaptive classification algorithms.

3.2.2 Transfer Learning

Transfer Learning (TL) leverages pre-trained models to accelerate new task learning, reducing

training time and data needs through source-to-target knowledge transfer. Research has shown

that freezing certain layers or parameters during fine-tuning can effectively mitigate overfitting

[146, 147, 148, 149] and enhance adaptation efficiency [150, 151, 152], thereby significantly

improving TL performance across various application scenarios. However, despite extensive

efforts to analyze the adaptability of model layers to different types of data drift [153, 154],

most existing methods pre-select fixed layers (usually the last few layers) for fine-tuning across

all types of data drift.

Unlike these traditional methods, TBFT proposes a more flexible and adaptive model fine-

tuning strategy. Instead of using fixed layers for all types of data drift, TBFT selects different

model blocks for fine-tuning based on the specific type of data drift. For example, fine-tuning

intermediate layers for feature-level drift and front layers for input-level drift.

3.2.3 Personalization

A key deployment challenge is personalizing pre-trained models to target domain distribution

shifts. This need for personalization arises from the diversity and dynamics of real-world data

distributions, such as behavioral differences among user groups, systematic biases in device

sensors, or variations in environmental conditions. To address this challenge, both academia and

industry have proposed numerous strategies, including but not limited to domain adaptation,
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transfer learning, and online learning.

Research has shown that for certain types of domain shifts, particularly output-level shifts (i.e.,

changes in label distribution), fine-tuning only the final layer of the model is often sufficient

to achieve good performance [155]. For example, in tasks with spurious correlations (e.g.,

differences in annotation standards across hospitals in medical diagnosis), adjusting the weights

of the classifier’s output layer can effectively mitigate inconsistencies in label distribution.

However, for more complex shift types (e.g., input-level or feature-level shifts), fine-tuning

only the final layer may not be sufficient to achieve optimal performance. Lee et al. further

discovered that different model blocks exhibit significant differences in sensitivity to these types

of shifts [139]. For instance, shallow networks are more sensitive to input-level shifts, while

deeper networks are more sensitive to feature-level and output-level shifts. These findings

motivated our development of block-specific fine-tuning for different data drifts. We further

validated its stability on small local datasets, crucial for edge computing and privacy-sensitive

scenarios with limited target-domain data.

3.2.4 Efficient Learning

Developing efficient machine learning models and reducing their size and inference energy con-

sumption has become a critical research focus for resource-constrained IoT and mobile devices

with limited energy availability [156, 157]. These devices often face strict computational and en-

ergy constraints, necessitating a balance between model performance and resource consumption.

To address this, researchers have developed efficiency optimization techniques including prun-

ing, quantization, knowledge distillation, and energy-aware architecture search [158, 159, 160].

These methods significantly enhance the applicability of models in resource-constrained en-

vironments by reducing model parameters, lowering computational complexity, or optimizing

hardware utilization.

In this chapter, we explore efficient learning from a novel perspective: TBFT achieves suffi-

cient performance by adjusting only a sub-block of the model, thereby significantly reducing

the energy cost required for personalization. Unlike traditional global fine-tuning approaches,

according to different data drift types, TBFT optimizes only related modules, ensuring model
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Figure 3.1: TBFT overview.

accuracy while drastically reducing computational overhead. This approach excels in resource-

constrained scenarios like edge computing and mobile real-time inference.

Furthermore, TBFT can be seamlessly integrated with various existing efficient learning tech-

niques. For example, combining TBFT with quantization can further compress model size and

reduce energy consumption; integrating it with knowledge distillation allows lightweight stu-

dent models to approximate the behavior of complex teacher models; and incorporating pruning

techniques can eliminate redundant parameters, thereby reducing computational load.

3.3 Methodology

3.3.1 Overview

Assumptions. We focus on image data with two key scenarios: (1) Cloud-trained base models

face local data drift (input-/feature-/output-level), with the drift types being independent; (2)

Energy-sensitive devices (e.g., [161]); (3) The drift types are known, we leave the drift detection

methods as an open research question, which is discussed in Section. 3.6.

TBFT (as shown in Fig. 3.1), which initially trains a base model on cloud source data and

then fine-tunes targeted sub-blocks on local devices to address specific data drift. The model h
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is structured as a stacked architecture of modular blocks, expressed as h = hn ◦ . . . ◦ h1, where

each block hi incorporates a parameter set ¹i and multiple neural layers. The TBFT framework

fine-tunes specific blocks B and their parameters {¹i|i ∈ B} corresponding to local drifts to

minimize the task-specific loss L̂tgt. The optimization objective is:

min
θi,i∈S

L̂tgt(h(¹1, . . . , ¹n)), (3.2)

where non-selected blocks (i /∈ B) remain frozen. For instance:

• Front blocks (B={1}) adapt to input-level variations

• Final block (B={n}) handles output-level drift

When B={1}, the target model becomes [139]:

htgt = hn ◦ · · · ◦ h2 ◦ h
tgt
1 (3.3)

3.3.2 Adaptive Personalization

We provide mathematical theoretical analysis that each drift type is more closely associated

with specific depth blocks (front/middle/rear) in the model, and explain the definitions of

sub-blocks.

Input-Level

Input-level drift occurs when target inputs xtrg are linear transforms of source inputs xsrc. For

invertible M ∈ R
n×n:



Chapter 3. Model-Related Adaptations for Mobile Devices 63

xtrg = Mxsrc, ytrg = ysrc (3.4)

where xsrc ∈ R
n and xtrg ∈ R

n are input vectors, ysrc, ytrg denote labels, and M represents

linear transformation matrix.

Consider a source model hsrc = h ̸=1,src ◦ h1,src with first-module h1,src(xsrc) = ¹1,srcxsrc and the

rest of modules h ̸=1,src. Source optimality requires:

h ̸=1,src(¹1,srcxsrc) = ysrc, ∀(xsrc, ysrc) ∼ Psrc (3.5)

For target domain adaptation, if we only fine-tune the first-module and keep the rest of modules

frozen, which means h ̸=1,src = h ̸=1,trg, so we abbreviate them as h ̸=1. We enforce output

equivalence through:

h ̸=1(¹1,trgxtrg) = h ̸=1(¹1,trgMxsrc)

= h ̸=1(¹1,srcxsrc) = ysrc = ytrg (3.6)

The critical weight adaptation follows from:

¹1,trgMxsrc = ¹1,srcxsrc ∀xsrc =⇒ ¹1,trg = ¹1,srcM
−1 (3.7)

This demonstrates that input-level drifts can be fully compensated through first-layer linear

inversion, with zero target loss (Ltrg = 0) guaranteed by matrix invertibility.

However, without fine-tuning the first module, the error can not be compensated. Consider the

counterexample where the transformation matrix M is set to the negative identity matrix −I,

with the source-domain first-module activations ¹1,srcxsrc strictly positive for all inputs xsrc:
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M = −I, with ¹1,srcxsrc > 0 (3.8)

Under this transformation, the target-domain features exhibit sign reversal through the lin-

ear projection ¹1,srcxtrg = −¹1,srcxsrc, followed by complete activation collapse when pass-

ing through the ReLU nonlinearity ϕ(z) = max(z, 0). This occurs because all negative pre-

activations are zeroed out:

¹1,srcxtrg = −¹1,srcxsrc, (3.9)

ϕ(¹1,srcxtrg) = max(−¹1,srcxsrc, 0) = 0, (3.10)

The information loss propagates through subsequent layers ¹ ̸=1, resulting in degenerate model

predictions h(xtrg; ¹1,src, ¹̸=1) = 0 that mismatch the target labels ytrg (which equal ysrc by

our input-drift assumption). This demonstrates that deeper module adaptation cannot recover

from first-module mismatches.

Output-Level

Output-level drift occurs when target outputs ytrg are linear transforms of source outputs ysrc

with identical inputs. For invertible matrix M :

xtrg = xsrc, ytrg = Mysrc (3.11)

Consider an L-layer model h = h ̸=L ◦ hL, where hL,src(xsrc) = ¹L,srcxsrc is the last module, and

h ̸=L is the rest modules. Source optimality requires:

h ̸=L,src(¹L,srcxsrc) = ysrc, ∀(xsrc, ysrc) ∼ Psrc (3.12)
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For target adaptation, construct ¹L,trg = ¹L,srcM
−1 while freezing h ̸=L(h ̸=L,src = h ̸=L,trg = h ̸=L):

h(xtrg) = h ̸=L(¹L,trgxsrc)

= h ̸=L(¹L,srcM
−1xsrc)

= Mysrc = ytrg (3.13)

This shows that output-level drift can be fully compensated through last-layer fine-tuning,

achieving Ltrg = 0 when M is invertible.

However, adapting front-end modules (¹ ̸=L denoting parameters before the last modules) faces

intrinsic limitations. Consider the sign-flipping case with M = −I (I being identity matrix),

where:

ytrg = −ysrc, with ϕ(¹L,srcxsrc) > 0 (3.14)

The non-negativity of ReLU-activated ϕ features imposes:

ϕ(¹ ̸=Lxtrg) g 0, (3.15)

¹L,srcϕ(¹ ̸=Lxtrg) g 0 ̸= ytrg = −ysrc (3.16)

regardless of front-end adjustments. This leads to irreducible error:

min
θ ̸=L

Ltrg g ϵ > 0 (3.17)

This demonstrates that for output-level drift, last-layer adaptation (¹L) is strictly necessary.

Feature-Level

Consider a model h = hL ◦ hm ◦ h1, where h1 is the first module, hm represents the middle

modules (from module 2 to L− 1, has nonlinear capabilities), hL is the final module.
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To address feature-level drift, we align the feature distributions by minimizing the maximum

mean discrepancy (MMD):

min
θm

DMMD (hm,src(xsrc), hm,trg(xtrg)|y) (3.18)

When the output of hm,src(xsrc) and hm,trg(xtrg) becomes domain-invariant, the model maintains

consistent performance (e.g., accuracy) across domains, achieving Ltrg → 0.

However, adapting only the first or last layer is insufficient. Consider a single class y with

different subpopulations in source and target domains:

Xsrc|y ∼
1
2
N (µ1,Σ) + 1

2
N (µ2,Σ), Xtrg|y ∼

1
2
N (µ3,Σ) + 1

2
N (µ4,Σ), {µ1, µ2}∩ {µ3, µ4} = ∅.

(3.19)

This models a feature-level drift where the same class label is associated with distinct subclus-

ters across domains (e.g., ‘vegetables’ contain carrots and broccoli in source but onions and

spinach in target).

First-Module Failure. If the first module h1 is a linear or affine transformation shared

across classes, it cannot simultaneously align multiple subclusters that differ between source

and target. A single global mapping can at best align means or global statistics, but fails to

resolve the mismatch of multiple disjoint modes within each class. Therefore, without deeper

non-linear modules to perform cluster-wise matching, the subclusters remain misaligned in the

shared feature space.

Last-Module Failure. Adapting only the final classifier hL is insufficient because the up-

stream features hm(h1(Xtrg)) still preserve the subcluster discrepancy. Since the target sub-

clusters occupy distinct regions that do not overlap with the source subclusters, a single linear

decision boundary cannot correctly classify both domains simultaneously. Consequently, even
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an optimal classifier hL yields systematic prediction errors for misaligned target subclusters:

EXtrg|y

[

hL(hm(h1(Xtrg)))
]

̸= y. (3.20)

3.3.3 Definition of Models and Sub-Blocks

We consider neural architectures with a modular, hierarchical structure, such as ResNet or

SqueezeNet, where the network is composed of sequential blocks with increasing representa-

tional capacity. To enable targeted adaptation, we segment the model into three functional

regions: front, middle, and rear blocks.

The front blocks include the initial convolutional stem (e.g., conv1) and the first basic block.

These layers primarily extract low-level visual patterns such as edges and textures. The rear

blocks primarily consist of the classifier head, which aggregate semantic representations. The

front and rear blocks exhibiting primarily linear behavior with limited nonlinear capacity [?].

The middle blocks refer to intermediate blocks between the front and rear blocks. These blocks

represent a gradual semantic transition—from local patterns to high-level structures—and are

crucial for capturing intra-class variations. Notably, the number of middle blocks varies with

model depth: in shallow networks (e.g., 4 blocks in total), they may only include the 2nd and

3rd blocks, while in deeper architectures (e.g., 10 blocks in total), they span a wider range, each

encoding progressively abstract features. We did not delve deeper into the specific division and

determination of middle blocks in this chapter. We leave this as a potential direction for future

research and discuss it in Section. 3.6.

3.4 Implementation & Evaluation Setup

This section covers the experimental model, datasets, implementation, and performance met-

rics.
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Figure 3.2: The ResNet-26 model.

3.4.1 Models and Datasets

We utilize the ResNet-26 architecture [162], which is visually represented in Figure 3.2. The

decision to adopt this model stems from its distinctive residual block configuration, allowing the

model to be seamlessly integrated with the TBFT methodology without necessitating any mod-

ifications to its foundational design, thereby simplifying the experimental setup. Additionally,

the model can be simply divided into four blocks, facilitating intuitive validation of TBFT’s

effectiveness while avoiding the impact of having too many middle blocks (as mentioned in

Section. 3.3.2). We train the model from scratch on source data, ensuring independent and

reproducible results. To achieve effective optimization, we employ the Adam optimizer. Ad-

ditionally, we implement an early-stopping technique guided by the model’s accuracy on a

separate validation set, a strategy designed to curb overfitting and bolster generalization. Dur-

ing target-domain fine-tuning, we set the learning rate to 0.01 for the fully connected layer

(enabling rapid task adaptation) and 0.001 for other modules. Remaining hyperparameters

vary by experiment, as detailed in Section 3.5.

We evaluate TBFT across three types of datasets, each aligned with a specific type of data shift,

to explore its effectiveness under varying conditions. To mimic scenarios with constrained local

data, we configure the training portions to represent 10%, 20%, and 30% of the full training

dataset, enabling an analysis of TBFT’s performance with limited resources. The validation

and testing sets are consistently set to 10% of the total data, ensuring a standardized evaluation

framework.

Input-Level: Cifar10/Cifar10-C. The source data is derived from the Cifar10 dataset, fea-

turing 32× 32 color images categorized into 10 distinct classes. The target data, sourced from

Cifar10-C, comprises degraded versions of images from these same classes, with degradation
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severity spanning five levels, indicative of an input-level shift. This dataset encompasses 14

unique corruption forms, such as frost effects, representing diverse real-world image deterio-

ration conditions. For experimental purposes, we conduct training and evaluation separately

on each corruption type and present the aggregated performance across all types. Following

the data preparation methodology outlined in [163], we restrict our training and assessment

to samples exhibiting the maximum severity, such as corruption level 5, to emphasize model

behavior under the most challenging circumstances.

Feature-Level: Living17. This dataset emerges from the BREEDS benchmark (from Im-

ageNet), designed to investigate subpopulation shifts as introduced in [143]. Within the

BREEDS framework, subpopulations from ImageNet are categorized using the hierarchical

structure of WordNet, enabling the creation of diverse subpopulation-specific datasets. The

Living17 dataset, in particular, encompasses images of living entities organized into 17 pri-

mary classes, with each class subdivided into four distinct subclasses. The source and target

distributions are constructed from different subsets of these subclasses, resulting in a notable

distinction between them. This distinction manifests as a feature-level shift, characterized by

variations in feature distributions across the source and target domains.

Output-Level: Cifar10/Cifar-Flip. We systematically transform the class labels of the

Cifar10 dataset such that each original label y is reassigned to 9 − y [139]. For instance, a

label of 0 is converted to 9, a label of 1 becomes 8, and this pattern continues accordingly,

fundamentally altering the label distribution. The source data remains the unaltered Cifar10

training set.

3.4.2 Prototype and Performance Metrics

We assess TBFT using a Raspberry Pi 4 Model B equipped with 2GB RAM, a device frequently

selected as a representative of resource-constrained systems due to its modest hardware capabil-

ities, ideal for testing in low-power contexts. The Pi 4 features a Broadcom BCM2711 processor,

a 64-bit quad-core Cortex-A72 (ARM v8) system-on-chip running at 1.5GHz, which strikes an

effective balance between processing power and energy conservation, enhancing its suitability

for practical deployments. The system is supported by 2GB of LPDDR4-3200 SDRAM.
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Table 3.1: Noised block fine-tuning accuracy (best performance highlighted).
Added Noise

Block 1 Block 2 Block 3 FC
Block 1 84.88±0.23 69.24±0.40 43.44±0.38 36.30±0.41
Block 2 72.38±0.37 83.74±0.21 70.54±0.32 67.86±0.35
Block 3 56.86±0.37 74.95±0.27 83.04±0.29 83.85±0.39
FC 30.58±0.24 46.94±0.23 51.82±0.41 84.28±0.33

Block Avg 61.18±0.30 68.72±0.28 62.21±0.35 68.07±0.37

T
u
n
e
d

Full 83.56±0.28 82.87±0.34 82.14±0.34 83.58±0.42

We assess TBFT’s accuracy and operational efficiency under different training data scales. To

measure system cost, we utilize the Power Monitoring HAT for Raspberry Pi, focusing on three

key metrics: (1) Runtime (measured in seconds), captured via the device’s internal clock; (2)

Memory consumption (in GB), tracked internally by the system; (3) Energy cost (in joules),

computed by power and time. Additionally, we assess energy savings (ES) with the equation

ES = (EB−EF )/EF , where EB signifies the energy consumed during block-based fine-tuning

and EF corresponds to full model fine-tuning, providing a comparative measure of energy

efficiency. Our evaluations cover both 32× 32 (Cifar10-C, Cifar-Flip) and 128× 128 (Living17)

resolutions. To accommodate the memory limitations of the Raspberry Pi, we configure the

batch size to 1 during system cost assessments, ensuring experimental feasibility.

3.5 Results

We conducted a series of experiments to validate the relationship between different drift types

and various blocks, specifically examining whether fine-tuning the corresponding blocks yields

optimal classification accuracy for each drift type. Additionally, we measured the memory,

power, and energy consumption required for fine-tuning.

3.5.1 Motivation Experiments

To determine whether fine-tune distinct model blocks/modules can adequately tailor the model

to various data drifts, we conduct a motivation experiment by injecting normally distributed

noise into several model sections, including the final FC layer. This approach aims to probe the

model’s responsiveness to localized drifts. We implement this on a ResNet-26 framework [162],

which is trained from scratch on the Cifar-10 dataset [164]. Subsequently, we fine-tune selected

blocks of the network using Cifar10 target data, while immobilizing the remaining parameters
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Table 3.2: Overall results (accuracy, energy cost E, and saving rate ES compared with full
tuning). I −L, F −L, O−L denote input/feature/output-level drifts; BlockAvg shows block-
tuning average (excludes full model). Best accuracy for per drift are highlighted.

Block1 Block2 Block3 FC Block Avg Full
I-L Acc (%) 75.20±0.36 70.98±0.33 70.62±0.21 68.74±0.37 71.40±0.26 75.09±0.28
F-L Acc (%) 48.63±0.37 57.61±0.42 68.31±0.43 60.06±0.29 58.65±0.35 67.31±0.41
O-L Acc (%) 21.25±0.29 38.69±0.38 64.27±0.30 84.74±0.35 52.29±0.29 61.11±0.41

E (J) 0.898 0.708 0.564 0.325 0.624 1.068
ES (%) 15.92 33.71 47.19 69.57 41.57 -

by freezing their weights, thus isolating the impact of targeted block/module adjustments and

minimizing interference from broader network alterations.

Table 3.1 presents the outcomes of our motivation experiments, offering evidence to substantiate

our hypothesis. The findings highlight a significant trend: selectively fine-tuning only the block

perturbed with noise yields superior performance compared to fine-tuning other blocks, and it

either matches or surpasses the results of full model fine-tuning. TBFT yields 18.94% accuracy

increase versus BlockAvg.

3.5.2 Overall Performance

Table 3.2 offers a comprehensive overview of our experimental outcomes, encapsulating average

model accuracy across three drift categories under various training data volumes, alongside

average system costs for all tested configurations. Our analysis reveals that fine-tuning specific

components, namely Block 1, Block 3, and the fully connected layer, which align with input-,

feature-, and output-level drifts respectively, delivers performance that either approximates or

exceeds that of full model fine-tuning. Specifically, TBFT enhances model accuracy by an

average of 15.30% compared to the BlockAvg baseline, pointing to a meaningful correlation

between drift types and the model blocks most impacted, where tuning the pertinent block

substantially boosts efficacy. Furthermore, in terms of energy efficiency, TBFT demonstrates a

notable reduction in consumption, achieving an average energy cost saving of 41.53% relative

to full model fine-tuning. These findings are concisely presented in Table 3.2, with additional

details provided in the subsequent sections.
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Table 3.3: 128 and 1 batch of training accuracy results (on the Living17 dataset with 10%
training data).

Batch Size Block 1 Block 2 Block 3 FC Full
128 47.30±1.05 55.57±0.46 65.83±0.35 59.01±0.41 64.69±0.29
1 45.17±0.98 54.12±0.62 64.23±0.31 57.92±0.52 62.97±0.32

3.5.3 Single-Batch & Multi-Batch Training

For resource-constrained training, batch size is generally set to 1 to accommodate hardware

limits. However, this configuration, which does not leverage data parallelism, tends to sub-

stantially diminish experimental efficiency. We compare single-batch (size=1, Raspberry Pi)

versus multi-batch (size=128, GPU) training to evaluate performance gaps and substitution

feasibility. To ensure a fair assessment, all training parameters, aside from batch size, are held

constant across both setups. Given single-batch inefficiency, we evaluate on 10% of Living17

[143], the results are shown in Table 3.3).

Table 3.3 reveals that, under equivalent conditions, single-batch and multi-batch training ex-

hibit closely aligned accuracy levels. This finding justifies the adoption of GPU-based multi-

batch training outcomes for performance analysis in subsequent experiments, enhancing overall

efficiency. Accordingly, unless otherwise noted, we utilize GPU-derived training results as the

standard measure of model performance throughout this work.

3.5.4 Model Performance

We evaluate personalization accuracy across drift types using three datasets: Cifar10-C [165]

(input-level), Living17 [143] (feature-level), and Cifar-Flip [166] (output-level) with ResNet-26

[162]. All experiments use early stopping and 10 repetitions. Testing includes 10%, 20%, and

30% training sizes for small dataset accuracy.

Input-Level: Cifar10-C. We initialize and train ResNet-26 [162] from scratch on Cifar10 (10-

class, 32×32 images). Following this, we implement TBFT on the Cifar10-C dataset, activating

only one block at a time—such as Block 1, Block 2, Block 3, or the FC layer—while keeping

all other blocks frozen, to evaluate their individual contributions to handling input-level drift.

The findings are illustrated in Fig. 3.3 and Table. 3.4. Our results demonstrate that, for input-
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Figure 3.3: The accuracy results of TBFT on Cifar10-C datasets with different training sizes.
Solid/dashed lines show BlockAvg/full-tuning baselines. Specific values are shown in Table
3.4.

Figure 3.4: The accuracy results of TBFT on Living17 datasets with different training sizes.
Specific values are shown in Table 3.4.

level drift, Block 1 fine-tuning achieves optimal performance, matching or exceeding full-model

tuning. Specifically, compared to BlockAvg, Block 1 tuning at 10%, 20%, and 30% training

sizes improves accuracy by 3.00%, 3.88%, and 4.56%, respectively. Moreover, we observe a

clear positional effect: blocks closer to the model’s front, particularly Block 1, exhibit superior

performance, while fine-tuning the FC layer results in the poorest outcomes. Intermediate

blocks (2-3) yield moderate fine-tuning results. These experimental observations are consistent

with our theoretical analysis in Section 3.3, suggesting that, in the context of input-level drift,

the front block of the model is more responsible to input-level data drift.

Feature-Level: Living17. We train ResNet-26 from scratch on Living17 (17-class, 128×128

images). Our data preprocessing and augmentation procedures closely follow the methods

specified in BREEDS [143] for the Living17 dataset, ensuring experimental consistency. The
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Figure 3.5: The accuracy results of TBFT on Cifar-Flip datasets with different training sizes.
Specific values are shown in Table 3.4.

Table 3.4: The accuracy results of TBFT with various training size. Highlighted values indicate
best block-tuning performance.
Drift Type
& Dataset

Training
Size

Block 1 Block 2 Block 3 FC Block Avg Full

10% 73.53±0.22 70.18±0.02 70.17±0.06 68.24±0.08 70.53±0.10 73.21±0.37
20% 75.32±0.10 71.08±0.07 70.48±0.08 68.86±0.09 71.44±0.09 75.29±0.14

Input-L
Cifar10-C

30% 76.75±0.17 71.68±0.34 71.20±0.05 69.11±0.06 72.19±0.16 76.78±0.31
10% 47.30±1.05 55.57±0.46 65.83±0.35 59.06±0.41 56.94±0.57 64.69±0.29
20% 48.72±0.27 57.85±0.35 68.88±0.42 60.27±0.52 58.93±0.39 67.47±0.48

Feature-L
Living17

30% 49.88±0.82 59.40±0.46 70.22±0.65 60.86±0.78 60.09±0.68 69.76±0.58
10% 15.94±0.98 29.78±0.34 54.20±0.28 84.43±0.10 46.08±0.24 50.86±0.35
20% 21.95±1.05 40.32±0.59 66.84±0.38 84.87±0.17 53.65±0.41 62.65±0.27

Output-L
Cifar-Flip

30% 25.87±0.68 45.98±0.40 71.78±0.43 84.91±0.20 57.14±0.16 69.81±0.45

corresponding experimental results are presented in Fig. 3.4 and Table. 3.4. For feature-level

drift, Block 3 tuning outperforms full-model tuning. Compared to BlockAvg, it improves

accuracy by 8.89% (10%), 9.95% (20%), and 10.13% (30% training sizes). Consistent with our

findings on the Cifar10-C dataset, the positional effect of model blocks significantly influences

performance: blocks closer to the middle of the model, such as Block 3, demonstrate superior

fine-tuning outcomes. For example, at a training size of 30%, Block 3 as a reference point (best

performance) has an accuracy of 70.22%, while fine-tuning its neighboring blocks - Block 2 and

the FC layer - has an accuracy of 59.40% and 60.86% respectively. However, fine-tuning Block

1, which is furthest from Block 3, has an accuracy of only 49.88%.

Output-Level: Cifar-Flip. The model configuration, training and fine-tuning process is

the same as that used in the Cifar10-C experiments, with the only difference being that the

Cifar10-C dataset was replaced with the Cifar-Flip dataset to further explore the effects of

output-level drift. The corresponding experimental results are presented in Fig. 3.5 and Table.
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Table 3.5: Time and energy costs of TBFT vs. full model fine-tuning. The Energy-SavingRate
compares current energy cost to full-tuning baseline.

Block 1 Block 2 Block 3 FC Block Avg All
Resolution 32, Output 10

Time (s) 0.45 0.33 0.29 0.17 0.31 0.53
Energy Cost (J) 0.090 0.066 0.058 0.034 0.062 0.106

Energy-Saving Rate (%) 15.09 37.74 45.28 67.92 41.51 -
Resolution 128, Output 17

Time (s) 6.82 5.40 4.28 2.46 4.74 8.12
Energy Cost (J) 1.705 1.350 1.070 0.615 1.185 2.030

Energy-Saving Rate (%) 16.01 33.50 47.29 69.70 41.63 -

3.4. Consistent with prior findings, we observe that for output-level drift, fine-tuning rear blocks

(particularly the FC layer) achieves optimal accuracy. Specifically, compared to the BlockAvg

baseline, FC layer tuning yields accuracy improvements of 38.35%, 31.22%, and 27.77% at 10%,

20%, and 30% training sizes respectively, surpassing the corresponding gains of 33.57%, 22.22%,

and 15.10% from full-model fine-tuning. Additionally, these results reveal the same positional

effect: blocks closer to the model’s rear, such as the FC layer, exhibit superior accuracy when

fine-tuned. For example, at a training size of 30%, fine-tuning blocks from the front to the

rear—Block 1 through the FC layer—results in accuracies of 25.87%, 45.98%, 71.78%, and

84.91%, respectively, highlighting the pivotal role of rear blocks in output-level drift. Notably,

fine-tuning only the FC layer with just 10% of the training data achieves performance nearly

comparable to that with 30% of the data, suggesting that, for output-level data drift, adjusting

the FC layer with a minimal local dataset size can suffice to obtain satisfactory model accuracy.

Summary. Our analysis demonstrates that the optimal fine-tuning block varies with drift type:

front blocks (e.g., Block 1) prove most effective for input-level drift, middle blocks (e.g., Block

3) for feature-level drift, and rear blocks (e.g., FC layer) for output-level drift. In scenarios

where only one aspect of the distribution shifts while others remain stable, fine-tuning the

corresponding block alone is sufficient to achieve satisfactory performance. For input-level drift

(e.g., image interference), the pixel-level features of the images change, but the fundamental

data structure remains consistent between the source and target datasets; thus, adjusting only

the front block is adequate to address this image perturbation. For output-level drift (e.g.,

label shift), the input-level features of the images remain unchanged, with only the output

labels drifting, necessitating fine-tuning of the rear block alone. For feature-level drift, precise
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fine-tuning to the model’s intermediate blocks are required to achieve domain-invariant feature

learning, and the experimental results demonstrate that fine-tuning the model’s middle block(s)

optimally adapts to feature-level drift.

3.5.5 System Cost

We quantify the system cost on a Raspberry Pi using the Power Monitoring HAT. The device

operates with an input voltage of 5V and exhibits a standby memory usage of 0.75GB. During

both TBFT and full model training, we measure the runtime memory consumption under vary-

ing experimental conditions. Specifically, with an image resolution of 32 pixels and an output

size of 10 classes, the operational memory usage remains approximately 0.11GB. Likewise, at

a resolution of 128 pixels and an output size of 17 classes, the runtime memory usage is about

0.28GB. These memory usage figures indicate that, across all tested resolutions and output

sizes, the system resource demands stay well within the hardware constraints of the Raspberry

Pi, fully meeting the requirements of the experimental setup.

We first measure the power consumption of a Raspberry Pi, determining that the standby power

usage is approximately 4W. During operation, the power consumption varies with different

resolutions and output sizes: it is about 4.20W for an image resolution of 32×32 and an output

size of 10 classes, and approximately 4.25W for a resolution of 128×128 and an output size of

17 classes. The corresponding energy costs and runtime, are detailed in Table 3.5. We can find

that, compared to full fine-tuning, TBFT demonstrates energy savings ranging from 15.09%

(minimum) to 69.70% (maximum), with 41.57% average savings. Moreover, TBFT consistently

demonstrates stable energy savings across different training configurations.

3.6 Discussions and Limitations

Our results suggest that fine-tuning the blocks corresponding to specific types of data drift—namely,

through TBFT—can deliver superior model performance while substantially reducing energy

consumption. However, TBFT also has some limitations:

• Requires Prior Knowledge of Drift Types. Currently, TBFT relies on prior knowl-
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edge of the data drift type as a prerequisite for its implementation. However, real-world drift

type identification remains challenging. Existing solutions like Auto-RGN and Auto-SNR [139]

leverage training gradient dynamics for parameter/block selection, but their integration into

the full training pipeline increases computational/memory overhead on resource-constrained

devices, potentially compromising performance. Perhaps a lightweight discriminator head is a

possible solution, which can identify the type of data drift based on the distribution of a small

amount of local data.

•Module-Based Model Structure. Since TBFT requires selecting the front, middle, or rear

modules of a fine-tuned model based on the drift type, we chose ResNet-26 for experimental con-

venience. This is because ResNet-26 has a module-based structure, making it easy to divide into

front, middle, and rear modules. Our front/middle/rear segmentation is based on functional

semantics rather than fixed depth, which ensures generality across architectures. However, the

more specific and detailed division of the middle block still requires further exploration, espe-

cially for deeper models. Future work may explore dynamic or data-driven segmentation, such

as identifying functional boundaries via layer-wise representational similarity or gradient-based

sensitivity analysis [139].

• Applicability of TBFT. TBFT was primarily developed and validated on block-based

convolutional image models (e.g., ResNet, SqueezeNet [167]) and image inputs. These ar-

chitectures exhibit clear modularity and spatial hierarchy, aligning naturally with our pro-

posed front/middle/rear block segmentation. Extending TBFT to other architectures—such

as transformer-based models or those handling non-visual modalities (e.g., language or multi-

modal inputs)—remains to be validated. In such cases, the hierarchical separation of features

may not map directly to simple block divisions, and fine-tuning specific blocks may suppress

critical information pathways. Future work could explore developing more general adaptation

mechanisms across different architectures or introducing module division methods based on

feature distribution analysis to enhance the strategy’s applicability breadth.

•Mixed Data Drift. In practical applications, data drift often manifests as a complex mixture

of multiple types rather than a single form, such as simultaneous input-level and feature-level
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drifts: local data may be affected by input-level noise while also including unseen samples from

the same category as the source domain. To address this challenge, a lightweight discriminator

head can analyze the distribution of a small amount of local data to identify primary drift types

and their importance, enabling a stepwise fine-tuning strategy that sequentially adjusts different

model blocks based on drift priority, thereby reducing computational costs and enhancing model

robustness to mixed drifts.

3.7 Conclusions

This chapter presents TBFT, a low-energy framework designed to address data drift and per-

sonalization challenges on resource-constrained devices. It categorizes drift into input-, feature-,

and output-level types, and introduces targeted fine-tuning strategies by adapting the corre-

sponding front, middle, or rear blocks of modular convolutional neural networks. We tested

TBFT on ResNet, and compared to fine-tuning non-corresponding blocks, TBFT improves ac-

curacy by 15.30% on average; compared to full-model fine-tuning, TBFT reduces energy use by

41.57% on average. These results highlight the effectiveness of TBFT in visual domains with

modular, hierarchical architectures.
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Chapter 4

Model-Related Adaptations for

Ultra-Resource-Constrained MCUs

This chapter continues to explore the model personalization problem in edge computing. Un-

like Chapter 3, in this chapter, we focus on nonlinear feature-level data drift, and shift the

experimental platform to ultra-resource-constrained MCUs, with RAM typically <1MB. Sim-

ilar to Chapter 3, we still used public image data. We did not use the CIFAR dataset due

to its low resolution, making experimental result comparisons less distinct. Instead, we used

ImageNet (224 resolution) and carefully selected three datasets with significant feature distri-

bution differences from ImageNet. Existing MCU personalization methods either rely on stable

cloud connectivity, simplistic model architectures, or demand complex and energy-intensive

local training, thereby contradicting the inherent energy advantages of MCUs. To address

these limitations, we propose MicroT, a low-energy on-device personalization framework for

MCUs. MicroT constructs a general yet lightweight feature extractor through self-supervised

knowledge distillation, enabling localized adaptation via lightweight fine-tuning of task-specific

heads. MicroT has an MCU-designed early-exit mechanism that allows users to customize exit

criteria to dynamically balance energy cost and model performance (e.g., accuracy). Evalu-

ated on two models, three datasets, and two MCUs, MicroT achieves accuracy improvements

of 2.12–11.60% compared to traditional transfer learning (TTL) and two SOTA methods. It

reduces on-device training energy by 2.28× while maintaining SRAM usage below 1MB. During

inference, MicroT reduces energy cost by 14.17% compared to TTL.
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4.1 Introduction

MCUs stand out due to their cost-effectiveness and energy efficiency, establishing them as a

significant hardware platform for Tiny Machine Learning (TinyML) [156]. MCUs lend them-

selves to versatile integration across various practical contexts, such as health monitoring, smart

industry, and smart home [168, 169, 170]. Due to the limited computational capacity of the

MCU, its ML model is typically trained in the cloud. However, the training data in the cloud

may experience data drift compared to local data, leading to a decline in model performance

(e.g., accuracy).

Data drift [171], defined as a substantial divergence in the statistical distributions of source and

target data, exerts a deleterious influence on a model’s predictive prowess, precipitating a de-

cline in performance. To solve this challenge, researchers have developed several personalization

techniques, including multi-task learning [172, 173], zero-shot learning [42], and cloud-edge col-

laborative paradigms like federated learning [174, 175, 176]. However, these methodologies still

have limitations: multi-task learning, which enhances performance by concurrently optimizing

multiple related tasks, tends to be confined to predefined local task scenarios, potentially falter-

ing when confronted with unanticipated tasks or data distributions; zero-shot learning hinges

on transferring pre-trained knowledge to unseen data categories, but its generalization capac-

ity may wane amid highly heterogeneous local data distributions, further compounded by the

prerequisite of possessing prior knowledge about local data characteristics—a condition often

unmet in practice; cloud-edge approaches like federated learning, which aggregate multi-party

data resources via distributed training to refine models, predicate their efficacy on frequent and

unwavering communication between cloud infrastructure and local devices, imposing rigorous

demands on network bandwidth, latency, and connection reliability, while also necessitating

robust local computational capabilities to execute training, resulting in considerable resource

expenditure that may prove infeasible in environments with unstable networks or limited device

performance. Consequently, directly personalizing and tuning models at the local devices is a

significant strategy for upholding their effectiveness and stability.

On-device personalization, executed mainly by the local device without necessitating cloud-
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based communication, markedly enhances operational efficiency and curtails latency stemming

from data transmission [177]. Techniques such as TinyTL [44] and SparseUpdate [43] have

successfully implemented personalization on MCUs, and have been deployed and rigorously

evaluated in conjunction with sophisticated models, affirming their feasibility within resource-

constrained environments. However, our experimental findings reveal that, these approaches

incur considerable energy costs, as elaborated in Section 4.5. Specifically, T inyTL integrates

lightweight residual modules into the backbone network and only trains these added modules, it

still demands significant energy cost. SparseUpdate adopts an alternative tactic by training only

pre-selected layers or channels. However, the layer/channel selection process requires access to a

complete local dataset, and the selection process entails thousands of computationally intensive

search operations [43] or pruning steps [178], leading to training durations that can extend up

to ten days [47]. Compounding these issues, the above methods predominantly concentrate on

refining local training processes while overlooking the energy of local inference, a critical phase

that significantly influences the MCU’s energy cost during long-time operation.

Challenges.

(1) Ultra-Resource-Constrained Nature. MCUs have severely limited hardware specifi-

cations, typically featuring less than 1MB of RAM. This memory capacity is approximately

three orders of magnitude smaller than that of mobile devices, such as smartphones, and five

to six orders of magnitude below the capabilities of cloud-based GPUs [179]. The extremely

limited resources also make the approach proposed in Chapter 3, ‘fine-tuning the middle blocks

of the model for feature-level data drift’ difficult to implement on MCUs. This is because fine-

tuning middle blocks requires more RAM and can lead to discontinuous quantization during

deployment, resulting in device support errors.

(2) Hardware-Aware Software Design for MCU Personalization. Personalization on

MCUs requires integration of algorithms and model design with the constraints of the un-

derlying hardware platform. Unlike conventional computing systems, MCUs typically lack

an operating system, necessitating direct implementation of model deployment and training in

low-level languages like C/C++. To effectively manage memory footprint and energy consump-
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tion in this constrained environment, models must be carefully designed to leverage existing

MCU AI toolkits, balancing model complexity, computational efficiency, and hardware-specific

capabilities to ensure the feasibility and effectiveness of personalization on these platforms.

(3) Energy Sensitivity. MCUs are engineered with energy efficiency as a paramount design

principle, a trait that renders them indispensable in cost-sensitive and power-conscious appli-

cations, such as wearable devices (e.g., health-monitoring wristbands) and batteryless systems

reliant on energy harvesting (e.g., sensor nodes) [126, 125]. These use cases impose stringent

requirements on device longevity and power conservation. Consequently, implementing model

personalization on MCUs must preserve their hallmark low-energy profile.

These challenges have prompted researchers to pivot toward experimenting with more robust

computational platforms, such as mobile devices with 8GB of RAM—like smartphones—as

exemplified in studies like [180, 181, 182]. These platforms, in stark contrast to MCUs with a

mere 1MB of RAM, boast ample computational resources and memory capacity, enabling them

to more readily accommodate the demands of complex model training and inference tasks.

Nonetheless, this shift underscores the persistent technical conundrum of achieving personal-

ization on ultra-low-resource devices, a frontier that remains ripe for innovative solutions.

Contributions. In this chapter, we introduce MicroT, a low-energy model personalization

framework for ultra-resource-constrained MCUs 1. The goal of MicroT is to sustain personal-

ization performance (e.g., accuracy) while reducing its energy consumption. We consider that

model personalization includes both training and inference and therefore explored both of these

stages. Our contributions are summarized as follows:

(1) MicroT follows the traditional transfer learning (TTL) paradigm, splitting the model into

a feature extractor and a classifier, and training only the lightweight classifier on local devices.

This configuration maximizes the utilization of the MCU’s scarce resources, and facilitates

model quantization (quantizing only the feature extractor).

(2) MicroT leverages SSL to train a robust general feature extractor in the cloud by public

1The code, models, and datasets are available at: https://github.com/yushan-huang/MicroT
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dataset, which can address the limited learning space caused by fine-tuning only the classifier,

and avoid using local dataset.

(3) MicroT adopts a two-stage KD approach. Experiments reveal that applying SSL directly to

small-scale models yields limited performance improvements [183] (detailed analysis available

in Section 4.6). Therefore, we first apply SSL to a computationally powerful large model and

generate an auxiliary dataset from the high-quality embedding features extracted after training;

then, a compact feature extractor is trained by simultaneously learning from both this generated

dataset and the original dataset, effectively balancing performance and model size reduction.

(4) MicroT employs an MCU-optimized early-exit strategy that leverages a model segmentation

fused score—a metric balancing performance and efficiency—to divide the feature extractor into

partial or full model configurations (see Section 4.3.4 for details).

(5) We evaluated MicroT across two models, three datasets, and two MCU development boards.

The results show that MicroT achieves superior accuracy, surpassing TTL by 7.01 - 11.60%

and outperforming two SOTA methods (TinyTL and SparseUpdate) by 2.29 - 5.73% and 2.12 -

3.68% across two models and three datasets, respectively. During the MCU training phase, Mi-

croT achieves energy savings of 2.03 - 2.28X compared to SOTA methods across two models and

two datasets. Additionally, in the MCU inference phase, MicroT reduces energy consumption

by 14.17% relative to TTL across two models and two datasets.

(6) MicroT provides a customizable stage-decision ratio, allowing users to dynamically adjust

the trade-off between model accuracy and energy cost.

This chapter is related to the following papers:

Yushan Huang, Ranya Aloufi, Xavier Cadet, Yuchen Zhao, Payam Barnaghi, Hamed Had-

dadi. ‘Low-Energy and Adaptive Models for MCUs’. Accepted to The Ninth ACM/IEEE

Symposium on Edge Computing (SEC 2024).

Yushan Huang, Hamed Haddadi. ‘Poster: Towards Machine Learning and Inference for

Resource-constrained MCUs’. Accepted to The 21st ACM International Conference on Mobile

Systems, Applications, and Services (MobiSys 2023).
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4.2 Background

MCU-AI is Pervasive. With the rapid advancement of artificial intelligence technologies, a

significant trend in AI deployment is the progressive shift of models from conventional cloud-

based systems to edge devices. This shift offers key advantages, such as significantly reducing

the latency associated with transmitting data to the cloud while avoiding the upload of sensitive

data to remote servers, thereby enhancing user privacy and data security [184, 185]. MCU-based

edge devices play a crucial role in this trend due to their affordability, extremely low power

consumption, and ability to operate efficiently in resource-constrained environments, making

them highly suitable for large-scale deployments in IoT and embedded systems. For example,

MCUs are capable of handling signals from diverse sensors, facilitating a broad practical uses.

Specifically, they can analyze audio data captured by microphones to achieve acoustic detec-

tion, identifying specific sound patterns or anomalous noises in the environment [186]; they can

also process data from accelerometers and gyroscopes for predictive maintenance, detecting po-

tential mechanical failures in advance [187]; additionally, when paired with low-power cameras,

MCUs can support image detection tasks, such as simple object recognition in battery-powered

devices [125]; and they can even analyze sensor data for human activity recognition, aiding in

health monitoring or optimizing smart home functionalities [188]. These examples highlight

the versatility and flexibility of MCUs in edge AI applications. Compared to high-performance

GPUs reliant on cloud infrastructure, the low cost and energy efficiency of MCUs enable their

widespread adoption in resource-limited scenarios, driving the penetration of AI technologies

into everyday life and industrial production on a broader scale.

MCUs are Resource-Constrained. MCUs have limited memory (SRAM) and storage

(Flash) capacities, which are closely tied to their design goals of operating in low-power, small-

sized, and cost-effective scenarios. For instance, the STM32L4R5ZI, a commonly used MCU

model, is equipped with an ARM Cortex-M4 core, but its resource allocation is quite restricted,

offering only 2 MB of Flash storage for firmware code and data, and 640 KB of RAM for run-

time data processing. This resource limitation implies that developers must optimize code and

manage data when designing MCU applications to ensure the system can operate efficiently

within such a confined space. In contrast, other computing platforms possess resources far
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exceeding those of MCUs. For example, cloud GPUs like the NVIDIA V100 come with 16 GB

of memory and storage capacities reaching terabytes or even petabytes, tailored for handling

large-scale parallel computing tasks such as artificial intelligence model training and big data

analytics. Similarly, modern mobile devices like the iPhone 11, while not as extreme as cloud

GPUs, are equipped with 4 GB of memory and 64 GB of storage, sufficient to support complex

operating systems, multitasking, and user data storage. The memory and storage capacities

of these devices surpass those of MCUs by approximately 3 to 6 orders of magnitude, reflect-

ing their entirely different application domains: MCUs are geared toward embedded systems

and real-time control, whereas GPUs and mobile devices cater to high-performance computing

and user interaction experiences. Thus, the resource constraints of MCUs are both an advan-

tage—enabling low power consumption and efficiency—and a limitation, requiring developers

to carefully balance design choices based on specific needs.

Cloud-Edge Collaboration Personalization. In the rapid development of artificial intel-

ligence, cloud-edge collaboration has emerged as a critical direction for achieving personalized

applications. Federated learning demonstrates a cooperative strategy between cloud and lo-

cal resources, where a global model is trained in the cloud and subsequently fully or partially

deployed to local devices for refinement to suit particular tasks [39]. This method allows de-

vices to participate in model training without uploading raw data, thereby preserving data

privacy to some extent [184]. However, federated learning relies heavily on frequent and stable

communication between the cloud and local resources. In scenarios with poor network condi-

tions, such as remote mountainous areas or regions with underdeveloped infrastructure, this

communication may become unreliable or disrupted, resulting in reduced training efficiency or

even failure. Although recent research efforts have sought to mitigate this issue by optimizing

communication protocols or reducing communication frequency, these challenges remain signif-

icant in real-world deployments. Moreover, frequent data interactions not only increase energy

consumption—posing a burden especially for battery-powered edge devices—but also introduce

privacy risks due to potential data leakage during communication [40, 189].

Meanwhile, multi-task learning offers another approach to enhance the efficiency of cloud-edge

collaboration. It leverages domain information related to the source task, embedded within
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the training signals of the target task, to simultaneously optimize the performance of multiple

tasks [41, 190]. The essence of this approach rests on the commonality among tasks, which

facilitates the sharing of features and the transfer of knowledge. For example, in a smart

home scenario, a single model might simultaneously recognize voice commands and detect

ambient temperature, with multi-task learning extracting shared features to improve efficiency.

Nevertheless, the effectiveness of multi-task learning depends on the relationship between the

tasks involved. If prior knowledge about the target task is lacking, or if significant disparities

are present between the distributions of the source and target data, multi-task learning may

struggle to deliver effective improvements and could even result in negative transfer, degrading

performance.

Zero-shot learning further extends the personalization capabilities of cloud-edge collaboration

by enabling models to perform tasks without training data for the target task. This ap-

proach depends on rich semantic information to facilitate knowledge transfer across categories,

which may include manually defined attribute vectors (e.g., labels describing object characteris-

tics), automatically extracted word vectors (based on natural language processing techniques),

context-based embeddings, or combinations thereof [42]. For instance, in image classification,

zero-shot learning can infer features of new categories based on semantic descriptions of known

categories [191]. However, its application on edge devices faces challenges, as generating and

processing semantic information demands significant computational resources, which are often

limited on edge devices. Furthermore, if the semantic information is inaccurate or incomplete,

the effectiveness of knowledge transfer diminishes [192].

On-device Personalization. Currently, several on-device training methods have been devel-

oped to minimize reliance on the cloud and optimize local training processes. For example,

SparseUpdate is a technique that reduces computational overhead by selectively updating spe-

cific layers or channels of a model [43]. However, this method requires access to the entire

local dataset and demands nearly ten days to search for and determine which parts of the

model to update, followed by the actual training process. Such a time-intensive approach is

clearly impractical for applications requiring rapid responses. On the other hand, TinyTL seeks

to achieve personalization by training additional lightweight modules locally [44]. While this
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approach theoretically reduces modifications to the original model, it necessitates the simul-

taneous training of numerous extra modules, which increases computational complexity and

renders the training process inefficient. Although both methods contribute meaningfully to

improving model performance, they fall short in addressing energy consumption and practical

feasibility. For instance, the prolonged search process of SparseUpdate and the multi-module

training of TinyTL can deplete the limited power reserves of edge devices, while also failing to

meet real-time requirements effectively.

Hardware-Aware Software Design. Cloud and mobile devices typically operate with full-

fledged operating systems that support high-level programming languages like Python, making

the development and deployment of machine learning models relatively flexible and straight-

forward. In contrast, MCUs are bare-metal devices without operating systems, imposing strict

limitations on both hardware resources and software environments. As a result, they cannot

directly execute complex code written in high-level languages. Instead, the inference and train-

ing routines of on-device models must be implemented in low-level languages such as C/C + +.

This language constraint requires developers to build the operational logic of models from the

ground up, significantly increasing development complexity and necessitating a tight alignment

between the model design and the MCU’s hardware characteristics. This underscores the im-

portance of hardware-aware software design: model development cannot focus solely on the

algorithm itself but must be integrated with existing MCU AI libraries (e.g., lightweight frame-

works optimized for embedded systems) while meticulously managing memory, storage, and

energy consumption to ensure efficient operation within the severely constrained environment.

However, current research still faces significant challenges in achieving effective hardware-aware

software design. For instance, some works opt to use low-resolution datasets, such as CIFAR10

or CIFAR100, to test model performance. These datasets are smaller in scale and have lower

computational demands, making them marginally compatible with the limited resources of

MCUs [45]. Other studies lean toward deploying simple models, such as small convolutional

neural networks or linear models, to reduce demands on computational power and memory [46].

Additionally, some research sidesteps the extreme constraints of MCUs altogether by validat-

ing their methods on more resource-rich mobile devices, such as smartphones or development
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boards, rather than true MCU platforms [47, 48]. While these approaches can demonstrate

the effectiveness of algorithms to some extent, they fail to address the core issue of integration

between hardware and software in the MCU context. For example, low-resolution datasets do

not reflect the demands of complex real-world tasks, and simple architectures may sacrifice

expressive power, leading to suboptimal performance. Moreover, results obtained from mobile

device testing are difficult to generalize to MCUs due to significant differences in hardware

capabilities and runtime environments.

Model Inference is Crucial. When implementing artificial intelligence models on edge

devices, notably MCUs, the efficiency of the inference stage is as vital as the training pro-

cess, as it directly impacts the model’s response time and energy usage in practical scenar-

ios. At present, methods facilitating model inference on MCUs primarily emphasize model

compression strategies, including quantization and pruning [193, 194]. Quantization decreases

storage demands and computational complexity by transforming model parameters from high-

precision formats (e.g., 32-bit floating-point) to lower-precision representations (e.g., 8-bit in-

tegers) [194, 193], while pruning simplifies network structures by removing redundant weights

or neurons [195, 196]. Executed on cloud devices and then deployed to MCUs, these techniques

significantly lower the resource demands during inference. However, a key limitation unites

these methods: they are static. After the model is compressed and implemented on the local

device, its architecture and parameters are set and no longer adjustable, unable to dynamically

adjust inference energy consumption or performance based on real-time task requirements.

In the realm of large language models (LLMs), early-exit mechanisms have emerged as a popular

technique to enhance inference efficiency by reducing unnecessary computations [197, 198, 199].

Traditional early-exit mechanisms incorporate multiple potential exit layers within the model,

allowing the inference process to terminate prematurely when predefined exit criteria (e.g., a

confidence threshold) are met, rather than running the entire network. This approach proves

effective on resource-rich devices, as it balances accuracy with reduced computational load.

However, applying these methods directly to resource-constrained MCUs presents significant

challenges. First, supporting multiple exit layers requires reserving additional computational

and storage space for each layer, which strains the limited memory and processing capabilities
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of MCUs. Second, complex or frequent exit criteria—such as real-time evaluation of output

confidence at each layer—demand extra logical judgments and computations, further increasing

energy consumption and latency. For battery-powered MCU devices that need to operate over

extended periods, these additional overheads may offset the efficiency gains of early exiting,

potentially degrading overall performance.

4.3 Methodology

In this section, we first formulate our optimization problem, then provide an overview of the

MicroT. Following this, we detail the methods utilized in MicroT. The system overview of

MicroT is illustrated in Fig. 4.1.

4.3.1 Optimization Problem Formulation

We focus on two conflicting objectives: maximizing model accuracy (Acc) and minimizing local

training energy cost (TE). For a given algorithm M, the problem can be formulated as a

bi-objective Pareto optimization:

max Acc(M)

min TE(M).

(4.1)

4.3.2 Overview

Assumptions. (1) The availability of locally acquired data through standard sensor modalities

such as cameras or other embedded sensors commonly integrated in MCU platforms; (2) Labeled

data are available locally, either via prior annotation or supervised data collection methods; (3)

Cloud side does not have access to local datasets but has abundant publicly available datasets;

(4) There exists feature distribution shift between local data and cloud data; (5) Local devices

are resource-constrained and energy-sensitive, such as MCUs.

Distinguish from traditional cloud-edge framework, MicroT only requires a single cloud inter-

action to enable prolonged local operation. This design reduces communication overhead and

enhances system autonomy. MicroT is built upon five essential components, represented in
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Fig. 4.1. (1) At the cloud level, MicroT employs self-supervised knowledge distillation (SSKD)

to enhance the feature extractor’s ability to generalize; (2) The model segmentation process di-

vides the original model into a part model and a full model based on an optimal splitting point,

preparing the groundwork for an early-exit mechanism on the MCU while ensuring effective

resource utilization; (3) Joint training refines the coordination between the part model and the

full model, optimizing their collaborative performance and overall accuracy; (4) On the local

MCU side, MicroT enables local training capabilities, empowering devices to independently

update and enhance models within the constraints of limited computational resources; (5) The

stage-decision mechanism can tailor the model inference to the evolving demands of practical

application scenarios (focus more on model accuracy or energy cost).

The following paragraphs provide a thorough introduction of MicroT’s five core components.

The Design Philosophy of MicroT is Based on Transfer Learning. TTL offers distinct

benefits for MCU personalization. It leverages a pre-trained model’s generalized knowledge,

which is subsequently fine-tuned on local devices. This adaptability renders transfer learning

particularly well-suited to resource-constrained MCU environments, where it facilitates efficient

model optimization despite limited computational capacity. Techniques such as TinyTL and

SparseUpdate, both grounded in TTL, exemplify this principle. Each method begins with a

pre-trained source model or backbone network and employs local training or fine-tuning to

tailor the model to specific tasks.

Feature Extractor + Classifier Paradigm. MicroT partitions the model into two distinct

components—a feature extractor and a classifier—with the division informed by considerations

of energy efficiency and computational constraints. Existing TTL-based approaches tailored for

MCUs, such as TinyTL and SparseUpdate, achieve enhanced predictive capabilities, yet these

gains come at the expense of increased energy consumption and computational complexity, as

elaborated in Section 4.5.5. This trade-off diminishes the inherent benefits of MCUs, which

are prized for their efficiency in resource-limited settings. In contrast, the ‘feature extractor +

classifier’ paradigm, while yielding limited learning space due to fine-tuning only the classifier,

excels in minimizing both energy usage and computational overhead. From a pragmatic per-
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spective, we contend that the most effective path to optimization lies not in abandoning this

paradigm but in refining its to optimize performance while preserving its strengths in energy

efficiency and resource utilization.

MicroT Supports a Powerful but Tiny Feature Extractor. The suboptimal model accu-

racy of the ‘feature extractor + classifier’ paradigm largely stems from the constrained capacity

of the classifier, which struggles to compensate and learning variations within the feature space

when trained on a MCUs. Given the resource limitations imposed on the classifier training, we

propose that a more feasible enhancement lies in strengthening the feature extractor’s capabil-

ity to learn complex feature patterns. The objective of this feature extractor is to achieve a

high degree of generalization and adaptability, thereby enabling the classifier to deliver satisfied

performance with less training and computation. To this end, we employ SSL, which increase

the extractor’s generalization through methods such as data augmentation. Moreover, since

cloud systems lack access to local data, training relies on a non-local, publicly available dataset

featuring a broad array of categories and samples—such as ImageNet—ensuring that the fea-

ture extractor acquires sufficiently expansive knowledge applicable across varied domains. The

constrained memory capacity of MCUs necessitates the deployment of lightweight models, such

as MCUNet [179], tailored for resource-constrained devices. Our experimental evaluations re-

vealed that applying SSL directly to these lightweight models yielded only marginal accuracy

gains, with the restricted model capacity emerging as a critical bottleneck [183], as detailed in

Section 4.6. Therefore, we integrated SSL with KD, termed SSKD, with the process outlined

in Stage 1 of Fig. 4.1.

MicroT Offers Low Energy Model Training on Local Devices. Upon receiving the

cloud-trained feature extractor, the MCU initializes a local classifier tailored to the specific

requirements of the local task. This classifier is subsequently trained on-device using local

dataset, as depicted in Stage 4 of Fig. 4.1. Owing to the general and powerful feature extractor,

the classifier requires only a minimal task head (e.g., a straightforward classifier) and simple

fine-tuning to achieve personalization enhancements. In addition, due to the split design of

‘Feature Extractor + Classifier’, local data can be stored locally in the form of features, for

example, an original 128×128 size image can be stored with only 512 size features. Finally,
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since the part model and full model are embedded in each other, the task head training of

the full model can also continue to use the intermediate values of the part model, thus saving

memory, time, and energy.

MicroT Offers Low Energy Model Inference on Local Devices. The system cost of

model inference will determine the long-term or even life-long energy cost of the MCU. Inspired

by early-exit mechanisms, we find that full model inference is not universally necessary; lever-

aging only the initial segment of the model often suffices to produce outcomes comparable to

those of complete inference, thereby save the MCU’s resource and energy cost. Conventional

early-exit strategies typically embed multiple prospective exit points across various model lay-

ers, yet this approach proves suboptimal for MCUs due to the elevated computational load and

energy overhead stemming from recurrent exit evaluations and the maintenance of multiple

classifier heads. In response, we design an alternative by splitting the model into two distinct

parts—the part model and the full model—as illustrated in Stage 2 of Fig. 4.1. The part model,

constituting a subset of the full model, substantially reduces memory requirements during de-

ployment. To ensure an efficient partitioning strategy, we introduce a model split fused score

that balances model performance against system consumption. Alignment between the part

and full models is achieved through joint training, as depicted in Stage 3 of Fig. 4.1. On the

local MCU, part and full models collaborate via a stage-decision process (Stage 5, Fig. 4.1),

wherein data is first processed by the part model, with the full model selectively engaged based

on a confidence threshold. To establish this threshold effectively, we propose a median-quartile-

based technique that determines a localized confidence level using merely five local data points,

with its efficacy substantiated through experimentation (see Section 4.5.4 for details).

MicroT is Flexible and Adaptable. Unlike systems tied to specific hardware, MicroT can

be deployed across a range of commercial MCUs, such as the STM32 series and the Espressif

ESP series. This broad compatibility enhances its practical utility in varied settings. Fur-

thermore, MicroT accommodates variety of model architectures, provided that the models and

their associated operators are supported by the target MCU platform and adhere to its resource

constraints, such as memory and computational capacity. This inclusive design ensures that Mi-

croT can effectively integrate with diverse modeling approaches tailored to specific application
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needs. During the local stage-decision phase, MicroT offers users the ability to dynamically

adjust the trade-off between model accuracy and energy expenditure. By tuning the stage-

decision ratio, users can prioritize energy efficiency by modestly compromising accuracy or,

conversely, allocate additional energy costs to increase model accuracy.

4.3.3 Self-Supervised Knowledge Distillation

As described in Section 4.3.2, to reduce the system costs and memory requirements for local

model training on MCUs, we partition the model into two components: a feature extractor and

a classifier. The design of the feature extractor was guided by two primary considerations: (i)

the extracted features must exhibit sufficient generalizability to accommodate personalized local

data, thereby enabling the appended local task head to be trained efficiently under constrained

system resources; (ii) the lack of access to local data in the cloud for training purposes, which

precludes the direct application of conventional cloud-based model optimization techniques.

To address these challenges, we first employ SSL to enhance the generalizability of the feature

extractor, allowing it to adapt to diverse local data distributions. Subsequently, we apply KD

to transfer knowledge from a larger model into a smaller feature extractor.

Firstly, we apply SSL to the teacher model rather than directly to the student model. This

decision is based on the fact that SSL typically provides more significant performance improve-

ments for larger and more complex models, whereas the student model, due to its simpler

architecture, may experience only limited gains from direct SSL application [183] (see Sec-

tion 4.6 for details). To develop a teacher model with strong generalization capabilities, we

follow the SSL paradigm outlined in [38], designing two complementary models: a guide model

and an exploration model, which collaborate to enable efficient unsupervised feature learning.

These models process distinct variants of the same image, produced using a variety of data

augmentation methods, including random cropping, color perturbation, and flipping, thereby

producing diverse input representations to support comprehensive feature learning. The guide

model is designed to employ an exponential moving average (EMA) approach, smoothing its

parameter updates during training to maintain output stability and ensure the reliability of

the extracted features. In contrast, the exploration model updates its parameters directly via



Chapter 4. Model-Related Adaptations for Ultra-Resource-Constrained MCUs 95

back-propagation, learning features from the varied perspectives provided by augmentation to

align its outputs with those of the guide model. The loss function is expressed as follows:

LSSL = −
∑

softmax

(

og
Äg

)

log softmax

(

oe
Äe

)

(4.2)

where gi and ei denote the output logits of the guide model and the exploration model, re-

spectively, reflecting their predictive capabilities for the given input features. The parameters

Äg and Äe are temperature scalars that modulate the sensitivity of the softmax function by

scaling the logits, thereby influencing the smoothness of the output probability distributions.

This loss function is crafted to prompt the exploration model to learn and mimic the behavior

of the guide model by handling various augmented perspectives of the same data, promoting

the alignment of their feature representations. Specifically, the optimization objective is to

minimize this cross-entropy loss, enabling the exploration model to effectively mimic the pre-

dictive distribution of the guide model. Meanwhile, the guide model employs an EMA strategy,

which smooths its parameter updates during training to mitigate abrupt fluctuations caused

by variations in data views, thereby allowing it to progressively adapt to the diversity of the

input data and enhance its ability to capture robust data representations.

After obtaining a performance-optimized guide model trained through SSL, this model transi-

tions into the teacher model for the KD phase, serving as the foundation for guiding subsequent

model training. In the KD process, to ensure the student model effectively gains knowledge

from the teacher model, we extract the embedding features of the teacher model to serve as

a learning reference. Specifically, we pass a public dataset through the trained teacher model

and extract the embedding outputs from its feature extractor (i.e., the layers preceding the

task head), thereby generating a dataset enriched with informative feature representations.

This step leverages the generalization capabilities acquired by the teacher model during the

SSL phase. To guarantee that the output dimensions of the student model’s feature extractor

match those of the teacher model, we add a fully connected layer, known as the matching layer,

following the student model’s feature extractor. This layer performs a linear transformation to

adjust the feature dimensions of the source model to match those of the teacher model [200].
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The distillation loss function Ldistill, crafted to enhance the student model’s learning process,

is defined as follows:

Ldistill =
∑

[³ ∗ LMSE(os, ot) + LCE] (4.3)

LMSE calculates the mean squared error between the output logits of the student model os and

the teacher model ot, LCE denotes the cross-entropy loss between the ground truth label and

student model’s output, and ³ serves as a weighting factor to balance the influence of the two

loss components. This loss function combines supervision at both the feature and prediction

levels, ensuring that the source model thoroughly absorbs the knowledge contained within the

teacher model.

We employ a non-local public dataset stored in the cloud for training the model, encompassing

both SSL and KD phases. To ensure that the teacher model and the feature extractor achieve

robust generalization capabilities, we deliberately select a dataset that includes a diverse range

of categories and abundant learning samples. This choice is motivated by the fact that, in

the cloud environment, there is no access to specific information about local data, resulting

in a lack of prior knowledge regarding its distribution. Under these circumstances, employing

a varied public dataset enables the teacher model to encounter a broader spectrum of data

patterns during training, thereby enhancing its adaptability to unknown local data.

4.3.4 Model Segmentation and Joint Training

To minimize the energy consumption of local inference on MCUs, MicroT adopts an approach

that relies on model segmentation and joint training. Specifically, it divides the feature extractor

into two components: a part model and a full model, enabling stage-wise decision-making and

joint inference on the MCU to minimize unnecessary computational overhead. To achieve a

rational segmentation of the feature extractor, we introduce a model split fused score, denoted

as Z, which serves to evaluate and determine the effectiveness of the segmentation point.

Subsequently, we adopt a joint training approach to simultaneously optimize the parameters

of both the part model and the full model, further enhancing their performance. Given the
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absence of local data in the cloud, we rely on a non-local public dataset as the basis for training

and evaluation, analyzing its feature distribution and model behavior to identify the optimal

segmentation point, thereby ensuring the general applicability of the segmentation strategy.

The definition of Z is given as follows:

Z =
3× (1−Rnorm

Acc )×G×Rnorm
MAC

(1−Rnorm
Acc ) + G + Rnorm

MAC

(4.4)

Z is a composite score employed to assess the rationality and effectiveness of the segmentation

point within the feature extractor, guiding the decision-making process for model segmentation.

Rnorm
Acc represents the normalized ratio of accuracy loss, which quantifies the extent of perfor-

mance degradation due to segmentation by comparing the predictive accuracy of the part model

to that of the full model, thereby reflecting the impact of the split on model accuracy. Rnorm
MAC

is the normalized MAC reduction ratio, which measures the reduction in computational com-

plexity by calculating the decrease in the number of MAC operations in the part model relative

to the full model, a metric particularly critical for resource-constrained devices. G denotes

the normalized gain ratio, capturing the trade-off between accuracy improvement and the in-

crease in MAC operations within the part model; specifically, it evaluates whether the accuracy

enhancement achieved by allocating additional computational resources to the part model jus-

tifies the cost. This composite score is designed to balance accuracy and computational cost,

providing a quantitative foundation for selecting an optimal segmentation point.

In determining the optimal model segmentation point, we jointly consider the predictive per-

formance and computational efficiency of the model, fully recognizing the influence of compu-

tational load on energy consumption, as evidenced by prior studies [201, 202]. Accordingly, we

employ accuracy (Acc) as the primary metric for evaluating model performance and the number

of MACs (denoted as MAC) as the standard for assessing computational load. The procedure

is detailed in Algorithm 3: we begin by dividing the complete model into several part models

based on its modular structure, and then measure the Acc and MAC for each part model to

obtain baseline data on performance and computational cost. Next, we compute the accuracy

improvement (∆Acc) and the variation in MACs (∆MAC) for each part model relative to its
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Algorithm 3 Optimal Model Segmentation Point.
Require: Full model
Ensure: Optimal segmentation index OptimalSplit
1: PM ← Split full model into part models by module
2: Accfull ← Accuracy of the full model
3: MACfull ← MAC of the full model
4: Z ← 0
5: OptimalSplit← 1
6: for i = 1 to length of PM do

7: Acci ← Accuracy of PM [i]
8: MACi ← MAC of PM [i]
9: if i > 1 then

10: ∆Acc← Acci −Acci−1

11: ∆MAC ←MACi −MACi−1

12: G← Normalize(∆Acc/∆MAC)
13: end if

14: RAcc ← (Accfull −Acci)/Accfull
15: Rnorm

Acc ← Normalize(RAcc)
16: RMAC ← (MACfull −MACi)/MACfull

17: Rnorm
MAC ← Normalize(RMAC)

18: Zscore ←
3(1−Rnorm

Acc
)GRnorm

MAC

(1−Rnorm

Acc
)+G+Rnorm

MAC

19: if Zscore > Z then

20: Z ← Zscore

21: OptimalSplit← i
22: end if

23: end for

24: return OptimalSplit

predecessor, using these values to derive the normalized gain ratio (G), which reflects the trade-

off between performance enhancement and computational overhead. Additionally, Algorithm 3

assesses the accuracy reduction rate (RAcc) and MAC reduction rate (RMAC) of each part model

compared to the complete model, normalizing these rates to maintain a consistent evaluation

standard. By combining these metrics, we calculate a composite score (Zscore) for each part

model, which serves as the basis for selecting the segmentation point. After computing Zscore

for all part models, we identify the split point with the highest score Z as the optimal segmen-

tation point, thereby determining the part model for embedding and the complete model, as

illustrated in Stage 2 of Fig. 4.1.

Following the model segmentation, we conduct joint training building upon the pre-trained

feature extractor derived from the SSKD approach, as depicted in Stage 3 of Fig. 4.1. To

ensure that the feature representations of the part model align with those of the teacher model,

we introduce a matching layer that adjusts the feature dimensions of the part model accordingly.

Subsequently, we refine both the part model and the full model using a composite loss function,
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LJT:

LJT =
∑

k

[³1 ∗ LMSE(of , ot) + ³2 ∗ LMSE(op, ot) + LCE,f + LCE,p] (4.5)

Here, ³1 and ³2 are weighting parameters that adjust the impact of each loss term, of indicates

the output logits from the full model, op signifies the output logits from the part model, and

ot corresponds to the output logits from the teacher model. LMSE represents the mean squared

error loss between the two variables behind, LCE,f is the cross-entropy loss between the full

model’s predicted outputs and the true labels, and LCE,p is the cross-entropy loss between the

part model’s predicted outputs and the true labels. Throughout the training phase, as both the

part model and the full model are optimized to mirror the embedding features of the teacher

model, their feature representations become well-aligned, maintaining consistency across the

feature space.

4.3.5 Classifier Training

The feature extractor, trained in the cloud with int8 quantization and exhibiting only approx-

imately 0.5% accuracy degradation (as elaborated in Section 4.6), is deployed onto the MCU.

The MCU then locally constructs and optimizes classifiers to handle personalized local data,

as illustrated in Stage 4 of Fig. 4.1. In contrast to cloud servers or mobile devices, MCUs lack

an operating system and are incapable of supporting high-level programming languages like

Python for machine learning model deployment. Consequently, the deployment, inference, and

training of classifiers on the local MCU are entirely implemented using C/C++. To achieve

this, we develop the necessary code leveraging AI development toolkits provided by commercial

MCUs, such as STM32 X-CUBE-AI. The essential steps are:

(1) Define the classifier’s structural design, encompassing the number of layers, the quantity of

neurons in each layer, the input data and desired outputs of the neural network, the arrangement

of layers (excluding the input layer), and the learning rate parameter used during training; (2)

construct the parameter-related matrix frameworks, including the weight matrix, bias vector,

output vector, and error term (expressed as the partial derivative of the total error relative
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to the weighted sum); (3) designate the type of activation function to modulate the network’s

nonlinear expressive capacity; (4) craft a function to load datasets and pre-trained models,

ensuring accurate input of data and model parameters; (5) design a model construction function

to manage memory allocation and initialize the network structure; (6) implement a training

function that incorporates the computational processes of forward and backward propagation

to refine model parameters; (7) establish a function to store the trained model, enabling the

preservation of model parameters post-training; (8) provide a function to de-allocate memory,

freeing resources after task completion to prevent memory retention.

To alleviate memory constraints during classifier training, the MCU frees up the memory used

by the feature extractor before starting the training process, retaining only the feature data

it has produced to enhance memory efficiency. Owing to the constrained memory resources of

the MCU, the batch size for training is fixed at 1 to prevent memory overflow caused by data

accumulation. To further conserve energy, we employ a staged training strategy that enables

collaborative optimization of the classifiers for both the part model and the full model. The

specific workflow is as follows: when input data enters the model, it is initially processed by

the part model, which updates the parameters of the part model’s classifier. During this step,

we capture and store the intermediate outputs from the layer immediately preceding the part

model’s classifier. These stored intermediate results are then utilized as the starting point for

subsequent inference, facilitating the continued training of the full model’s classifier.

Given that local data acquisition may occur intermittently, we incorporate considerations for

data storage into the design to ensure seamless classifier training. MicroT does not require

retention of raw data; instead, it stores only the feature information derived from the raw data

by the feature extractor. Once the raw data is processed through the feature extractor, an

embedding feature vector with a dimension of 512 is produced. Storing this feature in float32

format within Flash memory requires just 2KB per feature. This storage demand is well within

the capabilities of the Flash memory found in commercial MCUs. For instance, deploying

MCUNet [179] on the STM32L4R5ZI, which is equipped with 2MB of Flash memory, occu-

pies approximately 0.91MB. Under these conditions, approximately 1.09MB of Flash memory

remains available, sufficient to accommodate about 500 additional local sample features.
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Algorithm 4 Stage-Decision.
Require: Training dataset Dtrain (size N), Inference dataset Dinfer (size M), Part model function fp, Full

model function ff , Adjustment factor AdjustFactor
Ensure: Stage-decision outputs O
1: C ← [] {Confidence scores}
2: O ← [] {Final outputs}
3: Determine median confidence threshold:

4: for i = 1 to N do

5: oi,p, ci,p ← fp(Dtrain[i])
6: Append ci,p to C
7: end for

8: Sort C in ascending order
9: if N mod 2 = 1 then

10: cmed ← C
[

N+1
2

]

11: else

12: cmed ←
C[N2 ]+C[N2 +1]

2
13: end if

14: Threshold← cmed ×AdjustFactor
15: Stage-decision on inference samples:

16: for i = 1 to M do

17: oi,p, ci,p ← fp(Dinfer[i])
18: if ci,p < Threshold then

19: oi,f ← ff (oi,p)
20: O[i]← Softmax(oi,f )
21: else

22: O[i]← Softmax(oi,p)
23: end if

24: end for

25: return O

4.3.6 Stage-Decision

Upon completion of local classifier training, the MicroT system employs a stage-decision mech-

anism to further minimize energy consumption during the inference phase, as illustrated in

Stage 5 of Fig. 4.1. Stage-decision operates as an efficient early-exit strategy, wherein the

part model initially processes the input data and computes corresponding confidence scores to

determine the necessity of additional computation. Specifically, if the confidence score does

not meet a pre-established threshold, the full model takes over, resuming inference from the

intermediate results immediately preceding the part model’s output layer to ensure prediction

accuracy. Data preprocessing during local training and stage-decision should align with the

preprocessing methods used in the cloud during the training of the feature extractor.

Establishing an appropriate threshold plays a pivotal role in the system. To achieve this, we

calculate and set the threshold using a median-quartile approach, leveraging the sequence of

confidence scores produced by the part model. This method analyzes the quartile value of
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the confidence score sequence to ascertain the proportion of input samples that can be pro-

cessed solely by the part model without necessitating the involvement of the full model—for

instance, a quartile value at the median yields a proportion of 0.5. We designate this pro-

portion as the stage-decision ratio and implement a dynamic adjustment mechanism through

the AdjustFactor function, as detailed in Algorithm 4. The AdjustFactor function empowers

users to flexibly balance prediction accuracy and energy consumption based on the require-

ments of their specific application scenarios. Increasing the value of AdjustFactor reduces

the stage-decision ratio, meaning a greater number of samples are directed to the full model

for processing, thereby enhancing the overall prediction accuracy of the model. Conversely,

decreasing the AdjustFactor value elevates the stage-decision ratio, allowing more samples

to be handled exclusively by the part model, which in turn reduces the system’s energy con-

sumption. Our experimental findings (presented in detail in Section 4.5) demonstrate that the

median and the corresponding threshold can be precisely established using only a small number

of samples, thereby preventing excessive resource utilization. To evaluate the effectiveness of

stage-decision, we designate the median confidence score—where exactly 50% of the input sam-

ples are processed solely by the part model without invoking the full model—as the ‘standard

stage-decision ratio’.

4.3.7 Partial Quantization

For MCUs, two primary quantization strategies are commonly employed. The first strategy,

known as post-quantization, involves initially training the model on a high-performance plat-

form before converting its weight parameters to the int8 format to accommodate the resource

constraints of the MCU. However, models processed through post-quantization exhibit a fixed

nature, meaning their parameters cannot be further adjusted or refined on the MCU, which sub-

stantially hinders the feasibility of local fine-tuning. An alternative approach is quantization-

aware training, which incorporates quantization constraints during the training phase to prepare

the model for low-precision computation environments. Yet, given the inherent limitations of

MCUs in terms of memory capacity and computational power, implementing this method di-

rectly on the device poses considerable challenges and is impractical for real-time training needs.
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Consequently, we seek to devise a balanced approach that harnesses the benefits of quantiza-

tion—such as improved energy efficiency and reduced resource demands—while preserving the

capability for low-energy, personalized training on the MCU.

Given that we partition the model into feature extractors and classifiers, with the expectation

that the feature extractors require only static inference while the classifiers are trained locally

on the MCU, this structural paradigm organically directs us toward a ‘partial quantization’

strategy. Specifically, this approach entails applying post-quantization exclusively to the feature

extractors, converting their parameters to the int8 format to enhance resource efficiency, while

leaving the classifiers in their original floating-point format without quantization constraints.

The motivations for this design are as follows:

• In most NN architectures, the feature extractor typically accounts for the predominant share

of parameters and computational workload. Quantization to the feature extractor can diminish

memory usage and energy consumption while expediting the processing speed during inference,

thereby achieving greater resource utilization efficiency on the MCU.

• The feature extraction process generally demonstrates robust resilience, capable of with-

standing a certain degree of precision degradation or approximation, whereas classifiers exhibit

heightened sensitivity to parameter adjustments, especially in scenarios involving multi-class

tasks or subtle inter-class distinctions [203]. Consequently, quantizing solely the feature extrac-

tor enables a balance between preserving model prediction capabilities and enhancing opera-

tional efficiency, establishing a practical trade-off between performance and resource demands.

Moreover, the precision loss in the feature extractor resulting from quantization can be miti-

gated through subsequent local fine-tuning of the classifier.

• Personalized training typically relies on floating-point operations to ensure computational

precision, yet quantization-aware training is challenging to implement efficiently on MCUs

due to limitations in memory capacity and processing power. To address this, we quantize

the feature extractor to the int8 format to reduce resource requirements, while retaining the

classifier in the float32 format to facilitate flexible adjustments. This hybrid quantization

strategy not only supports localized personalization of the classifier on the MCU but also
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Figure 4.2: MicroT prototype overview.

aligns with low-power operational needs.

The primary procedure of quantization involves mapping continuous floating-point data into

discrete 8-bit integer representations, thereby adapting it to low-precision computational envi-

ronments. This process is mathematically expressed as follows [193]:

valueq = round

(

valueo −min

scale

)

+ zero point (4.6)

Where valueq is the values after quantization, valueo denotes the original floating-point value,

representing the unprocessed input data prior to quantization; min and max signify the min-

imum and maximum values within the tensor to be quantized, delineating the dynamic range

of the data; scale is a fixed scaling factor, calculated as scale = (max−min)/255, which maps

the floating-point range onto the 255 discrete levels available in an 8-bit integer. zero point

is an offset to position the zero value of the floating-point range as close as possible to the

midpoint of the 8-bit integer range, ensuring a balanced representation of both positive and

negative values within the constrained scope.

4.4 Implementation & Evaluation Setup

Here, we introduce the implementation, models, datasets, performance metrics, and baselines.
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Table 4.1: The experimental MCU boards.
MCU Board Processor Flash RAM Max Freq.

STM32H7A3ZI Arm Cortex-M7 2MB 1.18MB 280MHz
STM32L4R5ZI Arm Cortex-M4 2MB 640KB 120MHz

Figure 4.3: Main structure of ProxylessNAS and MCUNet.

4.4.1 MicroT Prototype

We perform experiments on the STM32 series of MCUs, selected for their status as repre-

sentative and well-established platforms in the commercial domain. To deploy MicroT, we

leverage STM32’s ML development toolkit, X-CUBE-AI [204], which integrates essential func-

tionalities for implementing machine learning models on commercial MCUs, such as model

inference capabilities and support for INT8 quantization to optimize computation and storage

requirements. Building upon the code framework provided by X-CUBE-AI, we customize its

generated C/C + + code to enable data preprocessing, model training and inference processes,

dynamic threshold tuning, and the execution of the stage-decision mechanism. Specifically, we

execute MicroT on the STM32H7A3ZI and STM32L4R5ZI development boards, chosen as they

exemplify high-performance and low-power MCUs, respectively, with their detailed specifica-

tions outlined in Table 4.1. To maintain controlled experimental conditions, we employ the

Monsoon High Voltage Power Monitor [205] to stabilize the MCU supply voltage at 1.9V, a

configuration informed by prior work [206]. Additionally, we configure the operating frequency

of both MCU boards to 120MHz to meet the performance demands of on-device inference and

training. An overview of the MicroT prototype system is presented in Fig. 4.2. While a camera

is an indispensable component in the fully operational system, we streamline the experimental

setup and focus on core functionality validation by simulating image data acquisition via serial

communication, thereby reducing reliance on external hardware.

4.4.2 Models and Datasets

Similar to Chapter 3, this chapter also uses image data for experiments. This consideration

is twofold: first, it inherits and extends the research on model personalization from Chapter
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3; second, the image domain offers abundant open-source models and datasets, facilitating the

validation of MicroT. Additionally, we did not use the Cifar series, as its feature distribution

is similar to ImageNet. We carefully selected three other datasets with feature distributions

significantly different from ImageNet. In terms of model selection, since the MCU used in this

chapter is more resource-constrained than the mobile device (Raspberry Pi) used in Chapter

3, we opted for more lightweight models (details below).

We designate a Vision Transformer (ViT)-based model architecture, termed ViT-S [38], as

the teacher model to guide subsequent knowledge transfer. For the student models, intended

for deployment on micro-controller units (MCUs), we opt for ProxylessNAS w0.3 [207] and

MCUNet int3 [179]. These architectures represent widely adopted lightweight CNNs and mod-

ular designs, renowned for their ability to strike an effective balance among prediction accuracy,

memory usage, and energy consumption [208, 209]. Specifically, both MCUNet and Proxyless-

NAS are fundamentally built upon Mobile Inverted Bottleneck Convolutions (MBConv), a

structure that optimizes convolutional operations to significantly reduce computational com-

plexity and resource demands, with its design details illustrated in Fig. 4.3.

The datasets are classified into two distinct categories: cloud datasets and local datasets. For

the cloud datasets, we employ ImageNet as the primary resource, facilitating various stages

including SSL teacher model training, SSKD, model segmentation, and joint training. Ima-

geNet, with its diverse and abundant sample content, provides a robust foundation for the

feature extractor to acquire generalizable features from the teacher model. Regarding the lo-

cal datasets, we incorporate several representative datasets to emulate the characteristics of

personalized local data, namely The Oxford-IIIT Pet (referred to as Pet [210]), CUB-200-2011

Bird (referred to as Bird [211]), and PlantCLEF 2017 (referred to as Plant [212]). These three

datasets exhibit no overlap with ImageNet and possess different data distributions. Throughout

the experiments, we standardize the input image resolution to 224×224.

The Pet dataset [210] includes 3,680 images covering 37 different pet species. The Bird

dataset [211] consists of 11,788 images representing 200 distinct bird categories, showcasing

significant categorical variety. As for the Plant dataset [212], we carefully curated a subset
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based on the number of images per category, resulting in 20 plant species with a total of 11,660

training images. We randomly partition these datasets into training, testing, and validation

sets at a ratio of 8:1:1.

On the cloud side, we conduct SSKD training from scratch on the feature extractor, spanning

50 epochs with a learning rate of 0.01, employing the stochastic gradient descent (SGD) opti-

mizer to ensure effective parameter updates. Subsequently, we partition the pre-trained feature

extractor into part and full models, followed by an additional joint training phase lasting 10

epochs, utilizing a reduced learning rate of 0.005 while continuing to rely on the SGD optimizer

for parameter refinement. It is noteworthy that, to facilitate the implementation of SSKD and

joint training, we incorporate a matching layer prior to the task head of both the part and full

models. This layer adjusts the feature dimensions to align with those of the teacher model’s

embedding features. Upon completion of training, this matching layer is discarded, preserving

only the original feature extraction components of the part and full models. On the local MCU

side, we deploy these trained models and equip each—the part model and the full model—with

a single-layer task head tailored to local tasks. Given the constrained memory capacity of the

MCU, we fix the batch size at 1, adopting the SGD optimizer with a learning rate of 0.1 [43]

to achieve efficient local optimization under resource-limited conditions.

4.4.3 Performance Metrics

Model Performance. We employ prediction accuracy as the metric to gauge the performance

of MicroT when processing personalized local data.

System Cost. Our primary focus lies in assessing the energy consumption associated with

local training and inference tasks on MCUs. To this end, we utilize the Monsoon High Voltage

Power Monitor [205] with a sampling frequency of 50Hz to precisely measure and analyze energy

usage. During the experiments, we configure the Monsoon device [205] to maintain a stable

supply voltage of 1.9V, a setting informed by prior work [206], while recording the operational

time and the average power. Using these values, we compute the average energy consumption

by the product of time and power, to quantify the system’s energy profile. To ensure the

reliability and stability of the measurements, we exclusively use current data collected after the
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system has been running for 1 minutes, thereby mitigating potential fluctuations during the

initial phase. All reported results represent the average of ten independent experimental runs.

4.4.4 Baselines

In evaluating model performance, we conduct a comparative analysis of the MicroT system

against four baseline approaches to examine its effectiveness:

(1) None refrains from any on-device training, initializing the local classifier with random

parameters;

(2) TTL employs a conventional transfer learning approach, fine-tuning solely the task head

without optimization on the feature extractor [203];

(3) T inyTL enhances the model backbone by incorporating lightweight residual modules, fixing

the backbone parameters during training and adjusting only the added components [44];

(4) SparseUpdate pre-selects layers and channels for updates through multiple gradient com-

putations, subsequently performing online optimization of these designated portions on the

device [43].

To clearly illustrate the performance enhancements introduced by MicroT, we standardize the

feature extractor across MicroT and all baseline methods, utilizing both MCUNet and Prox-

ylessNAS models. Additionally, to guarantee equitable experimental conditions, we keep the

number of training epochs uniform across all methods and methodically identify the optimal

learning rate for each using a grid search technique. To thoroughly evaluate the maximum

performance of these approaches, we utilize the full dataset, dividing it into training, testing,

and validation sets in an 8:1:1 ratio. Although the stage-decision ratio in MicroT is adjustable,

allowing for flexible configuration based on specific needs, we adopt the standard stage-decision

ratio of 0.5 in these experiments for direct comparison with the baseline methods.

In assessing the system cost associated with local training, we initially selected TinyTL, TTL,

and SparseUpdate as baseline methods for comparison. However, our experimental analysis

revealed that SparseUpdate’s layer and channel selection process necessitates full access to the
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Figure 4.4: The overall comparison between MicroT (stage-decision 0.5) and the baselines.

entire local dataset and involves thousands of computationally demanding search operations [43]

or pruning procedures [178], significantly prolonging the training duration, with reports indicat-

ing a training time of up to ten days [47]. Moreover, due to the static nature of SparseUpdate’s

optimization approach, the introduction of a new task head requires repeating this intricate

and resource-intensive search process from scratch, substantially diminishing its flexibility and

efficiency in practical applications. Consequently, we opted to exclude SparseUpdate from the

system cost comparison, focusing instead on evaluating MicroT against TinyTL and TTL.

When evaluating the system cost of local inference, we observed that TinyTL and SparseUp-

date predominantly rely on conventional full model inference techniques during the inference

phase, closely resembling the operational approach of TTL. This similarity implies a lack of

substantial differentiation in terms of energy consumption and computational resource demands

among these methods. Given this insight, to more effectively highlight the distinctive advan-

tages of MicroT, we opted to compare only MicroT—which employs an early-exit inference

strategy—with TTL, which adheres to traditional full model inference.

4.5 Results

4.5.1 Overall Performance

We first present an overall comparison between MicroT (stage-decision ratio 0.5) and baselines.

To provide an intuitive display of results across all datasets and models, we use the average

values of accuracy and local training energy cost from all experimental datasets and models.



110 Chapter 4. Model-Related Adaptations for Ultra-Resource-Constrained MCUs

Table 4.2: Results of model performance with varying batch sizes.
Batch Size Feature Extractor Accuracy

128 (GPU)
MCUNet 80.24±0.23

ProxylessNAS 77.45±0.27

1 (MicroT)
MCUNet 79.31±0.31

ProxylessNAS±0.26 76.28±0.33

Additionally, since SparseUpdate requires a complex parameter search process on the MCU,

its local training energy cost far exceeds that of other methods involved in the experiments.

Therefore, we did not measure its specific value and instead represent it with a value in the

range [100,+∞] in the figure. The results are shown in the Fig. 4.4.

We observe that ‘None’ requires no local fine-tuning, resulting in zero energy consumption, but

achieves only 31.47% accuracy. In contrast, MicroT attains an average accuracy of 62.05%, sur-

passing TinyTL (58.60%) and SparseUpdate (59.79%) by 3.45 and 2.26 pp, respectively, while

reducing energy consumption significantly from TinyTL’s 86.73 kJ to 40.98 kJ. TTL’s energy

consumption (40.00kJ) is close to MicroT’s, but its accuracy is only 53.65%, far below MicroT.

Overall, MicroT achieves the optimal balance between energy consumption and accuracy. In

subsequent sections, we will provide a detailed analysis and presentation of energy consumption

and accuracy.

4.5.2 MicroT Local Training vs Cloud-Level Model Training

Given the memory limitations, we set the batch size to 1 during classifier training on the MCU,

allowing the training process to function effectively within the constrained resource setting.

However, this configuration markedly diminishes the experimental efficiency, as a single-batch

approach fails to leverage the parallel processing capabilities of the hardware. To tackle this

constraint and optimize the experimental process, we conduct a comparative analysis at the

start of the experiments, investigating the performance gap between classifier training on the

MCU with a batch size of 1 and training on a GPU with a batch size of 128. This investigation

aims to determine whether the latter can serve as a viable approximation of the former, thereby

enhancing the overall efficiency of the experiments. The training configurations on both the

MCU and the cloud are maintained consistently, as outlined in Section 4.4.2. We exclude the

use of momentum, as it offers no performance advantage in a single-batch training scenario
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and may, in fact, exacerbate memory usage due to additional computational requirements [43].

The classifier training on the MCU is implemented using C/C + + to suit the embedded

environment, whereas the GPU-based training leverages Python to capitalize on its efficient

computational framework. Given the reduced efficiency inherent in single-batch training, we

sampled 40 images randomly from each class in the Pet dataset, resulting in a total of 1480

images.

The results are presented in Table 4.2. Through analysis, we observe that the model accuracy

achieved via single-batch training on the MCU closely aligns with that obtained from training

on the GPU with a batch size of 128. This finding enables us to leverage the results from batch

training on the GPU for evaluation, thereby enhancing experimental efficiency. Consequently,

unless explicitly specified otherwise, we adopt the classifier training results derived from the

GPU as the default reporting standard, grounded in the classifier training configuration de-

scribed earlier.

4.5.3 Model Performance

In these experiments, we evaluate the accuracy of the MicroT model, comparing it against the

baseline methods outlined in Section 4.4.4. To provide a comprehensive overview, we begin

by detailing the deployment process of MicroT, encompassing the critical steps from model

preparation to implementation on the target device. Subsequently, we conduct a comparison

of the model performance between MicroT and the baselines.

Upon completing the training of the SSL teacher model and applying SSKD to the feature ex-

tractor, we proceed with the model segmentation. The optimal segmentation point is identified

using the model segmentation fused score, with its computation and application thoroughly

described in Section 4.3.4. It is important to emphasize that, during this process, we aim to

prevent the part model from being excessively small, which could significantly constrain its per-

formance, while also avoiding the model depth too similar to the full model, as this would yield

negligible improvements in system cost optimization. Accordingly, for the MCUNet model, we

restrict our analysis to modules 4 through 14, and for the ProxylessNAS model, we examine

modules 6 through 17, ensuring that the segmentation point strikes a reasonable balance be-
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Figure 4.5: The segmentation fused scores for MCUNet and ProxylessNAS, with the X-axis
indicating the part model up to a specific module and the Y-axis showing the fused score.

tween performance and efficiency. The resulting model segmentation fused scores for MCUNet

and ProxylessNAS are presented in Fig. 4.5.

Through experimental analysis, we ascertain that the optimal model segmentation points, as

determined by Algorithm 3, occur at the 9th module for MCUNet and the 14th module for

ProxylessNAS. In both model architectures, the number MACs typically exhibits a consistent

upward trend as the network depth increases. However, at these optimal segmentation points,

we observe a marked enhancement in prediction accuracy, suggesting that the models effectively

capture essential features at these specific depths. We believe that this depth represents an

optimal trade-off between computational cost and performance efficacy. To further substantiate

this finding, we also conduct a model segmentation evaluation at an input resolution of 128,

revealing that the optimal segmentation points remain consistent at the 9th and 14th modules

for MCUNet and ProxylessNAS, respectively. We also further explore this phenomenon in

ablation experiments (Section. 4.6).

Based on the foregoing analysis, we execute model segmentation at the 9th module of MCUNet

and the 14th module of ProxylessNAS, thereby generating the corresponding part and full

models. These models are subsequently subjected to further joint training on the ImageNet

dataset to enhance their performance. The performance of each model under conditions with

(W/) and without (W/O) joint training are illustrated in Fig. 4.6. We can find that joint

training impacts the performance of the part and full models to varying extents. Notably, the
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Figure 4.6: The performance enhancement achieved through SSKD joint training for the part
and full models, with dashed connecting lines highlighting the variations in model performance.

Table 4.3: Top-1 accuracy results of MicroT and the baselines. MicroT achieves the highest
accuracy with two DNN architectures on three cross-domain datasets.

Model Method Pet Bird Plant Avg.

None 42.53±0.12 20.14±0.85 35.31±0.38 32.66

TTL 74.20±0.37 43.84±0.27 47.01±0.45 55.02

TinyTL 76.21±0.31 47.12±0.69 53.81±0.23 59.05

SparseUpdate 79.09±0.49 49.77±0.25 50.73±0.58 59.86

MCUNet

MicroT (Ours) 81.21±0.35 52.85±0.42 52.92±0.51 62.33

None 37.41±0.62 19.44±0.53 33.97±0.77 30.27

TTL 70.12±0.73 39.91±0.28 46.80±0.55 52.28

TinyTL 78.04±0.39 48.12±0.47 48.28±0.61 58.15

SparseUpdate 81.21±0.37 47.83±0.68 50.13±0.33 59.72

ProxylessNAS

MicroT (Ours) 80.33±0.51 51.51±0.57 53.45±0.42 61.76

accuracy improvement observed in the full model is marginally less pronounced than that in

the part model. We hypothesize that this phenomenon arises from a confluence of factors: (1)

During joint training, the introduction of a segmentation point and the inclusion of the part

model may lead to a certain degree of information loss, potentially compromising the feature

representation capacity of the full model; (2) The accuracy gains achieved by the part model

can positively influence the full model through due to the feedback mechanism, propagating

beneficial effects to its performance. However, though the presence of information loss in the

full model, this trade-off is still acceptable when weighed against the substantial performance

enhancements observed in both the part and full models, coupled with the energy savings
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realized during local inference, as elaborated in Section 4.5.5.

To comparison with the baseline methods, we configure MicroT with a standard stage-decision

rate of 0.5, and the experimental results are presented in Table 4.3. Analysis of these results

reveals that, the None method consistently exhibits the lowest prediction accuracy across all

experiments. This observation underscores the critical need for personalization when deploying

models locally on MCUs. In contrast to None, the TTL demonstrate a substantial performance

enhancement, affirming the efficacy of the transfer learning paradigm in addressing local per-

sonalization challenges. However, when TTL compares with TinyTL and SparseUpdate, TTL

reveals a performance gap, suggesting that training only the classifier can not reach the satisfied

performance to the local personalized data. Nevertheless, we do not entirely discard the ‘train-

ing only the classifier’ approach, as it demands the least computational resources and energy

consumption on MCUs (as detailed in Section 4.5.5), retaining its merit in resource-constrained

environments. Instead, MicroT shift focus toward enhancing the quality of the feature extrac-

tor, aiming to overcome the limitations of solely training the classifier and elevate the overall

system performance.

According to Table. 4.3, the experimental results demonstrate that MicroT attains the highest

prediction accuracy across the majority of evaluated datasets and models, also securing the

top position in overall average accuracy. Specifically, MicroT surpasses TTL, TinyTL, and

SparseUpdate by margins ranging from 7.01 to 11.60 pp, 2.29 to 5.73 pp, and 2.12 to 3.68

pp, respectively. This advantage underscores that MicroT delivers robust model performance

sufficient to support on-device personalization on MCUs, effectively meeting the demands of

local adaptation. Furthermore, the most compelling advantage of MicroT lies in its substantially

reduced energy consumption (as elaborated in Section 4.5.5), coupled with superior performance

when compared to baseline methods such as TTL, TinyTL, and SparseUpdate. Unlike these

approaches, MicroT does not need parameter search processes (as required by SparseUpdate) or

the incorporation of numerous additional lightweight residual modules (as required by TinyTL).

By leveraging a straightforward single-layer classifier, MicroT not only achieves performance

that is comparable to or exceeds these baseline methods but also exhibits greater efficiency in

terms of computational complexity and energy cost.
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4.5.4 Determination of Confidence Thresholds

Confidence thresholds directly affect the stage-decision ratio, and thus the proportion of samples

that are fully processed by the part model. The threshold is calculated by the confidence score

sequence produced by the part model. Specifically, the part model first evaluates N samples to

generate a sequence of confidence scores, from which the median is extracted as the reference

value to establish the standard stage-decision ratio of 0.5. Theoretically, under ideal conditions,

computing the median by the entire test sample set would precisely calibrate the stage-decision

ratio to 0.5, ensuring that 50% of the samples are handled exclusively by the part model.

However, in practical real-world contexts, expending substantial time and utilizing the entire

local samples to iteratively refine and pinpoint this threshold is infeasible. To address this and

explore the practicality of efficiently setting the threshold locally, we conduct an experiment by

randomly extracting sample sets of varying sizes (independent of category) from the full dataset,

calculating the median confidence scores for each subset, and assessing the resultant stage-

decision ratios alongside their effects on model performance. The findings of these experiments

are presented in Table 4.4.

Table 4.4 reveals that as the number of samples increases, the median of the confidence score

sequence, the stage-decision ratio, and the model’s performance progressively converge toward

the values derived from utilizing the entire sample set. This trend suggests that a larger sample

size facilitates a more precise approximation of the real median value. Notably, however, even

when the sample size is limited to just five samples, the deviation from the full-sample results

remains minimal and within an acceptable range for practical purposes. Specifically, the average

deviation in the median is only 0.020, and the average difference in model accuracy stands at

0.55%. This finding indicates that processing as few as five samples on MCUs is sufficient to

efficiently establish the standard stage-decision ratio of 0.5 within a short time.

We attribute this phenomenon to the high distributional consistency of the confidence scores

generated by the part model, which reflects both the effectiveness of the feature extractor

and the structure of the input data. If the feature space follows an approximately normal or

symmetric unimodal distribution, the median—being a robust statistic—can reliably represent
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Figure 4.7: Comparison between stage-decision ratio determined by median or random selection.

the central tendency of the confidence distribution, even when estimated from a small num-

ber of samples. Notably, such a distributional shape often implies that the feature extractor

has learned generalizable and well-clustered representations [213, 214], which is a core design

goal of MicroT’s cloud-side training using SSKD and joint learning. Furthermore, this struc-

tural regularity in the confidence scores reduces the variability of decision outcomes, thereby

enhancing the reliability of stage-decision under limited calibration data. Nevertheless, in sce-

narios involving complex or multi-modal data distributions, a larger number of local samples

may be required to achieve the same level of threshold accuracy. We also further discuss this

phenomenon in Section. 4.7.

Beyond establishing the threshold via the confidence median, randomly selecting 50% of the

samples is also an alternative approach to directly achieve a stage-decision ratio of 0.5. To

evaluate the superiority of MicroT’s confidence-based threshold strategy, we employ the random

selection of 50% samples as a baseline and conduct a comparison experiment. The results, as

illustrated in Fig. 4.7, demonstrate that MicroT outperforms the strategy of random sampling,

enhancing the average prediction accuracy by 4.80%.

4.5.5 System Cost

MicroT operates in two distinct phases on the MCU: classifier training and model inference. To

assess the energy cost associated with the training phase, we conduct a comparative analysis of

MicroT against the baseline methods TTL and TinyTL. We exclude SparseUpdate from this

comparison, as it demands approximately 10 days to search for the layers and channels to update
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and subsequently train the model—a process deemed excessively energy-intensive and imprac-

tical for real-world applications [43]. For evaluating the energy cost of the inference phase,

we designate TTL as the baseline approach (i.e., full model inference), reflecting the inference

strategy commonly employed in most on-device personalization studies. To comprehensively

examine energy consumption, we select the Plant dataset [212] and the Bird dataset [211] for

testing, as these datasets represent the extremes of class diversity, with the fewest and most

numerous categories, respectively, thereby capturing a range of data complexities. To stream-

line the energy cost analysis while ensuring representative findings, we compute the average

energy consumption across these two datasets.

Memory Footprint

We measure the memory footprint of MicroT utilizing the STM32-CUBE-IDE tool [215] to

evaluate its resource consumption on MCUs. To demonstrate that MicroT satisfies the memory

constraints of commercial MCUs, we adopt the following analytical approach: (1) We utilize the

memory footprint of the local training phase as the maximum memory footprint, given that this

stage imposes a higher memory demand compared to the inference phase; (2) We focus on the

full model, as its memory requirements exceed those of the part model, thereby representing the

upper bound of memory consumption. In our experiments, conducted at an input resolution of

224, the maximum RAM usage for MCUNet is 614.40 KB, while ProxylessNAS is 624.64 KB.

Regarding flash memory usage, MCUNet consumes approximately 0.91 MB, and ProxylessNAS

approximately 0.70 MB. These findings substantiate that MicroT’s memory footprint remains

well within the capacity of commercial MCUs.

Local Training

We utilize the Monsoon Power Monitor [205] to measure the latency and average power con-

sumption during the local training process, subsequently calculating the corresponding energy

consumption values, as described in Section 4.4.3. To ensure clarity and consistency in com-

paring and quantifying energy usage, we adopt a representative training scenario: training 100

local data samples over 40 epochs, amounting to a total of 4,000 iterations. This configuration

is designed to emulate a typical local training task. Throughout the measurement, we exclude
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Figure 4.8: Energy cost of local training.

the energy consumption attributable to other MCU components or non-training operations,

concentrating solely on the core elements of the local training phase—namely, data preprocess-

ing, inference by the feature extractor, and parameter optimization of the classifier. The results

are shown in Fig. 4.8.

We can find that MicroT exhibits no substantial deviation from TTL in terms of energy cost.

Although MicroT necessitates the training of two classifiers—one for the part model and one

for the full model—potentially increasing the computational burden, we mitigate this through

the adoption of a stage-training strategy designed to conserve energy. Specifically, during train-

ing, each sample is first processed by the part model to train the part model’s classifier, with

the intermediate outputs from the layer immediately preceding this classifier being preserved.

These pre-stored intermediate values are subsequently reused, allowing the full model’s clas-

sifier training to proceed without redundant feature extraction, thereby reducing additional

energy cost. Consequently, the primary distinctions in energy consumption between MicroT

and TTL stem from the training of the part model classifier and the modest overhead associ-

ated with storing and transmitting a limited number of data. Furthermore, MicroT employs

a simple single-layer classifier, which further curbs energy cost increase. In contrast, TinyTL

incurs significantly higher energy costs, attributable to the need to train multiple lightweight

residual modules, which substantially increase computational resource demands. Compared

with TinyTL, MicroT achieves energy savings ranging from 2.03 to 2.28× for model training,

an improvement credited to its simplified model architecture and the efficient training strategy.
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Table 4.5: The energy costs (kJ) of the MCU local inference. MicroT achieves energy saving
on two boards and two models.

Model Method STM32H7A3ZI STM32L4R5ZI Avg.

TTL 9.52 12.42 10.97
MCUNet

MicroT 8.22 10.54 9.38

TTL 4.64 6.19 5.42
ProxylessNAS

MicroT 4.01 5.31 4.66

Local Inference

Following the analysis of energy consumption in the local training, we proceed to evaluate the

energy cost of the inference stage. We designate TTL (i.e., full model inference) as our baseline

for comparison, a decision driven by its prevalent use across most research on on-device person-

alization. Similarly with the experiments for the local training, we solely focus on the energy

cost during model inference, deliberately excluding the energy consumption attributable to

other MCU components or operations unrelated to inference. The MCU performs 1,000 model

inference tasks, a scale intended to emulate high-frequency inference scenarios encountered in

real-world applications. The results are presented in Table 4.5.

According to Table. 4.5, we initially note that MicroT achieves a substantial reduction in energy

consumption during model inference across both development boards and model architectures.

When compared with the baseline TTL, MicroT demonstrates an average energy reduction of

14.17%, underscoring its potential to reduce energy cost over prolonged operational periods—a

particularly valuable attribute for resource-constrained MCU applications. Additionally, we

find that MCUNet exhibits higher energy consumption compared to ProxylessNAS, a dispar-

ity attributable to the more complex computational operations in MCUNet, which elevate its

energy demands. Furthermore, at the hardware level, we find that for the same model, the

STM32L4R5ZI MCU incurs higher energy consumption than the STM32H7A3ZI, despite the

former being engineered as a lower-power device. This counterintuitive outcome stems from the

extended runtime of the STM32L4R5ZI, which negates the energy-saving benefits of its low-

power design. This observation highlights a trade-off between runtime and power consumption

in determining overall energy usage, suggesting that optimizing inference energy efficiency ne-

cessitates a balanced consideration of computational efficiency and execution duration.
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Figure 4.9: The model accuracy between SSL and SSKD.

4.6 Ablation Study

SSL vesus SSKD

We conducted a comparative experiment to assess the disparity in model performance between

directly applying SSL to the feature extractor and employing SSKD, with the results shown in

Fig. 4.9. We can find that directly implementing SSL on the feature extractor yields a com-

paratively less enhancement in model performance, whereas SSKD delivers a more pronounced

improvement. This difference can primarily be attributed to the inherent characteristics of

the models deployed on MCUs, which are typically constrained by their smaller scale, limited

parameter capacity, and computational resources. As a result, the performance gains achiev-

able through direct SSL application are curtailed by these structural limitations. In contrast,

SSKD adopts a more effective training strategy: it first leverages SSL on a large-scale teacher

model to capture a rich set of feature representations, then facilitates knowledge transfer to

a smaller student model by enabling it to learn concurrently from both ground-truth labels

and the embedded features distilled from the teacher. This approach substantially alleviates

the challenge of knowledge acquisition for the small model, allowing it to enhance performance

more effectively within its constrained capacity.

Universality of Model Segmentation Points

MicroT uses public datasets (e.g., ImageNet) in the cloud to compute the global model seg-

mentation point, which is then applied to local models and dataset splitting. The main consid-

erations are: (1) Computing the model split point locally on an MCU is too computationally
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Figure 4.10: The model accuracy between segmentation by global/local points.

expensive, and joint training for fine-tuning after model segmentation is difficult to perform

locally; (2) The cloud cannot access local datasets; (3) MicroT’s feature extractor is univer-

sal, and we hypothesize that the model segmentation point may also have some universality.

To verify the universality of the model segmentation point, we computed more precise model

segmentation points based on local datasets (Pet, Bird, Plant) and compared them with the

global model segmentation point.

We find that for the MCUNet model, the local points for the Bird and Plant datasets align with

the global point, all at the 9th Module, while the local point for the Pet dataset shifts to the

10th Module. For the ProxylessNAS model, the local points for the Pet and Plant datasets align

with the global point at the 14th Module, but the local point for the Bird dataset moves earlier

to the 12th Module. Therefore, we re-split and fine-tuned the MCUNet-Pet and ProxylessNAS-

Bird using their local points and compared the model accuracy differences between using the

local points and the global points. The results are shown in Fig. 4.10.

We observed that, although global and local points differ for some local datasets, the model

accuracy differences remain within an acceptable range. The main reasons for this phenomenon

are: (1) The universality of the feature extractor ensures that local and global split points do not

deviate significantly, remaining consistent in most cases with minor differences in a few cases;

(2) After model splitting, joint training is performed, and even using the global split point,

fine-tuning can partially compensate for the differences with the local point. Additionally,

we speculate that global and local points do not significantly impact energy cost during local
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Table 4.6: Model performances (%) with various stage-decision ratios.
Model Method Pet Bird Plant Avg.

MCUNet
MicroT 0.25 84.34 56.05 53.87 64.75

MicroT 0.75 76.68 47.87 51.65 58.73

ProxylessNAS
MicroT 0.25 82.35 51.97 54.04 62.79

MicroT 0.75 76.44 46.59 50.36 57.80

Table 4.7: The energy costs (kJ) of the MCU local inference with various stage-decision ratios.
Model Method STM32H7A3ZI STM32L4R5ZI Avg.

MCUNet

TTL 9.52 12.42 10.97

MicroT 0.25 8.67 11.28 9.98

MicroT 0.75 7.75 9.61 8.68

Proxy

TTL 4.64 6.19 5.42

MicroT 0.25 4.23 5.65 4.94

MicroT 0.75 3.71 4.87 4.29

training and inference (e.g., stage decision ratio of 0.5) because: (1) Experiments show that

global and local points are not significantly different in terms of position; (2) The part and full

models are inherently integrated, so a energy reduction/increase in the part model corresponds

to an increase/reduction in the full model, offsetting each other.

Model Performance with Various Stage-Decision Ratio

In Section 4.5, we have introduced the model performance of MicroT under a standard stage-

decision ratio of 0.5. To show the performance trends associated with varying stage-decision

ratios more thoroughly, we extend our analysis by examining the model performance at ratios

of 0.25 and 0.75, with the findings presented in Table 4.6. We can find that, as the proportion

of samples processed by the full model increases (i.e., as the stage-decision ratio decreases),

the prediction accuracy of the model correspondingly rises. This trend suggests that greater

involvement of the full model in the inference tasks significantly enhances MicroT’s performance,

particularly in scenarios demanding higher accuracy.

Energy Saving with Various Stage-Decision Ratio

Following our analysis of MicroT’s performance trends, we proceed to evaluate the energy costs

of local inference under varying stage-decision ratios, specifically encompassing ratios of 0.25

and 0.75. It should be noted that stage-decision ratios of 0 or 1 imply that inference is conducted

entirely by the full model or the part model, respectively; these extreme scenarios, lacking the
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Table 4.8: The impact of quantization on accuracy (%).
Model Quant. Pet Bird Bird Avg.

MCUNet W/O 81.64 53.13 53.19 62.65

W/ 81.21 52.85 52.92 62.33

ProxylessNAS
W/O 80.82 52.21 54.26 62.43

W 80.33 51.51 53.45 61.76

benefits of stage-wise collaboration, are excluded from this evaluation. We maintain TTL as

the baseline method for comparison with MicroT, and the results are presented in Table 4.7.

The experimental results reveal that MicroT achieves diverse levels of energy savings across

different stage-decision ratios. Specifically, when compared with TTL’s full model inference,

MicroT at a ratio of 0.25 reduces energy consumption by an average of 8.94%, while at a ratio

of 0.75, it realizes a more substantial average reduction of 20.81%.

The Impact of Quantization

MicroT implements a partial quantization strategy, wherein the feature extractor is quantized

to the int8 format, while the classifier, locally generated on the MCUs, retains the float32

format. This approach capitalizes on the strengths of both components: the feature extractor,

constituting a substantial portion of the model’s parameters, benefits from quantization by re-

ducing memory usage, accelerating inference execution, and diminishing energy consumption.

Concurrently, the classifier, trained locally with floating-point precision, can offset the accu-

racy degradation induced by the quantized feature extractor through fine-tuning. This hybrid

quantization technique establishes a balanced solution tailored to the resource-constrained en-

vironment of MCUs. To assess its efficacy, we conducted experiments comparing performance

with (W/) and without (W/O) partial quantization, with the results shown in Table 4.8. The

results reveal an average accuracy difference of approximately 0.5% between the two config-

urations. This modest difference is acceptable within the context of the trade-off between

prediction accuracy and system costs.

The Impact of Local Drifts

Although MicroT’s research focuses on feature space drift (e.g., the feature distributions of

Pet, Plant, and Bird datasets differ from cloud-based ImageNet), to test MicroT’s robustness,

we introduced additional data drift on local datasets and conducted ablation experiments.
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Table 4.9: Ablation experiments on the local data drifts (Model: MCUNet, Dataset: Pet).
‘Source Domain Acc’ means the accuracy on the original Pet dataset using the local MCUNet;
‘Target Domain Acc’ means the accuracy on the Pet dataset with added noise; ‘Fine-Tuned
Acc’ means the accuracy on the noisy Pet dataset after fine-tuning the classifier.

Source Domain Acc Target Domain Acc Fine-Tuned Acc

Gaussian Noise 81.21% 76.94% 80.15%
Motion Blur 81.21% 72.42% 78.74%

Partial Occlusion 81.21% 64.18% 72.56%

Specifically, using MCUNet and the Pet dataset as examples, we selected three typical types of

image data noise—Gaussian noise, motion blur, and partial occlusion—and tested the accuracy

on the source MCUNet-Pet model after adding noise, as well as the accuracy recovery after

fine-tuning (only the classifier).

As shown in the Table. 4.8, for undisturbed source domain data, MicroT achieves an accuracy

of 81.21%. When typical noise perturbations are introduced, the target domain accuracy de-

creases to varying degrees. Specifically, for Gaussian noise, the accuracy drops from 81.21%

to 76.94%, the smallest decrease, and nearly fully recovers to 80.15% after fine-tuning. Gaus-

sian noise is a pixel-level local perturbation, and MicroT employs DINOv2 techniques during

the SSL phase, which includes multi-view augmentation (such as random noise and color jit-

ter). The subsequent SSKD process enables the student model to learn these representations,

making it robust to such perturbations. For motion blur, the accuracy drops to 72.42%, a

larger decrease than with Gaussian noise, but recovers to 78.74% after fine-tuning. Blur is a

structural distortion that damages edges and local details. Although MicroT’s SSL techniques

mitigate low-frequency damage, information degradation persists during inference. Fine-tuning

the classifier can partially compensate for the accuracy loss due to information degradation.

For partial occlusion, the accuracy drops to 64.18%, the most decrease, and recovers to 72.56%

after fine-tuning. Occlusion results in direct information loss, forcing the feature extractor to

rely on contextual inference in affected areas, with limited information recovery capabilities.

Fine-tuning the classifier alone struggles to fully compensate for the semantic loss, resulting in

the smallest recovery margin.

Notably, while all three typical perturbations lead to a decrease in target domain accuracy,

comparative results show that MicroT remains somewhat robust under pixel noise (Gaussian
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noise) and slight structural distortion (motion blur). This is because MicroT, through SSKD,

has learned semantic information from the teacher model (DinoV2), which provides some resis-

tance to such drifts. For semantic loss caused by partial occlusion, despite SSKD learning the

teacher model’s semantic information, MCUNet itself lacks a block-level self-attention mecha-

nism, and the information loss due to occlusion is irreversible, thus rely solely on fine-tuning

the classifier has limited effectiveness.

4.7 Discussions and Limitations

In this section, we discuss some of the analyses and limitations of this study.

• Limited Experimental Models, Datasets, and Scenarios. This chapter uses image data

as an example and focuses on classification tasks to validate MicroT. Other interesting appli-

cation scenarios in edge computing remain worthy of exploration. For example, battery-free

underwater devices powered by acoustic energy utilize low-power cameras to detect and iden-

tify marine species [125]; solar-powered low-power sensor networks enable precise monitoring of

wildlife populations [216]; environmental monitoring systems driven by wind or water energy

require long-term self-sustainability [217]; and implantable medical devices fueled by bioen-

ergy support health monitoring [218]. Future work could explore applying the core concepts of

MicroT (e.g., SSKD and stage-decision) to other fascinating domains, as well as extending its

application to other models (e.g., SqueezeNet [167], MobileNet [219]) and other data modalities

(e.g., IMU and audio).

• Cloud Dependency of MicroT. MicroT offloads the training of the feature extractor to

a cloud environment, and ideally, it only requires a one-time interaction between the cloud

and the local device for model deployment. This paradigm significantly reduces the need for

frequent cloud-device communication and aligns well with most typical deployment scenarios.

However, this design inevitably introduces a limited dependency on cloud infrastructure. In

ultra-constrained or security-critical scenarios—such as air-gapped systems or privacy-sensitive

edge deployments—any reliance on cloud infrastructure, even for a one-time model transfer,

may be unacceptable. Addressing this limitation remains a key direction for future work. One
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potential solution is to migrate the SSKD and joint training processes to more capable edge

devices [220, 221] (e.g., NVIDIA Jetson), which would require optimizing SSKD to reduce

its computational demands. Alternatively, decentralized learning strategies—such as peer-to-

peer model transfer or collaborative training across a network of local devices—could further

minimize or eliminate the need for cloud-based training while preserving the benefits of on-

device personalization [222, 223].

• Stability of Median-Quartile-Based Threshold. Although our experiments demon-

strate that the median-quartile-based threshold estimation method works well even with a

small number of local samples, this phenomenon is largely attributed to the high consistency in

the distribution of confidence scores generated by the part model. This consistency reflects both

the generalization capability of the feature extractor and the intrinsic structural characteristics

of the input data. When the feature space exhibits an approximately normal distribution or a

symmetric unimodal structure, the median, as a robust statistic, effectively captures the cen-

tral tendency of the confidence score distribution, even with limited samples. Existing studies

suggest that such distribution patterns typically indicate that the feature extractor has learned

generalizable and well-clustered representations [213, 214], which is one of the core objectives

of MicroT’s adoption of SSKD and joint training strategies for cloud-based feature extractor

optimization. However, we also recognize that these assumptions may not hold in certain

scenarios. When dealing with highly heterogeneous input data (e.g., cross-domain samples,

non-standard sensor modalities, or edge data heavily affected by noise), the confidence score

distribution may exhibit significant skewness or multimodal characteristics. In such cases, re-

lying solely on median estimation with small-scale samples may lead to inaccurate threshold

settings, thereby impacting the system’s decision-making efficiency and accuracy. To mitigate

these issues, potential solutions include increasing the size of local samples used for threshold

estimation, employing lightweight distribution fitting methods (e.g., kernel density estimation

[224] or histogram smoothing [225]), or introducing unsupervised clustering techniques to iden-

tify structural subgroups within the data. Exploring these methods will be a key direction for

enhancing MicroT’s adaptability in non-ideal data environments in the future.

• Stability of Model Segmentation. One of the principal objectives in designing the fea-
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ture extractor is to enhance its generalization capability. Consequently, we believe that the

globally optimal segmentation point, determined using large public datasets such as ImageNet,

may also serve as the optimal—or near-optimal—segmentation point for local datasets. How-

ever, in practical settings, the distribution of local datasets may diverge from those of global

data, potentially resulting in a discrepancy between the local and global optimal segmentation

points. To address this possibility, we adopt a conservative strategy by prioritizing the global

optimal segmentation point. This decision is grounded in its greater stability and broader ap-

plicability, offering a relative stable segmentation point. Our experiments indicate that, even

when the optimal segmentation point on a local dataset exhibits slight variations, the overall

performance of MicroT remains within an acceptable range, sufficiently meeting the demands

of most application scenarios (Section. 4.6). This prudent approach is particularly advanta-

geous in resource-constrained MCU environments, as it avoids the additional computational

complexity and energy overhead that would arise from frequently adjusting the segmentation

point to suit local conditions.

• The Paradigm of ‘Feature Extractor + Classifier’. The design paradigm employed

by MicroT exhibits pronounced advantages in energy efficiency. However, to further minimize

resource utilization, we confine local training exclusively to the classifier, leaving the feature

extractor static. While this strategy alleviates the computational burden on the MCU, it

imposes stringent demands on the generalization capability of the feature extractor. This

generalization assurance stems from two pivotal factors: firstly, the rapid proliferation and

advancement of smart devices have yielded an abundance of high-quality, publicly accessible

training datasets, ensuring ample resources for pre-training the feature extractor; secondly,

the integration of advanced data augmentation techniques such as SSL enhances the feature

extractor’s adaptability to unseen data.

•Re-Training Issues. Under ideal conditions, once the classifier is locally trained and satisfies

the performance requirements for a given task, it could theoretically stop further optimization

and remain functional over an extended period. In practice, however, local data is often sub-

ject to a degree of drift over time—such as shifts in lighting conditions induced by seasonal

changes or other environmental variations. While the generalized feature extractor in MicroT,
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having been optimized for robustness, is capable of accommodating minor local data drifts and

maintaining performance stability, there exist extreme scenarios where substantial deviations in

data distribution may necessitate additional fine-tuning of the classifier. We believe that such

subsequent fine-tuning can typically be executed efficiently and within a short time, as changes

in local data distributions tend to be progressive rather than abrupt, requiring only modest

adjustments to the classifier’s existing parameters to adapt to the evolving data characteristics.

Concerning the retraining of the feature extractor, under most conditions, variations in local

data do not need a entire re-training for the feature extractor, which stems from our optimiza-

tion of the feature extractor’s generalization capacity. Nevertheless, in exceptional cases—such

as when significant and persistent local data drift pushes the distribution beyond anticipated

bounds—the generalization capability of the feature extractor may reach its limits, rendering

it inadequate for maintaining optimal task performance. To address these cases, we plan to

utilize partial retraining rather than a full retraining. Specifically, given that the existing fea-

ture extractor retains a degree of effectiveness, we can selectively unfreeze the final few layers

and fine-tuning their parameters using new local data.

• Robustness of MicroT. Results show MicroT demonstrates good overall robustness when

facing typical perturbations such as sensor noise, optical blur, and partial occlusion. However,

due to the simplicity of the lightweight model’s structure—lacking explicit semantic model-

ing mechanisms like block-level self-attention—its ability to compensate for local semantic loss

(e.g., occlusion) relies solely on feature transfer during the distillation phase. Consequently,

its capacity to recover performance in the face of irreversible information loss remains limited.

This indicates that relying solely on classifier fine-tuning or representations acquired through

distillation encounters bottlenecks when addressing severe structural defects. For future work,

two directions can be considered: first, while maintaining model lightweightness, design plug-

gable contextual inference modules or local attention mechanisms to enhance the recovery of

locally missing information; second, explore partially unfreezing the feature extractor or adopt-

ing adaptive parameter adjustment methods to further improve robustness and generalization

in complex local perturbation scenarios.
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• Data Acquisition and Labeling. Currently, we assume that locally acquired data are

available from sensors such as cameras commonly embedded in MCU platforms. Moreover,

we assume that labeled data exist locally. These assumptions simplify the scope of our work,

allowing us to focus on efficient model personalization on MCUs. However, we acknowledge

that these assumptions also introduce limitations in terms of full automation and scalability

of on-device personalization. Specifically, the acquisition of labeled data often requires manual

annotation or carefully designed supervised data collection, which may not always be feasible

in real-world deployments. Additionally, our current system does not explicitly address local

drift detection, or automatic retraining triggers to handle evolving data distributions over

time. Future work should explore integrating lightweight on-device data labeling techniques,

unsupervised or self-supervised learning methods to reduce dependence on labeled data, and

mechanisms for drift detection and adaptive retraining to maintain model robustness in dynamic

environments.

4.8 Conclusions

Existing methods for personalizing ML models on MCUs typically depend on cloud-based

communication or involve resource-intensive pre-training and training procedures directly on

the MCUs. These approaches demand substantial energy, which contradicts the energy-efficient

nature of MCUs. To tackle this challenge, we introduce MicroT, a lightweight framework that

leverages self-supervised knowledge distillation combined with an early-exit strategy tailored for

MCUs. MicroT achieves superior accuracy, surpassing TTL and two SOTA methods by 7.01 -

11.60%, 2.29 - 5.73%, and 2.12 - 3.68%, respectively. Furthermore, MicroT demonstrates energy

efficiency, reducing energy usage during the MCU training phase by 2.03 - 2.28× compared to

SOTA techniques. In the inference phase, it reduces energy consumption by 14.17% compared

to TTL.
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Chapter 5

System-Related Adaptations

This chapter focuses on optimizing energy/power in edge computing from a system config-

uration perspective. In previous chapters, we have used Raspberry Pi and ultra-resource-

constrained MCUs as experimental platforms. However, with the rapid development of AI accel-

erators, such as the Analog MAX78000, ARM Ethos-U65, and GreenWaves GAP9 [23, 226, 227],

these accelerators are increasingly applied in local model inference and computation. There-

fore, this chapter takes MCUs equipped with AI accelerators as the research subject. While

compact AI accelerators provide hardware-level support for on-device inference, their energy

characterization under varying system configurations remain underexplored. We conducted

the study using the MAX78000 as an example, selecting models and datasets from its official

repository to eliminate potential confounding factors and avoid interference from improper op-

erations. To keep the generality of the research, we included both image data and time-series

data. We first analyze the relationship between accelerator frequency and the latency of model

inference-related operations. We then conduct comprehensive energy/power benchmarking at

micro- and macro-levels: micro-level evaluation quantifies the power and energy profiles of indi-

vidual operations (sensing, model inference, computation, memory I/O, idle operations) under

diverse system configurations; macro-level evaluation investigates system-wide configurations

on overall energy consumption of end-to-end application pipelines. Our experiments reveal

that dynamic system configuration in single application operation can enhance efficiency, re-

ducing total energy consumption by up to 38%. This study provides practical guidelines for

system-level optimization in resource-constrained, energy-sensitive edge AI applications.



132 Chapter 5. System-Related Adaptations

5.1 Introduction

Compact MCU with AI accelerators (AI-MCU), such as the Analog MAX78000 [23], ARM

Ethos-U65 [226], and GreenWaves GAP9 [227], have redefined the physical scope of AI by

shrinking its hardware demands, bringing its potential into daily life. Tailored for MCUs, these

devices feature a highly streamlined design—such as the MAX78000 with dimensions of just

8mm×8mm—allowing effortless incorporation into wearable technologies like fitness bands or

health monitors. This downsizing facilitates the on-device execution of AI tasks [228], reducing

response times and bolstering privacy safeguards through localized data handling.

The integration of micro-scale AI accelerators into wearable technology platforms demon-

strates significant potential for advancing human-centered physiological monitoring applica-

tions. These devices integrate a diverse array of on-body sensors—including accelerometers,

heart rate monitors, and ambient light detectors—to capture real-time physiological signals

and environmental data, enabling intelligent wearable to deliver tailored contextual services

without relying on smartphones. For example, an attention alert system could employ smart

glasses to assess a user’s visual focus and trigger haptic feedback through a worn ring, aiding

in timely responses to distractions or hazards [229]. However, this enhanced computational

capacity introduces substantial hurdles, particularly in terms of energy efficiency, a critical

limitation given the constrained battery life typical of wearable devices.

Prior research has laid groundwork by examining the energy profiles of mobile and embed-

ded accelerators [230, 231], offering initial insights into optimization strategies. Nonetheless,

while some benchmark studies have explored micro AI accelerators integrated into MCUs [55],

these efforts primarily focus on evaluating energy usage across various AI models, neglecting

a systematic analysis of their energy behavior under diverse operational conditions. This gap

in understanding hinders a comprehensive assessment of accelerator performance in dynamic

environments.

Contributions. We conducted an in-depth energy/power characterization of MCUs integrated

with tiny AI accelerators, with the goal of supporting the development of efficient, human-

centered sensing systems and edge computing.
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(1) We conducted a systematic power/energy characterization on an ultra-low-power AI accel-

erators, MAX78000. To facilitate the analysis, we considered an end-to-end pipeline based on

real-world applications, consisting of sensing, inference, computation, memory operation, and

idle operations.

(2) We explored the relationship between system frequency, CNN accelerator frequency, and

model inference latency.

(3) We performed a micro-level analysis by independently evaluating each operation of the

pipeline. For each operation, we partially or fully considered core configuration control, fre-

quency management, and quadrant-based control. These three categories were further divided

into smaller subcategories, resulting in a total of eight system configuration options. We con-

sidered two cases/scenarios for the experiments of each application operation.

(4) We conducted a macro-level analysis, treating the pipeline as a whole and changing system

configurations one by one to assess their impact on overall energy consumption. We considered

two application scenarios: speech recognition and image segmentation.

(4) We found that dynamic system configurations are more energy-efficient. In other words, the

most energy-efficient configuration varies for each operation of the application pipeline. Based

on this observation, we introduced the ‘Best’ dynamic configurations with the lowest working

energy in the macro-level analysis. Compared to the default static system configuration of the

MAX78000, the ‘Best’ configuration reduces total energy (energy consumption including the

idle phase) by 3.19×, and working energy by 1.38X on average.

(5) We explored different idle implementation methods to optimize the MAX78000’s default

busy-waiting. We ultimately found that placing the system in ultra-low-power mode (UPM)

resulted in the lowest power consumption with just 2.02mW , while the default idle implemen-

tation is 13.11mW .

This chapter is related to the following paper:

Yushan Huang, Taesik Gong, SiYoung Jang, Fahim Kawsar, Chulhong Min. ‘Energy Char-

acterization of Tiny AI Accelerator-Equipped Microcontrollers’. Accepted to The Second In-



134 Chapter 5. System-Related Adaptations

ternational Workshop on Human-centered Sensing, Networking, and Multi-Device Systems Hu-

manSys’24, Co-located with SenSys’24 and BuildSys’24. Best Paper Award.

5.2 Background

In this section, we first introduce related works, then introduce MAX78000, application pipeline,

and related system configurations.

5.2.1 Related Works

Currently, some studies are exploring energy optimization in edge computing from the per-

spective of system configuratio, for instance, certain studies reduce energy consumption and

power by dynamically adjusting system frequency [49, 232]. Rotteleuthner et al. modularized

clock configuration to lower energy consumption through dynamic voltage and frequency scal-

ing [50], while Qian et al. focused on optimizing configurations during the idle-waiting phase,

thereby reducing overall power consumption [51]. These studies collectively demonstrate the

effectiveness of system configuration in reducing energy consumption in edge devices.

In the field of energy benchmarking, existing research primarily focuses on mobile devices and

traditional MCUs. Laskaridis et al. quantified the energy characteristics of large language

models on mobile devices [52], Sah et al. established energy benchmarks for MCU-based ob-

ject detection models [53], and Pesovic et al. compared the energy efficiency metrics of ARM

Cortex-M series processors with WSN processors [233]. For MCUs equipped with AI accel-

erators, some efforts have begun to establish benchmarks. For example, Jang et al. used

the MAX78000 to develop thermodynamic characteristics [54], while Moss et al. character-

ized the energy consumption of different ML model inferences on the MAX78000, including

latency, power, and memory [55]. Dabbous et al. further compared the energy efficiency of the

MAX78000 with STM32 and Raspberry Pi during ML model inference [56]. However, exist-

ing AI-MCU benchmark studies have clear limitations: first, they focus on single-dimensional

testing, concentrating solely on the model inference phase while neglecting other pipeline com-

ponents such as sensing and memory I/O; second, their perspective only emphasize energy
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Figure 5.1: Overview of MAX78000.

differences across ML models while lacking analysis of the energy efficiency impact of system

configuration parameters.

5.2.2 MAX78000

In recent years, the landscape of tiny AI accelerators has expanded rapidly, with the emer-

gence of devices such as the Analog MAX78000 [23], ARM Ethos-U65 [226], and GreenWaves

GAP9 [227]. Nevertheless, the majority of these accelerators are either not yet commercially

available or offer limited control over their underlying operations, posing challenges for re-

searchers aiming to analyze energy consumption in resource-constrained environments. To

address this, we opted for the Analog MAX78000 as our experimental platform, a decision

driven by its extensive suite of open-source tools and comprehensive documentation. These

resources facilitate a deep understanding of the hardware architecture and provide a robust

foundation for systematically investigating the energy consumption characteristics.

The MAX78000 features two processors—the ARM Cortex-M4F and RISC-V, both are capable

of operating as the primary processor, supported by 512 KB of flash memory and 128 KB of

SRAM to ensure robust storage and execution capabilities. The CNN accelerator is architec-

turally distinctive, comprising 4 nodes per group and 4 groups per quadrant, totaling 64 nodes,

with each node dedicated to performing convolution operations and utilizing shared memory to

manage input data and activation values efficiently. Additionally, the accelerator is equipped

with dedicated memory resources: 512 KB for input data, 442 KB for weights, and 2 KB for

biases, enhancing data access and computational efficiency. Fig. 5.1 offers a detailed overview
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of the MAX78000 architecture.

5.2.3 Configuration Description

The MAX78000 incorporates a range of adjustable system parameters that significantly in-

fluence its energy performance during application execution, offering flexibility for optimizing

resource utilization. We place particular emphasis on three primary control categories: core

configuration control, frequency control, and CNN accelerator quadrant control. Each category

is subdivided into several subcategories, collectively yielding a total of eight system configu-

ration variables, as detailed in Table 5.2. Additionally, the table highlights the availability

of these control options during various stages of the application pipeline—such as sensing,

inference, and computation.

Processor. The MAX78000 integrates both an ARM Cortex-M4F and a RISC-V processor,

each capable of serving as the primary processing unit and adaptable to varying task require-

ments. However, the architectural distinctions between these processors—such as differences in

instruction sets, clock management, or caching mechanisms—may lead to variations in power

and energy consumption under identical workloads. To gain deeper insights into these differ-

ences and their impact on system performance, we selected a specific processor type for each

operation of the application pipeline—such as sensing, inference, and computation—allowing

us to compare the power and energy characteristics of the ARM Cortex-M4F and RISC-V.

Operation Mode. The MAX78000 integrates multiple operational modes (as shown in Ta-

ble 5.1). For instance, in ACTIVE mode, all system components, including the processor,

memory, and accelerator, are fully activated to ensure maximum computational capacity, while

SLEEP mode transitions the ARM or RISC-V processor into a retention state, suspending

non-essential operations to substantially lower power usage during brief idle periods. Modes

such as Low-Power Mode (LPM) and Ultra-Low-Power Mode (UPM) introduce complexities

by influencing other configurations, including memory access strategies and clock frequencies,

potentially complicating energy consumption analysis. Consequently, we concentrate solely on

ACTIVE and SLEEP modes (excluding the ‘idle’ operation).
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System Clock. The operating frequency (SY S Freq) of a processor serves as a pivotal factor

influencing the energy efficiency of AI-MCU, directly shaping the system’s computational speed

and power usage. This frequency is governed by two essential parameters: the system clock

(SY S CLK) and the clock divider (SY S DIV ), with their relationship expressed as:

SY S Freq =
SYS CLK

2SYS DIV
(5.1)

Here, the system clock acts as a central timing signal, synchronizing the processor, CNN accel-

erator, peripherals, and other system components to ensure coordinated execution at precise

speeds and timings. Although the MAX78000 supports a variety of clock sources for the sys-

tem clock, we opted to utilize the most prevalent options—the Internal Primary Oscillator

(IPO, 100 MHz) and the Internal Secondary Oscillator (ISO, 60 MHz)—across all experimental

operations, with specific details documented in Table 5.2.

System Divider. The clock divider regulates system speed by applying a divider value to

the base clock frequency, enabling precise control over components like processors and acceler-

ators. The MAX78000’s system divider governs the global clock frequency, while a dedicated

CNN divider fine-tunes the accelerator’s frequency for varied computational needs. For these

experiments, we selected divider values of 1, 2, and 4 from a total of eight available options,

since the significantly increased latency associated with higher values. This choice aligns with

the demands of real-world applications.

Number of Activated Nodes. The MAX78000 allows developers to flexibly set active CNN

accelerator nodes. By adjusting register parameters, developers can tailor the number of acti-

vated nodes to match the task complexity or resource constraints. In our experiments, we imple-

mented two distinct configurations for comparison: one where the accelerator operates with the

minimum required number of CNN nodes to assess energy efficiency under resource-conserving

conditions, and another where all 64 nodes are activated to evaluate energy characteristics

under maximum computational capacity.

CNN Node Contiguity. The distinctive architectural framework of the CNN accelerator.
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Given that data is collectively utilized within each group, a scenario where node activation

becomes discontinuous—some nodes being active (represented as f) and others inactive (rep-

resented as 0)—may trigger supplementary data exchanges across memory domains. Such

additional operations could elevate the resource demands of the system, thereby exerting a

potentially effect on energy efficiency. To thoroughly assess this dynamic, our experimental ap-

proach incorporated an analysis of two representative activation patterns: a continuous mode,

exemplified by ff00, where activation remains uniform across certain nodes, and a discontinu-

ous mode, illustrated by f0f0, where active and inactive states alternate. By examining these

contrasting patterns, our study aims to elucidate the precise impact of discontinuous node

activation on memory operations and energy utilization.

CNN Boost. The MAX78000 incorporates an external CNN boost circuit engineered to

augment the power supply for the CNN accelerator. Under typical conditions, the internal

Single-Input Multiple-Output (SIMO) power system adequately supports moderate computa-

tional demands. However, during scenarios requiring maximum processing capacity, such as

transient over-current events, the SIMO supply may encounter voltage instability, manifest-

ing as drops or brown-outs, which could disrupt accelerator performance. To mitigate this,

the CNN boost circuit serves as an auxiliary power source, reinforcing the SIMO system to

maintain consistent functionality and avert power-induced disruptions in the accelerator. To

investigate the practical impact of this feature, we conducted a series of experiments measur-

ing power and energy consumption under two conditions: with the CNN boost activated and

without it, aiming to assess its contribution to effective power management.

5.3 Implementation & Evaluation Setup

We first introduce related operations, then introduce our experimental models and datasets.

5.3.1 Application Pipeline

The application pipeline within wearable devices encompasses a series of critical operations.

This pipeline typically operates in a continuous manner, punctuated by periodic intervals to

enable the delivery of situational services, such as health monitoring or environmental adapta-
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tions. We selected a set of common operations:

Sensing denotes the process of gathering data from the physical environment via sensors,

serving as the foundational step for the intelligent functionalities of wearable devices. This

operation may include, for example, utilizing a camera to capture real-time images for analyzing

the user’s visual surroundings or employing a microphone to record audio data for detecting

voice commands or ambient noise patterns.

Inference represents a critical operation that leverages the CNN accelerator to run a convo-

lutional neural network model, addressing complex tasks such as image classification or ob-

ject detection. This process involves feeding sensor-collected data into the model to extract

high-level features and produce predictive outcomes, serving as the cornerstone for intelligent

decision-making in wearable devices. For instance, inference can enable smart glasses to iden-

tify objects within a user’s field of view or analyze audio data to detect specific environmental

events, thereby facilitating real-time contextual services.

Computation (COMP) encompasses a range of operations executed exclusively by the pro-

cessor, including preprocessing raw sensor data—such as filtering or format conversion—and

performing intricate mathematical computations like the Softmax function to derive classifica-

tion probabilities.

Memory I/O (MIO) refers to the data exchange operations between the processor and the

CNN accelerator. This operation include retrieving model parameters from SRAM and transfer-

ring them to the CNN accelerator to facilitate inference tasks, as well as returning the inference

outcomes from the accelerator to SRAM for subsequent processing or storage.

Idle denotes the waiting periods during which the AI-MCU is not actively engaged in task

execution, a state particularly prevalent in resource-constrained devices. Typically, during

these idle phases, the MCU transitions into a low-power mode to minimize unnecessary energy

consumption while remaining responsive to the next operation or external input. For instance,

in wearable devices, the idle state may occur between sensor data collection intervals or following

the completion of an inference task.
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5.3.2 Experimental Models and Datasets

In the micro-level evaluation, ‘Inference’ operation involves model selection. To avoid interfer-

ence from unknown factors or improper operations, we selected two publicly available models

provided in the MAX78000 official examples: a simple 4-layer CNN model and a more complex

18-layer UNet model. These two architectures differ significantly in depth and complexity, en-

abling a more comprehensive assessment of the MAX78000’s energy consumption performance

under different model conditions. For dataset selection, we strictly adhered to the official

datasets used by selected models to ensure the reproducibility and representativeness of the

evaluation results, establishing an accurate energy consumption baseline for the MAX78000.

Macro-level evaluation also involve model selection, considering this chapter’s focus on opti-

mizing system configuration, we covered two typical modalities—image data and time-series

data—to keep the generalizability of the benchmark. Specifically, we continued to use ap-

plication scenarios, models, and corresponding datasets provided by the MAX78000 official

resources, including the KWS20 model for speech recognition and the 18-layer UNet model for

image segmentation tasks.

All the aforementioned models and datasets are available at the MAX78000 resources 1.

5.4 Experiments on Latency

The MAX78000 is equipped with a dedicated CNN accelerator, the CNN frequency CNN Freq

is not only controlled by the system frequency SY S Freq (determined by system clock and

system divider), but can also be adjusted via an independent CNN divider. Specifically, the

CNN frequency is a division of the system frequency by 2n, where n is the division coefficient,

ranging from 0 to 4. This relationship can be expressed as:

CNN Freq =
SY S Freq

2n
, n = 0, 1, 2, 3, 4. (5.2)

1Models and datasets are available at:
https://github.com/analogdevicesinc/msdk/tree/main/Examples/MAX78000
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For example, when the system frequency is 100 MHz, the supported CNN frequencies are 100

MHz (n = 0), 50 MHz (n = 1), 25 MHz (n = 2), 12.5 MHz (n = 3), and 6.25 MHz (n = 4).

Conversely, given a CNN frequency Fcnn, the supported system frequency Fsys can be derived

through a multiplication relationship. Specifically, the system frequency is 2n times the CNN

frequency, where m is the multiplication coefficient, ranging from 0 to 4, and the system fre-

quency does not exceed the maximum system frequency (e.g., 100 MHz). This relationship can

be expressed as:

SY S Freq = CNN Freq × 2n, n = 0, 1, 2, 3, 4. (5.3)

For example, when the CNN frequency is 6.25 MHz, the supported system frequencies are 6.25

MHz (n = 0), 12.5 MHz (n = 1), 25 MHz (n = 2), 50 MHz (n = 3), and 100 MHz (n = 4).

To gain a deeper understanding of the latency characteristics of the CNN accelerator, we fo-

cused on studying key operations related to the CNN accelerator, including CNN initialization,

weight/bias loading, CNN configuration, input loading, model inference, and post-processing

(e.g., softmax). By analyzing the relationship between the frequency and latency of these op-

erations, we aim to reveal how the system frequency and CNN frequency affect their latency

characteristics.

5.4.1 Relationship Between Latency and CNN Frequency

To investigate the performance characteristics of the MAX78000 platform, we conducted exper-

iments by fixing the system frequency (SY S Freq) and varying the CNN accelerator frequency

(CNN Freq) under two system clock configurations: IPO and ISO. The experimental results

are presented in Figure 5.2, which illustrates the trends of latency (Time) as a function of CNN

Frequency.

The experimental results demonstrate a significant consistency in latency trends across the IPO

and ISO system clock configurations. In both setups, latency decreases notably with increasing

CNN Freq, particularly within the 0-40 MHz range, where it drops from approximately 103 us
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Figure 5.2: Relationship between latency and CNN frequency.

to 101 us, a reduction of nearly two orders of magnitude. This consistency suggests that the

MAX78000 platform’s performance exhibits low dependence on the clock configuration.

Furthermore, we observed a heightened sensitivity of latency to changes in the low CNN fre-

quency range. Across all SYS Freq settings and both clock configurations, latency exhibits
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a steeper decline within this interval, decreasing from 103 us to 101 us, indicating that low-

frequency optimization is critical for performance enhancement.

The experimental results further indicate that, under fixed system frequency, CNN Freq and

latency exhibit an inverse relationship, which can be approximated as:

T ime ∝
1

CNN Freq
(5.4)

where k is a constant reflecting the speed of latency reduction with increasing CNN Frequency.

This exponential relationship is supported by the decline observed on the logarithmic Y-axis,

most prominently in the 0-40 MHz low-frequency range, where latency decreases rapidly, con-

sistent with the observed high sensitivity in this regime.

5.4.2 Relationship Between Latency and System Frequency

Similarly, under the two system clock configurations (IPO and ISO), we fixed the CNN accel-

erator frequency and varied the system frequency to explore the relationship between latency

and system frequency, as illustrated in the Fig. 5.3.

The experimental results indicate that for most operations (except for model inference), latency

and system frequency also exhibit an inverse relationship, with latency showing heightened

sensitivity to changes in the low system frequency range. However, it is noteworthy that

for the model inference operation, there is no significant relationship between latency and

system frequency. This suggests that when the CNN accelerator frequency is fixed, the system

frequency does not affect the latency of model inference. This further demonstrates that on

the MAX78000, model inference is solely related to the CNN accelerator and runs exclusively

on the CNN accelerator.

5.5 Experiments on Energy

We executed experiments at both micro and macro levels to comprehensively evaluate system

performance. The micro-level experiments were designed to meticulously explore the energy
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Figure 5.3: Relationship between latency and system frequency.

characteristics associated with each individual operation. Through detailed measurements and

analysis, these experiments enabled us to discern the energy behavior under varying system

configurations, thus facilitating the determination of the most efficient system configuration

tailored to each operation. The macro-level experiments adopted a broader perspective, fo-

cusing on assessing the cumulative impact of these optimized configurations when integrated



146 Chapter 5. System-Related Adaptations

across the entire processing pipeline.

In our experiments, we employed the Monsoon High Voltage Power Monitor [205] to precisely

determine the average power usage, utilizing a sampling frequency of 50Hz and maintaining

a constant input voltage of 3.0V to standardize measurement conditions. To calculate the

energy consumption, we initially recorded the average power using this setup, followed by

capturing the latency via the internal clock integrated within the MAX78000. The energy

consumption was then derived using the product of time and power. To ensure the consistency

and reliability of the measurements, we exclusively utilized data collected after a stabilization

period of 1 minute of system operation, thereby mitigating potential fluctuations during the

initial phase. All presented results represent the mean values obtained from ten independent

experimental trials.

5.5.1 Micro Benchmark

In the micro-level evaluations, as detailed in Table 5.2, we conducted a comprehensive evaluation

of each operation by taking into account core configuration control, frequency regulation, and

CNN accelerator quadrant control, encompassing either partial or full adjustments. To maintain

experimental precision and isolate the effects of a specific system configuration variable under

investigation, all non-experimental system configurations are fixed, minimizing interference

from extraneous factors. The non-experimental system configurations are: the processor is

configured to ARM, the operation mode is set to ACTIVE, the system clock is IPO, both the

system divider and CNN divider are fixed at 1, activate part CNN nodes, active CNN node

contiguity, inactive CNN Boost, and idle implementation is default busy-waiting.

Sensing

We explored two practical scenarios: image capture via a camera, and audio recording via a

microphone, both facilitated by integrated sensors embedded within the system. The sensing

operation predominantly hinges on the strategic control of core configurations and the effective

regulation of operational frequency, with outcomes documented in Fig. 5.4. Energy consump-

tion is influenced by both power usage and latency. By implementing (a) ARM as the primary
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Figure 5.4: Micro-level assessment: sensing operation. Bold fonts indicate configurations with
greater energy efficiency.

processor, (b) SLEEP operational mode, (c) ISO clock settings, and (d) a system divider set

to 2, we achieved a reduction in energy cost. Compared against the configuration compris-

ing RISC-V as the primary processor, ACTIVE mode, IPO clock, and a system divider of 1.

The optimized configurations lowered energy consumption by average factors of 1.24×, 1.62×,

1.43×, and 1.33×, respectively.

Inference

We selected two representative neural network models for analysis: a simple 4-layer CNN

network and a more complex 18-layer Unet [234], the latter incorporating encoder and decoder

components, widely utilized in tasks requiring fine-grained feature extraction. To ensure the

statistical reliability of the experimental results, we repeated the inference process of the simple

CNN model 1,000 times and that of the more computationally demanding Unet model 100
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Figure 5.5: Micro-level evaluation: inference operation.

times. During the experiments, we systematically adjusted various parameters for the inference

operation based on the control configurations listed in Table 5.2, presenting the results in

Fig. 5.5.

The results indicated that the type of main processor (ARM versus RISC-V) had a negligible
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Table 5.3: Micro-level power (measured in mW) and energy (measured in mJ) assessment of
computation operation.

Fibonacci Softmax
Power Energy Power Energy

Processor
ARM 13.96 37.76 14.29 30.83
RISC-V 8.65 56.06 9.53 64.28

Operation Mode
(Main: ARM)

SLEEP 13.96 37.76 14.29 30.83
ACTIVE 14.72 39.82 14.80 31.93

Processor Mode
(Main: RISC-V)

SLEEP 8.65 56.06 9.53 64.28
ACTIVE 12.89 83.54 14.06 94.85

System Clock
IPO 13.96 37.76 14.29 30.83
ISO 9.02 40.66 9.09 32.82

System Divider
1 13.96 37.76 14.29 30.83
2 8.83 47.77 8.91 38.45
4 6.38 68.78 6.42 55.40

effect on power and energy consumption, with an average difference of less than 0.1% between

the two, suggesting that, for inference operation, the processor architecture itself is not a

primary factor in energy optimization, and that energy consumption in inference operations is

predominantly tied to the CNN accelerator. We can also find that transitioning the primary

processor to SLEEP mode during inference was more effective than maintaining it in ACTIVE

mode, resulting in a 7.29% decrease in both average power and energy usage.

In terms of CNN accelerator quadrant control, activating only the minimum number of nodes

required for the task substantially reduced power/energy consumption, achieving an average

reduction of 1.68 times, highlighting the importance of on-demand computational resource al-

location for energy savings. In contrast, the optimization effects of node contiguity and CNN

Boost were relatively limited, yielding only minor reductions in energy use. These slight im-

provements may stem from enhanced data transfer smoothness due to continuously active nodes,

as well as the stable voltage provided by the CNN Boost circuit, which mitigates performance

instability caused by voltage fluctuations and, to some extent, shortens processing time.

Computation

We selected two computational tasks as the subjects of our study: the calculation of the 34th

Fibonacci number to validate basic arithmetic performance, and the Softmax computation

based on a model with 100 network nodes, repeated 50,000 times, providing a representative
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scenario for simulating common operations in neural networks. As a computation-intensive

task, the COMP operation’s performance is primarily influenced by core configuration control

and frequency management; thus, we focused our experiments on these two aspects. The

experimental results are presented in Table 5.3.

Across parameters such as processor type, system clock, and system divider, the results for

the COMP operation exhibited patterns consistent with those observed in the inference op-

eration, reflecting a uniform impact of these factors across task types. However, a distinct

consideration emerged with respect to operation mode. Unlike the inference scenario, where

the main processor could be shifted to SLEEP mode, the COMP operation relies directly on

the main processor to execute computational logic, precluding its transition to a low-power

state during task execution. Consequently, we redirected our focus to evaluate the influence

of the secondary processor’s operational mode on overall power and energy consumption while

the main processor remained active in task processing. This approach sought to uncover poten-

tial energy efficiency gains in a multi-processor environment, where the secondary processor’s

configuration could complement the primary computational workload.

The experimental findings, as detailed in Table 5.3, highlight notable variations in power and

energy consumption across different processor pairing configurations. When ARM is estab-

lished as the primary processor, the additional activation of RISC-V in a supporting role leads

to a modest upsurge in the system’s overall power and energy usage, with an increase limited

to 4.31%, indicating that this dual-processor arrangement imposes a relatively minor energy

overhead. In stark contrast, when RISC-V assumes the primary role and ARM is brought

online as the secondary processor, the disparity in energy consumption becomes markedly pro-

nounced, soaring by 32.56%, underscoring the pivotal role of processor hierarchy in energy

efficiency outcomes. These results yield valuable strategic implications: (1) For tasks necessi-

tating the operation of a single processor, the most effective approach is to rely exclusively on

the main processor, eschewing the activation of a secondary unit. Here, ARM, despite demand-

ing greater instantaneous power, excels in total energy efficiency due to its swift execution and

consequent reduction in task latency; RISC-V, on the other hand, consumes less power mo-

mentarily but incurs higher energy costs overall, likely attributable to slower processing speeds
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Table 5.4: Micro-level power (in mW) analysis: default idle implementation.
Processor System Clock System Divider

ARM RISC-V IPO ISO 1 2 4
13.11 10.76 13.11 8.60 13.11 8.42 6.19

Table 5.5: The power (in mW) of various idle implementations.
Default Wake-Up Source SLEEP LPM UPM

ARM 13.11
WUT 6.11 5.33 2.02
LPT 6.11 5.33 2.02

RISC-V 10.76
WUT 6.41 5.42 2.02
LPT 6.41 5.42 2.02

that prolong task completion. (2) In more intricate scenarios where dual-processor collabora-

tion is required—such as cooperative processing or parallel computation aimed at amplifying

performance—the configuration pairing ARM as the lead processor with RISC-V in a subor-

dinate capacity demonstrates superior energy efficiency. This arrangement harnesses ARM’s

robust computational prowess while augmenting it with RISC-V’s supplementary contribution,

achieving an enhanced processing capability with a restrained escalation in energy expenditure.

Idle

We first undertook a meticulous evaluation of the power consumption exhibited by the default

busy-waiting implementation, aiming to scrutinize its performance and energy characteristics

under standard configurations. As documented in Table 5.4, the adoption of RISC-V as the

principal processor, in conjunction with reduced system clock frequencies and minimized divider

values, leads to a pronounced reduction in the system’s power draw. This evidence suggests

that, for the Idle operation, tempering the operational frequency and designating RISC-V as

the main processor constitute a viable approach to mitigating instantaneous power require-

ments at the hardware level. Nonetheless, the intrinsic operational paradigm of busy-waiting

imposes distinct constraints: to maintain real-time sensitivity to external signals or events, all

associated components are compelled to sustain uninterrupted activity. While this continuous

engagement ensures swift reactivity, it prolongs the system’s exposure to heightened power

states, consequently amplifying the cumulative energy consumption over time.

Due to the energy efficiency constraints identified with the busy-waiting approach, we proceeded

to investigate a range of alternative idle implementation strategies aimed at substantially cur-
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tailing energy consumption during inactive periods. Table 5.1 enumerates the power-saving

modes available on the MAX78000, encompassing SLEEP, Low-Power Mode (LPM), and Ultra-

Low-Power Mode (UPM), each offering progressively deeper sleep states that correspondingly

diminish the count of active system components, thereby reducing overall power usage. To

enable efficient reactivation from these non-ACTIVE states, we examined two wake-up mech-

anisms: the Wake-Up Timer (WUT) and the Low-Power Timer (LPT), both engineered to

reliably transition the MAX78000 back to operational status from power-saving conditions.

The power consumption profiles of these diverse idle strategies are cataloged in Table 5.5 for

comparative analysis. The findings reveal that UPM mode delivers the most substantial re-

duction in power consumption across all tested implementations, registering a mere 2.02mW,

a result attributable to its minimal activation of system components, optimizing energy uti-

lization during idle phases. Intriguingly, the data further indicate that this power consumption

level of approximately 2.02mW remains consistent, irrespective of whether UPM mode is ini-

tiated via the ARM or RISC-V processor, or whether reactivation is triggered by the WUT or

LPT mechanism, underscoring the mode’s uniformity across varying configurations and wake-

up pathways.

5.5.2 Macro Benchmark

After conducting a micro-level analysis of each operation, we proceeded to a macro-level analysis

two cases: speech recognition (using KWS20 model [235]) and image segmentation (using 18-

layer Unet). Drawing from the outcomes of micro-level experiments, we identified the system

configuration variables with notable effects: processor type (ARM or RISC-V), operating mode

(ACTIVE or SLEEP), system clock source (IPO or ISO), system divider setting (1 or 2), CNN

divider value (1 or 2), number of active nodes (partial or full), and idle strategy.

Speech Recognition Experiment

We employed a speech recognition experiment. This experiment utilizes an 8-layer CNN net-

work architecture with an input size of 128 × 128. We presume that every pipeline execution

cycle takes 2.5 seconds (overall duration), with the idle period influenced by the total time

required for the operations within an application. This ratio of working time to idle time is
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approximately 1:3, which aligns with real-world scenarios.

We formulated a total of nine distinct experimental configurations, as shown in Table 5.6 to fa-

cilitate systematic analysis and reference. We adopted the pre-established default configuration

of the MAX78000 as the baseline benchmark (denoted as Configuration 1). To delve into the

effects of individual system configurations on the system cost throughout the entire application

pipeline, we introduced seven additional experimental setups (Configurations 2 through 8).

These were crafted by altering a single system configuration from the configuration set while

preserving the alignment of all other parameters with the default configuration. For example,

to examine the influence of processor selection, we only reconfigured the processor to RISC-V,

while retaining the other configurations same with the default settings, isolating the processor

type as the variable under scrutiny. Furthermore, we designed a configuration (Configuration

9), named ‘Best’ tailored to minimize working energy consumption during the execution of the

complete application pipeline.

Overall Analysis. The experimental results are illustrated in the Table 5.7. We observe

that changing a specific system configuration affects power consumption, energy consumption,

and latency differently across various operations. These effects also manifest differently when

considering the overall pipeline’s power, energy, and latency. For instance, comparing Con-

figure 2 (SYS CLK=ISO) with Configure 1 (SYS CLK=IPO), the power consumption

for all operational stages (excluding Idle) decreases. This is expected, as reducing the system

frequency leads to lower power consumption. In terms of latency, all operations (except for

‘Sensing’, which shows a slight increase) slow down by 1.57× to 1.68×. Energy consumption,

influenced by both latency and power, shows that only the ‘sensing’ operation decreases by

1.57×, while the energy consumption of other operations increases to varying degrees.

When examining the Working Energy (excluding idle), despite most operations in Configure

2 consuming more energy compared to Configure 1, the overall working energy of Configure

2 is lower. This is primarily because the ‘sensing’ operation, which dominates the energy

consumption, experiences a more significant reduction in energy in Configure 2. Considering

the total energy consumption (including idle), Configure 1, with its higher IPO clock
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frequency, completes tasks faster, leading to increased ‘idle’ time and power, thus higher ‘idle’

energy consumption compared to Configure 2. This demonstrates that a faster clock does not

necessarily result in better energy efficiency.

Additionally, we observe that during idle operations, the default busy-waiting introduces un-

necessary power consumption, sometimes even exceeding the power required for certain active

operations. This highlights the importance of optimizing idle strategies to minimize energy

waste.

Default vs. Best. A comparative analysis of the ‘Best’ and ‘Default’ configurations unveils

several pivotal distinctions, primarily centered on the system clock and divider settings dur-

ing sensing and idle operations, the operational modes employed across sensing, inference,

and idle phases, and the idle implementation strategy. These disparities underscore a critical

insight: the default configuration of the MAX78000 is tailored to enhance efficiency in only

select segments of the operational sequence—namely COMP 1, MIO 1, inference, MIO 2, and

COMP 2—while overlooking the comprehensive energy demands of the end-to-end pipeline,

particularly neglecting the sensing and idle operations.

Moreover, the study reveals that uniformly imposing a static system configuration across the

entire pipeline falls short of achieving optimal energy efficiency, given that the most energy-

efficient settings vary distinctly across different operations, rendering a one-size-fits-all approach

suboptimal. In contrast, the ‘Best’ configuration adopts a holistic and adaptive methodology,

meticulously accounting for the unique requirements of each operation within the pipeline

and dynamically tailoring system parameters—such as clock frequency, divider values, and

mode selections—to minimize energy usage at every stage. Empirical evidence substantiates

the efficacy of this approach: relative to the ‘Default’ configuration, the ‘Best’ configuration

achieves a remarkable reduction in total energy by 3.78× and in working energy by 1.57×,

demonstrating substantial energy savings. For power, the ‘Best’ configuration reduces 3.78×

total power and 1.65× working power. Regarding latency, the ‘Best’ configuration exhibits a

marginal slowdown compared to the default setup solely during the sensing operation. However,

in application contexts characterized by waiting intervals—such as those with intermittent
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task execution—this slight prolongation of sensing latency exerts a negligible effect on overall

performance.

Image Segmentation Experiment

Similarly, we employed an image segmentation experiment. This experiment utilizes an 18-layer

UNet network architecture with an input size of 48 × 48 × 3. We assume that each pipeline

execution cycle lasts for 3 seconds. Similar to the system configuration in the Speech Recog-

nition experiment, we also defined a default configuration (Configure 1), seven experimental

configurations (Configure 2 to Configure 8), and an optimal working energy configuration

(Configure 9). Note that since the on-board camera has a minimum requirement for fre-

quency, in configure 3 (change SYS DIV) we keep SYS DIV=1 in the ‘sensing’ operation. The

detailed experimental configurations are shown in Table. 5.8.

Overall Analysis. The experimental results are shown in Table 5.9. Similar to the results

of the speech recognition experiments, changing specific system configurations has varying

impacts on the power consumption, energy consumption, and latency of different operations.

When considering the overall pipeline’s power, energy, and latency, the extent of the impact

caused by changes in a single operation also varies.

For example, comparing Configure 9 (Processor=RISC-V) with Configure 1 (Proces-

sor=ARM), the power consumption for all operational stages (excluding ‘idle’) decreases,

while the latency increases. This is consistent with the micro-level experimental results. As for

energy consumption, the difference in the ‘inference’ stage is minimal, with both configurations

consuming approximately 3.509mJ. This is a combined effect of latency and power, and since

the ‘inference’ operation is primarily related to the CNN accelerator, the change of the main

processor does not significantly impact it.

Overall, the difference in energy consumption of the ‘sensing’ operation contributes the most

to the difference in working energy, accounting for approximately 85.36%. For the to-

tal energy (including idle), the ‘idle’ operation dominates the energy consumption, further

highlighting the importance of optimizing idle strategies.
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Default vs. Best. We implemented the ‘Best’ system configuration using a dynamic config-

uration approach. Compared to the ‘Default’ configuration, the ‘Best’ configuration achieves

significant reductions in both total energy (3.28×) and working energy (1.16×), demon-

strating considerable energy savings. In terms of power, the ‘Best’ configuration also achieves

significant reductions in total power (3.29×) and working power (1.31×). Regarding la-

tency, compared to the ‘Default’ configuration, the ‘Best’ configuration exhibits only a slight

slowdown during the sensing operation.

5.6 Discussions and Limitations

In this section, we discuss certain constraints of this research.

• Limited Experimental Scenarios/Cases. Within the micro-level experiments, we devised

two distinct scenarios for each operation to evaluate their energy consumption, whereas in the

macro-level experiments, we employed speech recognition and image segmentation as represen-

tative cases to examine the system’s overall costs. Despite the valuable insights yielded by

these experimental setups, it is imperative to acknowledge that our investigation does not en-

compass the full spectrum of potential scenarios and sensor modalities, such as accelerometers,

among others. Future research can focus on incorporating a wider array of sensor types—such

as accelerometers and gyroscopes—and a more extensive set of application contexts, includ-

ing motion recognition and environmental monitoring, to conduct a deeper exploration of the

energy characteristics of AI accelerators.

• Generalizability of Conclusions. This chapter uses the MAX78000 as an example of

AI-MCU. However, extending the conclusions of this chapter to other MCUs equipped with AI

accelerators, such as ARM Ethos-U65 [226] and GreenWaves GAP9 [227], requires more cau-

tious validation and experimentation. The main reasons include: (1) the MAX78000’s hybrid

architecture (ARM, RISC-V, and CNN accelerator) may differ from other AI-MCUs, for in-

stance, in mechanisms for frequency control, sensor interaction, and memory I/O; (2) our CNN

quadrant-based control optimizations are hardware-specific, relying on the MAX78000’s CNN

accelerator and its unique structure, which may not exist in other devices; (3) due to differences
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in semiconductor processes, power, energy consumption, and latency curves may vary (we con-

firmed this in a subsequent research [236]); (4) our idle implementation optimization depends

on the MAX78000’s specific mode implementation, while other AI-MCUs may offer different

mode state hierarchies or wakeup overheads. These architecture- and implementation-specific

factors necessitate careful re-validation when applying our conclusions to other platforms.

• Dynamic Configuration Overhead. We empirically measured the latency and energy

cost associated with dynamic configuration switches, such as frequency scaling or power mode

transitions. Results show that a single switch incurs only approximately 1 us of latency and

consumes power comparable to the default idle state (around 15 mW). This suggests that the

per-switch energy overhead is negligible relative to the total energy consumption of typical

applications. However, frequent reconfiguration can still introduce measurable latency accu-

mulation, which may be non-negligible for ultra-low-latency applications. Moreover, excessive

switching may trigger power management artifacts, potentially disturbing sensor analog front-

ends in precision-critical scenarios [237, 238]. For systems with stringent real-time requirements,

we recommend using hardware-assisted solutions such as pre-configured register sets or state

machines to eliminate runtime switching latency [239].

5.7 Conclusions

In this chapter, we explored the energy characteristics of the ultra-low-power DNN accelerator

MAX78000. The system configurations we investigated cover three domains—core configuration

control, frequency management, and quadrant-based control, total eight system configurations.

Our approach commenced at the micro level, where we evaluate the energy and power charac-

teristic of five operations from application pipeline. We then conducted macro-level evaluation,

regarded the pipeline as a whole, and evaluated the overall impacts from each single system

configuration. We find that, the configuration yielding optimal energy efficiency is not static

to each operation. Compared to the default static system configuration, the dynamic configu-

ration diminished total energy by 3.53×, working energy by 1.37×, total power by 3.54×, and

working power by 1.48×. Beyond the concrete data and conclusions presented, this benchmark

endeavor extends significant implications for broader technological spheres.
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Chapter 6

Summary and Future Outlook

6.1 Conclusions and Contributions

Artificial intelligence is demonstrating a trend of shifting from the cloud to the edge, driven

by its advantages in enhancing privacy protection and reducing latency. In this thesis, I have

developed and implemented methods/algorithms/systems to improve the adaptation of edge

computing from the perspectives of data, models, and systems. The main contributions are

summarized as follows:

• This thesis first explores methods to enhance edge computing adaptation from a data per-

spective. Using a decentralized healthcare monitoring platform as a case study, we propose

InTS to better handle multivariate, multi-source, state-varying, and noisy medical time-series

data. For state-transition data, we developed a series of entropy-based methods grounded in

first-order Markov chains, including Shannon entropy, entropy rate, entropy production, and

von Neumann entropy. For non-state-transition data, we first computed a series of entropy

variants, followed by a dual feature selection mechanism using PCC and MI to identify features

with low collinearity and high relevance to labels. For state-transition data, we used average

activity frequency and duration as baseline features, evaluating the performance of baseline and

InTS-extracted features across LR, SVM, MLP, and LSTM models. Results show that InTS

improved accuracy, recall, and F1 score by an average of 13.08 pp, 10.80 pp, and 7.88 pp, re-
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spectively. For non-state-transition data, we combined InTS-extracted features with the MLP

model and compared them against CNN, LSTM, and CNN-LSTM models. InTS improved

accuracy, recall, and F1 score by an average of 2.52 pp, 2.42 pp, and 2.32 pp, respectively.

Additionally, InTS reduced model parameters by 3.10×. InTS demonstrates effectiveness and

efficiency on medical time-series data. However, this work still has limitations, including the

inherent shortcomings of first-order Markov chains in long sequences, the applicability of fixed

thresholds in the dual selection mechanism, and the lack of validation on other data modalities

(e.g., images) due to constraints of the healthcare platform and data access.

• Subsequently, this thesis explores enhancing edge computing adaptation from a model per-

spective. Using mobile devices with moderate computational capabilities (specifically Rasp-

berry Pi in this chapter) as the experimental platform, we investigated efficient model person-

alization to address data drift. We propose TBFT, a low-energy personalization framework

that tackles various data drifts by selectively fine-tuning different model blocks. Specifically,

we categorize data drift into three types—input-, feature-, and output-level—corresponding to

fine-tuning the front, middle, and rear modules/blocks of the model, respectively. We provide

mathematical definitions for these three drift types and validate TBFT’s rationality and ef-

fectiveness through theoretical analysis and experimental results. Public image datasets were

used as experimental data due to access restrictions on the medical dataset from Chapter 2,

and image data more easily reflects the three drift types. Experimental results show that, com-

pared to full-model fine-tuning, TBFT reduces energy consumption by 41.57% on average while

outperforming the averaged block-wise fine-tuning baseline (BlockAvg) by 15.30% in average

accuracy. However, TBFT still has limitations, including the need for prior knowledge of local

drift types, limited dataset/model evaluation (tested only on module-based models), and the

need for more precise middle block partitioning.

• Subsequently, I shifted the experimental platform from mobile devices to ultra-resource-

constrained MCUs with RAM typically less than 1MB, further explored personalization chal-

lenge for edge computing. Such extremely constrained resources make TBFT difficult to ap-

ply on MCUs, as it introduces additional memory overhead or errors in quantization format

support. Therefore, I proposed MicroT, an efficient and low-energy MCU personalization ap-
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proach. MicroT includes a robust, general, yet lightweight feature extractor developed through

self-supervised knowledge distillation, which trains a task-specific head to enable independent

on-device personalization with minimal energy and computational requirements. Additionally,

MicroT implements an MCU-optimized early-exit inference mechanism, termed stage-decision,

which allows user-configurable exit criteria (stage-decision ratio) to adaptively balance energy

cost with model performance. I evaluated MicroT using two models, three datasets, and two

MCU boards. The results show that MicroT outperforms traditional transfer learning and two

state-of-the-art approaches in model performance, local training efficiency, and local inference

efficiency. Targeting widely used energy-aware edge devices, MicroT’s on-device training re-

quires no additional complex operations while keeping SRAM usage below 1MB, demonstrating

its suitability for long-term use on energy-aware, resource-constrained MCUs. However, Mi-

croT also has limitations, including the continued need for cloud-based training of the feature

extractor, potential instability in model split points and stage-decision thresholds, and the

assumption that local data labels have already been collected.

• Finally, I explored how to optimize energy consumption and power in edge computing from

a system configuration perspective. Employing Analog Devices’ MAX78000 ultra-low-power

MCU, I conducted an in-depth evaluation of its energy characteristics. I outlined the hard-

ware components and their compatible power settings, followed by thorough benchmarking at

both micro- and macro-levels. Specifically, I divided the complete application pipeline into

six operations: sensing, initialization, memory I/O, model inference, CPU computation, and

idle. I also explored three system configuration dimensions—core configuration control, fre-

quency management, and CNN accelerator quadrant control—incorporating eight adjustable

variables. At the micro-level, I evaluated the power/energy consumption of different system

configurations across individual operations. At the macro-level, I assessed how specific system

configurations influence the total energy consumption of end-to-end application pipelines. Be-

yond the benchmarks, I discovered that dynamically adjusting system configurations during

different operations achieves optimal energy efficiency. Compared to the default static config-

uration, dynamic configuration reduced total energy by 3.53×, working energy by 1.37×, total

power by 3.54×, and working power by 1.48×. However, this work still has limitations, includ-



Chapter 6. Summary and Future Outlook 165

ing limited experimental scenarios/cases, the applicability of MAX78000 findings to other AI

accelerators, and potential impacts of dynamic configuration.

6.2 Discussion and Future Work

With the rapid development of the IoT, edge computing is increasingly becoming an inte-

gral part of our daily lives. Efficient and adaptive edge computing remains a key research

focus both now and in the future. Notably, as the variety of sensors continues to grow, mod-

els/algorithms/systems relying solely on single signal or data sources may face performance

limitations. Leveraging and processing multimodal data can significantly enhance the adapt-

ability of edge computing. Furthermore, the advent of big data has led to rising costs for data

annotation, and the proportion of unlabeled data is also increasing. Therefore, how to better

utilize unlabeled data and achieve unsupervised edge computing is significant for the practical

application of edge computing.

• Efficient and Adaptive Edge Computing. Although this thesis investigates efficient and

adaptive edge computing from the perspectives of data, models, and systems, achieving even

more efficient and adaptive edge computing remains a critical research focus both now and in

the future. For instance, at the data level, more efficient feature extraction and data mining

techniques can be explored to further improve the efficiency and accuracy of data processing

[240, 241]. At the model level, on-device personalization technologies need further optimization,

including developing more lightweight model architectures, more efficient fine-tuning strategies,

and smarter model compression methods. For example, dynamic model compression techniques

[242] and sparse inference techniques [243, 244] can significantly reduce model complexity,

thereby achieving lower energy consumption and higher performance on resource-constrained

devices. Additionally, novel neural network architectures, such as binary neural networks [245],

may further enhance the efficiency of edge computing. At the system level, optimization tech-

niques such as memory management, parallel computing, and task scheduling require in-depth

research. For instance, designing more efficient memory allocation algorithms, exploring the

potential of hardware accelerators, and optimizing resource allocation strategies for multi-task

concurrent execution [246] can significantly improve the overall efficiency and adaptability of
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edge devices. These new technologies can be flexibly integrated with the methods proposed in

this thesis. For example, new feature extraction techniques can be combined with TBFT and

MicroT to achieve more efficient model personalization; new memory optimization and parallel

computing techniques can also be integrated with InTS, TBFT, and MicroT to further reduce

energy consumption, power, and latency.

•Multimodal Edge Computing. With the proliferation of IoT devices and advancements in

sensor technologies, multimodal data (e.g., visual, audio, text, and sensor data) is increasingly

being utilized in edge computing. Multimodal edge computing enhances the performance and

adaptability of edge intelligence systems by integrating and analyzing data from diverse modal-

ities, providing richer and more accurate contextual information. For instance, in smart home

scenarios, combining visual and audio data can improve the accuracy of human activity recog-

nition; in industrial IoT, fusing sensor data with equipment logs enables more efficient fault

prediction and maintenance. However, challenges remain in how to better and more efficiently

leverage multimodal features to improve model performance and robustness, such as the het-

erogeneity of multimodal data [247, 248], the complexity of cross-modal alignment [249, 250],

and the demand for efficient computation on resource-constrained devices. The techniques de-

veloped in this thesis—InTS, TBFT, system configuration optimization, and MicroT—provide

a strong foundation for advancing multimodal edge computing. InTS’s information-theoretic

framework could be extended to handle multimodal time-series data, such as synchronized

biosignals and motion sensor streams, by developing modality-specific feature extraction meth-

ods while retaining its efficiency for edge deployment. TBFT’s targeted fine-tuning approach

could address modality-specific drift, where different data types (e.g., visual vs. sensor data)

experience shifts at varying rates, enabling selective adaptation of relevant model components

rather than full retraining. Our system-level energy optimization techniques could be adapted

to multimodal workloads by analyzing the power consumption patterns of cross-modal opera-

tions (e.g., audio-visual fusion) and dynamically adjusting hardware configurations to balance

performance and efficiency. The effectiveness of techniques such as SSKD and stage-decision

in MicroT can be further validated on other modalities (e.g., audio data), enabling better ap-

plication in multimodal contexts. For instance, multimodal features can be fused and then
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processed with SSKD to enhance the generality and robustness of the feature extractor.

• Unsupervised Edge Computing. With the proliferation of IoT devices and enhanced

data collection capabilities, the proportion of unlabeled data in edge computing has signifi-

cantly increased. Unsupervised Edge Computing leverages unlabeled data and unsupervised

learning techniques to effectively reduce data annotation costs and enhance the adaptability

of edge intelligence systems. For instance, in smart surveillance scenarios, unsupervised learn-

ing can automatically detect anomalous behaviors [251]; in industrial equipment monitoring,

unsupervised methods can extract key features from unlabeled sensor data for fault detec-

tion [252]. InTS’s information-theoretic framework could be extended to quantify and filter

noisy patterns in unlabeled sensor data, while its efficient feature extraction capability makes

it particularly suitable for processing high-dimensional unlabeled data on resource-constrained

devices. TBFT’s targeted adaptation approach presents a promising direction for unsuper-

vised model personalization, where only specific components of unsupervised models (e.g., the

encoder in an autoencoder) could be selectively fine-tuned to adapt to new data patterns, sig-

nificantly improving convergence efficiency. MicroT’s SSKD is an unsupervised technique itself,

providing robust feature representations. The edge-side implementation could further employ

unsupervised learning. For example, replace traditional supervised classifiers with distance-

based alternatives (e.g., k-means or Gaussian mixture models [203]). This modification would

allow end-to-end unsupervised operation - SSL extracts features from unlabeled edge data,

which are then clustered by the distance-based classifier
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[123] Ozlem Durmaz Incel and Sevda Özge Bursa. On-device deep learning for mobile and

wearable sensing applications: A review. IEEE Sensors Journal, 23(6):5501–5512, 2023.

[124] Sauptik Dhar, Junyao Guo, Jiayi Liu, Samarth Tripathi, Unmesh Kurup, and Mohak

Shah. A survey of on-device machine learning: An algorithms and learning theory per-

spective. ACM Transactions on Internet of Things, 2(3):1–49, 2021.

[125] Sayed Saad Afzal, Waleed Akbar, Osvy Rodriguez, Mario Doumet, Unsoo Ha, Reza Ghaf-

farivardavagh, and Fadel Adib. Battery-free wireless imaging of underwater environments.

Nature communications, 13(1):5546, 2022.

[126] Yuchen Zhao, Sayed Saad Afzal, Waleed Akbar, Osvy Rodriguez, Fan Mo, David Boyle,

Fadel Adib, and Hamed Haddadi. Towards battery-free machine learning and inference

in underwater environments. In Proceedings of the 23rd Annual International Workshop

on Mobile Computing Systems and Applications, pages 29–34, 2022.

[127] Bernhard Schölkopf, Francesco Locatello, Stefan Bauer, Nan Rosemary Ke, Nal Kalch-

brenner, Anirudh Goyal, and Yoshua Bengio. Toward causal representation learning.

Proceedings of the IEEE, 109(5):612–634, 2021.



BIBLIOGRAPHY 183

[128] Junbum Cha, Sanghyuk Chun, Kyungjae Lee, Han-Cheol Cho, Seunghyun Park, Yunsung

Lee, and Sungrae Park. Swad: Domain generalization by seeking flat minima. Advances

in Neural Information Processing Systems, 34:22405–22418, 2021.

[129] Nattaya Mairittha, Tittaya Mairittha, and Sozo Inoue. Improving activity data collection

with on-device personalization using fine-tuning. In Adjunct Proceedings of the 2020 ACM

International Joint Conference on Pervasive and Ubiquitous Computing and Proceedings

of the 2020 ACM International Symposium on Wearable Computers, pages 255–260, 2020.

[130] Hong-You Chen, Yandong Li, Yin Cui, Mingda Zhang, Wei-Lun Chao, and Li Zhang.

Train-once-for-all personalization. In Proceedings of the IEEE/CVF Conference on Com-

puter Vision and Pattern Recognition, pages 11818–11827, 2023.

[131] Zhixin Lai, Xuesheng Zhang, and Suiyao Chen. Adaptive ensembles of fine-tuned trans-

formers for llm-generated text detection. arXiv preprint arXiv:2403.13335, 2024.

[132] Elan Rosenfeld, Pradeep Kumar Ravikumar, and Andrej Risteski. Domain-adjusted re-

gression or: Erm may already learn features sufficient for out-of-distribution general-

ization. In NeurIPS 2022 Workshop on Distribution Shifts: Connecting Methods and

Applications.

[133] Polina Kirichenko, Pavel Izmailov, and Andrew Gordon Wilson. Last layer re-training is

sufficient for robustness to spurious correlations. In The Eleventh International Confer-

ence on Learning Representations.

[134] Zhi Wang, Wei Bi, Yan Wang, and Xiaojiang Liu. Better fine-tuning via instance weight-

ing for text classification. In Proceedings of the AAAI Conference on Artificial Intelli-

gence, volume 33, pages 7241–7248, 2019.

[135] Yushan Huang, Ranya Aloufi, Xavier Cadet, Yuchen Zhao, Payam Barnaghi, and Hamed

Haddadi. Low-energy on-device personalization for mcus. In 2024 IEEE/ACM Sympo-

sium on Edge Computing (SEC), pages 45–58. IEEE, 2024.



184 BIBLIOGRAPHY

[136] Elad Ben Zaken, Shauli Ravfogel, and Yoav Goldberg. Bitfit: Simple parameter-

efficient fine-tuning for transformer-based masked language-models. arXiv preprint

arXiv:2106.10199, 2021.

[137] Ning Ding, Yujia Qin, Guang Yang, Fuchao Wei, Zonghan Yang, Yusheng Su, Shengding

Hu, Yulin Chen, Chi-Min Chan, Weize Chen, et al. Parameter-efficient fine-tuning of

large-scale pre-trained language models. Nature Machine Intelligence, 5(3):220–235, 2023.

[138] Jian Liang, Ran He, and Tieniu Tan. A comprehensive survey on test-time adaptation

under distribution shifts. International Journal of Computer Vision, 133(1):31–64, 2025.

[139] Yoonho Lee, Annie S Chen, Fahim Tajwar, Ananya Kumar, Huaxiu Yao, Percy Liang,

and Chelsea Finn. Surgical fine-tuning improves adaptation to distribution shifts. arXiv

preprint arXiv:2210.11466, 2022.

[140] Bernhard Schölkopf, Dominik Janzing, Jonas Peters, Eleni Sgouritsa, Kun Zhang, and

Joris Mooij. On causal and anticausal learning. arXiv preprint arXiv:1206.6471, 2012.

[141] Jonas Peters, Dominik Janzing, and Bernhard Schölkopf. Elements of causal inference:

foundations and learning algorithms. The MIT Press, 2017.

[142] Adriana Sayuri Iwashita and Joao Paulo Papa. An overview on concept drift learning.

IEEE access, 7:1532–1547, 2018.

[143] Shibani Santurkar, Dimitris Tsipras, and Aleksander Madry. Breeds: Benchmarks for

subpopulation shift. arXiv preprint arXiv:2008.04859, 2020.

[144] David S Klimstra, Irvin R Modlin, Domenico Coppola, Ricardo V Lloyd, and Saul Suster.

The pathologic classification of neuroendocrine tumors: a review of nomenclature, grad-

ing, and staging systems. Pancreas, 39(6):707–712, 2010.

[145] Svetlana Kiritchenko, Xiaodan Zhu, and Saif M Mohammad. Sentiment analysis of short

informal texts. Journal of Artificial Intelligence Research, 50:723–762, 2014.



BIBLIOGRAPHY 185

[146] James Kirkpatrick, Razvan Pascanu, Neil Rabinowitz, Joel Veness, Guillaume Des-

jardins, Andrei A Rusu, Kieran Milan, John Quan, Tiago Ramalho, Agnieszka Grabska-

Barwinska, et al. Overcoming catastrophic forgetting in neural networks. Proceedings of

the national academy of sciences, 114(13):3521–3526, 2017.

[147] Jaejun Lee, Raphael Tang, and Jimmy Lin. What would elsa do? freezing layers during

transformer fine-tuning. arXiv preprint arXiv:1911.03090, 2019.

[148] Yunhui Guo, Honghui Shi, Abhishek Kumar, Kristen Grauman, Tajana Rosing, and

Rogerio Feris. Spottune: transfer learning through adaptive fine-tuning. In Proceedings

of the IEEE/CVF conference on computer vision and pattern recognition, pages 4805–

4814, 2019.

[149] Vinay V Ramasesh, Ethan Dyer, and Maithra Raghu. Anatomy of catastrophic forgetting:

Hidden representations and task semantics. arXiv preprint arXiv:2007.07400, 2020.

[150] Yuhan Liu, Saurabh Agarwal, and Shivaram Venkataraman. Autofreeze: Automatically

freezing model blocks to accelerate fine-tuning. arXiv preprint arXiv:2102.01386, 2021.
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