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Abstract

Recent advancements in medical imaging have demonstrated the potential of full-
waveform inversion (FWI) of ultrasound data, a technique developed in geophysics,
to produce high-fidelity images of the human body at remarkable resolutions. For
the first time, FWI has enabled the visualisation of fine anatomical structures in the
human brain using ultrasound tomography, marking an unprecedented achievement
in healthcare research. However, FWI’s ill-posed nature, coupled with its compu-
tational demands, renders it impractical for immediate clinical deployment. Deep
neural networks, meanwhile, have driven progress across scientific domains, with
diffusion models gaining recognition for their ability to model complex probability
distributions and synthesise high-quality data. In this work, I propose a method for
recovering high-fidelity, high-resolution images of the human brain with conditioned
latent diffusion models (LDMs), as a means to bypass the limitations of FWI.

The research unfolds in three stages, each offering distinct contributions that
advance ultrasound brain imaging. The first introduces a novel loss function, the
Wiener Loss, which employs convolutional analysis to compare data without relying
on local, element-wise relationships or costly model inferences. This enables high-
fidelity analysis of complex structures, such as the human brain, making it well-suited
to deep learning tasks requiring contextual and perceptual accuracy. The second
stage constructs and trains a condition-free LDM on a limited dataset of acoustic
neuroimages, demonstrating its ability to rapidly generate statistically conforming,
diverse synthetic samples for data augmentation. The third employs conditional
LDMs to learn the statistical mapping between acoustic velocity models of the brain
and associated ultrasound data in a synthetic setting, enabling high-fidelity image
recovery at near-real time. Although time and resource constraints limited success
in the final stage, preliminary results show strong potential for this approach as a
fast, efficient alternative to FWI. Its independence from physical constraints suggests
broader applicability to other data inversion challenges.

Keywords: full-waveform inversion; deep learning; diffusion models; generative ar-
tificial intelligence; ultrasound tomography; brain imaging; loss functions; synthetic
data augmentation.
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Chapter 1

Introduction

1.1 Imaging the Human Brain

The human brain is an organ responsible for our cognitive functions, emotions, and
overall control of the body, representing one of the most intricate structures in animal
biology. It has long been a subject of fascination and study, and despite extensive
research, it remains marked by significant unknowns, continuing to intrigue and chal-
lenge the scientific community. Understanding its structure and function is not only
vital for advancing our general knowledge of human cognition, but it has become
an essential tool for neurological pathology diagnosis and treatment ( ,

). This need has driven the development of various neuroimaging techniques,
where structural information about the brain is obtained through non-invasive meth-
ods, offering unique insights into brain anatomy and activity.

Tomography is one of the closest methods we have to capturing an image of
the human brain without the need for surgical intervention. Much like a camera
translates light into a photograph, tomography is the process of transforming signals
from the body into measurable, structured representations of its internal physical
properties. In Magnetic Resonance Imaging (MRI), tomography is performed by
detecting signals from protons in response to magnetic fields; in X-ray Computed
Tomography (CT), by measuring x-ray attenuation across tissues; in Positron Emis-
sion Tomography (PET), by tracking radiotracers that reveal metabolic activity; and

in Ultrasound Tomography (UT), by analysing propagated sound waves to measure
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tissue-specific acoustic variations. However, unlike photographs, tomographic images
are not direct representations of the body, but rather complex reconstructions that
rely on sophisticated, physics-based approaches to interpret and process these signals
into meaningful images, parameterised by the medium’s physical properties. This is
known as the inverse problem.

High-quality images of the brain are of essential value in clinical applications.
They enable detailed visualisation of brain structures and functions, allowing for
detection and characterisation of abnormalities such as tumours, lesions, and neu-
rodegenerative diseases. Early-stage imaging enables the timely detection and moni-
toring of these pathologies, which can lead to better treatment planning and patient
outcomes. Precise imaging also enables neurosurgeons to plan and execute proce-
dures with greater accuracy, minimising the risk of damage to critical brain regions.
Yet, no single imaging modality can comprehensively address all informational needs
for understanding the brain’s complexity. Neuroimaging thus encompasses a range
of modalities, each with distinct advantages and constraints. In this field, MRI is
considered the gold standard for brain imaging due to its superior soft tissue contrast
and its ability to map both neuroanatomical structures and neuroactivity. However,
MRI remains a costly and non-portable procedure, requiring longer acquisition times,
and may not be suitable for patients with metal implants or those who experience
claustrophobia. X-ray CT, in contrast, provides rapid high-resolution imaging of
brain structures, particularly useful in emergency situations, though it is limited
by lower soft tissue contrast and requires exposure of patients to ionising radiation
( , ). Meanwhile, PET allows for the visualisation of metabolic
processes in the brain but lacks spatial resolution compared to CT or MRI; it also
involves radiation exposure, and is relatively expensive ( , ). Elec-
troencephalography (EEG) and Magnetoencephalography (MEG) are also important
imaging techniques that provide high temporal resolution for studying brain activity,
but are not designed to capture spatially structured details ( , ).

In this context, ultrasound imaging stands out as a versatile complement to
these traditional modalities, offering unique advantages that make it particularly

suitable for fast, accessible, and safe imaging. Unlike MRI and CT, UT equipment
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is portable and cost-effective, allowing it to be deployed outside specialised imaging
facilities, such as in emergency departments, ambulances, and patient rooms. UT
also offers fast acquisition and imaging times, making it the preferred modality for
real-time imaging applications, early detection and prevention of pathologies, and
in cases where immediate diagnoses and live monitoring of time-sensitive conditions
are essential (e.g. surgical procedures, critical trauma cases) ( , :

, ). Notably, unlike CT, UT avoids the use of ionising radiation,
providing a safer option for repeated imaging, especially for vulnerable populations
that require frequent monitoring.

Despite its practical advantages, conventional ultrasound tomography falls short
of the spatial resolution and fidelity achievable with MRI and CT and faces method-
ological limitations that prevent its applicability in brain imaging ( ,

). The inherent complexity and non-linearity of wave propagation in ultrasound
pose a formidable computational barrier to image reconstruction, making the inverse
problem challenging to accurately resolve. To circumvent this, these algorithms often
adopt ray-based approximations, reducing wave propagation to a simplified model
that enables real-time imaging. However, it is due to these crude approximations
that conventional ultrasound is limited in resolution and fidelity.

Brain imaging with conventional ultrasound is further complicated by the skull’s
strong acoustic contrast with soft tissues, which obscures signals from intra-cranial
structures. Due to this contrast, signal responses from intra-cranial structures are
predominantly represented by transmission waves, which are discarded in ray-based
models ( , : , : , ). Consequently,
conventional ultrasound imaging is practically unachievable for imaging the soft-
tissue structures of the brain, except in infants whose skulls have not yet completely
formed and have smaller acoustic contrasts.

Recent advancements in medical ultrasound tomography have introduced full-
waveform inversion (FWI) as a promising technique to image the adult brain (

, ; , ). Unlike ray-based approaches, FWI utilises the com-

plete waveform of the data, allowing the tomography process to be a more accurate
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representation of the imaged medium. More specifically, FWI captures complex wave
interactions, including transmission waves and phenomena such as elasticity, scatter-
ing, and attenuation, which are otherwise neglected in ray approximations but are
crucial for resolving fine-scale structures ( , ) and intra-cranial tissues
( , ). FWI has not only enabled remarkable improvements in the
resolution of soft-tissue ultrasound tomography ( , ; ,
), but, for the first time, it has made brain imaging possible using ultrasound
data alone ( , : , ; , ). This ad-
vancement achieves resolutions comparable to MRI, positioning FWI as a promising
alternative to conventional ultrasound imaging. By combining high resolution and fi-
delity with the inherent portability, safety, and cost-effectiveness of ultrasound, FWI
has the potential to revolutionise emergency care for conditions such as stroke or
traumatic brain injury ( , ; , ; , ).
But despite these promising developments, challenges remain in applying FWI
in medical problems, especially in rapid clinical settings. FWI is known for its
computational complexity, particularly when high-resolution 3D models are required.
FWI is also reliant on a priori information for the inversion process and is sensitive
to noise, data artefacts, and limitations of clinical data acquisitions ( ,
; , ; , ). In brain imaging, where the skull’s high
acoustic contrast considerably weakens intra-cranial transmissions, these challenges

are especially acute.

1.2 Deep Learning: from classifiers to creators

The earliest developments of neural networks date back to the 1940s, when

( ) introduced the first mathematical model of a neuron inspired
by the brain’s biological structure. This model laid the foundation for the percep-
tron ( , ), a simple neural network capable of learning linear decision
boundaries for binary classification. However, the perceptron’s limitations in han-
dling non-linear data precipitated a period of disillusionment in the 1970s, known

today as the "AI winter", wherein neural networks faced criticism for their perceived
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inability to address realistically complex problems ( , ). It was not until
the 1980s that neural networks experienced a resurgence, driven by the increasing
accessibility of computational resources and the re-introduction of the backpropa-
gation algorithm by ( ). This expansion enabled the training
of a multi-layer perceptron, demonstrating that neural networks could indeed solve
non-linear tasks, marking a turning point in the field. It was in the late 1990’s, how-
ever, with the introduction of convolutional neural networks (CNNs) by

( ), that neural networks regained real momentum. CNNs, designed to lever-
age spatial hierarchies in data, established new performance benchmarks in image
classification and marked the beginning of modern Al.

With the concurrent and fast rise of computational power the availability of
large data, neural networks grew in size and complexity, and so did their processing
capabilities, defining the era of deep learning (DL). Today, deep learning stands as
one of the most rapidly advancing fields in scientific research, encompassing applica-
tions that extend beyond traditional computer science domains. Beyond image and
speech recognition, deep learning drives innovation in fields such as drug discovery, fi-
nancial modelling, geological exploration, and even creative realms like art and music
generation. This evolution, from early classification tasks to sophisticated creative
applications represents a major reshaping of both scientific and cultural landscapes.

Deep learning gained prominence in the 2010s, largely due to breakthroughs
in computer vision and natural language processing (NLP). Early models such as
AlexNet ( ) ) revolutionised image classification by leveraging
convolutional neural networks to achieve inconceivable accuracy on the ImageNet
dataset ( , ), inspiring subsequent developments in CNN-based
architectures. VGGNet ( , ) and ResNet ( ,

) continued to push accuracy through increasingly deep and complex network
designs, demonstrating the ability of neural networks to capture hierarchical image
features, from simple shapes to intricate textures. In NLP, recurrent neural net-
works (RNNs) ( , ) and later, long short-term memory (LSTM)
networks ( , ), enabled language models to retain

context over long sequences, paving the way for tasks like machine translation and
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sentiment analysis.

The shift from neural classifiers to creators was further propelled by advances
in representation learning (also known as feature learning), enabling models to ab-
stractly encode underlying data structures in the shape of multidimensional latent
variables. Autoencoders ( ) ) were initially developed for di-
mensionality reduction, yet their latent representations proved invaluable in data
synthesis tasks. As an extension, Variational Autoencoders (VAEs) (

, ) introduced a probabilistic approach to generation, allowing the cre-
ation of new data points by sampling from learned distributions. By capturing com-
plex data distributions, VAEs marked a crucial step toward the generative potential
of deep learning, setting the stage for a new era of creativity in Al.

One of the most transformative advancements in deep learning emerged with
the introduction of Generative Adversarial Networks (GANs) by
( ). GANs employ a generator and a discriminator engaged in an adversarial min-
imax game, where the generator produces synthetic samples while the discriminator
distinguishes between real and generated data. This novel framework allowed GANs
to synthesise highly realistic samples, surpassing the capabilities of prior generative
models like VAEs. GANs have since found widespread applications, from image syn-
thesis to audio generation, revolutionising creative industries and establishing new
benchmarks for generative artificial intelligence.

More recently, the development of Transformers ( ) ) further
expanded the generative landscape of deep learning. Initially designed for NLP tasks,
Transformers eliminated the sequential limitations of RNNs by proposing a highly-
parallelisable architecture consisting of self-attention mechanisms. This architecture
enabled large-scale language models like BERT ( , ) and GPT (

, ) to generate coherent and contextually relevant text, transforming
the filed of NLP and opening doors to creative writing and automated content gener-
ation. Notably, GPT-3 ( , ) demonstrated that deep learning could
produce human-like text, reinforcing the potential of Al as a generative agent. To-
day, DL continues to evolve with advancements like diffusion models (

, ; , ; , ), which have shown remarkable
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capabilities in inductive biases, synthesising high-fidelity and high-resolution data
samples.

The vast scope of deep learning research has resulted in an extraordinary vol-
ume of publications, with new breakthroughs emerging regularly. The influence of
Al models is now recognised at the highest levels of scientific achievement, showcased
by the 2024 Nobel Prizes in Chemistry and Physics, both awarded for advancements
driven by deep learning methodologies. While still maturing as a discipline, deep
learning has already reshaped how we interact with technology and perceive its pos-

sibilities, firmly establishing its role in the future of scientific innovation.

1.3 Motivation and Contributions

In light of the inherent challenges in brain ultrasound imaging and full-waveform in-
version, and the proven advantages of deep learning in complex data processing, the
primary goal of this thesis is to study the feasibility of deep generative models to cap-
ture the intricate relationship between ultrasound data and the physical properties
of the medium that underlie them. In particular, I examine how diffusion models,
known for their state-of-the-art capabilities in probabilistic modelling, can be used to
retrieve high-resolution images of the brain from ultrasound data while overcoming
the drawbacks of FWI. The methods proposed in this research hold the potential
to drive impactful advancements in the diagnostic utility of ultrasound tomography,

and greatly shift how we approach brain imaging in clinical settings.

1.3.1 Chapters Overview

This thesis is comprised of three original research chapters, each addressing a spe-
cific problem related to the main objective of this work and providing unique insights
within the broader context of ultrasound brain imaging with diffusion models. Ad-
ditionally, this thesis includes a comprehensive literature review of deep generative
learning techniques and their associated formulations, as well as an overview of ul-
trasound tomography with full-waveform inversion, which serves as the conceptual

benchmark for the outcomes of this work. This is presented in Chapter 2.
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Chapter 3 introduces a novel approach to data comparison within the realm of
convolutional analysis, specifically tailored to improve data fidelity in optimisation
tasks. This chapter presents the Wiener Loss, a loss function rooted in Wiener fil-
ter theory that addresses the resolution limitations of traditional data comparison
techniques like Mean Squared Error (MSE), and the instability and elevated costs
of more sophisticated ones. By leveraging convolutional properties, the Wiener Loss
preserves structural integrity and contextual correlations within the data, promoting
full-spectrum recovery and mitigating the issues of high-frequency degradation seen
in neural networks. The efficacy of the Wiener Loss is demonstrated in two key
applications: data compression and medical imputation, where it notably improves
fidelity in complex structures of both natural images and brain scans. The results
show that Wiener Loss provides better data distribution capturing and improved per-
ceptual quality, establishing it as a computationally efficient alternative to existing
metrics. In addition to the Wiener loss, other Wiener-based are proposed, including
a Wiener attention mechanism, a Wiener diffusion framework, and a discussion of
how it can be reformulated to tasks that require translation invariability.

Chapter 4 explores the application of an unconditioned diffusion model for gen-
erating synthetic ultrasound neuroimaging samples, addressing the critical challenge
of data scarcity in this field. Building upon prior work in medical imaging, this
chapter adapts diffusion models to perform on ultrasound imaging, a domain tradi-
tionally constrained by low-resolution data due to limitations in traditional UT. By
training an LDM on a small dataset (N=1,000) of acoustic brain images, this chapter
demonstrates that a condition-free LDM can produce statistically accurate, struc-
turally coherent and diverse synthetic images. This approach effectively augments
the small dataset by generating on-demand samples at near real-time, while laying
a robust foundation for the complex conditioning techniques explored in Chapter 5.

Chapter 5 proposes an extension of the diffusion model from Chapter 4 into a
conditional framework that enables the direct reconstruction of high-resolution neu-
roacoustic images from ultrasound data, an ambitious approach aimed at overcoming
the inherent limitations of traditional UT and FWI. By conditioning the diffusion

model with embedded representations of the raw ultrasound data, the architecture
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proposed in this chapter is designed to guide the generative diffusion process towards
a tailored image synthesis in order to perform reliable end-to-end tomographic in-
version at near-real-time speeds. In this chapter, the different strategies used to
reduce the large dimensionality of the data through feature learning are discussed
in depth. Although the proposed experiments could not be fully realised within the
timeframe of this thesis, I outline potential avenues and adjustments that may enable
its successful implementation in future work.

Finally, Chapter 6 summarises the main contributions of this thesis and dis-
cusses potential future research directions for ultrasound brain imaging with diffu-
sion models. The chapter also reflects on the broader implications of this work for

advancements in medical imaging, and the potential impact on clinical practice.

1.3.2 Publications

The first research chapter was initially presented as a poster titled "Global Informa-
tion Retrieval in Deep Learning using Wiener Filters" at Imperial College London’s
Towards the Future of AI - 2022 event, organised by the Imperial College Al Net-
work, where it received the award for Best Poster. This work was subsequently
uploaded as a full research paper to arXiv (https://arxiv.org/abs/2311.06558)
and later accepted in the form of a poster and extended abstract at the Neu-
ral Information Processing Systems (NeurIPS) Medical Imaging Workshop (https:
//neurips.cc/virtual/2023/82490) under the title "Convolve and Conguer: Data
Comparison with Wiener Filters”. 1 was invited to present this work in-person
on behalf of the research team at NeurIPS. Both the poster and abstract are in-
cluded at the end of this thesis document. Additionally, the implementation of the
Wiener Loss has been made publicly available as an open-source library on GitHub
(https://github.com/dpelacani/wienerloss).

Since completing the work presented in this thesis, I have been collaborating
with colleagues on the development and testing of the Wiener Attention, a topic
only briefly mentioned in Chapter 3. This work is progressing well, and we expect to
release the first version on arXiv soon, with a planned submission to the International

Conference on Machine Learning (ICML) 2025. We also intend to make the Wiener
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Attention implementation available as an open-source library on GitHub.

The second and third research chapters have not yet been published. I aim
to extend the implementation of Chapter 4 to enable 3D image synthesis, targeting
a submission to the International Conference on Medical Image Computing and
Computer Assisted Intervention (MICCATI) 2025. Additionally, I plan to finalise the
work in Chapter 5 and, if successful within the timeframe, include it in the same

submission to MICCAI 2025.

1.4 Ethical Statement

As I present the work in this thesis, I wish to state clearly that it has been con-
ducted with the sincere intention of improving human well-being and without any
purposeful actions that could cause harm or negative impact. Aware that all re-
search, particularly deep learning research, is subject to the biases inherent in data
and the perspectives of the researchers, I openly invite any questions, criticisms, or
concerns about my work. Should anyone identify issues or unintended consequences,
I encourage them to reach out, as I am committed to maintaining transparency and
addressing such matters responsibly.

On a broader level, as an Al researcher, I feel the dutiful need to appeal to
those who shape the future of artificial intelligence — fellow researchers, government
authorities, and corporate leaders — to carefully consider the ethical implications of
their contributions in a world that is rapidly reshaping in the face of Al. The de-
velopment and deployment of large-scale Al must prioritise the welfare of all living
things, aiming to reduce, rather than exacerbate, and social divides. It is of pro-
found importance to acknowledge and address the racial, ethnic, socioeconomic, and
gender biases that inevitably permeate Al technologies, and to have trained experts
rigorously examining and mitigating these biases. Open-source practices play a fun-
damental role here, enabling fair scrutiny and promoting resilience against misuse
and bias reinforcement.

Governments and companies must also work together to address the large-scale

social and economic changes that AI may bring, particularly in terms of job displace-
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ment. Policies must be enacted to support retraining and relocation efforts, ensuring
that workers’ skills remain relevant, their sense of worth is preserved, and that their
human rights and social conditions are not cast aside in favour of automation. Such
measures are only just and humane.

Finally, I urge policymakers to place the welfare of people at the heart of an Al-
driven society, that the democratisation of Al should be a shared objective, and that
companies should consciously refrain from monopolistic control over widely applied
AT solutions. Researchers, too, should be provided with the resources needed to
pursue impactful work without the commercial pressures of capital gain as the driving
factor. Al solutions should serve the common good, not become a tool for control
or a mechanism for a new enslaved society. Now, with a calm sense of purpose, I

humbly present this thesis.
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Chapter 2

Background Theory

2.1 Generative Artificial Intelligence

Generative Artificial Intelligence (Al) is a specialised branch of Al focused on devel-
oping models that autonomously generate realistic data closely mimicking existing
datasets. By employing techniques capable of producing diverse outputs such as
text, images, and audio, generative Al preserves the essential characteristics of its
training data while enabling applications that span creative content generation, data
augmentation, and beyond. Its transformative potential is evident across industries,
where it has become integral to modern technology. In entertainment, generative
models drive advancements in the creation of art, music, video content, and inter-
active media, while in healthcare, they accelerate drug discovery and address data
scarcity by augmenting datasets with synthetic alternatives.

The foundational concepts of generative Al are rooted in early theories of statis-
tics and machine learning (ML). The primary focus was on modelling complex prob-
ability distributions of existing data for posterior sampling, particularly where tradi-
tional methods such as Maximum Likelihood Estimation (MLE), Bayesian models,
and Gaussian Mixture Models (GMM) lacked the expressiveness or scalability re-
quired to represent intricate datasets. Generative modelling addresses this limitation
by training a parameterised model pg(x), where ¢ represents the model parameters,
to approximate the underlying data distribution such that pg(x) = pgata(x).

The overarching goal is that, once trained, the model can generate samples

13
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14 Chapter 2. Background Theory

X ~ pg(x) from the approximate distribution, such that they are representative of
samples X ~ pgata(x) from the real data distribution. The optimisation process is
framed as a probabilistic marginalisation of the data over a latent variable z, sampled
from a known prior distribution. The objective is then formulated as a divergence
minimisation between conditional likelihood of the data given the latent variable and

the marginal likelihood of the data:

min Div (pg(x | 2) [| Paata(x))

where Div is some function measuring the divergence between two distributions, and
Pg(x | z) is the probabilistic transformation learned by the network.

In likelihood-based methods, the objective can also be reframed as a maximi-
sation of the observed data under the model. This is formalised as an expectation

over the data distribution:

mg X Eopiara () 10826 (X)]

where ¢ is iteratively adjusted to align py(x) with pgata(x). By optimising the log-
likelihood, the model learns to synthesise new samples that preserve the structural
and statistical characteristics of the training data. Overall, this mathematical rea-
soning underpins the diverse frameworks and training paradigms that define modern
deep generative models.

In this section, I present a literature review structured to provide a comprehen-
sive understanding of the foundations and advancements in generative Al. It begins
with an exploration of the deep learning foundations, including an in-depth examina-
tion of earlier advancements in neural networks, followed by the various loss functions
and optimisation techniques that enable efficient learning in high-dimensional spaces.
Following this, the review dives into specific generative models, starting with Varia-
tional Autoencoders (VAEs), which employ probabilistic latent variable modelling to
encode data distributions into a continuous latent space, enabling smooth interpola-
tion and structured generation. This is followed by Generative Adversarial Networks

(GANSs), which leverage adversarial training between a generator and a discriminator
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to synthesise highly realistic data distributions, addressing limitations in probabilis-
tic frameworks. The discussion then turns to Diffusion Models, which iteratively
refine data from random noise through a process modelled on stochastic differential
equations, demonstrating exceptional performance in generating high-fidelity and
diverse samples. The review further examines Transformers and Attention mecha-
nisms, emphasising their transformative impact on generative tasks, particularly in
text, image, and multimodal data generation. Additional generative frameworks,
including energy-based models, autoregressive models, and flow-based models, are
briefly discussed to provide a holistic overview of the field, although they are not
directly related to this thesis. Finally, the review addresses common metrics and
benchmarks used to evaluate the quality and performance of image generation tasks,
which will serve as a foundation for the discussions in later sections.

While this review offers a comprehensive overview of foundational concepts and
key milestones in generative Al, it is inherently not exhaustive. With increased ac-
cessibility to computational resources and a well-established culture of open-source
contributions and publication repositories, the field of generative Al is rapidly evolv-
ing, with new research emerging at an unprecedented pace. Given the dynamic nature
of this field, this literature review focuses on offering a structured understanding of
the core principles and major developments within generative Al, while recognising

the impossibility of covering every method of such a rapidly evolving domain.

2.1.1 Deep Learning Foundations

Deep learning is a subset of machine learning that utilises artificial neural networks to
model and learn complex data representations. The foundational concepts of deep
learning are rooted in the early theories of neural networks, which were inspired
by the structure and function of the human brain’s architecture (

, ; , ; , ). The development of deep learning
models has been driven by advancements in computational power, the availability of

large-scale datasets, and the development of efficient training algorithms (

, 1986).
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Neural Networks

Neural networks have been historically present in the study of artificial intelligence,
originating from the 1940s when ( ) introduced a simplified
computational model of a neuron. This model laid the foundation for the develop-
ment of artificial neural networks, which gained popularity in the 1950s and 1960s
with the arrival of the binary classifier model Perceptron by ( ). How-
ever, the initial enthusiasm faded due to the limitations in computational power and
the inability of early models to solve non-linear problems. The resurgence occurred
in the 1980s with the development of multi-layer perceptrons and backpropagation
algorithms capable of modelling non-linear problems, marking the beginning of mod-
ern neural network research ( ) ).

Early neural networks were designed to mimic the structure and function of
the human brain, consisting of nodes, or neurons, arranged in layers, and intercon-
nected through weighted connections ( , ; , ;

, ). Feedforward neural networks (FFNs) are the simplest form of
modern neural networks, consist of an input layer, one or more hidden layers, and
an output layer. FFNs are formulated such that the connections between the nodes
do not form a cycle, and the information flows in one direction, from input to output
(Figure 2.1).

The connections between nodes are represented by weights, which are learned
during the training process, and mimic the activation behaviour of brain synapses un-
der different stimuli. The output of each layer is computed by applying the weighted
sum of the inputs from the previous layer to a non-linear activation function, intro-
ducing the ability to model non-linear relationships in the data and capture complex

patterns. For every i-th node of each j-th layer, the following holds:

A ni-r .
0 = (S o). )

k=1

where o represents the activation function, wgi) is the weight connecting the k-th

neuron in the (j —1)-th layer to the i-th neuron in the j-th layer, h,(j Y is the output

of the k-th neuron in the (5 — 1)-th layer, and %) denotes the bias term for the i-th

i
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Input layer Hidden layer Output layer

X1

Figure 2.1: Illustration of a simple feedforward neural network architecture with one
input, one hidden and one output layer. Each node (circles) in the previous layer
is connected to every node in the subsequent layer through a weighted sum, where
weights (lines) are learned during training. Image obtained from

(2015)

neuron in the j-th layer. The term n;_; represents the number of neurons present
in the (j — 1)-th layer.

In practice, Equation 2.1 is reformulated in matrix form to compute the output
of the entire layer simultaneously, improving computational efficiency. The output

of the j-th layer is given by:

ho) — & <W<j>h<jfl> " b(j)) , (2.2)

where h(9) is the output vector of that represents the j-th hidden layer, wU) ¢
R™*™i-1 i the weight matrix connecting the (j — 1)-th layer to the j-th layer, where
nj—1 is the number of neurons in the (j —1)-th layer and n; is the number of neurons
in the j-th layer, and b is the bias vector for the j-th layer. The activation
function o is applied element-wise to the weighted sum of the inputs. The collection
of sequential operations defined by Equations 2.1 and 2.2 for all model layers is
termed the forward pass of the network. FNNs are characterised by their simplicity
and were among the first models capable of learning non-linear functions, providing

crucial insights into the learning dynamics and optimisation techniques essential for
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more complex architectures ( ) ).

Deep Neural Networks

The Universal Approximation Theorem proposes that a simple neural network with
a single hidden layer containing a sufficient number of neurons can approximate any
continuous function given sufficient data and appropriate activation functions (

, ; , ), although no current method has been proposed to obtain
such optimal parameters. In compensation, the pursuit of deeper networks, with ad-
ditional layers and neurons, has become a prevalent approach in the field (

, : , : , ). These deeper
networks, commonly referred to as deep learning models, are able to capture more
intricate patterns and dependencies within data than their shallower counterparts,

with the hope to approximate complex functions to a sufficient degree of accuracy.

Non-linearity

The manifold hypothesis posits that high-dimensional real-world data lies on lower-
dimensional manifolds embedded within the higher-dimensional space (

, ; , ). This hypothesis implies that complex datasets
can be effectively represented by these lower-dimensional structures. Each layer of
the neural network performs a linear transformation that attempts to capture the
underlying structure of the data, aligning the data more closely with these intrinsic
manifolds ( , ). Linear transformation alone, however, are insufficient to
model non-linear data structures and thus cannot fully reveal the representations
of these manifolds. To address this, activation functions such as sigmoid, hyper-
bolic tangent, and rectified linear units (ReLU) ( , ) are applied
following these transformations to introduce non-linearity, allowing the network to
capture intricate structures by transforming the data manifold into linearly separable
features (Figure 2.2).

ReLU activation is a piecewise non-linear function that has been widely adopted
in deep learning due to its simplicity, computational efficiency, and ability to promote

sparsity by allowing unbounded positive outputs while zeroing out negative inputs
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(Nair and Hinton, 2010; Glorot et al., 2011; Ramachandran et al., 2017). This spar-
sity reduces computational load, acts as a form of regularisation, and facilitates
efficient gradient propagation through active neurons during training Glorot et al.
(2011). However, the hard threshold at zero can lead to the “dying ReLU” problem,
where too many neurons become inactive due to zero gradients for negative inputs,
leading to vanishing gradient issues Maas et al. (2013); Bengio et al. (1994). Leaky
ReLU, a piecewise linear variant, addresses this limitation by introducing a small,
non-zero gradient for negative values, thereby improving gradient flow while also
limiting neuron inactivity (Maas et al., 2013). Building on this, smoother activation
functions such as the Sigmoid Linear Unit (SiLU), also known as Swish (Elfwing
ot al., 2018), along with Gaussian Error Linear Units (GeLU) (Hendrycks and Gim-
pel; 2016) and Mish (Misra, 2019), have been proposed. These functions provide
smooth ReLU-like transformations that allow continuous gradient propagation while
retaining the sparsity-promoting behaviour of ReLU, thereby supporting more sta-
ble optimisation and allowing the modelling of complex, non-linear data structures.
Consequently, these smoother activations have become standard in many modern
deep learning architectures (Rombach et al., 2022; Devlin et al.,; 2019b; Misra, 2019;

Shazeer, 2020).

N
—~
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o N pd
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1 : : :
1 0.5 0 05 1
(a)

Figure 2.2: (a) Decision boundary of a simple neural network classifier with no
hidden layers or activation functions. (b) Manifold representation of the data learned
through hidden layers and activation functions in a neural network. The network
learns to transform the data into a representation that is more linearly separable.
Images obtained directly from Olah (20141)
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Convolutional Neural Networks

Convolutional neural networks (CNNs), introduced in LeCun et al. (1989), rose as
an evolution of FFNs, marking a great advancement in the field by introducing
convolutional operations to neural networks. Convolution operations address the
limitations of FFNs in processing grid-like data structures such as images (L.eCun
et al., 1998) by leveraging the spatial hierarchies within the data. The equivalent
of hidden layers in CNNs are termed feature maps, or activation maps, which are
obtained by convolving the output of the previous layer by a number of arbitrarily-

sized filters to achieve the next forward state (Figure 2.3).

Figure 2.3: Illustration of the convolution process in a neural network, using a filter
of size 3 x 3 on an input feature of size 5 x 5, demonstrating how feature maps are
generated. The blue grid represents the feature map from the input layer, while the
grey area shows the filter or kernel sliding across this input feature map, capturing
local patterns through weighted sums at each position. As the filter moves, it gener-
ates activations that form a new feature map in the next layer, shown progressively
in green at each step. This convolution extracts spatial features from the input,
creating a localised feature representation in the subsequent layer. Extracted from
Dumoulin and Visin (2016).

The feature maps of each layer are sequentially obtained from the previous layer

in the following form:

=0 (ZWO * H; (7=1) +b,(€j)> , (2.3)

where H(]) is the k-th feature map of the j-th layer, W(]) is the filter with trainable
weights connecting the i-th feature map of the (j — 1)-th layer to the k-th feature
map of the j-th layer, ng_l) is the i-th feature map of the (j—1)-th layer, and b,ij) is
the bias term for the k-th feature map of the j-th layer. The term M represents the

number of feature maps present in the (j — 1)-th layer, and the activation function
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o is also applied element-wise to the weighted sum of the inputs.
The network is trained when the weights of the matrix that define the filter
()

Wzi are optimised. Its dimensionality depends on the number of input channels,

the number of output channels, and the size of the convolutional kernel, such that
W) ¢ RNXMxEXK  where N is the number of filters, M is the number of input
channels, and K is the size of the (here 2D) convolutional kernel.

Due to their convolutional architecture, CNNs effectively capture spatial hier-
archies in data, enabling the network to learn both local and global patterns more
efficiently than FFNs. One notable advantage of CNNs is their ability to leverage
convolutional and pooling operations to progressively reduce the spatial dimensions
of input data. Additionally, CNNs employ a weight-sharing mechanism in convolu-
tional layers, which drastically reduces the number of trainable parameters compared
to FNNs for the same input size. This not only improves computational efficiency
and memory usage but also enhances the model’s ability to generalise by focusing on
relevant spatial features, making CNNs particularly well-suited for tasks involving
gridded data such as images.

Since their release, CNNs have demonstrated superior performance in image and
video recognition tasks, exemplified by their success in computer vision benchmarks
( ) ; ) ; ) ), and have been widely
adopted in the field. LeNet-5 ( , ) was one of the first successful
applications of CNNs in handwritten digit recognition. AlexNet ( ,

) advanced the field by using deeper architectures and GPU acceleration to win

the ImageNet ( , ) challenge of natural images classification. Inception
networks ( ) ) introduced novel concepts like inception modules to
handle varying filter sizes. ResNet ( , ), introduced residual connections

which allows inputs to bypass one or more layers, mitigating the vanishing gradient
problem ( , ), and VGG networks ( )

) emphasised depth of convolutional layers to reach competitive performance.



516

517

518

519

520

521

522

523

524

525

526

527

528

529

530

531

532

533

534

535

536

537

538

539

540

541

542

543

544

22 Chapter 2. Background Theory

Model Training

Training of a neural network is fundamentally an optimisation problem aimed at
approximating complex non-linear functions. Training of neural networks is typically
achieved through the backpropagation algorithm ( , ), where a
measure of error, termed the loss function, is minimised for each input-target pair
in a gradient-based optimisation process ( , ). Backpropagation
facilitates the efficient computation of the gradient of the loss function with respect to
the model parameters (weights and biases) by employing a series of chain rules from
calculus. These gradients are then used to update the parameters in the direction
that reduces the loss function value, iteratively improving the model’s performance
(see Algorithm 1). Once the model has been trained, it can then be used to make
inferences on new, unseen data.

In practice, backpropagation is facilitated by computational graphs, which pro-
vide a structured representation of the sequence of operations and dependencies
within a neural network. These graphs break down complex computations into sim-
pler, interconnected nodes, enabling the efficient application of the chain rule during
the backward pass. By mapping out dependencies, computational graphs allow for
accurate gradient computation with respect to each parameter, tracing the path from
the output back to the input. Automatic differentiation tools, available in modern
deep learning frameworks, make use of computational graphs to enable rapid exper-
imentation and development of deep-learning models. These frameworks leverage
GPU acceleration and parallelisation to perform large-scale computations efficiently,
speeding up the training process ( , ; , ;

, 2017).

Generalisation

Generalisation in neural networks refers to the ability of a model to perform well
across a variety of new, unseen datasets, rather than just on the data it was trained
on ( , ). This characteristic is critical in real-world applications,

where the ability to predict or classify accurately outside of controlled conditions can
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Algorithm 1 Training a Simple CNN Model

Require: Training data (X,y), Number of epochs N, Batch size B, Learning rate
«
Initialise the CNN model parameters (weights and biases)
for epoch =1 to N do
for each mini-batch (Xp,yp) in the training data do
Forward pass: Compute the output predictions ¢ from X3 using the CNN
Compute the loss L(9p,yp) (e.g., cross-entropy loss)
Backward pass: Compute the gradients of the loss VoL with respect to
model parameters
7 Update model parameters using some form of gradient descent, e.g.:

(9(—9—&-V9£((9)

end for
9: Optionally, evaluate the model on the validation set for hyperparameter tun-
ing
10: end for
11: return Trained CNN model

mark the difference between a useful model and a flawed one. Inadequate generalisa-
tion can significantly impact such models; for instance, a neural network trained to
detect abnormalities in medical scans might fail to adequately perform when exposed
to scans from different demographics or different imaging equipment than those it
was trained on, leading to potential misdiagnoses ( ) ; ,

; , 2021; , 2020).

Bias and variance are fundamental concepts that explain the different types of
error a model might exhibit. Bias is the expected difference between the estimator’s
predictions and the true value, while variance measures the variability of the estima-
tor’s predictions across different data samples ( , ). In machine
learning applications, bias results from a model’s assumptions being too simplistic:
high bias models are unable to capture the complex patterns in the dataset, resulting
in underfitting. Variance, conversely, occurs when a model is excessively sensitive
to small fluctuations in the training set, capturing noise as if it were signal, which
leads to overfitting ( , : , ). The capacity of the
model, which refers to its ability to fit a wide variety of functions, influences both
bias and variance. Models with high capacity, if not properly regulated, can eas-

ily overfit by memorising features specific to the training data ( , )
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thus failing to generalise to new data. Conversely, models with insufficient capacity
might not capture sufficient complexity, leading to high bias. The goal is to find the
optimal model capacity that minimises both bias and variance, achieving the best
generalisation performance ( , : , ).

The generalisation error, which measures the discrepancy between the perfor-
mance of the model on new data compared to the training data ( ,

; , ), is a crucial metric for assessing a model’s effectiveness in
practical applications ( , ). Strategies to minimise this error involve
regularisation techniques of various natures, such as proper segmentation of data
into training, validation, and testing sets, cross-validation, hyperparameter tuning,
and data augmentation. Discussions over generalisation errors tend to focus on the
overfitting problem, since underfitting can be simply addressed by increasing the
model’s complexity.

The division of data into training, validation, and testing sets helps to mitigate
overfitting and underfitting by allowing for the independent evaluation of model
performance. The training set is used to fit the model, the validation set to tune
the hyperparameters, and the testing set to provide an unbiased evaluation of a final
model fit to the training dataset ( , : , ).
Hyperparameters, which are all parameters that define the model’s architecture and
training process except the trainable weights of the model, influence the behaviour of
the training algorithm and include choices such as the learning rate, the complexity
of the model, or the penalty terms used in regularisation. Cross-validation involves
performing different trainings for different subsets of training and validation splits,
and combines the outcomes by average, allowing for a more robust generalisation
( , ). This technique helps ensure that the model is not tuned
to only a specific part of the training data.

Regularisation techniques are employed to the model weights in order to im-
prove a model’s generalisation by discouraging complex models in various ways. L1
regularisation (or Lasso) introduces a penalty equivalent to the absolute value of the
magnitude of the coefficients, leveraging its sparse-promoting nature that forces the

model to learn only the most important features from the data ( , ;
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, ). This feature selection approach essentially reduces the
complexity of the model by reducing coefficients of less important features to zero
( , ). L2 regularisation (or Ridge) introduces a penalty equiv-
alent to the square of the magnitude of the coefficients, and like L1 it helps control
overfitting by penalising large coefficients. However, unlike L1 regularisation, which
can completely eliminate the influence of some neurons, L2 regularisation merely
reduces their contribution. This approach means that L2 regularisation does not
carry out feature selection but ensures that every feature has some degree of influ-
ence on the model, which is beneficial when all features are considered important
( , 2016).

Dropout, another regularisation strategy, involves randomly deactivating a sub-
set of neurons during each training step ( ) ). This effectively
means that the network trains on a different subset of neurons at each step, which
prevents co-adaptation of features and forces the network to learn more general in-
formation that is useful across different subsets. This method of feature selection
is conceptually similar to the sparsity-promoting approach of L1 regularisation, but
it operates through a stochastic process that randomly deactivates neurons during
training, rather than explicitly minimising the magnitude of coefficients.

Another important regularisation strategy is batch normalisation. During train-
ing, batch normalisation calculates the mean and variance of the activations for each
mini-batch. It then standardises the activations by subtracting the mean and di-
viding by the standard deviation, reducing internal covariate shift. After standard-
isation, it applies a scaling factor and a shift parameter, which are learned during
training, thus ensuring that the activations can still represent a wide range of values
( ) ). Batch normalisation has been shown to accelerate training
of deep neural networks by smoothing the optimisation landscape, resulting in more
stable gradients, and allowing for higher learning rates to achieve convergence (

, ; , ). In addition to stabilising the training process,
batch normalisation also acts as a regularisation technique by introducing noise to
the training process due to the variability in the batch statistics (mean and vari-

ance), which are computed from mini-batches of data ( , ;
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, : , : ) ). This makes the model
less dependent on specific feature representations and prevents it from overfitting.
( | 2018).

One drawback of batch normalisation is that its efficacy is reduced when the
batch size is small, as the statistics calculated for each mini-batch are less represen-
tative of the overall dataset. This can lead to adverse training convergences and poor
generalisation. To address this issue, two derivative techniques have been proposed.
The first is group normalisation, which divides the channels of the input into groups
and standardises them separately. This allows for more stable statistics to be calcu-
lated, even with small batch sizes ( , ). The second technique is layer
normalisation, which calculates the mean and variance of the activations across all
neurons in a layer for each individual input sample, rather than across a mini-batch,
making it particularly effective for stabilising training in scenarios where small batch
sizes or single-sample training are required ( , ).

Early stopping is another regularisation technique that helps prevent overfitting
by stopping the training process when the model’s performance on a validation set
begins to degrade ( , ). At that point, it is understood that the model
is merely memorising the training data and is no longer generalising well to unseen
data.

Data augmentation is another widely employed regularisation technique in deep
learning serving to artificially increases the size and diversity of the training dataset
by applying random but realistic transformations to the training images (e.g. rota-
tions, shifts, elastic transformations). This process helps the model generalise better
by exposing it to a more representative variability seen in the real-world without re-
quiring further data acquisition ( , : ,

, ). A popular approach for data augmentation is training genera-
tive models that are capable of modelling the given data distribution and generating
new samples that fall in close proximity to it. This approach has been shown to
be effective in improving the generalisation of deep learning models, particularly in

scenarios where the original training dataset is limited ( ,
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; ) ) ) ) ) ; )

).

Another regularisation technique that has been shown to improve generalisation
is noise robustness. Noise robustness involves introducing variability to the training
process by deliberately adding noise to inputs or outputs, which encourages the model
to learn to disregard minor variations or perturbations in the data ( , ).
This has been shown to be equivalent to training the model with L2 regularisation
(Bishop, 1995).

Bagging ensemble methods, such as Random Forests and Gradient Boosting
Machines, improve generalisation by training multiple instances of a model on dif-
ferent subsets of the training data and combining their weights to make a final,
combined model prediction. In fact, dropout regularisation can be seen as a form of
ensemble method, where the model is trained on different subsets of neurons at each
iteration. This ensemble approach has been shown to increase the robustness and

generalisability of models ( , : , ).

Supervised and Unsupervised Learning

Supervised and unsupervised learning represent two fundamental paradigms in ma-
chine learning, differing primarily in the nature of the labelled data available during
the training process. The distinction between these methods is particularly signifi-
cant when analysed from a statistical perspective, as the statistical assumptions and
goals diverge between the two tasks ( , ).

In supervised learning, the training dataset consists of input-output pairs, where
the inputs, x, are observed along with corresponding outputs, or labels, y. The
primary objective is to learn a function f : x — y that maps inputs to outputs
based on the labelled data. Statistically, supervised learning can be interpreted
as an exercise in function approximation (regression) when y is continuous, and
classification when y is categorical ( , : , ). The
underlying assumption is that the training data is representative of the distribution
from which future test data will be drawn.

From a statistical perspective, supervised learning involves estimating the con-
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ditional probability distribution p(y |x). This estimation process typically relies
on maximising the likelihood of the observed data under the model, which may be
achieved through various optimisation techniques, such as gradient descent. The
choice of model (e.g., linear regression, decision trees, neural networks) affects the
complexity and flexibility of the function f, and hence, the ability of the model to
generalise to unseen data ( , ).

In machine learning, the most fundamental supervised learning tasks are classi-
fication and regression. Consider a linear regression model where the objective is to
predict a continuous outcome y based on a set of predictors x. The model assumes

a linear relationship of the form:

y=xf+e, (2.4)

where  is the vector of coefficients to be estimated, and € represents the error term,
assumed to follow a zero-centered normal distribution. The parameters [ are esti-
mated by minimising the sum of squared errors, a method known as ordinary least
squares, which implicitly maximises the likelihood under the assumption of normally
distributed errors ( ) ). In linear regression, this maximisation is sim-
ple enough to be performed analytically, but more complex models require iterative
optimisation algorithms to meaningful solutions.
In classification tasks, particularly binary classification, logistic regression is
a widely-used method. Here, the output y is categorically binary, and the model
estimates the probability that y = 1 given x as:
1

Py =11% = o (25

where, the coefficients § are estimated by maximising the likelihood of the observed
labels y given the predictors x, which often requires iterative optimisation algorithms
due to the non-linearity of the logistic function ( , ). The model
is then used to predict the probability of y = 1 for new observations, and a threshold
is applied to convert these probabilities into binary predictions (e.g. p > 0.5 predicts

class 1 but otherwise 0). Other supervised learning tasks include object detection,
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image segmentation, and natural language processing, among others ( ,

; , ), where the conceptual paradigm of predicting a label
based on a predictor input data remains the same.

In contrast, unsupervised learning involves learning patterns from data that
does not contain annotated labels. The goal is to infer the underlying structure or
distribution in the data, which is often achieved by modelling the marginal distri-
bution p(x) rather than the conditional distribution p(y |x). This is particularly
useful for tasks such as clustering, density estimation, dimensionality reduction, and
data synthesis, where the absence of labelled data prevents the direct application of
supervised methods ( , ). From a statistical perspective,
unsupervised learning often relies on models that make assumptions about the under-
lying data distribution, such as Gaussian mixture models in clustering, or methods
that attempt to capture the variance in the data, such as Principal Component
Analysis (PCA) ( ) )

Clustering is a popular example of unsupervised learning aims to partition the
data into groups (clusters) such that data points within a cluster are more similar
to each other than to those in other clusters. A common approach is the K-means
algorithm, which assumes that each cluster can be represented by its centroid mean,

and the objective is to minimise the within-cluster variance ( , ):

K
?ZH]}Z > Il — el (2.6)
k

k=1x;€C},
where py is the mean of cluster C; computed for £ numbers of clusters. This opti-
misation is typically solved iteratively, by alternating between assigning data points
to the nearest cluster centroid and updating the cluster means ( , ).
Dimensionality reduction is another common unsupervised learning task that
aims to reduce the number of features in the data while preserving as much informa-
tion as possible. PCA is a popular statistical method used for dimensionality reduc-
tion. It identifies the directions (principal components) that maximise the variance

in the data. Mathematically, PCA involves finding the eigenvectors and eigenval-



740

741

742

743

744

745

746

747

748

749

750

751

752

753

754

755

756

757

758

759

760

761

762

763

764

765

766

767

769

30 Chapter 2. Background Theory

ues of the covariance matrix of x. The eigenvectors correspond to the directions
of maximum variance and the eigenvalues indicate the magnitude of variance along
these directions. The data can then be projected onto the N-dimensional subspace
defined by the eigenvectors associated with the highest IV eigenvalues, reducing the
dimensionality while preserving as much data variance as can be contained in these
N dimensions ( , ).

Generative models are another important class of unsupervised learning models
that aim to model the underlying distribution of the data. These models can be used
to generate new samples that are similar to the training data, or to perform tasks
such as anomaly detection or data denoising. Popular generative models include
Variational Autoencoders (VAEs), Generative Adversarial Networks (GANs), and
Denoising Diffusion Probabilistic Models (DDPM) which have been used in a wide
range of applications, including image generation, unpaired domain transfer, super-
resolution, and data augmentation ( , ; , ;

; ; ; , ; , ). These are explored in
detail later in this chapter.

Other types of learning include semi-supervised learning, where the model is
trained on a combination of labelled and unlabelled data, and reinforcement learning,
where the model learns to make decisions by interacting with an environment and
receiving rewards or penalties based on its actions. These models have been used in
a wide range of applications, including robotics, game playing, and natural language

processing ( , : , : , ).

2.1.2 Loss Functions and Optimisation Algorithms

Deep learning is inherently an optimisation problem that seeks to approximate highly
complex, non-linear functions through the iterative refinement of model parameters.
These models, structured as neural networks, aim to map inputs to desired outputs
with minimal error. This minimisation process is governed by a loss function, which
provides a scalar value that quantifies the misfit of what the the model is trying to
learn. Backpropagation calculates the gradient of the loss function with respect to

each trainable parameter in the network, using the chain rule of calculus to propagate
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the error from the output layer back through the hidden layers, to the input layer.
These gradients are then employed, predominantly, in gradient-based optimisation
algorithms to update the network’s parameters in a direction that minimises the
loss value, thereby improving the model’s predictive performance over successive
iterations ( , )

The critical role of loss functions in deep learning extends beyond error calcu-
lation; they shape the entire optimisation landscape, influencing how a model learns
and generalises ( , ). The loss function directs the parameter updates
in a manner that should, ideally, lead to convergence to the global or a sufficiently
optimal local minimum of the loss landscape ( ) ). From an optimisation
perspective, loss functions that are smooth, differentiable, and convex are desirable,
as they stabilise and facilitate iterative optimisation in the landscape, and lead to
better generalisation outcomes ( , ; , ;

, 2006).

Deep learning tasks are diverse and encompass a broad range of applications,
each with distinct requirements for loss functions. In regression tasks, where the goal
is to predict continuous outputs, loss functions like Mean Squared Error (MSE) and
Mean Absolute Error (MAE) are commonly employed. These functions quantify the
difference between predicted and target continuous values, with MSE being partic-
ularly sensitive to outliers due to its quadratic nature. In classification tasks, where
the objective is to predict discrete class labels, the Cross-Entropy Loss is typically
used. This loss function is grounded in probabilistic principles, penalising incorrect
classifications based on the predicted probability distribution. For sequence pre-
diction tasks, often seen in natural language processing and time-series forecasting,
the Negative Log-Likelihood (NLL) loss is frequently utilised ( ,

; , ). Object detection, a task that requires both classi-
fication and localisation, employs compound loss functions that combine aspects of
cross-entropy and regression losses ( , ). Reinforcement learning, an-
other distinct area, typically employs reward-based losses, where the objective is to

maximise cumulative rewards of an agent in an environment over time (

Y ) Y )'
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In image generation, the focus of this thesis, the choice of loss function directly
impacts the quality, realism, and fidelity of the generated images ( ,
; , ; , ). Image comparison tasks require loss
functions that can quantify the difference between two images, treated as continuous
data structures, assessing their similarity or dissimilarity. One of the simplest yet
effective loss functions in image generation tasks is the MAE, also known as the L1

norm. It is mathematically defined as:

N
1
Lyrae(x,y) = - E |zi — yil, (2.7)
i=1

where x; and y; are the i-th index of the true and predicted values, respectively,
and n is the number of features in the data. The MAE computes the average of the
absolute differences between the predicted and true values, providing a measure of
the average intensity difference between two images. When MAE is used as a loss
function, it implicitly assumes that the residuals €; = y; — 3; are Laplace-distributed,
which makes the model more robust to outliers. In other words, large deviations do
not disproportionately influence the overall loss, making MAE particularly useful in
situations where data contains significant noise or outliers.

MAE’s primary advantage in optimisation is its ability to produce sparse solu-
tions, which is desirable in high-dimensional spaces where interpretability and feature
selection are important ( , ). Sparse solutions reduce the risk of overfit-
ting by focusing on the most relevant features and ignoring irrelevant ones, although
overly-sparse models may end up suffering from underfitting ( , ;

, 2010).

In contrast, the MSE loss, also known as the L2 norm, is defined as:

1 N
Lusp(x,y) = > (@i—w)?, (2.8)

i=1
where x; and y; are the true and predicted values, respectively, and n is the number of
features in the data. MSE computes the average of the squared differences between
the predicted and true values, penalising larger errors more severely than MAE.

Statistically, MSE is related to the Gaussian (or normal) distribution by assuming
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that the residuals are normally distributed with zero mean. When the underlying
noise in the data is Gaussian, MSE provides the maximum likelihood estimate (MLE)
of the parameters. MSE is also smooth and differentiable everywhere (

, ), which makes it particularly amenable to gradient-based optimisation
methods. The smoothness ensures that the gradient exists at all points, leading to
more straightforward convergence properties.

However, MSE is more sensitive to outliers than the MAE, as the squared
term amplifies the impact of large errors on the overall loss value. This can lead to
suboptimal performance when the dataset contains noisy or extreme values, as the
model may focus too heavily on minimising the impact of outliers at the expense of
generalisation.

Both MAE and MSE are element-wise loss functions that compare the intensity
values of corresponding elements in two signals. These loss functions are compu-
tationally efficient and effective for quantifying overall differences between images.
However, they often produce blurry results when applied to image reconstruction
tasks because they treat each element independently, ignoring spatial correlations
and context. This lack of spatial awareness causes high-frequency details, such as
edges and fine textures, to be averaged out, resulting in smooth but less sharp images
( , ). In the case of MSE, the blurriness is further exacerbated
by its quadratic formulation, which disproportionately penalises large deviations.
Since these large deviations are often associated with prominent low-frequency com-
ponents, such as smooth transitions and broad features, the model tends to overfit to
minimise such errors, neglecting high-frequency details crucial for perceptual quality.
This prioritisation of low-frequency resolutions is demonstrated in Figure 2.4, where
a principal component analysis (PCA) of the MSE between MNIST ( ,

) and gaussian noise shows that lower-frequencies are represented by higher
variances, and in turn, higher priority in the error propagation. As a result, models
optimised under MSE tend to generate outputs that capture low-frequency informa-
tion accurately but fail to maintain sharp, high-frequency features, leading to a loss

of detail and the characteristic blurriness in the generated images ( ,

).
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Principal Component 1 Principal Compaonent 25 Principal Component 50 Principal Component 75 Principal Component 100
Explained Variance 5.2513  Explained Variance 0.588%9 Explained Variance 0.2940 Explained Variance 0.2106 Explained Variance 0.1776

Figure 2.4: PCA analysis of the MSE between MNIST and Gaussian noise. PCA
decomposes the error into its principal components, where each component is an
eigenvector of the covariance matrix of the error. The variances are the eigenvalues
of the covariance matrix, indicating the importance of each principal component in
the error. The plot shows the variances of the error for different principal compo-
nents, highlighting the prioritisation of low-frequency resolutions in MSE. Variance
increases to the right.

This limitation has motivated the development of perceptual loss functions,
which aim to capture high-level features and spatial correlations in images to gener-
ate more visually appealing and realistic outputs (Pappas et al.; 2000; Johnson et al.,
20165 Zhang et al.; 2018a). One such perceptual metric is the Structural Similarity
Index (SSIM) — and its extension, Multi-Scale Structural Similarity Index Measure
(MS-SSIM) — which quantifies the perceptual similarity between two images by con-
sidering changes in structural information such as luminance, contrast, and general

structure (Wangz et al.; 2004). The SSIM is mathematically defined as:

(2pxpry + C1)(20%y + Ch)
(1% + p2 + C1)(02 + 02 + Cy)

SSIM(x,y) =

where 15 and p, are the mean intensities, ox and o, are the variances, and oy, is
the covariance of images x and y, respectively. Constants C; and Cs are used to
stabilise the division.

As a loss function, SSIM is particularly advantageous over MAE and MSE
because it measures the perceptual similarity between images with statistical de-
scriptors rather than element-wise differences. This makes SSIM more aligned with
human visual perception, effectively capturing spatial dependencies and high-level
textures that element-wise norms fail to address, resulting in visually superior image

reconstructions (Wang et al., 2004; Zhao et al.; 2016). MS-SSIM is an extension of
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SSIM that evaluates the structural similarity at multiple scales or resolutions. This
approach allows MS-SSIM to capture more detailed information about the image
structure at different levels, making it more robust and reliable for assessing image
quality.

While both losses offer significant advantages in preserving perceptual quality
by focusing on structural similarities, it also presents several limitations that im-
pact its effectiveness as a loss function in deep image generation tasks. Both SSIM
and MS-SSIM are highly sensitive to changes in luminance and contrast, which can
lead to undervalue of images that differ slighly in those parameters despite having
great perceptual compatibility. Specifically, they assume that structural similarity
is maintained if local mean and variance are preserved, which is not always true in
practical scenarios ( ) ). In addition, their reliance on
local statistics, such as means and variances, makes it vulnerable to image noise and
artefacts, and can lead to inaccurate quality assessments. This reliance also makes
SSIM and MS-SSIM less robust in scenarios where images have local variations or
local distortions, or where there is little variation in pixel intensities (low variance)
( , : , ). This can result
in poor convergence and inferior model performance, particularly in tasks involving
fine-grained image details or complex textures ( , ).

The Focal Frequency Loss (FFL) ( , ) is an advanced loss function
designed to address the low-frequency bias inherent in MSE, particularly within
deep image generation tasks. Unlike conventional element-wise losses that operate
in the spatial domain, FFL operates in the frequency domain, targeting discrepancies
between generated and target images across various frequency bands. Formally, it is

defined as:

M—-1N-1

LrrL(x,y) Z Z u, )| Fx(u,v) — Fy(u,v)|2, (2.9)

u=0 v=0

where M and N denote the dimensions of the frequency domain representation. The
FFL is computed by performing the Hadamard product (element-wise multiplication)

between the spectrum weight matrix w(u,v) and the squared differences between
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the Fourier coefficients of the true and generated images, x and y, respectively. The
weight matrix is formulated to emphasize discrepancies in the frequency domain by
focusing on frequencies where the predicted and target images differ the most (

, ), and is defined as:

w(u,v) = |Fx(u,v) — Fy(u,v)|%, (2.10)

where Fx(u,v) and Fy(u,v) are the Fourier transform coefficients of the reference
(target) image and the generated (predicted) image, respectively, at frequency coor-
dinates (u,v). The parameter « serves as a scaling factor for flexibility, with oo = 1
typically used in experiments. The weight matrix w(u,v) is further normalised to
the range [0, 1], where the value 1 corresponds to the frequency with the greatest
loss, and lower values correspond to less significant frequencies.

The resulting loss function focuses on those frequencies that contribute most to
the perceptual differences between the images, thereby guiding the model to correct
these specific discrepancies and ultimately improving the visual quality of the gen-
erated images ( , ). However, while FFL is adept at preserving high-
frequency information, it may not fully capture other perceptual qualities, requiring
integration with other reconstructive loss functions to comprehensively address the
multifaceted requirements of deep image generation tasks ( , ).

Deep perceptual losses, on the other hand, have gained prominence for their
ability to align generated images more closely with human visual perception (

, ; , 2016; , 2000; , 20106).
They operate on higher-level features extracted from pre-trained convolutional neural
networks, leveraging the network’s ability to capture complex patterns and textures
that are more aligned with human perception ( , ).

Mathematically, if ¢;(x) and ¢;(y) represent the feature maps at layer [ of a
trained network for the generated image x and the target image y, respectively, the

perceptual loss can be defined as:

ﬁperceptual(x7 Y) = Z H¢l(x) - (z)l(Y)Hg (211)

l
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This loss function measures the Euclidean distance between the feature repre-
sentations of the generated and target images across several layers [ of the network
( , ). By focusing on these higher-level abstractions rather than
element-by-element differences, perceptual losses help to preserve the global structure
and finer details of the image.

One of the key advantages of perceptual losses is their ability to maintain the
semantic content and stylistic features of images. For example, in style transfer appli-
cations, perceptual losses can be used to ensure that the generated image retains the
content structure of the original image while adopting the style of a reference image
( , ). This is achieved by comparing the content and style features
separately, often using different layers of the CNN. The lower layers, which capture
more detailed information, are typically used for content preservation, while higher
layers, which capture more abstract features, are used for style transfer (

, 2016).

A particularly popular perceptual loss is the Learned Perceptual Image Patch
Similarity (LPIPS) metric ( , ). LPIPS extends the concept of per-
ceptual loss by employing deep features from multiple layers of a pre-trained network
and weighting these features based on their contribution to perceptual similarity. The

LPIPS metric is defined as:

Hy W,

LPIPS(x.y) = 3 775 Do 3 101 © (610 = (3 (2.12)
l

h=1w=1

where ¢;(x) and ¢;(y) represent the feature maps of images x and y extracted from
the [-th layer of a pre-trained network, with H; and W, denoting the height and
width of the feature map at layer [. The learned weights w;, applied to each feature
channel, adjust the importance of different feature activations to better align with
human perceptual judgments. The squared Euclidean distance, || - |3, is used to
measure the difference between corresponding feature activations, while the element-
wise multiplication, ®, allows for weighting these differences by w; ( ,

). This approach allows LPIPS to more accurately reflect human judgment of
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image quality in general.

However, similar to other perceptual losses, LPIPS requires significant compu-
tational resources due to the need for forward passes through deep networks. Addi-
tionally, the reliance on pre-trained weights introduces a dependency on the specific
dataset and task, which can limit generalisability across different applications. Per-
ceptual losses also depend heavily on the choice of pre-trained networks and the
specific layers used for feature extraction. Different networks or layers can yield
different perceptual qualities, which are directly related to the dataset they were
trained on and the hyperparameters that defined the pre-training. If the pre-trained
kernels do not extract useful features for the new task, then the perceptual loss may
not be effective. Finally, similar to the focal frequency loss, perceptual losses do not
optimally perform alone and require integration with other loss functions to prevent
high-frequency artifacts and hallucinations ( ) ).

Adversarial losses are another class of loss functions that leverage the capabil-
ities of neural networks to generate high-quality data by introducing a model that
discriminate between real and generated data. They form the foundational concept
of Generative Adversarial Networks (GANs) ( , ), and will be
discussed in detail in Section 2.1.4

The Kullback-Leibler (KL) divergence is another widely used measure in deep
generative learning, particularly in the framework of variational inference. Con-
ceptually, KL divergence quantifies how one probability distribution diverges from
another, providing a means to compare the statistical properties of two distributions.

For a discrete case, the KL divergence of a distribution ¢(z) from p(x) is defined as:

KL(g() || p(@)) = 3 a(a) log (q”) . (2.13)

2

The KL divergence is a strictly-positive value that quantifies the expected log
difference between probabilities assigned by ¢(z) and p(z), with a lower value indi-
cating greater similarity between the distributions. It is important to note that the
KL divergence is asymmetric, such that KL(q || p) # KL(p || ¢). This asymmetry

places greater emphasis on regions where ¢(z) has higher density for Equation 2.13,
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making it particularly sensitive to inaccuracies in these areas. The KL divergence
plays a crucial role in the context of variational inference, which is discussed in depth

in Section 2.1.3.

Optimisation Algorithms

Optimisation algorithms are integral to the training of deep neural networks, serving
as the mechanisms through which models learn by minimising a given loss func-
tion. While the loss function itself defines the optimisation landscape — a high-
dimensional space where each axis corresponds to a model parameters — the role of
the optimiser is to effectively navigate this landscape, iteratively moving the model
towards a point of minimal loss. This process is non-trivial due to the highly non-
convex nature of loss surfaces in deep learning, often characterised by numerous local
minima, saddle points, and flat regions, which complicate the convergence to a global
minimum ( ; ; ) ).

Local optimisation methods traverse this complex landscape in search of an
optimal solution, although by design they can not discern between local and global
minima (Figure 2.5) ( , ). Global optimisation methods aim to miti-
gate this problem by exploring a larger search space in the optimisation landscape,
but for the most part, they are largely computationally intractable, and therefore
unscalable and not suitable for deep learning tasks. Deep learning optimisation, and
non-convex optimisations in general (these can be used interchangeably throughout
this subsection), try to achieve a balance between the two by using local optimisation
methods that are computationally efficient and can find solutions which are a suffi-
ciently good approximation of the global minimum ( , ;

, 2016).

Stochastic Gradient Descent (SGD) is one of the most fundamental optimisation
algorithms used in deep learning ( ) ). It is a local optimisation

algorithm, mathematically expressed as:

0t+1 = 975 - T]Vgﬁ(et) (214)
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Figure 2.5: The figure depicts the 1D Ackley function ( , ), & non-convex
objective with multiple local minima and a global minimum at x = 0. Local min-
ima (orange) and the global minimum (red) are marked on the primary plot, while
the inset zooms in on a local minimum near x = 2.5, depicting a narrower opti-
misation search space that local optimisation algorithms may explore. Under poor
optimisation conditions (e.g. initialisations and regularisations), local optimisation
algorithms, such a gradient-based ones, may be trapped in local minima, failing to
reach the optimal solution. Black arrows indicate the direction of gradient descent
at different points along the function.

where 0; represents the model parameters at iteration ¢, n is the learning rate, and
VoL(0;) denotes the gradient of the loss function £ with respect to ;. As the
name implies, this formulation drives the model parameters towards the direction
of descent that minimises the loss function. Each model update is performed for a
random subset, termed mini-batch, of the training data until the model has converged
to a local solution.

This stochastic nature of SGD introduces noise into the parameter updates,
which can both help and hinder the optimisation process. While this stochasticity
may allow the algorithm to escape local minima, it also results in high variance in
the updates, which can slow convergence, especially in the presence of mini batches
that are not an accurate representation of the whole dataset.

SGD with momentum aims to address the variance and oscillatory behaviour

in SGD by incorporating a wvelocity term, which is a dynamically-updated running
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average of past gradients ( , ) and is used instead of position to
update the parameters ( , ). The velocity terms is dynam-

ically updated as:

Vip1 = Bup + Vgﬁ(et), (215)

and the parameter update with the velocity term as:

9t+1 == Ht — NVt+1, (2.16)

where [ is a hyperparameter controlling the contribution of previous gradients to the
current update. The momentum term helps to accelerate updates in the direction
of consistent gradients and dampen oscillations, particularly in the directions where
the gradients exhibit high variance ( , ). While this improves
convergence speed and stability, it does not resolve issues related to poor scaling
of the learning rate across different dimensions of the parameter space, leading to
suboptimal performance in scenarios where the loss surface is anisotropic.
RMSprop (Root Mean Square Propagation) introduces an adaptive learning

rate mechanism by normalising the gradient updates using an exponentially decaying

average of squared past gradients ( , ):
511 = pse + (1 — p)VoL(6;)? (2.17)
Oyt = 0, — ——L—V,L(6,), (2.18)

VSt+1 + €

where p is the decay rate, and € is a small constant added for numerical stability. The
first equation computes an exponentially decaying average of the squared gradients,
which acts as an estimate of the second moment (variance) of the gradients. The
second equation updates the model parameters using the gradient, but with a learn-
ing rate scaled by the square root of the running average of the squared gradient,
meaning that parameters with frequently large gradients receive smaller updates,

and parameters with smaller gradients receive relatively larger updates (

, 2012).
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RMSprop effectively mitigates the issue of learning rate scaling by adapting it
for each parameter individually based on the historical magnitude of its gradients.
However, RMSprop is limited by its sensitivity to the choice of hyperparameters,
particularly the decay rate and the learning rate , and by its lack of bias correction
of gradients ( , ). They can also struggle optimising landscapes
that exhibits sharp changes in curvature or have sparse gradients, and it may under-
perform in scenarios with non-stationary objectives ( , ).

Adam (Adaptive Moment Estimation) ( , ) addresses these
limitations by combining the benefits of both momentum and RMSprop by main-
taining two moving averages: the first for the gradients (Equation 2.19), akin to

momentum, and the second for the squared gradients (Equation 2.20), similar to

RMSprop ( : ):

mey1 = Brmy + (1 — B1)VeL(0;) (2.19)
Stp1 = Bast + (1 — B2)VoL(6,)” (2.20)

. m . s
miy+1 = 1_t7+tl+17 St+1 = 1_t7+1+1 (2-21>

1 2
Opi1 = 0 — ——L iy, (2.22)
v/ St+1 T €

where the terms (81 and (o are hyperparameters controlling the decay rates of the
moving averages, and mm;+1 and §;41 are bias-corrected estimates of the first and
second moments, respectively, shown in Equation 2.21. The weights are then updated
according to Equation 2.22.

Adam’s adaptive learning rates, combined with momentum-like behaviour, make
it particularly effective in practice, offering robust performance across a wide range
of tasks and architectures ( , ). Its ability to handle sparse gradi-
ents and maintain stability in the face of non-stationary objectives has contributed
to its widespread adoption as the de facto optimiser in deep learning. Nonetheless,
Adam is not without limitations; it has been observed to converge to suboptimal
minima in specific settings where regularisation is critical or when the learning rate

is not carefully tuned ( , ).
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Beyond these key optimisers, several other algorithms have been proposed to
address specific challenges in deep learning. AdaGrad introduces element-wise scal-
ing of the learning rate based on the cumulative sum of squared gradients, but it
suffers from an ever-decreasing learning rate, which can stall optimisation (

, ). Nadam, a variant of Adam, incorporates Nesterov momentum, which
theoretically provides faster convergence but may be more sensitive to hyperparam-
eter tuning ( , ). AMSGrad aims to resolve Adam’s convergence issues by
modifying the second moment estimates to ensure they do not increase, thus pre-
venting the adaptive learning rates from vanishing too rapidly ( , ).
Similarly, AdaMax modifies Adam’s update rule to improve stability in the presence
of large gradients ( , ). Lastly, LAMB (Layer-wise Adaptive Mo-
ments) is designed for large-batch training, particularly effective in the context of
training large-scale language models, by adapting the learning rate at the layer level,

addressing issues of poor conditioning across different network depths ( ,

).

2.1.3 Variational Autoencoders

Variational inference, a method rooted in Bayesian statistics, provides an efficient
alternative to computationally expensive techniques like Markov Chain Monte Carlo
(MCMC) for approximating intractable posterior distributions ( ,

). It reformulates inference as an optimisation problem by iteratively learning
a variational distribution gg(z | x) that approximates the intractrable true posterior
Pg(z | x). This approach enables scalable inference for large datasets and has become
fundamental in training latent variable models.

Traditional autoencoders, composed of an encoder & and a decoder Dy, learn
to map input data x to a latent representation z = Ey(x) and reconstruct it as
X = Dy(z). While effective for dimensionality reduction and data compression, these
deterministic mappings are ill-suited for generative tasks, as they lack a probabilistic
framework to model the underlying data distribution.

Variational Autoencoders (VAEs) address this limitation by introducing a prob-

abilistic latent variable model trained via variational inference ( )
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). In a VAE, the encoder gyp(z | x) maps x to the parameters of a latent dis-
tribution, parametereised as a multi-variate Gaussian of a mean g and variance o2.
A sample z is then drawn from this distribution, z ~ N (u, 02), and passed to the
decoder py(x | z), which reconstructs X. This framework allows VAEs to generate
new data samples by sampling latent variables from a known prior p(z) and passing
them through the decoder to retrieve its data-space representation. The probabilis-
tic framework not only introduces generative capabilities to autoencoders, but also

allows for smooth interpolation in the latent space, enabling the generation of diverse

and coherent samples ( , : , ).

Probabilistic Framework of VAEs

In any probabilistic MLE framework, the objective is to maximise the likelihood
of generating real samples x, which is equivalent to minimising the negative log-

likelihood of the data distribution:

*=a in — lo x(1), 2.23
¢" = argmin Z; gpy(x\”) (2.23)

where pg(x) is the likelihood of the data under the parameterised model distribu-
tion pg. For models with latent variables z, the likelihood pg(x) is expressed as a

marginalisation over the latent space:

Polx) = / pol(x | 2) p(z) dz, (2.24)

where py(x | z) is the likelihood of the observed data given the latent variable z and
p(z) is the prior distribution over the latent space. The integral sums over all possible
configurations of z, weighting each configuration of the latent variables by its prior
probability p(z). Conceptually, this term quantifies how well the latent variable z
explains the observed data x, under parameterisation by ¢.

The need for integrating over all possible values of z to evaluate pg(x), makes
computing this marginal likelihood intractable for high-dimensional latent spaces.
The key insight of VAEs is to approximate this intractable integral by introducing

a variational distribution gp(z | x) that serves as a tractable approximation to the
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true posterior pg(z | x) ( ) ), which in turn, as will be seen
in the following derivations, enables the estimation of the likelihood pg(x) without
the high dimensionality.

The variational distribution is parameterised by 6 and is optimised to match
the true posterior as closely as possible. By multiplying and dividing by gy(z | x)

within the integral in Equation 2.24, the marginal likelihood can be rewritten as:

o) = [ la | P T gy (2.25)

Taking the logarithm of the marginal likelihood and substituting the above expres-

sion, yields:
Pe(x | 2)p(z)

log py(x) = log/q Z|x dz. 2.26
¢( ) 9( | ) qa(Z ’ X) ( )
Using Jensen’s inequality ( , ), which states that log E[f(x)] > Ellog f(z)],
we derive a tractable lower bound for log py(x):
P (x | 2)p(2)
log py(x) > /q z | x)log ——————=dz. 2.27
o) > [anle |10 2 20 (2.27)

Factoring out py(x | z) from the logarithm with log ab = loga + log b, and using the

property log § = —log g, we obtain:

q0(2 | x)

@) dz. (2.28)

logp¢,(x) > /qg(z | x) [logp¢(x | z) — log

Expanding the integral, we have:

q0(z | x)

) dz,  (2.29)

log pg(x) > /qa(z | x) log pg(x | 2) dz—/qe(z | x) log

where the first term represents the expected log-likelihood of the data x given the
latent variable under the approximate posterior gg(z | x), quantifying how well the
latent variable z, sampled from the approximate posterior, explains the observed
data x when passed through the probabilistic decoder py(x | z). The second term

is the KL divergence (Equation 2.13) between the approximate posterior gp(z | x)
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and the prior p(z). In full, Equation 2.29 is known as the Evidence Lower Bound
(ELBO), and its minimisation leads to maximising the marginal likelihood of the
data under the model ( , ). Minimising the ELBO is the

driving force behind VAEs, compactly expressed as:

Lvap(x;0,¢) = —Eg,zx) [log pp(x | 2)] + KL (go(z | x) || p(2)) - (2.30)

The expectation term of Equation 2.30 is often referred to as the reconstruction
term in the VAE framework, and is the same term minimised by non-probabilistic
autoencoders, usually measured under an element-wise norm like MSE. In turn, the
KL divergence measures the “distance” between the learned approximate posterior
go(z | x) and the prior p(z), ensuring that these two distributions are close to each
other. This term acts as a regulariser, structuring the latent space by encouraging
it to conform to a distribution of our choice that supports interpolation and gener-
alisation ( , : , ). In summary, these
terms ensure both generative performance and latent space regularity.

The choice of prior p(z) in VAEs is typically a unit Gaussian distribution
N(0,1I), as this facilitates the analytical computation of the KL divergence when
the approximate posterior also takes the form of a Gaussian. For a Gaussian prior
p(z) = N(0,1I) and approximate posterior go(z | x) = N (pge(x), o9(x)%I) modelled
as a diagonal Gaussian, the closed form of the KL divergence is obtained by inserting

their respective probability density functions in Equation 2.13, yielding:

J
1
KL (g0(z [ x) || p(2) 52 1 —log(a(x)7) + pe(x)7 + o9(x)7) + C,  (2.31)
7=1

where J is the dimensionality of the latent space and C' are constants independent
of the parameterisation. This tractable form ensures that the KL divergence term
in the VAE objective can be computed efficiently, making the estimation of py(x)

scalable and practical for training.



1170

1171

1172

1173

1174

1175

1176

1177

1178

1179

1180

1181

1182

Pelacani Cruz, D. 47

The VAE is constructed such that the encoder network outputs the parameters
of the approximate posterior, py(x) (mean) and oy(x) (standard deviation), which
are used to evaluate the KL divergence. The latent variable z is sampled using the

reparameterisation trick:

z = py(x) + op(x) O, (2.32)

where € ~ NV(0,I) and ® denotes element-wise multiplication. This reformulation
makes the sampling operation differentiable, enabling backpropagation and gradient-
based optimisation to maximise the ELBO (I<ingma and Welling, 2013). The sample
z is then passed to the decoder network, which reconstructs the input data X to

evaluate the reconstruction term of the lower bound.

qo(de) =

‘ENN(O,I)

Figure 2.6: Schematic representation of a Variational Autoencoder (VAE). The en-
coder network maps the input data x to the parameters of the approximate posterior
that defines latent distribution g and 3, from which a sample z is drawn. The de-
coder network then reconstructs the input data from the latent sample. Extracted
directly from Kebaili et al. (2023) — notation in the figure differs slightly from that
used in the text.

While the assumption of a Gaussian posterior with a diagonal covariance ma-
trix simplifies computation, it limits expressiveness by preventing the model from
capturing correlations between latent dimensions. Similarly, the Gaussian prior

p(z) = N(0,1) enforces an isotropic latent space, which supports smooth interpola-
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tion but may misalign with the data’s true posterior. These design choices highlight
the trade-off between computational tractability and the ability to model complex
data distributions in VAEs.

The schematic representation of a VAE is shown in Figure 2.6 and its training
algorithm is outlined in Algorithm 2. Generating new samples from a trained VAE
involves sampling latent variables from the prior distribution p(1) and passing them
through the decoder network to generate new data points, where its latent space can

be explored to manipulate the generative process.

Algorithm 2 Training Algorithm for VAEs

1: Input: Training data distribution g¢(x)
2: Output: Encoder £ and Decoder Dy networks
3: Initialise encoder parameters  and decoder parameters ¢
4: repeat
5: for number of training iterations do
6: Step 1: Encode the data sample
7: Sample x ~ ¢(x)
8: Obtain latent parameters:
g, 09 < Ep(x) (2.33)
9: Sample latent variable:
7= 1y(x) + 09(x) © € (2.34)
10: Step 2: Decode and reconstruct the data
X < Dy(z) (2.35)
11: Step 3: Compute the total loss
L = [jx = %||3 + KL(q(z | x) || p(2)) (2.36)
12: Step 4: Update model parameters
9, ¢ — 9, ¢ — OzV97¢£ (2.37)
13: end for

14: until convergence of encoder and decoder

VAEs in Practice

VAEs have been widely applied across various domains, including dimensionality

reduction, data generation, and the manipulation of latent spaces (
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: ; ; ; ; ; ; )-
However, a common issue with VAEs, and variational generative models in general,
is posterior collapse, where the encoder neglects the latent variables, resulting in
poor generative performance. This issue is particularly prevalent when the decoder
is overly powerful or the prior is overly simplistic or weak, leading the model to
maximise the likelihood of the data without leveraging the latent space effectively
( ) ; ) ). Additionally, VAEs often struggle to
generate high-quality, sharp images on large datasets compared to more sophisti-
cated generative models, primarily due to the smoothness imposed by the Gaussian
regularisation of the latent space and the limited expressiveness of the approximate
posterior ( , : , : , ). These
limitations, however, can be mitigated by augmenting the reconstruction loss with
perceptual losses ( , ). Furthermore, the KL divergence term can
sometimes dominate the training process, resulting in suboptimal latent spaces that
fail to effectively capture the underlying data structure ( , ).

To address these challenges, various VAE variants have been proposed. -VAEs
introduces a hyperparameter § that adjusts the balance between the reconstruction
loss and the KL divergence, promoting the learning of disentangled latent represen-
tations ( , ). Vector Quantised VAEs (VQ-VAEs) replace the con-
tinuous latent space with a discretised representation, demonstrating effectiveness in
tasks like discrete data generation and speech synthesis ( , ). Very
deep VAEs utilise hierarchical latent variable models to increase the expressiveness

of the latent space, enabling the generation of more complex and diverse data ( ,

).

2.1.4 Generative Adversarial Networks

Generative Adversarial Networks (GANs) have emerged as a groundbreaking frame-
work in deep learning, revolutionising generative modelling techniques. Introduced
by ( ), GANSs represent a departure from traditional generative
models by employing an adversarial training framework that fundamentally redefined

data generation ( ) ). Unlike VAEs and MCMC methods that
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relied on statistical assumptions and required expensive computations, GANs lever-
age a competitive interaction between two neural networks to directly sample from
the underlying distribution of the training data, eliminating the need for explicit
density estimation ( , ).

At the core of GANS lies the adversarial training mechanism, which establishes
a dynamic interplay between a generator network G and a discriminator network D.
The generator learns to map samples from a latent variable z ~ p.(z), drawn from
a prior distribution (commonly Gaussian or uniform), to a data space, producing
synthetic samples G(z) ~ pg(x). The discriminator, on the other hand, maps data
samples to a probability, D(x), which represents its confidence that a given sample
x originates from the true data distribution pgata(x) rather than the generator’s
distribution pg(x). This adversarial framework creates a minimax game, where the
generator aims to produce data that maximises the discriminator’s error while driving
PG (X) & pdata(Xx), while the discriminator seeks to correctly distinguish between real

and generated samples. This interplay is defined by the adversarial loss given by:

mén mgx Laay = Exwpdata(x) [log D(X)] + IEzwpz(z) [log(l - D(G(Z))>]7 (2'38>

where the generator and discriminator co-train iteratively as described in Algorithm
3 and depicted in Figure 2.7.

The first term E log D(x)] of Equation 2.38 represents the expectation

Xdiata(x)[
over all real data samples x drawn from the true data distribution pqata(x), where
D(x) denotes the discriminator’s estimate of the probability that the sample x is
a real data point rather than one generated by the model. The logarithm of D(x)
is employed to reward the discriminator for correctly classifying real data samples
as genuine, with the expectation encouraging accurate identification over the entire
dataset. The second term E,.,_(,)[log(1 — D(G(z)))] corresponds to the expecta-
tion over the latent variable z, which is sampled from a prior distribution p,(z).

Here, G(z) refers to the generator’s output, which aims to produce data samples

that resemble those from the real data distribution. D(G(z)) represents the discrim-
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Algorithm 3 Training Algorithm for GANs — extracted from

(2014)

1: Input: Training data distribution pgata(x), noise distribution p,(z)
2: Output: Generator G and Discriminator D networks
3: Initialise generator parameters 6, and discriminator parameters 64
4: repeat
5: for number of training iterations do
6: Step 1: Train the Discriminator D
7 for number of discriminator steps k£ do
8: Sample m noise samples {z(1), ... 2™} € p.(z)
9: Sample m real data samples {x(l), e ,X(m)} € Ddata(X)
10: Compute the discriminator loss:
1 & . .
Lp=——3" [log D(x) + log(1 — D(G(z@))))] (2.39)
M
11: Update the discriminator by ascending the gradient:
04« 04+ aVe,Lp (2.40)
12: end for
13: Step 2: Train the Generator G
14: Sample m noise samples {z(1, ... 2™} € p.(z)
15: Compute the generator loss:
1 m
Log=—— @) .
G === log D(G(")) (2.41)
=1
16: Update the generator by descending the gradient:
0y < 04 — OnggﬁG (2.42)
17: end for

18: until convergence of the generator and discriminator

inator’s estimate of the probability that the generated sample G(z) is real, and the
logarithm of 1 — D(G(z)) penalises the generator for producing samples that the
discriminator can easily distinguish from real data. This encourages the generator,
which minimises the loss, to improve the quality of its outputs, making them increas-
ingly indistinguishable from real data and thus more likely to fool the discriminator.
At the Nash equilibrium of this game ( , ), the genera-
tor has ideally learned to generate data that is indistinguishable from the real data
distribution, and the discriminator is no longer able to discern generated samples

from real ones with any better accuracy than random guessing. This equilibrium
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Real/Fake

D(x) Hicon i~ G(a)

N(0,T)

Figure 2.7: Schematic representation of a Generative Adversarial Network (GAN).
The generator network G maps a noise vector z to a data sample G(z), while the
discriminator network D evaluates whether a given sample is real or generated. The
adversarial training process iteratively updates both networks to improve the quality
of generated samples and the discriminator’s ability to distinguish them from real
data. Extracted directly from Kebaili et al. (2023) — notation in the figure differs
slightly from that used in the text.

represents the point where the generator and discriminator are optimally balanced,
and the model’s performance stabilises (Goodfellow et al.; 2014; Weng, 2017).

In a statistical framework, when the discriminator is at its optimal performance,
minimising the adversarial loss reduces to minimising the Jensen-Shannon (JS) diver-
gence between the generated data distribution pg(x) and the real data distribution
Pdata(X). At each training iteration, given a fixed generator G, the optimal dis-
criminator D* can be derived by maximising Equation 2.38 pointwise for each input
sample. Taking the derivative of Equation 2.38 with respect to D(x) and setting it

to zero yields:

D* (X) o Pdata (X)

= P + P (2.43)

Substituting D*(x) back into the Equation 2.38 gives the generator’s objective under

the assumption of an optimal discriminator. The generator minimises:

pa(x)
Pdata(X) + pG(X)

Pdata (X)
Pdata (X) +pa (X)

Loa=E log , (2.44)

X~Pdata (x)

] +Ex~pc(x) [log
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which can be written as the JS divergence between the two distributions pgata(x)

and pa(x) ( , 2014):

Lo = —log(4) +2 - JS(pdata(x) [Py (%)), (2.45)

with JS divergence is defined as:

IS(pasea()lpy () =5 KL (pdata<x>\pd“a("> - W))

L (x)2+ " (2.46)
# 5 KL (g Pl £ 200 )

where KL(p|| p—;q) and KL(p|| pzﬂ) are the KL divergences between the two dis-
tributions p and g and their average, respectively. The JS divergence, although not
differentiable, is symmetric and bounded, with a value of 0 when the two distributions
are identical. Thus, minimising the adversarial loss with an optimal discriminator
is equivalent to minimising the JS divergence between the true data distribution
Pdata(X) and the generator’s distribution pg(x). At the Nash equilibrium, when
PG(X) = Pdata(X), the Jensen-Shannon divergence reaches its minimum value of zero,
implying that the generator has perfectly learned to replicate the true data distribu-
tion.

Adversarial losses, particularly when applied to GANs, have revolutionised deep
image generation tasks by introducing a powerful framework for producing highly
realistic and detailed images. This approach addresses the limitations of traditional
loss functions by driving the generation of images to closely mimic the complex
characteristics of real-world data, modelling the data distribution indirectly with

equal focus in all perceptual qualities ( , ; , ;
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GANSs in Practice

GANSs have found widespread application in various fields, particularly in the syn-
thesis of data across different modalities such as images, text, and audio. They
have proven instrumental in generating realistic images, which has been leveraged
in areas ranging from artistic creation to medical imaging ( , ;

, ; , ). Another prominent application of
GANSs is domain transfer, where data is converted from one domain to another,
such as translating photographs into artistic renditions. Super-resolution, which in-
volves generating high-resolution images from low-resolution counterparts, has also
seen significant advancements through GANs in applications like satellite imagery
and medical diagnostics ( , ; ) ). GANs are
also employed in interpolation tasks, generating intermediate frames in sequences of
images or videos, and in data augmentation, where they enhance the diversity of
training datasets, thereby improving the performance of machine learning models
( , 2014; , 2016).

Despite their successes, GANs are accompanied by notable challenges and limi-
tations. One of the primary issues with GANs is mode collapse, where the generator
learns to produce a limited set of samples that fool the discriminator, rather than
capturing the full diversity of the data distribution ( , ). Despite
its statistical framework, it is stated by the adversarial loss that its only goal is to
fool the discriminator, not to capture the full distribution of the data. This can lead
to a lack of variety in the generated images and a failure to reproduce the distribu-
tion data to a sufficient degree ( , ). Additionally, GANs require
careful hyperparameter tuning and architectural choices to properly balance the work
of the generator vs. the discriminator and achieve Nash equilibrium ( ,

), a task that is particularly difficult to achieve. The stability of the adversarial
training process can be highly sensitive to the choice of learning rates, optimisers,
and network architectures, making it challenging to apply in practice. Furthermore,
GANSs are known to suffer from issues such as vanishing gradients, occurring when

the discriminator becomes excessively adept at distinguishing real from generated
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data, leading to insufficient gradient information for updating the generator, stag-
nating the training process ( , : , ). Altogether, these
issues can hinder their performance and limit the applicability of GANs in real-world
scenarios ( , : , ).

Addressing these limitations has been a primary focus of GAN research, result-
ing in the development of various techniques to stabilise training and enhance perfor-
mance, including alternative loss functions and architectural modifications (

, : , ). Wasserstein GANs (WGANSs) (

, ) and Least Squares GANs (LSGANSs) ( , ) are notable
examples of such advancements, offering smoother loss functions compared to the
discontinuous JS divergence. These approaches aim to improve stability and con-
vergence while mitigating challenges such as mode collapse and vanishing gradients
( ) ; , ). WGANS leverage the Wasserstein distance
as the loss function, whereas LSGANs employ the least squares loss (or MSE) loss.

The impressive capabilities of the GAN framework have driven the develop-
ment of numerous variants. For instance, Conditional GANs (cGANs) extend the
basic GAN framework by incorporating additional information, such as class labels,
into the generation process, enabling the creation of class-specific data (

, ). StyleGANs have advanced state-of-the-art image synthesis by al-
lowing detailed control over the latent space to manipulate the style of generated
images, making them highly valuable in industries requiring photorealistic image
generation ( , ). Variational Autoencoder GANs (VAE-GANSs) com-
bine the probabilistic framework of VAEs with adversarial training to overcome the
lack of expressiveness of VAEs and produce higher-quality samples ( ,

). CycleGANs have transformed image-to-image translation tasks by enabling
domain conversion without requiring paired datasets, greatly impacting applications
in style transfer and domain adaptation ( , ). InfoGANSs, meanwhile,
enhance interpretability and control in generative processes by maximising mutual
information between a subset of latent variables and the generated data, promoting
disentangled, meaningful representations ( , ).

The adaptability of GANs is further demonstrated by the ease with which ad-
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versarial training can be integrated into diverse network architectures. By adding a
discriminator network and an adversarial loss function, many modern models har-
ness the power of GANs ( ) ; , ), establishing

adversarial training as a foundational technique in the machine learning community.

2.1.5 Diffusion Models

Diffusion models have recently emerged as a robust framework in generative mod-
elling, marking a significant shift from earlier probabilistic and adversarial archi-
tectures. Originally formalised by ( ) and later refined by
( ), these models rely on a sequential denoising process to transform
simple Gaussian noise into complex, data-like samples. Unlike GANs and VAEs,
which utilise adversarial training or probabilistic latent variable approximations, re-
spectively ( , : , ), diffusion models
progressively add noise to data in a forward process and then reverse this corrup-
tion through a parameterised and iterative denoising process ( , ;
) ). By circumventing adversarial training, diffusion models avoid
the instability and mode collapse issues prevalent in GANs; and by not imposing a
regularised latent space, they are free from the assumptions and limited expressive-
ness associated with VAEs. Instead, the iterative noise-removal approach enables
diffusion models to capture intricate data distributions with high fidelity, employing
a sequence of Markov steps that can effectively approximate the data manifold (

, 2020; , 2023).

Diffusion models are inspired by non-equilibrium thermodynamics, where sys-
tems evolve towards a target distribution through gradual perturbations that in-
crease entropy over time ( , ). The forward process trans-
forms structured data into Gaussian noise through stochastic perturbations governed
by continuous-time SDEs, progressively degrading the data distribution into a high-
entropy Gaussian state ( , ). The forward diffusion process is formally

described by the forward SDE:

dx; = f(x¢, t) dt + g(t) dwy, (2.47)
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where x; represents the data state at time ¢, f(xy,¢) is the drift term, g(t) is the
diffusion term, and w; is the Wiener process representing Brownian motion. Equa-
tion 2.47 can be understood by its components. The drift term acts on x; to apply
a steady deterministic shift, moving data from a structured state towards Gaussian
noise; and the diffusion term controls the level of randomness added at each step,
which, governed by the Wiener process, introduces natural variability to the equa-
tion through stochasticity ( , ). Together, the drift and diffusion terms
jointly transform the data towards Gaussian noise as t — 7.
The goal of a diffusion model is to learn the reverse process that reconstructs
the data by approximating the reverse-time dynamics of the forward SDE. For a
stochastic process described by a forward SDE, the reverse-time process is defined
by modifying the drift term to include a corrective term proportional to the gradient
of the log-likelihood of the data distribution ( ) ; , ;
, ). Consequently, the reverse-time process is itself another
SDE, enabling the iterative recovery of structured data from noise. In combination

with the Fokker-Planck equation defined as:

Ope(x)
ot

C LV (f(x () + %g(t)szpt(x), (2.48)

which describes how the data distribution evolves as a function of drift and diffusion

terms, the reverse SDE takes the form ( , ; , ):

dxy = [f(xt,t) — g(t)QVx logpt(xt)] dt + g(t) dwy, (2.49)

where p¢(x;) is the probability density of the corrupted sample x; at time ¢, and
Vx log pi(x;) is the score function. Equation 2.49 can also be understood by its com-
ponents. The backward drift term f(x;,t) — g(t)?Vx log p;(x;) acts as a force that
guides the reverse process towards the original data distribution by combining the
original forward drift term and the score function, the latter of which provides the
gradient direction towards regions of higher probability in the data distribution (

, : , ). The term g¢(t) dw; represents the Gaussian noise

added at each step, which, similarly to the forward SDE, introduces stochasticity
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into the reverse process, allowing for stability and variability in the denoising trajec-
tory. Without this term, the reverse process would deterministically map noise to
data in the form of an ordinary differential equation (ODE) ( ) ;

, ; , ). Together, these terms allow the reverse-time SDE
to reconstruct structured data from Gaussian noise, effectively generating samples

by following the reverse diffusion pathway back to the initial data distribution (

, 2020).

Score-Based Generative Modelling

In theory, if the gradient of the log-likelihood of the data is known, Equation 2.49
can be approximated using Langevin dynamics to sample from the data distribu-
tion in discrete steps. Langevin dynamics provides a discrete approximation to the

continuous reverse SDE and mathematically operates as follows:

Xjt+1 = Xi + nVx log p(x) + /27 €, (2.50)

where 7 is a small step size (analogous to dt in the SDE), Vxlog p(xx) is the score
function, providing the gradient direction at the current step k, and € is standard
Gaussian noise sampled independently at each step. In this formulation, the term
nVx log p(xy) leverages the score function to direct the sample towards high-density
regions of the data distribution, similar to gradient descent (Figure 2.8). The term
V/2n €, adds stochastic noise, akin to the Brownian motion component g(t) dw; in the
reverse SDE; stabilising the sampling process and ensuring sampling variety (

, ). It is important to note that convergence of Langevin dynamics
to the target distribution depends on a sufficiently small step size 1 and the number
of steps taken.

While Langevin dynamics may appear as a crude approximation to the continu-
ous reverse SDE, it proves effective for several reasons. First, the score function guid-
ance at each step provides a strong directional cue toward higher-probability regions,
reducing reliance on a finely tuned continuous path. Additionally, using a small step

size 1 ensures that each update closely follows the behaviour of the continuous re-
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Figure 2.8: Evolution of the sampling process, represented by blue-dotted parti-
cles over time under Langevin dynamics, as described by Equation (2.50). Each
panel represents successive timesteps, showing particles converging towards regions
of high probability density. The vector field (black arrows) denotes the gradient of
the log-density function, directing particles towards modes of the target distribu-
tion. Red contours illustrate the energy landscape, with particles initially dispersed
and progressively concentrating in lower-potential regions. Noise, modelled by the
term /2n€y, introduces stochasticity, ensuring exploration of the state space. Image
adapted from Song (2021)

verse SDE, allowing the discrete steps to approximate the trajectory accurately with
sufficient iterations. However, excessively small step sizes can lead to slower conver-
gence, requiring a careful balance to maintain efficiency. Furthermore, the iterative
addition of noise facilitates exploration of the probability landscape, preventing the
sampler from becoming trapped in local modes (Song and Ermon, 2019). Annealed
Langevin dynamics, which gradually reduces the noise level, is often employed to en-
able broad exploration initially and fine-grained adjustments later, further stabilising
the sampling process (Song and Frmon, 2019). Conceptually, score-based generative
models, and diffusion models more broadly, iteratively denoise pure noise through
a series of steps, effectively “diffusing” the noise distribution towards the real data
distribution (Figure 2.9).

In practice, the score function is intractable to compute directly because it
requires knowledge of the true data distribution p;(x;). Song and Ermon (2019)
instead proposes that a neural network can be used to approximate the score function
Vx logpi(x;), allowing for the reverse SDE path to be resolved and to generate
new samples from the data distribution. This approach is known as score-based

generative modelling. In Song and Ermon (2019), data degradation is implemented
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Figure 2.9: Progressive transformation of an initial unimodal Gaussian distribution
into a bimodal target distribution over 1000 iterations, employing a cosine annealing
schedule to control the iterative degradation. This process reflects the underlying
principles of score-based and diffusion models, where probability distributions are
iteratively refined by perturbing initial samples towards a more complex target dis-
tribution. The evolving distribution (solid line) increasingly aligns with the target
distribution (dashed line), demonstrating the gradual improvement in density esti-
mation characteristic of generative models that leverage forward and reverse diffusion
processes. Image inspired by ( ).

through a continuous multi-scale noise schedule, where Gaussian noise is added at
various continuous noise levels {oy}._;, producing a range of progressively noisier
distributions p(x|o;) as o} increases. Each noise level o; represents a different degree
of noise variance, where the sample is perturbed following:
e ~N(0,I).

Xy, = X0 + 0y - €, (2.51)

The objective function in score-based generative modelling is thus formulated
as a denoising score-matching loss, where the model, parameterised by ), is trained
by minimising the expected squared error between the predicted score and the true

score across a range of noise scales ( , ):

Lspan () = Bo, |A(01), Exy. lI5(Xay,00) + Vxlogplxaxo)l3] . (2:52)

where A(o}) is a weighting function that can be chosen to balance the contributions

from different noise levels oy ( , ).
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For a Gaussian distribution x ~ A (u,04%I), with mean g and variance o4°I,
the score function is given by:
X—p

Vxlogp(x) = — s (2.53)
¢

In the case of Equation 2.51, x,, is centered around the original data x¢ with variance
o2, and the score function is given by:
Xor — X0 Ot " € €

Vx 1ng(XUt|X0) = - o2 = - o2 = _;t’ (2'54)
t t

yielding the revised and tractable loss function:

€

ST/J(XUtv Ut) - ;t

['SBGM(I/]) = Eat )‘(Ut)7EX0,e

2
] . (2.55)

2

This approach of learning the score function across multiple noise scales pro-
vides flexibility and stability, allowing the model to produce high-quality samples
by leveraging the trained scores to iteratively denoise through Langevin dynamics
(Equation 2.50), without fixed timesteps ( , ). However, achiev-
ing stability and convergence in score-based generative modelling requires careful
tuning of the noise schedule and accurate approximation of the score function. If
noise levels are too low at certain scales, the model may not sufficiently explore the
data space, limiting the model’s exposure to diverse representations of the data dis-
tribution ( , ). Conversely, overly high noise levels can obscure
data structure by excessively corrupting the samples, making it challenging for the

model to identify meaningful patterns within the data ( , ).

Denoising Diffusion Probabilistic Models

In another approach, ( ) proposed the framework of Denois-
ing Diffusion Probabilistic Models (DDPMs), which was further refined by

( ) to improve sample quality and training efficiency. Unlike score-based genera-
tive modelling, which models the underlying data distribution by learning the score

function, DDPMs parameterise the reverse-time dynamics of the forward SDE by
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learning the transition probabilities of intermediate noisy latent variables. DDPMs

formalises the following form of an SDE:

dx; — —%mm dt + /(1) dwr, (2.56)

where —%B(t)xt serves as a drift term that gradually decays the data signal over
time, and m dw; is the diffusion term that introduces Gaussian noise with in-
stantaneous variance (t) dt. This SDE is discretised to approximate the continuous
process as a stepwise diffusion process parameterised by an also discretised noise

schedule {B;}1;, using Euler-Maruyama as follows:

1
Xt X Xt—1 + <—2,8tXt1> At —+ £/ BtAtG € ~ N(O,I), (257)
taking At = 1:
1
Xt = <1 — 2,815) Xi—1 + /Bt € (258)

where € ~ N (0, I) is Gaussian noise, and x; is the intermediate noisy latent variable
of the diffusion process at timestep ¢t. Using the approximation /1 — f; ~ 1 — % B
for small ; under a first order Taylor series expansion, the update step in DDPMs
simplifies to:

Xt =/ 1-— Bt Xi—1 + Bt € € ~ N(O,I) (259)

The scaling factor /1 — B; approximates the continuous drift term in the forward
SDE, and ensures that, for a monotonically increasing (; each timestep gradually
corrupts the data signal, pushing x; towards a standard Gaussian distribution as

t — T (Figure 2.10).

Cumulative Variance Alignment with the Continuous Process The choice
of /1 — B; is also essential for aligning the cumulative variance (noise) with that of
the continuous diffusion process. At any small time interval dt¢, the variance intro-

duced by the noise term +//3(t) dwy is approximately 3(t) dt, as per Brownian motion
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Figure 2.10: Ilustration of the forward (solid right arrows) and reverse processes
(dashed left arrows) in Denoising Diffusion Probabilistic Models (DDPMs). The
forward process gradually adds Gaussian noise to the data, transforming it into a
standard Gaussian distribution, here represented by z. The reverse process, param-
eterised by a neural network, iteratively denoises the noisy data back to the original
data distribution. Extracted directly from IKebaili et al. (2023) — notation in the
figure differs slightly from that used in the text.

properties. Thus, for the continuous SDE in Equation 2.56, the cumulative variance
over time is defined by the integral of the noise variance ((t) over all timesteps

(Oksendal, 2013):

T
Var(xT):/O B(t) dt, (2.60)

In the discrete form, the variance of each timestep sample can be described following

Equation 2.59 as:

Var(x;) = Var(y/1 — By xi—1 + VB €) = (1 — By) Var(xy—1) + S¢. (2.61)

To express Var(x;) in terms of Var(xg), we can expand Equation 2.61 recursively (i.e.,
express Var(x;) as a function of Var(x;—1), Var(x;—1) as a function of Var(x;_3), and

so on) to obtain the discrete cumulative variance:

t—1 t—1
Var(x;) = (1 — fi—1)(1 — Bi—2) -+ - (1 = Bp) Var(xg) + ZBS H (1-755), (2.62)
s=0 j=s+1
which can be compactly written as:
t—1 t—1 t—1

Var(x;) = [J(1 = 85) Var(xo) + Y 85 [ (1-5)), (2.63)

s=0 s=0  j=s+1
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where the first term, HZ;E(l — fBs) Var(xo), represents the initial variance Var(xg),

scaled by the cumulative product of (1 — j35) factors, which decays the initial signal

t—1 (

over time. The second term, Y 'Z{ Bs |

1 — B;), accumulates the noise con-
tributions at each timestep. Each (s term represents the variance added by noise
at timestep 0 < s <t — 1, scaled by the product of subsequent (1 — /3;) terms that
account for the residual effect of this noise up to timestep ¢ by gradually reducing the

influence of earlier noise contributions over time. Ast — T for 0 < 51, 82,...,08r < 1,

[T72) (1 — Bs) — 0, the effect of the initial variance vanishes:

t—1
lim Var(x;) = lim ar(xo) | + hm ZBS H (1=p55) 1, (2.64)

t—T t—T
s=0 = j=s+1

leaving only the cumulative noise contributions:

T-1

T-1
th_}m Var(x;) = hm Zﬁs H (1-p5)| =1L (2.65)
s=0 Jj=s+1
This aligns with the continuous process, where the variance of xr is defined purely by
the cumulative inserted noise, approaching that of a standard Gaussian of variance

equal to 1.

Probabilistic Framework of DDPMs In the context of Denoising Diffusion

Probabilistic Models (DDPMs), we define the following probability terms:

e ¢(xp): the distribution of the original, uncorrupted data;

e py(xp): the modelled distribution of the original, uncorrupted data, approxi-

mated by a neural network parameterised by ;

e py(x7) ~ q(x7): the prior distribution of x7 after applying the forward dif-
fusion process through 7' steps, commonly chosen to approximate a standard

Gaussian distribution;

e g(x¢|x¢—1): the conditional distribution of latents x; given x;_1 in the forward

process;
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e q(x0.7|x0): the joint distribution over all steps from x( to xp in the forward

process, representing the sequential degradation;

o py(x4—1]x¢): the conditional distribution of latents x;_; given x; in the reverse

process, learned via a neural network parameterised by v;

o py(x7:0/%x¢): the joint distribution over all steps from x7 to xg in the reverse

process, representing the sequential denoising;;

® p1(Xs,t): the mean of the Gaussian distributions at each timestep t of the

reverse process, approximated by a neural network parameterised by ;

e o2 the variance of the Gaussian distributions at each timestep ¢ of the reverse

process, which can be a fixed or learned parameter (often fixed).

In the probabilistic formulation of DDPMs ( , ; ,
), the forward process is viewed as a Markov chain that transforms the data
distribution ¢(xg) into a standard Gaussian distribution ¢(x7r) = N(0,I) through

the following series of transitions:

q(x¢|xi—1) = N (x5 /1 = B x¢—1, BiI), (2.66)

which can be understood as a single intermediate degradation step where x; is sam-
pled from a Gaussian distribution with mean x;_ 1 scaled down by /1 — 3;, and
variance (I (equivalent to Equation 2.59). The complete forward process that de-
fines the sequence of noisy data distributions from x( to xp can then be expressed
as the joint distribution over all intermediate steps, representing the full Markov

process of data degradation, formalised as:

q(x0.7[%0) = q(x0)q(x1|x0)q(x2|x1) - - - q(x7|x71)
T-1
9lox5] tl_[l a(xi[xi-1) (2.67)
T-1
H N(Xt; vV 11— Xt—175t1)7
t=1

noting that the probability distribution of the data is equal to 1.
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DDPMs aim to learn the reverse process that transitions Gaussian noise back
to the data distribution p(xg) ( , ). This reverse process is
also modelled as a Markov chain, wherein each intermediate step gradually removes
noise from x7 in the direction of the original data distribution. This is formalised as

the conditional probability of x;_1 given x;:

p(xe—1]xt) == q(x¢—1]x¢,%0), (2.68)

where the right-hand term is the true posterior, conditioned on the clean data point
Xq, representing the "ideal" path from x; back to x;_1. However, as xg is not available
during sampling, the conditional probability is reformulated with the unknown xg
replaced by a neural network estimate x,(x¢,t), as a function of its parameters 1

and the current data state x;, such that:

Py (Xe—1xt) = q(xe—1]xe, Xy (x¢, 1)) (2.69)

For Gaussian processes with small 8; values, where the diffusion process is ap-
proximately continuous, it holds that the functional forms of ¢(x:|x;—1) and g(x¢—1|x¢)
are identical ( , ). This is because small noise increments pro-
duce nearly linear transitions at each step, making it feasible to approximate both
forward and reverse processes with Gaussian distributions in closed, tractable form.

Thus, Equation 2.69 is posed similarly to Equation 2.66 as:

pd)(xt—1|xt) :N(Xt_l;[.llw(Xt,t),O'tZI), (27())

where ,uw(xt,t) and o2 are the mean and variance, respectively, of each timestep
of the reverse diffusion process, as modelled by the neural network. Similar to the
forward process (Equation 2.66), the mean p,,(x¢, ) varies at each timestep, although
here it progressively guides x; closer to the original data distribution in an iterative
denoising process. The neural network is trained to minimise a loss function that
aligns it with the true posterior distribution such that, at the end of the reverse

chain, p,,(x1,1) resembles the clean data state. On the other hand, the variance o?
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introduces controlled randomness at each step, providing stability and variability,
similar to score-based models, preventing deterministic collapse. This formulation
means that, in order to sample from the original distribution, the network only needs
to learn the mean and covariance of this diffusion kernel ( ) ;
; ). Although the variance o7 can be a learned parameter, it is often

fixed as a hyperparameter ( , ).
Akin to the forward chain, the complete reverse process that transitions xp

back to xp can be expressed as the joint distribution over all reverse steps to achieve

the modelled distribution of the data:

py(XT:0[%XT) = Py (XT)Py (X1 X7 )Py (XT—2[X7—1) * - Py (X0[X1)
T
= p(xr) [ oo (xi1lx2)
(2.71)

—= 1

= p(xr) | | N (Xe—1; (x4, 1), ot 1)

I
N

t

= py(Xo) =~ q(xo),

where p(xr) = N(x7;0,I) represents the initial standard Gaussian distribution of
x7. Note that the formulation of Equation 2.71 is the equivalent to py(xo), which

in turn is how the real data distribution ¢(xo) is modelled.

Forward Sampling Reparameterisation A common manipulation in DDPMs
is to express x; from Equation 2.59 recursively as a function of xg and a normal
noise term € ( , ). Let ay =1 — 3 and ay = szl a, be the cumulative

product of oy up to timestep t. Then, we can write x; as:



1594

1595

1596

1597

1598

1599

1600

1601

1602

1603

1604

1605

1606

68 Chapter 2. Background Theory

Xt = ouXi—1 + V1— e
= (mM_Q + \/1 - at—1€> + V1 — e
= /oty _1X¢_2 + mﬁ
= Jorai_10q—oxi—3 + /1 — war 10y o€

(2.72)

=Vaxo + v1 — aue,

meaning that, with this formulation, the forward Markov chain can be sampled at
any arbitrary timestep ¢ for a given initial state x¢ and the noise € without the need
to sample all intermediate steps. This is then formalised as the distribution of x;

given X as:

q(xt[x0) = N (%45 v/ x0, (1 — a)T) . (2.73)

Sampling in the Reverse Process Starting from the forward process in Equation
2.59, we rearrange to isolate the previous data state x;_; as a function of the current

state x; and the noise € ( , )

X1 = \/11_7& (xt — \/Ee> , (2.74)

Since the network predicts the noise €, (x,t) ~ € ( , ), we can substitute

€y (x¢,t) into Equation 2.74 to obtain:

X1~ \/11_7& (xt - \/Eew(xt,t)> , (2.75)

which represents the deterministic mapping of the Markov process backward in time
from x; to x;—; based on the predicted noise €, (x,t) from the network.
Alternatively, we can rearrange Equation 2.72 to isolate xqg directly in terms of

x; and the noise:
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X = \/107]5 (Xt —V1—ay e) , (2.76)

and the network approximation is given by:

X ~ \/10_2 (x¢ — V1 — Gy €p(x¢, 1)), (2.77)

although this formulation is not directly used for sampling due to instabilities, which

arise from taking a large step that violates the assumptions of Equation 2.69.

Parameterising the Mean The DDPM neural network is parameterised to pre-
dict the noise €y(x¢,t) ~ € added at each step of the forward process, rather than
predicting the mean of the reverse process (Equation 2.70) directly, as
( ) empirically demonstrated that this approach simplifies the training objective
and enhances stability. Using this noise prediction, the mean of the reverse process
can be derived as follows.

We can use Bayes’ theorem to obtain the reverse step q(x¢—1|x¢,xg) from the

forward step defined in Equation 2.66 ( ) ).

q(x¢|x¢—1,%0)q(x¢—1]%0)
q(x¢t|x0)

q(xt—1|xt,%0) = : (2.78)

and since q(x¢|x¢—1,X0), representing the forward process step is not dependent on

Xg, we can simplify Equation 2.78 to:

Q(Xt71|XO)

xelxo) (2.79)

Q(Xt—l |Xt7 XO) = Q(Xt|Xt—1)

This formulation can be expanded by their Gaussian definitions in Equations 2.66

and 2.73, yielding:

1

*Tﬁt”Xt — Varxi—1|3

Ix¢—1 — Va1 xol3 |, (2.80)

( ’ ) 1j
Xt—1|X¢, X X ex -
1 x /= X 2
2(1 7t)|’ t t 0”2
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exp(a) _

122 where the exponential properties exp(a) exp(b) = exp(a + b) and xp() — exp(a — b)
1623 are used. Expanding the || - ||3 terms:
Qﬁ (x:xt — 2/« Xt X¢—1 —I—oztxtT 1X¢— 1)
t
1 - _
q(xi—1|x¢,%0) o< exp | — m (XtT_1Xt—1 — 2y/0u—1 XtT—1X0 + Qg X0TX0>
1

+ m <X:Xt — 2\/ at X:XO + O_Zt XE)FXO>

(2.81)

1624  We then isolate any terms that do not depend on x;_; and represent them as a

1625 constant C:

1 Qg 1
——= | = Xy 1 Xt—
2\ B 1)
— T
Vi VO
+ (tx + le()) Xi—1
B 1 —ap
1
q(x¢—1]%¢, X0) ox exp ﬁxzxt . (2.82)
t
1 ~ T
_ m Op—1 X X0
1 T — T ——
+ m (xt Xt — 2V Xy Xo + 0y Xg x[))
1 oy 1 T
3 (5o e
T
q(x¢-1]x¢,%0) ocexp | (V Va1 Xo) X1 | - (2.83)
Bt - Q-1
+C
1626 and by taking:
2 Vv V&1 Oy—1 ) 2 1 11— Qg1
1 =05 — X; + and oy | = = _ 67
M1 t1<5t t l—atl t—1 %"‘1—&1,5,1 1—ay t
(2.84)
1627 'We can express the reverse step posterior as:
1 T
q(x—1|x¢,%0) o< exp T952 (thl - ll'tfl) (thl - ll'tfl) ) (2.85)
t—1

1628 which is the canonical form of a Gaussian distribution. Therefore, the expression in

1620 Equation 2.84 represents the mean p,_; and variance 0-15271 of the reverse step as a
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function of the current state x; and the initial state xg. A more compact form of the

mean is given by expanding the o7 ; term:

1—ay_ o T
By (Xt, ) = - "B <\/7Xt+ ol X0>

1—ay Bt 11—

B (@(1 —at_1>> - (\/mu —a») .

l—dt 1_O_ft

(2.86)

where 8; = 1 — oy was used. However, since the initial state xg is unknown during

sampling, we can use Equation 2.76 to rewrite the mean:

Vor(l —a—1) Va1 (1—ap)\ 1 —
= _— — 1 —
o (X, 1) ( 1~ a xt + - N (x¢t — v a€)
_ 1/0[75(1—6[,5_1) Va1 (1—0{,5) 1 A TIR] (1—0@) V1—aoy
= — ﬂ— — — Xt — —_ 6)
1— oy 1— oy O 1—oay
(2.87)
which algebraically simplifies to ( ) ):
1 1-— ¢
) = — iy 2.88
) = T (xt Vi-a e) (288)

and approximated by the network with €, (x¢,t) ~ € as:

1 1-— (677
)~ —— i ——o t) ). 2.89
oy (Xt 1) NGT (Xt 1= @tfw(xt, )) ( )

This expression represents the mean of the reverse process as a function of the current
state x; and the predicted noise component €, (x¢,t). So, in summary, the following

holds:
1-— (673

1
xt—1 ~ N <Xt—1; \/77 (Xt - m%(&i)) ) Ut21> ) (2-9())

which is sampled via:

1 ].—Oét
1= — _— t 2.91
Xt 1 NG (Xt 1_&t€¢(xt7 )> + 04C, (2.91)

where o, is the standard deviation of the reverse process at timestep t defined by

Equation 2.84, and ¢ ~ N(0,I) is the stochastic term. This formulation aligns
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with the reverse Markov process defined by ( ), enabling the model to
reconstruct xg by iteratively denoising from xp ~ N (x7;0,I) down to x¢ ~ ¢(x0)
using the noise predicted from the trained network at each timestep ( , ).
Unlike the formulation of 2.75, this formulation is a more accurate representation of
X;—1 as a function of x; because it accounts for the cumulative noise added at each
step of the forward process.

Note that the form of Equation 2.91 closely resembles that of Langevin dynam-
ics, as shown in Equation 2.50. Although DDPMs only indirectly model the data
distribution, the concept of denoising a noisy sample towards regions of high like-
lihood, as in score-based models, also applies to DDPMs. The distributions of the
transitional noisy latents x;_1 are conceptually aligned with the progressive transfor-
mation of a simpler distribution towards the data distribution, as depicted in Figure

2.9.

Variational Inference and Objective Function As with any generative model,
training a DDPM can be posed as a likelihood maximisation of the data distribution
q(x0), modelled as py(xg) = ¢(xp). This can be formally described as the minimisa-

tion of the cross-entropy loss of the modelled distribution as:

Lor = —Eqxy) log py(x0), (2.92)

which reads as the expectation of the negative log-likelihood of the modelled distribu-
tion over the true data distribution. As previously shown, the modelled distribution
is defined by the joint distribution of the reverse process, py (x7.0|x7), which is pa-

rameterised by the neural network. The cross-entropy loss can be expanded as:

Log = _Eq(xo) log </p¢(XT;0) dXT;1> . (293)

The integral term in Equation 2.93 represents the marginalisation of the joint distri-
bution over all intermediate steps from x7 to Xg, essentially describing all possible
paths from the final Gaussian noise state back to the original data. Integrating over

this large, interconnected sequence of possibilities across high-dimensional space is,
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however, intractable. To address this, we use variational inference to approximate
these steps using importance sampling, where we draw samples from a simpler distri-
bution that approximates the true posterior and reweight these samples to approxi-
mate the integral.

We first introduce an auxiliary, or variational, distribution ¢(x1.7|x0) ( )

), which represents the posterior of the degraded data ( , ). This
posterior is known (see Equation 2.67) and, therefore, easy to sample from. By mul-
tiplying and dividing the integral term in Equation 2.93 by the auxiliary distribution
q(x1.7|%0), we can reformulate the cross-entropy loss as a function of the ratio of the

joint distribution to the auxiliary distribution:

X0-
Log = —Ey(xy) log </ Q(XlzT‘XO)M Xm:T> : (2.94)

q(x1.7]%0

We note here that the integral of a function weighted by a probability distribution
can be expressed, by definition, as the sample-based expectation of the integrand.

For an arbitrary function f(xy.7), the following holds:

E e p oy L (x17)] 1= / g(xr.7lx0) f (r.7) (2.95)

Dy (X0:7)

= Equation 2.94 becomes:
q(x1:7|x0)

and by taking f(x1.7) =

_ pw(XO:T)
Lop = —Ey(x) log (Eqml;ﬂxo)q(xkﬂx())) : (2.96)

This formulation is beneficial because it allows us to rewrite the intractable integral
in Equation 2.93 as an expectation, which can be approximated using sampling
methods. That is, instead of computing the full integral, we can now draw samples

xgﬁ[ from q(x1.7|%0) and compute the expectation as an average over these samples:

py(X0.7) Py Xo )
_— 2.
} N ( 97)

E
q(x1.7/%0) [
q(x1:7[%0) i=1 4 X1 T|X0)

which represents an estimate of the total probability mass of the modelled distribu-
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% is known as the importance weight and serves to adjust the

tion. The ratio
contributions of samples drawn from ¢(x;.7|xo) so that they can approximate the
distribution py (xo.7), even though the samples themselves come from ¢ rather than
Py-

Jensen’s inequality ( , ) states that for a concave function f, the
function applied to an expectation is greater than or equal to the expectation of

the function applied to each point individually. In our case, since log is concave,

log E[f(z)] > E[log f(z)] holds and the log of the expectation is formulated as:

Py (X0:7) ) [ Py (XoT) }
log [ Eyix;nix)——————~ | = Egxixa) |log ——— 1, 2.98
g< 10T x0) g (%) 7o) a(x1.xo) gCI(XlzT\XO) 299

which we apply to Equation 2.96 to obtain the evidence lower bound (ELBO) of the

cross-entropy loss:

q(x1.7|x%0)
N og P2 (X0T)
= —Eq(xp.r) [l & q(X1;T|X0)]

q(x1:7|%0)
— By ) |log LXLTIX0)
q(xo0:T) [ 2 pw(XO:T)

ECE < _EQ(XO)EQ(X1:T|XO) |:10g

(2.99)

} = LELBO-

Like VAEs, maximisation of the likelihood of the observed data in DDPMs is
made tractable via an approximate posterior distribution and the ELBO (
, : , ). In fact, DDPMs are not too dissimilar to VAEs
( , ). Mathematically, both models use a sequence of latent variables to
represent uncertainty and to transform an initial noise distribution into a data dis-
tribution over a series of probabilistic steps. However, while latent variables in VAEs
are drawn from a single-step variational posterior, latent variables in DDPMs are rep-
resented by a sequence of intermediate noisy states, where each state x; gradually
transforms the observed data xg into a posterior distribution. Additionally, VAE la-
tent variables are typically low-dimensional, encoding high-level features, whereas in
DDPMs, the latent variables maintain the same dimensionality as the data without

a bottleneck ( , : , ).

In order to be analytically computable, the ELBO in Equation 2.99 can be
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expanded with Equations 2.67 and 2.71 to be written in terms of the joint distribution

of the reverse process:

Lrreo = Eyxer) |log

T
[y g(oxelxi-1) ] : (2.100)
p(x7) [Timy Py (Xe-1[%¢)

which, following ( ) and Appendix B of ( ), can

be decomposed as:

T
q(x7]x%0) q(x¢—1|x¢,%0)
L =E,(x...) [1o 74—2 log ——————= —lo Xg|x1)|, (2.101
P T b [ ® puxr) = & pu(xelxe) apy(op)|, (2100)

where the first term represents is the KL divergence between the model-imposed prior
py(x7) and the true terminal distribution of the forward diffusion process q(x7|xo),
quantifying how well the model’s prior over the final noisy state aligned with the
actual distribution of noisy data at timestep T. It can be treated as constant if
p(xr) is fixed; the summation term is the sum of KL divergences between the true
reverse posteriors q(x;—1|x;,xo) and the learned reverse process py(x;—1|x;) across
timesteps, representing how well the model can approximate the reverse dynamics of
the forward process; and the third term is the negative log-likelihood of recovering
xXo from the last denoised state, measuring the model’s ability to reconstruct data
accurately in the final reverse step.

The loss function in DDPM maximises an approximate form of the ELBO by
minimising the middle summation term only, driving the focus of the loss to the

reconstruction of the noisy latent states and ensuring accurate denoising:

T
Loppa = Y Byxgr) KL (g(xexe41,%0) [ py (xe[x41))] (2.102)
t=1

For two normal Gaussian distributions, the KL divergence can be computed in closed
form by inserting their respective probability density functions in Equation 2.13.
Considering a fixed isotropic variance oI for both distributions, in multivariate

form, the KL divergence is given by:

1
KL (M (1 V2) = 5 5l — 3 (2.103)
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1730 where N7 and N3 are two Gaussian distributions parameterised by means p; and
1731 o, Tespectively. Since both ¢(x¢|x41,%0) and py(x¢|X41) are normally distributed

1722 (Equations 2.85 and 2.70), Equation 2.102 becomes:

1 2
Loppat = Einji 1 moe | 53 |Ho(elxesn x0) = py(xebxen)[3] - (2:104)
t

1733 where we assume a fixed variance o; per timestep, and the constants that do not
173¢  influence gradients are removed. We then use Equation 2.88 to substitute the true
1735 mean pu,(X¢[X¢41,%0) and predicted mean g1, (x¢[x¢41) and obtain the DDPM loss

1736 as a function of the true and predicted noise:

1
2Ut2

(2.105)

2
)
2

Loppm = B 1)x0.e [

1737 which can be reduced to the following form:

, . (1|1 (1— o) 1 (1— ) ot 2
=E;. = xt — ——=t€ | — — | Xt — ——L €y (X,
DDPM t [1,T],X0,€ 20_t2 \/a»t t m \/a>t t \/?6% ’l[) t )

[ 2
1 1 (1—0@) 1 (1-0@)
=E,. < — Xt — € — X + €y (X, t
e e N TN e M TV e
: 1 1 ?
— oy
=Ei17)x0e |53 || === (€ — €u(x¢,1))
[1,T],x0,€ -202 Oét(l—Oét) )
(l—at)2

— Ep )k—ew&Jmﬂ.

20'1520415(1 — @t

(2.106)

1738 Without assuming fixed isotropic variance, o7 in the equation can be replaced by a
1130 learned covariance matrix || Xy |3. Further simplifying Equation 2.106 by removing

1740 the constant terms, the final form of the DDPM loss is:

LoppM = Eif1,7),x0,e [HE — €p(xe, 75)||§}

, (2.107)
= Byt 1o [l — €s(Vamo + VT e 03]

1741 which is simply computed as the mean squared error (MSE) between the true noise

1742 and the model-predicted noise across all levels of degradation. This formulation
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aligns with the findings of ( ), which demonstrated that approximating
the ELBO and assuming fixed isotropic covariance is sufficient for training denoising
diffusion models. The network primarily focuses on predicting the added noise,
provided that the noise degradation is calibrated such that each latent state x
approximates the posterior distribution well. With this approximation, the network
benefits from a simplified objective and improved stability to achieve efficient training
and high sampling quality. Algorithms 4 and 5 summarise the training and sampling

processes in DDPM, respectively.

Algorithm 4 Training Algorithm for DDPMs — adapted from ( )

1: Input: Training data distribution ¢(xg), noise schedule a;
2: Output: Trained denoising model €,

3: Initialise model parameters ¢

4: repeat

5 for number of training iterations do

6 Step 1: Sample data and noise

T: Sample data point xg ~ g(xq)

8 Sample diffusion step ¢ ~ Uniform({1,...,7T})

9 Sample noise € ~ N(0,1)

10: Step 2: Corrupt sample and compute loss on predicted noise
L= He—ew (\/o’TtxO—I—\/l—i&te,t)H; (2.108)
11: Step 3: Update model parameters
VY=Y —aVyl (2.109)
12: end for

13: until convergence of the denoising model

Algorithm 5 Sampling Algorithm for DDPMs — adapted from ( )
1: Input: Trained denoising model €, noise schedule oy, oy, oy
2: Output: Generated sample xg
3: Initialise: Sample noise x7 ~ N(0,1)
4: fort=1T,...,1do
5: Sample ¢ ~ N(0,1) if t > 1, else set ( =0
6: Perform denoising step:

1 1-— Qg
1= — - t 2.110
Xi—1 NG <Xt mﬁw(xu )) + 0+ ( )

7: end for
8: Return: x( (final denoised sample)
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Diffusion Models in Practice

In the realm of generative models, diffusion models distinguish themselves by em-
ploying a predefined posterior ¢(x1.7|xo) rather than learning it through the network.
This predefined forward process allows the model to focus exclusively on capturing
the reverse process, enhancing its flexibility and stability when modelling complex
data distributions. This framework has demonstrated strong inductive biases for
intricate data, offering improved resolution, diversity, and robustness in training
compared to VAEs and GANs ( , ). By preserving the dimensionality of
latent variables to match that of the data, diffusion models maintain a high fidelity to
the original distribution, which proves especially beneficial in high-resolution image
synthesis and other data-intensive tasks.

When comparing score-based models to DDPMs, each offers distinct advantages
and trade-offs that arise from their differing generative approaches. Score-based mod-
els, which learn the gradient of the data distribution, possess flexibility in adapting to
various noise types, making them particularly suited to dynamic or diverse datasets.
This adaptability, however, comes at the cost of precise noise scheduling and often
demands significant computational resources to ensure model stability (

, 2019).

In contrast, the sequential, stepwise approach of DDPMs with a clearly defined
reverse process allow them to generate high-quality outputs with more stability and
robustness ( ) ). However, this reliance on a reverse Markov chain has
been a wide topic of discussion in the field, as the extensive timesteps required in
the reverse process, often reaching hundreds or even thousands, lead to impractical
computational demands and slower sampling times compared to implicit generative
models like GANs ( , ). To address these computational challenges,
several methods have been proposed to optimise the efficiency of diffusion models.
Distillation methods compress multiple diffusion steps into a single optimised model,
effectively approximating the original diffusion reverse process in a single or limited
number of steps ( , ; , ). Consistency models also

decrease the computational time of DDPMs by approximating the reverse process
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as a continuous-time trajectory using ODEs, allowing for sampling in fewer steps
while maintaining stable and high-quality results ( , ). Variational
Diffusion Models (VDMs) take a variational approach to this problem, optimising
the variational lower bound to to learn a more efficient reverse process and minimise
the number of steps required for accurate sampling ( , ). Each of
these approaches contributes to balancing sample quality with computational load
of diffusion models, making them increasingly practical and scalable for wide-spread
adopting.

A notable advancement addressing the inefficiencies in DDPMs is the Denois-
ing Diffusion Implicit Model (DDIM), which retains the procedural foundation of
DDPMs but modifies the sampling process to accelerate generation ( ,

). While DDPMs employ a stochastic Markov chain, with each reverse diffusion
timestep adding a small noise term to progressively sample from the data distribu-
tion, DDIMs adopt a deterministic, non-Markovian sampling trajectory. This refor-
mulation allows for a controlled, predictable path in the reverse process, offering a
significant reduction in the number of sampling steps needed. The DDIM reverse

process is derived as a modification of Equation 2.91 and is represented by:

1
Xp_1 = \/? (x¢ — V1 — arep(xe,t)) + /1 — Gy_1 — 07 €p(x¢,t) +0¢ ¢, (2.111)
¢

where the first term represents the predicted xy scaled by a function of the cu-

mulative noise, the second term is a directional vector pointing to x; with some

defined variability, where the term o; = 74/ 11)‘;;1 1= a‘t"jl controls the degree

of stochasticity in the sampling path, and the third term adds stochasticity in the

same way was DDPMs. At n = 1, Equation 2.111 reproduces DDPM sampling.
However, by setting n = 0, the model enforces a fully deterministic process, ensuring
that identical initial noise leads to the same generated data sample ( ,

). The non-Markovian deterministic nature of DDIMs at n = 0 achieves the
same high-quality synthesis as DDPMs while streamlining the sampling process into
a semi-continuous trajectory rather than a sequence of stochastic transitions, reduc-

ing sampling timesteps from around 1000 to as few as 10 or 100 ( , ).
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Crucially, sample diversity is preserved despite the deterministic trajectory, as it is
entirely derived from the initial noise configuration, which allows for diverse out-
puts even when 1 = 0. DDIMs are advantageous for implementation within existing
DDPM workflows, as the modifications impact only the sampling process, preserving
the structure and compatibility with established DDPM architectures.
Additionally, while diffusion models eliminate the complexities of adversarial
training, they introduce a new set of tuning challenges. The flexibility offered by
various samplers, variance schedules, and diffusion timesteps creates a range of hyper-
parameters that substantially impact model performance ( , ;
, ). For instance, the number of timesteps plays a crucial role in detail
resolution, with higher timesteps generally yielding finer image fidelity ( )
). The choice of variance schedule, such as linear or cosine, affects the noise
progression throughout the diffusion process, ultimately shaping the model’s ability
to denoise effectively and generate high-quality samples ( , ). Achiev-
ing optimal performance often requires extensive experimentation and fine-tuning,
making the training process computationally demanding. Ultimately, while diffusion
models excel in stability and quality, their effectiveness hinges on precise parameter
selection, which is a nuanced balancing act that defines their success in generative

modelling.

2.1.6 Transformers and Attention Mechanisms

Transformer models have revolutionised the field of deep learning since their intro-
duction by Vaswani et al. in 2017 ( , ). These models were de-
veloped to address the limitations of recurrent neural networks (RNNs) (

, ; , ), and convolutional neural networks
(CNNs) ( , ) in handling long-range dependencies of sequential data
and to provide a heavily parallelisable framework to improve computational per-
formances of models ( ) ). Transformer models were primarily
designed for natural language processing (NLP) tasks, where the input data is a
one-dimensional sequence of tokens, such as words or characters. However, trans-

formers and attention have since been adapted to various other domains, including
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image and video processing ( , ; , ; ,

), speech recognition ( , : , ), and reinforcement
learning ( , : , :

, 2018).

The architecture of transformers is based on an encoder-decoder structure. The
encoder processes the input sequence, such as an English sentence, which is first
mapped to a continuous representation through embeddings to generate hidden rep-
resentations. The decoder utilises these hidden representations, along with embed-
dings of the output tokens, to produce the final output sequence in the form of token
probabilities, such as the translated sentence in French. Both the encoder and de-
coder consist of multiple identical layers, each integrating a multi-head self-attention
mechanism and a position-wise fully connected feed-forward network, with residual
connections and layer normalisation applied at each layer (Figure 2.11).

Since its development, transformer models have massively evolved in the number
of layers and parameters. For instance, the popular Generative Pre-trained Trans-
former (GPT) model that powers services like ChatGPT ( , ) and
BERT (Bidirectional Encoder Representations from Transformers) ( ,

) has evolved since its launch from 110 million to estimated 1.76 trillion model
parameters ( , ; , ). But overall, the architecture
remains consistent with the original design ( , ).

At the core of transformer models lies the multi-head attention mechanism. At-
tention mechanisms enable the model to assign varying importance to different parts
of the input data, allowing it to capture relationships regardless of their distance
within the sequence. This ability to dynamically weigh the significance of elements
allows the model to understand long-range dependencies and interactions (

, ), making it highly effective in tasks such as language translation, text
summarisation, and conversational reasoning. Each self-attention layer employs mul-
tiple attention heads to capture diverse relationships between tokens in the sequence.
Each head performs an independent attention operation, with their outputs concate-
nated and linearly transformed at the end of the process. The attention mechanism

computes significance through attention scores by comparing each input token to
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Figure 2.11: Transformer model architecture proposed by ( ). The

figure illustrates the transformer model architecture, comprising an encoder (left) and
a decoder (right). The encoder consists of N identical layers, each containing a multi-
head self-attention mechanism and a feed-forward network, both followed by residual
connections and layer normalisation. Input embeddings are combined with positional
encodings before being processed by the encoder. The decoder, similarly composed of
N layers, includes an additional masked multi-head attention mechanism to prevent
positions from attending to subsequent positions. The final output probabilities are
produced through a linear transformation followed by a softmax function.

all others in the sequence, producing a weighted sum of the values based on these

scores. This process is formalised as:

Attention(Q, K, V') = softma: (QKT> V (2.112)
ntion(Q, K, V) = softmax [ —— .
Vg

Here, @ (query), K (key) and V (value) are learned vectors of dimension dj
derived from the outputs of the previous layer. Conceptually, queries represent the
elements for which the model is seeking relevant information, keys represent the

elements that are being compared against the queries, and values carry the actual
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information or data associated with each key ( , ). The dot product
QKT is the computation of similarity scores between queries and keys, and there-
fore measures how much focus each query should place on the keys. These scores
are transformed into probabilities through the softmax function, with the term /dj,
acting as a scaling factor that prevents excessively large values, ensuring stable gra-
dients during training ( , ). The resulting attention weights are
then applied to the values vector V, emphasising the most relevant tokens in the
sequence ( , : , ).

Positional encoding is also a crucial aspect of transformer models. These are
added to input and output embeddings of the model to provide information about
the position of each token in the sequence. This allows the model to distinguish
between different positions and effectively capture the sequence’s structure without
relying on the order of the tokens ( , ). The powerful implication
of this is that transformers can process all tokens in the sequence simultaneously,
unlike RNNs which rely on sequential processing and the output of previous tokens.
This independence of attention computations in transformers enables highly-scalable
parallel processing, making them efficient and adaptable to modern hardware like
GPUs ( , ).

In addition to being highly parallelisable, attention mechanisms capture global
relationships across entire sequences, eliminating the need for convolution opera-
tions ( ) ). This reduction in convolutional dependencies decreases
computational complexity and improves the scalability of the model.

When queries, keys, and values are derived from the same encoder outputs, the
attention mechanism is referred to as self-attention, allowing the model to capture re-
lationships between tokens within the same sequence. Conversely, in cross-attention
mechanisms, queries, keys, and values are used to integrate information from different
sources, as seen in sequence-to-sequence models. In this case, queries are generated
from the decoder’s previous output, while keys and values are obtained from the
encoder’s output. The queries represent elements in the target sequence that seek
relevant information from the source sequence, while the keys represent elements in

the source sequence that queries are compared against to determine their relevance.
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An example of this occurs in language translation, where the encoder processes the
input sequence in the source language, and the decoder processes sequences in the
target language. In this context, the attention mechanism incorporates the most
relevant information from the source sequence into the target sequence’s context, en-
abling the model to learn semantic relationships between the two languages (

, ). The mechanism of cross-attention is formally defined as:

KT
CrossAttention(Qp, Kg, Vg) = softmax <Q3d>E> Vg, (2.113)
t

where QQp is a vector of dimension d; representing the queries from the decoder,
and Kpg, Vg are vectors of dimension d; representing the keys and values from the
encoder, respectively.

Attention mechanisms have naturally integrated into the field of generative
models. Visual Transformers (ViTs) ( ) ) have shown that at-
tention mechanisms can improve image processing by dividing images into patches
and processing them similarly to text sequences. This approach has been shown to
surpass CNNs in image classification tasks, highlighting the adaptability and poten-
tial of transformers in handling diverse data modalities ( , ).
In diffusion models, self-attention mechanisms through ViTs enable the capture of
long-range dependencies and intricate feature interactions within the data, improving
coherence and detail in generated samples ( , ). For text-to-
image generation, cross-attention mechanisms condition the image synthesis process
on textual input ( , ). The input text is encoded into a sequence
of embeddings, which are used as keys and values in the cross-attention layers, while
latent representations of the intermediate image states serve as queries. This archi-
tecture allows the model to dynamically attend to specific textual features during
each stage of the generation process, aligning the visual output with the semantic
content of the text prompt ( , ; , ;

, )-

In text generation models such as BERT ( ) ), transformers

enable bidirectional context understanding, improving performance in text genera-
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tion and comprehension tasks. CLIP ( , ) (Contrastive Language-
Image Pre-training) employs transformers to encode text and ViTs to encode images,
learning a joint latent space that aligns these embeddings and enabling multi-modal
reasoning. The success of these models highlights the transformative role of trans-
formers in advancing modern generative Al.

Despite their success, transformer architectures continue to face several chal-
lenges. A primary limitation is their substantial memory requirements, driven by
the attention mechanism’s quadratic complexity with respect to sequence length,
making them prohibitively expensive for long sequences ( ) ). This
high memory consumption stems from the need to store large matrices for queries,
keys, and values, and to compute their pairwise interactions. To address these issues,
more efficient implementations such as Flash Attention ( , ), Reformer
( , ), and Sparse Attention ( , ) have been developed.
These methods reduce memory usage and computational overhead by optimising the
algorithms and data structures used to implement Equation 2.112. However, even
these improvements have not yet achieved the efficiency required for widespread
accessibility. Furthermore, transformers often encounter challenges related to inter-
pretability and transparency, as their complex, high-dimensional operations obscure

the model’s decision-making processes (Vig, ).

2.1.7 Additional Generative Frameworks

Energy-based Models Energy-based models (EBMs) represent a class of mod-
els in which the relationship between data and probability is defined through an
energy function. The energy function E(x) assigns a scalar energy value to each
possible configuration of the input data x . The probability of observing a particular

configuration is governed by the Boltzmann distribution ( , ):
_exp(—E(x))
p(x) = Toxn(—E(x))’
J exp(—E(x))
where the denominator, known as the partition function, normalises the distribu-

tion. EBMs are capable of representing complex, high-dimensional distributions,
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but computing the partition function is generally intractable due to the requirement
to integrate over all possible configurations of the data space ( , ).
As a result, approximate methods such as Markov Chain Monte Carlo (MCMC) and
contrastive divergence are employed to estimate the partition function and model
parameters ( , ; , ; ) )-

EBMSs offer a more flexible and interpretable framework that contrasts with ap-
proaches like VAEs and GANs ( , ). While VAEs approximate
likelihoods using variational lower bounds and GANs employ adversarial training
to implicitly model data distributions, EBMs directly define an energy landscape
where configurations with lower energy are more probable. This explicit formula-
tion not only enhances interpretability but also enables seamless integration with
other generative models. For instance, EBMs can refine the latent space of VAEs
or stabilise GAN training by constraining the generator through energy-based reg-
ularisation ( , ; , ). However, despite their versatility,
the practical deployment of EBMs is often constrained by the computational com-
plexity of estimating and minimising the energy function, driving ongoing research

into more efficient learning and inference methods ( , ;

, 2006).

Autoregressive Models Autoregressive generative models form a class of models
that learn the data distribution by decomposing it into a sequence of conditional
probabilities. Given a data vector z = (x1,X2,...,Xy), the joint probability can be

expressed as:

p(x) = p(x1) - p(x2 | x1) - p(x3 | X1,X2) -+ - p(Xp | X1,X2,..., Xp—1).

This factorisation is particularly well-suited for processing and generating se-
quential data, such as text, time series, and audio, by generating each element of the
data vector conditioned on the preceding elements, thereby capturing dependencies

incrementally. Classic examples of autoregressive models include Recurrent Neural
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Networks (RNNs) ( , ) and Long Short-Term Memory (LSTM)
networks ( , ), which model sequences by maintaining
hidden states that evolve at each time step. More recent models, such as Pixel-
CNN ( ) ) for images, GPT ( , ) for text, and
WaveNet ( , ) for audio generation, extend this principle by leveraging
sequential generation to synthesise complex data distributions.

While the sequential nature of autoregressive models bears some resemblance
to the iterative denoising process in diffusion models, the underlying mechanisms
serve different purposes. In autoregressive models, sequentiality is inherent to the
structure of the data, whereas in diffusion models, the iterative process is applied to
progressively refine a single data sample through multiple steps of noise removal.

Autoregressive models directly model the data distribution through conditional
probabilities, enabling exact likelihood optimisation without the need for complex ap-
proximations or adversarial objectives, as required by VAEs and GANs (

, ). However, the sequential generation process can be computationally in-
tensive, especially for large datasets or long sequences, since each step depends on

all previous steps, limiting the potential for parallelisation during inference (

, 2021).

Flow-based Models Flow-based models are a class of deep generative models
that define a bijective (invertible) mapping between complex data distributions and
simple, tractable distributions ( ) ). The key idea behind flow-based
models is to transform the data x into a latent representation z through a series of
inwvertible transformations, each with a tractable Jacobian determinant, enabling the
computation of both forward and reverse mappings ( ) , ).

Given an invertible and differentiable transformation fy, parameterised by 6,

the likelihood of the data can be computed using the change of variables formula:

det (afg;(z) >

where z = fy(x) is the latent variable, p(z) represents the probability in the la-

p(x) = p(z)

9
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-1
tent space, and the determinant of the Jacobian det (W) reflects the change
in volume under the transformation ( , ). The tractability of the Ja-

cobian determinant is crucial, as it enables exact log-likelihood computation and,
by extension, the model’s interpretability. However, the efficiency of this computa-
tion varies depending on the architectural design ( , ;

, ; , ). Prominent architectures such as NICE (

, ), RealNVP ( , ), and Glow ( , )
exemplify the application of invertible transformations to model complex data dis-
tributions.

Flow-based models offer a unique approach to deep generative modelling by
enabling exact and tractable likelihood computation, distinguishing them from Dif-
fusion Models, VAEs, and GANs ( , ). Flow-based models optimise
the data likelihood directly, supporting high-quality sample generation (

, ; , ). The invertible structure of flow-based models not
only preserves bijective mappings but also enhances the interpretability of the latent
space, enabling smooth and meaningful interpolations between data points (

, 2018; , 2016).

However, the invertibility constraint in flow-based models often imposes archi-
tectural limitations that are less restrictive in other generative models. Additionally,
computing the Jacobian, particularly in high-dimensional spaces, greatly increases
computational and memory overhead ( , ). Despite these chal-
lenges, flow-based models have demonstrated remarkable performance across various
tasks ( , ) and are increasingly being explored as alternatives to con-

ventional inversion techniques, including recent applications in ultrasound imaging

( , )-

2.1.8 Metrics and Benchmarks for Image Generation

Evaluating image generation models in deep learning is essential, as their perfor-
mance determines applicability across real-world scenarios. Robust metrics are nec-

essary to ensure generated images uphold quality, integrity, perceptual accuracy,
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and stylistic consistency. However, designing a universal metric for image quality
remains challenging due to the subjective nature of visual perception. Image quality
depends on factors such as texture, colour, shape, and perceptual similarity, making
it difficult to create a single, encapsulating and definitive metric ( , ;

) ; ) ). Different metrics are designed to assess
these various dimensions, each with distinct strengths and limitations. By combining
multiple metrics, a more comprehensive evaluation can be achieved, capturing the
diverse aspects that define image quality ( , ).

In supervised learning scenarios where paired data is available (e.g. VAEs),
quality evaluation is relatively straightforward. Metrics such as L1 and L2 losses,
SSIM, MS-SSIM, and LPIPS are commonly used to directly measure image quality
and are often combined for a comprehensive assessment of the model. These metrics,
which also serve as loss functions, are discussed in detail in Section 2.1.2, and their
formulations and principles are equally applicable here.

In addition to these metrics, Peak Signal-to-Noise Ratio (PSNR) is a common
metric used to evaluate the fidelity of a generated image relative to its ground truth

by comparing the maximum possible pixel value to the MSE. PSNR is defined as:

MAX(x, y)?2
PSNR(x, y) = 10 - logy, <(Xy)> :

MSE(x,y)

where MAX denotes the maximum possible pixel value of the image (typically 255 for
8-bit images), and MSE represents the Mean Squared Error between the generated
and ground truth images. PSNR is computationally simple and widely applied in
image generation tasks. However, like MSE, PSNR is primarily sensitive to pixel-
wise differences and fails to account for perceptual quality. This reliance on low-level,
element-wise comparison often results in weak correlation with human subjective
evaluations, especially in contexts where perceptual fidelity is more critical than
exact pixel accuracy ( , : , ). As a result,
PSNR is less effective for evaluating tasks such as image denoising, compression, and
generation, where perceptual metrics better reflect human visual perception.

On the other hand, quantitative assessment of generated image quality becomes
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significantly more challenging in the absence of ground truth labels, as is often the
case with generative models that synthesise novel, unseen data from a modelled
distribution (e.g. GANs and Diffusion Models). In such cases, evaluation typically
relies on comparing the underlying statistical properties of the generated data to
those of the training set, using metrics that measure distributional similarity or
feature space alignment.

One widely used method for evaluating generative models trained with unpaired
data is the Fréchet Inception Distance (FID), originally designed to assess the quality
of images generated by GANs. Similar to LPIPS, FID leverages deep neural networks
pre-trained on large image datasets to evaluate the perceptual similarity between
datasets. However, unlike LPIPS, which minimises the distance between activations
of paired data, FID measures the distance between the distributions of generated
and real images within the feature space of a pre-trained Inception network (

, ). This approach is formulated as:

FID = ||ir — ptgll3 + Tr(Z, + 25 — 20/2,%,),

where p, and >, represent the mean and covariance of the real images’ features,
and py and ¥4 are the mean and covariance of the generated images’ features. This
formulation is equivalent to the Wasserstein-2 distance between two multivariate
Gaussian distributions. FID captures both the quality (through the squared differ-
ence in means) and diversity (through the trace term involving covariance matrices)
of the generated images, making it a popular metric. In the absence of labels, the
diversity measure intrinsic to FID serves as a surrogate for assessing the generative
model’s generalisation ability to produce a varied sample distribution without mode
collapse. FID has been shown to correlate well with human perceptual judgments,
underscoring its value in generative model evaluation ( , ;
: ; ; ).

However, FID has several limitations. It is sensitive to the choice of the feature

extractor network, which can lead to inconsistent results across different architec-

tures and datasets ( , ). Additionally, FID depends on batch size,
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requiring a large number of samples to produce stable estimates. This poses chal-
lenges in data-limited applications or when generating large quantities of high-quality
samples is computationally expensive ( , ; ,

). Moreover, while FID effectively detects variations in image quality, small
differences can disproportionately affect the score, which may not always reflect the
true performance of the generative model ( , ). Finally, preprocessing steps
such as resizing and normalisation can greatly impact the FID score, potentially
resulting in misleading evaluations if not carefully standardised ( , ).

The Inception Score (IS) is another used metric for evaluating the quality of gen-
erative models. It leverages the output of a pre-trained Inception network (

, ) to assess image quality by measuring both the confidence of predicted

class labels and the diversity of generated samples. Formally, IS is defined as:

IS = exp (Ex [KL(p(y[x)[[p(y))]) ,

where p(y|x) is the predicted class distribution given image x, and p(y) is the
marginal class distribution. IS favours generated images that are confidently classi-
fied into distinct classes, while penalising those with ambiguous predictions spread
across multiple classes, reflecting low-quality or noisy samples. Maximising IS re-
quires the conditional distribution p(y|x) to be highly peaked for individual samples,
while the marginal distribution p(y) remains uniformly distributed across classes, en-
suring both image quality and class diversity.

Despite its widespread use, IS has several limitations. It is sensitive to the choice
of the pre-trained network and the dataset used for training, which can introduce
variability in results ( , ). Moreover, IS does not penalise
low intra-class diversity, allowing models to achieve high scores by generating high-
quality but visually similar images within a limited number of classes ( , ).
IS also assumes that generated images should span the full range of classes present
in the training data, which may not align with tasks involving the generation of
out-of-distribution samples.

The Kernel Inception Distance (KID) is a metric closely related to the Fréchet
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Inception Distance (FID) but introduces key differences in its formulation and prop-
erties. KID measures the squared Maximum Mean Discrepancy (MMD) between the
Inception representations of real and generated images, measured by a polynomial

kernel that distributional similarity ( , ). KID is defined as:

KID— _1 Zk (EZ,JI] Zky’bay] Zk fIfzay]

#J

where k(z,y) is the polynomial kernel function, and z; and y; represent the features
of real and generated images, respectively.

A key advantage of KID is that it provides an unbiased estimate of the sim-
ilarity between generated and real images, regardless of sample size. Unlike FID,
which relies on estimating large-sample covariances and can introduce bias, KID re-
mains accurate and reliable even when the number of available images is limited.
This property makes KID particularly useful in scenarios with restricted datasets or
computational constraints ( , ). However, similar to FID, KID is
sensitive to the choice of feature extractor, kernel type, and kernel parameters. This
sensitivity requires careful tuning to ensure meaningful evaluations across different
applications ( , ).

Finally, user studies offer a subjective yet highly valuable method for evaluat-
ing the quality of generated images ( ) ). In these studies, human
participants assess the realism or quality of images produced by different models,
providing direct insight into how well the generated outputs align with human per-
ception ( , : , : , ). While
highly informative, user studies are time-consuming and resource-intensive, and need
careful experimental design to minimise biases. Moreover, the results are often sub-
ject to variability influenced by participant demographics and experience, posing
challenges to reproducibility and generalisability.

While no single metric can fully encapsulate the quality of images generated
by deep learning models, a combination of complementary approaches—such as ob-

jective metrics (e.g., element-wise metrics, FID, IS, KID) and subjective evaluations
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like user studies—offers a more comprehensive assessment. The selection of metrics
should be driven by the specific requirements of the task, with a clear understanding

of each method’s strengths and limitations.

2.2 Ultrasound Tomography

Ultrasound tomography (UT) has emerged as a well-established technique in the
field of medical imaging, primarily due to its non-invasive, portable, real-time, cost-
effective, and safety attributes ( , ; , ). UT utilises high-
frequency sound waves, typically between 2 and 15 MHz ( , ), to charac-
terise internal structures by transmitting acoustic waves into the body and capturing
the echoes produced by their interaction with different tissues. These echoes form a
distinctive footprint of the body’s internal composition, governed by the principles
of wave propagation and tissue acoustics ( , ; , ).

The algorithms employed to reconstruct images from the recorded data are
known as computerised tomography algorithms. Naturally, these algorithms are
founded on the principles of wave physics, and entail solving the inverse problem
that maps ultrasound footprints back to the physical properties of the tissues that
generated them ( , : ) : ,

; , ). Ray-based ultrasound tomography algorithms are com-
monly employed as they offer a computationally efficient means of reconstructing
ultrasound images. Such methods model wave propagation by approximating finite-
frequency sound as infinite-frequency rays travelling along straight or slightly curved
paths (straight-ray and bent-ray approximations), achieving simplification and com-
putational cost suppression by neglecting scattering and diffraction effects that are
intricate to model ( , ).

While efficient, the simplifications taken in ray-based methods imposes funda-
mental limitations on the resolution and quality of the reconstructed images. This
is specially true in highly heterogeneous media where ray approximations cannot
account for phase shifts and additional travel times introduced by heavy scattering

and diffraction phenomena ( , ). As a result, ray-based tomography
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methods are limited in spatial resolution, and are insufficient for resolving the fine
anatomical details of complex tissue structures. Full-waveform inversion (FWI) ar-
rises as a natural solution to the limitations of ray-based tomography. Instead of
approximating wavefields as infinite-frequency rays, FWI models the full physics of
wave propagation by solving the wave equation in its entirety, thus capturing the
complete range of wave phenomena ( , : ) ). In
doing so, FWI is able to increase the spatial resolution of conventional ray-based
tomography, for the same experiment, by one order of magnitude per modelled di-
mension ( , ).
FWI, was firstly introduced in the field of seismology, accredited to

( ), and has since become a standard practice in both industry and academia for
characterising the subsurface of the Earth. More recently, FWI was introduced to
the field of medical imaging, where it has proven itself superior over traditional UT
techniques in terms of spatial resolution and image quality (Figure 2.12), marking it

as an active area of research with promising clinical implications ( , ;

, 2022; , 2022; , 2017).

However, FWI comes with its own set of challenges. The technique relies on
complex non-linear optimisation processes, requiring extensive computational re-
sources for voluminous datasets and long processing times ( , ),
which hinder its application in real-time clinical imaging ( , ).
In addition, FWI suffers from all the pitfalls of local inversion algorithms. It is
highly sensitive to the initial model parameters and typically requires accurate prior
information on the modelled medium and high signal-to-noise ratio (SNR) to avoid
convergence to suboptimal local minima, a set of conditions that is often challenging
to meet in practice ( , ; , ; )

; , 2022).

The following sections will delve into the principles of FWI, its applications in
medical imaging, and recent efforts to integrate FWI with deep learning techniques.
While in this thesis I do not directly perform FWI reconstructions, FWI serves as

a conceptual benchmark for the outcomes aimed for in this work and therefore war-
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Figure 2.12: Comparison of the spatial resolution of a breast ultrasound image re-
constructed using ray-based tomography (a, ¢) and FWI (b, d). (c) and (d) are
zoomed in versions of (a) and (b), respectively. The FWI recovered image shows a
higher level of detail and resolution, capturing fine anatomical structures that are
not visible in the ray-based image. Modified after Calderon Agudo et al. (2018).

rants considerate level of discussion. Interestingly, FWI can be formulated as a form
of neural network, a perspective that naturally motivates its integration with deep
learning approaches. As will be explored later, numerous studies have sought not
only to enhance FWI through deep learning but also to reframe FWI as a deep
learning problem, with some even developing networks that intelligently process vast
amounts of waveform data to construct physical models of the medium. In a some-
what liberal usage by the deep learning community, “6'WI” is now broadly referred to
any algorithm that does just that: processes acoustic waveform data in its entirety

and performs a series of steps, whatever they may be, to reconstruct a spatial model
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of the medium that underlies that data. It is in this expanded sense that FWI is

explored in this thesis.

2.2.1 Full-waveform Inversion

Note to the reader: in FWI literature, the term model is used to refer to the
spatially-distributed physical properties of the medium being imaged, such as
the speed of sound, density, and attenuation coefficients. This is distinct from
the term model as used in deep learning, where it refers to the neural network
architecture and its learned parameters, while the physical model is referred to
as samples or images. Predominantly throughout this thesis, the terms model
and samples will be used in the context of deep learning, except for this specific

section where model will be used in the context of FWI to maintain consistency

with the literature.

Local Inversion

The waveforms of an UT experiment can be modelled through forward modelling

operator, generalised by the following equation:

G(m) =d, (2.114)

where G is the forward operator simulating wave propagation that maps the model
m, parameterised by the physical properties of the medium, to the modelled data d
( , ). In turn, the inverse problem of UT is to recover the optimal

model m* from the observed data dgps by solving the inverse problem:

m* = G (dops). (2.115)

The operator G contains the discretised wave equation that describes the physics
of the experiment for a given source-wavelet and acquisition geometry ( ,
). Due to the non-linear nature of the wave equation, the inverse problem is ill-

posed, meaning that G~! cannot be directly defined ( , ). Non-linear



2238

2239

2240

2241

2242

2243

Pelacani Cruz, D. 97

inverse problems of this nature are well-studied in the field of applied mathematics,

where they are typically solved using local or global iterative optimisation algorithms

(Seo and Woo, 2012).

Offset (m)
-800 1200 3200 5200

Observed data

(b) .

6000 == = =

Figure 2.13: A series of shot gathers illustrating the FWI process. A starting model
lacking the complex heterogeneities of the ground truth model is iteratively updated
until the simulated data closely matches the observed data. The images depict one
shot gather of the (a) observed data, (b) modelled data of the starting model, and (c)
modelled data of the final model recovered by FWI. The shot gathers are represented
as an amplitude map of the waveforms recorded over time (y-axis) at each receiver
location (x-axis). Modified after Warner et al. (2013)

FWI is fundamentally a local optimisation algorithm (Figure 2.5). The high
dimensionality typical of real-world FWI applications — often reaching billions of

model parameters — limits the practicality of global optimisation methods, which
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require exploring an extensive search space to identify an optimal solution. Like most
local optimisation approaches, FWI seeks to iteratively adjust an initial model using
locally linearised approximations until the simulated data aligns closely with the
observed data ( , ). For small adjustment steps, the linear updates
are sufficiently good to approximate the non-linear nature of the inverse problem.
The core idea behind FWI is that, if the simulated waveforms of a modelled physical
medium match the observed signals, then the model is a reasonable representation
of the true physical medium that produced these signals (Figure 2.13). In turn, this
match is driven by the minimisation of a misfit objective function, which quantifies
the difference between the observed and simulated waveforms ( )

; , ). Broadly, the classic implementation of the FWI algorithm

takes the following steps:

1. Initialisation: Select an initial model mg, ideally close to the true model,

parameterised by physical properties of the medium.

2. Forward Modelling: Solve the wave equation over the model to generate

synthetic data.

3. Misfit & Gradient Computation: Evalutate the misfit ¢(m) for observed

and synthetic data and compute its gradient with respect to the model V,¢(m)

4. Parameter Update: Adjust m using Vy,¢(m) in a descent method, e.g.,

gradient descent or Gauss-Newton methods.

5. Convergence Check: Repeat until convergence criteria (e.g., objective func-

tion threshold, number of iterations, etc.) are met.

6. Model Output: Return the optimal model m* as the final output.

Modelling the Wave Equation

The wave equation describes the spatial and temporal propagation of mechanical
waves within a physical medium, capturing the harmonic transfer of energy across
both dimensions. Mathematically, it is expressed as a coupled second-order lin-

ear partial differential equation (PDE), which relates the spatial and temporal sec-
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ond derivatives of wave-dependent properties of the medium. In seismic imaging,
the wave equation models the propagation of mechanical waves through the Earth,
whereas in medical ultrasound imaging, it describes the transmission of these waves
through biological tissues. This equation can be derived by integrating conservation
principles from continuum mechanics with the constitutive stress-strain relationship
of linearly elastic materials (Hooke’s law) ( , ). For an un-
bounded, non-attenuating, anisotropic, and heterogeneous elastic medium, the wave
equation is formulated as follows ( ; )

(321” 87‘¢j
; = S 2.11
pe) G = g+ (2.116)

where 7;; is the stress tensor is defined by the constitutive relationship:

ou
7'7;]' = Cijklaixl;, (2117)

with wu; denoting the infinitesimal displacement vector at time ¢ and position z;,
p(x;) as the medium’s density, and f; the body force vector in the i*® direction.
Here, anisotropy signifies that the material properties vary with direction. This
directional dependence is encoded in the fourth-order elasticity tensor Cjjx, con-
sisting of 21 independent parameters describing the medium’s deformation response
to stress across different axial planes. Inhomogeneity indicates spatial variability,
where properties like density p(z;) and the elastic constants Cjji; fluctuate across
space, reflecting the complexities seen in geological formations and biological tissues.
Elasticity, as governed by Hooke’s law, denotes the medium’s capacity to deform
under stress and to return to its original configuration once the stress is relieved,
and is a property found in most solid materials. The formulation of Equation 2.116
neglects phenomena of attenuation, the energy dissipation due to internal friction;
viscoelasticity, which captures both viscous and elastic behaviours; and thermoelas-
tic and dispersive effects, which are more relevant at high frequencies or smaller
scales. Although these factors are often omitted in FWI due to computational con-
straints, they can play a crucial role in specific mediums and experiments where such

properties are more pronounced. Modelling of these properties is more relevant in
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geophysical studies ( , ; , ; ,

).

The wave equation presents as a complex, multi-dimensional, non-linear partial
differential equation. Analytical solutions become infeasible in complex, heteroge-
neous, and anisotropic media, where the high parametrisation and varying material
properties render closed-form solutions unattainable. Solving it requires numerical
solvers. Common numerical methods include finite-difference, finite-element, and
spectral methods, which discretise the model into a grid of cells and solve the wave
equation at each point in simpler forms with numerical approximations (

, ; , ). Discussing the specifics of these methods is
beyond the scope of this revision, but it is important to note that numerical solvers
play a critical role in FWI and must not be overlooked in its implementations, as
they can often be a significant bottleneck to the convergence and computational cost
of the algorithm.

In practical implementations of FWI, where high-resolution imaging is often
required, numerically modelling all parameters in Equations 2.116 and 2.117 is com-
putationally prohibitive. Consequently, simplified versions of the wave equation are
commonly used, often by assuming simpler material properties at the cost of reduced
modelling accuracy. A common simplification to the wave equation involves solving
it isotropically, assuming uniform properties of the medium in all directions. Un-
der this assumption, the stress tensor is defined by only 2 independent parameters,

Lamé’s parameters A and p ( , ):

Tij = )\7(51] + 2u— (2118)

ouy, ou;
oxy, Oxj’

where §;; denotes the Kronecker delta. Substituting this form into Equation 2.116

yields the isotropic wave equation:

0%u; 0 ouy, ou;
N0 = DN @) 0 2 4 o) S ) + 2.119
p(i) o012 Oz < (z:) U 9z, + N(xz)axj + fi ( )
where p(z;) 882 ;- represents the density-weighted acceleration of displacement u;, with

p(x;) denoting the spatially varying density, and A(x;) and p(z;) the Lamé param-
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eters, which also vary spatially in inhomogeneous media. The term )\(xi)&jg—;ﬁ:

corresponds to isotropic stress, where \ serves as the first Lamé parameter, affecting

only the normal stresses. The term 2u(z;) g;"% captures the shear stresses, with u rep-
J

resenting the shear modulus (second Lamé parameter), responsible for the medium’s
response to shear deformation ( , ).
As a further simplification, in homogeneous media where material properties

are constant in space, the wave equation is reduced to:

0%u; 0 [ Ouy 0%,
= — [ === 2 i 2.12
"o = om <8xk) T2 o, T (2.120)
or, in vector notation:
0%u 9

Using the identity V?u = V(V -u) — V x (V x u), Equation 2.121 transforms into

0*u

pW:AV(V-u)—i—Qu(V(V-u)—VX(qu))—i—f, (2.122)

which can be further simplified to:

9%u

PoE = A+2)V(V-u) — puV x (V xu) +f. (2.123)

Taking the divergence of Equation 2.123 isolates the compressive components, as

V - (V x u) = 0 removes any curling terms ( , ), yielding:
1 92 9
where

[x+2
vy = J; 3 (2.125)

defines the speed of propagation of compressional waves v, through the medium,
parameterised by the Lamé parameters and density. This is known as the isotropic
acoustic wave equation, which governs the propagation of purely compressional waves

in homogeneous isotropic media. The quantity v,, known too as speed of sound (SoS)
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231 and P-wave speed, is commonly used to characterise physical models in FWI imaging.
2342 Similarly, the shear components can be isolated by taking the curl of Equation
23 2.123. Applying the vector calculus properties V x (V(V -u)) =V x (Vk) =0 and
s V x (Vx (Vxu))=-V3V x u) yields

2
@aﬂVXw:V%VXm+VXﬁ (2.126)
245 where
7!
US - R 2 127
p (2.127)

236 defines the shear wave (S-wave) speed vs, parameterised by the shear modulus and
2347 density, and governing the propagation of shear waves in homogeneous isotropic
248 media. Comparing Equations 2.125 and 2.127 shows that shear waves travel more
2349 slowly than compressional waves.

2350 The accuracy of forward modelling in FWI relies heavily on the chosen wave
2351 equation. In essence, any real-occurring phenomena of wave propagation that goes
252 unmodelled is treated as noise by FWI. So the more complete the wave equation, the
2353 more precise the inversion. Although including anisotropy can significantly improve
2354 accuracy in FWI ( , ), for most ultrasound imaging applications, the
2355 human body can often be approximated as an isotropic medium without substantial
236 loss of fidelity ( , ; , ). However, the acoustic simplification
2357 may not fully capture compressional-to-shear conversions at bone-tissue interfaces.
2358 Nonetheless, this approximation is frequently necessary due to the computational
2350 processing and memory demands of elastic modelling. Ultimately, the choice of wave
2360 equation represents a balance between computational feasibility and convergence

2361 requirements.

262 Adjoint State Method

263 As alocal inversion algorithm, FWT iteratively updates an initial model m € R xd2xds=M
264 with small, localised perturbations dm, under linear assumptions, to obtain a model

265 closer to the true solution:
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m <+ m+ ém. (2.128)

The perturbation dm is chosen to minimise an objective function, typically the

mean squared error between the observed and modelled data:

1 1
¢(m) = 5[|G(m) dobs||* = 3 STSTS dars — dobs, % (2.129)

nNs Ny Nt

where ds ¢ and dops, ,, denote modelled and observed data of source s, at receiver
r, and time t, respectively.

Following the derivation from ( ), we can apply a Taylor
series expansion on Equation 2.129 around the vicinity m = mg 4+ dm of a starting
model my:

T 09

¢p(m) = ¢ (mp +0m) = ¢ (mg) + om" —| + 1(5mT

3
m e 5m+(’)(5m),

mgo

P
Om?

(2.130)

and differentiate it with respect to dm to obtain:

T
99| _ 09 1. 70% 10% 9 3
Om m_ 6m'm + (25m Om? o + 2 Om? moém +85m0(6m)
09 % 2
~ G " | O ().

(2.131)

Setting the gradient to zero, we obtain the model perturbation that minimises the

objective function:

Om?2 Om

-1
dm = — ( ¢ ) 2% _o (6m?), (2.132)

mgo

and by neglecting the higher-order terms, we derive the linearised first-order approx-
imation, known as the Born approximation, of the model perturbation, leading to

the conventional gradient descent method:
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om ~ _H_lvm¢7

(2.133)

2579 where Vin¢ = Vm¢(m) is the gradient of the misfit with respect to the current

2380

model parameters, defined by:

o¢

omq

0¢

omo

o¢

LOm s

, (2.134)

s and H = H(m) is the Hessian matrix containing second-order derivatives, represent-

2382

2383

2384

2385

2386

2387

2388

ing the curvature of the error surface around the current model:

m) =

0%¢(m)

Om?

%9 _9%

om? oOm10ma
_0% ¢
OmaOmy amg
9% 0%

_BmManu OmprOma

%%
om10m

0%
omodm g

(2.135)

9%

2
omy,

For large-scale models (M = 10° — 10%) the Hessian matrix is often computa-

tionally intractable to compute, invert, and store, so it is typically approximated.

In its simplest approximation, the Hessian is replaced by a constant-valued scalar,

which results in the conventional gradient descent method:

om =~

—aVmo,

(2.136)

where « is the constant-valued step size, or learning rate, replacing the Hessian,

which controls the size of the model update. Research on optimal learning rates and

2380 Hessian approximations for FWI is extensive (

2390

2391

scope of this review.

, ), but beyond the

The gradient V¢, as shown in Equation 2.133, can theoretically be computed
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by explicitly perturbing each model parameter individually and observing the re-
sulting change in the objective function. This would require M + 1 forward runs to
model the wavefields and construct the sensitivity matrix g—i. While straightforward
in principle, this method is computationally prohibitive for realistic models due to
the significant computational overhead. This high computational demand motivates
the use of adjoint state methods to calculate the misfit gradient. By reformulating
the gradient calculation in terms of adjoint wavefields rather than explicit sensitivity
matrices, the adjoint state method provides an efficient alternative that requires only
two wave equation solutions per iteration — one forward and one adjoint ( ,

). This reduction transforms an otherwise impractical computation into one
that is achievable for large-scale FWI problems.

The adjoint formulation begins with the linear relationship between the wave-

field u and a source term for propagation, represented in Equation 2.123 by the

external force f but denoted here as s for clarity:

Au=s, (2.137)

where the source term s is the outcome of the linear operator A = A(m) acting
on the wavefield u = u(m). In turn, the operator A is a matrix containing the
discretisation of the wave equation for a given model and acquisition parameters.
Differentiating Equation 2.137 with respect to the model yields:

0A ou

where the source term vanishes as it is independent of the model. Equation 2.138
can then be rearranged to isolate the derivative of the wavefield with respect to the
model:

Ou _ A—167A

The data d can be extracted from u at the receiver positions via a diagonal

matrix R:
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d = Ru, (2.140)

and we note that derivative of the data with respect to the model, also known as the
Jacobian or sensitivity matrix ( , ), can be expressed as a function of
the operator A and the wavefield u using Equation 2.139:
od ou 0A
= A1 "—u.

J==——"=R-—=-R

 Om Om Om (2.141)

Applying the chain rule, the gradient of the misfit function in Equation 2.129
with respect to the model can be reformulated as the product of the data residual
and the Jacobian, noting that while d is a product of the model m, the observed

data dgps is independent of it:

10 od
Vm@b(m) = 507m||d - dobs”2 = <8m

T
> (d — dgps) = J74d, (2.142)
where dd = d — dgps is the data residual. Substituting the Jacobian from Equation

2.141 into Equation 2.142 gives:

oA

om

T
Vm¢(m) :—uT( ) A"TRT4d. (2.143)

The final term of the gradient in Equation 2.143 can be interpreted as the back-
propagation of the data residual through the model. When the matrix R represents
the extraction of wavefields at receiver positions, R corresponds to re-injecting the
wavefield at the receiver positions back into the model. Similarly, if A is spatially
symmetric (i.e., self-adjoint), and it is in practice designed to be, and propagates
the wavefield forward in time, the adjoint operator A7 is analogous to propagating
the wavefield through the model backward in time, a concept not too dissimilar from
back-propagation in deep-learning. This final term thus generates a residual wavefield

ou by back-propagating the residual data as a source in reverse time, formalised as:

ATsu=RT4d, (2.144)
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which mirrors Equation 2.137. Thus, the gradient of the objective function with

respect to m is given by the adjoint state method as:

Vmé(m) = —u” <8A)T su. (2.145)

om

Equation 2.145 tells us that computing the gradient of the misfit function with
respect to the model requires first solving the wave equation forward in time to obtain
the wavefield u, then solving the adjoint wave equation backward in time to acquire
the adjoint wavefield du. This adjoint wavefield is then multiplied by the gradient of
the operator A with respect to the model, which is derived analytically. This process
represents the zero lag of the temporal cross correlation of the forward wavefield for a
particular source with the back-propagated wavefield generated by the data residuals
at each receiver for that source, calculated at every point in the model, and weighted
and modified by an analytical expression ( , ). For each source, this
approach requires only two wavefield computations — one forward and one adjoint
— rather than M + 1 computations, making FWI computationally feasible. The

FWI algorithm is summarised in Algorithm 6.

FWI In Practice

Offering an unprecedented level of detail and resolution in ultrasound characterisa-
tion, FWI has transformed geophysical imaging and has gained popularity in ultra-
sound medical imaging ( ) ; , ; , ;

) ). By leveraging the entire wavefield, FWI produces high-
resolution reconstructions that surpass traditional methods like ray-based travel-time
tomography and migration ( , : , ). Despite
its achievements, FWI remains computationally intensive and practically challenging,
particularly when applied in environments where the physics of wave propagation is
complex. At the core of these challenges lies its inherently ill-posed nature, stem-
ming from the highly non-linear character of the inverse problem, where no unique
solution exists and many model solutions can fit the data equally well.

The non-linearity of FWI is exacerbated by the limited frequency range of
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Algorithm 6 Full-Waveform Inversion (FWI) Algorithm

Require: Initial model parameters mg, observed data dgps, convergence threshold
€, maximum iterations Ny ax

Ensure: Optimal model parameters m*

Set k + 0

Initialise model m < my

while |[Vim¢(m)|| > € and k < Nyax do
1. Forward Modelling: Solve the forward wave equation to obtain the

modelled data

= W o

G(m)=d

2. Compute Data Residual: Calculate the data residual dd = d — dps
3. Adjoint Wavefield: Compute the residual wavefield du by solving the

adjoint problem:
ju=A"TR"sd

T: 4. Compute Gradient: Compute the gradient of the objective function
¢(m) with respect to m:

Vmo(m) = —ul (‘9A>T5u

om

8: 5. Update Model: Update the model parameters m using a descent
method, e.g., gradient descent:

m <+ m— aVyo(m)

where « is the step size.
9: Increment k < k + 1
10: end while
11: return m* + m

ultrasound data and inadequate starting models ( , ). At frequencies lower
than 7 Hz, the optimisation landscape near the global minimum is sufficiently flat to
allow for successful waveform inversion starting from an initial model derived from
ray-based tomography ( , ). In addition, low-frequencies are less affected
by attenuation effects, boosting SNRs. Without sufficient low-frequency data, FWI
struggles to resolve the large-scale structures of the model, which are associated with
these frequencies ( , ; , ). The inversion becomes prone to
cycle-skipping, a condition in which the inversion aligns incorrect phases between
synthetic and observed data, ultimately leading to convergence towards erroneous
final models trapped in local minima ( , ) (Figure 2.14).

Equally important, a starting model with insufficient or incorrect kinematics can
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> e
n-1 10— ;,']n+1"
Time (s)

Figure 2.14: Cycle-skipping in FWI. The inversion process is susceptible to cycle-
skipping when the phase of the synthetic data is misaligned with the observed data
by more than half a wavelength. The solid black line indicates a monochromatic
waveform with a period T as a function of time. The upper dashed line shows
the modelled monochromatic waveforms with a time delay exceeding 7'/2. In this
scenario, FWI will adjust the model so that the (n + 1) cycle of the modelled
waveforms aligns with the n'® cycle of the observed waveform, misrepresenting the
kinematics of the system. In the lower example, FWI modifies the model such that
the modelled and recorded n' cycles remain in-phase, as the time delay is less than
T/2. Figure extracted from ( , ).

also result in misaligned waveforms and lead to cycle-skipping ( , ;
, ). Successful FWI, therefore, hinges both on the quality of the
initial model and the low-frequency content of the data, where one can compensate
the other ( , ).
Obtaining the lowest frequencies essential for robust FWI, however, poses its
own difficulties, as the bandwidth provided by acoustic sources is often limited (

, : , : , ). When such frequencies
are achieved, they can still be obscured by environmental noise, which complicates
matters further ( ) ). In this case, it becomes even more crucial that the
starting model is a truthful representation of the medium in order to mitigate such
risks ( ; ; ) ).

The body of research on strategies to mitigate cycle-skipping is extensive,
including regularisation techniques, frequency-dependent schemes, multi-scale ap-

proaches, and even other refined variants of FWI algorithm. Details of such ap-
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proaches are intentionally left out here, as they lie beyond the scope of this discus-
sion. Notably, however, Adaptive Waveform Inversion (AWI), a variant of FWI, has
emerged as a compelling solution for addressing cycle-skipping issues, particularly
in cases with suboptimal starting models ( , ). The founda-
tional principles of AWI form the basis for the work presented in Chapter 3, where
they will be discussed in more detail.

Transitioning from two-dimensional (2D) to three-dimensional (3D) FWTI is crit-
ical for capturing the full complexity of wave propagation. In 2D, wavefield modelling
relies on restrictive in-plane assumptions, leading to incomplete representations of
wave dynamics and potentially inaccurate model reconstructions, especially in het-
erogeneous regions ( , ; ) ; )

; , ). The transition to 3D, however, introduces consider-
able computational and memory burdens. Not only the modelling dimensions are
cubically scaled from n x n to n x n x n, 3D FWI demands computational scales on
the order of n% due to the increased model volume, source requirements, and wave
propagation across three dimensions ( , ). For large 3D models,
the volume of temporal wavefield data alone can reach tens of terabytes, imposing
challenging storage and processing requirements ( , ;

, ). Access to high-performance computing (HPC) or GPU resources with
tailored parallelisation strategies is therefore indispensable for managing these com-
putational loads effectively ( , ; , ;

, 2022).

Intensifying this challenge, the choice of wave equation remains a constant tug-
of-war between computational feasibility and model convergence in FWI. Acoustic
isotropic models, though more computationally efficient, fail to incorporate shear
waves and mode conversions, introducing potential biases and kinematics mismatches
in high-contrast elastic environments. Conversely, elastic models, which capture more
complex wave interactions, require more computational resources and memory due to
the additional degrees of freedom for shearing parameters ( , ;

, ). Despite the many developments to alleviate its computational

burden, 3D elastic FWI remains one of the most resource-intensive applications of
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the method.

In geophysics, FWI operates within characteristic P-wave velocities from 1450
to 4500 m/s and frequencies between 2 and 30 Hz for a 5 to 50m grid resolution
( ) ). In contrast, medical ultrasound requires resolutions at a
much smaller scale, with grid spacings as fine as 0.5 mm ( ,

; , ). In practice, the need for fine resolution requires modelling
at significantly higher frequencies, typically in the range of 0.2 to 2 MHz, to capture
the finer spatial details essential for imaging clinically important anatomical features
( , : , ), particularly in soft tissues, which exhibit
much smaller acoustic contrasts compared to geological structures. As a consequence,
the computational load of FWI in medical imaging is substantially higher, resulting in
longer optimisation times for accurate inversions and often prohibiting its feasibility
in real-time applications.

Brain imaging with FWI presents its own unique challenges. Conventional ray-
based tomography, which primarily models reflected waves as straight or bent paths,
is ineffective for brain imaging because of the high impedance contrast between the
skull and its medium, and the low impedance contrast between the different types of
soft tissues. This means that soft tissues are only registered in the data as transmis-
sion signals, which are often obscured by the skull’s strong reflections. In addition,
the high frequencies necessary for high-resolution imaging exacerbate scattering and
anelastic losses within both the skull and brain tissue, limiting the signal quality of
intracranial soft tissues ( , ). In this context, conventional ultra-
sound methods cannot, and have not, been able to image intra-cranial structures of
the adult human brain ( , ). FWI, however, by leveraging the
full-waveform signal, has the capacity to incorporate both reflected and transmit-
ted waves, allowing for a more comprehensive capture of wave propagation through
the skull. While transmitted signals remain weak and easily masked by the skull’s
strong reflections, the inclusion of these signals offers a critical advantage, present-
ing a chance, despite a challenging one, to obtain an ultrasound image of the brain
( , ; , )-

Achieving this goal is not straightforward, as many of the same factors that
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hinder conventional ultrasound also complicate FWI. Research by

( ) demonstrates that successful neuroimaging with FWI is theoretically possi-
ble only under strict conditions: both transmitted and reflected ultrasound data are
recorded, i.e. long-offset acquisitions, 3D effects are incorporated, accounting for
the full complexity of wave propagation in space, appropriate sources are used to
obtain high-quality low-frequency signals, typically below 1 MHz, and accurate prior
information on the skull’s properties, i.e a good starting model, can be obtained.
The work of ( ) further corroborates the feasibility of FWI for
brain imaging with synthetic examples, showing that under such conditions, MRI-
like images of the brain can be obtained via ultrasound modelling. Given these
requirements, the clinical feasibility of FWI for brain imaging hinges on two critical
challenges: the computational burden of modelling high-frequency waveforms in 3D
and the need for a reliable starting model for the skull. While advances in compu-
tational hardware and PDE modelling strategies could eventually mitigate the time
and resource demands over the years, the dependency on a robust prior remains an

obstacle for practical applications.

2.2.2 Full-waveform Inversion with Neural Networks

A close examination of algorithms 1 and 6, show that FWI is not far removed from the
concept of a neural network. They are, after all, data-driven local optimisation algo-
rithms aimed at resolving an exceedingly non-linear parameter space, often involving
billions of degrees of freedom. In fact, ( ) reframed FWI within a
deep learning framework by structuring it as a recurrent neural network (RNN), a
type of autoregressive model designed for sequential processing. In an RNN, each
unit corresponds to a sequential processing step, where states are passed from one
layer to the next, allowing information from previous time steps to influence current
outputs. Analogously in FWI, the wave equation is solved iteratively over time steps,
with each step depending on prior states of the wavefield. By treating each layer
of the RNN as a finite difference time step, the neural network forward pass effec-
tively becomes an FWI forward solver, with its trainable parameters corresponding

to those of the physical parameters of the FWI model. In this sense, the terminology
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of models in FWI and models in deep learning are, in fact, closely aligned. This
approach allows FWI to benefit from deep learning tools like automatic differentia-
tion for gradient calculations and advanced optimisation algorithms, such as Adam
( , ), to both accelerate and stabilise convergence. Similar work
has been carried by ( )

Numerous studies have explored deep-learning solutions to FWI challenges, ad-
dressing specific tasks including data denoising ( , ), reg-

ularisation and prior generation for the inversion workflow ( , ;

; ) ; ) ; ) ; ) )

, : , ), acceleration of forward modelling

( ; ; ) ; , ), acoustic-
to-elastic mode conversions for data and FWI gradients ( , ; ,

, ), low-frequency data extrapolation ( , , ;

, : , ), model uncertainty quantification ( )

: , ), data augmentation ( , ), and more. The ma-
jority of these advancements have been developed within the domain of geophysics,
where these deep neural networks address the main challenges in the inversion pro-
cess summarised as: i) difficulties with algorithm conversions in real-world datasets
and unreliable solutions due to FWT’s inherent ill-posedness; ii) the need for better
starting models, prior-based regularisers, and frequency-extrapolation techniques to
mitigate cycle-skipping effects; and iii) the exhaustive computational demands of
accurate wave modelling. Fortunately or not, these issues are also present in med-
ical imaging, allowing solutions developed in geophysics to be directly applied to
ultrasound imaging.

Of particular interest, a few studies have attempted to replace the FWI algo-
rithm partially or entirely with deep learning models, a concept that closely aligns
with the ambition of this thesis. There is a natural inclination to do so, given the
conceptual parallels between FWI and neural networks, and the fast rise of processing
capabilities of deep learning models. The following discussion provides an overview

of some of the most influential studies in this topic, acknowledging that this review
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is representative rather than exhaustive. It reflects the dynamic, experimental phase
of deep learning in FWI, aiming to highlight key accomplishments and opportunities
for development.

( ) proposed a deep learning approach for velocity model
building to bypass FWI utilising a deep neural network trained on synthetic 2D data
to perform data-to-model inference. This approach leverages semblance panels that
capture coherent energy across seismic traces to reduce dimensionality, while em-
phasising key velocity information. Tested on synthetic data, it demonstrated high
structural similarity, with SSIM values averaging 0.8717 for K-Means segmented
models and 0.8939 for continuous layered models. The DNN struggled with salt
structures, where SSIM dropped to 0.8101, indicating limitations in handling high-
contrast boundaries. Despite efficient inference, the authors highlight that generali-
sation to real seismic environments remains challenging due to reliance on synthetic
data and simplified acoustic assumptions, which may not fully represent real geolog-
ical variability.

( ) introduced a fully convolutional network tailored to multi-
shot seismic data, differing from ( ) by training directly on raw
seismic waveforms rather than semblance-derived features. Using a U-Net-based ar-
chitecture with multiple input channels, their approach improved robustness to noise
and the absence of low frequencies, achieving PSNR and SSIM scores on synthetic
data that approached traditional FWI outputs. In comparison, while each FWI
model required 37 minutes to compute, the FCN achieved inference within seconds
after training, suggesting a promising application for real-time seismic inversion.The
authors also highlight the network’s reliance on synthetic data limits its adaptability
to diverse geological structures.

( ) proposed a 3D CNN to accelerate and automate seis-
mic tomography for velocity model building. Initially trained on semblance-based
features, like in their previous work ( , ), and later extended to
raw data, this CNN achieved SSIM scores of 0.919 for layer-cake models and 0.892 for
models inclusive of salt. The model encountered difficulties with sharp boundaries,

particularly near salt structures, where its R? score was 0.741. The rapid inference
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time offers significant workflow advantages, though the CNN’s geological adaptabil-
ity is constrained by its need for retraining across different regions. Additionally,
its limited high-frequency detail resolution renders it a complementary, rather than
standalone, solution to conventional FWI.

( ) developed InversionNet, an encoder-decoder CNN integrated
with a conditional random field module for FWI, which enforces structural continu-
ity within the generated velocity models. Bypassing traditional iterative inversion,
InversionNet enables direct, end-to-end learning from seismic data to velocity model
outputs. Tested on synthetic datasets, the model significantly reduces errors com-
pared to traditional FWI techniques, particularly excelling in geometrically complex
formations. While the conditional random field aids spatial continuity in complex
regions, the authors also emphasise that InversionNet’s reliance on synthetic data
poses limitations for adaptation to field data with real-world noise and geological
variability.

( ) instead approached FWI using a cycle-consistent GAN,
re-framing seismic inversion as a domain transfer problem. Their GAN achieved
rapid structural fidelity on synthetic geological models, efficiently managing complex
structures like folding, faulting, and dyke intrusions. While promising, the GAN’s
training is computationally intensive, raising scalability concerns. Tested on field
data, the model encountered artifacts and struggled with low-contrast reflectors,
highlighting limitations in handling real-world noise and structural variability.

( ) introduced AD-DLFWI, a hybrid FWI method that en-
hances velocity models through adjoint-driven gradient refinement using an FCN.
AD-DLFWI demonstrated superior fine-scale detail retention over conventional FWI
because it uses the neural network to estimate and apply improved gradient updates
in a physically meaningful way. This method, unlike InversionNet, retains physi-
cal interpretability by refining FWTI’s gradients, achieving SSIM values of 0.92 and
PSNRs of 25 dB on synthetic data.

( ) proposed PEN-UBT, a physics-embedded neural network for
ultrasound brain imaging, aiming to reduce reliance on traditional FWI. PEN-UBT

integrates a convolutional network for forward wavefield propagation with an inver-
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sion subnetwork to reconstruct tissue structure, both trained concurrently. Achieving
SSIM values above 0.95 on synthetic brain models, PEN-UBT outperforms tradi-
tional FWI (SSIM around 0.81), highlighting the advantages of embedding physics
into the network. However, limitations of synthetic data and dependence on a suit-
able initial model persist, and the authors suggest transfer learning may be necessary
for clinical adaptability.

( ) introduced an ultrasound imaging method using amortised
normalising flows, bypassing traditional inversion through efficient, probabilistic sam-
pling. Using a physics-informed summary statistic as input in the form of the first
gradient of an FWI run, the model compresses high-dimensional data by a factor of
70. The probabilistic framework is also designed to support Bayesian uncertainty
quantification, informing on the model’s reliability. Achieving PSNR of 38.67 and
SSIM of 0.9646 on synthetic data, it outperformed both FWI and U-Net benchmarks.
Unlike AD-DLFWI or PEN-UBT, this method emphasises data efficiency along with
robust uncertainty estimates, though the authors propose that real-world adaptation
may require diverse anatomical training data.

( ) introduced FWIGAN, a GAN-based FWI method incor-
porating the acoustic wave equation directly within its framework. This structure
allows for velocity model optimisation without traditional gradient updates, instead
using adversarial learning for efficient convergence. FWIGAN achieved an SSIM of
0.6802 and SNR of 17.29 on the Marmousi model, outperforming both traditional
FWI and deep image prior methods. While FWIGAN is theoretically robust against
noise and poor initial models, its adaptability to field data may still be limited by
sensitivity to data variability.

( ) proposed SiameseFWI, a FWI method using a Siamese net-
work to align observed and synthetic seismic data in a shared feature space for loss
quantification, enhancing inversion stability. Tested on synthetic and field data, it
achieved a 40% improvement over traditional FWT in complex geological data (SSIM
= 0.65, SNR = 24 dB). However, the model’s memory demands limit scalability, and
it remains sensitive to data quality, particularly in real-world scenarios where noise

and variability challenge the robustness observed in synthetic settings.
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Across these studies, common challenges persist around generalisability, data re-
liance, and computational demands. Training deep learning models remains resource-
intensive, often requiring extensive data volumes and high-performance computation,
and consequently restricting scalability in real-world applications. Not only that, de-
spite innovations like feature-based regularisation and physics-informed structures,
deep-learning-based FWI methods still exhibit dependency on starting models, which
can limit their efficacy when prior information is unavailable or unreliable.

Generalisability remains another key challenge, as synthetic training environ-
ments typically lack the noise and complexity found in real-world data. In contrast,
medical imaging applications benefit from more standardised data, as anatomical
structures are comparatively uniform, potentially easing the path to model general-
isation in deep-learning-based ultrasound brain imaging. This consistency, however,
remains underexplored and may represent an avenue for future research in intelligent

UT methods.
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Chapter 3

Convolutional Data Comparison

with Wiener Filters

Data comparison is a fundamental building block of optimisation problems aimed
at learning data distributions, whether through similarity metrics, loss functions,
distance measures, or other similar objectives. Mean squared error (MSE) is a
commonly employed data comparison strategy due to its simplicity, computational
efficiency, and advantageous mathematical properties, such as smoothness and dif-
ferentiability ( , ). However, MSE-based reconstructions often
lack quantitative accuracy and perceptual fidelity required for high-resolution syn-
thesis tasks. This is because MSE is an element-wise operation that assumes all
data points are independent and equally important, neglecting contextual correla-
tions ( ; ; : ; ; : ; ;

). In machine learning, this issue is exacerbated by neural networks’ biases to-
wards low-frequency content, bound by spectral biases and the F-principle, leading
to high-frequency degradation and limited structural recovery ( , ;

, 2019; , 2009).

The exploration of better data-driven criteria has been relatively neglected in
the machine learning community, which tends to favour increasingly complex network
architectures to address low-fidelity issues ( , ; , ). Alterna-

tive metrics have been proposed but often suffer from training instabilities or require

119
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costly computational operations. The Structural Similarity Index Measure (SSIM)
evaluates similarity based on luminance, contrast, and structural information but can
result in unstable training outcomes ( , : , ;

, ); perceptual losses, such as LPIPS, compare data representations
within the feature maps of pre-trained convolutional neural networks, and have be-
come well-established due to their ability to learn hierarchical representations that
are sensitive to correlations within data. However, they can be computationally ex-
pensive and potentially biased by the network architecture and the distribution of
the training data ( , : , ,b); adversarial losses
rely on a trainable discriminator network as a loss function, but not only they in-
troduce additional trainable weights, they are also prone to training instabilities due
to their adversarial nature. ( , ); Focal Frequency Loss (FFL)
proposes a Fourier-domain distance method to mitigate high-frequency degradation,
though further research is needed to validate its efficacy ( ) ); the
Wasserstein distance from optimal transport theory has also been leveraged as a loss
function, successfully improving multi-label classificaiton ( , ) and
non-parametric generative modelling ( , ) problems. Yet, its for-
mulation remains computationally intensive and limited to non-negative, normalised
signals ( , ; , ). In-depth discussion of these metrics
can be found in Section 2.1.2.

In this research chapter, I introduce a novel data comparison strategy using
Wiener filters, which leverages convolutional analysis to compare data samples with-
out assuming local element-wise relationships. Specifically, I propose a new loss
function based on Wiener filter analysis, named Wiener Loss, designed to optimise

problems requiring comparison of data samples of the same domain. This work was

presented at the NeurIPS 2023 Medical Imaging workshop ( , ), re-
leased in full on arXiv ( , ), and is briefly introduced in the thesis
work of my co-author Dr. George Strong ( , ). This chapter follows closely

to those publications in terms of writing style, structure, and visual elements, while
incorporating additional experiments and discussions that are presented exclusively

here.
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As will be shown in the following sections, the proposed Wiener Loss enhances
the fidelity of recovered samples by promoting full-spectrum recovery through con-
textual awareness. The method is formulated within a least-squares framework,
resulting in a smooth solution space, and is therefore, cost-effective and competitive
to other existing metrics.

The efficacy of the Wiener Loss is demonstrated here in two deep-learning ap-
plications: data compression and medical imputation. In the medical imputation
example, I focus specifically on brain scans, where the contributions of the Wiener
Loss are particularly beneficial due to the complex, irregular, and unique structures
of the brain, such as cranial and skin formations, cortical folds, and ventricles. In
these experiments, networks trained with the Wiener Loss can better capture data
distributions, boost perceptual quality, and generate realistic data samples from
tight latent spaces at reduced costs. Although this new formulation is implemented
in deep-learning tasks, it is worth noting that this methodology can be used for
any task where data comparison is required and preservation of data correlation is
desired.

The direct inspiration for this work comes from Adaptive Waveform Inversion
(AWI) ( ) ), which uses a loss function based on convolu-
tional data-matching Wiener filters for seismic imaging. AWI is a refined variant of
Full Waveform Inversion (FWI) (see Section 2.2), developed to address convergence
challenges in FWI, particularly when fitting the non-linearities of seismic data in
the presence of large phase differences between modelled and observed signals. In
this context, AWI is formulated within a convolutional phase-matching framework,
which I leverage here to promote perceptuality. Mathematically and conceptually,

AWT is the technique most analogous to the proposed Wiener Loss.

3.1 Wiener Loss Formulation

Wiener-filter theory ( , ) is central to the technique presented in this work.
A Wiener filter can be defined as the convolutional filter that provides the best least-

squares match between two signals. Mathematically, the Wiener filter that matches
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a signal y to a signal x, expressed as column vectors, is obtained by minimising the

following expression with respect to v:

1
min ~|[Yv — x||?, (3.1)
v 2

where v is the Wiener filter, and Y is a matrix that represents convolution with
signal y. If signals x and y are one-dimensional, then Y will take the form of
a Toeplitz matrix, with progressively lagged values of the signal y placed in each
column ( , ). If signals x and y are matrices representing two-dimensional
images, then Y is given by a doubly block Toeplitz matrix ( , ). The
solution to this linear least-squares problem is given by the normal equation, obtained

by setting the derivative of Equation 3.1 with respect to v to zero:

vix,y) = (YY) YTk, (3.2)

where Y7 is the transpose of the Toeplitz matrix Y, that represents the cross-
correlation with signal y ( , ). In full, this equation can be interpreted as
the cross-correlation of y with x, deconvolved by the autocorrelation of y.

In this work, full-lag Wiener filters that are of at least the same size as signals
x and y are implemented. The receptive field of any element within signal x is
therefore equivalent to the entirety of signal y and vice versa. This means that
Wiener filter v(x,y) globally matches signal y to signal x through convolution,
without assuming any local relationships between any of the individual elements or
structures contained within signals x and y. This sensitivity to the global content
within the samples is a core advantage of using Wiener filters for data comparison
over conventional methods sensitive only to local element-wise differences. It is worth
noting that truncated Wiener filters could of course be used in applications where
it may be advantageous to limit the receptive field in the data matching process,
though that topic is left for exploration in further research.

If signals x and y are identical, the resulting Wiener filter that best matches
them is given by the Dirac delta function, i.e. the identity of the convolution op-

eration. Equivalently, the closer the Wiener filter coefficients are to a Dirac delta
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Figure 3.1: Top: visual illustration of two-dimensional Wiener filters that match
MNIST sample y to random noise x. Bottom: matching y to x where x = Yy,
demonstrating that the Wiener filter when x = y is given by the Dirac delta function.
During Wiener Loss optimisation, the whitening matrix W iteratively penalises the
residuals between the Wiener filter and zero-lag spike, driving it towards a Direct
delta function, and x and y towards identity.

function, the more similar the sample pairs are (Figure 3.1). The formulation of the
Wiener Loss leverages this notion of similarity by explicitly driving the matching
Wiener filter between x and y towards the convolutional identity. This process, in
turn, implicitly steers signals x and y also towards the identity. This is the central
idea behind the Wiener Loss.

One formulation that can naturally achieve this is the minimisation of the
Rayleigh quotient of the Wiener filter between x and y with respect with a pe-

nalisation matrix T. The quotient R is defined as:

_ ITv(xg, y)II?

R(T. v ¥) = g 2

(3.3)

where, y is a vector containing the observed or target data, xg is the predicted data

||? is the squared Euclidean norm, and T is an

from a model parameterised by 6, || -
arbitrary momnotonically decreasing function centred at zero-lag that penalises non-
zero-lag energy in the filter, driving it towards a zero-lag spike. The penalisation is
enforced through the Hadamard product between T and v(x,y). The normalisation
term in the denominator of Equation 3.3 is crucial to prevent collapses towards trivial
solutions. Without it, the numerator is minimised by simply suppressing all of the

values in the filter. The minimisation of R(T, v(xg,y)) is the objective that defines
AWIL.
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One important drawback of Equation 3.3 is that it renders itself insensitive
to amplitude variations within the data. The Rayleigh quotient is known to be
minimised when v is the eigenvector v,,;, of T associated with the smallest eigenvalue
( , ). Because any constant scaling of an eigenvector is also
a solution of its eigenspace (defined as the set of all the eigenvectors corresponding
to the same eigenvalue), there exist multiple scaled solutions of v, and therefore of
x, that satisfy the minimisation condition. Minimising Equation 3.3, therefore, only
requires the filter energy to be focused at zero-lag, being indifferent to its amplitude.
The formulation also has no constraints over the amplitudes of individual elements
of the filter and, at worst, minimising Equation 3.3 can result in a negative Dirac
delta function approximation with mixed positive and negative values, leading to
erroneous polarities in the recovered data.

The amplitude indifference of Equation 3.3 is of little concern in seismic imaging
because signal normalisation is a fundamental part of its heuristic pipelines. The pri-
mary focus is on the phase matching of signals. However, in machine learning, both
amplitude and phase are crucial for most applications ( ) ;

, : , : , ,b). To address this limitation,
the proposed Wiener Loss in this work does not directly penalise the filter, but

instead penalises the residuals between the filter and a Dirac delta, defined as:

Lulxo,y) = 5|IW (v(x0.y) -~ 3} | (3.4)

where 6 is the multi-dimensional Dirac delta function, y is a vector containing the
observed or target data, xy is the predicted data from a model parameterised by 6,
and the penalisation matrix, here represented as W instead of T, is an arbitrary
momnotonically increasing function centred at zero-lag that penalises energy residuals
of the filter, with emphasis at zero-lag. The penalisation is, therefore, higher for
residuals at zero-lag, preventing any negative polarities and non-unitary values (Fig-
ure 3.1). Finally, due to its least-squares nature, the Wiener Loss retains desirable
optimisation properties inherent to MSE of smoothness, convexity and differentia-

bility.
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3.1.1 Fourier-Domain Implementation

An efficient method for solving Toeplitz systems and calculating one-dimensional
Wiener filters from Equation 3.2 is the Levinson-Durbin recursion (LDR) algorithm
( ) ; , ). Although extensions of this algorithm for block
Toeplitz systems can be used to calculate higher dimensional-Wiener filters (

, ), such implementations become computationally intractable with increased
sample sizes. For greater computational efficiency, Equation 3.2 is implemented in

the Fourier-domain as follows:

V(%) :f—l{f{x}@’]:{yHA}

Fix} o F {x} + A (3:5)
where F represents the Fast Fourier transform (FFT), ® represent the Hadamard
product (element-wise multiplication), the vinculum represents Hadamard division
(element-wise division), and A is a pre-whitening scalar used to stabilise the decon-
volution.

In this way, the convolution operations inherent to the Wiener filter are con-
verted into element-wise operations, eliminating the need for expensive matrix mul-
tiplications and inversions. Note that A is a stabilising parameter added to both

numerator and denominator in Equation 3.5 to ensure that the Wiener filter v(x,y)

when x =y is given by a Dirac delta function with an amplitude of 1.

3.1.2 Statistical Interpretation

The probability of a variable z ~ p(z) belonging to a multivariate Gaussian distri-
bution with mean g and covariance 3 is given by the well known density function:

el ®) = e (~gla- W= e w), 60

where k is the dimensionality of the variable z, and the exponential term is the
square of the Mahalanobis distance between the point z and the distribution N (u, )
( ) ). In the formulation of the Mahalanobis distance, X! is decom-

posed to 7! = WTW by the spectral theorem, where W is the whitening matriz
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that scales and decorrelates data, effectively converting the covariance matrix into
an identity matrix. In other words, the whitening matrix performs a decorrelation
transformation on the point z such that the distance between the point and the
defined distribution is equivalent to the distance between the point after transfor-
mation and a multivariate Gaussian whose covariance matrix is the identity matrix.
Although the existence of W is guaranteed, its existence is not unique ( ,

).

Gaussian modelling over p(z) is achieved by parameterising p and 3, such that
the logarithm of p(z | p, ¥) is maximised, a process known as Maximum Likelihood
Estimation (MLE). This is formulated as a minimisation problem of the negative
log-likelihood of Equation 3.6, where the constants are omitted and the optimisation

is written as a proportion:
. 1 _
min — logp(zlp, ) o 5(z — )" =7 (z - ). (3.7)

The AWI objective in Equation 3.3 can be expanded to take the form of the

Mahalanobis distance:

R(TaV(XG,Y))=;< VT )TTTT< VT > (3.8)

A\ A%

Combined with Equation 3.7, the minimisation of Equation 3.8 over the network

parameters then takes the form:

. 1 T
rr%n—logp(v\uzO,E)a( M > TTT< M >, (3.9)

2 vly vly
which is interpreted as maximising the probability of a normalised Wiener filter v =
v(xg,y) belonging to a multivariate Gaussian with covariance matrix ¥ = (T7T)~!
and mean zero.
Conversely, the proposed Wiener Loss formulation in Equation 3.4 can be ex-

panded to take the following form of the Mahalanobis distance:

Lw(xp,y) = %(v - 5)T2_1 <v — 5), (3.10)
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and minimisation of Equation 3.10 over the network parameters takes the form:

min — log p(v]8, %) o %(v _5)Ts (v —4), (3.11)

which can be interpreted as maximising the probability of a Wiener filter v = v(xg,y)
belonging to a multivariate Gaussian with covariance matrix ¥ = (WTW)~! and
mean defined as the Direct delta. Equation 3.11 can be additionally interpreted as
maximising the likelihood of the residuals between a Wiener filter and a Direct delta
belonging to a multivariate Gaussian with covariance matrix (W? W)~ and mean
zero. Both interpretations are equally valid.

The primary distinction between the two methods, therefore, lies in the assump-
tion of normality: the AWI objective assumes normality over the Wiener filters, while
the proposed Wiener Loss assumes normality over the residuals between the filters
and the Dirac delta. Many statistical models, such as linear regression, commonly
assume normality over residuals, making this approach a well-understood and sta-
ble practice in the field ( , ; , ;

) ; ) ; ; ; , ). Although delta-
like filters might satisfy this assumption, it is generally more straightforward to fit
the residuals than the Wiener filters because unlike the filters, the residuals can be
safely assumed to be decorrelated. This assumption simplifies the design of penalty

functions, and even using the identity matrix as covariance can be effective.

3.1.3 Optimisation Landscape

A notable issue with the AWI objective is that the optimisation landscape is solely
defined by the choice of T. Narrow forms of T are required to suppress filter energy
across the entire range from far to near-zero offsets, leading to two major prob-
lems. Firstly, the narrow landscape results in steep gradients near the minimum,
causing larger gradients near convergence (Figure 3.2), which contradicts the design
principles of modern deep-learning optimisers. Secondly, far from the minimum,
the gradients are almost flat, slowing down convergence and making it harder to

achieve, heavily relying on initialisation. A visual representation of the optimisation
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2039 landscape for each loss is shown in Figure 3.3.

Average Gradient
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' 2
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< -~
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0.00001_- , , : , " 10.0000
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Figure 3.2: Average gradient of 2D-AWI and 2D-Wiener Loss objectives for a Varia-
tional Autoencoder (VAE) model successfully trained with both methods. The model
gradients under the AWI objective increase at near the minimum, while model gra-
dients under the Wiener Loss decrease, making the latter more befitting to most
standard deep learning optimisers.

AWI Wiener Loss

® 5

10 —10

Figure 3.3: Comparison of and estimation of the loss landscapes of a VAE model
successfully trained to reconstruct MNIST digits (LeCun et al., 1998) with 2D-AWI
(left) and 2D-Wiener Loss (right). For convergence, the 2D-model required a Delta-
like penalty function (T =~ §), whereas the Wiener Loss achieved superior results
with W = I. The steep gradients required in AWI create challenging conditions for
optimisation, while the loss landscape of the model trained with 2D-Wiener Loss re-
sembles the smooth surface of the MSE. The visualisation, achieved with the method
described in [i et al. (2018), represents a two-dimensional parametrisation of a the
optimised multi-million parameter model.
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In contrast, the Wiener Loss, which minimises over the residuals, presents a
much smoother minimum and offers greater flexibility with the choice of penal-
ties. This approach effectively mitigates the two major problems associated with
the AWT’s objective landscape. By focusing on residuals, the training benefits from
more stable and appropriate gradient behaviour, leading to more efficient and reliable

convergence during optimisation.

3.2 Results and Discussion

In this section, I present the framework of the Wiener Loss and conduct three re-
construction experiments, benchmarking its performance against MSE, FFL, LPIPS,
and adversarial losses. I also provide a critical analysis of the Wiener Loss in these
contexts to identify its limitations and propose directions for future research that

could address and overcome these shortcomings.

3.2.1 Framework and Implementation

The Wiener Loss is available at /https://github.com/dpelacani/WienerLoss, a
public GitHub repository, and is implemented as a single Python class derived from
PyTorch’s ( , ) nn.Module class. This implementation was chosen
to maximise compatibility with PyTorch’s other loss classes, ensuring that minimal
code modification is needed to integrate the Wiener Loss into existing training work-
flows. The class includes basic default parameters for straightforward utilisation but

remains highly customizable to suit specific tasks:

class WienerLoss(nn.Module) :
nn
Args:
method, optional (str)
"fft" for Fast Fourier Transform or "direct" for the
Levinson-Durbin recursion algorithm. Defaults to "fft"
filter_dim, optional (int)

the dimensionality of the filter. This parameter should be


/https://github.com/dpelacani/WienerLoss
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upper-bounded by the dimensionality of the data. If data is
3-dimensional and filter_dim is set to 2, one filter is
— computed
per channel dimension assuming format [B, NC, H , W]. Current
implementation only supports filter dimensions for 1D, 2D and
— 3D.
Defaults to 2
filter_scale, optional (int)
the scale of the filters compared to the size of the data.
Defaults to 2
reduction, optional (str)
specifies the reduction to apply to the output, "mean" or
— 'sum".
Defaults to mean
mode, optional (str)
"forward" or "reverse" computation of the filter. For details
— of
the difference, refer to the original AWI paper. Default
— '"reverse"
penalty_function, optional (func)
the penalty function to apply to the filter. If None, the
— penalty
function is the identity. Must take as argment a single
— multi-dimensional
torch mesh. Default None
store_filters, optional (str)
whether to store the filters in memory, useful for debugging.
Option to store the filers before or after normalisation with
"norm" and "unorm". Default False.
lmbda, optional (float)
the stabilisation value to compute the filter. Default le-4.
clamp_min, optional (float)
filters are clipped to this minimum value after computation. If

None, operation is disabled. Default None
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def __init__(self. *xkwargs):

super (WienerLoss, self).__init__Q)

return

# Instantiation with optional kwargs

>>> wiener_loss = WienerLoss (**kwargs)

# Usage

>>> x = torch.randn((10, 3, 64, 64))

>>> y

torch.randn((10, 3, 64, 64))
>>> wiener_loss(x, y, gamma=le-2., eta=0., lmbda=le-4)

tensor(1.4861, grad_fn=<DivBackward0>)

>>> wiener_loss(x, x, gamma=0., eta=0., lmbda=0.)

tensor (0., grad_fn=<DivBackward0>)

The method argument defines the operational approach for the Wiener filter
computation, allowing the user to choose between explicitly constructing the Toeplitz
matrix to perform Levinson-Durbin recursion or computing the filters in the fre-
quency domain using FFT (see Section 3.1). The Wiener filters are computed in the

frequency domain with the following class method:

def wienerfft(self, x, y, filter_shape, lmbda=1le-9):

Calculates the optimal least squares convolutional Wiener filter

— that transforms signal x into signal y using FFT

assert x.shape == y.shape, "signals x and y must be the same shape"

# Cross-correlation of x with y

Fccorr = torch.fft.fftn(x, dim=self.dims)\
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* torch.conj(torch.fft.fftn(y, dim=self.dims))

# Auto-correlation of x
Facorr = torch.fft.fftn(x, dim=self.dims)\

* torch.conj(torch.fft.fftn(x, dim=self.dims))

# Deconvolution of Fccorr by Facorr with pre-whitening

Fdconv = (Fccorr + 1lmbda) / (Facorr + lmbda)

# Inverse Fourier transform
rolled = torch.fft.irfftn(Fdconv, filter_shape[-self.filter_dim:],

< dim=self.dims)

# Unrolling

rolling = tuple([int(-x.shapel[i]l/2) - 1
for i in range(1l, len(x.shape),
< 1)])[-len(self.dims):]

return torch.roll(rolled, rolling, dims=self.dims)

The class initialisation also provides an option to pass a custom penalty function
(or whitening matrix from 3.1), which defaults to the identity matrix for 2D and 3D
inputs and the Direc delta function for 1D inputs. However, it is important to note
that in the 2D and 3D cases, the form of the penalty function W is constructed
differently from the whitening matrix defined through ¥ = (W7W)~! in Equation
3.11. The matrix W in this context is designed to perform a the Hadamard product
on the filters that is equivalent to the matrix multiplication operation defined in
Equation 3.11, more closely related to the diagram of Figure 3.1. For instance, when
the whitening matrix is chosen to be W = I, the penalty function is a tensor of
same size and dimension as the filters, populated entirely with ones. The matrix
multiplication of the filters with the whitening matrix is equivalent to the Hadamard
product of the filters with its penalty function counterpart. This substitution is
made because the Hadamard product is significantly more computationally efficient

than matrix multiplication. In general, the penalty function should be represented
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Figure 3.4: Identity (top) and Laplace (bottom) penalty functions along with their
corresponding whitening matrices (W) is illustrated. Both approaches assume decor-
relation in the residuals, but show different self-correlations. The Identity function
has unit variance and suppresses residuals uniformly, whereas the Laplace function
imposes higher variance at far offsets, emphasising near-zero offset residual suppres-
sion.

as the spatially-symmetric form of the diagonal elements of the whitening matrix,
see Figure 3.4.

In the forward method of the class, this takes the simple form:

def forward(self, recon, target, lmbda=None, gamma=0., eta=0.)
# White noise to recon and target for stabilisation
recon = recon + gamma * torch.rand_like(recon)

target = target + gamma * torch.rand_like(target)

# Evaluate penalty function
penalty = self.make_penalty(
penalty_function=self.penalty_function,

eta=eta, *xkwargs

# Option for dynamic stabilisation

1mbda = self.lmbda if lmbda is None else lmbda
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# Compute wiener filter

v = self.wienerfft(target, recon, filter_shape, lmbda)

# Normalise filter and store if prompted
self.filters = None
if self.store_filters == "unorm":
self.filters = v[:]
elif self.store_filters == "norm":
vnorm = torch.norm(v, p=2, dim=self.dims)

self.filters = v[:] / vnorm

# Evaluate Loss for each sample

f = 0.5 * torch.norm(penalty * (v - delta), p=2, dim=self.dims)

# Reduce batch losses

f = £f.sum()

if self.reduction == "mean":
f = f / recon.size(0)

return £

An option to store the computed filters within the class is also provided. This
is particularly useful for assessing the quality of training by inspecting the resulting
Wiener filters. Access to the filters can be easily achieved through by accessing the
filters attribute of the class via wiener_loss.filters when the store argument
is passed.

The filter_scale parameter defines the receptive field of the filter relative to
the size of the inputs and targets. For example, if the input size is (28, 28) and the
filter scale is set to 2, the resulting Wiener filter will be of size (55, 55), noting that
the filter size is always rounded to the closest odd integer for easier manipulation.

The lmbda parameter is the A pre-whitening stabilisation value added to the
FFT deconvolution, as per Equation 3.5. This value can be specified as a static value

during class instantiation or dynamically modified during class calls.
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The gamma and eta parameters control the level of white noise added to the
input and target, and to the penalty function, respectively. Both parameters are
dynamic and can be specified directly when calling the class, rather than being
statically initialised attributes.

The mode parameter controls the mode of filter computation. Due to the com-
mutative property of convolutions, the filter that transforms the input x into the
target y is the same filter that transforms the target y into the input x. Follow-
ing the nomenclature of ( ), the former is described as the
forward mode of operation and the latter as the reverse mode of operation. For the
performed experiments, only the reverse mode is presented, with earlier experiments
showing only marginal differences between the two.

Finally, the presented implementation is also capable of handling multiple di-
mensionalities through the argument filter_dim. The dimensionality of the filter
can be considered another hyperparameter, although the class can only handle a
filter dimensionality equal to or lower than that of the data (i.e., 3D data can be
flattened for operation with 1D filters, but 1D filters cannot be reshaped for opera-
tion in 3D). 2D implementations operate with one filter per channel dimension, while
3D filters involve one filter per sample encompassing in it the channel dimension. It
was empirically observed that for 2D data, 2D filters are more appropriate than 1D
filters, as they can capture pixel correlation in both dimensions. For the described
experiments, 3D filters did not significantly improve the results for multi-channel
2D data, although I stress that 3D implementations of the Wiener Loss for 3D data

remain untested.

3.2.2 Reconstruction of MNIST

In this section, I conduct a preliminary study of the Wiener Loss by comparing the
VAE reconstruction of the well-known MNIST ( , ) dataset, which
contains 60,000 single-channel 28x28 images of handwritten digits. At this stage,
I compare only with MSE since later experiments will offer a more comprehensive
comparison between the Wiener Loss and other competitive methods.

The immediate advantage of the Wiener Loss over MSE, as discussed in the
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chapter introduction, is its ability to better recover the full range of frequencies in the
data through a phase-matching approach and, by extension, its finer structures. This
is demonstrated in Figure 3.5, which shows the comparison of one instance of each
digit (0-9) recovered by network trained with MSE (top row) and the same network
trained with the Wiener Loss (middle row). Figure 3.6 further supports this claim by
comparing the frequency spectrum of each digit under both training regimes. In this
comparison, the MSE (top row) shows limited recovery in the high-frequency regions,
indicating its limited ability to capture fine details. The Wiener Loss reconstruction
(middle row) appears more accurate, with less distortion and better preservation of
high-frequency details, demonstrating its effectiveness in recovering finer structures

compared the to ground truth (bottom row).

VAE MNIST Digits Reconstruction

A0 /A3 4578
O /123 4567 8 7
dO /A3 ¥ s b7 8§

Wiener

Figure 3.5: Reconstruction of MNIST digits using a variational autoencoder (VAE)
from the validation batch. The top row represents the reconstruction using Mean
Squared Error (MSE) loss, the middle row shows the reconstruction using Wiener
Loss, and the bottom row displays the ground truth (GT) images. The implemen-
tation of the Wiener Loss demonstrates superior performance in recovering accurate
and high-frequency details, as evidenced by the sharper edges of the digits compared
to the MSE counterpart.

The VAE model used in this study is a U-Net ( , ) model,
consisting of a feature layer with 16 channels and 2 hidden layers of channel dimen-
sions (32, 32), each containing 2 residual units and a group normalisation layer (

, ) of group size of 16 to improve generalisation. Each non-feature layer
performs a downsampling operation, reducing the size of the image by a factor of 2.
Consequently, the latent space of the model has a size of % = 7 and is arbitrarily

chosen to be single-channel like the dataset images. Overall, this model contains
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280,728 trainable parameters and was trained with Mish ( ) ) as activation
function and Adam ( , ) as optimiser parameterised by 51 = 0.9
and fo = 0.999. The Kullback-Leibler Divergence (KL) divergence was applied with
a low weight value of 1 x 1074 to function as a simple latent regulariser. The data
was split into training and validation 80/20 with equal class balance. For both losses,

the model was trained with a batch size of 32, for 5 epochs, until convergence.

VAE MNIST Frequency Reconstruction
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Figure 3.6: Frequency domain representations of the reconstructed MNIST digits in
Figure 3.5. The top row displays the real Fast Fourier Transform (FFT) of the digits
reconstructed using Mean Squared Error (MSE) loss, the middle row shows the real
FFT using Wiener Loss, and the bottom row presents the real FFT of the ground
truth (GT) images. The Wiener Loss captures a wider range of frequencies than the
MSE loss, and is a more accurate reflection of the GT spectrum.

In the Wiener Loss training, the penalty function is a matrix of same size of the
filter, populated entirely with ones, such that the whitening matrix is the identity
and assumes uniform unit variance over the residuals (Figure 3.4). The Wiener filters
were chosen to be twice the size of the image and were computed in the reverse
mode with the FFT method. The results presented used a static pre-whitening value
of A =7 and a static image noise level of v = 0.25.

In Figure 3.7, I further illustrate these findings by comparing samples at differ-
ent stages of training for both methods. At the start, the MSE-based model quickly
produces recognisable but blurry digit reconstructions, stabilising early due to its
focus on minimising pixel-wise differences. However, these reconstructions lack fine
details and high-frequency components, even after convergence. The Wiener Loss
model exhibits a different trajectory, focusing primarily on phase alignment. Early in

the training, the reconstructions show significant amplitude mismatches because the
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Figure 3.7: Progressive reconstructions of MNIST digits using MSE (top) and Wiener
Loss (bottom) models, highlighting the network’s initial biases towards low fre-
quencies. Columns represent progressive epochs from left to right. The MSE-
based model quickly produces recognisable but blurry digit reconstructions, lacking
finer details and high-frequency components even at convergence. In contrast, the
Wiener Loss model initially shows significant amplitude mismatches due to priori-
tising phase alignment but rapidly fits low-to-mid frequencies, gradually improving
towards higher frequencies that the MSE fails to achieve.

model prioritises phase over individual pixel matching. This initial focus on phase
alignment results in the Wiener Loss model quickly fitting low-to-mid frequencies
and gradually catching up with the higher frequencies that MSE fails to achieve.

As training progresses, the Wiener Loss model fine-tunes high-frequency com-
ponents and corrects amplitude mismatches, resulting in sharper and more detailed
reconstructions. This phenomenon is also observed in Figure 3.8, where a batch of
the Wiener filters is plotted across progressing epochs. As training evolves, the filters
progressively become more spike-like at zero lag recovering the higher frequencies.
Initially, the model focuses on suppressing non-zero lag energy to align the phases
of the data at different frequencies, but as the training stabilises, it begins to ad-
dress the amplitude of the spike and further suppresses these non-zero lag values.
Overall, given sufficient training time, the Wiener Loss model is likely to account for
amplitudes effectively after achieving good phase matches.

I note that the initial bias towards fitting low-frequency components before
high-frequency components strongly resembles the F-Principle observed in neural
networks ( , ). In Figure 3.7, this low-frequency prioritisation is also
evident during MSE training, although there appears to be a frequency upper bound
that MSE cannot surpass, unlike the Wiener Loss. It is plausible that the biases

seen with the Wiener Loss are inherited from the network architecture rather than
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VAE MNIST
Wiener Filters
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Figure 3.8: Evolution of the Wiener filters for a batch of 64 reconstructed MNIST
digits (validation set) across different epochs. The filters have been flattened for
better visualisation. Initially, the model focuses on suppressing non-zero lag energy
to align the phases of the data at different frequencies. As the training stabilises, it
begins to address the amplitude of the spike and further suppresses these non-zero
lag energy values, demonstrating a refined convergence towards accurate frequency
alignment and amplitude correction over time.

being intrinsic to the loss function itself. This remains an intriguing topic for further
research.

Empirical observations showed that the convergence of the Wiener Loss is highly
dependent on the choice of stabilisation values. Stabilisation values are particularly
important when performing inversions of ill-conditioned matrices and in FFT de-
convolution, as they prevent numerical instabilities ( , ). In
the WienerLoss class implementation, stabilisation values are controlled through two
main methods: the pre-whitening constant A, which is added to both terms of the
deconvolution as per Equation 3.5, and a constant noise level variable v, which adds
levels of Gaussian noise directly to the input and target. In the Fourier domain, both
stabilisation methods aim to boost unrepresented frequencies in FFT deconvolution
to avoid numerical instability in filter computation.

The implementation of v is dynamic and asymmetrical, as the noise tensor
added to the input differs from the one added to the target, and also changes with
every forward call. This, unlike A, results in varying stabilisation effects throughout
the training process. Through experimentation, I found that balancing A and ~ is
essential to stabilise and speed up the convergence of the Wiener Loss.

In Figure 3.9, I explored the behaviour of these two parameters through a simple
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Figure 3.9: Effect of varying A and v on MNIST digit reconstructions using the
Wiener Loss, demonstrated with samples from the validation dataset. The left panel
illustrates the effect of varying A\ while keeping v fixed at 0.25, showing that low A
values hinder convergence due to numerical instabilities, while high A\ values lead to
blurry reconstructions. The right panel demonstrates the effect of varying v with A
fixed at 7, indicating that low v values slow convergence and reduce high-frequency
data fitting, whereas high ~ values disrupt convergence entirely.

experiment. Five models were trained with a fixed v and varying A values (left), and
another five models were trained with a fixed A and varying v values, with all other
parameters kept constant. Low values of A can prevent model convergence due to
numerical instabilities in the Hadamard division of Equation 3.5 or in high condition
numbers in Equation 3.2. Low values of v can result in slow convergences, leading
to poor high-frequency data fitting. In contrast, excessively high A values can result
in blurry modelling of the data due to spectrum obfuscation. However, because the
constant is applied equally to both terms, model convergence is still possible as the
resulting Wiener filters can achieve spike at zero lag. Conversely, high values of ~,
which regularise each term differently, prevent the model from reaching any sensible
convergence.

In practical terms, A is a substantially more challenging hyperparameter to tune
compared to 7. Since 7 is applied directly to the input and target variables, its values
are always relative to the numerical range of the data. For datasets scaled between
0 and 1, « values ranging from 0.1 to 0.3 were empirically observed to stabilise and

accelerate training without compromising the results. On the other hand, because A
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is applied in the frequency domain, its adequate range highly depends on the relative
magnitudes contained in the data spectrum, which varies across datasets. For the
MNIST experiments presented, the best value for A was 7, with higher values leading
to blurry results. In contrast, some other datasets explored required an A\ value of
approximately 250.

Finally, for these experiments, I observed no additional benefit from adding
noise to the penalty function or using a filter larger than twice the image size. How-
ever, I found that clamping the filters at a minimum value of 0, thus enforcing

consistently positive values, helped speeding up convergence.

3.2.3 Normalisation and Relative Pre-Whitening

Since composing the previous section, I have incorporated several implementations
to improve the pre-whitening stability of the Wiener Loss. The first modification in-
volved normalising the magnitude of the cross-correlation and the auto-correlations
in Equation 3.5 by their respective root mean square values (RMS). This normali-
sation prevents computations with excessively high values that could propagate nu-
merical instabilities to the network. The second modification involved using the pre-
whitening value A as a percentage of the magnitude of RMS of the cross-correlation,
applied equally to the nominator and denominator terms in Equation 3.5. This ap-
proach helps standardising tests with A across datasets, reducing variability. How-
ever, since A is primarily designed to address relative amplitude imbalances within
the cross-correlation and auto-correlation, adequate values of this parameter remain
dataset dependent. The results presented in Sections 3.2.4 and 3.2.5 make use of

this normalisation and relative pre-whitening strategies described.

3.2.4 Reconstruction of Natural Images

In this section, the Wiener Loss is applied to a reconstruction problem for the CelebA
( ) ) dataset, which poses a comparatively greater challenge to MNIST.
The CelebA dataset comprises colour images of celebrity faces with a higher resolu-
tion (typically 178x218 pixels) and larger volume (~ 200,000 images). These images

have more complex and diverse features, including variations in facial expressions,
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lighting conditions, hairstyles, image corrections, and varied backgrounds that are
harder for the network to capture. Additionally, the dataset includes faces of various
celebrities with variability in pose, expression, accessories (e.g. glasses and hats),
and other attributes, which makes it more challenging for models to generalise.

The reconstruction problem is set up similarly to Section 3.2.2, although here
the comparison of the Wiener Loss is presented alongside four other methods: MSE,
FFL, LPIPS, and an adversarial loss. The latter is also known as an adversarial
autoencoder (AAE) ( , ). The mathematical formulations of
these methods have been detailed in Section 2.1.2.

The network architecture is consistent across the methods to ensure fair exper-
imentation. It comprises a VAE with a U-Net ( ) ) backbone,
consisting of a feature layer with 32 channels and 2 downsampling and upsampling
layers of channel dimensions (64, 64), each containing 3 residual units and a group
normalisation layer ( , ) with a group size of 32 to improve generali-
sation. Each downsampling layer reduces the image size by a factor of 2, resulting in
a latent space size of % = 32, and arbitrarily chosen to be single-channel. Overall,
this model contains just over 1 million trainable parameters and was trained with the
Adam ( , ) optimiser, parameterised by f; = 0.9 and f2 = 0.999,
and Mish ( , ) as activation function. Additionally, the KL divergence was
applied to each loss with a low weight value of 1 x 10™* to function as a simple
latent regulariser. This architecture is made robust such that each loss function can
effectively address the task at hand, limited only by its own formulation. The data
was split into 80% training and 20% validation sets, with each image resized to a
resolution of 128x128. For AAE training, the discriminator network consisted of 16
feature channels and 2 linear layers. The LPIPS loss is computed via a VGG-16
( , ) network trained on a ImageNet ( ) )
classification task. For all experiments, the model was trained with a batch size of
64 for 5 epochs until convergence. Evaluations over the validation set for the model
trained with each loss are shown in Figure 3.10.

All the aforementioned losses, except for the Wiener Loss, are best implemented

jointly with the MSE loss, and the presented results reflect this combination, FFL
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Wiener

Figure 3.10: Reconstruction of CelebA (Liu et al., 2015) images using a variational
autoencoder (VAE) trained with different loss functions. The first row shows the
ground truth, or target, image. Each following row represents the model trained
with different losses (LPIPS, Wiener Loss, AAE, FFL, and MSE), and each column
shows a different sample from the validation set. The Wiener Loss model outperforms
all other models in terms of resolution, except for LPIPS. However, the Wiener
Loss model demonstrates superior fidelity in preserving the original image details
compared to all other models.

and LPIPS using a 1:1 MSE-to-loss ratio, and AAE 10:1. In certain contexts, incor-
porating a minor weight of the MSE loss to the Wiener Loss can facilitate ampli-
tude corrections; however, I observed that this addition has little to no impact on
model convergence and was not necessary for this specific task. This highlights the
robustness of the Wiener Loss as a comprehensive and self-encompassing training
reconstruction problems.

The Wiener Loss experiment yielded the best results when the gamma value
was set to 7 = 0.1 and A\ was applied as a relative value expressing 0.5% of the

cross-correlation RMS. The Wiener filters were selected to be two-dimensional and
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Epoch 0 Epoch 1 Epoch 2 Epoch 3 Epoch 4 Epoch 5

0 5%

Figure 3.11: Evolution of the 2D trainable penalty matrix for the Wiener Loss ex-
periment in reconstructing CelebA (Liu et al, 2015) images, illustrated in Figure
3.10. The rows represent different colour channels (R: top, G: middle, B: bottom),
while the columns correspond to epochs of training. Colours indicate the percentage
drop in values of the penalty matrix from its initial state. As training progresses, pe-
nalisation intensifies around the zero-lag axes and the vicinity of the zero-lag point,
reflecting the model’s efforts on recovering high-frequency components.

twice the size of the image, and were computed in the reverse mode in the Fourier
domain. An additional improvement to the Wiener Loss implementation, which
enhanced convergence in this reconstruction task, was enabling the penalty matrix
of Figure 3.4 to be a trainable matrix of the same size as the filters, jointly optimised
with the network. This dynamic implementation allowed the filter penalisation to
be learned directly from the data and to evolve and adapt as the model converged.
The evolution of the penalty matrix over epochs for each RGB channel is depicted
in Figure 3.11 and is presented as a percentage drop from its initialised value.
Optimal performance with the trainable penalty parameters is achieved when
they are initialised at a constant high value, arbitrarily set to 100, and when their
learning rate is set inversely proportional to the total number of optimisation steps.
This approach prevents the penalty parameters from collapsing to zero value, opti-
mising the loss with meaningless filters. Figure 3.11 illustrates that the optimised
penalty maintains a good degree of symmetry and remains relatively consistent across

channels, in alignment with the statistical assumption of decorrelation discussed in
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Figure 3.12: Comparison of Wiener filters (bottom) between random Gaussian noise
and low-passed versions of itself, at different frequencies (top). The level of high
and middle-frequency degradation increases to the right. The low frequency images
are generated using a Butterworth low-pass filter of order 2, and the frequencies are
normalised in the range [-0.5, 0.5]. The top row displays the filtered images at dif-
ferent frequency caps, while the bottom row shows the normalised 2D Wiener filters
between the original and low-passed images, zoomed at zero lag for better visuali-
sation. The blurrier the image, the more concentrated the filter energy becomes at
the zero-lag axes and at the radial vicinity of the zero-lag point.

Section 3.1.2. An unexplored and more elegant design choice would be to treat the
penalty matrix as an energy function whose sum is constrained to a constant value
of 1. This would naturally prevent zero-value collapse, but would also force the filter
to learn relative suppression.

In addition, Figure 3.11 demonstrates that the network benefits from maintain-
ing higher penalty values for the zero-lag axes, and particularly at the vicinity of the
zero-lag point. This behaviour is intuitive, as the Wiener filter that transforms a
signal into its low-frequency counterpart retains most of its energy at these specific
regions. This is observed, for instance, in a simple demonstration presented in Fig-
ure 3.12, which shows the resulting Wiener filter between a random Gaussian noise
signal and low-passed versions of itself, at different frequencies. The ring and cross-
like structures at the vicinity of the zero-lag point are gradually more pronounced
as the high-frequencies degrade, matching the structures observed in Figure 3.11.

The network, therefore, attempts to recover high frequencies by focusing the energy
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suppression in these regions, particularly as it reaches convergence. Note, however,
that a drop of 5% still results in substantial penalisation in the remaining areas of
the filter.

In the CelebA reconstruction task, the Wiener Loss demonstrates superior res-
olution of accurate details compared to both MSE and FFL, with FFL showing
minimal improvements over its MSE baseline. Although LPIPS excels in frequency
recovery, its fidelity is lower than that of the Wiener Loss, exhibiting more halluci-
nations in high-frequency regions and poorer stylistic matching. For example, this
can be observed in the eyes and mouth features in all reconstructions of Figure 3.10,
hair strands and light details in reconstructions of column 7, and the impressive
reconstruction of the hat with the “NY” text in column 6, achieved by the Wiener
Loss.

This is further corroborated by the metrics presented in Table 3.1, where the
Wiener Loss exhibits better performance in all metrics except for LPIPS and the
Fréchet Inception Distance (FID) ( , ). The latter, being based on the
mean and covariance of features extracted from a pre-trained network, is adversely
affected by blurriness where variance is reduced at higher frequencies, resulting in
greater mismatches and poorer scores.

For AAE, the model produces sharper edges but also fails to match the fidelity
of the Wiener Loss, although improved adversarial balance could potentially enhance
the results. This, however, highlights a significant limitation of adversarial training,
as achieving optimal performance requires delicate selection of network architectures
and other hyperparameters.

Overall, the Wiener Loss offers a self-contained and comprehensive method for
recovering high-fidelity, high-resolution structures from complex data. The results
presented in this section demonstrate its effectiveness in handling natural images,
establishing it as a strong competitor among the highly regarded methods used in

the deep learning community.
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MSE | Wiener Loss | LPIPS | MS-SSIM +  PSNR ¢ FID |
LPIPS 2.87x107%  4.32x1072 1.28x1072 9.65x10~Y  2.55x10%  2.92x107!
WienerLoss 9.98x10™% 9.45x1073 6.22x1072  9.95x10"' 3.00x10' 6.31x10°*'
AAE 2.20x107%  4.16x1072 257x107Y  9.61x107Y  2.66x10'  1.73x10°
FFL 1.90x107%  3.77x1072 2.36x107Y  9.67x107r  2.72x10'  1.62x10°
MSE 1.98x107%  3.93x1072 2.45%x1071  9.64x10™Y  2.70x10'  1.66x10°

Table 3.1: Performance metrics for the reconstruction problem of CelebA ( ,
) with a Variational Autoencoder (VAE) using different loss functions (rows).
Metrics include Mean Squared Error (MSE), Wiener Loss, Learned Perceptual Im-
age Patch Similarity (LPIPS) ( , ), Multi-Scale Structural Similar-
ity (MS-SSIM), Peak Signal-to-Noise Ratio (PSNR), and Fréchet Inception Distance
(FID) ( , ). The LPIPS metric employed a VGG-16 (
, ) network pre-trained on ImageNet ( , ), whereas the
FID metric utilised features from an InceptionV3 ( ) ) network, also
pre-trained on ImageNet ( , ), following standard deep-learning prac-
tices. These metrics were generated using the ‘torchmetrics’ ( , )
package. The Wiener Loss demonstrates superior fidelity, as indicated by the low-
est MSE values, the highest MS-SSIM and PSNR, and competitive FID and LPIPS
scores, outperforming other losses in terms of overall image quality and structural
preservation.

3.2.5 Medical Scan Imputation

Imputation ( , ) is a well-established technique across the medical
imaging field that addresses sparse or limited resolution acquisitions through statis-
tical estimation. Engineering datasets are often compromised due to poor design,
unexpected failures or restrictions in acquisition times ( , ;

). Interpolation is a popular strategy to imitate or simulate missing data, but
it is prone to failure when the amount of missing information is large ( ,

). Imputation ( , ) is an alternative strategy to estimate missing
values using statistics from across the dataset. In this section, I focus on the imputa-
tion of Magnetic Resonance Imaging (MRI) samples of the brain, which due to large
resources and acquisition time constraints are often sparse, have varying resolutions,
or limited fields of view ( , , : , :

, 2010).

For this experiment, I designed a simple neural network to perform an imputa-
tion on MRI samples, and, similar to Section 3.2.4, the performance of the Wiener

Loss is compared against MSE, FFL, LPIPS and adversarial losses. An additional
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method uses bicubic interpolation to address the task and serves as a baseline for the
deep-learning driven models. Like the previous section, the network used for these
experiments is a U-Net ( ) ) VAE, kept consistent across all
methods to ensure fair experimentation. The VAE architecture is identical to the
one used in Section 3.2.4, except for an increase in latent size to three channels to
capture more details from the larger image sizes, and an adversarial network for AAE
comprising 8 feature layers instead of 16. The training parameters differed only in
that the KL weight was set to 1 x 1079, and the networks were trained with a batch
size of 32 for 100 epochs until convergence.

The dataset used to train the networks is the 1,000 T1-weighted MRI volumetric
scans of healthy adult brains from the HCP Young Adult database ( )

). These scans were sliced in their mid-sagittal plane to obtain single-channel
256x256 samples for 2D tests. Further details of the dataset are described in Chapter
4, where a more in-depth analysis is provided in a higher relevance context. For
this experiment, outliers were removed by capping values above the upper quartile
range, and the samples were scaled between 0 and 1 using an image-wise min-max
normalisation method.

Acquisition sparsity was simulated by corrupting the full-resolution images with
a sampling mask, which served as input to the network. The chosen mask omitted
2 every b acquisition lines, and was rotated by 10 degrees to simulate non-principal
acquisition axes and prevent any vertical or horizontal biases in the network. The
network was trained by minimising a data comparison metric, defined by the various
loss functions, between the model outputs and the full-resolution, uncorruped images.
Output samples from the validation set for each method are compared in Figure 3.13.

The Wiener Loss experiment achieved the optimal results v = 0.1 and A =
1 x 1073, representing 0.1% of the cross-correlation RMS. The Wiener filters were
selected to be two-dimensional and twice the size of the image, and were computed
in the reverse mode in the Fourier domain. Similar to Section 3.2.4, the penalty
was a matrix of the same size of the filters, with entries initialised at a constant
value of 100 and jointly optimised with the network. The final optimised penalty for

this experiment is shown in Figure 3.14, and is a higher-resolution and more feature
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T GT

Masked

Wiener
FFL AAE Loss LPIPS
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Bicubic

Figure 3.13: Outputs of a variational autoencoder (VAE) trained to impute heavily
corrupted T1-weighted MRI images, with the corruption shown in the third row.
The first row presents the ground truth (GT) images from the validation set, and the
second row provides a zoomed version of the GT for better visualisation. Subsequent
rows display the VAE outputs using different loss functions: LPIPS, Wiener Loss,
Adversarial Autoencoder (AAE), Focal Frequency Loss (FFL), Mean Squared Error
(MSE), and a simple bicubic interpolation for benchmarking. The MSE and FFL
models show minimal differences and fail to recover fine details, resulting in blurry
outputs. While the LPIPS model excels in capturing high-frequency details, the
Wiener Loss outperforms it in preserving the fidelity of finer anatomical structures
such as the ventricles and fissures of the brain, which appear brighter in T1-weighted
images.
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lag y

lag_x

0 50%

Figure 3.14: Optimised 2D penalty matrix of the final training epoch for the Wiener
Loss experiment in the imputation of MRI scan images, as illustrated in Figure
3.13. Colours indicate the percentage drop in values of the penalty matrix from its
initial state. The evolution of the penalty closely resembles the one presented in
Figure 3.10, for the face reconstruction experiment, although for this example the
percentage drop of ~ 50% is much larger. The cross-like structure at the zero-lag
axes and the ring-like structures surrounding the zero-lag point correspond to the
near-zero energy in the filters of the low-passed images shown in Figure 3.12. This
highlights the penalty’s substantial effort to recover high-frequency components.

rich version of the optimised penalties from Figure 3.11. The cross-like structure at
the zero-lag axes and the ring-like structures surrounding the zero-lag point match
the near-zero energy in the filters of the low-passed images in Figure 3.12. Along
with the larger 50% drop of penalty values in the remaining areas, this highlights
the Wiener Loss’ great effort to recover high-frequency components.

The results presented in Figure 3.13 demonstrate the efficacy of the Wiener
Loss in achieving the heavily-corrupted imputation task, qualitatively corroborated
in Table 3.2. In the medical context, the fidelity of recovery is of utmost importance,

surpassing even the need for detailed image resolution. The recovered images under
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the Wiener Loss implementation are of superior quality compared to its MSE, FFL
and AAE counterparts. The recoveries from the MSE and FFL models fail to drive
the network towards detailed reconstructions, resulting in blurry outputs that per-
form worse than the bicubic baseline. The AAE model achieves better resolutions
than the MSE and FFL models, but the fidelity of these recovered scans is poor and
the images contain obvious artefacts. This behaviour could be an effect of a small
dataset, a scenario in which adversarial losses are known to underperform ( ,

). The low quality of these three models could potentially be mitigated by im-
proving the network architecture and fine-tuning training parameters. However, in
this study, they serve as benchmarks to present the robustness of the Wiener Loss.

The model under LPIPS training remains the most significant competitor to
the Wiener Loss, outperforming it in perceptual quality. Nonetheless, the Wiener
Loss provides superior fidelity and suppressed hallucination artefacts, as evidenced
by its ability to distinctly preserve finer anatomical structures of the brain, seen
in the improved recovery of ventricles and fissures forms. The high level of fidelity
achieved by the Wiener Loss could have a significant impact on the accurate recovery
of pathologies in future experiments, making it a more reliable choice for clinical

applications.

3.3 Further Applications

In this section, three additional avenues for exploring the Wiener metric in deep
learning applications are discussed. These avenues have been partially explored or
are in the early stages of investigation by colleagues, with my collaboration. It has

been included in this research chapter for the sake of completeness.

3.3.1 Translation Invariance

The first avenue of exploration involves exploiting the properties of Wiener filters
concerning translated signals. The Wiener filter that arises when x is a translated
copy of y is simply a Dirac delta function, translated in the same manner. This

concept is visually demonstrated in Figure 3.15, where the resulting 2D Wiener filter
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MSE | Wiener Loss | LPIPS | MS-SSIM +  PSNR ¢ FID |
LPIPS 2.04x107%  2.40x1072 1.48x1071 9.49x107!  2.65x10' 5.38x107!
WienerLoss 1.46x107°% 1.40x1072 2.29x1071  9.74x107!  2.79x10' 3.08x10°
AAE 3.62x107%  3.88x1072 3.85x1071  8.81x107!  2.39x10'  5.59x107!
FFL 2.29%x107%  3.47x1072 3.76x1071  8.92x10~!  2.59x10'  6.65x10°
MSE 3.56x1073  4.56x1072 4.36x107'  8.33x107'  2.40x10*  6.17x10°
Bicubic 3.00x107%  3.15x1072 3.01x107Y  8.48x107!  245x10' 4.29x107!

Table 3.2: Comparative metrics for the imputation problem of heavily-corrupted MRI
scans using a variational autoencoder (VAE) with different loss functions (rows). The
LPIPS ( , ) metric utilised a VGG-16 ( ,

) network pre-trained on ImageNet ( , ), while the FID (

, ) metric employed features from an InceptionV3 ( , )
network, also pre-trained on ImageNet ( ) ). These metrics were
generated using the torchmetrics package ( , ). The Wiener Loss
exhibits superior performance in terms of MSE and MS-SSIM, and shows competitive
results in the LPIPS metric, outperforming traditional losses such as MSE, FFL and
AAE, and the bicubic interpolation. The model trained under the LPIPS metric
shows better performance due to its sharper resolution. But overall, these metrics
demonstrate the efficacy of the Wiener Loss in recovering high-fidelity details when
imputing MRI scans.

that matches a sample from the MNIST dataset to a translated copy of itself is the
equally translated delta function.

We can thus formulate a problem where this translation invariability can be
exploited. To illustrate this, I present a simple experiment using a K-Nearest Neigh-
bours (KNN) algorithm ( , ) for a classification problem. The
task is to classify digits from the affNIST dataset ( , ), which consists
of padded MNIST images that have undergone affine transformations, using only the
original (but equivalently padded) MNIST data as the training set. Samples from
the two sets are presented in Figure 3.16.

A baseline model is first evaluated using the Manhattan distance metric and
a k = 3 to classify the transformed digits. This model failed to classify samples
from the affNIST test set, achieving an accuracy of 14%. The poor performance is
attributed to the translation of the digits which fails to achieve reasonable matching
scores under any pixel-wise metric.

A Wiener-based metric can be formulated to be translation invariant:

Ov

Lo(x,y) = —max <V(XY)_”") (3.12)
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where piy is the mean value of filter v(x,y), and oy is its standard deviation. If the
energy of v(x,y) is focused in a narrow spike, then the process of standardisation
amplifies the magnitude of the spike to ensure unit standard deviation. On the
other hand, if the energy of v(x,y) is unfocused and distributed across all lags, then
unit standard deviation is achieved without much interference on the filter. L., is
therefore only sensitive to whether the energy in the filter is focused, but not where.
As supported by Figure 3.15, L, is thus invariant to translation. Using L., as a
distance metric in KNN ( ) ), with a & = 10 on the same task
achieves a dramatically improved test accuracy of 61%. The confusion matrix in
Figure 3.17 shows the contrast in performance between models.

This simple example demonstrates the effectiveness of a Wiener-based metric
in resolving tasks where translational invariance is important, and paves the way for

further exploration on the topic.

3.3.2 Wiener Diffusion

The second avenue of research has been conducted by my co-author Dr. George
Strong and is thoroughly explored and discussed in their thesis ( , ). In
that work, they combined the AWI objective with the Wiener loss to develop a
non-parametric generative model, named Wiener Diffusion, which can effectively
sample from complex latent spaces and does not require model training. The Wiener

Diffusion is introduced as a new generative model that employs Wiener filters to

V(X,y)
>
o 01 1
E L
0
5 -1
lag_x lag_x lag_x

Figure 3.15: Schematic illustrating that the Wiener filter between a signal and a
translated copy of itself results in a Dirac delta function, translated in the same
manner. This property is exploited to formulate a translation invariant version of
the Wiener Loss.
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Figure 3.16: Image classification task to use the MNIST training data (left) to predict
the affNIST testing data (right). A KNN classifier with the Manhattan distance
metric achieves and accuracy of 14%, whereas a KNN classifier with the proposed
translation invariant metric £, achieves an accuracy of 61%

0 68 26 JZOR 127 70 5 28 15 76 74 0 alal
11 8 25 1 10 1 3 0 6 16 0 1
24 25 40 65 123 12 il 25 15 329 9 13
34 25 27 86 108 84 [563 45 157 46 99 9 15
E 44 21 23 34 314 33 1 . 2 48 24 1 74
©
E 54 22 B5 64 74 36 86 51 . 56 55 16 21
64 26 18 44 106 8 0 54 20 pEitE 21 0 29
749 20 36 4 256 49 1 39 10 8 835 8 24
84 10 42 71 258 30 48 59 70 140 63 304 126
94 10 70 17 126 11 0 77 5 31 NS 4
o 1 2 3 4 5 6 7 8 8 o0 1 2 3 4 5 6 71 8 9

Predicted label Predicted label

Figure 3.17: Confusion matrices for comprehensive multi-class performance evalua-
tion of the baseline KNN classifier (left), vs the translation invariant KNN (right).
Performance is substantially improved using the proposed translation invariant met-
ric Lr;. The Wiener filters in Equation 3.12 were computed in the Fourier domain
in the reverse mode, with a 2-dimensional filter twice the size of the input image,
and absolute pre-whitening A = 100. Extracted from ( )
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define a non-parametric energy-based model, E(x), representing the non-normalised
negative log-likelihood of the data distribution. The probability density of E(x) in

energy-based models is expressed by the Boltzmann distribution:

e
[ exp(—E(x)) dx’

p(x) (3.13)

Direct computation of p(x) is computationally intractable due to the normal-
isation term in the denominator ( , ). However, efficient sampling can
be performed using Langevin Markov Chain Monte Carlo (MCMC) methods, which
utilise the gradient of the log-energy density ( , ; ,

: , : , ). The Langevin MCMC dif-

fusion process for generating samples over T steps is defined as:

Xpa1 ¢ Xp — %VE(xt) tzy, fort=0,1,---,T -1, (3.14)

where, x; is the sample at step t, oy represents the step size schedule, and z; denotes
random noise sampled from a Gaussian distribution z; ~ N(0, 8;) defined by the

variance schedule §;. The energy function for Wiener diffusion is given by:

R(T, v(x,y:)) + 5116 @ (v(x,y:) = 8)]* (3.15)

N | —

E(x)=)_

i=1

where, the summation is over the dataset samples, 7 is a scalar controlling the
strength of the second term, and ® denotes the Hadamard product. The first term
minimises the Rayleigh quotient of a penalty matrix T and Wiener filters v(x,y;), as
defined in Equation 3.3, pushing the data-matching Wiener filters towards zero-lag
spikes. The second term, a corrective component, ensures sensitivity to amplitude
information, maintaining the convolutional identity by encouraging the zeroth-lag
of the filters to have an amplitude of 1. The noise term in the Langevin diffusion
process helps prevent overfitting by avoiding the collapse of generated samples onto
the training data.

The penalty matrix T shapes the energy landscape and must be carefully de-

signed to facilitate diverse and accurate sample generation. Similar to AWI, T is
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Figure 3.18: Latent samples generated using the Wiener diffusion, visualised using
the decoder, and an illustration of the diffusion process alongside the 30 closest
Wiener filters to the sample x; (as defined by 3.15) for MNIST ( , )
(top) and CelebA ( , ) (bottom).

taken as a diagonal matrix with a monotonically decreasing penalty function centred
at zero-lag. Additionally, the gradient of the penalty function must be monotonically
increasing towards the zeroth-lag to ensure the generated samples remain close to
the data distribution in a convolutional sense, while concurrently ensuring the sam-
pling does not collapse towards the average of the dataset. Examples of the Wiener
Diffusion applied to MNIST and a resized version of CelebA ( , ) is
shown in Figure 3.18. For a more comprehensive exploration of the topic, the reader

is encouraged to consult his thesis ( , ).
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3.3.3 Wiener Attention

The third and final proposed research avenue is a reformulation of the concept of self-
attention, proposed in ( , ), using the Wiener Loss. Self-attention
mechanisms have revolutionised the deep learning community by enabling models
to dynamically focus on different parts of an input sequence, capturing long-range
dependencies in the data more effectively. This innovation has been a cornerstone in
the development of state-of-the-art architectures like the Transformer ( ,

), which has largely advanced natural language processing and other sequence
modelling tasks. The self-attention mechanism is defined in Equation 2.112, and is
discussed in greater detail in Section 2.1.6.

A natural implementation of the Wiener-based metric within the self-attention
mechanism lies in the comparison of Q and K, under a new measure of similarity
with the Wiener Loss defined in 3.4. However, rather than computing the batch
average for each optimisation step, here the Wiener Loss is employed to measure the

individual similarity between each i-th query to every j-th key, such that:

ij 1
L3 (ai kj) = S[IW {v(as; kj) — o} 1%, (3.16)

and L, (Q, K) is the matrix constructed with Equation 3.16 for every possible i and
j combination. The proposed Wiener Attention method then takes the following

form:

K
WienerAttention(Q, K, V') = softmax <£w(Q’)> V. (3.17)
Vg

By applying the Wiener metrics to examine each query and key vector from a
global convolution perspective, the proposed method aims to enhance relevance and
performance in their comparison. This is presented here as a theoretical proposition,
with a preliminary exploration of the method previously submitted as a master’s
dissertation by Andrei Danilla, whom I co-supervised in 2024 at Imperial College

London. Experimentation with this method is beyond the scope of this thesis.
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3.4 Future Work

Despite the promising results demonstrated by the Wiener Loss, a few areas of this
proposed methodology still fall short from optimal. For instance, the bias towards
low frequencies at the beginning of training can hinder the speed of convergence.
The use of trainable penalty matrices seems to partially address this issue, but it
remains largely untested, particularly regarding its initialisation and learning rate
parameters. The consistency with which the penalty matrices evolve during training
across different tasks stands out, especially in how the matrix penalises the zero-lag
axes and the vicinity of the zero-lag point. Exploiting this consistent pattern as
optimisation constraints might help accelerate the network’s convergence towards
higher frequencies. Additionally, experimenting with smaller receptive fields for the
Wiener filter by decreasing its relative size, or applying the loss in image patches,
similar to the approach in ( ), could enhance the focus on local
structures and further improve high-frequency recovery.

The most significant challenge of the Wiener Loss, however, is achieving nu-
merical stabilisation. Numerical stabilisation in the presented experiments proved
challenging and highly-data dependent. Future work should explore methods to make
this stabilisation less dependent on the specific datasets. One option is to implement
the Levinson-Durbin Recursion (LDR) using PyTorch’s convolution modules, po-
tentially achieving better performance at the cost of increased computational time.
Another approach is to gain a deeper understanding of the statistical assumptions
made by the Wiener Loss over the data, as applying adequate preprocessing on the
data could mitigate the data-dependency of stabilisation values. Implementing a
simple pre-whitening scheduler could also help stabilise convergence.

Finally, testing the Wiener Loss in 3D applications, with the imputation task
being a prime candidate, represents another promising direction for future research.
This extension could provide further insights into the efficacy and adaptability of
the Wiener Loss in more complex data structures and alleviate the need to evaluate

large networks to retrieve 3D features for perceptual losses.
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3.5 Summary

In this chapter, I introduced the Wiener Loss, a new loss function designed, although
not exclusively, for deep learning tasks where data comparison at high resolution
and high fidelity is required. Formulated in a least-squares framework, it is memory-
efficient, scalable, computationally efficient in the Fourier domain, and effective with
smaller models and datasets. The Wiener Loss implementation is made available
in a public GitHub repository, and consists of a single Python class derived from
PyTorch’s ( , ) nn.Module, ensuring compatibility with other Py-
Torch losses and providing seamless workflow integration with minimal code. The
class includes default parameters for straightforward use but is designed to be highly
customisable to adapt to specific tasks.

The efficacy of the Wiener Loss is demonstrated in two deep-learning experi-
ments: reconstruction of images of human faces and imputation of heavily-corrupted
MRI medical scans, both leveraging a U-Net variational autoencoder architecture to
address their corresponding tasks. In these experiments, the Wiener Loss showed re-
markable consistency and robustness, outperforming traditional losses such as MSE,
FFL, LPIPS and adversarial losses. While LPIPS is effective, it can be memory-
intensive in large image sizes. Adversarial losses require substantial efforts to sta-
bilise training, needing larger datasets and careful hyperparameter tuning. Despite
its promising concept, FFL has proven unreliable in practice for the given tasks.

In contrast, the Wiener Loss is naturally contextually aware, and was able to
improve the range of frequency recovery with high fidelity and reduced computational
cost. It successfully reconstructed accurate details of key features such as eyes, hair,
and mouth in the face reconstruction experiment, more reliably than its counterparts.
In the MRI imputation task, it accurately recovered anatomical brain structures that
were either not visible or poorly reconstructed by other loss functions. The success of
the Wiener Loss in these experiments positions it as a powerful alternative to other
loss functions.

I also demonstrated that the Wiener-filter-based approach can extend beyond

the Wiener Loss to other specific tasks. I briefly discussed how the Wiener Loss can
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be reformulated as a translation-invariant loss, a non-parametric diffusion model,
and a novel method for comparing queries and keys in attention mechanisms. Al-
though these propositions remain largely untested, they pave the way for promising
expansions of the Wiener Loss methodology.

Despite the promising results demonstrated by the Wiener Loss, several areas
remain open for future research. The most significant challenge is stabilising the
Wiener filter computation in the frequency domain, as different datasets require
tailored stabilisation parameters. Future work should explore methods to reduce
this dependency, such as implementing an efficient algorithm for the Levinson-Durbin
Recursion (LDR) or gaining a deeper understanding of the statistical assumptions
made about the data to apply appropriate preprocessing. Additionally, the recovery
of high frequencies from the Wiener Loss could be further improved by optimising
the parametrisation of the trainable penalty matrices and reducing the receptive field
of the filter to focus on localised structures. Finally, testing the Wiener Loss in 3D
could provide further insights into its efficacy and adaptability in more complex tasks

and data structures.
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(Generative Ultrasound Brain

Imaging with Unconditional LDMs

“Creating noise from data is easy; creating data from noise is generative modeling”

— Yang Song

Breakthroughs in deep learning have primarily emerged within the domains of
computer vision, natural language processing, and reinforcement learning. These
advancements are largely attributable to the availability of extensive datasets com-
prising millions of text and image samples. Landmark datasets, such as COCO (

, ) and ImageNet ( , ), have been crucial for developing in-
fluential image generation models ( , ; , ; ,

; , ; , ; , ), while
extensive text datasets have enabled the emergence of transformative NLP frame-
works like BERT ( , ) and GPT-3 ( , ). Multimodal
architectures, exemplified by CLIP ( , ), further underscore the role
of large-scale datasets in advancing deep learning research.

Despite the significant success of neural networks in medical imaging, partic-
ularly in segmentation and automated diagnosis, the widespread adoption of large-
scale models remains limited by the scarcity of high-quality data. Acquiring medical

samples is inherently challenging, as it is both labour-intensive and costly. Addi-

161
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tionally, requirements to safeguard patient privacy further hinder the development
of robust medical datasets by restricting data sharing and utilisation.

To mitigate the scarcity of medical samples, generative models have been em-
ployed to augment existing datasets ( , ; , ;

; ; ; ; , ). These models are
designed to approximate the underlying distribution of the training data pgata(X),
either directly or indirectly, enabling the generation of new instances that reflect
the statistical properties of the original dataset. When adequately trained, gener-
ative models can produce synthetic samples on demand, expanding datasets while
preserving fidelity to the distribution of real data.

Generative adversarial networks (GANs) ( , ) have be-
come a prominent method for synthetically augmenting datasets by leveraging the
adversarial interaction between two neural networks, a generator and a discrimina-
tor, to produce high-resolution samples from Gaussian noise. These networks are
trained concurrently in a zero-sum game (see Section 2.1.4), where the discriminator
evaluates the generator’s output to distinguish between real and synthetic samples.
Despite their effectiveness, GANs exhibit notable limitations. The primary chal-
lenges include: (1) difficulties in convergence ( , ; , )
due to the instability of the zero-sum objective; (2) vulnerability to mode collapse
( , : , : , ), wherein the generator
produces a restricted set of outputs that deceive the discriminator but fail to capture
the full diversity of pgata(x) ; and (3) a reliance on large quantities of data to train
both networks effectively, limiting their capacity to generalise from small datasets,
perpetuating the issue of data scarcity.

As an alternative, diffusion models ( , ; , ;

, 2022; , ; , 2019; , )
have garnered attention for their ability to address the limitations of GANs. Un-
like GANs, which directly map py(x | z), where z ~ N'(p, 0?) in a single inference
step, diffusion models generate data through a gradual, multi-step process that incre-
mentally transforms Gaussian noise into samples drawn from the target distribution

modelling py(x¢—1 | x¢) for t ~ [0,7] and py(x7) ~ N(u,0?). This iterative de-
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noising approach improves training stability and enhances robustness against hyper-
parameter sensitivity and mode collapse, even when data availability is constrained
(see Section 2.1.5). The success of diffusion models in applications such as DALL-E
2, Midjourney, and Google Imagen highlights their capacity to generate high-quality
samples at scale, underscoring their potential for widespread use in computer vision
tasks.

In the medical imaging field, recent work by ( ) has explored the
application of diffusion models to enhance a small dataset of volumetric MRI scans.
The study demonstrated that diffusion models could sample statistically significant
and structurally accurate samples from the distribution of the training set. These
samples are conditioned on sex, age and brain volume metadata that guide the
operation of the diffusion steps. The authors publicly released a dataset comprising
100,000 synthetic samples, opening doors for further deep learning research in the
field.

The scarcity of high-quality data samples is particularly pronounced in ultra-
sound imaging due to the limitations of conventional ultrasound tomography (UT)
methods. Traditional UT relies primarily on travel-time inversion, resulting in lower
image resolution compared to other imaging modalities ( ,

). In the context of brain imaging, acoustic waveforms dominated by strong
skull reflections prevent UT from producing images of intra-cranial structures alto-
gether, further exacerbating the scarcity issue.

To address this limitation, the work presented in this chapter builds on the
methodologies established by ( ), adapting their approach to ultra-
sound brain imaging. Specifically, this chapter details the construction and training
of a Latent Diffusion Model (LDM) for a small dataset of neuroacoustic images, pa-
rameterised by the acoustic properties of the brain. In contrast to the original study,
this work employs a condition-free diffusion model, generating synthetic samples di-
rectly from Gaussian noise that initiates the diffusion process. However, the proposed
framework is inherently adaptable, allowing for seamless integration of metadata con-
ditioning in future research. The results demonstrate that, for a limited dataset (

N = 1,000 ), a well-trained condition-free LDM can produce statistically consistent
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synthetic samples, effectively augmenting existing neuroacoustic datasets.

In addition to addressing scarcity of ultrasound image data, this chapter serves
as a precursor to more advanced explorations in the following chapter, where complex
conditionings are introduced. Given the complexity of these conditionings, it’s crucial
to first construct a robust unconditioned diffusion model that will ensure stability

and effectiveness of the techniques that will be developed later.

4.1 Latent Diffusion Models

As introduced in 2.1.5, denoising diffusion probabilistic models (DDPMs) represent
a class of likelihood-based generative models that approximate the data distribution
through a T-stepped denoising process applied to an arbitrary noise distribution.
Training typically unfolds in two stages: the perceptual compression stage and the
semantic compression stage ( , ). The perceptual compression
stage captures semantic variations by discarding high-frequency and imperceptible
details, while the semantic compression phase learns to generate large-scale and
conceptual structures of the data ( , ).

In the data space, maximum-likelihood models disproportionately allocate com-
putational resources to reconstructing perceptual details, leading to potential in-
stabilities and prolonged training times for convergence. Latent diffusion models
(LDMs) ( , ) are introduced as a more efficient variant of con-
ventional DDPMs, designed to improve convergence rates and reduce computational
load during both training and inference. This improvement is achieved by decou-
pling perceptual and semantic compression into a two-stage framework (Figure 4.1):
the first stage employs an autoencoder architecture to project data into a perceptu-
ally compressed latent space, simultaneously reducing its dimensionality; the second
stage applies a denoising model that learns the iterative mapping from Gaussian
noise to the distribution of the latent space, which is subsequently passed through
the decoder to reconstruct perceptual details. This separation of tasks allows the
diffusion model to focus exclusively on the semantic compression of the latent space,

enhancing training efficiency and reducing computational overhead.
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Figure 4.1: While standard diffusion models perform perceptual and semantic com-
pressions simultaneously within the latent variables of the Markov chain, in latent
diffusion models these tasks are separated: a first-stage training of an autoencoder
performs perceptual compression, leaving the diffusion model to only perform the
semantic compression. Image extracted from [Kreis et al. (2023).

The first-stage autoencoder model consists of a regularised probabilistic encoder
Ep(x), parameterised by trainable weights 6, which compresses a sample x into a
latent representation z by learning gg(z | x). Conversely, the probabilistic decoder
Dy(z), parameterised by trainable weights ¢, models the distribution pg(x | z) to
reconstruct the latent variable z back into the data space, yielding x (Figure 4.2).
The training process for the first-stage model is outlined in Algorithm 2, with a
detailed discussion of its formulation provided in Section 2.1.3.

With an effective first-stage model, the LDM operates similarly to a standard
DDPM, with both the forward and reverse processes applied in the autoencoder’s
latent space (Figure 4.3). During the forward process, a sample x from the training
data is compressed into its latent representation z, which is progressively degraded
to a noise sample € over T steps, following Equation 2.59. As in DDPMs, a model
€y(z¢,t), parameterised by v, learns the denoising proccess by estimating the noise
€ at each timestep ¢ from the degraded latent sample z;. See Algorithm 7. This is

achieved by minimising the following objective:

Lrpm = B0 1] [Il€ — €y (21, )13] - (4.1)

Similarly to DDPMs, sampling is performed by first drawing zr from a standard

Gaussian distribution in the latent space. The reverse process is then applied, fol-
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gp(z|x) py(x|2)
K L(qo(z|x)||V(250,1))

Figure 4.2: Schematics of a standard variational autoencoder, where the latent sam-
ple z is drawn from the latent prior modelled by the probabilistic encoder £y(x) for
an image x, parameterised as a Gaussian with mean g and standard deviation o.
The latent space is regularised through the Kullback-Leibler (KL) divergence to a
standard Gaussian distribution (Equation 2.31). This regularisation, combined with
the perceptual compression of the image, stabilises the learned diffusion process in
the second stage of LDM training. The latent sample is subsequently mapped back
to the data space by the probabilistic decoder Dy (z), which computes the posterior
and reconstructs the perceptual details of the image.

lowing Equation 2.91, to iteratively denoise the latent sample (Algorithm 8). Once
the latent sample is refined by the diffusion model, it is then passed through the
decoder to reconstruct the data in the original space.

Implementations of LDMs in the literature typically employ a U-Net (Ron-
neberger et al., 2015) backbone for both the first and second stage models, incorpo-
rating positional embeddings of timesteps, and residual units with skip connections
interleaved with attention mechanisms (Vaswani et al., 2017; Oktay et al., 2018; Ho
et al., 2020; Rombach et al.; 2022; Vincent, 2011) (Figure 4.4). Residual units play an
important role by preserving and transmitting feature maps from the downsampling
to the upsampling paths of the network, enhancing gradient flow and mitigating in-
formation loss (Ronneberger et al., 2015). The integration of attention mechanisms
within the U-Net architecture (Oktay et al., 2018) allows the model to selectively
focus on the most relevant features, improving performance on the task.

Overall, the key advantages of LDMs over DDPMs can be summarised as fol-

lows:

- Computational Efficiency: by operating in the lower-dimensional latent
space of a pre-trained autoencoder, LDMs significantly reduce the computa-

tional cost associated with both training and sampling.
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Algorithm 7 Training Algorithm for LDMs - second stage model

10:
11:

12:

13:
14:

Input: Training data distribution ¢(x), pretrained encoder &, noise schedule ay
Output: Trained denoising model €,
Initialise model parameters
repeat
for number of training iterations do
Step 1: Sample data and encode to latent space
Sample data point x ~ g(x)
Encode latent representation:

zo < Ep(x) (4.2)

Step 2: Corrupt latent sample and compute loss
Sample diffusion step ¢t ~ Uniform({1,...,T})
Sample noise € ~ N (0,1)

L=|e—ey (\/Etho—l—\/l—dte,t)H; (4.3)
Step 3: Update model parameters
Y=Y —aVyLl (4.4)

end for
until convergence of the denoising model

Algorithm 8 Sampling Algorithm for LDMs

1:

Input: Trained denoising model €y, pretrained decoder Dy, noise schedule
atadtaat

2: Output: Generated sample x
3: Initialise: Sample latent noise zp ~ N(0,1)
4: fort=1T,...,1do
5: Sample ¢ ~ N(0,1) if t > 1, else set ( =0
6: Perform denoising step:
1 1-— (677
1= — e ot 4.5
Zi-1 Ao (Zt V31— dtew(Zt )> o (45)
7: end for
8: Return: x = Dy(zg) (final generated sample)
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- Stability and High Performance: by decoupling perceptual decompression
from the denoising task, the diffusion process is stabilised, as the latent spaces
are low-frequency and regularised, resulting in smoother probability flows along

the SDE trajectories.

- Flexible Modality: the autoencoder can be trained for a variety of tasks, such
as inpainting and super-resolution, offering the flexibility to adapt to different

problems without requiring modifications to the diffusion process.

4.2 Dataset and Pre-Processing

The dataset used to train the unconditional diffusion model is the MRI-derived acous-
tic neuroimaging dataset developed by ( ). This dataset is constructed
from the Human Connectome Project (HCP) Young Adult database (

, ), which provides high-quality structural T1-weighted and T2-weighted
volumetric MRI data for 1,000 subjects. The samples are single-channel with dimen-
sions of 256x320x320.

A notable feature of this dataset is the obfuscation of facial anatomy for each
subject, achieved through a normalised anterior filtering process that preserves the
integrity of the brain’s hard structures and soft tissues while safeguarding patient
privacy. The smoothness of this filter effectively prevents sharp edges that could in-
troduce unwanted wave-propagation artifacts during experimental modelling. Ran-
domly selected T1-weighted samples from this dataset are shown in Figure 4.5.

The conversion of MRI data to speed of sound (SoS) data, which parameterises
the neuroacoustic images, follows a structured pipeline involving the registration of
T1- and T2-weighted MRI modalities, segmentation of tissue categories, and esti-
mation of the speed of sound for each tissue based on a combination of literature
sources, as described by ( ). Randomly selected samples from this dataset
are shown in Figure 4.6.

For its current application in acoustic wavefield processing, the images are pre-
sented submerged in water (£1500m/s). Due to uncertainties in the literature

regarding SoS values for brain tissues, ( ) estimate an error margin of
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Figure 4.4: Dive into the denoising attention U-Net (Ronneberger et al., 2015) that is trained to predict the reverse diffusion process of the
forward SDE. The model takes as input the sample degraded by € at time step ¢, defined by the noise scheduler, along with the sinusoidal
positional embedding vector of the associated time step. The model then learns to predict the degradation noise € = €,(z,t), at each t, by
minimising the Euclidean distance ||e — €||3. Once trained, the model’s predicted noise is subsequently used to estimate the previous sample
of the diffusion process. Figure adapted (Ireis et al., 2023) and (Rombach et al., 2022).
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Figure 4.5: Tl-weighted MRI volumetric samples from the Human Connectome
Project (HCP) Young Adult database (Van Essen et al., 2012), viewed in the mid-
plane of the axial (top), coronal (middle), and sagittal (bottom) axes.

+50m/s. Additionally, as shown in Figure 4.6, structural inaccuracies are sometimes
introduced by this pipeline, particularly in the form of incoherent or misaligned skull
delineations. For a detailed explanation of the dataset derivation process, readers are
referred to Strong (2023). To the best of my knowledge, this dataset represents the
only structurally accurate and high-resolution acoustic dataset of the human brain,
making it a valuable resource for deep learning research in neuroacoustic imaging.
However, it still stands that the dataset is semi-synthetic, relying on a series of as-
sumptions regarding the acoustic properties across different brain tissues, which may
not fully capture the true values observed in vivo.

For this work, each sample is reduced to 2D by extracting the mid-sagittal and
mid-axial planes from the volumetric data. Experiments are conducted indepen-
dently on each sectional plane, which is resized to 256 x 256 using an antialiasing
filter to preserve structural integrity. The SoS values in this dataset range from
1480m/s to 3000m/s. The lowest velocities correspond to the water background
and the brain’s intra-cranial soft tissues, composed of grey and white matter, while
the highest velocities are associated with the skull.

Data normalisation is a critical technique in machine learning that mitigates
exploding and vanishing gradients while promoting smoother model convergence.
By scaling features within a dataset to comparable ranges, normalisation ensures

that variables with different units and magnitudes contribute equally during train-
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Figure 4.6: Volumetric speed of sound (SoS) samples, measured in m/s, from the
dataset released by ( ). Viewed in the mid-plane of the axial (top), coronal
(middle), and sagittal (bottom) axes of the brain.

ing. This process prevents features with larger numerical values from overshadowing
those with smaller ranges, thereby reducing biases from imbalanced learning and im-
proving the reliability and accuracy of model predictions ( , ). However, in
ultrasound medical imaging, SoS values often deviates from this ideal due to the pro-
nounced disparity between the acoustic properties of soft tissues compared to bone.
This discrepancy produces a bimodal distribution with minimal overlap (Figure 4.7),
resulting in poorly equalised features.

For this acoustic dataset, careful consideration of data normalisation is essen-
tial. The objective is to enhance the contrast between intra-cranial brain regions and
the skull to improve feature equalisation while ensuring reversibility for downstream
tasks, such as priors or starting models for tomographic inversions. The preprocess-
ing pipeline consists of two steps: first, each data point is divided by a constant
of 3000, scaling values to approximately between 0.5 and 1. Next, a logarithmic
transformation is applied, followed by the addition of 1, such that the values fall
within the range [0, 1]. Figure. 4.8 shows the preprocessed samples from Figure 4.6,
with the updated distribution in Figure 4.7. Although more advanced reversible nor-
malisation techniques could improve sample contrast, exploring such methods falls

outside the scope of this work.
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Figure 4.7: Density histograms of 128 volumetric samples of the (a) T1-weighted
MRI HPC (Van Essen et al., 2012) dataset, (b) converted and min-max normalised
speed of sound dataset by Strong (2023), and (c) the logarithmic processed speed of
sound used in this work. The logarithmic processing of the samples is a reversible
operation that gently helps equalising the SoS values.

4.3 Results and Discussion

In this section, I present the implementation and results of training an LDM to
generate synthetic neuroacoustic images of the brain. Although the training on full
3D volumes was not completed at this point, all experiments were conducted on the
mid-plane slices across all principal axes of the brain — axial, coronal, and sagittal
— showing feasibility for future 3D expansions. The findings discussed here are

applicable across all three slices.

4.3.1 Framework and Implementation

The LDM framework for this thesis is developed using PyTorch (Paszke et al., 2019)
due to its flexible and efficient handling of dynamic computation graphs. Central
to the implementation is also the Monai Generative Models prototyped package
(Cardoso et al., 2022; Pinaya et al., 2023), optimised for generative modelling in
medical imaging applications, which simplifies the deployment of latent diffusion

models. The framework allows for mixed precision training (Micikevicius et al., 2017)

to enhance computational speed and reduce memory usage as well as FlashAttention
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Figure 4.8: Volumetric speed of sound (SoS) samples, measured in m/s, from the
dataset released by ( ) after the preprocessing pipeline. Viewed in the
mid-plane of the axial (top), coronal (middle), and sagittal (bottom) axes of the
brain. The preprocessing gently boosts the values of the intra-cranial tissues while
gently decreasing the values of the skull.

( , ) to optimise the implementation of attention mechanisms.
Configurability is a fundamental aspect of the developed framework, achieved
through a YAML ( , ) configuration file that standardises and sim-
plifies the setup for various complex experiments. In the configuration file, users can
specify model hyperparameters, optimiser settings, data paths, and other training
parameters. An example is shown in Appendix A.1. Features such as data par-
allelism, automated model and optimiser checkpointing and the ability to resume
training are also implemented in order to enhance usability, particularly in shared
cluster environments. This is all combined into a command line interface, that takes

the following arguments:

InverselDM - training
usage: train.py --config CONFIG --name NAME [--logdir LOGDIR]
[--comment COMMENT] [--jobid JOBID] [--device DEVICE]
[--gpu_ids GPU_IDS] [--seed SEED] [--resume_training]

[--overwrite] [-y] [-h][--verbose VERBOSE]

options:
-h, --help show this help message and exit

--config CONFIG Path to the config.yml file for training



3737

3738

3739

3740

3741

3742

3743

3744

3745

3746

3747

3748

3749

3750

3751

3752

3753

3754

3755

3756

3757

3758

3759

3760

3761

3762

3763

3764

3765

3766

3767

3768

3769

3770

Pelacani Cruz, D. 175

--logdir LOGDIR Path for saving running related data.
--name NAME Name of experiment and also the log folder.
--comment COMMENT A string for experiment comment
--jobid JOBID Store job ID for HPC systems
--device DEVICE Device to which run. Options: cuda or cpu.
If cuda, specify gpu_ids with flag
--gpu_ids GPU_IDS List of gpu ids to be used in DataParallel.
If None, all will be used
--seed SEED Random seed for reproducibility
--resume_training Whether to resume training. Used in conjunction
with checkpoint flag in yaml config. If checkpoint not
specified, will use latest model.
--overwrite Whether to overwrite experiment of same name
-y Automatic 'yes' to user input questions

--verbose VERBOSE Verbose level: info | debug | warning | critical

InverselDM - sampling
usage: sample.py --config CONFIG --name NAME [--logdir LOGDIR]
[--jobid JOBID] [--device DEVICE] [--gpu_ids GPU_IDS]

[-h] [--verbose VERBOSE]

options:
-h, --help show this help message and exit
--config CONFIG Path to the config.yml file for sampling

--logdir LOGDIR Path for retrieving models and saving samples.

--name NAME Name of experiment to load and also the log folder.
--jobid JOBID Store job ID for hpc systems
--device DEVICE Device to which run. Options: cuda or cpu.

If cuda, specify gpu_ids with flag
--gpu_ids GPU_IDS List of gpu ids to be used in DataParallel.
If None, all will be used

--verbose VERBOSE Verbose level: info | debug | warning | critical

The framework includes a specialised dataset class tailored for preprocessing



3771

3772

3773

3774

3775

3776

3777

3778

3779

3780

3781

3782

3783

3784

3785

3786

3787

3788

3789

3790

3791

3792

3793

3794

3795

3796

3797

3798

3799

3800

176  Chapter 4. Generative Ultrasound Brain Imaging with Unconditional LDMs

2D SoS and MRI images (Appendix A.2), ensuring data is optimally prepared for
processing. It also allows for easy integration of user-created datasets, mirroring func-
tionality found in the original Pix2Pix implementation ( ) ), thereby
expanding its utility across different imaging tasks. Custom loggers can be devel-
oped to suit specific post-processing needs, with integrated logging capabilities via
platforms like TensorBoard ( , ) and a more standard JSON (

, ) format (Appendix A.3). The entire framework, named InverseLDM,
is openly accessible on GitHub at https://github.com/dpelacani/InverselLDM to
promote transparency and community collaboration.

The Latent Diffusion Models (LDMs) presented in this work were trained on a
single NVIDIA A100-SXM4 GPU with 40GB of dedicated memory. At a resolution of
256x256, the LDMs described later in this chapter required approximately two hours
to train, utilising around 35GB of memory, reflecting the demands of the model size,
attention layers, and batch configurations. However, 3D experiments could not be
conducted given the available resources at the time. Unexplored solutions to this lim-
itation include the use of model parallelism, activation and gradient checkpointing,
and the adoption of more memory-efficient deep learning frameworks like Julia’s Flux
( ) ). Such techniques could be particularly advantageous for managing 3D
attention mechanisms, where memory constraints represent a primary bottleneck.

In contrast, the inference and sampling processes of the LDM, once trained,
demand substantially less computational power and memory. The high-quality sam-
ples presented in this section were generated using a single NVIDIA GeForce RTX

2080-Ti GPU with 11GB of memory, completing at near-real time.

4.3.2 Structural Recovery with Perceptual Losses

The quality of the LDM autoencoder is a critical determinant of latent diffusion
model performance, directly impacting both the resolution of generated samples and
the stability of model convergence. Since the diffusion process in LDMs unfolds
within the semantically compressed latent space z, the decoder effectively acts as an
upper bound on the achievable quality of image synthesis. The success of LDMs in

high-resolution image generation is largely attributable to the quality of the autoen-
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coder.
In the foundational work by ( ), the first-stage autoencoder
was trained using a combination of perceptual loss ( , ), a patch-

based adversarial objective ( , ; , ; ,
; , ), and traditional pixel-space losses such as MAE and MSE.
This multi-faceted training approach ensures the decoder can accurately reconstruct
perceptual features from the latent space, preserving fidelity in image reconstructions.
( ) also conducted a detailed comparison across different
compression levels, underscoring the trade-off between computational efficiency and
synthesis quality. Their findings indicate that preserving structural integrity requires
a spatial latent space (rather than a vectorised one) and moderate compression or
regularisation to avoid compromising image fidelity. For a comprehensive review of
this analysis, readers are encouraged to consult the original paper.

Here, I evaluate four distinct autoencoder models trained with varying loss
functions and latent space dimensions, focusing on their reconstruction quality and
the characteristics of their respective latent spaces. All models are based on a U-
Net architecture ( , ) with two residual units, incorporating
attention mechanisms solely in the final layer due to memory constraints. To en-
sure consistent evaluation, all models are trained using an MSE reconstruction loss
and a KL divergence weight of 1 x 107%. The Adam optimiser ( ,

) is employed, with 8; = 0.9 and 2 = 0.999, and a weight decay of 1 x 1074
to promote sparsity and improve generalisation. The SiLU ( , )
activation function is used throughout the model, consistent with modern diffusion
model architectures ( , : , ). Table 4.1 summarises
the key hyperparameters for each model, while Figure 4.9 provides examples of their

reconstructions.

The first model (VAE-1) prioritises reconstruction accuracy and latent regular-
isation, serving as a baseline for subsequent experiments. In the absence of high-
resolution loss functions, the reconstructions produced by this model are structurally

consistent with the input data but are limited to low-to-mid frequency resolutions.
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VAE-1 VAE-2 VAE-3 VAE-4
model _size 3M 3M 4M 3M
num_ iter 5K 5K 5K 5K
num_res_ blocks 2 2 2 2
num_channels [64, 128, 128]  [64, 128, 128]  [32, 64, 128, [64, 128, 12§]
128
attention _levels 3] 3] [4] (3]
z_shape (3, 64, 64) (3, 64, 64) (1, 32, 32) (3, 64, 64)
recon_loss L1 L1 L L
recon_weight 1.0 1.0 1.0 1.0
kl weight 1.00x10~¢ 1.00x10~6 1.00x10-6 1.00x10-¢
perceptual loss - - LPIPS ( LPIPS (
; ) ; )
perceptual weight - - 1.0 1.0
Ipips_model - - VGG-16  ( VGG-16 (
) )
wiener _mode - reverse - -
wiener filter dim - 2 - -
wiener filter scale - 2 - -
wiener epsilon - 2.0 - -
wiener laplace alpha - -1x107* - -
wiener laplace beta - 5.0 - -
wiener weight - 1.0 - -
adversarial mode - - LS-GAN LS-GAN
( o ;
) )
disc_n_layers - - 2 2
disc_feature channels - - 16 16
adversarial weight - - 0.1 0.1
batch size 32 32 32 32
optimiser Adam Adam Adam Adam
( ( ( (

: : , 2014) , 2014)
weight _decay 1.00x10~4 1.00x 1074 1.00x10~4 1.00x10~*
Ir 1.00x10~* 1.00x10~* 1.00x10~* 1.00x1074
d Ir 5.00x10~* 5.00x10~* 5.00x10~* 5.00x10~*
adam betas [0.9, 0.999] [0.9, 0.999] [0.9, 0.999] [0.9, 0.999]

Table 4.1: Summary of hyperparameters that describe the four VAE models explored
in this work for perceptual compression.

The second model (VAE-2) incorporates the Wiener Loss, introduced in Chap-

ter 3, to enhance the recovery of high-frequency details while maintaining low com-

putational costs. Due to the inherent properties of the Wiener Loss, as outlined

in Section 3, its effectiveness is reduced in scenarios with high-contrast structures.

This is because the filter values are proportional to the data amplitudes, allowing

the zero-lag matching condition to be satisfied by disregarding low-intensity regions
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Figure 4.9: Reconstruction of axial slices with associated root mean square errors
(RMSE) from (a) VAE-1, (b) VAE-2, (¢) VAE-3, (d) VAE-4 and (e) is the ground
truth. Reconstructions from VAE-1 lack high-frequency details as no perceptual
losses are integrated durings training. Reconstructions from VAE-2 fail to converge
due to the Wiener loss’ inability to fit the data at high value contrasts; reconstruc-
tions from VAE-3 have high perceptuality but the tight latent space bottleneck neg-
atively impacts the fidelity of the images; reconstructions from VAE-4 are the most
accurate in the semantic and perceptual recoveries.

of the image. In the context of neuroacoustic imaging, the model predominantly
converges on regions representing the skull but fails to reconstruct other meaningful
structures. Notably, the Wiener Loss applied to this model predates the stabilisation
improvements introduced in Chapter 3. While it is possible that improved stabilisa-
tion parameters could yield better results, the underlying challenges associated with
Wiener Loss in high-contrast settings remain pertinent.

The third and fourth models (VAE-3 and VAE-4) introduce perceptual and
adversarial losses to the autoencoder training process, augmenting the reconstruction
and KL divergence losses used in the baseline model. VAE-3 is a larger model with
a compact latent space that is eight times smaller than the original input, while

VAE-4 features a 3-channel latent space that is four times smaller than the input
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dimensions.

The adversarial loss is implemented by co-training a discriminator network
alongside the VAE, following the Least Squares Generative Adversarial Network
(LS-GAN) scheme ( , ), which challenges the VAE by distinguish-
ing between real and synthetic samples. The discriminator is a simple convolutional
neural network with 16 feature channels, as detailed in Table 4.1. The adversarial
network is optimised using the same Adam optimiser ( , ) and
hyperparameters as those applied to train the VAE.

The perceptual loss in these models is quantified using the Learned Perceptual

Image Patch Similarity (LPIPS) metric ( ) ), leveraging features
extracted from a VGG-16 network ( , ) pre-trained on
ImageNet ( , ). LPIPS loss is computed by measuring the Euclidean

distance between the feature maps of input and reconstructed images, capturing high-
level structural aspects such as patterns and textures (see Section 2.1.2). Although
the VGG-16 model is originally trained on ImageNet to extract abstract features
from natural images, its feature extraction capabilities extend to medical imaging
applications. Figure 4.10 illustrates this with an example feature map extracted
from the pre-trained VGG-16 for a neuroacoustic image. The feature map highlights
high-frequency details of soft tissues and delineates both intra-cranial and outer
skull structures, demonstrating the network’s ability in promoting the recovery of
fine structural details of this dataset within VAE reconstructions.

With the integration of perceptual and adversarial losses, VAE-3 and VAE-4
demonstrate improved capacity to capture high-frequency structures in image recon-
structions. However, the constrained latent space of VAE-3 leads to a noticeable
reduction in fidelity, reflected by higher root mean squared errors (RMSEs) relative
to the original images. The performance of these networks can be further analysed
through the resolution of their latent spaces, as shown in Figure 4.11.

VAE-4’s latent space more effectively preserves finer anatomical structures, in-
cluding skin layers, ventricles, and dura mater regions, compared to the other models.
Additionally, the delineation of the skull is significantly more prominent and accu-

rate in VAE-4’s latent space than in any other model. In contrast, VAE-3’s latent
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space lacks the capacity to retain such detailed features, while VAE-2’s latent space
only loosely captures the general shape of the skull, failing to retain the clarity of

other anatomical structures.

4.3.3 Generative Modelling

For the generative modelling, I conducted a series of experiments with LDM models
based on the VAE architectures outlined in Table 4.1, alongside an additional in-
vestigation into the impact of excluding attention mechanisms from an LDM. Each
LDM, like the VAE, utilises a U-Net architecture (Ronneberger et al., 2015) with

two residual blocks per layer. These models were constructed with four layers of

El 320x320 0 oo
T 160x160

160x160
X80
80x80 goxg0

0.
0
256 !!!

Figure 4.10: Extracted feature maps (b) of a single neuroacoustic image sample of the
brain from the VGG-16 (Simonyan and Zisserman, 2014) network (a) pretrained on
ImageNet (Deng et al., 2009) dataset of 1,000 classes of natural images. Despite the
difference in dataset nature, the pre-trained network is able to select various useful
features of the image, highlighting high-frequency textures between the soft tissues
and isolating outer and intra-cranial structures. The choice of visualisation of the
mid-sagittal plane is arbritary, and my experiments show that the same principles
hold for the mid-axial and mid-coronal planes. Neural network visualisation made
with (Lenail, 2024). Figure inspired by Strong (2023).
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Figure 4.11: Normalised latent spaces of VAE-1 (a), VAE-2 (b), VAE-3 (c¢) and VAE-
4 (d) as described in Table 4.1 and with associated reconstructions in Figure 4.9. For
the multi-channel latent spaces (a, b and d) the presented visualisation is averaged
in the channel dimension.

increasing channel depth — 64, 128, 256, and 512 — resulting in an architecture
substantially larger than that of their corresponding VAEs.

For the diffusion process, hyperparameters were selected to closely align with
those used by Rombach et al. (2022). A linear noise schedule was applied to the
parameter 3, as described in Equations 2.59 and 2.91, where o := 1 — 8;. The
schedule began at 0.015 and increased to 0.0205 over 1,000 steps. MSE loss was
employed as the reconstruction objective to quantify the discrepancy between the
injected noise and the noise predicted by the network.

The optimisation of the LDMs followed a similar configuration to VAE training,
using the Adam optimiser with 8; = 0.9 and s = 0.999, a learning rate of 2 x 1075,
and a batch size of 32. Weight decay, set to 1 x 1074, was applied exclusively to
non-bias terms to promote sparsity and improve generalisation, and SiLLU (Elfwing
et al., 2018) was chosen as the activation function. Three attention layers, each with
eight heads, were integrated into all but the first layer of the models, except for the
experiment where attention layers were omitted (LDM-4). Each model underwent

25,000 training iterations. A summary of these model configurations is provided in
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3004 Table 4.2.

LDM-1 LDM-2 LDM-3 LDM-4 LDM-5

vae_model VAE-1 VAE-2 VAE-3 VAE-4 VAE-4
num_res_ blocks 2 2 2 2 2
num__channels [64, 128, [64, 128, [64, 128, [64, 128, [64, 128,

256, 512] 256, 512] 256, 512] 256, 512] 256, 512]
model _size 63M 63M 63M 5TM 63M
attention_levels 2, 3, 4] (2, 3, 4] (2, 3, 4] - (2, 3, 4]
num_head channels 8 8 8 - 8
transformer num layers 3 3 3 - 3
recon_loss Lo Lo Lo Lo Lo
beta_start 0.0015 0.0015 0.0015 0.0015 0.0015
beta end 0.0205 0.0205 0.0205 0.0205 0.0205
num_train_timesteps 1000 1000 1000 1000 1000
schedule linear linear linear linear linear
num__iter 25K 25K 25K 25K 25K
optimiser Adam Adam Adam Adam Adam

( ( ( ( (

) ) ) ) )
weight decay 1x1074 1x104 1x104 1x104 1x1074
Ir 2.00x107° 2.00x107° 2.00x1075% 2.00x1075 2.00x107°
batch size 32 32 32 32 32
adam_ betas [0.9, [0.9, [0.9, [0.9, [0.9,

0.999] 0.999] 0.999] 0.999] 0.999]

Table 4.2: Summary of hyperparameters that describe the five LDM models explored
in this work.

3905 To evaluate the overall quality and diversity of the generated samples, two
3006 widely recognised metrics in the deep generative community are examined: Fréchet
07 Inception Distance (FID) ( , ) and Kernel Inception Distance (KID)
3008 ( ) ). Both metrics utilise deep features extracted from real
3000 and generated images to assess sample quality and diversity, in a manner similar
s010 to LPIPS. KID computes the maximum mean discrepancy between feature distribu-
3011 tions using polynomial kernel fitting, while FID measures the Wasserstein-2 distance
3012 between Gaussian distributions fitted to the extracted features. FID has been shown
3013 to correlate strongly with human perceptual evaluation ( , ; ,
3914 ), demonstrating sensitivity to visual artifacts such as blurriness. However, FID
3015 18 known to exhibit bias in the estimation of expected values when the sample size

s016 18 small ( , ). In contrast, KID, based on polynomial kernel

3017 fitting, is less affected by limited sample counts, providing a more reliable estimate
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)
(e) LDM-5

(a) LDM-1 " (b) LDM-2 “(c) LDM-3 (d) LDM-4 (e) LDM-5-DDPM

Figure 4.12: Example of samples generated from the five different LDM models
(columns) explored in this work in the mid-plane of the axial (top row), sagittal
(middle row), and coronal (bottom row) axes. All models were samples with a
DDIM scheduler at 25 steps, except for (e) where the samples were generated with
a DDPM scheduler at 1,000 steps. While LDM-1 to 4 fail to generate structurally
accurate brains, LDM-5, sampled with either DDIM or DDPM are able to construct
realistic-looking neuroacoustic brain samples.

in such cases. A detailed discussion of these metrics is presented in Section 2.1.8.

In addition to FID scores computed from pre-trained ImageNet ( ,

) features, I present FID scores derived from RadlmageNet ( , 0), a
comprehensive multi-modal medical imaging dataset with pre-trained features. The
latter FID calculations are expected to more accurately reflect image quality due to
the closer alignment between the dataset’s domain and the generated samples. The
evaluation of these metrics across various LDM models and for all three mid-plane
axes of the brain is summarised in Table 4.3, with generated samples shown in Figure
4.12 for a qualitative comparison.

Optimal results are achieved with LDM-5, where perceptual losses are strate-
gically applied during VAE training, and the latent space is sufficiently large to
capture the complex anatomical features of brain images. This configuration pro-
duced the lowest FID scores, indicating that the synthetic images generated are the
most perceptually faithful and anatomically plausible among the experiments.

In contrast, LDM-2, which employed Wiener Loss during VAE training, exhib-
ited the weakest performance across all metrics, failing to generate realistic-looking

samples that reflect the underlying data distribution. This outcome is expected, as
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FID | FID |

(ImageNet) (RadlmageNet) KID} Nsteps

LDM-1 (axial) 175.62 8.53 0.2840.01 25
LDM-2 (axial) 438.19 33.44 0.74£0.01 25
LDM-3 (axial) 306.64 25.77 0.51+0.01 25
LDM-4 (axial) 92.89 5.82 0.13+£0.01 25

LDM-5 (axial) 42.66 5.04 0.05+0.00 25
LDM-5-MRI (axial) 86.29 5.84 0.12+0.01 25
LDM-5-DDPM (axial) 41.66 4.36 0.04+0.00 1000
LDM-1 (sagittal) 120.78 6.27 0.13+£0.01 25
LDM-2 (sagittal) 416.93 24.17 0.68+0.01 25
LDM-3 (sagittal) 329.32 17.21 0.494+0.01 25
LDM-4 (sagittal) 102.41 4.30 0.12+0.01 25

LDM-5 (sagittal) 76.64 3.12 0.07+£0.01 25
LDM-5-MRI (sagittal) 119.28 5.12 0.15£0.01 25
LDM-5-DDPM (sagittal) 76.08 3.10 0.0740.01 1000
LDM-1 (coronal) 197.43 7.60 0.244+0.01 25
LDM-2 (coronal) 481.45 29.91 0.78£0.01 25

LDM-3 (coronal) 367.84 37.92 0.594+0.01 25
LDM-4 (coronal) 128.18 6.51 0.14+0.01 25

LDM-5 (coronal) 99.67 5.75 0.11+0.01 25
LDM-5-MRI (coronal) 174.62 8.12 0.23£0.01 25
LDM-5-DDPM (coronal) 99.19 5.29 0.11+0.01 1000
Table 4.3: Fréchet Inception Distance (FID) ( , ) and Kernel In-
ception Distance (KID) ( , ) metrics over 128 generated samples
of each experiment, compared to 1,000 samples of the original dataset. All metrics
performed using features of a pre-trained InceptionV3 ( , ) network

architecture, consistent with current common practices in generative deep learning.
Sampling was obtained with the DDIM equations for reverse Markov chain for 25
steps, except for LDM-5-DDPM where the DDPM equations were used with 1,000
reverse steps. FID (ImageNet) and KID computed with the default parameters in
torch-fidelity ( , ). FID (RadImageNet) computed with Monai
Generative ( , ).

the latent spaces in LDM-2 do not provide faithful representations of the input sam-
ples, limiting the decoder’s ability to accurately reconstruct fine details, as shown in
Figures 4.9 and 4.11.

Similarly, LDM-1’s omission of perceptual and high-frequency losses led to sig-
nificantly higher FID and KID scores. The limited capacity of the latent space results
in anatomical inaccuracies, most notably a lack of continuity in the skull. This issue
is also evident in LDM-3, where the latent space size is highly constrained, further

limiting the model’s ability to capture detailed structural information. Additionally,
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LDM-1’s scores are adversely affected by image blurriness and a lack of diversity due
to poor perceptual quality in the generated samples.

The higher FID and KID scores observed in LDM-4 indicate lower fidelity and
reduced diversity in the generated images, attributed to the absence of attention
mechanisms. Altogether, these findings underscore the critical role of properly con-
figured latent spaces and the integration of perceptual losses to ensure the generation
of more anatomically plausible, diverse, and clinically relevant samples.

However, while FID and KID scores offer a useful indication of distributional
similarity between real and synthetic data, the challenge of reliably distinguishing
“good” from “bad” samples remains a persistent issue across various scientific do-
mains that utilise generative Al. This difficulty is specially important in medical
applications, where ethical considerations and patient safety render the evaluation
of generative outputs both critical and exacting. At present, no universally ac-
cepted quantitative method exists to determine whether synthetic medical images
are anatomically accurate in a clinically meaningful way. Such assessments would
require detailed validation by trained medical professionals, as synthetic images that
appear anatomically plausible to an untrained observer may still contain clinically
significant inaccuracies. In this work, no resources were allocated, nor was it within
the scope or intention, to perform such expert qualitative validation. This represents

a key limitation in the validation of the model’s outputs.

DDIM vs DDPM

The samples used to evaluate the models in Table 4.3 and shown in Figure 4.12 were
generated using DDIM sampling (Equation 2.111) with 25 reverse diffusion steps,
except for LDM-5-DDPM, which utilised the DDPM reverse process (Equation 2.91)
with 1,000 steps. As discussed in Section 2.1.5, the implicit and deterministic nature
of DDIM enables a significant reduction in the number of sampling steps required to
achieve high-quality image synthesis, whereas DDPM relies on the full set of steps
to attain comparable results.

The decision to use 25 timesteps in these experiments was based on a pre-

liminary analysis of sample quality relative to the number of sampling steps, as
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summarised in Figure 4.13. For the models evaluated, 10 to 30 sampling steps were
sufficient to achieve optimal FID scores with DDIM, whereas DDPM required a
minimum of 700 steps. A comparison of metric scores between DDIM and DDPM
sampling for LDM-5 in Table 4.3 revealed only marginal differences. However, as
shown in Figure 4.13, the computational cost of sampling increases linearly with the
number of timesteps. Visual comparisons of sampling results for LDM-5 using both
DDIM and DDPM are presented in Figure 4.14, further highlighting the flexibility of
DDIM over DDPM. The highest-quality image synthesis in this work was achieved

with the LDM-5 architecture using 25 DDIM sampling steps.

4.4 Future Work

A larger batch of finalised samples from LDM-5, generated using DDIM with 25 steps,
is presented for the mid-plane axes in Figures 4.15, 4.16, and 4.17. These represent
the highest-quality results obtained in the course of this thesis. While the majority
of generated samples exhibit anatomical accuracy, a subset displays visible errors,
particularly in the continuity of the skull. These structural misalignments likely

arise from a combination of dataset biases and limitations in model performance.

5001 1
4001 10'4
0}
[a]
i 300 g
=
200 —A— axial_ddpm
1 —e— axial_ddi
100 ] —— z:;ait;aljé?ipm
—e— sagittal_ddim
] —— coronal_ddpm
100 —e— coronal_ddim
10° 10! 102 103 10° 10! 102 10

T T

Figure 4.13: (a) FID and (b) sampling time (b) per number of sampling steps aver-
aged for 8 samples generated from LDM-5 using DDPM (A) and DDIM (o). Colors
represent different anatomical mid-planes. While DDPM reaches best metrics at
>750 (~30s) sampling steps, DDIM is able to achieve similar metrics starting at 10
(~0.6s) sampling steps, showing exceptionally better efficiency. Samples were gen-
erated with a single NVIDIA GeForce RTX 2080 Ti 11 Gb card.
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Figure 4.14: Samples generated from LDM-5 using DDPM (a-c) and DDIM (d-f)
at different number of sampling steps (columns). While sampling with DDPM can
only synthetise high-quality samples at >750 steps, sampling with DDIM achieves
the equivalent quality with <30 steps.
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To uphold ethical standards and ensure the dataset’s utility for medical research, it
is essential to establish a rigorous quality-check procedure to identify and exclude
erroneous samples prior to public distribution.

Experimenting with untested hyperparameters may further improve the consis-
tency of the generated samples. For example, alternative noise schedulers have been
shown to regularise the diffusion sampling process and improve the fidelity of gen-
erated distributions ( , ; , ). In addition,
given the significant improvements in image quality observed with attention-based
architectures, I speculate that larger networks with additional attention mechanisms
could yield more consistent results, although memory constraints prevented explo-
ration in this direction. Advanced techniques such as diffusion refinement (

, ), weight tracking via exponential moving averages ( , ),
and adversarial diffusion models ( , ) may also improve the models’
capacity to generate high-quality and reliable images.

To further enhance the diversity of generated samples, augmenting the dataset
with small, localised elastic transformations could facilitate the creation of a broader
range of realistic brain images, thereby improving overall model performance. Addi-
tionally, conditioning the models on image metadata — such as sex, age, race, and
brain volume — as demonstrated by ( ), could significantly advance
medical research by enabling the generation of more targeted and representative im-
age data.

Finally, extending the current LDMs to generate 3D images represents a nat-
ural progression of this work, holding significant potential to advance deep learning
research in brain ultrasound imaging and enhance downstream tasks ( ,

). The demonstrated consistency of the 2D models across all principal brain
axes, coupled with the successful implementation by ( ) for volu-
metric MRI images, provides strong evidence that 3D neuroacoustic image generation
using LDMs is achievable. However, this expansion would require careful consider-
ation of the heightened memory demands associated with 3D latent diffusion mod-
els. One way to mitigate such computational constraints is to leverage pre-trained

2D models as foundational components within ensemble-based 3D architectures, as
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demonstrated by ( ).

4.5 Summary

In this chapter, I demonstrated that an unconditional latent diffusion model (LDM)
can generate high-quality, diverse, and statistically conforming samples from a lim-
ited dataset of neuroacoustic images. Given the challenges in acquiring high-quality
ultrasound images of the brain — where costs and technical complexities, such as
the non-linearity of wavefield inversion, present great barriers — the results of this
work have the potential to drive further advancements in medical imaging research.

To facilitate testing and further development of these LDMs, I presented an
open-source framework integrating fast, specialised deep-learning libraries and a
highly customizable API. This setup enabled efficient evaluation of four distinct
variational autoencoders and five LDMs across various training regimes, underscor-
ing the importance of well-represented and well-regularised latent spaces as essential
precursors to stable image generation.

The high contrast of values within neuroacoustic images posed a great chal-
lenge, requiring meticulous network designs to accurately capture the complexities
of the brain’s intra-cranial regions, which are represented by lower numerical values
compared to the skull. The proposed preprocessing method aimed to mitigate this
imbalance, though more refined techniques could yield substantial improvements to
the current implementation. Additionally, further exploration of diffusion hyperpa-
rameters and the adoption of more advanced and refined LDM architectures could
enhance the overall quality and fidelity of the generated samples.

By extending this research across the three principal axes of the brain, this work
demonstrated the feasibility of advancing towards 3D image synthesis. However,
achieving this would require further optimisation ensure computational practicality.
Additionally, further experimentation is required to evaluate the integrity of the
LDM in accurately reproducing pathologies when trained on datasets that include
unhealthy brain samples.

Finally, while the LDM’s efficient sampling capabilities enable the rapid gener-
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ation of a large synthetic image database, I propose the development of a rigorous
quality control process to ensure the clinical relevance and ethical integrity of the
data. Nonetheless, the work presented in this chapter successfully addresses the
shortage of high-quality ultrasound brain samples in the medical field and serves as
a strong foundation for more advanced model conditionings explored in the following

chapter.
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Figure 4.15: Examples of generated neuroacoustic brain samples from LDM-5-DDIM
with 25 sampling steps for the mid-sagittal plane of the brain.
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Figure 4.16: Examples of generated neuroacoustic brain samples from LDM-5-DDIM
with 25 sampling steps for the mid-axial plane of the brain.
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Figure 4.17: Examples of generated neuroacoustic brain samples from LDM-5-DDIM
with 25 sampling steps for the mid-coronal plane of the brain.
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Chapter 5

Towards Ultrasound Tomography

with Generative Models

Magnetic Resonance Imaging (MRI) and X-ray Computed Tomography (CT) are the
two principal technologies commercially used for structural brain imaging, whereas
conventional ultrasound tomography (UT), though effective for other body parts,
cannot resolve intra-cranial structures due to the high impedance contrast between
the skull and soft tissues in the brain ( , ; , ;
, ). UT also struggles to produce high-resolution images due to
simplified modelling of non-linear wave propagation. However, UT offers advantages
in speed, safety, and portability over MRI and CT.
Recent advances have aimed to enhance UT’s imaging capabilities, making it
more competitive with other modalities ( , ; , ; ,
: , : , : , ). In par-
ticular, full-waveform inversion (FWI) of transmitted ultrasound is a technique that
addresses UT’s limitations by handling high-frequency, non-linear wavefield dynam-
ics to produce images at greater fidelities and resolutions ( , ;
, ). FWI applied to human body imaging has shown exceptional
image reconstructions comparable to MRI and, for the first time, offers a viable
method for intra-cranial imaging through sufficient processing of transmitted wave

signals ( , ; ; ; ; ; , ;

195
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; ; ; )-

However, FWI is accompanied by significant challenges in medical imaging due
to its high computational cost, reliance on low-frequency signals, and sensitivity
to initial parametrisation, limiting its feasibility for routine clinical applications
( 3 ; , ; , ). Overall, FWI remains
underexplored in medical contexts and requires further advancements to address its
algorithmic and computational complexities ( , ).

This chapter addresses the central objective of this thesis by exploring the po-
tential of state-of-the-art latent diffusion models (LDMs) ( , ) to
statistically encapsulate complex, non-linear ultrasound data and synthesise high-
quality, individualised brain images, thereby overcoming the key limitations of FWI.
Building on Chapter 4, which demonstrated that well-trained LDMs can model the
intricate distribution of neuroacoustic images and generate randomised samples in
near-real-time, this chapter examines whether these models can reconstruct the pre-
cise sample corresponding to specific ultrasound data, rather than producing generic
outputs.

The transition from generic to tailored image generation in computer vision
has proven effective when networks are conditioned with specific prior information
about the desired image synthesis ( , ; , ). For
example, an LDM trained to generate images of dogs could be conditioned with
attributes like coat colour and breed to produce an image of a brindle boxer. However,
applying this approach to clinical settings is a more delicate task. In the dog image
example, there are many possible images of brindle boxers that could satisfy the given
condition, and the inherently stochastic nature of LDMs favours this diversity. Such
variability, while advantageous in creative tasks, is less suitable in clinical contexts,
where achieving high accuracy and precision in data-to-image mapping is essential
to ensure diagnostic reliability.

Here, I propose an LDM architecture conditioned on each brain’s ultrasound
data, embedded in latent representations, to enable targeted image generation. To
the best of my knowledge, this approach is entirely novel and has not been attempted

before. The primary goal is to develop a trained network that, at inference time,
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can synthesise from noise the specific brain image corresponding to the provided
ultrasound data, effectively creating a fast and reliable process for data-to-image
inversion in a probabilistic framework. This method could potentially eliminate the
need for low-frequency content, reliance on a prior: information, and the computa-
tional expense of FWI, while achieving high-resolution and high-fidelity images of
the brain.

The chapter begins by presenting the design of the LDM architecture that is
conditioned on the ultrasound data, outlining its training and sampling algorithms.
It then proceeds by detailing the forward modelling of the ultrasound data used to
condition the LDM, followed by a discussion of the processes attempted to encode
the resulting data into representative latent spaces. Despite the proposed model not
being fully operative by the time-frame of this thesis, the chapter concludes with a
critical discussion of the challenges encountered and suggestions for future work to
make the proposed approach feasible. The software framework and datasets for this
research are consistent with those detailed in Chapter 4, with code presented in the

same GitHub repository.

5.1 Conditional Latent Diffusion Models

The extensive development of conditional diffusion models ( , ;

, ) has targeted modern computer vision tasks, including text-to-
image synthesis, class-conditional generation, layout-to-image transformation, and
inpainting. The condition c is integrated into the denoising U-Net (

, ) either through concatenation or cross-attention (see Section 2.1.6), fol-
lowing encoding by a conditioner network 7, (c) parameterised by trainable weights
X- The network 7, (c) can be optionally pre-trained or trained together with the
denoising network.

This conditioning mechanism steers the model to generate outputs that con-
form to the given context. In text-to-image synthesis, for example, the condition is
a figure caption; in super-resolution, it corresponds to the low-resolution input; and

in inpainting, it represents the corrupted image. During sampling, the user-specified
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condition is combined with a random latent vector to direct the denoising and syn-
thesis process. The original work by ( ) demonstrated that this
approach achieves state-of-the-art performance across these tasks, underscoring the
LDM’s capacity to generate high-quality, contextually guided outputs.

In image-to-image tasks, the authors applied 7y (c) as the identity function,
concatenating a resampled condition directly to the latent space variables. Since
in these tasks the condition is structurally aligned with the target latent space (as
demonstrated in Chapter 4, where the autoencoder latent space closely mirrors the
input image), concatenation provides an effective and computationally efficient con-
ditioning method. Conversely, for text-to-image tasks, 7, (c) is implemented as
a pre-trained unmasked transformer ( , ), which processes a to-
kenised representation of the input ¢, yielding a latent output & = 7, (c) € RM>dr,
This output is subsequently mapped into the U-Net ( ) ) via
multi-head cross-attention. The authors found that alternating self-attention with
cross-attention layers inside the denoising network allowed the LDM to capture in-
ternal dependencies within the data while integrating conditional information. This
approach enables the model to produce contextually accurate outputs while main-
taining fidelity to the data distribution.

In this work, the conditional LDM is redesigned to incorporate ultrasound data
representations as conditioning inputs. Similar to image-to-image tasks, the con-
ditioning is spatially organised, yet, as in text-to-image tasks, it involves a differ-
ent modality with a non-trivial relationship to the latent images. This complexity
stems from the non-linear wave equation, which, without physics-informed guidance,
presents a challenge for direct network learning. Furthermore, as discussed in later
sections, the dimensionality of ultrasound data is substantially higher than that of
typical conditioning inputs in image-to-image or text-to-image tasks. Consequently,
the network 7, must encode this data into a lower-dimensional and semantically
disentangled space suitable for guiding the LDM. The revised schematics of the con-
ditional architecture are shown in Figure 5.1, with training and sampling procedures

detailed in Algorithms 9 and 10, respectively.
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Algorithm 9 Training Algorithm for Conditional LDMs

1: Input: Training data distribution ¢(x,c), pretrained encoder &, conditioner

network 7, noise scheduler oy

2: Output: Trained denoising model €,
3: Initialise model parameters v, optionally ¥ if not pre-trained
4: repeat
5: for number of training iterations do
6: Step 1: Sample data and encode to latent space
7: Sample data and condition (x,c) ~ ¢(x,c)
8: Encode latent representation:
Zo < (‘:9 (X)
9: Encode condition:
& Ty
10: Step 2: Corrupt latent sample and compute loss
11: Sample diffusion step ¢ ~ Uniform({1,...,T})
12: Sample noise € ~ N (0,I)
= = D)
L= He — € (\/atzo + V1 — aye, t, c) H2
13: Step 3: Update model parameters
77[)> X < wa X — av¢,x£
14: end for

15: until convergence of the conditional denoising model

Algorithm 10 Sampling Algorithm for Conditional LDMs

1: Input: Trained denoising model €, pretrained decoder Dy, conditioner network

Ty, conditioning data c, noise schedule ay, &y, ot
2: Output: Generated sample x
3: Initialise: Sample latent noise zp ~ A(0,I)
4: Encode condition:

€ Ty(e)

50 fort=1T,...,1 do
Sample ¢ ~ N(0,1) if t > 1, else set ¢ =0
Perform conditional denoising step:

1 l1—« -
Zi 1= —— <Zt - tﬁw(ztvtvc)> + 0

8: end for
9: Return: x = Dy(zg) (final generated sample)

(5.5)

(5.6)
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5.2 Ultrasound Forward Modelling

I used the Stride package ( ) ) to model the ultrasound dataset
employed for conditioning the LDM, with modelling parameters chosen to repli-
cate realistic clinical conditions. Synthetic data was generated by solving the two-
dimensional, static-density, isotropic acoustic wave equation in the time domain using
a fourth-order finite-difference time-stepping algorithm. The transducers were mod-
elled as unfocused single elements, with 1,000 acting as receivers, 32 of which also
served as source emitters. This configuration produced over 32,000 source-receiver
trace records of acoustic pressure, each lasting 200 us, per sample.

The spatial and temporal resolutions were selected to mitigate numerical disper-
sion and instability, ensuring accuracy for the finite-difference solver and the upper
bound of brain sound speed. The spatial grid comprised 480 x 480 cells with a spacing
of 0.5 mm, while the temporal domain was discretised into 2,500 steps with an inter-
val of 0.08 us. To absorb wavefield boundaries, an additional 40 cells were appended
around the periphery of the grid in each dimension ( , ; ,

). Figure 5.2 provides a visual summary of the experimental setup, depicting a
2D neuroacoustic brain slice submerged in water and encased by a circular array of
transducers.

Supporting work from ( ) : ) ; ) ;

) ) showed that sub-millimetre resolutions of the brain and its vas-
cular system can be imaged at frequencies below 1MHz. Good signal-to-noise ratios
are obtained in the range of 100-850kHz where transmission losses in soft tissues and
scattering and anelastic losses in the skull are small ( ) ). Accord-
ingly, the synthetic dataset generated utilised a three-cycle tone burst waveform with
a peak amplitude at 500 kHz, covering a frequency bandwidth from approximately
100kHz-1MHz. Visualisation of the source waveform used for data modelling and its
frequency spectrum are shown in Figure 5.3. Leveraging Stride’s ( , )
GPU support, the synthetic data was efficiently generated on an NVIDIA GeForce
RTX 2080 Ti (11 GB), with each sample requiring less than two minutes to compute.

Figure 5.4 presents a normalised ultrasound gather for one of the 32 shots
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Figure 5.2: Hypothetical acquisition setup displayed on the mid-axial plane of a
brain sample, showing the distribution of speed of sound (SoS) across the medium
in m/s. The spatial grid used consists of 480 x 480 cells, each with a spacing of
0.5 mm, capturing detailed structural information within the brain and skull. The
yellow markers represents the receiver locations, while the purple markers indicate
source positions around the perimeter, outlining the circular transducer arrangement
for ultrasound acquisition.

in the example experiment, highlighting key features of ultrasound reflection and
transmission in the brain. Visible in the figure are the strong initial arrivals where the
source propagates through water directly to the receiving transducers. Also visible
are the pronounced reflections at the water-skull interface caused by the significant
discrepancy in acoustic impedance between the two mediums, and the guided waves
that propagate through the skin and subcutaneous fat. intra-cranial transmissions
are also observable, but are limited to weak signals due to low energy penetration
caused by the high reflectivity of the skull in relation to intra-cranial soft tissues. The
visualisation of intra-cranial transmissions is only made possible when the plotting
values are clipped to range £ 0.01, corresponding to 1% of the maximum normalised

shot value (note figure Figure 5.4 compared to the amplitude of the waveform in
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Figure 5.3: Source wavelet (left) and its frequency spectrum (right) used for ultra-
sound modelling. The waveform is a three-cycle tone burst with a peak amplitude
occurring at 500 kHz, covering a frequency bandwidth of approximately 100 kHz to
1 MHz.

Figure 5.3).

5.3 Encoding Ultrasound Data

The computational demands of processing raw ultrasound data at scale render di-
rect application in deep learning models impractical. Conventional high-dimensional
datasets in computer vision, typically considered large at approximately 3 x 1024 x
1024 =~ 10° data points ( , ), are significantly smaller than the ultra-
sound datasets examined here, which can reach dimensionalities of 32 x 1000 x 2500 =
107 — an order of magnitude larger. In clinical acquisitions, the number of shot gath-
ers obtained for FWI can exceed this dimensionality, reaching scales of 10 (

, ), further exacerbating the computational burden. Data reduction ap-
proaches are therefore essential to enable the practical application of deep learning

methods to ultrasound data.

5.3.1 Shot-Gather Stacking

While successful implementations of FWI often requires processing vast amounts
datasets, it is known that such data frequently contains considerable redundancy, es-
pecially in spatial information ( , ). Ultrasound shot gathers, in particular,
exhibit substantial sparsity due to wave propagation through homogeneous media,

as evidenced by the sparsity in Figure 5.4.
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Figure 5.4: Synthetic ultrasound shot gather generated from forward modelling on
an acoustic velocity map of a brain, illustrating key features of wave propagation
through brain and skull structures. The shot amplitude (colour scale) is normalised
to the range +1 using a min-max scaling approach and visualisation is clipped to
range + 0.01 to increase contrast. Major wave components are annotated, includ-
ing direct arrivals through water, near-source and far-source reflections from the
skull, transmission paths through brain tissue, and guided waves through skin and
subcutaneous fat.

Exploiting these redundancies, the initial approach to dimensionality reduction
involves superimposing all records from each transducer to form a composite data
stack, as shown in Figure 5.5. This composite stack compresses the data by a factor
of 32 while preserving the key features and statistical properties of the original data,
despite some distortion to their physical meaning. Since the proposed model is not
physics-guided, maintaining strict physical interpretations is not a primary concern.
Instead, the focus is on preserving or enhancing the statistical distinctions between
samples that the network can exploit.

In the following sections, I explore various methods for embedding and further
reducing the dimensionality of ultrasound data into lower-dimensional spaces using

established machine learning techniques. Notably, previous applications of neural
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networks in FWTI (see Section 2.2.2) have yet to fully leverage the potential of learned
embeddings in this context. The composite stacking approach thus plays a crucial
role in making the data manageable for these more advanced workflows. Without this
preliminary reduction, the high dimensionality would render subsequent processing

approaches computationally infeasible with the resources available.

5.3.2 Automatic Gain Control

Adapting ultrasound data for deep learning presents additional challenges due to
the dominant reflections caused by the high acoustic contrast between the skull’s
bone tissues and the surrounding soft tissues, resulting in transmitted waves that
retain only approximately 22-28% of their source signal strength ( ,

). This issue is further compounded during the construction of a composite
stack, where strong reflections are disproportionately reinforced relative to weaker
signals. Such disparities can introduce biases in the network’s learning process, as
higher values dominate during backpropagation.

To counteract this bias and reduce the risk of imbalanced learning, a trace-wise
least mean squares automatic gain control (LSM-AGC) (Algorithm 11 in Appendix
B) is applied to each stack sample, effectively equalising the signals within the data.
Figure 5.5 shows the stack before and after equalisation through LSM-AGC (note
figure scales), while Figure 5.6 provides a side-by-side comparison of the stack his-
tograms, with and without LSM-AGC. Both figures demonstrate the efficacy of LSM-
AGC in enhancing key signal features within the ultrasound data, particularly for
intra-cranial transmissions and guided waves, while attenuating more dominant but
less informative signals, such as the near-source direct arrival. This adjustment also
serves as a preparatory step for embedding the data into a lower-dimensional space,

enabling the network to focus on the most distinctive features of the brain.

5.3.3 Principal Component Analysis

While the composite stack could, in principle, be used to condition the network, it is
important to acknowledge the dimensional discrepancy between the stack and typ-

ical conditioning inputs. Image conditioning data in computer vision typically falls



206 Chapter 5. Towards Ultrasound Tomography with Generative Models
MYV VYV VYV V.V V V..V V V.V VYV V.V VYV VY VYV
“ : . Dominant near-source X
40 direct arrivals
(water)
% 801
2
4]
£
1201
160 - ;
Obscured intrcranial
transmissions
200, 200 400 600 800 1000
Transducer #
I a
-0.3 0.0 0.3
(a) Stack
0
Brightened skull
reflections AP
Suppressed near-source .
40 direct arrivals
_(water) N\
3 80 WA AR F TR
Sy NN
E 1201 Brightened guided waves/l%/ ’
= = m . S e
1601 _ : i o
Brightened intrcranial
transmissions
200, 200 400 600 800 1000
Transducer #
I Tl
-1 0 1

(b) Stack + LSM-AGC

Figure 5.5: Stacked shot gathers from 32 sources for a single brain sample. (a) The
raw stack, displaying dominant near-source direct arrivals (propagating in water)
and obscured intra-cranial transmissions. (b) The stack with processed with LSM-
AGC, brightening intra-cranial transmissions, guided waves, and skull reflections

while suppressing near-source direct arrivals.
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Figure 5.6: Histograms of the normalised amplitude distributions for the stacked
shot gathers. (a) Raw stack, showing a narrow distribution of values centred around
zero, indicating limited amplitude variation without gain adjustments. (b) Stack
processed with LSM-AGC, which results in a broader amplitude distribution with
increased variability.

within the dimensional range of 103, whereas the stack, representing the full extent
of ultrasound information, has a dimensionality of 10°. This discrepancy presents
a significant challenge, requiring the network not only to generate high-resolution
brain images but also to process even higher-resolution conditioning inputs. Net-
works are generally designed to handle conditioning data of similar resolution (e.g.,
inpainting tasks) or to operate with lower-dimensional conditioning inputs (e.g., text-
to-image synthesis). Although theoretically possible, training networks at such high
resolutions for both conditioning and output is computationally prohibitive in most
research contexts, including this PhD work, where available resources do not permit
experiments at this scale.

The most straightforward approach to address this issue is to resample the
stack to more manageable dimensions, such as 128x128 or 256x256. However, this
downscaling reduces the data’s information content directly by a factor of 10 and
10', respectively, leading to a loss of detail that may undermine the network’s ability
to differentiate between samples.

To effectively utilise the stack as a conditioning input, more sophisticated meth-
ods of dimensionality reduction are necessary — methods that preserve the essential

information required to guide the network’s sampling towards accurate guided out-
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puts. Principal Component Analysis (PCA) is a commonly used approach for this
purpose, as it isolates the orthogonal components of the data with the highest vari-
ance, capturing the primary structural and statistical features. Unlike deep learning
techniques, PCA does not require large models to fit the data and can be quickly
applied to new datasets, making it a practical and efficient choice for compressing
high-dimensional data while retaining the key characteristics necessary for effective
conditioning.

PCA was applied on the stack data through three distinct approaches. These
three methods were selected due to PCA’s limitation with grid data, which requires
one-dimensional vectorisation prior to application. In the first method, each stack
sample is vectorised through flattening to allow for PCA computation over the entire
dataset, enabling an understanding of variability in the broader context of the sam-
ples. However, this approach sacrifices structural information, potentially removing
important temporal and spatial variability within individual stacks. The second and
third approaches, by contrast, maintain stack-specific structural integrity. In the
second method, each stack sample is treated independently, with PCA applied along
the offset axis. This approach slices the data horizontally, preserving the full tempo-
ral footprint while eliminating spatial redundancies. In the third method, each stack
sample is also treated independently, but PCA is applied vertically along the trace
dimension, preserving spatial information and addressing temporal redundancies.

In the first approach to dimensionality reduction, where the AGC-stack ultra-
sound dataset is treated as unstructured vectors, PCA is applied in a 512-dimensional
space, reducing the data from R000%2500 _ R512 " The Jeft plot in Figure 5.7 presents
the cumulative explained variance n? as a function of the number of principal com-
ponents, on a logarithmic scale, showing that 512 components capture nearly all
of the dataset’s variance (n? = 0.998), and therefore are sufficient to represent the
data. On the right, a series of visualisations shows the first 50 principal compo-
nents learned from the PCA fitting, reshaped to match the original spatial layout of
the ultrasound data. These images reveal variations in transmission and reflection
patterns, highlighting PCA’s ability to capture essential features of the data in a

reduced form. Although flattening the dataset for PCA analysis results in a loss of
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Figure 5.7: Application of PCA to the ultrasound dataset, with each sample flattened
into a 1D vector. The left plot shows cumulative explained variance n? against the
number of principal components on a logarithmic scale, showing that 512 dimensions
are sufficient to explain the data (n? = 0.998). The images on the right depict
principal components N < 50 learned by the PCA fitting, reshaped to match the
original data dimensions, showing high variability in transmissions and reflections.

its original structural format, it is clear from Figure 5.7 that the structural variations
are present in the principal components, capturing inherent spatial heterogeneities
of the ultrasound signals.

In the second approach, where PCA is applied along the offset axis treating time-
step signals of the AGC-stack as an independent data point, each sample is reduced
from R1000%2500 _ R128x2500 = A total of 128 PCA components is sufficient to describe
major temporal variations, with a sample-averaged cumulative explained variance of
n? = 0.994. Figure 5.8 shows the mean of the reduced forms across all samples
on the left, where each point in the x-axis corresponds to the average principal

component value for a given time step, capturing broad, recurrent structures across
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the reduced form of the dataset. The variance map plot on the right displays pixel-
wise variance, identifying regions of high variability across the reduced samples.
Notably, the largest variances occur in the skull near-source reflections and the guided
waves of propagation through skin (time-steps <1500 or approximately 120 us), and
in intra-cranial transmissions around time-step 1800 (144 us), highlighting global
variations in the most prominent zones of acoustic variability across the dataset.

The variability in these critical regions suggests that this form of reduction
would provide sufficient statistical discrimination precisely in these essential areas,
rather than in the more uniform, non-critical regions of the data. This targeted focus
on critical regions could assist the conditioning of the network by encouraging it to
focus on specific regions of interest, i.e. skull, skin, and intra-cranial structures, po-
tentially enhancing its capacity to learn the data-to-image mapping more accurately.
One caveat, however, is that the reduction from 1000 x 2500 to 128 x 2500 does not
fully mitigate practical computational constraints, and additional resampling along
the time dimension may still be required.

In the third approach, similar to the second, PCA is applied independently to
each AGC-stack sample; however, here each trace is treated as a distinct data point,
reducing the dimensionality from R000%2500 _ RI000x128 = \yith 128 components,
this method achieves a sample-averaged explained variance of (7% = 0.996), showing
that the major variations within each sample are also well captured through a few
components of PCA. The mean and variance plots of this approach, shown in Figure
5.9. Unlike the clear structures observed in Figure 5.8, the patterns in these plots
are less intuitively interpretable, making it challenging to derive immediate insights.
However, the variance map reveals a higher spread of variance across different areas
compared to the second approach, which might be beneficial for statistical discrimi-

nation and could potentially assist the network in identifying important features.

5.3.4 Feature Learning with Variational Autoencoders

Variational Autoencoders (VAEs) can be interpreted as a mathematical extension of
PCA, expanding the technique’s ability to represent complex, high-dimensional data

by incorporating non-linearity and probabilistic modelling. Whereas PCA applies a
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Figure 5.8: PCA applied along the offset axis of the AGC-stack ultrasound dataset,
where each trace is treated as an independent data point, reducing each sample from
R1000x2500  R128%2500 The Jeft plot displays the mean of the reduced forms across
all samples, with each point in the x-axis reflecting the average principal component
value for a given time step. The right plot, a variance map, shows pixel-wise variance
across the reduced samples, revealing areas of high variability. High variance is ob-
served in the skull near-source reflections and guided waves of propagation through
skin (time-steps <1500, ~120 ps), and in intra-cranial transmissions around time-
step 1800 (~144 us), corresponding to critical regions of acoustic variability, showing
that the reduction provides strong statistical discrimination precisely in these essen-
tial areas. Sample-averaged cumulative explained variance 7% = 0.994.

linear transformation to project data onto a lower-dimensional space, VAEs achieve
this by employing neural networks as non-linear encoders and decoders, allowing the
model to capture intricate relationships and learn meaningful features in the latent
space. A key distinction lies in their treatment of the latent space: PCA yields
a deterministic, fixed-size representation through linear projections that maximise
variance, while VAEs adopt a probabilistic framework, modelling latent variables as
random samples from a prior distribution. By leveraging neural networks, VAEs can
also naturally integrate convolutional layers to capture structural hierarchies within
the data, facilitating the extraction of meaningful representations and positioning
them as highly effective feature learners for high-dimensional data.

The architecture of the VAE for this dimensionality reduction problem is a U-
Net ( , ) consisting of a feature layer with 32 channels and 2

downsampling and upsampling layers of channel dimensions (32, 64), each containing
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Figure 5.9: PCA applied along the time axis of the ultrasound dataset, where each
trace is treated as an independent data point, reducing each sample from R000%2500
to R1000X128 " The left plot displays the mean of the reduced forms across all samples,
with each position reflecting the average principal component value across transduc-
ers. The right plot, a variance map, shows pixel-wise variance across the reduced sam-
ples, indicating areas of higher variability. Unlike previous methods, this approach
does not reveal clear structural patterns in the mean plot, making interpretability
more challenging. However, the variance map shows a higher spread of variance
across different areas, which could be beneficial for statistical discrimination and
feature identification. Sample-averaged cumulative explained variance n? = 0.996.

2 residual units and a self-attention layer. To accommodate for computational mem-
ory capacity, the input AGC-stacks were resized to 200 x 400 with an antialiasing
filter. Each model layer factorised the input size by 2, resulting in a latent space size
of 50 x 100, arbitrarily chosen to be single-channel. Overall, this model contains just
over 1 million trainable parameters and was trained using an L2 reconstruction loss
and a KL latent space regularisation term with a weight of 1 x 10~2. The optimiser
used for training was Adam ( ) ), parameterised by 5 = 0.9
and By = 0.999, with batch size of 4 and SiLU ( , ) as activation.
The model trained for 300 epochs until convergence. The data was split into 80%
training and 20% validation sets, achieving reconstruction losses of 1.778 x 10~2 and
5.667 x 1073 for training and validation, respectively. The model was trained on a
single NVIDIA GeForce RTX 2080 Ti 11 Gb graphics card, taking approximately 4
hours to complete.

Similarly to the discussion on PCA, the mean and pixel-wise variance of the la-
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Figure 5.10: A statistical summary of the latent samples from a VAE trained with a
U-Net ( ) ) architecture on ultrasound data stacks after LSM-
AGC, using an L2 reconstruction loss and KL regularisation of the latent space.
The mean of the latent samples (left) reveals structural patterns that reflect the
preservation of spatial and temporal information from key aspects of the stack, while
the variance map (right) highlights regions of high variability, including initial skull
reflections and intra-cranial transmissions. This demonstrates the model’s ability
to capture and differentiate structural variations in the data within a compressed
space, offering a more interpretable representation than PCA-based methods. The
statistics are derived from 200 latent samples from the validation set.

tent representations were computed and visualised to understand the model’s learned
representations, presented in Figure 5.10. This figure demonstrates the preservation
of spatial and temporal information, with the mean plot showing distinct structural
patterns across the latent space that mirror the original data stack. The variance
map, meanwhile, reveals a broad spread of variance across key regions like the initial
skull reflections and intra-cranial transmissions, highlighting areas of high relevance.
Unlike the PCA approaches, this variability is embedded within a structured latent
space that more closely aligns with the actual data, improving its interpretability.
This high variability also suggests that the model has effectively learned to differen-

tiate between samples in the latent space.

5.3.5 Contrastive Representation Learning

Contrastive learning originated in visual representation learning as a method to tackle
dimensionality reduction and derive invariant representations, which are features that
preserve their integrity despite transformations or noise in the input data. The ob-
jective is straightforward: to map data into a space where similar samples reside
in close proximity, while dissimilar ones are pushed apart. The concept was first

explored by ( ), who applied contrastive learning to the MNIST
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dataset to preserve digit similarity in latent representations. The authors demon-
strated that this approach could eliminate unwanted variances in the data, enabling
the model to learn invariant representations in a disentangled latent space, resilient
to certain transformations ( , ).

In a supervised contrastive learning framework, the feature learning process
helps disentangle the latent space by arranging samples such that those belonging
to the same class are clustered closer together, while samples from different classes
are positioned further apart. This separation occurs within a continuous semantic
latent space, where relationships between classes are also encoded based on their
semantic similarities; for example, images of dogs will lie closer to images of cats
than to images of houses, as dogs and cats both belong to the broader category of
animals.

Contrastive learning has also become a key technique in multi-modal training
where representations from different data modalities benefit from aligning in a com-
mon latent space ( , , ; , ; )

), being an instrumental backbone of famous generative models like DALL-E
2 by OpenAl, Stable Diffusion by Stability Al, and Midjourney by the Midjourney
team.

In text-to-image embedding models such as CLIP (Contrastive Language-Image
Pre-Training) ( ) ), contrastive learning drives paired embedding
samples of each modality towards proximity in the latent space, while unrelated pairs
are pushed apart. This structured separation results in discriminative data repre-
sentations that enhance model performance in downstream guided-generation tasks
( ) ; ; ; , ). CLIP implements
contrastive learning by optimising a symmetric, bidirectional contrastive loss known

as Information Noise Contrastive Estimation (InfoNCE) loss, defined as ( ,

):

1 exp(sim(x;,y;)/T) exp(sim(y;, X;)/7)
l: ;s — T - l() - 1() bl
“Lli; = 9N Z ( 8 Zjvzl exp(sim(x;,y;)/7) & Z;vzl exp(sim(y;, Z]I)/T)>

(5.7)

=1



4425

4426

4427

4428

4429

4430

4431

4432

4433

4434

4435

4436

4437

4438

4439

4440

4441

4442

4443

4444

4445

4446

4447

4448

4449

4450

4451

4452

4453

4454

4455

Pelacani Cruz, D. 215

where N is the batch size, x; and y; represent embeddings of each modality —
image and text — for the i-th pair, sim(x;,y;) denotes the cosine similarity between
the embedding x; and the embedding y;, and 7 is a temperature parameter that
controls the concentration of the distribution. The first term encourages each x;
embedding to be close to its corresponding y; embedding and far from all other
y; embeddings in the batch, while the second term mirrors the first, pushing each
embedding y; close to its corresponding x; embedding while distancing it from other
x; embeddings, thereby creating a discriminative feature space. Although the two
terms are symmetric, the InfoNCE loss is implemented bidirectionally to ensure
that encoders from each modality receive balanced gradient updates, preventing
modality collapse and promoting mutual alignment within the shared embedding
space ( , ).

Architecturally, contrastive learning frameworks leverage convolutional neural
networks to encode representation embeddings, or a combination of Transformers
and Vision Transformers to more effectively capture dependencies within the data
( . ; ; ; , ). In multimodal
tasks, multiple converging networks are employed, one for each modality, mapping
their inputs to a shared-dimensional latent space through projection layers at the
final stage. This latent space is flat and non-gridded, making it well-suited for the
application of contrastive loss.

For this work, I developed a CLIP-inspired architecture to map AGC-processed
data stacks and their corresponding brain images into a shared latent space. In
the context of conditioning LDMs, the goal is to leverage features from the brain
images to guide the data embedding process. This approach shifts the responsi-
bility of aligning these distinct modalities away from the LDM and assigns it to a
dedicated network, thereby alleviating the optimisation burden on the main model
during training. This strategy is particularly advantageous, as the stacked data and
it corresponding image exist in vastly distant spaces, linked solely by the dynamics
of the wave equation.

The two networks employed in this study are Visual Transformer architectures

designed to map pairs of both modalities into a shared latent space. Each transformer
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uses a patch size of 3 x 3 and consists of three residual transformer layers, each with
a single attention head and an embedding dimension of 512. Layer normalisation
is applied before and after each transformer layer to stabilise training and improve
convergence. The final layer projects the representations into a latent space of size
1 x 64 x 64, ensuring consistent embedding dimensionality across the modalities.

To address memory constraints, the AGC-processed data stack was downsam-
pled to 1000 x 1000 using an antialiasing filter. Training was performed on a cluster
equipped with four NVIDIA A100-SXM4-40GB GPUs, employing data-distributed
parallelism over 500 epochs, with a total training duration of approximately 30 hours.
The model optimised the contrastive InfoNCE loss, defined in Equation 5.7.

The optimiser used was Adam, with parameters 57 = 0.9 and 3o = 0.98, a
learning rate of 1x10~%, a batch size of 32, SiLU ( , ) activation, and
a temperature parameter of 0.1 for the contrastive loss. Heuristic experimentation
revealed that clipping outliers in the outer quartile of the AGC-stack data improved
training losses and overall learning outcomes. Additionally, applying a logarithmic
transformation to the input images, similar to the approach in Chapter 4, further
improved the learning process.

The network effectively learns the alignment process, as evidenced by the be-
haviour of the logits for data-to-image and image-to-data embeddings shown in Fig-
ure 5.11. The logits matrix displays high values along the diagonal, representing
true pairs, while the off-diagonal entries show consistently lower values, indicating
the dissociation of negative pairs. This distinct separation highlights the model’s
ability to correctly align data and image representations in the shared latent space.

This alignment is further visualised through two-dimensional projections of the
embeddings using PCA and UMAP in Figure 5.12. The top row shows raw data
and image representations projected into 2D space as a baseline. In the bottom row,
the aligned embeddings are presented, with the average Euclidean distances between
paired embeddings (5) calculated to quantify alignment. The comparison reveals
a significant reduction in pairwise distances within the embedding space, demon-
strating that the network has learned to aligned data and image representations,

preserving their intrinsic relationships within the shared latent space. A compre-



4487

4488

4489

4490

4491

4492

4493

4494

4495

4496

4497

4498

4499

4500

4501

4502

4503

4504

Pelacani Cruz, D. 217

Contrastive Alignment of Image and Stack Embeddings

Image

Stack
o

su607]

Stack Image

Figure 5.11: Logits of the contrastive loss for the shared embedding space of 256
AGC-stack and image samples. The matrix on the left represents data-to-image
alignment, while the matrix on the right corresponds to image-to-data alignment,
reflecting the two terms in Equation 5.7. High values along the diagonal represent
correctly aligned data-image pairs, while low values on the off-diagonals correspond
to negative pairs, indicating cross-modal alignment within the learned latent space.

hensive description of the hyperparameters used, along with a comparison to other
trained models, can be found in Appendix C.

The continuity property of the latent space in contrastive learning, where similar
samples reside closer together, is illustrated in Figure 5.13. Brain images with similar
anatomical structures and their corresponding AGC-stacks are embedded in close
proximity, while more distinct samples appear further apart. This relationship is
depicted by comparing three samples with high, medium, and low cosine similarities
(sim) to a base sample (top), alongside their average relative mean squared error
(6i7), which increases as cosine similarity decreases. This structured organisation
enhances the utility of the embeddings by enabling more accurate model guidance.
The spatially coherent latent representation makes the relationships between images
and data more easily interpretable, potentially allowing the model to better focus on
connect corresponding features.

A key extension of this property is its potential to support clinical generalisa-
tion. With similar brains residing near each other in the latent space, it becomes
possible for deformations, particularly non-rigid transformations, to retain proximity
to the original brain embeddings. This could enable the network to develop invari-

ance to variations in acquisition geometry, such as rotations, translations, and other
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Figure 5.12: Two-dimensional projections of the embeddings of 512 paired samples
using PCA (left) and UMAP (right) to visualise the alignment process. In the top
row, raw data (red) and image (blue) representations are projected into 2D space as
a baseline. In the bottom row, aligned embeddings of data and images are shown,
with the pairwise average Euclidean distances () calculated to quantify alignment.
The drastic reduction in pairwise distances in the embedding space demonstrates
that the network successfully aligned data and image representations in a shared
latent space. The UMAP optimisation used is parameterised a minimum distance of
0.1, 15 neighbours, Euclidean metric, 2 components, and a learning rate of 1, with
512 samples.

transformations.

Figure 5.14 illustrates this invariance, even in the absence of explicit invari-
ance constraints during optimisation. Translations up to 30 mm and rotations up
to 10 degrees maintain high cosine similarity with the original AGC-stack embed-

dings. Interestingly, the cosine similarity for rotations between 10 and 45 degrees
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Figure 5.13: Demonstration of the continuity of the latent space in contrastive learn-
ing, where brain images with similar anatomical structures and their associated AGC-
stacks are embedded closer together, while more distinct samples are positioned fur-
ther apart. The figure compares three samples with varying cosine similarities (sim)
to a base sample (a), displaying a high (b), medium (c), and low (d)similarity. The
average relative mean squared error (§; ;) increases as the cosine similarity decreases.
This spatial arrangement within the latent space facilitates structured alignment of
similar samples, where the latent disentanglement represents meaningful relation-
ships across image and data.
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Cosine Similarity of Embeddings Upon Rigid Deformation
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Figure 5.14: Demonstration of the network’s potential for clinical generalisation by
visualising cosine similarity of embeddings under rigid transformations of translation
and rotation. In (a), cosine similarity is plotted against translations, showing that
similarity remains high up to approximately 30 mm, beyond which it gradually de-
clines. In (b), cosine similarity is shown relative to rotational angles, with notable
similarity retained up to ~10 degrees. Interestingly, cosine similarity decreases lin-
early for rotations between 10 and 45 degrees but increases for rotations between 45
and 90 degrees, suggesting the model naturally aligns small and near-perpendicular
transformations. These results suggest that the latent space continuity enables the
model to maintain alignment between similar brain embeddings under moderate
translations and rotations, which can be beneficial in clinical applications.

ss10  decreases linearly, while for rotations between 45 and 90 degrees it increases linearly,
ss11 suggesting that the model can more naturally align small and near-perpendicular
512 transformations.

4513 This preliminary exploration supports the continuity of the latent space under
ss14 these transformations, though further validation of this generalisability in generation
ss15 tasks remains untested. Enhanced invariance might be achieved through targeted
516 data augmentation, as proposed by ( ), and explicit invariance con-
ss17 - straints, which could further improve the model’s invariability to acquisition irregu-

ss18  larities and variable designs.

s 9.4 Results and Discussion

s520  Throughout this research, various frameworks and methodological refinements were
ss21 explored to implement the LDM proposed in Figure 5.1, designed to generate ultrasound-

152 conditioned brain images. Beginning with simpler approaches, the methodology pro-
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gressed through increasingly complex embedded representations, including resampled
ultrasound stacks, PCA-derived embeddings, VAE latent vectors, and ultimately,
contrastive embeddings. Models with varying depths, parameterisations, and ar-
chitectural configurations were tested to maximise the potential of each embedded
representation, pushing available hardware to their limits.

To maximise guidance in generative sampling, denoising diffusion implicit mod-
els (DDIMs) were employed for their deterministic nature. Conditioning was inte-
grated into the network through various techniques, including addition, concatena-
tion, and cross-attention of the embedding representations, each aimed at precisely
guiding the generative process with ultrasound data. Additionally, an approach in-
volving joint training of the embedding network with the LDM was explored to
evaluate whether co-optimisation could yield improved results.

Despite these comprehensive efforts, the model consistently failed to generate
brain images reflecting the conditioning data, producing outputs indistinguishable
from those of the unconditional LDM. This outcome suggests that the embedded
representations, though statistically validated, did not exert a discernible influence on
the diffusion process, raising questions about the compatibility of these conditioning
strategies with the diffusion model framework and the overall methodology adopted.

The rationale behind employing a conditional LDM for generating ultrasound-
guided brain images was theoretically grounded in recent advancements in diffusion
modelling within medical imaging. The success of prior studies in brain imaging,
such as that of ( ), demonstrated the effectiveness of diffusion
models for data-conditioned generation. Their framework achieved reliable outputs
utilising simpler metadata conditions to guide image synthesis. This set a precedent
to indicate that an LDM, if conditioned on appropriate and meaningful embeddings
of ultrasound data, could be configured to produce consistent, and accurate outputs.
The speculation was that, even if perfect accuracy was not immediately achieved,
the model would exhibit preliminary signs of success, such as coherence in low-
frequency structures (e.g skull shape), which could then be incrementally refined
with sophisticated correction approaches for high-resolution fidelity.

The feasibility of synthesising images guided by medical data has also been
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validated in work by ( ), who employed contrastive loss to align
fMRI data with image embeddings in a shared latent space, using the aligned em-
beddings as a diffusion prior for image reconstruction directly from fMRI. This study
provided a strong basis for using contrastive embeddings in LDMs conditioned by
complex data types, reinforcing the plausibility of conditioning the LDM on ultra-
sound representations.

From a technical perspective, contrastive embeddings were chosen to improve
alignment between the ultrasound data and image representations based on their
success in image generation models with similar conditioning requirements (

, , ; , ). Continuous contrastive embedding spaces
allow for soft clustering rather than strict class-based compartmentalisation, promot-
ing representational continuity of these conditions that should in theory suit complex,
multi-modal generation in diffusion models. Contrastive embeddings should enhance
the model’s ability to “understand” the connection between modalities by retaining
semantic relationships in the embedded space.

Similarly, the methodological foundation of my approach is inspired by the work
of ( ) on solving inverse problems in medical imaging with score-based
generative models. In their work, ( ) successfully implemented an
unsupervised generative framework that reconstructs medical images from partial
measurement data by conditioning the generative process on these measurements.
A notable distinction in their approach is the incorporation of data measurements
directly into the score function, a component intrinsic to score-based diffusion mod-
els, which guides the generative process. Additionally, the authors integrated data
measurements into the training loss, further constraining and conditioning the re-
verse pathways, an element that, if time had permitted, would have been valuable to
explore in this work. Although, unlike the current study, ( ) focused
on solving inverse problems for MRI and X-ray CT data, which have a linear rela-
tionship to the modelled image ( ) ; ) ).
Having the wave equation as the underlying physics linking the data to the brain
images, the complexities which the model must learn are considerably higher.

As a point of interest, initial — and unrecoverable — versions of the code pro-
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vided preliminary evidence supporting the viability of this approach, as early tests
demonstrated basic resampled stack conditioning effects, generating skull structures
similar to the input samples. However, subsequent debugging and adjustments dis-
rupted these results, suggesting that while the foundational model showed potential,
it would benefit from thorough investigation and more rigorous testing. This pre-
liminary outcome may indicate that further refinement and troubleshooting of the
current code could be key to understanding the model’s failure in guided generation.

It is inherently challenging to analyse the internal workings of a neural network,
particularly in tasks involving latent variables and embedded data representations
that are associated to physical laws. As data is embedded and propagated through
the network, it undergoes transformations that abstract much of the physical mean-
ing inherent in the original inputs. Consequently, determining precisely how the
network interprets and utilises the conditioning data becomes difficult, often render-
ing the generation process opaque and complicating efforts to assess or improve the
effectiveness of conditioning.

Nevertheless, it is possible to draw on insights from existing work to make
educated guesses about factors that may have impacted the model’s performance
and explain why the conditioning may have failed. One potential reason for the
lack of successful conditioning could be the limited capacity of the LDM network
itself. The complexity and high non-linearity of the ultrasound data may have ex-
ceeded the representational capabilities of the current network architecture, despite
the computational exhaustion. Large scale implementations of diffusion models for
high-resolution synthesis usually contains billions of trainable parameters (

, ; , ), compared to the ~5 million parameters used
in this work. Additional layers and attention modules could enhance the model’s
ability to capture the complex relationships between the embedded ultrasound data
and the generated brain images. Without sufficient depth and focused attention
on the conditioning data, the network might have struggled to learn the necessary
mappings, failing to guide the generative process.

Another factor potentially limiting the success of the conditioning is the size

of the training dataset (N=1,000). The number of data samples may have been
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insufficient for the network to effectively learn the guidance. While the unconditional
LDM demonstrated the ability to capture the distribution with limited samples, the
additional complexity introduced by conditioning on ultrasound embeddings may
require a larger dataset to enable meaningful learning of the underlying image-data
relationships.

In terms of embeddings, particularly those derived from contrastive approaches,
this study’s findings in Section 5.3.5 indicated that the contrastive embeddings pro-
duced a well-structured and semantically meaningful latent representation. Never-
theless, embedding design is a complex and intricate task, requiring extensive study
and consideration in its own right. Ensuring that an embedding network adequately
captures meaningful, statistically diverse and domain-specific representations is non-
trivial. As seen in Figure 5.12, despite the significant decrease in pairwise distance,
the distance remains non-zero, suggesting that further reduction may be possible. It
remains possible that the embedding network’s capacity was insufficient to achieve
the depth of feature learning needed for effective conditioning.

One major consideration is that contrastive networks are highly data-intensive,

often requiring billions of data samples ( , ; , ), and
the smaller dataset used in this work may have limited the network’s ability to fully
capture discriminative semantics across samples. Supporting this notion,
( ) demonstrated that contrastive learning benefits greatly from the application
of strong, varied data augmentations. The authors explained that such augmentation
introduces artificial variability, helping the model focus on meaningful semantic fea-
tures rather than superficial correlations, which is particularly crucial when training
with limited data.

Contrastive learning also typically requires large batch sizes to maximise repre-
sentation quality — 8192, as reported by ( ), and even up to 32,768
in ( ). For high-dimensional data such as ultrasound embeddings,
achieving these batch sizes is practically unfeasible without substantial hardware re-
sources. To overcome this limitation, alternative approaches would need advanced
GPU optimisation strategies to support the scale required for improved contrastive

embedding learning in this context.
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Another limitation could lie in the absence of a physics-based constraint within
the embedding process. Without leveraging the underlying physical model linking
ultrasound data to image generation, learning a shared latent space between these
domains becomes highly abstract and complex. Incorporating known physics con-
straints, as demonstrated in ( ), could help the network learn better
representations by anchoring it to meaningful patterns in the data. This approach
could potentially aid in disentangling useful information in the embedded space and
facilitate conditioning in the LDM.

It is also possible that the visual transformer architecture, which segments im-
ages into spatial patches for processing, may not be the optimal approach for rep-
resenting ultrasound data, which has both temporal and spatial dimensions. Unlike
typical visual data, ultrasound sequences contain temporal dynamics that are in-
tegral to the data’s overall structure and interpretation. Effectively incorporating
temporal elements would typically involve processing the data as sequential vectors,
which, however, poses a greater computational challenges in transformer-based ar-
chitectures due to increased memory requirements.

Ultimately, the core methodology of using ultrasound data as a direct condition-
ing input, without further considerations beyond embeddings, could potentially be
too simplistic for the complexity of the task. The link between ultrasound data and
the desired brain images is deeply intricate due to the dynamics of wave propagation,
as outlined in Section 2.2, and may require a more advanced approach to fully guide
the generation process. A more effective design might involve a customised loss term
to better enforce consistency between the generated images and the conditioning
data, as seen in ( ), where a data-driven loss function is used to
regularise and steer the output toward the correct sample. Alternatively, incorpo-
rating physics-based guiding mechanisms or designing hybrid approaches from other
methods in the field, such as those in Section 2.2.2, could facilitate better integration
of the conditioning data, enabling the model to align ultrasound signals more closely
with the generated images.

While these challenges were considerable, the extensive efforts invested in this

project offer valuable insights for future research. Each obstacle and empirical finding
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here brings to light key factors to consider in developing more tailored approaches,
paving a clearer path forward for generative models in ultrasound imaging. This work
not only reveals the complexities involved in conditioning generative models on ul-
trasound data but also provides a solid foundation that could support breakthroughs
in data-informed generation, bringing us closer to practical, reliable applications in

clinical settings.

5.5 Future Work

An important preliminary step in further work would involve developing a more
rigorous testing strategy to ensure the conditional LDM model accurately learns the
intended features and that the conditioning mechanism is functioning as expected.
One approach would be to test the model on simpler conditions, such as metadata-
based conditioning, as demonstrated by ( ). By first validating the
conditional implementation on such straightforward conditions, it would be possible
to verify whether the model responds correctly to conditional cues and rule out the
possibility that the observed failure is due to undetected bugs or implementation
issues. This initial testing phase would allow for refinement of the conditional setup
in a controlled environment, reducing ambiguity and ensuring that any adjustments
made later are based on a more stable, functioning codebase.

Another important development of this work would be to use the unconditional
LDM presented in Chapter 4 to expand the training dataset of the conditioned LDM,
potentially mitigating the lack of conditional guidance due to limited variability. The
unconditional LDM could also be used to generate additional paired samples for the
embedding model, providing better variability and greater disentanglement of the
data-image relationships.

Given the results and discussions presented in this chapter, I strongly believe
that improving the embeddings represents the most significant area for further work.
A priority would be implementing well-designed data augmentation strategies, as
shown to severely impact contrastive learning in ( ). This would in-

volve rigid transformations to increase the diversity within the dataset and allow the
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embedding model to learn a more semantic, but also more continuos representation
through different input variations. This could be further imposed in the network by
adding a regularisation term that enforces consistency among these variants.

Another useful augmentation approach would involve expanding the dataset by
reusing the current images with varied acquisition geometries, which I also theorise
would improve the generalisability of the embedding model. This strategy could
improve the model’s understanding of different acquisition setups, a practical ad-
vantage for adapting to diverse clinical conditions. Additionally, associating each
image with multiple variants of the data exhibiting different levels of sparsity could
further enhance the generalisation capacity of the model. This approach, functioning
similarly to a dropout method, would also help the model adapt to scenarios with
missing or low-sampled data, simulating conditions encountered in low-resolution or
resource-limited acquisition environments.

Extending this regularisation further, the embedding model could be trained to
also achieve invariance to wave-equation parameterisation by being exposed to mod-
elling that incorporate elasticity dynamics and accounts for anelastic losses. Incor-
porating noisy data and enforcing consistency between noisy and clean embeddings
would also be beneficial, promoting robustness to real-world variability in acqui-
sition conditions and enhancing the model’s adaptability to unpredictable clinical
scenarios.

It should be noted, however, that such augmentation strategies would increase
the demand for computational resources; with this small dataset, training embed-
dings took approximately 30 hours parallelised on four A100 GPUs, suggesting that
larger-scale augmentation would require more powerful compute or suffer from longer
training times.

Drawing inspiration from ( ), another direction for future work
would be the development of a customised loss term designed to directly regularise
the conditioning of the diffusion model, ensuring that generated images remain con-
sistent with the conditioning data. Such tailored loss could provide better condi-
tioning guidance to the model’s training process and reinforce alignment with the

conditioned information, providing more targeted feedback to increase the model’s
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responsiveness to the conditional data throughout generation. Along these lines,
the work by ( ) suggests perturbing the reverse-process mean that
founds diffusion models with the gradient of the dot product of the image and the
model condition, which is an interesting approach to explore.

If the model had succeeded, two key speculative testing strategies could have
provided deeper insights into its performance and potential for clinical application.
First, given the high-frequency synthesis capability of latent diffusion models, it
would be worth exploring the model’s ability to generate high-resolution brain im-
ages in the absence of low-frequency information, potentially overcoming a prominent
problem of FWI. Although this was not tested due to the model’s current limitations,
such analysis could reveal how well the model compensates for missing low-frequency
components and the extent to which it can retain image fidelity under these condi-
tions. Second, rigorous testing strategies would be have to be put in place to assess
the fidelity and generalisability of the model’s outputs, particularly as this fidelity is
of critical importance for any potential clinical applications. In the context of prob-
abilistic generative modelling, tests would need to evaluate consistency and accuracy
across generated samples to ensure that the model’s outputs meet the reliability stan-
dards required in medical imaging and can, in full, accurately recover fine structures
of the brain that might be associated with any pathologies.

As an extension of this work, future research could explore further an alterna-
tive approach inspired by the architecture of DALL-E ( ), which
has demonstrated notable success in generating high-resolution images from com-
plex, multi-modal pairings. While LDMs and DALL-E share the goal of generative
image synthesis, DALL-E employs a distinctive methodology that leverages diffusion
models in combination with multiple specialised networks, each tasked with a specific
sub-problem. This architecture enables DALL-E to capture and manage the intricate
relationships between modalities more effectively. DALL-E primarily differs from the
original LDM architecture in that it introduces an intermediate prior network to gen-
erate image embeddings from text embeddings, bridging the text-image relationship
in a complementary manner to the embedding network. The model comprises three

separately trained networks:
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1. CLIP Network: This transformer-based network is trained to align text and
image embeddings within a shared latent space, allowing for coherent associa-

tions between the modalities.

2. Prior Network: This diffusion model is conditioned on the text captions to
produce an image embedding that aligns with the caption’s semantics. This
step is important because even though the text and image embeddings align,
they are not equal. The prior network serves as a constraint, ensuring that the
generated image embedding reflects the style and content of the text prompt,

while also controlling the variability of generation within the text prompt

( , 2022).

3. Decoder Network: Also a diffusion model, the decoder network is condi-
tioned on the generated image embedding from the prior network. It trans-
lates this embedding into a high-resolution image, and due to the alignment, it
adheres to the caption’s essential semantic and stylistic elements. This layered
conditioning approach allows the decoder to focus on refining details and main-

taining fidelity to the input while permitting variation in secondary aspects.

The process for generating an image in this architecture is structured: the text
caption is first encoded into an embedding by the CLIP network, capturing the core
semantics. This text embedding then serves as a condition for the prior network,
which produces an intermediate image embedding that carries the intended visual
characteristics. Finally, this embedding is passed to the decoder network, which
reconstructs the high-resolution image based on the prior’s output.

The authors of DALL-E ( , ) demonstrated that, without a
prior, the generated images exhibit reduced semantic alignment with the input text
and lower coherence in visual quality. This is quantitatively reflected in the FID
scores, where the score improves from 16.55 to 9.16 with the use of a prior. Addi-
tionally, human evaluation shows that participants prefer images generated with the
prior ~57% of the time for photorealism and ~53% for caption similarity, underscor-
ing the role of the prior in enhancing both semantic fidelity and visual coherence.

Applying this multi-step framework to ultrasound image generation could pro-
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vide a promising path forward. In this adapted model, the CLIP network would
serve as the data-to-image embedding model, similar to the one used in this chap-
ter’s work. Here, text tokens would be replaced by ultrasound data to condition a
prior network that generates corresponding brain image embeddings. This step could
be viewed as a corrective term to the embedding network, where the remaining pair-
wise distances, as seen in Figure 5.12, would be resolved by the prior network. To
ensure a deterministic image-to-data embedding mapping, the prior network could
be simplified to a U-Net model, or equivalent. The decoder network would then take
these image embeddings from the prior as input, producing the final high-resolution
brain images. While such architectures have primarily been demonstrated at a large
scale with large datasets, adapting this approach to smaller datasets remains an
open challenge. Nonetheless, this extension could provide a compelling avenue for
improving conditioning and generating high-fidelity ultrasound-based brain images
with diffusion models.
Since the completion of this thesis, a new paper has been released by

( ) (currently pending revision for ICLR 2025), demonstrating that the
joint distribution of acoustic data and velocity maps can be effectively modelled us-
ing a diffusion framework, closely following the structure of LDMs. In this work, the
authors employ a dual autoencoder architecture — one encoder for each modality
— to map ultrasound data and corresponding velocity images into a shared latent
space, using CNNs and element-wise metrics instead of transformers and contrastive
losses. Following this, they train an unconditioned LDM as a prior network that
refines these coarse latent representations from the data, which are subsequently
decoded to produce the final velocity maps. Their approach enables flexible map-
pings from image-to-data and data-to-image, that largely satisfies the wave equation
( ) ). This recent work validates the direction taken in this thesis,
showing that the ideas developed here align well with emerging advancements in
the field. It is encouraging to see other researchers exploring similar approaches
and achieving promising results, suggesting that generative models may indeed hold
the key to tackling inverse problems in medical imaging. If these models can be

made resilient enough for real-world deployment, they have the potential to bring
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about meaningful changes in clinical imaging, opening the door to more accurate,

accessible, and transformative diagnostic tools for the future.

5.6 Summary

In this research chapter, I proposed an ambitious methodology using latent diffusion
models to establish a near-real-time and reliable process for data-to-image ultrasound
tomography, replacing the full-waveform inversion (FWI) pipeline. The methodology
was inspired by recent advancements in diffusion models conditioned on simpler
metadata, which have shown remarkable success in computer vision and medical
imaging. The goal was to demonstrate that a well-designed network could embed
ultrasound data in a way that effectively guides the LDM to generate brain images
that consistently align with the associated data.

For that, various embedding techniques were explored to facilitate the trans-
formation of ultrasound signals into compact forms suitable for conditioning the
diffusion model. These techniques include principal component analysis, variational
autoencoders, and contrastive representation learning, each chosen for its potential to
capture essential features of the high-dimensional ultrasound data that could enable
guidance and conditioning within the LDM framework.

In particular, embeddings through contrastive learning were thoroughly ex-
plored in this chapter, inspired by the current state-of-the-art developments in guided
generative modelling. The embedding model presented here successfully created la-
tent representations that grouped similar anatomical features of the brain and ultra-
sound data together in a continuous, semantically meaningful space — an achieve-
ment that, to the best of my knowledge, has not been previously applied in the
context of ultrasound imaging. While this study does not exhaust the possibilities
for embedding techniques, it offers a promising foundation for future research, sug-
gesting that a well-designed embedding model has the potential to capture complex
relationships between ultrasound data and the physical models that generated them.

Despite these advanced embedding strategies, the model encountered challenges

in accurately guiding the network towards reconstructing brain images from ultra-
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sound data, resulting in outputs that did not fully align with the intended condi-
tioning. Several factors are suggested to have influenced the model’s capacity to
leverage the conditioning data effectively, including limitations in model capacity,
the relatively small dataset size, and the complexity of the embedding tasks.

Reflecting on these outcomes, both the potential and current limitations of us-
ing LDMs for ultrasound-guided brain imaging become evident. Future work could
benefit from refining embedding strategies, implementing more robust data augmen-
tation techniques, and exploring more advanced diffusion frameworks inspired by
architectures such as DALL-E to overcome the encountered challenges.

Looking ahead, this research opens the door to a new approach in high-resolution
brain ultrasound inversion. By eliminating the need for a predefined starting model,
this method enables the network to learn and apply a deep understanding of brain
anatomy directly from training data, capturing natural and accurate anatomical dis-
tributions without relying on often inaccessible a priori information. With a model
dedicated to crafting intelligent latent representations of the data, this approach
could also overcome the low-frequency limitations that constrain traditional FWI,
while adapting to varied acquisition equipment and environments. Most importantly,
this setup shifts computational demands to the pre-clinical training phase, enabling
quick, efficient inference in clinical settings. Such a system could deliver portable,
near-instant imaging and diagnosis, radically transforming clinical practices. The
potential for real-time, point-of-care monitoring could greatly expand ultrasound’s
role in both emergency and routine care, supporting clinicians in delivering timely,

precise diagnostics for a broader patient population.
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Conclusions

The human brain, with its intricate structure and essential role in cognitive and
physiological functions, has long challenged the scientific community to develop vi-
able methods for non-invasive imaging. Despite advancements in MRI, CT, and
PET scans, limitations persist in terms of cost, accessibility, and patient safety, par-
ticularly in scenarios requiring rapid diagnosis and intervention. Among imaging
modalities, ultrasound tomography (UT) presents promising advantages due to its
portability, safety, and real-time imaging capabilities. Yet, conventional UT lacks
the computational performance needed to achieve the resolution and tissue differ-
entiation necessary for accurate brain characterisation. Recent advancements in
Full-Waveform Inversion (FWI) have sought to address these limitations by lever-
aging complete waveform data to capture more intricate wave dynamics, enabling,
for the first time, the imaging of fine structures of the brain using ultrasound data
alone. Nonetheless, FWI introduces significant computational and practical chal-
lenges, driven largely by the complex and costly modelling required to account for
the acoustic contrast between the human skull and intracranial tissues. This thesis
investigates the integration of advanced generative deep learning models, particularly
diffusion models, to address these challenges. By modelling the intricate relation-
ship between ultrasound data and underlying brain structures, this work sought to
extend the clinical utility of UT, particularly in critical and point-of-care settings

where safe, reliable, and rapid brain imaging is essential.
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6.1 Summary of Contributions

The first contribution of this thesis is an in-depth literature review that I conducted
to meticulously explore the principles and current research in the fields of deep
learning and acoustic imaging. In this review, I provide a comprehensive study of
fundamental deep learning concepts and present a thorough examination of common
loss functions, focusing on their mathematical formulations and their significance
in generative modelling. I give detailed coverage to prominent generative architec-
tures, including variational autoencoders, generative adversarial networks, diffusion
models, and transformers, highlighting the mathematical principles that drive these
models, and discussing key metrics for quality assessment. Finally, the literature re-
view introduces ultrasound tomography and provides a thorough exploration of the
mathematics and heuristics of FWI as an ultrasound processing technique, as well
as the specific challenges it poses.

Following the literature review, I presented three research chapters, each de-
signed to address a distinct sub-problem within the overarching aim of ultrasound
brain imaging with diffusion models. I have made all developed models available as
open-source software to promote reproducibility and encourage contributions from
the scientific community, with links to the code repositories provided in the respec-
tive chapters. The modular implementation of each chapter allowed for independent
validation, tailored in-depth discussions, and the promotion of further work. Their
contributions are summarised below.

In Chapter 3, I tackled the limitations of traditional data comparison methods
in ultrasound tomography, focusing specifically on the need for high-resolution syn-
thesis in medical imaging. Existing metrics, such as Mean Squared Error (MSE),
often fail to preserve high-frequency details and structural fidelity, both of which are
essential for accurate brain imaging in ultrasound. To address these shortcomings, I
proposed a novel metric, the Wiener Loss, using convolutional Wiener filters to en-
code contextual dependencies and promote full-broadband frequency recovery. The
Wiener loss is developed from a least-squares framework, preserving the smooth-

ness, differentiability and computational efficiency of MSE. I validated the metric



4934

4935

4936

4937

4938

4939

4940

4941

4942

4943

4944

4945

4946

4947

4948

4949

4950

4951

4952

4953

4954

4955

4956

4957

4958

4959

4960

4961

4962

4963

4964

Pelacani Cruz, D. 235

across multiple domains, with a primary focus on medical imputation tasks, where
Wiener Loss notably improved the fidelity of brain scan reconstructions by preserving
high-frequency components of key anatomical structures with limited hallucination.
These outcomes were further supported by experiments on standard datasets such
as MNIST and CelebA, establishing Wiener Loss as a robust loss function capable
of enhancing perceptual quality across various domains. The improved structural
recovery achievable with Wiener Loss underscores its utility in clinical and diagnos-
tic imaging, where precise detail preservation is integral to accurate assessment of
pathologies and other high-resolution imaging needs. I further discussed how the
Wiener Loss can be reframed in the context of a non-parametric diffusion model, a
novel attention mechanism, and in tasks that require translational invariance.

In Chapter 4, I addressed the pervasive issue of data scarcity in brain ultra-
sound imaging, a key limitation hindering the implementation of deep learning mod-
els in this field. I proposed an approach for synthetic data generation using an
unconditional Latent Diffusion Model (LDM), designed to expand and diversify the
limited imaging dataset (N=1,000) of neuroacoustic images. The model leveraged
the denoising process inherent in diffusion models and their strong inductive bias
to generate high-quality, structurally accurate, and statistically conforming images
across all three principal axes of the brain. Quantitative evaluation confirmed the
variability and quality of the generated samples across a range of metrics, support-
ing the model’s potential to augment the existing dataset despite its size constraints.
Testing across each brain axis demonstrated that extending this methodology to 3D
image synthesis is a feasible task. Additionally, integrating metadata, such as pa-
tient demographics, was identified as a promising next step to enhance the clinical
relevance of the generated samples.

In Chapter 5, I extended the research from Chapter 4 to conditional LDMs,
focusing on the goal of synthesising high-resolution, ultrasound-guided brain im-
ages as an alternative to the computationally intensive FWI approach. To address
the high dimensionality and complexity of ultrasound data, I explored a variety
of embedding and conditioning strategies aimed at enabling the LDM to generate

brain images conditioned on ultrasound data. I tested several embedding methods



4965

4966

4967

4968

4969

4970

4971

4972

4973

4974

4975

4976

4977

4978

4979

4980

4981

4982

4983

4984

4985

4986

4987

4988

4989

4990

4991

4992

4993

236 Chapter 6. Conclusions

including principal component analysis, variational autoencoders, and contrastive
representation learning, to transform ultrasound data into a manifold compatible
with the LDM’s diffusion process. The contrastive representation learning approach
yielded particularly promising results by producing embeddings that were physically
meaningful. However, embedding design remains a complex and nuanced task that
warrants dedicated research. This initial progress suggests that a carefully crafted
embedding model could effectively capture intricate relationships between ultrasound
data and the physical models that generate it, potentially incorporating an implicit
understanding of wave propagation dynamics. Despite extensive efforts, none of the
conditioning strategies produced outputs that accurately reflected the conditioning
ultrasound data; instead, the generated images resembled those from an uncondi-
tional LDM. While the intended conditional generation was not realised, I presented
a thorough reflection on the findings and proposed areas for future work, including
physics-based guidance, data augmentation, and more advanced architectures, each
offering potential avenues for advancing ultrasound-guided image synthesis using

diffusion models.

6.2 Future Work

In each chapter, I provide a detailed discussion of potential directions for future
research specific to that study. Here, I will summarise the primary areas for further
work that emerged from Chapter 5, as it addresses the most significant challenges
related to the main goal of this thesis: performing ultrasound tomography using
generative models.

Findings from Chapter 5 suggest several promising directions for future work.
Developing a rigorous testing strategy will be essential for ensuring that the current
implementation of the conditional LDM captures intended features while responding
to conditional cues. Testing with simpler metadata-based conditions, as seen in
related works, could verify the conditional setup and help identify potential bugs or
issues.

Implementing data augmentation methods could enhance model performance,
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as state-of-the-art models have been shown to benefit from increased data diversity
due to their data-intensive nature. Using the unconditional LDM from Chapter 4
and applying rigid transformations to expand the dataset is a promising approach,
as it may also improve the embedding model’s ability to learn more continuous and
semantically rich representations.

It is possible that the current embedding representations were insufficient to
adequately condition the network in this complex problem, making improvements
to the embedding model a key direction for future work. For instance, incorporat-
ing physics-based guidance, particularly techniques that integrate wave propagation
dynamics, could reinforce the relationship between ultrasound signals and the gener-
ated brain images, potentially enhancing both the quality of the embeddings and the
accuracy of the diffusion process. Further embedding improvements could involve
training the model for invariance to ultrasound-specific variations, such as different
acquisition geometries, elasticity dynamics, and anelastic losses, while also enforcing
consistency between noisy and clean data embeddings to increase robustness against
the variability encountered in clinical data.

Lastly, architectural extensions inspired by multi-modal frameworks, such as
the intermediate prior network in DALL-E, could provide an enhanced conditioning
pathway for generating reliable images, aligning the model’s output more accurately
with complex conditional data inputs. Collectively, I believe these approaches would
bring us closer to achieving brain ultrasound imaging within the diffusion model
framework, making reliable and high-quality results more attainable in this chal-

lenging problem.

6.3 Impact & Final Remarks

With the rapid growth of research in deep learning and generative modelling, along-
side the increasing accessibility of advanced technologies, the landscape of scientific
possibilities is evolving faster than ever. This research embodies that shift. It has
aimed to reach a goal once so inconceivable that researchers had not yet considered

exploring. As I complete this thesis, I realise that the approaches developed here
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may themselves lay the groundwork for methods that could eventually surpass and
replace them, turning it obsolete. This prospect fills me with optimism.

When I began this PhD in 2019, generative adversarial networks were regarded
as the forefront of generative modelling, dominating discussions and aspirations in
the field. Today, while GANs remain relevant, their place has been challenged by the
emergence of new architectures like diffusion models, which continue to reshape the
field of generative Al in ways we could not have anticipated. I hope and expect that
the work I have done here will be part of that same progression, evolving in ways
that could help improve healthcare delivery and, in time, bring meaningful changes
in how we approach patient care.

Medical imaging is essential in clinical practice, offering non-invasive methods
to diagnose a broad spectrum of conditions, from minor illnesses to life-threatening
diseases. In this research, I focused specifically on ultrasound imaging, a modality
with unique advantages, including portability, safety, and real-time imaging, benefits
that are not readily available with other imaging techniques. However, ultrasound’s
strength in accessibility comes with a trade-off: its resolution and ability to differ-
entiate tissue types are often limited, which constrains its diagnostic potential. For
brain imaging in particular, ultrasound has historically been ruled out as a viable
technology due to the computational challenges of accurately modelling wave in-
teractions between the skull and the soft tissues inside it. This research builds on
prior works to address these challenges and move toward making brain imaging with
ultrasound possible.

I leveraged the capabilities of deep learning to address the high non-linearity
inherent in ultrasound data, which arises from the complex physics of wave propa-
gation. By applying diffusion models, I used a probabilistic, data-driven generative
approach designed to overcome the typical low resolution and structural infidelity
limitations of ultrasound. My aim was to create an alternative imaging solution with
the potential for widespread use in critical and point-of-care settings, where time,
precision, and portability are essential. This technology could also become part of
routine clinical checks, removing the need for specialised imaging rooms and making

preventative care more accessible, particularly in a world where access to healthcare
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is limited by socioeconomic disparities.

Within the framework I developed, this methodology could also be readily ex-
tended to support 3D image synthesis, which would enhance diagnostic utility within
the medical community. Additionally, the embeddings I created hold considerable
potential for broader applications of ultrasound data that are today hindered by
computational constraints.

Despite the performance limitations of my proposed model, I expect that my
work will have set a strong foundation to make this once unimaginable goal achiev-
able. By providing a thorough and critical analysis, I hope to have outlined a clear
path for myself or other researchers to build upon and succeed in this area in the
future. Ultimately, I have aimed for my research to make a meaningful impact on
healthcare delivery and to influence how we approach and think about emerging

medical technologies in the years to come.
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Appendix A

Structural Elements of the

InverselLDM Package

A.1 Example Configuration file config.yml

Example of a configuration file in YAML format for the InverseLDM package, showing

the high-level of customisation available to the user:

data:
dataset: Brain2D
data_path:
— /scratch_hive/dp4018/data/ultrasound-data/Ultrasound-Vp-axial-models/
mode: vp
maxsamples: null
slowness: false
resize:
- 256
- 256
clip_outliers: false
log: true
to_tensor: false

normalise: false
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condition:
mode: null
resize: null
antialias: false
scale: null
clip_outliers: false
to_tensor: false
normalise: false
dataset_path: invldm/datasets
antialias: true
scale: null
sampling:
in_size:
- 64
- 64
in_channels: 3

sampling_only: false

logging:
tool: JSON
plot:
vmin: 0.3

vmax: 1.0
cmap: oscar
track_folder: exps/thesis/axial/base/JSON

logger: !!python/object/apply:logging.getLogger []

autoencoder:
model:

spatial_dims: 2
in_channels: 1
out_channels: 1
num_res_blocks: 2
num_channels:
- 64

- 128
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- 128
attention_levels:
- false
- false
- true
latent_channels: 3
norm_num_groups: 32
norm_eps: 1.0e-06
with_encoder_nonlocal_attn: false
with_decoder_nonlocal_attn: false
use_flash_attention: false
use_checkpointing: false
use_convtranspose: false
checkpoint: null
params:
recon_loss: 11
recon_weight: 1.0
kl_weight: 1.0e-06
perceptual_loss: lpips
perceptual_weight: 1.0
lpips_model: vgg
wiener_mode: reverse
wiener_filter_dim: 2
wiener_filter_scale: 2
wiener_epsilon: 2.0
wiener_laplace_alpha: -0.2
wiener_laplace_beta: 1.5
wiener_weight: 0.0
adversarial_mode: least_squares
disc_n_layers: 2
disc_feature_channels: 16
adversarial _weight: 0.1
training:
batch_size: 16

n_epochs: 75
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warm_up_epochs: 5

save_recon_freq: 2000

ckpt_freq: 500

ckpt_last_only: true

sampling_freq: 0
validation:

split: 0.0

batch_size: 0

freq: 0

save_recon_freq: 0
optim:

weight_decay: 0.0

optimiser: Adam

1r: 0.0001

d_1lr: 0.0005

betal: 0.9

amsgrad: false

eps: 1.0e-08

grad_clip: null

1r_scheduler:

scheduler: null

name: autoencoder
log_path: exps/thesis/axial/base/logs/autoencoder
ckpt_path: exps/thesis/axial/base/logs/autoencoder/checkpoints
recon_path: exps/thesis/axial/base/logs/autoencoder/recons

sampling_only: false

diffusion:
model:
num_res_blocks: 2
num_channels:
- 64
- 128
- 256

- 512
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attention_levels:
- false
- true
- true
- true
norm_num_groups: 32
norm_eps: 1.0e-06
resblock_updown: false
num_head_channels: 8
transformer_num_layers: 3
upcast_attention: false
use_flash_attention: false
checkpoint: null
params:
recon_loss: 12
beta_start: 0.0015
beta_end: 0.0205
num_train_timesteps: 1000
num_inference_timesteps: 50
schedule: linear_beta
sampler: ddim
training:
batch_size: 16
n_epochs: 400
ckpt_freq: 100
ckpt_last_only: true
sampling_freq: 2000
validation:
split: 0.0
batch_size: 0
freq: 0
save_recon_freq: 0O
optim:
weight_decay: 0.0001

optimiser: Adam
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run:

1r: 2.0e-05

betal: 0.9

amsgrad: false

eps: 1.0e-08

grad_clip: null

1r_scheduler:

scheduler: null

name: diffusion
log_path: exps/thesis/axial/base/logs/diffusion
ckpt_path: exps/thesis/axial/base/logs/diffusion/checkpoints
samples_path: exps/thesis/axial/base/logs/diffusion/samples

sampling_only: false

config: exps/thesis/config_axial.yml
logdir: exps/thesis/axial

name: base

comment: ''

jobid: 7990

device: cuda

gpu_ids:
-0
seed: 42

resume_training: false

overwrite: true

y: true

verbose: info

exp_folder: exps/thesis/axial/base
log_folder: exps/thesis/axial/base/logs

pid: 835743
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A.2 Customisable Dataset classes

The following code snippet shows the implementation of the BaseDataset and Brain2DDataset
classes in the InverseLDM package. The BaseDataset class is an abstract class that
defines the structure of the dataset classes in the package. The Brain2DDataset class
is a concrete implementation of the BaseDataset class, which is used to load 2D brain
ultrasound and MRI images from given data locations. From BaseDataset, the user
can define their own custom dataset classes by inheriting from it and implementing

the abstract methods.

class BaseDataset(Dataset):
def __init__(self, args):
self.args = args
self.transform = self._get_transform(**namespace2dict(self.args))
self.cond_transform =

— self._get_transform(**namespace2dict(self.args.condition))

Qabstractmethod
def __len__(self):

raise NotImplementedError

@abstractmethod
def __getitem__(self, index):

raise NotImplementedError

def _get_transform(self, *xkwargs):
resize = kwargs.pop("resize", None)
antialias = kwargs.pop("antialias", True)

to_tensor = kwargs.pop("to_tensor", True)

outliers = kwargs.pop("clip_outliers", False)
scale = kwargs.pop("scale", [0, 1])

normalise = kwargs.pop("normalise", False)
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transform_list = []

if resize:

transform_list.append(Resize(resize, antialias=antialias))

if to_temsor:
transform_list.append(ToTensor())

if outliers:

transform_list.append(ClipOutliers(fence=outliers))

if scale:
scale = scale
transform_list.append(Scale(scale=scale))

if normalise:
transform_list.append(Normalize (normalise[0],

normalise[1]))

return Compose(transform_list)

class Brain2DDataset (BaseDataset) :
def __init__(self, args):

BaseDataset.__init__(self, args)

# Save args in object

self.args = args

# Checking mode
try:
mode = self.args.mode
if mode.lower() in ["mri", "wvp"]:
self.mode = mode
else:
raise ValueError("mode must be 'mri' or 'vp', \
but got '{}'".format(mode))
except KeyError:

self.mode = "mri"
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def

def

# Check maxsamples
try:

maxsamples = self.args.maxsamples
except KeyError:

maxsamples = None

# Get image paths
self .data_paths = []
self._get_image_paths(self.args.data_path, maxsamples)

return None

_get_image_paths(self, path, maxsamples=None):

prefix = "m" if self.mode == "mri" else "vp"

suffix = (".npy", ".npy.gz")

# Loop through folders and subfolders
for subdir, _, files in os.walk(path):
for filename in files:
if filename.lower().startswith(prefix) and \

filename.lower() .endswith(suffix):

self.data_paths.append(os.path. join(subdir, filename))

self.data_paths = self.data_paths[:maxsamples]

assert len(self.data_paths) > 0, f" Found no data samples to load in

— {path} with prefix {prefix} and suffixes {suffix}"

return None

_get_condition_path(self, data_path):

nnn

Finds inside self.args.condition.path a .npy or .npy.gz file
containing the name of the data item of data_path with suffix

— '-self.args.condition.mode'

name = os.path.splitext(os.path.split(data_path) [-1]) [0]
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cond_path = os.path.join(self.args.condition.path, name +

— f"-{self.args.condition.model}")

if os.path.isfile(cond_path + ".npy"):
return cond_path + ".npy"

elif os.path.isfile(cond_path + ".npy.gz"):
return cond_path + ".npy.gz"

else:

raise FileNotFoundError(f"Condition file {cond_path} does not exist

< in neither .npy or .npy.gz format")

def _read_npy_data(self, data_path):
# Load .npy or .npy.gz data into torch tensor
if data_path.endswith(".npy.gz"):
with gzip.open(data_path, 'rb') as f:
y = torch.from_numpy (np.load(£f))
elif data_path.endswith(".npy"):
y = torch.from_numpy(np.load(data_path))
else:

raise TypeError

# Check channel dimension exists
if len(y.shape) < 3:
y = y.unsqueeze(0)

return y
def __getitem__(self, index):
# Data item path

y_path = self.data_paths[index]

# Read data

y = self._read_npy_data(y_path)

# slowness
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def

def

def

if self.args.slowness:

y=1./y
# Apply transform
if self.transform:

y = self.transform(y)

# Get condition, apply steps above

if self.args.condition.mode is not None and self.args.condition.path is

— not None:
cond_path = self._get_condition_path(y_path)

cond = self._read_npy_data(cond_path)

cond cond / torch.abs(torch.max(cond))
if self.cond_transform:
cond = self.cond_transform(cond)

return y, cond

return y

_len__(self):

return len(self.data_paths)

__str__(self):

dic = {}

dic["name"] = self.__class name__

dic.update(self.__dict__)
dic.pop("data_paths")
dic["len"] = self.__len__()

return "{}".format(dic)

info(self, nsamples=None):
nsamples = self.__len__() if nsamples is None else nsamples
sample = self.__getitem__(0) [0]

idx = torch.randint(0, self.__len__(), [nsamples])

arr = torch.empty_like(sample).unsqueeze(0) .repeat(nsamples, 1, 1, 1)

for i in range(nsamples):
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arr[i] = self.__getitem__(idx[i]) [0]
stats = {"max": arr.max().item(), "min": arr.min().item(),
"mean": arr.mean().item(), "std": arr.std().item(),
"shape": sample.shapel}

return stats

A.3 Custom Loggers

The following code snippet shows the implementation of the BaseLogger, JSONLogger
and TensorboardLogger classes in the InverseLDM package. The BaseLogger class
is an abstract class that defines the structure of the logger classes in the package.
The JSONLogger and TensorboardLogger classes are concrete implementations of
the BaseLogger class, which are used to log scalar values, figures and hyperparam-
eters to JSON and Tensorboard files respectively. From BaseLogger, the user can
define their own custom logger classes by inheriting from it and implementing the

abstract methods.

class BaseLogger():
def __init__(self, args):

self.args = args

def log_scalar(self, tag, val, step, **kwargs):

pass

def log_figure(self, tag, fig, step, **kwargs):

pass

def log_hparams(self, hparam_dict, metric_dict, **kwargs):

pass
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class JSONLogger (BaseLogger) :

def

def

def

def

__init__(self, args):
super () .__init__(args)
self .hparams = {3}

{

self.scalars

self.log_file = os.path.join(
self.args.run.exp_folder,
"JSON/log. json"

)

return None

save_logger(self):

json_dic = {"hyperparameters":

self.hparams}

for key, val in self.scalars.items():

json_dic.update({key: vall})

# print(json_dic)

with open(self.log_file, 'w') as f:

json.dump(json_dic, f)

log_scalar(self, tag, val, step, **xkwargs):

try:

self.scalars[tag] .append(val)

self.scalars[tag+"_step"].append(step)

except KeyError:
self.scalars[tag] = [vall
self.scalars[tag+"_step"]

self.save_logger ()

return None

log_hparams(self, hparam_dict, metric_dict, *xkwargs):

[step]

# hparam_dict.update(metric_dict)

self .hparams.update(clear_dic_for_json(hparam_dict))

self.save_logger()
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return None

class TensorboardLogger (BaseLogger) :
def __init__(self, args):

super () .__init__(args)
self.logger = tb.SummaryWriter (
log_dir=os.path. join(
self.args.run.exp_folder,

"tensorboard"

)

return None

def log_scalar(self, tag, val, step, *xkwargs):
self.logger.add_scalar(tag, val, step)

return None

def log_figure(self, tag, fig, step, **kwargs):
self.logger.add_figure(tag, fig, step)

return None



Appendix B

Least Mean Square Automatic

(Gain Control Algorithm

The following pseudocode details the AGC algorithm based on LMS adjustment,

designed to maintain a target amplitude level for a given input signal.

Algorithm 11 Automatic Gain Control with Least-Mean-Square (LMS) Adjustment

—_
e

11:

12:
13:

Input: Signal x, step size A = 0.2, reference amplitude ref = 5

Output: Gain-controlled signal y

Initialise: AGCMult < 0

N < length of x

Initialise output array y of same length as x

Initialise error array err of same length as N

forn=0to N—-1do
y[n] < z[n] x AGCMult > Apply the gain multiplier to the current sample
Ymag < |y[n]| > Compute the magnitude of the current output sample
err[n] < ref — Ymag > Calculate the current error from the reference

amplitude
AGCMult <~ AGCMult + A x err[n] > Update the gain multiplier using the

error and step size

end for

Return y > Return the gain-controlled signal
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Appendix C

Contrastive Embedding Models

In this appendix, we present the visualisation of the embeddings from contrastive
learning models in a two-dimensional (2D) space, using Principal Component Anal-
ysis (PCA) and Uniform Manifold Approximation and Projection (UMAP). The
visualisation of nine models, selected from a total of 116 experiments conducted
for contrastive learning, is depicted in Figures C.1 and C.2. The primary model
discussed in the main text is SG-222, and it is illustrated here to show the true
Euclidean distances within the embedded space.

It is important to emphasise that the true Euclidean distances between data
points are not preserved when projected into a 2D space. In the main text, Fuclidean
distances were computed within this projected space to enable a comparison between
the non-embedded image data and the corresponding embeddings. Since the original
data and embeddings have different dimensions, the true Euclidean distances could
not be directly calculated for the non-embedded data. Thus, the computation of
these distances in the projected space was necessary to facilitate a meaningful com-
parison. In contrast, this appendix highlights the true Euclidean distances within
the embedded space to better illustrate the similarities between the model embed-
dings. The aim is to provide a clearer understanding of the relationships among
the different embeddings in the learned space, revealing how closely or distantly the
embeddings are positioned relative to one another.

For the projection of both raw data and images, a normalisation step was applied

to scale the values to the range [0, 1] prior to projection. However, no pre-processing
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was carried out on the embeddings of the models before their projection.

The hyperparameters used for each visualised model are presented in Table C.1.
Both the data and images were scaled to the range [0, 1] before being inserted into
the model, and the same image pre-processing pipeline described in Chapter 4 was
applied here as well.

The table provides detailed descriptions of each hyperparameter. The GPU Count
refers to the number of GPUs utilised during the training process. Runtime indicates
the total amount of time, measured in days, required for the model’s training. The
batch_size is the number of samples processed in each training batch. For image
data, the image_clip_outliers parameter specifies whether outer or inner quartile
outliers were clipped, while data_clip_outliers performs the same operation for
the data. The data_resize parameter indicates the AGC stack data after resizing,
which is used as input to the model.

The vision_layers parameter denotes the number of layers in the vision trans-
former encoder, and vision_patch_size specifies the size of the patches in the en-
coder. The embed_size defines the spatial size of the embeddings, while embed_dim
refers to the channel dimension of the embeddings. The vision_width parameter
defines the width of the vision transformer encoder.

Further, the learning_rate indicates the rate at which the optimiser updates
the model’s parameters. The optimiser parameter identifies which optimiser was
employed during training, and adam_betas refers to the betas used in the Adam
optimiser. The warm_restart_steps parameter defines the number of warm-up
restart steps for the learning rate scheduler, while the epochs parameter specifies
the total number of epochs the model was trained for. Finally, training loss
represents the value of the contrastive loss, as described in Equation 5.7, at the

conclusion of the training process.
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Figure C.1: Visualisation of the PCA projections for both data and image embed-
dings across different models. The red dots represent data embeddings, while the
blue dots represent image embeddings. The projections are plotted for the raw image
and data (first plot) and for the embeddings from models GF-223, SG-222, WL-206,
S5-205, ZM-203, DF-174, L'T-154, and CR~63, with their respective average pair-wise
Euclidean distances (0) indicated in parentheses. Distances between data and image
embeddings within the projections illustrate how the model encodes similarities be-

tween the two modalities.
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Figure C.2: Visualisation of the UMAP projections for data and image embeddings
with a neighbourhood size of 15, Euclidean metric, and two components. The red
dots represent data embeddings, while the blue dots represent image embeddings.
The projections are plotted for the raw image and data (first plot) and for the em-
beddings from models GF-223, SG-222, WL-206, SS-205, ZM-203, DF-174, LT-154,
and CR-63, with their respective average pair-wise Euclidean distances (&) indicated
in parentheses. Together with the PCA visualisation, the UMAP projections pro-
vide a comprehensive view of the alignment between the embeddings from different
models.
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GLOBAL INFORMATION RETRIEVAL IN DEEP

LEARNING USING WIENER FILTERS

George Strongt, Deborah Pelacani Cruzf!, Oscar Bates?, Carlos Cueto?, Javier Cudeiro?,
Jiashun Yao' and Lluis Guasch'’

INTRODUCTION & METHODS T ke . ]

Data comparison lies at the heart of machine learning: for many applications, simplistic loss
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functions - such as the L2 loss that rely on local element-wise differences between samples - have ignallioss
taken preference. Such metrics are notorious for producing low-quality results. 10 — lag -200.0
We address this issue by introducing a new convolutional approach to data comparison that uses 05 P ® — lag -100.0
Wiener filters to naturally incorporate global information. We demonstrate this concept by using it : — lag 0.0
to define a new loss function, Wiener loss, and a generative model, Wiener diffusion. L2 loss lag 100.0
0.0 ] lag 200.0
) ) ) 1.0 [ ¥
A convolutional Wiener filter v that provides the best least squares match between two samples x fe)
and d is computed by the well known equation: o5
— T\ - 1T )
vV = (D D) D'x 00 Wiener loss ®
—300 -200 -100 0 100 200 300

where D represents convolution with d. . . . ) ) X )
Figure 2. Top: a target signal (grey), and 5 duplicates shifted w.r.t the x-dimension. Middle and

9 bottom: Loss evaluation between a continuously shifted duplicate signal and the target.

J

The Wiener filter globally matches one entire sample to the other through convolution, without
. f assuming any local element-wise relationship between samples.

> As illustrated in Figure 1, when samples x and d are equivalent to one another, the resulting
- Wiener filter is a zero-lag delta function.

1 o > To determine the similarity of two samples, we apply an element-wise multiplication of the

- matching Wiener filter with a monotonically decreasing penalty function T centred at zero-lag.

~ % : . ) 9 y g penalty g
> The more similar the samples are in a global sense, the closer the matching Wiener filter gets

[d] - to a zero-lag delta function.
Figure 1. Data comparison using least squares convolutional Wiener filters v, where x is a > As demonstrated in Figure 2, this gives rise to a loss function that is sensitive to the global
predicted sample, d is a target sample and T is a monotonic penalty function. structure of the data, rather than just the local element-wise differences.

WIENER LOSS WIENER DIFFUSION

In this section we introduce the Wiener loss and demonstrate its potential for training neural In this section we introduce the Wiener diffusion, a non-parametric generative model that
networks on a high-dimensional imputation task. The Wiener loss is defined as follows: constructs an energy function by a summation over N randomly selected data samples:
N
2 112
ITvl]5 [Tl
Hoo D) =g
Vilz 622
> The denominator of the Wiener loss is a normalization term required to prevent the loss function 7 7 3 /
from driving all elements of the Wiener filter to zero. 7 3 J 8
> As shown in Figure 3, the U-Net trained with the Wiener loss outperforms traditional numerical
and deep learning approaches, resulting in better spatial continuity, particularly within the data samples ?
skull, and increased resolution of inner-brain structures.
> The Wiener loss is primarily driven by phase differences. As such, it is naturally less sensitive 1
to amplitude variations. In practice, using a hybrid loss that combines the Wiener loss with the
MSE loss has been fruitful. o
> Future work will examine variations on the Wiener loss formulation, its generalisation properties, ,
and its suitability for different optimisation strategies. sampling steps 5
Y P 9 random samples piing step nn resndualsr e -1
[
Figure 4. Wiener diffusion applied within the latent space of an auto-encoder using 600 latent
bilinear U-Net trained U-Net trained samples from the MNIST dataset.
input image interpolation with MSE with Wiener loss ~ ground truth
> The Wiener diffusion generates new samples by running a Langevin diffusion process on the
energy function, as illustrated in Figure 4.
> In contrast to current popular generative modelling techniques, the generative process does
not require model training.
> Initial results demonstrate that it is effective on datasets of limited size, as demonstrated in

both Figure 4 and Figure 5.

b *

v‘:

Figure 3. Comparison of traditional numerical and deep learning approaches at imputing a heavily 7
under-sampled MRI dataset. Top: full-scale sagittal slice. Bottom: zoomed in region.
\ )

data samples u generated samples

CONTRI B TIONS Figure 5. Wiener diffusion applied within the latent space of an auto-encoder using 500 latent
U samples from an MRI dataset of axial slices.

-

We have introduced a novel and revolutionary method for the global comparison of data samples that overcomes the key limitations of conventional loss functions.

2. We have demonstrated that this approach: a) improves model training compared to element-wise loss functions, promoting spatial coherence and resulting in enhanced perceptual similarity; b)
does not rely on large datasets to produce high quality results, particularly for generative modelling and ¢) a computationally efficient and robust way to incorporate global information.

3. Despite showcasing our approach in two scenarios, we emphasize that the idea is general and has immense potential for application throughout machine learning.

1 Department of Earth Science and Engineering, Imperial College London
2 Department of Bioengineering, Imperial College London
T Equal contribution to this work 299
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Abstract

Quantitative evaluations of differences and/or similarities between data samples
define and shape optimisation problems associated with learning data distribu-
tions. Current methods to compare data often suffer from limitations in captur-
ing such distributions or lack desirable mathematical properties for optimisation
(e.g. smoothness, differentiability, or convexity). In this paper, we introduce
a new method to measure (dis)similarities between paired samples inspired by
Wiener-filter theory. The convolutional nature of Wiener filters allows us to com-
prehensively compare data samples in a globally correlated way. We validate our
approach in two machine learning applications focused on medical imaging prob-
lems: Magnetic Resonance Imaging (MRI) data imputation and non-parametric
generative modelling. Our results demonstrate increased resolution in reconstructed
images with better perceptual quality and higher data fidelity compared to analogue
conventional mean-squared-error implementations.

*These authors are equal contributors to this work

37th Conference on Neural Information Processing Systems (NeurIPS 2023).
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1 Introduction

Data comparison is essential to optimisation problems that aim to learn data distributions. Mean
squared error (MSE) is a commonly used measure due to its simplicity, computational efficiency,
and desirable mathematical properties like smoothness and differentiability (19). Despite these
advantages, MSE-based reconstructions exhibit limited quantitative accuracy and perceptual fidelity
(115 19; 18; 22; 3) because the assumption that all data points are independent and of equal importance
ignores contextual correlation. In the machine learning context, this behaviour is compounded by
neural networks’ biases towards low-frequency content (13; 23; 19), leading to high-frequency
degradation and limited structural fidelity.

Exploration of better data-driven criteria has been comparatively overlooked in the machine learning
community, which instead frequently adopts complex network architectures to address such low-
fidelity issues. Previously proposed alternative metrics are often limited by training instabilities or
high computational costs. For instance, the Structural Similarity Index Measure (SSIM) (20; 25)
measures similarity based on luminance, contrast, and data structures, but produces unstable training
results (10); perceptual losses (8) compare data representations within pre-trained convolutional
neural networks’ latent spaces, but are limited by costly evaluations and potential biases from its
network architecture and training data; the discriminator in Generative Adversarial Networks (GANs)
(4) offers another neural-network-based loss function but is susceptible to training instability issues;
the Focal Frequency Loss (FFL) (7) proposes a Fourier-domain distance method aiming to limit
high-frequency degradation, but further research is required to understand its range of applications;
the Wasserstein distance from optimal transport theory (12; 16) can be used as a loss function for
classification and generative modelling, but is computationally expensive and limited to non-negative,
normalised signals.

In this work, we propose a new data-comparison strategy using Wiener filters that uses convolutional
analysis to compare data samples without assuming local element-wise relationships. We are able to
promote full-spectrum data recovery and improve data fidelity by leveraging its contextual awareness.
The method is formulated in a least-squares framework and is therefore stable and cost-effective
compared to the aforementioned metrics. We showcase the potential of our Wiener formulation as an
optimisation metric in a machine-learning medical data imputation problem and as a new class of
non-parametric generative models similar to the one proposed by (9). In these experiments, networks
can better capture data distributions, boost perceptual quality compared to MSE, and generate realistic
data samples from complex latent spaces.

2 Convolutional Data Comparison

We leverage Wiener filters as a measure of similarity, and use them to drive optimisation processes
that match one data sample to another. This approach is inspired by the work of (21) on Adaptive
Waveform Inversion (AWI), where the strategy is applied in the context of seismic imaging. A Wiener
filter can be defined as the convolutional filter that provides the best least-squares match between two
signals. Mathematically, for signals x and y represented as column vectors, this filter is given by:

vix,y) = (YY) 'Y, (1)

where v is the Wiener filter, and Y is the Toeplitz matrix that represents convolution with signal
y. If signals x and y are vectors representing two-dimensional data, then Y is given by a doubly
block Toeplitz matrix (5). In full, equation (1) can be interpreted as the cross-correlation of y with x,
deconvolved by the autocorrelation of y. The size of the resulting Wiener filter determines the degree
of contextual awareness within data samples. We choose to work with full-lag Wiener filters in order
to capture correlation information between each data point against all others.

The Wiener filter that best matches two identical signals is given by the Dirac delta function - the
identity function of the convolution operation. We thereby present a new loss function, the Wiener
Loss, Ly, that maximises the likelihood of the Dirac delta function under a multivariate Gaussian
distribution of mean defined as data-matching full-lag Wiener filters, thereby forcing the predicted
samples towards the target samples in a global sense:
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Due to its least-squares nature, the Wiener Loss retains desirable optimisation properties inherent
to MSE, such as smoothness, convexity, and differentiability. The form of matrix W, which can
be interpreted as a whitening matrix, is considered a hyper-parameter that can be used to tailor the
behaviour of the Wiener Loss to the required task.

In a similar fashion, we introduce the Wiener diffusion: a new generative model that uses Wiener filters
to define a non-parametric energy-based model, F(x). Energy-based models enable sampling of
complex data distributions whose probability densities are computationally intractable by representing
the non-normalised negative log-likelihood of the data distribution (15). The energy function that
defines the Wiener diffusion is given by the following:

e UTvee )l |y e
B0 = 2 3 eyl * 2117 @ (v~ Ol @

The first term of equation (3) drives the data-matching Wiener filters towards zero-lag spikes by
minimising the Rayleigh quotient of a hyper-parameter penalty matrix T and Wiener filters v (X, y;).
The second term ensures the energy based model is sensitive to amplitude information by encouraging
the zeroth-lag of the filters to have an amplitude of 1. Samples are then iteratively generated using a
Lagenvin diffusion process initialised with random noise.

3 Experiments

Imputation (2) is a well-established technique across the medical imaging field that addresses sparse
or limited resolution acquisitions through statistical estimation. In the first experiment we trained
a supervised U-net (14) with MSE, our Wiener Loss, equation (2), and compared the results to a
bicubic interpolation. We use T1-weighted MRI scans of healthy adult brains from the HCP Young
Adult database (17) to train our network (see supplementary materials for specifications). Our results
are shown in Figure 1, where qualitative results are superior under the Wiener Loss implementation,
and quantitatively corroborated in Table 1.

s | f

(a) GT (b) GT (c) (d) Bicubic (e) MSE (f) Wiener
Degraded Loss (Ours)

Figure 1: Ground truth (a-b) and zoomed outputs from simulated under-sampled scans (c) imputed
using bicubic interpolation (d), U-net (14) with MSE (e) and U-net (14) with Wiener Loss (f). The
Wiener Loss is able to recover finer structures of the scan that are aliased or blurred in other methods.

MAE MSE Wiener Loss  SSIM LPIPS FID
Bicubic 4.09-107% 2.6-107* 0.21 0.8 0.32 4.12
MSE 1.93-10* 1.35.10~* 0.14 0.91 0.11 1.66

Wiener Loss  2.22-107% 1.71-107* 9.16-1072 09 7.93.-1072 0.23

Table 1: MRI imputation and interpolation metrics, averaged per sample on the validation dataset.
Better distribution restoration of our method evidenced by improved LPIPS (24) and FID (6) scores.

In our second experiment, we use the database to demonstrate the generative capabilities of our
Wiener filter energy-based model (3), sampled in the latent space of a trained autoencoder (see
supplementary materials for specifications). Figure 2 shows an example diffusion process of our
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method towards realistic-looking samples, alongside the data-matching Wiener filters progressively
focusing towards zero-lag delta functions. We stress that our Wiener diffusion is non-parametric and,
although we use it on the latent space, the generative process does not require model training.

WWWWWWWW

Figure 2: An illustration of the time-stepped diffusion process (top) alongside the 30 closest Wiener
filters to the sample x; (bottom), as defined by (3).

4 Contributions

We introduce a new data comparison method based on Wiener filters that is well suited to a wide
range of medical imaging problems. We show that this strategy can be formulated as an optimisation
metric capable of improving the fidelity of medical imputation outputs. This could have a knock-on
effect on post-processing and image analysis of clinical datasets (1). Our metric retains desirable
mathematical properties and is readily scalable with a computational complexity of O(logn). We
also demonstrate that our strategy can be formulated as a generative energy-based model that can
truthfully sample complex latent spaces. This presents new possibilities for efficient expansion of
current medical datasets, while also serving as a prior generator or as a regularisation term in imaging
workflows. In addition, the non-parametric nature of our Wiener diffusion offers protection against
training set biases, as only the most relevant data samples can be selected for the energy function.

Ethical Statement

Our research demonstrates that our new methodology for data comparison can statistically enhance
images from limited-resolution scans and generate new samples from the same distribution. Despite
these advantages, we highlight an ethical concern about potential biases stemming mainly from
exclusive statistical representation of the training data and network architecture. These biases pose
a significant risk in identifying misrepresented pathologies and can mislead clinical analyses. In
this work, we used an MRI dataset of healthy adult brains to prove and validate our concept, but we
emphasise the need for further research with diverse datasets to substantiate our findings.
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