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Abstract 

Purpose:  Acute hypoxemic respiratory failure (AHRF) is common and biologically heterogeneous. Static pheno-
typing at a single time point does not capture illness evolution and risks stage-mixing; reproducible clinical course 
archetypes may address this. We aimed to identify, externally validate, and predict trajectory classes (TCs) of persistent 
AHRF.

Methods:  We analyzed MIMIC-IV (derivation; n = 3938) and two external validation cohorts (UK/Netherlands; 
n = 6480) comprising adults with PaO2/FiO2 < 300 mmHg and PEEP ≥ 5 cmH2O for ≥ 72 h. Daily mean PaO2/FiO2 to day 
14 and time to ICU discharge/death were jointly modelled using a competing-risk latent class mixed model. Early TC 
prediction used a 12-variable XGBoost model. We explored prevalence of ARDS and hyperinflammatory subpheno-
types between TCs.

Results:  A four-class model provided optimal fit: (TC1) early recovery (0.3% 14-day mortality); (TC2) stable persis-
tence (8% 14-day mortality); (TC3) biphasic improvement–deterioration (17% 14-day mortality); and (TC4) rapid 
decline (100% 14-day mortality). These archetypes generalized to external cohorts with high assignment certainty. 
TCs demonstrated distinct patterns in other clinical biomarker trajectories. TC4 was enriched for the hyperinflamma-
tory subphenotype (41–53%), while TC2 was most common in patients with ARDS (50%). Early TC prediction models 
achieved mean AUCs ≥ 0.78 (0.70–0.86) by day 3 in external validation.

Conclusions:  Four reproducible oxygenation archetypes capture the 14-day course of persistent respiratory failure. 
By providing early prognostic value distinct from static baseline severity, these trajectories have the potential to guide 
therapeutic strategies, reduce patient heterogeneity in trials, and direct biological phenotyping.
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Introduction
Acute hypoxemic respiratory failure (AHRF) is a 
dynamic clinical syndrome, yet our current precision 
medicine frameworks remain largely static. Substantial 
progress has been made in identifying biological sub-
phenotypes in Acute Respiratory Distress Syndrome 
(ARDS), most notably the reproducible “hyper-” 
and “hypo-inflammatory” classes [1–5]. Yet these 

frameworks typically classify patients at a single time-
point and are anchored to ARDS-specific samples. 
Recent work has begun to explore the temporal sta-
bility of these traits [6], but cross-sectional phenotyp-
ing does not capture how illness evolves over days. As 
hypoxemia persists, the initial insult may resolve or be 
compounded by ICU-acquired inflammatory and infec-
tious “second hits,” and by evolving organ dysfunction 
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during persistent critical illness [7, 8]. Static pheno-
typing, therefore, risks stage-mixing, in which patients 
with similar early physiology follow divergent biologi-
cal and clinical paths. A robust method that captures 
longitudinal disease course is needed to support deep 
phenotyping and trial enrichment.

Physiological trajectories offer a pragmatic approach. 
The PaO2/FiO2 ratio (P/F), while imperfect [9], remains 
the most widely operationalized severity metric for 
hypoxemic respiratory failure. Prior oxygenation-tra-
jectory studies have often focused on short observation 
windows, typically the first 3 to 4 days, and have been 
largely confined to ARDS cohorts or dichotomies, such 
as persistent versus resolving hypoxemia [10–12]. Few 
studies explicitly account for the competing outcomes 
(ICU discharge or death) that truncate longitudinal 
oxygenation follow-up. If they are ignored, survivor 
bias may obscure rapidly recovering trajectories and 
underestimate the severity of rapidly deteriorating 
courses. Whether oxygenation trajectories represent 
transportable clinical archetypes (distinct, reproducible 
patterns of longitudinal disease evolution) that gen-
eralize across healthcare systems and eras, or instead 
reflect local practice variation, remains uncertain.

Establishing reproducible trajectory archetypes 
would not only be of value for prognosis but also serve 
as a tool to proactively guide clinical management, 
such as optimizing the timing of ventilator weaning, 
anticipating secondary complications, or escalating to 
salvage therapies. Beyond the bedside, this dynamic 
approach may provide a vital scaffold for translational 
research. Deep biological phenotyping, particularly via 
intensive approaches, such as bronchoscopy, is costly 
and typically restricted to small cohorts [13]. Using 
longitudinal trajectory archetypes to guide and anchor 
biospecimen collection, researchers could precisely tar-
get their invasive sampling to specific clinical courses, 
thereby reducing heterogeneity and increasing the bio-
logical contrast.

We hypothesised that AHRF comprises a finite set of 
clinically meaningful oxygenation trajectory archetypes 
that differ in oxygenation course and outcome. (14) 
Our primary aim was to identify and externally validate 
these trajectories using a competing-risk latent class 
mixed model that jointly models daily P/F ratios, ICU 
discharge, and death. Our secondary objective was to 
determine whether class membership can be predicted 
early (as early as possible within the first 7 days) using 
routinely collected clinical variables. Preliminary find-
ings from this study have been presented as an abstract 
[14].

Methods
Data sources
MIMIC-IV v1.0 (2008–2019) was the derivation cohort 
[15], selected for its high temporal resolution of physi-
ological data and open-access nature, facilitating meth-
odological reproducibility. For external validation, we 
curated a specific cohort from three hospitals within 
Imperial College Healthcare NHS Trust (ICHT, Lon-
don, 2009–2024) and utilised the Amsterdam UMCdb 
(AUMC, 2003–2016) [16].

Cohort selection
We focused on persistent AHRF because previous work 
shows that P/F measured on ICU day 3 dichotomises 
patients into rapidly resolving versus persistent groups 
with distinct outcomes [11]. Transient hypoxemia (e.g., 
post-operative oversedation, fluid overload) resolving 
within 3 days carries low mortality, has a low proportion 
of patients who will benefit from new treatment strate-
gies, and reflects different pathobiology from persistent 
AHRF.

Inclusion criteria: Adults who, for ≥ 72 h (or for ≥ 48 h 
if they died on day 3), satisfied both (i) P/F < 300 mmHg 
and (ii) positive end-expiratory pressure (PEEP) ≥ 5 
cmH2O. Exclusion criteria: Age < 18 y or receiving extra-
corporeal membrane oxygenation.

Patients who died on day 3 were retained to avoid sur-
vival bias against the most severe cases. The PEEP thresh-
old ensured inclusion of individuals receiving active 
ventilatory support.

We also identified a cohort with ARDS in MIMIC-
IV from the persistent AHRF cohort (random sample 
n = 2100) to allow a comparison of trajectories between 
AHRF in the context of ARDS or from other aetiologies 
(non-ARDS AHRF) (Methods S1, Figure S1).

Measurement and outcomes
Our primary longitudinal variable was the daily mean 
P/F ratio which was extracted from the onset of AHRF 
until day 14. Where P/F ratio data were missing, these 
were imputed from oxygen saturations where possible 
using previously described methods [17] (Methods S2). 
Time to ICU discharge or death was recorded from the 

Take‑home message: 

We identified and externally validated four reproducible, dynamic 
oxygenation trajectories in persistent acute hypoxemic respiratory 
failure: early recovery, stable persistence, biphasic improvement-
then-deterioration, and rapid decline. Predictable within three days, 
these archetypes provide early prognostic value beyond static base-
line severity, offering a novel framework for trial enrichment and 
directing biological sampling.
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day of onset of AHRF. To ensure the robustness of daily 
P/F, we performed a sensitivity analysis comparing the 
daily mean, daily median, and first-available P/F values 
across all cohorts (Methods S10).

Trajectory modelling
Our primary modelling approach was a competing-risk 
latent class mixed model (CRLCMM) [18]. This approach 
was selected because it simultaneously captures unob-
served heterogeneity in longitudinal P/F trajectories 
and accounts for patient-level random effects, enabling 
probabilistic assignment to subgroups that differ in their 
clinical evolution. We incorporated a competing-risk 
component for death and discharge, as these events are 
significant predictors of missing P/F measurements and 
violate standard missing-at-random assumptions (Meth-
ods S3, Figure S2) [19]. Time effects were modelled 
using a quadratic function, which provided the optimal 
balance of statistical fit and clinical interpretability. The 
final number of trajectory classes (TCs) was determined 
using standard fit statistics (including Bayesian Informa-
tion Criterion and entropy), class stability via bootstrap 
consensus-clustering, and a minimum class size require-
ment of > 10% of the cohort (Methods S4). Additional 

exploratory baseline models used to supply starting val-
ues are detailed in Methods S5. To examine other clinical 
variables not included in the model, we constructed daily 
trajectories stratified by TC.

External validation
After fitting the final CRLCMM in MIMIC-IV, we froze 
all model parameters and applied the model unchanged 
to the ICHT and AUMC cohorts. In both validation 
datasets we computed posterior class probabilities for 
each patient with the frozen MIMIC model and assigned 
patients to the class of highest probability. Trajectory 
fidelity was examined by comparing the model-predicted 
class median P/F curve with the observed class median 
P/F ratios over days 0–14. This was repeated for pre-
dicted discharge and mortality. In each cohort and class, 
we performed a bias analysis by comparing predicted vs. 
observed P/F measurements computing the mean signed 
difference on each day. Further validation analyses are 
described in Methods S6.

Finally, as further validation a de-novo four-class CRL-
CMM was fitted directly in external validation cohorts 
and TCs were visually compared with the MIMIC-IV-
derived classes.

Fig. 1  CONSORT diagram of cohort selection. Selection of patients with persistent AHRF across the derivation (MIMIC-IV) and external validation 
(ICHT, AUMC) cohorts. Persistent AHRF was defined as P/F < 300 mmHg with PEEP ≥ 5 cmH2O for ≥ 72 h (or ≥ 48 h if death occurred on day 3). A 
breakdown of reasons for exclusion at each stage is provided as n (%). The subset of patients excluded due to missing arterial blood gas (ABG) data 
is reported as a percentage of all criteria failures at that specific time point
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Early trajectory class prediction and added‑value analysis 
at day 3
We used 12 routinely charted variables, 10 dynamic 
measurements (Methods S7) plus age and sex to pre-
dict CRLCMM assigned TCs. Models were trained in 
MIMIC-IV using XGBoost utilizing rolling daily feature 
matrices. The prediction window was limited to day 0–7; 
beyond this point, the trajectory classes became clini-
cally distinguishable, diminishing the utility of an early 
prediction tool. Performance and calibration were com-
puted for each day and TC. External validation applied 
the frozen MIMIC models unchanged to the ICHT and 
AUMC cohorts after variable harmonisation; for com-
parison, site-specific models were also retrained on 80% 

of each external cohort and evaluated on the remaining 
20% (Methods S7).

We performed a leakage-free auxiliary day 3 added-
value analysis in MIMIC-IV comparing discrimination 
for 14-day mortality using day 3 P/F, day 3 P/F plus day 
3 SOFA, and day 3 predicted trajectory probabilities 
(Methods S8).

Exploratory analyses: ARDS and inflammatory 
subphenotypes
In our cohort labelled as ARDS or non-ARDS AHRF, 
we evaluated the confidence of TC assignment (poste-
rior probability), and compared predicted trajectories 

Table 1  Baseline characteristics of the derivation and external validation cohorts at AHRF onset

Continuous variables are reported as median [interquartile range] and categorical variables as n (%), unless otherwise stated
a  Age in AmsterdamUMCdb is available only as age ranges
b  Patients not receiving invasive mechanical ventilation received non-invasive ventilation
c  Norepinephrine equivalent is the median dose among patients receiving vasopressors

Variable MIMIC-IV ICHT AUMC

n 3938 2888 3592

Demographics

 Age, yearsa 64 [53–74] 61 [50–71] 60–69 (50–59 – 70–79)

 Male sex, n (%) 2408 (61.1%) 1888 (65.4%) 2251 (62.6%)

Outcomes

 ICU mortality, n (%) 1270 (32.2%) 972 (33.7%) 941 (26.2%)

 ICU length of stay, days 10 [6–16] 15 [8–27] 12 [7–22]

Vital signs

 Heart rate, bpm 88 [77–101] 85 [72–98] 86 [73–100]

 Mean BP, mmHg 74 [69–81] 79 [74–86] 78 [73–85]

 Temperature, °C 37.1 [36.7–37.6] 36.7 [36.3–37.3] 36.2 [33.7–36.9]

 Respiratory rate, bpm 21 [18–24] 19 [17–23] 19 [15–24]

Organ support

 Invasive mechanical ventilation, n (%)b 3183 (80.8%) 1982 (68.6%) 3077 (85.6%)

 Vasopressor use, n (%) 1750 (44.4%) 1653 (57.2%) 2728 (75.9%)

 Norepinephrine equiv, µg/kg/minc 0.18 [0.08–0.58] 0.12 [0.07–0.24] 0.09 [0.05–0.13]

Respiratory parameters

 PaO2/FiO2, mmHg 188 [148–234] 195 [141–248] 225 [185–262]

 PaCO2, mmHg 41 [36–46] 40 [36–45] 41 [37–46]

PEEP, cm H2O 8 [6–11] 8 [6–10] 11 [9–14]

 Minute ventilation, L/min 9.8 [8.3–11.6] 9.2 [7.7–10.9] 9.1 [7.7–10.8]

 Driving pressure, cm H2O 15 [12–18] 15 [12–18] 17 [13–21]

Laboratory values

 pH 7.36 [7.31–7.41] 7.39 [7.34–7.43] 7.36 [7.31–7.41]

 Lactate, mmol/L 1.9 [1.2–3.2] 1.4 [1.0–2.2] 1.8 [1.2–3.1]

 Bicarbonate, mmol/L 22.6 [19.8–25.7] 24.2 [21.6–26.8] 21.9 [19.9–24.8]

 Creatinine, mg/dL 1.27 [0.84–2.09] 0.94 [0.69–1.62] 1.10 [0.79–1.67]

 WBC, × 109/L 12.6 [9.1–17.1] 11.6 [8.3–15.9] 12.2 [8.5–17.1]

 Platelet count, × 109/L 177 [117–246] 173 [109–258] 177 [113–259]

 Hyperinflammatory, n (%) 1258 (31.9%) 802 (27.8%) 1103 (30.7%)
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with observed trajectories, as well as the distribution of 
patients across classes.

To explore how previously described inflammatory 
subphenotypes relate to longitudinal P/F trajectories, we 
applied an open-source AI clinical classifier to routinely 
collected data to assign hyper- vs hypoinflammatory sub-
phenotypes [6]. Subphenotypes were assigned on the day 
of AHRF onset using a probability threshold of 0.5 [6].

Statistical software and reproducibility
All modelling was performed in R (version 4.4.0) (Meth-
ods S9). Code is available in the GitHub repository 
(https://​github.​com/​Dom-​Marsh​all/​AHRF-​Traje​ctori​
es-​code).

Results
Patient characteristics in the development and validation 
cohort
3938 of 53,150 unique patient stays from MIMIC-IV 
met the inclusion criteria (Fig.  1). The median age was 
64 (IQR 53–74), 2408 (61%) were male, and the ICU 
mortality rate was 32% (Table 1). On the day of onset of 
AHRF, the median P/F ratio was 188 mmHg (IQR 148–
234). Between onset and day 14, 36,253  days of mean 
P/F measurements were available (17.6% imputed). The 
median length of stay was 10 days (IQR 6–16).

In the validation dataset (ICHT) 2888 of 16,845 unique 
patient stays met our criteria with a median age of 61 
(IQR, 50–71), 1888 males (65%) and an ICU mortality 

rate of 34% (Table  1). On the day of AHRF onset the 
median P/F ratio was 195  mm Hg (141–248). Between 
onset and day 14 of AHRF, 32,466  days of mean P/F 
measurements were used (0% imputed) with a median 
length of stay of 15 days (IQR 8–27). In the second exter-
nal validation cohort (AUMC), 3592 of 23,106 unique 
stays met criteria with median P/F 225 (IQR 185–262) on 
the day of AHRF onset (Table 1).

AHRF trajectories identified by competing risk latent class 
mixed model
A four-TC competing-risk latent class mixed model 
(CRLCMM) with a quadratic term for fixed and mixed 
effects for P/F ratios and competing-risk for death or 
discharge was selected due to overall optimal model 
fit (Figure S3). Four TCs had a major improvement in 
entropy compared with three (0.67 vs 0.54), a median 
posterior probability of class membership of 0.85 (0.80 
in a sensitivity analysis restricted to non-imputed P/F 
measurements), a minimum class size of 19% and clini-
cally distinct P/F and survival trajectories. Five TCs had 
similar fit statistics but a minimum class size of 5%. Four 
TCs were also supported by Bootstrap hierarchical clus-
tering of CRLCMM consensus class modelling and addi-
tional clustering approaches (Supplementary Results 
1–2, Figures  S4–S10, Table  S1). Observed mean daily 
P/F ratios closely matched those predicted by the model 
(Fig.  2). Cohort-level trajectory shapes and TC assign-
ment were robust to the choice of daily P/F summary 
metric (mean, median, or first-available). The frequency 
of arterial blood gas (ABG) sampling by day and cohort 

Fig. 2  Trajectory classes in the MIMIC-IV cohort. A Observed P/F ratio by trajectory class (solid colored lines show the daily median; shaded ribbons 
show 95% confidence interval) and CRLCMM model-estimated class median trajectory (black dotted line). B Model-estimated cumulative incidence 
of ICU survival (solid lines) and ICU discharge (dashed lines) by class. TC1 (pink) Early Recovery; TC2 (blue) Stable Persistence; TC3 (green) Biphasic-
Improvement-then-Deterioration; TC4 (orange) Rapid Decline

https://github.com/Dom-Marshall/AHRF-Trajectories-code
https://github.com/Dom-Marshall/AHRF-Trajectories-code
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is reported in Supplementary Results S3 (Figures  S11–
S19, Table S2). Trajectory Class 2 (TC2) was the largest 
group (n = 1668). The other three TCs were similar in 
size, 764, 754 and 752 patients for TC1, TC3, and TC4, 
respectively (Table 2). The four TCs differed in both P/F 
evolution and outcome (, Figure S20, Table 2). TC1 dem-
onstrated a moderate rate of P/F ratio improvement with 
early discharge—521/764 (68%) and 762/764 (≈100%) by 
day 7 and 14, respectively (Early Recovery). TC2 demon-
strated a relatively flat P/F ratio trajectory with compara-
tively lower rates of death and discharge, 132/1668 (8%) 
and 550/1668 (33%) by day 14, respectively (Stable Persis-
tence). TC3 demonstrated a biphasic P/F ratio trajectory 

with the fastest initial improvement in P/F ratio, however, 
around day 7–8 this deteriorated (Biphasic Improve-
ment-then-Deterioration). This group also demonstrated 
higher mortality and discharge rates than TC2 (126/754, 
17% and 431/754, 57%, death and discharge by day 14, 
respectively). TC4 demonstrated a rapid decline in P/F 
and 100% (752/752) mortality by day 14 (Rapid Decline).

At baseline, TC1 (Early Recovery) had the highest 
P/F ratio, lowest PEEP requirement, lowest vasopres-
sor use, lactate and creatinine (Table 2). TC2 and TC3 
were broadly similar in terms of baseline co-morbidi-
ties, physiology and laboratory parameters. TC4 (Rapid 
Decline) demonstrated the least favorable baseline 

Table 2  Baseline characteristics at AHRF onset by trajectory class in MIMIC-IV

Continuous variables are reported as median [interquartile range] and categorical variables as n (%), unless otherwise stated. Norepinephrine equivalent is the 
median dose among patients receiving vasopressors. Day 7 and day 14 mortality and ICU discharge are cumulative incidences measured from AHRF onset

Variable Trajectory class 1 Trajectory class 2 Trajectory class 3 Trajectory class 4

n (%) 764 (19.4%) 1668 (42.4%) 754 (19.1%) 752 (19.1%)

Demographics

 Age, years 63 [52–73] 64 [52–74] 64 [53–74] 68 [56–77]

 Male sex, n (%) 468 (61.3%) 1044 (62.6%) 440 (58.4%) 456 (60.6%)

 White Ethnicity, n (%) 499 (65.3%) 1107 (66.4%) 466 (61.8%) 452 (60.1%)

Outcomes

 ICU mortality, n (%) 2 (0.3%) 337 (20.2%) 179 (23.7%) 752 (100.0%)

 ICU length of stay, days 6 [5–8] 15 [12–22] 10 [7–14] 4 [3–6]

 Mortality—Day 7, n (%) 0 (0.0%) 0 (0.0%) 60 (8.0%) 604 (80.3%)

 ICU discharge—Day 7, n (%) 521 (68.2%) 14 (0.8%) 134 (17.8%) 0 (0.0%)

 Mortality—Day 14, n (%) 2 (0.3%) 132 (7.9%) 126 (16.7%) 752 (100.0%)

 ICU discharge—Day 14, n (%) 762 (99.7%) 550 (33.0%) 431 (57.2%) 0 (0.0%)

Organ support

 Invasive mechanical ventilation, n (%) 623 (81.5%) 1340 (80.3%) 605 (80.2%) 615 (81.8%)

 Norepinephrine equiv, µg/kg/min 0.10 [0.05–0.26] 0.16 [0.08–0.50] 0.20 [0.08–3.05] 0.24 [0.10–3.17]

Respiratory parameters

 Respiratory rate, breaths/min 20 [18–23] 21 [18–24] 21 [18–25] 22 [19–25]

 PaO2/FiO2, mmHg 204 [159–245] 185 [146–232] 184 [148–232] 184 [145–233]

 PaCO2, mmHg 41 [37–46] 42 [37–47] 40 [36–45] 40 [35–46]

 PEEP 0–24 h, cm H2O 8 [5–10] 9 [6–12] 8 [6–11] 8 [6–11]

 Driving pressure, cm H2O 14 [11–18] 15 [12–18] 15 [12–18] 16 [12–20]

 Minute ventilation, L/min 9.3 [8.1–11.1] 9.9 [8.4–11.7] 9.8 [8.1–11.5] 10.2 [8.3–12.0]

Laboratory values

 pH 7.38 [7.33–7.42] 7.36 [7.31–7.41] 7.36 [7.31–7.41] 7.34 [7.28–7.39]

 Lactate, mmol/L 1.6 [1.1–2.3] 1.8 [1.2–3.1] 2.0 [1.4–3.3] 2.5 [1.5–4.1]

 Bicarbonate, mmol/L 23.7 [21.3–26.8] 22.8 [20.2–25.8] 22.3 [19.2–25.5] 21.2 [18.0–24.4]

 Creatinine, mg/dL 1.09 [0.78–1.60] 1.23 [0.80–1.98] 1.35 [0.87–2.30] 1.59 [1.00–2.56]

 WBC, × 109/L 12.1 [9.4–15.8] 12.4 [8.9–17.0] 13.1 [9.2–17.8] 13.5 [9.3–19.1]

 Platelet count, × 109/L 192 [131–256] 178 [121–250] 173 [114–240] 161 [97–239]

Other

 Charlson comorbidity index 5 (3–7) 6 (4–7) 6 (4–8) 6 (5–9)

 Total SOFA 6 [4–8] 7 [4–9] 7 [5–10] 8 [6–11]

 Hyperinflammatory n, (%) 147 (19.2%) 495 (29.7%) 267 (35.4%) 348 (46.3%)
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characteristics, including modestly higher rates of 
some comorbidities, notably cancer (TC4 19% vs the 
overall cohort 13%), liver disease, and ischemic heart 
disease; however, their median Charlson Comorbidity 
Index was the same as TC2–3 (Table 2, Table S3).

Evolution in physiological variables by trajectory class
As well as each TC being characterized by P/F ratio 
trajectory and outcome, distinct patterns of physi-
ological evolution were seen in other variables not 
included in the trajectory models (Figure S21). TC1, 
Early Recovery, received the lowest PEEP despite its 
improvement in P/F ratio being initially slower than 
TC3. TC4 demonstrated the least favorable trajec-
tories across cardiovascular, respiratory and renal 
parameters.

External validation
Across both external cohorts, the frozen MIMIC CRL-
CMM assigned TCs with high certainty (ICHT median 
posterior probability = 0.95; AUMC = 0.84; Figure S22). 
In each cohort, observed P/F trajectories and outcome 
curves closely matched the model-predicted TC profiles 
(Fig. 3). In the ICHT cohort, using a standard measure 
of prediction accuracy (root mean squared error), our 
model reduced overall P/F prediction error compared 
with a daily-median baseline (overall RMSE—8.1%; 
Table S4). In AUMC, a mean-bias analysis (predicted—
observed P/F) showed minimal offset for TC1 and TC3 
but a small systematic positive bias for TC2 and TC4 
(+ 14.4 and + 32.5 mmHg, respectively), consistent with 
the higher cohort-level median P/F in AUMC versus 
MIMIC-IV (225 vs 188 mmHg). Non-P/F organ-failure 
trajectories displayed similar TC-wise patterns in both 
cohorts (Figure S21). Baseline characteristics by TC are 
reported for ICHT and AUMC in Table S5–S6.

Fig. 3  Top—Predicted and observed P/F trajectories for the validation data (ICHT and AUMC). Observed P/F ratio by trajectory class (solid 
colored = median class P/F on each day; shaded ribbons = interquartile range), uncorrected model prediction (black dotted), and bias-corrected 
prediction (black dashed). Bias correction was computed as the mean signed difference (observed minus predicted) across days and applied as a 
class-specific offset to the predicted curve. Bottom—Observed (colored) vs predicted (black) ICU survival (solid) and discharge (dashed) incidence 
by trajectory class
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CRLCMM was re-run independently in the ICHT 
cohort with four classes demonstrating optimal fit statis-
tics and with the predicted P/F trajectories and outcomes 
being highly similar (Figures S23–24) to those predicted 
by the MIMIC-IV model. When refitted in the AUMC 
cohort, the core trajectory shapes were similarly recov-
ered; however, reflecting AUMC’s lower overall mortal-
ity, the model preferentially split larger recovery classes 
at K = 4 before isolating the less-frequent, high-mortality 
TC4 archetype at K = 5 (Figures S25–26). To confirm the 
temporal stability of our models, we performed an era 
sensitivity analysis within the ICHT cohort. Comparison 
of patients treated ≤ 2015 (n = 422) to those treated from 
2016 to 2024 (n = 2466) demonstrated no material differ-
ences in class-assignment confidence, TC proportions, or 
empirical trajectory shapes (Figures S27–29).

Prediction of trajectory classes
The binary one-vs-rest classifiers using full obser-
vation feature matrices were most accurate in deri-
vation and validation cohorts. Discrimination and 
calibration generally improved up to day 7 (Figure 
S30–37 and Table  S7). On day 3 after AHRF onset the 
MIMIC-derived model achieved mean AUCs across TCs 
of 0.80 (0.82/0.73/0.80/0.86 for TC1–4) in MIMIC-IV, 
0.79 (0.70/0.73/0.86/0.86 for TC1–4) in ICHT, and 0.78 
(0.84/0.73/0.78/0.75 for TC1–4) in AUMC; specificity 
remained high (0.78–0.86) with modest calibration error 
(Expected Calibration Error 0.06–0.10; Brier 0.12–0.17). 
Complete performance metrics, including site-specific 
retraining results (e.g., AUMC TC4 AUC improving to 
0.83), are detailed in Table S8. Model feature importance 
is demonstrated in Figure S38–39: Day 3 ventilatory vari-
ables were most significant in predicting TC1 and TC2, 
whereas TC3 was defined by PF ratio. In contrast, TC4 
was driven by day 3 hemodynamic and metabolic failure.

In a leakage-free auxiliary analysis at day 3 in MIMIC-
IV, day 3 P/F alone had AUC 0.55 for 14-day mortal-
ity and day 3 P/F plus day 3 SOFA had AUC 0.63. Day 
3 predicted trajectory probabilities alone achieved AUC 
0.74 (DeLong p < 0.001 versus baseline (Day 3 SOFA and 
P/F)), supporting that early trajectory assignment cap-
tures information beyond static severity (Table S9).

P/F trajectories in patients with ARDS
In the subset of MIMIC-IV labelled as ARDS or 
non-ARDS AHRF, among patients labelled as ARDS 
(n = 1041) versus non-ARDS AHRF (n = 930), the mean 
posterior probability of TC assignment was similar (0.81 
in ARDS vs 0.78 in non-ARDS AHRF). Observed TC-
specific P/F trajectories were also comparable between 
the two groups (Figure S40). ARDS patients were distrib-
uted across all four TCs (Figure S41). Within the ARDS 

cohort, 50% of ARDS patients were assigned to TC2 (Sta-
ble Persistence), compared with 33% of non-ARDS AHRF 
patients (Figure S42). Mortality was similar between 
ARDS and non-ARDS AHRF across TCs except in TC3 
(Biphasic Improvement-then-Deterioration), where mor-
tality was 10% in ARDS versus 26% in non-ARDS AHRF.

Prevalence of inflammatory subphenotypes across P/F 
AHRF trajectory classes
Using a clinical AI classifier [6], the prevalence of the 
hyperinflammatory subphenotype at onset of AHRF 
was 32% in MIMIC-IV, 28% in ICHT, and 31% in AUMC 
(Table  1). Across cohorts TC1 had the fewest patients 
classified as hyperinflammatory; (MIMIC-IV 19%, ICHT 
18%, AUMC 18%), whilst TC4 had the highest (ICHT 
53%, MIMIC-IV 46%, AUMC 41%) (Table 2, Table S5–6).

Discussion
Using a competing-risk latent class mixed model, we 
identified and validated four reproducible trajectory 
classes of persistent AHRF for the first 14  days after 
onset. These trajectory archetypes: Early Recovery, Stable 
Persistence, Biphasic Improvement-then-Deterioration, 
and Rapid Decline were replicated across geographi-
cally and temporally distinct populations capturing the 
dynamic evolution of respiratory failure often missed by 
static severity scores. Although derived solely from P/F 
ratios and competing outcomes, each class exhibited 
distinctive patterns of multiorgan dysfunction and dif-
ferences in the prevalence of previously described inflam-
matory subphenotypes. These trajectory classes are best 
understood as dynamic severity archetypes: reproduc-
ible patterns of oxygenation evolution and competing 
outcomes that encode the direction and shape of illness, 
rather than risk at a single time point. Importantly, class 
membership could be predicted within 3  days of AHRF 
onset using routinely collected data, adding prognostic 
information that a single day 3 P/F ratio does not cap-
ture. Within a population already selected for persistent 
hypoxaemia, a single severity measurement is a poor dis-
criminator of subsequent course (AUC 0.55 for 14-day 
mortality); trajectory prediction is demonstrably superior 
(AUC 0.74) because it captures the rate and direction of 
physiological change.

The potential clinical utility of these archetypes derives 
from their prognostic signal: they allow clinicians to 
anticipate the likely disease course rather than reacting 
solely to static severity. For example, early identification 
of a recovery trajectory (TC1) could support prompt 
evaluation for ventilator liberation. Conversely, a pre-
dicted biphasic trajectory (TC3) cautions against prema-
ture reassurance during initial oxygenation improvement; 
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awareness that deterioration typically follows around 
days 7–8 should prompt vigilance for secondary com-
plications rather than de-escalation. A predicted rapid 
decline (TC4) carries near-uniform 14-day mortality, 
providing early prognostic context for goals-of-care dis-
cussions or escalation planning, such as extracorporeal 
support referral. Importantly, this study does not estab-
lish whether specific interventions modify trajectory 
membership. The most immediate research application is 
as a day 3 stratification variable for clinical trials, where 
predicted trajectory may offer more relevant enrichment 
than static baseline severity because it predicts the course 
an intervention aims to modify [20].

These archetypes may also reduce heterogeneity when 
anchoring biological sampling to well-defined clini-
cal courses. Although data-driven subphenotyping has 
revealed clinically meaningful heterogeneity in other criti-
cal illness syndromes, including cross-sectional subphe-
notypes and temperature trajectories in sepsis [21–23], in 
respiratory failure the focus has remained predominantly 
on ARDS and cross-sectional early time points [1, 10, 24]. 
Prior AHRF work has largely used simplified longitudi-
nal definitions, such as a day 3 dichotomy of persistent 
versus resolving hypoxemia, with the persistent group 
demonstrating higher mortality and increased inflamma-
tory markers [11]. In contrast, our study examines persis-
tent AHRF at scale, includes external validation, accounts 
for informative dropout via ICU discharge and death, and 
links trajectory archetypes to established inflammatory 
subphenotypes. Our four-class model adds critical granu-
larity, identifying a biphasic group that initially resembles 
the recovery class but suffers late deterioration, and dis-
tinguishes stable persistence from rapid decline. Static 
assessment on Day 3 would misclassify these patients as 
‘resolving,’ potentially confounding trials aimed at early 
de-escalation or identifying patients at risk of late-stage 
complications.

A defining feature of these archetypes is their stability 
across heterogeneous cohorts. Across derivation and val-
idation cohorts, the study spanned different healthcare 
systems in the United States, the United Kingdom, and 
the Netherlands, distinct eras (2003–2024), and differing 
practice patterns in oxygenation targets and ventilator 
weaning. That the same four classes were reproducible 
with high assignment certainty across these settings sug-
gests they represent transportable clinical archetypes 
rather than artifacts of local care protocols.

While the underlying biological drivers of each trajec-
tory remain to be defined, the contrasts in other clinical 
biomarkers and inflammatory subphenotype prevalence 
suggest distinct pathological processes in each trajectory. 
We hypothesise that the Early Recovery trajectory reflects 
prompt resolution of the inciting lung injury. The Biphasic 

trajectory’s characteristic deterioration around days 7–8 
may reflect secondary insults, such as ventilator-induced 
lung injury or nosocomial infection, but this remains 
speculative and requires prospective microbiological and 
ventilator-management data. Additionally, while higher 
baseline driving pressure was associated with more severe 
trajectory classes, our observational design cannot deter-
mine whether this reflects baseline injury severity, a modi-
fiable contributor to ongoing lung damage, or both. The 
Rapid Decline archetype warrants scrutiny. While its true 
prevalence may be underrepresented due to our inherent 
exclusion of deaths before day 3, given its near-uniform 
mortality, we considered whether this trajectory primarily 
reflects early treatment limitations. Lacking uniform timing 
for withdrawal of life-sustaining therapy across cohorts, we 
assessed this indirectly via organ-support patterns. While 
most ICU deaths ultimately involve some degree of limi-
tation, several features argue against this archetype being 
solely a proxy for baseline frailty or early de-escalation. 
First, organ-support trajectories indicate that, on average, 
patients in this class received high ventilatory and vasoac-
tive support up to death. Second, compared with the cohort 
overall, these patients had similar Charlson comorbidity 
indices and only a modestly higher prevalence of metastatic 
cancer. Importantly, this group was consistently enriched 
for the hyperinflammatory subphenotype, suggesting that 
rapid decline could reflect severe systemic inflammation 
and refractory shock. Prior work indicates that mortality in 
hyperinflammatory subphenotypes is frequently driven by 
circulatory failure rather than respiratory failure alone [25]. 
Together, these observations suggest that Rapid Decline is 
unlikely to be explained solely by baseline frailty or early 
treatment limitation and may instead identify a subgroup 
with severe systemic inflammation and refractory multio-
rgan dysfunction.

Beyond their prognostic signal, these trajectory labels 
address a structural limitation of cross-sectional clas-
sification. By jointly modelling oxygenation trajectories 
with competing risks of ICU discharge and death, this 
approach reduces the informative dropout and survivor 
bias inherent to single time-point comparisons. These 
dynamic labels are designed to complement, not replace, 
cross-sectional subphenotypes (e.g., hyper- vs hypo-
inflammatory). While the latter robustly capture early 
inflammatory states, they do not encode temporal evolu-
tion [26]. Directly linking clinical courses to biology holds 
significant promise for identifying mechanistic underpin-
nings, a strategy that has already yielded early results in 
COVID-19 [27]. Further, patients meeting ARDS cri-
teria were distributed across all four trajectory classes, 
with ARDS and non-ARDS patients following compa-
rable oxygenation courses with similar assignment cer-
tainty. This substantial overlap suggests that longitudinal 
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oxygenation trajectories transcend traditional syndro-
mic definitions. Because a patient’s point-in-time ARDS 
status poorly predicts their longitudinal course, relying 
solely on the ARDS label for trial enrichment or prognos-
tication may be insufficient or even unhelpful. This find-
ing aligns with emerging consensus that broad syndromic 
labels can obscure clinically meaningful heterogene-
ity [28]. The similarity between ARDS and non-ARDS 
AHRF is also reinforced by the PHIND study, which pro-
spectively demonstrated that hyper- and hypoinflamma-
tory subphenotypes exist at similar prevalence in both 
groups [29]. Consequently, trajectory-based classifica-
tion may outperform traditional ARDS definitions for 
prognostic enrichment, allowing trials to capture patients 
with shared clinical trajectories who might otherwise be 
excluded or grouped by a single-point assessment.

Strengths of this study include the use of large, het-
erogeneous datasets across three countries, a modelling 
approach accounting for informative dropout, and a rig-
orously validated early-prediction framework. Limita-
tions include a retrospective design with unmeasured 
confounding (e.g., goals-of-care) and practice variability 
across settings. Despite heterogeneity in baseline P/F tra-
jectories between cohorts, the model maintained high 
certainty in class assignments, though site-specific recali-
bration may improve transportability. Our 72-h inclu-
sion criterion focuses the analysis on persistent AHRF 
and excludes patients who die or rapidly recover before 
day 2/3; these archetypes, therefore, do not capture the 
full early spectrum of respiratory failure, in which disease 
biology and therapeutic window may differ. A proportion 
of daily P/F values in the MIMIC-IV derivation cohort 
were imputed via SpO2/FiO2 conversion. However, in 
a sensitivity analysis excluding imputed P/F measure-
ments, class-assignment confidence was unchanged, and 
the trajectory classes were reproduced in both external 
validation cohorts where no imputed P/F values were 
used. A notable challenge is the lower prediction perfor-
mance observed for TC2 (Stable Persistence). Because its 
trajectory is flat, it lacks the distinct early signals neces-
sary for confident classification. Additionally, as the larg-
est cohort (42.4%), this group is heterogeneous and may 
act as a catch-all for smaller TCs that generate predictive 
noise. Given this inherent uncertainty, future enrichment 
strategies targeting TC2 may be more effective if they rely 
on continuous predicted probabilities rather than hard 
class assignments. Finally, this methodological approach 
cannot establish causality or show that trajectory-guided 
management changes outcomes; prospective, biologically 
enriched studies are needed.

In conclusion, we have defined four reproduc-
ible oxygenation archetypes in persistent AHRF that 
capture heterogeneity in disease course, multiorgan 

dysfunction, and outcome. Importantly, these can be 
forecast by day 3 with the potential to inform prog-
nostication and trial enrichment. Prospective stud-
ies should now test whether using these archetypes to 
guide biological sampling enhances mechanistic dis-
covery, and whether trajectory-targeted treatments 
ultimately improve patient outcome.
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