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ABSTRACT
In this work we present Reward-All Nakamoto-Consensus (RANC),
a Proof-of-Work cryptocurrency that resiliently rewards each miner
with a number of coins that is directly proportional to its individual
mining power, rather than to its relative share of the entire net-
work’s mining power as done in Bitcoin. Under this approach, the
security of mining in RANC achieves near-perfect incentive com-
patibility, and near-zero censorship susceptibility, for adversarial
mining shares up to 45%, but at the cost of regression in subversion-
gain resilience. Moreover, mining rewards in RANC exhibit signif-
icantly lower variance for non-majority miners compared to NC,
enabling dependable reward stability. Consequently, depending on
the network transaction-fees, RANC improves miner’s waiting time
for rewards, and incentivizes forming mining pools smaller than re-
quired in Bitcoin for equal reward stability. A detailed specification
of RANC is presented, along with an evaluation of the practicality
and efficiency achieved by our prototype RANC implementation.
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1 INTRODUCTION
Bitcoin [14] is by far the world’s leading cryptocurrency in user 
adoption and market-cap. At its core lies Nakamoto Consensus (NC),
an elegant consensus algorithm based on Proof-of-Work (PoW) 
and a cryptographically authenticated data-structure. NC incen-
tivizes network participants, called miners, to take part in a periodic 
leader-election process. Miners are incentivized to invest their com-
putational resources in the process through rewards in the form of 
cryptocurrency units, or coins, issued to the elected leaders.

In each leader-election round, the first miner to find a satisfac-
tory PoW is considered as the elected leader, and can publish a
sequence of transactions, in the form of a block, for the entire net-
work to execute and confirm. To be considered valid, this block
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must build upon all previously published valid blocks, forming an
authenticated append-only ledger, referred to as a Blockchain.

Remarkably, taking on the role of a miner, and abandoning it
when needed, is done in a permissionless peer-to-peer fashion. Once
connected to any peer in the network, and synchronized with the
latest block, any new miner can begin to propose blocks through
solving PoW puzzles, and can cease to do so arbitrarily, in both
cases without the need to notify other miners in the network.

Despite its permissionless design, NC effectively prevents Sybil
attackers from overcrowding the leader-election process through
tying participation in Consensus to solving computationally expen-
sive PoW puzzles. In such a setting, a miner’s probability of winning
the leader election process is capped by how many attempts at solv-
ing the PoW puzzle the miner can perform per election round. This
induces a fair lottery each round, where the probability of winning
is proportional to the relative share of investment. However, for
a miner with relatively small resources, the expected number of
rounds it would lose before winning may very well exceed the
lifetime of the human who owns the miner.

This matter becomes problematic mainly because only a round’s
elected leader can successfully publish a block and receive a reward,
while all other participants receive nothing for that round. Con-
sequently, coalitions of miners, called mining pools, have formed
to alleviate the difficulties of independent mining with relatively
small resources [18]. Miners who take part in such pools receive a
share of the rewards won by the entire pool, with this share being
proportional to the miner’s share of the pool’s mining power. The
upside to joining such pools is a more continuous reward stream.

Furthermore, the number of coins issued to the winning leader
in a round is not adapted to the total amount of mining power
invested by the network towards mining at the time. This means
that for a miner to receive a non-decreasing expected return on
investment in cryptocurrency units, it must grow its computational
resources by at least as much as the entire network is growing, or
risk being gradually phased out and receiving a smaller return in
coins over time [12]. Additionally, in Bitcoin, the number of coins
issued as a reward for mining a block is split in half every 210, 000
blocks, making smaller mining rewards inevitable, and artificial
scarcity of coins imminent.

Lastly, despite NC’s effectiveness, so-called stale blocks [22] can
occur, as a result of temporary disagreements in the network on
the state of the ledger. In such cases, more than one miner each
finds a satisfactory solution to the PoW puzzle of the current leader
election round within a short amount of time, which results in
several valid proposals for the latest block. Ultimately, NC allows
all miners to reach consensus on which block to adopt, causing the
other blocks proposed at that round to be discarded, and ultimately
become stale [9]. However, the miners of such stale blocks, and any
blocks created on top of them, lose the rewards they would have
otherwise been issued, making the process slightly undependable.
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Adversarial miners, collectively [7, 11] or independently, may
even abuse stale blocks to increase their relative rewards per block,
harm the revenue of honest miners, or double-spend coins [13, 15,
19, 25], which threatens the security of the mining reward process.

Contributions.

• We propose Reward-All Nakamoto-Consensus (RANC), a
novel variant of NCwhere miners that are not elected leaders
receive dependable rewards, a miner’s rewards adapt to its
individual PoW solving throughput, and stale blocks do not
rescind all rewards associated with them from their miners.
• We present a security analysis of mining in RANC, in which
we model mining as a Markov-Decision-Process (MDP) with
the different adversarial proof-of-work mining objectives
presented in the framework of Zhang et al. [25], demonstrat-
ing improved mining reward security.
• We analyze the soundness and completeness of the reward
system of RANC, and furthermore derive the variance of
mining rewards.
• We evaluate our Python implementation of RANC, which
utilizes a minimal set of cryptographic primitives, and quan-
tify the costs and waiting times associated with spending
mining rewards in our system.

To the best of our knowledge, RANC is the first scheme to im-
plement a non-competitive mining reward policy that rewards all
mining attempts and enables unrestricted coin supply growth.

Structure. This paper is organized as follows: We first review
the background and related work in Section 2. Then we present
the details of RANC in Section 3, followed by an analysis of the
security and variance of mining rewards in RANC. Subsequently,
in Section 5, we evaluate the practicality of our implementation of
RANC, quantifying several costs of usage. Lastly, we conclude the
paper in Section 6.

2 BACKGROUND & RELATED WORK
In FruitChains [17], Pass and Shi quantify reward distribution fair-
ness and use weak mining targets, named Fruits, to reward min-
ers with coins if the fruits are included in a block on time. Their
work reduces the discrepancy between the variability of rewards
of large miners and of smaller miners. Szalachowski et al. propose
StrongChain [20], which uses weak mining targets to increase the
weight of a chain and distribute block rewards amongstmoreminers
by permitting the inclusion of headers of "weak" blocks in "strong"
blocks. This approach improves resilience against selfish-mining
attacks, and also reduces reward variance. Bissias and Levine gen-
eralize the mining target to be the average of the targets met by
several miners in Bobtail [1], lowering the variance of inter-block
arrival times and rewards, and also improving resilience against
selfish-mining attacks. While effective in many ways, the afore-
mentioned works still distribute rewards in a lottery-like fashion,
where only a limited number of miners may win rewards per block.
Alternatively, Dong and Boutaba propose publishing a challenge
on a decentralized ledger and computing a Proof-of-Sequential-
Work [16] (PoSeq) on that challenge to mint a new coin within a
limited time-span in Elasticoin [5]. However, their design assumes
that the decentralized ledger has sufficient bandwidth to confirm all
PoSeqs within the allotted time before they expire. In Melmint [6],

Dong and Boutaba utilize Elasticoin minting to peg a cryptocur-
rency to the value of "one day of sequential computation on an
up-to-date processor" and adjust its circulating supply depending
on demand for it. To stabilize the currency’s value, a limited-time
auction is operated on a decentralized ledger, which still may not
have sufficient bandwidth to enable full network participation in a
timely manner.

Garay et al. [9] analyze the basis of the Bitcoin protocol. They
isolate what they term as the Bitcoin backbone protocol, and demon-
strate that it is able to maintain two central properties under an
honest majority of miners and relatively fast block propagation.
The first property is Persistence, which states that, with overwhelm-
ing probability, a confirmed transaction will become permanently
adopted by all honest miners after some number of blocks have
been added to the chain after its confirmation. The second property
is Liveness, which states that transactions by honest miners will
eventually be confirmed by the network. Their work intention-
ally focuses on the block creation and propagation process, and
excludes an analysis of the rationality of honest miner behavior.
Dembo et al. [4] later present a general analysis of longest-chain
protocols which yields tighter security bounds in slower block
propagation settings. Both works, and similar incentive-agnostic
analyses of NC, apply directly to RANC. On the other hand, Zhang
et al. [25] propose four metrics as the foundation of a quantitative
framework for evaluating how different PoW consensus protocols
perform under adversarial mining strategies. The first metric is
chain quality, which quantifies the share of blocks an adversary
could expect to publish based on how much hashing power the
adversary controls. The second metric is incentive compatibility,
which quantifies the share of rewards received by an adversary
based on its hashing power. The third metric is subversion gain,
which quantifies the additional profit an adversary could earn by
performing double-spending attacks. The last metric is censorship
susceptibility, which quantifies howmuch reward-loss an adversary
could inflict on honest miners based on its share of the hashing
power. These metrics were focused on and evaluated by several
studies [8, 10, 15, 19, 24, 26]. We utilize these four metrics to analyze
the performance of Reward-All NC compared to NC in Section 4.1.

3 MINING, SMELTING, & MINTING IN RANC
3.1 Mining
Similar to mining in NC, miners in Reward-All NC collect transac-
tions into blocks, and proceed to solve PoW puzzles derived from
the headers of these blocks to win the right to append their blocks
onto the blockchain by following the steps in Algorithm 1.

Namely, miners repeatedly compute the hashing function𝐻 over
block headers, each time with a different nonce, until they reach a
hashing output which when interpreted as an integer value falls
below the block target 𝑇𝑏 . More precisely, each miner attempts to
find a header, that when hashed, results in a value 𝐻 (header) < 𝑇𝑏 .
The expected number of search attempts required to find a header
that meets the block target is defined as 𝐷𝑏 = 𝑇𝑀𝐴𝑋 /𝑇𝑏 , where
𝑇𝑀𝐴𝑋 is maximum (easiest) target value, which is dictated by the
maximum value that the employed hashing function can output.

Once such a header is found, it is published by the miner, along
with its corresponding block, and appended to the blockchain by
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the network. Just as in NC, the block target 𝑇𝑏 must be adjusted to
keep the block production rate stable. Similarly, when presented
with two conflicting blockchains, a miner is prescribed to follow
the chain with the most accumulated PoW.

Notably, the parent block hash from NC is replaced in RANC
by two hashes: (i) the 𝐾 th ancestor block hash, and (ii) the hash of
the preceding 𝐾 − 1 blocks, referred to as the lineage hash. Using
these two additional fields, mining in RANC authenticates the last
𝐾-long suffix of blocks, which includes the latest block being mined,
with respect to the block immediately preceding that suffix. 𝐾 is
assumed to be fixed to an initial positive integer value.

Miner Addr Miner Addr Miner Addr

𝐻 (𝐵𝑁−2𝐾 ) 𝐻 (𝐵𝑁−𝐾−1) 𝐻 (𝐵𝑁−𝐾 )

𝐻 (lineage𝑁−𝐾 ) 𝐻 (lineage𝑁−1) 𝐻 (lineage𝑁 )

Nonce Nonce Nonce

Seq # Seq # Seq #

Ref # Ref # Ref #

𝐵𝑁−𝐾 𝐵𝑁−1 𝐵𝑁

𝐾 − 2

Figure 1: Illustrated RANC block headers. For 𝐾 = 1, this
structure would collapse to a regular blockchain, where
each block contains a hash of its immediate parent, and
lineage𝑁 = 𝜙 for all 𝑁 . For 𝐾 > 1, lineage𝑁 =

𝐵𝑁−𝐾+1 | |...| |𝐵𝑁−1, the 𝐾 − 1 blocks preceding block 𝐵𝑁 , and
the ancestor block hash would refer to 𝐵𝑁−𝐾 , the block di-
rectly preceding the lineage.

Unlike in NC, the miner who wins the right to propose the next
block does not receive a special block reward for doing so. Only all
the transaction fees paid in that block are credited to the block’s
miner. We retain this fee mechanism to effectively motivate block
publication and further motivate mining on the latest block.

To receive payment for its mining efforts, a miner must choose its
own minting target 𝑇𝑚 value, adapted to its own hashing through-
put, prior to commencing with mining in RANC. This value deter-
mines the threshold past which the miner retains one of its own
PoWs to spend a reward later on. Consequently, upon finding a
header such that 𝐻 (header) < 𝑇𝑚 , the miner should store it. Sim-
ilarly, the expected number of search attempts required to find a
header that meets the minting target is defined as 𝐷𝑚 = 𝑇𝑀𝐴𝑋 /𝑇𝑚 .

While not shown in Figure 1, the minting target is part of the
header, which binds the miner to the minting target it chooses
before mining. Once the miner finds it necessary to spend its mining
rewards, it follows the steps described in Section 3.2.

Remarkably, in RANC, miners search for acceptable headers by
modifying two fields in addition to the nonce. First, miners set the
reference block number such that headers that meet the minting

Algorithm 1: RANC mining.
1 function mine(𝐵)

/* retrieve next seq and ref block numbers */

2 (𝑁seq, 𝑁ref) ← nextSeqRefPair();
/* iterate through nonce until target met */

3 for nonce ∈ {0, 1, 2, ...} do
4 header← createHeader(𝑁seq, 𝑁𝑟𝑒 𝑓 , nonce, 𝐵);
5 ℎ ← 𝐻 (header);
6 if ℎ < 𝑇𝑏 then

/* store header for minting */

7 storeMintingTargetHeader(header);
/* return header which qualifies block

for publication */

8 return header;
9 else if ℎ < 𝑇𝑚 then
10 storeMintingTargetHeader(header);

/* continue mining */

11 return mine(𝐵);
12 function nextSeqRefPair()

/* return first unused (seq,ref) pair */

13 for 𝑁seq ∈ {0, 1, 2, ...} do
14 𝑁ref ← highestRefNumAtSeq(𝑁seq);
15 if 𝑁ref < mainChainLength then
16 return (𝑁seq, 𝑁ref);
17 function assertBlockIsValid(𝐵𝑁 )
18 assert(𝐻 (𝐵𝑁 .header) < 𝑇𝑏 );
19 assert(𝐵𝑁 .header.ancestorHash == 𝐻 (𝐵𝑁−𝐾 ));
20 assert(validTransactions(𝐵𝑁 ));

target are uniformly distributed over the sequence of referenced
blocks. Second, miners utilize the sequence number field, such that:

(1) No two headers which meet the minting target and use the
same referenced block number share sequence numbers.

(2) The smallest non-negative available sequence number is
always used first for new headers.

Under these constraints, miners accumulate minting target headers,
each of which will be considered equal to a number of reward coins
proportional to the header’s minting difficulty 𝐷𝑚 . Miners then
use the headers to prove the amount of work that they have per-
formed, as described in Section 3.2, in order to spend their rewards.
Lastly, each miner should set a minting target that it can expect to
dependably meet at least once per block arrival.

3.2 Smelting
To spend the rewards they have received for their attempts to
extend the main blockchain, miners collect headers that meet their
prescribed minting target 𝑇𝑚 and later use them to securely prove
that they have been mining consistently.

The proof is mainly comprised of a random sample of these
headers, along with some metadata that describes how the headers
are constructed. Larger sample sizes and larger values of𝐷𝑚 lead to
more coins being rewarded to the miner, as described in Section 3.3.
We call this proving process smelting.
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Algorithm 2: RANC smelting.
1 function smelt(Ref, Seq, 𝑃 )
2 headers← [];
3 for 𝑏 ∈ {Ref.start, Ref.start + 1, ..., Ref.end} do
4 for 𝑠 ∈ {Seq.start, Seq.start + 1, ..., Seq.end} do
5 header← fetchStoredMintingHeader(𝑏, 𝑠);
6 headers.append(header);
7 tree← createMerkleCommitmentTree(ℎ𝑒𝑎𝑑𝑒𝑟𝑠);
8 proofs← [];
9 for 𝑖 ∈ {0, 1, ..., 𝑃} do
10 samplePosition← 𝐻 (𝑖 | |tree.root) mod |headers|;
11 merkleProof← tree.inclusionProof(𝑠𝑎𝑚𝑝𝑙𝑒𝑃𝑜𝑠𝑖𝑡𝑖𝑜𝑛);
12 proofs.append(merkleProof);
13 return (tree.root, proofs);

For a miner to smelt, it must first gather a uniformly distributed
set of headers that meet the minting target, referred to as eligible
headers, from its storage. This uniform distribution of headers must
be with respect to the continuous series of the𝑀 reference block
numbers selected by theminer for smelting. Theminermust achieve
this uniformity by selecting a continuous series of 𝑁 sequence
numbers, such that it knows𝑀 eligible headers for each sequence
number, and each of these𝑀 headers must correspond to exactly
one number in the selected reference block number series.

This results in 𝑁 × 𝑀 unique block headers being selected to
smelt. No sequence number previously included in a published
proof may be selected as to avoid reward duplication, i.e. rewarding
a miner twice for a single eligible header.

Furthermore, no ancestors referenced in any header selected for
smelting can be stale. This entails that if a block re-organization
replaces a suffix that is longer than 𝐾 blocks, then all stored eligible
headers which point to ancestors affected by the re-organization
must not be selected. Under such rules, all RANC miners are penal-
ized when blocks older than the 𝐾-long suffix of the blockchain are
replaced, while the proposers of the 𝐾-long suffix blocks are addi-
tionally penalized with the loss of their transaction fee earnings.

Moreover, miners should opt to select a series of reference block
numbers to smelt that ends with a block number that is as recent
as possible. This is motivated by the fact that proofs which use
reference block number series that end with blocks older than the
most recent block prior to proof confirmation are penalized. This
penalty grows with respect to how old the most recent reference
block in the series is, and with respect to how many sequence
numbers are used in smelting.

More specifically, if a miner’s proof is included in block 𝑖 while
the proof contains block 𝑗 as the last used reference block, where
𝑗 < 𝑖 , then a penalty of 𝜌 × (𝑖 − 𝑗 − 1) × 𝑁 coins is applied to
the amount rewarded from the proof’s publication, where 𝜌 is a
preset constant in the system. While 𝜌 = 1 is sufficient to place
a disincentive against failing to mine on the latest block, higher
values can be used to further constrain spending mining rewards.

Consequently, this motivates miners to continue mining, repeat
smelting, and update the transaction that publishes their proof,
until their proof publication transaction is confirmed. This requires

transactions in a RANC blockchain to support extended transaction
expiration criteria, such that a miner can require its proof publica-
tion transaction to either be confirmed in child block of a certain
parent, or not be valid at all, as to avoid unintended penalties.

Finally, following Algorithm 2, the miner first creates a Merkle-
tree commitment of the 𝑁 ×𝑀 headers selected for smelting. Then,
using the root of this tree, the miner derives a deterministic pseudo-
random sequence of header samples from the selected headers.
Subsequently, for each sampled header, the miner creates a Merkle-
tree inclusion proof for that header with respect to the created
Merkle-tree commitment. The intervals denoting the series of refer-
ence block numbers and sequence numbers, the minting target 𝑇𝑚 ,
the Merkle-tree commitment root, along with the inclusion proofs
and the headers they lead to, are then published as a transaction.

Smelting in RANC creates a computationally-sound statistical
sampling proof (argument) with minimal cryptographic assump-
tions. Aside from the simple implementation advantages this ap-
proach offers, the cost of smelting using this approach in practice
is negligible in comparison to the cost of mining.

While this approach prevents smelting from disrupting mining
power, one downside is that proof sizes can be quite significant.
For example, the number of samples required to receive 99% of the
coins owed in exchange for the headers presented is 8, 828. However,
membership proofs do not have to be revealed in one shot, but can
be incrementally revealed across multiple transactions, such that
only the verified fractions of the mining rewards become spendable,
as will be described in Section 3.3.

Moreover, a prover may successfully smelt using headers which
do not meet the minting target in the commitment. However, the
probability that the prover succeeds in doing so decreases as the
proportion of invalid headers used increases, and as the fraction
of validity the miner is trying to prove increases. This aspect is
elaborated upon in Section 3.3.

3.3 Minting
Once a miner has smelted a proof, it must first publish the infor-
mation that describes and commits to its collection of headers.
Specifically, the miner must publish a transaction which contains
the minting target 𝑇𝑚 used, the reference block number range, the
sequence block number range, and the Merkle-tree commitment
root. Once this transaction is published, any penalty to be deducted
from the coins spendable is applied, and the maximum number of
coins that can be rewarded is derived.

At this stage, no reward is yet issued, but the risk of being fur-
ther penalized for the publication of data related to this proof is
removed. However, for this storage step to complete successfully,
and for the transaction to be accepted, the sequence number series
information is compared with that of the last previously saved en-
try if it exists. If the last used sequence number, if any, is not less
than the first sequence number used in the submitted proof, the
proof is immediately rejected. Past this point, the verifier can begin
accepting header samples, along with their Merkle-tree inclusion
proofs, for verification and incremental coin issuance.

The pseudo-random sequence of headers to be sampled is deter-
ministically recomputed as done by the prover using the submitted
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commitment tree root. The samples must be published, and verified,
in that exact sequence, across one or more transactions.

Algorithm 3: RANC minting.
1 function mint(𝐵𝑁 ,miner,𝑇𝑚, Ref, Seq, 𝑠, treeRoot, proofs, _)
2 𝑀 ← Ref.end − Ref.start + 1;
3 𝑁 ← Seq.end − Seq.start + 1;
4 for 𝑖 ∈ {𝑠, 𝑠 + 1, ..., 𝑠 + |proofs|} do
5 ℎ𝑖 ← proofs[𝑖] .ℎ𝑖 ;
6 assert(ℎ𝑖 .miner == miner);
7 assert(ℎ𝑖 .𝑇𝑚 == 𝑇𝑚);
8 assert(blockInChain(ℎ𝑖 .ancestor));
9 position← 𝐻 (𝑖 | |treeRoot) mod 𝑁 ×𝑀 ;

10 SeqNum← position mod 𝑁 ;
11 RefNum← ⌊ position

𝑁
⌋;

12 assert(ℎ𝑖 .ref == RefNum and ℎ𝑖 .seq == SeqNum);
13 assert(merkleRoot(position, proofs) == treeRoot);
14 assert(𝐻 (ℎ𝑖 ) ≤ 𝑇𝑚);
15 assert(ℎ𝑖 .ancestor.num + 𝐾 ≥ RefNum);
16 𝑡 ← 𝑠 + |proofs|;
17 \ ←

𝑡√
2−_ ;

18 return \ × 𝑁 ×𝑀 × 𝐷𝑚 ;

The verifier deterministically computes the expected sequence
number and reference block number for each sample. This is done
only using the sample’s position in the proof, and the stored se-
quence number series and reference block number series informa-
tion for the proof. This entails that all headers are expected to be
unique, such that reuse of duplicate headers in smelting would lead
to proof rejection. Consequently, these two pieces of information
are omitted from the Merkle-inclusion proofs.

Furthermore, for each header sample, the verifier asserts that
the identity of the miner of the header is the same as the prover,
and the same minting target is used. This is necessary to prevent
different miners from laying claim to the same set of headers, or
picking a more favorable minting target after the fact.

Lastly, for each header sample, the ancestor hash is verified to
refer to a block 𝐵𝑁 , such that 𝑁 + 𝐾 is greater than or equal to
the reference-block number of the header, and 𝐵𝑁 is part of the
blockchain the proof transaction was included in. This is done to
enforce the penalty associated with block reorganizations deeper
than 𝐾 blocks mentioned in Section 3.2.

As the verifier validates more header samples according to the
generated sequence, it allows the prover to spend more of its reward
coins. This incremental approach allows the prover to divide the
publication of its proof across multiple transactions, while not per-
mitting the prover to spend more coins than the verifier is confident
that the prover has earned.

More specifically, let Λ be a predefined security parameter in the
system, let 𝑠 be the number of header samples successfully validated
so far, and let𝑊 = 𝑁 ×𝑀 ×𝐷𝑚 be the expected number of mining
attempts claimed by the prover. We denote by \ the fraction of
the 𝑁 ×𝑀 headers that the verifier is confident are correct with
overwhelming probability.

The probability 𝑃 (𝑠, \ ) of drawing 𝑠 random valid header sam-
ples from a collection with a fraction of validity \ is expressed in
Equation 1.

𝑃 (𝑠, \ ) = \𝑠 (1)
Given that the verifier has so far validated the first 𝑠 random headers
from the pseudo-random sequence of samples, the verifier calculates
the maximum value of \ such that Inequality 2 holds true.

𝑃 (𝑠, \ ) ≤ 2−Λ (2)
Finally, the verifier only allows up to \ ×𝑊 coins to be spent by
the miner, and as the miner reveals more samples, this allowance is
increased appropriately.

In Figure 3a we plot the minimum number of samples 𝑠 required
for each value of \ . Notably, 𝑠 and \ are independent of𝑊 . How-
ever, when smelting proofs that claim values of \ ×𝑊 >> 2Λ, the
expected amount of computations required for successful smelting
using invalid data is on the order of 2Λ. Consequently, we only
consider values of Λ, such as Λ = 128, which result in a number of
computations 2Λ that is infeasible to perform in practice.

Alternatively, and without smelting, the full header collection
can be submitted for full validation without any statistical sampling.
In this case, the verifier runs all of the validations in Algorithm 3 on
the full set of 𝑁 ×𝑀 headers submitted. We discuss the feasibility
and appropriateness of doing so in Section 5.

4 ANALYSIS
4.1 Block Withholding Attack Resistance
In this Section, we utilize the framework [25] proposed by Zhang
et al. to quantify the resistance of RANC against optimal block
withholding attacks. We create four different Markov-Decision-
Process models for mining in RANC, such that solving each model
yields an optimal policy for satisfying a certain adversarial objective
in the system. In each case, we compare the performance of RANC
with only that of Bitcoin, i.e. NC. 1

In our analysis, we assume that a single adversary with a fraction
𝛼 ∈ [0, 12 ) of the computational resources available in the network
attempts to construct a single secret fork of the honest miner’s
public chain. Dembo et al. [4] prove that such an attack is the worst
case scenario for NC. At the end of every time step in our model, a
block is mined with probability 𝛼 by the adversary, and 1−𝛼 by the
honest miners. Once a block is mined, even if by an honest miner,
the adversary immediately learns of its existence. Furthermore,
a fraction 𝛾 ∈ [0, 1] of the honest network favors mining on the
adversary’s chain when presented with two chains of equal lengths.

Remarkably, as in similar analyses of NC, the expected time
between block arrivals, _, plays no role in our analysis of RANC.
Despite the fact that the amount of time a Reward-All NC miner
spends mining a block of a certain height determines how many
headers eligible for minting it would find, the expected such number
of headers over the long run is equal to 𝑛 =

𝑇𝑚
𝑇𝑏

per block arrival.
Consequently, the fraction of the total coins earned by the network
which is earned by the miner on average is equal to 𝑛×𝐷𝑚

𝐷𝑏
, which is

the miner’s share of the hashing power 𝛼 . Furthermore, our analysis
1Zhang et al. assess the performance of other blockchains in their work [25]. However,
their results cannot be used to infer an like-for-like comparison with our RANC results
as the cutoffs of the block races they model cannot yield significant results for RANC.

240



SAC ’22, April 25–29, 2022, Virtual Event, Rami Khalil and Naranker Dulay

Initial State × Action Next State Probability 𝑅𝐼 𝑅𝑆 𝑅𝐶

(𝑎, ℎ, 𝑓 , 𝑡𝑎, 𝑡ℎ, 𝑡𝑚) × adopt
(1, 0, i, 0, 0, 0) 𝛼

𝛼 𝛼 0(0, 1, i, 0, 0, 0) 1 − 𝛼

(𝑎, ℎ, 𝑓 , 𝑡𝑎, 𝑡ℎ, 𝑡𝑚) × override
(𝑎 − ℎ, 0, i, 𝜔𝐾 (0, 𝑎 − ℎ − 1), 0, 0) 𝛼

𝛼 𝛼 ×𝜓𝐾 (𝑡𝑎, 𝑎 − ℎ − 1) +𝑉ds (ℎ, 𝜎) (1 − 𝛼) × (𝑡ℎ + (1 − 𝛾) × 𝑡𝑚)(𝑎 − ℎ − 1, 1, r, 𝜔𝐾 (0, 𝑎 − ℎ − 1), 0, 0) 1 − 𝛼
(𝑎, ℎ, i, 𝑡𝑎, 𝑡ℎ, 𝑡𝑚) × wait
(𝑎, ℎ, r, 𝑡𝑎, 𝑡ℎ, 𝑡𝑚) × wait

(𝑎 + 1, ℎ, i, 𝜔𝐾 (𝑡𝑎, 𝑎), 𝜔𝐾 (𝑡ℎ, 𝑎), 𝑡𝑚) 𝛼
𝛼 𝛼 ×𝜓𝐾 (0, 𝑎) 0(𝑎, ℎ + 1, r, 𝜔𝐾 (𝑡𝑎, 𝑎), 𝜔𝐾 (𝑡ℎ, 𝑎), 𝑡𝑚) 1 − 𝛼

(𝑎, ℎ, a, 𝑡𝑎, 𝑡ℎ, 𝑡𝑚) × wait
(𝑎, ℎ, r, 𝑡𝑎, 𝑡ℎ, 𝑡𝑚) ×match

(𝑎 + 1, ℎ, a, 𝜔𝐾 (𝑡𝑎, 𝑎), 𝑡ℎ, 𝜔𝐾 (𝑡𝑚, ℎ)) 𝛼

𝛼
𝛼 ×𝜓𝐾 (0, 𝑎) 0(𝑎, ℎ + 1, r, 𝜔𝐾 (𝑡𝑎, 𝑎), 𝑡ℎ, 𝜔𝐾 (𝑡𝑚, ℎ)) (1 − 𝛼) × (1 − 𝛾)

(𝑎 − ℎ, 1, r, 𝜔𝐾 (0, 𝑎 − ℎ), 𝑡ℎ, 𝜔𝐾 (𝑡𝑚, ℎ)) (1 − 𝛼) × 𝛾 𝛼 ×𝜓𝐾 (𝑡𝑎, 𝑎 − ℎ) +𝑉ds (ℎ, 𝜎) (1 − 𝛼) × (𝑡ℎ + (1 − 𝛾) × 𝜔𝐾 (𝑡𝑚, ℎ))

Table 1: MDP transitions and rewards. Each row in the first column contains a set of state-action pairs. The second column
contains the set of possible outcomes of all of the state-action pairs of the same row. The third column contains the probability
of each outcome being reached. The last three columns contain the rewards of following some state-action pair. We define
𝜔𝐾 (𝑢, 𝑣) = (if 𝑣 ≥ 𝐾 then 𝑢+1 else 𝑢), and𝜓𝐾 (𝑢, 𝑣) = (if 𝑣 < 𝐾 then 𝑢+1 else 𝑢).𝑅𝐼 rewards are Incentive Compatibility rewards, and
stand for the relative number of coins the adversary receives formining.𝑅𝑆 rewards are SubversionGain rewards, and stand for
the total number of adversary coins confirmed by the honest network, including mining rewards and double-spending profit.
𝜎 block confirmations are required by recipients for transaction finality.𝑉ds (ℎ, 𝜎) denotes adversarial double-spending profits
from replacing ℎ honest blocks. 𝑅𝐶 rewards are Censorship Susceptibility rewards, and stand for share of mining rewards the
adversary can cause the honest network to lose.

only considers valid unminted coins as rewards, and is carried out
without consideration of the effects of the proving system employed,
or its soundness and completeness as analyzed in Section 4.3

State Space. At any given time step, the current state of the
mining process is represented by the following variables:

(1) 𝑎 ∈ N: The length of the secret chain mined by the adversary.
(2) ℎ ∈ N: The length of the public honest miners’ chain.
(3) 𝑓 ∈ {active, relevant, irrelevant}: The susceptibility of the

public chain to a tie-breaking fork race.
• active: tie-breaking rules are actively being used by honest
miners to reach consensus.
• relevant: latest honest block is not yet propagated, and
tie-breaking rules are relevant.
• irrelevant: honest miners agree on the latest honest block,
and tie-breaking rules are not relevant.

(4) 𝑡a ∈ N: The number of time steps the adversary has spent
mining on its secret chain while 𝑎 ≥ 𝐾 .

(5) 𝑡h ∈ N: The number of time steps the honest network has
spent mining on the public chain while ℎ ≥ 𝐾 .

(6) 𝑡m ∈ N: The number of time steps during an active tie the
𝛾-fraction of the honest network has spent mining on the
adversary’s ℎ-long prefix while ℎ ≥ 𝐾 .

The first three variables model the mining race between the adver-
sary and the honest network, while the last three variables are used
for reward calculation.

We pessimistically allocate all of the mining time the adver-
sary spends mining while 𝑎 ≥ 𝐾 to be towards producing one
block. In one instance, we choose that block to be block number
𝐾 + 1, and represent this time using the variable 𝑡𝑎 . In another
instance, we choose that block to be block number 𝐾 , and forgo
the need for the variable 𝑡𝑎 . These optimizations allow us to solve
polynomially-sized state spaces for a more powerful adversary.
Over-rewarding the adversary this way allows us to calculate pes-
simistic upper-bounds on how much of an advantage an optimal

adversary could gain. Nonetheless, as 𝐾 increases, the effect of this
overpayment decreases, and the positive differences between our
calculated upper-bounds and the true maximum values decrease.

In all cases, the variables 𝑡ℎ and 𝑡𝑚 are sufficient to calculate
the rewards attained by the honest miners without the need for
a bit vector representation. This is because, as we present in Sec-
tion 4.1, there are no state transitions in our models which cause a
prefix shorter than ℎ of the honest miner’s chain to be confirmed,
or removed, and only the entire public chain of length ℎ may be
accepted or replaced by the adversary.

Action Space. After learning of a block’s discovery, at the be-
ginning of the next time step, the adversary can instantaneously
take one of the NC actions below:

(1) Adopt: The adversary discards its current secret chain, and
starts building a new secret chain based on the latest block
found by honest miners.

(2) Override: The adversary publishes the first ℎ + 1 blocks from
its secret chain, which leads all the honest miners to abandon
theℎ blocks they havemined so far in favor of the (ℎ+1)-long
prefix of blocks released by the adversary.

(3) Wait: The adversary keeps mining and waits for another
block to arrive.

(4) Match: The adversary publishes the first ℎ blocks from its
secret chain, leading the 𝛾-fraction of the honest miners
to mine atop them, while the remaining miners continue
mining on the ℎ honest blocks constructed so far. If at the
end of the current time step a block is discovered by the
𝛾-fraction, the remaining miners abandon their ℎ blocks and
mine along the 𝛾-fraction. This action is only possible when
the last discovered block was mined by the honest network.

These same four actions are the same as those found in models of
NC. This is because RANC follows the same block proposal process
as NC, and only utilizes a different reward calculation mechanism.
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Figure 2: Block-withholding attack resilience metric plots with differences between RANC and NC.

Similar to MDP designs for NC, we also enforce a cutoff 𝐶 which
restricts the maximum lengths of the chains we examine. Because
of this, the adversary’s ability to wait or match when either 𝑎 = 𝐶

or ℎ = 𝐶 is revoked, such that the adversary may only adopt or, if
possible, override. While this cutoff reduces our MDP from infinite
to finite, we instantiate it with a sizeable value such that the results
we obtain are within acceptable bounds of the true values. Despite
the extra dimensions our MDP has, relative to the MDPs designed
for NC, we are able to explore races that are longer than those
explored in work related to NC. This is because we implement and
analyze our MDPs using the C++ API of the Storm Probabilistic
Model Checker [3], which utilizes many optimizations.

In Table 1 we present the combined state-action transition and
reward matrices for only three out of the four different reward
functions, as the chain quality MDP is identical to that of NC [19].

Incentive Compatibility. Despite the adversary’s ability to
replace honest blocks in RANC, the fact that miners of forks of depth
at most 𝐾 are rewarded in NC reduces the relative profitability of
selfish-mining. To quantify the incentive compatibility of RANC, we
adapt the approach of Zur et al. in [26] to construct an MDP which
models the mining process while accounting for the time spent
mining as described in Section 4.1. We permit forks of length up to
𝐾 = 140 to be rewarded, while modeling chains of maximum length
𝐶 = 256 at an expected process termination horizon of 𝐻 = 106
confirmed reward coins. The adversary’s goal in this model is to
maximize its 𝑅𝐼 rewards before 𝐻 reward coins on average are
confirmed. In Figure 2a we plot the results of our analysis of the
loss in incentive compatibility for NC and RANCwith respect to the
relative mining power of an optimal adversary which maximizes
its relative share of mining rewards. This is because a miner’s
relative share of the mining rewards in NC correspond directly in
the model to the miner’s relative share of the blocks accepted by
both the adversary and the honest network. On the other hand, our
analysis of RANC yields drastically improved results. Specifically,
for 𝐾 ≥ 140, the optimal policy for maximizing relative rewards
cannot attain more than a 0.011 improvement, even when 𝛾 = 1,
for adversarial hashing powers of 𝛼 ≤ 0.45. This improvement is
mainly attributed to the fact that RANC rewards honest miners for
the work they have performed towards mining blocks of height
less than 𝐾 within the race. Consequently, despite the adversary’s

ability to replace honest blocks, the honestminer rewards aremostly
retained. The adversary could only increase its relative share of
rewards when it manages to override honest blocks whileℎ > 𝐾 . As
𝐾 increases, it becomes increasingly more difficult for the adversary
to mine more blocks than the honest miners by the time ℎ > 𝐾 ,
since 𝛼 < (1−𝛼) (i.e. adversary blocks arrive less often than honest
blocks do on average).

Censorship Susceptibility. Because of the right to claim min-
ing rewards for the mining effort spent towards honest blocks that
were later replaced by the adversary, RANC exhibits stronger re-
silience against censorship than NC. To quantify the censorship
susceptibility of RANC, we follow the approach of Zhang et al. [25]
and construct an MDP that focuses on the time spent mining by
the honest miners. We permit forks of length up to 𝐾 = 206 to be
rewarded, while modeling chains of maximum length 𝐶 = 256. In
this MDP, the adversary maximizes the long-run average of the 𝑅𝐶
rewards specified in Table 1. In RANC, for 𝐾 ≥ 206, the optimal
policy for maximizing 𝑅𝐶 rewards cannot cause more than a 0.011
loss of profits to the honest network, even when 𝛾 = 1, for 𝛼 ≤ 0.45.
This is a significant improvement over censorship susceptibility in
NC, whereby an equally powerful adversary can cause the honest
network to lose a portion equal to 0.8182 of its rewards. However,
because of the disassociation between block discovery and rewards
in RANC, these results can be interpreted differently, such that
honest miners in both RANC and NC can lose the same portion of
their mined blocks due to an adversary that follows the optimal
censorship policy.

Subversion Gain. The forgiveness mechanism in RANC for 𝐾-
long forks creates an incentive to always attempt double-spends
in the system, as there is no punishment to failing to do so when
merchants wait for 𝜎 ≤ 𝐾 blocks before considering a transaction
as confirmed. However, because of the equivalence in chain quality
guarantees between RANC and NC, the probability of success of
a double-spend attempt remains the same in both systems. We
consider races with a cutoff of 𝐶 = 256, and a fork forgiveness
depth of 𝐾 = 206. The goal of the adversary here is to maximize
the long-run average of its 𝑅𝑆 rewards specified in Table 1. In
Figure 2c we present our analysis of the profitability of attempted
double-spending in NC and RANC. Remarkably, we see a significant
regression in RANC compared to NC in this analysis. Specifically,
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for the same value of 𝛾 , NC outperforms RANC across all values
of 𝛼 . This is because the adversary incurs no mining reward losses
when it fails to produce a private chain of length shorter than𝐾 and
gives up its current forking attempt. Remarkably, the NC and RANC
results in Figure 2c do not constitute a straightforward comparison.
This is because the reward for each successful double-spend 𝑉𝑑𝑠 is
specified in terms of multiples of the total rewards issued per block.
In NC, the total rewards issued per block do not increase with how
much mining power is invested into the network. In RANC, on
the other hand, more rewards are granted as the network grows.
Consequently, to attain a like-for-like comparison, one must first
specify a total hashing power for RANC, and subsequently convert
the 𝑉𝑑𝑠 value used in the RANC analysis to a comparable value for
the NC analysis. To elaborate, we can consider the case where both
networks have the same block arrival rate, and the same hashing
power of 150 × 1018 hashes per second, which is approximately
within the same order of magnitude of the current Bitcoin network
hashing rate. Each NC block would reward 6.25×108 units per block,
while each RANC block would reward approximately 150 × 1018
units on average. For the results we present in Figure 2c to be
comparable, one would have to assume that 1 NC coin is equal
in value to 24 × 1010 Reward-All NC coins. If the value of RANC
coins increases compared to NC coins, one would have to consider
an equally lower 𝑉𝑑𝑠 value for RANC to evaluate and compare
double-spending incentives against NC. Similarly, one would have
to consider higher𝑉𝑑𝑠 values for RANC if its value equally decreases
against NC coins.

4.2 Reward Variance
Similar to other designs based on NC, RANC attempts to reduce the
variance of mining rewards for individual miners. In this section
we derive the coefficients of variation of the distribution of mining
rewards per block in RANC.

Let RA(𝛼) denote the random variable which represents the
fraction of unminted mining rewards attained by an individual miner
in RANC with a share 𝛼 of the total network’s hashing power. As
the block discovery process is identical to that of NC, the time
interval between block arrivals follows an exponential distribution,
such that blocks continuously arrive independently of each other
at an average constant rate _. We denote such a distribution by
Exp(_) and use it to define RA(𝛼) accordingly in Equation 3:

RA(𝛼) = Exp(_) × 𝛼 (3)
It follows that since the expected value E[Exp(_)] = 1

_
, therefore

the expected value of RA(𝛼) is as follows in Equation 4:

E[RA(𝛼)] = E[Exp(_)] × 𝛼 =
𝛼

_
(4)

Furthermore, as the variance Var[Exp(_)] = 1
_2
, we derive the

variance of RA(𝛼) in Equation 5 as follows:

Var[RA(𝛼)] = Var[Exp(_)] × 𝛼2 = 𝛼2

_2
(5)

Lastly, Equation 6 presents the formula for the coefficient of varia-
tion ofRA(𝛼), which is defined as the ratio of the standard deviation
of the variable to its mean:

CV[RA(𝛼)] =
√
Var[RA(𝛼)]
E[RA(𝛼)] = 1 (6)

In [20], the coefficients of variation in NC are derived as:

CV[NC(𝛼)] =
√
𝛼 × (1 − 𝛼)

𝛼
(7)

Consequently, RANC outperforms NC in reward variability for
𝛼 < 0.5, and a tie is found at 𝛼 = 0.5. However, NC miners with
𝛼 > 0.5 of the mining power exhibit less reward variance than
RANC miners with the same hashing power.

4.3 Proving System
In principle, the statistical sampling argument used for reward
validation in Section 3 is based on constructing a sampling plan
with a strict operating characteristic curve [23] where no defective
samples are tolerated. In this section we outline the soundness and
completeness guarantees of this approach.

Let 𝑅 ⊆ {0, 1}∗ × {0, 1}∗ be a binary relation, and let 𝐿𝑅 = {𝑥 :
∃𝑦 s.t. (𝑥,𝑦) ∈ 𝑅} be the language defined by 𝑅. We say (𝑥,𝑦) ∈ 𝑅,
and 𝑦 ∈ 𝐿𝑅 (𝑥) iff:

(1) 𝑥 = (𝐵,miner,𝑇𝑚, Seq, Ref,merkleRoot, \ ) represents a tuple
of a blockchain 𝐵, a miner identity miner, a minting target
𝑇𝑚 ∈ N, a pair of sequence numbers Seq ∈ N × N, a pair of
block reference numbers Ref ∈ N × N, a Merkle-tree root
merkleRoot, and \ ∈ [0, 1).

(2) 𝑦 = ( ®blockHeaders, ®merkleProofs) represents a pair of lists,
where∀𝑠 ∈ {Seq.start, .., Seq.end},∀𝑟 ∈ {Ref.start, .., Ref.end},
with probability 𝛽 ≥ \ , ∃𝑏 ∈ ®headers, and ∃𝑝 ∈ ®merkleProofs,
such that 𝑏 is a valid block header, and 𝑝 is an acceptable
Merkle-tree proof, as described in Algorithm 3.

Essentially, the procedures presented in Sections 3.2 and 3.3
describe how a computationally-bounded prover 𝑃 , the miner, can
convince a verifier 𝑉 , the blockchain, that for a given 𝑥 the prover
knows a𝑦 ∈ 𝐿𝑅 (𝑥). This relation essentially captures the set of valid
proofs that can be created following the procedures in Section 3.

To connect this relation to our proving system, we first describe
a simpler interactive version of the proving system used in prior
Sections. We refer to this simple system as 𝜋 :

1. 𝑃 → 𝑉 : 𝑥
2. 𝑃 ← 𝑉 : 𝑐 ∈ {1, ..., | ®blockHeaders|}
3. 𝑃 → 𝑉 : 𝑏 ∈ ®blockHeaders, 𝑝 ∈ ®merkleProofs
4. 𝑃 ← 𝑉 : accept iff the response corresponds to the challenge

and passes the validations in Algorithm 3.
Using 𝜋 , we incrementally build up and analyze the non-interactive
argument protocol from Sections 3.2 and 3.3 in three steps. First,
let 𝜋𝑡 be a protocol which accepts iff 𝑡 sequential iterations with
independent randomness of 𝜋 all accept, noting that 𝜋1 = 𝜋 . Then,
using the security parameterΛ, we construct the protocol 𝜋𝑡Λ, which
accepts iff 𝜋𝑡 accepts and \𝑡 < 2−Λ. Finally, let Π𝑡Λ be the result
of applying the Fiat-Shamir heuristic to 𝜋𝑡Λ. Note that Algorithm 3
releases a fraction \ of coins to a miner iff running Π𝑡Λ on its input
and \ leads to accept.

The probability that the randomly selected challenge 𝑐 by the
verifier corresponds to a block header that the prover had correctly
computed is equal to the fraction 𝛽 of correctly computed headers
by the prover. It then follows that the probability that a verifier
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the maximumminting difficulty of a miner.

Figure 3: Proving system evaluation plots.

accepts in 𝜋𝑡 is always equal to exactly 𝛽𝑡 . Similarly, the probability
that the verifier does not accept in 𝜋𝑡 is equal to 1 − 𝛽𝑡 .

A lapse in the soundness of the 𝜋𝑡 verifier’s conviction occurs if
it accepts when 𝛽 < \ , i.e. when the verifier is convinced that the
prover knows at least a fraction\ of the headers, while it only knows
a smaller fraction 𝛽 . The probability that this occurs in 𝜋𝑡 , i.e. the
soundness error of 𝜋𝑡 , is equal to 𝛽𝑡 . In the case of 𝜋𝑡Λ, andΠ

𝑡
Λ, there

is an upper-bound of 2−Λ on the soundness error. This is because
the verifier does not accept in any case where 𝛽𝑡 ≤ \𝑡 < 2−Λ.

A gap in the completeness of 𝜋𝑡 occurs when the verifier does
not accept despite the honest prover having 𝛽 ≥ \ . A prover will fail
to convince a 𝜋𝑡 verifier that it knows 𝑦 ∈ 𝐿𝑅 (𝑥) with probability
1 − 𝛽𝑡 , which is the probability the verifier sends a challenge that
the prover cannot answer. This result extends directly to Π𝑡Λ.

5 EVALUATION
5.1 Proof Sizes
Because of our sampling-based approach, proof sizes are expected
to grow in proportion to the fraction of validity required from the
proof. To assess proof sizes in concrete terms, we consider the
SHA3 hashing function with an output of length 32-bytes (256 bits),
and set the security parameter _ = 128 in our proving system.
Consequently, each header sample is comprised of 160 bytes for the
header, in addition to a the Merkle-tree inclusion proof data. As we
only consider full binary Merkle-trees with in our implementation,
which are augmented with dummy-nodes if they are not full, the
number of bytes required for the Merkle-tree inclusion proof of
each sample is equal to ⌈log2 |ℎ𝑒𝑎𝑑𝑒𝑟𝑠 |⌉, where |ℎ𝑒𝑎𝑑𝑒𝑟𝑠 | is the total
number of headers the proof is referring to.

In Figure 3b we plot our proof-size evaluation results on a semi-
log scale using Equation 8. With 250 headers, proving that 50% of
headers are valid requires 220 kilobytes of data, while proving that
95% of a collection of 265 headers requires 3.6 megabytes of data.
Effectively, this approach renders fractions of validity close to 1
impractical, which means that no miner can be fully compensated
for its entire collection of headers using a sampling based proof.

𝐵 = 32 × log 2−_

log\ × (⌈log2 |ℎ𝑒𝑎𝑑𝑒𝑟𝑠 |⌉ + 5) (8)

On the other hand, it can be more cost-effective to fully reveal
an entire collection of headers rather than samples of it, depending
on the number of headers |ℎ𝑒𝑎𝑑𝑒𝑟𝑠 | in the collection and the target
fraction of validity \ . As long as Inequality 9 holds, the data required
to reveal the entire collection would be no more than that required
for the sampling based proof, but would permit full validation of
the entire header collection.

160 × |ℎ𝑒𝑎𝑑𝑒𝑟𝑠 | ≤ 𝐵 (9)

For example, revealing as little as 5 headers would only cost 800
bytes. If a miner’s share of the mining power is significant (e.g.
0.1%), and its minting target is equal to its power, it will be, under
certain transaction fee conditions, more economical to publish full
headers. We elaborate on this in Section 5.2.

5.2 Reward Times
In this section we evaluate the expected number of blocks an 𝛼-
strong independent miner in RANCwould have to wait before it can
spend its compensation for its work. We refer to this waiting time
as the expected reward delay. Notably, at all times, RANC cannot
perform worse than NC because a miner can use the space in the
block it generates for its own minting purposes.

Consequently, we focus on evaluating the fraction of validity
and transaction-fee thresholds under which RANC has a smaller
expected reward delay than NC for an 𝛼-strong miner. In Figure 3c
we plot the minimum number of eligible headers a miner would
have to accrue before it is able to publish a proof which rewards it
with at least a fraction \ ×Θ of the coins it is owed, which we refer
to as the net reward fraction. This excludes penalties or external
expenses such as mining costs. As a reminder, we denote by \
the fraction of validity which the proof claims, i.e. the portion of
headers which are proven valid with overwhelming probability.
We denote by Θ the fraction of proven coins that will be rewarded
to the miner after transaction fees are deducted. We examine this
relationship under different values of the ratio 𝑟 between the cost
per byte in transaction fees 𝑐𝑏 and the miner’s minting difficulty
per eligible header 𝐷𝑚 , which determines the reward per eligible
header. Since the minting difficulty 𝐷𝑚 should not exceed 𝛼 × 𝐷𝑏
to avoid penalties, as discussed in Section 3, we can then use 𝑟 to
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infer a direct comparison between the expected reward delay in
RANC and in NC for different 𝛼-strong miners under the same
block mining difficulty 𝐷𝑏 and different transaction fees.

To compare the expected reward delay between NC and RANC,
the parameters 𝛼 and 𝑐𝑏 are first chosen. As an example, we choose
𝛼 = 0.01632% of the mining power, and we set 𝑐𝑏 = 102, which
is approximately the current cost per byte in Bitcoin for transac-
tion inclusion within the next block. The expected reward delay
in Bitcoin for this miner is approximately 1

𝛼 ≈ 6127 blocks, which
amounts to nearly 42.5 days. Then, the ratio 𝑟 between the transac-
tion fee per byte and the expected rewards per block for an 𝛼-strong
miner is derived. Since the reward per block in Bitcoin is currently
𝑅 = 6.25 × 108 coins (Satoshis), therefore 𝑟 =

𝑐𝑏
𝛼×𝑅 ≈ 0.01. Using

the calculated value of 𝑟 for our 𝛼-strong miner, we then infer the
expected reward delay in RANC using Figure 3c. When 𝑟 = 0.01,
the miner can claim 10% of its owed coins after accumulating 1632
headers, 20% with 2322 headers, 30% with 3151, or 40% with 4736,
which would amount to 𝐷𝑚 multiplied by 163, 464, 945, and 1894
coins respectively. More optimistically, with 𝑟 = 0.001, miners can
expect to claim up to 68% of their reward every block with Θ = 0.68,
and up to 96%when 𝑟 = 0.0001 by settingΘ = 0.96. In such a setting,
it becomes economic for miners to publish full headers that meet
their minting target as they are found, opting for full validation
(\ = 1) of their reward claims, and paying the fraction 1 − Θ of the
coins minted as transaction fees.

In hindsight, a RANC miner can pay a portion of its mining
rewards to reduce its expected reward delay, an option that requires
joining a mining pool in NC. The cost of this perk largely depends
on the overhead of the proving system, which is non-negligible in
our specification of RANC, and may lead the miner to choose to
collect transaction fees instead of utilizing its mined block space to
mint its own coins.

6 CONCLUSION
In this paperwe presented Reward-All Nakamoto Consensus (RANC),
a novel mining reward mechanism for Bitcoin’s Nakamoto Consen-
sus (NC). RANC adaptively rewards all miners based on the total
computational power each expends while mining, in sharp contrast
to NC’s winner-takes-all block rewards. We quantified the tradeoffs
miners can make under RANC ’s reward scheme, and showed that
miners in RANC exhibit constant mining reward variance, which
is significantly more dependable than that of NC miners with less
than 50% of the mining power. We demonstrated how mining re-
ward security in RANC nears ideal incentive-compatibility and
censorship-susceptibility for adversarial mining power shares up to
45%, while exhibiting a regression in subversion-gain against NC.

Our future work will investigate the stability of RANC during
times when minting is too expensive, similar to the analyses given
in [2, 21] for Bitcoin without block rewards.
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