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A B S T R A C T

Many modern systems can be modelled as sequential decision making processes, such
as autonomous robots, video game bots, cooling plant control systems, financial trading
algorithms, and others. These systems consist of an autonomous agent, making decisions
about which actions to execute in an environment. An essential component of the sequential
decision making processes, is the agent’s policy which defines how the agent makes decisions
in every situation. The policy can to be manually defined, or learned from experience, in
order to make the agent fully autonomous. In certain cases where the environment dynamics
change dramatically, due to moving obstacles or partial agent damage, a single policy may
not be sufficient. Therefore, maintaining a diversity of policies is necessary to provide
alternatives for the system to function normally.

Prior work in the fields of reinforcement learning and quality-diversity shows that a
diversity of policies can be learned from interaction experience. Diversity can be achieved
either through a single task-conditioned policy or by maintaining a collection of policies.
The main limitation of these approaches is that they tend to be sample-inefficient, because
they require a large amount of interaction data and because they perform search in a
high-dimensional policy parameter space.

This thesis presents a novel perspective on diversity-based policy search. The novelty is
to model abstractions of the policy parameter space in order to improve the diversity-based
policy search. Abstractions are another representation of the search space that offer certain
characteristics useful for the policy search process. This topic is split into two parts.

The first part of the thesis focuses on approaches towards modelling abstractions over
the movement policy parameterisation space, in order to improve policy search in the original
policy parameterisation space, in a task-agnostic setting. The abstractions are implemented
as forward models, which map the movement policy parameterisation space to the trial
outcomes achieved by the corresponding policy. The properties of the learned forward model
are used to iteratively guide the parameter search process, according to the active learning
framework, which leads to the model’s further improvement, without using any additional
task information.

The second part of the thesis focuses on approaches to modelling abstractions of the
policy parameter space, in the context of policies parameterised as neural networks, and
subsequently performing diversity-based policy search in the abstracted parameter space.
The main goal is to reduce the high-dimensional neural network parameters search space,
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by investigating the manifold hypothesis within the policy parameter space. The manifold
hypothesis states that there exists a low-dimensional manifold embedded in the high-
dimensional policy parameter space around which a high-density of solutions can be found.
The learned manifold maps, i.e. policy parameter representations, are used for diversity-
based policy search. Several insights are provided into the properties or the policy parameter
space which can be used to improve the policy search, including the factors affecting the final
representation quality. The parameter dataset generation process and the manifold learning
model used to define the policy parameter representations, are thoroughly examined to gain
a deeper understanding of parameter space representation learning process.

The proposed approaches were evaluated in simulated environments and real robot
setups, showing superior performance compared to baseline and state of the art methods.
The main insights of the thesis show that properly modelled abstractions of the parameter
search space can help improve the diversity-based policy search. The novel insights shown in
this thesis open up future research avenues for policy search approaches in learned manifolds
as well as potential applications to neural network optimisation.
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A B S T R A K T

Mnogi savremeni sistemi mogu se modelovati kao procesi sekvencijalnog donošenja odluka,
kao što su na primer autonomni roboti, botovi u video igricama, sistemi za upravljanje
rashladnim postrojenjima, algoritmi za trgovanje u finansijama i drugi. Ovi sistemi se sastoje
od autonomnog agenta koji donosi odluke o tome koje akcije da izvrši u svom neposrednm
okruženju. Suštinska komponenta u procesima sekvencijalnog donošenja odluka, je strategija
agenta koja definiše način na koji agent donosi odluke u svakoj situaciji. U odred̄enim
slučajevima kada se dinamika okruženja drastično menja, usled prepreka koje se pomeraju
ili delimičnog oštećenja agenta, primenjivanje jedne strategije može biti nedovoljno. Stoga je
neophodno obezbediti raznovrsnost strategija kao alternative koje omogućavaju normalno
funkcionisanje sistema.

Prethodni radovi iz oblasti učenja potkrepljenjem (reinforcement learning) i diverzitet-
kvaliteta (quality-diversity) pokazuju da se raznovrsnost strategija može naučiti iz iskustva
od prethodnih interakcija. Raznovrsnost strategija se može postići ili koristeći jednu strategiju
koja je uslovljena definicijom zadatka ili održavanjem kolekcije raznovrsnih strategija. Glavni
nedostatak navedenih pristupa je to da oni imaju tendenciju da budu neefikasni u korišćenju
prethodnog iskustva, jer zahtevaju veliku količinu primera interakcije i zato što vrše pretragu
u visoko-dimenzionalnom prostoru parametara strategije.

Ova disertacija predstavlja novi pristup pretraživanju strategija, zasnovanu na raznovrsnosti
strategija. Glavni doprinos se sastoji u modelovanju apstrakcija prostora parametara strategije,
kako bi se poboljšao proces pretraživanja zasnovan na raznovrsnosti. Apstrakcije predstavl-
jaju alternativnu reprezentaciju prostora za pretragu, koja nudi odred̄ene karakteristike
korisne za proces pretraživanja strategija. Ova tema istraživanja je podeljena u dva dela.

Prvi deo disertacije se fokusira na modelovanje apstrakcija prostora parametara strategije
za generisanje pokreta, kako bi se poboljšala pretraga strategija u originalnom prostoru
parametrizacije strategije, u situacijama bez informacija o željenom zadatku. Apstrakcije
su implementirane kao korak-unapred modeli, koji preslikavaju prostor parametrizacije
strategije pokreta na prostor ishoda eksperimenta koji koriste tu strategiju. Osobine naučenog
korak-unapred modela se koriste za iterativno navod̄enje procesa pretraživanja parametara,
u okviru sistema aktivnog učenja, što dovodi do daljeg poboljšanja modela, bez upotrebe
bilo kakvih dodatnih informacija o zadatku.

Drugi deo disertacije usredsred̄en je na pristupe modelovanju apstrakcija prostora para-
metara strategije, u kontekstu strategija koje su parametrizovane kao neuronske mreže, i
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naknadno pretraživanje strategija zasnovano na raznovrsnosti u apstrahovanom prostoru
parametara. Glavni cilj je smanjiti prostor za pretragu visoko-dimenzionih parametara
neuronske mreže, ispitujući primenu hipoteze mnogostrukosti unutar prostora parametara
strategije. Hipoteza mnogostrukosti tvrdi da postoji nisko-dimenzionalna mnogostrukost
usad̄ena u visoko-dimenzionalni prostor parametara strategije, oko koje se može pronaći
visoka koncentracija korisnih parametara strategije. Naučene mape mnogostrukosti, tj.
reprezentacije parametara strategije, se dalje koriste za pretragu strategija, koja je zasnovana
na raznovrsnosti. Nekoliko značajnih uvida u osobine prostora parametera strategije su
navedeni koji mogu pospešiti proces pretrage strategija, uključujući faktore koji utiču na
konačni kvalitet naučene reprezentacije prostora parametara strategije. Postupak generisanja
skupa parametara i modeli za učenje mnogostrukosti koji se koriste za definisanje reprezenta-
cija parametara strategije, temeljno su ispitani kako bi se došlo do dubljeg razumevanja
procesa učenja reprezentacija prostora parametara.

Predloženi pristupi su evaluirani u simuliranim okruženjima i na fizičkom robotu,
i pokazuju superiorne performanse u pored̄enju sa osnovnim i savremenim metodama
iz literature. Glavni zaključci u disertaciji pokazuju da pravilno modelovanje apstrakcija
prostora parametara može znatno doprineti poboljšanju pretraživanja strategija zasnovanog
na raznovrsnosti. Novi zaključci prikazani u ovoj disertaciji otvaraju buduće istraživačke
pravce za pretraživanje strategija u naučenim mnogostrukostima, kao i potencijalne primene
ovih metoda pri optimizaciji neuronskih mreža.
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Everyone has a plan ‘till they get punched in the mouth.
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C H A P T E R 1

Introduction

Imagine having moved to a new city, you are working from home, and everyday at lunch
time you need to find a place to eat. It is not important whether you will eat a pizza, bagels
or fish and chips, food is food. You start going around your building, traversing a series
of streets which you need to cross or not, and intersections at which you need to take a
turn. It is not fun to always take the same route, in the spring it is nice to pass through the
park, while in the cold winter the fastest way is the best, besides, why not also explore the
city while taking a lunch break? After some time you start getting a feel for orientation and
which sequence of turns leads to certain areas. Over several days you discover a variety of
restaurants, some better some worse. By now, you have already identified several different
areas with food markets of a particular cuisine type and know how to reach them. You do
not necessarily need to remember exact street names and corners, as it is enough to know
general directions. Even if some restaurants were to close, or streets become blocked due to
maintenance work, you will not end up hungry.

This example illustrates a natural agent (human) in an environment (new city) performing
a sequence of decisions or actions (deciding where to walk or turn at intersections) in
an episodic manner (repeated every day at lunchtime), in order to achieve a goal (have
lunch). An important component of this decision making process, are the rules or strategies
for selecting actions at any time, while having the desired short and long-term goals in
mind (enjoy the view during the walk versus satisfying hunger). Essentially, each action
made has consequences on the subsequent actions and the likelihood of reaching the goal.
These decisions making strategies or policies, can be more or less flexible depending on the
knowledge and predictability of the environment.

As the amount of interaction experience grows (as you get to know the city) these
strategies can be improved to make better decisions for each case and any moment in
time, and potentially avoid mistakes made previously. In certain cases, it is also useful to
ignore the final goal, so as to gain a more comprehensive understanding about the effects
of certain exploratory decisions which do not lead to the goal (randomly walking), as they

1
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may lead to different behaviours (finding alternative ways to reach the same restaurant,
e.g. taking a scenic route, a shortcut, busy street, etc) which can be useful in the future.
Balancing between ignoring the goal, and making decisions with the intention to reach
the goal, is known as the exploration versus exploitation trade-off. Although exploration is
usually useful to find the best strategy, in everyday life, alternative strategies discovered
during exploration are also memorised and used as important alternatives when the optimal
approach is impossible to carry out. Moreover, a goal can be arbitrarily selected, not just
about finding food, but also visiting as many streets as possible, or taking streets with foliage,
which leads to completely different paths i.e. behaviours. This example introduced a typical
Sequential Decision Making (SDM) setting and its main components, as well as the necessity
of maintaining a diversity of policies that achieve a goal in different ways.

The process of decision making comes naturally to most living beings, especially
humans. This aspect of human behaviour has been thoroughly studied in social sciences,
across disciplines such as: sociology, behavioural economics, psychology, political science
and law (Simon, 1959, Gely et al., 1990, Hodkinson et al., 1997, Levy, 1997, Mellers et al., 1998,
Bruch et al., 2017). Here, the dominant model of human decision making is the rational choice
theory. This model assumes that decision makers have full knowledge of the environment,
unlimited choice time, memory and capacity to process information (Morgenstern et al.,
1953, Becker, 1993). However, critiques of the rational choice paradigm are based on its
overestimation of the capabilities of individual decision makers (Miller, 1956, Payne et al.,
1993). To deal with these limitations, individuals resort to rules which are intrinsic to the
individual’s identity, or heuristics based on some evaluation of the structure of the problem.
In this way it is possible to simplify the problem spaces so they can be navigated with more
ease (Newell et al., 1972, Mellers et al., 1998, Gigerenzer, 2004). These rules or heuristics help
humans create certain abstractions of the problem, which enables them to reuse knowledge,
thus learn to make decisions faster than addressing each new situation from scratch.

Inspired by the insights from social sciences and physiology, SDM processes have been
successfully replicated in artificial autonomous systems, and modern everyday life would
be impossible without them. Some examples include factory process control, transportation
logistics, autopilot systems, robot navigation, chatbots, and many more. The fields of Control
Theory and Artificial Intelligence (AI) have generated a variety of algorithms to endow
artificial agents with decision making capabilities. Nevertheless, artificial agents do not
possess the general reasoning capabilities of humans (yet) and certain concepts need to
be provided by the designer or learned through experience, in order for the agents to
successfully interface with the real world.

As a step towards making artificial agents more adaptive, some of the human adaptive
capabilities used in SDM mentioned in the example above, have been replicated within
artificial agents. Examples of these capabilities include the simplification of problem spaces
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or using heuristic rules for efficient decision making, i.e. abstractions and policies. In
the Reinforcement Learning (RL) framework, a branch of AI, an agent interacts with an
environment, and learns a policy based on previous interaction experience. A policy can be
represented as a parameterised function, and then learning a policy can be considered as
performing search in the policy parameter space. Moreover, the agents in RL often employ
certain simplifications of the environment, e.g. abstractions of the environment states, by
learning state representations in order to facilitate using the policy for action selection. Many
approaches in RL use abstractions of the environment trajectories traversed by an agent
following a policy, in order to improve the learning process. These abstractions are based on
representation learning which is widely studied in the Machine Learning (ML) literature.

Applying the concept of representation learning to policies has not been sufficiently
explored in the ML research community. Investigating this direction could reveal potential
benefits of applying representation learning to obtain an explicit representations of the policy
space, which would preserve the properties of the original search space while simplifying it.

This thesis investigates the possibilities and potential applications of modelling ab-
stractions over the policy space, or more specifically, the policy parameter search space.
Abstractions are defined as another representation of the search space, that offers certain
characteristics which are useful for improving the search process.

The focus is on policies that control autonomous agents, such as robots, in different
environment settings with varying dynamics. Therefore, it is not sufficient to find only one
optimal policy but a diversity of useful policies. The abstractions need to account for this, by
producing a novel search space for performing efficient diversity-based policy search.

Figure 1.1: Examples of multiple ways of grasping a cup. Image source: (Billard et al., 2019)

The motivation for investigating policy abstractions and diversity-based policy search
comes from the approach humans typically take in decision making situations, where the
concept of motor control is abstracted away into a single thought entity. Consider a simple
cup-grasping task. Humans do not think about how to activate each muscle to reach the cup,
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as they have the capability to abstract this away into a single monolithic reaching movement.
The reaching movement is considered the same even if it needs to be adjusted due to the
unexpected weight of the cup, slippery surface or a badly aimed grasp. Moreover, in certain
scenarios it is necessary to completely change the grasp and thus the whole trajectory of
the arm, in order to grasp the cup from different sides (Fig. 1.1). All these movements
are still considered as just a variation of the same reaching movement, although they are
exhibited differently. Therefore, the benefits of discovering and maintaining solutions within
diversity-based exploration are two-fold. The diverse solutions act as stepping-stones towards
an optimal solution, and they offer multiple backup policies which are useful in few-shot
adaptation scenarios. The aim is then to abstract these movements as a single goal, which
can be achieved through multiple different behaviours.

1.1 research question

The main problem this thesis set out to address, concerns the sample-efficiency of learning
to solve sequential decision making tasks, in as many diverse ways as possible. Specifically,
the focus is on finding diverse policies in a Reinforcement Learning (RL) problem setting,
where it is necessary to efficiently explore the policy parameter space in order to search for
diverse parameter configurations. Therefore, it is possible to ask the question:

Is it possible to extract information about the search space structure in order to
improve the search process, without using any task-specific insights?

To expand on this concept, it is possible to define a mapping or a transformation
of the search space, into a more manageable form which could provide this additional
information that can be used to further guide the search process. As an umbrella term for
such transformations, this thesis introduces the term abstractions of the search space. In the
context of policy search, it is often useful not to optimise for a single optimal policy but
rather find multiple useful policies. These policies can then be dynamically selected based
on the dynamics of the environment and can solve a task in different ways. In this setting,
the research questions governing the remainder of the thesis can be distilled into:

How to find useful abstractions of the policy parameterisations, to aid the
diversity-based policy search process?

The thesis answers this question from different aspects, with two approaches to model-
ling parameter space abstractions implemented via two learning paradigms, and used for
enhancing the diversity-based search process.
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1.2 thesis contributions

The main contributions of this thesis are novel approaches to modelling abstractions over
the movement policy parameterisations, which can be used for efficient task-agnostic and
diversity-based policy search.

The thesis focuses on the problem of sequential decision making, where an agent makes
decisions according to a policy while interacting in the environment. The policy is assumed
to be a way of defining the agent’s movement in a particular environment setting, and can
be expressed in various ways. In this thesis, two base cases are investigated, policies that
are defined using a simple parameterisation like desired displacements i.e. final positions of
the agent, and significantly more involved and expressive policies parameterised as neural
networks that generate agent’s actions.

The goal is to search in the space of the policies in order to discover different policy
variants leading to different outcomes that can be useful in dynamically changing environ-
ments. The approach towards achieving this goal studied in the thesis, is based on extracting
important information from the agent-environment interaction data, that is independent of a
particular goal that the agent might want to achieve. The extracted information is then used
to improve the search process.

The main insight in this thesis, is that by modelling abstractions of the policy paramet-
erisation space, it is possible to extract and use essential information from agent-environment
interactions in order to improve the diversity-based policy search process.

The original work presented in this thesis summarises into the following contributions:

• Modelling abstractions of movement parameterisations, for task-agnostic policy
search. A novel approach to parameter search in the space of movement paramet-
erisations is presented, which simultaneously models abstractions of the movement
parameterisation space which are used to improve the search process. The proposed
approach iteratively improves the abstractions implemented as a forward model, map-
ping from the movement parameterisation to the task outcomes, which does not use
any task-specific performance information. This approach provides insights into how
modelling movement parameterisation abstractions can help with extracting essential
information from the interaction data, which is used to improve the policy search.

• Modelling abstractions of the neural network parameter space. Inspired by successes
of representation learning approaches which are based on the manifold hypothesis, a
thorough study is performed on applying the manifold hypothesis in the context of
neural network parameter spaces. Important insights and a deeper understanding is
achieved about the main factors contributing to modelling abstractions of the neural
network parameter space, by using manifold learning approaches.
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• Using neural network policy parameter space abstractions, for diversity-based policy
search. An advancement to the diversity-based policy search is presented, by introdu-
cing a novel algorithm which builds upon insights from the previous contribution. The
proposed algorithm models abstractions of the policy space, parameterised as a neural
network, using manifold learning approaches. Subsequently, the obtained abstractions
are used to perform diversity-based policy search. This contribution gives insights on
the existence of a low-dimensional manifold in the policy parameter space, around
which a high concentration of useful policies can be found.

1.3 thesis outline

The remainder of the thesis is divided into two parts, based on the main thesis contributions
presented in the previous section. The high level organisation of the thesis is presented in
Fig. 1.2, which shows the distribution of thesis contributions across the chapters. The diagram
shows an overview of the abstraction modelling approaches investigated in the thesis and
how they relate to the original policy parameterisation space, the learned representation
space and the final task or behaviour space.

Figure 1.2: Thesis organisation diagram. Each arrow indicates work presented in the corresponding
chapter with a short summary of the contributions. The works in the chapters relate to
learning abstractions that connect the spaces depicted in the boxes.

The rest of this thesis is organised in the following chapters:

• Chapter 2 introduces the relevant concepts and terminology together with a literat-
ure review, in order to give context and the necessary background to the methods
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introduced in this thesis. In particular, this chapter introduces the sequential decision
making problem setting and some common approaches to addressing it. Following this,
a focus on policy optimisation approaches is given and the three families of algorithms
that perform (goal-based) policy search, divergent search and active learning. Finally,
an overview of approaches for modelling abstractions is given, with the emphasis on
internal models and manifold learning, which form the basis of the proposed methods.

part 1 : policy search in original parameter space The first part of the thesis
focuses on modelling abstractions over the policy movement parameterisation space, in order
to improve policy search in the original policy parameterisation space.

• Chapter 3 investigates modelling abstractions of the policy movement parameterisation
space using a forward model implemented as Gaussian process regression, which maps
the parameterisation space to the exhibited trial outcomes. The proposed Informed
Search approach is introduced, which uses the properties of the learned forward model
to iteratively guide the parameter search process. This is done according to the active
learning framework, which leads to the forward model’s further improvement, without
any additional task information. The Informed Search approach is evaluated on a
simulated and a physical robot, in order to compare its performance to several baseline
methods, as well as human participants.

part 2 : policy search in parameter representation space The second part
of the thesis focuses on approaches to modelling abstractions of the neural network para-
meter space, in the context of policies parameterised as neural networks, and subsequently
performing diversity-based policy search in the abstracted parameter space.

• Chapter 4 addresses the limitations raised in the previous part, by investigating the
manifold hypothesis in the context of high-dimensional policy parameterisations, such
as neural networks. The work in this chapter proposes and studies policy parameter
space abstractions, via learning latent representations of neural network parameters,
using manifold learning approaches. An examination of the factors contributing to the
representation quality is performed. These factors include the network parameter data-
set generation process, based on the policy collections from the MAP-Elites framework,
as well as the manifold learning model selection and optimisation using autoencoders.

• Chapter 5 expands on the findings from the previous chapter, by proposing a novel
algorithm that performs diversity-based policy search in the learned policy parameter
latent representation space. The proposed Policy Manifold Search approach iteratively
learns the policy parameter representation space, based on the policy collection gener-
ated using the MAP-Elites framework, and performs search in this space in order to
generate novel policies. The proposed approach is evaluated on several simulated con-
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tinuous control environments, and the findings suggest that using a lower-dimensional
policy parameter representations helps improve sample efficiency and the overall
number of discovered policies compared to the state-of-the-art approaches.

epilogue

• Chapter 6 summarises the thesis contributions and draws conclusions referring to the
insights from the presented work. Moreover, some of the main limitations are discussed,
as well as potential research directions stemming from the presented research findings.

• Appendix A presents the robot system specification used in Chapter 3.

• Appendix B presents additional results from the studies presented in Chapters 4 and 5.

1.4 author publications

This thesis relates to work that is also publicly available in the following articles, which have
been previously published:

• Nemanja Rakicevic and Petar Kormushev.
“Efficient Robot Task Learning and Transfer via Informed Search in Movement Parameter Space"
In NIPS Workshop on Acting and Interacting in the Real World: Challenges in Robot Learning,
2017. (Rakicevic et al., 2017)

• Nemanja Rakicevic and Petar Kormushev.
“Active Learning via Informed Search in Movement Parameter Space for Efficient Robot Task Learning
and Transfer"
In Autonomous Robots (AURO), 2019. (Rakicevic et al., 2019)

• Nemanja Rakicevic, Antoine Cully and Petar Kormushev.
“Policy Manifold Search for Improving Diversity-based Neuroevolution"
In NeurIPS Workshop on Beyond Backpropagation: Novel Ideas for Training Neural Architec-
tures, 2020. (Rakicevic et al., 2020)

• Nemanja Rakicevic, Antoine Cully and Petar Kormushev.
“Policy Manifold Search: Exploring the Manifold Hypothesis for Diversity-based Neuroevolution"
In Genetic and Evolutionary Computation Conference (GECCO), 2021. (Rakicevic et al., 2021)

Other publications have been produced during the PhD, but are not included in this
dissertation as they follow a different research direction, focused on mobile rescue robots.
The author contributed to developing machine learning and control methodologies though
discussions, as well as towards experiment design for validating the proposed approaches.
This work is presented in the following articles which have been previously published:
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• Roni Permana Saputra, Nemanja Rakicevic and Petar Kormushev.
“Sim-to-Real Learning for Casualty Detection from Ground Projected Point Cloud Data"
In International Conference on Intelligent Robots and Systems (IROS), 2019.

• Roni Permana Saputra, Nemanja Rakicevic, Digby Chappell, Ke Wang and Petar Kormushev.
“Hierarchical Decomposed-Objective Model Predictive Control for Autonomous Casualty Extraction"
In IEEE Access, 2021.

• Roni Permana Saputra, Nemanja Rakicevic, Isabelle Kuder, Joel Bilsdorfer, Alexander Gough,
Alexandra Dakin, Emma de Cocker, Shaun Rock, Richard Harpin, and Petar Kormushev.
“ResQbot 2.0: An Improved Design of a Mobile Rescue Robot with an Inflatable Neck Securing Device
for Safe Casualty Extraction"
In MDPI Applied Sciences, 2021.
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C H A P T E R 2

Background

The findings in this thesis rely on concepts and techniques from areas of robotics and machine
learning. In order for this thesis to be self-contained and coherent, this chapter provides an
overview of the techniques that inspired it, together with the necessary terminology. The
relevant literature is reviewed and presented to give context and connect to the methods
introduced in this thesis. Another important purpose of this chapter is to identify the research
gaps and why the work presented in this thesis is important. The remainder of the chapter
is organised as follows.

Section 2.1 introduces the sequential decision making problem setting, and the termino-
logy that will be used throughout this thesis. The most important components such as the
agent, policy, environment and goal are defined, together with the mathematical formalism
needed to model and solve sequential decision making problems. From this section, it should
be clear what is meant when referring to e.g. an agent acting in a deterministic and episodic
environment, following a deterministic parameterised policy. This example setting is used in
this thesis when evaluating the contributions.

Section 2.2 introduces three learning paradigms for finding an optimal policy to solve a
particular sequential decision making problem. Policy Search family of algorithms covers
both gradient-based and gradient-free methods, with the goal of finding an optimal policy
which achieves the determined task goal in the environment. Most prominent gradient-based
Reinforcement Learning methods encompass policy gradient and value-based methods.
The representative gradient-free methods are based on Evolutionary Algorithms which
perform the search in the parameter space. Divergent Search family of algorithm differs
from standard Policy Search approaches, in the way that the task goal is defined. The aim
of these algorithms is not only to find the policy which will reach the goal and maximise
a fitness criteria, but rather to discover a multitude of policies that achieve the goal in
diverse ways. Variants of both gradient-based and gradient-free approaches in the divergent
search setting are introduced, specifically entropy-based Reinforcement Learning and Quality-
Diversity, respectively. Active Learning family of algorithms provide a principled approach to

11
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optimising a non-differentiable i.e. black-box function. Moreover, active learning algorithms
can be used with differentiable functions as well, such a policy, as they can provide additional
information during the optimisation process, which can be used to propose trials that will
contribute to the experience needed to learn the function, in a sample-efficient manner.
These three learning paradigms provide the necessary context and background for the
contributions to policy search proposed in this thesis. The thesis investigates improving
gradient-free divergent search methods, by introducing appropriate reformulations of the
policy’s intrinsic search space.

Section 2.3 introduces examples of abstractions in AI and provided an overview of
methods to give grounding for the thesis contributions. Internal Models, a concept from
Neuroscience and Physiology research, are introduced, together with examples of how
they are used for learning, within the Machine Learning literature. Manifold Learning is
introduced as a concept that provides abstractions in the form of learned representations.
Several manifold learning approaches are presented as well as their common use cases. Both
families of approaches enable a certain level of abstractions, that reduce the complexity of
the task and lead to more efficient policy search. In this thesis, they are investigated in the
context of abstractions over the policy parameterisations.

2.1 sequential decision making problem

In the context of Artificial Intelligence (AI), Sequential Decision Making (SDM) refers to
a broad range of algorithms, which tackle the problem of finding an optimal sequence
of decisions, i.e. actions, such that they lead to a desired goal. The property that makes
this problem complex, is that at each step of the sequence, the choice of an action affects
the subsequent action selection and by extension the final outcome. This is more difficult
than simply trying to maximize each individual payoff, as some actions may produce high
immediate payoff but may cause the overall system to enter situations from which a higher
long-term payoff, i.e. reaching a goal, is less likely or impossible. In contrast, some actions
can produce low short-term payoff but are necessary and lead to reaching the long-term
final goal. Therefore, each action has its contribution, i.e. credit, towards achieving the goal.

The remainder of this section provides a more formal definition of the SDM, by intro-
ducing its most important constitutive components. Furthermore, common approaches to
addressing the SDM problem are presented, showing the difference in the assumptions they
are making and typical use cases.
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Figure 2.1: The agent–environment interaction loop in a Markov decision process.

2.1.1 Preliminaries

This section introduces the main components of a typical sequential decision making system,
comprising the agent as the entity making the decisions, formalises the environment in which
the agent resides and acts, how the goal of the agent in the environment is defined, and the
policy which governs the agent’s behaviour towards achieving the goal.

2.1.1.1 Agent

Following the analogy from the introduction in Chapter 1 the agent is a human which makes
decision. In artificial systems, the agent can be a robot equipped with control software, an
algorithm making trades, etc.

The agent executes decisions in an environment by selecting a specific action a from a
set of predefined possible actions a ∈ A, which can be either continuous or discrete. In a
typical setting, the agent’s choice of an action depends on its perception of the state of its
surroundings (external environment) as well as the agents own state (internal).

In certain settings, the agent might not act alone in an environment as there could exist
other independent agents with their own policies. This type of problems are referred to as
multi-agent which is a field on its own (Wooldridge, 2009). There are different approaches to
this problem, from modelling other agents as part of the environment to explicitly modelling
them as separate autonomous entities (Stone et al., 2000, Busoniu et al., 2008).

2.1.1.2 Environment

All the processes and components of the system external to the agent can be considered as
the environment. As the agent iteratively interacts with the environment, the environment
changes its underlying state. The agent interfaces the environment by observing its state and
by performing actions, which leads the environment to respond to these actions by changing
its current state, according to a transition function.
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markov decision process The environment can be mathematically formalised as a
Markov Decision Process (MDP), a discrete-time stochastic control process. A MDP is typically
used to model decision making systems, in which an agent can perofrm actions that influence
and manipulate the state of the environment. MDPs have been used since 1950s, in many
areas such as operations-research, economics, robotics and RL (Bellman, 1957, Howard, 1960,
Puterman, 1990).

The main assumption of a MDP is that it satisfies the Markov property. The Markov
property, i.e. path-independence, posits that whatever happened to the system in the past
that is relevant to its future behavior is summed up in its current state, and how it arrived in
the current state is irrelevant. Therefore, a current state holds the complete information about
the current system status, and is sufficient to determine its future behaviour p(st|s0:t−1) =

p(st|st−1). Most of the decision processes posses this property, and can be modelled as MDPs.

A MDP can be represented as a tuple M = (S,A,T,R,γ), with the state space S, action
space A. The state transition function T : S×A→ S maps the current state st at timestep t,
to the state st+1 at the subsequent timestep after executing action at. The reward function
R : S×A→ R, is the immediate reward that the agent receives when selecting action at in
state st, and transitioning to the next state st+1.

More specifically, the agent and the environment interact at each discrete timestep of
the sequence t = 0, 1, 2, .... Each timestep represents a part of the action-perception loop
depicted in Fig. 2.1, where the agent receives the current state of the environment st, and
based on this selects a feasible action at that state at ∈ A(st). In the next timestep t+ 1, as
a consequence of the action at, the agent receives a reward Rt+1 while the environment
changes its state to st+1 based on the transition function T.

states A state is a complete description of the state of the system, and is usually
represented as a vector, matrix or higher-order tensor. Depending on the environment, the
states can be either discrete (usually a finite number of states) or continuous (infinite). The
perceived state can be direct, and it is referred to as the state, while in other cases the state
is not directly obtainable, but rather its surrogate representation which is referred to as an
observation. In the latter case, there exists an additional mapping between the true state and
the observation, and this setting studied under the partially observable Markov decision
process (POMDP) framework (Kaelbling et al., 1998).

actions The agent interacts with the environment by executing actions. The actions are
usually generated by a policy governing the agent, which aims towards achieving the final
goal. Similarly, the actions that the agent performs in the environment while interacting with
it, can also be either discrete or continuous.
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episode The agent’s interaction time in the environment can be limited, and this is
referred to as an episodic environment or a trial. This means that the agent’s interaction is
restarted after a predefined time duration T , which consists of one episode, and then this
episode is repeated. An alternative to this paradigm, is a continuing or sequential environment
where the agent interacts with the environment without any time limits. The stopping criteria
in this case is either reaching a goal or some other predefined termination state.

transition function Based on the transition function T of the MDP, environments
are classified as deterministic or stochastic. In a deterministic environment, the transition
function is a deterministic mapping which changes the environment consistently to a
specific state, if the agent performs a certain action in a certain state. Conversely, in a
stochastic environment, the former is not guaranteed as the transition function is a probability
distribution conditioned on the current state and agent action p(st+1 = s ′ | st = s,at = a).
This distribution is considered constant in stationary environments, i.e. environments with
stationary dynamics whic do not change over time (Sutton et al., 1998).

2.1.1.3 Reward, Task and Goal

In order to fully specify an environment, it is necessary to define what is expected from the
agent to achieve. In most common cases this can be defined as a quantitative value describing
a predefined qualitative goal. For example, if a robot needs to grasp a bottle, the qualitative
goal is the water bottle being inside the end-effector. This goal can be quantitatively described
by comparing the robot end-effector current state in the environment, and whether this state
matches the state once the bottle is in the end-effector.

Informally, the goal can be defined as the state which the agent needs to achieve, while
the task describes the context, i.e. environment, in which this goal is located. A single
environment can accommodate multiple or different goals, which translates to distinct tasks.
Then, a reward function R can be defined as a performance indicator of the agent solving
the task. Usually, the reward is a function over the state-action space, measuring the agent’s
progress towards achieving the goal, at each timestep Rt. The reward is a component separate
from the agent and the environment.

As briefly mentioned in the introduction, the purpose of sequential decision making
systems is for the agents to sequentially select actions in the environment, in order to
eventually fulfill a desired goal. Therefore, in episodic tasks, a more useful value is the
expected return Gt, defined as a cumulative reward from a certain timestep t as in Eq. (2.1a).



16 background

In case of continuing tasks, it is necessary to define a discounted return formalised in Eq. (2.1b).
The discount factor 0 < γ < 1 determines the importance of future actions towards the goal.

Gt = Rt+1 + Rt+2 + Rt+3 + ... + RT =

T∑
k=0

Rt+k+1 (2.1a)

Gt = Rt+1 + γRt+2 + γ2Rt+3 + ... =
∞∑
k=0

γkRt+k+1 (2.1b)

Since the rewards and returns act as performance indicators on the agents journey towards
achieving the goal, they can be used to guide the agent’s action selection to be more efficient.
Maximising the returns acts as a proxy that the helps the agent’s action selection. Therefore,
appropriately designing the reward function directly determines how efficiently the agent
will achieve the goal, as it affects the agent’s behaviour (Amodei et al., 2016, Lehman et al.,
2020). Section 2.2 further discusses the important role reward plays in the definition of the
objective function, used to assess and improve the agent’s performance.

Different types of problems allow for different frequencies of useful rewards during the
interaction. If no information is known about the agent’s progress towards the goal until the
actual goal is reached, or until the agent fails, this is referred to as a sparse reward setting
(Riedmiller et al., 2018). Otherwise, if it is possible to provide information about the progress
towards the goal at every timestep after the agent performs an action, this is referred to as a
dense reward, or in some literature reward shaping setting (Ng et al., 1999). A reward is usually
defined as a scalar value, although in some cases it can be defined as a vector if multiple goals
are simultaneously being taken into account (Riedmiller et al., 2018).

Besides being defined as a measure of the agent’s progress towards the goal, a reward,
as well as the goal itself, can be often be used to define certain non-task related quantities.
Most common examples include factors that lead to better exploration or overall diversity of
solutions, which are further discussed in Section 2.2.2. These factors can still partially rely
on the task progress or abandon it completely (Lehman et al., 2011a).

2.1.1.4 Policy

On a high level, a policy can be viewed as a strategy, or a set of rules, that the agent uses to
make decisions towards its goals, while interacting within an environment. There is no a
clear distinction whether the policy is a part of the agent or external to it, as it guides the
agent’s action selection.

In the context of MDP, the policy is a mapping function from the state space to the
action space π : S→ A. The policy is a crucial component of the sequential decision making
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problem, as modifying the policy directly influences the agent’s behaviour and its ability to
reach the goal.

plan vs feedback policy In the simplest case, when the environment is completely
known, the policy can be described as a fixed sequence of actions that the agent should take
at each timestep, which can be computed offline before execution. This type of policy is also
known as a plan, and is mostly used in environments with predictable dynamics and known
initial states, such as industrial robots, indoor robot navigation etc. However in most cases,
the environment model is not known, and there might be additional dynamic obstacles
which a static plan cannot deal with. In this setting, the policy needs to be "reactionary" in
that the action generation is based on the current context, i.e. the state of the system. This
can be achieved by performing the mapping from the state space to the action space at every
timestep πt : S→ A.

determinism Two different categories of policies are defined based on the predictability
of action generation. A deterministic policy acts as a deterministic mapping function between
a state and an action a = π(s). Conversely, a stochastic policy is probabilistic, i.e. the next
action is sampled from a distribution which is conditioned on the current state a ∼ π(a|s) =

p(a = A|s = S).

stationarity Another distinction is made based on the consistency of a policy over
time. A stationary policy, is a policy πt that does not change over time i.e. between timesteps,
πt = π,∀t ⩾ 0. A non-stationary policy is a policy with the property that πi may not be equal
to πj, for any timestep i and j such that i ̸= j ⩾ 0. This holds for either the deterministic
policy where π can be a function, π : S→ A, or a stochastic policy where π is a conditional
density, π(a|s).

parameterisation Since the policy can either be a deterministic function or a condi-
tional distribution, by extension it can be implemented as parametric or nonparametric policy.
A parametric policy πθ, can be defined through a set of P-dimensional policy parameters
θ ∈ RP. Depending on a particular parameterisation the parameters can represent polynomial
coefficients, mixing weights, network weights and biases, etc (Williams, 1992, Arulkumaran et
al., 2017). The field of Deep Reinforcement Learning (DeepRL) studies policies parameterised
as deep Neural Networks (NNs). In contrast, nonparametric policies are usually implemented
as rule-based decision trees, via Bayesian or kernel methods, etc (Doshi-Velez et al., 2010).
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2.1.2 Approaches to Solving Sequential Decision Making Problems

Solving a particular SDM problem, formalised via a corresponding MDP, essentially con-
stitutes finding an optimal policy that leads the agent to achieve the desired task. There
are several approaches in the literature to finding an optimal policy, and the two most
common approaches based on planning and learning from interactions, are presented below.
Although in some cases this division can be blurred, the main difference is based on the
assumption whether the model of the environment is known and used to determine the
motion plan, which is then executed, or whether the control policy is directly obtained
through environment interactions.

2.1.2.1 Motion Planning and Control

In systems where the model of the environment dynamics, e.g. the MDP, is known, this
information can be used together with the desired goal, to define the sequence of decisions
that the agent needs to perform in order to achieve the goal. By determining which sequence
of actions will lead it to the goal, the agent can make a plan offline, and execute it at
runtime. The plan can take form of a trajectory which is a sequence of (states and) actions
τ = (s0,a0, s1,a1, ..., sG), that the agent should execute in the environment, where sG is the
final goal state. A family of algorithms designed to generate such sequence of actions are
planning algorithms.

Most common planning algorithms fall in the following categories: geometric (visib-
ility graphs, cell decomposition, Voronoi diagrams, etc), potential field (wavefront plan-
ner, navigation function, etc), search-based (Dijkstra, A*, D*, D* Lite, etc), sampling-based
(rapidly-exploring random trees (RRT), probabilistic roadmaps (PRM), etc), trajectory-based
(minimising certain costs along the trajectory such as time, energy, etc) (LaValle, 2006).

In cases where the environment MDP has stochastic transitions, this needs to be taken
into account by introducing state feedback, which allows the plan to be revised and updated
online. This is usually achieved via closed-loop controllers which use the model of the sys-
tem and current state information, to calculate the error and update the execution of the
plan. Most popular controllers include proportional–integral–derivative (PID) controller, lin-
ear–quadratic regulator (LQR), model predictive control (MPC), etc (Minorsky, 1922, Garcia
et al., 1989, Qin et al., 2003, Wang, 2009, Sontag, 2013).

In the classical control parlance, the terms agent, action and environment, are defined
as controller, control signal and controlled system (or plant), respectively.
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2.1.2.2 Reinforcement Learning

In SDM settings where the environment dynamics model is not known, the optimal policy
needs to be learned from interactions with the environment. The most popular family of
algorithms for learning from interaction based on dynamic programming, are studied within
the Reinforcement Learning (RL) framework (Sutton et al., 1998, Dayan et al., 2008, Kober
et al., 2013). Employing deep learning methodologies within the RL framework, as DeepRL,
achieved significant successes in various application domains, such as learning to play
various games, robot manipulation, self-driving vehicles, finance, etc (Mnih et al., 2015, Silver
et al., 2017, Silver et al., 2018, Levine et al., 2018, Riedmiller et al., 2018, Kendall et al., 2019,
Arulkumaran et al., 2017).

Figure 2.2: A high-level categorisation of RL approaches.

RL tackles learning from interactions using the exploration and credit assignment compon-
ents. The former addresses the problem of discovering useful interactions, while the latter
uses historical interaction information in order to improve the agent’s policy, by understand-
ing the contribution of each action towards the goal. More formally, the goal in RL is to select
a policy which maximizes the expected return (Eq. (2.2)) achieved when the agent follows
that particular policy π.

J(π) =

∫
τ

p(τ|π)G(τ) = Eτ∼π[G(τ)] (2.2)

If the policy is stochastic, during multiple roll-outs it can generate different trajectories with
probability p(τ|π) given in Eq. (2.3), where s0 ∼ ρ0 is the initial state distribution which
might not be fixed.

p(τ|π) = ρ0(s0)

T−1∏
t=0

p(st+1|st,at)π(at|st) (2.3)

Finally, the optimal policy π∗ is obtained following Eq. (2.4).

π∗ = argmax
π

J(π) (2.4)
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Two main categories of RL algorithms are distinguished based on whether they maintain
and use an explicit transition model p(st+1|st,at), i.e. model-based approaches, and model-free
which do not (see Fig. 2.2). The model-based RL algorithms are considered to have access
to an internal transition model which generates immediate outcomes in the environment,
either learned from interaction information or previously provided. In the latter case, these
algorithms become very similar to standard planning approaches (Section 2.1.2.1). Once
obtained, the model can be used for searching or planning in order to generate appropriate
actions. Model-free RL algorithms rely purely on interaction information, and focus on
directly estimating how much value certain agent behaviours have towards achieving a goal,
rather than using an intermediate dynamics model.

In settings with limited interaction resources, i.e. micro-data environments such as
physical robots, model-based approaches are preferable (Deisenroth et al., 2011, Polydoros
et al., 2017). The model-based approaches tend to be more sample-efficient in the number of
interactions needed to find a policy compared to model-free approaches (Moerland et al.,
2020, Silver et al., 2018). However, due to the approximated transition model they might
introduce additional bias and lead to sub-optimal behaviour. With increased computational
and parallelisation capabilities, as well as realistic simulation environments, model-free
approaches have become more widely used and are responsible for some of the important
successes of DeepRL (Mnih et al., 2015, Schulman et al., 2017). Additionally, there are several
approaches that blur the line and combine model-based and model-free paradigms (Chebotar
et al., 2017, Racanière et al., 2017).

Based on how the optimal policy is obtained, model-free RL algorithms can be further
categorised as value-based, direct policy search (optimisation) and actor-critic approaches (see
Fig. 2.2). The value-based RL approaches rely on the concept of value functions as a step
towards finding an optimal policy. A value function determines how useful it is for an agent
to find itself in a certain state (state-value function), or how useful it is to perform a specific
action in a particular state (action-value function) in terms of the expected return. The
state-value function is obtained as the expected return starting from state s and following
policy π, formalised in Eq. (2.5a). The action-value function, also known as a Q-function,
approximates the value of a state with a specific action taken at that state, and is calculated
according to Eq. (2.5b).

vπ(s) = Eτ∼π [G(τ)|s0 = s] = Eτ∼π

[ ∞∑
k=0

γkrt+k+1|s0 = s

]
(2.5a)

qπ(s,a) = Eτ∼π[G(τ)|s0 = s,a0 = a] = Eτ∼π

[ ∞∑
k=0

γkrt+k+1|s0 = s,a0 = a

]
(2.5b)
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Another way to obtain the value functions is via dynamic programming using Bellman
equations as in Eq. (2.6), which essentially bootstrap current state values, by using estimated
values of the future states.

vπ(s) = Ea∼π,s ′∼p
[
r(s,a) + γvπ(s

′)
]

(2.6a)

qπ(s,a) = Es ′∼p
[
r(s,a) + γEa ′∼π

[
qπ(s

′,a ′)
]]

(2.6b)

In order to determine the optimal policy π∗ from the value functions, it is necessary to
determine the optimal q-function q∗ for all the states, based on the interactions as in Eq. (2.7).

v∗π(s) = max
a

Es ′∼p
[
r(s,a) + γvπ(s

′)
]

(2.7a)

q∗
π(s,a) = Es ′∼p

[
r(s,a) + γmax

a ′

[
qπ(s

′,a ′)
]]

(2.7b)

Then, the optimal policy consists of executing the actions which maximise the optimal
q-function at each state Eq. (2.8).

a∗ = argmax
a

q∗(s,a) (2.8)

In settings where the state and actions are not finite, the value functions are approx-
imations of the actual values q̂(s,a; w) = q(s,a), with paremeters w, modelled as linear
functions, neural networks, etc (Bradtke et al., 1996, Riedmiller, 2005, Melo et al., 2007, Geist
et al., 2010). Updating the value functions from interaction samples in this case can be done
using temporal-difference learning or Monte Carlo updates, by minimising the loss between
the estimated q̂(s,a; w) (prediction) and real q(s,a)(target) defined in Eq. (2.9).

J(w) = E
[
(q(s,a) − q̂(s,a; w))2

]
(2.9)

The direct policy search family of model-free RL approaches focus on directly optimising
the policy according to Eq. (2.4), without explicitly maintaining state or action values. The
next section presents a detailed overview of model-free direct policy search methods.

2.2 policy optimisation

As we discussed in the previous section, the goal of solving a sequential decision making
problem is to find a policy that leads the agent towards solving a task. Policy optimisation
algorithms approach this goal by focusing on directly adjusting the parameters of a policy,
based on previous experience, in order to improve the likelihood of reaching the goal.
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In this section, the policy optimisation algorithms are categorised based on the goal
of the SDM problem, and how it is described through the objective function. Objectives can
be differentiated as fitness-based or diversity-based. The focus in this section is on policies
parameterised as NN. Therefore, within each of the two categories, further division based
on the paradigm used to adjust the policy parameters can be made, into: gradient-based and
gradient-free approaches. In addition to this, the active learning paradigm is introduced, which
can be categorised as learning nonparametric policies. An overview of the topics discussed
in this section is presented in Fig. 2.3.

Figure 2.3: A high-level contextualisation of policy optimisation approaches presented in Section 2.2.

2.2.1 Policy Search

The RL paradigm provides a principled way of learning the agent policies by maximising
a specified objective, i.e. goal. The optimal policy guides the agent towards the goal by
outputting appropriate actions at each stage of the episode.

Besides value-based approaches, the most popular policy parameter search family of
algorithms is direct policy search, in which the goal-based objective is optimised by directly
adjusting the policy parameters (Deisenroth et al., 2013, Chatzilygeroudis et al., 2019). In
the case of direct policy search, this is achieved by maximising the expected return given in
Eq. (2.2). Considering a parameterised policy πθ, the maxismisation problem from Eq. (2.4)
can be reformulated as in Eq. (2.10).

π∗
θ = argmax

θ

J(πθ) (2.10)

Focusing on the parameter update paradigm, two main directions can be discussed:
gradient-based policy search which comprises direct policy gradient methods studied in RL, and
gradient-free policy search with the most popular implementation being Neuroevolution. Below,
a review of the different policy search approaches is presented, highlighting the differences
between the two parameter update paradigms.
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2.2.1.1 Policy Gradient

The main idea behind policy gradient methods, is to estimate the gradient of the cost function
from Eq. (2.2) ∇θJ(πθ), in order to determine the policy parameter updates Eq. (2.11), where
α is the learning rate.

θk+1 = θk +α∇θJ(πθk) (2.11)

The literature has yielded a variety of methods for policy gradient estimation (Peters et
al., 2006, Grondman et al., 2012, Schulman et al., 2017). The most prominent approach is
based on the likelihod-ratio methods, with the most popular approach being REINFORCE
(Williams, 1992, Glynn, 1987). REINFORCE expands Eq. (2.2) to get the gradient estimate, by
introducing an important insight that ∇θpθ = pθ∇θ logpθ, which avoids the computation
of derivatives through the environment as it is usually not possible. Then ∇θ logp(τ|πθ) can
be computed without the need to know the transition function p(τ|π), based on its definition
Eq. (2.12a) and applying the log Eq. (2.12b) and taking the derivative Eq. (2.12c).

p(τ|πθ) = ρ(s0)

T∏
t=0

p(st+1|st,at)πθ(at|st) (2.12a)

logp(τ|πθ) = ρ(s0) +

T∑
t=0

(logp(st+1|st,at) + logπθ(at|st)) (2.12b)

∇θ logp(τ|πθ) =

T∑
t=0

∇θ logπθ(at|st) (2.12c)

Finally, the gradient estimate is calculated in Eq. (2.13).

∇θJ(πθ) =
∫
τ

∇θp(τ|πθ)G(τ)dτ =

∫
τ

p(τ|πθ)∇θ logp(τ|πθ)G(τ)dτ

= Eτ∼πθ

[
T∑
t=0

∇θ logπθ(at|st)rt

] (2.13)

The gradient estimates Eq. (2.13) using the likelihood-ratio methods based on executed
trajectories tend to have a high sample variance which is not desirable for parameter updates.
In order to reduce the variance without introducing bias, the reward term rt is replaced
with a baseline term b(st) − rt based on the state values, in order to weigh each gradient
estimate based the corresponding value. The policy gradient estimator with the baseline is
unbiased, but slow due to Monte Carlo estimates. To alleviate this issue, instead of a baseline,
a TD-based value function is maintained for policy gradient weighting. This additional term
can be regarded as a critic of the policy’s action, where the policy is regarded as the actor,
thus giving rise to the actor-critic family of methods (Peters et al., 2008a, Grondman et al.,
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2012, Mnih et al., 2016, Wang et al., 2017). The critic is usually implemented as an advantage
function, Aπ(st,at) = qπ(st,at) − vπ(st), as in Eq. (2.14).

∇θJ(πθ) = Eτ∼πθ

[
T∑
t=0

∇θ logπθ(at|st)Aπ(st,at)

]
(2.14)

Most state-of-the art policy gradient RL methods rely on the actor-critic paradigm, with
various approaches to adjusting the gradient estimates, either using trust regions, gradient
clipping, policy entropy regularisation, etc (Schulman et al., 2015, Lillicrap et al., 2016,
Schulman et al., 2017, Haarnoja et al., 2018).

2.2.1.2 Neuroevolution

Evolutionary Algorithms (EA), a class of stochastic search methods, are a generic population-
based metaheuristic optimisation algorithm based on introducing randomness into the
search process in order to accelerate progress (Moriarty et al., 1999, Vikhar, 2016). EA used for
finding solutions represented as real numbers are referred to as Evolutionary Strategies (ES)
(Rechenberg, 1965, Bäck et al., 1991, Beyer et al., 2002). Although mostly used for optimising
black-box, i.e. non-differentiable functions, ES have been used as alternatives to gradient-
based optimisation in smaller search spaces as they are better at avoiding local optima.

The main notion behind ES is based on the mutation and selection operators, inspired
by biological evolution. The optimisation is performed iteratively until convergence, where
each iteration consists of selecting or sampling solutions, then modifying them by applying
a mutation. The novel solutions are then evaluated, and based on their performance the
selection and mutation operators are updated, for the next iteration. The most common
mutation operators add Gaussian noise to the existing solutions, and different methods are
distinguished based on how the parameters of the Gaussian are updated. Covariance matrix
adaptation evolution strategy (CMA-ES) uses the maximum-likelihood principle with the
successful candidate solutions of a particular iteration to update the Gaussian parameters
(Hansen et al., 2001, Hansen et al., 2003, Hansen, 2006). Similarly to CMA-ES, the Natural
Evolutionary Strategies (NES) estimates a search gradient on the parameters towards higher
expected fitness following the natural gradient (Wierstra et al., 2008).

Using EA or ES in the context of neural networks, for generating network parameters
or topologies, is studied in the field of Neuroevolution (NE) (Ronald et al., 1994, Yao, 1999,
Stanley et al., 2002, Floreano et al., 2008, Risi et al., 2015, Elsken et al., 2019). Although
gradient-based optimisation showed superior performance to NE in supervised learning
settings (Mandischer, 2002), there are several works in the literature implementing NE within
the RL paradigm with success (Moriarty et al., 1999, Igel, 2003, Whiteson, 2006, Gomez
et al., 2008, Heidrich-Meisner et al., 2008, Heidrich-Meisner et al., 2009). Moreover, with
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recent advancements in computational and parallelisation capabilities, NE showed substantial
success within DeepRL (Salimans et al., 2017, Such et al., 2017, Khadka et al., 2018, Colas et al.,
2020). With perforamance which is on-par with state-of-the-art policy gradient RL methods,
NE showed it scales well with high-dimensional search spaces such as NN parameters.

Although gradient-based policy optimisation methods are faster to converge to a solu-
tion, they are prone to get stuck in a local optima. In contrast, the gradient-free policy search
approaches tend to be less sample efficient, but due to the randomness introduced in the
search process they may be able to escape a local optimum and eventually to approach a
global optimum.

2.2.2 Divergent Search

In general, Policy Search methods aim to find a single optimal solution to solve a given
task, by finding a unique set of controller parameters. In contrast to finding one unique
optimal solution, there are cases where a diversity of solutions is needed. The necessity for
diversity stems from the notion that one environment can accommodate multiple tasks, and
that different controller policies are needed to solve and adapt to a dramatically changing
environment or recover from damage (Cully et al., 2015).

Moreover, in certain cases the very objective functions that measure the progress in the
search space, can sometimes be deceiving and prevent the objective from being reached.
Therefore, completely abandoning objectives and searching for novelty has been introduced
as a new paradigm, Novelty Search (NS) (Lehman et al., 2011a, Doncieux et al., 2019),
justifying the need for divergent search. Although this paradigm might be too extreme in
some applications, the concept of focusing on novelty and diversity of solutions has become
an important aspect for developing robust systems.

The literature contains several approaches to achieving and maintaining a diversity of
solutions, which mainly depend on the definition of diversity. Diversity can be defined based
on reached objectives, solution parameter descriptions, or some higher-level concepts such
as a behaviour or skill (Marler et al., 2004, Konak et al., 2006, Lehman et al., 2011a, Mouret
et al., 2015, Hausman et al., 2018, He et al., 2018).

This section focuses on divergent search, a family of approaches towards finding a
diversity of solutions based on behaviour diversity, as opposed to finding a single optimal
solution. Behaviour can be defined as the agent’s expression in the environment based on
its trajectory. Two prominent paradigms to finding and maintaining diverse behaviours,
include: implicit behaviour modelling comprising skill-conditioned policies studied in DeepRL,
and explicit behaviour modelling studied within the Quality-Diversity (QD) framework. A
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review of the two divergent search and behaviour modelling paradigms is presented in the
remainder of this section.

2.2.2.1 Skill-conditioned Policies

Finding and executing policies that achieve different behaviour in the environment is usually
considered as a stepping stone for improving exploration, rather than for maintaining a
collection of diverse solutions. Such policy diversity for exploration in RL is usually achieved
via action-space noise (Schulman et al., 2017), parameter-space noise (Plappert et al., 2018,
Fortunato et al., 2018).

A more high-level exploration is attained by adding additional terms in the objective
or reward function, such as additional entropy (Ziebart et al., 2008, Haarnoja et al., 2018),
intrinsic motivation or empowerment (Klyubin et al., 2005, Schmidhuber, 2010, Mohamed
et al., 2015), goal exploration (Oudeyer et al., 2009, Péré et al., 2018), curiosity (Pathak et al.,
2017), state-visitation (Bellemare et al., 2016, Tang et al., 2017) or auxiliary task (Riedmiller
et al., 2018, Badia et al., 2020) terms. Even though these approaches enhance exploration, in
the end only a single optimal policy is learned.

Maintaining a diversity of policies has been studied in the RL literature under the option
discovery family of algorithms. Option discovery algorithms focus on finding sets of low-level
policies, i.e. options, which can be combined in order to achieve some higher level goal
(Sutton et al., 1999, Precup, 2000). In DeepRL, variational option discovery algorithms tend to
learn a single high-level policy network that can be conditioned on different factors that
lead to different agent behaviours. The factor that the policies are conditioned on is more
commonly regarded as a task context or skill identifier, or option, rather than a behaviour. This
skill identifier is usually sampled from a random distribution, either discrete (Hausman et al.,
2018, Eysenbach et al., 2019) or continuous (Achiam et al., 2018, Sharma et al., 2019), and
during training, the policies learn to associate each identifier with the appropriate trajectories,
i.e. skills. The training enhances diversity, such that each skill identifier sampled, corresponds
to a different executed skill, leading to a set of skills that are as diverse and distinguishable
from each other as possible, from the perspective of the trajectories they exhibit. To achieve
this, several approaches optimise an information-theoretic objective function, which is usually
based on policy or trajectory data such as state and action distributions, and does not use
any external reward information.

One example of such objectives is presented in Variational Intrinsic Control (VIC)
approach which includes maximising mutual information between the skill identifier and
the final state in a corresponding trajectory, conditioned on the initial state, in order to make
the necessary skill identifier association (Gregor et al., 2017). Diversity is All You Need
(DIAYN) algorithm (Eysenbach et al., 2019), focuses on discovering diverse state-trajectories,
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using a more complex objective. The objective consists of maximising mutual information
between skill identifier and every state in a corresponding trajectory, minimising mutual
information between actions and skill identifiers conditioned on states, and simultaneously
maximising the entropy of the mixture policy over skills. This ensures that different skills visit
different states, that states are used to distinguish skill as opposed to actions, and additional
exploration is ensured via the policy entropy factor. Variational Autoencoding Learning
of Options by Reinforcement (VALOR) extends the concept from DIAYN to a continuous
distribution of skill identifiers, in addition to several implementation changes (Achiam
et al., 2018). To improve the learning process, VALOR implements a curriculum learning
approach, which gradually increases the number of skills based on agent’s performance. The
Dynamics-Aware Discovery of Skills (DADS) approach learns continuous skill embeddings,
via maximising mutual information between the next state and current skill, conditioned on
the current state, by leveraging the model of the dynamics of the skills (Sharma et al., 2019).

2.2.2.2 Quality Diversity

Quality-Diversity (QD) algorithms (Pugh et al., 2016, Cully et al., 2017) have been recently
introduced as a framework that generates and maintains a collection of high-performing and
diverse solutions, based on EA. Although EA are usually applied to fitness-based optimisation
problems searching for an unique solution, by definition of EA as a population based
approach, it iteratively produces a variety of solutions which can be further utilised. The
QD algorithms rely on the concept of NS as the guiding principle for achieving diversity. A
diversity of solutions is accomplished by maintaining and optimising different evolutionary
niches that are discovered during the optimisation process, which are in turn used as
stepping stones for further discoveries.

As opposed to skill-conditioned policies, QD algorithm explicitly maintains a collection,
i.e. container or dataset, of different solutions in a form of a policy collection. Most approaches
in the QD framework are iterative approaches, building upon ES, consisting of the following
steps:

(i) Selecting or sampling individual solutions from the collection,

(ii) Applying a mutation operator to the selected solutions,

(iii) Evaluating the mutated solutions to determine their quality and diversity metrics,

(iv) Add solutions to the collection, based on their evaluation metrics and adding criteria.

The QD approaches consist of two main directions: Novelty Search with Local Com-
petition (NSLC) (Lehman et al., 2011b), and Multidimensional Archive of Phenotypic Elites
(MAP-Elites) (Mouret et al., 2015, Cully et al., 2015). These two directions differ in how they
select and maintain a collection of controller policies based on their exhibited behaviours.



28 background

novelty search with local competition In NSLC the exploration focuses on
solutions that are both novel and locally high-performing. The key insight is that the novelty
and performance metrics of an individual solution, depend on its immediate neighbourhood
in the behaviour space. The locality is determined based on the k-nearest neighbours, and the
behaviour space is usually based on the trajectory of the examined policy (Meyerson et al.,
2016). Therefore the novelty is proportional to the average Euclidean distance to its k-nearest
neighbors, and if it is above a threshold the solution is added to the archive. Similarily, the
performance comparison is done with the k-nearest neighbours. The search process for new
solutions continues by multi-objective optimisation of both novelty and local performance of
the solutions (Deb et al., 2002, Lehman et al., 2011b). The population of the novel and diverse
solutions is emergent, and maintained as new solutions are added.

multidimensional archive of phenotypic elites The MAP-Elites approach shares
the similar multi-objective goal as NSLC by optimising for both novelty and performance
of solutions. Instead of an unstructured population of solutions that the NSLC maintains,
MAP-Elites implements an n-dimensional grid, as the policy collection. The behaviour space is
divided into discrete niches (also bins or cells), that comprise the collection grid. Each cell
has a distinct index corresponding to a specific behaviour exhibited by the policy. A cell can
contain one, or multiple highest-performing policy solutions (elites) (Flageat et al., 2020).
Although MAP-Elites usually uses simple low-dimensional parameterised controllers (Cully
et al., 2015), recent work proposed scaling-up MAP-Elites, and applied it to more complex
environments (Colas et al., 2020), by combining MAP-Elites with NE to effectively search the
high-dimensional network parameter space. It is important to mention the computational
complexity of maintaining collections. The NSLC relies on k-nearest neighbour computations
which are O(n log(n)), while cell index access in MAP-Elites is constant time O(1). Due to
these properties, MAP-Elites has gained popularity due to its simplicity of implementation
and proven performance in various application domains (Gravina et al., 2019, Cully et al.,
2015, Urquhart et al., 2019). The recently proposed Go-Explore algorithm (Ecoffet et al.,
2021) applied the principles of MAP-Elites and managed to solve some of the most difficult
exploration problems on the Atari benchmark (Bellemare et al., 2013). Each solution stored in
a cell represents a sequence of actions necessary to reach a certain state in the environment (or
the simulator state), while the cell index is determined by a low-dimensional representation
of the corresponding state. Once a solution is sampled, the corresponding state is restored
and further exploration of the state space can be done from there, until a goal is reached.

behaviour descriptors An important aspect of QD, is the behaviour characterisation
or Behaviour Descriptor (BD) that defines the space of possible behaviours. Properly defining
a BD has a significant affect on the algorithm performance (Tarapore et al., 2016). BDs are
usually defined based on the agent’s trajectory in the environment. Examples of BD range
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from 2D vectors indicating the final (x, y) position of the robot in a plane, representation
of visited game frames, to learned representations based on the full trajectory (Cully et al.,
2015, Vassiliades et al., 2017, Cully et al., 2017, Jackson et al., 2019, Ecoffet et al., 2021). Figure
2.4 shows an example of a BD and a collection adding mechanism.

Figure 2.4: An example of a BD assigning a policy solution to the policy collection, within the MAP-Elites
framework. The BD defines the cell index b of the policy collection grid, based on the
corresponding trajectory exhibited in the environment evaluation phase. In this example,
the trajectory of a ball hit by a bipedal agent is considered. The BD uses the final x-position
and maximum y-coordinate values to determine the cell index in the collection where the
policy should be added.

While QD and skill-conditioned policies both aim to promote behaviour diversity, they
differ in how the diversity is maintained and in the definition of skills, i.e. behaviours. In QD,
behaviours are enumerated and quantifiable via BDs derived from the agent’s trajectory (Cully
et al., 2017) or learned (Meyerson et al., 2016, Cully, 2019). In contrast, skill-conditioned
RL methods quantify behaviour diversity by evaluating the entropy of the task context
distribution (Gregor et al., 2017, Eysenbach et al., 2019, Achiam et al., 2018, Hausman et al.,
2018). QD requires certain level of domain knowledge, still, it is able to consider a significantly
larger number of diverse behaviours.

2.2.3 Active Learning

Active Learning (AL) is a framework in ML, consisting of an algorithm that selects the samples
used to improve an arbitrary model, according to a defined metric (Olsson, 2009, Sun et al.,
2010, Settles, 2012). Depending on the model and the task at hand, this metric can constitute
improving the final model accuracy, lowering model uncertainty, improving generalisation
etc (Cohn et al., 1994, Settles, 2012). In statistics literature, the concept behind AL is also
referred to as Optimal Experimental Design (Cohn, 1996, Santner et al., 2013).

The main idea behind AL is to evaluate the quality of each sample by estimating how
much it will contribute towards improving the model, i.e. its utility or expected informativeness.
With these estimates, a query strategy is formed, which selects a datapoint to be labeled by
an "oracle" e.g. human annotator. Consequently, AL is especially useful in problem settings
where the data is abundant but the labels are scarce or expensive to obtain. Various strategies
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exist for determining the query, some of the most popular are based on uncertainty sampling,
query by committee, expected model change, expected error reduction, variance reduction,
model disagreement, etc (Seung et al., 1992, Lewis et al., 1994b, Lewis et al., 1994a, Cohn
et al., 1994, Cohn, 1996, Roy et al., 2001, Settles et al., 2007, Settles, 2012, Bongard et al., 2005).

Active Learning provides a general framework for efficiently gathering datapoints
which are used to fit a model, by selecting the datapoints which are most informative about
the underlying data distribution (Olsson, 2009, Settles, 2012). The concept behind query-
based iterative sampling and model updates can be extended to optimisation problems,
by simultaneously updating and optimising the approximate model obtained via AL. Such
optimisation procedure is studied within the Bayesian Optimisation framework, examined in
more depth in the following subsection.

2.2.3.1 Bayesian Optimisation

Bayesian Optimisation (BO) is a global optimisation approach to a general class of functions,
i.e. black-box functions (Brochu et al., 2010, Shahriari et al., 2015). This is useful when
optimising non-differentiable functions, which can be evaluated although at a high cost,
which is common in robotic applications (Lizotte et al., 2007, Martinez-Cantin et al., 2009,
Tesch et al., 2011, Calandra et al., 2016). The main trait of BO is that it balances exploration
and exploitation in order to find the optima of the function in the minimal number of
function evaluation as possible.

The BO approach consists of two main components: approximate model of the objective
function and the acquisition function (similar to query strategy in AL). The approximate
model is a lower-fidelity representation of the true objective function and its properties,
also referred to as a metamodel or surrogate model. The acquisition function quantifies the
utility of points on the domain based on the current surrogate model information, towards
the optimisation goal. At each iteration, the point with maximum utility is selected and
evaluated, and subsequently added to the observation dataset together with its function
evaluation. The obtained dataset is used to update the surrogate model of the objective, for
the next iteration. The selection process determined by the acquisition function affects how
the algorithm behaves and is crucial to its performance. This process is repeated until the
stopping criteria are met. The final goal of the selection process is to find the optimum of the
objective function or gain more information to improve the surrogate model.

surrogate models Various data-driven ML models can be used to approximate the
objective function (Jin, 2005, Forrester et al., 2009, Shahriari et al., 2015). However, most AL

and BO approaches rely on some estimate of uncertainty which can be further used within
the acquisition functions (MacKay, 1992, Lewis et al., 1994b, Settles et al., 2008, Srinivas et al.,
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2010, Hennig et al., 2012). Therefore, methods providing uncertainty quantification such as
Gaussian processes, are commonly used as surrogate models (Rasmussen et al., 2006).

acquisition functions The acquisition functions aim to trade off exploration of the
search space and exploitation of regions with high probabilities of obtaining the optima.
In order to propose the next sampled point, acquisition functions usually use information
from the surrogate model, such as the approximated value as well as model uncertainty
estimates. The most common acquisition functions in BO can be classified as improvement-
based, comprising Probability of Improvement (Kushner, 1964) and Expected Improvement
(Močkus, 1975), optimistic acquisition functions such as Gaussian process upper confidence
bound (GP-UCB) (Srinivas et al., 2010), and finally information-based acquisition functions such
as Entropy Search (Hennig et al., 2012), Thompson sampling (Chapelle et al., 2011) and
Predictive Entropy Search (Hernández-Lobato et al., 2014).

2.2.3.2 Gaussian Processes

Gaussian Processes (GP) are a class of nonparametric supervised learning models (Williams
et al., 1996). The regression version, i.e. Gaussian Process Regression (GPR), is a common
choice for surrogate models in the BO framework as it can infer continuous function values.

On a high level, a GP can be thought of as a generalisation of the multivariate Gaussian
distribution, to an infinite number of random variables, that correspond to each point on
the input domain. The covariance between the corresponding function values at any two
points of the domain, is given by the covariance matrix K or by evaluation of the kernel k of
the GP. Therefore in this setting, instead of modelling a distribution of random variables, the
GP models a distribution over functions. More formally, a GP assigns a random variable f(x)

to every point x ∈ Rd in the domain, and models the joint distribution of these variables
p(f(x1), f(x2), ..., f(xN)) as Gaussian, shown in Eq. (2.15).

p(fX) = N(µ,K) (2.15)

Where fX = [f(x1), f(x2), ..., f(xN)] and the prior mean function µ = [m(x1), ...,m(xN)], which
is usually selected to be zero. The main assumptions that GP are based on are smoothness
and locality, meaning that points which are close to each other have similar behaviour. This
assumption is related to representing the covariance matrix via a kernel function, which
models the pairwise relationship between points such that each element of the covariance
matrix K is defined as Kij = k(xi, xj).

Given training data inputs X = [x1, x2, ..., xN] with corresponding function values
fX = f(X), we can use the GPR to make predictions fX⋆ at new test inputs X⋆. This is
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achieved by calculating the GP posterior p(fX⋆ |fX) from the joint distribution p(fX⋆ , fX). The
joint distribution can be expressed as in Eq. (2.16) below:

p

 fX

fX⋆

 ∼ N

0,

 K K⋆

KT⋆ K⋆⋆

 (2.16)

Where the covariance matrix is decomposed into K⋆⋆ which is the matrix of covariances
for all the pairs from the set X⋆ i.e. k(X⋆,X⋆), and K⋆ which gives us the similarity of each
point in X to each point in X⋆ as k(X,X⋆). Finally, K = k(X,X).

From Eq. (2.16), the posterior distribution is computed following the conditional density
property of Gaussian distributions, which itself is a Gaussian distribution (Rasmussen et al.,
2006), whose mean and covariance are defined as in Eq. (2.17):

p(fX⋆ |fX) ∼ N
(
KT⋆K

−1fX,K⋆⋆ −KT⋆K
−1K⋆

)
(2.17)

When used within BO, the GPR creates a mapping from inputs, to a mean and variance
of a Gaussian distribution at each point. The mean represents the predicted underlying
function value, while the variance gives a confidence of this prediction. In this way we can
estimate the probability of each particular function sample.

kernel functions The main component defining a GPR performance is its kernel
function, which defines the inter-dependence of the datapoints. The most common kernel
functions are the square exponential Eq. (2.18a), Matern kernel Eq. (2.18b), rational quadratic
Eq. (2.18c) and the periodic kernel Eq. (2.18d), with the corresponding covariance matrices
shown in Fig. 2.5.
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Kernel functions are further specified by hyperparameters, the distance between points d,
the lengthscale σl which controls the smoothness of the function, and the standard deviation
σf which influences the vertical variation due to noise fluctuations. The rational quadratic
kernel acts as a mixture of square exponential kernels with different lenghtscales, where
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α is the scale-mixture coefficient. The periodic kernel has the period p, which defines the
distance between repetitions.

(a) Squared exponential (b) Matern (c) Rational quadratic (d) Periodic

Figure 2.5: Examples of the covariance matrices implemented as various kernel functions. Each
dimension contains D = 1000 points between 0 and 1, with matrix elements corresponding
to the pairwise distances ||x− x ′||22. The hyperparameters used are equal for all kernels
with values σf = 1, σl = 0.3, α = D/2, and the period p = 0.1.

2.3 modelling abstractions

The concept of abstractions has been widely studied in quantitative fields, and is an essential
component when designing artificial intelligent systems. Abstraction can be defined as a
reformulation of the original problem, so it becomes easier to solve. This reformulation
usually entails lowering the computational complexity of the problem or changing the
information content by removing irrelevant details, and is related to the specific task at hand
(Ploya, 1945, Holte et al., 2003, Zucker, 2003).

(a) Internal Models (b) Manifold Learning

Figure 2.6: Schematics of the two approaches to modelling abstractions over the parameter space.

The necessity of having adequate abstractions as the foundation for the learning process
has been recognised since the pioneering days of AI. Using proper abstractions has had
significant impact on the early developments in AI research. In 1961 Minsky proposed
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using abstractions to facilitate solving planning problems (Minsky, 1961). The approach
consists of extracting the most important components of the problem, which defines the
abstract problem. Once the abstract problem is solved, its solution can be used as the basis
for the full solution to the original problem. Focusing on the reformulation component of
the abstraction process, one can discuss the change of representation. In his work, Zucker
illustrates examples and gives an overview of several definitions of abstractions in AI (Zucker,
2003). The desired characteristics of the reformulation component in abstractions, is that
it should preserve the desired properties of the original problem, as well as the quantity
of information involved. This further extends the requirements past solely reducing the
computational complexity.

However, most of the early work in AI relied on humans defining these abstractions
for AI systems to use (Brooks, 1991). This simplified the tasks for AI systems, by abstracting
away specific components, e.g. the perception and motor control modules. One common
example are perception abstractions. Imagine a mobile robot navigating around a chair. To
accomplish this, the robot does not require information about the chairs material, colour or
the number of legs. Passing the notion of a chair to a robot AI system abstracts away different
uninformative details such as types, sizes and orientations of different chairs that the system
can encounter. This allows the AI system to focus on the higher-level processes, such as
motion planning and navigating around the chair as an obstacle (LaValle, 2006).

Recent advances in machine learning have enabled AI systems to find such abstractions
autonomously, from experience data. Most notable uses of abstractions for agent learning are
in the context of the action or behaviour space via the options framework, movement primitives
or quality-diversity mentioned in Section 2.2.2, and in the context of the input or state-space
via representation learning.

The options framework in RL provides a temporal abstraction layer over the agent’s action
sequences combining them into composite behaviours (Precup et al., 1998). These behaviours
are then learned in a hierarchical manner (Sutton et al., 1999, Stolle et al., 2002). The notion
of learning composite behaviours consisting of simpler actions is also investigated within
the movement primitives framework, with the main difference being in the modelling of the
agent policy (Schaal et al., 2005, Kober et al., 2009, Ijspeert et al., 2013).

The field of representation learning or feature learning (Bengio et al., 2013), consists
of a family of supervised and unsupervised machine learning algorithms, which aim to
discover representations of input data, as a substitution for human-defined ones. In deep
learning, these representations are achieved via parameterised transformation functions
whose parameters are learned from data, where the objective is to reduce the dimensionality
of the original problem and to preserve information contained in the original data by learning
the underlying structure. Abstractions of the state-space can simplify the learning process
and can help with domain transfer as well (Taylor et al., 2009, Zhu et al., 2020).
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This thesis investigates the concept of abstraction in the context of agent policies, more
specifically, the policy parameter space (see Fig. 2.6). Therefore, the remainder of this section
introduces methods that can be used to realise policy space abstractions. In particular,
Section 2.3.1 focuses on abstractions that are achieved via forming a model of the policy
parameter space via internal models, where policy parameterisations are based on primitive
actions introduced above (illustrated in Fig. 2.6b). In Section 2.3.2, an unsupervised variant
of representation learning is introduced - manifold learning. This family of approaches can
be used to generate learned representations of the policy parameter space, with the goal of
simplifying the problem of searching for solutions in this space (illustrated in Fig. 2.6b).

2.3.1 Internal Models

Figure 2.7: Schematics of the realisation of the forward and inverse internal models.

Humans have the capability of learning various motor skills, based on trial and error.
One of the important components enabling this, is the existence neural representations of the
body, i.e. internal models, within the human brain (Wolpert et al., 2011, Marshall et al., 2015).
The internal models of the body mimic the natural processes and interactions, by mapping
motor commands into expected sensory inputs. Evidence from the physiological literature
suggests that these internal models are related to the cerebellum (Ito, 2008, Pickering et al.,
2014). These models are essential during the motor learning process, as they are used to
predict outcomes of executed motions while interacting in the environment. During this
trial and error process, the internal models are updated in order to generate more accurate
predictions (Wolpert et al., 2001, Wolpert et al., 2011).

Two main variants of internal models have been proposed as forward and inverse models
(Miall et al., 1996, Wolpert et al., 1998, Wolpert et al., 2001). The forward model (Jordan et al.,
1992) encodes the causal relationship within the motor system by replicating its response to
motor commands. For a given motor command, an estimate of the next state of the system is
generated. In essence, the forward model acts as a model of state transitions from the MDP

perspective (Section 2.1.1). This capability allows humans to perform mental simulations,
i.e. predicting outcomes of motor commands before executing them (Wolpert et al., 1995),
which improves the learning process. The inverse model (Atkeson, 1989) does the opposite
of the forward model, and can be seen as a model of voluntary movement. It estimates the
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motor command necessary to achieve a desired state of the motor system. The notion of
internal models is also related to the topic of predictive coding, from brain function theory,
which examines how the brain generates and updates a mental model of the environment
(McClelland et al., 1981, Rao et al., 1999, Clark, 2013).

Inspired by the insights from motor skill learning in humans, the concepts of internal
models and predictive coding have been widely investigated for learning robot control in
AI, and building computational models that underlie modern NN approaches (Jordan et al.,
1999, Dearden et al., 2005, Hinton, 2007, Nguyen-Tuong et al., 2011). A crucial component
of learning internal models is the data acquisition process, sometimes referred to the
exploration problem. Skill learning in humans comprises of trial and error, where each trial
which contributes to the internal model is actively selected by the human agent. Such trial
exploration behaviour is studied as self-exploration strategy in the robot learning literature,
either by exploring robot’s sensorimotor capabilities via motor babbling (Demiris et al., 2005,
Demiris et al., 2008, Ecarlat et al., 2015, Kormushev et al., 2015, Reinhart, 2017), or taking a
more goal-directed approach via goal babbling (Von Hofsten, 2004, Rolf et al., 2010, Jamone et
al., 2011). The babbling approaches learn the robot’s forward or inverse model by iteratively
performing random motor commands and recording their outcomes. Online variants have
been used in robot learning, especially in settings where online adaptation and interaction
with a dynamically changing environment are required (Hersch et al., 2008, Jamone et al.,
2012, Jamone et al., 2013), including AL approaches discussed in Section 2.2.3.

This thesis examines internal models in the context of abstractions. Since internal models
map motor commands to some desired outcomes, this can be considered as abstracting away
motor commands, as an agent policy parameterisation within a particular task definition.

2.3.2 Manifold Learning

The term manifold has a slightly different connotation in Mathematics, as opposed to Ma-
chine Learning. However, to further understand the notion behind manifold learning, it is
important to understand the mathematical intuition and formalism which inspired it.

In Mathematics, specifically in the branch of Topology and Differential Geometry, a
manifold is a topological space, that locally resembles Euclidean space near each point
(Munkres, 1974, Lee, 2010). A topology is a collection of open sets we add to a space with
the goal of defining notions of connectedness.

definition 2 .3 .2 .1. — Topology — Let X be a non-empty set X ̸= ∅. A topology τ on X is a
collection of open subsets Ai of X, for which the following axioms hold:
1. ∀Ai ∈ τ⇒

⋃
iAi ∈ τ — The union of any number of open sets is an open set

2. ∀Ai ∈ τ⇒
⋂N
i Ai ∈ τ — The intersection of a finite number of open sets is an open set.
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3. X, ∅ ∈ τ — Both X and ∅ are open sets.
Where an open set U is a set for which the following holds: U ⊆ X and U ∈ τ.

definition 2 .3 .2 .2. — Topological Space — A pair (X, τ) is called a topological space.

The motivation behind defining the topological space is to give a notion of connectedness
of a set of points, without introducing the concept of distance (metric).

definition 2 .3 .2 .3. — Topological Manifold — A (real) n-dimensional manifold is a topological
space M, for which every point x ∈M has a neighbourhood (an open set containing x) homeomorphic
to Euclidean space Rn (locally Euclidean). An open set is homeomorphic to Rn, if there exists a
continuous mapping with continuous inverse.

More informally, a manifold is a space which at any given point locally resembles an
Euclidean space. A common real-life example of a manifold is the surface of the Earth. A
person sees the Earth’s surface as a flat 2D plane because it is locally Euclidean, which
happens to be a spherical manifold embedded in the 3D space.

In ML, especially deep learning, the term manifold learning usually refers to a subset
of representation learning, i.e. a family of non-linear dimensionality reduction approaches.
However, the notion behind manifold learning also forms the basis of latent-variable models and
deep generative models, discussed later in this section. Most of the manifold learning approaches
are related to the topological notion of the manifold through the basic assumption that they
share, i.e. the manifold hypothesis (Bengio et al., 2013, Fefferman et al., 2016, Goodfellow et al.,
2016). However, manifold learning approaches do not aim to find an exact manifold, but
rather focus on finding an approximation of a lower-dimensional manifold or set.

definition 2 .3 .2 .4. — Manifold Hypothesis — Real-world high-dimensional data, are expected
to concentrate in the vicinity of a manifold M of much lower dimensionality d, embedded in high-
dimensional input space RD.

In order for the manifold hypothesis to be useful, the manifold learning algorithms need
to find a (invertible) transformation function, which maps the data from the original data
space onto the manifold. In practice, the manifold is a lower-dimensional projection of the
original data. This transformation function is learned from the available data.

2.3.2.1 Statistical Dimensionality Reduction

One application of the manifold hypothesis in ML, is to learn the transformation function
mapping from a high-dimensional input space, to a lower dimensional representation space.
The main aim of dimensionality reduction is to find such a projection, while preserving
certain properties of the original high-dimensional space.
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This problem can be formulated as follows. Assuming a dataset of N samples, where
each sample is an D-dimensional vector x ∈ RD, the dataset can be represented as an N×D

matrix X. The goal is to transform the dataset X of dimensionality D, into a dataset Z of
dimensionality d, such that d≪ D, while preserving the structural properties of the original
data as much as possible. Usually, d is not known and has to be determined empirically or
optimised under some constraints.

The importance of dimensionality reduction approaches stems from the curse of dimen-
sionality, which is an umbrella term for a collection of problems that arise when dealing with
data in high-dimensional spaces, but not in low-dimensional ones. The most common prob-
lems that arise are related to that when the dimensionality increases, the volume of the space
increases very fast, so that the available data become sparse. This leads to issues with using
distance metrics and estimating statistical significance when dealing with high-dimensional
data (Trunk, 1979, Aggarwal et al., 2001, Zimek et al., 2012). There are a multitude of ap-
proaches to dimensionality reduction, and various ways to classify them (Van Der Maaten
et al., 2009, Sorzano et al., 2014, Sumithra et al., 2015, Nguyen et al., 2019). The most common
division is based on the assumption of the relationships within the high-dimensional data,
which can be linear and nonlinear. Alternatively, considering the mathematical approach to
obtaining the lower-dimensional representations, one can distinguish matrix decomposition
methods, and neighbourhood-based methods.

Below, the three most common dimensionality reduction techniques are presented, while
in the next subsection other techniques based on neural networks are discussed.

(a) PCA (b) t-SNE (c) UMAP

Figure 2.8: Schematics of the presented dimensionality reduction approaches. Top graph present data
in the higher dimensional space, and the bottom is the low-dimensional representation.
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principal component analysis (pca) The most popular linear dimensionality
reduction method based on matrix decomposition is Principal Component Analysis (PCA)
(Pearson, 1901, Hotelling, 1933, Jolliffe et al., 2016).

Intuitively, PCA transforms the original dataset by analysing correlations along the
different dimensions of the data vector. Based on this, a new subspace of linearly-independent
directions is created as linear combinations of the original dimensions, such that when the
original data is projected onto them, most of the original variance is preserved (see Fig. 2.8a
for an illustration). This new subspace can be interpreted as a manifold (Hinton et al., 1997).

Mathematically, PCA is computed by performing eigendecomposition of the data cov-
ariance matrix Σ = XXT , which can be decomposed as Σ = MΛMT . The diagonal matrix
Λ contains eigenvalues of Σ in diagonals, and the matrix M contains the corresponding
eigenvectors. These eigenvectors are the principal axes of the subspace that maintain the
maximum variance. The eigenvalues correspond to the variance of the projected inputs
along the corresponding principal axes. The low-dimensional representation of the dataset
Z is obtained by selecting d eigenvectors, i.e. principal components, corresponding to top
d eigenvalues. They form a linear subspace, such that when the data is projected on it,
the desired amount of variance, i.e. information from the original dataset, is preserved.
This projection or mapping onto the linear basis gives the low-dimensional representation
Z = XM. In this way the original space X is mapped into a space spanned by d eigenvectors,
while preserving the most important variance.

t-distributed stochastic neighbour embedding (t-sne) A popular non-linear
and neighbourhood-based dimensionality reduction approach is t-distributed Stochastic
Neighbour Embedding (t-SNE), which is mostly used for visualising high-dimensional data-
sets (Hinton et al., 2002, Maaten et al., 2008).

Intuitively, t-SNE aims to preserve local neighborhood structure of the high-dimensional
space, in low-dimensional space. It does so by constructing a joint probability distribution
over pairs of points in the high-dimensional space. The pairs which are “similar" based
on a specified distance metric, will have a higher probability. Similar joint distributions
are constructed over low-dimensional representations. Finally, the goal is to find the low-
dimensional representations, by matching low to high dimensional joint distributions. This
is done by minimizing their Kullback–Leibler (KL) divergence with respect to the low-
dimensional representations.

Mathematically, considering xi as the i-th row of X, t-SNE constructs probabilities pij

that are proportional to the Euclidean distance between points xi and xj in the original
high-dimensional space, as symmetrised conditionals:

pij =
pj|i + pi|j

2N
(2.19)
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where pij = pji, pii = 0 and
∑
ij pij = 1, while the conditional probability pj|i defines

the similarity metric, i.e. the probability of xj being the neighbour of xi, under a Gaussian
centered at xi.

pj|i =
exp(−∥xi − xj∥22/2σ2i )∑
k̸=i exp(−∥xi − xk∥22/2σ2i )

(2.20)

When using the Euclidean distance in high-dimensional spaces, due to the curse of dimen-
sionality, distances become less discernible. Therefore, it is important to adjust the distances
based on the data density within the high-dimensional space, which can be achieved by
appropriate selection of σi. In t-SNE, an important hyperparameter is the perplexity, which
determines the standard deviation σi of the Gaussian through the following relationship:

perplexity(pj) = 2−
∑
j pi|j log2 pi|j = 2H(pj) (2.21)

The local scale σi is found by bisection search, such that perplexity(pj) matches the given per-
plexity. Therefore increasing perplexity, leads to more non-local information being retained.
The perplexity is usually selected empirically, although there have been some automatic
selection approaches proposed (Cao et al., 2017). The low-dimensional representations zi,
with the probability over the low-dimensional representations qij, are constructed so that
qij matches the corresponding pij as close as possible. The probability qij is modelled as a
heavy-tailed student t-distribution:

qij =
(1+ ∥zi − zj∥2)−1∑

k

∑
l ̸=k(1+ ∥zk − zl∥2)−1

(2.22)

Finally, these low-dimensional points zi are found by minimising the KL divergence of p
from q, over the support.

argmin
zi

KL (p ∥ q) =
∑
i ̸=j

pij log
pij

qij
(2.23)

In contrast to PCA, the main benefit of t-SNE is that it captures non-linear dependencies
in high-dimensional data space, as well as its local structure. However, t-SNE has several
limitations. Its representations are sensitive to the chosen perplexity, and t-SNE does not scale
well computationally with increasing data dimensionality. Since t-SNE does not preserve
distances, but rather probabilities, this inhibits it from properly capturing global structure of
the data, due to exponential decay within the Gaussian (see Fig. 2.8b for an illustration).

uniform manifold approximation and projection (umap) Similarly to t-SNE,
Uniform Manifold Approximation and Projection (UMAP) maps sample similarities in high-
dimensional space and aims to find low-dimensional representations which maintain these
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similarities (McInnes et al., 2018). UMAP is theoretically grounded in topological data analysis,
and uses fuzzy sets of simplicial complexes to construct nearest-neighbour graphs (Munkres,
1993).

Intuitively, the procedure of finding the low-dimensional representations is similar to
t-SNE. Practically, there are several important implementation differences. Probability pij

implements symmetrisation differently, as:

pij = pi|j + pj|i − pi|jpj|i (2.24)

The most important aspect is that UMAP does not apply normalisations to obtain joint
probability distributions, and works with arbitrary distance metrics not just Euclidean
distance:

pj|i = exp
(
−(d(xi, xj) − ρj)/σj

)
(2.25)

where ρj is a hyperparameter defining the minimum threshold between samples, thus
creating a locally-adaptable exponential kernel which ensures the local connectivity of the
manifold. Instead of perplexity, UMAP uses the number of nearest neighbours hyperparameter
to find σj, which is computationally less demanding as there is no log function:

k = 2
∑
i pij (2.26)

An approximation of the student t-distribution is used for modelling low-dimensional prob-
abilities q, which does not require normalisation, thus further improving the computational
complexity:

qij = (1+ a(zi − zj)2b)−1 (2.27)

where a and b are hyperparameters which determine the similarity metric between samples.
Finally, the matching of qij to pij is done by minimising the binary Cross-Entropy rather
than the KL divergence.

CE(X,Z) =
∑
i

∑
j

[
pij log

(
pij

qij

)
+ (1− pij) log

(
1− pij

1− qij

)]
(2.28)

The second term in Eq. (2.28) allows UMAP to overcome the limitations of t-SNE related to
focusing only on local structure, and preserve global structure of the data. This means that
the relative size and placement of clusters in low-dimensional space generated by UMAP,
resemble more the relationships in the original data, than in representations obtained by t-SNE

(see Fig. 2.8c for an illustration). Furthermore, UMAP introduces significant computational
speedup, when dealing with very high-dimensional data.
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2.3.2.2 Latent Variable Models

The notion behind manifold learning forms a foundation for Latent Variable Models (LVM), a
class of statistical models which model probabilistic relationships between a set of observable,
and latent (hidden) variables (Everett, 1984, Galbraith et al., 2002). The latter represents the
true state of a variable or a system, and is assumed to be unavailable, and it is only possible
to observe its manifestations. The true state thus needs to be inferred based on mathematical
models and the observable manifestation. Therefore, the aim is to model the generative
process through which the observable manifestations have been generated based on the
latent variables. In ML, LVM typically refer to probabilistic graphical models, which model the
generative process via probability distributions and use statistical inference to obtain the
model parameters (Koller et al., 2009).

This thesis explores a specific type of LVM which are generative models. Latent representa-
tions are an essential component of generative models, together with the learned mapping
functions, which map between the latent and observable spaces. Generative models aim to
find the underlying structure in the data, via patterns, clusters or correlations. Using this
structure and modelling the data generation process, generative models produce novel data
with the same properties as the original data.

The following subsections discuss Deep Generative Models (DGM), whose mapping
functions are neural networks, their most common architectures and learning strategies.
Finding parameters of these models is usually done via variational inference which reformu-
lates statistical inference as an optimisation problem (Blei et al., 2017). Typical use cases
consist of modelling "natural" input data, such as images, observations, graphs etc, for which
the existence of an underlying manifold is intuitive. However, certain use cases consider
generative modelling of a second (neural network) model’s parameters or architectures.
These examples are further discussed in the remainder of the subsection.

2.3.2.3 Autoencoders

One of the most popular and intuitive DGM is an AE, where the idea is to explicitly learn the
structure of the underlying data manifold (Kramer, 1991, Hinton et al., 1994, Hinton et al.,
2006). The AE is a NN architecture with a bottleneck layer of dimension d, where d < D,
while the input and output layers are of the same dimensionality. The aim of the AE is to
learn how to copy its inputs to its outputs. By doing this, bottleneck layer then forms the
latent representation of the inputs, also called an embedding. Layers of the network from the
input to the bottleneck constitute an encoder, as it encodes the inputs to the bottleneck layer.
Conversely, the decoder decodes the latent layer information to the output. Both encoder and a
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decoder are essentially parameterised mapping functions, fE(·;ξE) and fD(·; ξD), respectively,
where ξ = {ξE,ξD} are the model parameters.

The goal of the AE is to find the optimal parameters ξ such that its outputs match the
inputs for every sample in the dataset. This is often achieved by minimising the sample
reconstruction error formalised as the Mean Squared Error (MSE) between the input and output
samples Eq. (2.29).

Lrecn =
∑
x∈X

||x− x̂||22 (2.29)

where x̂ = fD ◦ fE(x; ξ), as z = fE(x; ξE) and x̂ = fD(z; ξD), while X is the dataset. If
the bottleneck did not exist, the AE would be able to copy the inputs perfectly. Therefore,
lower-dimensional bottleneck layer is an architectural constraint and acts as an information
bottleneck. Training an AE becomes an adversarial process, in which the model is forced to
prioritise which aspects of the input are important and contain most information needed for
successful reconstruction, which leads it to often learn useful properties of the data. This
results in a latent projection such that only the most important information is represented
which contributes most to achieving a good projection, while the uninformative noise is dis-
carded. Autoencoders were initially used for dimensionality reduction and feature learning,
although their generative modelling potentials is becoming more evident (Schmidhuber,
2015, Goodfellow et al., 2016).

There are several variations to the original AE concept, which could be roughly categor-
ised as modifications of the architecture and regularisation. Some of the AE variants which
are most relevant for the work presented in this thesis are outlined below.

By modifying the objective function for the parameter optimisation, regularisation can
be applied to the training process. This can in turn affect the structure of the latent maps
and the information represented in the latent space. The most basic form of regularisation is
penalising norms of the weights, where in addition to the reconstruction loss, the L1 or L2

norms of the weight parameters is minimised as well (Kavukcuoglu et al., 2009).

Variational Autoencoder (VAE) employs a probabilistic perspective to generative models,
by treating the input data x as if it were coming from an unknown distribution p(x|z) which
is generated by a latent variable z (Kingma et al., 2014). The idea is to find the posterior
distribution:

p(z|x) =
p(x|z)p(z)

p(x)

However, calculating the posterior is intractable due to the evidence component in the
denominator p(x) =

∫
p(x|z)p(z)dz. Calculating the evidence would require evaluating all

possible values of z which would require exponential time. As calculating the posterior is
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intractable, instead of applying sampling, the idea is to use variational inference, and frame
finding the posterior as an optimisation problem. The idea is to try to match the posterior
p(z|x), to a tractable distribution of corresponding datapoints in the learned latent space
qψ(z). Matching the distributions is formulated as minimising the KL divergence DKL(q||p).
Using Jensen’s inequality, the loss function is derived which achieves this goal by minimising
the evidence lower bound Eq. (2.30).

LVAE = Ez∼qψ(z|x)[logpϕ(x|z)] −DKL(qψ(z|x)||pϕ(z)) (2.30)

Since the VAEs are trained via backpropagation, it is necessary to resolve the issue with
sampling z ∼ qψ(z|x), as the gradient cannot pass through the stochastic sampling operation.
This is resolved by introducing the reparameterisation trick, which decouples sampling the
random variable z = N(z;µ,σ2I) = µ+σ⊙ ϵ, into a deterministic (µ and σ) and "fixed"
stochastic ϵ ∼ N(0, I) components, where only the deterministic components are updated
during training.

A limitation of VAE is that they enforce a Gaussian prior on the latent space z ∼ N(0, I),
without any specific meaning assigned to each of the dimensions, which makes it difficult to
interpret the latent representations. If each dimension in z was sensitive to only a single factor
of data variation and invariant to others, such a representation is considered as factorised or
disentangled, which is a useful property that leads to more interpretable models. This issue
is addressed in β-VAE (Higgins et al., 2016) with adding a hyperparameter β that enforces
disentanglement of the latent representations Eq. (2.31).

Lβ−VAE = Ez∼qψ(z|x)[logqϕ(x|z)] −βDKL(qψ(z|x)||pϕ(z)) (2.31)

Contractive Autoencoder (CAE) introduces an additional regularisation of the inform-
ation content passed to the latent representation (Rifai et al., 2011, Rifai et al., 2012). The
authors impose a penalty as the Frobenius matrix norm of the encoder Jacobian Eq. (2.32).
This penalty limits the sensitivity of the encoder to perturbations on the input, and leads it
to map a neighbourhood of input points to a smaller neighbourhood in the latent space, i.e.
locally contracting the neighbourhood.

LCAE =
∑
x∈X

||x− x̂||22 + λ||JfE(x)||
2
F (2.32)

where ||JfE(x)||
2
F =

∑
ij

(
∂hj(x)
∂xi

)2
is the squared Frobenius norm of the encoder’s Jacobian.
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Lipschitz Autoencoder (LAE) has been recently proposed (Kim et al., 2020b), which aims
to impose Lipschitz-continuity, with respect to the Wasserstein distance, over the function
mapping between the input and reconstruction space Eq. (2.33).

LLAE = Lrecn + λLMMD +ϕLLipshitz (2.33)

where LMMD component is the maximum mean discrepancy whose aim is to represent dis-
tances between distributions as distances between mean embeddings of features, applied to
the input and latent space sample distributions. The Lipschitz penalty component LLipshitz
ensures that fE ◦ fD is Lipschitz-continuous with respect to the Wasserstein metric. These
components are balanced using hyperparameters λ and ϕ.

2.3.2.4 Model Description Generating Models

In this section, an alternative generative model paradigm is presented, which can be con-
sidered as a special use case of latent-variable based generative models, that focuses on a
different type of data. As opposed to generating or reproducing the "natural data", such
as images, observations, graphs etc, generative models can also be applied to generating
descriptions of a second model.

More concretely, the second model can be any arbitrary ML model, while the description
of a model can refer to either the model’s parameters if it a parameterised model, model ar-
chitecture or some other properties that define the model. Therefore, the presented paradigm
can be described as consisting of two components: the first model which is trained, and the
second model, which is described based on the outputs of the first model. However, this
terminology differs in different works, which is further discussed below.

It is important to emphasise the difference between standard generative models dealing
with "natural data" typically studied in representation learning literature, and the generative
models in the context of model descriptions introduced in this section. In the case of e.g. images,
small variations of the latent variable corresponds to small variations in the image data space
(e.g. blurry image). In the case of neural network parameter space, small variations of the
network parameters could lead to significantly different model performance, i.e. behaviour.
Therefore, the definition of the first model significantly affects how the latent variable is
expressed in the network parameter space.

This section focuses on approaches following the model description generative model
paradigm, in the context of neural network models. Two main categories can be distinguished,
based on the description type of the second model that the first model generates: network
architectures and network parameters generative models.
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Figure 2.9: A diagram illustrating the model description generating model concept. The two models
depicted can be any arbitrary parameterised models. The first model has green weights
which are learned by optimising some loss function. The output of the first model are the
blue weights (and architecture description), which describe fully the second model. The
second model is used as usual, it has inputs (red square) and outputs (orange square).
The inputs of the first model (grey square) vary depending on the framework used.

network architecture generative models The earliest variants of model de-
scription generation was in the EA field with the work on Neuroevolution of Augmenting
Topologies (NEAT) by Stanley and Miikkulainen (Stanley et al., 2002). The NEAT algorithm
generates both NN topologies and parameter values, which showed success on robot control
tasks (Taylor et al., 2006). Various extensions of NEAT presented different approaches to
defining the search space and application domains (Stanley et al., 2005, Stanley et al., 2009,
Silva et al., 2015). Several approaches in the literature focus purely on architecture search,
where the parameters are optimised separately, commonly referred to as neural architecture
search (or optimisation) (Zoph et al., 2016, Luo et al., 2018, Gaier et al., 2019, Elsken et al.,
2019).

network parameter generative models Adjustable parameters of a model are
usually obtained as a result of an optimisation process. However, another perspective is to
view these model parameters as outputs of a another model. In this setting, the first model
is trained, and its outputs are used as the parameters of the second model. The literature
covering Network Parameter Generative Models (NPGM), can be differentiated based on the
type of the first model into two groups.

The first group consists of approaches to few-shot adaptation of the (controller) network
parameters, conditioned on the observations or latent variables as inputs. Earliest work
proposing this paradigm was published by Gomez and Schmidhuber, where the first and
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second models’ parameters were termed slow weights and fast weights, respectively (Gomez
et al., 2005). This paradigm was further expanded in the context of recurrent networks (Ba
et al., 2016), meta-learning (Rusu et al., 2019), dynamic filter networks (Xu Jia et al., 2016) and
hypernetworks (Ha et al., 2017, Oswald et al., 2019). The above-mentioned approaches do
not explicitly learn a representation of the inputs on which the controller network parameter
generation is conditioned, rather a differentiable mapping from the observation space which
can be updated via gradient descent.

The second group consists of approaches that explicitly learn a latent representation and
use it to condition the first model. In a recent work, a neural network parameter manifold
is learned from a collection of converged neural network policies for a continuous control
of a cart-pole task, using a VAE (Chang et al., 2019). The collection used consists of policies
which exhibit various performances based on total returns on the cart-pole task. The learned
representations are analysed by sampling and evaluating new generated policy network
parameters. A similar concept was explored using a Generative Adversarial Networks (GAN)
as the first model, for generating controller policy parameters (Jegorova et al., 2018). Although
following a similar intuition, this approach uses a simple motion primitive based controllers
as a second model, not a neural network policy.

2.4 summary

In this chapter, an introduction to sequential decision making, together with an overview of
methods for policy search and modelling abstractions is presented. This literature overview
is intended to give context and grounding for the contributions in this thesis. Below, the
background chapter is summarised and with the key concepts it introduced.

Section 2.1 introduced the sequential decision making problem setting and its mathematical
formulation. This introduction is followed by a short overview of some common approaches
to addressing this problem with the assumptions they make, in order to give context to more
specific methods.

Section 2.2 introduced a specific family of approaches to solving sequential decision
making problems, that are focused on directly finding an optimal policy. Besides objective-
based policy optimisation methods based on Reinforcement Learning (RL) and Evolutionary
Strategies (ES), a different paradigm is introduced, where optimisation is not focused on a
single objective of fitness. This paradigm comprises work which is aimed towards defining
objective-free or alternative objective functions. These objective functions include a notion of
diversity which is equally important to fitness. In addition, the active learning paradigm is
introduced, which can be used to simultaneously update the model e.g. policy function, and
query the samples to evaluate that will be most beneficial to the learning process.
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Section 2.3 introduced two approaches to implementing abstractions in AI — internal
models and manifold learning. The methods introduced in this thesis that model the parameter
space abstractions, draw inspiration from the approaches to modelling abstractions presented
in this section.

In the next chapter, abstractions based on internal models are examined further, from
the perspective of the policy encoded as displacements, and how they can be used together
within the active learning paradigm. In chapters 4 and 5, manifold learning approaches,
in particular Autoencoders are examined as an approach to abstracting high-dimensional
policy parameter spaces, with the aim to generate diverse policy behaviours. An intuition
and in-depth analysis of this approach and its components is given, together with the
experimental findings and conclusions on potential use cases. Each of the following chapters
contains a background section with more specific literature examples relating to the thesis
methods. In order to provide more specific context for each of the specific problem settings...
Finally, the discussion of the benefits and limitations of the proposed methods is provided,
with the summary of the thesis contributions.
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C H A P T E R 3

Informed Search

In this chapter, we introduce and investigate abstractions over the policy parameter space
by introducing Informed Search, a method that uses internal models, and show how these
abstractions can be used for efficient policy search. Specifically, the forward internal model
used maps the movement policy parameter space to the task outcome space, and it is this
mapping which provides a basic abstraction that is exploited within Informed Search. For
the abstractions to be general, when mapping to the task outcome space, we do not focus on
a specific task goal and avoid using any evaluation information.

The proposed method is examined in the context of a policy parameterised as robot
link and joint displacements, that defines a trial consisting of a one-shot movement, i.e. a
multi-arm bandit policy. The forward model uncertainty estimates implemented via GPR,
together with trial outcome information, provide a framework for guiding the policy search
process by selecting most informative trials that lead to the final model learning to achieve
multiple task outcomes. The ideas, research work, results and images presented in this
chapter, are based on the work which has been previously published in (Rakicevic et al.,
2017) and expanded in (Rakicevic et al., 2019). The video of the experiments, code for the
proposed approach and evaluation environments are made open-source and are available
online: https://sites.google.com/view/informedsearch.

In the remainder of the chapter we give a brief introduction on the problem setting
and the motivation in Section 3.1. The relevant literature on motor babbling, bi-manual
robot control and transfer learning is summarised in Section 3.2. The problem is formalised
and the proposed informed search approach is presented in Section 3.3 which implements
the selection function for selecting subsequent trials, based on the previous trial info and
the forward models. Experimental evaluations on a simulated and real physical robot are
given in Section 3.4, together with an example how this approach can be used for transfer
learning between different environments. Finally, the results are summarised and discussed
in Section 3.5 with an overview of potential limitations and prospective amendments.

50
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3.1 introduction and motivation

The main motivation for this work comes from the approach humans take when learning
complex tasks such as acquiring new skills, using new tools or learning sports. Most of their
learning process is centred around trials and errors e.g. feeling the weight of the utensil,
practice hand-eye coordination, etc (Newell, 1991). Even though there may be demonstrations
present (e.g. explanatory videos, user manuals or a human instructor) several trials are
needed to acquire adequate motoric capabilities. These trials do not necessarily lead directly
to accomplishing the task, but eventually good internal models are learned, that lead to a
confident limb control for task execution. Therefore, not directly optimising for a specific
task could aid in generating robust internal models (Pugh et al., 2016).

When transferring the notion of trial and error learning to artificial agents, such as
robots, learning a useful control policy from interactions requires the agent to perform
many trials in order to adjust its policy. However, with physical robots this might not be
possible due to the limitations of the mechanical components. Therefore, we are interested in
settings where exhaustive exploration is prohibitive as trial execution is expensive, sometimes
referred to as micro-data settings (Mouret, 2016).

To address this problem, previous work focused on simplifying the controller definition
and by extension its parameterisation, which leads to a smaller search space. An elegant way
to approach this, is to learn abstractions over the decision space, in our case control movement
policy parameter space, using internal models. This can be done by defining a mapping
function learned from experience, such as a forward model discussed in Section 2.3.1. Although
the forward model maps the movement parameterisation space to the outcome space, the
search is still performed in the original movement space which is not transformed. However,
due to the imperfections of the forward model, we find an abstract representation in the form
of a probability distribution to capture the uncertainty of the predictions. This additional
information provided by the forward model represents a simple form of abstraction of the
parameter space. Such abstractions facilitate finding connected regions within the parameter
space, and this further help focus the trial selection towards the most useful i.e. informative
trials, that lead to largest improvements to the control policy.

In this chapter, we focus on the problem of learning a multi-arm bandit control policy
through trial and error, in a micro-data setting, without a specific task goal definition. A
policy selects an action representing a movement which fully describes one trial, and this
movement is executed by selecting an appropriate point in the movement parameter space.
The main goal is to learn the policy, which maps each point in the movement parameter
space to a specific trial outcome. To achieve this, the learning agent needs to intelligently
explore the movement parameter space in order to construct a good internal model which
represents the robot and environment dynamics with very little prior information.
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To this end, we develop a novel iterative and online active-learning approach, which
performs informed search in the movement parameter space defining the movement and by
extension the trials. The aim of the approach is to be sample-efficient. We achieve this by
implementing abstractions over the movement parameter space via internal models, which
are used to improve the control policy by efficiently searching the movement parameter
space. The proposed learning framework consists of two internal model components: a
task model and an exploration model component. The task model is essentially our control
policy, which is implemented as Gaussian Process Regression (GPR) (Rasmussen et al., 2006)
function that maps the movement parameters as inputs, to the trial outcomes as outputs.
The exploration model component facilitates policy exploration, by performing search in
the movement parameter space, to find a parameter vector that encodes a subsequent most
informative trial for the task model. This component represents a composite query strategy in
the Active Learning (AL) parlance, obtained via probabilistic modelling of previous trial data
and uncertainty inherent to the GPR task model. The exploration component is implemented
as a probability distribution over the movement parameter space, from which the subsequent
parameter vectors are sampled. During the learning phase, the exploration component
iteratively finds datapoints in the parameter space used to fit the task model, and thus lowers
the task model’s posterior uncertainty. Actual performance of the trial outcomes, i.e. cost
function, is not used by either component as the desired target outcomes are not provided.
This renders the components independent from a specific task requirement.

To present and analyse the performance of the proposed framework we use the MuJoCo
(Todorov et al., 2012) simulation environment, as well as a physical robot. Both the simulated
and real robot tasks are similar, in that they employ an agent which tries to learn how to
move another object (puck) to arbitrary locations using its body. During the testing phase, the
agent is presented with a set of previously-unseen arbitrary target positions. It is expected to
automatically generate an appropriate movement action, based on the learned task model,
to hit the puck so that it lands on the target. This is the actual task that the agent needs to
perform well.

The proposed approach requires very little prior knowledge about the system: no
previous task knowledge (strategies, desired movements, etc.), prior kinematic (stick and joint
constraints) nor environment (surface friction, contact forces, etc.) models are provided. No
demonstrations or expert human supervision are necessary. The number of input parameters
is given (which represent the displacement of each degree of freedom) and their ranges,
without contextual information regarding their influence or importance.
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3.2 related work

The proposed approach introduced in this chapter is inspired and builds on top of several
works in the literature. The micro-data problem setting has been extensively studied in
robot learning, which has been mentioned in QD literature Section 2.2.2. From the modelling
perspective, the proposed approach relies on GPR introduced in Section 2.2.3, as the imple-
mentation of the forward model concept (Section 2.3.1) which provides model’s uncertainty
estimates useful within the AL framework.

Moreover, we review several works that discuss approaches to movement representations.
We also review the literature addressing the problem of bimanual robot skill learning, which
we use as the experimental setup to evaluate our approach, specifically bimanual ice-hockey
playing robot settings.

3.2.1 Movement Representations

In order to have a robot perform a certain movement, we need to generate appropriate
commands which are then sent to the robot’s actuators for execution. Below, we give a
brief literature review of common approaches used to generate such commands that lead
to desired movements. In addition to parameterised policies in RL that define the agent’s
behaviour in the environment and thus its movement, there exist other approaches to
representing agent movements. These approaches mostly differ in the manner they are
executed, e.g. whether they are fixed (plan) or reactive (policy), and the amount of domain
knowledge they have available.

desired displacement The most simple and straight-forward way to define a move-
ment, is by defining the starting and end pose of the robot. Additionally, it is possible
to include other constraints such as initial and final velocities, torques etc. However, this
requires having a trajectory optimisation module, which would convert the desired initial and
final pose information into a movement trajectory, i.e. list of positions at each timestep, either
in joint or task space. In order to produce such a trajectory while avoiding singularities and
potential constraints (obstacles, actuator limits etc), additional information about the robot’s
and environment’s kinematics and dynamics is required. Once implemented, we can use
such a movement representation within a multi-armed bandit problem setting (Katehakis et al.,
1987, Auer et al., 2002, Ecarlat et al., 2015, Slivkins, 2019). In this way, a RL policy can always
have a fixed input (observation) and the reward function directly depends on the action
taken, which in our case is the executed movement.
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movement trajectory A desired movement can be achieved by explicitly providing a
predefined list of exact positions or velocities for each joint, at each timestep, i.e. a trajectory.
This trajectory can be directly executed by the actuators. As briefly mentioned in Section 2.1.2,
generating such trajectories is one of the main problems addressed in the motion planning
literature. It is important to mention that the trajectories are usually given in the robot
configuration space i.e. a list of joint positions, velocities or torques, or in the task space i.e.
a list of Euclidean coordinates of the robot’s links which then requires solving the inverse
kinematics or dynamics problems (Lozano-Perez, 1983, Hwang et al., 1992, Laumond et al.,
1998, Shkolnik et al., 2009, Haron et al., 2012, LaValle, 2006).

trajectory parameterisation If we consider the previously introduced movement
trajectory as a set of T points, we can then also consider fitting a parameterised curve to
these points. The idea is to describe the whole movement trajectory with P curve parameters,
where P ≪ T , as opposed to keeping T points. Other uses of parameterised curves for
movement representations is for interpolating between sparse waypoints in order to obtain a
smooth motion. Some common examples of parameterised curves include: B-, cubic, Hermite,
Catmull–Rom and Bezier splines (De Boor et al., 1978, Knott, 2000, Kolter et al., 2009, Xu
et al., 2014, Yuksel et al., 2011, Kim et al., 2020a).

movement primitives As a higher level representation of joint positions along the
trajectory, robot motions can be encoded by a weighted combination of a set of simple sub-
motions, called Movement Primitives (MP). These motions could be extracted by observing
human movement (Moro et al., 2014) and reconfigured (Raković et al., 2016) or learned
automatically from recorded demonstrations, i.e. Learning from Demonstration (LfD) (Ude
et al., 2010, Lin et al., 2016). The next step is to create a mapping from the MP space to
the desired movement, by learning the MP combination parameters and weights, and how
they change along the trajectory. To apply this approach, the intermediate step of defining
the MP is required. This may vary between different robotic systems as well as particular
tasks, which renders it less generic. Dynamic Movement Primitives (DMP) (Ijspeert et al.,
2013) capitalise on control theory methods such as differential equations with attractor
properties, which are modified in order to derive control policies to be executed on the robot.
In contrast to RL policies, the attractor landscapes are not learned from scratch but rather an
initial rough form of an attractor landscape is encoded via system’s differential equations
or demonstrations, which is subsequently improved. Several approaches in the literature
generalise DMP (Deniša et al., 2016, Kober et al., 2011, Ude et al., 2010) as well as combine
them with the RL framework to tackle high-dimensional continuous state and action spaces
(Peters et al., 2008b).
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3.2.2 Bimanual Robot Skill Learning

There is a significant body work in the literature addresses bimanual robot skill learning,
and there are several examples focusing on learning ice-hockey-like tasks. However, none of
these works simultaneously address: bimanual manipulation, and using a tool which dis-
torts/modifies the original robot kinematics. Below, we review several important approaches
to bimanual robot skill learning, as well as approaches addressing the ice-hockey-like tasks.

One of the earlier works approached solving bimanual manipulation tasks using kines-
thetic teaching, i.e. LfD (Gribovskaya et al., 2008). Simultaneously controlling two robot arms
to solve various tasks is an example of bimanual manipulation solved using coupled DMP

(Gams et al., 2014). Another interesting approach from the control perspective presents the
dual-arm control problem which is simplified by using a modular relative Jacobian, such
that the problem is reduced to a single manipulator control (Jamisola et al., 2016). Intricate
bimanual skill learning such as archery is demonstrated by Kormushev et al (Kormushev
et al., 2010). The authors investigated two learning algorithms based on RL and a chained
regression based algorithm which uses prior knowledge of the task. Again, this problem is
reduced to coordinating the arms to obtain the optimal arrow orientation before its release.
Dual-arm valve turning task done with a compliant humanoid robot is another example
of bimanual manipulation, which was achieved using the impedance control approach
(Ajoudani et al., 2014).

Relevant example of single-arm robot learning to play hockey using RL is presented in
(Daniel et al., 2013) where the robot learns to send the puck into desired reward zones and
gets feedback after each trial. Kinesthetic teaching is required to extract the shape of the
movement which is then improved. Recently, (Chebotar et al., 2017) combined model-free
and model-based RL updates to learn the optimal policy that shoots the puck to one of
the three possible goals. The tracked puck-to-goal distance is used within the cost function
to provide reward shaping. Learning bimanual sweeping motions from demonstrations,
but having one arm stationary to acts as a leverage point which inverts the motion of the
opposing end-effector is done in (Silvério et al., 2015). Work by (Kormushev et al., 2015)
incorporates elements which are not part of the original kinematic chain, by adding links and
leverage points to skew the mapping of motor torques to the end-effector pose, and the robot
successfully adjusts to these modifications. No explicit models of the robot’s kinematics,
extra links or tools are provided, but this approach would have difficulties when scaled. Our
proposed approach differs from those mentioned above, because during the training phase
no information about the goal nor the environment is provided.
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3.3 method

In this section, we describe the proposed Informed Search algorithm illustrated in Figure 3.1.
Informed Search is an iterative and online active learning algorithm, where each iteration
consists of parameter sampling using the exploration component and updating the task model
component. The exploration component samples the movement parameter vector defining
a trial, which is estimated to be the most informative trial for the task model and which
should be evaluated next. Once the trial has been executed on the system, the outcome of the
trial and accompanying information is used to update the task models. Updating the task
model improves the mapping between the movement parameter space and the task outcome
space, as well as reduces the overall model uncertainty which contributes to the exploration
component. The main goal of the Informed Search approach is to focus the search in the
regions of the movement parameter space which lead to the largest improvements in the
task models, thus improving sample efficiency.

Figure 3.1: The proposed Informed Search approach components. The history of previous trials is
used to fit the GPR task model, as well as to update the PIDF (orange). The GPR model
uncertainty (turquoise) is used to update the UIDF. The exploration model components
PIDF and UIDF are used to determine the SIDF which is subsequently used to select
the next most informative movement parameter vector to evaluate. The trial evaluation
outcome and the corresponding movement parameter vector are used together with the
previous trials to update the task model. This process iteratively continues until the
average task model uncertainty drops below a certain threshold.
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3.3.1 Problem Formulation

The problem setting we are focusing on is efficient search in the high-dimensional movement
parameter space. Since the values along each dimension are discretised to a finite set of
values, this becomes a combinatorial search problem.

To demonstrate the proposed approach, we consider a task in which the agent needs to
perform a movement that displaces its body from a fixed initial configuration. This movement
can potentially lead to a contact with another object (e.g. a puck) thus moving this second
object to a certain location. One such executed event is called a trial. The movement of the
object is governed by the dynamical properties of the environment (object mass, surface
friction coefficient, obstacles etc) which are unknown to the agent. The only feedback that
the agent receives, is whether the movement it performed successfully made contact with the
object (successful trial) or not (failed trial), and in the former case, what is the final resting
position of the object (i.e. trial/task outcome).

As mentioned in Section 3.2, there are several ways of representing the movement
of a robot. In our study, the action that the agent performs is defined by a vector of D

movement parameters x =
[
∆q1, ...,∆qD−1, s

]
that define the final displacement of the

robot joints, thus making the whole motion sequence as a "one-shot" action. This movement
parameter vector contains the displacements ∆q and the optional speed coefficient s. Each
displacement ∆qi defines the target position of the i-th joint actuator with respect to a fixed
starting configuration. The speed coefficient s is used to adjust the joint velocities either by
determining a fixed duration of the motion sequence, or by scaling the joint velocities. We
assume that there already exists a position controller that translates the goal position to a
trajectory, and this is why we consider the displacements as movement parameters. The
set of all movement parameter vectors that encode actions (trials) is the movement parameter
space. Even though this space is continuous, we discretise it to obtain a finite set of possible
combinations. This allows us to perform fast and exact inference over the parameter space,
without the need for approximate inference methods.

In the simulation experiments we use revolute joints so the parameters are given in
radians. Their units are the same even though their ranges might be different. The same
holds in robotic experiments where the parameters are displacements in the Cartesian
space measured in centimeters, with the exception of the wrist angle which is in radians.
Although the wrist angle has different units, the effect it causes can be comparable to the
displacements in centimeters. After the trajectory has been executed, in case of a successful
trial, the obtained trial outcome can be any value (both continuous or discrete) and is used
to fit the task model component. Both the successful and failed trials contribute to the
exploration component. Therefore, under the presented setup, the agent does not optimise
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for a particular task performance, but rather tries to avoid failed trials and evaluate regions
of the parameter space it is most uncertain about.

(a) Supervised learning (b) Proposed informed search approach

Figure 3.2: Diagrams comparing the information flow in the a) supervised learning paradigm (maps
outcome to control parameter) and b) proposed informed search approach (maps control
parameter to outcome). Solid line is the data pipeline, while the dashed line indicates
updates. The orange box is the task execution, i.e. environment interaction.

In Fig. 3.2, we compare the main concept behind the standard supervised learning
paradigm and our proposed approach, by showing the corresponding information flow
diagrams and how the learning is performed. The model outputs a control (e.g. movement)
parameter vector, given an input, and the trial outcome is the produce of this output when
applied in the environment. The performance metric is a cost function comparing trial outcome
and target desired outcome, and is used in supervised learning (Fig. 3.2a) to update the model.
In our case (Fig. 3.2b), the "input" can be seen as the whole movement parameter space from
which the model samples and outputs a movement parameter vector. The proposed approach
does not use the model performance metric to update the model, rather the trial outcome, since
desired outcomes are not provided nor needed.

To address this problem setting, we propose an approach to efficient exploration of the
movement parameter space in order to optimally select trials which will yield most useful
information to the agent. We employ the exploration component of the Informed Search
approach, to search for movement parameter datapoints that can be used to fit the task
model component. Even though we want to achieve good task model performance in the
end, the model’s performance measure during the learning phase is not used as feedback to
the parameter search since the desired outcomes are not given. The goal is to eventually have
a good model performance during testing, on the task of reaching the desired outcomes.

3.3.2 Informed Search Approach

The main assumption underlying our approach is that similar movement parameter vectors
lead to similar trial outcomes. Therefore, a function mapping the parameter space to trial
outcomes is considered to be smooth, without hard discontinuities, i.e. Lipschitz continuous.

In order to learn this mapping function from interaction data, we formulate it as a
regression model. Our goal is to obtain a model that can generalise well, so we need to
provide a sufficiently diverse interaction data sample distribution during training. Moreover,
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for the samples to contribute to the model, they need to be movement parameters that lead
to the agent moving the object, i.e. successful trials. Therefore, the main challenge becomes
selecting the movement parameter vector to evaluate next, which will lead to the highest
information gain for the regression model.

The proposed approach consists of two decoupled components updated using previous
interaction experience, i.e. previous trials — the task model and exploration model components.
They are implemented as functions over the movement parameter space, mapping each
movement parameter vector to a certain value. The mathematical formulation, together with
the underlying intuition behind the task model and exploration components are introduced
in this section. The pseudocode showing the learning process of the proposed framework is
presented in Algorithm 1.

Algorithm 1: Task and Exploration component learning

// Initialisation

PIDF← Π0

UIDF← 1

repeat
// Parameter sampling phase

SIDF← PIDF × UIDF // Following Eq. (3.3)

xt ∼ SIDF // Sampling movement parameter vector

trial_outcome, θpuck, Lpuck = EXECUTE_TRIAL(xt) // Trial execution

// Model update phase

if trial_outcome = failed then
ΣP
k [xt] += 1

PIDF −= N(xt, covΣP
k) // Following Eq. (3.1)

UIDF = GPR(xt) // Following Eq. (3.2)

else
ΣP
k [xt] −= 1

PIDF += N(xt, covI) // Following Eq. (3.1)

θx,Lx, UIDF = GPR(xt, θpuck,Lpuck) // Following Eq. (3.2)

end

until stopping_conditions

3.3.2.1 Task Model Component

The task model component uses the information from scarce successful trials, and creates
a mapping between the movement parameter space (X) as input, and the trial outcomes —
puck’s final position (θpuck, Lpuck) as output. This component creates two independent task
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models for each of the puck’s polar coordinates, angle and distance (as depicted later on in
Sec. 3.4.1 in Figures 3.7a and 3.7b, respectively).

To this end, we use GPR (introduced in Section 2.2.3.2) as it generalises well with limited
function evaluations, which in our case are the successful trials executed on the robot. Using
the notation from the previous section, let us define a point in the movement parameter
space x ∈ IRD. The main assumption is that for any finite set of N points X = {xi}

N
i=1,

the corresponding function evaluations (in our case trial outcome) at these points can be
considered as another set of random variables fX = {f(xi)}

N
i=1, whose joint distribution is

a multivariate Gaussian. Having a joint probability of the function variables, it is possible
to get the conditional probability of some parameter vector x⋆i evaluation f(x⋆i ), given the
previous trial data, in order to derive the posterior according to Eq. (2.17).

In our case, X is the set of movement parameter vectors which led to successful trials
during the training phase. The set X⋆ contains all the possible parameter combinations, since
we need to perform inference over the whole parameter space in order to obtain the task
models. Within the kernel definition in Eq. (2.17), we also consider zero mean Gaussian
noise, such that K = k(X,X) + ϵ where ϵ ∼ N(0,σ2ϵI), to account for both modelling and
measurement inaccuracies.

We evaluated the performance using the squared exponention (SE), Matern 5/3 and the
rational quadratic (RQ) kernels, defined in Section 2.2.3.2, and these results are presented
in Fig. 3.6. The distance measure d of the kernels in Eq. (2.18), is defined as the Euclidean

distance between the points in the parameter space d(x, x′) = ∥x− x′∥ =
√∑D

j=1(xj − x ′
j)
2.

Even though the concept of a distance metric in a high-dimensional space is not straightfor-
ward to decide and interpret, we opt for the Euclidean distance based on the discussion from
(Aggarwal et al., 2001) who argue that in problems with a fixed high dimensionality, it is
preferable to use a lower norm. Moreover, the presented kernel showed good empirical per-
formance. From the similarity measure given by the kernel we get that for the points which
are far away from each other, will have a higher variance associated with their prediction.
The coefficients α = D/2, σ2f and σ2l are the scaling parameter, variance and the lengthscale
of the kernel, respectively.

The advantage of GPR is that for every point for which we estimate the posterior
distribution, we know its mean and variance. The means are interpreted as the current task
models’ predictions, and the variance as their confidence about these predictions. Therefore,
regions of the parameter space which are farther away from the training points, will have
a higher variance and thus the uncertainty about their predictions is higher. After each
new successful trial, we can re-estimate the posteriors over the whole movement parameter
space, in order to update both task models, and their uncertainty. The inference is memory
demanding but executes in seconds on a workstation with a GTX 1070 GPU.
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Even though it is possible to learn the GPR hyperparameters from data, we do not
perform this because of:

(i) Low number of samples - as the main goal of our approach is sample-efficiency,
having a low number of samples and learning the hyper parameters with the marginal
likelihood is very likely to give overfitting results (at least several dozens of samples
are needed to learn something meaningful (Cully et al., 2015)).

(ii) Search instability - the order of acquiring samples is important and each subsequent
point in the search depends on the previous ones. Changing the GPR hyperparameters
after each step, would cause large variance in the sample acquisitions which may lead
to instability.

Therefore, we do extensive search of the hyperparameters, but keep them fixed throughout
the training phase.

3.3.2.2 Exploration Model Component

The exploration component exploits all the past trial information, in order to obtain the
selection function that guides the movement parameter search and selection process. The
elements contributing to the selection function are the information about the unsuccessful
trials, expressed through a penalisation function, and the GPR model uncertainty. Since the
movement parameters used as inputs for GPR are the same for both the distance and angle
task model, their corresponding GPR uncertainty will also be the same. The penalisation
function and the GPR model uncertainty are represented as improper density functions (IDF),
since their values for each point in the parameter space are in the range [0, 1] but they do not
sum to 1. Therefore, multiplying these two functions acts as a kind of particle filter. Since we
are interested in the relative "informativeness" of each point in the parameter space when
sampling the next trial, the actual absolute values of these functions do not play a crucial
role. An example of these IDFs is visualised in Fig. 3.3.

penalisation idf (pidf) The PIDF probabilistically penalises regions around the points
in the movement parameter space which have led to failed trials. This inhibits repetition and
reduces the probability of selecting parameters leading to failed trials. In our experiments, a
trial is failed if the agent does not move the object. Additionally, in the simulation experiment,
the trial is stopped if the agent contacts (hits) the wall. In the robotic experiment, fail cases
are also when:

(i) Inverse kinematic solution cannot be found for the displacements defined by the
movement parameters.

(ii) The displacements would produce physical damage to the robot (self collision, ignoring
the stick constraint or hitting itself with the stick).
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(a) Penalisation function (b) Model uncertainty (c) Selection function

Figure 3.3: The schematics of the exploration model components used to generate movement para-
meters vectors that define the trials. The figures show: (a) penalisation function which
inhibits the unsuccessful movements, i.e. failed trials, (b) task model uncertainty, and (c)
selection function combines the previous two functions in order to get the distribution
from which the parameter vector is sampled.

(iii) Mechanical fuse breaks off due to excessive force.

(iv) Swing movement misses the puck (no puck movement).

The PIDF is implemented as a mixture of inverted D-dimensional Gaussians (MoG) (3.1),
as they consider all failed trials evenly. (Gelbart et al., 2014, Englert et al., 2016) chose GP
for this, however, MoG provide better expressiveness of multiple modes in a distribution.
PIDF is initialised as a uniform distribution pp(X

⋆) ≡ U(X⋆). The uniform prior ensures
that initially all the movement actions have an equal probability of being selected. Each of
the K≪ N evaluated trials is represented by a Gaussian with a mean µP

k coinciding with the
parameter vector xk associated with this trial. Coefficient cov is the covariance coefficient
hyperparameter. Covariance matrix ΣP

k is a diagonal matrix, calculated based on how often
does each of the D parameters take repeated values, considering all the previous failed trials.
This is implemented by using a counter for each parameter. In this way, the Gaussians have
a smaller variance along the dimensions corresponding to the parameters with frequently
repeating values, thus applying higher penalisation and forcing them to change when ’stuck’.
Parameters with evenly occurring values have wider Gaussians.

This procedure inhibits the selection of parameter values which are likely to contrib-
ute to failed trials, and stimulates exploring new ones. Conversely, the parameter vector
leading to a successful trial is stimulated with a non-inverted and high variance Gaus-
sian, which promotes exploring nearby regions of the space. PIDF can be interpreted as
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p(successful_trial|uncertain_trial) i.e. the likelihood that the parameter vector will lead to a
successful trial given that the model is uncertain about it.

pp(X
⋆) = U(X⋆) +

K∑
k=1

ϕkN(µP
k , covΣ),ϕk = −1,Σ = ΣP

k failed trial

ϕk = +1,Σ = I successful trial

(3.1)

model uncertainty idf (uidf) The model uncertainty estimate is intrinsic to GPR

(3.2) and is used to encourage the exploration of the parameter space regions which are most
unknown to the underlying task models. UIDF is updated for both successful and failed
trials, as the exploration does not depend on the actual trial outcomes.

pu(X
⋆) = K⋆⋆ −KT⋆K

−1K⋆ (3.2)

selection idf (sidf) The SIDF combines the information provided by the UIDF, which
can be interpreted as the prior over unevaluated movements, and the PIDF as the likelihood
of improving the task models. Through the product of PIDF and UIDF, we derive SIDF (3.3),
a non-parametric distribution used as a query function, as the posterior IDF from which the
optimal parameter vector for the next trial is sampled.

psel(X
⋆) ∝ pp(X

⋆)pu(X
⋆) (3.3)

The trial generation and execution are repeated iteratively until the stopping conditions
are met. Since we are not minimising a cost function, the learning procedure can be stopped
when the average model uncertainty (i.e. entropy) drops below a certain threshold. This can
be interpreted as stopping when the agent is certain that it has learned some task model.

3.3.3 Training and Evaluation

In order to estimate the efficiency of the proposed approach, we need evaluate the accuracy
of the task models learned during the training phase. The learned task model performance is
evaluated during the testing phase, and for this it is necessary for the angle θ(x) and distance
L(x) task models to be invertible. Given the target coordinates (desired trial outcome), a
single appropriate movement parameter vector x̂ defining the swing action that passes
the puck to the target needs to be generated. It is difficult to generate exactly one unique
parameter vector which precisely realises both the desired coordinate values θd and Ld.
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Therefore, we select the parameter vector which approximates both coordinate values best,
and is feasible for execution.

This is achieved by taking the parameter vector which minimises the pairwise squared
distance of the coordinate pair within the combined model parameter space, as in (3.4).
Additional constraint on the parameter vector is that its corresponding PIDF value has to be
below a certain threshold ϵ to avoid penalised movements.

In our numerical approach, this is done iteratively over the whole parameter space, and
takes a couple of miliseconds to run. Alternatively, obtaining the optimal parameter vector
could be achieved using any standard optimisation algorithm. More importance can be given
to a specific coordinate by adjusting the weighting factor δ.

x̂ = argmin
x

(√
(1− δ)(θ(x) − θd)2 + δ(L(x) − Ld)2

)
subject to: pp(x) < ϵ

(3.4)

3.3.4 Environment Transfer

During the training phase of Informed Search approach, in addition to determining which
trials to evaluate next, we keep track which trials are successes and failures. The information
whether a trial is a success or a failure is mostly determined by the agents structure i.e.
kinematic model, and is not affected by the environment. Therefore, if we were to run
the proposed approach in similar environments, the same exploration sequence would be
generated, because the exploration component that select the trials is not affected by the
actual trial outcomes, but rather the binary feedback whether the trial was successful or
failed. Reproducing the exact trial which we know lead to a success, would still be successful
in similar environments.

Based on the trial success invariability property of our approach, we investigated the
possibility of transferring knowledge obtained between environments, as an additional
functionality of the proposed approach. We can separate the failed and successful trials,
and execute only the latter in the new environment in order to obtain the task models. To
reiterate, only the successful trials contribute to forming the task models as they actually
move the puck, while the failed trials are inherent to the robot’s physical structure. This
significantly reduces the amount of trials needed to learn the skill in a new environment,
because usually while exploring the parameter space the majority of the trials executed are
failed. As a consequence of using the transfer approach, new task models can be learned
from scratch with significantly less trial evaluations.
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Regarding similar environments, we consider factors that are external to the robot’s body,
as these do not affect the success or failure of the trial. For transfer we consider environments
which can be different but have the same interface, i.e. response, from the environment, and
the same parameter space. An example would be changing the dynamics properties of the
environment, such as the material of the puck, or the floor. Of course, if the environment
dynamics are significantly different such that the object motion is prevented or if there are
some additional obstacles, this would prevent the transfer. Experimental validation of the
task transfer capability of the proposed approach is presented in Section 3.4.3.

3.4 experimental evaluation

In this section, define and execute several experiments in order to validate our hypothesis
about the benefits of using abstractions of the movement parameter space via forward model,
for efficient search.

Firstly, we evaluate the proposed approach in a simulated environment with two robot
morphology complexity levels. The main reason is that in simulation we can afford to track
the model learning progress, by evaluating its performance on the test set. In this way, it
is possible to determine the individual contribution of each selected trial. In addition to
this, we examine several variants of the exploration component in order to evaluate different
search behaviours based on the trial selection process. Further, the informed search approach
is evaluated on a physical bi-manual robot. This experiment is important in two aspects for
evaluating the performance of the proposed approach: it provides a realistic noisy setting,
and it provides a more complex robot morphology.

Finally, we evaluate the hypothesised environment transfer capabilities. This experiment
is performed using the physical robot, by changing the floor surface and puck material.

3.4.1 Simulation Experiments

In order to present and analyse in detail the performance of the proposed approach on
a simple task, we introduce the MuJoCo ReacherOneShot environment and evaluate the
approach in simulation. We introduce two variants of the environment, with a 2-DOF agent
consisting of 2 equal links, and a 5-DOF agent consisting of 5 equal links in a kinematic
chain structure, as depicted in Fig. 3.4.

The environment consists of an agent acting in a wall-constrained area, with the initial
configuration of the agent and the puck location above it fixed. This environment is a physical
simulation where the contacts between each of the components are taken into account, as
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Figure 3.4: The MuJoCo ReacherOneShot-2link (top row) and ReacherOneShot-5link (bottom row)
environments used for simulation. The links are shown in different colours for clarity, the
walls are black and the puck the agent needs to hit is blue. Column (a) shows the initial
position, (b) a training trial (no targets given) and (c) the testing phase with the testing
area and sample targets in green.

well as the floor friction. Contact between the puck and the agent makes the puck move in a
certain direction, while the collision between the agent and the wall stops the simulation
experiment and the trial is classified as failed.

The agent learns through trial and error how to hit the puck so it moves to a certain loca-
tion. The hitting action is parameterised, with each parameter representing the displacement
of a certain joint w.r.t. the initial position, and is executed in a fixed time interval. During
the training phase, the agent has no defined goal to which it needs to optimise, but just
performs active exploration of the parameter space to gather most informative samples for
its task model. We have chosen this task as it is difficult to model the physics of the contacts,
in order to estimate the angle at which the puck will move. Moreover, the walls on the side
act as an environmental constraint to which the agent must adapt.
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(a) Trial 10 (b) Trial 20 (c) Trial 30 (d) Trial 40 (e) Trial 50 (f) Trial 70

Figure 3.5: Comparison of the sample selection progress for both the proposed informed approach
(top row) and the random counterpart (bottom row), up to the 70th trial on a 10x10

parameter space. The
⊗

symbols represent failed trials while⃝ are the successful trials.
The grid colours represent the probability of selecting a particular point, with green being
0 and yellow 1. For the random approach the probabilities are not applicable as all points
are equally probable to be sampled.

3.4.1.1 Experiment with 2-link Agent

In order to properly visualise all the components of the proposed framework to be able to
analyse them, we introduce a 2-link agent with only two parameters defining the action. The
displacement range of the base-link joint (joint_0) is ±π2 , and for the inter-link joint (joint_1)
it is ±π radians. The speed coefficient s is kept constant so the action execution timeframe is
fixed for each joint, thus the joint velocities scale to the displacement magnitude.

To demonstrate the efficacy of the proposed informed search approach, we compare
and analyse its trial selection process to random trial sampling. We show this on a crude
discretisation where each joint parameter can take one of 10 equally spaced values within its
limits, producing the parameter space of 100 elements.

Figure 3.5 shows side-by-side the trial selection progress up to the 70th trial, for both the
proposed informed approach and the random counterpart. In the beginning both approaches
start similarly. Very quickly, the proposed informed approach appears to search in a more
organised way, finding the "useful region" of the parameter space that contains successful
trials and focuses its further sampling there, instead of the regions which produce the failed
trials. After 50 trials we can see that the distribution of the points is significantly different for
the two approaches even in this simple low-dimensional example. The number of sampled
successful trials with the proposed informed approach is 16, as opposed to 11 obtained by
the random approach, while the remaining are failed which do not contribute to the task
models. This behaviour is provided by the PIDF which penalises regions likely to lead to
failed trials, and the sampling in the useful region is promoted by the UIDF which seeks
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samples that will improve the task model. We note that the highest concentration of the failed
trials from the informed approach is actually in the border zones, around the useful region
and at the joint limits. These regions are in fact most ambiguous and thus most interesting to
explore. After the 70th trial, the informed approach already sampled all the points that lead
to successful trials, and the next ones to be sampled are on the border of the useful region as
they are most likely to produce further successful trials. Conversely, the random approach
would need at least 6 more samples to cover the whole useful region.
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(b) Models with lowest number of failed test cases

Figure 3.6: Performance plots of the top performing hyperparameters on the test set after each trial,
for 150 trials, using the 2-link simulated agent. The plots show (top row) mean and (middle
row) standard deviation of the error over the test set, as well as (bottom row) the total
number of failed test trials. The models that are better at lowering the Euclidean error are
shown in (a) while those minimising the number of failed cases are shown in (b), for both
the informed and random approach.

We further analyse the proposed approach by discussing the role of the hyperparameters
and their influence on the performance. For this purpose, the two joint angle ranges are
discretised with the resolution of 150 equally spaced values, which creates a much more
complex parameter space of 22500 combinations, over which the task models need to be
defined. This finer discretisation makes the search more difficult and emphasises the benefits
of the informed search approach.

To analyse the task model performance as the learning progresses, after each trial we
evaluate the current task models on the test set. This is only possible in simulation, because
testing on a real robot is intricate and time consuming. We perform the evaluation on 140

test target positions, with 20 values of the angle ranging from -65 to 30 degrees with 5 degree
increments, and 7 values of the distance starting from 5 to 35 distance units from the origin,
as shown in Fig. 3.4c. The test error is defined as the Euclidean distance between the desired
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Figure 3.7: Comparison of the informed (top row) and random (bottom row) approach with the 2-link
simulated agent at trial 50. The hyperparameters used are: RQ kernel with σ2l = 0.01 and
cov = 5. Column (a) shows the learned angle task models, (b) distance models, (c) SIDF
used to generate trials, where

⊗
represent failed trials and⃝ successful ones, with the

colourmap indicating the probability of selecting the next trial. Column (d) shows the
performance on 140 test target positions with the colourmap indicating the Euclidean error
for each of the test cases. The mean error (excluding unreachable positions) is indicated
on the colourbar for both approaches. Notice that for the random approach there are 12

more unreachable positions marked in dark blue.

test target position, and the final resting position of the object the agent hits when executing
the motion provided by the model. For the test positions which are complicated to reach
and the learned task model cannot find the proper inverse solution, we label their outcomes
as failed, exclude them from the average error calculation and present them separately.
Figure 3.6 features plots showing the influence of different hyperparameter values, where
PIDF covariance coefficients (cov), kernel functions (kernel) and the kernel’s lengthscale (σ2l )
parameter are compared.

The top plots show the mean Euclidean error, middle plots the error’s standard deviation
over the test set positions and the lower ones show the number of failed trials. The PIDF
covariance values tested are 2, 5, 10 and 20 and they correspond to the width of the Gaussians
representing failed trials in the PIDF. Making the covariance smaller (wider Gaussian) leads
to faster migration of the trial selection to the regions of the parameter space leading to
successful trials. This hyperparameter does not affect the random approach as the random
approach does not take into account the PIDF. Regarding the kernel type and its lengthscale
hyperparameter, this affects the task model for both the proposed informed approach and
the random trial generation. Smaller lengthscales imply that the influence of the training
point on other points drops significantly as they are farther away from it, and thus the
uncertainty about the model predictions for these other points raises quicker than with larger
lengthscales. The actual effect is that the UIDF produces much narrower cones around trial
points for small lengthscale values, which promotes sampling other points in the vicinity
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of the successful trials. In order to define the best performing model, we need to take into
account the metrics presented in the plots in Fig. 3.6. Thus, models which do not produce
failed tests and also have the minimal Euclidean error are required. Based on this criteria,
both informed models from Fig. 3.6b, showed superior performance.

However, for visualisation purposes, in Fig. 3.7 we show the learned task models and
the final selection function of the best performing informed model together with its random
counterpart from Fig. 3.6a at trial 50, having the same hyperparameters (RQ kernel with
σ2l = 0.01 and cov = 5). Moreover, in the same figure we present the evaluation of these
models on 140 test target positions in the form of a heatmap together with the error mean.
The failed test cases are shown in dark blue.

In Figure 3.7 we can see how the SIDF was shaped by the penalisation function and the
model uncertainty. The PIDF influenced the trial sampling to move away from the regions
leading to failed trials, and focus on the region where the informative samples are, similarly
to the previous experiment shown in Fig. 3.5. Furthermore, we can again see that most of
the failed trials are in fact at the border between the failed and successful trial regions, as
well as at the joint limits, which are the areas that need to be explored thoroughly.

Regarding the learned task models, we can see a clear distinction in the angle model that
defines whether the puck will travel to the left (positive angle) or to the right (negative angle)
and joint_0 influences this the most. The other, joint_1 mostly influences the intensity of
the angle, i.e. how far will the puck move. This is possible because the joint space has a
continuous nature which implies that the samples which are close in the parameter space
produce similar performance. In the case of the learned angle model, it is easy to see
the difference between what the informed and random approaches learned. While for the
informed approach it is clear that the positive values of the joint_0 parameter lead to the
positive angle values, within the random approach this relationship does not hold.

3.4.1.2 Experiment with 5-link Agent

We further evaluate the performance of the proposed approach on a more complex task by
using a 5-link agent as depicted in Fig. 3.4. The parameter space is 5 dimensional, discretised
with 7 values per parameter dimension. The action execution timeframe, base-link and
inter-link joint ranges are as described in the previous section. Even though the discretisation
is crude as mentioned in Sec. 3.3.1, we show the task is learned efficiently and shows good
empirical performance. We evaluate the performance of the proposed informed search
w.r.t. a random sampling approach. We also add an ablative comparison with the case
where the PIDF is not included in the exploration component, but just the UIDF. UIDF uses
the GPR model’s variance which can be considered proportional to the entropy measure,
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as the entropy of a Gaussian is calculated as a 1
2 ln(2πeσ2), where the log preserves the

monotonicity and the variance is always positive.

In addition to this, we evaluate the performance of a modified version of the state-of-the
art BO method presented in (Englert et al., 2016). Our problem formulation does not provide
an objective function evaluations needed in BO, because the movement parameters are
not model parameters which influence the final model performance. Instead of the model
performance, we provide the decrease in model uncertainty as a measure of performance
which is dependent on the movement parameter selection. This setting is then in line with
our problem formulation and represents a good method for comparison.

In Fig. 3.8a we show the mean (solid line) and standard deviation (shaded area) of the
test performance error as well as number of failed test trials, based on several top performing
hyperparameters. Below, in Fig. 3.8b, we show the heatmaps with errors for each test target
position, at trials 30, 50, 100 and 300.

First significant observation, which was not obvious in the 2-link example, is that the
random approach needs to sample almost 40 trials before obtaining a partially useful task
model, while the informed approach needs less than 5 trials. It is important to emphasise that
the parameter space contains 75 = 16807 elements, which could cause inferior performance
of the random approach. Secondly, we can see from the graph that even after 300 trials the
informed approach demonstrates a declining trend in the test error mean and standard
deviation, while the random approach stagnates. The uncertainty-only-based exploration
approach finds a simple well-performing task model after only few trials, even slightly
outperforming the informed approach. However, this approach is unstable and very sensitive
to hyperparameter choice. This can be explained by UIDF being hardware-agnostic and not
taking into account failed trials, but purely exploring the parameter space. The modified
BO approach (Englert et al., 2016), as expected, shows good and consistent performance.
Also, it can be seen that it is not sensitive to hyperparameter change as the variance in
performance for different settings is low. Unlike with our proposed approach, at the end of
the learning phase when testing the models, there are still some test target positions which
are not reachable by this model. By adding this new experiment, we compared to a method
that enforces the feasibility of the parameters as a constraint in the cost function. As opposed
to having an explicit constraint selecting only successful trial parameters, our proposed
approach implements a soft (probabilistic) constraint through the PIDF, which still allows
sampling of failed trials occasionally. This allows us to obtain datapoints at the borders of
the feasible regions which are useful for the task model.
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Figure 3.8: Performance of various hyperparameters on the test set after each trial, for 300 trials, using
the 5-link simulated agent. In (a) the plots show the mean and the standard deviation
of the test Euclidean error, averaged over the 5 best performing models of the (orange)
informed approach ( cov = 5, RQ kernel with σ2l = 0.01; cov = 10, RQ kernel with
σ2l = 0.001; cov = 10, SE kernel with σ2l = 0.001; cov = 20, RQ kernel with σ2l = 0.001;
cov = 20, SE kernel with σ2l = 0.01), (green) random approach runs over 5 different seeds,
top 3 performing (red) UIDF-only exploration approaches ( all using RQ kernel with
σ2l = 0.01, σ2l = 0.001 and σ2l = 0.001) and (blue) the modified BO approach from (Englert
et al., 2016) (showing all combinations of RQ and SE kernels with σ2l values: 0.01, 0.001,
0.0001). The heatmaps in (b) show actual test errors for each of the 140 test positions at
trials 30, 50, 100 and 300, using the best performing instance of each of the models. The
legend colormap show the average values for each approach.
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3.4.2 Robot Experiments

In order to evaluate the proposed approach on a physical robot, we consider autonomously
learning the ice-hockey puck-passing task with a bimanual robot, as shown in Fig. 3.9. The
inherent complexity of this particular task makes it adequate for evaluating our approach, as
it consists of the following properties:

(i) it requires dual-arm coordination,

(ii) there is a non-trivial extension of the robot’s kinematic model via the ice hockey stick,

(iii) the surface friction and stick-surface contact models are quite difficult to model.

To evaluate our proposed approach on a physical system we consider the problem of
autonomously learning the ice-hockey puck-passing task with a bimanual robot. We use
robot DE NIRO (Design Engineering Natural Interaction RObot), shown in Fig. 3.9. It is a
research platform for bimanual manipulation and mobile wheeled navigation, developed in
our lab. Further information about the robot’s hardware specifications and software interface
used, are given in Appendix A.

Figure 3.9: Experimental setup: Robot DE NIRO uses both arms to maneuver the ice hockey stick
and learns the skills needed to pass the puck (blue) to user-specified target positions
(green). Estimation of the polar coordinates θ and L is done using the head-mounted
Kinect camera. The red line in the bottom is parallel to the robot heading direction and is
the zero-angle reference axis.
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In the robot experiment, DE NIRO learns to hit an ice hockey puck with a standard ice
hockey stick, on a hardwood floor and pass it to a desired target position. The experimental
setup is presented in Fig. 3.9. To enable DE NIRO to do this, we enable it with a right-handed
hockey stick which is 165 cm long and consists of two parts: the hollow metal stick shaft
and the curved wooden blade fitted at the lower end. The standard (blue) puck weighs
approximately 170 g.

To enable the robot to use this stick, we have equipped its end-effectors with custom
passive joints for attaching the stick. A universal joint is mounted on the left hand, while
the spherical joint is installed on the right (refer to Fig. 3.9). This configuration inhibits the
undesired idle roll rotation around the longitudinal stick axis, while allowing good blade-
orientation control. The connection points on the stick are fixed, restricting the hands from
sliding along it. Fixing connection points imposes kinematic constraints on the movement
such that the relative displacement of the two hands along either axis cannot be greater than
the distance between the fixture points along the stick. Due to the right-handed design of
the ice hockey stick, the initial position of the puck is shifted to the right side of the robot
and placed approximately 20 cm in front of the blade.

We monitor the movement effect on the puck using the head-mounted Kinect camera
pointing downwards at a 45 degree angle. A simple object-tracking algorithm is applied to
the rectified RGB camera image in order to extract the position of the puck and the target. For
calculating the polar coordinates of the puck, the mapping from pixel coordinates to the floor
coordinates w.r.t. the robot is done by applying the perspective transformation obtained via
homography. All elements are interconnected using Robot Operating System (ROS) (Quigley
et al., 2009).

3.4.2.1 Experiment Description

Figure 3.10: An example of a successful trial executed by the robot DE NIRO during the training
phase. The blue arrow points to the current location of the puck.

The puck-passing motion that the robot performs consists of a swing movement, making
the contact with the puck and transferring the necessary impulse to move the puck to a
certain location (as shown in Fig. 3.10). The robot learns this through trial and error without
any target positions provided during the training phase, just by exploring different swing
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movements in an informed way and recording their outcomes. The trajectory is generated by
passing the chosen parameters (displacements) that define the final joint positions, to the
built-in position controller implemented in the Baxter robot’s software package (Appendix
A).

During the training phase, the generated swing movement can either be feasible or not
for the robot to execute. If feasible, the generated swing movement can potentially hit the
puck which then slides it from the puck’s fixed initial position to some final position which
is encoded via polar coordinates θ and L, as shown in Fig. 3.9. Such a trial is considered
successful and contributes to the task models. If the swing misses the puck, the trial is failed.
Other cases in which a trial is considered failed are defined in Sec. 3.3.2.

During the testing phase, we present target positions that the puck needs to achieve,
which are fixed and have not necessarily been seen previously during training, in order
to evaluate the task model performance (Fig. 3.13). Each target is visually perceived as a
green circle which is placed on the floor by the user (Fig. 3.9). Having received the target
coordinates (θd and Ld), the robot needs to apply a proper parameterised swing action (x̂)
that passes the puck to the target.

Each trial consists of a potential swing movement which is encoded using a set of
movement parameters x. We propose a set of 6 movement parameters which are em-
pirically chosen and sufficient to describe a swing. The movement parameters repres-
ent the amount of relative displacement with respect to the initial arm configuration.
The displacements considered are along the x and y axes of the robot coordinate frame
(task space) for the left (lx, ly) and right (rx, ry) hands, the joint rotation angle of the
left wrist (w), and the overall speed coefficient (s). In this experiment, the speed coef-
ficient s is used to scale the joint velocities in the left and right limb, based on the
desired displacements, in order to ensure that all the target displacements are reached
within the same timeframe. This is achieved by setting vleft and vright which represent the
joint velocities of all the joints within the left and right limb respectively, according to:

vleft =

 s if dL > dR

s ∗ dLdR if dL ⩽ dR

vright =

 s ∗ dRdL if dL > dR

s if dL ⩽ dR

where dL =
√
l2x + l2y and dR =

√
r2x + r2y. In this way the swing movement is para-

meterised and can be executed as a one-shot action. Although the robot’s kinematic model
is implicitly used for the movement execution, via the inverse kinematics in the position
controller, the kinematic model information is not used within our framework.

In the proposed setup, the parameters take discrete values from a predefined fixed set,
equally spaced within the robot’s workspace limits. The initial configuration of the robot
arms and the ranges of the movement parameter values are assigned empirically. Even
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though the approach could be extended to autonomously detect the limits for the parameters,
it is done manually in order to reduce the possibility of damaging the robot while exploring
the edges of the parameter space. This implicitly reduces the number of learning trials,
especially the failed ones. However, the used parameter definitions do not lead to any loss of
generality of the framework and preserves the difficulty of the challenge.

The discretisation resolution of the parameter values inside the range is due to the
numerical approach to obtaining the task models whose domain is the whole movement
parameter space. The assigned parameter value sets are (in meters): lx = {−0.3,−0.2,−0.1, 0,
0.1}, ly = {−0.1,−0.05, 0, 0.05, 0.1}, rx = {0, 0.042, 0.085, 0.128, 0.17}, ry = {−0.1, 0.05, 0.2, 0.35,
0.5}, w = {−0.97,−0.696,−0.422,−0.148, 0.126, 0.4} and s = {0.5, 0.625, 0.75, 0.875, 1.0}. The
proposed movement parameterisation produces a parameter space of size 6×55 = 18750. The
GPR generalises well despite the crude discretisation. The parameter values are considered
normalized as they are in the [−1, 1] range.

(a) Angle model (b) Distance model (c) Task model uncertainty

Figure 3.11: The GPR task models learned during training based on successful trial data for the (a)
angle and (b) distance. The visualisation of the 6-dimensional parameter space is done by
fixing the remaining parameters and showing the variance of the model w.r.t. the wrist
angle and right hand displacement along the x-axis. Graph in (c) shows the decrease of
GPR models’ uncertainty with the number of trial evaluations.

The training phase consisted of 100 trials of which 24 were successful and contributed
to the task models. The rest of the failed trials did not contribute to the task model explicitly,
rather implicitly, through the exploration component. The overall training time including
resetting is approximately 45 min. The stopping criterion is when the model’s average uncer-
tainty drops below 10% and the last 5 updates do not lead to more than 0.5% improvement
each. Further trials and uncertainty reduction would not make sense as it depends on the
inherent task uncertainty which is hard to quantify. This task uncertainty is affected by
the system’s hardware repeatability and noise in the trial outcome amongst others. 3.11c
shows the uncertainty decrease over the sampling progress, and this can be interpreted as a
learning curve showing how our task model decreases its uncertainty about its predictions.

Figures 3.11a and 3.11b show the angle and distance models learned based on the
datasamples from 24 successful trials. Furthermore, Fig. 3.12 show the actual exploration
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(a) Penalisation function (b) Model uncertainty (c) Selection function
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Figure 3.12: The exploration model components obtained during training, which are used to generate
movement parameters vectors that define the trials. The figures show: (a) penalisation
function, (b) task model uncertainty, and (c) selection function combines the previous two
functions in order to get the distribution from which the parameter vector is sampled.
The visualisation of the 6-dimensional parameter space is done by fixing the remaining
parameters and showing the variance of the model w.r.t. the wrist angle and right hand
displacement along the x-axis.

model components obtained during the training. For visualisation purposes we slice the
model and display it along two of the six dimensions. We visualise rx and w, while the
remaining parameters are fixed with values: lx = −0.3, ly = 0.1, ry = 0.35 and s = 1.0,
which is equivalent to a backward motion of the left hand and a full speed swing.

The angle model in Fig. 3.11a shows how the wrist rotation angle greatly affects the
final angle of the puck, for this particular swing configuration. This is in line with how
professional hockey players manipulate the puck by rotating their wrist. The right hand
displacement along the robot’s x-axis does not contribute as much. The distance model in
Fig. 3.11b shows more complex dependencies, where the right hand displacement has a high
positive correlation with the final puck distance for positive wrist angles. As the wrist angle
value decreases, so does the influence of rx. The range of motions that the puck achieves
after training are from 0 to 25 degrees for the angle, and the distance from 50 cm to 350 cm.

As a side note, one option could be to prune all the failed trials in simulation and
perform only the successful ones on the robot. However, this would require having a precise
kinematic model of the robot including the hockey stick and the passive joints which is not
straightforward to model.

3.4.2.2 Experiment Results and Discussion

The essential interest behind the experimental evaluations, is to evaluate the main contri-
butions: the Informed Search approach, and its application to efficient task transfer. The
hypothesis is that the using movement parameter abstractions through the exploration
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component in the proposed approach leads to learning a confident and generalisable task
models, in a sample-efficient manner. The sequence of trials generated by the exploration
component leads to trials that are the most explanatory for the model.

To quantitatively assess the task model performance of our approach, we analyse
the test execution accuracy, i.e. the ability to reach previously unseen targets. During
testing, the robot is presented with a target position (green circle as in Fig. 3.14) and
required to generate appropriate movement parameters for a swing action that will pass the
puck to the target. We evaluate the accuracy using 28 different target positions, placed in
the mechanically feasible range with 4 increments of the angle {0, 10, 15, 20}, and 7 of the
distance {100, 120, 150, 175, 200, 250, 300}, as presented in Fig. 3.13. These coordinates have
not necessarily been reached during training. For specific target coordinates, the model is
inverted to give an appropriate and unique movement parameter vector, (Section 3.3.3). The
final repeatability is the one achievable by the robot hardware (±5 cm) and is consistent.

Figure 3.13: The spatial spread of the test target positions (in green) and the puck’s initial position (in
blue) from which it is passed.

Firstly, we compare the results of our approach to those of a model learned from
randomly generated trials. We generated 100 random points in the movement parameter
space which were evaluated on the robot and used to create the GPR task models. We
produced 5 such random models with different initial seeds, verified their performance on
the test target set and averaged the results (see Table 3.1).

As shown, our model is on average twice as accurate and more importantly, almost
three times more confident, based on the standard deviation, than the models produced by
random search. This demonstrates that the informed search selects training points which
provide the model with better generalisation capabilities. We did not consider the grid search
approach, as it is not feasible to evaluate all 18750 movement parameter combinations.

Regarding the performance in the related work, in (Daniel et al., 2013) the puck is sent
to a target zone of 40 cm in width, while in (Chebotar et al., 2017) there are only three fixed
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(a) Best hit example (e = 4.5 cm)

(b) Worst hit example (e = 75 cm)

Figure 3.14: View from the Kinect camera during the testing phase. The value in the parenthesis is the
error e, i.e. the measured Euclidean distance between the puck and the target position,
during the (a) best and (b) worst hit cases.

25 cm-wide goals, in which the execution is deemed as successful. From the results, our
method on average achieves better accuracy over 28 previously unseen target positions.

Secondly, we compare our approach to human-level performance. We asked 10 volun-
teers who had no previous ice hockey experience and 4 members of the college ice hockey
club to participate, under the same settings as the robotic counterpart. The volunteers were
placed at the same fixed position as the robot to maintain equal distance from the test
targets, and the puck had the same starting position. No additional guidance was given
regarding the stance, but they were shown in which regions of the stick they should place
their grip in order to be comparable with the robot. The volunteers had 24 practice shots to
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get accustomed to the stick, puck and the surface. After, they were presented with the same
test target positions, and their averaged results are presented in Table 3.1.

Table 3.1: Performance comparison of the achieved accuracy based on the Euclidean distance between
the puck and the target, averaged over 28 test target positions. Results are given for the
robot-human comparison, and the environment transfer experiments.

Movement Generation Method Mean STD
[cm] [cm]

"Original" environment
(blue puck, hardwood floor)

Informed Search 29.48 16.33

Random Search 64.18 45.72

Inexperienced Volunteers 32.16 27.82

Experienced Volunteers 22.96 18.07

New environments

"Original" model (blue puck, marble floor) 66.18 50.75

Re-trained model (blue puck, marble floor) 43.73 37.08

"Original" model (red puck, marble floor) 63.4 41.85

Re-trained model (red puck, marble floor) 38.32 31.05

We have to emphasise that such a comparison is not straightforward to analyse: this
task is difficult for a human as it requires repeatability in the arm control and hand-eye
coordination; although the inexperienced subjects have not practiced hockey previously,
through their lifetime they have developed a good general notion of the physical rules and
limb control. The reasons for this can be due to the physical and cognitive advantages. The
former relates to the degrees of freedom employed by the human (e.g. torso movement, z-axis
movement etc.), which are not restrained as the defined movement parameters of the robot.
The cognitive advantages come from transfer learning abilities and semantic understanding
of the task, which can be related to the notion of abstractions. This means that the humans
apply any similar previous knowledge and experience when approaching a new task. The
cognitive advantages come from transfer learning abilities and semantic understanding
of the task, because humans apply any similar previous knowledge and experience when
approaching a new task.

The inexperienced volunteers achieve slightly worse accuracy, yet the variance among
the subjects is high, which could be attributed to their various skillsets that are more or
less akin to ice hockey. Experienced volunteers performed better than the robot and this
can be explained with their domain knowledge. Even with a small sample size the within-
group variance is low. By observing the heatmaps of these tests (Fig. 3.15) we can see
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the performance on each of the 28 test target position individually, averaged over all the
candidates. It is noticeable that the human volunteers are more confident with targets that
are closer, and to some extent the random approach as well. For the informed approach no
such obvious pattern has emerged.

Figure 3.15: Heatmaps showing the Euclidean distance error (in cm) over the test target positions,
for the random and informed search models as well as the robot-human comparison
experiments.

From qualitative observations we deduce that the inexperienced volunteers also need
less time to acquire the basic skill level necessary to perform this task efficiently. This includes
adjusting their grip and swing technique after a couple of trials, so it resembles that of
experienced volunteers. We also note that several inexperienced volunteers who showed
good performance, discovered that sliding the puck in the blade on the ground improves the
accuracy. This technique was employed by all experienced volunteers and was also learned
by the robot.

3.4.3 Environment Transfer Experiments

In this subsection, we detail the setup for the environment transfer experiment and discuss
the implications of the obtained results. We demonstrate the environment transfer aspect of
the proposed framework by re-learning the task model for different but similar environments,
as discussed in Section 3.3.4.

In this experiment, we consider environment that have a significantly different dynamics
model, such as the object shape or weight and the floor friction. The main idea is that the
trials generated are intrinsic to the robot hardware and are independent of the environment.



82 informed search

Consequently, if the robot is placed on a different surface and given a ball instead of the
puck, it would still generate the same trial movements.

However, if the stick or other parts of the robot’s kinematic chain change significantly,
this might not hold anymore. In that case, the training phase would have to be done from
scratch as different kinematics generate different failed trial cases which need to be accounted
for. Thus, if the kinematics are the same we just need to replicate the successful trials, and
gather datapoints for the new environment-specific task model.

(a) Blue puck (b) Red puck

Figure 3.16: The environment transfer experimental setup on the marble floor, using two different
hockey puck materials: (a) standard ice-hockey puck made from vulcanised rubber (blue),
and (b) a lighter puck made of wood (red).

Continuing from the experiments presented in the previous section, the robot can adapt
and perform the task in a new environment by executing only the set of 24 movement
parameter vectors that generated successful trials in the "original" training session (standard
puck on hardwood floor), and not all 100 trials. The successful trials are independent of the
environment and provide samples for the GPR task models. After executing the 24 trials and
obtaining the trial outcomes, the actual model update is done in batch with the 24 datapoints,
so the learning happens instantaneously.

The new environments we consider are the marble floor which has a higher friction
coefficient than the hardwood floor, and a wooden puck (red puck) which is lighter than the
standard puck (approx. 80g). The experimental setup for the task transfer is presented in
Fig. 3.16. Successful trials are executed by the robot on the new surface, using both pucks.
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Two new task models are learned, evaluated on the test target set, and the results are shown
in Table 3.1. As a benchmark, we show results of directly transferring the model learned in
the "original" environment.

The decrease in accuracy can be explained due to the higher friction and thus decreased
sensitivity, where changes in the movement parameters have a lower impact on the puck
position. Therefore, not all test positions could be achieved. However, we see that using the
blue puck as in the "original" setup, on the new floor performs worse than the lighter (red)
puck, which can be explained by the fact that a lighter puck on a higher-friction (marble)
floor acts as an equivalent to a heavier puck on a lower-friction (hardwood) floor. Even
though completely new task models are learned after only 24 trials, the average accuracy
is still in line with the literature examples and outperforms the random case by more than
20 cm on average.

3.5 summary

In this chapter, we motivated and developed the Informed Search algorithm. The proposed
approach uses insights from the internal model literature, with the goal of learning abstrac-
tions of the robot movement parameter space, implemented as the robot agent’s task model
and exploration components. These internal models are learned based solely on the agent’s
sensory data. The exploration component decouples the actual task outcomes from the
learning progress, and provides a principled way to selecting trials which lead to lowering
the uncertainty of the task model and eventually learning how to accomplish the task.

The presented approach is validated on a multi-link robot simulation and on a physical
robot doing bimanual manipulation of an ice-hockey stick in order to pass the puck to
target positions. We compared our informed trial generation approach with random trial
generation, as well as two more approaches in simulation, and showed superior performance
of our proposed approach. In the robotic experiment, the robot learns the task from scratch
in approximately 45 minutes with an accuracy comparable to human-level performance
and superior to similar experiments in the literature. Additionally, through our framework
we demonstrated that the agent is capable of re-learning the task models in different new
environments in significantly less time.

The main insight in this chapter is that Informed Search provides a principled approach
to using basic abstractions over the movement parameter space obtained via forward models,
in order to improve the search process.

There are two main limitations preventing further applications of Informed Search. The
main limitation is related to the current simplistic movement definition, as joint displacements
from the starting configuration. This movement parameterisation requires previous domain
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knowledge in the form of a robot’s kinematic model and an inverse kinematic controller
which can realise the desired displacements. Moreover, this parameterisation suffers from
the granularity of the discretisation which limits the expressiveness of the policy. The second
limitation stems from the GPR model. With the current movement parameterisation, it is
difficult to perform inference in a high-dimensional parameter space in order to obtain the
uncertainty predictions and task models, even with discretised values along dimensions.

We address these limitations in the subsequent part of the thesis, where we consider
alternative approaches to abstractions over the parameter space. As opposed to using
abstractions as means for extracting additional information to improve the search process in
the original movement parameter space, we examine abstractions over the original parameter
space whose goal is to simplify the search space. Specifically, we investigate abstractions as
explicit data-driven transformations of the search space, which reduce the need for additional
domain knowledge and provide a smooth lower-dimensional search space.

Other abstractions of the parameter space could include changing the motion represent-
ation to Dynamic Movement Primitives (DMP), and performing the informed search in the
DMP parameter space. Such incremental amendments to the current approach would make
it more appropriate for continuous movement parameter spaces. However, this approach
would still require a significant amount of domain knowledge when designing the search
space, which would limit the generality of the approach and is not desirable.
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C H A P T E R 4

Neural Network Parameter Manifolds

In this chapter, we further extend the insights of using abstractions of the policy parameter
space, by studying the policy parameter representations obtained using the concept of mani-
fold learning. We examine the possibilities of learning representations of the policy network
parameters, and the factors that directly affect the quality of the learned representations, in
the context of further using the representations to improve policy search. The factors that
we investigate and analyse are related to the network parameter dataset generation process,
and the manifold learning models. The former is used to learn the representation, while
the latter determines the assumptions about the dataset via model selection and additional
regularisation. This chapter proposes several approaches to dataset generation, manifold
learning models with objective functions, as well as the evaluation criteria to help analyse
and draw conclusions about the contribution of each factor to the learned representations.
The ideas, research work and results presented in this chapter, comprise a preliminary
exploratory analysis of approaches that led to work subsequently presented in Chapter 5,
and published in (Rakicevic et al., 2020) and expanded in (Rakicevic et al., 2021).

In the remainder of the chapter we give a brief introduction of the problem setting and
the motivation in Section 4.1. In Section 4.2, we review relevant work from the literature
on representation learning, as well as work examining the properties of neural network
weights and the underlying structure, together with initial work on learning neural network
parameter representation spaces. The problem is formalised and the proposed methodology
for analysing factors contributing to neural network parameter representations is presented in
Section 4.3. Experimental evaluations of the factors contributing to the network representation
are defined and the results are presented in Section 4.4, together with a discussion of the
conclusions. Finally, we summarise our findings in Section 4.5 with an overview of potential
limitations and prospective amendments.

86
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4.1 introduction and motivation

One of the main issues in the early days of ML was a class of problems related to the curse of
dimensionality (Bellman, 1966, Köppen, 2000, Aggarwal et al., 2001, Verleysen et al., 2005). As
we discussed in Section 2.3.2, studying the concept of manifold hypothesis in the context of
input data, led to the development of representation learning, which helped alleviate issues in
ML models stemming from the high-dimensional nature of input data (Bengio et al., 2013).
The type of datasets usually used within representation learning, consists of data samples
such as images, environment observations, graph data, temporal sequences of text, financial
or weather data, etc. In this thesis, we refer to such data as "natural data" as it consists of
quantities that are selected and usually interpretable by humans (at least in low-dimensional
cases). Inspired by the manifold hypothesis and insights from representation learning, we
are led to ask the question whether the manifold hypothesis can be applied to datasets
consisting of neural network parameters?

Recently, work on mode connectivity in neural network loss landscapes, showed that
local optima lie on continuous paths that go through connected low-loss regions of the
network parameter space (Draxler et al., 2018, Garipov et al., 2018, Freeman et al., 2017). Fur-
thermore, several works investigated the redundant nature of NN as multiple configurations
could lead to the same behaviour under the research direction called convergent learning (Li
et al., 2015), and discuss the existence of and intrinsic dimension of the network parameter
space, that is dependant on the task complexity and is sufficient for solving the task (Denil
et al., 2013, Yang et al., 2015, Li et al., 2018). Similar line of research was carried out in the
context of policy networks (Richemond et al., 2019, Gaier et al., 2019). Examining neural
network parameters space properties, led to the proposal of the lottery ticket hypothesis, which
gives us insights on the possible existence of low-dimensional manifolds as equally per-
forming sub-groups within the network parameter space (Frankle et al., 2019, Morcos et al.,
2019). Therefore, these studies give us insights on the possible existence of low-dimensional
manifolds in the network parameter space.

We would like to emphasise that approaches to learning network parameter represent-
ations, are not necessarily similar to network parameter generative models (discussed in
Section 2.3.2.4). The latter family of approaches is not concerned with learning an explicit
network parameter representation space, rather generating NN parameters from a latent
space obtained in various ways. The literature on learning explicit representations of neural
network parameters is very scarce.

Using NN parameters as data for manifold learning, differs from the standard manifold
learning approaches in two main ways, which poses a challenging research problem. Firstly,
the data in focus consists of neural network parameters, i.e. weights and biases, for which, it
is not as obvious that it comes from an underlying low-dimensional manifold and that it can
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be modelled via latent variables, unlike e.g. image data. Secondly, the dataset or collection of
neural network parameters which we can use to train our manifold learning model is not
readily available in advance. The dataset is a crucial component as its contents directly affect
the quality of the learned manifold mappings, i.e. representations of the network parameters.

To this end, this chapter presents a preliminary experimental investigation into the
factors that contribute to finding a meaningful representation of the network parameters,
which can be further used as e.g. abstractions for improving policy search, via a generative
model that produces novel samples. In order to find appropriate manifold maps which can
be useful, two main components need to be developed: the network parameter dataset or
collection, and the manifold learning algorithm. The remainder of this chapter proposes
and evaluates several techniques for creating datasets of network parameters, i.e. parameter
collections, as well as algorithms and regularisation approaches for network parameter
manifold learning.

4.2 related work

The study presented in this chapter is inspired by related work in the field of representation
learning, discussed previously in Section 2.3.2, as well as several recent findings on the topics
of neural network loss surfaces and mode connectivity, convergent learning, and the lottery
ticket hypothesis.

In this section we cover representative work from the representation learning literature
in the context of "natural data", with the emphasis on techniques imposing additional struc-
tural constraints on the learned latent, i.e. representation, space, via the objective function.
Furthermore, we review work on studying neural network parameter properties and discuss
the potential implications on finding low-dimensional manifolds in the network parameter
space. Several works implementing explicit representations of the network parameters are
discussed, together with their application domains.

4.2.1 Manifold Learning with Natural Data

The manifold learning paradigm in ML, is based on the manifold hypothesis that assumes a high
density of useful datapoints located in the vicinity of a lower-dimensional representation, i.e.
a manifold, embedded in the high-dimensional input space. The aim of manifold learning
is to obtain this lower-dimensional representation of input data, and this notion has been
thoroughly explored under representation learning (Zhong et al., 2016, Bengio et al., 2013). In
ML, the representation learning techniques have mostly been used for learning representations
of input data, mostly by transforming the inputs or performing feature extraction, as a step
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to improve further tasks like classification, clustering, regression etc. Generally, manifold
learning is a special type of representation learning, which assumes a non-linear mapping
between the high-dimensional input space and the lower-dimensional representation space
(Huo et al., 2007).

With the advances in deep learning, manifold learning approaches started implementing
deep neural networks as mapping functions in order to obtain representations of high-
dimensional input data (Jing et al., 2020). The objective is to reduce the dimensionality of
the original problem and to preserve information contained in the original data by learning
the underlying structure. As an intrinsic part of deep learning approaches, the concept of
manifold learning has been used within many application domains such as computer vision,
reinforcement learning, natural language processing, etc (Mikolov et al., 2013, Hoof et al.,
2016, Radford et al., 2016, Chen et al., 2018, Hausman et al., 2018, Eysenbach et al., 2019,
Rusu et al., 2019, Latif et al., 2020). Moreover, using manifold learning improves extracting
useful representation, i.e. generating latent spaces, from various input data types, which
we describe as natural data, such as graphs, environment observations, temporal data, etc
(Hamilton et al., 2017, Butepage et al., 2017, Hausman et al., 2018).

Several supervised learning algorithms find representation of input data, by optimising
specifically designed objective functions. They implicitly impose structure on the output of
one of the layers of a neural network, used as the latent representation. Common approaches
include contrastive learning, with objective functions including triplet loss, contrastive loss,
magnet loss, etc (Chopra et al., 2005, Hadsell et al., 2006, Ranzato et al., 2007, Schroff et al.,
2015, Rippel et al., 2015, Sohn, 2016, Oord et al., 2018, Le-Khac et al., 2020).

Unsupervised learning approaches have also been used in the context of manifold
learning, especially for finding representations that are task-independent (Goodfellow et al.,
2016). Most common models are based on autoencoders, as they consist of an inherent
low-dimensional representation of the input data within their bottleneck layer (Bengio et al.,
2013, Zhang et al., 2020, Oring et al., 2020). Many variants of the autoencoder architectures
and optimisation objectives have been introduced in the literature, as approaches to obtaining
the representation space, by proposing different assumptions on the data distribution and
structure (Hinton et al., 2006, Vincent et al., 2010, Rifai et al., 2011, Rifai et al., 2012, Rezende
et al., 2014, Kim et al., 2020b). A more detailed overview of several important AE variants is
given in Section 2.3.2.3.

4.2.2 Manifold Learning with Neural Network Parameters

Many studies have focused on understanding or explaining deep neural network models,
either from a theoretical or empirical perspective (Szegedy et al., 2013, Paul et al., 2014,
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Arora et al., 2014, Yosinski et al., 2014, Zeiler et al., 2014, Yosinski et al., 2015). Recent work
examines the concept of a manifold in the context of network parameter spaces, and show
that the local optima of deep networks can be connected by continuous paths which lie in
low loss value regions of the network parameter space (Draxler et al., 2018, Garipov et al.,
2018, Freeman et al., 2017). This is related to the redundant nature of networks, as multiple
different network configurations could lead to the same behaviour in the task space.

The topic of neural network parameter redundancies, has been studied in the area of
convergent learning, which measures correlations between the parameters of different neural
networks with the same architecture, in order to determine the similarity of representations
learned by different networks (Li et al., 2015). Another line of work investigates the lottery
ticket hypothesis, which states that deep networks contain subnetworks which can reach
the same performance as the original network, when trained in isolation (Frankle et al.,
2019, Morcos et al., 2019). This topic is related with convergent learning as they investigate
parameter redundancies, as well as the effects of random initialisations on the converged
network performance.

The parameter redundancies have also been harnessed in order to learn a model that
predicts a part of the parameter set by considering a small subset of the parameters (Denil
et al., 2013). Moreover, there are insights on the existence of an intrinsic dimension of the
network parameter space, that is dependant on the task’s complexity and is sufficient for
solving a particular task (Denil et al., 2013, Yang et al., 2015, Li et al., 2018, Richemond et al.,
2019, Gaier et al., 2019). These findings inspired several research works which examine the
representation learning in the context of neural network parameters.

An interesting line of work finds abstractions over the neural network parameter space,
i.e. low-dimensional parameter representations, which are used to estimate the original
model’s uncertainty (Pradier et al., 2018, Karaletsos et al., 2018). In the context of RL policy
network, a VAE-based manifold learning model has been used to learn a representation
space of converged RL policies (Chang et al., 2019). The learned representations are further
used for analysing and assessing new generated policy network parameters, rather than for
policy search. However, due the novel sampled policies were not found to have significantly
different performance from the ones used for training.

Policy network representations have been examined in the context of additional inputs to
the state-value function in DeepRL, in order allow better generalisation of values by preserving
values of multiple policies (Tang et al., 2020). Specifically, these representations are motivated
by a geometric perspective of the policy as a curved surface of the policy distribution, and
learned through contrastive learning and action prediction. The policy representations are
learned using a dataset of policies with additional sample augmentation via random masking
and additive noise.
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However, the above-mentioned approaches use a set of fully converged neural networks
to train the manifold learning model, which is costly to produce and could lead to a less
generalisable representation due to imbalanced data.

4.3 method

The aim of this study is to define and analyse different factors that influence the quality of
the learned network parameter manifold, through its latent structure and mapping functions.
Once established, we can use this knowledge to obtain a desired representation space and
use it as an abstraction of the high-dimensional network parameter space, to facilitate further
exploration and analysis.

We hypothesise that there are two main factors that affect the manifold learning process
through imposing certain structure on the network parameter representation space:

(i) Network Parameter Dataset Definition We can define the distribution of the samples
within the dataset of neural networks, which is used the train the manifold learning
models. The type of data samples within the dataset directly affects the final learned
representations, as the manifold learning model can extract the underlying structure
by finding certain patterns or correlations in the data.

(ii) Manifold Learning Model Definition By selecting appropriate manifold learning
models, e.g. a generative model, a certain amount of inductive bias can be injected
towards learning useful representations. In addition to the actual model, the training
process can be adapted via the optimised objective function and regularisation factors,
which help in shaping the learned representations.

In the remainder of this section, we investigate the two factors that affect finding network
parameter representations in more detail. We propose and test several hypothesis about the
contribution of these factors to parameter representation learning, by analysing different
implementations of the parameter dataset and manifold learning models. The assessed
approaches to dataset definition are based on the MAP-Elites framework and its intrinsic
collection definition via behaviour descriptors which naturally imposes a diversity within
the dataset, i.e. collection definition.

Next, we examine two manifold learning models based on an AE model, in order to
evaluate different assumptions on the correlations among the input dimensions. Moreover,
we propose two regularisation approaches to AE training, by including additional terms in
the optimised objective function, in order to assess impact of different regularisations on the
forming of the latent representation.
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The goal of the proposed study is to evaluate the final contribution of the two factors, i.e.
dataset and model, towards the final representation quality. However, it is not straightforward
to evaluate the quality of the representation before using it within a specific task. Therefore,
in the next section (4.4), we introduce several "proxy" evaluation criteria towards assessing
the desired properties for learning parameter representations, based on the intermediate
results obtained from different dataset implementations and manifold learning models.

4.3.1 Problem Formulation

In this section, we define and examine four main components, the neural network parameter
space, the network parameter dataset, the manifold learning model and the learned network
parameter representation space. More specifically, the neural networks we examine define a
controller policy πθ, which governs the agent’s actions in a typical RL setting, as discussed in
Section 2.1.2.2. We consider the set of all neural network parameters, i.e. weights and biases,
as a vector θ representing a point in the network parameter space θ ∈ RP.

Our goal is to find a lower-dimensional representation of the network parameters
z ∈ RM, which preserves the properties and the structure of the original space. In order to
achieve this, we rely on the manifold hypothesis (Definition 2.3.2.4), which posits that it is
possible to learn a lower-dimensional manifold RM, embedded in RP where M≪ P, around
which a high-density of data samples are located. Thus, we define an invertible mapping
function F : RP → RM, which projects the high-dimensional network parameter space, into
a lower-dimensional representation space, while preserving the properties of the original
network parameter space.

We focus on learning a data-driven, mapping function Fξ parameterised by ξ, in our
case implemented as an AE. The mapping is learned from a dataset, which consists of
a collection of different controller policy network parameters, each exhibiting a distinct
behaviour when executed in the environment. This dataset CΘ is maintained as a controller
policy collection within the MAP-Elites framework, based on the policy’s behaviour descriptor.

4.3.2 Network Parameter Dataset Definition

In the context of "natural data", especially in supervised learning settings, the available
datasets are usually balanced such that the data samples fall into one of multiple distinct
categories (Deng et al., 2009, Deng, 2012). We hypothesise that this structure of the dataset is
a critical attribute that facilitates an ML model to properly distinguish samples based on their
properties, i.e. features, and associate them with the corresponding categories. Essentially, an
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ML model makes abstractions of the input space so it can easily assign appropriate categories
or clusters to the data samples.

Contrary to "natural data" representation learning, the approaches in the literature
which learn explicit representations of the neural network parameters, typically do this by
using a dataset of neural networks which have already been optimised until convergence
for a certain objective or augmented by modifying existing samples (Chang et al., 2019,
Tang et al., 2020). Such datasets contain samples that do not have any distinctive features
other than the actual differences between the data samples in the parameter space, and the
differences in the performance space defined by the optimised objective function. While
"natural data" datasets usually contain data of multiple higher-level categorical descriptions
in supervised learning settings, or at least some other similarities among the samples which
are qualitatively visible, this is difficult to achieve when constructing datasets of neural
network parameters. The absence of some higher-level definition of diversity in the dataset
hinders the manifold learning approaches to find structure in the parameter space, required
for generating meaningful low-dimensional representations.

In order to circumvent this shortcoming, in our study we generate the network parameter
dataset, also referred to as a network parameter collection, using the MAP-Elites framework.
The MAP-Elites framework (introduced in Section 2.2.2.2) provides a principled approach
to creating and maintaining a collection of controller policy parameters, which can be
parameterised as neural networks. Although MAP-Elites is not designed for purely divergent
search, unlike Novelty Search (NS), it offers several advantageous properties which are
desirable for creating a dataset of policies. Compared to NS, MAP-Elites is simpler, i.e. there is
no need for an additional population, and the solution selection and search dynamics of the
overall algorithm are more straightforward (Doncieux et al., 2020). A MAP-Elites collection
consists of cells, where each cell is distinguished by a behaviour index that corresponds to a
particular behaviour exhibited by the controller policy in the environment (defined via the
behaviour descriptor). Therefore, the higher-level notion of diversity is defined via behaviour
descriptors which are based on the policy execution in the environment. This approach to
collection generation provides a process similar to that of generating datasets of "natural
data" which tend to contain qualitatively diverse samples.

In a typical MAP-Elites algorithm, each novel policy is added to the collection by assigning
it to a cell specified by the behaviour index. Since policies and behaviours have a many-to-one
relation, i.e. surjective mapping, different policies can produce the same behaviour index
b, but a particular policy will map to a unique behaviour. This can become an issue if a
particular cell has been assigned a policy, and another different policy generates behaviour
which leads to it being assigned to the same cell. To resolve such assignment conflicts, usually
a particular cell will keep only the highest-performing policy of the two, based on some
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performance metric. The process of adding new policy solutions to the collection, i.e. adding
condition, plays an important factor that influences the final contents of the collection.

In this work, the goal is to investigate how different policy adding conditions affect
the quality of the dataset, and by extension the quality of the learned representations, i.e.
abstractions of the parameter space. Typical MAP-Elites algorithms always use fitness during
the collection construction process. To the best of our knowledge, there have not been other
adding conditions discussed in the literature. We propose and motivate several different
adding conditions and evaluate their performance, in order to test different hypotheses on
the affects different adding conditions have on the dataset quality. As mentioned previously,
when a cell corresponding to a policy behaviour index has not been filled yet, it is straightfor-
ward to directly add this policy to the appropriate cell in the collection. The proposed adding
conditions are essentially different ways to resolve cell occupancy conflicts when multiple
policies exhibit the same behaviour, according to the behaviour index. The adding conditions
we propose and evaluate can be categorised as following: fitness-based, random, timing-based,
neighbour-based and hybrid. Below, these approaches are presented in more detail.

fitness-based A standard approach to cell occupancy conflict resolution in MAP-Elites,
is to keep the solution whose performance metric, i.e. fitness is higher. This means that if a
solution is already store in a particular cell, it will be replace with the new solution only if
the new solution has a higher fitness. In MAP-Elites, this fitness is defined based on the agent’s
ability to perform a certain task in the environment and is defined during task definition.

random Resolving cell occupancy conflicts based on solution fitness, biases the collec-
tion towards containing high-performing solutions, i.e. elites, which is generally a desired
property. However, in this study we are interested in defining a dataset of neural network
policies, which contain some higher-level diversity that can help to generate representations.
Therefore, we also investigate a collection adding criterion which is not biased towards a
particular fitness definition, which allows it to be applied to tasks which do not have an
explicit measure of performance. We examine the adding condition in which the decision to
add a new solution by replacing an already existing solution in an occupied collection cell
with the same behaviour index, is resolved via coin toss.

timing-based One of the core features of MAP-Elites, is the use of existing policies in
the collection as stepping stones towards generating novel policies. This process imposes
an additional temporal structure within the collection, as its contents change over time in a
balanced manner. We probe this assumption by breaking the temporal procedure with two
variants of the adding conditions, based on the time when a certain policy was added to a
particular cell:
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• timing-first: Once a solution has been assigned to a cell in the collection, it is not
modified. Keeping the first added policy, breaks the temporal coherence between the
samples in the collection, as it might take several MAP-Elites iterations to discover new
behaviours, which can lead to substantially evolved policy parameters, i.e. different
generation, compared to their neighbours.

• timing-last: The contents in a specific cell is always updated with the newest solution.
This is the opposite of timing-first, as the latest solutions tend to be at the same
evolutionary level, i.e. similar generation to their neighbours.

neighbourhood-based The parameter space distance based difference between net-
work parameters within the collection, is another factor that can affect the quality of the
dataset used for learning representations. We are interested in examining the affect that the
dataset consisting of similar and correlated samples have on the representation learning
process. The sample (dis)similarity can be enforced through the definition of the adding
condition within MAP-Elites. The decision to add the new solution or keep the existing one at
a specific collection cell, can be resolved based on the new solution parameter’s similarity
with the neighbouring solutions within the policy, while taking into account the collection’s
structure. The similarity is measured using the L2 distance over the network parameter
space. The neighbourhood is determined based on the definition of a particular behaviour
descriptor. In case of a simple 2D collection grid, the closest 24 neighbours of a cell are
considered which form the two rings around the cell. To emphasise two extremes of the
parameter similarity case, we examine:

• neighbour-different: A particular cell in the collection always contains a policy whose
parameters are farther away from the neighbouring cells, in the policy parameter space.

• neighbour-similar: The policy in a specific cell is kept if it is more similar to its
neighbours compared to a new policy contending for the same cell.

hybrid We introduce an adding condition which is a combination of fitness and neigh-
bourhood similarity. Specifically, it follow the standard MAP-Elites solution adding mechanism
and fitness-based adding condition. However, in the case when the fitness of the existing
and the new policies are equal, i.e. second-order conflict resolution, the policy to keep
is determined base on its neighbourhood similarity. More specifically, the policy whose
parameters are more different than the neighbours, is added to the cell. This situation usually
happens in the later stage of the MAP-Elites algorithm, once the collection is mostly covered
and the solutions for each cell have converged to good performing variants. The motivation
for this add condition is to evaluate a "soft" version of neighbour-different adding condition,
as a less extreme variant.
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4.3.3 Manifold Learning Model Definition

In this study we focus on learning the manifold using deep generative models such as a deep
Autoencoder (AE). The AE is a popular model for manifold learning in the representation
learning literature (Bengio et al., 2013), as they are simple to train and the learned low-
dimensional representations are directly accessible as the bottleneck layer outputs. A typical
AE model consists of an encoder (fE), and a decoder (fD) functions. The former maps input
data x to the bottleneck layer. i.e. latent code z, while the latter performs a mapping from
the bottleneck layer back to the original space, i.e. performing reconstruction of the input
data x̂. The main component of the AE learning process is the reconstruction of the inputs,
by minimising the reconstruction loss Eq. (2.29). Having a bottleneck layer with a lower
dimension than the input data, suggests that information carried in the input dataset needs
to be compressed, and later decompressed by the decoder in order to match the input
data. As a consequence, the AE needs to keep only the most important information in the
bottleneck layer which is necessary to reconstruct the inputs. This insures that the most
important properties of the input data, i.e. its structure, is preserved, which is essentially the
aim of manifold learning.

In Section 2.3.2.3, we reviewed several versions of AE models based on their architecture
and objective function definition, which form different assumptions about the input data and
the properties of the latent space. The choice of the model implies a certain inductive bias,
based on the domain knowledge we have of the data. Therefore, we propose two hypothesis
about the structure of the policy neural network parameter space, which we evaluate through
designing and evaluating two AE architectures for the manifold learning model. Each of these
architectures is trained using a dataset of policy network parameters, obtained in various
ways, in order to estimate the affects on the learned parameter space representations.

Firstly, the parameters of a fully-connected NN policy are essentially organised per layer,
i.e. the weight matrices represent connections between two consecutive contiguous layers.
We want to evaluate if this fact can be exploited when designing the manifold learning
model, by introducing certain inductive biases. The intuition behind this idea comes from
two main observations. The first observation is related to the hierarchical property of the
Convolutional Neural Network (CNN), which states that each subsequent layers’ outputs,
within of a multi-layered network, generate a higher-order feature map of the inputs, which
has been previously discussed in CNN literature (Jarrett et al., 2009, Krizhevsky et al., 2012).
By considering each weight matrix as a separate input to the manifold learning model, we
can use the above-mentioned property to exploit potential correlations within each weight
matrix, while isolating the spurious effects coming from other layers’ weight matrices. The
second observation comes from the semantics behind the observation vector design, which
is passed as an input to the policy neural network. In robotic applications, the observation
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vector typically contains contiguous elements representing the robot joint positions, velocities
and other intrinsic sensor information, which are usually arranged in a certain order that
corresponds to the actual robot topology. The same holds for the output layer, as the
contiguous output vector elements usually correspond to control signals of robot joints.
Therefore, the weight matrix that maps the inputs to the first hidden layer of the policy
network, potentially holds important structural information expressed as local patterns that
correlate the observed input values to subsequent layer activations. Similar intuition holds
for the output weight matrix as well. This local structure embedded in the weight matrices
can be naturally exploited with a CNN-based model. Of course, if the input and output
elements do not correspond to contiguously ordered joint values, the patterns in the weights
would not be local anymore, and thus more difficult to capture with convolutions.

To evaluate this hypothesis, we design and evaluate an AE model, with the idea to regard
each weight matrix of the policy NN from the dataset, as a separate input to a multimodal
AE model (Hong et al., 2015). Each input stream is passed to a convolutional input branch
(Masci et al., 2011), as depicted in Fig. 4.1b. Each weight matrix is separately passed through
two 2D convolutional layers, where the first one is followed by max-pooling, and after the
second one the outputs are flattened. The flattened layers of each separate weight matrix
branch are then concatenated and forwarded through one dense layer to finally produce the
latent space embedding. The decoder is symmetrical to the encoder.

Secondly, our alternative hypothesis is that there is no additional structure in the network
parameter space and that all weights and biases are equally important and interdependent.
This assumption is examined by implementing and evaluating a standard fully-connected
AE model. Here, all policy NN weight matrices are initially flattened and concatenated into a
single vector, and subsequently passed through a series of dense layers before generating the
latent space embedding, as shown in Fig. 4.1a. The decoder is symmetrical to the encoder.

4.3.3.1 Regularisation

In addition to defining the AE model architecture, additional constraints on the properties
of the latent representation can be imposed through the learning process via the objective
function. Adding additional regularisation terms to the objective function can influence the
final structure of the learned latent space, by redefining the type of information that the AE

encodes in the latent space.

To this end, we propose and motivate two regularisation techniques in addition to the
standard AE with reconstruction loss, in order to examine the impact these regularisations
have on the learned latent space. These include the popular Variational Autoencoder (VAE)
approach, and the Lipschitz regularisation inspired by previous work (Kim et al., 2020b).
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(a) Fully-connected AE, concatenated parameters

(b) Convolutional AE, separated parameter matrices

Figure 4.1: The AE architectures evaluated for manifold learning. The blue squares represent network
parameter tensor data structure, where the yellow are the actual parameters. Grey and
black boxes represent various network layer operations, such as convolution, max pooling,
dense connections, flattening and concatenation. The (a) fully-connected concatenation-
based architecture treats all weights equally, while (b) imposes an inductive bias through
separating each weight matrix as a different convolutional input streams.

variational autoencoder With standard AEs there is no guarantee that the latent
space will have a certain structure or smoothness properties, as it optimises only for deta
reconstruction quality and not latent space structure. To amend this, VAE have been proposed
(Kingma et al., 2014) to impose structure in the latent space by modelling the input data as
distrubutions rather than individual samples (more details in Section 2.3.2.3). The latent space
structure is induced by matching the distribution of corresponding latent representations
of the input data, to a standard normal distribution N(0, I), in addition to optimising the
reconstruction quality Eq. (2.30). The desired effect of this regularisation is that the learned
input data representations are close to each other, thus creating a continuous latent space
with smooth transitions between data samples.

ae with lipschitz regularisation Inspired by the Lipschitz AE work (Kim et al.,
2020b), which preserves the Lipschitz continuity of the Wasserstein distance, we examined the
benefits of using such a regularisation in the case of network manifold learning. In addition to
the reconstruction term, we add a regularisation term to the objective function incentivising
Lipschitz continuity of a distance metric (L2) between the input and reconstructed spaces,
presented in Eq. (4.1).
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where the Lipschitz constant K ∈ (0, 1), is selected to be K2 = 0.8. The motivation behind
Lipschitz regularisation is that it forces the latent representation to store more information
about the input data properties, thus implicitly providing more structure to the latent space.

4.4 experimental evaluation

In order to distinguish which factors contribute most to learning parameter representations,
and in which way, we define several evaluation criteria for each component proposed in
the methods section (4.3), related to the parameter dataset generation, as well as manifold
learning model and objective function selection.

In this section, we introduce the experimental setting based on the Bipedal-Kicker agent
acting in simulated environment, and using the MAP-Elites algorithm to perform policy search
that builds policy network parameter datasets. Further, we define the evaluation criteria
for assessing the quality of the datasets generated using the proposed different adding
conditions within the MAP-Elites algorithm, introduced in the previous section. We discuss
the benefits of different dataset generation techniques, and the properties of the generated
samples within the dataset.

In addition to the dataset generation approach, we evaluate the manifold learning
algorithms based on AE and the proposed regularisation approaches, in order to assess the
quality of their learned representations of the network parameters. Our goal is to learn
the representation space as well as the mapping functions which can be used to generate
novel samples, and we are interested the usefulness or quality of learned representations in
this context. We train the proposed manifold learning algorithms until convergence, using
the datasets obtained in the previous step of the experimental evaluation. We discuss the
desired properties of the generated representations and draw conclusions to motivate further
research work.

4.4.1 Implementation Details

For generating network parameter datasets via the MAP-Elites framework, we use a simulated
environment to evaluate the parameterised policies and define the behaviour descriptors.
Each collection add condition variant is evaluated in the simulated environment 5 times,
using 5 different seeds, in order to obtain a more robust estimate.

experimental environment We introduce a simulated agent and environment in a
RL setting, Bipedal-Kicker, in order to evaluate the proposed approach. The Bipedal-Kicker
environment is based on the standard OpenAI gym Bipedal-Walker (Brockman et al., 2016),
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which we extend by adding a ball for the bipedal robot to kick (Fig. 5.2b). The Bipedal-
Kicker observation vector has 30 elements, which include the robot hull angle, horizontal,
vertical and angular velocities, the joints angles and angular velocities, leg-ground contact
information, and 10 lidar, as well as the absolute coordinates of the robot hull, and the ball
x, y position and velocities. The action vector provides torques for each of the leg joints, in
the form of a 4D vector. The agent moves within the environment and the idea is that it can
kick the ball in many different ways. We define the behaviour diversity of the policies based
on the diversity of ball ballistic trajectories generated when the robot agent kicks the ball.
The terrain is made flat to avoid biasing the ball ending up in the local valleys. In order to
facilitate kicking, as the agent does not have a foot, at the start of the episode the ball is
dropped from a small height so the agent can hit it. The agent is allowed to move for 100

timesteps and then stops to avoid multiple kicks, while the ball moves until it stops due to
the damping effects.

We formalise the policy diversity by using the behaviour descriptor concept from
MAP-Elites. The behaviour descriptor, used to generate the 2D policy collection grid (Fig. 4.3),
is based on the ball trajectory, as a usual way of defining a 2D ballistic trajectory: dim 1: final
ball x-coordinate, in the right half of the terrain divided into 200 bins; dim 0: maximum ball
y-coordinate achieved during the episode, limited to [4, 7] range and discretised into 50 bins.
This behaviour descriptor definition leads to a collection size of 10000 cells. The different
proposed add conditions affect how each discovered behaviour is added to the policy.

policy network definition The agent acting in the environments is controlled by
a policy parameterised as a neural network. The policy network takes the full observation
vector as input, and outputs a desired action vector such as robot joint torques or velocities.
The architecture of the policy network is kept the same across all experiments, and is based
on the Proximal Policy Optimisation (Schulman et al., 2017) policy implementation for
continuous control tasks. The policy network is a fully-connected neural network with two
hidden layers of 32 neurons each, with tanh activation functions, while the output layer
activation function is linear. The input and output size vary depending on the observation
and action vector sizes, which are specific to each environment. In our study we aim to find
a dataset, where each element of the dataset is the set of the controller policy parameters, i.e.
network weights and biases, described above.

autoencoder training For training the AE models using the network parameter
datasets generated via MAP-Elites, we use the standard Adam optimiser with: β1 = 0.9,
β2 = 0.999, ε = 10−8 and learning rate of 10−5, for 104 epochs, with batch size of 64. The
training hyperparameters are the same in all experiments. Moreover, 30% of each batch is
used as a test set for early stopping of the training. If the slope of the line fitted to the last
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100 test set values is larger than 10−5, the training is stopped. We found that this improves
the generalisation of the AE and reduces training time.

4.4.2 Collection Adding Conditions

The first factor we examine is related to the parameter dataset construction. We assess
different approaches to generating a collection by modifying the policy collection adding
mechanism of the MAP-Elites algorithm. Seven distinct adding conditions are evaluated,
based on the properties of the corresponding generated policy network samples. In order to
understand the effects of the different adding conditions, we consider the following quantities
for each generated dataset: behaviour coverage, sample similarity and sample correlation. Each
of these quantities gives us some insight about different types of diversity of solutions
attributed to the generated dataset, such as discovered behaviour diversity, parameter value
diversity, and diversity along parameter dimensions, respectively.

behaviour coverage For the dataset building approaches, an unbiased way to estimate
the diversity of data samples within the datasets achieved by different adding conditions,
is to run the MAP-Elites algorithm for several iterations, and report the number of different
behaviours discovered. This quantity is referred to as behaviour coverage metric, and it
represents the number of filled cells of the policy collection. Moreover, behaviour coverage
gives us an idea of the overall performance of the different adding conditions. To this end,
we ran MAP-Elites algorithm with 7 different add conditions, and each add condition variant
was run with 5 different seeds.

From the graph in Fig. 4.2, we can see that the behaviour coverage of different adding
conditions is fairly similar. Nevertheless, the neighbour-different, timing-last and random
add conditions tend to discover more behaviours compared to other approaches. We can
interpret these results from the perspective of using samples in the collections as stepping
stones for MAP-Elites search.

The neighbour-different inherently selects solutions which are different in the parameter
space from its neighbours in the policy. In the case of Bipedal-Kicker task, the diversity in
the parameter space correlates with the different in the behaviour space, which leads faster
discovery of novel policies as the stepping stones are diverse as well. This also explains why
neighbour-similar add condition leads to almost the lowest number of discovered behaviours.
Although the timing-last and random add conditions do not explicitly select based on
parameter similarity, the achieve good behaviour coverage. The timing-last approach keeps
always the newest samples which tend to be more stable and spawn other novel functional
policies, while the stochasticity of the random approach also tends to select newest samples,
although at a lower rate.
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Figure 4.2: Behaviour coverage plots achieved by the MAP-Elites algorithm, using each of the different
proposed adding conditions for collection cell occupancy conflict resolution. The proposed
variants of MAP-Elites are evaluated in the simulated Bipedal-Kicker environment.

Conversely, the fitness-based add condition, as well as the hybrid approach, have similar
performance. In their case, focusing the selection oh high-fitness samples prevails over other
factors that might lead to sample diversity, as with the other approaches. The low behaviour
coverage of timing-first can be explained by the quality of the samples added to the policy,
as samples which are added initially are kept, and these samples are usually less stable than
the ones obtained in the later stages of MAP-Elites iterations.

To understand why neighbour-different, timing-last and random add conditions discover
more behaviours and whether this is desired, we need to further investigate samples in the
datasets by evaluating sample similarity and correlation in order to gain more insights.

sample similarity We further assess the properties of the network parameter datasets,
generated via different add conditions within MAP-Elites. We select the first seed of each
add condition variant and analysed the dataset the achieved at the end of the training.
We calculate the overall similarity between the parameter data samples, i.e. how much
are the policy network parameters in a particular cell, similar or different from its closest
neighbours. The similarity value is obtained by measuring the L2 distance in the parameter
space between a policy parameter vector at a particular cell and its 24 nearest neighbours, i.e.
two surrounding rings, according to the collection topology. This similarity measure gives us
an additional indicator of diversity within the dataset.

The sample similarity graphs shown in Fig. 4.3, give us additional insights on the
properties of the generated datasets. The colour of each cell in the graphs corresponds to the
average L2-distance of that particular cell and its neighbours. Light green colours indicate
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(a) random (4195) (b) fitness (3751)

(c) timing-last (4058) (d) timing-first (3804)

(e) neighbour-similar (3825) (f) neighbour-different (4593)

(g) hybrid (3895)

Figure 4.3: Comparison of sample similarity within the collections generated using different add
conditions within MAP-Elites. The results were obtained, after 2× 106 policy evaluations
in the Bipedal-Kicker environment. The numbers in the parenthesis indicate the total
number of policies in the collection. Each figure shows the policy collection, and the
colours indicate the average L2-distance of a cell compared to its 24 neighbouring cells,
to indicate parameter (dis)similarity. The dimensions of the grids correspond to the
dimensions of the policy collection defined for the Bipedal-Kicker environment. The
colourbar below indicates the average neighbourhood distance of all the samples in the
collection, calculated for each add condition variant. As a comparison, the results after
106 policy evaluations are shown in Fig. B.1.

high similarity i.e. low average L2-distance, while the dark blue indicates policy parameters
which are highly different from their neighbours. The cells coloured in white are empty, as
they do not have any assigned policy parameters.
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The most striking, yet expected, results are shown in Figs. 4.3e and 4.3f, correspond-
ing to neighbour-similar and neighbour-different add conditions, respectively. Since the
neighbourhood-based add conditions explicitly select policies based on their neighbourhood
similarity, it is expected that the final datasets have the corresponding average sample
similarity towards the extremes. We can see that in the case of datasets generated using the
neighbourhood-based add condition, the average neighbourhood similarity strongly correl-
ates with the achieved behaviour coverage Fig. 4.2. This further confirms our explanation
from the previous section based on the stepping-stones property of MAP-Elites algorithms,
where we hypothesised that having diverse policy parameters in the collection, helps towards
discovering novel policies through the iterative modification of the existing ones.

Although the remaining similarity graphs look fairly alike, the graphs corresponding to
datasets generated using random and timing-last add conditions have slight separation into
two regions. Towards the left side of both Figs. 4.3a and 4.3c, we can distinguish a cluster of
similar cells (lighter green) while the cells in the remainder of the graph are less uniform but
with a darker green colour. The graphs corresponding to datasets generated using hybrid
and timing-first add conditions (Figs. 4.3d and 4.3g), also have a cluster on the left side,
nevertheless, the rest of the graph is rather uniform compared to random and timing-last.
Having the two-cluster distribution of average neighbourhood distances shown in Figs. 4.3a
and 4.3c, might be correlated to the better behaviour coverage achieved within the datasets
generated using random and timing-last add conditions.

However, these observations are not very obvious and additional quantifiable metrics
would be necessary to confirm our assumptions. By observing the average cell similarity
values, over all the cells in the collection (shown on the colourbar in Fig. 4.3), we can see that
although not proportional, the relative order of average collection similarities correlates with
the behaviour coverage performance, for the corresponding evaluated add conditions.

sample correlation In addition to sample neighbourhood similarity within a gener-
ated dataset, we also specifically examine the sample correlations. The sample correlations
measure give us additional insights about the correlations between the dimensions within
the neural network parameter space, and this quantity directly depends on the contents of
the dataset. Having correlated dimensions within the dataset could theoretically simplify
representation learning as the problem dimensionality is reduced, since there are less inde-
pendent degrees of freedom. Although this simplifies the problem, having a dataset that
consists of samples with a high level of correlation might lead to learning a less generalisable
representation space.

Fig. 4.4 shows us correlation heatmaps for each dataset generated using MAP-Elites with
different variants of the add condition. Based on qualitative observations of the figures, it is
surprising that both neighbourhood-based approaches generate datasets with high parameter
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(a) random (σ = 0.27) (b) fitness (σ = 0.25) (c) hybrid (σ = 0.24)

(d) timing-first (σ = 0.20) (e) timing-last (σ = 0.26)

(f) neighbour-similar (σ = 0.56) (g) neighbour-different (σ = 0.41)

Figure 4.4: Heatmaps showing parameter correlations of the samples within each of the datasets
generated using MAP-Elites with different add conditions. The standard deviation of the
correlation values are given for each approach. Each dimension of the heatmaps corres-
ponds the network parameter vector, and each element within the heatmap represents
the correlation between the elements at the corresponding row and column indices. The
colourbars to the right of the heatmaps indicate the level of correlation.

dimension correlations, while generating significantly different results in terms of parameter
value neighbourhood similarity and behaviour coverage. The neighbour-similar approach
generated the dataset with highest parameter correlations compared to other methods, with
neighbour-different having the second highest. This leads us to conclude that high parameter
correlation does not necessarily correlate with behaviour coverage metric.
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In this section, we evaluated the generated datasets using several dataset diversity-based
evaluation criteria that we introduce, such as behaviour coverage, parameter similarity and
parameter correlation. Based on this evaluation, we can draw certain conclusions about
which dataset generating approach is expected to be most suited for use in manifold learning.
Based on the evaluation criteria, the neighbour-different, timing-last and random approaches
taken to generate datasets, seem to be most promising candidates. This is due to the fact that
they generate datasets with high diversity of samples, according to the behaviour coverage
and parameter similarity criteria.

Although evaluating the behaviour coverage and parameter sample similarity of the
dataset gives valuable insights on the dataset properties, we still need to evaluate how these
properties contribute to the final representations obtained via manifold learning. In the next
section, we further test our hypothesis on the contribution of data sample diversity within
the parameter datasets, towards learning useful parameter representations, by implementing
several manifold learning approaches using the datasets generated in this section.

4.4.3 Autoencoder Architectures and Regularisations

We continue our analysis of different contributing factors to learning network parameter
representations, which are useful for generating novel samples. In this section, we examine
several manifold learning approaches, specifically generative models based on AEs, and
optimised objective function definitions, in order to evaluate the representations learned
using the datasets generated in the previous section. We focus on the three datasets generated
using neighbour-different, timing-last and random add conditions withing MAP-Elites, based
on the findings from the previous section that show their diverse structure. The results
showing the assessments of the other datasets generated in the previous section can be found
in Appendix B.

Evaluating the quality or usefulness of the dataset based on the representations gener-
ated after training a manifold learning model on that dataset, is not a straightforward task.
To this end, we introduce a "proxy" evaluation criteria which is specific to generative models
that learn an explicit mapping from the representation space to the original parameter space.
In the case of an AE this mapping is the decoder function fD, and we want to know how
the decoder generates new samples, i.e. if it is well behaved. The "proxy" criteria quantifies
the amount of transformation that the decoder imposes when reconstructing the data from
the latent representation space. This quantity is important as it tells us how smooth is the
mapping, as well as if the mapping is contractive i.e. the decoder maps the whole latent
space into one point, or divergent i.e. the reconstructed parameter values "explode" to useless
large numbers.
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We can formalise this transformation quantity, by approximating the decoder with
a linear projection and calculating the norm of the corresponding projection matrix. If
we apply a first-order Taylor approximation of the decoder function at a certain point
in the representation space, we obtain the Jacobian of the decoder JD(z), which we can
use to estimate the amount of transformation applied to each point. Since the Jacobian
is a rectangular P ×M matrix, we take the norm of JTDJD the estimate the amount of
transformation T(z) when decoding a certain point in the latent representation space z ∈ RM,
following Eq. (4.2).

T(z) =
∥∥JTD(z)JD(z)∥∥ (4.2)

If the value of T(z) is extremely high or extremely low, this is a good indicator whether
the decoder is a divergent or contractive mapping, respectively. In the ideal case, the
transformation quantity should be up to a few orders of magnitude around 1, so as to keep
the generated network parameter values within a reasonable range.

Below, we apply the proposed AE-based models and regularisation techniques to the
datasets generated in the previous section, and then analyse and discuss the obtained results
based on the transformation quantity.

autoencoder architectures We evaluate the two AE architectures proposed in the
previous section (4.3.3), the standard AE with all network parameters concatenated at input
(AE-FC), and the convolution-based AE which treats each weight matrix of the input policy
network as a separate input passed through the convolutions (AE-CNN). Both AE model
variants are trained by minimising the standard reconstruction-based objective function.

In Fig. 4.5 we show results using the introduced "proxy" criteria for evaluating the
representation quality based on the decoder transformation, for each of the testing cases.
When we compare the AE-FC and AE-CNN models, it is clear that transformation induced
by the decoder of the AE-CNN model yields a far greater transformation than the AE-FC
model, by almost 50 orders of magnitude, on all of the considered datasets. The decoder
transformation of the neighbourhood-different is highly unstable which might lead to novel
network parameters being useless as they would have large parameter values. Therefore, is
a highly undesirable property and shows that the proposed AE-CNN architecture is not a
good fit for the problem at hand. In the case of the neighbour-different based dataset, also the
AE-FC exhibits a highly contractive decoder transformation, which is not a useful property.
This could be due to the neighbour-different based dataset which contains extremely different
parameter samples, as this may hinder the AE representation learning process.

As mentioned in the previous section, different inductive biases injected through the AE

architectures make different assumptions regarding the correlations in the input data, i.e. the
dataset. We investigate this by observing the transformation norm for the converged AE-FC
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Figure 4.5: Comparison of the decoder transformation quantities according to Eq. (4.2), for the two
evaluated AE architectures, (top) fully-connected and (bottom) convolution-based AE. The
three columns correspond to the AE trained using datasets generated with MAP-Elites using
three different add conditions: (left) neighbour-different, (middle) timing-last and (right)
random. Each point on the graph indicates the amount of transformation imposed by the
decoder at a that particular point in the latent space. The two dimensions of the graphs
correspond to the two dimensions of the latent space with the highest data variance
along that dimension. The colourbars on the side indicate the magnitude of the decoder
transformation. Additional graphs for other generated dataset are presented in Fig. B.2.

and AE-CNN, for the three datasets from the previous section, of which the one generated
using neighbour-different has a higher data sample correlation, compared to timing-last
and random. However, we were not able to observe any particular difference in the learned
representations for the two AE variants, based on different datasets that have more or less
data correlation.

regularisation We further evaluate the contributions of manifold learning models
towards learning useful representations of the neural network parameter space. In addition
to the model hyperparameters such as the architecture examined previously, we evaluate how
changing the learning process via modifying the optimised objective function influences the
learned representation space according to the decoder transformation quantity we introduced.
Besides the standard fully-connected AE that does not optimise for any regularisation terms
in addition to the reconstruction loss, we evaluate two more models based on AE, the
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Variational Autoencoder (VAE) and the AE with Lipschitz continuity preserving L2-distance
over the input-reconstruction mapping.
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Figure 4.6: Comparison of the decoder transformation quantities according to Eq. (4.2), for the three
different fully-connected AE regularisation approaches (top row) standard AE with recon-
struction loss and without additional regularisation, (middle row) variational autoencoder,
and (bottom row) the proposed AE with Lipschitz regularisation term. The three columns
correspond to the AE trained using datasets generated with three different add conditions:
(left column) neighbour-different, (middle column) timing-last and (right column) random,
that achieved highest behaviour diversity. Each point on the graph indicates the amount of
transformation imposed by the decoder at a that particular point in the latent space. The
two dimensions of the graphs correspond to the two dimensions of the latent space with
the highest data variance along that dimension. The colourbars on the side indicate the
magnitude of the decoder transformation. Additional graphs for other generated datasets
are presented in Fig. B.3.
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Figure 4.6 shows the decoder transformation quantity T(z), for each combination of the
AE regularisation approaches and the three datasets generated via MAP-Elites using neighbour-
different, timing-last and random add conditions. The top row is the same as in Fig. 4.5,
as this represents the results for the standard fully-connected AE with reconstruction loss,
which we provide for easier comparison. Through qualitative observation, we can see that
graphs show transformations close to zero for the majority of the latent space shown, with a
distinct region with a higher transformation quantity. It is difficult to interpret these regions
as we are visualising a slice of the multi-dimensional latent space, however, the scale of
the transformation quantity provides a good indication of the learned decoder function
properties.

Considering the VAE, we can see that the learned decoder imposes a highly divergent
mapping, when using any of the considered datasets for training. The similar issue can
be observed with the AE model with Lipschitz regularisation, although at a lesser extent
compared to VAE. Moreover, the AE Lipschitz regularisation leads to a contractive mapping
when trained on the neighbour-different based dataset. A similar contractive mapping is
learned by a standard AE when trained on the neighbour-different based dataset. However,
the AE learns fairly well-behaved decoder mapping when trained on the datasets generated
via timing-last and random add conditions, which can be further used within a generative
model to produce novel network parameters.

It is difficult to make conclusions on why the neighbour-different based dataset leads to
a contractive mapping, except in the VAE case where it is highly divergent, but we assume it
is due to the high parameter sample difference within the dataset, which hinder the learning
process. Furthermore, using additional regularisation factors within the objective function
imposes an additional burden on the optimisation process. Having multiple factors in the
objective tends to deteriorate the reconstruction quality which plays an important role in
the quality of the decoder, and by extension the transformation it imposes. Therefore, even
though it is simple, we find that the standard reconstruction-based AE is most useful for
learning a manifold which can then be used to generate novel data.

Regarding the network parameter datasets, even though the dataset generated using the
neighbour-different add condition has high dataset structure diversity indicators, such as the
behaviour coverage and neighbourhood distance, it comprises of policy parameters that are
not useful for the manifold learning models. The datasets based on timing-last and random
add conditions, proved to be the most diverse but still useful datasets. Together with the
simple fully-connected AE, these datasets led to learning a well-behaved generative model
and a useful representation space.

The final insight about the dataset quality comes from comparing the training loss plots
obtained when fitting the manifold learning models. Although the reconstruction losses are
fairly similar across the examined models, the training loss plots in Fig. 4.7 show us that
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(a) neighbour-different (b) timing-last (c) random

Figure 4.7: Comparison of the reconstruction losses achieved during training of the standard fully-
connected AE. The three figures correspond to training using datasets generated with three
different add conditions. The plots show both training and test losses over 10000 epochs,
as well as the final loss achieved (minimum value).

training the model with the dataset obtained using MAP-Elites with random add condition,
provides slightly better convergence properties. We argue that the dataset based on the
random add condition should be preferred over the timing-last, as it is less biased towards
the newest policy samples and provides a certain exploration component within the dataset
creating process via MAP-Elites.

4.5 summary

In this chapter we performed a preliminary study on learning representations of the neural
network parameter space, inspired by the manifold hypothesis. Learning neural network
representations presents a crucial step towards creating abstractions over the policy network
parameter space, that can be used for efficient diversity-based policy search.

The aim of this study is to identify and evaluate key factors that contribute to the
final network representations. We investigate the process of generating a dataset of neural
network parameters which is used for learning representations, as well as the definition of the
manifold learning model and optimisation objective, as the main components contributing
to the quality of the learned representations.

In order to evaluate the contribution of each factor and to quantitatively assess the final
obtained representation quality, we define intermediate criteria for evaluating the quality of
the generated datasets and the representation mapping function of the manifold learning
model. For the datasets generated as collections of the MAP-Elites framework, we assess the
quality of the dataset in terms of the diversity of the contained parameter samples. Motivated
by the diversity among categories within "natural data" datasets, we evaluate whether there
exists a higher-level notion of diversity of samples in the dataset. For the generated datasets,
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this is estimated via the behaviour coverage, parameter sample similarity and correlation
within the dataset.

Subsequently, we use the generated datasets to train the proposed manifold learning
models based on AEs. We evaluate the learned representations obtained via manifold learning,
by quantifying the additional amount of transformation that the learned mapping function
from the latent space to the original space imposes on the samples. Based on the introduced
criteria, we draw conclusion about the dataset generation variants and the proposed AE

models and regularisation approaches, in order to obtain generalisable and well-behaved
parameter representations.

The main insight of this study is that the simple AE with a reconstruction loss, trained
on the dataset generated via MAP-Elites framework with the random add condition, lead to
learning a useful representation space and a well-behaved generative model.

In the next chapter (Chapter 5), we further exploit these insights and their implications,
by proposing and evaluating a diversity-based policy search approach, that relies on explicit
policy network parameter representations obtained via manifold learning.



C H A P T E R 5

Policy Network Manifold Search

In this chapter, we apply the findings from the previous Chapter 4 in the context of diversity-
based policy search. We further expand on the abstractions over the policy parameter space,
obtained via manifold learning, as presented in the previous chapter, and we show how these
abstractions can be used for efficient policy search. We build upon the MAP-Elites framework
which besides offering a principled way of maintaining a collection of diverse policies useful
for learning the manifold, consists of an elegant approach to search the policy parameter
space in order to discover new solutions which are different to existing ones in the policy.

The approach presented in this chapter proposes to move the search from the original
policy parameter space onto the learned parameter manifold. Additional mechanisms are
introduced which are necessary to enable a robust and generalisible parameter representation
needed for efficient diversity-based policy search. The ideas, research work and results
presented in this chapter, have been previously published in (Rakicevic et al., 2020) and
expanded in (Rakicevic et al., 2021). The code for the proposed approach and evaluation
environments are made open-source and are available online: https://sites.google.com/
view/policy-manifold-search.

In the remainder of the chapter we give a brief introduction on the problem setting
and the motivation for using the learned policy manifolds for diversity-based policy search,
in Section 5.1. In Section 5.2, we review the relevant literature on the use of encodings for
improving QD methods, other work that uses latent representations to generate or adjust
model parameters, as well as approaches to generating diverse policies in Deep RL. The
proposed policy manifold search approach is presented in Section 5.3 which learns the
policy parameter manifold and uses it for efficient diversity-based policy search. We discuss
implementation details and provide justification on the development of the model’s core
components. Experimental evaluations of an agent in a simulated environment is given in
Section 5.4, together with an analysis of how the proposed approach performs with different
environment types. Finally, the contributions are summarised and discussed in Section 5.5
with an overview of potential limitations and prospective amendments.
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Figure 5.1: The proposed Policy Manifold Search approach components. Grey boxes at the top are
used within the manifold search phase which adds policies to the collection. The green
box (bottom left) represents the manifold learning which uses all the data from the policy
collection (Cθ) in order to learn the latent representation of he policy parameters phase.
Blue arrows show policy network parameter (θ) flow, while the dashed blue arrow
indicates sampling policy parameters from the collection. Grey arrows show evaluation
information (θ∗, BD) flow. The green arrow represents the current autoencoder parameters
that are used within manifold search. The red arrow depicts decoder Jacobian scaling.
Each cell in the policy collection contains the full policy network parameter vector, while
the corresponding cell index is determined by the behaviour descriptor based on the policy’s
trajectory rollout in the environment.

5.1 introduction and motivation

There has been significant progress in the recent years in tackling continuous control tasks
by gradient-free approaches based on Evolutionary Algorithms (EA), such as Neuroevolu-
tion (NE) (Salimans et al., 2017, Such et al., 2017, Stanley et al., 2019). Compared to Deep
Reinforcement Learning approaches relying on gradient-based policy network optimisation
(Schulman et al., 2017), Neuroevolution achieves similar performance while allowing for
greater parallelisation capabilities.

However, performance-based methods such as RL and NE aim to find a unique set of
controller parameters, although there are cases where a diversity of solutions is needed
and this becomes an issue. An example includes environments that can accommodate
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multiple tasks, and that different controller policies are necessary to solve and adapt to
a dramatically changing environment or recover from damage (Cully et al., 2015). As
introduced in Section 2.2.2, a diversity of policies can be implemented either as a collection of
distinct policies, an example being the QD framework (Pugh et al., 2016, Cully et al., 2017), or
as a single policy which modifies its behaviour accordingly as new environment information
becomes available, via meta-learning (Finn et al., 2017), few-shot learning (Rusu et al., 2019)
or as skill-conditioned policies (Eysenbach et al., 2019, Hausman et al., 2018). In MAP-Elites,
the diversity of policies is maintained explicitly by having each different policy assigned to
the collection based on the behaviour descriptor, i.e. low-dimensional representation of the
corresponding policy’s behaviour in the environment (Cully et al., 2017). New solutions are
then generated by modifying existing ones via mutation operators.

Applications of MAP-Elites are often limited to low-dimensional or open-loop control-
lers (Mouret et al., 2015), while Deep RL and Neuroevolution have shown to be capable of
learning deep neural networks for continuous control, increasing the agent’s capabilities.
Still, the curse of dimensionality makes evolution quite challenging, particularly in MAP-Elites,
and prevents it to scale with the parameter dimensionality (Colas et al., 2020). A popular
approach to addressing the issues related to high-dimensional data, is representation learn-
ing (Cayton, 2005, Bengio et al., 2013), which has been studied extensively in the context of
input spaces such as environment observation vectors, images, graphs etc (Hausman et al.,
2018, Péré et al., 2018). Representation learning is based on the manifold hypothesis, which
states that high-dimensional data tends to lie in the vicinity of a low dimensional manifold.
Generative modelling relies on the manifold hypothesis to find the underlying structure in
the data and the mapping functions, which are subsequently used to generate novel samples
(Goodfellow et al., 2016, Oussidi et al., 2018). However, this notion has not been thoroughly
investigated in the context of neural network parameter space search.

In the previous chapter (Chapter 4) we presented our preliminary findings and proposed
an approach to neural network parameter manifold learning. We analysed and discussed
the most important factors influencing the learned representations - dataset quality and the
manifold learning model. The aim of studying NN manifolds is to use them as a generative
model which could generate novel solutions, as an approach to diversity-based policy search.
These findings suggest a natural question that if there exists a manifold embedded in the
high-dimensional network parameter space, what are the potential benefits for policy search
via Neuroevolution using MAP-Elites?

Inspired by the manifold hypothesis, recent insights on the NN parameter space properties,
as well as the results from Section 4.2, we hypothesise that there exists a lower-dimensional,
non-linear manifold, embedded in the high-dimensional policy network parameter space,
which contains a high density of solutions for a particular task. Moreover, using a notion of



116 policy network manifold search

a manifold via the hypervolume of elites within MAP-Elites framework, showed promising
results in controller parameter space search (Vassiliades et al., 2018).

In this chapter, we propose a novel approach, Policy Manifold Search (PoMS), that
learns a mapping to a manifold in the policy network parameter space, which is used
for Neuroevolution-based policy search. We expand the MAP-Elites framework, by using
its policy collection as a dataset for manifold learning via an AE. This is an important
component as the quality of the dataset dictates the quality and generalisability of the
learned latent representations. Focusing the search in the manifold with a high solution
density, improves the sample complexity and the diversity of discovered behaviours. When
mapping back from the manifold to the original parameter space, we take into account the
additional transformation incurred, due to the imperfect mapping of the AE decoder function.
This leads to a consistent parameter search regardless of the local structure of the latent
representation, by accounting for the distortions induced by the decoder. Finally, we focus
solely on diversity search and do not use performance as a selection criteria.

Although MAP-Elites is a part of the QD family of algorithms which optimise for both
fitness and diversity of solutions, in this study it is used as a purely exploratory approach to
behaviour exploration. The reason for this is that due to the insights in Section 4.4.2, using
the random adding condition showed to be a more principled approach to creating a useful
dataset, compared to the fitness-based adding conditions. Furthermore, since the goal is to
improve the diversity-based policy search process, we compare to other MAP-Elites methods
in the literature by focusing primarily on their behaviour diversity exploration components,
rather than fitness improving components. Therefore, we keep the random adding condition
fixed for all the compared methods.

In order to evaluate our hypothesis, we conduct ablation studies of the algorithm
components, as well as comparisons to the state-of-the-art MAP-Elites approaches. These
experiments are executed on four different continuous control tasks. As a performance
indicator, we use the behaviour coverage metric, typically used in QD literature (Cully et al.,
2017), to quantify the diversity of policies achieved within the policy collection. The results
suggest that learning a policy manifold explicitly and using it for policy search works well,
but an additional regularisation of the search process using the decoder Jacobian is necessary
in order to have a well-behaved policy search.

5.2 related work

The work presented in this chapter, builds upon the related work from the previous chapter
focusing on manifold learning in the context of neural network representation. In addition
to this, it is important to mention previous works that use a notion of a manifold or latent
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variables in order to generate or adjust policy network parameters, which we reviewed in
Section 2.3.2.4. Moreover, several approaches to realising a diversity of policy behaviours in
RL besides explicitly maintaining a collection of different policies, are relevant to our work
and have been reviewed in Section 2.2.2.

In this related work section, we further review common ways of representing controllers
in the MAP-Elites literature, either explicitly using original policies in a collection, or implicitly
by using their representations. Finally, we review typical approaches to selecting and applying
multiple mutation operators within the MAP-Elites policy search process.

5.2.1 Controller Encodings in MAP-Elites

In MAP-Elites, each cell in the policy collection is intended to store the parameters that fully
describe the controller that can be used by the agent in the environment. The MAP-Elites

literature distinguishes two ways of storing controller descriptions: direct encodings and
indirect or generative encodings.

The direct encoding suggests that the stored controllers are parameterised functions and
each cell contains exact parameters of such a controller function. In their simplest form, these
can be parameters of periodic open-loop controllers (Cully et al., 2015), or more complex
controllers like policies parameterised as neural networks (Colas et al., 2020). Conversely,
indirect or generative encodings impose an additional mapping between the information
stored in the cell within the collection, and the controller function parameters. One of the
main benefits of indirect encoding is to reduce the memory requirements of storing a policy
collection. Tarapore et al give an overview of most common indirect encodings approaches
(Tarapore et al., 2016), based on Compositional Pattern Producing Networks (Stanley, 2007)
and their extensions to NN (Tarapore et al., 2015).

In our proposed work, even though we are effectively storing full network parameterisa-
tion within the policy collection, the learned latent space can be considered as an encoding
of the NN parameters, and is used to generate novel policy network parameters.

5.2.2 Combining Mutation Operators in MAP-Elites

In Section 2.2.2 we introduced the notion of mutation operators in MAP-Elites literature, which
are used to modify existing solutions in the collection in order to generate novel ones.

Previous work examined mutation operators whose parameters change during the
search process, or composite mutation operators, in order to achieve more flexible mutations.
Such approaches achieved better performance compared to applying static Gaussian noise.
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A comparison between fixed and several dynamic mutation operators for different gait
controllers, showed that dynamically updating the mutation operator parameters, based on
the search progress, helps the exploration within the MAP-Elites search process (Nordmoen
et al., 2018). MAP-Elites via Elite Hypervolumes (Vassiliades et al., 2018) uses a mix of
isotropic and directional Gaussian mutation operators, allowing for an adaptive search that
implicitly explores the hypervolume of the elites. This approach is similar to the learned
manifold examined in our proposed work, while the focus is in the original parameter space
of simple low-dimensional controllers.

More recent approaches investigated actively selecting and applying mutation operators,
referred to as emitters to subsets of solutions sampled from the policies, based on the search
progress, in order to improve the overall performance. The notion behind self-adaptation
techniques of Covariance Matrix Adaptation Evolution Strategy (CMA-ES) is combined
with the search process of MAP-Elites to derive the Covariance Matrix Adaptation MAP-
Elites (CMA-ME) algorithm (Fontaine et al., 2020). CMA-ME improves the exploration
within MAP-Elites by carefully scheduling and applying an optimizing, random direction, and
improvement mutation operators based on CMA-ES, to modify the selected solutions at
each iteration. The selection of mutation operators is based on maximising the likelihood
of fitness increase for the selected solutions modified with a particular mutation. A further
study investigates how combining several mutation operators introduced in CMA-ME within
an additional MAP-Elites-based operator and using Multi-Armed Bandit (MAB) for selection,
improves the search performance when applied to standard optimisation problems as well
as in more complex robot control tasks (Cully, 2020).

Data-driven encoding MAP-Elites (DDE) (Gaier et al., 2020), combines the Gaussian
mutation and line mutation with a reconstruction-crossover operator, based on a VAE trained
on the policies contained in the collection, similarly to our approach. The different mutation
operators are selected based on the MAB algorithm with Upper Confidence Bounds (UCB).
Although the DDE and the approach proposed in this chapter are similar implementation-
wise, the main difference is of conceptual nature. Both algorithms make use of an AE-
based model with actual controller parameters as inputs. While DDE uses a VAE with
simple controller parameters, the proposed work makes use of a simple AE with high-
dimensional neural network policy parameter data. The main conceptual difference is that
DDE leverages the imperfection of the VAE reconstructions as one of the mutation operator,
in order to generate novel controller vectors. Therefore, DDE implicitly leverages the latent
representations through the reconstructions they generate, and uses a subset of reconstructed
vector elements through genetic recombination, to pass on to the next generation. The
approach proposed in this chapter hypothesises that the latent embeddings in the AE latent
space can be interpreted as a manifold of behaviours, on which we can perform the search
for novel diverse behaviours. Therefore, even though the AE-based sampling can be viewed
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as a mutation operator, it is not the reconstruction error that is used as noise. Rather, the
manifold search is intended to sample novel policies on the latent representation space, and
the decoder reconstructs them to a fully usable policy network parameter vector.

The above-mentioned methods operate by applying mutations to solutions in the original
parameter space of a controller. However, the controllers used are usually much simpler than
a neural network based controller policy.

5.3 method

In this section, we describe the proposed Policy Manifold Search (PoMS) algorithm shown
in Figure 5.1). PoMS is an iterative algorithm, where each iteration consists of the parameter
manifold learning and parameter manifold search phases (Algorithm 2). The former consists
of finding a latent representation of the parameter space and the corresponding mapping
functions, while the latter performs search in the learned latent space to generate new diverse
policies. At each iteration, the algorithm potentially adds new policies to the collection,
following the MAP-Elites framework (Cully et al., 2015). The policies that are in the collection
are then used to refine the latent representation in the next iteration. The main goal of PoMS
is to focus the search in the manifold which contains a high density of solutions, in order to
improve the sample complexity and the behaviour coverage.

5.3.1 Problem Formulation

In the proposed approach, we consider a typical RL setting (introduced in Section 2.1.1), with
an environment defined as a MDP (S,A,T,R,γ), with the state space S, action space A, and
the deterministic transition function T : S×A → S. The reward function R and discount
factor and γ are not used in this work. We define a deterministic policy πθ, parameterised
as a deep neural network, that maps the current state to the action to be taken at that state
at = πθ(st). The policy parameters θ are a P-dimensional set of network weights and biases,
θ ∈ RP, such that each point in the policy network parameter space defines a unique policy.
We use the term original parameter space to refer to this space of policy network parameters,
i.e. weights and biases.

During an episode of length T , an agent interacts with the environment, using the
policy πθ, thus generating a trajectory τ = {si,ai}T1 . We want to distinguish how a certain
deterministic policy πθk interacts with the environment in a quantifiable way. To this end,
we use the concept of a Behaviour Descriptor (BD) from the QD literature (Cully et al., 2017)
which aims to uniquely describe an episode rollout. The BD is formalized as a mapping
from a state-trajectory τ space, to a b-dimensional behaviour space BD : T→ B.
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Algorithm 2: Policy Manifold Search (PoMS)

// initialisation

ξ← Xavier-Glorot
Cθ = ∅
θINIT ∼ U(−1, 1)
τINIT = environment_eval(πθINIT )
bINIT = BD(τINIT )
Cθ[b

INIT ]← θINIT

for nloop in PoMS_loops do
// parameter manifold search phase

for niter in MAP-Elites_iterations do
θSEL ∼ Cθ

θMUT = region_based_search(θSEL)
τMUT = environment_eval(πθMUT )
bMUT = BD(τMUT )
Cθ[b

MUT ]← θMUT

end
// parameter manifold learning phase

for θbatch in Cθ do
θ̂batch = fD ◦ fE(θbatch; ξ)
LAE ≡ ∥θbatch − θ̂batch∥22
argmin

ξ

LAE

end
end
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In order to perform diversity-based policy search, we rely on the MAP-Elites framework
(introduced in Section 2.2.2) which maintains a collection of multiple policy parameters, in a
multi-dimensional cell-grid Cθ, which is indexed by the behaviour index b ∈ B obtained
using the BD. Different policies can produce the same b, but a specific deterministic policy
will map to a unique behaviour (surjective mapping). To resolve the surjective mapping,
usually each cell of the grid is populated by a single highest-performing policy based on
some performance metric, with a behaviour unique to that specific cell. The aim of MAP-Elites

is to fill all the cells of Cθ with the best possible policies through an iterative process. Each
iteration consists of:

(i) randomly selecting a batch of individuals from the collection,

(ii) applying a mutation and evaluating these modified individuals,

(iii) based on the outcome of the evaluation, add the new individuals to the grid if the
corresponding cell is vacant or if they outperform the currently occupying individual.

The standard MAP-Elites performs the search in the original parameter space, by applying
mutation operations to solutions from the collection. A typical mutation operator adds an
isotropic Gaussian noise N(0,ΣΘ), with a unit covariance matrix ΣΘ = σΘI, where σΘ is a
hyperparameter. In this study, we focus solely on the policy behaviour diversity, so a cell
occupancy conflict is resolved by random selection, i.e. a coin-flip.

5.3.2 Manifold Learning

The main insight of PoMS, is that it is possible to learn a lower-dimensional manifold
RM, embedded in RP where M≪ P, around which a high-density of interesting (i.e. non-
degenerate) policies are located. This manifold can then serve as a smaller search space for a
more efficient exploration.

To find the policy network parameter manifold, we first generate a set of randomly
distributed policy network parameters (uniformly sampled θi ∼ U(−1, 1)) and add them
to the policy collection according to the MAP-Elites framework, which preserves diverse
and unique behaviours. Subsequently, we use the parameters that have been added to the
policy collection to train a dimensionality reduction algorithm, like a deep AE (introduced in
Section 2.3.2 and motivated in Section 4.3.3). The bottleneck layer of the AE defines the latent
parameter representation space, which we refer to as the learned manifold.

In this way, each point in the original parameter space θi can be directly mapped
into the corresponding point on the manifold zi ∈ RM using the encoder (fE) where
zi = fE(θi; ξE), and reconstructed back to the original parameter space using the decoder
(fD) where θ̂i = fD(zi; ξD). The AE used is fully-connected with a symmetrical architecture
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i.e. the decoder is a mirror-image of the encoder, and where fE and fD are parameterised by
ξ = {ξE, ξD}. The AE parameters ξ are learned by minimising the reconstruction loss defined
as MSE loss:

LAE =
1

|Cθ|

|Cθ|∑
i

∥θi − θ̂i∥22 (5.1)

where θ̂i = fD ◦ fE(θi; ξ). In contrast with recent works (Chang et al., 2019), we do not
apply any additional regularisation on the latent space, and train the AE in an unsupervised
manner to reconstruct its inputs. As opposed to the common training strategy on static
datasets, in the case of PoMS, it is not beneficial to normalise the training data before fitting
the AE, as periodic additions to the collection lead to instability in the training.

Each iteration of PoMS is likely to add new policies to the collection. The parameter
manifold learning phase then uses all the policy parameters from the collection and continues
the training of the AE to refine the latent representation. Further details on the training
procedure and hyperparameters, are presented in Section 5.4.2.

5.3.3 Manifold Search

The MAP-Elites framework draws its strength from how it constantly applies small mutations
to the "elites", a subset of best-performing solutions contained in the collection. Due to this
selection and mutation procedure, MAP-Elites only explores around solutions that have shown
to be either high-performing (i.e. exploiting) or different (i.e. exploring).

In PoMS, we sample a random subset of solutions from the policy collection, as we focus
on behaviour diversity rather than performance. Further, we also apply small mutations
to the selected solutions. The main difference with respect to MAP-Elites is these mutations
are applied to the latent representations of the solutions in the latent space, as opposed to
directly in parameter space.

It is not beneficial to use a fixed mutation operation when searching on the learned
manifold, because its local structure is changing with every update loop, which makes
the fixed search obsolete. We need to dynamically update the mutations based on the
current manifold representation. One basic approach would be to consider the current
ranges (minimum and maximum values) of the latent space parameters per dimension
rZ = |max(Z) −min(Z)|, in order to scale a unit covariance matrix ΣZ = rTZI. This scaling
would result in a search which scales the importance of each of the latent dimensions based
on its range. However, two issues arise with this approach:

(i) range does not equal importance (solution density),
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(ii) applying the inverse transformation applies an additional distortion which can lead to
undesirable values which are not normally distributed θ ′ ̸= fD(z

′), even though the
latent samples are z ′ ∼ N(µZ,ΣZ), where θ ′ ∼ N(fD(µZ),ΣΘ).

Expanding on the second issue, a small perturbation in the latent space might lead to a very
large perturbation in the parameter space, once reconstructed, due to the complexity of the
learned decoder function fD. Therefore, there is a significant risk that applying mutations
directly in the latent space (e.g. via Gaussian noise) and reconstructing, will lead to an
uncontrolled mutation overall, similar to random search.

5.3.3.1 Jacobian Scaling

To address the issues arising from improper scaling and compensate for the additional
transformation imposed by the decoder, we propose limiting the magnitude of the re-
constructed samples, by making the latent parameter space search heteroscedastic. We
impose that each mutated point in the latent space z ′ ∼ N(zk,ΣZ), when reconstruc-
ted, lands within an isotropic Gaussian distribution in the original parameter space, i.e.
fD(z

′) ∼ N(fD(zk),ΣΘ = σΘI). Meaning, the reconstructed samples are limited to a hyper-
sphere region centered around the selected policy parameters.

To achieve this, we use the Jacobian of the decoder, which gives us a linear approximation
(first order Taylor expansion) of the transformation around a specific point in the latent space
z, denoted as JD(z):

JD(z) = JD(z)ij =
∂fD(z)i
∂zj

=


∂fD(z)1
∂z1

∂fD(z)1
∂z2

· · · ∂fD(z)1
∂zM

∂fD(z)2
∂z1

∂fD(z)2
∂z2

· · · ∂fD(z)2
∂zM

...
...

. . .
...

∂fD(z)P
∂z1

∂fD(z)P
∂z2

· · · ∂fD(z)P
∂zM

 (5.2)

where subscripts i and j indicate the row and column index of the Jacobian matrix, respect-
ively. The dimensions of the Jacobian matrix are P×M, which correspond to the original
parameter space and latent space dimensions, respectively. The Jacobian is dependent on the
point in the latent space at which it is calculated as it gives a first order approximation of the
local curvature. The obtained Jacobian can be intuitively regarded as a measure of sensitivity
of the decoder transformation.

We can now use this information to update the covariance matrix of the latent space
Gaussian noise, based on the current decoder parameters fD and the location of the latent
parameter we are mutating ΣZ = f(fD; zk). Let us start by defining the desired covariance
matrix of an isotropic Gaussian in the original parameter space as ΣΘ = σΘI, where σΘ is
the desired radius of the spherical Gaussian and I ∈ RP×P is the square identity matrix. The
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objective is to estimate the appropriate covariance matrix for the Gaussian noise ΣZ applied
in the latent space as a function of ΣΘ and the Jacobian.

Let us assume Θ and Z to be Gaussians over the parameter and latent space respectively,
such that θ ∼ N(µΘ,ΣΘ) and z ∼ N(µZ,ΣZ). We further assume a non-linear, vector-valued
function fD : RM → RP which maps the latent space to the original parameter space. Then,
we can get a linear approximation f̂D in a point µZ by performing a first-order Taylor
expansion

f̂D(z) ≈ fD(µz) +

M∑
i

∂fD(z)

∂zi

∣∣∣∣
z=µZ

(zi − µZi)

= fD(µZ) +


∇fD(z)1
∇fD(z)2

...

∇fD(z)P

 (z− µZ)

= µΘ + JD(z− µZ)

(5.3)

where JD is the Jacobian matrix of fD at µZ:

JD(µZ) = JD(µZ)ij =
∂fD(µZ)i

∂µZj
(5.4)

where indices i and j refer to the corresponding elements of the reconstructed or latent
parameter vector, respectively. Further, if θ̂ = f̂D(z) its expected value can be obtained as:

E[θ̂] = E [µΘ + JD(z− µZ)] = E[µΘ] +E [JD(z− µZ)]

(expected values of a sum is the sum of expected values)

= µΘ +E [JDz] −E [JDµZ]

(expectation of a constant is a constant)

= µΘ + JDE[z] − JDE[µZ] = µΘ + JDµZ − JDµZ

= µΘ

(5.5)
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We can obtain ΣΘ based on ΣZ. We start with the standard equation for covariance:

ΣΘ = E
[
(θ̂−E[θ̂])(θ̂−E[θ̂])T

]
= E

[
(µΘ + JD(z− µZ) − µΘ)(µΘ + JD(z− µZ) − µΘ)

T
]

(using Equations 5.3 and 5.4)

= E
[
(JD(z− µZ))(JD(z− µZ))

T
]

= E
[
JD(z− µZ)(z− µZ)

T JTD
]

= JDE
[
(z− µZ)(z− µZ)

T
]

JTD
(covariance definition for z)

= JDΣZJTD

(5.6)

By rearranging the previous equation we finally get:

ΣZ = JTDΣΘJD (5.7)

We can now use Eq. (5.7) to obtain the covariance matrix of the Gaussian noise which we can
apply to a particular point z in the latent space whose corresponding Jacobian matrix is JD.

An alternative approach would be to scale ΣΘ using the Jacobian’s pseudo-inverse
instead of transposing the Jacobian. Both approaches achieve similar performance while the
latter is less computationally demanding as it does not require an additional matrix inversion
operation. Computational complexity of calculating the Jacobian matrix is O(NPM), where
N is the number of samples we are calculating the Jacobian for. However, this computation
can be parallelised using Tensorflow (Abadi et al., 2016) by batching the inputs, which makes
the computation effectively O(P).

5.3.3.2 Sample Mixing Strategies

The advantage of performing the parameter search in the latent space, is that it offers a
smaller search space with a high-density of different and interesting policies. However, in
such case the AE is unable to generalise far beyond the training set data support, which is
prevalent problem in most autoregressive algorithms. By training the AE based on samples
obtained from the latent space, we bias the space of potential policies that our method can
generate, to those in the current data support.

In order to overcome the problems related to the autoregressive settings in PoMS, we
implement and evaluate several strategies to improve the variety of the used samples and
thus the stability and generalisation capabilities of the learned parameter representations.
The main idea is to alternate whether the samples are drawn from the latent space or the
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original parameter space, in order to reduce the adverse effects of autoregressive sampling.
The criteria that determines which space to sample from is specific to each strategy.

Similar approaches to mixing strategies have been previously used with success in the
MAP-Elites literature in the context of combining different mutation operators (Fontaine et al.,
2020, Gaier et al., 2020, Cully, 2020). These approaches rely on the concepts from the AL

framework, especially the UCB acquisition function.

Below we introduce several strategies to mixing samples within the manifold search phase
of PoMS. In the next section, we evaluate the mixing strategies in the simulated environments
and discuss their potential benefits. For each of the mixing strategies, we also show average
mixing ratios (proportion of the number of samples obtained in the parameter space).

Algorithm 3: Fixed mixing search

Input: θSEL; Cθ, ΣΘ, fE, fD
Output: θMUT

// parameter space samples

θMUTPS = θSEL[:
|θSEL|
2 ] +N(0,ΣΘ)

// latent space samples

z = fE(θ
SEL[

|θSEL|
2 ] :)

JD = calculate_jacobian_matrix(fD; z)
ΣZ = JTDΣΘJD
zMUT = z+N(0,ΣZ)
θMUTLS = fD(z

MUT )
// sample batch

θMUT = {θMUTPS ,θMUTLS }

fixed mixing The most basic sample mixing strategy in the case of PoMS, is to sample
a fixed amount of datapoints from the original parameter space and the learned latent
representation space. In our example, these amounts are equal. Therefore, in each iteration
we will have half of the samples from the original space to which Gaussian noise is applies as
a mutation operator, and the other half is sampled from the representation space by applying
the appropriate Gaussian noise with Jacobian scaling of the covariance matrix. The proposed
fixed mixing strategy is presented in Algorithm 3.

upper confidence bound based multi-armed bandit mixing Selecting whether
to sample from the original parameter space or the latent space can be seen as selecting
one of two possible actions in a multi-arm bandit problem setting. A similar approach has
been implemented in previous works in QD for selecting among several mutation operators
(Fontaine et al., 2020, Gaier et al., 2020, Cully, 2020). In order to select the next action, i.e.
space to sample, we employ the popular UCB measure (introduced in Section 2.2.3), which
evaluates the action values, i.e. how many new behaviours they yielded in a previous window
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Algorithm 4: MAB-based search

Input: θSEL; Cθ, ΣΘ, fE, fD
Output: θMUT

// select "sampling action" based on UCB criteria

aidx = argmax
(
ucb_a_vals+

√
2 log(sum(ucb_a_freq))

ucb_a_freq

)
if aidx is 0 then

z = fE(θ
SEL)

JD = calculate_jacobian_matrix(fD; z)
ΣZ = JTDΣΘJD
zMUT = z+N(0,ΣZ)
θMUT = fD(z

MUT )

else
θMUT = θSEL +N(0,ΣΘ)

end

of iterations, as well as how often has each action been selected in the past. This approach
requires us to maintain additional information for each of the two MAB actions, the average
returns i.e. action value, as well as the number of times the action has been selected i.e.
action frequency. We present the MAB approach to sampling in Algorithm 4.

Algorithm 5: Improvement-based search

Input: θSEL; Cθ, Ct−1θ , ΣΘ, fE, fD
Output: θMUT

// check number of newly discovered behaviours

nnew = |Cθ|− |Ct−1θ |

if nnew > 0 then
z = fE(θ

SEL)
JD = calculate_jacobian_matrix(fD; z)
ΣZ = JTDΣΘJD
zMUT = z+N(0,ΣZ)
θMUT = fD(z

MUT )

else
θMUT = θSEL +N(0,ΣΘ)

end

improvement-based mixing Since our goal is to find policies that exhibit novel
behaviours, we could also use the number of newly discovered behaviours as an indicator of
performance. This concept is similar to Expected Improvement described in Section 2.2.3
In our case, the samples for the next iteration are chosen completely from the original
parameters space or completely from the latent space, based on how many new behaviours
have been discovered previously. Therefore, it also needs to keep track of the previous size
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of the policy collection. This approach basically maximally exploits the latent space, until
there are no new behaviours generated. If the previous iteration did not yield any new
bahaviours, then the sampling is re-focused back to the original parameter space. Once a
new behaviour is discovered, the sampling returns to the latent space. The pseudocode for
this mixing strategy is presented in Algorithm 5.

Algorithm 6: Region-based search

Input: θSEL; Cθ, ΣΘ, fE, fD
Output: θMUT

// estimate the average sample reconstruction error

ϵrecn = 1
|Cθ|

∑|Cθ|
i ∥θi − θ̂i∥22

θMUT = ∅
for θi in θSEL do

θ̂i = fD ◦ fE(θi)
if ∥θi − θ̂i∥22 < ϵrecn then

zi = fE(θi)
JD = calculate_jacobian_matrix(fD; zi)
ΣZ = JTDΣΘJD
zMUTi = zi +N(0,ΣZ)
θMUTi = fD(z

MUT
i )

else
θMUTi = θi +N(0,ΣΘ)

end
θMUT ← θMUTi

end

region-based mixing By allowing latent sampling only in regions around points
whose reconstruction error is low, we ensure local smoothness of the decoder and that its
Jacobian is well-behaved. We introduce region-based sample mixing strategy, which evaluates
the reconstruction error of the samples in each MAP-Elites iteration, in order to estimate which
regions of the latent space are suitable for "exploitation", as their fD is well-behaved and thus
its Jacobian as well. If the reconstruction error of a selected θi is below a threshold value
ϵrecn, we perform the mutation in the latent space as explained above. If the reconstruction
error is above the threshold, the mutation is applied directly in the parameter space using
N(θi,ΣΘ). The reconstruction error threshold ϵrecn, is determined heuristically based on the
average reconstruction error of all the points in the collection, achieved after the manifold
learning phase. The pseudocode for region-based policy search is given in Algorithm 6. This
approach allows us to use mutations in the latent space in regions that are well known by
the AE (i.e. low reconstruction error), and unconstrained mutations in the parameter space
otherwise. Periodically adding solutions obtained via parameter space search helps reduce
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overfitting, thus making the AE generalise better. This can be regarded as a type of active
learning based on model uncertainty, as investigated in Chapter 3 (Rakicevic et al., 2019).

5.4 experimental evaluation

In this section, we define and evaluate several experiments in order to validate our hypothesis
about the benefits of performing the policy search in the learned manifold. In addition to
this, different factors influence the diversity of the solutions in the policy collection, and by
extension the learned manifold. We are interested to understand these relationships between
different factors of variation and the proposed PoMS method. Therefore, we perform ablation
studies to evaluate the contribution of each component of the proposed method and justify
its use. Our experimental evaluation aims to find the following insights:

q1 . are there any benefits of using the learned manifold for diversity–
based policy search , as opposed to the original parameter space? In order
to answer Q1, we compare the performance of the proposed PoMS approach, to MAP-Elites
(MAPE-Iso) which performs search in the original parameter space. Within this analysis, we
also consider two state-of-the-art baselines which are based on a notion of a manifold: MAP-
Elites via Elite Hypervolumes (MAPE-IsoLineDD) (Vassiliades et al., 2018) and Data-driven
encoding MAP-Elites (DDE) (Gaier et al., 2020). In this analysis, we mainly focus on the
comparing search in the original parameter space versus the learned manifold. While other
work exists that scale MAP-Elites to Neuroevolution using more advanced search strategies in
the parameter space (Colas et al., 2020), we leave for future work the investigation on how
these two families of approaches can be combined.

q2 . what is the effect of using the jacobian of the decoder , for scaling

the latent space sampling covariance matrix? Further, we perform an ablation
study to address Q2 and Q3. The first aim is to demonstrate the importance of scaling
the latent space sampling covariance matrix, using the decoder Jacobian. The alternative
to this would be a latent space search, where the latent sampling covariance matrix ΣZ is
determined based on the current ranges of the latent representations (PoMS-no-jacobian).
The aim of this ablation study is to showcase how the reconstructed points "explode" if not
sampled properly.

q3 . is the non-linear manifold learning necessary, or does a linear pro-
jection suffice? The second aim is to examine the importance of non-linear manifold
learning, using AE, as opposed to using a linear projection of the parameter space via PCA
(PoMS-PCA) to obtain the latent space.
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(a) Bipedal-
Walker

(b) Bipedal-
Kicker

(c) 2D-Striker (d) Panda-
Striker

Figure 5.2: Screenshots of the continuous control environments used for experimental evaluation. The
environments (a-c) are implemented in Box2D (Catto, 2011) and (d) in PyBullet (Coumans
et al., 2016).

q4 . how does poms compare to state-of-the-art qd approaches? Regarding
Q4, we focus on how PoMS compares to MAPE-IsoLineDD and DDE. Additionally, we
examined Diversity is All You Need (DIAYN) (Eysenbach et al., 2019), as a skill-conditioned
policy approach since it also aims to maximise the skill diversity of a single policy conditioned
on a discrete latent skill distribution. However, preliminary tests showed that DIAYN is
unable to scale to several thousand skills. In the time required by MAP-Elites and PoMS
to perform million iterations, we only managed to run DIAYN for just over 2000 iterations,
without observing any promising results. Therefore, we decided to exclude this algorithm
from our analysis. Moreover, DIAYN and PoMS cannot be directly compared as they use
different definitions to quantify behaviour diversity: entropy of the latent skill distribution
versus behaviour coverage (skill and behaviour are synonymous here).

random baselines As a "sanity check" we also compare the proposed algorithm with
random search as a baseline. We evaluate two approaches: (ps-uniform) where each policy
network samples are drawn from a uniform distribution U(−1, 1), and (ps-glorot) in which
each sample is initialised according to Xavier-Glorot scaled normal distribution, a popular
network weight initialiser (Glorot et al., 2010).

5.4.1 Environments

To experimentally evaluate the proposed approach, we focus on four continuous control
robot environments implemented in simulation (shown in Fig. 5.2). The environments are
implemented in Box2d (Catto, 2011) and PyBullet (Coumans et al., 2016) simulators. In this
section, we briefly describe the environments and the tasks, as well as the corresponding
behaviour descriptor definition which is idiosyncratic to each environment. We consider a
simple planar air-hockey based environment 2D-Striker, followed by more complex environ-
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ments with a bipedal walking robot, and finally the air-hockey based task where the striker
is controlled using a robot arm.

The agent acting in the environments is controlled by a neural network parameterised
policy, whose parameters are generated by the policy search method and stored in the policy
collection. The policy network takes the full observation vector as input, and outputs a
desired action vector (joint torques or velocities). The architecture of the policy network is
kept the same across all experiments, and is based on the Proximal Policy Optimisation
(Schulman et al., 2017) policy implementation for continuous control tasks. It is as a fully-
connected neural network with two hidden layers of 32 neurons each, with tanh activation
functions. The output layer activation function is linear. The input and output size vary
depending on the observation and action vector sizes, which are specific to each environment.
The environments used are:

bipedal-walker [observation 26D, action 4D, collection size 50000] is a standard
OpenAI gym (Brockman et al., 2016) environment (Fig. 5.2a). The original observation
vector has 24 elements, which include the robot hull angle, horizontal, vertical and angular
velocities, joints angles and angular velocities, legs-ground contact information, and 10 lidar
rangefinder measurements. We also added the absolute coordinates of the robot hull, thus
creating a 26D observation vector. The 4D action vector is unaltered and provides torques
for each of the leg joints. At the start of the episode, the robot is placed in the middle of
the terrain so it can walk either forward or backwards, in as many diverse ways as possible.
The episode is limited to 500 steps. The policy collection is a 4D grid populated using the
behaviour descriptor based on the agent’s absolute positions and leg-ground contacts during
the episode, where each dimension index is: D1: average hull y-coordinate, limited to [4.5,
6.2] range and discretised into 5 bins; D2: final hull x-coordinate, 100 bins spanning the
terrain length; D3-4: proportion of time left and right legs spent in contact with ground,
respectively, normalized to [0, 1] range discretised into 10 bins each.

bipedal-kicker [observation 30D, action 4D, collection size 10000] extends the Bipedal-
Walker task by adding a ball (Fig. 5.2b). Therefore, the observation vector is extended with
the ball x, y position and velocities, making it 30D. The action output is the same. This
environment is the one used in the previous chapter Section 4.4.1, however we adapted
slightly certain dynamics properties to stabilise the ball interactions. Since the goal is to have
a diversity of ball ballistic trajectories, we make the terrain flat to avoid biasing the outcomes
to local valleys. In order to facilitate kicking, as the agent does not have a foot, at the start
of the episode the ball is dropped from a small height so the agent can hit it. The agent is
allowed to move for 100 timesteps and then stops to avoid multiple kicks, while the ball
moves until it stops due to the damping effects. The behaviour descriptor, used for the 2D
grid policy collection (Fig. 5.6), is based on the ball trajectory, as a usual way of defining a



132 policy network manifold search

2D ballistic trajectory: D1: final ball x-coordinate, in the right half of the terrain divided into
200 bins; D2: maximum ball y-coordinate achieved during the episode, limited to [4, 7] range
and discretised into 50 bins.

2d-striker [observation 14D, action 3D, collection size 15300] is a bounded air-hockey-
like environment implemented in Box2D (Catto, 2011), with the goal of controlling the striker
to hit the puck so it lands on as many diverse positions as possible (Fig. 5.2c). The arena is
bounded by four walls to the size of 100x100 units, created to be proportional to the striker
size (5x2.5 units). The puck has a radius of 2.5 units. The 14D observation vector, consists of
the striker’s x, y position and angle ϕ, the puck’s x, y position, as well as their corresponding
velocities, and puck-wall distances for each of the walls. The 3D action vector controls the
striker’s x, y and angular velocities. As with Bipedal-Kicker, the agent acts for 100 steps
before the actions are set to 0, in order to have only one interaction with the puck per episode,
while the puck moves until it stops due to damping effects. The policy collection is a 3D
grid, with the indices corresponding to: D1-2: final x, y position of the puck, with 30 bins per
dimension; D3: index wall(s) the puck bounced off during the episode, and has 17 possible
values (no wall, south, east, north, west, and 12 additional second order combinations).

panda-striker [observation 24D, action 7D, collection size 15300] has the same goal,
policy collection and behaviour descriptor as 2D-Striker. However, here the striker is attached
to the end-effector of a 7-DOF Franka-Panda arm implemented in PyBullet (Coumans et al.,
2016), which is used to hit the ball on a bounded table (Fig. 5.2d). The 24D observation
vector contains the 7 joint positions and velocities, cartesian position and orientation of the
end-effector and the ball’s position and velocities. The 7D action vector contains joint velocity
controls for moving the robot arm.

In contrast to Bipedal-Walker, the Bipedal-Kicker and both Striker environments contain
a ball, which is an external object manipulated by the agent. This adds complexity to the
task as certain elements of the observation vector can vary independently of the agent’s
actions. Another distinction is that Striker environments are bounded, while Bipedal ones are
not. This leads to certain elements of the observation vector having different scales. Usually
they can be normalised, but in unbounded environments this is not straightforward. We
investigate the influence of these environment differences on the behaviour diversity via the
evaluation metric.

mixed-scale environments To emphasise the phenomena occurring when the ele-
ments of the observation vector have different scales, we implement two additional versions
of each of the Bipedal environments. To get Bipedal-Walker mixed-scale, we multiply by
100 only the observation vector elements corresponding to the agent’s absolute position, as
there is no ball. This creates an interesting example that has only two scaled elements in the
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14D observation vector, while this ratio is much larger in the other environments. Since the
original Bipedal-Kicker has more unbounded elements than Bipedal-Walker, we consider this
to be the Bipedal-Kicker mixed-scale version. For the "normal" version we normalise the
external elements of the original version to the [0, 1] range by arbitrarily defining the limits
in the environment. The goal is to emphasise how the policy parameter distribution, i.e.
policy collection, changes as a consequence of different scales of elements in the observation
vector. This in turn affects the performance of the policy search algorithms, as they need to
take into consideration the structure of the parameter space. We hypothesise that having
mixed scales of elements in the observation vector is propagated further to the agent policy
parameters, and exploiting this structure in the parameter space affects the performance of
the policy search algorithms.

5.4.2 Implementation Details

In this section, we overview several implementation details in order to facilitate reproducibil-
ity of our experiments and findings. We describe the procedure to evaluate the policies in
the environments, the AE training procedure as well as the final hyperparameters used for
each of the compared models for experimental evaluation.

parallelising policy evaluation We take advantage of the multiple cores available
in most modern CPUs but parallelising the policy evaluation in the environments, as each
of these evaluations is independent. Each process instantiates a simulated environment
and executes one episode, in which the agent uses the policy parameterised with a specific
policy parameter vector. The policy parameters are assigned to the NN weights and used to
generate actions in each state. Finally, the policy parameter and the final episode trajectory
are used to determine the behaviour descriptor and decide whether this policy should
be assigned to the policy collection. Executing the newly discovered policy parameters in
parallel within multiple processes provides a large implementation benefit, as the training
can be significantly sped up.

autoencoder training During the parameter manifold learning phase of PoMS, the
AE is trained by minimising the reconstruction loss LAE in order to find the optimal AE

parameters (ξ). We use the Adam optimiser with: β1 = 0.9, β2 = 0.999, ε = 10−8 and
learning rate of 10−5, for 2× 104 epochs, with batch size of 64. The training hyperparameters
are the same in all experiments. To improve the robustness of the optimiser, we reset the
momentum variables at every loop. Moreover, 30% of each batch is used as a test set for
early stopping of the training. If the slope of the line fitted to the last 100 test set values is
larger than 10−5, the training is stopped. We found that this improves the generalisation of
the AE and reduces training time.
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Table 5.1: Main hyperparameters used within Policy Manifold Search for different environments.

Environment HD LD ΣΘ

Bipedal-Walker 100 50 0.1
Bipedal-Walker mixed-scale 100 100 0.1

Bipedal-Kicker 100 100 0.01

Bipedal-Kicker mixed-scale 100 50 0.01

2D-Striker 100 50 0.1

Panda-Striker 100 50 0.5

model hyperparameters All algorithms based on MAP-Elites (PoMS versions, MAPE-
Iso, MAPE-IsoLineDD and DDE) run 100 iterations of MAP-Elites with a budget of 200

samples. The policy collection is initialised by drawing 2000 policy samples from a uniform
distribution, as usually done in the MAP-Elites literature (Cully et al., 2017). The ps-uniform
and ps-glorot methods run for the same total amount of samples as other algorithms, while
the progress is displayed every 2000 samples.
PoMS has three main hyperparameters that need to be tuned: AE architecture, latent space
dimension (LD) and ΣΘ. The AE is symmetric, i.e. both encoder and decoder have one hidden
layer with Exponential Linear Unit (ELU) activations (Clevert et al., 2015), and we vary the
number of hidden nodes (HD). The activation function of the bottleneck layer forming the
latent space is linear, same as for the output layer of the decoder. The hyperparameter values
used in the experiments are presented in Table 5.1.
PoMS-no-jacobian keeps the same AE architectures as PoMS, in order to have an appropriate
ablation study. The ΣZ is not fixed, rather, dynamically updated based on the current latent
space parameter ranges, per latent dimension rZ, in order to scale a unit covariance matrix
ΣZ = rTZI. In this way, we give importance of each of the latent dimensions based on their
spread. As we can see from the results, two issues arise with this approach: (i) range does
not equal importance (solution density), (ii) applying the inverse transformation applies
an additional distortion which can lead to undesirable values, because θ ′ ̸= fD(z

′), where
z ′ ∼ N(µZ,ΣZ) and θ ′ ∼ N(fD(µZ),ΣΘ), even if ΣΘ = ΣZ = I.
PoMS-PCA requires LD and ΣΘ as hyperparameters. These values are kept the same as with
PoMS, for a proper ablation study.
DDE requires defining the AE architecture and mutation operator specific hyperparameters.
The former is kept the same as in PoMS for each of the experiments, while the latter are as in
the original paper (Gaier et al., 2020). Instead of running a fixed window for the multi-armed
bandit upper confidence bound operator selector, we maintain a moving average.
MAPE-IsoLineDD has two hyperparameters related to the weighting of the isometric and
directional components of the mutation operator, and they are kept the same as in the
original paper (Vassiliades et al., 2018).
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MAPE-Iso requires only ΣΘ, which we set to ΣΘ=0.1 as this achieved the best performance
for MAPE-Iso across the experiments.

5.4.3 Evaluation Metric

In order to assess a search method’s performance, we use behaviour coverage as a metric
to quantify the behaviour diversity (Cully et al., 2017). The behaviour coverage metric
quantitatively describes the number of distinct behaviours discovered by the algorithm, as a
percentage of the policy collection filled. For each environment, we define domain-specific
behaviour descriptors which is not biased and tends to encompass all possible behaviours.

In order to achieve determinism in the metric, e.g. 1-1 mapping between the agent
policy and the corresponding behaviour descriptor, we enable repeatability by fixing the
environment initial state (Tarapore et al., 2016). An alternative to a deterministic behaviour
framework is presented in (Colas et al., 2020), where each policy is executed several times
and the average BD is used. We argue that this is an equal alternative and both solutions
are not ideal for generalisation. However, we opt for the first due to implementation and
runtime simplicity.

For the experiments to have statistical significance, 5 runs are executed with different
parameter initialisation seeds. We show the median of the 5 seeds, 25th and 75th percentile,
as this measure is more sensitive to outlier seeds than mean and standard deviation. The
y-axis shows the behaviour coverage as the percentage of the policy collection filled, in order
to have a consistent representation over the various environments with different collection
sizes. The x-axis of the behaviour coverage plots shows the total cumulative number of
episode rollouts in order to have a fair comparison.

5.4.4 Results and Discussion

In this section, we discuss the results of the experiments intended to validate our hypothesis
behind the PoMS approach. We address the benefits of different mixing strategies introduced
in Section 5.3.3.2 and justify our choice for the subsequent experiments. We further discuss the
behaviour coverage achieved by the compared methods (Fig. 5.3), in the context of questions
from the beginning of this section. Finally, we analyse the consequences of emphasising
the effects of different scales in the observation vector, based on how they contribute to the
performance metric (Fig. 5.7).

evaluating the proposed sample mixing strategies . We start by evaluating the
different strategies of mixing samples from the policy parameter and learned latent states,
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(a) Bipedal-Walker (b) Bipedal-Kicker

(c) 2D-Striker (d) Panda-Striker

Figure 5.3: Behaviour coverage and mixing-ratio plots achieved by the compared methods, for four
continuous control environments. The markers on the lines of approaches using a latent
representation, correspond to every 10th latent representation update (for clarity).

on the standard environments introduced in Section 5.4.1. Below each of the corresponding
behaviour coverage graphs in figures Fig. 5.4 and 5.3, we show the appropriate mixing ratios.
The mixing ratio represents the averaged ratio of samples generated in the latent, versus
the parameter space, during one search iteration. Mixing ratio of 1 means that all the policy
parameters are sampled directly in the parameter space, while 0 means that all are sampled
in the latent space (using the scaled covariance matrix) and then reconstructed.

Figure Fig. 5.4 shows the behaviour coverage and mixing ratio graphs achieved by
different mixing strategies proposed in Section 5.3.3.2, for each of the four standard environ-
ments. As a baseline comparison, we plot the performance of our approach with sampling
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only from the latent space, without applying any mixing strategies shown as a black solid
line (no-mixing). In both striker environments, it is difficult to see a clear advantage of
using a mixing strategy over a purely latent sampling baseline, as well as benefits of one
mixing strategy over the others. However, introducing a certain proportion of samples from
the parameter space improves the performance of our algorithm in Bipedal-Walker and
Bipedal-Kicker mixed scale environments. In particular, the mix-region strategy performs
significantly better compared to alternative strategies (mix-UCB, mix-improvement, mix-
fixed) in both Bipedal environments, while in the Striker environments most of the strategies
have on-par peformance.

The mixing-ratio graphs show significantly different behaviours. The mixing-ratio of the
fixed mixing strategy is constant, while for the improvement-based mixing strategy it is fairly
constant throughout the search process as well. For the former this is obvious, while for
the latter this happens because usually one new sample taken from the original parameter
space is enough for the search to go back to the latent space. The UCB-based mixing strategy
has a large variability between seeds both in behaviour coverage metric as well as in the
mixing ratio, thus it is difficult to properly explain such behaviour. The region-based mixing
strategy has a more consistent performance and mixing ratio.

We can see that in the beginning, there is usually a spike towards parameter space
sampling. This is due to the fact that initially there are many points with a high reconstruction
error, because the AE is trained on a small amount of data, and needs more diversity - thus it
"explores". The mixing ratio slowly decreases in favor of the latent space samples, with the
decrease in the mean reconstruction error, with several salient "dips" which loosely correlate
to jumps in behaviour discovery. These "dips" usually occur in the beginning with the most
evident corresponding jump in coverage, and also sporadically throughout the experiment.
This phenomena is clearly visible in the Bipedal experiments. This can be interpreted as the
algorithm "exploiting" the learned latent representation.

Due to these properties we decided to focus on using the region-based mixing strategy
in the remainder of the experiments, and the proposed PoMS approach is based on this
mixing strategy. It is interesting to further analyse the mixing ratios of PoMS and PoMS-PCA
using the region-based mixing strategy in Fig. 5.3. The "dips" mentioned above that occur
in the mixing ratio graphs related to PoMS are not as evident when using PCA, because the
linear representations tend to be more rigid and do not change often with new data.

a1 . learned latent space vs original parameter space . The first conclusion
we note from the experiments, is that the standard MAP-Elites algorithm (MAPE-Iso) is
competitive in high-dimensional parameter space problems, which has not been sufficiently
investigated in previous work. Comparing the proposed PoMS approach with MAPE-Iso,
PoMS systematically achieves higher behaviour coverage across the tasks. This is especially
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(a) Bipedal-Walker (b) Bipedal-Kicker mixed-scale

(c) 2D-Striker (d) Panda-Striker

Figure 5.4: The behaviour coverage and mixing-ratio plots, achieved each of the proposed sample
mixing strategies introduced in Section 5.3.3.2. The results are presented for the four
standard continuous control environments. The circle markers on the plot lines of indicate
every 10th latent representation update (for clarity).

evident with Bipedal-Kicker, where the relationship between the observation vector and the
action outputs, which depend on the policy parameterisation, is highly complex. This could
be attributed to the unbounded nature of the environment and the presence of an additional
object. The 2D-Striker case is an exception as all methods converge to the same performance
(Fig. 5.2c).

This result can be explained by the simplicity of the task, as the policy outputs can
directly influence the planar movement of the striker, and by extension the puck, while
such connection is more complex within Bipedal environments and to some extent with
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the Panda arm. Even though MAPE-IsoLineDD operates in the parameter space, it uses the
hypervolume of elites for search, which can be related to the notion of a manifold, thus
improving its efficiency over MAPE-Iso. However, besides the Striker tasks where it reaches
equal asymptotic performance, it converges to a lower behaviour coverage compared to
PoMS. By definition of the line mutation, the MAPE-IsoLineDD usually performs well when
the hypervolume of elites is convex. When this assumption does not hold, a more involved
transformation is needed which PoMS realises via manifold learning. DDE uses the learned
latent representation indirectly by exploiting the reconstruction inaccuracies through its
mutation operator, which on average achieves higher behaviour coverage than direct policy
space search, such as MAPE-Iso. Still, accounting for the decoder transformation and having
a more structured latent sampling as in PoMS enables better performance.

To quantitatively validate our findings, we estimate the statistical significance of the
actual improvements that the methods using the latent space for policy search have over
the parameter space based methods. We use the Mann Whitney Wilcoxon test, a non-
parametric test whose alternative hypothesis is that values in one sample are more likely to
be larger than the values in the other sample, and this takes into account the consistency over
multiple seeds at convergence. This statistic is calculated for each of the latent space based
methods (PoMS, MAPE-IsoLineDD and DDE) in comparison with MAPE-Iso. We report
the highest p-value of the three pairs, in each of the environments: Bipedal-Walker (p=0.25),
Bipedal-Kicker (p=0.009), 2D-Striker (p=0.21) and Panda-Striker (p=0.009). There are two
reasons explaining the cases which are inconclusive. In the 2D-Striker case, this is due to all
approaches converging to the same value. In the Bipedal-Walker case, the approaches that
do not explicitly learn a manifold struggle with the non linear aspects of the environment,
while PoMS maintains statistically significant results (p=0.047). These findings validate the
benefits of using a learned latent representation of the policy parameters for policy search.

a2 . contribution of decoder jacobian scaling . By comparing PoMS and PoMS-
no-jacobian, we can see that accounting for the decoder transformation of the latent space
samples, via Jacobian scaling of their covariance matrix, is crucial for the algorithm’s
performance. As hypothesised, simple latent perturbation and reconstruction done in PoMS-
no-jacobian, leads to a search that performs similarly to random search (Figs. 5.3b, 5.3c).
Additionally, in Fig. 5.5 we can see the effects of using Jacobian scaling to obtain the
latent space sampling covariance matrix, on the new policy parameter generation. The new
generated points, both in the original parameter space and in the learned representation
space remain bounded when using PoMS with Jacobian scaling, while when not using the
Jacobian scaling, the values tend to "explode" Fig. 5.5b.

a3 . linear vs non-linear representations . The difference in performance between
PoMS and PoMS-PCA, speaks mostly about the intrinsic complexity of the given task control
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(a) PoMS

(b) PoMS-no-jacobian

Figure 5.5: Visualisations of the parameter (left) and latent (right) spaces of the a) PoMS and b)
PoMS-no-jacobian approaches at convergence, for the Bipedal-Kicker environment. The
original dimensions along which the parameters have the highest variation are used for
visualisation. Colours correspond to D1 index of the policy collection (Fig. 5.6a).

problem. Environments in which locomotion is involved have an intrinsic non-linearity in
the mapping of the policy outputs and actual motions contained in the observation vector,
which is used to determine behaviour descriptors. This can explain the performance gap
between PoMS and PoMS-PCA in both Bipedal environments (Figs. 5.3a, 5.3b).

a4 . state-of-the-art performance comparison. The methods with consistently
highest behaviour coverage are PoMS, PoMS-PCA, DDE and MAPE-IsoLineDD, which
are all using a notion of a manifold, by focusing the search in the hypervolume of elites
or the learned manifold. This further solidifies claims from A1. Even though DDE and
MAPE-IsoLineDD were not originally used with neural network parameterised controllers,
they perform well in high-dimensional parameter spaces. As we increase the environment
complexity, by adding a Panda arm to Striker, and considering the Bipedal agent, we can
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(a) PoMS (b) MAPE-IsoLineDD

(c) PoMS-PCA (d) DDE

(e) PoMS-no-jacobian (f) MAPE-Iso

(g) ps-uniform (h) ps-glorot

Figure 5.6: Policy collections generated for the Bipedal-Kicker mixed-scale environment, after 2× 106

policy evaluations. The figures show the behaviour coverage achieved for each of the
compared methods. The final policy collections obtained in other evaluated environments
are presented in Appendix B.

observe that the proposed PoMS, maintains a high behaviour coverage, while other state-of-
the-art methods are not as robust. This drop in performance is higher in purely parameter
space search methods such as MAPE-Iso, ps-uniform and ps-normal. PoMS outperforms
the next best state-of-the-art approach by a relative increase of the median coverage of 15%
and 9% respectively for Bipedal-Walker and Bipedal-Kicker environments, while it is on-par
in both Striker environments at convergence. A qualitative comparison of the achieved
behaviour coverage at convergence, for each of the compared methods is shown in Fig. 5.6.

mixed-scale environments In addition to the standard environments presented in
Fig. 5.3 which can be considered as "normalised", we investigate the effects of emphasising
the differences in scales between certain elements of the observation vector, introduced in
Section 5.4.1. Figure 5.7 shows the behaviour coverage and mixing rations for the mixed-scale
versions of Bipedal-Walker and Bipedal-Kicker environments. The change in behaviour
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coverage for the Bipedal-Walker mixed scale environment (Fig. 5.7a) is not crucial compared
to the standard version of the environment, which can be explained by the fact that only the
observations related to the robot position have larger scales than the rest of the observation
vector. However, in the Bipedal-Kicker mixed scale environment (Fig. 5.7b) we can observe
several changes. Firstly, the overall behaviour coverage is almost half compared to the
standard version of Bipedal-Kicker, which can be due to the fact that it is more difficult to
find feasible policies that work well with mixed-scale observations. Secondly, while in the
standard version of the environment the PoMS and PoMS-PCA had similar performance,
in the mixed-scale version the behaviour coverage achieved by PoMS is approximately 5%
higher than PoMS-PCA. This could mean that the non-linear transformation implemented
by PoMS is helpful in finding useful representations that enable more diverse policies to be
discovered during the search process.

(a) Bipedal-Walker mixed-scale (b) Bipedal-Kicker mixed-scale

Figure 5.7: Behaviour coverage and mixing-ratio plots achieved by the compared methods, for the
mixed-scale versions of the (a) Bipedal-Walker and (b) Bipedal-Kicker environments. The
markers on the lines of approaches using a latent representation, correspond to every 10th
latent representation update (for clarity).

5.4.5 Impact on Fitness

In this section, we further analyse the performance of the proposed approach, in the context
of its impact on the actual task fitness achieved by the discovered policies in the collection.
Even though the main objective of the PoMS algorithm is to discover novel behaviours, it is
interesting to analyse the effect of the search process on the achieved fitness, since the policies
corresponding to a specific behaviour descriptor are not maintained based on their fitness,
but rather randomly. The compared baseline and state-of-the-art methods are typically used
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with the intention of maintaining policies with the highest fitness. However, in this study
we focus solely on diversity-based search and are interested in evaluating this particular
component of the evaluated methods. Therefore, we compare how these methods perform
in the setting where we exclusively evaluate their diversity-based search capabilities, rather
than fitness maximisation.

To analyse the impact on the task performance, we present two additional metrics that
quantify the overall fitness within a behaviour collection with a single scalar quantity. First is
the average fitness, i.e. the average performance of the filled cells (Eq. (5.8)), and the second
is the QD score which represents the total fitness of all policies in a collection (Eq. (5.9))
(Pugh et al., 2015). These metrics are typically used within the QD literature to evaluate an
algorithm’s performance and behaviour coverage simultaneously.

favg =
1

|Cθ|

|Cθ|∑
i

Rθi (5.8) fQD =

|Cθ|∑
i

Rθi − Rmin · |Cθ| (5.9)

For each of the four basic environments presented in Section 5.4.1, we define a fitness
function R as a cost function which expresses the cumulative energy consumption during
an episode R = −

∑T
t=0

∑|q|
j |q̈

j
t|. This quantity is proportional to the joint torques and

accelerations whose values are used as a proxy. The value Rθi is achieved when evaluating
policy πθi , while Rmin corresponds to the lowest fitness value stored in the collection.

The results in Fig. 5.8 depict the average fitness and QD score, for each of the evaluated
method in the four continuous control environments introduced in Section 5.4.1. The average
fitness metric (Fig. 5.8 left column) shows varying results, but it is obvious that the fitness
is not being maximised for all the evaluated methods. In the case of Bipedal-Kicker and
2D-Striker, there is a slight upwards trend of the fitness, even though there is no explicit
maximisation. The Bipedal-Walker experiment shows clear fitness deterioration, while the
Panda-Striker shows mostly constant average fitness values. The QD score (Fig. 5.8 right
column) plots further confirm the observation that the fitness is not being maximised, even
though an increase in this metric is expected as the behaviour coverage increases, as well. In
the case of Bipedal-Walker and Panda-Striker, most of the methods start reaching a plateau
which indicates that the total fitness stops deteriorating at a certain point. In Bipedal-Kicker
experiment, we can see that both PoMS and PoMS-PCA, tend to plateau faster than the
compared state-of-the-art methods, which indicates that the newly generated policies are
slightly more energy efficient. As expected, the figures show that in most of the cases the
average or total fitness are not improving, however, it is important to include this analysis
for completeness.



144 policy network manifold search

Bi
pe

da
l-

W
al

ke
r

Bi
pe

da
l-

K
ic

ke
r

2
D

-S
tr

ik
er

Pa
nd

a-
St

ri
ke

r

Figure 5.8: The effect of the evaluated methods on the task fitness for the four continuous control
environments. The quantities shown are the (left column) average fitness and the (right
column) QD score, calculated over the whole behaviour collection.
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5.5 summary

In this chapter, we motivated and developed the Policy Manifold Search algorithm. The
presented PoMS algorithm builds upon the insights from Chapter 4 inspired by the manifold
hypothesis, which assumes that the useful policies tend to concentrate near a low-dimensional
manifold embedded in the original high-dimensional parameter space. The aim of PoMS
is to discover a collection of policies with diverse behaviours by performing search in the
learned manifold embedded in the policy network parameter space. The policy manifold
is obtained from a collection of policy parameters maintained according to the MAP-Elites

framework, and the manifold is further used to generate novel solutions, thus augmenting
the collection. Experimental evaluations of PoMS validate the benefits of using a learned
manifold, coupled with the Jacobian of the decoder for guiding the search, to discover larger
collections of diverse policies compared to the baselines. The benefits of considering the
manifold hypothesis were further reinforced by examining two state-of-the-art methods
which similarly rely on the concept of a manifold as well, and achieve good performance.
These findings suggest that the policy network parameter space is redundant, and learning
its latent representation is useful as it contains many diverse solutions close to each other,
which helps the policy search process.

The main insight in this chapter is that Policy Manifold Search provides a principled
approach to using manifold learning as abstractions over the policy network parameter
space, which can be used to improve diversity-based policy search.

There are two main limitations inhibiting further applications of PoMS. Firstly, the
linear approximation provided by the Jacobian is only valid in the ϵ-neighbourhood around
a particular point, where ϵ depends on the smoothness i.e. shape of fD. Using the same
Jacobian for points farther away, could lead to incorrect estimations. In some cases fD can
be so non-smooth that even sampling around the given point with a small σ and applying
Jacobian-based transformations leads to points significantly different once reconstructed.
Secondly, although the MAP-Elites framework provides a principled way to define the policy
collection via behaviour descriptors that can be used for policy manifold learning, a signi-
ficant amount of domain knowledge is needed to define the behaviour descriptors. This
diminishes the flexibility of the proposed approach and limits it to environments in which
behaviour descriptors can be clearly defined.

To amend the limitations of PoMS, additional research is required to investigate the
structure of the learned manifold, as well as how it can be formed without using domain
knowledge through behaviour descriptors.
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C H A P T E R 6

Conclusions

In this chapter, Section 6.1 summarises the thesis and discusses its main contributions,
followed by a discussion on the current limitations of the introduced approaches and
potential improvements in Section 6.2. Finally, Section 6.3 presents several potential future
research directions stemming from the presented approaches.

6.1 summary of thesis aims and contributions

This thesis presents advancements to the policy search process, by proposing a novel
perspective through modelling abstractions of the policy parameter space. These abstractions
are subsequently used to improve the diversity-based policy search.

The goal that this thesis focuses on, is to search in the space of the policies in order to
discover many different policy variants exhibiting various behaviours, that can be useful in
dynamically changing environments. There are several approaches in the literature focusing
on learning an optimal policy or a collection of policies from interaction experience, studied
in the fields of Reinforcement Learning and Quality-Diversity. The main limitation of these
approaches is that they tend to be inefficient, as they require a large amount of interaction
data and because the search is performed in a high-dimensional policy space. In order
to achieve the goal of discovering a variety of differently behaving policies, this thesis
introduces and studies approaches based on extracting important information from the
agent-environment interaction data, that is independent of a particular goal that the agent
might want to achieve. The information is extracted through modelling abstractions of the
policy search space, and is then used to improve the policy search process.

This thesis makes contributions which are divided into two logical parts. The first part
of the thesis focuses on modelling abstractions over the policy movement parameterisation
space, in order to improve policy search in the original policy parameterisation space. The
proposed approach iteratively improves the abstractions implemented as a forward model,
according to the active learning paradigm. The forward models is a mapping from the
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movement parameterisation space to the task outcomes, which does not use any task-specific
performance information. The properties of the learned forward model are used to iteratively
guide the parameter search process. This approach provides insights into how properly
modelling abstractions of the movement parameterisation space can help with extracting
essential information from the interaction data. These abstractions are subsequently used to
improve the policy search process.

The second part of the thesis focuses on approaches to modelling abstractions of the
neural network parameter space, in the context of policies parameterised as neural networks,
and subsequently performing diversity-based policy search in the abstracted parameter space.
Inspired by successes of representation learning, the manifold hypothesis is investigated
in order to model abstractions of the high-dimensional policy parameterisation space. A
through examination is performed to evaluate factors contributing to the manifold learning of
latent representation and their affect on its quality, including the network parameter dataset
generation process, as well as the manifold learning model and optimisation techniques.
The abstractions modelled as policy parameter space representations are subsequently used
to perform diversity-based policy search. This approach gives insights on the existence of
a low-dimensional manifold embedded in the high-dimensional policy parameter space,
around which a high concentration of useful policies can be found.

The main insight in this thesis, is that by introducing specific abstractions of the policy
parameterisation space, it is possible to extract and use essential information from agent-
environment interactions, in order to improve the diversity-based policy search process.

6.2 limitations

The research presented in this thesis is aims to improve the diversity-based policy search, by
introducing the concept of abstractions over the parameter space and using them to facilitate
the search process. However, the presented approaches are based on several assumptions,
that might limit their wider applications. Below, we discuss the assumptions and limitations
of the proposed approaches, together with possible alternative solutions.

limitations of informed search with gaussian process regression There
are two main limitations preventing further applications of Informed Search. The first
limitation is related to the current simplistic movement definition, where the movement
is parameterised as the joint displacements from the robot’s starting configuration. This
movement parameterisation requires previous domain knowledge of a robot’s kinematic
model, which is used within an inverse kinematic controller in order to realise the desired
displacements. Moreover, this parameterisation suffers from the discretisation granularity,
which limits the expressiveness of the policy. The second limitation stems from the GPR
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model and is related to the inference process. With the current movement parameterisation,
it is difficult to perform inference in a high-dimensional parameter space in order to obtain
the uncertainty predictions and task models, even with discretised values along dimensions.
The inference step is necessary in order to estimate the mean and standard deviation of the
GPR at each point in the movement parameterisation space, as these values are used withing
the Informed Search approach and the forward models.

These limitations are partially addressed in the second part of the thesis by considering
a different movement parameterisation for the search space, using the neural network policy.
Using a NN policy to define a motion allows the use of such approach in more general
problem settings. However, additional research is required in order to adapt the Informed
Search approach to this new search space. Alternatively, a region based GPR inference could
be implemented, as an approach to avoid performing inference over the whole parameter
space, but rather on a smaller and more promising subset.

limitations of policy manifold search with decoder jacobian scaling

There are two main limitations inhibiting further applications of PoMS. The first limitation
is related to the assumption on the smoothness of the decoder transformation function.
The first-order function approximation estimated by the Jacobian is only valid in the ϵ-
neighbourhood around a particular point, where ϵ depends on the local smoothness i.e.
shape of fD. The same Jacobian is not valid for points farther away, as it could lead to
incorrect estimations. In some cases, fD can be so non-smooth that even sampling around
the given point with a small σ, leads to points significantly different, once reconstructed. The
second limitation is related to the domain knowledge necessary for behaviour definitions
within MAP-Elites. Although the MAP-Elites framework provides a principled way to define the
policy collection via behaviour descriptors that can be used for policy manifold learning, a
significant amount of domain knowledge is needed to define the behaviour descriptors. This
diminishes the flexibility of the proposed approach and limits it to environments in which
behaviour descriptors can be clearly defined.

Regarding the first limitation, although important from a theoretical perspective, the
local smoothness issue did not seem to have significant effects in the experimental evaluation.
However, further improving the sampling process or imposing local smoothness of the
decoder would provide a better theoretical basis for the proposed approach and robust
performance. Concerning the domain knowledge needed behaviour descriptor definition,
there have been several approaches in the literature that aimed to mitigate this issue. The
most promising approach is based on the data-driven learning of the behaviour space (Cully,
2019). In the following section, a potential research direction is discussed which uses insights
from behaviour space representation learning as a regularisation method within the PoMS
approach. The aim is to remove the necessity of a structured policy collection which is based
on behaviour descriptors.
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6.3 potential research directions

The research within this thesis aligns with a long-term goal of developing versatile agents,
capable of adapting to dynamically changing environments and task descriptions. The
diversity-based policy search could be a powerful tool to achieve this, as it aims to find a
collection of policies that would cover a multitude of possible tasks within an environment.

Using the insights from manifold learning and conclusions reached in this thesis, it
would be interesting to further investigate the structural properties of the manifolds learned
from policy networks, and the corresponding policy generation process. Although this
thesis mostly focuses on policy networks obtained via agent-environment interactions using
MAP-Elites collections, it could be useful to also consider policy networks obtained via learning
from demonstrations. Further research could provide additional insights that would improve
agent’s capabilities in applications such as robot controllers, conversational agents, etc.

The investigations proposed above could be divided into four potential future research
directions, which are described in more details below:

generic policy architectures In the current setting, the policy search space assumes
a fixed policy network architecture, and the search is performed in the policy network
parameter space. This setting imposes certain structural inductive biases on the policy
network architecture. The generative model is restricted to producing only policy parameter
values. It could be possible to remove the structural inductive biases, by redefining the
parameter search space as an augmented parameter space, which includes both the policy
network topology as well as the network parameters. There are several approaches to
defining the augmented parameter space, where a popular approach consists of modelling
policies as weighted graphs and adapting the manifold learning phase with insights from
(incompatible) multi-task RL approaches as well as NEAT literature (Kurin et al., 2020, Wang
et al., 2018, Stanley et al., 2002, Stanley et al., 2009).

behaviour-based regularisation One of the main limitations of QD-based ap-
proaches, is the requirement of specific domain knowledge used for defining the behaviour
space and the corresponding distance metrics, or behaviour descriptors. These definitions
are necessary in order to distinguish different behaviours when maintaining a collection of
diverse policies. An alternative approach would be to maintain a set of diverse policies based
on a learned behaviour space, rather than a manually defined one, as explored in recent
work (Cully, 2019). It would be interesting to explore ways of regularising the manifold
learning within PoMS, by considering distances between policies in the learned behaviour
space. In this way, the set of diverse policies could be defined based on clusters forming in
the learned policy representation space. Additionally, it would be possible to further analyse
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the effects of the behaviour-based regularisation technique on the manifold structure and the
quality of generated policies. The policy networks used can be learned from interactions, or
learned from demonstrations. In the latter case, it would be possible to cluster policies based
on the exhibited behaviour. This opens additional potential applications e.g. in autonomous
driving where different participants in traffic can be clustered based on their behaviour, or
in chatbot agents which can exhibit different tone and way of communicating, etc.

hierarchical exploration Introducing a hierarchical teacher-student framework on
top of the policy representation space, would have useful applications in both the RL option
framework, as well as an advanced policy sampling approach within MAP-Elites. Having
a well-defined policy representation space is an interesting component in the context of
option selection in hierarchical RL approaches (Singh, 1992, Sutton et al., 1999, Vezhnevets
et al., 2017). The policy search in MAP-Elites samples policies uniformly from the collection, in
order modify them and evaluate next. Introducing a hierarchical framework to this sampling
process would help achieve a more principled search (Sukhbaatar et al., 2018, Campero et al.,
2020). Although generating feasible and reliable policies by sampling the manifold is not
easy to achieve, such a process would be useful for many applications in RL and Natural
Language Processing (NLP) (Kandasamy et al., 2017, Luketina et al., 2019).

manifold maps for optimisation Inspired by the idea behind conjugate gradients
and insights from previous work (Rusu et al., 2019), it could be possible to obtain a differen-
tiable mapping from the learned manifold, to the original network parameter space, such
that moving along a geodesic on the manifold or sampling from it leads to a process similar
to gradient descent in the parameter space. This is an exploratory research direction that
could provide valuable insights into the properties of the neural network parameter space
and the optimisation process.

6.4 epilogue

Humans typically approach SDM tasks by abstracting away limb movements and considering
their diversity. The variety of limb trajectories which accomplish the same goal are usually
abstracted away into a single thought entity, and these variations are considered as diverse
behaviours that lead to the goal. Inspired by insights from human SDM, this thesis showed
that it is possible to apply the abstraction process to artificial agents to improve the diversity-
based policy search in RL settings with parameterised policies. The benefits of modelling
parameter space abstractions are improved sample-efficiency of the diversity-based policy
search, as well as the introduced a framework for further study of the parameter space
properties. This framework is expected to open novel potential research directions that could
reveal insights into the parameter generation process, as well as neural network optimisation.
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A P P E N D I X A

Robot Experiments

The first part of the thesis is evaluated on a real physical robot system called DE NIRO,
which stands for Design Engineering’s Natural Interaction RObot, presented in Fig. A.1. DE
NIRO is a research platform for bimanual manipulation and mobile wheeled navigation,
developed in the Robot Intelligence Lab at Dyson School of Design Engineering, Imperial
College London (Falck et al., 2020).

Figure A.1: Robot DE NIRO uses both hands to maneuver the ice hockey stick and learns the skills
needed to pass the puck (in blue) to user-specified target positions.
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hardware specifications The total weight of the DE NIRO platform is 200 kg and
can reach a speed of 10 km h−1. The torso and arms come from the commercially available
Baxter robot from Rethink Robotics (Fitzgerald, 2013). The torso is mounted on a scissor-lift
extensible trunk which is placed on top of the mobile base. This enables the robot to alter its
total height from 170 cm to 205 cm. The mobile platform comes from an electric wheelchair
adapted for computerised control and integrated through ROS (Quigley et al., 2009). It has
six wheels, two of which driving and four passive castor wheels. Each wheel has individual
suspension with shock absorbers. The mobile platform is also equipped with a Hokuyo 2D
laser scanner in the front for obstacle avoidance. The entire platform is powered by two 12V
55Ah batteries housed inside the mobile base, which additionally improves the stability of
the platform by lowering its centre of mass. This allows the robot to traverse sloped ramps,
speed bumps and even climb up to 8 cm high curbs. The batteries also provide power to
the rest of the equipment through a 2 kW electric power inverter mounted on the back of
the mobile base. The sensorised head includes a Microsoft Kinect 2.0 RGB-D camera with
controllable pitch, as well as dual webcams for stereo vision. There are two speakers on
DE NIRO’s shoulders. The control PC and additional electric components are attached to the
back plate.

software interface DE NIRO uses the original Baxter research robot software inter-
face 1 which consists of a ROS environment and a Python based Application Programming
Interface (API) to programmatically control the robot movements. The software interface
allows access to the onboard robot cameras, in order to process the images, as well as display
images on the screen. Moreover, it allows reading and writing to digital and analog inputs
and outputs, which can be used to connect additional sensors. Finally, it is possible to control
the movements and read the encoders of the robot’s limbs (left and right arm), grippers
and the head pan motion. In addition to this, the software interface provides additional
functionalities which facilitate the robot joint control, via three joint control modes: position,
velocity, and torque control.

1 Available online: https://sdk.rethinkrobotics.com/wiki/Home

https://sdk.rethinkrobotics.com/wiki/Home
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Network Parameter Manifold Learning:
Additional Results

This Appendix contains additional results and graphs from Chapters 4 and 5, which were
not covered in the main text.

Additional results from Chapter 4 include:

• Fig. B.1 shows the comparison of sample similarity within the collections, generated
using different add conditions within MAP-Elites, after 106 policy evaluations in the
Bipedal-Kicker environment. This is an intermediate step in order to compare with the
policies obtained after 2× 106 as shown in Fig. 4.3.

• Fig. B.2 shows the decoder transformation quantities for the two compared AE architec-
tures, for all of the evaluated datasets generated with MAP-Elites using different add
conditions.

• Fig. B.3 shows the same metric as the previous Fig. B.2, while it compares different
regularisations of the fully-connected AE, for all of the used datasets.

Additional results from Chapter 5 include the policy collections obtained at the end of
training by each of the compared methods, for each of the different proposed evaluation
environments:

• Bipedal-Walker (Fig. B.4)

• Bipedal-Kicker (Fig. B.5)

• 2D-Striker (Fig. B.6)

• Panda-Striker (Fig. B.7)

Also, the policy collections for different compared methods achieved within the mixed-scale
version of the Bipedal-Walker environment are shown in Fig. B.8.
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(a) random (b) fitness

(c) timing-last (d) timing-first

(e) neighbour-similar (f) neighbour-different

(g) hybrid (fitness and neighbour)

Figure B.1: Comparison of sample similarity within the collections generated using different add
conditions within MAP-Elites. The results were obtained, after 106 policy evaluations
in the Bipedal-Kicker environment. Each figure shows the policy collection, and the
colours indicate the average L2-distance of a cell compared to its 24 neighbouring cells,
to indicate parameter (dis)similarity. The dimensions of the grids correspond to the
dimensions of the policy collection defined for the Bipedal-Kicker environment. The
colourbar below indicates the average neighbourhood distance of all the samples in the
collection, calculated for each add condition variant.
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Figure B.2: Comparison of the decoder transformation quantities according to Eq. (4.2), for the two
evaluated AE architectures, (AE-FC) fully-connected and (AE-CNN) convolution-based
AE. The columns correspond to the datasets generated with MAP-Elites using different add
conditions. Each point on the graph indicates the amount of transformation imposed
by the decoder at a that particular point in the latent space. The two dimensions of
the graphs correspond to the two dimensions of the latent space with the highest data
variance along that dimension. The colourbars on the side indicate the magnitude of the
decoder transformation.
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Figure B.3: Comparison of the decoder transformation quantities according to Eq. (4.2), for the differ-
ent fully-connected AE regularisation approaches (AE) standard AE with reconstruction
loss and without additional regularisation, (VAE) variational autoencoder, and (AE-
Lipschitz) the proposed AE with Lipschitz regularisation term. The columns correspond
to datasets generated with different add conditions.
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(a) PoMS

(b) PoMS-PCA

(c) PoMS-no-jacobian

(d) MAPE-IsoLineDD

(e) DDE

(f) MAPE-Iso

(g) ps-uniform

(h) ps-glorot

Figure B.4: Policy collections generated for the Bipedal-Walker environment, after 2× 106 policy
evaluations.
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(a) PoMS (b) MAPE-IsoLineDD

(c) PoMS-PCA (d) DDE

(e) PoMS-no-jacobian (f) MAPE-Iso

(g) ps-uniform (h) ps-glorot

Figure B.5: Policy collections generated for the Bipedal-Kicker environment, after 2× 106 policy
evaluations.
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(a) PoMS (b) PoMS-PCA (c) PoMS-no-jacobian

(d) MAPE-IsoLineDD (e) DDE (f) MAPE-Iso

(g) ps-uniform (h) ps-glorot

Figure B.6: Policy collections generated for the 2D-Striker environment, after 106 policy evaluations.
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(a) PoMS (b) PoMS-PCA (c) PoMS-no-jacobian

(d) MAPE-IsoLineDD (e) DDE (f) MAPE-Iso

(g) ps-uniform (h) ps-glorot

Figure B.7: Policy collections generated for the Panda-Striker environment, after 106 evaluations.
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(a) PoMS

(b) PoMS-PCA

(c) PoMS-no-jacobian

(d) MAPE-IsoLineDD

(e) DDE

(f) MAPE-Iso

(g) ps-uniform

(h) ps-glorot

Figure B.8: Policy collections generated for the Bipedal-Walker mixed-scale environment, after 2× 106

policy evaluations.
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Masci, J., U. Meier, D. Cireşan and J. Schmidhuber (2011). ‘Stacked convolutional auto-
encoders for hierarchical feature extraction’. In: International conference on artificial neural
networks. Springer, pp. 52–59 (cit. on p. 97).



178 bibliography

McClelland, J. L. and D. E. Rumelhart (1981). ‘An interactive activation model of context
effects in letter perception: I. An account of basic findings’. In: Psychological review 88.5,
p. 375 (cit. on p. 36).

McInnes, L., J. Healy and J. Melville (2018). ‘Umap: Uniform manifold approximation and
projection for dimension reduction’. In: arXiv preprint arXiv:1802.03426 (cit. on p. 41).

Mellers, B. A., A. Schwartz and A. D. Cooke (1998). ‘Judgment and decision making’. In:
Annual review of psychology 49.1, pp. 447–477 (cit. on p. 2).

Melo, F. S. and M. I. Ribeiro (2007). ‘Q-learning with linear function approximation’. In:
International Conference on Computational Learning Theory. Springer, pp. 308–322 (cit. on
p. 21).

Meyerson, E., J. Lehman and R. Miikkulainen (2016). ‘Learning behavior characterizations
for novelty search’. In: Genetic and Evolutionary Computation Conference (cit. on pp. 28, 29).

Miall, R. C. and D. M. Wolpert (1996). ‘Forward models for physiological motor control’. In:
Neural networks 9.8, pp. 1265–1279 (cit. on p. 35).

Mikolov, T., K. Chen, G. Corrado and J. Dean (2013). ‘Efficient estimation of word repres-
entations in vector space’. In: International Conference on Learning Representations (cit. on
p. 89).

Miller, G. A. (1956). ‘The magical number seven, plus or minus two: Some limits on our
capacity for processing information.’ In: Psychological review 63.2, p. 81 (cit. on p. 2).

Minorsky, N. (1922). ‘Directional stability of automatically steered bodies’. In: Journal of the
American Society for Naval Engineers 34.2, pp. 280–309 (cit. on p. 18).

Minsky, M. (1961). ‘Steps toward artificial intelligence’. In: Proceedings of the IRE 49.1, pp. 8–30

(cit. on p. 34).
Mnih, V., A. P. Badia, M. Mirza, A. Graves, T. Lillicrap, T. Harley, D. Silver and K. Kavukcuo-

glu (2016). ‘Asynchronous methods for deep reinforcement learning’. In: International
conference on machine learning. PMLR, pp. 1928–1937 (cit. on p. 24).

Mnih, V., K. Kavukcuoglu, D. Silver, A. A. Rusu, J. Veness, M. G. Bellemare, A. Graves,
M. Riedmiller, A. K. Fidjeland, G. Ostrovski et al. (2015). ‘Human-level control through
deep reinforcement learning’. In: nature (cit. on pp. 19, 20).
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