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Abstract— Assistive robots can increase the autonomy and
quality of life of people with disabilities and Augmented Reality
(AR) User Interfaces (UIs) have the potential to facilitate
their use. In this paper, we argue that to fulfil this potential
and accommodate a more diverse user base, AR UIs should
proactively identify user affordances, i.e., action options that
are possible in the current context. However, current AR UIs
for the control of assistive robots do not readily combine atomic
actions and therefore can only provide individual actions as
options. To overcome these limitations, we propose Affordance-
Aware Proactive Planning (AP)2, an algorithm that proactively
identifies feasible sequences of atomic actions by leveraging
large datasets of plans given using human language. (AP)2

incorporates natural language procesing, and planning algo-
rithms to provide the most relevant and feasible plans given
the user’s context and provides means to reduce the time
required to generate and present these as options to the user.
Our main contributions are: 1) we propose a method that
allows affordance-aware AR UI for robot control to combine
atomic actions and provide higher-level options to the user, 2)
we provide a means for dynamically updating goal states and
the amount of semantically relevant plans that are analysed
to facilitate ways to improve interactivity for the user, and
3) we validate the applicability of the proposed architecture
with an assistive mobile manipulator deployed in a bedroom
environment and controlled using an AR UI.

I. INTRODUCTION

Assistive robots have the potential to increase the au-
tonomy and quality of life of people with disabilities [1].
Applications of assistive robots include rehabilitation robots,
smart wheelchairs, companion robots, assistive mobile ma-
nipulators, and educational robots [2]. However, designing
an intuitive user interface (UI) for the control of assistive
robots remains a challenge as most UIs leverage traditional
control interfaces, such as joysticks and keyboards, which
might be challenging or even impossible to use for some
users. Augmented Reality (AR) UIs introduce more natural
interactions between the users and assistive robots potentially
reaching a more diverse user base.

The combination of affordances, defined as relations be-
tween objects and the actions that a robot can apply to them
[3], and AR head-mounted displays (HMD) UIs, is a design
paradigm that has allowed untrained users fluent control of
single and multi-robot assistive platforms [4], [5], [6]. By
exploiting affordances, AR HMD UIs assist the user in the
perception and planning tasks that are naturally involved in
the control of assistive robots and have demonstrated benefits

1The authors are with the Personal Robotics Laboratory, Depart-
ment of Electrical and Electronic Engineering, Imperial College Lon-
don, London SW7 2AZ, United Kingdom {r.chacon-quesada17,
y.demiris}@imperial.ac.uk.

Fig. 1: Given sensor information about objects in the environment,
and the available robot capabilities, (AP)2 proactively generates and
ranks several plans to achieve potential tasks afforded by robots in
this environment. Current affordance-based AR HMD UIs for robot
control would require at least four input commands to complete
a task such as ”Pick-up the remote and put it on the bed”: 1)
[Robot’s starting position] approach the tv-stand, 2) pick-up the
remote, 3) approach the bed and 4) give the remote. Instead, our
platform presents options using human-like language via the AR
UI to complete the task using only a single command.

at reducing the cognitive requirements needed for this type
of activity [5], [6].

However, previous works in the domain of affordance-
aware AR HMD UIs currently only provide atomic actions as
options to the user. This requires users to input a sequence of
control commands to make an assistive robot complete a task
that needs grouping of atomic actions, such as in the case of
the example shown in Figure 1. Although humans ultimately
use low-level sensory inputs and actions to execute their
tasks, they rarely consciously consider individual actions. In-
stead, subconscious processes abstract away low-level details
of control facilitating higher-level reasoning to ease decision-
making [7]. In this work, we explore how planning could
help affordance-aware AR HMD UI overcome this limitation.

In robotics, planning refers to a group of algorithms
that take as input a goal state and produce a sequence of
atomic actions that will achieve it [8]. Task planning, a
subset of planning, allows the robots to change the state
of the objects in the environment. A further subset of task
planning is proactive planning. This involves the active
recognition of context information and user intention when a
goal is not explicitly provided [9]. Most proactive planning
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approaches are action-oriented and infer goals primarily from
user actions [10]. This view excludes scenarios where users
might not be able to act on the objects themselves, either
because of their disabilities or because they are in a remote
location. In addition, these applications rely on multiple
hypothesised goal states given a-priori that typically cannot
be dynamically updated, which may impact performance for
a large goal space.

To overcome these limitations, and inspired by the theory
of affordances [11], we developed Affordance-Aware Proac-
tive Planning (AP)2, an algorithm that proactively identifies
feasible sequences of atomic actions by jointly considering
objects and robot affordances. Therefore, rather than infer-
ring goals through recognising actions, (AP)2 considers the
objects in the environment and what robots afford over them
to then infer feasible plans in the environment.

To ensure that a large repertoire of plans is considered,
(AP)2 leverages large linguistic datasets that express plans
using human language and incorporates a search algorithm
to hierarchically organise these datasets based on context
features, e.g. where the plan can take place (locality) and the
robot actions that are needed to complete it (capabilities). A
language-driven algorithm then retrieves the group of plans
from the dataset that involves a similar context to the one the
user is in and ranks these plans based on how semantically
similar they are when compared to the current configuration
of the user’s environment. Lastly, (AP)2 applies a feasibility
filter to guarantee that only feasible plans are provided as
options to the user, all of which are presented to the user
using AR.

Our proposed algorithm leverages Natural Language Pro-
cessing (NLP) methods to make use of plans expressed using
human language. NLP methods typically apply a mixture of
symbolic (hand-designed features and rules) and statistical
(computed features and learned rules) techniques to model
language. Depending on the techniques applied, these meth-
ods can be categorised as 1) Classical NLP methods, and
2) Deep NLP methods, respectively [12]. Independently of
the techniques, both categories apply a standard pipeline for
cleaning and normalising text. Text normalisation involves
performing a series of tasks that include noise removal
(punctuation and special character removal, numbers and
contraction replacement, etc.), lowercasing, standardisation
of near-identical words (coffee machine: coffee machine,
coffee maker machine, coffee maker), out-of-vocabulary
word addressing, stop-word removal, among others [12].

In comparison with the above literature, we make the
following contributions:

• We propose a method that allows affordance-aware AR
HMD UI for robot control to combine atomic actions
and therefore to provide higher-level options to the user.

• We provide a means for dynamically updating the goal
states that are considered and the amount of semanti-
cally relevant plans that are analysed. As a result, the
time to provide options to the user can be configured
to a suitable value, thus facilitating a way to improve
interactivity.

• We validate the applicability of the proposed architec-
ture with an assistive mobile manipulator deployed in a
bedroom environment and demonstrate the comparable
outputs of (AP)2 against the current proactive planning
approach and report the associated computational sav-
ing.

II. RELATED WORK

Applications in the domain of AR-based robot control can
be classified into two domains: remote interactions (i.e., tele-
operation) [13], where the user sends control commands from
outside the robot’s location, and proximal interactions, where
the user and the robot share the same location. Applications
in the latter domain include robot programming [14], [15],
trajectory planning [16], [17] and assistive robotics [5], [6].

Most teleoperation applications overlay a video stream
from a remote location with virtual objects, such as a 3D
robot model and/or virtual handles that the user then access
using either a computer display [18] or a virtual reality
HMD [19]. Proximal interactions typically use a computer
screen or an AR HMD to overlay the environment with
virtual elements such as the planned motion of a robot
[17], the torques experienced by the joints of a robotic arm
[20] and virtual buttons [15]. Input modalities for remote
and proximal interactions include touch-screens [21], hand-
gestures [15], [22], [17], fiducial markers [23], haptic [24],
hand-held devices [14], [25], electroencephalography signals
[26], eye-gaze [27], or a combination of these [28], [5], [6].

However, most of the previous work associates AR-based
robot control with low-level instructions, limiting the in-
teraction to what more traditional control methods such as
keyboards or joysticks could also provide. When multiple
instructions can be provided at once, these are limited to the
combination of the ones that can be applied simultaneously
[6], resulting in long sequences of commands, such as in
the example Figure 1. To overcome these limitations, we
propose an architecture that integrates AR HMD UI with a
language-driven algorithm to suggest and execute tasks such
as ”Pick-up the remote and put it on the bed”, which are more
complex in terms of sequence length and action space.

III. AFFORDANCE-AWARE PROACTIVE PLANNING

In this section, we introduce our algorithm to infer the
feasible plans available to the user given the observed objects
and robot affordances in the environment. An overview of
the method is presented in Figure 2.

A. Environment Representation

We provide information about the environment to (AP)2

using an AR affordance-based UI [5], [6]. This UI dynam-
ically updates the state knowledge by providing the spatial
coordinates and object classes of the objects identified in the
environment as illustrated in Figure 3. We use a data structure
called current state (S) to represent this knowledge:

S = ⟨OS ,ΩS⟩ (1)
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Fig. 2: (AP)2 proactively identifies the most relevant and feasible
plans available to the user by jointly considering objects and robot
affordances. (AP)2 integrates: 1) a dataset of plans expressed using
human language, 2) a search algorithm that organises the dataset
in a hierarchical context-dependent manner, 3) a language-driven
ranking algorithm to identify the most relevant plans given the
user’s context, and 4) a feasibility filter, to determine whether or
not a plan is feasible.

where OS is the set of object class labels and ΩS their
corresponding 3D poses. We represent the ways in which a
robot can interact with the objects in the environment using
robot affordances (AR). This representation resembles the
formalisation of affordances from an observer’s perspective,
used when the interaction between an agent and the environ-
ment is observed by a third party [29], e.g. a user wearing a
HMD [6]. Given a predefined set of locality labels (L), e.g.
L = {bedroom, office, backyard, ...}) and a predefined set
of robot capability labels (C), e.g. C = {navigation, pick,
place, ...}, robot affordances can be expressed as:

AR = ⟨Rid,ΛR,OR,LR, CR⟩ (2)

where AR represents the robot affordances of agent Rid,
ΛR is the set of actions the robot can perform (along with
their precondition and effects), expressed in an appropriate
task planning language, OR is the set of objects over which
ΛR can be applied. LR ⊆ L and CR ⊆ C are used to
summarise the context of the environment under which ΛR

could be useful. In multi-robot settings, we represent a set
of robot affordances as A = {AR0

, · · ·, ARn
}. (AP )2 uses

robot affordances as we describe in subsection III-C.
1) Signifiers: The information included in S is obtained

by the UI from the signifiers placed in the environment
(Figure 3c). Signifiers are defined as signs, symbols, marks,
sounds or any other perceivable indicator that convey mean-
ingful information to explain what actions are possible,
how they should be done and where an interaction should
take place [5]. We categorised signifiers into two general
classes depending on their functionality: 1) Receptacles,
which signify objects over which other objects can be placed
on such as bed, desk, night table, among others. These
generally have a fixed position in the environment. 2) General
signifiers, which signify objects for which we cannot make
any assumptions about their positions ahead of time.

Receptacles have predefined properties: 1) object class
label and 2) position in the environment. The latter is
anchored to the real environment using spatial anchors, i.e.,
a spatially and temporally stable 6 DoF poses relative to
visual features provided by the SLAM system of the HMD
[30]. This makes receptacles stay precisely in place between
runs of the application. Predefined properties are defined
and stored in the HMD. General signifiers instead have
no predefined properties. Therefore, their object class and
position in the environment are obtained at run-time using
the object detection pipeline illustrated in Figure 3 [5].

In addition to the object class and position for each object,
general signifiers also provide information about over which
receptacle the object is placed. For this, we apply raycasting,
a process that projects a ray into the environment, returning
a boolean value if a target is hit. When this happens,
information about the hit, such as the distance, position, or a
reference to the object’s transform, can be stored in a Raycast
Hit variable for further use. General signifiers raycast a ray
from their position in the direction of gravity and obtain
the information about their corresponding receptacle from
the hit. This information is useful when robots need to
manipulate an object. Rather than navigating directly to
the object’s position, the robots navigate to the associated
receptacle and use the object’s position only for placing or
grasping.

2) Co-localisation: Co-localisation is the process that
allows localising the robots and the HMD under the same
global coordinate system. The poses included in S are rela-
tive to the HMD’s frame of reference and cannot be directly
used by the robots. To find the transformation between their
frames, we use a common map approach that applies singular
value decomposition to the poses of virtual markers equipped
with spatial anchors and their equivalent coordinates on a 2D
occupancy grid map used for robot localisation [31].

B. Dataset

To leverage existing knowledge on how humans combine
objects to accomplish their goals rather than creating a
library of predefined plans with logical descriptions of the
actions robots need to perform, we considered publicly
available datasets of plans given using human language as the
dataset of plans (Φ) for (AP)2. We expressed the minimum
information that each of the dataset entries (E) need to
provide as

E = ⟨Pid, DP , IP , GP ⟩ (3)

where Pid is a unique identifier for the plan, DP is the plan
description, IP represents the plan instructions, and GP is
the goal state that expresses the plan description in an appro-
priate task planning language. Datasets that incorporate this
kind of information include Recipe1M+ [32], which provides
over one million recipes (IP ) divided into over a thousand
categories (DP ) and ALFRED [33], which comprises 25,743
human language directives that include a DP and a set of
IP per entry.
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(a)

(b) (c)

Fig. 3: Object detection pipeline. (a) The user takes pictures using natural ways of interaction such as hand gestures and voice commands.
These pictures are processed using an object detection model running on a separate computer to obtain the 2D position and class of the
objects identified. (b) With this information, the application running in the HMD performs a camera to application coordinate system
transformation to (c) place the signifiers associated with the identified objects in the 3D environment.

We extended the information provided by Φ by adding
two new fields to each of its entries: context declarations
(CD) and normalised plan instructions (NIP ). CD are
text strings that summarise environmental features such as
locality and robot capabilities:

CD = LP : CP0
: CP1

: · · · : CPn
(4)

where LP ∈ L is the locality label that represents
the location for which the associated plan is relevant and
{CP0 , CP1 , · · ·, CPn} ⊆ C is a set of robot capability labels
representing the robot capabilities required to complete the
plan. Notice the ordering of the elements in Equation 4,
where LP is followed by robot capability labels ordered as
they appear in C and that all labels are separated by colons.
We use CD to dichotomise the search space as we describe
in subsection III-C.

We applied standard NLP cleaning and normalisation
methods to extract the object classes mentioned in IP and
store them in NIP . We used the extracted object classes to
train a word representation model for word embedding as we
describe in subsection III-C. After incorporating these new
fields, we express each augmented dataset entry (E+) as

E+ = ⟨E,CD,NIP ⟩ (5)

C. Search

We designed a search tree (Γ) that organises Φ based
on the environmental features discussed in the previous
section. Γ provides a means of considering only relevant
plans during the following stages of the algorithm, thus
improving computational throughput. We represent each tree
node (N ) in Γ with the following data structure

N = ⟨Nid, PN ,KN , CDN ,ΨN ⟩ (6)

where Nid is the name of the node in the state space,
PN is its parent node, KN is the set of children nodes of N ,
CDN is the primary criteria for expansion of the node during
search (node condition), and ΨN is a set of plan identifiers
such that

Fig. 4: Search tree for a household environment. Each box repre-
sents a node N . The Nid component of each node is shown in
bold. Examples of the CDN components are shown next to some
nodes. Locality represents the set {kitchen, living room, bedroom,
bathroom}. Numbers represent how many Pid are included in ΨN

when ”locality” in each CDN is changed for one of the values
in the set. Robot capabilities such as navigation, pick and place,
among others, are used from the second hierarchy level onward.

ΨN = {Pid | CD = CDN} ∀ E+ ∈ Φ (7)

(AP)2 builds the search tree (Γ) during initialisation. An
overview of the method is presented in algorithm 1. When the
build process finishes, the algorithm incorporates the unique
plan identifier (Pid) of all augmented dataset entries (E+)
in the dataset of plans (Φ) to each tree node (N ) in Γ by
comparing the context declarations (CD) in E+ with the
node condition (CDN ) as in Equation 7. An example of a
search tree built from context declarations for a household
environment is shown in Figure 4. The search through Γ
starts after every update of the current state (S) and it is
done by comparing the current context of the user (α),
which is jointly obtained from S and the set of robot
affordances (A), with the CDN of all nodes in Γ. We
express α as

α = LS : C0 : · · · : Cn (8)

where LS ∈ L is a locality class (subsubsection III-C.1)
and {C0, · · ·, Cn} ⊆ C is the set of robot capabilities that
can be applied in this locality. The output of the search is a
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Algorithm 1: Build-Search-Tree

1 Function BUILD-TREE(L, C):
2 Γ = TREE-NODE(”root”)
3 depth = 0
4 ADD-LOC-NODES(Γ, L, depth)
5 ADD-CAP-NODES(Γ, C, depth)
6 return Γ
7 Function TREE-NODE(id):
8 N = ⟨Nid = id, PN = ∅,KN = {}, CDN =

””,ΨN = {}⟩
9 return N

10 Function ADD-LOC-NODES(Γ, L, depth):
11 foreach label ∈ L do
12 ADD-CHILD(Γ, label)
13 depth += 1
14 return
15 Function ADD-CAP-NODES(Γ, C, depth):
16 if depth = 1 then
17 foreach node ∈ Γ.KN do
18 foreach label ∈ C do
19 ADD-CHILD(node, label)
20 depth += 1
21 foreach i ∈ {i | depth ≤ i ≤ LENGTH(C)} do
22 ADD-LEVEL(Γ, C, i)
23 return
24 Function ADD-CHILD(parent, label):
25 child = TREE-NODE(label)
26 child.PN = parent
27 APPEND(child to parent.KN )
28 if parent.CDN = ”” then child.CDN = label
29 else child.CDN = parent.CDN + ”:” + label
30 return
31 Function ADD-LEVEL(node, C, depth):
32 if depth = 0 then
33 foreach label ∈ {ci ∀ ci ∈ C | i >

INDEX(node.Nid in C)} do
34 ADD-CHILD(node, label)
35 else
36 foreach child ∈ node.KN do
37 ADD-LEVEL(Γ, C, depth-1)
38 return

subset of plan identifiers that might be relevant for the user
given the context. We express this set of relevant plans as
Ψ. For example, if α = “kitchen:navigation:pickandplace”,
only 440 + 0 + 475 = 915 plan identifiers will be provided
as output (see Figure 4). Algorithm 2 describes the method
we follow to obtain α and Ψ.

1) Sequence classification model: Human environments
are unstructured, we cannot know in advance how many
objects will be found or where they will be placed. However,
most people will correctly identify a bathroom after seeing
a toilet and a sink, even if a magazine and a remote are
there too. Given this human understanding of the semantic
distances between objects, included in datasets such as the

Algorithm 2: Search

1 Function SEARCH(S, A, L, C, Γ):
2 α = CONTEXT(OS , A)
3 depth = LENGTH(SPLIT-INTO-LIST(α, ”:”))
4 nodes = GET-ALL-NODES-AT-DEPTH(depth, Γ)
5 foreach node ∈ nodes do
6 if node.CDN = α then
7 Ψ = GET-PLANS(node)
8 return Ψ
9 Function CONTEXT(object classes, A):

10 LS = SEQ-CLASS-MODEL(object classes)
11 α = LS + ”:”
12 foreach (LR, CR) ∈ A do
13 if LS ∈ LR then
14 foreach label ∈ C do
15 if label ∈ CR and label ̸∈ α then
16 α = α+ label + ”:”
17 return α
18 Function GET-PLANS(node):
19 if node.ΨN ̸= ∅ then Ψ = node.ΨN

20 parent = node.PN

21 while parent ̸= ∅ do
22 if parent.ΨN ̸= ∅ then
23 Ψ = Ψ+ parent.ΨN

24 return Ψ

ones discussed in subsection III-B, we chose to model these
semantic distances using a sequence classification model. We
use this model to infer where the user is located based on
the set of objects identified in the environment (OS). The
model is composed of an embedding layer, a recurrent neural
network (RNN) and a dense layer with softmax activation.

For word representation, also called embedding, classical
NLP approaches use one-hot vector representations for map-
ping words to vectors of real numbers. More recently, dense
vector representations such as skip-grams and Continuous
Bag-of-Words (CBOW) have shown to be a better abstraction
that captures relational meaning and synonymy that other
word representations cannot [34]. Such word representations
are fast and easy to train. However, it is also possible to use
a pre-computed word embedding such as GloVe [35]. We
use NIP to train our word embedding model.

RNN are a popular choice to process variable-length input
data such as the sequence of word embedding derived from
OS . Unlike traditional feed-forward networks, RNN can
represent variable-length input sequences using a fixed set of
parameters. Long Short-Term Memory (LSTM) is an RNN
architecture that has been successful in practice. We used this
architecture to implement our sequence model. The output
of the LSTM is the input to the dense layer, which outputs
the probabilities per locality class label in L. (AP)2 selects
the locality class label with highest probability and assigns
it to LS (Equation 8). The interactions between the different
modules mentioned in this section are illustrated in Figure 5.
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Fig. 5: (AP )2 enables user-in-the-loop planning by proactively
identifying the most relevant and feasible robot affordances avail-
able to the user. (AP )2 integrates: 1) a dataset of plans expressed
using human language and organised in a hierarchical context-
dependent manner, 2) a language-driven ranking algorithm to
identify the most relevant plans given the user’s context, and 3)
a feasibility filter that determines whether a plan is feasible.

D. Ranking

Given the context of the user (locality and robot capabili-
ties), in the previous stage we retrieved a group of plans that
involves a similar context. Now we are interested in ordering
this group of plans based on how semantically similar they
are when compared against the current configuration of the
user’s environment. For this, we chose to create a vector
representation (sentence embedding) for each of the plans
referenced by Ψ, computed from the objects they require
to be completed (NIP ), and for the objects identified in
the environment (OS). We use the weighted average of
the word vectors provided by our word embedding model
(subsubsection III-C.1) for sentence embedding [36].

This embedding allows us to evaluate the similarity be-
tween vectors by computing their cosine similarity, a measure
that tells us how similar their syntactic contexts are:

cos(Θ) =
N⃗IP · O⃗S∥∥∥N⃗IP

∥∥∥∥∥∥O⃗S

∥∥∥ ∀ NIP ∈ Ψ (9)

where N⃗IP and O⃗S are the sentence embedding of NIP

and OS respectively. We order the plans identifiers in Ψ from
highest to lowest similarity based on Equation 9 and provide
as output a set of semantically ordered plans ΨR ⊆ Ψ.
Notice that oftentimes ΨR will be a subset of Ψ because, as
we will show in our experiments, the time to provide options
to the user from an update of S increases proportionally with
the number of plans in ΨR. Therefore, to keep this time
reasonably low, the number of plans in ΨR needs to be set
appropriately.

E. Feasibility Filter

At this stage, (AP)2 has a group of plans that potentially
involves semantically similar objects and context to the one
from the user. However, we do not know if these plans
can be completed. (AP)2 uses the feasibility filter stage to
determine whether a plan is feasible. We built this stage
around a planning system. A planning system takes as input a

Fig. 6: Feasibility filter. Our design leverages a PDDL planning
system, which expresses the planning problems using the domain
(actions) and problem (initial and goal states) files. A planner takes
these files as input and outputs a solution (if any) in the form of
an action sequence β.

planning problem, which is a description of the initial state,
the actions available to change it, and the goal state [8],
and outputs a logic plan, composed of those robot-actions
that will accomplish the goal when executed from the initial
state [37]. The input and the output of the planning system
are expressed in an appropriate task planning syntax.

The various planning formalisms used in AI have been
systematised within a standard syntax called the Planning
Domain Definition Language (PDDL) [37]. PDDL divides
the definition of a planning problem into two files: the
domain file that defines the actions, and the problem file,
which is a specific planning problem instance that defines
the initial state and a goal state. A planner takes these files
as input and outputs a solution in the form of an action
sequence. Even though many other task planning languages
exist [37], we chose PPDL to implement (AP)2 as we found
it suitable to answer the central question we are interested in:
whether a sequence composed of available low-level robot
actions succeeds in reaching a goal from the current state,
or not [7]. Our design is detailed in Figure 6.

(AP )2 dynamically instantiates a domain file by incor-
porating the set of robot actions that can be applied in the
current locality, i.e., {ΛR | LS ∈ LR} ∀ AR ∈ A. Then,
the algorithm takes each entry in ΨR and complements
their associated GP (Equation 3) with the object classes and
positions provided by S to build a problem file for each
entry. We denote this new set of entries augmented with
problem files as ΨR+. We then use an off-the-shelf PDDL-
capable planner to determine which of the plans in ΨR+

are feasible. If the planner finds a solution for a particular
plan, (AP )2 includes this plan in a set of feasible plans
P ⊆ ΨR+ together with the logic sequence of robot actions
required for it (β). P is the output of (AP)2, we use it to
provide afforded options to the user through our AR HMD
UI by presenting the corresponding plan descriptions (DP

in Equation 3) for each plan in P . When the user selects
an option, the associated β is moved to the execution phase,
where it is dispatched. In Figure 7 we show how the user
can access, inspect and select the feasible plans included in
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Fig. 7: Illustrative visualisation of how the feasible plans provided as output by (AP)2 are presented to the user using AR. The background
images show the bedroom setup we used during the experiment.

P .

IV. EXPERIMENTS

Unlike current proactive planning methods, which re-
quire processing the entire dataset during search, (AP)2

dichotomises the search space and dynamically updates
potential goal states. The general goal of this experiment
is to demonstrate the comparable outputs between (AP)2

and current proactive planning methods and to report the
associated computational saving. In addition, we show the
applicability of the proposed algorithm in an affordance-
based AR HMD UI for an assistive robot control scenario.

We used the ALFRED dataset as our library of plans
for this experiment [33]. ALFRED combines four possible
locations: kitchen, living room, bathroom, and bedroom,
together with navigation actions to move the agent or change
its camera orientation, and manipulations actions for picking
and placing objects, opening and closing cabinets and draw-
ers, turning appliances on and off and slicing objects. The
8,051 dataset entries in ALFRED are divided into training,
validation, and test splits.

To start, we defined L = {kitchen, livingroom, bedroom,
bathroom}) and C = {navigation, pick place, open close,
turn on turn off, slice} in accordance to ALFRED features.
This results in the search tree structure illustrated in Figure 4.
Next, we added CD (Equation 4) to each E via script using
metadata included in ALFRED. The script obtains LP by
checking the scene number, which determines the location
for the plan. For example, scene numbers 1 to 30 correspond
to kitchen environments. Then, the script obtains the robot
capability labels by checking the plan metadata from which
the navigation and manipulation actions required to complete
the plan can be obtained.

Then, we continued by adding NIP to each E using
standard NLP cleaning and normalisation methods to extract
the object classes from their IP . There are 125 object
classes in ALFRED and we used these as our starting
point to define our set of valid words, i.e., vocabulary. To

facilitate learning an appropriate embedding, and following
the common practice for relatively small vocabularies such
as ours when dealing with out-of-vocabulary words, we used
a special word (’PAD’) to substitute object classes with less
than five occurrences in the dataset [38]. Nevertheless, the
above-described method is well known to be applicable and
generalise to larger vocabulary sizes [39]. The script could
only include words in NIP if they are part of our vocabulary.

After augmenting each dataset entry in ALFRED with CD
and NIP , we used the latter to train our word embedding
model. For this, we used the Word2Vec module from genism
library 3.8.3. with 25 as embedding dimension, a window
size of 3 and skip-gram representation.

Next, we implemented the sequence classification model
using CNTK 2.7 and trained with the Adam optimiser using
a batch size of 64 for five epochs. We used 25 as embedding
dimension, 50 as the dimension for the LSTM cell and four
as the number of output classes for the dense layer, one
per locality label in L. We compared three different model
configurations: 1) linear embedding and the last LSTM block
for classification of the entire sequence, 2) linear embedding
and the aggregated output from all LSTM blocks as input
to the dense layer, and 3) using our word embedding model
as embedding layer with the aggregated output of all LSTM
blocks. We chose to keep the latter as it obtained the smallest
error during validation.

Lastly, we implemented the feasibility filter using an off-
the-shelf fast-forward v2.1 planner [40] and deployed (AP)2

using ROS Noetic on laptop computer with an Intel(R)
Core(TM) i7-8700K CPU and a GeForce GTX 1070 Mobile
GPU. We used the Microsoft HoloLens 2 as HMD and Unity
2019.4.10f1, Mixed Reality Toolkit-Unity v2.5.3, and ROS
Sharp to build the AR HMD UI running on it.

To achieve a stable display framerate while dealing with
long-running object detection algorithms, we integrated our
AR HMD UI with ROS via ROS Sharp to run these al-
gorithms on a separate computer. For this, we format the
photos taken with the HMD to make them compatible with
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Fig. 8: Frequency distribution plot for the 30 most common words
in ALFRED dataset’s train split after cleaning and normalisation.

an appropriate ROS message and publish them under a
topic. Then, off-the-shelf object detection algorithms such as
YOLO-ROS [41], subscribe to this topic, process the image
and return the resulting bounding boxes.

To demonstrate the applicability of the proposed architec-
ture in an AR HMD UI for robot control scenario (Figure 1),
we set up a bedroom environment. The setup included
receptacles, e.g. a bed, chair, desk and side table, and general
objects such as a laptop, phone, tv-remote, tennis racket and
keychain. We used a Baxter robot plugged into a Ridgeback
omnidirectional base and equipped with two Robotiq 2F-85
grippers as assistive mobile manipulator. We implemented
navigation and pick and place capabilities for Baxter using
the affordance representation from Equation 2. The user
context (Equation 8) that results from this setup is α =
“bedroom:navigation:pickplace”.

In section V we report some examples of options returned
by (AP)2, the time from an update of the state knowledge to
the display of feasible options in the HMD while changing
the number of plans considered after ranking, as well as the
number of feasible plans obtained. Further details of this
demonstration are included in the supplementary video.

V. RESULTS

Figure 8 shows a frequency distribution plot of the 30
most common words in the dataset to illustrate the effect
of the NLP cleaning and normalisation over the dataset. A
total of 104686 words were included in the NIP component
when considering all E+ in the dataset’s train split. A total
of 107 object classes were included in the vocabulary, while
the remaining were substituted by the special word ’PAD’
because of their low frequency.

Figure 4 includes the number of dataset entries that
resulted from the CD added to the dataset. Notice that, as
all plans in ALFRED require the robot to move between
places to be completed, the algorithm does not add dataset
entries to the manipulation nodes in the second hierarchy
level of the tree. Therefore, they are not shown in Figure 4.
Only the navigation node is further extended with all possible
combinations of manipulation capabilities: pick and place,
open and close, turn on/off, and slice. Regarding the plans
included in the first hierarchy level (Condition = “Locality”

Fig. 9: t-SNE 2D projection of the trained word embedding model.
Objects found in the same locality are closer to each other compared
to objects from different localities.

in Figure 4), these are dataset entries included in the dataset’s
testing split that do not provide a GP component (Equa-
tion 3). Therefore, we do not consider these plans further.

Figure 9 presents a 2-dimensional T-distributed Stochastic
Neighbour Embedding (t-SNE) projection of the word vec-
tors to illustrate our word representation model. Notice that
objects found in the same locality are closer to each other
compared to objects from different localities. Words such
as ”teddy bear” and ”scrub brush” have low frequencies.
Therefore they are poorly represented in the embeddings.
Similarly, words such as ”shelf” and ”floor” are distributed
between clusters because they appear in multiple contexts.

Figure 10 (a) shows that the computational time for the
ranking stage of (AP)2 is proportional to the number of
relevant plans provided by the search stage (Ψ). For this
plot, sentence embedding are precomputed for all plans
in the dataset, stored in memory during initialisation, and
retrieved using their associated Pid at run-time. To report
the computational saving associated with the possibility that
(AP)2 has to dynamically update potential goal states rather
than having to consider the entire dataset, we first measured
two cases to choose from as the longest possible time it
would take the algorithm to compute Ψ from the search
tree, i.e., worst-case scenario: 1) the branch with the deepest
node in the tree (59 µs), and 2) the branch with the highest
number of plans (36 µs). These times were then added to
what it takes (AP)2 to complete the ranking stage for the
plans referenced by their corresponding nodes and all their
ancestors in either case: 2951 and 3440 files, respectively.
The longest time resulted to be 83 ms, while the same process
took 0.18 s for the entire dataset, resulting in an associated
improvement of at least 50%.

Due to the fundamentally different approaches to proactive
planning used by our method (affordance-based) and other
state-of-art methods (action-oriented), it is difficult to provide
a direct comparison against these methods. However, as
some of these methods leverage recognition as planning
approaches [10], and therefore rely on a planning system,
we can provide a comparison in terms of the computational
savings associated with planner usage. Table I is used for
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TABLE I: Time performance and feasibility details.

LS Total # of plans Time (s) # of feasible plans

Kitchen 440 4.2 0
Living Room 687 14.3 32
Bedroom 631 24.7 107
Bathroom 522 3.0 0

Total 2280 46.2 139

this comparison. In the first column, the table shows the
total number of plans per locality in the dataset that can
be considered for a robot with navigation and pick/place
capabilities. The second column shows the time it takes
our algorithm to present options to the user (if any). As
seen, the values in this column are in the order of seconds.
Therefore, the processing time associated with other stages
of the algorithm (83 ms) were considered to be negligible.
Thus, we used these values to represent the computational
expenses associated with planner usage.

Methods such as [42], [43], [44] need to call the planner
twice for every possible goal and cannot filter these goals.
This means that, for these methods, the time to present
options to the user would be at least 46.2 ∗ 2 = 92.4s. More
recent approaches such as [10] avoid calling the planner
twice. However, they still cannot consider just relevant goal
states, meaning that it would take methods such as this one
at least 46.2 s to provide options to the user. By providing
means for dichotomising the search space, our method takes
24.7 s to present these options, a reduction of at least 47%.

To understand the effect of such dichotomisation, we
compared the number of options obtained as output with
and without dichotomising the search space for our bedroom
setup. The results are shown in column three of Table I. By
considering only the plans in LS = bedroom, our algorithm
missed 32 feasible options from LS = living room. How-
ever, a manual inspection of those 32 options revealed that
these options involved the same combinations of low-level
actions and objects that result from the 107 options provided
by our algorithm.

For Figure 10 (b), we measured the time it took the
AR HMD UI to receive options after updating the state
knowledge with an increasing number of files analysed by
the planner. By configuring the number of plans that are
input to the feasibility filter, we can adjust this time to a
suitable value for the user, which will vary depending on
their preferences, thus potentially improving interactivity. To
configure the time to provide options to the user, we do not
constrain the PDDL-based planning system in any way. We
instead reduce the number of plans that it will analyse. We
do this by removing the least semantically similar plans from
ΨR. For example, the α resulting from our bedroom setup
translates into a waiting time for the user of 24.7 s if the
size of ΨR is kept the same as Ψ. If we instead reduce this
size to 100 plans, the waiting time is reduced to 5.96 s.

However, by reducing the number of plans analysed by
the planner, we also reduce the maximum number of options
presented from 107 to 30 in the previous example (Figure 10

(a) Number of plans input to ranking stage.

(b) Number of plans input to the feasibility filter stage.

(c) Number of plans input to the feasibility filter stage.

Fig. 10: Time vs the number of plans processed by (AP )2. (a)
Ranking stage: sentence embedding and cosine similarity. (b) From
updating the state knowledge to displaying feasible plans provided
as options through the AR HMD UI. The right y axis shows the
number of feasible plans obtained as output.

(b)). While this might seem like an important reduction at
first, such reduction does not have a significant effect on the
combination of low-level actions and objects output. In the
following experiments, we show that most of these options
result in redundant combinations. Therefore, independently
of the size of the plan set analysed by the planning system,
our algorithm’s solution is optimal in the sense that it outputs
and presents all feasible combinations of low-level actions
and objects existing in the dataset.

In Figure 10 (c), we demonstrate the effect of removing
the least semantically similar plans from ΨR. We expected
that plans towards the end of the set involve objects that are
not present in the environment, hence their lower semantic
similarity. Therefore, they will result in fewer feasible plans
when compared with plans from the beginning of the set. As
seen, the percentage of feasible plans quickly falls as more
plans from ΨR are considered, thus consistent with what we
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expected.
Our last experiment validates how well our algorithm can

combine low-level actions to provide higher-level options to
the user. For this, we first categorised objects in two general
classes depending on their functionality: 1) receptacles and
2) general objects. Given the low-level robot actions available
for the experiment, we measured which combinations of low-
level actions, receptacles, and general objects were output.
Furthermore, we also measured after how many plans input
to the feasibility filter an existing combination was output. In
addition, we counted the number of options that resulted in
the same combination. For example, ”Place a book on a bed”
and ”Put a book on the bed” are options that resulted from
considering different entries in ΨR, but they are equivalent
combinations of low-level actions and objects. We show the
results in Figure 11.

Importantly for the aims of this paper, 60% of the existing
interactions in the dataset are output after just considering
the first 100 plans in ΨR. Furthermore, 80% are output after
considering the first 200. Interestingly, the output contains
several redundant combinations (13 for ”book”-”desk”, 10
for ”cell phone”-”desk”, etc.) while options for other com-
binations are not produced (”remote control”-”arm chair”).
This could be explained by the relatively low frequency of
appearance for some words in the dataset, which directly
relates to the number of plans in which they are considered.
Furthermore, objects such as ”laptop” have more plans that
relate to turning it on/off, but not for picking and placing it,
while objects such as ”remote control” have more plans in
other localities, e.g. living-room, which explains why fewer
or no options were provided for these objects.

VI. CONCLUSIONS

In this paper we presented (AP)2, an algorithm that
proactively identifies feasible sequences of atomic actions
by leveraging large datasets of plans defined using human
language. (AP)2 incorporates language-driven and planning
algorithms to provide the most relevant and feasible plans
given the user’s context, and provides means to reduce the
time required to generate and present these as options to
the user. We presented a method that allows affordance-
aware AR UI for robot control to combine atomic actions
and provide higher-level options to the user. Furthermore, we
provided a means for dynamically updating goal states and
the amount of semantically relevant plans that are analysed
to facilitate ways to improve interactivity for the user. We
also validated the applicability of the proposed architecture
with an assistive mobile manipulator deployed in a bedroom
environment and controlled using an AR UI.

However, our current implementation relies on English-
written text to present robot affordances to the user. Written
language is limited in effectiveness to those who can read and
is effective only for those who understand the language being
used. This limits our proposed platform from reaching a more
diverse user base. Furthermore, our current implementation
presents the set of feasible plans in the same order each plan
is output by the feasibility filter. Such a set could be big, and

Fig. 11: Combination matrix for receptacles and general objects.
Colours represent the number of plans the feasibility filter analysed
before outputting an option describing the combination of low-
level actions, general objects, and receptacles. The frequency of
appearance in the dataset for each associated word and the number
of options resulting in the same combination are also shown.

finding the option the user is actually interested in might take
time, potentially limiting how useful our proposed platform
is perceived by the user. In future work, we will design
and evaluate a series of graphic devices to communicate
information without words. In addition, we will incorporate
the user’s preferences and habits as part of the context
information used during ranking to make its order more
relevant for the user.
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