
Imperial College London

Department of Computing

3D Reconstruction from Stereo

and Photometric Cues in

Minimally Invasive Surgery

Marco Visentini-Scarzanella

January 2012

Supervised by Prof. Guang-Zhong Yang

Submitted in part fulfilment of the requirements for the degree of

Doctor of Philosophy in Computing of Imperial College London

and the Diploma of Imperial College London

1



Abstract

During the last decade, an increasing number of advanced platforms for

robotic assisted Minimally Invasive Surgery (MIS) have been translated

from research concepts to practical systems used in routine clinical set-

tings. Such systems have defined their own niche in the market place and

are gaining increasing acceptance by the surgical community. More impor-

tantly, they improve surgeons’ dexterity and intra-operative visualisation

together with the benefits of improved procedural time, safety, consistency

and patient outcome.

Some of the new technical features integrated within current robotic sys-

tems include higher degrees of freedom for more agile manoeuvring, tremor

filtering and haptic feedback. Where the next frontier lies in terms of novel

means of surgical assistance is in navigation systems that would enable

intra-operative surgical guidance, imposing dynamic active constraints and

high fidelity augmented reality environments.

At the foundation of all navigation systems lies an accurate 3D recon-

struction algorithm. To overcome the current limitations of feature-based

matching and reconstruction systems, this thesis investigates a method to

integrate depth information from conventional stereo 3D reconstruction with

photometric cues from Shape-from-Shading techniques. This is further en-

hanced with a gaze-contingent framework suitable for intra-operative nav-

igation during MIS. The resulting system is suitable for applications with

existing MIS platforms without the need of additional hardware, ensuring

increased accuracy in areas without salient anatomical landmarks or artifi-

cially introduced fiducials.

Furthermore, a multi-scale feature detector is proposed for intra-operative

stereo telestration required for telementoring and remote collaboration of

robotic assisted MIS. An improved formulation of the current state-of-the-

art in Shape-from-Shading is integrated with intra-operative scenes for ac-

curate metric depth recovery. The potential clinical application of the tech-
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nique is demonstrated for autonomous navigation of wireless capsule endo-

scopes.

Future research directions and preliminary results of integrating pho-

tometric stereo constraints for reliable reconstruction of featureless, non-

Lambertian deforming tissue surfaces are provided and all methods pro-

posed have been validated with either in vivo or phantom experiments to

justify their potential clinical values in MIS.
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magis ingenio quam libris tibi opus est

...

‘If Fog were non-existent, all lines would appear

equally and indistinguishably clear; and this is

actually the case in those unhappy countries in

which the atmosphere is perfectly dry and trans-

parent. But wherever there is a rich supply of Fog

objects that are at a distance, say of three feet,

are appreciably dimmer than those at a distance

of two feet eleven inches; and the result is that

by careful and constant experimental observation

of comparative dimness and clearness, we are en-

abled to infer with great exactness the configu-

ration of the object observed.’ Edwin A. Abbot,

Flatland, 1884.
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1 Introduction

Robotic assisted Minimally Invasive Surgery (MIS) has been increasingly

used for procedures in bariatric surgery, nephrectomies, cholecystectomies

and radical prostatectomies. Its advantages over conventional MIS proce-

dures are clear: increased dexterity given by additional degrees-of-freedom,

easier learning curve, higher precision due to motion scaling and tremor fil-

tering, and improved 3D vision. The technique also inherits all the advan-

tages of MIS: reduced patient trauma, better cosmetic results and shorter

patient hospitalisation leading to better recovery and quality of life after

surgery.

However, in order for the procedures to be as minimally invasive as pos-

sible, stringent size requirements imposed on the instrumentation have a

detrimental effect on the surgeon’s performance. Small cameras have a lim-

ited field-of-view, leading to potential disorientation. This is exacerbated

by the fulcrum effect present in traditional laparoscopy as well as a lack

of haptic feedback in robotic MIS. The reduced degree of manipulation

also highlights the need to automatically identify key anatomical structures

within the targeted areas without exploratory manoeuvres. The general

lack of haptic feedback requires safety methods to prevent surgeons from

inadvertent damage to critical anatomical structures.

Technology is playing a pivotal role of not only compensating for the

shortcomings in MIS, but also to augment the information delivered to the

surgeon with data that would not be available even during open surgery. Ex-

amples include registration of pre-operative X-ray Computed Tomography

(CT) or Magnetic Resonance Imaging (MRI) data to the intra-operatively

visualised scenes, automatic orientation and navigation of instruments, vir-

tual tissue stabilisation, Augmented Reality (AR) visualisation with real-

time tracking of intra-operative annotations and dynamic active constraints

to protect critical areas. Significant effort has also been placed on the devel-

opment of autonomous micro-robots such as those self-navigated endoscopic
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capsules for targeted diagnosis and therapy.

Promises of such systems in the horizon have also led to mechanical inno-

vations with new instruments being developed for flexible access for single

incision and Natural Orifice Transluminal Endoscopic Surgery (NOTES).

These more complicated procedures require even more support from navi-

gation and AR systems mentioned above due to their greater disorientation

potential and substantial path-finding challenges.

At the foundation of all these systems lies the requirement for a reliable

method being able to recover 3D structural information from the visualised

endoscopic scene. In recent years, various approaches have been proposed

to efficiently compute semi-dense 3D maps of MIS scenes using stereo data.

Apart from the requirement of a robotic platform with stereo visualisation

capabilities with its inherent high purchase, training and maintenance costs,

these methods have followed closely the mainstream computer vision tech-

niques which require efficient matching of visual features. However, MIS

data is characterised by large homogeneous areas and a paucity of salient

visual features. Moreover, features present are unreliable and can frequently

lead to false matches, compounded by artefacts such as specular highlights

on the tissue surface.

Additionally, the number of situations in which depth-from-stereo meth-

ods can be adopted is a fraction of the total number of procedures in which

3D reconstruction could be helpful. Apart from the operating costs of stereo

systems mentioned above, there is still scepticism in the surgical community

on whether stereo visualisation leads to practical advantages for the operat-

ing surgeon, and as a consequence of this debate stereo systems are not yet

widely adopted in routine MIS settings. In practice, there are also cases in

which stereo cameras are not feasible because of their size and complexity,

e.g., in the case of autonomous endoscopic capsules. In capsule endoscopy,

automatic navigation is important to reduce the amount of data that the

gastroenterologist would have to examine as well as reducing the amount of

low-quality meaningless data, such as when the camera is too close to the

intestinal wall.

In all the cases mentioned above, there is the necessity of developing sys-

tems for 3D reconstruction based on monocular cameras for the current gen-

eration of MIS. Among others, the most successful approaches found in the

literature are based either on the notion that the scene is completely static
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and acquiring a variety of viewpoints, such as MonoSLAM (Simultaneous

Localisation and Mapping), or based on the physical image formation pro-

cess using the perceived brightness to model the underlying scene structure,

such as Shape-from-Shading (SFS). In the case of SLAM or Structure-from-

Motion (SFM), the assumption of a static scene is not feasible for most MIS

data. Moreover, the requirement of numerous images to be acquired under

varying viewpoints cannot be satisfied in most critical cases due to the diffi-

culties in manoeuvring the camera near sensitive areas. SFS systems, on the

other hand, can operate on a single frame, but in most of their formulations

are mathematically ill-posed. Moreover, they do not allow for metric depth

recovery as, even in its simplest formulation, SFS methods only allow 3D

reconstruction up to an unknown scale factor. Although SFS is one of the

most explored topics in computer vision, its potential for MIS navigation,

however, remains under-explored.

In this thesis, we aim to revisit some of the methods from 3D reconstruc-

tion to improve their performance bearing in mind the specific MIS data

characteristics. More specifically, the main contributions of this work are:

• Exploiting the complementarity of information provided by stereo and

SFS systems to create a method for dense 3D reconstruction less reliant

on the presence of visual features.

• Developing a feature detector more robust to MIS data conditions for

more accurate feature-based reconstruction, with applications to 3D

annotation tracking.

• Developing a novel yet realistic formulation of the SFS problem that

takes into account the camera-light source setup found in MIS appli-

cation and allows to recover metric 3D information.

• Creating a practical calibration system for SFS methods to recover

metric depth information, with applications to automatic capsule en-

doscopy navigation.

• Integrating photometric constraints within a stereo matching system

for more accurate 3D reconstruction under Lambertian and non-Lambertian

conditions.
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1.1 Thesis structure

In Chapter 2, we will first introduce the problem of 3D reconstruction in

MIS. A brief overview of the recent advances in robotic assisted MIS is pro-

vided to identify the technical gaps present in current systems that could

benefit from depth information. This is followed by a description of the

potential application scenarios for systems including 3D reconstruction. Fi-

nally, we outline the current state-of-the-art in vision-based 3D reconstruc-

tion, highlighting the benefits and shortcomings of available techniques in

relation to the MIS scenario.

In Chapter 3, we propose a first implementation of a 3D reconstruction

system based on Bayesian fusion of stereo and SFS data. The complemen-

tarity of the data recovered by the two techniques (high frequency gra-

dient detail from SFS and low frequency depth information from stereo)

makes them ideally suited for integration. More specifically, we will address

the problem of a lack of complete dense reconstruction from stereo due to

paucity of visual features by ’filling the gaps’ in the reconstruction using

correlated SFS gradient information within a Bayesian framework.

The study performed in Chapter 3 was useful to highlight the issues of

current approaches to stereo and SFS reconstruction. In Chapter 4, we

propose a multi-scale anisotropic feature detector with increased robustness

to MIS data, thus leading to increased reconstruction accuracy in feature-

based stereo systems. The proposed method is applied to a 3D telestration

and tracking of intra-operative endoscopic data with low feature density.

As well as improving the feature matching performance in Chapter 4, in

Chapter 5 we will address the formulation of SFS algorithms. We propose a

novel modelling that takes into account a realistic camera-light source setup

with a perspective camera and a point-like light source close to the surface

and away from the optical centre. We will further demonstrate how this

formulation allows triangulating the spatial location of specular highlights,

thus enabling to recover the surface albedo of uniform objects.

In Chapter 6, we then focus on a practical calibration method to recover

the surface albedo for automatic endoscopic capsule navigation using SFS.

Our proposed method uses a combination of feature tracking and a known

displacement to find the ratio between SFS-recovered feature displacement

distance and the actual metric distance to enable the conversion between
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depth in the SFS frame of reference and metric space.

Finally, in Chapter 7 we will discuss the conclusions of our findings

and propose future directions along for the research presented in this the-

sis, specifically mentioning the possibility of using multispectral photomet-

ric stereo techniques for dense stereo reconstruction of textureless non-

Lambertian objects. This is further explored in the Appendix with some

preliminary results.
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2 3D Reconstruction in Robotic

Assisted Minimally Invasive

Surgery

2.1 Introduction

In this thesis, most of the images we will use are from endoscopes. Endo-

scopic surgery, in itself has a long history. The need for increased instrument

access and operational capabilities has been relentlessly pushing the field

through three major paradigm shifts since the early days of medicine [25].

Endoscopic examinations were first described by Hippocrates of Kos (460-

375 bc) and known among Greeks and Romans, where speculums were used

for rectal and cervix inspections. Throughout the following two millen-

nia, evolutions consisted mainly of longer tubes conveying ambient light to

deeper luminal areas, but were still plagued by difficulties due to instrument

rigidity, poor illumination and colour distortion.

The first breakthrough in endoscopic surgery did not occur until the be-

ginning of the 19th century, first with Frankfurt physician Philip Bozzini in

1805 and then with Antonin J. Desormeaux in 1865 who first introduced the

use of lenses and mirrors in order to concentrate a beam of light through the

tube to more distant areas. The subsequent development of the telescope

and the incandescent light bulb allowed for further advances in the field, al-

lowing greater clarity and semiflexible endoscopes, at the cost of increased

danger from overheating and complex lens arrangements for semiflexible

devices.

It was not until the late 1950s that Hirschowitz, Peters and Curtis applied

the theory of light-conducting fibers proposed by Heinrich Lamm in 1930

and developed the first flexible fiberoptic gastroscope, bringing about the

third era of endoscopic surgery and establishing the design foundations for
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modern endoscopes.

Modern endoscopic surgery has been characterised by devices augment-

ing the diagnostic capabilities of flexible endoscopes by allowing therapeu-

tic intervention. Biopsies, injections and small organ retractions are now

all possible through standard endoscopic surgery. Advances in computer

technology allowed clearer video feeds through video cameras, and modern

miniaturisation technology made multi-modal endoscopy possible by inte-

grating video and ultrasound data in endoscopic ultrasonography (EUS).

Since the 1990s, the number of surgery centres using Minimally Invasive

Surgery (MIS) has trebled, with now more than 70% of all surgeries per-

formed being classified as outpatient, against less than 15% in the early

1980s [26] It is a combination of cost-effectiveness and reduced trauma the

reason that lies behind this increasing popularity: reduced operating and

hospitalisation time led to a higher throughput and efficiency for hospi-

tals, while reduced trauma and post-operative complications [27] effected

a change of attitude from the public opinion, with surgical procedures not

being perceived to be as major or life-threatening as they were before with

traditional methods.

A new pattern gradually emerges: as scientific advances in optics in the

19th century and in physics and computer technology in the 20th cen-

tury found important applications in endoscopic surgery causing two major

paradigm shifts, similarly today we are witnessing another radical change

in this steadily advancing field.

With the recent introduction of robotically assisted MIS, the combination

of viable robotic technology and laparoscopic procedures becomies increas-

ingly used for operations such as cholecystectomies and prostatectomies.

The development of commercial robotic systems such as Zeus and daVinci

(Intuitive Surgical, California) [28] played a key part in its clinical adoption.

The current trend sees a further shift towards integration of machine

learning, computer vision and augmented reality not only for large telesurgery

stations, but more recently for experimental self-navigating or navigated

miniaturised robotic devices [29–31] for applications both in conventional

endoscopic surgery as well as the emerging field of Single Incision Laparo-

scopic Surgery (SILS) [32] and Natural Orifice Transluminal Endoscopic

Surgery (NOTES) [33,34].

It is in this context that systems aimed at real-time 3D deformation
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Figure 2.1: Left: daVinci surgical console. Right: daVinci slave robotic
module. Source: Intuitive Surgical

recovery come into play: depth recovery can find applications in surgery

from active constraints to increase procedural safety, to obstacle avoidance

for self-navigating robots, to dynamic motion compensation during beating

heart surgery. For this task, it is often impractical, due to physical limi-

tations or applications, to use additional complex imaging devices such as

ultrasound or laser scanners [35], the most natural source of information

being what is already commonly in place: the endoscope’s camera.

In this chapter, we present the current state-of-the-art in robotic platform

for MIS, followed by some key clinical applications of 3D reconstruction and

an overview of the main techniques currently being addressed.

2.2 Robotic platforms for MIS

Since the early 1990s, considerable developments have been made in the

area of robotic assisted MIS. This was a direct response to the growing

number of conventional MIS procedures: while MIS offered many advan-

tages compared to open surgery in terms of trauma reduction and recovery

time, instrumentation was primitive and the field-of-view limited. There-

fore, robotic assisted MIS platforms primarily aim to restore the freedom of

motion and dexterity that open surgery can provide.

Two systems were developed in parallel: the daVinci surgical robot [36,37]

(shown in Figure 2.1) and the Zeus [38, 39]. The Zeus (Computer Motion,
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Inc.) was a voice-controlled robot with three surgical arms and four degrees-

of-freedom (DoF) consisting of a master console that can be used by the

surgeon to control the slave module that carries out the procedure. This

modular structure allows to perform telesurgery even at long distances.

This was proven with the 2001 ‘Lindbergh’ operation: the world’s first

transatlantic procedure [40]. The system’s dexterity was also proven by

executing the world’s first totally endoscopic beating heart bypass graft

procedure [41].

However, despite these records the daVinci was ultimately to become the

world’s leading platform for robotic assisted MIS, following a legal battle

against Computer Motion. The daVinci system is now in its third incarna-

tion, can support up to four surgical arms and two master consoles, each

equipped with full-HD immersive 3D displays streaming the video data ac-

quired by the robotic stereo endoscope. The robotic arms are controlled

by proprietary manipulators with seven DoF, offering the same degrees-of-

freedom that a human wrist can reproduce. Motion is filtered to eliminate

tremors and can be scaled up or down for finer motion control. DaVinci sys-

tems are currently used mainly for urology [42] and bariatric surgery. Other

similar master-slave systems are the MIROSURGE from DLR [43] and the

RAVEN from Washington University. New platforms are also currently un-

der development: notably, the AMADEUS surgical system by Titan Medical

(show in Figure 2.2) offers similar functionalities to the daVinci with the

addition of haptic feedback.

While these robots have proven to be popular and effectively increase

surgeon’s dexterity and procedural safety [44, 45], novel, even less invasive

procedures such as NOTES [33, 34] and SILS [32] require instrument flexi-

bility as the access ports might not be within a direct line of sight from the

target structure [46].

As a result, a number of flexible access platforms are being developed

to address these issues. Notably, the COBRAsurge system from the Uni-

versity of Nebraska [47], the IREP robot from Columbia University [48],

the MASTER robot from Nangyang Technological University [49] and the

SPRINT robot from SSSA [50]. All these robots offer flexible access but lack

controlled flexibility along curved paths or the ability to pass instruments

through them. In contrast, the i-SNAKE robot from the Hamlyn Centre

of Imperial College [1], shown in Figure 2.3 during a porcine transvaginal
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Figure 2.2: The AMADEUS surgical robot with haptic feedback. Source:
Titan Medical

tubal ligation procedure, addresses these final two issues.

These new platforms represent an exciting opportunity to develop technol-

ogy to push them beyond restoring the dexterity lost during the transition

from open to minimally invasive surgery. In the next section, we provide

some examples of such applications.

2.3 MIS Applications

2.3.1 3D perception and view synthesis

In the medical community at large there is still a perceived ambivalence on

whether 3D visualization techniques are beneficial to the surgeon and to the

overall procedural safety or if they merely increase the cognitive burden.

However, this is mostly due to the technological limitations of first-generation

3D display systems, which aside from a low image definition, caused dizzi-

ness and eye fatigue [51–57]. Moreover, any beneficial effect of enhanced 3D

perception was offset during 2D/3D performance comparison by the rapid

increase in recent years of both image quality and resolution of 2D sys-

tems which provided additional cues that the surgeon could use for spatial

orientation [58].

Significantly, more recent studies and investigations analysing surgical

performance during tasks that required a high degree of precision and under-

standing of structure were in favour of 3D display technologies [44,45,59–62],
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Figure 2.3: Left: the i-SNAKE robot retroflexing during a porcine transvagi-
nal tubal ligation procedure. Right: close up of the tubal liga-
tion. From [1]

with reported performance times and error rates reduced by up to 50% and

two-thirds respectively in [44,45]. Studies of AR applications to surgery also

favoured 3D displays both for the enhanced depth cues that can be used for

the perception of complex structures such as the relief within vessel bundles

and for the increased ease of integration of augmented synthetic data [63].

With the mass adoption of 3D home entertainment systems, 3D visu-

alization technology has gained momentum with a shift towards wearable

systems (e.g. passive/active shutter glasses). Such systems offer several

advantages when compared to the main competing technologies, wearable

binocular head-mounted displays (HMDs) and active autostereoscopic dis-

plays, mainly in terms of available resolutions, cost, weight and possibility

of multiple simultaneous users.

For PC workstations, one of the available solutions is the NVIDIA 3D

Vision system, which consists of an USB IR hub which synchronises a pair

of lightweight shutter glasses with the signal on screen. The screen itself

displays quad-buffered images at 120Hz, or 60Hz per channel. An improved

Pro version makes use of an RF hub for the shutter glasses synchronisation

which allows multiple users to view the 3D content. An example of a custom

3D display solution is shown in Figure 2.4.

Crucially, the system supports both DirectX and OpenGL technology

that makes it ideal for custom AR applications. This openness of the API

allows to further enhance the surgeon’s depth perception: as image dispar-
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(a) (b)

Figure 2.4: Example of 3D screen display. (a) Phantom heart visualised
in 3D on a commercially available 3D monitor. (b) Integration
of 3D display functionality on a custom console, including AR
visualisation of haptic manipulator’s position.

ity between the left and right channel increases linearly with the chosen

display resolution and can be arbitrarily modified, the perceived depth of

field can be entirely customised, thus improving the view of relatively flat

environments with scarce depth cues.

This technology not only allows affordable 3D visualisation of surgical

scenes, but also allows 3D display of surgical environments even when only

monocular endoscopic cameras are available. In [64], 3D structure is recov-

ered with a Structure-From-Motion (SFM) algorithm (presented in Section

2.4.2) and 3D disparity is artificially created for a synthetic view. A similar

approach was also proposed in [65], where rigid scenes were recovered with

a SFM algorithm for view synthesis and 3D visualisation.

2.3.2 Active constraints

In robotic systems, an attractive application of intra-operative real-time 3D

reconstruction is assistive control of the robotic instruments. With hap-

tic feedback not yet available on commercial systems and varying levels

of performance, instrument-tissue contact perception can be an issue for

both exploratory surgery and manipulation of critical structures during, for

35



Figure 2.5: Virtual simulation of active constraints with a hyper-redundant
robot. The operator can position a virtual tool (in green)
steadily on the model surface, thus defining a surface control
point. The final allowed robot path is shown with circular con-
tours.

example, radical prostatectomy for nerve bundle preservation or retinal in-

tervention [66, 67]. To compound the issue, in conventional laparoscopy as

well as most robotic systems, 3D visualisation is not an integral component

of the overall platform, making correct depth perception more difficult.

The concept of dynamic active constraints or virtual fixtures requires

online estimation of the 3D position of either a target point or surface area,

which in realistic cases is deforming dynamically. The 3D information is

then fed into the robotic control loop to either lock onto the target feature

in case of virtual fixtures [66–68] or avoid contact with critical areas in the

case of active constraints, shown for hyper-redundant robots in [69–71]. A

scheme illustrating the concept of active constraints for hyper-redundant

robots within the context of a maze procedure is shown in Figure 2.5.

2.3.3 Registration and augmented reality

One of the main applications of 3D reconstruction in MIS is the creation of

an Augmented Reality (AR) environment to provide additional information

to the operating surgeon. Typical AR systems exploit the possibility to

tap into the digital video stream from the endoscope to the surgical console

to allow the superimposition of pre-operative anatomical data as well as
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intra-operative annotations onto the visualised scene. For an AR system

to be of practical value in a clinical setting, though, several architectural

factors have to be determined. First, a modality has to be chosen for real-

time reconstruction and tracking. Then, the physical medium chosen to

display the augmented environment has to be determined. Finally, different

rendering mechanisms can lead to radically different levels of perceptual

quality, with issues including inaccurate depth ordering perception, motion

sickness and fatigue [63].

For real-time reconstruction and tracking, external systems such as inter-

ventional ultrasound and magnetic and optical fiducial tracking are some

of the candidates. These systems are described at length in Section 2.4.1.

Briefly, while guaranteeing accurate, repeatable performance, external sys-

tems increase the demands in terms of number of medical staff required

in the operating theatre and physical space required. More importantly,

since the obtained information has to be registered to the endoscopic cam-

era’s frame of reference, accurate spatial calibration has to be maintained

between the 3D imaging probe and the camera, which is difficult without

further external apparatus. If fiducial markers are employed, these have

to be physically applied to the patient’s tissue surface and tracked intra-

operatively, thereby lengthening the procedural time and the interventional

impact. Finally, issues remain in terms of time synchronisation of exter-

nal 3D data and endoscopic video because of different capture rates and

processing lags.

The second design choice for AR systems concerns the way augmented

information is conveyed to the surgeon. Before the advent of perceptu-

ally pleasing 3D displays, other solutions included Head-Mounted Displays

(HMD), transparent windows placed between the surgeon and the patient,

and optical projectors [63, 72]. As mentioned in the previous section, the

consensus is now moving towards 3D displays, that have now reached suffi-

cient qualitative levels for prolonged operation without posture-related fa-

tigue or eye-strain. For a deeper description of the issues with modern AR

systems, an excellent review is given in [63,72,73].

The third issue lies in the blending mechanism adopted for offering a

mixed view of the real scene and synthetic objects. In his recent review,

Kruijff et al. [74] identify the individual issues that have to be tackled for

any AR system in order to be effective.
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Apart from the role of stereopsis for correct structure perception that has

already been addressed with the choice of display technology, some of the is-

sues that remain to be addressed are registration errors, lighting/shadowing

and colour fidelity of rendered synthetic objects and most importantly the

integration of cues for relative depth ordering, also highlighted in [63].

While stereopsis allows gross 3D metric space localisation of each ele-

ment in the scene, relative depth cues allow us to understand finer ordering

relationships between adjacent or partially overlapping areas with similar

distance from the viewer. In order for the user to correctly infer these

relationships, it is essential to include relative depth cues, which include

a perceptually correct occlusion handling mechanism while still allowing a

good visibility of the synthetic area of interest to be maintained.

This implies a rendering choice regarding how to handle partially or fully

occluded anatomical structures, since most areas of interests such as tu-

mours, vessels and nerve bundles lie underneath the visible surface. If the

target structure is simply overlaid on the scene without explicit occlusion

handling, it is perceived as floating on top of the scene regardless of whether

it is rendered at the correct depth level [75,76].

In order to achieve correct perception, if a realistic rendering of aug-

mented object is to be given, a physically correct rendering model has to be

chosen. This is a particularly difficult problem not only because no colour

information is present a priori on pre-operative models, but also because

material-dependent lighting models and the not insignificant role of specular

highlights and environmental inter-reflections has to be hand-tuned.

Figure 2.6: Inverse Realism during cardiac mitral valve repair (from [2]).
The position and phase of the valve is overlaid on the cardiac
surface for intra-operative guidance.

Both problems have been tackled through the adoption of Inverse Realism
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(IR), a non-photorealistic rendering of the embedded virtual object whilst

maintaining salient anatomical details of the exposed surface [77]. The key

contribution of the technique is to render the exposed anatomical surface

as a translucent layer while keeping sufficient details to aid navigation and

depth cueing. An example of the technique is shown in Figure 2.6.

Figure 2.7: Inverse realism for cardiac procedures (from [3]). From the left:
Original endoscopic image, registered pre-operative 3D mesh,
Overlaid left-anterior descending (LAD) artery, overlaid internal
cardiac chambers.

Recent applications of the technique include real-time intra-operative dis-

play of cardiac vessels and internal structures during beating heart surgery.

In his paper, Pratt et al. [3] infers the parameters of a biomechanical model

governing the deformable motion of beating heart surgery, thus deriving

dense internal and external structure from vision-based tracking of epicar-

dial features and a pre-operative 4D CT scan semi-automatically aligned.

Results from the technique are depicted in Figure 2.7. Other intra-operative

AR systems have been described in [78–81], although in these systems the

main differences lie in applications and 3D image acquisition, whereas the

rendered environment is simply overlaid on either standard monitors or

robotic 3D consoles.

2.3.4 Navigation

Another set of applications for MIS is the reduction of the amount of dis-

orientation experienced by surgeons, particularly during procedures such as

NOTES where the surgical access point might not be within direct line of

sight of the target structure [82]. Disorientation might occur due to the

limited field-of-view of miniaturised endoscopic cameras, lack of model pose

visualisation with flexible instruments or lack of visual features present in

the scene.

These issues have been addressed with the concept of dynamic view ex-
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(a)

(b)

Figure 2.8: Dynamic view expansion on a monocular liver sequence (from
[4]).
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(a) (b)

Figure 2.9: (a) Collection of monocular frames acquired from a porcine
transvaginal NOTES procedure. (b) Resulting expanded view
(from [5]).

pansion, aiming to expand the visual field by incorporating previously visu-

alised neighbouring areas. In [4], a parallax correction method is proposed

to preserve the scene focal point while expanding the view of monocular

images during NOTES procedures (Figure 2.8). In [5], the approach was

extended to dynamic view expansion of monocular scenes with inputs from

on-board inertial sensors for horizon stabilisation (Figure 2.9). Inputs from

inertial sensors was also used in [83] to remove motion blur. The Simulta-

neous Localisation And Mapping approach from [84] was extended in [85]

for stereoscopic sequences to provide dynamic view expansion with dynamic

colouring indicating the reliability of scenes depending on their time of ac-

quisition. Other approaches to disorientation reduction include visual cor-

rection of the endoscope’s orientation to stabilise the image and provide

time-consistent views [86,87].

Navigation can also be improved by visually tracking biopsy sites for

a more uniform spatial distribution of sample locations. In [9], a tool-

tip tracking approach was integrated with feature tracking of static tissue

surface to visualise confocal microscopy optical biopsies. An example of the

technique is shown in Figure 2.13.

2.3.5 Motion stabilisation

Another potential application of technology to MIS is the possibility to

visually stabilise the motion of tissue. This is particularly useful in beat-
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(a) (b)

Figure 2.10: Virtual motion compensation (from [6]). A feature (light blue)
is tracked in 3D over time and the camera motion is set to com-
pensate for the feature motion for a resultant negligible rela-
tive motion. Surrounding features still undergo some residual
motion (red) due to non-uniform deformation characteristics,
however the overall motion is greatly reduced with respect to
the non-stabilised sequence (blue).

ing heart surgery, where despite the use of a sub-xyphoid clamp for tissue

stabilisation, significant residual motion remains. This makes fine-scale ma-

nipulation more complicated, thus increasing the risk of accidental damage.

In [6], a virtual stabilisation system is proposed. The 3D position of

cardiac features of interest is reconstructed and tracked in real-time, and

the motion is compensated by the camera system. Figure 2.10 shows the

motion of features on the heart surface before (blue) and after (red) motion

compensation.

Despite practical implementation issues due to speed in automatic robotic

actuation, motion compensation remains a viable research route for robotic

assisted MIS in dynamic environments.

2.4 Intra-operative 3D reconstruction

All of the systems mentioned so far rely on a robust method for real-time

intra-operative 3D reconstruction to operate. Active constraints need con-

stantly up-to-date information of the distance between the probe and the

tissue; navigation and path planning algorithms need to infer the scene
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structure to calculate a path at a safe distance from the tissue and avoiding

folds and other obstacles; AR methods need to align pre-operative 3D mesh

data to the scene structure.

Structure recovery is a problem that has been long investigated in com-

puter vision. Since the 1970s, algorithms have been devised to recover a

scene’s morphology based on structure triangulation (stereo), optical flow

(Structure From Motion), intensity profile (Shape-from-Shading - SFS), de-

focus, textural information and object silhouettes, depending on the type of

scene and experimental setup available. Nevertheless, while in some areas

the performance levels attained are satisfactory for computer vision applica-

tions in natural scenes, strict accuracy and timing requirement in MIS still

present a challenge. Strict real-time and accurate performance requirements

are a direct consequence of the necessity of operating on moving tissue to

reduce, whenever possible, the need for a cardiopulmonary bypass. This

in turn minimises its potential adverse effects, such as insertion damage to

vessel walls, decline in cognitive functions and higher stroke risk [88,89].

Moreover, MIS visual data exhibits characteristics which break assump-

tions commonly acceptable for natural scenes: non-Lambertian reflectance,

non-rigid deformation, occlusions and paucity of salient regions. Vision-

based systems have the advantage of not requiring any additional hardware

for their operation. However, an alternative to such systems is represented

by the use of external hardware modules, such as interventional ultrasound

(US), Time-of-Flight (ToF) cameras, laser scanners and structured light

projectors.

In this section, we will provide an overview of the main principles behind

these approaches with their main strengths, weaknesses and suitable appli-

cation setups. We also provide the main examples found in the literature

of applications of these methods to MIS scenarios.

2.4.1 Hardware-based systems

Systems based on external hardware have the considerable advantage that,

in most cases, they will offer consistent, repeatable performance. This is

in stark contrast with vision-based systems, where the algorithmic perfor-

mance is inherently tied to the scene content, and therefore impossible to

guarantee a priori.
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The first of such systems is real-time interventional 3D US [90]. Conven-

tional 2D US is a portable, inexpensive solution to capture high resolution

images of anatomical data. However, in order to be used in conjunction

with endoscopes for AR in surgical intervention, it requires an additional

operator to be able to hold the target area precisely within the US imag-

ing plane. This requires very steady conditions and an accurate calibration

of camera and US probe. Moreover, the probe itself does not provide any

3D information. Conversely, 3D US offers the possibility of imaging 3D

information dynamically through blood for instrument guidance.

3D US systems have been used for AR [91], where an US probe was

rigidly mounted on a daVinci system, and instrument guidance for beating

heart mitral valve repair [92]. Guidance, however, remains difficult due to

distorted perception of rigid instruments and a significant lag between data

acquisition and visualisation due to the very high 3D US data transmission

rates [93]. Moreover, without an accurate registration between camera and

US probe and a fixed spatial transform between the two it is difficult to

register the 3D information obtained for AR and guidance purposes. Finally,

the cost of 3D US probes cannot be underestimated if the final aim is to

provide AR guidance for most laparoscopic procedures.

The use of ToF cameras has been proposed in [94], where a ToF module

was integrated within the endoscope tip without any appreciable further

modification to the endoscope structure. While the technology is promising,

improvements on miniaturisation and accuracy are needed before clinical

use. Current systems report coarse resolutions of 64× 48 that can operate at

rates of 20fps. Reported accuracy is of 0.89mm given a working distance of

approximately 3cm from the tissue and after manually discarding 5% of the

pixels because of severe measurement corruption due to chip manufacturing

issues. Given these figures, it is doubtful that the technology is mature

enough to provide medium- to long-distance guidance in procedures such as

NOTES.

Laser scanners have also been investigated in MIS [35]. A horizontally

aligned dot pattern is read by a high-speed camera for structure estimation

at a variable resolution. Laser scanner accuracy is well within the bounds

of acceptability for MIS operation. Nevertheless, apart from requiring an

additional surgical operator, accurate laser-camera calibration, and constant

laser-camera spatial configuration, at finer resolution settings laser scanners
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Figure 2.11: Outline of the structured light system from [7]. The collimated
output of a supercontinuum laser is dispersed using a prism
and focused onto the fibre array. The lens then disperses a
colour coded pattern onto the tissue surface.

are unable to meet real-time requirements. Furthermore, the intensity of

the laser beam has to be adjusted depending on the distance and physical

properties of the target area, therefore measurement inaccuracies might arise

in areas with variable tissue albedo or highly reflective patches. Finally, the

orientation of the scanner has to be expertly monitored in order to be able

to acquire structural information of long, narrow and possibly self-occluding

passages.

Structured light is a technology that relies on shining known patterns on

the tissue surface. The patterns are usually encoded either geometrically

(different geometrical shapes projected to different areas) [95], temporally

(stripes of different widths or colours in rapid succession), or spectrally (an

array of red, blue and green dots in a pre-defined sequence) [7,96], shown in

Figure 2.11. These patterns allow derivation of the orientation of each light

ray giving rise to all of its constituent elements. Given an accurate camera-

light probe calibration, it is then possible to triangulate the structure by

triangulating the ray joining the camera centre to the image element to be

estimated with the ray from the light source to the pattern element.

Before clinical implementation, structured light probes have to overcome

several issues. First, miniaturisation of the probes themselves can be quite

arduous, since most structured light approaches are implemented with large

and unwieldy digital projectors. This problem is amplified by the fact that

patterns in endoscopy would have to be squeezed into a flexible fibre bundle.

Second, despite their high brightness, projection from an incoherent source

through an endoscope with a relatively poor transmission to tissue with high

absorption rate result in dim patterns difficult to segment automatically.
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Third, the original colour used in the pattern can be affected by the colour

of the surface the pattern is shone upon, and the distance dependency of its

brightness can limit the working area. Finally, the distracting effects on the

operating surgeon of a coloured pattern being shone in the surgical scene

would have to be investigated.

2.4.2 Vision-based systems

Stereo reconstruction

Techniques for 3D reconstruction based on stereo correspondence have been

investigated by the computer vision community since the 1970s with the

work of Marr and Poggio [97]. The physical requirements of dual- or multi-

view stereo (MVS) systems are simple to fulfil: a minimum of two cameras

with a known spatial relationship used to provide two different views of the

same scene, and an implicit assumption of a Lambertian reflection model

to ensure colour constancy across views. Extensions have been investigated

in the literature for uncalibrated cameras as well as wide-baseline stereo

matching in MIS [98].

Since its inception, a wide variety of competitive stereo algorithms has

been proposed in the literature. At the time of writing, the Middlebury

stereo dataset1 for evaluation of stereo algorithms included 114 distinct

entries. Despite such variety of available techniques, the basic structure

of stereo algorithms remains the same, as summarised by [99]; given two

calibrated views, a matching cost is computed between features detected in

both frames. Then, final matches are established based on the computed

cost and structural priors, and then triangulated to 3D points in Euclidean

space. A more in-depth overview of stereo systems is given in Chapter 3.

Stereo reconstruction lends itself particularly well to MIS applications:

feature-based algorithms can be algorithmically simple depending on the

choice of cost functions, so that they can meet real-time requirements.

Stereo endoscopes, despite not being yet widespread, are an integral part

of modern robotic platforms. Furthermore, their fixed spatial relationship

does not lead to the requirement for static scenes or recalibration. Crucially,

because of the ability of recovering 3D structure from a single stereo image

pair, they are suitable for reconstruction of scenes undergoing deformable

1http://vision.middlebury.edu/stereo/
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(a) (b)

Figure 2.12: Stereo reconstruction (from [8]). (a) Left frame from the stereo
pair of a phantom heart sequence. (b) Retextured 3D recon-
struction of the scene.

motion, such as breathing, peristalsis or cardiac cycles.

However, image conditions in MIS are not ideal for mainstream computer

vision stereo approaches. Tissue violates the Lambertian reflectance as-

sumption, and while the baseline between the two cameras is small enough

to minimise view-dependent variations, strong specular highlights will still

lead to false stereo matches. Conversely, the small baseline size causes a

large uncertainty volume during triangulation even with correct matches

if subpixel accuracy is not present. Finally, the lack of salient anatomical

structures leads to a trade-off between reconstruction density and accuracy,

since very few pixels correspond to reliable features to be matched.

Mainly due to this last reason, MIS-specific stereo approaches have had

to rely on strong geometrical or smoothness priors to obtain dense 3D re-

constructions. In [100], Stoyanov et al. propagate information from initial

strong matches to their local neighbourhood in an iterative process to in-

crease the reconstruction density. Because of the hierarchical structure, the

method is quite sensitive to initial false matches, such as specular highlights.

An improved version of the method accelerated to real-time performance

thanks to a parallel GPU implementation is given in [8], shown in Figure

2.12. In [101], Richa et al. reconstruct and track distinctive points on the

cardiac surface, using them as control points for a Thin-Plate Spline (TPS)

fitted over a larger region. The approach fits the FPS to the surface by
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minimising its bending energy, but requires dense feature tracking to avoid

the danger of overly smooth reconstructions. Lau et al. adopt a similar

approach in [102] but with B-splines instead of TPSs. In [103], the organ

surface is iteratively learned assuming that the 3D position of every pixel

is a sample from a Gaussian distribution. This allows to virtually remove

instruments from the surgical scene, but is not suitable for dynamically

deforming tissue.

Stereo methods have justifiable received a lot of attention from the computer-

assisted intervention community due to their theoretical performance and

their suitability to the technology available on modern robotic platforms.

However, accuracy and reliability has to be improved in terms of more

accurate modelling of the reflectance conditions and feature detection for

increased reconstruction density.

Structure from Motion

Techniques based on SFM allow the reconstruction of the scene structure

based only on multiple views with unknown camera displacement and ori-

entation. This scenario is equivalent to stereo matching from multiple views

with uncalibrated cameras, and allows the recovery of the structure up to

an unknown scale factor. Therefore, it is not possible to have metric 3D

information without knowing the dimension of at least a section of the scene

in order to find the missing scale.

For SFM techniques to perform adequately, reliable feature tracking algo-

rithms have to be in place. Therefore, they suffer from all the problems in

feature matching already described for stereo systems. More importantly,

conventional SFM systems recover the structure by batch processing all

acquired views offline, hence they are not suitable for online structure es-

timation needed for intra-operative applications. Schemes following this

paradigm have been proposed for MIS applications in [104] for colon and

in [65] for bladder procedures.

Crucially for online applications, traditional SFM approaches assume that

the viewed scene is static. For dynamically deformable scenes, an inherent

ambiguity is introduced as feature motion can be due to motion either from

the camera or from the target surface. In order to solve for these cases,

a number of Non-Rigid Structure From Motion (NRSFM) schemes have
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been proposed that assume that the observed shapes are caused by a com-

pact number of shape [105] or motion trajectory [106, 107] bases. Other

approaches constrain the type of motion that can be observed as either lo-

cally linear [108] or quadratic [109], which might not be sufficient for highly

nonlinear tissue motion, especially if it is caused by instrument-tissue inter-

action. A variant to SFM techniques is known as Simultaneous Localisation

And Mapping (SLAM), which addresses some of the SFM issues by esti-

mating the scene structure online, and is presented in the next section.

Simultaneous Localisation And Mapping

It is important however for MIS applications that the estimation of the

scene structure is made online, so that it can be used for AR and naviga-

tion purposes. To this end, SLAM systems allow to perform this estimate

online, thus allowing reconstruction of dynamically growing 3D environ-

ments. Since their first incarnation in [110, 111], SLAM systems are now

able to recover high-resolution dense scene structure in real-time under se-

vere, jittery motion and are robust to image defocus and occlusions [112].

These systems provide an interesting platform for online robust 3D esti-

mation from monocular cameras, which would benefit the vast majority of

laparoscopic setups because of the not yet widespread adoption of stereo

endoscopes; however, it is still essential for MIS vision-based systems to be

able to cope with dynamic tissue deformation.

To this end, stereoscopic SLAM systems are used in [9, 113,114] for MIS

applications. Figure 2.13 shows the use of SLAM for optical biopsy site

tracking discussed in Section 2.3.4. The work in [113] is an extension of

the system presented in [84] for static scenes, where an Extended Kalman

Filter (EKF) was employed to predict the camera motion between frames.

In [113], the system first learns the 3D deformation of the tissue with a static

camera and assuming a cyclical sinusoidal motion, and then incorporates the

learned motion model for structure estimation with a moving camera. The

work in [114] is based on the principle of motion segmentation. Parameters

for Gaussian mixture models are estimated for different areas in the scene,

and static areas are then used for structure estimation with a moving camera

and more robust reconstruction of deforming sections.

Both types of systems have advantages and shortcomings. Online monoc-
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Figure 2.13: Optical biopsy tracking (from [9]). Biopsy site location (green)
are inferred from a tool-tracking method and tracked over time.
Each location is linked to its corresponding confocal microscopy
scan.

ular systems are suited for most conventional MIS system due to the lack of

stereo laparoscope requirements, however they cannot account for nonlinear

deformations. Stereo SLAM systems have to rely on stereo endoscopes, and

are vulnerable to matching difficulties. Finally, all systems mentioned re-

quire a variety of frames available and viewpoints, which cannot be always

guaranteed depending on the target procedure.

Shape-from-Shading

Shape-from-Shading (SFS) methods provide a very different approach to the

problem of 3D reconstruction; It is one of the most established techniques

in computational vision and SFS algorithms are purely monocular methods,

requiring a single view for a complete reconstruction. Instead of requiring

richness of visual features, SFS methods assume a completely homogeneous

surface consisting of a single material, presenting no self-occlusions or shad-

ows. These requirements make SFS an attractive choice for MIS applica-

tions, especially for gastrointestinal (GI) applications where textural image

information tends to be particularly scarce.

Contrarily to the geometric methods previously mentioned, SFS algo-

rithms recover the scene structure by modelling the physical image forma-

tion process and mathematically inverting it. Hence, if an image can be

thought of a physical process whereby light rays incident on an object’s
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surface are reflected towards the viewer in a way that is dependent on the

surface normal and its distance, SFS methods aim to reverse the process

by deriving surface normal and depth information from pixel values and

light source positions. This requires an explicit model for the image for-

mation process. In most formulations, SFS methods assume a smooth and

perfectly matte (Lambertian) surface due to the mathematical simplicity of

the model [115], which allows the recovery of the surface shape up to an

unknown scale factor. Other, more sophisticated models describing rough

or specular surfaces are also found in the literature [14, 116–119]. How-

ever, while Lambertian models contain a single unknown factor determining

the scale of the reconstruction, approaches considering different reflectance

models have to assume prior knowledge of material-specific numerical con-

stants that cannot be usually determined.

Apart from the assumptions of Lambertian reflectance and uniform sur-

face characteristics, SFS methods vary in their formulation depending on

the model of camera and light source used. Namely, cameras can be mod-

elled as either orthographic [13, 120–122] or perspective [115, 123–126]. On

the other hand, light sources can be assumed to be either infinitely far away,

so that incident light rays will be parallel to each other [126], or close to

the surface, in which case the light source is normally assumed to be at the

optical centre [123].

Regardless of the modelling used, the SFS problem is expressed as a non-

linear Partial Differential Equation (PDE). SFS algorithms therefore vary

in their performance depending on the specific method employed to solve

the target PDE; proposed approaches range from linearisation techniques to

make the PDE more tractable [121], to variational methods adding regular-

ising priors to the formulation to constrain its solution, to iterative direct

numerical approximation of the PDE [123]. An in-depth review of SFS

methods together with their relative performances is given in Chapter 5.

Despite its clear advantages over other methods, SFS algorithms have

not seen many applications. This is due mainly to their historically low

accuracy [120], and only in 2005, more than 30 years from the initial SFS

concept [127], the work of Prados et al. demonstrated that under certain

conditions SFS can be a well-posed problem capable of accurate structure

estimation. Recent encouraging results on more realistic models and real

input images after the work of Prados et al. notwithstanding [14,117–119],
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Figure 2.14: Example of SFS from [10]. Left: input heart phantom frame.
Right: mesh of SFS reconstruction.

the computer vision community remains sceptical about the applicability of

the algorithm to general cases.

In MIS, potentially greater rewards and difficulties with competing tech-

nologies created a niche for SFS systems. Significantly, MIS datasets have

been among the first to be used as real-world inputs to SFS algorithms, due

to their suitability to the camera-light source setup usually assumed and

tissue homogeneity. In [128], depth isocontours were propagated according

to an iterative scheme assuming an orthographic camera model. The model

was then extended in [129] to take into account radial distortion. In [130],

a fast-marching algorithm was employed to solve the SFS PDE.

More recent approaches all relied on propagation methods similar to the

one proposed by Prados et al. in [123], while differing mainly for their target

application or overall system [13,123,124,131–135].

Notable exceptions include the formulation proposed by Wu et al. [136,

137], where multiple SFS reconstructions during orthopaedic procedures

are joined together for a complete reconstruction by means of a modified

Iterative Closest Point (ICP) algorithm. Also, in [138], the linear approach

by Tsai and Shah [121] is used to obtain multiple SFS reconstructions for

enhanced 3D panoramic visualisation during capsule endoscopy.

The potential advantages for SFS in MIS are clear, and the low require-

ments of single monocular view with a calibrated system confer SFS systems

an edge where application of geometrical approaches would be impractical.

However, several limitations still have to be addressed in SFS systems. First,

currently depth can only be recovered up to an unknown scale factor, limit-
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ing its applicability to autonomous navigation. Then, current state-of-the-

art formulations do not realistically model the relative spatial configuration

of camera and light source. Third, current numerical approaches for solving

the SFS PDE require sequential iterative steps, making fast parallel imple-

mentations more difficult to achieve. Finally, numerical methods for solving

PDEs tend to be extremely sensitive to initial conditions and noisy data.

2.5 Conclusions

In this chapter, we have presented an overview of the state-of-the-art of

robotic platforms for MIS. The significance of the shift from conventional

laparoscopy to robotic assisted MIS lies in the possibility of augmenting the

stimuli reaching the surgeon with additional visual and tactile information

to increase procedural safety and performance. As instances of such aug-

menting applications, examples were given ranging from view synthesis for

3D perception with monocular systems, to virtual motion stabilisation, to

dynamic active constraints, to AR for navigation and path planning.

What these systems have in common is the need for fast, reliable methods

for intra-operative 3D reconstruction. An overview was given of hardware-

and software- based methods aimed at recovering the structure of the surgi-

cal scene. In terms of software-based methods, computer vision techniques

can be used to reconstruct the scene depth without any additional hard-

ware. Depending on the setup and on the scene characteristics, methods

such as computational stereo, SFM, SLAM or SFS can all be used.

For all the techniques presented above, there are specific strengths and

weaknesses. One of the major issues for the aforementioned techniques

is that most of them are designed for dealing with man-made structures

and everyday scenes. For in vivo applications, there are specific challenges

that are contrastingly different to these scenarios. A direct application of

these techniques would therefore bring significant problems, both in terms

of accuracy and reliability of the techniques.

The following chapters will concentrate not only on improving the for-

mulation of these methods, but also on combining different techniques by

exploiting their complementary strengths to increase accuracy and robust-

ness in MIS applications.

More specifically, in Chapter 3 we will propose a framework that inte-
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grates correlated information from a sparse stereo reconstruction and dense

gradient from SFS. In Chapter 4, we will address the matching accuracy of

stereo systems in MIS by proposing a novel multi-scale anisotropic feature

detector with applications to intra-operative 3D telestration. In Chapter 5,

we describe a more realistic formulation of SFS that allows to calculate the

missing surface albedo, thus allowing to recover metric information about

the object’s distance. Finally, in Chapter 6, we will propose a practical

calibration method to calculate the surface albedo for autonomous naviga-

tion of endoscopic capsules. In this thesis, we will also summarise our main

findings from the technical chapters and outline potential future research

directions, including investigating stereo matching with photometric stereo

constraints for reconstruction of non-Lambertian textureless objects. In the

next chapter, we will first examine how SFS should be re-engineered for the

MIS environment and how the gaze information of the surgeon can be used

to guide the 3D reconstruction of the surgical scenes.
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3 Gaze-contingent 3D

reconstruction from stereo and

Shape-from-Shading

3.1 Introduction

In chapter 2, we have outlined the importance for intra-operative 3D recon-

struction in Minimally Invasive Surgery (MIS) in the context of in situ

guidance, pre-operative volume registration, motion stabilisation, active

constraints and augmented reality. To this end, an overview of the main

computer vision-based methods for 3D reconstruction has been provided

with their main strengths and shortcomings.

Typical intraoperative MIS images are characterised by tissue uniformity

and a lack of distinctive visual features. Hence, current stereo methods

for recovering 3D structure from homogeneous tissue with limited texture

details require strong geometrical constraints such as hierarchical piecewise

bilinear maps, B-splines and thin-plate splines [100–102]. However, sharp

discontinuities and specular highlights are difficult to reconstruct given the

smoothness constraints on the recovered surface. The purpose of this chap-

ter is to consider a mixture of visual cues for increased reconstruction ro-

bustness and accuracy. This will allow robust intra-operative deformation

recovery.

The visual cues considered for this study are computational stereo and

Shape-from-Shading (SFS). The reasons behind this choice lie in the com-

plementarity of the two techniques already highlighted in [139], where a

parallel is drawn between the stereo/SFS combination and a low-pass/high-

pass filterbank. This conclusion results from observing that sparse stereo re-

constructions need to either propagate depth information from the matched

feature points to their local neighbourhood or to interpolate between re-
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covered points in order to increase the density of the reconstructed surface.

This in turn yields a coarse depth map, assimilated to a low-pass filter in

the study mentioned.

On the other hand, local SFS approaches only consider information from

small image patches and therefore yield a better high frequency representa-

tion of the underlying surface information, which nevertheless suffers from

a lower accuracy in terms of global surface properties. Furthermore, as this

complementarity constitutes the motivation behind the usage of visual cue

fusion techniques presented in the next sections, the 3D reconstruction per-

formance when the same visual cues are considered individually and their

respective strength and weaknesses is assessed. The method and results

reported in this chapter have been published in [10,140].

3.2 Stereo reconstruction in MIS

Stereo reconstruction is a computational technique to recover metric 3D

structure from a set of two calibrated views. Among the algorithmic tools

available, and given the impossibility of assuming strong priors on the scene

such as being static or undergoing linear motion, it is one of the few vision-

based techniques that is both well-posed and in principle not underdeter-

mined.

The attractiveness of this technique lies not only in the lack of any priors

on the type of target surface visualised, apart from an implicit Lambertian

reflectance model assumption that can be obviated with a suitable choice

of feature descriptor. Another important factor is that it lends itself partic-

ularly well to parallelised implementations due to its pixel-wise operations,

therefore meeting the strict real-time constraints necessary for MIS appli-

cations.

As mentioned in Chapter 2, while only modern robotic platforms such

as the daVinci (Intuitive Surgical, California) and soon the Amadeus (Ti-

tan Medical Inc., Canada) incorporate stereo laparoscopes as standard, the

clinical uptake of these technologies is on the increase, thus justifying the

consideration of computational stereo methods for MIS applications. More-

over, it is sensible to consider 3D reconstruction within the context of ad-

vanced robotic platforms due to the potential for closing the control loop

and providing intraoperative feedback to the instrument control mechanism.
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In the following sections, a general overview of computational stereo meth-

ods and their applications to MIS is given.

3.2.1 Mathematical background

Geometrically, surface 3D information can be recovered given two corre-

sponding points from two images by exploiting their intrinsic geometric re-

lationship expressed by epipolar geometry. The following description closely

follows the background work in [141].

Diagrammatically, given two cameras representing the left and right chan-

nel with centres at C and C’ respectively, a point M in 3D space will be

projected to the two points m and m’ on the image planes. Given M, the

epipolar plane is defined as the plane containing the line connecting the two

camera centres (baseline) and the point in space M. By construction, this

plane will intersect the image planes at lines l and l’, which contain the

projected 2D points and and cross the baseline at the epipoles e and e’ as

shown in Figure 3.1.

Figure 3.1: Epipolar geometry outline. The point in space M can be found
through triangulation of the matching points m and m’ given
the knowledge of the camera locations C and C ′.

These lines are called epipolar lines and the most significant result from

their geometric relationship is that given the point m and its epipolar line l

the corresponding point m’ must lie on the epipolar line l′ which is known by
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construction. This effectively reduces the search space for matching points

from 2D to 1D.

Given then the knowledge of two matching points, it is possible to recover

the 3D position of the point in space by finding the intersection of the

two rays stemming from the camera centres and passing through the two

corresponding points.

Mathematically, the 2D point m can be defined as the projection of M

through a camera fixed at the origin of the world’s coordinate system:

m = K
[
I3×3 03×1

]
M (3.1)

Where K is the camera’s intrinsic matrix defining the transformation

between the world and image coordinates:

K =

f s u

0 µf v

0 0 1

 (3.2)

where f is the camera’s focal length, (u, v) are x and y coordinates of the

principal point, s is the pixel skew and µ is the pixel aspect ratio. For a

generic camera in 3D space, the projection can be summarised as:

m = K
[
R3×3 t3×1

]
M = PM (3.3)

where R and t are the camera extrinsic rotation and translation with

respect to the origin. The combination of intrinsic and extrinsic matrices is

embodied in the 3× 4 projection matrix P.

For all the work carried out in this thesis, knowledge of the camera in-

trinsic and extrinsic matrices is obtained through a calibration procedure

outlined in [142]. This procedure entails the recording of a brief sequence

involving a simple checkerboard pattern with known dimensions as shown

in Figure 3.2.

Given the knowledge of the projection matrices for both cameras together

with the 2D coordinates of a pair of matching points, structure can be trian-

gulated by finding the 3D intersection of the rays connecting the 2D points

to their respective camera centres. However, pixel discretisation together

with mismatches and measurement noise will cause most rays to not inter-

sect in 3D space. Commonly, the midpoint of the shortest perpendicular
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Figure 3.2: Frame from the a stereo calibration sequence. Intrinsic and ex-
trinsic camera matrices are obtained by matching checkerboard
corners of known size.

between rays is computed instead by solving:

A4×3M = 0, with A4×3 =


xpT3 − pT1
ypT3 − pT2
x′p’T3 − p’T1

y′p’T3 − p’T2

 (3.4)

3.2.2 A taxonomy for stereo matching

Given the description of the general procedure for computational stereo, it

is apparent that the stereo problem with calibrated cameras is essentially a

feature matching problem. Over the years, a wealth of different techniques

devoted to feature detection, description and matching have been developed

and applied to stereo reconstruction. The application of these techniques

to MIS is detailed in section 3.2.3.

More recently, efficient techniques for dense 3D reconstruction have been

proposed that largely ignore the problem of reliable feature detection through

globally optimal regularisation techniques. These approaches are presented

in section 3.2.4.

Regardless of whether the chosen approach is based on direct feature
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matching or aims to minimise a global energy functional, a unifying set of

steps can be identified in computational stereo methods to help highlight

the differences between various approaches, following the work presented

in [99].

Matching cost computation

A cost function indicating the disparity of all pairs of points m = (x, y)

and m′ = (x′, y′) from the two images is computed. Typically this is a

function of their intensity difference, where small differences result in high

compatibility and vice-versa, but it is normally defined arbitrarily depending

on the application.

The intrinsic complexity of the methods relying on feature matching is

largely due to this processing step, while energy minimisation approaches

typically implement simple intensity based functions, relying more on their

regularisation procedure for accurate disparity computation.

Cost (or support) aggregation

Local methods calculate the total cost at a point by also aggregating dispar-

ity information from their local neighbourhood. This is typically expressed

as a 2D convolution of the interested region with an arbitrary filter,

C(x, y, d) = w(x, y, d) ∗ C0(x, y, d) (3.5)

where w(·) is an arbitrary filter and (x, y, d) are position and disparity

parameters for the Disparity Space Image (DSI).

Deviations from the Lambertian model can be obviated during this phase

by matching feature descriptors that take into account structural details

such as local edges, corners and orientation rather than simple intensity

functions.

Disparity optimisation

Simple local approaches employ a winner-take-all (WTA) algorithm, where

a pixel will be matched with the one with the lowest cost from the other

image. On the other hand, global approaches iteratively search for a dis-

parity function that minimises the global energy defined, for example, by
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predefined smoothness and compatibility constraints:

Etotal(d) = Edata(d) + λEsmooth(d) (3.6)

where λ is a weighing parameter, Edata(d) is a user-defined function mea-

suring the degree of compatibility between disparity function and input im-

age pair, and Esmooth(d) is a smoothness function constraining the degree

of dissimilarity between one pixel and its neighbours.

Disparity refinement

Depending on the application, sub-pixel precision might be required. This

post-processing phase aims to reconstruct smoother surfaces at a higher

resolution. Most of the approaches skip this phase.

3.2.3 Semi-dense stereo reconstruction

Semi-dense stereo reconstruction methods are based on a feature matching

stage to pair up as many features as possible from the two input frames.

Similarly to the work in [143], to the initial feature matching stage a prop-

agation step follows to match up local neighbourhoods of initial matches in

order to increase the reconstruction density.

Such methods suffer from an intrinsic dependency on feature availability,

which is often not guaranteed in MIS scenarios, resulting in only semi-dense

3D reconstructions. Moreover, view-dependent features such as specular

highlights that do not obey a Lambertian reflection model can cause false

positives in the matching process. Finally, initial errors in the matching can

accumulate down the chain to the following disparity propagation stages.

Depending on the number of propagation stages included by the algorithm,

there is a trade-off between reconstruction density and accuracy due to the

cumulative error propagating down the algorithmic sequence. Such trade-off

is graphically shown in Figure 3.3 for a typical MIS frame pair used as an

input for the algorithm of [143] followed by a propagation stage. Together

with propagation errors, a higher degree of surface smoothness is typically

associated to higher reconstruction densities.
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(a) (b) (c)

(d) (e) (f)

Figure 3.3: Trade-off between reconstruction density and accuracy. The re-
construction densities are (a) 31.5%, (b) 49.8% and (c) 67.2%.
All heat maps have the same range. It can be seen how near
regions are no longer identified in the denser reconstruction and
wrong matches lead to incorrect reconstruction in the top left
corner.

3.2.4 Dense stereo reconstruction

A more sophisticated approach to MIS stereo reconstruction has been pre-

sented in [8]. However, it is still based on matched feature disparity propa-

gation, and to some extent suffers from the shortcomings presented earlier.

Moreover, it is impossible to know a priori the thresholds required by the

feature detection and matching stages which are heavily frame-dependent.

As a consequence, it is difficult to estimate prior bounds on the error given

the impossibility of knowing in advance the number of detected features and

propagation stages.

An approach based on dynamic programming and global energy min-

imisation was applied to MIS data [79]. The optimality properties of the

proposed method are not investigated and the smoothness constraints can

affect the quality of the reconstructed surface.

Other approaches based on splines for surface interpolation have been

proposed for MIS applications in [101, 102]. However, the limited number
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of control points available for each spline because of the general scarcity of

visual features causes the reconstructions to be overly smooth.

More recently, globally optimal variational methods for stereo matching

and optical flow have been developed based on the work of Pock et al.

[144]. While approaches based on the method are proven to be globally

optimal and can be efficiently implemented on GPU, the cost computation is

based on simple Sum-of-Absolute-Intensities (SAD) functions, that not only

cannot be justified in the presence of non-Lambertian surfaces, but whose

performance can be easily be compromised by noise and non-uniform camera

colour response, especially in the case of chromatically uniform surfaces.

3.3 Fusing multiple visual cues

In the last section an overview of stereo approaches for depth reconstruction

was given. While the results are of acceptable quality for natural scenes, the

difficulties posed by MIS image data hinder the reconstruction performance.

Moreover, it has to be stressed that especially for active constraints and

image-guided navigation applications the admissible error margins in MIS

are much lower than in other scenarios.

It is therefore a natural step to begin considering multiple visual cues

simultaneously in an attempt to both produce dense 3D reconstruction and

to minimise the local weaknesses of a visual cue with the other available

modules. This task poses new challenges, here we summarise the main key

points:

• Choice of fusion model

Deterministic or probabilistic? If a deterministic fusion model were to

be chosen, how to determine its degree and parameters? On the other

hand, if a probabilistic model were to be chosen, how can its structure

be determined? How should it be trained?

• Meaningfulness

Is the proposed system conceptually meaningful, in a way that it mim-

ics the inner workings of a natural vision system? Are the mathe-

matical relationships used in the model a reflection of real data or

arbitrarily defined with prior assumptions? If the latter is true, how

can the model be guaranteed to work reliably in unpredicted scenarios?
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• Alignment

Reconstructions are seldom defined under a unique frame of reference.

Apart from stereo-based methods which exploit knowledge of camera

geometry and thus can infer the real distance between a point and the

camera, other approaches yield surfaces aligned to an arbitrary frame

of reference.

• Relative reliability

The main aim of visual cue fusion is to compensate local weaknesses of

individual cues with reconstructions from other locally stronger cues.

How to evaluate their relative reliability and incorporate this informa-

tion in the fusion model?

• Timing

The ultimate aim of the task is to allow the development of a system

capable of providing real-time depth information for intra-operative

procedures. With a human heart beating at 1.3Hz and with multi-

ple elastic deformations caused by each of its beats, approaches with

defined time-bounds are necessary.

In the remainder of the chapter, modern psychophysical models of the

way the human brain treats inputs from multiple visual cues are presented

as conceptual foundations upon which computational solutions can be built.

Then, a brief summary of early approaches to visual cue fusion is followed

by an introduction to Graphical Models (GM), which are currently the most

popular approach to visual cue fusion. Finally, an overview of the proposed

approaches will be given.

3.3.1 Psychophysical interpretation

Marr’s paradigm of multiple SFx modules had far reaching implications

in biologically-inspired vision systems [97]. His formulation of cooperative

models for visual cues in depth perception sparked considerable research ef-

forts in psychophysical studies aimed at determining the exact fusion struc-

ture in human brains.

The existence of multiple visual cue fusion methods in humans has been a

well known fact for a long time. Already in the late 1960s and before Marr’s

study, Richards [145] estimated that an approximate 2.7% of the popula-

tion is stereoblind, thus unable to process stereo information because of a
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(a) (b)

Figure 3.4: (a) Weak fusion model (b) Nonlinear cue interaction in the
strong fusion model.

speculated lack of ’stereo receptors’. What is important in this study is

that stereoblind individuals are normally unaware of their condition, be-

cause their brains fuse the remaining visual cues in order to provide depth

reconstruction.

The research was then focused on structural models for cue fusion. The

two main candidates are strong fusion and weak fusion models. While strong

fusion models imply an interaction between modules and a nonlinear fusion

strategy, weak fusion models consider each visual cue module as indepen-

dent, with their estimates combined linearly before being propagated to

higher visual representation centres in the brain. Their differences are sum-

marised in Figure 3.4:

The general consensus is now that low-level cue fusion follows a weak fu-

sion model [146], with several proponents of an underlying Bayesian prob-

abilistic mechanism with dynamic links to better model local uncertainty

[147]. Recent studies in psychophysics [148] and functional MRI (fMRI)

[149] highlighted how prior knowledge and object recognition has an in-

fluence on the refinement of the fused depth representation propagated to

higher visual areas in the brain structure. Yuille et al. [150] recently uni-
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fied the top-down and bottom-up processes in a Bayesian network structure

where low-level cues start a bottom-up synthesis process to refine the pos-

sible scene configurations produced by a top-down analytical process. For

this meet-in-the-middle approach to work in computational approaches, a

large amount of training data coupled with a suitable generative process

must be present, which is unsuitable for practical approaches. For now, this

study will focus on the bottom-up process of cue fusion.

3.3.2 Historical perspective

General approaches to visual cue fusion have not been the object of strong

research interest until recently, due to the lack of computational power for

complex general models and to a stronger focus on depth reconstruction

from individual visual cues. Indeed, encouraging results obtained first with

synthetic and then with structurally regular natural images using single vi-

sual cues made even considering the possibility of merging together different

visual cues unnecessary for practical applications.

The stereo/SFS fusion approach proposed by Cryer [139] has already

been presented in the previous section. Its main weakness is that it stems

from observations on the relative nature of stereo and SFS, and is therefore

impractical to extend to multiple visual cues. The approach proposed ex-

emplifies the common trait of the cue fusion methods proposed in the 1990s,

which are commonly based on arbitrary deterministic functions for fusing

data yielding ad-hoc rather than general approaches. These approaches

ranged from game theory [151], variational approaches [152] and aggrega-

tion of ad-hoc mechanisms for iteratively fusing visual cues [153].

Proposals towards general approaches have been few and far between,

with Little [154] proposing a Markov Random Field (MRF) structure for

identifying smoother edges from multiple cues and lattice models fusing cues

according to the strength of their constraints [155]

With the development of faster and more accurate approximate inference

methods the general trend is to consider Graphical Models (GM) as the

underlying structure for fusion approaches. These models are presented in

the next section.
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Figure 3.5: Conditional independence of A from B given C

3.3.3 Cue fusion mechanisms

Graphical models constitute a powerful tool for visualising dependency and

correlation relationships given a set of random variables. Graphical rep-

resentation can in fact enrich probabilistic formalisms by topologically ex-

pressing concepts such as clusters and neighbourhoods, and by allowing to

model and represent direct as well as indirect relationships. More impor-

tantly, for probabilistic models GMs provide an efficient compact represen-

tation of joint probability distributions. If a set of correlated binary random

variables is considered, encoding the full joint probability distribution would

require storing a large number of values, which is clearly unfeasible for prac-

tical applications.

GMs can in fact exploit its explicit representation of conditional indepen-

dence: given three random variables (A,B,C), A is said to be conditionally

independent of B given C if:

P (A | B,C) = P (A | C) (3.7)

Nominally, knowledge of the variable B does not add anything to the

knowledge of the variable A when C is already known. This property results

in the possibility of fully expressing the joint probability of an arbitrarily

large network of variables just by storing the relationships between directly

connected nodes, and it is illustrated in the figure below.

A generic GM is defined as a set of vertices (or nodes) V connected by

edges E, or G(V,E). Depending on whether the edges in the model are

directed or undirected, the graph is considered a Bayesian Network (BN) or

MRF respectively.
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Markov Random Fields

Markov Random Fields are undirected graphs that can exhibit an arbitrary

number of cycles. MRFs have traditionally found extensive applications in

computer vision and physics because of their lattice structure that can be

immediately translated to materials or pixels within an image.

An MRF is defined by a set of maximal cliques C = {Ck}, where each

maximal clique consists of a set of fully connected vertices. The connections

within a clique are characterised by an arbitrary potential function Φ(xCi),

expressing the ’compatibility’ between the set of vertices within the clique

i. The joint probability distribution can then be factored as:

P (x) =
1

Z

k∏
i=0

Φ(xCi) (3.8)

The term 1
Z is a normalisation term ensuring that the overall probability

distribution function integrates to 1. MRFs exhibiting a structure such as

the one in Figure 3.6 are the ones most commonly found in computer vision

applications, and constitute a sub-type of MRFs called pairwise Markov

Random Fields since the size of the maximal cliques is two. In these models

and referring to Figure 3.6, the blue nodes represent the mutually inde-

pendent observed variables, whereas the red nodes represent the underlying

hidden real variables that are to be inferred, correlated by proximity rela-

tions.

In these models there are two types of links corresponding to an equal

number of potential functions. The first potential expresses the compati-

bility between the observed variables and the underlying hidden variables.

The second potential function relates each of the hidden nodes to its four

neighbours to ensure continuity.

Once these potential functions are determined, inference for hidden nodes

can be expressed as a minimisation problem where the estimated hidden

variables are iteratively modified to minimise the overall energy thus max-

imising the overall link compatibility. An overview of modern methods for

the minimisation of MRF energy is given in [156].
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Figure 3.6: General MRF structure. Hidden nodes determine the network
structure and are shown in red. Observed variables are shown
in blue. Not all nodes can always be observed.

Bayesian Networks

Bayesian Networks are similar to MRF in that they express relations be-

tween random variables in a graphical structure. However, links in BNs are

directed between vertices, expressing causal relationships instead of being

limited to correlation relationships like MRFs. Moreover, they have the ad-

ditional restrictions that BNs must be expressed as Directed Acyclic Graphs

(DAG), meaning that they cannot include cycles.

Because of their causal links, prior and likelihood functions can be de-

termined from direct observation of the data, as opposed to the potential

functions employed in MRFs. Also, the combination of conditional inde-

pendence and directed links results in parent-child relationships between

the variables in the network.

What this implies is that because of the combination of conditional inde-

pendence properties and causal relationships, all a node needs for inference

is likelihood information relating it with its parents and incoming prior

information from its parents. Knowledge about the rest of the network,

regardless of its size, is recursively embodied in a node’s parents.

Given the recursive definition of the parameters above, a step-by-step

procedure can be defined to propagate probability to the entire network,

with termination conditions defined by root and leaf nodes. This Belief

Propagation (BP) procedure is outlined in Figure 3.7 [157], and gives a tool

for exact estimation of posterior probability at all unobserved nodes.
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Figure 3.7: Belief propagation procedure. (a) Initial network structure. (b)
Leaf nodes are instantiated and their likelihood messages are
propagated to their parents. (c) Updated prior messages get
sent to all remaining children, likelihood messages are sent to
root node. (d) - (f) Prior messages are iteratively sent to all
children

Bayesian Networks vs. Markov Random Fields

There are several important differences between Bayesian Networks and

Markov Random Fields. The first and most notable is their expressive-

ness potential: because of the directionality of their links, BNs can express

relations that MRFs cannot. Also, the opposite is true.

Namely, because of the causality that can be expressed in BNs, two nodes

need to be connected only when there is a direct dependency. Conversely,

MRFs cannot represent transitive relationships, and two nodes will be con-

nected even when no direct dependency is present. This is shown in the

diagram in Figure 3.8:

On the other hand, there are cases when BNs are unable to be as ex-

pressive as MRFs in terms of independence relationships. An example is

a diamond network, where no combination of arrow directions can express

the same conditional independence relationships implied by the MRF con-

figuration.

The ability to express causality is particularly important as it results in

the possibility of using probability relationships based on real-data observa-
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(a) (b)

Figure 3.8: (a) Bayesian Network (b) Equivalent MRF structure of (a)

tions instead of arbitrary potential functions. This is possibly the greatest

shortcoming of MRFs, since the potential functions express correlation but

bear no conceptual causal meaning. Hence, if the one of the main issues ad-

dressed by inference methods for cue fusion was to avoid heuristics to define

parameters of deterministic fusion functions, here the problem is translated

to a degree to finding the potential function yielding the best results. In fact,

shortly after Ishikawa presented a method for exact energy minimisation in

MRFs for image denoising and stereo matching [158], an equivalent con-

tinuous formulation was presented by Pock et al. that solved the problem

within a variational framework [144].

In an attempt to confer probabilistic meaning to potential functions, these

are often defined to express ’conditional probabilities’ and ’prior probabil-

ities’ and are usually modelled with Gaussian distributions. However, this

can be particularly dangerous especially when applied to vision systems,

as the underlying image characteristics have been repeatedly found to be

strongly non-Gaussian and with heavy tails [159]. Also, the Gaussian char-

acteristics of the potential functions employed causes recovered structures to

be smoothed over, reducing the overall amount of detail and conferring the

typical piecewise smooth ’oil painting-like’ appearance of MRF processed

images.

Finally, it is important to notice how the pairwise MRF structure em-

ployed in most computer vision applications implicitly defines the direc-

tional characteristics of the structure to be inferred, as propagation is al-

lowed to proceed in four directions in a checkerboard pattern. This issue
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has been recently addressed by Roth with his work on Steerable Random

Fields (SRF) [160] at the expense of increased complexity.

In summary, a Bayesian approach seems inevitable if a technique is to be

justified at least conceptually. GM-based solutions have been developed in

order to escape from the overconstrained deterministic systems of the 1990s,

and Bayesian techniques are the only tool allowing to have a purely data

driven approach to highly dynamic problems while simultaneously avoiding

a priori model assumptions.

3.3.4 Visual cue fusion for depth reconstruction

Thus far, limited approaches have been devoted on depth cue fusion for

reconstruction, due to the abundance of visual features in natural images

and their relative regularity that enables the use of geometric priors.

The method presented in [161] is an MRF-based technique fusing to-

gether stereo and texture cues, and it has been developed specifically for

natural outdoor scenes. The potential function characterising the MRF is

a Gaussian distribution modelled after the posterior probability distribu-

tion computed with training data collected through an outdoor laser scan-

ner. The distribution includes variables from the estimated stereo disparity,

the texture feature vector and the variance for stereo measurements, plus

smoothness constraints.

Unfortunately this approach would be impractical for MIS applications

for several reasons: first, it would require large amounts of training data

that would be impractical to collect. Also, a texture based approach is

not suitable for MIS data. Finally, incorporating additional visual cues

would require explicit modelling and further parameterisation of the Gaus-

sian distribution according to the additional parameters, which would be

increasingly difficult especially not having an observable posterior distribu-

tion from ground truth training data.

For MIS applications, a method based on MRFs was given in [10] inte-

grating stereo and SFS. This technique uses nodes comprising both SFS and

stereo information as ’seed’ nodes for computing their posterior probability

based on both cues but are independent of their neighbourhood. This prob-

ability is then propagated using loopy belief propagation to nodes without

stereo information available.
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It is worth noting that the proposed technique presents a few shortcom-

ings. First of all, it offers no explanation of how the priors and likelihoods

are obtained. Moreover, if both conditional probability terms for stereo and

SFS are to be converted to metric units, some form of global alignment is

required to bring SFS data onto a real-world frame of reference. Finally,

the need for convergence thresholds and the complexity of loopy BP would

be unsuitable for real-time MIS applications.

3.4 Gaze-contingent reconstruction from multiple

visual cues

Our proposed method consists of an interactive gaze-contingent approach

to dynamically reconstruct the 3D structure of the surgeon’s area of in-

terest. Surface recovery is formulated as an inference problem combining

stereo disparity estimation and surface shading for increased robustness.

Computational complexity is limited by considering only the surgeon’s area

of interest, and by a novel usage of Bayesian chains instead of MRFs for

propagation without smoothness constraints. A fast regularisation scheme

ensures all information available is used without loopy propagation, enabling

real-time operation.

The proposed method, called i-BRUSH (Bayesian Reconstruction Using

Stereo and sHading), is validated on a daVinci surgical robot using a beating

heart phantom with known geometrical and temporal ground truth data for

surface reconstruction and tissue deformation recovery.

Eye-tracking setup

Recently, the concept of gaze-contingent perceptual docking through binoc-

ular eye tracking has attracted extensive interest [162]. Current results

suggest that 3D recovery and motion stabilisation in the fovea is sufficient,

while stabilisation in the periphery does not affect user and visual percep-

tual quality [163].

The strength of the gaze-contingent method is that it relies on the innate

ability of the human vision, independently from the geometrical character-

istics of the scene presented.

The first phase of the proposed method consists of localising the surgeon’s
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fixation point on the left and right channels of the input video stream from

the endoscope through the use of a binocular eye-tracker fully integrated

with the da Vinci surgical robot’s master console, shown in Figure 3.9. The

eye-tracker consists of a pair of near infrared sensitive cameras, an array of

externally switchable miniaturised IR emitting diodes at 940nm and a pair

of dichroic beam splitters with cut-off wavelength at 750nm. This allows

both eyes to be tracked at 50 fps after a short eye calibration procedure as

outlined in the work by Mylonas et al. [164].

Figure 3.9: Close-up of the eyetracker used for the proposed method.

Stereo and SFS reconstruction

Then, stereo reconstruction is employed to provide a semi-dense estimation

of the surface within the small area of high visual acuity corresponding to

roughly 3 to 5 degrees of visual angle. This is achieved by using a Shi-

Tomasi [165] detector followed by pyramidal Lucas-Kanade [166] tracker for

matching. This sparse 3D information is then locally propagated, yielding

a semi-dense reconstruction.

Independently from the stereo reconstruction process, local surface ori-

entation expressed as the surface directional gradient vectors (pi, qi) is es-

timated for each pixel mi by approximating the image irradiance equation

based on Lambertian reflection and the geometrical constraints of the en-

doscope camera and light-sources as described in [122].
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Figure 3.10: Network topologies depending on the number of stereo-
reconstructed points present along the horizontal and vertical
directions. Stereo reconstructed points are shown in blue, the
point to be inferred in red and points with only p-q information
are shown in grey. (a) The network contains only one stereo
point along the horizontal or vertical direction; (b) two points
along the same direction; (c) three chains; and (d) four chains,
respectively. The chains may not be symmetrical as the first
stereo pixel along a given direction is taken.

Bayesian depth cue fusion

The final stage of the proposed method focuses on fusion of the semi-dense

stereo map with the p-q surface gradient to obtain a dense reconstruction

of the area. To this end, a Bayesian inference scheme is used. While a

grid network would have to be solved through approximate methods, thus

introducing excessive computational burden, a polytree is used instead for

efficient inference at each image element. This structure consists of a max-

imum of four Bayesian chains in a star configuration, each starting from

a separate stereo-reconstructed point and terminating at the pixel to be

inferred.

These Bayesian chains represent the shortest direct path between the

point to be inferred and the stereo-reconstructed points, with the terminat-

ing points imposing depth constraints and the nodes along the chain pro-

viding the natural encoding of the p-q gradient derived from local surface

shading. Four different topologies are possible depending on the number of

stereo points, and these are illustrated in Figure 3.10.

The problem of exact inference along causal polytrees, such as the ones

illustrated in Figure 3.10, is well studied and requires a computationally

intensive Belief Propagation message passing scheme. It can be shown that
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without the use of smoothness constraints, the problem can be reduced to

a simple recursive scheme.

Let us define the problem of finding the Maximum A Posteriori (MAP)

estimate of the distance from the camera centre Dk for the kth element along

one chain, with upstream information being propagated from N chains. The

information propagated consists of ∆Dn+ and pqn+, as the depth gradient

and p-q information propagated from the nth upstream chain. Since a node

is conditionally independent on all others given its own Markov blanket, the

MAP estimate can be written as:

D̃k = arg max
{
P ′ (Dk)

}
= arg max

Dk∈<

{
P
(
Dk | ∆Dn+

k−1, pqk, pq
n+
k−1

)}
(3.9)

Separating upstream and element evidence, and setting α as a normali-

sation constant:

P ′ (Dk) = α

P (Dk | pqk)
∏
n+∈N

P
(
Dk | ∆Dn+

k−1, pq
n+
k−1

) (3.10)

which can be solved with belief propagation requiring likelihood informa-

tion to be passed to all nodes along the chain. Since Dk = Dk−1 + ∆Dk,

3.10 can be rewritten as:

P ′ (Dk) = α

P (∆Dk | pqk)
∏
n+∈N

P
(
∆Dk | ∆Dn+

k−1, pq
n+
k−1

)+β
∑
n+∈N

Dn+
k−1

(3.11)

The normalisation constant β is equal to the reciprocal of the number

of chains. As the surface gradient at the kth node is independent from its

neighbours’ gradient -unless surface smoothness is assumed- the gradient

can be inferred from the likelihood relationship with the instantiated value

of the surface gradient:

P ′ (Dk) = P (∆Dk | pqk) + β
∑
n+∈N

Dn+
k−1 (3.12)

The recursion can be expanded up to the terminal points of the chain,
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which propagate the initial stereo values. The MAP estimate of the gradi-

ent can then be obtained from likelihood data correlating surface gradient

and p-q values combined with depth information from the terminal nodes.

The matrices are obtained for each image frame by discretising the range

of values, obtained from the stereo and p-q measurements, into a number

of bins sufficient for maintaining precision while guaranteeing real-time per-

formance.

Local inaccuracies in the p-q and stereo reconstructions are mitigated by

the use of global per-frame statistics, however, errors in the instantiated

values during inference can result in a cumulative error. By assuming that

the error at each step is normally distributed, the estimation error of D̃k can

be reduced by setting it as the weighted average of the estimates Dn+
k−1 from

the N converging chains. The weighting factor is determined by the number

of nodes Kn along the chain as a fraction of the total number of nodes

K from all chains. Thus, for the point to be inferred, the normalisation

constant β can be set as a weighted average accordingly, yielding:

D̃k = arg max

P (∆Dk | pqk) +
1

Z

∑
n+∈N

K −Kn

K
Dn+
k−1

 (3.13)

The normalisation constant 1
Z ensures the weights add up to one. While

3.13 can be used to recover the depth of the point mi to be inferred, it

does not address how to use the other estimates obtained along the chains.

Such information can be used to update the local frame statistics if it is

regularised to reflect the new weighted average estimate of mi.

To regularise the estimates without explicit smoothness constraints, the

chain can be modelled as a spring series fixed at one end. The stiffness

constant pk of each spring is inversely proportional to the number of nodes

in the chain, since the confidence of the estimate decreases with each infer-

ential step, and the one-dimensional relaxed position of the kth spring joint

along the nth chain is equal to its MAP estimate. The difference between

the weighted average and the estimate for each chain ∆mn
i can be then

represented as the result of a constant force F acting on the spring system.

The force is distributed along the springs according to their relative stiffness

constants, where the compressed position of the kth spring joint is equal to
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the new depth estimate at the corresponding node along the chain. The

force is calculated from the displacement of a single equivalent spring:

F = xeqpeq = ∆mn
i

(
Kn∑
k=1

1

pk

)−1

= ∆mn
i

(
Kn∑
k=1

k

)−1

(3.14)

Since the force is constant at each joint, the displacement of each node

along the nth chain ∆mn
k can be calculated by equating the force on the

equivalent spring with the force at each joint and solving for ∆mn
k . The

likelihood matrices for the elements along each inference chain are then

updated to integrate the new evidence for subsequent iterations involving

any subset of the inferred nodes.

Once all points not previously reconstructed have been inferred, their

depth is converted into 3D coordinates by projecting a ray of length equal

to the estimated depth from the camera centre through the 2D point mi on

the retinal plane.

3.5 Experimental setup

3.5.1 Experimental data acquisition

For our experiments, two standard PAL video sequences were recorded at

25fps using the stereo laparoscope from a daVinci system, with the setup

shown in Figure 3.11. The sequences were recorded from different view-

points, the first focusing on the left ventricle and the second surrounding

the mid-segment of the left anterior descending artery (LAD).

For each anatomical reagion, two videos were recorded to illustrate the

potential applications of the proposed method. First, the operator was

asked to fixate on the surface of the static phantom describing continuous

paths in order to demonstrate the method’s accuracy in recovering 3D in-

formation for large smooth featureless areas with applications to ablation

path delineation. Second, the operator was required to perform fixations on

different regions of the epicardial surface of the beating heart phantom to

evaluate the accuracy of real-time dynamic motion recovery.
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Figure 3.11: Experimental setup. Stereo video sequences from the beating
heart phantom are recorded through a daVinci robotic plat-
form.

3.5.2 Validation data acquisition

Dynamic CT scan

To evaluate the performance of the proposed AR scheme, a silicone phantom

heart (Chamberlain Group, MA, USA) was augmented with 15 silicone fidu-

cials visible on its surface from standard endoscopic cameras and scanned

with a Siemens Somatom Sensation 64 CT scanner at the Royal Brompton

Hospital, London, UK.

The phantom was scanned both in static conditions and during regular

motion at approximately 90bpm. The scanner was synchronized with the

phantom motion through a connection between its ECG monitor and an

oscilloscope generating a square sine wave at the measured heart rate. A

photo of the setup is shown in Figure 3.13.

The CT image resolution was set to 0.41x0.41x0.5 mm, with a temporal

resolution of 0.33s, yielding twenty 3D volumes covering the entirety of the

cardiac cycle.
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Figure 3.12: Left: validation setup with oscilloscope, digital signal genera-
tor, and Somatom CT scanner. Right: close-up of the heart
phantom.

Mesh segmentation

Segmentation of the 4D CT data was done through edge-based snakes, as

made available in the ITK-SNAP tool [167].

Additional manual segmentation follows to make the simplification whereby

the phantom is assumed to have a solid spherical topology. Subsequently,

the high-resolution surface mesh, generated at the voxel level, is further

simplified using quadric edge collapse decimation to a resolution suitable

for interactive finite element simulation.

Finally, tetrahedralisation is applied using Gmsh [168], and the resulting

mesh is optimised for element quality. The result is shown in Figure 3.13,

Depth map generation

To generate dense depth maps for validation, beads in the 2D recorded

sequences and 3D volumes were manually tracked and labelled as shown in

Figure 3.14. The 3D trajectories of the triangulated beads in the camera

reference frame were compared with the trajectories of the beads in the CT

reference frame. Peaks were identified to determine the phase shift of each

recorded video sequence, thereby providing a one-to-one mapping between

the frame number and the corresponding CT volume.

Once the temporal mapping was established, for each one of the 20 CT

volumes, beads were manually matched between the meshes and the 2D

frame pairs. Spatial registration was then achieved through the absolute

orientation method proposed by Horn [169]. To finally obtain dense ground
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(a)

(b) (c)

Figure 3.13: (a) CT slice from the 4D CT scan. The beads are clearly
visible in the scan. (b) Heart phantom. (c) One of the twenty
meshes generated from the dynamic scan data. The beads are
highlighted in red
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Figure 3.14: Overlay of beads on the phantom heart. Beads with similar
motion characteristics are grouped together.

truth for every frame, a ray-casting method has been implemented to re-

cover the barycentric coordinates of the intersection point between each ray

connecting the camera centre with each image pixel and a triangular facet

described by three vertices on the CT volume. The resulting dataset was

made publicly available at http://vip.doc.ic.ac.uk/vision/.

An example of input video frames from the two recorded sequences and

the corresponding registered meshes is shown in Figure 3.15.

3.6 Results

3.6.1 Delineation of ablation trajectory

For the static sequences, paths of different lengths were visually delineated

on the epicardial surface, both on uniform areas and on parts of the surface

presenting distinctive landmarks. In Figures 3.16 and 3.17, the paths recon-

structed are overlaid on the original image frames together with a graphical

representation of the error distribution for each frame.

It is evident that the frequencies in Figures 3.16 (b) and 3.17 (b) show

that most reconstruction errors lie in the range 0-3.5mm with the out-

liers present in some frames significantly affecting the standard deviation
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(a) (b)

(c) (d)

Figure 3.15: (a) Frame from the LAD and (c) left ventricle sequences, beads
highlighted. Their corresponding registered meshes are shown
in (b) and (d) respectively, with the beads highlighted in blue.
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(a) (b)

(c)

Figure 3.16: (a) Frame from LAD sequence with ablation trajectory overlaid
in blue. (b) Per-frame reconstruction error frequency. (c) Mean
and standard deviation of reconstruction error for each frame.

of the error shown in 3.16 (c) and 3.17 (c). The outliers occur due to

occasional drifts between the recorded left and right fixations producing

incorrect stereo matches.

However, as a significant proportion of the reconstructed area consists of

overlapping regions between consecutive frames, the impact of outliers can

be easily removed by averaging of all the estimates obtained for a given

point. The average error for the overall reconstructed surfaces in Figures

3.16 (a) and 3.17 (a) is of 2.30 mm and 2.03 mm respectively, with a standard

deviation of 2.51 and 3.64 mm. Such values are in line with the initial

alignment error estimated in the previous section, suggesting the potential

of the method for accurate dense 3D estimation of static scenes.
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(a) (b)

(c)

Figure 3.17: (a) Frame from left ventricle sequence with ablation trajectory
overlaid in blue. (b) Per-frame reconstruction error frequency.
(c) Mean and standard deviation of reconstruction error for
each frame.
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3.6.2 Beating heart motion recovery

The proposed method was also applied to motion estimation on the beat-

ing phantom. Evaluation was performed as previously indicated with the

temporally aligned and spatially registered CT data. The accuracy of the

reconstructed area was in line with that of the static experiments as shown

in Figures 3.18 and 3.19. The per pixel error appears to be uniformly

distributed between positive and negative values, yielding an estimated av-

erage distance closer to the ground truth. Discrepancies between ground

truth and recovered motion are a consequence of the inability to visually

track fast moving objects with small displacements, and it would be alle-

viated at lower beat rates. A summary of the overall error assessment is

presented in Table 3.1.

Static sequences Left ventricle LAD

Length (frames) 70 85
Avg. distance (mm) 53.493 67.837

Avg. error (mm) 2.302 2.029
Standard deviation 2.509 3.641

Avg. error (%) 4.3 2.99

Dynamic sequences Left ventricle LAD

Length (frames) 80 100
Avg. distance (mm) 53.081 63.793

Avg. error (mm) 1.809 2.936
Standard deviation 2.036 2.331

Avg. error (%) 3.41 4.6

Table 3.1: Summary of results for static and dynamic sequences.

3.7 Conclusions

In this chapter, a new framework was presented for intra-operative 3D re-

construction from multiple depth cues for addressing the problem of dense

reconstruction without imposing prior geometric constraints. The recon-

structed surface is limited to the surgeon’s foveal area of interest, thus facil-

itating real-time implementation with no detrimental effect on perceptual

quality.

It has been further demonstrated that with the proposed method the
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(a) (b)

(c)

Figure 3.18: (a) Frame from LAD sequence with surgeon’s area of interest
overlaid. (b) Per-frame average depth of the reconstructed and
ground truth fixation area. (c) Per-frame average error and
standard deviation.
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(a) (b)

(c)

Figure 3.19: (a) Frame from left ventricle sequence with surgeon’s area of
interest overlaid. (b) Per-frame average depth of the recon-
structed and ground truth fixation area. (c) Per-frame average
error and standard deviation.
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removal of explicit smoothness constraints has no adverse effect on the re-

construction accuracy. Experimental results from the phantom model with

known ground truth highlight the value of the technique for both static

and dynamic scenes, with potential applications to image guidance, motor

channelling and motion compensation.

The material presented in this chapter represents our first step in investi-

gating systems integrating multiple visual cues and their practical applica-

tions. Further steps will be devoted to the use of the individual cues. In the

next chapter, we will first investigate for increasing stereo reconstruction

density and reliability. In subsequent chapters, more realistic modelling for

SFS and metric depth recovery from monocular images will be developed.
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4 Robust tracking of irregular 3D

structures in MIS

4.1 Introduction

In Chapter 3, a novel method for fusing multiple visual cues is presented.

It aims to increase the reconstruction density of stereo algorithms. While

the algorithm has shown promising results, it relies on a per-frame stereo

reconstruction to compute its prior and likelihood statistics. The underlying

assumption used is a high degree of accuracy of stereo matching. In practice,

however, this is far from being guaranteed. Most feature detectors available

for stereo matching found in the literature have been developed for natural

scenes. When applied to Minimally Invasive Surgery (MIS) scenes, this

can cause mismatches due to blur, tissue deformation, and artefacts such

as smoke and specular highlights. At the same time, the reconstruction

density is affected by the paucity of detected features due to uniform surface

characteristics.

In this chapter we aim to increase the robustness and density of stereo

feature matching by proposing a novel feature detector tailored for MIS ap-

plications. The proposed approach differs from other techniques in that, in-

stead of relying only on local gradients and intensities, the local anisotropism

is used to estimate the strength of image features. This enables accurate

identification of anisotropic features. Another strong point is the use of

integrated single derivatives that makes feature detection less sensitive to

noise. The parallelisable structure of the algorithm is exploited to pro-

vide an efficient Graphics Processing Unit (GPU) implementation suitable

for MIS applications. Performance evaluation results verify the suitability

of the proposed framework for applications to MIS scenes with changing

visual appearance, blur, illumination changes, occlusion and free-form de-

formation.
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The proposed detector is then integrated within a novel 3D telestration

framework for tracking and telestration in MIS. The problem of 3D track-

ing of smooth, featureless regions is solved using a variational framework

for added robustness, and is greatly aided by the detector proposed. The

method is then evaluated with both a synthetic heart model with known

ground-truth 3D geometry and deformation, as well as in vivo data acquired

during a Totally Endoscopic Coronary Artery Bypass (TECAB) procedure.

To our knowledge, this is the first method for 3D telestration applied to

MIS scenarios. The methods and results reported in this chapter have been

published in [170,171]

4.2 An affine-invariant anisotropic feature

detector

4.2.1 Mathematical formulation

In [172], Yang et al. addressed the issue of feature identification as part of

an approach for computing the measure of anisotropism at each point within

an image. Features are identified as points that have strong gradients and

are anisotropic along several directions. The power spectrum of a strongly

oriented intensity pattern clusters along a line through the origin in the

Fourier domain. The strength g of the unidirectionality of the pattern at

point x = (x, y) can be defined as:

g(x) =

(∫∫
Ω

(
I2
x − I2

y

)
dxdy

)2

+

(∫∫
Ω

2IxIydxdy

)2

(∫∫
Ω

(
I2
x + I2

y

)
dxdy

)2 (4.1)

where, Ω is a small neighbourhood of x, and Ix, Iy are the derivatives of

image I along the x and y directions, respectively. For strongly oriented

patterns, the strength of unidirectionality, g, is close to 1 while values of

g close to 0 correspond to isotropic image patterns. The above evidence,

combined with the fact that the intensity gradient attains high values at

edges, corner points and junctions, leads to the following definition of the

feature strength, also known as cornerness:
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c(x) = (1− g(x))|∇I(x)|2 (4.2)

The local maxima of c(x) determine the location of salient points.

In order to extend the above feature detector to be scale invariant and in-

dependent of image resolution, the feature strength measure given in Equa-

tion 4.2 is modified by defining the scale-adapted c(x) as:

c(x, σI , σD) = σ2
I (1− g(x, σI , σD)) |∇I(x, σD)|2 (4.3)

where, σI is the integration scale, σD is the differentia-tion scale and

g(x, σI , σD) is the scale-adapted measure of anisotropism given by:

g(x, σI , σD) =

∫∫
σI

(
I2
x(x, σD)− I2

y (x, σD)dxdy
)2

∫∫
σI

(
I2
x(x, σD) + I2

y (x, σD)dxdy
)2

+

∫∫
σI

(2IxIy(x, σD)dxdy)2

∫∫
σI

(
I2
x(x, σD) + I2

y (x, σD)dxdy
)2

(4.4)

The derivatives Ix and Iy are computed with Gaussian kernels of a size

determined by the differentiation scale σD and they are integrated in the

neighbourhood of the point by applying a Gaussian filter determined by the

integration scale σI .

Scale selection is automatically performed based on the approach pro-

posed by Lindeberg [173]. The idea is to select a characteristic scale by

searching for a local extremum of a given function over scales. Thus far,

several derivative-based functions have been used to compute the scale rep-

resentation of an image. Lindeberg [173] used the Laplacian-of-Gaussians

(LoG) while in [174], Lowe used the Difference-of-Gaussians (DoG). The

common drawback of the DoG and the LoG representation is that local

maxima can also be detected in the neighborhood of contours or straight

edges. These maxima are less stable because their localization is more sen-

sitive to noise or small changes in neighboring texture.

In this work, a novel scale representation is proposed, based on the scale-

adapted c(x) measure defined in Equation 4.2. The scale-space represen-

tation is built by calculating the scale-adapted c(x) for a set of predefined
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scales, given by σn = ξnσ0, where ξ is the interval between successive scales.

For the estimation of scale-adapted c(x) in Equation 4.2, the integration

scale σI is set to be equal to the levels σn of the scale-space representation

and the differentiation scale σD is set to be proportional to the integration

scale, σD = sσI . The evaluation of the scale interval ξ and the ratio s be-

tween the integration and the differentiation scales is detailed in subsequent

sections.

At each level of the scale-space representation, salient points are detected

at the local maxima of c(x) in the image plane. This is mathematically

expressed as:

c(x, σI , σD) > c(xW , σI , σD)∀x ∈ xW and c(x, σI , σD) > Thr (4.5)

where W is a neighbourhood of x. At this stage, the scale of the salient

point at each level of the scale-space is defined as the scale level σn where

the features are detected. For each of the salient points detected on the

predefined levels, a scale selection process is initialised in the scale-space

where the algorithm examines whether the scale-adapted c(x) attains a

maximum at the given detection scale and if the response is above a certain

threshold:

c(x, σn, sσn) > c(x, σn−1, sσn−1)

c(x, σn, sσn) > c(x, σn+1, sσn+1)

c(x, σn, sσn) > Thr

(4.6)

The Thr in the above equations is defined as a percentage of the max-

imum c(x) detected at the given scale. Salient points that do not satisfy

the conditions in Equation 4.6 are rejected. The regions detected at this

stage of the algorithm are scale invariant, represented by circles of radius

proportional to the detection scale σn and centred at the salient points.

The strength of the proposed scale representation is that it responds only

to structures with low unidirectionality, solving the drawback of LoG and

DoG. As it can been observed in Equation 4.4, the calculation of c(x) only

involves integrated single derivatives, making feature identification less sen-

sitive to noise compared to techniques where second order derivatives are

used. In addition, using the scale-adapted c(x) measure to identify charac-
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teristic scales does not increase the computational complexity of the method

as c(x) has already been estimated at the feature identification step.

In the case of viewpoint changes, the scale change can vary independently

in the x and y directions and the proposed scale invariant approach may fail

in the presence of significant perspective transformations. For small angles,

these can be modeled as affine transformations, which can be compensated

for by adapting the shape of the Gaussian kernels for each interest point such

that the common circular regions have to be replaced by ellipses. According

to the structure-adaptive anisotropic filtering approach proposed in [172],

the shape of the adaptive Gaussian kernel centred at a point x is controlled

through two non-negative functions σ1(x) and σ2(x). The ratio of these

functions is defined as:

σ1(x)

σ2(x)
=

1

1− g(x)
(4.7)

where g(x) is the strength of the unidirectionality given in Equation 4.1.

According to Equation 4.7, at salient points where the strength of unidirec-

tionality is low, the smoothing kernel that preserves the image pattern is

close to a uniform kernel as the ratio between σ1(x) and σ1(x) is close to

one. When an edge is encountered, it is deduced from Equation 4.7 that the

kernel is deformed into an ellipse with its principal axis aligned in parallel

with the edge orientation.

In the proposed approach, salient points are detected at the maxima of

the scale-adapted c(x) where the measure of anisotropism attains low values

and therefore the ratio between σ1(x) and σ2(x) is close to 1. This effectively

ensures that when estimating the shape of the neighbourhood around salient

points, uniform Gaussian kernels can be used to smooth the pattern and

estimate differential affine invariants, without a significant loss of accuracy.

This assumption simplifies the adaptation of the proposed approach to affine

transformations, since it does not require the generation of an affine scale-

space and the computation of non-uniform Gaussian kernels.

In addition, our affine adaptation scheme assumes that the detection scale

of the salient points is reasonably consistent across images and further scale

adaptation is not necessary. The elliptical shape of the neighbourhood

around the detected features is defined based on the properties of their

second moment matrix. This is because the ratio of the eigenvalues of the
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(a) (b)

(c) (d)

Figure 4.1: Detected regions under viewpoint change for the ‘Graffiti’ se-
quence in its (a) first and (b) fourth frames. (c) Percentage of
repeatability and (d) correspondence curves against the view-
point angle.
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(a) (b)

(c) (d)

Figure 4.2: Region matching using (a) Our proposed detector. (b) Harris-
Affine detector. (c) Hessian-Affine detector. (d) MSER regions.

96



second moment matrix define the ratio between the radius of the ellipse

while the major axes of the ellipse is consistent with the direction of the

eigenvector that corresponds to the minimum eigenvalue [175].

The invariance of the proposed feature detection technique to changing

lighting conditions is achieved by adjusting the contrast of the image prior to

feature detection through histogram equalisation. A performance degrada-

tion is expected for significant viewpoint changes as a viewpoint change is in

fact a perspective transformation, which can be approximated by an affine

transform only for small angles. In MIS, where most surgical sequences in-

volve progressive camera movement, this compromise in fact works well as

the computational complexity of the proposed technique is low, enabling its

use in real time application such as image-guided interventions.

The performance of the proposed anisotropic region detector under affine

transformations can be visually evaluated on the ‘Graffiti’ sequence in Fig-

ure 4.1 and compared against state-of-the-art approaches on in vivo MIS

data with significant soft tissue deformation and illumination changes in

Figure 4.2.

In both cases the high repeatability of the proposed detector is verified

by the fact that corresponding ellipses represent similar regions on the pair

of images while regions generated by the other detectors do not cover the

same part of the affine deformed image.

4.2.2 Performance evaluation

In order to assess the practical value of the proposed frame-work, the de-

tector performance is evaluated and compared to the state-of-the-art region

detectors using two different data sets.

The first data set includes structured, real-world scenes with homogeneous

regions with distinctive edge boundaries and textured real-world scenes

characterised by different textures, made publicly available in [11]. The

data set includes 8 sequences with varying imaging conditions including scale

and rotation changes, affine transformation, illumination changes, as well

as image blur and JPEG compression. Each sequence contains 6 medium

resolution images (approximately 800×640 pixels) with a gradual geometric

and photometric transformation.

The second data set includes in vivo video sequences recorded from robotic
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(a) (b)

(c) (d)

(e)

Figure 4.3: Sample frames from the MIS sequences for (a) rotation, (b) illu-
mination changes, (c) scale change, (d) soft tissue deformation,
(g) deformation due to tissue-tool interaction and (h) smoke
artefacts.

assisted MIS procedures, shown in Figure 4.3. The sequences involve scale

and rotation changes due to the movement of the endoscope, significant

tissue deformation due to instrument-tissue interaction, specular reflections,

artefacts due to bleeding and cauterisation induced smoke. The images are

of resolution 360 × 288 pixels, in line with the output resolution of the

available endoscopic tools used in MIS.

For the extraction of salient points with the affine-invariant anisotropic

feature detector, a scale representation of 7 resolution levels has been used

with the initial scale σ0 set to 1.5 for the real-world data and to 0.75 for the

MIS data. The difference in σ0 for the real-world and the MIS sequences

is due to different resolution of the data. The interval ξ between successive

scales should be small to enable accurate localisation and scale identification

of the features. In this experiment, ξ is set equal to 1.44.

The ratio s between differentiation and the integration scales should not

be too small as otherwise the smoothing would be too strong with respect

to differentiation. On the other hand, s should be small enough such that

a Gaussian filter of size σI can integrate the derivatives in the features

neighbourhood given in Equation 4.4. In our experiments s has been set to

0.7.
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The detector is compared to four popular region detectors namely, the

SIFT (DoG) features [176], the Harris-Affine detector, the Hessian-Affine

detector [177] and the Maximally Stable Extremal Region (MSER) detec-

tor [178]. The selection for the above detectors is based on the performance

evaluation study presented in [179], according to which the above feature

detectors gave the highest performance scores in most of the examined con-

ditions.

The objective of the present evaluation study is to measure to what extent

the regions detected by the feature detectors overlap exactly with the same

image area. To this end, the repeatability of the detectors is estimated as

the average number of corresponding regions detected in the images. The

repeatability score is defined as the ratio between the number of region-to-

region correspondences and the smallest number of regions detected in the

pair of images.

RepeatabilityI,J =
C(I, J)

min(nI , nJ)
(4.8)

where C(I, J) denotes the number of corresponding regions between im-

ages I and J , while nI , nJ is the number of detected regions in image I and

J respectively. Two regions correspond if the overlap error is sufficiently

small.

In our experiments, the threshold for the overlap error that defines the

region correspondences is set to 40% since according to [179] it can guar-

antee successful region matching. To enable more accurate estimation of

repeatability, the reference regions are rescaled to a fixed size. In our ex-

periment, the fixed region size corresponds to a radius equal to 30 pixels, in

agreement with the evaluation study in [179]. Regarding the region density,

in order to compare our results of the first dataset to those given in [179],

the parameters of the detectors are tuned to the same values used.

For the MIS sequences, the parameters of the detectors are defined such

that they all output a similar number of regions, that is, 1600 regions are

detected on the reference frame of each video sequence. For both data sets,

the parameters to detect SIFT (DoG) features were tuned to the values

suggested by the author [174] and were fixed for all the sequences.

The repeatability curves for the Oxford and MIS input sequences are

shown in Figure 4.4 and 4.5 respectively.
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(a) (b) (c)

(d) (e) (f)

(g) (h)

Figure 4.4: Repeatability curves for the Oxford dataset [11].
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(a) (b)

(c) (d)

(e)

Figure 4.5: Repeatability curves for the MIS dataset corresponding to the
frames shown in Figure 4.3. From (a) to (e): rotation, illumina-
tion changes, scale change, soft tissue deformation, deformation
due to tissue-tool interaction and smoke artifacts.
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The slope of the repeatability and the sensitivity curves is an indica-

tion of the robustness of the detector. However, unless the difference in

the performance of the compared operators is distinctive, the repeatability

and sensitivity curves do not provide sufficient information for performance

evaluation. In this regard, numerical measures quantifying the detectors’

performance in terms of their mean and standard deviation are given in

Table 4.1.

As shown from the repeatability curves and Table 4.1, the performance

of the proposed detector compares favourably against the current state-of-

the art both for MIS and natural scenes. However, for MIS applications

it is important for the detector to obey strict real-time constraints. In the

next section, parallel implementation of the detector is discussed, while the

detector is then integrated within a 3D MIS annotation tracking framework.

4.2.3 Implementation issues

For potential clinical applications, complexity and execution speed consider-

ations for real-time implementation of the proposed algorithm are examined.

In the scenario investigated for this study, the proposed detector targets

intra-operative endoscopic imaging data, making real-time performance es-

sential for in situ deployments. Currently, the timing results for popular

feature detectors running on a Pentium 4 2GHz Linux PC with a frame

size of 800× 640 range from 1.43 seconds for the Harris-Affine to around 33

minutes for the Salient Regions detector [179].

Although these timing results are not for heavily optimised code, in order

to achieve real-time performance (25 fps) on a similar system a speedup

factor ranging from 29× for the Harris-Affine to 40, 000× for the Salient

Regions detector would be required. In terms of computational complexity,

the proposed affine-invariant anisotropic feature detector requires a number

of operations in line with the other detectors considered in this study. This

involves linear complexity operations at each scale for the initial point selec-

tion, plus a further sequence of linear operations for the shape adaptation

phase.

The complexity of the proposed detector is compared with the measures

for other popular detectors given in [179] and summarised in Table 4.2

where, n is the number of image pixels, p is the number of points/regions
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selected in the first stage, m is the number of investigated scales, k is the

number of iterations in the shape adaptation algorithm. For the EBR, the

initial point selection consists of two stages to select p points and d edges.

For the Salient Regions, l is the number of ellipses investigated at each pixel.

Detector Initial point selection Detected regions anal-
ysis

Harris-Affine O(n) O((m+ k)p)
Hessian-Affine O(n) O((m+ k)p)

MSER O(n) O(n log logn)
IBR O(n) O(p)

EBR O(n), O(n) O(pd)
Salient Regions O(nl) O(p)

Anisotropic O(mn) O(p)

Table 4.2: Complexity measures for evaluated feature detectors.

GPU Implementation

Given the complexity of the proposed algorithm and the requirement for

real-time performance, the detector has been implemented using the NVIDIA

CUDA technology to harness the computational power of modern Graph-

ics Processing Units (GPU). Since the number of transistors dedicated to

arithmetic computation in modern graphics cards exceeds the number of

transistors in the CPU, the GPU architecture can be exploited to execute

in parallel block-wise floating point operations such as convolutions that

constitute the bulk of the computational load.

Operations requiring a high degree of control flow instructions, high-

precision nonlinear mathematical operators and functions requiring the en-

tire image data as input are less suited for GPU implementation. In order

to minimise the high-latency memory I/O operations, the execution can

therefore be split between CPU and GPU to maximise the throughput. All

the convolutions required for the computation of c(x, σI , σD) and the non-

maximal suppression for the identification of salient points are executed at

the GPU. The processes required to shape the elliptic region of the features

are executed at the CPU. An outline of the execution flow is given in Table

4.3.
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CPU GPU

Given current frame x in main
memory

Given current frame x in device
memory

1. For scales n = {0, · · · , N − 1} 1. For scales n = {0, · · · , N − 1}
(a) Generate convolutional kernels
σI , σD.
(b) Copy kernels to GPU memory. (a) Allocate internal variables for

incoming kernels.
(b) Convolve frame to compute
derivatives Ix(x, σD), Iy(x, σD).
(c) Convolve derivatives to com-
pute integral terms.
(d) Compute c(x, σI , σD).
3. Perform non-maximal suppres-
sion to select most salient points.
4. Copy feature information in
main CPU memory.

5. Perform eigendecomposition
on the second moment matrix for
each selected corner.
6. Translate scale and eigenvalue
information to ellipse axes and
orientation for each selected cor-
ner.
7. Output corners found in terms
of position, length of minor and
major axes and orientation angle.

Table 4.3: Pseudo-code outlining the flow of the proposed algorithm.
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Timing results

To investigate the impact of different CPU and GPU clock rates, the pro-

posed implementation has been executed on two different systems including

a Pentium Core2 Duo 2.13GHz mounting an NVIDIA GeForce 9800GT

with 112 parallel cores, and a Pentium Core2 Duo 3.16GHz mounting an

NVIDIA GeForce GTX 280 with 240 parallel cores. The proposed algo-

rithm processes one frame in 34.31ms when executed in the first system,

while the higher-end PC achieves a run-time of 13.64ms with a frame size

of 360 × 288. This performance corresponds to 29.15 fps and 73.34 fps on

the first and second system respectively, a measure already in the real-time

domain without requiring anything more than a high-end home PC.

It is important to stress that this implementation is the same as the

one used for generating the experimental results presented earlier. More

specifically, the same parameters and the same number of scales have been

considered. In Figure 4.6, the effect of increasing image resolution and

number of scales investigated on the algorithm throughput measured in fps

is presented. To prevent inaccuracies, the results reported are per-frame

averages obtained by executing the algorithm 100 times on a single frame.

Furthermore, the performance of a CPU-only implementation executed on

the higher-end system is also presented for comparison.

Increasing resolution in both x − y dimensions results in a quadratic

increase of the execution time, as expected from the complexity measure

shown in Table 4.2. On the other hand, increasing the number of scales

prolongs the run-time in a moderately superlinear fashion. This is due to

the increase in the convolution kernel size at each scale. While the number

of convolutions carried out is linear with the number of scales investigated,

the total number of arithmetic operations follows a superlinear increase.

In terms of achievable resolutions for run-time performance, the algorithm

set with the parameters used throughout this study is able to process images

with resolutions up to 360×288 for the first system setup and up to 640×480

for the higher end system. These resolutions correspond to outputs from

de-interlaced PAL and VGA systems respectively. Given the scalability

of the algorithm highlighted by the differences in performance of the two

GPUs examined, real-time execution within systems with high definition

video outputs can be achieved by using more powerful GPUs or interleaving
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(a)

(b)

Figure 4.6: Comparison of CPU-only and GPU-CPU implementation of the
algorithm on different systems. (a) Impact of increasing the
number of scales probed, input image resolution is set to 360×
288. (b) Impact of increasing the input image resolution, with
7 scales being investigated
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multiple GPUs in parallel.

Comparing GPU-CPU and CPU-only implementations, the advantages

of sharing the computational load of suitable operations between the main

core and the GPU parallel cores are apparent. The speedup factor achieved

from the CPU-only implementation ranges from 16× to 34× on the first

system and from 42× to 88× on the higher end system, depending on the

image resolution and number of scales, with the higher factors obtained for

the more demanding configurations.

4.3 Robust tracking for telestration in MIS

After evaluating our detector on its own, we integrate it within a novel

telestration application in MIS. Telestration is a way of interactively anno-

tating real-time video while tracking the telestrated subject. In the case

of MIS, potential applications include intra-operative surgical mentoring,

training and path planning. Moreover, additional difficulties presented by

the scarcity of visual features along the annotated contour constitute a suit-

able application for our proposed detector. In addition, for intra-operative

guidance using robotic platforms such as the daVinci system, real-time 3D

tracking would be required. To the best of our knowledge, the only attempt

to telestration in MIS has been in [180]. However, telestration was per-

formed in 2D with standard feature detectors, requiring a great deal of user

intervention.

In this section, a structure tracking approach is proposed. It differs from

feature or point based tracking methods in that its optimisation criteria are

global to the structure tracked and it can operate in any dimensional space,

in contrast to unconstrained feature tracking where the optimality is local

to each feature tracked.

While existing methods for structure tracking operate on regular grids

in 2D, the proposed method relies on the construction and tracking of net-

works from sparse point clouds with arbitrary degrees of connectivity in d

dimensions. A novel feature correlation function tailored to MIS data is

formulated and the proposed method is applied to MIS 3D spatio-temporal

telestration. The method is evaluated with both the synthetic heart model

with known ground-truth 3D geometry and deformation from Chapter 3, as

well as in vivo data acquired during a Totally Endoscopic Coronary Artery
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Figure 4.7: (a) Sparse set of 2D points. (b) Result of the algorithm with
degree of connectivity k=1 and (c) k=2. (d) Regular 2D point
grid. (e) Result of the algorithm with k = 1 and (f) k=2.

Bypass (TECAB) procedure.

4.3.1 Network building

Given a sparse collection of points in d dimensions, a connected network

can be built given a scoring function and the maximum degree of connec-

tivity k allowed. The maximum degree of connectivity is determined by

the highest total number of links a point in the network has, divided by

two: for instance, a regular 2D mesh would have a degree of connectivity

of 2. Determining the degree of connectivity required implies a trade-off

between strong geometric regularisation constraints for high degrees due to

the larger number of dependencies and the inability of fully capturing the

characteristics of the underlying structure being represented for low degrees.

To construct a network given a set of points and a degree k, the d−
dimensional space is first partitioned into 2k equal sections. For each space

partition and each pair of points that could be connected by a line within

the partition under consideration, their Ld norm is computed, and the pair

separated by the minimum distance is connected.

The process is iterated until no more points can be linked without break-

ing the limit of two connections for every k. For regular grids and k = d,

the process converges towards a conventional lattice structure, as shown in

Figure 4.7 for d = 2.
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4.3.2 Feature detection and matching

In our proposed method, we aim to solve the matching problem within a

variational framework. Variational approaches to optical flow estimation

commonly involve solving the following minimisation problem [181]:

min
u


∫
Ω

λg(x, u(x)) + ψ(∇u(x))dx

 (4.9)

In the expression above, g(·) is the data term measuring the correlation

between the point x and the displaced candidate x + u(x), the second term

is a regularisation constraint enforcing a smooth displacement field, and λ is

a factor weighing the relative contribution of data and regularisation terms.

The nature of the data term depends on the optimisation procedure

adopted: faster techniques involve the use of differentiable data terms [182],

whereas more sophisticated non-differentiable penalty functions are coupled

with complete searches [183]. Here we apply the affine-invariant detector

described earlier in this chapter tailored specifically for MIS applications.

Detected features are described as ellipses whose size, orientation and radii

ratio summarise the structural information of the feature patch examined.

In this study, a non-differentiable penalty function based on the intersec-

tion area between the ellipses representing the original and candidate points

is used. The measure is then weighed by the difference in colour intensity

distribution between the two patches, in order to include both structural

and intensity information:

g(x, u(x)) = 1− φ
(
I
(
x), I ′(x + u(x)

))∑
Ω′
√
P (I (x))P (I ′ (x + u(x)))

(4.10)

In 4.10, I(x) and I ′(x) are the previous and current intensity images for

which the flow needs to be calculated, φ(I(x), I ′(y)) is the ratio of overlap-

ping area to total area between the ellipses representing points x and y in the

previous and current frames, and the summation term is the Bhattacharyya

coefficient of the channel intensities distributions in the two patches Ω′. The

penalty function is bounded between 0 and 1.

The problem then becomes to find a way to calculate in closed form the

area of intersection between two generic ellipses. Given an ellipse charac-
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Figure 4.8: Generic ellipse characterised by a major and minor axes R and
r, centroid coordinates (xc, yc) and angle θ

terised by major and minor axes R and r respectively, with centroid co-

ordinates (xc, yc) and rotated at an angle θ with respect to the horizontal

as shown in Figure 4.8, and starting from the equation of an ellipse in its

standard form:

x2

R2
+
y2

r2
= 1 (4.11)

Rewriting 4.11 in matrix form,

[
x y

] [ 1
R2 0

0 1
r2

][
x

y

]
= 1 (4.12)

Applying rotation by θ and translation by (xc, yc),

([
x y

]
−
[
xc yc

])[cos θ − sin θ

sin θ cos θ

][
1
R2 0

0 1
r2

][
cos θ sin θ

− sin θ cos θ

]([
x

y

]
−

[
xc

yc

])
= 1

(4.13)

Expanding 4.13,

α5x
2 + α4y

2 + α3x+ α2y + α1xy + α0 = 0 (4.14)
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where: 

α5 = β0

α4 = β2

α3 = −2β0xc − 2β1yc

α2 = −2β1xc − 2β2yc

α1 = 2β1

α0 = β0x
2
c + β2y

2
c + 2β1xcyc − 1

(4.15)

and: 

β0 =

(
cos2 θ

R2
+

sin2 θ

r2

)
β1 =

(
cos θ sin θ

R2
− cos θ sin θ

r2

)
β2 =

(
sin2 θ

R2
+

cos2 θ

r2

) (4.16)

The overlapping area between two generic non-axis aligned ellipses can

be calculated first by finding their intersections: two polynomials share

a common root if and only if their Bezout determinant is zero, which in

the elliptical case is a quartic whose zeros can be efficiently found with a

polynomial solver [184].

Once a set of intersections is found, it is possible to calculate the total

intersection area via Green’s theorem. This requires a piecewise smooth,

simple closed and positively oriented curve C ∈ <2, with D being the inter-

section area itself as shown in Figure 4.9.

Defining L and M as functions with continuous partial derivatives in

(x, y) on a region containing D, then:∮
C

(Ldx+Mdy) =

∫∫
D

(
∂M

∂x
− ∂L

∂y

)
dD (4.17)

This result can be used to calculate the surface area of a bound sector

with known boundary curves, since if
(
∂M
∂x −

∂L
∂y

)
, then

∫∫
D

dD = D. This

is satisfied for:
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Figure 4.9: The intersection area of the two ellipses D can be found analyt-
ically through Green’s theorem.

1

2

∮
C

(xdy − ydx) = D (4.18)

It is possible to obtain an expression for xdx− ydy by parametrising the

ellipse in polar coordinates:x = xc +R cos t cos θ − r sin t sin θ

y = yc +R cos t cos θ + r sin t sin θ
(4.19)

Rearranging, 
sin t =

x− xc −R cos t cos θ

−r sin θ

cos t =
y − yc + cot θ(x− xc)
R sin θ (1 + cot2 θ)

(4.20)

Hence, the formulation of Green’s theorem for an ellipse written in polar

form is:
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∮
C

xdy − ydx =

∮
C

(sin t (−Rxc sin θ +Ryc cos θ) + cos t (−rxc cos θ + ryc sin θ) +Rr) dt

(4.21)

Finally, the total intersection area can be found by summing together the

integrals for each ellipsoidal arc delimited by the set of intersection points

Ξ = {ξ0, .., ξN}:

Aint =∑
ξ∈Ξ

(
Rxc sin θ −Ryc cos θ

2
cos t+

rxc cos θ + ryc sin θ

2
sin t+

Rr

2
t

)∣∣∣∣t=ξk+1

t=ξk

(4.22)

The overlapping area to total area ratio φ(·) can then be calculated for

the data term g(·) required by 4.10:

φ(x, y) =
Aint

π (Rxrx +Ryry)
(4.23)

4.3.3 Penalty function regularisation

The problem formulated in Equation 4.9 can be solved with differentiable

data terms in the case where ψ is the Total Variation (TV)-L1 operator [185].

The general principle can be extended to cases when non-differentiable

penalty functions are used [186].

Here we further extend the method to irregular graphical structures with

an arbitrary degree of connectivity. As 4.9 is nonconvex in u, an auxiliary

vector field v is introduced to decouple the pointwise penalty term from the

regularity term, leading to the convex approximation:

min
u,v


∫
Ω

λg (x, v(x)) +
1

2ω
(v(x)− u((x)))2 + ψ (∇u(x)) dΩ

 (4.24)

Such an approximation is convex in u and nonconvex in v, and it can be
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shown that u → v as ω → 0. Its solution involves alternating two opti-

misation steps while decreasing ω between iterations: for non-differentiable

data terms, the optimal v (with constant u) is found by a complete search.

For each iteration i, the optimal element of u (with constant v) for each

dimension d can be found by the following scheme:
ui+1
d = vi+1

d − ωdivpid

pi+1
d =

pid + τ∇
(
divpid −

v
ω

)
1 +

∣∣τ∇ (divpid −
v
ω

)∣∣ =
pid − τ∇

ui+1
d
ω

1 + τ

∣∣∣∣∇ui+1
d
ω

∣∣∣∣
(4.25)

Above, p is a collection of d k−dimensional auxiliary vectors each ini-

tialised at p0 = 0.

4.3.4 Applications to MIS

The above theoretical framework is applied to stereo MIS video for the

specific case of d = 3 and k = 1. This corresponds to an arbitrary connected

trace (open or closed) in 3D space, and can be applied to, for example,

tracking custom freehand inputs overlaid on the visualised 3D scene for

preoperative path-planning or surgical training.

Such interfaces have been investigated for natural scenes [187] with the

additional requirement of prior offline processing, and for telementoring in

MIS [180] using conventional algorithms on static scenes. The proposed

algorithm allows using directly prior 3D velocity information to restrict

the search space for the optimal motion vector and it adds robustness to

the process due to the penalty term tailored to MIS data. Also, it yields

subpixel accuracy if a fine discretisation of the 3D space is adopted. More

importantly, contrarily to unconstrained point tracking it strives to preserve

the shape of the original annotation due to its regularisation term.

Under this scheme, the user is prompted to draw an annotation on a still

frame from one of the stereo channels. Stereo matches for the annotation

points are found on the remaining channel with the algorithm from [100],

the matching pairs are then triangulated yielding a 3D representation of the

original annotation. The annotation is then tracked across the incoming

frames with the algorithm presented. The penalty function is modified to

be an average of the two penalties from the projection of the 3D candidate
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Figure 4.10: An illustration of the proposed method. A 3D point (a) can
be moved to a new position (b) within a rectangular paral-
lelepipedal window depending on the correlation expressed by
the penalty function (c). Uneven displacement between con-
nected points results in stronger constraints from the regulari-
sation term.

point on the left and right channel and their comparisons with the previous

frames, thus enforcing inter-channel consistency. Figure 4.10 schematically

illustrates the proposed technique.

4.4 Experimental results

The proposed technique has been tested both with a synthetic phantom

model and in vivo to evaluate its performance. Both sequences were recorded

in standard definition at 25fps from a da Vinci surgical platform with known

stereo camera parameters, and input to an Intel Core 2 Duo 2.4GHz system

with 2GB of RAM for processing. With the above setup, the algorithm op-

erates at 1.5fps. For all sequences, the algorithm considers a velocity search

space of 2mm3 per point per frame sampled at intervals of 0.025mm, with

values for λ and τ set to 1.1 and 0.8 respectively.

4.4.1 Phantom model experiments

The method was first applied to the dynamic sequence of a silicone phantom

heart (Chamberlain Group, MA, USA) beating at 90bpm. Selected frames

with the telestrated areas overlaid are shown in Figure 4.11. A closed con-
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(a) (b)

Figure 4.11: Telestrated areas in (a) LAD and (b) left ventricle stereo video
sequences. Only the left frame is shown.

tour with 39 control points was defined in correspondence of a section of

the left anterior descending artery (LAD). Figure 4.12 (a) shows the recon-

structed annotation volume over a section of the sequence with highlighted

diastolic frames.

The tracked annotation shows a small drift of its left and bottom segment,

while its centroid remains focused on the region of interest. The upper and

right sections remain stable throughout. The drift is due to the fact that

the annotation is crossing two completely uniform areas without feature

information. The regularisation constraint however limits the amount of

drift by driving the whole volume in a uniform direction determined by the

annotation segments crossing feature points. Tracking regularity over the

whole sequence is quantitatively shown in Figure 4.12 (b):

4.4.2 In vivo experiments

The algorithm was further evaluated with a TECAB sequence by delineating

an open segment on the pericardium. The sequence presents some signif-

icant deformation, with tissue sections becoming occluded from the heart

contractions. Figure 4.13 shows the performance of the technique together

with selected frames:

Despite the degree of tissue deformation shown in Figure 4.13 (b), (d)

and the lack of explicit occlusion handling, the proposed method was able to

maintain the annotation regularity and recover the tissue motion as shown in

Figure 4.13 (e), where the diastoles and systoles corresponds to the troughs
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(a)

(b)

Figure 4.12: (a) Top: Selected diastolic frames with the tracked annotation
corresponding to ridges in Bottom: Reconstructed annotation
volume over time. (b) Distance of annotation points from the
camera over the sequence. It can be seen that the overall drift
is less than 2mm, while it stabilises in the latter half of the
sequence. All other points are stable throughout. The closed-
loop configuration is maintained during the sequence, as shown
by the surface’s sinusoidal characteristics, and alternating car-
diac phases for all points are evidenced by the ridges in the
plot.
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Figure 4.13: (a) Initial contour. (b) First diastole. (c) First systole. (d)
Second diastole. (e) Distance from camera centre of the tracked
points along the annotation over time.

and peaks in the surface plot respectively.

Furthermore, the top half of the images containing the first 15 points of

the annotation was motionless throughout the sequence. This is reflected by

the surface plot in Figure 4.13 (e), where motion characteristics are clearly

discernible between the first and last portion of the annotation.

4.4.3 Validation results

For quantitative validation, two annotations have been considered: the open

contour shown in the phantom experiment section, and a closed contour de-

lineating the LAD. For both sequences, the initial 3D annotation was stored

internally together with its corresponding cardiac phase; the distance be-

tween the initial 3D points and the estimated annotation position was then

computed whenever the frame under consideration mapped to the initial

cardiac phase. Table 4.4 below quantifies the overall performance of the

algorithm

Error statistics (mm) Mean Standard deviation Max Min

Open contour 2.133 0.81 3.695 0.912
Closed contour 1.792 0.721 3.561 0.433

Table 4.4: Numerical evaluation of the performance from the proposed al-
gorithm.
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4.5 Conclusions

In this chapter we have presented a stereo algorithm tailored specifically for

MIS applications. A novel parallel framework incorporating the anisotropic

corner feature detector proposed by Yang et al. [172] is proposed, which

outperforms current state-of-the-art feature detectors for MIS applications.

The new detector was integrated within a telestration framework for 3D

annotation tracking in MIS, with applications to surgical mentoring and

intra-operative planning. Robustness is ensured by a novel penalty function

incorporating an exact compatibility measure for the detector proposed,

while motion consistency was enforced through a TV-L1 regularisation con-

straint.

Tracking directly in 3D space enforces inter-channel consistency and al-

lows for the reduction of the search domain with prior motion information

without explicit motion models.

The technique has been tested on phantom and in vivo with an average

discrepancy from ground truth during validation of 1.79mm (±0.72mm).

These experimental results demonstrate the robustness and accuracy of the

algorithm. After stereo calibration, the proposed method is able to provide

metric depth information for the 3D tracking and telestration algorithm

to work effectively. However, it is worth noting that the use of stereo-

endoscopes is still not widely accepted in MIS, in the next chapter we will

therefore explore the development of metric depth recovery from monocular

images using SFS alone.
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5 Metric depth recovery from

monocular images using

Shape-from-Shading

5.1 Introduction

In Chapter 3, we developed a method for recovering dense depth informa-

tion within a surgical area of interest. To this end, dense surface gradients

were obtained by the proposed Shape-from-Shading (SFS) scheme and cor-

related with the sparse metric depth information made available by the

stereo reconstruction technique presented in Chapter 3.

It should be noted, however, that several assumptions were made re-

garding the endoscopic camera/light configuration, such as an orthographic

camera model and an infinitely far away light source parallel to the camera

viewing axis. In addition to the above assumptions, the numerical technique

adopted involved a linearisation of the exact SFS equation, followed by an

iterative numerical scheme.

Apart from the approximation errors introduced by the numerical scheme,

the modelling itself may not follow the real setup encountered in general

endoscopic environments. While the calculated surface gradients reflect the

overall trend accurately enough for computing a correlation between SFS

and stereo gradient as in Chapter 3, the SFS technique employed thus far

has some obvious drawbacks.

First, the actual camera model is perspective, and not orthographic.

While the assumption of parallel camera rays holds as an approximation

within a limited spatial interval such as the surgeon’s foveal area, it quickly

breaks down as soon as larger portions of the image domain are considered.

Secondly, the light configuration consists of an off-axis, point light source

near the target surface. Similarly to the orthographic camera assumption
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used, this simplification only holds when limited portions of the image do-

main are considered. More importantly, this particular assumed configura-

tion severely affects the repeatability of the SFS algorithm: given a stereo

laparoscope, as the light source is assumed to be simultaneously aligned

with each camera’s viewing axis, the algorithm would yield different results

for the two channels.

Finally, as the SFS equation considered only involves the surface gradi-

ent terms as its unknowns, the scheme does not directly yield a 3D surface

without having to introduce integration schemes such as [188,189]. Lack of

depth as a direct output of the SFS scheme would not only limit its applica-

bility as an independent method without the support of other systems such

as stereo or SFM, but also require the presence of additional stages such as

the need of a final integration step, which would introduce additional errors

to an already numerically delicate scheme.

In this chapter, a novel SFS formulation closer to real surgical setups will

be presented. For the sake of completeness, a brief overview of existing SFS

systems will be discussed first. Our aim is to augment the capabilities of

SFS systems beyond the state-of-the-art by introducing two main novelties

to the existing SFS scheme:

• A mathematical formulation including a perspective camera and a

point-like light source which is both away from the camera centre and

close to the surface.

• A scheme to recover metric depth of the reconstructed surface by spec-

ular highlight triangulation, made possible by the novel camera-light

source configuration.

Extensive validation of the proposed method is performed on synthetic

images, with direct performance comparison with some of the leading SFS

algorithms. Speed and convergence issues are also analysed, and the method

is further qualitatively evaluated on in vivo endoscopic data.

5.1.1 Motivation

With the goal of dense 3D reconstruction from a single monocular frame,

approaches to the SFS problem have seen many applications to endoscopic

images [122,128] well before the algorithms were deemed suitable for recov-

ering accurate morphological information from synthetic data [120].
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(a) (b)

Figure 5.1: (a) Laparoscope observing a phantom model of the human body.
(b) Close-up of the laparoscopic light-camera configuration. The
light sources are away from the camera centres.

Indeed, the potential rewards of accurate SFS algorithms would be par-

ticularly attractive for Minimally Invasive Surgery (MIS) applications: no

requirements for additional hardware would prove effective in terms of cost

and space considerations in the operating theatre, suitability to any type of

standard endoscope or laparoscope, no time-consuming calibration routines

required, being immune to the paucity of distinctive surface landmarks, and

a resolution of the reconstructed surface limited only by the resolution of

the camera system employed. Similarly to the attractiveness of SFS algo-

rithms to MIS applications, MIS data would also be particularly suited to

SFS algorithms: generally uniform albedo within the camera’s field of view

is necessary for one of the fundamental SFS assumptions to hold, luminal

images from colonoscopies clearly show the impact of light attenuation, and

generally smooth surfaces help justifying the use of regularisers in early

approaches [190].

While SFS methods are relatively difficult to justify as standalone meth-

ods for generic computer vision applications, their low hardware require-

ments represent a considerable competitive edge for MIS applications. Stereo

systems require a costly stereo endoscope, and despite the presence on the

market of robotic platforms with stereo laparoscopes for the last 15 years,

standard instruments have remained relatively static. This is not just be-
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cause a stereo system would require dedicated hardware for visualisation,

with 3D screen and glasses having only just been introduced to the mass

market, but also because of doubts within the surgical community on the

practical advantages of 3D visualisation.

Other computer vision techniques, such as Simultaneous Localisation And

Mapping (SLAM) and Structure From Motion (SFM) [84,111,112], require

not only a static environment, but also a relative richness of reliable features

to drive the matching process, and enough room to manoeuvre in order to

provide the algorithm with large enough camera baselines for the recon-

struction. While in recent years effort have been made in SLAM to learn

an a priori motion model, no successful attempts have been made for more

complex, realistic organ motion [113]. Similarly in SFM progress has been

made in the areas of Non-Rigid Structure-From-Motion (NRSFM), with re-

cent methods being able to recover structure in the presence of moderate

linear and quadratic motion [191, 192]. While promising results have been

shown on feature-rich environments with controlled motion, few applications

have been shown on MIS data [114] with strong assumptions such as the

presence of identifiable static areas. Moreover, in its original formulation,

NRSFM is as ill-posed as the SFS setting.

Finally, active systems such as Time-of-Flight (TOF) cameras [94] or

Ultrasound (US) probes, in addition to requiring extra hardware and suf-

fering from low resolution and noise problems, would require an additional

camera-probe registration phase, which would be particularly problematic

in the case of US as there would not be a fixed relationship between external

probe and internal camera.

Despite such strong competitive advantages in MIS, SFS methods found

limited practical applications for a number of reasons. First, while SFS

has found the attention of the vision community for the last 40 years, only

recently systems have emerged the resemble more closely the camera-light

configurations found in commercial endoscopes [125]. Also, solutions to the

SFS equation are only capable of recovering the target 3D surface up to

an unknown scale factor, which is related to the individual material prop-

erties of the surface being visualised and hence very difficult to calibrate

beforehand. The usefulness of numerical schemes not able to recover metric

depth information is questionable. Third, endoscopic images often present

a large number of specularities due to blood, water used for tissue irrigation
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and mucosal tissue, which deviate from the Lambertian reflectance model

usually adopted in SFS schemes. Finally, mainly due to a general inabil-

ity of the then state-of-the-art SFS methods to correctly recover structure

from simple synthetic noise-free images up until the early 2000s (thirty years

after the first formulation of the problem), there is a certain degree of mis-

conception from the community on the performance achievable with SFS

algorithms after what was stated in the review by Zhang et al. [120]:

1. all the SFS algorithms produce generally poor results when

given synthetic data,

2. results are even worse on real images, and

3. results on synthetic data are not generally predictive of results

on real data.

The main motivation of this chapter is to improve some of the shortcom-

ings found in SFS systems. First, a more realistic camera-light configuration

is proposed, which sees for the first time an off-axis light source close to the

target surface within a numerical framework free from regularity constraints.

Second, the main weakness of endoscopic image data is turned into an as-

set, by using specular highlights to recover the unknown material albedo,

hence allowing the user to recover metric depth information from a single

monocular image.

5.1.2 Problem formulation

In this section, the basic theory behind the SFS algorithm is presented, with

its most common variations based on different camera and lighting models.

SFS is, in all of its forms, an inverse problem: it considers a mathematical

modelling of the image formation process and attempts to reverse it. While

the forward image formation process is well-posed since it requires a number

of known parameters describing the physical structure of the scene (surface

gradient, distance, local and global reflectance properties) to generate a

single per-pixel value representing the brightness of the acquired image,

the inverse process is an underconstrained problem, aiming to infer surface

gradient and distance values from single pixel values.

The image formation process is mathematically characterised by a combi-

nation of two stages [193]. First, the captured image irradiance is expressed

as a function of the scene radiance Lr, the camera lens diameter d, the
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Figure 5.2: Shape-from-Shading as an inverse problem.

camera focal length f , and the angle between the camera viewing axis and

the incoming ray α:

I = (
π

4
)(
d

f
) cos4 αLr (5.1)

The camera is assumed to be in focus, so that all rays originating from a

given point on the object surface focus on a single point on the image plane.

Commonly, the camera is calibrated so that the dependency on the angle α

is removed.

Second, in order to define the so far unknown scene radiance Lr in equa-

tion 5.1 representing the amount of light reflected by a given point on the

object surface, it is necessary to model the mechanisms according to which

incoming light rays are reflected towards the camera. A useful mathemati-

cal representation to this end is the Bidirectional Reflectance Distribution

Function (BRDF), which expresses the ratio between incident and reflected

light as a function of the surface slant (θi, θr) and tilt (φi, φr) angles:

ρ(θi, θr, φi, φr) =
Lr(θi, θr, φi, φr)

Ei(θi, φi)
(5.2)

The geometric significance of these angles in relation to the surface normal

n, light-to-surface l, and surface-to-camera r vectors is illustrated below:
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Figure 5.3: Angles of light incidence and reflection, with their related vec-
tors.

In the BRDF equation, the denominator corresponds to the surface irra-

diance, or the total amount of light incident to the surface. Given an input

source radiant intensity I0, this corresponds to the illumination power times

the cosine between the incident light ray cos θi and the surface normal:

Ei = I0 cos θi (5.3)

Whenever a point-like light source is placed close to the surface, an

inverse-square law type attenuation term has to be taken into account to

reflect the difference in path length between light rays incident to the sur-

face:

Ei = I0
cos θi
‖ l ‖2

(5.4)

Combining equations 5.3 with 5.2 and then into 5.1, and combining to-

gether the known and unknown lens parameters from the camera and the

source illuminant power into a constant κ0, we can obtain an expression of

the image irradiance:

I = κ0 cos θiρ(θi, θr, φi, φr) (5.5)

or, when the light source is close to the surface:
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I = κ0
cos θi
‖ l ‖2

ρ(θi, θr, φi, φr) (5.6)

The cosine term can also be expressed in terms of the dot product between

a light ray and the surface normal. Hence, the equation in vector form can

be represented as:

I = κ0ρ(θi, θr, φi, φr)
l̂ · n̂
‖ l ‖2

(5.7)

where l̂ and n̂ are the normalised light direction and surface normal re-

spectively. The last term needed for a fully explicit image irradiance equa-

tion is the expansion of the BRDF term. The vast majority of work on SFS

focuses on the case in which the target surface material exhibits Lambertian

reflectance properties - practically, this mainly results in a view invariant

property of the target surface, which appears identical from multiple views.

While this model tends to be appropriate mostly to characterise rough,

matte surfaces such as stone, skin, sand and clay, image view invariance

(and hence Lambertian reflectance) is implicitly assumed by most computer

vision algorithms comprising a matching stage based on chromatic features,

such as stereo and optical flow. There is a more practical reason for the

widespread use of Lambertian reflectance: a rough, matte surface would

reflect incident light equally in all directions, hence its BRDF will not be

dependent on the viewing angle, and it can be simply modelled as a constant.

Because of this simple modelling, the image irradiance equation can be

simply written as:

I = ρ
l̂ · n̂
‖ l ‖2

(5.8)

where ρ is a combination of the fixed camera and source illuminant power

characteristics previously expressed by κ0 and the unknown surface albedo.

An in-depth discussion on the appropriateness of the Lambertian model

for SFS and, more specifically for MIS applications is presented in the last

section of this chapter together with alternative reflectance models that

have been investigated in a SFS context. The remainder of this chapter

is devoted to investigating the SFS problem with a Lambertian reflectance

model.
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First, different parametrisation schemes of the SFS problem depending

on the light/camera setup are presented in the same fashion as [115].

Light source at infinity

In equation 5.8, the image irradiance is given by three unknown terms: the

light vector l, the surface normal n and the surface albedo ρ. Depending on

the camera/light source setup, the two vectors are parametrised differently

in terms of common quantities.

Considering a single point-like light source L, if this is located at infinity,

or in practical applications at a large distance with respect to the distance

between the camera optical centre and the target surface, the incident light

rays will be approximately parallel. Hence, each point in the surface will be

associated to a uniform light vector with orientation components α, β, γ as

shown in 5.4a:

I =

αβ
γ

 (5.9)

Light source at the optical centre

For setups including a perspective camera model, whenever the light source

is located at the camera optical centre, incident rays will not be parallel and

every point on the target surface will be associated with a light ray with a

different orientation.

Given a light source L located at the optical centre of a camera C with

focal length f , for each surface point M (ignoring self-occlusions) there will

be a light ray l passing through a point m on the camera retinal plane.

Such ray can be expressed in terms of image coordinates x = (x, y) and

focal length f :

l =

 x

y

−f

 (5.10)

The normalised light ray l̂ connects the light source with the point m′

which lies on a sphere centred at the light source and with radius 1:
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(a) (b)

Figure 5.4: (a) SFS with light source at infinity (b) SFS with light source
at the camera optical centre.

l̂ =
1√

x2 + y2 + f2

 x

y

−f

 (5.11)

These relationships are depicted in 5.4b.

Orthographic cameras

In the simplest scenario, the SFS problem is formulated as a combination

of an orthographic camera and an infinitely distant point-like light source.

Given a point x = (x, y) on the retinal plane at z = 0, the correspondent

surface point M will have coordinates (x, y, u(x)). The surface normal can

then be expressed as:

n =

∇xu(x)

∇yu(x)

1

 =

uxuy
1

 (5.12)

Normalising vectors and combining equations 5.12 and 5.9 into 5.8 the
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Figure 5.5: Orthographic image projection for the SFS problem.

following Partial Differential Equation (PDE) can be obtained:

I(x) =
αux + βuy + γ√

‖∇u(x)‖2 + 1
√
α2 + β2 + γ2

(5.13)

Whenever rays from the light source are perpendicular to the image plane

(i.e. l = (0, 0, 1)), 5.13 takes the form of an Eikonal equation:

‖∇u(x)‖ −

√
1

I(x)2
− 1 = 0 (5.14)

Perspective cameras

A more realistic formulation includes modelling the camera as a standard

pinhole device performing a perspective projection. In this case, a parametri-

sation of the normal vector can be found by examining two curves c1 and

c2 through the image point p = (x0, y0,−f) on the retinal plane as shown

on 5.6a.

The two curves are defined to be parallel to the x and y axes in the

vicinity of p. Thus:
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(a) (b)

Figure 5.6: (a) Derivation of surface normal for SFS under perspective pro-
jection. (b) Perspective projection for SFS.

c1(x) = (x, y0,−f)

c2(y) = (x0, y,−f)
(5.15)

The real two curves can be written as:C1(x) = (u(x, y0)x, u(x, y0)y0,−u(x, y0)f)

C2(y) = (u(x0, y)x0, u(x0, y)y,−u(x0, y)f)
(5.16)

Tangents to the two curves can then be derived as:
dC1(x)
dx = (xux + u(x), yux,−fux)

dC2(y)
dy = (xuy, yuy + u(x),−fuy)

(5.17)

The vector normal to the surface at the projection of point p is therefore

the cross product, resulting in the final expression for n:
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n(x) =
dC1(x)

dx
× dC2(y)

dy
=

 fux

fuy

xux + yuy + u(x)

 =

(
f∇(x)

u(x) + x · ∇u(x)

)
(5.18)

Combining 5.18 with 5.9 into 5.8 yields the PDE for perspective SFS and

infinitely far away light source [125,126]:

I(x) =
f(αux + βuy) + γ(xux + yuy + u(x))√
f2(u2

x + u2
y) + (xux + yuy + u(x)2

(5.19)

Whenever the light source is at the optical centre, equation 5.8 can be

expressed by combining 5.18 with 5.11:

I(x) =
fu(x)√

f2(u2
x + u2

y) + (xux + yuy + u(x)2(f2 + x2 + y2)
3
2

(5.20)

Considering only scenes where the target surface lies in front of the cam-

era, u(x) will be strictly positive, and since ∇u(x)
u(x) = d lnu(x)

dx , it is possible

to perform the substitution v = lnu to yield the Hamiltonian:

I

f

√
f2(v2

x + v2
y) + (xvx + yvy + 1)2(f2 + x2 + y2)

3
2 − e−2v = 0 (5.21)

Equation 5.21 is equivalent to the equation first formulated in [13,123]:

If2

√
x2 + y2 + f2

f2
(f2‖∇v‖2 + (x · ∇v)2) + 1− e−2v = 0 (5.22)

Non-Lambertian models

The PDEs presented thus far model the scenario where a Lambertian object

is considered. Even though Lambertian reflection is the model of choice

underlying most Computer Vision algorithms as previously outlined, its

adoption in the MIS scenario must be justified.

Lambertian reflection is only one of many possible reflectance models that
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can be adopted. If all possible object reflectance characteristics were repre-

sented as a plane whose dimension indicate the degree of surface smoothness

and shininess respectively, Lambertian surfaces would be perfectly suitable

for the corner of the plane indicating matte and smooth surfaces.

Other reflectance models have to be adopted for other types of sur-

faces, such as Oren-Nayar or Oren-Nayar-Wolff for matte, rough surfaces

[14, 119, 194], Ward and Cook-Torrance models for hybrid surfaces exhibit-

ing specular and diffuse components [116, 118], and synthetic reflectance

models such as Phong [117]. Different adopted reflectance models can re-

sult in dramatic variations in appearance of the same object even from the

same viewpoint, as shown below:

(a) (b) (c)

Figure 5.7: Image of Mozart under (a) Lambertian model, (b) Oren-Nayar
and (c) Blinn-Phong.

In MIS applications, it can be argued that most of the surfaces visualised

will be certainly smooth. However, blood, water and mucosal tissue confer

surfaces a certain degree of shininess that cannot be accounted for by a

Lambertian reflectance model. While the impact of these deviations from

the assumed model can be limited by methods aimed at separating specular

and diffuse components in the image [12,195], the question of which model

to adopt becomes a philosophical one: is it better to consider a model which

would be usable within an algorithmic framework albeit only approximately

correct, or would it be preferable to adopt a more accurate reflectance model

that would however not only increase the overall model complexity, but

also require information about the surface material properties that would

be beyond reach?

It is important to note that the Lambertian model is the only reflectance
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model with a single unknown - the surface albedo, while all other models

require a higher number of unknowns describing the material physical prop-

erties that would be impossible to determine in a practical scenario. While

an erroneous choice of albedo would simply cause the reconstructed surface

dimensions to be scaled up or down, the impact of errors on the control

parameters for other reflectance model is comparable to the choice of an

altogether wrong reflectance model.

Given these considerations, we will only consider in subsequent sections

surfaces with limited specularities which can be separated from the diffuse

reflectance component which is assumed to be Lambertian.

5.2 Current approaches for Shape-from-Shading

According to all the various formulations presented, Shape-from-Shading is

an underconstrained problem: for a single per-pixel brightness value, the

aim is to recover the two surface normal vector components. The gradient

field is then normally integrated with methods such as [188] to yield a 3D

surface.

One drawback of this approach is not only that additional errors are

introduced during the integration process, but also that stationary points

in the field could be interpreted as either maxima or minima, leaving an

inherent ambiguity in the SFS solution for concave surfaces that can be

interpreted as convex and vice-versa. In [13], Prados et al. showed that

by considering the light attenuation term 1
r2 , the bas-relief ambiguity is

removed. However, an additional depth term has to be estimated during

the solution of the SFS equation.

Since its original formulation in the 1970s in [127], the approaches devoted

to solving the SFS equation can be classified in one of three categories: vari-

ational methods regularising the SFS PDE, local methods which consider

only specific types of surfaces, linear approaches that linearise the SFS PDE

to make it locally solvable, and propagation approaches which attempt to

solve the PDE directly with iterative methods.
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5.2.1 Variational approaches

Variational approaches have been the first to have been proposed towards

the solution of the SFS problem [190, 196]. A comprehensive review of

variational methods is given in [197] and [198].

Essentially, all variational approaches consist of two main phases: an

energy functional and a minimisation strategy. The energy functional con-

sists of a data term dependent on the adopted SFS model and one or more

regularising constraints. Popular regularisers have been smoothness, inte-

grability and intensity gradient constraints. The overall functional is then

iteratively solved with Lagrangian multipliers or otherwise.

While these methods rely on a solid variational calculus framework, they

do present several shortcomings. First, the relative weights given to the

data and regularisation terms have to be set empirically and are not unique

to different images. Second, not all methods are able to reach a global

minimum, and their speed of convergence is normally slower than local

or propagation methods. Finally, it is important to emphasise that due

to the presence of the regularisers the system solved does not faithfully

represent the physical process that generated the target image. As a result,

surfaces reconstructed with variational methods exhibit an excessive degree

of smoothness that would be undesirable for practical applications.

5.2.2 Linear and local approaches

An alternative to variational calculus is represented by linear and local

approaches which were commonplace throughout the 1990s because of their

relative speed and potential for parallelisation. A comprehensive review of

the most effective among these methods is given in [120].

Linear approaches attempt to linearise the non-linear SFS PDE, thus

solving many of the difficulties in its solution. An example is the method

considered in Chapter 3 which considers a first-order Taylor approximation

of the PDE for orthographic SFS. Other approaches include the popular

method by Tsai and Shah [121], and Ikeda [199].

While linear approaches simplify the irradiance equation, local approaches

simplify the type of surfaces under consideration. More specifically, the

assumption behind local approaches is that surfaces are locally planar or

spherical, such as the method by Robles-Kelly and Hancock [200]. More re-
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cently, [201] proposed an approach for distant light sources and orthographic

cameras that is able to reconstruct ideal polyhedral surfaces, however the

authors admit that the method has been developed mainly to investigate

ambiguities of surface priors rather than to efficiently solve the SFS problem.

In general, simplifications of either the image irradiance equation or of the

surfaces considered does not lead to a consistent system, and the quality of

the reconstructed surfaces is heavily dependent on the nature of the image

considered and on the amount of pixel noise [120].

5.2.3 Propagation approaches

Propagation approaches attempt to directly solve the SFS PDE. One ob-

vious advantage to these approaches is that there is no bias introduced to

the irradiance equation or to the surfaces considered. On the other hand

these approaches tend to be iterative, requiring a stopping criterion and

being considerably slower than local approaches. More importantly, their

potential for parallelisation is considerably lower, even though recently an

approach was proposed to execute the Lax-Friedrichs sweeping needed by

many propagation algorithms directly on GPUs [202,203].

Early propagation algorithms include fast marching [126, 204–206], vis-

cosity solutions [207,208] and finite element methods [117,209].

Despite their differences at first sight, these approaches were shown in

[210] to compute an approximation of the same solution. A globally optimal,

convergent and robust approach for the case of a perspective camera with

the light at the optical centre was then proposed in [13] and [123].

Since then, other approaches have been proposed taking advantage of the

Lax-Friedrichs sweeping method for globally solving non-convex Hamilto-

nians [211]. These approaches invariably consider the case of perspective

cameras with the light source either at the optical centre or infinitely far

away [14,118,134,135,212].

While the recent approaches do generally compute good reconstructions

of the target surface and exhibit a good degree of robustness to noise, the

modelling of the problem itself in terms of camera-light source configuration

has not been improved to reflect a realistic setting where the light source

is away from the camera centre. It will be shown how this improvement in

modelling enables the recovery of the unknown albedo parameter.
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5.2.4 Applications to MIS

Because of the similarity between the commonly considered SFS scenario

of a perspective camera with the light source at the optical centre and a

standard endoscope, intra-operative images have been among the first real

datasets investigated in SFS methods.

Early approaches have used the notion of propagating surface isocontours

[128], incorporating radial distortion models [129] or fast marching [130],

while more recent and reliable approaches have adopted the propagation

approaches outlined earlier [13,123,124,131–135].

Significantly though, none of the approaches above has been directly em-

ployed for an intra-operative guidance method, possibly due to the dubious

usefulness of shape information in a non-metric space for guidance purposes.

Moreover, none of the above approaches considers a realistic camera-light

configuration, potentially critically affecting the accuracy of clinical appli-

cations.

A notable exception is the work of Wu et al. [136] and its mathematically

amended version in [137], where an off-axis light source close to the surface

is considered. The reconstructed volumes of all the frames considered are

blended together with an Iterative Closest Point (ICP) algorithm and reg-

istered with pre-operative orthopaedic images. The registration step allows

a good use of the reconstructed shape without knowledge of the surface

albedo, despite the impossibility to apply it outside an orthopaedic surgery

context due to tissue deformation.

However, the irradiance equation was solved within a variational frame-

work with Lagrangian multipliers and a combination of brightness and inte-

grability constraints, thus affecting the quality of the reconstructed surfaces.

If smoothness constraints can be appropriate for orthopaedic applications,

such priors cannot be acceptable to more complex structures that would be

found in MIS data.

Historically, SFS methods have evolved from the simplest possible (Eikonal)

irradiance equation until more realistic formulations. The increasing com-

plexity of the PDEs considered was counterintuitively accompanied by an

increased well-posedness of the SFS problem, with the paper from Pra-

dos [13] proving that only an SFS formulation with a perspective camera

and a light source close to the surface which does not ignore the attenuation
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term can result in a unique solution to the problem.

Following this historical trend, we propose a method that considers a

perspective camera and an off-axis light source close to the surface. We

show how this more realistic formulation directly results in the ability to

uniquely recover the final missing parameter to yield the surface shape in

a metric space - the surface albedo, which would be impossible to estimate

with more conventional SFS formulations.

5.3 Realistic modelling and metric depth recovery

with SFS

In this section, we propose a novel approach for overcoming the limitations

of conventional SFS methods. First, we present a novel formulation of

the SFS problem with a perspective camera and a light source close to

the surface and away from the optical centre. The attenuation term 1
r2 is

not neglected, resolving the concave/convex ambiguities. In our case, the

resulting Hamiltonian is solved with a Lax-Friedrichs sweeping technique

[211] and the impact of different boundary conditions is investigated.

A similar formulation was developed by Wu et al. [136, 137] with appli-

cations to orthopaedic endoscopy, however, their mathematical modelling

differed from ours in their derivation of the surface normal. In addition,

they introduced additional regularization terms and solved the SFS PDE

within a variational framework using Lagrangian multipliers. Because of its

application, no spatial localisation was performed.

In contrast, we present an explicit Hamilton-Jacobi PDE. To position

the derived surface within metrically accurate coordinates, we solve for the

unknown albedo by spatially triangulating image specularities. This is pos-

sible because we consider a configuration where the camera and light source

are not coincident. To our knowledge, this is the first attempt to metrically

lock a surface reconstructed with SFS with specular highlights.

Given surface normals obtained from SFS and a known spatial trans-

formation between the camera centre and the light source which can be

established through a calibration procedure [24], it is possible to find the

exact 3D position in space of specular points.

Since albedo is assumed to be uniform throughout the surface, the actual
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Figure 5.8: Perspective projection with light source away from the optical
centre. A 3D point M with surface normal n is illuminated by
a light source L through the illumination vector l and projected
to a point m on the retinal plane by a camera C.

depth of the entire surface can then be recovered.

5.3.1 A novel formulation for SFS

Considering the camera-light source setup shown below, a new parametri-

sation of the surface normal n and of the light vector l is required:

In this setup, C is at position (α, β, γ), which can be pre-determined with

illumination position estimation methods [24]. Given the set of all x = (x, y)

in the image domain Ω, image point m can be represented as:

m = (x+ α, y + β, f + γ) (5.23)

The 3D point M is the back-projection of m:

M =

(
u(x)

x+ α

f + γ
, u(x)

y + β

f + γ
, u(x)

)
(5.24)
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Following the same derivation that resulted in equation 5.18, it is possible

to parametrise the surface normal as:

n =

 −(f + γ)ux

−(f + γ)uy

(x+ α)ux + (y + β)uy + u(x)

 (5.25)

Given the coordinates of M in 5.24, the light vector can be represented

as:

l =

x+ α

y + β

f + γ

 (5.26)

Hence, the new image irradiance equation can be expressed in terms of the

new parametrisations of l and n without ignoring the distance attenuation

term and performing the substitution v = lnu:

I(x)
1

ρ

√
(v2
x + v2

y) + J(x,∇v)2 ·Q(x)
3
2 − e−2v(x) (5.27)

To which we associate the Hamiltonian:

H(x,∇v) = I(x)
1

ρ

√
(v2
x + v2

y) + J(x,∇v)2 ·Q(x)
3
2 (5.28)

where: J(x,∇v) =
vx(x+ α) + vy(y + β) + 1

(f + γ)

Q(x) = (x+ α)2 + (y + β)2 + (f + γ)2

(5.29)

5.3.2 Numerical algorithm

Given a diffuse input image I, the surface shape can be recovered up to a

scale factor by solving equation 5.28. To this end, the 2D Lax-Friedrichs

sweeping scheme proposed by Kao et al. [211] was applied. The scheme is

an iterative numerical method able to find solutions to non-convex Hamilto-

nians of arbitrary complexity. For further details on the scheme itself, and

details about its convergence properties, we refer the reader to the work

in [211] and [119].
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In the Lax-Friedrichs scheme formulation, our SFS problem can be stated

as finding the solution of:H(x,∇v)− e−2v(x) = R, ∀x ∈ Ω

v(x) = φ(x), ∀x ∈ ∂Ω
(5.30)

where R is a small positive constant set in our experiments to 10e−5 and

φ(x) are the boundary conditions later described in equations 5.38 and 5.39.

An iterative procedure for the solution of 5.30 within the image domain Ω

can then be represented as:

(
−1

λx
∆x +

λy
∆y

)
e−2vn+1

x,y + vn+1
x,y =(

1
λx
∆x +

λy
∆y

)[
R−H

(
x,
vnx+1,y − vnx−1,y

2∆x
,
vnx,y+1 − vnx,y−1

2∆y

)]
+(

1
λx
∆x +

λy
∆y

)[
λx

(
vnx+1,y − vnx−1,y

2∆x

)
+ λy

(
vnx,y+1 − vnx,y−1

2∆y

)]
(5.31)

where vnx,y is the natural logarithm of the estimated depth at iteration

n and 2D image point (x, y), while the artificial viscosities λ satisfy λx ≥
‖ ∂H∂vx ‖, λy ≥ ‖

∂H
∂vy
‖.

Since 5.31 is nonlinear in v, Newton’s method is used after each iteration

until convergence. If the unknown depth at iteration n + 1 is denoted by

p, while −1
λx
∆x

+
λy
∆y

by a and the equation’s RHS by b, the equation and its

derivative can be expressed as:

f(p) = ae−2p + p− b = 0

f ′(p) = −2ae−2p + 1
(5.32)

Starting from an initial value of f(p) = vn, Newton’s kth iteration can

then be formulated as:

pk+1 = pk − f(p)

f ′(p)
(5.33)

In our experiments, no more than 10 iterations have been necessary for

convergence of Newton’s algorithm. Once the surface shape has been recon-
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structed, it is possible to recover the unknown scale factor.

5.3.3 Recovering metric depth

Our method treats specular highlights as constraints that allow the recovery

of depth at specular points with a perspective camera and an off-axis near

point light source. The idea behind the approach is shown below:

Figure 5.9: Geometry of specular highlights. The peak of the highlight oc-
curs whenever the angle of light incidence corresponds to the
viewing angle.

Given the above setup, the peak of the specular highlight will occur when

the angle of light incidence θi between the light vector l and the normal n is

the same as the angle of reflection θr between the viewing vector c and the

normal. This corresponds to the condition of the normal and the half-angle

vector h between c and l being perfectly aligned and can be expressed as:

(l + c) · n
‖l + c‖‖n‖

= cos θhn = 1 (5.34)

The condition above is valid whenever the reflectance model assumed

presents a monotonically increasing relationship between the image irradi-

ance and the angle θhn, which is the case for most functions.

As information about the normal is obtained directly from the SFS esti-
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mate and the (x, y) image coordinates of the peak of the specular highlight

can be easily localised, after some algebraic manipulation 5.34 can be ex-

pressed as a quadratic constraint in a single unknown u(x):

u(x)2
(
k0‖n‖2 − k2

3

)
+ u(x)

(
k1‖n‖2 − 2k3k4

)
+
(
k2‖n‖2 − k2

4

)
= 0 (5.35)

where: 

k0 =
4

(f + γ)2
Q(x)

k1 =
4

(f + γ)
[(x+ α)α+ (y + β)β + (f + γ)γ]

k2 = α2 + β2 + γ2

k3 = −2[(x+ α)n0 + (y + β)n1 + (f + γ)n2]

(f + γ)

k4 = αn0 + βn1 + γn2

(5.36)

If the surface albedo and irradiance model are uniform throughout the

visualised surface, the ratio between the surface depth calculated through

5.35 and the one recovered by our SFS method represents the unknown

albedo parameter ρ.

The solution of 5.35 assumes the existence of a perfect specular highlight

detected at image point x, i.e. a highlight generated by an angle of inci-

dent light θi exactly identical to the angle of reflection θr. However, this

is rarely the case, as the irradiance is sampled at intervals related to the

camera resolution, and sufficiently bright highlights will also arise when θi

is sufficiently close to θr under any physical light formation model. At these

points, cos θhn 6= 1, causing our initial assumptions to break down and 5.35

not to have any real roots in the general case.

The problem can be regularised by projecting the estimated normal to a

new normal ñ lying on the plane which is formed by the viewing vector c

starting from the camera centre and the light source L and defined by its

unit normal r̂:

n̂ = n− (n · r̂) r̂ (5.37)

The projection ñ then replaces the estimated normal with its closest ap-

proximation guaranteeing that 5.34 is satisfied and ensuring that the solu-
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tion of 5.35 will result in two identical real roots for the unknown depth

u(x).

Separation of specular and diffuse components

Behind the algorithm presented, there is an assumption about the existence

of a system able to separate the diffuse and specular components from the

input image. This issue has been investigated in the paper by Tan and

Ikeuchi [12] and more recently by Yang et al. [195].

Both systems analyse the pixel values within the image chromaticity

space, thus automatically detecting specular highlights as peaks in the per-

channel chromaticity distribution. The underlying chromatic component is

estimated for the specular pixels and information from neighbouring diffuse

areas is propagated.

While the feasibility of these systems has been shown with several exam-

ples of real images, in MIS the highly focused lighting causes most specular

pixels to be completely saturated and devoid of any chromatic information,

causing the above algorithms to fail. An example of a typical specular-

diffuse separation algorithm performance is shown below:

(a) (b)

Figure 5.10: (a) Original MIS image. (b) Diffuse component recovered with
[12].

For practical reasons, the algorithms above will be applied only to syn-

thetic images where the saturation of the image pixels can be rescaled in

order to assess the accuracy of the algorithm in isolation from the inaccu-

racies introduced by external systems. On real data, only the qualitative

(shape) performance of the proposed SFS modelling will be tested.
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5.3.4 Algorithmic workflow

The proposed system comprises the algorithmic phases outlined below:

Figure 5.11: Algorithmic workflow for the proposed system.

Given an input image acquired within a calibrated system, it is first sep-

arated into specular and diffuse components. The surface shape is then re-

covered through iterating 5.31 within the Lax-Friedrichs sweeping scheme.

Information about the recovered surface normals at specular points is then

used in 5.35 to recover the missing scale factor and localise the recovered

surface within a metric space.

5.4 Experimental results

The performance of the new SFS formulation for reconstructing object shape

was tested against state-of-the-art methods presented in [13] and [14] to

quantify the impact of the new formulation with the off-axis light source.

The recovery of the unknown albedo via specular highlight triangulation to

localise the reconstructed shape in metric space was also separately vali-

dated.

To this end, the standard SFS datasets of Mozart and Vase were used

for comparison during all synthetic experiments. All experiments were per-

formed on a Windows XP workstation with an Intel Core2 Duo CPU running

at 3.16GHz.

For both phases of the experiment, surfaces were reconstructed for all

combinations of light source positions in the range (α, β, γ) ∈ {−48, .., 48},
{−48, .., 48}, {−10, .., 10}. Focal lengths were set to 200 and 253 for Mozart

and Vase respectively.

146



Boundary conditions

One of the key criticisms to propagation methods to calculate the solution

of the SFS PDE is that for convergence they require boundary conditions,

i.e. a certain degree of knowledge of the behaviour of the PDE at the image

domain boundary ∂Ω.

The work from Prados et al. in [13] and [115] was significant in this sense

as it was the first to allow to specify boundary conditions that required

no significant knowledge of the surface at the image boundary. Essentially,

the system allowed to specify any very large value for u(x) at the image

boundary as a starting point for the iterative algorithm.

In this work, we investigate two types of boundary conditions to check the

stability of the system under a limited degree of knowledge of the surface

behaviour at the image boundary. The two boundary conditions investi-

gated are Dirichlet conditions with knowledge of the exact depth at the

image boundary and Neumann conditions where ux = uy = 0:

∂Ω = u(x) (5.38)

∂Ω = ln

√
(f − γ)

I(x)Q(x)
3
2

(5.39)

5.4.1 SFS performance

In the first phase of the experiment, only the SFS algorithm was tested

on synthetic images and compared with other state-of-the-art methods for

varying light configurations.

An example of some of the surfaces estimated for selected light positions

is shown in figures 5.13 and 5.14. In addition, figure 5.12 provides a visual

comparison of the error for both Mozart and Vase when reconstructed by our

proposed method and the formulation of [13] and [14] for varying parameters

of α, β and γ.

Qualitatively, the reconstructed shapes are indistinguishable from the

originals for most light configurations. While there is some spatial depen-

dency of the error, it is generally uniform and bound below 0.8% for Mozart.

In the formulation where the light is at the optical centre [13,14], the error

147



(a) (b)

(c) (d)

Figure 5.12: All graphs are on the same scale. (a) Positional error depen-
dency of the method by [13, 14] for Vase and (c) Mozart. (b)
Our method for Vase and (d) Mozart.

becomes predictably progressively greater for large baseline light configura-

tions, with peaks > 6.5% for Mozart in the parameter space investigated.

A similar performance is found in the reconstruction of Vase, with an

average error of 0.1% for the proposed method, against peaks of 3.5% of the

state-of-the-art.

Significantly, there is little difference between Dirichlet and Neumann

boundary conditions, suggesting that acceptable results can be obtained

with no prior knowledge of the surface at the image boundaries.
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Figure 5.13: Reconstruction results of Vase for different light source posi-
tions. The reconstructed surfaces are visually virtually indis-
tinguishable.
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Figure 5.14: Reconstruction results of Mozart for different light source po-
sitions. The reconstructed surfaces are visually virtually indis-
tinguishable.

150



5.4.2 Results

Synthetic data

The performance of the specular highlight triangulation scheme was inves-

tigated in three phases: first using the ground truth surface normal data to

provide a baseline for the algorithm’s accuracy, then with the surface normal

estimates obtained from the proposed algorithm, and finally with the SFS

estimates after automatic removal of areas with high estimates of surface

curvature. All synthetic hybrid diffuse-specular images were generated with

a Blinn-Phong reflectance model with an exponent of 100.

Results in table 5.1 suggest that when using ground truth normal data

the average error is around 9.5% for both Mozart and Vase. This is due to

the fact that the strongest specular highlight present in the image will not

necessarily be generated by points where the surface normal is exactly coin-

cident with the half angle vector, mainly due to the input image resolution.

However, the scheme proves to be accurate and robust when using SFS

surface normal estimates, with Vase being correctly localised in space with

an error of 2.7% above the ground truth baseline. For Mozart, the ini-

tial error using raw SFS surface normal estimates is 19.2%, or 9.4% above

the ground truth baseline. The inaccuracies are introduced mainly by the

inability of the Lax-Friedrichs scheme to correctly reconstruct sharp edges.

As surface normals estimates from areas with high surface curvature are

automatically excluded by the algorithm, the average error is reduced to

12.4%, or 2.6% above the ground truth baseline, in line with the results for

Vase. It is important to stress that due to the coincident configuration of

camera and light source, it is impossible to localise the specular highlights

in 3D space using the formulation in [13,14].

In vivo images

Qualitative results were also obtained for in vivo data. Because of the

impossibility of reliably separating specular and diffuse components using

state-of-the-art methods, only the SFS stage of the algorithm was applied.

Specular areas were smoothed prior to the SFS reconstruction to reduce the

impact of the intensity peaks in the overall reconstruction.

The original input images together with reprojected renderings of their

reconstructions are shown in figure 5.15:

151



Shape reconstruction

Proposed with (19) Proposed with (20) SFS [3,12]

Mozart 0.47% 0.59% 3.37%

Vase 0.11% 0.20% 1.46%

Specular highlight triangulation

Using ground truth Using SFS estimation
SFS estimation

plus edge filtering

Mozart 9.80% 19.23% 12.42%

Vase 9.22% 11.96% 11.96%

Table 5.1: Surface reconstruction and localisation results of the proposed
method.

(a) (b) (c)

(d) (e) (f)

Figure 5.15: Results for in vivo data courtesy of www.gastrolab.net. (a)
Stomach lining and (b), (c) renderings of its reprojected re-
construction. (d) Oesophagus and (e), (f) renderings of its
reprojected reconstruction.
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5.5 Conclusions

In this chapter, we have proposed a novel formulation of SFS which is a fur-

ther step towards for realistic modelling of for MIS scenes applications where

the light source is close to the surface and away from the optical centre. We

further demonstrated how this configuration allows for spatial localisation

of the displayed object through triangulation of specular highlights using

surface normals estimated from the SFS procedure.

The direct result of our more realistic formulation is to enable direct re-

covery of the surface albedo, thus enabling metric depth recovery from a

single monocular image. However, the method relies on the ability to con-

sistently separate specular and diffuse components from the input images.

While this can be achieved under controlled lighting conditions, issues were

present with reliable separation of specular and diffuse components with

state-of-the-art methods due to the high saturation levels of the specular

highlights, which deserve further investigation.

In the next chapter, we will investigate a calibration procedure to pre-

operatively determine the surface albedo without having to rely on dynamic

specular/diffuse separation. The proposed technique takes advantage and

builds upon the modelling and the numerical framework illustrated in this

chapter.
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6 Navigation with

Shape-from-Shading

6.1 Introduction

6.1.1 Vision-based guidance in capsule endoscopy

In Chapter 5, we proposed a novel, yet more realistic formulation for the

SFS problem, considering a setup where the light source is close to the target

surface and away from the camera optical centre. This is a setup that closely

resembles endoscopic scenarios, and together with quantitative evaluation

of synthetic images, qualitative performance of the algorithm was given on

endoscopic image data.

We also showed how this particular setup allows for spatial triangulation

of specular highlights in a metric space, thus allowing the recovery of the

overall surface albedo. However, the method presented relies on the ability

to consistently separate specular and diffuse components from the input

images, which is rarely possible with highly focused bright light sources

such as the ones found on endoscopes that can give rise to saturated specular

highlights.

In this chapter, we aim to overcome this obstacle by formulating a practi-

cal albedo calibration routine that can be applied preoperatively to monocu-

lar devices whose motion can be precisely monitored. In particular, we focus

on capsule endoscopy, since due to size and frame rates limitations SFS is

the most viable solution for a capsule navigation system, with the potential

of greatly increasing transit speed and consequently reducing video footage

examination time.

Wireless Capsule Endoscopy (WCE) has the potential to dramatically

reduce invasiveness and pain of traditional gastrointestinal (GI) diagnos-

tic and surgical procedures, paving the way to mass screening of the GI

tract [213]. WCE potentially enables inspection of the GI tract without pa-
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tient discomfort or need for sedation, and thus obviates the risks associated

with traditional endoscopy [214]. As a first-generation ‘disruptive technol-

ogy’, WCE still presents a number of limitations, e.g. the inability to control

locomotion and camera orientation. As demonstrated by recent compara-

tive studies [215], these open issues make traditional endoscopic techniques

still superior to WCE. Therefore, the natural evolution of WCE consists of

integrating/exploiting mechanisms for active locomotion and also providing

the capsule with micro-sensors and micro-tools for diagnosis, therapy and

MIS [216,217].

As a consequence, many research centres are focusing on the enhance-

ment of current WCE capabilities, from simple diagnostic cameras to a

complete and autonomous micro-legged diagnostic and therapeutic robotic

platform [22, 218, 219]. Different approaches have been proposed for con-

trolled locomotion but currently the most promising solution seems to be

magnetic steering, under investigation by Olympus, Inc. (Tokyo, Japan)

and Siemens Healthcare (Erlangen, Germany) [220] as well as by the au-

thors in [221], [222]. An extensive overview of the state-of-the-art on WCE

platforms is given in [15], and examples of current WCE systems are re-

ported in Figure 6.1.

While promising advances have been made to control precise capsule lo-

comotion, progress is still necessary in terms of navigation systems to close

the control loop and enable automatic or semi-automatic navigation of en-

doscopic capsules, with the potential for greatly reduced procedural time

and greater clarity of images. Systems based on additional hardware such

as Time-of-Flight (ToF) cameras [94] are too bulky and power-intensive

for the size of the target capsules, therefore a feasible solution has to be

explored within the domain of computer vision-based techniques.

Traditional methods for vision-based 3D reconstruction employed in MIS

require the use of stereo cameras [3,8,113,140] which, while present on mod-

ern stereo laparoscopes and robotic platforms, are not found in WCE sys-

tems due to physical constraints. Monocular 3D reconstruction techniques

such as MonoSLAM [111,112] rely on completely static target structures, vi-

sual features that can be efficiently tracked, and a fast frame rate generating

an abundance of viewpoints that can be used for structure recovery; a set of

requirements that is not suitable for a typical WCE setting. Other monoc-

ular techniques such as Non-Rigid Structure-from-Motion (NRSFM) [192]
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Figure 6.1: Examples of active locomotion capsules (from [15]): oesophagus
capsules respectively developed by (a) Tognarelli et al. [16] and
(b) Glass et al.. [17] (c) Swimming capsule developed by Tortora
et al. [18] for stomach diagnosis. Bowel capsules developed by
(d) Kim et al. [19], (e) Li et al. [20], (f) Park et al. [21], (g)
Valdastri et al. [22] (h) Vibrating capsule produced by Zabulis
et al. [23].

relax the static scene constraints, but are still unsuitable to WCE applica-

tions due to the need of reliable visual features to track, linear or quadratic

motion, and variety of viewpoints.

Another vision-based guidance method that has seen early applications to

endoscopy and MIS is Shape-from-Shading (SFS) [124,128,132,137], where

the 3D structure of the visualised scene is reconstructed from a single cam-

era without any further information required. While SFS algorithms namely

only require the target surface to be made of a material with uniform sur-

face reflectance properties - which is the setting of GI applications - there

have been no clinical applications of the algorithms without the requirement

of detailed pre-operative scan data. This is due to the fact that surfaces

reconstructed with SFS systems are not localised within a metric space;

rather, they are linearly scaled with an unknown factor related to the sur-

face reflectance characteristics. Because of this inability to correctly recover

metric distances, vision-based systems relying exclusively on guidance from

SFS modules have so far not found any practical applications.

We propose a complete calibration procedure to recover the surface albedo

prior to the endoscopic procedure, followed by a system for SFS-based intra-

operative guidance. Given the tissue uniformity of GI environments, the
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recovered albedo can in turn be used for intra-operative metric 3D recon-

struction from SFS, accurate trajectory planning and ultimately automatic

capsule navigation. The proposed system is ideally suited to platforms

with self-steering capabilities [221] but it is also applicable to general cap-

sule platforms. More specifically, even with traditional passive locomotion

capsules, the 3D surfaces obtained can still be used for accurate anatomy

reconstruction and augmented reality. To the best of our knowledge, this is

the first practical system for SFS calibration for WCE guidance purposes.

While the system proposed earlier in Chapter 5 relied on robust separation

of specular and diffuse components, the calibration scheme proposed here

is resilient to large non-Lambertian areas. Moreover, because of the large

number of features used to estimate the surface albedo compared to the

small number of specular points used in the system presented previously,

this scheme is more resilient to large non-Lambertian areas and inaccuracies

in the surface normal estimation. Finally, as it is not based on triangulation

of specular highlights, it remains unaffected by otherwise large triangulation

errors due to the small camera-light baseline. To the best of our knowledge,

this is the first practical system for SFS calibration for WCE guidance

purposes.

6.2 Current approaches to capsule guidance

6.2.1 Active locomotion capsule endoscopy

Active locomotion for capsules is important for steering and navigation con-

trol, especially when minor surgical procedures have to be performed in situ.

In contrast, commercially available passive capsules only allow a random vi-

sual sampling of the GI tract and no interventional capabilities are provided.

There are mainly two strategies for active locomotion in WCE: 1) em-

bedding miniaturised actuators on board; 2) exploiting external actuation

systems, namely magnetic fields. With regards to the first method, dif-

ferent mechanisms have been developed by exploiting paddles and linear

actuators [19], or motorised legs [22,223–226].

Although internal locomotion would grant significant advantages, such as

the potential to locally manipulate tissue away from the camera, a critical

drawback is that it is power intensive, thus making long operation times
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unfeasible. As an alternative, external locomotion approaches based on

magnetic fields currently represent the most promising solution for WCE.

A magnetic steering technology for gastric examination based on elec-

tromagnets was designed by Olympus Inc. and Siemens Healthcare. The

system includes an Olympus capsule endoscope and a Siemens guidance

system equipped with MRI and CT facilities [220].

The use of a permanent magnet was investigated by Given Imaging Inc.

(Yoqneam, Israel): a wireless PillCam colon-based capsule endoscope was

modified to include neodymium-iron-boron magnets and was manipulated

through a handheld external magnet in the oesophagus and stomach [227].

Another example of robotic magnetic WCE control was proposed by Carpi

et al., who used the Niobe navigation system for an accurate steering of a

magnetically modified PillCam video capsule [228].

A still open issue in capsule endoscopy is the lack of a reliable localisation

strategy compatible with magnetic locomotion for providing position and

orientation feedback for self-autonomous steering. The use of a vision-based

strategy would represent a promising solution for intra-operative automated

guidance.

6.2.2 Shape-from-Shading 3D reconstruction

As presented earlier in Chapter 5, common to all modern practical SFS

systems is a perspective camera model and a Lambertian reflectance model

assumption, while the light source has been assumed to be, in turn, at

infinity [124], or close to the surface either at the optical centre [131] or

away from the visual axis [137]. In order for the SFS problem to be well-

posed, it was proven that the light source has to be modelled close to the

target surface [131], [137].

However, due to the Lambertian reflectance modelling, the reconstructed

surfaces do not lie within a metric space, but they are linearly scaled by an

unknown factor based on the surface reflectance properties. Therefore only

shape, not distance, information is available. This is the case for the systems

in [124] and [131], for which no practical navigation application is possible.

Other systems proposed in [132] and [137] use shape information for intra-

operative navigation. However, they require pre-operative scan data for

intra-operative registration through ICP, which would be unfeasible for the
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GI tract environment.

More recently, a SFS-based approach was proposed for WCE procedures

[138]. However, it has to be emphasised how the proposed approach does

not attempt to recover metric distance, rather it is a visualisation tool to aid

the diagnostic procedure. Moreover, the SFS technique adopted is based on

the Tsai-Shah method which models the capture device as an orthographic

camera with an infinitely distant light source, making the overall system

mathematically ill-posed. This can result in an ambiguous interpretation of

concave/convex surfaces and, ultimately, incorrect visualisation.

It is therefore crucial for a SFS-based navigation system without pre-

operative scan data to recover the missing scale factor needed for metric

reconstructions. Here we propose a platform-independent practical calibra-

tion system that can be used for this purpose as a first step towards auto-

matic WCE capsule navigation. We also show how the recovered albedo can

be used to metrically scale intra-operative reconstructions robustly through

a cross-validation procedure.

6.3 A practical system for vision-based capsule

guidance

6.3.1 System overview

The proposed calibration system requires the camera that will be used dur-

ing the WCE procedure together with a way of reliably controlling the

camera position.

To demonstrate our calibration concept, we used a standard STORZ la-

paroscope model together with a synthetic colon model kept at a stable

2mmHg insufflation level by an external endoscopic insufflator (Surgiflator-

40, Word of Medicine AG, Germany), but the same procedure could be

implemented in vivo with relatively few modifications. The laparoscopic

camera was first calibrated to characterise its radiometric response and in-

ternal parameters. The laparoscope was then inserted in the colon for a

total length of 100mm, while images were captured at insertion intervals of

5mm. The complete experimental setup is shown in Fig. 6.2.

The images were then pre-processed to remove deviations from the as-

sumed Lambertian reflectance model and fed to our SFS algorithm for sur-
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Figure 6.2: System setup. An external insufflator is used to keep the syn-
thetic colon model at a stable insufflation level. The laparoscope
is inserted for a total length of 100mm while acquiring calibra-
tion pictures at 5mm intervals.

face reconstruction. Finally, visual features were matched in consecutive

frames.

To recover the unknown scale factor, it was possible to consider the ratio

between the difference of the reconstructed depth for matching features and

the known 5mm displacement. A distribution of the ratios recovered for all

matching features was created for each consecutive frame pair. Assuming a

uniform surface through the GI tract, the calculated distributions should all

indicate a single scale factor that can then be calculated, stored and used

for metric 3D reconstruction and capsule trajectory planning during WCE

procedures in the same subject.

The accuracy of the proposed calibration technique was tested with leave-

one-out cross-validation with the acquired data.
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6.3.2 Camera calibration

The endoscopic camera was calibrated prior to insertion with a standard

checkerboard in order to determine its internal parameters needed by the

SFS algorithm. To further characterise the endoscopic camera-light source

setup, a reflective plastic film was overlaid to the checkerboard in order to

provide specular highlights that allowed to calculate the exact spatial loca-

tion of the light source with respect to the camera according to the method

presented in [24]. An example of the output from the light calibration phase

is shown in Fig. 6.3.

The measured translation of the light source with respect to the camera

centre was of (x, y, z) = (3.5, 2.2, 5.0)mm.

Figure 6.3: Light source position calibration. The position of the light
source is accurately determined with the method by [24] to bet-
ter characterise the SFS setting.
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6.3.3 Radiometric calibration

Given a surface reflectance model mathematically defining the image ir-

radiance, every SFS algorithm assumes a linear relationship between this

irradiance and the captured brightness. However, due to automatic post-

processing phases internal to the cameras and specific CCD element sensi-

tivities, this is seldom the case.

Therefore, a radiometric calibration phase was carried out to determine

the camera radiometric response function and invert it in order to lin-

earise the relationship between incoming image irradiance and the perceived

brightness output. This was done with images of a Macbeth colour chart

illuminated by the endoscope light source. Exponential functions were then

fitted in the Least-Square optimal sense to the plotted perceived brightness

against the given irradiance values. Fig. 6.4 shows the camera response

function for each colour channel.

Once the camera radiometric response has been determined, it is then

possible to invert the functions and transform the brightness of incoming

frames on-the-fly as shown in Fig. 6.5.

6.3.4 Image processing

Endoscopic images can present specular highlights, defined as bright spots

of light that appears on shiny object when illuminated. This is due to the

highly focused bright lighting interacting with water and mucosal tissue.

Even though highlights are usually important in computer vision as they

provide a strong visual cue for the shape of an object and its location with

respect to light source in the scene, they represent a critical problem for the

resolution of the SFS algorithm because of their deviation from the assumed

Lambertian reflectance.

Therefore, following the radiometric transform it is important to remove

specular highlights prior to SFS reconstruction. Specular highlights are

detected in the original frame through thresholding areas of high intensity

and low saturation. The areas delimiting the detected regions were then

dilated in order to fill any local holes in the detection and used as selection

masks for an image inpainting process aimed at populating the specular

areas with intensity values from neighbouring pixels.

A Gaussian filter was then applied to the frame for an overall smooth
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(a)

(b) (c)

Figure 6.4: Exponential functions describing per-channel camera radiomet-
ric response. (a) Red channel: 1.6x0.8758 . (b) Green channel:
29.16x0.3615. (c) Blue channel: 16.52x0.4424.

result without edge artefacts between the inpainted areas and their sur-

roundings. Finally, the frame was reconstructed by combining pixels from

the original (Fig. 6.6a) and the inpainted and filtered frames, respectively

for the area outside and inside the inpainting mask. Median filtering was

then applied on the resulting frame to remove salt-and-pepper noise (Fig.

6.6b).

6.3.5 Shape-from-Shading 3D Reconstruction

The system proposed in Chapter 5 is used for 3D reconstruction. The

algorithm was applied directly on processed frames with specular highlights

suppressed to remove spurious peaks from the 3D reconstruction.

The algorithm on average took 250 iterations to complete. Depth maps
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(a) (b)

Figure 6.5: (a) Original frame. (b) Frame after radiometric calibration.

were then reprojected using the calibrated camera matrices to a regular

triangulated mesh for display and trajectory planning purposes. While in

Chapter 5 the unknown albedo ρ was assumed to be equal to 1, here it is

explicitly recovered through our calibration scheme.

6.3.6 Feature matching and scale factor recovery

In this step, pairs of consecutive frames (separated by a distance of 5mm)

were processed with a feature detection and matching algorithm in order

to measure the scaled depths of matching pixels in the two frames. Depth

values were obtained directly from the SFS algorithm, previously applied

on each frame. On each pair, a Shi and Tomasi detection phase was fol-

lowed by a Pyramidal Lucas-Kanade feature matching stage [166]. A typical

screenshot of the detection and matching algorithm is reported in Fig. 6.7.

Each frame pair was processed in the same manner and for each pair of

matched pixels a dimensionless scale factor was obtained, defined as the

ratio between the difference in depth and the known distance of 5mm.

6.3.7 Mesh skeletonisation

For WCE capsule navigation, the optimal navigation path can be directly

computed as the centreline of the 3D model reconstructed with the SFS

algorithm. This path is optimal in the sense that it allows the capsule to

be always in the center of the lumen avoiding occlusions and providing the

most complete view of the GI tract.

The mesh of the 3D model is first voxelised to obtain a full volume
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through [229,230]. This procedure allows the transformation of the polygo-

nal representation into a volumetric description by a parity count approach.

The voxels are considered as internal to the mesh if the ray intersects an

odd number of times the polygons.

Then, the centreline (or skeleton) of the volume is obtained with the

thinning algorithm presented in [231]. In particular, the volume is reduced

to lines with a single voxel thickness by an iterative erosion procedure.

6.4 Validation and results

6.4.1 3D reconstruction

In Fig. 6.8, selected endoscopic frames are shown together with the depth

maps obtained from the SFS algorithm. The calculated depth was then

projected using the calibrated camera information to obtain realistic 3D

renderings that can be used for trajectory planning or augmented reality.

The obtained meshes and trajectories are then linearly scaled to realistic

metric dimensions with the results outlined in the next section.

6.4.2 System accuracy

The experimental validation was performed in a plastic colon simulator to

calculate the unknown scale factor for the SFS algorithm. A sequence of 20

images was taken at 5mm intervals while moving the instrument forward up

to 100mm from insertion. The camera orientation was maintained stable

throughout the procedure. Each consecutive image pair was processed and

the scale factor was calculated as the ratio between the difference in depth

for each matched pixel and the known 5mm step. On average, 233 features

were matched per frame pair. While such an exiguous number of available

features would be too low for other reconstruction algorithms as it accounts

for 0.05% of the image pixels, it is sufficient to populate probability distri-

butions to infer the unknown scale factor.

Distributions of albedo per frame-pair

Data relative to the extracted scale factors for all matched pixels for the

each image pair was fitted to a Weibull continuous probability distribution.
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Means and variance parameters were extracted from the fitted PDFs for

each image pair as shown in Fig. 6.9.

As shown in Fig. 6.9, the 19 distributions all have a similar trend and

Weibull parameters. This indicates the consistency and repeatability of the

SFS algorithm in controlled environments with uniform surface character-

istics. Finally, the overall mean and variance of the scale factor for all the

image pairs was calculated by fitting the data relative to each distribution’s

mean to a Gaussian distribution, visualised in Fig. 6.10. Numerically, the

distribution of the reconstruction’s scale factor is centred at 1.06 ·10−4, with

a variance of 1.91 · 10−10.

Leave-one-out cross-validation

In order to validate the metrically scaled reconstructions from the SFS al-

gorithm using the calculated albedo, a leave-one-out cross validation test

was performed on the extracted frames. For each iteration, the scale factor

was therefore calculated as the mean scale for all image pairs except for the

one used for the validation.

Then, for each image pair considered in the cross-validation, the difference

in depth (i.e. the 5mm step size scaled by an unknown scale factor) between

matching features was divided by the scale factor obtained by the remaining

image pairs. The distribution of the recovered depths after scaling for each

pair in the cross-validation is shown in Fig. 6.11 below.

Finally, validation was achieved through plotting the mean recovered step

size for each iteration of the leave-one-out process. The means neatly fit

a Gaussian distribution centred at 5.0047 mm with a variance of 0.4733

against a ground-truth step size of 5.00 mm. The distribution of the recov-

ered mean step sizes is shown in Fig. 6.12. Table 6.1 numerically presentes

the mean recovered step size for each iteration of the process.

The recovered scale factors were used to scale up the reconstructed meshes

and planned trajectories to meaningful metric distances. A visualisation of

the automatically planned capsule trajectory is shown in Fig. 6.13.

The rendering shows a cone-like shape of the reconstructed volume, which

is unrealistic given the cylindrical shape of the colon. This result is due to

the limited camera resolution combined with the high perspective effect of

the input images, yielding a very limited number of distant voxels connected
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0-5 mm 5-10 mm 10-15 mm 15-20 mm

MEAN 6.00868 5.49713 6.27875 5.9544
VARIANCE 27.9874 25.2638 26.1658 30.2054

20-25 mm 25-30 mm 30-35 mm 35-40 mm

MEAN 3.7724 5.39844 4.7507 4.99337
VARIANCE 10.1702 22.3837 16.2631 23.1794

40-45 mm 45-50 mm 50-55mm 55-60 mm

MEAN 5.282 4.82001 4.57023 4.54171
VARIANCE 21.3927 21.0144 16.695 13.2707

60-65 mm 65-70 mm 70-75 mm 75-80 mm

MEAN 5.68684 4.89343 4.62578 4.13766
VARIANCE 19.7683 19.5627 15.2519 13.0724

80-85 mm 85-90mm 90-95 mm OVERALL

MEAN 3.9924 5.15181 4.73379 5.00471211
VARIANCE 12.1925 13.5302 10.4494 0.473377

Table 6.1: Mean and variance of recovered step size for each iteration of the
validation process

to the rest of the volume.

In a practical system this effect would be inconsequential to the guidance

since trajectory can be recalculated at every acquired frame, hence well

before the capsule would reach the far end of the visualised volume where

the visibility and morphological accuracy are limited.

6.5 Conclusions and future work

In this chapter we have proposed a method to reliably calibrate a SFS system

in order to enable intraoperative metrically accurate 3D reconstruction dur-

ing a robotic-aided active locomotion WCE procedure. The reconstructed

surfaces can be exploited for augmented reality, accurate trajectory plan-

ning and ultimately to close the control loop and enable automatic WCE

active capsule navigation. A mean recovered distance of 5.0047mm with a

variance of 0.4733 against a ground-truth step size of 5.00mm obtained with

the leave-one-out cross-validation demonstrated the efficiency and reliability

of the proposed system as a first and fundamental step towards automatic

WCE navigation.
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To the best of our knowledge, this is the first practical application of SFS

for guidance purposes without any necessary knowledge of pre-operative

data. Together with this novelty, our contributions lie in the realisation

of a completely platform independent system that can be applied to any

capsule. For active locomotion devices, our described trajectory planning

procedure can be adopted as a first step towards automatic steering. For

passive devices, the reconstructed environments can be used to enhance

visualisation, reconstruct the environment and aid diagnosis.

We have now provided a more realistic, novel formulation of SFS and sep-

arate methods to enable metric depth recovery, depending on the ability to

perform a pre-operative calibration procedure. Together with the improve-

ments to the SFS technique, we have presented a novel feature detector

tailored for MIS data that enables denser, more accurate stereo reconstruc-

tions within a convex optimisation framework.

This chapter constitutes the end of a learning process encompassing stereo

matching, SFS and optimisation techniques, merged together in a single

framework. We believe that the work carried out in this chapter constitutes

an interesting first step towards reliable reconstruction of uniform surfaces

common in MIS scenarios. In the next chapter, we discuss future research

directions. In particular, we describe and tentatively explore in the Ap-

pendix the use of multispectral photometric stereo constraints for robust

stereo reconstruction of textureless non-Lambertian surfaces.
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(a) (b)

Figure 6.6: Specular highlight removal. (a) Original frame with selected
specular highlight areas. (b) Final frame after specular highlight
removal.

Figure 6.7: Feature matching stage with the Lucas-Kanade tracker. Recon-
structed depth of matched features between consecutive frames
will be used to determine the SFS scaling factor
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Figure 6.8: Selected calibration frames (top row), their heat-coded depth
maps (middle row) and projected renderings (bottom row).

Figure 6.9: Weibull continuous probability distribution of the scale factors
for each consecutive frame pair.
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Figure 6.10: Overall distribution of the mean scale factor for each consecu-
tive image pair.

Figure 6.11: Leave-one-out cross-validation: Weibull distribution of the re-
covered step size for all matched features in each consecutive
frame pairs.
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Figure 6.12: Leave-one-out cross-validation - Gaussian distribution of recov-
ered mean step size for each frame pair.

Figure 6.13: Planned capsule trajectory (red) going through a recon-
structed section of the synthetic colon model, rendered semi-
transparently for clarity. The capsule location is indicated by
the red and white dot.
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7 Conclusions and future work

7.1 Achievements of this thesis

In Minimally Invasive Surgery (MIS), advances in surgical robotics have cre-

ated the possibility for new, more advanced procedures with reduced patient

trauma and superior cosmetic results. However, access from incisions with-

out a direct line of sight of the target area and reduced surgical workspace

makes it essential for technology to compensate for the extra procedural

complexity.

Mechanical advances have introduced flexible robots for added dexter-

ity and stereo laparoscopes for 3D perception. These improvements have

however just contributed to close the dexterity and perceptual gap between

MIS and conventional open surgery; what is needed now is to augment the

information delivered to the surgeon as well as the robotic platform in order

to provide functionalities that were not possible before.

Examples include registration of pre-operative data for augmented reality

visualisation of key anatomical structures, semi-automatic orientation of

instruments and endoscopic capsules and dynamic active constraints, which

are all based on the existence of systems providing accurate intra-operative

3D reconstruction of the scene.

Computer vision based methods for 3D reconstruction constitute a sen-

sible choice since they do not require extra hardware and can rely solely

on the information acquired by the on-board endoscopic cameras. Nev-

ertheless, traditional computer vision approaches to stereo 3D reconstruc-

tion are mainly suited to natural, feature-rich scenes, hence they rely on

colour constancy and dense feature matching. On the other hand, Structure

From Motion (SFM)-based methods for monocular reconstruction require

an abundance of viewpoints coupled with a static scene, while radiometric

techniques have been traditionally unreliable and can only be applied under

very controlled conditions.
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In this thesis, our aim was to revisit these techniques and adapt them to be

suitable for MIS applications. To increase the density of feature-based stereo

reconstruction techniques, we have developed a system that correlates the

depth estimate from a stereo module together with the gradient estimates

from a Shape-from-Shading (SFS) algorithm. The information from the

two cues is then fused together within the context of a Bayesian framework

and used to fill the gaps in the stereo reconstruction. The results indicate

an accuracy within the admissible margins during MIS procedures and a

superior density compared to stereo-only reconstructions. Additionally, we

have provided a public database of different stereo views from a synthetic

heart model together with fully aligned 4D Computed Tomography (CT)

ground truth data.

To increase the density and reliability of stereo methods, we have then

developed a multi-scale anisotropic feature detector that is more robust to

MIS conditions. The detector compared favourably against popular detec-

tors found in the literature and an efficient Graphics Processing Unit (GPU)

implementation was provided that exceeded real-time requirements. The

proposed detector was then applied to a 3D telestration system for tracking

of custom annotations during surgery. The annotations were tracked using

a Total Variation (TV)-L1 optimisation framework to provide robustness

even in textureless areas and the algorithm was evaluated with in vitro and

in vivo scenes.

After addressing the reliability of stereo systems, we aimed to improve

current approaches to SFS reconstruction by providing a more realistic for-

mulation of the problem including a perspective camera and a light source

close to the surface but away from the optical axis. The resulting Par-

tial Differential Equation (PDE) was solved iteratively using an efficient

Lax-Friedrichs sweeping scheme. The performance was evaluated against

state-of-the-art methods and showed to be superior under realistic lighting

conditions. Crucially, it was shown that with the proposed modelling it is

possible to triangulate the spatial location of specular highlights in metric

space due to the non-collinear configuration of camera and light source. This

in turn enabled the recovery of the surface albedo for uniform surfaces, which

can then be reconstructed within a metric space. To the author’s knowl-

edge, this is the first approach that enables metric 3D recovering using SFS

alone.
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Finally, a more practical albedo recovery system was then proposed for

automatic navigation of wireless endoscopic capsules. A synthetic colon

model was insufflated while the camera used for navigation was inserted

with discrete known steps. A SFS reconstruction was obtained at each step

while features between consecutive frames were matched. By obtaining the

ratio of the calculated feature displacement to the known discrete step it

was possible to obtain an estimate of the surface albedo that can then be

used intra-operatively for automatic navigation. The results were validated

with 20-fold cross-validation.

In summary, the contributions of this thesis are as follows:

• A Bayesian framework integrating correlated stereo and SFS gradient

information for dense 3D reconstruction.

• A multi-scale anisotropic feature detector robust to MIS data charac-

teristics.

• A 3D telestration technique for intra-operative annotation tracking.

• A novel formulation of the SFS problem allowing albedo recovery through

specular highlight triangulation.

• A practical albedo calibration method for SFS reconstruction with ap-

plications to endoscopic capsule navigation.

• A public dataset of beating heart stereo sequences with aligned 4D CT

ground truth data for evaluation.

The aim of this work was to revisit existing techniques to improve their

performance within MIS applications. More specifically, it is necessary for

reliable dense 3D reconstruction to integrate estimates from different vi-

sual cues available that would be suitable for different parts of the image.

Crucially, it is imperative to break away from the implicit Lambertian as-

sumption in order for reliable monocular reconstruction and stereo matching

without interference from specular highlights.

For monocular reconstruction, while SFS is probably the most suitable

technique for scenarios such as Wireless Capsule Endoscopy (WCE) with

highly constrained motion direction and uniform tissue characteristics, al-

ternative solutions have to be found for laparoscopic surgery. SFS methods

can certainly be improved by enforcing regularity constraints that would en-

able reconstruction of objects with variable albedo, but it is doubtful that
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they would be accurate enough for generic applications. Recent techniques

based on Non-Rigid Structure From Motion (NRSFM) offer a positive out-

look, however insofar strong priors have been applied to the expected tissue

motion. On the other hand, the possibility of a SFM system with photomet-

ric constraints for non-Lambertian surfaces would be a novel yet practical

approach for intra-operative dense monocular reconstruction.

7.2 Discussions and future perspectives

The results developed as part of this thesis are only the foundations for

some exciting applications of Human-Machine Interface (HMI) and mecha-

tronics to MIS. Here we present a few modules that rely on dynamic 3D

information being available to increase the functionalities provided to the

operating surgeon.

7.2.1 Multispectral photometric stereo fusion

One of the main problems for reliable 3D reconstruction in Minimally In-

vasive Surgery (MIS) is the paucity of available distinctive visual features

for efficient matching. While we have also proposed methods for 3D recon-

struction directly from monocular images using SFS, these methods suffer

from deviations from the assumed Lambertian reflection model.

While the conventional route so far has been to remove specular high-

lights and attempt to separate specular and diffuse components, there is

no guarantee that the residual diffuse elements will obey a Lambertian re-

flectance function. Moreover, these methods perform poorly on MIS data

due to highly saturated specular highlights that make a robust chromaticity

estimation difficult.

A more interesting route would be to take the specularities into account to

dynamically estimate both the illumination direction and the parameters of

a hybrid Bidirectional Reflectance Distribution Function (BRDF). Spectral-

multiplexing photometric stereo in particular offers interesting possibilities

with static needle-guided Light Emitting Diode (LED) illumination that

can be used for both normal and surface reconstruction.

In the Appendix, we perform a preliminary investigation on spectral-

multiplexed Photometric Stereo (PS), which allows to estimate monocular
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surface normal information by illuminating the scene with three coloured

lights. In contrast with SFS, the additional lighting information leads to the

problem being well-posed, thus allowing for direct calculation of the surface

normals. The Light Emitting Diodes (LEDs) used for illumination are small,

cheap and are extremely bright at low currents and temperatures, thus en-

abling their use intra-operatively either on board of navigating instruments

or at the distal end of inserted needles.

Normal information can then be used for matching, where it offers a more

robust alternative to matching via intensity information only. This is partic-

ularly significant for reconstruction of completely homogeneous structures.

Moreover, the ability of reconstructing non-Lambertian surfaces is of partic-

ular importance: Lambertian reflectance models are an implicit assumption

of nearly all stereo and SFM algorithms. However, most surfaces found in

MIS data do not obey the Lambertian assumption; while numerous algo-

rithms are able to incorporate a certain resilience to specular highlights as

long as the lobes are small and easily localised, more extensive presence of

non-Lambertian features quickly causes the number of false positive matches

to increase.

Being able to reconstruct non-Lambertian surfaces is therefore an essen-

tial requirement for reliable reconstruction of MIS data, and in the Appendix

we explore the possibilites offered by integrating photometric constraints

within a convex optimisation stereo matching framework.

7.2.2 Registration for navigation and augmented reality

Registration is one of the crucial problems in MIS. It is the final step of a

process of automatic or semi-automatic segmentation from medical images

on one hand, and intra-operative 3D reconstruction on the other.

Together with obstacles present on process, organs undergo nonlinear

deformations because of the change in posture between pre-operative and

Operating Room (OR) conditions. Moreover, even with perfectly accurate

segmentation data it is doubtful that the segmented models could capture

the exact morphology of the top tissue layer at a high enough resolution,

which is what is ultimately being registered to the intra-operative 3D re-

construction. It is doubtful therefore whether a purely geometric approach

to mesh-to-mesh registration would be successful.
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However, it would be possible to adopt a machine learning approach to

classify the appearance of key anatomical structures that can be easily man-

ually identified on a pre-operative model. These areas, when identified intra-

operatively, can then be reconstructed and registered to the per-operative

mesh.

7.2.3 Robotic assisted endoscopic capsule navigation

We have presented a method for SFS calibration as the first step for auto-

matic navigation in WCE. Future work will be dedicated to the integration

of the implemented reconstruction algorithm into the robotic arm control

system in [221].

The final aim is to develop a complete automated active locomotion WCE

platform. In order to reliably match the magnetically dragged capsule mo-

tion on the defined ideal trajectory, sensors will be integrated on-board to

provide a closed-loop feedback, thus enabling an accurate step size motion

control and a greater calibration accuracy.

The 3D information from the Gastrointestinal (GI) tract can then be

used post-operatively not just for trajectory planning but also for improved

visualisation and localisation of tumour positions.

7.2.4 Inertial sensor data fusion

Advances in inertial sensor miniaturisation due to the increased number of

their applications in the entertainment and mobile communication industry

offers interesting possibilities in MIS. If accurate inertial sensors were avail-

able to be integrated with surgical devices, it would be possible to augment

3D structure recovery algorithms with the extra information available.

Recently, some first applications of inertial sensor data fusion have been

focused on dynamic view expansion and horizon stabilisation [5]. Other

possible avenues to be explored in include motion blur removal for im-

age enhancement, or co-registration of surgical instrument position on pre-

operative models for AR, path planning and training.

However, the potential for this technology has far reaching implications:

accurate, real-time knowledge of the endoscope position would allow to re-

move many of the ambiguities present in NRSFM algorithms, since the resid-

ual motion present in the scene after subtracting the camera’s egomotion can
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only be from the tissue. Also, knowledge of the metric camera displacement

would also remove the fundamental ambiguity inherent to SFM and SFS

algorithms, where structure can only be reconstructed up to a scale factor.

This would ultimately enable accurate 3D reconstruction from monocular

scenes, thus allowing the use of bigger monocular cameras instead of stereo

pairs for lower costs, greater field-of-view and higher image quality .

7.2.5 Haptic feedback and dynamic active constraints

While some robotic platforms with integrated haptic feedback are in the

pipeline, such as the Amadeus from Titan Medical, most systems do not

benefit from the technology. Moreover, it is often desirable to have some

sort of warning feedback before the instrument approaches critical areas.

This is the concept behind dynamic active constraints, where certain ar-

eas can be made inaccessible by the instruments for safety reasons. These

systems require a 3D reconstruction algorithm able to handle dynamic non-

rigid deformation as well as either pre-operative alignment or intra-operative

telestration to define the boundaries of the safe zones. The concept can also

be reversed, so instead of using constraints to keep instruments away from

predetermined areas it is possible to use them to channel the instrument

motion towards a certain feature, which would be desirable for delicate,

highly deformable areas.

7.2.6 Tracking of biopsy sites

Navigation is important also for surgical exploration, where biopsy sites can

be either pre-operatively determined on CT or Magnetic Resonance (MR)

models or tracked intra-operatively both on screen and on the registered

model.

This is of particular importance as efficient registration on one hand and

deformable tracking of biopsy sites on the other would allow in situ guid-

ance and easy relocalisation of original biopsy sites during follow-ups on

the original exploration. Also, a better planned, more even distribution of

biopsy sites would allow for reduced patient trauma and higher chances of

false negatives during diagnosis.
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7.2.7 Surgical training

Surgical training is currently performed using either pre-defined exercises

or completely virtual surgical simulators. The problem with the first is that

usually the assessment criteria are quite crude, while with the second it is

more difficult to have a realistic feel of the scenario.

With accurate 3D reconstruction, more detailed performance scores could

be given, detailing the quantity and quality of the motion performed by the

trainee surgeon as well as safety performance measures based on the average

distance from the tissue. More importantly, more tailored feedback can be

given to the trainee surgeons based on their movements. Reconstruction

methods would also avoid the need for cumbersome external marker tracking

systems, which would add complexity to the training in terms of bulk and

synchronisation issues between videos and tracking data.

In summary, this thesis has presented several methods to enhance the per-

formance of current computer vision-based 3D reconstruction techniques for

both monocular and stereo systems. Whenever possible, cues from different

elements and alternative reflectance models were taken into consideration

for a more robust performance. All experiments have been validated with

a combination of generated synthetic data, phantom models and in vivo se-

quences that have been made publically available to encourage comparisons

with alternative techniques.
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Appendix

Reconstruction of textureless

surfaces with stereo and

photometric constraints

Introduction

In Chapter 3, stereo matching and Shape-from-Shading (SFS) techniques

were first presented and unified within a single framework. This yielded

high density, accurate 3D reconstructions even around smooth areas, but

relied on correct correlation between the stereo and the SFS modules. The

two modules were then individually improved in Chapter 4, where a new

detector was proposed for stereo matching within a Total Variation (TV)-L1

optimisation framework, and in Chapter 5, where a more realistic formula-

tion of the SFS problem was proposed.

In this appendix, we will investigate a possible extension of the techniques

presented in this thesis and perform our first steps towards integrating once

more notions from photometry within a stereo matching framework. While

in Chapter 3 joint depth estimation was performed only on textureless areas,

here we estimate depth at every single point using surface normal informa-

tion estimated from photometric techniques. Following the work in [232],

we directly estimate the surface normals for each view that are then used for

stereo matching following the convex optimisation algorithm in [233] with

an improved energy functional.

We show how our formulation leads not just to increased robustness for

textureless objects, but also allows to reconstruct uniform surfaces with

non-Lambertian reflectance models given three or more views. While triple

camera systems would not be feasible for Minimally Invasive Surgery (MIS)

applications due to size constraints, this investigation opens up possibilities
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for online reconstruction of static textureless surfaces with non-Lambertian

reflectance from multiple views.

Problem formulation

In conventional photometric stereo, multiple pictures of the same scene are

taken from a static viewpoint but with varying illumination. The aim is to

create an overdetermined system for the image formation equation so that

the surface normals can be calculated directly from image data, without the

iterative nonlinear schemes required by SFS algorithms.

Considering a Lambertian surface with far away light sources, the inten-

sity at point x due to the ith light source can be defined as:

Ii(x) = (li · n)

∫
E(λ)R(x, λ)S(λ)dλ (A-1)

In the equation above, E(λ) is the spectral response of the light sources,

R(x, λ) is the surface reflectance function and S(λ) is the response of the

camera Charge-Coupled Device (CCD) sensor for incoming wavelength λ.

The integral as a whole is constant for all the images acquired assuming

equal light sources, and is equivalent to the surface albedo ρ in SFS formu-

lations.

For i ≥ 3, it is then possible to directly calculate the normals given the

known position of the light sources by stacking their directions together in

a single matrix L since:

ρn = L−1I(x) (A-2)

In the case of spectral-multiplexed Photometric Stereo (PS), the light

sources cover different sections of the spectrum. Hence, if a single picture

can be taken with information from at least 3 different light sources with

enough spectral separation, it is possible to recover a dense normal field

from a single shot. This is important because it allows to recover surface

normal data of deformable structures without the need for expensive high

speed cameras and complex time-multiplexing lighting equipment.

In this case, the image acquired is essentially a linear composition of the

images generated by each light source as shown in Figure A-1.

Mathematically, given a colour camera with 3 sensors (one for each of
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Figure A-1: Example of a synthetic scene simultaneously illuminated by
three colour lights.

red, green and blue), the image component at the ith sensor generated by

the jth light source is given by:

Ii(x) =
∑
j

lj · n
∫
Ej(λ)R(x, λ)Si(λ)dλ (A-3)

Given a uniform, monochromatic surface, R(x, λ) = ρ(x)α(λ), a unique

mapping can be established between surface normal orientations and RGB

values from the camera by considering the elements of the matrix:

kij =

∫
Ej(λ)α(λ)Si(λ)dλ (A-4)

The matrix K is a calibration matrix expressing the relationship between

the intensity recorded at the ith sensor and the jth light source for a given

material. If this matrix is known, then the surface normals can be estimated

as per the conventional PS scenario:

ρn = L−1K−1I(x) (A-5)

Equation A-3 allows to solve for the surface normals as long as the light

sources are not coplanar so that the matrix V can be inverted. In a practical

scenario for MIS, it would be possible to attach 3 LEDs to the distal tip

of insertion needles to illuminate the scene in a minimally invasive fashion

while providing a good baseline and orientation angles between light sources.

To maximise spectral separation of the sources, red, green and blue LEDs

can be used. Figure A-2 shows our heart model illuminated by the 3 LEDs

individually and simultaneously showing how the information from each
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(A-1)

(A-2) (A-3) (A-4)

(A-5)

Figure A-2: Example of a scene illuminated with multispectral photometric
stereo. (a) Phantom heart seen under indoor lighting condi-
tions. (b), (c), (d) Phantom heart illuminated by red, green
and blue LEDs respectively. (e) Phantom heart illuminated by
three RGB LEDs simultaneously.

source can be estimated by considering individually images acquired by

each CCD colour sensor.

Existing approaches for MVS and photometric

stereo reconstruction

In this section, we give an outline of the existing state-of-the-art for sys-

tems based on photometric stereo and combining PS with Multi-View-Stereo

(MVS).

Photometric stereo

Photometric stereo, in its basic formulation, is exactly dual to MVS, where

instead of a single light and multiple views a single view and multiple light

sources are considered. Since the paper by Okatani and Deguchi [234] prov-
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ing that with at least three different non-coplanar light sources the normal

field of Lambertian objects can be recovered, there has been considerable

interest in using PS for dynamic modelling of deformable objects. Main-

stream applications of PS include museum artefact digitalisation [235], as

well as the movie and entertainment industry, where PS can be used to

acquire models of actors and scenes at a level of high-frequency detail that

would not be achievable with multi-view systems alone.

Photometric stereo allowed fine reconstruction of surface normals given

a sufficient number of images with different distant known light sources

and orthographic cameras. Early extensions included perspective camera

modelling [236], and self-calibration techniques for estimating the position

of light sources and camera radiometric response [237]. Other systems ex-

ploited constraints on the light configuration to obtain a Euclidean recon-

struction [64].

Photometric stereo of non-Lambertian objects has been considered in

[238–240]. Most of the approaches are based on low-rank matrix completion

following a PCA of the scene, noting that a Lambertian object would span

a three-dimensional subspace and treating deviations from the Lambertian

model as missing or corrupted entries. Others, and notably [235], estimate

the final surface normals within a variational framework by smoothing out

deviations from the Lambertian model. Finally, in [241] Higo et al. pro-

poses a consensus photometric stereo algorithm able to recover the surface

normal field without any prior information on the surface reflectance model,

based on three relaxed assumptions on surface visibility, monotonicity with

the normal angle and isotropicity. The proposed method is able to work

with either diffuse or specular surfaces, but not hybrid objects exhibiting a

combination of both.

Further extensions explored the concepts of spectral and time multiplex-

ing, whether either multiple light sources with different spectral responses

are employed simultaneously, or sequentially alternating in video sequences.

The aim of all these methods is to be able to recover the surface normals from

either one or two subsequent frames, thus allowing to reconstruct dynamic

shapes from videos. In [232], Hernandez et al. proposed a system using three

RGB distant light sources for PS on videos of objects with uniform mate-

rials after a calibration sequence. The concept was then extended further

to take into account shadows [242] and a self-calibration sequence based on
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a rough initial surface estimation via Structure From Motion (SFM) [243].

In [19], Kim et al. prove that five images are sufficient for reconstruction

of Lambertian objects made of unknown material and use both time and

spectral multiplexing for deforming objects with variable albedo. In [244],

a combination of dense optical flow and time plus spectral multiplexing is

used for moving objects.

It is important to note that pure PS methods can only recover the normal

field of a scene, not its actual 3D position. The overall structure of the

scene is recovered through integration schemes such as [188]. Because of

this limitation, recent approaches have been devoted to integrating MVS

with PS for both enhanced visualisation and metric distance information

recovery.

Hybrid approaches

As mentioned above, PS information alone is not sufficient to recover metric

depth information from a scene. Moreover, systems have been proposed

to greatly enhance the quality of the reconstructed models by combining

normal and positional information [245], exploiting the complementarity of

stereo and normal data already mentioned in Chapter 3.

Some of the approaches require dedicated specialist hardware setups. In

[246], PS is coupled with multiple views of an object obtained through

a revolving turntable. Information from the object silhouette is used for

registration. In [247], 1200 synchronised light sources are coupled with 9

cameras at 60Hz.

Other approaches consider the problem of shape recovery from multiple

uncalibrated views. In [248], a moving rigid object is considered, and the

normals are recovered up to a Generalised Bas-Relief (GBR) transform.

In [249], a practical approach to MVS and PS fusion is explored by a freely

moving camera with a single Light Emitting Diode (LED) in a fixed config-

uration. Surface, normals and albedo estimation is then performed offline

by multiple optimisations and bundle adjustments. In [250], a collection

of images is processed within a variational framework to obtain structure,

normal and albedo information. All these approaches are not capable of

online processing and typically require a large collection of images.

Other methods integrating MVS and PS normally first create an ini-
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tial rough 3D approximation of the surface, using then optimisation tech-

niques based on photometric constraints to optimise the estimated normal

field [251–253]. Conversely, in the remainder of this chapter we focus on the

calibrated case, when a calibrated stereo camera pair is used to recover met-

ric 3D structure online using a photometric stereo functional as a matching

constraint. The method is then extended to non-Lambertian objects.

Convex regularisation for dense matching

Recently, a convex optimisation technique was proposed by Pock et al.

in [233] that allows global minimisation of possibly nonconvex energy func-

tionals such as:

min
t

F (t) =

∫
Ω

f (x, t(x),∇t(x)) dx

 (A-6)

The minimisation approach is based on a lifting technique that transforms

the original functional and lifts it to a higher space where the transformed

functional is proven to be convex. An increase in function complexity is

therefore followed by the possibility of global minimisation with simple gra-

dient descent. For further mathematical details, proof of the method in-

cluding its convergence properties are given in [233].

In the original publication, solution for the disparity t in stereo match-

ing is given as an example application. In this case, the functional to be

minimised is:

F (x, t) = µ

 ∑
i∈{r,g,b}

‖Iil (x)− Iir(x + t)‖

 (A-7)

Where µ is an arbitrary constant. To the functional in A-7 a TV-L1 reg-

ulariser ‖∇u(x)‖ is added to allow for the convex minimisation procedure.

Minimisation of A-6 is achieved through a primal-dual scheme. Given a

discretised 3D space of size (Nx ×Ny ×Nt), primal variables vh ∈ Ch:

Ch =
{
vh ∈ [0, 1](Nx×Ny×Nt) : vhi,j,0 = 1, vhi,j,Nt−1 = 0

}
(A-8)

And its corresponding dual variable φh ∈ Dh:
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Dh ={
φh =

(
φhx, φ

h
y , φ

h
t

)
∈ (<3)(Nx×Ny×Nt) : (φht )i,j,k ≥ f∗(i, j, k, (φhx,y)i,j,k)

}
(A-9)

Where f∗(i, j, k, (φhx,y)i,j,k) is the convex conjugate of the functional to be

minimised. It is then possible to minimise the functional by the following

iteration scheme:
(φh)n+1 =

∏
Dh

(
(φh)n + σ(Ahv̄n)

)
(vh)n+1 =

∏
Ch

(
(vh)n − τ((Ah)∗(φh)n+1))

)
(v̄h)n+1 = 2(vh)n+1 − (vh)n

(A-10)

where A is the discrete version of the 3D gradient operator, and σ, τ

are time-step constants. The product signs indicate projections to the Dh

and Ch domains respectively. Projection onto Ch consists simply of hard

thresholding, while in the case of our TV-L1 regularisation term projection

onto Dh can be efficiently implemented by:

φ =

(
φx

max{1, ‖φx‖}
,max{0, φt + F (x, t)}

)
(A-11)

While in this scheme there is an underlying increase in complexity as the

optimisation space is in 3D for a 2D image, the elementwise operations lend

themselves to a parallel implementation for real-time performance. In the

next section, we propose a more robust functional F (x, t) more suited to

surface normal data.

Stereo matching with photometric constraints

In the previous section, we presented a state-of-the-art convex optimisation

scheme for stereo matching. However, the cost function optimised is simply

a per-channel sum of absolute pixel differences. Here we propose a more

robust function for matching of Lambertian surfaces. We also show how

our approach can be extended to matching for non-Lambertian surfaces.
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Lambertian surfaces

From A-5, a pixel from the image of a Lambertian scene can be defined as:

I(x) = ρnLK (A-12)

Therefore, the sum of per-channel pixelwise difference can be directly

related to the surface normal at each pixel. Given that it is possible to

recover surface normal information at each pixel for each of the two stereo

views, it is more physically meaningful to create a cost function related

directly to the surface normals:

F (x, t) = µ (1− ρ(nl(x) · nr(x))) = µ
(
1− L−1K−1

l I(x)l · L−1K−1
r I(x)r

)
(A-13)

The function is not computationally intensive and can be easily paral-

lelised, in line with the rest of the algorithm. It is assumed that the calibra-

tion matrices for each camera Kl and Kr are known, and several schemes

are available such as the ones in [232, 243, 254]. While calibration matrix

estimation is not object of investigation in this chapter, we investigate the

physical requirements to reduce its degrees of freedom and to facilitate its

calculation.

Hybrid surfaces

While the Lambertian reflection model only applies to smooth, matte sur-

faces, most MIS scenes would consists of materials exhibiting a certain

degree of reflectivity. There are many possible reflectance functions that

can be used to characterise such materials, however most require accu-

rate knowledge of the physical material parameters. A good approxima-

tion to hybrid surfaces exhibiting both diffuse and specular components is

the Phong model [255] and its computationally efficient approximation, the

Blinn-Phong model [256].

Both models consists of a linear composition of diffuse and specular com-

ponents, where in the Blinn-Phong case the specular highlight is dependent

on the dot product between the surface normal and the half-angle vector be-

tween the viewing and illumination directions. Essentially, similarly to what

stated in Chapter 5, specular highlights occur whenever the angle between
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the light source and the surface normal is identical to the angle between the

normal and the viewer. This can be formalised as:

I(x) = ρd(n(x) · l) + ρs(n(x) · h)α (A-14)

Where α is an adjustable exponent defining the width of the specular

lobes. Note that, unlike the Lambertian reflectance model, because of the

implicit presence of the viewing vector in h this reflectance function is view

dependent. Such dependency is the formal reason behind potential false

matches in stereo and Structure from Motion (SFM) schemes.

By stacking the observations from each colour channel as per standard

Lambertian PS, equation A-14 can be expressed as:

I = ρd(n · L)K + ρs(n ·H)αK (A-15)

Where ρd and ρs are weights quantifying the relative strenght of the

specular and diffuse components. Assuming that all cameras share the same

calibration matrix K for simplicity of notation, a cost function can then

be created to match pixels across views according to the non-Lambertian

reflection model:

(I0(x)− I1(x))(Ĥα
0 (x)− Ĥα

1 (x))+ = ρsn̂(x)K (A-16)

In Equation A-16, Ĥ is a matrix containing for every row the coefficients of

the trinomial expansion of the corresponding row inH with exponent α. The

expression for n̂ is similarly obtained, while + denotes matrix pseudoinverse.

The size of the new variables is 3 × β and β × 1 for Ĥ and n̂ respectively,

where β are the number of expansion coefficients calculated according to

Pascal’s pyramid:

β =
(α+ 2)(α+ 1)

2
(A-17)

An additional constraint is needed in order to be able to create a cost

function for matching. By considering an additional image from a different

view I2, the cost function can be expressed as:

F ′(x, t) = µ(1−
[
(I1 − I0)(Ĥα

1 − Ĥα
0 )+

]
·
[
(I2 − I1)(Ĥα

2 − Ĥα
1 )+

]
(A-18)
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Equation A-18 allows matching across views with non-Lambertian sur-

faces with specularities of arbitrary size given a minimum of three non-

coplanar views. While trinocular medical endoscopes are not commercially

viable, such a scheme can be used for reconstruction of relatively static

scenes using SFM techniques.

Experiment results

System setup

The experiments performed to evaluate the performance of the proposed

Lambertian stereo matching scheme are all on synthetic data for a more

accurate quantification of the performance differences between the proposed

method and the state-of-the-art. Nevertheless, it is worth reflecting on

the structure of the calibration matrix, since its estimation is essential for

accurate normal calculation and matching.

To this end, a custom board was built comprising three coloured (red,

green and blue) Luxeon Rebel LEDs with wavelengths equal to 450, 627

and 530nm respectively connected to potentiometers. The LEDs are char-

acterised by a small footprint of 4.5 × 3.0 × 2.0mm, a beam angle of 125o

and an illumination power ranging from 910mW to 1.9W at 700mA. Pic-

tures of the custom board are shown in Figure A-3.

While certain methods estimate the calibration matrix based on an ini-

tial rough surface reconstruction from multiple views and smoothness con-

straints [243], others require an ad hoc calibration phase with external grids

used to give an indication of the surface normals [232].

In MIS, this last approach would not be feasible, resulting in the necessity

for online self photometric calibration of the scene. The more the degrees

of freedom of the calibration matrix, the more constraints and views will

be necessary to solve for the initial matrix estimate. Here, we measure the

spectral response of the three LEDs used in our board, shown in Figure A-4.

The peaks are very distinct, with sharp fall-offs and negligible crosstalk.

Given a modern triple-chip camera for HD recordings, the structure of the

matrix in A-4 can be safely assumed to be diagonal, reducing the number

of degrees of freedom to 3. Even in the case of single-chip low quality

cameras with widespread chip frequency sensitivities, there will be no cross-
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(A-1) (A-2)

Figure A-3: (a) Circuit board prepared for the experiment controlling the
intensity of the three RGB LEDs. (b) Synthetic liver illumi-
nated by the LEDs.

talk between the red and the blue channels, therefore reducing the number

of parameters to be estimated to 5.

Figure A-4: Spectral response of the RGB LEDs. The distinct peaks and low
cross-talk makes them ideally suited for spectral multiplexing
photometric stereo applications.
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Rendering environment

In order to generate the images used in the experiments, an OpenGL ren-

dering environment was developed. The environment allows the user to

load custom mesh object files that can then be scaled, rotated and trans-

lated dynamically, together with an arbitrary number of cameras with their

calibration information and coloured light sources.

Given a choice of reflectance function, the model in its current position is

rendered to each camera’s view taking into account the position of the light

sources. Renderings are then saved together with dense distance, surface

normal and captured pixel colour information. An example of the Stanford

Bunny mesh loaded within the main environment window is shown in Figure

A-5.

Figure A-5: Screenshot from the developed rendering environment. A mesh
file is loaded together with an arbitrary number of cameras and
coloured lights present in the scene. A rendering of the scene as
seen from each camera is then visualised on screen and saved.
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Reconstruction performance

Performance of the matching algorithm was measured on three publically

available dataset: Stanford Bunny, Dragon and Buddha. Additive White

Gaussian Noise (AWGN) was added to the generated images with µ = 0

and σ = (0, 5, 10, 20). The proposed algorithm was compared with the

stereo matching from Pock et al. in [233] both with single and triple LED

illumination conditions.

Figures A-6, A-7 and A-8 show the input images used during the ex-

periments together with the estimated disparity maps for the three dataset.

Tables A-1, A-2 and A-3 quantify numerically the accuracies of the different

approaches both in terms of absolute pixel disparity error and percentage of

deviation from the ground truth. Finally, Figure A-9 summarises the aver-

age percentage error of the three approaches under various noise conditions.

Bunny
Noise level PS Stereo

3 lights 1 light

0 0.988 1.070 1.051
5 0.950 1.041 1.004

10 1.117 1.061 1.454
20 1.642 5.532 10.534

Noise level PS Stereo
3 lights 1 light

0 3.58% 3.85% 3.79%
5 3.46% 3.77% 3.66%

10 4.00% 3.83% 5.13%
20 5.73% 18.66% 35.06%

Table A-1: Numerical summary of results for the Stanford Bunny dataset.
Top table: Average absolute pixel error. Bottom table: Average
percentage deviation from ground truth.

From the figures, it can be seen that the results of the proposed method

are qualitatively better than the reconstructions from standard stereo match-

ing. More specifically, the reconstruction quality given a noise level n for

our PS algorithm is comparable to the quality obtained at a noise level n
2

for the stereo algorithms, indicating an increased robustness to noise.
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σ = 0 σ = 5 σ = 10 σ = 20

Figure A-6: Results for the Stanford Bunny dataset. Top: ground truth.
Each column from the left shows the results under AWGN with
σ = 0, 5, 10 and 20 respectively. Rows indicate (from the top):
rendered image illuminated by 3 RGB LEDs, rendered image
illuminated by a single red LED, recovered depth using our
proposed algorithm, recovered depth using the method from
Pock et al. on images illuminated by 3 LEDs, same as above
but with only one LED shining on the model.
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σ = 0 σ = 5 σ = 10 σ = 20

Figure A-7: Results for the Dragon dataset. Top: ground truth. Each col-
umn from the left shows the results under AWGN with σ = 0, 5,
10 and 20 respectively. Rows indicate (from the top): rendered
image illuminated by 3 RGB LEDs, rendered image illuminated
by a single red LED, recovered depth using our proposed algo-
rithm, recovered depth using the method from Pock et al. on
images illuminated by 3 LEDs, same as above but with only
one LED shining on the model.
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σ = 0 σ = 5 σ = 10 σ = 20

Figure A-8: Results for the Buddha dataset. Top: ground truth. Each
column from the left shows the results under AWGN with σ =
0, 5, 10 and 20 respectively. Rows indicate (from the top):
rendered image illuminated by 3 RGB LEDs, rendered image
illuminated by a single red LED, recovered depth using our
proposed algorithm, recovered depth using the method from
Pock et al. on images illuminated by 3 LEDs, same as above
but with only one LED shining on the model.
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Dragon
Noise level PS Stereo

3 lights 1 light

0 2.110 4.999 2.851
5 4.073 19.255 17.778

10 21.215 43.810 50.205
20 56.055 55.536 59.579

Noise level PS Stereo
3 lights 1 light

0 1.87% 4.48% 2.53%
5 3.62% 17.28% 15.90%

10 18.95% 38.80% 44.32%
20 49.31% 48.92% 52.49%

Table A-2: Numerical summary of results for the Dragon dataset. Top table:
Average absolute pixel error. Bottom table: Average percentage
deviation from ground truth.

Buddha
Noise level PS Stereo

3 lights 1 light

0 2.272 12.221 3.076
5 6.640 35.876 32.052

10 34.853 53.308 54.600
20 61.785 55.080 57.044

Noise level PS Stereo
3 lights 1 light

0 2.36% 11.65% 3.02%
5 6.45% 33.09% 29.32%

10 32.18% 48.84% 50.10%
20 56.19% 50.43% 52.34%

Table A-3: Numerical summary of results for the Buddha dataset. Top ta-
ble: Average absolute pixel error. Bottom table: Average per-
centage deviation from ground truth.
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Figure A-9: Numerical summary of results for the (a) Stanford Bunny, (b)
Dragon and (c) Buddha dataset. Each row reports the error
for a method under various noise conditions. From the front:
our proposed method, algorithm from Pock et al. with 3 LEDs,
same as above with a single LED.
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These impressions are confirmed by the numerical results, where our pro-

posed approach consistently attains equal or better performance than the

method in [233]. Crucially, the method by Pock et al. performs at a similar

level regardless of the number of lights present in the scene, thus ruling out

the possibility of an increased performance of our algorithm due to artificial

textural details added by the additional light sources.

Conclusions

In this appendix, the concept of augmenting stereo matching procedures

with photometric information has been explored, with a particular empha-

sis on reconstruction of textureless surfaces. More specifically, the state-

of-the-art dense reconstruction algorithm originally proposed in [233] has

been modified by incorporating a cost function that takes into account the

physical meaning of the elements considered during the matching process.

In our formulation, surface normals can be estimated directly in each

view due to the spectral-multiplexed triple illumination. By considering a

cost function based on the dot product of the normals instead of the pixel

intensity difference as per [233], we show on average an increased accuracy

and robustness under noisy conditions. We also show how the performance

of our algorithm is superior to conventional stereo matching regardless of

whether the latter is performed under single or triple LED illumination.

This allows us to rule out the increased performance as a consequence of

artificial texture created by the additional lighting.

Finally, we propose an extension of the algorithm to non-Lambertian hy-

brid surfaces incorporating an adjustable specular component, and we show

how solution of the non-Lambertian case would not be possible within con-

ventional stereo matching frameworks. These represent fruitful exploration

of potential extensions of the techniques presented in this thesis. Future

work will concentrate on in vivo implementation of the technique and de-

veloping an online calibration method that takes advantage of the reduced

reflectance matrix structure, as well as the extension to online reconstruc-

tion of static textureless scenes from multiple uncalibrated views.
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