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– Abstract –

Maintaining laminar flow and delaying transition to turbulence on aircraft wings
reduces friction drag and hence fuel consumption for an improved ecological
footprint. Nonetheless, widespread models of disturbance growth in boundary
layers discard important transition stages and are inadequate to incorporate the
effect of surface irregularities causing rapid variations in the underlying steady
flow. This thesis applies global or Harmonic Navier-Stokes (HNS) methods to
quantify the growth of instabilities in shear flows with two inhomogeneous spatial
directions. Such methods deliver greater fidelity than the standard Parabolised
Stability Equations (PSE). This work presents an efficient parallel computational
framework to solve linear and non-linear HNS problems. We use BiGlobal analysis
to investigate the existence of temporally unstable modes on a flat plate with
smooth indentations featuring laminar separation bubbles (LSBs). Then, for the
first time, it is applied to a swept-wing boundary layer featuring Backward- and
Forward-Facing Steps (BFSs and FFSs). Localised unstable modes are identified
for step heights exceeding the local boundary-layer displacement thickness of the
clean geometry. BFSs are found to be more destabilising than equivalent FFSs,
especially in the presence of the LSB formed behind the infinite-swept BFS. Next,
we introduce the non-linear HNS method as an improvement over the non-linear
PSE, able to model receptivity and non-linear mode interaction at a fraction of the
cost of Direct Numerical Simulation. The method can model flow destabilisation
scenarios on swept wings exhibiting surface features and holds the potential
for accurate transition prediction. Its performance is assessed in the case of a
Tollmien-Schlichting wave interacting with a cylindrical roughness located on a
nearly flat aerofoil section. Finally, we consider crossflow disturbances generated
by placing Discrete Roughness Elements (DRE) at the leading edge of a swept
wing and follow their non-linear development up to a strongly saturated state.
Non-linear receptivity effects are found to arise with increasing DRE heights.
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and the FFS in the greatest height case h4 = 893µm. The white dashed
line delimits the region of reversed flow. For viewing purposes, the
wall-normal coordinate is distorted and not aligned with the normal to
surface direction. The vertical artefact extending above the step location
is a feature of the spline interpolation used for visualisation, due to the
sharp gradients. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 163

5.20 Eigenvalue spectra associated to the h4 = 893µm BFS at 10% chord,
with variation of streamwise domain length: x/c ∈ [0.03, 0.28], x/c ∈
[0.04, 0.23] and x/c ∈ [0.05, 0.18]. The two physically relevant eigenval-
ues are indicated. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 165

5.21 Eigenvalue spectra associated to theh4 = 893µm BFS at 10% chord, with
variation of inflow/outflow boundary conditions: zero-Dirichlet/‘do-
nothing’, zero-Dirichlet/radiation, radiation/‘do-nothing’ and radi-
ation/linear extrapolation. The two physically relevant eigenvalues are
indicated. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 165

5.22 Growth ratesωi of the unstable eigenvalues as a function of the spanwise
wavenumber β. Cases correspond to the BFS. When applicable, the
second most unstable modes (2nd) are included. . . . . . . . . . . . . 166

5.23 Growth ratesωi of the unstable eigenvalues as a function of the spanwise
wavenumber β. Cases correspond to the FFS. . . . . . . . . . . . . . . 167

5.24 Contours of non-dimensional streamwise perturbation velocity ûi and
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Chapter 1

Introduction

1.1 The challenge of laminar flow in aviation

Commercial aviation is at a pivotal moment of its eventful history. Most
economic indicators of the industry have been positive since the end of

the 20th century. For instance, the world annual traffic has been continuously
increasing and doubling every 15 years since 1988, while displaying robustness to
exogenous and world-changing crises such as oil shocks or the 2007–2008 financial
crisis (Airbus, 2019). According to the International Air Transport Association
(IATA), in 2019 alone approximately 4.54 billion passengers worldwide were
scheduled on commercial flights.

The prospects of a rise in world population by the middle of the 21st century
imply an increasing demand for air travel, potentially leading to a further doubling
of the worldwide passenger traffic (Airbus, 2019). Nevertheless, several short-
to medium-term challenges are expected to foster a transformation of aviation.
Besides the uncertainties of trade wars and protectionist policies, decarbonisation
is currently a pressing issue for the aviation sector with respect to curbing climate
change. The popularity of the ‘flygskam’ (flight shame) movement in Sweden is
likely to resonate and cascade over stakeholders, putting pressure to reduce the
carbon footprint of the industry.

Although the average fuel consumption of commercial aircraft has undergone a
45% decrease from 1968 to 2014 (Kharina & Rutherford, 2015), the carbon dioxide
(CO2) emissions from aviation in 2019 still totalled 950 Mt or roughly 2.6% of the
global CO2 emissions (IEA, 2020). The other emissions of an aircraft, including
nitrogen oxides (NOx), water vapour, soot particles or sulphate particles also
have a non-negligible impact on climate. Based on data from 2005, Lee et al.
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(2009) estimated that total aviation emissions accounted for 4.9% of the total
anthropogenic radiative forcing1. Such metric was predicted to triple or quadruple
by 2050 compared to its 2000 value (Lee et al., 2009). These figures further highlight
the room for manoeuvre that aviation has along its greener pathway.

In an effort to tackle environment challenges head-on, the FlightPath 2050 initiative
from the Advisory Council for Aviation Research and innovation in Europe wants
to reach a reduction of 75% in CO2 emissions per passenger-kilometre as well as a
90% reduction in NOx emissions by the 2050 horizon, compared to the generation
of aircraft from 2000 (European Commission, 2012). There is still some way
to go before the emergence of zero-emission flight with alternative propulsion
systems, whether it is in the form of a solar-powered aircraft, a fully electric
aircraft or a variant powered with hydrogen fuel cells. Several actors are currently
shaping hybrid-electric aircraft demonstrators. However, there is a significant
reduction in fuel consumption and CO2 emissions to be gained with numerous
new technology concepts with relatively high technology readiness levels. These
include new engine architectures, the improvement of propulsion efficiency, the
further exploitation of biomimicry, or disruptive airframe configurations.

Amongst other potential improvements in aerodynamics also leading to fuel
savings, many efforts are devoted to aircraft drag reduction. As Kroo (2001, p. 587)
amusingly pointed,

‘transportation is fundamentally 0% efficient as it involves moving mass
from rest at one point to rest at another point, so that the energy of
the system is unchanged. That it does take energy to accomplish this
objective is due to the presence of drag [. . .]’

In the case of a subsonic commercial aircraft flying in cruise conditions, the sources
of drag are clearly identified. Figure 1.1 tells that skin-friction drag accounts for
almost half of the total drag. While lift-induced drag still represents around 37%
of the total drag, the overall effect of other components remains marginal and
equals approximately 15%2. The after-body drag is due to the vortex shedding and
flow separation in the rear part of the fuselage, whereas wave drag arises due to
compressibility effects in the transonic regime. Finally, the intersection of several
aerodynamic surfaces mostly results in an increased total drag compared to their
distinct contribution and is known as interference drag. The skin-friction drag is

1 the balance between incoming solar radiation energy and energy radiated back to space.
2 Such an aircraft drag breakdown shall not be seen as carved in stone; the drag component

terminology varies in the literature and the overall drag budget remains unique for each type of
aircraft and complex to predict accurately.
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Figure 1.1: Total drag breakdown of a typical commercial aircraft at cruise conditions
(left) and respective contributions of aircraft surfaces to skin-friction drag (right). Data
respectively given in Marec (2001) and Schrauf (2005).

mostly engendered by the flow on the fuselage and on the wings as indicated by
Fig. 1.1.

It seems natural to target skin-friction drag on the fuselage and on the wings, in
view of its significant impact on the total aircraft drag. From a physical viewpoint,
the major culprit for a consequential rise in skin-friction drag is the occurrence of
turbulent flow, as opposed to laminar flow. Therefore, the pursuit of maintaining
laminar flow on aircraft surfaces is a potential game changer. Schrauf (2005)
evaluated that the total drag would be reduced by approximately 16%, should
laminar flow be maintained on 40% of the wings, the horizontal tailplane (HTP),
the vertical tailplane (VTP), the nacelles as well as the pylons and fairings (P + F).
Maintaining laminar flow on the fuselage is indeed hopeless on account of the very
large Reynolds numbers3 reached there (Schrauf, 2005), yet maximising the extent
of laminar flow past the leading edge of wings holds the potential for considerable
fuel savings.

These are the objectives of the techniques of Natural Laminar Flow (NLF) and
Hybrid Laminar Flow Control (HLFC). The former endeavours to devise a suitable
geometry-induced pressure gradient distribution along the wing in order to
stabilise disturbances leading to the transition to turbulence. As its name implies,
HLFC relies on the combination of a flow control technique, typically near the
leading edge, with NLF commonly applied on the aft part of the wing; such a
control technique can be active and may involve suction, cooling or blowing. On the
other hand, a passive solution, not necessitating an external energy source, may be
employed with the example of micron-sized roughness elements placed close to the
leading edge. These favourably modify the flow by generating co-rotating vortices.
These so-called ‘killer’ disturbances can dampen the most dangerous naturally

3 introduced on Page 35.
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Figure 1.2: Wing extremity of the Airbus A340 used in the BLADE project. The bottom part
shows the multitude of natural surface excrescences occurring on a commercial aircraft
wing. The mounted NLF wing extension is visible on the upper part and contained
step-like and cylinder-like roughness features. © 2017 Airbus. Photograph by P. Pigeyre.

occurring vortical disturbances which might otherwise grow and ultimately lead
to turbulent breakdown.

The feasibility of HLFC with transport aeroplanes was ascertained at the very
end of the 20th century, as Boeing and the National Aeronautics and Space
Administration (NASA) performed a flight demonstration with a suction system
mounted alongside a porous leading-edge panel on a Boeing B757 (Boeing, 1999).
Moreover, Airbus measured a fuel consumption reduction over the course of a
flight test with a suction system installed on the vertical tailplane of an Airbus
A320 (Henke, 1999). The Boeing B787-9 began commercial service in 2014 and
marked the first use of HLFC in commercial aviation. It is reported to employ
passive suction on the vertical tailplane. The B787-10 variant that entered service
in 2018 is also fitted with the same system.

Obtaining NLF is notoriously more difficult, however a few success stories have
emerged over the years. Partial NLF was reached on the engine nacelles of the
Boeing B787. As part of the Clean Sky European research programme, Airbus and
various industrial partners undertook a project entitled Breakthrough Laminar
Aircraft Demonstrator in Europe (BLADE) that was carried out in 2017 and 2018
with several flight tests using a modified Airbus A340. That demonstrator was
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the first ever mounted with an NLF wing section, visible in Fig. 1.2. The laminar
outer wing section was nine-meters long with an integrated leading edge and
upper-wing surface, the latter made of carbon fibre reinforced plastic. Flight tests
demonstrated that a stable laminar flow was sustained from Mach 0.78 to Mach
0.75 (Gubisch, 2018) which is a typical range of cruise speeds for A320-family
aircraft. The laminar flow stability during wing flexion and wing twisting was
also assessed. Further tests involving surface roughness were carried out, which
are pertinent to the work performed in this thesis.

It is believed that HLFC implemented on wings as well as on the horizontal and
vertical tailplanes could engender a reduction of fuel consumption of 10% (Gubisch,
2019). As opposed to a turbulent-flow wing, Airbus estimates that for an 800 NM
(1,480 km) journey at Mach 0.75, NLF may lead aircraft drag to decrease by 8%, or
equivalently save 4.6% of fuel. As promising as these prospects of improvement
may seem, there are nonetheless a few remaining hurdles before such technologies
can be routinely used on an industrial scale for the next generation of aircraft. One
of these is the successful modelling of the transition from laminar flow to turbulent
flow.

1.2 Towards improved transition modelling

The phenomenon of turbulence has been scrutinised for decades, if not centuries.
In his groundbreaking experiment on the motion of water in pipes, Reynolds
(1883) observed with coloured water the laminar and turbulent regimes, which he
respectively referred to as ‘direct’ and ‘sinuous’. He argued that the critical velocity
reached before the breakdown to turbulence is clearly dependent upon the initial
level of disturbance in the inflow. Furthermore, he conjectured the importance of a
non-dimensional parameter for the ‘birth of eddies’,

Re =
ρUL

µ
(1.1)

which is famously known as the Reynolds number Re. It involves a length scale
L, a velocity scale U, the dynamic viscosity µ and the density of the fluid ρ. The
Reynolds number remains the paramount measure in a fluid system to characterise
its laminarity or its turbulence.

There has been a consensus that the laminar-turbulent transition strongly pertains
to the concept of boundary layer, which was described for the first time by Prandtl
(1905) in his seminal contribution. The boundary layer denotes the thin flow region
adjacent to a solid surface where friction and viscosity effects are predominant.

35



CHAPTER 1 - INTRODUCTION

It separates the solid surface of zero relative flow velocity and the inviscid outer
flow with ‘free-stream’ velocity, which necessarily implies a high velocity gradient
within it. Prandtl’s boundary layer theory has bridged the gap between the
Euler equations, describing the dynamics of inviscid flows and the Navier-Stokes
equations describing the evolution of a viscous fluid. By emphasising the role of
viscosity via boundary-layer theory, Prandtl indeed contributed to addressing the
deficiencies of the inviscid theory revealed in experiments.

To this day, the Navier-Stokes equations still hold mysteries related to their
mathematical properties. Analytical solutions can only be derived via simplifying
assumptions, while the existence and smoothness of general solutions to the
three-dimensional (3D) equations remain an open problem. In 2013, Oterbayev
published what he thought was a proof of the said problem before realising he had
committed a mistake. Later, Tao (2016) even demonstrated that smooth solutions
to averaged Navier-Stokes equations with unbounded energy in a finite time can be
constructed, which might have scuppered the hopes of respectable mathematicians
to solve the renowned problem in a not too distant future.

In spite of an irrefutable mathematical bedrock, the Navier-Stokes equations
have been solved numerically. With the advent of Computational Fluid Dynamics
(CFD), digital mock-ups have indeed replaced drawing boards which contributed to
change design processes in aviation in the last few decades. By offering a ‘numerical
wind-tunnel’, CFD has contributed to the successful modelling and prediction of
complex flow phenomena. It thus supported the design of modern fluid systems
including, of course, transport aircraft. However, the laminar-turbulent transition
is such a complex physical phenomenon with high sensitivity to environmental
conditions that its numerical modelling remains a major challenge. This thesis
endeavours to address some aspects of boundary-layer instabilities leading to
transition, specifically in presence of surface irregularities.

1.3 Motivation and objectives

The various facets of transition, with mechanisms pertaining to swept wings and
the impact of surface irregularities, give rise to an important modelling complexity.
There is no denying that such complexity is not currently captured by state-of-the-
art industrial tools for wing design, and that there remains a significant capability
gap between high-fidelity CFD and low-fidelity transition modelling.

Contemporary transition prediction tools are decades old, based on a near-conical
flow assumption for tapered wing geometries with a smooth surface. They are
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furthermore heavily relying on local theories together with a semi-empirical method
known as the eN method in order to estimate the transition location. It may be
argued that these are appropriate to model the variety of subsonic, swept-wing
boundary-layer transition mechanisms which have become commonplace from a
design viewpoint. However, the impact of surface roughness is neglected by the
current capabilities, leaving key physics out of the scope. This consequently forces
aircraft manufacturers to over-conservatively design natural-laminar-flow wings,
which induces a loss of aerodynamic efficiency. Hence, there is an essential need
for higher-fidelity modelling capabilities able to seamlessly incorporate surface
imperfection effects on flow disturbance evolution.

Global theories form the basis of this thesis, with relaxed assumptions on the flow
field physics. As such, these are excellent candidates to fill the gap between the
current modelling methods and the complexity required by scientists and engineers
to devise HLFC techniques. They enable replication of a well-known free-stream
environment or a state of roughness on the surface, thereby reproducing transition
mechanisms accurately for the ultimate purpose of improved transition prediction.
In particular, global methodologies are fit to numerically handle real-world, swept-
wing boundary layers with surface roughness for which literature contributions
remain scarce. Nonetheless, the local and non-local methods do not necessitate
significant computational power whereas an additional computational effort is
required with global methods, whilst not reaching the overwhelming cost of Direct
Numerical Simulation (DNS).

In this thesis, we develop a single computational code that encompasses global
methodologies, and we then demonstrate its ability to comprehensively capture
the effect of surface roughness on swept-wing boundary layers. On the one
hand, we use the so-called temporal BiGlobal analysis, aimed at recovering self-
sustained instabilities that are amplified in time in the form of eigenvalues. It
is applied to boundary layers in the presence of Laminar Separation Bubbles
(LSBs), and to our best knowledge, for the first time on swept-wing boundary
layers featuring backward- and forward-facing steps. On the other hand, we
also exploit the Harmonic Navier-Stokes (HNS) method devised for the spatial
stability of boundary layers. We introduce its non-linear variant and demonstrate
its legitimacy for investigating the non-linear growth of instabilities generated by a
roughness element, in both flat-plate and swept-wing boundary-layer flows. Both
Linearised Harmonic Navier-Stokes (LHNS) and Non-Linear Harmonic Navier-
Stokes (NLHNS) are amplitude-based methods rather than amplification-based.
Should their capability for accurate transition prediction be established, the added
value of modelling would contribute to further reducing manufacturing tolerances
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for NLF wings. Finally, the code heavily relies on parallel computing in order to
obtain rapid computation times while maintaining a significant level of accuracy.

1.4 Outline

This thesis is structured as follows.

Chapter 2 provides a review of the laminar-turbulent transition processes and of
its mechanisms pertaining to swept wings. It is followed by developments about
the current state of transition modelling and transition prediction, where local,
non-local and global methods are thoroughly presented. This background chapter
finally reviews the state-of-the-art on surface-induced transition.

Chapter 3 introduces the governing equations of this thesis and mathematically
develops the stability theories presented in Chapter 2 with a focus on the global
approaches: BiGlobal, LHNS and NLHNS. Prior to their numerical application,
the chapter also discusses the boundary treatment and in particular the Perfectly
Matched Layer (PML) method applied for the first time in the current flow stability
framework.

Chapter 4 describes the numerical implementation of the stability theories within
the computational tool that has been developed in this work. The adopted
discretisation methods, the code structure as well as the underlying algorithms are
presented. Its parallel efficiency and its limitations with respect to treating fully
3D problems are further discussed.

Chapter 5 focuses on the linear instability of boundary layers incorporating surface
irregularities. After verifying the computational tool against two selected cases,
BiGlobal and LHNS stability analyses are undertaken on a two-dimensional
(2D), flat-plate boundary layer with indentations of increasing height. The first
application of BiGlobal analysis on a swept-wing boundary layer with surface
features, namely backward- and forward-facing steps of varying height, is also
presented.

Chapter 6 presents the verification and validation of the NLHNS approach that has
been developed on three previously documented cases. The method is then applied
to investigate the non-linear growth of instabilities in the wake of a cylindrical
roughness element, firstly on a flat-plate boundary layer and then on a swept-wing
boundary layer generated from experimental data.

Chapter 7 recapitulates the findings of this thesis, provides final remarks and
suggests several perspectives on future lines of research.
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Chapter 2

Transition and Stability

Just point yourself in the direction of your
dreams, find your strength in the sound, and
make your transition
—Underground Resistance, Transition, 2002

This background chapter establishes the laminar-turbulent transition context of
the thesis. We review the various stages involved in the process as well as the
specific transition mechanisms occurring in swept-wing boundary layers. This
includes Tollmien-Schlichting and crossflow instabilities. Subsequently, we present
the different computational strategies able to model transition, with an emphasis on
stability theory. The local and non-local theories are discussed ahead of presenting
global theories and the harmonic Navier-Stokes approach. We discuss the existing
transition prediction strategies before laying out literature background on transition
due to surface irregularities, in line with the modelling objectives of the current
work.

2.1 A tale of laminar-turbulent transition

2.1.1 The road from laminar flow to turbulent flow

The transition process of a laminar boundary layer is multifaceted, highly
non-linear and to a considerable extent dependent upon many environmental

conditions. For most flow configurations, the succession of stages and scenarios
described by Morkovin, Reshotko and Herbert (1994) and presented in Fig. 2.1
serves as a rather empirical reference. By itself, turbulence is described as a very
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Figure 2.1: A simplified depiction of the paths from laminar to turbulent for a boundary
layer, according to Morkovin, Reshotko and Herbert (1994)

dissipative process following the Richardson-Kolmogorov energy cascade, where
the unstable, largest eddies break up into smaller eddies until at the smallest
scales, structures are dissipated into internal energy. Transition rather conceptually
appears as a reverse of the said cascade, since small-scale disturbances lead to
larger-scale distortions until turbulence flares.

Laminar-turbulent transition is essentially an initial value problem, determined by
the forcing environmental disturbances penetrating the boundary layer as spatial
and/or temporal fluctuations. Disturbances may be of an acoustic (pressure),
kinematic (vorticity) or of an entropic (temperature) nature. Surface roughness or
vibration, free-stream turbulence or the external imposition of heating, cooling,
suction or blowing on the boundary layer are examples of what may cause
them. From an experimental or numerical point of view, minute disturbances
are not directly measurable but only observed further downstream as they grow.
Different paths to the breakdown of the boundary layer to a turbulent state are
then conceivable according to the characteristics of disturbances (amplitude level,
spectral content) but also of the surrounding environment: Reynolds and Mach
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numbers, surface curvature, state of roughness or for an aircraft wing the sweep
angle.

Transition is systematically initiated by how disturbances impose their signature
and are internalised within the boundary layer. The term receptivity was picked
by Morkovin (1969a) to denote such a mechanism. From that point onwards, the
die is cast; via receptivity, the signature of disturbances determines the initial
conditions to the process, namely their level of amplitude, phase and frequency.
Disturbances are then ready to be converted into further transition mechanisms.
Kerschen (1989) distinguished between natural receptivity and forced receptivity.
The concept of natural receptivity pertains to the interaction between a naturally
occurring acoustic, vortical or entropic disturbance and the leading edge of a
wing or a roughness element. Since the generated instability wave typically has
a much smaller wavelength compared to the natural disturbance, a wavelength
conversion process must occur to transfer energy (Kerschen, 1989). Goldstein (1985)
highlighted that sudden surface deformations are sites where such a conversion
occurs. Conversely, forced receptivity does not involve any interaction, however
it involves an external, unsteady forcing source whose frequency is tailored to
trigger an instability wave within the boundary layer. The role of receptivity was
identified long before the contribution of Morkovin, for example by Schubauer and
Skramstad (1947) who demonstrated the receptivity of a flat-plate boundary layer
to a vibrating ribbon to produce instability waves. Receptivity usually remains
the most difficult stage to reproduce in transition prediction models for flows of
practical interest (Schmid & Henningson, 2001).

In Figs. 2.1 and 2.2, path A corresponds to a setting with very low disturbance
amplitude that typically matches that of a subsonic flight with a smooth surface.
In that case, receptivity is directly followed by the exponential growth of instability
waves through linear mechanisms for an unstable boundary layer. The primary,
most unstable instabilities correspond to exponentially growing eigenmodes of
the boundary layer. Initially, the instabilities have an infinitesimal magnitude with
respect to the flow field. Their subsequent evolution is modulated by pressure or
temperature gradients, or surface mass flux. Once they reach a certain threshold of
amplitude, the primary modes interact between each other and with the mean flow
in a non-linear fashion before the onset of secondary (or parametric) instabilities.
The non-linear interaction may lead to the saturation of disturbance amplitude,
and consequently to a steady or quasi-steady modified boundary-layer flow. It
is in that sense that one denotes the process as secondary instability of the new
flow. While the primary instabilities are typically amplified on a long streamwise
distance, secondary instabilities are triggered and rapidly amplified over a much
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Figure 2.2: Idealised, qualitative disturbance energy evolution of one purely unstable
component, according to each transition path of Fig. 2.1 except for pure bypass transition.
Above ET , breakdown to turbulence is triggered.

shorter streamwise extent (Saric, 1985). At this stage, streamwise vortices are
generated and for a flat-plate flow the transition fundamentally becomes 3D.

For higher-yet-moderate disturbance amplitudes in paths B and C , the instabilities
entering the boundary layer undergo transient growth. Its usual signature is
through the superposition of two exponentially decaying perturbations which may
exhibit an algebraic, or transient growth, followed by its eventual exponential decay
if the disturbance amplitude remains moderate. Transient growth is explained
mathematically by the non-normality, or equivalently the non-orthogonal character
of eigenfunctions of the operator governing the evolution of the flow instabilities.
The first study involving transient growth was offered by Ellingsen and Palm
(1975) who demonstrated that a 3D fluctuation introduced in a bounded shear
layer can lead to a non-modal linear amplification in time, unrelated to an unstable
eigenvalue. This corresponds to the so-called lift-up effect labelled by Landahl
(1975), observed beforehand in experiments and further explained by Landahl
(1980) when he investigated algebraic instability with an arbitrary 3D disturbance.
The lift-up mechanism usually leads to strong transient growth of instability
streaks in otherwise linearly stable flows. Until approximately the 1990s, laminar-
turbulent transition was however vastly scrutinised through the narrow prism of
path A . Transient growth in time was notably developed by Hultgren and Håkan
Gustavsson (1981), and Trefethen et al. (1993) who related it to the important concept
of a pseudospectrum in hydrodynamic stability. Later extensions to transient
growth in space followed with the work of Schmid, Lundbladh and Henningson
(1994) and, for example by the contribution of Reshotko (2001). These works helped
to explain why, in a few experiments, transition occurred for subcritical values
of Re predicted with linear growth theory. Further transition paths were then
considered, including transient growth as a candidate mechanism. According to
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the magnitude of transient growth, whether it is a non-modal response to external
forcing or the non-modal growth of optimal disturbances (Schmid & Henningson,
2001), the instabilities are likely to provide a higher amplitude to kick-off a linear
exponential instability (path B ) or short-circuit modal growth to directly kick-off
secondary or non-linear instabilities (path C ).

Paths A , B and C correspond to what could be called natural transition, as opposed
to bypass transition occurring in paths D and E . The term was introduced by
Morkovin (1969b), even though at the time transition was extensively studied
through A . Any mechanism involving anything other than an unstable linear
mode was by default catalogued as part of bypass transition.1 Its definition
could now include transient growth, which has offered the explanation of bypass
mechanisms in various situations (Reshotko, 2001). Here, bypass transition is seen
as a process emanating solely from non-modal growth mechanisms (Schmid &
Henningson, 2001). Bypass transition typically occurs with a high surrounding
free-stream turbulence level, or in the presence of large surface roughness. Path D

describes the situation in which the action of strong transient growth results in a
weakly turbulent disturbance spectrum, with high-frequency content (Reshotko,
2001). The fluctuations then force the laminar boundary layer to break down
without secondary instability or mode interactions. In the presence of an even
higher disturbance level, the laminar-turbulent transition completely bypasses
any linear amplification mechanism following path E . Bypass mechanisms are
typically characterised by the spatially and temporally random emergence of
streamwise elongated streaks within the boundary layer, with alternating positive
and negative streamwise disturbance velocities (Schlatter et al., 2008). With
hindsight, the concept of transition may not be applied in the case of path E as
there is no sufficient spatial and temporal extent for a laminar region to develop and
the boundary layer instantly trips to turbulence. Some recent investigations even
lead to the belief that bypass transition is not necessarily preceded by receptivity
mechanisms, suggesting a possible path ‘F’.

Regardless of the path followed to laminar-turbulent transition, the boundary-layer
breakdown is usually more rapid than previous stages. It involves a multitude
of different scales and frequencies emanating from non-linearity and breaks any
symmetry present in the instability fields (Schmid & Henningson, 2001), which
results in the occurrence of a few localised turbulent spots. These then grow
and coalesce to form the final, turbulent boundary layer. Turbulent spots were
first described by Emmons (1951) on a flat-plate flow and are represented in the

1 A recurrent joke was that laminar-turbulent transition even bypassed the knowledge of the
scientific community.
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Figure 2.3: Idealised depiction of the laminar-turbulent transition process in a boundary
layer developing on a flat plate, adapted from White (2006). δ denotes the thickness of the
boundary layer.

idealised transition sketch in Fig. 2.3. In light of the previous descriptions it
should be noted that the succession of these various paths and stages depicts
laminar-turbulent transition in a rather idealised fashion as they might not always
occur distinctly in nature.

The difficulty of modelling transition on an aircraft wing lies in the uncertainty
on the path taken by the flow to become turbulent. As previously mentioned,
a boundary layer on a smooth wing surface would typically undergo transition
via path A . However, what happens in the presence of a relatively ‘small’ or
‘large’ surface roughness? Isolated roughness elements are likely to trigger bypass
transition following paths D and E . Nonetheless, their location, height and
streamwise extent will naturally impact the mechanisms of the transition of the
boundary layer downstream. Before alluding to surface-induced transition, the
typical transition mechanisms on swept wings are discussed.

2.1.2 Transition mechanisms on swept wings

Swept wings are commonly found on subsonic aircraft by virtue of their ability to
delay and weaken shock waves, to increase the critical Mach number and hence
to reduce wave drag at high subsonic speeds. However, their use comes at the
expense of laminar-turbulent transition triggered at a more upstream position
compared to an unswept wing, as Gray (1952) observed for the first time in flight
tests. The boundary layer developing on a swept wing is subjected to several
identified transition mechanisms, which are for the most part well understood for
subsonic flights with a smooth wing surface assumption.
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Figure 2.4: Illustration of a swept-wing boundary layer with streamwise (u) and crossflow
(w) velocity profiles and associated transition mechanisms. Streamline at the edge of the
boundary layer ( ) and wall streamline ( ).

A taxonomy of typical transition mechanisms for 3D boundary layers appearing
on swept wings is presented in Fig. 2.4. As the flow reaches the leading edge, it
diverges on either side of the attachment line, resulting in a thin boundary layer
formed along the upper and lower surfaces of the wing. The flow field is unaligned
with the direction of the pressure gradient due to the sweep angle. Therefore, the
boundary layer is 3D and the inviscid streamline at its edge is curved. From the
edge of the boundary layer towards the surface, the streamwise velocity diminishes
until it completely vanishes. The imbalance between the constant pressure gradient
and the centripetal force is then compensated by a spanwise velocity component
perpendicular to the local inviscid streamline, or crossflow (CF) component. This
is the source of three-dimensionality of the boundary layer, represented in an
exaggerated manner in Fig. 2.4. On the upper surface, the CF velocity is directed
inboard as the flow is accelerating near the leading edge. Further downstream,
past the pressure minimum in a decelerating flow, it is directed outboard.

A first physical hurdle that must be overcome to maintain and maximise the
streamwise extent of laminarity on a wing is preventing leading-edge contamination
and attachment-line instability. If turbulent flow has already been initiated by such
mechanisms and relaminarisation does not occur, it is then futile to optimise the
laminar wing further downstream. For a swept wing, leading-edge contamination
occurs when perturbations emanate from the wing-root junction, or via the often
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turbulent boundary layer that has developed on the fuselage. These disturbances
are rapidly propagated along the attachment line due to the dominant CF velocity
component in that region, and typically trigger bypass transition. The experimental
investigations of Pfenninger (1965) and Gaster (1967) showed that keeping the
attachment-line Reynolds number based on momentum thickness Reθ below 90
to 100 is necessary to avoid leading-edge contamination extending to the entire
wing chord extent. This criterion remains valid to this day. Should the flow be
maintained laminar in the vicinity of the attachment line via flow control or a
‘Gaster’ bump (Gaster, 1965), the boundary layer will be from that point onwards
subjected to attachment-line instability. In this case, low-amplitude disturbances
may grow along the chord via viscous mechanisms similarly encountered on a
flat plate. Hall et al. (1984) uncovered a class of travelling wave disturbances
later entitled ‘Görtler-Hämmerlin’ that play a role in attachment-line instability.
Reasonable agreements with the wind-tunnel experiments from Pfenninger and
Bacon (1969) led to a consensus about the critical value of Reθ, estimated within the
range 230 to 240. Therefore, clear design guidance exists to control leading-edge
contamination and attachment-line instabilities. This can be achieved by adjusting
the sweep angle, the leading-edge ellipticity ratio or the leading-edge radius.

Instabilities that are not induced by the leading edge are now addressed. As previ-
ously discussed, a swept-wing boundary layer has a zero CF velocity component
both at the solid surface and at the edge of the boundary layer. The CF profile
consequently features an inflection point, which according to Rayleigh (1880) is a
necessary condition for instability. Conditions are then met for a 3D inflectional
instability of inviscid type, named CF instability. It arises in regions where CF ve-
locity varies significantly in the streamwise direction, that is in favourable pressure
gradient regions (Saric, Reed & White, 2003) for a small distance downstream of the
attachment line. The first experimental evidence of CF instability on swept wings
is attributed to Gray (1952) before additional experiments with flow over a rotating
disk were reported by Gregory, Stuart and Walker (1955), who also formalised
a theoretical framework for the linear instability of 3D boundary layers. They
appear in the form of spanwise-periodic vortices whose axes are nearly aligned
with the local inviscid streamlines. Seen from the streamwise direction, such CF
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Figure 2.6: Stationary crossflow vortices and transition front on a 45° swept wing visualised
with naphthalene at Re = 2.19× 106 (based on chord) from Dagenhart and Saric (1999)

vortices have a ‘cat’s eye’ structure displayed in Fig. 2.5. Considering the instability
alone, the vortices are counter-rotating as opposed to co-rotating when these are
superimposed on the mean flow (McLean, 2012). Experimentally, their location can
be marked using chemicals that are volatile to friction. Since CF vortices induce
high wall shear, they leave a trail of ridges as can be seen on Fig. 2.6 in which the
saw-toothed transition front pattern is also visible.

CF waves are either stationary (zero frequency) or travelling, with wavelengths
of the order of three to four times the boundary layer thickness. Although both
types may coexist in a swept-wing boundary layer, transition ensues from one type
only (Saric et al., 2003); stationary CF waves tend to dominate in low-disturbance
environments in the presence of surface roughness, minimal as it may be, whereas
the impact of travelling CF is evident in high-disturbance environments with
non-negligible free-stream turbulence and a smooth surface (Deyhle & Bippes,
1996). The maximum CF velocity component is typically 3% of the boundary layer
edge velocity (Reed & Saric, 1989), and stationary CF disturbances are weak in the
plane of Fig. 2.5. However, these are able to strongly distort the streamwise velocity
profile, resulting in inflected profiles that are fertile ground for high-frequency
secondary instabilities and non-linear interactions (White & Saric, 2005).

Further aft on the wing, the streamlines are more oriented towards the local
streamwise direction. An adverse pressure gradient develops and the boundary
layer risks destabilisation to Tollmien-Schlichting (TS) waves. Named after Tollmien
(1929) and Schlichting (1933) who highlighted their existence theoretically by
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Figure 2.7: Tollmien-Schlichting waves developing in a flat-plate boundary layer at
Re = 106 (based on plate length) made visible with coloured fluid. © 1980 ONERA.
Photograph by H. Werlé.

studying the most amplified disturbances in a flat-plate flow, this kind of instability
is predominant in unswept flat-plate flows. Its observability in nature was first
confirmed by the experiment of Schubauer and Skramstad (1947). Unlike CF
instability which can be stationary, TS waves are travelling disturbances only,
most amplified in the streamwise direction and reaching wavelengths of about
10 times the boundary layer thickness. As reflected by Fig. 2.7, they are generally
2D. Oblique TS waves may also exist in the incompressible regime but tend to
be less amplified than 2D waves (Mack, 1984). However, oblique TS waves tend
to be the most amplified in boundary layers where large compressibility effects
arise, or naturally in 3D boundary layers. In the latter case, the most amplified
wavenumber direction is tilted. Another difference with the CF mechanism is
that TS instabilities solely originate from viscosity and are destabilised by adverse
pressure gradients.

On a swept wing, TS and CF instabilities usually coexist. Their control then
consists of a trade-off due to competing flow destabilisation effects arising from
favourable pressure gradient and adverse pressure gradient regions. While the
former destabilises CF and stabilises TS, the latter destabilises TS and stabilises CF.
The sweep angle of the wing is also a paramount parameter. It is thought that the
TS mechanism dominates transition for sweep angles between 0° and 25°, whereas
CF instability is predominant in the transition process for sweep angles greater
than 30° to 35° (Joslin, 1998). Both mechanisms are able to amplify and break down
laminarity between these ranges (Joslin, 1998). Narrow-body aircraft wings are
usually swept by 25° whereas larger wide-body aircraft use sweep angles between
32° and 38°.

The fourth mechanism involved in laminar-turbulent transition on swept wings is
the so-called Görtler instability, arising when the boundary layer extends over a
concave surface. The inviscid stability criterion involving the centrifugal forces
exerted on a flow was described by Rayleigh (1917). Görtler (1941) revisited the
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concept with laminar boundary layers and demonstrated that the solutions to the
disturbance equations feature counter-rotating vortices, entitled Görtler vortices,
whose axes are aligned with the streamwise direction. Additionally, these are
prone to a secondary instability that originates from the distortion of the mean
flow and its saturation (Saric, 1994), leading to a turbulent breakdown. The same
distortion in the spanwise direction is also destabilising for TS waves (Saric, 1994).
Nevertheless, the control of Görtler-type instabilities is tractable from an NLF point
of view since it is sufficient to avoid concave sections along the wing. However,
concavity is typically present on the lower surface of supercritical aerofoils to
maximise lift in compensation to the flat upper surface designed to delay boundary
layer separation induced by shock waves.

The boundary-layer instabilities involved in this thesis are mostly of the TS and CF
types. While Görtler instabilities fall beyond the scope of current work, existing
results on attachment-line instabilities are used as part of a verification case. As
Reed and Saric (2008) pointed out, further factors have an impact on swept-wing
transition. The corner flows in wing-fuselage junctions or wing-pylon junctions
hold the potential to destabilise laminar flow in neighbouring regions. In addition,
even at subsonic or transonic cruise speeds, the upper wing surface may display
local regions of low supersonic flows involving their own transition mechanisms,
falling out of the scope of this thesis. Most importantly, surface irregularities
located on the wing have a significant impact on the transition process, for which
a review is given in Section 2.4.

2.2 Transition modelling

CFD has proven its worth in providing reliable models with which to solve fully
turbulent flows. However, modelling laminar-turbulent transition and obtaining its
numerical solution remain daunting challenges given the complexity of the process
previously described. Nonetheless, the relationship of CFD with laminar-turbulent
transition could be deemed as dichotomous. On the one hand, it comprises
methodologies for the fully resolved simulation of transition with impractical
computational costs for routine use, with severe usability limitations for design
engineers that explore thousands of parameters. On the other hand, it relies on
methodologies based on statistical and simplistic physical models which typically
fail to account for the critical mechanisms described in Section 2.1.2.
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2.2.1 DNS, LES and RANS

The two methods which fall in the first category are Direct Numerical Simulation
(DNS) and Large Eddy Simulation (LES). DNS solves the full, unsteady Navier-
Stokes equations without any turbulence model with a grid sufficiently fine to
capture the so-called Kolmogorov scales, corresponding to the smallest turbulent
motions and structures. It thus allows for the accurate simulation of isolated trans-
ition mechanisms, including bypass mechanisms and breakdown, as demonstrated
for example by Durbin, Jacobs and Wu (2002). Unfortunately, DNS is still limited to
low Reynolds numbers as the number of degrees of freedom required for sufficient
resolution scales as O(Re9/4) and the Central Processing Unit (CPU) time scales as
O(Re3). The method also necessitates high-order discretisation methods in order
to minimise numerical dissipation and numerical dispersion. Nonetheless, such
methods struggle to adapt well to complex geometries. Despite the continuous
improvement of computing resources that has followed Moore’s law, the growth
rate of computational power has clearly diminished in the 2010s. Therefore, short
of a quantum computing or biological computing breakthrough, it renders DNS
not applicable for routine transition modelling at least in the next century for the
aeronautical field (Spalart & Venkatakrishnan, 2016).

In an LES, the more energetic, larger-scale turbulent motions or eddies are solved
while the small-scale (sub-grid) motions are modelled via an eddy-viscosity ap-
proach (Smagorinsky, 1963) which is essentially a low-pass filtering of the Navier-
Stokes equations. Such treatment allows a coarser resolution, with a weaker
dependence on Re; nonetheless the computation cost remains prohibitively high.
Unless wall-layer models are used, a DNS-like resolution is indeed still needed
in the vicinity of a solid wall as the assumption of isotropic small scales made by
most LES models has to be discarded. Furthermore, the underlying assumption
behind LES states that energy cascades from large-scale structures to small-scale
structures. The principles of LES thus conceptually seem to conflict with the very
essence of transition physical characteristics. In addition to this critical drawback,
the transition onset predicted with LES is sensitive to the choice of the Smagorinsky
constant used in the interaction model between the unfiltered scales and the filtered
scales (Germano et al., 1991). The sensitivity to the sub-grid model makes LES
case-dependent, since its impact may alter the determinism of early transition
stages (Fasel, Meitz & Bachman, 1997) and hence lead to the relaminarisation of
transitional flows. Therefore, it may be argued that LES is not sufficiently equipped
to model laminar-turbulent transition. Regardless of modelling aspects, much like
DNS it has also fallen victim of ‘false prophecies’ claiming that overnight runs of
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O(10) hours would become routine by now, whereas in pure computing terms
industrial-scale LES is still not reached (Löhner, 2019).

The second category consists of statistical methods for transition modelling, all
based on Reynolds-Averaged Navier-Stokes (RANS) equations. These are obtained
by averaging the Navier-Stokes equations over time or over a set of realisations,
and by incorporating additional transport equations. These are needed to retrieve
the information lost by the averaging process and to close the system. The high
level of turbulence modelling suppresses the need for a fine computation grid. For
this reason, the RANS approach yields a more reasonable computation time. At
best, the low-Re models that were developed may reproduce the features of bypass
transition, yet their ability to predict transition can be questioned (Menter, Langtry
& Völker, 2006). Intermittency transport methods with empirical correlations or
laminar fluctuation energy methods were also proposed. According to Menter
et al. (2006), two general shortcomings are of note. In general-purpose CFD codes
that incorporate RANS models, computing the required boundary-layer integral
quantities is not usually convenient, especially in the case of unstructured grids.
Moreover, the averaging process eliminates the effects of linear disturbance growth,
a salient mechanism in transition. These aspects pinpoint the impracticality of
RANS for the purpose of transition modelling.

2.2.2 Stability theory: from local LST to global HNS

The methods in the category of stability theory are the ones considered in this thesis,
and belong to what could be entitled natural transition prediction, since they are able
to quantify the evolution of infinitesimal disturbances introduced in a boundary
layer. Considering the framework of Lyapunov stability of dynamical systems, a
finite-amplitude laminar boundary layer is seen as a point of equilibrium of the
Navier-Stokes system; this is what has been referred to as the mean flow, or base
flow2 and is denoted q̄ from this point onwards. If the system is perturbed near the
point of equilibrium with a disturbance q̃, the system is deemed Lyapunov-stable
if for a given position x and for any future time t ⩾ 0,

∀ε > 0, ∃γ > 0 | ∥q̄(x, 0) − q̃(x, 0)∥ < γ⇒ ∥q̄(x, t) − q̃(x, t)∥ < ε. (2.1)

Otherwise expressed, if it is possible to restrain the initial perturbation near the
point of equilibrium then the perturbation will decay to an arbitrarily small value at
future times. The interest here is more towards stability at an infinite time horizon,

2 Strictly speaking, the mean flow denotes a time-averaged flow field and the base flow denotes a
stationary flow field. These two concepts are often conflated in the literature.
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or asymptotic instability. In such case, if the equilibrium state is Lyapunov-stable
then it is asymptotically stable if

∃γ > 0 | ∥q̄(x, 0) − q̃(x, 0)∥ < γ⇒ lim
t→∞ ∥q̄(x, t) − q̃(x, t)∥ = 0 (2.2)

that is, the disturbance vanishes at an infinite time horizon below a certain
threshold in the initial perturbation of the system. Otherwise, the equilibrium state
is asymptotically unstable. It is in this particular setting that a laminar boundary
layer is described as stable or unstable. It may be noted in passing that stability can
be defined in an alternative way, for example via the kinetic energy of disturbances
as suggested by Joseph (1976).

The concepts described above pertain to temporal stability analysis, which is bound
to the asymptotic behaviour at large times for perturbations with real spatial
wavenumbers. Conversely, spatial stability analysis3 focuses on the boundary layer
response to time-harmonic forcing in order to determine whether perturbations
grow, or decay in space. The concept of spatial stability is then equally important
for boundary layers in the presence of isolated roughness elements.

Naturally, disturbances arising in boundary layers may generally grow both in
time and space, requiring an adjusted mathematical arsenal. At this stage, the
framework is the linear response of a dynamical system to a spatially and temporally
localised impulse at (x, t) = (0, 0). In what follows, the definitions are for the
most part borrowed from the review article of Huerre and Monkewitz (1990). The
evolution of the resulting wave packet, or impulse response is determined by the
Green’s function G(x, t) which satisfies the relation

D

(︃
−i
∂

∂x
, i ∂
∂t

)︃
G(x, t) = δ(x)δ(t) (2.3)

where δ is the Dirac delta function, and D is the operator defining the general
dispersion relation,

D(k,ω) = 0. (2.4)

Equation (2.4) characterises the coupling between spatial behaviour and temporal
behaviour, respectively expressed by the wave number k and the frequencyω. The
dispersion relation dictates which waves are ‘permitted’ in the wave packet, and
governs the spatio-temporal dynamics of the system. This allows linear stability to

3 It is also known as the ‘signalling problem’.
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Figure 2.8: Convective (left) and absolute (right) instabilities

be defined in terms of the x-t plane. The flow is said to be linearly stable if

lim
t→∞G(x, t) = 0 along all rays x

t
= constant (2.5)

and linearly unstable if

lim
t→∞G(x, t) = ∞ along at least one ray x

t
= constant. (2.6)

Then for linearly unstable flows, it is possible to distinguish between convectively
unstable flows, satisfying

lim
t→∞G(x, t) = 0 along the ray x

t
= 0 (2.7)

and absolutely unstable flows for which

lim
t→∞G(x, t) = ∞ along the ray x

t
= 0. (2.8)

These definitions of convective and absolute instability concepts are illustrated
in Fig. 2.8. At asymptotically large times, the wave component with zero group
velocity in the impulse persists at the origin. If the given wave is amplified while
convected downstream away from the source and decaying at the initial location at
large times, eventually leaving the flow undisturbed, the instability is convective.
On the other hand, if the wave packet maintains an unbounded growth at large
times at the point of impulse, propagating both downstream and upstream, the
instability is absolute. The convective/absolute nature of the flow determines
whether it is an oscillator, or a noise amplifier (Huerre & Monkewitz, 1990). Boundary
layers tend to act as noise amplifiers, that are accompanied almost everywhere
by regions of convective instability where perturbations are amplified locally
and convected downstream. Noise amplifiers are rather dominated by extrinsic
dynamics, where the stability is governed by the spectral content of the incoming
perturbation. In contrast, oscillators display intrinsic dynamics and tend to exhibit
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a characteristic frequency and a large region of absolute instability that dominates
the flow.

This is an opportunity to stress the important distinction between absolute and
global instability. The notions of convective and absolute instabilities are sensible
only in a purely local framework, where the stability is scrutinised at a certain
streamwise location. This goes hand in hand with a parallel flow assumption,
considering equilibrium states that are invariant in the streamwise direction. In
contrast, many boundary-layer flows of interest are non-parallel, with a strict
non-uniformity in the streamwise direction especially in the presence of surface
irregularities. Global instability then refers to the whole flow field, with eigenmodes
featuring an unknown x-dependence. Using the concept of Green’s function, the
flow is globally unstable if

lim
t→∞G(x, t) = ∞ for some x. (2.9)

For base flows varying slowly in the streamwise direction, a necessary condition for
global instability is the existence of a finite region of absolute instability (Schmid &
Henningson, 2001).

Although beyond the scope of this thesis, it shall be highlighted that the concept
of stability in transient growth analysis requires setting aside the Lyapunov
stability framework, since an asymptotic point of view hinders the observation of
finite-time processes. Stability is then redefined as the amplification of an initial
perturbation energy over a prescribed time interval (Schmid, 2007). In such a finite
internal, one may define the gain as the ratio between final disturbance energy
and initial disturbance energy. In particular, Farrell (1988) denoted the initial
flow disturbances producing the maximum gain as optimal perturbations, while the
transient growth related to the maximum gain is referred to as optimal growth.

Deploying stability theory in practice requires the computation of the laminar base
flow. Semi-analytical flows for simple or synthetic solutions are relatively straight-
forward to solve, whereas the use of CFD is necessary for more complex geometries.
A well-known constraint is that only low Reynolds numbers yield steady laminar
solutions. However, computing stable (or unstable) steady solutions past the
threshold of critical Reynolds numbers has been facilitated by the development
of stabilisation techniques, including the Recursive Projection Method (Shroff &
Keller, 1993), the selective frequency damping approach (Åkervik et al., 2006) or
the ‘BoostConv’ algorithm (Citro et al., 2017).
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This thesis focuses on the application and the development of stability theory
methodologies based on an Harmonic Navier-Stokes (HNS) formulation, where
the time coordinate and the spanwise coordinate are treated in Fourier space. The
aim is to have at disposal a linear framework, where global instabilities arising from
linear mechanisms and likely to trigger bypass transition can be modelled—and a
non-linear framework, modelling the linear growth of instabilities and ultimately
the non-linear growth of instabilities. In the latter case, mode interaction and
secondary instabilities are incorporated, which renders the method potentially
able to model the stages occurring just before the breakdown to turbulence. The
following sections review the stability theory methodologies, whose mathematical
description is further given in Section 3.2.

Local approach

At one end of the spectrum, local approaches based on the parallel-flow or quasi-
parallel-flow assumptions have dominated research on laminar-turbulent transition
for a vast majority of the 20th century. The approximation of the base flow and of
the disturbance field to be dependent only upon the wall-normal direction, where
the effects of viscosity are most palpable, yields a tractable framework commonly
referred to as Linear Stability Theory (LST). Although there is a clear overlap in
the designation with respect to ‘stability theory’ methods, such a terminology
was logical a few decades ago, when the lack of computational power dictated
the use of such mathematical simplifications. The associated incompressible LST
equations can be recast as the Orr-Sommerfeld equation, named after the work of
Orr (1907) and Sommerfeld (1909). Seen as a one-dimensional eigenvalue problem,
the TS modes are the well known, most unstable solutions to the Orr-Sommerfeld
equation. Excellent reviews of LST are provided by Mack (1984) and by Schlichting
and Gersten (2017). By virtue of its inexpensive computational cost, LST has been
used jointly with the eN method for transition prediction, discussed in Section 2.3.

LST constitutes a practical tool for primary investigations. For example, absolute
instability regions can be detected by sweeping along the whole streamwise
domain of the base flow. However, its modelling simplifications result in inherent
deficiencies due to several physical effects ignored by the method, namely the
streamwise history of the disturbance (from the assumption of weak variation
compared to the wall-normal direction), the wall-normal velocity of the mean
flow (from the assumption of negligible magnitude compared to the streamwise
mean flow) and non-linear mode interactions for large disturbance amplitudes.
Inhomogeneity is present only in the direction normal to wavefronts. Despite those
features, as mentioned in Section 2.4 the local character of LST has not hindered its
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application to investigation of the effect of roughness. Although qualitative criteria
were derived, the strong non-parallelism of the base flows when either surface
roughness or surface curvature are present in the streamwise direction inevitably
leads to quantitative discrepancies between local methods and a method based on
a non-local theory.

Non-local approach

Theoretical contributions explained the discrepancies of the critical Reynolds
number and disturbance growth rates between the LST and the experiment of
Schubauer and Skramstad (1947). Bouthier (1972), Bouthier (1973) and Saric and
Nayfeh (1975) applied perturbation theory and the method of multiple scales,
while Gaster (1974) devised an asymptotic series in terms of Re1/2 as a correction
to parallel-flow theory. Furthermore, Hall (1983) investigated the development of
Görtler vortices via a set of parabolic equations, whereas Itoh (1986) also derived,
independently, parabolic equations to investigate the spatial instability of travelling
waves in a non-linear fashion. It is in that spirit that Herbert and Bertolotti (1987)
recognised the importance of equations obtained at an intermediate step from
the aforementioned contributions, named Parabolised Stability Equations (PSE),
which also denotes the name given to the methodology. Simen (1992) also devised
independently a similar framework to model convective instabilities in 3D and
compressible non-uniform flows.

The underlying assumption of the PSE is a slow evolution of the base flow in the
streamwise direction, allowing the method to incorporate the effects of mild base
flow gradients, or mild body curvature. Due to their near-parabolic character, the
PSE account for not only the local flow conditions, but also the upstream history
of the disturbance and for this reason they are often associated with a non-local
terminology. They are hence suited for the analysis of convective instabilities in
boundary layers, for either exponential or transient growth. Their computational
cost is low, due to the parabolised nature of the equations which can be solved
simply by marching forward in space.

The PSE also bear the advantage that they can be easily extended to model
the interaction of modes and their evolution in a weakly non-linear fashion, an
approach referred to as Non-Linear Parabolised Stability Equations (NLPSE).
The latter thus allows non-linear disturbance evolution and interactions to be
modelled up to almost the final breakdown stages. In particular, in the non-linear
modelling of CF disturbances the method progresses up to where the primary
disturbances saturate. From that point onwards, the analysis of the saturated
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state superimposed on the base flow is undertaken using secondary instability
theory. There are a significant number of studies demonstrating the practicality of
linear PSE for numerous shear flows of interest; these have ascertained its maturity,
embodied by the state-of-the-art NOLOT code (Hein et al., 1994). In addition, the
method has also been considerably associated with the eN method for transition
prediction purposes as a significant improvement compared to the conventional
LST. A comprehensive review of linear PSE and of its non-linear extension is
given by Herbert (1997), while Pralits et al. (2000) demonstrated its applicability to
sensitivity analysis by means of an adjoint formulation.

The very nature of the PSE yields a fundamental drawback; absolute or global
instability regions display ellipticity, which is discarded by the parabolic approach.
A related, essential concern is whether they provide an appropriate framework to
incorporate the effect of surface irregularities. Depending upon their height and
shape, these might not constitute a ‘slow’ streamwise evolution for the base flow by
inducing locally stronger gradients. Therefore, there should be a certain threshold
of roughness geometry characteristics above which the PSE approach inaccurately
predicts the disturbance evolution downstream of the said roughness element. This
is specifically questionable in boundary layers with surface irregularities generating
LSBs, characterised by regions of local reversed flow. Although applying the PSE
method in such regions is questionable due to its near-parabolic character, Hein
(2000) successfully applied PSE for pressure-induced LSBs on a flat plate. Park
and Park (2013) managed to compute PSE solutions for boundary layers over 2D
humps, featuring reversed flow regions. However, the authors reported NLPSE
results only without reversed flow, which suggests their non-linear approach was
most likely unstable in the presence of large geometrically-induced LSBs. Thomas,
Mughal and Ashworth (2017) also described PSE calculations with LSBs generated
by waviness on an unswept wing and suggested the reversed flow regions were
not strong enough to trigger disturbances propagating upstream.

Another pitfall, from a numerical point of view, is that the PSE suffer from
numerical instability when the streamwise step size is too small (Li & Malik, 1995).
Hence, base flow gradients appearing in short spatial scales, or surface roughness
of minute width are not successfully resolved by the method where a greater
number of discrete points would be necessary, consequently violating the step-size
restriction. Andersson, Henningson and Hanifi (1998) suggested the addition of
a term in the equations to alleviate the step-size restriction and allowing finer
streamwise discretisation. Furthermore, the PSE is unable to model the generation
of boundary-layer instabilities or receptivity. For the NLPSE, initial disturbance
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amplitudes at the first streamwise station must be provided by another method or
often via a trial-and-error process.

Global, or harmonic Navier-Stokes approach

With the improvement of computing resources and algorithms for the numerical
solutions of problems governed by Partial Differential Equations (PDEs), the local
LST and non-local PSE theories have been broadened to a setting incorporating the
instability of flows with less symmetry, namely with at least two inhomogeneous
spatial directions. As typically considered in this thesis, a boundary-layer flow
developing on an infinite swept wing presents inhomogeneity in the streamwise
and wall-normal directions as opposed to the homogeneous spanwise direction,
whereas a 3D roughness element induces a fully 3D flow field. With respect to
stability theory, the slow streamwise evolution assumption of the PSE method is
therefore lifted and analysis pertaining to that class of flows is commonly referred
to as global stability analysis (Theofilis, 2003). Such ‘global’ stability terminology
should not be confused with the ‘global’ instability described by Huerre and
Monkewitz (1990).

Theofilis (2003) associates the name of global instability to an eigenvalue-based
approach, where the stability analysis consists of numerically uncovering unstable
eigenmodes belonging to the discrete spectra of the governing equations. More
accurately, the terms ‘TriGlobal’ and ‘BiGlobal’ were proposed to respectively
denote eigenvalue-based analyses of 3D base flows and two-and-a-half-dimensional
(2.5D) (or 2D) base flows. Although the grounds of this terminology are more
than questionable and confusing,4 this thesis adopts the same lexicon to denote
eigenvalue-based analyses in accordance with the literature.

In the global approach, the time coordinate is treated harmonically. For 2.5D base
flows, the spanwise coordinate is also handled in frequency space. Therefore, for
global, spatial instability analyses we also refer to the methodology as HNS. The
HNS method can be seen as a linearised ‘DNS’ for stability analysis; besides the time
and/or spanwise Fourier expansion, there is no further modelling assumption
with full ellipticity in space and full retention of base flow terms. For that
reason, the HNS methodology is able to resolve all short scales or account for the
rapid variations of the base flow. Furthermore, the process of receptivity is also
incorporated into the model, which is also able to detect both regions of absolute
and convective instabilities, a clear improvement compared to the capabilities of
PSE and most importantly LST. However, its computational cost is higher relative

4 BiGlobal and TriGlobal should essentially be called 2.5D and 3D eigenvalue problems.
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to the PSE approach but much less than undertaking a DNS. In this thesis, an
efficient computational tool is introduced to reduce the cost of the approach.

Since the receptivity stage is directly incorporated and directly provides the
evolution of a disturbance as the response to some external forcing, the LHNS
embodies amplitude-based modelling compared to amplification-based modelling
offered by LST or PSE. In the same vein as the PSE, the LHNS can be extended
to a finite-amplitude approach where non-linear mode interactions are captured.
Such an NLHNS approach has the potential for significantly accurate modelling
of several transition stages from receptivity to the secondary instability of the
boundary layer.

Unless sophisticated matrix-free techniques such as time-stepping (Eriksson &
Rizzi, 1985; Edwards et al., 1994) are used for its numerical application, the TriG-
lobal problem is prohibitively expensive to solve in a matrix-forming approach.
This is due to the treatment of three inhomogeneous spatial directions coupled with
the application of an eigenvalue algorithm. However, the computational tool intro-
duced by this thesis yields a short turnaround time for the usually also expensive
BiGlobal analysis, able to retrieve global linear instabilities potentially leading to
bypass transition. However, the BiGlobal approach is purely amplification-based.
The information about growth (or decay) for a linear mode is solely encapsulated in
the growth rate of the corresponding eigenvalue, while the eigenfunction gives the
spatial description of the mode. Nonetheless, BiGlobal stability analysis remains
a powerful tool to unravel self-sustained linear mechanisms and the associated
dynamics in a given 2.5D base flow.

Reviews on BiGlobal (and TriGlobal) analyses are offered by Theofilis (2003) and
Theofilis (2011), while a thorough mathematical description has been given by
Groot (2018) with a level of hindsight which was certainly lacking in the field.
This thesis considers BiGlobal application cases with surface irregularities that are
inhomogeneous in the streamwise direction, a framework in which the analysis is
known to be significantly sensitive numerically and to yield convergence of the
global spectrum with some difficulty. It may furthermore be mooted that such
an eigenvalue-based analysis requires significant effort to provide further insight
into the physical mechanisms associated with the instability modes. Furthermore,
there are restrictions in performing the analysis in Fourier space, since considering
discrete modes leaves the ‘return’ to physical space not straightforward.

59



CHAPTER 2 - TRANSITION AND STABILITY

2.3 Transition prediction

While a laminar boundary layer possesses intrinsic characteristics, a specific trans-
ition Reynolds number simply does not exist. Unfortunately, the ‘many faces
of transition’ (Morkovin, 1969b) described in Fig. 2.1 exacerbate the difficulty of
accurately predicting the location of laminar-turbulent transition, since the process
is heavily dependent upon the level of environmental disturbances. Even the en-
vironmental settings themselves are tedious to correlate; a low-turbulence in-flight
environment typically differs from a high-turbulence wind-tunnel environment.
Besides, the variety of transition mechanisms arising on a swept wing potentially
competing with each other and the complications of in-flight characterisation of
surface roughness have compounded the task of accurate transition prediction.
The latter was however identified as a key area of development in the NASA’s CFD
Vision 2030 study, on the basis of the tremendous gap between the capabilities of
transition modelling and the CFD state of the art. This matter was highlighted by
Slotnick et al. (2014, p. 25), stating that

‘[. . .] [A]n additional research thrust must be devoted toward the
development of reliable and practical transition models that can be
incorporated in the turbulence models being matured along each of
the development tracks. The transition prediction method should be
fully automatic, and be able to account for transition occurring from
various mechanisms such as Tollmien-Schlichting waves, cross-flow
instabilities, Görtler vortices, and non-linear interactions associated
with bypass transition.’

Aircraft design, and in particular the scaling process from wind-tunnel tests to
flight, are currently impacted by the lack of a robust transition prediction capability.
Most CFD tools based on Navier-Stokes equations are consequently run with a
fully turbulent state assumption (Slotnick et al., 2014). In the transition community,
the lack of a universal description of transition prompted the introduction of both
purely empirical approaches, and semi-empirical approaches coupled with local
and non-local stability theories. This section briefly reviews these widespread,
existing methods.

The first category of correlation that appeared was based on boundary layer
integral quantities. Michel (1951) devised a correlation based on experimental
data with the momentum thickness Reynolds number. Owen and Randall (1952)
introduced a criterion based on a CF Reynolds number. A further method was
provided by Granville (1953) with the momentum thickness Reynolds number
expressed as a function of the so-called Pohlhausen parameter. Later, Pfenninger
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(1977) linked the CF Reynolds number with the CF shape factor for the design of
supercritical aerofoils. Some of these old correlations were further extended in the
following decades. Such empirical criteria are straightforward to implement and
yet tend to have a limited domain of application, while they totally discard the
modelling of transition mechanisms.

Motivated by exploiting boundary layer profiles directly rather than indirectly via
integral quantities, van Ingen (1956) and Smith and Gamberoni (1956) introduced
independently the eN method. It is based on the linear growth of instabilities,
following the hypothesis that the non-linear mode interactions and breakdown
stages extend over a small spatial extent, with a rapid ‘burst’ to turbulence.
Therefore, the transition onset is assumed to be triggered when the wave amplitude
A is eN times the wave amplitude A0 at the beginning of amplification. For a 2D
boundary layer, a disturbance is entirely determined by its frequency f and the
N-factor is defined as the envelope of the amplification curves as

N(x) = max
f

{︃
ln
(︃
A(x)

A0

)︃}︃
. (2.10)

The eN method is semi-empirical to the extent that the calculatedN-factor needs to
be experimentally correlated for determining the critical value ofN at the transition
onset. Naturally, for a given streamwise location, higher critical N-factors are
reached with lower turbulence levels, whereas the presence of roughness or
high free-stream turbulence decreases the critical N-factors. In a low-turbulence
environment and 2D boundary layers, the critical value N = 9 was assumed to be
valid for a certain period of time5 whereas it is now accepted that the transition
onset occurs when the N-factor reaches values ranging from 7 to 10 (Arnal &
Casalis, 2000) meaning the disturbance has been amplified up to roughly 1,100 to
22,000 times compared to its initial amplitude.

Worthy of note is that 3D boundary layers, typical of swept wings complicate the
application of the method. How should we deal efficiently with different mechan-
isms involved in the transition process and different directions of propagation?
The reviews of Arnal (1994) and Arnal and Casalis (2000) discuss the scope of
the method as well as the interrelated considerations when 3D boundary layers
are involved. It is possible to compute an N-factor via the envelope of several
envelope curves, while situations with simultaneous TS and CF mechanisms have
motivated the introduction of distinct N-factors, respectively NTS and NCF with
differing critical values. A further ambiguity concerns along which path should

5 The method was originally called e9-method for that specific reason.
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the amplification be computed, whether it is along the chord direction, along the
group velocity direction or along the potential flow direction.

The eN-method has been the prevalent transition prediction method in the aero-
nautical industry, associated with the application of LST or PSE. For 3D flows,
it nonetheless suffers from several pitfalls. There is an important scatter of the
N values given by the various computation strategies, and the method produces
pathological cases when TS and CF instability coexist (Arnal & Casalis, 2000). These
pitfalls could have been expected due to the simplicity of the method discarding
important transition stages; it does not account for the perturbation amplitude
upstream of the first neutral point, implying that the receptivity mechanism is
completely neglected. As explained, it also discards non-linear interactions as the
growth rate is integrated only along a linear amplification path. Consequently, its
ability to absorb the effect of surface irregularities involving more complex physics
may be questioned.

A related approach introduced to simplify the computation of growth rates or
N-factors is to use a database. Exact linear stability theory results are generated a
priori for a wide range of parameters such as integral quantities, velocity peaks or
local Reynolds numbers and usually for self-similar boundary layers. In this way,
the parameters necessary for the application of the eN-method on an unknown
boundary layer are determined via interpolation from tabulated values or analytical
relationship from the database. These database methods were proposed by Arnal
(1989), Stock and Degenhart (1989), Gaster and Jiang (1994) and Drela (2003) in
the case of TS waves. For CF instabilities, databases were designed by Dagenhart
(1981) and Casalis and Arnal (1996). Later, van Ingen (2008) developed a database
with stability diagrams characterised by the shape factor of velocity profiles.
An analogous, albeit more sophisticated approach consists in applying neural
networks, for which the pioneers were Fuller, Saunders and Vandsburger (1997)
who managed to compute disturbance growth rates associated with jet flows.
Crouch, Crouch and Ng (2002) also used neural networks to determine TS and CF
N-factors for low-speed swept-wings.

However, in view of the importance of the receptivity process, a need to shift
from an amplification-based prediction to an amplitude-based prediction has
been identified. This led to further methodologies that are presented briefly
below. In line with experiments where the transition location was closer to the
leading edge with higher levels of free-stream turbulence, Mack (1977) suggested
an empirical correlation between theN-factor and the turbulent intensity Tu for
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the amplification of 2D TS waves,

N = −8.43 − 2.34 ln(Tu) (2.11)

valid for 0.1% < Tu < 2% and calibrated to fit wind-tunnel experiments without
pressure gradients. This was a first example of a linear amplitude-based method
expressed via a variable N-factor relationship. Later, Crouch and Ng (2000)
formally introduced the variable N-factor method, accounting for the effects of
surface roughness and the level of turbulent intensity for 3D boundary layers.
The method combines a receptivity model, linear growth and an amplitude
correlation, and yielded fine agreement with experimental data for CF instabilities
in low-to-moderate disturbance levels (Crouch & Ng, 2000).

Finally, transition prediction capability may make a leap forward with the con-
sideration of non-linear amplitude methods. Including the effects of non-linear
mode interaction to describe breakdown has the potential to trace the onset of
transition via monitoring of the averaged wall shear, which has been demonstrated
experimentally. That is what Chang and Malik (1994) performed by means of
NLPSE on supersonic boundary layers, as they highlighted the sudden rise in
average skin-friction. Malik et al. (1999) also employed NLPSE computations and
suggested an N-factor correlation based on secondary instability modes which
turned out to be more robust in matching experimental values compared to an
amplitude-based criterion.

Crouch (1997) insisted that ‘[g]iven sufficient information about the free-stream
environment and the aircraft geometry and surface finish, a non-linear amplitude-
based prediction method can be expected to yield the best estimates of the transition
location.’ It should be highlighted that receptivity is incorporated in the NLPSE
approach solely by the ‘manual’ prescription of initial disturbance amplitudes for
individual modes involved in the transition. Therefore, those must be tailored to
match a given experimental setting or a given disturbance environment which
often proves out to be dependent upon a trial-and-error approach. An alternative is
to provide an appropriate receptivity model. For example, Chang and Choudhari
(2005) used adjoint PSE to determine receptivity efficiency functions and predicted
accurately the inflow disturbance environment for the NLPSE computations on
a supersonic swept wing. In the same vein, adjoint methodologies were also
employed to compute receptivity-based input for NLPSE applied to stationary CF
vortices (Hanifi, 2015).
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The NLHNS concept introduced in this thesis has potential to encompass detailed
spectral content of the disturbance for critical modes without relying on a manual
prescription of their amplitude or on a receptivity model.

2.4 State of the art on surface-induced transition

Understanding and quantifying the sensitive impact of surface imperfections
on transition is essential for the practical application of flow control aiming at
maintaining laminarity and for sustaining its benefits. On an aircraft wing, sources
of surface roughness include maintenance damage due to scratches or impacts,
hail dents, insect contamination, residuals of grease or liquids, or ice accretion.
There are also rivet heads, or natural excrescences formed by junctions between
detachable components located on the leading edge and on the wing box. These
are all visible in the lower part of Fig. 1.2.

Surface roughness generally acts as a receptivity site which leads to modulations
of the base flow. These interact with free-stream disturbances or pre-existing
boundary-layer instabilities and typically generate streamwise or spanwise vorticity,
thus impacting upon local disturbance growth and convection. Roughness may be
an amplifier (or an attenuator) of convective instabilities, or may induce regions of
absolute instabilities. There is a multitude of parameters involved in the roughness
interaction with the boundary layer such as its shape, size and location; although
literature contributions are numerous, accounting for all these aspects along
with the flow parameters and surface curvature in a globalised fashion is simply
impossible. In addition to that, a distinction must be made between 2D roughness
in 2D boundary layers, 2D roughness in 3D boundary layers or 3D roughness in
3D boundary layers.

The height of the roughness relative to the local boundary-layer displacement
thickness h/δ∗ is naturally an important guide to gauge its ability to trigger an early
transition. Above a certain threshold, flow separation may occur, which engenders
reversed flow prone to instabilities. However, such a unique height measure is not
linked with the flow dynamics and cannot fully describe transition characteristics.
Among the first experimental studies focusing on surface-induced transition on
either flat plates (Tani, Hama & Mituisi, 1940) or aerofoils (Fage, 1943), a quantity
of interest was the roughness Reynolds number Rehh 6 which is defined as

Rehh =
U(h)h

ν
(2.12)

6 also commonly encountered in the form Reh, Rek or Rekk.
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where U(h) is the unperturbed streamwise velocity at the roughness height, h.
Another roughness Reynolds number, though this time based on the free-stream
velocity, has also been utilised as an alternative (Nenni & Gluyas, 1966),

Reh∞ =
U∞h
ν

. (2.13)

Experiments in the 1950s employed correlations based on the critical roughness
Reynolds number Rehh,crit below which transition location remains unaffected and
above which the transition location starts to shift upstream. Such a correlation
based on Rehh,crit does not encompass the whole complexity of the transition in
the presence of a roughness element.

In broad terms, low roughness elements (h/δ∗ ≈ 10%) distort only slightly the base
flow and do not induce wake regions of non-negligible vorticity. They tend to act
as a linear amplifier of incoming disturbances. When investigating the receptivity
of a 2D roughness to sound, Saric, Hoos and Radeztsky (1991) found that the TS
amplitude evolved linearly with roughness height for Rehh in the 0.5 to 5 range.
Medium roughness element heights cause the receptivity to become non-linear
(Saric et al., 1991), while distorting the base flow sufficiently to yield vortical
structures just behind the roughness and velocity streaks further downstream
(Gaster, Grosch & Jackson, 1994). However, the rapid stabilisation of the base
flow in the streamwise direction typically overcomes the unsteady disturbance
growth, hence these tend to decay and a laminar state of the boundary layer can
be maintained (Ergin & White, 2006). Finally, high roughness elements (h ≈ δ∗
or above) yield a significant mean flow distortion and complex flow patterns
in their wake where the effects of non-linearity may cause transition abruptly
just downstream of the roughness location via a bypass mechanism. It should
however be highlighted that specific roughness arrangements act as passive laminar
flow control devices and delay transition, as demonstrated for example with the
stabilisation of TS waves by longitudinal streaks (Cossu & Brandt, 2004; Fransson
et al., 2005), or with the suppression of the most linearly unstable CF disturbance
by discrete roughness elements (Saric, Carrillo & Reibert, 1998).

2.4.1 Roughness in 2D boundary layers

Naturally, the impact of roughness in 2D flows has been a first building block and
numerous authors undertook theoretical or experimental studies.
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Humps

Fage (1943) examined with wind tunnel experiments the effect of various surface
irregularities, namely humps, indentations and ridges on a flat plate with a small
favourable pressure gradient and on an aerofoil. Several investigations (Nayfeh,
Ragab & Al-Maaitah, 1988; Cebeci & Egan, 1989; Masad & Iyer, 1994) applied
LST and the eN-method to the case of a 2D flat-plate hump and found qualitative
agreement with the experiment of Fage (1943). Masad and Iyer (1994) observed
a gradual upstream shift of the predicted transition onset location as the height
of the hump is increased, until the latter reaches a critical value inducing a rapid
shift. However, beyond that threshold, the transition location remains unaffected.
Increasing the width of the hump moves the transition location further downstream.
Wörner, Rist and Wagner (2003) applied DNS to confirm the destabilisation effect
of a 2D hump on TS waves. Their amplification varied linearly with the height
of the hump roughly up to h/δ∗ = 0.5 and to vary non-linearly for h/δ∗ ≈ 1. A
rectangular hump was found to be more destabilising than a rounded hump, while
as revealed in previous studies the effect of its width is less than that of its height.

Park and Park (2013) applied PSE and NLPSE to ascertain the influence of 2D
humps on TS waves, computing the base flows with DNS. Non-linear effects
were apparent when amplitudes of the incoming waves reached above 1% of the
free-stream velocity. Even with a low disturbance amplitude, the hump induced a
strong amplification and its presence shifted the location of breakdown upstream.
A subharmonic mode was found to be unstable over a wide range of spanwise
wavenumbers, while the growth of the secondary waves was mostly affected by
the amplitude of the primary wave. Franco Sumariva, Hein and Valero (2020)
focused on the effect of humps on TS waves by means of an adaptive method where
PSE is applied in near-parallel flow regions and LHNS is applied in the region of
the hump. The authors computed the base flow solutions with RANS without
turbulence modelling. Relative to the local boundary-layer displacement thickness,
they distinguished three groups of height; for small and medium humps, the
transition location based on theN-factor moved only slightly upstream for smooth
humps whereas it was severely impacted when the humps had a rectangular shape.
High rectangular humps promoted transition immediately downstream of the
hump, while the TS amplification behaviour of large rounded humps depended
greatly on their length. 3D TS waves were also found to be less amplified than 2D
TS waves.

Worthy of note is also the contribution of de Paula et al. (2017), who carried out
measurements of the scattering of a 2D TS wave by a cylindrical element placed
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in a zero-pressure-gradient region of an aerofoil section. The wave scattering
was linear up to heights equalling approximately 8% of the local displacement
thickness and quadratic for heights as large as 20%.

Indentations

Thomas et al. (2018) analysed the effect of small, smooth Gaussian-shaped in-
dentations located on an unswept aerofoil on the amplification of TS waves using
PSE and LHNS. Their base flow solutions were obtained using RANS and setting
the transition location far downstream in the chordwise direction. TS disturb-
ances were found to be significantly amplified by deeper and wider gaps, and
a correlation between the N-factor variation and the indentation geometry was
suggested.

Waviness

2D waviness imposed on a boundary layer was studied by Lessen and Gangwani
(1976) who found that Recrit decreased by 10% when a waviness amplitude of
only 1% of the boundary layer thickness was imposed. Later, Holmes et al. (1985)
experimented with waviness on an unswept wing, but with the orientation of
the waviness set at some angle to the leading edge. It triggered a large adverse
pressure gradient that drove TS destabilisation. Thomas et al. (2016) focused on 2D
surface waviness on an unswept, infinite wing section. They found that waviness
promoted TS growth, especially for smaller wavelength and larger amplitude
surface variations as the N-factor scaled with h2/λ where λ is the wavelength,
consistently with Wie and Malik (1998) who performed their analysis on a flat
plate. The phase of the waviness was also found to be a TS modifier. However,
unlike in the analysis of Wie and Malik (1998), longer wavelength deformations
were found to damp TS waves by creating a more intense favourable pressure
gradient section compared to a smooth surface.

Steps

A general trend observed in the literature is that 2D Forward-Facing Steps (FFSs)
seem less detrimental in promoting transition compared to 2D Backward-Facing
Steps (BFSs). In the case of 2D steps, experiments conducted by Nenni and Gluyas
(1966) led the authors to suggest an empirical criterion based on Reh∞. They
associated critical values above which the transition location moves significantly,
namely Reh∞,crit = 900 for a BFS and Reh∞,crit = 1,800 for an FFS. In an analogous
manner, the experiments of Holmes et al. (1985) confirmed that the critical step
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height was larger for an FFS than for a BFS. Perraud and Séraudie (2000) also
confirmed with LST the validity of the said criterion, and noted that the upstream
shift of the transition front was rather rapid for FFSs and more gradual for BFSs
as the step height increased. However, this was tempered by the experiments of
Drake et al. (2010) who reported a gradual forward movement of transition location
with FFSs, although still less gradual than corresponding BFSs. Their contribution
as well as a previous series of experiments (Drake, Bender & Westphal, 2008) also
suggested that a favourable pressure gradient increased the maximum attainable
height for which transition location does not move forward, for both kinds of steps.

Further experiments on a flat plate (Wang & Gaster, 2005) suggested that, under
similar free-stream parameters and absolute step height, the forward movement
of transition is larger for a BFS than for an FFS, and that the decrease in the
transition N-factor correlated with the relative step height. Similar conclusions
were reached in another flat-plate experiment (Crouch, Kosorygin & Ng, 2006)
where the transition N-factor was found to vary linearly with h/δ∗. For equal
step heights, the N-factor reduction was greater for BFSs compared to FFSs which
correlates with previously mentioned contributions. Crouch and Kosorygin
(2020) extended that work and showed that the variable N-factor method on a
TS-dominated flat-plate boundary layer reproduces well the effect of a rectangular
protrusion modelled by a linear combination of an FFS and a BFS. Nonetheless,
it was found that the effect of the protrusion could be mostly attributed to the
BFS, with less impact from the FFS further downstream. This seems to confirm
the more destabilising role of BFSs; 2D FFSs can even have a stabilising effect on
the boundary layer (Wörner et al., 2003). Crouch and Kosorygin (2020) also stated
that the method overestimates the effects of steps when these are well upstream
of the instability neutral point, suggesting the steps affect TS growth rather than
receptivity.

Xu, Lombard and Sherwin (2017a) also considered the effect of 2D FFSs whose
height ranged from 4% to 30% of the local boundary layer thickness, and with
varying shape. They concluded that TS growth rates were similar between smooth
steps and a flat surface, provided that the step height remained small and that
the frequency remained large. For larger steps, destabilisation was more evident
and even clearer for sharp steps since they induce the formation of an LSB,
which mitigates previous observations. The topic of LSBs is further developed in
Section 2.4.3. These features are in agreement with the experiments of Holmes
et al. (1985), who emphasised the importance of the FFS shape with respect to
its critical step height and reported that Reh∞,crit increased from 1,800 to 2,700
when the FFS was adjusted from sharp to rounded. Hildebrand, Choudhari and
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Paredes (2020) computationally reproduced the experimental conditions of Wang
and Gaster (2005) and used a combination of PSE and LHNS to assess transition
prediction in the presence of BFSs of varying heights. These yielded a strong
destabilisation, especially for high frequencies, immediately behind the step before
a weak stabilisation until the growth rates returned to their roughness-free values.
Their excellent agreement with measured transition locations was attributed to
the BFS-induced destabilisation rather than the TS amplitude variation due to
additional receptivity in the vicinity of the step.

2.4.2 Roughness in 3D boundary layers

There are still many areas to explore with 3D boundary layers. It has been explained
that TS instability may be easily controlled by prescribing a favourable pressure
gradient but to the detriment of the stability of CF. Therefore, there is a critical need
for gaining further insight into the interaction between surface excrescences and
CF instability, and into the mechanisms it engenders. Theoretical or experimental
studies of roughness elements in swept-wing flows remain scarce.7 Ashworth
and Mughal (2015) analysed the effect of a shallow 3D indentation on an NLF
wing section with PSE-3D and demonstrated that stationary CF modes with high
wavenumber are highly destabilised and amplified in the indentation wake where
stationary CF would normally be stabilised.

In the case of steps, Perraud and Séraudie (2000) conducted swept-wing experiments
with varying step heights, sweep angles and angles of attack. Swept-wing steps
displayed similar qualitative behaviour as flat-plate steps in that the move of
transition front was sudden for FFSs, as opposed to more gradual for BFSs. The
authors also confirmed that Reh∞,crit for BFSs was approximately half of that for
FFSs, but they found a noticeable sensitivity of Reh∞,crit in the CF-dominated
boundary layer.

Research on more detailed mechanisms associated with steps, beyond correlation
of height with transition location, has recently gained more traction. In contrast to
the qualitative step behaviour in 2D boundary layers with respect to TS instabilities,
the experiments of Duncan et al. (2014) indicated that the FFS led to a larger
CF N-factor increase than the BFS. Saeed, Mughal and Morrison (2016) later
performed experiments to analyse the impact of sharp steps on CF on a swept
wing. They observed that excrescences near the neutral point induce the greatest
value dispersion of stationary CF amplitude. Steps placed further downstream

7 except with arrays of discrete roughness elements used for laminar flow control, not considered
in this thesis.
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and of greater height seemed to promote earlier transition. Signs of travelling CF
instabilities were captured in their data acquisition; the authors attributed the
earlier transition to the interaction between the more developed stationary CF
and the travelling disturbance. Above a threshold height, the excrescence did not
impact the boundary layer development.

Further insight into the physics associated with steps in a swept-wing flow was
gained thanks to Tufts et al. (2017). Their computations suggested a physics-
based correlation between the critical FFS height and the height of the core of the
incoming stationary CF vortex interacting with the helical flow region downstream
of the step. That critical height was associated with a sharp amplification of
stationary CF modes as well as an upstream movement of the transition front
towards the step. No stationary mode amplification was identified in the presence
of BFSs. Rius Vidales et al. (2018) carried out a parametric, experimental study
on a swept wing and distinguished three regimes in terms of transition location
and transition front pattern with an FFS. They emphasised that their boundary
between sub-critical and critical regimes agreed reasonably well with the criterion
provided by Tufts et al. (2017).

Eppink et al. (2018) performed measurements in the wake of a BFS of nearly
half the local unperturbed boundary-layer thickness placed on a swept flat plate
with an imposed pressure gradient to promote the growth of stationary CF
vortices. The step caused an increase of stationary CF amplitude and an upstream
shift of the transition front, yet she found that travelling CF, a TS wave and
shear-layer instability all persisting after the reattachment region most likely
contributed significantly to transition. Subsequently, Eppink (2020) dedicated
herself to studying experimentally the FFS-induced mechanisms associated with
CF instability growth and breakdown on a swept flat plate. Besides revealing
a correlation between critical step height and initial amplitude of CF vortices,
two regions of growth were identified for steps above critical height; the first one
was linear whereas the second one ensued from the high-intensity modulation
of the shear layer by the stationary CF vortices. A vortex-shedding mechanism
was related to the unsteady transition mechanisms, occurring downstream of
reattachment regions.

Concerning TS and CF instabilities on swept wings with surface features, there
exists a clear gap between the growing variety of experimental studies and the
sparsity of numerical investigations supporting these experiments. Such surface
irregularities in 3D boundary layers may trigger 3D LSBs and hence boundary-layer
destabilisation mechanisms that interact with each other.
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2.4.3 Laminar separation bubbles

Localised surface irregularities can indeed induce a strong adverse pressure
gradient in the streamwise direction and separate the boundary layer from the
surface on which it is developing. This creates a separation or recirculation bubble
if the flow reattaches further downstream. Although such an LSB might be stable
due to limited energy exchange with the outer flow, these are prone to shear
layer instabilities. Rodríguez, Gennaro and Juniper (2013) argue that 2D LSBs not
only act as amplifiers, but also as oscillators if there exists a spatial region in the
underlying base flow that sustains upstream-propagating waves.

Watmuff (1999) generated an LSB on a flat plate by means of an adverse pressure
gradient region. The generated wave packet underwent an increase in its spectral
content and was dispersive. Contrary to previous literature studies that referred
to a TS mechanism, the author attributed the dispersion to a Kelvin-Helmholtz
mechanism. Downstream of the region of separated flow, the mechanism was
found to amplify the wave amplitude and the behaviour became non-linear as
the formation of roll-ups led to a vortex loop in the reattachment region. Later,
Diwan and Ramesh (2009) also studied experimentally and via Orr-Sommerfeld
theory LSBs generated by an adverse pressure gradient. In similar observations to
Watmuff (1999), the primary instability mechanism in the LSB associated with the
separated shear layer was inviscid and inflectional in nature, yet most importantly
originating from the region upstream of separation. Furthermore, they claimed the
classical Kelvin-Helmholtz instability mechanism contributed to the origin of the
inviscid instability only if the separated shear layer was significantly away from the
wall. Xu et al. (2017b) computed boundary layer flows convecting over localised
3D surface indentations. LSBs arose within them and transformed pre-existing
2D TS waves into 3D TS waves. These were rapidly destabilised, which led to
breakdown further downstream even at low Reynolds numbers. Moreover, they
identified an inflectional instability of the separated shear layer as the cause of TS
destabilisation.

On the other hand, there are further mechanisms involved in the instabilities of
LSBs. Hammond and Redekopp (1998) analysed the instability of Falkner-Skan-
Cooke (FSC) boundary-layer profiles with increasing magnitude of the reversed
flow and suggested that an absolutely unstable behaviour ensues if the peak
reversed flow velocity surpasses about 30%. The DNS computations of Alam and
Sandham (2000) led them to state a peak reversed flow of 15% to 20% is required
for the onset of absolute instability. The authors also concluded that the primary
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instability of 3D LSBs with peak reversed flow velocity of less than 8% is of a
convective nature.

From a global instability perspective, Theofilis, Hein and Dallmann (2000) in-
vestigated via BiGlobal analysis the existence of spanwise-periodic stationary
and travelling global modes. Only the stationary mode was found to be linearly
unstable, yet the authors conjectured both kinds of modes may become unstable
for different parameters. They argued that these global mode findings corrob-
orated previous topological arguments stating that an LSB in a 2D boundary
layer leads to the onset of three-dimensionality, flow unsteadiness and vortex
shedding. Rodríguez and Theofilis (2010) applied BiGlobal analysis in an LSB
flow and stated that the threshold for the 3D centrifugal instability was as low
as 7% of peak reversed velocity in the base flow. Their adjoint analysis enabled
them to localise the mechanism responsible for the self-excited global mode in the
vicinity of the recirculation region. Furthermore, the existence of two global linear
mechanisms was further refined by Rodríguez et al. (2013), unveiling a centrifugal
instability leading to the steady three-dimensionalisation of the LSB as well as a
global oscillator dependent upon regions of absolute inflectional instability. After
investigating a variety of LSBs, they confirmed the 7% threshold of peak reversed
flow velocity for the existence of the centrifugal mode, and added that the global
oscillator does not become active below 12%. Their findings were against the trend
of previous literature, which generally assumed that the global oscillator resulting
in self-sustained 2D vortex shedding was the primary instability.
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Chapter 3

Mathematical Formulation

Young man, in mathematics you don’t
understand things. You just get used to
them.

—John von Neumann

This chapter lays the mathematical foundations for the stability of boundary layers
further analysed in this work. After deriving the incompressible Navier-Stokes
equations from the kinetic theory of gases, we present the linear and non-linear
stability analysis frameworks based on the time-harmonic and spanwise-periodic
counterpart of the equations. We eventually discuss the boundary conditions and
precisely the absorbing treatments implemented, which encompass the perfectly
matched layer. For most future developments of this chapter, we adopt tensor form
notation with the del operator∇ used to apply the gradient, the divergence or curl of
a scalar or vector field.

3.1 The Navier-Stokes equations

For the last few decades, CFD and laminar-turbulent transition modelling have
employed a formalism based on the Navier-Stokes equations, which govern

the motion of viscous fluids at a macroscopic scale. Although these equations were
first obtained in a continuum mechanics framework, it is also possible to derive
them using the kinetic theory of gases, which is set at the mesoscopic level. This
theory is able to describe the motion of a fluid seen as a set of molecules whose
size is significantly smaller than the average distance separating them.
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3.1.1 From molecular description to macroscopic dynamics

Consider a phase space formed of possible positions x ∈ R3 and momenta p = mc

wherem is the molecular mass and c ∈ V3 the molecular (microscopic) velocity.
Let t denote the time coordinate. The fundamental object in the kinetic approach
is the distribution function f(x, c, t) representing the density of molecules in both
physical and velocity 3D spaces, as a mesoscopic description. It is defined such that
f(x, c, t)dxdc can be interpreted as the mass of the molecules positioned within
the volume delimited by x and x + dx and whose velocity lies between c and
c+ dc at a time t ⩾ 0. The macroscopic variables are linked to their microscopic
counterparts via the moments of the distribution function. Integrating over all
possible velocities, the macroscopic density ρ is the zeroth moment,

ρ(x, t) =
∫︂
V3
f(x, c, t)dc (3.1)

and the macroscopic velocity u is retrieved from the first moment of f such that

ρ(x, t)u(x, t) =
∫︂
V3
cf(x, c, t)dc. (3.2)

The spatial and temporal evolution of the distribution function f is determined by
the Boltzmann equation which, in the absence of any external forces affecting the
velocity of the molecules, can be written as

∂f

∂t
+ (c ·∇)f = C(f). (3.3)

The distribution function is thus advected with the velocity of its molecules and
redistributed in velocity space by the source term C(f) due to collisions. The source
term is therefore coined as the collision operator. Bhatnagar, Gross and Krook
(1954) modelled the term by a simple relaxation force term,

C(f) = −
1
τ
(f− feq) (3.4)

meaning the distribution function tends towards an equilibrium distribution feq

with a relaxation time τ. It can be interpreted as an average time between successive
collisions. This is known as the Bhatnagar-Gross-Krook (BGK) approximation.
If the gas (fluid) is assumed to remain in thermal equilibrium, the equilibrium
distribution is the Maxwell-Boltzmann distribution,

feq = ρ

(︃
1

2πRT

)︃3/2

exp
(︃
−
|c− u|2

2RT

)︃
(3.5)
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where R = kB/m is the specific gas constant linked to the Boltzmann constant kB,
while T is the temperature. Furthermore, molecular collisions have the property of
conserving mass and momentum. This can be expressed in terms of moments of
the collision operator as∫︂

V3
C(f)dc = 0,

∫︂
V3
cC(f)dc = 0. (3.6)

At this point, the macroscopic equations of fluid mechanics can be derived by
considering the moments of the Boltzmann equation (3.3). Taking the integral of
the equation over the velocity space, applying the divergence identity (c ·∇)f =
c ·∇f = ∇ · (fc) − f(∇ · c) and exploiting the mass conservation property of the
collision operator yields∫︂

V3

∂f

∂t
dc+

∫︂
V3
∇ · (fc)dc−

∫︂
V3
f(∇ · c)dc = 0. (3.7)

As independent variables, the time derivative and the velocity space integral can
be permuted. Likewise, the divergence in the second derivative which pertains to
spatial coordinates is independent of microscopic velocities and permutes with the
integral. The third integral vanishes for the same reason. Using Eqs. (3.1) and (3.2)
immediately gives the continuity equation:

∂ρ

∂t
+∇ · (ρu) = 0. (3.8)

In order to retrieve the momentum conservation equation, the first moment of the
Boltzmann equation is calculated. The treatment of the advection term is more
straightforward in a Cartesian reference frame with coordinates x = {xi}i∈{1,2,3}.
For any i and using Einstein summation convention,∫︂

V3
[c(c ·∇)f]i dc =

∫︂
V3
cicj

∂f

∂xj
dc =

∂

∂xj

∫︂
V3
cicjf dc

=
∂

∂xj

∫︂
V3
(ci − ui)(cj − uj)f dc⏞ ⏟⏟ ⏞

−
∂σij

∂xj

+
∂

∂xj

∫︂
V3
(ciuj + cjui − uiuj)dc⏞ ⏟⏟ ⏞

∂(ρuiuj)

∂xj

. (3.9)

Using similar permutation arguments as with the continuity equation and by
applying the momentum conservation of the collision operator together with
Eq. (3.9), the momentum conservation equation reads

∂(ρui)

∂t
+
∂(ρuiuj)

∂xj
−
∂σij

∂xj
= 0 (3.10)
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where the momentum flux tensor was split following πij = ρuiuj − σij.

The closure of Eq. (3.10) requires finding an explicit expression for the Cauchy stress
tensor σij with assumptions for the distribution function f. This is achieved by the
so-called Chapman-Enskog analysis, which allows recovery of the value of σij as
equal to its value in the continuum mechanics framework with a Newtonian fluid
assumption.1 Such analysis reasons in terms of the Knudsen number Kn = Lmfp/L,
ratio of the molecular mean free path and a characteristic macroscopic length scale.
The domain of validity of the fluid mechanics equations is for Kn≪ 1, when the
gas can be seen as a continuum, molecular collisions are predominant and the
molecular distribution is nearly at equilibrium. In the procedure, the distribution
function is expressed as a Taylor series around its equilibrium value such that

f = feq + εf
(1) + ε2f(2) + . . . (3.11)

where the parameter ε is associated with the Knudsen number. Retaining a zeroth-
order expansion f ≃ feq allows to recover the Euler equations which describe
inviscid flows. A first-order perturbation, f ≃ feq + εf

(1) combined with the use of
the BGK approximation yields an explicit expression for f(1) and eventually the
following expression for the Cauchy stress tensor,

σij = µ

(︃
∂ui

∂xj
+
∂uj

∂xi

)︃
+ ζδij

∂uk

∂xk
− δijp (3.12)

specifying the normal and shear stresses at any point. δij is the Kronecker delta
defined as δij = 1 if i = j and δij = 0 otherwise. The thermodynamic pressure
pwas introduced and is found, via Chapman-Enskog analysis to be linked with
the first coefficient of viscosity, or shear viscosity2 µ as µ = pτ = ρRTτ which is
associated with the transport of momentum between layers in a shear flow. The
second coefficient of viscosity, or volume viscosity ζmay be decomposed in two
distinct parts following

µB = ζ+
2
3µ (3.13)

where µB is the bulk viscosity3. It characterises the resistance of the fluid to small
compression or dilatation, which translates into the irreversible transform of kinetic
energy to internal energy. Equation (3.13) separates the viscous contribution of
the stress tensor into a trace-free shear stress tensor part as well as a normal stress
tensor part.

1 A fluid is Newtonian if at every point the flow viscous stresses depend linearly upon the strain
rate, that is the rate of change of its deformation.

2 also found under the name of dynamic viscosity.
3 The term is often erroneously used to denote ζ itself rather than the sum.

76



CHAPTER 3 - MATHEMATICAL FORMULATION

The Chapman-Enskog analysis finds that µB is zero for dilute monatomic gases
(Chapman & Cowling, 1970). This is consistent with the controversial Stokes
hypothesis, which states that viscosity is not involved in changes of volume.
An immediate consequence is that the thermodynamic pressure is equal to the
mechanical pressure. The bulk viscosity may indeed have a non-negligible impact
on sound-wave absorption or attenuation as well as for shock wave problems,
yet does not significantly affect compressible boundary layer flows where normal
stresses of viscous nature are negligible (White, 2006). For further details about
the Chapman-Enskog analysis, the reader is referred to Succi (2001). Plugging
Eq. (3.12) into Eq. (3.10) and using Eq. (3.8) to rearrange the time derivative and
the advection term, the momentum conservation principle reads

∂ui

∂t
+ uj

∂ui

∂xj
+

1
ρ
δij
∂p

∂xj
−

1
ρ

∂

∂xj

(︃
µ

[︃
∂ui

∂xj
+
∂uj

∂xi
−

2
3δij

∂uk

∂xk

]︃)︃
= 0. (3.14)

Now, assume an incompressible flow where the density ρ is constant in space and
time, and where the viscosity depends only on the temperature, µ = µ(T). Equa-
tion (3.8) reduces to∇ · u = ∂uk/∂xk = 0. This sweeps away the aforementioned
consideration about the bulk viscosity. The momentum conservation equation is
then simplified to

∂ui

∂t
+ uj

∂ui

∂xj
+

1
ρ
δij
∂p

∂xj
− ν

∂2ui

∂x2
j

= 0 (3.15)

where ν = µ/ρ is the kinematic viscosity. Denoting dimensional variables with an
asterisk superscript,4 the incompressible Navier-Stokes equations read in tensor
form

∇∗ · u∗ = 0 (3.16a)
∂u∗

∂t∗
+ (u∗ ·∇∗)u∗ +

1
ρ∗
∇∗p∗ − ν∗∆∗u∗ = 0 (3.16b)

where ∆ = ∇2 is the vector Laplace operator.

3.1.2 Non-dimensionalisation

It is more mathematically and numerically convenient to handle dimensionless
equations. Consider a length scale L∗ (m), a velocity scale U∗ (m s−1) and a time
scale L∗/U∗ (s). Should inertial effects in the flow be dominant, an appropriate
pressure scale is ρ∗U∗2 (kg m−1 s−1), with the density ρ∗ being constant. The non-
dimensionalisation procedure on the different variables and operators involving

4 In the following of the thesis, this notation is used sparingly and only to disambiguate when
necessary.
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spatial derivatives implies

t =
U∗

L∗
t∗ , u =

u∗

U∗ , ∇ = L∗∇∗ , p =
p∗

ρ∗U∗2 , ∆ = L∗2∆∗. (3.17)

Substituting Eq. (3.17) into Eq. (3.16) gives the dimensionless, incompressible
Navier-Stokes equations,

∇ · u = 0 (3.18a)
∂u

∂t
+ (u ·∇)u+∇p− 1

Re∆u = 0. (3.18b)

The dimensionless factor of the viscous term is famously known as the Reynolds
number

Re =
U∗L∗

ν∗
(3.19)

which holds significant importance in the laminar-turbulent transition process. It
is often misguidedly described as ‘the ratio of inertial forces to viscous forces’. As
judiciously reminded by McLean (2012), the Reynolds number rather quantifies
the rate at which momentum is diffused by viscosity in the wall-normal direction,
relative to the flow velocity; the higher Re, the thinner the resulting boundary layer
becomes relative to the dimensions of the body. It is then more accurate to describe
the Reynolds number as a relative measure of the impact of ‘global’ viscous effects.

The incompressible flow regime is valid for a Mach number Ma < 0.3 defined as the
ratio of the flow velocity to the speed of sound. In a 3D space, the incompressible
Navier-Stokes equations are a system of four equations and four unknowns,
namely the pressure p as well as the three velocity components u = (u, v,w).
These equations fall into the class of convection-diffusion equations and are non-
linear due to the presence of the advection term (u ·∇)u. The latter term together
with the time derivative represent the rate of change of momentum of a fluid
particle moving with velocity u. Viscosity acts as a diffusion of the momentum
as embodied by the ∆u/Re term. Finally, the effect of pressure forces enters as a
source term in the equation.

3.1.3 Pressure Poisson equation formulation

The pressure plays a peculiar role in the incompressible Navier-Stokes equations
as there is no coupling between the continuity equation and the momentum
conservation equation. It appears solely in the latter through its gradient, which
is a force per unit volume. However, it is not a thermodynamic quantity and as
such does not satisfy an equation of state. From the viewpoint of optimisation
and minimising a certain energy functional, the pressure can rather be seen as an
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implicit variable or as a Lagrange multiplier which enforces that the velocity field
is divergence-free following Eq. (3.18a). In time-dependent flows, the pressure
waves propagate with infinite speed to maintain the incompressibility condition at
every space point and at all times.

LetΩ be a physical domain subset of R2 or R3 with its boundary denoted by ∂Ω,
assumed piecewise smooth. The set of positions is spanned by an orthogonal
coordinate system x = (x,y, z), allowing q = (p,u, v,w) to be a compact represent-
ation of the instantaneous flow quantities where p is the pressure, u the streamwise
velocity, v the wall-normal velocity andw the spanwise velocity. Assume Eq. (3.18)
is supplemented by the boundary conditions and initial conditions

q(x, t) = g(x, t) x ∈ ∂Ω , t > 0 (3.20a)

q(x, 0) = h(x) x ∈ Ω , t = 0. (3.20b)

Equations (3.18) and (3.20) are commonly referred to as the primitive formulation
of the incompressible Navier-Stokes equations.

It may be solved numerically on collocated grids employing techniques such as
the artificial compressibility method of Chorin (1967) or the projection method
also suggested by Chorin (1968). On a staggered grid, the marker-and-cell method
developed by Harlow and Welch (1965) has also been successful. However, without
these approaches, it should be highlighted that applying a centred Finite Difference
Method (FDM) to spatially discretise the primitive formulation on a collocated
grid may lead to a non-physical pressure field satisfying the incompressible
Navier-Stokes equations, also known as checkerboard instability.5 Since the FDM
is the numerical method used on collocated grids in this thesis, as described in
Section 4.1.1, this point is further developed.

Figure 3.1 is a one-dimensional illustration of non-physical pressure field resulting
from a checkerboard instability. Its derivative is zero at discrete nodes since
the coupling is only between nodes separated by a distance of 2∆x. The ‘lack’
of pressure information in the incompressible Navier-Stokes equations leads
the numerical scheme to see a uniform pressure distribution, although it is
formed of sawtooth patterns. More formally, the instability results from the fact
that, seen as a system of Differential Algebraic Equations (DAEs), the primitive
formulation of Eq. (3.18) is of strangeness index one (Weickert, 1996). The latter

5 The checkerboard instability does not only pertain to the use of an FDM as it can also arise
with a finite volume or finite element approach. In that latter framework, the checkerboard
instability is induced by the violation of the famous Ladyzhenskaya-Babus̆ka-Brezzi condition
for the well-posedness of a saddle point problem.
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Figure 3.1: One-dimensional example of a checkerboard instability. At every grid node
( ) a centred finite difference scheme reports a value dp/dx = 0 in spite of the function p
rapidly varying.

essentially quantifies the number of transformations required with respect to the
time coordinate to obtain a system of Ordinary Differential Equation (ODE). It can
also be interpreted as a measure of stiffness to solve a system numerically.

The checkerboard instability can be prevented by substituting the original con-
tinuity equation by a Pressure Poisson Equation (PPE) to obtain a strangeness-free
DAE system (Weickert, 1996). Taking the divergence of Eq. (3.18b), exchanging the
time derivative and the divergence operator which are independent, and using the
identity∇ · (∆u) = ∇ · (∇(∇ ·u) −∇× (∇×u)) = 0 with the continuity equation
yields an explicit, elliptic Poisson equation for the pressure,

∆p+∇ · [(u ·∇)u] = 0. (3.21)

When Eq. (3.21) substitutes Eq. (3.18a), the following equations

∆p+∇ · [(u ·∇)u] = 0 x ∈ Ω , t > 0 (3.22a)
∂u

∂t
+ (u ·∇)u+∇p− 1

Re∆u = 0 x ∈ Ω , t > 0 (3.22b)

together with the boundary conditions and initial conditions

q(x, t) = g(x, t) x ∈ ∂Ω , t > 0 (3.23a)

q(x, 0) = h(x) x ∈ Ω , t = 0 (3.23b)

∇ · u = 0 x ∈ ∂Ω , t > 0 (3.23c)

form what is denoted as the PPE formulation of the incompressible Navier-
Stokes equations. The question is then, are the primitive and PPE formulations
completely equivalent? With careful attention to the boundary conditions, they
are. Although it is obvious that the primitive formulation mathematically implies
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the PPE formulation, the converse is not necessarily established. Several notable
contributions have discussed the equivalence between the primitive and PPE
formulations, namely Gresho and Sani (1987), Johnston and Liu (2004), Rempfer
(2006) and Shirokoff and Rosales (2011). It is the fulfilment of the condition in
Eq. (3.23c) which essentially guarantees the equivalence. The divergence-free
velocity condition must be met everywhere inΩ as well as on ∂Ω. This matter is
directly related to the boundary conditions imposed on ∂Ω for the flow variables,
which is further developed in Section 3.3.2.

The equations governing the dynamics of fluid motion have been derived under
the assumptions of an incompressible flow which behaves as an ideal gas, and as a
Newtonian fluid. Moreover, the PPE formulation has been introduced. From this
point, the mathematical aspects of the stability theory can be developed.

3.2 Stability theory of fluid flows

3.2.1 Perturbation equations

As mentioned in Chapter 2, linear stability theory describes the evolution of
perturbations superimposed on a steady-state equilibrium q̄(x), called the base
flow. Following the broad definition of stability for dynamical systems, if the
flow settles back to its base state after perturbation, it is considered stable. If it
diverges, it is deemed unstable. A natural requirement is that q̄(x) needs to be a
solution of the steady Navier-Stokes equations (3.18). The assumption of a steady
base flow could be relaxed to a time-periodic base flow, which could be treated
by the Floquet theory. This, however, falls out of the scope of this thesis. The
instantaneous flow quantities can be decomposed into a steady-state part and an
infinitesimal disturbance part such that, for ε≪ 1,

q(x, t) = q̄(x) + εq̃(x, t). (3.24)

Introducing the decomposition (3.24) in Eq. (3.18) and exploiting the fact that q̄(x)
is a steady-state solution gives the perturbation equations

∇ · ũ = 0 (3.25a)

∂ũ

∂t
+ (ū ·∇)ũ+ (ũ ·∇)ū+∇p̃− 1

Re∆ũ = −(ũ ·∇)ũ. (3.25b)

Thinking of the base flow terms as space-dependent coefficients, the perturbation
equations are PDEs describing the non-linear, temporal and 3D spatial evolution
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of incompressible perturbations. However, to leading order O(ε) and with the
infinitesimal assumption the perturbation equations become linear if the quadratic
term ε2(ũ ·∇)ũ is neglected. This leads to the so-called LHNS equations that are
written as

∇ · ũ = 0 (3.26a)
∂ũ

∂t
+ (ū ·∇)ũ+ (ũ ·∇)ū+∇p̃− 1

Re∆ũ = 0. (3.26b)

In the same vein as in Section 3.1.3, a Poisson equation from the pressure can
be derived from Eq. (3.26). Its linearised counterpart is entitled Linearised
Pressure Poisson Equation (LPPE), and the corresponding formulation of the
LHNS equations reads

∆p̃+∇ · [(ū ·∇)ũ] +∇ · [(ũ ·∇)ū] = 0 x ∈ Ω , t > 0 (3.27a)
∂ũ

∂t
+ (ū ·∇)ũ+ (ũ ·∇)ū+∇p̃− 1

Re∆ũ = 0 x ∈ Ω , t > 0 (3.27b)

which is supplemented with the boundary and initial conditions

q̃(x, t) = g(x, t) x ∈ ∂Ω , t > 0 (3.28a)

q̃(x, 0) = h(x) x ∈ Ω , t = 0 (3.28b)

∇ · ũ = 0 x ∈ ∂Ω , t > 0. (3.28c)

Just as with DNS, integrating the Initial Boundary Value Problem (IBVP) stated
in Eq. (3.27) and Eq. (3.28) would require colossal computing resources and a
time-marching scheme, solving for all spatial directions. Nonetheless, numerous
laminar base flows of interest tend to depend upon only two spatial directions,
which leads to simplifications in the perturbation equations. Perturbation functions
have accordingly been sought with dimensionality reduction techniques, such as
the consideration of a wave-like form with a normal mode expansion.

3.2.2 Linear harmonic Navier-Stokes approach

Normal mode assumption and discrete wave ansatzes

The Eq. (3.26) can be written in a compact form L(q̃(x, t)) = 0, where the LHNS
operator L depends on the base flow q̄ and Re, which are coefficients of the PDEs.
These are functions of space only, while the perturbation is dependent upon both
spatial and temporal coordinates. Due to this separability between time and space,
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the perturbation q̃ may be decomposed as a sum of normal modes, such as

q̃(x, t) = 1
2π

∫︂
Cω

q̂(x,ω)e−iωt dω+ c.c. (3.29)

where the amplitude function q̂ is complex and the angular frequencyω is also
complex. q̂(x,ω) is the Fourier-Laplace transform of q̃(x, t) which exists only if
the path of integration Cω in the complex plane ensures that q̃ is locally integrable
on the interval [0,+∞[. The notation ‘c.c.’ means ‘complex conjugate’ and is added
due to the fact that the perturbation q̃ is a real quantity. Plugging Eq. (3.29) in the
LHNS system gives

L(q̃(x, t)) = 1
2π

∫︂
Cω

L(q̂(x,ω)e−iωt)dω+ c.c.

=
1

2π

∫︂
Cω

Lω(q̂(x,ω))e−iωt dω+ c.c. = 0

(3.30)

where Lω is the linear operator which absorbed the time derivative term ∂t = iω

and now contains only spatial derivatives. It is then sufficient to haveLω(q̂(x,ω)) =

0 for any ω ∈ C in order to find a perturbation solution of the LHNS equations.
From this point of view, the perturbation solution q̃ may be seen as a linear com-
bination of solutions q̂ in frequency spaceω, functions of space x. The linearity of
the problem justifies why a discrete, monochromatic wave solution in terms ofω
could then be assumed such that

q̃(x, t) = q̃(x,y, z, t) = q̂(x,y, z)e−iωt + c.c. (3.31)

Such a wave ansatz specifies that the amplitude function depends on the three
spatial coordinates and adopts a harmonic behaviour in time. When the decompos-
ition in Eq. (3.31) is performed, the LHNS operator L reads, assuming Cartesian
coordinates,

L =

⎛⎜⎜⎜⎜⎝
0 ∂x ∂y ∂z

∂x D+ ∂xū ∂yū ∂zū

∂y ∂xv̄ D+ ∂yv̄ ∂zv̄

∂z ∂xw̄ ∂yw̄ D+ ∂zw̄

⎞⎟⎟⎟⎟⎠ (3.32)

where the operatorD is defined asD = ū∂x+v̄∂y+w̄∂z−iω−(∂xx+∂yy+∂zz)/Re.
Body-fitted coordinates are also considered in this thesis. For details of that
coordinate system and related expressions of the stability theory equations, the
reader is referred to Appendix A.
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If the base flow of interest depends only upon the streamwise and wall-normal
coordinates as q̄(x,y), a further separation of variables may be undertaken as

q̃(x,y, z, t) = 1
(2π)2

∫︂
Cω

(︄∫︂
Cβ

q̂(x,y,β,ω)eiβz−iωt dβ

)︄
dω+ c.c. (3.33)

Thanks to the symmetry in the spanwise direction, the spanwise dependence in
the amplitude function is removed and instead absorbed in the exponential phase.
The parameter β is physically interpreted as the spanwise wavenumber related
to a periodicity wavelength Lz = 2π/β. In an analogous manner as Cω, Cβ is the
path of integration of the spanwise wavenumber in the complex plane. Therefore,
the corresponding discrete ansatz reads

q̃(x,y, z, t) = q̂(x,y)eiβz−iωt + c.c. (3.34)

and models a travelling wave whose phase velocity is c = ω/β. The phase of
the wave ansatz has opposite signs for the space and time coordinates. This is a
requirement of the principle of causality applied to plane waves; as time increases,
outgoing waves must have wavefronts that travel forwards. The operator L is
accordingly transformed, and the LHNS equations read

Lq̂ =

⎛⎜⎜⎜⎜⎝
0 ∂x ∂y iβ

∂x D+ ∂xū ∂yū 0
∂y ∂xv̄ D+ ∂yv̄ 0
iβ ∂xw̄ ∂yw̄ D

⎞⎟⎟⎟⎟⎠
⎛⎜⎜⎜⎜⎝
p̂

û

v̂

ŵ

⎞⎟⎟⎟⎟⎠ = 0 (3.35)

where the operator D becomes

D = ū∂x + v̄∂y + i(βw̄−ω) + β2/Re−(∂xx + ∂yy)/Re . (3.36)

The LPPE reads

∂2p̂

∂x2 +
∂2p̂

∂y2 − β2p̂+ 2
(︃
∂ū

∂x

∂û

∂x
+
∂v̄

∂x

∂û

∂y
+ iβ

∂w̄

∂x
û+

∂ū

∂y

∂v̂

∂x
+
∂v̄

∂y

∂v̂

∂y
+ iβ

∂w̄

∂y
v̂

)︃
= 0.

(3.37)

The LHNS equations are then dependent upon the streamwise and wall-normal
coordinates in physical space whereas the frequency space is parametrised in
the spanwise direction and in time. In the stability analyses of boundary layers
included in this thesis, this ‘2.5D’ ansatz is mostly used. It is appropriate to describe
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flow instabilities in base flows that are homogeneous in the spanwise direction, in
the presence of surface irregularities varying in the streamwise direction.

A noteworthy feature is the fact that the expansions in Eq. (3.29) and Eq. (3.33) are
restrictive; an arbitrary initial perturbation is in general not expandable in such
normal modes (Drazin & Reid, 2004). In other words, the set of solutions with the
exp(−iωt) or exp(iβz − iωt) wave ansatzes does not form a vector space basis
of the solutions. Fortunately, the normal modes still have an important role in
the LHNS framework and their analysis is sufficient to establish general stability
criteria (Drazin & Reid, 2004).

Further simplifications are not among the methodologies used in this thesis due to
their inability to model the evolution of instabilities with surface features. However,
the verification and validation data presented further in Chapters 5 and 6 rely on
some of them. For this reason and for their historical role played in the instability
analysis of boundary layers, they are succinctly presented hereinafter.

Should the base flow of interest experience mild variation in the streamwise
direction, the perturbation may be sought under the following wave ansatz,

q̃(x,y, z, t) = q̂(ϵx,y) exp
(︃
i

∫︂
x

α(ϵs)ds

)︃
eiβz−iωt + c.c. (3.38)

The amplitude function q̂(ϵx,y) is slowly varying whereas the exponential part
is rapidly oscillating. This is an application of the Wentzel-Kramers-Brillouin
(WKB) theory, itself a special case of the method of multiple scales; for further
information, the reader is referred to Nayfeh (2004). The streamwise wavenumber
α appears in the phase of the perturbation to incorporate the streamwise history
of the disturbance. The infinitesimal parameter6 ϵ = O(1/Re) ≪ 1 specifies the
different scales for the base flow and for the disturbance, which are characterised
by ∂x = O(ϵ) and v̄ = O(ϵ) as the other quantities remain of order one. With the
introduction of the ansatz (3.38) and by neglecting selected streamwise derivatives,
the LHNS equations simplify to the PSE. In virtue of their quasi-parabolic nature7

these can be solved with a marching procedure in the streamwise direction. With
the same underlying assumptions except an inhomogeneous base flow in the

6 This ϵ is different from the infinitesimal parameter ε used for the linearisation of the perturbation
equations and introduced in Eq. (3.24).

7 There is residual ellipticity in the PSE due to the ∂xp term, which renders the formulation ill-posed.
It can be alleviated by using a large enough streamwise space discretisation as evidenced by Li
and Malik (1995).
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Table 3.1: Classification of linear stability analysis approaches with respect to amplitude
q̂ and phase Θ of the wave ansatz q̂(x) exp(iΘ)

Terminology Analysis Base flow Amplitude Phase Θ

Global/HNS TriGlobal q̄(x,y, z) q̂(x,y, z) −ωt
PSE-3D q̄(ϵx,y, z) q̂(ϵx,y, z)

∫︁
x α(ϵs)ds−ωt

BiGlobal (streamw.) q̄(x,y) q̂(x,y) βz−ωt
BiGlobal (spanwise) q̄(y, z) q̂(y, z) αx−ωt

Non-Local PSE q̄(ϵx,y) q̂(ϵx,y)
∫︁
x α(ϵs)ds+ βz−ωt

Local LST q̄(y) q̂(y) αx+ βz−ωt

spanwise direction, the perturbation ansatz might be changed to

q̃(x,y, z, t) = q̂(ϵx,y, z) exp
(︃
i

∫︂
x

α(ϵs)ds

)︃
e−iωt + c.c. (3.39)

This is usually referred to as PSE-3D.

Ultimately, if the base flow is homogeneous in both the streamwise and spanwise
directions, q̄ = q̄(y), the perturbation amplitude may be accordingly sought as a
function of the wall-normal coordinate only such that

q̃(x,y, z, t) = q̂(y)eiαx+iβz−iωt + c.c. (3.40)

As explained in Section 2.2.2, even though all the wave ansatzes described in this
subsection fall into the class of linear stability analysis, the methodology based
on the ansatz (3.40) is usually entitled LST in the literature. The LST ansatz is
consistent with the parallel flow assumption, where the wall-normal base flow
component v̄ is neglected8 resulting in the base flow field ū = (ū(y), 0, w̄(y))T

and the flow perturbation amplitudes to become functions of y only as q̂ =

(p̂(y), û(y), v̂(y), ŵ(y))T .

In this harmonic framework based on the LHNS equations (3.35), two different
kinds of analyses can be carried out. On the one hand, one may investigate the
most linearly amplified eigenmodes naturally occurring in a base flow. The LHNS
equations are then essentially an eigenvalue problem in the complex frequency
ωwhose eigenfunction is q̂. On the other hand, a single-frequency disturbance
developing in the base flow may be generated by a localised, small-amplitude
forcing at the wall. In that case, the LHNS equations become a linear system
whose solution represents the response of the flow to that forcing and its further
evolution.
8 The continuity equation gives ∇ · ū = ∂xū + ∂yv̄ + ∂zw̄ = ∂yv̄ = 0 which results in v̄(y) = 0

since v̄ = 0 at a solid wall without fluid penetration.
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Table 3.1 recapitulates the various approaches for the linear stability analysis
with commonly adopted terminology, discussed in Section 2.2.2. The concept
of local analysis, historically used to describe the LST approach, refers to the
homogeneity and periodicity in the streamwise direction. After the extension
to a non-local PSE approach with the streamwise marching process, the global or
HNS terminology was introduced to describe the instability analysis of flows with
at least two inhomogeneous spatial directions. A TriGlobal analysis assumes a
fully 3D amplitude function whereas a BiGlobal analysis assumes a 2D amplitude
function. Wall-forced roughness analyses are referred to as LHNS analyses.

Eigenvalue-based LHNS, or BiGlobal

The present work considers the framework of streamwise, temporal BiGlobal
analysis where ω is an unknown complex eigenvalue and β a real, prescribed
spanwise wavenumber. In that context, the LHNS equations (3.26) or (3.27) may
be formed as a Generalised Eigenvalue Problem (GEVP),

L(q̄,β, Re)q̂ = ωMq̂. (3.41)

There is no body force applied inΩ or surface force applied on ∂Ω. The eigenvalue
ω represents the asymptotic, long-time limit behaviour of the investigated flow
perturbations in that the existence of one eigenvalue with a positive imaginary
part is a sufficient condition for a globally unstable flow. Therefore, the latter
will preferentially amplify in time the state which possesses the largest positive
growth rateωi. The real part of the eigenvalueωr represents the frequency of the
perturbation and the corresponding eigenfunction q̂ describes its spatial shape.

Wall-forced LHNS

Conversely, ω and β may be both real quantities. The disturbance response of
the flow to a small-scale roughness element modelled by a surface actuation at
the wall can be examined. Although such a surface actuation is able to model the
effects of boundary-layer suction or blowing as well, this work mostly considers
the modelling of wall roughness. The LHNS equations then reduce to

L(q̄,β,ω, Re)q̂ = r̂ (3.42)

where r̂ incorporates the wall region portion of ∂Ω. The assumption of infinitesimal
perturbations in Eq. (3.24) indeed allows the problem to be governed by the
linearised equations and to express the wall actuation with a Taylor expansion of
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the no-slip condition such that for a steady roughness element,

ûw(x) = −ĥ(x)
∂ū

∂y
(x, 0) (3.43a)

v̂w(x) = −ĥ(x)
∂v̄

∂y
(x, 0) (3.43b)

ŵw(x) = −ĥ(x)
∂w̄

∂y
(x, 0) (3.43c)

and for an unsteady roughness-induced actuation,

ûw(x) = −ĥ(x)
∂ū

∂y
(x, 0) (3.44a)

v̂w(x) = −ĥ(x)

(︃
iω+

∂v̄

∂y
(x, 0)

)︃
(3.44b)

ŵw(x) = −ĥ(x)
∂w̄

∂y
(x, 0). (3.44c)

The roughness shape h(x, z, t) = O(ε) enters the wall forcing model via its Fourier
representation ĥ(x) exp(iβz−iωt). Ng and Crouch (1999) estimated that when the
roughness height exceeds a threshold of 10% of the local displacement thickness,
the boundary layer responds in a non-linear fashion. This provides a domain of
validity for applying the LHNS framework with the Taylor expansion model.

Measures of growth

The amplitude function q̂ is complex-valued, with the amplitude defined as
Aq(x) = |q̂(x,y0)| where y0 is either a fixed wall-normal location of interest or
typically the wall-normal coordinate where |q̂| reaches a maximum. One ideally
measures quantities of interest in the streamwise direction to quantify the evolution
of the perturbations. If the LST framework was employed, α would offer a natural
wavenumber and growth rate with its real and imaginary parts, respectively. With
a 2.5D wave ansatz, there is no Fourier decomposition in the streamwise direction
and another definition must be provided. From an arbitrary amplitude quantity of
interest ϕ̂(x,y) it is possible to define a streamwise growth rate

γ(x) =

(︄
1

ϕ̂(x,y0)

∂ϕ̂(x,y0)

∂x

)︄
r

(3.45)
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as well as a real streamwise wavenumber

α(x) =

(︄
1

ϕ̂(x,y0)

∂ϕ̂(x,y0)

∂x

)︄
i

(3.46)

where ϕ̂may be any relevant flow quantity among û, v̂ or ŵ. The total disturbance
kinetic energy is defined as

E =

∫︂+∞
0

(︁
∥û∥2 + ∥v̂∥2 + ∥ŵ∥2)︁ dy. (3.47)

It can equally be used as a measure of perturbation to define a growth rate, which
reads

γ(x) =
∂

∂x
ln
(︂√
E
)︂

. (3.48)

Finally, the N-factor is obtained from the growth rate as

N = ln
(︃
A

A0

)︃
=

∫︂x

x0

γ(x)dx. (3.49)

A0 is the initial amplitude at the streamwise location x0 marking the first branch of
neutral stability for the disturbance. The N-factor is bound to a unique frequency
ω and a unique spanwise wavenumber β.

3.2.3 Non-linear harmonic Navier-Stokes approach

An extension of the linearised approach is to consider the non-linear perturbations
equations (3.25) where the right-hand-side (ũ ·∇)ũ is retained and assumed of
the same order O(ε) as the other terms,

∇ · ũ = 0 (3.50a)

∂ũ

∂t
+ (ū ·∇)ũ+ (ũ ·∇)ū+∇p̃− 1

Re∆ũ = −(ũ ·∇)ũ. (3.50b)

Assume a time-periodic perturbation q̃. Should q̃ be Lebesgue integrable on its
periodic interval, it can be decomposed into a Fourier series such that the total
flow field is an infinite sum of normal modes,

q(x, t) = q̄(x) + q̃(x, t) = q̄(x,y, z) +
+∞∑︂

n=−∞ q̂n(x,y, z)e−inωt. (3.51)

The individual Fourier coefficient q̂n is the amplitude function of the component
nω. With such an expansion, the perturbation field is assumed to oscillate in time.
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Since the perturbation q̃ is a real quantity, the Fourier coefficients necessarily obey
q̂n = q̂†

−n where the dagger denotes the complex conjugate.

Once amplitude disturbance levels reach a certain threshold, the underlying as-
sumptions of the LHNS equations are physically unjustified as the individual
Fourier components do not evolve independently of each other. The ansatz of
Eq. (3.51) thus allows modelling the latter stages of disturbance growth before
breakdown to turbulence, by taking into account non-linear effects for finite amp-
litude waves. In that case, resonant wave-triad interactions are a non-negligible
mechanism and the non-linear term (ũ ·∇)ũ bears sole responsibility for trans-
ferring energy between waves of different wavenumbers (Schmid & Henningson,
2001). The assumption in Eq. (3.51) is then adapted to model subharmonic res-
onance in a boundary layer as well as the generation of stationary modes and
higher harmonics. n and m represent multiples of the temporal and spanwise
fundamental wavenumbers, respectively.

If the base flow q̄(x,y) in inhomogeneous in the streamwise and wall-normal
directions only, periodicity can be assumed in the spanwise direction which
simplifies Eq. (3.51) to

q(x, t) = q̄(x,y) +
+∞∑︂

m=−∞
+∞∑︂

n=−∞ q̂mn(x,y)eimβz−inωt (3.52)

where the fundamental spanwise wavenumber β is introduced. The complex
amplitude function q̂mn is now associated with the mode whose wavenumbers
are (nω,mβ).

Introducing the Fourier series of Eq. (3.51) into Eq. (3.50) yields a system of PDEs
for the amplitude function q̂n which can be written in a compact form as

Lnq̂n = f̂
res
n (3.53)

where Ln is the LHNS operator associated with nω and f̂
res
n is the unknown

Fourier component of the non-linear resonant term with respect to the known total
resonant forcing Fres,

Fres(x,y, z, t) =
+∞∑︂

n=−∞ f̂
res
n (x,y, z)e−inωt. (3.54)
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For Cartesian coordinates, the entries of the coefficient matrix Ln are the same as
Eq. (3.32) except thatω is replaced by nω. The total resonant forcing is

Fres =

⎛⎜⎜⎜⎜⎝
0

−ũ∂xũ− ṽ∂yũ− w̃∂zũ

−ũ∂xṽ− ṽ∂yṽ− w̃∂zṽ

−ũ∂xw̃− ṽ∂yw̃− w̃∂zw̃

⎞⎟⎟⎟⎟⎠ . (3.55)

In an analogous manner as in Eq. (3.53), the 2.5D assumption of Eq. (3.52) allows
to write

Lmnq̂mn = f̂
res
mn. (3.56)

The left-hand side of Eq. (3.56) represents the action of the LHNS operator on
the mode (n,m) while the right-hand side represents the resonant interactions of
other modes resulting in the excitation of (n,m). The operator Lmn is the same as
Eq. (3.35) except that (ω,β) is replaced by (nω,mβ).

Wave interactions occur in the non-linear right-hand side f̂
res
mn through quadratic9

products, suggesting that a harmonic mode (ω1,β1) can interact with itself to
create modes from the sum or difference of its wavenumber as (2ω1, 2β1) or (0, 0).
Moreover, two distinct harmonic modes (ω1,β1) and (ω2,β2) also interact to create
modes (ω1 ±ω2,β1 ± β2). Therefore, an infinity of mode interactions is generated
through a resonance cascade generating lower and higher harmonics. Figure 3.2 is
an illustration of such a cascade starting from initialised modes (2, 0) and (1, 1)
and truncated form = n = 6.

The modes (n ̸= 0,m = 0) can be referred to as stationary modes, or longitudinal
vortex modes while (n = 0,m ̸= 0) is referred to as a travelling mode. However,
the (0, 0) mode clearly distinguishes itself from other modes. By definition, it
has a zero frequency as does the base flow. It is a pure product of non-linearity.
All other modes contribute to its generation and sustain its energy as a result
of self-interactions. It is called Mean Flow Distortion (MFD) since it represents
the difference between the undisturbed laminar boundary layer and the time-
averaged plus spanwise-averaged transitional boundary layer (Hein, 2005). As
the non-linear correction to the base flow, the MFD is the only mode impacting
physical quantities such as the lift, drag and pressure coefficients, the displacement
thickness or the momentum thickness. In the case of NLPSE, which neglects some
streamwise derivatives and in particular ∂xp̂, the MFD is governed by the Prandtl
boundary-layer equations.

9 This is intrinsic to the incompressible Navier-Stokes equations, as interactions are cubic for
compressible flow.
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Figure 3.2: Resonance cascade for modes (n,m) where (2, 0) and (1, 1) have been initialised.
Digits indicate the order of mode generation. Negative wavenumbers are not included.

The approach named NLHNS in this work consists in generating selected harmonic
modes (m,n) by means of a wall forcing in the same fashion as with the linear
approach in Eqs. (3.43) and (3.44). The purpose is to analyse mode growth and
interaction phenomena induced by small-scale surface irregularities. The NLHNS
analysis may then be seen as an extension and improvement of the NLPSE method
in that there is no assumption of a slow streamwise evolution and the governing
equations remain elliptic in the (x,y) plane. Moreover, in the NLPSE method,
modes are usually initialised with tailored amplitudes at the inflow, without wall
actuation. In the NLHNS approach, the shape and intensity of the wall-forcing
fully determine the non-linear problem. The precise amplitude of the emergent
disturbance naturally stems from the level of the forcing. If the spatial resolution
is fine enough, the NLHNS may be seen as a DNS where the (z, t) coordinates are
treated in Fourier space. Although in theory it comes with a burdensome cost
to solve numerically, the NLHNS approach is simpler to deploy than the NLPSE
method and requires less computational resource than a DNS. Unlike in the PSE
model, there is indeed no need for a normalisation condition for the streamwise
derivatives of amplitude functions and no phase constraint on some streamwise
wavenumber. There is no requirement to supply initial amplitudes at the inflow
state for the fundamental and other non-linearly generated harmonic fields. In
addition, the MFD is not handled with a specific treatment in contrast to the
NLPSE.

The action of a steady 3D wall roughness on the boundary layer is represented by
another right-hand side term, f̂wr

mn added to Eq. (3.56). The no-slip condition giving
rise to the boundary condition at the wall for the velocity field materialises under
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a more difficult form than in Eq. (3.43) and deserves specific attention. Assume
a steady, infinitesimal wall-normal surface deformation decomposed in Fourier
space for the spanwise direction of the form

h(x, z) =
m=+M∑︂
m=−M

ĥm(x)eimβz = O(ε). (3.57)

Using the ansatz of Eq. (3.52) for the velocity field, the no-slip condition reads

0 = u(x,y, z, t) = ū(x,y) +
+∞∑︂

m=−∞
+∞∑︂

n=−∞ ûmn(x,y)eimβz−inωt

= ū(x, 0) +
∑︂
m

∑︂
n

ûmn(x, 0)eimβz−inωt + h(x, z)∂ū
∂y

(x, 0)

+ h(x, z)
∑︂
m

∑︂
n

∂ûmn

∂y
(x, 0)eimβz−inωt +

1
2h

2(x, z)∂
2ū

∂y2 + o(ε2)

(3.58)

after a truncated Taylor expansion in the wall-normal coordinate. Since ū(x, 0) = 0,

0 =
∑︂
m

∑︂
n

ûmn(x, 0)eimβz−inωt +

(︄∑︂
m

ĥm(x)eimβz

)︄
∂ū

∂y
(x, 0)

+

(︄∑︂
p

ĥp(x)e
ipβz

)︄(︄∑︂
m

∑︂
n

∂ûmn

∂y
(x, 0)eimβz−inωt

)︄

+
1
2

(︄∑︂
p

ĥp(x)e
ipβz

)︄(︄∑︂
q

ĥq(x)e
iqβz

)︄
∂2ū

∂y2 (x, 0) + o(ε
2).

(3.59)

Collecting terms with an equal wavenumber in the last two terms yields

0 =
∑︂
m

∑︂
n

ûmn(x, 0)eimβz−inωt +
∑︂
m

ĥm(x)
∂ū

∂y
(x, 0)eimβz−i0ωt

+
∑︂
m

∑︂
n

(︄ ∑︂
p,q

p+q=m

ĥp(x)
∂ûqn

∂y
(x, 0)

)︄
eimβz−inωt

+
∑︂
m

(︄ ∑︂
p,q

p+q=m

1
2 ĥp(x)ĥq(x)

∂2ū

∂y2 (x, 0)
)︄
eimβz−i0ωt + o(ε2).

(3.60)

The penultimate term is a linear combination of wall-normal gradients of modes
contributing to û that are a priori unknown, as opposed to the base flow ū. That
term may potentially be of order O(ε2) since h = O(ε) and û = O(ε) although the
order of magnitude of ∂yû is unclear. In the numerical implementation of the
NLHNS methodology, the sums are truncated to M and N positive harmonics.
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Therefore, to leading order, and according to Eq. (3.60) it is sufficient to impose the
following conditions for the perturbation velocity field with n ̸= 0,

ûmn(x, 0) = −
∑︂
p,q

p+q=m

ĥp(x)
∂ûqn

∂y
(x, 0) (3.61)

and with n = 0,

ûm0(x, 0) = −ĥm(x)
∂ū

∂y
(x, 0) −

∑︂
p,q

p+q=m

ĥp(x)
∂ûq0

∂y
(x, 0). (3.62)

In the linear approach of Section 3.2.2, amplitudes are determined up to a multi-
plicative constant, whereas a non-linear problem is determined uniquely by the
amplitude of initialised modes and the magnitude of the imposed wall-forcing.
Mode amplitudes are often presented in terms of their Root Mean Square (RMS)
value, defined as

Aq
rms(n,m) = cnrmrn max

y
|q̂mn|

ci =

⎧⎨⎩1 if i = 0
√

2 if i ̸= 0
rj =

⎧⎨⎩1 if j = 0

2 if j ̸= 0.

(3.63)

The amplitude may be based on the maximum modulus across the wall-normal
direction or, for example at a fixed wall-normal location y0.

3.3 Boundary treatment for closure

3.3.1 Nature of the harmonic Navier-Stokes system

In order to numerically solve the HNS equations and select an appropriate
discretisation method, it is necessary to ascertain the nature of the underlying
system of PDEs. This also guides the choice of imposition of boundary conditions
to close the system. The method of characteristics is well adapted for this task.
Characteristics are directly linked to the notion of Cauchy problems for first order
quasi-linear PDEs. In a 2D space, a canonical form may read

A(x,y,ϕ)
∂ϕ

∂x
+ B(x,y,ϕ)

∂ϕ

∂y
= F(x,y,ϕ) (3.64)
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which is linear in the derivatives of ϕ(x,y). The concept of Cauchy data relates to
the prescription of ϕ on a curve Γ in the plane (x,y), for example

x = x0(s) y = y0(s) ϕ = ϕ0(s) (3.65)

which determines the solution of the PDE (3.64) locally for some curvilinear
coordinate swhich is parametrising Γ . The Cauchy data in Eq. (3.65) together with
Eq. (3.64) constitute the so-called Cauchy problem. If the value of ϕ is known on
the curve Γ defined by γ(x,y) = 0 but the values of ∂ϕ/∂x and ∂ϕ/∂y cannot be
determined uniquely by the Cauchy data in the neighbourhood of Γ , the Cauchy
problem is deemed ill-posed and Γ is called a characteristic curve. In particular, the
partial derivatives cannot be determined along a curve tangent to Γ . The tangent
to the curve is defined by the relation

dγ =
∂γ

∂x
dx+

∂γ

∂y
dy = 0 (3.66)

and the differential of ϕ along that tangent reads

dϕ =
∂ϕ

∂x
dx+

∂ϕ

∂y
dy. (3.67)

A characteristic curve implies that the determinant of the system formed by
Eq. (3.64) and Eq. (3.67) vanishes,⃓⃓⃓⃓

⃓ A B

Idx Idy

⃓⃓⃓⃓
⃓ =

⃓⃓⃓⃓
⃓ A B

−Iζydy Iζxdy

⃓⃓⃓⃓
⃓ = 0 (3.68)

where Eq. (3.66) was used with the normal directions to Γ defined as (ζx, ζy)T = ∇γ,
yielding the relation ζxdx+ ζydy = 0. Eventually, Eq. (3.68) becomes

det(Aζx + Bζy) = 0. (3.69)

As characteristics can be interpreted as paths along which information propagates,
the nature of the system in Eq. (3.64) is directly determined by the roots of Eq. (3.69).
In the event that no roots are real, the Cauchy problem is unconditionally well posed
and the system of PDEs is elliptic. Figure 3.3 offers a geometrical interpretation
of the nature of a system of PDEs. The solution at a point P depends on the
domain of dependence while the region of influence is the portion ofΩ impacted
by the solution at P. For an elliptic system, information at every domain point
propagates isotropically everywhere, and boundary conditions are required for
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Figure 3.3: Domain of dependence ( ) and region of influence ( ) for an elliptic (left),
parabolic (centre) and hyperbolic (right) system of PDEs

all domain boundaries. Otherwise, the Cauchy problem remains ill-posed. If all
the roots are real, including at least two distinct roots, the system is hyperbolic.
In that case, information at every point propagates in two directions delimited
by the characteristic curves passing by this point. Finally, if the roots are all real
with some multiplicity, the system is parabolic and information propagates in one
specific direction. Should the set of roots behave differently, the system is said to
be of mixed nature.

The method of characteristics is applied to the 2.5D HNS equations obtained by the
ansatz (3.34). Since they are a second-order system, a transformation is required
to write the system in the first-order form of Eq. (3.64). This is achieved with an
extension of the flow variable vector such that

ϕ =

(︃
p̂, û, ∂û

∂x
, ∂û
∂y

, v̂, ∂v̂
∂x

, ∂v̂
∂y

, ŵ, ∂ŵ
∂x

, ∂ŵ
∂y

)︃T

. (3.70)

Therefore, the four HNS equations must be supplemented with six additional
equations. Such a choice is not unique, however it must ensure that the system in
Eq. (3.69) is not singular. If the following equations are used,

∂ûx

∂y
−
∂ûy

∂x
= 0, ∂v̂x

∂y
−
∂v̂y

∂x
= 0, ∂ŵx

∂y
−
∂ŵy

∂x
= 0,

∂ûx

∂y
+
∂v̂y

∂y
+ iβ

∂ŵ

∂y
= 0, ∂v̂

∂x
− ∂xv̂ = 0, ∂ŵ

∂y
− ∂yŵy = 0

(3.71)

calculating the 10× 10 determinant of Eq. (3.69) reduces to

ζxζ
9
y

Re2 (1 + λ2)3 = 0 (3.72)

where λ = ζx/ζy. The non-trivial roots of this polynomial are complex conjugates,
λ = ±i. This result is not dependent upon the considered dimension, 2D, 2.5D or
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3D. Therefore, the HNS equations are elliptic and boundary conditions must be
imposed at every domain boundary.

3.3.2 Appropriate boundary conditions

In order to close the LHNS equations, boundary conditions on ∂Ω must be
supplemented. For the eigenvalue-based approach, these must be homogeneous
in order to be cast into the GEVP form of Eq. (3.41). Figure 3.4 is an illustration of
the different boundaries where these must be imposed. The boundary layer in the
base flow q̄ grows from the inflow to the outflow boundary.

Wall

Inflow

Far-field

Outflow

W∞

U∞Ω

∂Ω
V∞

Figure 3.4: Sketch of the physical domainΩ with the different regions of its boundary ∂Ω

At the far-field boundary, it can be assumed that the perturbations have expo-
nentially decayed. An example is the TS modes which are known to decay
exponentially as exp(−(α2 + β2)y) as y → +∞. Therefore, the homogeneous
Dirichlet condition p̂ = û = ŵ = 0 is imposed. It should be highlighted that
explicitly prescribing a zero-pressure field at a boundary completely determines p̂
elsewhere. In other cases, p̂ would be determined up to a constant.

Although it is reasonable to assume the wall-normal perturbation also vanishes
at the far-field region, a homogeneous Neumann boundary condition ∂yv̂ = 0 is
imposed10 to ensure satisfaction of a divergence-free velocity field∇ · v̂ = 0. This
is a strict requirement for the MFD mode in the NLHNS approach since a variation
of displacement thickness accumulated by non-linear interactions must be allowed
and accounted for inside the boundary layer. In other words, such a Neumann
boundary condition enables the base flow to self-correct in order to satisfy mass
conservation across the domain.

The choice of appropriate boundary conditions for the inflow and outflow regions in
the HNS context remains an open-ended question and has been notably discussed
by Groot, Pinna and van Oudheusden (2015) for a streamwise BiGlobal approach.
Numerous choices are possible. A zero-Dirichlet condition at the inflow may be

10This expression is only valid in Cartesian coordinates.
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justified to prevent any incoming perturbation from the upstream region. It should
be used for a forced HNS problem in order to not contaminate the wall actuation
region. For both inflow and outflow boundaries, a radiation (or Robin) condition
may be imposed such that

∂q̂

∂x
= iα0q̂, x ∈ ∂Ω (3.73)

which is equivalent to imposing a LST-type mode q̂(y) exp(iαx − iωt). The
wavenumber α0 may be obtained by a PSE computation or the application of the
Gaster transformation (Gaster, 1962). The perturbation is then locally set in the
vicinity of the boundary, which is a reasonable condition to impose, should the
streamwise gradients of the base flow remain relatively small. Alternatively, the
normal stresses can be forced to vanish following

σ · n = 0, x ∈ ∂Ω (3.74)

which is usually known as the ‘do-nothing’ boundary condition since it is naturally
satisfied by a variational formulation of the incompressible Navier-Stokes equations.
The Cauchy stress tensor σ was introduced in Eq. (3.12). Another possibility is to
use linear extrapolation of the interior values, which is equivalent to impose

∂2q̂

∂x2 = 0, x ∈ ∂Ω. (3.75)

At the inflow and outflow boundaries, the perturbation field should be allowed to
enter or exit the domain seamlessly, without numerical reflection. Such numerical
artefacts, if non-negligible, lead to a restriction of the modelled physics and
potentially to a contamination of the solution near the boundaries. To curb the
numerical reflections, a coarsened grid next to the boundaries could be employed
in order to introduce numerical viscosity, thus preventing reflections through
dissipation. However, generating a grid with multiple refinement locations when
modelling a surface irregularity is impractical. An absorbing treatment at the
boundaries is more amenable and contributes to preventing spurious reflections
to the interior of the domain. One possible treatment is a sponge layer added as a
penalty term in the HNS equations, introduced by Israeli and Orszag (1981) and
further analysed by Bodony (2006) for CFD. The transformed equations read

L(q̂) = −σq̂ (3.76)
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whereσ is a function of spatial coordinates defining the profile of damping intensity
within the sponge layer.

At a solid wall, the perturbation field always satisfies the no-slip condition ûw = 0

except, obviously, at the location where a wall forcing term is imposed. However,
as mentioned in Section 3.1.3, boundary conditions for the flow variables need
to ensure ∇ · û = 0 in the eventuality the PPE formulation is used. Following
Shirokoff and Rosales (2011), a zero-Dirichlet condition for the tangential velocity
components are imposed and a zero-Neumann condition for the normal component
are imposed. In Cartesian coordinates, this is equivalent to

ûw = ŵw = 0, ∂v̂

∂y

⃓⃓⃓⃓
w

= 0 (3.77)

which fulfils the divergence-free condition at the wall. The pressure boundary
condition is the momentum conservation equation projected on the wall-normal
coordinate, which in the case of a no-slip wall and Cartesian coordinates reduces
to

∂p̂

∂y

⃓⃓⃓⃓
w
−

1
Re

∂2v̂

∂y2

⃓⃓⃓⃓
w
= 0. (3.78)

If the primitive formulation is considered, the boundary condition for the pressure
at the wall is also the momentum conservation equation projected on the wall-
normal coordinate in which the divergence-free condition has been substituted.
This is referred to as a Pressure Compatibility (PC) condition and reads

∂p̂

∂y

⃓⃓⃓⃓
w

+
1

Re

(︃
∂2û

∂x∂y

⃓⃓⃓⃓
w

+ iβ
∂ŵ

∂y

⃓⃓⃓⃓
w

)︃
= 0. (3.79)

Alternatively, the LPPE can be used as a boundary condition for the pressure as
performed by Theofilis (2017).

3.3.3 The perfectly matched layer

In an effort to alleviate the issues mentioned in Section 3.3.2, a generic boundary
treatment that models an unbounded domain and prevents reflections of spurious
waves into its interior without resorting to empirical or unphysical parameters has
been adopted. The approach is the Perfectly Matched Layer (PML) method, intro-
duced in a seminal paper by Berenger (1994) in an electromagnetism framework.
The underlying idea is to surround the physical domain with a layer in which the
same system as in Eq. (3.26) or Eq. (3.50) is solved, yet with an added dissipation
factor. In this way, wave energy is exponentially absorbed and the amplitude
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σx �= 0

σy �= 0

σx �= 0

U∞

σx �= 0

σy �= 0

σx = 0 σy = 0

σx �= 0

σy �= 0

Figure 3.5: Sketch of perfectly matched layers. In the central physical domain the damping
profile σ is zero, leaving the HNS equations unchanged. At the corners, the contributions
from each spatial direction are summed.

of reflections arising from the domain boundaries is extensively curbed. The
layer acts as a reflectionless absorbing medium, independently of the boundary
condition at its outer extremity.

Consider a streamwise propagating wave in the positive streamwise direction,
exp(iαx− iωt) with α ∈ R and α > 0. The PML method relies on the concept of
analytical continuation, as presented for example by Flanigan (1983). Since the
function describing the wave is analytic, it can be evaluated on complex values.
Denoting by x̆ the complex contour, the following coordinate transformation,

x̆ = x+
i

ω

∫︂
x

σ(r)dr (3.80)

allows to transform the constant amplitude wave to an exponentially-decaying
wave since for some positive function σ governing the intensity of wave damping,

eiαx̆−iωt = exp
(︃
−
α

ω

∫︂
x

σ(r)dr

)︃
eiαx−iωt. (3.81)

Therefore, the principle of adding a layer where σ > 0 near the outflow boundary
where attenuation is sought becomes evident. The factor α/ω = 1/c is the inverse
of the phase velocity in the streamwise direction. It should be noted that the same
absorption benefit is obtained with a layer added at the inflow since the upstream
propagating waves α < 0 would also decay in the −x direction. To unify the
notation with the sponge layer introduced in Eq. (3.76), σ is also referred to as the
damping profile. The HNS equations are rewritten with the stretched coordinate
x̆, and the partial derivatives are then transformed following

∂

∂x̆
=

1
sx

∂

∂x
, ∂2

∂x̆2 =
1
s2
x

∂2

∂x2 −
s ′x
s3
x

∂

∂x
(3.82)
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where sx is defined as

x̆ =

∫︂x

0
sx(r)dr =

∫︂x

0

(︃
1 +

iσ(r)

ω

)︃
dr. (3.83)

Extension to higher dimensions is straightforward, although in the current HNS
framework absorption needs are mostly at the inflow and outflow boundaries. For
example, Fig. 3.5 provides a schematic overview of the method applied in a 2D
context, with absorbing layers present at the inflow, at the outflow as well as in the
free-stream region of the domain.

Hu (1996) applied the technique to the linearised Euler equations. A decade later,
the method was extended to non-linear Euler equations (Hu, 2006). It seems the
contribution of Hagstrom et al. (2005) was the first to apply the PML method to
the LHNS equations as well as to the non-linear Navier-Stokes equations. The
important contribution of Hu, Li and Lin (2008) ascertained its applicability to
fluid flow problems.

As the name implies, the interface between the physical domain and the PML
is ‘perfect’, that is reflectionless for the continuous PDEs due to the analytical
continuation. The method yields a zero reflection coefficient for all angles of
incidence and frequencies at the interface between the physical domain and
the lossy layer (Berenger, 1994). After discretisation of the PDEs, reflections
unavoidably arise. However, if the resolution is fine enough, the amplitude of
reflected waves remains negligible.

The discrete PML also suffers from specific deficiencies. From Eq. (3.80), it can
be seen that a region of singularity is reached for significantly low frequencies
which can induce spurious reflections. Zero-frequency information is not handled,
therefore an alternative boundary treatment should be found for treating the
MFD and other stationary modes in the NLHNS approach. Moreover, the PML
performs unsuccessfully for damping evanescent waves (Roden & Gedney, 2000).
Although they are by nature already decaying, Eq. (3.81) shows that for a purely
imaginary wavenumber α, the PML contribution is an oscillation factor rather
than an absorbing factor. The discrete reflection coefficient also becomes large for
waves at grazing incidence (Collino & Monk, 1998) which travel across the parallel
direction of the layer.

In the context of this work, the considered formulation is the one devised by
Kuzuoglu and Mittra (1996) as well as Roden and Gedney (2000), called the
Complex-Frequency-Shifted (CFS) PML which is arguably the state of the art in
absorbing layers. It is an extension of the PML which improves the absorbing
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Figure 3.6: Real partω2/(ζ2
x +ω2) (left) and imaginary part ζxω/(ζ2

x +ω2) (right) in the
CFS-PML attenuation factor. The former governs the absorption of propagating waves
whereas the latter is a phase shift reaching a maximum forω = ζx. This induces absorption
for evanescent waves.

performance for waves at grazing incidence as well as for evanescent waves on
a discrete level. A shift in the singularity allows to overcome the previously
mentioned drawbacks. Remarkably, it is able to treat inhomogeneous, anisotropic
and dispersive media. Bérenger (2007) highlights that the CFS-PML is ‘very
well suited to the optimum absorption of frequency spectra composed of both
evanescent and travelling waves present in many realistic physical problems’. This
formulation consists of a more general coordinate stretching than in Eq. (3.83) with
the introduction of new real variables κx and ζx such that

sx = κx +
σx

ζx − iω
. (3.84)

When Eq. (3.84) is introduced in the phase of a streamwise propagating wave, its
spatial evolution becomes

eiαx̆−iωt = exp
(︃
iα

∫︂
x

κx − iωt

)︃
exp

[︃
−
α

ω

(︃
ω2

ζ2
x +ω

2 − i
ωζx

ζ2
x +ω

2

)︃ ∫︂
x

σx

]︃
(3.85)

where ζx is the complex-frequency shift, here assumed constant for convenience; it
shifts the singularityω = 0 of the basic PML transformation in Eq. (3.80) onto the
complex plane. The frequency dependence of the attenuation factor in Eq. (3.85) is
displayed on Fig. 3.6. For low frequencies ω/ζx ≈ 1, the imaginary part shows
that evanescent waves are attenuated, with maximum effect at a certain cut-off
frequency ω = ζx. As depicted by the evolution of the real part, propagating
waves are attenuated for large frequencies which renders the CFS-PML acting as
a low-pass filter. The stretching function κx ⩾ 1 contributes to further dampen
evanescent waves.

Deploying the PML within the HNS framework is highly convenient. Since
the equations operate in frequency space, the sole application of the coordinate
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stretching of Eq. (3.82) is necessary. There is no need to revert to temporal space
which would significantly complicate the formulation. However, appropriate
care should be considered with NLHNS-type analyses where the fundamental
frequencyω is prescribed to the extent that the MFD mode is stationary by nature.
Equations (3.83) and (3.84) indeed show that the PML approach is simply unable
to absorb temporal zero-frequency signals. Therefore, the PML treatment is used
for modes (n ̸= 0,m) whereas the ‘classic’ sponge layer of Israeli and Orszag (1981)
presented in Eq. (3.76) can be deployed to absorb energy for modes (n = 0,m). The
numerical implementation of absorbing boundary treatments is further discussed
in Chapter 4.

Another pathological case is whenω is an unknown quantity such as in the frame-
work of BiGlobal analysis. To apply the PML and force the BiGlobal computation
to obtain perturbation modes whose amplitude decays at the extremities of the
domain, a constant frequency ω0 can be set with a value matching a frequency
domain of interest. Naturally, this contrivance may yield efficient absorption only
for a limited frequency bandwidth and thus the functions defining the coordinate
stretching should be adjusted.
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Chapter 4

Numerical Framework

Eins, zwei, drei, vier, fünf, sechs, sieben, acht

—Kraftwerk, Nummern, 1981

In this computational chapter, we thoroughly present the numerical methods allowing
to solve HNS-based problems. The first section covers how governing equations are
discretised in space as well as the practical implementation of absorbing boundary
treatments. Afterwards, we present the architecture of the developed parallel
computational code as well as the libraries on which it relies. We then describe the
procedures and algorithms to obtain the numerical solutions of BiGlobal, LHNS or
NLHNS problems. The parallel performance of the code is assessed as well as its
limitations for dealing with large-scale, 3D problems.

4.1 Spatial discretisation

4.1.1 Finite difference method on non-uniform grids

Among the variety of existing numerical methods used in computational science,
the Finite Difference Method (FDM) has been chosen for the discretisation

of the HNS equations described in Chapter 3. It is one of the most dominant ap-
proaches, based on the approximation of derivative operators by Taylor expansions.
These form linear combinations of function values evaluated on a finite number
of discrete grid points {xi} belonging to a structured grid. The initial continuous
system of PDEs is then sought to be solved on such a grid.
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Figure 4.1: Sources of numerical error as a function of step size ∆x

A finite-difference approximation has several advantages. Besides its theoret-
ical simplicity and its inexpensive computational requirements, a high level of
accuracy can be targeted with arbitrarily high approximation orders as long as
the solution remains regular. Moreover, the process of discretisation by means
of finite differences on a regular mesh is embarrassingly parallel and can be
easily implemented. Conversely, such a discretisation method is not suited for
geometrically complex domains where devising a structured mesh is tedious. In
this work, domains with smooth geometrical evolutions are considered, henceforth
alleviating this drawback. The assumption of a regular target solution implies
that high-order finite difference methods typically suffer from a significant loss
of accuracy when discontinuities are encountered or yield numerical oscillations
near a shock region. Since incompressible flows are considered, no shock waves
are present. However, for accuracy purposes, special care is required for functions
featuring high gradients or with highly stretched grid regions.

Although fine numerical resolution could deal with such cases appropriately,
controlling the total error of the FDM consists of a trade-off between managing
the truncation error and managing the round-off error, as shown in Fig. 4.1. The
truncation error is defined as the difference between the exact analytical solution
and the numerical derivative obtained with a finite difference approximation,
essentially a truncated Taylor series. As the step size ∆x tends to zero, the
truncation error tends to zero. The order of accuracy q of an FDM characterises
the asymptotic behaviour of the truncation error as the step size decreases, or
how ‘fast’ it tends to zero following O(∆xq). Instead of monotonically decreasing
with the step size, the total error is reduced up to a point of diminishing returns
where the round-off error, arising from the inexact representation of floating-
point numbers by computers, becomes predominant and where the total error
increases. The round-off error contributes to the ill-conditioned character of
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matrices discretised with an FDM, which is discussed thoroughly in Section 4.3.2.
A general disadvantage of numerical methods employing polynomial interpolation,
the category to which FDMs belong is the occurrence of the Runge phenomenon.
It manifests itself through large boundary oscillations when equispaced grids are
used.

Finally, the paramount properties of finite difference schemes are consistency,
stability and convergence. A numerical scheme is consistent if the discrete finite-
difference derivative operators tend towards the original continuous operators
of the PDE when the step size ∆x tends to zero. The stability property of a finite
difference scheme guarantees that round-off errors, numerical fluctuations or noise
do not excessively amplify during the computation. Convergence then ensures
that the numerical solution tends to a correct solution of the mathematical model.
In this framework, the Lax-Richtmyer equivalence theorem (Richtmyer & Morton,
1967), also known as the fundamental theorem of numerical analysis, states that
for a consistent and linear finite difference model for which the IBVP is well-posed,
stability is a necessary and sufficient condition for convergence. The stability
property is then essential to ascertain the degree to which the mathematical model
describes the real physical phenomena. Among other seminal papers, the notion
has been notably discussed by Gustafsson, Kreiss and Sundström (1972) for IBVPs.
A well-known source of instability for high-order FDMs is the presence of the
boundaries and the enforcement of boundary conditions, discretised from the
continuous problem.

In light of all these drawbacks and characteristics, the discretisation method chosen
in this research work is a stable FDM based on Lagrange interpolation with a
non-uniform grid (Hermanns & Hernández, 2007). From this point onwards, it
is referred to as FD-q where q denotes the order of discretisation. The authors
followed the principle of working with an appropriate non-uniform grid in order
to cluster the grid nodes and hence alleviate the aforementioned instabilities. Such
a grid is computed iteratively, starting from an equispaced grid and by imposing
conditions on the extrema of polynomial factors in each subdomain that influence
the interpolation error. The method can be seen as an intermediary between a
classic FDM and the Chebyshev spectral collocation method (for which details can
be found, for example, in Canuto et al., 1988); if nx + 1 denotes the total number
of grid nodes, classic finite-difference stencils are retrieved when the grid is kept
equispaced whereas when q = nx, the resulting interpolation coefficients and grid
respectively coincide with Chebyshev collocation coefficients and Chebyshev roots.
The grid is unique for each value of q and nx.
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The principle of the method is exposed as follows. Letϕ(x) be a sufficiently smooth
function for which evaluation of its derivatives ϕ ′(x) and ϕ ′′(x) at discrete points
are sought. Consider {xi} as a discretisation of the spatial domain [−1, 1] where
i ∈ {0, . . . ,nx}. A piecewise polynomial interpolant Ii(x) of degree q ⩽ nx which
satisfies Ii(xi) = ϕ(xi) = ϕi is constructed by means of Lagrange interpolation.
Each interpolant Ii is solely valid in a specific subdomainΩi which includes the
grid node xi, such that

Ωi = [xi−1/2, xi+1/2], i ∈ {0, . . . ,nx} (4.1)

and
nx⋃︂
i=0

Ωi = [−1, 1]. (4.2)

The subdomain boundaries defined by half-integers xi±1/2 are arbitrary as long as
they do not overlap with other subdomains. The interpolant may then be written
as a linear combination of function values ϕi,

Ii(x) =

si+q∑︂
j=si

lij(x)ϕj (4.3)

where the Lagrange coefficients lij are

lij(x) =

q∏︂
m=0

si+m ̸=j

x− xsi+m

xj − xsj+m

. (4.4)

Each seed in {si}, i ∈ {0, . . . ,nx} is the index of the leftmost grid node which
contributes to the construction of the interpolant, and specifies which grid nodes
xj define the finite difference stencil. If the polynomial degree q is chosen as even,
the seed distribution reads

{si} = {0, . . . , 0⏞ ⏟⏟ ⏞
q/2 times

, 0, 1, . . . ,nx − q⏞ ⏟⏟ ⏞
centred finite difference

,nx − q, . . . ,nx − q⏞ ⏟⏟ ⏞
q/2 times

} (4.5)

which results in centred finite difference stencils for nodes xi located sufficiently
away from the boundaries of [−1, 1]. Figure 4.2 depicts the piecewise polynomial
interpolation in the FD-q framework whennx = 10 and q = 6 with a representation
of the stencils over the domain. Stencils are gradually shifted with the proximity
of the boundary, up to a one-sided stencil at the boundary. The finite difference
formulae are obtained by evaluating each interpolant Ii at the grid node xi.
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Figure 4.2: Finite difference stencils for a polynomial interpolation of order q = 6 using
nx + 1 = 11 nodes. Some stencils are centred and unaffected by the vicinity of the
boundaries. Reproduced from Hermanns and Hernández (2007).

The method can be applied for arbitrary high orders of discretisation q as long as
q ⩽ nx. In practice the polynomial degree is kept as q ≪ nx in order to benefit
from small stencils of extent q+ 1, however high orders are typically targeted with
values comprised between 4 and 12. Employing a high order FDM implies a smaller
error than first-order or second-order methods for the same number of grid nodes,
or achieves a prescribed error level with less computational resources. In contrast
to compact finite difference schemes (Lele, 1992) which employ fewer nodes, the
FD-q still requires q + 1 nodes to reach an accuracy of order q. Nonetheless, it
still leads to significant computational cost savings compared to the Chebyshev
spectral collocation method where the interpolant uses all the grid nodes. For a
one-dimensional discretisation as presented in Fig. 4.2, the number of non-zero
elements in the differentiation matrix is indeed (q + 1)nx compared to n2

x for
Chebyshev spectral collocation. Therefore, if q≪ nx the savings are evident.

Hermanns and Hernández (2007) established that for all degrees q the non-uniform
grids preserve the stability character of the differential operator and the error
decays as 1/nq for one-dimensional and 2D wave equations. Moreover, for all
degrees q the FD-q method correctly reproduces the transient behaviour of the
differential operator for the convection-diffusion equation. The soundness of the
choice of this discretisation method may be further reinforced by results obtained in
the context of global stability analysis (Paredes et al., 2013); the FD-q discretisation
was compared against other high-order FDMs, namely compact finite difference
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schemes (Lele, 1992), Dispersion-Relation-Preserving schemes (Tam & Webb,
1993) and summation-by-parts methods (Strand, 1994). The Chebyshev spectral
collocation method was also in the benchmark. From an accuracy viewpoint,
discretising the linear stability operator using the FD-q method was found to
outperform all the listed FDMs at any order, and to equal the Chebyshev collocation
method in some cases.

4.1.2 Grid transformations

The problems considered in this work involve solving the HNS equations on
relatively complex geometries incorporating surface irregularities. For accuracy
purposes, regular grids spanning physical domains Ω should then mould the
surface deformation accordingly and sufficiently resolve regions where large
base flow gradients or perturbation gradients are expected, including the wall-
normal section containing the boundary layer. In addition, the FD-q grid is
formulated on the logical, computational domain Ξ spanned by coordinates
η = (ξ,η) ∈ [−1, 1]2. The discretisation of the HNS equations occurs in this precise
grid system. Therefore, a grid transformation function between Ω and Ξ must
be devised to map the physical grid to the logical grid and express the spatial
derivatives of the HNS equations accordingly. A variable ϕ is then transformed as

ϕ(x,y) = ϕ(x(ξ,η),y(ξ,η)) = ϕ(ξ,η) (4.6)

where x = (x,y) represents the spatial coordinates of the physical domainΩ.

Figure 4.3 provides an illustration of such a grid transformation. Besides ensuring
accuracy where needed, its objective is twofold since the grid may also be rendered
coarse where the solution is expected to vary little; in doing so, numerous degrees
of freedom are discarded from the computation which contributes to reduce
computational requirements. However, the transformation process generates
many additional terms in the discretised PDEs. With the help of the chain rule,
the first derivatives in the logical coordinate system may be expressed as

∂ϕ

∂x
(ξ,η) = ∂ξ

∂x

∂ϕ

∂ξ
+
∂η

∂x

∂ϕ

∂η
, ∂ϕ

∂y
(ξ,η) = ∂ξ

∂y

∂ϕ

∂ξ
+
∂η

∂y

∂ϕ

∂η
(4.7)
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ξ

η (1, 1)

(−1,−1)

x(ξ)

Physical domain Ω

x

y

Figure 4.3: Grid mapping between the logical domain Ξ and the physical domainΩ. The
transformation typically includes grid clustering, domain stretching as well as surface
deformation.

and a repeated chain rule application provides the relations involving the second-
order partial derivatives as well as the cross partial derivative:

∂2ϕ

∂x2 =

(︃
∂ξ

∂x

)︃2
∂2ϕ

∂ξ2 +
∂2ξ

∂x2
∂ϕ

∂ξ
+ 2∂ξ

∂x

∂η

∂x

∂2ϕ

∂ξ∂η
+
∂2η

∂x2
∂ϕ

∂η
+

(︃
∂η

∂x

)︃2
∂2ϕ

∂η2 (4.8a)

∂2ϕ

∂y2 =

(︃
∂η

∂y

)︃2
∂2ϕ

∂η2 +
∂2η

∂y2
∂ϕ

∂η
+ 2∂ξ

∂y

∂η

∂y

∂2ϕ

∂ξ∂η
+
∂2ξ

∂y2
∂ϕ

∂ξ
+

(︃
∂ξ

∂y

)︃2
∂2ϕ

∂ξ2 (4.8b)

∂2ϕ

∂x∂y
=
∂ξ

∂x

∂ξ

∂y

∂2ϕ

∂ξ2 +
∂2ξ

∂x∂y

∂ϕ

∂ξ
+

(︃
∂ξ

∂x

∂η

∂y
+
∂ξ

∂y

∂η

∂x

)︃
∂2ϕ

∂ξ∂η
+
∂2η

∂x∂y

∂ϕ

∂η

+
∂η

∂x

∂η

∂y

∂2ϕ

∂η2 .
(4.8c)

Equations (4.7) and (4.8) represent the effect of the grid transformation x(ξ) on
the spatial derivative operators of the discretised HNS equations via the metric
terms ∂kξ/∂xk. This mapping between the grid of the physical domain Ω and
the grid of the computational domain Ξ results from the composition of several
transformations according to the complexity of the geometry and the features of
the perturbation field to be captured.

The elemental stretching transformation mapping the FD-q interval ξ ∈ [−1, 1] to
x ∈ [xa, xb] in the streamwise direction is

x(ξ) =
1
2
((xb − xa)ξ+ xa + xb) . (4.9)

As mentioned in Section 4.1.1, the grid generated by the FD-q method is non-
uniform. Its clustering near the boundaries should be adjusted in order to
accommodate to localised features in the streamwise direction (such as the wall-
forcing region or a surface irregularity) while maintaining a rectangular grid in
the logical domain. This may be accomplished with interior contraction mappings
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Figure 4.4: Grid transformation (4.10) with interior clustering at ξ = 0.4 performed with
the tangential function (4.11) and γ = 0.3 ( ), 0.4 ( ) and 0.45 ( ).

as elaborated by Liseikin (2010). For example, the definition of a function reading

x(ξ) =

⎧⎪⎪⎨⎪⎪⎩
x0

(︃
1 −φ

(︃
1 −

ξ

x0

)︃)︃
if 0 ⩽ ξ ⩽ x0

x0 + (1 − x0)φ

(︃
ξ− x0

1 − x0

)︃
if x0 ⩽ ξ ⩽ 1

(4.10)

allows to map the interval [0, 1] onto [0, 1] with local clustering around the location
x0 ∈ [0, 1] if φ is a monotonically increasing function providing grid clustering
near ξ = 0. An effective ‘building block’ function φ typically possesses a small
value of its derivative near 0 such as a tangent function,

φ(ξ) =
tan(πγξ)
tan(πγ) (4.11)

or an exponentially-based clustering such that

φ(ξ) =
eγξ − 1
eγ − 1 (4.12)

where the clustering intensity is controlled by the parameter γ. Figure 4.4 shows
the interior clustering transformation in action with different values of γ.

The main objective of grid transformations in the wall-normal direction is to allow
the finite-difference scheme to accurately capture the boundary layer region as
well as any localised structure arising in the perturbation field. Malik (1990)
notoriously introduced a bilinear mapping which divides the wall-normal grid
into two separate regions with an equal number of grid points. The FD-q grid
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Figure 4.5: Sketch of the transformation modelling a geometry deformation in the
streamwise direction defined by its height h(x)

defined by η ∈ [−1, 1] is mapped onto [0,y∞] by means of the transformation

y(η) =
y0y∞(1 + η)

y∞ − (y∞ − 2y0)η
. (4.13)

The wall-normal position delimiting the two regions is y0, which may be simply
set to a value close to δ in general. Alternatively, a finer grid distribution might
be sought thanks to the biquadratic mapping derived by Groot et al. (2017). It
extends the bilinear mapping to the extent that the wall-normal domain is split
into three regions that each contain one third of the grid nodes. The biquadratic
transformation reads

y(η) = y∞aη2 + bη+ c

dη2 + e
(4.14)

where the parameters are defined as

a = y1 − 3y0, b =
3
2(y1 − y0), c =

1
2(y1 + 3y0),

d = 2(2y1 − 2y0 − y∞), e = 2y∞ − y1 + y0.
(4.15)

The region delimiters are subject to the conditions 0 < y0 < y1 < y∞, y1 < 9y0 and
9y1 < y0 + y∞ in order to ensure a smooth and well-posed transformation.

The effect of large-scale surface deformation is modelled by means of the grid
transformation of Eq. (4.6). Defining a geometrical deformation by a profile
h(x), the wall-normal coordinate is transformed via η = y − h(x) to map the
physical domain to a rectangular domain as shown in Fig. 4.5. In this work, some
analyses are applied to wing geometries with non-negligible curvature which
necessitate a body-fitted curvilinear transformation. Their treatment could be
achieved in the same vein as the previous transformations, that is by incorporating
the wing curvature effects via a grid transformation and the metric terms of
the discretised PDEs. Instead of following that approach, the HNS equations
are directly formulated in body-fitted coordinates. For further details on their
derivation, the reader is referred to Appendix A.
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From an accuracy point of view, it is essential to ensure the grid transformations
are defined through regular functions to discard the possibility of discontinuities
affecting the solution. Moreover, the grid mesh size should undergo a smooth
variation; if such condition is not met, this would result in an unavoidable
loss of accuracy in the finite-difference scheme (Hirsch, 2007). Consequently,
evaluating the metric terms ∂kξ/∂xk analytically would be tempting since the
explicit transformation expressions are often available. However, it turns out
that computing the metric terms numerically with the same FD-q scheme yields
a smaller truncation error because of the cancellation of one term in its Taylor
expansion. Handling the metric terms numerically thus improves the accuracy in
situations where substantial grid clustering is employed.

4.1.3 Absorbing boundary treatment

The numerical implementation of the absorbing boundary treatments introduced
in Chapter 3 is presented, namely the sponge region of Eq. (3.76) as well as
the PML detailed in Section 3.3.3. Both approaches require defining a layer of
sufficient width and sufficient resolution where absorption is active. Although,
for equal damping intensity and for equal resolution, a larger layer allows a
greater decrease in perturbation amplitude than with a small layer, it requires
a larger computational domain and thus increased computational requirements.
Therefore, the parameters of the absorbing treatments should be optimised to

x

L0

∂Ω

σ �= 0

σ = 0

Figure 4.6: Definition of the absorbing layer which starts at x = 0 and extends to x = L

reach a prescribed ‘vanished’ amplitude whilst minimising the computational
overhead. As depicted in Fig. 4.6 in the x direction, the followed convention is
that the layer starts at x = 0 and is of width L. The functions that govern the
absorption shall be defined. For the sponge region, the damping profile may be an
exponential-type blending such that

σ(x) = σmax
e(x/L)

2
− 1

e− 1 . (4.16)
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In the case of the PML, the functions forming the complex coordinate stretching
(3.84) are usually taken as polynomial functions such that the damping, stretching
and CFS profiles respectively read

σx(x) = σmax

(︂x
L

)︂2
(4.17a)

κx(x) = 1 + (κmax − 1)
(︂x
L

)︂2
(4.17b)

ζx(x) = ζmax

(︂
1 −

x

L

)︂
(4.17c)

and the maximum values κmax, ζmax are of purely numerical nature. These profiles
should vary smoothly, from 0 at the interface with the regular domain up to L at
the computational boundary, and have a relatively small derivative near the start
of the layer to avoid stiffness in the energy absorption. The maximum value of the
damping profile σmax may be derived from the reflection coefficient Rc of a plane
wave at the x = L boundary, given by Collino and Monk (1998) who generalised
the original estimate of Berenger (1994). Assuming that a zero-Dirichlet boundary
condition is enforced at the outflow region of ∂Ω and the base PML coordinate
stretching of Eq. (3.83) is considered, the reflection coefficient of the PML is given
by

Rc = − exp
(︃

2iω
∫︂L

0

(︃
1 +

iσ(r)

ω

)︃
dr

)︃
. (4.18)

Equation (4.18) then suggests devising a damping such that
∫︁
σ = +∞ to reach a

zero theoretical reflection coefficient, which is impossible numerically. Instead, it
should be set to a large enough value. Plugging Eq. (4.17a) into Eq. (4.18) yields
the expression for σmax as

σmax =
−3 ln(Rc)

2L . (4.19)

In this numerical context, Rc may then be seen as a target reflection coefficient.
The sponge layer approach as well as the PML are now tested on two distinct
flow instability configurations. First, their performance is assessed on a travelling,
oblique TS wave generated in a developing Blasius boundary layer and growing in
a region downstream of Recrit = 519.4. The reduced frequency, defined as

F = 106 2πfν∞
U2∞ = 106 ω

Re (4.20)

is F = 25 and the non-dimensional spanwise wavenumber is β = 0.05. Absorbing
regions are set up at the inflow and at the outflow of the domain in the streamwise
direction, although the emphasis is on the layer located downstream due to the
significant levels of energy reached. In comparison, the amplitude levels are
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Figure 4.7: Amplitude based on û for an oblique TS wave generated in a developing Blasius
boundary layer. Comparison between the PML ( ) and sponge layer ( ) approaches as
well as without absorption ( ). For the PML, the parameter Rc is varied from 10−1 to
10−10. For the sponge layer, the parameter σmax is varied from 0.1 to 1.0. Left, general
view of the absorbing region starting at xσ; right, magnified region near the start of the
absorbing region.

negligible upstream of the wall-forcing site near the inflow. Damping performance
is displayed in Fig. 4.7 for the streamwise perturbation velocity only, as the other
flow variables undergo the same behaviour qualitatively and quantitatively. The
sponge approach and the PML allow to gradually decrease the TS amplitude by
several orders of magnitude up to the rightmost computational boundary, where a
linear extrapolation boundary condition is imposed. The absorbing layer width
is equal for both approaches, decreasing the TS amplitude smoothly at a rate
determined by σmax. In Fig. 4.7, the base PML stretching is employed and recovered
by setting κmax = 1 and ζmax = 0 in Eq. (3.84). From a numerical point of view,
established rules of thumb for the PML include maintaining a sufficient resolution
of grid points per wavelength within the layer (at least 10 to 20) and defining its
width to at least half of the greatest wavelength present in the flow perturbation
system.

On the one hand, the PML approach seems to absorb energy seamlessly, without
impacting the solution at the interior of the domain. This is demonstrated by the
right part of Fig. 4.7, for x < 0. On the other hand, depending on the intensity of
the damping profile σmax the sponge layer appears to be stiffer than the PML; the
amplitude level yielded by the former slightly upstream of the layer interface is
increased compared to the solution without damping as well as with the PML.
A relative change in amplitude of 2.4% can be observed at the interface between
the interior of the domain and the lossy layer. This feature is not critical since it
merely adds a narrow non-physical region that could be discarded from the results.
However, care should be taken in the case of the NLHNS approach. The elliptic
character of the governing equations combined with the non-linear interactions
resulting from such an amplitude change due to the absorption of oblique modes
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Figure 4.8: Amplitude of the TS wave within the PML as the maximal grid compression
κmax is adjusted. Developing Blasius boundary layer.
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Figure 4.9: Amplitude of the TS wave within the PML as the maximal complex frequency
shift ζmax is adjusted. Developing Blasius boundary layer.

(n ̸= 0,m = 0) could detrimentally affect the harmonic evolution near the outflow
boundary. In light of this, the PML appears as an efficient and seamless solution
to absorb non-zero temporal frequency modes.

After witnessing its performance for the original formulation of Eq. (3.83), the
impact of the parameters defining the CFS-PML approach is verified. The maximum
value of the grid compression function κ, which controls the damping of evanescent
waves, is varied on the same flow configuration whilst the CFS is set to 0 and
Rc = 10−3. Figure 4.8 highlights that a minor variation is obtained as κmax is
increased from 1 to 10, nonetheless greater values induce a deviation from a
smooth absorption; lower amplitude values at the end of the domain are reached
while absorption seems to suffer from stiffness as grid compression increases. An
analogous observation was reported by Duru and Kreiss (2012) with respect to
the time step restrictions of wave propagation governed by linear elastodynamics
theory. Conversely, increasing the CFS parameter seems to restrain the absorption
level of propagating waves while maintaining a smooth behaviour as Fig. 4.9
indicates, with κmax = 1 and Rc = 10−3. These observations entail that, should
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Figure 4.10: Evolution of the amplitude based on p̂ ( ), û ( ), v̂ ( ) and ŵ ( ) of a
crossflow instability developing in an FSC boundary layer. The sponge layer ( ) is such
that σmax = 1.

evanescent or grazing incidence waves are sought to be damped in situations where
they have a non-negligible impact, the CFS-PML parameters shall be adjusted in
order not to hinder the smooth absorption of propagating waves.

Eventually, the absorbing capability for zero temporal frequency signals and
hence oblique modes in the current HNS framework is evaluated. As discussed
in Section 3.3.3, the PML cannot be used for that purpose. The sponge layer is
then tested on the CF instability of an FSC boundary layer which is a reasonable
approximation of a 3D swept-wing boundary layer. Falkner and Skan (1931)
initially introduced a class of similarity solutions to the boundary-layer equations
in the presence of a non-zero pressure gradient that Cooke (1950) extended to
incorporate the effect of sweep. Such a class of laminar boundary layers is governed
by a set of ODEs whose solution may be obtained conveniently. In the current
case, the pressure gradient (or Hartree) parameter is βH = 0.51 which corresponds
to a favourable pressure gradient and the sweep angle is Λ = 55.26°, promoting
CF-type instability. A stationary disturbance is generated slightly downstream
of the inflow plane characterised by Re∗δ = 337.9. The spanwise wavenumber is
β = 0.1. At the end of the computational domain, a linear extrapolation boundary
condition is imposed. Figure 4.10 shows efficient absorption of the amplitude
functions near the outflow of the domain, without qualitative differences between
flow variables. Therefore, the efficiency of the PML and sponge layer approaches in
the HNS framework have been established. The following developments provide
an overview of the computational tool and of the machinery set up to solve HNS
problems based on the numerical discretisation presented.
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4.2 Programme architecture and solution procedure

In order to deploy the 2.5D flow stability methodologies presented in Chapter 3, a
parallel computation code has been developed from scratch with the objective of
providing highly accurate solutions with rapid turnover times. The code is written
in modern Fortran using its 2008 standard. Its design principles include modularity
in order to unify all analysis methodologies under a single framework. Portability
is also sought for usage either on a single workstation or on high-end parallel
clusters. These principles should not be enforced to the detriment of its parallel
computing capability and its efficiency. Therefore, the code relies on carefully
selected state-of-the-art numerical libraries. Such a choice bears the advantage of
benefitting from the best approaches encapsulated by experts in their field. Opting
for a library, however, intrinsically assumes its implementation is ‘optimal’ while
significant efforts are required to ensure it fully exploits the application code and
underlying hardware.

(a) With 1 MPI process/subdomain (b) With 4 MPI processes/subdomains

Figure 4.11: Sparsity patterns of discretised LHNS operator L for serial and parallel
computations. The grid is formed of nx = 400 and ny = 50 nodes which yields a leading
dimension of 80,000. Only 0.014% of the matrix entries are non-zero.

The discretisation of the HNS equations by the FD-q approach results in sparse
matrices, with a significant fraction of zero entries. Additional details on the
matrix assembly from the discretised equations are provided in Appendix B for
the curious reader. The matrix structure is illustrated in Fig. 4.11 where sparsity
patterns of the LHNS matrix operator are presented for different row ownerships.
The matrices even have a banded structure, with a bandwidth1 that increases as
the number of subdomains inΩ increases due to the coupling between degrees of
freedom on separate subdomains. Furthermore, since the problems in this work
involve convection-dominated flows with high Reynolds numbers, the matrices
are non-symmetric.

1 The lower (respectively upper) bandwidth of a matrix A = (aij)1⩽i,j⩽n ∈ Cn×n is the greatest
integer k such that aij = 0 if j < i− k (respectively j > i+ k).
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Partition degrees of freedom on domain

Input: parameters Input: base flow

Compute FD-q weights, Section 4.1.1

Compute grid metrics ∂(k)ξ/∂xk, Section 4.1.2

Interpolate base flow on regular grid

Compute absorbing layer coefficients

Compute
wall-forcing
coefficients

Set PDEs and boundary conditions

Assemble matrices

Solve forced
linear problem,

Section 4.2.1

Solve GEVP,
Section 4.2.2

Solve NLHNS
problem,

Section 4.2.3

Extract and post-process solution

Output: amplitudes, perturbation fields, eigenpairs. . .

Figure 4.12: Structure of the developed code. Some stages are performed in parallel ( ) or
at least partially.

The choice of libraries should be structured around these properties. The Portable,
Extensible Toolkit for Scientific computation (PETSc) library (Balay et al., 2020)
has been chosen as the skeleton of the programme. It encompasses a suite of data
structures and routines for the parallel solution of scientific applications modelled
by PDEs. PETSc provides, on the one hand, parallel matrix and parallel vector
assembly routines with extensive support for sparse storage formats. On the other
hand, it features a variety of scalable parallel preconditioners and Krylov subspace
methods that form iterative solvers for linear systems. The drawing power of
PETSc is its object-oriented paradigm that enables the user to handle matrices,
vectors and solvers defined by their interface rather than their data structure.
Furthermore, the library is based on distributed-memory parallelism by means of
the Message Passing Interface (MPI) standard library.

Figure 4.12 provides an overview of the successive stages processed by the code.
The parallelism is based on a division of the logically rectangular computational
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domain Ξ into distinct rectangular slices, whose degrees of freedom are owned
locally by each MPI process. This is performed via the use of a PETSc ‘DMDA’
object which provides the topology of the local regular grid, containing information
about the parallel data layout and communication with other slices. In other words,
each process owns a predetermined number of rows on the matrix operators
discretising the HNS equations, and fills the entries that belong to these rows
during the assembly stage. After generating the computational grid, computing
the FD-q weights as well as the grid metrics of the mapping with Ω, the base
flow is interpolated on the computational grid using high-order B-splines. If
necessary, the coefficients of the wall-forcing amplitude functions and of the
functions defining the absorbing layers are computed. From that point, all the
terms appearing in the discretised HNS equations have been calculated and can
be collected in parallel. Before assembling matrices, the memory required to store
their entries in a sparse format is preallocated for efficiency.

Depending on the nature of the problem, library procedures then solve either the
linear system or the GEVP in parallel for which further details can be found respect-
ively in Section 4.2.1 and Section 4.2.2. Treating the NLHNS approach requires a
succession of more sophisticated stages which are expanded in Section 4.2.3. The
verification and validation of the code is covered in Sections 5.1 and 6.1.

4.2.1 Solving linear systems

The different flow instability methodologies involved in this work require the
numerical solution q̂ of a linear system of the form

Aq̂ = f̂ (4.21)

where A is square, sparse and non-symmetric. For example, when discretising
the LHNS operator with nx = 4,000, ny = 120, qx = 4 and qy = 10, the leading
dimension ofA is 1,920,000 and only 0.0014% of its entries are non-zero. It includes
the degrees of freedom corresponding to boundary conditions. The numerical
solution of Eq. (4.21) represents the major computational overhead to solve the
discretised HNS problem. It is thus imperative to rely on the fastest and most
efficient approaches for that purpose. In this work, a parallel, direct solver based
on Lower-Upper (LU) decomposition called MUltifrontal Massively Parallel Solver
(MUMPS) (Amestoy et al., 2001) is employed. It is interfaced with PETSc and
operates in three distinct steps.
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First and foremost, MUMPS pre-processes A in an attempt to preserve sparsity and
performs a symbolic factorisation where the structure of the LU factors is mapped.
The required number of floating-point operations as well as the required memory
for the subsequent phases are also predicted. This analysis may be performed
either serially or in parallel. Afterwards, the matrix A is redistributed among the
processes following the mapping computed in the first phase. The factorisation is
then processed on distinct subsets of elements, or frontal matrices, which can be
treated simultaneously. The robustness of the factorisation can be improved by
applying numerical pivoting, nonetheless increasing the fill-in of the LU factors
and the number of operations. Finally, the solution is obtained via a forward
elimination step followed by a backward elimination step. Its accuracy may be
improved by iterative refinement.

4.2.2 Solving generalised eigenvalue problems

The Arnoldi and Krylov-Schur methods

After discretisation, the LHNS equations in which the streamwise BiGlobal ansatz
has been introduced turn into a GEVP in the unknownω,

Aq̂ = ωBq̂ (4.22)

where the discrete operators A and B incorporate the degrees of freedom for which
boundary conditions are imposed. In order to numerically solve Eq. (4.22) the
Scalable Library for Eigenvalue Problem computations (SLEPc) was selected since
it specifically targets large-scale and sparse eigenproblems. SLEPc is based on the
PETSc library and provides parallel eigenvalue solvers for their numerical solution.
It is also layered with the MPI standard.

A countless number of global stability analysis applications employed the method of
Arnoldi (1951) whose practicality for solving large eigenproblems was established
by Saad (1980). It belongs to the class of Krylov subspace methods, which
essentially project the original problem onto a certain Krylov subspace of a
significantly smaller dimension and whose eigenpairs approximate accurately that
of the original problem. Given a matrix L ∈ Cn×n, them-order Krylov subspace is
defined by the action of them≪ n powers of L on a vector x as

Km(L, x) = span {x,Lx,L2x, . . . ,Lm−1x}. (4.23)
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The Arnoldi procedure then builds an orthogonal basis of Km that are the columns
of Vm ∈ Cn×m such that by construction,

LVm = VmHm + r (4.24a)

VH
mLVm = Hm (4.24b)

where r is a residual which quantifies how well the column vectors of Vm

approximate an invariant subspace. Hm ∈ Cm×m is an upper Hessenberg matrix
whose eigenvalues, called Ritz eigenvalues, may easily be computed. These will
converge to an approximation of the largest magnitude eigenvalues of L; the quality
of the approximation naturally increases withm. Nonetheless, the convergence
is only guaranteed if the initial vector x1 lays in an invariant subspace. Since
guessing an initial vector fulfilling such a condition is tedious, the Arnoldi method
is often restarted after a few iterations to recompute a new initial vector. This is
known as explicit restarting, as opposed to implicit restarting where the Arnoldi
method is coupled with the QR algorithm to avoid updating x1. The Krylov-Schur
method introduced by Stewart (2002) is based on a numerically robust restarting
scheme and, for this reason, may be seen as an enhancement of the implicitly
restarted Arnoldi method with respect to convergence (Hernández et al., 2009).
SLEPc includes a parallel version of the method, which has been logically chosen
for solving BiGlobal problems in this current work.

Spectral transformation

Due to the absence of a time derivative in either the continuity equation (3.26a)
or the LPPE (3.27a) and the enforcement of some boundary conditions, the mass
matrix B is singular. Moreover, the convergence of the Krylov-Schur algorithm
is optimal for eigenvalues lying at the spectrum extremities, and it is harder to
extract eigenvalues located further into the interior of the spectrum. The regions
of interest for linear stability problems of the kind considered in this work are
typically located next to the origin. Hence, a spectral transformation such as
the shift-and-invert approach must be employed to solve the GEVP. Using a
shift-and-invert transformation bears the advantage of enhancing convergence of
the eigenpairs in the vicinity of an interior target, or shift τ. Convergence is also
inherently improved. The downside of the approach is the constraint of manually
prescribing shift values in the complex plane.

Shifting the GEVP in Eq. (4.22) by the quantity −τB on both sides yields after
inversion

(A− τB)−1Bq̂ = θq̂ (4.25)
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θ

ωτ

0

Figure 4.13: Evolution of the eigenvalue θ = 1/(ω− τ) after the shift-and-invert spectral
transformation. This illustration assumes real quantities.

where (A − τB) must be invertible. The transformation leaves the eigenvector
q̂ unmodified, while the relation between the original eigenvalue ω and the
transformed eigenvalue θ is

θ =
1

ω− τ
. (4.26)

With this transformation, the eigenvalues θ of the largest magnitude sought by
the Krylov-Schur method correspond to the eigenvalues closest to the shift τ
as illustrated in Eq. (4.26). The improved convergence for interior eigenvalues
comes with an inevitable cost of solving a linear system. However, such a task is
performed only once during the Krylov-Schur iterations, and in parallel thanks to
MUMPS.

Accuracy of eigenpairs

Setting up the Krylov-Schur algorithm requires the prescription of the number of
sought eigenvalues. The dimension of the Krylov subspace Km, the maximum
number of iterations and the tolerance for the convergence criterion must also be
provided. The latter is based on the absolute residual norm of computed eigenpairs
(ω, q̂),

∥r∥ = ∥(A−ωB)q̂∥ (4.27)

rather than a relative residual in order to avoid a loss of accuracy due to round-off
errors with eigenvalues located close to the origin.

Besides, a balancing technique is applied on the shift-and-invert operator of
Eq. (4.25) in an attempt to curb round-off errors when the matrices have a large
norm. In that case, an appropriate implicit diagonal scaling D is applied on

124



CHAPTER 4 - NUMERICAL FRAMEWORK

the shift-and-invert operator D(A− τB)−1BD−1, which potentially improves the
accuracy of the computation with respect to the requested tolerance.

4.2.3 Solving non-linear harmonic Navier-Stokes

General strategy

The mathematical foundations of the NLHNS approach were presented in Sec-
tion 3.2.3. For its numerical application, the flow decomposition q = q̄ + q̃ of
Eq. (3.52) is truncated to N positive temporal harmonics andM positive spanwise
harmonics such that

q̃(x,y, z, t) =
+M∑︂

m=−M

+N∑︂
n=−N

q̂mn(x,y)eimβz−inωt. (4.28)

The discretisation of the perturbation q̃ for the (x,y) plane is performed with the
FD-q as developed in Section 4.1.1. The Fourier expansion of Eq. (4.28) assumes
that in the (z, t) plane the signal q̃ is assumed periodic with respective periods
Lz = 2π/β and T = 2π/ω. Within these periods, the signal is sampled with
respectively (2M+ 1) and (2N+ 1) equally-spaced discrete points such that the
following relations hold,

Lz = (2M+ 1)∆z, T = (2N+ 1)∆t (4.29)

where ∆z and ∆t are the constant step sizes. Equation (4.28) then becomes

q̃(x,y, z, t) =
+M∑︂

m=−M

+N∑︂
n=−N

q̂mn(x,y) exp
(︃

2πimz
(2M+ 1)∆z −

2πint
(2N+ 1)∆t

)︃
. (4.30)

There are as many discrete samples as interval segments due to the periodicity
of the signal. Since ∀(z, t), q̃(x,y, z+ Lz, t+ T) = q̃(x,y, z, t), the (2M+ 2)th and
(2N + 2)th points are redundant and therefore not included in the summation.
Finally, when evaluated at discrete points the spanwise coordinate and time
coordinate sequences may be expressed as

zk = k∆z, tl = l∆t (4.31)
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with k and l verifying −M ⩽ k ⩽M and −N ⩽ l ⩽ N. Hence, the semi-discrete
form in Eq. (4.30) is transformed into

q̃(x,y, zk, tl) =
+M∑︂

m=−M

+N∑︂
n=−N

q̂mn(x,y) exp
(︃

2πikm
2M+ 1 −

2πiln
2N+ 1

)︃
. (4.32)

Equation (4.32) is precisely the expression of the 2D inverse Discrete Fourier
Transform (DFT) of the sequence {q̂mn(x,y)}. The values of M and N should
be picked large enough to encompass key interaction mechanisms for a selected
problem. It however comes at the expense of computational efficiency, since the
number of linear systems to solve during the NLHNS procedure increases withM
and N.

The non-linear problem is triggered by a small-scale wall roughness seen by one
or several (n,m) modes and modelled by boundary conditions. After spatial
discretisation, the NLHNS procedure involves (N+ 1)× (2M+ 1) coupled linear
systems expressed as

Lmnq̂mn = f̂
res
mn + f̂

wr
mn, m ∈ {−M,M}, n ∈ {0,N} (4.33)

where Lmn is the discretised LHNS operator associated with wavenumbers
(nω,mβ) including degrees of freedom at the domain boundaries. Due to
the conjugate symmetry property of the DFT described in the following subsection,
it is indeed not necessary to consider n ∈ {−N,N}. The right-hand side is the
sum of the (n,m) Fourier coefficient of the total resonant forcing f̂

res
mn defined

in Eq. (3.55) and the (n,m) wall-forcing contribution from the roughness f̂
wr
mn

detailed in Eqs. (3.61) and (3.62). Since the resonant forcing generates non-linearity
and is consequently a function of several modes, the linear systems in Eq. (4.33) are
all coupled. However, in practice, an iterative procedure is applied to decouple the
linear systems and solve them independently. Resonant forcing terms are updated
at each iteration with information from the previous iteration until the amplitude
functions of all (n,m) modes have converged with respect to a predetermined
criterion.

The current NLHNS approach is a fully elliptic extension of the NLPSE approach.
While the latter is notoriously known for its competitive computational cost,
several numerical precautions should be undertaken to ensure the practicality of
the former via computational efficiency and memory management. Figure 4.14
summarises the broad lines of the followed numerical procedure relying on PETSc
and MUMPS. Each iteration implies solving linear systems described by Eq. (4.33)
for which the LHNS matrices Lmn are constant along the computation. Thus,
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set fundamental frequency f and wavenumber β
set small-scale wall roughness characteristics
initialise non-linear forcing terms to small value ε
get symbolic factorisation of LMN

while residual > tol do

form← −M toM do

for n← 0 to N do

assemble LHNS operator Lmn

assemble right-hand side f̂mn = f̂
res
mn + f̂

wr
mn

get numeric factorisation of Lmn

solve Lmnq̂mn = f̂mn

end

end

compute residual
apply backward DFT from frequency space
compute non-linear right-hand side (3.55) in physical space
apply forward DFT from physical space

end

Figure 4.14: Pseudo-code algorithm for the solution of a NLHNS problem

it would be tempting to compute the different (n,m) LU decompositions at the
first iteration, and to store these in memory during the whole procedure with the
avowed goal of only using rapid backward and forward elimination to retrieve
the solutions q̂mn. Such an option is regrettably not viable due to the enormous
required amount of Random-Access Memory (RAM). With N = 4, M = 9 and
otherwise typical discretisation parameters, 650 GB or so would be required to be
divided across processes. Storing the LU decompositions on disk instead would
divide that amount by an approximate factor of 6, leading to a more amenable
load for distributed-memory clusters. However, the total computation time would
be detrimentally impacted due to the severe overhead associated with parallel
input/output.

It turns out all matrices Lmn have the same sparsity pattern which leads to the
same symbolic factorisation. Therefore, a trade-off between computation time
and memory requirements can be found by computing a symbolic factorisation
once and for all, before assembling Lmn and computing its numerical factorisation
for every (n,m) and at every iteration. Although performing these numerical
factorisations on the fly increases the total computation time, obtaining the final
solution can be accelerated thanks to parallel processing. This method significantly
eases memory usage, since only the structure of the LU factors is stored in RAM
and the numerical LU factorisation is performed on the fly. PETSc is also able to
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optimise subsequent matrix assemblies by exploiting the constant sparsity pattern
via reusing information from the first assembly.

Discrete Fourier transforms

In this DFT context, the perturbation flow field has a discrete periodicity of 2N+ 1
in time and of 2M+ 1 in the spanwise direction. However, in the case of an infinite
swept wing configuration, only the modes (n,m) ∈ [0,N] × [−M,M]2 need to
be solved for without loss of generality. This is due to the conjugate symmetry
property that ensures the perturbation q̃ remains a real quantity. Figure 4.15 is a
schematic drawing of the property which illustrates how the total perturbation
field may be reconstructed after DFT. If the base flow becomes 2D, solving the
quadrant (n,m) ∈ [0,N]× [0,M] is sufficient. The modes are solved in frequency
space. In order to calculate the total resonant forcing of Eq. (3.55) in physical space

n 0

M
−N

N

m

−M 0

Figure 4.15: Illustration of the 2D-DFT conjugate symmetry, where colours indicate mutual
complex conjugate modes. The shaded region corresponds to the modes solved for during
the computation. The MFD mode ( ) is real by nature.

and determine its Fourier coefficients for the following iteration, the code must
rely on an implementation of the DFT. The Fastest Fourier Transform in the West
(FFTW) library (Frigo & Johnson, 2005) is used for that purpose. It is remarkably
able to adapt its algorithms to the hardware, offering fast and highly accurate
backward and forward DFT computations.

Due to the finite, periodic nature of the DFT, high-frequency content in the
continuous perturbation field may be folded back to low frequencies in the process,
which is a source of error called aliasing. It may destabilise the iterative procedure
when the extremities of the wavenumber spectrum become energetic. For example,
with M = N = 2 the (4, 4) mode arising from the interaction of (2, 2) with itself
would be indistinct from the (−1, 1) mode. Since the NLHNS products presented
in Eq. (3.55) are quadratic, doubling the number of modes in each coordinate and

2 (n,m) ∈ [−N,N]× [0,M] is also an appropriate choice.
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zeroing the Fourier coefficients for n > 2 andm > 2 allows to curb aliasing errors.
This process is known as ‘zero-padding’. However, it is sufficient to extend the
DFT dimensions to 3N/2 and 3M/2 to annihilate aliasing with quadratic products
(Canuto et al., 1988), which is famously known as the 3/2 zero-padding rule. That
anti-aliasing precaution is integrated in the NLHNS procedure during transforms
between physical space and Fourier space.

Monitoring the convergence

The convergence of the procedure is monitored at a specific streamwise station
x0 typically located close to the outflow region. The criterion is based on the
relative residual in ℓ2-norm of the harmonic amplitudes which must vary less than
a predetermined tolerance between two successive iterations k, such that

∥Aqi
x0
(n,m, k) −Aqi

x0
(n,m, k− 1)∥2

∥Aqi
x0 (n,m, k− 1)∥2

< tol (4.34)

with the harmonic velocity field {qi} = (u, v,w) taken into consideration. For the
first iteration, the Fourier coefficients of the resonant forcing f̂

res corresponding
to the interior of the domain Ω are initialised to a small value, typically 10−50.
This arrangement avoids the tedious computation of a null-space basis or the
computation of an obvious zero solution.

The NLHNS approach, like the NLPSE approach, is able to compute the evolution
of mode interactions for non-linear regimes. An outstanding question is how
far in the non-linear regime can the NLHNS computation remain stable and to
what extent its elliptic character may hinder that purpose, as opposed to the
stable quasi-parabolic NLPSE approach. The MFD mode should provide some
evidence, since it carries a significant level of energy which could destabilise the
computation.

A significant MFD indeed leads to the iteratively-computed right-hand side
potentially carrying more weight than the LHNS operator on the left-hand side.
To improve the stability of the procedure, an under-relaxation approach can be
used to update the resonant forcing, following

f̂
res
mn = (1 − τ)f̂

res,old
mn + τf̂

res,new
mn (4.35)

where τ ∈ [0, 1] is the relaxation parameter and values computed at the current
and previous iterations are used. This improves the robustness in cases where non-
linear interactions dominate, such as in the harmonic saturation regime. Another
stabilising approach procedure is to work with gradual amplitude increments,
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allowing the NLHNS algorithm to converge first for intermediate levels of the
final, target amplitude of wall-forcing or wave amplitude. The computation
corresponding to the next increment is then kick-started by using the previously
converged solution.

4.3 Performance and limitations

4.3.1 Parallel efficiency

In the context of High-Performance Computing (HPC), relevant metrics include
the raw computation time and the scalability of the code as the number of CPUs
increases. Since the developed code relies on a distributed-memory parallelism,
it is important to ascertain the memory scalability, that is how evenly a large-
scale computation can be divided among the different processes. This allows to
formulate problems with many degrees of freedom on clusters when the memory
requirements are too high on a single workstation. This section elaborates on the
run-time scalability of the code. The backbone of the three different methodologies
presented in Section 4.2 is the numerical solution of a linear system computed
with MUMPS. Therefore, assessing its performance is critical for solving large
2.5D-type problems as it is the most time-consuming task during execution; the
first few non-parallel stages listed in Fig. 4.12 necessitate in practice a negligible
amount of time in comparison.

At this point a distinction should be made between strong scaling and weak scaling.
For np > 1 MPI processes, the former quantifies how much faster the solution can
be computed as the total problem size remains constant, the ideal case being np

times faster. The latter rather assesses whether the solution of a np times larger
problem can be computed in the same time as with one process; this corresponds
to a total problem size increasing at the same rate as the number of processes, and
a constant problem size per process.

In order to provide a fair estimation of the parallel speed-up, a few precautions
should be applied. First and foremost, it is essential to ensure each process owns
a sufficient number of degrees of freedom (such as 20,000) to not suffer from
overhead due to intra-process communications. Appropriate options should be
passed to the Fortran compilers to enable code optimisation and to tailor the
instruction sets to the underlying CPU architecture. Furthermore, computations
should be repeated several times to guarantee reproducibility. Load balancing
shall be performed as far as possible to ensure each process deals with a near equal
number of degrees of freedom. Finally, the affinity of MPI processes with respect

130



CHAPTER 4 - NUMERICAL FRAMEWORK

0 4 8 12 16 20 24 28 32

np

0

4

8

12

16

20

24

28

32

S

Figure 4.16: Strong speed-up S ( ) as a function of the number of MPI processes np when
solving a linear system with MUMPS. Comparison with ideal scalability ( ). The leading
dimension of the matrix is 2,160,000 which means each process owns 67,500 degrees of
freedom in the np = 32 case.

to hardware also has a non-negligible impact, since it is well-known that sparse
matrix operations are memory-bound rather than compute-bound. Therefore,
the physical binding of MPI processes should maximise the available memory
bandwidth.

Insight on the strong scaling behaviour of the code is provided in Fig. 4.16, where
the relative3 strong scaling speed-up defined as

Ss =
t(1)
t(np)

(4.36)

is displayed. The leading dimension of the matrix is 2,160,000 as the grid is formed
on 4,500 points in the streamwise direction and 120 in the wall-normal direction
with 4th- and 8th-order discretisation, respectively. The three different steps of the
LU-based procedure detailed in Section 4.2.1 are processed with parallel computing.
However, Fig. 4.16 clearly demonstrates a sub-linear behaviour for strong scaling;
this is a well-known feature of sparse direct solvers, which generally do not scale
well with many processes. Past np = 4 processes, there is a gradual departure
from the ideal scalability behaviour. The parallelism is only near-half-effective
when using 32 MPI processes since it yields only a speed-up of approximately 16.

Several factors may contribute to such a sub-linear speed-up. A first one may be
the inevitable occurrence of serial tasks during the execution. In addition, the
parallel computation most likely sees significant message passing between MPI
processes. This is probably accentuated by the high-order FDM typically used

3 as opposed to absolute speed-up, where t(1) would be computed by means of an optimised,
completely serial code.
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Figure 4.17: Weak scaling: evolution of t(np)/t(1) ( ) with the number of MPI processes
np to solve a linear system in parallel where each process owns 120,000 degrees of freedom.
Comparison with an ideal, embarrassingly parallel case ( ).

in the wall-normal direction for the HNS framework. The larger extent of the
stencil when using an 8th- to 12th-order FD-q is indeed likely to couple degrees of
freedom located in different slices of the domain more strongly, thereby requiring
increased levels of data communication between relevant processes. Overhead
arising from CPU cache effects is also plausible. A further contributing factor is
the architecture of the clusters on which the code has been run. The analysis of
Fig. 4.16 involves a compute node with four sockets. These are physical entities
associated with a local memory bank where a group of CPUs is placed. In this case,
each socket features eight physical CPUs. Memory bandwidth for memory-bound
applications is usually the highest when a single MPI process is used on each
socket. In the current benchmark, several MPI processes per socket are used when
np > 4 and compete for the available bandwidth. Although by means of process
binding, an even MPI process distribution among sockets was enforced when
np > 4, intra-socket memory access is faster than extra-socket memory access,
detrimentally affecting the parallel speed-up.

These observations are correlated by the weak scaling behaviour of the code
presented in Fig. 4.17. As the workload per process remains constant, the relative
run-time t(np)/t(1) quantifies how much longer the solution of a linear system
whose leading dimension is np-times larger can be computed in the same amount
of time. The ownership range of each process comprises 120,000 degrees of
freedom, while computations have been run with matrices resulting from 4th-order
discretisation in both spatial directions to maintain symmetry in the workload as
the number of processes is increased. The monotonically increasing trend indicates
that the amount of communication between processes grows in a non-negligible
way as the total number of degrees of freedom increases. Concurrently, there
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Figure 4.18: Strong scaling performance with hybrid MPI/OpenMP parallelism. Com-
putation time required to solve a linear system with 120,000 degrees of freedom per MPI
process.

may also be a fraction of serial work that is gradually increasing. The significant
deviation with the ideal case demonstrates that solving the linear system in parallel
via LU factorisation with MUMPS is far from being an embarrassingly parallel
problem and involves significant data communication between processes.

Regardless of the weak scaling and strong scaling performance, the deployed
parallel machinery enables the user to retrieve solutions in more than reasonable
computation time for highly-resolved 2.5D problems. With a more typical discret-
isation leading to 37,500 degrees of freedom per process, solving a linear system
with np = 16 lasts only one minute on a cluster node of two sockets and eight
cores per socket, with Intel® Xeon® E5-2680 (Sandy Bridge) CPU architecture.

For a given number of MPI processes, MUMPS is further able to exploit shared-
memory multiprocessing via OpenMP. Figure 4.18 summarises the benefit of
exploiting hybrid MPI/OpenMP parallelism where the evolution of the computa-
tion time to solve a linear system is presented for several threads per MPI process.
As MPI processes are bound to hardware sockets, the different threads are attached
to the different cores placed on the socket. The multithreading-induced gains are
evident for a few MPI processes since the multithreading speed-up is comparable
to the MPI speed-up. For higher values of np that are effectively used in this work,
the run-time decrease remains more marginal yet several dozens of seconds can
be saved when solving the linear system. This may be exploited for NLHNS-type
problems which require many numerical factorisations during the computation.
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4.3.2 Aspects of 3D discretisation

The choice of an FD-q discretisation and the deployment of parallel numerical
libraries held a significant promise for the analysis of large-scale flow stability
problems, including solving equations discretised in 3D space. In that case, the
spanwise direction would have been discretised in physical space with the FD-q
rather than in frequency space. The destabilising effect of a genuine 3D roughness
element could have been investigated more seamlessly, by means of TriGlobal or
3D-LHNS analyses.

Direct solvers remain prohibitively expensive

Although the code machinery and the distributed-memory parallelism allow to
easily construct a discretised 3D matrix, applying a direct solver such as MUMPS
to solve the associated 3D linear system is simply too expensive due to the high
memory requirements that ensue from the fill-in of the LU factors during the
factorisation phase. Fill-in occurs during Gaussian elimination as new non-zero
elements are dynamically introduced at locations where the entries of the original
matrix are zero. In other words, although a matrix A = LU is sparse, the factors L
and U typically contain a much greater number of non-zero elements nnz.

(a) Original matrix A, nnz = 6,400 (b) Lower factor L, nnz = 91,909

Figure 4.19: Sparsity patterns of a matrix A and of its lower factor L from the LU
factorisation, computed without reordering. In this case, A is the discretised 3D Laplacian
using the classic 7-point stencil with a leading dimension of n3 = 103.

An example is provided in Fig. 4.19 with a 3D Laplace operator discretised
with an FDM and a 7-point stencil using n = 10 grid nodes in each spatial
direction. The original matrix has approximately nnz = 7n3 non-zero elements
and a lower bandwidth of n2. Using Gaussian elimination, the lower factor has the
same bandwidth but new non-zero elements populate it such that L has roughly
nnz = n5 entries in total. Unfortunately, fill-in occurs regardless of the original
level of sparsity and even intensifies with increasing discretisation order. As
mentioned in Section 4.3.1, wider stencils create coupling between degrees of
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Table 4.1: Computational complexity of sparse LU factorisation where N is the leading
dimension of the matrix

Approach General Multifrontal
Reordering No Yes

Dimension 2D 3D 2D 3D

Flops O(N2) O(N7/3) O(N3/2) O(N2)

Memory O(N3/2) O(N5/3) O(N logN) O(N4/3)

freedom located in more distant rows of the matrix, which inevitably generates
more fill-in during the factorisation. However, the level of fill-in may be bounded
by finding an optimal ordering of the degrees of freedom during their elimination.
This is what MUMPS determines during the symbolic factorisation phase as the
rows and columns of the original matrix are permuted to minimise fill-in. Among
the existing reordering techniques, the nested dissection method introduced by
George (1973) has been extensively employed.

The requirements of sparse LU factorisation in terms of flops and storage space
are summarised in Table 4.1 for a general approach without reordering and for
a multifrontal approach with reordering based on nested dissection. For a 2.5D
problem and thus a 2D discretised HNS operator with a leading dimension of
N = n2, the flop complexity of the multifrontal factorisation is O(N3/2), while
the memory requirements for the LU factors behave as O(N logN). A rather
dramatic increase occurs in 3D with N = n3 unknowns to the extent that the
multifrontal method respectively requires O(N2) operations and O(N4/3) storage
for the LU factors. This implies that even with optimal reordering, the multifrontal
factorisation of MUMPS remains not applicable in practice for sparse matrices
issued from 3D discretisation, since HNS problems typically require a grid formed
of nx = O(103), ny = O(102) and nz = O(102) nodes.

Lack of robustness of iterative solvers

A natural workaround to the substantial cost of applying a direct LU solver for
the current HNS formulation is to apply an iterative solver. As the name suggests,
such a solver requires an initial guess to build gradually improved solutions to the
linear system. In contrast, iterative solvers require little computational resources
and are generally highly scalable. Their main downside is their robustness with
respect to the convergence towards the numerical solution.
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The convergence behaviour of iterative methods is impacted by the condition
number κ of the matrix A,

κ(A) = ∥A∥∥A−1∥ =
∥·∥2

σmax(A)

σmin(A)
⩾ 1 (4.37)

where σ denotes a singular value of the matrix. In the context of linear systems, κ
is a measure of the sensitivity of the solution to perturbations or round-off errors
in the right-hand side. It essentially quantifies how close A is from being singular.
A large condition number is a telltale sign of a slow convergence with an iterative
solver as well as a serious loss of precision in the significant digits of the solution
during the computation. In this work, accurate condition numbers of the LHNS
operator discretised with the FD-q have been computed for reasonably small
leading dimensions of the matrix, typically 104 to 105. It has been observed that κ
ranges from 105 to 107, rendering the discretised LHNS operator ill-conditioned.

It should be highlighted that the Navier-Stokes equations, as many ‘real-world’
equations, yield naturally ill-conditioned matrices after discretisation with a
numerical method. This is especially important for convection-dominated flows
with high Reynolds numbers which are of interest in this thesis. In a finite element
context, the corresponding matrices are known to be non-symmetric, negative-
definite and ill-conditioned. For diffusion-dominated or low-Reynolds flows, the
matrices are symmetric, positive-definite and well-conditioned. The fine spatial
resolution typically required in the streamwise direction with the FDM of the
current work is an aggravating factor; the ℓ2-norm condition number associated
to the sole discrete Laplacian in 2D using the classic 5-point stencil scales as
O(1/∆x2) as discussed by LeVeque (2007). Significant efforts have been devoted
to minimising κ in the current HNS context, including assessing the impact of
boundary conditions or the non-dimensionalisation of the equations and their
relative scaling. Comparing the primitive and LPPE formulations has also been
tried. These different investigations led to little success in decreasing the condition
number by at least an order of magnitude.

With such large condition numbers, applying an iterative solver may be simply
hopeless. An efficient preconditioner should be applied beforehand to form an
equivalent linear system with the same solution yet with a much lower condition
number. This is the drawing power of PETSc which offers out-of-the-box parallel
preconditioners that may be used in a flexible way with numerous iterative solvers
based on Krylov subspace methods. The structure of the spectrum of the LHNS
operator provides further insight into the potential convergence behaviour of that
class of methods. Computed for a reasonable number of degrees of freedom, an
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Figure 4.20: Left, complete spectrum of the discretised LHNS operator with a leading
dimension of 10,000; right, magnified region centred around the origin.

example of LHNS spectrum is presented in Fig. 4.20. It is clear that in relative
terms, a few isolated eigenvalues of large magnitude exist on the real axis as well as
on the imaginary axis. Furthermore, there are many eigenvalues located near the
origin of the complex plane. While the former feature contributes to indefiniteness
in choosing an appropriate pair of preconditioner and Krylov subspace method,
the latter is a manifestation of ill-conditioning to the extent that the LHNS operator
is close in norm to some singular matrix, which could be reached by a numerical
perturbation. This diminishes the chances of reaching convergence with that
class of iterative solvers. In contrast, a well-conditioned matrix with a clustered
spectrum around a point is likely to offer robust convergence of Krylov methods.

Many pairs of parallel preconditioners have been extensively tested in an effort to
alter the structure of the spectrum of Fig. 4.20 and alleviate the need for a direct
solver. Simple preconditioners included Jacobi, block Jacobi or additive Schwarz
applied on the whole matrix. The employed iterative Krylov methods were the
Generalised Minimal Residual (GMRES) method introduced by Saad and Schultz
(1986) as well as its flexible variant. Unfortunately, none of these options yielded
satisfactory convergence in spite of tweaking relevant numerical parameters. The
Algebraic Multigrid (AMG) preconditioner would have been an excellent candidate
for the purpose of solving large-scale HNS problems. It is recognised as one of the
fastest numerical methods to solve elliptic PDEs, able to reach anO(N) complexity
regardless of the dimension (Trottenberg et al., 2001). Once more, no convergence
was reached for the current HNS formulation. Regrettably, the multigrid approach
is known to lack robustness when dealing with incompressible, high-Reynolds
Navier-Stokes equations. The use of highly stretched grids may also be another
source of poor performance from the AMG (Balay et al., 2020).

Discretising the incompressible LHNS equations expressed in primitive form yields
a saddle point problem, whose resolution by preconditioned Krylov subspace
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methods has been extensively studied as recapitulated in the contribution of
Benzi and Wathen (2008). With the current formulation, attempts at solving
such a problem have incorporated a sophisticated feature of PETSc allowing to
simultaneously apply separate preconditioners to individual fields, namely the
pressure and velocity components following the philosophy that the physical model
should be decoupled to the solver settings. No improvement of the convergence
behaviour has been noted by exploiting that feature.

Although the poor performance of preconditioners with iterative solvers on the
current formulation may be exacerbated by discretising the governing equations
with an FDM, it may be argued that preconditioning techniques applied to the
incompressible Navier-Stokes equations have remained an active area of research,
whereas the theory associated to the simpler Stokes equations where Re → 0 is
well understood. The paper of Elman et al. (2008) provides a classification of a
few approaches available for incompressible Navier-Stokes equations at moderate
Reynolds numbers. However, it is only recently that preconditioners robust to
higher Reynolds numbers have started to emerge. Farrell, Mitchell and Wechsung
(2019) and Farrell et al. (2020) extended the augmented Lagrangian preconditioner
devised by Benzi and Olshanskii (2006) to devise highly scalable solvers for the 3D
stationary incompressible Navier-Stokes equations with robustness to a Reynolds
number increase, yet subject to a carefully chosen discretisation. The underlying
principle is the so-called grad-div stabilisation, denoting the term added in the
equations. Such preconditioners should then appropriately capture the kernel of
the term to ensure their efficiency. Tested on a slightly lower range of Reynolds
numbers, Moulin, Jolivet and Marquet (2019) applied the modified augmented
Lagrangian preconditioner (Benzi, Olshanskii & Wang, 2011) to compute 3D
unstable modes in a linear instability problem with high scalability.
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Chapter 5

Linear Stability of Boundary Layers
with Surface Features

It is very hard to predict, especially the
future.

—Niels Bohr

We appraise in this chapter the physical modelling aspects of the developed code
on the linear instability of two significantly different boundary-layer flows. The
first configuration of interest is a flat-plate boundary layer subjected to smooth
indentations with varying depths, whereas the second configuration is a boundary
layer developing on a swept wing on which slightly rounded backward- and forward-
facing steps are placed. We investigate the existence of temporally unstable and
self-sustained global modes via streamwise BiGlobal analysis. Furthermore, we
discuss the impact of the smooth indentations on TS waves. Prior to the instability
analysis, we assess the correctness of the discretisation and the accuracy of the
eigenvalue solver using reference data on the Blasius boundary layer and on the
swept Hiemenz flow.

5.1 Verification

5.1.1 Blasius boundary layer

Naturally, the simplicity of the Blasius boundary layer leaves it as an ideal
verification case. Its temporal and spatial stability have been extensively

studied and well-documented for various linear stability approaches such as LST,
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PSE and BiGlobal analysis in the last decades. In a first instance, the temporal
eigenvalue spectrum of a Blasius profile at Re = 580 and α = 0.179 is computed to
ascertain the correctness and accuracy of the BiGlobal solver. It is compared against
the results of Mack (1976) who was the first to state, by means of a numerical
analysis and integrating the Orr-Sommerfeld equation, that only a finite number of
discrete modes exist. The number of discrete modes was found to increase as either
the Reynolds number or the streamwise wavenumber increases. The location
of discrete modes is also compared with the set reported by Malik (1990) who
used LST. Further LST results from Pinna (2012), and from Niessen (2017) who
computed the spectrum through a spanwise BiGlobal analysis are also added for a
comprehensive comparison. In the latter work, the base flow remained dependent
solely upon the wall-normal direction and was simply duplicated in the spanwise
direction.

With the introduction of an appropriate similarity variable η = y
√︁
U∞/2νx and

a stream function ψ =
√

2νxU∞f(η), the boundary-layer equations and their
boundary conditions remain invariant. Therefore, the solution of the Blasius ODE,

f ′′′(η) + f(η)f ′′(η) = 0 (5.1)

is self-similar. It is completed by boundary conditions which are f(0) = 0, f ′(0) = 0
and f ′′(∞) = 1. In this current work, an 8th-order Runge-Kutta method is used
to integrate Eq. (5.1). The only missing information to initiate the process is the
value of f ′′(0), which is recovered by means of a shooting method. In this context,
its principle is based on providing an initial guess of the missing value f ′′(0) and
‘shooting’ the Runge-Kutta method to recover the values at the final integration
point. A Newton iteration method is used to minimise ∥f ′′(∞) − 1∥ by adjusting
f ′′(0). The Jacobian matrix is computed by a first-order FDM, which is not affecting
the accuracy due to the iterative nature of the Newton process.

The Blasius ODE is integrated from the wall position η = 0 to a coordinate
ηf = 11 where f and its derivatives have reached their asymptotic behaviour.
They are then extended to a truncated free-stream value η∞ = 150 by analytical
continuation. After a few ‘shots’, the method is converged; the value f ′′(0)/

√
2 =

0.332057336215196301 matches the eight significant digits provided by Criminale,
Jackson and Joslin (2003) and most importantly equals the correct value reported
by Boyd (1999) with 17 digits of accuracy.

1 In some references the similarity variable is defined as η = y
√︁
U∞/νx and the Blasius equation

reads 2f ′′′ + ff ′′ = 0 which explains the factor
√

2 difference.
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Figure 5.1: Non-dimensional streamwise velocity component ū of the base flow (left) and
its first derivative for the Blasius boundary layer case, Re = 580

Using the similarity transformation, the base flow components ū and dū/dy
are computed. Under the parallel flow assumption, they are the only non-zero
base flow terms in the LHNS equations (3.35). To mimic the LST computations
for the current BiGlobal setting, a 2D discretisation domain is considered with
a streamwise length Lx = 2π/α equal to one wavelength of the perturbation.
Figure 5.1 shows the base streamwise velocity as well as its wall-normal derivative
which are replicated along the streamwise direction. Naturally, the BiGlobal
problem is solved with the imposition of periodic boundary conditions in the
streamwise direction. An infinite spanwise wavelength of the perturbations is
prescribed as β = 0. The length scale of the problem is the Blasius boundary layer
thickness,

ℓ =

√︃
νx

U∞
on which the Reynolds number is based, such that

Re =
U∞ℓ
ν

=

√︃
U∞x
ν

=
√︁

Rex = 580

and the Reynolds number based on the displacement thickness is equivalently
Reδ∗ = 998.06. The wall-normal domain is truncated at y∞ = 300, a value
sufficiently large to enable the modes to decay and reach negligible amplitude
at the far-field boundary. In the same spatial direction, the bilinear mapping
of Eq. (4.13) is applied with yh = 3.5. An FD-10 method is used to target high
accuracy in the wall-normal direction. Given the homogeneity of the artificially
extruded base flow in the streamwise direction, it is more than sufficient to
discretise the latter with an FD-4 method. In the following developments, the
eigenpairs resulting from the BiGlobal computation are computed with an absolute
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Figure 5.2: Normalised streamwise component |û| of the unstable TS mode for the Blasius
boundary layer case with Re = 580, α = 0.179 and β = 0. The base flow is homogeneous
in the x direction.

Table 5.1: Wall-normal convergence of the growth rateωi of the unstable TS mode for the
Blasius boundary layer case with Re = 580, α = 0.179 and β = 0. The streamwise grid is
formed of nx = 40 nodes.

ny Primitive LPPE

60 0.0079668653588242 0.0079597437012544
70 0.0079596542800415 0.0079597350570389
80 0.0079662103690574 0.0079597333924045
90 0.0079435117732367 0.0079597329959726

100 0.0079605175004127 0.0079597328822816
110 0.0079605175004127 0.0079597328512932
120 0.0079624832962253 0.0079597328293444

convergence tolerance of 10−14 and sought near the complex plane location of the
unstable TS mode.

As a matter of fact, the incompressible streamwise parallel Blasius boundary
layer features a unique, discrete unstable TS mode. Its structure is presented in
Fig. 5.2 where its homogeneity in the x direction is evident. It reaches maximum
amplitude relatively close to the wall. The present verification case relies on the
accurate computation of its dynamics as well as those of three other stable discrete
modes. At this point it is opportune to assess the numerical behaviour of the
primitive and LPPE formulations of the LHNS equations. These are compared
in Table 5.1 with respect to the wall-normal convergence of the growth rate of
the TS mode. While the primitive formulation yields four converged significant
digits as ny is increased from 60, already seven digits are converged with its LPPE
counterpart. Furthermore, the final value of the growth rate obtained via the
LPPE formulation may be considered as converged with ten digits, whereas the
convergence of the primitive formulation seems more erratic and tends to fluctuate.
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Figure 5.3: Convergence of the streamwise BiGlobal, phase velocity spectrum withny = 60
( ), 80 ( ), 100 ( ) and 120 ( ). The four modes usually compared in the literature are
indicated ( ). Blasius boundary layer case with Re = 580, α = 0.179 and β = 0.

Another illustration of the numerical convergence is the temporal spectrum in
Fig. 5.3; modes are presented in terms of the phase velocity defined as c = ω/α.

The spectrum of the parallel Blasius boundary layer is formed of two distinct
branches, namely a set of discrete modes including the sole unstable TS mode
as well as the discretised version of a continuous branch which is typical of
unbounded flows such as boundary layer flows. For the Blasius boundary layer,
the ‘exact’ continuous branch is a vertical line extending in the stable region
and located at cr = 1 (Schmid & Henningson, 2001) whereas the wall-normal
resolution affects how much its numerical counterpart deviates from such a line.
For incompressible flows, the modes that belong to the continuous branch are
of viscous nature. Jordinson (1971) seems to be the first to have numerically
uncovered the existence of the continuous branch of the Blasius boundary layer
solving the Orr-Sommerfeld equation, besides the discrete modes revealed by Mack
(1976). Later, Grosch and Salwen (1978) formally demonstrated the existence of the
continuous spectrum for the Orr-Sommerfeld equation with any unbounded shear
flow and for both temporal and spatial stability problems. The continuous modes
are actually required to form a complete set together with the discrete modes in
order to describe arbitrary perturbations (Salwen & Grosch, 1981), an aspect that
has been briefly discussed in Section 3.2.2. Other discrete modes present in Fig. 5.3
are spurious and arise from the BiGlobal discretisation treating the x direction in
physical space.
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Table 5.2: Numerical values of the phase velocity c = ω/β for the four eigenmodes of the
Blasius boundary layer case with Re = 580, α = 0.179 and β = 0. Current BiGlobal results
are obtained with a resolution of (nx,ny) = (40, 60).

Reference Eqns. Method cr ci cr ci

Mack (1976) Incp. OS 0.3641–– 0.0080––– 0.2897–– −0.2769––

Malik (1990) Comp. LST 0.3641–– 0.0079––– 0.2897–– −0.2768––

Pinna (2012) Incp. LST 0.364113 0.007952– 0.289712 −0.276858
Pinna (2012) Comp. LST 0.364123 0.007960– 0.289714 −0.276866
Current Incp. LST 0.364123 0.007960– 0.289714 −0.276699
Niessen (2017) Comp. BiG 0.364129 0.0079597 — —
Current Incp. BiG 0.364115 0.0079597 0.289710 −0.276862

Mack (1976) Incp. OS 0.4839–– −0.1921–– 0.5572–– −0.3653––

Malik (1990) Comp. LST 0.4839–– −0.1921–– 0.5571–– −0.3655––

Pinna (2012) Incp. LST 0.483876 −0.192098 0.557921 −0.368070
Pinna (2012) Comp. LST 0.483929 −0.192068 0.557197 −0.365342
Current Incp. LST 0.483929 −0.192068 0.557197 −0.365342
Current Incp. BiG 0.483922 −0.192066 0.557191 −0.365336

The discrete modes found in Fig. 5.3 seem converged even for the smallest value of
ny = 60. Although the base flow is homogeneous in the streamwise direction, the
perturbations q̂ have a non-zero wavenumber and information is carried in this
direction via ū, necessitating more than a few grid nodes to reach convergence.
It has been found that nx = 40 streamwise points is an adequate choice to
ensure an appropriate mesh convergence. The phase velocity values for the
TS mode and three other stable modes of interest highlighted in Fig. 5.3 are
gathered in Table 5.2. These are compared against the references described at the
beginning of this section. Current results have been obtained with incompressible
LHNS equations; to deal with the current incompressible case, the authors using
tools based on compressible flow equations prescribed in general a value of
Ma = 10−6, a Prandtl number Pr = 0.7 as well as a free-stream temperature
T∞ = 300 K to reach the incompressible limit. The four modes obtained with the
LST approach implemented in the current tool are also included, and match the
streamwise BiGlobal values. Remarkably, when using an FD-10 discretisation, only
60 wall-normal nodes are sufficient to obtain excellent agreement with external
contributions with at least four or five significant digits of accuracy. In particular
the real part and imaginary part of the complex phase velocity of the TS mode
computed with spanwise BiGlobal by Niessen (2017) correlate well. This excellent
agreement is further confirmed by the wall-normal evolution of the TS mode
extracted at the middle of the BiGlobal computational domain, x = π/α. Figure 5.4
represents the eigenfunction amplitude for the different flow variables normalised
with the maximum value reached by û. Since β = 0 and there is no spanwise
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Figure 5.4: Normalised wall-normal profiles of the TS mode eigenfunction extracted
at x = π/α: |p̂| ( ), |û| ( ) and |v̂| ( ). Comparison with Niessen (2017) ( ). Blasius
boundary layer case, Re = 580, α = 0.179 and β = 0.

base flow component, the z-momentum equation is decoupled from the other
governing equations resulting in eigenmodes with ŵ being identically zero. A
perfect agreement is reached with the TS eigenfunction computed by Niessen
(2017) with a spanwise BiGlobal analysis.

In light of these quantitative results, the current code can be considered veri-
fied. However, the parallel Blasius boundary layer features v̄ = w̄ = 0, which
prevents one from fully ascertaining the accuracy of the BiGlobal solver since
numerous terms of the LHNS equations vanish. For this reason, a boundary layer
configuration with three non-zero mean velocity components is also investigated.

5.1.2 Swept attachment-line boundary layer

The second verification case considered is that of the temporal instability of a
plane stagnation-point flow. It occurs when a uniform flow impinges with normal
incidence on a flat plate. Also known as Hiemenz flow, it is an appropriate model
to characterise incompressible flow in the vicinity of the leading edge of aerofoils
when the boundary layer thickness is negligible compared to the radius of curvature
of the surface (Rosenhead, 1963). A swept attachment-line flow results when a
homogeneous free-stream spanwise velocity componentW∞ is introduced. The
sweep angle then satisfies tan(Λ) =W∞/U∞.

As depicted in Fig. 5.5, the flow is dependent on the chordwise coordinate x and
the wall-normal coordinate y defined in a Cartesian system. The attachment line
extends homogeneously in the spanwise direction z following an infinite swept
assumption. A remarkable feature of the Hiemenz flow is the fact that it is an exact
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Figure 5.5: Attachment-line region of the swept Hiemenz flow. Streamlines in the
chordwise direction as well as the spanwise velocity are depicted.

solution not only to the boundary-layer approximation equations, but also to the
full Navier-Stokes equations. Furthermore, analogously to the Blasius boundary
layer, the Hiemenz flow is a similarity solution2 and can be solved conveniently as
a system of ODEs to compute the solution with very high accuracy.

The free-stream velocity componentsU∞ andW∞ are independent, while the other
parameters of the flow are

∆ =

√︃
νL

U∞ , Re =
W∞∆
ν

(5.2)

where ∆ is a boundary-layer length scale and L an additional streamwise length
scale. The velocity components are all functions of the wall-normal coordinate,
while only the streamwise velocity is assumed to also increase linearly in the
streamwise direction such that

ū(x,y) = ū

W∞ =
−xf ′(y)

Re , v̄(y) =
v̄

W∞ =
f(y)

Re , w̄(y) =
w̄

W∞ = g(y) (5.3)

where f and g are solutions to the following system of ODEs,

f ′′′ + (f ′)2 − ff ′′ − 1 = 0 (5.4a)

g ′′ − fg ′ = 0. (5.4b)

These are supplemented by the boundary conditions f ′(0) = 0, f(0) = 0, f ′(∞) =

−1, g(0) = 0 and g(∞) = 1.

2 The Hiemenz ODE is a particular case of the FSC boundary layer introduced in Section 4.1.3 with
βH = 1, whereas the Blasius ODE is retrieved when βH = 0.
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Figure 5.6: Contours of the wall-normal velocity component v̄ with several streamlines for
the swept, orthogonal Hiemenz flow at Re = 800.

Obtaining the base flow requires solution of the system of equations in Eq. (5.4). To
this end, and as in Section 5.1.1, an 8th-order Runge-Kutta method is used together
with a shooting method which adjusts the initial guess in order to yield the correct
boundary conditions at the free-stream location.

Solutions of f and g are first computed with the Runge-Kutta scheme from the
wall location y = 0 up to y = 9.2 where they have reached their asymptotic
behaviour. They are then extended analytically up to the truncated free-stream
location y∞ = 200. Considering eight significant digits, the values at the wall
f ′′(0) = −1.23258765 and g ′(0) = 0.57046525 exactly match the values reported by
Lin and Malik (1996), thus providing a highly accurate basic flow for the stability
analysis and verification of the code. The streamlines in Figure 5.6 highlight the
stagnation point and how the impinging flow is divided into two symmetric parts.

BiGlobal results for the incompressible Hiemenz flow were first reported by Lin
and Malik (1996) for the parameters Re = 800 and β = 0.255. This current
verification case is based on these parameters while results from Theofilis et al.
(2003), Robitaillié-Montané (2005) and Paredes et al. (2013) are also included. It
consists in the retrieving of a family of four unstable modes, two having a symmetric
structure (GH, S2) as well as two having an antisymmetric structure (A1 and A2)
first highlighted by Lin and Malik (1996). The most unstable symmetric mode
was first uncovered by Hall et al. (1984) using the so-called Görtler-Hämmerlin
methodology. In that approach, the perturbation ansatz follows that of the basic
flow in Eq. (5.3), namely a wall-normal dependence of the disturbance with only
the streamwise perturbation depending linearly on the streamwise coordinate. For
this reason and in accordance with the literature, the most unstable symmetric
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Table 5.3: Mesh convergence of the GH mode for the swept, orthogonal Hiemenz flow
with Re = 800 and β = 0.255

nx × ny cr ci

Primitive LPPE Primitive LPPE

502 0.35840979 0.35840965 0.58533385 0.58528028
702 0.35840855 0.35840976 0.58516542 0.58532533
902 0.35834009 0.35840978 0.59367580 0.58532884

1102 0.35840977 0.35840979 0.58533377 0.58532932

mode S1 is denoted as GH, although Lin and Malik (1996) termed the mode as
‘HMP’ as a reference to Hall et al. (1984).

For the current BiGlobal computations, an FD-8 method is used in both spatial
directions. The domain extent is such that x ∈ [−200, 200] and y ∈ [0, 150]. In the
wall-normal direction, the bilinear mapping of Eq. (4.13) is used with yh = 2.5.
Except for that parameter, the domain and discretisation settings match those of
Paredes et al. (2013), whereas results from Theofilis et al. (2003) and Robitaillié-
Montané (2005) were computed on shorter domains. Linear extrapolation from
the interior of the domain is employed at the inflow and outflow boundaries to
close the BiGlobal problem along the streamwise direction. The GEVP is solved
by requesting 50 converged eigenvalues in the vicinity of the GH mode and a
Krylov subspace of dimension 200 is used. Finally, the relative tolerance for the
convergence of the Krylov-Schur method is set to 10−13.

The impact of grid resolution on the numerical GH eigenvalue is summarised
in Table 5.3 under the form of the complex phase velocity c = ω/β. Primitive
and LPPE formulations are also compared. Similarly to the verification case of
Section 5.1.1, the convergence behaviour of the LPPE formulation seems more
consistent than its primitive counterpart. Although both formulations yield the
same eigenvalue with four significant digits for the finest resolution, a significant
departure from the ultimately converged value is observed for nx × ny = 902 with
the BiGlobal equations formulated in primitive form, a larger fluctuation relative to
what has been observed for the parallel Blasius boundary layer case. With 502 grid
nodes, cr and ci are converged with respectively six and almost four significant
digits when using the LPPE formulation.

Figure 5.7 shows the structure of the spectrum obtained via BiGlobal analysis with
nx × ny = 1102 and features the physically relevant discrete modes as well as
continuous branches of modes. The predominant family of unstable eigenvalues is a
series of modes that alternate between symmetric and antisymmetric eigenfunctions
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Figure 5.7: Eigenvalue spectrum of the swept, orthogonal Hiemenz flow after BiGlobal
analysis with Re = 800 and β = 0.255 in terms of the phase velocity c = ω/β. The four
relevant modes GH, S2, A1 and A2 are indicated. Comparison between the primitive ( )
and LPPE ( ) formulations.

as the growth rate decreases, such that ci(GH) > ci(A1) > ci(S2) > ci(A2) > 0. The
relative closeness of these eigenvalues is an excellent test for the eigenvalue solver
as its convergence and separation of clustered eigenvalues may be constrained.
How the BiGlobal equations are formulated clearly alters the continuous spectrum
distribution, however no visible differences are observed for the four discrete
modes except for A2. Since the latter mode is close in magnitude to continuous
modes, its computation might be affected.

Considering other references that all based their BiGlobal computations on incom-
pressible equations, there is generally an excellent agreement with the current
results as compacted in Table 5.4. For the GH, A1 and S1 modes the values of
cr and ci coincide with at least five significant digits. Values are more scattered
across references with respect to the S2 mode, indicating a greater sensitivity to
numerical parameters. Regardless, the current value is in good agreement. It
shall be highlighted once again that the code performs interpolation of the base
flow to the BiGlobal grid which is a source of numerical bias; adjusting the order
of B-spline interpolants was found to change ci beyond seven significant digits.
The verification of the code is further established by lingering on the evolution
of ci with β. Figure 5.8 indicates that the GH, A1, S2 and A2 modes coexist
for a limited range of spanwise wavenumbers and in that case always satisfy
ci(GH) > ci(A1) > ci(S2) > ci(A2) > 0. Current BiGlobal results lay between the
values of Lin and Malik (1996) and those of Theofilis et al. (2003). This further
demonstrates the correctness of the developed tool.
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Table 5.4: Numerical values of the phase velocity c = ω/β for the four eigenmodes of the
swept, orthogonal Hiemenz flow with Re = 800 and β = 0.255

cr(GH) ci(GH)× 102 cr(A1) ci(A1)× 102

Lin et al. 0.35840982 0.58532472 0.35791970 0.40988667
Theofilis et al. 0.35840980 0.585327–– 0.35791953 0.409872––

Robitaillié-Montané 0.35840961 0.58512010 0.35791964 0.40968751
Paredes et al. 0.35840991 0.58532658 0.35791980 0.40988576
Current 0.35840979 0.58532932 0.35791967 0.40989096

cr(S2) ci(S2)× 102 cr(A2) ci(A2)× 102

Lin et al. 0.35743540 0.23430008 0.35695687 0.05857129
Theofilis et al. 0.35743981 0.234523–– 0.35694358 0.058446––

Robitaillié-Montané 0.35743483 0.23410857 0.35696896 0.06604485
Current 0.35743546 0.23430556 0.35696028 0.05757787
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Figure 5.8: Variation of ci with β for the four modes of the swept, orthogonal Hiemenz
flow with Re = 800 and β = 0.255: GH ( ), A1 ( ), S2 ( ) and A2 ( ). Comparison with
Lin and Malik (1996) ( ) and Theofilis et al. (2003) ( ).
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After demonstrating that the numerical BiGlobal machinery is correct, the approach
may now be applied on more complex boundary layer configurations to investigate
temporal instability. The first analysis pertains to a 2D boundary layer subject to
smooth indentations defined by a cosine profile with increasing height.

5.2 Flat plate with smooth indentations

In the work of Xu et al. (2017b) where they computed incompressible boundary
layer flows convecting over localised 3D surface indentations, LSBs arose in the
confined area of the indentation. The presence of LSBs was found to lead to rapid TS
destabilisation and thus to trip the laminar flow to turbulence downstream, even at
low Reynolds numbers. The authors studied how a pre-existing 2D TS disturbance
is transformed into a 3D form as it convects through the 3D separation bubble.
The LSBs were found to have a significant impact on the advected disturbances, in
that the TS destabilisation was linked to the inflectional instability of the separated
shear layer. As an extension of the work of Xu et al. (2017b), the current objective is
to investigate the existence of unstable, global temporal eigenmodes related to the
2D LSBs with BiGlobal analysis. Different indentation depths, and thus the impact
of different separation bubble intensities, are examined to assess the potential
existence of global modes. The other issue examined with forced receptivity
analysis is the effect of naturally distributed 2D surface forcing on pre-existing TS
disturbances as they convect through the LSBs.

5.2.1 Base flow computation

The 3D base flows were computed by Xu et al. (2017b) by means of DNS using a
spectral/hp element discretisation within the Nektar++ package (Cantwell et al.,
2015), which supports h-refinement and p-refinement respectively pertaining
to grid size and polynomial order. The full non-linear Navier-Stokes equations
were solved with a stiffly stable splitting scheme which decouples the velocity
and pressure fields. Time integration was achieved by a second-order accurate
implicit-explicit scheme. The authors applied the spectral element method with a
hybrid mesh formed of quadrilaterals and triangles, with 5,425 elements in the
streamwise/wall-normal plane and a 5th-degree polynomial expansion imposed
within each element. A Fourier expansion with 180 modes was performed in
the spanwise direction. The localised surface deformation was defined in the

151



CHAPTER 5 - LINEAR STABILITY OF BOUNDARY LAYERS WITH SURFACE FEATURES

Figure 5.9: Contours of non-dimensional vorticity |∇× ū| of the base flows with smooth
indentations. Left, h = 0.81 mm; centre, h = 1.62 mm; right, h = 2.17 mm. The white
dashed line indicates the reversed streamwise velocity region.

streamwise direction, as

y(r) =

⎧⎪⎨⎪⎩−
h

2

(︃
cos
(︃

2πr
λ

)︃
+ 1
)︃

if r ⩽ λ/2

0 if r > λ/2
(5.5)

in which the radial coordinate r =
√︁

(x− xc)2 measures the distance to the
indentation centre position xc. Xu et al. (2017b) undertook a convergence study by
p-type refinement to ensure mesh independence. They also reached convergence in
terms of spanwise Fourier modes, and obtained steady solutions by time-marching
the equations until an appropriate steady-state convergence criterion was met.
Across the whole computational domain, the ℓ2-norm relative error of the computed
velocity fields was less than 10−6.

Figure 5.9 depicts the 2D base flows for three different indentation depths, extracted
along the streamwise symmetric plane of the 3D indentations. The flows can be
considered as incompressible since the Mach number satisfies Ma = 0.05≪ 0.3.
Moreover, the free-stream unit Reynolds number is Re∞ = 1.2× 106 with a
reference free-stream velocity U∞ = 18 m s−1. The indentation width is λ =

81 mm. Base flows for different indentation depths were computed, namely
h = 0.81 mm, 1.62 mm and 2.17 mm. The intensity of the LSB appears to grow
with increasing depth and increasing peak reversed-flow velocity, the latter
expressed as percentages. The cases respectively correspond to λ/h = 100 (0%),
λ/h = 50 (3%) and λ/h = 37.3 (9%). For further details, the reader is referred to
Xu et al. (2017b).
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5.2.2 Destabilisation of Tollmien-Schlichting waves

For the stability computations, a total of nx = 1,500 grid points are used in the
streamwise direction and ny = 100 in the wall-normal direction. The chosen
length scale is the corresponding zero pressure gradient Blasius boundary layer
thickness at xc, L = δh = 0.735 mm. The computational domain extends from
Reδ = 600 to 1,149 in the streamwise direction, that is over a distance of roughly
10λ. Furthermore, the far-field boundary is set sufficiently far away from the wall
as y∞ = 150δh in an attempt to reduce any influence of the domain truncation on
the solution in the interior of the domain. An FD-6 discretisation is employed
in the streamwise direction while high accuracy is targeted in the wall-normal
direction with an FD-12 method. The streamwise grid is clustered around the
centre point of the indentation using the interior contraction mapping of Eqs. (4.10)
and (4.11) with γ = 0.4.
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Figure 5.10: Wall-forcing shape ĥ enforced to generate a TS wave upstream of the
indentation area

In the first instance, the destabilisation of TS waves generated by a small-scale, time-
periodic surface element placed ahead of the surface indentation is investigated.
The surface actuation generates a purely 2D perturbation field, that is for β = 0. A
Gaussian profile defines the streamwise surface deformation shape of the forcing
as shown in Fig. 5.10. Its maximum is located 450 mm after the nominal leading
edge, or roughly 1.97λ before the streamwise station marking the beginning of the
indentation. Its maximum deformation off the base surface is 0.25 mm which is
negligible relative to the indentation depth h. The full width at half-maximum is
4.5 mm which corresponds to λ/18. Naturally, within the scope of the linearised
framework, the deformation maximum height prescribed in the analysis is in fact
irrelevant since any amplitude result can be simply scaled to fit.

The prescribed frequency of the TS wave is f = 172 Hz and corresponds to a
reduced frequency of F = 50 defined in Eq. (4.20). Fig. 5.11 depicts the evolution
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Figure 5.11: Amplitude evolution of the TS wave for the three indentation cases. LHNS
results: h = 0.81 mm ( ), h = 1.62 mm ( ) and h = 2.17 mm ( ). Corresponding dashed
lines are from PSE-3D theory. The wall-roughness forcing location ( ) is upstream of the
indentation region ( ).

of the amplitude of û across the streamwise direction for the three different
indentation depths. Results from the present LHNS-based approach are compared
with PSE-3D results. It is obvious that the indentation region acts as a destabiliser
of the TS wave. Unlike the forced LHNS approach where initial amplitude
information is computed as part of the solution process, the PSE theory only yields
the streamwise evolution of the perturbation without quantitative information
about the imposed initial disturbance level. In linear PSE simulations, a local,
normalised eigenfunction of the same frequency f is imposed at the inflow and the
state of amplification is monitored relative to this initial disturbance magnitude.
An excellent match is noted between the two approaches when h = 0.81 mm.
The discrepancies growing with increasing depth may be due to a number of
reasons. The underlying hypothesis of the PSE-3D is that of a slowly varying
streamwise base flow, whereas the LHNS formulation makes no such assumption.
Some higher-order derivatives are neglected in the PSE-3D equations whereas
they might be significant in the indentation region, given the base flow gradient
magnitude. However, it should also be noted that the PSE-3D performs streamwise
marching of spanwise planes, taking into account the three-dimensionality of the
base flow whereas the current LHNS-based simulations are purely 2D and thus
computed with a different base flow.

For the h = 2.17 mm setting, the LHNS approach predicts very large amplitudes
in the wake of the indentation which, in all practical sense, should then undergo a
strongly non-linear mechanism given the significant magnitude of the disturbance.
Nonetheless, of particular interest is the behaviour predicted upstream of the
indentation region. In Fig. 5.11, the surface-based Gaussian actuation is located
at (x − xc)/λ ≈ −2.47 for all three indentations. The h = 0.81 mm and 1.62 mm
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results are as expected in that the TS amplitudes decay significantly upstream
of the actuation location, grow linearly downstream and then undergo further
destabilisation as the waves convect over the indentation, and then in the wake
region. However, the behaviour predicted for the h = 2.17 mm indentation is
radically different. Although the location, shape and magnitude of actuation
remain unchanged compared to the shallower indentations, it is presumed that
the low-magnitude forcing appears to be completely ‘swamped’ by a very strong
upstream effect arising from the indentation field. It is likely that the TS wave
experiences a scattering effect with the generation of acoustic or pressure waves
travelling upstream, as described by Wu and Hogg (2006). This feature would be
entirely modelled by the LHNS model, whereas the asymptotic approach based
on the triple-deck theory is by nature approximate.

Next, a parametric sweep for a range of actuation frequencies f to determine
the most destabilising TS disturbances is undertaken. The frequency f is swept
between 77 Hz and 229 Hz with a constant step of ∆f = 19 Hz. This corresponds
to a non-dimensional angular frequency ω ranging between 0.02 and 0.06. The
maximum amplitude of the TS wave across the wall-normal direction is monitored.
Figures 5.12 and 5.13 present the evolution of the maximum amplitude for the
frequency range aforementioned, respectively for h = 0.81 mm and 1.62 mm. For
all frequencies, a sudden amplitude increase can be observed at about one-third
of the way across the indentation region. Further downstream, amplification
continues except for frequencies above 200 Hz, approximately. For these higher
frequencies the maximum amplitude decays in the wake of the indentation. The
effectiveness of the PMLs causing a significant reduction of the TS wave amplitudes
in the outflow region is clearly evident. These cases are relatively benign compared
to the h = 2.17 mm case displayed in Figure 5.14. In a more accentuated manner
than the two smaller depths, the streamwise location of the sharp rise in TS wave
amplitude in the indentation moves downstream as the wave frequency increases.
Moreover, in all the frequency values examined, the wave amplitudes continue
growing substantially downstream of the indentation, until where the artificially
imposed PML domain becomes active. As alluded to earlier, strong upstream
propagating waves may arise in all cases. Only the presence of the PML at the
inflow boundary acts to diminish wave amplitudes. Although the domain extends
approximately 5λ beyond the indentation, potential decay may occur further
downstream. Of significant note is that TS disturbance amplitudes increase by a
factor of 106 relative to amplitude levels at the indentation centre.
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Figure 5.12: Evolution of the amplitude across the streamwise domain for the h = 0.81 mm
indentation case. The arrow shows the direction in which frequency is increased.

Figure 5.13: Evolution of the amplitude across the streamwise domain for the h = 1.62 mm
indentation case. The arrow shows the direction in which frequency is increased.

Figure 5.14: Evolution of the amplitude across the streamwise domain for the h = 2.17 mm
indentation case. The arrow shows the direction in which frequency is increased.
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5.2.3 Streamwise temporal BiGlobal analysis

In this BiGlobal analysis, there is no pre-existing TS wave ahead of the indentation.
Instead, the existence of self-sustained global modes is investigated. A total of
600 eigenvalues are sought in the vicinity of the origin with a Krylov subspace of
dimension 1,200. The relative tolerance for eigenvalue convergence is set to 10−10.
Different boundary treatments at the inflow and outflow are compared, including
the PML introduced in Section 3.3.3 and the radiation boundary condition of
Eq. (3.73). Figure 5.15 presents the physically relevant portion of the temporal
eigenvalue spectra for the indentations of depth h = 1.62 mm and 2.17 mm with
β = 0. The non-dimensional angular frequency is ωr = δhω

∗
r /U∞ and the

amplification rateωi is scaled in the same way. The eigenmodes forming the dense,
inverse U-shaped, continuous spectrum branches located nearωi = −0.01 can be
distinguished from branches including wall modes branches, TS modes as well
as ‘boundary condition’ modes; these may be considered as physically spurious
since they have a spatial distribution localised exclusively at the outflow of the
computational domain. Unfortunately, the computation of the laminar boundary
layer base flow was limited to approximately 5λ positions downstream of the
indentation streamwise extent, thus restricting the computation of the full spatial
streamwise mode structure.
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Figure 5.15: Temporal spectra obtained with β = 0 for the h = 1.62 mm (left) and the
h = 2.17 mm (right) cases. Comparison between different sets of inflow/outflow boundary
treatment: PML/PML ( ), zero Dirichlet/Robin ( ) and Robin/Robin ( ). One of the
symbols for the mode S1 is changed to ( ) for clarity.

The focus is on the few most unstable and least stable global modes retrieved
by the analysis. All the different boundary treatments, including the PML, are
able to recover the least stable global mode denoted S1 as well as the unstable
global modes indicated by S2 and S3 in Fig. 5.15. No physically relevant temporal
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Table 5.5: Numerical values of the least stable and most unstable global modes for the
h = 1.62 mm and 2.17 mm indentation cases, β = 0

Mode h (mm) Stability ωr ωi

S1 1.62 Stable 2.06× 10−7 −9.66× 10−4

S2 2.17 Unstable −1.78× 10−9 3.37× 10−3

S3 2.17 Unstable 9.70× 10−3 2.55× 10−4

global modes arose in the shallow h = 0.81 mm indentation which does not give
rise to an LSB and does not feature reversed flow. That is the reason why the
corresponding spectrum is not included. The choice of boundary conditions affects
the distribution of the spectra but not the location of the global modes. Table 5.5
summarises their numerical values. Looking at the eigenvalue distribution, the
boundary layer corresponding to h = 2.17 mm is more temporally unstable than
in the h = 1.62 mm case. As expected, the application of the PML method yields
additional branches of non-physical eigenvalues. The almost matching branches
on the right-hand-side of Fig. 5.15 may be arising from the imposition of zero
Dirichlet inflow ( / ) and Robin-type outflow ( / ) boundary conditions.

The two unstable modes found in the case where the peak reversed-flow velocity
is 9% remain inactive in the intermediate 3% case. This is consistent with the
observations of Rodríguez and Theofilis (2010) and Rodríguez et al. (2013), who
suggested the centrifugal instability mode becomes unstable above the threshold of
7%. However, such a peak reversed-flow criterion might not be valid for all kinds
of LSBs encountered in boundary layers. Further criteria require investigation,
such as the relative position of the inflection point with respect to the recirculation
region (Avanci, Rodríguez & Alves, 2019).

Then, the manner in which the spatial distribution of these modes is affected
by allowing the existence of spanwise periodic modes is examined. The non-
dimensional spanwise wavenumber β = δhβ

∗ has been varied from 0.01 to 1. In
what follows, results are shown with a zero Dirichlet inflow and a Robin boundary
condition at the outflow. Figure 5.16 shows the contour plots of |û| for the least
stable mode S1, which is stationary and remains stable when β is increased to 1. For
a purely 2D perturbation field, the mode structure extends from a region of small
velocity in the indentation and grows in magnitude further downstream. Near the
outflow boundary, the streamwise perturbation velocity is at a maximum. Given
the aforementioned difficulty of dealing with a short base flow streamwise domain,
the spatial extent of the structure cannot be fully described. As β increases, the
mode remains stable. However, the region of maximum streamwise perturbation
velocity is gradually transferred to a region localised in the indentation area,
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Figure 5.16: Spatial distribution of streamwise perturbation velocity amplitude |û| with
increasing values of β for the least stable temporal mode S1 in the h = 1.62 mm indentation
case. Top left, β = 0; Top right, β = 0.04; Bottom left, β = 0.1; Bottom right, β = 1.

suggesting that two superimposed modes might coexist and merge at greater
spanwise wavenumbers. The values of β for which the stationary mode is the least
stable are 0.1 to 0.2 corresponding to Lz in the range 14.25 to 28.50h.

For the deepest indentation case and β = 0, the global temporal instability
corresponds to a localised feature above the indentation region and slightly shifted
downstream, as seen in the top-left part of Figure 5.17. The mode is stationary,
ωr = 0 to numerical accuracy and unstable up to β = 0.5 corresponding to
Lz ≈ 4.25h. It becomes stable as β further increases and Lz decreases. Hence,
the global instability of the boundary layer is weakened by smaller periodicity
wavelengths. The localised structure is stretched in the streamwise direction as
the wavenumber β increases.

The second relevant unstable mode S3 resembles a wave-like mode and could be
attributed to a Kelvin-Helmholtz mechanism of frequency f = 37.8 Hz. Figure 5.18
represents the corresponding streamwise and spanwise perturbation velocity
developing spatially in the wake of the indentation region for β = 0.01. The mode
becomes rapidly stable, beyond β = 0.02 and the wave-like structure is found to
degenerate with further increments in β.
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Figure 5.17: Spatial distribution of streamwise perturbation velocity amplitude |û| with
increasing values of β for the most unstable temporal mode S2 in the h = 2.17 mm
indentation case. Top left, β = 0, unstable; Top right, β = 0.05, unstable; Bottom left, β = 0.1,
unstable; Bottom right β = 1, stable.
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Figure 5.18: Spatial distribution of streamwise perturbation ûi (left) and spanwise perturb-
ation ŵi (right) for the unstable mode S3 in the h = 2.17 mm indentation case with β = 0.01
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5.2.4 Conclusions

In this investigation of how localised surface indentations impact the stability of a
developing boundary layer featuring 2D LSBs, the indentation with the greatest
depth, and hence strongest laminar separation bubble intensity distinguishes itself
from the shallower indentations. Two distinct analyses were undertaken with a 2D
steady base flow assumption together with a periodicity assumption of instabilities
in the spanwise direction.

In the temporal BiGlobal analysis, consistent with literature, it was found that
the flow is firstly temporally unstable due to a stationary mode localised near the
indentation region, and secondly due to a travelling Kelvin-Helmholtz mode. How-
ever, the former was found to become stable below spanwise periodicity lengths of
4.25hwhile the latter is stabilised when Lz remains below 100h, approximately. The
receptivity analysis that has been performed showed that a pre-existing, incoming
TS wave is amplified in the wake of the h = 0.81 mm and 1.62 mm indentations
over a limited range of frequencies. The deepest indentation features significant
levels of amplification and a potential manifestation of a pressure wave or acoustic
wave, since the LHNS framework suggests a strong upstream and downstream
propagating structure; the physical mechanism of which requires to be clarified.
This could potentially be tied in with the occurrence and prediction of the unstable
stationary mode found with the BiGlobal analysis.

5.3 Swept wing with backward- and forward-facing

steps

Steps, commonly encountered in the aeronautical field (for instance at the leading-
edge/wing box junction), are known to be capable of triggering an early transition
to turbulence as discussed in Sections 2.4.1 and 2.4.2. Previous numerical contribu-
tions in the literature have mostly focused on 2D base flows. For 2.5D swept-wing
flows, the existing studies have been rare and for the most part experimental,
except the numerical contributions of Tufts et al. (2017) and Cooke et al. (2019).
The current analysis, using BiGlobal methodology, seeks to shed light on temporal
instability mechanisms potentially arising due to a BFS or an FFS located on a 2.5D
wing profile. To the author’s best knowledge, there is no existing application of
the method on such a geometry. Its application to a curved, 2.5D swept body on
which surface steps and LSBs are present is a novelty.
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Table 5.6: Ratio of step height h to boundary layer thickness δ and to displacement
thickness δ∗ at the step location on the clean geometry. AERAST swept wing case.

Parameter δ δ∗

Step height (µm) 413 619 825 893 413 619 825 893

10% chord (%) 25 37 49 53 98 147 129 212
20% chord (%) 18 27 36 38 68 102 136 148

5.3.1 Base flow computation

Following an experimental campaign on swept-wing CF transition due to roughness
effects (Sunderland & Sawyers, 2009), a numerical investigation was undertaken by
Cooke et al. (2019) to study 2.5D step-destabilisation of travelling and stationary CF
disturbances. The geometry is the AERAST wing, featuring a section with a chord
along the line of flight c = 0.8 m and a span b = 1.2 m. In the later experiments of
Saeed et al. (2016), CF instability was promoted with a large sweep angle, Λ = 40°,
together with the placement of periodically-aligned roughness elements shaped
as circular disks. These were placed at the neutral stability point and forwards
of the location of the steps. The numerical study of Cooke et al. (2019) aimed
at replicating those experimental flow conditions. To this end, the authors set
a Reynolds number based on chord Rec = 106. The Mach number, Ma = 0.3,
corresponds to the upper limit of the incompressibility assumption regime. The
effect of BFSs and FFSs located at either 10% or 20% chord was not measured in the
experimental test campaign of Saeed et al. (2016). As such, the purely numerical
BFSs and FFSs investigations undertaken by Cooke et al. (2019) aimed at providing
guidelines for possible future experiments involving surface steps.

The authors computed base flows with BFSs, FFSs and their combination to form
surface humps on the aerofoil profile. While most literature work focused on
sharp-edged steps, the step geometry considered in the work of Cooke et al.
(2019) is slightly rounded. This introduces an additional curvature parameter and
modifies the physics of the flow in the vicinity of the step edges. The presence
of a recirculation bubble on the top of the FFS is generally reported in studies
featuring sharp FFSs, however in the current base flows no such reversed flow
region is found. The absence of the bubble on top of the FFS might well be due to
the slight rounding of the step corners and to the fact that the steps are located in
an overall favourable-pressure-gradient section of the aerofoil. On the other hand,
a tiny recirculation bubble exists near the concave corner in front of the step.

Four roughness heights were chosen: h1 = 413µm, h2 = 619µm, h3 = 825µm and
h4 = 893µm, which correspond to a certain fraction of boundary layer parameters
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Figure 5.19: Contours of non-dimensional base streamwise velocity ū for the BFS (left) and
the FFS (right) in the greatest height case h4 = 893µm. The white dashed line delimits the
region of reversed flow. For viewing purposes, the wall-normal coordinate is distorted
and not aligned with the normal to surface direction. The vertical artefact extending above
the step location is a feature of the spline interpolation used for visualisation, due to the
sharp gradients.

on the clean geometry as detailed in Table 5.6. The aforementioned absence of a
recirculation bubble just downstream of the FFS can be observed in Fig. 5.19, which
is also the case for smaller heights. The small step heights relative to the local
boundary layer thickness may be a further potential reason for the absence of the
bubble on top of the FFS. A large reversed flow region of length ≈ 2h4 is located
after the BFS location, whereas a much smaller one exists at the base of the FFS.
The base flow generation followed a hybrid approach, in that the overall, steady
flow regime for the complete aerofoil was first computed with a RANS approach
by means of the flow solver TAU (Kroll, Langer & Schwöppe, 2014). A transition
switch was set beyond 60% of the chord length, ensuring steady laminar flow in
the region of interest. Then, using far-field boundary conditions provided by the
RANS solution, Cooke et al. (2019) undertook an embedded steady DNS using
a spectral/hp element discretisation within the Nektar++ software. In this way,
they accurately captured any modifications arising in the laminar boundary layer
region on introduction of the step features. A stiffly stable splitting scheme which
decouples the velocity and pressure fields was employed, and time integration
was achieved by a second-order accurate implicit-explicit scheme. A combination
of triangular and quadrilateral elements formed the mesh with low-order and
higher-order polynomial expansions, besides a Fourier expansion in the spanwise
direction to define a 2.5D solution. Mesh independence was assessed, and steady
laminar solutions were assumed to be reached once the relative error in the ℓ2-norm
of velocity fields was less than 10−5 on the entire domain.
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5.3.2 Streamwise temporal BiGlobal analysis

In the streamwise direction, the grid formed of nx = 4,000 points is clustered near
the step location (x/c = 0.1 or x/c = 0.2) by means of the interior contraction
mapping coupled with the tangential function described in Eqs. (4.10) and (4.11),
where the parameter γ is set to 0.48. A 6th-order FD-q method is used and the
domain extends over a length of approximately 145h4, that is x/c ∈ [0.05, 0.18] for
the 10% case and x/c ∈ [0.15, 0.28] for the 20% case. In the wall-normal direction,
the bilinear mapping of Eq. (4.13) is employed; y = 1.8h4 is the coordinate
delimiting the two regions, whereas the wall-normal domain is truncated at
y∞ = 100h4, yielding a sufficiently large extent to minimise the influence of the
far-field boundary condition. A total of 150 grid points form the discretised
wall-normal domain together with an 8th-order FD-q.

In the analysis, the non-dimensional spanwise wavenumber β spans a range of
geometrically-spaced values from 0 to 10. For each value of the shift, a total of
20 eigenvalues are requested in the upper half of the (ωr,ωi) plane, that is the
temporally unstable region of the spectrum. The corresponding dimension of
the Krylov subspace is dim(Km) = 100 and the convergence of the eigenvalues
is monitored with a prescribed tolerance of 10−11 below which the absolute error
estimate on the associated eigenvalues should fall. In this numerical study, the
velocity scale is the free-stream streamwise velocityU∞ and the greatest step height
h4 = 893µm is the length scale of the problem.

A well-known feature of BiGlobal analyses conducted in the streamwise/wall-
normal plane is the sensitivity of eigenvalues to the streamwise length of the
computational domain as well as to the choice of inflow and outflow boundary
conditions. Therefore, some numerical precautions have been deployed. For
the different height and chord location cases, it has been verified that physically
relevant eigenvalues do not undergo significant value changes when the streamwise
length of the computational domain is varied, namely that the modulus of unstable
eigenvalues of interest have been modified by no more than 6%. Other numerical
parameters have been kept constant. This is evidenced, for example, in Fig. 5.20
with the two physically relevant modes of the BFS of height h4 = 893µm and
located at 10% of the chord. Furthermore, only a very slight eigenvalue magnitude
change has been observed when inflow and outflow boundary conditions have
been varied, as shown by Fig. 5.21 for the same BFS case. This is a noteworthy
feature, given the well-known issues of spectrum convergence with respect to
inflow/outflow boundary conditions discussed in several literature contributions.
In addition, mesh independence has also been confirmed.
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Figure 5.20: Eigenvalue spectra associated to the h4 = 893µm BFS located at 10% chord,
with variation of streamwise domain length: x/c ∈ [0.03, 0.28] ( ), x/c ∈ [0.04, 0.23] ( ) and
x/c ∈ [0.05, 0.18] ( ). The two physically relevant eigenvalues are indicated ( ).
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Figure 5.21: Eigenvalue spectra associated to the h4 = 893µm BFS located at 10% chord,
with variation of inflow/outflow boundary conditions: zero-Dirichlet/‘do-nothing’ ( ),
zero-Dirichlet/radiation ( ), radiation/‘do-nothing’ ( ) and radiation/linear extrapolation
( ). The two physically relevant eigenvalues are indicated ( ).

The existence of temporally unstable modes for the four height cases and the two
chordwise step locations is presented in Table 5.7. Their physical validity has
been assessed by their relative independence to numerical parameters and the
observation of associated eigenfunctions. No temporal instability is found for
the smallest step heights for both the FFS and BFS cases at the two chordwise
positions, while the highest step features unstable modes for solely the BFS. The
slightly rounded character of the step seems detrimental for the FFS; the absence
of a recirculation region just downstream of the FFS in the steady solutions may be
heavily impacting the stability characteristics. In comparison, Tufts et al. (2017)
found evidence of a reasonably large recirculating laminar bubble on the top of
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Table 5.7: Presence of temporal instabilities for the step feature, height and chord location
cases on the AERAST swept wing

h (µm) BFS 10% BFS 20% FFS 10% FFS 20%

413 No No No No
619 Yes No Yes Yes
825 Yes Yes Yes No
893 Yes Yes No No
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Figure 5.22: Growth rates ωi of the unstable eigenvalues as a function of the spanwise
wavenumber β. Cases correspond to the BFS. When applicable, the second most unstable
modes (2nd) are included.

the FFS, however their step was sharp. In the experiment of Rius Vidales et al.
(2018), the infrared thermography technique used to identify the transition front
did not enable its presence to be determined. Temporal instabilities are predicted
to arise with current computations in the two intermediate height cases for both
step configurations, although little correlation with the chordwise location of the
step can be established. The results in Table 5.7 have been related to Rehh to devise
a potential relationship. However, this has so far remained inconclusive.

Figure 5.22 compares growth rates of unstable eigenvalues found for the BFSs
on varying the spanwise wavenumber β. Most eigenvalues are found to become
stable or even leave the area of interest of the complex plane beyond β = 1. For the
greatest height, two unstable eigenvalues are found. The variation of β turns out
to not be necessarily discriminating between the different cases, as most unstable
modes are monotonically stabilised up to β = 1 except in the 0 to 0.1 region. A
general trend is how higher BFSs appear to be associated with larger growth
rates. At a glance, the 10% chord BFS yields more unstable eigenvalues than its
20% chord counterpart. Moreover, the second-most unstable eigenvalues in the
greatest height cases have a much lower growth rate than the primary instability
modes. Remarkably, the growth rate of the three unstable eigenmodes retrieved
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Figure 5.23: Growth rates ωi of the unstable eigenvalues as a function of the spanwise
wavenumber β. Cases correspond to the FFS.
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Figure 5.24: Contours of non-dimensional streamwise perturbation velocity ûi (left) and
spanwise perturbation velocity ŵi (right) for the most unstable mode in the greatest height
case h4 = 893µm of the BFS, with β = 0.5

for the FFSs seems independent of the spanwise wavenumber β as can be seen
in Fig. 5.23. This remains to be explained. Regardless, the higher step possesses
a larger growth rate just as the BFS case. For equal step heights, the 20% chord
location does not seem as temporally destabilising as the 10% chord location. A
plausible explanation may be the thicker boundary layer at 20% chord, where h/δ
is smaller than at 10% chord according to Table 5.6.

For both step types, the existing unstable eigenmodes are stationary (ωr ≈ 0)
except in a narrow band of spanwise wavenumbers comprised between 0.01 and
0.1. Two kinds of mode structure have been classified in the case of BFSs, namely
localised regions of relatively large streamwise and spanwise velocity magnitude
as well as wave-like structures extending from the step height down to the lower
BFS corner and convected further downstream as in Fig. 5.24. For the FFSs, the
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Figure 5.25: Contours of non-dimensional streamwise perturbation velocity |û| (left) and
spanwise perturbation velocity |ŵ| (right) for the most unstable mode in the second-greatest
height case h3 = 613µm of the FFS, with β = 0.1

eigenfunctions feature regions of relatively high streamwise and spanwise velocity
magnitudes located above the step, just downstream as can be seen in Fig. 5.25.

5.3.3 Conclusions

The temporal stability of a boundary layer developing on a swept wing and
undergoing destabilisation due to steps has been investigated. Preliminary results
have been provided on moderately smooth backward- and forward-facing steps
by means of streamwise BiGlobal analysis. Unstable modes have been found for
step heights exceeding the clean geometry local boundary layer displacement
thickness. Nevertheless, the highest forward-facing step has not been found
to display instability, with only the intermediate step heights yielding unstable
modes; the concept of critical step height discussed in previous works might not
be applicable in this context due to the roundness of the steps considered. Owing
to limited dataset availability, the analysis at the two step locations was insufficient
in scope to allow any conclusions to be drawn on the instability behaviour. A
more exhaustive investigation on larger datasets is required for the elucidation of
self-sustained instability mechanisms arising in swept-wing boundary layers.

168



Chapter 6

Non-Linear Growth of Boundary
Layer Instabilities

All models are wrong, but some are useful.

—George E. P. Box

This penultimate chapter focuses on the developed NLHNS method. We use available
NLPSE and experimental results for three different boundary layer configurations
to verify and validate the model. These are undertaken either in a stationary or
travelling instability setting. Afterwards, we test the potential of the method on two
application cases. First, we model the interaction of a TS wave with a stationary
cylinder located on a zero-pressure-gradient surface, reproducing the base flow and
replicating the features of the experiment of de Paula et al. (2017). The NLHNS
model is then applied on an industrially relevant configuration. We compute the
swept-wing boundary layer on the AERAST geometry directly from experimental
data, and analyse the aspects of the stationary CF induced by a cylinder placed on
the leading edge.

6.1 Verification and validation

In the first instance, the correctness of the developed NLHNS approach and its
validity as a physical model shall be assessed. To this end, this section presents

the test bed formed of three different verification cases. These have been considered
in the literature with a NLPSE methodology. The results that ensued are used
to assess the correctness and accuracy of the NLHNS framework developed in
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this thesis. The same base flows as in Section 5.1 are the basis of the current
verification and validation procedure, namely the self-similar Blasius boundary
layer and the self-similar swept attachment-line boundary layer. Therefore, details
on their numerical computation are overlooked. The NLHNS approach solves in
physical space the ‘boundary-layer’ plane, that is the streamwise and wall-normal
directions whereas the temporal and spanwise directions are numerically solved
in Fourier space. The procedure developed in Section 4.2.3 is then tested on the
case of a purely 2D temporal interaction, followed by a 3D unsteady interaction
case and finally a stationary 3D interaction case.

6.1.1 Travelling 2D interaction

The first verification and validation case is that of the non-linear evolution of a TS
wave introduced in a developing Blasius boundary layer. It was first documented
by Bertolotti (1991) and has been a customary benchmark for NLPSE solvers in the
literature. In this problem, the Reynolds number is defined in terms of the Blasius
boundary layer thickness ℓ,

Re =
Ueℓ

νe
=

√︃
Uex

νe
=
√︁

Rex. (6.1)

Results are presented for an initial RMS amplitude of Au
rms = 0.25% at the stream-

wise location corresponding to Re = 400. The non-linear evolution is monitored
for N = 5 positive temporal harmonics with a reduced frequency F = 86. This
corresponds to an angular frequency ω = 0.0344. Pure 2D disturbances are
considered, thereforeM = 0 and the spanwise wavenumber β = 0. The Blasius
length ℓ0 at the streamwise position corresponding to Re = 400 is the length scale
for this NLHNS computation.

The computational domain extends from Re = 200 to 1,100. As mentioned in
Section 3.2.3, in the NLPSE approach the different initial harmonic amplitudes
must be directly prescribed at Re = 400 to kick-start the streamwise marching
procedure. To meet the target amplitude for the current NLHNS approach, a
constant wall forcing is imposed upstream (near Re = 287) with its amplitude
tweaked to reach the correct 0.25% amplitude level at Re = 400 for the (1, 0) mode.
Throughout the algorithm iterations, the amplitude Au

rms at Re = 400 is monitored.
Once it is stabilised, the amplitude of the wall forcing is adjusted. However, to
ensure a PSE-type initialisation at that streamwise location the non-linear terms
are zeroed upstream.
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Figure 6.1: Amplitude based on û of modes (1, 0) ( ) and (2, 0) ( ) for the travelling 2D,
F = 86 Blasius boundary layer case. Comparison with results from Zanus, Miró Miró and
Pinna (2018) ( ), Hein (2005) ( ) and Bertolotti (1991) ( ).

Mesh convergence has been ensured with the choice of nx = 3,500, ny = 100,
qx = 4 and qy = 8. Absorbing inflow and outflow layers are activated; the outflow
layer starts at Re = 1,080 while a radiation boundary condition is imposed at
the end of the computational domain. In the wall-normal direction, the domain
extends up to y∞ = 200 with yh = 4.5 in use for the bilinear mapping. The
streamwise grid is clustered near the wall forcing location, which is defined as a
pulsating step function seen by the (1, 0) mode.

The convergence tolerance described by Eq. (4.34) is 10−6. Figure 6.1 shows the evol-
ution of the initially forced fundamental mode (1, 0) as well as its higher harmonic
counterpart (2, 0) generated by non-linearity. They both undergo destabilisation
before decaying further downstream. To meet the specified tolerance, a total of 46
global iterations were required to obtain convergence with the 0.25% amplitude
level. Such a long convergence process is explained by the strong instability regime
when the target amplitude is slightly increased. In his analysis, Bertolotti (1991)
described that for an initial amplitude of 0.30%, the (1, 0) disturbance monotonic-
ally grows and reaches a level of 4% near Re = 925. Present results are compared
with NLPSE computations of Bertolotti (1991), with results from Zanus, Miró Miró
and Pinna (2018) using the VESTA code developed at VKI and with the NOLOT
code (Hein, 2005) developed at DLR. There is overall an excellent agreement with
the different NLPSE references in Fig. 6.1. A minor discrepancy is the location
and value of peak amplitude. Bertolotti reports a maximum amplitude of 2.44%
at Re = 877, while the (1, 0) disturbance seems to reach 2.55% at Re = 883 for the
current NLHNS approach and NOLOT. It was found that the peak characteristics
are sensitive to streamwise grid convergence.
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Figure 6.2: Amplitude based on û of all temporal modes. Travelling 2D, F = 86 Blasius
boundary layer case. Comparison with results from Zanus, Miró Miró and Pinna (2018)
( ), Hein (2005) ( ) and Bertolotti (1991) ( ).

On a broader level, a near-perfect agreement is found for all the harmonics as
suggested by Fig. 6.2 on a portion of the domain comprised between Re = 600 and
1,000. The mode decay in the absorbing layer region near the outflow of the domain
is efficient for all modes, including the MFD. The wobbly behaviour of NLHNS
modes before Re = 600, except (1, 0) which is forced upstream, is explained by the
PSE-type initialisation mentioned earlier. Naturally, a certain streamwise domain
extent acts as a transient region for the higher harmonics to set in.

The performance of the NLHNS code is also assessed by comparing streamwise
velocity profiles at the location Re = 796. Figure 6.3 shows the wall-normal
evolution of the amplitude for the MFD mode and the three higher harmonic
modes. Profiles are superimposed with VESTA results and NLPSE results of
Airiau (1994). Once again, the two different approaches are in excellent agreement
as can be seen from the profiles of the non-stationary modes. For the MFD mode,
there is a fine match with the result from Airiau (1994) and a discrepancy on
the second peak with the VESTA result. This could be expected as there are
various approximations intrinsic to the PSE-based MFD model. The disparity
lies in the retention of PDE terms in the NLHNS model governing the MFD. The
streamwise pressure gradient term is kept and the momentum equation projected
in the wall-normal direction is also retained in its entirety. In contrast, the PSE
model assumes ∂xp̂ = ∂yp̂ = 0.
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Figure 6.3: Wall-normal profiles ( ) of û located at Re = 796 for the MFD mode, the
fundamental mode as well as two higher harmonics. Travelling 2D, F = 86 Blasius
boundary layer case. Comparison with results from Zanus, Miró Miró and Pinna (2018)
( ) and Airiau (1994) ( ). The MFD mode is displayed in terms of peak-to-peak amplitude.

6.1.2 Travelling 3D interaction

The previous Blasius boundary layer case solely involves temporal resonance
and does not allow to verify the correctness of the whole NLHNS machinery
implemented, especially with respect to the 2D DFTs. Therefore, the verification
of the NLHNS solver is now undertaken on a case with both temporal and oblique,
or travelling 3D resonance. Kachanov and Levchenko (1984) experimentally
investigated the resonant interaction of a plane TS wave with a pair of oblique
waves. The objective is to reproduce numerically and with high fidelity their
experimental data as well as to compare NLHNS results with NLPSE results
obtained by other authors. This would demonstrate a capability for the NLHNS
solver to accurately model any kind of wave triad interactions occurring within an
incompressible boundary layer.

The base flow is also a developing Blasius boundary layer. A (2, 0) disturbance
characterised by 2F = 124 as well as a pair of oblique waves (1,±1) with β = 0.14
are introduced at Re = 420. The corresponding reduced spanwise wavenumber
is b = β/Re = 3.333× 10−4. Besides, the free-stream velocity is U∞ = 9.18 m s−1,
matching the value of Kachanov and Levchenko (1984). The discretisation settings
are those of the previous test case, except yh = 3.5 and the pulsating step roughness

173



CHAPTER 6 - NON-LINEAR GROWTH OF BOUNDARY LAYER INSTABILITIES

Figure 6.4: Amplitudes based on û ( ) and measured at y/ℓ = 1.3 for the travelling 3D,
F = 62 and β = 0.14 Blasius boundary layer case. Comparison with experimental data of
Kachanov and Levchenko (1984) ( ) as well as NLPSE results from Bertolotti (1991) ( ),
Hein (2005) ( ) and Zanus and Pinna (2018) ( ).

seen by the (2, 0) and (1,±1) modes that is imposed near Re = 314. The Fourier
series describing the perturbation is now truncated atM = 6 andN = 3, matching
the parameters of authors referencing the present case, except for Hein (2005)
who truncated the Fourier series atM = 7 and N = 5. Finally, the computational
domain extends from 200 to 700 and features absorbing layers at the outflow,
starting at Re = 670. In an analogous fashion to the 2D temporal resonance,
the (2, 0) and (1,±1) modes are forced well upstream to reach respective RMS
amplitudes of 4.6× 10−3 and 3.7× 10−5 at the location Re = 420, before which
non-linear interactions are deactivated.

Figure 6.4 represents the amplitude evolution for six modes across the domain. For
this test case, amplitudes are not defined in terms of the wall-normal maximum but
rather measured at a fixed wall-normal location y/ℓ = 1.3. The NLHNS and NLPSE
approaches yield identical results for the initialised modes (2, 0) and (1,±1) across
the whole domain, and also for the other modes further downstream after the
transient region. The NLPSE results from Zanus and Pinna (2018), Hein (2005) and
Bertolotti (1991) gradually differ past Re ≈ 640 where a strongly non-linear regime
is established and the NLPSE approach starts to diverge. For the NLHNS approach,
the absorbing layers have been positioned as far downstream as possible before the
computation becomes unstable. Once again, the effectiveness of the PML is clearly
evident as it seamlessly decreases mode amplitude by several orders of magnitude
at Re = 700. Figure 6.4 represents the case with the farthest absorbing layer
interface location, Re = 670, that yielded numerical convergence. Downstream of
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Figure 6.5: Normalised wall-normal profiles of û ( ), peak-to-peak amplitude extracted
at Re = 608 for the MFD mode and the (0, 2) mode. Travelling 3D, F = 62 and β = 0.14
Blasius boundary layer case. Comparison with NLPSE results from Bertolotti (1991) ( ).

that location, the computation tends to diverge as opposed to results obtained with
absorbing layers shifted more upstream. The near-unstable behaviour within the
PML is evident as the amplitude of the (2, 0), (4, 0), (5, 1) and (6, 0) harmonics is
wobbly compared to the monotonously decreasing (1, 1) and (3, 1) modes. The PSE
also diverges in the same region, where the disturbance field is most likely highly
non-linear and the boundary layer close to breakdown. These observations tend
to slightly curb the hopes for computing mode interaction far in the non-linear
regime once the general disturbance level exceeds a certain threshold. It shall be
stressed once more that the NLHNS equations and all harmonic modes are treated
in a fully elliptic way and solved in a ‘global’ manner. At the point of potential
breakdown, there could be a sudden thickening of the boundary layer or stronger
pressure gradients that could be captured by the NLHNS model.

Regardless of those aspects, the NLHNS approach accurately reproduces the
evolution of the (2, 0) and (1, 1) modes in the experiment of Kachanov and
Levchenko (1984). Only the (6, 0) mode is underestimated by the NLHNS and
NLPSE approaches across the domain. Better agreement is obtained for the (4, 0),
(3, 1) and (5, 1) modes. The disagreement between the numerical computations
and the experiment for the (6, 0) mode may be due to a number of issues. The
mode amplitude is relatively low, adding uncertainty in the accurate quantification
of the inflow state and in the ability to experimentally measure it with sufficient
accuracy.

Further insight into the NLHNS accuracy may be gained by monitoring the
wall-normal profiles of the mode amplitude where non-linear interactions gain
a significant level. Figures 6.5 and 6.6 show the wall-normal evolution of Au

rms

at Re = 608 for relevant modes. Similar to the purely 2D temporal interaction
case investigated earlier, a discrepancy on one of the peak values of the MFD is
observed. This could be attributed to the streamwise resolution of the NLPSE

175



CHAPTER 6 - NON-LINEAR GROWTH OF BOUNDARY LAYER INSTABILITIES

Figure 6.6: Normalised wall-normal profiles ( ) of û, zero-to-peak amplitude extracted at
Re = 608. Travelling 3D, F = 62 and β = 0.14 Blasius boundary layer case. Comparison
with NLPSE results from Bertolotti (1991) ( ), Airiau (1994) ( ) and experimental data of
Kachanov and Levchenko (1984) ( ).
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computation and to the different MFD model in the PSE formulation for the
stationary mode. While all the viscous diffusion terms, the streamwise and wall-
normal pressure gradient terms are retained for the MFD description in the current
NLHNS, numerical convergence is achieved in the PSE when ∂xp̂ is zeroed. On
the other hand, an excellent agreement is found with the NLPSE profiles for all the
other modes. The (1, 1) and (2, 0) modes correlate well with the experimental data
whereas a larger discrepancy exists for the (3, 1) and (5, 1) modes further away
from the wall. The profiles in Fig. 6.6 are normalised. However, the magnitude of
the latter modes is in practice smaller than that of (1, 1) and (2, 0) and the difficulty
to experimentally measure the higher harmonics could be invoked to explain the
disparity.

6.1.3 Stationary 3D interaction

After assessing the computational tool in the presence of temporal resonance, the
final verification case aims at assessing the NLHNS approach in a pure spanwise
resonance setting, or ‘stationary CF’ setting. Naturally, the swept Hiemenz flow
discussed in Section 5.1.2 is an appropriate model problem for mimicking the
attachment-line region of a swept wing.

Comparisons are undertaken on the oblique breakdown case in the swept Hiemenz
flow investigated by Malik, Li and Chang (1994) and later revisited by Janke and
Balakumar (1999), both with NLPSE. The swept Hiemenz flow is characterised
by the free-stream streamwise velocity increasing linearly with the streamwise
coordinate,

U∞(x) = kx (6.2)

allowing to define the global length scale of the problem,

L =

√︃
ν

k
(6.3)

representing the typical thickness of the attachment-line boundary layer. Then,
the boundary-layer dynamics are represented via a variable streamwise Reynolds
number and a constant spanwise Reynolds number, respectively defined as

Re =
U∞(x)L
ν

Re =
W∞L
ν

(6.4)

whereW∞ is the velocity scale for the current problem.

The current stationary case (F = 0) considers Re = 500, for which most linearly
amplified disturbances are close to β = 0.4, the value retained in the NLPSE
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Figure 6.7: Linear N-factors computed with LHNS for the swept Hiemenz boundary layer
with Re = 500, F = 0 and β = 0.4 based on û ( ), v̂ ( ), ŵ ( ) and E ( )

computations of Malik et al. (1994) and Janke and Balakumar (1999). This set of
parameters yields very large N-factors past Re = 500, ranging between 6 to 10
as shown in Fig. 6.7. The near-parabolic character of NLPSE yields very stable
computations even in such large N-factor regions exhibiting significant growth
rates, whereas the fully elliptic NLHNS approach is rather likely to suffer from
numerical stiffness to reach a converged state.

Parameters for current NLHNS computations are set as follows. The Fourier
resolution in the spanwise direction includesM = 8 modes. In the wall-normal
direction truncated at y∞ = 100, a total of ny = 100 discretisation points are used
with qy = 8 and a bilinear mapping set at yh = 2. Malik et al. (1994) introduced the
primary mode (0,±1) at Re = 186 with an initial amplitude Au,w

rms = 0.1% where
Au,w is defined as

Au,w =
1
W∞ max

y

{︂√︁
û2 + ŵ2

}︂
. (6.5)

As in the previous verification cases, a Gaussian-shaped suction wall-forcing is
enforced shortly after the inflow plane located at Re = 50. Its amplitude is set
to match the required level of amplitude at Re = 186, while prior to this point
non-linear interactions are deactivated. Sponge layers of sufficient streamwise
extent have been set both at the inflow and at the outflow with σmax = 20 given the
large linear amplification reached in the weakly non-linear region. While NLPSE
results are reported up to Re = 650, the NLHNS convergence has been reached
only when the sponge layers started at Re = 500 in spite of numerous attempts to
devise amplitude increments before reaching the target amplitude. The outflow
plane is then located at Re = 520, where a radiation boundary condition is imposed
for all modes. The streamwise domain is discretised with nx = 4,000 and qx = 4.
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Figure 6.8: Levels of total disturbance energy E yielded by NLHNS for the MFD and
the first harmonic modes for the swept Hiemenz case, Re = 500, F = 0 and β = 0.4.
Comparison with the NLPSE results of Malik, Li and Chang (1994) ( ). The linear response
of the primary mode is included ( ).

The tolerance for harmonic convergence has been set to 10−6 while 48 global
iterations were necessary. Two amplitude increments were used, starting at 50% of
the target primary mode amplitude at Re = 186. The total disturbance energy E of
the MFD, the primary mode and the first four subharmonic modes are presented in
Fig. 6.8. As expected from the large linear amplification rates reached in Fig. 6.7, the
harmonic modes undergo significant amplification across the streamwise domain.
The NLHNS procedure had to be halted shortly before the saturation region where
harmonics tend to plateau. In view of the linear response of the primary mode,
only a tiny streamwise extent of the saturation has been computed before the
sponge layers are activated. The difficulty of obtaining convergence is most likely
due to the large N-factors reached in that region leading to a much larger ∥f̂res∥
than the norm of the left-hand side formed of the LHNS operator. Nonetheless, an
excellent agreement with the NLPSE results of Malik et al. (1994) is obtained for
all displayed subharmonic modes. The difference in MFD between NLHNS and
NLPSE in the Re region from 186 to 350 lies in its alternative numerical treatment
in the quasi-parabolic method.

The remarkable agreement on the primary mode is transcribed in the individual
velocity amplitude functions presented in Fig. 6.9 in which solutions from the two
NLPSE external investigations are indicated. Good agreement is also found in
terms of the growth rate based on E for the primary mode, shown in Fig. 6.10 across
the streamwise domain where convergence was reached with the current NLHNS
approach. There is a slight gap near the initialisation region between the HNS
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Figure 6.9: Amplitude functions of the primary mode for the NLHNS swept Hiemenz
case with Re = 500, F = 0 and β = 0.4: û ( ), v̂ ( ) and ŵ ( ) compared with NLPSE
results of Malik, Li and Chang (1994) ( ) and Janke and Balakumar (1999) ( )

Figure 6.10: Growth rate of the primary mode based on disturbance energy resulting from
NLHNS ( ), from the NLPSE computations of Janke and Balakumar (1999) ( ) and from
LHNS ( ) for the swept Hiemenz case, Re = 500, F = 0 and β = 0.4

methods and the NLPSE. Besides the upstream influence of the outflow sponge
layer affecting γE, the linear growth behaviour is, overall, correctly computed by
the NLHNS in a pure stationary CF configuration.

In light of these comparisons, the NLHNS methodology is deemed verified and
validated. It may now be employed to investigate the weakly non-linear growth
of boundary layer instabilities for more complex flows in presence of stationary
roughness. Nevertheless, in view of the difficulty of stabilising the NLHNS
procedure in the saturation or highly non-linear regimes, appropriate care should
be taken in order to extend the computations as far downstream as possible.
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6.2 Cylinder on a zero-pressure-gradient surface

The modelling capability of the NLHNS is first assessed with a 3D cylindrical
roughness located on a zero-pressure-gradient surface on which a 2D boundary
layer develops. The stationary distortion of the boundary layer field induced by the
roughness is analysed before investigating its interaction with a travelling TS wave.
The present case is motivated by the wind-tunnel experiments of de Paula et al.
(2017), carried out on a zero-pressure-gradient section of the so-called XIS40MOD
aerofoil model on which the 3D cylinder roughness was mounted. Hot-wire
measurements enabled the authors to quantify the scattering of the incoming 2D
TS waves into 3D TS waves and to confirm the cylindrical element is able to trigger
a secondary instability of the fundamental type, or ‘K-type’ (Klebanoff, Tidstrom
& Sargent, 1962).

6.2.1 Problem definition and base flow

The chord of the aerofoil model is c = 0.6 m. It features a relatively large extent
of zero pressure gradient and negligible surface curvature where measurements
were performed. Its geometry in the chordwise direction is visible on Fig. 6.11,
while the aerofoil is symmetrical and spanwise invariant. In the experimental
study of de Paula et al. (2017), a cylinder with a diameter of 10 mm and of varying
height was positioned at x/c = 40% where Reδ∗ matched the value of 950. The

Figure 6.11: Geometry of the XIS40MOD aerofoil model

last streamwise station for data acquisition was located at Reδ∗ = 1,180. Since the
region of interest is characterised by a negligible surface curvature, the question
arises whether a base flow based on a developing Blasius boundary layer or
corresponding to the aerofoil geometry should be computed as an input to the
NLHNS.

As there is no plausible way to determine which base flow reproduces a priori
the features of the experiment accurately, such a choice may be orientated by the
quantitative evolution of the TS growth rates past the location of the roughness
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Figure 6.12: Base flow based on the XIS40MOD aerofoil with a −3.3° angle of attack:
streamwise edge velocity yielded by the in-house solver ( ), XFOIL ( ), COCO ( ) and
experimental data of de Paula et al. (2017) ( ); pressure gradient parameter from the base
flow computed with the in-house solver ( ), COCO ( ) and experimental data ( )

when the latter is absent, measured experimentally by de Paula et al. (2017).
To generate the base flow based on a Blasius boundary layer, the procedure
described in Section 5.1.1 is repeated, specifying the free-stream Reynolds number
Re∞ = 9.4× 105, based on c and U∞ = 25 m s−1. As for the base flow based on the
aerofoil geometry, the XIS40MOD aerofoil coordinates are used to determine the
pressure distribution along the geometry by means of the XFOIL software (Drela,
1989). Forced transition is tripped on upper and lower surfaces at x/c = 70% in
order to prevent the appearance of LSBs near the trailing edge, which was also
enforced in the experiment. The outstanding parameter is the angle of attack
(AoA) of the aerofoil which should be set to match closely the TS growth rates
with nominally zero roughness height in the experiment. Finally, the base flow
is computed via an in-house, non-similar boundary-layer equations solver that is
based on the Prandtl equations and uses the pressure coefficient distribution cp as
an input.

A first check for the validity of the aerofoil base flow can be found in Fig. 6.12, where
the experimental edge velocity distribution and pressure gradient parameter,

Γ =
θ2

νe

dUe

dx
(6.6)

are compared against the corresponding numerical base flow in the case of a
−3.3° angle of attack. In Eq. (6.6) θ denotes the local boundary-layer momentum
thickness. First, there is a perfect agreement between the numerical edge velocity
distributions along the streamwise direction. For verification purposes, the COCO
programme (Schrauf, 1998) was also solicited to compute the base flow. An
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Figure 6.13: TS amplitude computed with LHNS as a function of the distance from the
roughness location ∆x, with F = 90 and A0 = 0.45%. Base flow based on the XIS40MOD
geometry with AoA = −3.3° ( ) and based on a developing Blasius boundary layer ( ),
compared with experiments of de Paula et al. (2017) ( ).

excellent agreement with experiments is reached in the region of interest, that is
between 40% and 60%, where the edge velocity remains almost constant. This
is confirmed by the pressure gradient parameter Γ which is numerically close to
zero in the same region and falls within the interval defined by the experimentally
measured data. Therefore, the assumption of a zero-pressure-gradient region
justifying the potential use of a Blasius boundary layer is acceptable. Once again a
perfect agreement for Γ is found between the in-house boundary-layer solver and
COCO on the whole domain.

In the experiment, de Paula et al. (2017) selected two TS wave frequencies, namely
F = 90 and F = 120 and two levels of amplitude at the roughness location, namely
A0 = 0.45% andA0 = 0.75%. To assess whether the NLHNS method applied on the
base flows is likely to replicate appropriately the characteristics of the experiments,
LHNS computations are undertaken to compute the TS evolution downstream
of the roughness location, in the case where no roughness is present. For that
purpose, a synthetic unsteady wall-forcing is generated upstream to generate the
TS instability. Due to the linearity, it is possible to apply a multiplicative constant
to match the required level of amplitude at the roughness location x/c ≈ 40%.
Fig. 6.13 illustrates the application of such method. Since the aerofoil curvature
is negligible in the region of measurements, the curvature terms of the HNS
equations are deactivated and computations are undertaken in the framework
of Cartesian coordinates. The base flow relying on a Blasius profile seems to
slightly overestimate the experimentally measured TS amplitude whereas fine
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Figure 6.14: TS amplitude computed with LHNS as a function of the distance from the
roughness location ∆x. Top, F = 90; bottom, F = 120; left, A0 = 0.45%; right, A0 = 0.75%.
Base flow based on the XIS40MOD geometry with AoA = −3.0° ( ), −3.1° ( ), −3.2° ( ),
−3.3° ( ) and based on the Blasius profile ( ). Comparison with the experimental data of
de Paula et al. (2017) ( ).

agreement is observed with the base flow computed on the XIS40MOD geometry
with AoA = −3.3°.

Such AoA value has been retained after varying the parameter by steps of 0.1°.
Figure 6.14 shows a magnified view of the measurement region and overviews the
four frequency and amplitude cases, comparing the Blasius-based and aerofoil-
based flows. The LHNS results indicate that the F = 90 is linearly unstable whereas
F = 120 is linearly stable. With respect to the secondary instability behaviour,
de Paula et al. (2017) report thatA0 = 0.75% is unstable regardless of the frequency.
In contrast, the F = 90 and A0 = 0.45% case is a weakly unstable case whereas the
F = 120 and A0 = 0.75% scenario is stable. Particular attention is then drawn to
the F = 90 case, more prone to secondary instability in this context. Overall, the
variation of the angle of attack substantially affects the amplification rates past
∆x > 0, where ∆xmeasures the distance from the location of the roughness. The
Blasius base flow yields amplitude levels similarly encountered in the XIS40MOD
base flow for F = 90 whereas a greater difference can be noted for the higher
frequency value. The base flow distinction for the F = 120 frequency case seems
rather inconclusive, while for F = 90 the base flow with AoA = −3.3° yields
excellent agreement with the experimentally measured amplitudes for A0 = 0.45%
and the best agreement among the others when A0 = 0.75%. An even better
agreement with the growth rates could be expected if the cp distribution was
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Figure 6.15: Normalised amplitude (left) and phase (right) of the TS wave at the roughness
location when F = 120 computed via LHNS with the Blasius base flow ( ) and the
AoA = −3.3° base flow ( ). Comparison with experimental data of de Paula, Wurz and
Medeiros (2008) ( ).

adjusted to match the experimental edge velocity in Fig. 6.12 near the leading edge
region.

A further concern raised by de Paula, Wurz and Medeiros (2008) is to establish the
two-dimensionality of the generated TS wave to ensure the only source of three-
dimensionality is due to the placement of the cylindrical roughness. The authors
ascertained the TS wave was fundamentally 2D by measuring its characteristics
across the spanwise direction and noted these remained almost constant. They
also compared the steady mean flow profiles against a Blasius profile. Figure 6.15
precisely compares the experimental profile measured at the roughness location
with a nominally zero roughness height, against LHNS theory for both Blasius and
aerofoil base flows and F = 120. In essence, the TS profile generated on the aerofoil
base flow both qualitatively and quantitatively matches the corresponding profile
obtained using the 2D Blasius boundary layer. This is evident from the wall-normal
evolution of either the amplitude or the phase. Moreover, these agree remarkably
well with experimental data. It further reinforces the legitimacy of the base flow
based on the XIS40MOD geometry, which consistently reproduces the TS growth
behaviour presented in Fig. 6.14. With respect to the TS amplitude profile, the latter
flow seems slightly closer to experimental data than its Blasius counterpart. de
Paula et al. (2017) report that the experimentally measured displacement thickness
at the roughness location is δ∗h = 0.55 mm. The theoretically computed value with
the XIS40MOD base flow with AoA = −3.3° is δ∗h = 0.5548 mm, matching closely
the value.
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Figure 6.16: Wavelength of the TS wave near the roughness location and further down-
stream, computed with LHNS for F = 90 ( ) and F = 120 ( ) for the AoA = −3.3° base
flow, and for the corresponding Blasius base flow, respectively ( ) and ( )

As previously mentioned, the diameter of the cylindrical element used in the
experiment was 10 mm. This is lower than the TS wavelength at the roughness
location shown in Fig. 6.16. Hence, the TS wave propagation and its characteristics
may not be impacted by the streamwise extent of the cylinder. Its scattering by the
cylinder, however, is likely to be impacted since the roughness was designed to
act as a pulse of steady spanwise modes, which makes the streamwise extent less
detrimental than the spanwise extent regarding secondary instability (Medeiros,
personal communication, September 2020).

6.2.2 Modelling the cylindrical roughness

In the 2.5D NLHNS approach, a Fourier expansion of the flow perturbation is
employed in the spanwise direction. Therefore, a 3D, steady roughness element
h(x, z) should also be treated accordingly. Decomposing such function into its
Fourier series reads

h(x, z) =
m=+∞∑︂
m=−∞ ĥm(x)e2πimz/Lz ≈

m=+M∑︂
m=−M

ĥm(x)eimβz (6.7)

assuming a period of Lz = 2π/β and a truncated summation over M positive
spanwise harmonics. The expression of the m-th Fourier coefficient ĥm(x) is
determined via

ĥm(x) =
1
L

∫︂
L

h(x, z)e−2πimz/Lz dz =
β

2π

∫︂L/2

−L/2
h(x, z)e−imβz dz (6.8)
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Figure 6.17: Geometrical characteristics of the cylindrical roughness element seen in the
(x, z) plane (left) and in the (y, z) plane (right)

Figure 6.18: First Fourier coefficients of the cylindrical roughness

which is seen by most harmonic modes during the NLHNS procedure following
the no-slip conditions in Eqs. (3.61) and (3.62). Consider the case of a cylindrical
roughness element located at x = xc with radius rc and height hc = O(ε)

described in Fig. 6.17. It can be seen that in the (z,y) plane the function describing
the spanwise shape of the cylinder is a rectangular function of width d(x) =√︁
r2 − (x− xc)2. In that case, the support of the integrand in Eq. (6.8) is [−d(x),d(x)]

and the Fourier coefficients reduce to

ĥm(x) =

⎧⎪⎨⎪⎩
βd(x)

π
ifm = 0

sin(mβd(x))
mπ

ifm ̸= 0.
(6.9)

Figure 6.18 depicts the first harmonic modes describing the cylindrical element
in the physical streamwise direction and in the Fourier space associated to the
spanwise direction.
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6.2.3 Stationary distortion

As a first step, the stationary distortion of the boundary layer induced by the
cylinder is computed. With a constant radius of λ = 5 mm, the cylindrical
roughness centre is placed at s/c ≈ 0.397 where Reδ∗ = 950. Its height h is
gradually increased during the NLHNS procedure, starting with h/δ∗h = 10%. The
pre-defined tolerance of the procedure is 10−6.

Since only the stationary boundary-layer distortion is of interest, the frequency
is F = 0 and N = 0. The cylinder is reconstructed withM = 10 harmonics in the
spanwise direction. The amplitude of the first ten modes is not affected for greater
values ofM such as 30 or 50. Furthermore, the choice of the spanwise wavenumber
consists of a trade-off between capturing short scales or rather longer scales. Based
on the radius of the cylinder and the disturbance spectra of the experiments
described by de Paula et al. (2017), the fundamental spanwise wavenumber is set to
β∗ = 125.66 m−1 which allows spanning a domain of Lz = 10λ. The corresponding
non-dimensional value, scaled with δ∗h is β = 0.07.

In the streamwise direction, the computational grid is characterised by nx = 4,500
and qx = 4, discretising the domain extending from s/c = 0.31 to s/c = 0.65.
The grid is clustered near the centre of the cylinder using the tangential-based
mapping defined in Eq. (4.10) with γ = 0.30. For all stationary harmonics, sponge
regions are devised from s/c = 0.62 with σmax = 10. At the outflow boundary, a
radiation boundary condition is imposed. The discretised grid in the wall-normal
direction is formed of ny = 100 with qy = 8, and the free-stream truncation is set
at y∞ = 100. The used bilinear mapping is defined with yh = 1.5.

In what follows, the streamwise evolution of disturbances is presented in terms of
the dimensional distance measured from the centre of the cylinder, ∆x. Despite
setting an under-relaxation parameter τ = 0.5, the NLHNS method diverges once
the cylinder height is greater than 22% of the local displacement thickness. Results
are therefore only reported for a h/δ∗h ratio of 10%, 15% and 20%.

Figures 6.19 and 6.20 show the amplitude evolution of stationary modes past the
cylinder location at ∆x = 0 respectively for h/δ∗h = 10% and 20%. Both cylinder
heights yield a weak MFD relative to the amplitude level of the fundamental and
higher harmonics. The MFD amplitude is reduced along the streamwise domain.
The sudden jump near the outflow of the domain may well be attributed to the
presence of the sponge region. Two opposite effects are competing, namely the
damping due to the sponge region and the other harmonics contributing to the
growth of the MFD. Since the considered streamwise domain corresponds to a
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Figure 6.19: Harmonic amplitude based on û. The sponge region interface is indicated
( ). XIS40MOD aerofoil flow case, stationary distortion with β = 0.07 and h/δ∗h = 10%.
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Figure 6.20: Harmonic amplitude based on û. The sponge region interface is indicated
( ). XIS40MOD aerofoil flow case, stationary distortion with β = 0.07 and h/δ∗h = 20%.

region with negligible curvature and hence near-zero pressure gradient, the flow
is close to a developing Blasius boundary layer, thus stationary waves are naturally
not amplified. The cylinder creates a pulse of spanwise modes whose amplitude
indeed decays downstream. However, at any fixed streamwise position and for
both cylinder heights, the amplitude level increases from (0, 1) to (0, 5) except for
the cylinder with h/δ∗h = 20% past ∆x = 80 mm. The higher harmonics involving
the (0, 6) mode to the (0, 10) mode see a decrease in their amplitude level.
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Figure 6.21: Growth rate based on total disturbance energy of the stationary modes for
h/δ∗h = 10%. The sponge region interface is indicated ( ). XIS40MOD aerofoil flow case
with β = 0.07.
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Figure 6.22: Growth rate based on total disturbance energy of the stationary modes for
h/δ∗h = 20%. The sponge region interface is indicated ( ). XIS40MOD aerofoil flow case
with β = 0.07.

Overall, most harmonics tend to behave in a stable fashion for the cylinder of
height h/δ∗h = 10%. There is an exception for the (0, 6), (0, 7) and (0, 8) modes
which are mildly amplified downstream of the cylinder. Similar features can be
seen with the higher cylinder in Fig. 6.20. Nonetheless, the (0, 6) mode seems very
close to neutral stability. There is furthermore a notable change of slope for the
primary mode and the (0, 2) mode, which become amplified approximately after a
distance of 7 to 8 cylinder diameter lengths.
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Such observations are confirmed by visualising the growth rates based on E
that are presented in Figs. 6.21 and 6.22. Their value stabilises downstream of
∆x = 20 mm after the amplification due to the cylindrical roughness. Consistently
with harmonic amplitudes, a majority of modes have a growth rate close to zero
demonstrating near-neutral stability regardless of the cylinder height.

As the relative height increases from 10% to 20%, the primary mode becomes
slightly amplified as well as the (0, 2) mode with an even larger growth rate. The
evolution of the MFD is similar for both heights. It shall be highlighted that
the stationary distortion information with h/δ∗h = 15% has also been computed.
However, no significant differences in qualitative harmonic behaviour have been
found compared to the presented cases. Hence, the latter case is not presented
when displaying mode amplitudes and growth rates.

The steady distortion induced by the cylinder can be observed in the (y, z) plane
in Fig. 6.23, in which the streamwise perturbation velocity ũ is plotted at the
first streamwise station covered by the experiments of de Paula et al. (2017),
corresponding to ∆x = 25 mm after the cylinder. These slices correspond to one
wavelength Lz in the spanwise direction.

Naturally, the streamwise velocity deficit downstream of the cylinder increases
with its height and extends over two times the displacement thickness in the wall-
normal direction. Fig. 6.23 also indicates levels of streamwise vorticity distortion
defined as

∇× ũ|x =
∂w̃

∂y
−
∂ṽ

∂z
. (6.10)

Relatively to the benign h/δ∗h = 10% case, there are vorticity regions of similar
intensity extending near one displacement thickness for h/δ∗h = 15%. The cylinder
with h/δ∗h = 20% features even greater streamwise vorticity levels near the wall on
both sides of the roughness. It has been observed that downstream of∆x = 25 mm,
the perturbation velocity distribution remains fairly constant while the observed
vorticity levels vanish rapidly past ∆x = 45 mm. Unquestionably, the velocity
distortion due to the cylinder is weak in magnitude; for h/δ∗h = 20%, it reaches
only 2% of the base streamwise flow.

These first stability results involve the sole impact of the stationary cylinder on
the boundary layer. They show that there is no significant instability due to the
cylinder alone, even with a height of h/δ∗h = 20% for which non-linear effects are
likely to dominate with pre-existing disturbances of sufficient amplitude. Current
stationary computations provide a first insight and comparative basis with respect
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Figure 6.23: Contours of streamwise perturbation velocity ũ in the (y, z) plane at ∆x =
25 mm for h/δ∗h = 10% (top), 15% (centre) and 20% (bottom) viewed from upstream.
Streamwise vorticity levels are described by contour lines: 1.5× 10−3, 3× 10−3 and
4.5× 10−3. Dashed lines indicate negative values. The shape of the cylinder is indicated
( ).

to the interaction of the cylinder with an incoming TS wave, which is discussed
next.

6.2.4 Interaction with a Tollmien-Schlichting wave

The focus is now set on the interaction between the stationary cylindrical roughness
and a TS wave generated upstream on the XIS40MOD aerofoil geometry. In the
experimental investigation of de Paula et al. (2017), the 2D TS disturbances were
generated by a slit at s/c = 0.25 or equivalently at Reδ∗ = 700. This certainly
generated a whole wave packet of travelling modes. The authors were able to
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monitor the RMS amplitude of the TS wave at the roughness position A0. For the
current NLHNS computations, only the (1, 0) mode is initialised upstream as a
first understanding stage, since sufficient information on the initial disturbance
spectrum was not available to ensure an equal input with the experimental
harmonic forcing scenario. In the preliminary NLPSE simulations conducted by
de Paula et al. (2017), they reported initialising a 2D wave with a pair of oblique
modes of the same frequency as the fundamental. It is nonetheless anticipated that
some experimental features of the TS/cylinder interaction are recovered by the
current approach by initialising only the fundamental travelling mode. The higher
travelling harmonics are then triggered as the (1, 0) wave passes over the cylinder.

Compared to the stationary distortion computations in Section 6.2.3, the streamwise
domain is extended to accommodate the initialisation of the TS wave. It covers
the region between s/c = 0.18 and s/c = 0.62 while the PML and the sponge
region are activated at s/c = 0.59. This means that the computational domain of
interest, within which meaningful physical features can be extracted, extends until
∆x ≈ 110 mm downstream of the cylinder. The target reflection coefficient of the
PML is set at Rc = 10−4 and the grid compression factor is κmax = 7.

The larger domain requires a greater number of grid points to ensure mesh
convergence, and it is thus set at nx = 5,000. For the deployment of the NLHNS,
the Fourier series are truncated atN = 4 temporal harmonics andM = 8 spanwise
harmonics. The same three cylinder heights as in the previous subsection are
considered: 10%, 15% and 20%. In the last two cases, the under-relaxation
coefficient has been set to 0.6 and 0.5 to improve the convergence behaviour. The
other parameters remain the same otherwise.

The streamwise evolution of mode amplitudes based on û for h/δ∗h = 10% and
20% is presented in Figs. 6.24 and 6.25, respectively. The initial amplitude at the
cylinder location is A0 = 0.75%. Due to the spanwise symmetry of the present
configuration, only the modes with m ⩾ 0 are displayed. Compared to the
stationary distortion where the TS wave was absent, the stationary modes with
n = 0 directly triggered by the roughness are all unstable downstream of ∆x = 0.
The travelling modes have undergone significant amplification at the roughness
location, and follow qualitatively the same evolution. In average, their amplitude
is reduced by roughly one order of magnitude as the multiple n of the temporal
wavenumber is incremented by one from 1 to 4. The presence of the TS wave and
the contributions from a greater number of modes also alter the level of MFD.
Its amplitude steadily increases along the streamwise direction and has grown
by a factor of 10 compared to the NLHNS simulations without a pre-existing TS
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Figure 6.24: Amplitude evolution of the MFD ( ) and all other modes (n,m) based on
û for A0 = 0.75% and h/δ∗h = 10%. These are grouped in terms of n = 0 ( ), n = 1 ( ),
n = 2 ( ), n = 3 ( ) and n = 4 ( ). The absorbing region interface is indicated ( ).
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Figure 6.25: Amplitude evolution of the MFD ( ) and all other modes (n,m) based on
û for A0 = 0.75% and h/δ∗h = 20%. These are grouped in terms of n = 0 ( ), n = 1 ( ),
n = 2 ( ), n = 3 ( ) and n = 4 ( ). The absorbing region interface is indicated ( ).

wave. The efficiency of the absorbing layers is evident for all modes, including the
MFD and should be highlighted. Both the PML and sponge layer offer smooth
and gradual decay from the domain interface to the outflow, where energy levels
drop by several orders of magnitude.

Furthermore, there is no significant difference in harmonic evolution between
the 10% and 20% height cases. For the latter case, a few stationary modes and
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travelling modes of the fundamental wavenumber reach the level of the (1, 0) mode
at a more upstream location. There is also a lesser dispersion of the amplitude
level within groups of equal travelling wavenumber modes. Overall, the response
of the boundary layer to the cylinder and the TS wave seems to remain linear until
the last physically relevant streamwise station situated at ∆x ≈ 110 mm. Current
computations have been tailored to match the streamwise domain covered by the
experiments; a natural objective is to push the NLHNS procedure until the end of
the zero-pressure-gradient region.

Figure 6.26 breaks down the visualisation of the MFD and the three higher
stationary modes across the region behind the cylinder. For a nominally zero
cylinder height, only the MFD remains within the same orders of magnitude as the
cases where the cylinder height increases, since it is the only source of spanwise
excitation. The amplitude of modes (0, 1), (0, 2) and (0, 3) with zero roughness is
indeed not visible and negligible in comparison to other cases. The amplification
of the stationary modes may clearly be attributed to the TS wave interacting with
the cylinder and generating oblique modes through non-linear mechanisms. In
the A0 = 0.45% case, the difference in MFD induced by the cylinder of height
h/δ∗h = 10% is barely perceptible, indicating the absence of a weakly non-linear
regime in the investigated region. No significant disparity should be noted between
the two different initial amplitudes, except for the (0, 2) mode whose amplification
is shifted more upstream with A0 = 0.75%. It also undergoes a steep growth rate
change near ∆x ≈ 100 mm.

As previously discussed in Section 3.2.3, the MFD is the sole mode impacting
the integral quantities of the boundary layer and allows to compare the averaged
transitional boundary layer and the laminar boundary layer represented by the base
flow. Transition to turbulence is usually marked by a steep rise in the skin-friction
coefficient cf and by a sharp decrease of the shape factor H. The laminar and
transitional streamwise skin-friction coefficients are respectively defined as

cf,lam =
µe

1
2ρeU

2
e

∂ū

∂y

⃓⃓⃓⃓
w

, cf,tr =
µe

1
2ρeU

2
e

∂(ū+ û00)

∂y

⃓⃓⃓⃓
w

(6.11)

while the shape factor reads

H =
δ∗

θ
(6.12)

where the momentum thickness θ is defined as

θ =

∫︂+∞
0

u

Ue

(︃
1 −

u

Ue

)︃
dy. (6.13)
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Figure 6.26: Amplitude based on û for the first four stationary modes. The initial TS
amplitude at the cylinder location is 0.45% (left) and 0.75% (right). Comparison between
h/δ∗h = 0% ( ), 10% ( ), 15% ( ) and 20% ( ). Dashed lines correspond to the stationary
distortion without the incoming TS wave.

These quantities are plotted in Fig. 6.27 for the various initial amplitude and cylinder
height cases. Only the streamwise extent with the most palpable differences
between laminar and transitional boundary layers is displayed. Those differences
are clearly larger when A0 = 0.75% whereas regardless of the cylinder height,
the values corresponding to A0 = 0.45% lie relatively close to the laminar case.
As expected, the increase of skin-friction coefficient and decrease of shape factor
relate to the cylinder height. However, even at the last streamwise station before
absorbing layers, the current NLHNS results indicate the boundary layer is not
close to transition with respect to secondary instability. The analysed base flow in
the zero-pressure-gradient region closely resembles that of a developing Blasius
boundary layer, for which the value of H in a transitional region typically ranges
from 1.3 to 1.4 (Schlichting & Gersten, 2017). Hein (2005) reported by means of
NLPSE a noticeable skin-friction variation ofO(1) drag counts, orO(10−4cf), when
investigating a TS/CF interaction scenario. In the present case, the skin-friction
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plain lines respectively correspond to A0 = 0.45% and A0 = 0.75%.
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Figure 6.28: Wall-normal profiles of streamwise MFD û00 at ∆x = 25 mm ( ), 65 mm ( ),
85 mm ( ) and 105 mm ( ). Top, h/δ∗h = 10%; centre, h/δ∗h = 15%; bottom, h/δ∗h = 20%.
The initial TS amplitude at the cylinder location is 0.45% (left) and 0.75% (right).

variation remains milder at the most downstream location. This correlates well
with Fig. 6.25 where no explosive mode growth is visible.

A similar predominance of the TS frequency over the cylinder height may be
observed in the wall-normal profiles of the MFD, displayed in Fig. 6.28. These
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correspond to a time- and spanwise-averaged state of the streamwise velocity in
the boundary layer. On the whole, the level of streamwise modulation grows
from h/δ∗h = 10% to 20% and increases gradually with the distance to the cylinder.
Figure 6.28 highlights that the distortion reaches a maximum of 1.4% of the local
edge velocity for h/δ∗h = 20% at the most downstream station. The wall-normal
location corresponding to the maximal MFD moves away from the wall in the wake
of the cylinder, from nearly 50% of the displacement thickness at the roughness
location to 75% at ∆x = 105 mm. De Paula et al. (2017) have not reported the
corresponding experimental wall-normal maximum. Nonetheless, for the higher
frequency they considered, F = 120, they observed that the wall-normal location
remains close to 0.75δ∗h. When A0 = 0.45%, the difference of streamwise distortion
between ∆x = 65 mm and 85 mm remains marginal. In addition, the streamwise
velocity deficit is more pronounced with A0 = 0.75% in contrast to the lower
frequency case, potentially showing a greater non-linear amplification of the TS
wave. The deficit reaches a local maximum near y/δ∗h = 1.5 at the last displayed
streamwise station.

The flow field can be reconstructed in the physical z-direction after gathering
the 2M+ 1 spanwise harmonics and applying a DFT. This allows to display the
distortion of the TS wave relative to the nominally zero cylinder height case. In
Fig. 6.29 are represented the distortions of amplitude based on the maximum
streamwise velocity along the centreline for the fundamental mode characterised
by n = 1. Alongside the features of the MFD profiles, the TS distortion is more
pronounced in the higher frequency case and its maximum value grows with
the streamwise distance to the cylinder. For h/δ∗h = 15% and 20%, the distortion
reaches more than 4% of the local edge velocity at the last streamwise station when
A0 = 0.75%. However, the TS distortion at ∆x = 65 mm is smaller than at the more
upstream station, with a different modulation along the wall-normal direction
since two distinct lobes appear. Their location seems to equal the wall-normal
coordinates where the MFD reaches maximum deficit and maximum net gain.
Between those, just above one displacement thickness, the distortion is close to zero.
For other streamwise stations, the wall-normal location of maximal distortion does
not necessary correlate with that of the MFD, since it hovers near y/δ∗h = 1.25. The
TS distortion at ∆x = 85 mm is quantitatively similar as its ∆x = 25 mm value just
behind the cylinder in the A0 = 0.45% case. Finally, the presence of the cylinder
induces a slight streamwise amplitude reduction in the immediate neighbourhood
of the wall.

A more general view of the TS amplitude evolution behind the cylinder is suggested
in Fig. 6.30. These 3D visualisations correspond to the amplitude at a constant
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Figure 6.29: Distortion of TS wave amplitude relative to the zero cylinder height case along
the centreline z = 0 mm and at several streamwise positions: ∆x = 25 mm ( ), 65 mm ( ),
85 mm ( ) and 105 mm ( ). Top, h/δ∗h = 10%; centre, h/δ∗h = 15%; bottom, h/δ∗h = 20%.
The initial TS amplitude at the cylinder location is 0.45% (left) and 0.75% (right).
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Figure 6.30: TS wave amplitude evolution at y/δ∗h = 0.75 downstream of the cylinder. For
viewing purposes, the streamwise location of the cylinder has been shifted by 10 mm. Top,
h/δ∗h = 10%; centre, h/δ∗h = 15%; bottom, h/δ∗h = 20%. The initial TS amplitude at the
cylinder location is 0.45% (left) and 0.75% (right).

wall-normal position y/δ∗h = 0.75. It shall be reminded that current NLHNS
computations assume a spanwise-periodic domain and the figures represent
one wavelength in that direction. From a pure amplitude viewpoint, Fig. 6.30
emphasises the scattering of the TS wave by the cylinder. In the lower frequency
case, A0 = 0.45%, a mild scattering is visible downstream of the cylinder although
most of the amplitude variation remains along its centreline. At that spanwise
location, the amplitude fluctuates before soaring up near ∆x = 100 mm. This
is the case for all cylinder heights, which display a similar amplitude evolution
pattern. For A0 = 0.75%, the roughness clearly generates a 3D amplitude field.
A remarkable feature is that the amplitude at the last streamwise station and
along the centreline slightly decreases with the height of the cylinder, whereas
the maximum amplitude is reached at locations close to the spanwise edges of the
cylinder. This was also highlighted by de Paula et al. (2017) in one of the cases with
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Figure 6.31: Streamwise perturbation velocity amplitude of the fundamental (n = 1)
mode at z = −5 mm for h/δ∗h = 10% ( ), 15% ( ) and 20% ( ). The corresponding
experimental streamwise velocity fluctuations of de Paula et al. (2017) are indicated ( ).
Left, A0 = 0.45%; right, A0 = 0.75%.

a lower initial amplitude and a higher frequency case. The generated structure
becomes 3D as it gets gradually closer to the cylinder with increasing height. There
is a complex pattern in the h/δ∗h = 20% case. For the current analysis, the spanwise
wavenumber has been chosen large enough to clearly distinguish the different
spanwise scales, thus constraining the physical domain to a few multiples of the
cylinder diameter. Although the correctness of the NLHNS approach has been
established, the solution is likely to be mildly contaminated as a result of using
such a restrained domain with the spanwise-periodic assumption. Such effect
should be carefully assessed.

A comparison with the experiments of de Paula et al. (2017) is presented in Fig. 6.31.
The amplitude based on the maximum streamwise velocity is extracted at the
z = −5 mm location. NLHNS results are computed using all spanwise modes
corresponding to n = 1. From the frequency content of the streamwise velocity
fluctuations, de Paula et al. (2017) report that for A0 = 0.45% the fundamental
frequency encompasses almost all the signal energy. This justifies the soundness of
the followed approach to compare the NLHNS-induced amplitude using the (1,m)

modes, and may also explain the reasonable agreement with experimental values.
In the A0 = 0.75% case and at ∆x = 105 mm, there is a non-negligible peak in the
spectrum of velocity fluctuations matching the higher harmonic n = 2 (de Paula
et al., 2017) which is discarded in Fig. 6.31. Among other reasons, it might explain
the higher amplitude level discrepancy past ∆x = 75 mm. It is indeed possible that
the truncation of temporal and spanwise modes at respectively 4 and 8 to maintain
reasonable computation time is too severe to reconstruct accurately all the flow
field features past the cylinder. For A0 = 0.45%, the predicted amplitude past
∆x = 75 mm is slightly lower for h/δ∗h = 20% than for 10%, which is qualitatively
inconsistent with the experiments.
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Figure 6.32: Contours of Au
rms for the first travelling modes at ∆x = 105 mm. From top to

bottom: fundamental n = 1, n = 2, n = 3 and n = 4. The cylinder height is h/δ∗h = 10%
(left), 15% (centre) and 20% (right). The isolines of the total, time-averaged streamwise
velocity ū+ ũ(z) are plotted with dashed lines from the bottom away from the wall, starting
from 0.1 to 0.9 with a spacing of 0.2. F = 90, A0 = 0.75% case.

Further insight into the travelling disturbances may be gathered from their spatial
structure. Fig. 6.32 shows the contours of the streamwise amplitude for each
temporal wavenumber, superimposed with the contour lines of the time-averaged
base flow as isolines. The slices correspond to the most downstream streamwise
location. Besides the region at the centreline, the fundamental mode features
regions of large amplitude near the edges of the cylinder in accordance with
Fig. 6.30. Considering the other higher harmonics, the travelling disturbances
feature structures which are localised in space, extending near y = δ∗h. This
suggests that the choice of M = 8 is sufficient to resolve them, however it may
be increased to confirm the topology of travelling modes, especially for modes
corresponding to larger values of n. The shape of such regions tends to not be
altered as the cylinder height increases, nonetheless the level of amplitude grows.
Their location in the spanwise direction correlates with the regions where the
time-averaged streamwise velocity reaches local extrema. Besides, the upper limit
of the structures is the isoline of total streamwise velocity corresponding to 70%
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of its free-stream value. It shall be further noted that the amplitude of localised
structures decreases nearly by an order of magnitude as the temporal wavenumber
is incremented.

6.3 Cylinder on the leading edge of a swept-wing

In this final section, the NLHNS capability is demonstrated on a swept-wing
geometry, accounting for the effects of surface curvature. The effect of a cylindrical
element placed on its leading edge is analysed. As in Section 5.3, the geometry
considered is the AERAST profile, that Saeed et al. (2016) used to investigate the
influence of steps and gaps on CF instabilities.

6.3.1 Problem definition and base flow

A different path is followed compared to the numerical base flows computed by
Cooke et al. (2019) with the clean AERAST geometry, or with the presence of steps
or bumps. Here, the base flow is generated directly from the experimental data
of Saeed et al. (2016) and their acquisition of pressure distribution. Figure 6.33
shows the aerofoil geometry. On the upper surface, the favourable pressure
gradient section extends up to approximately 70% of the chord length, with mild
fluctuations in the pressure distribution from 20% up to 50% chord, as shown in
Fig. 6.34.

Figure 6.33: AERAST aerofoil geometry in the normal-to-leading-edge direction

The experimental cp distribution is interpolated with splines before computing
the boundary-layer profiles with the in-house solver. Unlike Cooke et al. (2019)
who increased the Mach number for numerical stability reasons, the base flow
corresponds to a genuine incompressible case, Ma = 0.0572, matching the experi-
mental value. The free-stream Reynolds number is Re∞ = 106, while the sweep
angle matches the experimental value of Λ = 40°.

Figure 6.35 portrays the streamwise and spanwise base velocities in the boundary
layer region. From a boundary-layer instability viewpoint, the most dangerous
stationary CF perturbation is then sought by means of LHNS across the domain
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Figure 6.34: Upper-surface pressure coefficient cp of the AERAST aerofoil in the normal-to-
leading-edge direction, interpolated from the experiments of Saeed, Mughal and Morrison
(2016)
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Figure 6.35: Contours of ū (left) and w̄ (right) scaled by W∞ on the AERAST aerofoil
geometry, with respective boundary layer thicknesses ( ). For viewing purposes, the
aerofoil geometry is distorted and the wall-normal coordinate is not aligned with the
normal to surface direction.

Figure 6.36: Linear amplitudes based on the streamwise velocity and scaled by
√︁
U2

e +W2
e,

obtained by LHNS for various selected values of β on the AERAST aerofoil geometry
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by sweeping β. An artificial step roughness element is imposed near the leading
edge for that purpose before monitoring the linear response, shown in Fig. 6.36
for a few values of β. It is thus clear that the most linearly amplified stationary
disturbance lies near β = 700 m−1. A finer sweep of the spanwise wavenumber
has led to characterise the most amplified stationary disturbance at β = 698 m−1,
corresponding to Lz = 9 mm.

6.3.2 Stationary crossflow

The CF disturbance is generated by a small-scale cylindrical element whose radius
is λ = 2 mm, close to the optimal value for the excitation of most dangerous CF
waves (Saeed et al., 2016). Its centre is located at s/c = 0.05, or equivalently
x/c = 0.052 just downstream of the neutral point reported as x/c = 0.02. The
cylinder location is characterised by Re∗δ = 129. The cylinder height is gradually
increased from 10µm to 80µm, stopping before the convergence of the NLHNS
ceases due to severe non-linearity near the outflow of the domain.

In order to compute the stationary CF response, the cylinder is modelled with
M = 10 Fourier modes in the spanwise direction with β = 698 m−1. Hence, the
periodic spanwise domain covers Lz = 9 mm = 4.5λ. Starting at s/c = 0.0015, the
streamwise domain extends up to s/c = 0.63. It is discretised with nx = 5,500
points and qx = 4. In the wall-direction, the domain is truncated at y/δ∗0 = 100
where δ∗0 is the streamwise displacement thickness of the base flow at s/c = 0.2.
The discretisation is based on ny = 100 points, qy = 8 and a bilinear mapping
set with yh = 2.5 to ensure sufficient resolution in the boundary layer along the
wing chord. The computations rely on body-fitted coordinates, while the interface
of the outflow sponge regions is located at s/c = 60%, where Re∗δ = 600. They
are defined with σmax = 10. A radiation boundary condition is employed at
the outflow boundary. Finally, the tolerance for the convergence of the NLHNS
procedure is set at 10−5. In order to ensure a smoother convergence behaviour for
large cylinder heights, the under-relaxation coefficient is set to τ = 0.5.

The difference in harmonic response between the cylinder of 20µm height and of
80µm height is shown in Fig. 6.37 in terms of the disturbance kinetic energy. The
cylinder heights correspond to h/δ∗h = 8.8% and 35.2%, respectively, where δ∗h is
the streamwise displacement thickness of the base flow at the cylinder location.
All the stationary modes generated by the cylinder actuation are non-linearly
forced just downstream of the cylinder and remain unstable across the streamwise
direction. It is evident that the energy of the primary mode is attenuated by
non-linear effects along the wing surface, in contrast to its linear behaviour in
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Figure 6.37: Total disturbance kinetic energy of stationary modes, namely the MFD ( ), the
primary mode ( ) and higher harmonics ( ) in the direction of the arrow with h = 80µm.
Dashed lines correspond to the h = 20µm case. AERAST stationary CF case, β = 698 m−1.

Fig. 6.36. Upstream of s/c = 0.2, all modes compete with respect to their role
on the non-linear instability evolution, until the domination of (0, 1) mode is
established. From this location onwards, higher harmonics thus lock in on to
the primary mode. Current NLHNS computations predict a saturated state past
s/c ≈ 0.35 due to the significant non-linear mode interaction. The saturation is
much stronger for h = 80µm, for which the MFD and other modes stabilise from
s/c ≈ 0.45. The kinetic energy of some higher harmonics even starts to decline near
the sponge layer interface. On the other hand, the stationary modes generated by
the h = 20µm cylinder maintain a larger growth until s/c = 0.6. Further evidence
of the mode saturation relies on the primary modes of both heights that converge
to almost equal values, whereas the discrepancy in E is clear for the MFD and
higher harmonics. In spite of important non-linear interactions, the stationary
modes retain their ordering across the streamwise direction.

As expected, such mode behaviour is also found when examining the growth
rates presented in Fig. 6.38. Only the region past s/c = 0.1 is displayed due to the
influence of the cylinder upstream that misrepresent the values. In accordance
with Fig. 6.37, the mode growth is most important just downstream of s/c = 0.3
for h = 80µm before the saturation. This translates into minimised growth rates
hovering near neutral stability after s/c = 0.4. In the h = 20µm case, at s/c ≈ 0.4,
the growth rates attain a smaller maximum value on the whole domain than with
the higher cylinder. However, the stationary modes have a larger growth rate in
the region downstream, which implies a weaker mode saturation near the domain
outflow. The growth rates remain strictly positive as opposed to their counterparts
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Figure 6.38: Growth rates based on E of stationary modes, namely the MFD ( ), the
primary mode ( ) and higher harmonics ( ) in the direction of the arrow. Top, h = 20µm;
bottom, h = 80µm. AERAST stationary CF case, β = 698 m−1.

associated with the higher cylinder case. It is also noted that the mode ordering is
conserved, as the growth rate magnitude increases with the wavenumbermβ; the
MFD and primary mode tend to not fluctuate.

The phase-locking mechanism of higher harmonics to the primary mode is
confirmed by the evolution of streamwise wavenumbers in Fig. 6.39. In the
NLHNS framework, these were computed by means of Eq. (3.46), adding the
curvature term and using the quantity

√︁
û2 + ŵ2, evaluated where

√︁
|û|2 + |ŵ|2

reaches its wall-normal maximum. The higher harmonics are in phase with the
primary mode downstream of the cylinder location, as their wavenumber lies close
to anm-multiple of the wavenumber of the primary mode.

Figure 6.40 shows the difference between total and base wall vorticity distribution,
defined as √︄(︃

∂u

∂y

)︃2

+

(︃
∂w

∂y

)︃2

−

√︄(︃
∂ū

∂y

)︃2

+

(︃
∂w̄

∂y

)︃2

. (6.14)

The cylinder induces a ridged pattern of vorticity in its wake with an increasing
value along the wing surface. It seems modulated by the wavy variation of cp
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Figure 6.39: Non-linear wavenumbers for the primary mode ( ) and higher harmonics ( )
in the direction of the arrow. AERAST stationary CF case, h = 80µm and β = 698 m−1.

seen in Fig. 6.34, where the wall shear due to the cylinder is locally increased. The
location s/c ≈ 0.3 marking the start of the region with maximum values of vorticity
correlates with the beginning of the mode saturation region. The striations are
slightly tilted with respect to the spanwise direction and are the typical signature
of stationary vortices.

Furthermore, the total streamwise and spanwise wall shear are displayed in
Fig. 6.41 near the cylinder region. It is recalled that the cylindrical roughness
is not meshed but modelled via a Taylor expansion of the no-slip condition for
the velocity field at the wall surface. An intermediate (50µm) and the highest
(80µm) cylinders are shown. Due to the wing sweep, the cylinder induces wall
patterns of negative streamwise and spanwise shear moulding its radius, and
whose magnitude increases with height. In view of the local flow orientation, such
regions with negative shear are predicted correctly. This shows the soundness of
the Taylor expansion model used within the NLHNS approach.

Such shear behaviour may be expressed through the skin-friction coefficient and
shape factor values altered by the presence of the cylinder. Figure 6.42 is a
comparison of these integral quantities between the base flow and the transitional
flow with various cylinder heights. The streamwise expressions were given in
Eqs. (6.11) and (6.12) while the spanwise skin-friction coefficients are defined as

cfw,lam =
µe

1
2ρeU

2
e

∂w̄

∂y

⃓⃓⃓⃓
w

, cfw,tr =
µe

1
2ρeU

2
e

∂(w̄+ ŵ00)

∂y

⃓⃓⃓⃓
w

. (6.15)
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Figure 6.40: Total wall vorticity distribution from the leading edge to the sponge region ( ).
Only one spanwise wavelength is represented. AERAST stationary CF case, β = 698 m−1

and h = 80µm.
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Figure 6.41: Contours of total streamwise (left) and spanwise (right) wall shear near the
cylinder actuation ( ). Top, h = 50µm; bottom, h = 80µm. The inviscid flow vector is
represented ( ). sc denotes the streamwise coordinate of the roughness centre. AERAST
stationary CF case, β = 698 m−1.
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Figure 6.42: Streamwise (left) and spanwise (right) skin-friction coefficient (top) and shape
factor (bottom) downstream of the cylinder location. The laminar boundary layer ( ) is
compared to the transitional boundary layer with h = 20µm ( ), 50µm ( ), 70µm ( )
and 80µm ( ). AERAST stationary CF case, β = 698 m−1.

The spanwise shape factor is defined as the ratio of the spanwise displacement
thickness,

δ∗ = −

∫︂+∞
0

w

Ue

dy (6.16)

to the spanwise momentum thickness defined as

θ = −

∫︂+∞
0

uw

U2
e

dy. (6.17)

The fluctuation observed for all cases stems from the wobbly variation of cp along
the wing surface. For the given fundamental spanwise wavenumber, the given
geometrical characteristics of the cylinder and location on the leading edge, the
skin-friction and shape factors are marginally affected by the variation of cylinder
height. Even for h = 80µm, the quantities of Fig. 6.42 evolve along the same
qualitative behaviour as the transitional behaviour and no sudden skin-friction
rise, or decline of shape factor is noted. The deviation of quantities occurs most
from a nominally zero height to h = 50µm whereas it seems to stagnate for greater
heights. This is another indicator of the intense mode saturation occurring in the
most downstream section of the wing involved in the computations.

Figure 6.43 represents, for several streamwise stations, the ratio of the (0, 1) mode
amplitude between LHNS and NLHNS methods. Such amplitude is based on
the maximum wall-normal value of

√︁
|û|2 + |ŵ|2. The line at the bottom shows
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Figure 6.43: Linear to non-linear ratio of amplitude for the primary mode, based on√︁
|û|2 + |ŵ|2 and evaluated at several streamwise locations: s/c = 0.30 to 0.55 in steps of

0.05 indicated by the arrow. AERAST stationary CF case, β = 698 m−1.
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Figure 6.44: Non-linear amplitude of the primary mode near the actuation site for
h = 20µm ( ), 40µm ( ) and 80µm ( ) compared with linear amplitude (dashed lines).
AERAST stationary CF case, β = 698 m−1.

that the non-linear interactions mildly amplify the primary mode at s/c = 0.30
relative to its linear value for all cylinder height. Had the receptivity and the
growth of disturbances been linear, all the curves in Fig. 6.43 would have been
straight lines. The departure from the linear regime occurs above approximately
h = 20µm. As the distance from the leading edge is greater and the cylindrical
height increases, the mode saturation intensity gradually reduces the non-linear
amplitude response. For h = 80µm, the non-linear (0, 1) amplitude at s/c = 0.55
is only 20% of its linear counterpart.

The discussion on the disturbance field features along the chordwise wing extent
is briefly stepped aside in order to focus on the region surrounding the cylinder.
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Figure 6.45: Contours of total streamwise velocity viewed from upstream at s/c = 0.15,
0.25, 0.35, 0.45 and 0.55 from top to bottom. Two spanwise wavelengths are represented,
with isolines from 0.1 to 0.9 in steps of 0.2. AERAST stationary CF case, β = 698 m−1.

As mentioned in Section 2.2.2, the HNS approach incorporates the effects of
receptivity. Figure 6.44 shows the amplitude of the primary mode in the vicinity
of the cylindrical roughness element. The NLHNS amplitudes are displayed
alongside the equivalent linear response for various roughness heights. Although
the non-linear amplitude evolves linearly just downstream of the cylinder location,
there is a distinct augmentation compared to the linear response. The fact that this
occurs at such a minute distance from the actuation site is evidence of a non-linear
receptivity mechanism. These features demonstrate that the NLHNS method can
capture both non-linear growth of instabilities and non-linear receptivity of the
boundary layer to surface roughness.

The stationary disturbance streamwise velocity induced by the cylinder with
h = 80µm and superimposed on the streamwise base flow component is presented
in Fig. 6.45. It shall be recalled that these are visualised from upstream, in the
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Figure 6.46: Contours of total streamwise vorticity viewed from upstream at s/c = 0.15,
0.25, 0.35, 0.45 and 0.55 from top to bottom. Two spanwise wavelengths are represented.
AERAST stationary CF case, β = 698 m−1 and h = 80µm.

normal-to-leading edge coordinate system. Past 30% of the chord length, the
formation of CF vortices with a ‘half-mushroom’ u-structure is noticeable. Near
s/c = 0.55, these vortices extend up to approximately six times the streamwise
displacement thickness at the cylinder centre. The corresponding total streamwise
vorticity field is shown in Fig. 6.46 at the same locations along the chord. The CF
vortices tow low-velocity flow regions away from the wall and drag high-velocity
flow regions towards the wall. The distinctive ‘cat’s eye’ shape commonly observed
in experiments is clearly visible.

Lastly, the amplitude functions of the three velocity components for the (0, 1) and
(0, 2) modes are displayed in Fig. 6.47. These wall-normal profiles correspond to
s/c = 0.50 where the phase-locked and saturation regimes are established accord-
ing to Fig. 6.37. The amplitude of the wall-normal component is systematically
smaller than the two others, by nearly an order of magnitude. As the cylinder
height increases from h = 20µm to h = 80µm, the velocity mode amplitude grows
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Figure 6.47: Amplitude functions of the primary mode (left) and of the (0, 2) mode (right)
at s/c = 0.50: û ( ), v̂ ( ) and ŵ ( ). Top, h = 20µm; bottom, h = 80µm. AERAST
stationary CF case, β = 698 m−1.

and the greater non-linear interaction results in an additional inflection point in the
û and ŵ amplitude profiles. A strong secondary instability is likely to ensue from
such highly inflectional profiles. Very similar observations were given by Haynes
and Reed (2000) in their NLPSE investigation of the development of stationary CF
vortices on a swept wing.

6.4 Discussion

The capability of the NLHNS to model non-linear interactions of instabilities has
been established. Overall, an excellent agreement with NLPSE results is obtained
on the three verification and validation configurations, which ascertains the correct
implementation of the method.

As underlined by the swept Hiemenz case in Section 6.1.3, the iterative procedure
tends to diverge when the growth rates of modes is high or when the level of
non-linear mode interactions is substantial. Resorting to gradual increments of the
roughness height or the amplitude of incoming waves is an essential approach to
stabilise the underlying algorithm. Numerical experimentation also suggested that
the use of the under-relaxation factor described in Eq. (4.35) has helped to improve
the robustness in some cases. A further possibility to serve the same purpose
is to adjust the governing equations to include the MFD in the left-hand side to
form a ‘modified’ LHNS operator. As a matter of fact, when the amplitude of the

214



CHAPTER 6 - NON-LINEAR GROWTH OF BOUNDARY LAYER INSTABILITIES

MFD is significant it leads to cascading considerable weight in the resonant forcing
terms on the right-hand side of Eq. (3.56). This is likely to be the reason why it
then destabilises the iterative procedure of the non-linear numerics. Including the
(0, 0) mode in the left-hand side was suggested by other authors in the context
of NLPSE, such as Chang (2004). Implementing this feature within the NLHNS
would however potentially result in a loss of computational efficiency, since the
sparsity pattern of the matrix discretising the left-hand side would change after an
update of the resonant forcing field; it would then require recomputation of a new
symbolic factorisation at each global iteration, as explained in Section 4.2.3.

In order to demonstrate the potential of the NLHNS methodology and its im-
provement over the NLPSE approach, it has been deployed in the framework of
boundary-layer instabilities generated by a roughness element. Its modelling relies
on a Taylor expansion of the no-slip condition at the wall surface. In the two
application cases of this chapter, the contribution associated with the travelling
modes (n ̸= 0,m) in Eq. (3.61) had to been discarded. It is recalled that the said
term, ∑︂

p,q
p+q=m

ĥp(x)
∂ûqn

∂y
(x, 0) (6.18)

is formed a priori of unknown amplitude functions. However, in virtue of the
hypotheses intrinsic to the Taylor expansion process, these can be computed over
the course of a simulation without the roughness, prior to the NLHNS simulation
with the roughness. This was attempted, but it led to the destabilisation of the
procedure even in weakly non-linear regimes where convergence is otherwise
readily reached. As a general point, the impact of including the additional
contribution of Eq. (6.18) should be carefully assessed. The first-order roughness
model based on the Taylor series is nevertheless widely acceptable as evidenced,
among others, by Mughal and Ashworth (2013) in numerical approaches, by Smith
(1982) in theoretical analysis based on triple-deck models and by Ng and Crouch
(1999) in the framework of finite Reynolds-number theory.

From a broader perspective, the NLHNS results showed some consistency with the
experimental data of de Paula et al. (2017) concerning the TS behaviour downstream
of the cylinder. The clear advantage of the NLHNS method compared to NLPSE is
its ability to quantify disturbance amplitude accurately just downstream of the
roughness, which is crucial with respect to the state of engendered secondary
instability. The NLPSE is incapable of capturing the short-scale evolution of the
latter processes. Further efforts are required to numerically quantify the scattering
of the TS waves in the same way as the experimental investigation of de Paula et al.

215



CHAPTER 6 - NON-LINEAR GROWTH OF BOUNDARY LAYER INSTABILITIES

(2017). The numerical strategies for stabilisation of the NLHNS iterative process
mentioned above may be used to extend the simulations downstream where a
more strongly non-linear stage is reached, in order to confirm numerically that the
secondary instability of K-type is the dominant mechanism.

The method was finally showcased in the context of a swept-wing boundary
layer destabilised by a cylindrical roughness element located on the leading edge.
The NLHNS demonstrated its aptitude to directly yield the harmonic response
generated by roughness elements of varying heights; insights on regions of negative
shear near the cylinder location were offered together with evidence of non-linear
receptivity increasing with the roughness height. The computational tool is
henceforth set to replicate the surface excrescence arrangement of Saeed et al.
(2016), who conducted a parametric investigation on the influence of 2D strips of
varying heights and location downstream of the cylinder.
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Chapter 7

Conclusions and Future Research

Still today, the complexity of modelling laminar-turbulent transition presents
severe challenges due to the multitude of possible routes and phenomena

responsible for heralding the transition stages. This is particularly true for boundary
layers developing on curved geometries in the presence of surface irregularities,
that are representative of aircraft wings. Transition modelling usually relies on
two classes of approaches.

On the one hand, the all-encompassing DNS features unsurpassed levels of detail
and accuracy. However, extracting the saturated state of stationary CF on a
wing geometry would require many weeks or months usage of a dedicated HPC
cluster utilising hundreds of CPUs—an unacceptable turnaround time for industry.
Such constraints are critical since industrial design invariably involves parametric
optimisation with hundreds of variables.

On the other hand, applied aerodynamics and design engineers have resorted
to LST and linear PSE conjointly with the eN method, enabling solutions in a
matter of minutes if not seconds. However, correlating semi-empirically the
transition location solely with the growth of the disturbance is oversimplified
for real-world applications. Little should be also expected from the application
of LST, which neglects surface curvature, the growth of the boundary layer and
non-linear interactions. Next to LST, the PSE model is a substantial improvement.
Nevertheless, it remains unable to incorporate strong streamwise gradients and
upstream-propagating disturbances arising from any abrupt change in surface
topography, embodied for example by rivet heads or hail dents.

This thesis has endeavoured to fill the void between these two approaches by
presenting a robust and efficient computational framework based on the ‘DNS’
equivalent of stability theory: the HNS methodology. In a 2.5D context, the
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only assumptions of the model are a time-harmonic and spanwise-harmonic
decomposition of the disturbance field. The temporal BiGlobal analysis embraces
the HNS assumptions and differs only in the philosophy of the sought instabilities,
namely the retrieval of self-sustained mechanisms as an eigenvalue-based approach.
We also focused on the spatial development of disturbances by considering the
LHNS model. In this work we developed the NLHNS concept, seen as an extension
and as a significant enhancement of the NLPSE model. The scope of this thesis
has been restrained to boundary layers in incompressible flows as a first step.

First, we applied streamwise BiGlobal analysis to a set of flat-plate boundary-layer
flows featuring LSBs induced geometrically by 2D surface indentations. The
temporally amplified mechanisms are in accordance with the literature and the
corresponding unstable modes arise past a certain threshold of peak reversed flow
velocity. The subsequent investigation in Section 5.3 is, to our best knowledge,
the first occurrence of a streamwise BiGlobal analysis performed on a swept-
wing geometry with steps. We numerically exhibited the existence of temporally
amplified modes as the step height exceeds the boundary-layer displacement
thickness of the clean geometry at the step location, and found that the BFSs are
generally more detrimental than FFSs in that respect. This particular ascertainment
pertaining to BiGlobal analysis is in line with the experimental or 2D numerical
studies on surface steps in boundary layers, although the available dataset was
limited; the fixed sweep angle, the fixed Mach number and the few height and
location cases offered a rather narrow parametric study opportunity.

We also validated the ability of the NLHNS to model non-linear interactions against
three reference cases of a different nature. One of them featured experimental data
from Kachanov and Levchenko (1984). The capability of the NLHNS to model
resonant wave-triad interactions in the presence of surface roughness has been
demonstrated by replicating numerically the experimental setup of de Paula et al.
(2017). In the first place, we computed the stationary distortion induced by a
cylindrical element located on a zero-pressure-gradient section of an aerofoil. Then,
the interaction between an incoming 2D TS wave and the cylinder was investigated.
We analysed the scattering of the impinging wave due to the presence of the 3D
localised roughness. Under the current state of insight provided by the NLHNS, we
noted some consistency with the experimental results about the behaviour of the
TS wave downstream of the cylinder, which preferentially excites unsteady oblique
modes. Remarkably, this was obtained by considering only a few Fourier modes to
reconstruct the spanwise and temporal fields. Afterwards, we applied the NLHNS
to an industrially-relevant swept-wing boundary layer developing on the AERAST
geometry. The base flow was computed directly from the experimental surface
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pressure distribution. This culminated in the quantification of stationary CF
created by a cylindrical roughness of increasing height, placed on the leading edge.
Besides capturing the phase-locked and harmonic saturation regimes, the NLHNS
has demonstrated its ability to incorporate the effects of non-linear receptivity to
surface roughness.

Those studies were facilitated by an efficient numerical machinery that we presented
throughout Chapter 4. We have used a high-order FDM that yields sparse
discretised operators. The code is based on parallel libraries for their formation
and for the numerical solution of linear systems (for LHNS/NLHNS) or eigenvalue
problems (for BiGlobal analysis). Although the scalability of LU solvers is inferior
relatively to iterative solvers, the raw performance of MUMPS enabled us to solve
such problems in a relatively short time compared to a DNS thanks to a hybrid
MPI/OpenMP parallelisation scheme.

As a rough order of magnitude, solving a 2.5D LHNS problem in parallel with 16
MPI processes and typical discretisation parameters usually takes one minute. A
(2.5D) BiGlobal problem requires between ten minutes and an hour, depending on
the spectrum convergence. Without such a reasonable performance, the parametric
study involving BiGlobal analysis on the swept wing in Section 5.3 with multiple
height and location cases would have been unfeasible. Moreover, a global NLHNS
iteration for a 3D stationary (or a 2D travelling) computation with N = 0 and
M = 8 lasts approximately ten minutes. For a travelling 3D NLHNS problem with,
for example,M = 8 andN = 4, a global iteration requires between 45 minutes and
an hour.

However, the computational code had to be run on distributed-memory clusters
whose hardware featured sub-optimal process affinity within a computational
node. This implies there is additional performance hold in reserve and a potentially
improved scalability of MUMPS. Most NLHNS computations used 16 to 48 MPI
processes and one to six OpenMP threads per MPI process to yield highly-converged
results. Following the non-linear development of disturbances with such high-
fidelity modelling in similar CPU times with DNS would have been intractable,
irrespective of hardware power.

Conversely, we also emphasised the limitations of the computational tool. Even
though MUMPS uses data structures based on the sparsity of discretised matrices,
their banded structure is not fully exploited. This is characterised by significant
fill-in of the LU factors, thereby making the numerical solution of a 3D problem
discretised in physical space impossible due to extreme memory requirements.
A first-rate parallel scalability would be obtained with iterative solvers. When
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applied to our formulation with HNS equations and the numerical method, they
systematically led to divergence regardless of the choice of built-in preconditioner.
This is imputable to the significant ill-conditioning of the discretised operators.
Lastly, the single regular grid associated with the FDM is only able to mesh smooth
surface irregularities. For example, sharp steps cannot be processed unless a
multi-block approach with connected sub-domains is implemented, or unless
roughness elements are small enough so that they can be modelled using the
Taylor expansion model.

The BiGlobal analyses of Chapter 5 may be naturally expanded by decoding more
accurately the physical mechanisms involved in global modes, and considering the
relative importance of individual terms in the governing equations. In this light, the
energy budget based on the Reynolds-Orr equation is the tool of choice, as shown
by Malik et al. (1999) and Schmid and Henningson (2001). A further extension
of the work could involve solving the associated adjoint problem. Its solution
completes the original (direct) problem by locating regions with higher receptivity
of the boundary layer to external perturbations (Hill, 1995). Considering the two
approaches together has potential to theoretically devise strategies aimed at flow
control. Such further numerical insights would enhance the analyses of Chapter 5,
since the current understanding of the various transition mechanisms related to
3D LSBs within surface irregularities of increasing height is still in its infancy.
Moreover, in the context of 2.5D BFSs and FFSs, the changeover from a gradual
forward transition movement to bypass transition and turbulent breakdown also
remains unexplained.

Due to the cumbersome application of the BiGlobal analysis and its difficulty to
ascertain physical relevancy of eigenmodes, it is unlikely that the method can be
presently used in routine transition analysis as part of a CFD-based optimisation
loop for aerodynamic design. Future work may be undertaken to demonstrate that
BiGlobal analysis is capable of efficiently explaining sensitivity to roughness for
realistic configurations such as flight tests. In that case, it could be of industrial use
for the purpose of setting manufacturing and performance tolerances by running
through a range of boundary-layer and roughness parameters.

In comparison to LST and PSE, the HNS model can be seen as the model most
fitted for tracking the evolution of disturbances in a boundary layer with complex
geometries. None of the former models would have captured the probable acoustic
wave propagating upstream of the indentations in Section 5.2.2 which the LHNS
captures, for a hardly greater computational overhead compared to PSE.
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As an exact representation of the flow disturbance problem, there is a clear
predominance of the NLHNS approach introduced in this thesis compared to
the level of modelling offered by the NLPSE. The verification and validation
procedure followed in Section 6.1 has demonstrated the correctness of the method
and a near-perfect match with NLPSE on the considered cases. We stress anew
that the NLHNS can seamlessly incorporate the effect of short-scale features
or the influence of geometrically-induced LSBs. Additional work is required
to ascertain the performance of the method in highly non-linear regimes. The
approaches mentioned in Section 6.4 have potential to further stabilise the iterative
algorithm based on the self-correction of resonant forcing. This would be of utmost
importance in those regimes where the MFD sustains high amplitude right before
breakdown.

Furthermore, the cylindrical roughness element in the application cases of Sec-
tions 6.2 and 6.3 is not meshed, but modelled via a Taylor expansion of the no-slip
velocity field on the wall surface. We note that surface suction or blowing can
be modelled similarly. Tempelmann et al. (2012) compared the two approaches
in their study involving a localised cylindrical element on a swept wing. They
noted an excellent agreement in the receptivity amplitude between the meshed
roughness and the modelled roughness when its height remains below 10% of the
displacement thickness at the roughness position. Nonetheless, there was a 14%
difference when the roughness height was increased to 30%, and an increasing gap
for greater heights. This provides an important rule of thumb to assess the validity
of the roughness model. Future work may involve assessing how the truncation
order of the Taylor expansion affects the accuracy of the approach.

The application cases in Sections 6.2 and 6.3 feature ‘simple’ transition scenarios;
the incoming TS wave has been modelled as a (1, 0) monochromatic wave, while
only the stationary CF has been considered on the AERAST swept wing. If more
light is shed on the outstanding questions above and the NLHNS maturity is
further established, the capability may be deployed for more complex transition
scenarios. For instance, experiments with precise mode initialisation or spectral
content may be matched and numerically replicated. This would include any
known breakdown mechanism, whether it is a fundamental resonance of K-type,
a subharmonic resonance of ‘H-type’ (Herbert, 1988) or oblique breakdown (‘O-
type’). For example, the travelling CF generated by an unsteady disturbance
and interacting with a roughness element on a swept-wing could be investigated.
Another possibility is the stabilisation of TS waves via arrays of miniature vortex
generators (Shahinfar et al., 2013). The NLHNS method also opens up prospects
for preliminary studies involving HLFC, such as the control of CF vortices using
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distributed roughness elements (Saric et al., 1998; Hosseini et al., 2013; Mughal &
Ashworth, 2013).

One might conceivably contemplate that the NLHNS is an appropriate complement
to the wind tunnel, since it is convenient to extract quantities of interest that remain
difficult to measure experimentally. An example is the streamwise vorticity in the
wake of an isolated roughness element. In addition, the NLHNS embodies an
accurate transition prediction capability. Just as the NLPSE, the method is able to
capture the sudden increase of averaged wall shear resulting from the contribution
of the MFD. The added value relies on the detection of absolute instability or
reversed-flow regions, made possible by the ellipticity of the method. Streamwise
regions with negative wall shear could characterise unsteady flow separation in
the transition region, as suggested by Chang and Malik (1994).

The NLHNS ellipticity also reinforces the attractiveness of the method with
compressible flows featuring long-range acoustic feedback loops that drive global
modes. Typical problems include the generation of tonal noise around aerofoils, or
flows over open rectangular cavities. By its very nature, the NLHNS also entails an
advantage over another method allowing global stability analysis, namely resolvent
analysis. The latter approach has been associated with the measure of the flow
system response to harmonic forcing from an input-output viewpoint. External
noise, or surface roughness are examples of such forcings. The resolvent represents
the dynamics of the linearised Navier-Stokes operator, which are described via
the spatial distribution of inputs, outputs and the associated amplification (gain).
Although Rigas, Sipp and Colonius (2021) extended the approach to account for
non-linear interactions in boundary layers using a harmonic balance method,
resolvent analysis remains limited to globally stable systems. On the other hand,
NLHNS is able to operate in a globally unstable framework.

It is worth mentioning that one drawback of the NLHNS is the restriction to
work in harmonic space, where stability is by nature associated to asymptotically
long times. This makes it unsuitable to describe transient phenomena. In that
sense, it is less flexible than time-stepping DNS. Nonetheless, there is a broad
range of flow problems where the modal approach is justified, particularly in
transition analysis. The NLHNS would appear as a candidate for being adopted
as an industrial tool only if the associated computational requirements could be
reduced at least by an order of magnitude. Computation times represent only a
fraction of an equivalent DNS but remain greater than the cost of NLPSE with
our implementation. We specifically devised the method to be memory-efficient
so that the spanwise and temporal Fourier series could be truncated to O(10)
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modes. Unless the performance of the LU factorisation is improved, there would be
significant time overhead in performing (2M+1)×(N+1) numerical factorisations
with truncations involving O(100) modes.

Lastly, the modularity of the developed code could alleviate the issues related to
excessive computing requirements for fully 3D problems. We have indeed used
an FDM and a matrix-forming approach to discretise the operators associated
with the HNS equations. The main bottleneck to faster turnaround times is the
LU solver, which also restrains the discretisation to 2.5D base flows since the
memory requirements remain prohibitive for 3D base flows. From the assessment
of Abdelfattah et al. (2020),

‘One of the challenges with high-order methods is that a global sparse
matrix is no longer a good representation of a high-order linear operator,
both with respect to the [flop]s needed for its evaluation, as well as the
memory transfer needed for a [matrix-vector multiplication].’

Such numerical libraries that build on these concepts provide efficient alternative
high-order discretisation methods which could form a new bedrock for the
considered HNS problems. These could offer a performance breakthrough when
used conjointly with recent preconditioners targetting incompressible Navier-
Stokes equations mentioned in Section 4.3.2.
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Appendix A

Body-fitted coordinates

Orthogonal body-fitted coordinates (x,y, z) are conveniently used to analyse
curved wing geometries and to align the grid with the local flow direction within
the realm of possibility. They can be seen as a particular case of generalised
curvilinear coordinates. If (ξ,η, ζ) denotes Cartesian coordinates, the relation
between the two coordinate systems can be written as

x = x(ξ,η, ζ)

y = y(ξ,η, ζ)

z = z(ξ,η, ζ).

(A.1)

Knowing the elemental arc length in Cartesian coordinates is expressed as (ds)2 =

(dξ)2 + (dη)2 + (dζ)2, differentiating Eq. (A.1) gives

(ds)2 = (hxdx)
2 + (hydy)

2 + (hzdz)
2 (A.2)

where (hx,hy,hz) are the Lamé coefficients of the transformation which appear in
the expression of the gradient, divergence or Laplacian operators:

∇ϕ =

(︃
1
hx

∂ϕ

∂x

1
hy

∂ϕ

∂y

1
hz

∂ϕ

∂z

)︃T

(A.3)

∇ ·ϕ =
1

hxhyhz

(︃
∂hyhzϕx

∂x
+
∂hxhzϕy

∂y
+
∂hxhyϕz

∂z

)︃
(A.4)

∆ϕ =
1

hxhyhz

(︃
∂

∂x

(︃
hyhz

hx

∂ϕ

∂x

)︃
+
∂

∂y

(︃
hxhz

hy

∂ϕ

∂y

)︃
+
∂

∂z

(︃
hxhy

hz

∂ϕ

∂z

)︃)︃
. (A.5)
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Figure A.1: Body-fitted orthogonal coordinates. R represents the local radius of the body
contour, linked to the local body curvature κ(x) = 1/R(x). The streamwise position of any
point is measured by the distance along the body contour from the coordinate origin O. C
is the local centre of curvature.

For body-fitted coordinates, the Lamé coefficients read

hx = 1 − κ(x)y

hy = 1

hz = 1

(A.6)

where κ is the local body surface curvature. Figure A.1 represents a schematic
view of the body-fitted coordinates. In this coordinate system, the wall-normal
coordinate lines remain orthogonal to the surface and do not change orientation as
the distance from the body increases to conform to the far-field upper boundary.
However, important surface concavity would render the assumption invalid;
wall-normal coordinate lines would cross, leading to an ill-posed body-fitted
transformation. An example is a sharp indentation present on the body surface.
Nonetheless, in this work surface irregularities are modelled via a distinct change
of variables and not by the body-fitted coordinate system which alleviates any
problems of that kind.

The 2.5D LHNS operator reads in body-fitted coordinates

L =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 χ∂x ∂y − κχ iβ

χ∂x D+ χ∂xū− κχv̄+
κ2χ2

Re ∂yū− κχū+ K+
2κχ2

Re ∂x 0

∂y χ(2κū+ ∂xv̄) − K−
2κχ2

Re ∂x D+ ∂yv̄+
κ2χ2

Re 0

iβ χ∂xw̄ ∂yw̄ D

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
(A.7)
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where the operator D is

D = χ

(︃
ū−

∂xχ

Re

)︃
∂

∂x
+
(︂
v̄+

κχ

Re

)︂ ∂

∂y
+ i(βw̄−ω)

+
β2

Re −
1

Re

(︃
χ2 ∂

2

∂x2 +
∂2

∂y2

)︃
.

(A.8)

The parameter χ is defined as

χ(x,y) = 1
hx

=
1

1 − κ(x)y
(A.9)

while K denotes the expression

K =
χ

Re

(︃
χ
∂κ

∂x
+ κ

∂χ

∂x

)︃
. (A.10)

The total resonant forcing reads

Fres =

⎛⎜⎜⎜⎜⎝
0

−χũ∂xũ− ṽ∂yũ− w̃∂zũ+ κχũṽ

−χũ∂xṽ− ṽ∂yṽ− w̃∂zṽ− κχũ
2

−χũ∂xw̃− ṽ∂yw̃− w̃∂zw̃

⎞⎟⎟⎟⎟⎠ . (A.11)

The equations expressed in Cartesian coordinates are recovered in the large
curvature limit, that is for κ = 0 and χ = 1. Finally, the LPPE reads

χ2∂
2p̂

∂x2 +
∂2p̂

∂y2 + χ∂xχ
∂p̂

∂x
− κχ

∂p̂

∂y
− β2p̂+ 2χ2(∂xū− κv̄)

∂û

∂x

+ 2χ(∂xv̄+ κū)
∂û

∂y
+ 2χ(iβ∂xw̄+ κ∂yū)û+ 2χ∂yū

∂v̂

∂x

+ 2∂yv̄
∂v̂

∂y
+ 2(iβ∂yw̄+ κχ2(κv̄− ∂xū))v̂ = 0.

(A.12)
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Appendix B

Lagrange interpolant and matrix
entries

The one-dimensional Lagrange interpolant in Eq. (4.3) is easily extended to two
spatial dimensions. Evaluated at the grid node (xi,yj), the discrete value of the
function ϕ reads

ϕ(xi,yj) = ϕij =

sx,i+qx∑︂
k=sx,i

sy,j+qy∑︂
p=sy,j

lx,ik(xi)ly,jp(yp)ϕkp. (B.1)

A degree of freedom corresponds to one variable ϕ ∈ (p,u, v,w)T evaluated at one
grid node (xi,yj) for i ∈ [0,nx] and j ∈ [0,ny]. To prevent an underdetermined
or overdetermined system of equations, it must be associated with one and only
one equation among the governing PDEs, or the boundary condition if the degree
of freedom is located at the boundary of the domain. At a continuous level, a
governing linear equation may be written as

nϕ∑︂
r=1

[︃
ar(x,y)

∂2ϕr

∂x2 + br(x,y)
∂2ϕr

∂y2 + cr(x,y)
∂2ϕr

∂x∂y

+dr(x,y)
∂ϕr

∂x
+ er(x,y)

∂ϕr

∂y
+ fr(x,y)ϕr

]︃
= 0

(B.2)

wherenϕ is the number of independent variables and (ar,br, cr,dr, er) are the PDE
coefficients which are in general functions of spatial coordinates. After mapping
to the computational domain Ξ, Eq. (B.2) is transformed into

nϕ∑︂
r=1

[︃
Ar

∂2ϕr

∂ξ2 + Br

∂2ϕr

∂η2 + Cr

∂2ϕr

∂ξ∂η
+Dr

∂ϕr

∂ξ
+ Er

∂ϕr

∂η
+ Frϕr

]︃
= 0 (B.3)
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where (Ar,Br,Cr,Dr,Er) are linear combinations of the original PDE coefficients
multiplied by transformation metrics following Eqs. (4.7) and (4.8). If ϖx,ij =

lx,ij(xi) denotes the weights of the FD-q method that are node values of the
Lagrange polynomials, Eq. (B.3) reads, after introducing the two-dimensional
Lagrange interpolant defined in Eq. (B.1),

nϕ∑︂
r=1

sx,i+qx∑︂
k=sx,i

sy,j+qy∑︂
p=sy,j

[︁
Arijϖ

′′
ξ,ikϖη,jp + Brijϖξ,ikϖ

′′
η,jp + Crijϖ

′
ξ,ikϖ

′
η,jp

+Drijϖ
′
ξ,ikϖη,jp + Erijϖξ,ikϖ

′
η,jp + Frijϖξ,ikϖη,jp

]︁
ϕrkp = 0

(B.4)

which is evaluated at (xi,yj) or equivalently at the computational coordinates
(ξi,ηj).

Equation (B.4) is filled with useful information. It pertains to one row of the
finite-difference matrix whose location is completely determined by which specific
grid node (xi,yj) and which specific variable of ϕ ∈ (p,u, v,w)T it is associated to.
The triad (r, k,p) local to the summation determines a unique column of the matrix.
The FD-q stencils k ∈ [sx,i, sx,i + qx] and p ∈ [sy,j, sy,j + qy] span the different
columns and allow to determine the non-zero entries for the matrix preallocation
and matrix assembly steps.
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