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Decision Anticipation for Driving Assistance Systems
Pierluigi Vito Amadori, Tobias Fischer, Ruohan Wang and Yiannis Demiris

Abstract— Anticipating the correctness of imminent driver
decisions is a crucial challenge in advanced driving assistance
systems and has the potential to lead to more reliable and safer
human-robot interactions. In this paper, we address the task of
decision correctness prediction in a driver-in-the-loop simulated
environment using unobtrusive physiological signals, namely,
eye gaze and head pose. We introduce a sequence-to-sequence
based deep learning model to infer the driver’s likelihood of
making correct/wrong decisions based on the corresponding
cognitive state. We provide extensive experimental studies over
multiple baseline classification models on an eye gaze pattern
and head pose dataset collected from simulated driving. Our
results show strong correlates between the physiological data
and decision correctness, and that the proposed sequential
model reliably predicts decision correctness from the driver
with 80% precision and 72% recall. We also demonstrate that
our sequential model performs well in scenarios where early
anticipation of correctness is critical, with accurate predictions
up to two seconds before a decision is performed.

Virtual Environment
Decision

Target
Label

Learned
Model

Head
Pose
Eye
Gaze

Virtual
Reality
Headset

Training

Input
Sequence

Decision
Anticipation
Right
35%

Wrong
65%

Gaze/Head Tracking

Fig. 1. Block diagram of the proposed framework for decision correctness
anticipation. Easily accessible data from the driver, namely head pose and
eye gaze, are used to train a recurrent network with a sequence-to-sequence
approach. The final goal of the network is to provide the correctness
likelihood for both correct and wrong decisions.

I. I NTRODUCTION
The ability to predict whether a human is likely to make a
mistake is a critical challenge in Advanced Driving Assistance
Systems (ADAS), as it may lead to safer vehicles and
more reliable assistance [1], [2]. For instance, the ability
to understand user intentions and to anticipate human error
allows ADAS to either alert users or to take over control
before potentially dangerous maneuvers take place [3], [4].
In this paper, we investigate the problem of predicting
decision correctness from physiological data during driving.
Specifically, we investigate the feasibility of using physiological signals, i.e., eye gaze and head pose, to directly infer the
likelihood of a driver making a mistake in the near future.
We measure the accuracy in a cognitive “n-back” task, where
subjects are asked to make a decision based on information
received n steps before. While performing the n-back task,
the subjects have to avoid obstacles in a realistic simulated
driving scenario.
Cognitive load classification is a closely related problem [5],
[6], wherein physiological data are used to estimate the level
of cognitive stress experienced by participants during driving.
Extensive literature shows that cognitive load correlates
well with physiological signals and can thus achieve high
prediction accuracy [7], [8], [9]. However, contrary to our
proposed decision correctness prediction, cognitive load
classification does not provide an actionable cue for the
ADAS to decide whether to intervene, as humans may still
perform well under stress.
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Predicting decision correctness with physiological data may
be applied to ADAS, thanks to the widespread availability
of affordable and unobtrusive sensors [10], [11]. While
ADAS have achieved impressive results with camera and
telemetry data [12], active user monitoring remains an open
challenge due to the high data variability among individual
users [13], [14]. In this work, we demonstrate that predicting
the correctness of cognitive state-dependent decisions is
feasible, even with only eye gaze and head pose data.
We present a long short-term memory (LSTM) [15] based
framework for decision correctness anticipation in driving.
The framework may be interpreted as an extension to cognitive
load classification in driving. We frame the problem as
weighted sequence-to-sequence (Seq2Seq) supervised learning. This paradigm encourages the network to extract useful
features from early observations of the driver and penalize
misclassification when more observations are available.
The key contributions of the paper are as follows:
1) We present an end-to-end Seq2Seq LSTM-based approach for anticipating cognitive-based decision correctness from unobtrusive physiological signals;
2) We collect and contribute a dataset containing physiological data of fifteen participants in a realistic humanin-the-loop driving simulation;
3) We compare our proposed Seq2Seq LSTM framework
with two other baseline classifiers and similar competitive LSTM architectures. The proposed approach can
infer the likelihood of a mistake up to two seconds in
advance.

II. R ELATED W ORKS
Our work is closely related to driver monitoring for
advanced driving assistance systems (ADAS) and cognitive
load classification. In this section, we review the related
literature.
Recently, there has been increasing research interest in
methods for anticipating a driver’s behavior based on their
physiological signals to improve driving safety and comfort [16]. For example, the ability to predict driving behaviors
would allow an ADAS to plan ahead takeover requests and
engage more reliably in assistive actions, therefore improving
safety [17]. Driver monitoring has proven to be a viable
approach for several challenging tasks, such as driver intention
prediction [12], [18], focus of attention estimation [19], driver
inattention detection [20] and stress tracking [21].
A related problem is cognitive load classification in
driving. This task is inherently complex, as cognitive load
is not directly measurable, with induced working memory
often used as a measurable proxy [6], [22]. In cognitive
load classification, sophisticated feature engineering is often
required to improve data quality and extract useful features
from raw sensor signals, e.g., electrocardiogram (ECG),
electromyogram (EMG), skin conductance and respiration [5],
[7] or eye movements [8], [22]. These studies have shown
that statistical correlations between cognitive load and physiological signals can vary significantly among experiment
participants. Recently, [9] introduced an end-to-end framework for real-time cognitive load classification, where useful
feature representations are directly learned from data.
Inspired by the above studies, many works have addressed
the problem of collecting physiological data from drivers
reliably and unobtrusively [23]. For instance, [24] robustly
estimated the gaze zone of a driver from RGB images via
Convolutional Neural Networks (CNNs). Similarly, [25] used
grayscale images to estimate gaze regions via Support Vector
Machines (SVMs). In [26], RGB images from a webcam in
the dashboard were successfully used to measure a driver’s
heart-rate in a real driving scenario.
In this paper, we go beyond driver monitoring and cognitive
load classification by introducing an actionable metric for
the system. Specifically, our decision anticipation approach
outputs the likelihood of the correctness of the driver’s next
decision. A likely wrong decision could be acted on using
the ADAS safety mechanism, while a likely correct decision
could inform the ADAS that intervention is not necessary at
this point in time.
III. P ROBLEM AND M ETHODS
In this section, we frame decision correctness anticipation
in driving as a supervised
n classification problem. Specifically,
oN
we consider a dataset Xj = (xj,1 , xj,2 , ..., xj,T )j , yj
,
j=1

where Xj is a temporal sequence of size T , with the
corresponding label yj . For our task, Xj denotes a sequence
of physiological signals and yj the correctness of the next
decision. Note that we train a generalized, subject-agnostic,
model, i.e., one model is trained and tested on all participants’

data. For classification, we minimize the cross-entropy loss
on a model pθ :
L=

N
X

− log pθ (yj |Xj ).

(1)

j=1

We parametrize pθ with sequential models, including recurrent neural networks (RNNs; Section III-A) and long shortterm memory networks (LSTMs; Section III-B). Sequenceto-sequence learning is introduced in Section III-C.
A. Recurrent Neural Networks
Standard RNNs are a class of neural networks that take a
sequence of observations as inputs and output a sequence of
vectors (h1 , h2 , ..., hT ), namely hidden state vectors. Given
a sequence of observations (x1 , x2 , ..., xT ), an RNN operates
as follows:
ht = fa (Wxt + Hht−1 + b)

(2)

ŷt = sof tmax(Wy ht + by ),

(3)

where fa (·) represents the non-linear activation function
applied in an element-wise manner and ŷt is the one-hot
encoding for the decisions, given the observations xt . At
the learning stage, the optimization objective is to learn the
set of model parameters (W, H, b, Wy , by ). In RNNs, the
activation function fa is commonly chosen to be either a
hyperbolic tangent function, tanh(·), or a sigmoid function,
σ(·). In our RNN implementation, a tanh activation is
assumed.
B. Long Short-Term Memory Networks
LSTMs [15] are a subclass of RNNs, where a memory
cell is incorporated to maintain contextual information over
time and capture long-term dependencies in data sequences.
Similarly to RNNs, the LSTM network operates on a sequence
of observations to output a sequence of hidden states, as
follows:
it = σ(Wi ht−1 + Ii xt + bi )
f

f

o

o

(4)

ft = σ(W ht−1 + I xt + bf )

(5)

ot = σ(W ht−1 + I xt + bo )
ct = ft

ct−1 + it

ht = ot

tanh(ct ),

(6)
c

c

tanh(W ht−1 + I xt + bc )

(7)
(8)

where it , ft , ot , ct and ht identify the input gate, forget
gate, output gate, memory cell and hidden representation,
respectively. The parameters to be learned are W∗ , I∗ and b∗ ,
where ∗ is used to represent {i, f, o}. In our implementations,
we assume a similar projection layer to the one described
for standard RNNs, i.e., a fully connected layer followed by
sof tmax, as shown in Eq. (3).
C. Sequence-to-Sequence Learning
In our proposed method, we frame decision anticipation
as an exponentially weighted sequence-to-sequence supervised learning (Seq2Seq). In this learning paradigm, the jth sequence of observations {xj,1→T = (xj,1 , ..., xj,T )} is

mapped to a sequence of events {yj,1→T = (yj,1 , ..., yj,T )},
where yj,t = yj , ∀t. This sequence mapping encourages the
network to extract useful features from early observations
of the driver. At the same time, an exponential weighting
that grows with time is used to reduce the impact of early
observations over performance, as they are made when less
context is available for decision anticipation.
Analytically, we adopt a weighted cross-entropy loss across
each input sequence Xj , defined as follows [9], [12]:
loss =

N X
T
X

−e(t−T ) log p(yj |x1→t ),

(9)

j=1 t=1

where x1→t = (x1 , x2 , ..., xt ) identifies the sub-sequence of
observations until timestamp t.
Eq. (9) is defined to exploit the assumption that longer
sequences contain extra information for correct inference.
It may also be interpreted as a form of auxiliary loss
similar to [27], whereby the network is encouraged to extract
relevant features from early observations, increase the gradient
signal that gets propagated back, and provide additional
regularization.
IV. E XPERIMENTS
In this section, we present the experimental setup considered. The main goal was to collect physiological signals that
were unobtrusive, namely gaze and head pose, and behavioral
data, specifically decisions under high cognitive load levels.
This study has been approved by the Ministry of Defence
Research Ethics Committee (MoDREC).
A. Participants
We recruited fifteen participants (mean age 25.3, standard
deviation 4.1) with normal or corrected vision. Each participant was provided with information regarding the sensors,
experimental setup and a brief explanation of the task to be
performed. After a calibration procedure, participants were
allowed a demo trial to familiarize themselves with the driving
simulator before performing the actual experiment.
B. Setup
A realistic driver-in-the-loop simulation was set up for the
experiment (see Fig. 2). The setup comprised of a screen
(for monitoring participants), a physical simulator, and a
virtual reality headset with integrated eye gaze and head pose
tracking, which required an infra-red camera mounted above
the steering wheel. The simulated driving environment was
custom developed and designed using the Unreal Engine
(https://www.unrealengine.com).
C. Task
Participants were asked to perform two separate tasks
jointly. The primary task was to drive along a straight
road and avoid stationary rectangular obstacles placed at
regular intervals. For the secondary task, participants were
instructed to perform a cognitive state-dependent decision
when prompted by the simulator. The secondary task is
designed according to the “n-back” paradigm [6], often used

Fig. 2. Driving simulator setup. Top: Simulated environment. Bottom: The
participant wears a virtual reality headset with integrated eye gaze tracker
and head pose estimation. The screen depicts the scene currently displayed
to the participant and real-time sensor readings for monitoring during the
trial.

in the literature to modulate different levels of cognitive load
on the driver [7], [22], [28]. The core assumption is that the
cognitive load required by a task is strongly correlated to the
level of working memory required to perform such a task [6].
During our experiments, we assumed a 3-back scenario,
where participants were asked to make a decision based on
information they received three steps before. The provided
information was in the form of numbers, which spanned from
1 to 12. Four buttons on the steering wheel were dedicated to
the task, with each button corresponding to a different triplet
of numbers: button a for {1, 2, 3}, button b for {4, 5, 6}, and
so forth. We considered the decision time to be the time at
which the participant pressed one of the buttons. Then, a
correct/wrong decision label was assigned to the decision by
comparing the id of the button that the participant pressed
(i.e., a, b, c or d) to the correct one.
Each participant was asked to perform a three-minute trial.
During the trial, numbers were announced at every obstacle,
i.e., audio-based decision stimuli were provided every three
seconds. An audio-based secondary task poses an interesting
challenge for decision correctness prediction via eye gaze
and head pose signals alone. Here, primary and secondary
tasks stimulate different modalities, i.e., visual for driving
and obstacle avoidance and auditory for number recognition
and memorization.
D. Obstacle Distribution and Cognitive Load
To ensure a consistent cognitive load and number of
decisions among all participants, a proportional–integral–
derivative controller was implemented on the simulator so that
a cruise speed of 120 km/h was maintained throughout the
experiment. The road was divided into three virtual lanes, with
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Fig. 3. Depiction of the sequence generation. The sequence of observations
that precede a decision is an instance of variable length tinstance . Once
instances for each participant are computed, inputs of length tframe are
extracted using a sliding window with fixed overlap toverlap . For sequential
models, each element of the sequence was computed over windows of
duration twin .

obstacles randomly placed at one of three lanes. Obstacles
blocked an entire lane completely, so participants had to steer
to avoid them. Obstacles were 100 meters apart; thus the
participants were required to make a decision approximately
every 3 seconds for a total of 55 decisions per run. To avoid
loss of focus on the task from the participant, obstacles exert
no effect on the vehicle on contact; however, a notification
was sent to the researcher.
To avoid the tunneling effect on the simulator, i.e., where
a lane is free of obstacles for extended periods of time,
we defined a discrete distribution for obstacle placement.
Consider ci as the distance between the current obstacle
location and the previous obstacle location in lane i. We then
define the obstacle placement probability distribution in lane
i as
eci /IntervalSize
p(i) = P c /IntervalSize ,
(10)
i
ie
where IntervalSize represents the distance between two
adjacent obstacles. For instance, in a case where the i-th lane
has not been blocked for the past 5 obstacles, the distribution
in Eq. (10) ensures that the probability of blocking that lane
is e5 times higher than that of the most recently blocked lane.
E. Dataset Collection and Pre-processing
During each session, we collected: 1) instantaneous twodimensional gaze locations for both left and right eye, 2) threedimensional head position and head rotation (all at 60 Hz),
and 3) driver decisions. The integrated eye-tracker in the
virtual reality headset provides a two-dimensional vector of
the gaze position coordinates on the screens, as seen through
the headset lenses for both eyes. These vectors are normalized
to the range [−1, 1] along both x-axis and y-axis, so that
the center is (0, 0), bottom-left is (−1, −1) and top-right is
(1, 1). Head pose information is directly inferred from the
position and rotation of the headset, with position and rotation

during calibration being considered as reference. The headset
position is specified in Cartesian coordinates, and the rotation
is described in Euler angles.
Physiological data were recorded as follows: {timestamp,
r-x, r-y, l-x, l-y, head-x, head-y, head-z, head-yaw, head-pitch,
head-roll}, where r and l are used to differentiate between
right and left eye data, respectively. We processed each gaze
pattern sample to provide distance, identified by the symbol
δ, from the previous sample, i.e., horizontal and vertical,
and Euclidean distance from the center of the field of view
(fov). This led to a sample for each time step with 11 raw
features {rx-δ, ry-δ, lx-δ, ly-δ, fov-distance, head-x, head-y,
head-z, head-yaw, head-pitch, head-roll}. Driver decisions
were recorded in the format: {timestamp, number-stimulus,
button-id, reaction-time}.
F. Sequence Generation and Train/Test Split
When preparing the data for classification, we first split
data sequences of each participant into decision instances of
variable length. An instance is captured in the time duration
between a driver’s previous decision and their current decision,
as shown in Fig. 3.1
Once the data has been processed into a sequence of
instances, they are split into training and test splits for each
participant. This procedure is designed to guarantee that the
training and test sets are entirely independent, i.e., training,
validation and testing are performed on different decisions,
as a split after feature extraction on the samples might lead
to an inflated performance from the classifier [29].
To train sequential models, we consider an input sequence
of raw sensor data of length tframe . This window of data is
then processed into Nsteps fixed-size feature vectors, where
each feature vector is computed from a sliding window
of length twin . Each feature vector is comprised of the
mean, standard deviation, median, 25th and 75th percentiles,
maximum, minimum and range; hence capturing central
tendencies, variability, and extremes of each physiological
signal. On the other hand, for classic non-sequential models,
i.e., logistic regression and SVM, we directly compute the
aforementioned statistical features over data windows of
length tframe .
All features are normalized to have zero-mean and unit
variance, and we uniformly sample the input sequences tframe
using a sliding window approach with a fixed overlap of
length toverlap = η · tframe . Here, η represents the overlap
ratio, which is fixed to 90% for all models.
V. R ESULTS
In this section, we aim to address the following research
questions:
• Do gaze patterns and head movements correlate with
decision-making mistakes in highly cluttered and dynamic environments?
• Which class of models allows for better anticipation of
decision-making mistakes?
1 Throughout this work, we assume that detected upcoming decisions are
known to the system, as decision detection is out of the scope of the paper.

How far in advance can we anticipate the likelihood
of a mistake of a driver, so that an ADAS system can
intervene?
To do so, we provide the decision classification performance
of various models on the collected dataset.
•

A. Classification Scenarios
Performance is evaluated across three separate classification
scenarios, i.e., normalized classification, correct, and wrong
decision classification. While decision anticipation could be
simply framed as a binary classification, represented by the
normalized classification scenario, it does not allow for a
complete representation of the performance of the model.
In fact, for critical ADAS safety applications, we are more
interested in the ability of the model to infer the likelihood
of future decision mistakes of the driver, instead of correct
ones. Similarly, it is undesirable for a model to be unable to
robustly infer the likelihood of future correct decisions, as it
may cause the system to intervene too often, hence causing
discomfort for the driver and distrust for the ADAS.
B. Evaluation Metrics

TABLE I
C LASSIFICATION PERFORMANCE OF THE VARIOUS MODELS CONSIDERED .

Method

tframe = 0.5s
F1 -Score

tframe = 0.75s
F1 -Score

tframe = 1s
F1 -Score

LogReg
SVM
RNN
LSTM
Seq2Seq

Normalized
0.60±0.05
0.68±0.02
0.75±0.04
0.73±0.03
0.73±0.03

Decision Classification
0.61±0.02
0.62±0.05
0.70±0.02
0.67±0.03
0.71±0.02
0.69±0.02
0.71±0.03
0.71±0.03
0.73±0.02
0.73±0.03

LogReg
SVM
RNN
LSTM
Seq2Seq

Wrong Decision Classification
0.49±0.03
0.48±0.02
0.50±0.05
0.55±0.01
0.58±0.05
0.53±0.04
0.60±0.03
0.61±0.02
0.60±0.03
0.63±0.02
0.61±0.02
0.62±0.04
0.64±0.02
0.63±0.03
0.63±0.04

LogReg
SVM
RNN
LSTM
Seq2Seq

Correct Decision Classification
0.65±0.05
0.67±0.03
0.68±0.05
0.74±0.03
0.75±0.02
0.73±0.03
0.75±0.04
0.75±0.03
0.73±0.02
0.77±0.04
0.75±0.03
0.74±0.02
0.76±0.03
0.77±0.02
0.77±0.02

Models are evaluated in terms of precision P , recall R,
and F1 -score:
P =

tp
,
tp + f p

R=

tp
,
tp + f n

F1 = 2 ·

P ·R
, (11)
P +R

where tp, f p and f n identify true positives, false positives and
false negatives, respectively. We consider three classification
scenarios: normalized, correct and wrong classification. Under
the normalized classification scenario, we evaluate the ability
of the network to anticipate whether the next decision is
correct or wrong. Under the more restrictive correct and wrong
decision classification scenarios, we explicitly evaluate the
ability of the model to anticipate correct or wrong decisions
(i.e., correct/wrong decision class is considered as positive
class and vice versa).
We use 80% of data for training, 10% for validation,
and the remaining 10% for testing. When comparing model
performances, we report the mean and standard deviation of
each metric for all algorithms using 5-fold cross-validation.
In addition to the methods introduced in Section III (namely
RNN, LSTM and Seq2Seq), we also evaluate on classical
approaches, such as Logistic Regression (LogReg) and
Support Vector Machines (SVMs).
While performance is shown in terms of classification
precision, recall, and F1 -score, it is important to stress that
the network output is the likelihood of a correct decision. To
map the likelihood value to a binary category, i.e., correct
or wrong decision, we define a classification threshold t. In
our case, a likelihood value above the threshold is classified
as a correct decision, while a value below denotes a wrong
decision. This is particularly useful, as it provides the system
with a task-dependent and flexible trade-off between recall and
precision for both wrong and correct decision classification.
In low-risk scenarios, the ADAS might prefer a lower classification threshold (i.e., higher precision on wrong decision

classification) to trigger a take-over without causing driver
discomfort. On the other hand, in critical life-threatening
situations, a higher classification threshold could be preferable
as the benefits of higher recall on wrong decisions outweigh
the costs of lower precision.
C. Classification Performance
In Table I, we report F1 -scores as a function of the length
of the input tframe for normalized classification, correct and
wrong decision classification. The classification threshold is
computed from the prior knowledge of the wrong decision
occurrence on the validation set.
As shown in Table I, the Seq2Seq approach greatly
outperforms simpler non-sequential models on the wrong
decision classification task, where F1 -score improvements
over SVMs are ≈ 0.09 and ≈ 0.10 on frame lengths tframe =
0.5s and tframe = 1s, respectively. Overall, we can see that
sequence modeling can capture the decision-making process
better and can exploit features in gaze and head pose signals to
anticipate and separate upcoming correct and wrong decisions.
Our results show that the models are robust against the input
frame length and still perform well with input lengths as
short as 0.5s with F1 = 0.73 (80% precision, 72% recall)
for Seq2Seq. These results suggest that the decision-making
process correlates well with high-frequency dynamic features,
which are captured by more frequent and shorter windows.
In Fig. 4, we show the precision-recall curve for the
Seq2Seq classification model when tframe = 0.5s. The plot
shows performance for both correct and wrong decision
classification as a function of the classification threshold
t. We include the performance of a random classifier for both
classification scenarios as a reference. This classifier generates
random predictions according to the training set’s class

F1 =0.5 F1 =0.6 F1 =0.7 F1 =0.8

1.0

End ratio

F1 =0.9

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0
0.850

random baseline: correct decision
0.825

0.6
0.800

0.4

random baseline: wrong decision
Correct decision
Wrong decision

0.2

0.775

Optimal threshold correct decision (t=0.61)
Optimal threshold wrong decision (t=0.32)
Optimal threshold normalized (t=0.44)

0.750

0.0
0.0

0.2

0.4

0.6

0.8

1.0

Recall

Start ratio

Precision

0.8

0.0

1.0

0.1

0.9

0.2

0.8

0.3

0.7

0.4

0.6

0.5

0.5

0.6

0.4

0.7

0.3

0.8

0.2

0.9

0.1

1.0

0.0

0.600

0.585

0.570

0.555

0.540

1.0 0.9 0.8 0.7 0.6 0.5 0.4 0.3 0.2 0.1 0.0

Fig. 4. Precision-recall curves for the wrong decision (red solid line) and
correct decision (green dotted line) classes. Random baselines are different
depending on the decision class, as decision classes are imbalanced in our
dataset. Shaded areas represent the standard deviation across 10 runs. Green
and red dots depict the best classification threshold in terms of F1 -score for
correct and wrong decisions, respectively. The yellow dots depict the best
performance when balancing correct and wrong decisions. Optimal thresholds
are selected based on peak F1 score performance on the validation set.

distribution. The optimal t of each scenario corresponds to
the threshold that leads to the best classification performance
on the validation set. It is visible that the precision-recall
curves are well above the random baseline, despite the
complexity of the task. Peak performance on the curves for
correct and wrong decision classification are characterized
by (80% precision, 92% recall) and (53% precision, 88%
recall), respectively. We can also see that the model can
effectively separate the two classes, as variations on the
classification thresholds cause only small variations for the
F1 -score, for both the wrong and correct decision classes.
This is particularly useful, as it shows sequence modeling
provides a very clear trade-off between recall and precision.
D. Decision Correctness Anticipation Performance
Since the final goal of our classification task is for the
system to be able to intervene and provide assistance if the
occurrence of a mistake is detected, we numerically evaluate
how well and how far in advance it is possible to anticipate
the correctness of a decision.
In Fig. 5, we show the F1 -score performance of the
Seq2Seq model as a function of the context time available
to the classifier. Here, a start/end ratio of 0.3 means that
30% of the data was removed from the beginning/end of
the instance, i.e., t ∈ [start ratio · tinstance , (1 − end ratio) ·
tinstance ]. Performances shown have been computed assuming
a tframe = 0.5s input. As expected, performances decrease
as the time available to infer correctness of the upcoming
decision decreases. However, it is interesting to highlight
that classification performance increase to peak F1 -scores of
≈ 0.61 for wrong decisions and ≈ 0.81 for correct decisions
in the region around 0.15 starting ratio and 0.65 ending ratio.
Since each decision instance has a duration of tinstance = 3s,
this region denotes a time of ∼ 2s before the decision,

Fig. 5. Performance depending on the time between classification and
decision making for the audio task. The upper left triangle depicts the
performance for correct decisions, whereas the lower right triangle shows
the wrong decision classification performance. Start/end ratios identify the
portion of data that has been removed from the beginning/end of the instance
(see the main text for details).

suggesting that the employed features become more robust
and relevant for decision-making classification in that region.
The proposed method has been implemented in real-time
for a simulator-compatible demonstration, as shown in the
following video: https://youtu.be/VQJKs68HE0k.
VI. C ONCLUSIONS
The possibility to anticipate wrong decisions while driving
can have tremendous benefits for future advanced driving
assistance systems. In this paper, we investigated decision
making predictability on a cognitively demanding task from
easily accessible unobtrusive physiological signals. Contrary
to previous works on cognitive workload, the proposed
problem of predicting decision correctness provides a directly
actionable signal for driving assistance systems. Robust, realtime decision correctness anticipation has many possible
applications, such as safer take-overs from ADAS when
driving mistakes are expected to occur.
We set up a realistic driver-in-the-loop simulation and
collected an extensive dataset with audio-based decision stimuli. We conducted extensive experiments on this dataset and
evaluated performance across several classification methods.
Our results show that the proposed sequence-to-sequence
model is high performing in the challenging task of decision
correctness anticipation (80% precision, 72% recall) from
easy-to-access unobtrusive signals, i.e., eye gaze and head
pose. Additionally, we showed that the proposed model could
reliably anticipate the likelihood of an upcoming decision
mistake up to two seconds before such a decision takes place.
For future work, it would be interesting to investigate how
much further classification accuracy can be improved using
additional physiological signals, such as electrodermal activity
and heart-rate variability. We also plan to apply our methods
in real-world driving scenarios.
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