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Energetics, Information, and Self-Regulation

Abstract

All living systems need to obtain energy, learn about their environments,

and maintain their internal state. The complexity of these processes varies

enormously across different types of life, from the simple chemotactic foraging

of E. coli to the complex behaviours of mammals. In spite of this complexity,

there may be general statements we can make about the processes of learning

and homeostasis that are valid across the range of complexity we see in

nature and even beyond. This thesis contains a series of explorations on

these themes, linked by the central importance of energetic considerations.

In Part I we outline a class of stochastic models for understanding homeo-

static behaviour and alleviating modelling challenges presented by conven-

tional ethological tools. We apply this model class to understand feeding

behaviour in rodents. In doing so we find that anorectic agents have different

behavioural profiles compared to natural satiation, and uncover how infor-

mation from the gut is integrated into feeding strategies that differ between

night and day. Finally, we perform in silico experiments and find behavioural

interventions of comparable effectiveness to current anorectic agents.

In Part II we use stochastic thermodynamics to investigate the energetic

constraints on learning and using a model of the world. We define an

analytically-tractable system in which mutual information and work can be

interchanged, and investigate the dynamics, efficiency, and regimes of opera-

tion of this system. We discover a regime in which information can act as a

catalyst, allowing for increased work extraction. Next we define and investi-

gate a thermodynamic system that performs online supervised learning. We

find that learning in this system is inherently nonequilibrium and investigate

the energetics of supervised learning.
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1
Introduction

1.1 Overview

This thesis has two goals: to understand energy homeostasis in living sys-

tems, and to understand the relation between energy and information in

learning and exploiting a model of the world. We draw inspiration both

from natural systems and idealised physical systems. Part I covers self-

regulation and homeostasis in biological systems, with a particular focus on

energy homeostasis in humans and rodents. We seek models that provide

a good account of behaviour, paying less attention to fundamental physical

tradeoffs. The tools we use are stochastic processes and Bayesian inference.

Part II investigates the physics of learning and using a simple model of the

world, focusing on thermodynamic and energetic questions. We analyse ide-

alised processes using the tools of stochastic and information thermodynam-

ics, which we develop in the introduction to Part II. Both parts of this thesis

are self-contained and have their own introductory chapters.

The questions of Parts I and II are interrelated: obtaining energy from the

environment requires a good model of that environment, but learning has

energetic costs associated with it. Taking actions (such as feeding) in order

1



to maintain sufficient free energy is a form of homeostasis, but effectively

balancing that against other goals also depends on knowledge about the

world. For example, a choice to forage at night rather than in the daytime

in order to avoid predation balances energetic needs against evolutionary

imperatives. This balance is only struck if predation is in fact more likely at

night - a fact about the world that must be learnt through either evolution

or experience. In order to make theoretical headway, it is necessary to study

behaviour and energetic/information-theoretic questions in isolation (hence

the division of this thesis into two parts), however once we have the necessary

tools in hand it will be possible to see deeper formal connections between

these two topics. We return to this in the conclusion (Chapter 7), where

we draw both parts of this thesis together and suggest avenues for further

research. For now, we must limit ourselves to qualitative and historical links

between these subjects.

There is a deep link between information and energy, in line with Landauer’s

dictum that “information is physical” [193]: the acquisition of information

must incur an energetic cost. The reason this must be the case is illustrated

by the Szilard engine [323], in which a single molecule diffuses inside a box

which is divided in two by a movable partition. If we know which side of the

partition the molecule is on, it is possible to extract a maximum of kBT ln 2

Joules of work. To avoid violating the laws of thermodynamics, measurement

of a bit must therefore cost at least kBT ln 2 joules per bit. The precise reason

for that cost - whether it is due to erasure in the measurement device or the

creation of a nonequilibrium correlated state - is currently under debate [32,

244], but the fact that a cost must be paid for measurement is undeniable, and

has been experimentally demonstrated [162, 178]. Information can also be

used as a fuel, as has been demonstrated by Bennett [31] and Feynman [118]

- instead of paying energy to extract information, by allowing information

to decrease in one system, work can be done on another. The physics of the

interconversion of information and work are the subject of Chapter 5.

The Landauer bound of kBT ln 2 joules/bit is orders of magnitude below

the current cost per bit flip in current computers [216], however there are

suggestions that biological systems (at least in some contexts) operate close
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to the Landauer bound [182]. It is unclear whether this is evidence of the

inefficiency of modern computational hardware, or evidence of a deeper prin-

ciple: computation may be subject to a multiple-way tradeoff involving (at

least) speed and energetic cost. This is intuitively plausible, as the Landauer

bound holds only for quasistatic processes (which proceed infinitely slowly

and so remain at equilibrium at all times), so accelerating the process may

well increase energy consumption. Recent research has demonstrated ‘speed

limits’ in stochastic computational systems, which we outline in Chapter 4

after introducing the framework of stochastic thermodynamics. These trade-

offs will delineate the space of possible classical computational systems - by

ignoring non-quasistatic, non-equilibrium protocols we would fail to consider

a huge range of possibilities. The role of non-quasistatic protocols in learn-

ing, rather than computation more broadly, is also not widely appreciated.

In Chapter 6 we demonstrate that online learning (learning from a sequence

of examples) is an inherently non-equilibrium, energy-consuming process.

Homeostasis and energetics are also linked, in two distinct ways. The first

and most direct link is energy homeostasis: behaviour and processes aimed

at maintaining an organism’s store of available energy, which we review in

Chapter 2. Feeding is a central behaviour in energy homeostasis in almost

all animals, and is a prototypical example of a motivated behaviour. For this

reason, hunger is discussed at length in Hebb’s ‘Organisation of Behaviour’

[159], in which the learning rule whose thermodynamics we investigate in

Chapter 6 is also defined. We investigate feeding behaviour in Chapter 3, and

provide a framework for the analysis of homeostatic and motivated behaviour

more generally. The second link between homeostasis and energetics is the

use of energy to maintain a biological system out of equilibrium, as was

discussed by Schrödinger [285], for instance via the turnover of proteins in a

cell or the maintenance of an electrochemical gradient across a membrane.

This second type of homeostasis, aimed at maintaining the physical condition

of an organism, frequently takes the form of a nonequilibrium steady state,

in which a flow of energy is used to maintain a system out of equilibrium

[231].
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1.2 Thesis outline

This thesis is divided into two parts. The first investigates homeostasis in liv-

ing organisms using tools from Bayesian statistics and stochastic processes.

The second part uses stochastic thermodynamics to study the interplay be-

tween energy and information in systems that learn and exploit correlations.

Each part is self-contained and opens with its own specific introduction that

reviews the relevant literature (Chapter 2 for Part I and Chapter 4 for Part

II).

1.2.1 Part I - Self-Regulation and Homeostasis

Chapter 2 In this chapter we review literature on models of homeosta-

sis, including models of energy homeostasis over multiple timescales, body

composition dynamics and feeding behaviour, as well recent research of ma-

chine learning in applying this research in medicine. In doing so, we find

that many physiological processes underpinning homeostasis, such as blood

glucose regulation, can be modelled deterministically in response to an ex-

ogenous perturbation (for instance the arrival of a bolus of food). However,

we have much less satisfactory accounts of the organisation of behaviour in

response to physiological need and interindividual variation. This chapter

has been published in Journal of the Royal Society Interface [223].

Chapter 3 In Chapter 3 we introduce a mathematical framework to study

homeostatic behaviour in response to the challenges we articulated in Chap-

ter 2. We apply this framework to the study of rodent feeding behaviour,

drawing on a model of the gut reviewed in Chapter 2. By viewing feeding

behaviour through this lens, which accounts for the natural stochasticity of

behaviour, we find that commonly-studied anorectic agents do not reduce

food intake in the same manner as satiety. We also show evidence of qualita-

tive night-day variation in feeding strategies: during day feeding is typically

initiated only by an integrated measure of fullness reaching zero, whereas

there is a graduated response during the night. We also use our model to
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perform in silico behavioural experiments and find that behavioural strate-

gies such as introducing a minimum intermeal interval can be as effective

as anorectic drug administration. This chapter has been published in PLoS

Biology [224].

1.2.2 Part II - Energetics and Information

Chapter 4 In this chapter we review concepts from stochastic and infor-

mation thermodynamics that we will need later in Part II, and situate our

work in the broader context of the energetics of inference and computation.

This field has a long history, originating with Maxwell’s Demon, the Szilard

engine and Landauer’s bound on the energy required to measure a bit and

spanning decades to modern applications in biophysics and complex systems.

We review model-specific results from a wide biophysical literature, including

cellular sensing and polymer copying, as well as model-independent bounds

arising from stochastic speed limits and costs from modularity. This chapter

is adapted from a review article currently in preparation.

Chapter 5 In Chapter 5 we investigate a model of a biochemical system

for converting mutual information into work and vice versa. This generalises

earlier models of Maxwell’s Demon by incorporating mutual information.

We argue that this is the correct formal interpretation of Maxwell’s demon in

the light of information thermodynamics: the resource that Maxwell’s demon

exploits is the correlation between a measurement and the possibility of doing

work. By analysing the resultant system we find regimes of operation that

depend on both the accuracy of measurement and bias in the environment,

including a regime in which information serves as a catalyst, increasing work

extraction while total mutual information is unchanged after the interaction

is completed. This chapter is adapted from an article published in Physical

Review Letters [222].

Chapter 6 In the previous chapter we studied how a (possibly inaccurate)

model of the world might be used to extract work or generate correlations,
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but took the existence of this model for granted. In Chapter 6 we investi-

gate the energetics of learning a model from data. We define a Hamiltonian

for online supervised learning and classification in a perceptron-like system

(perceptrons are simple classifiers that form the basis of neural networks),

demonstrate that it can learn and quantify the energetics of learning. We find

that online learning is an inherently nonequilibrium process, and investigate

the energetic costs involved in supervised learning. This chapter summarises

ongoing research and is currently unpublished.

Other work (not included) During the course of my PhD I have been

undertaken internships at the Future of Humanity Institute at Oxford Uni-

versity and at DeepMind. While at the Future of Humanity Institute I worked

with Dr Owain Evans, Dr Andreas Stühlmuller, Chris Cundy, Ryan Carey,

Dr Zachary Kenton and Andrew Schreiber on forecasting deliberative human

judgements from fast judgements using machine learning techniques. This

work was published as an FHI Technical Report [114]. While at DeepMind

I worked with Pedro Ortega and Yoram Bachrach on meta-learning, and on

deep reinforcement learning approaches to solving NP-complete problems.

The results of this research are currently in preparation.
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Part I

Self-Regulation and

Homeostasis
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2
Quantitative approaches to

energy and glucose

homeostasis: machine learning

and modelling for precision

understanding and prediction

2.1 Introduction

This chapter reviews the literature on homeostasis in biological systems, fo-

cusing specifically on energy homeostasis. By energy homeostasis we refer

to any process aimed at ensuring the organism does not run out of metabo-

lites necessary for life. This includes processes at multiple time and length

scales, ranging from body composition dynamics over the lifespan of the or-

ganism (Section 2.4) through to homeostatic processes on the timescale of

minutes including gluco- and lipostasis (Section 2.3). Homeostatic processes

can also span multiple timescales. For instance, although the response to
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glucose intake (secretion of insulin by pancreatic β cells) takes place within

minutes of glucose entering the bloodstream, the population of pancreatic

β cells changes over a much longer timescale, but its time-course is affected

by the short-term dynamics of the glucostatic system. This interplay of dy-

namics across timescales makes understanding short-term feeding behaviour

of surprisingly large importance, as it is feeding that ultimately determines

the manner in which perturbations to the glucostatic and lipostatic systems

arrive. We review models of behaviour in Section 2.5 and find a need for

models which incorporate the stochasticity inherent in real behaviour.

Energy homeostasis is not solely a theoretical or scientific concern: the grow-

ing crises of obesity and metabolic syndrome can be viewed fundamentally as

failures of energy homeostasis. Our regulatory systems are poorly adapted to

deal with the availability of appetising high-calorie foods and, although they

defend a minimum bodyweight effectively in most cases, they are unable to

prevent weight gain. Although the trend of increasing bodyweight has been

continuing for decades, in recent years new data sources have become avail-

able that may transform the way we research and treat obesity. Examples

of these data sources include wearable technology such as activity monitors

and continuous glucose measuring devices, activity and food logging apps, as

well as an impressive range of technologies for monitoring neuronal activity in

vivo. Although these technologies differ substantially in their sophistication

and intended uses, they share one key feature: the production of orders of

magnitude more quantitative data than previous techniques. For instance, a

glucose monitoring device may collect a measurement every 5 minutes, gen-

erating hundreds of data points per day compared to two or three measure-

ments taken daily by a typical diabetic. Connected food and activity logging

apps can leverage large databases to report detailed information about the

nutritional contents of a meal given only a barcode, and can generate energy

expenditure figures personalised to a users weight, age and gender. Two-

photon imaging can give exquisitely detailed information into how the firing

of specific neuronal populations drives feeding behaviour, generating many

parallel time series of neuronal firing [315]. Although two-photon imaging

can only be used in animal models (typically mice), the similarity of the
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relevant neural circuits between humans and rodents means that this exper-

imental technique can reveal information relevant to understanding human

energy homeostasis. For this reason, gaining a better understanding of the

dynamics of feeding in rodent models is an important goal, which we address

in Chapter 3.

This explosion of data creates opportunities, but only if the relatively un-

structured data can be parsed for understanding and prediction. A tra-

ditional approach to large amounts of quantitative data has been to fit a

tailored mathematical model, either derived empirically or using a physio-

logical understanding of the system involved. In recent years, advances in

machine learning have opened up a new way of understanding these data

sets. This review covers both model-based and machine learning approaches

to understanding energy homeostasis, as well as developments on the cutting

edge, where models are being integrated into machine learning tools to fur-

ther improve prediction. One of the key sources of innovation thus far has

been research into understanding and control of glucostasis, spurred by the

desire to engineer an artificial pancreas. This review therefore looks first at

the progress made modelling on our understanding of glucostasis because the

state of the art is more advanced in this field and the techniques employed

can serve as a model for use elsewhere.

We also discuss the need for personalisation in models, particularly if they

are to be used to guide behavioural interventions. Given the wide inter-

individual variation in glucose response following a meal [360], it is highly

likely that inter-individual variation plays a significant role in other homeo-

static processes. If we fail to account for this, models intended to optimise

treatments will perform sub-optimally or fail as they are poorly-adapted to

the individual being treated. For this reason, we discuss approaches to model

personalisation throughout the review by either reviewing successful exam-

ples, or suggesting pathways towards individualising current models.

Although the work we review in this chapter is almost entirely mathematical,

we provide a largely qualitiative overview here for brevity and in order to

summarise a broad literature succinctly for an interdisciplinary audience. We

defer mathematical details to Appendix A, and provide references throughout
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in the form [A 1.1] (where this example refers to Section 1.1 of Appendix A).

2.2 The biology of energy homeostasis

2.2.1 Regulation of glucose and fatty acid metabolism

In this section we provide a brief overview of the most important elements

of human metabolism to provide context and motivation for the models that

follow (Section 2). This is a short overview of a deep and extensively stud-

ied area, and readers are directed to other resources for more detail [124].

Energy homeostasis at the level of metabolic fluxes is primarily governed by

endocrine mechanisms. These can store surplus circulating metabolites in

tissues when supply exceeds demand, or mobilise stored energy during times

of need, for instance during exercise. Long-term energy storage is accom-

plished by fats, whereas short-term requirements are typically satisfied by

carbohydrates. Glycogen can be used more rapidly, whereas triacylglycerol

must be metabolised into fatty acids before it can be used. There are mul-

tiple depots of both fat and carbohydrate in the body; the most important

fat stores are in adipose tissue, skeletal muscle, and the liver [125]. The ma-

jority of stored fat is held as triacylglycerols, however these are unsuitable

for transport in the blood as they are almost insoluble in water. Thus, they

must be converted into a simpler form (non-esterified fatty acids) in order to

be transported). The metabolic fluxes involved in fat storage has received

relatively little mathematical study. Carbohydrate fluxes, on the other hand,

have been extensively modelled, in part due to interest in understanding the

causes and progression of diabetes. Glycogen is the primary carbohydrate

store in mammals, with the major glycogen depots found in the liver and

skeletal muscle. Glycogen can be converted into glucose and then trans-

ported via the bloodstream when energy requirements increase, a process

which is promoted by glucagon. The storage of excess glucose as glycogen is

promoted by insulin when energy supply exceeds demand, for instance fol-

lowing a meal. Insulin is also a key regulator of fat storage, as it promotes

fat storage in adipose tissue and suppresses its mobilisation. The importance

of insulin in metabolic control makes it an important object of study, and
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Figure 2.1: New data sources need new modelling techniques to maximise their predictive
ability. In particular we can now work towards understanding the roles of inter-individual
variation and stochasticity because of the finer temporal resolution allowed by personal
omics devices (top panel). These can be fed into traditional physiological models, sum-
marised in the bottom panel, to understand how observed feeding behaviour affects internal
state, for example blood glucose or endocrine levels. The state of the art across the litera-
ture is summarised here: each model in this review contains a subset of these entities and
connections. Lines with arrowheads indicate positive effects, bar ends denote negative ef-
fects and circular ends can be positive or negative. Glucostatic models (red lines, Section
2) investigate the dynamics of glucose, insulin, and pancreatic beta cells in response to glu-
cose infusion. Endocrine models (blue lines, Section 2) are a relatively recent development,
and model how endocrine mechanisms mediate energy intake and expenditure. Energy bal-
ance models (green lines, Section 3) consider the distribution of calories within the body,
but do not typically predict intake or expenditure. The link between physiological state and
behaviour is often considered through the perspective of control theory (Section 4), although
stochastic control policies (represented by the dashed line) have not received sufficient at-
tention, leading to poor predictive ability. Although neural mechanisms underlying energy
homeostasis – including AGRP and POMC-expressing neurons in the arcuate nucleus (yellow
lines inside ellipse) – have received substantial experimental investigation, they have received
much less theoretical attention. We discuss some potential avenues of research in Section 4.
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Physiological prob-
lem

Methods Data sources Section Appendix
section

Endocrine mechanisms (Section 2)

Endocrine regulation
of blood glucose

Differential
equations

Plasma metabolite
and hormone concen-
trations

2.1 [A 2.1] [A
2.4]

Blood glucose dynam-
ics after eating

Differential
equations

Stomach fullness and
circulating metabolites

2.1 [A 2.5] [A
2.7]

Interindividual varia-
tion in glucostasis

Machine
learning

Patient-specific be-
havioural data (e.g.
sleep duration),
metabolites

2.2 [A 2.8] [A
2.10]

Emergence of diabetes
and leptin resistance

Multiscale
modelling

Circulating metabo-
lites, pancreatic beta
cell mass

2.3 [A 2.11]
[A 2.14]

Body composition (Section 3)

Changes in body
weight and composi-
tion

Differential
equations

Average food intake,
body weight and com-
position

3.1 [A 3.1] [A
3.7]

Effect of macronutri-
ent intake on growth
and development

Differential
equations

Growth curves, body
composition mea-
surements, energy
intake/expenditure

3.2 [A 3.8]

Feeding behaviour (Section 4)

Food intake within a
meal

Control the-
ory

Feeding time series 4.1 [A 4.1]

Endocrine regulation
of food intake

Differential
equations

Food intake, circulat-
ing hormone concen-
trations

4.1 [A 4.2], [A
4.3]

Food intake planning Control the-
ory

Feeding time series 4.1 [A 4.5], [A
4.6]

Learning the rules gov-
erning behaviour

Machine
learning

Feeding time series,
neuronal activity

4.2 [A 4.7,
4.8]

Table 2.1: Summary of review contents. This review covers diverse but connected (see
Figure 1) aspects of energy homeostasis. This table is intended to serve as a quick overview
and guide to the phenomena and models we discuss.

15



it has received a great deal of mathematical attention (Section 2). These

feedback loops can break down, however. One key way that this can happen

is the development of resistance to insulin or leptin. Insulin resistance is the

failure of insulin secretion to lead to the deposition of circulating glucose,

which may occur due to a variety of causes [279], with the accumulation of

fatty acids in cells being an important cause linking increases in adiposity

and the development of diabetes. Failure of insulin action means that circu-

lating glucose remains high, stimulating the secretion of more insulin. This

has the potential to lead to damage to the pancreatic beta cells responsible

for insulin secretion, as we discuss in section 2.

2.2.2 Endocrine, interoceptive, and neuronal regulation of

satiety

In addition to being a key player in the regulation of metabolic fluxes, insulin

also has a strong effect on feeding behaviour via receptors in the hypotha-

lamus [334]. This brain area is a powerful regulator of feeding behaviour,

and integrates other endocrine signals such as leptin. Leptin is released from

adipose tissue, and acts to suppress food intake. Integration of endocrine sig-

nals is accomplished via neurons in the arcuate nucleus. Similarly to insulin

resistance, leptin resistance can also occur via a number of pathways, but is

broadly defined as the failure of raised leptin levels to decrease food intake

[235]. One key mechanism is alteration of leptin receptor signalling [233],

decreasing the effect of leptin once it reaches the brain, particularly in the

arcuate nucleus. Leptin resistance can also occur via a decrease in the ability

of leptin to cross the blood-brain barrier [19]. In this case, although leptin

concentration in the periphery is high, less of this leptin can have its effect

in the brain. Both of these effects have been considered by a model of leptin

resistance we discuss in section 3. Two of the most important populations are

those expressing agouti-related peptide (AGRP) and those that express pro-

opiomelanocortin (POMC). The balance between AGRP and POMC activity

leads to stimulation or suppression of food intake. Other signals from the

body are also integrated in the brain to control feeding: the gut-brain axis

modulates feeding via endocrine mechanisms such as ghrelin and cholecys-
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tokinin and through direct neural signals, for instance of gut distension [168].

Gut distension and other interoceptive cues also affect other brain areas in-

cluding the parabrachial nucleus, which is responsible for meal termination

[313]. The powerful control loop between endocrine signalling altering food

intake and in turn being altered by the results of feeding makes this an ap-

pealing target for modelling, but the complexity of the system presents a

substantial challenge. Progress on this problem is collected in Section 4.

Experimental evidence has also suggested a major role for learning and re-

ward in the control of food intake [337], and that AGRP neurons transmit a

teaching signal [71]. This has yet to be explored mathematically, although

a ready-made framework is available in the form of reinforcement learning,

which we discuss in section 4. This brief introduction to neural and endocrine

control has only covered the basics of a rapidly-expanding field, which has

been extensively reviewed elsewhere [7, 128, 168].

2.3 Models of endocrine feedback provide a physiological ba-

sis for understanding energy homeostasis

Mathematical models of glucostasis have a long history, and were originally

devised to model the response to the intravenous glucose tolerance test and

produce a measure of insulin sensitivity. Glucostatic models largely use ordi-

nary differential equations (ODEs) with multiple compartments representing

different parts of the body. In these, the rate of flow from one compartment

to another (for example, of glucose from the stomach contents to the blood) is

given by a set of equations. Solving these gives time courses for the compart-

ments, for instance blood glucose over time. There has been a long-running

attempt to create an artificial pancreas for type 1 diabetics [76, 77]. This

is an inherently model-driven exercise: to deliver a bolus of the insulin at

the correct time, the artificial pancreas must have some idea of how this will

affect blood glucose in the future, leading to a continued interest in models of

glucostasis relevant to more realistic situations than the intravenous glucose

tolerance test. These efforts have begun to show fruit, leading to a simu-

lation model approved for preclinical testing of insulin delivery algorithms
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Figure 2.2: (A) Dynamical systems models of glucostasis illustrate the importance of con-
sidering both short and long-term behaviour. The schematic on the left illustrates the inter-
play between short-term glucostasis due to the action of insulin and the long-term effect of
elevated glucose on the beta cells in the pancreas. At point 1, the glucose/insulin system
is at a fixed point: glucose and insulin concentrations are stable. After receiving a glucose
spike, for instance following a meal, the system evolves along the trajectory 2. Glucose lev-
els above a certain level lead to pancreatic beta cell death (shaded region) and the amount
of time the system spends in this region, as well as the amount glucose levels exceed the
threshold, determine the level of beta cell damage (red region). This damage reduces in-
sulin secretion, which in turn moves the fixed point to a new value at point 3. The degree to
which this movement occurs in a single cycle has been exaggerated to increase the clarity of
the figure. (B) A similar model of leptin resistance, in which leptin receptor density depends
nonlinearly on leptin concentration, also shows a rich phenomenology. As the effect of leptin
concentration on food intake and the rate at which excess leptin concentration causes re-
ceptor degradation are varied (as can happen when exposed to more palatable food and dur-
ing ageing respectively), the steady state of the system can vary sharply. In region (a) the
system is healthy, with a low fat mass, whereas in region (c) obesity and leptin resistance
results. The shaded region (b) exhibits bistability: whether the obesity or a healthy steady
state occurs depends on initial conditions. A mouse with initial low body fat will return to a
healthy steady state, whereas an obese one will return to obesity following a perturbation.
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[188, 211] and closed-loop insulin pumps now being brought to market.

In what will become a recurring theme, the main challenge in taking this

technology further is that of variation. There are several components of vari-

ation: inter-individual, predictable inter-event (e.g. due to diurnal changes),

random variation (where no cause can be identified) and measurement error.

A source of variation can be a member of several of these categories simulta-

neously, for instance, different individuals appear to have different circadian

variation in insulin sensitivity [273]. Quantifying these sources of variation

is a key requirement to make prediction of glucose variation as accurate as

possible on an individual basis.

2.3.1 Pancreatic secretion of insulin in response to a glucose

challenge has been accurately modelled

Insulin has a well characterised, and critical, role in the regulation of glu-

cose homeostasis, and has been extensively studied both physiologically and

mathematically. The short timescale of insulin action in response to a meal

has made it an ideal candidate for mathematical modelling, as it allows the

predictions of a model to be easily tested in controlled conditions. In response

to elevated blood glucose, insulin is secreted from the beta cells in the pan-

creas to modulate glucose levels, energy storage and appetitive behaviour

[186, 238]. Insulin is key to glucostasis - the maintenance of blood glucose at

a certain level. At its most basic, this can be modelled by a set of coupled

differential equations expressing insulin levels as a function of insulin secre-

tion and clearance, and glucose levels as a function of glucose arrival and

glucose clearance (due to both insulin-dependent and insulin-independent

processes) [35, 46] [A 2.1, 2.2]. The balance between these two functions will

define a stable equilibrium point to which the system will return following a

perturbation, as would follow ingestion of a meal.

A thorough review of glucostatic models has been carried out by Pattaranit

and van den Berg [250], who consider developments from this simple two-

variable ordinary differential equation (ODE) model to more complex models

incorporating delays and extensions to take into account additional metabolic
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and endocrine components such as glucagon and non-esterised fatty acids.

Incorporating delays captures the time necessary for secretion of additional

insulin in response to elevated glucose and the time taken for it to effect

glucose clearance, and has been analysed by a number of researchers [33,

198, 199] [A 2.3]. Furthermore, the original minimal model does not model

glucose before it has entered the bloodstream and after its exit; these terms

are simply treated as a source and a sink respectively: glucose outside of

the circulation is ignored. To study the onset of obesity it is necessary to

keep track of the clearance of glucose in ways pertinent to the generation and

growth of adipose tissue. A model of this kind was developed by Roy and

Parker by considering the creation of non-esterified fatty acids [270] [A 2.4].

Given the important role non-esterified fatty acids play in metabolism (see

Section 1), more development of this model may be useful.

Models of glucostasis in response to a bolus of glucose are useful for under-

standing the response to intravenous glucose tolerance tests, but insufficient

for understanding glucostasis in response to meals. To consider this more

realistic situation we need an understanding of how meals are processed by

the digestive tract and lead to glucose arrival into the bloodstream. Several

models of the digestive system have been formulated, typically in the form of

multiple compartment ODEs where the compartments represent parts of the

stomach. The most commonly used model is a multiple-compartment nonlin-

ear ODE model [87, 210] [A 2.5], although other models have been suggested

[5, 300] [A 2.6, 2.7]. Given the substantial degree of stable interindivid-

ual variation in gastric emptying [80], and the effect of meal composition

[134, 215] a model that allows for prediction of gastric emptying rate for an

arbitrary meal or individual will be an important component of personalised

approaches to combating obesity and diabetes.

2.3.2 Statistics and Machine Learning in glucostasis

Applications of machine learning to problems in energy homeostasis are most

advanced in the modelling of glucostasis, which we review in this subsection.

Attempts to control glucostasis have largely been driven by the goal of engi-
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neering an artificial pancreas and managing its insulin delivery to aid with

the management of type 1 diabetes mellitus. Until recently, most approaches

were based on using physiological models similar to those outlined above to

predict the future course of blood glucose and choose insulin delivery times

that minimised the risk of hypo- or hyperglycemic events. Prediction of blood

glucose outside of controlled laboratory conditions is complicated by the fact

that multiple complex systems are working simultaneously to control blood

glucose, which is, in turn, being perturbed by the absorption of glucose from

the digestive tract. Experimental data to calibrate these models has been

derived by use of tracer techniques and deconvolution in order to determine

time-courses for each model variable [76]. This allows for models of each sys-

tem to be validated and parametrised independently, but is time-consuming

and experimentally challenging. This presents issues for individualisation as

inter-individual variation must be accounted for by tracer measurements and

parameter fitting for each patient. Furthermore, sources of dynamic but pre-

dictable intra-individual variation, such as sleep quality [175, 236], digestive

tract emptying rate [80, 196], and time of day [262], lead to an unmanage-

able growth of experimental measurements. One resolution to this issue is

to exploit our knowledge of how these external, easily observed factors affect

glucostasis by incorporating them as explanatory factors in a mixed effects

model. This approach to individualisation has been applied in the context

of intravenous and oral glucose tolerance test data with several demographic

variables including age, height, weight and sex [102, 195].

There is currently a great diversity of machine learning methods in use,

both aimed specifically at individualisation [246] and at wider applications

in diabetes research [180]. Models of this type typically take in important

explanatory variables that affect glucose homeostasis but are easily available,

such as historic glucose data from continuous glucose monitors, feeding data,

and exercise information. Conventionally, these would be used directly in

one or more of the deterministic models described to predict future blood

glucose concentrations and allow an artificial pancreas to release insulin ac-

cordingly. Alternative approaches (as described in [246]) are to either learn

to predict future blood glucose values from the observed data directly, or
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to derive new time data from the observed data using deterministic models

and then learn to predict using both the original and model-derived data.

This last approach, known as feature engineering, can increase predictive

accuracy [130, 131]. There is a wide diversity of predictive models in use,

including neural networks [A 2.8], time series models [A 2.9] and random

forests [A 2.10]. The majority of models evaluated aim to predict blood glu-

cose concentration on timescales of minutes or hours, and are evaluated with

least-squares error against the true data. Given the range of models and

similar predictive goals, a very useful project would be to compare predic-

tive performance of each model on a single dataset, as it is currently unclear

how the performance of these models compares. Model evaluations like this

have been extremely successful in driving progress in computer vision, for

instance the popular annual ImageNet competition, and a similar blood glu-

cose prediction competition could advance the state of the art dramatically.

If pre-existing datasets could be pooled this would also overcome the rela-

tively small sample sizes in much of the work to date, and reduce the barrier

to entry for researchers without the ability to collect clinical data. Although

this would increase the diversity of populations in the dataset, this is a chal-

lenge that these algorithms will have to meet when deployed in real clinical

usage.

2.3.3 Multiscale models of endocrine systems predict aetiol-

ogy of regulatory disorders

The models of insulin-mediated glucose homeostasis discussed in the previous

subsections treat the ability of the body to secrete insulin from the beta cells

of the pancreas in response to glucose levels as fixed. However, in reality a

damaged pancreas may be less able to secrete insulin in order to match the

demands placed upon it by elevated glucose levels, leading to a higher steady-

state blood glucose concentration. Blood glucose may also have a nonlinear

effect on pancreatic beta cell mass, with moderately elevated levels leading

to beta cell proliferation and highly elevated levels resulting in loss of beta

cells due to apoptosis [167, 322]. The interplay of the short timescale insulin-

glucose system with the long timescale dynamics of pancreatic beta cell mass
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has been investigated mathematically, which we summarise in Figure 2.2A,

with the results suggesting multiple pathways to diabetes.

Topp et al. were the first to couple insulin regulation with beta cell mass in

a key early result [330] [A 2.11]. By combining models of insulin-mediated

glucostasis [36, 218] with a nonlinear model of pancreatic beta cell mass [119]

they obtained results for the dynamical structure of the composite system.

The interplay of the long-term changes in beta cell mass and baseline glu-

cose concentration leads to complex and medically-relevant dynamics: for

glucose concentrations below a certain threshold, the system is attracted to

a stable fixed point where both glucose and pancreatic beta cell mass are

maintained at a healthy level. The system possesses a saddle point, however,

and upon moving past the saddle point on the slow manifold, beta cell mass

tends towards zero, leading to high levels of blood glucose. Further devel-

opments [320, 327] [A 2.12] led to a multiscale model of glucose homeostasis

that considers the impact of glucose arrival patterns [341] [A 2.13]. Spikes in

glucose arrival are predicted to lead to worse outcomes as they cause blood

glucose levels to spend more time at concentrations leading to beta cell dam-

age. This illustrates the importance of considering glucose arrival, and thus

of modelling the gut (see above).

Finally, a recent model by Jacquier et al. performs a dynamical systems

analysis of a model of progressive leptin resistance coupled to the energy

partition model of Hall et al. [172] [A 2.14], Figure 2.2B. This model is

similar in character to the models of pancreatic beta cell dynamics described

in this section; the receptor cell population varies nonlinearly with leptin

concentration, meaning that at low concentrations the receptor population

increases whereas at higher concentrations leptin receptors die off, increasing

food intake. The system can undergo a bifurcation leading to the creation

of a stable equilibrium at a high level of adiposity and the destruction of the

previous healthy equilibrium.

It may be possible to combine multiscale models with continuous glucose

monitoring data to provide estimates of the rate of progression towards dia-

betes in prediabetic or otherwise high-risk patient groups. By using the CGM

data to estimate insulin levels, and thus pancreatic response to glucose load,
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measures of insulin sensitivity and beta cell function may be tracked over

time. It has already been shown that this information can be extracted from

intravenous and oral glucose tolerance test data by using models outlined in

this section [75] given the advances in both models and sensor technology

since this work was done it is highly likely that it can be adapted to con-

tinuous glucose data, leading to more effective screening and preventative

action.

2.4 Body composition models have a vital role to play in pre-

cision medicine

Once an animal has eaten, the energy provided by the chemical bonds in the

food cannot be destroyed, but must be used by the organism, stored in new

chemical bonds, or dissipated as heat. This simple constraint has inspired

models which equate the energy flux into an organism from its food with the

above expenditures. In these models, the body is typically split into multiple

compartments representing different components such as fat, non-fat tissue

and circulating reserves (see Figure 2.3) and expenditure is taken to depend

on energy intake and the composition of these compartments. The dynam-

ics of body composition then depends on the partition of energy between

expenditure and storage in adipose tissue. Although our understanding of

the physiology of the system is sufficient to specify different components of

energy expenditure such as specific dynamic action (i.e. the thermic effect of

feeding), basal metabolic rate and expenditure due to physical activity, these

models typically make no predictions about energy intake from feeding. The

final requirement for specifying such a model is a set of laws characterising

how energy is partitioned amongst the various compartments. Changes in

body composition typically occur over long timescales, so energy partition

models focus on long-term dynamics and often do not model short-term be-

haviour. This can be accomplished in a rigorous mathematical way by a

technique known as separation of timescales, in which the short-term be-

haviour is averaged out and integrated into the long-term system, however

this relies on a number of assumptions that may not always be fulfilled. By
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Figure 2.3: Multiple-compartment models can have different stability properties depending
on the rules governing energy partitioning and expenditure. In these models, energy intake is
assumed known, and divided into multiple compartments by an energy partitioning function
f . In the top panel, only fat and fat-free mass are shown, although some models might have
a different set of compartments. The energy content of each compartment then determines
energy expenditure through an expenditure function E. These stability properties can lead
to significant differences in physiological outcomes. At a stable fixed point (1) any distur-
bance, such as a change in energy intake, will lead to compensatory changes that return the
systems state to the fixed point. Multiple fixed points (2) are similar, except that the system
will reach differing fixed points depending on its state, so potentially large nudges may be
needed to move from one fixed point to another. The existence of two stable fixed points
implies the existence of an unstable fixed point. Finally, the system is stable at all points
along a stable manifold (3), so small perturbations allow the system to be nudged to other
states on the manifold.
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mathematical analysis of these systems it is possible to determine how they

will behave in different circumstances, for instance if they will tend towards

fixed body compositions, or whether a wide range of compositions are possi-

ble. In the section below we review these energy partition models and their

properties.

2.4.1 The Energy Balance model predicts body mass and com-

position changes over long timescales

A significant number of energy partition models have been formulated [4, 11,

107, 189, 251, 345] [A 3.2 -3.7]. The model that has been most extensively the-

oretically developed and experimentally verified has been proposed by Guo

and Hall for mice [144, 145] and later applied to humans [151]. This model

considers energy intake due to carbohydrates, fat and protein, and storage in

fat mass, fat-free mass and blood glucose. Over long timescales the system is

taken to be in average carbohydrate balance and glucose stores in the blood

are neglected, leaving a two-compartment model predicting the dynamics of

fat and fat-free mass over weeks and months. The law governing the par-

titioning of energy between the two compartments is Forbes’ law [123, 149]

[A 3.1], which states that the rate of change of fat-free mass with respect to

fat mass grows exponentially with increasing adiposity. This quantifies our

intuitive understanding that, without significant muscle growth, increases in

weight are largely due to increased fat deposition, and that initial body com-

position has a significant effect on the final state. Forbes law has significant

empirical justification for adult humans under normal conditions but less so

for infants or for adults in situations where body composition changes signifi-

cantly for reasons other than weight loss (such as when undergoing resistance

training) or for other species.

The Energy Balance model [A 3.2] has been verified against both human

and mouse data [144, 145, 151] and adapted to model the dynamics of body

composition in growing children [155]. The Energy Balance model has also

been applied in a public policy setting to evaluate the impact of food wastage

in the US by providing an estimate of the energy requirements of the pop-
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ulation, allowing food wastage to be calculated as the difference between

estimated food purchases and calorie requirements [153]. If given data on

food intake, the Energy Balance model agrees well with experimental data

on body weight and composition, indicating that if it could be combined with

a computational model of food intake, the resulting model may be able to

accurately predict [4] long-term body composition dynamics.

An alternative approach is to derive results based on how the components of

energy homeostasis scale with body size. Kozusko considers a model of this

kind with energy expenditure varying as a linear function of body weight

[189] [A 3.6]. Metabolic scaling with body size has been widely investi-

gated in ecology, with a number of scaling relations suggested [58, 185, 344].

These scaling relations form the basis of work by Antonetti [11] [A 3.7] which

considers the body-size scaling of basal and activity-based energy expendi-

ture. This approach has the appealing property of being relatively organism-

independent, as some scaling laws have been observed to hold over a wide size

range. However, it should be noted that scaling laws have been the subject

of some controversy and that inter-species scaling may obey a different law

to intra-species scaling [2, 133].

2.4.2 Dynamic Energy Budget theory derives general growth

and scaling laws from simple assumptions

Dynamic Energy Budget (DEB) theory [187, 303, 304] [A 3.8] is a general

theory of growth and maturation which respects stoichiometric constraints,

i.e. the conservation of total number of carbon, nitrogen and other molecules.

It is not designed with reference to any particular organism, but instead to

be able to match any organism through changes of parameters in the model

and possibly extensions to the basic theory. In the basic formulation of DEB

theory the body is divided into three compartments, in contrast to the two

in the basic energy partition model. These compartments are denoted re-

serve, maturity, and structure, and energy is allocated from intake to each

compartment based on a series of partitioning rules. These compartments do

not necessarily map directly to individual organs or components of an organ-
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ism, but rather represent the activities the organism prioritises expending

energy on. Organisms grow by allocating energy to maturity, after which

they can then allocate energy to reproduction if energy availability permits,

leading to the generation of offspring. Each compartment entails costs both

for growth and maintenance, causing energetic costs to increase with growth.

The basic DEB theory model allows derivation of a number of well-known

results, such as Kleibers law of metabolic scaling [185] and the growth law of

von Bertalanffy [338, 339]. DEB theory offers a widely-applicable framework

for predicting growth and development, while also respecting fundamental

stoichiometric constraints.

2.4.3 Many models of energy partition can be reduced to two-

compartment models which can be analysed using dynam-

ical systems theory

Energy partition models share a common structure, suggesting that it is

possible to analyse the properties of all such systems and identify the key

factors that determine their behaviour. Chow and Hall performed such an

analysis on two-compartment models, and identified that all such models

must possess fixed points, and that the nature of these fixed points will be

determined by the functional forms of energy expenditure and the fraction

of energy derived from fat [74] [A 3.9]. Depending on the nature of these two

functions, for a given intake there may be a single fixed point, a multitude of

discrete fixed points, a continuum, or an unstable fixed point with a stable

limit cycle around it, as illustrated in Figure 2.2B. These correspond to very

different physiological outcomes. In the first case the system will always

attempt to defend a fixed body composition, and any attempt to alter this

will be fighting against the natural dynamics of the body. In the second

case there is more hope - it may be possible to move from a physiologically

dangerous fixed point to one which is less dangerous through a perturbation

of sufficient size. The third case is even more optimistic - small perturbations

may disturb the system’s state along the continuum of fixed points, meaning

that small, gradual changes are possible. Finally, if a limit cycle exists then

weight will naturally oscillate over time through a predetermined pattern to

28



which it will return after any small perturbation. Chow and Hall find that

the Energy Balance model discussed previously possesses a continuum of

fixed points if there is no correlation between feeding behaviour over multiple

days. It is not clear what effect more complex stochasticity might play on

the behaviour of the system, as it has been found to have surprising and

complex effects in other dynamical systems analyses e.g. [225].

2.4.4 Individualising Energy Balance models

Inter-individual variation in energy balance has received considerable at-

tention both theoretically and experimentally. Energy intake and expendi-

ture both vary substantially between individuals, with basal metabolic rate

(BMR) [177], dietary induced thermogenesis [284] and absorption of energy

from ingested foods [151, 161] exhibiting the most variation. Inter-individual

variability in BMR is particularly important to consider as currently a sub-

stantial amount of variation cannot be predicted by known covariates such as

body weight and composition [177]. It is possible that hierarchical modelling

may resolve this issue in the same way as it has been applied to glucostasis.

A further source of variation that has not been considered is the possibility

that the partitioning law in the Forbes model may vary between individuals:

some may be more predisposed to deposit energy as fat than others. Al-

though a simulator of the Energy Balance is available online [154], it does

not allow these parameters to be estimated from data. Given the explosion of

connected consumer devices such as body composition measuring scales, food

tracking and exercise logging apps, and heart rate enabled activity trackers,

the data required for individualised energy expenditure estimation is rapidly

becoming available and easy to collect. This personalisation of energy balance

data might allow for more accurate calibration of required energy intake and

expenditure, perhaps leading to more successful weight loss. On its own this

will not solve the obesity epidemic, however - energy partition models have

been used to compare predicted weight loss under a calorie-restricted diet

with the observed weight loss [150]. Even accounting for variation within

individuals, these diets have dramatically less effect than they should. A

careful model-based study of possible causes identified failure to comply with
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low-calorie diets as the main reason they fail. Clearly traditional low-calorie

diets are hard to maintain. However, it may be that by understanding de-

terminants of eating behaviour and satiety we can construct individualised

diet plans that maximise satiety while keeping energy intake low. To do this

requires short-term models of feeding behaviour, which we discuss in the next

section.

2.5 The importance of stochastic behavioural models for pre-

cision health

As we have seen, it is possible to predict the effects of regulatory dysfunction

through modelling techniques, and in the near future it may be possible to

optimise the treatment of type 1 diabetes by using models to more accurately

predict individual blood glucose response to food or insulin administration.

These techniques may be applicable beyond type 1 diabetes, however, for

example in predicting deviations from planned diets. To do this will require

an understanding of behaviour on short timescales, at the resolution of in-

dividual meals. This is the scale at which diets fail: although low-calorie

diets can produce weight loss initially, their failure to produce sufficient sati-

ety leads to loss of diet adherence in the longer term. The means by which

food evokes satiety are complex: however, good proxies for satiety levels are

time until the next meal or snack, and the calorie content of this feeding

episode. Again, the explosion of data from wearable devices and food log-

ging apps offers new opportunities to collect datasets orders of magnitude

larger in both duration and sample size than those used previously in most

studies of human feeding behaviour. Leveraging this data alongside pre-

existing models and machine learning techniques may allow for personalised

diet plans that maximise satiety at a given level of caloric intake. Some

plausible candidates for mechanisms by which this could be accomplished

include high-protein preloading prior to a meal [215], altered nutrient com-

position [65], and improved sleep quality [232] among many others. More

speculatively, personalised predictive modelling could be used to support be-

havioural approaches to treating metabolic disease, for example predicting
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when waning satiety or nadir blood glucose is likely to result in increased

hunger, allowing users to ensure they have alternative activities or healthy

snacks available to avoid temptation. In this section we discuss models for

regulation of feeding behaviour, emphasise the importance of stochasticity,

and suggest ways forward for this under-developed area of modelling.

2.5.1 Control-theoretic models have succeeded at long and

very short timescales, but meal-level behaviour has been

neglected

The ideas of homeostasis and control are closely linked and have been well-

studied in mathematics and engineering. Norbert Wiener – a pioneer in

the understanding of homeostasis – was also deeply involved in problems of

machine control in the presence of uncertainty, particularly through use of

feedback mechanisms [349, 350, 351]. Feedback control relies on the integra-

tion of multiple signals, which are then integrated to yield some behavioural

output. Behavioural control differs from most control mechanisms in that

control can only be exerted through discrete events such as feeding, rather

than in a continuously-varying way, for example through a continuous in-

crease in insulin secretion. This makes modelling control of ingestion at the

level of individual meals relatively challenging as many of the mathematical

techniques of control theory are not applicable. These techniques have some

applications at higher or lower time resolutions, such as in the control of

feeding rate within a meal or over a period of months. Davis and Levine

formulated a model in which feeding input is regulated by a control circuit

which incorporates a negative feedback loop reducing intake when the gut

fills in a manner similar to a proportional-integral controller (a control mech-

anism which adjusts the strength of feedback based on the difference from

some desired value and the duration for which this difference has existed

[13]). This theory obtained good agreement with prior experimental data

[91] [A 4.1], however it only models ingestive behaviour in a single feeding

bout.

Control-theoretic models are a natural way to investigate the thrifty gene
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hypothesis. At a longer timescale, more standard differential equation mod-

els can again be applied by averaging out feeding behaviour to a continuous

arrival of food. A model of leptin-mediated control of feeding behaviour com-

pared the set-point and settling-point hypotheses by using different control

architectures [324] [A 4.2], showing that neither hypothesis can fully explain

energy homeostasis. Set point models fail to recapitulate diet-induced obe-

sity, whereas settling point models fail in low-calorie conditions. A model

in which integral control only activates below a threshold achieves better

results, with weight gain less tightly controlled than weight loss. This is

analogous to the drifty gene model proposed by Speakman and Westerterp

[306, 308]. Jacquier et al propose a multisystemic model incorporating ghre-

lin, glucose, and leptin-mediated control of feeding with the Energy Balance

model from the previous section [171] [A 4.3]. Although the idea of determin-

ing feeding behaviour from underlying endocrine data is interesting, glucose

and ghrelin levels typically fluctuate largely in response to individual meal

bouts, which are averaged out in this model. This makes the interpretation

of changes in these endocrine time series unclear, and they would seem to be

more naturally included in a short-term feeding model.

To our knowledge the only stochastic model of feeding at the level of in-

dividual bouts is a model based on calorie flows formulated by Booth and

Toates [47, 326] [A 4.4]. This model incorporates feeding and energy ex-

penditure, which has been tested against experimental data [143]. One of

the predictions of this model is that gut filling is the feedback signal driving

the multiple small feeding bouts that are observed in mice and rats (rather

than, for example, a single long bout). Although this model has had some

success, it is only weakly stochastic and so generates trajectories that appear

unnaturally regular. This limits both its ability to predict meal timings and

to quantify its level of uncertainty about them. It is also quite complex, with

many internal variables, and provides no natural way to infer parameters

which govern behaviour these must be set by manual tuning.

Another approach to control problems is based on optimality: given a math-

ematical description of the dynamics of a system, the constraints on how it

can be controlled, and a way of scoring the quality of a given control strategy
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(this scoring is known as the cost function or fitness) the optimal control can

often be derived. This provides the best possible strategy for that cost func-

tion. This approach was reviewed by McFarland [220], who, with Richard

Sibly, applied it to a model of animal feeding and drinking [299] [A 4.5]. A

common criticism of optimality arguments is that the choice of cost function

can appear arbitrary, but can have a profound impact on the optimal control

policy selected. Despite this, in the context of energy homeostasis, energy-

balance based cost functions can be a natural choice and have been used to

predict nontrivial behaviour in other organisms [158]. Optimality arguments

have been useful in the study of other classes of behaviour, for example work

by McNamara and Houston on fitness in relation to reproductive ability at

the end of a finite time window, with the specific example of a bird which can

choose to forage or perform nonforaging tasks which improve its reproductive

chances [226] [A 4.6].

2.5.2 Models of learning and reward exist, but have yet to

be applied to feeding behaviour

An appealing formalism, and one which incorporates the stochasticity inher-

ent in studying behaviour on a short timescale, is that of Markov Decision

Processes. In a Markov Decision Process agents possess a stochastic policy

which governs how likely they are to pick a course of action given their state.

This policy can be well-adapted to the environment if it leads to frequently

selecting beneficial choices, where beneficial is defined by some reward func-

tion analogous to the cost function in optimal control. A model of this type

has recently been formulated for working for brain stimulation reward in

rats where theory showed good agreement with experimental data [239] [A

4.7]. Developing models of this type for feeding behaviour presents chal-

lenges, however, as brain stimulation can be considered to always provide a

constant level of reward whereas the reward provided by feeding is almost

certain to depend on an animals nutritional state.

Finally, a modern approach to understanding behaviour at the neuronal level

is through inverse reinforcement learning [1]. In this approach, the system is
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modelled as a Markov Decision Process with unknown reward function, which

is inferred through observing examples of the systems behaviour. Once this

reward function has been learnt, the model can then be used to reproduce

behaviour similar to that of the system being modelled. This has been suc-

cessfully applied to thermotactic behaviour in C. elegans [358] [A 4.8] and

is likely to be applicable to other homeostatic behaviours such as feeding.

Applying inverse reinforcement learning to neuronal firing data from mod-

ern imaging techniques [315] could provide a natural interpretation of the

inferred reward function and way to integrate results such as the negative

valence of AGRP neuronal activation [39]. Model-derived features such as

stomach filling could provide insights into how peripheral signals are inte-

grated in the brain to drive behaviour. However, interpreting models derived

from inverse reinforcement learning is challenging and is a current area of

research. A possible model-based way to understand neuronal firing data is

through neuronal mass models. These are simpler to construct, model, and

interpret than stochastic models of individual neurons, and consider neu-

ronal activation at the population level. A They have previously been used

to understand regulation of the sleep-wake cycle and its response to pertur-

bations [265] [A 4.9]. Using modern imaging techniques it may be possible

to fit neural mass models to population level firing data (for example [70])

to understand the effect of endocrine drives on feeding.

2.5.3 Stochasticity at the level of meals is a crucial missing

link in understanding homeostatic behaviour

In general behaviour comes about through the interplay of multiple compet-

ing drives for instance drives for food, water, and for sleep. As we have

spent the majority of this review showing, most regulatory phenomena are

most naturally modelled through continuously-varying physiological states,

for example glucose/insulin levels and endocrine responses, stomach filling,

and patterns of body composition. In spite of this, behaviour is definitely not

deterministic rats do not start and stop feeding like clockwork. Nevertheless,

we expect that the physiological state of the rat does exert a strong influence

on when rats switch between behavioural states. This is backed up by data
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Figure 2.4: Apparent stochasticity in inter-meal intervals is partially explained by stomach
fullness: when the stomach is empty, feeding bouts are very likely to commence. Top panel:
feeding bout data indicating time, duration, and average feeding rate. Each meal is com-
posed of multiple feeding bouts, and terminated with a longer pause. Shaded areas indicate
dark period (1800-0600). Data is from a male Wistar rat recovering from a fast, observed
using an open-circuit comprehensive laboratory animal monitoring system (CLAMS; Colum-
bus Instruments, OH, USA). Bottom panel: feeding data is converted to calculated stomach
fullness by use of the model for gastric emptying in Booth et al. [47]. Daytime feeding ter-
minates at a lower level than feeding in the dark period (shaded area, as above), and stom-
ach fullness reaches a characteristic peak around midnight.
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when we applied a simple stomach emptying model [47] to experimental data

we found a remarkable linkage between stomach fullness and both meal ini-

tiation and termination (see Figure 2.4). Although the feeding bouts appear

random when considered on their own, looking at stomach fullness alongside

the feeding data shows an important underlying structure, as well as patterns

of day/night variation.

The interrelation between a stochastically-switching behavioural state and

a continuously-varying deterministic physiological state falls between two of

the major paradigms of stochastic processes. Markov chains model switching

between discrete states, however these switches typically happen at a con-

stant rate and so fail to capture the dependence on the physiological state.

Stochastic differential equations model stochastic changes in continuous vari-

ables, but do not offer any way to couple this to a discrete behavioural state.

An appealing alternative way to model homeostatic behaviour is through use

of Piecewise Deterministic Markov Processes, also known as stochastic hybrid

models [94]. These are generalisations of Markov chains that provide precisely

the properties we want: a set of discrete states corresponding to different

behaviours, each of which leads to different dynamics on a set of continuous

variables corresponding to the animals physiological state. An application

of Piecewise Deterministic Markov Processes to feeding behaviour would be

to consider a model with three states: feeding, short pauses within a meal

and long pauses which terminate a meal. To capture the behaviour shown in

Figure 2.4 we would expect that the length of a long pause be dependent on

stomach fullness, and the probability of entering a long pause should grow as

the stomach fills. This review has primarily considered continuously-varying

physiological models, however the formalism we have outlined here allows for

a natural coupling of these mechanistic models to models of behaviour.

A second approach to predicting feeding behaviour is through machine learn-

ing tools. As we have seen, these have had some success at predicting quan-

titative outcomes, for example post-prandial glucose response and blood glu-

cose. The difference here is in the level of predictability of the data. As can

be seen in Figure 2.4, although model-derived features (in this case stom-

ach fullness) are informative of feeding behaviour, there is still a substantial
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amount of variability. It may be that this can be accounted for by enhancing

the feature set, for example by including movement and energy expenditure

data, however it is possible that behaviour is inherently less predictable than

mechanistic responses such as glucostasis, in which case a more detailed un-

derstanding of stochasticity may be required, incorporating insights from the

large behavioural datasets arising from wearable devices and other personal

omics technologies.

2.6 Conclusion

We have brought together diverse areas of modelling in energy homeostasis

covering endocrine regulatory systems with a specific emphasis on glucostasis,

models of body weight and composition over time, and models of behaviour

across multiple timescales. This review has been written to be accessible to

the non-mathematician, but we direct the interested reader to our extensive

appendix where we outline the mathematical details of many of the models

we highlight. In each case it has become clear that the advances needed

to translate these models into useful tools is individualisation. Fortunately,

the comprehensive datasets needed to do this are rapidly becoming avail-

able through wearable technology and activity trackers. Machine learning

techniques offer an appealing way to learn from this large quantity of data,

however they can be enhanced by leveraging the decades of physiological

understanding represented in the mathematical models reviewed in this ar-

ticle to engineer improved features that can lead to better predictions The

key area for development is in short-term models of feeding behaviour, with

resolution of a single meal. By learning from both data and prior experi-

ment how to maximise satiety without increasing calories it may be possible

to provide individualised diets that help prevent the failures of compliance

typically associated with long-term low calorie diets. There are technical

challenges to overcome, particularly in individualising physiological models

for feature engineering and correctly understanding the type of stochasticity

associated with feeding behaviour. If these can be dealt with, the mathemat-

ical and machine learning models outlined in this review may prove central to
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combating the growing obesity epidemic by simply providing, in a dynamic

and personalized manner, the right information and guidance for people to

make healthier choices.
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3
The homeostatic dynamics of

feeding behaviour identify

novel mechanisms of

anorectic agents

3.1 Introduction

3.1.1 Homeostatic behaviour

In Chapter 2 we reviewed aspects of energy homeostasis across multiple

timescales and regulatory systems. A characteristic feature of energy home-

ostasis is that the variables under regulation, such as circulating metabolites

and fat stores, are under two qualitatively different types of control. The

first is an essentially deterministic feedback loop that occurs due to phys-

iological processes, as reviewed in Section 2.3: once food enters the body

the endocrine response and subsequent changes in circulating metabolites

can be adequately predicted by differential equations. The second type of
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control is behavioural: the decision to feed at a given time and thus initi-

ate the deterministic physiological mechanisms that we have just discussed.

This second type of control makes energy homeostasis a closed loop control

system, but has received much less study, as we demonstrated in Chapter 2.

It is a challenging subject for investigation: unlike deterministic endocrine

control mechanisms, it is both discrete (an organism is either feeding or not)

and stochastic (the precise beginning of a feeding bout is unpredictable), but

it is nevertheless influenced by continuous deterministic variables such as

blood glucose and stomach fullness. The tools for analysing continuous con-

trol that worked so effectively in the endocrine case are no longer suitable,

and new tools are needed. One avenue of research was to attempt to put

such behaviour on a purely rational footing by defining a fitness function en-

capsulating these tradeoffs and solving for the maximum-fitness behavioural

pattern [248, 299]. The optimality-based approach is challenging to apply

to realistic situations as this fitness function is typically not known. In this

chapter we instead outline a suitable model class for stochastic homeostatic

behaviour and applying this to a specific case study: the understanding of

feeding behaviour in the rat.

Feeding behaviour is a homeostatic behaviour of central importance both

practically and scientifically, and is an ideal test case for these methods as it is

easy to measure and we have a strong scientific understanding of many of the

relevant factors driving behaviour [313]. The practical importance is derived

from the global obesity epidemic, which is set to worsen over the coming

decades. This has led to strong interest in anorectic (food intake reducing)

agents that can help individuals maintain a healthy weight. Determining the

precise effects of these drugs in animal studies is challenging but essential to

finding effective anorectic agents, as some effective-seeming candidates may

in fact function by inducing strong nausea, ruling out medical applications.

Gaining a precise, detailed understanding of the behavioural effects of these

drugs is therefore potentially valuable in the attempt to combat obesity.

However, the homeostatic nature of energy balance makes feeding a difficult

process to control; manipulating one aspect of feeding behaviour can result

in compensatory changes in other aspects, such that it is possibly to radically
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restructure feeding without altering total food intake over a chronic period

[61, 110, 230]. A more detailed understanding of how feeding behaviour is

structured might allow understanding of which aspects may most promisingly

be targeted to prevent or treat obesity.

3.1.2 The effects of anorectic agents on feeding

Food intake, and feeding behaviour more generally, is under the control of

multiple systems, both central and peripheral. We provided a brief intro-

duction to the control of food intake in Section 2.2.2, which we draw upon

here in order to give an outline of the effects of the anorectic agents studied

in this chapter, many of which are central to the physiological regulation of

food intake. This is only a brief overview of the effects of these anorectic

agents. For more detail on the control of food intake, readers are directed

to comprehensive reviews of both neural [312, 314] and endocrine [79, 234]

mechanisms, as well as reviews of the gut/brain axis, which incorporates

other interoceptive mechanisms such as gastric distension [168, 278].

Leptin (whose role in body weight regulation is reviewed in [126]) is secreted

from the ob gene in adipocytes (fat cells), and is correlated with adiposity

[363]. It has pronounced effects on energy homeostasis and is sometimes

referred to as a ‘lipostat’; exogenous administrations of leptin in rodents de-

creases food intake and body weight [60, 147], whereas ob/ob knockout mice

(which are incapable of producing leptin) rapidly become obese. Leptin has

central effects due to its ability to cross the blood-brain barrier. Once in

the brain, one of its main effects is to increase POMC neuron firing rate and

decrease AGRP neuron firing rate, which in turn decreases food intake [83],

however it also has numerous effects elsewhere in the brain [142]. Exogenous

leptin does not typically evoke substantial weight loss in humans [160], how-

ever, except in cases of congential leptin deficiency [117], and so it has not

lived up to early expectations for its potential to reduce obesity, although it

can help to mitigate weight regain following weight loss in humans [267].

Glucagon-like peptide 1 (GLP-1) is an anorectic hormone created by post-

translational processing of preproglucagon in the intestine [68]. GLP-1 rises

41



naturally in response to a meal, and acts peripherally to slow gastric emptying

and gut motility [105]. GLP-1 also acts centrally to reduce food intake [353],

whether administered centrally or peripherally [95, 333, 352]. The low half-

life of circulating GLP-1 (approximately 2 minutes [184]) means that its

peripheral effects occur largely within meals, whereas its longer-term actions

are due to central signalling effects [86]. GLP-1 is also an incretin (a hormone

that stimulates the secretion of insulin), and so has additional effects on

energy homeostasis via altering the level of blood glucose [105].

The anorectic hormone Peptide YY 3-36 (PYY3-36) is secreted from the same

family of intestinal cells as GLP-1, and results from cleavage of PYY1-36. Like

GLP-1 it rises rapidly in response to feeding [26], with a particularly strong

response shown to high-protein meals [27], and inhibits food intake [25].

PYY3-36 may have effects on feeding both via the arcuate nucleus and via

vagal afferents [234], although their is conflicting evidence about its effects

(or lack thereof) in the arcuate nucleus and via the vagus nerve [278]. At

high concentrations, PYY3-36 is nauseating and causes conditioned taste aver-

sion [148].

3.2 Introduction

The current obesity epidemic has driven significant interest in developing

novel therapies to reduce food intake. However, the homeostatic nature of

energy balance makes feeding a difficult process to control; manipulating

one aspect of feeding behaviour can result in compensatory changes in other

aspects, such that it is possibly to radically restructure feeding without al-

tering total food intake [61, 110, 230]. A more detailed understanding of how

feeding behaviour is structured might allow understanding of which aspects

may most promisingly be targeted to prevent or treat obesity. One natural

avenue of investigation is to look in greater detail at feeding behaviour: how

feeding plays out through time at the individual level, paying attention to

behaviour at finer-grained temporal resolution. A natural resolution is the

level of individual feeding bouts and their organisation into meals [328, 329],

which is conventionally referred to as microstructure analysis [90]. In this
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paper we have analysed the microstructure of feeding behaviour by develop-

ing a mathematical model of food intake which we then use to carry out a

detailed examination of feeding behaviour using bout level data, and the way

in which the gut governs the dynamics of feeding. This model provides novel

insight into the mechanisms by which anorectic agents act to alter feeding

behaviour, and how food intake changes with nutritional status and photope-

riod.

Modelling homeostatic behaviours such as feeding poses a particular chal-

lenge. Although recent advances in automated monitoring technology can

create large datasets through quantitative, high-throughput capture and an-

notation of behaviour [8, 108, 137, 176, 190, 283], homeostatic behaviours

are driven by the need to regulate a (typically unobserved and continuously-

varying) variable such as body temperature or energy balance. Thus we

expect the rates of transitions between behavioural states to be strongly

modulated by the variable under regulation, which we refer to as the phys-

iological state. Conventional behavioural analysis makes heavy use of the

ethogram, which charts the rates of transitions between different behaviours.

However when these rates vary when the physiological state changes this is

no longer possible, and new techniques are needed. In this paper we suggest

such a technique: a class of models known as piecewise deterministic Markov

processes [93]. These generalise Markov Chains to include exactly the kind of

deterministically-varying transition rates required by models of homeostatic

behaviour and have found a wide variety of uses in biology [16, 30, 45, 271]

and physics [54, 115], although they have not previously been used to study

food intake or energy balance.

We use piecewise deterministic Markov processes to create a flexible and

intuitive stochastic model of feeding behaviour governed by an integrated

measure of recent feeding. This measure, which we will refer to as ‘fullness’,

is based on a simple model of gut filling and emptying, and is intended to

correspond to the fullness of the stomach and small intestine. Thus, when

we refer to ‘gut motility’ we mean specifically the rate at which the stom-

ach and small intestine clear ingested food. Our model, which includes both
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behavioural and physiological elements, allows us to both infer characteris-

tics of feeding behaviour both for individuals and groups of animals, and to

generate representative behaviour sequences in silico for a previously char-

acterised group or individual. Although the model we introduce in this work

only considers the effect of fullness on feeding behaviour and how this is

modulated by anorectic agents fasting and the day/night cycle, it can easily

be extended to incorporate other factors that are known to be important

such as food palatability, energy expenditure, or social factors. This could

be achieved either by introducing new variables in the physiological state (for

instance in the case of energy expenditure) or extending the current anal-

ysis to include groups in new conditions (for instance, with access to more

palatable chow). Social factors influencing behaviour have previously been

modelled within the mathematical framework we use [45], demonstrating the

flexibility of this class of models.

The only previous generative model of feeding known to the authors is [47],

which does not allow for inference from data for either individuals or groups.

Previous attempts to characterise the effects of food intake on feeding be-

haviour have centred on the satiety ratio, which measures how the size of

a meal affects the intermeal interval that follows it (see Section 3.6.7). We

show that the satiety ratio cannot successfully model feeding behaviour as it

ignores the effects of earlier meals. Furthermore, it does not define a genera-

tive model, preventing in silico experimentation. In this paper we undertake

a quantitative study of feeding microstructure in rats in a wide variety of

conditions with the aim of better understanding how they affect behaviour.

We generated data from rats in both photoperiods, both fasted and ad libi-

tum fed, and given a range of anorectic drugs. In order to investigate the

wider validity of the model we also generated data from ad libitum fed mice

in both the light and dark periods. This data, which, when combined with

our model, allowed us to identify novel mechanisms of behavioural action for

anorectic drugs, replicate recent in vivo results in silico, and investigate how

behavioural interventions can combine with anorectic drug administration to

robustly reduce food intake.
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3.3 Materials and Methods

3.3.1 Piecewise Deterministic Markov Processes

Piecewise deterministic Markov processes (PDMPs), also known as stochastic

hybrid models, are a generalisation of Markov chains that capture variation in

transition rates between states due to some continuously-varying parameter

or set of parameters [93]. The evolution of these parameters are, in turn,

determined by the state of the system. In our model, the discrete states

are the behavioural states (feeding F , short within-meal pause S and long

intermeal interval L), and the continuously-varying parameter is fullness x(t).

A final distinction between PDMPs and Markov chains is that the transition

rate quantifies transitions out of a state, rather than into a new state.

Fullness dynamics

Fullness x is deterministic when conditioned on the behavioural state s ∈
{F, S, L}, and is given by (see Figure 3.1):

ẋ(x, t, s) =

ρ s = F

−k
√
x s = S, L

(3.1)

where ρ is randomly sampled for each feeding bout (see below and Fig-

ure 3.1D). The parameter k = 0.00055 was fitted for male Wistar rats when

this model was first defined [47]. Equation 3.1 neglects digestion during feed-

ing to allow for a simpler mathematical formulation that yields analytically-

solvable transition rate equations. Feeding bouts are typically much shorter

than intermeal pauses (where the vast majority of digestion occurs) so this

approximation is well-justified.

State lifetimes

The duration of a behavioural state s is a random variable whose distribution

is determined by the transition rate out of that state λs(x, θ), where θ is a
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vector of parameters and x is fullness. If the transition rate out of a state

in an infinitesimal interval [t, t + δt] is given by λS(x(t))δt + o(δt) and the

process begins in state x0 at time t0 then the probability density function for

state lifetimes is given by

p(t|x0, θ) = λs(x(t, x0), θ)e−
∫ t
0 λs(x(τ,x0), θ)dτ (3.2)

Setting λ to be constant yields the exponential distribution. We define the

rates as follows (see Figure 3.1):

λF (x) = λF

λS(x) = λS

λL(x) =
1

L1 + L2x
,

where the λL equation captures our intuitive understanding that feeding

is more likely to recommence when fullness is zero, but allows for fullness

independence in the L2 → 0 limit, in which case the intermeal pauses will

also become exponential.

Transition kernel

After a state finishes (for instance the end of a bout) it is necessary to deter-

mine what happens next. The transition kernel is a parametrised function

that gives the probability of transitioning from state s to new state s′ (for

example, the probability of transitioning from feeding into the within-meal

pause state). The transition probabilities are:

p(s′|s, x, T1, T2) =



1 s = S, s′ = F

1 s = L, s′ = F

1
1+e−T1(x−T2)

s = F, s′ = L

1− 1
1+e−T1(x−T2)

s = F, s′ = S

0 otherwise.

(3.3)
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For clarity, deterministic transitions are not shown in Figure 3.1, only the

stochastic transition between feeding and the pause states S and F are indi-

cated.

3.3.2 Bayesian hierarchical model

Introduction

In order to maximise our inferential power, as well as distinguish between

interindividual and group variation, we use a Bayesian hierarchical model.

This is a standard technique in Bayesian inference where parameters for a

given individual are modelled as being drawn from some distribution apply-

ing to the whole group, and we aim to infer both the individual and group

parameters. Extensive explanations of this technique are available in a num-

ber of books, of which we particularly recommend [129, 219], however we will

provide a brief introduction here.

In a hierarchical model, parameters are separated into two (or more) sets:

each group (e.g. ad libitum fed rats in the dark period) has a set of hyperpa-

rameters ψ, which represent group-level variation, and individuals each have

a set of parameters θ, which are drawn from ψ. Now, by Bayes’ theorem,

the posterior probability for the complete parameter set {ψ, θ} conditioned

on the data y is given by:

p(ψ, θ|y) ∝ p(y|θ) p(θ|ψ) p(ψ),

so the group level variation depends on the data through the ’lower level’

model. More concretely, in this case each individual (indexed here by j) has

a dataset we denote by yj. We model this dataset using a PDMP with a

different parameter vector θj for each individual, and denote a single param-

eter i in this parameter vector by θji . Group level variation is introduced by

modelling θji as being drawn from a multivariate normal distribution, in a

way that we will make concrete in the following subsection.
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Model formulation

The group level distribution was modelled as a multivariate normal with

mean µ and covariance matrix Σ constructed by a separation strategy using

a LKJ correlation matrix and independent variance parameters τi:

θ̃j ∼ N (µ,Σ)

Σ ∼ diag(τ) Ω(ν) diag(τ)

τi ∼ HalfCauchy(2.5)

µ ∼ N (µ∗, 2)

where diag(τ) is a diagonal matrix whose elements are drawn from a Half-

Cauchy prior as shown above, θ̃j is is the vector of parameters for indi-

vidual j: θ̃j = {λjF , ρ
j
F , µ

j
F , σ

j
F , λ

j
S, T

j
1 , T

j
2 , L

j
1, L

j
2}. This strategy has been

shown to be superior to Inverse-Wishart covariance matrix priors, which

introduce biases into estimates of covariance [6]. The mean vector µ∗ =

(−3,−3,−3, 1, 1,−1, 3, 3) was introduced following inspection of the ad libi-

tum fed saline datasets, and was used in conjunction with a diffuse covariance

matrix to yield a weakly-informative prior which supported both strong and

weak dependence of the intermeal interval duration and meal termination on

fullness. With the exception of parameters T1 and T2 (the transition kernel

parameters), all group-level parameters were inferred on a log10 scale.

Inference

We used the NUTS auto-tuning Hamiltonian Monte Carlo (HMC) sam-

pler implemented in PyMC3 [277] to generate posterior samples in order

to overcome the posterior curvature issues generically associated with hi-

erarchical Bayesian models. It was also necessary to use the non-centred

parametrisation suggested by Betancourt and Girolami [37] to overcome these

issues. 5,000 tuning samples were generated and discarded to effectively

parametrise NUTS, with 5,000 further samples taken and retained once tun-

ing was achieved. It is worth noting that HMC samplers require a much lower

sample size than traditional Metropolis-Hastings samplers, due to their more
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rapid exploration of the posterior. MAP initialisation was not used as the

typical set for hierarchical models is often far from the MAP point [37].

3.3.3 Experimental procedures

Animals

Male Wistar rats weighing between 254 and 547 grams were individually

housed under controlled temperature (21-23◦C) and humidity on a 12h light:

12h darkness cycle, with the light cycle between 0600 and 1800. All ani-

mals had ad libitum access to standard chow RM1 (SDS, Witham, UK) and

water unless stated otherwise. Rats were acclimatised to all experimental

procedures, including intraperitoneal injection. All animal procedures were

in accordance with the UK Home Office Animals (Scientific Procedures) Act

1986 and were approved by the Animal Welfare and Ethics Review Board at

the Central Biological Services unit at the Hammersmith Campus of Imperial

College London.

Feeding data collection and preprocessing

Rats were individually placed into a 24-chamber open-circuit comprehen-

sive laboratory animal-monitoring system (CLAMS, Columbus Instruments,

Columbus, OH, USA) and acclimatised to the system for 24h prior to fast-

ing. In protocols 1 and 2 (shorter-duration studies involving the admin-

istration of anorectic drugs), animals were acclimatised to intraperitoneal

injections prior to the experiment. Quantitiation of feeding was carried out

using the feeding bout data reported by CLAMS. This was processed prior

to analysis in order to remove erroneous data (negative and cancelling read-

ings, low and high outliers), as described in Section 3.6.2. This process-

ing can be reproduced using the data and notebooks available at https:

//github.com/tomMcGrath/feeding-behaviour. The number of animals

reported in Table 3.1 is the number remaining after data cleaning (see Sec-

tion 3.6.2). Removal of data due to data preprocessing means that not every

condition within a trial has the same amount of data. Data collection was
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performed by Eleanor Spreckley, Aina Fernandez Rodriguez, Amin Alamshah

and Elina Akalestou. Mouse data was collected by Carlo Viscomi.

Protocol 1

Animals were allowed to feed ad libitum both prior to and throughout the

experiment. In the early dark period anorectic drugs were administered

via intraperitoneal injections at the doses and times in Table 3.1. Data

collection in protocol 1 consisted of 3 separate trials corresponding to the

three anorectic agents in the protocol (GLP-1, PYY 3-36, Leptin). In each

trial, data was collected for animals at each dosage level shown in Table 3.1

and saline, with animals being reused within each trial. Saline data from

each trial was pooled.

Protocol 2

Following an overnight fast, animals received an intraperitoneal injection of

saline or an anorectic drug (see Table 3.1) and were subsequently allowed

to feed ad libitum from the early light period. Injections were carried out

according to the schedule below, allowing for the study of feeding behaviour

in both photoperiods. Data collection in protocol 2 consisted of a single trial

in which each animal was subjected to each condition in the trial (all doses

of LiCl and PYY 3-36) as well as saline.

Protocol 3

Following an overnight fast, animals were allowed to feed ad libitum from

the onset of the light period. Data from this protocol was recorded as a

continuous 72 hour recording, segmented according to the times in Table 3.1.

After 24 hours of ad libitum feeding following the overnight fast, rats were

assumed to be refed, and so were classified as ad libitum fed for the remaining

two light/dark cycles. Data in protocol 3 was collected in a single trial.
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Drug Dose Start time Duration Prior feeding # animals Protocol
GLP-1 30 nmol/kg 1900 8hrs ad libitum 8 1
GLP-1 100 nmol/kg 1900 8hrs ad libitum 8 1
GLP-1 300 nmol/kg 1900 8hrs ad libitum 9 1

PYY3-36 1.5 nmol/kg 1900 8hrs ad libitum 12 1
PYY3-36 100 nmol/kg 1900 8hrs ad libitum 11 1
PYY3-36 300 nmol/kg 1900 8hrs ad libitum 14 1
Leptin 2 mg/kg 1900 8hrs ad libitum 6 1
Saline n/a 1900 8hrs ad libitum 24* 1
LiCl 32 mg/kg 0900 8hrs fasted overnight 10 2
LiCl 64 mg/kg 0900 8hrs fasted overnight 9 2

PYY3-36 1.5 nmol/kg 0900 8hrs fasted overnight 8 2
PYY3-36 100 nmol/kg 0900 8hrs fasted overnight 6 2
PYY3-36 300 nmol/kg 0900 8hrs fasted overnight 9 2
Saline n/a 0900 8hrs fasted overnight 13* 2
Saline n/a 0600 10hrs fasted overnight 11 3
Saline n/a 1800 10hrs fasted overnight 11 3
Saline n/a 0600 10hrs (x2) ad libitum 11 3
Saline n/a 1800 10hrs (x2) ad libitum 11 3

Table 3.1: Details of drug doses and administration protocols. Light on/off times were
0600 and 1800 respectively. Anorectic agents were Glucagon-like peptide 1 (GLP-1), Pep-
tide YY3-36 (PYY3-36), lithium chloride (LiCl) and leptin. Within each protocol, animals
were subjected to multiple experimental conditions in a multi-arm trial design. Animal totals
marked with an asterisk indicate totals comprised of animals from multiple trials.

Drug administration

Anorectic drugs, doses, and administration schedules are given in Table 3.1.

Per-animal details are available at https://github.com/tomMcGrath/feeding-behaviour/

blob/master/coding.csv, which provides details on animal reuse.

3.3.4 Ethics Statement

Rodent studies were carried out in accordance with United Kingdom Home

Office regulations and the Animals (Scientific Procedures) Act 1986 (United

Kingdom) under Home Office approved project and personal licenses. Rat

experiments were approved by the Imperial College Animal Welfare Ethical

Review Board under Project Licenses 70/8068. Mouse experiments were
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approved by Home Office license (PPL: 7538 and P6C97520A) and local

ethical review.

3.4 Results

3.4.1 Stochastic modelling for high-resolution feeding data

We aim to model the ways in which signals from the gut govern feeding

behaviour in terms of its behavioural components, as well as how anorectic

agents affect feeding behaviour, and the degree of interindividual variation in

behaviour. The components of feeding we consider are ingestive behaviour

(the duration of feeding bouts and the rate at which food is consumed within

them), the intermeal interval (satiety), and meal termination decisions (sa-

tiation). In order to do this, we construct a stochastic model of feeding be-

haviour, which we parametrise using a wide range of experimental data. Our

model, which is summarised in Figure 3.1A, has two elements: a behavioural

element, which determines whether the animal is feeding, pausing between

bouts, or in an intermeal interval, and a physiological element, which models

the filling and emptying of the gut in response to the animal’s behaviour.

The physiological element of our model uses a simple one-compartment model

of the gut, in which the gut fills during eating, and empties between feeding

bouts (Figure 3.1C). The variable x we will refer to as ‘fullness’, and should

be understood to denote the contents of the stomach and the small intestine.

The rate of filling can be determined directly from bout data, but in order

to determine fullness at some later time after the feeding bout has ended, a

model for its dynamics is needed. We model fullness as decreasing at a rate

proportional to the square root of its contents (as used in [47]), however we

have also conducted a model robustness check which demonstrated that our

findings are qualitatively robust to model perturbations (see Section 3.6.10).

The effect of fullness on feeding behaviour be mediated by a variety of

factors that depend on the part of the gut under consideration, including

the release of gut peptides, mechanoreception, and signalling via the vagus
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nerve [85, 260]. Our model should be understood as an integrative model

that combines the effects of all of these factors in the behavioural element.

We outline possible expansions of the model to include more detailed phys-

iological variables in the Discussion. As we will show, even a simple model

with a single fullness variable has substantial predictive power and is able

to both capture the dynamics of feeding behaviour and provide insight into

the effects of anorectic agents. One of the contributions of our work is to

provide a ‘minimal model’ of feeding behaviour which is sufficient to provide

new insights, but can be extended and developed in greater detail. The be-

havioural element of our model uses the conventional partitioning of feeding

into bouts and meals: within a meal, bouts are punctuated by short pauses,

with longer intermeal intervals occupying the time between meals. A number

of behavioural correlates including the behavioural satiety sequence indicate

that this is a meaningful distinction, and that intermeal intervals are not

simply unusually long inter-bout pauses [328]. We used bout-level feeding

data obtained from the Columbus Instruments Comprehensive Lab Animal

Monitoring System (CLAMS), although other systems such as BioDAQ can

provide suitable data. This data was then used as input to a simple model

of gut filling and emptying [47] to provide a continuous measurement of full-

ness through time, as shown in Figure 3.1B and C. To summarise: our model

contains two parts: a physiological state consisting of a model of gut filling

and emptying (Figure 3.1C) and a model of transitions between behavioural

states (Figure 3.1D-G). In a given behavioural state, the physiological state

evolves deterministically; for instance during a feeding bout the animal’s gut

fills at a constant rate. The behavioural state, however, switches stochasti-

cally, and its probability of transitioning from one state to another at any

given moment depends on the physiological state at that moment. Our model

is therefore capable of capturing homeostatic behaviour.

The dynamics of our model can be summarised as follows: a feeding bout

occurs with stochastic duration and feeding rate. This increases fullness.

Following the termination of this feeding bout, a meal termination decision

is made which is also stochastic, but depends on fullness. If the meal is not

terminated, a short within-meal pause occurs, whose duration is stochastic
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Figure 3.1: A simple stochastic model of rat feeding that uses a continuously time-varying fullness can accurately reca-
pitulate food intake. (A) Schematic illustration of the model, showing feeding, a short within-meal pause, a long inter-
meal interval, and the meal termination decision, which relies on fullness x. (B) Incorporating fullness into a stochastic
model of feeding allows prediction of the intermeal interval. The model predicts a distribution over possible intermeal
interval lengths (red curve in top panel, actual next meal time shown as a dark bar). Representative sample of data
showing bout-level feeding data (top panel, blue bars) and model-derived fullness (bottom panel, blue curve). Simulated
trajectories of fullness in bottom panel (light red curves) alongside mean fullness (dark red curve). Inset: bout-level feed-
ing data for the meal shown inside the dashed box. (C) Filling occurs linearly at a rate ρ that varies between bouts (see
(D)), whereas emptying is nonlinear but has identical dynamics whenever the animal is not feeding. We use a simple
nonlinear model of fullness dynamics from prior work [47]. (D) Feeding bout duration is exponentially distributed, and
rate ρ is normally distributed with mean µF and standard deviation σF . (E) Within-meal pauses are typically short com-
pared to intermeal intervals, and are distributed exponentially. Figure shows exponential distribution for representative
parameter values. (F) Meal termination decisions are sigmoid in fullness x and are controlled by parameters T1 and T2.
Keeping the product of these parameters fixed changes the effect of fullness on termination probability. (G) Intermeal
intervals are typically long and depend on fullness x, which varies over time. Parameter L1 controls intermeal interval
duration independent of fullness, L2 measures the effect of fullness. (H) Our model accurately captures food intake:
(posterior) predictive values of normalised food intake are strongly correlated with true values. Marker style indicates
anorectic agent (if any) and photoperiod (see legend). Darker colours indicate higher doses, see Table 3.1 for concentra-
tions. Underlying data is available in the following repository: doi:10.17632/vpm89vrz7g.1, inference procedure described
in Materials and Methods.
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but independent of fullness. If the meal is terminated, however, then a long

intermeal interval occurs, whose duration depends on fullness. The distribu-

tion of each stochastic event is controlled by parameters that vary between

rats but are fixed for each individual in a group (nutritional state, drug ad-

ministration, and photoperiod), summarised in Table 3.2. The degree of

variation between rats in the same group is controlled by group-level param-

eters µ and Σ, summarised in the same table. These parameters define the

‘typical’ rat in the group, as well as how much rats within the group vary.

3.4.2 Our stochastic model can accurately capture rat feed-

ing behaviour in a wide variety of conditions

We carried out a series of experimental studies in order to obtain behavioural

data from rats given low, medium, and high doses of peptide YY3-36 (PYY3-36)

in the light and dark period, as well as rats given low and high doses of

lithium chloride (LiCl) in the light period and rats given low, medium, and

high doses of glucagon-like peptide 1 (GLP-1) and leptin in the dark period

(details and doses in Materials and Methods). From these experiments we

also obtained control data from rats given saline under each of these con-

ditions. All experiments in the light period were carried out following an

overnight fast, whereas dark period experiments involved ad libitum feeding.

In addition we carried out a longer duration feeding study over three days

with untreated rats recovering from a fast, providing further data on ‘natural’

behavioural patterns. We further obtained bout-level feeding data from mice

in order to determine whether our model had a wider range of applicability.

This exploratory analysis, and details of data collection and processing, is

detailed in Section 3.6.5. We found that with minimal reparametrisation in

order to account for the different total food intake in mice we were able to

model mouse feeding behaviour and recapitulate a novel tradeoff in ingestive

behaviour that we discovered in rats (see below).

After fitting the model to the data (see Materials and Methods) we validated

the model by simulating behaviour to provide predictions on the next meal

time, total food consumption, or future fullness, as shown in Figure 3.1B. A
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Parameter Description Comments

Feeding bout
λF Feeding bout termination rate Probability of feeding bout

ending per unit time - sets
mean bout duration

ρF Feeding rate Rate of feeding in a bout -
resampled each bout

µF Mean bout feeding rate Bout feeding rates are nor-
mally distributed for each
animal - this sets the mean

σF Feeding rate variance Sets the variance of the
normal distribution of
feeding rates

Meal termination decision - end meal or short pause?
T1 Meal termination parameter 1 Makes meal termination

probability curve sharper
(see Figure 3.1F)

T2 Meal termination parameter 2 Makes meal termination
more fullness-sensitive (see
Figure 3.1F)

Short within-meal pause
λS Short pause termination rate Probability of a short

within-meal pause ending
per unit time - sets mean
short pause duration

Intermeal interval - follows end of meal
L1 Intermeal interval parameter 1 Sets fullness-independent

component of intermeal in-
terval termination rate (see
Figure 3.1G)

L2 Intermeal interval parameter 2 Sets fullness-dependent
component of intermeal
interval termination rate
(see Figure 3.1G)

Group characteristics
Θ Group mean Defines ‘typical individual’

for a group - mean of the
group distribution

Σ Group covariance matrix Sets the correlation and
inter-individual variation
of parameters

Other
k Gut motility parameter Sets rate of decrease of full-

ness via ẋ = −k
√
x (where

x is fullness)

Table 3.2: Summary and description of model parameters. See Figure 3.1 for a graphical
summary and equations. Following feeding bout termination, a meal termination decision
takes place. If the meal is terminated, an intermeal interval follows, otherwise a short within-
meal pause occurs. After this, another feeding bout begins.
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subset of the saline and PYY 3-36 data was used in model design, however

the model was further validated by comparing fits to unseen saline data with

fits to saline data from identical conditions (see Section 3.6.3). The long-term

organisation of feeding behaviour into meals and bouts occurs on timescales

comparable to typical experimental observations: we may only see 5-10 meals

for a single rat’s time series. This complicates inference if we also want to

consider the possibility of inter-individual variation. We used Bayesian hi-

erarchical modelling [129, 219] to allow pooling of data across individuals in

a statistically rigorous way, and to infer the degree of interindividual vari-

ation (see Materials and Methods). This inference procedure produced a

distribution over parameters for individual rats and for groups of rats - these

parameters are summarised in Table 1. Unless otherwise stated, this distribu-

tion was used to produce the subsequent results. This parameter distribution

can be resampled using the data and inference code from the link below.

In order to verify the model’s predictive power, we generated predictions for

food intake for each individual by repeatedly Monte Carlo sampling using

parameters drawn from individual-level posteriors (see Section 3.6.3). Our

predictions agreed with observed food intake across a wide range of food in-

takes from different photoperiods, anorectic drugs, and nutritional states (as

shown in Figure 3.1H) in spite of the level of stochasticity inherent in feeding,

confirming that our model captured food intake accurately. Code for infer-

ence, figure generation, and a set of simple tools for behavioural modelling

is available at https://github.com/tomMcGrath/feeding-behaviour, and

full details of drug administration doses and protocols are given in Table 3.1

(see Materials and Methods).

3.4.3 Both within-bout and intermeal behaviour determine food

intake

When each of the model parameters were compared with mean hourly food

intake, two stood out as clear determinants of food intake: mean bout dura-

tion τF = 1/λF and the parameter governing the dependence of the intermeal

interval on fullness L2, (Figure 3.2A). Bout duration and fullness-dependent
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intermeal interval are strongly related to food intake: decreasing the for-

mer leads to shorter meals, and increasing the latter means that fullness

strongly suppresses meal initiation, leading to long intermeal intervals in

most circumstances. These two important parameters are found to be only

weakly correlated with one another, but are both strongly correlated with

food intake (Figure 3.2A), making them an informative way to determine

what behavioural changes may have led to an observed change in food in-

take. The fullness-dependent intermeal interval parameter L2 shows correla-

tion with food intake across but not within groups, suggesting that although

different conditions and anorectic agents can cause substantial changes in

intermeal interval, rats exhibit limited interindividual variability along this

axis, unlike the considerable interindividual variation in ingestive behaviour

(Figure 3.2A). The within-group variation in food intake at similar values of

L2 is likely to be due to a combination of the natural variability of food in-

take even when parameters are held constant (see Figure 3.4C), whereas the

between-group variation is due to differences in other behavioural parameters.

3.4.4 Ingestive behaviour has a single axis of variation that is

modulated by anorectic drugs, photoperiod, and nutri-

tional status

In order to consume more food in a given bout, an animal can either eat for

longer, or it can eat faster. In principle, bout duration and feeding rate could

trade off exactly to keep the amount consumed in a bout the same for any

bout duration, or could be completely uncorrelated. In practice we found

that feeding rate imperfectly compensates for reduced bout duration: shorter

bout durations were associated with decreased food intake (Figures 3.2B and

3.2C) both within and across groups (see Section 3.6.6). Analysis of feeding

data from ad libitum fed mice in the light and dark period showed an identical

pattern (see Figure 3.7), indicating that this tradeoff may apply more gener-

ally. Although feeding rate increased at shorter bout durations, it did not do

so sufficiently to compensate for the decreased time available to feed, leading
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Figure 3.2: A two parameter behavioural fingerprint, combining characteristic bout du-
ration and intermeal interval parameters accounts for a large proportion of variation both
between and within groups. Different anorectic agents drive different patterns of feeding
behaviour. (A) Two parameters of the model are strongly informative regarding food in-
take, but are only weakly correlated with one another: characteristic bout duration τF and
fullness-dependent intermeal interval parameter L2. Scatter matrix of τF , L2 and normalised
food intake (diagonal entries show univariate marginals) indicates substantial inter-group
variation in τF and L2 correlated with changes in normalised food intake. (B) Reduced
characteristic bout durations are not fully compensated for by increased feeding rate: scat-
ter plot of individual posterior mean values coloured by normalised food intake. Dashed
line indicates constant food intake contour. (C) Characteristic bout duration and feeding
rate vary both within and between groups. Animals in the dark period tend to have longer,
slower bouts. (D, E) PYY3-36 causes group-level variation in bout time and feeding rate.
Colours as in Figure 3.2C. Animals recovering from an overnight fast show less variation
than ad libitum fed rats. (F, G) GLP-1 produces a more pronounced effect on both bout
duration and rate than PYY3-36 in ad libitum fed rats. Lithium chloride produces a stronger
reduction in feeding rate than PYY3-36 in rats recovering from an overnight fast, but has
limited effect on bout duration. Underlying data is available in the following repository:
doi:10.17632/vpm89vrz7g.1, inference procedure described in Materials and Methods.
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to reduced food intake. Longer, slower bouts typically occurred during the

dark period, but bout duration and feeding rate showed considerable varia-

tion between individuals, drug treatments and between fasted and ad libitum

fed rats (Figures 3.2B and 3.2C). In order to understand the typical effects of

anorectic agents on ingestive behaviour we looked at the group-level posterior

probabilities for bout time and feeding rate (Figures 3.2D-G). These show

a probability distribution over the possible values of characteristic feeding

rates and bout durations for each condition. We found that PYY3-36, LiCl

and GLP-1 had a robust effect on feeding rate and bout duration at all doses

and in both the light and dark period. Ad libitum fed rats have very distinct

ingestive behaviours in the dark and light periods, corresponding to long,

slow feeding bouts and short, fast bouts, respectively. In a pattern that was

found to recur again in this analysis, the effects of anorectic agents was to re-

duce the difference between these behaviour modes: the day/night difference

in parameters of rats given anorectic agents) is less than that in ad libitum

fed rats. The effect of nutritional status was the same in both photoperiods:

bout duration was increased and feeding rate decreased in ad libitum fed rats

compared to fasted rats during both the dark and light periods. Only LiCl

showed a dose-dependent effect on bout duration and feeding rate across the

concentrations administered. Of the anorectic drugs administered, GLP-1

had the most pronounced effect on feeding rate, whereas leptin had no effect

on either bout duration or feeding rate. This demonstrates that although

some of the anorectic agents we investigated do affect ingestive behaviour,

their effect is not to mimic the feeding behaviour of ad libitum fed animals,

but rather to induce a new behavioural state.

3.4.5 Fasting and photoperiod strongly affect intermeal in-

terval by altering the effect of fullness, unlike most

anorectic agents

Next, we examined the determinants of intermeal interval duration. Our

model allows for both fullness-independent and fullness-dependent control of

intermeal interval duration by parameters L1 and L2 respectively, and the

balance of control between these parameters varied strongly in different con-

60



ditions (Figure 3.3A). In the dark period, mean intermeal interval was much

shorter, and fullness exerted less control over intermeal interval duration.

The effects of nutritional status and photoperiod were pronounced, with ad

libitum fed rats in the light period having both longer intermeal intervals

and much greater dependence on fullness than ad libitum fed rats in the

dark period or fasted rats in either photoperiod. Our results thus show that

control of meal initiation is split between longer-term energy balance (as

reflected by differences in nutritional status), dynamic fullness-dependent

effects, constant fullness-independent factors and circadian rhythms. We ex-

plore possible mechanisms for fullness-dependent effects in the Discussion.

As we used a single standard chow for all experiments, the calorie content in

the gut is directly proportional to weight and volume of gut contents, and

so these results (and those in shown in Figure 3.4) would remain the same

up to a rescaling of the fullness-dependent parameter. Variations in inter-

meal interval can have a pronounced effect on total food intake: comparing

intermeal interval parameters to food intake (Figure 3.3B) showed that in-

creases in food intake can be due to decreasing either the fullness-dependent

or fullness-independent parameters.

PYY3-36 caused a decrease in L1 in both fasted rats in the light period and ad

libitum fed rats in the dark period, but showed an increase in L2 for ad libitum

fed rats in the dark period only. These changes, although detectable, were

small compared to the effects of nutritional status, as indicated by differences

between fasted and ad libitum fed rats in both photoperiods. GLP-1, LiCl

and leptin showed minimal effects on intermeal interval at all doses, with

ad libitum fed rats given either saline or one of these drugs having almost

identical intermeal interval parameters (Figure 3.3A). This indicates that

although PYY3-36 may exert anorectic effects by modulating interoceptive

sensing [25], this may not be the means by which other drugs function when

administered peripherally (although exogenous GLP-1 has been shown to

reduce food intake primarily by reducing meal size[261]).
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Figure 3.3: Fullness is predictive of intermeal interval, however the relationship between
fullness and intermeal interval varies with photoperiod, fasting status, and anorectic drug
administration. The satiety ratio fails to capture the effect of feeding on intermeal interval
as it neglects feeding prior to the most recent meal. (A) Intermeal interval parameters are
affected strongly by refeeding status, photoperiod, and anorectic drug administration. In-
termeal intervals of rats in the light period are strongly affected by fullness, whereas rats in
the dark period have briefer intermeal intervals that are less strongly affected by fullness.
Rats given lithium chloride behave similarly in the light and dark period. Rats given PYY3-36

behave more like fasted rats, whereas rats given GLP-1 and leptin have intermeal interval
parameters similar to those of ad libitum fed rats. Inset figures show how parameter vari-
ation affects intermeal interval. (B) Intermeal interval parameters are strongly associated
with variation in food intake: animals with lower parameters eat more. Points coloured by
normalised food intake. (C) Mean (solid red line) and 95% posterior predictive interval for
ad libitum fed rats given saline in the light period. Intermeal interval tracks gut emptying.
Although fullness is indicative of intermeal interval, the predictive window is relatively wide.
Blue circles are group data, black line is moving window average. (D) Satiety ratio-based
predictions of intermeal interval from meal size are inaccurate. Solid red line shows sati-
ety ratio prediction, blue circles are group data, black line is moving window average. (E)
Fullness at meal termination is poorly correlated with meal size, leading to poor predictive
ability. Underlying data is available in the following repository: doi:10.17632/vpm89vrz7g.1,
inference procedure described in Materials and Methods.
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3.4.6 Fullness at meal termination is predictive of the inter-

meal interval

In order to determine the validity of our conclusions on the effects of fullness

on intermeal interval, we pooled data across animals in a given condition and

plotted intermeal interval against our model-derived fullness variable. From

this, we calculated a moving average of the intermeal interval (black line).

This provides a check on our earlier conclusions which does not depend on

our behavioural model. The results for ad libitum fed rats given saline in

the light period are shown in Figure 3.3C - fullness is clearly informative

of intermeal interval, and our behavioural model (red line) recapitulates the

model-free estimate. Our behavioural model also permits an estimate of the

degree of variability in the intermeal interval at a given value of fullness

(shaded red area). The variation in intermeal interval at a given fullness is

substantial, which is compatible with earlier observations that meal initiation

is also controlled by a wide range of other factors [319, 356].

3.4.7 Fullness approaching zero is predictive of meal initia-

tion in well-fed rats in the light period

The mean intermeal interval closely tracked the time for fullness to reach

zero, a phenomenon not observed in other conditions (see Section 3.6.8).

This may indicate that the main signal to commence feeding in the light

period is the complete emptying of the upper gut - even low values of fullness

were enough to significantly reduce the probability of feeding. In the dark

period, however, meal initiation probability showed a graduated response to

decreases in fullness. Once again, in ad libitum fed rats diurnal and nocturnal

feeding behaviours differed dramatically, with minimal feeding in the light

period and significant food intake occurring in the dark period. As with the

within-bout parameters, fasting and the administration of anorectic drugs

reduced the strength of this polarisation, increasing the similarity between

the light and dark periods.
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Figure 3.4: Meal termination decisions vary strongly across experimental conditions, how-
ever the effectiveness of altering meal termination decisions to reduce food intake is com-
plex. (A) Aversive agents (LiCl and high dose PYY3-36) lead to meal termination at lower
fullness, indicated by a move downwards and to the right. Leptin has a contrasting effect -
rats given leptin are more likely to terminate meals at low fullness, and are largely indifferent
to fullness in their meal termination decisions. Meal termination is postponed in the dark
period, consistent with increased meal size. Individual posterior mean values for fullness-
independent and fullness-dependent meal termination parameters T1 and T2. Insets show
posterior mean decision function for representative individuals. (B) Extreme values of ei-
ther T1 or T2 are associated with decreased food intake. (C, D) Simulated food intake dis-
tributions show that the effectiveness of altering the fullness-dependent meal termination
parameter T2 varies strongly with the other parameter values (baseline distribution in blue,
altered parametrisation in red). Food intake is largely unchanged in simulated rats given lep-
tin when T2 is increased, however food intake increases substantially in simulated controls.
(E-I) Alterations in multiple parameters simultaneously can produce substantial changes in
the microstructure of feeding without affecting overall food intake. Quantitation of differ-
ent aspects of feeding for baseline parameters θ0 are shown in blue, and values for altered
parameters ∆θ in red. Altering mean feeding rate µF , T1 and T2 produces an alteration
of feeding microstructure similar to that seen in recent studies on CGRP neuron silencing:
meals are enlarged and extended (F, G) but intermeal interval is elongated (H) and meal
count decreased (I) to fully compensate over 24 hours of feeding. Underlying data for Fig-
ures A-D is available in the following repository: doi:10.17632/vpm89vrz7g.1, inference pro-
cedure described in Materials and Methods. Details of simulation procedure for Figures E-I
in Section 3.6.9.
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3.4.8 Predictions of intermeal interval from fullness are more

accurate than predictions from the satiety ratio

A comparison of the predicted mean intermeal interval to observed data for

ad libitum fed rats in the light period showed a good agreement of model

predictions with data (Figure 3.3C). However both the data and the pre-

dictions showed a substantial degree of variability around the mean. This

indicates that we cannot explain all of the variation in intermeal interval us-

ing fullness alone. Nevertheless, using fullness to predict intermeal interval is

a substantial advance from the satiety ratio, which quantifies satiety as the

ratio between the first meal size and the subsequent intermeal interval (see

Section 3.6.7). The satiety ratio fails to give good predictions across a wide

range of meal sizes (Figure 3.3D) for a number of reasons. Firstly, it only

uses a small amount of the available data as it discards all meals other than

the first. Secondly, after the first meal, fullness is poorly correlated with

meal size (Figure 3.3E) as prior meals have often not been fully digested

at meal onset. Finally, the first meal is longer than subsequent ones when

recovering from a fast as it is begun with an empty upper gut, which will

lead to a shorter than average intermeal interval as the rat has yet to reach

its ’typical’ fullness.

3.4.9 Aversive agents and agents conventionally viewed as sa-

tiating have distinct effects on meal termination deci-

sions

The decision to terminate a meal, also referred to as satiation, is driven by a

wide range of mechanisms, including endocrine and neural signals from the

stomach and small intestine [85, 260, 264], as well as gastric distention [17].

Many of these mechanisms are driven by gut-related factors, and so meal ter-

mination decisions are likely to be strongly influenced (via these pathways) by

fullness. We modelled the meal termination decision as a sigmoid in fullness,

with a prior that allowed for approximately linear, constant, or sigmoid vari-

ation across a physiologically-plausible range of fullness. Meal termination

decisions varied strongly across the dataset (Figure 3.4A): in the light period
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rats given saline had low meal termination probability and weak dependence

on fullness, with the other extreme occupied by rats given high-dose PYY3-36.

Both high-dose PYY3-36 and LiCl increase meal termination probability and

shift termination to occurring at lower fullness, consistent with their nause-

ating effect [64, 69, 202]. High levels of both meal termination parameters T1

and T2 were associated with decreased food intake (Figure 3.4B), but for dif-

ferent reasons. High fullness-dependent termination parameters occurred for

rats given saline in the light period; although these rats terminate meals later,

they had much longer intermeal intervals and so experienced a net decrease

in feeding compared to rats in the dark period. On the other hand, rats given

PYY3-36 terminated meals at a lower fullness, consistent with a a nauseating

or otherwise aversive effect. This was found with high-dose PYY3-36 in both

light and dark periods, but not at lower doses, suggesting that our method

may be able to identify aversive agents from feeding behaviour by finding

similarities in behavioural parameters. On the other hand, rats given leptin

appeared almost indifferent to fullness in their meal termination decisions;

they had a high probability of meal termination regardless of fullness. This

is in accord with leptin reflecting long term adipose tissue stores rather than

acute nutritional status.

3.4.10 Changes in meal termination can drastically change

feeding microstructure without altering intake

Recent investigations into meal termination decisions have suggested that

feeding behaviour is flexible enough to defend a given food intake under sub-

stantial changes to the microstructure of feeding [61, 263]. Specifically, fol-

lowing inactivation of Calcitonin Gene-Related Peptide (CGRP)-expressing

neurons in the parabrachical nucleus, both meal duration and meal size in-

creased dramatically, with intermeal interval increasing in a compensatory

fashion [61]. Similar flexibility in meal patterning in defense of a fixed food in-

take has also been demonstrated in mice with carnitine acetyltransferase dele-

tions in AGRP neurons [263]. We investigated whether our model was able

to explain these observations by altering the meal termination parameters

T1 and T2, which increase the fullness-dependence of the meal termination
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probability and make the transition sharper respectively (see Figure 3.1H).

Beginning with the parameters from ad libitum fed rats given saline in the

dark period, which we will denote θ0, we altered T1 and T2 to cause meal

termination to occur at a higher typical level of fullness. In order to recover

results similar to those observed in mice with inactivated CGRP neurons, it

was also necessary to decrease mean feeding rate µF . This is consistent with

increased bout sizes shown in their representative bout data but which were

not quantified. We found that under this change in parameters θ0 → ∆θ

(see Section 3.6.9) we were able to observe results similar to those found in

mice whose CGRP neurons were ablated (see Figures 3.4E-I); although the

absolute values of meal size, duration and other observables differ (as would

be expected for different animals), it is possible to replicate the direction

and approximate magnitude of change. This indicates the importance of un-

derstanding homeostatic regulation of food intake even on short timescales

- the effect of fullness on intermeal interval duration is crucial to explaining

this behavioural change, and why total food intake is not reduced in these

animals.

3.4.11 In silico studies allow testing of novel behavioural in-

terventions

In addition to exploring the effects of parameter modifications, using a gen-

erative model allowed us to test the effects of behavioural changes as well by

modifying the model used to simulate behaviour. We tested the effects of

introducing a ‘refractory period’ into the intermeal interval, preventing simu-

lated rats from eating again before a length of time has elapsed (Figure 3.5A).

In this period, meal initiation is prevented, which sets a minimum intermeal

interval independent of fullness. The effectiveness of the refractory period

depends on the distribution of intermeal interval durations: if the majority

of intermeal intervals are longer than the refractory period, then most meal

initiations will not be delayed and food intake will will not be substantially

reduced. If the refractory period is longer than a substantial fraction of pos-

sible intermeal intervals, however, then the average intermeal interval will be

extended and food intake will typically be reduced. We found that introduc-
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ing a 45 minute refractory period was as effective at reducing the food intake

of simulated ad libitum fed rats in the dark period as high-dose PYY 3-36

(Figure 3.5B). We also found that the effects of combining the refractory

period and PYY3-36 were additive: introducing a refractory period into the

feeding of simulated rats given high dose PYY3-36 further reduced their feed-

ing, with the difference between ad libitum fed rats and those given PYY3-36

remaining constant as the refactory period was lengthened (Figure 3.5B).

However, it is known that rodents can adapt over time to feeding protocols

which restrict their food intake to several hours a day [104]. While it seems

that multiple shorter food restricted periods throughout the day would be

less likely to drive such adaptations, experimental confirmation of this would

be required. Nevertheless, our model does provide an opportunity to select

for further study those protocols with most potential to reduce food intake

and body weight, and thus to reduce the number of animal studies required.

3.4.12 Optimising drug administration protocols can reduce

simulated food intake

We next investigated whether a reduction in food intake could be achieved

by optimising the timing of administration of anorectic drugs. Drug ad-

ministration was simulated by switching to the model parametrisation cor-

responding to that drug for a 2 hour window. Protocols were constrained

to include at least 2 doses of saline in an 8 hour period as we wanted to

find the most efficient strategy in order to minimise drug administration

(Figure 3.5D). The candidate anorectic agents were high-dose PYY3-36 and

GLP-1, and parametrisations corresponding to ad libitum fed rats in the dark

period were used. Unsurprisingly, the least effective strategy was to give no

anorectic drugs at all. The most effective strategy consisted of administering

anorectic agents at the end of the protocol, giving PYY3-36 at the 4-hour

timepoint followed by GLP-1 at the 6-hour timepoint, although variation in

food intake between the ten best protocols was modest (Figure 3.5E). Follow-

ing the optimal administration protocol led to a reduction in mean fullness
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Figure 3.5: Model-based in silico experimentation allows investigation of the effects of parameter changes,
design of optimal dosing protocols, and testing of behavioural interventions. (A) Schematic of refractory pe-
riod experiment: following meal termination, access to food is prevented for a length of time (the refractory
period). This is modelled by enforcing the intermeal interval to be at least the refractory period in length.
(B) Introducing a refractory period into feeding behaviour reduces food intake to a similar degree as the ad-
ministration of a high dose of PYY3-36 in simulated ad libitum fed rats in the dark period. (C) Food intake
reduction occurs before the mean intermeal interval is substantially reduced, with a surprising dip in the in-
termeal interval when a short refractory period is introduced. (D) Schematic of optimal dosing experiment.
All permutations of drug administrations including at least 2 doses of saline were tested with 10,000 in sil-
ico repeats. (E) Optimising drug administration schedules can reduce food intake by an additional 7% when
feeding with zero initial fullness. Ad libitum fed high-dose GLP-1, PYY3-36 and saline parameter values were
used to simulate feeding behaviour with drug administration at different times. Error bars indicate standard er-
ror of the mean with 10,000 samples. Horizontal lines compare to refractory period reductions in food intake:
dash-dotted and dashed lines indicate 15 minute and 30 minute refractory period food intakes for rats given
saline respectively. (F) The main effect of the optimal schedule is to reduce food intake once refed. Blue and
red lines correspond to simulations using optimal administration protocol and control parameters respectively.
Shaded area indicates 95th percentile window of fullness. (G) Altering fullness decrease parameter k powerfully
reduces food intake once refeeding is complete. A 1/3 reduction in k reduced 12 hour food intake by over 10
grams in simulated ad libitum fed rats given saline in the dark period. (H) Altering k over a plausible range
linearly reduces food intake in simulated ad libitum fed rats given saline in the dark period. Dashed horizontal
line indicates food intake typical of rats given high-dose PYY3-36. (I, J) Simplifying the model to predict meal
termination with a sigmoid and intermeal interval with a linear regression (red lines) against fullness at meal
termination shows good agreement with model-derived predictions (black lines).
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after drug administration until the end of the simulated experiment at the 8

hour timepoint (Figure 3.5F).

3.4.13 A small reduction in the rate of decrease of fullness

efficiently reduces food intake

Given the degree to which fullness increased intermeal interval across a wide

range of conditions, it is plausible that altering gut motility (e.g. by altering

food composition) could be a powerful axis for food intake reduction. Our

model allows us to investigate this by altering the fullness decrease rate pa-

rameter k while holding behavioural parameters θ constant. We investigated

the effects of altering k in ad libitum fed rats in the dark period by using the

group posterior mean values of behavioural parameters. Reducing k to 2/3

of its normal value had a strong, long-lasting effect on 12 hour food intake,

but showed very little effect in the first few hours of feeding when beginning

at zero fullness (Figure 3.5G). We then profiled the effect of changing k on

12 hour food intake by varying k between 0.5 and 1.5 times its default value.

12 hour food intake showed an approximately linear dependence on k, with

a 20% reduction in gut emptying showing food intake reduction comparable

to high dose PYY3-36 (Figure 3.5H). The effects of diet composition on gut

emptying has not been fully characterised, however changes in gastric emp-

tying of this magnitude due to changes in diet have been reported in rats

[201], mice [347], and humans [206].

3.4.14 A simplified version of the model can serve as an easy-

to-use assay for feeding behaviour

We investigated possible simplifications of the model in order to make these

tools accessible to the largest audience. The aim of this exercise was to find

methods that provide most of the insight of the full model we have used

in this paper, without requiring Monte Carlo model fits. We began by dis-

carding inter-individual variation by pooling data for all animals within a

group, before looking for simplifications of the model. A logistic regression

between fullness at bout termination and meal termination probability cap-
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tures the typical individual’s behaviour well (Figure 3.5G). Because of our

previous observation that the intermeal interval depends approximately lin-

early on fullness in most conditions (although nonlinear fits are possible in

the model) we replaced the complex intermeal interval distribution (see Fig-

ure 3.1I) with a linear regression between intermeal interval and fullness at

meal termination, which accurately reproduced the typical individual in the

group (Figure 3.5J). Once data is pooled across individuals in a group, deter-

mining the within-bout parameters reduces to fitting exponential and normal

distributions (see Figure 3.1). Using this information it is possible to recover

information on each of the components of feeding we have investigated in

this paper in most cases, but at the expense of losing individual variation

within groups. We have made code to perform these analyses available at

https://github.com/tomMcGrath/feeding-behaviour.

3.5 Discussion

We have created a model of feeding to provide a fine-grained understanding

of changes in patterns of feeding behaviour, and used this to reveal changes in

behaviour between different photoperiods and nutritional states, and under

the administration of anorectic drugs. Feeding behaviour within a bout has

two possible types of variation: altering bout duration and changing feeding

rate. We found that there is a single axis of variation, where feeding rate

increases as bout duration decreases, but the increase in feeding rate is only

partially compensatory. We found that the anorectic agents GLP-1, PYY3-36

and lithium chloride mostly act on feeding behaviour within a bout and on

meal termination, whereas nutritional status and photoperiod strongly affect

intermeal interval as well. Leptin had no effect on bout duration or feeding

rate, but had a dramatic effect on meal termination consonant with its effects

as a signal of adiposity. Simulation using the model allowed prediction of the

effects of changes to behavioural parameters, allowing the recapitulation of

recent results on CGRP neuronal ablation [61] in silico, and predicting that

the observed changes in meal termination and intermeal interval are accom-

panied by changes in within-bout feeding behaviour. Further simulations
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determined optimal drug administration regimes, and predicted that short-

term food intake restriction following meals can be as effective as strong

anorectic drugs in reducing food intake, while changes to the rate at which

fullness decreases may be even more effective than the anorectic agents stud-

ied here.

The neuronal circuits underlying feeding behaviour are complex. Though

the roles of particular neuropeptides and classical neurotransmitters have

long been recognised, more recently the use of opto- and chemo-genetic tech-

niques has given us greater insight into the roles of specific neuronal popula-

tions. The hypothalamus and the brainstem play central roles, though other

brain regions such as the thalamus and the amygdala are also considered

important [59, 362]. AgRP neurons in the hypothalamic arcuate nucleus

are thought to play an important in food-seeking behaviour and meal ini-

tiation, resulting in a negative-valence signal that drives animals to obtain

food. However, these neurons are inactivated once food is detected, suggest-

ing they are not responsible for consummatory behaviour [38, 39, 70, 214].

This task is believed to fall at least partly to the lateral hypothalamus,

which regulates consummatory behaviour in relation to the reward value

of food [174, 183, 266, 310]. The POMC neurons in the hypothalamic ar-

cuate nucleus are thought to play a functionally antagonistic role to the

AgRP neurons, suppressing food seeking behaviour, food intake and body

weight [191, 359], though evidence suggests that these neurons need an ex-

tended period of activation to suppress food intake and are therefore un-

likely to play a major role in acute meal termination decisions [12, 14, 361].

The activity and structure of both of these arcuate neuronal populations are

known to be modulated by leptin, allowing them to incorporate information

about adipose tissue stores [18, 82, 255, 357]. The circuits in the brainstem

controlling meal termination and meal size are also being elucidated. Meal

termination decisions have been proposed to involve signalling from the nu-

cleus of the solitary tract to CGRP-expressing neurons in the parabrachial

nucleus [61], a region which is known to incorporate quantitative informa-

tion on fullness [17]. These neurons then suppress food intake via the central

amygdala. Interestingly, these CGRP neurons are also regulated by projec-
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tions from AgRP neurons in the arcuate nucleus, highlighting the cross talk

and integration between the different brain regions involved. There is also

evidence that they mediate ’alarm’ signals, and thus may respond to visceral

malaise more than day to day ’fullness’ [62, 64]. However, inactivation of

these neurons increases meal size in mice, suggesting a role in normal meal

termination processes [61].

While this system is complex, it is notable that particular circuits have been

implicated in three specific aspects of food intake (within-bout behaviour,

meal termination, and meal initiation) consonant with both the structure of

our model, and our findings on the effects of anorectic agents on feeding, in

that we found that these three separate feeding components were affected

differently by different anorectic agents.

Although GLP-1 and PYY3-36 are both known to have acute effects on gas-

tric emptying via the ileal brake [209] when administered peripherally, we do

not model this effect. This is because their plasma half-lives are sufficiently

short [24, 184, 204] that the single bolus of GLP-1 or PYY3-36 administered

will be rapidly degraded and little exogenous GLP-1 or PYY3-36 will remain

for the vast majority of the experiment. If either agent were found to have

a surprisingly long-lasting effect on gastric emptying, this would affect the

results on satiation and satiety shown in Figures 3.3 and 3.4, but would not

affect the results on ingestive behaviour shown in Figure 3.2. The effects of

endogenous GLP-1 or PYY3-36 released postprandially are incorporated in

the gut motility parameter k.

In this work we have represented a complex system (the gut and its effects

on behaviour) via a relatively simple model which nevertheless has predic-

tive power. By integrating multiple factors into a single variable we gain

simplicity but lose a degree of specificity: we cannot attribute a change in

behaviour to the action of a single factor (for instance changes in postpran-

dial CCK release). This could be alleviated by expanding the physiological

element of the model to contain multiple compartments corresponding to

different anatomical components of the gut, as well as dynamical models
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of neural and endocrine regulatory mechanisms. Doing so would allow us

to disambiguate between the effects due to stomach fullness (for instance

ghrelin release or mechanoreception) and effects due to the small or large

intestine. Examples of suitable physiological models are reviewed in [223],

and more continue to emerge, such as a recently-developed model for ghre-

lin dynamics [256]). To accurately parametrise such models would require

larger-scale data collection, but could potentially yield new insights into the

ways in which feeding behaviour is controlled.

Longer-term effects, such as gradual adaptation to sham feeding [92], could

be incorporated into the framework we present here through a longer-term

model of learning. The model we present here may be able to partially ac-

count for results of sham feeding experiments without further development,

however, as in sham feeding studies fullness will not increase during a meal

and so the probability of meal termination will remain at its lowest value

throughout a meal, rather than rising over the course of the meal. The

probability of bout termination at zero fullness is several times lower than

the probability of termination at levels of fullness that are typical at the

end of meals, which would lead to meal sizes increasing substantially during

sham feeding without requiring any additional mechanism. Model simula-

tions shown in Section 3.6.11) indicate that sham feeding in ad libitum fed

rats in the dark condition leads to an approximately 50% increase in food

intake.

3.5.1 GLP-1 and Lithium chloride act to alter feeding be-

haviour within individual bouts

We found that different drugs had markedly different effects on feeding within

bouts: GLP-1 and LiCl had pronounced effects on both bout duration and

feeding rate, whereas the effect of PYY3-36 and leptin on these parameters

was marginal at best. Interestingly, the effect of anorectic agents did not

mimic the effects of ad libitum feeding in the light period. Instead of chang-

ing the values of bout duration and feeding rate towards those observed in

ad libitum fed animals, they instead moved them towards the same values
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observed in animals given these anorectic agents in the dark period. The dif-

ference between the behaviour of ad libitum fed animals and the behaviour of

those given GLP-1 and LiCl was consistent across both photoperiods: a re-

duction in bout duration and a counterintuitive increase in feeding rate. This

suggests that the effects of the anoretic agents investigated is not to mimic

the behaviour of well-fed animals, but to instead create a third behavioural

state that does not represent those found in natural behaviour. The fact that

bout duration and feeding rate are strongly correlated suggests that they are

typically regulated together, as if they could be adjusted independently then

we would not expect to see the partially-compensatory behaviour observed

in Figure 3.2B.

3.5.2 Fullness is predictive of intermeal interval

We found that fullness was predictive of intermeal interval in all conditions,

although the degree of influence varied and there was substantial variability

in intermeal intervals at a given level of fullness. Both photoperiod and nu-

tritional status had strong effects on satiety, and changed the relationship

between fullness and intermeal interval. This is consistent with previous find-

ings, which demonstrate that meal initiation is typically under the control of

learned cues [319, 356]. We speculate that we were able to observe the in-

fluence of fullness on intermeal interval due to the absence of learned cues in

the environment apart from the day/night cycle (which had a pronounced ef-

fect), as well as the unchanging palatability of the chow. This means that the

behaviour we observe is more akin to the ‘anticipatory/feedforward homeo-

static behaviour’ discussed in [7]. This type of behaviour does not fall under

the conventional definition of homeostatic behaviour, as it acts to prevent a

future change in a physiological variable (energy stores) rather than reacting

to a perturbation that has already occurred, but nevertheless allows a role

for the current physiological state. A possible supplementary explanation

is that previous research on the role of the gut in satiety has relied on the

satiety ratio, which we show to have relatively low predictive power on our

dataset, as it does not account for earlier meals. Our model allows for more

accurate quantification of the role that the gut may play in satiety, although
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further research will be needed to determine the mechanisms underlying the

effects we observed.

Animals with elongated intermeal intervals typically had strongly reduced

food intakes. Again, nocturnal and diurnal behaviours in ad libitum fed ani-

mals represented two behavioural poles, with much longer intermeal intervals

occurring in the daytime. Daytime intermeal interval duration was related to

the time taken for fullness to reach zero, suggesting that in the light period

one component of feeding strategy is to wait for complete gut emptying be-

fore feeding recommences. This does not hold true in the dark period, where

intermeal intervals are much shorter. Fullness did increase intermeal interval

in the dark period, indicating that although interoceptive cues were affecting

feeding, the effect is less pronounced.

3.5.3 The anorectic agents tested have weak or no effects

on meal initiation

The anorectic drugs tested appeared to have a much less pronounced effect

on the intermeal interval than they did on ingestive behaviour: PYY3-36 at

moderate and high doses acted to reduce the fullness-independent component

of the intermeal interval, rendering it similar in duration to intermeal inter-

vals observed in fasted rats. On the other hand, GLP-1, LiCl, and leptin had

no notable effect on these parameters (Figure 3.3A). It was initially surpris-

ing that leptin failed to substantially alter the intermeal interval (although

it does affect meal termination - see below), however this is likely to be be-

cause leptin was administered only to already well-fed rats, and the absence

of leptin is much more effective at modulating food intake than the converse

[7]. Peripheral administration of GLP-1 altered feeding within meals rather

than the length of intervals between meals. This was a pharmacological

study, and it is not possible to say whether GLP-1 is acting on the circuits

physiologically activated by gut-derived GLP-1, or whether it is activating

central circuits physiologically modulated by GLP-1 expressing neurons in

the brain. Given that there are many extrinsic factors governing meal ini-

tiation [253, 319] it is perhaps unsurprising that the intermeal interval is
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less tightly controlled than other factors, and thus less amenable to change

using anorectic drugs. This may make it more easily altered by behavioural

interventions, however, which we have found in silico can be as effective at

reducing food intake as high doses of existing anorectic drugs. On the other

hand, agents such as CCK-58 have been shown to increase the intermeal in-

terval [166, 245] by altering the satiety ratio [245], suggesting that there is an

axis for fullness-dependent regulation of the intermeal interval, even if this

is typically overshadowed by other considerations. Our results support this

conclusion: we found that in the majority of conditions studied fullness was

predictive of intermeal interval, but that photoperiod or nutritional deficit

had pronounced effects on intermeal interval.

3.5.4 Leptin, and high doses of LiCl and PYY3-36, have strong

but opposite effects on meal termination

We observed a wide range of meal termination behaviours (Figure 3.4A).

Rats in the light period typically were less likely to terminate meals, and

were less sensitive to fullness, whereas in the dark period meal termination

became much more likely, and more sensitive to fullness. Unlike other be-

havioural parameters, nutritional status had minimal effect on meal termina-

tion, whereas anorectic agents had strong effects. High dose lithium chloride

increased meal termination probability and rendered rats more sensitive to

fullness, as did high-dose PYY3-36. Low doses had much less pronounced ef-

fects, however. This is consistent with previous observations that high doses

of both LiCl and PYY3-36 can be nauseating [69, 202], and so may make

rats less inclined to eat large meals. Leptin’s effects were distinct from both

short-term nutritional status and the effects of other anorectic agents, and

raised the probability of meal termination while decreasing its dependence

on fullness. This is in line with leptin’s action as a signal of adiposity. The

effects of GLP-1 on meal termination were much less pronounced, consistent

with the observation that peripheral GLP-1 does not affect intermeal interval

[272].
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3.5.5 Recent neuronal ablation studies can be replicated in

silico

The structure of food intake is remarkably flexible: it can change dramati-

cally while keeping hourly intake the same - an observation which has recently

been made in the context of CGRP ablation studies [61]. We investigated

whether our model could replicate this phenomenon in silico by altering meal

termination parameters T1 and T2. By altering behavioural parameters we

were able to create substantial changes in meal size and duration that left

total food intake effectively unchanged (Figure 3.4E-I). In order to create

these changes it was also necessary to alter mean feeding rate µF - a factor

which was not quantified in prior studies. This behavioural plasticity occurs

because both meal termination probability and intermeal interval duration

vary approximately linearly with fullness in most conditions (Figures 3.3 and

3.4). This linear variation ensures that increases in meal size are compensated

for by increases in intermeal duration; increasing typical meal termination

fullness by 20% leads to a 20% longer typical intermeal interval. This com-

pensatory behaviour defends a constant food intake without needing to finely

tune both intermeal interval and meal termination parameters. However, it

may be possible to reduce food intake by breaking this linear relationship.

This motivated an investigation of the effectiveness of introducing a brief

postmeal ’refractory period’ in which feeding is forbidden - an intervention

that reduced food intake as powerfully as high doses of PYY3-36 (see below).

3.5.6 Behavioural interventions targeting meal initiation may

be effective

We were also able to use our generative model to perform in silico experimen-

tation, investigating both the promise of optimising anorectic drug adminis-

tration and behavioural interventions. Although it was possible to improve

food intake reduction by optimising drug administration, the gains we found

were relatively small. A simple behavioural intervention, on the other hand,

was highly effective at reducing feeding. By introducing a ‘refractory period’

of 45 minutes during which meal initiation was forbidden we were able to
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achieve food intake reduction approximately equivalent to that evoked by a

high dose of PYY3-36 in the same conditions (Figure 3.5B).

3.5.7 Decreasing gut motility potently reduces food intake

By changing the rate of decrease of fullness k in our simulation while keep-

ing behavioural parameters fixed, we were able to investigate the effect of

decreasing gut motility, as might be caused by altering diet composition.

Physiologically plausible changes in the gut motility parameter k led to food

intake reduction of the same or greater magnitude than that following the ad-

ministration of anorectic drugs (Figures 3.5G and 3.5H). Because changes in

gut motility primarily affect the intermeal interval duration, whereas we have

shown that the anorectic drugs investigated here have their strongest effects

on ingestive behaviour and meal termination, it is plausible that changes in

gut motility could work in concert with anorectic agents to have an increased

effect on food intake reduction. Both GLP-1 and PYY3-36 are believed to

decrease gastric emptying rate acutely [25, 346] although our results demon-

strate that this is not their only effect (and may not be their main effect

long-term), as they also strongly alter feeding rate and bout duration. Our

model cannot currently detect changes in gut motility rate directly from

bout-level data, however these in silico experiments indicate that delaying

gut motility is a powerful way to reduce total food intake.

3.5.8 Summary

We have constructed a stochastic model of feeding that accurately recapitu-

lates observed behaviour. We validated this model and used it on a substan-

tial dataset of rat feeding in a wide variety of conditions, including across

both photoperiods, both ad libitum fed and fasted, and with the administra-

tion of a variety of anorectic agents. We also demonstrated the applicability

of this model to mouse feeding data with only minimal parameter changes.

Using our model we obtained deeper, more finely-grained insights into the

diverse behavioural effects of anorectic agents, and how they reduce (or fail

to reduce) food intake in different conditions. Understanding the diverse be-
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havioural effects of anorectic agents demonstrated that they typically do not

mimic ‘natural’ behaviour induced by ad libitum access to food. We specu-

late that it may be possible to infer characteristics of novel anorectic agents

by comparing their behavioural parameters to those of well-known agents.

For instance, we found that rats given LiCl and high-dose PYY3-36 occupied

similar regions of parameter space, suggestion the existence of a region cor-

responding to aversive behaviour. We found that the precise behavioural

effects of the anorectic agents we studied were as follows:

• GLP-1: reduce bout duration and increased feeding rate in ad libitum

fed rats at night, no effect on meal termination or intermeal interval

parameters.

• PYY3-36: diverse effects in all aspects of feeding. PYY3-36 reduced bout

duration and increased feeding rate in ad libitum fed rats at night,

with the opposite effect in fasted rats during the day (suggesting an

alternative behavioural state not representative of typical behaviour).

Meal termination occurred at lower fullness in both light and dark

period and intermeal interval increased.

• Leptin: strong alterations in meal termination. Meal termination prob-

ability increases, especially at low fullness, no effects on other aspects

of feeding.

• LiCl: Decrease in feeding rate and dependence of intermeal interval on

fullness. Meal termination shifted to lower fullness.

We found what appears to be a universal factor in feeding behaviour: as the

duration of a bout shortens, the rate of feeding within the bout increases.

This tradeoff does not perfectly maintain food intake, however, as the in-

crease in feeding rate is insufficient to maintain the amount eaten within

the bout. This observation held true across all conditions, and was also ob-

served in mice. The second reliable determinant of food intake was the factor

determining how fullness affects the duration of the intermeal interval, rein-

forcing the necessity of using a model that tracks fullness over time. Using
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a dynamic calculation of fullness, rather than simply tracking the size of in-

dividual meals, led to a dramatic improvement in predictive power over the

satiety ratio.

Finally, we used our computational model to perform in silico experiments

investigating the effects of other interventions on food intake. We exam-

ined optimal drug adminstration protocols, the introduction of a postmeal

refractory period, and altering gut motility. Although drug administration

protocols can be optimised in silico, the effect is much weaker than either

introducing a refractory period or altering gut motility. A 45 minute refrac-

tory period or a 20% decrease in gut motility were both sufficient to reduce

12 hour food intake as much as a high dose of PYY3-36, highlighting the po-

tential of alternative interventions to reduce food intake.

We have made the code used in the analysis freely available online and have

also released simplified analytical tools for easy analysis of bout feeding data.

Although we believe this model is a powerful tool for gaining a finer-grained

understanding of feeding behaviour, more work remains to be done to en-

hance the model. For instance, more detailed models might incorporate

longer term variations in behaviour due to energy balance and energy expen-

diture, a more complex model of the gut [88, 173], or the effects of anorectic

agents on gastric emptying rate (one way by which both GLP-1 and PYY3-36

are believed to reduce food intake). The analysis we have done could also

be extended to incorporate other factors we have held constant here, for in-

stance food palatability or environmental temperature. Further experiments

investigating the effects of palatability, energy expenditure and macronu-

trient composition may allow for greater insight into obesogenic behaviour.

Another avenue of research is to use rich data such as videos in conjunction

with bout-level feeding data to connect feeding behaviour to other aspects

of behaviour, for instance by recognising nausea from behavioural signals

[9]. This could be accomplished by combining graphical models (such as the

model we have used in this paper) with neural networks, an approach that

has shown promise in behavioural analysis [176]. This promising avenue of

research could make use of the increasing range of high-resolution data be-

81



coming available [103, 315]. Potential applications for our model could be

to characterise the behavioural effects of opto- or chemogenetic changes in

brain areas responsible for the regulation of food intake, to guide searches for

synergistic combinations of anorectic agents, and to understand the effects

of multiple treatments in combination.

3.6 Supplementary Material

3.6.1 Data and software availability

Raw and preproccessed data is available as a Mendeley dataset (doi:10.

17632/vpm89vrz7g.1), and all of the code used to process the data, perform

inference and generate figures is available as a Github repository at https:

//github.com/tomMcGrath/feeding-behaviour.

3.6.2 Data preprocessing

The CLAMS system used measures feeding data from a centre feeder. Bout

size is determined by changes in feeder weight, which is susceptible to two

main sources of error: spillage and animals standing on the feeder. In order

to account for these sources of error, bout data was cleaned according to the

following criteria:

• Bout size < 4 grams

• Bout duration < 1000 seconds

• Feeding rate < 0.02 grams per second

• Bout duration > 4 seconds.

Bouts not meeting these criteria were removed from the dataset. In addi-

tion, bouts of negative size and bouts that were immediately cancelled by a

subsequent bout were also removed - the latter were assumed to arise from

the animal standing on the scales. Data for a rat was taken to be unreliable

and removed if any of the following criteria held:
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• More than 25 cancelling bouts

• More than 200 negative-value bouts

• Less than 5 bouts

• More than 30 bouts excluded by the bout cleaning criteria above.

This procedure led to removal of 43 out of 198 files from the original dataset.

3.6.3 Model validation via simulation

The groups used in model design were low, medium and high-dose PYY given

to ad libitum fed rats in the dark period, and their associated controls. All

other data was held out and not used in the model design phase. Priors were

obtained via Empirical Bayes from this dataset. Simulations were performed

by Monte-Carlo resampling the individual posterior parameter distribution

for each rat 100 times, matching initial fullness and behaviour sequence du-

ration. The mean of the simulated food intake distribution was compared

against the actual food intake in order to produce Figure 3.1H.

3.6.4 Reduction of food intake by anorectic agents

Figure 3.6 shows average normalised food intake for each group. In order

to account for differences in bodyweight and experiment duration between

experimental groups, food intake was normalised to units of grams per hour

per kilogram of bodyweight. Bodyweight values were recorded at the begin-

ning of each experiment. Rats recorded as recovering from a fast in the dark

period were subject to an overnight fast before refeeding was permitted in

the light period. Although feeding was elevated following the overnight fast

(Figure 3.6), normalised FI was lower than dark period values, so we still

consider these rats to be in a nutritional deficit.
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Figure 3.6: Anorectic agents reduce food intake in a dose-dependent manner. Dark dashed
line separates light and dark period data, light dashed lines separate different anorectic
agents. Error bars show standard error of the mean. ‘R’ in group label denotes refeeding
from a fast, ‘A’ denotes ad libitum fed rats. ‘L’ denotes light period feeding and ‘D’ denotes
dark period.
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3.6.5 Inference for mouse data

Experimental procedures

Mouse behavioural data was obtained from both male and female wild-type

C57BL/6 mice between 17.8 and 36.2 grams in the light and dark periods.

Light hours were 0600-1800. Animals were allowed ad libitum access to stan-

dard chow (R105, Safe Diets, Augy, France) throughout. Mice were acclima-

tised to all experimental procedures. All procedures were conducted under

the UK Animals (Scientific Procedures) Act, 1986, approved by Home Of-

fice license (PPL: P6C97520A) and local ethical review. The animals were

maintained on a C57BL/6 background at 19-21 C in a temperature- and

humidity-controlled animal-care facility, with a 12 hr light/dark cycle and

free access to water and food.

Data preprocessing

Data preprocessing was carried out using the same code as the rat data, with

the following changes in exclusion criteria due to the increased length of the

behaviour sequences:

• More than 50 cancelling bouts

• More than 200 negative-value bouts

• Less than 5 bouts

• More than 200 bouts excluded by the bout cleaning criteria above.

Data analysis

Group level priors were set via Empirical Bayes analysis of fully pooled data.

Based on this analysis, group means were set to:

θ = [−2,−4,−4, 1, 1,−1, 3, 4] (3.4)
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To accomodate the decreased size of mouse guts, we reparametrised the meal

termination function to

Prob(end) = (1 + exp(−0.1T1(x− T2))−1. (3.5)

Apart from these change in parameters, inference was carried out using the

same code as the rat data (see Materials and Methods), using the NUTS

sampler with 5,000 tuning and 5,000 sample steps.

Results

See Figure 3.7 A-F.

3.6.6 The bout duration/feeding rate tradeoff holds within

groups

In order to ensure that the characteristic bout duration/mean feeding rate

tradeoff we observed held both within and across groups, we examined feed-

ing data for each anorectic agent separately. With the exception of leptin,

which shows limited variation in either parameter, this trend held consis-

tently across different conditions (Figure 3.8).

3.6.7 Calculating the satiety ratio

The satiety ratio was calculated for each group using the first meal from each

animal’s data. Meals were determined using a hard cutoff in order to avoid

including assumptions from our Bayesian model: bouts followed by pauses of

less than 300 seconds were grouped into meals. The group satiety ratio was

calculated as the average of the individual satiety ratios - for a group of size

N , the satiety ratio r is given as the average of the individual satiety ratios

ri. These are determined from the first meal size s0
i and intermeal interval t0i

r =
1

N

N∑
i=1

ri =
1

N

N∑
i=1

s0
i

t0i
.
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Figure 3.7: The stochastic feeding model can also be applied to mouse data. Right column
indicates bodyweight-normalised food intake. (A,B) The imperfect duration/feeding rate
tradeoff appears in both the dark and light period for mice. (C,D) Mice show a wide degree
of variation in L2. (E,F) Meal termination parameters are correlated in mice, and low T1
and T2 are both associated with high food intake.
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Figure 3.8: Group-level plots for characteristic bout duration and feeding rate. Symbol type
indicates photoperiod. Triangles: dark period, circles: light period. (A) Fasted and ad li-
bitum fed rats given saline in the dark and light periods. (B) Rats given Peptide YY 3-36
(PYY 3-36) in the light (fasted) and dark (ad libitum fed) periods. (C) Lithium Chloride re-
covering from a fast in the light period. (D) Ad libitum fed rats given Glucagon-like peptide
1 (GLP-1) in the dark period. (E) Ad libitum fed rats given Leptin in the dark period.
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Figure 3.9: Intermeal interval tracks fullness reaching zero in ad libitum fed rats in the light
period but not the dark period. Intermeal interval tracks fullness reaching zero in ad libitum
fed rats in (A) the light period but not the dark (B). Blue circles indicate intermeal interval
data, red line indicates the mean intermeal interval (obtained from Monte Carlo simulation)
and the dashed line shows the time for fullness to reach zero if no feeding took place.

Intermeal interval predictions t̃i were generated for subsequent meals of size

si using the formula t̃i = rsi.

3.6.8 Mean intermeal interval tracks time for fullness to

reach zero in the light period

Emptying time t0 was calculated using the formula t0 = 2
√
x0/k, where x0

is fullness at the beginning of the intermeal interval and the parameter k

determines the rate at which fullness decreases. These were compared to

intermeal intervals sampled using the group mean parameters for ad libitum

fed rats in the light and dark period to generate Figure 3.9. The light period

shows nonlinear dependence of intermeal interval on initial fullness in a way

that matches the time for fullness to reach zero, whereas the dark period

shows approximately linear dependence on initial fullness.
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3.6.9 Replicating CGRP ablation studies in silico

We obtained the perturbed parameter set ∆θ = θ0 + θp from the group-level

posterior mean values θ0 of ad libitum fed rats given saline in the dark period.

We used a perturbation θp = [0,−0.5, 0, 2, 1, 0, 0, 0] to perturb only the meal

termination and feeding rate parameters. We took 100 sample trajectories

from the model and averaged them in order to obtain Figure 3.4E-I.

3.6.10 Results are robust to a modification of the fullness

model

In order to determine the extent to which our results are dependent on the

nature of our fullness model we performed the same analysis except with

a modified fullness model. In this model, the rate of decrease is linear in

current fullness x

ẋ(x, t, s) =

ρ s = F

−k̃x s = S, L.
(3.6)

Under this model, fullness will decrease exponentially (x(t) = x0e
−k̃t) and

so will never reach zero. We chose the parameter k̃ such that the time for

fullness to reach half of its initial value matched Equation 3.1 for a reference

initial fullness x̃0. Enforcing this criterion leads to the condition

k̃ =
k ln(2)

2
√
x̃0(1− 2−1/2)

. (3.7)

We set x̃0 = 10 (a typical fullness value), leading to k̃ ≈ 0.37k. Substituting

Equation 3.6 into the likelihood for the intermeal interval yields a likelihood

for the modified model. We performed the same inference procedure as for

the model used in the rest of the paper, except with the standard deviation

for the prior over group mean set to 1 in order to alleviate numerical insta-

bilities during sampling.

The results are shown below (Figure 3.10). We show the effects on both

the satiety and satiation parameters, as these both have dependence on the
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Figure 3.10: Our model is robust to changes in fullness dynamics. A Intermeal interval
parameters inferred using a modified model of fullness are not substantially changed from
the model used in the main text (c.f. Figure 3.3A). (B) Meal termination parameters are
minimally changed under the modified model of fullness (c.f. Figure 3.4A)

fullness parameter. Ingestive behaviour (feeding rate and bout duration) is

not fullness-dependent in our model, and so is not affected by the change of

model. Figure 3.10 A shows good qualitative agreement with Figure 3.3A,

although low values of L1 have increased in Figure 3.10 A. A decrease in L1

from L1 ≈ 1 to L1 ≈ 0 leads to only minimal changes in behaviour at the

values of L2 we find, as the L2 term in the likelihood is much larger than the

L1 term for typical values of x. Thus, although some parametric differences

exist, these are not behaviourally significant. Figure 3.10 B shows strong

agreement with Figure 3.4A, further demonstrating the robustness of our

model.

3.6.11 Simulated sham feeding results in an approximately 50%

increase in meal size

We simulated sham feeding by sampling meals from the posterior predictive

distribution without increasing the fullness variable during feeding. We drew

10,000 samples from the posterior distribution ad libitum fed rats in the dark

period, sampled a meal from each draw, and recorded the meal size. Normal

meals were sampled identically, except that fullness was updated throughout
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Figure 3.11: Simulated sham feeding increases food intake by approximately 50%. Error
bars indicate standard error of the mean over 10,000 samples.

the meal. Meals were started with zero initial fullness to mimic recovery

from a fast. Figure 3.11 shows an approximately 50% increase in feeding in

the sham condition.
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Part II

Energetics and Information
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4
Nonequilibrium Statistical

Mechanics of Inference

4.1 Introduction

In Part II we investigate physical aspects of inference and learning, with a

focus on energetics. In Chapter 5 we investigate how mutual information

can be used to extract work (and vice versa), before moving on to study

the energetic costs of learning in Chapter 6. The toolset we use to inves-

tigate these phenomena is stochastic thermodynamics - a generalisation of

classical thermodynamics to nonequilibrium settings in which the stochastic

dynamics of the system are fully known, which we provide an overview of

in Section 4.2. Because every internal degree of freedom is described by a

stochastic variable, stochastic thermodynamics naturally incorporates con-

cepts from information theory such as the mutual information and Kullback-

Leibler divergence (see [208] and Chapter 5). This means that it is possible to

(for instance) study the mutual information between a learning system and

some external distribution. Because these systems are also thermodynam-

ically well-defined, we can simultaneously investigate information-theoretic
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and energetic aspects of learning and inference.

In Sections 4.3 and 4.4 we review related literature. We cover concrete mod-

els of learning and work extraction in Section 4.3, with a particular emphasis

on biochemical systems. and general, model-free bounds in Section 4.4. Sec-

tion 4.4 deals with abstract results which can be applied to arbitrary stochas-

tic processes as long as they meet some set of assumptions. This is not an

exhaustive review, but rather an attempt to present a general overview of

the field, its successes and opportunities, and the place of this thesis within

it. We do not, for example, review recent work on understanding the ther-

modynamics of computation more broadly, even though inference can be

thought of as a subset of computation. Instead, we direct the interested

reader to a recent review [354], which covers the thermodynamics of impor-

tant concepts in theoretical computer science such as Turing machines and

transducers. More exotic physical limitations on computation have been re-

viewed elsewhere [203, 280], as have limitations specific to neural [311] and

silicon-based [216] system.

4.2 Stochastic Thermodynamics

4.2.1 Overview

From a physical perspective, stochastic thermodynamics is the extension of

concepts in thermodynamics from systems in the thermodynamic limit to

small stochastic systems, for instance a molecular motor, or a Brownian

particle in an external potential such as optical tweezers. This reduction of

scale means that all relevant degrees of freedom can in principle be tracked,

and the dynamics of the system can be specified as a stochastic process.

For a Brownian particle the degrees of freedom are the coordinates of the

particle and this stochastic process would be a Langevin equation, whereas

for a molecular motor the degrees of freedom might be states of the motor,

and the stochastic process is a continuous time Markov chain described by a

master equation.

From a mathematical perspective, stochastic thermodynamics is the study
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of functionals of stochastic processes. There are some functionals of broad

physical interest, such as the total work done or total heat generated (both

of which we will define shortly), however these functionals could in principle

be arbitrary. The argument of these functionals is the trajectory, which is a

sample path of the stochastic process we are using to model the system, and

for this reason, stochastic thermodynamics is often referred to as trajectory-

level thermodynamics.

In this chapter, and in the remainder of the thesis, we will only consider

systems with a finite number of discrete states evolving in continuous time

(a continuous time Markov chain). This rules out both Langevin systems

and discrete systems of unbounded size (e.g. population processes), but in

exchange for this restriction we gain both conceptual and calculational sim-

plicity. This is also a natural setting to examine the physics of computational

processes (of which the physics of inference are a subset), as our dominant

model of computation is digital and so has finite discrete states.

Many biological systems are also most naturally studied as continuous time

Markov chains: whether an enzyme and substrate are bound or not, or the

progress of DNA polymerisation (to give two examples) are both essentially

discrete processes. This perspective assumes a degree of coarse-graining in

the representation of the system, with irrelevant degrees of freedom such as

the precise conformation of the enzyme folded into a ‘macrostate’ description

that we will discuss shortly in Section 4.2.3, and has been extensively dis-

cussed elsewhere [242, 244, 287]. We draw on these articles heavily through-

out this section, as well as broader reviews of stochastic thermodynamics

[101, 288].

4.2.2 Stochastic processes for stochastic thermodynamics

The system evolves stochastically on a finite state space X = {1, . . . , n} for a

duration T , generating a trajectory ~x0:T (trajectories between an alternative

pair of times t1 and t2 will be denoted ~xt1:t2). Throughout this chapter it will

be necessary to distinguish between entire trajectories, which we will denote

with an overbar, and the value of a trajectory ~x0:T at some particular time
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t, which we will write as x(t), dropping the overbar to emphasise that we

are only considering the state of the system at this particular point in time.

Transitions between states occur instantaneously, and so ~x0:T is piecewise

constant with discontinuities at transition times.

Throughout this chapter it will be necessary to distinguish between function-

als of an entire trajectory, and functions of a single point on that trajectory.

We will denote functionals using square brackets, so for an arbitrary func-

tional A of trajectory ~x0:T we will write A[~x0:T ]. An arbitrary function f of

the state of the system at time t will be denoted f(x(t)). The transitions

between states in X contain a lot of physically relevant information, which

is determined by properties of the states before and after the transition, and

so we also introduce notation for states before and after an instantaneous

transition. For a transition at time τ , denote the states before and after

the transition by x−(τ) and x+(τ) respectively. These are the left and right

limits of x(t): x−(τ) = limt→τ− x(t), x+(τ) = limt→τ+ x(t).

The probabilities of transitions between states are given by entries of the

transition rate matrix R (also called an infinitesimal generator), where the

matrix element Rβα controls the rate of transition α → β. The diagonal

elements Rαα = −
∑

β 6=αRβα = R̃α ensure conservation of probability and

measure the propensity to stay within current state α. The transition rate

matrix is allowed to vary in time, and this variation is controlled by a vector

of control parameters λ(t), so R = R(λ(t)). Occasionally for brevity we

will suppress the dependence of R on λ and simply write R(t), however this

should always be understood as R(λ(t)).

If the system is in state α at time t0, and the only available transition is

to state β, the probability distribution for transition time t is given by a

time-varying generalisation of the exponential distribution:

p(α→ β, t) = Rβα(λ(t)) exp

{
−
∫ t

0

Rβα(λ(τ))dτ

}
. (4.1)

This implies that the probability that the system does not make a transition
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α→ β in time t is given by

p(α 6→ β, t) = exp

{
−
∫ t

0

R(τ)dτ

}
, (4.2)

where we have suppressed the dependence of R on λ. We now want to

generalise this to arbitrary state spaces, and to trajectories with more than

one transition. We begin with a trajectory with a single jump, but with an

arbitrary finite state space X . Define the trajectory ~x1
0:T to be the trajectory

that begins in state α at time 0 and jumps to state β at precisely time T , at

which point the trajectory ends. From Equations 4.1 and 4.2, this trajectory

has measure

p[~x1
0:T ] = p(α→ β, T )

∏
γ∈X\{α,β}

p(α 6→ γ, T ) (4.3)

= Rβα(T ) exp

{
−
∫ T

0

∑
γ 6=α

Rγα(τ)dτ

}
(4.4)

= Rβα(T ) exp

{∫ T

0

R̃α(τ)dτ

}
, (4.5)

where R̃α = −
∑

β 6=αRβα is the α-th diagonal element of the transition ma-

trix. This single jump trajectory ~x1
0:T is the building block of longer trajecto-

ries. Because the system is Markovian, the probability of a trajectory with J

jumps at times τ1, . . . , τJ is the product of J shorter trajectories, each with

a single jump. Denoting the initial state as x0, the state after transition 1 as

x1, and so on, the probability of a general trajectory ~x0:T is given by

p[~x0:T |x0] = exp

{∫ τ1

t0

R̃x0(τ)dτ

} J∏
j=1

Rxj+1xj(τj) exp

{∫ τj+1

tj

R̃xj(τ)dτ

}
,

(4.6)

where τj+1 = t. The first term corresponds to the transition out of the

original state x0 - as the system begins in this state there is no need to

transition into it and so no Rxj+1xj term.

Now we have the probability assigned to a particular path, we can write down

the probability distribution of an arbitrary functional under the ensemble of
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paths. Let A[x(τ)] be a functional mapping paths to real scalar values (we

will give physically important examples such as stochastic work and entropy

shortly, in Section 4.2.5). Now the probability distribution of the values of

the functional A is given by

p(A = a) =

∫
p[~x0:T ] δ(A[~x0:T ]− a)D[~x0:T ], (4.7)

where D[~x0:T ] denotes an integral over all paths generated by the process,

each of measure p[~x0:T ]. We can also write the expectation of A under the

process

〈A〉 =

∫
A[~x0:T ] p[~x0:T ]D[~x0:T ]. (4.8)

These quantities are, in general, hard to calculate. Approximate techniques

for evaluating path integrals have been applied to both discrete systems (in-

cluding generalisations to population processes and piecewise deterministic

Markov processes) [55, 343] and Langevin systems [66, 73], where there are

close connections to path integrals in quantum mechanics. Large deviation

theory offers a route to calculating distributions of functionals through a

modification of the transition rate matrix [331], but this only holds at steady

state. However, for finite discrete-state systems there are short-cuts to eval-

uating some functionals, which we will now outline.

An important example of a simple functional we can evaluate relatively sim-

ply is the probability distribution at some fixed time t. For a given state α,

it can be written

p(x(t) = α) =

∫
δ(x(t)− α) p[~x0:T ]D[~x0:T ]. (4.9)

This quantity comes up so frequently that it will be helpful to have a con-

densed notation for it. We denote the probability distribution over the sys-

tem’s states X at time t to be pt (and so the initial probability distribution

is p0). The distribution pt is a vector, where the first entry is the probability

the system is in state 1 at t, the second the probability that it is in state 2

and so on. In a slight abuse of notation, we write the probability of state α

at time t as pt(α), leaving the initial conditions p0(α) implicit. Thus we can
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write the dynamics of the probability distribution in terms of the transition

rate matrix:
dpt
dt

= R(λ(t)) pt, (4.10)

which is a system of autonomous first-order linear differential equations. This

has the formal solution

pt = exp

{∫ t

0

R(λ(τ))dτ

}
p0, (4.11)

for evolution from initial probability distribution p0 in time interval [0, t].

For constant λ this becomes pt = eRtp0, and for periodic λ(t) it is possible to

analyse the solution using Floquet theory [78]. In the subsequent chapters

we will analyse situations in which λ is constant (Chapter 5) or piecewise

constant (Chapter 6).

Once we have solved for the probability distribution pt, it is also possible

to determine the probability currents between states. The current between

states α and β at time t, which we denote jβα(t) is defined as

jβα(t) = pt(α)Rβα(λ(t))− pt(β)Rαβ(λ(t)), (4.12)

which corresponds to the net flux between α → β, so jαβ = −jβα. Knowing

the fluxes and currents is useful for determining the ensemble averages of

functionals whose values depend solely on the details of transitions during a

trajectory. The probability distributions of the number of transitions through

edges are typically referred to as counting statistics.

4.2.3 Dynamics from Thermodynamics

Up until now we have treated the stochastic processes and functionals under

investigation as purely abstract objects. We now begin to assign physical

significance to them. This section discusses stochastic processes as models

for (bio)chemical systems, before we move on to define functional versions

of traditional thermodynamic objects such as entropy, work, and heat in

Section 4.2.5. By grounding our discussion in a specific physical setting (mi-
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Figure 4.1: Example 1: a double-well system with fluctuating free energies. (a) Schematic
of Example 1. The left well (state 1) has a constant zero free energy, whereas state 2 has a
fluctuating free energy given by Equation 4.14. (b) State energy (top panel) and probabil-
ity dynamics (bottom panel) for Example 1. Dashed lines in the bottom panel indicate the
equilibrium probability peq distribution for α = 1.5, solid lines indicate the nonequilibrium
probability distribution pt.

croscopic systems operating in a chemical bath) we both provide positive

proof that a given process is possible and increase the physical clarity of our

analysis. This perspective has been discussed elsewhere [244], however it is

possible to reinterpret our discussion and results from the more abstract per-

spective of reservoirs of work, heat, and information that has been discussed

elsewhere [249].

In order to illustrate the concepts we review in this section we will develop

an example throughout: a two state system with a fluctuating potential,

illustrated in Figure 4.1a, which we will refer to as Example 1. A secondary

example (which we refer to as Example 2) - a driven three-state system -

will also be used to illustrate how nonequilibrium steady states can arise in

chemical systems, and is shown in Figure 4.2.

In order to provide a thermodynamic interpretation of a continuous time

Markov chain, we begin by associating a free energy F (x) with every system

state x ∈ X . For Example 1, the set of states is X 1 = {1, 2}, and for Example

2 the set of states is X 2 = {1, 2, 3}. We will discuss the free energies of these

states shortly. Each discrete state typically arises from coarse-graining an un-

derlying physical system with many degrees of freedom (each of which may be

continuous), for instance in an enzyme-substrate system the conformational

degrees of freedom associated with each internal bond may be coarse-grained
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away, leaving only the bound and unbound states. The discrete states aris-

ing from coarse-graining are typically referred to as macrostates. The free

energy for a macrostate x has components for both internal energy U(x) and

entropy S(x), so for temperature T we have

F (x) = U(x)− TS(x). (4.13)

For example, the particle in the double-well system shown in Figure 4.1a may,

on a microscopic level, diffuse freely around the quartic potential. On the

macroscopic level, however, it is reasonable to divide the microscopic state

space into two discrete states, one corresponding to each side of the central

barrier. The number of microstates in each well gives the entropic contri-

bution, and their mean energy gives the internal energy. These macroscopic

states (state 1 and state 2 for the left and right states respectively) are states

of the system and so X = {1, 2}. These free energies F (x) may vary with

time during the operation of the system. This time dependence is typically

absorbed into a vector of control parameters λ(t). For our two-state example

we allow the potential of state 2 to vary in time, while setting the potential

of state 1 to be zero at all times:

F (1, λ(t)) = 0; F (2, λ(t)) = ln(α + sin(ωt)). (4.14)

For the purposes of determining the dynamics of the system, the division

of macrostate free energies into U and S components is irrelevant and so

we will not carry it out here, however it will become important later when

investigating heat generation. The time evolution of these potentials are

shown in the top panel of Figure 4.1b. The parameter α ∈ (1, 2) determines

the degree to which the potential of state 2 drops below that of state 1 when

the potential of state 2 is at its lowest value.

In addition to the free energies of each macrostate, we must also consider the

chemical bath in which the system is situated. The chemical bath has a free

energy, F bath, with the total free energy being given by

F tot = F sys + F bath, (4.15)
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where F sys is the free energy of the system under investigation (which we

refer to elsewhere simply as F ). The bath is comprised of a set of species Si,

each with a population ni, and the chemical potential µi is the change in the

bath free energy due to the addition of a single molecule of Si:

µi = ∂niF
bath. (4.16)

So for a reaction r, the change in chemical potential due to that reaction

∆µr is given by the change in chemical potential of each species due to r:

∆µr = −
∑
i

µi∆n
r
i , (4.17)

where ∆nri is the change in the population of molecule i due to reaction r.

Changes in system macrostates can be coupled to transitions between species

in the chemical bath. For instance, the reaction

x+ A� y +B (4.18)

involves the transition of the system from state x to state y, accompanied by

the conversion of an individual of species A to species B (and vice versa). In

the remainder of this discussion we will consider only this simple reaction;

although it is possible to generalise to reactions of arbitrary stoichiometry,

understanding the reaction described above is sufficient for the remainder of

this thesis. The change in chemical potential is ∆µA→B = µB − µA, as a

single molecule of B has been gained and a single A has been lost. For a

dilute system, the chemical potential change due to converting a single A

into a single B is given by [43]:

∆µA→B = µ0
B − µ0

A + β−1 ln
[A]

[B]
, (4.19)

where µ0
i is the value of the chemical potential at reference temperature and

pressure. The change in chemical potential due to this reaction can be split

into an ‘intrinsic’ component µ0
A→B = µ0

B − µ0
A due to the relative stabilities

of A and B and an entropic component µSA→B = ln([A]/[B]), due to the
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differences in species abundances.

The combined system of both the chemical bath and the subsystem under in-

vestigation, will evolve towards equilibrium absent any outside interventions.

This implies that the transition rates must satisfy detailed balance. Detailed

balance is a condition which enforces the existence of an equilibrium (i.e.

zero current) steady state. Detailed balance requires defining a potential for

the system, which is a scalar function on the state space φ : X → R. The

detailed balance condition requires that for states i and j with potentials

φi and φj the elements of the transition rate matrix defined in Section 4.2.2

must obey the relation:

Rji

Rij

= exp {φj − φi} . (4.20)

As the total system including the bath is relaxing towards equilibrium, the

abstract potential φ in the detailed balance relation is in fact the total free

energy F tot defined in Equation 4.15. Although the total system comprising

both the chemical bath and the subsystem under investigation is relaxing

towards equilibrium, if we ignore differences in the bath states it will appear

that the subsystem is being driven out of equilibrium by chemical work sup-

plied by the bath. Eventually, the total system will equilibrate and the bath

will no longer supply chemical work, however here we are assuming that the

subsystem (and its consumption of chemical work) is small compared to the

chemical bath, and so changes in the concentration of molecules in the bath

will be negligible on the timescale on which the system operates. Thus, al-

though we can exploit the detailed balance equation (Equation 4.15) to derive

constraints on transition rates, the system under investigation still appears

to be an out-of-equilibrium system. We will develop these ideas further in

Section 4.2.4.

Substituting Equation 4.15 into the detailed balance relation constrains the

transition rates of the states of the system undergoing the reaction described
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by Equation 4.18 to be

Ryx

Rxy

= exp {β(F (y)− F (x) + ∆µA→B)} (4.21)

=
[A]

[B]
exp {β(F (y)− F (x))} , (4.22)

where we have assumed a dilute bath of A and B in moving from the first

to the second line. In principle there is nothing preventing each transition

between system macrostates from being coupled to a different pair of species

in the chemical bath. If this is the case then each pair of transition rates Rij,

Rji can be tuned independently of any others. Equation 4.21 can also be

generalised in order to account for work reservoirs other than chemical work,

for instance mechanical work done by a molecular motor. This situation is

investigated in [287].

Although detailed balance imposes a strong constraint, it does not fully de-

termine the transition rates of the system. Two choices still remain: how to

distribute the factor on the right hand side of Equation 4.20 between Rji and

Rij, and the choice of a (potentially time-dependent) rate constant, as for

any pair of rate constants Rji, Rij, rescaled rate constants Rji → ψ(t)Rji,

Rij → ψ(t)Rij also satisfy detailed balance for an arbitrary scalar function

ψ. The time variation of this rate constant can be used to turn reactions

on or off during the operation of the system. Two conventional choices are

to set Rji = R−1
ij , or alternatively setting Rij = 1, Rji = exp {φj − φi}.

Note that a given choice of potentials does not fix either rate - only choosing

both the potentials and the rate in one direction will uniquely determine the

rate in the other direction. Any particular transition rates is determined

by the physics of the system under consideration (for instance affinities in a

biochemical system), however these constraints fix the set of possible tran-

sition rates given potentials, or vice versa. Once these choices have been

made, the transition rate matrix is fixed and the dynamics of the system are

given by Equation 4.10. For the fluctuating two-state example we choose

R21 = α + sin(ωt) and R12 = 1. We can now see that our two-state ex-

ample system could instead be implemented with a chemical bath: setting

F (1) = F (2), [B] = 1 and [A] = α + sin(ωt) recovers identical dynamics to
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those described in Equation 4.14. The dynamics of the probability distribu-

tion are plotted in Figure 4.1b.

An important consequence of satisfying detailed balance is that we can ex-

tract the equilibrium probabilities of each state. In the absence of chemical

driving (i.e. ∆µi→j = 0 for all macrostate transitions), the equilibrium prob-

ability of state x is given by its potential φ(x):

peq(x) =
1

Z
e−βφ(x), (4.23)

where the partition function Z =
∑

x exp{−βφ(x)} normalises the proba-

bility distribution. For our two-state example the equilibrium probabilities

are given by peq(1) = 1/Z(t), peq(2) = α + sin(ωt)/Z(t), where the partition

function Z(t) = 1 + α + sin(ωt). These are plotted along with the dynam-

ics of the probability distribution in Figure 4.1b. Note that the equilibrium

distribution at t is the distribution that the system would relax to if the

transition rate matrix was held constant at R(t). The situation with chemi-

cal driving is more complex, as we typically want to ignore the precise state

of the chemical bath. This generally leads to the presence of currents and

a nonequilibrium steady state when we only look at the system macrostates

and disregard the bath state. We will analyse this situation in more detail

shortly in Section 4.2.5.

4.2.4 Nonequilibrium steady states in chemical systems

Although the entire system comprising both the chemical bath and the sys-

tem under investigation is relaxing towards equilibrium, neglecting the state

of the chemical bath can produce the appearance of nonequilibrium steady

states in the system. Ignoring the state of the chemical bath is achieved for-

mally by integrating out the bath degrees of freedom, however it is typically

done in practice by simply calculating the appropriate value of ∆µ for each

transition (for instance using Equation 4.19) to determine the transition rates

and then ignoring the bath state. This coarse-graining means we no longer

have a consistent scalar potential for each state of the system (as we have
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Figure 4.2: Driven three-state system with a nonequilibrium steady state (Example 2). (a)
Transition between two states with equal free energies coupled to a chemical reaction. Tran-
sitions 2 � 3 and 3 � 1 are identical. (b) Transition rates arising from setting ∆µ0

A→B = 0
(no intrinsic chemical potential), [A] = 1 + α, [B] = 1 − α. A nonequilibrium steady state
drives probability mass around the ring. (c) Schematic of the system including changes in
chemical potential. What appears to be a nonequilibrium steady state in terms of the sys-
tem macrostate only is revealed as the relaxation of the combination of the bath and system
towards equilibrium.

merged many states of the total system comprising both the bath and the

system under investigation) and so we can no longer rely on the Boltzmann

distribution to determine the steady-state probabilities. Instead we must rely

on computing the probability distribution directly from the transition rate

matrix: by the Perron-Frobenius theorem the steady-state distribution will

be given by the eigenvector corresponding to the zero eigenvalue of R. This

assumes that R is constant - if it varies with time then analysis will become

more complicated.

An example of a nonequilibrium steady state in a chemical system is shown

in Figure 4.2. By coupling each transition in the ring of states to the same

pair of molecules A and B (as illustrated in Figure 4.2a), with [A] = 1 + α,

[B] = 1 − α, α ∈ (−1, 1) and ‘intrinsic’ chemical potentials µ0
A = µ0

B it is

possible to produce the transition rates shown in Figure 4.2b. This assumes

that the free energy F of each state is identical. The effect of these rates is to

drive a probability current around the ring, with a net flux 1→ 2→ 3→ 1

if α > 0 and in the opposite direction if α < 0. If α = 0 then there is no

net flux. In each case, the steady-state probability distribution p∞ can be

shown to be 1/3 for each state, regardless of the value of α. The steady-state

current from state 1 to state 2 j∞21 can be determined using Equation 4.12,

and is j∞21 = 2α (and so j∞12 = −2α).
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Although the system appears to be in steady state, this is solely due to

ignoring the state of the bath. Because each system state transition occurs

coupled to a transition from A to B or vice versa, every transition increases

or decreases the chemical potential of the bath, as shown in Figure 4.2c.

Modelling α as constant corresponds to assuming that the system is either in

a chemostat (and so [A], [B] are fixed) or that consumption of the bath species

is sufficiently slow relative to the size of the bath that concentrations remain

fixed during the period under investigation. Transitions in the direction with

a positive current are coupled to a decrease in the chemical potential. It is

this influx of chemical work that supports the nonequilibrium steady state of

the system. These ideas can be generalised to more abstract ‘work reservoirs’

that accomplish the same function as the chemical bath: to drive reactions

in one direction or another in a way independent of the free energy of the

system states. We now move on to make the discussion of work (including

chemical work), heat, and entropy precise at the chemical level.

4.2.5 Stochastic versions of thermodynamic quantities

The foundations of stochastic thermodynamics are laid by defining stochastic

analogues of thermodynamic quantities. These are functionals of stochastic

processes whose average over trajectories recapitulates the desired thermo-

dynamic variable. We now describe the most important stochastic thermo-

dynamic quantities: analogues of entropy, work, and heat production.

The stochastic entropy of a system in state x(t) at time t is defined in terms

of the ensemble probability distribution pt:

s(x(t)) = − ln pt(x(t)). (4.24)

The stochastic entropy (which is also the surprisal from information theory)

is defined by the probability of the macrostate x(t) in the ensemble of tra-

jectories, and is distinct from the intrinsic entropy of the macrostate. The

stochastic entropy is not a proper entropy, but rather an object whose ex-

pected value (when averaged over trajectories) is the entropy we are familiar

with. Note that the stochastic entropy has no dependence on the rest of the
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Figure 4.3: Stochastic thermodynamic quantities for the double-well system. (a) Schematic
of stochastic medium entropy and work generation. Work generation takes place when the
free energy of an occupied state is raised, whereas stochastic entropy in the medium is gen-
erated when transitions occur. (b) Stochastic work ẇ generation for a sample trajectory
from the two-state system shown in (a) (Example 1 in Figure 4.1). The top panel shows the
trajectory ~x0:T , showing when work and stochastic medium entropy are generated. These
periods are indicated by ∆w and ∆smed respectively. Work occurs when the potential of the
occupied state changes, whereas stochastic medium entropy production occurs when the oc-
cupied state changes. The bottom panel shows stochastic medium entropy generation. Work
only occurs in state 2, whose free energy fluctuates, and not state 1, whose potential is con-
stant. The dashed grey line in the lower panel shows the work generation of a system fixed
in state 2 (see Equation 4.31), whereas the blue line shows the work generation in the actual
trajectory.

trajectory - the stochastic entropy is path-independent and depends only on

the probability that the process arrives to state x(t). This is as expected, as

the thermodynamic entropy is a state function and so also path-independent.

The stochastic entropy measures how unlikely the current configuration of

the system is in the ensemble of all possible trajectories. Other quantities,

such as stochastic analogues of heat and work, will depend on the entire

history of the process. It can be shown that the trajectory average of the

stochastic entropy is

〈s(t)〉 = −
∫
pt(x) ln pt(x) dx, (4.25)

where the angled brackets denote averaging over the entire ensemble of tra-

jectories sampled from the stochastic process and the integral is carried out

over all possible states of the system. This recovers the conventional defini-

tion of entropy - our stochastic entropy becomes the thermodynamic entropy

upon averaging. The stochastic entropy generation rate ṡ(x(t)) can be found
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by taking the time derivative of Equation 4.24:

ṡ(x(t)) = −∂tpt(x(t))

pt(x(t))
−
∑
j

δ(t− τj) ln
pτj(x

+(τj))

pτj(x
−(τj))

, (4.26)

where τj are the times of the transitions along the trajectory (indexed by j),

and x+(τj)) and x−(τj)) are the states after and before the j-th transition

respectively. Note that this is a distributional derivative, which takes into

account the fact that x(t) is discontinuous at the transition times τj. The

first term accounts for changes in stochastic entropy due to changes in the

relative probability of the occupied state, whereas the second term accounts

for changes of state. This can be seen by writing the trajectory x(t) as

a series of step functions. As such, Equation 4.26 should be interpreted

as a generalised function to be integrated over the entire trajectory ~x0:T .

Integrating the generation rate over time gives the total change in stochastic

entropy over the course of a trajectory

∆s[~x0:T ] =

∫ t

0

ṡ(x(τ))dτ. (4.27)

As the stochastic entropy is a state function, and so independent of the details

of the trajectory, this must evaluate to ∆s = − ln pt(x(t)) + ln p0(x(0)).

Work is done on the system by changes in its free energy F , as shown in

Figure 4.3a. For a system with free energy F controlled by time-varying

parameters λ(t), the stochastic work rate is defined to be:

ẇ(x(t)) =
∂F (x(t), λ(t))

∂λ(t)

dλ

dt
, (4.28)

where the free energy F (x(t), λ(t)) is the free energy of the currently occupied

state. Notice that Equation 4.28 is – like work in conventional thermody-

namics – not an exact differential. The total derivative of F is instead given

by
dF

dt
=
∂F (x(t), λ(t))

∂λ(t)

dλ

dt
+
∂F (x(t), λ(t))

∂x

dx

dt
. (4.29)

The first term (the stochastic work) gives the change in free energy in a fixed
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state x due to control parameter changes, whereas the second term gives

the change in free energy due to change of state x, which is the stochastic

entropy generated in the surrounding medium. As this is a discrete variable,

this derivative will yield a delta function, as we will see shortly. Integrat-

ing Equation 4.28 over the course of a trajectory yields the functional for

stochastic work:

∆w[~x0:T ] =

∫ t

0

∂F (x(τ), λ(τ))

∂λ

dλ

dτ
dτ, (4.30)

which is the change in potential of the occupied state over the course of the

trajectory. Note that this work can either go into increasing the macrostate’s

internal energy E(x(t)) or decreasing its internal entropy S(x(t)), and is thus

consistent with the first law of thermodynamics, as ∆W = ∆E−T∆S = ∆F .

Changes in potential of an unoccupied state do no work at the trajectory

level. This is illustrated in Figure 4.3b - when the system is in state 1, which

has a constant potential, and therefore ẇ = 0. When it is in state 2, however,

we obtain the work rate when the system is in state 2 (denoted ẇ|2(t)):

ẇ|2(t) =
ω cos(ωt)

α + sin(ωt)
. (4.31)

The dependence of work on state occupation makes physical sense: if a par-

ticle moves stochastically between two compressible partitions of a box, com-

pressing the empty partition will (neglecting friction) require no effort. Only

compressing the partition containing the particle, and thus pushing against

the pressure the particle exerts, will require work to be done. The sign con-

vention is that w > 0 is work done on the system, as this corresponds to

increasing the free energy of the system.

In addition to work being done on the system by external manipulation

of macrostate free energies, work is also being done by transitions coupled

to reactions involving molecules from the chemical bath, for example the

m + A � n + B example shown in Figure 4.3a. This chemical work is not

included in the functional ∆w[~x0:T ], and so must be quantified separately.

The chemical work is determined by the change in chemical potential due to
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the reaction:

ẇchem(x(t)) = −
∑
j

δ(t− τj)∆µρj , (4.32)

where ρj is the reaction coupled to the transition occuring at τj (for instance

m + A → n + B, with an associated chemical potential ∆µA→B). As with

the stochastic entropy generation rate, this is a generalised function rather

than a derivative. Chemical potentials may vary in time, for instance due to

altered concentrations of molecules in the chemical bath as in Equation 4.19.

Whether work occurs through changes in the free energy or through chemical

work depends on the physical details of the system and cannot be determined

from the transition rates alone; the same set of transition rates can arise from

different physical systems. For instance, Example 1 can be constructed either

without coupling to any chemical reactions but with fluctuating chemical

potentials by using the free energies in Equation 4.14, in which case ẇchem = 0

at all times and ẇ 6= 0 at almost all times when the system is in state 2.

Alternatively, it can be constructed with identical free energies in both states

(F (1) = F (2) at all times) and fluctuating chemical potentials (for instance

[A] = α + sin(ωt), [B] = 1). In this case, chemical work will occur at state

transitions only, and ẇ = 0 at all times.

As the system evolves it will typically generate entropy in the surrounding

environment, either via dissipation of heat or by allowing the chemical bath

to relax towards its equilibrium concentrations. This entropy generation is

measured by the rate of stochastic entropy generation in the medium, ṡmed:

ṡmed(x(t)) =
∑
j

δ(t− τj) ln
Rx+j x

−
j

(t)

Rx−j x
+
j

(t)
, (4.33)

where x−j is the state of the system prior to the j-th transition on the tra-

jectory and x+
j is the state following it, as discussed in Section 4.2.2. The

stochastic medium entropy generation rate is also a generalised function, not

a derivative, as the stochastic medium entropy of a trajectory only changes

at the transition times of that trajectory. Using the detailed balance relation
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(Equation 4.20) this can be rewritten as:

ṡmed(x(t)) = −β
∑
j

δ(t− τj)(∆Fj + ∆µj), (4.34)

where ∆Fj is the change in system free energy at transition j and ∆µj is

the change in chemical potential of the bath at transition j. Recall that the

detailed balance relation can be used because the total system (including

both the bath and the subsystem) is relaxing towards equilibrium. This

allows us to constrain transition rates to derive Equation 4.34. However,

as discussed in Section 4.2.4, once we coarse-grain out the different bath

states we are left with the appearance of the subsystem being driven out

of equilibrium by a source of chemical work. Thus the quantity defined in

Equation 4.34 measures the rate at which the medium is being equilibrated

due to the action of the subsystem.

Integrating ṡmed over the course of a trajectory yields the functional for

stochastic entropy generation in the medium. As with the stochastic entropy,

the stochastic entropy production in the medium is given by the integral of

the generation rate over the course of a trajectory:

∆smed[~x0:T ] =

∫ t

0

ṡmed(x(τ))dτ, (4.35)

however as this is not a state function it must be evaluated using the details of

the trajectory. Unlike the stochastic entropy, however, the stochastic entropy

in the medium does not depend on the ensemble of other trajectories and so

its distribution can typically be more easily approximated by sampling.

Although it is appealing to identify the stochastic entropy production in the

medium with heat generation by analogy with the relation dQ = dS/T (for

heat generation Q, entropy S and temperature T ), this is not correct: δsmed

includes contributions from changes in the entropies of the chemical bath and

system macrostates, as well as a term measuring genuine heat production.

As [287] demonstrates, the change in stochastic entropy of the medium due
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to a transition can be decomposed to be

∆smed = q + ∆ssys + ∆sbath (4.36)

= q + ∆ssys + ∂T∆µ, (4.37)

where ∆ssys = ssys(n) − ssys(m) is the change in the internal entropy (due

to macrostate coarse-graining, see Equation 4.13) of the system due to the

transition. This shows that we cannot determine the heat production from

∆smed alone, and so we cannot determine it directly from the reaction rates

either. Instead, we need further physical input that tells us how the internal

entropy of the system (if it has internal degrees of freedom) and the chemical

potential change over the course of the reaction. For our example transition

m+A� n+B occurring in dilute solution, the change in chemical potential

is given by Equation 4.19, which yields ∂T∆µA→B = kB ln([A]/[B]). This is

the purely entropic contribution brought about by an unequal concentration

of A and B in the bath. Using this result and the detailed balance condition

(Equation 4.20), it is easy to show that the heat production of this transition

is

q = −∆µ0
A→B −∆U, (4.38)

where ∆U is the difference in internal energy between macrostates m and

n and −∆µ0
A→B = µ0

B − µ0
A is the change in intrinsic chemical potentials.

Recall that the internal energy U is distinct from the change in free energies,

which include entropic contribution and so are not conserved. This recovers

the first law of thermodynamics when we identify the intrinsic chemical work

W̃ 0
chem = −∆µ0

A→B.

Entropic contributions from either the bath or the macrostate do not enter

into the heat generation per transition, however they can affect transition

rates and so alter the heat generation rate. The detailed balance condition

and ∆smed depend only on the relative free energies and chemical potential

differences, without regard to how they decompose into intrinsic and entropic

components, whereas the heat generation depends precisely on the physical

details of the system. This suggests two things: firstly, that we have a surpris-

ing amount of latitude in how we design physical systems that match a given
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stochastic process, and secondly that when we consider physical limitations

on inference, the relevant consideration is not necessarily heat dissipation (as

we might believe from näıve considerations of stochastic heat) but rather ac-

cess to an opportunity to create entropy. This is reminiscent of Schrödinger’s

discussion of ‘negentropy’ [285] as a resource essential to life: life manages to

maintain internal order by having access to a source of unusually low-entropy

material. The latitude in designing systems arises as if we wish to design a

system to have a given set of transition rates, we can do so by varying either

the intrinsic component (typically achieved by altering the relative stabilities

of states) or the entropic component. Altering the entropic component can

be achieved by changing the concentrations of different species in the bath,

and so is likely to be a more practical quantity to vary in most cases. Fur-

thermore, as we saw in the discussion of Example 1, if we wish to design a

system with a given set of transition rates, this can be accomplished either

via changing state potentials or via changing the chemical bath.

Entropy, work and heat generation are functionals with clear physical mean-

ing that are almost always of interest in the analysis of a physical system.

However we may also want to define functionals suited to the analysis of a par-

ticular physical problem (for instance, counting transitions between a certain

pair of states). Surprisingly, a range of results constraining the probabilities

of arbitrary functionals can be found (depending on the conditions satisfied

by the functionals). These results are known as fluctuation theorems, and

are reviewed extensively in [288]. Although these results are powerful and

profound, we do not rely on them later in this thesis and so will not discuss

them in detail here.

4.2.6 Entropy decompositions and the stochastic second law

In order to discuss the second law of thermodynamics, we need to define

a stochastic version of the total entropy production. The stochastic total

entropy production ∆stot is defined to be

∆stot[~x0:T ] = ∆s[~x0:T ] + ∆smed[~x0:T ]. (4.39)
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In addition to serving as the basis for a stochastic variant of the second law

(which we will discuss shortly), ∆stot is also surprisingly informative. This is

primarily due to the fact that the stochastic entropy of the medium can be

divided into a different pair of terms, the ‘housekeeping entropy’ ∆shk which

measures dissipation at steady state and the ‘excess entropy‘ ∆sex, which

measures dissipation due to being away from steady state:

∆smed[~x0:T ] = ∆shk[~x0:T ] + ∆sex[~x0:T ]. (4.40)

The ‘housekeeping entropy’ ∆shk (or heat qhk, with the caveats we have

already mentioned) is so named due to it being the entropy increase required

for maintenance of the nonequilibrium steady state, and is defined as

∆shk[~x0:T ] =
∑
j

ln
ps
τj

(x−(τj))Rx+x−(λ(τj))

ps
τj

(x+(τj))Rx−x+(λ(τj))
, (4.41)

where ps is the steady state probability distribution. Note that if the system

obeys local detailed balance then ∆shk is zero. This is what we expect given

that the local detailed balance condition enforces an equilbrium steady state.

The second term, the excess entropy ∆sex, is defined as

∆sex[~x0:T ] = −
∑
j

ln
ps
τj

(x−(τj))

ps
τj

(x+(τj))
. (4.42)

This measures how far the system is away from steady state. A third de-

composition of ∆stot is into adiabatic and non-adiabatic terms, with ∆stot =

∆sad+∆sna, where ∆sad = ∆shk and so ∆sna = ∆s+∆ex. The non-adiabatic

entropy is also known as the Hatano-Sasa entropy, which appears in stochas-

tic speed limits which we review in Section 4.4. The systems we consider

in the subsequent chapters operate by relaxation from an out-of-equilibrium

state towards an equilibrium steady state, and so for our purposes ∆sex is

the most important of these quantities, as we will typically consider ∆s sep-

arately.

The conventional second law of thermodynamics states that total entropy

production is always nonnegative. In the language of stochastic thermody-
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namics, this can be stated as 〈ṡtot〉 ≥ 0. However, this does not rule out

trajectories in which the second law is violated, and ∆stot[~x0:T ] < 0. Using

the total stochastic entropy, both ensemble and trajectory level versions of

the second law of thermodynamics can be shown [101]. The ensemble level

second law simply recapitulates the conventional second law, and demon-

strates that total entropy production must be nonnegative. The second law

becomes more subtle at the trajectory level, however. This subtlety arises

because there are trajectories in which entropy decreases. If we take a tra-

jectory ~x0:T in which the stochastic entropy increases, and run it backwards

in time (reversing the trajectory of any control parameters as well) then

stochastic entropy will decrease in this time-reversed trajectory←−x T :0. It can

be shown [286] that the total entropy production is given by the log-ratio of

the forward and backward path probabilities:

∆stot[~x0:T ] = ln
p[~x0:T ]

p̃[←−x T :0]
, (4.43)

where p̃[←−x T :0] is the probability of the path ←−x T :0 in the time-reversed en-

semble. This can be further decomposed [101] to a ‘boundary’ term related

to the probability of the initial state x(0) and the final state x(T ), and a

‘bulk’ term from the trajectory conditioned on these two points:

∆stot[~x0:T ] = ln p0(x(0))− ln pt(x(t)) + ln
p[~x0:T |x(0)]

p̃[←−x T :0|x(T )]
(4.44)

= ∆s[~x0:T ] + ∆smed[~x0:T ], (4.45)

where we have used the fact that the final state under the true dynamics is the

initial state under the reversed dynamics. This provides a useful alternative

definition for ∆smed that we will use in Chapter 5.

4.3 Concrete models of biophysical information processing

The unifying theme in this section is that of concrete, explicit models that

make it clear what the physical situation under consideration is, although

these models are often sufficiently flexible to be able to make relatively broad
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statements. Although this does come at some cost in terms of generality, it

provides considerable additional clarity [244]. Examples include polymer

copying, cellular sensing, and thermodynamic proofreading. The remainder

of Part II falls in this category as we rely on specific models of a Maxwell’s

Demon-like system (Chapter 5) and a perceptron learning system (Chap-

ter 6).

4.3.1 Thermodynamic models of learning and prediction

Still et al. [317] investigate the thermodynamics of prediction by defining a

discrete time model of a system with state st at time t responding to the influ-

ence of an internal environment with state xt. In the framework of stochastic

thermodynamics this corresponds to a system with internal degrees of free-

dom s relaxing towards equilibrium in the presence of an external potential

x which fluctuates from timestep to timestep. The trajectory of the external

potential X = {x0, x1, . . . , xτ} is drawn from a probability distribution PX ,

and will in general have correlations between xt−1 and xt, but is independent

of the system state. This corresponds to (for instance) a Kalman filter, or

other predictive device, rather than an agent modifying an external environ-

ment. The challenge of making predictions from a stream of stochastic data

has previously been explored from a purely information-theoretic perspective

(i.e. without consideration of thermodynamic costs) by Bialek, Nemenman,

and Tishby in the context of the predictive information [42].

Within this relatively general setup, Still et al. show a number of results.

Firstly, for a given potential transition xt → xt+1, the mean dissipated work

during the transition 〈Wdiss(xt → xt+1)〉 (which is the work not stored in

the nonequilibrium free energy) is equal to the difference between the in-

stantaneous memory Imem = I(st;xt) [316] and the predictive information

(related to but distinct from the predictive information mentioned above)

Ipred = I(st;xt+1):

β〈Wdiss(xt → xt+1)〉 = Imem(t)− Ipred(t), (4.46)

so minimally dissipative devices either remember as little as possible (re-
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call that I ≥ 0 always), or are maximally predictive. Their second result

generalises this over all possible protocols drawn from PX , to show that

β〈Wdiss〉 = Imem(t)− Ipred(t)− β〈∆F relax
neq 〉, (4.47)

where 〈∆F relax
neq 〉 = 〈Στ−1

t=0 ∆Fneq(xt, st → st+1)〉 is the total change in nonequi-

librium free energy during the relaxation steps of the learning protocol. The

idea of a learning agent as a system whose internal degrees of freedom re-

spond to correlated external perturbations is a powerful one, and Still et al.

[316] demonstrates that energetic efficiency and predictive ability are - are

least in this setting - closely linked. We draw on this setting in Chapter 6,

where we define a concrete example of a system that performs supervised

learning in response to a series of examples, each of which naturally defines

a thermodynamic potential for the learning system to evolve within. In our

case, the correlations arise not from temporal structure, but from a ‘teacher

system’ whose classifications the learning system attempts to emulate.

Although the framework of [317] considers discrete time Markov chains, any

real computational device must operate in continuous time. This is equivalent

to requiring that the transition matrix R̃ of the discrete-state system can be

written as R̃ = eRτ for some continuous-time transition matrix R and period

τ . This requirement (also known as requiring R̃ to be embeddable [89]) turns

out to impose a surprisingly strong restriction on the computations that are

allowed if the number of states is restricted [247, 355]. For instance, consider

a two-state system representing a single bit, where the first state corresponds

to the bit being set to 0 and the second state corresponds to it being set to

1. The matrix

R̃flip =

[
1 1

0 0

]
(4.48)

is not embeddable, even if the transition rate matrix R were allowed to vary

with time. Intuitively, any given transition rate matrix can only cause net

flow from the zero state to the one state or vice versa - in order to flip the

bit the direction of flow would have to depend on the initial conditions of the

system. This would require a measurement of the initial conditions, which

must be stored in an additional degree of freedom. Thus, non-embeddable
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operations can be embedded in an expanded system. Owen et al. demon-

strate this phenomenon in full generality, calculating the degree to which

non-embeddable systems must be expanded in order to render them embed-

dable.

Requiring that a discrete time system can be constructed from a continu-

ous time Markov chain also has energetic consequences: following a previous

model of work extraction from temporal correlations in the context of error

correction [52], Stopnitzky et al. take an evolutionary approach to design-

ing simple discrete-time machines that extract work from correlations [318].

By considering whether each machine generated by the evolutionary algo-

rithm can be constructed from a continuous time Markov chain, they find

that this design constraint dramatically reduces the amount of work that

can be extracted, with both the typical and optimum embeddable machines

performing substantially worse than non-embeddable machines. However, it

is possible to circumvent this restriction either by applying a time-varying

protocol or, as has been shown elsewhere [355], adding additional degrees of

freedom to the system.

Brittain et al. [56] define explicit examples of a machine that exploits tem-

poral correlations and analyse the work it can extract from correlations, sim-

ilarly to the model we study in Chapter 5, but with temporal correlations.

The temporal structure of the environment arises from the system interacting

with a sequence of inputs Xi derived from a stochastic model, similarly to the

ε-machine framework [293]. Two types of model environment are considered:

a Markov chain where the probability distribution of Xi + 1 depends on Xi

alone, and a more complex situation where Xi + 1 is derived from a Hidden

Markov model, i.e. there is a latent state Si from which Xi is generated, and

which switches stochastically between timesteps. The important considera-

tion here is use of a memory M , which is determined by measurements of

previous states and is necessary to exploit correlations.

The temporal structure of the array of bits X1, X2, . . . , XN creates correla-

tions, which are a source of nonequilibrium free energy even if the internal

energy of each state of the array is identical (a theme we will explore in de-

tail in Chapter 5). The work available from a single bit in the array is given
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by [318]

Wavailable = kBT ln(2− h), (4.49)

where the entropy rate h of the array is given by

h = lim
N→∞

H(X1, X2, . . . , XN)

N
. (4.50)

In order to extract this work it is necessary to use the memory M . The

maximum work that the system can extract per bit is given by

Wmax = kBTI(Xi+1;Mi), (4.51)

from which it is possible to place bounds (via the data processing inequality)

on the available work dependent on the number of states that are incor-

porated into the memory. For a Markovian model it is only necessary to

remember the previous timestep, whereas from the Hidden Markov case an

arbitrarily long memory is needed for optimal prediction. An alternative

strategy considered in the paper is to ‘batch’ the inputs and compute an

average over multiple inputs simultaneously, which proves to be an advanta-

geous strategy when correlation times are long (the Hidden Markov model’s

state only switches infrequently). The imposition of extra thermodynamic

costs due to only being able to interact with a subset of the relevant inputs

is explored more generally in Section 4.4.2.

The examples we have discussed so far could reasonably be called ‘inference

machines’, in the sense that their output is conditioned on prior inputs, but

do not not provide a complete account of learning (although the framework

of [317] is capable of including this situation if given a sufficiently general

model class). The reason for this is that the inference algorithm, which

determines the results of conditioning on prior inputs, is ‘baked in’ to the

machine and is not itself learnt. To give a more comprehensive description of

the physics of autonomous agents it is necessary to understand the thermo-

dynamics of the learning process that could give rise to inference machines

suited to particular situations. The idea of learning to perform a particular

inference task using a general learning rule has received substantial attention
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recently in machine learning under the title of meta-learning [50, 340].

A comprehensive understanding of meta-learning - which relies on reinforce-

ment learning and is thus challenging to understand theoretically - is still

some way off. However, we can gain valuable intuitions by studying the ther-

modynamics of supervised learning. Supervised learning is easier to study

because the training data is independent and identically distributed, unlike

reinforcement learning where an agent’s decisions influence future training

data, which in turn influence future decisions. The thermodynamics of su-

pervised learning is studied in Chapter 6. It has also been investigated by

Goldt et al. [135, 136] who investigate learning the weights ω ∈ RN of a per-

ceptron (a simple inference machine, see Chapter 6) in a continuous weight

space. The weights of the perceptron are internal degrees of freedom that

determine its response σ ∈ {±1}to an input ξ ∈ RN . Learning dynamics are

given by an external force that takes into account the correct classification

σT , which gives rise to a Langevin equation in weight space.

ω̇(t) = −ω + f(ω(t), ξ, σT , t) + ζ(t), (4.52)

where the ‘learning force’ f is determined by the current weights ω(t), da-

tum ξ, classification σT and may vary with time. The linear term comes

from a constant harmonic potential intended to prevent weights from diverg-

ing, similarly to L2 regularisation in machine learning, but can also be seen

as enforcing a Gaussian ‘prior’ distribution (although the distribution after

exposure to data is not the true Bayesian posterior, as we demonstrate in

Chapter 6). The tools from stochastic thermodynamics we reviewed in Sec-

tion 4.2 can be applied to Langevin equations in a similar manner to the

way we applied them to discrete state systems, allowing for the calculation

of thermodynamic quantities such as heat and work over the course of weight

trajectories.

Goldt and Seifert are able to bound the increase in mutual information

I(σ;σT ) over the course of the trajectory:

∆I(σ;σT ) ≤ ∆S(ω) + ∆Q, (4.53)
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where ∆S(ω) is the change in the entropy of the distribution of weights due

to learning and ∆Q is the heat dissipated by the protocol - a similar result

was proved by Bo et al. [44]. This also suggests an efficiency metric for the

learning process:

η =
I(σT ;σ)

∆S(ω) + ∆Q
, (4.54)

which measures how close a given learning system comes to reaching the

bound in Equation 4.53. By analysing the efficiency for both single-weight

and infinitely-large networks, Goldt and Seifert are able to determine optimal

parametrisations for efficient learning in both of these limits. We investigate

a related situation in Chapter 6, where we describe the differences between

our work and theirs

4.3.2 Cellular sensing and inference

Cellular sensing - the process by which cells attempt to measure the con-

centration of some external molecule - is a ubiquitous phenomenon which

underpins diverse behaviours including chemotaxis [227] and quorum sens-

ing [252] in bacteria and ontogenesis in multicellular organisms. Cellular

sensing is a form of inference in the sense described in Section 4.3.1: the cell

attempts to gain an accurate measurement of the local concentration of a

molecule based on the stochastic arrival of individual molecules at the cell

membrane. These molecules stochastically bind and unbind from receptors

on the cell surface, and signalling downstream from the receptors can perform

further signal processing, for instance time integration. The thermodynam-

ics of cellular sensing has been extensively studied, leading to bounds on the

performance of receptors both in and out of equilibrium [325].

The process of sensing the concentration c of an external ligand L can be di-

vided into two separate tasks: the binding and unbinding of L to cell surface

receptors R, which can release signal molecules inside the cell, and the down-

stream processing of those signal molecules to form an effective measurement

of c. This downstream processing is typically taken to involve time-averaging

of the receptor state, but work has also been done on schemes for maximum
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likelihood estimation [111, 194]. Most early work concentrated on the bounds

on performance that could be achieved based on receptor binding with per-

fect downstream time averaging. This downstream time averaging is given

by the integral of the receptor occupancy time series n(t) over a fixed time

window T (during which time c does not fluctuate): nT = T−1
∫ T

0
n(t′)dt′.

This forms a potentially imperfect estimate of the true occupancy probabil-

ity p, which will in turn be determined by c. The figure of merit in cellular

sensing is the fractional error in the estimate of the concentration δc/c.

Based on assumptions of Markovian binding and unbinding of the external

ligand and a spherical receptor, Berg and Purcell were able to derive a well-

known limit on cellular sensing [34]:(
δc

c

)2

=
2

4πDc(1− p)T
, (4.55)

whereD is the diffusion constant. The assumption of Markovian arrival/departure

of the ligand has attracted criticism for being unphysical: a ligand may bind

and unbind multiple times before diffusing away. This has led to a series

of refinements on the Berg and Purcell limit [41, 179], and is an example of

an inappropriate division of a system into macrostates, as discussed in [242].

Once the full information processing machinery including the downstream

signal processing steps are taken into account, the situation becomes more

complicated. A key distinction between downstream signal processing steps

is whether they operate out of equilibrium: a non-equilibrium signal process-

ing step offers the opportunity to expend energy in order to improve accuracy

(in a manner we will shortly make clear).

At thermal equilibrium, Govern and ten Wolde demonstrate that the preci-

sion of cellular sensing cannot be improved by complex downstream process-

ing, and is bounded by the number of receptors RT [140]:(
δc

c

)2

=
4

R2
T

, (4.56)

for receptor copy number RT - the only way an equilibrium network can

improve its sensing is via increasing the number of receptors. The reason
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for this is that in equilibrium the dynamics of the system are time-reversible

and so it is not possible to simply average over the history of the receptor-

ligand complex states: as [325] states “in a time reversible system, there is

no sense of ‘upstream’ and ‘downstream’, concepts which rely on a direction

of time; [the receptor state] RL is as much a readout of [the output] X as the

other way around”. Out of equilibrium, however, time integration becomes

possible, leading to a bound on performance for a nonequilibrium sensing

system of [141]: (
δc

c

)2

≥ max

(
4

RT τr/τc
,

4

XT

,
4

ẇτr

)
, (4.57)

for integration time τr, receptor correlation time τc, readout molecule copy

number XT and chemical work rate ẇ. Once driven out of equilibrium,

three fundamental resources constrain cellular sensing of a constant external

concentration: a surplus of one resource cannot be used to compensate for a

deficit of another; for instance, the number of readout molecules sets an upper

bar on accuracy that no amount of dissipation can beat. This is distinct from

the power/precision/speed tradeoffs we outline later.

Although sensing a constant concentration is useful for a wide range of tasks,

in some cases it is essential to detect a time-varying signal. For example,

in chemotaxis the changes in external concentration determine whether the

bacterium’s motion is towards or away from a potential food source [227].

Requiring the ability to detect changes in a varying signal introduces a new

requirement: the sensing system must adapt rapidly enough that it is able

to keep up with changes in the external environment. The thermodynam-

ics costs of adaptation to a changing external environment has been studied

by Sartori et al. [281], who investigate both a minimal model and a spe-

cific application to E. coli chemotaxis. Their results - which we review here

- demonstrate that although measurements of a constant external concen-

tration can be carried out without energetic cost, measuring environmental

changes is inherently costly, and that the sensory mechanism of the E. coli

bacterium operates close to the thermodynamic limit of performance.

In the work of Sartori et al., a sensory adaptive system (a system which
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adapts to external conditions in order to provide a good measurement of

them) has two tasks: to acquire information about the environment (re-

sponse) and then to incorporate this information into a memory (adapta-

tion). We will revisit the integration of multiple rapid measurements into

internal information-bearing degrees of freedom in Chapter 6 in the context

of a learning algorithm. In this framework, a sensory adaptive system is di-

vided into a rapidly-varying ‘activity’ variable A, and a slow memory variable

M , which respond to an environmental signal E. In order to be considered

a sensory adaptive system, the memory must be correlated with the signal,

so for a fixed environmental signal E = e the steady-state value of M must

be close to e. By defining a four state system with free energy

F (a,m; e) = |e−m|(∆M + |e− a|∆g), (4.58)

for parameters ∆M and ∆g penalising mismatches in m and a respectively,

it is possible to derive dynamics from detailed balance as outlined in Sec-

tion 4.2.3. This free energy enforces that at steady state (for fixed e) the

memory state will be well-correlated with e, so this minimal system ful-

fils the sensory adaptive system criteria but operates without dissipation at

steady state. All dissipation in this model arises from transient responses to

changes in e, and so is measured by the nonadiabatic entropy production sna

(see Section 4.2.5).

The amount of measurement and erasure of information as a result of the

adaptation process when the external environment switches from an initial

value Ei to a final value Ef can be captured by two information theoretic

quantities:

∆Imeas
t = I((At,Mt);Ef )− I((A0,M0);Ef ) (4.59)

∆Ieras
t = I((A0,M0);Ei)− I((At,Mt);Ei|Ef ), (4.60)

where the last term is the conditional mutual information (see [208]). The

information measured ∆Imeas
t quantifies how well the memory has been corre-

lated with Ef by time t since external conditions switched, and the last term

will only be nonzero if Ei and Ef are themselves correlated. The informa-
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tion erased ∆Ieras
t quantifies how much the correlation between the memory

M and the previous signal value Ei has been removed by time t due to the

system correlation with the new signal. Sartori et al. prove thermodynamic

bounds on these quantities, most importantly showing that the work done

on the system Wt bounds the measured information:

kBT∆Imeas
t ≤ Wt −∆Ft, (4.61)

where Ft is the free energy of the system (as defined previously). They also

demonstrate that erasure incurs no thermodynamic cost, as well as extending

these results fully to systems that operate in a nonequilibrium steady state

for constant E, including a model of chemoreception in E. coli.

4.4 General bounds on information processing

Instead of studying specific (but flexible) models of a particular process such

as copying or sensing, the work reviewed in this section aims for general,

model-independent bounds on performance. This includes entropy produc-

tion bounds on the speed of transitioning between distributions in a contin-

uous time Markov chain or Langevin equation (stochastic speed limits) and

unavoidable costs arising from constraints on an information processing sys-

tem, for instance spatial or temporal constraints. We review the former in

Section 4.4.1 and the latter in Section 4.4.2. Another powerful set of bounds

are ‘thermodynamic uncertainty relations’, which set constraints on the vari-

ance on some observable (for instance the number of jumps between a pair of

states) in terms of a thermodynamic cost, such as entropy production. These

have been reviewed elsewhere by Seifert [289, 290].

4.4.1 Stochastic speed limits

Information processing consists of moving a system from some initial distri-

bution p0 to a later distribution pτ , which reflects the results of the compu-

tation. For example, a Bayesian reasoner may have prior beliefs p0, and wish

to update them based on some evidence to obtain a posterior pτ . Stochastic
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speed limits bound the difference between p0 and pτ , thus limiting how much

a Bayesian reasoner can update in a finite time given limited thermodynamic

resources, regardless of the computational mechanism they use.

Shiraishi et al. proved [297] that the minimum time needed to transition

between p0 and pτ can be bounded using the variation distance

L(p0, pτ ) =
∑
i

|p0(i)− pτ (i)|, (4.62)

where i indexes system states, the time-averaged ‘dynamical activity’

〈A〉T =
1

T

∫ T

0

∑
i 6=j

Rij(t)pt(j)dt, (4.63)

and the mean Hatano-Sasa entropy production ΣHS, which includes contri-

butions from the excess and stochastic entropies (see Section 4.2.6). The

bound they derive is

τ ≥ τLmin =
c∗L(p0, pτ )

2

2ΣHS〈A〉T
, (4.64)

where c∗ is a system-independent constant of order unity. Analogous results

have also been shown for Langevin systems [15, 291] and dynamical sys-

tems [294], and a refinement of the Landauer bound for finite times is also

demonstrated in the second reference. Although the bound in Equation 4.64

demonstrates an important thermodynamic limit on information processing,

the variation distance is a less natural thermodynamic quantity than other

ways to compare distributions such as the Kullback-Leibler divergence (as

we will see in Chapter 5).

It is possible to obtain an information-theoretic variant of Equation 4.64.

The definition of the total variation distance between distributions P and Q

with state space X is defined:

δ(P,Q) = sup
x∈X
{|P (x)−Q(x)|} , (4.65)

which clearly satisfies δ(P,Q) ≤ L(P,Q). Now we use the following ‘reverse’
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version of Pinsker’s inequality [139]:

DKL(P ||Q) ≤ 1

αQ
δ(P,Q)2, (4.66)

where αQ = minx∈X:Q(x)>0 is the probability of the most unlikely element of

Q that has nonzero probability. Combining these results yields:

τ ≥ τLmin ≥ τKL
min =

c∗αpτDKL(p0||pτ )
4ΣHS〈A〉τ

, (4.67)

which provides a bound on the maximum KL divergence that can be achieved

in finite time with a given amount of dissipation. To the best of our knowledge

this is a novel result. However, it is likely to be a relatively weak bound, as

the majority of the terms in the sum of Equation 4.62 are discarded. Other

reverse Pinsker inequalities, for instance [282], might yield tighter bounds.

A second classical speed limit for discrete-state systems satisfying detailed

balance was proved by Okuyama and Ohzeki [240], who also demonstrate

bounds for the Fokker-Planck and Liouville equations. Okuyama and Ohzeki’s

bound is given in terms of (constant) the transition rate matrix R:

τmin = max

 log 〈p0|p0〉
〈p0|pτ 〉

〈p0|R|p0〉
〈p0|p0〉

,
2− 2

√
〈p0|pτ 〉
〈p0|p0〉√

〈p0|R2|p0〉
〈p0|p0〉

 , (4.68)

where 〈A|B〉 = A·B is the inner product between A and B. Note that enforc-

ing detailed balance on R means that all transition rates must be derivable

from a scalar potential on the state space X Although we derived transition

rates for chemically-driven systems from considerations of detailed balance

on the combination of the system and the chemical bath, R only satisfies de-

tailed balance if there is no chemical driving. Obtaining a better idea of the

bounds on nonequilibrium systems would be a valuable avenue of research.

Stochastic speed limits also provide a bound on sampling efficiency. The

idea that sampling is an integral part of cognition now has a long history

in cognitive neuroscience [120, 259], and clearly MCMC has a vital role in

modern computational Bayesian inference [57]. Consider the problem of sam-
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pling from some distribution D: by choosing a scalar potential correctly, it

is possible to define a system whose equilibrium distribution is D using the

Boltzmann distribution [258]. Sampling the system consists of measuring its

state at time 0, yielding a sample x ∼ D. Now the probability distribution

of the system is (ignoring measurement error) a delta function at x. The

dynamics of the system will cause this distribution to relax back towards

D, but the rate of relaxation will be limited by τmin. In order to obtain

minimally-correlated samples it is necessary to relax as far back towards

D as possible, however this must be traded off against the requirement to

achieve as many samples as possible. As Equations 4.64 and 4.64 demon-

strate, nonequilibrium systems offer the opportunity to beat this tradeoff

by expending energy: this will increase ΣHS, decreasing τmin. This could be

achieved by a nonconservative force, as demonstrated by [169].

4.4.2 Costs of structure

In addition to the above bounds, the physical instantiation of a system may

impose limits on its performance. Two such limits, which we discuss here,

are the requirement to carry out processing via modular subunits, and the

(related) need to transmit signals across a distributed computational system.

Boyd et al. investigate the costs of ‘modularity’: the division of a compu-

tational task on an array of data into a series of subtasks, each carried out

on a subarray [53]. Formally, they consider a system Z divided into two

parts: an interacting part Z int and a stationary, noninteracting part Zstat,

with Z = Z int ⊗ Zstat. Data processing occurs as a discrete time Markov

chain on Z int, mapping the distribution Zi
t to a distribution at some later

time Zi
t+τ = MZi

t for transition matrix M (this discrete time Markov chain is

assumed to come from a continuous-time process described by the authors).

The stationary subsystem remains unchanged, so Zstat
t+τ = Zs

t .

Initially there may have been arbitrary correlations between elements of Z,

including correlations between Z int and Zstat. Evolving only Z int regardless

of Zstat will destroy or diminish these correlations (by the data processing

inequality). As we will see in Chapter 5, correlations are a potential source
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of free energy, so destroying them dissipates energy unless that energy is

absorbed elsewhere. Because the systems studied by Boyd et al. are ‘infor-

mation reservoirs’, where all states of the system have identical free energy,

only dissipation can result.

From these considerations, Boyd et al. are able to derive the dissipation due

to modular information processing 〈Σmod
t→t+τ 〉:

〈Σmod
t→t+τ 〉 = kB ln 2(I[Zi

t ;Z
s
t ]− I[Zi

t+τ ;Z
s
t ] (4.69)

= kB ln 2I[Zi
t ;Z

s
t |Zi

t+τ ], (4.70)

where I[X;Y |Z] = Σx,y,z is the conditional mutual information. This sug-

gests a design principle for modular computations: partition inputs in such

a way that the mutual information between partitions is minimised. Boyd

et al. provide examples of using the modularity cost to design systems that

efficiently generate and extract patterns from data.

One important example of modular computation is parallel computation:

splitting a computational task into many subtasks, each of which occurs at

a separate processing unit. Typically information will need to be exchanged

among processing units during the computational task, at which point com-

munication between processors becomes a potential bottleneck - spatial con-

straints limit the number of nearest neighbours of a given processor, and

transmission speeds limit how fast information can propagate through the

network of processors. The space-time structure of computational processes

was first formalised by Miranker and Winkler [229], who developed methods

for representing computational processes as graphs, both in terms of data

flow and spatial layout/interconnection of processing units.

Fisher [122] analysed the computational capacities of a d-dimensional lat-

tice of processors performing a parallel computation task. These bounds are

complementary to the bounds shown by Boyd et al.: the bounds in Equa-

tion 4.69 constrain how much extra energy it takes to solve a distributed

inference problem, whereas the following bounds set a minimum duration.

For a device with transmission speed s between parallel processing units of

volume vp and longest dimension lp, using memory with volume per datum
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vm and longest dimension lm, it is possible to derive problem-specific bounds

on the time t taken to solve the problem. If the problem requires I inputs,

produces K outputs and requires T total processor-seconds of computation,

then the time taken to solve the problem can be bounded below by an input

bound τ in
min, an output bound τ out

min and a computation time bound τ comp
min . We

will give each of these in turn, beginning with the input bound

t ≥ τ in
min =

2

gs

[(
vmI

Qd

)1/d

− lm

]
, (4.71)

where Qd is the volume of a d-dimensional unit sphere and g is a problem-

specific constant determined by the amount that processors rely on one an-

other’s outputs (see [121] for an example). The output bound is identical

except that the number of inputs I is replaced by the number of outputs K.

The computation bound is more complex, however:

t ≥ τ comp
min =

2

gs

[(
gsvpT

2Qd

)1/(d+1)

− 3lp
4

]
. (4.72)

Although this work is currently not connected to energetic or thermody-

namic considerations, it provides another example of the (potentially quite

strong) bounds that physical reasoning can place on inference ability. Spatial

bounds on information propagation are becoming very relevant: at 5GHz, a

signal travelling at the speed of light would only just be able to cross a typ-

ical CPU [216], and real signal propagation is in fact substantially slower.

As highly-parallel devices such as GPUs push the cutting edge of machine

learning, bounds on parallelism will become increasingly relevant.

4.5 Conclusion

This chapter has provided an introduction to stochastic thermodynamics,

which we will draw upon heavily in Chapters 5 and 6, before reviewing liter-

ature on inference and learning in stochastic systems. Much of this material

has only recently been developed, and it is currently unclear how the different
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pieces fit together to bound the set of possible inference systems, and what

remains unconstrained. We have seen that physical considerations place a

series of constraints on inference, but an overarching theme is that energy

expenditure typically alleviates or loosens these constraints. An important

goal for future work is to attempt a synthesis of these results, and in doing

so provide a deeper understanding of the physical constraints on inference.
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5
Biochemical machines for the

interconversion of mutual

information and work

5.1 Introduction

Organisms exploit correlations in their environment to survive and grow.

This fact holds across scales, from bacterial chemotaxis, which exploits the

spatial clustering of food molecules [29, 227], to the loss of leaves by deciduous

trees, which is worthwhile because sunlight exposure is highly correlated from

day to day. Evolution itself relies on correlations across time and space,

otherwise a mutation which is beneficial would immediately lose its utility

and selection would be impossible.

Biological systems also generate correlations. In particular, information

transmission is an exercise in correlating input and output [295], and re-

cent years have thus seen information theory applied to biological systems

involved in sensing [23, 140, 243], signalling [72, 97], chemotaxis [29, 227],

adaption [170, 281] and beyond [40], some of which we reviewed in Chapter 4.
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In the language of information theory, correlated variables X and Y have a

positive mutual information I(X;Y ), which is defined:

I(X;Y ) =
∑

x∈X,y∈Y

p(x, y) ln
p(x, y)

p(x)p(y)
(5.1)

(measured in nats), with p(x, y) the joint probability of a given state and

p(x), p(y) the marginals. The “information entropy” H is defined:

H(Y ) = −
∑
y∈Y

p(y) ln p(y) (5.2)

quantifies Y ’s uncertainty, and I(X;Y ) is the reduction in this entropy given

knowledge of X: I(X;Y ) = H(Y ) − H(Y |X). The mutual information is

symmetric, non-negative, and zero if and only if X and Y are statistically

independent.

Information theory is also deeply connected to thermodynamics [21, 28, 31,

164, 192, 249, 274, 275, 317]. Sagawa and Ueda [274], building on Refs.

[31, 192], showed that measurement cycles have a minimal work cost equal

to the mutual information generated between data and memory. Horowitz

and Esposito showed that entropy production within a system X can be

negative if X is coupled to a second system Y , and transitions in X decrease

I(X;Y ) [164]. A third key result, essential to exorcising Maxwell’s Demon

[116, 243], is that if X and Y are uncoupled from each other, yet coupled to

heat baths at temperature T , then the total free energy is [113, 165]

F̃ (X, Y ) = F̃ (X) + F̃ (Y ) + kBTI(X;Y ). (5.3)

Here we use the standard definition of the nonequilibrium free energy [113,

249]:

F̃ (X) = Feq(X)− kT
∑
x∈X

p(x) ln(peq(x)/p(x)) (5.4)

= Feq(X)− kBTDKL(p||peq), (5.5)

with the tilde indicating the generalisation from the standard equilibrium
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free energy Feq(X). Systems X and Y could be two non-interacting spins,

or two physically separated molecules. For uncoupled systems, the parti-

tion function is separable and X and Y are independent in equilibrium,

Ieq(X;Y ) = 0. However, correlations induced by coupling between X and

Y at earlier times could persist even after the coupling has been removed

[243], or X and Y may have been initialized by related processes, allow-

ing I(X;Y ) > 0. If I(X;Y ) > 0 despite the current absence of interac-

tions, F̃ (X, Y ) > Feq(X, Y ) = Feq(X) + Feq(Y ) even if F̃ (X) = Feq(X) and

F̃ (Y ) = Feq(Y ). Thus I(X;Y ) > 0 between uncoupled systems implies ex-

cess free energy, and excess free energy is a resource from which work can be

extracted [113, 249].

Information appears inherently abstract and work-performing devices cou-

pled to strings of 0s and 1s [20, 31, 51, 63, 165, 205, 212, 213] can seem

remarkable. However, as Landauer pointed out, “information is physical”

[193], and processing it calls for a physical realisation. We propose bio-

chemical information-exploiting devices to show both thermodynamically

(via Eq. 5.3) and physically (via the actual information-processing mecha-

nism) how mutual information can be used to do work, setting the basis for

more sophisticated information-exploiting devices.

5.1.1 Related work

Our first device is a “tape-driven” biochemical machine, which, unlike pre-

vious tape-driven devices [20, 31, 51, 63, 165, 205, 212, 213], exploits mu-

tual information within the input. The information-processing mechanism

is explicit, differing from measurement-feedback devices previously consid-

ered [28, 165, 332, 336]. A recent study did suggest work extraction from a

perfectly-correlated quantum tape [67]. However, like the majority of tape-

driven machines [20, 31, 51, 63, 165, 212, 213], the dynamics is not based

on an actual physical system. It is also unclear how the initial state would

be created, or the mechanism generalised [67]. Using an explicit system em-

phasises the constraints under which information-processing devices operate.

For example, the consequences of externally controlling a tape that physi-
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Figure 5.1: (a) Schematic showing an enzyme E interacting with the nth pair of sites,
catalysing X∗ + ADP 
 X + ATP on tape A due to the presence of activator Y on tape
B. Tapes extend into and out of page, and yellow circles indicate phosphorylation. (b) Two
tapes, coordinated on a single polymer, being pulled past a tethered enzyme. (c) State space
of the model. ET and ED correspond to ATP- and ADP-bound enzymes, respectively; E−
to a free enzyme. All unlabelled transitions have rate 1. The blue arrows denote the reaction
X + ATP 
 X∗ + ADP.

cally couples to the device are often ignored. With these effects in mind, we

introduce a modified device that functions without a control, removing im-

plicitly neglected costs, providing a simpler route to constructing an actual

device, and moving closer to autonomous biological systems.
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5.2 System design and modelling

5.2.1 An enzyme/substrate/activator system for extracting

work from information

The systems we consider are based around an enzyme E, which can be

changed from an inactive state E to an active state E† upon binding of

a molecule Y . When activated, the enzyme catalyses the phosphorylation

of a bound substrate X by phosphate exchange between the nucleotides

ATP/ADP and the substrate

X + ATP + E† 
 E†-X-ADP-Pi 
 E† +X∗ + ADP. (5.6)

We study the enzyme-substrate-activator system in a bath of ADP and ATP

at constant temperature. We consider the system interacting with a series

of sites indexed by an integer n. Each site consists two subsites An and Bn,

with the former containing either a phosphorylated substrate X∗ or its un-

phosphorylated form and the latter containing either an activating molecule

Y or its absence (denoted Ȳ ). In the absence of the enzyme, the subsite An

would relax to a probability distribution determined by the chemical poten-

tials µATP, µADP via spontaneous transitions X+Pi ↔ X∗ that we assume are

slow compared to the timescales of the operation of the system. A schematic

illustration of the system in shown in Figure 5.1A.

Transitions from site n to site m can be effected in two ways. The first

method consists of attaching subsites An and Bn to a long fiber and fixing

E in place. Now transitions from site n to site n + 1 occur by pulling the

fiber containing An and Bn. A sufficiently large spatial interval between site

n and site n+ 1 permits E to relax to equilibrium with the bath in between

interactions with each site. This has a number of subtleties relating to the

cost of pulling the tape and timing τ , however these can be amortised across

arbitrarily many copies of the system to produce a negligible contribution.

The second method is to allow E to freely bind and unbind from sites, dif-

fusing in the bath between interactions. In this case it is not possible to

guarantee a fixed interaction time τ due to the stochastic nature of binding
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and unbinding but if the unbinding time is long compared to the dynamics

of the enzyme/substrate/activator system then studying the τ →∞ limit is

sufficient. This motivates our focus on the long time limit throughout this

chapter. Although the free diffusion method is more appealing from the per-

spective of building autonomous systems, the tape method is conceptually

simpler and easier to analyse, and so will be our focus for the majority of

the chapter. The system we outline here only allows for correlations between

the two tapes at a single site, rather than longer-range correlations across

multiple sites (e.g. between sites n and n+ 1). To account for more complex

correlations, the information processing system (the enzyme) would need to

have a more complex set of states.

5.2.2 A single tape can provide both chemical and negentropic

resources

The chemical potentials and initial concentrations of ATP and ADP deter-

mine the extent to which the tape is a non-equilibrium fuel source due to

either low entropy (a prevalence of X∗ over X or vice versa) or high chem-

ical potential (which depends both on difference in chemical potentials and

the proportion of X to X∗). To see this in detail consider a bath with

initial fraction of X∗ given by q = p0(An = X∗), and equilibrium concen-

tration qeq = peq(An = X∗) given by the Boltzmann distribution peq(x) =

exp(−βφ(x))/Z for microstate x with chemical potential φ(x), inverse tem-

perature β = (kBT )−1 and partition function Z =
∑

x∈X exp(−βφ(x)) for

state space X. Now we can calculate the nonequilibrium free energy avail-

able from the tape

F̃ (An)− Feq(An) = −kBT
∑
x

p(x) ln

(
peq(x)

p(x)

)
= q ln qeq + (1− q) ln(1− qeq)− kBTH(An)

= (q − qeq) (ln qeq − ln(1− qeq)) + kBT (Heq(An)−H(An))

= (q − qeq)
(
µ0
X∗ − µ0

X

)
+ kBT (Heq(An)−H(An))
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where on the third line we used q = q+ qeq− qeq and on the last line ln qeq =

βµ0
X∗ − lnZ. Thus the degree to which each site is a fuel source able to do

work on the bath is determined not only by the entropy of the site, but also

by the chemical potential of the surrounding bath. A low entropy tape or

an excess of the substrate with higher free energy both permit work to be

done. In the case µ0
X∗ = µ0

X then the entropy of the tape is the only source

of free energy - this situation was investigated by Cao et al. [63]. In these

studies it appears remarkable that abstract strings of bits can be used for

work. In a physical implementation, however, the devices are powered by

non-equilibrium fuel, like all machines. For general µ0
X − µ0

X∗ , equilibrium

states have Heq(An) < ln 2. One cannot, therefore, infer that tape A is a fuel

source from H(An) alone; µ0
X − µ0

X∗ must be considered.

5.2.3 Introducing mutual information via correlations

At each site, the ‘work’ subsite An is accompanied by an ‘information’ subsite

Bn, which provides information about whether An = X or An = X∗. This

subsite contains either the molecule Y required to activate the enzyme, or an

empty space Ȳ . As demonstrated in Eq X, the mutual information I(An;Bn)

provides a contribution to the nonequilibrium free energy of the system. This

may seem initially mysterious, but can be easily explained: if I(Ab;Bn) > 0,

then the activator molecule Y preferentially co-occurs with either a phospho-

rylated fuel molecule X∗ or a dephosphorylated one X. Consider the former.

In this case, phosphorylated fuel molecules interact with the bath more fre-

quently than dephosphorylated ones, the transition X∗ + ADP→ X + ATP

happens with increased frequency relative to X + ATP → X∗ + ADP, al-

lowing work extraction even if F̃ (An) − Feq(An) = 0. Unlike H(An) < ln 2,

I(An;Bn) 6= 0 always implies stored free energy.

We now calculate the mutual information initially available in the system.

Recall that p0(An = X∗) = q. For simplicity we introduce initial correlations
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through a single parameter ψ:

p0(Bn = Ȳ |An = X∗) = p0(Bn = Y |An = X) = ψ, (5.7)

p0(Bn = Y |An = X∗) = p0(Bn = Ȳ |An = X) = 1− ψ.

Recall that the mutual information I(X;Y ) is given by

I(X;Y ) =
∑

x∈X,y∈Y

p(x, y) ln
p(x, y)

p(x)p(y)
. (5.8)

We can now calculate the initial mutual information I0(An;Bn) from the

conditions above, yielding the result

I0(An;Bn) = (1− ψ)(1− q) log

(
ψ − 1

ψ + q − 2qψ − 1

)
+ qψ

(
−ψ

ψ + q − 2qψ − 1

)
+

q(1− ψ) log

(
1− ψ

ψ + q − 2qψ

)
+ (1− q)ψ log

(
ψ

ψ + q − 2qψ

)
which has a minimum at q = 0.5 and achieves its maximum at q = 0.5, ψ = 0

or ψ = 1.

5.2.4 Stochastic model of system operation

We now define a model of this system in order to explore these intuitions and

investigate this system in more depth. We adjust the chemical load from the

bath via α ∈ (−1, 1) such that [ATP] = 1 +α and [ADP] = 1−α relative to

a reference concentration C0. Setting the free energies of each system state

to be identical, as well as setting the intrinsic chemical potential difference

∆µ0
ATP→ADP = µ0

ADP − µ0
ATP to be zero allows us to derive transition rates

from the detailed balance relation (see Section 4.2.3). Assuming that the

ATP and ADP molecules are in dilute solution yields (see Section 4.2.3):

∆µATP→ADP = ∆µ0
ATP→ADP + kBT ln([ADP ]/[ADP ]) (5.9)

= kBT ln
1 + α

1− α
. (5.10)
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We set all rate constants to unity (1/C0 for bimolecular rate constants as

bimolecular interactions are between the enzyme and a single molecule from

the bath), leading to the transition rates shown in Figure 5.1. Setting rate

constants to unity does not affect the long-time limit which will occupy the

majority of our attention in this chapter, but other choices would lead to

different finite-time dynamics, which are briefly explored in Section 5.5.3. We

choose transition rates such that one rate is unity with the other acquiring

the exponential term from the detailed balance condition. This leads to the

transition graph shown in Figure 5.1C. The transition rate matrix for this

system is given in Section 5.3, where we also obtain the dynamics of the

system.

5.3 Solution of the model

We now discuss the solution of the model presented in Section 5.2. The

enzyme begins in equilibrium with the ATP/ADP bath before encountering

sites n and n + 1, and is allowed to equilibrate again after interaction. We

can therefore analyse each doublet (An, Bn) independently. The state of the

indicator subsite Bn implies the activation state of the enzyme, and so our

state space is 12-dimensional (as per Figure 5.1c) and characterised by the

time-dependent probability pt(e, an, bn), where e is the state of E, an is the

state of the substrate An and bn is the state of the activator Bn. Here the

possible states of E are E− (no nucleotide bound), ET (ATP bound) and ED

(ADP bound), plus activated counterparts, the possible states of An are X

and X∗ and the possible states of Bn are Y and Ȳ . Working with the vector
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pt(e, an, bn) defined as

pt(e, an, bn) =



pt(E = ED, An = X,Bn = Ȳ )

pt(E = E−, An = X,Bn = Ȳ )

pt(E = ET , An = X,Bn = Ȳ )

pt(E = ED, An = X∗, Bn = Ȳ )

pt(E = E−, An = X∗, Bn = Ȳ )

pt(E = ET , An = X∗, Bn = Ȳ )

pt(E = E†D, An = X,Bn = Y )

pt(E = E†−, An = X,Bn = Y )

pt(E = E†T , An = X,Bn = Y )

pt(E = E†D, An = X∗, Bn = Y )

pt(E = E†−, An = X∗, Bn = Y )

pt(E = E†T , An = X∗, Bn = Y )



, (5.11)

the evolution of the system during the window t = 0 → τ is given by

pt(e, an, bn) = eRtp0(e, an, bn), where R is the transition rate matrix

R =

(
RȲ 0

0 RY

)
. (5.12)

Here,

RȲ =



−1 1− α 0 0 0 0

1 −2 1 0 0 0

0 1 + α −1 0 0 0

0 0 0 −1 1− α 0

0 0 0 1 −2 1

0 0 0 0 1 + α −1


, (5.13)

and

RY =



−1 1− α 0 0 0 0

1 −2 1 0 0 0

0 1 + α −2 1 0 0

0 0 1 −2 1− α 0

0 0 0 1 −2 1

0 0 0 0 1 + α −1


. (5.14)
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The initial condition is

p0(e, an, bn) =


I3(1− ψ)(1− q)

I3ψq

I3ψ(1− q)
I3(1− ψ)q




1−α
3

1/3
1+α

3

 , (5.15)

where I3 is a 3-dimensional vector of ones. In the period after τ , An and Bn

are fixed and E relaxes back to its equilibrium distribution with the bath

according to

pt+τ (e) = eREtpτ (e), (5.16)

with RE given by

RE =

 −1 1− α 0

1 −2 1

0 1 + α −1

 , (5.17)

and pt(e) = (pt(E = ED), pt(E = E−), pt(E = ET ))T. In Section 5.2 we rely

on the fact that this relaxation reaches steady state to treat each pair of sites

n independently. The long-time behaviour of Equation 5.3 determines the

initial conditions for the interaction of the enzyme with the next site.

This is an autonomous linear system of ODEs, and so the full behaviour can

be solved straightforwardly by identifying the eigenvalues and eigenvectors

of R. The most important results are

pτ (An = X,Bn = Y ) =

p0(Bn = Y )
(

1−α
2

+ f(τ)(p0(An = X|Bn = Y )− 1−α
2

)
)
,

pτ (An = X∗, Bn = Y ) =

p0(Bn = Y )
(

1+α
2

+ f(τ)(p0(An = X∗|Bn = Y )− 1+α
2

)
)
,

(5.18)

where f(τ) is given by

f(τ) =
1

9
e−2τ

(
1 + 8 cosh(

√
3τ) + 4

√
3 sinh(

√
3τ)
)
. (5.19)

This function is unity at τ = 0 and tends monotonically to zero as τ → ∞.
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When no activator is present Bn = Ȳ , the dynamics are trivial:

pτ (An = X,Bn = Ȳ ) = p0(An = X,Bn = Ȳ ) = (1− q)(1− ψ),

pτ (An = X∗, Bn = Ȳ ) = p0(An = X∗, Bn = Ȳ ) = qψ.

(5.20)

The initial conditions are obtained from the joint initial distribution to give

p0(Bn = Y ) = q(1 − ψ) + ψ(1 − q), p0(An = X|Bn = Y ) = 1 − p0(An =

X∗|Bn = Y ) = ψ(1− q)/(q(1− ψ) + ψ(1− q)). The quantities ∆I(An, Bn),

∆F̃ (An), ∆F̃ (An, Bn) and 〈wcycle〉, as plotted in Figure 5.3, all follow directly

from the results above. Specifically, the work done on the chemical bath per

cycle is given by the net number of X∗ molecules converted into X multiplied

by the work done by each conversion (from Equations 4.32 and 4.19) µATP−
µADP = µ0

ATP − µ0
ADP + kBT ln([ATP]/[ADP]),

〈wcycle〉 = kT ln

(
1 + α

1− α

)
(q − pτ (An = X∗)) . (5.21)

The mutual information I(An;Bn) follows directly in terms of the marginal

and joint probabilities, and

F̃ (An) = −kTH(An) = kT
∑
an

p(an) ln p(an), (5.22)

in this simple case in which µX = µX∗ . SinceB does not evolve, ∆F̃ (An, Bn) =

∆F̃ (An) + kBTI(An;Bn).

5.4 Characterising performance in an unbiased environment

5.4.1 Work extraction, information generation, and waste regimes

Now we have expressions for the relevant thermodynamic quantities, we can

begin characterising the system’s performance and regimes of operation, de-

pending on the characteristics of the environment. We find three broad

regimes of operation for the unbiased case (q = 0.5): one in which chemical

work is used to create information, another in which the correlations between
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An and Bn are sufficient for the extraction of work, and a final regime in

which neither work nor information are produced. These are coarse-grained

analyses of the machine’s operation and only indicate the sign of the relevant

quantities, which vary continuously with ψ and α. Finer-grained analyses

of the variation of thermodynamic quantities of interest is presented later in

this section, and efficiency calculations are presented in Section 5.4.2.

The regimes of operation are indicated in Figure 5.2, using ∆ to denote the

change of a quantity during the interaction period τ . We consider the limit

τ →∞. The regime in which the correlations are strong enough to do work

against the chemical load µATP − µADP is located on the lower right and top

left. The work regime is bounded by the loci 0W and 0all. The zero-work locus

is the line along which 〈wcycle〉 = 0. This means no work can be done as the

load is zero (µATP = µADP when α = 0) and so there is no chemical potential

to do work against. The 0all locus is the line along which α = 1−2ψ. On this

line the correlations and load exactly balance and so there is no net evolution

of the system. On the top right and lower left, bounded by the loci OW and

OI , is a regime in which both ∆I(An;Bn) < 0 and 〈wcycle〉 < 0 - this regime

is purely wasteful. The 0I locus is the line along which there is no net change

in mutual information after the reaction time τ has elapsed. The physics of

this line are nontrivial, and will be explained shortly. Between the waste

and work regimes, bounded by 0I and 0all, is a region where ∆I(An;Bn) > 0

and 〈wcycle〉 < 0. In this region the chemical load does work on the tapes,

increasing the correlation between them and creating information.

The locus 0I , which divides the information-creating and waste regimes, is

the line along which ∆I(An;Bn) = 0. This does not mean that there is no

evolution, nor that the correlation between tapes A and B is unchanged by

the interaction. What is happening is that initially X∗ is associated with Y

(for instance), but that after an interaction time τ it is associated with Ȳ

to the exact same extent that it was initially associated with Y . This flip in

association is not detected by the mutual information, but is measured by the

covariance, which quantifies not only correlation strength but also whether

X∗ is associated with Y or Ȳ . Along 0I , X
∗ typically appears with Ȳ for

α > 0 and with Y for α < 0. Thus both the load and correlations initially
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Figure 5.2: Regimes of operation for q = 0.5, τ → ∞ as a function of chemical load α and
correlation strength ψ (see Eq. 5.7): W indicates 〈wcycle〉 > 0, ∆I indicates ∆I(An;Bn) >
0; 〈wcycle〉 and ∆I(An;Bn) are negative elsewhere.

favour X∗ → X for α < 0 and X → X∗ for α > 0. As the reactions proceed

the correlations between An and Bn drop and eventually reverse as substrates

are converted until the load balances with the correlation strength. Once the

load has balanced, the reaction halts at ∆I(An;Bn) = 0, but with inverted

correlations. The dynamics of this process are considered in Section 5.4.3.

Figure 5.3: Behaviour for q = 0.5, τ → ∞. (a) Work extracted 〈wcycle〉, with contours
running downwards from 0.1kT in units of 0.1kT . (c) Information change ∆I(An;Bn),
with contours running downwards from 0.2 in units of 0.1. (c) Free-energy change in tape
A, ∆F̃ (An), with contours running upwards from 0.1kBT in units of 0.1kBT . (d) Change
in the combined free energy of both tapes ∆F̃ (An, Bn), with contours running downwards
from 0.3kBT in units of 0.1kBT . In all cases, solid contours indicate 0, dotted contours are
positive values and dashed contours are negative.

In Figure 5.3 we plot 〈wcycle〉 and ∆I(An;Bn) for q = 0.5, τ → ∞. These

contour plots imply the regimes indicated in Figure 5.2. We also include

the change in nonequilibrium free energy ∆F̃ (An). The nonequilibrium free
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energy is always positive because we have set µ0
X∗ = µ0

X , which implies

peq(An = X∗) = peq(An = X) = 0.5 and thus DKL(p0||peq) = 0. By the

definition of the nonequilibrium free energy, F̃ (An) = Feq(An). For com-

pleteness, we plot ∆F̃ (An, Bn) = ∆F̃ (An) + kBT∆I(An;Bn).

5.4.2 Efficiency

Figure 5.4: Efficiencies (a) ηI1 , (b) ηF1 and (c) ηI2 for q = 0.5 and τ → ∞. The quantity ηI1
represents the fraction of the information reduction converted into work, or the fraction of
chemical work converted into stored information; ηF1 is an equivalent quantity in which the
entire free energy of the tapes F (An, Bn) is taken into account instead of just I(An;Bn).
In both cases, efficiency is high near the null line 0all where the system is weakly driven and
functions close to equilibrium. The metric η2I measures the efficiency of work extraction from
correlations in the environment, and so is zero rather than maximum close to equilibrium.

There are multiple possible definitions of efficiency for systems that convert

between mutual information and work. In this section we consider four pos-

sibilities that differ along two axes. These are: (1) whether the expected

amount of work performed 〈wcycle〉 is compared to the total nonequilibrium

free energy F̃ or solely the mutual information, and (2) whether any resource

remaining at the end of the cycle is considered as waste. We begin with a

measure of the efficiency of interconversion between mutual information and

work ηI1 , which is plotted in Figure 5.4a.

ηI1 =


−〈wcycle〉/kT∆I(An;Bn) if 〈wcycle〉 > 0,

−kT∆I(An;Bn)/〈wcycle〉 if ∆I(An;Bn) > 0,

0 otherwise.

(5.23)

This efficiency measure determines how much of the change in mutual infor-
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mation between An and Bn is used to do work on the bath, or vice versa,

and its null contour is determined by the locus 0I shown in Figure 5.2. Max-

imum efficiency is achieved around the line 0all shown in Figure 5.2 at which

no change occurs over the course of the cycle. Around this line the system is

very weakly driven and functioning close to equilibrium, so it is unsurprising

that efficiency remains high. If we take the full free energy of the system into

account instead, we obtain the efficiency metric ηF1 :

ηF1 =


−〈wcycle〉/kT∆F̃ (An;Bn) if 〈wcycle〉 > 0,

−kT∆F̃ (An;Bn)/〈wcycle〉 if ∆F̃ (An;Bn) > 0,

0 otherwise.

(5.24)

This metric is shown in Figure 5.4b. The main difference is that the zero-

efficiency line is now defined by the ∆F̃ = 0 contour shown in Figure 5.3d.

Maximum efficiency still occurs around equilibrium operation. As we alluded

to earlier in this section, it also makes sense to study the efficiency of work

extraction from the environment - in this case any free energy not used during

operation is considered to be wasted. This notion of efficiency is measured

by the metric

ηI2 =

< wcycle >/kTI0(An;Bn) if 〈wcycle〉 > 0,

0 otherwise,
(5.25)

which is shown in Figure 5.4c. In this case the 0all line corresponds to zero ef-

ficiency rather than maximum efficiency, as no work is done during operation.

Near 0W , the system evolves significantly during τ , but does so wastefully

as the chemical load is too small. Maximum efficiency is achieved at ∼ 1/4,

midway between 0all and 0W . For q = 0.5, all of the free energy is contained

in the mutual information, and so ηF2 = ηI2 .

5.4.3 Finite τ

As discussed in Section 5.4.1, the 0I contour arises not due to system not op-

erating but rather due to correlation inversion during operation. If p0(An =
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Figure 5.5: Correlation changes during system operation for τ → ∞. (a) Characterisation
of correlation changes showing region where correlations invert during operation (dashed
contours). (b) Example finite τ dynamics for α = 0.99 and ψ = 0.69 illustrating mutual
information reaching zero in a finite time before increasing again.

X∗|Bn = Ȳ ) = p∞(An = X |Bn = Ȳ ) (where p∞ denotes the probability as

τ →∞) then I0(An;Bn) = I∞(An;Bn), even though the sign of the correla-

tion between An and Bn has flipped. There is mutual information available

as a thermodynamic resource, but the system is unable to make use of it.

Away from the 0I contour there are regions where ∆I is positive, even though

correlations flip during operation. The change of correlations during opera-

tion is plotted in Figure 5.5a, and an of example dynamics for finite τ are

shown in Figure 5.5b. The reversal of correlations with τ demonstrates the

difference between each pair of sites An, Bn and the chemical bath; they

function like a charged capacitor and a constant voltage supply, respectively.

If connected in series, a capacitor and supply can initially work together;

eventually, however, the capacitor discharges and then recharges with the

opposite polarity.

This analysis indicates that we should expect the 0I contour to move for finite

τ , and this is indeed what we find. We plot 〈wcycle〉, ∆I(An;Bn), ∆F̃ (An)

and F̃ (An, Bn) for finite τ = 1 and q = 0.5 in Figure 5.6. The results are

similar to τ →∞ (Figure 5.3). Indeed, the lines 0W and 0all are unchanged,

as expected. The most notable difference is that, since the reaction during

τ no longer reaches equilibrium, the initial conditions required to lie on the

curve 0I change.
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Figure 5.6: Behaviour for q = 0.5, τ = 1, to be compared with Figure 5.3. (a) Work
extracted 〈wcycle〉, with contours running downwards from 0.025kT in units of 0.025kT .
(b) Information change ∆I(An;Bn), with contours running downwards from 0.05 in units
of 0.05. (c) Free-energy change in tape A, ∆F̃ (An), with contours running upwards from
0.01kBT in units of 0.01kBT . (d) Change in the combined free energy of both tapes
∆F̃ (An, Bn), with contours running downwards from 0.05kBT in units of 0.05kBT . In all
cases, solid contours indicate 0, dotted contours are positive values and dashed contours are
negative.

5.4.4 Autonomous operation

As discussed in Section 5.2.1, the use of a tape to control the interaction

time τ by moving sites An and Bn is largely a device to simplify analysis.

In this section we discuss the additional complications raised by running

the system ‘autonomously’, i.e. with the enzyme stochastically binding to

and unbinding from sites. This means that the interaction time τ is now

stochastic, and is determined by the affinity of the enzyme for its substrates.

In the τ → ∞ limit, which corresponds to the affinity being sufficiently

high that the timescale for unbinding is long compared to the timescale of

system operation, the results will be identical to the system operated with

a tape. In general, however, the resultant dynamics are more complex –

the enzyme can repeatedly return to the same sites – but I0(An;Bn) still

allows selective interaction with either X or X∗. The enzyme allows those

substrates paired with Y to relax to equilibrium with the bath, and thus the

limiting distribution is the same for a given set of α, ψ and q. We show this

equivalence through stochastic simulation: Figure 5.7b shows the results of

stochastic simulation over multiple sites, demonstrating that the long-time

average behaviour of the autonomous system reproduces the behaviour of

the tape system.
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Figure 5.7: Autonomous operation of the system without a controlling tape. (a) Schematic
of autonomous operation with the enzyme freely binding to and unbinding from sites, dif-
fusing between sites after unbinding. (b) Stochastic simulation demonstrating that the au-
tonomous system converges to the same results as the tape-controlled system.

5.5 The effect of bias in the environment

5.5.1 New regimes of operation emerge in a biased environ-

ment

For a biased environment (q 6= 0.5), F̃0(An) 6= Feq(An) (as the equilib-

rium concentrations of X and X∗ are equal). This makes tape A itself

a store of free energy. This is because we still have µ0
X∗ = µ0

X , and so

peq(An = X∗) = peq(An = X) = 0.5, whereas p0(An = X∗) = q, implying

that DKL(p0||peq) is nonzero and thus F̃ (An) 6= Feq(An). The nonequilib-

rium free energy of tape A is another thermodynamic resource which can be

generated by expending work or mutual information, or used to create them.

Because we have a new resource, this leads to new regimes of behaviour,

shown in Figure 5.8 for q = 0.7. Our system can perform all possible inter-

conversions, and so all sign permutations of ∆F̃ (An), ∆I(An;Bn) and 〈wcycle〉
except for the second law-violating ∆F̃ (An), ∆I(An;Bn), 〈wcycle〉 > 0. The

initial value of F̃ (An) 6= Feq(An) changes the boundaries between regimes

and introduces a new boundary, 0F , along which the net nonequilibrium free

energy change is zero. This occurs in a manner similar to the dynamics along

0I , and for a similar reason: the probabilities of X∗ and X are inverted by
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Figure 5.8: (a) Regimes of behaviour for q = 0.7, τ → ∞: ∆F indicates ∆F̃ (An) > 0;
W and ∆I are defined equivalently. Highlighted (blue) region has ∆I(An;Bn) ≥ 0 and a
greater 〈wcycle〉 than for a system with the same q, α, but I0(An;Bn) = 0.

machine operation, preserving F̃ (An) = F̃0(An), because the nonequilibrium

free energy arises from a KL divergence.

When tape A itself is a non-equilibrium fuel, non-zero I0(An;Bn) allows

for increased 〈wcycle〉 in two ways. The most intuitive is analogous to the

q = 0.5 case: I(An;Bn) is consumed to drive catalysis against the bath’s

chemical load. More surprisingly, in the highlighted region of Figure 5.8 a,

∆I(An;Bn) ≥ 0 yet 〈wcycle〉 is increased relative to an otherwise equivalent

system with I0(An;Bn) = 0. Here, correlations initially support the drive

from F̃ (An) 6= Feq(An) to do work against the bath, but eventually reverse

and oppose further reactions. The need to first reverse the initial correlations

allows more ATP production before the reaction halts, enhancing 〈wcycle〉
despite ∆I(An;Bn) ≥ 0.

5.5.2 Work, free energy, entropy and mutual information changes

during operation

In Figure 5.9, we plot 〈wcycle〉 and ∆I(An;Bn) for q = 0.7 and τ → ∞;

the same values used to produce Figure 5.8. We also include ∆F̃ (An) and

∆F̃ (An, Bn). Previously, for q = 0.5, the initial tape A was in equilibrium
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Figure 5.9: Behaviour for q = 0.7, τ → ∞, to be compared with Figure 5.3. (a) Work
extracted 〈wcycle〉, with contours running downwards from 0.1kT in units of 0.1kT . (b)
Information change ∆I(An;Bn), with contours running downwards from 0.3 in units of 0.1.
(c) Free-energy change in tape A, ∆F̃ (An), with contours running upwards from 0kBT in
units of 0.1kBT . (d) Change in the combined free energy of both tapes ∆F̃ (An, Bn), with
contours running downwards from 0.2kBT in units of 0.1kBT . In all cases, solid contours
indicate 0, dotted contours are positive values and dashed contours are negative. Note the
distortions of the null lines compared to Figure 5.3, and the appearance of two contours
along which ∆F̃ (An) = 0, enclosing a region of negative ∆F̃ (An).

with F̃ (An) = Feq(An) and so only positive values of ∆F̃ (An) were pos-

sible (Figure 5.3). For q 6= 0.5, ∆F̃ (An) is negative between 0all and 0F ,

introducing the new regimes of behaviour illustrated in Figure 5.8. Negative

values of ∆F̃ (An) are now possible because F̃0(An) ≥ Feq(An), rather than

strictly equal for q = 0.5, allowing work to be done by decreasing F̃ (An) to

its equilibrium value.

The null line 0all is now given by 2ψ(1−q) = (1−α)((1−q)ψ+q(1−ψ)), and

positive work occupies a larger region for α > 0 (high [ATP]/[ADP]) than

α < 0 since q > 0.5 provides an excess of X∗ that tends to convert ADP into

ATP. The line 0I is shifted; a non-equilibrium tape A can generate I(An;Bn)

even when a device is fed with no information (ψ = 0.5) and no imbalance

of ATP and ADP (α = 0).

5.5.3 Varying the rates

In this section we investigate the effects of allowing rate constants to differ

depending on enzyme state, but retain the simplification that binding and

unbinding of ATP and ADP is independent of whether the enzyme is active or
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not. In order to do this we introduce the following additional rate constants:

E−
kD1 (1−α)



kD−1

ED, E−
kT1 (1+α)



kT−1

ET ,

E†D +X∗
k2


k−2

E†T +X.

(5.26)

We assume that the difference between ATP and ADP binding strength only

affects the unbinding rate, and so kT1 = kD1 . The detailed balance requirement

outlined in Section 4.2.3 means that in order to maintain thermodynamic

consistency, changes in transition rates must be accompanied by changes in

state free energies or chemical potentials. Recall that the change in chemical

potential from convering an ATP to an ADP is given by ∆µT→D = ∆µ0
T→D+

kBT ln((1 − α)/(1 + α)), where ∆µ0
T→D is the intrinsic change in chemical

potential. We had previously set ∆µ0
T→D = 0, so all of the chemical potential

was due to differing concentrations of ATP and ADP, but we now allow it to

be nonzero. We can now find the free energy difference involved in converting

X∗ → X. In order to do this, consider the chain of transitions involved:

E†− +X∗
kD1 (1−α)



kD−1

E†D +X∗
k2


k−2

E†T +X
kT−1



kT1 (1+α)

E†− +X. (5.27)

By summing the detailed balance condition for each transition, we find that

∆FX∗→X + ∆µT→D = −kBT ln

(
kD1 (1− α)k2k

T
−1

kT1 (1 + α)k−2kD−1

)
(5.28)

= ∆FX∗→X + ∆µ0
T→D + kBT ln

1− α
1 + α

. (5.29)

Recalling that kT1 = kD1 and cancelling yields

∆FX∗→X = ∆µ0
T→D − kBT ln

(
k2k

T
−1

k−2kD−1

)
. (5.30)

Allowing the weights to vary has thus introduced two new quantities: an in-

trinsic free energy difference between X and X∗ (∆FX∗→X) and an intrinsic

chemical potential difference between ATP and ADP (∆µT→D). Any choice
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Figure 5.10: Behaviour for q = 0.7, τ → ∞, and varied rates. Specifically, kT1 = kD1 = 1,
kT−1 = 1.4, kD−1 = 0.8, k2 = 0.7 and k−2 = 2 in reduced units. Additionally, we take
∆F 0

D→T = −1. (a) Work extracted 〈wcycle〉, with contours running downwards from 0.2kBT
in units of 0.1kBT . (c) Information change ∆I(An;Bn), with contours running downwards
from 0.3 in units of 0.1. (c) Free-energy change in tape A, ∆F̃ (An), with contours running
upwards from 0kBT in units of 0.1kBT . (d) Change in the combined free energy of both
tapes ∆F̃ (An, Bn), with contours running downwards from 1kBT in units of 0.1kBT . In all
cases, solid contours indicate 0, dotted contours are positive values and dashed contours are
negative. Note that although distorted compared to Figure 5.9,the overall behaviour is very
similar.

of these two variables that satisfies Equation 5.30 is thermodynamically con-

sistent with the new rate constants, similarly to the way that Example 1 in

Chapter 4 could be constructed either by assigning nonzero free energies to

states or using a chemical bath.

Introducing ∆FX∗→X and ∆µT→D has two consequences: firstly, the nonequi-

librium free energy of tape A acquires a term from the intrinsic free energy

difference between X and X∗:

F̃ (An)− F̃eq(An) = − (p(An = X∗)− peq(An = X∗)) ∆FX∗→X − kBTH(An).

(5.31)

Secondly, the chemical work will gain a term due to the intrinsic difference

in stability between ATP and ADP:

〈wcycle〉 = (q − pτ (An = X∗))

(
−∆F 0

T→D + kBT ln

(
1 + α

1− α

))
. (5.32)

These differences must be taken into account when studying the system with

varied rate constants.

The new transition rates define a new transition matrix, however the system

can be solved exactly as in Section 5.3. We plot ∆I(An;Bn), 〈wcycle〉, ∆F̃ (An)

and ∆F̃ (An, Bn) as a function of α and ψ for q = 0.7, ∆µ0
T→D = 1 in
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Figure 5.10 (new rate constants are given in the caption). Qualitatively,

the results are almost identical to those obtained in Figure 5.9 - the same

regimes exist but their boundaries have shifted. The only qualitative change

is that the contour 0F (a line along which ∆F̃ (An) = 0), now appears on

the top right rather than the bottom left of the figure. In the new setting,

inverting the probabilities of X and X∗ does not preserve F̃ (An), since X

and X∗ have different intrinsic stabilities. In fact, for the parameters we have

chosen, X∗ is more stable than X. Therefore the line 0F , with ∆F̃ (An) = 0,

is found at an even larger excess of X∗ than initially, with the decrease in

H(A) compensated by the increased intrinsic stability of molecules attached

to tape A.

This analysis demonstrates the importance of information as a thermody-

namic resource: the mutual information depends only on the joint distri-

butions of A and B, whereas the nonequilibrium free energy of the tapes

is strongly dependent on the transition rates. It is also always possible to

chose a value of q such that F̃ (An) = Feq(An), and the information is the

only resource of the tapes. For our parameters in Figure 5.10, this value is

q ≈ 0.82. By contrast, the “information entropy” H(An) that is exploited

in many other hypothetical machines [63, 212, 213] has a less important role

when rate constants are varied. In particular, H(An) < Hmax(An) does not

necessarily imply a reservoir from which work can be extracted, and tape A

can either increase or decrease H(A) as it does work on its environment.

5.6 Conclusion

In this chapter we have defined and studied a minimal, analytically tractable

device that exploits correlations in the environment to extract work. We

have made specific quantitative predictions about work and information in-

terconversion with the most general expression for work done being Equa-

tion 5.32. These predictions could be tested by implementing the systems

suggested (see the Supplementary Material of the accompanying paper [222]

for specifics on biochemical implementations) and measuring the work done

and changes in correlation following machine operation. Although changes
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in correlation are - at least conceptually - relatively simple to measure by

comparing the state of the two tapes before and after operation, measuring

work done is more challenging. The work extracted could be used for other

tasks, however, for instance powering a molecular motor. By measuring the

progress of the motor along a track due to machine operation it would be

possible to determine the work done. Like biological systems, our second

design can function autonomously, without the externally imposed control

(tape manipulation) needed to operate the first design. A long-term goal

for this direction of research is to design and analyse a minimal autonomous

system that actually uses the harvested free energy to support itself.

The devices studied in this chapter neither have, nor need, a memory or any

other information-bearing degrees of freedom, since the information exploited

is the correlation between degrees of freedom that are encountered simulta-

neously. When information is contained in correlations between degrees of

freedom that are encountered sequentially (for instance a noisy time-varying

signal), a memory becomes necessary. Other researchers have investigated

harnessing temporal correlations, for instance extracting energy from a cor-

related sequence of molecules [56, 318], as reviewed in Chapter 4.

The key idea in all of these situations is having a (perhaps implicit) model

of the world: knowledge of how the environment is structured that allows

for work extraction. In this chapter, this model of the world is implicit in

the parameters of the system discussed in Section 5.5.3: if presented with an

environment with known α and q, and tasked with a goal (maximising work

extraction, for instance), we could alter these parameters to achieve this goal.

In this case, the model of the world (how tapes A and B are related) and the

decision strategy (what to do when presented with a particular site) are both

combined in the choice of parameters. In the next chapter we investigate how

models of the world might be learnt, and the energetic tradeoffs involved in

doing so.
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6
Nonequilibrium statistical

mechanics of online

supervised learning

6.1 Introduction

In the previous chapter we investigated how persistent information could be

used to extract chemical work by using a model of the world (the correlation

between fuel molecules and indicators encoded in the parameter ψ). In this

chapter we examine how models of the world might be learned. We study

the thermodynamics of learning in a simple stochastic system, and in doing

so uncover a series of new insights: learning is an inherently nonequilibrium

process, even when the system obeys local detailed balance, generation of

entropy is an important predictor of learning (and is unavoidable), and the

work done on the system by a single example is predictive of the learning

that will take place.

The basic framework we use adheres closely to conventional machine learning

and is as follows: we have a set of D datapoints, each in an N-dimensional
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space {x(i)}Di=1, x(i) ∈ RN also known as questions, which are drawn from

some distribution X. To each question x(i) is associated an answer A(x(i)) =

±1, which is referred to as the classification of that datum. The set of

pairs T = {(xi, A(xi))}Di=1 is known as the training set. For conciseness, we

will refer to elements of the training set as examples. We want to use the

training set to predict the classifications of future data also drawn from X.

Because the training data includes classifications, this situation is referred

to as supervised learning. Our aim is to use the training dataset to tune the

parameters (also known as weights) J of a parametrised function fJ(x) by

updating J in response to training data. Defining the zero-one loss

l(a, b) =

1 if a 6= b

0 if a = b
(6.1)

we can track the training error

Et =
D∑
i=1

l(fJ(x(i)), A(x(i))), (6.2)

which measures how well we have reproduced the classifications in the train-

ing data. Typically we care less about reproducing the dataset, however, and

more about learning to predict classifications for data we have not yet seen.

This is measured by the generalisation error

Eg =

∫
X

l(fJ(x(i)), A(x(i)))p(x)dx, (6.3)

which determines how well fJ predicts across all possible questions. In gen-

eral we cannot compute Eg: we may not have access to the full dataset, or

it may be intractable to compute (consider image classification where the

dataset is in principle the space of all natural images). Nevertheless, in some

circumstances, including the situation we consider in this chapter, it can be

computed.

The preceding framework is general: it is a way to evaluate arbitrary super-

vised learning systems. The system we will consider in this chapter is the
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perceptron - a simple classifier that is the building block of neural networks

[268]. Perceptrons are generalised linear models: for a datum x and weights

J, the perceptron classifier function is

fJ(x) = σ(J · x) (6.4)

where σ(·) is a (typically monotonic) transfer function that determines how

the output of the perceptron responds to the linear combination of the

weights J and datum x. The choice of σ depends on the application: for

regression a linear or sigmoid transfer function may be used. We are consid-

ering dichotomous classification and so use a step transfer function:

σ(z) =


1 z > 0

0 z = 0

−1 z < 0,

(6.5)

where σ(0) = 0 to ensure an identical number of classifications for both the

positive and negative classes. Note that z = 0 increasingly rarely as N →∞.

We consider answers A(xi) as coming from another perceptron with weights

B, i.e.

A(xi) = σT (B · xi), (6.6)

where the superscript T denotes that this classification spin is derived from

the teacher network. Weights are also situated in an N -dimensional space,

and in this chapter we will consider quantised spins. This means that each

element of the weight vector can takes on discrete values - we will consider

weights in the interval [−1, 1], with spacing ∆B. Therefore B ∈ {−1,−1 +

∆B, . . . , 0, . . . , 1−∆B, 1}N .

The second perceptron, which determines the correct answers for each data,

is typically referred to as the teacher network, and B are called the teacher

spins. Using a teacher network to produce the answers ensures that the learn-

ing task is feasible: the student network will be able to generalise correctly

by having the same weights as the teacher. In the case of a single percep-

tron, learnability corresponds to linear separability of the data - examples
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with classification +1 are separated from those with classification −1 by a

hyperplane defined by B ·x = 0 in data space (see Figure 6.1). This excludes

rules like the parity function, which it is impossible for a perceptron to learn

[228].

Figure 6.1: Schematics of classification and training. (a) A two-dimensional slice through
data space, showing the separating hyperplanes defined by the teacher weights B (blue) and
the student weights J (black). Circles are elements of the training set with positive classifi-
cation σT = 1, crosses are negatively classified (σT = −1). Colour indicates student spin
bias towards +1 (red) or −1 (blue). The hatched area indicates data that will be misclassi-
fied by the system, such as the circled training datum. (b) A corresponding two-dimensional
slice through weight space, zoomed in on weights J and B. Unfilled circles indicate quan-
tised weight values. The circled example in Figure 6.1a rules out half of the total weight
space (hatched area), and defines a thermodynamic potential (Equation 6.13) that biases
stochastic transitions in J, as indicated by the arrows corresponding to the magnitude of
transition rates in each direction in weight space.

The goal of supervised learning is to learn student weights J that classify all

examples identically to the teacher network, and so Eg = 0. It is clear that

this will occur if J = B and, because σ(J · x) is invariant under rescaling

J·x→ λ(J·x) for λ > 0, it will also occur whenever Ĵ = B̂, where Ẑ = Z/|Z|
denotes the normalised vector of Z. It can be shown [342] that for x ∼ X,

if xi (the i-th component of x) are i.i.d and with mean zero and variance 1

then the generalisation error is given by

Eg =
1

π
cos−1(Ĵ · B̂). (6.7)

Thus the aim of learning is to update J from an initial value J0 in order

to progressively align J with B. Recall that we cannot access B directly,
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but only receive indirect information on it through the training data. We

therefore need to be able to calculate an update vector ∆J from J, x and

A(x). Indexing training data by t, we update the weights using the t-th

example using a learning rule ∆J (which we have yet to define):

Jt = Jt−1 + ∆J(Jt−1,x
t, A(xt)). (6.8)

The weight vector J updates once in response to any given example. The

choice of learning rule can have a dramatic effect on the progress of learning

and its sample efficiency. The simplest effective learning rule is the Hebbian

rule:

∆JH(J,x, A(x)) = A(x)x. (6.9)

Although this rule is both simple and capable of learning, it makes no use

of the output of the classifier when updating the weights. If an example is

classified correctly, it does not necessarily make sense to update J based on

that example. The reason for this is that if J = B and Eg = 0, an update

to J using the Hebbian learning rule may in fact increase the generalisation

error. An alternative learning rule, which makes use of the classifier’s output,

is the perceptron learning rule

∆JP (J,x, A(x)) =
1

2
(A(x)− J · x)x, (6.10)

which does not update from correct classifications. Unlike the Hebbian learn-

ing rule, the perceptron learning rule provably converges in a finite number

of steps [269], which scales linearly with data dimension N . As we will see

later (in Section 6.2), although these rules do not seem particularly different,

they have very distinct thermodynamic consequences when we attempt to

implement them in physical systems. The dynamics of online learning in

perceptrons in the large-N limit under a variety of learning rules (including

other more complex rules such as the AdaTron [10] and Adaline [348] rules)

have been studied in depth using techniques from statistical mechanics, and

are reviewed in [81, 207, 342].

In traditional machine learning weight updates can be computed and applied

deterministically: we are able to fix an update rule, calculate its consequences
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and update J in response. In thermodynamics, however, there is always the

element of chance. Degrees of freedom (the weights) will evolve stochastically

in response to thermodynamic potentials, and all we can do is aim to adjust

these potentials such that the relevant degrees of freedom are more likely to

evolve in the direction corresponding to the classical rule we wish to emulate.

The design and analysis of such a system is the subject of the remainder of

this chapter.

6.1.1 Related work

Although the thermodynamics of inference and information processing (as

reviewed in Chapter 4) have been extensively studied, the thermodynamics

of learning have received relatively little attention. The thermodynamics of

prediction was studied by Still et al. [317], who consider a predictive device

that attempts to forecast future values of a time series from present and past

values, as we review in Section 4.3. The setting we consider in this chapter is

similar to theirs, in that our learning system is presented with a sequence of

data, and learns by relaxing towards equilibrium (without necessarily fully

equilibrating) in the presence of each datum. Our work differs in a number

of ways, however. First, we consider a classification task, rather than their

sequential prediction task. Second, the model of Still et al. operates in

discrete time, without consideration of how the system’s information-bearing

degrees of freedom update in response to data. By making all aspects of

operation clear and explicit, we can draw stronger physical conclusions.

Goldt and Seifert also study thermodynamic aspects of online learning in

a perceptron [135, 136], as we reviewed in Section 4.3. We attempt to go

beyond this work by providing a more physically realistic setting: our learn-

ing process occurs via relaxation towards equilibrium rather than via an

externally-imposed learning force, and we provide a complete training pro-

tocol. The system we study remains in a stable state after training has

completed, whereas the systems studied by Goldt and Seifert will relax to-

wards a Gaussian prior during classification (although it may be possible

to adapt our protocol to suit their system, for instance by setting weight
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transition rates to be zero following training). The thermodynamics of unsu-

pervised learning in restricted Boltzmann machines has also been studied by

Salazar using stochastic thermodynamics [276], and by Decelle et al. using

the method of replicas [98]. Methods of constructing Boltzmann machines

from chemical systems have been studied by Poole et al. [258], however these

systems are incapable of learning without outside assistance: weights are

encoded by concentrations and affinities of different chemical species, which

must be externally adjusted.

Methods from statistical mechanics have a long history of application in ma-

chine learning, particularly in understanding the feasibility of learning tasks.

This literature is summarised by Engel and van den Broeck [112], reviewed

by Watkin et al. [342], and Coolen et al. [81]. Although this approach has

produced a series of powerful results in machine learning theory, it does not

attempt to understand thermodynamic aspects of learning, such as the en-

ergy input required during training.

6.2 Thermodynamic systems for online supervised learning

We are looking for a thermodynamic system that is capable of implement-

ing learning algorithms in response to training data. The system must both

(1) classify data according to its current weights J and (2) define a ther-

modynamic potential in which relaxation towards equilibrium implements

a stochastic version of our desired learning rule. In this section we define

Hamiltonians for systems that can meet these requirements, and combine

them in order to derive a general Hamiltonian for training and classification

in perceptrons with the Hebbian learning rule. We consider systems with

quantised weights in the range [−1, 1] with spacing ∆J , i.e. each weight can

take values in the set {−1,−1+∆J , . . . , 1−∆J , 1}, as with the teacher weight

vector. We set ∆J = ∆B, so the student and teacher weight vectors are both

in the same space. Physically this could correspond to weights evolving in a

landscape of potential wells, or being determined by populations of different

chemical species. This ensures that when the training stimulus is removed

(in a manner we will make concrete shortly) the weights can remain constant
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over long timescales in order to be used for subsequent classification tasks.

This requirement generalises the Ising perceptron, whose learning dynamics

and performance have been studied in the classical (i.e. non-stochastic) case

in [146, 163] and show interesting qualitative differences to the continuous

weight case. The stochastic thermodynamics of learning a perceptron with

continuous weights have been studied previously [135, 136], however it is cur-

rently unclear which distinctions are preserved in the transition from classical

to stochastic thermodynamic learning.

6.2.1 Classification

Drawing inspiration from the classical perceptron, we define the classifier

Hamiltonian

HC(J,x, σ) = −σJ · x, (6.11)

for output spin σ = ±1. If we fix student weights J and datum x (in a manner

defined in Section 6.2.4) and allow σ to evolve freely then at equilibrium we

find that

peq(σ = 1|J,x) =
1

1 + e−2βJ·x , (6.12)

which defines a logistic classifier. In the limit β → ∞ this reproduces the

step-function classifier used in the classical setting. Note that classification

probability is invariant under the transformation β → λβ, J→ λ−1J. We fix

this freedom by constraining |Ji| ≤ 1. Thermodynamically, rescaling |J| by

altering ∆J does work on the system when J 6= 0 by altering the energy of an

occupied state, whereas altering β heats/cools it and so affects its entropy.

6.2.2 Hebbian learning rule

We now need to add to the Hamiltonian so that when a training datum x

and its corresponding classification σT (x) are coupled to the system and the

J degrees of freedom are allowed to evolve, it is energetically favourable for

weight i to move in the direction σT (x)xi. This can be achieved by replacing
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the freely-evolving spin σ in Equation 6.11 with the fixed teacher spin to give

HL(J,x, σT (x)) = −σT (x)J · x. (6.13)

Under this Hamiltonian, a change of weight i in the direction σT (x)xi is

energetically favourable: H(J + ∆Jei) − H(J) = −∆Jσ
T (x)xi, where ei is

the i-th basis vector, showing that HL can recapitulate a stochastic version

of the Hebbian learning algorithm.

From this Hamiltonian, and the requirement that the system satisfy local

detailed balance, we can derive compatible dynamics for the system, as out-

lined in Chapter 4. The local detailed balance condition, which is equivalent

to requiring that the system has an equilibrium steady state, states that:

Rsi,sj

Rsj ,si

= eβ(H(sj)−H(si)), (6.14)

for states si and sj, where Rsi,sj is the rate of transition from state sj to

si and H is the Hamiltonian. The examples x(i) and their corresponding

teacher spins σT are externally imposed and held constant for a fixed period

τ , during which they define a thermodynamic potential for the weights to

evolve stochastically in. We consider dynamics in which weights evolve in-

stantaneously by a single step of size ∆J , and weights evolve independently.

Thus the dynamics are J→ J′ = J + ∆Jei, where ei is the i-th basis vector

in weight space. With these dynamics, equations 6.13 and 4.20 imply that

that the ratio between the rate of increase of weight i R+
i and its rate of

decrease R−i is given by

R+
i

R−i
= exp(βσT [(J + ∆Jei) · x− J · x])

= exp(βσT∆Jxi).

Distributing the exponential factor equally between the forward and back-

ward transitions (known as the Kawasaki convention [181]) leads to the fol-
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lowing rate equations:

R+
i = η exp(

1

2
βσT∆Jxi) (6.15)

R−i = η exp(−1

2
βσT∆Jxi), (6.16)

where η is a positive constant that scales the rate at which weight transitions

occur. The weights evolve according to a biased random walk on a finite set

(the allowed weight values), where the direction of the bias is set by the

product of the teacher spin and the i-th dimension of the datum. This leads

to the following transition rate matrix for the i-th weight at fixed x and σT :

R(σT , xi,∆J , β) =


−R+ R− 0 · · · 0

R+ −(R+ +R−) R− · · · 0

0 R+ −(R+ +R−) · · · 0
...

...
...

. . .
...

0 0 0 · · · −R−

 .

(6.17)

This in turn leads to the following differential equation for the probability

mass vector pt(Ji) = (pt(Ji = −1), pt(Ji = −1 + ∆J), . . . , pt(Ji = 1))T :

pt(Ji) = eRtp0(Ji), (6.18)

where p0(Ji) is the prior distribution. Notice that each weight moves in-

dependently and so the probability distribution factorises, giving pt(J) =∏N
i=1 pt(Ji).

6.2.3 Complete Hamiltonian

We now wish to define a full Hamiltonian consistent with Equations 6.11

and 6.13. Additionally, this Hamiltonian must be able to couple to each

example in the dataset in order to allow a well-defined training protocol. We

also wish to be able to incorporate non-uniform prior distributions over J.
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These constraints are met by the following Hamiltonian:

H(σ,B,J,x, t) = −
D∑
i=1

(αi(t)σ
T (x(i)) + γi(t)σ)J · x, (6.19)

which is essentially HL (Equation 6.13) and HC (Equation 6.11) for each

example with variable coupling constants αi (controlling training) and γi

(controlling classification) for each of the D members of the training set{
x(i)
}D
i=1

. It is possible to encode a prior distribution on J by adding a term

V (J) to Equation 6.19. The prior function V (J) controls the equilibrium

distribution of J when uncoupled to any examples, and will also impose

a bias on the training process. For instance, V (J) = J · J will lead to a

discretised spherical Gaussian prior distribution. In the remainder of this

chapter we set V (J) = 0 in order to simplify analysis.

6.2.4 Training protocol

Prior distribution The system begins uncoupled from any examples,

with αi = γi = 0∀ i. In this situation every weight vector J has equal energy,

and so peq(J) = M−N for all J, where M = 1 + 2/∆J is the number of values

a given weight can take. We refer to this state as the prior distribution. A

non-uniform prior could be included by adding a J-dependent term, however

this would complicate the subsequent analysis by coupling transition rates

in different weight dimensions (see below). In the pre-training state peq(σ =

1) = peq(σ = −1) = 1/2, which is the maximum-entropy state of the system.

Training Training begins by setting γi = 0 ∀ i and α1 = 1 in order to in-

stantaneously couple the first example from the training set
{
x(i)
}D
i=1

. Train-

ing proceeds by coupling instantaneously to an example, interacting for a

period τ , and then decoupling instantaneously. This gives the following time

169



series for the coupling parameters:

αj(t) = θ(t− jτ)− θ(t− (j + 1)τ)

γj(t) = 0 ∀ t

where θ is the Heaviside step function. In Section 6.3.2 we demonstrate that

quasistatic coupling and decoupling prevents learning, however it is possible

that more efficient protocols exist (for instance linearly scaling α with time).

After D examples have been coupled in a total time T = Dτ , training is

completed. Although we refer to the distribution p0 as a prior, the final

distribution pT is not a posterior in the true Bayesian sense, as it assigns

positive probability to all weight combinations, even those which have been

ruled out by the training set (see Figure 6.1). The design and analysis of a

thermodynamic system that performs true Bayesian inference is, to the best

of our knowledge, still an open problem. The comparative complexity of

machine learning systems that perform Bayesian inference for a perceptron -

which requires a multiple layer network known as a committee machine [241]

- suggests that this will be a challenging task.

Classification Once training is complete the weights are frozen by set-

ting the relevant rate constants to zero (J transitions are now no longer

possible) and classification can begin. The classification spin σ is still at

its prior distribution where p(σ = 1) = p(σ = −1) = 1/2. The classifica-

tion example xD+1 can be introduced quasistatically, which will decrease the

entropy of σ according to

∆Sσ = −q ln q − (1− q) ln(1− q)− ln 2 (6.20)

where q = peq(σ = 1|J,x), so the change in thermodynamic potential when

classifying an example is dependent on the example to be classified and the

weights of the system. After classification is complete, γ can be quasistati-

cally reduced to zero, at which point Sσ = ln 2 as it was before classification.
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6.3 Characterising performance

Using the model of Hebbian learning we have just defined we can investigate

learning dynamics using Gillespie’s stochastic simulation algorithm to sam-

ple trajectories from the Hebbian learning model defined in Section 6.2. In

the following we sample D examples {x(i)}Di=1 independently from a spher-

ical Gaussian x(i) ∼ N (0N , IN), where 0N is an N -dimensional zero vec-

tor and IN is the N -dimensional identity matrix. The system is exposed

to each datapoint for a period τ before xi → xi+1 and ti → ti+1 instan-

taneously, leading to a total online learning time of T = Dτ . We set

the inverse temperature β and dimensionality N to be constant through-

out learning. The student weights were initialised by sampling uniformly

from {−1,−1 + ∆J , . . . , 1 −∆J , 1}N = peq(J)|x=0N (the equilibrium config-

uration when the system is uncoupled from any examples). Teacher weights

B were drawn from the same distribution but except where explicitly stated,

were kept constant between samples in each experiment. We will refer to

peq(J)|x=0N as the prior distribution as it is the distribution the system begins

in when it is uncoupled from any data. Training data x remained constant

across each repeat: the sources of variability between samples are the initial

configuration of the system J0 and the subsequent stochastic evolution of J

in response to the quenched disorder of the dataset {x(i)}Di=1.

6.3.1 The perceptron can learn successfully

As we show in Figure 6.2, the system learns over time to classify examples

correctly, indicating that the system is capable of learning online from data.

Although the generalisation error Eg improves over time, it does not reach

zero and there is substantial variability in generalisation error between train-

ing runs. This is due to the inherent stochasticity of the system and not

due to incomplete training, as the system exposed to the same training data

but starting from the correct weights (J0 = B) converges during within T

to the same distribution, as shown by the red curve in Figure 6.2B. This is

likely to be due to a balance between the probability of weight transitions

proceeding in the correct direction (controlled by β and ∆J) and a combina-
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Figure 6.2: The system can learn to classify data generated from a teacher system with
weights B. (a) Evolution of generalisation error Eg for stated hyperparameters β, N , ∆J

and τ , beginning from initial conditions sampled uniformly in weight space. Mean agreement
across 1,000 samples is indicated by the solid black line, shaded area is bounded above and
below by 95th and 5th percentile values of agreement respectively. (b) Evolution of gener-
alisation error distribution at t1 = 1, t2 = 5 and t3 = 8 (indicated by blue, green and red
dashed lines in (a)). Low values of A rapidly become improbable, however the mean takes
longer to respond. Substantial variation around the mean remains as t→∞.

torial factor due to the number of J states near but not at Eg = 0 (governed

by N and ∆J). We investigate the dependence of learning performance on

hyperparameters in Section 6.3.3, but first we demonstrate that online learn-

ing in this system is an inherently nonequilibrium phenomenon: data cannot

be coupled and decoupled quasistatically, and equilibrating fully to a single

example leads to heavily impaired learning.

6.3.2 Learning is inherently nonequilibrium

Quasistatic learning is impossible In this system the examples x(i)

and teacher spins σT each define a thermodynamic potential that determines

the stochastic dynamics of J. In this section we demonstrate that learning

is inherently nonequilibrium, in the sense that although the system satisfies

detailed balance and so has an equilibrium steady state distribution, relax-

ing to that steady state distribution for each example (the limit τ → ∞)

leads to dramatically impaired learning. The reason for this is that once the

system has relaxed to the steady state determined by a given x(i) and σT all

information about the preceding examples has been lost: the steady state is
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Figure 6.3: Learning is an inherently nonequilibrium process. Coupling to a single example
approximately quasistatically until t = 100, before quasistatically uncoupling (red line) leads
to a return to the prior distribution, indicating that nothing is learnt from this example. Re-
maining coupled (blue line) for t → ∞ leads to dramatically reduced learning compared to
the online setting showh in Figure 6.2.

determined entirely by the current example and teacher spin. This reason-

ing also indicates that it is not possible to quasistatically replace example

i with example i + 1 and still preserve learning. The protocol to do this

would be to quasistatically reduce αi(t) to zero, before quasistatically raising

αi+1(t) to one. However, during this protocol the system will equilibrate to

peq(J)|x=0N , which is uniform across weight space. This will completely ran-

domise the system’s weights after every example, preventing online learning.

A numerical demonstration of this is shown in Figure 6.3. In this figure the

coupling constant α is raised from 0 by 0.1 every 10 time units while coupled

to a single example, simulating quasistatic introduction of a new example.

At t = 100, α decreases by 0.1 every 10 time units until the example is fully

decoupled. At this point the weights have returned to the prior distribution

and all learning has been lost.

Online learning is necessary A single example conveys a maximum of

one bit of information about B, whereas there are MN possible values for J

and B, where M = 1+2/∆J is the number of values a given weight can take,

implying that a minimum of N logM bits are required for complete learning
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(i.e. achieving J = B). In fact, for completely accurate generalisation we

only need that Ĵ · B̂ = 1, so this is an overestimate, but it illustrates that

for information-theoretic reasons it is necessary to couple to multiple exam-

ples. However, a single example can provide some training benefit. This is

illustrated in Figure 6.3: the system is coupled to a single randomly chosen

example at t→∞ and has approximately equilibrated by t = 100. The mean

equilibrium agreement Aeq ≈ 0.45 is substantially lower than the agreement

value for the online case shown in Figure 6.2, where Aonline ≈ 0.8.

6.3.3 Effect of hyperparameters on learning

Figure 6.4: Quantifying the effect of (a) N , (b) ∆J and (c) β on performance. Error bars
are SEM over 1000 simulations. Teacher weights B and initial student weights J0 were ran-
domised across samples for each run.

Figure 6.4 plots the dependence of our generalisation metric on hyperparam-

eters β, N and ∆J . When hyperparameters were not varied they were kept

at default values N = 5, ∆J = 0.2 and β = 10. Generalisation appears to

vary approximately linearly across the ranges considered for β and N , but

shows a minimum for ∆J = 1/3. This may be due to incomplete training:

each system was exposed to D = 100 examples with a per-example duration

τ = 0.1. As ∆J decreases, the bias in the random walk also diminishes, in-

creasing the time to train to convergence with all other parameters remaining

constant.
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6.4 Energetics of learning

Now we have demonstrated that the system can learn, and begun to under-

stand how different hyperparameters affect learning, we move on to investi-

gate the energetics of learning. In this we adopt the framework of stochas-

tic thermodynamics, which we discussed in more depth in Chapter 4, and

has been reviewed extensively elsewhere [101, 288], including with a focus

on specifically information-theoretic issues [249]. We find that training the

system involves both performing work and generating entropy in the sur-

rounding medium. Rates of entropy generation and work both decrease once

training has converged, but exposure to new data continues to do net work

and generate entropy even after convergence.

6.4.1 Calculating stochastic thermodynamic quantities

Work Recall from Equation 4.30 that the stochastic work for a system

with state trajectory ~x0:T and with free energy function F governed by a

control parameter λ the stochastic work done during the trajectory is given

by

∆w[~x0:T ] =

∫ T

0

∂

∂λ
F (x(τ), λ(τ))

dλ

dτ
dτ. (6.21)

In this system the free energy of a state only changes when the system un-

couples from its current example and couples to a new one. The training

datum xi and classification σT (xi) define the free energy F . According to

the protocol defined in Section 6.2.4, these change instantaneously when a

new example is introduced and are constant between changes. For the Heb-

bian learning Hamiltonian (Equation 6.13), the stochastic work done during

an instantaneous change from training datum (x, σT (x)) to (x′, σT (x′)) is

∆w = H(J,x′, σT (x′))−H(J,x, σT (x)) (6.22)

= σT (x)J · x− σT (x′)J · x′ (6.23)

= J · (σT (x)x− σT (x′)x′). (6.24)

175



If an example is correctly classified by J, sign (J · x) = sign
(
σT (x)

)
and

H < 0. Conversely, for an incorrectly classified example the internal en-

ergy of the system is positive. Because of this, when an incorrectly classi-

fied example replaces a correctly classified one, work is done on the system.

Information-theoretically, a new incorrectly classified example places a new

constraint in weight space (see Figure 6.1b) and so represents a source of

information. Changes in the magnitude of examples also lead to changes in

work, however for i.i.d data these will average out to zero due to the linearity

of the Hamiltonian.

Stochastic entropy generation in the medium Recall from Equa-

tion 4.33 that for a trajectory ~x0:T , the stochastic entropy generation in the

medium ṡmed[~x0:T ] is given by

ṡmed(x(t)) =
∑
j

δ(t− τj) ln
Rx+j x

−
j

(t)

Rx−j x
+
j

(t)
, (6.25)

where transitions along ~x0:T are indexed by j. For state transition j, the

system systems from initial state x−j to final state x+
j at time τj. In our

system the transition matrix R is constant for a given example, and so for a

trajectory ~xm→n0:T with a single transition from state m to state n we have:

∆smed[~xm→n0:T ] = ln
Rnm

Rmn

. (6.26)

Inserting the values of R we derived in Section 6.2.2, we can calculate the

stochastic medium entropy generated by an increase in the i-th weight Ji →
Ji + ∆J ,:

ṡmed(Ji → Ji + ∆J) = β∆Jσ
T (x)xi, (6.27)

with ṡmed(Ji + ∆J → Ji) = −ṡmed(Ji → Ji + ∆J). Stochastic entropy genera-

tion occurs from changes in J , whereas work occurs due to changes in x and

σT (x). Following the classical Hebbian update generates entropy, and the

stronger the bias towards the classical update the more entropy is created.

Because the system satisfies local detailed balance, the housekeeping entropy

production is zero (as there are no steady-state currents) and all entropy
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generation in the medium is due solely to the the excess medium entropy.

Stochastic entropy Recall that the stochastic entropy s(τ) is given by

Equation 4.24:

s(τ) = − ln pτ (n(τ)), (6.28)

where pτ is the probability distribution of the system at time τ . In the

Hebbian case the probability distribution factorises (see Section 6.2.2) so

pτ =
∏N

i=1 p
i
τ where piτ is the probability distribution of the value of weight

i. The evolution of piτ is governed by Equation 6.18. Because of this, the

stochastic entropy factorises with

s(τ) = −
∑
i

ln piτ (Ji(τ)), (6.29)

where piτ (Ji(τ)) is the ensemble probability that the weight Ji attains its

current value at time τ .

6.4.2 Evolution of energetic quantities through training

Using the quantities defined in the previous section, we can investigate the

energetics of learning using the Hebbian Hamiltonian. As in Section 6.3, we

set N = 5, ∆J = 0.2 and use the same set of D = 100 training examples

across 1,000 sampled trajectories. The results for β = 20, τ = 0.1 are shown

in Figure 6.5a. Once the system has finished learning around t ≈ 3 work

and entropy generation rates drop, but remain positive. Stochastic entropy

decreases on average, reflecting the system moving from its initial maximum-

entropy state as a result of training. Given our earlier observations regarding

work and stochastic entropy generation in the medium for introducing infor-

mative examples and following the classical Hebbian learning rule, it seems

likely that these quantities are related to learning.
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Figure 6.5: Energetics of training via the Hebbian Hamiltonian. (a) Generalisation error de-
creases during training, showing that the system is capable of learning, Work and stochastic
medium entropy increase during training, but the rate of increase slows once training has
plateaued (dashed line shows linear fit to data between t = 0 and t = 5). Stochastic en-
tropy decreases over training, and also plateaus once training plateaus. Once training has
completed, entropy and work production rates decrease but remain positive. Dashed lines in
middle panel indicate linear extrapolation from ∆w and ∆smed early in training. Stochas-
tic entropy decreases during training (bottom panel). (b) Stochastic entropy generation at
t = 1, t = 2 and t = 5 (blue, red and green lines points, shown as vertical lines in (a)) show
strong correlation with decreased generalisation error. Dashed lines indicate linear regression.
(c) Work done by introducing an example (before t = 1) has a weak but nonzero correla-
tion with the example’s effect on generalisation error. The correlation shown is for τ = 1
- correlation for τ = 0.1 is present but substantially weaker. Dashed lines indicate linear
regression.

178



6.4.3 Work, entropy generation, and learning

By calculating ∆smed and ∆w throughout training for each trajectory, we can

determine the influence of these stochastic thermodynamic quantities on the

change in generalisation error during the trajectory. The results are shown in

Figure 6.5b and c. There is a clear correlation between ∆smed and learning

performance, with greater entropy generation in the medium associated with

a larger decrease in generalisation error both before and after convergence.

The dependence on ∆w is significantly weaker, however, reflecting the fact

that changes in work can be done either by introducing more information

or simply changing the magnitude of an example. These results hold during

the training phase of the protocol defined in Section 6.2.4. Taken over the

whole protocol, however, the change in the internal free energy of the system

is zero and so all work in will be dissipated.

6.5 Conclusion

In this chapter we have introduced a Hamiltonian for a system with quantised

weights which is capable of online supervised learning on a classification task.

We have found that different learning algorithms can have qualitatively dif-

ferent thermodynamic implications, but that Hebbian learning (the simplest

learning rule) can learn through relaxation towards a thermal equilibrium

defined by each training example. Although learning proceeds by relaxation

towards equilibrium, the process of relaxation cannot be allowed to proceed

too far or all information from earlier examples will be lost: online learning

is an inherently nonequilibrium process, even for learning rules satisfying lo-

cal detailed balance. We investigated the energetics of learning and found

that entropy generation in the surrounding medium is strongly connected to

learning performance. This chapter is only a preliminary investigation into

the energetics of learning, and even within this particular system there are

many questions yet to be answered.

Our first priority for further work is to fully solve the model defined in Sec-

tion 6.2 for arbitrary ∆J , β and N for a known datum x and σT . This is
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also likely to enable computing the expected work and stochastic medium en-

tropy in a manner similar to Chapter 5, which will yield more robust insight

into physical costs than the simulation-based work we have carried out in

Section 6.3. Once the analytical solution for a given datum is known, we can

consider averaging over the quenched disorder defined by a series of training

data in order to calculate expected learning performance.

A important avenue for future work is to further understand our central

claim, which is that online learning is an inherently nonequilibrium pro-

cess that cannot be performed quasistatically. We have demonstrated this

for a simple system carrying out a typical online learning task, but have

no demonstrated this in more generality. Although the more general claim

makes intuitive sense in the light of the results we have shown here, for the

moment it remains a conjecture. We will search for other ways in which su-

pervised learning could be performed quasistatically - for instance coupling

a system quasistatically to the entire dataset simultaneously (αi = 1∀i in

Equation 6.19), or averaging across an ensemble of systems, each quasistat-

ically coupled to a single datum. If these protocols can learn successfully,

this would suggest that our result to be related to the ‘modularity costs’

demonstrated by Boyd et al. [53]. The fact that the system must not relax

to equilibrium poses a challenge for autonomous operation in the sense of

Chapter 5, where the system binds and unbinds from examples. In Chap-

ter 5 it was advantageous to allow the system to relax towards equilibrium

as far as possible, letting interaction time τ → ∞. In this chapter we have

demonstrated the importance of the interaction time to learning, so this must

be tightly controlled - an energetically expensive operation [22].

Finally, we will seek to expand the range of systems we can understand ther-

modynamically beyond a single perceptron to include networks of multiple

layers, or with recurrent dynamics [81]. At least two new potential challenges

come into play at this point: (1) how to define a suitable Hamiltonian such

that the learning signal propagates through the network, and (2) the time

taken for propagation of the learning signal through the network. For (1)

it is unclear whether allowing x and σT to serve as boundary conditions on

the spin system will suffice - this may be enough, or a more complex proto-
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col or system may be required. The new timescale introduced by (2) would

be imposed by slow relaxation of weights inside the network in response to

a learning signal - information processing systems are known to sometimes

possess glassy characteristics [237], and may impose a minimum timecale for

learning. Although these considerations may add considerable complexity,

they are necessary to move the thermodynamics of learning closer to the

situations we encounter in practice.
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7
Conclusion

This thesis has investigated relations between energy, information (in the

form of learning) and self-regulation (in the form of homeostatic behaviour) in

a number of situations. As mentioned in the introductory chapter, in order to

make progress it was necessary to separate our studies into phenomenological

studies of homeostatic behaviour (Part I) and physical models of learning and

extracting work from correlations (Part II). In this brief concluding chapter

we first review what we have learned and how each element of the thesis

could be developed, before using the tools we have developed over the course

of the thesis to attempt a synthesis of both parts, and to sketch some future

research directions in the thermodynamics of autonomous agents.

Part I of this thesis reviewed (Chapter 2) and investigated (Chapter 3) en-

ergy homeostasis in real biological systems. By applying a novel stochastic

model to real feeding data obtained from rodents we were able to both cre-

ate a predictive model of feeding behaviour and obtain new insights into how

the structure of behaviour is modified in response to both pharmacological

and behavioural interventions. We found substantial differences between the

behavioural effects of commonly-studied anorectic agents, as well as demon-

strating that their behavioural effects also differ from a natural satiated state
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due to ad libitum feeding. We also shed light on day/night variations in

feeding strategies, in addition to studying the effects on feeding of simple

non-drug interventions, such as slowing gastric emptying or altering feeding

schedules.

There are multiple avenues along which the work in Chapter 3 could be

developed, including:

1. More detailed modelling of physiological state and its behavioural ef-

fects, including neural, endocrine, and metabolic factors reviewed in

Chapter 2.

2. Applications of the model to understand a broader range of questions,

for instance the effects of palatability, diet composition, or social effects.

3. Incorporation of learning, for instance in response to scheduled feeding

[104] or sham meals [92].

The first two avenues of research could be accomplished within the PDMP

framework we have outlined, however accounting for learning effects would

require developing the framework further as it requires adapting the be-

havioural parameters θ gradually in response to changing circumstances.

One approach would be to determine the optimal behavioural parameters

for a given set of conditions using techniques for optimal control of PDMPs

(e.g. [100]), which would provide a normative standard to compare behaviour

against.

Part II investigated physical constraints on how agents can both learn about

the world (Chapter 6) and use knowledge of existing correlations to extract

work, or use available work to generate correlations (Chapter 5). In Chap-

ter 4 we reviewed stochastic thermodynamics, as well as recent research into

thermodynamic limitations on learning and inference both in biochemical

systems and in more abstract settings. In Chapter 5 we used the tools of

stochastic thermodynamics to demonstrate and analyse a biochemical system

that can (depending on parameters) exploit correlations in the environment

to perform work, or use a source of chemical work to generate correlations.
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This machine can be thought of as a biochemical Maxwell’s Demon, in which

all aspects of operation made clear. Finally, in Chapter 6 we define a Hamil-

tonian for a perceptron-like learning system. This system performs online

supervised learning, and by careful consideration of the relevant physics we

are able to investigate the thermodynamic costs of learning.

Further work for Part II could include:

1. Generalising the results of Chapter 5 and related work such as [56]

(which studies temporal variation and the use of a memory) to incor-

porate the effects of lossy models of the environment (as investigated

without consideration of thermodynamics in [217, 292]).

2. Extending the learning system of Chapter 6 to incorporate more com-

plex learning systems, for instance multiple-layer networks. If this is

done by fixing spins at the input and output layers, it is possible that

internal glassy dynamics may introduce a new relaxation timescale that

limits the speed at which learning can occur.

3. Better understanding the origin of the nonequilibrium nature of the

learning algorithm in Chapter 6: could a protocol which is allowed to

interact with every datum simultaneously learn quasistatically? What

about averaging an ensemble of systems, each of which interacts qua-

sistatically with a single example?

Although the two parts of this thesis focus on different (but related) topics

- Part I is largely phenomenological and empirical, whereas Part II relies on

fundamental physical considerations - they are linked by a common mathe-

matical structure. The probability measure for a stochastic thermodynamic

trajectory, which we outlined in Chapter 4, can be interpreted as the mea-

sure of a Piecewise Deterministic Markov Process (as introduced in Chapter 3

and explained in detail in Appendix B), as we will now demonstrate. For

simplicity we will only demonstrate this equivalence for a trajectory with a

single jump, although the result generalises trivially. Consider a process that

begins in discrete state α at time 0, and transitions to discrete state β at

time t, at which point the trajectory ends. The PDMP has continuous state
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x(t), whose dynamics are given by the state-dependent ODE ẋ(t) = φα(x, t).

For a PDMP with rate function ψα(x(t), t) and transition kernel Qαβ(x, y)

(which determines the probability that after leaving state α the process will

move to state β), the measure of a single-jump trajectory z(t) is given by

pPDMP[z] =

[
ψα(x(t)) exp

{
−
∫ t

0

ψα(x(τ)) dτ

}]
Qαβ(x(t)), (7.1)

where the term in square brackets gives the lifetime of state α (see Ap-

pendix A). For a stochastic thermodynamic trajectory with transition rates

Rβα, whose time dependence is determined by control parameters λ(t), the

measure of a trajectory with the same dynamics on the discrete states (i.e.

α→ β at time t) is given by

pST[z] = Rβα(λ(t)) exp

{∫ t

0

R̃α(λ(τ)) dτ

}
, (7.2)

where R̃α = −
∑

γ 6=αRγα is the diagonal element of the transition matrix R,

denoting the total probability flux out of state α.

By identifying x(t) = λ(t), ψα = −R̃α, and Qαβψα = Rβα, we can draw an

equivalence between Equations 7.1 and 7.2. This equivalence is only true for a

restricted class of PDMPs: in order to have x(t) = λ(t) it is necessary for the

ODE governing x(t) to be the same in all discrete states. Allowing differences

in λ̇ between discrete states would imply external measurement and feedback

control, which has been studied in the context of stochastic thermodynamics

[164, 249]. The relation Qαβψα = Rβα also has implications: it requires that

Qαβ =
Rβα∑
γ 6=αRγα

. (7.3)

If the transition matrix R is determined by detailed balance from free energy

differences, i.e. Rβα = e
1
2

∆Fβα for free energy difference ∆Fβα between β and

α, then Equation 7.3 will take the form of a softmax function, which may

be familiar from machine learning. This equivalence allows us to attach a

thermodynamic interpretation to a subset of PDMPs, which we have already

demonstrated form a flexible model for homeostatic behaviour. Extending a
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thermodynamic interpretation to a wider range of PDMPs, or demonstrat-

ing why this is not possible, would be a valuable avenue of research in the

thermodynamics of autonomous agents.

This thesis has investigated self-regulation, free energy extraction, and learn-

ing as separate phenomena. Thermodynamics links free energy extraction

and learning, as discussed in Chapters 4 and 5, and it appears that self-

regulation also admits a thermodynamic interpretation (at least in some

cases), as we have just outlined. We are now in a position to attempt a

closer synthesis of learning, decision-making, self-regulation, and thermody-

namics in order to understand the fundamental constraints and tradeoffs that

intelligent agents face.
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López. Peripheral glucagon-like peptide-1 (GLP-1) and satiation. Phys-

iology & behavior, 105(1):71–76, 2011.

[262] J. Qian and F. A. J. L. Scheer. Circadian system and glucose

metabolism: implications for physiology and disease. Trends En-

docrinol. Metab., 27(5):282–293, 2016.

[263] A. Reichenbach, R. Stark, M. Mequinion, R. R. Denis, J. F. Goularte,

R. E. Clarke, S. H. Lockie, M. B. Lemus, G. M. Kowalski, C. R. Bruce,

et al. AgRP neurons require carnitine acetyltransferase to regulate

metabolic flexibility and peripheral nutrient partitioning. Cell reports,

22(7):1745–1759, 2018.

[264] R. C. Ritter. Gastrointestinal mechanisms of satiation for food. Phys-

iology & Behavior, 81(2):249–273, 2004.

[265] P. A. Robinson, A. J. K. Phillips, B. D. Fulcher, M. Puckeridge, and

J. A. Roberts. Quantitative modelling of sleep dynamics. Philos. Trans.

R. Soc. A Math. Phys. Eng. Sci., 369(1952):3840–3854, 2011.

212



[266] E. T. Rolls. Sensory processing in the brain related to the control of

food intake. Proc. Nutr. Soc., 66(1):96–112, 2007.

[267] M. Rosenbaum, R. Goldsmith, D. Bloomfield, A. Magnano, L. Weimer,

S. Heymsfield, D. Gallagher, L. Mayer, E. Murphy, and R. L. Leibel.

Low-dose leptin reverses skeletal muscle, autonomic, and neuroen-

docrine adaptations to maintenance of reduced weight. J. Clin. Invest.,

115(12):3579–3586, 2005.

[268] F. Rosenblatt. The perceptron: a probabilistic model for information

storage and organization in the brain. Psychol. Rev., 65(6):386, 1958.

[269] F. Rosenblatt. Principles of neurodynamics. perceptrons and the theory

of brain mechanisms. Technical report, Cornell Aeronautical Lab Inc

Buffalo NY, 1961.

[270] A. Roy and R. S. Parker. Dynamic modeling of free fatty acid, glucose,

and insulin: An extended “minimal model”. Diabetes Technol. Ther.,

8(6):617–626, 2006.

[271] R. Rudnicki and M. Tyran-Kamińska. Piecewise deterministic Markov
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A
Mathematical supplement for

Chapter 2

A.1 Introduction

In this Appendix we provide the basic mathematical details of each model

detailed in the manuscript. We provide a brief overview of each model, de-

tailing its most important features, before giving the equations characterising

the model. We then summarise the main findings of each model, including

experimental comparison where appropriate. Further details, such as bifur-

cation analyses or derivation of optimal controls are not included in full for

reasons of brevity, however they are summarised at the end of each section.

Readers are directed to the paper in which these details are derived for full

details. Although we have altered some notation for ease of reading (espe-

cially where variable names were several characters long) we have remained as

close as possible to the notation of the original papers, making transitioning

into reading the primary literature as simple as possible.
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A.2 Endocrine models

Models in this section describe the dynamics of one or more endocrine regu-

latory systems in response to external perturbations. The most extensively

modelled regulatory system is glucostasis - the regulation of blood glucose by

insulin and glycogen. In this case external stimuli are infusions of glucose.

This class of models has a surprisingly rich phenomenology, especially when

considered over long timescales and extended to include the dynamics of pan-

creatic β cells (which secrete insulin, and whose growth depends nonlinearly

on glucose concentration). Insights from glucostasis have been used to in-

vestigate other mechanisms such as leptin-mediated control of feeding, and

models of the interaction between multiple regulatory systems and behaviour

are beginning to be investigated.

A.2.1 Bergman - Minimal model of insulin secretion

Bergman’s famous ‘minimal model’ [35] aims to describe the response of body

to the intravenous glucose tolerance test (IVGTT). In the IVGTT glucose

is injected as a bolus into the system, and a first-phase insulin secretion

is also modeled as a bolus arriving along with the glucose. This model

improves on the work of Bolie by considering a second-phase insulin secretion

at the pancreas I rather than having a single insulin variable representing the

average concentration in the body. This incorporates the fact that it takes

time for insulin to travel from the pancreas to the rest of the body, an idea

which is developed further in delay differential equation models [SI A.2.3].

Changes in I occur in response to dynamics of glucose G and insulin in the

‘remote compartment’ X, where insulin only acts once it has made its way

to the remote compartment. This model leads to a set of 3 ODEs (following
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the notation of de Gaetano and Arino [96])

dG(t)

dt
= (P1 −X)G(t)− P1Gb (A.1)

dX(t)

dt
= −P2X(t) + P3(I(t)− Ib) (A.2)

dI(t)

dt
= P4(G(t)− P5)+t− P6(I(t)− Ib) (A.3)

The baseline levels of glucose and insulin are given by Gb and Ib respectively,

P1 is the insulin-independent rate of glucose uptake by the body, P2 the rate

of decrease in tissue glucose uptake and P3 is the insulin-dependent rate. P4

is the rate of pancreatic release of insulin per mg/dl of glucose, P5 is the

target glycemia in the pancreas and P6 is the decay rate of insulin in the

blood. By fitting time series to this model, a number of metabolic parame-

ters representing glucose tolerance can be obtained, allowing classification of

individuals into groups of high and low tolerance.

A.2.2 Bolie - Simple insulin and glucose dynamics

In 1961, Bolie defined a two-component ODE model of insulin-mediated glu-

cose regulation [46]. In a system of volume V , insulin X and glucose Y are

modelled as a system of two coupled ODEs with arbitrary clearance functions

Fi

V
dX

dt
= İ − F1(X) + F2(Y ) (A.4)

V
dY

dt
= Ġ− F3(X, Y )− F4(X, Y ), (A.5)

where İ and Ġ are rates of arrival of insulin and glucose into the system.

Normalising by volume V and linearising the functions Fi around a baseline

level x = X0−X, y = Y0− Y with constant insulin and glucose arrival rates
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p and q gives

dx

dt
= p− αx+ βy (A.6)

dy

dt
= q − γx− δy. (A.7)

This system of equations captures rate of insulin secretion as depending on a

baseline rate p as well as insulinase with sensitivity α and glucose-dependent

pancreatic secretion with rate constant β. Glucose enters the system at rate

q, and is stored as glycogen at rate γx and used by tissues at rate δy. This

system resembles a damped harmonic oscillator, and can be solved for an

initial bolus injection of insulin DI or glucose DG. If the coefficients are set

so as to prevent oscillations and give a smooth return towards baseline, the

dynamics for a glucose tolerance test are

y =
DG

V

(
1− δ − α

2
t

)
e−(δ+α)/2t (A.8)

x = β
DG

V
te−(δ+α)/2t. (A.9)

Bolie also derives dynamics for an insulin tolerance test and general equations

where the critical damping criterion is relaxed.

A.2.3 Li, Kuang and Mason - Delay differential equation mod-

els of glucostasis

Li, Kuang and Mason [200] write delay differential equations for glucose G

and insulin I to model the delays associated with remote insulin secretion in

the pancreas, rather than by incorporating a separate ‘remote’ compartment.

They use the same functions f1 - f5 as Sturis and Tolić [SI A.2.13], leading

to two coupled delay differential equations

dG

dt
= Gin − f2(G(t))− f3(G(t))f4(I(t)) + f5(I(t− τ2)) (A.10)

dI

dt
= f1(G(t− τ1))− diI(t). (A.11)
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Simulating this system numerically shows the existence of self-sustaining os-

cillations in glucose and insulin levels. This system is similar to that of

Sturis and Tolić, with the hard delay kernels in Li, Kuang and Mason serv-

ing the same purpose as the auxilliary variables x1 - x3 in Sturis and Tolić.

A similar model has also been developed for the IVGTT where the remote

compartment is replaced by a delay kernel [199].

A.2.4 Roy and Parker - Extending Bergman’s model

Roy and Parker [270] extend the model of Bergman [SI A.2.1] to include free

fatty acids (FFAs), which are another source of energy for the body and are

particularly heavily used by skeletal muscle, and infusion protocols other than

a simple bolus. Plasma FFA is modeled similarly to glucose in the Bergman

minimal model with a remote compartment Z and plasma compartment F .

A further variable Y represents the action of insulin to store or utilise FFAs.

The ODEs of the model are

dI

dt
= −nI(t) + p5u1(t) (A.12)

dX

dt
= −p2X(t) + p3I(t) (A.13)

dG

dt
= −p1G(t)− p4X(t)G(t) + p6G(t)Z(t) + p1Gb − p6GbZb +

u2(t)

VG
(A.14)

dY

dt
= −pF2Y (t) + pF3I(t) (A.15)

dF

dt
= −p7F (t)− p8Y (t)F (t) + p9(G)F (t)G(t) + p7Fb − p9(G)FbGb +

u3(t)

VF
(A.16)

dZ

dt
= −k2Z(t) + k1F (t) + k2Zb − k1Fb, (A.17)

where pi are rate constants of the model (see [270] for details), apart from p9

which is a function of G. Variables with subscript b (Gb, Zb, Fb) are base-

line values of the respective time-varying concentrations and VG, VF are the

volumes in which glucose and free fatty acid are distributed. Endocrine con-
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centrations vary in response to exogenous stimulation: u1(t) is the exogenous

insulin infusion, u2(t) is the arrival rate of glucose and u3(t) is the arrival

rate of lipid. Roy and Parker fit the model to experimental data and find

R2 ≥ 0.8756 after the fitting procedure. High fatty acid concentrations im-

pair glucose uptake in both the model and experiments. The model further

predicts that insulin will have an antilipolytic effect, which was verified using

experimental data. The addition of the extra compartments was justified by

using the Akaike Information Criterion [3], with the improved fit outweighing

the penalty from increased model complexity.

A.2.5 Dalla Man - Nonlinear glucose absorption model used

in the Type 1 Diabetes simulator

Dalla Man et al [87] model the stomach as a three compartment ODE, which

attempts to reproduce the biphasic nature of gastric emptying. Movement

between the stomach compartments is linear, whereas gastric emptying con-

tains a nonlinear term. The variables qsto1 and qsto2 model the amount of

glucose in compartments 1 and 2 of the stomach respectively, qgut is the

amount of glucose in the gut and Ra is the rate of glucose absorption into

the bloodstream. The system of equations for a given glucose dose D are

q̇sto1(t) = −k21qsto1 +Dδ(t) (A.18)

q̇sto2(t) = −kempt(qsto1, qsto2)qsto2 + k21qsto1 (A.19)

q̇gut(t) = −kabsqgut + kempt(qsto1, qsto2)qsto2 (A.20)

Ra(t) = fkabsqgut (A.21)

where k21 is the rate of movement from compartment 1 to compartment 2,

δ(t) is a delta function, kabs is the absorption rate and f is the fraction of

intestinal absorption that reaches the blood. The stomach emptying rate

kempt varies with stomach contents qsto according to the equation

kempt(qsto) = kmin+
kmax − kmin

2
(tanh(α(qsto − bD))− tanh(β(qsto − cD)) + 2)

(A.22)
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where the stomach contents qsto is the average of qsto1 and qsto2, i.e. qsto =

qsto1 + qsto2. The dual sigmoid nature of the stomach emptying rate causes

the stomach to empty slower. A simplified model without this nonlinear

emptying rate failed to accurately reproduce the data.

A.2.6 Lehmann and Deutsch - Trapezoidal gastric emptying

kinetics

Lehmann and Deutsch [197] formulated a model of gastric emptying with a

single gut compartment qgut. The gut compartment dynamics and glucose

arrival rate to bloodstream Ra(t) are given by

q̇gut(t) = −kabsqgut(t) +Gempt(t) (A.23)

Ra(t) = fkabsqgut(t) (A.24)

and the fraction of glucose arrival f is calibrated to each individual using the

total glucose dose D. This model posits trapezoidal emptying dynamics for

Gempt(t):

Gempt(t) =



tVmax
Tup

t < Tup,

Vmax Tup ≤ t < Tup + Tmax,

Vmax − Vmax
Tdown

(t− Tup − Tmax) Tup + Tmax ≤ t < Tup + Tmax + Tdown,

0 otherwise

(A.25)

where Tup is the length of time spent in the rising part of the trapezoid,

Tdown the length of the falling period and Tmax the time spent at maximum

emptying speed. Vmax is the rate of emptying needed to process all the

ingested glucose in the assigned time. Although the kinetics are in principle

relatively simple, this trapezoidal structure leads to a relatively large number

of parameters.
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A.2.7 Elashoff model - Modified power exponential gastric

emptying

The gut dynamics used by Elashoff [109] are identical to the Lehmann and

Deutsch model, apart from the stomach contents which is modelled as a

power exponential

qduo(t) = D(1− e−ktβ) (A.26)

where k is emptying rate and β controls the lag phase of gastric emptying.

The rate of gastric emptying is the time derivative of qduo, i.e. Gempt(t) =

q̇duo(t). This is similar to the model of stomach fullness used by Siegel et al.

[300] where the fraction of stomach fullness is given by qfrac = 1−(1−e−kt)β.

Although this is a worse fit than the Dalla Man model, it is substantially more

parsimonious with only 2 free parameters.

A.2.8 Neural networks - Overview

Neural networks aim to approximate some nonlinear function f ∗(x) with

input x. Typically x is a large vector, for instance a series of blood glucose and

insulin measurements. Deep networks calculate f through the composition

of functions f(x) = f1(f2(x)). These functions (called activation functions)

are parametrised by weights (denoted W ) and constants c, which we want to

learn from data. For instance, the commonly used rectified linear unit uses

the activation function

f(x,W, c) = max{0,W Tx+ c}. (A.27)

Although simple composition of these nonlinear functions may seem restric-

tive, with a sufficiently large network it is possible to approximate arbitrary

functions. Application of this operation across two layers with no restriction

on the weights Wi or constants ci at layer i gives the network function as

f(x,W1,W2, c1, c2 = f2(f1(x,W1, c1),W2, c2) (A.28)

= max{0,W T
2 max{0,W T

1 x+ c1}+ c2}. (A.29)
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This yields a vector which can be converted into a scalar prediction (for

instance blood glucose at some future time point) by another layer. Layers

which are not generating a prediction are referred to as hidden layers. Recur-

rent neural networks are networks whose structure is optimised for prediction

of sequential data. Recurrent neural networks receive inputs at a series of

time points xt, which are used to compute output observations ot based on

hidden units ht. Hidden units are updated at each time step, i.e. at time t,

the hidden units ht depend only on ht−1 and the observations xt, with loss

being calculated from output ot and data yt. This encoding of sequential

structure makes them ideal for time series prediction tasks, as well as nat-

ural language processing. Neural networks are an extremely active area of

current research, and an excellent introductory textbook has recently been

published [138].

A.2.9 Time series methods - Overview

Time series analysis attempts to separate stochastic and deterministic parts

of the dynamics under regulation and learn the parameters of the determin-

istic part. In general, time series models assume discretised timesteps, where

the value of each timestep Yt is a function of the previous values and some

noise εt:

Yt = F (yt−1, yt−2, . . .) + εt. (A.30)

Given the very broad specification above, there are two possible approaches:

attempt to learn a nonlinear function using a range of function approximation

techniques (for instance neural networks), or to assume a more tractable

model structure and learn parameters of that model directly. We discuss the

latter approach here, as it has been widely used in applications to glucostasis.

One common tractable model class is linear processes, where the value at each

timestep is a linear function of the preceding ones. Moving average models

(MA(q)) are linear functions of the noise at the previous q timesteps:

Yt = et − θ1et−1 − θ2et−2 − · · · − θqet−q (A.31)
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so this is a weighted average of the last q noise observations. An autoregres-

sive model (AR(p)) uses a number p of past observations

Yt = φ1Yt−1 + φ2Yt−2 + · · ·+ φpYt−p + et (A.32)

where we want to learn the terms φi. This can be rewritten in terms of ei as

a general linear process. These two are combined to form the autoregressive

moving average (ARMA) model. The other important component is the

addition of exogenous variables - in this case Yt is also a function of other

variables Xt whose dynamics is unknown and we are simply given. This could

be energy expenditure or food intake, for instance. As with support vector

machines we do not cover inferring the parameters θ and φ from observed

time series, however extensive resources are available [84, 156, 298].

A.2.10 Support Vector Regression - Overview

Support vector machines (SVMs) are a computationally-efficient method for

prediction that allow the prediction to be a nonlinear function of the data.

The basic idea of an SVM is that although a linear function of the data may

not yield accurate predictions, it may be possible to transform the data into

some new space where a linear function of the transformed data is a good

predictor. SVMs are often used for classification, where the function to be

learned is the boundaries between different classes, however we will discuss

their application to regression problems [106]. We follow the introductory

material given in a comprehensive tutorial [301], but do not cover the opti-

misation methods necessary to actually learn parameters in SVMs. Begin by

attempting to learn a linear predictor f using data x and parameters w, b:

f(x) = 〈w, x〉+ b (A.33)

where 〈·, ·〉 denotes the inner product in the data space (typically Rn, al-

though other inner product spaces are possible). The problem is typically

phrased in terms of convex optimisation, with the goal being to minimise the

norm of the weights (||w||2 = 〈w,w〉) such that the regression line never has

232



more than ε error with respect to the data y, leading to the constraints

yi − 〈w, xi〉 − b ≤ ε (A.34)

〈w, xi〉+ b− yi ≤ ε. (A.35)

This differs from conventional linear regression, where the aim is to minimise

the sum of squared errors and (unless regularisation is being used) there is no

constrain on w. This optimisation problem can be unsolvable for some values

of ε as the data may simply be broadly distributed. To deal with data outside

of the margin ε, we introduce variables ξi and ξ∗ that penalise the distance

of each data point from the ‘allowed region’ within ε of the regression line.

This leads to the optimisation problem:

minimise
1

2
||w||2 +

C

2

∑
i

(ξi + ξ∗i ) (A.36)

subject to the constraints

yi − 〈w, xi〉 − b ≤ ε+ ξi (A.37)

〈w, xi〉+ b− yi ≤ ε+ ξ∗i . (A.38)

This introduces a tradeoff between weight minimisation and error tolerance,

which is controlled by the parameter C. Because this formulation allows the

tools of convex optimisation to be used, the problem can be solved efficiently.

However, if we have nonlinear patterns in the data, we will fail to learn them

with this model. We would like transform the data x → Φ(x) such that

it is linearly separable in the transformed space, however for complex and

high-dimensional data (e.g. images) this is computationally infeasible. The

problem is resolved using the ‘kernel trick’. This relies on the insight that

we only use the data via its dot product, never directly. Functions that

satisfy a series of properties (stated in [301]) allow us to compute the dot

product in the transformed space without needing to calculate the coordinate

transforms explicitly. This renders the problem tractable, replacing the inner

product 〈·, ·〉 with the kernel k(·, ·) in the optimisation equations above. The

effectiveness of SVMs depends strongly on the kernel used, although a range
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of kernels exist, including for more complex data structures such as graphs.

A.2.11 Topp et al. - Multiple-timescale analysis of glucosta-

sis reveals the routes to beta cell extinction

Topp et al. [330] formulate a multiple-timescale model incorporating fast-

timescale regulation of glucoseG by insulin I and slow dynamics of pancreatic

beta cell mass β. Glucose is described by the following ODE

dG

dt
= R0 − (EG0 + SII)G (A.39)

the rate of production at G = 0 is R0, EG0 is the effectiveness of glucose

at I = 0, and SI is insulin sensitivity. Insulin clearance rate is taken to be

linear in insulin concentration with rate k, whereas production is linear in β

and sigmoidal in G with a maximal rate σ:

dI

dt
=

βσG2

α +G2
− kI. (A.40)

The glucose-insulin model evolves on a much faster timescale than the beta

cell dynamics, which are given by the balance of replication and death, with

replication R = (r1rG− r2rG
2)β and death D = (d0− r1aG+ r2aG

2)), giving

dβ

dt
= (−d0 + r1G+ r2G

2)β. (A.41)

The baseline beta cell death rate is d0, and r1 = r1r + r1a and r2 = r2r + r2a

are the net rate constants for glucose-dependent beta cell growth or death.

The system has two stable steady states, one corresponding to a normal,

non-pathological state and another at a pathological state where glucose

concentration is elevated and beta cell mass diminshes to zero. These are

separated by a saddle point. Analysis of this system predicts a number of

possible pathways into diabetes: movement of the non-pathological fixed

point to a hyperglycemic state, bifurcation eliminating the saddle point and

non-pathological fixed point, and an interaction between fast and slow sub-

sytems driving glucose levels up faster than beta cell mass adaptation can
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cope with.

A.2.12 Wang, Khan and van den Berg - Multiscale modelling

of glucostasis shows the importance of short-term dif-

ferences

Building on both of the preceding ideas, Wang et al.develop a multiscale

model with oscillatory glucose input [341]. They extend Sturis and Tolić’s

model [SI A.2.13] by adding a time-varying glucose source ψin(t), leading to

the following inhomogeneous system of ODEs

dG

dt
= ψin(t)− ψII(G)− ψID(G, Ii) + ψGR(G,w3)− ψGX(G) (A.42)

dIp
dt

= QψIS(G)− φ
(
Ip
Vp
− Ii
Vi

)
− Ip
τp

(A.43)

dIi
dt

= φ

(
Ip
Vp
− Ii
Vi

)
− Ii
τi

(A.44)

dw1

dt
=

3(Ip − w1)

τd
(A.45)

dw2

dt
=

3(w1 − w2)

τd
(A.46)

dw3

dt
=

3(w2 − w3)

τd
(A.47)

dQ

dt
= (ρ(Ip)− µ(G))Q(t) + ψNG(G, Ii), (A.48)

where ψII is insulin-independent uptake, ψID is insulin-dependent, ψGR is

glucose release from hepatic glycogen stores, and ψGX is glucose excretion.

The parameter φ is a rate constant for the exchange of insulin between the

blood and interstitial spaces, which have volumes Vp and Vi respectively. The

mean life time of insulin is τi in interstitial space and τp in the blood. The

delay constant τd governs how long it takes for glucose to be released from

hepatic glycogen. The differences between this model and the model of Topp

et al. are time-varying glucose influx, the addition of insulin dependence

in pancreatic beta cell dynamics, and a glucose and insulin-dependent pan-

creatic beta cell neogenesis term ψNG. Wang et al. separate the dynamics
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into slow and fast systems, and analyse the behaviour of the system. They

find that β cell mass can be significantly altered by the way that glucose is

delivered - the same amount of glucose can lead to much worse consequences

if delivered in several short bursts than if it were continuously infused, show-

ing that short-timescale dynamics can have an effect on long-term onset of

pathology.

A.2.13 Sturis and Tolic - Oscillatory insulin delivery increases

hypoglycemia

This is an extension of Sturis’ earlier work [320] and models intercellular

insulin Ii, plasma insulin Ip and glucose G with a gamma-kernel delay of

n = 3 between plasma insulin and its effect on glucose production given a

constant rate of glucose infusion Gin [327]. This model is specified by the set

of equations

dG

dt
= Gin − f2(G)− f3(G)f4(Ii) + f5(x3) (A.49)

dIp
dt

= f1(G)− E
(
Ip
Vp
− Ii
Vi

)
− Ip
tp

(A.50)

dIi
dt

= E

(
Ip
Vp
− Ii
Vi

)
− Ii
ti

(A.51)

dx1

dt
=

3

td
(Ip − x1) (A.52)

dx2

dt
=

3

td
(x1 − x2) (A.53)

dx3

dt
=

3

td
(I2 − x3), (A.54)

where E is the transfer rate between plasma and intercellular space, Vi and

Vp are the volumes of the interstitial space and plasma respectively and ti, tp,

and td are rate constants. Insulin production in the pancreas is determined

by glucose concentration according to the following sigmoidal function

f1(G) =
Rm

1 + exp((C1 −G/Va)/a1

(A.55)
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where Rm is the maximal release rate and C1 and a1 are constants fitted from

previous work [257, 296]. The function f2(G) models insulin-independent

glucose utilisation by cells

f2(G) = Ub(1− exp(−G/(C2Vg))) (A.56)

where Ub is the baseline uptake rate and C2 is a constant which is fitted

to prior experimental data [335]. Brain and nerve cells consume glucose in

an insulin-independent manner, whereas the consumption of muscle and fat

is determined by both glucose and insulin availability through the following

equations

f3(G) =
G

C3Vg
(A.57)

f4(Ii) = U0 +
Um − U0

1 + exp(−β ln(Ii/C4(1/Vi + 1/Eti)))
, (A.58)

where U0 and Um are rate constants and C4 is fitted to data. Finally, insulin

affects hepatic glucose production according to the following equation:

f5(x3) =
Rg

1 + exp(α(x3/Vp − C5)
, (A.59)

where Rg is the maxiumum rate. Tolić et al.simplify their model by replacing

the functions fi with polynomial approximations and analyse its properties.

They find that oscillatory insulin delivery has a greater hypoglycemic effect

than continuous delivery.

A.2.14 Jacquier et al. - Dynamical systems analysis of a model

of leptin resistance and feeding predicts onset of obe-

sity

Jacquier et al.couple the energy partition model by Hall et al.[SI A.3.2] to a

model of leptin-mediated food intake as well as a nonlinear model of leptin

receptor density in an attempt to model progressive leptin resistance. Energy

intake I and expenditure E determine the dynamics of fat mass F and fat-free
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mass M (with energy densities ρF , ρM respectively

dF

dt
=

I − E
ρFΩ + ρM

(A.60)

dM

dt
=

Ω(I − E)

ρFΩ + ρM
, (A.61)

where the function Ω is given by Forbes’ law. Leptin production rate is

modelled as being linearly dependent on fat mass with rate constant γL and

having degradation rate δL

dL

dt
= γLF − δLL. (A.62)

The rate of change of leptin receptor density R is assumed to vary quadrat-

ically in L
dR

dt
= γR(1 + λR1L)− δR(1 + λR2L

2)R, (A.63)

where γR is the basal production rate, λ1 the leptin-dependent growth rate, δR

the basal death rate and λR2 the leptin-dependent degradation rate. Finally,

food intake is given as a saturable function of leptin concentration

dI

dt
=

γI
1 + ΦR(L)

− δII, (A.64)

where the function ΦR(L) models the activation of leptin receptors, and is

given by a Hill function

ΦR(L) =
φRLn

Ln + θn
. (A.65)

A bifurcation analysis shows the existence of stable solutions; as γI and λR2

are varied these move from possessing a single healthy solution through to a

bistable state where obese or healthy steady states are possible, to a single

stable equilibrium in an obese state. Oscillating food inputs can lead to

the onset of leptin resistance and subsequent obesity. Comparison of the

model to experiments where leptin was continuously injected show a good

agreement to the data.
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A.3 Energy balance models

Energy partition models are typically deterministic ODE models which con-

sist of a number of body compartments (such as fat and lean tissue) and a

set of functions for partitioning energy intake between them. They aim to

forecast body composition changes over time given data for calorie intake

and expenditure, but generally make no attempt to predict behaviour.

A.3.1 Forbes, Hall’s updated Forbes’ Law - Lean and fat mass

partitioning

From a regression study of women across a wide range of ages and levels

of adiposity, Forbes found the following regression relationship between lean

body mass L and fat mass F [123]

L = 10.4 lnF + 14.2, (A.66)

thus
dL

dF
=

10.4

F
. (A.67)

Under this model changes of body composition are taken to lie along the

regression line described above - this does not account for changes in body

composition due to weight training, for example, however it appears to pro-

vide a good model for weight loss or gain in typical females from dietary

causes. Assuming that the body is comprised of two compartments L and

F such that total body weight W = L+ F , an infinitesimal change in body

weight will lead to a fat-dependent infinitesimal change in lean body mass

according to the equation

dL

dW
=

10.4

10.4 + F
. (A.68)

Hall generalised Forbes’ law to macroscopic changes in bodyweight from an

initial fat mass Fi to a final fat mass Ff [149] by using the fact that ∆W =
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∆F + ∆L to write

∆L

∆W
=

∆W −∆F

∆W
(A.69)

= 1− Ff − Fi
∆W

. (A.70)

By expressing ∆L as Lf −Li and using Equation A.66 this can be rewritten

as

Ff = exp

(
Lf − 14.2

10.4

)
. (A.71)

After some algebra, the macroscopic change in lean mass for a given change

in body weight is given by an expression involving the Lambert W function

W :

∆L

∆W
= 1 +

Fi
∆W

− 10.4

∆W
W
(

1

10.4
exp

(
∆W

10.4

)
Fi exp

(
Fi

10.4

))
. (A.72)

Forbes’ law thus predicts that lean mass will increase with increasing body

weight, but that higher adiposity will diminish the rate of increase. Thus

energy will be partitioned to lean or fat tissue differently depending on the

current level of adiposity, contrary to the model of Dugdale and Payne [SI

A.3.4] in which a constant ratio is assumed (called the P-ratio).

A.3.2 Hall et al. - Energy balance predicts body composition

dynamics

Hall and coauthors have published a number of papers on the subject of

energy homeostasis, including predicting dynamics of body weight, composi-

tion and fuel selection in humans [151, 152, 154] and mice [144, 145]. These

models rely on the principle of energy conservation, and split the organism’s

body into two compartments - the fat and lean compartments. Energy bal-

ance can be specified in terms of energy balance to and from each of these

compartments

ρF
dF

dt
+ ρL

dL

dt
= I − E, (A.73)
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where ρF and ρL denote energy densities of fat and lean tissues respectively,

and E and I are energy expenditure and intake. Applying Forbes’ relation-

ship and defining α = F/10.4 gives

ρL
dL

dt
=

(
αρL

αρL + ρF

)
(I − E) (A.74)

ρF
dF

dt
=

(
ρF

αρL + ρF

)
(I − E). (A.75)

Accounting for all sources of energy expenditure provides a model for energy

expenditure

E = K + β∆I + (γL + λ)L+ (γF + λ)F + ηF
dF

dt
+ ηL

dL

dt
, (A.76)

where K is the cost of thermogenesis, β a factor to account for the thermic

effect of feeding, γF and γL the metabolic costs of fat and leat tissue and λ

the cost of physical activity, which is assumed to vary with body weight. The

parameters ηF and ηL are the biochemical efficiencies of synthesising fat and

lean tissue respectively; K and λ are determined from model calibration,

but β, γL, γF , ηF and ηL are fixed from previous experiments. Physical

activity is taken to be partly determined by diet; in order to determine

this relationship, mice were switched to a different diet at timepoints t1 and

switched back at t2. This data was used to calibrate λ for a variety of

diets. Fuel selection is another important quantity predicted by this model

- meals with different macronutrient compositions but the same amount of

calories may have different effects. Accounting for fat, protein, and glucose

intakes separately as IF , IP and IG respectively, and assuming nutrients are

either immediately oxidated (OF , OP , and OG respectively), used in de-novo

lipogenesis (DNL) or gluconeogenesis (GNG) gives the following set of ODEs

ρF
dF

dt
= IF +DNL−OF (A.77)

ρP
dP

dt
= IP −GNG−OP (A.78)

ρG
dG

dt
= IG +GNG−DNL−OG. (A.79)
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It can be shown [144] that these lead to equations for net oxidation of each

macronutrient group (where net oxidation is defined as oxidation without de

novo lipogenesis or gluconeogenesis)

OF,net = IF −
(

ρF
αρL + ρF

)
(I − E) (A.80)

OP,net = IP −
(

αρL
αρL + ρF

)
(I − E) (A.81)

OC,net = IC . (A.82)

However, these quantities cannot be measured directly in experimental set-

tings. A measurement which can be calculated from gas exchange data is the

respiratory quotient RQ, which uses the fact that fat and carbohydrate oxi-

dation consume oxygen and produce carbon dioxide in different proportions

to determine the balance of energy production from these sources. Writing

RQ in terms of macronutrient consumption gives

RQ =
0.7×OF,net + 0.83×OP,net +OC,net

E
. (A.83)

Comparing this with the food quotient FQ, which measures the oxygen con-

sumption and carbon dioxide production from combusting the food outside

of the body provides a measure of macronutrient imbalance, which can be

used to predict body weight and composition changes

FQ =
0.7× IF + 0.83× IP + IC

I
. (A.84)

Once fitted to experimental data, this theory appears to have widespread

applicability in predicting body weight and composition changes for several

organisms and in a range of circumstances (see above).

A.3.3 Alpert - Body composition dynamics in hyper- and hy-

pophagia

Alpert considers a two compartment energy partition model with fat store

f and fat free mass l of energy densities α and β respectively [4]. Food is
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ingested at a rate Ṗ of which ε is digested gives rise to an energy balance

equation

α
df

dt
+ β

dl

dt
= εṖ −RMR(l, g)− δ(1 + f), (A.85)

where energy is lost due to resting metabolic rate RMR, which depends on

lean mass l and growth g, and total energy expenditure with activity coeffi-

cient δ. The energy available is a fraction ε of the total intake Ṗ . A number

of further assumptions, including constant or slowly-varying partitioning of

excess energy between fat and fat-free mass (denoted by x), lead to a pair of

ODEs for body composition in hyperphagia

α
d∆f

dt
+ δ∆f = xε∆Ṗ (A.86)

β
d∆l

dt
+ (γ + δ)∆l = (1− x)ε∆Ṗ , (A.87)

with ∆ denoting changes from initial value (e.g. Ṗ = Ṗ0 + ∆Ṗ ). These have

solutions

∆f =
xε∆Ṗ

δ
(1− e−δt/α) (A.88)

∆l =
(1− x)ε∆Ṗ

γ + δ
(1− e−(γ+δ)t/β). (A.89)

Fitting to experimental data gives x = 0.87 ± 0.06. The model makes a

number of surprising predictions: during hyperphagia fat increase is initially

independent of activity levels, increasing amounts of energy are partitioned

towards fat-free mass, and the fat store is asymptotically bounded. Although

Alpert cites some experimental evidence for these claims, the evidence given

is not conclusive and seems at odds with an intuitive understanding of body

composition during hyperphagia.

A.3.4 Dugdale and Payne - Stochastic energy partition model

Dugdale and Payne define a computational energy partition model with

stochastic energy intake and expenditure [107, 251]. The model is discre-

tised at a one day resolution. Expenditure E and intake I are normally

243



distributed with means µE and µI and standard deviations σE, σI respec-

tively. The compartments are tissue fat T , structural fat S, ‘fast’ lean tissue

F and ‘slow’ lean tissue L, and these are used to derive the energy required

for tissue maintenance M according to their masses

M = 1.5(ρTT + ρSS + ρFF + ρLL), (A.90)

where ρ is the energy consumption per kg of a given compartment. The

prefactor is given from a WHO Technical Report estimating minimum energy

requirements. This gives the daily calorie balance B as

B = I − E −M. (A.91)

Each individual is characterised by the fraction of excess energy deposited to

as lean tissue P , with the remainder being deposited as fat tissue. Energy

storage is assumed to be inefficient, with only proportions E1 and E2 of

energy allocated to lean tissue and fat creation respectively actually being

deposited. For a day with an energy surplus, tissue deposits are updated by

the following rules:

∆F = QBP/4680 (A.92)

∆S = 0.08QBP/4680, (A.93)

where Q = 1 + E1P + E2(1 − P ) and the factor of 4680 converts between

energy and body mass. For negative balance the situation is similar, but

energy retrieval is taken to be completely efficient and storage fat can also

be metabolised

∆F = BP/4680 (A.94)

∆S = 0.08BP/4680 (A.95)

∆T = (1− P )/29390− 0.08P/4680. (A.96)

Finally, the transfers between fast and slow lean tissue are calculated ac-

cording to the change in ratio between fast and slow lean tissues. For initial
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values L0 and F0, K1 = F0/L0 and K2 = F/L. Now

∆F = K1 −K2 (A.97)

δL = −(K1 −K2). (A.98)

Dugdale and Payne compare their model to a number of underfeeding and

overfeeding experiments and find reasonable quantitative agreement, espe-

cially in the case of underfeeding obese subjects.

A.3.5 Westerterp and Speakman - An alternative to set- and

settling-point theories

In addition to set- and settling-point theories, Speakman has put forward a

model known as the dual intervention point model [305, 308]. In set-point

and settling-point models, control of energy homeostasis in scenarios of en-

ergy excess and energy deprivation occurs via the same mechanism. In the

dual intervention point model, energy homeostasis is weakly regulated be-

tween an upper and lower limit, where settling-point behaviour occurs due

to environmental factors, and strongly regulated above or below these limits,

where set-point control acts on energy homeostasis. This has the advan-

tage of explaining the asymmetry of body weight drift, as the lower limit is

set by physical and physiological concerns, and cannot go lower without en-

dangering the organism. In prehistory, the upper weight limit is considered

to be irrelevant as in practice high body weights would be selected against

by food shortages and predation. However, once predatory pressure and

food shortages became less of a consideration, regulation of unhealthily high

body weight was left in the hands of physiological mechanisms of bodyweight

regulation, which are expected to vary considerably and drift between gen-

erations.

A mathematical model of this theory has yet to be developed, although

Speakman & Westerterp have formulated a model of weight loss under to-

tal starvation that captures some aspects of the theory [307]. It has some

similarities to the combination model of Tam et al.[SI A.4.2]; if the mecha-

nism of energy sensing is endocrine then formulating a model in terms of two
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endocrine regulatory systems, one acting on each control threshold, would

give this model physiological relevance and test theories of endocrine control.

It may also account for the disparity of timescales in endocrine regulation -

going below the lower threshold is an immediate threat to life, whereas going

above the upper threshold is less optimal, but not immediately dangerous.

A.3.6 Kozusko - Empirically-derived nonlinear energy parti-

tioning

Kozusko [189] attempts to account for the observed decrease in energy expen-

diture per unit of body weight by allowing energy expenditure E to depend

on body weight W according to the following equation

E = α(W )W, (A.99)

where α accounts for the aforementioned variation. In Kozusko’s model, α

is linear in W away from a setpoint α0 and body weight W0 to starvation

levels αs, Ws

α(W ) =

(
αsW0 − α0Ws

W0 −Ws

)
+

(
α0 − αs
W0 −Ws

)
W, (A.100)

which can be rewritten as α = α0

(
β1 + β2

W
W0

)
, where

β1 =
αs
α0
− Ws

W0

1− Ws

W0

; β2 =
1− αs

α0

1− Ws

W0

. (A.101)

Kozusko uses an empirical function of the fat free mass ratio (R), which

is defined as fat free weight divided by total body weight, to predict an

individual’s value of β2 via the function

β2 =
tanh

(
f(R−m)
R∗(1−R)

)
+ 1

2
(A.102)

for parameters f and m to be determined from fitting. The model is com-

pared to Kleiber’s scaling law for energy expenditure [185] and the Harris-
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Benedict equations [157] when applied to data from the Minnesota starva-

tion experiment. The adjustment for reduced energy expenditure allows the

model to more accurately capture adaptation leading to lower weight loss,

whereas models without this behaviour tend to dramatically overestimate

weight lost under caloric restriction. Kozusko’s model still overestimates ex-

pected weight loss, but is a significant improvement. The free parameters

f and m allow fitting to data in order to account for individual variation,

which may lead to more accurate prediction for individuals and may thus be

of clinical use. The purely empirical basis of this model makes it less infor-

mative about mechanisms underlying adaptation; although it describes and

may predict individual behaviour, it does not speculate on its physiological

basis, nor account for situations with ad libitum feeding.

A.3.7 Antonetti - Energy balance incorporating thermic ef-

fect of feeding

Antonetti [11] formulates a similar energy balance model in terms of change of

internal energy ∆U , energy from food Ef , energy excreted Ew, environmental

heat loss QL, and energy expended on work Wk, with a fraction α allocated

to specific dynamic action (the increase in heat generation following feeding)

∆U = (1− α)(Ef − Ew)− (QL +Wk) (A.103)

Acting over a period of days ∆Θ and collecting terms CD = (Ef −Ew)/∆Θ,

C = (QL +Wk)/∆Θ gives the equation

∆U

∆Θ
= (1− α)CD − C, (A.104)

which can be expressed as an ODE

dW

dΘ
=

(1− α)CD − C
γ

, (A.105)

where γ is a constant of proportionality relating energy U to body weight

W . Writing QL and Wk as scaling in body weight to some power, Antonetti
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obtains the ODE

dW

dΘ
=

(1− α)CD − (KAW +KBW
n)

γ
, (A.106)

which is solved numerically, with the proportionality constants KA and KB

obtained from data. This yields predictions for body weight change under

different activity and calorie intake conditions. Antonetti states that, at the

time, clinical data was insufficient to provide a valid test of this equation,

although he does attempt to make some comparisons.

A.3.8 DEB - Generalised energy flow model

Dynamic Energy Budget (DEB) theory attempts to model a generalised or-

ganism and its allocation of energy. A review of the basics of DEB theory

are presented by Sousa et al [302], which we attempt to summarise here.

DEB theory considers the flows of energy in a generalised organism which

can invest energy into structure V (which acts as a measure of the ‘volume’ of

the organism), energy reserve E and maturation EH . Structure and reserve

are referred to as ‘generalised compounds’, which represent many biological

compounds making up parts of the organism. Different types of organism

are represented by different parametrisations of the model, particularly the

parameters representing power allocations to different compartments.

Food intake flow is pX , of which pA is assimilated into the reserve and the

remainder is excreted. The organism consumes pC to fuel its activities, so

dE

dt
= pA − pC . (A.107)

Energy flux allocated to growth at rate pG increases structure V dependent

on specific cost of growth EG

dV

dt
=
pG
EG

. (A.108)

Energy can also be allocated to somatic maintenance pM and maturity main-

tenance pJ . Energy is allocated first in pairs according to an allocation func-
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tion κ(V,E) such that pM +pG = κpC and pJ +pR = (1−κ)pC . Maintenance

costs are paid first in this model, with the remainder being allocated to ma-

turity, reproduction, or growth. Feeding is dependent on surface area JXm

and food density X

pX = JXmV
2/3µXf(X), (A.109)

where f(X) scales feeding rate by food availability. Organisms are assumed

to have two different ‘life-history events’, which are signalled by the maturity

variable EH passing set values. These are birth at EH = EB
H and puberty at

EH = EP
H . After puberty, maturation stops and no more energy is allocated

to maturation. Maturation energy allocation is thus accounted for by the

equation
dEH
dt

= pR, EH < EP
H . (A.110)

Along with a number of other assumptions, this model can recover a general

expression for growth. If abundant food and no change in life stage are

assumed, von Bertalanffy’s law for the ‘size’ of the organism L [339] can also

be derived
dL

dt
= rB(L∞ − L), (A.111)

where rB is a function of maintenance rate, food availability, and fraction

of energy invested into growth. This is a well-known growth law obeyed by

many species. DEB theory has been developed beyond these foundations to

account for a wide range of situations and organisms, as is found on the DEB

theory website.

A.3.9 Chow and Hall - Dynamical systems analysis of the En-

ergy Balance model

Chow and Hall investigate the fixed points of a class of energy partition

models based around the Energy Balance model [74], [SI A.3.2]. They begin

with a three compartment flux balance model for fat F , glycogen G, and
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protein P

ρF
dF

dt
= IF − fFE (A.112)

ρG
dG

dt
= IC − fCE (A.113)

ρP
dP

dt
= IP − (1− fF − fF )E, (A.114)

where ρF , ρG and ρP are the energy density of each compartment, IF , IC , IP

the intake rates and fF fC are the fraction of expenditure derived from each

compartment. By assuming that glycogen is constant on long timescales and

accounting for the additional mass due to water content of each compartment,

this can be rewritten to a two variable model for fat mass F and lean tissue

mass L

ρF
dF

dt
= IF − fE (A.115)

ρL
dL

dt
= IL − (1− f)E. (A.116)

The function f = f(IF , IL, F, L) is a function governing how energy is drawn

from each compartment to meet expenditure requirements. For instance,

imposing Forbes’ law [123], [SI A.3.1]

dF

dL
=

F

10.4
(A.117)

yields the equation

f(F,L) =
IF
E
− α

1 + α

I − E
E

(A.118)

where α = ρFF/10.4ρL as before. If intakes IF and IL are held constant, the

function f will determine the position and nature of the fixed points of the

model, which will occur at the intersection of the F and L nullclines

dF

dt
= 0 =⇒ IF − fE = 0 (A.119)

dL

dt
= 0 =⇒ IL − (1− f)E = 0. (A.120)
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A stability analysis of the energy partition model given by Forbes’ law re-

veals the existence of a marginally stable attracting invariant manifold rather

than one or more isolated fixed points. This indicates that any temporary

change in intake or expenditure will cause body composition to move to a

new point on the manifold, rather than return to its previous value before the

perturbation. Chow and Hall point out that experiments involving weight

change through aerobic exercise or changes in energy intake will be unable

to distinguish between different classes of model, and that experiments that

directly alter body composition or fat utilisation fraction are necessary to

investigate this but have not yet been carried out.

A.4 Control theoretic models

Models using control theory attempt to find ‘optimal’ behaviour policies for

an organism in response to a given environment. These typically revolve

around choosing a policy to maximise some cost function which keeps track of

how well the policy deals with the environment. Policies can be deterministic

or stochastic, and take place in either discrete or continuous time steps, and

these choices determine how the optimal control can be found.

A.4.1 Davis and Levine - Proportional-integral control of a

single feeding bout

Davis and Levine construct a control theoretic negative feedback model for

the control of fluid meal size by gut filling based on experimental findings

which they review in the introduction to their paper [91]. Intake I(t) is

modelled as a proportional-integral controller based on a drinking rate d and

an ingestion signal ε(t) such that I(t) = dε(t). The ingestion signal is taken

to have the form:

ε(t) = pg(t)− kr
∫ t

0

I(τ)dτ (A.121)

where p is a parameter representing the significance of the food for the animal

(for instance providing salty food to a sodium-depleted animal) and g(t) is the

concentration of the flavour signalling the relevance of the food. The product
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gp is referred to as palatability. The parameter r is called the retention

coefficient and represents the time taken for fluid to be absorbed into the gut;

a small value of r indicates rapid absorption. Finally, k is a proportionality

constant that determines how much gut fullness contributes to the decrease

in eating rate. Assuming that g(t) is a step function:

g(t) =

0, t < 0.

g, t ≥ 0
(A.122)

the control system can be solved using Laplace transforms to find the inges-

tion rate I(t)

I(t) = gpde−drkt (A.123)

and the cumulative ingestion rate C(t)

C(t) =

∫ t

0

I(τ)dτ (A.124)

=
gp

rk
(1− e−drkt), (A.125)

which is used to suggest that that palatability plays a crucial role in the

total amount of feeding that occurs in a meal. The model shows an ability

to fit previous experimental data well over ingestion time ranges of 30 min-

utes, and can reproduce behaviour from both sham feeding and altered food

palatability, but does not predict an ending time for the feeding bout.

A.4.2 Tam et al. - Leptin-mediated control of body weight

Tam et al. [324] consider leptin-mediated regulation of energy homeostasis

on a timescale of weeks in order to distinguish between set-point and settling-

point control of bodyweight, and to investigate the effects of leptin resistance.

Leptin production into the bloodstream (which has volume V ) is assumed

to be proportional to fat mass F with a synthesis rate Rsyn and is removed

from the blood by the kidneys in a concentration-dependent manner with

rate Rclear. Plasma leptin Lp enters the brain through both saturable and

non-saturable pathways, leading to changes in brain leptin Lb. Thus for

252



both set-point and settling-point models the leptin equations are (with some

condensing of notation)

d(LpV )

dt
= RsynF −RclearLp (A.126)

Lb = k1
Lp

k2 + Lp
+ k3Lp. (A.127)

The rate constants Rsyn, Rclear, k1, k2, and k3 are all derived from literature

values rather than fitted. Body mass M is given by fat mass F and lean

mass ML, with changes in body mass occurring solely due to increases in fat

mass. Fat mass changes according to the imbalance between intake I and

expenditure E, leading to the body composition equations

M = F +ML (A.128)

dF

dt
=

1

ρF
(E − I) (A.129)

where ρF is the energy density of fat.

In the settling-point model energy expenditure E and intake I are given by

saturable functions of brain leptin concentration

I = k4

(
1− Lb

k5 + Lb

)
(A.130)

E = k6M

(
1 + k7

Lb
k8 + Lb

)
. (A.131)

Rate constants k4, k6 and k7 are derived from literature values, with k5 and

k8 fitted from data.

The set-point model describes energy intake and expenditure through the

use of a proportional-integral controller which scales E and I to return Lb to

a set point L∗b

I = a1(Lb − L∗b) + a2

∫ t

0

(Lb − L∗b)dt+ c1 (A.132)

E = M(a3(Lb − L∗b) + a4

∫ t

0

(Lb − L∗b)dt+ c2). (A.133)
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Constants c1 and c2 are derived from intake and expenditure at steady-state

in the settling-point model. a1 - a4 could not be fitted directly from data,

so were chosen arbitrarily to prevent oscillations, however they do not affect

the steady-state values of the set-point model.

Leptin resistance was modelled by changing the value of the rate constant

k2, which modifies the blood-brain transport of leptin. Due to a lack of

experimental data, the authors used the following phenomenological equation

k̂2(Lp) = k2 + k9(Lp − k10)Θ(Lp − k10) (A.134)

using the Heaviside step function Θ, k9 is a scaling factor and k10 is the leptin

concentration where resistance begins.

Tam et al.propose a combination model which incorporates features of both

the set point and settling-point model, as neither fully account for observed

experimental data; the set-point model is too effective in preventing obesity,

whereas the settling-point model does not provide a strong enough defence

of body weight.

A.4.3 Jacquier et al. - Endocrine control of body composition

usng the Energy Balance model

Jacquier et al. [171] construct a model of coupled ODEs linking energy

balance ∆E to changes in food intake and energy expenditure, with food

intake being controlled by variables representing leptin, glucose, and insulin.

Energy expenditure is determined by fat mass S and fat-free mass W , as

well as an activity parameter ξ and rate parameter R. Food intake is given

as the minimum of hunger h and available food a, giving an energy balance

equation

∆E = min(a, h)−R(ρWW + ρSS + ξ) (A.135)

where ρS and ρW are energy densities of fat and fat-free tissue respectively.

The evolution equations for S and W are

dS

dt
=

∆E

ρWx+ ρS
;

dW

dt
=

∆Ex

ρWx+ ρS
(A.136)
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as in the Hall model, x = dW/dS = ζ+ψ exp(κS) governs the partitioning of

energy between fat and lean mass. In this case the parameters are estimated

during model fitting. Plasma leptin l is given by:

dl

dt
= γ2S − γ1l, (A.137)

with production rate γ2 and clearance rate γ1. Plasma glucose u is governed

by a similar equation involving food intake, production rate µ1 and clearance

rate µ2:
du

dt
= µ1 min(a, h)− µ2u (A.138)

Ghrelin e is inhibited by food intake, and has the following rate equation:

de

dt
=

ν2

1 + ν1 min(a, h)
− ν3e. (A.139)

These three variables are combined to determine the hunger variable h, given

in terms of number of Joules required

dh

dt
=

α1e

1 + α2l
− β(α3 + u)h. (A.140)

Allowing hunger to depend on endocrine levels, which in turn depend on

metabolic state, makes this model more physiologically relevant, and consid-

ers food intake as a feedback control system. Finally, the rate parameter R is

allowed to vary to simulate adaptation to different food intakes by comparing

food consumed in a recent period to that eaten over a long time period

dR

dt
= ε

(
1

τ

∫ t

t−τ
min(a(v), h(v)dv − 1

τ ′

∫ t

t−τ ′
min(a(v), h(v)dv

)
. (A.141)

6 of the 21 parameters were obtained from the literature, with 12 obtained

from model fitting, and the remainder from experiments and data regarding

diet. Parameters governing combination of endocrine signals is determined

entirely from fitting. The model predicts consumption and body weight

behaviour well under a variety of scenarios, including scenarios the model was

not fitted to. Adaptation (in terms of varying R) is shown to be important
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Figure A.1: Block diagram for the Booth energy flow model. Important equations are de-
scribed in more detail in the text below. Based on a figure from from [48]

in recapitulating experimental observations.

A.4.4 Booth et al. - Multiple-factor control of rat feeding

Booth et al.formulated a computational closed-loop feedback control model

for feeding behaviour at the level of individual meals [48, 49]. The main

strength of this model is that although it simulates down to a fine time

resolution, it also models long-timescale dynamics by allowing fat reserves to

modulate feeding behaviour. In addition it incorporates circadian effects and

a simple model for energy expenditure due to time-varying metabolic rate,

as well as stochastic feeding behaviour. These features make it probably the

most fully-realised model for energy homeostasis developed to date, however

as it predates many modern endocrinological discoveries it is not formulated

in terms of specific endocrine mechanisms. The model is formulated as a

block diagram, which we reproduce below (Figure A.1), before outlining

a number of the most important dynamical equations in the model. The

central regulator of feeding in the Booth model is the energy flow E, which

is comprised of absorption of energy from the gut A, flow to/from lipids L,
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metabolic rate M and the gut satiety EV

E = A− L−M − EV . (A.142)

Energy flow triggers feeding (or its cessation) through a two-threshold model;

if F = 0 and energy flow is less than some threshold E ′H then feeding rate

becomes some positive constant F . Feeding then continues until a satiety

threshold E ′S is reached, at which point F = 0. These thresholds can be a

constant, however Booth et al.also consider thresholds undergoing a mean-

reverting random walk. Food enters the stomach, the fullness of which de-

pends on feeding rate F as well as absorption A(t)

dG

dt
= F (t)− A(t). (A.143)

The absorption rate into the bloodstream depends on a varying rate R(t)

and the energy content of the stomach G

A(t) = R(t)
√
G(t). (A.144)

A number of other factors such as the thermic effect of feeding and sensory

qualities of food are included in the model (see Figure A.1). Simulating the

model generates predictions for feeding bouts, metabolic rates, and body

mass, and can reproduce experimental results to a reasonable degree of ac-

curacy [143].

A.4.5 McFarland and Sibly - A general framework for opti-

mal behaviour

McFarland and Sibly [221, 299] attempt to formulate behaviour in terms

of an optimality principle. By denoting all environmental and physiological

factors relevant to the behaviour under consideration as a vector x (which

is referred to as causal factor space) and denoting behaviour sequences as

movement within causal factor space, given some cost function C(x,u) the

fitness of a behaviour sequence u(t) over a time interval [0, T ] is defined as
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being

F [u(t)] =

∫ T

0

C(x,u)dt. (A.145)

The Pontryagin minimum principle gives the optimal behaviour sequence by

maximising a Hamiltonian-like equation:

H =
N∑
i=1

piẋi − C (A.146)

ṗi =
∂C

∂xi
, (A.147)

where N is the dimension of causal factor space. This can be solved analyt-

ically for quadratic cost functions

C =
N∑
i=1

x2
i + u2

i (A.148)

ṗi =
∂C

∂xi
= 2xi, (A.149)

which yields an exponentially decaying intake rate and an exponentially sa-

tiating cumulative intake - the same prediction as Davis and Levine’s control

theory based model. This indicates that their mechanistic approach, which

agreed well with behavioural observations, is also optimal according to this

cost function.

A.4.6 McNamara and Houston - Dynamic programming for op-

timal behaviour

McNamara and Houston [226] consider a behavioural sequence over a finite

interval [0, T ], discretised into time periods t = 0, 1, 2, . . . , T . This be-

haviour sequence is typically assumed to be a short period of time with no

opportunity for reproduction in [0, T ]. The fitness of a behaviour sequence is

indicated by how beneficial it is to the organism’s chance of reproduction at

the end of the time interval, which is denoted R(x) for state x. Actions can

have stochastic payoffs, so the state at time t is a random variable denoted
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Xt, with x representing a definite state in a discrete state space. Policies

(series of actions a) are denoted by π. Because both time and state are dis-

cretised, there is a finite set of combinations of x and t, and this problem

is solvable for the optimal policy using dynamic programming. The central

object of this approach is the following function

ψ∗(x, t) = max
π

Eπ[R(XT |Xt = x)], (A.150)

which gives the expected future reproductive success from (x, t) if the organ-

ism follows the optimal policy. This can be shown to provide a way to choose

the optimal action a∗ for a given (x, t)

H(x, a, t) = Ea[ψ∗(Xt+1, t+ 1)|Xt = x] (A.151)

ψ∗ = max
a
H(x, a, t) (A.152)

which also allows a way of calculating the cost of performing a suboptimal

action a′

c(x, a′, t) = H(x, a∗, t)−H(x, a′, t). (A.153)

This framework is applied to an example of a small bird that can perform one

of several foraging actions at several time points during the day, or rest and

expend no energy. The bird expends energy overnight and cannot forage, so

must end the day with enough energy to survive. The dynamic programming

approach allows the calculation of optimal policies for this problem. By using

the equation for the cost of a suboptimal policy McNamara and Houston offer

an explanation for the ‘dawn chorus’: it is typically less costly to perform a

non-foraging task in the first time period of the day given a relatively small

level of reserves, as it is likely that foraging for the rest of the day will be

sufficient to allow survival.

A.4.7 Niyogi et al. - Optimal stochastic policies in working

for a reward

Niyogi et al.formulate a model of mouse behaviour at the level of individual

activity bouts, motivated by a brain stimulation reward [239]. Although
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not directly modelling feeding behaviour, this model has the potential to be

adapted to this end as both feeding and work for stimulation reward are

settings in which some activity (feeding, lever pressing) is carried out for

some reward (food, brain stimulation). The main difference is that brain

stimulation does not appear to ‘satiate’, whereas the utility of food decreases

significantly as more is eaten. Their model is formulated in economic terms;

brain stimulation reward and leisure are both modelled as possessing some

level of utility. A bout of brain stimulation reward has utility RI, and leisure

time has a reward which varies as a function of leisure time duration CL(τ)

for leisure time τ . Niyogi et al.investigate reward functions that are linear,

supralinear, and weighted combinations of linear and supralinear in τ . In

order to obtain the reward, subjects are required to work for a duration

called the ‘price’ P . Work in the pre-reward state consists of bouts of work

interspersed with bouts of leisure. Once the accumulated work time w reaches

P , brain stimulation reward is administered. Following the reward there is

a further leisure bout of length τPav + τL (see [239] for details on the origin

of the term τPav) before the model transitions to the pre-reward state again.

The state space S is therefore a combination of a discrete component in

{pre, post} and a continuous component w ∈ [0, P ), and as such has some

similarities to a class of stochastic models known as piecewise deterministic

Markov processes [93, 94]. The subject chooses between actions depending

on a stochastic policy π, which determines the total average reward rate ρπ

ρπ =
RI + Eπ([L,τL]|post))[CL(τPav + τL)] +

∫ P
0
EπwL [

∑
nL|[pre,w]

CL(τL)]dw

P + Eπ([L,τL]|post))[τL] + τPav +
∫ P

0
EπwL [

∑
nL|[pre,w]

τL]dw
,

(A.154)

where π([L, τL]|post) and πwL are the probabilities of engaging in leisure for

a time τL in the post- and pre-reward states respectively, and nL|[pre,w] is the

(random) number of leisure periods in the pre-reward interval. The policy π

for a given action and its duration is state-dependent, and is assumed to be a

soft-max policy, so greater expected returns will be preferred but suboptimal

choices are sometimes made. The softmax policy equation for a subject in

260



state s is

π([a, τa]|s) =
exp [βQπ(s, [a, τa])]µa(τa)∑

a′

∫
τa′

exp [βQπ(s, [a′, τa′ ])]µa′(τa′)dτa′
, (A.155)

for reward values Qπ(s, [a, τa]) of engaging in action a for duration τa given

current state s. The free parameter β specifies the degree of stochasticity,

and the function µa(τa) is a prior over durations. Value functions for leisure

in the pre- and post-reward states are

Qπ(pre, [L, τL]) = CL(τL)− ρπτL + V π([pre, w]) (A.156)

Qπ(post, [L, τL]) = CL(τL + τPav)− ρπ(τL + τPav) + V π([pre, 0]) (A.157)

where the three terms represent the utility of leisure, the opportunity cost

of leisure (given by the average reward value), and the long-run value of

transitioning to the following state V π. This is given by the equation

V π(s) =
∑
a

∫
τa

π([a, τa]|s)Qπ(s, [a, τa]). (A.158)

The Q-function for working in the pre-reward state is more complex as there

are two possible outcomes: accumulated work is sufficient to earn reward, or

it is not. These are represented by the first and second term respectively in

the following equation

Qπ([pre, w], [W, τW ]) =1(w + τW < P )[−ρπτW + V π([pre, w + τW ])]

(A.159)

+ 1(w + τW ≥ P )[RI − ρπ(P − w) + V π(post)].

(A.160)

Niyogi et al.consider low, medium, and high-payoff situations, and find that

in the high payoff setting subjects work as much as possible, whereas in low-

payoff situations almost no work is done. In the medium payoff case the

model predicts multiple work bouts with short leisure bouts, followed by a

leisure bout of duration greater than the experiment’s length.
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A.4.8 Yamaguchi et al. - Learning rewards from behaviour

Yamaguchi et al. formulate a reinforcement learning (RL) model of thermo-

tactic behaviour in C. elegans [358] based on maximum entropy inverse re-

inforcement learning [364]. In RL individuals act to maximise reward, which

they accmplish by trading off exploration (in order to find rewarding states)

and exploitation (using the high-reward states already discovered). In inverse

RL, we assume that these rewards have already been completely discovered

by the agent, which is acting to maximise these rewards. We do not know

the agent’s reward function, however, and seek to determine it from data.

An important tool for this is the value function V (s), which maps states s to

a number indicating the long-term reward expected from that state. For an

agent with some decision-making policy π that maps states to actions (which

we will return to later), the value of a state s under π is given by

V π(s) = E[R|s, π] (A.161)

where R is the sum of future rewards rt, discounted at some rate γ ∈ [0, 1]

R =
∞∑
t=0

γtrt. (A.162)

The aim of RL is to find the optimal policy π∗ that maximises the return.

We will not go into methods for doing so, however an excellent introductory

textbook is available [321]. In order to infer r, we first infer V , but to

do so, we need a model of the agent’s decision policy. Yamaguchi et al.

model thermotaxis as having a preference for both temperature T and its

derivative dT , meaning that climbing or descending the temperature gradient

as appropriate is explicitly rewarded. Worms are modelled as having both

‘passive’ stochastic dynamics p(s′|s) that give the uncontrolled motion of the

worms as well as the decision-making behaviour given by π. Passive dynamics

captures both inertial motion and ‘diffusive’ motion, given by

P ((T ′, dT ′)|(T, dT )) = N (T ′|T + dTδt, σT )N (dT ′|dT, σdT ), (A.163)

262



where N (x|µ, σ) is the likelihood of x from a normal distribution of mean µ

and variance σ. Under the assumption that rewards are penalised by their

divergence from the passive dynamics, the policy π∗ is given by

π∗(s′|s) =
P (s′|s) exp(−v(s′)∑
s′ P (s′|s) exp(−v(s′))

, (A.164)

which gives the likelihood of the observed state transitions st → st+1:

L = Πtπ
∗(st+1|st). (A.165)

This allows inference of the value function (and thus rewards) given observa-

tions of behaviour. They find inverse RL can recover synthetic data correctly,

and also learn meaningful rewards and values from observed data.

A.4.9 Fulcher, Phillips, and Robinson - Neural mass theoretic

treatment of sleep/wake cycle quantitatively predicts

behaviour

Neural mass theory is a simple ODE model of neuronal dynamics in re-

sponse to external stimuli. Each distinct neuronal population (for exam-

ple monoaminergic neurons) is treated as a single variable, which represents

the average firing rate of that population. When two neuronal populations

are connected, the mean cell body potential of the downstream population

changes as a sigmoid function of the firing rate of the upstream population.

External stimuli are represented as drives altering the mean cell body poten-

tial of each population directly. Fulcher, Phillips, and Robinson [127] build

on a previously developed homeostatic model of sleep regulation due to the

interaction between the mutually inhibitory wake-promoting monoaminergic

(MA) and sleep-promoting ventrolateral preoptic nuclues (VLPO) neuronal

populations [254]. In neural mass theory the firing of each population of cells

is averaged out into a single mean firing rate, denoted QM for MA cells and

QV for VLPO cells. The firing rate Q of a population of cells is a sigmoidal
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function of the mean cell-body potential of the population V

Q(V ) =
Qmax

1 + exp{−(V − θ)/σ}
, (A.166)

where Qmax is the maximum firing rate, θ is the mean firing threshold relative

to resting, and σπ/
√

3 is the standard deviation of the firing rate distribu-

tion of the population. All of these quantities are in principle measurable

from electrophysiological experiments, and may be measurable by two-photon

imaging techniques. The two populations inhibit one another and respond to

exogenous drives DV and DM according to standard neural mass dynamics

(as reviewed in [99])

τV
dV

dt
= νVMQM +DV (A.167)

τM
dM

dt
= νMVQV +DM (A.168)

. (A.169)

The rate of response for a given neuronal population is τj and νjk is the

strength of the effect of populations k on populatio j, which can be negative

(inhibitory) or positive (excitatory). Fulcher, Philips, and Robinson explore

the effects of a homeostatic and circadian sleep drives H and C on VLPO as

well as a constant drive A on MA, as well as impulsive drives ∆DV , ∆DM

such as loud noises. Drives to VLPO and MA are given by

DV = νV CC + νV HH + ∆DV (A.170)

DM = νMAA+ ∆DM . (A.171)

The dynamics of C and H are given by

χ
dH

dt
= µQM −H (A.172)

C(t) = sin(ωt) + c0, (A.173)

where χ is the clearance rate of the somnogen and µ gives the rate of somno-

gen production when MA neurons are firing (indicating an awake state). C is
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circadian, so ω = (2π/24)h−1. Comparison to experimental data reveals that

the model predicts the level of auditory stimulus required to wake sleeping

subjects given the time since sleep onset. The similarity of this system to

the AGRP/POMC feeding control circuit is striking; a mutually inhibitory

pair of neurons with by homeostatic and circadian drives, whose dynamics

in turn cause behaviour that regulates the homeostatic state. It is possible

that an application of neural mass theory to the AGRP/POMC system may

also yield quantiative predictions of behaviour.
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B
Model details for Chapter 3

This Appendix provides detailed mathematical material to supplement Chap-

ter 3. We fully define a Piecewise Deterministic Markov Process in Sec-

tion B.1 and provide the model details as we do so. This allows us to define

a stochastic sampling algorithm for PDMPs, which we use to perform in

silico experiments in the latter part of Chapter 3. In order to account for

inter-individual variation correctly, we use a Bayesian hierarchical model,

which we discuss in Section B.3. Each rat’s behavioural parameters

B.1 Piecewise Deterministic Markov Processes

Piecewise Deterministic Markov Chains (PDMPs) are similar to Markov

Chains in that they have a set of discrete states sα ∈ S representing be-

havioural states: in our case feeding, pausing within a meal or waiting be-

tween meals. PDMPs differ from traditional Markov Chains in that they

adjoin to these discrete ‘behavioural’ states a vector of continuous ‘physi-

ological’ variables x ∈ RN governing the transitions between states, and a

way to decouple transition probabilities between states from waiting times to

transitions. This is known as a transition kernel. We will cover these com-

266



ponents separately below, detailing the general definition of each element

and how we have applied it in our model. The convention we will follow is

that discrete state indices will run over Greek letters, and continuous state

indices will be over Roman letters. Although the terminology we use here is

adapted to the behavioural case, PDMPs have seen a wide set of uses since

their introduction by Davis in 1984 [93], including in biology [16, 30, 45, 271]

and physics [54, 115], although they have not previously been used to study

food intake or energy balance.

B.1.1 Behavioural states

Rodent feeding behaviour is typically analysed through the lens of bouts and

meals. A bout is a period of uninterrupted feeding typically lasting between

seconds and minutes. Meals are comprised of bouts interspersed with short

interbout intervals on a similar timescale to bouts, and are themselves punc-

tuated by intermeal intervals lasting tens of minutes to hours. Based in this

framework, our model contains three behavioural states: feeding F , interbout

interval S and intermeal interval L, giving S = {F, S, L}. Each bout can be

terminated either by an interbout or an intermeal interval before a return

to feeding. Thus, the permitted behavioural state transitions are F ↔ S,

F ↔ L, but not L↔ S.

B.1.2 Deterministic evolution equations

Formalism Within a state sα ∈ S, the continuous variables x evolves de-

terministically according to a dynamical system φα (which may vary between

states):
dx

dt
= φα(x(t), t). (B.1)

In this work we use autonomous dynamics (i.e. φα does not depend on t)

and a scalar physiological state x ∈ R≥0 representing fullness.
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Ingestion During feeding we have a linear increase of fullness with time

at a randomly chosen feeding rate ρ:

φF = ρ, ρ ∼ N (µF , σ
2
F ). (B.2)

This is a small extension of the PDMP formalism to include random parame-

ters in the dynamical system - although it could in principle be reformulated

using the transition kernel (see below) and allowing an infinite behavioural

state space it is far more parsimonious to express it this way. This neglects

digestion during feeding to allow for a simpler mathematical formulation and

an analytically tractable process. Feeding bouts are typically much shorter

than intermeal pauses (where the vast majority of digestion occurs) so the

effects of this approximation are minor.

Digestion During short intrameal intervals (state S) and long intermeal

intervals (state L), digestion occurs according to a model proposed by and

empirically validated by Booth et al. [47]:

φL = φS =

−k
√
x x ≥ 0

0 x = 0
(B.3)

where the rate parameter k = 0.00055 is obtained from data from male

Wistar rats. Solving this differential equation from initial conditions x0,

t0 = 0 leads to the following equation for x(t):

x(t) =

1
4

√
kt− kt√x0 + x0 t ≤ tc

0 t > tc
tc =

2
√
x0

k
(B.4)

where tc is the time required for fullness to reach zero. The rate parameter k

was left unchanged across all experimental subjects; although there may in

principle be some interindividual variation it is difficult to quantify without

killing the animals. Although one of the anorectic agents studied (PYY3-36)

has been observed to act to suppress gastric emptying at high doses [309],

this is related to its plasma concentration which rapidly diminishes (half-life
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approximately 8 minutes [204]). At low doses no effect on gastric emptying

is observed [25]. Therefore any effect due to alteration of k is short-lived

compared to the timescale of the experiment, and no difference in cumulative

feeding is observed during this window. For this reason we do not attempt

to infer or model any changes in k due to drug administration.

B.1.3 Jump rates

Formalism The lifetime of the process in behavioural state α is determined

by a function λα(x); the probability of leaving state α in a time period

∆t starting at x0 is λ(x(t))dt. This is a generalisation of the exponential

distribution, and via a similar derivation we obtain the probability density

function for a process with rate function λα starting at position x0 to be

p(t|x0, θ) = λα(x(t, x0), θ) exp

{
−
∫ t

0

λα(x(τ, x0), θ)dτ

}
where θ is a vector of parameters we will refer to as the behavioural param-

eters and x evolves according to the deterministic evolution equation φα(x)

(see above). Note that unlike in a conventional Markov Chain there is only

one exit rate for each behavioural state, and this does not determine the

behavioural state that the process will jump to at the exit time. This is

determined by the transition kernel, which is described in section B.1.4.

Model transition rates We have attempted to create as parsimonious

a model of behaviour as possible: where the data supports simple exponential

jump times we have enforced this by setting λα = θ for some constant θ. This

is the case for the feeding bout duration and interbout pauses, but not the

intermeal pauses. We define the state exit rates as follows:

λF (x) = λF

λS(x) = λS

λL(x) =
1

L1 + L2x
,
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where the λL equation captures our intuitive understanding that feeding is

more likely to recommence when fullness reaches zero, but allows for fullness

independence in the L2 → 0 limit, in which case the intermeal pauses will

also become exponential with rate L−1
1 . When combined with the ODEs in

Section B.1.2, this leads to the following state lifetime distribution for t > tc

(recall that tc =
2
√
x0
k

is the time required for fullness to reach zero):

p(t) =

 e−ψ(t)

L1+L2x(t)
t ≤ tc

e−ψ(tc)−(t−tc)/L1

L1
t > tc

(B.5)

ψ(t) =
2[φ(t)− φ(0)]

k
√
L1L2

(B.6)

φ(t) = arctan

[√
L1L2(kt− 2

√
x0)

2

]
. (B.7)

B.1.4 Transition kernel

Formalism Finally we define the transition kernel. This gives the prob-

ability of entering each possible new behavioural state from the state the

process has just left. For a transition α → β, x → y, the transition kernel

Qαβ(x,y) must conserve probability∫ ∑
β

Qαβ(x,y) dy = 1,

but is otherwise unconstrained. Transitions can be fixed between states, i.e.

Qαβ(x,y) = δαβδ(x− y) enforces the transition α→ β with probability one

and no change in x. This is analogous to the transition function of a Markov

decision process [93].

Model transition kernels Although the transition kernel formalism

allows for changes in x, we do not expect sudden jumps in fullness so we

only consider jumps in the behavioural variable α. We allow transitions
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from feeding to interbout and intermeal pauses, but not from interbout to

intermeal pauses or vice versa. Intuitively we expect that intermeal intervals

are more likely to begin at higher values of fullness, which we model by

making QFL sigmoid in x.

QSF = δSF δ(x− y)

QLF = δLF δ(x− y)

QFL =
1

1 + e−T1(x−T2)
δ(x− y)

QFS = 1−QFL,

with all other transitions set to zero to prevent transitions between states L

and S.

B.2 Forward simulation of PDMPs

A major advantage of a stochastic model of behaviour is that we can use it for

forward simulation. This allows us to conduct in silico experiments in order

to determine the consequences of different interventions on behaviour, or to

see the long-term consequences of behaviour at timescales longer than we

can observe experimentally. In order to do this, however, we need to derive

a method for sampling trajectories from the model. In this section we derive

a variant on Gillespie’s stochastic simulation algorithm [132] that allows us

to do exactly this. This method was independently derived by Bod‘ova et al.

and generalised to multiple animals while this research was ongoing [45].

B.2.1 Sampling state lifetimes

In a given state s, the rate function for leaving this state is λs(x(t), t) (see

Section B.1). This leads to a cumulative distribution function (CDF) of state

lifetimes F (t) for initial conditions x0 and start time t:

F (t|x0, t0) = 1− exp

{
−
∫ t

t0

λs(x(τ), τ)dτ,

}
(B.8)
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where x(τ) is given by the deterministic evolution equation ẋ(τ) = φs(x(τ), τ)

evaluated from x(t0) = x0. We can now proceed by numerical CDF inversion

to sample t. First, sample u ∼ U([0, 1]). It can now be shown that t is

obtained by finding the root of

log(1− u) +

∫ t

t0

λs(x(τ), τ)dτ = 0. (B.9)

For states S and F this reduces to sampling an exponentially-distributed

variable (as we expect), but for state L we find this root numerically. We

can now determine the final value of x as well, which will be needed for

sampling the transition kernel.

B.2.2 Sampling next state

Once the state lifetime t and the final value of the continuous variables x(t)

have been sampled, it is necessary to determine the next state. This is ac-

complished using the transition kernel Qαβ(x,y), discussed in Section B.1.4.

This gives the probability to transition from state α to state β and to in-

stantaneously jump from x to y. In the model we consider, there are no

changes in the continuous variable during the transition kernel. This leads

to the probability of the next state being given by a Categorical distribution.

Starting from state α, we have the distribution over the next behavioural

state β as:

β ∼ Categorical(qα(x))

qαi (x) = Qαi(x,x).

The generalisation to allowing jumps x→ y is simple: first marginalise over

allowed jumps to determine the subsequent discrete state before sampling
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the value of y:

β ∼ Categorical(qα(x))

qαi (x) =

∫
Qαi(x,y)dy

p(y = y′|β) =
Q(x,y′)

qαi (x)
.

Using this generalisation of the Gillespie algorithm we can perform in silico

experiments. We will use this extensively when investigating behavioural in-

terventions in Section 3.4.11, optimised drug administration in Section 3.4.12

and the effect of slowing digestion in Section 3.4.13.

B.3 Bayesian hierarchical model

B.3.1 Introduction

In order to maximise our inferential power, as well as distinguish between

interindividual and group variation, we use a Bayesian hierarchical model.

This is a standard technique in Bayesian inference where parameters for a

given individual are modelled as being drawn from some distribution apply-

ing to the whole group, and we aim to infer both the individual and group

parameters. Extensive explanations of this technique are available in a num-

ber of books, of which we particularly recommend [129, 219], however we will

provide a brief introduction here.

In a hierarchical model, parameters are separated into two (or more) sets:

each group (e.g. ad libitum fed rats in the dark period) has a set of hyperpa-

rameters ψ, which represent group-level variation, and individuals each have

a set of parameters θ, which are drawn from ψ. Now, by Bayes’ theorem,

the posterior probability for the complete parameter set {ψ, θ} conditioned

on the data y is given by:

p(ψ, θ|y) ∝ p(y|θ) p(θ|ψ) p(ψ),
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so the group level variation depends on the data through the ’lower level’

model. More concretely, in this case each individual (indexed here by j) has

a dataset we denote by yj. We model this dataset using a PDMP with a

different parameter vector θj for each individual, and denote a single param-

eter i in this parameter vector by θji . Group level variation is introduced by

modelling θji as being drawn from a multivariate normal distribution, in a

way that we will make concrete in the following subsection.

B.3.2 Model formulation

The group level distribution was modelled as a multivariate normal with

mean µ and covariance matrix Σ constructed by a separation strategy using

a LKJ correlation matrix and independent variance parameters τi:

θ̃j ∼ N (µ,Σ)

Σ ∼ diag(τ) Ω(ν) diag(τ)

τi ∼ HalfCauchy(2.5)

µ ∼ N (µ∗, 2)

where diag(τ) is a diagonal matrix whose elements are drawn from a Half-

Cauchy prior as shown above, θ̃j is is the vector of parameters for indi-

vidual j: θ̃j = {λjF , ρ
j
F , µ

j
F , σ

j
F , λ

j
S, T

j
1 , T

j
2 , L

j
1, L

j
2}. This strategy has been

shown to be superior to Inverse-Wishart covariance matrix priors, which

introduce biases into estimates of covariance [6]. The mean vector µ∗ =

(−3,−3,−3, 1, 1,−1, 3, 3) was introduced following inspection of the ad libi-

tum fed saline datasets, and was used in conjunction with a diffuse covariance

matrix to yield a weakly-informative prior which supported both strong and

weak dependence of the intermeal interval duration and meal termination on

fullness. With the exception of parameters T1 and T2 (the transition kernel

parameters), all group-level parameters were inferred on a log10 scale.
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