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Abstract

In this thesis we build a geometric theory of Hamiltonian Monte Carlo, with an emphasis

on symmetries and its bracket generalisations, construct the canonical geometry of smooth

measures and Stein operators, and derive the complete recipe of measure-constraints preserving

dynamics and diffusions on arbitrary manifolds.

Specifically, we will explain the central role played by mechanics with symmetries to obtain

efficient numerical integrators, and provide a general method to construct explicit integrators

for HMC on geodesic orbit manifolds via symplectic reduction. Following ideas developed by

Maxwell, Volterra, Poincaré, de Rham, Koszul, Dufour, Weinstein, and others, we will then

show that any smooth distribution generates considerable geometric content, including “musi-

cal” isomorphisms between multi-vector fields and twisted differential forms, and a boundary

operator - the rotationnel, which, in particular, engenders the canonical Stein operator. We

then introduce the “bracket formalism” and its induced mechanics, a generalisation of Poisson

mechanics and gradient flows that provides a general mechanism to associate unnormalised

probability densities to flows depending on the score pointwise. Most importantly, we will

characterise all measure-constraints preserving flows on arbitrary manifolds, showing the inti-

mate relation between measure-preserving Nambu mechanics and closed twisted forms. Our

results are canonical. As a special case we obtain the characterisation of measure-preserving

bracket mechanical systems and measure-preserving diffusions, thus explaining and extending

to manifolds the complete recipe of SGMCMC.

We will discuss the geometry of Stein operators and extend the density approach by showing

these are simply a reformulation of the exterior derivative on twisted forms satisfying Stokes’

theorem. Combining the canonical Stein operator with brackets allows us to naturally recover

the Riemannian and diffusion Stein operators as special cases. Finally, we shall introduce

the minimum Stein discrepancy estimators, which provide a unifying perspective of parameter

inference based on score matching, contrastive divergence, and minimum probability flow.
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Lelièvre, Houman Owhadi, Darryl Holm, and Michael Betancourt, for stimulating discussions,

as well as Andrew Duncan for his patience, and François-Xavier Briol for introducing me to

the world of statistics and many enjoyable moments.

Finally, I would like to thank my parents and family for their support and encouragement,

the Little legends, and my school teachers, in particular Domenico Sgobba and Mazzeo, as well

as my PhD examiners, Prof. Grigoris Pavliotis and Prof. Mathias Rousset, for an enjoyable

viva examination and very useful comments that improved chapter 4.

3



Dedication

I certify that this thesis, and the research to which it refers, are the product of my own work,

and that any ideas or quotations from the work of other people, published or otherwise, are

fully acknowledged in accordance with the standard referencing practices of the discipline. The

only exceptions are the numerical experiments in §6.8, and the plots in §3 which were done by

François-Xavier Briol and Tony Kennedy respectively.

Alessandro Barp

4



Copyright

The copyright of this thesis rests with the author. Unless otherwise indicated, its contents

are licensed under a Creative Commons Attribution-Non Commercial 4.0 International Licence

(CC BY-NC). Under this licence, you may copy and redistribute the material in any medium

or format. You may also create and distribute modified versions of the work. This is on

the condition that: you credit the author and do not use it, or any derivative works, for a

commercial purpose. When reusing or sharing this work, ensure you make the licence terms

clear to others by naming the licence and linking to the licence text. Where a work has been

adapted, you should indicate that the work has been changed and describe those changes.

Please seek permission from the copyright holder for uses of this work that are not included in

this licence or permitted under UK Copyright Law

5



Contents

Abstract 1

Acknowledgements 3

1 Introduction 18

1.1 Motivations and Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

1.2 Publications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2 Sampling and Estimation of Probability Distributions 25

2.1 Sampling and Numerical Integration . . . . . . . . . . . . . . . . . . . . . . . . 25

2.1.1 Mechanics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

2.1.2 Hamiltonian Monte Carlo on Euclidean Space . . . . . . . . . . . . . . . 30

2.1.3 Numerical Integration of Hamiltonian Flow . . . . . . . . . . . . . . . . . 31

2.2 Estimation of Probability Measures . . . . . . . . . . . . . . . . . . . . . . . . . 34

2.2.1 M, Z, and Wasserstein Distance Estimators . . . . . . . . . . . . . . . . . 36

3 Hamiltonian Monte Carlo on Manifolds 40

3.1 Measures and Geodesics on Manifolds . . . . . . . . . . . . . . . . . . . . . . . . 42

3.1.1 Haar Measures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

3.1.2 Uniform Measures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

6



3.1.3 Geodesic Flow . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.2 Measure-Preserving Flows with Mechanics . . . . . . . . . . . . . . . . . . . . . 47

3.2.1 Dynamical Systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.2.2 Hamiltonian Mechanics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.2.3 Hamiltonian Mechanics on TM: Riemannian Newton Equations . . . . . 52

3.2.4 Lagrangian Mechanics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

3.3 Construction of Hamiltonian System Adapted to Target Distribution . . . . . . 55

3.3.1 Symplectic Structures on Fibre Bundles . . . . . . . . . . . . . . . . . . 56

3.3.2 Riemannian Newton System . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.3.3 Lie Group Hamiltonian System . . . . . . . . . . . . . . . . . . . . . . . 58

3.4 The Hamiltonian Monte Carlo Algorithm . . . . . . . . . . . . . . . . . . . . . . 59

3.4.1 Sampling Canonical Distribution and Target Measure . . . . . . . . . . . 59

3.4.2 Standard Implementations of HMC . . . . . . . . . . . . . . . . . . . . . 61

3.5 Mechanical Integrators and Shadow Hamiltonians . . . . . . . . . . . . . . . . . 65

3.5.1 Geodesic Integrators on TM . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.5.2 HMC on Manifolds with Holonomic Constraints . . . . . . . . . . . . . . 67

3.5.3 Generating Functions and Symplectic Integrators . . . . . . . . . . . . . 71

3.5.4 Modified Equations and Shadow Hamiltonians . . . . . . . . . . . . . . . 72

3.6 Hamiltonian Monte Carlo on Embedded Manifolds . . . . . . . . . . . . . . . . . 75

3.6.1 Isometries are Symplectomorphisms . . . . . . . . . . . . . . . . . . . . . 76

3.6.2 HMC via Embeddings . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

3.6.3 Matrix Groups . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

3.6.4 HMC on Submanifolds of R` with Geodesic Integrator . . . . . . . . . . . 82

3.6.5 Open Submanifolds of Vector Spaces . . . . . . . . . . . . . . . . . . . . 83

7



3.7 HMC via Riemannian Submersions . . . . . . . . . . . . . . . . . . . . . . . . . 84

3.7.1 τ : S(n, k)→ G(n, k) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

3.7.2 Hopf Fibration τ : S2n+1 → CPn . . . . . . . . . . . . . . . . . . . . . . 86

3.8 HMC on Shape Spaces by Reduced Dynamics . . . . . . . . . . . . . . . . . . . 86

3.8.1 Noether’s Theorem and Reduced Dynamics . . . . . . . . . . . . . . . . 88

3.8.2 Homogeneous Manifolds . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

3.8.3 Naturally Reductive Homogeneous Spaces . . . . . . . . . . . . . . . . . 93

3.9 Hamiltonian Monte Carlo On Lie Groups . . . . . . . . . . . . . . . . . . . . . . 99

3.9.1 Hamiltonian Monte Carlo on Lie Groups . . . . . . . . . . . . . . . . . . 100

3.9.2 Geodesics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

3.9.3 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

4 The Bracket Geometry of Measure-Preserving Systems, and the Foundations

of HMC 111

4.1 Diffusions on Euclidean Space . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113

4.1.1 Langevin Processes and Irreversible HMC . . . . . . . . . . . . . . . . . 116

4.1.2 MALA . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

4.2 The Geometry and Dynamics Generated by Smooth Measures and the Bracket

Formalism . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

4.2.1 The Geometry and Dynamics of Measures . . . . . . . . . . . . . . . . . 118

4.2.2 The Bracket Formalism . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

4.3 The Geometric Mechanics Foundations of HMC . . . . . . . . . . . . . . . . . . 128

4.3.1 Analysis of the HMC Desiderata . . . . . . . . . . . . . . . . . . . . . . . 129

4.3.2 Shadow of Symplectic Integrators and HMC . . . . . . . . . . . . . . . . 137

4.3.3 Time-Reversibility and Bracket MCMC . . . . . . . . . . . . . . . . . . . 139

8



4.4 Measure-Preserving Diffusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

4.4.1 Bracket diffusion with forcing . . . . . . . . . . . . . . . . . . . . . . . . 142

4.4.2 Completeness of the A-Diffusions . . . . . . . . . . . . . . . . . . . . . . 146

4.4.3 A-Diffusions on Riemannian Manifolds . . . . . . . . . . . . . . . . . . . 147

4.4.4 Bracket Diffusion on Flat Euclidean Space . . . . . . . . . . . . . . . . . 149

4.4.5 Dissipative Form of A-diffusions and Hamiltonian Noise . . . . . . . . . . 150

4.5 Langevin Diffusions and Irreversible MCMC algorithms . . . . . . . . . . . . . . 153

4.5.1 Langevin Pairs and Riemannian Newton Diffusions . . . . . . . . . . . . 154

4.5.2 iLMCMC Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 156

4.6 The Potential Theory of Measures and Complete Recipe of Measure-Constraints

Preserving Flows . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 159

4.6.1 Potential Theory of Measures . . . . . . . . . . . . . . . . . . . . . . . . 161

4.6.2 Nambu Mechanics and Measure-Constraints Preserving Flows . . . . . . 163

4.6.3 History of Measure-Preserving Diffusions . . . . . . . . . . . . . . . . . . 165

4.6.4 The Hamiltonian Conspiracy . . . . . . . . . . . . . . . . . . . . . . . . . 167

5 Statistical Models, Reproducing Kernel Hilbert Space, Gradient Descent,

and the Geometry of Stein Operators 169

5.1 Statistical Divergences and Information Metric . . . . . . . . . . . . . . . . . . . 170

5.1.1 Statistical Models and the Fisher Riemannian Metric . . . . . . . . . . . 170

5.1.2 Parametrised Statistical Manifolds . . . . . . . . . . . . . . . . . . . . . 171

5.1.3 Divergence Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172

5.1.4 HMC on Statistical Manifolds . . . . . . . . . . . . . . . . . . . . . . . . 173

5.2 Natural Gradient Descent . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

5.3 Reproducing Kernel Hilbert Spaces . . . . . . . . . . . . . . . . . . . . . . . . . 177

9



5.4 Stein Operators from Generators of Diffusions . . . . . . . . . . . . . . . . . . . 179

5.4.1 Stein’s Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 180

5.4.2 Diffusion Stein Operator . . . . . . . . . . . . . . . . . . . . . . . . . . . 181

5.5 Representers and Kernel Stein Discrepancy . . . . . . . . . . . . . . . . . . . . . 182

6 Minimum Stein Discrepancy Estimators for Unnormalised Models 186

6.1 Score Matching . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 189

6.2 Minimum Stein Discrepancy Estimators . . . . . . . . . . . . . . . . . . . . . . 191

6.3 Example 1: Diffusion Kernel Stein Discrepancy Estimators . . . . . . . . . . . . 192

6.4 Example 2: Diffusion Score Matching Estimators . . . . . . . . . . . . . . . . . 193

6.5 Further Examples: Contrastive Divergence and Minimum Probability Flow . . . 195

6.6 Implementing Minimum SD Estimators: Stochastic Riemannian Gradient Descent196

6.7 Theoretical Properties for Minimum Stein Discrepancy Estimators . . . . . . . . 197

6.8 Numerical Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 200

6.8.1 Rough densities: the symmetric Bessel distributions . . . . . . . . . . . . 200

6.8.2 Heavy-tailed distributions: the non-standardised student-t distributions . 201

6.8.3 Robust estimators for light-tailed distributions: the generalised Gamma

distributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 202

6.8.4 Efficient estimators for a simple unnormalised model . . . . . . . . . . . 203

6.8.5 Efficiency of Minimum SD Estimators for Scale Parameters of Symmetric

Bessel distributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 203

6.8.6 Bias Robustness of Minimum SD Estimators for the Symmetric Bessel

and Non-standardised Student-t Distributions . . . . . . . . . . . . . . . 204

6.9 Geometry of Stein Operators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 204

6.10 Bracket-Induced Stein Discrepancies . . . . . . . . . . . . . . . . . . . . . . . . 211

6.11 Derivations on Diffusion Stein Discrepancies . . . . . . . . . . . . . . . . . . . . 213

10



6.11.1 Diffusion Kernel Stein Discrepancies . . . . . . . . . . . . . . . . . . . . 214

6.11.2 Diffusion Kernel Stein Discrepancies as Statistical Divergences . . . . . . 216

6.11.3 Diffusion Score Matching Derivations . . . . . . . . . . . . . . . . . . . . 217

6.12 Information Semi-Metrics of Minimum Stein Discrepancy Estimators . . . . . . 221

6.12.1 Proof of 39: Information Semi-Metric of Diffusion Kernel Stein Discrepancy221

6.12.2 Proof of 40: Information Semi-Metric of Diffusion Score Matching . . . . 222

6.13 Proofs of Consistency and Asymptotic Normality for minimum Stein Discrepancy

Estimators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 223

6.13.1 Diffusion Kernel Stein Discrepancies . . . . . . . . . . . . . . . . . . . . 223

6.13.2 Diffusion Score Matching . . . . . . . . . . . . . . . . . . . . . . . . . . . 227

6.13.3 Strong Consistency and Central Limit Theorems for Exponential Families 229

6.14 Proofs of Robustness of Minimum Stein Discrepancy Estimators . . . . . . . . . 235

6.14.1 Robustness of Diffusion Kernel Stein Discrepancy . . . . . . . . . . . . . 235

6.14.2 Robustness of Diffusion Score Matching . . . . . . . . . . . . . . . . . . . 236

7 Conclusion 238

Bibliography 239

A Appendix 270

A.1 Vector Calculus . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 270

A.2 Convergence of Measures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 270

A.3 Intuitive Description of Geometric Objects . . . . . . . . . . . . . . . . . . . . . 271

A.3.1 Manifolds, Vector Fields, Flows and Differential Forms . . . . . . . . . . 272

A.3.2 Riemannian Metrics and Connections . . . . . . . . . . . . . . . . . . . . 274

A.4 Further Background Material . . . . . . . . . . . . . . . . . . . . . . . . . . . . 279

11



A.4.1 Origins of HMC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 279

A.4.2 Shadow HMC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 282

A.4.3 Approximate-Gradient HMC for Statistical Applications . . . . . . . . . 284

A.4.4 Hilbert Space HMC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 286

A.4.5 Ergodicity of HMC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 287

A.4.6 Generative Models, and Likelihood-free Inference . . . . . . . . . . . . . 288

A.4.7 Learning the Score . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 290

A.4.8 Sinkhorn Statistical divergences . . . . . . . . . . . . . . . . . . . . . . . 291

A.4.9 Exponential Family . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 292

A.4.10 Discrete Space Diffusion and Markov Chains . . . . . . . . . . . . . . . . 293

A.5 Further Material HMC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 294

A.5.1 Riemannian Measure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 294

A.5.2 Retractions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 295

A.5.3 Principle of Stationary Action . . . . . . . . . . . . . . . . . . . . . . . . 295

A.5.4 Motion in a Potential Field Vs Free Motion . . . . . . . . . . . . . . . . 296

A.5.5 Discrete Variational Principle . . . . . . . . . . . . . . . . . . . . . . . . 297

A.5.6 Hamilton-Jacobi PDE . . . . . . . . . . . . . . . . . . . . . . . . . . . . 299

A.5.7 Additional Proofs HMC . . . . . . . . . . . . . . . . . . . . . . . . . . . 303

A.6 Additional Material Diffusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 309

A.6.1 Overdamped Langevin Processes . . . . . . . . . . . . . . . . . . . . . . 309

A.7 Additional Material on DKSD . . . . . . . . . . . . . . . . . . . . . . . . . . . . 310

A.7.1 B-KSD . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 310

A.7.2 The Stein Kernel . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 311

A.7.3 Special Cases of Diffusion Kernel Stein Discrepancy . . . . . . . . . . . . 312

12



A.8 Minimum MMD Estimators for Generative Models . . . . . . . . . . . . . . . . 314

A.8.1 The Maximum Mean Discrepancy Statistical Manifold . . . . . . . . . . 315

A.8.2 The Natural Gradient Flow induced by MMD . . . . . . . . . . . . . . . 316

A.8.3 Theory of Minimum MMD estimators . . . . . . . . . . . . . . . . . . . . 317

13



14



List of Tables

1.1 Notation used throughout the thesis. . . . . . . . . . . . . . . . . . . . . . . . . 24

3.1 Properties of integrators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

3.2 Some examples of naturally reductive manifolds, and their decomposition. . . . 95

4.1 A summary of some standard mechanical systems and their properties. . . . . . 127

4.2 A summary of some of the results . . . . . . . . . . . . . . . . . . . . . . . . . . 165

A.1 Hamiltonian system on G × g and its image under the representation ψ. The

equations of motion on G×g are given by (A.12), and their image on GL(n)×Rn×n

satisfies (A.13). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 306

15



List of Figures

3.1 Energy level sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

3.2 A typical geodesic integrator alternates between geodesic steps, and vertical gra-

dient steps that maintain the position but changes the direction. The figure il-

lustrates the impact of the choice of numerical trajectory length. . . . . . . . . . 66

3.3 Example of reduced trajectory for a mechanical system with SO(2) symmetry on

T ∗ SO(3); by symmetry, if initially J = 0 then the system remains on the level

set J = 0 and the reduced trajectory is a Hamiltonian dynamics on the sphere

SO(3)/ SO(2). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

3.4 20 HMC trajectories, chronologically coloured blobs, the trajectories are coloured

proportionally to the values of δH, with potential V (x, y, z) = yz2 exp(x2), δt =

0.1, τ = 2. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

3.5 HMC via reduction by symmetry for a well-known distribution . . . . . . . . . . 98

6.1 Minimum SD Estimators for the Symmetric Bessel Distribution. We consider

the case where θ∗1 = 0 and θ∗2 = 1 and n = 500 for a range of smoothness

parameter values s in d = 1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 201

6.2 Minimum SD Estimators for Non-standardised Student-t Distributions. We con-

sider a student-t problem with ν = 5, θ∗1 = 25, θ∗2 = 10 and n = 300. . . . . . . . 201

6.3 Minimum SD Estimators for Generalised Gamma Distributions under Corrup-

tion. We consider the case where θ∗1 = 0 and θ∗2 = 2 (left and middle) or θ∗2 = 5

(right). Here n = 300. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 202

16



6.4 Estimators for a Simple Intractable Model . . . . . . . . . . . . . . . . . . . . . 203

6.5 Minimum SD Estimators for the Scale of a Symmetric Bessel Distribution. We

consider the case where θ∗1 = 0 and θ∗2 = 1 and n = 500 for a range of smoothness

parameter values s in d = 1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 203

6.6 The Robustness of Minimum SD Estimators for the Symmetric Bessel and Student-

t Distributions. Left: Student-t distribution. Right: Symmetric Bessel distribu-

tion. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 204

A.1 Arc length on the sphere between the points (θ, φ) and (θ + dθ, φ+ dφ). . . . . . 275

A.2 LHS: constant vector field wrt dr2 + r2dθ2. RHS: constant vector field wrt

dr2 + dθ2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 276

A.3 The geodesics on S2 are the great circles. The tangent vector to a great circle,

when viewed as a vector in R3, varies only along the normal to S2. . . . . . . . . 278

17



Chapter 1

Introduction

1.1 Motivations and Contributions

This thesis contributes to the geometrisation of statistics, and, in particular, of measure-

preserving systems which play a central role in many areas of statistics, machine learning,

and physics. Specifically, the main objectives of this thesis are (i) construct a unified geomet-

ric theory of Hamiltonian/Hybrid Monte Carlo (HMC), discuss the role of symmetries in its

implementation, and obtain a clear understanding of the statistical significance of properties

of Hamiltonian mechanics; (ii) develop the theory of smooth measures and brackets for statis-

tical purposes; (iii) characterise measure-preserving systems on manifolds (dynamics, bracket

mechanics, and diffusions); (iv) extend the density approach of Stein operators and diffusion

Stein operators to manifolds, and explain their relation; (v) construct minimum Stein discrep-

ancy estimators that unify many previous methods for parameter inference, and establish the

consistency, asymptotic normality, and robustness properties of two important subclasses of

estimators based on diffusion kernel Stein discrepancy and diffusion score matching.

I was first introduced to HMC during the first year of my PhD, at a time when we were still

unsure what exactly would be the focus of my research. As I had a background in mathemat-

ical physics, mechanics-based sampling schemes seemed like an interesting idea. Going over

the HMC statistical literature, I was surprised by the absence of discussion regarding Hamil-

tonian mechanics and its geometry - it seemed the vast geometric mechanics literature was

completely ignored. Indeed - even the theory of geometric integration is only superficially used

(Lagrangian mechanics and variational integrators are essentially never mentioned in statistics),

despite the fact that the main step of HMC consists in numerically integrating a mechanical

trajectory. I later realised that there were in fact three HMC literatures, one from lattice
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quantum chromodynamics (QCD), one from molecular dynamics, and the statistical one; with

very little collaboration between these areas of research in spite of a common aim. Listening

to conversations between famous researchers such as Tony Kennedy, Mark Girolami, Michael

Betancourt, and Ben Leimkuhler, it quickly became evident that the reason for this was that

most researchers in one area of application simply did not know what was happening in the

other areas. Research in geometric mechanics, geometric integration, lattice QCD, statistics

and molecular dynamics have thus progressed quite separately. This is probably due to the

different jargon/notation employed, the vastness of the literature, but also results from more

fundamental disagreements about elementary notions such as “phase space” and “mechanics”.

Indeed, as I will discuss, the lattice QCD literature has made up its own “mechanics” by con-

structing explicitly a symplectic structure from the Maurer–Cartan frame, and this fact caused

a lot of confusion between Tony Kennedy and I when we were trying to build an analogous

mechanics on symmetric spaces (and also between Tony Kennedy and Michael Betancourt

concerning the role of fibre disintegration). As I will show, this symplectic structure simply

corresponds to the left-trivialisation of canonical mechanics, though it is interesting to note

that the Maurer–Cartan expansion of the symplectic structure seems to really originate in the

HMC literature rather than the geometric mechanics one - the first analogous expansion I have

been able to find in the latter is due to Dmitri Alekseevsky et al. [11].

In chapter §3 I will aim to provide a comprehensive theory of HMC on arbitrary manifolds,

and discuss its implementation on the various classes of manifolds that arise in applications, in

order to correct some false claims in the statistical literature which have caused some confusion.

All the theory developed therein will be coordinate-invariant to show that, by combining the

theory of fibre integration with geometric mechanics, one never needs to use coordinates when

analysing HMC, and the geometric construction lifts several misconceptions. I will discuss in

detail the role of symmetries, which allows us to construct explicit numerical integrators on any

geodesic orbit manifold using the Lie group exponential. The resulting algorithm generalises

[187, 186, 66, 162, 160, 202, 161]. Moreover I will uncover the relation between many variants

of HMC, including the original HMC method used in lattice QCD, magnetic HMC, Lagrangian

Monte Carlo, embedded HMC, and geodesic Monte Carlo: these “variations” of HMC simply

correspond to the standard HMC scheme up to a symplectic transformation (symplectomor-

phism, symplectic embedding, or symplectic reduction).

In §4 I will carefully analyse the geometry of measure-preserving dynamics, mechanics, and

diffusions. Indeed Radon measures on manifolds that are absolutely continuous with respect to

the canonical null-sets of the atlas may be equivalently viewed as one densities (tensor densities

of weight one). This geometric characterisation of measures allows us to construct a bound-

ary operator, the rotationnel (or curl), that can be used to characterise measure-preserving

dynamics. Specifically, any positive one density P defines an isomorphism between (twisted)
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differential forms and multi-vector fields (a generalisation of the Hodge star isomorphism),

which turns the exterior derivative on forms into a derivative curlP associated to P . Any P -

preserving dynamics may then be shown to be a locally curl vector field, that locally looks like

curlP (A) for some bi-vector field A. I will also introduce the “bracket formalism” to develop

a coherent theory of score based mechanical systems, which include gradient flows and Poisson

mechanics, and provide a characterisation of the mechanical systems that preserve a smooth

measure. Combining the geometric theory of measures with the bracket formalism allowed me

to obtain a geometric mechanics theory of measure-preserving diffusions and HMC-like sam-

plers, in which a generalisation of the modular vector field introduced by Weinstein for Poisson

systems plays a particularly important role. For example I will show that any P -preserving

diffusion has the form

dZt = curlP (A)dt+ 1
2
divP (Yi)Yidt+ Yi ◦ dW i

t ,

for some vector fields (Yi) and bi-vector field A, up to an element of the first homology group of

P . This important result improves and generalises to arbitrary manifolds the complete recipe

of stochastic gradient MCMC which was derived in the popular paper [242]. Most importantly

the derivation is constructive and is another demonstration of the power of geometry. The

proof of [242] on Euclidean space relied on Fourier transforms, which are notoriously complex

objects on manifolds which prevented its generalisation. Instead, the proof I provide shows that

A may be explicitly constructed by Poincaré lemma via the (musical) isomorphisms defined by

P - just as we usually construct the vector potential of the electromagnetic field. The result

does not introduce any additional structure on the manifold, such as a Riemannian metric

or connection. Furthermore, when A is viewed as a bracket, it generates its own mechanical

system which maps log-densities (or Hamiltonians) to vector fields, A : H 7→ XAH = −idHA,

and if the target P takes the form e−V µM then the above diffusion naturally splits

dZt =

local potential of Fokker–Planck current︷ ︸︸ ︷
( curlµM(A)︸ ︷︷ ︸
volume-preserving

+ XAV︸︷︷︸
density-preserving

)dt +

topological obstruction︷ ︸︸ ︷
P ](γ)dt

︸ ︷︷ ︸
conservative L2(P )-antisymmetric drift

+ ( −1
2
Yi(V )Yi︸ ︷︷ ︸

density-dissipative drift

+

volume-preserving L2(µM)-symmetric diffusion︷ ︸︸ ︷
1
2
divµM(Yi)Yi︸ ︷︷ ︸

volume-dissipative drift

)dt+ Yi ◦ dW i
t︸ ︷︷ ︸

Stratonovich noise︸ ︷︷ ︸
L2(P )-symmetric fluctuation-dissipation balance

.

(1.1)

Moreover, I will characterise the sub-class of P -preserving diffusions for which the volume

contributions vanish: when the noise fields are (pointwise) linearly independent these have the
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form

dZt = curlµM(idV V) dt+ 1
2
divµM(idVAi)curlµM(Ai)dt+ curlµM(Ai) ◦ dW i

t ,

for 3-vector fields V , and (noise) 2-vector fields (Ai). I will analyse the geometric mechanics

of measure-preserving diffusions, for example deriving a general result for the generator to

be “reversible up to a transformation”, generalising the analogous result for the generator of

Langevin diffusions and its reversibility up to momentum flip. I shall discuss the geometry of

Langevin diffusions, and analyse their induced “irreversible HMC schemes” [288]. For example,

on a Lie group with left-invariant metric I will show these these diffusions may be written as

q̇ = vjt ej(qt)︸ ︷︷ ︸
symmetry reconstruction

, dvt = ad>vt vtdt︸ ︷︷ ︸
Euler–Poincaré

−Gjkej(V )(qt)ξkdt︸ ︷︷ ︸
Potential flow

−β
2
vtdt+ dWt︸ ︷︷ ︸

OU

,

and extend the algorithm we had proposed in [17] (which was selected as one of the top 5

papers of the conference). Moreover I will derive a compressible bracket MCMC scheme ex-

tending [114] to manifolds, and show that unimodular Poisson manifolds share many of the key

properties of symplectic manifolds in the context of implementing mechanics-based samplers

with splitting integrators. I will then explain how the canonical geometry of P can be viewed

as a potential theory of measure-preserving flows, that enables us to construct P -preserving

flows that also preserve given constraints and symmetries. Effectively, the P -musical isomor-

phism identifies twisted (dimM− `)-forms with `-multivector fields, which can be interpreted

as Nambu mechanics, and closed twisted forms with P -preserving Nambu mechanics. Based

on this observation, using the foliated de Rham cohomology I will derive a canonical charac-

terisation of flows that preserve an arbitrary smooth positive measure and an arbitrary set of

constraints on an arbitrary manifold.

Pairs associating a smooth measure and a bracket seem to enable the generalisation of many

statistical schemes to manifolds. For example, I will show that these allow to break one of the

myths in the construction of Stein operators: using results from de Rham cohomology we can

show the density approach to construct Stein operators is valid on arbitrary manifold (rather

than just R), and there is often no need to introduce the generator approach. Indeed I will

show that the two main Stein operators constructed from generators of measure-preserving

diffusions, the Riemannian Stein and diffusions operators, naturally arise by associating the

canonical Stein operator, which is really the divergence, with particular choices of brackets.

Finally in §6 I will analyse minimum Stein discrepancy estimators, which are particularly

useful in the context of approximating target distributions only known through samples with

differentiable unnormalised statistical models. I will show these generalise and improve on sev-

eral important statistical estimators, and derive results about their convergence and robustness.

21



During my Ph.D. I made several other contributions. For example in [80] I developed (with

Lester Mackey) the theory of a powerful method to approximate distributions using discrete

measures; in [29] I constructed (with Chris Oates) a method to numerically integrate smooth

distributions on manifolds; and in [62] I derived (with Andrew Duncan) several theoretical

guarantees for inference using the Maximum Mean Discrepancy in the context of likelihood-

free models. However I decided to only briefly mention these contributions in §5 and §6 in order

to focus on the bracket and canonical geometry of measures and measure-constraints preserving

flows, as these have important implications in many areas of statistics, and most importantly

prove that when working with smooth target measures, one simply cannot ignore geometry.

1.2 Publications
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Configuration space (n dimensional) M if manifold, G if Lie group

Reference Measure µM on M, dq for Lebesgue measure on Rn

Riemannian Measure vol or volM

Target Measure P when smooth, or Q when non-smooth

Target Density (smooth target) ρ or p∞, i.e., P (dq) ∝ ρ(q)µM(dq)

Score d log ρ

Phase Space (F , ω) symplectic Fibre Bundle π : F →M
Hamiltonian Vector Field of H XH : F → TF or Ĥ

Flow of Hamiltonian field XH ΦXH ≡ ΦH : F × R→ F , ΦH
t : F → F

Evaluation of Vector fields X : q 7→ Xq ≡ X(q) ∈ TqF
Potential & Kinetic energies V :M→ R, V ≡ − log ρ, T : F → R

Numerical Integrator Ψ or Ψδt; time step δt, trajectory length τ

Shadow Hamiltonian HΨ or HΨδt

Energy Difference δH ≡ H ◦Ψ−H, ∆H ≡ HΨ −H
Riemannian Metric on M 〈·, ·〉, ‖ · ‖2 ≡ 〈·, ·〉, locally Gij ≡

〈
∂qi , ∂qj

〉
Dual pairing on vector space W 〈·, ·〉∗ : W ∗ ×W → R

Inner product on vector space W 〈·, ·〉W : W ×W → R
Submersion on Homogeneous Space τ : G → G/K

Derivatives f :M→ R df exterior derivative, ∇f Riemannian gradient

Tangent Map f :M→N ∂f : TM→ TN , which is the Jacobian locally

Sections of Bundle F →M Γ(F) or Γ(M,F), X(M) ≡ Γ(TM)

Differential Forms Ω(M), Ω`(M) is space of `-forms

Pullback/pushforward f :M→N f ∗ : Ω(N )→ Ω(M), f∗ : Γ(TM)→ Γ(TN )

Pushforward of Measures f :M→N f] (equivalent to (f−1)∗ on one-densities)

Lie algebra gL of left-invariant fields basis (ei), dual basis (θi) of g∗L
Lie algebra g = T1G basis (Ti), general element ξ or X, Y

Action field on G/K of ξ ∈ g ξG/K(q) ≡ d
dt
etξ · q

∣∣
t=0
∈ Tq(G/K)

Symmetric/antisymmetric part ΠS(M) = 1
2
(M +M>), ΠA(M) = 1

2
(M −M>)

Cb(M)/Cc(M) functions M→ R continuous bounded/compactly supported

Z ∼ P P -distributed random variable

Integration
∫
fdP EP [f ] or P [f ] or

∫
fP when P smooth

Fibre integral on fibre bundles π : F →M dim(F)− dim(M) = `,
∫
fib : Ωk+`(F)→ Ωk(M)

Table 1.1: Notation used throughout the thesis.
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Chapter 2

Sampling and Estimation of

Probability Distributions

In this chapter we will introduce and briefly review two important statistical challenges that

will be the focus of the thesis. Additional details can be found in §A.4. The first is the problem

of sampling, and will be the topic of §2.1, where we will concentrate on Hamiltonian Monte

Carlo (HMC) in Euclidean space, in preparation for chapters §3 and §4 which will analyse in

detail the geometry of HMC and its generalisation. The second is the problem of estimation,

and in §2.2 we will introduce the basic concepts of the theory of parameter inference, as well as

some standard measures of discrepancy between probability distributions, in order to lay the

groundwork for the theory of minimum Stein discrepancy estimators we develop in §5 and §6.

The notation we will follow is summarised in table 1.1.

2.1 Sampling and Numerical Integration

One of the main challenges in statistics is the construction of methods that sample from prob-

ability distributions. The aim is to generate a sequence of random variables Xi : Ω →M for

which the (random) measure 1
m

∑m
i=1 δXi converges to a given “target” distribution P on M

in an appropriate sense. For example if the Xi are independent and P -distributed, Glivenko–

Cantelli theorem guarantees (under appropriate conditions) that 1
m

∑m
i=1 δXi converges narrowly
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to P almost surely, i.e.,

1

m

m∑
i=1

f(Xi)→
∫
fdP, ∀f ∈ Cb(M) a.s.,

where Cb(M) is the space of continuous and bounded real-valued functions onM. This results

illustrates the importance of sampling methods: once we have constructed the sequence (Xi)

we can estimate the integral (or expectation) of a function f :M→ R

E[f ] ≡
∫
f(x)dP (x) ≈ 1

m

m∑
i

f(Xi). (2.1)

Moreover if µM is an arbitrary measure onM, given a probability measure P (dx) = ρ(x)µM(dx)

with positive density ρ > 0, we can reduce the integration with respect to µM to an expectation

with respect to P :
∫
fµM =

∫
(f/ρ)dP = E[f/ρ]. Hence, sampling enables us to approximate

integrals, a vital prerequisite for the applicability of scientific theories, where the predictive

equations often require evaluating an integral that describes the average value of an observable.

For example in decision theory one is interested in evaluating the “risk” R associated to a

decision d, which is the expected value of a loss function R ≡
∫
L
(
x, d(x)

)
dP (x). In molec-

ular systems consisting of a large number of particles, M is the phase space whose elements

(q, p) ∈ M represent microstates, and the observables are functions of the microstates, such

as the specific heat or bulk pressure [70]. The macroscopic properties are characterised by

the expectation (and variance) of the observables with respect to the canonical distribution
1
Z
e−βHdqdp, where H is the energy, β > 0, and Z =

∫
e−βHdqdp is the canonical partition

function which also requires integrating over phase space. In the context of computational sta-

tistical physics expectations also arise in the problem of thermodynamic integration and free

energy calculations [329]. In Bayesian statistics the target distribution is the posterior Ppost(·|ω)

on a spaceM of parameters generated by some observation ω and a prior distribution Pprior on

M. The likelihood is a function L(ω|·) :M→ R over parameters given by the Radon-Nikodym

derivative
dPpost(·|ω)

dPprior
(θ) =

1

Z
L(ω|θ), Z ≡

∫
M
L(ω|θ)Pprior(dθ).

The normalisation constant Z, which depends on the observation ω, is a quantity of interest

representing the model evidence and is usually intractable. What makes the setting “Bayesian”

is the fact the distribution Pprior is not associated to the distribution of a random observable but

represents the degree of belief in the possible parameters. If Pdata(·|θ) denotes the distribution of

the data (or observations) given a parameter θ, the prior and posterior predictive distributions
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are computed by integrating with respect to the prior and posterior respectively

Pprior,pred(dy) =

∫
M
Pdata(dy|θ)Pprior(dθ),

Ppost,pred(dy|ω) =

∫
M
Pdata(dy|θ)Ppost(dθ|ω).

Finally, by the Feynman-Kac formula many PDEs have a “path integral” formulation: their

solution can be written as a (conditional) expectation of a stochastic process.

The approximation of the expectation of f using the estimator in (2.1) is called the Monte

Carlo solution. If f : M → Rn, Xi ∼ P are independent, and E[f(X1)2] < ∞, the central

limit theorem (CLT) implies the fluctuations of the Monte Carlo estimator around the expected

value µ ≡ E[f(X1)] converge in distribution to a Gaussian

√
m

(
1

m

m∑
i=1

f(Xi)− µ

)
d−→ N

(
0,E

[
(f(X1)− µ)(f(X1)− µ)>

])
.

The CLT shows that the rate of convergence of the Monte Carlo estimator is of order 1√
m

,

independently of the dimension of M. However in practice it is usually hard to generate

i.i.d. sample of P . Indeed we often do not know the density ρ or can evaluate it only up

to a normalisation factor. Moreover even when we do know ρ, there is no simple way to use

knowledge of the evaluations of ρ at some points of M to device algorithms that generate

samples from P . As described in 29.1 [243] this is true even when M is a finite set. When M
is a high-dimensional space, we further need to take into account the concentration of measure

phenomena according to which most of the probability mass will be concentrated in small

(unknown) regions ofM. Even if a region of high probability mass is known, P is often multi-

modal with its modes typically separated by large regions of negligible probability, making it

difficult to establish general methods that explore the various modes.

Dropping on the requirement that the random variables (Xi) should be i.i.d., a more practical

method to approximate expectations consists of defining a time-homogeneous Markov chain

(Xi) that is ergodic and preserves P . The Markov chain Monte Carlo (MCMC) estimator

is then built by running the chain for sufficiently long in order for it to reach the stationary

regime, and then use the realisations of the Markov chain to form the estimate (2.1). If

(x, dy) 7→ P(x→ dy) denotes the transition kernel of the Markov chain, so

PXn+1(dy) =

∫
P(x→ dy)PXn(dx) =

∫
Pn(x→ dy)PX1(dx),

where PXi is the distribution of Xi and Pn(x → dy) is the n-step transition kernel. We say P
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preserves P if ∫
P(x→ dy)P (dx) = P (dy).

A sufficient condition for P to be an invariant distribution of the chain is that the chain is

P -reversible,

P(x→ dy)P (dx) = P(y → dx)P (dy).

One of the most widely-used method to generate chains preserving P , is the Metropolis-

Hastings algorithm, which constructs a P -reversible transition kernel from a proposal ker-

nel T . Assuming that T (y → dx)P (dy) and T (x → dy)P (dx) are equivalent (i.e., they are

absolutely continuous with respect to each other) define

α(x→ y) ≡ min

(
1,
T (y → dx)P (dy)

T (x→ dy)P (dx)

)
.

Then the transition kernel

P(x→ dy) ≡ α(x→ y)T (x→ dy) +

(
1−

∫
α(x→ z)T (x→ dz)

)
δx(dy)

is P -reversible and thus preserves the target distribution [329]. Realisations of the Markov

chain of P may be constructed as follows: given current xn

Algorithm 1 Metropolis-Hastings algorithm, given current state xn and proposal kernel T .

1: propose x∗ ∼ T (xn → ·)
2: accept x∗ with probability α(xn → x∗), in which case set xn+1 ≡ x∗. Else xn+1 ≡ xn.

An overview of sampling methods is provided in [70], which classifies them in four categories

[329]: (i) methods generating a i.i.d. sample (e.g., rejection method), (ii) methods approx-

imating sample paths of a diffusion (for example the overdamped Langevin dynamics), (iii)

methods generating approximations of extended deterministic dynamical systems (such as the

Nosé-Poincaré method), and finally (iv) method based on a P -preserving Markov chain. We

will now review a sampling method of type (iv) that will be the core of this thesis: Hamilto-

nian Monte Carlo (HMC). In §2.1.1 we will recall the equations of motion of classical mechanics

which are used to define the proposal kernel of HMC, and in §2.1.2 we introduce the standard

HMC algorithm based on a leapfrog integrator of the mechanics for a target P ∝ e−V dq. Other

common choices of integrators which can sometimes outperform leapfrog are the subject of

§2.1.3. In the appendix we provide a more detailed literature review of HMC. In §A.4.1 we

elucidate the origins of the HMC algorithm, which arises from the need to sample from distri-

butions on gauge groups for lattice quantum chromodynamics (QCD). We will see the method

targets a distribution on the Lie group SU(3). Thus, despite what is commonly believed in

the statistics community, HMC has always suited to sample distributions on manifolds, unlike
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“Riemannian manifold HMC” which we will see samples distributions on Rn!1 The equations

of motion used in HMC on SU(3) were derived in [186] by explicitly constructing a symplectic

structure from the Maurer Cartan frame. In §3.9 we will show this symplectic structure corre-

sponds to a reduced mechanics consistent with the symmetries of the group. We also examine

some of the most important “extensions” of HMC, including shadow HMC §A.4.2, stochastic

gradient HMC in §A.4.3, HMC on Hilbert spaces §A.4.4, and discuss ergodicity in §A.4.5.

2.1.1 Mechanics

The construction of mechanics-based sampling algorithms relies on the interpretation of the

log-density of the target as a potential energy, which defines a Newtonian mechanical system

that is then used to generate proposals. Recall the trajectory q(t) ∈ R3 of a particle of mass

m > 0 moving under the influence of a potential energy V satisfies Newton’s equations2

mq̈ = −∇qV. (2.2)

This can be restated in terms of Hamiltonian mechanics as saying the curve t 7→ (q(t), p(t)) ∈
R3 × R3 satisfies Hamilton’s equations

q̇ = ∇pH, ṗ = −∇qH (2.3)

for H(q, p) ≡ 1
2m
p2 + V (q); and in term of Lagrangian mechanics by saying that t 7→ q(t)

satisfies Hamilton’s principle (of stationary action, §A.5.3) which leads to the Euler-Lagrange

equations
d

dt

(
∂L
∂vi

) ∣∣∣
q̇

=
∂L
∂qi

(2.4)

for the Lagrangian L(q, v) ≡ 1
2
mv2 − V (q). For this specific system, the above formulations

of mechanics are equivalent, since the transformation from velocity to momenta v 7→ p = mv

relates solutions of (2.4) to solutions of (2.3), but in general there is no relation between

Hamiltonian and Lagrangian mechanics.3 As a result of the measure-preserving properties

of the mechanical flows both the Lagrangian and Hamiltonian formulations of mechanics are

useful to construct the theory of HMC on manifolds as we shall see in §3, but in the rest of this

introduction we will focus on the Hamiltonian framework.

1The reason for that name in [131] is to emphasize the statistical geometry induced by the Bayesian context
which naturally generates a semi-Riemannian metric on sample space, see §5.1.4

2These assume the force field F is conservative. More generally we have d(mq̇)
dt = F .

3Indeed Lagrangian mechanics is based on a second-order equation which is only possible in velocity space
TM, while Hamiltonian mechanics is defined on momentum space T ∗M as it requires a symplectic structure
(see sec 3.5 [2]).
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2.1.2 Hamiltonian Monte Carlo on Euclidean Space

The canonical measure on Rn is the Lebesgue measure dq, so we assume our target distribution

has the form P ∝ e−V dq. The cotangent-lifted coordinates (q, p) form a Darboux chart of

the canonical symplectic manifold T ∗Rn ∼= Rn × Rn, so the symplectic measure ωn may be

viewed as the product of the Lebesgue measure dq on Rn, and the Lebesgue measure dp on

the cotangent spaces, ωn = dq ∧ dp. To sample from P with HMC we need to lift P to a

distribution ∝ e−H(q,p)dqdp on T ∗Rn, associated with a Hamiltonian H : T ∗Rn → R, whose

pushforward under the projection (q, p) 7→ q is P . The simplest way to construct H is to choose

a Riemmanian metric G : q 7→ (G(q))ij on Rn adapted to the target distribution, for example

by fitting it to the Hessian of the target density (see [41, 236, 203] for a discussion on the choice

of metric). We then define the following n-form4 ζ

ζ(q, p) =
1√

(2π)n detG(q)
exp

(
−1

2
p>G(q)−1p

)
dp|q,

and the Hamiltonian

H(q, p) ≡ V (q) + 1
2

log ((2π)n detG(q)) + 1
2
p>G(q)−1p.

With these definitions the lifted distribution

e−H(q,p)dq ∧ dp = e−V (q)dq ∧ ζ(q, p)

has the desired property that its marginal over q (integrating over the fibres) is indeed the

target P . In the Hamiltonian H above we recognise the kinetic energy T (q, p) ≡ 1
2
p>G(q)−1p

associated to the Riemannian metric G, whose Hamiltonian vector field is the geodesic flow,

and a shifted potential energy Ṽ ≡ V + 1
2

log (detG(q)) which is simply the density of P with

respect to the Riemannian measure (see §A.5.1)

P ∝ e−V dq = e−Ṽ+ 1
2 log(detG(q))dq = e−Ṽ

√
detG(q)dq︸ ︷︷ ︸

Riemannian measure

.

In fact we will see later that presence of the term 1
2

log ((2π)n detG(q)) in the Hamiltonian is

precisely to ensure we sample from e−V dq rather than e−V
√

detG(q)dq. When the geodesic

flow ΦT is tractable, the algorithm 2 based on the leapfrog integrator is sometimes called

Riemannian manifold HMC or geodesic Lagrangian Monte Carlo (though no manifold

4This is indeed an n-form due the the transformation properties of the cotangent-lifted coordinates pj =

Pk
∂Qk

∂qj induced by a change of coordinates Q ← q on Rn, see definition 3.2.8 [163] (here Pk and pk are the

cotangent-lifted coordinate of Q and q respectively).

30



or Lagrangian is involved). If G is a constant matrix this simplifies to the standard HMC

algorithm 3.

Algorithm 2 HMC Algorithm to generate N samples from P ∝ eV dq with geodesic integrator
on Euclidean space, with time step δt, and k ≡ τ/δt where τ is the trajectory length of the
integrator.

1: procedure Euclidean-Riemannian-HMC(N)
2: for for r ∈ [1, N ] do
3: q0 ≡ xr−1

4: sample v0 ∼ N (0, G(q0)−1)
5: H0 = V (q0) + 1

2
log detG(q0) + 1

2
v>0 G(q0)v0

6: v 1
2

= v0 − 1
2
δtG−1(q0)∇q (V + 1

2
log detG) |q0

7: (q1, v
∗
1) ≡ ΦT

δt(q0, v 1
2
)

8: for for m ∈ [1, k − 1] do
9: vm+ 1

2
≡ v∗m − δtG−1(qm)∇q (V + 1

2
log detG) |qm

10: (qm+1, v
∗
m+1) ≡ ΦT

δt(qm, vm+ 1
2
)

vk ≡ v∗k − 1
2
δtG−1(qk)∇q (V + 1

2
log detG) |qk

11: Hf = V (qk) + 1
2

log detG(qk) + 1
2
v>k G(qk)vk

12: δH ≡ Hf −H0

13: U ≡ Uniform[0, 1]
14: if U ≤ exp (−δH) then xr ≡ qk
15: else xr ≡ q0

16: return (xr)
N
r=1

2.1.3 Numerical Integration of Hamiltonian Flow

The most computationally demanding step of HMC algorithms is the numerical simulation

of the Hamiltonian flow - it is thus crucial to choose carefully the numerical integrator by

considering the trade-off between accuracy of the method (which leads to higher acceptance

rate), its stability, and the computational effort required to implement it. While the most com-

monly used integrator is the leapfrog method, there has been a growing interest in considering

more general (parametric) families of integrators and tune the parameters so as to outperform

leapfrog for Hamiltonians of the form H(q, p) = 1
2
p>G−1p + V (q) on Rn × Rn. The idea is

to consider palindromic multi-stage integrators, specifically the two-stage integrator

(recall ΦH denotes the Hamiltonian flow of H and δt is the time-step)

Ψδt ≡ ΦV
bδt ◦ ΦT

1
2 δt
◦ ΦV

(1−2b)δt ◦ ΦT
1
2 δt
◦ ΦV

bδt
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Algorithm 3 Standard HMC Algorithm to generate N samples from P ∝ eV dq with leapfrog
integrator on Euclidean space, with time step δt, and with k ≡ τ/δt where τ is the trajectory
length of the integrator.

1: procedure Standard-HMC(N)
2: for for r ∈ [1, N ] do
3: q0 ≡ xr−1

4: sample p0 ∼ N (0, G)
5: H0 = V (q0) + 1

2
p>0 G

−1p0

6: p 1
2

= p0 − 1
2
δt∂qV |q0

7: qδt = q0 + δtG−1p 1
2 δt

8: for for m ∈ [1, k − 1] do
9: pm+ 1

2
= pm− 1

2
− δt∂qV |q0

10: qm+1 = qm + δtG−1pm+ 1
2

11: pk = pk− 1
2
− 1

2
δt∂qV |qk

12: Hf = V (qk) + 1
2
p>kG

−1pk
13: δH ≡ Hf −H0

14: U ≡ Uniform[0, 1]
15: if U ≤ exp (−δH) then xr ≡ qk
16: else xr ≡ q0

17: return (xr)
N
r=1

which contains leapfrog as a special case,5 and three-stage integrator

Ψδt ≡ ΦV
bδt ◦ ΦT

aδt ◦ ΦV
( 1

2−b)δt
◦ ΦT

(1−2)aδt ◦ ΦV
( 1

2−b)δt
◦ ΦT

aδt ◦ ΦV
bδt.

For the purpose of sampling, these integrators should not be tuned to achieve the highest

accuracy in the limit where δt → 0 (as typically desired for numerical integrators), since in

HMC we aim to make δt as large as possible in order to reduce the correlations between

samples. Instead [301] proposed to tune the parameters by demanding that these preserve the

energy during harmonic motion to order at least 4 (harmonic motions corresponds to a quadratic

potential V (q) = 1
2
q>q, or equivalently a Gaussian target distribution P (dq) ∝ e−

1
2 q
>qdq) and

with time-step subject to the stability criteria that the numerical trajectories should remain

bounded asymptotically. The performances of these higher-order harmonic integrators

(HOH) in the context of HMC is analysed in 6 [301], where the authors show that by combining

an HOH integrators with a RESPA splitting of the force into a fast and a slowly varying part (see

[345]) one can use time steps twice as large as leapfrog with the same acceptance rate. A similar

approach was implemented in [49] but where the tuning relies on optimising maxδt∈(0,δt) %(δt)

over the parameters, where the quantity %(δt) upper bounds the expected energy change during

5this follows by rewriting ΦV(1−2b)δt in Ψδt as ΦV( 1
2
−b)δt ◦ΦV( 1

2
−b)δt and setting b = 1

4 , which leads to a compo-

sition of two leapfrog steps with time-steps 1
2δt: ΦV1

4
δt ◦ ΦT1

2
δt ◦ ΦV1

4
δt ◦ ΦV1

4
δt ◦ ΦT1

2
δt ◦ ΦV1

4
δt
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(numerical) harmonic motion, and δt is equal to the number of stages. For two-stages methods,

an adaptive algorithm was proposed in [118] to suit the quantity δt to the time-step and the

frequencies of the problem specified by the user. The algorithm optimises over the parameter

b and outputs a two-stage integrator that shifts between the leapfrog method for large time-

steps (because leapfrog has the largest stability region) and the optimal two-stage integrator

of [258] for δt ≈ 0. See also [68] for a comparison of palindromic 3-stage methods, and [54] for

a recent survey of palindromic integrators for HMC. Note that as explained in [69, 90] given

an integrator (therein leapfrog) it is easy to construct, through a recursive relation, symplectic

reversible integrators with arbitrary high order of accuracy, see also [366] and Appendix C [85].

The tuning of the time-step as the dimension of the sample space tends to infinity is analysed

in [39] for a product target measure ⊗di=1e
−V (q)dq on Rn×d. It is shown that under suitable

assumptions, for a volume-preserving, symmetric, and time-reversible integrator of order ν 6

with step-size δt ≡ ld−
1
2ν , for a constant l > 0, the expected acceptance rate converges to a

non-zero constant as d→∞. For the leapfrog integrator it is further argued that the optimal

value of l (and thus δt) should give rise to an acceptance probability that is at least 0.651 (see

theorem 4.1 therein for the optimality-criterion considered to reach this conclusion).

2.1.3.1 Numerical Integration with Multiple Time Scales

Sometimes the potential energy V can be decomposed as a sum V ≡ Veasy + Vhard where

V̂easy requires far less computational power to evaluate than V̂hard, or varies more slowly. This

happens for example in molecular systems where some of the forces acting on the system are

long range and slowly varying, while other are short range and rapidly varying, or in lattice

QCD where the gauge field self-interaction (the Wilson gauge action) is easier to compute than

the pseudofermion term (see §A.4.1). In that case it is convenient to decompose the numerical

integrator as [345, 315]

Ψδt ≡ ΦVhard
1
2 δt
◦
(

Φ
Veasy
1
2 δt/k

◦ ΦT
δt/k ◦ Φ

Veasy
1
2 δt/k

)k
◦ ΦVhard

1
2 δt

for some k ∈ N. Hence the more expensive flow is effectively computed over a longer time scale,

the shorter time scale of the easier flow enables to improve the acceptance rate of Ψ without

increasing its computational cost too much. Such a decomposition has been implemented

early on in the context of lattice QCD [315], leading to substantial improvement over leapfrog

integration (note for k = 1 we recover leapfrog). Effectively this procedure introduces a new

parameter k, which in QCD can be tuned using Poisson brackets [187]. See also [316] for some

6Recall the numerical method Ψδt is said to be of order ν with respect to the true trajectory ΦHδt if
‖Ψδt − ΦHδt‖ = O(δtν+1)
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applications in statistics.

2.2 Estimation of Probability Measures

The problem of parameter inference consists of estimating an element θ∗ ∈ Θ using a

sequence of random functions (or estimators) θ̂n : Ω → Θ, with θ̂n determined by a set of

observable random variables {X1, . . . , Xn} representing the available experimental data. For

our purposes we are interested in approximating a target distribution P based on a sample

using a statistical model {Pθ : θ ∈ Θ} (see §5.1.1), and thus we want to construct estimators θ̂n

s.t., given a realisation ω of a ⊗ni=1P -distributed random function, the distribution Pθ∗ which

best approximates (in an appropriate sense) P within the statistical model is estimated to be

Pθ̂n(ω). Of course estimators will be of interest only if they possess theoretical properties that

guarantees their usefulness. For example it is reasonable to expect the estimator θ̂ : Ω→ Θ to

be unbiased, that is

E[θ̂] = θ∗.

If this relation does not necessarily hold we call the difference E[θ̂]−θ∗ the bias of the estimator.

When we consider sequence of estimators (θ̂n) built from an increasing amount of data we

may also want to ensure it satisfies some desirable asymptotic properties, such as asymptotic

consistency. The sequence is said to be weakly (strongly) consistent if it converges in

probability (almost surely) to θ∗

weak consistency: θ̂n
p−→ θ∗, strong consistency: θ̂n

a.s.−−→ θ∗.

Moreover when Θ = Rs, a consistent sequence of estimators is asymptotically normal if

√
n
(
θ̂n − θ∗

)
d−→ N (0, V )

for some covariance matrix V ∈ Rs×s. For large n we have θ̂n ≈ 1√
n
N (0, V ) + θ∗ = N (θ∗, V/n),

so V/n (or sometimes V ) is called the asymptotic variance. Asymptotic normality is a

powerful guarantee that can be used for example to construct confidence intervals [277]. It

also raises the question of how to construct estimators with the smallest possible asymptotic

variance, or more generally the best asymptotic distribution. If {pθµΘ : θ ∈ Θ} is a parametrised

statistical model with respect to some reference measure µΘ (see §5.1.2), the Cramér–Rao

inequality shows that under appropriate regularity conditions for the model, if {X1, . . . , Xl}
are independent pθ∗µΘ-distributed random variables, and θ̂(X1, . . . , Xl) is an unbiased estimator
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of θ∗, then the covariance of θ̂ is bounded below by the inverse Fisher information matrix I(θ∗)

(i.e., their difference is positive semidefinite)

Cov(θ̂) ≥ I(θ∗)−1.

This result is only valid for a single estimator. Chapter 8 [348] discusses an “asymptotic

Cramér–Rao”, and shows that under some condition the asymptotic distribution N (0, I(θ∗)−1)

for a sequence of estimators may be considered optimal, although this is not completely true.

Nonetheless asymptotically normal sequences satisfying
√
n
(
θ̂n − θ∗

)
d−→ N (0, I(θ∗)−1) are

usually referred to as asymptotically efficient/optimal.

A particular instance of distribution inference which plays a central role in statistics is the

problem of density estimation. In the Fisher–Wald setting one considers a family of proba-

bility densities {pθ : θ ∈ Θ} containing the target measure P = pθ∗µΘ. The aim is to minimise

the risk functional

R[pθ] ≡ −
∫

log pθ(x)P (dx),

since if a function q minimises R, then q = pθ∗ µΘ-almost everywhere, and moreover by the

Bretagnolle–Huber inequality d(pθ, pθ∗) ≤ 2
√

1− eR[pθ∗ ]−R[pθ], where d is the L1(µΘ) metric (see

1.6 [350]). Given random variables {X1, . . . , Xn}, the estimator θ̂n is defined using the principle

of empirical risk minimisation in which we formally replace the measure P in the risk with the

empirical measure 1
n

∑n
i δXi associated to the experiment

θ̂n ≡ −argminθ∈Θ

1

n

n∑
i=1

log pθ(Xi).

This estimator is also known as the maximum likelihood estimator (MLE) when written

as a maximiser

θ̂n ≡ argmaxθ∈Θ

1

n

n∑
i=1

log pθ(Xi) = argmaxθ∈Θ log p⊗
n

θ (X1, . . . , Xn) , (2.5)

where p⊗
n

θ on the RHS is the density of the joint distribution ⊗ni=1Pθ of the data. When Θ is

Euclidean (with Cartesian coordinates), the optimisation (2.5) is commonly tackled through

(Euclidean) gradient ascent (see §5.2). When pθ ≡ 1
Zθ
e−Eθ , since

∂θ
1

n

n∑
i=1

log pθ(Xi) = − 1

n

n∑
i=1

∂θEθ(Xi)− ∂θ logZθ = − 1

n

n∑
i=1

∂θEθ(Xi)− ∂θ log

∫
e−Eθ(x)dx

= − 1

n

n∑
i=1

∂θEθ(Xi) +

∫
e−Eθ(x)∂θEθ(x)dx∫

e−Eθ(y)dy
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= − 1

n

n∑
i=1

∂θEθ(Xi) +

∫
∂θEθdPθ,

a step of gradient ascent with η > 0 reads

θ̂ ← θ̂ + η

(
− 1

n

n∑
i=1

∂θEθ(Xi) +

∫
∂θEθdPθ

)
. (2.6)

Another class of estimators was proposed in [292] where the estimated density is defined by

in terms of a sequence of bandwidth parameters n 7→ h(n) > 0 and function k

pθ̂n(x) ≡ 1

nh(n)

n∑
i=1

k

(
x−Xi

h(n)

)
.

Conditions are provided for these estimators to have desirable asymptotic properties. When

k is a kernel function, these are also referred to as the kernel density estimators (KDE).

The article [292] further analysed their application to the problem of mode estimation, where

the mode α ≡ argmaxxpθ∗(x) of the target density (assumed unimodal) is estimated from the

“sample modes” α̂n ≡ argmaxxpθ̂n(x). One can consider more general “adaptive” kernel esti-

mators where the bandwidth h is allowed to depend on x or on the data Xi [339], which may

for example be used to detect rare events (outliers/anomalies) such as fraudulent transactions

[206]. Estimators can also be built for distributions over functions, such as those arising from

stochastic processes generated by diffusions [200]. For example [15] considers the problem of

estimating the drift and diffusion terms by minimising the variational free energy between the

posterior distribution over sample path and a family of Gaussian processes. Below we discuss

some important classes of estimators, in particular the minimum Hyvärinen score estimator

which is commonly used for unnormalised differentiable statistical models, and will be gener-

alised in §6 to improve its robustness. Additional estimators for likelihood-free inference based

on generative models are reviewed in §A.4.

2.2.1 M, Z, and Wasserstein Distance Estimators

Given a family of functions mθ :M→ R
⋃
{∞} and i.i.d. random functions Xi : Ω→M, the

estimators

θ̂n ≡ argmaxθ∈Θ

1

n

n∑
i=1

mθ(Xi) (2.7)

are called M-estimators. The MLE defined in (2.5) is the M -estimator associated to the

log-likelihood functions mθ ≡ log pθ. When Θ is an open subset of Euclidean space and θ 7→ mθ
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is differentiable, by the first optimality condition a maxima θ∗ will satisfy

1

n

n∑
i=1

∇θmθ(Xi)
∣∣
θ∗

= 0, (2.8)

and in practice solutions to (2.7) are often found by solving (2.8). However since these equations

are not equivalent, it is better to refer to solution to (2.8) as Z-estimators (see 5 [348]). The

parameter space Θ does not need to be finite dimensional. For example we can consider the

exponential family Pθ ≡ 1
Z(θ)

eθ(x)dx where θ belongs to an appropriate subset of a reproducing

kernel Hilbert space (see §A.4.9). The MLE then reads

θ̂n = argmaxθ∈Θ

1

n

n∑
i=1

θ(Xi)− logZ(θ),

and the corresponding Z-estimator satisfies (see (1.7) [123])∫
k(x, ·)dPθ =

1

n

n∑
i=1

k(Xi, ·),

i.e., the mean embedding of the estimated distribution is the mean embedding of the empirical

measure. To obtain tractable estimators [123, 1.3.3] discusses possible approaches to regu-

larise the objective, in particular the approximation of Θ by an increasing sequence of finite

dimensional subspaces.

An important mechanism to generate useful M -estimators relies on the concept of proper

scoring rules. A scoring rule is a function S :M×P(M)→ R which measures the discrepancy

between a realisation of an M-valued random variable and a probability measure on M (here

P(M) is the set of probability measures onM): the bigger S(x,Q) is, the less likely it is that

x was generated by a Q-distributed random variable. It is a (strictly) proper scoring rule

if the map Q 7→
∫
S(x,Q)P (dx) is (uniquely) minimised at P . A proper scoring rule, defines a

minimum score estimator by

θ̂n ≡ argmin
θ∈Θ

1

n

n∑
i=1

S(Xi, Pθ).

For example, given a convex differentiable function ψ : R≥0 → R, assuming Q(dz) = q(z)dz,

the Bregman scoring rule is defined as

S(x,Q) ≡ −ψ′(q(x))−
∫

(ψ(q(z))− q(z)ψ′(q(z))) dz.

It is proper, strictly proper if ψ is strictly convex, and recovers MLE for ψ(z) = z ln z. Of
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particular importance are homogeneous scoring rules which are invariant under scaling in

their second entry, and thus may be evaluated without knowledge the normalisation constant

(see 6 [291] for a detailed study). The most famous homogeneous scoring rule is the Hyvärinen

score on M = Rn, when q > 0, associated to the score matching statistical divergence §5.1.3

S(x,Q) ≡ 1
2
‖∇ log q‖2 + ∆ log q. (2.9)

Another important class of estimators originate from optimal transport. Therein one aims

to solve the Monge–Kantorovich transportation problem, that is to find the transfer

plan ΠP↔Q between two measures that minimises a given cost function c : M×M → R+

representing the work required to transport probability mass [352],

inf
ΠP↔Q

∫
M×M

c(x, y)ΠP↔Q(dx, dy).

If we fix P , and consider a statistical model parametrised by a metric space Θ, we can define

Kantorovich risk

R[Pθ] ≡ inf
ΠP↔Pθ

∫
M×M

c(x, y)ΠP↔Pθ(dx, dy),

and given n independent P -distributed random variables (Xi) the minimum Kantorovich

estimator (MKE) θ̂n is defined by

θ̂n ≡ argmin
θ∈Θ

inf
Π 1
n

∑
δXi
↔Pθ

∫
M×M

c(x, y)Π 1
n

∑
δXi↔Pθ

(dx, dy).

Conditions for the existence, measurability, and consistency of MKEs are given in [30]. When

(M, d) is a Polish metric space, p ∈ [1,∞) the p-Wasserstein distance between any two

distributions P , Q on M is

Wp(P,Q) ≡
(

inf
ΠP↔Q

∫
M×M

d(x, y)pΠP↔Q(dx, dy)

) 1
p

. (2.10)

It defines a metric on the Wasserstein space of Borel distributions Q with finite p-moment,∫
M d(x0, x)pdQ(x) < ∞, for some arbitrary x0 ∈ M (else the Wasserstein distance can be

infinite). When M is compact, the Wasserstein distance metrises the narrow topology (see

§A.2)

Qn → P narrowly iff Wp(Qn, P )→ 0;

while whenM is not compact, one must add a convergence of moment condition, see theorem

6.8 [352]. For p = 1 we can equivalently use the dual formulation for distributions on the
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Wasserstein space

W1(P,Q) = sup
‖ψ‖Lip≤1

(∫
ψdP −

∫
ψdQ

)
where ‖ψ‖Lip ≡ sup

{
|ψ(x)−ψ(y)|

d(x,y)
: x 6= y

}
for ψ ∈ C(M). On Euclidean space M ≡ Rd with

Euclidean metric, the Lipschitz constraint can be replaced by a gradient constraint (6.2 [298])

W1(P,Q) = sup
‖∇ψ‖∞<1

(∫
ψdP −

∫
ψdQ

)
.

A useful feature of the Wasserstein distance it is well-defined on discrete distributions, in

particular Wp(δx, δy) = d(x, y). If we setM = {x1, . . . , xn} to be a discrete set with n elements,

the distributions on M are elements of the (probability) simplex (also called histograms),

P ≡ (p1, . . . , pn) ∈ Rn
≥0 s.t.,

∑
i pi = 1, the metric d defines a distance matrix D ∈ Rn×n

≥0 with

components Dij = d(xi, xj), and a transport plan ΠP↔Q is a nonnegative matrix PP↔Q ≡ P ∈
Rn×n
≥0 satisfying

∑
j Pij = pi,

∑
iPij = qj. The 1-Wasserstein distance is then given by the

linear program (see 2.3-2.4, 3.1 [298])

W1(P,Q) = min
PP↔Q

P>D. (2.11)

The minimum Wasserstein distance estimators are obtained by replacing P and Pθ by their

empirical measures

θ̂n ≡ argminθ∈ΘW1(Pn, Pθ), θ̂n,m ≡ argminθ∈ΘW1 (Pn, Pθ,m) .

Their existence, measurability, consistency and asymptotic distribution is studied in [38]. In

§A.4.8 we discuss the practical implementation of Wasserstein estimators via Sinkhorn statisti-

cal divergences, which are the main competitors to the minimum MMD estimators we proposed

in [62] for inference in likelihood-free models (see §A.8).
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Chapter 3

Hamiltonian Monte Carlo on

Manifolds

The aim of this chapter is to develop a generalised and rigorous theory of Hamiltonian-based

Monte Carlo samplers in a harmonised mathematical formalism, the language of geometric

mechanics, discuss the relations between several variants of HMC, correct some common mis-

takes in the implementation of HMC on manifolds, show the importance of symmetries in the

efficient implementation of the numerical trajectories, and in particular use reduction by sym-

metry to implement HMC on geodesic orbit manifolds by lifting the scheme to the acting Lie

Group. Moreover, understanding the geometric theory on which HMC is built will allow us to

generalise it in §4, and obtain a complete theory of MCMC methods generated by “brackets”

(a generalisation of the non-degenerate Poisson structures on which HMC is based). While in

Euclidean space we had a canonical choice of reference measure, the Lebesgue measure, this

is no longer the case on a general manifold so we will discuss choices of reference measures in

§3.1, as well as the geodesic flow which plays a central role in many HMC algorithms. Given an

appropriate reference measure we can parametrise target distributions through their densities.

We saw in §2.1.1 that HMC on Rn is based on defining a potential energy from the density of

the target distribution, and uses Newtonian mechanics to propose samples. On manifolds we

can follow the same idea, and we will discuss in §3.2 the various formulations of mechanics and

their measure-preserving properties. In particular we will see that, essentially, the equation of

motion on manifolds may be thought as simply replacing the flat Newtonian system with its

Riemannian (i.e., curved) analogue (see §3.2.3)

mγ̈ = −∂V︸ ︷︷ ︸
Flat Newton

−→ ∇γ̇
dt

= −∇V︸ ︷︷ ︸
Riemannian Newton

,
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and as we shall see the Riemannian Newton flow preserves the “canonical distribution” ∝
e−

1
2‖·‖

2−V ωn[ , whose pushforward under the quotient projection TM→M is ∝ e−V vol, where

vol is the Riemannian measure and ω[ the “Riemannian” symplectic measure. This allows us

to transport samples of the canonical distribution to samples of the target. In §3.3 we will

explain how to generally lift the target measure onM to a symplectic fibre bundle (F , ω) over

M in a measure-preserving manner, so that we can then use the mechanics defined by ω to

generate samples from the target. In §3.4 we shall then define the general Hamiltonian Monte

Carlo algorithm, which combines a mechanical proposal, a Monte Carlo accept/reject step, and

a heat bath, and discuss in full generality several standard implementations.

The theory of integrators suitable for HMC is the content of §3.5, where we will review

geodesic integrators (the Hamiltonian perspective), and variational integrators (the Lagrangian

perspective) obtained using the discrete variational principle, which are the ones of interest for

sampling distributions on embedded manifolds when the geodesic flow is intractable. In theory,

HMC only requires the integrator to be time-reversible, time-symmetric, and volume preserving

(see §3.4.1), yet it is usually better to use integrators which are also symplectic. The general

theory of symplectic maps (based on generating functions) is reviewed in §3.5.3. Combined

with Hamilton-Jacobi PDE it implies the existence of a Shadow Hamiltonian, thus explaining

the surprisingly high acceptance rate observed when implementing HMC with symplectic in-

tegrators (see also §A.5.6). Shadow Hamiltonians will also be important in the next chapter

when we consider non-symplectic Poisson systems §4.

We will then discuss the implementation of HMC on manifolds for various general settings:

embedded manifolds, submersed manifold, shape spaces and Lie groups. In §3.6 we will focus

on embedded manifolds (not necessarily in Rn). We will generalise and correct the algorithm

proposed in [66], which has caused a lot of confusion (as well as the claims in [160]), and

moreover show that both [161] and [186] are special cases of this general setting. In §3.7 we

will consider the setting in which there is a Riemannian submersion onto M. Unlike Rieman-

nian embeddings (where the Riemannian structure of the embedded manifold is induced by the

one of the ambient space) Riemannian submersions have powerful geodesic/gradient-preserving

properties which simplify the implementation of HMC. Riemannian submersions arise naturally

in the context of shape spaces (discussed in §3.8), and we will develop the general theory of

reduction by symmetry needed to construct the mechanics on a shape space M ≡ E/K from

a mechanics on E . Importantly, for any geodesic orbit manifold M ≡ G/K, which include

hyperspheres, hyperbolic spaces, Stiefel manifolds, Grassman manifolds, and the space of pos-

itive definite matrices, we can implement HMC entirely on G, and thus take advantage of the

properties of G (such as T ∗G ∼= G × g∗). In that case, the practical implementation of HMC

via geodesic integrators may in fact be seen as combining a Riemannian submersion G → G/K
and a totally geodesic embedding G → GL(n). Finally, since mechanics on Lie groups plays
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a central role in HMC on manifolds, we will consider it carefully in §3.9. Specifically, we will

generalise the original HMC on compact semisimple matrix groups of [186] by explaning its

relation with the Euler–Poincaré formalism in geometric mechanics, and deriving the solutions

to Euler–Arnold equation for various systems with symmetries, including GL(n) and naturally

reductive manifolds.

We recall the table 1.1 for a summary of the notation that will be used in this chapter. We

will assume standard notions from differential geometry (manifolds, differential forms...) and

provide an intuitive description of these objects in §A.3.

3.1 Measures and Geodesics on Manifolds

In HMC we need to choose a reference onM in order to expand the target measure in terms of

a density to construct its potential energy. On Rn the natural reference measure is the Lebesgue

measure, but there is no such natural choice on a general manifold M. In various papers the

density and associated potential energy of the target distribution is defined in a local coordinate

system as P (dq) = e−V dq (e.g. [66, 202]). However this does not give rise to a well-defined

potential energy, since under another coordinate system yi we have P (dy) = e−V | det( ∂q
i

∂yj
)|dy,

which defines a new potential energy V ′ ≡ V − log | det( ∂q
i

∂yj
)| (see also 3 [296]). In order to

obtain a well-defined density we need to choose a well-defined reference measure on M. If we

equip M with a Riemannian metric it acquires an associated Radon measure as we remind in

§A.5.1. However this construction depends on the arbitrary choice of metric. Fortunately many

manifolds appearing in statistics and physics are Lie groups or quotient manifolds. As we will

see in §3.1.1 for many Lie groups there is a canonical choice, the Haar measure, which generalises

the Lebesgue measure. This is still true for some Lie group quotients G/K, for example when

K is compact, where through the action of G we can define the canonical/uniform measure

§3.1.2. As the implementation of HMC often involves computing geodesics we will discuss in

§3.1.3 manifolds in which these may be found, the geodesic orbit manifolds. In the appendix

§A.5.2 we also mention first-order approximations known as retractions that may be useful to

implement HMC when the geodesic flow has a prohibitive computational cost.

42



3.1.1 Haar Measures

A left Haar measure µ on a Lie group M≡ G is a non-zero Borel measure that is invariant

under the left-translations Lg for any g ∈ G,∫
f ◦ Lgdµ =

∫
fdµ

for any f ∈ Cc(G). Replacing Lg with Rg defines right Haar measures. Left Haar measures

are proportional to each other, they give positive measure to non-empty open set, and measure

zero to lower-dimensional subsets of G. We can construct the left Haar measure using the

left-invariant volume form Θ ≡ θ1 ∧ · · · ∧ θn for a basis θi ∈ g∗L of left-invariant 1-forms,

since the associated positive measure µ defined by Riesz-representation,
∫
fdµ =

∫
fΘ, is left-

invariant
∫
f ◦ Lgdµ =

∫
L∗gfΘ =

∫
L∗g(fΘ) =

∫
fΘ =

∫
fdµ, where we used theorem 2.6.7

[2]. In particular when sampling with HMC on a Lie group G using a geodesic integrator (see

§3.5.1) associated to a left-invariant metric Gijθ
i ⊗ θj (where Gij are the components of an

inner product matrix), the reference measure on G should be set to be the left Haar measure,

since it is necessarily proportional to the Riemannian volume form of the left-invariant metric

(otherwise a correction term should be included in the Hamiltonian). For numerous groups,

including compact, abelian and semisimple Lie groups, the left Haar measure is also right-

invariant, and is simply referred to as the (invariant) Haar measure (hence one may use the

geodesic flow of a right-invariant metric).

For example, on Rn viewed as the abelian additive group (Rn,+), the Haar measure is the

Lebesgue measure, which is thus the unique (up to a constant) translation-invariant measure.

Similarly, the Haar measure on the circle S1 is the Lebesgue measure. On the scale group R>0

with multiplication, the Haar measure is dx/x. The group of invertible matrices GL(n) is not

compact/abelian/semisimple but still has a Haar measure given by | detx|−ndx (see section 6

chapter VIII [191]). A simple calculation shows its left-invariance:∫
f(gx)| detx|−ndx =

∫
f(y)| det g−1y|−n| det ∂Lg−1|dy

=

∫
f(y)| det g|n| det y|−n| det g−1|ndy =

∫
f(y)| det y|−n|dy

where we have used det ∂Lg−1 = detLg−1 = (det g−1)n (so dx = | det g−1|ndy). An analogous

derivation proves the measure is also right-invariant.
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3.1.2 Uniform Measures

For Lie groups the canonical/uniform measure is the Haar measure (whenever it exists), that is

the measure invariant under left and right translations. Similarly for homogeneous manifolds

M≡ G/K 1 the uniform measure is the measure invariant under the natural (left) action of

G on G/K, denoted Φg : hK 7→ ghK (see 3 [297] and 4 [295]). While a uniform measure does not

exist in general, sufficient conditions for its existence can be found in [323], and, in particular,

when K is compact there exists a G-invariant Riemannian metric on G/K whose Riemannian

measure is the uniform measure. In general, when a uniform measure exists it is unique up to

a constant (since the action of G on G/K is transitive), and when G/K is compact it can be

normalised to define the uniform probability distribution.

An important class of homogeneous manifolds are the reductive ones. This means that

there exists a subspace p ⊂ g with

g = p⊕ k, Adk p ⊂ p, ∀k ∈ K,

where Ad : G → GL(g) is the adjoint representation. We further assume that M is equipped

with a G-invariant metric, which, as mentioned above, can always be found when K is compact

(proposition 22.22 [125]). Such G-invariant metrics are in 1-to-1 correspondence with AdG K ≡
Ad |K-invariant inner products on p, which is the generalisation of the correspondence between

inner products on g and left-invariant metrics on G. Moreover, in that case we can construct

a left-G-invariant and right-K-invariant metric on G s.t. p = k⊥, and the quotient projection

τ : G → M is a Riemannian submersion (see proposition 22.23 [125]). In particular the

isometry p → TgK(G/K) is given by X 7→ ∂KΦg ◦ ∂1τ(X) = (AdgX)M(gK), which shows that

the adjoint action Adg adapts the complementary subspace p to the point of gK interest (Adg k

is the Lie algebra of the isotropy group at gK).2 This fact will be particularly important when

we implement on G an HMC scheme to sample from G/K, since we can refresh the momentum

on the single tangent space p, and moreover never need to actually compute the adjoint action

because we are only interested in the configuration samples (so we average over momentum

before projecting). We finally mention that there is a simple relation between the uniform

measure on G/K and the left Haar measures on G and K: up to a constant, the pull-back of

the uniform (Riemannian) volume form volG/K is precisely (see 10 [323])

θ1 ∧ · · · ∧ θn = τ ∗volG/K,

1Note we always assume K is a closed subgroup of G, so that G/K is a manifold, whose elements are the
cosets gK for g ∈ G. K is the isotropy group which fixes the origin 1K ∈M.

2Here Φg : M → M denotes the action of g, and ξM is the action vector field on M generated by the
element of the Lie algebra ξ (see (3.17))

44



where (θi)i=ni=1 is a basis of p∗L (the left-invariant 1-forms generated by p∗), so the left Haar

measure of G has (up to a constant) the decomposition

ΘG = τ ∗volG/K ∧ΘK,

which is useful in the context of fibre integration. A local instance of this decomposition

consists of using the local Hopf-coordinates SO(3), which then decomposes as the product

SO(3) ∼= S2 × S1, so we can parametrise it with (θ, φ, ψ) where θ ∈ [0, π], φ ∈ [0, 2π) are the

usual coordinates on the sphere, and ψ ∈ [0, 2π) is the coordinate on the circle. The Haar

measure is sin θdθdφdψ [365], where we recognise the uniform spherical measure sin θdθdφ on

S2, and the uniform measure dψ on the circle S1.

3.1.3 Geodesic Flow

To sample from a distribution using HMC we need to compute the Hamiltonian vector field of

the kinetic energy which is the geodesic flow of the Riemannian metric. Finding the geodesics is

usually a difficult problem, so it is important to choose a Riemmanian metric which makes the

geodesic flow tractable, as this simplifies considerably the implementation of HMC. The natural

way to simplify the geodesics equations is to restrict to Riemannian metrics with symmetries.

For example on a Lie group, the geodesics equations of left-invariant metrics reduce to two first

order ODEs, the Euler-Arnold and reconstruction equations, rather than the usual second order

ODE. If the Riemannian metric is further bi-invariant (that is both left and right invariant),

the geodesics are then given by the Lie group exponential as discussed below. Bi-invariance is

precisely the reason that the geodesic flow on Rn of the Euclidean metric is t : (q, v) 7→ q+tv, and

that for some matrix groups such as SU(3) it is given by a matrix exponentiation (q, v) 7→ qetv.

As we shall now see, geodesics on G/K which are related to Lie group exponentials by projec-

tions are called homogeneous geodesics, and for a class of manifolds known as geodesic orbit

manifolds it is possible to choose a Riemannian metric whose geodesics are all homogeneous.

In particular for naturally reductive manifolds these homogeneous geodesics have a simple de-

scription. When the geodesics do not have a closed-form expression, one may use a constrained

numerical method to compute them (see appendix [211]) or a retraction §A.5.2.
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3.1.3.1 Naturally Reductive Manifolds

A reductive homogeneous manifold G/K with G-invariant metric is said to be naturally reductive

if the associated inner product on g (recall §3.1.2) satisfies (·|p denotes the p-component)

〈[X, Y ]p, Z〉g + 〈Y, [X,Z]p〉g = 0, ∀X, Y, Z ∈ p.

This is a natural generalisation of the notion of bi-invariant metric on Lie groups since for

K = {1} the statement reduces to demanding that G ∼= G/{1} has an ad g-invariant inner

product (recall ad ≡ ∂1 Ad), and for connected Lie groups, ad g-invariant inner products are

equivalent to bi-invariant Riemannian metrics (see §3.9.2). In that case it follows directly from

Euler–Arnold equations that the geodesic through the point g ∈ G with initial velocity X ∈ g

is given by the curve t 7→ getX (see §3.9.2.1). For a general naturally reductive manifold G/K,

the geodesic through the point gK with initial velocity vgK is given by (proposition 22.28 [125])

t 7→ τ
(
getX

)
= ΦT

t

(
τ(g), (AdgX)M (τ(g)

)
where ΦT is the geodesic flow, andX ∈ p is the unique vector for which ∂1τ(X) = (AdgX)M(gK)

= vgK. We shall provide a proof of this statement later on directly from the Euler–Arnold equa-

tion, using the symmetries on the inner product.

3.1.3.1.1 Geodesics of SPD(n)

As an example, let us compute the geodesics of the space of positive definite matrices, τ :

GL(n) → SPD(n), which is naturally reductive and τ(g) = ggT . We know its geodesics are

given by τ(getX) = getXetX
T
gT = ge2tXgT for (g,X) ∈ GL(n) × p, where p is the space of

symmetric matrices. This has initial position ggT and velocity 2gXgT . Writing Σ ≡ ggT

implies g = Σ
1
2 , and setting V = 2gXgT implies 2X = g−1V g−T . By choosing a representative

g ∈ gK s.t., g is symmetric, we recover the formula used in [162] for the geodesics starting at

(Σ, V ) ∈ TSPD(n): τ(getX) = Σ
1
2 etΣ

−1/2V Σ−1/2
Σ

1
2 . In our implementation of HMC on SPD(n)

via symplectic reduction, by working directly on GL(n) we will instead only need to compute

getX for the geodesic update given (g,X) (and will not need to update the velocity).

3.1.3.2 Geodesic Orbit Manifolds

More generally, consider a reductive manifold with G-invariant metric as in §3.1.2. A geodesic

γ starting at gK is called homogeneous if there exists a geodesic vector X ∈ g which satisfies

γ(t) = τ(etXg) = τ(getAdg−1 X). Physically, these geodesics can be interpreted as relative
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equilibriums of the mechanical system [10]. Homogeneous geodesics are characterised by the

geodesic lemma, which states that 0 6= X ∈ g is a geodesic vector iff 〈[X, Y ]p, Xp〉 = 0 for all

Y ∈ p [199] (recall Xp denotes the projection of X onto p). A geodesic orbit (g.o.) manifold

is one for which all the geodesics are homogeneous. It follows that naturally reductive and

(Riemannian) symmetric spaces are g.o. manifolds. Finding formulae for the geodesics on a

g.o. manifold (that is finding their geodesic vectors) reduces to solving linear equations for the

coefficients of a basis of p and k in the reductive decomposition, as explained in [20].

3.2 Measure-Preserving Flows with Mechanics

We now introduce the mechanical systems of interests in HMC. We will begin by introducing

the geometric description of dynamical systems and invariant measures in §3.2.1, which will be

particularly useful in §4, and Hamiltonian mechanics in §3.2.2. Usually we have a metric on

M and it is convenient to work in velocity space using the musical isomorphisms as we discuss

in §3.2.3. In statistics, the Hamiltonian mechanics in velocity space defined by the metric has

been described as “Lagrangian” and non-symplectic [202, 160]. In §3.2.4 we will discuss the

Lagrangian perspective in order to correct these statements.

3.2.1 Dynamical Systems

A dynamical system on a manifold F is a C1 vector field X. Given an initial condition

z ∈ F , the dynamical trajectories are the integral curves X, and in terms of the flow ΦX these

satisfy
dΦX

t (z)

dt
= X

(
ΦX
t (z)

)
.

A volume form µF (or one density) is invariant under the dynamics if for all t

(ΦX
t )∗µF = µF ,

which is equivalent to the flow preserving the associated measure µF [3, proposition 8.1.11]:

(ΦX
t )]µF = µF , ∀t.

In general the relation between (ΦX
t )∗µF and µF is defined by the Jacobian J (µF ,Φ

X
t ) : F →

R
(ΦX

t )∗µF ≡ J (µF ,Φ
X
t )µF ,
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from which it follows that J (µF ,Φ
X
t )(z) = det ∂zΦ

X
t , where the determinant is defined with

respect to µF . Another measure of the invariance of the dynamics is provided by the com-

pressibility κ : F → R of the flow with respect to µF , defined as the divergence

κ ≡ div(X), where LXµF ≡ div(X)µF .

The Jacobian and compressibility are related by

d

dt
logJ (µF ,Φ

X
t ) = κ ◦ ΦX

t , so formally J (µF ,Φ
X
t )(z) = e

∫ t
0 κ(ΦXs (z))ds,

from which it follow that the flow is incompressible, i.e., κ = 0, iff J (µF ,Φ
X
t ) = 1 iff µF is

preserved by the dynamics.

Non-Hamiltonian dynamical systems arise in statistical physics [254, 232, 343, 109], for ex-

ample Nosé–Hoover dynamics, or systems with friction. These non-Hamiltonian dynamics have

also been employed in the context of Monte Carlo methods [114]. Various formalisms (vari-

ational principles, brackets, transport theorems...) have been proposed to derive and analyse

non-Hamiltonian flows as well as constructing invariant measures, see [346, 313, 344, 113, 314,

336, 61]. The construction of invariant measures often relies on the observation that if ν ≡ hµF ,

then the Jacobians are related by

(ΦX
t )∗ν = J (ν,ΦX

t )ν =
h ◦ ΦX

t

h
J (µF ,Φ

X
t )ν

so that if we choose h s.t.,

h
(
ΦX
t (z)

)
= h(z)e−

∫ t
0 κ(ΦXs (z))ds

then ν is preserved by the dynamics. Following [346], if there exists a function f s.t., df(X) = κ,

then
∫ t

0
κ(ΦX

s (z))ds =
∫ t

0
dΦXs (z)f(XΦXs (z))ds =

∫ t
0
(ΦX(z))∗df =

∫ ΦXt (z)

z
df = f(ΦX

t (z)) − f(z)

and h ≡ e−f solves the previous equation. It follows that

ν ≡ e−fµF , where df(X) = κ

is invariant under the flow of X. In fact this follows immediately from the proof of lemma

12, which shows divhµF (X) = divµF (X)− d log |h|(X). In §4 we will consider non-Hamiltonian

mechanical systems induced by a bracket, and characterise under what conditions they retain

some of the key properties of Hamiltonian systems, and in particular show that these preserve

a given measure iff the bracket is locally curled.
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3.2.2 Hamiltonian Mechanics

Given a connected symplectic manifold (F , ω) and a Hamiltonian H : F → R, Hamilton’s

equation for Ĥ ∈ Γ(TF) is

iĤω = dH. (3.1)

In local Darboux coordinates z = (q, p),

ω = dqi ∧ dpi, Ĥ =
∂H

∂pi

∂

∂qi
− ∂H

∂qi
∂

∂pi

and if t 7→ z(t) is an integral curve of Ĥ 3

ż =

(
q̇

ṗ

)
=

(
∇pH

−∇qH

)
=

(
0 I

−I 0

)
∇zH ≡ J∇zH. (3.2)

Hamilton’s equation (3.1) defines a bijection between Hamiltonian vector fields and exact 1-

forms, and thus a 1-1 correspondence between Hamiltonian vector fields and functions up to a

constant: Ĥ = Ĥ + c for any c ∈ R. This invariance of Hamiltonian vector fields with respect

to the transformation H 7→ H + c is fundamental for applications of mechanics to sampling as

it implies we only need to know the Hamiltonian up to constant, and thus the target density

up to normalisation. We will sometimes use the Poisson brackets {·, ·} : F ×F → F , defined

by {f, h} ≡ −ω(f̂ , ĝ). These have the property that {f, h} = 0 iff Φf
t and Φh

t commute, so

the Poisson bracket measures the non-commutativity of the Hamiltonian flows (5.3 [212]). If

ω is exact, i.e., there exists a 1-form Θ s.t., ω = −dΘ, we call Θ the Poincaré/Liouville

1-form. This is the case for the cotangent bundle T ∗M of a manifold M. In that case the

cotangent-lifted coordinates (qi, pj) are Darboux, and the Poincaré 1-form is locally given by

Θ = pidq
i [164]. Moreover observe

XH(H) = ω(XH , XH) = 0, LĤω = iĤdω + diĤω = 0 = LĤω
n, (3.3)

that is the Hamiltonian flow preserves the energy H, the symplectic structure, and the sym-

plectic volume ωn. Hence, from §3.2.1, the Hamiltonian flow ΦH of Ĥ is incompressible with

respect to ωn, and preserves the canonical distribution µH ≡ e−Hωn/
∫
e−Hωn

(ΦH
t )]µH(A) ≡

∫
(ΦHt )−1(A)

µH =

∫
A

(ΦH
−t)
∗ (µH) =

∫
A

µH = µH(A),

3Note we also have ω(u, v) = u>Jv
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which motivates the use of Hamiltonian flows as proposals to generate µH-preserving Markov

chains. A diffeomorphism f : (F1, ω1)→ (F2, ω2) will be said to be a symplectomorphism if

f ∗ω2 = ω1. Symplectomorphisms can be used to transport samples [255] between the canonical

distributions µf∗H and µH , a powerful fact that allows the use of symplectic transformations

to simplify the sampler by mapping it into coordinates in which the implementation is less

expensive. For the purpose of sampling from a target P on a manifold M, the importance of

this result stems from the fact that, as we will explain in §3.3, we can express expectations

with respect to P in terms of expectations with respect to an appropriately chosen canonical

distribution. From above we know that by preservation of energy the flow remains stuck in a

given energy level. As we now show in §3.2.2.1, there exists a microcanonical distribution on

each energy levels set which is invariant under the restricted flow, and expectations with respect

to µH may be themselves expressed as a weighted integral of microcanonical expectations.

3.2.2.1 Microcanonical Distribution

The microcanonical distribution plays a central role in HMC for molecular dynamics, and we

now provide a geometric construction. Consider a Hamiltonian H on (F , ω) and suppose that

H is a submersion, so the energy level sets H−1(E) are submanifolds for any E ∈ R. We define

the microcanonical volume form δE on a connected component ΣE ⊂ H−1(E) to be the

restriction of any form σ satisfying ωn = dH ∧ σ, so δE ≡ ι∗Eσ where ιE : ΣE ↪→ F (this

definition is independent of the choice of σ). In the following we assume ΣE = H−1(E). By

(3.3) the Hamiltonian H is preserved along the flow of XH , so XH restricts to a vector field

XH |H−1(E) on H−1(E), which preserves the microcanonical volume form [2, 3.4]

LXH |H−1(E)
δE = 0, equivalently (ΦH

t |H−1(E))
∗δE = δE ∀t.

The fibre integral (see [59])
∫
fib
σ of σ is known as the density of states in statistical physics

[185]. By definition its value at E, sometimes denoted d(E) ∈ R, is4

(∫
fib

σ

)
(E) =

∫
H−1(E)

ι∗Eσ =

∫
H−1(E)

δE ≡ d(E)

and it corresponds to the density of the pushforward H]ω
n with respect to the Lebesgue measure

dE on R, since

i∂EH]ω
n = i∂E

∫
fib

ωn =

∫
fib

ivω
n =

∫
fib

dH(v)σ =

∫
fib

σ

4 This definition is consistent with the one discussed in 2.1.1 [46], since if X ∈ Γ(TF) satisfies dH(X) > 0
(
∫
H−1(E)

ι∗E (iXω
n))/dH(X) = (

∫
H−1(E)

dH(X)δE)/dH(X) =
∫
H−1(E)

δE = d(E).

50



where v is any lift of ∂E, and we used that ι∗EdH = 0 for any E (which implies
∫
fib

dH∧ivσ = 0),

and dH(v) = dE(∂H(v)) = dE(∂E) = 1. The microcanonical distribution µmc,E is the

associated probability measure on H−1(E)

µmc,E ≡ δE/

∫
H−1(E)

δE.

An important result is that the map E 7→ δE disintegrates the symplectic volume form with

respect to H and dE, and thus we can write canonical expectations in terms of microcanonical

expectations: using dH = H∗dE and the properties of the fibre integral [3],∫
F
fe−Hωn =

∫
F
fe−HdH ∧ σ =

∫
F
fe−HH∗dE ∧ σ =

∫
R

dE

∫
H−1(E)

fe−HδE

=

∫
R
e−Ed(E)dE

∫
H−1(E)

fµmc,E,

and thus

EµH [f ] =
1∫

F e
−Hωn

∫
R
Eµmc,E [f ]e−Ed(E)dE.

The idea of expressing the expectation with respect to an unconstrained measure in terms

of the expectation of a constrained measure (as above) appears for example in Blue Moon

samplers for molecular systems [73]. As mentioned above the microcanonical volume form is

a disintegration. Disintegrations are usually called “delta measures” in statistical physics, and

are often expanded in terms of “sigma measures” via the coarea formula. Geometrically, sigma

measures correspond to a choice of smooth measure on the fibre, which is necessary to define the

co-Jacobian of the coarea formula [84]. For example when F = T ∗Rn ∼= R2n, we can express the

microcanonical distribution in terms of the Riemannian surface measure volH−1(E) on H−1(E)

induced by the ambient Euclidean inner product (which is a natural choice of sigma measure

in this case). Then by the coarea formula

µmc,E =
1

d(E)

1

‖∇H‖
volH−1(E). (3.4)

3.2.2.2 Invariant Measures on Invariant Manifolds

We can generalise the setting of §3.2.2.1 to the case where a Hamiltonian vector field XH

preserves m functions fi : F → R, i.e., XH(fi) = 0 (or equivalently {H, fi} = 0), representing

m conserved quantities. Assume f ≡ (f1, . . . , fm) : F → Rm is a submersion, so that f−1(E)

is a submanifold. By theorem 3.4.15 [2] XH preserves f−1(E), i.e., ΦH
t f
−1(E) ⊂ f−1(E), and

in a neighbourhood f−1(E) we have ωn = df1 ∧ · · · ∧ dfm ∧ σ for some differential form σ.
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Then the measure ι∗Eσ on f−1(E) is preserved by the flow ΦH
t |f−1(E) and is independent of the

choice of σ. Using the results form §3.3, denoting by Ei : Rm → R the coordinates, and setting

µmc,E ≡ ι∗Eσ/
∫
fib
σ(E)

EµH [h] =

∫
Rm
◦
∫
fib

he−Hωn =

∫
Rm
◦
∫
fib

he−Hf ∗ (dE1 ∧ · · · ∧ dEm) ∧ σ

=

∫
Rm

dE1 ∧ · · · ∧ dEm ◦
∫
fib

he−Hσ =

∫
Rm

dE∫
fib
σ(E)

Eµmc,E [he−H ]

3.2.3 Hamiltonian Mechanics on TM: Riemannian Newton Equa-

tions

While in physics mechanics is described in momentum space, when implementing HMC with

geodesic flows, the velocity space version of mechanics (on TM) may be convenient, and we shall

now derive it. Let 〈·, ·〉 be a Riemannian metric on M and consider the musical isomorphism

[ : TM → T ∗M, v 7→ v[ ≡ 〈v, ·〉. On TM we define the symplectic structure ω[ ≡ [∗ω.

Consequently TM and T ∗M are symplectomorphic, and

iĤω = dH ⇔ [∗iĤω = [∗dH ⇔ ω(Ĥ, [∗·) = d[∗H

⇔ ω[(([
−1)∗Ĥ, ·) = d[∗H ⇔ i([−1)∗Ĥ

ω[ = d[∗H.

It follows that XH ∈ Γ(TTM) is the Hamiltonian vector field of H : TM → R iff [∗XH is

the Hamiltonian vector field of H ◦ [−1: [∗XH = XH◦[−1 . Similarly, the canonical distributions

satisfy []
(
e−Hωn[

)
= e−H◦[

−1
ωn. Note however that, while in cotangent-lifted coordinates the

symplectic structure takes the canonical form ω = dqi∧dpi, in tangent-lifted coordinates, since

pi = Gikv
k where Gik ≡

〈
∂qi , ∂qk

〉
, we have

ω[ = vk∂qjGikdq
i ∧ dqj +Gijdq

i ∧ dvj, (3.5)

and this seems to be the origin of some confusion in HMC. The tangent-lifted coordinates

(qi, vi) are not a canonical choice of coordinates for the symplectic structure, but by Darboux’s

theorem there exists local coordinates in which ω[ takes the usual form dq̃i ∧ dṽi. Treating

the symplectic manifold (TM, ω[) as a Hamiltonian system in its own right, we can as usual

derive Hamilton’s equations in local coordinates from ω[(X, ·) = dH(·). The local Hamilton’s

equations are

X i ≡ dqi(X) = Gis∂vsH, (3.6a)

X
r ≡ dvr(X) = GirvkXj

(
∂qiGjk − ∂qjGik

)
−Grs∂qsH. (3.6b)
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Proof. Recall that if (q, v) are tangent-lifted coordinates on TM, then (∂vi |q) forms a basis of the

vertical space VqTM, and
(
∂qi |q, ∂vi |q

)
for a basis of TqTM. Let Y = Y i∂qi+Y

i
∂vi ∈ Γ(TTM).

We want to find the vector field X = X i∂qi +X
i
∂vi that solves Hamilton’s equations. Then

dH(Y ) = Y (H) = Y i∂qiH + Y
i
∂viH

For the LHS we recall dqi ∧ dqj ≡ dqi ⊗ dqj − dqj ⊗ dqi, so

ω[(X, Y ) = vk∂qjGik

(
X iY j −XjY i

)
+Gij

(
X iY

j −Xj
Y i
)

equating the coefficients of Y
s

implies X i = Gis∂vsH, and similarly for the coefficients of Y i:

X
r

= GirvkXj
(
∂qiGjk − ∂qjGik

)
−Grs∂qsH.

�

In particular, if H(q, v) = 1
2
Gijv

ivj + V (q), we recover the standard system

X i = vi, X
r

= −Γrikv
ivk −Grs∂qsV (3.7)

where Γrik are the components of connection compatible with the Riemannian metric (the Levi-

Civita connection), though this form is not as useful for HMC as XH is usually not tractable;

Proof. If H(q, v) = 1
2
Gijv

ivj + V (q), then ∂vsH = Gisv
i, ∂qsH = 1

2
∂qsGijv

ivj + ∂qsV . Hence

X i = vi, and

X
r

= GirvkXj
(
∂qiGjk − ∂qjGik

)
− 1

2
Grs∂qsGijv

ivj −Grs∂qsV

= Girvkvj
(
∂qiGjk − ∂qjGik − 1

2
∂qiGkj

)
−Grs∂qsV = Girvkvj

(
1
2
∂qiGjk − ∂qjGik

)
−Grs∂qsV

= Girvkvj
(

1
2
∂qiGjk − 1

2
∂qjGik − 1

2
∂qkGij

)
= −vkvjΓrkj −Grs∂qsV.

�

These are often expressed in terms of an integral curve γ(t) = (qi(t), vk(t)) of X

q̇ = v, v̇k = −Γkijv
ivj −Gki∂qiV,

or in a coordinate-independent manner as

∇γ̇
dt

= −∇V, or [
∇γ̇
dt

= −dV,
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where ∇ is the Riemannian gradient. Comparing the latter with (2.2), we see we have con-

structed a curved analogue of Newton’s equations. Note that in tangent-lifted coordinates, the

symplectic measure is

ωn[ = det(G)dq ∧ dv.

3.2.4 Lagrangian Mechanics

In the previous sections we have introduced the Hamiltonian description of mechanics, which

relies on symplectic geometry. In statistics, Hamiltonian mechanics in velocity space is some-

times referred to as (geodesic) Lagrangian Monte Carlo (LMC) [202, 204, 161]. It is sometimes

claimed that LMC “cannot be recognised as a Hamiltonian system” and “non-symplectic” (and

thus requires Jacobians corrections) [202, 160, 161], but as shown above TM really is a sym-

plectic manifold, and in particular the Hamiltonian flows are automatically volume-preserving.

In fact observe that no Lagrangian is involved in the construction of ω[, the latter relies only on

the metric. In §A.5.3 we recall the Lagrangian formulation which is based on the principle of

stationary action (and so is the Lagrangian theory of numerical integrators). If we do not have

a metric, but are given a (regular) Lagrangian L, we can still induce a symplectic geometry on

TM under which Lagrangian flows are symplectic since they may be obtained as a solution of

Hamilton’s equations, as we now describe in §3.2.4.1.

3.2.4.1 Lagrangian Symplectic Structure

Given a regular Lagrangian L, i.e., one for which the fibre derivative FL : TM → T ∗M is

locally invertible, it is also possible to define the Lagrangian two-form ωL ≡ FL∗ω on TM,

which in local coordinates is

ωL =
∂2L
∂qi∂vj

dqi ∧ dqj +
∂2L
∂vi∂vj

dqj ∧ dvi. (3.8)

Defining the Lagrangian energy E(v) ≡ 〈FL(v), v〉∗ − L(v) [249], we call Z a Lagrangian

vector field if it is a solution to Hamilton’s equation ωL(Z, ·) = dE. This is equivalent

to demanding that the integral curves of Z solve Euler-Lagrange equations §A.5.3. Hence

Lagrangian flows are symplectic, a fact first discovered by Lagrange himself, and preserve the

“canonical distribution” ∝ e−EωnL. Note that if L is hyperregular (i.e., FL is a diffeomorphism),

then by definition a Lagrangian vector field is FL-related to the Hamiltonian vector field of

H(p) ≡ E ◦ FL−1(p) = 〈p,FL−1(p)〉∗ − L(FL−1(p)) on T ∗M. The map L 7→ H ≡ E ◦ FL−1 is

called the Legendre transformation of L (although it can also refer to the map v 7→ FL(v)

in the literature).
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As mentioned above the construction of the symplectic manifold (TM, ωL) is based on a

fixed Lagrangian, and does not depend on whether M is given a Riemannian metric. If we

have both a regular Lagrangian and Riemannian metric on M, then ωL = ([−1 ◦ FL)∗ω[. For

a standard Lagrangian L ≡ 1
2
‖ · ‖2 − V ◦ πTM : TM→ R, where ‖ · ‖ is the norm associated

to the metric, then FL(v) = 〈v, ·〉 = [(v), so ω[ = ωL, and the Legendre transform of L is

H ≡ 1
2
‖·‖2 +V ◦πT ∗M, where now ‖·‖ is the norm of the dual Riemannian metric. However, as

we will discuss later, to construct numerical integrators for HMC we often split the Hamiltonian

H = V ◦π+ 1
2
‖ · ‖2 into the Hamiltonians H1 ≡ V ◦π and H2 ≡ 1

2
‖ · ‖2 in order to approximate

the flow of Ĥ, and even though H,H2 are hyperregular, H1 is not, so does not correspond to a

Lagrangian system (for H1 we have FH1(p) = 0). Indeed splitting methods are specific to the

Hamiltonian description: the Lagrangian perspective instead relies on the discrete variational

principle.

3.3 Construction of Hamiltonian System Adapted to Tar-

get Distribution

Now that we have introduced mechanics and its measure-preserving properties, we need to

connect these mechanical systems to our statistical problem. In order to sample from a target

distribution P on M, HMC algorithms rely on constructing a mechanical system on a fibre

bundle π : F → M over M, where (F , ω) is a symplectic manifold [221], and a canonical

distribution µH satisfying π]µH = P . Typically (F , ω) will be an exact symplectic fibre

bundle over M, so ω = −dΘ where Θ ∈ Γ(F , T ∗F) is a Liouville form as defined in 1 [11],

and 2 [220]. The most important cases are F = T ∗M, F = G × g∗, F = TM when M is

Riemannian or has a regular Lagrangian, and F = G × g when g has an inner product (here

G is a Lie group with Lie algebra g). Local expressions for their symplectic structures are

provided in §3.3.1. Then let ζ ∈ Ωn(F) be any n-form s.t., ι∗qζ is a volume form on π−1(q)

(where ιq : π−1(q) ↪→ F is the inclusion), and whose fibre integral is one,
∫
fib
ζ = 1, i.e.,∫

fib

ζ(q) =

∫
π−1(q)

ι∗qζ = 1, ∀q ∈M.

Then ζ is a smooth probability disintegration (or regular conditional distribution) of the

smooth probability measure π∗P ∧ζ on F with respect to π and P , in particular π] (π∗P ∧ ζ) =
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P , as we will see below using (see 8 [3])∫
fib

π∗P ∧ ζ = P ∧
∫
fib

ζ, and

∫
F

=

∫
M
◦
∫
fib

.

Since we can build Hamiltonian flows on F that preserve the canonical distribution µH (recall

§3.2.2), it is convenient to express π∗P ∧ ζ as a canonical distribution by defining

H ≡ − log
d(π∗P ∧ ζ)

dωn
,

since then

π∗P ∧ ζ = e−Hωn ≡ µH .

By construction π]µH = P . Indeed for any f ∈ L1(P )

π]µH [f ] =

∫
F
π∗fµH =

∫
F
π∗(fP ) ∧ ζ =

∫
M
◦
∫
fib

(π∗(fP ) ∧ ζ)

=

∫
M

(
fP ∧

∫
fib

ζ

)
=

∫
M
fP

∫
fib

ζ =

∫
fP = P [f ].

Note this simplicity and clarity of the above derivation in terms of the fibre integral: in just two

lines we have been able to obtain the main results of [44], and at the right level of generality

since several HMC schemes, in particular the ones from lattice QCD, are not implemented on

the cotangent bundle. Using [84] we can also work with one densities, by viewing π∗P ∧ ζ as a

“retrenchment”, and we will often use this fact in the next chapter. We have thus constructed

a Hamiltonian system (F , ω,H), called adapted to P , with the property that the pushforward

of the canonical distribution µH with respect to π is precisely the target distribution P . Hence

if Zi ∼ µH are independent µH-distributed random variables, then Qi ≡ π ◦Zi are independent

P -distributed random variables, so that if we can sample from µH , then the projected samples

will be samples from P . In §3.4.1 we will discuss how to obtain samples from µH by combining

the Hamiltonian flow ΦH
t , which preserves µH but remains stuck in the level sets of H (see

§3.2.2.1), with a thermostat process which varies the energy level sets. Let us now provide

the general expression for the symplectic structure with respect to a local frame (which allows

us to derive equations of motion in that frame). In §3.3.2 and §3.3.3 we will then construct

Hamiltonian systems adapted to appropriate targets on Riemannian manifolds and Lie groups.

3.3.1 Symplectic Structures on Fibre Bundles

Following [11] we can obtain a general local expression for the symplectic structure of (F ,−dΘ)

in a local trivialisation Xi ∈ Γ(TM) of M, with αi its dual frame, αj(Xk) = δjk. Since Θ is a
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horizontal form, we can expand it as Θ = piπ
∗αj for some local functions pi ∈ C∞(F), and

ω = −dΘ = −dpi ∧ π∗αi − pi ∧ π∗dαi = π∗αi ∧ dpi + 1
2
piπ
∗ (cijkαj ∧ αk)

where crjk ∈ C∞(M) are given by [Xi, Xj] ≡ ckijXk, and the last equality follows from dβ(X, Y ) =

X[β(Y )]− Y [β(X)]− β
(
[X, Y ]

)
.

(i) In the case F = T ∗M, if qi are local coordinates on U ⊂ M, then we can set Xi = ∂qi ,

so αi = dqi, and pi : π−1(U)→ R the cotangent-lifted coordinates, pi(α) = α(∂qi). Then

Θ = piπ
∗dqi is the usual Liouville form. Note cijk = 0, so ω = π∗dqi ∧ dpi.

(ii) IfM is a Riemannian manifold, and qi are local coordinates, Xi = ∂qi , the tangent-lifted

coordinates are vi : X 7→ dqi(X). We have Θ[ = Gijv
jπ∗dqi where Gik ≡

〈
∂qi , ∂qk

〉
(see

(7.2.9) [251]), and cijk = 0, so we recover (3.5).

(iii) On a Lie group we can find global expressions for Θ and ω. On F = T ∗G the Liouville

form can be written as Θ = J (π∗θ), where θ ∈ Γ(G, T ∗G ⊗ g) is the Maurer-Cartan form,

and J : T ∗G → g∗ the momentum map of the right action of G on itself, J(αg) = L∗gαg

for any αg ∈ T ∗g G (see §3.9). If (θi) denotes a basis of g∗L, we can expand J and θ in this

frame (so J = piθ
i, for pi : T ∗G → R) to obtain, Θ = piπ

∗θi, and

ω = π∗θi ∧ dpi︸ ︷︷ ︸
usual “dx ∧ dp” term

+ 1
2
pic

i
jkπ
∗θj ∧ π∗θk︸ ︷︷ ︸

additional non-abelian term

where cijk are the structure constant of the Lie algebra determined by the dual basis to

(θi). In particular on an abelian group such as G = Rn we have cijk = 0.

(iv) Given an inner product on g, we can consider the symplectic trivial bundle F = G × g

over G. Choose a basis (Ti) of g and define the coordinates vi : g→ R, vi(X) ≡ 〈X,Ti〉g,
and components of the inner product Gij ≡ 〈Ti, Tj〉g. Then (see [26])

ω = Gijπ
∗θi ∧ dvi + 1

2
Girv

rcijkπ
∗θj ∧ π∗θk.

(v) Let L : TM→ R be a regular Lagrangian (i.e., its fibre derivative FL is locally invertible)

on a manifoldM. The Lagrangian 1-form is defined by choosing αi ≡ dqi, and pi ≡ ∂L
∂vi

,

ΘL ≡ ∂L
∂vi
π∗dqi. Then ωL ≡ −dΘL is given by (3.8).
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3.3.2 Riemannian Newton System

Consider the case where the target distribution is expressed using the Riemannian measure

volM on a Riemannian manifold M, P = 1
ZP
e−V volM. In that case it is convenient to employ

the Riemannian symplectic manifold (F , ω) ≡ (TM, ω[) discussed in §3.2.3. If we define

the disintegration by setting ζ|TqM ≡ N (0, 〈·, ·〉−1
q ), then the canonical measure is chosen to

correspond to the standard Hamiltonian H(q, v) = V (q) + 1
2
〈v, v〉q, since in local tangent-lifted

coordinates, ζ(q, v) = 1√
(2π)n detG(q)−1

exp
(
− 1

2
v>G(q)v

)
dv5, and

µH(q, v) ≡ 1

ZP

(
e−Hωn[

)
(q, v) =

1

ZP
e−V (q)e−T (q,v) detG(q)dq ∧ dv

=
1

ZP
e−V (q)

√
detG(q)dq ∧ e−T (q,v)

√
detG(q)dv

=

(
1

ZP
e−V volM

)
(q) ∧ e− 1

2 〈v,v〉q
√

detG(q)dv

= (π∗P ∧ ζ) (q, v),

so µH = π∗P ∧ ζ as required. The Hamiltonian system (TM, ω[, H ≡ π∗V + 1
2
‖ · ‖2) will be

called the Riemannian Newton system adapted to P .

3.3.3 Lie Group Hamiltonian System

Let M = G be a Lie group with dual Lie algebra g∗. Typically P = 1
ZP
e−V θ1 ∧ · · · ∧ θn where

θ1 ∧ · · · ∧ θn is the left Haar measure, and (θi) a basis of left-invariant 1-forms (see §3.1.1). In

that case it is convenient to adopt the symplectic manifold G × g∗ mentioned in §3.3.1. Using

the coordinates pi : g∗ → R defined by pi(α) = α(Ti), where (Ti) is a basis of g dual to (θi(1)),

we can identify g∗ ∼= Rn. We define ζ to be a probability measure on Rn with density e−T with

respect to the Lebesgue measure dp (for example a Gaussian distribution, T (p) ≡ 1
2
p>G−1p+ c,

for some inner product matrix G and normalising constant c, which corresponds to a left-

invariant metric). Then the Hamiltonian should be defined as H(g, p) = V (g) + T (p), since

µH(q, p) =
1

ZP
e−V (q)e−T (p)θ1 ∧ · · · ∧ θn ∧ dp1 ∧ · · · dpn = π∗P ∧ ζ.

5This may thought as the definition of ζ, and defines a differential form due to the transformation rules for
tangent-lifted coordinates, see (2.5) [166]
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3.4 The Hamiltonian Monte Carlo Algorithm

In §3.4.1 we will define the Hamiltonian Monte Carlo algorithm in its general form, which

combines an appropriate numerical integration of the mechanics with a Metropolis algorithm

to obtain an algorithm called MDMC that samples from the canonical distribution on an

arbitrary symplectic manifold, which is further combined with a thermostat process to improve

the ergodicity of the method. In §3.4.2 we will then consider various implementations of HMC

based on full and partial momentum refreshment.

3.4.1 Sampling Canonical Distribution and Target Measure

Since we cannot compute the Hamiltonian flow exactly, we need to consider instead a numer-

ical integrator Ψδt of the Hamiltonian trajectory, which will in general no longer preserve the

canonical distribution µH ∝ e−Hωn. This can be rectified by adding a Metropolis-Hastings step

whenever we can compose Ψδt with a map S : F → F s.t., (S ◦Ψδt)
−1 = S ◦Ψδt, in which case

Q(z, ·) ≡ δS◦Ψδt(z) can be used as a proposal kernel and combined with an accept/reject step

satisfying the conditions described in 2 [341] (here δz denotes the Dirac measure centred at z).

Let us now construct an explicit Markov transition kernel for HMC. Consider an antisym-

plectic involution S : F → F on a 2n-dimensional symplectic manifold (F , ω), i.e., S∗ω = −ω
and S = S−1. A Hamiltonian H is said to have a time-reversal (discrete) symmetry, or

simply to be reversible if H ◦ S = H. Indeed in that case time-reflection t 7→ −t is obtained

by conjugation ΦH
−t = S ◦ΦH

t ◦S, which follows from ∂S(XH) = −XH ◦S [2, proposition 4.3.13].

Standard HMC Hamiltonians, being the sum of a Riemannian kinetic energy and a potential

energy, are reversible with respect to the sign flip of the fibre component S(q, v) = (q,−v),

though, as we will see later, one has to be more careful when considering electromagnetic

forms. Using S∗ωn = (−1)nωn, it follows that S preserves the one-density |ωn| ≡ | · | ◦ ωn, and

thus the canonical distribution µH :∫
fS]µH =

∫
f ◦ SµH =

∫
S∗(f)e−Hωn = (−1)n

∫
S∗
(
fe−Hωn

)
=

∫
fµH .

We will say a numerical integrator Ψδt of the mechanics is time-reversible when Ψ−δt =

S ◦Ψδt ◦ S, (time) symmetric when Ψ−δt = Ψ−1
δt ,6 and is volume-preserving if (Ψδt)]ω

n = ωn;

6 The name “symmetric” comes from the fact that the adjoint integrator is defined as Ψ∗δt ≡ Ψ−1−δt. Hence
symmetric integrators are sometimes also referred to as Hermitian integrators. By theorem 1 [212] the symmetry
of Ψ implies it must have even order. We mention as well that some authors call a numerical method reversible
if Ψ−1δt = S ◦Ψδt ◦ S.
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S-Reversible Integrator Ψ−1
δt = S ◦Ψδt ◦ S, where S bijection

Time-symmetric Ψ−1
δt = Ψ−δt

Time-reversal symmetry S∗ω = −ω, S = S−1

Time-reversible Ψ−δt = S ◦Ψδt ◦ S
Volume-preserving (Ψδt)]ω

n = ωn

Reversible Hamiltonian S∗H = H

Table 3.1: Properties of integrators

see table 3.1 for a summary of these properties. For example the leapfrog integrator, defined

as Ψδt ≡
(

ΦV
1
2 δt
◦ ΦT

δt ◦ ΦV
1
2 δt

)τ/δt
(see §3.5.1), satisfies these properties since any Hamiltonian

flow Φf
t is time-reversible, symplectic and symmetric (provided S∗f = f). Now, for a time-

reversible, symmetric and volume-preserving integrator, and a reversible Hamiltonian, the time-

homogeneous Markov chain given by the generalised Metropolis algorithm with proposal kernel

Q(z, ·) ≡ δΨδt(z), which has transition kernel

P(z → dz∗) ≡ min (1, r(z, z∗)) δΨδt(z)(dz
∗) + (1−min (1, r(z,Ψδt(z))) δS(z)(dz

∗),

preserves the canonical distribution µH , 7 and the Metropolis ratio simplifies to

r(z, z∗) = exp (−(H(z∗)−H(z)))

as a result of the properties of Ψδt (we will prove a far more general result in §4.3.3). The

acceptance rate depends only on the energy difference of z and z∗, which means that if we

are able to preserve energy over long trajectories the method will be able to generate distant

proposals that favour decorrelation. Given zn ∈ F the resulting algorithm is (see 2.1.4 [329])

• Let z∗ ≡ Ψδt(z
n) (i.e., sample z∗ from Q(zn, ·))

• accept z∗ with probability min
(
1, e−(H(z∗)−H(zn))

)
. If accepted, then zn+1 ≡ z∗. Else

zn+1 ≡ S(z∗).

This is called the molecular dynamics Markov chain (MDMC) step. In order to have a

good acceptance rate the numerical integrator is tuned so as to produce small energy changes

during the MDMC step, in the sense that H(zn) and H(zn+1) are close. However if the energy

does not (or barely) changes during the MD step, the proposed sample will remain stuck in a

energy level set H = c, see Fig. 3.1.

7This follows from S]µH = µH which implies the transition kernel P is µH-reversible up to S, i.e., it
satisfies the detailed balance condition up to S (or modified detailed balance) with respect to µH ,
P(z → dz∗)µH(dz) = P(S(z∗) → S(dz))µH(dz∗), which in turn implies µH is an invariant distribution for the
Markov chain (see 2.1.4.2 [329]).
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Figure 3.1: Energy level sets

Hence to obtain an ergodic chain it is necessary to combine MDMC with a µH-preserving

momentum refreshment step (we shall discuss several such steps in what follows) called heat

bath or thermostat process, which facilitates the exploration of different energy levels.

The combination of MDMC with heat bath is known as Hamiltonian Monte Carlo: Given

zn ∈ F

• Implement heat bath to obtain ẑ ← zn

• Implement MD to propose z∗ ← ẑ

• Implement MC to obtain zn+1 ← z∗.

If the aim is to sample from a target distribution P onM, we construct a Hamiltonian system

(F , ω,H) adapted to P as explained in §3.3, so that the canonical distribution µH on the

symplectic manifold π : F → M satisfies π]µH = P . We then implement HMC to obtain

samples (zn) from µH , and project them to samples (π(zn)) of P .

Note it is also common to include the involution within the proposal kernel, Q(z, ·) ≡ δS◦Ψδt(z)

(then S ◦ Ψδt is an involution) and use a standard Metropolis algorithm (with no involution

S applied in case of rejection). When this MDMC is combined with a partial momentum

refreshment (discussed in §3.4.2.2) it is then recommended to add a third step which flips the

momentum in order to reduce the random walk behaviour (see 5.3 [276]).

3.4.2 Standard Implementations of HMC

We now discuss possible choices of heat bath and the resulting HMC schemes. We will begin

by HMC with full momentum refreshment, §3.4.2.1, where we use the disintegration to sample

a new momentum independently of its current value (this will motivate the general bracket

MCMC considered later). In §3.4.2.2 we will generalise a scheme due to Horowitz which only

partially refreshes the momentum, and §3.4.2.3 we will discuss an irreversible HMC algorithm

constructed using a second order Langevin process.
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3.4.2.1 HMC with Full Momentum Refreshment

Given a Hamiltonian system adapted to P with disintegration ζ as in §3.3, i.e., µH = e−Hωn =

π∗P ∧ ζ, HMC with full momentum refreshment uses ζ to perform the heat bath: given current

phase z = (q, p) ∈ F , the heat bath outputs (q, p̃) where p̃ is sampled from ζ|π−1(q). Note the

distribution of p̃ is independent of p, and the heat bath is µH-preserving. We thus obtain 4.

Algorithm 4 Generate a sample from P ∝ e−V µM given a current point q ∈M
1: procedure FullRefreshmentHMC
2: Sample from the fibre p ∼ ζ|π−1(q)

3: Integrate Hamiltonian dynamics, z∗ ← Ψδt(q, p)
4: Compute the Metropolis ratio r ← e−(H(z∗)−H(q,p))

5: Accept the proposal z ← z∗ with probability min(1, r), else the new state is z ← S(q, p)
6: The P -sample is q ← π(z)

WhenM is a Riemannian manifold, and P = 1
ZP
e−V volM, we can consisder the Riemannian

Newton system adapted to P as in §3.3.2. Sampling velocity according to ζ|π−1(q) corresponds

to sampling from a Gaussian with mean 0 and covariance 〈·, ·〉−1
q . Since the Hamiltonian is

H = π∗V + 1
2
‖ · ‖2, the involution S(q, v) = (q,−v) does not affect the projected samples so

may be ignored. In the following sections we focus on this Riemannian Newton Hamiltonian

system adapted to P , and generalise the heat bath.

3.4.2.2 HMC with Partial Momentum Refreshment

In the HMC algorithm described above, at each step the momentum (or fibre element) is “fully

refreshed” in the sense that the probability distribution of the momentum does not depend on

its current value. In order to more accurately retain the dynamical properties and increase the

acceptance rate (by setting the number of leapfrog steps to one without affecting the sample-

correlation, thereby requiring less computational effort to propose new samples) [168] suggested

replacing the momentum refreshment with a partial momentum refreshment. If we replace

the step v ∼ N (0, 〈·, ·〉−1
q ) in 4 with v ∼ cos(θq)v0 + sin(θq)N (0, 〈·, ·〉−1

q ) for some position-

dependent mixing angle q 7→ θq ∈ (0, π/2]. Note that since the initial phase (q0, v0) is distributed

according to ∝ e−π
∗V− 1

2‖·‖
2
qωn[ , then v0 ∼ N (0, 〈·, ·〉−1

q ), so v ∼ cos(θq)v0 +sin(θq)N (0, 〈·, ·〉−1
q ) ∼

N (0, 〈·, ·〉−1
q ). The resulting method, called generalised HMC (GHMC), still preserves the

target distribution. When θ = 1
2
π we recover standard HMC, while for arbitrary constant θ

and a single leapfrog step we obtain the so-called second order Langevin Monte Carlo

(L2MC) of [168]. However, while for a fixed step size L2MC does have a higher acceptance rate

(due to the shorter trajectory length), and the partial momentum flip improves the mixing of

the chain, the benefits are suppressed by the momentum flip introduced at each rejection which
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almost reverse the trajectory, so the resulting samples are more likely to be more correlated

[188] which reduces the mixing. L2MC thus only improves on HMC when the acceptance rate

is sufficiently high.

Algorithm 5 GHMC Algorithm to generate a sample, given time-reversible, symmetric,
volume-preserving integrator Ψδt and mixing angles q 7→ θq

1: procedure Standard-GHMC
2: Given current state (q0, v0) ∈ TM
3: sample ṽ ∼ N (0, 〈·, ·〉−1

q )
4: v ← cos(θq)v0 + sin(θq)ṽ
5: (q∗, v∗)← S ◦Ψδt(q0, v)
6: Accept z ← (q∗, v∗) with Metropolis step, else choose z ← (q0, v)
7: Flip velocity z̃ ← S ◦ z to reverse trajectory upon rejection
8: return z̃

One option to reduce this issue is to grant the algorithm K ∈ N extra chances: when the

value z∗ proposed by the numerical integrator should be rejected, we instead propose a new

phase by integrating again the dynamics starting from z∗ (this is done up to K times) (see

Fig 3 [67]). Some numerical simulations are provided in [67] showing that with K = 3 extra

chances, the effective sample size is substantially improved, in particular when θ is small. A

similar idea is proposed in [321], where the strategy is to minimise the number of momentum

flips (associated with rejections) by replacing them with further leapfrog steps, which leads to

an algorithm with no accept-reject step. Another way to increase the acceptance rate is to

couple GHMC with shadow Hamiltonians as discussed in §A.4.2.

3.4.2.3 Irreversible HMC with Ornstein-Uhlenbeck Heat Bath

The standard GHMC algorithm 5 combines a partial momentum refreshment, with a MDMC

step whose transition kernel P is P -reversible up to S, which means it satisfies the modified

detailed balance with respect to P , P(z → dz∗)P (dz) = P(S(z∗)→ S(dz))P (dz∗) (see §3.4.1).

In V.B [114] it is shown that GHMC satisfies modified detailed balance. Recently there has been

some growing interest in designing MCMC methods which do not satisfy detailed balance (i.e.,

are irreversible) as the chain (Xt) can benefit from a reduced asymptotic variance (describing

the fluctuations of 1
T

∫ T
0
f(Xt)dt around

∫
fdP for appropriate observables f) and a faster

convergence speed to the target [275, 104, 103]. The idea is to consider Langevin processes

which preserve the canonical distribution. These are then discretised by a splitting method into

an energy-preserving Hamiltonian part, and a thermostat process which allows the system to

move into different energy levels (which replaces the momentum refreshment). The Hamiltonian

and thermostat processes are then composed to define a transition kernel. While both these

processes do satisfy detailed balance, their composition does not, and we end up with an
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irreversible chain.

Consider a Hamiltonian H(q, p) ≡ 1
2
p>G−1p+ V (q). Given matrix-valued maps γ, σ : Rn →

Rn×n and a standard Brownian motion Wt in Rn the Langevin process

dQt = G−1Ptdt, dPt = −∇V (Qt)dt− γ(Qt)G
−1Ptdt+ σ(Qt)dWt (3.9)

preserves the canonical distribution ∝ e−H(q,p)dqdp provided the fluctuation-dissipation relation

holds: γ = 1
2
σσ> (see 2.2.3 [329]). A numerical integrator for (3.9) is formed by splitting it into

a Hamiltonian part

dQt = G−1Ptdt, dPt = −∇V (Qt)dt,

and a thermostat process

dQt = 0, dPt = −γ(Qt)G
−1Ptdt+ σ(Qt)dWt.

The Hamiltonian part is approximated by a volume-preserving, time-reversible and symmetric

integrator, coupled with a accept-reject step, while the thermostat part is a Ornstein-Uhlenbeck

(OU) process which preserves the target measure and whose transition density can be found

explicitly (see 5.1 [56]). Moreover in the limit in which the OU process is ran for an infinite

time (i.e., we are sampling from its stationary distribution) then this method recovers HMC.

The irreversible HMC method described above can be extended to Hilbert spaces as explained

in [289, 288] and to Lie groups [17]. See also [100] to the generalisation of the algorithm to

distributions defined on the bounded hypercubes [−a, a]n, rather than the whole Rn. This

may be achieved by either rejecting proposals that do not belong to the domain or using

reflections at the boundary of the domain, though numerical simulations of the normalized

effective sample size indicate that in high dimensions reflecting off the boundary performs

better, and also outperforms HMC with reflections. Irreversible HMC can also be combined

with shadow Hamiltonians, and the article [302] discusses the irreversibility resulting from the

composition of momentum refreshment (which has an accept-reject step) with the MDMC step,

and provides a nice summary of shadow HMC methods. We will discuss in §4 the geometrisation

of the Langevin process as well as irreversible HMC schemes on manifolds.

We mention that such “metropolised-integrators” are also useful for SDEs in molecular dy-

namics. In that context one is usually interested in approximating accurately the SDE, and

even though the accept-reject step (in particular the momentum flips) compromises the accu-

racy of numerical method, it can also improve the stability of the method as well as maintaining

ergodicity with respect to the target distribution [56, 57]. On a similar note, the effect of the

momentum flip in GHMC is analysed [7] where it is shown that on one hand momentum flips

can be beneficial from the point of view of sampling, but on the other hand a modification of
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GHMC with no momentum flip reproduces more accurately the molecular dynamics as long as

the rejection rate is low (below 10% in their simulations).

3.5 Mechanical Integrators and Shadow Hamiltonians

As mentioned before, in general it is not possible to solve Hamilton’s equations (3.7) and one

must resort to approximate the exact solution with a numerical integrator Ψδt : F → F . It

is usually desirable to employ a mechanical (or geometric) integrators, that is one that

preserves some of the geometric characteristics of the system, such as its energy, symplecticity,

or symmetries (see 9 [250] for a discussion). For HMC we will be mainly interested in sym-

plectic integrators, Ψ∗δtω = ω, as these will guarantee the acceptance rate remains high over

long trajectories (see §3.5.4), even though symplecticity is a stronger property than required

for HMC to be valid (recall from §3.4.1 that we only need volume-preservation). In the Hamil-

tonian framework, symplectic integrators are constructed through the splitting method, and in

§3.5.1 we will discuss geodesic integrators, such as the one used in “geodesic Lagrangian Monte

Carlo” [161] (which simply corresponds to leapfrog in velocity space). The splitting method,

together with the fact that the target density is typically only known up to normalisation,

also motivate the generalised bracket dynamics we consider in §4. The integrator proposed in

[202] for “Lagrangian” Monte Carlo was non-symplectic, but this has nothing to do with the

fact the Lagrangian perspective was (supposedly) employed. Indeed, Lagrangian integrators

are always symplectic, and in the appendix we discuss the Lagrangian perspective to clarify

this point. In §A.5.5 we review the discrete variational principle, which follows by discretis-

ing the principle of stationary action, from which we can derive the (unconstrained) discrete

Euler–Lagrange equations (A.6) and the associated equations for the discrete Hamiltonian flow

(A.7). Integrators obtained using the discrete variational principle, such as the generalised

leapfrog method §A.5.5.1, are called variational integrators. Below (§3.5.2) we will con-

sider the constrained discrete Euler-Lagrange equations (3.10) on manifolds with holonomic

constraints, which are common in molecular dynamics as we usually have no closed-form

expressions for the geodesics so cannot employ geodesic integrators. We will then discuss the

theory of generating functions §3.5.3 which provides the general description of symplectic maps,

and their Hamilton–Jacobi PDE (see §A.5.6), which may be used to prove the existence of a

shadow Hamiltonian for symplectic integrators that controls the HMC acceptance rate as we

discuss in §3.5.4 (and will also be useful for §4 when we discuss the shadow property of bracket

mechanics).
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3.5.1 Geodesic Integrators on TM

Given a Hamiltonian H =
∑

iHi, the splitting method offers a convenient procedure to

construct symplectic integrators, and consists in approximating XH =
∑

iXHi by composing

the flows of XHi . Consider a Riemannian Newton system adapted to P as in §3.3.2, with

T ≡ 1
2
‖ · ‖2. If we are able to compute the geodesic flow ΦT , it is then natural to “split”

H = T + V into Hamiltonians T and V in order to approximate ΦH by a composition of

geodesic ΦT and vertical gradient ΦV flows [212]. These mechanical integrators are referred

to as geodesic integrators (see Fig. 3.2), and we will now introduce a particular one that

belongs to the class of palindromic multi-stage integrators (see §2.1.3): the leapfrog integrator.

Figure 3.2: A typical geodesic integrator alternates between geodesic steps, and vertical gradient
steps that maintain the position but changes the direction. The figure illustrates the impact of
the choice of numerical trajectory length.

As mentioned above the solution γ̇ : [a, b] → TM of (3.6) with Hamiltonian H ≡ T (which

is the integral curve of the Hamiltonian vector field XT ) defines the geodesic flow, i.e., γ(t) is

a geodesic from γ(a) to γ(b) and γ̇(b) is the parallel transport of γ̇(a). For H = V ◦ π, we see

from (3.6) that X i = 0 and X
r

= −Grs∂qsV , which implies the vertical gradient update

q(t) = q(0) v(t) = v(0)− t∇V |q(0).

The leapfrog (or Störmer/Verlet) integrator with trajectory length τ and time step δt

defines the following approximation of ΦH

ΦH
τ ≈

(
ΦV

1
2 δt
◦ ΦT

δt ◦ ΦV
1
2 δt

)τ/δt
,

and may be implemented as follows 6

When the flow ΦT is unknown, but we do have access to the geodesic flow Φ̃ on M of some

other Riemannian metric, it is possible to use Φ̃ to derive a symplectic integrator as shown

in [210]. The construction relies on generating functions §3.5.3, and reduces to the leapfrog
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Algorithm 6 Leapfrog numerical method with k ∈ N≥1 trajectories of time step δt > 0.

1: procedure Leapfrog
2: Given current state (q0, v0) ∈ TM
3: v 1

2
≡ v0 − 1

2
δt∇V |q0

4: (q1, v
∗
1) ≡ ΦT

δt(q0, v 1
2
)

5: for for m ∈ [1, k − 1] do
6: vm+ 1

2
≡ v∗m − δt∇V |qm

7: (qm+1, v
∗
m+1) ≡ ΦT

δt(qm, vm+ 1
2
)

8: vk ≡ v∗k − 1
2
δt∇V |qk

9: return (qk, vk)

integrator when the Riemannian metrics are proportional. In general the integrator is implicit.

It considerably simplifies on symmetric spaces and compact Lie groups since these may be

equipped with Riemannian metrics whose geodesic flow is particularly simple (see §3.1.3.1).

As mentioned earlier, it is worth noting that the splitting method only makes sense in the

Hamiltonian framework. Indeed if we consider the potential energy as a Lagrangian L = V

on Euclidean space, then (2.4) becomes the awkward ∂qV = 0; while as we just saw H = V

implies v(t) = v(0) − t∂qV and q̇ = 0, which shows the “decoupling” between the “velocity of

the curve” q̇, which must vanish, and the velocity coordinate v which varies linearly in ∂qV .

Indeed [252, theorem 1.4.3] shows L must be “regular” for the Lagrangian flow to be defined.

As discussed in the appendix, the Lagrangian perspective instead relies on approximating the

Lagrangian to discretise the action, and then use the discrete variational principle. Interestingly,

the usual integrators for molecular simulations, RATTLE and SHAKE, are obtained via the

constrained Euler–Lagrange equations as explained below. Hence, if there really is such a thing

as Lagrangian Monte Carlo, it is really HMC for molecular systems with holonomic constraints.

3.5.2 HMC on Manifolds with Holonomic Constraints

Intuitively a mechanical system on Rn is said to have holonomic constraints if it is constrained

to remain on an embedded submanifold M due to the presence of infinite force fields directed

towards M which prevent particles from leaving M [19]. Holonomic constraints arise for

example in directional statistics where distributions are defined on appropriate level sets, and

in molecular systems where constraints are imposed, for example by fixing the bond length or

bond angle of flexible molecules, in order to improve the computational efficiency by increasing

the step-size at which the dynamics can be accurately simulated [349]. We say an embedded

submanifold M ⊂ Rn has (scleronomic) holonomic constraints if M ≡ φ−1(0) is the level
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set φ : Rn → Rm of a smooth map for which 0 is a regular value8. As a result M is a closed

embedded submanifold of dimension n −m [209, corollary 5.23], and each component φi may

be viewed as an independent constraint (we assume n > m). The tangent bundle of M may

then be identified with

TM∼= {(q, v) ∈ TRn : φ(q) = 0, ∂φ(v) = 0}.

However, in general there is no canonical way to embed T ∗M into T ∗Rn, and moreover the

restriction of the symplectic structure from T ∗Rn to the “primary constraint set” is usually

degenerate (see 3.3.2 [252]). Fortunately, for a Lagrangian onM obtained (by restriction) from

a hyperregular Langrangian on Rn, the cotangent bundle may be (symplectically) embedded in

T ∗Rn and the mechanics on M may then be expressed as a constrained mechanics on TRn|M
[252]. Let us discuss this in more detail. Suppose the Lagrangian on M is obtained from the

standard HMC Lagrangian L(q, v) ≡ 1
2
v>M(q)v−V (q) of Rn. Then the symplectic embedding

yields (] being the musical isomorphism)

T ∗M∼= {(q, p) ∈ T ∗Rn : φ(q) = 0, ∂φ(p]) = 0}.

We now relate mechanics on the submanifolds to mechanics on its embedding. Given a

Lagrangian L : TRn → R, its restriction LM ≡ L|TM : TM→ R defines a mechanical system

on TM, and it can be shown that the Euler-Lagrange equations on TM (defined by LM)

are equivalent to a constrained Euler–Lagrange system on Rn for the Lagrangian L, and to

an unconstrained Euler–Lagrange system associated to an augmented Lagrangian on Rn ×Rm

[252, theorem 3.3.2]. In fact if ∂ι : TM → TRn denotes the tangent map of the inclusion

ι :M→ Rn, the solutions of the Euler-Lagrange system on TM are given by curves q on Rn

which solves the projected Euler-Lagrange equations:

(∂ι)∗
(
∂L
∂qi

(q, q̇)− d

dt

(
∂L
∂vi

(q, q̇)

))
= 0.

With these definitions we can now derive the constrained discrete Euler–Lagrange equations.

Given a Lagrangian L(q, v) ≡ 1
2
v>M(q)v−V (q) on TRn, approximated by a discrete Lagrangian

Ld : Rn × Rn × R → R. We restrict these to the embedded submanifold and obtain LM and

LMd : M × M × R → R. Fix N ∈ N and endpoints q0, qNh ∈ M. We then have the

following by theorems 3.4.1-3.4.2 [252] : a discrete curve (q0, q1, . . . , qNh) ∈ MN+1 extremises

the discrete action Sd onM, and thus is a solution of discrete Euler-Lagrange equations onM,

iff (q0, q1, . . . , qNh) ∈ (Rn)N+1 (viewed as a discrete curve in Rn) and the Lagrange multipliers

8Recall this means ∂qφ is surjective for all q ∈ φ−1(0), i.e., φ : φ−1(0)→ Rm is a submersion
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(λ1, . . . , λN−1) ∈ (Rn)N−1 solve the constrained discrete Euler–Lagrange equations

∇2Ld(qj−1, qj) +∇1Ld(qj, qj+1) = λ>k∇φ(qj) (3.10a)

φ(qj) = 0. (3.10b)

Moreover the symplectic integrator (qk, pk) 7→ (qk+1, pk+1) generated by the associated discrete

Hamiltonian flow is ΦH
LMd

: T ∗M→ T ∗M (see §A.5.5),

pk = −∇1Ld(qk, qk+1) + λ̄>∇φ(qk) (3.11a)

pk+1 = ∇2Ld(qk, qk+1)− λ̇>∇φ(qk+1) (3.11b)

0 = φ(qk1) (3.11c)

0 = ∇φ(qk+1)M−1(qk+1)pk+1 (3.11d)

where λ̄, λ̇ ∈ Rm are Lagrange multipliers.

3.5.2.1 SHAKE, RATTLE and HMC on Level Sets

As discussed in the appendix §A.5.5.1, the leapfrog integrator for the Lagrangian L = 1
2
v>Mv−

V (q) can be obtained from a discrete Lagrangian given by a trapezoidal rule. The solution of

(3.10) defines the SHAKE algorithm

M

(
qk+1 − 2qk + qk−1

2

)
+ h∇V (qk) + λ>k∇φ(qk) = 0,

φ(qk+1) = 0.

The associated symplectic integrator over T ∗M is called RATTLE, and can be found using

(3.11), which after some re-arranging and rescaling yields

qk+1 = qk + hM−1pk − 1
2
h2∇V (qk) + 1

2
h2M−1λ̄>k∇φ(qk)

pk+1 = pk − h
(
∇V (qk) +∇V (qk+1)

2

)
+ h

(
λ̄>k∇φ(qk) + λ̇>k∇φ(qk+1)

2

)
0 = φ(qk+1)

0 = ∇φ(qk+1)M−1pk+1.

In practice RATTLE is often used in the following format:

pk+ 1
2

= pk − 1
2
h∇V (qk) + 1

2
hλ̄>k∇φ(qk) (3.12a)
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qk+1 = qk + hM−1pk+ 1
2

(3.12b)

0 = φ(qk+1) (project onto configuration manifold) (3.12c)

pk+1 = pk+ 1
2
− 1

2
h∇V (qk+1) + 1

2
hλ̇>k∇φ(qk+1) (3.12d)

0 = ∇φ(qk+1)M−1pk+1 (project onto cotangent space). (3.12e)

By construction the RATTLE numerical integrator (3.12) is symplectic. It is also symmetric

(see theorem 1.3 chapter VII [148]) and time-reversible (see 7.7 [212]). Hence it can be used

as the numerical integrator of a HMC algorithm to sample distributions on manifolds defined

as a zero level set M≡ φ−1(0), provided the target density is expressed as P ∝ e−V vol where

V : Rn → R is a function defined on the embedded space and vol the Riemannian volume form

induced by restricting the constant Riemannian metric M toM. This was applied to statistics

in [63]. However, the reversibility of RATTLE only actually holds for sufficiently small time

steps, and in practice it is necessary to include a reversibility-check when the the time-step is

not sufficiently small in order to sample without bias, as explained in [214]. Hence, to sample

without bias with the RATTLE integrator, one should include the reversibility check proposed

in [214, 367]. Recently [211] argued that instead of using SHAKE/RATTLE to implement the

constrained dynamics, it was preferable to first split the Hamiltonian into the usual sum of the

kinetic and potential energies, and use a composition method which computes the potential and

kinetic flow separately and composes them. The constrained mechanics corresponding to the

potential energy can be explicitly obtained, while the free motion (kinetic flow) can for example

be computed using SHAKE/RATTLE (see the appendix of [211] for the detailed algorithm).

Using this composition method led to a substantial improvement of the computational stability

and accuracy which permitted the use of larger step-sizes, at the cost of biased samples. Of

course one can also combine a geodesic integrator with the RATTLE with reversibility check

integrator only applied on the intractable geodesic motion - see [139] for some applications to

partially observed diffusion models. See also [151] for a discussion of ergodicity on holonomic

systems, and [259] for generalisations of SHAKE/RATTLE.

While we shall only apply the theory of symmetries we discuss later to geodesic orbit man-

ifolds, it would be interesting in the future to use it to construct new numerical integrators

outperforming SHAKE/RATTLE for holonomic systems. One option we have been discussing

with Professor Lelièvre, is to construct a Hamiltonian system with symmetries in the embed-

ding space whose mechanics remains on the constrained system without Lagrange multipliers. A

natural place to start is to combine the Impetus-Striction formulation of mechanics [356], which

has the desired properties, together with the explicit integrator for non-separable Hamiltonian

recently constructed in [335].
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3.5.3 Generating Functions and Symplectic Integrators

Splitting and variational integrators are symplectic, and thus may also be obtained using the

more general theory of generating functions. The method of generating functions is built on

the fact that a map

F : T ∗M→ T ∗M is symplectic iff dι∗FΞ = 0

where Ξ ≡ π∗1Θ−π∗2Θ with Θ the canonical 1-form, πi : T ∗M×T ∗M→ T ∗M are the standard

projections onto components, and ιF : Γ(F ) ↪→ T ∗M×T ∗M is the inclusion of the graph of F

(proposition 5.2.1 [2]). By Poincaré Lemma, since the 1-form ι∗FΞ defined on the graph Γ(F )

is closed, there exists locally a map S : Γ(F )→ R, called the generating function of F .

Suppose now that we are given a generating function for F and want to reconstruct F . This

is first achieved by choosing local coordinates on Γ(F ). If (q, p,Q, P ) are coordinates on T ∗M×
T ∗M, then on Γ(F ) we can relate these coordinates by (Q(q, p), P (q, p)) ≡ F ∗(Q,P )|(q,p) =

(Q ◦F, P ◦F )|(q,p), and in particular (q, p) define local coordinates on Γ(F ). Typically however

S is given as a function S(q,Q), S(p,Q) or S(P, q), i.e., we proceed to a change of coordinates

on Γ(F ). 9 If we choose the local coordinates (q,Q) on Γ(F ) then ι∗FΞ = dS reads

p = −∂S
∂q

(q,Q), P =
∂S

∂Q
(q,Q). (3.13)

These equations implicitly define the symplectic map F : (q, p) 7→ (Q,P ). From above we also

have that a function S :M×M→ R generates by (3.13) (when a solution exists) a symplectic

map (q, p) 7→ (Q,P ).

3.5.3.1 Discrete Lagrangians as Generators

Fix a time step δt and consider a discrete Lagrangian Ld :M×M→ R. As discussed in the

appendix, Ld defines a symplectic integrator by (A.7)

pj = −∂1Ld(qj, qj+1,δt), pj+1 = ∂2Ld(qj, qj+1, δt)

which are precisely the generating equations (3.13) for S ≡ Ld. This shows that the discrete

Lagrangian is precisely the generating function for the discrete Hamiltonian flow ΦH
Ld .

9Recall that if we have a map (q, p) 7→ (Q(q, p), P (q, p)), by the inverse function theorem we can express it
as a function of the coordinates (q,Q) when the Jacobian of the change of coordinates (q, p) 7→ (q,Q) is a linear
isomorphism, i.e., ∇(q,Q(q, p)) is invertible, which holds whenever ∂pQ is invertible.
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3.5.3.2 Geodesic Flows as Symplectic Maps Generated by the Riemann Distance

Let M be a geodesically convex Riemannian manifold, which means that any two points are

connected by a unique geodesic whose length is the Riemann distance d : M×M → R. We

can apply the method of generating function with S ≡ − 1
2
d and use the symplectomorphism

T ∗M→ TM given by the musical isomorphism (see §3.2.3) to obtain an associated symplectic

map TM→ TM. It is shown in 4.3 [93] that by solving (3.13) one obtains the geodesic flow.

3.5.4 Modified Equations and Shadow Hamiltonians

We are finally ready to introduce precisely one of the key reasons for the success of HMC with

symplectic integrators: the existence of a shadow Hamiltonian. The shadow Hamiltonian does

not imply that the numerical trajectory is anywhere close to the original one (in fact there is no

concept of distance on symplectic manifolds), but instead provides some energy conservation

properties, which is precisely the quantity of interest to obtain a high acceptance rate (recall

§3.4.1). We will define the notion of “modified equations” in §3.5.4.1, and the result about the

existence of the shadow Hamiltonian, as typically presented on Euclidean space. In §3.5.4.2 we

will discuss its Poisson bracket expansion, which may be used to tune integrators in extensive

systems, and finally explain the role played by the Shadow Hamiltonian for the conservation of

acceptance rate in §3.5.4.3.

3.5.4.1 Modified Equations

ConsiderM = Rn so that phase space T ∗Rn is a metric space. Recall the solution to Hamilton’s

equations with initial value z0 ∈ T ∗Rn is z(t) = ΦH
t (z0). As we discussed HMC requires a

volume-preserving integrator Ψδt with a given step size δt, which defines a numerical trajectory

zk+1 ≡ Ψδt(zk) = Ψk+1
δt (z0). The essential idea of backward error analysis is to find a field

fΨ : R2n → R2n s.t., the modified differential equation

ż = fΨ(z)

is a better approximation to the numerical trajectory than the original trajectory. Using the

Hamilton-Jacobi PDE (see §A.5.6) it can in fact be shown that for any symplectic method

Ψδt (consistent with XH), there exists a formal Shadow Hamiltonian HΨδt ≡ H + δtH1 +

δt2H2 + δt3H3 + · · · , where each Hi is defined on the same domain as the generating function,

whose Hamilton’s equations are the modified equations of Ψδt i.e., zk = Ψk
δt(z0) = Φ

HΨδt
kδt (z0).

Combining results from [148, 34] we have
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Theorem 1. Suppose Ψδt has a generating function S(P, q) = δtS1(P, q) + δt2S2(P, q) + · · ·
where each Sj is defined on an open set D ⊂ Rn × Rn. Then the modified equations for Ψδt

are the Hamilton’s equations of HΨδt ≡ H + δtH1 + δt2H2 + · · · where Hj are smooth functions

defined on D. Moreover we have for some a, b > 0

‖ΦHΨδt
1 −Ψδt‖ ≤ a δt e−b/δt,

or in other words, the flow of the shadow Hamiltonian differs from the symplectic integrator for

the flow of H by an “exponentially small amount”, where “small” is determined by the ratio

b/δt.

The proof is based on substituting the formal expansion of HΨδt into Hamilton-Jacobi PDE,

and choosing the functions Hj to ensure its generating function is indeed S when t ≡ δt.

From the proof we obtain a recurrence relation which enables us to compute each Hj from the

generating function S.

3.5.4.2 Poisson Bracket Expansion of Shadow Hamiltonian

To make sense of the Shadow Hamiltonian expansion on manifolds we need to view vector fields

as derivations10 on the Lie algebra of functions C∞(T ∗M), X ∈ Γ(TT ∗M) : (f 7→ (p 7→ Xpf)) ∈
Der (C∞(T ∗M)). Derivations form a Lie algebra with the commutator as the product. For

X ∈ Der (C∞(T ∗M)), we can define the formal exponential in the variable t

etX ≡ Id + tX +
t2

2!
X2 + · · · ∈ End(C∞(T ∗M))[t].

We identify the flow ΦH
t with the formal exponential etĤ , since the latter acts as the pullback

of the former etĤf = f ◦ ΦH
t (4.4 [116]), 11 from which we can check the exponential is indeed

a solution, i.e., an integral curve of XH

detĤ

dt
f = etĤĤ[f ] = Ĥ[f ] ◦ ΦH

t = ĤΦHt
[f ].

We can now use the correspondence between flows and exponential series to determine the

shadow Hamiltonian of an integrator by splitting. By the Baker-Campbell-Hausdorff formula

10Recall a derivation on an algebra A is a linear map d : A → A s.t. d(ab) = d(a)b+ ad(b)
11More generally, on tensor fields etLĤ = (ΦHt )∗. In Euclidean space, if dγ

dt = Ĥ(γ(t)) = Ĥi∂zi |γ(t) then for any

scalar function f , using a Taylor expansion of f ◦γ around t = 0 we can show (see III [148]) f ◦ΦHt = etĤ
i∂zi |γ(t)f
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(see theorem 6 [85] for definition of cm)

ΦA
t ◦ ΦB

s = eÂteB̂s = e
∑
m=1 cm(tÂ,sB̂) = etÂ+sB̂+ ts

2
[Â,B̂]+ t2s

12 [Â,[Â,B̂]+ ts2

12 [B̂,[B̂,Â]]+···.

Since the sum and commutator of Hamiltonian vector fields is a Hamiltonian vector field, 12

we can write the RHS as the flow of a shadow Hamiltonian vector field Ĥt, from which

we can derive the Poisson bracket expansion of the shadow Hamiltonian Ht, i.e., ΦA
t ◦ ΦB

t =

etÂetB̂ = etĤt = ΦHtt , with Ht = A + B + 1
2
t{A,B} + 1

12
t2 ({A, {A,B}} − {B, {A,B}}) + · · · .

Naturally this is a formal expansion, we refer to [187] for a discussion of its convergence.

We can apply this to the leapfrog integrator on Lie groups. For a Hamiltonian H(g,X) =

T (X) + V (g) on G × g, the shadow Hamiltonian of the leapfrog integrator is ΦV
1
2 δt
◦ ΦT

δt ◦ ΦV
1
2 δt

Hδt = T + V − δt2

24
({V, {V, T}}+ 2{T, {V, T}}) +O(δt4).

For the more general two-stage integrator, ΦV
λδt ◦ ΦT

1
2 δt
◦ ΦV

(1−2λ)δt ◦ ΦT
1
2 δt
◦ ΦV

λδt, then [284]

Hδt = H + δt2
(

6λ2 − 6λ+ 1

12
{V, {V, T}}+

1− 6λ

24
{T, {V, T}}

)
+O(δt4). (3.14)

Another important example is the standard Hamiltonian H(q, p) = 1
2
p>G−1p + V (q) on Eu-

clidean space Rn × Rn, in which case for the three-stage integrator ΦT
bδt ◦ ΦV

aδt ◦ ΦT
(1− 1

2 b)δt
◦

ΦV
(1−2a)δt ◦ ΦT

( 1
2−b)δt

◦ ΦV
aδt ◦ ΦT

bδt with parameters a, b ∈ R, the associated shadow Hamiltonian

was derived in 3.1 [303]

Hδt = H + δt2
(
c22∇V >G−1∇V + c21p

>G−1∇2V G−1p
)

+O(δt4)

with

c21 =
1

12
(1− 6a(1− a)(1− 2b)) , c22 =

1

24

(
6a(1− 2b)2 − 1

)
.

3.5.4.3 Conservation of Acceptance Rate

For numerical methods of order r (with sufficiently small δt), it can be shown the difference

between the Shadow Hamiltonians and the true Hamiltonian is (5.1.2. [212])

|HΨδt −H| = O(δtr),

12Specifically: Â+ B̂ = Â+B, [Â, B̂] = {̂A,B}
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and that HΨδt is conserved over an exponentially large number of steps, i.e., there exists a, b > 0

s.t., (see equations (1.1-1.7) [34])

|HΨδt ◦Ψk
δt −HΨδt| ≤ akδte−b/δt.

Together, these imply that symplectic integrators preserve the Hamiltonian H up to order δtr

for exponentially long time. For HMC this has the important consequence that the acceptance

rate remains high for long times. Unlike what is sometimes believed, this does not hold because

the shadow trajectory is a good approximation of the true Hamiltonian trajectory, but rather

despite the fact that the numerical trajectory typically “diverges” from the true one, yet remain

close in “energy distance”, which ensures that proposals with large integration time are often

accepted, thus reducing the random walk behaviour and improving the mixing of the chain.

3.6 Hamiltonian Monte Carlo on Embedded Manifolds

We now consider the problem of sampling a distribution P on manifold M, assuming we have

an embedding I :M→ E into a “nice” manifold E . This means that (i) I is injective, (ii)

∂pI is injective for each p ∈ M (it is an immersion), and (iii) I is a homeomorphism onto

its image (where I(M) is equipped with the subspace topology from E). The image I(M)

is then an embedded submanifold of E . Expressing the HMC scheme on M in terms of its

embedding E can be useful when (for example) E is flat or has global coordinates. The two

most important cases consist of embedded submanifold of the vector space E ≡ Rn, and matrix

subgroups of E ≡ GL(n). The important case of embedded submanifolds of Rn defined by

holonomic constraints was discussed in §3.5, but in this section we will assume we have access

to the geodesic flow (as is common in statistical problems) so we can use the explicit leapfrog

integrator §3.5.1 (or a more general multi-stage integrator §2.1.3) and can avoid the use of

Lagrange multipliers. Hence our aim is to express the vertical gradient and geodesic steps of

leapfrog in the embedding.

In §3.6.1 we first focus in the case where I is an isometry, and discuss the more general

case in §3.6.2. We will then look at three important applications of the theory. In §3.6.3 we

discuss matrix subgroups of the general linear group of invertible matrices GL(n); in §3.6.4

we consider the setting of [66] where M is an embedded submanifold of Rn equipped with

the Euclidean metric, and finally in §3.6.5 we consider open submanifolds of vector spaces.

This shows that the original HMC scheme was already an embedded scheme (into the curved

manifold of invertible matrices) where the Lie algebra projection is a left-trivialised version
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of the projection onto the tangent spaces, though the totally geodesic embedding of matrix

groups makes its implementation simpler. It also shows that the Jacobian determinant of the

Hausdorff density should never appear, in contrast with [66], but also to [160] according to

which the presence of the Jacobian is due to a lack of symplecticity of geodesic Lagrangian

Monte Carlo. Finally, it shows that the HMC method on covariance matrices developed in

[161] is an embedded extrinsic scheme: the reason why there is no need to project onto the

tangent spaces is simply due to the fact that the submanifold is open in the subspace topology.

3.6.1 Isometries are Symplectomorphisms

Let I : (M, 〈·, ·〉M) → (N , 〈·, ·〉N ) be an isometric diffeomorphism (or isometry) between Rie-

mannian manifolds, which means ∂pI is an isometry for every p ∈M. Consider a Hamiltonian

H ≡ V ◦ π + 1
2
‖ · ‖2 : TN → R. Then the tangent map ∂I is a symplectomorphism (by

definition of ω[), and the mechanics with Hamiltonian H on TN is equivalent to the mechanics

with Hamiltonian H ◦ ∂I on TM. In particular, the geodesic flow on M is the image under

∂I of the geodesics flow on N ,13 and the Riemannian gradient of V and its pullback W ≡ I∗V
to M are related by

∂I(∇MW ) = ∇NV.

Proof. Let I :M→N be an isometry. For any w = ∂I(v) ∈ TN , then

〈
∂I(∇MW ), w

〉
N =

〈
∂I(∇MW ), ∂I(v)

〉
N =

〈
∇MW, v

〉
M =

〈
∇M(V ◦ I), v

〉
M =

= d(V ◦ I)(v) = dU(w) =
〈
∇NV,w

〉
N .

�

We can thus perform HMC on either tangent bundles and then use ∂I to transport the

samples [255] generated by the canonical distributions. In particular if we implement HMC

on N to sample from P̃ ∝ e−V volN , then the transported samples to M using I−1 will be

distributed according to P ∝ e−WvolM (here vol is the Riemannian measure §A.5.1). Let us

briefly mention an important isometry in statistics. The open simplex

∆n
+ ≡ {(x1, . . . , xn+1) ∈ Rn+1 :

∑
xi = 1, xi > 0}

13For I to map geodesics to geodesic it is in fact only necessary that it is a local isometry, i.e., ∂pI is an
isometry for all p
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is a manifold whose tangent space at x ∈ ∆n
+ is

Tx∆
n
+ = {x} × {v ∈ Rn+1 :

∑
vi = 0}.

Discrete statistical models are subsets of ∆n
+, and we will analyse in detail their continuous

analogue discussed in §5.1. The open simplex is diffeomorphic to the positive quadrant of the

hypersphere

Sn+ ≡ {(x1, . . . , xn+1) ∈ Rn+1 :
∑

x2
i = 1, xi > 0}

with diffeomprhism I : ∆n
+ → Sn+, I(x1, . . . , xn+1) ≡ (

√
x1, . . . ,

√
xn+1). We may turn I into an

isometry by defining on ∆n
+ the pullback Riemannian metric from Sn+ (with standard metric),

which yields the Fisher information metric 〈·, ·〉F defined by

〈u, v〉Fx ≡
∑ uivi

xi
.

Hence the multinomial manifold (∆n
+, 〈·, ·〉

F ) is isometric to Sn+. We refer to 5.2 [66] for an

application of HMC using this isometry to sample non-conjugate models on the simplex. We

note that [66] considers the (closed) simplex ∆n ≡ {(x1, . . . , xn+1) ∈ Rn+1 :
∑
xi = 1, xi ≥ 0}

but the Fisher information metric is then not well-defined as it may involve a division by 0.

See 2.2 [21] for a discussion on the extension of the Fisher metric to the closed simplex.

3.6.2 HMC via Embeddings

Suppose now that I :M→ E is an embedding. Then I(M) is a submanifold, and we denote

the inclusion ι : I(M)→ E . Choose a nice metric 〈·, ·〉 on E (i.e., one for which we can calculate

the associated geodesics on I(M)), which in turn defines a metric 〈·, ·〉I(M) ≡ ι∗〈·, ·〉 on I(M)

by restriction, and a metric 〈·, ·〉M on M by setting I to be an isometry:

〈v, w〉Mq = 〈∂qI(v), ∂qI(w)〉I(M)
x ∀v, w ∈ TqM

where x = I(q). Hence (M, 〈·, ·〉M) and (I(M), 〈·, ·〉I(M)) are isometric, and from §3.6.1

we know the mechanics on TM with energy H(q, v) = V (q) + 1
2
〈v, v〉M is equivalent to the

mechanics on I(M) ⊂ E defined by the energy function H̃(x, v) ≡ U(x) + 1
2
〈v, v〉I(M) on

TI(M), where U ≡ V ◦I−1 : I(M)→ R, since H = H̃ ◦∂I. Hence we can reduce the problem

of sampling from M to the problem of sampling from the embedded submanifold I(M) of

E . Thus from now on we consider the mechanics on the embedded submanifolds. In order to

implement embedded HMC, the convenient reference measure on I(M) is chosen to be the

Riemannian measure vol associated to the pullback metric 〈·, ·〉I(M). In other words our aim is
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now to sample from P ∝ e−Uvol.

The tangent space Tι(q)E above any point q ∈ I(M) decomposes into an orthogonal sum of

the the horizontal tangent space Hq ≡ ∂ι(TqI(M)) and the vertical (or normal) tangent space

consisting of 〈·, ·〉E -orthogonal tangent vectors to Hq. We denote by hor : Tι(q)E → Hq the

horizontal projection for any q ∈ I(M). Samples from N
(

0, 〈·, ·〉I(M)
q

)
may be obtained by

sampling from N
(

0, 〈·, ·〉Eι(q)
)

and taking the horizontal projection. Moreover we can express

∇I(M)U in terms of the embedding. To do so, we will need a differentiable extensionW : E → R,

s.t. ι∗W = U . Then

∂ι∇I(M)U = hor
(
∇EW

)
which clearly does not depend on the choice of extension. In summary we have

∂I(∇MV ) = ∇I(M)U ∂ι∇I(M)U = hor
(
∇EW

)
.

Proof. For any v ∈ TI(M):

ι∗〈∇I(M)U, v〉 = 〈∇I(M)(W ◦ ι), v〉I(M) = ∂ι(v)(W ) = 〈∇EW,∂ι(v)〉

and if w ∈ ι∗TE , with tangential component hor(w) = ∂ι(u) for some u ∈ TI(M), then

〈∂ι(∇I(M)U), w〉 = 〈∂ι(∇ι∗〈,〉U), hor(w)〉 = 〈∂ι(∇I(M)U), ∂ι(u)〉 = ι∗〈∇I(M)U, u〉

= 〈∇EW,∂ι(u)〉 = 〈hor
(
∇EW

)
, ∂ι(u)〉 = 〈hor

(
∇EW

)
, w〉

�

This calculations shows two things: the first one, is that in order to differentiate the potential

U on I(M) in terms of the embedding, we need an extension of U defined on an open set of E
(the result is independent of the extension) - it does not make sense to differentiate U directly

in the embedding coordinates as was done in [66]. The second, is that if U arises from an

extension defined on a neighbourhood in E , then we never need to calculate the log-Jacobian

terms present in [66], and this fact is unrelated to a lack of symplecticity as thought [160].

From the above theory we can implement HMC with target P ∝ e−V volM on M using for

example the algorithm 7 based on the leapfrog integrator and full momentum refreshement.

This generalises the algorithm of §2.1.2.

We now briefly discuss the special cases of hypersurfaces and the geodesics on the embedded

manifolds in terms of the second fundamental form. We will then analyse some important

special cases, starting with totally geodesic matrix manifolds §3.6.3, and then considering sub-

manifolds of R` in §3.6.4, and open submanifolds of vector spaces in §3.6.5.
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Algorithm 7 HMC Algorithm to generate N samples (xr)
N
i=1 from ∝ e−UvolI(M), and

(I−1(xr))
N
i=1 from P ∝ e−V volM.

1: procedure Embedded-HMC(N)
2: for for r ∈ [1, N ] do
3: q0 ≡ xr−1

4: sample u0 ∼ N
(

0, (〈·, ·〉Eq0)−1
)

5: v0 ← hor(u0)
6: H0 = V (q0) + 1

2
〈v0, v0〉Eq0

7: v 1
2

= v0 − 1
2
δthor

(
∇Eq0W

)
8: (q1, v

∗
1) ≡ ΦT

δt(q0, v 1
2
), i.e., follow the geodesic on I(M)

9: for for m ∈ [1, k − 1] do
10: vm+ 1

2
≡ v∗m − δthor

(
∇EqmW

)
11: (qm+1, v

∗
m+1) ≡ ΦT

δt(qm, vm+ 1
2
)

vk ≡ v∗k − 1
2
δthor

(
∇EqkW

)
12: Hf = V (qk) + 1

2
〈vk, vk〉Eqk

13: δH ≡ Hf −H0

14: U ≡ Uniform[0, 1]
15: if U ≤ exp (−δH) then xr ≡ qk
16: else xr ≡ q0

return (xr)
N
r=1

3.6.2.1 Second Fundamental Form, and Totally Geodesic Submanifolds

We now consider the geodesic problem on embedded manifolds. Let γ : R → I(M), with

γ(0) = q ∈ I(M). The geodesic equation then reads

∇I(M)

dt
γ̇ = 0.

The image under the tangent map of the embedded tangent bundle ∂ι
(
TI(M)

)
is the hori-

zontal space (with respect to the ambient Riemannian metric) of the vector bundle ι∗TE over

I(M) and, under the identification ι, the connection on TI(M) equals the connection on that

horizontal space (4.2 [89]). The connection on I(M) is then given by

∇I(M) = ∇E −A

where A is a “vector potential” known as the second fundamental form, with in particular

A(γ̇, γ̇) = A⊥∇Eγ̇ γ̇, where A⊥ projects onto the vertical space to I(M). A curve γ on E will be
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a geodesic of I(M) ∼= ι
(
I(M)

)
if (see also lemma 8.5 [208])

∇E

dt
γ̇ = A(γ̇, γ̇) or equivalently hor(

∇E

dt
γ̇) = 0.

In particular if E = Rn, then the geodesic equation is simply hor(γ̈) = 0, in other words the

geodesics cannot accelerate in the tangential direction. This is because geodesics correspond

to free motion, and thus any acceleration tangent to the manifold would correspond to a rate

of change of potential energy. In contrast with the geodesics on the embedding space which do

not accelerate at all, ∇
E

dt
γ̇ = 0, the geodesics of I(M) must accelerate in the normal direction

in order to stay on the manifold. As in general relativity, we can view the trajectories of the

geodesics on I(M) as the result of the curvature, or gauge field, A(γ̇, γ̇) which makes the free

fall (motion with V = 0) on I(M) appear curved to an observer in E . Submanifolds of E whose

gauge field vanishes (A = 0), so that the geodesics coincide with those of E , are called totally

geodesic submanifolds [285], and include the matrix groups discussed below.

3.6.2.2 Horizontal Projection on Hypersurfaces

When I(M) is a hypersurface of E with unit normal vector field n, we can use n to simplify

the expressions of the second fundamental form. Indeed it holds that A⊥X = X − 〈X,n〉E n,

and so A(X, Y ) =
〈
n,∇EXY

〉
n [208], and the tangential component for ι∗W = U is thus

∂ι∇I(M)U = hor
(
∇EW

)
= ∇EW −

〈
∇EW,n

〉E
n.

Moreover if I(M) = f−1(c) is a level set of f : E → R, then the unit normal vector field is

n = ∇Ef
‖∇Ef‖E ; so hor

(
∇EW

)
in 7 may be replaced by

hor
(
∇EW

)
= ∇EW −

〈
∇EW,∇Ef

〉E ∇Ef
〈∇Ef,∇Ef〉E

.

3.6.3 Matrix Groups

Consider a matrix subgroup ι : G → GL(n) of GL(n), which is a closed submanifold. On GL(n)

we use the left-invariant metric associated to the standard inner product 〈X, Y 〉gl(n) ≡ tr(X>Y )

on the Lie algebra. Since GL(n) is an open subset of Rn×n we can use the usual (matrix) global

coordinates xij : GL(n) → R, and identify as usual tangent vectors Mij∂xij |x with matrices

(Mij), so T GL(n) ∼= GL(n)×gl(n) ∼= GL(n)×Rn×n. The geodesic on GL(n) starting at (g,X)
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is [253] (see §3.9.2.3 for a proof based on Euler–Arnold equations)

γ(t) = get(ΠSX−ΠAX)e2tΠAX , (3.15)

where ΠS and ΠA are the symmetric and antisymmetric part of the matrix respectively. Let

us now discuss the geodesic flow and vertical gradient step on some matrix subgroups.

Using ι we may identify g with a subspace of gl(n) and define the inner product by restric-

tion 〈·, ·〉g ≡ ι∗ 〈·, ·〉gl(n). For SL(n) ≡ {g ∈ GL(n) : det g = 1}, it was shown in [265] that the

geodesics of the induced metric were still given by (3.15). Specialising to SO(n), since so(n) con-

sists of antisymmetric matrices, the inner product becomes 〈X, Y 〉so(n) = tr(X>Y ) = − tr(XY ),

and by Ad-invariance the associated geodesic starting at (g,X) is given by getX , again a spe-

cial case of (3.15). It follows that both SL(n) and SO(n) are totally geodesic submanifolds of

GL(n), so we can implement the geodesic motion in the ambient space without projection (see

section 8.6 [337] for the complex matrix cases U(n), SU(n) and GL(n,C)).

From §3.9.1.3 we can show that given an extension W : GL(n)→ R,

g−1∇GL(n)
g W = g>∇xW, g−1∇GgW = Πg[g

>∇xW ],

where Πg : gl(n) → g is the orthogonal projection (this follows directly by fixing an orthonor-

mal bases of g and applying the general formulae of §3.9.1.3). Hence we have hor(∇GL(n)
g W ) =

gΠg[g
>∇xW ] = ∇GgW , since choosing any orthonormal basis (Ti) of g, it follows by left-

invariance that (gTi) is an orthonormal basis of TgG and

hor(∇GL(n)
g W ) =

〈
∇GL(n)
g W, gTi

〉GL(n)

g
gTi =

〈
g−1∇GL(n)

g W,Ti
〉GL(n)

1
gTi

= tr
(
(g>∇xW )>Ti

)
gTi = gΠg

[
g>∇xW

]
= ∇GgW.

This gives another interpretation of Lie group HMC, which was originally constructed using

a symplectic structure on G × g∗ (see §3.3.1), and wherein we update the velocity on the Lie

algebra by Πg[g
>∇xW ], which is exactly the left trivialised version of the embedded HMC

velocity update hor(∇GL(n)
g W ).

Note that despite the fact that GL(n) is a curved manifold, using these updates we obtain

an explicit HMC algorithm on standard matrix groups as a result of their totally geodesic

embedding. This contrasts with the typical case of manifolds embedded in flat Euclidean space

discussed next, where the geodesics are usually no longer “straight lines” in the ambient space,

and may be difficult to compute.
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3.6.4 HMC on Submanifolds of R` with Geodesic Integrator

Let ι : I(M) ↪→ R` be an embedded manifold, and suppose the target distribution has the form

P ∝ e−Uvol where vol is the Riemannian volume form of ι∗ 〈·, ·〉R
`

. The potential energy U is

assumed to be specified as the restriction of a function W : R` → R. Moreover for any vector

v ∈ TxR` with x ∈ I(M), given an orthonormal basis (ni(x)) of the normal space, the projection

satisfies (A⊥v)i = v · nr(nr)i = (nr)i(nr)svs = NirNsrvs = (NN>v)i, i.e., A⊥v = NN>v where

Nir ≡ (nr)i is the matrix whose columns are the normal vectors. Hence the embedded scheme

reduces to algorithm 8, and the Hausdorff density (and thus the determinant of Riemannian

metric) never appears, contrasting with [66] (unlike what is stated in [160], this is true whether

or not NN> = Id).

Algorithm 8 HMC Algorithm to generate N samples on M⊂ R` from P ∝ e−V volM, where
volM is the surface measure induced by the inner product of R`, W is any differentiable extension
of V defined in R`, and N is a matrix whose columns form an orthonormal basis of the normal
space (see (3.16) for the case M = f−1(0)).

1: procedure Embedded-HMC(N)
2: for for r ∈ [1, N ] do
3: q0 ≡ xr−1

4: sample u0 ∼ N (0, I`×`)
5: v0 ←

(
I`×` −N(q0)N(q0)>

)
u0

6: H0 = V (q0) + 1
2
v>0 v0

7: v 1
2

= v0 − 1
2
δt
(
I`×` −N(q0)N(q0)>

)
∇R`
q0
W

8: (q1, v
∗
1) ≡ ΦT

δt(q0, v 1
2
), i.e., follow the geodesic on I(M)

9: for for m ∈ [1, k − 1] do
10: vm+ 1

2
≡ v∗m − δt

(
I`×` −N(qm)N(qm)>

)
∇R`
qmW

11: (qm+1, v
∗
m+1) ≡ ΦT

δt(qm, vm+ 1
2
)

vk ≡ v∗k − 1
2
δt
(
I`×` −N(qk)N(qk)

>)∇R`
qk
W

12: Hf = V (qk) + 1
2
v>k vk

13: δH ≡ Hf −H0

14: U ≡ Uniform[0, 1]
15: if U ≤ exp (−δH) then xr ≡ qk
16: else xr ≡ q0

return (xr)
N
r=1

In particular if I(M) = f−1(0) for some function f : R` → R`−n, then
(
∇R`f 1, . . . ,∇R`f `−n

)
span the normal space, and (recall (∂f)ij = ∂jf

i) then

NN> = ∂f>
(
∂f∂f>

)−1
∂f. (3.16)

The example of the Stiefel manifold is discussed in [66]. Observe however in this case we
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are using the Riemannian metric on Stiefel manifold obtained by restricting the Euclidean

metric, which is non-canonical and does not respect the natural symmetries of the manifold

(a correction term is necessary if the target distribution is expressed in terms of the uniform

measure). Closed-form expressions for the corresponding non-canonical geodesics may be found

in 2.2.2 [108]. On the other hand, the algorithm obtained by symplectic reduction in §3.8 is

based on the uniform measure.

3.6.5 Open Submanifolds of Vector Spaces

If ι :M→ V is an open submanifold of a finite-dimensional vector space V , then ∂ι
(
TqM

)
=

V , and we may identify TM ∼= M× V , that is the horizontal tangent space at any point is

the whole embedding tangent space V . Under this identification the Riemannian metric on V

and its restriction to M are essentially identical, and the horizontal projection reduces to the

identity map. Since a vector space is a manifold with global unconstrained coordinates (once

we have chosen a basis), we can use these to differentiate the extension of functions onM. If we

further have closed-form expressions for the geodesics then HMC may be easily implemented.

As an example we consider the implementation proposed in [161], and applied to learning

the spectral density matrix for vector time series, for the space of positive definite symmetric

matrices SPD(n), since [161] states that, in contrast with [66], their algorithm is intrinsic and

does not rely on an isometric embedding. SPD(n) is an open submanifold of S(n), the vector

space of symmetric matrices, so TqSPD(n) ∼= S(n). Potential energies on SPD(n) are usually

given by the restriction of an extended potential W on S(n). If xi are global coordinates on

S(n) which select (in some order) the independent components of the matrix, we denote by

υ : S(n) → R 1
2n(n+1) the map υ(S) ≡

(
x1(S), . . . , x

1
2n(n+1)(S)

)
. Let vec : Rn×n → Rn2

be the

map which given a matrix outputs the column vector obtained by stacking its columns. There

exists a “duplication” matrix Dn ∈ Rn2× 1
2n(n+1) s.t., for any S ∈ S(n)

vec(S) = Dnυ(S).

The expressions for the canonical metric and its gradient used in [161] are precisely their

extrinsic form in these coordinates: the canonical Riemannian metric of SPD(n) in these

coordinates are (using (5) [268])

〈A,B〉SPD(n)
P ≡ υ(A)>G(P )υ(B), where G(P ) ≡ D>n (P ⊗ P )Dn,

83



while the Riemannian gradient in the embedding coordinates is (see (30) [268])

∇SPD(n)
P W = D+

n (P ⊗ P )D+>
n ∂xW

where D+
n ∈ R 1

2n(n+1)×n2
is the Moore-Penrose inverse, and ∂xW is the column vector (∂xiW ).

Since we also have closed-form expressions for the geodesics in the canonical metric, see

§3.1.3.1.1, we can then implement HMC on SPD(n) using for example the geodesic integrator

in §3.5.1. Another example is the open Stiefel manifold of k linearly independent vectors in

Rn (rather than orthonormal k-frames), which can be viewed as an open submanifold of Rn×k,

and thus may be equipped with the Riemannian metric induced from Rn×k.

3.7 HMC via Riemannian Submersions

In §3.6 we have discussed the use of embeddings I : M → E to implement HMC on M. We

have seen that to obtain the Riemannian gradient on the manifold we needed to compute the

Riemannian gradient of an extension in the embedding and project it to the horizontal tangent

space. Similarly, unless the embedding is totally geodesic, we saw that the geodesics on M
differed from those in E due to the action of the second fundamental form. We now briefly

discuss the implementation of HMC on M using submersions τ : E → M. We will show that

these are more natural maps to implement HMC, since they preserve the Riemannian gradients

and geodesics. Submersions typically arise on shape spaces M ≡ E/K associated to group

actions, and we shall discuss this case in detail in §3.8.

Let τ : E →M be a surjective Riemannian submersion between complete manifolds, that is τ

and ∂gτ are surjective for each g ∈ E . We define the vertical space VgE ≡ verg ≡ ker ∂gτ , and

horizontal space HgE ≡ horg ≡
(
VgE)⊥, which gives a decomposition of the tangent bundle

TE = H(E) ⊕ V (E). Moreover, the restriction of the tangent map to the horizontal spaces

∂gτ : Hg(E) → Tτ(g)M is an isometry. We saw in §3.6.1 that isometries are the isomorphisms

of Hamiltonian mechanics in velocity space (they are symplectomorphism), and thus preserve

the mechanics. The difference now is that we only have an isometry pointwise (on each tangent

space) when we restrict to the horizontal spaces. Indeed τ is not required to be a diffeomorphism

and will usually not be injective. Let us now discuss the relation between the geodesic motions

and Riemannian gradients.

The geodesics of M are related to those in E by the following result: a horizontal curve

γ : R → E is a geodesic of E iff τ ◦ γ is a geodesic of M, and every geodesic of M can be

characterised this way by Lemma 26.11 [264]. Hence we may obtain the geodesics of M by
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simply projecting the horizontal geodesics of E . Moreover by Lemma 26.12, every geodesic

with initial velocity in H(E) will be horizontal. This is in clear contrast with the Riemannian

embeddings case, in which there was no clear way to obtain the geodesics on M from the

geodesics of its embedding, and a geodesic of E with initial velocity in the horizontal space

would stay onM iff the embedding was totally geodesic. Denote by V the potential energy on

M, i.e., we aim to sample from the target distribution P ∝ e−V vol where vol is the Riemannian

measure onM. We define its extension to be the pullback W ≡ τ ∗V : E → R. The Riemannian

gradients of V and W are preserved under the submersion

∂τ(∇EgW ) = ∇Mτ(g)V.

and in fact ∇EgW ∈ H(E), the Riemannian gradient is automatically horizontal:

Proof. First note that if γ is a vertical curve, then
〈
∇EgW, γ̇

〉E
= dW (γ̇) = ∂V ◦ ∂τ(γ̇) =

∂V ◦ 0 = 0. Thus ∇EgW ∈ H(E). Moreover, for any uτ(g) ∈ Tτ(g)M, there exists wg ∈ TgE s.t.

∂gτ(wg) = uτ(g). Therefore, by the definition of the pull-back metric

〈
∂gτ
(
∇EgW

)
, uτ(g)

〉M
=
〈
∂gτ∇Eg (V ◦ τ), ∂gτ(wg)

〉M
=
〈
∇Eg (V ◦ τ), wg

〉E
= dg(V ◦ τ)(wg)

= dτ(g)V ◦ ∂gτ(wg) = dτ(g)V (uτ(g)) =
〈
∇Mτ(g)V, uτ(g)

〉M
.

�

It follows that we can implement geodesic integrators onM by implementing them on E , as

long as we use the extension W as our potential energy and we restrict the heat bath to the

horizontal spaces, that is:

• sampling velocity on HgE is equivalent to sampling the velocity on Tτ(g)M;

• given v ∈ HgE the potential flow ΦW
δt maps it to v−δt∇EgW , whose projection corresponds

to updating ∂gτ(v) according to ΦV
δt;

• the geodesic flow on TE with initial conditions (g, v), projects to the geodesic flow on

TM starting at (τ(g), ∂gτ(v)).

In §3.8 we will discuss in detail the important case where the submersions arise from a Lie group

action, that is M is a shape space. In that case the algorithm is a special case of the general

theory of reduction by symmetry, where the horizontal space is determined by the mechanical

connection and momentum map. We finish this short section with two famous examples of

Riemannian submersions.
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3.7.1 τ : S(n, k)→ G(n, k)

We can define an obvious submersion from the Stiefel manifold S(n, k) of k-frames in Rn to

the Grassmannian manifold G(n, k) of k-dimensional vector spaces in Rn by τ
(
f1, . . . , fk

)
≡

span
(
f1, . . . , fk

)
, which is Riemannian when these spaces are equipped with their canonical

metric [4]. Thus we can obtain an HMC scheme on Grassmannians from an HMC scheme

of Stiefel manifolds. In fact many optimisation algorithms on Grassmannian manifolds are

expressed in terms of the “identification” τ(g) ∈ G(n, k) with a representative element g ∈
τ−1(τ(g)). We may think of [162] as a hybrid scheme which uses this identification together

with the geodesics on G(n, k), which can be obtained by projecting the geodesics of S(n, k).

3.7.2 Hopf Fibration τ : S2n+1 → CPn

Consider E = S2n+1 with the canonical metric from R2n+2 ∼= Cn+1. The complex projective

space is defined as CPn ≡ {[z] : z ∈ S2n+1} where the equivalence class [z] is defined by

identifying elements of S2n+1 = {z ∈ Cn+1 : ‖z‖2 = |z1|2 + · · · + |zn+1|2 = 1} related by

rotation eiθ ∈ S1 ∼= U(1), so z ∼ w iff z = eiθw ≡
(
eiθw1, . . . , e

iθwn+1

)
for some θ ∈ R. The

projection τ : S2n+1 → CPn, z 7→ [z], is called the Hopf map. By requiring it to be a Riemannian

submersion, it induces the canonical Riemannian metric on CPn, called the Fubini-Study metric

(this allows us to obtain expressions for the geodesics of CPn [126]).

3.8 HMC on Shape Spaces by Reduced Dynamics

In §3.7 we explained how to express on E the steps implementing a HMC sampler on M with

a geodesic integrator using the Riemannian submersion. An important supply of submersions

are induced by the action of a Lie group, and in that case we can apply results from geometric

mechanics to implement the sampler. Specifically, given a free and proper action of K on E ,

the projection onto the quotient τ : E → E/K is a submersion, and the quotient manifold

M = E/K is known as a shape space. Moreover if we choose a metric on E which is K-

invariant, it defines a canonical metric on E/K for which τ is a Riemannian submersion. We

can then apply the algorithm of §3.7 to sample on E/K. In this section we will consider the

continuous mechanics, since splitting methods are compositions of continuous mechanics. We

will see that the mechanics on E/K can be obtained from the mechanics on E using Noether’s

theorem (or symplectic reduction), and preserves the form of the Hamiltonians, in the sense
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that it naturally relates the Riemannian Newton systems adapted to the target measure and

its lift. Moreover, understanding mechanics with symmetries is important to derive integrators

that may be efficiently implemented.14

In §3.8.1 we will describe the general procedure of symplectic reduction in order to describe

the mechanics onM in terms of mechanics with K-symmetries on E . To do so we will introduce

the geometric mechanics description of the horizontal and vertical spaces on E in terms of the

mechanical connection, and momentum map. Such a reduction requires setting the “conserved

momentum” to 0, though in §3.8.1.3 we will see that magnetic HMC arises by reduction of

a mechanics that conserves a non-vanishing quantity, which suggests using the electromag-

netic symplectic structure in future work to improve the ergodicity of HMC (interestingly, the

momentum flip is not an antisymplectic involution in magnetic HMC, and one must flip the

magnetic field). We mention that in physics, symplectic reduction is typically used to study

Hamiltonians with symmetries, by first reducing the mechanics to the reduced symplectic space

(a bundle over the quotient space with an “electromagnetic” symplectic structure), and then

reconstructing the original system from the reduced one. Instead, in HMC we start from an

arbitrary Hamiltonian associated to the log-density, and construct a Hamiltonian with symme-

tries on an appropriate space over which the implementation of the algorithm is simpler. This

method may be useful also for the systems with holonomic constraints, common in molecu-

lar dynamics (see §3.5.2), using the impetus-striction formalism [356], combined with explicit

integrators for non-separable Hamiltonian [335]. Here we will instead focus on geodesic orbit

manifolds, which include hyperspheres, hyperbolic spaces, Stiefel manifolds, Grassmann man-

ifolds, SU(n), SO(n), the spaces of positive definite matrices, as well as their complex and

hyperbolic versions, which are common in statistics and lattice QCD, and allows us to improve

and extend the methods proposed in [162, 161, 204, 66, 186]. Thus, in sections §3.8.2 and

§3.8.3 we will specialise to the case of a homogeneous manifolds, and obtain explicit algorithms

on naturally reductive manifolds, which essentially reduce HMC to the problem of efficiently

implementing the Lie group exponential. Moreover, since the resulting scheme is entirely on

a Lie group, we can use their special properties, such as the fact the symplectic structure

and Hamiltonian flows have global coordinate-independent expressions (see §3.9), to tune the

integrator as in lattice QCD.

14The principle of mediocrity: professor José M. Figueroa-O’Farrill once told me that the cosmological
principle, which states that “at sufficiently large scales, the Universe looks the same to all observers”, or
mathematically that the universe is a homogeneous manifold, should really be thought as a statement about
the mediocrity of the universe. Luckily, this mediocrity is often the reason why we can make calculations about
the universe. Similarly, in HMC the tractable numerical integrators are typically those that are composed of
invariant (or homogeneous) vector fields. In this light, we observe that the reason why RMHMC [131] is difficult
to implement is that it replaces a bi-invariant metric with a metric with no symmetries. Several authors rely
on the distinction between separable and non-separable Hamiltonians to explain this problem, but it is easy to
define separable Hamiltonians on Lie groups with intractable flows.
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3.8.1 Noether’s Theorem and Reduced Dynamics

When a Lie group K (left/right) acts freely and properly on a manifold E , with action denoted

Φk (or sometimes “k·”), the projection τ : E → E/K is a submersion [2, proposition 4.1.23].15

Thus each Φk is a bijection of E , and we assume it is smooth, Φk ∈ Diff(E). It then follows

that the lifted action (Φk)
∗ acts symplectically on T ∗E . The horizontal and vertical spaces can

be described in terms of the infinitesimal actions (or action fields) ξE ∈ Γ(TE) generated by

elements ξ ∈ k of the Lie algebra of K, defined by16

ξE(q) ≡
d

dt
etξ · q

∣∣
t=0
, (3.17)

where etξ is the Lie group exponential. These are the vectors that are mapped to 0 under the

quotient projection E →M, as can be seen from the fact that γ : t 7→ etξ · q is a curve that lies

entirely in the coset K · q, and thus τ ◦ γ is a constant curve on M. Thus the vertical space is

verq = {ξE(q) : ξ ∈ k}.

In order to describe the horizontal space, we introduce the momentum map of the action,

J : T ∗E → k∗, where

〈J(pq), ξ〉∗ = 〈pq, ξE(q)〉∗ , ∀ξ ∈ k

where 〈·, ·〉∗ denotes the dual pairing. From section 4.2 [2] we see that J generalises the usual

notions of momentum. Indeed if K = E = Rn acts on itself by translation, k · q = k + q, then

for any ξ ∈ k = Rn, ξE(q) = ξ and J is the usual linear momentum J(q, p) = p. On the other

hand if K = SO(3,R) acts on E = R3 by matrix multiplication, then we recover the angular

momentum J(q, v) = q × v. More generally J describes the conserved quantities/currents

induced by the symmetries of the Hamiltonian system as we now describe by introducing the

geometric generalisation of the standard Noether’s theorem.

3.8.1.1 Noether’s Theorem

In the Hamiltonian perspective, Noether’s theorem states that if H : T ∗E → R is invariant

under the (lifted) action of K, H(k · (q, p)) = H(q, p), then J is conserved by the flow of XH

(theorem 2.7.2 [250], or 4.2.2 [2]). In terms of Lagrangians L : TE → R, and momentum

map JL : TE → k∗ defined by 〈J(vq), ξ〉∗ = 〈FL(vq), ξE(q)〉∗, Noether’s theorem states that

15Note that we need the action of K on E to be free and proper to ensure that the quotient E/K is a manifold.
For example this is the case when K is a closed subgroup of a Lie group E .

16I.e., ξE(q) = ∂1Φ(q)[ξ]
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for the Euler-Lagrange system associated to a K-invariant Lagrangian JL is constant in time

(independently of whether L is regular) [250]. The usual Noether’s theorem is a special case

of the above result, and may be recovered as follows. Consider the action of K ≡ R on

E ≡ Rn by translation of the ith coordinate, k · (q1, . . . , qn) ≡ (q1, . . . , k + qi, . . . , qn). Then

ξRn(q) = (0, . . . , ξ, . . . , 0) and J(q, v) = ∂L
∂vi

. Thus, if L does not depend on the ith coordinate

(called a cyclic or ignorable coordinate), then its corresponding conjugate momentum defined

as pi ≡ ∂L
∂vi

is conserved along a solution of Euler-Lagrange equation. This can also be seen

directly from Euler-Lagrange equations

d

dt

(
∂L
∂vi

) ∣∣
q̇

=
∂L
∂qi

= 0, ⇒ ∂L
∂q̇i

= constant.

In general if we expand ξE(q) ≡ (ξaXa)E(q) = ξa(Xa)E(q) ≡ ξaKi
a(q)∂qi using bases (∂qi) and

(Xa) of k and TqE respectively, then the momentum map J becomes

J(q, v) =
∂L
∂vi

Ki
a(q)X

a

which is called Noether’s current [250].

In fact as we discuss next, not only is J conserved by XH , but appropriate quotients of the

level sets of J define a reduced symplectic manifold, on which the projection of XH defines a

reduced Hamiltonian system. Importantly for the context of HMC, when we set J = 0, then

this reduced symplectic manifold is precisely T ∗M (with canonical symplectic structure), and

with an appropriate choice of H the reduced Hamiltonian corresponds to our target system, so

that the latter may then be implemented using XH .

3.8.1.2 Reduced Mechanics on E/K

While the vertical space is uniquely defined by the submersion, the horizontal space depends

on a choice of connection on the (principal K-) bundle τ : E → E/K. As mentioned earlier,

an appropriate choice of Riemannian metric on E is one for which K acts by isometries, since

this will define a K-invariant kinetic energy on TE , and any such metric defines a quotient

metric 〈·, ·〉M on M = E/K for which τ is a Riemannian submersion [125, theorem 22.14]. In

physics the connection associated to this Riemannian metric on E , i.e., to the horizontal space

described in §3.7, is called the mechanical connection A. In terms of the momentum map

we have

horq = {(q, v) : J((q, v)[) = 0}.
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Indeed we note that (q, v) ∈ ker(J ◦ [) iff 0 =
〈
(q, v)[, ξE(q)

〉
∗ = 〈(q, v), ξE(q)〉E , that is (q, v)

is orthogonal to the vertical subspace. The connection 1-form A : TE → k associated to this

choice of horizontal space is characterised by

A(q, v) = ξ if (q, v) = ξE(q), A(q, v) = 0 if (q, v) ∈ horq,

and extending by linearity. From this we immediately see that we have

verq(q, v) =
(
A(q, v)

)
E(q),

so that we may use A to project to the horizontal space

horq(q, v) = (q, v)−
(
A(q, v)

)
E(q).

Now given a target P onM, consider the Hamiltonian on TM adapted to P (recall §3.3.2),

with kinetic energy induced by the quotient metric. Given the potential energy V on M
(corresponding to the log-density of P ), the extended potential W ≡ τ ∗V on E is K-invariant.17

Hence, the resulting Hamiltonian W + 1
2
‖ ·‖2

E on E is then invariant under the induced action of

K on T ∗E (indeed both the kinetic and potential on E are K-invariant). It follows by Noether’s

theorem that J is constant along the flow of this K-invariant Hamiltonian. In other words, if

we start at an initial point (q, v) that satisfies J((q, v)[) = µ ∈ k∗, then the flow will remain on

the level set J−1(µ). In particular, if µ = 0 ∈ k∗ is a regular value of J (which means ∂zJ is

surjective for any z ∈ J−1(0)), then the motion will remain on the horizontal space J−1(0), the

gauge A will act trivially, A = 0, and the reduced Hamiltonian system will evolve on a reduced

symplectic manifold that is symplectomorhpic to T ∗M [286, 2].18 Indeed, we have

J−1(0)/K ∼= T ∗M∼= TM,

and since A = 0, the Hamiltonian dynamics on E will reduce to a Hamiltonian dynamics onM
induced by a reduced Hamiltonian V + 1

2
〈·, ·〉M [250, proposition 3.4.1], which is adapted to the

target measure P ∝ e−V volM as desired. Hence we can generate the mechanical trajectories

of V + 1
2
〈·, ·〉M entirely from mechanical trajectories in E . See Fig 3.3 for an illustration.

17Note the property LξEW = 0 for any ξE , since

LξEW (q) =
d

dt
W (etξ · q)

∣∣
0

=
d

dt
V ◦ π(etξ · q)

∣∣
0

=
d

dt
V ◦ K · (etξ · q)

∣∣
0

=
d

dt
V
(
K · q

)∣∣
0

= 0.

This yields another proof of the fact the momentum update preserves “horizontality”, since 〈∇W, ξE〉E =
dW (ξE) = LξEW = 0.

18Observe that the lift of a free and proper action is free and proper [308], so all the conditions hold to apply
the symplectic reduction theorem

90



J

J=0

Figure 3.3: Example of reduced trajectory for a mechanical system with SO(2) symmetry on
T ∗ SO(3); by symmetry, if initially J = 0 then the system remains on the level set J = 0 and
the reduced trajectory is a Hamiltonian dynamics on the sphere SO(3)/ SO(2).

The theory of symplectic reduction allows for far more general systems than the one discussed

above, and for example in [28] we have discussed how to implement mechanical trajectories on

the Lorentzian single sheeted hyperbolic space (though it is not possible to use the Lorentzian

metric to refresh momentum for the purpose of HMC). We also mention that the reason why the

Deep MCMC method proposed recently in [317] is not volume-preserving stems precisely from

ignoring the theory of symplectic reduction, that provides conditions under which a Hamiltonian

system with symmetries reduces to a Hamiltonian system on the quotient.

To summarise, we have shown that symplectic reduction can be used to implement the MD

step when the Riemannian metric on E is chosen to be K-invariant. We now consider in §3.8.2

the question of what other conditions we can impose on the metric in order to make the geodesic

equations as simple as possible. We will see that this question has a natural answer in the case

of a reductive homogeneous space, but we briefly explain in §3.8.1.3 how to recover magnetic

HMC [342] by reducing an appropriate standard mechanical system with µ 6= 0. This also

shows that while the standard magnetic HMC cannot be obtained from canonical mechanics

by some choice of Hamiltonian (lemma 5 [342]), it may be obtained by symplectic reduction of

a canonical system.

3.8.1.3 Electromagnetic Symplectic Structure and Magnetic HMC

Reduction of mechanics can also be used to implement non-canonical mechanics on the reduced

space when the conserved quantity does not vanish µ 6= 0. In that case the reduced symplectic

structure gains an additional magnetic two-form, and the reduced Hamiltonian must be shifted

via the mechanical connection. We will focus on the case M = Rn, which we will view as the

shape space of E = Rn × S1. Specifically we consider the action of K ≡ S1 ∼= U(1) on E ,

eiθ · (x, eiϑ) ≡ (x, ei(ϑ+θ)).
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Since S1 ∼= U(1) the Lie algebra of S1 is u(1) = iR. The action fields follow immediately,

(iθ)E(x, e
iϑ) = d

dt
(x, ei(ϑ+tθ))|t=0 = (0, iθeiϑ) ∼= (0, iθ) where in the last step we have identified

TϕS
1 = TeiϕU(1) ∼= u(1) by left-trivialisation (so T(q,ϕ)E = Rn × u(1)). Further identifying

u(1) ∼= R, we have T ∗E = T ∗Rn ⊕ T ∗S1 ∼= Rn × Rn × S1 × R ∼= Rn × S1 × Rn × R, and

the momentum map J : Rn × S1 × Rn × R → R is simply J(x, eiθ, p, α) = α. We define the

magnetic potential 19

A ≡ Aidx
i + dθ : TE ∼= Rn × S1 × Rn × R→ k ∼= R

and the magnetic form

F = dA = dA

which we view as a 2-form on Rn. Then the symplectic reduction theorem implies that the

canonical phase space T ∗E (with canonical symplectic structure) reduces for any µ ∈ R to the

symplectic manifold J−1(µ)/S1 ∼= T ∗Rn with symplectic structure ωA ≡ dx ∧ dp − µF [286].

The symplectic structure ωA is often called the electromagnetic symplectic structure since

F and A generalise the electromagnetic field and its vector potential from electromagnetic

theory. Indeed, consider the two-form F ≡ B+ dt∧E on R3+1, where B and E are a two-form

and a 1-form on R3 (the magnetic and electric fields). Define A ≡ (A,−φ), where φ is the

R-valued electric potential and A the R3-valued magnetic potential, then F = dA yields the

usual equations relating the fields B,E to their potentials,

E = −∇φ− ∂A

∂t
B = ∇×A,

while dF = ddA = 0 yields Maxwell’s equations (see §A.5.7.1)

∇ ·B = 0 ∇× E = −∂B

∂t
.

From the derivations in §A.5.7.1, we see that Hamilton’s equations iĤωA = dH with the

electromagnetic symplectic structure now implies

ż =

(
0 I

−I K

)
∂zH =

(
∂pH

−∂qH +K∂pH

)
,

for an antisymmetric matrix K representing the magnetic field (see also exercise 2.4-1 [251]).

These are precisely the equations of motion used in an HMC algorithm called magnetic HMC

and proposed in [342], where it was shown that in some cases the presence of the magnetic field

can improve mixing of the HMC chain. Indeed as shown in B.2 [342] the flows ΦV and ΦT are

19This is a connection 1-form since A(θE) = A(θ∂θ) = θ and obeys the equivariant condition.
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still tractable (for T (p) ≡ 1
2
p>p), and thus may be combined to form an appropriate numerical

integrator. However some additional care must be taken to handle the fact the usual momentum

flip is no longer an antisymplectic involution for ωA (recall §3.4.1).

3.8.2 Homogeneous Manifolds

Submersions induced by an action typically arise when M is a homogeneous G- manifold, i.e.,

there is a Lie group E ≡ G that (left) acts transitively on M, and we now specialise to this

setting. To realise M as a quotient space, we fix an origin p0 ∈ M, and let K ≡ Kp0 denote

its isotropy group. Then M ∼= G/K, where we identify g · p0 ∼ gK, and gK = K · g denotes

the left coset induced by the right action k 7→ Rk of K on G, which is free and proper by

proposition 22.4 [125]. The projection τ : G → M, g 7→ gK is then a submersion, which we

make Riemannian as explained in §3.8.1 by defining a (right) K-invariant metric on G. Then 0

is a regular value of the associated momentum map J by proposition 2.9.1 [250], and

ξG(g) =
d

dt
etξ · g|t=0 =

d

dt
getξ|t=0 = ∂1Lg(ξ),

so the action fields are simply the left-invariant vector fields induced by k. The metric identifies

T ∗G ∼= TG as usual. It is convenient to restrict to metrics generated by AdG K-invariant

inner products on g (here AdG K ≡ Ad |K), so that we can work in left-trivialised (or body)

coordinates, that is we identify TG ∼= G×g, via (g, vg) 7→ (g, θgvg), where θ ∈ Γ(G, T ∗G⊗g) is the

Maurer-Cartan form defined by θ : g 7→ ∂gLg−1 [2]. In these coordinates the induced action

of K on G × g becomes ∂Rk(g, ξ) = (gk,Adk−1 ξ). 20 Let us now discuss the implementation of

HMC for naturally reductive manifolds in these body coordinates.

3.8.3 Naturally Reductive Homogeneous Spaces

Suppose G/K is reductive with reductive decomposition g = p ⊕ k, and assume we have a

G-invariant metric onM, which we extend to an AdG K-invariant inner product on g for which

p ⊥ k (recall §3.1.2). This defines a left G-invariant and right K-invariant Riemannian metric

on G, and τ is a Riemannian submersion. The associated horizontal space at g is simply

∂1Lgp ⊂ TgG (since isometries preserve orthogonality), and in body coordinates the momentum

20 Denoting by ∼ the identification, we have

∂Rk(g, ξ) ∼ ∂Rk
(
g, ∂1Lgξ

)
=
(
gk, ∂gRk ◦ ∂1Lgξ

)
=
(
gk, ∂1(Rk ◦ Lgk ◦ Lk−1)ξ

)
=
(
gk, ∂1Lgk ◦ ∂1(Rk ◦ Lk−1)ξ

)
=
(
gk, ∂1Lgk ◦Adk−1 ξ

)
∼ (gk,Adk−1 ξ).
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map simplifies to21

J : G × g→ k, J(g, ξ) = ξk,

so the horizontal bundle is thus J−1(0) ∼= G × p in body coordinates.22 Moreover noting that

if (g,X) ∈ J−1(0), then ∂τ ◦ ∂Rk(g,X) = ∂τ ◦ (gk,Adk−1 X) = (Adgk ◦Adk−1 X)M(gkK) =

(AdgX)M(gK), which is independent of k ∈ K, we obtain the isomorphism between the sym-

plectic manifolds of interest

J−1(0)/K ∼= TM, with [(g,X)] 7→ ∂gτ ◦ ∂1Lg(X).

Suppose now that G/K is naturally reductive. We calculate the flows ΦW and ΦT from which

we can compute a multi-stage numerical integrator §2.1.3. Assume for the moment that G
is a Lie group of real matrices (we consider the more general case in §A.5.7.2), with kinetic

energy T defined by the inner product (X, Y ) 7→ 1
2

tr
(
X>Y

)
on g ⊂ gl(n) = Rn×n. The map

ΦT
t : G × p→ G × p is (see §3.9.2.2)

ΦT
t (g,X) ≡

(
getX , X

)
.

Note in particular that the Lie algebra-valued velocity X remains fixed during this update (in

contrast to the reduced dynamics). If (Ti) is an orthonormal basis of g, let Gij ≡ 1
2

tr(T>i Tj) =

δij, and suppose the lifted potential energy τ ∗V on G is obtained by restriction of a function

W : GL(n)→ R, we have (see §3.9.1.2)

Ŵ = −ei|g(W )T i = −dW (gTi)
Ti
Gii

= − ∂W
∂xab

dxab(gTi)Ti

= − tr
(
∇xW

>gTi
)
Ti = − tr

(
(g>∇xW )>Ti

)
Ti

= −2 tr

(
(g>∇xW )>

Ti√
2

)
Ti√

2
= −2Π(g>∇xW )

where Π is the orthogonal projection onto span(Ti) with respect to the Frobenius inner product,

and xab : GL(n,R)→ R are the canonical matrix coordinates. Hence

ΦW
t (g,X) =

(
g,X − 2tΠ(g>∇xW )

)
,

21 since for any ν ∈ k, 〈J(g, ξ), ν〉 ≡ 〈J(g, ∂1Lgξ), ν〉∗ = 〈∂1Lgξ, νG(g)〉Gg = 〈∂1Lgξ, ∂1Lgν〉Gg = 〈ξ, ν〉G1 =

〈ξk, ν〉K1
22The mechanical connection A : G × g → k is also particularly simple in body coordinates, and is closely

related to the Maurer-Cartan form,

A(g, ξ) = ξ iff ξ ∈ k, and A(g, ξ) = 0 iff ξ ∈ p.
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Sample Space M M≡ G/K, τ : g 7→ gK p

Hypersphere
SO(n)/ SO(n− 1)

g 7→ (gi1)i

(
0 −v>

v 0(n−1)×(n−1)

)
v ∈ Rn−1

Stiefel
SO(n)/ SO(n− k)

g 7→ (gir)i,r∈[1,k]

(
R −M>

M 0

)
R ∈ so(k),M ∈ R(n−k)×k

Complex Stiefel
U(n)/U(n− k)

g 7→ (gir)i,r∈[1,k]

(
R −M †

M 0

)
R ∈ u(k),M ∈ C(n−k)×k

Grassmannian
SO(n)/ (SO(k)× SO(n− k))

g 7→ span
(
(gir)i,r∈[1,k]

)
(

0 −M>

M 0

)
M ∈ R(n−k)×k

Symmetric PD
GL(n)+/ SO(n)

g 7→ gg>
n× n symmetric matrices

Hermitian PD
GL(Cn)/U(n)

g 7→ gg†
n× n Hermitian matrices

Table 3.2: Some examples of naturally reductive manifolds, and their decomposition.

so we obtain the HMC algorithm 9. In particular when Π(A) = ΠA(A) ≡ 1
2
(A − A>), then

ΠA(A) = −ΠA(A>) so V̂ = 2ΠA(∂xV g). Similarly if Π(A) ≡ ΠS(A) = 1
2
(A + A>), then

ΠS(A) = ΠS(A>) and V̂ = −2ΠS(∂xV g). This may be applied to many important manifolds

in statistics, such as hyperspheres, Stiefel manifolds, Grassmann manifolds, and the space of

covariance matrices (as well as their complex and hyperbolic versions), see table 3.2. Of course

it is not always easy to visualise the algorithm in those spaces, but we provide below a visual

example on the sphere, and additional experiments on hyperbolic spaces may be found in [28].

3.8.3.1 Example: Sphere

Let us briefly describe the parametrisation of the sphere as a homogeneous space. The standard

action (by matrix product) of SO(3,R) on S2 ⊂ R3 is transitive, and the isotropy group of the

“north pole” p0 = (1, 0, 0) is K ≡ Kp0 ≡ {diag(1, A) for A ∈ SO(2,R)}. Any coset gKp0 may be

identified with the point g · p0 ∈ M. The sphere is then diffeomorphic to SO(3,R)/ SO(2,R),
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Algorithm 9 HMC Algorithm to generate N samples, given q0 ∈ G, with leapfrog integrator
of k leapfrog trajectories of time step δt.

1: procedure HomMC(N)
2: for for r ∈ [1, N ] do
3: g0 ≡ qr−1

4: sample a matrix v0 in p with N (0, In×n)
5: H0 ≡ W (g0) + 1

4
tr(v>0 v0)

6: v 1
2
≡ v0 − δtΠ(g>0 ∇xW )

7: g1 ≡ g0e
δtv1/2

8: for for m ∈ [1, k − 1] do
9: vm+ 1

2
≡ vm− 1

2
− 2δtΠ(g>m∇xW )

10: gm+1 ≡ gme
δtvm+1/2

11: vk ≡ vk− 1
2
− δtΠ(g>k ∇xW )

12: Hf ≡ W (gk) + 1
4

tr(v>k vk)
13: δH ≡ Hf −H0

14: U ≡ Uniform[0, 1]
15: if U ≤ exp (−δH) then qr ≡ gk
16: else qr ≡ g0

17: return (τ(qr))
N
r=1

or, in other words, any point on the sphere can be identified with a rotation about a line in the

2–3 plane. We choose the generators (basis of the Lie algebra) of so(3) to be (Ti)jk = εijk, i.e.,

T1 =

 0 0 0

0 0 1

0 −1 0

 , T2 =

 0 0 −1

0 0 0

1 0 0

 , and T3 =

 0 1 0

−1 0 0

0 0 0

 .

In this case k = spanT1 generates SO(2,R) and p = span(T2, T3) generates exp(p) · p0 =M. In

order to clarify the geometrical meaning of these generators we parameterise the coset space

M in terms of real angles θ and φ,

S(θ, φ) ≡ exp [θ(sinφT2 − cosφT3)] = exp

θ
 0 − cosφ − sinφ

cosφ 0 0

sinφ 0 0




=

 cos θ − sin θ cosφ − sin θ sinφ

sin θ cosφ (sinφ)2 + cos θ(cosφ)2 (cos θ − 1) cosφ sinφ

sin θ sinφ (cos θ − 1) cosφ sinφ (cosφ)2 + cos θ(sinφ)2

 ,
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Figure 3.4: 20 HMC trajectories, chronologically coloured blobs, the trajectories are coloured
proportionally to the values of δH, with potential V (x, y, z) = yz2 exp(x2), δt = 0.1, τ = 2.

and these coordinates allows us to identify the point

S(θ, φ)

 1

0

0

 =

 cos θ

sin θ cosφ

sin θ sinφ

 ∈ S2

with the spherical polar coordinate (θ, φ). Similarly we may parameterise the isotropy group

Kp0 as

exp(tT1) =

 1 0 0

0 cos t sin t

0 − sin t cos t

 ;

clearly, exp(tT1)p0 = p0. Note we have constructed a parametrisation S(θ, φ) exp(tT1) of

SO(3,R), while S(θ, φ) exp(tT1)S(θ, φ)T provides a parametrisation of the isotropy group Kp
at p ≡ S(θ, φ)p0.

Of course in practice we never use such coordinates, instead we implement directly HMC on

the Lie group SO(3) and then project the samples to the sphere. In Fig. 3.4 we generate some

trajectories on the sphere for V (x, y, z) ≡ yz2 exp(x2) using mechanics on SO(3) and symplectic

reduction, while in Fig. 3.5 we sample the world.
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Figure 3.5: HMC via reduction by symmetry for a well-known distribution

3.8.3.2 Complex Matrices

Consider now the case where G is a real Lie group of complex matrices, with inner product on g

obtained by restricting the standard inner product X, Y 7→ 1
2
< tr

(
X†Y

)
on Cn×n.23 Recall we

assume the potential is provided as a map W : GL(Cn)→ R, and use the fact GL(Cn) is an open

submanifold of the (real 2n2-dimensional) manifold Cn×n with coordinates zab. Tangent vectors

to GL(Cn) are identified with matrices as in the real case: Mab∂zab ∼ (Mab), and in particular

dzcd(M
ab∂zab) = M cd. Recall also that dW ≡ ∂W

∂zab
dzab + ∂W

∂z̄ab
dz̄ab = ∂W

∂zab
dzab + ( ∂W̄

∂zab
)dz̄ab =

∂W
∂zab

dzab + ( ∂W
∂zab

)dz̄ab. Moreover from dz = dx+ idy and dz̄ = dx− idy we have dz̄(v) = dz(v).

Denote by (Ti) an orthonormal basis of generators and Π the projection onto g. In particular

for the Lie algebra of U(n) of anti-hermitian matrices Πu(n)(A) = 1
2
(A− A†), while for the Lie

algebra of SU(n) of traceless Hermitian matrices Πsu(n)(A) = 1
2
(A − A†) − trA/n. In order to

implement the HMC momentum update in this case we need to replace the one obtained in

§3.8.3 with the following:

Ŵ = −dW (ei)T
i = −dW (ei)Ti = − ∂W

∂zab
dzab(gTi)Ti − (

∂W

∂zab
)dz̄ab(gTi)Ti

= −∇zabW (gTi)abTi −∇zabW (gTi)abTi = −2< tr
(
∂zWgTi

)
Ti = −2< tr

(
(g†∂zW

†)†Ti
)
Ti

= −4< tr

(
(g†∂zW

†)†
Ti√

2

)
Ti√

2
= −4Π(g†∂zW

†).

In the appendix §A.5.7.2 we discuss the general case in which we implement the equations of

motion on a naturally reductive manifold G using a faithful representation ψ : G → GL(n).

23 Given a complex vector space with Hermitian inner product 〈·, ·〉 becomes a real inner product space by
restricting the field to R and using the inner product < 〈·, ·〉.
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3.8.3.3 Invariance of the Shadow Hamiltonian

Finally, let us briefly explain why splitting integrators retain the symmetries of the Hamiltonians

that compose them. Since the action of K on G × g is symplectic it is also a Poisson map [166,

proposition 4.33], which means {f ◦Φk, g ◦Φk}G×g = {f, g}G×g ◦Φk. Hence the Poisson bracket

of K-invariant functions is a K-invariant function. If we use a symplectic integrator defined by

splitting the Hamiltonian H = H1 + · · · + Hr, the corresponding shadow Hamiltonian will be

a sum of Poisson brackets of the Hamiltonians Hi. It follows that if each Hamitlonian Hi is

K-invariant, then so is the shadow Hamiltonian. Hence integrators that are built by alternating

between the flows of W and T are automatically horizontal (the trajectory stays in G×p) since

both W and T are K-invariant. This is still true for the force-gradient integrators. Indeed, from

the adk-invariance of the inner product on g, we have crij = −cjir for any i ∈ k (the structure

constants always satisfy cijk = −cikj). Moreover (if W,T are invariant under the right action

of K on G) we have ̂{W, {W,T}} = −2GjkGlsel(W )ejes(W )ξk ∈ p (see §3.9 for notation and

§3.9.3.4 for proof).

3.9 Hamiltonian Monte Carlo On Lie Groups

HMC was originally constructed for computations in lattice QCD, and while the equations of

motion were initially informally obtained, a rigorous derivation was given soon after [186] in

order to formally construct HMC for lattice gauge systems on compact semisimple Lie groups.

Poisson brackets, shadow Hamiltonians and higher order integrators based on these equations

were further discussed in [187]. The extension was designed by constructing a symplectic

structure (and thus a mechanics) on G × g∗, but the relation with the standard mechanics

induced by the Liouville form on T ∗G was never explained - indeed the authors were unaware

of the relation with the Euler–Poincaré formalism we discuss below.

In this section we formalise the HMC schemes given in [187, 186] and connect them to stan-

dard mechanics with symmetries on Lie groups. In the context of QCD, the position update

relies on matrix exponentiation [187, 87, 186, 192] which is derived by solving the equations of

motion on semisimple lie algebras, assuming that the Killing form induces a positive definite

inner product on the Lie algebra, which is not the case in general and as a result cannot be used

for HMC (due to the momentum refreshment step). Indeed, this holds for compact semisimple

Lie groups (for example SO(n) and SU(n)) but is not the case for most other Lie groups, such

as GL(n) or SL(n). In fact the matrix exponentiation simply corresponds to the geodesic flow
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of the Killing form in left-trivialised coordinates, and the connection with geometric mechan-

ics allows us to remove the compactness assumption on the Lie algebra (or equivalently, the

assumption that the Killing form is negative definite). In §3.9.1.1 we show the symplectic struc-

ture used in [187, 186] is symplectomorphic to the canonical one on T ∗G. It follows that many

results from geometric mechanics that assume standard mechanics, such as symplectic reduc-

tion on cotangent bundles, can be used in HMC [2]. Indeed the HMC algorithm via symplectic

reduction we introduced previously relies on the fact that the cotangent-lift of diffeomorphism

on G is a symplectomorphism with respect to the canonical symplectic structure, so that K
acts symplectically on T ∗G.

Since HMC is usually implemented on the tangent bundle, we derive the corresponding sym-

plectic structure on G × g induced by a metric. As mentioned above, in [187, 186] the kinetic

flow was simply given by left-invariant vector fields as a result of the bi-invariance of the Killing-

form. This corresponds to solving the reconstruction equation for a constant curve on g, but,

as we explain in §3.9.1.2, the geodesic flow of more general left-invariant metrics must solve

both the Euler-Arnold and reconstruction equations. In §3.9.1.3 we provide the explicit relation

between the leapfrog scheme on Lie groups as used in [187] and the general one on manifolds.

In §3.9.2 we then consider the Euler-Arnold equation in more detail, and explain how it can be

simplified and solved by choosing inner products with appropriate symmetries. In particular we

derive the associated geodesic motion on GL(n), semi-simple Lie groups, as well as the geodesic

formula that we used to implement HMC on naturally reductive manifolds.

3.9.1 Hamiltonian Monte Carlo on Lie Groups

In section §3.9.1.1 we explain the global construction of symplectic structures on Lie groups,

and derive the symplectic structures on G × g∗, TG and G × g induced by the canonical 1-

form on T ∗G. Using the latter symplectic structure we will derive the global equations for the

Hamiltonian vector fields §3.9.1.2 , and discuss the Euler–Poincaré formalism. Finally we shall

discuss geodesic integrators §3.9.1.3. Let us fix a basis (ξi) of g, denote by ei ∈ gL the induced

left-invariant vector fields (so ei(1) = ξi), by θi the dual 1-forms, θi(ej) = δij, and by θ the

Maurer-Cartan form.

3.9.1.1 Symplectic Structures on Lie Groups

As with any symplectic manifold we can find local Darboux coordinates (xi, pi) for T ∗G in

which the Liouville form reads η = pidx
i. The induced symplectic structure is then ω = −dη =
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dxi ∧ dpi, and Hamilton’s equations take the familiar form

ẋ =
∂H

∂p
, ṗ = −∂H

∂x
.

However on manifolds there are in general no global Darboux coordinates. Fortunately Lie

groups have the useful property that we can instead construct η in a coordinate-independent

way using the non-vanishing 1-forms θi of the Maurer–Cartan frame. Following [11] we define

the momentum as J ≡
(
θ−1
)∗

: T ∗G → g∗. Here the inverse is taken pointwise, so setting

J |g ≡ J |T ∗g G and θ−1
g ≡ (θg)

−1 : g→ TgG, we have J |g = (θ−1
g )∗. Thus for any αg ∈ T ∗g G,

J |g(αg) = (θ−1
g )∗(αg) = αg ◦ θ−1

g = αg ◦ ∂1Lg = L∗gαg ∈ g∗,

where we have used θ−1
g = ∂1Lg (due to the inverse function theorem). It follows that J is the

momentum map associated to the right action of G on itself (see §3.8.1). We can “expand” θ

and J using the basis (ξi), which yields θ = ξi ⊗ θi and J = θi(1) ⊗ pi where we have defined

the momentum coordinates pi ≡ 〈J(·), ξi〉∗ : T ∗G → R. We then define the Liouville 1-form

by η ≡ piπ
∗θi ∈ Γ(T ∗G, T ∗T ∗G) on T ∗G, and its associated symplectic structure is its exterior

derivative24

ω ≡ −dη = −d(piπ
∗θi) = π∗θi ∧ dpi︸ ︷︷ ︸

usual “dx ∧ dp” term

+ 1
2
pic

i
jkπ
∗θj ∧ π∗θk︸ ︷︷ ︸

additional non-abelian term

(3.18)

On G = Rn by the Maurer-Cartan equation and Poincaré lemma we have θi = dxi, so that η

may be viewed as a generalisation of the usual Liouville form pidx
i. The symplectic structure

above was the one constructed in [186] to define a mechanics on group manifolds in order to

sample distributions on SU(3) (for lattice QCD). 25 In fact ω ≡ −dη is the canonical 2-form

since η has the following property which shows η is the canonical Liouville form: for any 1-form

β : G → T ∗G
β∗η = β. (3.19)

In other words, the mechanics introduced in [186] is equivalent to canonical mechanics.

Proof. Let β ∈ Γ(T ∗G), pi : T ∗G → R, π : T ∗G → G and η ∈ Λ1(T ∗G). By definition of the

pull-back of the tangent map ∂gβ, (note we are taking the pull-back of β viewed as a map

24Here we use Maurer-Cartan equation 0 = dθ+ 1
2 [θ∧ θ] = ek(1)⊗

(
dθk + 1

2c
k
ijθ

i ∧ θj
)
, which states θ is a flat

gauge-field.
25 Technically the HMC on compact semisimple matrix groups was constructed on the trivial bundle G × g∗,

and although the momentum coordinates were left undefined, we can recover the mechanics therein by defining
p̃i : G × g∗ → R s.t. p̃i : (g, α) → α(ξi), and constructing the symplectic structure ω̃ = −d(p̃iπ

∗θi). Clearly ω
and ω̃ are symplectomorphic with respect to the canonical isomorphism T ∗G ∼= G × g∗, (g, αg) 7→ (g, L∗gαg) (see
§A.5.7.3).
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G → T ∗G)

(β)∗η(g) ≡
(
∂gβ
)∗
ηβ(g) = ηβ(g) ◦ ∂gβ = (piπ

∗θi)β(g) ◦ ∂gβ.

We can write β = fiθ
i for some functions fi ∈ C∞(G). It follows that p

(
β(g)

)
= L∗gβg =

L∗g
(
fi(g)θig

)
= fi(g)θi(1), so pi

(
β(g)

)
= fi(g), and, since π ◦ β : g 7→ g,

(π∗θi)β(g) ◦ ∂gβ = θig ◦ ∂β(g)π ◦ ∂gβ = θig ◦ ∂g(π ◦ β) = θig.

Hence (β)∗η(g) = pi
(
β(g)

)
(π∗θi)β(g) ◦∂gβ = fi(g)θig = β(g). This proves that η is the canonical

Liouville form (see proposition 3.2.11 of [2]). �

In practice however we usually work in velocity space. Consider a Riemannian metric 〈·, ·〉
on TG. The associated musical isomorphism, enable us to pull-back ω to a symplectic structure

ω[ on TG (recall §3.2.3). The latter can be expressed as the exterior derivative of a 1-form

ω[ = −vjπ∗
(
〈ei, ej〉 θi

)
∈ Γ(TG, T ∗TG),

where vj : TG → R satisfies (g, ug) 7→ θig(ug), and now π : TG → G is the tangent bundle

projection (see §A.5.7.4). To take advantage of the symmetries of G we will restrict to left-

invariant Riemannian metric, 〈·, ·〉 ≡ Gijθ
i⊗ θj where Gij is symmetric positive definite, so the

metric is determined by its value at the identity, Gij = 〈ξi, ξj〉g. Then

ω[ ≡ −d(Gijv
jπ∗θi) = Gijπ

∗θi ∧ dvj + 1
2
Girv

rcijkπ
∗θj ∧ π∗θk. (3.20)

To simplify phase space we pullback ω[ to define an equivalent mechanics on G × g, which

simply means the coordinate functions vj are now the maps (g,X) 7→ θj1(X) (we will still

denote the induced symplectic structure by ω[). In particular, if the metric is left-invariant the

Hamiltonian H ≡ V ◦ π + 1
2
〈·, ·〉 on TG defines an equivalent Hamiltonian V ◦ π + 1

2
〈·, ·〉1 on

G × g (see §A.5.7.5). Finally note the components of the curvature of a left-invariant metric

are determined by the structure constants (see appendix B [97])

Γijk = 1
2

(
cikj − cjki − ckji

)
, Ri

jkl = −1
4
cimjc

m
kl,

and the symplectic volume form is given by the product of the Haar measure θ1 ∧ · · · ∧ θn on

G with the Lebesgue measure on the Lie algebra

ωn[ ≡
n∧
i=1

ω[ ∝ dv1 ∧ · · · ∧ dvn︸ ︷︷ ︸
Lebesgue on g

∧ π∗θ1 ∧ · · · ∧ π∗θn︸ ︷︷ ︸
π∗Haar

.
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When G = Rn, θi = dxi, and we recover the usual volume form.

3.9.1.2 Hamiltonian Fields and Euler-Arnold Equation

We now focus on the mechanical system V + T on G × g induced by a left-invariant metric

T = 1
2
vivjGij : g → R. For any function f : G × g → R, its Hamiltonian vector field

f̂ ∈ Γ(TG ⊕ Tg) is defined by ω[(f̂ , ·) = df . Following [187] but working in velocity space we

have (see §A.5.7.6)

f̂ = Gjkξk(f)ej +
(
GikGljvrcrjiξl(f)−Gjkej(f)

)
ξk. (3.21)

For the potential energy and kinetic energy induced by a left-invariant metric

T̂ = vkek +Gikvrvscrsiξk V̂ = −Gjkej(V )ξk.

An integral curve γV of V̂ satisfies γ̇V = V̂ (γ). Let γV (t) =
(
q(t), v(t)

)
. The equation then

reads
(
q̇, v̇
)

=
(
0,−Gjkej(V )ξk

)∣∣(
q(t),v(t)

), which implies

q(t) = q(0) v(t) = v(0)− tGjkej(V )|q(0)ξk. (3.22)

For the integral curves of T̂ , we have
(
q̇, v̇
)

=
(
vkek, G

ikvrvscrsiξk
)
|γT (t). The mysterious term

Gikvrvscrsiξk disappeared in both [187, 186] (and did not even appear in [192]) since the struc-

ture constants of the Killing form are totally anti-symmetric (see §3.9.2.1). It is in fact nothing

else than the 〈·, ·〉-adjoint of the adjoint representation. Recall that the adjoint representation

ad : g→ End(g) satisfies adξ ≡ ad(ξ) = [ξ, ·]. For each ξ ∈ g we can define its adjoint ad>ξ with

respect to the inner product
〈
ad>ξ X, Y

〉
= 〈X, adξ Y 〉. It follows that ad> is bilinear so

〈
ad>v v, ξk

〉
= vivj

〈
ad>ξi ξj, ξk

〉
= vivj 〈ξj, adξi ξk〉 = vivj 〈ξj, [ξi, ξk]〉

= vivj 〈ξj, crikξr〉 = crikv
ivjgjr = vivjcjik.

On the other hand
〈
ad>v v, ξk

〉
=
〈(

ad>v v
)s
ξs, ξk

〉
=
(

ad>v v
)s
Gsk. Combining these two equa-

tions gives ad>v v = Gklvivjcjikξl. Hence the integral curves of T̂ satisfy

(
q̇, v̇
)

=
(
vkek, ad>v v

)
|γT (t).

The equation v̇ = ad>v v is a first order differential equation on the Lie algebra g known as the

Euler–Arnold equation. In order to derive the integral curves of T̂ we can proceed in two steps.

We first solve the Euler–Arnold equation to give a solution s : [0, `] → g. The equation for q̇
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then states that q̇ = vkek|(q(t),s(t)) = sk(t)ek(q(t)) = ∂1Lq(t)s(t), which is a first order ODE for

q called the reconstruction equation.

In summary we have shown that the Hamilton’s equation γ̇ = Ĥ(γ) defined by the symplectic

structure on G × g reads

q̇ = vjej(q) = ∂1Lqv v̇ = ad>v v −Gjkej(V )(q)ξk,

which can be recognised as the equations arising from the Euler–Poincaré reduction [163]. We

finally note that the left-invariance of the metric enabled us to obtain two first order differential

equations for the geodesic flow, rather than the usual second-order differential equation on a

general Riemannian manifold.

3.9.1.3 Geodesic Integrators on Lie Groups

On an arbitrary Riemannian manifoldM, we can define the leapfrog integrator for the Hamil-

tonian system H = V + T as a composition of the kinetic T̂ and potential V̂ fields defined by

the canonical symplectic structure on TM. The potential flow leads to the velocity update

q(t) = q(0) v(t) = v(0)− t∇q(0)V, (3.23)

and the kinetic (or geodesic) flow leads to the update
(
q(t), v(t)

)
= ΦT

t

(
q(0), v(0)

)
. Let us see

the explicit relation between these updates, the ones derived in §3.9.1.2, and the ones used in

lattice QCD. Suppose that M = G is a Lie group and T is defined by a left-invariant metric

〈·, ·〉. From §3.9.1.1 we know that, under the symplectomorphism TG ∼= G×g, the Hamiltonian

vector-field induced by the inner product 〈·, ·〉1 : g → R push-forwards to the geodesic flow

induced by T : TG → R. More precisely if (q(t), v(t)) ∈ G × g is the integral curve of the

Hamiltonian vector field of 〈·, ·〉1, then the geodesic flow of the Riemannian metric T = 〈·, ·〉
on TG is given by

(
q(t), ∂1Lq(t)v(t)

)
=
(
q(t), q̇(t)

)
. For the potential term, observe that26

∇gV = Gjk(g)dgV (ek)ej(g) = Gjk(1)ek(V )(g)∂1Lgξj

(by left-invariance Gij is constant), and v(t) = θig(v(t))ei(g) = vi(t)∂1Lgξi. Thus under the

symplectomorphism G × g → TG, we have (ξi → ∂1Lgξi) and (3.23) push-forwards to the

velocity update (3.22).

Finally let us see how the velocity update (3.22) is related to the ones used in lattice QCD,

by considering the case when G is a matrix group (or we have an injective representation

26Note that if α ∈ Γ(T ∗G), then α = ei(α)θi = α(ei)θ
i = αiθ

i. Moreover u = Gijαiej is the vector field
associated to α by the metric since α(v) = αiθ

i(vjej) = αiv
i = αkδ

k
i v
i = αkG

krGriv
i = urGriv

i = 〈u, v〉.
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ψ : G → GL(n) s.t., ∂1ψ : g → Rn×n is injective). In that case we need an extension W of V

defined on an open subset of GL(n), in particular W ◦ ψ = V . Then

ei(V )(g) = d(W ◦ ψ)(ei(g)) =
∂W

∂xjk
(
∂ψ(ei(g))

)
jk

= tr
(∂W
∂x

>
· ψ(g) · ∂1ψ(ξi)

)
,

where · is matrix multiplication, and we have used ∂ψ(ei(g)) = ψ(g) · ∂1ψ(ξi) [28]. If ψ is the

inclusion ι : G → GL(n), and we identify g ∼ ι(g), ξi ∼ ∂ι(ξi), we recover §3.8.3. We arrive

at the general velocity update formula for a matrix group (in lattice gauge theory we typically

have W (x) = < tr
(
Ux
)

for a constant complex matrix U)

vi(t)ξi = vi(0)ξi − tGij(1) tr
(∂W
∂x

>
· g · ξj

)
ξi.

Given H : G × g→ R, the following procedure 10 produces a sample from e−Hωn[ ; to obtain an

HMC sample from the marginal e−V θ1 ∧ · · · ∧ θn we simply ignore the velocity component.

Algorithm 10 Algorithm to generate a sample from e−Hωn[ , given current state (q(0), v(0)) ∈
G × g

1: sample v ∼ e−
1
2Gijv

jvidv = N (0, G−1)

2: v ← v − 1
2
tGjk tr

(
∂W
∂x

> · q(0) · ξj
)
ξk

3: Solve the Euler–Arnold and Reconstruction equations (q, v)← (q(0), v)

4: v ← v − 1
2
tGjk tr

(
∂W
∂x

> · q · ξj
)
ξk

5: δH ← H(q, v)−H(q(0), v(0))
6: U ∼ Uniform[0, 1]
7: If U < exp(−δH), then return (q, v); else return (q(0),−v(0))

3.9.2 Geodesics

We now analyse how Euler–Arnold equation v̇ = ad>v v simplifies when the inner product on

g is adk-invariant for a subalgebra k ⊂ g (defined below). When G is connected, adk-invariant

inner products correspond to left G-invariant and right K-invariant Riemannian metrics on G.27

When k = g these correspond to bi-invariant Riemannian metric on G, which always exists

when G is compact. The results below extend some of the results from [13, 265, 35, 125, 253]

concerning right K-invariant Riemannian metrics on matrix groups and naturally reductive

manifolds, with derivations directly from Euler–Arnold equation.

27i.e., the left and right actions Lg and Rk are isometries for g ∈ G, k ∈ K (here K is the Lie group associated to
k). When G is not connected an analogous correspondence exists with AdG K-invariant inner products, i.e., inner
products s.t. 〈Adk u,Adk v〉1 = 〈u, v〉1 for u, v ∈ g, as we mentioned previously, and these are automatically
adk-invariant.
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3.9.2.1 AdG-invariant Inner Products

The simplest case arises when ad>v v = 0. This situation occurs for example when the inner

product on g is ad-invariant, 〈adu v, w〉+〈v, aduw〉 = 0, which implies ad> = − ad and ad>v v =

−[v, v] = 0. We can find ad-invariant inner products on g when G has an AdG-invariant

inner product, or equivalently if it has a bi-invariant metric. A particular AdG-invariant inner

product is available on Lie groups whose lie algebra is compact, which means the Killing-form

B(u, v) ≡ tr
(

ad(u) ad(v)
)

is negative definite, and so−B defines a positive definite ad-invariant

inner product.

When ad>v v = 0, then v(t) = v0, so the reconstruction equation becomes q̇ = vkek|(q(t),v0) =

vk0ek(q(t)) = ∂1Lq(t)v0 = d
dt
Lq(t)e

tv0|t=0, which implies q(t) = q(0)etv0 (here we used the fact that

etv0 is tangent to v0 at t = 0). Hence we obtain the kinetic flow as in [187]

γT (t) =
(
q(0)etv0 , v0).

3.9.2.2 Reductive Decomposition

Sometimes it is not possible to find a bi-invariant metric on G. The natural next step is to

consider inner products on g which are adk-invariant, where k is a subalgebra of g. This means

that 〈adu v, w〉 + 〈v, aduw〉 = 0 for all u ∈ k, and it follows that ad>u = − adu. Then K is

totally geodesic in G and its geodesics are given by 1-parameter subgroups (see §3.9.3.1). Let

p ≡ k⊥, so g = k ⊕ p and v = vk + vp. The Euler-Arnold equation reads v̇ = v̇k + v̇p =

ad>v v = ad>vk vk + ad>vk vp + ad>vp vk + ad>vp vp = −[vk, vp] + ad>vp vk + ad>vp vp. We can simplify this

further if the decomposition k ⊕ p is naturally reductive, i.e., [k, p] ⊂ p and for all u, v, w ∈ p,

〈[u, v]p, w〉 = 〈u, [v, w]p〉 [10]. This implies ad>vp vp = 0 (see §3.9.3.2), and we are left with

v̇ = −[vk, vp] + ad>vp vk.

Notably the constant curve v = v0 with either v0 ∈ k or v0 ∈ p is a solution. We have thus

shown directly from Euler-Arnold equations the result assumed in §3.1.3.1 that the geodesic

starting with initial velocity in p are given by matrix exponentiation (and the geodesic on the

quotient space with the quotient metric are given by their projection).

3.9.2.3 Matrix Groups

Consider a subgroup G ⊂ GL(n) and set g = p ⊕ k where p is a subspace of the space of

symmetric matrices, while k = so(n). We have in mind the cases GL(n), SL(n) and SO(n)
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with p the space of symmetric matrices, the space of traceless symmetric matrices, and {0}
respectively. We equip g with the standard inner product 〈A,B〉 ≡ tr(A>B) which is AdK-

invariant. Since the product of a symmetric and an antisymmetric matrix is traceless, we have

〈A,B〉 = tr(ApBp)− tr(AkBk). Note that for G = SO(n), this is just the negative of the Killing

form (up to a positive constant); while on GL(n) and SL(n), the Killing form, respectively given

by 2n tr(AB) − 2 tr(A) tr(B) and 2n tr(AB), doesn’t define an inner product (it is degenerate

and pseudo-Riemannian respectively [266]). For our inner product we have ad>S A = [S,A] for

any S ∈ p, A ∈ k, hence Euler-Arnold equation simplifies to v̇ = −2[vk, vp] with solution (see

§3.9.3.3) (
q(t), v(t)

)
=
(
q(0)e

(
vp(0)−vk(0)

)
te2vk(0)t, vk(0) + Ad e−2vk(0)t(vp(0))

)
. (3.24)

3.9.2.4 Semi-simple Symmetric Spaces

The equations for the geodesics above apply in particular to semi-simple Lie groups G using an

inner product based on the Killing form B (note GL(n) is not semi-simple). Let us consider

a subgroup K for which G/K is a symmetric space. In that case we can find a Cartan decom-

position g = k⊕ p. By corollary 5.4.3 [180] the Killing form is negative-definite on K. We say

G/K is of compact (non-compact) type if B is negative (positive) definite on p. If G/K is of

compact type the inner product 〈v, u〉 ≡ B(vk, uk) +B(vp, up) is AdG-invariant, while if it is of

non-compact type 〈v, u〉 ≡ −B(vk, uk) +B(vp, up) is AdK-invariant. Then ad>vp vk = [vp, vk] (see

Lemma 5.5.4 [180]) and we can find the integral curves of T̂ as in §3.9.2.3.

3.9.3 Proofs

3.9.3.1 Totally Geodesic Subgroups

Recall we call a subgroup K ⊂ G totally geodesic, if the geodesics of K are geodesics of G.

Suppose we have an adk-invariant inner product on g. Let p ≡ k⊥, then for any u ∈ k, v ∈ p,

〈u, adu v〉 = −〈adu u, v〉 = −〈[u, u], v〉 = 0, so Theorem 2 [269] is satisfied. In fact k is “easy

totally geodesic” in g, i.e., adk p ⊂ p, since for any u,w ∈ k, v ∈ p we find 〈adu v, w〉 =〈
v, ad>u w

〉
= −〈v, [w, u]〉 = 0 since [w, u] ∈ k and v ∈ p, hence adu v ∈ p (see def 4.1 [269]).

Finally we note that the restriction of the inner product to k is ad-invariant and thus the

geodesics are given by the 1-parameter subgroups [269].
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3.9.3.2 Naturally Reductive Geodesics

Recall that we have an adk-invariant inner product, i.e. 〈adu v, w〉+ 〈v, aduw〉 = 0 for all u ∈ k,

and a naturally reductive decomposition implies for u, v, w ∈ p, 〈[u, v]p, w〉 = 〈u, [v, w]p〉, where

p = k⊥.

We want to show that ad>v v = 0 for any v ∈ p. Let z ∈ g. Then

〈
ad>v v, z

〉
=
〈
ad>v v, zk

〉
+
〈
ad>v v, zp

〉
= 〈v, [v, zk]〉+ 〈v, [v, zp]〉

= 〈v, [v, zk]〉+ 〈[v, v], zp〉 = 〈v, [v, zk]〉 = −〈v, adzk v〉 ,

where we have used

〈v, [v, zp]〉 = 〈v, [v, zp]p〉 = 〈[v, v]p, zp〉 = 〈[v, v], zp〉 = 0,

by orthogonality and the fact [v, v] = 0. Moreover 〈v, adzk v〉 = −〈adzk v, v〉 = −〈v, adzk v〉,
so 〈v, adzk v〉 = 0. In fact this only requires the inner product on g to be adk p-invariant,

that is 〈adu v, w〉 + 〈v, aduw〉 = 0 for all u ∈ k, v, w ∈ p. Finally let us consider the term

ad>vp vk. Note let Si, Aj basis of p, k respectively, and Tk arbitrary basis element of g. Then〈
ad>Si Aj, Tk

〉
= 〈Aj, [Si, Tk]〉. This is zero if Tk ∈ k, since [p, k] ⊂ p and p = k⊥. Moreover〈

ad>Si Aj, Tk
〉

= 〈Aj, crikTr〉 = crikgjr = cjik where j ∈ k, i ∈ p. On the other hand 〈[Si, Aj], Tk〉
is again zero if Tk ∈ k; and 〈[Si, Aj], Tk〉 = crijgrk = ckij = −ckji = cijk for i ∈ p, j ∈ k, where

in the last step we used adk-invariance. It doesn’t seem to be possible in general to relate cjik

with cijk.

3.9.3.3 Geodesics Matrix Groups

Let us first verify that ad>S A = [S,A], for S ∈ p, A ∈ k. Let T ∈ g. Then

〈
ad>S A, T

〉
= 〈A, [S, T ]〉 = tr

(
AT [S, T ]

)
= − tr

(
A[S, T ]

)
= − tr

(
AST

)
+ tr

(
ATS

)
= − tr

(
AST

)
+ tr

(
SAT

)
= tr

(
[S,A]T

)
= 〈[S,A], T 〉

and since T is arbitrary the result holds. Here we have used the property of the trace that

tr(ABC) = tr(BCA) and the fact that [S,A] is symmetric, [S,A]T =
(
SA − AS)T = −AS +

SA = [S,A]. It follows that the Euler-Arnold equation becomes v̇ = v̇k + v̇p = −2[vk, vp]. Recall

adu = ∂1 Ad(u) = d
dt

Ad(etu)|t=0 for any u ∈ g.

For any u,w ∈ g the curve t 7→ Ad(etu)(w) is tangent to [u,Ad(etu)(w)] at t, since (for
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matrix groups) Ad(etu)w = etuwe−tu and differentiating gives uetuwe−tu − etuwe−tuu = u ·
Ad(etu)w − Ad(etu)w · u = [u,Ad(etu)w]; in particular at t = 0 this is [u,w]. Moreover note

that AdK(p) ⊂ p (i.e., the decomposition of g is reductive). Hence if v(0) = vk(0) + vp(0) and

using Ad(1)(u) = u, we find that the curve

v(t) = vk(0) + Ad e−2vk(0)t(vp(0))

satisfies the Euler-Arnold equation
(
i.e. vk(t) = vk(0) and vp(t) = Ad e−2vk(0)t(vp(0))

)
. The

reconstruction equation then implies [64]

q(t) = q(0)e(vp−vk)te2vkt.

Note we can also write

vp − vk = 1
2
(v + vT )− 1

2
(v − vT ) = vT , 2vk = v − vT .

3.9.3.4 Force Integrators

Using (3.9.1.2), and the fact {r, h} = ω[(r̂, ĥ) = ĥ[r], we find

{r, h} = Gjkξk(h)ej(r) +
(
GikGljvrcrjiξl(h)−Gjkej(h)

)
ξk(r)

= Gjk
(
ξk(h)ej(r)− ej(h)ξk(r)

)
+ vrclkr ξl(h)ξk(r)

where clkr ≡ GikGljcrji. In particular

{V, T} = Gjkξk(T )ej(V ) = GjkGkrv
rej(V ) = vrer(V )

and {V, {V, T}} = Gjkξk
(
vrer(V )

)
ej(V ) = Gjkek(V )ej(V ). From (3.9.1.2) we find

̂{V, {V, T}} = −GjkGlsej
(
el(V )es(V )

)
ξk = −2GjkGlsel(V )ejes(V )ξk

where we use Leibniz Rule. To see that −2GjkGlsel(V )ejes(V )ξk ∈ p, we first observe that

ejes(V ) = [ej, es](V ) − esej(V ). Moreover we can restrict to s ∈ p since otherwise es(V ) = 0

(note here the basis fields (ei) are generated from an orthogonal decomposition g = k⊕p). Then

ej(V ) = 0 for all j ∈ k, and using the properties of the stucture constant we have [ej, es] = crjser.

We have r ∈ p (again we have er(V ) = 0), and note

GjkGlsel(V )[ej, es](V )ξk = GjkGlsel(V )crjser(V )ξk = GjkGlsGrael(V )cajser(V )ξk
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Hence, since p = k⊥, k ∈ k implies j ∈ k, implies cajs = −csja and since GlsGrael(V )er(V ) is

symmetric in a, s the term sums to 0. We have thus shown that ̂{V, {V, T}} ∈ p.
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Chapter 4

The Bracket Geometry of

Measure-Preserving Systems,

and the Foundations of HMC

In §3 we have analysed in detail Hamiltonian Monte Carlo, which combines a deterministic

proposal constructed from Hamiltonian dynamics, and a heat bath, typically a full momentum

Gaussian refreshment. We have seen that some of the key properties of HMC are: (i) it

is applicable to target densities known up to normalisation, (ii) the deterministic update is

volume-preserving, and thus no Jacobian appears in the MC step, (iii) for symplectic integrators

there exists a shadow Hamiltonian which ensures the acceptance rate remains high so that we

can avoid random walks. We further observed that on Euclidean space, Hamiltonian mechanics

could also be considered as a special case of the (underdamped) Langevin process (3.9), which

motivated the irreversible extensions of HMC (see §3.4.2.3). In this chapter, following ideas

from Volterra, Poincaré, de Rham, Koszul, Dufour, and Weinstein, we will develop the geometry

of smooth measures, and characterise at the highest level of generality the classes of dynamical

systems, mechanical systems, and diffusions that preserve a given smooth positive measure

on arbitrary manifolds. Better, we will establish a fundamental connection between geometry

and statistics, and as an immediate consequence obtain a canonical and complete recipe of

measure-constraints preserving flows, as well as a closely related complete recipe of measure-

preserving Nambu mechanics. We will also propose a generalised bracket MCMC algorithm,

and understand exactly how the properties of Hamiltonian mechanics translate to properties

of HMC, thus motivating several extensions.

We will begin by recollecting some elementary facts about diffusions on Euclidean space in
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§4.1, and their applications to Markov chains. In §4.2 we will study the theory of smooth

measures on manifolds, which are measures that assign zero weight to null sets of the manifold.

Non-vanishing smooth measures, such as the target P , generate on manifolds considerable

geometric structure, in particular a P -musical isomorphism P [ between multi-vector fields and

twisted differential forms, which in turn defines a derivative, the rotationnel curlP . This shows

that the standard operators from vector calculus div, curl naturally extend to manifolds without

relying on a Riemannian metric: a measure provides the necessary structure. In particular, we

can extend their vector calculus which allows us to characterise measure-preserving dynamical

systems. We will also introduce brackets, linear differential operators on functions, that provide

a general formalism to unify vector spaces of dynamical systems that depend on the target

density only up to normalisation, such as gradient flows and Poisson mechanics. We will then

consider applications of this bracket geometry. In §4.3 we will analyse key properties of HMC

from the perspective of bracket geometries, to understand which generalised mechanical systems

preserve some of the key benefits of HMC. Therein we will explain the important role played by

the Jacobi identity, and introduce the differential operator φBP , a generalisation of the modular

vector field [358], which describes the compatibility between the mechanics of the bracket B
and the measure P , and by construction vanishes iff P is an invariant “volume measure” of

the mechanics of B. Importantly, we will characterise measure-preserving B-mechanics: these

are locally the P -rotationnel of a 3-vector field. On Poisson manifolds the existence of an

invariant measure is fully characterised by the modular class, and we will show that unimodular

Poisson systems retain all the key properties of HMC in terms of implementation via splitting

integrators, in particular the existence of a shadow Hamiltonian. Finally we will re-interpret

the properties of HMC from the point of view of brackets, and after having generalised the

“momentum flip” to arbitrary brackets, we will derive a bracket MCMC scheme generalising

[114].

In §4.4 we will generalise the deterministic setting and study diffusions from the point of

view of brackets. Most importantly, we will fully characterise measure-preserving diffusions.

We will show that any measure-preserving diffusion is locally an A-diffusion, generated by an

antisymmetric bracket A (how “locally” depends on the de Rham cohomology). The result

offers a constructive derivation that improves the complete recipe of [242] on Rn, and most

importantly extends it to arbitrary manifolds, relying on no other structure than the target

measure. The proof in [242] relied on Fourier transforms and thus could not be extended to

manifolds. But, as our proof shows, once we have understood the geometry of measures this

result is in fact a direct consequence of Poincaré lemma, and the fact that the rotationnel and

divergence coincide on vector fields. Indeed A may be thought as the “vector potential” of

the Fokker-Planck “electromagnetic field”. We shall analyse a symmetric-antisymmetric de-

composition of these A-diffusions on arbitrary manifolds, and show that their generators are
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reversible up to appropriate “bracket-morphisms” - which generalises the corresponding re-

sult for Langevin diffusions. In §4.5 we will formulate the underdamped Langevin process on

general manifolds, without relying on Lagrange multipliers as in [356, 329], and thus investi-

gate Langevin-based irreversible HMC methods on non-Euclidean spaces. By explaining their

relation to the Euler-Poincaré formalism we shall in particular generalise [17].

Finally, in §4.6 we will explain that the curlP operator allows us to effectively construct a

potential theory of measure-preserving flows, where the properties of the potential, for example

its symmetries and the constraints it preserves, can be transferred to the induced field. This

will lead us to the notion of Nambu mechanics, which provides us with an elegant interpretation

in terms of flows of the P -musical isomorphisms: on n-twisted forms P ] is the Radon–Nikodym

derivative, while for ` ≥ 1 it identifies (n − `)-twisted forms with `-Nambu mechanics, a set

of vector fields that preserve (` − 1) constraints. Moreover, closed (n − `)-twisted forms are

identified with P -preserving `-Nambu mechanics, and it turns out that, up to a topological

obstruction belonging to the foliated de Rham cohomology, any flow that preserves a smooth

positive measure and (` − 1)-constraints is an exact `-Nambu mechanics generated by those

constraints. We will finish by briefly discussing the history of measure-preserving flows, noting

that the Euclidean recipe of P -preserving flows [242] was already known in the SDE literature

[140, 171], and explain why Hamiltonian mechanics is an excellent choice of measure-preserving

flow in the context of sampling.

4.1 Diffusions on Euclidean Space

Let us start by considering time-homogeneous diffusions on Rn defined by stochastic differential

equations (SDE) of the form

dZt = b(Zt)dt+ σ(Zt)dWt, (4.1)

where b : Rn → Rn is the drift vector field, Wt is a standard l-dimensional Brownian motion,

and σ : Rn → Rn×l is the diffusion tensor. Diffusions are Markov processes with no jumps.

The drift and diffusion represent the rate of change of the mean and covariance1 (2.5 [294])

b(z) = lim
t→0

E
[
Zs+t − Zs

t

∣∣∣Zs = z

]
,

Σ(z) ≡ σ(z)σ(z)> = lim
t→0

E
[

(Zs+t − Zs)⊗ (Zs+t − Zs)
t

∣∣∣Zs = z

]
.

1Recall the covariance of a random vector Z satisfies cov(Z,Z) = E[Z ⊗ Z]− E[Z]⊗ E[Z].
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We are interested in choosing the coefficients b and σ in (4.1) to ensure the diffusion preserves

the target distribution P , that is the triple (b, σ, P ) satisfies Fokker–Planck equation (4.3). Note

in this section “Rn” may refer to either configuration space, in which the target is P ∝ e−V dq,

or phase space R 1
2n × R 1

2n (assuming n is even) where P = µH ∝ e−H(q,p)dqdp.

From the transition kernel Pt(x→ dy) ≡ P[Xt+s ∈ dy|Xs = x] we can define the semigroup

(Pt) where Pt is a linear operator on the Banach space (Cb(Rn), ‖ · ‖∞)

Ptf(x) ≡
∫
f(y)Pt(x 7→ dy),

which satisfies

Pt+s = Pt ◦ Ps, P0f(x) = f(x).

The generator of (4.1) is defined as the limit (see 2.3 [294])

Lf ≡ lim
t→0

‖Ptf − f‖∞
t

,

where the domain of L is the subset of Cb(Rn) for which the above limit exists. If dz is the

Lebesgue measure on Rn, we denote by L∗ the L2(Rn, dz)-adjoint of L

〈L∗f, h〉L2 ≡ 〈f,Lh〉L2 i.e.,

∫
(L∗f)hdz ≡

∫
f(Lh)dz.

For the diffusion (4.1) we have the explicit formulae for the generator and its adjoint (see

(4.93)-(4.94) [294])

L = bi(z)∂zi + 1
2
Σjk(z)

∂2

∂zj∂zk
, L∗f = ∇ ·

(
−b(z)f + 1

2
∇ · (Σ(z)f)

)
. (4.2)

If the distribution of the random vector Zt satisfying (4.1) is given by PZt ≡ ρtdz with ini-

tial condition Z0 = ρ0dz, the evolution of ρt is the solution (z, t) 7→ λ(z, t) of the forward

Kolmogorov equation

∂λ

∂t
= L∗λ = ∇ ·

(
−b(z)λ+ 1

2
∇ · (Σ(z)λ)

)
, λ(·, 0) = ρ0.

The probability current J of a probability density ρ is defined as

J [ρ] ≡ −b(z)ρ+ 1
2
∇ · (Σ(z)ρ) .

In particular the density ρ of stationary distribution of the diffusion satisfies the divergence-free

condition

0 = ∇ · J [ρ] = ∇ ·
(
−b(z)ρ+ 1

2
∇ · (Σ(z)ρ)

)
(4.3)
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which yields the equation that triple (b, σ, P ) must satisfy. If the generator L is symmetric in

L2(Rn, P ), then the density ρ (assumed positive) of the target P satisfies the stronger condition

J [ρ] = 0, (4.4)

known as the detailed balance condition. The converse also holds, and these conditions are

further equivalent to the process being P -reversible: Z0 ∼ P , then Zt and ZT−t have the same

distribution (see proposition 4.5 [294]). For a general P -preserving diffusion (not necessarily

satisfying detailed balance), the generator L decomposes into a symmetric and antisymmetric

part (see (4.99) [294])

L· = 1
2

1

ρ
∇ · (ρΣ∇·)︸ ︷︷ ︸

symmetric part

+
1

ρ
J [ρ] · ∇·︸ ︷︷ ︸

antisymmetric part

(4.5)

representing the reversible and irreversible components of the motion.

Given a target P , for many statistical problems (such as sampling) we are interested the

coefficients (b,Σ) of the diffusion for which (4.3) holds. If we let Σ be an arbitrary semi-positive

definite symmetric matrix, from the definition of the probability current we may write

b ≡ 1
2
ρ−1∇ · (ρΣ) + J

where J is a function s.t., ∇ · (Jρ) = 0 (formally replacing −J [ρ]/ρ). If P is the unique

stationary distribution of (4.1), and J is dz-integrable, then theorem 2 [242] states there exists

a skew-symmetric matrix field z 7→ A(z) ∈ so(n) s.t., the drift vector field takes the form

b = 1
2
ρ−1∇ · (ρ(Σ + A)) = 1

2
∇ · (Σ + A) + 1

2
ρ−1(Σ + A)∇ρ. (4.6)

Conversely theorem 1 [242] states that if b is defined as in (4.6) where Σ is symmetric positive

definite, and A is an arbitrary field of antisymmetric matrices, then (4.1) is ergodic and preserves

P (the ergodicity claim is stated without proof, and seems wrong).

We next consider specifically Langevin processes which are central in molecular dynamics

and statistics, and reduce to Hamiltonian mechanics in the noise-free case. We will start

with the (underdamped) Langevin process in §4.1.1, and then move to overdamped Langevin

systems in §4.1.2, mentioning their associated samplers in each case. We will later see in §4.5

that the common denominator between overdamped and underdamped Langevin diffusions is

the absence of rotationnel-terms associated to the reference measure: Langevin processes are

probability density based measure-preserving systems. In §A.4.10 we also introduce processes

on discrete spaces, as these will be useful in §6.
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4.1.1 Langevin Processes and Irreversible HMC

We focus now on the diffusions on phase space Rn × Rn which preserve the target measure

P = µH ∝ e−H(q,p)dqdp. In (4.6) we set

A ≡ −2J ≡ −2

(
0 I

−I 0

)
, Σ ≡ 2

(
0 0

0 C

)

for a symmetric matrix C ∈ Rn×n, so (4.1) becomes the Langevin Process

dQt = ∇pH(Qt, Pt)dt, (4.7a)

dPt = −∇qH(Qt, Pt)dt− C∇pH(Qt, Pt)dt+
√

2CdWt. (4.7b)

As shown in 2.2.3.1 [329] the Langevin dynamics (4.7a) is ergodic provided the matrix C has

full-rank, and is P -reversible up to momentum reversal S(q, p) ≡ (q,−p) if the Hamiltonian is

reversible, H ◦ S = H, which means∫
f(Lh)dP =

∫
(h ◦ S)L(f ◦ S)dP.

Note that if S were the identity the above would simply be the statement that L is symmetric

in L2(Rn × Rn, P ) corresponding to the standard detailed balance condition.

For a standard “separable” Hamiltonian H(q, p) ≡ 1
2
p>M−1p + V (q) the Langevin process

simplifies to

dQt = M−1Ptdt, dPt = −∇qV (Qt)dt− CM−1Ptdt+
√

2CdWt.

The generator then decomposes into a symmetric part associated to the Ornstein-Uhlenbeck

(OU) process, and an antisymmetric part given by the deterministic Hamiltonian dynamics

L = M−1p · ∇q · −∇qV · ∇p·︸ ︷︷ ︸
antisymmetric Hamiltonian part

+∇p · (C∇q·)−M−1p · C∇p·︸ ︷︷ ︸
symmetric OU thermostat

.

For the purpose of sampling it is natural to consider a discretisation of the Langevin process

defined by composing a Hamiltonian part and a OU process as mentioned in §3.4.2.3, although

more involved discretisations may be necessary when considering constrained processes (see

2.2.3.2 [329]).
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4.1.2 MALA

Another important special case of (4.6) with Σ = 2I and A = 0, so b = ρ−1∇ρ = ∇ log ρ, which

gives the Smoluchowsky (P -reversible) diffusion, or overdamped Langevin process

dZt = ∇ log ρ(Zt)dt+
√

2dWt,

which is ergocic by 2.2.2.1 [329]. The explicit Euler-Maruyama discretisation of the Smolu-

chowsky diffusion reads

Zn+1 = Zn + δt∇ log ρ(Zn) +
√

2δtξ, ξ ∼ N (0, I)

The Zn+1 is thus distributed as

Zn+1 ∼ N (Zn + δt∇ log ρ(Zn), 2δtI) .

The discretisation of the Smoluchowsky diffusion introduces an error in the dynamics which pre-

vents the Markov chain from converging to P . In order to use the chain to produce samples from

P , we can consider the above as a proposal kernel, T (x 7→ dy) = N (x+ δt∇ log ρ(x), 2δtI) (dy),

and use a Metropolis accept-reject step as in 1. This is called the Metropolis Adjusted

Langevin Algorithm (MALA). If we ignore the accept-reject step, and thus view T as the

transition kernel P, we call this the Unadjusted Langeving Algorithm (ULA). It is impor-

tant to note that the discretisation also compromises the nice convergence properties that the

continuous diffusion may have [307].

4.2 The Geometry and Dynamics Generated by Smooth

Measures and the Bracket Formalism

Manifolds are topological spaces, and thus have a Borel algebra generated by the open sets of

the topology, and the associated Borel measures are naturally compatible with the topology of

the manifold. Better, while as mentioned in §3.1 there is no such thing as a canonical measure

on a general manifold, there is on the other hand a well-defined notion of measure-zero sets

generated by the charts [209, lemma 6.6]. In particular, any absolutely continuous Radon

(signed) measure P , that is it assigns |P |-null weight to null sets, may be equivalently viewed

as a (measurable) one-density, or equivalently as a top-form taking values in the orientation
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bundle, see 10 [264]. In particular, as we show in §4.2.1, positive smooth measures determine

a derivative, the P -rotationnel which adapts to the measure the exterior derivative, and allows

us to transform Poincaré lemma into a theorem about the characterisation of P -preserving

dynamical systems. In §4.2.2 we will then introduce brackets, and study general properties of

their associated mechanical systems. As we will show later these brackets are the appropriate

mathematical objects to describe many statistical algorithms, from HMC to Stein operators.

4.2.1 The Geometry and Dynamics of Measures

Consider a volume manifold (M, P ) whereM is an n-dimensional manifold, and P a smooth

positive measure, that is a positive tensor density of weight one. Following ideas from Koszul

and Dufour [197, 101] we introduce the musical isomorphisms and a derivative on multi-vector

fields generated by the measure P :

Definition 2 (Rotationnel of a k-vector field). Given a volume manifold (M, P ) of dimension

n, the P -rotationnel of a k-vector field curlP : Γ(ΛkTM)→ Γ(Λk−1TM) for k ≤ n is defined

as 2

curlP (X) = P ] ◦ d ◦ P [(X), X ∈ Γ(ΛkTM),

where the operator P [ : Γ(ΛkTM) → Γ(Λn−kT ∗M) is a C∞(M)-linear isomorphism defined

as P [(X) ≡ iXP and P ] is its inverse.3

The isomorphisms defined by P generalise an important map in statistics: when applied to a

function f the map P [ returns P [(f) = fP , while P ] applied to a smooth measure Q yields its

Radon-Nikodyn derivative with respect to P , P ](Q) = dQ
dP

. In particular when applied to vector

fields the P -rotationnel acts as the divergence operator curlP = divP : X(M)→ C∞(M), which

follows from

LXP = diXP = P [curlP (X) = curlP (X)P,

together with the definition of divP (X) as the function satisfying divP (X)P = LXP . Note also

that when M = R3 and P = dx ≡ dxdydz, setting A ≡ Ax∂y ∧ ∂z + Ay∂z ∧ ∂x + Az∂x ∧ ∂y
allows us to recover the usual vector calculus definition for the curl of the vector (Ax,Ay,Ay)

curldx(A) =

(
∂Ay
∂z
− ∂Az

∂y

)
∂x +

(
∂Az
∂x
− ∂Ax

∂z

)
∂y +

(
∂Ax
∂y
− ∂Ay

∂x

)
∂z.

2When the manifold is orientable, P is a volume form, and everything makes sense. In the non-orientable
case, we use the fact the space of one densities is isomorphic to the space of twisted n-forms (forms that take
values in the orientation line bundle). Viewing P as a twisted n-form allows to naturally extend the operations
of Lie derivative, exterior derivative, interior product... In particular Cartan’s magic formula holds (8.2 A [3]),
and P [ becomes an isomorphism between multi-vector fields and twisted forms.

3Here iXP (A) ≡ 〈P,X ∧A〉 for any A ∈ Γ(Λn−kTM), see 2.5 [102] (the pairing is well-defined since
(Γ(Λ`TM))∗ ∼= Γ(Λ`T ∗M)).

118



More generally when M is Riemannian we typically identify ΛkTM ∼= ΛkT ∗M using the

musical isomorphisms in which case the map vol[ associated to the Riemannian measure vol

becomes the Hodge star ?, and the curlvol, viewed as a map on k-forms, is called the co-

differential, usually denoted δ ≡ ?−1d? = ] ◦ curlvol ◦ [. This shows that the standard operators

div and curl from vector calculus are in fact generated by measures - precisely the object

we are given in statistics! We mention that many authors define the curl of a “vector field”

X : Rn → Rn as the field curl(X) : Rn → R 1
2n(n−1) with components ∂iX

j − ∂jX
i (for

1 ≤ i < j ≤ n), which simply corresponds to viewing X as a 1-form, and setting curl(X) ≡ dX.

In that context, the statement that curl-free vector fields are the gradient of a function, is just

the statement that closed 1-forms are exact.

When constructing dynamical-based sampling methods, we are interested in determining local

flows ΦX
t that are target-preserving (for each t in their domain of definition). Then given any

current sample z ∼ P , we specify a t and return a new sample ΦX
t (z) ∼ P . Such local flows are

generated by vector fields that are incompressible with respect to P , that is they are divergence-

free. We will denote by Dyn(P ) ≡ {X ∈ X(M) : LXP = 0} the set of P -preserving vector

fields, which forms a Lie subalgebra of (X(M), [·, ·]) since L[X,Y ] = LX◦LY −LY ◦LX . It is worth

mentioning that the completeness of the flow of P -preserving dynamics can be characterised

(recall a vector field is complete if its integral curves exists for all times): X ∈ Dyn(P ) is a

complete vector field P -a.e. iff iX, viewed as an operator on L2(M, P ), is essentially self-adjoint

on C∞c (M) (8 [3]).

The P -rotationnel satisfies the important identity curlP ◦ curlP = P ] ◦ d2 ◦ P [ = 0, i.e., it is

a boundary operator and thus induces a chain complex and homology groups. It follows that

the P -rotationnel of any A ∈ Γ(Λ2TM) defines a P -preserving dynamics,

divP curlP (A) = 0,

which is the generalisation of the famous identity

∇ · ∇× = 0

to arbitrary volume manifolds. This key result provides a simple, yet general, recipe to construct

target-preserving dynamics. We may then wonder whether the converse is true, that is,

if X ∈ Dyn(P ) then X = curlP (A) for some A.

This would be the generalisation of the standard identity from vector calculus on R3

if ∇ · Y = 0, then there exists A s.t., Y = ∇× A.
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More generally, this question relates to characterising the difference between the kernel of

curlP |X`(M) and the image of curlP on X`+1(M),4 and this is precisely what the homology

groups of the boundary operator curlP describe:

H`
P (M) ≡

ker
(
curlP : X`(M)→ X`−1(M)

)
Im (curlP : X`+1(M)→ X`(M))

.

The following fundamental result shows that the homology groups of P are isomorphic to the

(twisted) de Rham cohomology groups, which allows us to characterise on arbitrary manifolds

the space of curlP -vanishing multi-vector fields. Moreover it shows that the curlP operator

naturally “commutes” with restrictions to open sets, and thus that P -preserving dynamics are

equivalent to locally curled vector fields.

Theorem 3 (The Homology of P ). The isomorphism P [ descends to an isomorphism between

the homology groups H`
P (M) of curlP and the twisted de Rham cohomology groups Hn−`(M).

Hence

ker
(
curlP |X`(M)

) ∼= curlP
(
X`+1(M)

)
⊕ P ]

(
Hn−` (M)

)
.

In particular

Dyn(P ) ∼= curlP
(
X2(M)

)
⊕ P ]

(
Hn−1 (M)

)
,

and any P -preserving dynamics will be globally the P -rotationnel of some A ∈ X2(M) iff the

(n− 1) de twisted Rham cohomology is trivial. Moreover, if U ⊂M is an open subset, then

|U ◦ curlP = curlP |U ◦ |U .

Hence the set of P -preserving dynamics is precisely the set of locally curled vector fields

Dyn(P ) = Curlloc(P )

where Curlloc(P ) = {X ∈ X(M) : ∀q, there is a neighbourhood U and A ∈ X2(U) s.t., X =

curlP |U (A)}.

Proof. The P -derivative curlP ≡ P ] ◦ d ◦ P [ : Xk(M) → Xk−1(M) is a vector space homo-

morphism, satisfying curlP ◦ curlP = 0, that it is a boundary operator on the chain com-

plex of k-multi-vector fields, and thus Im
(
curlP : X`+1(M)→ X`(M)

)
is a linear subspace of

ker
(
curlP : X`(M)→ X`−1(M)

)
. We can then define the `th Holomology group

H`
P (M) ≡

ker
(
curlP : X`(M)→ X`−1(M)

)
Im (curlP : X`+1(M)→ X`(M))

,

4Here we have denoted the space of `-vector fields by X`(M) ≡ Γ(Λ`TM).
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and in particular the first one provides information on P -preserving vector fields (using curlP (X) =

divP (X))

H1
P (M) ≡ ker (divP : X(M)→ C∞(M))

Im (curlP : X2(M)→ X(M))
.

Notice that the map [·] ◦P [ : Γ(Λ`TM)→ Hn−`(M) descends to a map H`
P (M)→ Hn−`(M),

since [·] ◦ P [(X + curlP (Y )) = [P [(X) + diY P ] = [P [(X)]. The map is surjective since P [ is,

and injective since [P [(X)] = [P [(Y )] =⇒ [P [(X − Y )] = 0 =⇒ P [(X − Y ) = dα =⇒
X − Y = curlP (Z) =⇒ [X] = [Y ]. In particular, Hn−1(M) is trivial iff H1

P (M) is, in which

case every divergence-free vector field is the curlP of a bi-vector field A.

In general, we can still use Poincaré lemma (or Volterra theorem, as it was proved by Vito

Volterra [355]) and the properties of curlP to show that any P -preserving vector field is locally

a curl vector field. Denoting the inclusion by ιU : U ↪→ M, we have ι∗U(P [(Y )) = ι∗U(iY P ) =

iYU ι
∗
UP = iYUPU = P [

U(YU), where PU , YU denote their restriction to U , and we have used

proposition 7.4.10 [3]; hence ι∗U ◦P [ = P [
U ◦|U . Setting Y = P ](α) this yields P ](α)|U = P ]

U(ι∗Uα)

for any twisted form α. Hence

|U ◦ curlP ≡ |U ◦ P ] ◦ d ◦ P [ = P ]
U ◦ ι

∗
U ◦ d ◦ P [ = P ]

U ◦ d ◦ ι∗U ◦ P [ = P ]
U ◦ d ◦ P [

U = curlPU ◦ |U .

Thus, curlP (Y ) = 0 iff P ] ◦ d ◦ P [(Y ) = 0 iff d ◦ P [(Y ) = 0 (since P ] is a linear isomorphism).

By Poincaré Lemma, this holds iff around any point there is an open neighbourhood U over

which P [(Y )|U = dα for some (dim(M) − 2)-form α on U . Then dα = ι∗U(P [(Y )) = P [
U(YU),

and P [
U(Y |U) = dα iff YU = P ]

Udα = curlPU (A) where A ≡ P ]
U(α) is a 2-vector on U .

Finally we also mention that when P = dx is the Lebesgue measure on Euclidean space,

Dyn(dx) = curldx (X2(M)) was essentially already proved by Vito Volterra [355], that the

statement Dyn(P ) ∼= curlP (X2(M)) ⊕ P ] (Hn−1 (M)) appears in implicit form (essentially

written as P [ (Dyn(P )) = dΩn−2(M) ⊕ Hn−1(M)) in [260, Thm. 6], and that by Poincaré

duality ifM has a finite good cover (in which case the cohomology groups are finite dimensional)

we may alternatively work with the first compactly supported de Rham cohomology group

(proposition 5.3.1 and theorem 7.8 [52]). �

Finally, observe that the measure P also defines a pairing 〈·, ·〉P : Γ(ΛkT ∗M)×Γ(ΛkTM)→
R between forms and multivector fields by integration which will be useful when we discuss the

extension of Stein discrepancies to manifolds (see §6.10)

〈α, V 〉P ≡
∫
α ∧ iV P. (4.8)

Provided the boundary term vanishes, the formal adjoint of the exterior derivative with re-

spect to the pairing is precisely the rotationnel, d∗ = (−1)`curlP on Γ(Λ`TM), since for
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α ∈ Γ(ΛkT ∗M)

〈dα, V 〉P =

∫
dα ∧ iV P =

∫
d(α ∧ iV P )− (−1)k

∫
α ∧ diV P

= (−1)k+1

∫
α ∧ diV P = (−1)k+1

∫
α ∧ P [ ◦ P ]diV P

= (−1)k+1

∫
α ∧ P [curlP (V ) = (−1)k+1

∫
α ∧ icurlP (V )P

= (−1)k+1 〈α, curlP (V )〉P .

When k = 0 the pairing recovers the (pseudo-) inner product on square P -integrable functions

〈f, h〉P =
∫
fhP , while when k = 1 we can write 〈α,X〉P =

∫
α(X)P 5. When P = vol

is the Riemannian measure, and we identify multivector fields with differential forms via the

musical isomorphism as discussed above, we further recover the standard inner product between

differential forms appearing the theory of Harmonic forms

(α, β)vol =

∫
α ∧ ?β. (4.9)

4.2.2 The Bracket Formalism

Instances of brackets are central in many areas of physics, including classical mechanics, quan-

tum physics, and fluid dynamics [205, 23, 271, 165]. In this section we develop the general

theory of brackets, in particular we discuss the vector spaces of vector fields they generate and

their canonical transformations. In the remaining sections of the rest of the chapter we will

see how these brackets also provide key insights into statistical problems, and derive additional

properties of brackets suited to the application of interest. In §4.2.2.1 we will introduce the

concept of bracket and their associated vector space of dynamics. In §4.2.2.2 and §4.2.2.3 we

will briefly discuss their canonical transformations and Casimirs. In the following we work on

an arbitrary bundle π : F →M over the sample space M, as in practice the B-mechanics we

discuss below are often used on a higher dimensional space (for example F = T ∗M in HMC).

4.2.2.1 B-Hamiltonian Dynamics

Generalising the relation between Poisson brackets and Poisson bivector fields we have the

following

Lemma 4. There is a bijection between:

5since 0 = iX(α ∧ P ) = iXαP + (−1)kα ∧ iXP
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1. C∞(F)-linear maps B] : Ω1(F)→ X(F),

2. C∞(F)-bilinear maps B : Ω1(F)× Ω1(F)→ C∞(F), and

3. R-bilinear maps {·, ·} : C∞(F) × C∞(F) → C∞(F) satisfying the Leibniz rule in each

entry.

Proof. (1) defines a (0, 2)-tensor B : Ω1(F) × Ω1(F) → C∞(F) by B(α, β) ≡
〈
β,B](α)

〉
∗ and

vice-versa, thus proving (1) ⇔ (2). Moreover a tensor B as in (2) can be identified with a

“bracket”: R-bilinear map {·, ·} : C∞(F) × C∞(F) → C∞(F) satisfying the Leibniz rule in

each entry by {f, g} ≡ B(df, dg) (since d(fg) = gdf + fdg). Conversely given a bracket,

the R-linearity and Leibniz rule implies that {f, g}(z) only depends on dzf and dzg and that

Bz(dzf, dzg) ≡ {f, g}(z) is R-bilinear, which defines a tensor field B : z 7→ Bz satisfying (2),

thus proving (2)⇔ (3). �

The bracket in (3) is symmetric/alternating iff B in (2) is symmetric/alternating, and anti-

symmetric brackets will be denoted by A ≡ B throughout the thesis. Any bracket generates a

mechanical system, that is a vector space of dynamics, by associating differentiable functions

to generalised “Hamiltonian vector fields” as follows:

Definition 5 (B-Hamiltonian vector field). Given a C1 function f on a manifold F , equipped

with a bracket {·, ·} or its equivalent (0, 2)-tensor field B, the associated B-Hamiltonian

vector field Xf is defined by XBf ≡ B](df), or, equivalently, XBf g ≡ {f, g}. The assignment

f 7→ XBf is R-linear; we shall denote the vector space of B-Hamiltonian vector fields over F by

XB(F), and refer to it as the B-mechanics.

We often drop the superscript, Xf ≡ XBf , and as in HMC we will denote by Φf ≡ ΦXf the

flow of Xf . Locally, the B-Hamiltonian vector field reads

Xf (z) = X i
f (z)∂i = Bji(z)∂jf∂i

so the components of Xf are pointwise linearly related to the differential of f , and in particular

only depend on the equivalence class [f ] of f , where f ∼ h iff f = h+c with c a locally constant

function. Brackets play a fundamental role in physics where the following are arguably the two

most famous brackets:

1. B is a Riemannian co-metric, denoted B ≡ −G−1, then XH = −∇H is a gradient vec-

tor field, and γ̇ = XH(γ) defines the Riemannian gradient flow which can be used for

minimising H on F (see §5.2).
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2. B is a Poisson structure, denoted B ≡ Π, the associated {·, ·} is a Poisson bracket, and

Xf ≡ idfΠ = {f, ·} is called a (non-canonical) Hamiltonian vector field (see §4.3.1.5).

If the Poisson bracket arises from a symplectic structure, Π = ω−1, we will say it is a

symplectic bracket.

In the sequel we will commonly consider pairs (B, µF) consisting of a bracket and a smooth

measure supported on F , and refer to them as B-volume manifolds. We will also regularly

use the following two brackets: any vector field Y defines a canonical symmetric bracket S by

S](α) ≡ α(Y )Y, {f, h} = Y (f)Y (h), (4.10)

and these symmetric brackets will naturally appear when we discuss diffusions. When we

construct Stein discrepancies it will be useful to note that any bracket defines a dual bracket

B∗ by B∗] = B]∗, meaning that B∗] is the adjoint of B] with respect to the dual pairing〈
B](ν), γ

〉
∗ =

〈
ν,B∗](γ)

〉
∗, from which it follows that B∗(ν, γ) = B(γ, ν).

4.2.2.2 Canonical Transformations

Given a structure, here a bracket, the maps that preserve it, F ∗B = B, are often of interest

(later we will refer to such maps as Bracket morphisms). In particular this is the case when

F corresponds to the action of a Lie group, since we know that the presence of symmetries is

directly related to our ability to efficiently implement a method.

Vector fields Y satisfying Y {g, h} = {Y g, h} + {g, Y h} will be called canonical vector

fields of the bracket. These form a Lie subalgebra of Γ(TM), and are precisely the vector

fields satisfying

LY B = 0,

or in other words (ΦY
t )∗B = B, for all t in the domain of Y (by corollary 6.4.2 [251]), as shown

below:

Proof. By definition {f, g} = B(df, dg) = 〈B, df ⊗ dg〉, and since the Lie derivative commutes

with contractions and exterior derivatives of functions, Y {f, g} = LY {f, g} = LY 〈B, df ⊗ dg〉 =

〈LY B, df ⊗ dg〉 + 〈B, dLY f ⊗ dg〉 + 〈B, df ⊗ dLY g〉 = 〈LY B, df ⊗ dg〉 + {Y f, g} + {f, Y g}.
Hence LY B = 0 iff Y is canonical �

Canonical vector fields are the infinitesimal generators of automorphism of B. They are called

Poisson/Symplectic vector fields when B is Poisson/symplectic, and it turns out the rotationnel

of a Poisson structure Π (with respect to any measure) is a canonical vector field as a result of
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Jacobi identity [102] (a key result in the construction of the Poisson cohomology). In particular,

if G is a Lie group acting on F , and the bracket is G-invariant, then the infinitesimal generators

of the action are canonical vector fields. The existence of a “momentum map” for an action by

symplectomorphisms (or Poisson maps) may be understood has simply the requirement that

these infinitesimal generators are Hamiltonian vector fields. Let us briefly discuss the relation

between B-Hamiltonian and canonical vector fields. For general brackets, B-Hamiltonian vector

fields are not necessarily canonical; indeed

Xf is canonical iff Jac(f, ·, ·) vanishes, (4.11)

where Jac(f, g, h) ≡ {f, {g, h}} − {{f, g}, h} − {g, {f, h}}. It follows from Jacobi identity

that Hamiltonian vector fields defined by Poisson brackets are canonical. On the other hand,

when B ≡ G−1 the canonical vector fields are the Killing vector fields (infinitesimal genera-

tors of isometries), but the G−1-Hamiltonian vector fields are the gradient fields, and these do

not necessarily generate isometries. In fact, the following derivation shows that in the con-

text of Riemannian brackets, (4.11) recovers the result that a gradient flow ∇f is Killing iff

Hessian(f) = 0:

Proof. Recall the Hessian satisfies Hf (X, Y ) = g(∇X∇f, Y ), then using that ∇ is a metric

connection and Hf (X, Y ) = Hf (Y,X) so 2Hf (X, Y ) = g(∇X∇f, Y ) + g(X,∇Y∇f)

Jac(f, r, h) = Xfg(∇A,∇h)−Xhg(∇f,∇A)−XAg(∇f,∇h)

= −2Hf (∇A,∇h) +HA(∇f,∇h) +Hh(∇A,∇f)−HA(∇f,∇h)−Hh(∇A,∇f)

= −2Hf (∇A,∇h),

thus Jac(f, ·, ·) = 0 iff Hessian(f) = 0. �

This shows that the Hessian of a function f may be thought as a measure of the failure of

the derivation property of the gradient field ∇f . For non-degenerate antisymmetric brackets

we can further characterise when a canonical vector field will be locally B-Hamiltonian, as

explained in the following subsubsection.

4.2.2.3 Non-degenerate Brackets

We finish this subsection by discussing B-Hamiltonians that will be particularly useful when

discussing Stein discrepancies - the Casimirs. As mentioned in §3.2.2, in the case of symplectic

brackets, the dynamics associated to H is unique (up to a locally constant function), that is

given XH we can reconstruct [H]. However, this is no longer true for general brackets since
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their dynamics have a “gauge freedom” determined by the Casimirs: we say f is a Casimir

when Xf = 0, i.e., f is in the kernel of the linear map B] ◦ d. We will say that B is non-

degenerate when the map B] : Γ(T ∗F)→ X(F), α 7→ iαB is invertible at each point. Locally

constant functions are always Casimirs, and the converse holds for non-degenerate brackets. A

non-degenerate bracket defines a tensor field B−1 on vector fields satisfying

B−1(iαB, iγB) ≡ B(γ, α), =⇒ B−1(Xf , Xh) = {h, f}, (4.12)

for any 1-forms α, γ, from which if follows that the B-Hamiltonian vector field associated to f

satisfies the B−1-Hamilton’s equation

iXfB−1 = df.

For example, the Riemannian bracket B is invertible since B] reduces to the musical isomor-

phism, and we have 〈∇f,∇h〉 = {h, f} = 〈df, dh〉−1, while in the symplectic case Π(df, dh) =

{f, h} = ω(Xh, Xf ). Hence non-degenerate brackets give us a way to think about both Rie-

mannian and Symplectic geometry at the same time. For example, these share a common

description of locally B-Hamiltonian vector fields:

Proposition 6. If B is non-degenerate, then X is locally B-Hamiltonian iff αX ≡ iXB−1 is

closed. If B−1 is further antisymmetric, we further have

LXB−1 = dαX + iXdB−1,

which shows a canonical vector field X is locally B-Hamiltonian iff iXdB−1 = 0.

Proof. Given a vector field X and its associated “dual” 1-form αX ≡ iXB−1, we have dαX = 0,

iff αX is locally dH, iff locally B−1(X, ·) = dH = B−1(XH , ·), iff X = XH locally. Note that

when B−1 is also antisymmetric then using Cartan’s magic formula, we can relate the canonical

and locally Hamiltonian vector fields LXB−1 = (diX + iXd)B−1 = dαX + iXdB−1, so a canonical

vector field X will be locally Hamiltonian iff iXdB−1 = 0. �

Hence when B is Riemannian, iX 〈·, ·〉 is closed iff X is a locally gradient field, and similarly

in the symplectic case iXω is closed iff X is locally Hamiltonian. On the other hand, while

all symplectic vector fields are locally Hamiltonian, since dω = 0, it is not true that Killing

fields are locally gradient, or that Poisson vector fields are locally Hamiltonians.6 It is also

interesting to note that when A is non-degenerate, A−1 generates a volume form just as in

6The first Poisson cohomology describes the quotient between canonical vector fields and Hamiltonian vector
fields. In the non-degenerate (i.e., symplectic) case it is isomorphic to the de Rham cohomology (theorem 2.1.4
[102]), which gives another way to interpret the statement that symplectic vector fields are locally Hamiltonian.
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Table 4.1: A summary of some standard mechanical systems and their properties.

Bracket Sym/Anti Jacobi Degenerate Canonical Hamiltonian vector fields

Riemannian G−1 Sym No No Killing Gradients

Symplectic ω−1 Anti Yes No Symplectic Hamiltonian

Poisson Π Anti Yes Yes Poisson non-canonical Hamiltonian

A-mechanics Anti No Yes Canonical A-Hamiltonian field

the symplectic case. However, unlike for the symplectic case, A-Hamiltonian vector fields do

not necessarily preserve this measure, precisely because they are not necessarily canonical.

Similarly, the important fact that the commutator [X, Y ] of canonical vector fields X, Y is

generated by the A-Hamiltonian A−1(X, Y ) requires that iXiY dA−1 = 0 (as can be seen from

the proof of proposition 18.3 [93]), and thus holds in general only for symplectic systems. Table

4.1 contains a summary of the properties of standard mechanical systems.

Finally we mention another useful formula which follows immediately from Stokes’ theorem

(which we will use to derive B-score matching §6.10), and nicely depends on the properties of

the bracket: the B-integration by parts formula.

Proposition 7. For any bracket B, smooth measure µ, 1-form α, and function f , the following

B-integration by parts formula holds provided both sides are well-defined and the boundary term

vanishes ∫
B(α, df)µ = −

∫
fdivµ(iαB)µ.

Thus, using (4.12),∫
B−1(Xf , X)µ = −

∫
fdivµ(X)µ︸ ︷︷ ︸

non-degenerate B

,

∫
{f, g}µ = −

∫
fcurlµ(A)(g)µ︸ ︷︷ ︸

A-antisymmetric

.

In the Riemannian and symplectic cases we recover∫
〈∇f,X〉 vol = −

∫
f∇ ·Xvol,

∫
ω(Xf , Xg)ω

n = 0.

Note the application of the Π-integration by parts (i.e., Π is Poisson) with respect to a

Hamiltonian measure µ (defined in §4.3.1.3) generalises (4.34) in [91].7

7 Indeed, as we shall see later the fact that µ is a Hamiltonian measure is equivalent to Π being in the kernel
of curlµ; from proposition 7 we see that whenever the bracket has vanishing curlµ, for example A = curlµ(V),
then ∫

{f, g}µ = 0.
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4.3 The Geometric Mechanics Foundations of HMC

Let us now apply the geometric theory of measures and bracket formalism to sampling. Consider

a target distribution P on M known up to normalisation. While theorem 3 characterises the

space of P -preserving dynamics, it is not a priori evident how to construct tractable and efficient

target-preserving dynamics. In §3 we have thoroughly analysed HMC, and we have seen that

in order to sample from the target distribution P = e−V µM, with V known up to a constant,

HMC relied on lifting P to a phase space F and constructing a mechanical system adapted to

P with the following properties:

we have a R-linear map f 7→ Xf depending on f (the log-density) up to a constant. (4.13a)

Xf (f) = 0 for any f. (4.13b)

∃µF s.t., LXfµF = µF for any f, i.e., XB(F) ⊂ Dyn(µF). (4.13c)

The “shadow Hamiltonian property”: ∀f, h ∃H s.t., Φf
t ◦ Φh

t = ΦHt . (4.13d)

The set of dynamics {Xf} will be said to have the Shadow Property for splitting in-

tegrators when (4.13b)-(4.13d) hold. With these properties, we can construct an efficient

sampling algorithm by first lifting P to a “canonical distribution” µH ≡ e−HµF on F with H

known up to constant, and use (4.13a) to define XH , which by (4.13b) and (4.13c) preserves

µH . If the dynamics of XH is tractable, we can then alternate between “deterministic” steps

which follow the trajectories of XH , but stay within a probability density level set, and heat

baths (generated by the disintegration) which shifts between the level sets of e−H . Since XH

is usually intractable, we approximately integrate the dynamics using a splitting scheme by

decomposing H =
∑

iHi, so that by R-linearity in (4.13a) we have XH =
∑

iXHi , and split

XH into XHi . Then property (4.13d) guarantees the modified equations of the spitting method

are still “Hamiltonian”, and thus preserve a “volume measure” µF by (4.13c), which ensures

no Jacobian factor appear in the accept/reject step. However the splitting integrator no longer

preserves µH since it does not preserve H. Fortunately property (4.13b) guarantees the Shadow

Hamiltonian generating the splitting integrator is exactly preserved by the numerical integrator.

Since the splitting method is consistent for XH , the Shadow Hamiltonian is “close” to H, from

which it follows that the energy change during the numerical integration remains “small” even

though the numerical trajectory diverges from the correct one – thus ensuring the acceptance

rate remains high.

In §4.3.1 we shall analyse the properties (4.13a)-(4.13d), and show that these are all satisfied

for Poisson-Hamiltonian pairs (Π, µF), where Π is a Poisson structure and µF an invariant

measure for the associated Poisson mechanics - a generalisation of the symplectic measure
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we used in our construction of Hamiltonian Monte Carlo §3.3. In that case, setting H s.t.,

µH = e−HµF , we will show the µH-preserving dynamics curlµH (Π) generated by the Poisson

structure Π (which is the modular vector field [358]) reduces to the Poisson mechanics XH

associated to the density e−H . The properties of the Poisson stucture, will further ensure

that splitting integrators for XH will be volume-preserving and have good energy-preserving

properties as discussed above. In §4.3.2 we will briefly discuss generating functions of B-

Hamiltonian morphisms, and re-interpret HMC from the perspective of brackets. Once we

have constructed volume-preserving integrators with the shadow property as above, all we

need is to compose them with an appropriate “time-reversal symmetry” S : F → F which

ensures the deterministic proposal is an involution, and the Metropolis step is well-defined. We

will discuss time-reversibility of B-Hamiltonian systems and derive the general bracket MCMC

scheme in §4.3.3.

4.3.1 Analysis of the HMC Desiderata

Let us now analyse the properties (4.13). In §4.3.1.1 we will interpret brackets as maps from

unnormalised probability densities to dynamical systems depending on the score pointwise,

and note the role played by antisymmetry of the bracket to characterise (4.13b) in §4.3.1.2.

In §4.3.1.3 we will introduce an important operator, φBµF , describing the compatibility between

a bracket B and a reference measure µF , and show it reduces to the curl vector field, φAµF =

−curlµF (A), when the bracket is antisymmetric, B = A, and to the modular vector field of

Weinstein [358] when B is Poisson. In particular we will characterise B-mechanics that have an

invariant measure, by proving these must be locally curled, and show that when φAµF vanishes,

then XH preserves the target e−HµF . In §4.3.1.4 we will show that the latter is a special

instance of a general criteria that characterises whether a “forced system” XH + Y , for some

forcing Y ∈ X(F), preserves the target. In §4.3.1.5 we will then discuss the shadow property for

splitting method (4.13d) and observe the key role played by Jacobi identity. We will summarise

our results in §4.3.1.6 and in particular show that unimodular Poisson manifolds satisfy all the

desired properties.

4.3.1.1 From Unnormalised Measures to Dynamics

The first step consists in defining a mapping from target distributions µ (specified up to a

positive normalisation) to dynamics. We will parametrise target distributions by their densities

with respect to a fixed (but arbitrary) smooth reference measure µF , writing µ ≡ p∞µF for

some positive density p∞ known up to normalisation, so that specifying µ up to normalisation

corresponds to specifying the equivalence class [log p∞]. The brackets defined in §4.2.2 provide
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a general mechanism to associate [log p∞] to a dynamics X[log p∞] for which the direction at z

is informed by the derivative of the log-density, that is the score:

Proposition 8. If F is connected (or restricting to a connected component), given a reference

measure µF there is a bijection between

1. Maps from smooth positive densities p∞ known up to normalisation to dynamics, s.t.,

log p∞ 7→ Xlog p∞ is R-linear, and the direction of motion depends only on the score

pointwise, that is Xlog p∞(z) only depends on the score d log p∞ through its value evaluation

dz log p∞, and,

2. Brackets B as defined in §4.2.2.

Proof. Since p∞ is positive we can identify it with its log-density, and p∞ is known up to normal-

isation iff log p∞ is known up to constant. Hence, working with log-densities, maps in (1) cor-

respond to R-linear maps C∞(F)/{constants} → X(F), [f ] 7→ X[f ], s.t., X[f ](z) only depends

on f through dzf . If F is connected, then there is a bijection between functions defined up to

constant and exact 1-forms, namely, [f ] 7→ df (for non-connected manifolds this result holds by

identifying functions related by locally constant functions, C∞(F)/{locally constant functions},
9.3 [93]). Now, given a bracket B the map B] restricted to the vector space of exact 1-forms

(over R) provides a map [f ] 7→ X[f ] ≡ B](df) satisfying (1). Conversely, identifying log-densities

defining up to constant with exact 1-forms as above, let C∞(F)/{constants} → X(F) : [h] 7→
X[h] be a map satisfying (1). Define B(dh, α) ≡

〈
α,X[h]

〉
, which is R-linear map on exact

1-forms in the first entry and C∞-linear map on 1-forms in the second. Then for any f (but

really [f ]) define X̃f (x) by X̃f (x)(dxh) ≡ B(dh, df)(x) = X[h](x)(f), which is well-defined since

X[h](x) depends on [h] only through dxh; since X̃f (x) is R-linear over exact 1-forms, which

form a basis of the cotangent space at x, this determines the vector field X̃f (that is tangent

vectors are specified by their contraction with exact 1-forms and R-linearity). Then note that

B(dh, df)(x) only depends on dxh, dxf , since B(dh, df)(x) =
〈
df,X[h]

〉
(x) = dxf(X[h](x)) and

B(dh, df)(x) =
〈

dh, X̃f

〉
(x) = dxh(X̃f (x)), and is R-bilinear. Hence B uniquely determines a

C∞(F)-bilinear map on 1-forms. �

This results motivates the use of brackets in the statistical context: whenever the target

decomposes into independent components, p∞ = 1
Z

Πjρj with Z unknown, the R-linearity in

the score implies the dynamical system naturally splits, Xlog p∞ =
∑

j Xlog ρj , and a splitting

method may be used to implement Xlog p∞ in practice. Thus writing µ ≡ µH ≡ e−HµF , the

map B] ◦ d : H 7→ XH defined by a bracket B satisfies our first desideratum (4.13a).
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4.3.1.2 Density-preserving Dynamics

Now that we have achieved desideratum (4.13a), we turn our attention to desideratum (4.13b).

The following straightforward argument proves that the latter holds, that is the dynamics XH

associated to the density e−H will remain on the initial probability level set, iff B is antisym-

metric.

Proposition 9. Xf (f) = 0 for all f if and only if {·, ·} is antisymmetric.

Proof. Xf (f) ≡ {f, f} = 0 for any f , if and only if {f + h, f + h} = 0 for any f and h if and

only if {f, h} = −{h, f}. �

This result explains the central role played by antisymmetric matrix (fields) in sampling

methods, and is consistent with our result that antisymmetric brackets naturally arise as local

representations of µ-preserving dynamics (theorem 3); we will refer to the dynamics XA(F)

generated by an antisymmetric bracket as an A-mechanics. Indeed when B = G−1, the

Hamiltonian vector field XH = ∇H not only does not preserve H, but its integral curves follow

the direction of greatest change of H with respect to the Riemannian metric (§5.2). In the

following subsection we will further see that only A-mechanics can have an invariant measure.

4.3.1.3 Measure-preserving Flows and Invariant Measures of B-mechanics

Next, we consider (4.13c), the problem of determining the existence of an invariant measure

µF for XB(F), i.e., divµF (Xf ) = 0 for all Xf ∈ XB(F). Let φµF : C∞(F) → C∞(F) be the

R-linear differential operator defined by

φµF ≡ divµF ◦ B] ◦ d, φµF (f) ≡ divµF (Xf ). (4.14)

The kernel of φµF contains the functions whose B-Hamiltonian vector fields are µF -preserving,

B] ◦ d (ker(φµF )) ⊂ Dyn(µF). The operator is a vector field iff B is antisymmetric since

φµF (fh) = divµFXfh = divµF (fXh + hXf ) = {h, f}+ fdivµFXh + {f, h}+ hdivµFXf , (4.15)

in which case we will call it the curl vector field of (A, µF), as it may be written as the

µF -rotationnel of A as we show below

φµF = curlµF (A).

Proof. If [·, ·] denotes the Schouten bracket, X is a multi-vector field and B is a b-vector field,
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then [197]

[X,B] = (−1)bcurlµF (X ∧B)− curlµF (X) ∧B − (−1)bX ∧ curlµF (B). (4.16)

Letting X ≡ curlµF (A) and B ≡ f (an arbitrary function), since [X, f ] = idfX (this holds for

any multi-vector field X by (2.75) [102]), we have (using curlµF (f) = 0 since d(fµF) = 0)

curlµF (A)(f) = curlµF (fcurlµF (A)),

while letting X ≡ A, B ≡ f and taking the curl of both sides we have

curlµF ([A, f ]) = −curlµF (fcurlµF (A)) = −curlµF (A)(f).

The result then follows from φµF (f) = curlµF (Xf ) = −curlµF (idfA) = −curlµF ([A, f ]) =

curlµF (A)(f), and the fact vector fields are defined by their action on functions. �

We thus have the following result, which shows the rotationnel of A with respect to µF

describes whether there are obstructions to µF being an invariant measure for the A-mechanics.

Corollary 10. Given an A-mechanics and smooth positive measure µF , the curl vector field

φµF is µF -preserving, and vanishes iff µF is an invariant measure of XA(F).

Moreover, just as we characterised measure-preserving dynamics in theorem 3 using “bracket

potential” A, we can characterise B-mechanics that preserve a given measure, since once again

this question comes back to characterising the kernel of the rotationnel, but this time on 2-vector

fields.

Theorem 11. Let µF be a smooth positive measure. Then µF is an invariant measure for the

B-mechanics XB(F) iff B = A is locally curled. Moreover, the space of brackets for which µF

is an invariant measure is

ker
(
curlµF |X2(F)

) ∼= curlµF
(
X3(F)

)
⊕ µ]F

(
Hn−2 (F)

)
.

Proof. From (4.15) we see that that B has an invariant measure only if it is antisymmetric.

From corollary 10 µF is an invariant measure iff curlµF (A) = 0 iff dµ[F(A) = 0 iff µ[F(A) = dγ

locally iff A = curlµF (V) locally, for some (local) 3-vector field V ≡ µ]F(γ). Similarly the

result holds globally iff the top−2 de Rham cohomology group is trivial (with a twist in the

non-orientable case). �

Note that using (4.16), if A ≡ curlµF (V) for some V ∈ Γ(Λ3TF), we can check with an
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analogous proof that in this case

Xf = −idfA = −[A, f ] = −[curlµF (V), f ] = curlµF ([V , f ]) = curlµF (idfV), (4.17)

from which it is clear that any A-Hamiltonian vector field XH is µF -preserving, and is in fact

also e−HµF -preserving due antisymmetry (see lemma 12 below). For a tensor field R whose

first index is contravariant, and a map K between appropriate bundle sections (for example

a differential operator), we can think of the map [H] 7→ K(idH(R)) as a general mechanism

to assign geometric objects to functions known up to constant, such as log-likelihoods in the

context of unnormalised statistical models. The choices K = Id, and R = A yield density-

preserving dynamics as we saw in §4.3.1.2, while K = curlµF , R = V generates measure-

preserving dynamics. In §6.9 we will further see that the choices K = divµF and R = A + S,

with S a symmetric non-negative bracket, allows us to generalise the generator approach for

the construction of Stein operators.

We will say that the volume measure µF isA-Hamiltonian if it is an invariant measure of the

A-mechanics, or just Hamiltonian when it is a Π-Hamiltonian measure of a Poisson structure

Π, in order to be consistent with [91]. Such triples (F ,A, µF) will be called a bracket-

Hamiltonian manifold, and bundles π : (F ,A, µF) → M provide the general systems to

“implement” idealised/exact-HMC: we define the canonical distribution µH from the target

measure P = e−V µM (specified up to a constant) by lifting P using a smooth probability

disintegration (as we did for HMC in §3.3)

H ≡ − log
d(π∗P ∧ ζ)

dµF
= − log µ]F

(
e−π

∗V π∗µM ∧ ζ
)

= π∗V − log
d(π∗µM ∧ ζ)

dµF
,

and alternate between XH flows (which preserve µH = e−HµF), and (measure-preserving) heat

baths associated to the disintegration ζ. Such systems also posses natural microcanonical

distributions on the hypersurfaces of constant probability density, which can be constructed as

in §3.2.2.1 by replacing the symplectic measure with µF .

Note that when we pushforward a general canonical distribution µH with respect to a diffeo-

morphism W ∈ Diff(F), we have W]

(
e−HµF

)
= e−H◦W

−1 |J (µF ,W−1)|µF , so

W−1
] µH = µW∗H−log |J (µF ,W)|, (4.18)

which yields the general formula to transport samples between canonical distributions. In

particular if W corresponds to the flow of a A-Hamiltonian vector field XW , W = ΦW
t , and µF

is A-Hamiltonian, then the transformation simplifies to (ΦW
t )]µH = µ(ΦW−t)

∗H . Next we show

that if µF is not A-Hamiltonian, one can still add a “forcing” vector field to the Hamiltonian
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system to ensure the target measure is preserved. This “forcing” is precisely the curl vector

field defined above.

4.3.1.4 Measure-preserving Bracket Dynamics with Forcing

One can consider more complicated non-linear associations of unnormalised densities to dy-

namics, by for example adding a forcing vector field Y , so H 7→ XH + Y . This may be useful

when we do not have a B-Hamiltonian measure µF for B. We then fix an arbitrary one, say

µF , and set µH = p∞µF = e−HµF . What are the conditions on the forcing Y to ensure XH +Y

preserves µH? The answer relies on the following lemma:

Lemma 12. For any bracket B,

φBe−HµF = φBµF −X
B∗
H ,

so if B ≡ A is antisymmetric the curl vector fields of e−HµF and µF are related by φe−HµF =

φµF +XH .

Proof. Recall φe−HµF (f) ≡ dive−HµFXf . Now

LXf e−HµF = Xf (e
−H)µF + e−HLXfµF = (divµF (Xf )−Xf (H)) e−HµF ,

Hence, dive−HµF (XBf ) = divµF (XBf )−XBf (H) = divµF (XBf )−XB∗H (f), so φBe−HµF = φBµF −X
B∗
H .

Moreover if B = A, dive−HµF (Xf ) = divµF (Xf ) +XH(f), from which the result follows. �

The previous lemma shows that the curl vector field of the target measure µ naturally decom-

poses into the curl vector field of the reference measure and the Hamiltonian dynamics generated

by the probability density, whenever µ is expanded as a canonical distribution µ ≡ µH ≡ e−HµF .

Moreover it shows that if µF is A-Hamiltonian, then e−hµF is A-Hamiltonian iff h is a Casimir,

and thus a locally constant function in the case of non-degenerate brackets. Combined with

corollary 10, it also shows that the forced dynamics XH + φµF is µH-preserving, and thus that

XH is µH-preserving when µF is A-Hamiltonian. The next proposition characterises measure-

preserving forced B-dynamics, in terms of the distortion of volume:

Proposition 13. The forced B-Hamiltonian dynamics XH + Y preserves µH = p∞µF iff

divµF (Xp∞ − p∞Y ) = 0, or equivalently φµF (p∞) = divµF (p∞Y ).

In particular if B is antisymmetric, XH + Y is target-preserving iff divµF (p∞(φµF − Y )) = 0.
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Proof. Computing the divergence gives us

LXH+Y µH = e−HLXHµF +XH(e−H)µF + Y (e−H)µF + e−HLY µF
= (div(XH)−XH(H)− Y (H) + divY )µH ,

so the flow of XH + Y preserves µH iff

div(XH)−XH(H)− Y (H) + divY = 0,

iff

div(Xp∞ − p∞Y ) = 0.

If B is antisymmetric, we further have (using (4.27))

divµF (Xp∞) = φµF (p∞) = φµF (p∞) + p∞divµF (φµF ) = divµF (p∞φµF ),

so the condition now reads

divµF (p∞(φµF − Y )) = 0,

of which Y ≡ φµF is a solution.8 �

So indeed by forcing XH with the curl vector field of the reference measure, we generate

dynamics that preserve µH . More generally, setting Y = φµF + Z, we can further add a vector

field Z s.t., Z/p∞ is not globally µF -curled when the first homology group of P is non-trivial. We

will see an example of this when we analyse measure-preserving diffusions on compact manifolds

(see §4.4.3), using the isomorphism between the de Rham cohomology and the harmonic forms.

4.3.1.5 Modified Equations for Splitting Methods

In practice a bracket-Hamiltonian system will not be sufficient to provide efficient sampling

as the flow of XH will be intractable. In that case we typically resort to a splitting method,

and will thus further need the Shadow property to hold. Hence we discuss conditions under

which splitting methods have a shadow vector Hamiltonian, i.e., desideratum (4.13d) holds.

By the Baker-Campbell-Hausdorff formula (see §3.5.4.2), the (formal) existence of a shadow

Hamiltonian is guaranteed by requiring that [Xf , Xg] = Xl, i.e., XB(F) forms a Lie subalgebra

of vector fields. Let us define the Jacobiator by

Jac(f, g, h) ≡ {f, {g, h}} − {{f, g}, h} − {g, {f, h}}, (4.19)

8We could have also relied on corollary 10 and lemma 12, LXH+φµF
µH = LφµH µH = 0.
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which measures the lack of “derivation property” of bracket fields:

Xf{g, h} = {Xfg, h}+ {g,Xfh}+ Jac(f, g, h).

Then9,

[Xf , Xg]h = Xf{g, h} −Xg{f, h} = −Jac(f, g, h) +X{f,g}h.

Hence, for XB(F) to form a Lie subalgebra of X(F), the RHS in the above expression must be

of the form Xlh, which is equivalent to requiring that Jac(f, g, ·) ∈ XB(F) for all f, g. This is

satisfied for instance when Jac(·, ·, ·) = 0 and l = {f, g}, that is, (C∞(F), {·, ·}) forms a left

Leibniz algebra [238]. In particular, if B is also antisymmetric the Jacobiator (4.19) reduces

to the usual one from Poisson mechanics, and Jac = 0 is equivalent to demanding that B is a

Poisson bi-vector field, B = Π. When the bracket B ≡ Π is Poisson, (F ,Π) is referred to as a

Poisson manifold, and the corresponding bracket dynamics XH ≡ idHΠ is known as a Poisson

mechanics. This encompasses a wider class of dynamics than the “canonical” Hamiltonian

systems that are defined by a symplectic structure (i.e., Π ≡ ω−1). We say that a Poisson

system is “non-canonical” if it does not arise from a symplectic structure, and such systems

commonly arise in the context of reduction by symmetry. Some examples of non-canonical

systems in mechanics include the Euler’s equations for rigid body motion, or Euler’s equations

for ideal fluids [271].

4.3.1.6 Brackets with the Shadow Property for Splitting Integrators

As mentioned at the beginning of the section, requiring XB to have the shadow property for split-

ting integrators is equivalent to demanding that (i) the shadow vector field is B-Hamiltonian,

i.e., the B-Hamiltonian vector fields form a Lie subalgebra, (ii) that the shadow Hamiltonian is

preserved by the flow, i.e., the bracket is antisymmetric, (iii) and that a B-Hamiltonian mea-

sure exists (in order to avoid the appearance of expensive Jacobian factors in the Metropolis

ratio). We saw the first two conditions are satisfied when B is a Poisson bivector field. A triple

(F ,Π, µF) where Π is a Poisson bivector field, and µF is a Hamiltonian measure will be called

a Poisson Hamiltonian system. These are the natural mechanical systems to implement

sampling methods with HMC-like properties. Naturally, given a manifold M, the cotangent

bundle (T ∗M, ω−1, ωn) is a Poisson-Hamiltonian manifold (where ω is the canonical symplectic

structure), and when M is Riemannian, we can translate it to velocity space which yields the

Riemann Newton space (TM, ω−1
[ , ωn[ ).

For Poisson manifolds, the existence of a Hamiltonian measure is called “unimodularity” and

9which also shows the Jacobiator is a derivation over its last entry
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is described for example in [358, 101, 233, 58, 111, 195]. In that case, the curl vector field φµ

is called the modular vector field. It defines a 1-cocycle in the Lichnerowicz complex, and

its cohomology class in the first Poisson cohomology is called the modular class (the existence

of this cohomology relies critically on the Jacobi identity). The Hamiltonian vector fields are

coboundaries and lemma 12 implies that the curl vector fields of all measures belong to the

same cohomology class; in other words, the modular class does not depend on µ, and thus

characterises whether an invariant measure exists: (F ,Π) admits a smooth invariant measure

iff the modular class is trivial.

In summary, if (F ,Π) is a unimodular Poisson bundle over M, let µF be a Hamiltonian

measure and lift P to a target measure µ = e−HµF . Then the µ-preserving dynamics φµ reduces

to XH by lemma 12, that is the reference measure µF does not appear. By Jacobi identity any

splitting integrator Ψ for XH will have a modified equation given by a shadow Hamiltonian

vector field XHΨ
, which preserves the shadow HamiltonianHΨ by antisymmetry, XHΨ

(HΨ) = 0,

and µF . Hence, since divµ(XHΨ
) = divµF (XHΨ

) − {HΨ, H} = divµF (XHΨ
) − dH(XHΨ

), the

Jacobian factor J (µ,Φ
XHΨ
δt ) of the splitting integrator with respect to the target µ

J (µ,Φ
XHΨ
δt )(z) = e

∫ δt
0 divµ(XH)(Φ

XHΨ
s (z))ds = e

−H
(

Φ
XHΨ
δt (z)

)
+H(z)

J (µF ,Φ
XHΨ
δt )(z), (4.20)

is just a function of the energy difference along the flow of the shadow Hamiltonian since

J (µF ,Φ
XHΨ
δt ) = 1 from the fact that µF is Hamiltonian.

4.3.2 Shadow of Symplectic Integrators and HMC

We saw in the context of HMC that any consistent symplectic map has a shadow Hamiltonian,

not just the symplectic maps associated to splitting methods (recall §3.5.4.1). Therein we

mentioned that the construction of the shadow Hamiltonian relies on the observation that

any symplectic map has an associated generating function, from which one can then construct

a differential equation, the Hamilton-Jacobi PDE, which describes the time-evolution that a

generating function must satisfy in order to define the flow of some Hamiltonian vector field (see

also §A.5.6.4). Given the Hamilton-Jacobi PDE we can then obtain an asymptotic expansion

(in the time-step) for the Shadow Hamiltonian of any symplectic integrator consistent with a

Hamiltonian system. It is thus natural to wonder whether more general B-morphisms are also

generated by a function.

Proposition 14. Let πi : F×F → F , A ≡ π∗2B−π∗1B, F : F → F , and ιF : graph(F )→ F×F
inclusion. Then F canonical (a B-morphism) iff ι∗FA = 0. For Poisson brackets this is the

statement that a map is Poisson iff its graph is a coisotropic submanifold of (F ,B)× (F ,−B).
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Proof. Recall that F : F → F is canonical iff F ∗B = B. Then

π1 ◦ ιF = π1|graph(F ) and π2 ◦ ιF = F ◦ π1|graph(F ).

Thus

ι∗FA = π1|∗graph(F )F
∗B − π1|∗graph(F )B = π1|∗graph(F )(F

∗B − B)

so F canonical iff ι∗FA = 0. �

Thus the characterisation of canonical maps in terms of their graph, which is the first step

in the construction of Hamilton-Jacobi PDE, is common to all brackets. However, it does not

seem possible to derive a generating function in general. Indeed the symplectic case relies on

the fact that B is non-degenerate antisymmetric, so that we can reproduce the above derivation

with the two form B−1, to express ι∗FA = 0 in the form ι∗F (π∗2B−1 − π∗1B−1) = 0, and then use

the fact that B−1 is locally exact (that is closed), B−1 = dα, to show that this implies that

locally dι∗F (π∗2α− π∗1α) = 0, which further implies the local existence of a generating function

W : graph(F )→ R, s.t., ι∗F (π∗2α− π∗1α) = dW . In fact, while there are “generating functions”

for contact systems and a “Lie–Poisson Hamilton–Jacobi”, both rely on the standard Hamilton-

Jacobi PDE of symplectic transformations. Specifically, in the Lie–Poisson case the Lie-Poisson

Hamilton Jacobi theorem is constructed by assuming the generating function is invariant under

the Lie group action, and thus symplectically reduces to the co-Lie algebra [371], giving rise to

a left-trivialised version of Hamilton-Jacobi theorem. In the case of contact transformations,

the derivation of the PDE relies on the symplectisation of exact contact manifolds [117, 60].

We have now developed a clear understanding of the role played by the properties of Hamil-

tonian mechanics for the purpose of HMC. For example:

• the fact Hamiltonian mechanics is a B-dynamics ensures we do not need to know the

normalisation of the target probability density 1
Z
e−H , that XH is informed by the score

dH, and that we can implement XH via a splitting integrator;

• the antisymmetry of ω ensures that the probability density e−H is preserved by XH ;

• the Jacobi property ensures splitting integrators have a B-Hamiltonian shadow Hamilto-

nian vector field (whose Hamiltonian is preserved by antisymmetry);

• the non-degeneracy and antisymmetry of ω induces a natural reference measure ωn, which

is further invariant because Jacobi identity ensures that Hamiltonian vector fields are

canonical (and unique up to locally constant functions); the existence of an invariant

measure and antisymmetry implies the existence of a microcanonical distribution on the

probability density level sets;

• combining non-degeneracy with antisymmetry and Jacobi identity finally ensures that

symplectic maps have a generating function, guaranteeing the existence of a shadow
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Hamiltonian for all (consistent) symplectic integrators.

4.3.3 Time-Reversibility and Bracket MCMC

Once we have a deterministic proposal associated to a B-Hamiltonian system, we need to turn

it into an involution in order to obtain a well-defined Metropolis accept-reject step. In HMC

such an involution is typically given by the momentum flip, which is geometrically an antisym-

plectic involution (recall §3.4.1). We now consider in full generality such transformations of the

brackets. We say a C1-diffeomorphism S : F → F is a Bracket (anti)-morphism if10

S∗{f, g} = ±{S∗f, S∗g}, or equivalently S∗B = ±B.

Then just as for Poisson maps, we have11

∂S ◦XS∗f = ±Xf ◦ S, and thus S ◦ ΦS∗f
t = Φf

±t ◦ S.

Proof.

(∂SXS∗f )[h](S(z)) = XS∗f (z)[S∗h] = XS∗f [S
∗h](z) = {S∗f, S∗h}(z)

= ±S∗{f, h}(z) = ±{f, h}(S(z)) = ±Xf [h](S(z)).

�

Suppose now that S is an antimorphism, and we have a reversible Hamiltonian, S∗H = H.

Then

S ◦ ΦH
t = ΦH

−t ◦ S, or ΦH
−t = S ◦ ΦH

t ◦ S−1.

This is known as a time-discrete symmetry of the B-dynamics [201]. When S is involutive,

S−1 = S, as in §3.4.1 any integrator with such property will be called time-reversible, and we

will say it is time-symmetric if Ψ−1
δt = Ψ−δt (note that given any integrator Ψδt, the integrator

Ψ 1
2 δt
◦ Ψ−1

− 1
2 δt

is time-symmetric). If both property holds, the deterministic proposal S ◦ Ψδt is

an involution

(S ◦Ψδt)
−1 = Ψ−1

δt ◦ S
−1 = Ψ−δt ◦ S = S ◦Ψδt.

More generally S ◦ Ψδt is involutive iff the integrator Ψδt satisfies Ψ−1
δt = S ◦ Ψδt ◦ S for some

bijection S : F → F , and we will refer to this property as S-reversibility. In particular if S

10Technically, we should denote S∗B by S∗B since it really corresponds to the pushforward of the tensor B.
11i.e., XS∗f and Xf are S-related. Recall Z, Y ∈ X(F) are S-related iff Y (S∗f) = Z(f) ◦ S ∀f
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is an involutive antimorphism, and H =
∑

iHi, we can define the splitting method

Ψδt ≡ ΦH1
δt ◦ · · · ◦ ΦH`

δt .

If all the Hamiltonians are reversible then Ψδt is time-reversible, and it is time-symmetric

provided the sequence (H1, . . . , H`) is palindromic. Thus Ψδt is S-reversible.

Given a volume manifold (M,P ), it is straightforward to generalise [114] to arbitrary mani-

folds, and obtain the following compressible bracket MCMC algorithm12:

Proposition 15. Given a target P = e−V µM on M, let π : (F , µF) → (M, µM) be a fibre

bundle and fix a probability disintegration ζ ∈ ΩdimF−dimM(F). Set µH ≡ e−HµF where H ≡
π∗V − log d(π∗µM∧ζ)

dµF
. Suppose Ψδt is a S-reversible diffeomorphism, where S is a µH-preserving

bijection. The following algorithm generates a µH-preserving Markov chain. Given z` ≡ (q`, p`)

1. p`∗ ← p` where p`∗ is sampled from ζ|π−1(q`)

2. z∗ ← Ψδt(q
`, p`∗)

3. set z`+1 ← z∗ with probability min
(

1, e−H(z∗)+H(q`,p`∗)|J (µF ,Ψδt)|
)

, else z`+1 ← S(q`, p`∗),

where J (µF ,Ψδt) is the Jacobian of Ψδt with respect to the positive one-density µF . Then the

projections π(z`) are realisations from a P -invariant Markov chain.

Proof. We adapt the proof in appendix A [114] to general manifolds and reference measures.

The transition kernel of the last two steps above is P(z → dz∗) ≡ min (1, r(z, z∗)) δΨδt(z)(dz
∗) +

(1−min (1, r(z,Ψδt(z))) δS(z)(dz
∗), where r(z, z∗) = e−H(z∗)+H(z)|J(µF ,Ψδt)|(z), and we need

to show
∫
P(z → dz∗)µH(dz) = µH(dz∗). One term of

∫
P(z → dz∗)µH(dz) is∫

δS(z)(dz
∗)µH(dz) =

∫
δz(dz

∗)(S−1)∗µH(dz) =

∫
δz(dz

∗)µH(dz) = µH(dz∗).

Another term is (using Ψδt ◦ S ◦Ψδt = S, and S ◦Ψδt is an involution)∫
min (1, r(z, z∗)) δΨδt(z)(dz

∗)µH(dz) =

∫
min (1, r(z,Ψδt(z))) δΨδt(z)(dz

∗)µH(dz)

=

∫
min

(
1, e−H(Ψδt(z))+H(z)|J (µF ,Ψδt)|

)
δΨδt(z)(dz

∗)µH(dz)

=

∫
min

(
e−H(z), e−H(Ψδt(z))|J (µF ,Ψδt)|

)
δΨδt(z)(dz

∗)µF(dz)

=

∫
min

(
e−H◦S◦Ψδt(z), e−S

∗H(z))|J(µF ,Ψδt) ◦ S ◦Ψδt|
)
δS(z)(dz

∗)(S ◦Ψδt)
∗µF(dz)

12The following result does not require S to be involutive, but simply that it is S-reversible in the more
general sense Ψ−1δt ◦ S = S ◦Ψδt.
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=

∫
min

(
e−H◦S◦Ψδt(z), e−S

∗H(z))|J(µF ,Ψδt) ◦ S ◦Ψδt|
)
δS(z)(dz

∗)|J (µF , S ◦Ψδt)|(z)µF(dz)

=

∫
min

(
e−H◦S◦Ψδt(z)|J (µF , S ◦Ψδt)|(z), e−S

∗H(z))|J(µF , S)(z)|
)
δS(z)(dz

∗)µF(dz)

=

∫
min

(
e−H◦S◦Ψδt(z)|J (µF , S ◦Ψδt)|(z), e−H(z)

)
δS(z)(dz

∗)µF(dz)

=

∫
min

(
e−H◦S◦Ψδt(z)e−H+S∗H ◦Ψδt(z)|J (µF ,Ψδt)|(z), e−H(z)

)
δS(z)(dz

∗)µF(dz)

=

∫
min

(
e−H◦Ψδt(z)|J (µF ,Ψδt)|(z), e−H(z)

)
δS(z)(dz

∗)µF(dz),

which exactly cancels with the last term; here we have used the properties of the Jacobian

(proposition 7.5.14 [3]), and that J (µF , S ◦ Ψδt) = J (µF , S) ◦ ΨδtJ (µF ,Ψδt) = e−H+S∗H ◦
ΨδtJ (µF ,Ψδt), since S∗µH = µH implies S∗µF = e−H+S∗HµF . �

In particular if we choose a bracket B on F , and let S be an involutive µF -preserving an-

timorphism, if H is reversible then S preserves µH , and the splitting method obtained by

splitting H into a palindromic sequence of reversible Hamiltonians is S-reversible, so the above

proposition may be used. Moreover if µF is B-Hamiltonian then J (µF ,Ψδt) = 1, and finally

if (F ,B, µF) is a Poisson-Hamiltonian manifold the algorithm will have the energy-stabilising

Shadow property.

4.4 Measure-Preserving Diffusions

We now generalise the forced dynamical systems generated through brackets by adding noise to

consider diffusions processes associated to forced B-Hamiltonian dynamics, s.t., the diffusion is

measure-preserving whenever the forced B-Hamiltonian dynamics is - this will be the content

of §4.4.1. Inspired by our previous results we will then specialise to the class of A-diffusions

in §4.4.2, whose deterministic part is given by the curl vector field of the target, and thus

only depend on the given target measure. We will see that these are locally complete: any

measure-preserving diffusion may be written as an A-diffusion locally. Locally A-diffusions

play in the context of measure-preserving diffusions the role that locally curl vector fields

played in the context of measure-preserving dynamics, and locally curl brackets in the context

of measure-preserving B-mechanics. In §4.4.3 we will then consider the important case when F
is compact, from which we can build harmonic representative of the Fokker-Planck current to

obtain global completeness from the Hodge decomposition. In §4.4.4 we will specialise to the

Euclidean space and show that A-diffusions recover the complete recipe of diffusions proposed
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in [242] - thus showing that the proof of completeness is a simple application of Poincaré

lemma once the geometry of measures is taken into account. Finally in §4.4.5 we will consider

a symmetric/antisymmetric decomposition of A-diffusion and its generator, as well as discuss

transformations under which the generator is reversible - a generalisation of the analogous result

for Langevin processes in the case of momentum flip transformation.

4.4.1 Bracket diffusion with forcing

Now that we have developed a geometric understanding of target-preserving dynamics, we

can consider the problem of how to add noise. We define the Stratonovich diffusion on F by

considering the process B ≡ (t,Wt) : Ω→ RN+1 ≡ U where Wt is an N -dimensional Brownian

motion, a vector bundle homomorphism L ∈ Hom(U, TF) = Γ(F , U∗ ⊗ TF), and setting

dZt ≡ L(Zt) ◦ dB = Y0(Zt)dt+ Yi(Zt) ◦ dW i
t

for vector fields Yj ∈ Γ(TF) [279]. We consider Stratonovich SDEs since we do not want to

depend on a connection, and because the Stratonovich differentials transform naturally under

transformations: if F : F → N is a smooth map between manifolds, then (see (35) [279])

d(F ◦ Zt) = ∂F (dZt).

Given a target measure µ, expressed as the Gibbs measure of some function H : F → R and

inverse temperature β > 0

µH ≡ p∞µF =
1

Z
e−βHµF , Z =

∫
F
e−βHµF <∞, (4.21)

we will show that for any bracket B and vector fields Y1, . . . , YN on F , the diffusion

dZt =
(
XH −

β

2

N∑
i=1

Yi(H)Yi

)
dt+

(
1
2

N∑
i=1

divµF (Yi)Yi + Y
)

dt+
N∑
i=1

Yi ◦ dW i
t , (4.22)

preserves the Gibbs measure (4.21) provided the vector field Y is chosen such that

divµF (Xp∞ − βp∞Y ) = 0, (4.23)

which controls the volume distortion along the vector field Xp∞ generated by the target density.

By proposition 13 it follows that (4.22) is µH-preserving iff the forced B-Hamiltonian system

XH + Y is. The noise terms thus balance themselves, and have a clear interpretation: Yi(H)Yi

and div(Yi)Yi describe respectively the rate of change of H and the volume deformation along
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Yi. Hereafter, we will refer to the general diffusion process (4.22) as a bracket diffusion

(written B-diffusion) with forcing Y . To prove the result, we use the following auxiliary result.

Lemma 16. Given (smooth) vector fields X, Y1, . . . , YN on a manifold F , consider the Stratonovich

SDE

dZt = X(Zt)dt+
N∑
i=1

Yi(Zt) ◦ dW i
t . (4.24)

Then its generator is given by

Lf = Xf + 1
2

N∑
i=1

YiYif. (4.25)

Furthermore, if ∂F = ∅ or if we restrict to functions that vanish on the boundary, then the

Fokker-Planck operator (defined as the formal adjoint of L in L2(F , µF)) is

L∗f = divµF

(
−fX + 1

2

N∑
i=1

divµF (fYi)Yi

)
. (4.26)

We will call −fX + 1
2

∑N
i=1 divµF (fYi)Yi the (µF , f)-Fokker-Planck current of the diffusion.

Proof. The formula for the generator (4.25) is well-known, but we here include a proof, which

is a slight generalisation of the Lie group setting in [91], as it will be useful later. Recall first

that the generator of the Stratonovich SDE dZt = b(Zt)dt+ σ(Zt) ◦ dWt on Rn is (proposition

3.4 [294])

Lf = bj∂jf + 1
2
σki σ

j
i ∂k∂jf + 1

2
σki ∂kσ

j
i ∂jf.

In local coordinates the generator of the drift component is X i∂if which is just Xf . Then

consider the noise part dZt = Yi ◦ dW i
t . If we rewrite this in the form dZt = σ ◦ dWt,

we have in local coordinates σji = Y j
i . Locally the generator of the diffusion part is Lf =

1
2
σki σ

j
i ∂k∂jf+ 1

2
σki ∂kσ

j
i ∂jf , where 1

2
σki ∂kσ

j
i ∂j is the Ito-Stratonovich correction while 1

2
σki σ

j
i ∂k∂jf

is the usual generator term associated to the Ito diffusion. For a vector field Y , we have

Y Y (f) = Y i∂i(Y
j∂jf) = Y iY j∂i∂jf + Y i∂iY

j∂jf . Hence using σji = Y j
i , we find 1

2
YiYif =

1
2
σki σ

j
i ∂k∂jf + 1

2
σki ∂kσ

j
i ∂jf , and it follows that Lf = 1

2
YiYi(f).

To derive the Fokker-Planck operator we will use the following product rule

X(f) = div(fX)− fdiv(X) , (4.27)

which is well-known when div is the Riemannian divergence, and follows by a slight generali-

sation of pg 910 [91] (who assumed a Hamiltonian volume form):
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Proof of (4.27). Since LfXw = fLXw+ df ∧ iXw 13 and iX(df ∧α) = (iXdf)∧α− df ∧ iXα:

X(f)µF = (iXdf)µF = (iXdf)µF − iX(df ∧ µF) =

= df ∧ iXµF = df ∧ iXµF + fLXµF − fLXµF
= LfXµF − fLXµF =

(
div(fX)− fdiv(X)

)
µF .

�

Proof of (4.26). Let f, g be arbitrary compactly supported smooth functions. We consider first

the drift part. Vector fields satisfy Leibniz rule∫
gX(f)µF =

∫
X(gf)µF −

∫
fX(g)µF ,

and note that
∫
M div(gX)µF =

∫
M digXµF =

∫
∂M igXµF =

∫
∂M giXµF which vanishes since

∂M = ∅ (in fact it is sufficient that g|∂M = 0). Hence∫
(Lf)gµF =

∫
gX(f)µF = −

∫
gfdiv(X)µF −

∫
fX(g)µF

=

∫
f
(
− gdiv(X)−X(g)

)
µF

=

∫
f
(
− div(gX)

)
µF =

∫
fL∗gµF .

Now let us compute the adjoint of the diffusion component. First note that

Yk(gYkf) = div
(
gYkfYk

)
− gYkfdiv(Yk) =

= div
(
gYkfYk

)
− div

(
fgdiv(Yk)Yk

)
+ fdiv

(
gdiv(Yk)Yk

)
and

YigYif = div(fYigYi)− fdiv(YigYi).

It follows that if f, g vanish on the boundary

1
2

∫
M
gYiYifµF = 1

2

∫ (
Yi
(
gYif

)
− YigYif

)
µF

= 1
2

∫ (
fdiv

(
gdiv(Yi)Yi

)
+ fdiv(YigYi)

)
µF

13This follows from Cartan’s magic formula, LX = iXd + diX , since LfXα = ifXdα+ difXα = fiXdα+ df ∧
iXα+ fdiXα = fLXα+ df ∧ iXα.
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=

∫
f 1

2
div
(
div(gYi)Yi

)
µF =

∫
fL∗gµF .

So the adjoints of X and YiYi in L2(F , µF) are g 7→ −divµF (gX) and g 7→ divµF
(
divµF (gYi)Yi

)
respectively. �

�

We now prove the claim that µH is a solution of the stationary Fokker–Planck equation, i.e.,

L∗p∞ = 0 (see 2 [294]), iff (4.23) holds.

Theorem 17. Let µF be a smooth positive measure on a manifold F (without boundary). The

Gibbs measure µH in equation (4.21) is a stationary distribution of the bracket diffusion (4.22)

if and only if XH + Y is a µH-preserving forced dynamics (proposition 13). In addition,

(i) if (F ,A, µF) is a bracket-Hamiltonian manifold, so µF is Hamiltonian, (4.23) is satisfied

in the unforced setting Y ≡ 0;

(ii) more generally for any A-mechanics and µF , we can choose Y ≡ φµF = curlµF (A). In

particular if F is pseudo-Riemannian, and µF ≡ vol is the Riemannian measure, we can

set Y ≡ −∇ · A ≡ −Tr∇A.

Proof. Let p(x) = 1
Z
e−βx for x ∈ R, so p∞ = p ◦ H : F → R. Then using the Fokker-Planck

operator defined in (4.26), we have

L∗p∞ = div

(
− p∞

(
XH −

β

2
Yi(H)Yi + 1

2
div(Yi)Yi + Y

)
+ 1

2
div
(
p∞Yi

)
Yi

)

= div

(
1

β
Xp∞ − p∞Y −

1

2
Yi(p∞)Yi − 1

2
p∞div(Yi)Yi + 1

2
div
(
p∞Yi

)
Yi

)

= div

(
1

β
Xp∞ − p∞Y −

1

2
Yi(p∞)Yi − 1

2
p∞div(Yi)Yi + 1

2
div
(
p∞Yi

)
Yi

)

= div

(
1

β
Xp∞ − p∞Y − 1

2
div
(
p∞Yi

)
Yi + 1

2
div
(
p∞Yi

)
Yi

)
= div

( 1

β
Xp∞ − p∞Y

)
,

thus L∗p∞ = 0 iff Y satisfies div
(

1
β
Xp∞ − p∞Y

)
= 0.

Proof of (i): If (F ,B, µF) is a B-Hamiltonian manifold, then LXfµF = 0 so divµF (Xf ) = 0

and we may take Y = 0.
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Proof of (ii): If B is antisymmetric, the result follows by 13. If (F , g) is pseudo-Riemannian,

recall that ∇ · A = Tr∇A, where Tr is the trace and ∇ the covariant derivative. By using the

fact that SabBab = 0 for any symmetric tensor Sab and anti-symmetric tensor Bab, we get

∇ ·
(
p∞∇ · A

)
=

1√
|G|

∂b

(
p∂a(

√
|G|Bab)

)
=

1√
|G|

(∂bp)
(
∂a(
√
|G|Bab)

)
=

1√
|G|

∂a

(√
|G|Bab(∂bp)

)
= − 1√

|G|
∂a

(√
|G|Xa

p

)
= −∇ ·Xp∞ ,

which shows that Y ≡ −∇ · A satisfies (4.23). �

Remark 18 (Ergodicity). For the bracket diffusion to be ergodic, it suffices as usual that the

noise fields satisfy the Hörmander condition, that is the Lie algebra generated by {Yi, [X, Yi] :

i = 1, . . . , N} span the tangent spaces, though this is a slightly stronger requirement than

necessary when the vector fields are non-analytic (the condition is allowed to fail on appropriate

hypersurfaces) [33, 18, 48, 167, 32, 74]. On the other hand, finding the rate of convergence to

the stationary distribution is a challenging issue.

4.4.2 Completeness of the A-Diffusions

An A-diffusion forced using the curl vector field φµF = −curlµFA will be simply referred to as

an A-diffusion

dZt =
(
XH −

β

2

N∑
i=1

Yi(H)Yi

)
dt+

(
1
2

N∑
i=1

divµF (Yi)Yi + φµF

)
dt+

N∑
i=1

Yi ◦ dW i
t . (4.28)

These diffusions are of fundamental importance in machine learning and statistics since, as the

next theorem shows, the class of A-diffusions is locally complete and thus provides the starting

point for the construction of measure-preserving diffusions adapted to a particular context.

Theorem 19. A smooth positive measure µ is a solution of the stationary Fokker–Planck

equation of the diffusion

dZt = X(Zt)dt+
N∑
i=1

Yi(Zt) ◦ dW i
t

iff the drift takes the form X = curlµA+ 1
2
divµ(Yi)Yi on a neighbourhood of any point for some

antisymmetric bracket A. Hence the class of A-diffusions

dZt = curlµ(A) dt+ 1
2
divµ(Yi)Yidt+ Yi ◦ dW i

t , (4.29)

is locally complete. The A-diffusions are globally complete, that is there always exists an A s.t.,
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any measure-preserving diffusion takes the form (4.29) globally, iff the (dim(F)− 1)-de Rham

cohomology is trivial. Else we need to include the term representing the first homology group of

µ.

Proof. Consider the Fokker-Planck operator (4.26) with µ = µF (so [p∞] = 1) applied to

f ≡ p∞ = 1.14 Then L∗1 vanishes iff divµ

(
−X + 1

2

∑N
i=1 divµ(Yi)Yi

)
= 0 that is the Fokker-

Planck current is a locally curled vector field by theorem 3, −X+ 1
2

∑N
i=1 divµ(Yi)Yi ∈ Curlloc(µ).

Hence X = curlµ(A) + 1
2

∑N
i=1 divµ(Yi)Yi for some A on a neighbourhood of any point, and the

result follows. �

The result provides not only the generalisation of the complete recipe derived in [242], it

also allows us to re-interpret the derivation and place it into its correct geometric setting.

Indeed on F = Rn the de Rham cohomology is trivial, so theorem 3 implies the result that

if Y is divergence-free (with respect to the Lebesgue measure), ∇ · Y = 0, then there exists

an antisymmetric matrix A for which Y = ∇ · A [194, 260]. Indeed A is simply the “vector

potential” of the “electromagnetic field” Y , which shows that the completness proof of [242] is

simply the construction of a vector potential for the Fokker-Planck current. It follows that we

can drop the integrability assumption in theorem 2 therein: it is a consequence of the specific

choice of vector potential constructed in their proof - see for example [260] for an alternative

construction.

4.4.3 A-Diffusions on Riemannian Manifolds

In some cases the de Rham cohomology is non-trivial but it is still possible to obtain a global

expression for the drift of any µ-preserving diffusion. This is possible when F is given a

Riemannian metric and the Hodge decomposition of differential forms holds. In that case, as

we next prove, the additional term which enables us to achieve global completeness is essentially

an harmonic representative of the Fokker-Planck current.

Theorem 20. Let F be a Riemannian manifold on which the Hodge decomposition of dim(F)−
1-forms holds (e.g., a compact oriented manifold). Let µF ≡ vol and ∇· denote respectively the

Riemannian volume form and divergence. Any e−Hvol-preserving diffusion has the form

dZt ≡
(
XH + 1

2
(∇ · Yi − Yi(H))Yi −∇ · A+ eH] ?−1 ζ

)
dt+ Yi ◦ dW i

t , (4.30)

14Note that when we work directly with the target measure µ rather than a target in density form p∞µF , it is
perhaps more natural to consider the adjoint of the generator L with respect to the pairing between compactly
supported smooth functions and one-densities defined by integration 〈f, µ〉 ≡

∫
fµ, instead of (4.26), in which

case L∗P = −LXP + 1
2LYiLYiP .
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where A is antisymmetric and ζ harmonic (it satisfies “Maxwell’s equations” dζ = 0, d?ζ = 0).

Proof. The Fokker-Planck operator (4.26) may be written as

L∗g = δ
(
−gX + 1

2
∇ · (gYi)Yi

)[
. (4.31)

It then follows by the Hodge decomposition that L∗p∞ = 0 iff δ (−p∞X + 1
2
∇ · (p∞Yi)Yi)[ = 0

iff d ? (−p∞X + 1
2
∇ · (p∞Yi)Yi)[ = 0 iff

?
(
−p∞X + 1

2
∇ · (p∞Yi)Yi

)[
= dα− γ

where γ is Harmonic, that is co-exact and closed, and vanishes whenever the dim(F) − 1 de

Rham cohomology is trivial. Thus (−p∞X + 1
2
∇ · (p∞Yi)Yi)[ = δε− ?−1γ where ε ≡ ?−1α is a

2-form. Hence

−p∞X + 1
2
∇ · (p∞Yi)Yi = ]δε+ ] ?−1 γ = ∇ · (Ap∞)− ] ?−1 γ

for an appropriate antisymmetric bracket A. Now ∇· (Ap∞) = p∞∇·A−p∞XH ,15 from which

it follows that the drift vector field must take the form

X = XH + 1
2
∇ · (Yi)Yi − 1

2
Yi(H)Yi −∇ · A+ eH] ?−1 γ.

�

A similar result can be found in [176], although the latter assumes the diffusion is also

non-degenerate in order to obtain a Riemannian metric from the noise process (a Riemannian

Brownian motion), which is used to turn the Fokker–Planck current into a 1-form that is

analysed through its de Rham–Hodge–Kodaira decomposition. The situation is clarified when

the assumptions of compactness and non-degeneracy are treated separately, and we will discuss

the case of non-degenerate diffusions below. The above theorem shows that no assumption on

the noise is necessary, though it assumes that we can express our target measure in terms of the

Riemannian measure, which might be inconvenient in practice. Topologically, the additional

presence of the harmonic term may be understood from the fact that on compact oriented

manifolds, the de Rham cohomology groups are isomorphic to the spaces of harmonic forms.

It follows that any P -preserving dynamics has the form curlP (A) +P ](ζ) for an antisymmetric

bracket A and non-zero harmonic (n− 1)-form ζ.

As mentioned above, another context in which a Riemannian metric appears is in the presence

15Indeed curlµ(p∞A)[f ] = −divµ(p∞Xf ) = −Xf (p∞) − p∞divµXf = +p∞Xf (H) − p∞divµXf =
−p∞XH(f)− p∞divµXf , so curlµ(p∞A) = −p∞XH + p∞curlµA
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of non-degenerate noise, wherein the generator can be expressed in the form L = X + 1
2
∆, and

the noise process generated by the Laplace–Beltrami operator 1
2
∆ is the Riemannian Brownian

motion.

Theorem 21. Let vol, ∇ and ∇· be the Riemannian measure, gradient and divergence re-

spectively. Any P ∝ p∞vol-preserving diffusion generated by L = X + 1
2
∆ takes for some

A ∈ X2(M), the form (up to topological obstructions)

dZt = −XAlog p∞(Zt)dt−∇ · A(Zt)dt︸ ︷︷ ︸
irreversible drift

+

Riemannian gradient flow︷ ︸︸ ︷
1
2
∇ log p∞(Zt)dt +

Riemannian Brownian motion︷︸︸︷
dBt︸ ︷︷ ︸

reversible Riemannian overdamped Langevin system

. (4.32)

In the reversible case A = 0, the diffusion (4.32) gives us precisely the Riemannian over-

damped Langevin equation, used to construct the Riemann Metropolis-adjusted Langevin al-

gorithm (MALA) when the Riemannian metric is obtained from an information divergence

[131, 234]. It is also well-known that the presence of the irreversible component (A 6= 0) can

accelerate convergence to the target distribution, as demonstrated in [172, 103, 305], with a

detailed analysis of the optimal drift for constant A provided in [213]. Alternatively, reversible

overdamped Langevin systems (A = 0) with appropriate choices of Riemannian metric G−1

resulting from a Stratonovich perturbation can also lead to accelerated convergence relative to

the standard overdamped Langevin process, see [1].

4.4.4 Bracket Diffusion on Flat Euclidean Space

Consider the flat space F = Rn with µF the Lebesgue measure, then setting Y = −∇ · A =

−∂jAji∂i for any anti-symmetric A recovers the formulation of diffusions preserving the Gibbs

distribution that was given in [242]:

Corollary 22. Let F = Rn with flat metric, µF = dx, σij ≡ Y i
j , D ≡ 1

2
σσT and Qij ≡ Aij.

Then (4.22) reduces to the Itô diffusion considered in the complete recipe for SGMCMC [242]16

dZt = −
(
Q+D

)
∇Hdt+∇ ·

(
Q+D

)
dt+

√
2DdWt , (4.33)

Proof. In that case, the term Yi(H)Yi = Y j
i Y

k
i ∂jH∂k represents the “symmetric semi-definite

part” of the dynamics since in flat space this is (σσT )jk∂jH∂k where σij = σij = Y i
j , while the

term div(Yi)Yi = σki∂jσji∂k together with the Itô-to-Statonovich correction yields the diver-

gence of the diffusion matrix D ≡ 1
2
σσT . Using the convention (∇ ·Q)i ≡ ∂jQij in [242]

16 Here we use the convention (∇ ·Q)i ≡ ∂jQij as in [242].

149



dZt =

(
Aji∂jH∂i −

β

2
(σσT )jk∂jH∂k + 1

2
σki∂jσji∂k − ∂jAji∂i

)
dt

+ σij∂i ◦ dW j
t

=

(
Aji∂jH∂i −

β

2
(σσT )jk∂jH∂k + 1

2
σki∂jσji∂k + 1

2
σki∂kσji∂j + ∂jAij∂i

)
dt

+ σij∂idW
j
t

= (−Q∇H − βD∇H +∇ ·D +∇ ·Q) dt+
√

2DdWt.

�

4.4.5 Dissipative Form of A-diffusions and Hamiltonian Noise

Let us now discuss the symmetric/antisymmetric decomposition of A-diffusions. Recall that

any vector field Y defines a canonical symmetric bracket by {f, g} ≡ Y (f)Y (g), see (4.10). Let

S denote the symmetric bracket obtained by summing the canonical brackets of the noise fields,

i.e., S](α) = α(Yi)Yi. In particular viewing S] as a vector field-valued 1-form on Ω1(F) we may

think of the µ-divergence as acting only on the vector field component of S, which yields a 1-form

on Ω1(F), and then use the canonical isomorphism TF ∼= T ∗∗F between tangent spaces and

their double dual to obtain a vector field. This leads us to the definition divµ(S) ≡ divµ(Yi)Yi,

so the drift of the A-diffusion decomposes into components associated to antisymmetric and

symmetric brackets

dZt = curlµ(A) dt︸ ︷︷ ︸
antisymmetric

+ 1
2
divµ(S)dt︸ ︷︷ ︸
symmetric

+Yi ◦ dW i
t︸ ︷︷ ︸

noise

, (4.34)

which for µH = e−βHµF becomes

dZt =
(
XAH + curlµF (A)

)
dt+ 1

2

(
divµF (S)− βXSH

)
dt+

N∑
i=1

Yi ◦ dW i
t .

The following corollary derives a powerful decomposition of the generator which generalises the

Euclidean case (see for example [294]), and provides a nice connection with the generalisation

of the modular vector field associated to brackets:

Corollary 23. The generator of the A-diffusion can be written as

Lf = φAµ (f)︸ ︷︷ ︸
L2-antisymmetric

+ 1
2
φSµ(f)︸ ︷︷ ︸

L2-symmetric

. (4.35)

Moreover φAµ and 1
2
φSµ are respectively antisymmetric and symmetric in L2(F , µ). Hence L is

symmetric iff φAµ = 0, i.e., µ is a Hamiltonian measure of the A-mechanics. In general, the
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generator of (4.24) satisfies L = 1
2
φSµ iff the (µ, 1)-Fokker-Planck current vanishes, in which

case we say that µ satisfies the detailed balance condition.

Proof. The formula for the generator follows from (4.34) and divµ(XSf ) = divµ(Yi)Yi(f)+YiYif ,

as we prove using a local argument: given local coordinates (zi), writing µ = p∞dz we have

divµ(XSf ) =
1

p∞
∂r(p∞S

jr∂jf) =
1

p∞
∂r(p∞Y

j
i Y

r
i ∂jf) = divµ(Yi)Yi(f) + ∂r(Y

j
i ∂jf)Y r

i

and the result follows from the proof of (4.25). From the proof of (4.26) we know the (for-

mal) adjoint of φAµ is f 7→ −divµ(fφAµ ), and −divµ(fφAµ ) = −φAµ (f) as noted in the proof of

proposition 13. From (4.26) we also know that the adjoint of φSµ is f 7→ −divµ (fdivµ(Yi)Yi) +

divµ
(
divµ(fYi)Yi

)
= divµ

(
Yi(f)Yi) = divµ

(
S](df)) = φSµ(f). �

The decomposition of the generator above allows us for example to show that for appropriate

transformations S : F → F as defined in the next corollary, the generator of the A-diffusion

may be shown to be reversible up to S, which extends the reversibility up to momentum flip

of the Langevin diffusion in Euclidean space [329, 114].

Corollary 24. Let S be a target-preserving diffeomorphism, S]µ = µ, which is an A-antimorphism,

and a S-morphism (for example S∗Yi = ±Yi). Then the generator of the A-diffusion (4.35) is

reversible up to S, that is

〈f,Lh〉µ = 〈LS∗f, S∗h〉µ .

Proof. First note that for any B-Hamiltonian vector field, since S∗µ = µ, then, using proposi-

tion 6.3.5 [3], S∗LXfµ = L(S−1)∗XfS
∗µ = L(S−1)∗Xfµ, so divµ(Xf ) ◦ S = divµ((S−1)∗Xf ). Now

consider the antisymmetric part, L = φAµ . Then
〈
f, φAµ h

〉
µ

= −
〈
φAµ f, h

〉
µ

= −
〈
S∗φAµ f, S

∗h
〉
µ
,

where we have used S]µ = µ in the last equality. Moreover S∗φAµ f = −φAµ S∗f since S

is an A-antimorphism, (S−1)∗X
A
f = −XAf◦S. The proof of the symmetric part is analo-

gous, except we have S∗φSµf = φSµS
∗f . Note that if S∗Yi = ±Yi then S is a S-morphism,

since (S−1)∗X
S
f = (S−1)∗(Yi(f)Yi) = Yi(f) ◦ S(S−1)∗Yi = (S∗(S

−1)∗Yi) (f) ◦ S(S−1)∗Yi =

((S−1)∗Yi) (S∗f)(S−1)∗Yi = Yi(S
∗f)Yi = XSS∗f . �

Remark 25. We have thus constructed a natural extension of the Euclidean recipe to arbitrary

manifolds, showing it is a direct consequence of the canonical geometry of the target measure.

Combining the results from the previous sections, the various terms in the resulting diffusion
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equation have the following interpretations:

dZt =

local potential of Fokker–Planck current︷ ︸︸ ︷
( curlµF (A)︸ ︷︷ ︸
volume-preserving

+ XAH︸︷︷︸
density-preserving

)dt +

topological obstruction︷ ︸︸ ︷
µ](γ)dt

︸ ︷︷ ︸
conservative L2(µ)-antisymmetric drift

+ ( −1
2
Yi(H)Yi︸ ︷︷ ︸

density-dissipative drift

+

volume-preserving L2(µF )-symmetric diffusion︷ ︸︸ ︷
1
2
divµF (Yi)Yi︸ ︷︷ ︸

volume-dissipative drift

)dt+ Yi ◦ dW i
t︸ ︷︷ ︸

Stratonovich noise︸ ︷︷ ︸
L2(µ)-symmetric fluctuation-dissipation balance

.

(4.36)

Finally, we observe that double bracket dissipations arise when we choose the noise fields to

be A-Hamiltonian vector fields Yi ≡ XHi generated by “noise Hamiltonians” H1, . . . , HN , for

i = 1, . . . , N . In that case the symmetric bracket is related to the antisymmetric bracket A

S(df, dh) = XHi(f)XHi(h) = {Hi, f}{Hi, h}.

The A-diffusion then reads

dZt = (XH + φµF ) dt+ 1
2

N∑
i=1

(φµF (Hi)XHi − β{Hi, H}XHi) dt+
N∑
i=1

XHi ◦ dW i
t ,

which further simplifies to

dZt = XHdt− β

2

N∑
i=1

{Hi, H}XHidt+
N∑
i=1

XHi ◦ dW i
t , (4.37)

on a bracket-Hamiltonian manifold (φµF = 0). The noise component of the generator and

Fokker-Planck operators is then in double bracket form

Lf = {H, f} − β

2

N∑
i=1

{Hi, H}{Hi, f}+ 1
2

N∑
i=1

{Hi, {Hi, f}},

L∗f = −{H, f}+
β

2

N∑
i=1

{Hi, f{Hi, H}}+ 1
2

N∑
i=1

{Hi, {Hi, f}}.
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4.5 Langevin Diffusions and Irreversible MCMC algo-

rithms

Consider the second order Langevin diffusion on Rn × Rn

dQt = ∇pHdt, dPt = −∇qHdt− β

2
γ(Qt)∇pHdt+ λ(Qt)dWt, (4.38)

where γ and λ are matrix fields related through the fluctuation-dissipation relation λλ> = γ

[215]. As mentioned previously such Langevin diffusions play a central role in the context of sta-

tistical physics and irreversible MCMC, so we now consider the problem of characterising their

geometric structure, by specifying their relation to the complete class of measure-preserving

diffusions, and generalise the method we proposed in [17] to sample on Lie groups. To do so

we consider the following decomposition of the A-diffusion on the tangent bundle F ≡ TM

dZt =
(
XH + φµTM

)
dt︸ ︷︷ ︸

(A)

+ 1
2

N∑
i=1

divµTM(Yi)Yidt︸ ︷︷ ︸
(B)

+
N∑
i=1

(
Yi ◦ dW i

t −
β

2
Yi(H)Yi

)
︸ ︷︷ ︸

(C)

. (4.39)

The characterising property of Langevin processes is that they are measure-preserving, thus

must be A-diffusions, but also contain no rotationnel term associated to the reference measure.

Moreover underdamped ones, as in (4.38), have the additional property that the stochastic

component only acts on momentum dPt: the noise is vertically directed. Thus, to locally

recover Langevin diffusions we will need to choose our A-mechanics, and reference measure

µTM s.t., (i) φTM = 0, and (ii) (B) vanishes whenever the noise are vertical vector fields (in

§4.6.3 we will characterise P -preserving diffusions for which (i) holds and (B) vanishes when

F is arbitrary). Such requirements will be satisfied for pairs (A, µTM) that we will refer to as

Langevin pairs. As we will then see, if (A, µTM) is a Langevin pair, the term (C) turns into

a OU process whenever H is a simple mechanical system π∗V + 1
2
‖ · ‖2, and the noise fields (Yi)

points only along the vertical direction. In particular we will prove that the Riemann–Newton

pair (ω[, ω
n
[ ) is Langevin, and targets of the form e−π

∗V− 1
2‖·‖

2
ωn[ naturally arise when the target

P is expressed in terms of the Riemannian one-density on M. Hence, for such systems (4.39)

nicely decomposes into measure-preserving dynamics + OU steps, which gives rise to the class

of Langevin-based irreversible MCMC. In the presence of symmetries we may further pullback

ω[ and work in the reduced symplectic space.

In the following we denote by V ∈ X(TM) the canonical vector field defined by the vertical

lift, V : vq 7→ vervqvq.
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4.5.1 Langevin Pairs and Riemannian Newton Diffusions

We have developed a rigorous theory of term (A) during our analysis of HMC desideratum

§4.3.1, where we showed it was e−HµF -preserving. Moreover we have seen that the vanishing

of the curl vector field φµTM was equivalent to the reference measure being Hamiltonian for the

A-mechanics, that is (A, µTM) form an A-Hamiltonian system (in which case XH is e−HµF -

preserving). To construct vertical noise fields we will choose vector fields Xi ∈ X(M): then

the lifts Yi ≡ V ◦Xi ◦π ∈ X(TM) are vertical vector fields which only points along the vertical

direction as required. On the other hand the term (B) is still typically non-zero and intractable

(it also does not preserve any measure of interest17). This leads to the definition of a Langevin

pair, which is a pair (A, µTM) s.t.,

• (A, µTM) is a A-Hamiltonian system,

• µTM is horizontal, i.e., LY (µTM) = 0 for any vertical vector field Y .

The A-diffusion (4.28) generated by a Langevin pair (A, µTM) and vertical noise fields (Yi)

locally yields the Langevin diffusions (4.38), with the deterministic Hamiltonian mechanics

therein replaced by a more general A-mechanics. Moreover, by theorem 17, terms (A) and (C)

are now independently measure-preserving, which motivates the use of splitting methods for

the numerical implementation.

As we will see below, choosing the noise to be vertical ensures that when (A, µTM) is a

Langevin pair and the Hamiltonian corresponds to a simple mechanical system, H ≡ π∗V +
1
2
‖ · ‖2, then (C) in (4.39) turns into a OU process on the fibre, for which there is a tractable

solution, and which preserves the Gaussian distribution on the fibre defined by the Riemannian

metric. An important example of Langevin pair and target µH ≡ e−π
∗V− 1

2‖·‖
2
µTM arises when

the target P on M is expressed in terms of the Riemannian measure, P = e−V vol. In that

case using the Gaussian distributions N (0, 〈·, ·〉−1) as a probability disintegration ζ, the lift

of P to the Riemannian Newton space (TM, ω[, ω
n
[ ) with respect to the disintegration yields

the canonical distribution µH ≡ π∗P ∧ ζ = e−Hωn[ where the Hamiltonian takes the form

H ≡ π∗V + 1
2
‖ · ‖2 (see §3.3.2). As the following theorem shows, ωn[ is indeed horizontal, and

thus the ω−1
[ -diffusion generated by µH decomposes into a µH-preserving Hamiltonian flow (A),

and a µH-preserving OU process (C) on the fibre whenever the noise fields (Yi) are chosen to

be vertical:

Theorem 26. Suppose (A, µTM) is a Langevin pair. If we choose the noise fields to be the

vertical fields Yi ≡ V ◦ Xi ◦ π for Xi ∈ Γ(TM), then the A-diffusion generated by e−HµTM,

17See [53] for a discussion of the simulation of (4.39) in Euclidean space when the terms (B-C) are present
but (A) vanishes.
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with H ≡ π∗V + 1
2
‖ · ‖2, is

d(qt, vt) = XH(qt, vt)dt︸ ︷︷ ︸
A−Mechanics

− β
2
〈Xi(qt), vt〉qt V(Xi(qt))dt︸ ︷︷ ︸

vertical kinetic Dissipation

+V(Xi(qt)) ◦ dWt︸ ︷︷ ︸
vertical randomness

, (4.40)

or in tangent-lifted coordinates

d(qt, vt) =
(
XH(qt, vt)−

β

2
M(qt)vt

)
dt+ σ(qt) ◦ dWt, (4.41)

where M(q)v = M(q)rjv
j∂vr ≡ (σσ>G(q))rjv

j∂vr and σ ≡ σji∂vj ≡ (Xi)
j∂vj , and Gij(q) =

〈∂xi , ∂xj〉q. In particular (ω−1
[ , ωn[ ) is a Langevin pair. Moreover the Hamiltonian noise fields

Yi ≡ XUi◦π for Ui :M→ R, are vertical, Yi = −V ◦ ∇Ui ◦ π, and Yi(H) = −dUi ◦ ∂π(XT ).

Proof. If X ∈ Γ(TM) and V ∈ Γ(TM, TTM) is the canonical vector field, V : vq 7→ vervqvq,
18

locally V = vk∂vk , X = Xk(x)∂xk , so their composition V ◦X ◦ π ∈ Γ(TM, TTM) is V ◦X ◦
π(x, v) = Xk(x)∂vk . Then

Yi(H)(x, v) = Xk
i (x)∂vk

(
V (x) + T (x, v)) = Xk

i (x)∂vk
(

1
2
Grj(x)vrvj)

= Xk
i (x)Gjk(x)vj = 〈Xi(x), v〉x .

Set σji ≡ Xj
i , so Yi(x, v) = σji(x)∂vj . We have

Yi(H)Yi(x, v) = 〈Xi(x), v〉x verXi(x)(Xi(x)) = Xk
i (x)Gjk(x)vjXr

i (x)∂vr

= σki(x)Gjk(x)vjσri(x)∂vr =
(
σσ>(x)

)
rk
Gkj(x)vj∂vr ,

and (4.41) and its local expression follow. Moreover the symplectic measure is indeed horizontal

(this fact may be traced back to the fact that the Liouville 1-form is horizontal). Indeed, in

tangent-lifted coordinates ωn[ = |G|dx ∧ dv, so locally the divergence of Z ∈ Γ(TM, TTM) is

divω[(Z) = 1
|G|∂xi

(
|G|Zi

)
+∂vjZ

j
, and from the previous local expressions we see divω[(Yi) = 0,

and thus ωn[ is horizontal. Finally if Ui : M → R and Yi ≡ XUi◦π = −V ◦ ∇Ui ◦ π, then

Yi(H) = ω[
(
XH , XUi◦π

)
= −XH(Ui ◦π) = −dUi ◦∂π(XH) = −dUi ◦∂π(XT ) since XV is vertical.

�

When E →M is isomorphic to TM in the category of vector bundles over M, for example

E = T ∗M, then we can use the isomorphism to rewrite (4.40) over E. In particular when

M = Rn and T (q, v) = 1
2
v>Gv, using the musical isomorphism the SDE (4.41) becomes the

18 Note vq 7→ vervqvq ∈ TTM, vervqvq : f 7→ d
dtf(q, vq + tvq)|t=0 for any f ∈ C1(TM). Locally this is just

the directional derivative of f at (q, vq) in the direction (0, vq), (0, v) · ∇f(q, v) = vk∂vkf(q, v), or V = vk∂vk .
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Langevin dynamics on phase space used in statistical physics (with λ ≡ Gσ, γ ≡ Gσσ>G)

dQt = G−1Ptdt, dPt = −∇V (Qt)dt−
β

2
γ(Qt)G

−1(Qt)Ptdt+ λ(Qt)dWt,

where now the definition M ≡ σσ>G plays the role of the fluctuation-dissipation relation

which ensures the target ∝ e−Hdqdp is preserved. We thus see that, as claimed, (4.40) is the

manifold generalisation of the usual Langevin SDE, where the noise vector fieldsXi represent the

columns of the “vertical matrix” σ, which only introduces randomness along the velocity, and

〈Xi(qt), vt〉qt describes the rate of change of the kinetic energy along the noise. On F = Rn×Rn

another example of Langevin pair consists of choosing A to be a constant antisymmetric matrix

(which is Poisson but not necessarily symplectic), and µF the Lebesgue measure dqdp. It would

be interesting to analyse the optimal properties of a subclass of these of Langevin processes as

proposed in [213].

4.5.2 iLMCMC Algorithm

We can now proceed in a similar fashion to [289] to build irreversible MCMC schemes. Indeed,

by using vertical noise fields we see that (4.40) naturally decomposes into a Hamiltonian part

and a vertical part which remains within the initial fibre, and thus only shifts the velocity (i.e.,

replaces the HMC heat bath). We split (4.40) into a A-Hamiltonian part on TM

dz

dt
= XH(z), (4.42)

and a OU process within the tangent fibres TqM (since the vertical lift is an isomorphism

Tv(TqM) ∼= TqM)

q̇ = 0, dvt = −β
2
〈Xi(q), vt〉qXi(q)dt+Xi(q) ◦ dWt,

which locally has the form19

q̇ = 0, dvt = −β
2
M(q)vtdt+ σ(q) ◦ dWt, (4.43)

and preserves the Gaussian ∝ e−
1
2β〈v,v〉qdv = N (0, G−1(q)/β). Thus by choosing vertical noise

fields, and a Langevin pair in the general diffusion (4.28) we obtain a diffusion which naturally

split into a A-Hamiltonian mechanics, and a tractable OU-process as in the Euclidean case.

Below we briefly consider the A = ω−1
[ -case and its geodesic integration, and then then case of

19with TqM∼= Rn using the local basis, M(q) ≡ σ(q)σ>(q)G(q) where σji(q) ≡ (Xi(q))
j .
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Lie groups.

4.5.2.1 iLMCMC with Geodesic Integrators on Embedded Manifolds

Suppose now that ι : M ↪→ Rk is an embedded manifold with Riemannian metric defined

by restricting the Euclidean dot product. We assume we have a tractable expression for the

geodesic flow ΦT , a C1-extension W of the potential energy V in the coordinates of the embed-

ding, and that the Riemannian metric corresponds to the one we used to define the reference

measure of P - else we need to add a Radon-Nykodym term in our Hamiltonian, or use the

Riemannian integrator [210]. Then we use a geodesic integrator which approximates (4.42) by

a composition of geodesic flow ΦT , and vertical gradient flow ΦV whose integral curve starting

from (q0, v0) ∈ TRk|M is

q(t) = q0 v(t) = v0 − thor (∇q0W )

where ∇q0W is the Euclidean gradient and hor the horizontal projection onto the tangent

space ofM (recall §3.6). Similarly to implement (4.43) we need the noise vector fields Xi to be

expressed in the coordinates of the embedding: that is each noise field Xi is given by a vector

field bi = (b1
i , . . . , b

k
i ) on TRk|M (i.e., ∂ι ◦ Xi = bi ◦ ι). Then bi defines the ith column of the

matrix σ and the process (4.43) is ∂qι-related to the following process on Rk (“·” is the dot

product)

dyt = −β
2
bi(q) · ytbi(q)dt+ σ(q)dWt.

Note that our potential energy does not include a log detG term, unlike the geodesic MCMC

of [225]. Indeed, as we discussed in the previous chapter, this terms does not give rise to a

meaningful potential energy on a manifold and should not be present. In the very special case

in which M = Rk and we have fixed a coordinate system (so M is no longer a manifold),

then we can add the “correction term” log detG to the potential energy in order to ensure the

algorithm generates samples from e−V dq rather than e−V vol, since typically distributions on

Euclidean space are expressed in terms of the Lebesgue measure (see also [160], §5.1.4).

4.5.2.2 iLMCMC on Lie Groups

Suppose now that the configuration spaceM = G is a Lie group with left-invariant metric (the

identity of G is denoted 1), so that the Riemannian Newton space can be identified with the

symplectic manifold G × g by left-trivialisation (see §3.9.1). Let vi : g → R, vi(ξ) = θi1(ξ) be

the coordinates on g associated to a basis ξi. Since T (G × g) = TG ⊕ Tg, the vector fields on
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G × g can be expanded as X = aiei + bi∂vi , where ∂vi ∈ Γ(Tg). In [17] we chose Hamiltonian

fields of the form Yi ≡ XUi◦π for some noise potentials Ui : G → R. Instead here we will choose

the noise fields to be Yi = ∂vi in order for the OU process to be computationally cheaper (we

could also have Yi = fi(g)∂vi), and from theorem 26 divωnYi = 0 since ∂vi = V(ξi).
20 Then

using a kinetic energy T on g associated to an inner product (i.e., a left-invariant metric) with

matrix G, T ≡ 1
2
Gijθ

i
1 ⊗ θ

j
1, (4.41) becomes

q̇ = vjt ej(qt)︸ ︷︷ ︸
reconstruction

, dvt = ad>vt vtdt︸ ︷︷ ︸
Euler-Arnold

−Gjkej(V )(qt)ξkdt︸ ︷︷ ︸
Potential flow

−β
2
vtdt+ dWt︸ ︷︷ ︸

OU

, (4.44)

where (qt, vt) ∈ G × g. When the inner product on g is ad-invariant the Euler-Arnold term

vanishes. On SU(3) the diffusion splits into the transition steps used in Hybrid Monte Carlo

simulation for lattice QCD, with the OU process replacing the momentum heat bath. In

Euclidean space, ej = ξj = ∂xj , and we recover the second order Langevin equation [289, 100].

The Ornstein-Uhlenbeck process dvt = −β
2
vtdt+ dWt on g has an explicit solution given by

vt+h = e−
β
2
hvt +

∫ t+h

t

e−
β
2

(t+h−s)dWs, (4.45)

with transition probability

p(v0, v) =

√
β

(2π)n(1− e−βh)
exp

(
− β

2(1− e−βh)

∥∥∥v − e−β2 hv0

∥∥∥2
)
. (4.46)

The corresponding irreversible MCMC algorithm is given as follows:

1. Solve OU process exactly until time h by sampling

v∗ ' N
(
e−

β
2
hv0,

1

β
(1− e−βh)Id

)
, (4.47)

to obtain (ḡ0, v̄0) = (g0, v
∗);

20In fact we can check this directly without relying on local coordinates: writing the left Haar measure as
Θ ≡ θ1 ∧ · · · ∧ θn, we have

L∂viω
n =

(
L∂vidv

)
∧ π∗Θ + dv ∧

(
L∂viπ

∗Θ
)
.

Now L∂vidv
j = dL∂vi v

j = di∂vidv
j = dδji = 0. Then we have L∂viπ

∗Θ = 0, since the flow Φ of ∂vi is only

non-trivial in the vertical direction. Indeed its flow is Φt(g, v) = (g, v1, . . . , vi + t, . . . , vn) so

(
L∂viπ

∗Θ
)
(g, v) =

d

dt

∣∣
t=0

(Φ∗t (g, v)π∗Θ) =
d

dt

∣∣
t=0

((
π ◦ Φt(g, v)

)∗
Θ
)

= 0,

since π ◦ Φt(g, v) = g is independent of t.
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2. Solve the first-order Euler–Arnold equation, and approximate the Hamiltonian system

using N leapfrog trajectories with step size δt > 0. For example, if the Riemannian met-

ric is bi-invariant, starting at (ḡ0, v̄0) = (g0, v
∗):

For k = 0, . . . , N − 1: 21

v̄k+ 1
2

= v̄k −
δt

2
Tr
(
∂xV

T ḡkξi
)
ξi

ḡk+1 = ḡk exp
(
δt v̄k+ 1

2

)
v̄k+1 = v̄k+ 1

2
− δt

2
Tr
(
∂xV

T ḡk+1ξi
)
ξi

to obtain (ḡN , v̄N).

3. Accept or reject the proposal by a Metropolis-Hastings step. We accept the proposal

(ḡN , v̄N) with probability

α = min {1, exp (−H(ḡN , v̄N) +H(ḡ0, v̄0))} ,

and set (g1, v1) = (ḡN , v̄N). On the other hand, if the proposal is rejected, we set (g1, v1) =

(ḡ0,−v̄0).

Compared to the algorithm we had presented in [17], our choice of noise field Yi ≡ ∂vi as

opposed to Yi ≡ XUi◦π avoids having to compute matrix exponentials in the first step of the

algorithm (which appears in the latter situation in the form e−
β
2
Dh, where D is a matrix given by

Dj
i = Y k

i Y
j
k ), thus significantly reducing the computational cost. On the other hand choosing

noise fields of the form Yi = XUi◦π may be useful when the potential energies Ui are adapted

to the target distribution, by for example increasing the contribution of the noise at suited

locations.

4.6 The Potential Theory of Measures and Complete

Recipe of Measure-Constraints Preserving Flows

In this chapter we have shown that any smooth positive target measure P induces a boundary

operator and homology groups that are canonically isomorphic to the de Rham cohomology

ones. We have shown that this isomorphism allows us to easily transfer old results from differ-

21For a non-matrix group, simply replace Tr
(
∂xV

T ḡkξi
)

with ei|g(V ).
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ential geometry to the statistical context, and in particular proved that the complete recipes

of P -preserving diffusions (see §4.4.2) and P -preserving A-mechanics (see §4.3.1.3) were a di-

rect consequence of this canonical isomorphism. Crucially, none of these characterisation rely

on additional structures, such as a Riemannian or symplectic structures, or the use of local

coordinates. Indeed, the use of such structures is probably the main reason why, despite its

importance, the curlP operator is almost never mentioned in the literature. This is a conse-

quence of the fact that Riemannian and symplectic brackets, which are central in mathematical

physics, are non-degenerate brackets (recall §4.2.2.3) that not only induce a measure (the Rie-

mannian and symplectic measures), allowing properties of the induced measures to be derived

via properties of the brackets, but also additional structures on the manifold, such as an iso-

morphism B] between T ∗M and TM, special classes of coordinates, and even a compatible

connection that allows us to differentiate many tensor fields in the case of Riemannian metrics.

These additional structures hide the true role played by the measure itself, which only allows

us to identify twisted `-forms with (n − `)-vector fields, and differentiate multi-vector fields.

Yet, as we have shown, this weaker structure is often enough for statistical purposes, wherein

the target measure P is the only object we are provided with.

Aside from mathematical clarity and the ability to canonically derive the above recipes on

arbitrary manifolds, understanding the intrinsic geometry of P allows us to derive a genuine

potential theory of P -preserving flows, wherein multi-vector fields play the analogous role that

the potential energy and magnetic vector potential play in physics. We discuss this in §4.6.1.

Using the potential theory we can easily construct flows that preserve both a measure and a set

of constraints that can be recognised as particular instances of Nambu mechanics. In §4.6.2 we

prove that Nambu mechanics gives us an elegant interpretation of the identification between

geometry and statistics provided by the P -musical isomorphism. Moreover, using the foliated

de Rham cohomology we derive the complete recipe of measure-preserving flows that preserve

a given set of constraints. In §4.6.3 we discuss the history of measure-preserving diffusions,

and in §4.6.4 we explain why the combination of theoretical and tractability guarantees make

Hamiltonian mechanics a particularly powerful flow in the context of sampling.

While in this thesis we have been mainly interested in applying geometrical methods to study

measure-preserving flows, in §6.9 we will show that the canonical geometry of P we have derived

has implications that go way beyond the context of flows, by explaining the key role it plays

in understanding Stein operators. Indeed, these are nothing else than the divergence operator

restricted to the image of the P -musical isomorphism applied to the space of (n − 1)-twisted

forms that satisfy Stokes’ theorem.
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4.6.1 Potential Theory of Measures

In classical mechanics and electromagnetism, any conservative force F and electromagnetic 2-

form F can be expressed in terms of a potential energy V and a vector potential A respectively

F = −dV, F = dA.

Conversely, it is often convenient to start by constructing potentials with suitable properties

in order for these properties to automatically transfer to the induced field. Globally curled

multi-vector fields play the analogous role in statistics, and in the previous sections we have

seen that P -preserving flows X and P -preserving brackets B were, at least locally, of the form

X = curlP (A), B = curlP (W),

for some potentials A ∈ X2(M) and W ∈ X3(M). As in physics, we may then be interested

in exploiting suitable potentials in order to construct P -preserving multi-vector fields that

have desirable properties. For example, the following theorem shows the P -rotationnel of an

invariant measure preserves the invariance, which provides us with a simple recipe to construct

measure-preserving fields that respect the symmetry of the measure, by means of invariant

higher-order multi-vector fields.

Theorem 27. Suppose P is invariant, i.e., LXP = 0 for some vector field X. If V ∈ Xk(M) is

invariant, then P [(V), and if α ∈ Ωk(M) is invariant, then P ](α) is invariant. Hence curlP (V)

is invariant.

Proof. First, note that P [(V) is invariant since

LXP [(V) = LXiVP = (d ◦ iX + iX ◦ d) ◦ iVP = (diV∧X + iX ◦ d ◦ iV)P

=
(
iV ◦ d ◦ iX + (−1)kiV∧X ◦ d− i[V,X]

)
P

=
(
iV ◦ d ◦ iX + iV ◦ iX ◦ d− i[V,X]

)
P

=
(
iV ◦ LX − i[V,X]

)
P = (−1)k+1P [(LXV) = 0.

Now if LXα = 0 then, using the result above

0 = LXP [ ◦ P ] ◦ α = LXP [
(
P ](α)

)
= LXiP ](α)P = (−1)n−k+1P [

(
LXP ](α)

)
,

so P [
(
LXP ](α)

)
= 0 which implies LXP ](α) = 0, i.e., P ](α) is invariant. Finally, if V is

invariant, then P [(V) is invariant, thus dP [(V) is invariant (since LX◦dP [(V) = d◦iX◦dP [(V) =

d ◦ LXP [(V) = 0), thus curlP (V) = P ] ◦ d ◦ P [(V) is invariant. �
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Example 28. That curlP maps invariant tensors to invariant tensors is in fact a special case

of the following characterisation, which follows from [X,B] = LXB and the fact the rotationnel

is (up to a sign) a derivation of the Schouten bracket [102, Sec. 2.5]:

LXcurlPB = curlP (LXB)− iddivP (X)B.

In particular if divPX is locally constant then

LXcurlPB = curlP (LXB),

and LXcurlPB = 0 is equivalent to LXB curlP -free. As an example, take V = x∂x ∧ ∂y ∧ ∂z.
Then L∂xV = ∂x ∧ ∂y ∧ ∂z 6= 0, yet curldxV is invariant, and indeed we have curldx(L∂xV) = 0.

The canonical Poisson bi-vector field Π = ∂qi ∧∂pi, which is constant, can be constructed as the

curldqdp of a linear combination of 3-vector fields of the form zj∂zj ∧ ∂qi ∧ ∂pi.

Occasionally the P -preserving transformations we are interested in are not associated to the

flow of a vector field, an example of which was given in §4.3.3 wherein we were concerned with

P -preserving bracket anti-morphisms S, in order to construct S-reversible splitting integrators.

Specifically, given a P -preserving diffeomorphism S, we were interested in constructing a bracket

A s.t., curlP (A) = 0 and S∗A = −A. The following theorem shows that this may be achieved

by using 3-vector fields W s.t., S∗W = −W , and applying the rotationnel.

Theorem 29. Let F : N →M be a diffeomorphism, and denote by F∗ : X`(N )→ X`(M) the

pushforward of multi-vector fields. Then

(F ∗P )[ = F ∗ ◦ P [ ◦ F∗, (F ∗P )] = (F−1)∗ ◦ P ] ◦ (F−1)∗.

Hence

curlF ∗P = (F−1)∗ ◦ curlP ◦ F∗.

Proof. Since the pullback of tensor field commutes with contractions and tensor products we

have (denoting the right interior product contraction by C), (F ∗P )[(V) = iVF
∗P = C(F ∗P ⊗

V) = C(F ∗P ⊗F−1
∗ F∗V) = C(F ∗P ⊗F ∗F∗V) = C ◦F ∗(P ⊗F∗V) = F ∗C(P ⊗F∗V) = F ∗P [(F∗V).

Thus (F ∗P )] = (F−1)∗ ◦ P ] ◦ (F−1)∗ since, (F ∗P )] ◦ (F ∗P )[ = Id, and the final result follows

because the pullback commutes with the exterior derivative. �

Thus, if S∗P = P and S∗W = −W , then S∗curlP (W) = curlP (S∗W) = −curlP (W), so that

A ≡ curlP (W) has the desired properties.

Another class of flows which are fundamental in statistics and physics (for example in the

context of molecular systems or sampling on submanifolds) are those that preserve both a mea-

162



sure and a set of constraints. The simplest example of such flows is of course the Hamiltonian

vector field, which preserves both the energy H and the symplectic measure. In (4.17), using

the commuting properties of the interior product with exact forms and the rotationnel, we have

seen that such flows were constructed by applying the rotationnel to bi-vector fields of the form

idHV . More generally, we have the following

Corollary 30. Let γ ≡ dH1 ∧ · · · ∧ dH` be the `-form associated to (usually independent)

constraints {Hi}. For any Z ∈ X3+`(M) and V ∈ X2+`(M), let

A ≡ curlP (iγZ) and X ≡ curlP (iγV). (4.48)

Then the A-mechanics XA(M) and the dynamics X preserve both P and {Hi}, that is for any

Hi

LXAHP = 0 = LXAHHi for all H, and LXP = 0 = LXHi.

4.6.2 Nambu Mechanics and Measure-Constraints Preserving Flows

In the previous sections we have employed bi-vector fields to construct A-mechanical sys-

tems, which associated to any Hamiltonian H a H-preserving vector field XAH ≡ A](dH) =

−idHA. We have then noted that the class of bi-vector fields A that were P -preserving,

that is divP (XAH) = 0 for all H, were exactly those for which curlP (A) = 0, or equivalently

A = curlP (V) for some 3-vector field V (up to topological obstructions), so that our H and

P -preserving flow was

XAH = −idHcurlP (V) = curlP (idHV).

In (4.48) we have built on this idea to construct systems that preserved both P and a set of

constraints {Hi} by setting X ≡ curlP (idH1∧···∧dH`V). Such vector fields are particular instances

of Nambu mechanics, and we now show that these provide us with an elegant framework

to understand the relation between differential geometry and measure-constraints preserving

systems.

For k ≥ 1, we define a k-Nambu mechanics to be a k-vector field W , which we view as

the set XW(M) containing all the vector fields resulting from assigning to k − 1 functions (or

constraints) {Hi} the vector field

XWH1,...,Hk−1
≡ −idH1∧···∧dHk−1

W ,

when k ≥ 2, while we view a 1-Nambu system X ∈ X(M) as the singleton XX(M) ≡ {X}, i.e.,

a map from 0 constraints (the empty set) to X, or XX
∅ ≡ X. Note that 2-Nambu mechanics are

what we previously referred to as A-mechanics. It follows that we may think of the P -musical
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isomorphisms as identifying (n − k)-twisted forms with k-Nambu mechanics for k ≥ 1, while

for k = 0 the P -musical isomorphism is simply the Radon-Nikodym derivative restricted to

smooth measures. Moreover, we have the following key result:

Theorem 31. We say a k-Nambu mechanics W is P -preserving iff

divP (X) = 0 ∀X ∈ XW(M),

which for k ≥ 2 can also be written as

divP (XWH1,...,Hk−1
) = 0 ∀Hj ∈ C∞(M). (4.49)

P -preserving k-Nambu mechanics are precisely those for which curlP (W) = 0. Hence, the P -

musical isomorphism identifies closed (n−k)-twisted forms with P -preserving k-Nambu mechan-

ics. Moreover, it identifies exact (n−k)-twisted forms with (P -preserving) k-Nambu mechanics

arising from a globally curled k-vector field.

The proof is analogous to the derivation of theorem 11, and follows by recursively commuting

curlP with the Schouten–Nijenhuis bracket, so that the statement (4.49) becomes equivalent to

the statement

idH1∧...∧dHk−1
curlP (W) = curlP (W) (dH1, . . . , dHk−1) = 0, ∀Hj ∈ C∞(M),

which implies curlP (W) = 0 and thus, by theorem 3,

W ∈ curlP
(
Xk+1(M)

)
⊕ P ]

(
Hn−k (M)

)
.

The cases k = 1, 2 were the ones we used to characterise P -preserving vector fields (and thus

P -preserving diffusions) and P -preserving A-mechanics respectively; this theorem generalises

those results to arbitrary k (the case k = 0 is not interesting since top twisted forms are always

closed).

Having understood the intimate relation between geometry and measure-preserving flows,

we can go even further. The above theorem characterises the properties that W must satisfy

in order for all the elements of the Nambu-mechanics XWH1,...,Hk
to be P -divergence free. When

W has vanishing rotationnel, and we fix a given set of independent constraints f1, . . . fk, the

resulting flow is thus both P -preserving and {fi}-preserving. This raises the important question

of completeness, i.e., whether any P -preserving and {fi}-preserving flow can be written as an

element of a Nambu mechanics XWf1,...,fk
, for some appropriateW . The answer is essentially yes:

any such vector field is of the form of (4.48) up to a topological obstruction term which is now
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X = idHA =⇒ X preserves H

X is locally curlP (A) ⇐⇒ X preserves measure P

B antisymmetric ⇐⇒ Xf preserves associated density ∀f
B is locally curlP (V) ⇐⇒ Xf preserves measure P ∀f

X = idH∧dhV =⇒ X preserves both H and h

X = curlP (idH∧dhW) =⇒ X preserves both P , H and h

V is locally curlP (W) ⇐⇒ XVf,h preserves measure P ∀f, h
[Xf , Xh] = Xg, i.e., (Xf , [·, ·]) Lie subalgebra ⇐⇒ Splitting Method has Shadow Hamiltonian

X{f,h} = [Xf , Xh] for all f, h ⇐⇒ {·, ·} satisfies left Leibniz identity

X{f,h} = [Xf , Xh] and Xf (f) = 0 ⇐⇒ B Poisson bivector field

divµM(Xp∞ − p∞Y ) = 0 ⇐⇒ X− log p∞ + Y preserves p∞µM

Poisson cohomology class of φP is trivial ⇐⇒ There is a Hamiltonian measure for Poisson Π

Table 4.2: A summary of some of the results .

associated to the leafwise de Rham cohomology induced by the foliation of M defined by

the constraints.

Hence in this chapter, with no assumption other than smoothness, we have obtained a com-

plete and canonical recipe of measure and constraints preserving flows on arbitrary manifolds.

See table 4.2 for a summary of some of the results.

4.6.3 History of Measure-Preserving Diffusions

The history of measure-preserving processes is a long one, and we here only aim to provide

a brief synopsis. While in the machine learning community the characterisation of measure-

preserving diffusions on Rn was popularised by the recent NeurIPS article [242], analogous

and much older results can be found in the mathematical literature. For example, in 1977

Robert Graham discussed the covariance of the Fokker–Planck equation in the context of non-

degenerate diffusions, and used the Riemannian metric associated to the noise to define a

Riemannian divergence which allowed him to differentiate second-order tensors [140] (a nice

discussion of the work of Graham can be found in [112]). By analogy with Maxwell’s equations,

Graham noted that the Fokker–Planck current must be the Riemannian divergence of some

anti-symmetric tensor field, which is precisely the result provided by theorem 2 in [242] (at

least when the divergence with respect to the Lebesgue measure is interpreted as a Rieman-

nian divergence). The covariance of the Fokker–Planck equation and the diffusion process is

also discussed in [31, 256], and [256] derived conditions for the diffusion to be reversible. A

less intuitive characterisation of the Fokker–Planck current of measure-preserving diffusions is

also given in [171]. The book [176] effectively derives a complete recipe in the case of non-

degenerate diffusions on compact orientable manifolds, using the Riemannian metric of the
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noise to transform the Fokker–Planck vector field into a 1-form, that is then studied via its

Hodge-de Rham decomposition. The main issues with the previous references is that they all

assume the noise was non-degenerate, in order to equip the manifold with a Riemannian metric.

Yet, many important measure-preserving diffusions are not in this form, in particular (the de-

terministic) Hamiltonian mechanics itself, and even the underdamped Langevin process. While

on Euclidean space we have a “natural” metric, that we can use to differentiate second-order

tensors, such metrics do not exist on manifolds, and, as we have shown, Riemannian metrics

are irrelevant for characterising P -preserving diffusions. Recently (after the submission of this

thesis) a new covariant formulation was introduced in [99] to remove the dependence on the

metric in the work of Graham. Contrary to our recipe, the latter work relies on local coordi-

nates, and moreover does not take into account the presence of topological obstructions, thus

leading to a recipe which is only valid locally: on manifolds there are divergence-free vector

fields that cannot be (globally) written as the P -rotationnel of a bivector field, for example

those induced by non-zero harmonic forms on compact manifolds. Furthermore, the relation

with the canonical geometry of P is not shown, yet this intrinsic geometry allows us to apply

differential geometry theorems and go way beyond a characterisation of P -preserving diffusions

as we have proved above. As another example pertinent to diffusions, recall that in §4.5 we

were interested in generalising Langevin systems, in the sense of P -preserving diffusions with

no volume terms. In that subsection we have focused on those with vertical noise, but note that

it is straightforward to characterise the general class of P -preserving diffusions for which the

volume terms vanish, curlµM(A) = 0 = divµM(Yi)Yi: whenever the noise fields are (point-wise)

linearly independent, then this statement is equivalent to A = curlµM(V) and Yi = curlµM(Ai),
or in other words the set of volume-free P -preserving diffusions is parametrised by 3-vector

fields and (noise) 2-vector fields (or, more generally, by closed twisted (n− 3)-forms and closed

twisted (n− 2)-forms when there are topological obstructions). Hence, any volume-free (in the

sense above) e−βHµM-preserving diffusion has the form (it is entirely made off curls)

dZt = curlµM(idHV) dt+ 1
2
βdivµM(idHAi)curlµM(Ai)dt+ curlµM(Ai) ◦ dW i

t .

The fact that these volume-free diffusions are generated by higher-order multi-vector fields

confer them with geometric properties that make them suitable candidates to generalise SOL-

HMC.

In the bigger mathematical picture, we see that the characterisation of P -preserving diffusions

is a combination of two things, the construction of the Fokker–Planck equation [300, 120, 193,

306], and its expression in geometric and divergence-form as discussed above (see also [287]),

combined with representations of divergence-free vector field. Such representations have been

known for at least a century [96]: for example the fact that vector fields that preserve the
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Lebesgue measure can be written as the divergence of an antisymmetric matrix, which is all

that is needed to obtain [242, Thrm. 2], goes back at least to the work of Poincaré and Volterra

in the 1880s [355].

4.6.4 The Hamiltonian Conspiracy

In this chapter we have derived the characterisation of measure-constraints preserving flows,

and provided straightforward recipes to construct them. Given how easy it is to build such

flows, one may wonder how come many state-of-the-art samplers rely on Hamiltonian flows.

For example, we have shown what if A = curlP (V), then the vector field XAH is P -preserving for

any H, so finding a few functions H for which XAH is tractable seems like a feasible task. This

is however not the case in general, because unless both A and dH have nice symmetries, XAH
will lack symmetries and thus be typically intractable. Indeed, one of the initial motivations

for the construction of the theory of Lie groups was precisely the analysis of conditions under

which a flow could be explicitly integrated, leading to the concept of solvable Lie algebras

[222, 65, 338]. In particular, the ability to integrate a flow by quadratures depends on the

presence of appropriate symmetries and conserved quantities [71, Sec. 2]. Roughly, the idea is to

use nice symmetries Y ∈ X(M), i.e., LYXAH = 0, and conserved quantities f , i.e., df(XAH) = 0,

to simplify the equations of motion. The symmetry Y preserves the integral curves of XAH ,

i.e., (ΦY
t )∗X

A
H = XAH (and thus the flow commute), which allows us to reduce the number of

variables, while the conserved quantity f implies the flow remains tangent to the level sets f =

constant, thus reducing the dimension of the problem.

Example 32. On M = R2, write XAH = a(x, y)∂x + b(x, y)∂y. Let Y ≡ ∂x and f ≡ x.

Then LYXAH = 0 means the components are independent of x, i.e., ∂xa = ∂xb = 0, and thus

XAH = a(y)∂x + b(y)∂y. On the other hand, df(XAH) = 0 means there is no motion along the

x-axis, i.e., a(x, y) = 0, and thus XAH = b(x, y)∂y.

Example 33. Let X be P -preserving, and A be any of its potentials, X = curlP (A). From

§4.3.1.3 we see that f is a conserved quantity of X iff it is in the kernel of the modular operator

φP (f) = 0, i.e., XAf is P -preserving. Hence, the Hamiltonians of the P -preserving elements of

the A-mechanics are the conserved quantities of its curl vector field.

In order to obtain a nice tractable flow we will thus need XAH to have symmetries, which is

closely related to dH and A having symmetries, specifically

LYXAH = XLY AH +XAY (H),

but this generates a trade-off between the symmetries that we want A to have and its ability
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to be P -preserving whenever P is a complex distribution:

Example 34. Let M = Rn, and consider a target P = e−Hdx on Rn. The simplest class of

bi-vector fields on Rn are the constant ones, corresponding to translation-invariance, i.e., A can

be identified with a constant anti-symmetric matrix. But such constant bi-vectors automatically

satisfy curldx(A) = 0. Hence, since curlP (A) = curldx(A) +XAH , the condition curlP (A) = 0 is

equivalent to XAH = 0, i.e., H is an A-Casimir, a strenuous condition.

This is precisely the reason why we expand the target measure P in terms of a nice measure

µM, usually the invariant/uniform measure on M, and construct brackets that preserve µM

and have nice symmetries. This may then be achieved using higher-order multi-vector fields

that share the symmetries of µM using the results of §4.6.1. Unfortunately, although this

considerably simplifies the problem, even when A is very nice we may still not be able to

implement XAH . Indeed, as discussed in magnetic HMC [342, B.2] the constant symplectic

matrix in non-canonical form

A ≡

(
E F

−F> G

)
does not yield tractable Hamiltonian flows even when generated by velocity-independent or

position-independent Hamiltonians.

The combination of theoretical and practical guarantees is what makes Hamiltonian me-

chanics so powerful in the context of sampling. First, as we have discussed in §4.3, the class

of mechanical systems that have both the shadow and volume-preserving properties is (essen-

tially) given by unimodular Poisson manifolds. However these unimodular Poisson systems are

particularly rare, aside from a few special cases, such as constant antisymmetric matrices on Rn

(which are unimodular Poisson systems as shown above), they are not easy to build on general

manifolds. The only unimodular Poisson system that can be easily constructed on arbitrary

manifolds is precisely the canonical Hamiltonian mechanics on its cotangent bundle. Second, in

most practical applications the target is expressed in terms of a (invariant) Riemannian mea-

sure, and as noted in §3.3.2, we can construct a Hamiltonian systems adapted to such P which

combines a geodesic flow, and a vertical gradient flow, the latter of which is always tractable.

Concerning the geodesic flow, as discussed in §3.8 and §3.9, we can often construct Rieman-

nian metrics with sufficient symmetries to ensure the geodesic flow can be easily implemented

on many homogeneous manifolds. For the other main class of manifolds, the level sets, the

geodesic flow of the induced Riemannian metric is typically intractable, but in that case we

can still employ discrete Lagrangian integrators, such as RATTLE with reversiblity check, to

implement HMC without bias (recall §3.5.2), and these will still have a shadow Hamiltonian

due to Hamilton–Jacobi theorem.
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Chapter 5

Statistical Models, Reproducing

Kernel Hilbert Space, Gradient

Descent, and the Geometry of

Stein Operators

In this short chapter we shall introduce some concepts that we will need for our final chapter

§6. We shall also briefly mention some other work I have done during the Ph.D. [29, 62, 80],

but decided not to discuss in detail to keep the focus on the geometry of smooth measures

and brackets. We begin by introducing the notions of statistical models, statistical manifolds,

and divergence functions in §5.1 since such concepts are often left ambiguous in the HMC

literature, or their definitions are inconsistent with the ones used in information geometry,

and this will enable us to formulate precisely Riemannian manifold HMC [131]. In §5.2 we

will discuss Riemannian and natural gradients, as well as their descent schemes, which we will

use in §6 to optimise the minimum Stein discrepancy estimators (and in §A.8 for minimum

MMD estimators). Vector-valued reproducing kernel Hilbert spaces will be introduced in §5.3,

and in §5.4 we will review Stein’s method and the construction of Stein operator based on

the generator of diffusions. Combining these ideas we will then define in §5.5 the Maximum

Mean and Kernelised Stein Discrepancies (MMD and KSD). In the next chapter we shall also

show that the bracket formalism allows us to easily extend the density construction of Stein

operators beyond R, and prove that the most general generator-based Stein operator is a

particular instance of this more general construction.
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5.1 Statistical Divergences and Information Metric

In §5.1.1 we will define the notion of statistical model. We view statistical models as sets of

probability measure “embedded” in the space of signed measures, and use this embedding to

build the geometry of statistical models, in particular the Fisher Riemannian metric. This is

analogous to using Rn to derive geometric objects on embedded submanifolds. In §5.1.2 we

define statistical (Banach) manifolds, which are statistical models parametrised by a Banach

manifold. This yields an extrinsic construction of statistical manifolds which relates directly

to probability measures, and is thus appropriate in the statistical context. An alternative

construction of statistical manifolds relies on divergences which we introduce in §5.1.3.1

5.1.1 Statistical Models and the Fisher Riemannian Metric

A statistical model S is a subset of the set P(X ) of probability measures X . The set P(X ) does

not have a norm or vector space structure with respect to which we can differentiate functions.

However it is a subset of the Banach space S(X ) of finite signed measures on X , equipped

with the total variation norm ‖ · ‖TV (see (A.2)). This enables us to define tangent vectors to

S: we say v ∈ S(X ) is a vector tangent to µ ∈ S if v = ∇|0γ(1) for a Fréchet differentiable

curve γ on S through µ = γ(0).2 We then define the tangent space TµS over µ ∈ S as the

linear space of tangent vectors to µ. The tangent space TµS may be shown to be a subspace of

the space S0(X , µ) of signed measures dominated by µ which integrate to 0. Using the Banach

space isomorphism (S(X , µ), ‖ · ‖TV )→
(
L1(X , µ), ‖ · ‖L1(X ,µ)

)
, ν 7→ dν

dµ
, we can further identify

tangent vectors with µ-integrable functions (see 2 [22]):

TµS ⊂ S0(X , µ) ⊂ S(X , µ) ∼= L1(X , µ).

Viewing tangent vectors v ∈ TµS as µ-integrable functions, when these are further square-

integrable, we may pull-back the inner product of the Hilbert space L2(X , µ) to TµS in order

to define the Fisher Riemannian metric gF

gFµ (u, v) ≡
〈

du

dµ
,

dv

dµ

〉
L2(X ,µ)

=

∫
X

du

dµ

dv

dµ
dµ.

1 In the more mathematically inclined literature, finite dimensional statistical manifolds are instead of-
ten (equivalently) defined as finite dimensional manifolds equipped with a Riemannian metric and a totally-
symmetric tensor of rank 3, which implies the the Riemannian manifold can be equipped with two torsion-free
connections ∇ and ∇∗ that are dual (or conjugate) to each other.

2To be precise γ : (−T, T )→ S ⊂ S(X ) where ∇|0γ ∈ Hom (R,S(X )) is the Fréchet derivative evaluated at
0, which we view as an element of S(X ) by applying it to 1 ∈ R.
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If all distributions in S are dominated by some fixed reference measure µ, these can be

identified with their densities with respect to µ, so that S is viewed as a subset of L1(X , µ)

S ∼= {f ∈ L1(X , µ) : f =
dQ

dµ
with Q ∈ S}.

If t 7→ Q(t) ∈ S is a curve of distributions in S and γ(t) ≡ dQ(t)
dµ

, so Q(t) = γ(t)µ, then if v is

the tangent vector to Q at Q(0), under the identification above we have (assuming µ and Q(0)

are equivalent measures)

v = Q̇(0) = γ̇(0)dµ ∼ dQ̇(0)

dQ(0)
=

dQ̇(0)

dµ

dµ

dQ(0)
=

dQ̇(0)

dµ

(
dQ(0)

dµ

)−1

=
γ̇(0)

γ(0)

=
d

dt
log γ(t)

∣∣∣
t=0
.

As a result, when viewed as functions tangent vectors are sometimes called logarithmic

tangent vectors, and these are particularly natural in the context of finite dimensional

parametrised models discussed next.

5.1.2 Parametrised Statistical Manifolds

The statistical models appearing in statistics are usually parametrised models. We say S is

a statistical manifold if S = φ(Θ) where Θ is a Banach manifold and φ : Θ → S(X )

is differentiable. One of the most famous examples is the statistical manifold of Gaussian

measures on X ≡ Rn, which is parametrised through the manifold Θ ≡ Rn × SPD(n), where

SPD(n) denotes the space of covariance matrices

φ(m,Σ) ≡ N (m,Σ) =
1√

det(2πΣ)
e−(x−m)>Σ−1(x−m)dx. (5.1)

It turns out that if Θ is finite dimensional then the statistical manifold φ(Θ) is necessarily

dominated by some measure [21], say ν. Let us write φ(θ) ≡ p(·|θ)dν ≡ pθdν for a likelihood

function p : X × Θ → R. 3 We can pullback the Fisher metric from S to Θ using φ, which

defines a positive semi-definite symmetric bilinear form on Θ: if t 7→ θ(t), t 7→ α(t) are any two

curves on Θ with α(0) = θ(0) = β, then

(φ∗gF )β

(
θ̇(0), α̇(0)

)
≡ gFφ(β)

(
∂βφ

(
θ̇(0)

)
, ∂βφ (α̇(0))

)
=

〈
d∂βφ

(
θ̇(0)

)
dφ(β)

,
d∂βφ (α̇(0))

dφ(β)

〉
L2(X ,φ(β))

3Note this differs from the Bayesian notion of likelihood, which is just a function of the parameters.
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=

〈
ddφ◦θ

dt
(0)

dφ(β)
,
ddφ◦α

dt
(0)

dφ(β)

〉
L2(X ,φ(β))

=

〈
ddpθ

dt
(0)ν

dφ(β)
,
ddpα

dt
(0)ν

dφ(β)

〉
L2(X ,φ(β))

=

〈
d log pθ

dt
(0),

d log pα
dt

(0)

〉
L2(X ,φ(β))

=

∫
X

d log pθ
dt

∣∣
t=0

d log pα
dt

∣∣
t=0
pβdν.

From this derivation we note the identification ∂θ(0)φ(θ̇) ∼ d log pθ
dt

∣∣
t=0

. In particular if θi are local

coordinates around β, we may apply the above to the coordinate curves and using d log pθ
dt

∣∣
t=0

=
∂ log pθ
∂θi

∣∣
θ(0)

dθi

dt

∣∣
t=0

we obtain

(φ∗gF (θ))ij =

∫
X

∂ log pθ
∂θi

∂ log pθ
∂θj

dPθ,

which is the familiar Fisher information matrix. Often this is referred to as the Fisher met-

ric, but φ∗gF will only be a Riemannian metric (i.e., positive definite) when φ is an immersion.

The function log pθ is usually called the log-likelihood and its derivative dθ log pθ = ∂ log pθ
∂θi

dθi

is also called the score,4 whose components (under the identification) are simply given by the

pushforward of the coordinate basis ∂φ(∂θi) ∼ dθ log pθ(∂θi) = ∂ log pθ
∂θi

.

Naturally we can define other Riemannian metrics on statistical manifolds for example [334]

uses the parametrisation (5.1) on the space of Gaussian distributions on Rn with mean zero.

Using the identification with SPD(n) it is shown that the Riemannian metric 〈X, Y 〉Σ ≡
tr (XΣY ) induces the 2-Wasserstein distance. This is generalised in [81] (see proposition 7)

which considers Wasserstein statitiscal manifold obtained from an immersion of a parameter

set into Wasserstein space, and discusses the associated gradient flow. In §A.4.9 we briefly

discuss the most famous statistical model: the exponential family.

5.1.3 Divergence Functions

A divergence or contrast function on a manifold Θ is a differentiable function D : Θ×Θ→
[0,∞) s.t., (see 4.4.1 [21])

(i) D(x‖y) = 0 iff x = y, and (ii) (X, 0)(0, Y )D|(x,x) < 0 (5.2)

for any vector fields that do not vanish at x. Here (X, Y ) denotes the vector field X ⊕ Y

on Θ × Θ for vector fields X, Y ∈ X(Θ).5 The second condition is not always included, but

4 Note this is not the same “score” we considered §4, since we now differentiate over parameters.
5This is sometimes written as XxYyD(x‖y)|x=y ≡ (X, 0)(0, Y )D|x=y
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guarantees the “information” tensor

gD(X, Y ) ≡ −(X, 0)(0, Y )D|x=y

is a Riemannian metric on Θ. Locally

gD(θ)ij = −∂θi∂αjD(θ‖α)|α=θ.

If only (i) holds we will say D is a statistical divergence. One of the most famous examples

is the Kullback–Leibler (statistical) divergence given by

KL(P‖Q) ≡
∫
X

log

(
dP

dQ

)
dP

whenever the RHS is defined, and satisfies (i) of (5.2). On a parametrised statistical manifold

dominated by ν we can pullback this expression to

D(θ‖α) ≡ φ∗KL(θ‖α) =

∫
X

log

(
pθ
pα

)
pθdν

whose associated bilinear form gD is simply the Fisher information matrix. However KL is

hard to estimate in the case of unnormalised statistical models (with unknown normalisation

constants), so in §6 we will focus on score-based divergences, such as the score-matching

statistical divergence defined for continuously differentiable positive densities on an open

set X ⊂ Rd as

SM(P‖Q) ≡ 1
2

∫
X
p(x)‖∇x log p−∇x log q‖2

2dx.

A final example that is a genuine divergence on Rn is the Bregman divergence of a strictly

convex function f : Rn → R

Df (x, y) ≡ f(x)− f(y)−∇f(y)(x− y),

whose information tensor is the Hessian gDf = ∇2f . There is a nice connection between discrete

Lagrangians and information divergences as discussed in §A.5.6.5.

5.1.4 HMC on Statistical Manifolds

Riemannian manifold HMC (RMHMC) [131] received a lot of attention in statistics, and moti-

vated many statisticians to look more deeply into the geometry of HMC. It also caused consid-

erable confusion as: (i) despite its name the method samples from distributions on Euclidean
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space; (ii) the original HMC method was in fact already a “Riemannian manifold HMC”, since

it samples from the gauge group SU(3). The original aim of RMHMC was to sample a posterior

distribution P ≡ Ppost(·|ω) ∈ P(Θ) on parameter space M≡ Θ ≡ Rn, given some observation

ω ∈ X and a prior distribution Pprior ∈ P(Θ). The idea is to choose a Riemannian metric on

Θ which locally matches the Hessian of the posterior (see [237] for a discussion),

Σpost,ω(θ) ≡ − ∂2

∂θi∂θj
log ρpost(θ|ω) = − ∂2

∂θi∂θj
(log ρ(ω|θ) + log ρprior(θ)) .

Taking expectations with respect to the conditional distribution ∝ ρ(ω|θ)dω in order to get a

ω-independent quantity yields (assuming the “integration by parts” is valid)∫
Σpost,ω(θ)ρ(ω|θ)dω = −

∫
ρ(ω|θ) ∂2

∂θi∂θj
log ρ(ω|θ)dω − ∂2

∂θi∂θj
log ρprior(θ)

=

∫
∂

∂θi
ρ(ω|θ) ∂

∂θj
log ρ(ω|θ)dω − ∂2

∂θi∂θj
log ρprior(θ)

=

∫
ρ(ω|θ) ∂

∂θi
log ρ(ω|θ) ∂

∂θj
log ρ(ω|θ)dω + Σprior(θ)

=
(
φ∗gF (θ)

)
ij

+ Σprior(θ),

where in the last equation we recognise the Hessian of the prior, and the pullback of the

Fisher metric defined on the statistical model of conditional measures S ≡ {ρ(·|θ)dω : θ ∈ Θ},
parametrised by φ : Θ → S, θ 7→ ρ(·|θ)dω. Thus, setting G(θ) ≡ φ∗gF (θ) + Σprior, the target

Hamiltonian of RMHMC is then (recall §2.1.2)

H(θ, p) = − log ρpost(θ|ω) + 1
2

log detG(θ) + 1
2
p>G(θ)−1p.

Since the geodesic flow of G is usually intractable, the standard leapfrog integrator cannot be

used, but one can resort to using the generalised leapfrog integrator (see §A.5.5.1), with fixed-

point iterations to deal with the implicit equations. A computationally cheaper alternative

is discussed in [88] which applies the explicit integrator of [335] and compares it with the

generalised leapfrog integrator on some statistical problems.

5.2 Natural Gradient Descent

Consider local coordinates qi on a manifold M, and a function f ∈ C∞(M). The tuple

(∂1f, . . . , ∂nf) is often called the gradient of f in statistics. In the context of optimisation the

problem of estimating the minima of the “loss” function f is often tackled by trying to find
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a curve that follows the direction of steepest descent of f in order to move efficiently towards

the local minimum of f . The curve is defined in this coordinate system as the solution of the

differential equation
dqi

dt
= − ∂f

∂qi
.

Of course this equation is geometrically meaningless (even when M = Rn), since the LHS

corresponds to components of the tangent vector field to the curve, while the RHS are the

components of the differential of f , a 1-form. That is if γ : [0, T ] → M were the solution to

this equation, and γ̇ its tangent vector field (which is a section of the pullback bundle γ∗(TM)

over [0, T ]), then the equation reads γ̇ = −df , which cannot hold since the two sides of this

equation transform differently under change of coordinates (see also 1.4b [122]). It follows that

to construct a geometric equation we must replace the RHS by some appropriate vector field

associated to the function f . The answer to the problem “how do we construct such a vector

field” becomes clear once we have recalled the problem we were trying to solve in the first place:

find the direction of steepest descent. Indeed to give a meaning to the word “steepest” we must

define a notion of steepness of the tangent vector, that is a norm on the tangent spaces. Such

a norm is determined by first defining a Riemannian metric G :M→ T ∗M⊗ T ∗M, which in

turn defines a norm

‖ · ‖ ≡
√
G(·, ·) : TM→ R

on each tangent space. As we observed in §4.2.2 the metric maps any function f to a vector

field ∇f called the Riemannian gradient. The gradient flow of f is then defined as the

curve γ that solves the equation (i.e., the integral curve of the G−1-Hamiltonian field)

γ̇ = −∇γf.

Let us check this definition is appropriate. Suppose γ is the gradient flow of f . That it

represents direction of descent follows by considering the rate of change γ̇(f) of f along γ:

γ̇(f) = df(γ̇) = df (−∇f) = −df(∇f) = −G(∇f,∇f) = −‖∇f‖2 ≤ 0.

That it is the direction of steepest descent follows by observing that the gradient direction

yields the dual norm of df ,

‖dpf‖ ≡ sup
v∈TpM:‖v‖=1

|dpf(v)| ,

since by Cauchy–Schwarz inequality |dpf(v)| = |−G (∇pf, v)| ≤ ‖∇pf‖‖v‖, hence ‖dpf‖ ≤
‖∇pf‖ and the upper bound is attained at v = ∇pf/‖∇pf‖ (i.e., the normalised gradient).

The above discussion also holds when M ≡ H is a Hilbert space. In that case the exterior

derivative becomes the Fréchet derivative df : H → H∗, which has an associated vector field
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∇f : H → H by Riesz representation theorem. The gradient flow γ is thus defined just as

above

γ̇ = −∇f(γ), or equivalently 〈γ̇, v〉H = −〈∇f(γ), v〉H ∀v ∈ H.

For example, Stein variational gradient descent (SVGD) is constructed using the gradient

of the functional f : Hd → R on the vector RKHS Hd on Rd with kernel K = kId (see §5.3)

f(h) ≡ KL (qId+h‖p)

where p, and qId+h are the densities with respect to the Lebesgue measure of P and (Id + h)]P

respectively. The SVGD algorithm updates its current approximation q = qId of the target P

by following the gradient of f at h = 0 to move along a “perturbation” of q that best decreases

the KL divergence with the target. From theorem 3.3 [230] this direction is given by

∇h KL (qId+h‖p) |h=0 = −
∫

1

p(x)
∇x (pkx) dQ(x).

While this formula assumes Q has a density q, SVGD uses discrete measure 1
`

∑`
i=1 δxi , associ-

ated to a set of “particles” {xi}`i , to approximate the target using the RHS: given a step size

η > 0 the discrete measure is updated by updating its particles with

xi ← xi +
η

`

∑
j

1

p(xj)
∇x (pkx) |xj(xi)

= xi +
η

`

∑
j

(
k(xj, xi)∇xj log p+∇1k(xj, xi)

)
≡ xi + η∆pxi.

A particular instance of descent method, based on the Fisher information metric, was developed

by Amari and collaborators [12]. It is a widely used alternative to Euclidean gradient descent

methods. However as noted in §5.1.3 the Fisher information matrix is not necessarily positive

definite since KL is only a statistical divergence (rather than a divergence), and as a result

we refer to the descent method associated with KL, or a more general statistical divergence,

as natural gradient descent, rather than Riemannian gradient descent. Natural gradient

descent has been successfully applied to a variety of problems in machine learning and statistics,

for example reinforcement learning [181], neural network training [290], Bayesian variational

inference methods [158] and Markov chain Monte Carlo [131]. While the classical natural

gradient approach is based on the Fisher information matrix induced by the KL divergence,

information geometries arising from other metrics on probabilities have also been studied in

previous works, including those arising from optimal transport metrics [81] and the Fisher

divergence [184].

Let us now discuss the practical implementation of the gradient descent γ̇(t) = −∇γ(t)f on
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a complete connected Riemannian manifold. Typically 6 the gradient flow is approximated by

the update equation γ(t+ 1) = expγ(t)(−ηtH(Zt, γ)) where exp is the Riemannian exponential

map, (ηt) is a sequence of step sizes with
∑
η2
t < ∞,

∑
ηt = +∞, and H is an unbiased

estimator of the loss gradient, E[H(Zt, γ)] = ∇γf . When the Riemannian exponential is

computationally expensive, it is convenient to replace it by a retraction R (see §A.5.2). This

leads to the update γ(t + 1) = Rγ(t)(−ηtH(Zt, γ)) [51]. On a linear manifold it is common to

take Rγ(t)(−ηtH(Zt, γ)) ≡ γ(t)− ηtH(Zt, γ(t)), which is the update we will use in §6. Therein

we will be interested in learning a probability distribution Q, by following the gradient flow of

a statistical divergence f(·) ≡ D(Q‖·) over a statistical model S. Given a parametrisation of S

with local coordinates (θi), we can locally pullback the gradient method to the parametrisation.

We thus consider the parametrisation t 7→ θ(t) of the curve γ and locally expand the natural

gradient in terms of the information tensor

∇θD(Q‖θ) = gD(θ)−1∂θD(Q‖θ),

where ∂θD denotes the tuple (∂θiD). We will approximate this natural gradient using the biased

estimator

H({X t
i}i, θ) ≡ ĝθ(t)({X t

i}ni=1)−1∂θD̂({X t
i}ni=1‖θ),

where ĝθ(t)({X t
i}ni=1) and D({X t

i}ni=1‖θ) are unbiased estimators for the information matrix

gD(θ(t)) and D(Q‖θ) using a sample {X t
i}ni=1 ∼ Q. We thus obtain the following natural

gradient descent algorithm

θ(t+ 1) = θ(t)− ηtĝθ(t)({X t
i}ni=1)−1∂θ(t)D̂({X t

i}ni=1‖θ). (5.3)

Note, when ηt = 1
t
, gD is the Fisher metric, and D̂({X t

i}ni=1‖θ) is replaced by the estimator of

the KL-statistical divergence K̂L({X t
i}ni=1‖θ) obtained by replacing the Q-integral of the like-

lihood by a U -statistic, we recover the natural gradient descent algorithm [12]. The statistical

divergences we employ in §6 will often be constructed from vector-valued reproducing kernels,

which we now introduce.

5.3 Reproducing Kernel Hilbert Spaces

Given a Hilbert space W , a Hilbert space H of maps X → W is called a reproducing kernel

Hilbert space (RKHS) if the evaluation maps δx : H →W , δxf = f(x), are continuous for all

6See also sec 4.4 [124] for Riemannian Newton method
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x ∈ X . We define its (reproducing) kernel K : X × X → B(W), where B(W) is the space

of bounded linear operators on W [293],

K(x, y) = δx ◦ δ∗y .

Note K(x, y)∗ = K(y, x), and since δx is bounded, its adjoint δ∗x : W → H is also a bounded

linear map usually denoted Kx. We thus have

〈Kxg, f〉H ≡ 〈δ
∗
xg, f〉H = 〈g, δxf〉W = 〈g, f(x)〉W ,

and

K(x, y)w = δx ◦ δ∗yw =
(
δ∗yw

)
(x) = (Kyw) (x),

so

〈g,K(x, y)w〉W = 〈g, (Kyw) (x)〉W = 〈δ∗xg,Kyw〉W = 〈Kxg,Kyw〉W .

It follows that for any x1, . . . , xN ∈ X the operator (K(xi, xj)) on WN is positive semidefinite,

since for any w1, . . . , wN ∈ W

〈K(xi, xj)wj, wi〉W =
〈
Kxiwi, Kxjwj

〉
W = ‖Kxiwi‖2

W ≥ 0.

Moreover the set of functions of the form Kxjwj is dense in H. Conversely, by theorem 2.1

[262], given a positive semidefinite function K : X ×X → B(W) satisfying K(x, y)∗ = K(y, x),

there exists up to isometry a unique RKHS of maps X → W whose reproducing kernel is K.

A feature map is a map φ : X → B(G,W), where G is a Hilbert space called the feature

space, which defines a reproducing kernel by

K(x, y) ≡ φ(x) ◦ φ(y)∗ ∈ B(W),

and elements of the induced RKHS H may expressed as f(·) = φ(·)g for some g ∈ G [262]. The

map δ : x 7→ δx is an example of feature map. When W = R, φ : X → B(G,R) = G∗, and

the dual φ(x)∗ ∈ G is simply the dual vector associated to the linear functional φ(x) by Riesz

representation theorem. Since B(R) = R∗ ∼= R, the above equation takes the standard form

K(x, y) = 〈φ(x)∗, φ(y)∗〉G . (5.4)

For our purpose the set X will be an open subset of Rd, and W will be either Rd or R. The

case W = Rd (with standard inner product) corresponds to vector-valued RKHS, where

the kernel K : X × X → B(Rd) ∼= Rd×d may be viewed as a matrix-valued kernel with

components (K(x, y))ji ≡ ej · K(x, y)ei (where (ei) is the canonical basis of Rd), satisfying
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K(x, y)T = K(y, x). Theorem 2.11 [263] summarises the relation between continuity and

smoothness of K, and the associated continuity and smoothness of functions in H. When

W = R, K is called a scalar reproducing kernel, and is usually denoted by k : X ×X → R.

Chapter 7 [36] provides many examples of scalar reproducing kernels and their RKHS. Given a

scalar kernel k, an important example of vector-valued RKHS is given by defining the product

of Hilbert spaces Hd with inner product 〈f, g〉Hd ≡
∑

i 〈fi, gi〉H. This is a vector-valued RKHS

with matrix kernel K(x, y) = k(x, y)Id.

Kernels are ubiquitous in machine learning and statistics. Kernel algorithms often arise

through the kernel trick: if an algorithm depends only on inner products 〈x, y〉, replace

these by k(x, y) to obtain its “kernelised” version. In this manner one obtains non-linear

generalisations of the algorithm, from the assumption that while the algorithm shouldn’t depend

linearly in x, y, it should be possible to find a feature map s.t., the algorithm is linear in some

higher dimensional feature space. Indeed from (5.4) we see that kernel trick replaces 〈x, y〉
by 〈φ∗(x), φ∗(y)〉. See [142] for a discussion of the construction of kernelised algorithms for

PCA and regression. A useful result in optimisation is the representer theorem, which

states that if K is a matrix kernel on Rd, and R : (Rd)` × R≥0 → R is any function strictly

increasing in its second entry, then any local minimiser of the functional J : H → R, J(f) ≡
R
(
(f(xi))

`
i=1, ‖f‖2

H
)
, takes the form (theorem 1 [261])

∑`
i Kxiwi, for some wi ∈ Rd. For

example the family of functionals J(f) ≡
∑

i L(yi, f(xi)) + η‖f‖2
H, for some yi ∈ Rd, where

L : Rd×Rd → R , satisfy the assumption of the theorem, and appear in kernel ridge regression.

There is also a bijection between the covariance functions of Gaussian processes and scalar

kernels. A discussion of the connection between Gaussian processes and kernel ridge regression

can be found in [182]. See also [82, 159, 359] for kernel methods in deep learning, regression,

classification, and approximation.

5.4 Stein Operators from Generators of Diffusions

We now describe an important application of generators to construct Stein operators which will

be used in §6 to define minimum Stein discrepancy estimators, though we will later show these

may obtained more naturally from geometric considerations. We begin by briefly reviewing

Stein’s method §5.4.1. We then consider the Langevin and diffusion Stein operators in §5.4.2,

which will be generalised in §6.9, by showing they are special cases of the generalisation of the

modular vector field of Weinstein.
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5.4.1 Stein’s Method

The aim of Stein’s method is to bound the error between a distribution P on X of interest,

originally a Gaussian [327], and other distributions, in order to quantify the quality of the

approximation, and prove convergence in distribution to P . The idea is as follows. We first

consider an integral probability metric [274]

dH(P,Q) ≡ sup
f∈H

∣∣∣∣∫ fdP −
∫
fdQ

∣∣∣∣ (5.5)

over an appropriate family H of functions X → R. In statistics this is often written as a

uniform bound on the expectations

dH(X,W ) ≡ sup
f∈H
|E[f(X)]− E[f(W )]|

for random variables X ∼ P,W ∼ Q. Examples of integral probability metrics include the 1-

Wasserstein, Total variation, and Kolmogorov metrics. We refer to [130] for a review of metrics

on probability measures and the relations between them. Given P , the method relies on finding

a Stein operator T (often denoted SP ) whose domain is a Stein class of functions F(T )

that characterises the target P in the sense that∫
T [f ]dQ = 0 ∀f ∈ F(T ), iff Q = P. (5.6)

Here it is assumed that the range T (F(T )) consists of R-valued functions that are integrable

over an appropriate set {Q} of distributions of interest. In the original case P = N (0, 1), the

Stein operator

T [f ] =
df

dx
− f · Id

characterises N (0, 1) for a suitable Stein class as shown in Stein’s Lemma [309, lemma 2.1].

Given such a pair (T ,F(T )) we can then formulate Stein equation for fh ∈ F(T ) given

h ∈ H:

T [fh] = h−
∫
hdP.

Integrating over Q and taking the supremum over H yields

dH(Q,P ) = sup
f∈F(H)

∣∣∣∣∫ T [f ]dQ

∣∣∣∣
where F(H) is the set of solutions to Stein equation for h ∈ H, and the aim of Stein’s method

is then to bound the RHS using properties of Q and T (see [217, 218])
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5.4.2 Diffusion Stein Operator

Techniques from Stein’s method were also proposed to measure sample quality, that is to

quantify the discrepancy between the target P and a discrete distribution Q = wiδqi where∑
iw

i = 1. The aim is to obtain a discrepancy which is computationally tractable and controls

convergence in dH. Specifically for X ≡ Rn, [137] consider Stein discrepancies defined as

SD(Q,P ) ≡ dT [H](Q,P ) = sup
h∈H

∣∣∣∣∫ T [h]dQ

∣∣∣∣ = sup
h∈H

∣∣wiT [h](qi)
∣∣

where H is a set of functions Rn → Rn, and T an operator on H satisfying
∫
T [h]dP = 0 for

all h ∈ H. The construction of T therein relies on the observation that the generator L of the

diffusion (4.1) with target P satisfies ∫
L[f ]dP = 0

under appropriate conditions on L and f , which is called the generator approach [24]. For

a target P = ρdq, the Smoluchowsky dynamics dZt = ∇ log ρ(Zt)dt +
√

2dWt (see §4.1.2) has

generator

L = ∇ log ρ · ∂q + ∆,

which led [137] to the Langevin Stein operator

T [h] ≡ ∇ log ρ · h+∇ · h

defined over a set H given in proposition 1 therein. In [136] the authors proposed a more

general family of operators called diffusion Stein operators, which may be obtained from

(4.5) by ignoring the antisymmetric component and formally replacing 1
2
Σ∇h with mh where

m is an arbitrary n× n matrix

S[h] ≡ 1

ρ
∇ · (ρmh) .

We can also extract it more directly from the generator by rewriting it as (using (4.6))

Lf = b · ∇f + 1
2

tr
(
Σ∇2f

)
= 1

2
ρ−1∇ · (ρ(Σ + A)) · ∇f + 1

2
tr
(
Σ∇2f

)
= 1

2
ρ−1∇ · (ρΣ) · ∇f + 1

2
ρ−1 tr

(
ρΣ∇2f

)
+ 1

2
ρ−1∇ · (ρA) · ∇f

= 1
2
ρ−1∇ · (ρΣ∇f) + 1

2
ρ−1∇ · (ρA) · ∇f = 1

2
ρ−1∇ · (ρΣ∇f) + 1

2
ρ−1∇ · (ρA∇f)

= 1
2
ρ−1∇ · (ρ(Σ + A)∇f) ,
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where we have used §A.1 and tr(AS) = 0 for A, S anti-symmetric and symmetric matrices

respectively. The fact that ∇2f is a symmetric matrix is precisely the reason we need to first

write the generator in this form before making the substitution ∇f 7→ h. Replacing 1
2
(Σ + A)

with m and ∇f with h yields the diffusion Stein operator.

Note the Stein discrepancy defined by the Stein diffusion operators only requires knowledge of ρ

up to normalisation, and does not involve any integral over P (these are typically intractable).

On the other hand it does require solving an optimisation problem over H which is usually

infinite dimensional. One way to circumvent this issue is to choose H to be the unit ball of a

reproducing kernel Hilbert space as demonstrated, which for the Langevin Stein operator leads

to the kernel Stein discrepancy as we discuss next.

5.5 Representers and Kernel Stein Discrepancy

Consider a scalar reproducing kernel k : X × X → R with RKHS H. If P ∈ P(X ) is a

distributions on X , recall the H-valued map x 7→ kx is Bochner P-integrable iff x 7→ ‖kx‖H =√
k(x, x) is P-integrable (see A.5.4 [328]). If Pk(X ) denotes the set of distributions s.t., x 7→ kx

is Bochner integrable, we define the mean embedding

µ : Pk(X )→ H, µ(P) ≡ µP ≡
∫
kxdP(x).

By Proposition 2 [326] Pk(X ) = P(X ) iff k is bounded. Moreover by Lemma 3.1 [273], µ(P)

represents the P-expectation functional on H:∫
fdP = 〈f, µP〉H , ∀f ∈ H.

The mean embedding Pk(X ) → H allows us to transfer structures from H to Pk(X ). For

example, we can define a pseudometric on Pk(X ), called the maximum mean discrepancy

(MMD), as the pullback by µ of the Hilbert space metric dH induced by the inner product

MMD(P,Q) ≡
(
µ∗dH

)
(P,Q) = dH(µP, µQ) = ‖µP − µQ‖H.

Hence MMD is a metric on Pk(X ) iff µ is injective, in which case we say the kernel is charac-

teristic. Theorems 7 and 9 [326] determine conditions under which k is characteristic (though

these can be easily improved). The name of MMD results from the fact that using the repre-

senter property of µ, it is easy to show MMD is the integral pseudometric (5.5) associated to

the unit ball B1(H), and thus corresponds to the maximal difference of means over B1(H) (or
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equivalently the worst-case integration error over B1(H)): if P,Q ∈ Pk(X )

MMD(P,Q) = dB1(H)(P,Q) = sup
‖f‖H≤1

∣∣∣∣∫ fdP−
∫
fdQ

∣∣∣∣ = sup
‖f‖H≤1

|〈f, µP − µQ〉H| = ‖µP − µQ‖H.

Moreover using Bochner integrability and A.32 [328] (and continuity of the linear functional

〈h, ·〉H for any h ∈ H) the squared MMD (which is a statistical divergence) has the particularly

simple expression

MMD(P,Q)2 =

∫
kdP⊗ dP +

∫
kdQ⊗ dQ− 2

∫
kdP⊗ dQ. (5.7)

From the discussion above it follows that if k is bounded and characteristic MMD is a metric

on P(X ), and theorem 21 [326] provides bounds between MMD and Dudley, Wasserstein and

total variation distances, while theorems 23-24 yield settings where MMD metrises narrow

convergences on P(X ). MMD and the mean embedding have many applications, including

two sample tests [143], training generative neural networks [107], MCMC and inference [273],

and is related to energy distances which include the “distance covariance”, a discrepancy

that measures the dependency of random variables (corollary 26 [312]). Computing the MMD2

statistical divergence between P and Q only requires integrating the kernel with respect to

their product distributions. In particular given samples from P and Q we can use U -statistics

as unbiased estimators of the divergence. In [62] we have carefully analysed the application

of minimum MMD2 estimators to density-free inference, for statistical generative models using

natural gradient descent (see §A.8 for a summary of our results). Specifically, we have derived

generalisation bounds, proved consistency and asymptotically normality of the estimators, and

shown these were more robust to model misspecification than the competing Wasserstein-based

estimators (the proofs of these results were done by Andrew Duncan and I).

If we know the density of P up to a normalising constant, we can use Stein operators to

remove any integral in P. Let T be a Stein operator as in §5.4.1 for P with Stein class F(T ).

In fact we only need that T satisfies the weaker requirement∫
T [f ]dP = 0 ∀f ∈ F(T ). (5.8)

In statistics it is common to call an operator T and class of functions F(T ) for which (5.8)

holds a Stein operator and Stein class for P even though they do not characterise P in the sense

of (5.6). The kernel Stein discrepancy (KSD) associated with k is defined by considering
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the squared IPM of the image under T of the vector RKHS Hd defined by K ≡ kId (see §5.3)

KSD(P,Q) ≡ dT B1(Hd)(P,Q)2 = sup
f∈Hd:‖f‖Hd≤1

∣∣∣∣∫ T fdQ
∣∣∣∣2 .

For X = Rd a standard choice is the Langevin Stein operator (see §5.4.2). Then (5.8) becomes

essentially a divergence theorem∫
Rd
∇ · (pf)dx = 0, ∀f ∈ F(T )

and holds for example under conditions given by proposition 1 [138]. By theorems 3.6 and 3.8

[229], if k, p are sufficiently smooth and kx ∈ F(T ) for any x, then we can handle the supremum

and obtain

KSD(P,Q) =

∫
k0dQ⊗ dQ

where k0 : X × X → R is the (Langevin) Stein kernel

k0(x, y) ≡ k(x, y)∇x log p · ∇y log p+∇x log p · ∇ykx +∇y log p · ∇xky +∇x · ∇ykx.

Following the proof of theorem 1 [283] we have

k0(x, y) =

〈
1

p(x)
∇x(pkx),

1

p(y)
∇y(pky)

〉
Hd
.

Comparing with (5.4) we deduce that k0 is the (scalar) reproducing kernel (hence the name) of

the Hilbert space of functions

H0 = {φ(·)f = 〈φ(·)∗, f〉Hd : X → R : f ∈ Hd},

where we have used the feature map φ : X → (Hd)∗, φ(x)∗ ≡ 1
p(x)
∇x(pkx). Moreover, noting

that
∫
k0(x, ·)dP(x) = 0 and comparing with (5.7), we observe that MMDk0(P,Q)2 built on the

RKHS H0 is precisely the KSD(P,Q) defined above

KSD(P,Q) = MMDk0(P,Q)2.

It is worth mentioning that unlike MMD2, KSD is not symmetric since the Stein operator T
depends on its entries. Indeed, labelling Stein operators with the distribution they characterise,

we have

KSD(P,Q) = dTPB1(Hd)(P,Q)2 6= dTQB1(Hd)(Q,P)2 = KSD(Q,P).

However it provides a discrepancy measure between distributions that only depends on the
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unnormalised density of its first entry and an integration over its second entry. It can become

a statistical divergence under additional assumptions on k as given for example in proposition

3.3 [229]. Moreover given independent Q-distributed random variables (Xi), the U -statistic

1

n(n− 1)

∑
i<j

k0(Xi, Xj)

is an unbiased estimator of KSD(P,Q), while the V -statistic is the KSD between P and the

(random) empirical distribution Qn of Q

KSD(P,Qn) =
1

n2

∑
ij

k0(Xi, Xj).

KSD has been successfully applied to measure sample quality [138], control variates for Monte

Carlo integration on Euclidean space [283], goodness-of-fit tests and model evaluation [229].

In [80] we have proposed several methods to approximate distributions with discrete measures

based on minimising the V-statistics of KSD above. The algorithms therein substantially re-

duce the computational cost of implementing the original Stein point method (which relied on

an intractable optimisation process) [79], by using local updates constructed using reversible

MCMC transition kernels. In particular, we have shown that the method was consistent and

controlled narrow convergence when MALA transitions were employed (under mild assump-

tions), with substantial empirical improvements against competing methods, such as SVGD,

for Bayesian inference (the proofs were done by Lester Mackey and I).
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Chapter 6

Minimum Stein Discrepancy

Estimators for Unnormalised

Models

Maximum likelihood estimation (see §2.2.1) is a de facto standard for estimating the unknown

parameters in a statistical model {Pθ : θ ∈ Θ}. However, the computation and optimisation of

a likelihood typically requires access to the normalising constants of the model distributions.

This poses difficulties for complex statistical models for which direct computation of the nor-

malisation constant would entail prohibitive multidimensional integration of an unnormalised

density. Examples of such models arise naturally in modelling images [146, 196], natural lan-

guage [267], Markov random fields [310] and nonparametric density estimation [324, 360]. To

by-pass this issue, various approaches have been proposed to address parametric inference for

unnormalised models as we now discuss. In the reminder we shall denote the target distribution

as Q instead of P , to emphasise that we no longer consider smooth target distributions: the

target is now only known through some samples it generates.

In Markov Chain Monte Carlo maximum likelihood [129], to implement MLE, that is

θ̂ = arg max
θ∈Θ

log pθ(X)

where X is some data and pθ the joint density (recall (2.5)) is only known up to normalising con-

stant, so we know pθ where pθ = 1
Z(θ)

pθ, we choose an arbitrary positive density f (with respect

to the same reference measure “dx”) known up to normalisation, f = 1
Z
f , and equivalently
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consider maximising the likelihood ratio

θ̂ = arg max
θ∈Θ

log
pθ(X)

f(X)
= arg max

θ∈Θ

(
log

pθ(X)

f(X)
− log

Z(θ)

Z

)
.

The final term on the RHS can be rewritten as an expectation

Z(θ)

Z
=

∫
pθ(x)dx

Z
=

∫ pθ
f

(x)f(x)dx

Z
=

∫
pθ
f

(x)f(x)dx.

Given m independent fdx-distributed random variables (Yi), we can then build an estimator

for the MLE,

θ̂m ≡ arg max
θ∈Θ

(
log

pθ(X)

f(X)
− log

(
1

m

m∑
j=1

pθ(Yj)

f(Yj)

))
.

See [129, 128] for details about the convergence of this estimator to MLE.

When X is a finite set, Θ = Rm, and we write the discrete model distributions as Pθ ≡ 1
Zθ
e−Eθ ,

as we discussed in §5.2, a standard approach to locally maximise a function is by gradient ascent.

However the (random) Euclidean gradient of the likelihood at θ

∂ 1
n

∑
i logPθ(Xi)

∂θ
= − 1

n

∑
i

∂Eθ(Xi)

∂θ
− ∂ logZθ

∂θ
= − 1

n

∑
i

∂Eθ(Xi)

∂θ
− ∂ log

∑
x e
−Eθ(x)

∂θ

= − 1

n

∑
i

∂Eθ(Xi)

∂θ
+

∑
x e
−Eθ(x)∂θEθ(x)∑
y e
−Eθ(y)

= −Qn

(
∂Eθ
∂θ

)
+ Pθ

(
∂Eθ
∂θ

)

requires computing an intractable expectation over Pθ (here again we denote by Qn the empirical

distribution of the target Q). To circumvent this issue [153] proposed instead to follow the

gradient flow of the contrastive divergence

CDm ≡ KL(Qn‖Pθ)−KL(QnPm‖Pθ) (6.1)

where Pm is the m-step transition kernel of an ergodic Pθ-invariant Markov chain (see §A.4.10),

and QnPm means we have averaged the initial value of the chain with respect to Qn. When

m =∞ the second term vanishes and CD∞ reduces to KL. On the other hand for finite m we

have

∂ CDm

∂θ
=

∂

∂θ

∑
x

Qn(x) log
Qn(x)

Pθ(x)
− ∂

∂θ

∑
x

QnPm(x) log
QnPm(x)

Pθ(x)

= Qn

(
∂Eθ
∂θ

)
−QnPm

(
∂Eθ
∂θ

)
,

that is we have replaced the intractable expectation with an expectation over the distribution
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of the Markov chain at time m. Unfortunately, the estimators will in general be biased (see 2

[153]). See also noise-contrastive estimation [76, 145, 146]. A Stein contrastive divergence

learning was proposed in [228]. Here X = Rd, and, inspired by the CDm objective function,

the authors propose to replace the Markov chain transport of Qn by an SVGD perturbation of

the empirical distribution, leading to the objective

θ 7→ ∆pθQn (log pθ)−Qn (log pθ) ,

where ∆pθQn is the (random) discrete measure with particles Xi + η∆pθXi (recall the notation

from §5.2).

A related approach is the minimum probability flow learning [320]. Here the idea is to

replace the problem

argmin
θ

KL(Qn‖Pθ)

with

argmin
θ

KL(Qn‖Pεθ)

where Pεθ is the distribution at time ε of a continuous time Pθ-reversible Markov chain. Such a

chain may be described in terms of its generator matrix Γ (see 2.1 [294]), which in [320] is set

to

Γij ≡ gije
1
2 (Eθ(i)−Eθ(j)) i 6= j, Γii ≡ −

∑
i 6=j

Γji

for a suitable “connectivity” symmetric matrix (gij) describing which states can exchange prob-

ability. For small enough ε, KL(Qn‖Pεθ) and its Euclidean gradient can be computed without

knowledge of the normalisation constants of the model (see (14-16)).

The approaches discussed above often provide state-of-the-art estimations in practice, though

the most used estimators still seem to be the ones based on the score matching statistical diver-

gence. In §6.1 we will review in more detail the score matching estimator, its generalisations,

and weaknesses. We will then introduce the class of minimum Stein discrepancy estimators

§6.2, which only depend on the target distribution through expectations. Choosing the dif-

fusion Stein operator further ensures these estimators only depend on the model through the

gradients of the log-densities; thus making the estimators widely applicable. We will provide

some important examples in §6.3, §6.4, §6.5, which generalise KSD and SM. In §6.6 we will

derive the information metrics of the discrepancies, which may be used to implement natural

gradient descent, and analyse the properties of the estimators in §6.7. In §6.8 we include the

numerical experiments of [27]. Finally, in §6.9 and §6.10 we will discuss some more geometric as-

pects of Stein operators. Specifically, we will extend the “density approach”, which constructs

Stein operators on R, to arbitrary manifolds, by showing that the Lie derivative provides a
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canonical Stein operator (on vector fields). When combined with brackets this further shows

that the “generator approach”, which is the method of reference (except on R), is in fact a

special case of this generalised method and there is no need to introduce diffusions. We will

then use the bracket formalism and geometry of Stein operators to derive a further generalisa-

tion of diffusion score-matching that may be used on manifolds. The remaining sections will

be devoted to the derivation of some additional properties of the estimators.

6.1 Score Matching

The score matching (SM) estimator [173, 174] is a minimum score estimator [94] based on

the Hyvärinen scoring rule (see §2.2.1) that avoids normalizing constants by depending on Pθ
only through the gradient of its log density ∇x log pθ. It was originally proposed as a minimum

score matching estimator, with the score matching defined as (recall §5.1.3)

SM(θ) ≡ SM(Q‖Pθ) = 1
2

∫
Rd
q(x)‖∇x log pθ −∇x log q‖2

2dx.

SM estimators have proven to be a widely applicable method for estimation for models with

unnormalised smooth positive densities. The above expression assumes the log density to be

differentiable over the whole sample space Rd, but generalisations to binary and non-negative

data [174] as well as closed oriented Riemannian manifolds [246] have been produced. For the

case of non-negative data, X ≡ (R>0)d, one replaces the objective function by

SMNN(θ) ≡ 1
2

∫
(R>0)d

q(x)‖∇x log pθ � x−∇x log q � x‖2
2dx,

where � is the Hadamard product, and the terms “∇xf�x” arise by differentiating the “scaling

parametrisation” at the identity:

∇σf ◦ sx|σ=1 = ∇xf � x

where sx : (R>0)d → (R>0)d, sx(σ) ≡ x� σ, since

∇1 (f ◦ sx) = ∇xf ◦ ∇1sx = ∇xf · diag(x1, . . . , xd) = ∇xf � x.

See also [240] for a generalisation of the score matching objective that is more suitable to

estimation of discrete measures. When X is an oriented Riemannian manifold with Riemannian

volume form volX , we simply replace the derivative ∇f with the Riemannian gradient ∇Xf , to
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obtain the objective function

SM(θ) ≡ 1
2

∫
X
q(x)

〈
∇Xx log pθ −∇Xx log q,∇Xx log pθ −∇Xx log q

〉X
x

volX (dx).

Expanding the inner product∫
X
q(x)

〈
∇Xx log pθ −∇Xx log q,∇Xx log pθ −∇Xx log q

〉X
x

volX (dx)

=

∫
X
q
(
‖∇X log pθ‖2 − 2

〈
∇X log pθ,∇X log q

〉X
+ ‖∇X log q‖2

)
volX ,

and by Stokes theorem

−
∫
X
q
〈
∇X log pθ,∇X log q

〉X
volX = −

∫
X

〈
∇X log pθ,∇X q

〉X
volX

=

∫
X
q∆ log pθvolX −

∫
∂X
q
〈
∇Xpθ, n

〉X
vol∂X .

Thus if the boundary term vanishes (for example X is a closed manifold) we obtain

SM(θ) = 1
2

∫
X

(
‖∇X log pθ‖2 + 2∆ log pθ

)
dQ + 1

2

∫
X
‖∇X log q‖2dQ. (6.2)

Since the last integral does not depend on θ it does not affect the minimiser of the objective,

while the first integral, which involves a Riemannian version of the Hyvärinen score (2.9), may

be estimated using a sample from Q, and only requires knowing the statistical model up to

normalising constant (we will generalise this in §6.10).

Despite the flexibility of this approach, SM has three important and distinct limitations.

Firstly, as the Hyvärinen score depends on the Laplacian of the log-density, SM estimation

will be expensive in high dimension and will break down for non-smooth models or for models

in which the second derivative grows very rapidly. Secondly, as we shall demonstrate, SM

estimators can behave poorly for models with heavy tailed distributions. Thirdly, the SM

estimator is not robust to outliers in many applications of interest. Each of these situations

arise naturally for energy models, particularly product-of-experts models and ICA models [175].

In a separate strand of research, new approaches have been developed to measure discrepancy

between an unnormalised distribution and a sample based on Stein discrepancies, in particular

KSD, that control weak convergence of an empirical measure to a target [134, 133, 245, 135].

In what follows we consider minimum Stein discrepancy (SD) estimators and show that SM,

minimum probability flow and contrastive divergence estimators are all special cases. Within

this class we focus on SDs constructed from RKHS, establishing the consistency, asymptotic

normality and robustness of these estimators. Moreover, we shall demonstrate that these SDs
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are appropriate for estimation of non-smooth distributions and heavy tailed distributions.

6.2 Minimum Stein Discrepancy Estimators

For our purposes we are interested in discrepancies that can be evaluated when Pθ is only known

up to normalisation, precluding the use of KL divergence. We instead construct estimators using

Stein discrepancies based on Stein operators which do not depend on the normalisation. Let

Γ(Y) ≡ Γ(X ,Y) ≡ {f : X → Y}. As explained in (5.8) we weaken the requirements introduced

in §5.4.1 and call a map SP : G ⊂ Γ(Rd)→ Γ(R) a Stein operator over a Stein class G ≡ F(SP)

if
∫
X SP[f ]dP = 0 ∀f ∈ F(SP) for any P. From §5.4.2 the Stein discrepancy is then

SDSPθ [G] (Q‖Pθ) ≡ sup
f∈SPθ [G]

∣∣∣∣∫
X
fdPθ −

∫
X
fdQ

∣∣∣∣ = sup
g∈F

∣∣∣∣∫
X
SPθ [g]dQ

∣∣∣∣ . (6.3)

The Stein discrepancy depends on Q only through expectations, and does not require the

existence of a density, therefore permitting Q to be an empirical measure. If P has a C1 density

p on X , recall from §5.4.2 that to obtain discrepancies which do not depend on the normalising

constant of p, one can consider the Langevin-Stein discrepancy arising from the Stein operator

Tp[g] ≡ 〈∇ log p, g〉+∇· g [134, 133], or more generally, for an arbitrary m ∈ Γ(Rd×d) which we

call diffusion matrix, the diffusion Stein operators: Smp [g] ≡ (1/p)∇· (pmg) where g ∈ Γ(Rd),

which we extend to matrix fields Smp [A] ≡ (1/p)∇ · (pmA) , A ∈ Γ(Rd×d). The associated

minimum Stein discrepancy estimates are then the minimisers of (6.3). As we will only

have access to a sample {Xi}ni=1 ∼ Q, we will focus on the minimum Stein discrepancy

estimators minimising an approximation ŜDSPθ [G]({Xi}ni=1‖Pθ) based on a U -statistic of the

Q-integral:

θ̂Stein
n ≡ argminθ∈ΘŜDSPθ [G]({Xi}ni ‖Pθ). (6.4)

Related and complementary approaches to inference using SDs include the nonparametric es-

timator of [219], the density ratio approach of [231] and the variational inference algorithms of

[241, 304]. We now highlight several instances of SDs which will be studied in detail.
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6.3 Example 1: Diffusion Kernel Stein Discrepancy Es-

timators

A convenient choice of Stein class is the unit ball of a RKHS of a scalar kernel function k,

since this yields a closed-form expression for the supremum (see §5.5) For the Langevin Stein

operator Tp, the resulting KSD first appeared in [282] and has since been considered extensively

in the context of hypothesis testing, measuring sample quality and approximation of probability

measures in [79, 78, 83, 98, 135, 227, 226, 223]. We now discuss its application to inference,

and will in fact consider the more general class of discrepancies based on the diffusion Stein

operator and matrix-valued kernels for additional flexibility.

Consider an RKHS Hd of functions f ∈ Γ(Rd) with (matrix-valued) kernel K ∈ Γ(X ×
X ,Rd×d) (see §5.3), and we set Kx ≡ K(x, ·). The Stein operator Smp [f ] induces an operator

Sm,2p Sm,1p : Γ(X × X ,Rd×d) → Γ(R) which acts first on the first variable and then on the

second one. We briefly mention two simple examples of matrix kernels constructed from scalar

kernels. If we want the components of f to be orthogonal, we can use the diagonal kernel (i)

K = diag(λ1k
1, . . . , λdk

d) where λi > 0 and ki is a C2 kernel on X , for i = 1, . . . , d; else we can

“correlate” the components by setting (ii) K = Bk where k is a (scalar) kernel on X and B is

a (constant) symmetric positive definite matrix. We propose to study diffusion kernel Stein

discrepancies indexed by K and m (see §6.11 for the proof):

Theorem 35 (Diffusion Kernel Stein Discrepancy). For any kernel K, we find that

Smp [f ](x) = 〈Sm,1p Kx, f〉Hd for any f ∈ Hd. Moreover if x 7→ ‖Sm,1p Kx‖Hd ∈ L1(Q), we

have

DKSDK,m(Q‖P)2 ≡ sup
h∈Hd
‖h‖≤1

∣∣∣∣∫
X
Smp [h]dQ

∣∣∣∣2 =

∫
X

∫
X
k0(x, y)dQ(x)dQ(y) (6.5)

k0(x, y) ≡ Sm,2p Sm,1p K(x, y) =
1

p(y)p(x)
∇y · ∇x ·

(
p(x)m(x)K(x, y)m(y)>p(y)

)
. (6.6)

As the proof shows, the Stein kernel k0 is indeed a (scalar) kernel obtained from the feature

map φ : X → Hd, φ(x) ≡ Sm,1p [K]|x. For K = kId, m = hId, DKSD is a KSD with scalar

kernel h(x)k(x, y)h(y), and if h = 1 our objective becomes the usual Langevin-based KSD of

[83, 135, 226, 282] (see §A.7.3). The work of [228] discussed the potential of optimizing the KSD

with (Euclidean) gradient descent but did not evaluate its merits. In the sections to follow,

we will see the advantages conferred by introducing more flexible diffusion operators, matrix
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kernels, and natural gradient optimisation.

Note it is also possible to view Km : (x, y) 7→ m(x)K(x, y)m(y)> as a new matrix kernel,

since Km(y, x)> = m(x)K(y, x)m(y)> = Km(x, y), and for any vj ∈ Rd, xi ∈ X ,

vj ·Km(xj, xl)vl = vj ·m(xj)K(xj, xl)m(xl)
>vl =

(
m(xj)

>vj
)
·K(xj, xl)

(
m(xl)

>vl
)
≥ 0,

which shows Km defines a vector RKHS (see §5.3). In order to use these for minimum SD

estimation, we propose the following U -statistic approximation:

D̂KSDK,m({Xi}ni=1‖Pθ)2 =
2

n(n− 1)

∑
1≤i<j≤n

k0
θ(Xi, Xj) =

1

n(n− 1)

∑
i 6=j

k0
θ(Xi, Xj), (6.7)

with associated estimators: θ̂DKSD
n ∈ argminθ∈ΘD̂KSDK,m({Xi}ni=1‖Pθ)2.

Now that our DKSD estimators are defined, an important remaining question is under which

conditions can DKSD discriminate distinct probability measures. To answer, we will need

several definitions. We say a matrix kernel K is in the Stein class of Q if
∫
X S

m,1
q [K]dQ = 0,

and that it is strictly integrally positive definite (IPD) if
∫
X×X dµ>(x)K(x, y)dµ(y) > 0 for any

finite non-zero signed vector Borel measure µ. Note that when K = kId we recover definition

3.4 [229] of Stein class of a scalar kernel with respect to Q, as well as the definition in [326] of

IPD scalar kernels. From Smp [f ](x) = 〈Sm,1p Kx, f〉Hd we have that f ∈ Hd is in the Stein class

(i.e.,
∫
X S

m
q [f ]dQ = 0) when K is also in the class. Setting sp ≡ m>∇ log p ∈ Γ(Rd):

Proposition 36 (DKSD as a Statistical Divergence). Suppose K is IPD and in the Stein

class of Q, and m(x) is invertible. If sp − sq ∈ L1(Q), then DKSDK,m(Q‖P)2 = 0 iff Q = P.

See §6.11.2 for the proof. Note that this proposition generalises Proposition 3.3 from [226]

to a significantly larger class of SD. For the matrix kernels introduced above, the proposition

below shows that K is IPD when its associated scalar kernels are; a well-studied problem [325].

Proposition 37 (IPD Matrix Kernels). (i) Let K = diag(k1, . . . , kd). Then K is IPD iff

each kernel ki is IPD. (ii) Let K = Bk for B be symmetric positive definite. Then K is IPD

iff k is IPD.

6.4 Example 2: Diffusion Score Matching Estimators

A well-known family of estimators for sufficiently smooth densities are the SM estimators §6.1.

We consider the approximation ŜM({Xi}ni=1‖Pθ) ≡ 1
n

∑n
i=1 ∆ log pθ(Xi) + 1

2
‖∇ log pθ(Xi)‖2

2
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based on an unbiased estimation for the minimiser of the SM discrepancy (6.2), and its es-

timators θ̂SM
n ≡ argminθ∈ΘŜM({Xi}ni=1‖Pθ), for independent random vectors Xi ∼ Q. We will

now introduce a generalisation that we call diffusion score matching (DSM) which is a SD

constructed from the diffusion Stein operator (see §6.11.3):

Theorem 38 (Diffusion Score Matching). Let X = Rd and consider some diffusion Stein

operator Smp for some function m ∈ Γ(Rd×d) and the Stein class G ≡ {g = (g1, . . . , gd) ∈
C1(X ,Rd)∩L2(X ;Q) : ‖g‖L2(X ;Q) ≤ 1}. If p, q > 0 are differentiable and sp− sq ∈ L2(Q), then

we define the diffusion score matching divergence as the Stein discrepancy,

DSMm(Q‖P) ≡ sup
f∈Sp[G]

∣∣∣∣∫
X
fdQ−

∫
X
fdP

∣∣∣∣2 =

∫
X

∥∥m> (∇ log q −∇ log p)
∥∥2

2
dQ. (6.8)

This satisfies DSMm(Q‖P) = 0 iff Q = P when m(x) is invertible. Moreover, if p is twice-

differentiable, and qmm>∇ log p,∇ · (qmm>∇ log p) ∈ L1(Rd), then Stoke’s theorem gives

DSMm(Q‖P) =

∫
X

(
‖m>∇x log p‖2

2 + ‖m>∇ log q‖2
2 + 2∇ ·

(
mm>∇ log p

))
dQ. (6.9)

Notably, DSMm recovers SM when m(x)m(x)> = I, that is when m takes value in the

orthogonal group, the group of linear maps that preserve the Euclidean inner product. We

can also recover the (generalised) non-negative score matching estimator of [239] with the

choice m(x) ≡ diag(h1(x1)1/2, . . . , hd(xd)
1/2). As for the standard SM estimator, DSM is only

defined for distributions with sufficiently smooth densities. However the θ-dependent part of

DSMm(Q‖Pθ) in (6.9)1

∫
X

(∥∥m>∇x log pθ
∥∥2

2
+ 2∇ ·

(
mm>∇ log pθ

))
dQ

=

∫
X

(∥∥m>∇x log pθ
∥∥2

2
+ 2

(〈
∇ · (mm>),∇ log p

〉
+ tr

[
mm>∇2 log p

]))
dQ,

or in components∫
X

dQ(x)
(
m(x)ijm(x)lj∂xl log pθ(x)∂xi log pθ(x) + 2∂xj∂xk log pθ(x)mkl(x)mjl(x)

+ 2∂xk log pθ(x) (∂xjmkl(x)mjl(x) +mkl(x)∂xjmjl(x))
)
,

does not depend on the density of Q. Hence it can be estimated using an empirical mean,

1 Here we use ∇ ·
(
mm>∇ log p

)
=
〈
∇ · (mm>),∇ log p

〉
+ tr

[
mm>∇2 log p

]
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leading to the estimators θ̂DSM
n ≡ argminθ∈ΘD̂SMm({Xi}ni=1‖Pθ) for

D̂SMm({Xi}ni=1‖Pθ) ≡
1

n

n∑
i=1

(
‖m>∇x log pθ‖2

2 + 2∇ ·
(
mm>∇ log pθ

))
(Xi) (6.10)

where {Xi}ni=1 is a sample from Q. Note that this is only possible if m is independent of θ,

in contrast to DKSD where m can depend on X × Θ, thus leading to a more flexible class of

estimators.

An interesting remark is that the DSMm discrepancy may in fact be obtained as a limit

of DKSD over a sequence of target-dependent kernels: see §6.11.3 for the complete result

which corrects and significantly generalises previously established connections between the SM

divergence and KSD (such as in Sec. 5 of [226]).

We conclude by commenting on the computational complexity. Evaluating the DKSD loss

function requires O(n2d2) computation, due to the U-statistic and a matrix-matrix product.

However, if K = diag(λ1k
1, . . . , λdk

d) or K = Bk, and if m is a diagonal matrix, then we can

by-pass expensive matrix products and the cost is O(n2d), making it comparable to that of

KSD. Although we do not consider these in this paper, recent approximations to KSD could

also be adapted to DKSD to reduce the computational cost to O(nd) [170, 178]. The DSM

loss function has computational cost O(nd2), which is comparable to the SM loss. From a

computational viewpoint, DSM will hence be preferable to DKSD for large n, whilst DKSD

will be preferable to DSM for large d.

6.5 Further Examples: Contrastive Divergence and Min-

imum Probability Flow

Before analysing DKSD and DSM estimators further, we show that the class of minimum SD

estimators also includes other well-known estimators for unnormalised models. Let (Xm
θ )m∈N be

an ergodic Markov chain with (unique) invariant probability measure Pθ, obtained for example

using a Metropolis-Hastings algorithm §2.1. Let Pm
θ be the associated transition semigroup,

i.e., (Pm
θ f)(x) ≡ E[f(Xm

θ )|X0
θ = x] (see §4.1). Choosing the Stein operator SPθ ≡ I −Pm

θ , note

that (5.8) holds (using (2.30-2.32) [294])∫
SPθ(f)dPθ =

∫
fdPθ −

∫
Pm
θ (f)dPθ =

∫
fdPθ −

∫
fdPθ = 0.
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Using the Stein class {log pθ + c : c ∈ R} leads to the following SD (see (6.3)):

SDSPθ (Q‖Pθ) =

∣∣∣∣∫ (log pθ − Pm
θ log pθ) dQ

∣∣∣∣ =

∣∣∣∣∫ log pθdQ−
∫

log pθdQm
θ

∣∣∣∣
= KL(Q‖Pθ)−KL(Qm

θ ‖Pθ) = CDm(Q‖Pθ),

where Qm
θ is the law of Xm

θ given that X0
θ ∼ Q and assuming that Q � Pθ and Qm

θ � Pθ,
which is the loss function associated with contrastive divergence (see (6.1)). Suppose now that

X is a finite set. Given θ ∈ Θ let Pθ be the transition matrix for a Markov process with unique

invariant distribution Pθ. Suppose we observe data {xi}ni=1 and let q be the corresponding

empirical distribution. Choosing the Stein operator Sp = I − Pθ and the Stein set G = {f ∈
Γ(R) : ‖f‖∞ ≤ 1}. Note that, g ∈ arg supg∈G |Q(Sp[g])| will satisfy g(i) = sgn(q>(I−Pθ)i), and

the resulting Stein discrepancy is the minimum probability flow loss objective function [320]:

MPFL(Q‖P) =
∑
y

∣∣((I − Pθ)>q)y∣∣ =
∑

y 6∈{xi}ni=1

∣∣∣∣∣∣ 1n
∑

x∈{xi}ni=1

(I − Pθ)xy

∣∣∣∣∣∣ . (6.11)

6.6 Implementing Minimum SD Estimators: Stochastic

Riemannian Gradient Descent

In order to implement the minimum SD estimators, we propose to use a stochastic gradient

descent (SGD) algorithm associated to the information geometry induced by the SD on the

parameter space §5.1. More precisely, consider a parametric family PΘ of probability measures

on X with Θ ⊂ Rm. Indeed recall from §5.1.3 that a statistical divergence D on a parametrised

statistical manifold has an associated information matrix field on Θ defined as the map θ 7→
g(θ), where g(θ) is the symmetric bilinear form g(θ)ij = − 1

2
(∂2/∂αi∂θj)D(Pα‖Pθ)|α=θ. When

g is positive definite (i.e., D is a divergence) we can use it to perform (Riemannian) gradient

descent on the parameter space Θ. We provide below the information matrices of DKSD and

DSM (and hence extends results of [183]):

Proposition 39 (Information Tensor DKSD). Assume the conditions of §36 hold. The

information tensor associated to DKSD is positive semi-definite and has components

gDKSD(θ)ij =

∫
X

∫
X

(∇x∂θj log pθ(x))>mθ(x)K(x, y)m>θ (y)∇y∂θi log pθ(y)dPθ(x)dPθ(y).

(6.12)
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Proposition 40 (Information Tensor DSM). Assume the conditions of §38 hold. The

information tensor defined by DSM is positive semi-definite and has components

gDSM(θ)ij =

∫
X

〈
m>∇∂θi log pθ,m

>∇∂θj log pθ
〉

dPθ. (6.13)

See §6.12 for the proofs. Following §5.2, given a sequence (ηt) of step sizes we will approximate

the gradient flow with

θ̂t+1 = θ̂t − ηtĝθt({X t
i}ni=1)−1∂θt ŜD({X t

i}ni=1‖Pθ). (6.14)

Minimum SD estimators hold additional appeal for exponential family models, since their

densities have the form pθ(x) ∝ exp (〈θ, T (x)〉Rm) exp(b(x)) for natural parameters θ ∈ Rm,

sufficient statistics T ∈ Γ(Rm), and base measure exp(b(x)). For these models, the U-statistic

approximations of DKSD and DSM are convex quadratics with closed form solutions whenever

K and m are independent of θ. Moreover, since the absolute value of an affine function is

convex, and the supremum of convex functions is convex, any SD with a diffusion Stein operator

is convex in θ, provided m and the Stein class G are independent of θ.

6.7 Theoretical Properties for Minimum Stein Discrep-

ancy Estimators

We now show that the DKSD and DSM estimators have many desirable properties such as

consistency, asymptotic normality and bias-robustness. These results do not only provide us

with reassuring theoretical guarantees on the performance of our algorithms, but can also be

a practical tool for choosing a Stein operator and Stein class given an inference problem of

interest.

We begin by establishing strong consistency and for DKSD; i.e. almost sure convergence:

θ̂DKSD
n

a.s.−−→ θDKSD
∗ ≡ argminθ∈Θ DKSDK,m(Q‖Pθ)2. This will be followed by a proof of asymp-

totic normality. We will assume we are in the specified setting, so that Q = PθDKSD
∗

∈ PΘ. In

the misspecified setting, we will need to also assume the existence of a unique minimiser.

Theorem 41 (Strong Consistency of DKSD). Let X = Rd, Θ ⊂ Rm. Suppose that K is

bounded with bounded derivatives up to order 2, that k0(x, y) is continuously-differentiable on

an Rm-open neighbourhood of Θ, and that for any compact subset C ⊂ Θ there exist functions

f1, f2, g1, g2 such that for Q-a.e. x ∈ X ,
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1.
∥∥m>(x)∇ log pθ(x)

∥∥ ≤ f1(x), where f1 ∈ L1(Q) and continuous,

2.
∥∥∇θ

(
m(x)>∇ log pθ(x)

)∥∥ ≤ g1(x), where g1 ∈ L1(Q) is continuous,

3. ‖m(x)‖+ ‖∇xm(x)‖ ≤ f2(x) where f2 ∈ L1(Q) and continuous,

4. ‖∇θm(x)‖+ ‖∇θ∇xm(x)‖ ≤ g2(x) where g2 ∈ L1(Q) is continuous.

Assume further that θ 7→ Pθ is injective. Then we have a unique minimiser θDKSD
∗ , and if

either Θ is compact, or θDKSD
∗ ∈ int(Θ) and Θ and θ 7→ D̂KSDK,m({Xi}ni=1‖Pθ)2 are convex,

then θ̂DKSD
n is strongly consistent.

Theorem 42 (Central Limit Theorem for DKSD). Let X and Θ be open subsets of Rd

and Rm respectively. Let K be a bounded kernel with bounded derivatives up to order 2 and

suppose that θ̂DKSD
n

p−→ θDKSD
∗ and that there exists a compact neighbourhood N ⊂ Θ of θDKSD

∗

such that θ → D̂KSDK,m({Xi}ni=1,Pθ)2 is twice continuously differentiable for θ ∈ N and, for

Q-a.e. x ∈ X ,

1. ‖m>(x)∇ log pθ(x)‖+ ‖∇θ

(
m(x)>∇ log pθ(x)

)
‖ ≤ f1(x),

2. ‖m(x)‖+ ‖∇xm(x)‖+ ‖∇θm(x)‖+ ‖∇θ∇xm(x)‖ ≤ f2(x),

3. ‖∇θ∇θ

(
m(x)>∇ log pθ(x)

)
‖+ ‖∇θ∇θ∇θ

(
m(x)>∇ log pθ(x)

)
‖ ≤ g1(x),

4. ‖∇θ∇θm(x)‖+ ‖∇θ∇θ∇xm(x)‖+ ‖∇θ∇θ∇θm(x)‖+ ‖∇θ∇θ∇θ∇xm(x)‖ ≤ g2(x),

where f1, f2 ∈ L2(Q),g1, g2 ∈ L1(Q) are continuous. Suppose also that the information tensor

g is invertible at θDKSD
∗ . Then

√
n
(
θ̂DKSD
n − θDKSD

∗

)
d−→ N

(
0, g−1

DKSD(θDKSD
∗ )ΣDKSDg

−1
DKSD(θDKSD

∗ )
)
, (6.15)

where ΣDKSD =
∫
X

(∫
X ∇θk

0
θDKSD
∗

(x, y)dQ(y)
)
⊗
(∫
X ∇θk

0
θDKSD
∗

(x, z)dQ(z)
)

dQ(x).

See §6.13 for proofs. For both results, the assumptions on the kernel are satisfied by most

kernels common in the literature, such as Gaussian, inverse-multiquadric (IMQ) and any Matérn

kernels with smoothness greater than 2. Similarly, the assumptions on the model are very weak

given that the diffusion tensor m can be adapted to guarantee consistency and asymptotic

normality.

We now prove analogous results for DSM. This time we show weak consistency, i.e. conver-

gence in probability: θ̂DSM
n

p−→ θDSM
∗ ≡ argminθ∈Θ DSMm(Q‖Pθ). This will be a sufficient form

of convergence for asymptotic normality (see (6.23a) for definition of Fθ).
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Theorem 43 (Weak Consistency of DSM). Let X be an open subset of Rd, and Θ ⊂ Rm.

Suppose log pθ(·) ∈ C2(X ) and m ∈ C1(X ), and ‖∇x log pθ(x)‖ ≤ f1(x) for Q-a.e. x. Suppose

also that ‖∇x∇x log pθ(x)| ≤ f2(x) on any compact set C ⊂ Θ for Q-a.e. x, where ‖m>‖f1 ∈
L2(Q), ‖∇·(mm>)‖f1 ∈ L1(Q), ‖mm>‖∞f2 ∈ L1(Q). If either Θ is compact, or Θ and θ 7→ Fθ

are convex and θDSM
∗ ∈ int(Θ), then θ̂DSM

n is weakly consistent for θDSM
∗ .

When weak consistency holds and Θ is an open subset of Euclidean space, we can derive the

following CLT

Theorem 44 (Central Limit Theorem for DSM). Let X ,Θ be open subsets of Rd and

Rm respectively. Suppose θ̂DSM
n

p−→ θDSM
∗ , θ 7→ log pθ(x) is twice continuously differentiable on a

closed ball B̄(ε, θDSM
∗ ) ⊂ Θ, and that for Q-a.e. x ∈ X ,

(i) ‖m(x)m>(x)‖ + ‖∇x · (m(x)m>(x))‖ ≤ f1(x), and ‖∇x log pθ(x)‖ + ‖∇θ∇x log pθ(x)‖ +

‖∇θ∇x∇x log pθ(x)‖ ≤ f2(x), with f1f2, f1f
2
2 ∈ L2(Q)

(ii) for θ ∈ B̄(ε, θ∗), ‖∇θ∇x log pθ‖2 + ‖∇x log pθ‖‖∇θ∇θ∇x log pθ‖ + ‖∇θ∇θ∇x log pθ‖ +

‖∇θ∇θ∇x∇x log pθ‖ ≤ g1(x), and f1g1 ∈ L1(Q).

Then, if the information tensor is invertible at θDSM
∗ , we have

√
n
(
θ̂DSM
n − θDSM

∗

)
d−→ N

(
0, g−1

DSM

(
θDSM
∗

)
ΣDSMg

−1
DSM

(
θDSM
∗

))
. (6.16)

where ΣDSM =
∫
X ∇θFθDSM

∗
(x)⊗∇θFθDSM

∗
(x)dQ(x).

All of the proofs can be found in §6.13.2. An important special case covered by our theory is

that of natural exponential families, which admit densities of the form log pθ(x) ∝ 〈θ, T (x)〉Rm+

b(x). If K is IPD with bounded derivative up to order 2, ∇T has linearly independent rows, m

is invertible, and ‖∇Tm‖, ‖∇xb‖‖m‖, ‖∇xm‖ + ‖m‖ ∈ L2(Q), then the sequence of minimum

DKSD and DSM estimators are strongly consistent and asymptotically normal (see §6.13.3).

Before concluding this section, we turn to a concept of importance to practical inference:

robustness when subjected to corrupted data [169]. We quantify the robustness of DKSD and

DSM estimators in terms of their influence function, which can be interpreted as measuring the

impact of an infinitesimal perturbation of a distribution P by a Dirac located at a point z ∈ X
on the estimator. If θQ denotes the unique minimum SD estimator for Q, then the influence

functions is given by

IF(z,Q) ≡ ∂tθQt |t=0

if it exists, where Qt = (1− t)Q + tδz, for t ∈ [0, 1]. An estimator is said to be bias robust if

z 7→ IF(z,Q) is bounded.
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Proposition 45 (Robustness of DKSD estimators). Suppose that the map θ → Pθ over

Θ is injective, then IF(z,Pθ) = gDKSD(θ)−1
∫
X
∇θk

0(z, y)dPθ(y). Moreover, suppose that y 7→
F (x, y) is Q-integrable for any x, where F (x, y) = ‖K(x, y)sp(y)‖, ‖K(x, y)∇θsp(y)‖, ‖∇xK(x, y)sp(y)‖,
‖∇xK(x, y)∇θsp(y)‖, ‖∇y∇x (K(x, y)m(y))‖,‖∇y∇x (K(x, y)∇θm(y))‖. Then if x 7→ (‖sp(x)‖+
‖∇θsp(x)‖)

∫
F (x, y)Q(dy)|θDKSD

∗
is bounded, the DKSD estimators are bias robust: supz∈X ‖ IF(z,Q)‖ <

∞.

The analogous results for DSM estimators can be found in §6.14. Consider a Gaussian

location model, i.e. pθ ∝ exp(−‖x − θ‖2
2), for θ ∈ Rd. The Gaussian kernel satisfies the

assumptions of proposition 45 so that supz ‖ IF(z,Q)‖ < ∞, even when m = I. Indeed

‖ IF(z,Pθ)‖ ≤ C(θ)e−‖z−θ‖
2/4‖z− θ‖, where z 7→ e−‖z−θ‖

2/4‖z− θ‖ is uniformly bounded over θ.

In contrast, the SM estimator has an influence function of the form IF(z,Q) = z −
∫
X xdQ(x),

which is unbounded with respect to z, and is thus not robust. This clearly demonstrates the

importance of carefully selecting a Stein class for use in minimum SD estimators. An alterna-

tive way of inducing robustness is to introduce a spatially decaying diffusion matrix in DSM.

To this end, consider the minimum DSM estimator with scalar diffusion coefficient m. Then

θDSM = (
∫
X m

2(x)dQ(x))−1
(∫
X m

2(x)xdQ(x) +
∫
X ∇m

2(x)dQ(x)
)
. A straightforward calcula-

tion yields that the associated influence function will be bounded if both m(x) and ‖∇m(x)‖
decay as ‖x‖ → ∞. This clearly demonstrates another significant advantage provided by the

flexibility of our family of diffusion SD, where the Stein operator also plays an important role.

6.8 Numerical Experiments

In this section, we include the numerical experiments of [27] which explore several examples

which demonstrate worrying breakpoints for SM, and highlight how these can be straightfor-

wardly handled using KSD, DKSD and DSM. The calculations for the experiments were done

by myself, and the experiments were done by Doctor François-Xavier Briol for our paper [27].

6.8.1 Rough densities: the symmetric Bessel distributions

A major drawback of SM is the smoothness requirement on the target density. However, this

can be remedied by choosing alternative Stein classes, as will be demonstrated in the case

of the symmetric Bessel distributions. Let Ks−d/2 denote the modified Bessel function of the

second kind with parameter s−d/2. This distribution generalises the Laplace distribution [198]

and has log-density: log pθ(x) ∝ (‖x − θ1‖2/θ2)(s−d/2)Ks−d/2(‖x − θ1‖2/θ2) where θ1 ∈ Rd is a
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Figure 6.1: Minimum SD Estimators for the Symmetric Bessel Distribution. We consider the
case where θ∗1 = 0 and θ∗2 = 1 and n = 500 for a range of smoothness parameter values s in
d = 1.

Figure 6.2: Minimum SD Estimators for Non-standardised Student-t Distributions. We consider
a student-t problem with ν = 5, θ∗1 = 25, θ∗2 = 10 and n = 300.

location parameter and θ2 > 0 a scale parameter. The parameter s ≥ d/2 encodes smoothness.

We compared SM with KSD based on a Gaussian kernel and a range of lengthscale values

in 6.1. These results are based on n = 500 IID realisations in d = 1. The case s = 1

corresponds to a Laplace distribution, and we notice that both SM and KSD are able to obtain

a reasonable estimate of the location. For rougher values, for example s = 0.6, we notice that

KSD outperforms SM for certain choices of lengthscales, whereas for s = 2, SM and KSD are

both able to recover the parameter. Analogous results for scale can be found in 6.8.5, and 6.8.6

illustrates the trade-off between efficiency and robustness on this problem.

6.8.2 Heavy-tailed distributions: the non-standardised student-t dis-

tributions

A second drawback of standard SM is that it is inefficient for heavy-tailed distributions. To

demonstrate this, we focus on non-standardised student-t distributions: pθ(x) ∝ (1/θ2)(1 +

(1/ν)‖x− θ1‖2
2/θ

2
2)−(ν+1)/2 where θ1 ∈ R is a location parameter and θ2 > 0 a scale parameter.

The parameter ν determines the degrees of freedom: when ν = 1, we have a Cauchy distribution,

whereas ν =∞ gives the Gaussian distribution. For small values of ν, the student-t distribution

is heavy-tailed.

We illustrate SM and KSD for ν = 5 in Fig. 6.2, where we take an IMQ kernel k(x, y; c, β) =

(c2 + ‖x− y‖2
2)β with c = 1. and β = −0.5. This choice of ν guarantees the first two moments
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Figure 6.3: Minimum SD Estimators for Generalised Gamma Distributions under Corruption.
We consider the case where θ∗1 = 0 and θ∗2 = 2 (left and middle) or θ∗2 = 5 (right). Here n = 300.

exist, but the distribution is still heavy-tailed. In the left plot, both SM and KSD struggle to

recover θ∗1 when n = 300, and the loss functions are far from convex. However, DKSD with

mθ(x) = 1 + ‖x − θ1‖2/θ2
2 can estimate θ1 very accurately. In the middle left plot, we instead

estimate θ2 with SM, KSD and their correponding non-negative version (NNSM & NNKSD,

m(x) = x), which are particularly well suited for scale parameters. NNSM and NNKSD provide

improvements on SM and KSD, but DKSD with mθ(x) = ((x− θ1)/θ2)(1 + (1/ν)‖x− θ1‖2
2/θ

2
2)

provides significant further gains. On the right-hand side, we also consider the advantage of

the Riemannian SGD algorithm over SGD by illustrating them on the KSD loss function with

n = 1000. Both algorithms use constant stepsizes and minibatches of size 50. As demonstrated,

Riemmannian SGD converges within a few dozen iterations, whereas SGD hasn’t converged

after 1000 iterations. Additional experiments on the robustness of these estimators is also

available in 6.8.6.

6.8.3 Robust estimators for light-tailed distributions: the gener-

alised Gamma distributions

Our final example demonstrates a third failure mode for SM: its lack of robustness for light-

tailed distributions. We consider generalised gamma location models with likelihoods pθ(x) ∝
exp(−(x−θ1)θ2) where θ1 is a location parameter and θ2 determines how fast the tails decay. The

larger θ2, the lighter the tails will be and vice-versa. We set n = 300 and corrupt 80 points by

setting them to the value x = 8. A robust estimator should obtain a good approximation of θ∗

even under this corruption. The left plot in 6.3 considers a Gaussian model (i.e. θ∗2 = 2); we see

that SM is not robust for this very simple model whereas DSM with m(x) = 1/(1+‖x‖α), α = 2

is robust. The middle plot shows that DKSD with this same m is also robust, and confirms

the analytical results of the previous section. Finally, the right plot considers the case θ∗2 = 5

and we see that α can be chosen as a function of θ2 to guarantee robustness. In general, taking

α ≥ θ∗2 − 1 will guarantee a bounded influence function. Such a choice allows us to obtain

robust estimators even for models with very light tails.
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6.8.4 Efficient estimators for a simple unnormalised model

Figure 6.4: Estimators for a
Simple Intractable Model

Finally we consider a simple intractable model from [231]:

pθ(x) ∝ exp(η(θ)>ψ(x)) where ψ(x) = (
∑d

i=1 x
2
i ,
∑d

i=3 x1xi, tanh(x))>

and tanh is applied elementwise to x and η(θ) =

(−0.5, 0.2, 0.6, 0, 0, 0, θ, 0). This model is intractable since we

cannot easily compute its normalisation constant due to the

difficulty of integrating the unnormalised part of the model.

Our results based on n = 200 samples show that DKSD with

m(x) = diag(1/(1 +x)) is able to recover θ∗ = −1, whereas both

SM and KSD provide less accurate estimates of the parameter.

This illustrates yet again that a judicious choice of diffusion ma-

trix can significantly improve the efficiency of our estimators.

6.8.5 Efficiency of Minimum SD Estimators for Scale Parameters of

Symmetric Bessel distributions

In this section, we extend the results from the main text and compares SM with KSD based on

a Gaussian kernel and a range of lengthscale values for the scale parameter of the symmetric

Bessel distribution. The results, given in 6.1, are also based on n = 500 IID realisations in

d = 1. Similar results to those for the location parameter are obtained: KSD can deal with

rougher densities, as illustrated when s = 0.6.

Figure 6.5: Minimum SD Estimators for the Scale of a Symmetric Bessel Distribution. We
consider the case where θ∗1 = 0 and θ∗2 = 1 and n = 500 for a range of smoothness parameter
values s in d = 1.
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6.8.6 Bias Robustness of Minimum SD Estimators for the Symmet-

ric Bessel and Non-standardised Student-t Distributions

In this section, we explore the robustness of minimum SD estimators for the two other examples

in the main paper: the symmetric Bessel distribution (ν = 1000) and the non-standardised

student-t distribution. We once again select a diffusion matrix of the form m(x) = 1/(1+‖x‖α),

and fix α = 1 in both cases. This choice is refered to as “robust DKSD”. On the other hand,

we call “efficient DKSD” the DKSDs with choices of m as highlighted in the main text (and

which were chosen to improve efficiency in both cases). The results are provided in 6.6. In

each case, we used n = 500 data points, 80 of which were corrupted by a Dirac at some value

of given on the x-axis. Both in the student-t and symmetric Bessel distribution, we notice that

the “efficient DKSD” has an l1 error which grows with the value of the Dirac, whereas the

“robust DKSD” is bounded as a function of this Dirac.

Figure 6.6: The Robustness of Minimum SD Estimators for the Symmetric Bessel and Student-t
Distributions. Left: Student-t distribution. Right: Symmetric Bessel distribution.

6.9 Geometry of Stein Operators

Finally, let us go back to assume we have a smooth positive target distribution P to discuss

Stein operators and the associated discrepancies from a geometric perspective. As mentioned

earlier, Stein operators are used in statistics to construct functions with zero expectation with

respect to some smooth positive target measure P . In the following we shall consider Stein

operators acting on tensor fields, that is we want the Stein class to be a set of sections (of

appropriate bundles). To understand what is the foundation of Stein operators, we begin by

considering the integral with respect to P as a linear operator on test functions (i.e., as a

generalised function)

P [·] : C∞c (X )→ R, Pf ≡
∫
fP,

204



and are interested in obtaining an operator that generates test functions in the kernel of P [·]. We

have the following theorem based on the fact that when X is connected and oriented, there is an

isomorphism between the top compactly supported top de Rham cohomology group Hn
c (X ) and

R given by integration, ω 7→
∫
X ω, so in particular any compactly supported smooth measure

whose integral vanishes is exact [209, Sec. 17]. As usual, while this theorem does not depend

on the particular target measure P , the result of statistical interest is simply its transformation

using the P -musical isomorphisms.

Theorem 46. If X is connected and oriented, then the linear map P [·] : C∞c (X )→ R descends

to an isomorphism of vector spaces

P [·] : C∞c (X )/Im(divP |c)→ R,

where divP |c : Xc(X ) → C∞c (X ) is the divergence operator restricted to compactly supported

vector fields.

Proof. Indeed, the operator P [·] is the composition of two isomorphisms, the cohomology inte-

gral,
∫

: Hn
c (X ) → R, and the P -musical isomorphism restricted to the compactly supported

0th-homology of P , P [ : C∞c (X )/Im(divP |c)→ Hn
c (X ). �

Hence, if h, f ∈ C∞c (X ) are test functions, we have∫
fP =

∫
hP ⇐⇒ f = h+ divP (X), for some X ∈ Xc(X ).

Thus, denoting by [·]P : C∞c (X )→ C∞c (X )/Im(divP |c) the projection onto the equivalence class

of the homology of P , we have

(P [·])−1(0) = [0]P = {divP (X) : X ∈ Xc(X )},

that is the test functions that integrate to 0 are precisely those that can be written as the

divergence of compactly supported vector fields. In particular:

Corollary 47. If X is compact, connected, and oriented, then viewing the integral operator

with respect to P as an operator on smooth functions, we have∫
fP = 0 ⇐⇒ f = divP (X) for some X ∈ X(X ).

Thus, on compact manifolds the situation is clear, there is a canonical Stein operator, divP ,

and a canonical Stein class, the space of vector fields X(X ). Interestingly, we see that this result
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is a direct consequence of the properties of the top compactly supported de Rham cohomology

group. More generally, the Stein operator and Stein class is provided by Stokes’ theorem2

Theorem 48. Let X be a connected and oriented manifold. Then, viewing integration as an

operator on smooth P -integrable functions∫
fP = 0 ⇐⇒ f = divP (P ](α)) where

∫
dα = 0.

Again, it is interesting to observe that Stokes’ theorem∫
dα = 0,

is a canonical statement about the smooth manifold X , and does not require imposing any

additional structure. As the above result shows, the vanishing property of Stein operators,

which is sometimes the only one we need in applications, is simply a rephrasing of Stokes’

theorem via the P -musical isomorphisms.

Hence, in general the Stein operator is the P -rotationnel restricted to vector fields in the

canonical Stein class

XP ≡ P ]

(
{α ∈ Ωn−1(X ) :

∫
dα = 0}

)
.

We note that the canonical Stein class contains the P -preserving dynamics (since these are the

kernel of divP ), and the set Xc,0 of vector fields X for which iXP is compactly supported and

vanish on the boundary ∂X if the latter is non-empty.

We will thus call

TP ≡ divP |XP : XP → C∞(X )

the canonical Stein operator; by construction it satisfies the desired property

EP [TP (X)] ≡
∫
TP (X)P = 0, ∀X ∈ XP .

As mentioned above, the canonical Stein operator is canonical in the sense that it does not

require any additional structure on the sample space: it is fully determined by the target

measure P . Moreover the canonical Stein operator only depends on P up to normalisation,

since curlaP = curlP for any a ∈ R/{0}, an important requirement in many areas of statistics.

If we fix a bracket B on X , the canonical Stein operator on vector fields induces a second order

2See for example [299, 72, 347] for discussions on Stokes’ theorem on non-compact manifolds.
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operator on functions, the B-Stein operator on the Stein class C∞P ≡ {f ∈ C∞(X ) : Xf ∈ XP},

T BP : C∞P → C∞(X ) T BP f ≡ divP (Xf ) ≡ dive−HµX (Xf ) = divµX (Xf )− {f,H}.

• When B ≡ A is antisymmetric, the Bracket-Stein operator is simply a first-order differ-

ential operator, the curl vector field of the target

T AP = φAP .

• When X is Riemannian, B ≡ G−1, and P = p∞vol = e−Hvol, then

T GP (f) = ∇ ·Xf − 〈∇f,∇H〉 = ∆f − 〈∇f,∇H〉 = ∆f + 〈∇f,∇ log p∞〉 ,

and the G−1-Stein operator becomes the Riemannian Stein operator [29, 340, 154]. Hence

the Riemannian Stein operator is the restriction of the canonical Stein operator to gradient

fields. We proposed the Riemannian Stein operator in [29], where we analysed a method

for numerical integration of smooth functions based on interpolation with the induced

Riemannian Stein kernel. In particular, the resulting estimator for the integral was shown

to be consistent and rate-optimal under appropriate assumptions, which not only extended

but also improved previous results on Euclidean space [282, 281] (the proofs were done

by myself, except the MCMC ones which were done by both Dr. Oates and I).

• In general, decomposing the bracket into its symmetric and antisymmetric part, B ≡
S +A, we obtain the following useful decomposition of the B-Stein operator

T S+A
P (f) = divP (XSf +XAf ) = φSP (f) + φAP (f). (6.17)

When S is the canonical symmetric bracket induced by a finite set of vector fields we

recover the generator of P -reserving diffusions (4.35).

• In fact the brackets allows us to define a more general notion of Stein operator acting on

1-forms in the Stein class Ω1
P ≡ {α ∈ Ω1(X ) : B](α) ∈ XP}, as the pullback under B] of

the canonical Stein operator

T BP ≡ (B])∗TP : Ω1
P → C∞(X ), T BP (α) ≡ divP (B](α)). (6.18)

On flat Euclidean space this recovers the diffusion-Stein operator constructed in [136],

where the formal replacement “ 1
2
∇u 7→ g” therein is precisely the generalisation from

exact 1-forms to arbitrary 1-forms df 7→ α. In other words, the B-Stein operator on

functions is precisely the restriction to exact forms of the bracket-Stein operator on dif-

ferential forms. This shows that geometrically, the “diffusion”-Stein operator is simply
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the restriction of the canonical Stein operator to the vector fields generated by B], for

some bracket B. Importantly, this does not rely on the generator/diffusion approach

[24], and avoids the awkward formal replacement “ 1
2
∇u 7→ g”. Similarly, the “Langevin

Stein operator” [137] requires a Riemannian metric to construct the generator of the

overdamped Langevin dynamics, L(f) = 1
2
∇ log p∞(f) + 1

2
∆f as well as the formal re-

placement 1
2
∇f 7→ X, while its construction via the “product approach” (see (21) [154])

relies on the product structure of Euclidean space. Yet, as discussed above, none of these

approaches are necessary: the smoothness and positivity of the target distribution canon-

ically induce a Stein operator with the desired properties on general manifolds. We will

construct diffusion Stein operators using the generator approach in (6.19).

As we noted, the canonical Stein operator naturally combines vector fields with the target

measure to construct mean-zero functions, without relying on any extra structure on the sample

space. One can of course also construct Stein operators on functions using the generator

approach [24], which relies on the generator LP of a P -preserving diffusion, TLP ≡ LP , since

for f in the domain of LP ∫
TPfP

∫
LPfP =

∫
fL∗PP = 0.

From our completeness result, we know that the measure-preserving generators are parametrised

by the noise fields (Yi), and antisymmetric brackets through their curl vector field φP :

TLP f = φP (f) + 1
2
divP (Yi)Yif + 1

2
YiYif, (6.19)

up to additional non-zero elements of the (first) homology group of P . Hence any Stein operator

on a manifold constructed from the generator of a measure-preserving diffusion must have this

form (at least locally), and we shall refer to TLP as the diffusion Stein operator, which acts

on functions in the domain of the generator.3 The diffusion Stein operator arises from the

B-Stein operator (6.17) by choosing the symmetric part of B to be non-negative definite, which

is equivalent to demanding that it can be expressed as the canonical symmetric bracket (recall

§4.4.5) associated to a set of vector fields Yi (see (6.2) [176]).

It is also possible to extend to manifolds the key result concerning the “density approach”

on X = [a, b], that is theorem 2.1 [218], to show the canonical Stein operator characterises the

target probability distribution (5.6). Indeed, as mentioned above, when X is connected and

oriented, there is an isomorphism between the top compactly supported de Rham cohomology

group and R given by integration, ω 7→
∫
X ω, so in particular any compactly supported smooth

3The diffusion Stein operator (6.19) may be sometimes extended to an operator on closed 1-forms by corollary
1 [207].
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positive measure whose integral vanishes is exact. Thus, if X is compact and C ⊂ X is any

closed (or open) set, fix fC ≡ IC−P (C)1 where IC is the indicator function at C. Then
∫
fCP =

P (C) − P (C) = 0, so fCP = dαC for some αC . Let XC ≡ P ](αC) ∈ XP be the associated

vector field, so divP (XC) = P ]dαC = fC . Thus
∫

divP (XC)Q =
∫
fCQ = Q(C) − P (C)Q(X ),

and it follows by lemma 7.1.2 [50] that
∫
TP (X)Q = 0 for all X ∈ XP implies Q = P (up

to normalisation). Indeed in [218], X = [a, b], and the authors essentially simply use the fact

that d
(∫ z

a
fC(u)p(u)du

)
= fC(z)p(z)dz to explicitly construct αC(z) ≡

∫ z
a
fC(u)p(u)du (and

thus XC(z) = 1
p(z)

∫ z
a
fCP∂z). From above we note that when X is a general manifold (perhaps

with boundary), it suffices that for any open set C the top form fCP is exact (which holds for

example on any non-compact, connected, orientable manifold), in which case XC ≡ P ](αC),

where fCP = dαC , belongs to XP since
∫

dαC =
∫
fCP = 0, and the above derivation may be

replicated.4 Hence, again, we observe that we do not need to rely on generators to generalise

the univariate case: once the appropriate geometric formulation of Stein operators has been

introduced, many key statistical results may be obtained directly from very general results in

differential geometry, which also allows us to better understand the influence of the topology

of the sample space.

Finally, let us generalise two theorems in [224] (and provide much shorter proofs) which we

will use to generalise KSD to manifolds in §A.7.1. The first is the key result of SVGD describing

the rate of change of the KL statistical divergence between a 1-parameter family of measures

Qt satisfying the the continuity equation:

Theorem 49. Let Qt = qtµX , P = p∞µX , where qt satisfies ∂qt
∂t

+ div(qtY ) = 0 for some

complete vector field Y . Then

− d

dt
KL(Qt‖P ) =

∫
divP (Y )Qt.

Proof. Since Y is complete ΦY
t (X ) = X for any t. Then

− d

dt
KL(Qt‖P ) = − d

dt

∫
X

log

(
qt
p∞

)
Qt = − d

dt

∫
X

log

(
qt
p∞

)
qtµX = − d

dt

∫
X

log

(
qt
p∞

)
qtµX

= −
∫
X

∂ log
(
qt
p∞

)
qt

∂t
+ divµX

(
log

(
qt
p∞

)
qtY

)µX

= −
∫
X

qt∂ log
(
qt
p∞

)
∂t

+ qtY

(
log

(
qt
p∞

))µX

4Note that the statement that a smooth measure Q is exact, is equivalent to the statement that its density
f with respect to a smooth positive measure P , Q = fP , can be expressed as the P -divergence of a vector field.
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= −
∫
X

(
∂ log qt
∂t

+ Y

(
log

(
qt
p∞

)))
Qt

= −
∫
X

(−divµX (qtY ) + Y (log qt − log p∞))Qt

= −
∫
X

(−divµX (Y )− Y (log p∞))Qt =

∫
X

divP (Y )Qt.

�

The second generalisation is the following very useful proposition which shows that if a vector

space H intersects the Casimirs of a bracket trivially, then H ∼= XB|H ≡ {idhB : h ∈ H} in the

category of vector spaces (we recover [224] when B = G−1 and H is a RKHS containing only 0

as constant function).

Proposition 50. Let B be a bracket andH a vector space of functions on X s.t., Casimir(B)
⋂
H

= {0}. Then the map f 7→ Xf is a vector space isomorphism which we can use to transfer

structures on H to XB|H. For example if H is an inner product space then so is XB|H with

〈Xf , Xh〉 ≡ 〈f, h〉. In particular, if B is non-degenerate this holds iff H is a space of functions

for which 0 is the only locally constant function.

Proof. Since Casimir(B)
⋂
H = {0} the map h 7→ Xh is injective, and thus a bijection onto its

image. Since the map is R-linear this is a vector space isomorphism. It follows that 〈Xf , Xh〉 ≡
〈f, h〉 is a well-defined inner product. In particular if B is non-degenerate the only Casimirs

are the locally constant functions. �

We mention that if P is not positive globally but vanishes outside a submanifold SP , then

setting P ≡ fµX for a smooth positive reference measure µX , and a non-negative function f

with f > 0 on SP , we have

LXP = X(f)µX + fdivµX (X)µX = (X(f)µX + fdivµX (X)µX ) ISP
= (X(f) + f (divP (X)−X(log f)))µX ISP = divP (X)P ISP ,

Hence the Stein operator of P may be defined as divP (X) on SP , and 0 otherwise.

Next, we will use B-Stein operators to generalise diffusion score-matching to manifolds.
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6.10 Bracket-Induced Stein Discrepancies

The W-Stein discrepancy of the canonical Stein operator associated to a family of vector

fields W ⊂ XP is defined as

SDW(P‖Pθ) ≡ sup
f∈TPθ (W)

∣∣∣∣∫ fP −
∫
fPθ

∣∣∣∣ = sup
X∈W

∣∣∣∣∫ TPθ(X)P

∣∣∣∣
where here Pθ belongs to a smooth statistical model PΘ as above. As in §6.9 we can use a bracket

and let W = {iαB : α ∈ H} for some set of 1-forms H ⊂ Ω1
P . The B-Stein discrepancy over

H is then defined by

SDBH(P‖Pθ) ≡ sup
α∈H

∣∣∣∣∫ T BPθ(α)P

∣∣∣∣ .
In general we have the following useful representation of the B-SD in terms of the pairing (4.8)

generated by the measure:

Theorem 51. Suppose Pθ = e−HθPX and P = e−HPX for some smooth reference measure PX .

If H ⊂ Ω1
P , then

SDBH(P‖Pθ) = sup
α∈H

∣∣〈α,XB∗H−Hθ〉P ∣∣ , (6.20)

where B∗ is the dual bracket (see 4.3.1.1). In particular if H is a dense subspace of the unit ball

of some normed vector space (V, ‖ · ‖V ), with dual norm denoted ‖ · ‖∗V , and
〈
·, XB∗H−Hθ

〉
P
∈ V ∗

for any θ ∈ Θ:

SDBH(P‖Pθ) = sup
α∈H

∣∣〈α,XB∗H−Hθ〉P ∣∣ =
∥∥〈·, XB∗H−Hθ〉P∥∥∗V

Proof. Since α ∈ Ω1
P∫

T BPθ(α)P =

∫ (
T BPθ(α)− T BP (α)

)
P =

∫
(divPθ(iαB)− divP (iαB))P

=

∫
(B(α, dH)− B(α, dHθ)) =

∫ 〈
B](α), dH − dHθ

〉
P

=

∫ 〈
α,B∗](dH − dHθ)

〉
P,

from which the result follows. �

In particular if X is Riemannian and P = e−Hvol, choosing V ≡ L2(T ∗X , P ), the Hilbert

space of square P -integrable 1-forms, (α, α)P <∞, where the inner product is defined by (see

(4.9))

(α, γ)P ≡ (e−Hα, γ)vol =

∫
e−Hα ∧ ?γ =

∫
〈α, γ〉−1 P,
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we obtain the generalisation of the score matching (see §A.7.1 for the generalisation of KSD):

Corollary 52. We define B-score-matching SMB, between probability measures that are

absolutely continuous with respect to the Riemannian measure vol, as the W-canonical B-Stein

discrepancy with W ≡ {iαB : (α, α)P ≤ 1 and α ∈ Ω1
P}. Whenever W is a dense subset of the

unit ball in L2(T ∗X , P ), the score matching discrepancy from P ∝ e−Hvol to distributions in a

statistical model {Pθ = e−Hθvol : θ ∈ Θ}

SMB(P‖Pθ) =

∫
‖XB∗H−Hθ‖

2P = EP
[
‖XB∗H−Hθ‖

2
]
. (6.21)

B-score matching is a statistical divergence, that is SMB(P‖Pθ) = 0 iff Hθ = H vol-a.e.,

whenever Casimirs(B∗)
⋂
{Hθ − H : θ ∈ Θ} = {constants} vol-a.e.. The latter always holds

when B∗ is non-degenerate. Moreover, using the B-integration by parts, we can generalise

Hyvarinen’s trick and obtain

SMB(P‖Pθ) =

∫ (
‖XB∗Hθ‖

2 + 2∇ ·
(
]B∗]>XB∗Hθ

))
P︸ ︷︷ ︸

depends on P only through integration

+

∫
‖XB∗H ‖2P︸ ︷︷ ︸

θ-independent

, (6.22)

where B∗]> : X(X )→ Ω1(X ) is the transpose of B∗] with respect to the Riemannian metrics.

Proof. Starting from (6.20)

sup
(α,α)P≤1

∣∣〈α,XB∗H−Hθ〉P ∣∣ = sup
(α,α)P≤1

∣∣〈p∞α,XB∗H−Hθ〉vol

∣∣
= sup

(α,α)P≤1

∣∣(α, [XB∗H−Hθ)P ∣∣ = ‖[XB∗H−Hθ‖P .

Moreover SMB(P‖Pθ) = 0 iff ‖XB∗H−Hθ‖ = 0 vol-a.e. iff XB
∗

H−Hθ = 0 vol-a.e. iff H − Hθ ∈
Casimirs(B∗) vol-a.e.. Hence H − Hθ is a constant vol-a.e., so H = Hθ vol-a.e. since the

probability measures P,Pθ must integrate to 1. The last equality follows from∫ 〈
XB

∗

H , XB
∗

Hθ

〉
P =

∫ 〈
B∗](dH), XB

∗

Hθ

〉
P =

∫ 〈
dH,B∗]>XB∗Hθ

〉−1
P

= −
∫ 〈

de−H ,B∗]>XB∗Hθ
〉−1

vol

=

∫
∇ ·
(
]B∗]>XB∗Hθ

)
P,

where the last line follows from B-integration by parts 7. �
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When B is Riemannian we recover the Riemannian score matching

SMG−1(P‖Pθ) =

∫
‖∇ log pθ −∇ log p∞‖2P,

while in Euclidean space (6.21) yields the diffusion score matching. In (6.21) we also observe

that, in the spirit of [240], the B∗-Hamiltonian vector field XB
∗

H generalises the score ∇ log p∞ of

the target density: B-score matching matches the B-Hamiltonian fields of the input measures.

The representation (6.22) has the important property that its first term does not depend on θ,

and may be ignored during the process of optimising θ 7→ SMB(P‖Pθ), while the other terms

only depend on P through integration and may thus be estimated using a U -statistics.

The reminder of this chapter contains the proofs of the results stated beforehand, as well as

additional details on the Stein discrepancy minimum estimators.

6.11 Derivations on Diffusion Stein Discrepancies

By definition for f ∈ Γ(X ,Rd) and A ∈ Γ(X ,Rd×d)

Sp[f ] =
1

p
∇ · (pmf) = m>∇ log p · f +∇ · (mf),

Sp[A] =
1

p
∇ · (pmA) = m>∇ log p · A+∇ · (mA)

which are operators Γ(X ,Rd)→ Γ(X ,R) and Γ(X ,Rd×d)→ Γ(X ,Rd) respectively.

Proposition 53. Let X be an open (connected) subset of Rd, m is continuously differentiable,

and K : X × X → Rd×d is the matrix kernel of Hd. Suppose for any j ∈ [1, d], K, ∂1j∂2jK are

separately continuous and locally bounded. Then for any f ∈ Hd

Sp[f ](x) = 〈S1
p [K]|x, f〉Hd

Proof. Note that technically the kernel K of Hd takes value in the set of (bounded) linear

operators on Rd, and we view these linear operators as matrices by defining the components

(K(x, y))ji ≡ ej ·K(x, y)ei, where (el) is the canonical basis of Rd. For any f ∈ Hd

〈f(x),m(x)>∇ log p(x)〉Rd = 〈f,K(·, x)m(x)>∇ log p(x)〉Hd

= 〈f,K>x m(x)>∇ log p(x)〉Hd

= 〈f,m(x)>∇ log p(x) ·Kx〉Hd .
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Moreover, under these assumptions the RKHS Hd is continuously embedded in the topological

space C1(X ,Rd), so its elements are continuously differentiable. Then for any f ∈ Hd, by

theorem 2.11 [263]

〈f, ∂2jK(·, x)er〉Hd = 〈er, ∂jf |x〉Rd = ∂jfr|x.

Hence

〈f,∇ · (mK)|x〉Hd = 〈f, ∂1j(mjrKri)|xei〉Hd = 〈f, ∂jmjr|xKri(x, ·)ei +mjr(x)∂1jKri|xei〉Hd

= ∂jmjr|x〈f,Kir(·, x)ei〉Hd +mjr(x)〈f, ∂1jKri(x, ·)ei〉Hd

= ∂jmjr|x〈f,K(·, x)er〉Hd +mjr(x)〈f, ∂2jKir(·, x)ei〉Hd

= ∂jmjr|x〈f,K(·, x)er〉Hd +mjr(x)〈f, ∂2jK(·, x)er〉Hd

= ∂jmjr|xfr(x) +mjr(x)∂jfr|x
= 〈∇ ·m, f(x)〉Rd + tr[m(x)∇xf ] = ∇x · (mf).

Therefore, we conclude that Sp[f ](x) = 〈S1
pKx, f〉Hd where S1

pKx ≡ S1
p [K]|x means applying

Sp to the first entry of K and evaluate it x, so informally S1
p [K]|x : y 7→ 1

p
∇x ·(p(x)m(x)K(x, y)).

�

6.11.1 Diffusion Kernel Stein Discrepancies

Proposition 54. Suppose Sp[f ](x) = 〈S1
p [K]|x, f〉Hd for any f ∈ Hd. Let m and K be C2, and

x 7→ SpKx be Q-Bochner integrable. Then

DKSDK,m(Q,P)2 =

∫
X

∫
X
S2
pS1

pK(x, y)dQ(x)dQ(y).

Proof. Let us identify H1 ⊗H2
∼= L(H1 ×H2,R) ∼= L(H2,H1) with (v1 ⊗ v2) ∼ v1〈v2, ·〉H2

(since H2
∼= H∗2), so that (v1⊗v2)u2 ≡ v1〈v2, u2〉H2 (here L(V,W ) is the space of linear maps

from V to W ). Then

〈u1 ⊗ u2, v1 ⊗ v2〉HS ≡ 〈u1, v1〉H1〈u2, v2〉H2 = 〈u1, (v1 ⊗ u2)v2〉H1
.

For simplicity we will write SpKx ≡ S1
p [K]|x. Using the fact x 7→ SpKx is Q-Bochner integrable,

then by Cauchy-Schwartz x 7→ 〈h,SpKx〉Hd is Q-integrable. Then

DKSDK,m(Q,P)2 = sup
h∈Hd
‖h‖≤1

〈∫
X
Sp[h](x)dQ(x),

∫
X
Sp[h](y)dQ(y)

〉
R
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= sup
h∈Hd
‖h‖≤1

∫
X
〈h,SpKx〉HddQ(x)

∫
X
〈h,SpKy〉HddQ(y)

= sup
h∈Hd
‖h‖≤1

∫
X

∫
X
〈h,SpKx〉Hd 〈h,SpKy〉HddQ(x)dQ(y)

= sup
h∈Hd
‖h‖≤1

∫
X

∫
X
〈h,SpKx ⊗ SpKyh〉Hd dQ(x)dQ(y)

= sup
h∈Hd
‖h‖≤1

∫
X

∫
X
〈h⊗ h,SpKx ⊗ SpKy〉HS dQ(x)dQ(y).

Moreover
∫
X ‖SpKx ⊗ SpKy‖HSdQ(x)dQ(y) <∞, since∫

X
‖SpKx ⊗ SpKy‖HSdQ(x)⊗ dQ(y)

=

∫
X

∫
X

√
〈SpKx,SpKx〉Hd 〈SpKy,SpKy〉HddQ(x)dQ(y)

=

(∫
X

√
〈SpKx,SpKx〉HddQ(x)

)2

=

(∫
X
‖SpKx‖HddQ(x)

)2

<∞

since by assumption x 7→ SpKx is Q-Bochner integrable. Thus

DKSDK,m(Q,P)2 = sup
h∈Hd
‖h‖≤1

〈
h⊗ h,

∫
X

∫
X
SpKx ⊗ SpKydQ(x)dQ(y)

〉
HS

=

∥∥∥∥∫
X

∫
X
SpKx ⊗ SpKydQ(x)dQ(y)

∥∥∥∥
HS

=

∥∥∥∥∫
X
SpKxdQ(x)⊗

∫
X
SpKydQ(y)

∥∥∥∥
HS

=

∥∥∥∥∫
X
SpKxdQ(x)

∥∥∥∥2

Hd

=

〈∫
X
SpKxdQ(x),

∫
X
SpKyQ(dy)

〉
Hd

=

∫
X

∫
X
〈SpKx,SpKy〉Hd dQ(x)dQ(y)

=

∫
X

∫
X
S2
pS1

pK(x, y)dQ(x)dQ(y).

To show the penultimate equality (exchange integral and inner product), we use the fact SpKx

is Q-Bochner integrable, and that the operator W : f 7→ 〈f,
∫
X SpKyQ(dy)〉Hd is bounded, from
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which it follows that〈∫
X
SpKxdQ(x),

∫
X
SpKyQ(dy)

〉
Hd

= W

[∫
X
SpKxdQ(x)

]
=

∫
X
W [SpKxdQ(x)]

=

∫
X

〈
SpKx,

∫
X
SpKydQ(y)

〉
Hd

dQ(x)

=

∫
X

∫
X
〈SpKx,SpKy〉Hd dQ(x)dQ(y)

Hence DKSDK,m(Q,P)2 =
∫
X

∫
X S

2
pS1

pK(x, y)dQ(x)dQ(y).

Note that from this proof we have

k0(x, y) ≡ S2
pS1

pK(x, y) = 〈SpKx,SpKy〉Hd ,

which shows the map φ : X → Hd, φ(x) ≡ S1
p [K]|x is a feature map (more precisely it is dual

to the feature map) for the scalar reproducing kernel k0, and its RKHS consists of functions

g(·) = 〈φ(·), f〉Hd for f ∈ Hd [262]. �

6.11.2 Diffusion Kernel Stein Discrepancies as Statistical Divergences

In this section, we prove that DKSD is a statistical divergence and provide sufficent conditions

on the matrix-valued kernel.

6.11.2.1 Proof of 36: DKSD as statistical divergence

By Stoke’s theorem
∫
X Sq[v]dQ =

∫
X ∇·(qmv)dx = 0, thus

∫
X Sp[v]dQ =

∫
X (Sp[v]−Sq[v])dQ =∫

X (sp − sq) · vdQ, and by assumption
∫
X Sq[K]dQ =

∫
X ∇ · (qmK)dx = 0. Moreover, with

sp = m>∇ log p, and δp,q ≡ sp − sq. Hence

DKSDK,m(Q,P)2 =

∫
X

∫
X
S2
p

[
S1
pK(x, y)

]
dQ(y)dQ(x)

=

∫
X

∫
X

(sp(y)− sp(y)) ·
[
S1
pK(x, y)

]
dQ(y)dQ(x)

=

∫
X

(sp(y)− sp(y))dQ(y) ·
∫
X

[
S1
pK(x, y)

]
dQ(x)

=

∫
X

(sp(y)− sp(y))dQ(y) ·
∫
X

[
S1
pK(x, y)− S1

qK(x, y)
]

dQ(x)

=

∫
X

(sp(y)− sp(y))dQ(y) ·
∫
X

[(sp(x)− sp(x)) ·K(x, y)] dQ(x)
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=

∫
X

∫
X
q(x)δp,q(x)>K(x, y)δp,q(y)q(y)dxdy

=

∫
X

∫
X

dµ>(x)K(x, y)dµ(y).

where µ(dx) ≡ q(x)δp,q(x)dx, which is a finite measure by assumption. If S(q, p) = 0, then since

K is IPD we have qδp,q ≡ 0, and since q > 0 and m is invertible we must have ∇ log p = ∇ log q

and thus q = p.

6.11.2.2 Proof of 37: IPD matrix kernels

Let µ be a finite signed vector measure. (i) If each ki is IPD, then
∫

dµ>Kdµ =
∫
ki(x, y)dµi(x)dµi(y) ≥

0 with equality iff µi ≡ 0 for all i. Conversely suppose
∫
ki(x, y)dµi(x)dµi(y) ≥ 0 with equality

iff µi ≡ 0 for all i . Suppose kj is not IPD for some j, then there exists a finite non-zero signed

measure ν s.t.,
∫
kjdν⊗ dν ≤ 0, so if we define the vector measure µi ≡ δijν, which is non-zero

and finite, then
∫
ki(x, y)dµi(x)dµi(y) ≤ 0 which contradicts the assumption. For (ii), we first

diagonalise B = R>DR where R is orthogonal and D diagonal with positive entries λi > 0.

Then∫
dµ>Kdµ =

∫
kdµ>R>DRdµ =

∫
k (Rdµ)>D (Rdµ) =

∫
k(x, y)λidνi(x)dνi(y),

where ν ≡ Rµ is finite and non-zero, since µ is non-zero and R is invertible, thus maps non-zero

vectors to non-zero vectors. Clearly if k is IPD then
∫

dµ>Kdµ ≥ 0 with equality iff νi ≡ 0

for all i. Suppose K is IPD but k is not, then there exists finite non-zero signed measure ν for

which
∫
kdν ⊗ dν ≤ 0, but then setting µ ≡ R>ξ, with ξi ≡ δijν which is finite and non-zero,

implies
∫

dµ>Kdµ =
∫
kdξ>Ddξ = λj

∫
kdν ⊗ dν ≤ 0.

6.11.3 Diffusion Score Matching Derivations

6.11.3.1 Proof of 38: Diffusion Score Matching

Note that the Stein operator satisfies

Sp[g] =
∇ · (pmg)

p
=
〈∇p,mg〉+ p∇ · (mg)

p
= 〈∇ log p,mg〉+∇ · (mg)

=
〈
m>∇ log p, g

〉
+∇ · (mg).
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Since
∫
X Sq[g]dQ = 0, we have

D(Q‖P) = sup
g∈G

∣∣∣∣∫
X
Sp[g](x)Q(dx)

∣∣∣∣2 = sup
g∈G

∣∣∣∣∫
X

(Sp[g](x)− Sq[g](x))Q(dx)

∣∣∣∣2
= sup

g∈G

∣∣∣∣∫
X

((∇ log p−∇ log q) · (mg)) dQ
∣∣∣∣2 ,

= sup
g∈G

∣∣∣〈m> (∇ log p−∇ log q) , g
〉
L2(Q)

∣∣∣2
=
∥∥m> (∇ log p−∇ log q)

∥∥2

L2(Q)
=

∫
X

∥∥m> (∇ log p−∇ log q)
∥∥2

2
dQ,

where we have used the fact that G is dense in the unit ball of L2(Q) (since smooth functions

with compact support are dense in L2(Q)), and that the supremum over a dense subset of

the continuous functional F (·) ≡
〈
m> (∇ log p−∇ log q) , ·

〉
L2(Q)

is equal to the supremum

over the closure, supGF = supGF . Suppose D(Q‖P) = 0. Then since q > 0 we must have∥∥m> (∇ log p−∇ log q)
∥∥2

2
= 0, i.e., m> (∇ log p−∇ log q) = 0, i.e., ∇(log p− log q) = 0. Thus

log(p/q) = c, so p = qec and integrating implies c = 0, so D(Q‖P) = 0 iff Q = P a.e.. To obtain

the estimator we will use the divergence theorem, which holds for example if X,∇·X ∈ L1(Rd)

for X = qmm>∇ log p (see theorem 2.36, 2.28 [299] or theorem 2.38 for weaker conditions).

Note

∥∥m> (∇ log p−∇ log q)
∥∥2

2
= ‖m>∇ log p‖2

2 + ‖m>∇ log q‖2
2 − 2m>∇ log p ·m>∇ log q

thus we have∫
X

〈
m>∇ log p,m>∇ log q

〉
dQ =

∫
X

〈
∇ log q,mm>∇ log p

〉
dQ

=

∫
X

〈
∇q,mm>∇ log p

〉
dx

=

∫
X

(
∇ ·
(
qmm>∇ log p

)
− q∇ ·

(
mm>∇ log p

))
dx

= −
∫
X
q∇ ·

(
mm>∇ log p

)
dx = −

∫
X
∇ ·
(
mm>∇ log p

)
dQ.

6.11.3.2 Proof of 55: DSM as a limit of DKSD

We now consider the the limit in which DKSD converges to DSM:

Theorem 55 (DSM as a limit of DKSD). Let Q be a distribution on Rd with q > 0 and

suppose sp − sq ∈ C(Rd) ∩ L2(Q). Let Φγ(s) ≡ γ−dΦ(s/γ), γ > 0, Φ ∈ L1(Rd), Φ > 0

and
∫
Rd Φ(s)ds = 1. Consider the reproducing kernel kqγ(x, y) = kγ(x, y)/

√
q(x)q(y) =
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Φγ(x− y)/
√
q(x)q(y), and set Kq

γ ≡ Bkqγ. Then,

DKSDKq
γ ,m(Q‖P)2 → DSMm(Q‖P) as γ → 0.

We use the following lemma as a stepping stone.

Lemma 56. Suppose Φ ∈ L1(Rd), Φ > 0 and
∫

Φ(s) ds = 1. Let f, g ∈ C(Rd)∩L2(Rd), then

defining Kγ ≡ BΦγ where Φγ(s) ≡ γ−dΦ(s/γ) and γ > 0, we have∫ ∫
f(x)>Kγ(x, y)g(y)dx dy →

∫
f(x)>Bg(x) dx, as γ → 0.

Proof. We rewrite∫
X

∫
X
f(x)>BΦγ(x− y)g(y) dx dy =

∫
X

∫
X
f(x)>Bg(x− s)dxΦγ(s) ds =

∫
X
H(s)Φγ(s) ds,

where H : X → R is defined by

H(s) ≡
∫
X
f(x)>Bg(x− s) dx =

∫
X
〈f(x), Bg(x− s)〉Rddx ≡

∫
X
〈f(x), g(x− s)〉Bdx.

Since f, g ∈ C(Rd)∩L2(Rd), the functionH(s) is continuous, bounded, |H(s)| ≤ A‖f‖L2(Rd)‖g‖L2(Rd)

for a constant A > 0 depending only on B, and H(0) =
∫
f(x)>Bg(x) dx. Given δ > 0, we

can split the integral as follows:∫
|s|<δ

H(s)Φγ(s) ds +

∫
|s|>δ

H(s)Φγ(s) ds ≡ I1 + I2.

By continuity, given ε ∈ (0, 1) there exists δ > 0 such that |H(s)−H(0)| < ε for all |s| < δ.

Let I<δ ≡
∫
|y|<δ Φγ(y) dy > 0 since Φ > 0. Consider

I1 −H(0) =

∫
|s|<δ

Φγ(s)H(s)ds−H(0) =

∫
|s|<δ

Φγ(s)

(
H(s)− H(0)

I<δ

)
ds

=

∫
|s|<δ

Φγ(s)

I<δ
(H(s)I<δ − H(0)) ds.

Clearly
∫

Φγ(s)ds =
∫
γ−dΦ(s/γ)ds =

∫
Φ(z)dz = 1, since z ≡ s/γ implies dz = γ−dds, so

I<δ = 1− I>δ = 1−
∫
|y|>δ/γ

Φ(y) dy.

Then since Φ is integrable, there exists γ0(δ) > 0 s.t. for γ < γ0(δ) we have
∫
|y|>δ/γ Φ(y) dy < ε
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and thus 0 < 1− ε < I<δ < 1. Therefore, for γ < γ0(δ) :

|I1 −H(0)| =
∣∣∣∣∫
|s|<δ

Φγ(s)

I<δ
(H(s)I<δ −H(0)) ds

∣∣∣∣
≤
∫
|s|<δ

Φγ(s)

I<δ
|((H(s)−H(0)) I<δ +H(0) (I<δ − 1))| ds

≤
∫
|s|<δ

Φγ(s)

I<δ
(|H(s)−H(0)| I<δ + |1− I<δ|H(0)) ds

≤
∫
|s|<δ

Φγ(s)

I<δ
(εI<δ + εH(0)) ds

≤ ε

∫
|z|<δ/γ

Φ(z)dz +H(0)ε ≤ (1 +H(0)) ε.

For the second term, since H is bounded we have

I2 =

∫
|s|>δ

H(s)Φγ(s)ds =

∫
|s|>δ/γ

H(γs)Φ(s)ds ≤ ‖H‖∞
∫
|s|>δ/γ

Φ(s)ds,

so that, |I2| ≤ ‖H‖∞ε, for γ < γ0(δ). It follows that∣∣∣∣∫ ∫ f(x)>Kγ(x, y)g(y)dx dy −
∫
f(x)>Bg(x) dx

∣∣∣∣ =

∣∣∣∣∫ H(s)Φγ(s)ds−H(0)

∣∣∣∣
= |I1 + I2 −H(0)|

≤ |I1 −H(0)|+ |I2| → 0,

as γ → 0 as required. �

We note that f ∈ L2(Q) if and only if f
√
q ∈ L2(Rd). Therefore applying the previous result,

we have that∫
X

∫
X
f(x)>Kq

γ(x, y)g(y) dQ(x) dQ(y) =

∫
X

∫
X

(√
q(x)f(x)

)>
Kγ(x, y)

(
g(y)

√
q(y)

)
dxdy

→
∫
X
f(x)>Bg(x)dQ(x), as γ → 0.

Note that if k is a (scalar) kernel function, then (x, y) 7→ r(x)k(x, y)r(y) is a kernel for any

function r : X → R, and thus kqγ defines a sequence of kernels parametrised by a scale parameter

γ > 0. It follows that the sequence of DKSD paramaterised by Kq
γ

DKSDKq
γ ,m(Q‖P)2 =

∫
X

∫
X
q(x)δp,q(x)>Kq

γ(x, y)δp,q(y)q(y)dxdy
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converges to DSM with inner product 〈·, ·〉B ≡ 〈·, B·〉2 on Rd.

DSMm(Q‖P) =

∫
X
δq,p(x)>Bδq,p(x)dQ =

∫
X
‖m> (∇ log p−∇ log q) ‖2

BdQ

6.12 Information Semi-Metrics of Minimum Stein Dis-

crepancy Estimators

In this section, we derive expressions for the metric tensor of DKSD and DSM (recall §5.1.3).

6.12.1 Proof of 39: Information Semi-Metric of Diffusion Kernel

Stein Discrepancy

From 36 we have

DKSDK,m(Pα,Pθ)2 =

∫
X

∫
X
pα(x)δpθ,pα(x)>K(x, y)δpθ,pα(y)pα(y)dxdy

where δpθ,pα = m>θ (∇ log pθ −∇ log pα). Thus

∂αi∂θj DKSDK,m(Pα,Pθ)2 = ∂αi∂θj

∫
X

∫
X
pα(x)δpθ,pα(x)>K(x, y)δpθ,pα(y)pα(y)dxdy

= ∂αi

∫
X

∫
X
pα(x)∂θjδpθ,pα(x)>K(x, y)δpθ,pα(y)pα(y)dxdy

+ ∂αi

∫
X

∫
X
pα(x)δpθ,pα(x)>K(x, y)∂θjδpθ,pα(y)pα(y)dxdy,

and using δpθ,pθ = 0, we get:

∂αi

∫
X

∫
X
pα(x)∂θjδpθ,pα(x)>K(x, y)δpθ,pα(y)pα(y)dxdy

∣∣
α=θ

= ∂αi

∫
X

∫
X
pα(x)

(
∂θjm

>
θ (∇ log pθ −∇ log pα) +m>θ ∂θj∇ log pθ

)>
K(x, y)δpθ,pα(y)pα(y)dxdy

∣∣
α=θ

=

∫
X

∫
X
pα(x)

(
m>θ ∂θj∇ log pθ

)>
K(x, y)∂αiδpθ,pα(y)pα(y)dxdy

∣∣
α=θ

= −
∫
X

∫
X
pα(x)

(
m>θ ∂θj∇ log pθ

)>
K(x, y)

(
m>θ ∂αi∇ log pα

)
(y)pα(y)dxdy

∣∣
α=θ

= −
∫
X

∫
X

(
m>θ ∂θj∇ log pθ

)>
(x)K(x, y)

(
m>θ ∂θi∇ log pθ

)
(y)dPθ(x)dPθ(y).
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Similarly, we also get:

∂αi

∫
X

∫
X
pα(x)δpθ,pα(x)>K(x, y)∂θjδpθ,pα(y)pα(y)dxdy

∣∣
α=θ

= −
∫
X

∫
X

(
m>θ ∂θi∇ log pθ

)>
(x)K(x, y)

(
m>θ ∂θj∇ log pθ

)
(y)dPθ(x)dPθ(y)

= −
∫
X

∫
X

(
m>θ ∂θi∇ log pθ

)>
(y)K(y, x)

(
m>θ ∂θj∇ log pθ

)
(x)dPθ(y)dPθ(x)

= −
∫
X

∫
X

(
m>θ ∂θi∇ log pθ

)>
(y)K(x, y)>

(
m>θ ∂θj∇ log pθ

)
(x)dPθ(y)dPθ(x)

= −
∫
X

∫
X

(
m>θ ∂θj∇ log pθ

)
(x)>K(x, y)

(
m>θ ∂θi∇ log pθ

)
(y)dPθ(y)dPθ(x).

Hence, we conclude that

1
2
∂αi∂θj DKSDK,m(Pα,Pθ)2 = −

∫
X

∫
X

(
m>θ ∂θj∇ log pθ

)
(x)>K(x, y)

(
m>θ ∂θi∇ log pθ

)
(y)dPθ(y)dPθ(x)

The information tensor is positive semi-definite. Indeed writing Vθ(y) ≡ m>θ (y)∇y 〈v,∇θ log pθ〉:

〈v, g(θ)v〉 = vigij(θ)v
j

=

∫
X

∫
X

(
m>θ (x)∇x 〈v,∇θ log pθ〉

)>
K(x, y)

(
m>θ (y)∇y 〈v,∇θ log pθ〉

)
dPθ(x)dPθ(y)

=

∫
X

∫
X

〈
m>θ (x)∇x 〈v,∇θ log pθ〉 , K(x, y)m>θ (y)∇y 〈v,∇θ log pθ〉

〉
dPθ(x)dPθ(y)

=

∫
X

∫
X
〈Vθ(x), K(x, y)Vθ(y)〉 dPθ(x)dPθ(y) ≥ 0

since K is IPD.

6.12.2 Proof of 40: Information Semi-Metric of Diffusion Score Match-

ing

Proof. The information metric is given by g(θ)ij = − 1
2

∂2

∂αi∂θj
DSM(pα‖pθ)|α=θ. Recall

DSM(pα‖pθ) =

∫
X

∥∥m> (∇ log pθ −∇ log pα)
∥∥2

2
pαdx.

Moreover

1
2
∂αi∂θj DSM(pα‖pθ)

∣∣
α=θ

= 1
2
∂αi∂θj

∫
X

∥∥m> (∇ log pθ −∇ log pα)
∥∥2

2
pαdx

∣∣
α=θ
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= ∂αi

∫
X

(
m> (∇ log pθ −∇ log pα)

)
·
(
m>∂θj∇ log pθ

)
pαdx

∣∣
α=θ

=

∫
X

(
m> (∇ log pθ −∇ log pα)

)
·
(
m>∂θj∇ log pθ

)
∂αipαdx

∣∣
α=θ

−
∫
X

(
m>∂αi∇ log pα

)
·
(
m>∂θj∇ log pθ

)
pαdx

∣∣
α=θ

= −
∫
X

(
m>∂θi∇ log pθ

)
·
(
m>∂θj∇ log pθ

)
dPθ.

Finally g is semi-positive definite,

〈v, g(θ)v〉 = vigij(θ)v
j =

∫
X
vim>rs∂xs∂θi log pθm

>
rl∂xl∂θj log pθv

jdPθ

=

∫
X
m>rs∂xs 〈v,∇θ log pθ〉m>rl∂xl 〈v,∇θ log pθ〉 dPθ

=

∫
X

〈
m>∇x 〈v,∇θ log pθ〉 ,m>∇x 〈v,∇θ log pθ〉

〉
dPθ

=

∫
X
‖m>∇x 〈v,∇θ log pθ〉 ‖2dPθ ≥ 0

�

6.13 Proofs of Consistency and Asymptotic Normality

for minimum Stein Discrepancy Estimators

In this section we prove several results concerning the consistency and asymptotic normality of

DKSD and DSM estimators.

6.13.1 Diffusion Kernel Stein Discrepancies

Given the Stein kernel (6.6) we want to estimate θDKSD
∗ ≡ argminθ∈Θ DKSDK,m(Q,Pθ)2 =

argminθ∈Θ

∫
k0
θ(x, y)Q(dx)Q(dy) using a sequence of estimators

θ̂DKSD
n ∈ argminθ∈ΘD̂KSDK,m(Q,Pθ)2 that minimise the U -statistic approximation (6.7). We

will assume we are in the specified setting Q = PθDKSD
∗

∈ PΘ. In the misspecified setting it is

necessary to further assume the existence of a unique minimiser.
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6.13.1.1 Strong Consistency

We first prove a general strong consistency result based on an equicontinuity assumption:

Lemma 57. Let X = Rd. Suppose {θ 7→ k0
θ(x, y)}, {θ 7→ Qzk

0
θ(x, z)} are equicontinu-

ous on any compact subset C ⊂ Θ for x, y in a sequence of sets whose union has full Q-

measure, and ‖spθ(x)‖ ≤ f1(x), ‖∇x · mθ(x)‖ ≤ f2(x), ‖∇x · (mθ(x)K(x, y))‖ ≤ f3(x, y),

| tr [m(y)∇y∇x · (m(x)K)] | ≤ f4(x, y) hold on C, where f1(x)
√
K(x, x)ii ∈ L1(Q), and f4, f3f2, f1f3 ∈

L1(Q⊗Q). Assume further that θ 7→ Pθ is injective. Then we have a unique minimiser θDKSD
∗ ,

and if either Θ is compact, or θDKSD
∗ ∈ int(Θ) and Θ and θ 7→ D̂KSDK,m({Xi}ni=1,Pθ)2 are

convex, then θ̂DKSD
n is strongly consistent.

Proof. Note DKSDK,m(Q,Pθ)2 = 0 iff Pθ = PθDKSD
∗

by 36, which implies θ = θDKSD
∗ since θ 7→ Pθ

is injective. Thus we have a unique minimiser at θDKSD
∗ .

Suppose first Θ is compact and take C = Θ. Note

|k0(x, y)| ≤ |〈sp(x), Ksp(y)〉|+ | 〈∇y · (m(y)K) , sp(x)〉 |+ | 〈∇x · (m(x)K) , sp(y)〉 |

+ |〈∇x · (m(x)K) ,∇y ·m〉 |+ | tr [m(y)∇y∇x · (m(x)K)]|

≤ |〈sp(x), Ksp(y)〉|+ f3(y, x)f1(x) + f3(x, y)f1(y) + f3(x, y)f2(y) + f4(x, y),

From the reproducing property f(x) = 〈f,K(·, x)v〉Hd , for any f ∈ Hd, v ∈ Rd. UsingK(y, x) =

K(x, y)> we have K(·, x),i = K(x, ·)i,, where K(·, x),i and K(x, ·)i, denote the ith column

and row respectively, which implies that K(x, ·)i,, K(·, x),i ∈ Hd and f(x)i = 〈f,K(·, x),i〉Hd .
Choosing f = K(·, y),j implies

K(x, y)ij = 〈K(·, y),j, K(·, x),i〉Hd ≤ ‖K(·, y),j‖Hd‖K(·, x),i‖Hd

=
√
〈K(·, y),j, K(·, y),j〉Hd

√
〈K(·, x),i, K(·, x),i〉Hd

=
√
K(y, y)jj

√
K(x, x)ii.

It follows that

〈sp(x), Ksp(y)〉 = (sp)i(x)K(x, y)ij(sp)j(y) ≤ (sp)i(x)
√
K(x, x)ii

√
K(y, y)jj(sp)j(y)

≤ ‖sp(x)‖∞
√
K(x, x)ii

√
K(y, y)jj‖sp(y)‖∞

≤ Cf1(x)
√
K(x, x)ii

√
K(y, y)jjf1(y),

where the constant C > 0 arises from the norm-equivalence of ‖sp(y)‖ and ‖sp(y)‖∞. Hence k0
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is integrable. Thus by theorem 1 [364],

sup
θ

∣∣∣D̂KSDK,m({Xi}ni=1,Pθ)2 −DKSDK,m(Q,Pθ)2
∣∣∣ a.s.−−→ 0

and θ 7→ DKSDK,m(Q,Pθ)2 are continuous. By theorem 2.1 [277] then θ̂DKSD
n

a.s.−−→ θDKSD
∗ .

On the other hand, if Θ is convex we follow a similar strategy to the proof of theorem 2.7

[277]. Since θDKSD
∗ ∈ int(Θ), we can find a ε > 0 for which C = B(θDKSD

∗ , 2ε) ⊂ Θ is a closed

ball containing θDKSD
∗ (which is compact since Θ ⊂ Rm). Using the compact case, we know

any sequence of estimators θ̃DKSD
n ∈ argminθ∈C D̂KSDK,m({Xi}ni=1,Pθ)2 is strongly consistent

for θDKSD
∗ . In particular, there exists N0 a.s. s.t. for n > N0, ‖θ̃DKSD

n − θDKSD
∗ ‖ < ε . If θ /∈ C,

there exists λ ∈ [0, 1) s.t. λθ̃DKSD
n + (1− λ)θ lies on the boundary of the closed ball C. Using

convexity and the fact θ̃DKSD
n is a minimiser over C,

D̂KSDK,m({Xi}ni=1,Pθ̃DKSD
n

)2

≤ D̂KSDK,m({Xi}ni=1,Pλθ̃DKSD
n +(1−λ)θ)

2

≤ λD̂KSDK,m({Xi}ni=1,Pθ̃DKSD
n

)2 + (1− λ)D̂KSDK,m({Xi}ni=1,Pθ)2

which implies D̂KSDK,m({Xi}ni=1,Pθ̃DKSD
n

)2 ≤ D̂KSDK,m({Xi}ni=1,Pθ)2 and θ̃DKSD
n is the global

minimum of θ 7→ D̂KSDK,m({Xi}ni=1,Pθ)2 for n > N0. �

When k0 is Fréchet differentiable on Θ equicontinuity can be obtained using the Mean value

theorem, which simplifies the assumptions under which strong consistency holds.

We now prove our main result for consistency of minimum DKSD estimators: 41:

Proof. Let ‖K‖ + ‖∇xK‖ + ‖∇x∇yK‖ ≤ K∞. Note ‖∇y · (m(y)K) ‖ ≤ 2f2(y)K∞ and

| tr [m(y)∇y∇x · (m(x)K)] | ≤ 2f2(y)f2(x)K∞ so

|k0
θ(x, y)| ≤ f1(x)K∞f1(y) + 2f2(x)K∞f1(y) + 2f2(y)K∞f1(x) + 3K∞f2(x)f2(y)

which is symmetric and integrable by assumption. Let Sm, m = 1, 2, . . . be an increasing

sequence of closed balls in Rd, such that ∪∞m=1Sm = Rd. Moreover,

‖∇θ 〈sp(x), Ksp(y)〉 ‖ ≤ g1(x)f1(y)K∞ + g1(y)f1(x)K∞

‖∇θ 〈∇y · (m(y)K) , sp(x)〉 ‖ ≤ 2K∞g2(y)f1(x) + 2f2(y)g1(x)K∞

‖∇θ 〈∇x · (m(x)K) ,∇y ·m〉 ‖ ≤ 2K∞g2(x)f2(y) + 2K∞f2(x)g2(y)

‖∇θ tr [m(y)∇y∇x · (m(x)K)] ‖ ≤ 2K∞g2(y)f2(x) + 2K∞f2(y)g2(x)
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thus ‖∇θk
0
θ(x, y)‖ is bounded above by a continuous integrable symmetric function, (x, y) 7→

s(x, y), which attains a maximum on the compact spaces Sm×Sm. By the MVT applied on the

Rm-open neighbourhood of Θ, |k0
θ(x, y)− k0

α(x, y)| ≤ ‖∇θk
0
θ(x, y)‖‖θ − α‖ ≤ s(x, y)‖θ − α‖ ≤

maxx,y∈Sm s(x, y)‖θ − α‖, and k0
θ(x, y) is equicontinuous in θ ∈ C for x, y ∈ Sm. Similarly,

since s is integrable, |
∫
X k

0
θ(x, y)Q(dy)−

∫
X k

0
α(x, z)Q(dz)| ≤ ‖∇θ

∫
X k

0
θ(x, z)dQ(z)‖‖θ − α‖ ≤∫

X ‖∇θk
0
θ(x, z)‖dQ(z)‖θ − α‖ ≤ maxx∈Sm Qzs(x, z)‖θ − α‖ ≤ is equicontinuous in θ ∈ C for

x ∈ Sm. The rest follows as in the previous proposition. �

6.13.1.2 Proof of 42: Asymptotic Normality

Proof. Note that ∇θD̂KSDK,m({Xi}ni=1,Pθ)2 = 1
N(N−1)

∑
i 6=j∇θk

0
θ(Xi, Xj). Let µ(θ) ≡ Q ⊗

Q[∇θk
0
θ ]. Assumptions 1 and 2 imply that Q ⊗ Q[‖∇θk

0
θ‖2] < ∞. By [155, Theorem 7.1 ] it

follows that

√
n
(
∇θD̂KSDK,m({Xi}ni=1,Pθ)2 − µ(θ)

)
d−→ N (0, 4Σ(θ))

where

Σ = Q
[
Q2

[
∇θk

0
θ − µ(θ)

]
⊗Q2

[
∇θk

0
θ − µ(θ)

]]
=

∫
X

(∫
X
∇θk

0
θ(x, y)dQ(y)− µ(θ)

)
⊗
(∫
X
∇θk

0
θ(x, z)dQ(z)− µ(θ)

)
dQ(x)

Note that µ(θDKSD
∗ ) = Q⊗Q[∇θk

0
θ |θDKSD
∗

] = ∇θ (Q⊗Q[k0
θ ]) |θ=θDKSD

∗
, and if Q⊗Q[k0

θ ] is differ-

entiable around θDKSD
∗ , then the first order optimality condition implies µ(θDKSD

∗ ) = 0.

Consider now ∇θ∇θD̂KSDK,m({Xi},Pθ)2 = 1
n(n−1)

∑
i 6=j∇θ∇θk

0
θ(Xi, Xj). Note

‖∇θ∇θ∇θ 〈sp(x), Ksp(y)〉 ‖ <∼ g1(x)K∞f1(y) + f1(x)K∞g1(y)

‖∇θ∇θ∇θ 〈∇y · (m(y)K) , sp(x)〉 ‖ <∼ g2(y)K∞f1(x) + f2(y)K∞g1(x)

‖∇θ∇θ∇θ 〈∇x · (m(x)K) ,∇y ·m〉 ‖ <∼ f2(y)K∞g2(x) + g2(y)K∞f2(x)

‖∇θ∇θ∇θ tr [m(y)∇y∇x · (m(x)K)] <∼ g2(y)K∞f2(x) + f2(y)K∞g2(x)

Hence by Assumptions 1-4 ‖∇θ∇θ∇θk
0
θ‖ is bounded above by a continuous integrable sym-

metric function and we can apply the MVT to show equicontinuity as in the proof above.

Moreover the conditions of [364, Theorem 1] hold for the components of ∇θ∇θk
0
θ , so that

supθ∈N

∣∣∣ 1
n(n−1)

∑
i 6=j ∂θa∂θbk

0
θ(Xi, Xj)−Q⊗Q∂θa∂θbk0

θ

∣∣∣ a.s.−−→ 0 as n→∞, for all a and b.

Finally we observe that Q ⊗ Q∂θa∂θbk0
θ

∣∣
θ=θDKSD

∗
= gab(θ

DKSD
∗ ), where g is the information
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metric associated with DKSDK,m. Indeed using δp,q = 0 if p = q

Q⊗Q∂θa∂θbk0
θ

∣∣
θ=θDKSD

∗

= ∂θa∂θb

∫
X

∫
X
pθDKSD
∗

(x)δpθ,pθDKSD∗
(x)>K(x, y)δpθ,pθDKSD∗

(y)pθDKSD
∗

(y)dxdy
∣∣
θ=θDKSD

∗

= ∂θa

∫
X

∫
X
pθDKSD
∗

(x)∂θbδpθ,pθDKSD∗
(x)>K(x, y)δpθ,pθDKSD∗

(y)pθDKSD
∗

(y)dxdy
∣∣
θ=θDKSD

∗

+ ∂θa

∫
X

∫
X
pθDKSD
∗

(x)δpθ,pθDKSD∗
(x)>K(x, y)∂θbδpθ,pθDKSD∗

(y)pθDKSD
∗

(y)dxdy
∣∣
θ=θDKSD

∗

=

∫
X

∫
X
pθDKSD
∗

(x)∂θbδpθ,pθDKSD∗
(x)>K(x, y)∂θaδpθ,pθDKSD∗

(y)pθDKSD
∗

(y)dxdy
∣∣
θ=θDKSD

∗

+

∫
X

∫
X
pθDKSD
∗

(x)∂θaδpθ,pθDKSD∗
(x)>K(x, y)∂θbδpθ,pθDKSD∗

(y)pθDKSD
∗

(y)dxdy
∣∣
θ=θDKSD

∗

= 2

∫
X

∫
X

(
m>θDKSD
∗

(x)∇x∂θjDKSD
∗

log pθDKSD
∗

)>
K(x, y)(

m>θDKSD
∗

(y)∇y∂θiDKSD
∗

log pθDKSD
∗

)
dPθDKSD

∗
(x)dPθDKSD

∗
(y),

so Q⊗Q∂θa∂θbk0
θ

∣∣
θ=θDKSD

∗
= gab(θ

DKSD
∗ ). The conditions of [277, Theorem 3.1] hold, from which

the advertised result follows. �

6.13.2 Diffusion Score Matching

Recall that the DSM is given by:

DSM(Q‖Pθ) =

∫
X

(∥∥m>∇x log pθ
∥∥2

2
+ ‖m>∇ log q‖2

2 + 2∇ ·
(
mm>∇ log pθ

))
dQ

and we wish to estimate

θDSM
∗ = argminθ∈Θ

∫
X

(∥∥m>∇x log pθ
∥∥2

2
+ 2∇ ·

(
mm>∇ log pθ

))
dQ (6.23a)

≡ argminθ∈Θ

∫
X
FθdQ (6.23b)

with a sequence of M -estimators θ̂DSM
n = argminθ∈Θ

1
n

∑n
i Fθ(Xi). Recall also we have

Fθ(x) =
∥∥m>∇x log pθ

∥∥2

2
+ 2

〈
∇ · (mm>),∇ log pθ

〉
+ 2 tr

[
mm>∇2 log pθ

]
.

We will have a unique minimiser θDSM
∗ whenever the map θ 7→ Pθ is injective.
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6.13.2.1 Weak Consistency of DSM

Theorem 58 (Weak Consistency of DSM). Suppose X be open subset of Rd, and Θ ⊂ Rm.

Suppose log pθ(·) is C2(X ) and m ∈ C1(X ), and ‖∇x log pθ(x)‖ ≤ f1(x). Suppose also that

‖∇x∇x log pθ(x)| ≤ f2(x) on any compact set C ⊂ Θ, where ‖m>‖f1 ∈ L2(Q), ‖∇·(mm>)‖f1 ∈
L1(Q), ‖mm>‖∞f2 ∈ L1(Q). If either Θ is compact, or Θ and θ 7→ Fθ are convex and

θ∗ ∈ int(Θ), then θ̂DSM
n is weakly consistent for θ∗.

Proof. By assumption θ 7→ Fθ(x) is continuous. Suppose Θ is compact, taking C = Θ, note

|Fθ| =
∣∣∣∥∥m>∇x log pθ

∥∥2

2
+ 2∇ ·

(
mm>∇ log pθ

)∣∣∣
=
∣∣∣∥∥m>∇x log pθ

∥∥2

2
+ 2

(
∇ · (mm>) · ∇ log pθ + tr

[
mm>∇2 log pθ

])∣∣∣
<∼ ‖m>‖2f 2

1 + 2‖∇ · (mm>)‖f1 + 2‖mm>‖∞f2

which is integrable, so the conditions of Lemma 2.4 [277] are satisfied so θ 7→ QFθ is continuous,

and supΘ | 1n
∑n

i Fθ(Xi) − QFθ|
p−→ 0, and thus from theorem 2.1 [277] θ̂DSM

n

p−→ θDSM
∗ . If Θ is

convex, note that the sum of convex functions is convex, so θ 7→ 1
n

∑n
i Fθ(Xi) is convex, and

we can follow a derivation analogous to the one in 41. �

6.13.2.2 Asymptotic Normality of DSM

Theorem 59 (Asymptotic Normality of DSM). Suppose X ,Θ be open subsets of Rd and

Rm respectively. If (i) θ̂DSM
n

p−→ θ∗, (ii) θ 7→ log pθ(x) is twice continuously differentiable on a

closed ball B̄(ε, θ∗) ⊂ Θ, and

(iii) ‖mm>‖ + ‖∇x · (mm>)‖ ≤ f1(x), and ‖∇x log p‖ + ‖∇θ∗∇x log p‖ + ‖∇θ∗∇x∇x log p‖ ≤
f2(x), with f1f2, f1f

2
2 ∈ L2(Q)

(iv) for θ ∈ B̄(ε, θ∗) ‖∇θ∇x log p‖2+‖∇x log p‖‖∇θ∇θ∇x log p‖+‖∇θ∇θ∇x log p‖+‖∇θ∇θ∇x∇x log p‖ ≤
g1(x), and f1g1 ∈ L1(Q),

and (v) and the information tensor is invertible at θ∗. Then

√
n
(
θ̂DSM
n − θ∗

)
d−→ N

(
0, g−1(θ∗)Q [∇θ∗Fθ ⊗∇θ∗Fθ] g

−1(θ∗)
)

Proof. From (ii) θ 7→ Fθ is twice continuously differentiable on a ball B(ε, θ∗) ⊂ Θ. Note

∇θ
1
N

∑N
i Fθ(Xi) = 1

N

∑N
i ∇θFθ(Xi), then Q[∇θFθDSM

∗
(Xi)] = ∇θQ[FθDSM

∗
(Xi)] = 0. Note

‖∇θFθDSM
∗

(x)‖ <∼ ‖mm>‖‖∇x log p‖‖∇θ∇x log p‖+ ‖∇x · (mm>)‖‖∇θ∇x log p‖
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+ ‖mm>‖‖∇θ∇x∇x log p‖
<∼ f1(x)f2(x)[f2(x) + 2].

Hence ∇θFθDSM
∗
∈ L2(Q), so by the CLT

√
n∇θ

1

n

n∑
i

FθDSM
∗

(Xi)
d−→ N

(
0,Q

[
∇θFθDSM

∗
⊗∇θFθDSM

∗

])
.

Now θ 7→ ∇θ∇θFθ(x) is continuous on B(ε, θ∗) so we have:

‖∇θ∇θFθ(x)‖ <∼ ‖mm>‖
(
‖∇θ∇x log p‖2 + ‖∇x log p‖‖∇θ∇θ∇x log p‖

)
+ ‖∇ · (mm>)‖‖∇θ∇θ∇x log p‖+ ‖mm>‖‖∇θ∇θ∇x∇x log p‖
<∼ f1(x)g1(x)

Combining the above, we have that the assumptions of Lemma 2.4 [277] applied to B(ε, θ∗) hold,

and supB(ε,θ∗)

∣∣ 1
n

∑n
i ∂θa∂θbFθ|θ∗(Xi)−Q∂θa∂θbFθ|θ∗

∣∣ p−→ 0. As in 42 Q∂θa∂θbFθ|θ∗ = gab(θ
∗) is

the information tensor, which is continuous at θ∗ by Lemma 2.4. The result follows by theorem

3.1 [277]. �

6.13.3 Strong Consistency and Central Limit Theorems for Expo-

nential Families

Let X be an open subset of Rd, Θ ⊂ Rm. Consider the case when the density p lies in an

exponential family, i.e. pθ(x) ∝ exp (〈θ, T (x)〉Rm − c(θ)) exp(b(x)), where θ ∈ Rm and sufficient

statistic T = (T1, . . . , Tm) : X → Rm. Then ∇T ∈ Γ(X ,Rm×d) and ∇x log pθ = ∇xb+ θ ·∇xT ,

∇θ∇x log pθ = ∇xT
>.

6.13.3.1 Strong Consistency of the Minimum Diffusion Kernel Stein Discrep-

ancy Estimator

We consider a RKHS Hd of functions f : X → Rd with matrix kernel K. Recall the Stein

kernel is

k0 = ∇x log p ·m(x)Km(y)>∇y log p+∇x · (m(x)K) · ∇y ·m+ tr [m(y)∇y∇x · (m(x)K)]

+∇y · (m(y)K) ·m(x)>∇x log p+∇x · (m(x)K) ·m(y)>∇y log p
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Given a (i.i.d.) sample Xi ∼ Q, we can define an estimator using the U -statistic

D̂KSDK,m({Xi}ni=1,Pθ)2 =
2

n(n− 1)

∑
1≤i<j≤n

k0(Xi, Xj).

For the case where the density p lies in an exponential family, then k0 = θ>Aθ+ v>θ+ c where

A ∈ Γ(X × X ,Rm×m), v ∈ Γ(X × X ,Rm) are given by (we set φ ≡ m>∇T> ∈ Γ(X ,Rd×m))

A = φ(x)>K(x, y)φ(y)

v> = ∇yb ·m(y)K(y, x)φ(x) +∇xb ·m(x)K(x, y)φ(y)

+∇x · (m(x)K) · φ(y) +∇y · (m(y)K) · φ(x)

c = ∇xb ·m(x)K(x, y)m(y)>∇yb+∇x · (m(x)K) · ∇y ·m+ tr [m(y)∇y∇x · (m(x)K)]

+∇y · (m(y)K) ·m(x)>∇xb+∇x · (m(x)K) ·m(y)>∇yb

Lemma 60. Suppose K is IPD, that ∇T has linearly independent rows, that m is invertible,

and ‖φ‖L1(Q) <∞. Then the matrix
∫
X AQ⊗Q is symmetric positive definite.

Proof. The matrix B =
∫
X AQ⊗Q is symmetric

(

∫
X
AQ⊗Q)> =

∫
X
A(x, y)>Q(dx)⊗Q(dy) =

∫
X
∇yTm(y)K(x, y)>m(x)>∇xT

>Q(dx)⊗Q(dy)

=

∫
X
∇yTm(y)K(y, x)m(x)>∇xT

>Q(dy)⊗Q(dx) =

∫
X
AQ⊗Q.

Moreover, set φ ≡ m>∇T>, so A(x, y) = φ(x)>K(x, y)φ(y). If v 6= 0, then u ≡ φv 6= 0 as

∇T> has full column rank (i.e., the vectors {∇Ti} are linearly independent) and m is invertible,

and ‖φv‖L1(Q) =
∫
X ‖φ(x)v‖1dx ≤ ‖v‖1

∫
X ‖φ(x)‖1dx <∞ implies dµi ≡ uidQ is a finite signed

Borel measure for each i. Clearly

v>(

∫
X
AQ⊗Q)v =

∫
X
u(x)>K(x, y)u(y)Q(dx)Q(dy)

=

∫
X
K(x, y)ijui(x)uj(y)Q(dx)Q(dy)

=

∫
X
K(x, y)ijµi(dx)µj(dy) ≥ 0.

Moreover since the kernel is IPD, if this equals zero then for all i: 0 = µi(C) = uiQ(C) =

φijvjQ(C) for all measurable sets C, which implies φv = 0 and thus v = 0. �

Theorem 61. Suppose K is IPD with bounded derivative up to order 2, that ∇T has linearly

independent rows, and m is invertible. Suppose ‖φ‖, ‖∇xb‖‖m‖, ‖∇xm‖ + ‖m‖ ∈ L1(Q). The
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minimiser θ̂DKSD
n of D̂KSDK,m({Xi}ni=1,Pθ) exists eventually, and converges almost surely to

the minimiser θ∗ of DKSDK,m(Q,Pθ).

Proof. Let Xi : Ω → X ⊂ Rd be independent Q-distributed random vectors. The U -statistic

An ≡ 2
n(n−1)

∑
1≤i<j≤nA(Xi, Xj) is symmetric semi-definite. Since

∫
X ‖A‖dQ ⊗ Q < ∞, by

theorem 1 [156] the components of An converge to the components of B almost surely, and since

the matrix inverse is a continuous map, by the continuous mapping theorem the components

of A−1
n (the inverse exists eventually) converge almost surely to B−1. Hence the minimiser

of D̂KSDK,m({Xi}ni=1,Pθ)2 = θ>Anθ + v>n θ + c where vn ≡ 2
n(n−1)

∑
1≤i<j≤n v(Xi, Xj) exists

eventually.

|A(x, y)| <∼K∞‖φ(x)‖‖φ(y)‖

‖v‖ <∼K∞‖∇yb‖‖m(y)‖‖φ(x)‖+K∞‖∇xb‖‖m(x)‖‖φ(y)‖

+ (‖∇xm‖+ ‖m(x)‖)K∞‖φ(y)‖+ (‖∇ym‖+ ‖m(y)‖)K∞‖φ(x)‖

|c| <∼K∞‖∇xb‖‖m(x)‖‖m(y)‖‖∇yb‖+K∞(‖∇xm‖+ ‖m(x)‖)‖∇ym‖+

+K∞‖m(y)‖(1 + ‖m(x)‖+ ‖∇xm‖)

+K∞(‖∇ym‖+ ‖m(y)‖)‖∇xm‖‖∇xb‖+K∞(‖∇xm‖+ ‖m(x)‖)‖∇ym‖‖∇yb‖

and it follows from the integrability assumptions that Q⊗Q|k0
θ | <∞. Since the product and

sum of random variables that converge a.s. converge a.s., we have that θ̂DKSD
n → θ∗ a.s.,

θ̂DKSD
n = −1

2
A−1
n vn

a.s.−−→ −1

2
B−1v = θ∗.

�

6.13.3.2 Asymptotic Normality of the DKSD Estimator

We now consider the distribution of
√
n(θ̂DKSD

n − θ∗). Recall that A ∈ Γ(X ,Rm×m), v ∈
Γ(X ,Rm), and for n large enough A−1

n exists a.s., and θ̂DKSD
n = −1

2
A−1
n vn.

Theorem 62. Suppose ‖φ‖, ‖∇xb‖‖m‖, ‖∇xm‖+ ‖m‖ ∈ L2(Q). Then the DKSD estimator is

asymptotically normal.

Proof. From the integrability assumptions, it follows that v, A ∈ L2(Q ⊗ Q), and since X
has finite Q ⊗ Q-measure, v, A ∈ L1(Q ⊗ Q). Assume first that m = 1. Hence the tuple

Un ≡ (vn, An) : Ω → R2, with E[Un] = (
∫
X vQ⊗Q,

∫
X AQ⊗Q) ≡ (U1, U2) , is asymptotically
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normal

√
n(Un − E[Un])

d−→ N (0, 4Σ)

where, setting v0 = v − U1 and A0 = A− U2

Σ = E
[(∫

X
v0(X, y)dQ(y),

∫
X
A0(X, y)dQ(y)

)
⊗
(∫
X
v0(X, y)dQ(y),

∫
X
A0(X, y)dQ(y)

)]
=

(∫
X v

0(x, y)dQ(y)
∫
X v

0(x, z)dQ(z)dQ(x)
∫
X v

0(x, y)dQ(y)
∫
X A

0(x, z)dQ(z)dQ(x)∫
X v

0(x, y)dQ(y)
∫
X v

0(x, z)dQ(z)dQ(x)
∫
X A

0(x, y)dQ(y)
∫
X A

0(x, z)dQ(z)dQ(x)

)

Since θ̂DKSD
n = g(Un), θ∗ = g(U) where g(x, y) ≡ −1

2
x/y, we can apply the delta method which

states

√
n(θ̂DKSD

n − θ∗) =
√
n(g(Un)− g(U))

d−→ N
(
0, 4∇g(U)Σ∇g(U)>

)
and ∇g(U) = (−1/2U2, U1/2U

2
2 ). Now let m be arbitrary. Since A ∈ L2(Q) then setting

A0 ≡ A−
∫
X AQ⊗Q we find

√
n(An − E[An])

d−→ N (0, 4Σ1) , Σ1 ≡
∫
X

[∫
X
A0(x, y)dQ(y)⊗

∫
X
A0(x, y)dQ(y)

]
dQ(x)

and similarly , with v0 ≡ v −
∫
vdQ⊗ dQ

√
n(vn − E[vn])

d−→ N (0, 4Σ2) , Σ2 ≡
∫
X

[∫
X
v0(x, y)dQ(y)⊗

∫
X
v0(x, y)dQ(y)

]
dQ(x).

and

√
n((vn, An)− E[(vn, An)])

d−→ N (0, 4Σ)

where

Σ =

∫
X

[(∫
X
v0(x, y)dQ(y),

∫
X
A0(x, y)dQ(y)

)
⊗
(∫
X
v0(x, y)dQ(y),

∫
X
A0(x, y)dQ(y)

)]
dQ(x).

Let D ≡ Rm × Rm×m, which we equip with coordinates zijk = (xi, yjk). Consider the function

g : D → Rm, (x, y) 7→ −1
2
y−1x, so g(vn, An) = θDKSD

n . Note Σ ∈ D × D and ∇g : D →
End (D,Rm) ∼= Rm ×D, so that ∇g(U)Σ∇g(U)> ∈ Rm×m. First consider the matrix inversion

h(y) = y−1, so ∇h(y) ∈ R(m×m)×(m×m), and ∇h(y)(ij)(kr) = ∂ykrhij. Since h(y)ijyjl = δil we
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have 0 = ∂kr(h(y)ijyjl) = ∂kr(h(y)ij)yjl + h(y)ijδjkδrl = ∂kr(h(y)ij)yjl + h(y)ikδrl and

∇h(y)(is)(kr) = ∂kr(h(y)ij)yjlh(y)ls = −hikδrlh(y)ls = −h(y)ikh(y)rs

and clearly f : x 7→ x, then ∇f(x) = 1m×m. Moreover

∂yabgi(z) = ∂yab (h(y)ijf(x)j) = ∂yab(h(y)ij)xj = −h(y)iah(y)bjxj, ∂xlgi(z) = h(y)il

Then

(∇g(z)Σ)ir = ∂vgiΣvr = gi,xlΣxlr + gi,yabΣyabr = h(y)ilΣxlr + ∂yab(h(y)is)xsΣyabr

= h(y)ilΣxlr − h(y)iah(y)bsxsΣyabr,

so

(∇g(z)Σ∇g(z)>)ic = (∇g(z)Σ)ir(∇g(z))cr = (∇g(z)Σ)ir∂rgc

= h(y)ilΣxlr∂rgc − h(y)iah(y)bsxsΣyabr∂rgc

with

h(y)ilΣxlr∂rgc = h(y)ilΣxlxb∂xbgc + h(y)ilΣxlyas∂yasgc

= h(y)ilΣxlxbh(y)cb − h(y)ilΣxlyashca(y)h(y)sjxj

and

−h(y)iah(y)bsxsΣyabr∂rgc = −h(y)iah(y)bsxs
(
Σyabxk∂xkgc + Σyabyld∂yldgc

)
= −h(y)iah(y)bsxs

(
Σyabxkh(y)ck − Σyabyldh(y)clh(y)djxj

)
.

Note we have

Σxx =

∫
X

∫
X
v0(x, y)dQ(y)⊗

∫
X
v0(x, z)dQ(z)dQ(x) ≡

∫
X
T (x)⊗ T (x)dQ(x)

Σxy =

∫
X

∫
X
v0(x, y)dQ(y)⊗

∫
X
A0(x, z)dQ(z)dQ(x) ≡

∫
X
T (x)⊗ L(x)dQ(x)

Σyy =

∫
X

∫
X
A0(x, y)dQ(y)⊗

∫
X
A0(x, z)dQ(z)dQ(x) ≡

∫
X
L(x)⊗ L(x)dQ(x)

then

4∇g(U1, U2)Σ∇g(U1, U2)> =

∫
X

(U−1
2 T )⊗ (TU−1

2 )dQ

233



− 2

∫
X

(
U−1

2 LU−1
2 U1

)
⊗
(
TU−1

2

)
dQ

+

∫
X

(
U−1

2 LU−1
2 U1

)
⊗
(
U−1

2 LU−1
2 U1

)
dQ

�

6.13.3.3 Diffusion Score Matching Asymptotics

Consider the loss function

L(x, θ) =
〈
∇ log pθ,mm

>∇ log pθ
〉

+ 2
(
∇ · (mm>) · ∇ log pθ + tr

[
mm>∇2 log pθ

])
.

For the exponential family L(x, θ) = θ>Aθ + v>θ + c, where (we set S = mm>)

A = ∇TS∇T>

v> = 2∇b · S∇T> + 2∇ · S · ∇T> + 2 tr
[
S∇2Ti

]
ei

c = ∇b · S∇b+ 2∇ · S · ∇b+ 2 tr[S∇∇b].

Theorem 63. Suppose m is invertible and {∇Ti} are linearly independent. Then if A, v ∈
L1(Q), θ̂DSM

n eventually exists and is strongly consistent. If we also have A, v ∈ L2(Q), then

θ̂DSM
n is asymptotically normal.

Proof. Let M ≡
∫
AdQ, H ≡

∫
vdQ. If A = ∇Tmm>∇T> = ∇Tm(∇Tm)> so rankA =

rank(∇Tm(∇Tm)>) = rank(∇Tm) = rank(∇T ) = rank(∇T>) if m is invertible. So if the

vectors {∇Ti} are linearly independent, then∇T> has full column rank. Then A it is symmetric

positive (strictly) definite and the minimum of L(θ) ≡
∫
L(x, θ)dQ(x) is θ∗ = −1

2
M−1H which

for sufficiently large n can be estimated by the random variable θ̂DSM
n ≡ −1

2
M−1

n Hn which

converges a.s. to θ.

We consider the tuple Un ≡ (Hn,Mn), so E[Un] = (H,M). Since A, v ∈ L2(Q), then

√
n (Un − (H,M))

d−→ N (0,Γ)

where, setting v0 = v −H, A0 = A−M

Γ = E
[
(v0, A0)⊗ (v0, A0)

]
.

Let D ≡ Rm×Rm×m, and consider g : D → Rm, defined by g(x, y) = −1
2
y−1x. Using the Delta
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method

√
n(θ̂DSM

n − θ∗) d−→ N
(
0, 4∇g(H,M)Γ∇g(H,M)>

)
where, proceeding as in 6.13.3.2, we find

4∇g(H,M)Γ∇g(H,M)> =

∫
X

(M−1v0)⊗ (v0M−1)dQ

− 2

∫
X

(
M−1A0M−1H

)
⊗
(
v0M−1

)
dQ

+

∫
X

(
M−1A0M−1H

)
⊗
(
M−1A0M−1H

)
dQ

�

6.14 Proofs of Robustness of Minimum Stein Discrep-

ancy Estimators

In this section, we provide conditions on the Stein operator (and Stein class) to obtain robust

estimators in the context of DKSD and DSM. In particular we prove 45 and derive the influence

function of DSM.

6.14.1 Robustness of Diffusion Kernel Stein Discrepancy

Let T : PΘ → Θ with T (P) = argminΘ DKSDK,m(P‖Pθ) be defined by IF(z,Q) ≡ limt→0(T (Q+

t(δz − Q)) − T (Q))/t. Denote Qt = Q + t(δz − Q), θt = T (Qt), θ0 = T (Q). Note that by the

first order optimality condition:

∇θ

∫
X

∫
X
k0Qt ⊗Qt|θt = ∇θt DKSDK,m(Qt‖Pθ) = 0.

By the MVT, there exists θ̄ on the line joining θ0 and θt for which

0 =

∫
X

∫
X
∇θk

0|θ0Qt ⊗Qt +

∫
X

∫
X
∇θ∇θk

0|θ̄Qt ⊗Qt(θt − θ0).
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Expanding

Qt ⊗Qt∇θk
0|θ0 = t2(δz −Q)⊗ (δz −Q)∇θk

0|θ0 + 2tQy∇θk
0|θ0(z, y)

where we have used the optimality condition. On the other hand

Qt ⊗Qt∇θ∇θk
0|θ̄ = (1− 2t)Q⊗Q∇θ∇θk

0|θ̄ + t2(δz −Q)⊗ (δz −Q)∇θ∇θk
0|θ̄ + 2tQy∇θ∇θk

0|θ̄(z, y).

Hence

Qy∇θk
0|θ0(z, y) = 1

2

(
(1− 2t)Q⊗Q∇θ∇θk

0|θ̄ + 2tQy∇θ∇θk
0|θ̄(z, y)

) θt − θ0

t
+O(t),

and taking the limit t→ 0, θ̄ → θ0 and using a derivation as in the proof of 42

Qy∇θk
0|θ0(z, y) = 1

2

∫
X

∫
X
∇θ∇θk

0|θ0dQ⊗ dQ IF(z,Q) = g(θ0) IF(z,Q)

hence the influence function is given by

IF(z,Q) = g(θ0)−1

∫
X
∇θk

0|θ0(z, y)dQ(y).

We aim to show the estimator is B-robust, that is z 7→ ‖IF(z,Q)‖ is bounded. Suppose that

the additional assumptions hold. Then there exists a function c such that
∫
〈sp(x), K(x, y)∇θ0sp(y)〉Q(dy) ≤

‖sp(x)‖c(x) which is bounded in x ∈ X . Following a similar argument, and using the assump-

tions, a similar limit will hold for all terms in
∫
∇θ0k

0(z, y)dQ(y). It follows that supz∈X ‖IF(z,Q)‖ <
∞.

6.14.2 Robustness of Diffusion Score Matching

The scoring rule S : X × PX → R of DSM is

S(x,Pθ) ≡ 1
2

∥∥m>∇x log pθ
∥∥2

2
+∇ ·

(
mm>∇ log pθ

)
(x)

Indeed the proof of 38 we have∫
X

∥∥m>∇ log q
∥∥2

dQ = −
∫
X
∇ ·
(
mm>∇ log q

)
dQ.
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which implies QS(·,Q) = − 1
2

∫
X

∥∥m>∇ log q
∥∥2

dQ, so

QS(·,Pθ)−QS(·,Q) =

∫
X

(
1
2

∥∥m>∇x log pθ
∥∥2

2
+ 1

2

∥∥m>∇ log q
∥∥2

+∇ ·
(
mm>∇ log pθ

))
dQ

= DSMm(Q‖Pθ).

From 4.2 [95] the influence function is then IF(x,Pθ) = gDSM(θ)−1s(x, θ), where

s(x, θ) ≡ ∇θS(x, θ) = 1
2
∇θ‖m>∇x log pθ‖2

2 +∇θ∇x ·
(
mm>∇x log pθ

)
= 1

2
∇θ‖m>∇x log pθ‖2

2 +∇θ

(〈
∇x · (mm>),∇ log pθ

〉
+ tr

[
mm>∇2

x log pθ
])

= ∇x∇θ log pθmm
>∇x log pθ + (∇x∇θ log pθ)∇x · (mm>) + Tr[mm>∇x∇x]∇θ log pθ

and where gDSM(θ) ≡ Pθ∇θ∇θS(·, θ) is the information metric associated with DSM. Hence the

estimator is bias-robust iff x 7→ s(x, θDSM
∗ ) is bounded.
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Chapter 7

Conclusion

In this thesis we have constructed a deep geometric understanding of many statistical methods,

in particular the theory of smooth measures and score-based samplers, and we have introduced

many ideas from geometric mechanics which will hopefully motivate fruitful collaborations

between geometers and statisticians.

We have developed a fully geometric theory of HMC, explained how to implement HMC

with embedding and submersions in full generality, and showed that the theory of mechanics

with symmetries provided a unified framework to implement many HMC samplers in statistics

and lattice QCD, where distributions with symmetries (or on shape spaces) are common. The

comprehensive HMC theory clarifies several recurring misconceptions, such as the role of La-

grangian mechanics, and the implementation of HMC on manifolds. Moreover we have carefully

analysed the bracket geometry of HMC, to explain how to devise more generalised score-based

dynamical systems which maintain some of the benefits of HMC. Of course the most important

results are the construction of the canonical geometry of smooth measures and the canonical

characterisation of measure-preserving diffusions, measure-preserving Nambu mechanics, and

measure-constraints preserving flows. These results provide the starting point in the develop-

ment of new diffusion-based Markov chains, and the formalism allows to easily adapt theorems

from differential geometry to the statistical context, and show the importance of (co)homology

in the geometry of statistics. As an immediate corollary of our formalism, we have improved

and extended to arbitrary manifolds the celebrated complete recipe derived in [242], with no

other assumption than the smoothness and non-degeneracy of the target measure, thus creating

a link between MCMC methods and one of the most important concepts of theoretical physics:

the gauge field or vector potential. In particular, the rotationnel introduced in this thesis will

have an important impact on many areas of statistics and machine learning, since it adapts the

exterior derivative to the distribution of interest, and shows that while physics is geometrised
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via twisted differential forms and connections, in statistics multi-vector fields are bound to play

a central role. In particular we have shown that, when combined with the bracket formalism,

it naturally allowed to generalise Stein operators, and score-matching to arbitrary manifolds,

without relying on Riemannian metrics and generators of diffusions. We have constructed min-

imum maximum mean discrepancy estimators for likelihood-free models with many theoretical

guarantees, and shown that minimum Stein discrepancy estimators improved on some of the

best methods for the estimation of measures known only through samples through unnormalised

statistical models, in particular in terms of robustness.

Concerning HMC, future work should look at applications of Poisson-Hamiltonian systems as

well as understanding how to use the electromagnetic symplectic structure to improve ergodicity

of the chain, by adding a magnetic force on appropriate regions of the sample space. More

efficient geometric integrators for HMC on holonomic systems are of interest for both statistics

and molecular dynamics. It would be interesting to analyse the generalisation of RATTLE

[259], as well as integrators on submanifolds obtained by reducing a system with symmetries

on the unconstrained embedded spaces. Concerning diffusions, the geometrisation of measure-

preserving diffusions offers limitless opportunities. Its extension to Hilbert spaces and Hilbert

manifolds would be particularly useful. A theory of symmetries and reduction by symmetries for

general brackets would also be interesting, since any result would have immediate consequences

in both Stein operators, HMC, measure-preserving diffusions, and any statistical method based

on brackets. The approach of adapting the properties of the bracket to the statistical application

of interest seems very powerful. In this thesis we have mainly focused on the construction

of systems with measure/density-preserving properties. Mechanics also plays a central role

in optimisation, where dissipative systems have recently received considerable attention. It

would be interesting to consider the application of the bracket formalism to the problem of

optimisation, and analyse which bracket properties lead to efficient optimisation algorithms. A

good place to start would be the metriplectic formalism, which combines a conservative and

dissipative bracket in a compatible manner.
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Appendix A

Appendix

A.1 Vector Calculus

The following section contains background and important identities from vector calculus. For

a function g ∈ Γ(X ,R), v ∈ Γ(X ,Rd) and A ∈ Γ(X ,Rd×d) with components Aij, vi, g, we

have (∇g)i = ∂ig, (v · A)i = vjAji = (v>A)i, (∇ · A)i = ∂jAji which must be interpreted as

the components of row-vectors; (Av)i = Aijvj which are the components of a column vector.

Moreover (∇v)ij = ∂jvi, ∇2f ≡ ∇(∇f), A : B ≡ 〈A,B〉 = tr(A>B) = AijBij. We have the

following identities (where in the last equality we treat ∇ · A and ∇g as column vectors)

∇ · (gv) = ∂i(gvi) = vi∂ig + g∂ivi = (∇g)v + g∇ · v = ∇g · v + g∇ · v,

∇ · (gA) = ∂i(gAij)ej = (Aij∂ig + g∂iAij) ej = ∇g · A+ g∇ · A = ∇g>A+ g∇ · A,

∇ · (Av) = ∂i(Aijvj) = (∇ · A)v + tr[A∇v] = (∇ · A) · v + tr[A∇v].

A.2 Convergence of Measures

Let M be a topological space (with measurable sets defined by the Borel sigma algebra). We

are interested in sequence of measures (µn) converging to a measure µ in the sense that∫
fdµn →

∫
fdµ, ∀f ∈ C, (A.1)
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for a given space of functions C. When C = Cb(M) this is called the narrow topology. In

particular when the measures are the distribution of random variables, µn ≡ PXn , µ ≡ PX ,

we say (Xn) converges in distribution to X, if the laws (PXn) narrowly converge to PX .

See Lemma 18.9 [348] for equivalent ways to define convergence in distribution when M is a

metric space. When M is locally compact and Hausdorff (LCH), and R(M) is the normed

space of complex Radon measures with total variation norm, the Riesz representation theorem

(7.17) [121] states the map R(M) → C∗0(M) defined by µ 7→
(
f 7→

∫
fdµ

)
is an isometric

isomorphism, where C0(M) is the Banach space of continuous functions on M that vanish at

infinity with supremum norm (which is the closure of Cc(M) by prop 4.35 [121]). Using this

identification we may equip R(M) with the topology of weak∗ (i.e., pointwise) convergence of

C∗0(M), that is Tn → T iff Tn(f) → T (f) for all f ∈ C0(M). Thus if M is LCH, the choice

C ≡ C0(M) above defines the weak∗ topology. In general the topology generated by C =

Cc(M), C0(M), Cb(M) are different unlessM is compact. However by Portemanteau (theorem

13.16 [190]) if M is locally compact, Polish, and we restrict to probability meausres, then

convergence in Cc(M) is equivalent to convergence in Cb(M). Hence for second countable LCH

spaces (which are Polish), since Cc(M) ⊂ C0(M) ⊂ Cb(M) the three notions are equivalent

on probability measures. Additional notions of convergence can be defined using probability

metrics, which are metrics on the set of probability measures that are allowed to take the value

+∞ [372]. Many examples belong to the class of IPM (5.5). The total variation distance can

be defined as

‖P −Q‖TV ≡ sup
‖f‖∞≤1

∣∣∣∣∫ fdP −
∫
fdQ

∣∣∣∣ . (A.2)

Another important example when (M, d) is a Polish space is the p-Wasserstein (probability)

metric (2.10). On the Wasserstein space, by theorem 6.8 [351], convergence with respect to

Wp is equivalent to (and hence metrises) the convergence defined by (A.1) with respect to the

space C of continuous functions satisfying |f(x)| ≤ C(1 + d(x0, x)p), for some C ∈ R, x0 ∈M.

A.3 Intuitive Description of Geometric Objects

In the following sections we will introduce elementary geometric notions in an ‘intuitive” man-

ner. These sections should thus be skipped by members of the Bourbaki school of mathematics.
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A.3.1 Manifolds, Vector Fields, Flows and Differential Forms

Manifolds generalise the notions of smooth curves and surfaces to higher dimensions and are at

the core of modern mathematics and physics. Simple examples include vector spaces, spheres,

cylinders, and statistical manifolds. Manifolds arise by noticing that smooth geometrical shapes

and physical systems are coordinate-independent concepts; so their definitions should not rely

on a particular coordinate system. Coordinate patches (defined below) assign coordinates

to subsets of the manifold and allow us to turn geometric questions into algebraic ones. In

particular, coordinate patches allow us to transfer the calculus of Rd to the manifold. It is

rarely possible to define a single coordinate patch over the entire manifold, except for the

simplest manifolds.

A d-dimensional manifold is a set M such that every point q ∈ M has a neighbourhood

U ⊆ M that can be described by d-coordinate functions (x1, . . . , xd). This means that there

exists a bijection xU : U → xU(U) ⊆ Rd, called a coordinate patch, which assigns the coordi-

nates xU(q) =
(
x1(q), . . . , xd(q)

)
to q. The functions xj : U → R are called local coordinates,

which we view as being imprinted on the manifold itself. Whenever two patches xU ,xW over-

lap, U
⋂
W 6= ∅, any point q in the overlap is assigned two coordinates xW (q),xU(q); in this

case we require the patches to be compatible, i.e., the map xU ◦ x−1
W , which is just the map

that relates the coordinates, should be smooth (C∞).

For example, two possible patches for the (1-dimensional) semi circle x2 + y2 = 1, y > 0 in a

neighbourhood of (0, 1) are xU
(
(x, y)

)
= x, and θU

(
(x, y)

)
= θ where θ satisfies (cos θ, sin θ) =

(x, y). The smoothness of xU ◦ θ−1
U = x(θ) = cos θ and θU ◦ x−1

U = θ(x) = cos−1 x implies the

patches are compatible. The sphere S2 is a 2-(sub)manifold in R3. In a neighbourhood of the

North pole, points are specified by their x, y coordinates, since we can write z as the graph

z = z(x, y) =
√

1− x2 − y2. These points may be written as
(
x, y, z(x, y)

)
and we can define

a patch x
(
x, y, z(x, y)

)
= (x, y). We could have also used the spherical coordinates (θ, ϕ) on

the upper half of S2.

A more interesting example is the statistical manifold of Gaussian distributionsM = {N (·|µ, σ2) :

µ ∈ R, σ2 ∈ R+} which is a manifold endowed with global coordinates xM
(
N (·|µ, σ2)

)
= (µ, σ2)

(see (5.1) for the generalisation to higher dimensional Gaussian models).

A function f :M→ R on the manifold is said to be smooth at a point q ∈M if there exists

a coordinate patch xU around q such that fU := f ◦ x−1
U : xU(U) → R is smooth. The map

fU is just the coordinate expression of f . Since the coordinate patches are compatible, this

definition of smoothness is independent of the choice of patches. The space of smooth functions

on M is denoted C∞(M).
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To define Hamiltonian dynamics, we now introduce the concept of velocity of the flow of

a particle on M (i.e., our sample space) defined by tangent vectors to the manifold. Recall

that in Rd, any vector v = (v1, . . . , vd) defines a directional derivative that acts on functions

f ∈ C∞(Rd), by v(f) ≡ ∇vf ≡ v · ∇f =
∑d

j=1 v
j∂jf , where ∂i := ∂

∂xi
. We can thus think of

the vector v as a first order differential operator v =
∑d

j=1 v
j∂j : C∞(Rd)→ R (which is linear

and satisfies Leibniz’ rule). We now generalise this to manifolds: if f, h ∈ C∞(M), we define a

tangent vector vq : C∞(M)→ R at q ∈M to be a linear map satisfying Leibniz’ rule. 1

Defining a linear combination of tangent vectors by (auq + bvq)f := auq(f) + bvq(f), turns

the set of tangent vectors at q ∈ M into a vector space denoted TqM, called the tangent

space at q. Consider a local coordinate patch U around q. The coordinate functions xj define

tangent vectors ∂j|q at q by 2

∂j|q(f) :=
∂fU
∂xj

∣∣∣∣
x(q)

.

These tangent vectors form a basis of TqM; any tangent vector at a point q is of the form∑d
j=1 v

j∂j|q, where vj ∈ R. A vector field v is a smooth map that assigns at each point q a

tangent vector vq. Locally any vector field can be written as v =
∑d

j=1 v
j(x)∂j|x where ∂j is

the (local) vector field ∂j : q 7→ ∂j|q.

Vector fields are often generated by flows in mechanics. Consider particles moving on some

manifoldM (for example a fluid particle flowing along a river) which we call the configuration

manifold (or configuration space). A mechanical system of one particle could, for example,

be a mass attached at the end of a plane pendulum (so M = S1). The deterministic motion

followed by the particle is governed by the laws of physics. Let Φt(q) be the position at time

t of the particle that was initially at q ∈ M, so Φ0(q) = q, and the trajectory followed by the

particle is given by the curve γ : t 7→ Φt(q). The curve γ generates a vector field γ̇ over the

range of γ representing the velocity of the particle; the tangent vector at the point γ(a) = r is

defined by its action on functions f :

γ̇r(f) ≡ df(γ(t))

dt

∣∣∣
t=a

= (f ◦ γ)′(a).

Since the laws of physics are the same at all times, Φt ◦ Φs(q) = Φt+s(q). We call Φ the flow

and γ̇ the velocity field.

The particle has a kinetic energy that measures the energy carried by its speed and mass.

If no forces are acting, the particle’s kinetic energy (and speed) will be constant; otherwise

the force F will increase/decrease the particle’s kinetic energy. Since energy is conserved, the

1 Leibniz’ rule: given a vector vq at some point q ∈ M, Leibniz rules is given by: vq(fh) = f(q)vq(h) +
h(q)vq(f)

2Technically this should be ∂xk(f) ≡ ∂fU
∂rk

∣∣∣
x(p)

where (r1, . . . , rd) are (global) coordinates on Rd
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particle must be losing/gaining some other type of energy introduced by the force field, which

we call potential energy U . The force is in fact an example of differential form F = −dU ,

associated to the variations in potential energy. The objects df or dx are often introduced as

being mysterious “infinitesimal vectors/quantities” that give a real number when integrated.

These objects are in fact special cases of differential forms which we shall now formally

introduce: they play a central role in Hamiltonian mechanics.

A 1-form at a point q ∈ M is a linear functional on the tangent space, i.e., a linear map

αq : TqM → R. The simplest example is the differential of a function, dqf , which maps a

vector vq to the rate of change of f in direction vq: dqf(vq) := vq(f). In a coordinate patch,

we can consider the differential of the coordinate function xi. Taking vq = ∂j|q, we see that

dqx
i(∂j|q) = ∂j|q(xi) = δij where δij is 1 if i = j and 0 otherwise.

3

Hence (dqx
j) is the dual basis to (∂j|q) and a basis of T ∗qM, the vector space of 1-forms at q.

A differential 1-form α is a smooth map that assigns at each point q a 1-form αq. Locally

(i.e., in a given coordinate patch) any differential 1-form may be written as α =
∑d

j=1 αj(x)dxj

where dxj is the (local) differential 1-form dxj : q 7→ dqx
j. For example the differential of the

function f is df = ∂fV
∂x1 dx

1 + · · ·+ ∂fV
∂xd

dxd.

As discussed above, a physical example of a 1-form is the force F acting on a particle, which

is given by the differential of a potential energy function F = −dU . In HMC, the potential

energy U is defined as U ≡ − log p where p is the target density. Given a vector, the force

measures the rate at which potential energy is gained by moving in that direction. Directions

of increasing U correspond to directions of decreasing probability.

In order to defined the Riemannian metric below, we will need the tensor product of two

1-forms α, β, defined as α⊗ β : TpM× TpM→ R, α⊗ β(up, vp) := α(up)β(vp).

A.3.2 Riemannian Metrics and Connections

In order to define what is meant by the “length” of a curve onM, the “angle” between tangent

vectors and the “volume” of a subset, it is necessary to define a metric tensor g onM. Consider

first the manifold R3. The standard dot product · : (v, u) 7→
∑d

i=1 v
iui, applied to the basis

vectors e1 = (1, 0, 0), e2 = (0, 1, 0), e3 = (0, 0, 1) defines the Euclidean metric (or line element):

ds2 = Gijdx
idxj = (dx)2 + (dy)2 + (dz)2,

3 Example of Differential:
Let (θ, z) be coordinates on a cylinder. Suppose fV (θ, z) := z2 − θ, then df = 2zdz − dθ. At q = (1, 3),
dqf = 6dqz − dqθ. The rate of change of f along vq = −2∂z|q is dqf(vq) = −12
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Figure A.1: Arc length on the sphere between the points (θ, φ) and (θ + dθ, φ+ dφ).

where Gij := ei · ej. Note that we have used the Einstein notation, where we sum over all

repeated indices (i.e. ds2 =
∑d

i,i=1 Gijdx
idxj). The line element represents the infinitesimal

squared distance between p = (x, y, z) and q = (x + dx, y + dy, z + dz), i.e., the squared of

the length of the vector (dx, dy, dz): dx2 + dy2 + dz2 (formally (dx, dy, dz) is a vector-valued

1-form as we will see below).

As an example, consider now the sphere S2 equipped with spherical local coordinates (θ, φ).

Since S2 is embedded in R3, we have a natural definition of length between two points on the

sphere: the length (as measured in R3) of the shortest curve on the sphere between these two

points. The squared distance between two points p = (θ, φ), q = (θ + dθ, φ+ dφ) is easily seen

to be (see Fig. A.1)

ds2 = r2dθ2 + r2 sin2 θdφ2.

This is no longer Euclidean as the straight line between p and q does not belong in S2.

The components of the metric represent the difference between travelling on the manifold and

travelling on its Euclidean representation. For example on the sphere, the components are

gθθ = r2, gφφ = r2 sin2 θ and gθφ = 0, which shows that when we travel an amount dφ and dθ

on the coordinate space, we travel a distance squared r2 sin2 θdφ2 and r2dθ2 respectively on

the manifold. The fact that gθφ = 0 shows the coordinates lines (lines of constant φ or θ) are

orthogonal. 4 We could have of course used a different system of local coordinates to express

the metric, for example ds2 = dl2 + r2 sin2( l
r
)dφ2, where l is the distance to the point from the

north pole along a great circle. As mentioned above, the metric characterises metric quantities

(such as lengths, volumes, angles, etc...) which are intrinsic properties of the manifold. Hence

the metric must depend only on the manifold and not on the choice of local coordinates on

it. For example, it is impossible to find coordinates on the sphere such that ds2 is Euclidean,

because the sphere is curved.

The notation ds2 arises from the fact that classically, we think of ds as the ”infinitesimal

4For those familiar with continuum mechanics, we may think of ds2 as a deformation: let r : U ⊂ R2 →
S2 ⊂ R3 be the embedding of the sphere: r(θ, φ) = (sin θ cosφ, sin θ sinφ, cos θ). Then ds2 is the “deformation
tensor” (also called right Cauchy-Green tensor in continuum mechanics), which defines how lines on the subset
U are deformed (up to rigid motion) when mapped onto the sphere .
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Figure A.2: LHS: constant vector field wrt dr2 +r2dθ2. RHS: constant vector field wrt dr2 +dθ2

line element” of the manifold embedded in Rd. Mathematically ds is actually a linear trans-

formation, which maps a tangent vector on M to itself, and views it as a vector in Rd, i.e.,

ds : TpM→ TpRd with ds(v) = v.5 The line element is then defined to be the quadratic form

ds2(v) := ds(v) · ds(v), which defines the length of a vector v to be its length in Rd.

Let us now define ds2 formally (without referring to the embedding space). The line element

ds2 is in fact a (Riemannian) metric, i.e. a smooth map g which assigns to each p ∈M an inner

product gp : TpM×TpM→ R. In local coordinates (xj), recall the differential dpx
j : TpU → R,

maps a vector vp = vk∂xk |p to dxj(vp) = vj. Defining Gij := g(∂xi , ∂xj), it is easy to check the

metric may be locally written in terms of these differentials:

g = Gijdx
i ⊗ dxj.

Any manifold equipped with a Riemmanian metric is called a Riemmanian manifold. Let γ :

(a, b)→M be a curve on the manifoldM. Recall that its length is simply given by integrating

the speed over time (since velocity = space/time). The velocity of γ is its tangent vector γ̇ and

the speed is the length of velocity
√
g(γ̇, γ̇), the length of γ is thus

∫ b
a

√
g(γ̇(t), γ̇(t))dt. This

enables us to turn M into a metric space, by defining the (Riemann) distance between two

points p, q to be the shortest curve between them

d(p, q) := inf
γ:γ(0)=p,γ(1)=q

∫ 1

0

√
g(γ̇(t), γ̇(t))dt.

Let Γ(TM) be the space of vector fields on M. If you travel with constant velocity on a

sphere (say with velocity field ∂φ), you are not travelling with constant velocity in R3, since

your direction of travel keeps varying (in other words, ∂φ is a constant vector field on S2 but

ds(∂φ) is a varying vector field on R3); see Fig. A.2 for an illustration on the circle S1. Defining

the curvature of the manifold is equivalent to defining an intrinsic notion of rate of change of

vector fields over M (more precisely, defining which vector fields are constant on M defines

the curvature of M).

Defining the rate of change of vector fields on M is more complicated than defining the

5In other words, if i :M→ Rd is the inclusion map, then ds is the pushforward i∗.
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rate of change of functions in C∞(M), since these have a fixed codomain R making it easy to

compare the values of the function at different point. On the other hand, vector fields assign

to each point p ∈M a vector in a distinct vector space TpM. Let v be a vector field in R3 (i.e.

v ∈ Γ(TR3)). Then clearly v is constant on R3 if and only if it is constant along any curve γ;

Dγ̇v := γ̇ · ∇v = γ̇i
∂vk

∂xi
∂xk =

dv(γ(t))

dt
= v̇ = 0.

If v is a vector field on a surfaceM in R3 and γ a curve inM, the (intrinsic) rate of change is

given by the rate of change of v as a vector field in R3 minus the rate of change of v along the

normal vector field n to M:

Dγ̇v := γ̇∗ · ∇v∗ −
((
γ∗ · ∇v∗

)
· n
)
n, (A.3)

where v∗ := ds(v) and γ̇∗ := ds(γ̇). More generally, the curvature is characterised by a connec-

tion i.e., a map D : Γ(TM)× Γ(TM)→ Γ(TM) such that:

Dv(u+ j) = Dvu+Dvj,

Dv(fu) = v(f)u+ fDvu,

Du+vj = Duj +Dvj,

Dfvu = fDvu,

where Dvu := D(v, u), represents the rate of change of u along v, or the covariant derivative

of u along v. To understand the meaning of the connection, it is useful to look at its local

expression. Let (∂xk), be a local basis of vector fields, we define the components of the vector

potential6Ailk of the connection by

D∂
xk
∂xl = Aikl∂xi .

Then it is easy to check

Dvu = vr
(
∂ru

i + Airlu
l
)
∂i,

which is a straightforward generalisation of Eq (1). The first term yields the standard di-

rectional derivative of vector fields in Rd and the vector potential components ”project” this

derivative onto the manifold. We can define many connections on any manifold M, however

every Riemannian manifold has a unique connection that is symmetric and compatible with

the metric, and corresponds to the usual notion of connection on surfaces in R3. This is called

6Formally the vector potential over a neighbourhood U is a End(TU)-valued 1-form on U , or in other words
a section of End(TU)⊗ T ∗U . Here End(TU) stands for the space of endomorphisms of TU .
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Figure A.3: The geodesics on S2 are the great circles. The tangent vector to a great circle,
when viewed as a vector in R3, varies only along the normal to S2.

the Levi-Civita connection. To define it we need to extend Dv to tensor fields7. Define Dv

on functions by Dvf := v(f), and on differential forms by assuming a Leibniz rule on the

contraction (ω, u) 7→ ω(u):

(
Dv(ω)

)
(u) := v

(
ω(u)

)
− ω

(
Dvu

)
,

and to tensor fields T, S, by assuming linearity and a Leibniz rule for ⊗:

Dv(T ⊗ S) := (DvT )⊗ S + T ⊗DvS.

The Levi-Civita connection on (M, g) is the unique connection which is symmetric (i.e.

Aijk = Aikj) and preserves the inner product of vectors that are transported through a constant

move (i.e., in such a way to preserve their direction on magnitude) on M, that is if up, vp are

vectors at p which are constantly transported to q, then g(up, vp) = g(uq, vq) (mathematically

this requires that Dvg = 0, ∀v). The components of the vector potential of the Levi-Civita

connection are called Christoffels symbols. They are usually denoted by Γijk.

A geodesic is a path γ which is as straight as possible at every step of the way. For a surface

embedded in R3 this means that ˙̇γ is parallel to the normal field, i.e., the tangent vector field

varies only in the direction normal to the surface (fig with zero geodesic curvature). More

generally this means Dγ̇ γ̇ = 0, which in local coordinates gives

d2γi

dt2
+ Aijk

dγj

dt

dγk

dt
= 0.

7Recall a tensor field is a C∞(M)-multilinear map Γ(TM) × · · · × Γ(TM) × Γ(T ∗M) × · · · × Γ(T ∗M) →
C∞(M), where Γ(T ∗M) is the space of differential forms on M.
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A.4 Further Background Material

A.4.1 Origins of HMC

Consider the Dirac Lagrangian of QCD [150]

LD = <
(
iψ†rγ

µ∂µψr + iψ†rγ
µAµψ)r)

)
+mψ†rψr

where the spinor field and gauge bosons are described by maps ψ : R4 → C4 ⊗ C3, and

A ∈ Ω1(R4, su(3)), γµ are the (Hermitian) Dirac gamma matrices. We discretise the QCD

gauge theory by constructing the discrete analogue of the Dirac and Yang-Mills action on a

lattice [361], and in particular the lattice QCD partition function, which is the object of interest

in QCD-HMC. Spacetime M = R4 is replaced by a lattice with spacing a, and the fermionic

matter fields ψ are discretised by viewing them as Grassmann fields on the lattice (which

output a Grassmann variable on each lattice site). To discretise the gauge field A we proceed

as follows: consider a site x on the lattice and the curve γ : [0, 1] → R4 from x to its nearest

neighbour x + a∂µ in direction ∂µ. There exists a unique horizontal lift (with respect to A)

γL : [0, 1] → F of γ s.t. γL(0) = s(x) where F is a principal SU(3) bundle over M (this is

the parallel transport in F along γ). We can find a unique curve g : [0, 1] → SU(3) for which

γL(t) = g(t) · s (γ(t)). The group element g(1) is called the link variable and denoted by

Uµ(x) in the literature (where it is usually expressed as a path-ordered exponential) and the

set of these elements (varying direction µ and site x) will represent the discretised gauge field

(see 5.8 and 5.10 [150] for a discussion on parallel transport and path-ordered exponentials).

The link variables satisfy U−µ(x) = Uµ(x−a∂µ)† (see 5-6 [144] for a discussion on discretisation

and relation to statistical mechanics).

Using the discretised fields we can discretise the actions. The Yang-Mills action (associated

to the connection) is replaced by the Wilson gauge (or plaquette) action

SWG ≡ β
∑
x

∑
µ<ν

(
1− 1

3
< tr[Pµν(x)]

)

where Pµν(x) ≡ Uµ(x)Uν(x + a∂µ)U−1
µ (x + a∂ν)U

−1
ν (x) is called the plaquette, and β ≥ 0

is a parameter related to the gauge coupling gc > 0, which is introduced by rescaling the

connection 1-form, and β is chosen to ensure that in the continuum limit a → 0 the Wilson

gauge action SWG converges to the Yang-Mills action. The discretisation of the Dirac action is a

much more complicated procedure, it can in fact be shown that it is not possible to discretise the
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action without breaking at least one of: chiral symmetry, convergence to the correct continuum

limit, locality of the Dirac operator, or introducing a doubling fermion problem. One option is

the Wilson fermion action

SWM ≡ a4
∑
x

ψ†(x)

(
γµ∆µ + a

∑
µ

2µ +m

)
ψ(x) ≡

∑
x

ψ†(x)Dψ(x)

where γµ∆µ + a
∑

µ2µ is the Wilson-Dirac operator where

∆µψ(x) ≡
Uµ(x)ψ(x+ a∂µ)− U−1

µ (x− a∂µ)ψ(x− a∂µ)

2a

is the finite-difference covariant operator and the finite-difference Laplacian

2µψ(x) ≡
Uµ(x)ψ(x+ a∂µ)− 2ψ(x) + U−1

µ (x− a∂µ)ψ(x− a∂µ)

2a2

is introduced to remove the fermion doublets. The resulting action SWM has the right properties

except it violates chiral symmetry (see 2.3 [157]).

Given all these definitions, we can write down the partition function of discretised QCD

which will lead us to the original Hamiltonian of HMC. The partition function is defined as

Z ≡
∫ ∏

x,µ,f

dUµ(x)dψ†f (x)dψf (x)e−SWG+
∑
f S

f
WM

where SfWM ≡
∑

x ψ
†
f (x)Dfψf (x) is the Wilson fermion action corresponding to a fermion ψf

with flavour f , dUµ(x) denotes the Haar measure, and dψ†f (x)dψf (x) represents a Grassmann

integral. Using properties of Grassmann integrals the partition function becomes

Z =

∫ ∏
x,µ

dUµ(x)
∏
f

detDfe
−SWG .

If we have two flavours (f = 2) of degenerate (same) mass, then
∏

f detDf = detD detD =

detDD† ∝
∫

dφ†dφe−φ
†(DD†)−1φ where we have introduced the pseudofermion (boson) φ using

a Gaussian functional integral. If we further introduce some fictitious momenta su(3)-valued

px,µ variables on the links, the partition function is finally

Z =

∫ ∏
x,µ

dUµ(x)dpx,µdφ†dφe−SWG−φ†(DD†)−1φ− 1
2

∑
x,µ〈px,µ,px,µ〉su(3) .

Hence, we have obtained the Hamiltonian of interest in QCD simulations (see [332, 14] for a
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discussion on the implementation of HMC with an odd number of flavors)

H = SWG + φ†(DD†)−1φ+ 1
2

∑
x,µ

〈px,µ, px,µ〉su(3) ,

and a typical HMC-QCD algorithm proceeds as follows

• refresh the momentum px,µ ∼ N (0, I) (assuming the basis of su(3) is orthonormal) on

every link (x, µ) of the lattice in parallel

• pseudofermion refreshment φ ∼ N (0, DD†). This may be done by sampling η ∼ N (0, I)

and setting φ ≡ Dη.

• Update the link variable and momenta on every link in parallel using an appropriate

integrator and a Monte Carlo correction step with effective potential Veff ≡ SWG +

φ†(DD†)−1φ. At the current state (p, φ, U), the kinetic flow preserves (p, φ) and maps

U 7→ Uetp, while the potential flow preserves (φ, U) and maps p 7→ p+ δtdVeff .

During such simulations most of the computational work arise in the calculation of the

derivative of the pseudofermion term:

∂φ†(DD†)−1φ

∂U
= −φ†(DD†)−1∂DD

†

∂U
(DD†)−1φ

since this requires solving the linear system DD†v = φ (see II.E [179]). It is thus common

to separate the potential energy into φ†(DD†)−1φ and SWG and use shorter time steps for the

gauge action and larger time steps for the pseudofermion term during the numerical integration,

as discussed above [315]. This results in an improved acceptance rate compared to leapfrog due

to the more accurate integration of the (less expensive) gauge action. This can be combined

with other methods to speed-up HMC, such as [152] which proposes an alternative integral

expansion of detDD† by splitting it into two factors detDD† = det
(
D̃D̃†

)
det
(
D̃−†DD†D̃−1

)
,

and use an integral pseudofermions expansion for each determinant. Choosing D̃ with a smaller

condition number than D allows for larger step sizes to be used at constant acceptance rate.

The two-stage integrator ΦV
λδt ◦ ΦT

1
2 δt
◦ ΦV

(1−2λ)δt ◦ ΦT
1
2 δt
◦ ΦV

λδt also plays an important role in

lattice QCD, where it was found to be 50% more efficient than the leapfrog integrator [333].

The integrator has a free parameter λ which was tuned in [284] to the value λc that minimises

the norm of the coefficients of the Poisson brackets in the second-order term in (3.14), giving

λc ≡ minλ

√(
6λ2−6λ+1

12

)2
+
(

1−6λ
24

)2 ≈ 0.1931833275. When λ is set to λc, this is also referred

to as the second order minimum norm integrator. In [333] a more accurate tuning was

proposed by giving different weights (obtained from numerical simulations) to the coefficients

of the Poisson brackets resulting in a slightly larger value for λc. The optimal parameter λc
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may viewed as minimising8

〈(HΨ −H)2〉 ≡ E[(HΨ −H)2] ≡ 1

Z

∫
(HΨ −H)2e−Hωn,

where HΨ is the shadow Hamiltonian (see §3.5.4).

An alternative force-gradient integrator based on the fact that the flow of the Hamiltonian

vector field ̂{V, {V, T}} can be computed for the standard Hamiltonians of lattice QCD was

proposed in [189] (here eδtĤ ≡ ΦXH
δt )

Ψδt ≡ e
1
6
δtV̂ e

1
2 δtT̂ e

48δtV̂−δt3 ̂{V,{V,T}}
72 e

1
2 δtT̂ e

1
6
δtV̂ .

The name arises from the fact that ̂{V, {V, T}} involves second derivatives of the potential

energy, which correspond to a force gradient (since the force is a first derivative of the po-

tential energy). The additional force-term ̂{V, {V, T}} increases the computational cost of the

integrator, but it is expected to be more efficient than second-order minimum norm integra-

tors for large lattices [86]. It was shown in [189] that the force-gradient integrator outperform

Campostrini integrators, and that its shadow Hamiltonians approximates the true Hamiltonian

to fourth order. Indeed its parameters were specifically chosen to eliminate the coefficients of

O(δt2) terms (although this is not necessarily optimal for HMC, where one could also instead

adapt the parameters to the model at hand to minimise the cost of integrator).

A.4.2 Shadow HMC

One of the benefits of HMC compared to many MCMC methods is that distant proposals can

still be accepted at a satisfying rate since the energy does not change drastically along the

numerical trajectories of symplectic integrators, which allows HMC to generates less corre-

lated samples. However the acceptance rate decreases exponentially as the dimension of the

sample/configuration space increases (the integrator has order ν) [302]:

E[δH] =

∫
δHe−Hωn = O(nδt2ν).

It is thus reasonable to wonder if we can make use of the Shadow Hamiltonian, which is exactly

preserved by the symplectic integrator, to improve the acceptance rate. This is the aim of

the shadow HMC (SHMC) methods, which were originally proposed in [177]. An immediate

difficulty arises from the fact that the shadow Hamiltonian is (usually) only known as an

8Under the assumption that δt is small, so we can restrict to the terms of order δt2, and the Poisson brackets
are equal.
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asymptotic expansion (see §3.5.4.1), so we need to work with a truncation. If Hk
δt denotes the

truncation up to order δtk of the shadow Hamiltonian (where k > ν), we have (2.2.1 [302])

E[δHk
δt] = O(nδt2k)

which leads to an improved acceptance rate if Hk
δt is used in the accept/reject step. Methods

based on the shadow HMC proceed as follows. Given a target measure P ∝ e−Hωn, and a

symplectic time-reversible symmetric integrator with fixed step-size δt,9 we compute its asso-

ciated truncated shadow Hamiltonian and define a modified Hamiltonian H̃ based on it. We

then sample from the modified target measure P̃ ∝ e−H̃ωn by

• partially or fully refreshing the momentum in a way that preserves P̃ , which usually

requires and accept/reject step,

• compute the numerical trajectory using the integrator, and accept proposed state with

probability min
(

1, e−δH̃
)

; if rejected flip the momentum.

• Once samples (qi, pi) are obtained, in order to correct the bias introduced from the fact

these are samples from P̃ rather than P we compute the weights

wi ≡ e−(H(qi,pi)−H̃(qi,pi))

and estimate
∫
f(q, p)dP using the self-normalised importance sampling estimator10

∑
i f(qi, pi)wi∑

iwi
.

The original SHMC method [177] relied on the standard leapfrog integrator for a Hamiltonian

H(q, p) = 1
2
p>G−1p + V (q). To compute the terms in the shadow Hamiltonian expansion

it used a procedure proposed in [319] which works for symplectic integrators obtained from

the splitting method. The algorithm however introduces a new parameter controlling the

acceptance rate of the momentum refreshment and is computationally expensive. To remedy

these shortcomings [331] introduced separable shadow HMC (S2HMC), which relies instead

on a processed leapfrog integrator constructed using the method of generating functions. The

processed leapfrog integrator has the advantage that the second-order expansion of its shadow

Hamiltonian is now separable, with kinetic energy 1
2
p>G−1p (and a modified potential energy).

The momentum refreshment step then simply samples from a Gaussian and no extra parameter

is introduced.

9See IX.6 [148] for a discussion on variable time-steps

10Recall this estimator follows from
∫
f(q, p)dP =

∫
f(q, p) e

−H/ZP
e−H̃/ZP̃

dP̃ =

∫
f(q,p)

Z
P̃
e−H

ZP e
−H̃

dP̃∫ Z
P̃
e−H

ZP e
−H̃

dP̃
=

∫
f(q,p) e

−H

e−H̃
dP̃∫

e−H

e−H̃
dP̃

.
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In §3.4.2.2 we will discuss HMC with partial momentum refreshment (usually called GHMC)

and how it can improve HMC by requiring fewer leapfrog steps, provided the acceptance rate

is sufficiently high. The generalised shadow HMC (GSHMC) [8] aims to achieve this latter

requirement by combining partial momentum refreshments with shadow Hamiltonians. More-

over GSHMC allows the use of generalised coordinates and Riemannian (non-constant) kinetic

energies - the Hamiltonian can take the form H(q, p) = 1
2
p>G−1(q)p + V (q). The symplec-

tic integrator considered in GSHMC is the generalised leapfrog method (§A.5.5.1) constructed

using the discrete variational principle. Truncated shadow Hamiltonians are obtained by sub-

stituting a Taylor expansion for the discrete curve in the discrete Lagrangian which is then

truncated, viewed as a Lagrangian function of higher-order derivative, and transformed into

the corresponding Hamiltonian (see II [318]). GSHMC then proceeds as in GHMC with the

truncated shadow Hamiltonian (which requires an additional accept-reject step after the partial

momentum refreshment, and a reweighing procedure once the samples have been obtained).

A.4.3 Approximate-Gradient HMC for Statistical Applications

One of the drawbacks of the standard HMC algorithm 2 is that it requires evaluating the poten-

tial energy (during the accept/reject step) and its derivative (during the leapfrog integration),

which are often computationally expensive in high dimensional problems. For example in the

Bayesian paradigm the aim is to sample from the posterior distribution ρ(q|D)dq associated to

a set of i.i.d. observations D. In this common scenario the potential energy is given by

V (q) ≡ −
∑
xi∈D

log ρ(xi|q)− log ρ(q), (A.4)

where ρ(q) is the prior density, ρ(xi|·) the likelihood. Evaluating V and its gradient is then

typically challenging due to the large numbers of observations contained in D.

Several methods have been proposed to alleviate the computational burden by resorting to

approximations of the potential energy, or of its gradient, during the implementation of HMC.

Note that HMC does not require the MD step to be based on the “target” Hamiltonian H:

any surrogate Hamiltonian can be used. However if a surrogate Hamiltonian is used during

both the MD and MC steps, then the algorithm does not preserve the target distribution, i.e.,

it generates biased samples. On the other hand, if the MD step uses a surrogate Hamiltonian,

while the MC step uses the true Hamiltonian, then the algorithm samples without bias. But

then the conservation of acceptance rate (see §3.5.4.3), resulting from the fact the discretised

mechanical system preserves the shadow Hamiltonian which stays close to the true Hamiltonian

for exponentially long time, will typically no longer hold.
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Let us now discuss some examples where approximate Hamiltonians are used. The method

in [369] is based on finding a bounded region R ⊂ M = Rn (in practice a hypercube) con-

taining most of the probability mass of the target distribution. A surrogate gradient is then

formed: over R the gradient is approximated using Smolyak algorithm (a sparse grid inter-

polation method), while the true gradient is used elsewhere. The leapfrog integration is then

implemented using the surrogate gradient. In [368] a surrogate is defined by V ≈
∑s

i=1 viσ(·; γi),
where σ is some specified “activation” function, and s is the number of “neurons”. The approx-

imation is constructed using extreme learning machine: the parameters (γi) are sampled from

some auxiliary distribution, and are then used to train a random network to obtain the param-

eters (vi). The training data for the network is given by samples from the target distribution

obtained during the burn-in phase of a standard HMC, together with evaluations of V at these

samples. Once the surrogate for V is defined, it is used during the leapfrog integration. In [370]

instead the parameters (vi) are constructed by minimising (a regularised empirical version of)

the score-matching criterion (vi) 7→ SM(Q[(vi)]‖P ) where Q([vi]) ∝ exp (−
∑s

i=1 viσ(q; γi)) dq.

The proposed sampling procedure uses a HMC algorithm with potential energy given by a

regularisation (based on the Hessian of the true potential energy) of the surrogate function,

and the parameters (vi) of the surrogate are updated as new samples are generated (note the

samples obtained will be biased).

The Stochastic gradient HMC (SGHMC) algorithm [77] aims to reduce the cost of HMC

by replacing the sum over all data points in (A.4) by a sum over a uniformly sampled minibatch.

One then obtains an estimator ∇qṼ which is assumed to satisfy

∇qṼ ≈ ∇qV + σ(q)W

where W ∼ N (0, I), and σ(q) is a matrix associated to the noise. The idea is to then replace

∇qV in Hamilton’s equations with ∇qṼ . The resulting stochastic dynamics does not preserve

the canonical distribution, and it is necessary to add a “friction term” which yields the Langevin

dynamics of (3.9). However the noise covariance σσ> is unknown and must be estimated, which

led the authors to further modify the equations of motion and obtain a dynamics that does

not preserve the target distribution. The SGHMC algorithm is constructed by discretising this

dynamics (with no Metroplis correction), based on the argument that for time-steps converging

to 0, the gain in efficiency outweighs the loss in accuracy. It is argued in [42] that it is in fact not

possible to maintain the scalable and robust properties of HMC when using minibateches, as

approximate gradients generate trajectories that no longer maintain the good energy-preserving

properties of symplectic integrators, leading to highly biased expectations.

In [330] it was proposed to use exponential families to approximate target density and its

derivative in cases where these were intractable. Given a (unnormalised) target density ρ :
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Rn → R, the idea is to find a parameter θ in an exponential family modelled over a reproducing

kernel Hilbert space Hk (RKHS); that is we want to find a θ∗ ∈ Θ ⊂ Hk s.t., ρ ≈ pθ∗ and then

approximate the target log-gradient by ∇x log ρ ≈ ∇x log pθ∗ = ∇xθ
∗. The approximation is

found by first noticing we can rewrite the score-matching divergence as 11

SM(P‖Pθ) =

∫ (
∆x log pθ + 1

2
‖∇x log pθ‖2

2

)
dP (x) + constant

where the constant does not depend on θ. Given a i.i.d sample {ωj}mj=1 from ρ, an optimi-

sation problem is then solved to find the value θ∗ which minimises the empirical estimate
1
m

∑m
j=1

(
∆wj log pθ + 1

2
‖∇wj log pθ‖2

2

)
of the function θ 7→ SM(P‖Pθ). Once θ∗ is given, the

algorithm proceeds as a standard HMC scheme, except that proposals are generated using

a volume-preserving reversible integrator which approximates the flow of a Hamiltonian H∗

formed by replacing log ρ with θ∗.

A.4.4 Hilbert Space HMC

Typically the performance of HMC on the Euclidean space Rn deteriorates as n increases, in

the sense that the number of MCMC steps necessary to approximate the target distribution

grows with n. To overcome this curse of dimensionality, it was proposed in [40] to construct an

HMC algorithm that is well-defined on an infinite dimensional space H , and view the target

distribution on the very high-dimensional space Rn as a finite-dimensional of a measure on H .

More precisely consider a target distribution P on a separable Hilbert space H assumed to

be absolutely continuous with respect to a Gaussian reference measure N (0, C), where C is the

(bounded linear) covariance operator on H , C(·) ≡ E[Id⊗Id] =
∫

H
x 〈x, ·〉H N (0, C)(dx). Dis-

tributions on Hilbert spaces occur in variety of applications, such as Bayesian inverse problems.

The potential energy, denoted Φ : H → R, is by definition

dP

dN (0, C)
∝ e−Φ,

and the measure is then lifted to the “canonical distribution” Pcan ∝ e−ΦN (0, C)⊗N (0, C) on

H ×H . In the finite dimensional case this corresponds to a target P (dq) ≡ e−Φ(q)e−
1
2 q
>C−1qdq,

a kinetic energy T (v) ≡ 1
2
v>C−1v, and a canonical distribution

Pcan(dq, dv) ≡ 1

Z
e−H(q,v) det(C−1)dqdv ∝ e−Φ(q)e−

1
2 q
>C−1qe−

1
2v
>C−1vdqdv,

whose Hamilton’s equations are q̇ = v, v̇ = −q − C∇Φ from (3.6). These equations still make

11Provided Stoke’s theorem holds without boundary terms and the densities are sufficiently differentiable
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sense in infinite dimension, and it is shown that their flow preserve Pcan (see theorem 3.2 [40]).

An HMC scheme is then constructed using a numerical integrator based on the split into the

flow of the force term

q̇ = 0, v̇ = −C∇Φ, ⇒ q(t) = q(0), v(t) = v(0)− tC∇Φ,

and the harmonic term

q̇ = v, v̇ = −q, ⇒ q(t) = cos(t)q + sin(t)v, v(t) = cos(t)v − sin(t)q

together with a Metropolis step.

A.4.5 Ergodicity of HMC

Recall that the aim of HMC is to approximate E[f ] =
∫
f(x)dP (x), for some integrable ob-

servable f , with the random quantity 1
m

∑m
i=1 f(Xi), where Xi : Ω → Rn are the random

variables of the Markov chain generated by the HMC algorithm targeting P . We say the chain

is pathwise ergodic if for P -almost all initial values X1 = x, we have

lim
m→∞

1

m

m∑
i=1

f(Xi)
a.s.
=

∫
f(x)dP (x),

which holds for example if (Xi) is aperiodic and P -irreducible (proposition 2.1 [329]). While

HMC is commonly ergodic this is not guaranteed in general. To address this issue it is usually

sufficient randomise the trajectory length of the dynamics [244, 43]. An adaptive tuning pro-

cedure is proposed in [357] (see algorithm 2 therein) based on a Bayesian optimisation of the

normalised expected jumping distance

J(δt, τ/δt) ≡ E‖zn+1 − zn‖2/
√
τ/δt,

where the expectation is taken with respect to the (HMC) transition kernel. Given a set

of parameters, approximate evaluations of J over this set are formed by approximating the

expectations using HMC. These evaluations are used to construct a Gaussian process surrogate

for J , and finally a utility function is defined to propose suitable parameters. A good rate of

convergence of the chain is also necessary for HMC to be of practical interest. If Pnq denotes

the conditional distribution of Xn given X1 = q, we say the chain is geometrically ergodic

if there exists % < 1 and C :M→ [0,∞) s.t. for P -a.e. q ∈M

‖Pnq − P‖TV ≤ C(q)%n.
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Conditions under which the HMC chain with leapfrog integrator is geometrically ergodic were

established in [235] for sufficiently small step-size under assumptions on the distribution of the

number of leapfrog steps, the gradient of the potential energy (its growth and an inward-pointing

condition), and the inward acceptance property (inward convergence of the acceptance region) of

the chain. More recently [105] established geometric ergodicity under weaker assumptions, and

also provided conditions on the potentials energy for which the inward acceptance property of

the chain holds (see theorem 9-10). Geometric ergodicity is also shown in [55] for an idealised

scenario in which the Hamiltonian flow is integrated exactly by setting the lengths of the

trajectories to be i.i.d. exponential random variables.

A.4.6 Generative Models, and Likelihood-free Inference

Above we have mainly considered statistical models {Pθ : θ ∈ Θ} where the distributions were

known, or which a likelihood was known up to normalisation Pθ ∝ pθν. However sometimes

the model is only known implicitely, in the sense that we only have at our disposal a proce-

dure to generate samples from every Pθ. For example generative models are defined as the

pushforward of a fixed probability measure U by a family of maps (Gθ) called the generator:

{Pθ ≡ G]
θU : θ ∈ Θ}.

Given a discrepancy function D on distributions, and assuming the target P belongs to the

model, the aim is then to estimate

θ∗ ≡ argmin
θ∈Θ

D(P‖G]
θU)

given a set (Xi) of independent P -distributed random variables, and a set (Ui) of independent

U-distributed random variables (so Gθ(Ui) are independent Pθ-distributed random variables).

We refer to 2.1 [270] for a summary of likelihood-free inference methods. A popular approach

to estimate θ∗ is the adverserial framework, where the discrepancy is the maxima among

a family of functions (Dφ) called the discriminator, D = maxφDφ, which leads us to the

minimax problem

θ∗ ≡ argmin
θ∈Θ

max
φ

Dφ(P‖G]
θU).

The framework is “adversarial” because it is implemented as a two-player game, where we

alternate between training the discriminator Dφ (over φ) to distinguish between the P and

G]
θU (or more precisely their empirical version), and training the generator Gθ (over θ) to

minimise the discrepancy between P and G]
θU, i.e., to “confuse” the discriminator. In practice
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each step is performed using a stochastic gradient method §5.2.

Originally [132] chose the discriminator to be

Dφ(P‖G]
θU) ≡

∫
logMφdP +

∫
log (1−Mφ) dG]

θU

=

∫
logMφdP +

∫
log (1−Mφ ◦Gθ) dU

where both the generator and Mφ : M→ [0, 1] were multilayer perceptrons (Mφ is also often

referred to as the discriminator). If P and Pθ do have positive densities p and pθ respectively

with respect to a common reference measure, then proposition/theorem 1 [132] show the best

possible Dφ over the set of functions Mφ :M→ [0, 1] is given by setting M∗ ≡ p/(p + pθ), in

which case it becomes

D∗(P‖G]
θU) = 2 JSD(P‖G]

θU)− log 4

where JSD is the Jensen–Shannon statistical divergence, and thus θ∗ becomes the minimum

Jensen–Shannon discrepancy estimate.

In practice the generative adversarial networks (GANs) of [132] suffer from training

instabilities resulting from the fact that training the discriminator often results in it attaining

0 (corresponding to maximal Jensen–Shannon discrepancy) due to the measures Pθ and P

having disjoint support. This results in vanishing gradients that make it hard to then train the

generator. In [280] GANs is generalised to allow D to be any f -divergence

Df (P‖Q) ≡
∫
pf

(
q

p

)
dx

where p, q are the densities of P,Q, and f : R+ → R is a convex lower-semicontinuous function

with f(1) = 0. To cast the minimum f -divergence problem as an adversarial framework [280]

relies on the variational characterisation of f -divergence: if M⊂ Rn is compact, and F is any

set of functions M→ R, then (see lemma 1 [278])

Df (Q‖P ) ≥ sup
h∈F

∫
(hdQ− f ∗(h)dP )

with equality iff the map x 7→ ∂f
(
p
q
(x)
)

contains an element of F (here f ∗ and ∂f(t) are the

conjugate dual function and subdifferential of f respectively). In particular if f is differentiable

the supremum is attained by the function f ′(p/q). Table 1 [280] summarises some popular

choices of f and their associated statistical divergences. Using the variational characterisation
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yields the minimax problem

θ∗ ≡ argmin
θ

max
h

∫
(hdQ− f ∗(h)dP ) .

See also Wasserstein GAN[16], MMD GAN [107], Sikhorn GAN [127], and Sobolev GAN [272].

A.4.7 Learning the Score

Often one is interested in specifically estimating the score ∇ log p of the target distribution

P (dx) = p(x)dx, for example to implement a Langevin process or HMC algorithm [322, 330].

An option is to apply (2.9) with the score ∇ log q replaced with a family of differentiable

maps {nθ : Rn → Rn}θ∈Θ such as a neural network (here M = Rn), leading to the objective

function (using ∆ log q = ∇ · ∇ log q = tr∇2q)

θ 7→
∫ (

1
2
‖nθ‖2 + tr∇nθ

)
dP.

Under regularity conditions, using the divergence theorem this objective is equivalent to θ 7→∫
p‖nθ −∇ log p‖2dx and (since p > 0) vanishes when nθ∗ = ∇ log p.

A related approach is based on autoencoders. An autoencoder is a neural network used

in unsupervised learning to uncover some common structures of a set of observations. More

precisely, let {xi ∈ Rn}Ni be a set of observations, ξθ : Rn → Rm be an encoder, and δα :

Rm → Rn be a decoder depending on parameters θ and α respectively, the autoencoder is

trained to ensure the reconstruction r ≡ δα ◦ ξθ is closed to the identity by finding the optimal

reconstruction in the sense that

argmin
θ,α

1

N

N∑
i

l(xi, r(xi)),

where l is a loss function penalising the discrepancy between r(x) and x (such as a statistical

divergence). The goal of course is not to actually learn the identity. By imposing appropriate

constraints on the network, such as m < n, the encoder learns to “compress” the data to find

out the “true” dimensions of the observations (removing redundancies, correlations...), while

the decoder learns to recover the original observation given its compressed representation. In

order to make the autoencoder robust to partial destruction of the observations, [354] proposed

to modify the objective by introducing random variables Ni ∼ P (·|xi) distributed according

to a regular conditional distribution P (·|·) which corrupt the data points. We thus obtain the
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denoising autoencoder (DAE) objective function

argmin
θ,σ

1

N

N∑
i

l(xi, r(Ni)).

It was shown in 4 [353] that a DAE with sigmoid encoder, affine decoder, quadratic loss and

Gaussian corruption was equivalent to a score matching estimation of the score of a Gaussian

smoothing of the target with a particular statistical model. This was generalised in theorem 1 of

[9] which shows a trained DAE with quadratic loss and corruption Ni = xi + ξ, ξ ∼ N (0, σ2Id)

learns a reconstruction rσ from which the score can be estimated when σ ≈ 0:

∇ log p =
rσ(x)− x

σ2
+ o(1).

This provides an alternative way of estimating the score of the target distribution by training

a DAE avoiding the issues of normalising constants.

Deep MCMC [317] uses autoencoders to reduce the computational cost of HMC through

dimensionality reduction. The idea is to train an encoder ξ and decoder δ using samples from the

target P , to learn the “true” dimension of the samples. Once ξ and δ are trained, given current

position q0, each step samples a “momentum” p0 ∼ ξ]N (0, G), computes (q∗, p∗) = Ψ(ξ(q0), p0),

where Ψ is a numerical integrator for the Hamiltonian δ∗T + δ∗V , and outputs a sample δ(q∗).

Note that the numerical integration is implemented on the lower dimensional space. However

a bias is introduced unless a MC step is added, but since the proposal is not volume-preserving

such an MC step would require computing an intractable volume correction term.

A.4.8 Sinkhorn Statistical divergences

As above consider M = {x1, . . . , xn}. To compute the Wasserstein distance (2.11) we need

to find the optimal plan within the set U(P,Q) of all transport plans between P and Q. [92]

proposed to replace this by a convex set Uα(P,Q) obtained an entropic constraints

Uα(P,Q) ≡ {PP↔Q ∈ U(P,Q) : KL (PP↔Q‖P ⊗Q) ≤ α}

where KL here is the relative entropy between transport plans,

KL(P ‖T ) ≡
∑
ij

Pij log
Pij
Tij

.
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The regularised Wasserstein or Sinkhorn discrepancy is defined as

Wα
1 (P,Q) ≡ min

PP↔Q∈Uα(P,Q)
P>D.

Equivalently, replacing the entropy constraint by a regularisation term parametrised by ε > 0

we can consider

W1,ε(P,Q) ≡ min
PP↔Q∈U(P,Q)

P>D + εKL (P ‖P ⊗Q) . (A.5)

Setting (Kij) ≡
(
e−Dij/ε

)
, by proposition 2.1 [47] there exists nonnegative vectors u, v s.t., the

optimal transport plan is

P ∗P↔Q = diag(u)K diag(v);

moreover these vectors are fixed point of the map (u, v) 7→
(
P/(Kv), Q/(K>u)

)
, where /

denotes component-wise division. Sinkhorn’s algorithm for the solutions (u, v) is defined by

solving these equations iteratively: given an arbitrary initial positive vector v(0), at step k + 1

the algorithm perform the following updatev(see 4.2 [298])

u(k+1) ≡ P/(Kv(k)), v(k+1) ≡ Q/(K>u(k+1)).

The Sinkhorn discrepancy W1,ε is not a natural map to represent discrepancies between distribu-

tions, since for example W1,ε(P, P ) is not zero. Instead we can define the Sinkhorn statistical

divergence

S1,ε(P,Q) ≡ W1,ε(P,Q)− 1
2

(W1,ε(P, P ) +W1,ε(Q,Q)) .

Then

S1,ε(P,Q)
ε→0−−→ W1(P,Q), S1,ε(P,Q)

ε→+∞−−−−→ 1
2

MMD d(P,Q)

where MMDd is the maximum mean discrepancy with kernel d. Moreover under appropriate

assumption S1,ε is a symmetric statistical divergence that controls narrow convergence (see

theorem 1 [119]).

A.4.9 Exponential Family

The exponential family is the parametrised statistical manifold defined by the likelihood

pθ(x) ≡ 1

Z(θ)
e〈v(θ),T (x)〉∗

with respect to some reference measure ν(dx), where v : Θ → V , T : Ω → V ∗ and V is a

topological vector space. For example if V ≡ H is a Hilbert space of functions over Ω, then
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T : Ω → H could be the evaluation functionals x 7→ δx, Θ = {f ∈ H :
∫
ef(x)ν(dx) < ∞} the

subset of H for which the normalising constant is finite, Z(θ) <∞, and v the inclusion, so

pθ(x) ≡ 1

Z(θ)
e〈θ,δx〉∗ =

1

Z(θ)
eθ(x).

In particular when H is a Reproducing Kernel Hilbert space with kernel k : Ω×Ω→ R, we have

θ(x) = 〈θ, δx〉∗ = 〈θ, k(x, ·)〉H by the reproducing property. For finite dimensional exponential

families, V ≡ Rd, we set T = (f1, . . . , fd), Θ ≡ {z ∈ Rd :
∫
ez
>T (x) <∞}, so

pθ(x) ≡ 1

Z(θ)
e〈θ,T (x)〉∗ =

1

Z(θ)
eTi(x)θi .

In this case the components of the score are ∂θi log pθ(x) = Ti(x)− ∂
∂θi

logZ(θ), and the Fisher

information matrix is

(
(φ∗gF (θ)

)
ij

=
∂2

∂θi∂θj
logZ(θ) = − ∂2

∂θi∂θj
log pθ(x)

A.4.10 Discrete Space Diffusion and Markov Chains

In §4.1 we have focused on P -preserving stochastic processes which were continuous in time

and (state) space, that is Z : R × Ω → Rn, Z(t, ·) ≡ Zt(·). The discretisation in §4.1.2 gave

an example of discrete-time, continuous space Z : N× Ω → Rn. It is also possible to consider

discrete Markov chains in which both time and space are countable, Z : N × Ω → Z. For

time-homogeneous Markov chains the transition kernel is usually indexed by state space,

Pij ≡ P(Xm = i→ Xm+1 = j), Pnij ≡ P(Xm = i→ Xm+n = j).

The Chapman–Kolmogorov equation states the (n+m)-step transition kernel is related to the

n and m steps ones through a “matrix product”

Pn+m
ij = PnikPmkj ⇒ (Pnij) = (Psk)n,

from which it follows that the law PXk of Xk, whose ith component is the probability that

Xk = i, is determined by the distribution of the initial point PX0 (see 2.1 [294])

PXk = PX0Pk, or (PXk)j = (PX0)i P
k
ij.
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A.5 Further Material HMC

A.5.1 Riemannian Measure

Any Riemannian manifold (M, 〈·, ·〉M) has a Radon measure compatible with the Riemannian

structure. The measure is constructed by first defining the Riemannian one density vol, which

maps any orthonormal basis of TqM to one (or to its orientation on oriented manifold, in which

case vol is a volume form), and then use Riesz representation to turn vol into a measure dV s.t.,∫
fdV ≡

∫
fvol (theorem 8.1.9 [3]). If (vi) is a local basis of vector fields over a neighbourhood

U ⊂M, with dual local 1-forms (αi), then

vol|U =
√

det(G)|αi ∧ · · · ∧ αm|

where det(G) ≡ det (G(vi, vj)). If qi are coordinates on M generated by a chart ϕ : U → Rn,

we may for example choose vi = ∂qi , α
i = dqi, we can write the integral of any f ∈ L1(M, vol)

with compact support contained in U as an integral over Rn

∫
M
fdV =

∫
ϕ(U)

f ◦ ϕ−1
√

detG ◦ ϕ−1dλn,

where dλn is the Lebesgue measure on Rn. In particular if ι :M→ Rk is a submanifold, then

M can be equipped with the pullback (or restriction) of the Euclidean dot product 〈·, ·〉M ≡
ι∗ 〈·, ·〉R

k

= ∂ι(·)>M∂ι(·), where M is an inner product matrix on Rk. If qi are coordinates over

the chart ϕ : U → Rn

∫
M
fvolg =

∫
ϕ(U)

f ◦ ϕ−1
√

det (∂J>M∂J)dλn,

where ∂J is the Jacobian of J ≡ ι ◦ ϕ−1 : ϕ(U) ⊂ Rn → Rk (this follows from 〈·, ·〉Mij ≡〈
∂qi , ∂qj

〉M
=
〈
∂ι(∂qi), ∂ι(∂qj)

〉Rk
= (∂J>M∂J)ij). The term

√
det (∂J>M∂J)dλn is some-

times referred to as the volume element of M since
√

det ∂J>M∂J is the volume of the

parallelepiped with corners (∂iJ) which describe the deformation of “infinitesimal volume ele-

ments” on M with respect to Cartesian coordinates. Setting f = 1 yields the volume of U in

M, which may also be expressed as the Hausdorff measure Hn(U) of U (see 3.3.4 D [110]). We

mention that in the statistics literature, the Riemannian measure is sometimes introduced as a

Hausdorff measure. Given a measure µ on M and a finite measurable set K, the uniform

density πK with respect to µ on K is defined as πK(x) ≡ 1K(x)/µ(K). This definition depends
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on the reference measure µ and should not be confused with the canonical concept of uniform

measure discussed in §3.1.2 (see also 2.1 in [295]).

A.5.2 Retractions

When the geodesic flow has a prohibitive computational cost, we can consider replacing the

flow of the kinetic energy with a first-order approximation, known as a retraction [5]. To be

precise a retraction is a map R : TM→M s.t. Rq ≡ R|TqM 12

(i) Rq(0) = q, (ii) ∂0Rq = IdTqM.

Retractions are first-order accurate in the sense that

d
(
Rq(tv),ΦT

t (q, v)
)

= O(t2), ∀v ∈ TqM

where d :M×M→ R is the Riemannian distance (see proposition 2.2 [6]). For example for

the B-orthogonal group G = {A : GL(n) : ATBA = B} for some matrix B ∈ GL(n) (which

include the orthogonal and symplectic groups), the Cayley transform R : G × g → G given by

RA(ξ) ≡ A(I − 1
2
ξ)−1(I + 1

2
ξ) approximates the Lie group exponential Aeξ and stays exactly on

G [75, 147]. It is possible to build retractions on G/K using retractions on G, see proposition

4.1.3 of [5], and the following page for examples on the real projective space and Grassmannian

manifold. On general manifolds another method to build retractions is to use an embedding

into a vector space, as explained in proposition 4.1.2 [5], or theorem 4.2 [6]. This idea was for

example applied in [363] for HMC on Stiefel manifolds, while Cayley transforms are sometimes

used in the implementation of HMC for lattice QCD.

A.5.3 Principle of Stationary Action

Consider the smooth manifold C of C2 curves γ : [0, T ] → M. Given an interval I ⊂ R, a

variation σ : I × [0, T ]→M of γ is a C2 map satisfying σ(0, ·) = γ, and we say it has fixed

endpoints if

σ(·, 0) = γ(0), σ(·, T ) = γ(T ).

Define the variation field δσ : [0, T ]→ TM along γ by

δσ(t) ≡ d

ds
σ(s, t)

∣∣
s=0
∈ Tσ(0,t)M.

12Where we identify T0TqM∼= TqM so ∂0Rq : TqM→ TqM.
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We may then consider variations of the action with respect to a variation field:

δS[σ(s, ·)] ≡ d

ds
S[σ(s, ·)]

∣∣
s=0

=
d

ds

∫ T

0

L (σ̇(s, ·)) dt
∣∣
s=0

=

∫ T

0

d

ds
L (σ̇(s, ·))

∣∣
s=0

dt =

∫ T

0

dL (δσ̇(t)) dt

= 〈FL∗Θ, δσ〉∗
∣∣T
0

+

∫ T

0

〈DELL, δσ〉∗ dt

where DELL is a continuous T ∗M-valued map defined on an appropriate submanifold of TTM
(see [252] for details on last step), called the Euler-Lagrange map since in coordinates

(DELL)i =
∂L
∂qi
− d

dt

(
∂L
∂vi

)
.

We say a curve γ ∈ C is a solution of Euler-Lagrange equations if

∂L
∂qi

(q, q̇)− d

dt

(
∂L
∂vi

(q, q̇)

)
= 0

for all t ∈ (0, T ), or equivalently
∫ T

0
〈DELL, δσ〉∗ dt = 0 for all variations of γ, or equivalently

if δS[σ] = 0 for all variations with fixed endpoints, or equivalently if γ̇ is an integral curve of

the Lagrangian vector field defined below (see 8.2 and theorem 7.3.3 [251]).

A.5.4 Motion in a Potential Field Vs Free Motion

If the potential energy is bounded above by some e ∈ R, V < e, we can define the Jacobi

metric as13

Ge(·, ·) ≡ (e− V ) 〈·, ·〉 ,

which is a Riemannian metric on M. The importance of the Jacobi metric is that it relates

motion under the influence of the potential field V to free motion. More precisely, the solution

of the Euler-Lagrange equation for L(·) ≡ 1
2
〈·, ·〉 − π∗V (·) with energy E = e are (up to

reparametrisation) the geodesics of the Jacobi metric Ge with energy 1 (with respect to the

Lagrangian defined by Ge) [251]. Since the Lagrangian used in HMC are usually of this form,

the Jacobi metric allows us to reformulate some statistical questions in terms of properties

of the geodesics. For example, the Jacobi metric was used in [311] to derive a concentration

inequality for HMC that quantifies how many HMC samples are necessary for the empirical

measure to provide a good approximation of the target distribution, in the case the target

13In other words Ge and 〈·, ·〉 are conformally related by the function % ≡ log
√
e− V , since Ge = e2% 〈·, ·〉
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distribution is a multivariate Gaussian on M = Rn and the chain has positive curvature.

This was achieved by deriving a bound between the coarse Ricci curvature of the HMC chain

targeting the multivariate Gaussian and the sectional curvature of Rn equipped with the Jacobi

metric in high dimensions.

A.5.5 Discrete Variational Principle

The main point in the construction of the discrete variational principle is to replace the velocity

space TM with the product M×M, and the Lagrangian L : TM → R with a family of

discrete Lagrangians Ld :M×M×R→ R parametrised by step size δt ∈ R. The discrete

Lagrangian represents an approximation of the “infinitesimal action” of a curve q : [t, t+ δt]→
M

Ld(q(t), q(t+ δt), δt) ≈
∫ t+δt

t

L(q̇)dt.

Given a step size δt and a N ∈ N, the manifold of C2 curves [0, T ] → M is replaced by the

product MN+1 where (q0, . . . , qN) ∈ MN+1 represents the values of a curve evaluated at the

points {jδt : j = 0, 1, . . . , N}. Forming the discrete action Sd :MN+1 → R

Sd(q0, . . . , qN) ≡
j=N−1∑
j=0

Ld(qj, qj+1, δt)

and taking variations, leads us to the discrete Euler–Lagrange equations whose solutions

are discrete curves (q0, . . . , qN) ∈MN+1 satisfying in local coordinates

∂2Ld(qj−1, qj, δt) + ∂1Ld(qj, qj+1, δt) = 0, for all j = 1, . . . , N − 1. (A.6)

The discrete Euler–Lagrange equations define a discrete Lagrangian flow ΦLd :M×M→
M×M, (qj−1, qj) 7→ (qj, qj+1) which preserves a discrete symplectic structure (see 1.3.2 [252]).

We can define a corresponding conjugate momentum and discrete Hamiltonian flow by con-

sidering the discrete Legendre transform FLd :M×M→ T ∗M defined by

(qj, pj) ≡ FLd(qj, qj+1) ≡ (qj,−∂1Ld(qj, qj+1, δt)) .

Assuming FLd is a local isomorphism, theorem 1.5.1 [252] implies the discrete Lagrangian flow

ΦLd is well-defined, and we can define the discrete Hamiltonian flow ΦH
Ld : T ∗M→ T ∗M

by

ΦH
Ld ≡ FLd ◦ ΦLd ◦ FL−1

d .
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This map is symplectic, and in local coordinates the discrete Hamiltonian flow is the map

(qj, pj) 7→ (qj+1, pj+1) defined by

pj = −∂1Ld(qj, qj+1, δt), pj+1 = ∂2Ld(qj, qj+1, δt). (A.7)

In order for variational integrators to be applicable to HMC they will need to also be time-

reversible and symmetric (see §3.4.1). These may be ensured using the following results. The

discrete analogue to the velocity flip is the map Sd(q0, q1) ≡ (q1, q0), and we say that Ld is

reversible (or has time-reversal symmetry) if Ld ◦Sd = Ld. In that case the discrete Lagrangian

flow is discrete time-reversible (2.2 and 3.3 [257])

ΦLd ◦ Sd ◦ ΦLd = Sd.

Moreover Ld(q0, q1,−δt) = −Ld(q1, q0, δt) iff the discrete Hamiltonian flow is symmetric (the-

orem 2.4.1 [252]). Finally, if the discrete Lagrangian inherits the symmetries of L, then the

the discrete flows ΦLd , ΦH
Ld will also preserve these symmetries (1.5.3 and theorem 1.3.3. [252]).

In what follows we briefly mention some examples of variational integrators, in particular the

generalised leapfrog on which Riemannian “manifold” HMC is built [131].

A.5.5.1 Generalised Leapfrog

Given a Lagrangian L on M = Rn, the trapezoidal rule defines a discrete Lagrangian

Ld(qk, qk+1, δt) ≡
δt

2
L
(
qk,

qk+1 − qk
δt

)
+
δt

2
L
(
qk+1,

qk+1 − qk
δt

)
.

For L ≡ 1
2
v>Mv − V (q) this yields the discrete Lagrangian flow

qk+1 = 2qk − qk−1 − δt2M−1∇V (qk)

and discrete Hamiltonian flow with

qk+1 = qk + δtM−1pk − 1
2
δt2M−1∇V (qk)

pk+1 = pk − δt
∇V (qk) +∇V (qk+1)

2

which are also known as Verlet and velocity Verlet respectively. In the HMC literature the

latter is usually written as

pk+ 1
2

= pk − 1
2
δt∇V (qk)
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qk+1 = qk + δtM−1pk+ 1
2

pk+1 = pk+ 1
2
− 1

2
δt∇V (qk+1).

For a space-dependent metric, L ≡ 1
2
v>M(q)v − V (q), (A.7) yields the generalised leapfrog

method which is used in RMHMC [131]

pj = 1
2

(M(qj) +M(qj+1)) δq − δt

2
∇qj

(
δq>M(qj)δq − V (qj)

)
pj+1 = 1

2
(M(qj) +M(qj+1)) δq +

δt

2
∇qj+1

(
δq>M(qj+1)δq − V (qj+1)

)
where δq ≡ qj+1−qj

δt
. Here the first equation defines qj+1 implicitly, which is then subbed into

the second (explicit) equation for pj+1.

A.5.5.2 Midpoint Rule

For a Hamiltonian H, the midpoint rule is the symplectic integrator implicitely defined by

qk+1 − qk
δt

=
∂H

∂p

(
qk+1 + qk

2
,
pk+1 − pk

2

)
pk+1 − pk

δt
= −∂H

∂q

(
qk+1 + qk

2
,
pk+1 − pk

2

)
can be obtained (if L is regular) from the discrete Lagrangian (see 2.6.1 [252])

Ld(qk, qk+1, δt) ≡ δtL
(
qk + qk+1

2
,
qk+1 − qk

δt

)

A.5.5.3 Symplectic partitioned Runge–Kutta methods

Any symplectic partitioned Runge–Kutta methods may be obtained from a discrete Lagrangian

as shown in 2.6.5 [252].

A.5.6 Hamilton-Jacobi PDE

We now discuss the Hamilton–Jacobi PDE. In §A.5.6.1 we will introduce the extended phase

space, a contact manifold, define the notion of time-dependent Hamiltonian vector fields in

§A.5.6.2, and introduce canonical transformation of time-dependent fields in §A.5.6.3. With

these definitions we can then rigorously formulate the Hamilton-Jacobi PDE which describes

the time evolution of the generating function of a Hamiltonian flow; this will be done §A.5.6.4.
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A.5.6.1 Extended Phase Space and Contact Manifolds

We now consider time-dependent mechanical systems, in which the Hamiltonian may depend

on time t and is a function on the extended phase H : T ∗M× R → R. The extended phase

space cannot be a symplectic manifold due to its (2n+ 1)-dimensionality. By proposition 5.1.9

[2], it is instead an (exact) contact manifold with contact form λ ∈ Γ(T ∗(T ∗M× R))

λ ≡ dt+ π∗T ∗MΘ (A.8)

which means that λ∧ (dλ)n is a volume form on T ∗M×R. 14 Such contact systems were used

in [45] to define the adiabatic Monte Carlo algorithm.

A.5.6.2 Time-dependent Hamiltonian Flows

The time-dependent Hamiltonian vector field XH : T ∗M×R→ TT ∗M of H is defined to

be for each t ∈ R the Hamiltonian vector field of Ht ≡ H(·, t), that is ((q, p), t) 7→ XHt((q, p)).

Note that XH is not a vector field! The description of time-dependent system is instead based

on its suspension X̃H ∈ Γ(T (T ∗M× R)) ∼= Γ(TT ∗M× TR), X̃H((q, p), t) = ∂
∂t

+ XH . On a

canonical coordinate system for T ∗M we have

X̃H((q, p), t) =
∂

∂t
+XH((q, p), t) =

∂

∂t
+
∂Ht

∂pi

∂

∂qi
− ∂Ht

∂qi
∂

∂pi
.

Recall that a time-independent Hamiltonian vector field conserves energy and the symplectic

volume form. As may be expected, energy is no longer preserved along the suspension: indeed

from the coordinate expression we have

LX̃HH =
∂H

∂t
.

However the suspension preserves the extended (or Poincaré–Cartan) forms

ΘH ≡ π∗T ∗MΘ−Hdt, ωH ≡ −dΘH = π∗T ∗Mω + dH ∧ dt (A.9)

which means (see theorem 5.1.14 [2])

LX̃HωH = 0, dLX̃HθH = 0,

14Note here that technically we view the time coordinate t as a function T ∗M×R→ R (which projects onto
the R-component). Also πT∗M : T ∗M× R→ T ∗M is the usual projection.
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and it preserves the volume form dt ∧ ωnH = dt ∧ (π∗T ∗Mω)n. The extended two-form provides

an alternative definition of X̃H : it is the unique vector field satisfying

iX̃HωH = 0, dt(X̃H) = 1

A.5.6.3 Generating Functions of Canonical Transformations

A canonical transformation is one that preserves the equations of motion. In the time-

independent case, we say that a diffeomorphism F is canonical if it preserves the symplectic

structures (that is F is a symplectomorphism), since this is equivalent to the invariance of

Hamilton’s equations under F in the sense that XH = F∗XF ∗H (theorem 3.3.19 [2]).

In the time-dependent case, a time-preserving (i.e., F ∗t = t) diffeomorphism F : T ∗M×R→
T ∗M× R is called canonical if there exists a function KF : T ∗M× R → R s.t. F ∗π∗T ∗MΘ −
π∗T ∗MΘ +KFdt is closed, or equivalently there locally exists a function S : T ∗M×R→ R s.t.

F ∗π∗T ∗MΘ− π∗T ∗MΘ +KFdt = dS. (A.10)

By theorem 5.2.14 [2] this is equivalent to the invariance of the time-dependent Hamilton’s

equations: for any H : T ∗M× R→ R

X̃H = F∗X̃F ∗H+KF .

The intuition behind this definition is provided by corollary 5.2.11 [2], which shows that the

existence generating function S as above (which is equivalent to F being canonical) implies

that π1 ◦ F (·, t) : T ∗M→ T ∗M is symplectic for any t.

A.5.6.4 Hamilton-Jacobi Equations and Jacobi’s Solution

Recall from §3.5.3 that in the time-independent case we had that a map F : T ∗M→ T ∗M was

symplectic iff it had a generating function. In particular solutions to the generating equations

(3.13) defined a symplectic map F : (q, p) 7→ (Q,P ). Suppose that the symplectic map F

was in fact a Hamiltonian flow F ≡ ΦH
t at a given t. We want to now investigate how the

generating function for ΦH
t varies with t, i.e., we are interested in the map t 7→ St where St is

the generating function for ΦH
t , which solves for each t the generating equations

p = −∂St
∂q

(q,Q(t)), P (t) =
∂St
∂Q

(q,Q(t)).
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where (Q(t), P (t)) ≡ ΦH
t (q, p) (note that for t = 0 we should be generating the identity trans-

formation). This will be the content of Hamilton-Jacobi PDE.

To do so we consider we lift ΦH : T ∗M×R→ T ∗M (recall that here H is time-independent)

to the transformation of the extended phase space F : T ∗M × R → T ∗M × R, F (z, t) ≡
(ΦH

t (z), t). Then for the “time-dependent” Hamiltonian π∗T ∗MH : T ∗M× R→ R, we have

F ∗π∗T ∗MH = H ◦ πT ∗M ◦ F = H ◦ ΦH

and from theorem 5.2.19 [2] F is canonical and KF = −H ◦ΦH . From §A.5.6.3 we thus obtain

X̃π∗
T∗MH = F∗X̃0 = F∗

∂

∂t
,

and we say that F has transformed H to equilibrium. Viewing S(t, q, Q) as a function of

time and the coordinates (q,Q) on the graph of Γ(ΦH) ⊂ T ∗M× R × T ∗M, we have that F

transforms H to equilibrium iff S is a solution of the Hamilton-Jacobi PDE (page 390 [2])

H

(
Q,

∂S

∂Q

)
= −∂S

∂t
. (A.11)

In fact since πT ∗M ◦ F = ΦH and F is canonical, we know from (A.10) that locally

Θ ◦ ΦH − π∗T ∗MΘ−H ◦ ΦHdt = dS

or in coordinates

P (t)dQ(t)− pdq −H(Q(t), P (t))dt =
∂S

∂q
dq +

∂S

∂Q
dQ+

∂S

∂t
dt

which comparing coefficients yields

p = −∂S
∂q

(t, q, Q(t))

P (t) =
∂S

∂Q
(t, q, Q(t))

H

(
Q(t),

∂S

∂Q
(t, q, Q(t))

)
= −∂S

∂t
(t, q, Q(t)).

Note here that the first two equations are simply the generating equations for ΦH
t at time t,

while the Hamilton-Jacobi PDE characterises how S varies in time. 15

15By Jacobi’s solution the solution of the Hamilton-Jacobi PDE (for the Hamiltonian of a regular La-
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A.5.6.5 Connections with Mechanics

Taking the partial exterior derivative of a divergence defines a map d1D : Θ × Θ → T ∗Θ. It

was shown in [25] that the induced 2-form

ωD ≡ (d1D)∗ ω

is a symplectic structure (at least on a neighbourhood of the diagonal Θ×Θ). In local coordi-

nates

ωD(x, y) =
∂2D(x‖y)

∂xi∂yj
dxi ∧ dyj.

Having a symplectic structure enables us to lower/raise tensor indices, as well as define a volume

form adapted to the information divergence. As was noted in [216] this is precisely the discrete

symplectic form induced by the divergence D viewed as a discrete Lagrangian on Θ. The paper

also proposes using the so-called canonical divergence to measure the duality gap, that is the

discrepancy between a Hamiltonian system and a Lagrangian system.

A.5.7 Additional Proofs HMC

A.5.7.1 Magnetic HMC

Derivation Maxwell’s equations:

Proof. This derivation is standard but will be useful in what follows. Let F ≡ B + dt∧E, and

define A ≡ (A,−φ), where φ is the R-valued electric potential and A the R3-valued magnetic

potential. Define the components of the magnetic field by B = B1dx
2 ∧ dx3 + B3dx

1 ∧ dx2 +

B2dx
3 ∧ dx1, and using E = Eidx

i, we find dt ∧ E = −Eidxi ∧ dt. With t ≡ x4, as a matrix of

components we have

Fij =


0 B3 −B2 −E1

−B3 0 B1 −E2

B2 −B1 0 −E3

E1 E2 E3 0

 .

grangian) is the action

S(q0, q,t) =

∫ t

0

L(γ̇(τ))dτ

where γ : [0, t]→ TM with γ(0) = q0, γ(t) = q1 extremises the action.

303



Now dA = ∂jAidxj ∧ dxi = ∂jAi
(
dxj ⊗ dxi − dxi ⊗ dxj

)
=
∑

i 6=j
(
∂jAi − ∂iAj

)
dxi ⊗ dxj, thus

(dA)ij = ∂jAi − ∂iAj. Hence F = dA implies

Ei = −Fi4 = −∂tAi − ∂iφ for i = 1,2,3

and

Bi = −1
2
εijkFjk = −1

2
εijk
(
∂kAj − ∂jAk

)
= −εijk∂kAj = (∇×A)i

we recover the standard relation between E ≡ (E1, E2, E3),B ≡ (B1, B2, B3) and the vector

potential

E = −∇φ− ∂A

∂t
B = ∇×A.

Moreover the equation dF = ddA = 0 simply yields Maxwell’s equations

∇ ·B = ∇ · ∇ ×A = 0 ∇× E = −∇×∇φ−∇× ∂A

∂t
= −∂B

∂t
.

�

Derivation of Hamilton’s equation for ωA ≡ ω− µdA when a field F = dA is present (note if

ωA ≡ ω−µF , then dF = 0, and thus the field field F must be exact on contractible manifolds,

F = dA):

Proof. Hamilton’s equation reads ωA(X, Y ) = dH(Y ), for any Y ∈ Γ(TT ∗M) where X is the

Hamiltonian vector field of H. Consider local cotangent-lifted coordinates (xi, pi) of T ∗M.

Let X = X i∂xi + X̄ i∂pi , Y = Y i∂xi + Ȳ i∂pi . Then dH(Y ) = ∂xiHdx
i(Y ) + ∂piHdpi(Y ) =

∂xiHY
i+∂piHȲ

i. Using dxi∧dpi = dxi⊗dpi−dpi⊗dxi, we find dxi∧dpi(X, Y ) = X iȲ i−X̄ iY i.

Moreover

τ ∗dA(X, Y ) = ∂xkAidxk ∧ dxi(∂τ(X), ∂τ(Y )) = ∂xkAidxk ∧ dxi(Xr∂xr , Y
s∂xs)

= Y sXr∂xkAidxk ∧ dxi(∂xr , ∂xs) = Y sXr
(
∂sAr − ∂rAs

)
.

Hence, comparing coefficients of Y gives

X̄j = −∂xjH − eX i
(
∂iAj − ∂jAi

)
X i = ∂piH.

Now considerM = R3+1 as in Maxwell’s equations above. Let i, j ∈ {1, 2, 3}, µ, ν ∈ {1, 2, 3, 4}
Then

Xµ
(
∂µAj − ∂jAµ

)
= X i∂iAj +X t∂tAj −X i∂jAi −X t∂jAt

A solution γ : R → R3 of Hamilton’s equations satisfy γ̇i = X i, and we have X t = dt
dt

= 1.
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Then

X t∂tAi −X t∂xiAt = ∂tAi − ∂xiAt

which, from the derivation of Maxwell’s equations above, are the components of the vector

∂tA +∇φ = −E. Similarly X i∂iAj −X i∂jAi are the components of the vector −γ̇ ×B since

(γ̇ ×B)i = εijkγ̇jBk = εijkεkrsγ̇j∂rAs = (δirδjs − δisδjr)γ̇j∂rAs = γ̇s∂iAs − γ̇r∂rAi.

Thus Hamilton’s equations read

dp

dt
= −dxH + e

(
γ̇ ×B + E

)
�

A.5.7.2 Representations

Suppose now that G is not a matrix group, and let (ei) be a basis of left-invariant vector

fields associated to a basis (ξi) of g. Fix an inner product on g and define Gij ≡ 〈ξi, ξj〉g.
The Hamiltonian vector fields corresponding to T and V on G × p are T̂ (g,X) = ∂1LgX

and V̂ (g,X) = −Gjkej|g(V )ξk (see §3.9.1.2). In order to obtain matrix-valued Hamiltonian

trajectories on a submanifold of Rn×n we use a faithful (injective) representation ψ : G →
GL(n,R) of the Lie group whose tangent map ∂1ψ : g→ Rn×n is injective.

The potential energy V defines a function V ◦ ψ−1 on the image of the representation ψ(G).

If ψ(G) is not an open subset of GL(n), it will be useful to use an arbitrary smooth extension

Vψ : GL(n) → R of V ◦ ψ−1 (so Vψ = V ◦ ψ−1 on ψ(G)) in order to differentiate the potential

energy with respect to global coordinates. Using ψ we also construct the matrix generators

Ti ∈ Rn×n associated with the Lie algebra basis elements ξi ∈ g, by setting Ti ≡ ∂1ψ(ξi). We

then denote by P ≡ viTi the matrix element representing the momentum viξi. Its kinetic energy

Tψ : ∂1ψ(g) ⊆ Rn×n → R is given by Tψ(P ) ≡ 1
2
Gijv

ivj. By construction we have T = Tψ ◦ ∂1ψ

and V = Vψ ◦ ψ. We summarise these definitions in Table A.1.

The Hamiltonian trajectories on G × g are the integral curves t 7→ (q(t), p(t)) ∈ G × g of the

vector field Ĥ = T̂ + V̂ which are solutions to Hamilton’s equations

(q̇(t), ṗ(t)) = Ĥ(q, p) = T̂ (q, p) + V̂ (q, p) = (∂1Lqp, 0) +
(
0,−Gjkej(V )|qξk

)
i.e.,

q̇(t) = ∂1Lqp, ṗ(t) = −Gjkej(V )|qξk. (A.12)
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Hamiltonian System G × g GL(n)× Rn×n

Position q ∈ G Q ∈ ψ(G) ⊂ GL(n)

Generators basis ξi ∈ g Ti ≡ ∂1ψ(ξi) ∈ Rn×n

Momentum/velocity p = viξi ∈ g P = viTi ∈ Rn×n

Potential Energy V : G → R Vψ : GL(n)→ R
Kinetic Energy T (p) = 1

2
Gijv

ivj Tψ(P ) = 1
2
Gijv

ivj

Table A.1: Hamiltonian system on G × g and its image under the representation ψ. The
equations of motion on G × g are given by (A.12), and their image on GL(n) × Rn×n satisfies
(A.13).

The associated equations in terms of matrix trajectories (Q,P ) ≡ (ψ ◦ q, ∂1ψ ◦ p) on GL(n)×
Rn×n are (see §3.9.1.3)

Q̇(t) = Q(t) · P (t), Ṗ (t) = − tr
(
∂xVψ ·Q(t) · Ti

)
T i, (A.13)

where · denotes the matrix product, and T i ≡ GijTj. The rate of change of momentum P and

position Q along an integral curve of V̂ is

Q(t) = Q(0), Ṗ (t) = − tr
(
∂xVψ ·Q(0) · Ti

)
T i;

whose solution

Q(t) = Q(0), P (t) = P (0)− t tr
(
∂xVψ ·Q(0) · Ti

)
T i.

Along an integral curve of T̂ we have

P (t) = P (0), Q̇(t) = Q(t) · P (0).

which implies

Q(t) = Q(0) · exp
(
tP (0)

)
, P (t) = P (0).

A.5.7.3 Symplectomorphism T ∗G ∼= G × g∗

The cotangent bundle over G is isomorphic to a trivial bundle T ∗G ∼= G × g∗ ∼= G ×Rn. Indeed

fix a frame ei ∈ gL and co-frame θi ∈ g∗L. We have the maps

(g, p) = (g, piθ
i
g) 7→ (g, piθ

i
1) 7→

(
g, (p1, . . . , pn)

)
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Letting F : T ∗G → G × g∗ be this diffeomorphism. Then

(
F ∗p̃i

)
(g, αg) = (p̃i ◦ F )(g, αg) = p̃i ◦ (F (g, αg)) = p̃i ◦ (g, L∗gαg) = L∗gαg(ei(1)) = pi(αg)

and

F ∗(π∗θi) = θi ◦ ∂π ◦ ∂F = θi ◦ ∂(π ◦ F ) = θi ◦ ∂π = π∗θi.

Hence T ∗G with canonical symplectic structure is symplectomorphic to G × g∗ with the

symplectic structure from [187, 186].

A.5.7.4 Symplectic Structure on TG

The pull-back of the coordinate functions pi is pi ◦ [ : TG → R, and

pi ◦ [(h, vh) = pi
(
〈vh, ·〉

)
= 〈vh, ei(h)〉 = vjh 〈ej(h), ei(h)〉

= vjh 〈ej, ei〉 (h) = 〈ej, ei〉 (h)θjh(vh) =
(
θjπ∗TG 〈ej, ei〉

)
(h, vh),

where πTG : TG → G is the canonical projection. Note in the final expression θj is viewed as

a map TG → R (which we denote by vj) rather than an element of Γ(T ∗G). This gives the

definition of the coordinate functions vj on TG. On the other hand, [∗π∗θi = (π ◦ [)∗θi and

π ◦ [ : TG → G is simply πTG. In summary,

[∗
(
piπ
∗θi
)

=
(
pi ◦ [

)
[∗π∗θi =

(
vjπ∗TG 〈ej, ei〉

)
π∗TGθ

i = vjπ∗TG
(
〈ej, ei〉 θi

)
A.5.7.5 Symplectomorphism Left-Trivialisation

The isomorphism TG ∼= G × g can be written as (g, v) 7→ (g, θg(v)) = (g, ∂gLg−1v), where θ

is the (left) Maurer-Cartan form. We can thus pull-back our Hamiltonian system from TG to

G × g: let f : G × g → TG be this map, and let E = V ◦ π + 1
2
〈·, ·〉 be an energy function on

TG. Then

f ∗E = E ◦ f = V ◦ π ◦ f + 1
2
〈·, ·〉 ◦ f = V ◦ π + 1

2
〈f(·), f(·)〉

and

〈
f(g, vie1(1)), f(g, vjej(1))

〉
=
〈
(g, viei(g)), (g, vjej(g))

〉
=
〈
viei(g), ujej(g)

〉
g

= L∗g
〈
viei(1), ujej(1)

〉
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Thus if the metric is left-invariant

f ∗E = V ◦ π + 1
2
〈·, ·〉1 .

A.5.7.6 Hamiltonian Vector Fields

We proceed similarly to [187] but work on G × g which will enable us to identify the coordinate

vector fields ∂vi with ξi. An arbitrary vector field Y on G × g may be expanded as Y =

Y iei + Ȳ i∂vi , where vi : (g, u1) 7→ θi1(u1) are the fibre coordinates. This follows because any

vector tangent to G × g is given by the derivative of a curve γ : [a, b] → G × g which may be

written as γ(t) = (q(t), u(t)); then γ̇ = (q̇, u̇), where q̇ ∈ TG and u̇ ∈ Tg can be expanded in

terms of the (global trivialising) frames ei and ∂vi .

The equation ω[(f̂ , Y ) = df(Y ) must hold for every Y if f̂ is the Hamiltonian vector field of

f . Note

π∗θi ∧ dvj = π∗θi ⊗ dvj − dvj ⊗ π∗θi

and set f̂ = X iei + X̄ i∂vi Then π∗θi ∧dvj(f̂ , Y ) = X iȲ j −Y iX̄j, moreover π∗θi ∧π∗θk(f̂ , Y ) =

XjY k − Y jXk, and finally df(Y ) = Y (f) = Y iei(f) + Ȳ i∂vif . Hence ωL(f̂ , Y ) = df(Y ) is

equivalent to

Gij

(
X iȲ j − Y iX̄j

)
+ 1

2
vrcrjk

(
XjY k − Y jXk

)
= Y iei(f) + Ȳ i∂vif

where crjk ≡ Grlc
l
jk. As this must hold for every Y , equating the coefficients of Y i and Ȳ i yields

GijX
i = ∂vjf and GijX̄

j = vrcrjiX
j−ei(f) respectively, where we have used crjk = −crkj since

the Lie bracket of vector field is antisymmetric: [Z,W ] = −[W,Z].

It follows that

f̂ = Gjk∂vkfej +
(
GikGljvrcrji∂vlf −Gjkej(f)

)
∂vk .

In particular if T = 1
2
Gijv

ivj and V is independent of fibre coordinates vi, then

T̂ = vkek +Gikvrvscrsi∂vk V̂ = −Gjkej(V )∂vk

where we have used ei[T ] = 0 since ei[T ] = 1
2
ei
(
Gjk(g)

)
vjvk = 1

2
ei
(
Gjk(1)

)
vjvk = 0 by left-

invariance of the metric.

In fact the coordinate vectors ∂vk are simply the generators, ∂vk = ξk, since both of them

have the integral curve γ : t 7→ tξk. Indeed, if v = (v1, . . . , vn) : g→ Rn denotes the coordinate

chart γ̇[f ] = ∂(f◦v−1)
∂vi

∂vi◦γ
dt
|t=0 = ∂(f◦v−1)

∂vk
= ∂

∂vk
(f).

Note that for a general f , ej(f) is a function on TG, however since V does not depend on
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the fibre coordinates, ej(V ) is just a function of G.

A.6 Additional Material Diffusions

A.6.1 Overdamped Langevin Processes

Previously we have focused on the geometry of underdamped Langevin processes on phase

space F = TM. We shall now discuss overdamped Langevin processes on configuration space

F = M. Consider a target P = e−βV µM. As mentioned earlier Langevin processes are

characterised by the fact they are measure-preserving yet contain no rotationnel terms: both

curlµM(A) and divµM(Yi)Yi in (4.28) do not appear. Underdamped Langevin systems further

required the noise to be entirely vertical. We may think of the overdamped case as instead

further requiring that the generator is L2-symmetric, that is

dQt = −β
2
Yi(V )Yidt+ Yi ◦ dW t

t ,

where the pair ({Yi}i, µM) satisfies divµM(Yi)Yi = 0, which ensures the above is P -preserving.

To relate this to the standard overdamped Langevin equation, consider a Riemannian man-

ifold M. The Riemannian Brownian motion can be obtained as a projection of a diffusion

in Stratonovich form. Specifically, if we define the canonical horizontal vector field Li on the

orthonormal frame bundle πO : O(M) → M, then the diffusion dOt = Li ◦ dW i
t reduces to

the Riemannian Brownian motion (see theorem 4.2 [176]). Moreover Li(π
∗
OV )Li is πO-related

to ∇MV , as follows from equations (4.12) and (4.22) [176]. 16 Hence the usual Riemannian

overdamped Langevin process which is used in MALA (§4.1.2)

dQt = −β
2
∇MV dt+ dBt,

where Bt is the Riemannian Brownian (generated by the Laplace–Beltrami operator), is the

projection under πO of the Stratonovich diffusions dQt = −β
2
Li(π

∗
OV )Lidt+ Li ◦ dW t

t ,

Finally we mention that if Xt is a Riemannian brownian motion and T is a Riemannian

submersion, then T (Xt) is a Riemannian brownian motion. In particular for the naturally

reductive homogeneous manifolds we considered in the previous chapter, τ : G → G/K =M is

16Locally Li = eri ∂qr − Γ`sae
s
i e
a
b∂e`b where (es)s is an orthonormal frame, so Li(π

∗
OV )Li = eri ∂qr (V )esi∂qs =

Grs∂qr (V )∂qs .

309



a Riemannian submersion, hence

dgt = −β
2
∇Gτ ∗V dt+ dBGt

reduces to the Riemannian overdamped Langevin process on M, so that as we did in HMC,

we can implement the process on the Lie group.

A.7 Additional Material on DKSD

A.7.1 B-KSD

Recall the notation of §6.9 and fix a bracket B. We briefly discuss the extension of KSD to

manifolds. Let Φk : F → Hk be the meaning embedding of a smooth scalar kernel k on

F . We say that the kernel k is in the B-Stein class of µ if the µ-Pettis-integral in Hk of

divµ(YΦk) : F → Hk vanishes (the latter function is defined as x 7→ divµ(Ykx)).

Theorem 64. Suppose that Casimir(B)
⋂
Hk = {0}, that k is in the B-Stein class of µ, and

that divµ(Yh) = 〈h, divµ(YΦk)〉k for all h ∈ Hk. In the setting of theorem 49, the direction of

greatest change of KL within XB|Hk

sup
Y ∈XB|Hk ,‖Y ‖=1

(
− d

dt
KL(Q‖µ)

)
= sup

f∈Hk,‖f‖k=1

∫
T Bµ (f)Q

is achieved at
∫

divµ(YΦk)Q ∈ Hk, provided the function divµ(YΦk) is Q-Pettis-integrable in Hk.

We define the bracket kernelised Stein discrepancy as the square of the RHS:

B-KSD(Q‖µ) ≡ sup
f∈Hk,‖f‖k=1

∣∣∣∣∫ T Bµ (f)Q

∣∣∣∣2 =

∫ ∫
kBµ (x, y)Q(x)Q(y), (A.14)

where we have defined the B-Stein kernel

kBµ (x, y) ≡ T Bµ (T Bµ (kx))(y) = divµ(Xdivµ(Xkx ))(y). (A.15)

Proof. By theorem 49 and proposition 50 we have

sup
Y ∈XB|Hk ,‖Y ‖=1

∫
divµ(Y )Q = sup

f∈Hk,‖f‖k=1

∫
divµ(Yf )Q.
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Using the assumption divµ(Yh) = 〈h, divµ(YΦk)〉k, we further have

sup
h∈Hk,‖h‖k=1

∫
divµ(Yh)Q = sup

h∈Hk,‖h‖k=1

∫
〈h, divµ(YΦk)〉kQ

= sup
h∈Hk,‖h‖k=1

〈
h,

∫
divµ(YΦk)Q

〉
k

= ‖
∫

divµ(YΦk)Q‖k.

In particular since k is in the B-Stein class of µ, then Hk ⊂ Cµ, since∫
divµ(Yh)µ =

〈
h,

∫
divµ(YΦk)µ

〉
k

= 0,

so divµ ◦ B] ◦ d = T Bµ on Hk. Finally

B-KSD(Q‖µ) ≡ sup
f∈Hk,‖f‖k=1

∣∣∣∣∫ divµ(Yf )Q

∣∣∣∣2 =

〈∫
divµ(YΦk)Q,

∫
divµ(YΦk)Q

〉
k

=

∫ ∫
〈divµ(YΦk)(x), divµ(YΦk)(y)〉kQ(x)Q(y)

=

∫ ∫
divµ(Ydivµ(YΦk

)(x))(y)Q(x)Q(y) =

∫ ∫
divµ(YdivµYk(x,·))(y)Q(x)Q(y).

�

We note that the assumption divµ(Yh) = 〈h, divµ(YΦk)〉k for all h ∈ Hk holds for example

when T Bµ is the diffusion Stein operator (6.19) of a diffusion whose semigroup is strongly con-

tinuous by proposition 1 [154]. The latter holds if the diffusion satisfies Hörmander condition,

since the associated semigroup is strongly Feller [18].

A.7.2 The Stein Kernel

Note the Stein kernel satisfies

k0 =
1

p(y)p(x)
∇y · ∇x ·

(
p(x)m(x)Km(y)>p(y)

)
since

k0 = S2
pS1

pK(x, y) =
1

p(y)p(x)
∇y · (p(y)m(y)∇x · (p(x)m(x)K))

=
1

p(y)p(x)
∇y · (p(y)m(y)∂xi (p(x)m(x)irKrs) es)

=
1

p(y)p(x)
∇y · (p(y)m(y)ls∂xi (p(x)m(x)irKrs) el)
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=
1

p(y)p(x)
∂yl (p(y)m(y)ls∂xi (p(x)m(x)irKrs))

=
1

p(y)p(x)
∂yl∂xi

(
p(x)m(x)irKrsm(y)>slp(y)

)
=

1

p(y)p(x)
∇y · ∇x ·

(
p(x)m(x)Km(y)>p(y)

)
.

We can expand the Stein kernel using the following expressions:

∇y · (p(y)m(y)∇x · (p(x)m(x)K))

= ∇y ·
(
p(y)m(y)

(
Km(x)>∇xp+ p(x)∇x · (m(x)K)

))
.

∇y ·
(
p(y)m(y)Km(x)>∇xp

)
= m>(x)∇xp ·Km(y)>∇yp+ p(y)∇y ·

(
m(y)Km(x)>∇xp

)
= m>(x)∇xp ·Km(y)>∇yp+ p(y)∇y · (m(y)K) ·m(x)>∇xp,

∇y · (p(y)m(y)p(x)∇x · (m(x)K))

= p(x) (∇y · (p(y)m(y)) · ∇x · (m(x)K) + p(y) tr [m(y)∇y∇x · (m(x)K)])

= p(x)p(y) tr [m(y)∇y∇x · (m(x)K)]

+ p(x)∇x · (m(x)K) ·
(
m(y)>∇yp+ p(y)∇y ·m

)
.

Hence

k0 = m>(x)∇x log p ·Km(y)>∇y log p

+∇y · (m(y)K) ·m(x)>∇x log p+∇x · (m(x)K) ·m(y)>∇y log p

+∇x · (m(x)K) · ∇y ·m+ tr [m(y)∇y∇x · (m(x)K)]

= 〈sp(x), Ksp(y)〉+ 〈∇y · (m(y)K) , sp(x)〉+ 〈∇x · (m(x)K) , sp(y)〉

+ 〈∇x · (m(x)K) ,∇y ·m〉+ tr [m(y)∇y∇x · (m(x)K)]

A.7.3 Special Cases of Diffusion Kernel Stein Discrepancy

Consider

k0 =
1

p(y)p(x)
∇y · ∇x ·

(
p(x)m(x)K(x, y)m(y)>p(y)

)
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and decompose m(x)K(x, y)m(y)> ≡ gA where g is scalar and A is matrix-valued. Then we

k0 = g 〈∇y log p,A∇x log p〉+ 〈∇y log p,A∇xg〉+ 〈∇yg, A∇x log p〉

+ Tr[A∇x∇yg] + g∇y · ∇x · A+ 〈∇x · A,∇yg〉+
〈
∇y · A>,∇xg

〉
+ g

〈
∇y · A>,∇x log p

〉
+ g 〈∇x · A,∇y log p〉 .

For the case, K = diag(k1, . . . , kd), setting T xi ≡ 1
p(x)

∂xi (p(x)·) then

S2
pS1

p [diag(k1, . . . , kd)] = T yl
(
mli(y)T xc

(
ki(x, y)m>ic(x)

))
= T yl T

x
c

(
mli(y)ki(x, y)mci(x)

)
.

If K = Ik in components

S2
pS1

p [Ik] = (sp(x))ik(x, y)(sp(y))i + ∂yi(mirk)(sp(x))r + ∂xi(m(x)irk)(sp(y))r

+ ∂xi(m(x)irk)∂yl(mlr) +m(y)ir∂yi∂xs(m(x)srk)

When p = pθ we are often interested in the gradient ∇θk
0
θ . Note ∇y · (m(y)K) = k∇y ·m +

∇yk ·m(y), so 17

∂θi [k 〈∇y ·m, sp(x)〉] = k∂θi 〈∇y ·m, sp(x)〉

∂θi [〈∇yk ·m(y), sp(x)〉] = 〈∇yk, ∂θi [m(y)sp(x)]〉

tr [m(y)∇y∇x · (m(x)K)] = ∇yk
>m(y)∇x ·m+ Tr[m(y)m(x)>∇y∇xk]

and the terms in ∂θik
0 reduce to

∂θi 〈sp(x), Ksp(y)〉 = k∂θi 〈sp(x), sp(y)〉

∂θi 〈∇y · (m(y)K) , sp(x)〉 = k∂θi 〈∇y ·m, sp(x)〉+ 〈∇yk, ∂θi [m(y)sp(x)]〉

∂θi 〈∇x · (m(x)K) , sp(y)〉 = k∂θi 〈∇x ·m, sp(y)〉+ 〈∇xk, ∂θi [m(x)sp(y)]〉

∂θi 〈∇x · (m(x)K) ,∇y ·m〉 = k∂θi 〈∇x ·m,∇y ·m〉+ ∂θi 〈∇xk ·m(x),∇y ·m〉 .

WhenK = kI and we further have a diagonal matrixm = diag(fi), m(y)m(x)> = diag(fi(y)fi(x)).

If u�v denotes the vector given by the pointwise product of vectors, i.e., (u�v)i = uivi, and f is

17More generally ∇y · (m(y)K) = (∇y ·m) ·K + Tr[∇yK ⊗m(y)] where Tr[∇yK ⊗m]r = ∂yiKjrmij and if
K = Bk

∂θi [(∇y ·m) ·Ksp(x)] = kBsr∂θi ((∇y ·m)s(sp(x))r) = kTr[B∂θi(sp(x)⊗∇y ·m)]

∂θi
[
∇yk>m(y)Bsp(x)

]
= ∂yskBjr∂θi [msj(y)(sp(x))r]
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the vector, then m(x)∇x log p = f(x)�∇x log p and (∇y ·m)i = ∂yifi, (∇x · (mk))i = ∂xi(fik),

sp(x) ·Ksp(y) = k(x, y)fi(x)∂xi log pfi(y)∂yi log p

∇y · (m(y)K) · sp(x) = ∂yi(fi(y)k)fi(x)∂xi log p

∇x · (m(x)K) · ∇y ·m = ∂xi(fi(x)k)∂yi(fi(y))

Tr [m(y)∇y∇x · (mk)] = fi(y)∂xi
(
fi(x)∂yik

)
and if m 7→ mI (is scalar), (this is just KSD with k(x, y) 7→ m(x)k(x, y)m(y)):

k0 = m(x)m(y)k(x, y)∇x log p · ∇y log p

+m(x)∇y (m(y)k) · ∇x log p+m(y)∇x (m(x)k) · ∇y log p

+∇x (m(x)k) · ∇ym+m(y)∇x · (m(x)∇yk),

When m = I, we recover the usual definition of kernel-Stein discrepancy (KSD):

KSD (Q‖P)2 =

∫
X

∫
X

1

p(y)p(x)
∇y · ∇x (p(x)k(x, y)p(y)) dQ(x)dQ(y).

A.8 Minimum MMD Estimators for Generative Models

Our motivation in §5.5 for introducing the KSD was that the Stein–Langevin operator removed

the integration with respect to the model distributions provided they had differentiable log-

densities. However, for many statistical models of interest in modern statistical inference, the

model densities are completely unknown. We then need to resort to likelihood-free inference

methods. One popular approach to likelihood-free inference is the synthetic likelihood method

[362, 115]. [362] considers the problem of statistical inference of chaotic dynamical systems

in ecology. There the likelihood of interest is given by the marginal of a (parametrised) joint

distribution over the observables and the noise, and the system is chaotic in the sense that

“small” changes in the noise imply (unpredictable) “large” changes in the joint distribution.

The consequence is that standard Bayesian inference techniques cannot be applied. As a way

forward, the author proposes to first determine which properties of the observables are sci-

entifically meaningful. This defines a “statistic”, i.e., a function of the observables, which is

assumed to be close to a Gaussian distribution. Then a statistical manifold of synthetic Gaus-

sian distributions (5.1) is constructed, where the mean and covariance associated to a particular

parameter θ is determined numerically by simulating the dynamics. Once the synthetic model

is in place, the optimal parameter is estimated using MLE. For complex models determining
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meaningful summary statistics which are indeed approximately Gaussian may be very challeng-

ing. It is thus of interest to develop other likelihood-free methods which are not constrained

by distributional assumptions. Similarly, approximate Bayesian Computation (ABC) have also

been developed. For a fixed set of observations, these involve sampling a parameter, sampling

a new observation given the parameter, calculate the distance with respect to some metric

between an appropriate statistic (function) of the new observation and the statistic of the fixed

observation. If the distance is smaller than a fixed “tolerance value”, the parameter is accepted.

These methods generally yield biased samples from the posterior (unless the tolerance is set to

zero) but permits likelihood-free inference [37, 247, 248, 141].

We introduced in §A.4.6 an example of such likelihood-free inference based on generative

models. Recall that given a probability space (U ,U), we defined a generative model as a

statistical model whose distributions can be written as the pushforward Pθ ≡ G#
θ U of the

distribution U by a generator, that is a family of maps Gθ : U → X . It follows that to generate

a sample from Pθ that if U ∼ U, then Gθ ◦U ∼ Pθ (since the pushforward of the composition of

maps is the composition of the pushforwards), and thus if we produce i.i.d. realisations {ui}ni=1

then xi ≡ Gθ(ui) will be a i.i.d. realisation from Pθ. Hence if it straightforward to generate

observations from U, and the generator is cheap to evaluate, we can easily produce observations

from generative models. Yet, a likelihood function need not be available. We therefore need

to construct alternatives to the MLE, as well as the DKSD and DSM estimators discussed

in §6. We shall here investigate estimators constructed by minimising approximations to the

maximum mean discrepancy.

A.8.1 The Maximum Mean Discrepancy Statistical Manifold

Let k : X × X → R be a characteristic scalar kernel on X ⊂ Rd. Given a (not necessarily

smooth) target distribution Q, and a parametrised statistical manifold PΘ(X ), with Θ an open

subset of Rp, we consider the minimum estimators of the MMD2 statistical divergence (5.7):

θ̂m = arg min
θ∈Θ

MMD2(Pθ‖Qm), (A.16)

where Qm(dy) = 1
m

∑m
i=1 δyi(dy), and {yi}mi=1

IID
∼ Q. In the following we will use Qm to denote

both the random measure Qm and the measure Qm(ω), and we shall assume that PΘ(X ) ⊂
Pk(X ), i.e., the kernel is Bochner integrable with respect to the model distributions. Of course,

in general, the optimisation problem will not be convex, and we will not have a tractable

expression for the minimiser θ̂m. If the generator θ 7→ Gθ is differentiable with a tractable

derivative, the minimiser will be a fixed point of the equation θ̇ = −∇θMMD2(Pθ||Qm) where

∇θ = (∂θ1 , . . . , ∂θp). Assuming that the Jacobian ∇θGθ is U-integrable then the gradient term
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can be written as

∇θMMD2(Pθ‖Qm) = 2

∫
U

∫
U
∇1k(Gθ(u), Gθ(v))∇θGθ(u)U(du)U(dv)

− 2

m

m∑
j=1

∫
U
∇1k(Gθ(u), yj)∇θGθ(u)U(du),

where ∇1k corresponds to the partial derivative with respect to the first argument. Since in

practice it will not be possible to compute the integral, we introduce a U-statistic approximation

for the gradient as follows:

Ĵθ(Qm) =
2
∑

i 6=i′ ∇θGθ(ui)∇1k(Gθ(ui), Gθ(ui′))

n(n− 1)
−

2
∑m

j=1

∑n
i=1∇θGθ(ui)∇1k(Gθ(ui), yj)

nm
,

where {ui}ni=1
IID
∼ U. This is an unbiased estimator in the sense that E[Ĵθ(Qm)] = ∇θMMD2(Pθ||Qm),

where the expectation is taken over the independent realisations of the u′is. Hence we can apply

a Euclidean stochastic gradient descent algorithm: starting from θ̂(0) ∈ Θ:

(i) Sample {ui}ni=1
IID
∼ U and compute xi ← Gθ̂(k−1)(ui) for i = 1, . . . , n.

(ii) θ̂(k) ← θ̂(k−1) − ηkĴθ̂(k−1)(Qm).

We also introduce the minimum unbiased estimators θ̂n,m = argminθ∈Θ MMD2
U,U(Pnθ‖Qm) of

the MMD2 statistical divergence, with

MMD2
U,U(Pnθ‖Qm) =

∑
i 6=i′ k(xi, xi′)

n(n− 1)
−

2
∑m

j=1

∑n
i=1 k(xi, yj)

mn
+

∑
j 6=j′ k(yj, yj′)

m(m− 1)
.

where Pnθ = 1
n

∑n
i=1 δxi for some {xi}ni=1

IID
∼ Pθ, which provides useful insights in the cases where

the generator gradient ∇θGθ is computationally intensive.

A.8.2 The Natural Gradient Flow induced by MMD

Rather than using Euclidean gradient descent, we found in our experiments that is preferable

to employ the metric tensor on Θ induced by MMD, as we now discuss. Assuming that the

map θ → Pθ is injective, the MMD distance between the elements Pθ and Pθ′ in Pk induces

a distance between θ and θ′ in Θ. In this section, we study instead the geometry induced by

MMD. We assume that (i) Gθ(·) is -measurable for all θ ∈ Θ; (ii) G·(u) ∈ C1(Θ) for all u ∈ U ;

(iii) ‖∇θGθ(·)‖ ∈ L1(U), for all θ ∈ Θ. Suppose additionally that the kernel k has bounded

continuous derivatives over X × X . Define the map J : Θ → Hk to be the Bocher integral

J(θ) = Πk(Pθ). By [149, Theorem 90], assumptions (i)-(iii) imply that the map J is Fréchet
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differentiable and

∂θiJ(θ)(·) =

∫
U
∇2k( · , Gθ(u))∂θiGθ(u)U(du).

The map J induces a degenerate-Riemannian metric g(θ) on Θ given by the pull-back of the

inner product on Hk. In particular its components in the local coordinate-system are gij(θ) =

〈∂θiJ(θ), ∂θjJ(θ)〉Hk for i, j ∈ {1, . . . , p}. By [328, Lemma 4.34], it follows that for i, j ∈
{1, . . . , p},

g(θ) =

∫
U

∫
U
∇θGθ(u)>∇2∇1k(Gθ(u), Gθ(v))∇θGθ(v)U(du)U(dv), (A.17)

where ∇1∇2k(x, y) = {∂xi∂yjk(x, y)}i,j=1,...,d. The induced metric tensor is in fact just the

information metric associated to the MMD-squared statistical divergence (see §5.2).

As usual we typically do not have a tractable expression for g above, and will thus use an

unbiased approximation

gU(θ) =
1

n(n− 1)

∑
i 6=j

∇θGθ(ui)
>∇2∇1k(Gθ(ui), Gθ(uj))∇θGθ(uj),

where {ui}ni=1 are IID realisations from U. Hence, we thus replace the Euclidean stochastic gra-

dient descent algorithm introduced in the previous section with the following natural stochastic

gradient descent algorithm (see (5.3)): given θ̂(0) ∈ Θ:

(i) Sample {ui}ni=1
IID
∼ U and set xi ← Gθ̂(k−1)(ui) for i = 1, . . . , n.

(ii) Compute θ̂(k) ← θ̂(k−1) − ηkgU
(
θ̂(k−1)

)−1
Ĵθ̂(k−1) (Qm).

A.8.3 Theory of Minimum MMD estimators

We now summarise some useful theoretical guarantees for the estimators above which I proved

together with Andrew Duncan. The details of the proofs may be found in [62], which also

contains many experiments showing these estimators perform well.

A.8.3.1 Concentration and Generalisation Bounds for MMD

We will make the following standard assumptions:

Assumption 1. 1. For every Q ∈ Pk(X ), there exists c > 0 such that the set {θ ∈ Θ :

MMD(Pθ||Q) ≤ infθ′∈Θ MMD(Pθ′ ||Q) + c}, is bounded.
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2. For every n ∈ N and Q ∈ Pk(X ), there exists cn > 0 such that the set {θ ∈ Θ :

MMD(Pnθ ||Q) ≤ infθ′∈Θ MMD(Pθ′||Q) + cn}, is almost surely bounded.

Theorem 65 (Generalisation Bounds). Suppose that the kernel k is bounded, and that As-

sumption 1 holds, then with probability at least 1− δ,

MMD
(
Pθ̂m
∣∣∣∣Q) ≤ inf

θ∈Θ
MMD(Pθ||Q) + 2

√
2

m
sup
x∈X

k(x, x)

(
2 +

√
log

(
1

δ

))
,

and

MMD
(
Pθ̂n,m

∣∣∣∣Q) ≤ inf
θ∈Θ

MMD(Pθ||Q) + 2

(√
2

n
+

√
2

m

)√
sup
x∈X

k(x, x)

(
2 +

√
log

(
2

δ

))
.

It follows that the rate of convergence decreases as n−
1
2 and m−

1
2 , independently of the

dimensions p and d. A similar generalisation result was obtained in [106] for minimum MMD

estimation of deep neural network models. While the bounds are of the same form, Theorem

65 only requires minimal assumptions on the smoothness of the kernel. Moreover, all the

constants in the bound are explicit, demonstrating clearly dimensional dependence. We also

have the following concentration inequality.

Lemma 66 (Concentration Bound). Assume that the kernel k is bounded. Let Pn be the

empirical measure obtained from n independently P-distributed random variables. Then with

probability 1− δ, we have that

MMD(P||Pn) ≤

√
2

n
sup
x∈X

k(x, x)

(
1 +

√
log

(
1

δ

))
.

A.8.3.2 Consistency and Asymptotic Normality

We have the following strong consistency result for our estimators:

Proposition 67 (Consistency). Suppose that Assumption 1 holds and that there exists a unique

minimiser θ∗ ∈ Θ such that MMD(Pθ∗||Q) = infθ∈Θ MMD(Pθ||Q). Then limm→∞ θ̂m = θ∗ and

limm,n→∞ θ̂m,n = θ∗ as n,m→∞, almost surely.

Assuming consistency, we furthermore have the following central limit theorem in the M -close

setting, i.e. assuming that Q = Pθ∗ for some θ∗.

Theorem 68 (Central Limit Theorems). Suppose that Q = Pθ∗ for some θ∗ ∈ Θ and that the

conclusions of Proposition 67 hold. Suppose that:
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1. There exists an open neighbourhood O ⊂ Θ of θ∗ such that Gθ is three times differentiable

in O with respect to θ.

2. The information metric g(θ) is positive definite at θ = θ∗.

3. There exists a compact neighbourhood K ⊂ O of θ∗ such that
∫
U supθ∈K

∥∥∇(i)Gθ(u)
∥∥U(du)

< ∞ for i = 1, 2, 3 where ∇(i) denotes the mixed derivatives of order i and ‖·‖ denotes

the spectral norm.

4. The kernel k(·, ·) is translation invariant, with bounded mixed derivatives up to order 2.

Then as k →∞:

√
m
(
θ̂m − θ∗

)
d−→ N (0, C),

where
d−→ denotes convergence in distribution. The covariance matrix is given by C = g(θ∗)−1Σg(θ∗)−1

where

Σ =

∫
U

(∫
U

(
∇1k(Gθ∗(u), Gθ∗(v))∇θGθ∗(u)−M

)
U(du)

)⊗2

U(dv)

and

M =

∫
U

∫
U
∇1k(Gθ∗(u), Gθ∗(v))∇θGθ∗(u)U(du)U(dv).

Here, A⊗2 := A⊗ A. Furthermore, suppose that:

5 The kernel k(·, ·) has bounded mixed derivatives up to order 3.

6 The indices satisfy n = nk, m = mk where nk/(nk +mk)→ λ ∈ (0, 1),

Then, as k →∞,

√
nk +mk

(
θ̂n,m − θ∗

)
d−→ N (0, Cλ),

where Cλ = (1/(1− λ)λ)C.

To the best of our knowledge, there are no known analogous result for minimum Wasserstein

or Sinkhorn estimators (except in one dimensions).

Recall from §2.2 that he Cramer-Rao bound provides a lower bound on the variance of any

unbiased estimator for Pθ. The following result adapts the bound to our biased estimators.

319



Theorem 69 (Cramer-Rao Bounds). Suppose that the CLTs in Theorem 68 hold and that the

data distribution Q satisfies Q = Pθ∗ , where Pθ∗ =G#
θ∗U is assumed to have density p(x|θ∗).

Furthermore, suppose that the MMD information metric g(θ∗) and the Fisher information met-

ric F (θ) =
∫
X ∇θ log p(x|θ)∇θ log p(x|θ)>Pθ(dx) are positive definite when θ = θ∗. Then the

asymptotic covariances C and Cλ of the estimator θ̂m and θ̂n,m satisfy the Cramer-Rao bound,

i.e. C − F (θ∗)−1 and Cλ − F (θ∗)−1 are non-negative definite.

A.8.3.3 Robustness

Finally we can analyse the robustness of our estimators using the influence function as in §6.7.

To the best of our knowledge, the robustness of Wasserstein and Sinkhorn estimators has not

been studied.

Theorem 70 (Bias Robustness). The influence function corresponding to the maximum mean

discrepancy is given by IFMMD(z,Pθ) = g−1(θ)∇θ MMD(Pθ, δz). Furthermore, suppose that ∇1k

is bounded and
∫
U ‖∇θGθ(u)‖U(du) <∞, then the MMD estimators are bias-robust.
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