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Abstract

Robotic and computer technologies have been integrated into orthopaedic surgery to assist

surgeons with complicated procedures, and the improvements in surgical accuracy have been

clinically validated in studies worldwide. However, higher surgical accuracy is achieved at the

expense of higher procedural complexity, leading to an unnatural workflow and lower efficiency

in the operating room. In this thesis, a surgeon-centred surgical workflow is proposed so that

technical assistance can be provided to the surgeon more efficiently. The primary contribution

is a novel registration method for orthopaedic surgery based on depth imaging, which utilises

the surface geometry of the bone, instantaneously captured by a depth camera, to localise the

bone automatically. The fast capture rate of the depth camera enables real-time bone track-

ing without percutaneous markers. To obtain the bone surface from depth images, free from

surrounding tissues, artificial neural networks have been established and trained to identify

the surgical site and then segment out the desired part on the depth image of the surgical

site. Robotics has also been integrated into the registration process, with the depth camera

mounted on its end-effector, to track the registration target in motion. An obstacle avoidance

algorithm has been designed for the robot to move the camera away from potential obstacles,

which reduces the risk of line-of-sight interruption. Finally, utilising the registration results,

an intuitive surgical navigation system has been developed based on augmented reality. Three-

dimensional holographic surgical navigation is overlaid on the patient’s anatomy directly, which

exempts the surgeon from looking away to external monitors, thus improving procedural effi-

ciency. Experimental validation of these contributions shows the potential of integrating these

novel technologies naturally into the surgical workflow, demonstrating that the use of robotics

and computer navigation could not only provide reliable surgical accuracy, but also improve

ergonomics and efficiency in robot/computer assisted orthopaedic procedures.
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Chapter 1

Introduction

1.1 Background

Orthopaedic surgery is the branch of surgery that deals with conditions involving the mus-

culoskeletal system, including bones, joints and the associated soft tissues, such as ligaments

and muscles. As the musculoskeletal system is a fairly complex system, orthopaedic surgery

can be subdivided into joint reconstruction, spine surgery, bone tumour surgery, sport surgery,

orthopaedic trauma surgery, etc., among which joint reconstruction, mainly including hip and

knee replacements, is the most common procedure. During the first decade of this century,

the number of musculoskeletal procedures increased considerably, taking up almost a quarter

(24.2%, ranked the first) of all the operating room procedures in the US [1]. In England, trauma

and orthopaedics surgeries were the second highest surgical activities in 2013/14, only slightly

lower than general surgery [2]. In both places, hip replacement and knee replacement were

among the top five procedures in the operating room [2, 3].

For joint reconstruction, one of the most important considerations is surgical accuracy, i.e. the

accuracy of the limb alignment after implantation, which has a direct impact on the outcome

of the surgery. Studies have shown that inaccurate implant positioning is, at least partially,
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16 Chapter 1. Introduction

responsible for many of the orthopaedic defects after joint reconstruction, such as instability,

malalignment and early failure [4, 5]. According to the National Joint Registry Annual Report

in 2018, these mechanical defects are some of the most common reasons for revision apart

from biological reasons like aseptic loosening. Therefore, implantation accuracy has become

the focus of different studies on orthopaedic surgery, and novel techniques have been proposed

to assist in implant positioning.

Currently, conventional joint replacement, which is performed by the surgeon manually, is still

the mainstream of joint reconstruction. Before the surgery, pre-operative planning is performed

based on the X-ray images of the joint and the extremity, and the resection areas can be drawn

on the X-ray film for reference in the operating room. Then, appropriate implants for the

patient are chosen according to the pre-operative plan. For knee replacement, bone-attached

cutting guides are used for bone resection but, for hip replacement, the cutting is mainly based

on surgeon’s experience. After the cutting, the range of motion and stability of the joint are

tested with trial implants. If the results are satisfactory, real implants will be fixed to the bones

using cemented or cementless methods. Finally, subcutaneous tissue is reapproximated and the

skin is closed.

As can be seen from conventional joint replacement procedures, even with cutting guides,

the accuracy of bone resection still mainly relies on the skills and experience of the surgeon.

Therefore, the performance is hardly reproducible, especially for inexperienced surgeons. In

recent years, several robotic orthopaedic systems with computer navigation have been used

commercially. As many studies reported, compared with conventional procedures, robotic

assisted joint replacement can increase surgical accuracy and reduce outliers [6, 7, 8, 9]. These

robotic orthopaedic systems allow quantitative evaluation of the surgical accuracy during the

surgery, and provide visual or haptic feedback to assist the surgeon to perform the operation

according to the pre-operative plan.

Different from conventional joint replacement procedures, robotic assisted joint placement al-

lows more precise instruments, such as burrs, to be used for bone resection, thus more complex
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surface can be formed and new implants can be used. Typically, a surgical plan is made based

on pre-operative computed tomography (CT) or magnetic resonance imaging (MRI) scans and

saved in the surgical system. During the surgery, registration is first carried out for the robot

so that the surgical plan can be aligned with the real anatomy. Then, the robot will resect the

bones automatically or under the surgeon’s control. During the resection, the limb is either

immobilised or optically tracked in order for the pre-operative plan to remain current. Then the

implants are tested and, if satisfactory, fixed into place. The robotic assisted surgical system

combines the surgeons’ expertise with the precision and stability of the robot, which can meet

the need of modern orthopaedic surgery.

If properly used, robot-assisted computer-navigated joint replacement is more accurate than

conventional manual surgery. This is advantageous for increasing success rate, minimising

complications and improving patients’ mobility. In recent years, partial joint replacement is

becoming more popular as an increasing number of younger and more active patients are in-

cluded, who still expect an active lifestyle after surgery [10]. Partial joint replacement only

removes the part of the joint that needs repairing, which is more conservative and minimises

the trauma and recovery time, but is more complicated than total replacement, leading to lower

accuracy and higher revision rate [11]. Cementless implant fixation is also gaining popularity

among young patients as cement will fatigue with cyclic loading [12, 13]. However, cementless

fixation is prone to failure due to poor fit between the implant and the bone (bone cannot grow

across gaps wider than 50 µm) or fracture (caused by imprecise bone reaming) [12, 14]. There-

fore, robotics and computer navigation will be the development trends for more complicated

orthopaedic surgery in the future.

1.2 Motivation

Even with the advantages described above, robotic and navigation systems are still not fully

accepted by both patients and surgeons, thus their adoption in orthopaedic surgery are relatively
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low at present. An important reason is that these technologies are not well integrated into the

surgical workflow so that the improvement in accuracy is at the expense of higher cost and

procedure complexity, less intuition, or even extra harm to the patients.

For robot-assisted or navigated orthopaedic surgery, registration and bone tracking are crucial

as they define and update the position of the patient in the surgical system so that the pre-

operative plan can be mapped to the real anatomy correctly. Without accurate registration, the

precision of the robot is meaningless. Normally, bone features (surface points or landmarks) and

artificial features (optical markers) are required for registration and tracking. Optical markers

can be tracked by optical tracking systems so that the 3D pose of the target with markers

attached can be measured. This method tracks the bones continually, making the surgery more

flexible, but it also requires inserting pins into the bones to mount optical markers, which may

cause pin-site complications such as vascular injury or even fracture [15, 16].

Registration is only needed when using the robotic or navigation system and is unnecessary in

conventional orthopaedic surgery. Currently, orthopaedic registration still cannot be performed

without the surgeon’s participation. In order to correctly register the patient’s anatomy with

the pre-operative image, the surgeon needs to manually collect a number of points on the bone

surface using a tracked probe for the registration algorithm, which will take at least several

minutes to complete. Moreover, to insert the markers into the bones for real-time tracking,

a series of procedures has to be performed by the surgeon, such as making extra incisions to

insert the bone pins, assembling the markers, placing verification checkpoints in case markers

are moved during surgery, etc. These extra procedures together can considerably increase the

operating time, leading to lower time and cost efficiency.

Another problem about using robotics or navigation for surgery is the increased complexity in

the operating room. The limited space of the operating room has to accommodate at least

one surgeon and several assistants and nurses, and other medical equipment and surgical trays

also take up a large amount of space. Thus, the use of robots and optical tracking systems

will inevitably make the operating room more crowded, which may interfere with the surgical
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procedure or even cause safety issues. The line-of-sight problem is also more likely to happen to

the tracking system in the crowded operating room, since it is more difficult to maintain the line

between the camera and the marker. This issue will potentially cause frequent interruptions to

the surgical workflow, and sometimes even procedure abortion. The increased complexity not

only reduces efficiency in the operating room, but may also increase the mental burden on the

surgeon, which can be distracted from the operation.

Interaction and cooperation between the surgeon and the surgical system is also far from sat-

isfactory. Although many orthopaedic robots are cooperative, that cooperation is only for the

stage of bone resection. For the whole procedure period, the system lacks the ability to natu-

rally assist the surgeon, and most robotic systems require an additional technician to control

the robot. The interface to interact with the surgical system is still based on control panels,

touch screens, or foot pedals, which are not convenient to use, not intuitive to follow, and not

flexible to adapt to more complex procedures.

Computer navigation is usually an indispensable part of robotic assisted surgery, and is used

to visualise the surgical plan and the information perceived by the robot. However, current

navigation systems employ mostly monitor-based visualisation, so only 2D information can be

displayed, and surgeons need to interpret the 2D information by themselves to guide the 3D

operation. Another drawback is that the navigation monitor is away from the surgical site, and

the surgeons have to operate at the surgical site while their eyes are watching the monitor [17].

This hand-eye coordination issue will take a large amount of practice for surgeons to address as

it is not intuitive. The efficacy of surgical navigation can be compromised by these drawbacks,

which might limit the acceptance of navigation in the operating room.

In summary, robot-assisted and navigated orthopaedic surgery provides higher accuracy to sat-

isfy the growing need of the patients, but the integration of these technologies into the surgical

procedure is to be improved. Additional procedures like registration have to be performed in or-

der to use these technologies, which interrupt the natural surgical workflow and may introduce

secondary injuries to the patient. The increased complexity and non-intuitive usage of the sur-
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gical system also steepen the learning curve for the surgeon. One of the main reasons is that the

workflow with the new technologies becomes ‘tech’-centred rather than surgeon-centred, such

that surgeons have to ‘assist’ the technologies to fulfil their functions. Hence, it is necessary to

consider a surgeon-centred surgical workflow with technologies naturally integrated within it,

which can not only benefit the patients through better accuracy and safety, but improve the

efficiency and ergonomics for the surgeons as well.

1.3 Research Aim

The increased complexity in the surgical procedure and the inefficient integration of new tech-

nologies are some of the main issues preventing the widespread adoption of robotics and nav-

igation in the operating room. Even though the improved accuracy has been proved by many

studies, the cost of reduced simplicity and efficiency weakens that benefit. Therefore, the aim

of this research is to explore new technologies that facilitate the integration of robotics and nav-

igation in a more favourable way to the surgeons, such that a natural and intuitive workflow

can be provided, with improved accuracy and higher efficiency in the operating room.

More specifically, this research aims to provide an alternative to the marker-based registration

method commonly adopted by most robotic assisted and computer navigated surgical systems.

New spatial measurement technologies will be considered that can exempt the surgeons from

collecting registration points manually so that the registration speed can be greatly increased.

Invasive markers will be unnecessary once the registration can be performed in interactive time,

thus further simplifying the surgical procedure and reducing injury to the patient. Problems

like line-of-sight interruptions will also be mitigated by adopting robotic methods to guarantee

a more fluent surgical workflow.

Next, this research aims to develop a new navigation system based on augmented reality (AR)

for orthopaedic surgery, which provides a more intuitive and efficient modality of navigation. In

this way, navigation information can be rendered in situ without the need for display monitors,
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thus simplifying the setup of the navigation system. The 3D visualisation presented by AR

also makes navigation easier to follow, and the hand-eye coordination issue can be addressed.

Moreover, a simpler and more natural interaction method with the navigation system will

be explored utilising AR technology, which could contribute to better efficiency and shorter

learning curves for the surgeons.

1.4 Research Contributions

Three major contributions have been made from the research conducted towards the aims

presented above. These research contributions are summarised as follows:

• A robotic registration assistant has been developed to assist surgeons with orthopaedic

registration. Depth imaging technology is adopted in the surgery to capture the sur-

face points of the target bone at a very fast rate for online registration, which exempts

the surgeon from the time-consuming process of manually collecting registration points.

Depth imaging is also used to detect potential obstacles that might occlude the camera,

and robotics is integrated to automatically move the depth camera away from the ob-

stacle(s) to avoid line-of-sight interruption. Intuitive human-robot interaction has been

achieved by applying admittance control to the robot, which enables the surgeon to po-

sition the robot end-effector by hand as needed, allowing more efficient cooperation and

space sharing in the operating room.

• A novel computer navigation system based on AR technology has been established. A

standalone AR headset is used to display navigation to the surgeon directly, which does

not require additional monitors, thus simplifying the setup in the operating room. The

3D in situ rendering of the navigation information, accurately overlaid onto the patient

anatomy, also provides more intuitive visual guidance for the surgeon to follow and avoids

the hand-eye coordination problem. Interaction between the surgeon and the navigation
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system is achieved in more natural ways such as gestures and voice commands, which

could contribute to a more fluent surgical workflow and higher efficiency.

• A deep-learning based image segmentation method has been proposed to automatically

extract useful information from depth images. A depth image dataset is created from a

cadaveric specimen, and a pixel-wise labelling method is proposed to efficiently label the

data for segmentation training. After training, depth images from real human anatomy

can be filtered to remove the points that belong to the background and surrounding

tissues, and only the surface points of the target bone are collected for registration. In

this way, the automatic registration method based on depth imaging can be applied to

real patients, and invasive markers are no longer needed, which reduces injury to the

patients.

At present, five peer-reviewed publications have been produced from these research contribu-

tions, with two published in journals and three presented at conferences. The five publications

are listed below.

H. Liu, S. Bowyer, E. Auvinet, and F. Rodriguez y Baena, “A Smart Registration Assis-

tant for Joint Replacement: Concept Demonstration,” EPiC Series in Health Sciences,

vol. 1, pp. 189-196, June 2017.

H. Liu, E. Auvinet, J. Giles and F. Rodriguez y Baena, “An Exploration of Augmented

Reality in Computer Assisted Orthopaedic Surgery,” EPiC Series in Health Sciences, vol.

2, pp. 134-138, July 2018.

H. Liu, E. Auvinet, J. Giles and F. Rodriguez y Baena, “Augmented Reality Based

Navigation for Computer Assisted Hip Resurfacing: A Proof of Concept Study,” Annals

of Biomedical Engineering, vol. 46, issue 10, pp. 1595-605, Oct 2018.

H. Liu and F. Rodriguez y Baena, “Depth Image Segmentation for Markerless Orthopaedic

Registration,” 19th Annual Meeting of the International Society for Computer Assisted

Orthopaedic Surgery, June 2019.
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H. Liu and F. Rodriguez y Baena, “Automatic Markerless Registration and Tracking of

the Bone for Computer Assisted Orthopaedic Surgery”, IEEE Access, DOI: 10.1109/AC-

CESS.2020.2977072.

1.5 Chapter Summaries

In Chapter 2, a comprehensive review of the literature with respect to novel technologies in

computer assisted orthopaedic surgery is presented. Commonly used medical imaging modali-

ties, together with depth imaging, which has the potential for use in orthopaedic surgery, are

introduced. Medical image segmentation methods, both conventional and deep-learning based,

are also reviewed. Then, AR technology and its applications in computer assisted surgery, es-

pecially in orthopaedic surgery, are presented. Basic concepts of AR technology are introduced,

and the advantages of different forms of AR applications are summarised, which will guide the

AR system design according to the purpose.

In Chapter 3, an orthopaedic registration assistant is developed by combining depth imaging

technology and robotics. An automatic bone registration and obstacle detection method is

proposed based on depth imaging, and an efficient obstacle avoidance algorithm is designed

for the robot to minimise the risk of line-of-sight interruption. An admittance controller is

also developed for the robot to enable intuitive human-robot interaction and space sharing.

Simulation for obstacle avoidance is performed for parameter optimisation, then experiments

are conducted to test the performance of obstacle avoidance under laboratory conditions.

In Chapter 4, an orthopaedic navigation system is developed based on AR technology. Accord-

ing to the registration result from the registration assistant, the surgical plan for bone resection

is overlaid on the actual anatomy directly and displayed to the surgeon through an AR head-

set. Then, the surgical instrument is tracked by the headset and its pose is compared with the

surgical plan, from which guidance is provided for instrument alignment. A surgeon-centred

workflow is designed so that the surgeon can interact with the navigation system intuitively. A
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set of experiments is then performed on bone phantoms to test the procedural accuracy with

the AR navigation.

In Chapter 5, deep neural networks are established to process the images from the depth

camera in order to achieve automatic markerless registration in surgical scenarios. A localisation

network utilises the RGB information to identify the position of the surgical site, then depth

images of the surgical site are segmented by the segmentation network to obtain a clean surface

of the bone without surrounding tissues. RGB and depth image datasets are created from a

cadaveric specimen and labelled for network training, and conventional segmentation metrics are

customised to evaluate segmentation performance. These trained networks are then integrated

into the depth imaging based registration method, and experiments are performed on a new

cadaveric specimen to analyse the efficacy and accuracy of markerless bone registration in a

realistic scenario.

In Chapter 6, several conclusions are drawn from the research regarding the stated research

aims. In addition, limitations of the current work are presented and discussed, and potential

directions for future research in this field are identified.



Chapter 2

Review of Novel Technologies in

Computer Assisted Orthopaedic

Surgery

2.1 Introduction

Computer assisted orthopaedic surgery utilises computers to collect, process, and display infor-

mation in surgery in order to assist surgeons in important or challenging operations. With the

integration of novel sensing and computing technologies, surgery can be performed with higher

confidence, as surgeon’s experience is supported by scientific measurement. This is especially

helpful for inexperienced surgeons to avoid serious mistakes. To achieve reliable assistance for

the surgeon, the surgical system needs to behave like a surgeon. That is, it needs to know what

and where the surgical target is, how the operation should be performed, and how to inform the

surgeon of what it knows. It needs to have ‘eyes’ (to acquire information), ‘brain’ (to process

information), and ‘hands’ (to assist the surgeon), and these three parts are extremely important

for a good surgeon. Therefore, to develop a surgical system, imaging modalities, processing

abilities, and guiding methods are essential.

25
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In this chapter, commonly used medical imaging modalities are first introduced, with the

focus on a new type of imaging technology, i.e. depth imaging, which is particularly suitable

for orthopaedic surgery. Then, medical image segmentation methods, which are necessary

for processing both pre-operative and intra-operative images, are reviewed. Finally, surgical

guidance methods are introduced briefly, and the technology we are particular interested in is

augmented reality (AR), which could be the optimal navigation mode in orthopaedic surgery.

An overview of current research in state-of-the-art AR applications in surgery will be provided,

from which the characteristics and advantages of AR technology in orthopaedic navigation can

be analysed.

2.2 Imaging Modalities for Orthopaedic Surgery

2.2.1 Conventional Imaging Modalities for Orthopaedic Surgery

Imaging modalities for orthopaedics can be categorised into pre-operative imaging modalities

and intra-operative imaging modalities. Pre-operative imaging modalities are used outside the

operating room, mainly for diagnosis or surgical planning. Many common medical imaging

techniques can be used as pre-operative imaging modalities for orthopaedic surgery. Conven-

tional radiography, or X-ray, is the most common and most effective method for initial evalua-

tions [18, 19]. High contrast of bony anatomical structures can be shown by X-ray with a low

dose of radiation. In recent years, digital radiography is becoming increasingly popular [19].

Compared with conventional radiography, digital radiography acquires digitised images using

an X-ray detector instead of printing on film, thus various image manipulating techniques can

be applied to the digital data to enhance or reconstruct the images. However, as X-ray can

only provide 2D information of the anatomy and each radiograph is actually the superposition

of the structures, which may not be very clear to understand, more informative modalities are

needed for more advanced evaluations.
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Computed tomography (CT) is a radiologic modality using an X-ray tube that is mounted

on a rotating gantry to scan the patient inside the gantry slice by slice. Then the computer

will process the data collected by the X-ray detectors to reconstruct multi-planar images or

3D geometry of the desired anatomic region. CT is usually used following X-ray to produce a

higher level of diagnostic accuracy, and plays an important role in the detection and evaluation

of traumatic conditions. The 3D reconstruction of complex anatomy, such as face and pelvis,

enables surgeons to plan and rehearse complex operative procedures more easily [18]. As the

attenuation of X-ray is mainly caused by the density of tissue it goes through, CT lacks the

ability of good tissue characterisation [20]. But bones normally have a high contrast in CT

scans, which makes CT suitable and common in orthopaedics. Disadvantages also exist in CT,

such as the partial volume effect that may cause a loss of some important information [19].

Moreover, compared with conventional radiography, CT has a relatively higher radiation dose

and higher price. Recently, different techniques such as spiral scanning and multi-channel multi-

detector row CT have been applied to CT to achieve a higher resolution and shorter radiation

time [12, 19].

Different from the above two modalities, Magnetic Resonance Imaging (MRI) does not use

ionising radiation. MRI records the re-emission of radio waves absorbed by human tissues

when the patient is in a strong magnetic field [19]. The MRI image essentially maps the

location of water and fat in the body, which shows biological function change between healthy

and abnormal tissues. Therefore, MRI is particularly suitable for the diagnosis and evaluation

of abnormalities that are hard to be seen on radiography, such as bone contusions and occult

fractures [12, 19]. MRI may be the best choice when evaluating soft tissues and bone marrow,

but for evaluating tissues with few hydrogen nuclei, such as trabecular bone and cortical bone,

MRI is ineffective [12]. And similar to CT, partial volume effect also causes interpretation

problems in MRI at times.

Ultrasound is another useful tool for orthopaedics. It is relatively inexpensive, uses no ionising

radiation, and can be used pre-operatively or intra-operatively [21]. It utilises directed ultra-
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sound waves to detect the interfaces between tissues of different acoustic properties, and the

reflection is recorded by the ultrasound transducer and converted into images. Because of the

simplicity of ultrasound scanning, surgeons can obtain real-time information of the anatomy

to evaluate joint movements and stability, structural abnormalities, ligament injury, and soft-

tissue tumours [12, 22, 23]. Recently, 3D ultrasound has attracted much attention, as it not

only provides 3D geometry in real time, but also allows reconstruction and further manipulation

to make the best of the ultrasound images. However, ultrasound images tend to contain much

noise and distortion, and the scanning requires proficient skills to get satisfactory images.

Intra-operative imaging modalities are used during orthopaedic surgery in the operating room

in order to provide real-time anatomical information, based on which surgeons can operate

more accurately and avoid mistakes. Mobile C-arm fluoroscopic X-ray systems are the most

commonly used intra-operative imaging modality in operating rooms. The X-ray source and

X-ray detector are connected by a C-shaped arm that can rotate around the isocenter. High-

resolution X-ray images can be obtained during the surgery, which can then be reconstructed

into a 3D volumetric image [24, 25]. An O-arm is similar to the C-arm, but has faster acquisition

speed, lower patient radiation dose and larger field of view [25, 26]. It is designed for use mainly

in spine, orthopaedic, and trauma-related surgeries.

Intra-operative MRI provides more detailed soft-tissue visualisation when compared with CT.

However, the restriction to the use of ferromagnetic surgical instruments is inconvenient in the

operating room. In addition, MRI equipment tends to be too large in size for the existing oper-

ating rooms, and the fixed, immobile circular design complicates patient access [25]. Therefore,

improvements in the design of intra-operative MRI equipment are necessary for the adoption

of intra-operative MRI [27].

Although surgeon-defined anatomy (SDA) is not an imaging modality, it is often used to acquire

the patient anatomy in orthopaedic surgery. The surgeon slides the tip of a tracked probe on

the surface of a surgical tissue to record the spatial location of a group of points on the surface,

from which the surface geometry of the target anatomy can be generated [28, 29]. This intra-
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operative method is particularly useful when the structures are difficult to identify on CT

or fluoroscopic images, such as ligaments or cartilage boundaries [30]. As SDA is selected

by the surgeon, it only contains the information that is necessary, which requires almost no

post-processing and can be used directly.

2.2.2 Depth Imaging Technologies

The biggest advantage of depth imaging over other intra-operative imaging modalities intro-

duced above is that it can capture the 3D geometry of the target surface directly in real time,

and the 3D geometry can be used for registration without much post-processing or reconstruc-

tion. Although it is not able to see through the skin like the X-ray, depth imaging can be used

in open orthopaedic surgery such as hip or knee replacement where the target bones are exposed

for operation. Depth imaging is a collection of 3D measurement technologies that captures the

geometry of the scene as a depth image, each pixel of which contains three values representing

the spatial coordinates of that point relative to the camera. Although a depth image is 2D

in data structure (like an RGB image), it contains 3D information. In recent years, different

depth imaging technologies have been developed for use in different conditions, such as stereo

vision, structured light and time of flight (TOF).

The principle of stereo vision is quite similar to that of human binocular vision, i.e. using

triangulation. Stereo vision requires two (or more) cameras working together with one separate

image sensor for each camera. For a real point in the world, its projections on different image

sensors are different. Given the distance and angle between the cameras, together with locations

of projections on both image sensors, the position of the point in the camera coordinates can

be computed based on triangulation. Stereo vision is a passive method that only receives

information from the environment, so the hardware required is normally basic. However, the

stereo algorithm is computationally expensive because it is hard to identify corresponding points

in different cameras based on 2D features [31]. To facilitate depth computation, an optional

infrared projector that projects a non-visible infrared pattern can be used to create artificial
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features in scenes with low texture. Currently, the accuracy and frame rate of stereo vision

is comparative to other imaging technologies, but the accuracy decreases exponentially with

distance due to the triangulation error.

Like stereo vision, structured light technology is also based on triangulation. But instead of

having two image sensors, a structured light camera replaces a image sensor with an infrared

projector, so it is an active measurement system. The projector projects pre-defined reference

patterns onto the scene, and then the reflective patterns, which are distorted due to the surface

shape of the scene, are captured by the infrared sensor of the structured light camera [32, 33].

Depth is estimated by comparing the distorted patterns with the reference patterns. Since

the reference patterns are known, it is much easier to find correspondences for triangulation in

the received patterns, which makes structured light technology less computationally intensive

and more reliable [34]. Current available structured light cameras include the Microsoft Kinect

(Microsoft, Inc.) and the ASUS Xtion Pro Live (ASUSTeK Computer, Inc.). Structured light

cameras are very accurate for close range measurements, but normally, they cannot be used

under sunlight and have trouble dealing with shiny, transparent, or black surfaces, which limit

their applications [34, 35].

The principle of TOF is much simpler. A TOF camera works like a radar, i.e. it gives off a

pulse of light and measures the time that light travels between the camera and the object point,

then the distance is calculated by one-half the travel time multiplied by the speed of light [33].

When a number of TOF sensors are used together, a 3D scene can be captured and measured

without the need for point-by-point scanning. However, simple principle does not mean simple

implementation. As light has the highest speed in the world, precisely measuring the travel

time is very challenging, and a tiny error in time measurement will lead to a big error in the

calculated distance. Thus, clock technologies like continuous wave intensity modulation and

single photon avalanche diodes were developed to achieve better time measurement [36, 37].

Although TOF cameras normally have a high frame rate, the depth resolution and image

resolution are relatively low compared with other depth cameras. Similar to structured light
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cameras, TOF cameras also have difficulties in measuring transparent or black surfaces. In

addition, they suffer from other problems such as motion blur and multiple reflections [38, 39].

There are other depth imaging technologies available in the market such as interferometry and

coded aperture, but they are not as commonly used as the technologies described above. Ta-

ble 2.1 compares the properties of different depth imaging technologies in different aspects [40].

This table summarises the common properties of each depth imaging technology in general,

though with the fast development of these technologies in recent years, some of the properties

might change.

Table 2.1: Comparison of different depth imaging technologies. Table adapted from [40].

Considerations Stereo vision Structured light TOF

Software Complexity High Medium Low

Material Cost Low High Medium

Compactness Low High Low

Response Time Medium Slow Fast

Depth Accuracy Low High Medium

Low-Light Performance Weak Good Good

Bright-Light Performance Good Weak Good

Power Consumption Low Medium Scalable

Range Limited Scalable Scalable

2.3 Medical Image Segmentation

Medical imaging modalities play an important role in diagnosis and treatment planning, and a

brief introduction has been given in the previous section. Segmentation is often a necessary step

for the analysis of medical images to delineate crucial anatomical structures, and an overview

of different methods for medical image segmentation will be provided in this section.
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2.3.1 Conventional Methods for Medical Image Segmentation

Thresholding is a simple and common way for segmentation of one-channel images, which de-

termines pixel classification by comparing the pixel value with a threshold. Multiple thresholds

can be set to classify the pixels into more than two classes. Thresholding uses individual pixel

values only, and does not take into account the spatial features of the image. Thus, it is compu-

tationally efficient but sensitive to artefacts such as noise and intensity inhomogeneities. Also,

thresholding cannot be applied to multi-channal images. Normally, thresholding is performed

with the operator’s interaction to determine the threshold value, and is often followed by more

complex image processing operations. To improve the robustness of thresholding, connectivity

information can be incorporated for segmentation [41].

Another common method for medical image segmentation is region growing, which extracts a

region from the image by growing from an initial seed and examining neighbouring pixels until

some criteria are satisfied, e.g., the growing reaches an edge in the image. Like thresholding,

region growing also requires interaction with the operator to select the seed position, and can

also be sensitive to noise, resulting in extracted regions with holes. Region growing generates

good segmentation results for images with clear edges, but regions that should be separated

can be connected by region growing due to the partial volume effects, which are common in 3D

images such as CT and MRI scans. Variants of region growing have been proposed to mitigate

these problems and improve segmentation accuracy [42, 43].

Classifiers are also commonly used for image segmentation, which recognise specific patterns

from the image feature space (e.g. intensity). Manually segmented data are used as references

to train the classifiers in order to segment new data automatically. The clear distinction of

different classes in the feature space is the key to good segmentation performance. Classifiers are

computationally efficient because they are not iterative, but the preparation of the segmented

data for training is normally laborious and time consuming.

Clustering also partitions an image based on image features like the classifiers, but it does
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not require training data. Clustering is an iterative method that selects data that belong

to each cluster by computing some characters, then characterise each cluster to update the

characters and repeat the previous steps until convergence. Therefore, clustering requires an

initial segmentation as the reference, and the initialisation can have a large impact on the

segmentation result. Clustering is also sensitive to noise and intensity inhomogeneities. To

improve the robustness of clustering methods, new methods such as fuzzy algorithms and

Markov random field models have been incorporated into clustering algorithms for medical

image segmentation [44, 45, 46].

Deformable models create closed curves or surfaces that can deform based on the image features

to identify the region boundaries. The curves or surfaces are endowed with physical properties

such as elasticity and rigidity, and internal forces are applied to ‘inflate’ the curves or surfaces

to allow smooth deformation, while external forces are computed from image features such

as intensity gradients to constraint the curves or surfaces towards the desired features. De-

formable models are widely adopted in medical image segmentation, particularly suitable for

segmentation of dynamic imaging modalities such as ultrasound. Deformable models can be

robust to noise because of the smooth deformation, but may also have difficulties in converging

to the global optimum or boundary concavities. Additionally, manual interaction is needed

to initialise the model, and the segmentation result is sensitive to the initialisation. Differ-

ent methods have been explored to alleviate these problems, thus improving the segmentation

performance [47, 48].

Atlas-based methods are suitable for medical image segmentation when the structures to be

segmented are relatively stable in the population of study. An atlas is pre-segmented from

the anatomical structure as a reference, which is consequently used for segmentation of new

images by finding a one-to-one mapping (i.e. registration) between the atlas and the image.

The mapping can be linear or non-linear, depending on the anatomical variability. Atlas-

based approaches can also be used as an initial segmentation, which will be refined using other

approaches to compensate for large variations. Anatomical landmarks can also be selected
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manually to constrain the mapping. The main difficulty lies in how to correctly map the atlas

to the target image, especially under conditions of substantial variability. Probabilistic atlases

and fuzzy templates have been adopted to deal with the variability problem [49, 50].

Other widely applied image segmentation methods include edge tracking, watershed algorithm,

rule-based segmentation, etc. The segmentation methods introduced above can be use sepa-

rately or in combination. Further details of different segmentation methods can be found in

more comprehensive reviews of medical image segmentation [51, 52, 53].

2.3.2 Deep Learning in Medical Image Segmentation

Image segmentation using artificial neural networks is not a new concept, but in recent years,

thanks to the development of big data and computing hardware, it is possible to establish

deeper architectures with more layers for artificial neural networks, which significantly improves

the segmentation performance in complex situations. Nowadays, deep learning based image

segmentation approaches achieve state-of-the-art accuracy, and in some aspects, they can even

be comparable to human-level abilities.

Convolutional neural networks (CNNs) have shown great potential in image processing, which

preserve the spatial information of the image and extract features layer by layer for better

image understanding. Patch-wise CNN architectures are simple and widely used for medical

image segmentation. These networks process a patch around each pixel to identify which

class the pixel belongs to. More comprehensive contextual information for better segmentation

performance can be obtained by processing multiple sizes of patches for each pixel, the output

of which will be combined to generate more accurate segmentation results.

For instance, Kamnitsas et al. proposed a multi-scale CNN for 3D brain lesion segmenta-

tion [54]. A dense training scheme was designed to alleviate the computational burden of

patch-wise 3D image processing, and dual pathways were used to capture image features at

different scales simultaneously. Moeskops et al. designed a multi-scale CNN for automatic
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segmentation of brain tissues in MRI images [55]. Different patch sizes and convolution kernel

sizes were used to extract sufficient spatial details for segmentation, which resulted in accurate

and robust segmentation performance on the testing datasets. Pereira et al. proposed a patch-

wise CNN for brain tumour segmentation in MRI images [56]. Small 3× 3 convolution kernels

were used so that a deeper network architecture could be built, with the advantages of fewer

parameters and lower risk of overfitting. Image intensity normalisation and data augmentation

were applied to facilitate segmentation training, and the segmentation performance was proved

by different segmentation challenge datasets.

In patch-wise segmentation, to classify a pixel, one or more patches need to be processed, and

the classification is based on local features, thus, there might be problems about the compu-

tational efficiency and spatial consistency. Semantic-wise CNNs perform segmentation using

the whole input image at once. One of the successful semantic-wise CNNs was proposed by

Ronneberger et al. [57]. A fully convolutional network was established, which captured image

features and contracted resolution using conventional convolutional layers, then expanded res-

olution by transposed convolutional layers to generate a segmentation mask with the same size

of the input. The network had a symmetric architecture and was trained end-to-end without

requiring a large number of training data. Its application to microscopic image segmentation

achieved the best results. Based on the same architecture, a volumetric segmentation network

was developed to segment 3D anatomical structures, which also generated accurate segmenta-

tion results [58].

A similar architecture was adopted by Milletari et al. to segment 3D volumetric medical

images such as MRI scans [59]. The network was also a symmetric fully convolutional network

with convolutional layers and transposed convolutional layers used to contract and expand

resolutions and extract features. The whole volumetric image can be segmented at once rather

than slice by slice, which is fast and accurate. A novel objective function was proposed to

address the problem of foreground-background imbalance and good performance on a challenge

dataset of MRI segmentation was achieved with much faster computational speed. Another
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3D encoder network was proposed by Brosch et al. for sclerosis lesion segmentation in MRI

images [60]. The convolutional and transposed-convolutional pathways were also adopted to

learn features at different scales, and high-level and low-level features were combined to improve

segmentation accuracy. Automatic liver segmentation in CT images were also achieved using

a 3D fully convolutional, deeply supervised network [61]. A deep supervision mechanism was

adopted to facilitate network training, and together with the use of a conditional random field

model, the segmentation performance could be further refined.

Apart from the CNN architectures introduced above, some networks can be cascaded to pursue

performance improvements. Dou et al. proposed a CNN based detection method for cerebral

microbleeds in MRI images [62]. A 3D fully convolutional network was first built to estimate

the candidates that were most likely to be cerebral microbleeds. This network was followed

by a 3D patch-wise CNN that could further confirm the actual microbleeds, which achieved

state-of-the-art accuracy with much faster detection speed. Christ et al. used cascaded fully

convolutional networks and 3D conditional random fields for liver and lesion segmentation in

CT images [63]. Liver segmentation was achieved using a fully convolutional network, which

was then used as the input of the second fully convolutional network for lesion segmentation.

The segmentation results were refined by dense conditional random fields to improve spatial

consistence.

One of the main advantages of deep learning based segmentation is that spatial information of

the images can be preserved, which provides more comprehensive contextual details to allow

potentially better segmentation. The architecture of CNN is suitable for parallel computing,

which can boost the computational speed dramatically. Especially in recent years, specific

processing units have been developed to accelerate the processing of artificial neural networks,

making deep learning more suitable for real-time applications. Therefore, deep learning has

become the new trend medical image analysis, and an increasing number of adoptions in medical

applications can be anticipated in the near future.
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2.4 Augmented Reality Based Surgical Navigation

After images are captured and processed in orthopaedic surgery, the next step is to provide

guidance to the surgeon to improve surgical accuracy. This is especially important for surgery

like joint replacement where bones need to be reshaped and prostheses are implanted to restore

joint function, as low accuracy may result in poorly aligned limb axis, unbalanced soft tissues,

mismatch with the prostheses, or unstable joints. Currently, bone resection and implant po-

sitioning are mainly achieved manually by the surgeon with the assistance of some specially

designed mechanical jigs. These jigs guide the cutting by measuring anatomical landmarks

of the bones and are adjusted by the surgeon. Therefore, the accuracy relies heavily on the

surgeons skills and experience, which can take significant time to develop [64].

In order to provide the surgeons with more accurate and efficient guidance for bone preparation

in orthopaedic surgery, computer assistance can be adopted. Patient specific instrumentation

(PSI) is one of the widely adopted computer-assisted surgical techniques, which is designed and

fabricated based on the pre-operative imaging of the patient to best fit the specific anatomy.

Two types of PSI are commonly used in orthopaedic surgery: pinning guides and cutting

guides [65]. Pinning guides, as the name suggests, help with pin placement to fix the conven-

tional jigs correctly, while cutting guides can guide the bone cutting directly as they have slits,

which can save more surgical steps for bone resection. These two types of PSI can be seen in

Figure 2.1.

Since a pre-operative plan is made for the patient and the guides are designed to fit the spe-

cific anatomy, in theory, using PSI can help improve implant sizing and positioning, especially

when there are large deformities. Also, thanks to the special design of PSI, the adjustment

of the guides could be easier with fewer surgical steps needed, leading to shorter theatre time

and higher procedure efficiency [66, 67], though some studies found the difference was insignifi-

cant [68]. Despite the pre-operative plan and patient-specific design, the improvement in terms

of surgical accuracy is still arguable as studies have shown inconsistent results [69, 70, 71, 72, 73].
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(a) Pinning guides. (b) Cutting guides.

Figure 2.1: Two types of PSI commonly used in orthopaedic surgery. (a) Pinning guides from
Zimmer Patient Specific Instruments (Zimmer, Inc.). (b) Cutting guides from DePuy TruMatch
Personalized Solutions (DePuy Synthes Companies).

And because of the pre-operative plan and PSI manufacturing, the waiting time could be 3 to

8 weeks [74]. Other issues like surgical learning curve and cost effectiveness should also be

considered when adopting PSI in orthopaedic surgery.

An alternative computer-assisted orthopaedic surgical technique to PSI is computer navigation,

which may also require a pre-operative plan, but no specifically fabricated instruments are

needed, thus reducing the waiting time before surgery. Normally in computer navigation,

surgical tools or cutting guides are tracked and compared with the anatomy digitally, rather

than physically, to ensure accurate operation. The pre-operative plan is made according to the

pre-operative images such as CT or MRI scans in order to achieve optimal functional recovery

and skeletal alignment. And to apply the plan to the patient during surgery, the target anatomy

needs to be digitised so that it can be registered with the pre-operative images, which brings

all the information to the same coordinates.

After the pre-operative plan is aligned with the actual anatomy, it can be very useful in guiding

the surgeon’s operation with precision, but the premise is to find a proper way to display the plan

clearly to the surgeon. Conventional computer navigation displays information and guidance
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through 2D monitors, which is a convenient way adopted by most of the robotic orthopaedic

systems, such as the NAVIO Surgical System (Smith & Nephew PLC) and the Mako System

(Stryker Corp.). However, as seen in Figure 2.2, the monitor displays are normally placed

far from the surgical site, so the surgeons have to frequently look away from the patient to

observe the navigation on the monitor, which is inefficient and may even cause safety issues.

Moreover, the pose of the surgical plan displayed on the monitor may be different from that

of the actual patient, which can lead to hand-eye coordination problems [75, 76]. The loss of

depth perception on the 2D monitor also requires more practice for the surgeon to effectively

follow the surgical navigation.

Figure 2.2: Monitor based orthopaedic navigation. The green arrows indicate the directions in
which the surgeons should look at the surgical site, while the red arrows indicate the actual
directions of surgeons looking at navigation monitors. In the yellow circles are the navigation
displays on 2D monitors.

AR technology, which has the ability to add virtual information directly into reality, provides a

new way for surgical navigation. AR has the ability to overcome the shortcomings of monitor

display by overlaying 3D information in situ, thus the surgeons no longer need to look away

from the surgical site. The 3D rendering of the information also makes navigation easier to

understand and follow, which is beneficial to hand-eye coordination. As AR does not block

the real environment, the original task is not obscured, but augmented with useful guidance.

These advantages all contribute to the potential adoption of AR navigation in the operating

room. This section focuses on AR technology and its applications in surgery.
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2.4.1 Augmented Reality Introduction

AR is a type of technology that seamlessly integrates computer-generated perceptual informa-

tion into the real world in real time to enrich the real-world experience [77]. Comprehensively,

all kinds of perceptions, including visual, auditory, haptic, etc., can be enhanced by AR tech-

nology [78], but so far visual AR has been the most widely studied topic, and is thus introduced

in this section. According to Azuma et al. [78, 79], an AR system should have the following

three properties:

• combines real and virtual objects in a real environment;

• runs interactively in real time;

• registers real and virtual objects with each other.

From the definition of AR, we can see that the main property differentiating AR from another

popular technology, virtual reality (VR), is the existence of the real environment. VR, as

its name suggests, blocks the real environment and creates a fully artificial and immersive

environment where all the activities of the users take place, so all the perceptual information

is generated by the computer [80]. AR, on the contrary, is deployed in the real environment,

and computer-generated information is only added where necessary [79]. As can be seen in

Figure 2.3, Milgram et al. divides the mixture of real and virtual content roughly into four

stages, where real environment and virtual environment (i.e. VR) are at the two ends [81]. AR

is located between them and closer to the real environment, which means the reality takes a

greater part. This property adds useful virtual information into reality without interrupting

the real activities, thus, AR can not only create new activities for users like VR, but also assist

users in activities that already exist in the real world.

Basically, a complete AR system includes displays, input devices, tracking module, and the pro-

cessing unit [82]. The display is the place where virtual content (sometimes the real environment

as well) is generated and presented to the users, and it can be a monitor, a semi-transparent
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Figure 2.3: Illustration of Milgram’s virtuality continuum. Figure adapted from [81].

mirror, or a head-mounted display (HMD). According to the position of the display with re-

spect to the user, the display can be classified as head-mounted display, body-attached display,

and spatial display, as shown in Figure 2.4 [83]. Generally, the sizes of these three types of

AR display are getting larger from left to right. Their usability in a specific AR application

depends on its purpose and application conditions. The development trend of AR display tech-

nology nowadays is to achieve smaller size, more realistic display quality, and more immersive

experience.
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Figure 2.4: Virtual content generation for AR displays. Figure adapted from [83].
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The input devices provide ways for the user to interact with the virtual content. Common

input devices include hand-held controllers, touch screens, etc. A physical object can also be

an input device to send information to the AR system by image processing, which creates a

more natural interaction method [84]. The most intuitive way of interaction is to use the hands

and voice directly, without the need for extra devices. These three types of interaction are

illustrated in Figure 2.5.

(a) Motion controller. (b) Physical object. (c) Hand.

Figure 2.5: Interaction methods with the virtual content. (a) The Windows mixed reality
motion controller (Microsoft, Inc.). (b) Physical object that can be tracked by the Vuforia
SDK (PTC, Inc.). (c) Hand tracking by Microsoft HoloLens 2 (Microsoft, Inc.).

The tracking module measures the viewing position in the real environment so that the virtual

information can be properly integrated. It can be external tracking (the viewing position is

tracked by an external tracker) or self-tracking (the viewing position is computed by processing

images of the environment from the viewing position). The use of external tracking complicates

the setup of the AR system, confining the use of AR to a specific environment. Thus, self-

tracking is more flexible as it can track itself by analysing the environment features without

additional trackers. Sometimes, inertial tracking can also be used, which is fast and compact,

and is not limited by external conditions. However, due to the drift problem, inertial tracking

is often used together with other sensors to guarantee accurate tracking [85].
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Finally, the processing unit performs all the computation and coordinates all the components

to make the system work harmoniously. Image processing and graphics rendering are both

computation-intensive, which will exert a huge computation burden on the AR system. Insuffi-

cient computing power could result in low tracking accuracy, slow refresh rate, poor quality of

virtual content rendering, etc., which can significantly degrade the user experience. Therefore,

high-efficiency software and specially designed hardware are developed to cope with the high

computational demand. For example, a custom-made Holographic Processing Unit (HPU) is

used on the Microsoft HoloLens to process the huge amount of data from the sensors, and cloud

computing is also being exploited to increase the computing power of the AR system.

2.4.2 Classification of Augmented Reality

AR can be classified in many ways. For instance, according to the methods of defining virtual

content in the real environment, AR can be classified into marker-based AR and markerless

AR. Since the most outstanding characteristic of AR is the ability to dynamically combine real

and virtual content, in this section, AR is classified according to the ways this combination

takes place. Three main types of AR will be introduced here, namely: optical see-through AR,

video see-through AR, and direct augmentation. The basic principles of these types of AR are

shown in Figure 2.6.

Optical see-through AR. Creating holograms in the environment or projecting holograms

directly onto the retina seems to happen only in science-fiction movies and needs more time to

mature, so for now a medium is still needed to make the virtual content visualised. Therefore,

optical see-through AR can be an ideal way to integrate virtual information into reality, which

preserves the original environment and adds a medium between the eyes and the environment

to display the virtual content. In optical see-through AR, the users sees the real environ-

ment directly through transparent or semi-transparent lenses where the virtual information

is projected so that for the user the virtual information is overlaid on the real environment.
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(a) Optical see-through. (b) Video see-through. (c) Direct augmentation.

Figure 2.6: Principles of different AR types in terms of real-virtual combination.

The combination of virtual and real content actually happens in the eyes, which requires the

positions of the eyes in the real environment to be tracked.

For optical see-through AR, it is crucial to have a good optical medium that can ‘reflect’ virtual

content to the eyes without occluding the user’s vision of the real environment. In early studies,

half-silvered mirrors were used between the user and the working space [86, 87], which were

not very flexible. Recently, the development of optical see-through HMDs is accelerating as

they provide better user experience. Advanced optical see-through HMDs are like stand-alone

computers that integrate all the components of an AR system into a portable size, thus can be

taken with the user anywhere. Popular examples include the Microsoft HoloLens (Microsoft,

Inc.) and Magic Leap One (Magic Leap, Inc.). Other optical see-through HMDs need to

connect to external computers due to the limit of computing power, such as Meta 2 (Meta

View, Inc.), which limits the usage to a stationary location.

Video see-through AR. Video see-through AR looks very similar to optical see-through

AR in terms of system setup, which also requires a medium to display the virtual content to
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the user. The main difference is that the medium is optically opaque (usually it is a normal

electronic screen) so that the user cannot see the real environment directly. To compensate

for the loss of reality, front facing cameras are used to capture the missing scene of the envi-

ronment. Then based on the position of the user in the environment, virtual content is added

and synchronised to the captured video streams, which are displayed to the user on the opaque

medium. Thus, in video see-through AR, the medium can be seen through in an electronic way,

and the combination of virtual and real content happens on the medium.

In video see-through AR, the real environment is also digitised in order to mix with the

computer-generated virtual information. This provides an easy access to modifying the digital

reality more flexibly rather than simply adding virtual content to it [88]. And since the 3D

reality is captured as 2D videos, the virtual-real combination can be easier and the hardware

requirement of video see-through AR is not that high as optical see-through AR. Actually,

most of the mobile devices that have front facing cameras, such as smartphones and tablets,

can be used for video see-through AR applications as they have the ability to capture real

videos from one side and display the videos with augmentation to the user on the other side.

Commercial VR HMDs can also be customised by adding two front facing cameras to work as

AR HMDs [89, 90].

Direct augmentation. Different from the see-through AR technologies introduced above,

direct augmentation projects virtual content directly into the real environment to combine

the real and the virtual, making the virtual content physically visible like the real content.

Therefore, no additional displays are needed to present the virtual information, and multiple

users can share the same augmented scene, with little motion sickness and better consistency of

eye accommodation and convergence [91]. Since the projection has to be on the surface of the

environment, it is more suitable to provide 2D information associated with the surface because

the depth information is lost, otherwise the projection needs to change according to the viewing

position of the user, which is technically difficult in conditions with multiple users. Normally,

the projector is fixed to a certain location, though portable projectors have been used to allow
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more flexible applications [92, 93].

Thus, the basic task of AR is to present a combination of real and virtual content to the user,

though different types of AR use different methods to combine the physical world and the

digital world. The main conceptual differences between the three types of AR are summarised

in Table 2.2.

Table 2.2: Comparison of different types of AR.

Optical

see-through

Video

see-through

Direct

augmentation

Real environment Physical Digital Physical

Virtual content Digital Digital Physical

Combination place User’s eyes Display screen Real environment

Direct augmentation allows multiple users to see the same augmentation, which is good for

collaboration. However, due to the loss of depth information, the accuracy of registration

between real and virtual content is compromised, making it unsuitable for precision tasks.

Also, direct augmentation changes the appearance of the real environment, which is sometimes

unfavourable or distracting. The application of direct augmentation is also limited by the

projection distance, lighting conditions, and shadows [88, 94].

Compared with video see-through AR, optical see-through is apparently more natural and easier

for users to adapt to since the physical reality is preserved and only additional information that

is useful to the user is added. This is preferable in critical situations like driving or surgery

because even if errors happen in the AR system, the reality is not affected and the users can

continue the activity without the virtual information or have a safe stop [79, 88]. But since

the real world and the virtual content exist in different forms and are presented to the user in

different ways, the real-virtual alignment can be more complicated. Both the real environment

and the eyes need to be tracked accurately in order to correctly add the virtual content in

between. Temporal delay and depth occlusion can also be problems that exist in optical see-

through AR applications [88, 95].
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For video see-through AR, the blending of real and virtual is more flexible because the real

environment is also digitised as video streams. This provides access to manipulating the reality

digitally, such as changing the colour or brightness of the reality to obtain better real-virtual

coexistence [17, 96]. It is also possible to make the virtual content completely opaque to block

the background to provide a better depth perception, which is difficult to achieve in the optical

way. However, the front-facing camera locations and the eye locations may not be the same, so

what the cameras capture could be different from what the eyes should see [79]. The relatively

low resolution, distortion and latency of the cameras may also lead to ergonomic issues [95].

Previously, video see-through AR was more commonly adopted as the display devices were

easier to obtain. A tablet or a customised VR headset was enough to capture the real scene and

mix it with additional virtual information. Direct augmentation is sometimes used for indoor

applications, and its utility is limited to tasks on the surface due to the 2D projection. In recent

years, the maturity of optical see-through HMDs has resulted in an increase in popularity of

optical see-through AR, which is more suitable for daily use by consumers. New optical see-

through HMDs are coming out every year, which further boosts the studies in AR technology.

Because of the ability of seamlessly combining real and virtual content, AR technology can be

adopted in a wide range of applications in different fields, such as entertainment, education, and

industry. In surgery, it is also advantageous to overlay patient information or the surgical plan

directly onto the surgical site in real time, which can contribute to higher surgical efficiency.

For example, in minimally invasive surgery (MIS) [97, 75], the surgeon and the computer share

the same view from the endoscope, which can be augmented with the target lesion or major

blood vessels to guide the surgeon’s operation. In terms of surgical specialties, AR systems are

more suitable for operations on tissues with little movement and deformation, such as the brain

and bones, because the anatomical tracking and data processing are easier [98]. Therefore, AR

is more frequently applied to areas such as brain surgery, orthopaedics, etc. Different types of

AR based surgical assistance have been developed in recent years, some of which have been

validated in clinical trials.
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2.4.3 Augmented Reality in Surgery

This section focuses on different AR based applications in surgery, including surgical education,

surgical navigation, and other surgical assistance in the operating room. By doing so, we aim to

evaluate the potential of AR in surgery, then exploit the advantages of AR that can be adopted

for orthopaedic surgical navigation.

Surgical Education and Training

Surgical education and training are of great importance for inexperienced surgeons to obtain

necessary surgical skills and become proficient, which can help prevent errors and improve sur-

gical efficiency. Therefore, simulation is one of the effective ways to prepare the surgeons for

real operations on patients. Physical simulators are commonly used in surgical training, but the

objective assessment of the surgeon’s performance is difficult to provide. VR simulators, in con-

trast, can access the performance, but lack realistic haptic feedback which contains important

perceptional information for the surgery. Therefore, as a combination of real physical settings

and additional virtual information, AR simulators are expected to provide better outcome for

surgical training.

Laparoscopic surgery is one of the popular target areas of AR training because of the limited

access to the surgical site and the non-intuitive use of the laparoscopic tools. Studies have been

conducted for laparoscopic surgical training using AR technology to provide a better view, more

immersive surgical guidance, or more convenient assessment of the training performance.

Matu et al. built an AR system to facilitate the training of novice surgeons with the da Vinci

Surgical System (Intuitive Surgical, Inc.), a robotic surgical system for laparoscopic surgery [99].

Conventionally, the communication between the trainer and the trainee is limited because the

trainee cannot see the trainer when using the surgeon console. To solve this problem, an AR

system shared by the trainer and the trainee was developed where the trainer controlled two

virtual surgical instruments that were superimposed on the video from the endoscopic cameras
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for demonstration, as shown in Figure 2.7. The training experience was enhanced by better

monitoring and communication, but the latency of the system was to be shortened in order for

deployment in practical use.

Figure 2.7: Screenshot of the AR surgical training for the da Vinci system. The virtual robotic
instruments are controlled by the trainer to guide the trainee. Figure adapted from [99].

To simplify the setup of laparoscopic surgical training, another AR simulator for was developed

by Lahanas et al. [100], which combined real laparoscopic instruments with virtual models and

tasks. The laparoscopic instruments were tracked by electro-magnetic sensors so that they

could interact with the virtual models provided by the AR simulator. Several tasks could be

performed in the simulator in order to familiarise the trainees with the laparoscopic skills,

such as the use of laparoscopic instruments and hand-eye coordination. The mixture of real

environment and virtual models provided better depth perception, and the performance could

be easily assessed during the training. Another advantage of using this AR simulator is that

disposable training materials can be replaced by virtual models, which is more cost-effective.

Apart from laparoscopic surgery, neurosurgery is also hampered by the limited access to the

surgical site, so it is another common area where AR surgical training can be applied. Hooten et

al. introduced an AR simulator for ventriculostomy training, which combined physical materials
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mimicking actual patient tissues with computational models, and provided evaluation scores for

the accuracy and efficiency of the procedure [101]. Another AR simulator for ventriculostomy

was designed by Luciano et al. [102, 103]. But, instead of using physical materials for haptic

feedback, they used a haptic device as the needle and inserted the virtual needle into a computer-

generated brain. A semi-transparent mirror was used to project the virtual brain into the real

setup, and both the head and the hands of the trainee were tracked to interact with the virtual

content. Both simulators could benefit the training process of ventriculostomy, but compared

with the former one, the latter using a haptic device was more flexible as the haptic device

can simulate different tissue properties by changing programme parameters instead of physical

materials, and the setup time was also much shorter.

Similar to ventriculostomy, percutaneous needle insertion also requires high accuracy of the

insertion. Yeo et al. reported their study on the effect of AR training on the accuracy of

percutaneous needle insertion in [104]. The AR training platform used was the Perk Sta-

tion [105, 106], which provided an overlay of the planned needle trajectory on the target area

through a semi-transparent mirror, or bi-plane laser projection to guide the needle insertion,

as shown in Figure 2.8. Experiments were performed to compare the training performance of

the AR training platform and conventional freehand training, and results showed a significant

higher success rate and less tissue damage for the group with AR training. However, ergonomic

issues prevented this training method from being applied to more complex procedures.

Haptics can be a good supplement for AR simulators as it provides useful information for the

surgeon, thus, Coles et al. integrated haptics into an AR simulator for femoral artery palpa-

tion and needle insertion [107]. Both force and tactile feedback were provided by commercial

force feedback devices and a custom-made hydraulic tactile interface. When trained with this

simulator, the trainees could see their hands, a virtual patient and a needle generated by the

computer, both tracked by the force feedback devices. The trainees could feel and interact with

the virtual patient and the needle by hand, which made the simulation more realistic. In this

way, the simulation was more flexible as it could simulate different patients by adjusting simu-
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(a) Needle trajectory overlay. (b) Bi-plane laser guidance.

Figure 2.8: AR surgical training for percutaneous needle insertion using the Perk Station. The
insertion guidance can be provided by (a) image overlay or (b) laser projection. Figures adapted
from [106].

lator parameters without changing the mannequins frequently. The complexity of designing a

hydraulic tactile interface, however, was a drawback of this simulator.

Apart from surgical technique training, the ability of using some imaging equipment is also im-

portant for clinicians. An ultrasound simulator, the CAE Vimedix (CAE Healthcare, Inc.), was

used for echocardiographic training using an ultrasound transducer on a mannequin. The trans-

ducer and the mannequin were both tracked so that the ultrasound image was reconstructed

without actually generating ultrasound. The simulator could then display the real-time ul-

trasound image and a 3D computerised AR image for the trainee. Studies were conducted

to evaluate the echocardiographic training using the AR simulator, and the majority of the

attendees found the AR simulation realistic and beneficial to cardiac image acquisition [108].

Another ultrasound simulator was proposed by Blum et al., which generated a ultrasound train-

ing simulation from a CT volume [109]. The simulated ultrasound slices were visualised in situ

through a video see-through headset instead of monitor displays, as can be seen in Figure 2.9.

Trainees can use these simulators to improve their techniques of using ultrasound without a

real patient, which expands the conditions where the training can be taken.

Like laparoscope, microscope also provides a limited view, which makes training more difficult.
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Figure 2.9: Contextual in situ visualisation of a simulated ultrasound slice. The ultrasound
and the corresponding CT slices are also shown above the phantom. Figure adapted from [109].

To address this problem, Huang et al. designed a stereoscopic augmented reality microscope

that could provide useful information in the microscopic view [110]. A specially designed stereo

microscope module was installed on a 3D printer platform so that the position of the microscope

could be controlled by an integrated foot pedal. To facilitate remote or shared observation,

video see-through technology was adopted. By adopting GPU acceleration and multi-thread

rendering, the visual latency was reduced and a high frame rate (about 30 fps) was achieved.

By adding virtual instructions to the visual field, users could follow complex operations without

moving their heads away from the microscope.

In order to provide the surgeons with a natural and intuitive 3D perception of the anatomy for

medical training, an AR system was developed using a video see-through stereoscopic HMD in

combination with pre-operative CT scanning [111]. Colour cameras on the HMD were used to

record video images, of which the transparency was modified so that virtual anatomy recon-

structed from CT scan could be seen through the skin to allow in situ augmented visualisation.

Two optical tracking systems with markers were used for accurate 3D rendering and virtual
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shadow mapping was adopted to improve depth perception. Experiments on a cadaver, a thorax

phantom, and an in vivo study showed effective in situ visualisation of the anatomy and surgi-

cal tools, as shown in Figure 2.10, which could benefit surgical training or even intra-operative

surgical navigation in the future. However, the markers attached to the skin were not fixed to

the anatomy, thus, it might not be suitable for tasks requiring high accuracy.

(a) In vivo study (b) Phantom study (c) Cadaver study.

Figure 2.10: AR visualisation of the anatomy and surgical tools. Figures adapted from [111].

Another AR based anatomy education system was developed by Blum et al. called ‘mirra-

cle’ [112]. When the user stood in front of the display, the user’s image would be captured by a

camera and visualised with a CT slice overlaid, which made the display a mirror through which

the user could look into the body, as can be seen in Figure 2.11. Instead of optical tracking

systems, a depth camera was used to track the body of the user so that the virtual CT image

could be aligned with the user correctly, which made this system more flexible and easier to

use. However, accuracy cannot be guaranteed with the depth camera, and the monitor display

also lacked depth perception. A very similar concept was also presented in [113] for teaching

medical students anatomy.

Surgical Navigation

AR technology can also be of great help for surgical navigation, which overlays useful instruc-

tions onto the anatomy directly. Laparoscopic surgery is one of the common target areas for

AR-based navigation because the lack of tactile feedback and the limited access to the surgical

site can be partially compensated by presenting in situ visual guidance for the surgeon in order
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Figure 2.11: The AR system that displays the image of the user augmented with the CT slice
for anatomy education. Figure adapted from [112].

to improve surgical accuracy and efficiency.

To assist the surgeon with surgical instrument insertion into the abdomen during laparoscopic

surgery, Volonté et al. presented an AR visualisation that showed the patient’s anatomy under

the skin to the surgeon [114]. The anatomy was reconstructed from CT scanning, then after

registration with the patient by palpation, the images of the anatomy were projected onto

the patient directly using a projector fixed to the operating table. From the projection, the

surgeon could locate the target area of the operation and its surrounding anatomical structures

conveniently, which could guide the surgeon to insert the laparoscopic surgical instruments.

However, only a 2D anatomy can be projected on the patient, and the anatomy deformation

in laparoscopic surgery further degraded the projection accuracy.

Aiming at the problem identified above, i.e. large anatomy deformations from the pre-operative

CT scan caused by CO2 pneumoperitoneum in laparoscopic surgery, Feuerstein et al. proposed

a registration-free intra-operative laparoscope augmentation system [115]. Optimal trocar inci-

sion sites were identified by providing a simulated interior of the patient from the pre-operative

CT scan. After CO2 insufflation, a mobile C-arm was used to provide intra-operative visualisa-
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tion of the contrasted organ vessels, and the C-arm, together with the laparoscope, was tracked

by an optical tracking system so that the intra-operative scanning could be superimposed on

the original scene, as shown in Figure 2.12. Two animal in vivo experiments showed that the

current system was satisfactory to help the surgeon perform appropriately under visual guid-

ance. However, as the C-arm was used once, and organ deformation was not tracked during

surgery, the augmentation was correct only at expiration. Intra-operative vessel segmentation

was also necessary so that exact tool positioning could be provided.

(a) Augmented porcine liver. (b) Augmented ovine kidney.

Figure 2.12: Ex vivo vessel augmentation. Green lines show the contrasted organ vessels.
Figures adapted from [115].

To address the registration accuracy problem caused by organ deformation during laparoscopic

surgery without intra-operative imaging, Haouchine et al. proposed an AR navigation method

for hepatic surgery with a physics-based non-rigid registration [116]. A deformable biomechani-

cal finite element model of the liver was created from pre-operative images, and its deformation

was estimated by tracking surface deformation of the liver for non-rigid registration. The pre-

operative data, such as blood vessels and cutting planes, were superimposed on the laparoscopic

view and updated by the model deformation, which provided the surgeon with a correct aug-

mented view of the anatomy in real time despite organ deformation, as shown in Figure 2.13.

One disadvantage of this study was the 2D monitor display that reduced depth perception.

Another way to track organ deformation is to use intra-operative imaging, such as ultrasound.
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Figure 2.13: Deformable AR overlay for laparoscopic hepatic surgery. Left: Tracking features on
the surface of the liver. Middle: Deformation of the finite element model of the liver computed
from the tracking features. Right: Overlaid blood vessels on the deformed liver. Figure adapted
from [116].

To integrate intra-operative imaging seamlessly into the procedure for real-time guidance, Kang

et al. developed an AR system for laparoscopic surgery based on stereoscopic laparoscope and

laparoscopic ultrasound (LUS) device [117]. The stereoscopic laparoscope provided a depth

perception of the anatomy, and the ultrasound system enabled the surgeon to intra-operatively

visualise internal structures of the organs, such as critical blood vessels and tumours. Both

devices were tracked by an optical tracking system to register the laparoscopic view and the

ultrasound scan in the same coordinates, and the augmented video was displayed on a 3D

monitor, as seen in Figure 2.14. This work enabled 3D augmented intra-operative guidance

for the surgeon, but the system latency and visualisation accuracy were not satisfactory, which

needed to be improved by more computing power and better calibration.

Apart from using 3D display, auditory feedback can also be used in AR surgical navigation

to improve depth perception. An auditory integrated AR navigation for needle biopsy was

proposed in [118]. A propagating virtual shape was rendered at the tip of the biopsy needle
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Figure 2.14: Two AR video screenshots recorded during an animal study. Each row has the
original laparoscopic camera image, the original LUS image, and the integrated stereoscopic
AR image. Figure adapted from [117].

to detect the object of interest and trigger its rendering (with irregular acoustic signals when

triggered), as shown in Figure 2.15. To address the difficulty of perceiving depth information

on 2D monitors, an additional regular auditory feedback was given to the user according to

the distance between the needle tip and the object of interest. Experiment results showed

that the combination of AR visualisation and auditory feedback provided a more intuitive way

for surgical navigation than visualisation alone, resulting in higher localisation accuracy and

shorter procedural time.

Transcatheter aortic valve implantation (TAVI) is another type of minimally invasive surgery

where the surgical site cannot be seen directly. To assist with valve deployment, Currie et al.

proposed an AR guidance system for TAVI [119]. Transesophageal echocardiography (TEE)

was used to obtain images of the heart structures, and both the TEE probe and the catheter

were tracked using magnetic tracking sensors so that virtual guidance could be overlaid onto

the heart images correctly. Experiments on a static cardiac model showed that, compared with

conventional fluoroscopic guidance, AR guidance achieved similar accuracy for valve deployment

(7.0± 2.9 mm vs. 6.3± 3.4 mm), but with the advantages of no nephrotoxic contrast medium
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Figure 2.15: Needle biopsy with auditory and visual feedback: regular auditory feedback for
the propagating sphere (a, c, e, g, h), and irregular acoustic signals to indicate a new object
of interest is triggered (b, d, f). A virtual biopsy needle (gray) is overlaid on top of the video
stream. Figure adapted from [118].

or ionising radiation, which can benefit both the patient and the surgeon.

AR Assistance in the Operating Room

Apart from assisting in the surgical operation, AR can also be useful in the operating room by

providing more informative and immersive visualisation, thus facilitating remote cooperation

or improving procedural efficiency.

Aiming at the interaction difficulty between the surgeon and the 3D virtual content in an AR

application, Bichlmeier et al. proposed a concept of virtual mirror [120]. The virtual mirror

was attached to an optically tracked tool so that the surgeon could move the virtual mirror

to the desired position. A reflective view of the virtual content was computed and shown on

the virtual mirror without the surgeon moving around the surgical site or moving the patient.
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In addition, the virtual mirror could also improve depth perception of the virtual content by

casting shadow, as can be seen in Figure 2.16. Therefore, it could be a useful tool to provide

intuitive and convenient visualisation in different medical AR applications.

Figure 2.16: The use of virtual mirror. The virtual mirror casts virtual shadow on the scene to
improve depth perception. It can also reflect the virtual content to provide an enhanced view.
Figures adapted from [120].

Remote assistance is another field where AR can be applied as it brings different users into the

same coordinates. Chang et al. proposed an interactive AR system that could provide remote

surgical assistance for the local surgeon [121]. The AR system included local-site and remote-

site sub-systems. The local-site system had an optically tracked video see-through HMD that

could send live video to the remote site. The remote-site system received the live video, then

guidance could be added to the video by an experienced surgeon, which was sent back to the

local site and transformed into 3D to show in the HMD. Experimental results showed that the

remote guidance could be projected to the right position with an error of 3–5 mm. However,

the guidance was static and limited to the surface of the surgical site, and the error was too

large to guide delicate operations.

A similar remote surgical guidance system was proposed in [122], which also consisted of a local

station and a remote station. The difference is that, instead of sending a static guidance (e.g.

region of interest) to the local station as in [121], the remote station also had two cameras for

stereoscopic video streaming so that the guidance of the remote surgeon could be overlaid on the
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local site in real time. Digital renderings of the MRI were registered with the patient and added

to the common virtual field for both surgeons. This system allowed real-time, virtual interaction

between local and remote surgeons with a very slight latency, as shown in Figure 2.17. This

system was further developed and used for intra-operative surgical tele-collaboration between

Vietnam and the United States, and the results were promising [123].

Figure 2.17: Virtual presence for remote surgical assistance in pterional craniotomy. The
ungloved hand with a red pointer is the remote surgeon’s hand presented to the local operator
during guidance. C and F show the augmented surgical site for both surgeons. Figures adapted
from [122].

Freehand SPECT (single-photon emission computed tomography) is a flexible way for 3D tis-

sue reconstruction. AR/VR visualisation was adopted to assist the surgeon with freehand

SPECT [124]. With an optical tracking system added to the operation, freehand SPECT could
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reconstruct 3D tomographic images by scanning the desired region from two or more directions.

The scan coverage was overlaid on the patient to provide an AR visualisation for the surgeon

and guide the scanning. A 3D VR visualisation of the reconstructed radiation distribution from

the freehand SPECT without reference to the anatomy was also provided for accurate mea-

surement and localisation. With the AR/VR visualisation, the surgeon could perform freehand

SPECT more efficiently. However, visualisation on 2D monitors made it difficult to obtain good

depth perception.

The mobile C-arm is also commonly used in the operating room to provide intra-operative

X-ray images, but radiation is a problem concerning both the patient and the surgeon. Thus,

a real-time radiation awareness application was proposed based on AR technology [125]. Two

depth cameras were mounted on and calibrated to the C-arm to reconstruct the scene and

measure the position of the surgeon, according to which the radiation dose on the surgeon due

to X-ray emission and scattering could be computed. The radiation dose was superimposed on

the scene as a colour-coded map, as shown in Figure 2.18, such that the surgeon was aware of

the radiation exposure in real time and could choose the best position related to the C-arm.

Figure 2.18: Colour-coded augmented view of radiation exposure for single shot mode (left)
and fluoroscopy mode (right). Figures adapted from [125].
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2.4.4 AR Navigation in Orthopaedic Surgery

Many early AR applications in orthopaedic surgery used half-silvered mirrors (e.g. in Figure 2.8)

to display the navigation overlaid on the patient [86, 126]. This is because in the early days

of AR, head-mounted displays were still underdeveloped, and using monitors lacked flexibility

and intuitiveness. The surgeon looked through the half-silvered mirror to see the surgical site

with virtual images superimposed for guidance, but using half-silvered mirrors can also be

troublesome because it is always between the surgeon and the patient, which may hamper the

operation. Today, as different AR display technologies mature, various AR applications are

gaining popularity in the field of orthopaedic surgery.

Van Duren et al. proposed an AR simulator for guide-wire insertion in dynamic hip screw

surgery to improve insertion accuracy [127]. Two coloured markers were attached to the guide

wire so that its position could be tracked by two orthogonal cameras. Corresponding points

on the femur phantom and the fluoroscopic images were used for the calibration between the

cameras and the fluoroscopic images. Then the tracked guide wire could be overlaid on the

fluoroscopic images to guide the insertion, as shown in Figure 2.19. Although experiments on fe-

mur phantoms showed satisfactory insertion accuracy, the navigation on 2D fluoroscopic images

was not intuitive, and the hand-eye coordination problem still existed. Finding corresponding

points for calibration is also difficult in practical use.

To improve depth perception, an optical see-through HMD was used in navigation for per-

cutaneous sacroiliac screw insertion [128]. Trajectories of the sacroiliac screws were planned

according to the CT scans of the pelvises. Optical markers were attached to the HMD, the

surgical drill, and the pelvis so that the AR navigation could be updated in real time. Reg-

istration was done by collecting landmark positions using a positioning probe, and then the

planned screw trajectories were superimposed onto the surgical site through the HMD to guide

the screw insertion. A cadaveric study showed accuracy similar to that of the study above, but

the 3D rendering enabled by the optical see-through HMD made the navigation more efficient.
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Figure 2.19: AR navigation for guide wire insertion into the femur. Up: the user is inserting
the guide wire with two coloured markers. Down: guide wire overlaid on on the fluoroscopic
images. Figures adapted from [127].

Intramedullary nailing is an effective procedure for bone shaft fracture, but the interlocking

of the nail in the medullary canal using screws is technically demanding and may require a

large number of X-ray images taken during the procedure. To assist the surgeon with screw

insertion into the holes in the nail, Diotte et al. proposed an intra-operative drilling navigation

method [129]. A video camera is attached and calibrated to the C-arm to capture the real

scene. The tip and axis of the drill, which was tracked by the camera, were displayed to the

surgeon so that the surgeon could perform drill-hole alignment on the X-ray image or with an

augmented overlay in real time, as shown in Figure 2.20. In this way, the number of X-ray

images was considerably reduced, and pre-clinical studies showed that the navigation could

potentially help improve the success rate and efficiency of interlocking procedures [129, 130].

However, after the X-ray image is taken, the patient cannot be moved, otherwise a new X-ray

image will be taken, which is inconvenient.

To achieve the same goal, Ma et al. proposed 3D drilling navigation using optical see-through

AR technology instead of video overlay [131]. Optical and electromagnetic tracking systems
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(a) X-ray navigation. (b) Overlaid navigation.

Figure 2.20: Visualisation of the real-time drilling navigation. (a) Navigation on the X-ray
image. (b) AR navigation with the X-ray image overlaid on the real patient. The white circle
with an ‘x’ indicates the target hole position. The tip of the drill is marked with a green ‘+’
and the blue circle indicates the back end of the drill. Figures adapted from [129].

were used to track the drill and the intramedullary nail, respectively, so no intra-operative X-ray

images were required. Then the navigation could be displayed on the patient directly through

a half-silvered mirror, which provided the hole positions in the nail and the 3D drilling paths

in situ. The intra-operative radiation dose on the patient and the surgeon could be further

reduced, and patient movement can also be compensated by real-time nail tracking, making

the operation more flexible.

To provide an intuitive guidance from intra-operative imaging for the surgeon, Navab et al.

proposed a way to augment the surgical site with the X-ray image from a C-arm [132]. A

video camera and a double mirror system were installed on the mobile C-arm so that the

camera had the same view as the X-ray imaging system, and the surgeon could have a real-

time, intra-operative live video augmented by the X-ray image. However, the combination of

the static X-ray image and the live video stream could be misleading if the anatomical part

moved after the X-ray image was acquired, resulting in misinterpretation of the augmented

image. To improve this, a depth camera, instead of the video camera, was used with the mobile

C-arm, which could achieve markerless registration so that the movement can be compensated

automatically [133]. A similar application was developed by Fischer et al. using a depth camera
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with the C-arm to provide an intuitive CT-augmented live 3D view for K-wire placement [134].

The combination of a C-arm and video cameras was also used for navigation of thoracic pedicle

screw placement [135]. Adhesive circular markers that could be tracked by the system were

attached to the skin around the surgical site so that the video stream and the X-ray image

could be registered automatically. Then, the screw path was overlaid on the video to guide the

alignment of the surgical tool, as shown in Figure 2.21. The C-arm was used only once to acquire

the intra-operative image, then the navigation could be applied in real time. A cadaveric study

showed that the AR surgical navigation could significantly increase the number of perfect screw

placement and reduce severe breaches. However, the tool alignment is performed according to

visual cues without precise measurement, which could be unreliable sometimes.

(a) Marker based registration. (b) Screw placement under AR navigation.

Figure 2.21: AR navigation for thoracic pedicle screw placement. Figures adapted from [135].

A similar setup was adopted by Lee et al. for orthopaedic navigation, but tool tracking was

enabled using a depth camera [136]. The C-arm was used to register the bone by measuring

radiopaque markers, and based on the calibration between the depth camera and the C-arm,

the surgical plan could be transformed into the depth camera. An automatic tool segmentation

method was developed to extract the tool points from the depth images, which were used to

track the surgical tool in the depth camera using a model-based registration algorithm. Then

in this augmented reality environment, the surgeon could align the tool with the surgical plan

to perform the operation accurately with navigation. The combination of depth camera and
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C-arm was also used by Fotouhi et al. for acetabular cup placement in hip replacement [137].

The cup placement was planned based on two X-ray images from the C-arm, then the plan was

overlaid on the view of the depth camera which was calibrated to the C-arm. The impactor, to

which the cup was fixed, was tracked in the depth camera so that the cup could be accurately

aligned with the plan, as shown in Figure 2.22. Radiation exposure could be reduced for both

the patient and the surgeon, and no external trackers were needed. However, since the anatomy

was not tracked in real time, patient fixation was required in both studies.

a) b) c)

d) e) f)

3D representation of the cup and 

impactor estimated from planning

Cloud of points from the impactor 

and cup held by the surgeon Impactor Cup

Figure 2.22: Cup placement with AR navigation. The impactor is moved by the user until it
completely overlaps with the virtual planned impactor. Figures adapted from [137].

Finally, the C-arm was used to provide an AR visualisation for computer assisted osteosynthesis

of long bone fractures [138]. Markers were inserted into the bones beforehand, then the C-

arm was used to take a few X-ray images, from which the bone fragments were identified

automatically. Positions of the bone fragments were updated on the virtual imaging planes by

tracking the markers so that the fragments could be rejoined accurately. The osteosynthesis

plate was also tracked with a marker in order to attach to the bone fragments properly, then

guide the screw insertion even without direct view under the skin. In this way, the radiation

doses on the surgeons and the patient were considerably reduced, and the operative accuracy

and efficiency could be improved. One possible drawback of this study was the use of invasive
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markers, which increased the procedural time, thus undesirable in practical osteosynthesis.

The review of studies on AR navigation in orthopaedic surgery shows a clear preference of using

the C-arm to augment the real scene. This may be because the C-arm is the most common

imaging equipment available in the operating room, especially for orthopaedic surgery. The

development of new imaging modalities suitable for orthopaedic surgery can be expected to

facilitate the adoption of AR surgical navigation considerably.

2.5 Summary

In this chapter, a comprehensive review of key technologies in computer assisted orthopaedic

surgery has been provided. Commonly used medical imaging modalities have been introduced,

and depth imaging, which has the advantage of fast surface scanning, has been analysed for

use in orthopaedic surgery. Image segmentation methods, both conventional and deep learning

based, have been discussed. And finally, AR applications in surgical procedures have been

surveyed, which provide good insight into the development of an AR navigation system for

orthopaedic surgery.

In the subsequent chapters of this thesis, a better integration of these novel technologies into

orthopaedic surgery will be explored to establish a more efficient navigation system, targeting

the limitations identified in this chapter. Depth imaging will be considered for intra-operative

orthopaedic registration in Chapter 3, with deep learning technology adopted for online image

segmentation in Chapter 5. And based on the use of depth imaging, an optimised registration

process will be achieved in order to simplify the setup and improve the procedural efficiency.

A more intuitive AR navigation method is proposed in Chapter 4 based on optical see-through

technology to provide a 3D in situ navigation rendering so that the surgeons do not need to

shift their attention away from the surgical site. All these works will eventually help fulfil

the potential of 3D imaging and AR in orthopaedic surgery, thus contributing to an optimised

computer assisted surgical workflow where surgeons can work more comfortably and efficiently.



Chapter 3

Robotic Registration Assistant for

Orthopaedic Surgery

This chapter presents an intra-operative registration method based on depth imaging technology

for navigated orthopaedic surgery. Automatic and online registration is achieved which does not

require surgeon’s participation or the use of invasive markers. In order to maintain an efficient

workflow in the operating room, robotics is adopted to facilitate the process of registration,

with efficient human-robot interaction taken into consideration. The research presented in this

chapter is an edited version of the work published in:

H. Liu, S. Bowyer, E. Auvinet, and F. Rodriguez y Baena, “A Smart Registration Assis-

tant for Joint Replacement: Concept Demonstration”, EPiC Series in Health Sciences,

vol. 1, pp. 189-196, June 2017.

3.1 Introduction

Registration is the process that computes the correct mapping between coordinates of different

spaces so that points in different spaces that correspond to the same point are mapped to

68
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each other [139]. In medical image computing, registration aligns two or more medical images

obtained at different times or by different modalities to detect changes or combine different

types of information, or aligns an image with the actual anatomy to apply digital guidance

to practical operations. The latter makes intra-operative registration a key step in computer

assisted orthopaedic surgery as it provides the correctly aligned surgical plan to the surgeons.

The accuracy of registration has a direct impact on the surgical outcome, and its failure is also

a main cause of procedure abortion [140, 141].

Orthopaedic registration mainly deals with solid structures, i.e. bones, so it can be done

well with rigid registration algorithms, and the parameters to be determined are fewer [142].

Therefore, compared with registration algorithm complexity, accuracy and speed of orthopaedic

registration are bigger issues. Current intra-operative orthopaedic registration methods can be

classified into two categories: image-based registration and image-free registration [143, 144].

Image-based registration requires images (e.g. CT scans) of the target structure to be taken

before the surgery and the registration is done by aligning the pre-operative image with the

actual structure. In contrast, image-free registration does not require pre-operative images,

and the registration is done by identifying geometry landmarks or morphing from a generic

statistical deformable model of the bone.

The first step of intra-operative registration is to digitise the geometry of the target bone. How-

ever, current methods for geometry digitisation cannot be done without surgeons’ participation,

which prevents registration from being integrated into a fluent and natural workflow. The use

of intra-operative imaging modalities for orthopaedic surgery is still limited. For example, the

C-arm can provide clear bone geometry during the surgery, but the bulky size and long usage

time make it very inconvenient to use in the operating room, and the radiation issue is also

concerning for both patients and surgeons. Currently, the most commonly used method for

bone geometry digitisation requires the surgeons to collect surface points or landmarks using a

digitising probe for the registration algorithms. This manual collection not only increases the

time of intra-operative registration [145], but may also introduce additional errors to the reg-
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istration result due to the variability of manual landmark selections [146, 147, 148]. Generally

speaking, surface based registration algorithms are more reliable as they avoid the error-prone

identification of anatomical landmarks [143]. However, this also means more points collected,

thus more time spent on registration.

Another issue about conventional registration methods is the use of optical markers. Manual

collection of surface points or landmarks on the bone makes it impossible to perform registration

in real time, so the registration is done only once. In order to update the registration result

during the surgery, a dynamic reference frame, normally an optically trackable marker, is fixed

on the bone, and the registration can be updated by tracking this marker. However, marker

fixation on the bone requires invasive pins or bone screws, which may cause complications such

as infection, vascular and nerve injury, and fracture [15, 16, 149, 150]. If the marker inserted in

the bone is moved accidentally, all further measurement will be inaccurate, which may result

in poor implantation accuracy or even procedure abortion [148].

The use of markers also introduces the line of sight (LOS) problem, which exists in marker based

orthopaedic navigation as it exists in all kinds of optical tracking systems. If the tracking camera

is occluded by obstacles so that the markers cannot be tracked, the procedure will have to stop

because the registration update fails. This can be a common issue in the operating room due to

the limited space and surgeons working around the surgical site. Frequent LOS interruption can

obviously decrease the surgical efficiency, and the mental burden on the surgeons may increase

in order to maintain the LOS all the time. Although the LOS problem caused by the usage of

optical markers can be avoided by using electromagnetic sensors or accelerometers, problems

such as low accuracy will arise [151, 152].

The main cause of the problems above is that current medical imaging modalities cannot meet

the need of intra-operative orthopaedic image acquisition. The first priority of this research,

therefore, is to find a suitable imaging modality for use in the operating room. This imaging

modality should be compact in size and convenient to use, and more importantly, it should be

able to obtain the target geometry automatically in real time.
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The development of 3D optical measurement technologies provides a useful alternative for the

bone geometry measurement process, with the advantage of a much faster measurement rate,

as introduced in Chapter 2. Instead of using a digitising probe to measure surface points in

series, depth cameras can automatically map out the surface geometry in the form of a point

cloud in tens of milliseconds. The measurement range and resolution of the depth cameras are

also suitable for use in indoor tasks such as surgery. Other advantages include affordable price,

non-contact measurement, satisfactory accuracy, etc.

Given the point cloud of the bone surface measured by the depth camera, registration can be

done using the surface matching algorithms. If the registration process can be completed fast

enough, the use of markers can be avoided because the target bone is dynamically registered

to update the alignment of the surgical plan and the target bone. This not only minimises the

time required by registration, but also lowers the risks of complications caused by the use of

invasive markers. LOS interruption can still be a problem for the application of depth cameras,

so robotic technology is integrated with depth imaging to automatically maintain the LOS

during the operation.

In this chapter, a robotic registration system based on depth imaging is described in detail.

The overall aim is to optimise the registration process so that a more natural and efficient

workflow can be achieved during surgery. The registration algorithm is realised by depth

image processing and provides the real-time pose of the target bone. Robotics is adopted to

keep the target always at the centre of the view of the depth camera for better measurement,

and an obstacle avoidance algorithm is designed for the robot to minimise the chance of LOS

interruption. For better integration of the robotic registration system into the operating room,

several safety issues are considered and human-robot interaction control is developed.

The major contribution of this chapter is threefold. First, a new imaging modality, i.e. depth

imaging, is adopted for orthopaedic registration, which can simplify the registration procedure

and improve the time efficiency. Second, an effective obstacle avoidance algorithm is proposed to

optimise the camera position for better target tracking. Third, a novel combination of imaging
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system and robotics is developed to address the LOS problem. Currently, the registration

algorithm only works correctly under the assumption that the bone surface can be extracted

form the depth image automatically. The possible solution to deal with the surrounding tissues

in real surgical scenarios will be discussed in Chapter 5.

3.2 Depth Image Processing for Bone Registration

3.2.1 Automatic Bone Registration

The comparison of the properties of different depth imaging technologies has been discussed

and summarised in Table 2.1. According to our application scenario, i.e. the operating room,

depth accuracy, range, and compactness are the first considerations. Therefore, the structured

light technology is more suitable for the study in this chapter. The ASUS Xtion Pro Live is one

of the depth cameras adopting structured light technology with suitable range, affordable price,

and invisible projected patterns, and compared with the Microsoft Kinect, it has a smaller size

and better depth measurement [34], so it is used here for bone registration. The ASUS Xtion

Pro Live can provide 640× 480 depth images at 30 fps, or 320× 240 at 60 fps, with a field of

view of 58◦ (horizontal) and 45◦ (vertical), and its effective detection range is between 0.5 m

and 3.5 m.

The depth camera scans the environment and stores the measured geometry in the form of a

depth image, or a point cloud, which contains a group of spatial points with three coordinates

(x, y, z ) for each. These points are then used as basic units for more complex algorithms. The

registration method used in this study is model-based, which requires a 3D model that contains

the surface geometry of the target bone. The model is also a point cloud that can be converted

from a common pre-operative image, such as a CT scan. Then this surface model is used as

a reference, and the depth images captured by the depth camera will be compared with the

reference to calculate the transformation that aligns them properly.
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The iterative closest point (ICP) algorithm [153] and its variations are the most common surface

based registration methods for orthopaedic registration [143, 154]. The ICP algorithm searches

for the point in the reference that is closest to each point in the captured point cloud, computes

the transformation that minimises the disparity between the two point clouds, then applies the

transformation to the captured point cloud and iterates the whole procedure. Although the

exposed bone surface that can be captured by the depth camera in surgery is only a small

part of the target bone, it captures the geometry of that part, which is also contained in the

3D model. Therefore, the ICP algorithm not only computes the transformation between two

corresponding point clouds, but also identifies which part of the 3D model corresponds to the

captured bone surface. Exclusion of false corresponding points will occur naturally as ICP

iterates, as better paired-point correspondences will be found during convergence. That is,

after all current pairs have been found for all the points of the depth image, ICP will iterate

using the pairs to initialise the pose with a better estimate and the process repeats. New point

correspondences are identified and aligned, until the convergence criteria are satisfied, such that

the captured bone surface is aligned to the correct part of the 3D model.

Although the ICP algorithm is versatile, fast in computation and easy to implement, the biggest

limitation is that ICP converges to a local minimum, so a good initial estimate of the transfor-

mation is necessary for the global convergence of the algorithm [154, 155]. To obtain accurate

registration results, the registration is done in two steps: coarse registration and fine regis-

tration. The coarse registration is feature-based and requires point coordinates, as well as

surface normals. A feature descriptor is calculated for each point in the point cloud based on

the relationship between the normals of the point and its neighbour points, which represents

the geometrical properties at that point and is invariant to the pose of the point cloud [156].

According to the feature descriptors of the two point clouds, a rough but robust alignment

can be performed. Although this alignment is not accurate, it is normally good enough as an

initial transformation estimate for the ICP algorithm (the fine registration). ICP will refine

the estimated transformation so that the captured point cloud and the reference are perfectly

aligned.
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A more efficient variant ICP, i.e. point-to-plane ICP [157], is adopted in this research for

fine registration in order to improve the accuracy and convergence speed. Point-to-plane ICP

tries to minimise the sum of distance from each point in the captured point cloud to the

tangent plane at its correspondence point in the reference, as opposed to point-to-point ICP

that minimises the sum of distances between correspondence point pairs. According to studies

on ICP algorithms [158, 159], point-to-plane ICP converges faster and more accurately than

the standard point-to-point ICP. Especially when the transformation between the target point

cloud and the reference is large, point-to-plane ICP requires fewer iterations, which leads to

shorter processing time and smaller accumulated error.

Measurement error is another issue with the depth imaging, and the error is mainly associated

with distance and angle [35, 160, 161]. Besides, the error is also affected by other conditions,

such as illumination, surface properties, and camera calibration. To minimise the effect of

inaccurate measurements on the registration result, a weight is added to each point for the ICP

algorithm, i.e.:

Mopt = arg min
M

∑

i

wi ((M · si − ti) · ni)
2 (3.1)

where Mopt and M are transformation matrices, si and ti are a source point and its corre-

sponding target point, ni is the unit normal vector at ti, and wi is the weight given to si. The

weight can be generated based on the confidence in the position measurement accuracy, or the

confidence in the point belonging to the target bone, which will be described later. Then, when

ICP computes the disparity, the contribution of each point will be multiplied by its weight, so

that the registration error introduced by points with lower weights can be reduced.

The raw depth images are filtered by the spatial position to remove the background before

being fed to the registration algorithm. Due to the heavy computation of feature descriptor

computation and alignment, the coarse registration takes much longer time than ICP, which

cannot meet the need of real-time registration. Therefore, after the target bone is registered

for the first time, the registration result can be used as the initial estimate for the next ICP

registration, with the assumption that the target moves only slightly between two registration
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processes since the registration can be performed in a short time. In this way, the coarse

registration can be skipped and the computation time is greatly reduced to below 100 ms. The

registration process based on depth imaging is shown in Figure 3.1.

Figure 3.1: Illustration of the model based registration process based on depth imaging. After
the registration succeeds once, the coarse registration can be skipped.

3.3 Robotic Platform for Optimal View of the Depth

Camera

As an optical measurement technology, depth imaging is affected by the LOS problem inevitably.

Image distortion also exists in depth imaging, and the central part of the depth image normally

has the best image quality. In order to avoid LOS interruption during the operation, while

keeping the target bone always at the centre of the view, robotics is adopted to move depth

camera to the optimal position automatically. This section will present the integration of
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robotics into the registration system to facilitate target registration and avoid LOS interruption.

3.3.1 Camera-robot Calibration

The first step to combine the depth camera with the robot harmoniously is to calibrate their

coordinates so that they share the same spatial information. The robot used in this study is a

7-joint serial manipulator from KUKA (LBR iiwa, KUKA Aktiengesellschaft), and the depth

camera is mounted on the end-effector of the robot. After calibration, the transformation

between the depth camera frame and the end-effector frame can be obtained, which is a 4× 4

constant homogeneous matrix. Six unknown independent parameters (three for translation and

three for orientation) needed to be determined for the transformation, and to obtain accurate

and robust results, the calibration method in [162] was adopted. The diagram of the calibration

method is shown in Figure 3.2.

Figure 3.2: Illustration of the camera-robot calibration method.

A spherical object was fixed to the base of the robot and the depth camera measured the

position of the sphere centre in the camera frame using a sphere fitting algorithm. The depth

camera was moved around the sphere to measure its position from different places, and the

joint positions of the robot were recorded simultaneously. P1 is the position of the object in
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the camera, which is measured by sphere fitting. P2 is the position of the object in the base

frame of the robot, which is a constant vector. T3 is the inverse transformation of the forward

kinematics of the robot, which is computed from the joint positions of the robot. T4 is the

transformation matrix from the end-effector to the depth camera, which is the target matrix

to calibrate. The position of the sphere in the depth camera can be obtained in two ways:

one is by calculating P1, i.e. result of sphere fitting using the depth camera directly, and the

other is to transform P2 from the base frame of the robot to the depth camera. If the system

is calibrated, we will have:

P1 = T4 × T3 × P2 = k(P2, T4) (3.2)

However, since the system needs calibration, the sphere positions calculated in the two ways

are different, which results in a deviation:

∆P = P1 − k(P2, T4) (3.3)

Two constant but unknown items, P2 and T4, which contain 9 unknown independent param-

eters, need to be determined through the experiment. First, proper initial estimates were set

for both P2 and T4, which would be refined iteratively by the calibration algorithm. Then,

during the calibration experiment, we measured the sphere centre and the joint positions for

over 7000 times with different robot configurations. For each group of measurements, the devi-

ation between the measured position from the camera frame and the calculated position from

transformation was computed using equation (3.3), and the derivative of the deviation with

respect to each unknown parameter can be derived. On the assumption of small deviations,

the deviation can be calculated using all the derivatives:

∆P =
9

∑

i=1

∂k

∂xi

∆xi (3.4)

where xi (i = 1 . . . 9) are the 9 unknown parameters to be determined. Updates for the values

of the unknown parameters (∆x1 . . .∆x9) was computed with the least-square technique using
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all the groups of deviations and their derivatives, then the updated P2 and T4 were used to

compute the deviations again until the deviations converged to within a given threshold.

After 30 iterations, the deviations were small enough, and the calibration results were analysed

to verify their accuracy. First, the calibrated T4 was used to project the measured sphere

positions from the camera frame to the world (base) frame. As the sphere is fixed to the base of

the robot, all the projections should converge to a single point P2, if the calibration is accurate.

The projections of the sphere centre in the world coordinates are shown in Figure 3.3(a). More

than 87% of all the projections fitted inside a sphere with a radius of 10 mm (the yellow

sphere). Considering that the accuracy of the camera is not very good and that the radius of

the spherical object is about 115 mm, the calibration results were deemed acceptable. Then the

distances between the calibrated object position P2 and the projected positions were plotted

in Figure 3.3(b). As can be seen from the box plot, the median of residuals is smaller than

5 mm, and the outliers account for about 7% of all measurements. The errors are mainly due

to the fact that the captured depth images of the sphere were slighted distorted, which added

errors to the sphere fitting results. With better depth cameras, the calibration results can be

improved, but for now the calibrated T4 is used for the following study.

3.3.2 Obstacle Avoidance in Cartesian Space

As the ICP based registration algorithm is iterative and only locally optimum, smaller changes

between two sampled point clouds from subsequent frames will facilitate convergence of the

algorithm to the same global minimum. Therefore, after the target is registered, the precon-

dition of the motion control strategy is to move the camera around the target while keeping

the target always at the centre of the camera’s view so that the pose difference between two

registration results is mainly rotational.

LOS interruption is a main problem for optical measurement methods, especially in the oper-

ating room, it will not only interrupt the surgical workflow, but may also cause safety issues to
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(a) Projections of measured object centres in the
world coordinates. The yellow sphere has a cen-
tre at the calibrated position P2 and a radius of
10 mm. The red points are the projected object
positions using T3 and the calibrated T4.

(b) Box plot of the distances between the cali-
brated position and the projected positions. The
bottom and top edges of the box indicate the 25th
and 75th percentiles, respectively. The whiskers
extend to the most extreme data points not con-
sidered as outliers (approximately ± 2.7 σ). Out-
liers are plotted individually using the ‘+’ sym-
bol.

Figure 3.3: Calibration result verification.

the patient or harm the surgical outcome. Thus, an obstacle avoidance algorithm is designed

for the robot so that it can automatically move the LOS away from obstacles to keep the target

always visible in the depth camera. Based on the position of the target bone, an obstacle-free

conical space is defined, with the cones apex being the centre of the target, and its axis defined

by the straight line between the target and the camera, as shown in Figure 3.4. This space

should contain no obstacles, and so the camera will move away from one, if it is identified within

this volume. For a static or slow obstacle, the camera simply moves in the opposite direction

to the obstacle’s incoming vector. However, for safety’s sake in the operating room, the camera

cannot move very fast, and actually, slower velocity of the camera is also preferred to facilitate

the convergence of the registration algorithm. Thus, a different motion plan that makes use

of the spatial dimensions rather than faster speed is designed for fast moving obstacles and

described as follows.
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Figure 3.4: Illustration of the spatial relationship between the depth camera, the target and
the obstacle.

Simply put, the obstacle avoidance strategy is like avoiding cars in the street. When a car runs

towards you, the best choice is not to run in the opposite direction as you cannot outrun it.

You can simply step aside to let the car pass. The uniqueness of our obstacle avoidance is that

we need to control a line with one end fixed, rather than a point, to stay away from an obstacle.

As seen in Figure 3.4, suppose the target is registered in the depth camera, let a(t) and b(t)

be the vectors from the target to the camera and the obstacle. The angle between a(t) and

b(t) is 6 ab(t) = arccos
(

â(t) · b̂(t)
)

, where â(t), b̂(t) are the unit vectors of a(t) and b(t). To

minimise the possibility of occlusion, the camera should move in the direction that keeps 6 ab(t)

as large as possible. Since the arccosine function is monotone when 0 < 6 ab(t) < 90◦, we only

need to analyse â(t) · b̂(t). Let k̂a(t), k̂b(t) be the unit vectors defining the rotation axes of a(t)

and b(t) when the camera and the obstacle move, and ωa, ωb their angular velocities (ωa < ωb),

then we have the partial derivative of â(t) · b̂(t) with respect to time:

∂

∂t

(

â(t) · b̂(t)
)

=
∂â(t)

∂t
·b̂(t)+â(t)·

∂b̂(t)

∂t
= ωak̂a(t)×â(t)·b̂(t)+â(t)·

(

ωbk̂b(t)× b̂(t)
)

(3.5)

Rearrange equation (3.5) using the scalar triple product (i.e., a·(b×c) = b·(c×a) = c·(a×b)),

and we have

∂

∂t

(

â(t) · b̂(t)
)

=
(

b̂(t)× â(t)
)

·
(

ωbk̂b(t)− ωak̂a(t)
)

(3.6)
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where ωbk̂b(t) − ωak̂a(t) is the angular velocity of b(t) relative to a(t), and b̂(t) × â(t) is the

direction if b(t) moves directly towards a(t). Figure 3.5 shows the plane that contains b(t)×a(t)

and ωbk̂b(t). The possible ends of ωak̂a form a sphere with a radius of ωa. When the obstacle

is approaching the LOS with a speed faster than that of the camera, i.e. the projection of

ωbk̂b(t)−ωak̂a(t) on b̂(t)× â(t) is positive for any k̂a(t), 6 ab(t) will decrease inevitably. So the

idea is to maximise the angle between ωbk̂b(t)−ωak̂a(t) and b̂(t)×â(t) so that the component of

ωbk̂b(t)−ωak̂a(t) parallel to b̂(t)× â(t) is the smallest relative to the perpendicular component.

Then ωbk̂b(t)−ωak̂a(t) should be the left tangential vector, and the optimal k̂a(t) is obtained by

rotating k̂b(t) by an angle α anticlockwise, which can be calculated by the Rodrigues’ rotational

formula:

k̂a(t) = k̂b(t) cos(α) +
(

k̂(t)× k̂b(t)
)

sin(α) + k̂(t)
(

k̂(t) · k̂b(t)
)

(1− cos(α)) (3.7)

where k(t) = kb(t)×(b(t)× a(t)), α = arccos (ωa/ωb). This k̂a(t) defines the Cartesian velocity

of the depth camera for obstacle avoidance.

Figure 3.5: Illustration of the camera motion planning for optimal obstacle avoidance. The
radius of the dashed circle is ωa, which is the maximum speed of the camera.

Note that this motion planning is a locally optimal method that only considers the current

position and velocity of the obstacle, so, globally, there might be better camera trajectories
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for obstacle avoidance. This limitation will be discussed later in the simulation and, although

this obstacle avoidance method cannot achieve the global optimum, the simplicity and fast

computing speed of this method outweighs the insignificant improvement.

3.3.3 Robotic Control Based on Inverse Kinematics

Given the desired velocity of the depth camera ka(t) in Cartesian space and the calibration

matrix between the camera frame and the end-effector frame, the Cartesian velocity of the

robot needed for obstacle avoidance can be obtained. Then this velocity is transformed into

the joint space for the robot control. The Jacobian matrix J relates the joint velocities of the

robot to the spatial velocity of the end-effector and, aiming at our desired motion mode of the

camera, i.e. moving around the target with a fixed distance, a modified Jacobian matrix is

used to simplify the computation. After registration, the position of the target bone is known

in the end-effector frame. This position does not change during the robot motion, thus, a child

coordinate system {F} is added in the end-effector frame {E} with its origin F coinciding with

the target bone, as shown in Figure 3.4. The velocity relationship between the two origins of

{E} and {F} is






vf

ωf






=







ve + ωe × p

ωe






=







I [p]T×

0 I













ve

ωe






(3.8)

where vf , ωf are the linear and angular velocities of F , ve, ωe are the linear and angular

velocities of the origin of the end-effector, I is an identity matrix, p is the position vector of

F in the end-effector frame, and [p]T× is a skew-symmetric matrix and [p]T×ωe = ωe × p. From

equation (3.8) we have the modified Jacobian matrix Jm and the transformation from joint

velocities to the Cartesian velocity of F :

ẋ =







vf

ωf






=







I [p]T×

0 I






· Jq̇ = Jmq̇ (3.9)

where ẋ is the Cartesian velocity of F , q̇ is the velocity vector of the robot in joint space.
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For a non-redundant robot, given the velocity in Cartesian space, the relevant velocity in joint

space can be obtained by left multiplying J−1
m if it exists. However, the KUKA robot used

for this research is a redundant robot, with the number of joints greater than the number of

Cartesian degrees of freedom (DoFs), which makes the kinematics more complicated because

Jm is no longer a square matrix. The inverse of Jm does not exist, so the generalised inverse is

needed to project the velocity from Cartesian space to joint space.

A generalised inverse is a matrix that satisfies any one of the Penrose conditions [163]. The

number of the generalised inverses of a matrix could be infinite, but only one of them can

satisfy all the Penrose conditions, which is called Moore-Penrose pseudo-inverse [164]. Here we

adopt the Moore-Penrose pseudo-inverse of Jm to calculate the robot velocity in joint space as

it minimises the norm of the configuration change:

q̇ = J+
mẋ (3.10)

where J+
m = JT

m(JmJ
T
m)

−1 is a right pseudo-inverse of Jm.

Since the robot is redundant, equation (3.10) is only a specific solution to equation (3.9), and

there should be infinite solutions. In fact, a more general solution to equation (3.9) is

q̇ = J+
mẋ+ [I− J+

mJm]q̇0 (3.11)

where q̇0 is an arbitrary joint velocity vector. I − J+
mJm is the projection matrix to the null

space of Jm, which means after projection q̇0 does not change the Cartesian velocity, thus,

this self-motion can be used to achieve other tasks without violating the primary task. This

is a very useful advantage as it provides more freedom to improve the robot performance. A

common way to choose the null space joint velocity q̇0 is to optimise a scalar cost function

using gradient projection. By defining an appropriate cost function of joint variables, tasks

like avoiding mechanical joint limits [165] and maximising dynamic manipulability [166] can be

performed alongside the main task.
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Although the Moore-Penrose pseudo-inverse generates the minimum norm of joint velocities, it

does not mean that the singular configurations can be avoided because the joint velocities are

minimised instantaneously [167]. Therefore, here the redundant DoFs are utilised to address

the singularity issue, i.e., apply self-motion to avoid singular configurations without changing

the pose of the end-effector, which can greatly affect the performance, stability and safety of

the robot. Select the cost function as

h(q) =
√

det (Jm(q)JT
m(q)) (3.12)

whose minimum is 0 when the robot is at singular configurations. Then the velocity of null

space motion is calculated as

q̇0 = ∂h(q)/∂q (3.13)

which is along the gradient of the cost function so that the robot will always move to the locally

optimal configuration to avoid singularity. Note that this is also local optimisation and can

only help reduce the possibility of singular configurations.

3.3.4 Admittance Control for Human-Robot Interaction

In the operating room, surgeons are at the centre and should be in charge of the surgical

workflow because they are experienced and more reliable to deal with different conditions.

Adjustment will be made according to surgeons’ decisions, thus, an easy and efficient interaction

method with the surgical equipment is very important. In order to use this robot-camera

registration system with surgeons around it, compliance interaction is important as it will not

only allow the surgeons to manually adjust the configuration of the robot according to current

conditions, but also make the robot safer while working beside humans.

There are mainly two types of interaction control, i.e. impedance control and admittance

control. Impedance control takes flow variables (e.g. velocity) as the input and the output is

an effort (e.g. force). In contrast, for admittance control the input is an effort and the output
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is a flow. Normally, in order to achieve proper physical connections with the environment, the

robot is under impedance control because the environment has the properties best represented

as an admittance such as a mass [168]. However, this does not fit in our condition because the

main purpose is to let the surgeon control the configuration of the robot by hand, which means

that the output to be controlled is the velocity and that the input is the force applied on the

robot. Therefore, admittance control is adopted for the human-robot interaction.

To manipulate the robot comfortably and intuitively, the surgeon is allowed to use two hands

on the robot, and the forces are not applied on the end-effector, but on the body of the robot

instead. Thus, admittance control is set individually for each joint of the robot rather than

the end-effector. Forces on the robot are measured as a torque vector τ that contains external

torques on all the joints of the robot. In order to compute the desired velocity from the forces

exerted on the robot, the admittance for each joint is needed. The interaction frequency of

human changing the robot configuration is low, so the joints are modelled as pure virtual

dampers with constant admittance values in order to avoid unwanted motion due to the effect

of inertial property integrating acceleration after external forces are removed. And for the i-th

joint, its velocity is calculated as

q̇(i) = y(i) · τ (i) (3.14)

where y is the joint admittance vector, each element of which is the reciprocal of the virtual

damping of the joint, i = 1 . . . n, n is the number of joints. As the robot used in this research is

not a light-weight robot, relatively big virtual damping values are used to achieve energetically

passive behaviour. The admittance values are then optimised in experiments.

As the external forces exerted by the surgeon are arbitrary, the admittance velocity can also

generate arbitrary motion of the end-effector, which might change the position of the target

bone in the depth camera. To minimise the effect of manual manipulation on the registration

process, the robot motion is regulated like the obstacle avoidance motion, i.e. the camera moves

on a sphere around the target bone while keeping the target position in the camera fixed. In

this way, the target bone always appears in the best quality part of the depth image, and the
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robot is also compliant to the external forces, although a spherical constraint is applied to the

trajectory of the depth camera. From equation (3.9) we have

ẋ =







vf

ωf






= Jmq̇ =







Jm1

Jm2






q̇ (3.15)

where Jm1 is the upper block of Jm and projects the joint velocity to linear velocity in Cartesian

space, and Jm2 is the projection to angular velocity. Therefore, in order that the admittance

motion does not change the target position in camera coordinates, the admittance velocity is

projected to the null space of Jm1. Similar to the null space projection of Jm, the null space

projection matrix of Jm1 is P = I− J+
m1Jm1. Then the actual admittance velocity is

q̇a = P · q̇ = P ·Y · τ (3.16)

where Y is an n×n diagonal matrix with the main diagonal being the joint admittance vector

y. Although this joint velocity and the joint velocity for obstacle avoidance can coexist as they

result in Cartesian motion on the same sphere, the admittance control will override the obstacle

avoidance for safety considerations in the operating room.

In order that different tasks for the robot-camera registration system can be achieved simulta-

neously in an organised manner, different priorities are set for them, and the control for the task

with lower priority is projected to the null space of higher-priority task. The target tracking

task with the spherical constraint is given the highest priority as this is the main purpose of

the system. Next is the admittance control task, which improves safety and human-robot in-

teraction. Although the forces are projected into the null space of target tracking, as described

in equation (3.16), the system still has at least four DoFs, which makes it flexible enough for

the interaction task. As mentioned above, obstacle avoidance has the third priority so that the

robot will not resist the surgeon’s manipulation actively, instead, warnings will be given when

obstacles are detected during the manipulation. As in equation (3.11), singularity avoidance

has the lowest priority, which utilises the redundancy to avoid singular configurations without
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affecting the end-effector. The control task hierarchy diagram is shown in Figure 3.6.

Figure 3.6: Task hierarchy for the camera-robot registration system.

3.4 System Integration and Experiments

3.4.1 Simulation for Obstacle Avoidance

Simulation on the motion planning of the camera for obstacle avoidance was conducted in

Matlab R2016a (Mathworks Inc.) with the Robotics Toolbox [169]. First, the kinematic model

of the robot was built using the Robotics Toolbox. An obstacle, which was simplified as a

point, moved through the space between the camera and the target. In the first simulation, the

obstacle was accelerating with an initial angular velocity of 0.5 rad/s2 and a constant angular

acceleration (0.2 rad/s2). In the second simulation, the obstacle had a constant velocity of 0.5

rad/s2. The velocity magnitude of the camera in both simulations was constant (0.3 rad/s2,

smaller than that of the obstacle). The obstacle-free space of the camera was defined as a cone

with an apex angle of 30◦, which was chosen to provide sufficient time in advance to react to

the appearance of obstacles without being too sensitive (detecting obstacles too frequently).

Different obstacle avoidance methods were implemented for both simulations, which planned
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the motion utilising obstacle position only (move in the direction opposite to the obstacle),

obstacle position & velocity (proposed in Section 3.3.2), and position & velocity & acceleration

(obtained by parameter tuning in simulation). The acceleration is compensated by selecting

a slightly bigger α than arccos (ωa/ωb) in equation (3.7). Because the obstacle velocity is

increasing, α should also increase in advance to achieve a better global performance. Although

in the second simulation the acceleration was 0, the α was the same as in the first simulation,

just for comparison. The image processing update rate and the joint-level control frequency

in the simulation were both 100 Hz. The angle between the target-camera vector and the

target-obstacle vector (i.e. 6 ab(t)) was measured for each method and the simulation results

are shown in Figure 3.7.
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Figure 3.7: Result comparison of different control modes in simulation. The horizontal dotted
lines at 30 ◦ illustrate the outer perimeter of the obstacle-free cone, outside which the obstacle
is not tracked. The black dashed lines are the results measured when the depth camera was
kept still.

From Figure 3.7 we can see that if obstacle avoidance is not applied (the black dashed lines),

the minimum angle between the obstacle and the LOS is very small (< 3◦), which is very likely

to cause LOS interruption in reality. The method that only utilises obstacle position (the red
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lines) has the fastest avoidance speed at the beginning, but the minimum angle between the

obstacle and the LOS during the whole period is still small. The method utilising obstacle po-

sition, velocity, and acceleration (the green lines), on the other hand, maximises the minimum

angle during the whole period when the obstacle is accelerating (see Figure 3.7(a)). However, in

actual practice, the obstacle acceleration measurement can be very noisy due to differentiating

the position twice. Also, this result is obtained under the assumption that the acceleration is

known for the whole period, which is impossible in the actual application. In Figure 3.7(b),

when the speed of the obstacle is constant, our algorithm utilising the obstacle position and

velocity (the blue line) achieved the global optimal performance. Therefore, although taking

obstacle acceleration into consideration can help improve the performance under specific condi-

tions, the difference is very small. With simpler implementation and more robust behaviour in

actual applications, the obstacle avoidance method proposed in Section 3.3.2 is used for further

simulation and experiments.

Next, simulation was used to test the performance of obstacle avoidance for obstacles with

different velocities. The end-effector velocity for the robot carrying the camera around the

target, ωcam, was kept constant at 0.3 rad/s2. The definition of the obstacle-free cone remained

the same as in the simulation above. Obstacles traversed the obstacle-free cone at different

distances from the principal axis of the cone (the LOS). Four groups of simulations were per-

formed, with the obstacle velocity (ωobs) set at 1.2ωcam, 1.5ωcam, 2ωcam and 3ωcam, and the

simulation update rate was still 100 Hz. The angles between the target-camera vector and the

target-obstacle vector were measured for each group and the results are plotted in Figure 3.8.

From Figure 3.8, when the obstacle velocity is not significantly larger than that of the camera

(see Figure 3.8(a) and (b)), the obstacle avoidance method can effectively reduce penetration

of the obstacle within the obstacle-free cone by more than 60%. It is almost entirely effective if

the obstacle trajectory crosses the cone at some distance from the LOS (Figure 3.8, red lines).

With the obstacle velocity increasing (see Figure 3.8(c) and (d)), the avoidance results become

less significant, although the obstacle is kept at a safe distance from the LOS, minimising
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Figure 3.8: Obstacle avoidance results for obstacles with different velocities (faster than the
robot moving the camera). The apex angle of the obstacle-free cone is still 30◦. Lines of
different colours represent results of obstacles with different trajectories. Solid lines: with
obstacle avoidance control. Dashed lines: without obstacle avoidance control.

the possibility of LOS disruption. When the obstacle moves almost directly towards the LOS

(Figure 3.8, blue lines), the risk of camera occlusion is very high without obstacle avoidance

(minimum angle < 5◦), but the obstacle avoidance method lowers that risk considerably, even

when the velocity of the obstacle is much higher than that of the depth camera (as seen in

Figure 3.8(d)).

3.4.2 Experiments and Results

Experiments were subsequently conducted to test the obstacle avoidance performance. The

depth camera used was the ASUS Xtion Pro Live, mounted on the KUKA robot. As the robot
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has a limited working envelope, the avoidance motion is confined and the optimal trajectory

cannot be achieved all the time. In order to fulfil the ability of obstacle avoidance, a proper

working configuration need to be set up so that the motion range of the depth camera is

maximised. According to the technical data of the KUKA robot, the working envelope can be

simplified as a spherical shell, with an inner radius of 0.4 m and an outer radius of 0.8 m, as

shown in Figure 3.9. As the distance between the depth camera and the target is kept fixed,

the depth camera is actually moving on a sphere with the radius of r2.

Figure 3.9: Illustration of the workspace optimisation for obstacle avoidance. R is the centre
of the working envelope of the robot, and T is the target bone. The grey area is the working
envelope of the robot.

The actual workspace of the depth camera is thus the part of the surface of sphere T inside

the working envelope of the robot, i.e. the red arc in Figure 3.9. Maximising the area of the

workspace is identical to maximising angle α, and α is a function of r1, r2 and |RT |. Apparently,

when the line r2 is tangential to the outer surface of the robot working envelope, we have the

largest α. But several other requirements need to be met. To make sure the workspace of the

depth camera is a complete part of the sphere surface, it should not be intersected by the inner

surface of the robot working envelope. Also, the depth camera cannot measure objects that are

within the minimum range (about 0.45 m for the depth camera used in this study) due to the
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limitation of the depth imaging technology. Thus, we have
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0.4 < |RT | − r2 < 0.8

r2 > 0.45

(3.17)

The solution to equation (3.17) is 0.85 < |RT | < 1. When |RT | ≥ 1, the tangential relationship

cannot be realised, and then to maximise α, the largest r2 is needed, which is |RT | − 0.4.

Therefore, the workspace optimisation of the depth camera depends on the distance between

the robot and the target bone. To maximise the workspace, the distance between the depth

camera and the target should be

r2 =















√

|RT |2 − r12 if 0.85 < |RT | < 1

|RT | − 0.4 if |RT | ≥ 1

(3.18)

To test the performance of the obstacle avoidance algorithm, an obstacle was made to move

between the depth camera under two conditions, i.e. with and without obstacle avoidance,

and measure the angular distance between the obstacle and the LOS. In order to generate

the same trajectory for the obstacle with the same velocity in the two conditions, a second

KUKA robot (LWR4+, KUKA Aktiengesellschaft) was used as the obstacle that moved along

a planned trajectory. As here the obstacle was actually part of the robot which could not be

simplified as a point, all the points on the obstacle robot that were inside the obstacle-free cone

were collected from the depth image, and the point that was closest to the LOS was chosen as

the obstacle position, which was then used to compute the obstacle velocity for the obstacle

avoidance algorithm.

An external computer running Ubuntu 16.04 was used to process the images from the depth

camera, and to control the robot through KUKA’s Fast Robot Interface (KUKA Roboter

GmbH). Depth image processing was based on the Point Cloud Library [170] and the Eigen
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Library [171] was used to facilitate coding of the robotic controller. Four tests were carried out

in total, with the obstacle speed (magnitude of the end-effector velocity of the second robot)

set at 0.1 m/s, 0.2 m/s, 0.3 m/s and 0.4 m/s, and the velocity of the robot moving the depth

camera around the target bone was always 0.15 rad/s. The trajectory of the obstacle penetrated

the obstacle-free cone three times, and was the same in the four tests. Figure 3.10 shows some

samples of the end-effector motion of the two robots during the experiments, while the angular

distance between the obstacle and the LOS is plotted in Figure 3.11.

(a) (b) (c) (d)

Figure 3.10: Photos of the robot motions in the obstacle avoidance experiment. One robot was
used as the obstacle and the other one moved the depth camera to avoid LOS interruption.
Pictures taken at different times with different robot configurations (a-d).

3.4.3 Discussion

As can be seen from Figure 3.10, with the obstacle avoidance method, the camera was moved

to the position with the least impaired LOS when an obstacle (the second robot) appears inside

the defined conical space. As joint position limitations and the workspace limitation were taken

into consideration, the robot configuration was well constrained in the error-free zone. The null

space motion to avoid singularity also helps minimise the possibility of motion interruption

due to singular configurations of the robot. Figure 3.11 shows the comparison of obstacle
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(a) vobs = 0.1 m/s. (b) vobs = 0.2 m/s.

(c) vobs = 0.3 m/s. (d) vobs = 0.4 m/s.

Figure 3.11: Experimental results for four different obstacle velocities. The black dashed lines
are results measured without obstacle avoidance. The coloured lines are results when obstacle
avoidance was applied. The black dotted line at 30◦ illustrates the outer perimeter of the
obstacle-free cone, outside which the obstacle is not tracked.

occluding the camera’s sight with and without obstacle avoidance. For slow moving obstacles,

the distance to the LOS almost doubles compared with results obtained with the static camera

configuration, resulting in a significantly reduced sight occlusion. However, as the speed of the

obstacle increases, the average distance between the LOS and obstacle reduces, illustrating the

limits of the current implementation. The avoidance results are thus not that effective for fast

obstacles, but considering fast obstacles mean short stay in sight, the occlusion would not last

long, so the best obstacle-free LOS is still achieved for a given set of robot, obstacle and camera

parameters.

The results of simulation also show the same trend that faster obstacles are harder to avoid

and that the penetration of faster obstacles into the obstacle-free cone is generally deeper. But
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in the simulation the obstacle avoidance seemed to be more effective, especially for fast moving

obstacles. This phenomenon can be explained in several aspects. One of the main reasons is that

in the simulation the obstacle is simplified as a point, while in actual experiments the obstacle

is measured as a group of points in the depth image. The points inside the obstacle-free cone

will change as the obstacle moves, which makes it more complicated to estimate the position

and velocity of the obstacle. Therefore, the obstacle avoidance algorithm achieves optimal

performance under idealised conditions, i.e. point obstacle and accurate motion tracking of the

obstacle, but in actual situations the performance will be worsened.

Another reason that could lead to the difference between the results of the experiment and the

simulation is the computation time. The simulation rate is 100 Hz, so the obstacle avoidance

algorithm can plan the camera motion smoothly and react to the change of the obstacle motion

quickly. However, the computation of target bone registration, obstacle detection, and robotic

control is very time consuming, and the actual update rate of the motion planning can only

reach 10 Hz in the experiments. The relatively slow motion planning generates piece-wise

camera trajectory, which is not that responsive as in the simulation. Moreover, in order to

obtain the velocity of the obstacle, its position needs to be measured at least twice, which

might result in a short idle period at the beginning, as shown in Figure 3.11. Higher computing

power would help alleviate this problem.

The angular velocity of the depth camera during obstacle avoidance was 0.15 rad/s around

the target, and the distance to the target was kept at 1 m, so the linear velocity was actually

0.15 m/s, which was even higher than that of the slowest obstacle (0.1 m/s). However, all the

computation in the obstacle avoidance algorithm uses angular velocity, and since the obstacle

is closer to the target than the depth camera, its angular velocity can be much higher even with

a slow linear velocity. That makes obstacle avoidance harder because most obstacles will be

fast compared with the depth camera due to the principle of the lever. Considering the safety

issues working around humans in the operating room, simply increasing the speed of the depth

camera is not viable, so it is necessary to develop a method utilising spatial dimensions rather
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than faster speed, like the method presented in this chapter, to avoid camera occlusion.

Another issue about the experiments is the position of the robot. Due to the limitation in the

lab, the robot can only be mounted on a table. Therefore, although the workspace of the depth

camera is optimised, the lower part of the workspace is blocked by the table so that the robot

can only move the camera in the upper part. This may limit possible trajectories for obstacle

avoidance, and in some conditions the robot simply has no space to manoeuvre. If the robot

can be mounted on the ceiling, the whole workspace will be available, which might improve the

performance of the obstacle avoidance.

Several limitations of the work in this chapter need to be identified here. First, the obstacle

avoidance algorithm treats the obstacle as a point. However, in reality, the obstacle is a

3D object, so there will be a group of points in the depth camera marked as the obstacle,

which makes it difficult to define the position and velocity of the obstacle. Second, current

obstacle avoidance algorithm can only deal with one obstacle, as it is unable to segment different

obstacles. When multiple objects appear in the obstacle-free cone, the algorithm still pick one

point as the obstacle, which apparently cannot generate the optimal result. Future research will

address these issues to provide robust estimates of the position and velocity of the obstacle from

the point cloud so that the obstacle avoidance algorithm can achieve optimised performance

under realistic conditions. Additionally, all the experiments in this chapter were performed on

bone phantoms, which have no surrounding tissues and can provide a clean bone surface in

the depth camera. In surgical scenarios, surrounding tissues always exist and will affect the

registration method. The solution to this problem will be discussed in Chapter 5.

Introducing robotics and optical tracking into the operating room helps improve surgical accu-

racy and reduce outliers, but the operating time may increase due to technical complexity and

workflow interruptions [172, 173]. Although LOS interruption is a common problem in most

robotic surgical systems, very few studies explored the possibility of solving the LOS problem

using an active method. Previously, only one study addressing similar LOS issues has been

presented, which utilised the Navigation Camera Assistance (NCA) system to move the optical
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tracking camera in order to achieve the optimal LOS, as shown in Figure 3.12 [174]. However,

as the registration of NCA is based on optical markers, it is not effective for general obsta-

cles, such as surgical staff occluding the camera. Thus, our study explores new possibilities of

human-robot collaboration in the operating room, and potentially will have wider application

prospects.

Figure 3.12: Navigation camera assistance system. Figure adapted from [174].

3.5 Summary

In this chapter, a new orthopaedic registration method based on depth imaging is presented and

the LOS problem is addressed. Conventional registration methods require manual collection of

points on the bone surface, which introduces additional errors and decreases surgical efficiency.

The use of optical markers makes the target bones trackable in real time at the expense of the

risks for multiple pin-site complications. And the LOS problem exists in most computer assisted

surgical procedures, which interrupts the workflow and sometimes can even cause accidents.

To improve surgical efficiency and achieve a fluent, surgeon-centred workflow in the operating

room, we propose a registration system utilising a depth camera for registration, which exempts
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the surgeons from manually collecting bone surface points and avoids using invasive markers.

Simultaneously, potential obstacles in sight can be avoided by robotic assistance, which shows

the potential in reducing the registration failure rate, and promises a better coexistence between

the surgeon and the robot. Having proved that the registration system can improve the intra-

operative registration process in orthopaedic surgery, the next step is to utilise the registration

result to guide the surgeon through the surgical procedure in an intuitive way, as described in

the following chapter.



Chapter 4

Augmented Reality Navigation for

Orthopaedic Surgery

This chapter presents a 3D in situ surgical navigation method for orthopaedic surgery using AR

technology. The registration result from Chapter 3 is used to align the pre-operative surgical

plan with the patient, which is shown to the surgeon through the AR headset. Visual guidance

is also provided to assist the surgeon to perform the operation accurately according to the

surgical plan, and the whole surgical workflow is controlled by the surgeon intuitively. The

research presented within this chapter is an edited version of the work previously published in:

H. Liu, E. Auvinet, J. Giles and F. Rodriguez y Baena, “Augmented Reality Based

Navigation for Computer Assisted Hip Resurfacing: A Proof of Concept Study”, Annals

of Biomedical Engineering, vol. 46, issue 10, pp. 1595-605, Oct 2018.

4.1 Introduction

Surgical accuracy is one of the most important considerations in orthopaedic surgery as it

might have a direct impact on the surgical safety and outcome. Low accuracy not only results

99
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in poor joint function recovery and early failure, but may also cause unexpected harm to the

patient, which is unacceptable for both the patient and the hospital. Currently, conventional

orthopaedic surgery using some specially designed mechanical jigs is still the mainstream, but

computer navigation attracts the attention of many medical companies, and computer assisted

orthopaedic surgery, where computer navigation is provided to assist the surgeon in the oper-

ation, is gaining popularity around the world.

Although conventional monitor-based computer navigation has been adopted in many surgi-

cal navigation systems, with which satisfactory accuracy can be achieved, the feedback from

surgeons is not always positive. One major concern is that the procedure with navigation inte-

grated in is more complicated, which results in a longer learning curve and harder adaption. To

provide more intuitive and efficient computer navigation for the surgeons, AR technology could

be adopted to integrate the navigation naturally into the surgical workflow. As discussed in

Chapter 2, AR has the ability to overcome the shortcomings of monitor display by overlaying

3D information in situ, thus the surgeons no longer need to look away from the surgical site.

The 3D rendering of the information also makes navigation easier to understand and follow,

which is beneficial to hand-eye coordination. As AR does not block the real environment,

the original task is not obscured, but augmented with useful guidance. These advantages all

contribute to the potential adoption of AR navigation in the operating room.

Different AR implementations use different methods to integrate virtual information into the

real world. In recent years, the development of optical see-through AR headsets has improved

the usability of optical see-through AR, making it available for surgical applications. Compared

with monitor-based AR or direct augmentation, optical see-through AR can provide a better

hand-eye coordination, 3D navigation rendering, and better ergonomics [17, 75]. The safety

issue that causes concerns of using video see-through AR in risky tasks like surgery can also

be addressed with optical see-through AR technology [175]. Admittedly, problems still exist.

Accuracy and latency issues are limited by the computing and sensing abilities, and the ren-

dering techniques are still basic, resulting in unnatural integration of virtual objects into the
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real environment. However, with the expected improvements in sensor technology, registration

algorithms, and medical image processing, optical see-through headsets have the potential to

eventually become ubiquitous, in medicine and elsewhere.

Consequently, in this chapter, the optical see-through AR technology is adopted to assist sur-

geons in orthopaedic surgery. The AR headset used in this study is the Microsoft HoloLens

(Microsoft, Inc.), a self-contained holographic computer. HoloLens achieves self-tracking and

information rendering together without any other auxiliary equipment, which greatly simpli-

fies the setup and facilitates its integration into the operating room. HoloLens also accepts

gesture and voice commands, through which the surgeon can control the navigation system

intuitively. The augmented view of the HoloLens can be streamed to an external computer and

saved, which is very useful for future analysis and optimisation. The narrow field of view of

the HoloLens can be a problem though, which reduces the sense of immersion. When using the

HoloLens, the user will feel that he or she is looking through a small window, and holograms

might be cropped by the small window, resulting in incomplete display or uncomfortable use.

Even so, the HoloLens is still a good option for our study at present, and it is expected that

this problem will be addressed in the next generations of HoloLens.

The contribution of this chapter is twofold. First, a novel surgical navigation system is devel-

oped based on AR technology to provide 3D in situ surgical guidance. Second, a surgeon-centred

surgical workflow is explored to improve surgical efficiency in the operating room. The registra-

tion result from Chapter 3 is used to localise the patient in the system in order to overlay the

navigation information directly on the target anatomy, then the surgeon can see the navigation

together with the real anatomy through the HoloLens and perform the navigated operation

accurately. The surgical workflow is also optimised to be surgeon-centred so that the surgeon

can concentrate on the procedure with minimum distractions.



102 Chapter 4. Augmented Reality Navigation for Orthopaedic Surgery

4.2 AR Navigation for Orthopaedic Surgery

4.2.1 AR Navigation System Setup

The AR orthopaedic navigation system mainly includes three parts: the registration sub-system

as described in Chapter 3, which includes the depth camera and the robot, the AR headset

(i.e. the Microsoft HoloLens), and a tracked surgical tool. Each of them has its own coordinate

system. Appropriately establishing a correspondence between them so that spatial information

can be shared in the whole system is the key to accurate AR navigation. The calibration

between the depth camera and the end effector of the robot has been described in the previous

chapter, and this section will mainly focus on coordinating different parts of the system so that

information can flow in the system freely. An overview of the relationships between each of the

coordinate systems composing the whole system is shown in Figure 4.1.

Figure 4.1: Illustration of the relationships between coordinates of different components of
the AR orthopaedic navigation system. Different arrows represent different information trans-
formed between the components.
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As the base of the registration robot is fixed in the operating room, to align the coordinate

system of the HoloLens with that of the robot (thus the registration sub-system), an image

marker (marker1 ) that can be recognised and tracked by the HoloLens is fixed to the robot

base, as can be seen in Figure 4.1, and the transformation from marker1 to the robot base,

T base
marker1, is a constant matrix and known by the time the system is set up. Once marker1 is

recognised by the HoloLens, the coordinate correspondence between the depth camera and the

HoloLens is established as follows

T cam
holo (t) = T cam

base (t)× T base
marker1 ×

(

T holo
marker1(t)

)−1
(4.1)

where T cam
holo (t) is the time-varying transformation matrix from the HoloLens frame to the depth

camera frame, T cam
base (t) is calculated from the robot kinematics and the camera-robot calibration,

and T holo
marker1(t) is the pose of marker1 in the HoloLens frame.

After registration is done, the pose of the target bone is described in the depth camera frame.

In order for the HoloLens to use the registration result, the pose of the target bone can be

transformed from the depth camera frame to the HoloLens frame by multiplying the inverse of

equation (4.1). However, the transformation chain using equation (4.1) is too long, and errors

exist in each piece of the transformation chain, such as the camera-robot calibration and the

marker recognition, which will result in a large accumulated error in the transformed pose of

the target bone. Therefore, equation (4.1) is only suitable for transforming data that do not

require high accuracy, and will be used in the workflow control later.

To shorten the transformation chain and improve the accuracy of pose transformation of the

target bone, another temporary image marker (marker2 ) that can be recognised by the RGB

cameras on both the depth camera and the HoloLens is used to link the depth camera and the

HoloLens directly. Once marker2 is tracked by both, the correspondence between them can be

obtained, and the pose of the target bone can be transformed into the HoloLens frame by

T holo
target(t) = T holo

marker2(t)× (T cam
marker2(t))

−1 × T cam
target(t) (4.2)
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where T holo
target(t) and T cam

target(t) are the poses of the target bone in the HoloLens frame and the

depth camera frame, respectively. T holo
marker2(t) and T cam

marker2(t) are the marker poses tracked by

the HoloLens and the depth camera, respectively.

Given T holo
target(t), the correspondence between the digital pre-operative plan and the real patient

anatomy is established, then the navigation information according to the surgical plan can be

overlaid onto the patient and rendered for the user through the HoloLens. However, updating

T holo
target(t) over time by equation (4.2) requires marker2 to remain in view at all times, which

is inconvenient and impractical. In order not to present marker2 all the time, at t = 0, the

pose of the rendered bone model in world frame Tworld
target(0), which is computed from T holo

target(0),

is recorded as a proprietary HoloLens “spatial anchor” (i.e., anchor = target(0)), such that

subsequent pose updates of the target bone are computed relative to this anchor frame (i.e.,

T anchor
target (t)) rather than the HoloLens frame. Since the robot base frame and the anchor frame

are both static relative to the world frame, obviously, we have

T base
cam (0)× T cam

anchor(0)× T anchor
target (t) = T base

cam (t)× T cam
target(t) (4.3)

where T base
cam (0) and T cam

anchor(0) are constant matrices recorded at t = 0, and T cam
target(t) is the

registration result in the depth camera frame.

From equation (4.3), we can have the real-time update of the target pose:

T anchor
target (t) = (T cam

anchor(0))
−1 ×

(

T base
cam (0)

)−1
× T base

cam (t)× T cam
target(t) (4.4)

We can see from equation (4.4) that the rendered target pose is updated continuously and

locally without the need for marker2, as long as the target is tracked by the depth camera and

the robot kinematics is computed.

As for the surgical tool, a cube-shaped marker that can be tracked by the HoloLens is fixed

onto it. After calibration between the tool and the cube marker, the pose of the tool is known
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in the cube marker frame (i.e., T cube
tool is constant and known). When the tool with the cube

marker is in the view of the HoloLens, its pose will also be tracked and transformed into the

HoloLens frame by

T holo
tool (t) = T holo

cube (t)× T cube
tool (4.5)

where T holo
tool (t) is the real-time pose of the surgical tool in the HoloLens frame, and T holo

cube (t) is the

cube marker pose tracked by the HoloLens. The pose of the surgical tool will then be compared

with the transformed pose of the target bone. If, after calculation, the tool is properly aligned

with the surgical plan, the HoloLens will inform the user of the result so that the user can

proceed with the operation. Tracking the surgical tool using the HoloLens also helps reduce

the risk of LOS interruption, as the surgeon can easily hold the tool where it can be seen by

the HoloLens. Using a large marker in surgery can be inconvenient, but since marker tracking

is based on pattern recognition in the captured image, a larger marker normally means a more

obvious pattern, thus better tracking accuracy. A customised surgical tool with patterns on

itself can be a solution to this trade-off in the future.

4.2.2 User-centred Surgical Workflow

Apart from surgical accuracy, procedure time and efficiency in the operating room are also

important considerations for a successful operation. Longer procedure time not only reduces

the number of operations that can be done in the operating room, leading to a lower cost

efficiency, but may also increase the risk of post-operative complications such as surgical site

infection and deep vein thrombosis. Conventionally, the surgeon needs to set up the navigation

system manually and control the navigation process using a control panel, which is laborious

and interrupts the surgical workflow. Thus, it is more like the surgeon serves the navigation

system to make it work as planned rather than the system assisting the surgeon.

To simplify the use of the surgical navigation system and minimise the learning burden on the

surgeon, a surgeon-centred surgical workflow is designed for the navigated procedure. Interac-
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tion with our navigation system is achieved through intuitive methods such as voice commands,

gestures, and direct manipulation. These human inputs are interpreted automatically by the

HoloLens or the robot so that no additional control devices are necessary. The AR integrated

workflow is divided into several stages by simple voice commands (see Table 4.1), with different

tasks performed in each stage:

Table 4.1: User command table.

User command Function

“Select region” Cast a ray from the headset to indicate the view point.

Gesture “click” Record the ray function in the world coordinates.

“Selection done”
Compute the closest point to the recorded ray functions as
the target position and send it to the registration module.

“Register now”
Transform the target pose to the HoloLens frame using

equation (4.2).

1. After the system is started, the robot is force compliant so that the surgeon can move the

depth camera freely by hand to scan potential static obstacles in the workspace, such as

medical equipment next to the robot. The scanned obstacles define the forbidden regions

in the workspace of the robot, which will be used to constrain the robot motion to prevent

collision.

2. After scanning of static obstacles, the surgeon wearing the HoloLens defines the cor-

respondence between the HoloLens and the robot by looking at marker1 for once to

obtain the matrix T holo
marker1(t). Then spatial information can be transformed between the

HoloLens and the registration sub-system so that the surgeon can control the registration

sub-system through the HoloLens.

3. Using the voice command “select region”, a virtual ray of the gaze can be cast from the

HoloLens. The surgeon keeps the gaze at the target bone and uses gesture “click” to

record the ray function in the world frame. Then the surgeon gazes at the target from

another position to record a second ray function. After the voice command “selection
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done”, the closest point to the two rays (ideally, the intersection) is computed, which is

the position of the target bone, and a spherical region of interest (ROI) that contains the

target bone is obtained. This ROI position is transformed into the depth camera frame

using equation (4.1) to guide where the depth camera should look, and the point cloud

outside the ROI will not be processed, thus increasing registration speed. The robot will

change configuration to keep the ROI always at the centre of the depth camera view to

achieve the best depth quality.

4. The point cloud inside the ROI is processed to register the target bone in the depth

camera frame and estimate the target pose T cam
target(t).

5. After the target bone is registered in the depth camera, Marker2 is provided as a common

frame for the depth camera and the HoloLens, and T cam
marker2(t) and T holo

marker2(t) are obtained

so that the target pose is available for HoloLens using equation (4.2). After the target

pose is sent to the HoloLens with the voice command “register now”, the 3D surgical

navigation can be rendered in situ, and T base
cam (0) and T cam

anchor(0) are recorded so that the

navigation rendering can be updated by equation (4.4).

6. The surgeon holds the surgical tool and registers it in the HoloLens frame, then follows

the navigation cues to place the surgical tool. When the surgical tool aligns well with the

planned position and orientation, the surgeon will be informed by the navigation system

so that he/she can perform the operation with accuracy.

The complete workflow for the AR navigated orthopaedic procedure is shown in Figure 4.2.

4.3 Experiments and Results

Experiments were performed to test the accuracy of the proposed AR navigation system. In

this study, we apply the AR navigation to the hip resurfacing procedural step of guide hole

drilling because it is a fundamental step in the whole procedure and its accuracy is easy to
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Figure 4.2: Workflow of the AR navigated orthopaedic surgery.

evaluate. The accuracy of guide hole drilling with AR navigation is measured and analysed to

evaluate the performance of the AR navigation system.

4.3.1 Hip Resurfacing

Hip replacement has been proven to be an effective procedure for end-stage hip joint problems

like severe osteoarthritis. Of all hip replacement procedures, hip resurfacing can sometimes be a

preferable alternative for young and active patients due to the potential advantages of improved

bone preservation, lower risk of hip dislocation, easier revision to total hip replacement, and

encouraging functional outcomes [176]. Take the widely used Birmingham Hip Resurfacing
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(Smith & Nephew PLC) as an example, with proper patient selection, the implant survival rate

at 15 years can reach 95.8% [177].

Like total hip replacement, hip resurfacing also contains operations on the femur and the

acetabulum to remove the damaged bone and cartilage, after which femoral and acetabular

components are placed to reconstruct the articular surface. In hip resurfacing, the axis of the

femoral neck is one of the most important anatomical features because it is the baseline for

femur preparation. In conventional femoral preparation, a specially designed mechanical jig is

used to identify the axis of the femoral neck, then a guide wire is inserted along the axis so that

subsequent cutters can be properly aligned with the femoral neck in order to achieve ideal bone

cutting and component positioning, as shown in Figure 4.3. Therefore, creating the central

guiding axis through the femoral neck is crucial to the success of this surgical technique.

(a) Femur alignment guide. (b) Sleeve cutter. (c) Plane cutter.

Figure 4.3: Illustration of several steps of the Birmingham Hip Resurfacing. (a) is the femoral
neck alignment guide, through which a guide wire is inserted along the axis of the femoral neck.
The guide wire is then replaced by a thicker guide rod to guide the following femoral preparation
using cutters such as sleeve cutter and plane cutter (b-c). Figures from the documentation of
Birmingham Hip Resurfacing System.

As with all joint replacements, implantation accuracy, which is directly related to the accuracy

of the implantation technique and technology used, is one of the most important considerations

in hip surfacing as it significantly impacts joint functional recovery and longevity of the re-

placement [178, 179]. Studies have shown that varus malpositioning of the femoral component
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with a stemshaft angle ≤ 130◦ can lead to higher risk of early complications such as femoral

neck fracture [180]. Although the implantation positional accuracy has not been reported to

negatively affect clinical outcomes, inaccurate positioning will require larger femoral/acetabular

components to avoid notching, resulting in less acetabular bone stock which can harm the joint

stability [181]. As a fundamental step in hip resurfacing, guide wire insertion is directly associ-

ated with the implant positioning. However, the accuracy of identifying the axis of the femoral

neck using the mechanical alignment guide relies mainly on the surgeons skills and experience,

so a more reliable navigation method that can assist guide wire insertion will be of great value,

especially for inexperienced surgeons.

4.3.2 Experimental Design

Given the importance of guide wire insertion in hip resurfacing, the target of the experiments is

to assess the accuracy of guide wire insertion using the AR navigation method. Due to the lack

of guide wire drilling tools, in the experiments a guide hole along the axis of the femoral neck

was drilled into the femur, and its accuracy is almost identical to the accuracy of guide wire

insertion. Instead of requiring a mechanical alignment jig to locate the axis of the femoral neck,

the AR navigation system provides 3D visual guidance overlaid onto the target femur, where

the approach vector for the guide hole is rendered in situ, such that drilling can be performed

free-hand and without having to look away from the patient.

Three groups of experiments were carried out to measure the accuracy of AR navigated guide

hole drilling under different conditions, each consisting of 30 trials. The first group was per-

formed by the author to test the repeatability of the system. The second group was also

performed by the author, but disturbances were introduced during the procedure (e.g., ob-

stacles appeared between the camera and the target femur, which caused obstacle avoidance

motion of the robot). In the third group, five students without medical background volunteered

to perform six trials each, and before the experiments they were trained for about an hour to

familiarise the whole system and perform several unrecorded trials. The actual setup for the
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experiments of guide hole drilling is shown in Figure 4.4.

Figure 4.4: Actual use of the AR navigation system to assist the user in guide hole drilling.
The target femur has been registered and the user is trying to align the surgical drill with
the pre-operative plan displayed through the HoloLens. Temporary image markers have been
removed after use.

The experiments were performed on foam femur phantoms (SKU 1129, Sawbones, Pacific Re-

search Laboratories), the surface geometry of which was scanned in a 3D laser scanner before-

hand to obtain the anatomical surface model used for the pre-operative plan and the model-

based registration. After the target femur was registered in the HoloLens, a virtual red arrow

was overlaid on the femur, which can be seen through the HoloLens, indicating the planned

entry point and the drilling direction. Once the drill was also registered in the HoloLens frame,

its position and orientation would be compared with the arrow for guidance.

Since it is difficult to control the position and orientation of the drill at the same time, they

are guided by the arrow head and shaft, respectively. When the distance between the tip of the

surgical drill and the planned entry point is smaller than a threshold value, the arrow head will

turn green. And the arrow shaft will turn green to indicate that the drill axis is close enough
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to the planned guide hole direction. In the experiments, the position threshold value was set

to 3 mm and the orientation threshold was 2.5◦. When the whole arrow was green, the drill

was well aligned with the axis of the femoral neck so that the user could start drilling. The

visual guidance for the user through the HoloLens is shown in Figure 4.5. It was ensured that

the arrow was kept green during guide hole drilling.

(a) (b) (c)

Figure 4.5: Visual guidance through the HoloLens for guide hole drilling. These figures were
recorded from the user’s view. (a) Inaccurate drill position and direction. (b) Accurate drill
position but inaccurate direction. (c) Accurate drill position and direction.

Ten fiducial points with known positions on the scanned femur model were used as the gold

standard measurements for result comparison. After drilling, the position and direction of

the guide hole were measured together with the positions of the 10 fiducial points using a 3D

digitiser, the MicroScribe (G2X, Solution Technologies, Inc.), then a closed form, paired point

registration method [182] was used to calculate the transformation from the measured fiducial

positions to the fiducial positions on the femur model. The measured position and direction of

the drilled guide hole could then be transformed to the femur model frame so that they could

be compared with the pre-operative plan to obtain the errors. Time spent on each procedure

was also recorded during the experiments. An analysis of variance (ANOVA) was adopted to
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compare the results of different volunteers, and Students t-tests were performed to compare

results between groups.

The hardware and software of the robotic registration system was the same as in Chapter 3. The

AR project for the HoloLens was built in Unity (Unity Technologies), and HoloToolkit (GitHub,

Inc.) was used for the development of some AR functions. The AprilTags C++ Library [183]

and Vuforia SDK (PTC, Inc.) were used for image marker recognition. The communication

between the HoloLens and the registration system was via wireless UDP/IP (user datagram

packet over internet protocol). Result processing was done in MATLAB (R2016a, MathWorks,

Inc.), and the Statistical Package for the Social Sciences (SPSS, version 24, IBM Corp.) was

used to conduct the statistical analysis.

4.3.3 Experiment Results

The time cost of the whole procedure, including loading the program onto the HoloLens and

the robot controller, selecting the ROI, registering the target femur with the depth camera,

rendering AR navigation via the HoloLens, and drilling the guide hole with AR navigation,

was recorded as a reference. The average time was about 2 minutes (115 s) for the author

and 4 minutes (234 s) for other users. With more practice, all the users were able to finish

the procedure within 3 minutes. Although this procedure time is achieved under laboratory

conditions which are different from the actual conditions in the operating room, it can still

show, to some extent, the easiness and efficiency of using the AR navigation system to assist

with orthopaedic procedures.

Position of the entry point on the femur phantom and direction of the guide hole were measured

and transformed into the femur model frame to compare with the pre-operative plan. The

angular errors were measured in 3D as absolute values, then represented in clinically relevant

inclination and version errors. The mean values and standard deviations of the errors of each

group are shown in Table 4.2. Figure 4.6 displays the variations of the absolute errors, and
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Figure 4.7 displays the inclination errors and the version errors. Scatter plots of the entry

position errors and direction errors of the measured guide holes are shown in Figure 4.8.

Table 4.2: Errors in position and direction of the drilled guide holes.

Author Author+Obstacle Volunteers Total

3D position error
(mm)

1.76± 0.77 2.03± 0.87 1.91± 0.89 1.90± 0.84

3D direction error
(◦)

1.85± 0.89 2.20± 0.96 2.14± 0.81 2.06± 0.89

Inclination error (◦) −1.62± 0.87 −1.67± 1.10 −1.30± 1.38 −1.53± 1.14

Version error (◦) −0.24± 0.76 −0.24± 1.25 0.47± 1.14 0± 1.11

The error values are in the form of mean ± standard deviation.

Statistical analysis was conducted on the absolute errors of the three groups. One-way between

subjects ANOVAs were used to compare the position and direction errors of the five volunteers

in the ‘Volunteers’ group, and no statistically significant differences were found in either position

errors (p = 0.370) or direction errors (p = 0.900). The t-tests showed no significant differences

between the ‘Author’ group and the ‘Volunteers’ group (position error: p = 0.493, direction

error: p = 0.188), indicating good usability of the AR navigation system (i.e., with some

practice, an inexperienced user can achieve similarly accurate results). The differences between

the ‘Author’ group and the ‘Author+Obstacle’ group were also insignificant (position error:

p = 0.200, direction error: p = 0.146), demonstrating appropriate dynamic tracking of the limb

during the navigation of guide hole drilling.

4.4 Discussion

In the experiments, we tested the accuracy of drilling a guide hole along the axis of the femoral

neck for hip resurfacing with our AR based surgical navigation system. A mean position error

of 1.90 mm and a mean direction error of 2.06◦ were achieved under different conditions, which

showed promising accuracy. Although we did not perform a control group of experiments with
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(a) Position errors of the entry points. (b) Direction errors of the guide holes.

Figure 4.6: Box-and-whisker plots of the absolute errors of the drilled guide holes in position
and direction. The central mark indicates the median, and the bottom and top edges of the box
indicate the 25th and 75th percentiles, respectively. The whiskers extend to the most extreme
data points not considered outliers (approximately ±2.7σ and 99.3% coverage for a normally
distributed dataset).

other techniques to compare the outcomes, several studies have been done on the accuracy of

guide wire insertion with conventional mechanical jigs, PSI, or computer navigation [181, 184,

185, 186, 187, 188, 189], and their results are briefly listed in Table 4.3.
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(a) Inclination errors. (b) Version errors.

Figure 4.7: Box-and-whisker plots of inclination errors and version errors of the guide holes.
(a) Inclination errors (positive values represent relative valgus and negative values represent
relative varus). (b) Version errors (positive values represent anteversion and negative values
represent retroversion). Outliers are plotted individually using the ‘+’ symbol.
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(a) (b) (c)

(d) (e) (f)

Figure 4.8: Scatter plots of the entry points and the angular errors of the three groups of
experiments. (a)-(c) Projections of the entry points of ‘Author’, ‘Author+Obstacle’ and ‘Vol-
unteers’ groups on the plane perpendicular to the planned drilling direction. The origin is the
planned entry point. The dashed circle is the positional threshold for AR guidance. The solid
red circle represents the diameter of the femoral neck, which is 31 mm. (d)-(f) Inclination and
version errors for ‘Author’, ‘Author+Obstacle’ and ‘Volunteers’ groups. The dashed circle is
the directional threshold for AR guidance. As seen from these figures, inclination errors tend
to be more varus for all the three groups, which could be because the weight of the drill makes
it hard to maintain the drill direction during free-hand drilling.
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Since the measurements and experimental conditions are not the same, results cannot be com-

pared directly. However, the mean errors of our experiments are comparable to those in these

studies, and our standard deviations are generally smaller, indicating a satisfactory accuracy

and a very good repeatability. According to the quantitative score table for guide concepts

proposed by Audenaert et al., the achieved accuracy is scored as ‘acceptable’ if the position

error ≤ 4 mm and the direction error ≤ 4◦, and as ‘good’ if the position error ≤ 2 mm and

the direction error ≤ 2◦ [184]. Therefore, the accuracy of this AR navigation system under the

somewhat artificial test conditions described here is within the ‘acceptable’ range, and very

close to the ‘good’ range.

In addition to its accuracy and precision, the AR navigation system also shows promising

advantages in terms of surgical workflow. With some simple voice commands and gestures,

the user can easily interact with the HoloLens, through which the depth camera and the robot

are controlled. In this way, a user-centred workflow is achieved, where all other equipment

will serve the user rather than the user needing to operate the equipment. The registration

is automatic and markerless, only requiring a model of the bone for pre-operative planning

purposes, as is customary in image-based computer assisted orthopaedic systems. Importantly,

it is not necessary to insert bone markers or to manually select bone features to register the

markers, which has the potential to reduce intra-operative time.

Finally, this AR navigation technique also possesses usability advantages over conventional

navigation on computer monitors by allowing intuitive visual guidance that does not distract

from the surgical field. The navigation is overlaid on the patient in 3D and displayed to

the user through the HoloLens, which is a standalone headset without dangling cables. The

systems somewhat higher complexity in comparison to traditional navigation is warranted in

this proof-of-concept setup, as it is shown to have the potential to provide a more informative

surgical environment, which may eventually contribute to higher efficiency and better surgical

accuracy. Significant improvements in the commercial offering for AR headsets and low-cost

surgical robotic assistants are also expected to alleviate this issue in the future.
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The use of AR technology in orthopaedic navigation, however, would require improvements in

AR display and ergonomics, especially in the proof-of-concept stage. Current limitations of the

AR navigation system, as given in the feedback from the volunteers after the experiments, can

be grouped into the following aspects:

• Depth perception of the directional guidance. Although the guidance arrow is rendered

in 3D, it cannot be completely opaque to occlude objects behind it. And objects in front

of the arrow cannot occlude it, either, as the arrow is projected to the eyes directly. This

may cause difficulties in perceiving the depth information of the virtual object, so it takes

some practice to align the real drill axis with the virtual arrow.

• Deviations of the HoloLens display for the user. HoloLens does not track the users

eye positions (e.g., the interpupillary distance), so for different users the position of the

hologram may appear in a slightly different location within the immediate visual scene.

Although this does not affect the actual position of the hologram, which is pinned to the

scene in a pre-operatively defined pose, this projective distortion can be misleading for

the user during AR-based navigation.

• The increased complexity of the system. Although the AR navigation system may help

simplify the surgical workflow, the whole procedure may become technically more complex

because of the use of different technologies such as robotics and an AR headset. Other

techniques like voice commands and gaze control may also cause interruptions or even

unexpected responses of the system when the commands are misinterpreted. This added

complexity and the robustness issues could be addressed with further development (e.g.,

with a bespoke robotic effector, a ceiling mounted option, a multiple-camera setup, and

less intrusive AR glasses), but represent significant limitations of this proof-of-concept

work.

• Stability of free-hand drilling. Although none of our volunteers were medically trained,

all found it difficult to maintain good stability during free-hand drilling (inclination errors
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are more varus for all the three groups of experiments (p < 0.05)), an issue which might

require further investigation.

The biggest obstacle to eventual clinical deployment is registration in a realistic scenario. Specif-

ically, the challenge will be to identify suitable image processing algorithms to extract the target

femur from the surgical scene in order to correctly register it. In this study, the conditions are

artificially simple, with a femur phantom isolated from the leg, no soft tissue or blood, and

no drapes to contend with. Conventional feature-based image segmentation may encounter

significant difficulties in such a complex environment, but it is believed that the exponential

growth in machine learning techniques and technologies in recent years may eventually come

to the rescue. With an intelligent method that can automatically segment the images from the

depth camera and obtain the part that belongs to the target bone, this AR navigation system

will be able to deal with real anatomies and thus potentially be applied to surgical procedures

in the operating room.

4.5 Summary

In this chapter, a surgical navigation system for orthopaedic surgery based on AR technology

is presented to assist surgeons in bone preparation where accuracy is a key consideration. The

registration and tracking of the target bone are provided by the robotic registration system

described in Chapter 3, which are then used by the HoloLens to align the surgical plan with the

patient’s anatomy. With the ability of overlaying 3D virtual information in situ, AR navigation

provides a more intuitive and efficient way to assist in orthopaedic procedures, which exempts

the surgeon from looking at additional monitors.

Apart from the improved accuracy, a natural interaction between the surgeon and the system

is also achieved, which can contribute to a surgeon-centred surgical workflow that improves

the efficiency in the operating room. With the use of depth imaging and the self-tracking AR

headset, the surgical setup is simplified and no invasive bone markers or external tracking system
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are required for the real-time navigation. Although experiment results show promising accuracy

of the navigated procedure, the artificial setup of the experiments is quite different from the

realistic scenario in the operating room. To apply this AR navigation to real orthopaedic

procedures, a further step is needed to cover the gap between bone phantoms and real bones

with anatomical surroundings. Therefore, the images from the depth camera need further

processing to extract the useful part and filter out distractions, and this part of the study will

be discussed in detail in the next chapter.



Chapter 5

Depth Image Segmentation for

Markerless Orthopaedic Registration

This chapter presents a deep-learning based segmentation method to extract a clean surface of

the target bone from the depth images. Both RGB and depth images from the depth camera

are used, and the ROI, i.e. the surgical site, is first identified using the RGB image, then

the patch of depth image around the ROI is segmented to obtain the bone surface without

surrounding tissues for registration. Deep neural networks that can process the RGB and

depth images are established and trained using data collected from a cadaveric specimen, and

ex vivo experiments validate the feasibility of using depth imaging for automatic markerless

registration in orthopaedic surgery. The research presented within this chapter is an edited

version of the work published in:

H. Liu and F. Rodriguez y Baena, “Automatic Markerless Registration and Tracking of

the Bone for Computer Assisted Orthopaedic Surgery”, IEEE Access, DOI: 10.1109/AC-

CESS.2020.2977072.

123
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5.1 Introduction

As introduced in Chapter 3, registration is one of the most important steps in computer assisted

orthopaedic surgery as it defines the position of the patient in the surgical system so that the

pre-operative plan can be mapped to the patient correctly. The performance of subsequent

procedures will be directly affected by the registration accuracy. However, in conventional

registration methods, a tracked probe is used to measure point positions on the bone surface in

order to align the pre-operative plan with the anatomy, which not only complicates the surgical

procedure and increases the operating time, but may also cause pin-site complications due to

the use of invasive markers.

Using depth imaging technology to measure the geometry of the bone surface for orthopaedic

registration can minimise the surgeon’s participation in the registration process and achieve real-

time registration without invasive markers, leading to a simpler workflow and higher efficiency

in the operating room. The work in the previous chapters also demonstrated the suitability

and satisfactory accuracy of using depth imaging for orthopaedic registration. Under ideal

conditions like the experiments in the previous chapters where the surface geometry of the

bone phantom can be measured cleanly without any irrelevant points, the registration based on

depth imaging works well and the accuracy looks promising. But in real clinical scenarios, after

the incision is made, the bone will not appear isolated, and there will always be soft tissues or

surgical instruments surrounding it. These surroundings will be captured by the depth camera

together with the bone geometry, which are actually interference to the registration algorithm.

Therefore, given the depth images from the depth camera, the first step is to correctly extract

the part that belongs to the target bone, then use this part to estimate the pose of the bone,

otherwise the estimation will be skewed by the irrelevant parts. In conventional registration

methods, the extraction is done by the surgeons when they collect points on the bone sur-

face using a probe, which is easy for the surgeons to distinguish the bone surface from the

surroundings. For the purposes of real-time registration, it is impractical to perform manual
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segmentation on the fast updating depth images from the depth camera. Therefore, an intelli-

gent method that can replace the surgeon to segment the captured depth images is the key to

real-time automatic registration.

Image segmentation is always an important topic in the field of computer vision (CV) as it

partitions an image into multiple meaningful segments according to the segmentation purpose

so that the target segment(s) can be extracted and processed. In our specific task, we need

to segment the depth image of the orthopaedic surgical site in order to obtain the points

that belong to the target bone for pose estimation. In recent years, deep learning has shown

its potential in solving complex CV problems such as image classification, object detection,

etc., and studies on deep-learning based segmentation of commonly used medical images, such

as microscopic images and CT or MR volumetric images, have achieved satisfactory or even

human-level performance [57, 59, 190, 191], which could be very helpful to reduce the time cost

and the workload on the clinicians.

As a relatively new imaging modality, depth imaging is still rarely applied to clinical fields.

Studies on depth image segmentation, especially for medical applications, are hard to find.

Currently, segmentation of depth images mainly focuses on tasks like semantic segmentation

of indoor or outdoor scenes [192, 193, 194]. Depth image segmentation in surgical scenarios is

still to be explored.

Therefore, in this chapter, we present a deep-learning based segmentation method for depth im-

ages in orthopaedic scenarios in order to extract the bone geometry from the whole scene, which

will bridge the gap between laboratory and clinical conditions and facilitate the application of

the previous AR navigation system to real surgical procedures. We chose knee replacement as

the target procedure for this work, because in knee replacement there will be a larger exposure

of bone surface for the depth camera compared to the exposed bone in hip replacement. This

work will utilise both RGB and depth images from the depth camera. The position of ROI

is first localised by processing the RGB image, which is then used to crop the corresponding

depth image to minimise the segmentation scope. The bone surface can be extracted from the
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segmented depth image and registered to the pre-operative bone model automatically, and the

registration process can be repeated at a fast rate so that markers are no longer needed for

real-time tracking.

Our contribution in this chapter is threefold. First, a pixel-wise labelled depth image dataset

of the knee anatomy is created for segmentation training. Second, artificial neural networks

are established and trained to localise and segment the femur surface directly, with both RGB

and depth information utilised. Third, this automatic femur segmentation method is tested

on a cadaveric knee with satisfactory accuracy achieved, demonstrating that markerless and

automatic orthopaedic registration based on depth imaging (proposed in Chapter 3) is feasible

in realistic scenarios.

This chapter is structured as follows. First, the creation of a pixel-wise labelled depth image

dataset of the knee anatomy through a normal incision will be described. A corresponding

RGB image dataset with the ROI position in each image as the label is also created. Next,

the architectures of the deep-learning networks for bone localisation and segmentation will be

described in detail, and the created datasets will be used to train the networks in order to

achieve satisfying segmentation accuracy. Finally, the trained networks will be integrated into

the depth camera for online bone segmentation, from which the bone surface can be extracted

for automatic markerless registration.

5.2 Dataset Preparation for Deep Learning Training

5.2.1 Experimental Setup for Data Collection

A depth image is a map describing the spatial geometry of the environment. Like RGB images,

a depth image is also a matrix of pixels, each of which contains three values. But instead of

representing colour, the values of a pixel are actually the x, y and z coordinates of that point

relative to the depth camera. As depth images and RGB images share the same data structure,
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the architecture of the artificial neural networks that perform well on RGB images may also be

utilised for depth image processing. However, as mentioned previously, very few studies apply

depth imaging to surgical scenarios, so no labelled datasets of surgical depth images have been

found so far for our segmentation training.

In order to collect enough training data for the segmentation network, we have to create our own

depth image dataset and label all the images. Since the target procedure is knee replacement,

a commercial depth camera (Intel RealSense D415, Intel Corp.) was used to scan a cadaveric

knee to obtain depth images of the knee joint anatomy. RGB images were also collected

simultaneously with the depth images because they will be needed for the training of ROI

localisation. A mechanical rig was designed to hold the cadaveric knee, with a ball joint used

as the hip so that the position and angle of the knee can be changed during the experiment.

The experimental setup for data collection is shown in Figure 5.1.

Figure 5.1: Experimental setup for image collection of the knee anatomy.

Data labelling is a laborious task for image segmentation because each pixel in the image needs

a label indicating which class it belongs to. In order to facilitate segmentation labelling of

the depth images, we created a semi-automatic pixel-wise labelling method. An optical 3D

measurement system (fusionTrack 500, Atracsys LLC) is needed for the labelling method, and

the surface points of the distal femur that can be seen when the knee joint is exposed need to be



128 Chapter 5. Depth Image Segmentation for Markerless Orthopaedic Registration

collected as a reference (ground truth). In the data collection experiment, a standard incision

was made across the front of the knee to expose the distal femur, then an optical marker that

could be tracked by the Atracsys system was inserted into the femur. A probe that was also

tracked by the Atracsys system was used to scan the femur surface, and the tip position of the

probe was measured in the Atracsys frame, then transformed into the femur marker frame Mf .

After the whole femur surface that was exposed was scanned using the probe, the point cloud of

the femur surface Pf in the femur marker frame was obtained, which covered the whole articular

surface and contained more than 1100 points. The Intel depth camera was then used to take

depth and RGB images of the cadaveric knee from different positions. Another optical marker

was attached to the depth camera, and the transformation between the marker frame Mc and

the camera frame C was calibrated beforehand. The poses of Mc and Mf were measured by

the Atracsys system every time a depth image and a corresponding RGB image were saved.

Different positions and angles of the knee were set during the image collection to increase the

diversity of the data.

5.2.2 Data Post-processing and Labelling

Over 2000 depth images of the knee were collected in the data collection experiments together

with the same number of RGB images, and the poses of Mc and Mf were also recorded for each

pair of images. Then the points in the depth images that belong to the femur surface need to

be labelled. Given the reference femur points Pf measured by the probe, for each depth image,

the femur points can be transformed from the femur marker frame to the camera frame by

Pc = TC
Mc

× (TA
Mc

)−1 × TA
Mf

× Pf (5.1)

where TC
Mc

is the calibration matrix between the camera frame and the camera marker frame,

TA
Mc

and TA
Mf

are the poses of the camera marker and the femur marker measured by the

Atracsys system, respectively. Theoretically, the points belonging to the femur in the depth
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image can be labelled by finding the matching points of Pc. However, due to errors existing in

the calibration matrix (TC
Mc

) and marker tracking (TA
Mc

and TA
Mf

), the transformed points Pc do

not perfectly overlap the femur in the depth image. Therefore, a standard ICP [153] algorithm

was used to align Pc with the depth image, and then the overlapped points (distance to the

reference femur point cloud smaller than 2.5 mm) were labelled as the surface points of the

femur for the segmentation training.

After labelling the depth image, we augmented the dataset to improve the training outcome.

First, around the centre of the labelled points we cropped the depth image to a 160×160 square

shape, and the cropping centre was recorded as the label of the corresponding RGB image for

ROI localisation training. Then the depth images were flipped to increase the size of the

dataset. In depth images, pixel position (row, column) and pixel value (x, y, z ) are correlated

because each pixel is projected from a physical point according to its spatial position. Thus,

besides flipping the pixel positions, the pixel values also need to be modified. According to the

coordinate system of the depth camera, the x -axis points to the right and the y-axis points

downwards, so the x values of the pixels change signs if the depth image is flipped horizontally,

and y values change signs if the flip is vertical. In this way, we can have a left knee geometry

from a right one. For the same reason as above, to rotate a depth image, the point coordinates

are rotated around the z -axis of the depth camera (pointing forward) by ±90◦ before the pixel

positions are rotated. For each depth image, the pixel values were multiplied by a random scale

(between 0.9 and 1.1) in order to represent different sizes of knees.

5.3 Deep Learning Network Design and Training

5.3.1 Network Architectures

Commercial depth cameras normally have a wide field of view that captures a large area of

the environment, so only a small part of the image belongs to the target bone. In order
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to decrease the size of the segmentation network and potentially improve the segmentation

accuracy, a localisation network utilising the RGB information is built to estimate the ROI

position, around which the depth image can be cropped to remove most of the background.

The ROI localisation network has a similar architecture like the AlexNet [195], with five con-

volutional layers extracting features from the input RGB images. But instead of using fully

connected layers at the end for classification, we need to conserve the spatial information of the

features, so we apply a 1 × 1 convolutional layer to compress the feature map to one channel

and then normalise it, the value of each element represents the probability of the ROI at that

position. It is then multiplied element-wise by a pre-defined position weight map to calculate

the ROI position. The position weight map has the same size as the final feature map, and

each cell in the map has two values representing the relative positions of that cell in the row

and the column. The architecture of the ROI localisation network is shown in Figure 5.2. Input

images are cropped to a proper size (355×627) to fit the network then augmented (e.g. flipped

vertically or horizontally, with brightness and saturation etc. adjusted randomly) to enlarge

the dataset, and batch normalisation [196] is used after each convolutional layer to facilitate

network training.

Figure 5.2: Architecture of the ROI localisation network.
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The deep neural network we built for depth image segmentation adopts the architecture called

‘U-Net’ [57], which is a fully convolutional network that has a symmetric ‘U’ shape, as shown

in Figure 5.3. The input depth images are randomly cropped to the size of 128 × 128 before

feeding to the network, and the output is a 1-channel segmentation map that has the same

resolution as the input. On the left side are typical convolutional and pooling layers that

increase features and contract resolution, while the right side contains transposed convolutional

layers to increase resolution, which are then concatenated with high resolution features from

the left side to assemble a more precise output. The last layer is a 1 × 1 convolutional layer

with a sigmoid activation, mapping all the features of a pixel to one value between 0 and 1

which represents the confidence of that pixel belonging to the femur.

Figure 5.3: Architecture of the depth image segmentation network. The horizontal numbers
are the channel numbers of the feature maps, and the vertical numbers are the resolutions of
the feature maps.

5.3.2 Network Training and Evaluation

Both of the networks were implemented using TensorFlow [197], and the Adam optimiser

[198] was used for training. The datasets of RGB and depth images were both shuffled and

divided into three groups with the ratio of 6:2:2 for training, validation and testing. For the
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ROI localisation network using RGB images, the loss function is defined as the square of the

distance between the predicted ROI position and the label. To prevent overfitting the training

data, dropout and weight regularisation were applied during network training. After training,

the validation dataset was used to evaluate the performance of ROI localisation, according to

which some hyperparameters were modified to improve the training outcome. When the ROI

localisation performance was satisfying, the testing dataset was used to test the performance

on images that had never be seen by the network. The mean distance between the predicted

ROI position and the label in the testing dataset is 5.2 (SD: 4.3) pixels, and some of the testing

examples of ROI localisation are shown in Figure 5.4(a).

The loss function of the depth image segmentation network is defined as the mean of the squared

pixel errors:

loss =
m
∑

i=1

n
∑

j=1

(pij − lij)
2 /mn (5.2)

where m, n are the numbers of rows and columns of the input image, pij, lij are the prediction

and the corresponding label of the pixel at row i and column j. Because of the vanishing

gradient problem [199] caused by the sigmoid activation in the last layer, it is hard to train

the segmentation network if the parameters are poorly initialised. To facilitate training, first

we used the rectified linear unit (ReLU) activation in the last layer and trained the network

for a number of epochs to obtain a good initialisation of the parameters, then changed ReLU

activation to sigmoid to compute the segmentation map we needed (values between 0 and

1). The segmentation network was trained for 250 epochs before the validation error stopped

decreasing.

Different metrics have been designed to test image segmentation accuracy, such as pixel accu-

racy, F-score, etc. But these metrics are mainly for binary classification (0 or 1). The values

in our generated segmentation map represent the confidences of pixels belonging to the bone,

which are between 0 and 1 rather than binary, thus, in order to evaluate the segmentation

accuracy in our case, we need to



5.3. Deep Learning Network Design and Training 133

• either set a threshold to convert the prediction values to binary,

• or adjust the common metrics for evaluating image segmentation to suit our data values.

Pixel accuracy is a metric calculating the ratio of pixels that are correctly classified to all the

pixels:

pixel accuracy =
TP + TN

TP + TN + FP + FN
(5.3)

where TP, TN, FP and FN represent the counts of pixels that are true positive (label: 1,

prediction: 1), true negative (label: 0, prediction: 0), false positive (label: 0, prediction: 1) and

false negative (label: 1, prediction: 0). Given the prediction values between 0 and 1, we set a

threshold to decide if the prediction is positive (prediction > threshold) or negative (prediction

≤ threshold), and derive a weighted pixel accuracy from equation (5.3):

weighted pixel accuracy =
p(TP ) + q(TN)

p(TP ) + q(TN) + p(FP ) + q(FN)
(5.4)

where p(·) means that the contribution of each pixel in that area to the count is the prediction

value of that pixel rather than 1, and q(·) means that the contribution is 1− prediction value.

Using pixel accuracy might be misleading when the target area is too small compared with

the background because the measure can be biased by the big TN . Therefore, another metric

commonly used by image segmentation challenges is called intersection over union (IOU), also

known as Jaccard index, which does not account for TN :

IOU =
TP

TP + FP + FN
(5.5)

Similar to equation (5.4), we derive the weighted IOU for our segmentation evaluation:

weighted IOU =
p(TP )

p(TP ) + p(FP ) + q(FN)
(5.6)

which calculates a weighted pixel counting based on the generated prediction values.
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Another metric for evaluating similarity commonly used by segmentation studies is Dice simi-

larity coefficient (DSC, also could be called Sørensen-Dice coefficient or F1 score). DSC is not

very different from IOU, and can be defined as

DSC =
2 · TP

2 · TP + FP + FN
(5.7)

For pixel values that are not binary like those in our case, a weighted DSC metric is derived

from equation (5.7):

weighted DSC =
2 · p(TP )

2 · p(TP ) + p(FP ) + q(FN)
(5.8)

We used the testing dataset to evaluate the performance of depth image segmentation with these

modified metrics, and also converted the prediction values to binary by setting a threshold so

that the conventional metrics can be used. The threshold value was 0.5 in both cases. The

accuracy measured by different metrics is shown in Table 5.1. Table 5.2 shows the mean

percentages of different fractions in the segmentation results, from which we can see decent

precision (93.64%, representing the purity) and recall (93.12%, representing the completeness).

Some examples of the segmentation results are shown in Figure 5.4.

Table 5.1: Testing accuracy of depth image segmentation using different metrics.

Metric
Accuracy

(conventional)
Accuracy
(weighted)

Pixel accuracy (%) 98.91± 0.69 99.11± 0.63

IOU (%) 86.00± 9.39 87.83± 9.54

DSC (%) 92.12± 7.20 93.15± 7.34
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Table 5.2: Confusion matrix of the segmentation results of the testing depth images.

Actual condition

Femur Non-femur

Predicted Femur 6.99% (TP) 0.42% (FP)

condition Non-femur 0.47% (FN) 92.12% (TN)

5.4 Experiments of Markerless Registration

5.4.1 Markerless registration based on depth imaging

After the localisation and segmentation networks were trained with satisfactory accuracy, they

were used to process RGB and depth images from the depth camera directly. The localisation

network provides the position of the surgical site based on the RGB image, then this position

is used to crop the corresponding depth image to the required size. The cropped depth image

is then fed into the segmentation network to remove surrounding tissues and obtain a clean

surface of the target femur, which is similar to the surface that the surgeon maps out manually

using a probe.

Given the distal femur surface from the depth image, the pose of the femur can be computed

by comparing the acquired surface with a reference model of the femur. Normally this model

is obtained from pre-operative images such as CT or MRI scans that contain the actual surface

geometry of the bone. ICP algorithm is an effective algorithm for precise surface matching, but

standard ICP requires a large number of iterations to achieve satisfactory convergence. In order

to reduce the number of iterations, thus reducing the converging time, a more efficient variant

of ICP, the point-to-plane ICP algorithm [157], is adopted. Point-to-plane ICP calculates the

transformation based on the sum of distance between the point in the source cloud and the

tangent plane at its corresponding point in the target cloud instead of point to point distance,

thus, the surface normals of the target cloud (i.e. the reference model) need to be computed

beforehand. Studies have shown that point-to-plane ICP can have better performance than
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Figure 5.4: Examples of localisation and segmentation results of the networks. Three rows are
three groups of results from different viewing positions. (a): ROI localisation in RGB images.
The centres of the red boxes are the predicted ROI positions, and the size of the red boxes
(128× 128) is used to crop the depth images. (b): RGB images corresponding to the cropped
depth images. (c): The depth images (blue) with labelled pixels (ground truths, magenta). (d):
The depth images (blue) with predicted femur pixels (cyan). (e): The ground truths (red), the
predictions (green) and their overlays (yellow).

point-to-point ICP in structured environment [158, 200], which will be beneficial to the online

registration.

Since the depth image segmentation provides each point with a confidence of belonging to the

bone, this confidence is utilised as a weight of that point when calculating total point-to-plane

errors, such that points with higher confidence will have larger contribution to the ICP pose

estimation, which reduces the potential errors caused by mis-classified points and helps further

improve the registration accuracy.

Therefore, in our registration process, the target femur can be registered once it is exposed

through the surgical incision, which exempts the surgeon from performing registration man-

ually. As the registration can be done automatically at a fast rate, invasive markers are no

longer needed, which could contribute to shorter operating time and less injury to the patient.
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The diagram of our automatic markerless registration process and the comparison with the

conventional registration method are shown in Figure 5.5.

Figure 5.5: Comparison between the automatic markerless registration and the conventional
orthopaedic registration. In the white area is the markerless registration that does not involve
the surgeon’s participation or invasive markers, while in the grey area is the conventional
registration process for orthopaedic navigation. Apparently, the proposed registration simplifies
the workflow and reduces the time for navigation setup.

5.4.2 Experimental design

The main aim of the experiment is to test the registration accuracy of the femur in knee surgery

without the use of invasive markers. A new cadaveric knee was used in the experiment and a

standard incision was made across the front of the knee to expose the distal femur. Although

the registration procedure was markerless, in order to evaluate the accuracy of markerless femur

registration, the Atracsys optical tracking system was used again, and the setup was similar to

that of the training dataset collection experiment, as shown in Figure 5.6. An optical marker

was inserted into the femur and the exposed femur surface was scanned using a tracked probe

as the ground truth. Then the depth camera with another optical marker attached to it was

used to capture an RGB stream and a depth stream of the knee, from which the distal femur

surface would be localised and extracted.
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Figure 5.6: Experimental setup for automatic markerless registration on a new cadaveric knee.

The experiment included two stages. In stage 1, the depth camera was placed at 40 different

positions around the cadaveric knee to measure the pose of the femur while the femur was fixed,

and 50 frames were processed at each position to measure the accuracy of static registration.

In stage 2, the depth camera was fixed and the knee was moved by hand randomly for 40− 50

seconds to evaluate the dynamic tracking ability. The depth camera measured the pose of

the femur continually, and both the depth camera and the target femur were tracked by the

Atracsys system for registration accuracy evaluation. The target femur was registered in the

depth camera frame, then transformed into the Atracsys frame using the camera marker track-

ing results. Since the femur was registered continuously without abrupt movements, several

consecutive registration results should be consistent or consistently changing. Thus, a moving

average filter was applied to the transformed femur poses, which effectively reduced the errors

caused by measurement noise and improved the stability of registration results. The ground

truth scanned by the probe was also transformed into the Atracsys frame to measure the er-

rors of markerless registration. Segmentation results of the depth images were saved randomly
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during the experiment, and the time interval between the markerless registration updates was

also recorded.

The localisation and segmentation networks were written in Python for training, and the ar-

chitectures and parameters were saved after training so that they could be reloaded and used

in other projects. The programme for depth camera control and markerless registration was

written in C++, and after the RGB and depth image streams were enabled in the depth cam-

era, two parallel threads were created to reload the saved networks and make inferences from

the two streams1.

The depth camera used in the experiments is the same as the one for training data collection,

i.e. Intel RealSense D415. The whole automatic registration programme was deployed on a

computer running Ubuntu 16.04 LTS with an Intel R©CoreTM i7-4790 processor and 16 gigabytes

memory, and no external graphics cards were used. Depth image preparation and registration

was based on the Point Cloud Library [170], and the Eigen Library [171] was used to facilitate

coding of the registration. Result processing and statistical analysis were done in MATLAB

(R2016a, MathWorks, Inc.).

5.5 Results

To evaluate the online depth image segmentation accuracy, we randomly saved 20 depth images

with the predicted segmentation maps during the experiments. Then using the same labelling

method as described in the creation of the training dataset, we obtained the ground truth of

the segmentation. The segmentation accuracy was evaluated using weighted pixel accuracy,

weighted IOU, and weighted DSC, as shown in Table 5.3.

The registration result gives the pose of the target femur in the depth camera frame, which is

then transformed into the Atracsys frame to compare with the ground truth, i.e. the pose of

1Thanks to Patrick Wieschollek’s package for loading a Python model in C++ on GitHub
https://github.com/PatWie/tensorflow-cmake
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Table 5.3: Online segmentation accuracy of the randomly saved depth images.

Weighted pixel accuracy Weighted IOU Weighted DSC

Accuracy (%) 98.28± 0.99 81.87± 9.16 89.75± 5.79

Range (%) 96.09− 99.23 63.30− 92.81 77.53− 96.27

Accuracy is in the form of mean ± standard deviation.

the femur scanned by the probe. The registration error was measured as the translational error

of the centre of the distal femur and the rotational error of the registered femur. The rotational

error was measured in 3D as absolute values, then represented as clinical errors measured in

the coronal, sagittal and transverse planes. In stage 1, we mainly focused on the registration

accuracy that can be achieved when the target was stationary, and the overall registration

errors are shown in Table 5.4. Box-and-whisker plots of the 40 groups of registration errors in

this stage can be seen in Figure 5.7 and Figure 5.8.

Table 5.4: Errors of markerless registration in position and orientation.

Error 95% confidence interval

3D translational error (mm) 2.74± 1.13 [2.69, 2.79]

3D rotational error (◦) 6.66± 3.07 [6.52, 6.79]

Rotational error in coronal plane (◦)* 2.09± 1.50 [2.02, 2.15]

Rotational error in sagittal plane (◦)† −3.50± 2.72 [-3.62, -3.38]

Rotational error in transverse plane (◦)‡ −4.33± 2.97 [-4.46, -4.20]

Errors are in the form of mean ± standard deviation.
* Positive mean represents varus and negative mean represents valgus.
† Positive mean represents flexion and negative mean represents extension.
‡ Positive mean represents retroversion and negative mean represents anteversion.

The aim in stage 2 of the experiment was to test the tracking performance of the proposed

markerless registration method when the target femur was moving. We carried out the dynamic

tracking of the moving knee for three times, and during the motion the knee was always in the

field of view of the depth camera. Each motion lasted 40−50 seconds and contained about 250

measurements. The dynamic registration errors of the moving knee are shown in Table 5.5.
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(a) 3D translational errors.
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(b) 3D rotational errors.

Figure 5.7: Box-and-whisker plots of the registration errors measured in 3D. The central mark
indicates the median, and the bottom and top edges of the box indicate the 25th and 75th
percentiles, respectively. The whiskers extend to the most extreme data points not considered
outliers (approximately ±2.7σ and 99.3% coverage for a normally distributed dataset). Outliers
are plotted individually using the ‘+’ symbol.

Finally, the time period for the online registration to update was recorded during the exper-

iments. In each period, a series of computations were performed, including the capture and

preparation of the RGB and depth images, identifying ROI position from the RGB localisation
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(a) Rotational errors in the coronal plane.
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(b) Rotational errors in the sagittal plane.
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(c) Rotational errors in the transverse plane.

Figure 5.8: Rotational registration errors measured in the anatomical planes.
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Table 5.5: Dynamic registration accuracy of the knee in motion.

Motion 1 Motion 2 Motion 3

3D translational error (mm) 10.87± 5.14 12.56± 6.98 12.12± 8.28

3D rotational error (◦) 9.14± 4.46 6.89± 4.39 8.12± 7.24

Results are in the form of mean ± standard deviation.

network, extracting femur surface points from the depth image segmentation network, and the

ICP based registration. The time recordings when the knee was stationary or moving can be

seen in Table 5.6. From the time recordings, we can see the update rate of the online registration

under current hardware and software conditions was about 5− 6 Hz.

Table 5.6: Computation time for online registration to update once.

Fixed knee Moving knee

Time period (ms) 187.8± 14.0 182.7± 13.7

95% confidence interval (ms) [187.2, 188.4] [181.7, 183.7]

Time period is in the form of mean ± standard deviation.

5.6 Discussion

A deep learning based depth image segmentation method is proposed in this chapter for au-

tomatic markerless registration in knee replacement. Depth imaging is adopted to provide the

point cloud of the surgical site in real time, and deep neural networks were trained to auto-

matically localise the surgical site and extract the surface points of the femur from the point

cloud for femur registration. To obtain the real anatomical structure of the knee for network

training, labelled datasets of both RGB images and depth images were created from a cadaveric

specimen. The whole registration procedure was automated by deploying the trained networks

in the depth camera control programme so that the RGB and depth images can be processed

on the fly for online registration. Experiments were conducted on a new cadaveric knee to test

the accuracy of the proposed registration method, and a mean translational error of 2.74 mm
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and a mean rotational error of 6.66◦ were achieved.

To have a good understanding of the surgical site and acquire the exact geometry of the target

bone surface like a surgeon does, but with much faster speed, both RGB and depth information

from the depth camera were used. The reason for using both is mainly twofold. First, current

depth imaging is not as developed and stable as RGB imaging, so in a depth image, a consid-

erable number of pixels will not have valid values (i.e. their positions cannot be measured),

which makes it difficult to globally localise the position of the knee according to the ‘broken’

depth image. The exponentially increasing measurement noise with respect to distance also

diminishes the usability of the whole depth image. Second, RGB imaging is able to provide a

robust ROI estimate from the whole scene, but in the smaller scope of the surgical site, the

high brightness of the surgical light may wipe out the colour features that are useful for seg-

mentation. The bleeding at the surgical site can also complicate the colour conditions, while

depth imaging is not affected. Therefore, the combination of colour and depth information can

make the best of the strengths of both to provide coarse localisation and fine segmentation.

The proposed registration method for knee surgery will benefit both the patients and the sur-

geons. For the patients, since the bone can be registered continually based on the surface

geometry, optical markers are no longer needed to be inserted into the bone for real-time track-

ing, making the surgery less invasive. For the surgeons, the surgical procedure can be simplified

because no extra operations are needed to insert the markers. This automatic registration can

also exempt them from manually collecting surface points of the target bone. The bone can be

registered once it is exposed, which results in a more fluent surgical workflow. These advantages

will contribute to higher surgical efficiency in the operating room, and the simplified system

setup may also potentially lower the cost of the surgery.

In this research, we focus on providing and validating a new perspective on orthopaedic regis-

tration, but currently, the registration accuracy using depth imaging is not comparable to that

of the conventional registration method using optical tracking systems, especially the rotational

accuracy. Under ideal conditions, conventional registration can achieve the accuracy of about
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1 mm and 1◦ [201, 202]. Several reasons can be summarised to explain the lower accuracy of

the proposed markerless registration:

1. Performance of depth image segmentation degraded on the new cadaveric knee, as can be

seen from the comparison between Table 5.1 and Table 5.3, which is a common issue in

deep learning. The training images were collected from only one specimen, so even though

data augmentation was performed, overfit may still happen during training so that the

segmentation does not generalise well on new images. Especially when non-femur points

are mis-classified as femur points, these mistaken points will cause converging errors in

the ICP algorithm.

2. Precision of the currently used depth camera is much lower than that of the optical track-

ing system. According to the specifications of the depth camera we used, the theoretical

depth RMS error at the distance of 1 m is about 1.5mm, while the RMS error of the

Atracsys system at 2 m is only 0.09 mm. The precision of the depth camera can be

further worsened due to non-ideal texture or light conditions of the environment. When

labelling the depth images for network training, we found it common that the captured

femur surface had ‘bumps’ that were more than 2− 3 mm away from the reference points

scanned using the probe. These errors will distort the captured depth images, leading to

converging errors of the ICP based registration.

3. The femur surface exposed during the knee surgery is fairly small compared to the whole

femur. Only the distal end of the femur is used for registration, while the proximal end is

unconstrained, which could partially explain why the translational errors are smaller than

rotational errors. Moreover, the rounded condyles of the femur are kind of symmetric

around the medial-lateral axis, resulting in fewer geometry features in this direction.

Thus, the depth measurement errors cause greater rotational errors in the sagittal plane

than in the coronal plane, as can be seen in Figure 5.8.

4. The registration errors were measured in the Atracsys system frame because the ground

truth of the femur pose was measured by the Atracsys system. However, the low precision
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of the depth camera made it very difficult to obtain an accurate calibration between the

depth camera and the optical marker since the calibration utilised the depth images from

the depth camera. When transforming the registration results from the depth camera

frame to the Atracsys frame, the calibration error will be added to the final registration

error, which could account for the systematic errors in the rotational errors (i.e. the errors

tend to be on one side of 0).

Identifying the sources of errors of the current method will help find out ways to improve the

registration performance in future studies. The most direct improvement could be achieved

by using a more precise depth camera, which is more suitable for use in surgical scenarios.

The depth camera currently used is a budget one designed for general purposes, and we use it

in this proof-of-concept study to validate the feasibility of markerless registration, but would

not expect it to be comparably precise as the Atracsys system that is roughly 50 times more

expensive. Another way is to expand the training dataset by collecting more images from

different knees, or by developing a more advanced method for data augmentation, which will

help improve the segmentation accuracy and generalisation in practical use, thus reducing the

registration error.

Another way to improve the registration accuracy is to register the bone using both ends. As

the longest bone in the body, femur can hardly be registered accurately using a small patch of

surface on the distal end. Increasing point sampling area is proved to improve bone registration

accuracy [203], but it also requires larger exposure. Conventional femur registration measures

the position of the hip centre so that both ends of the femur can be used for registration to

improve accuracy. According to [204], when random noise exists in the surface point measure-

ments, the registration error can be significantly reduced if the hip centre is considered in the

ICP algorithm, even if the estimate of the hip centre has a centimetre-level error. Therefore,

if the position of the hip centre can be estimated in the depth camera, the registration errors

can be bounded to a satisfactory range.

Compared with the static registration results, the registration errors of the moving knee are
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even larger, especially the translational errors (p < 0.001). The main reason could be that the

Atracsys system and the depth camera were not strictly synchronised, so the pose measurements

of the optical markers and the depth image capture did not happen at exactly the same time,

which might cause the large deviation in translation. Another reason could be that the quality

of the depth images will decrease when the object is moving due to the technical limitation of

the depth camera itself. And the lower quality of the depth images will inevitably introduce

larger errors into depth image segmentation and ICP based registration. Practically, most of

the navigated operations during the knee surgery will be performed when the leg is relatively

still, so the dynamic registration experiments of the moving knee were done to show that the

knee could still be tracked even though it was moving, and the large errors caused by the motion

are unlikely to affect the accuracy of actual operations. Also, the Atracsys system was only

used to measure the registration accuracy, the actual use of the markerless registration will not

have the synchronisation problem.

Computation time for the online registration algorithm is also an important aspect of the

registration performance. With 95% confidence, the registration results can be updated within

190 ms. Interestingly, as shown in Table 5.6, the mean time it took to register the moving

knee was shorter than registering the fixed knee (p < 0.001), which could be because when

the knee was moving, fewer points were extracted with high confidence as femur points due to

lower quality of the depth images, resulting in quicker ICP computation. At the moment, the

update rate of the online registration (5− 6 Hz) is not satisfactory for clinical use, but taking

into account the fact that only the CPU (central processing unit) was used to process all the

data and make inferences from the trained networks, this speed is acceptable. With the help

of GPU (graphics processing unit) or TPU (tensor processing unit) acceleration using some

powerful computing hardware and further optimisation of the programme architecture, we can

expect a boost in the computation speed. Achieving an update rate of 20− 30 Hz would then

be possible.

This study has shown that, with the integration of depth imaging and deep learning, it is
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possible to achieve automatic markerless registration for knee surgery. However, there is still a

big gap to cover before this technology can be adopted in orthopaedic surgery. The first step

we will take next is to expand the dataset used for training of the artificial neural networks.

So far all the work is based on the networks trained using data from only one cadaveric knee,

and the results are promising, with a mean segmentation accuracy (DSC) of 89.75% achieved

on a new cadaveric knee. With more data collected from different knees, especially under real

surgical conditions, the inferences from the trained networks are expected to be more reliable

and robust, which will contribute to higher registration accuracy. We will then work on an

effective method that can estimate the position of the hip centre, using either conventional

image processing or deep learning, so that the registration error caused by depth imaging noise

can be bounded. Finally, the deep learning networks will be further optimised. Currently, the

images were processed individually to analyse the spatial features, but since they are streamed

from the depth camera, they are also correlated with the former and latter images in the time

sequence. This sequential relationship will be exploited and utilised in the future work, which

can potentially benefit both the accuracy and the speed of image processing.

5.7 Summary

In Chapter 3, we proposed an orthopaedic registration method based on depth imaging, but

assumed that the bone surface can be obtained directly without the surrounding tissues using

the depth camera, which is impractical in real surgery.

Targeting the problem of automatic bone geometry extraction from depth images, a deep learn-

ing based segmentation method is proposed in this chapter. To obtain the real anatomical

structure of the knee for segmentation training, both RGB images and depth images were

created from a cadaveric specimen and labelled. Deep neural networks were established and

trained with the labelled data to first identify the position of the surgical site according to the

RGB image, then automatically extract the surface points of the femur from the depth image.
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In this way, only the useful points will be collected for online registration, which enables the

registration method based on depth imaging to be applied to the real anatomy.

This study offers a new perspective on orthopaedic registration. Invasive markers are no longer

needed since the registration result can be updated continually, and surgeons’ participation

becomes unnecessary, which could contribute to a more fluent surgical workflow. There are still

several issues to be addressed before adoption in clinical trials, such as robustness, accuracy,

etc. But with further studies conducted in this direction, we believe a more efficient and less

invasive registration method for orthopaedic surgery can be achieved in the future.



Chapter 6

Conclusion and Future Work

6.1 Summary of Thesis Achievements

Robot/computer assisted surgery has shown its potential in improving surgical accuracy and

preventing severe outliers. The precision and reliability of surgical robots and computer naviga-

tion extend the surgeon’s ability to perform more complicated procedures with more confidence,

which is especially helpful for inexperienced surgeons. As a type of surgery mainly dealing with

rigid bones, orthopaedic surgery is more suitable for the integration of robotics and computer

navigation because it is easier to define the procedure digitally without the concern of soft

tissue deformation. In fact, orthopaedics is one of the major domains where surgical robotics

is applied, and currently, there have been several orthopaedic robotic systems commercially

available in the market. Although the improved surgical accuracy has been proved in many

studies, the benefit is obtained at the expense of a more complex setup, inconvenient use of

the surgical system, and potentially less efficient workflow. These issues will not only compro-

mise the surgical outcome, but may also contribute to the reluctance of adopting these new

technologies in the operating room.

Several reasons are responsible for these issues. An important one is that there is not a conve-

150
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nient and reliable imaging modality developed for intra-operative use in orthopaedic surgery.

Imaging technology establishes the correspondence between the real world and the surgical sys-

tem, without which the digital plan cannot be applied. Currently, the C-arm is still the most

commonly used imaging modality in the operating room, but it can only take static 2D X-ray

images, and due to the ionising radiation, it cannot be used frequently. Although the C-arm

is less bulky compared to normal X-ray machines, it still takes up a large amount of space in

the operating room. To obtain measurements accurate enough for orthopaedic surgery, optical

tracking systems are used, which can only take measurements point by point, and rely on the

use of artificial optical markers.

Another reason is that a surgeon-centred workflow is not guaranteed when using the robotic or

navigated surgical system. The use of the assistive technologies takes too much attention from

the surgeon, sometimes even being distracting. The original workflow is interrupted by setting

or checking the surgical system, and the interaction between the surgeon and the system is not

very intuitive. The way of presenting information to the surgeon also needs improving in order

to integrate the useful information seamlessly into the surgical procedure. A more intelligent

and actively helpful surgical system is likely to be the next goal to achieve for robot/computer

assisted orthopaedic surgery.

Targeting these issues, one of the achievements of this thesis is to have developed an automatic

registration assistant to facilitate orthopaedic registration, which exploits the potential of a new

imaging modality, i.e. depth imaging, in orthopaedic surgery. In Chapter 3, depth imaging is

adopted for intra-operative orthopaedic registration without the need for surgeon intervention.

Since the bone is rigid, its surface geometry captured by the depth camera can be used to

compare with the pre-operative image to compute the registration matrix. This process can be

automated continually at a fast rate so that invasive markers are not necessary for real-time

tracking. Depth imaging is also an optical technique, so it can be affected by the line-of-sight

issue, which causes interruption. Robotics is used to mitigate this problem by moving the depth

camera away from obstacles. An efficient obstacle avoidance algorithm is proposed to minimise
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the risk of line-of-sight interruption while always keeping the registration target at the centre of

the view. In this way, a more fluent workflow can be guaranteed and the space in the operating

room can be shared by the surgeons and the robot efficiently. The surgeons do not need to

know about robotic control because an intuitive human-robot interaction method is provided

to allow direct manipulation of the robot by hand.

Another major achievement of this thesis is the development of an intuitive and efficient nav-

igation system based on AR technology, which could be used to guide free-hand operation or

in a robotic orthopaedic system in the future. 3D surgical plans can be superimposed on the

surgical target through the AR headset for the surgeon so that it is more intuitive to follow the

3D guidance. Additional navigation monitors are no longer necessary, thus saving space in the

operating room, and the in situ rendering of the guidance also minimises distraction from the

surgical site and alleviates the hand-eye coordination problem. Surgical tool tracking is also

achieved using the AR headset to compare with the surgical plan, from which visual cues can

be provided to assist with tool alignment so that the planned procedure can be performed with

high precision. The easy interaction with the system contributes to a more natural workflow

with fewer interruptions.

AR also requires registration, as achieved by depth imaging, to provide an appropriate spatial

combination of real and virtual content. As an important aspect of AR that distinguishes it

from VR, digitisation of the physical environment provides the information of where the user is

and where the real objects are, without which the virtual content cannot be integrated into the

physical world accurately to create an immersive environment. From this perspective, AR and

computer assisted surgery have many properties in common. They both need to manipulate

the reality (real environment or anatomy) with digital information (virtual contents or surgical

plan), and their performances both rely on the correct mapping between the real world and

the digital world. Therefore, AR is suitable for computer assisted surgery as they share similar

technical components.

AR has been a hot topic for years, but its application has not been successful so far. Accord-
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ing to the hype cycle for emerging technologies, AR has slipped to the bottom of the trough

of disillusionment, and when it will become widely adopted and productive is still unknown.

One main reason is that, currently, applications where AR can be adopted are limited. As

an interaction technology, AR relies on a good understanding of the real environment before

computer-generated information is rendered for augmentation. The immersive and interactive

experience is the key to the success of an AR application. However, localisation in the real envi-

ronment can be very challenging because different users need to use AR in various environments,

which makes it difficult for an AR application to suit all of them. Therefore, under current

conditions, AR is more suitable to be applied to some known environment. Fortunately, the

operating room is an organised environment that can be partially pre-defined, which simplifies

the merging of computer-generated information into the real environment. Navigated surgery

is also one of the realistic tasks that require the combination of real and virtual information

urgently.

The final contribution this thesis makes is a deep-learning based depth image segmentation

method that extracts useful information for registration automatically. Depth imaging has

been proved to have the potential to be used for intra-operative orthopaedic registration with

the advantage of capturing the geometry of the scene at a fast rate. However, this advantage

comes at the cost of complex post-processing, as the depth camera captures the whole scene

indiscriminately. Actually, this issue exists in most of the imaging modalities, but in our case,

it is especially taxing because the whole process needs to be performed on the fly. Therefore,

deep neural networks were established and trained to localise the surgical site in the scene and

segment that patch of depth image to obtain a clean bone surface. Realistic training data were

taken from a cadaveric specimen to mimic the real surgical scenario, then they were labelled

and augmented to supervise the network training. After training, the networks can be deployed

to process depth images of new patients online, from which the bone surface can be extracted

for registration.

The deployment of deep neural networks is suitable for parallel computing, so even though the
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network training is time consuming, after the parameters are tuned properly, the network can

make inference from the input with a short latency. Especially when GPU or TPU acceleration

is available, deep-learning based image processing methods can outperform conventional meth-

ods in terms of computation efficiency. As for accuracy, deep learning methods have been the

state-of-the-art and achieve the best performance in many computer vision tasks, such as clas-

sification, detection, and segmentation. The adoption of deep learning in medicine is becoming

increasingly common, and we believe it will also bring benefits to procedures in the operating

room.

Overall, in this thesis, several major problems associated with the application of robotics

and computer navigation to orthopaedic surgery have been addressed, though limitations still

exist that need further investigation before use in the operating room. It is believed that

robot/computer assisted orthopaedic surgery is the development trend in the future, but the

key lies in how to incorporate these new technologies into the surgical workflow so that the

precision and speed of the new technologies can be combined with surgeons’ flexibility and

experience in an efficient and natural way. This research presents an AR based surgical naviga-

tion method that merges navigation naturally into the procedure, providing more intuitive 3D

information without causing too much distraction from the surgical site. This AR navigation is

based on a new registration method that requires depth imaging to capture the surface geometry

of the bone automatically. The use of depth imaging makes percutaneous markers unnecessary,

which simplifies the procedure and reduces injury to the patient, but to truly automate this

process and minimise surgeons’ participation, deep learning is adopted to ‘intelligently’ extract

the useful part from depth imaging so that the registration loop can be performed online. All

these works contribute to the same goal, which is to allow a better integration of new technolo-

gies in orthopaedic surgery, which improves not only the surgical accuracy but the procedural

efficiency as well.

Although this research focuses on orthopaedic surgery, with a few modifications, it can poten-

tially be applied to more general surgery. Depth imaging with deep learning can be used to
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obtain the surface of the target organ or tissue during the surgery. Since soft tissue deforma-

tion is normally inevitable in general surgery, a non-rigid registration method based on tissue

mechanics is needed to align the pre-operative image with the real anatomy. Based on the

registration result, AR navigation can be used to guide the lesion resection or avoid damag-

ing important nerves or blood vessels. Other applications of surgical robotics such as active

constraints can also benefit from depth imaging, as it can define the constraints in the form of

point clouds in real time. And AR technology can be used to facilitate the application of active

constraints by informing the surgeon of the control status intuitively.

6.2 Research Limitations

The limitations of each individual study in this thesis have been identified in the previous

chapters, as briefly summarised in Table 6.1. In addition to those specific areas, several general

limitations associated with the current research will be highlighted in this section.

Table 6.1: Specific limitations identified in previous chapters.

Chapter 3

Position and velocity of a real obstacle simplified as a point are not accurate.

The obstacle avoidance algorithm can only deal with one obstacle.

Complex bone surface conditions need to be handled in surgical scenarios.

Chapter 4

Depth perception of holograms is difficult for inexperienced users.

Displayed hologram position is different for different users due to the lack of
eye tracking.

System complexity in the operating room is increased.

Chapter 5

Segmentation training data are not from real patients in clinical scenarios.

Registration speed is not fast enough for real-time applications.

An effective way to estimate hip centre position in the depth camera is needed
to improve registration accuracy.

One of the largest limitations in this thesis is that some of the experiments were performed

without control groups, such as the experiments in Chapter 4 and Chapter 5. Control groups
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can be used to reflect the efficacy of the adoption of new technologies by comparison, but in this

thesis, we could only compare our results with results from other studies, which were performed

under different experimental conditions. This research focuses on validating the feasibility of

using new technologies such as AR navigation in orthopaedic surgery, and the experiments

show promising preliminary results for the proof-of-concept research. After these methods are

further developed for clinical trials, a more comprehensive set of experiments is needed to reveal

the performance and advantages of the technology integration.

Another limitation of the research is that almost all of the experiments involved in this thesis

were performed by students without medical background rather than surgeons or medical resi-

dents. It has been shown that surgeons have better hand-eye coordination and dexterity than

people without surgical training, but have lower visuo-spatial ability [205], thus, if performed

by surgeons, the experiments can be expected to generate results different from those presented

in the thesis. For instance, in Chapter 4, free-hand drilling was performed to test the procedure

accuracy with AR navigation, and the stability of free-hand drilling and the visuo-spatial ability

would inevitably affect the final results. In addition, these experiments were mostly performed

under laboratory conditions instead of realistic surgical conditions, and the surgical scenario

in the operating room can be very different, such as the illumination, environment setup, etc.

Thus, the performance of the proposed methods in this thesis under surgical conditions is still

to be tested.

Additionally, several practical factors were not taken into consideration in the current research,

such as the choice of equipment used. In the experiments in this thesis, we utilised some devices

available in the laboratory or in the market, such as the KUKA robot, the depth camera, etc.,

and they did achieve satisfactory performance. However, they may not be the optimal options

in surgical scenarios. For example, obstacle avoidance and human-robot interaction can be

accomplished very well using the KUKA robot, but less expensive alternatives can be found

to perform the same tasks with much lower cost. The depth camera is also a key component

in this research, so it is worthwhile to buy or customise one that can satisfy the requirements
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of precision and latency. HoloLens is by far the most competitive AR headset in the market,

and has been used in real surgical trials in the operating room [206, 207], but its robustness

and reliability are still to be tested under surgical conditions. Sterilisation and safety of these

devices should also be considered for successful integration into surgical procedures.

Computational speed is also a factor that can limit the performance of the system. In this thesis,

computational speed was not given the highest priority, and our focus was on the accuracy that

could be achieved. However, for an online registration and navigation system, a large latency

will inevitably degrade the performance and may even cause unexpected errors due to the slow

update. Currently, the depth camera can provide depth images at 30 Hz, but with point cloud

processing, the update rate of registration and navigation will decrease to about 10 Hz. When

deep learning networks are integrated to segment the depth images, the update rate will further

decrease to 5−6 Hz. To stabilise the online computation results, a moving average filter is often

applied, which can cause a noticeable latency, especially when the scene is highly dynamic. The

computational speed is to be increased by system optimisation in order to provide satisfactory

navigation performance.

Currently, all the work on orthopaedic registration presented in this thesis is based on the

assumption that the reference model from pre-operative images does not need to change. This

can be true in some situations, for instance, in hip resurfacing, the guide wire insertion is nav-

igated, then subsequent procedures can be performed based on the guide wire. However, in

other cases such as partial knee replacement where navigation is needed throughout the proce-

dure while the bone surface changes, using the original pre-operative model will not generate

correct registration results. Therefore, the geometrical change of the target bone needs to be

considered so that accurate surgical navigation can always be provided for the surgeon.

Although deep learning applications are proliferating in different fields, in medicine, concerns

are raised more frequently as the output generated by the deep learning may have direct impact

on human health. One main reason is that most of the deep learning networks are not inter-

pretable, which makes it difficult for clinicians to identify situations where incorrect predictions
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are made by the network [208]. In tasks such as pre-operative image processing and diagnosis,

there is still a chance to detect and correct the questionable predictions by surgeon’s experi-

ence. However, in an online process like in our case where segmentation results provided by

deep learning will be used immediately for registration, it is almost impossible to check every

result, and the results, correct or not, will be used to guide the operation directly. Therefore,

safety and reliability of applying deep learning to clinical procedures are still to be justified.

6.3 Future Work

Targeting the limitations discussed in the previous section, some future work that could poten-

tially help improve the system performance will be proposed here to inspire further research in

this direction.

After the system is further developed to be more stable and suitable for clinically relevant

trials, more comprehensive experiments will be designed to compare the performance of our

AR navigation system with that of conventional orthopaedic methods, or with that of other

navigation systems already used in orthopaedic surgery. From the comparison, the advantages

and possible problems of our research can be revealed, based on which more convincing results

can be obtained and targeted improvements can be made. Future research will involve surgeons

into the experiments so that specific optimisations can be made to suit their operating habits,

and a more professional assessment of the system can be made to facilitate clinical use of the

system. The experimental setup will also be made to be close to the surgical scenario in order

to reflect the actual performance.

Computational speed is an important aspect related to the performance of the surgical naviga-

tion system. Slow computational speed results in a low refresh rate, which inevitably degrades

the safety and efficacy of using the navigation. Future work will focuses on improvements in

both software and hardware in order to improve the computational speed. On the software side,

data format and core algorithms will be further optimised to improve computational efficiency,
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and parallel computing will also be adopted more often to distribute the computational bur-

den. Hardware upgrade can provide more computing power, which leads to a direct boost in the

computational speed. In recent years, specific hardware that is suitable for parallel computing,

such as GPU and TPU, can significantly improve the efficiency of processing large amounts

of data. Cloud computing is also a promising way that can provide almost infinite computing

power without hardware limitation.

To address the problem that the geometry of the target bone changes due to resection during

surgery, a model modification method is needed to update the registration model. The model

modification should be based on the instantaneous depth image of the target bone captured

by the depth camera, and the key will be to correctly identify which area has been changed in

order to modify the model accordingly. Potential issues could be caused by the low precision

of the depth camera, which may result in mis-modification because the captured depth image

cannot be guaranteed to reflect the exact surface geometry of the bone. Thus, a depth camera

with sub-millimetre precision will be necessary, and post-processing of the depth images should

be applied to further improve the precision. Additionally, the deep neural networks should be

further trained to provide accurate and reliable depth image segmentation even if the bone has

been resected. The potential of using deep learning to help identify the surface change will also

be explored in future research.

Application of deep learning, or more generally, artificial intelligence (AI), to clinical tasks is not

just a problem related to this research, but is a common issue in the whole field, as it is directly

associated with human health. For our research, apart from collecting more high-quality data

for network training, we need to understand the limitations of deep learning including situations

where it cannot be generalised, and actions need to be taken to verify that deep learning output

is reasonable, or at least to inform the user of something unreliable. For the research field of

medical AI, standard procedures need to be proposed to validate and certify the use of AI in

medicine, and corresponding risks need to be assessed comprehensively to guarantee the safety

of AI applications. Only after these can this online deep learning based registration method
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be considered to be applied to clinical trials, and works presented in different chapters of this

thesis will be combined to provide a complete AR navigation process with automatic markerless

registration.

It is believed that the integration of robotics and artificial intelligence into surgery will not exist

in science-fiction movies only, and that it is the trend in the future and will be realised finally.

By that time, surgeons will not be replaced, instead, they will perform the operation with higher

confidence and better efficiency, because of the reliable technologies naturally integrated. And

the benefits will be enjoyed by the surgeons, the hospitals, and eventually, the patients.
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