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Abstract

Flow and transport in porous media are driven by pore scale processes. Particle tracking in

transparent porous media allows for the observation of these processes at the time scale of ms.

We demonstrate an application of astigmatic particle tracking using brightfield illumination and

a CMOS camera sensor. The resulting images have relatively high noise levels. For detailed

observations of e.g. flow in porous media it is highly beneficial to maximise the number of

tracked particles and to maximize the depth range of the method.

The higher the particle density, the larger the number of overlapping particles. Previous astig-

matic particle tracking techniques were not able to extract depth information from such overlap-

ping particle images, limiting the methods to low seeding densities. To address this challenge,

we developed a technique for locating particles in the out-of-plane direction. The methodology

relies on extracting features of particle images by fitting generalized Gaussian distributions to

particle images. A cascade fitting scheme is able to extract image features from partially over-

lapping particle images. The resulting fitting parameters are then linked to the out-of-plane

coordinates of particles using flexible machine learning tools. A workflow is presented which

shows how to generate a training dataset of fitting parameters paired to known out-of-plane

locations. Several regression models are tested on the resulting training dataset, of which a

boosted regression tree ensemble produced the lowest cross-validation error.

A second technique was developed which focused on improving particle detection rates. Particle

detection poses the main bottleneck in maximising the depth range and the particle density of

a particle tracking scheme. We show how a modern algorithm from the computer vision domain

can be adapted to conduct both the particle detection and the 3D particle localization in one
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step. This allows for the combined detection and localization of highly defocused and highly

overlapping particle images in one pass through a neural network. The computational cost is

low in comparison to previous techniques, independent of the number of particle overlaps and

almost independent of the number of particles.

The efficiacy of both techniques is then examined in a laminar channel flow in a large measure-

ment volume of 2048, 1152 and 3000 µm in length, width and depth respectively. The size of

the test domain reflects the representative elementary volume of many fluid flow phenomena

in porous media. Such large measurement depths require the collection of images at different

focal levels. We acquired images at 21 focal levels 150 µm apart from each other.

With the Generalized Gaussian localization method, the error in predicting the out-of-plane

location in a single slice of 240 µm thickness was found to be 7 µm, while in-plane locations were

determined with sub-pixel resolution (below 0.8 µm). The mean relative error in the velocity

measurement was obtained by comparing the experimental results to an analytic model of the

flow. The estimated displacement errors in the axial direction of the flow were 0.21 pixel and

0.22 pixel at flows rates of 1.0 mL/h and 2.5 mL/h, respectively.

The deep learning model pushes the depth range of the method from 240 to 400 µm, increasing

the depth range of the measurement volume by 67 % over previous detection methods. We

achieve a similar error in the depth predictions to previous algorithms for non-overlapping

objects. For overlapping objects, the location error increases with increasing degree of overlap.

In experimental images the error peaks at twice it’s value when objects have the same center

point location. We hope that this work opens up new applications of defocal particle tracking

where large depth ranges or high object densities are required.
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Chapter 1

Introduction

1.1 Motivation and Objectives

1.1.1 Flow in porous media

Our modern lives are tightly connected to flow and transport processes in porous media. There

is a vast number of opportunities in which we can observe their effects on a daily basis. Right

after we a born, diapers are the first porous media which assist us by capturing fluids in a

process called spontaneous imbibition. In this process, capillary forces pull the wetting fluids

into a porous medium until the total pressure in the connected fluid is constant. Later on in our

lives we might enjoy tea or coffee, which are the result of another transport process in porous

media: mass transfer. When hot water comes into contact with tea leaves or coffee powder

a transfer of water-soluble substances occurs between the solids and the liquid. Diffusion and

advection move these aromatic substances away from the solid-fluid boundary and into the

fluid. The interplay between mass transfer across the phase boundaries and the transport of

soluble substances away from this boundary is what drives mass transfer processes in porous

media (Foerstner and Grathwohl , 2007).

A particularly important porous medium for our society is the subsurface. It consists of layers

of porous rocks which act as a source of drinking water as well as renewable and fossil energy.

1
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Despite a continuous increase in renewable energy supply, extraction of oil and gas from the

subsurface still satisfies a total of 54 % of the global energy demand (IEA, 2019). This corre-

sponds to 55 % of all fuel related CO2 emissions (IEA, 2018). But the subsurface is not only a

source for CO2 emissions. The injection of captured CO2 into suitable geological formations can

trap the gas in the pore space and immobilize it (Krevor et al., 2015). This form of CO2 storage

can be used as a managed sink for CO2 while global energy sources are slowly transitioning

from fossil fuels towards renewable energy.

Such flow and transport processes in porous rocks are particularly complex. One complexity

arises from the porous medium itself. The porous rocks encountered in many groundwater or

hydrocarbon reservoirs are often created by sedimentary processes and later altered through

diagenetic processes (Reading , 2009). This can lead to heterogeneous pore structures as well

as large variations in pore geometry across multiple length scales. An additional layer of

complexity is added through the simultaneous flow of multiple fluids through the pore space.

The interplay between capillary and viscous forces in the fluids leads to unique flow phenomena

(Reynolds and Krevor , 2015; Reynolds et al., 2017; Rücker et al., 2015; Berg et al., 2013).

1.1.2 Challenges in observing flow at the pore scale

Flow in porous rocks has been intensively investigated for the past decades in the oil and gas

industry. X-ray tomography is the most commonly applied method for imaging fluids in rocks

(Withjack et al., 2003). There are many variations of X-ray tomography which all follow the

same principle. X-rays are generated by a source and pointed towards a sample. Within the

sample, different materials absorb and scatter the radiation to different degrees. The radiation,

which escapes the sample on the other side is imaged by a sensor. The image acquired by the

sensor is a convolution of the absorbance and scattering from all materials of the sample along

the optical path. To resolve the spatial structure of the sample in three dimensions, the sample

is imaged from all angles and a reconstruction algorithm infers the sample’s absorbance at each

voxel.

A very common apparatus for X-ray tomography is type b) in Figure 1.1. This type is frequently
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Figure 1.1: Three types of X-ray tomography imaging systems modified with permission from
(Wildenschild et al., 2002). a) Polychromatic point source of X-rays. Sample is rotated while
images are acquired from all angles. b) Point source of X-rays spinning around a stationary
sample. Detector ring is imaging from all angles. c) Rotating sample is imaged with parallel,
monochromatic X-ray source from particle accelerator.

employed in medical X-ray CT scanners, where a point source is spinning around a stationary

patient. Images are acquired by a detector ring, which can image the signal from all angles.

The resolution of such a device is between several mm and several hundred µm (du Plessis

et al., 2016; Jackson et al., 2018). An image can be acquired within 5 seconds, after which the

system has to cool down for several minutes before the next image can be acquired. The spatial

resolution of such medical X-ray CT scanners is not high enough to resolve the pore structure

in rocks. Yet, at this scale it is possible to investigate flow in the continuum with Darcy’s law,

extended to multiple phases:

Qi “ ´
Ki

µi
∇Pi (1.1)

Where Qi is the discharge of fluid phase i per unit area, Ki is the effective permeability, µi is

the dynamic viscosity and ∇Pi is the pressure gradient. The effective permeability is a product

of the absolute permeability of the porous medium K and the dynamic relative permeability

kri :

Ki “ K ˚ kri (1.2)

The absolute permeability is usually a static quantity which only changes if the solid phase in

the porous medium changes. The relative permeability describes the permeability of a phase

through a porous medium at a specific flow condition. It has such a complex interaction with

other parameters, that there is no single, universally accepted model for the accurate prediction

of this quantity.
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Medical CT scanners can be employed to rock quantify parameters which correlate with relative

permeability. The most prominent of which are saturation (Krevor et al., 2012), porosity (Pini

and Madonna, 2016) and capillary pressure (Pini et al., 2012). In addition, measurements at

this scale are particularly suitable for the investigation of the effect of rock heterogeneity on flow

and solute transport processes (Krevor et al., 2011; Reynolds and Krevor , 2015; Boon et al.,

2017). Thus, measurements from medical CT scanners are employed to upscale flow processes

to the field scale for use in reservoir models (Jackson and Krevor , 2019).

Medical CT scanners are a proven tool for the investigation of flow in porous media and have

been employed for decades for this task. Yet, we are not able to predict quantities like relative

permeability based on a given porous medium and a fluid pair. The reason for this is, that the

underlying physical processes occur at a smaller scale: the pore scale. Pore sizes of a typical

sandstone reservoir rock are in the range of a few tens to a few hundred µm. Pore throats are

approximately an order of magnitude smaller (Beckingham et al., 2013). The several hundred

µm resolution of medical CT scanners is not sufficient to resolve this pore space.

Instead, specialized µ-CT scanners can be employed to achieve voxel sizes below 1 µm (see

apparatus A) in Figure 1.1). The imaging principle of µ-CT scanners is the same as for medical

CT scanners. The main difference between the two devices is that usually in µ-CT scanners

the sample is spinning during image acquisition instead of the X-ray source. This allows for

the point source to be placed closer to the sample, resulting in a larger magnification. The

shortest acquisition time for one 3D tomography in real rock is approximately 15 minutes in

commercial scanners (Menke et al., 2015). This allows for the imaging of static and some

dynamic processes on the pore scale. The extraction of pore space enables the numerical

simulation of pore scale processes. Examples of which are multi phase displacement processes

(Raeini et al., 2012), reactive processes between fluid and solid phase (Nunes et al., 2016) as

well as multi species reactive transport (Oliveira et al., 2019). Some of these modelling studies

have been experimentally verified, for instance in the case of reactive transport between fluid

and solid phase (Menke et al., 2018). Yet, for multi phase displacement processes the time

resolution of µ-CT scanners is not sufficient. The acquisition time for a full 3D scan can be

estimated:
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ttomo “ ptexp ` tmvq ˆ nproj (1.3)

Where ttomo is the acquisition time of an entire 3D scan, texp is the exposure time of each

individual image, tmv is the time it takes to move the sample between frames and nproj is the

number of projections. Assuming the time it takes to move the sample is negligible, the only

way of decreasing ttomo while keeping image quality constant is to decrease the exposure time.

This means a stronger signal is needed, which can be achieved by increasing the radiative flux.

Such higher radiative fluxes can be generated in synchrotron facilities. The resulting radiation

from accelerated particles is not spreading from a point source. Instead, it is a parallel beam of

radiation which has been split off from the main particle accelerator ring. Type c) in Figure 1.1

shows a sketch of this type of X-ray tomography. It can achieve the same spatial resolution as

the previously mentioned µ-CT scanners at a time resolution of 1-2 s between scans.

At this time resolution it is possible to get a glance at the dynamics of pore scale multi phase

flow processes. During multi phase flow, the fluid interfaces are not necessarily stable in the

pore space. Examples of such moving interfaces are Haines jumps during dynamic pore-filling

events (Bultreys et al., 2015) or dynamic fluid connectivity during steady state flow (Reynolds

et al., 2017). Even with the most powerful available sources of radiation, X-ray tomography

is only able to resolve the end points of these fast moving interfaces. The timescales for pore

filling processes are in the range of a few milliseconds (Armstrong and Berg , 2013). This is

three orders of magnitude faster than the fastest X-ray tomography method. In the foreseeable

future it is therefore unlikely, that it is going to be possible to directly observe the physical

processes which make up multi phase flow in real rock with X-ray CT techniques. The large

number of projections required inevitably results in lower time resolution.

Instead, the research community relies on micromodels to observe flow at shorter time scales.

Micromodels are artificial porous media which are transparent to the visible light spectrum. In

this way, conventional microscope technology can be employed to image flow processes at high

frame rates. With this experimental platform, the observation of flow phenomena is possible

at any available microscope magnification.
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Micromodel studies allow for precise control over the geometry of the artificial porous medium.

In most cases, the porous medium is a 2D representation of a real porous media. Such controlled

experimental conditions are particularly helpful in advancing the understanding of pore scale

flow physics. Micromodel experiments are able to precisely resolve fast moving fluid interfaces

(Armstrong and Berg , 2013) such as Haines jumps and they are capable to image dynamic

process such as mass transfer (Chang et al., 2017).

The forces which drive pore scale processes such as moving interfaces and mass transfer are the

fluid pressure and velocity fields. Pressure gradients maintain or move fluid interfaces (Moebius

and Or , 2012; Armstrong and Berg , 2013) and the velocity field impacts dynamic processes

such as mass transfer by renewing the fluid at the interface (Nernst , 1904). Both quantities

can be resolved by analysing the movement of tracer particles in fluids (Raffel et al., 2018; Liu

and Katz , 2006). Such tracer particles are microspheres made of a buoyancy-neutral material

which disperses well in the respective fluid.

Observations of tracer particles in fluids allow to resolve the controlling quantities of flow

processes at the corresponding spatial and time scale. Techniques which allow for the analysis

of such tracer particle movements are therefore a promising path for the detailed study of pore

scale processes. This is the approach followed in this work. The next section is dedicated to

the current state of research of image processing methods to analyse experiments with tracer

particles.

1.2 Previous works

1.2.1 Particle Image Velocimetry (PIV)

Two common methods for analysing image sequences of moving tracer particles in microscope

images are Micro Particle Image Velocimetry (µ-PIV) and Particle Tracking Velocimery (PTV).

In µ-PIV, the image is divided into sub-regions for which the mean displacement in the image

plane is determined. The displacement is calculated by finding the maximum of the cross-
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Figure 1.2: Typical µ-PIV setup for observations of flow in porous media. With permission
from (Wood et al., 2015).

correlation of sub-regions between frames for various candidate x and y displacements. This

method assumes small velocity gradients within sub-regions and therefore induces bias if this

condition is not met. Examples where this condition is not met are fluid-solid interfaces with

strong velocity gradients (Kähler et al., 2012) or strong velocity gradients along the depth axis

(Rossi et al., 2012). At fluid-solid interfaces, the measured velocity is systematically lower than

the true velocity. In flows with strong velocity gradient along the depth axis, the measurement

might be impacted by velocities of particles located outside of the focal plane.

The error from velocity gradients along the depth axis can be reduced by reducing the depth

along which particles are visible. This can be achieved by employing optics with high numerical

aperture (Kloosterman et al., 2011), a thin laser sheet for illumination (Raffel et al., 2018) or

confocal microscopy (Datta et al., 2013). An example for a typical experimental setup of a µ-

PIV study in porous media with a laser sheet as illumination source can be seen in Figure 1.2.

The investigated volumes in µ-PIV studies have to be thin, which allows the use of high seeding

densities of tracer particles. Results of such experiments yield highly resolved velocity fields in

two dimensions.

Due to the limitation of µ-PIV to observing flow within a plane, two types of experimental

setups are employed in pore-scale studies of this method. Either, tracer particles are imaged
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in 2D slices of a transparent three dimensional medium or the porous medium itself is quasi

two dimensional. Quasi 2D micromodels are often manufactured by photolithography (Roman

et al., 2016; Kazemifar et al., 2016; Blois et al., 2013, 2015). In this technique, a substrate

is covered with photosensitive material. During light exposure, the photosensitive material

degrades where it is not protected by a 2D mask. In a subsequent etching step, the substrate

is etched vertically at locations where the photosensitive material was removed, resulting in a

quasi-2D porous medium with an isotropic pore geometry.

The resulting, thin microchip can be volumetrically illuminated and imaged with a conventional

microscope apparatus. Blois et al. (2013, 2015) investigated immiscible two phase flow in

such an experimental arrangement in a pore structure made of regular spaced, round pillars.

They observed the evolution of preferential flow paths which appear to be controlled by highly

unsteady local pressure gradients. Roman et al. (2016) applied the same method to a more

heterogeneous pore structure which was inspired by geometries found in sandstone. During

immiscible two phase flow they observed the velocity field and interface dynamics of the fluids.

This revealed the perturbation of velocity fields prior to actual interface displacements. In

addition, they observed re-circulation patterns in trapped wetting phase during drainage. These

observations were confirmed by Kazemifar et al. (2016), who observed unsteady flow events

during drainage in a water-CO2 system. Their observations include circulation zones in trapped

water ganglia as well as in thin wetting-films.

There are more and more indicators which suggest that the pore geometry in quasi 2D micro-

models is not complex enough to accurately mimic flow in real three dimensional media. For

instance, intermittent flow which can be found in real rocks (Reynolds et al., 2017) has never

been observed in 2D micromodels despite decades of research with 2D micromodels. Xu et al.

(2017) addressed the lack of capillary heterogeneity in 2D micromodels by adding variations to

the depth of the device. This makes observations in 2D micromodels more comparable to 3D

flow. Yet, important flow phenomena such as intermittency are a result of the entire network

of fluid phases instead of local pore features (Spurin et al., 2019). It is therefore questionable

if 2D micromodels will ever be able to accurately represent all flow phenomena as they occur

in 3D pore spaces.
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With the help of specialized illumination or imaging devices, µ-PIV can be applied to flow in

three dimensional porous media. Northrup et al. (1991) were the first to measure a velocity field

in a three dimensional porous medium. They employed a laser sheet to illuminate fluorescent

tracer particles in a thin layer of the medium. This illumination of only a thin slice is a

requirement for the application of the cross-correlation algorithm to their image sequences.

Yet, they found that velocity gradients in the x and y directions are often too heterogeneous

in porous media for the application of the cross-correlation algorithm. Wood et al. (2015) on

the other hand, found a good agreement between their measured velocity field and a numerical

solution of Navier-Stokes equation for the pore space. Souzy et al. (2017) applied the method

to investigate stretching and mixing during single phase flow in porous medium. Datta et al.

(2013) illuminated their entire porous medium and created images of thin slices throughout the

medium with a confocal microscope. They obtained statistics of 2D velocity distributions for

single phase flow and compared them to measurements with a residual trapped non-wetting

phase.

µ-PIV is therefore an established technique which is able to quantify average particle dis-

placements in sub-regions of images. Velocity measurements in sub-regions close to fluid-solid

boundaries might experience bias due to spatial averaging. The method allows for high seeding

densities which result in dense velocity measurements. It has been successfully applied to in-

vestigate flow in 3D porous media, yet it is limited to measurements of thin slices of 2D velocity

fields within the 3D medium. We therefore explore in the rest of this section the PTV method

which compromises on measurement density, but is able to analyse particle movements in three

dimensions.

1.2.2 Particle Tracking Velocimetry (PTV)

PTV is a broad term for a range of techniques which directly track the movement of all indi-

vidual particles in a image sequence. This method of investigating fluids has been applied even

before the development of digital photography (Dracos , 1996). PTV techniques might be very

different in their experimental setup and their image analysis processes. Yet most techniques
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in this category consist of three distinctive steps:

1. Particles are detected in images

2. Physical particle locations are determined

3. Particle locations are tracked between frames

Particle detection

Datasets of PTV experiments contain images of experimental scenes where particles cause

changes in the local grayscale values. Thus, most current PTV methods start the particle

detection step by applying a threshold to the grayscale values of an experimental image. The

clusters of connected pixels above this threshold are the basis for all further analysis. For exper-

imental images with low seeding density and a sufficiently high threshold value it is reasonable

to assume that most of these clusters correspond to individual particles. This assumption is

made by the vast amount of studies published in the field (e.g. Ouellette et al. (2006); Kähler

et al. (2012); Barnkob et al. (2015); Cierpka et al. (2010b,a); Rossi and Kähler (2014)). Yet,

there are two cases which can lead to undetected particles:

In images with low signal to noise ratio (SNR) the signal from far out-of-focus objects can fall

below the specified threshold value. These objects are not detected by thresholding. Lowering

the threshold does not overcome this problem, as this can lead to multiple detections for single

out-of-focus particles. For 2D PTV or 3D PTV of shallow depths this is might not be a problem.

Yet for areas of research which depend on the investigation of larger depths, such as flow in

porous media, this is a severe limitation. Smoothing (Barnkob et al., 2015) and high-pass

filtering (Maas , 1992) might improve detection rates to some degree, yet none of these methods

are particularly geared towards maximising the depth range of particle detection.

The other case of undetected particles can occur when two or more particles are overlapping by

a large degree. In such a scenario the particles might not form individual peaks and result in

one cluster containing multiple particles. This is more likely to occur in experiments with larger
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seeding density or when the depth range is extended. As a result, PTV is mainly employed

with seeding densities in the range of 1/5 of the seeding density of PIV measurements (Kähler

et al., 2012). There is one particle detection technique which is able to detect overlapping

particles with up to 50 % overlap (Lei et al., 2012). Yet, this detection technique imposes the

same limitation as the PIV method. It assumes all particles are in one plane and therefore

constrains the method to 2D flow observations.

Particle localization

Stereo methods The PTV technique is, in general, not limited to observations in 2D di-

mensions. As long as the particles can be located in three dimensions, the method is applicable

to three dimensions. In its simplest form PTV can be applied to particle movements in 2D. It

is particularly advantageous to employ 2D PTV in combination with PIV to reduce the bias

error of PIV in near-wall regions (Kähler et al., 2012).

There are two groups of 3D PTV methods: Stereo methods which infer the particle location by

means of ray-tracing from different angles and defocal methods which infer a particle’s location

directly from its particle image.

Stereo methods require multiple cameras to image the experimental scene from different angles

(Maas , 1992). After particle detection in the images of each camera, the center points of the

particles are refined to sub-pixel resolution. This can be achieved by fitting a 1D or 2D Gaussian

distribution or by employing a fully connected neural network to the individual particle images

(Ouellette et al., 2006). After the image coordinates of the particles are known precisely, it is

possible to determine the real location of the particles through ray-tracing. The more cameras

that are employed, the more unambiguous is the matching of rays of individual particles (Maas ,

1992). For the observation of small volumes it might be necessary to install multiple mirrors

to be able to image experimental scenes from multiple angles (Willneff and Maas , 2000; Hoyer

et al., 2005).

There are variations of this method which are specialised for the investigation of small-scale
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flows (Hoyer et al., 2005; Holzner et al., 2015). The ratio of the axes of their volume of

investigation is between 1:10 and 1:7 between the in-plane and the depth axes. Both Hoyer

et al. (2005) and Holzner et al. (2015) employed a rotating prism which moves a laser sheet

through the experimental scene to increase the depth range of their method. The resulting

volume of investigation totals 20 mm in width, height and depth for which they reported in-

plane errors of 5 µm and a depth error of 250 µm for particle locations. In addition, they

employed a beam splitter and projected images from 4 different angles onto the sensor of one

camera to reduce challenges and errors from synchronization of the cameras.

Over the last few years this type of experimental arrangement has been employed for a number

of studies of flow in porous media. It revealed intermittent Lagrangian velocities on the pore

scale (Holzner et al., 2015) which are crucial for the upscaling of transport processes to the Darcy

scale (Morales et al., 2017). Another currently active area of research with this experimental

apparatus is the study of the impact of biofilm growth on the flow characteristics (Carrel et al.,

2018a,b).

Despite the success of this method in the investigation of pore scale flows it is worth mentioning

some drawbacks of the described apparatus. The reported error in the depth direction of the

apparatus is not small enough to resolve the pore space of natural rock structures. While the

depth error of the apparatus is 250 µm, the size of pore throats in reservoir sandstones is in

the order of tens of µm or less (Beckingham et al., 2013). This is the reason why the porous

media in Holzner et al. (2015) consists of grains which are 500 and 3700 µm in diameter. Such

large grain sizes do not resemble conventional porous media in reservoir rocks. This is no

fundamental drawback of the method. With a different magnification or optical arrangement,

the apparatus is likely to achieve a higher spatial accuracy which comes at the cost of a smaller

volume of investigation.

The largest drawback of the stereo method, however, is that the apparatus is a specialized

optical arrangement requiring advanced optical knowledge as well as specialized equipment

for synchronisation of the components. Although the data processing tools are open source

(OpenPTV Consortium, 2019), the method seems fairly inaccessible to a larger community.
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All of the previously cited experiments which employed this method have been conducted with

a custom built apparatus at the Institute of Environmental Engineering at ETH Zürich. The

lack of adoption of this method by a larger share of the porous media community is therefore

likely to stem from the specialized experimental apparatus.

Monocular methods There are an monocular alternatives to the stereo localization of par-

ticles via ray-tracing. The advantage of a monocular measurement principle is that an experi-

mental image acquisition system can be based on a conventional microscope, thus simplifying

the experimental apparatus and making the technique available to a larger user base. The prin-

ciple of monocular localization techniques is that the image of an object changes with respect

to its distance to the focal plane.

We experience this effect daily in our human vision. When we focus our eyes on an object, the

scene in front or behind the object becomes blurred. The degree of blurring depends on the

distance of objects to the focal plane. By changing the focus of our eyes to match different

parts of a scene, we can establish the relative locations of different objects in scenes. There

are many technologies which employ this principle. By acquiring images with different camera

parameters such as the shape of the lens, lens position and aperture diameter it is possible to

compute depth maps of an entire scene (Guo et al., 2017; Watanabe and Nayar , 1998). This

technology is, for instance, steering the autofocus function in electronic cameras (Subbarao and

Surya, 1994) or it can aid self driving cars in perceiving their environment (Wang et al., 2018).

Technologies which infer depth maps based on multiple images with differing camera param-

eters are designed for arbitrary scenes in complex environments. When investigating flow in

porous media, experimental scenes can be kept simple. Conventionally, the refractive index of

the porous medium is matched with the fluids, resulting in experimental scenes where only the

tracer particles are visible (Holzner et al., 2015; Morales et al., 2017; Datta et al., 2013; Carrel

et al., 2018a,b). Additionally, the tracer particles are small microspheres which are manufac-

tured to fall into a very narrow range of diameters with a standard deviation of approximately

2-3 % (Microparticles GmbH , 2019). Thus, we are dealing with experimental scenes with ob-
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jects of known and constant geometries. Under such controlled conditions, it is possible to

infer object locations based on single images. An example for such a condition in human vision

would be a situation when we catch sight of another person. We know the average shape of

other humans and therefore it is possible for us to immediately estimate the location of the

other person in 3D space based on a single glance of the scene. We are able to conduct this

task at ease because our environment provides us with a plethora of examples to learn the

relationship between images of this object of known geometry and it’s 3D location.

The components which a machine needs to conduct this task are:

1. An optical arrangement which efficiently encodes the depth location into a particle image

2. An algorithm to decode the depth location directly from a particle’s image

Monocular methods: Ring detection There are three types of experimental image acqui-

sition systems which can act as encoders of depth information. The first and most simple one is

a standard microscope. A microscope can create diffraction rings for out-of-focus particles (see

a) in Figure 1.3). Such defocal object images consist of a center point, a thicker, outer diffrac-

tion ring and several weaker diffraction rings in between. The radius of the diffraction ring can

be empirically related to the distance of the focal plane. Afik (2015) created a model for this

relationship by fitting a polynomial function to measured diffraction ring diameters at known

distances to the focal plane. The reported localization errors for this method were estimated

by smoothing trajectories of moving particles. The residuals between the smoothed trajectories

and individual displacements revealed error values of 0.134 µm, 0.135 µm and 0.434 µm in the

x, y and depth direction. The volume of investigation in this study was 810, 610 and 140 µm

in width, height and depth, respectively.

Unfortunately, diffraction rings might form on both sides of the focal plane (see Figure 1.3(c)

and supplementary information in Afik (2015)). The algorithm which relates the defocal pattern

to the depth location is not able to distinguish on which side of the focal plane the particle is

located. Therefore, the focal plane has to be placed outside of the volume of investigation to
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Figure 1.3: a) Diffraction rings of spherical tracer particles in conventional microscope appara-
tus b) Ridge detection of diffraction rings c) traces of diffraction rings along the optical axis of
a microscope. Modified with permission from Afik (2015)

ensure that all investigated particles are on the same side of the focal plane. This limits the

application of this method to shallow measurement volumes which can be covered by the range

of visibility of a particle on one side of the focal plane. Additionally, this prohibits the stacking

of multiple depth slices on top of each other, which other methods employ to extend the depth

range of their method (e.g. Hoyer et al. (2005); Cierpka et al. (2010b)).

Yet, the data processing of the method is computationally extremely lightweight and accounts

well for overlapping particles, since ring-detection and radius measurement are well-studied

problems in the field of Computer Vision. Afik (2015) report that they are able to process up

to 180 Gb of images per hour with their method.

Monocular methods: Three-pinhole method The ambiguity between objects above or

below the focal plane can be avoided. Small modifications to the optical arrangement are

capable of producing different patterns for images in front or behind the focal plane. One

example of such a modification to the optical arrangement is the installation of a three-pinhole

mask behind the microscope objective Figure 1.4. The three openings on the mask form an

equilateral triangle. These openings produce three individual images of the same particle, which

are again oriented on the camera sensor as triangles. The distance between the points on the

camera sensor can be directly related to the distance from the focal plane and the orientation

of the triangle reveals whether the particle is in front or behind the focal plane (Pereira et al.,
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Figure 1.4: Schematic of imaging principle of the three-pinhole method. A mask is applied
at the end of a lens or microscope objective, creating three images of the same particle. The
center point of the triangle corresponds to particle in-plane locations, the length of the sides of
the triangle relates to the depth position and the orientation of the triangle reveals which side
of the focal plane the particle is located at. With permission from Pereira et al. (2000)

2000). The small pinholes drastically reduce the optical efficiency of the system. Instead of the

entire aperture contributing to a particle image, the effective aperture is reduced to the three

small pinholes. This results in the requirement for strong sources of illumination such as lasers

(Tien et al., 2014). Although in theory the method is applicable with brightfield illumination

(Pereira et al., 2007), in practice all studies found in the literature work with fluorescence

microscopy.

After detection of the individual particles images, the challenge lies in matching the individual

particle images to the triangles which they belong to (Pereira and Gharib, 2002). To ease the

matching problem the pinholes can be color coded while the image is acquired with a color

sensor (Tien et al., 2014). The separation of the colors can then be conducted more efficiently

by separating the three colors with filters and projecting them on individual camera sensors

(Tien, 2016). Since each pinhole projects their image now on a different sensor, this reduces

the number of particle images per camera sensor by a factor of three. This solves the problem

of low seeding densities (Cierpka et al., 2010b), allowing for an increase of the physical particle

density by a factor of three.

The depth error of the method is directly related to the distance between the three pinholes. The

larger the distance between the pinholes, the smaller the measurement depth and the lower the

depth error. For macro scale flow measurements the distance between pinholes has to so large

that it requires different lenses and imaging sensors for each individual pinhole (Pereira and



1.2. Previous works 17

Figure 1.5: Astigmatism in human vision. Astigmatic axis aligned horizontally or vertically
results in different focal lengths. Myopic ATR astigmatism is caused by focal length of the
vertical axis being larger than the focal length of the horizontal axis. Vertical image features
are therefore in focus if the object is at a larger distance, whereas horizontal image features
are in focus when the object is closer. The order of the focal lengths and in focus locations is
reversed for myopic WTR astigmatism. With permission from Somer et al. (2002)

Gharib, 2002). For micro scale flow measurements based on a microscope apparatus (Pereira

et al., 2007), this principle controls the lowest achievable error in the depth measurements.

Microscope objectives have a finite diameter and therefore the distance between the pinholes

cannot be chosen larger than what the microscope objective allows. The resulting errors of

the in-plane and depth position are 0.5 and 1.2 µm for an investigated volume of 400, 300 and

150 µm in width, height and depth.

The method provides an elegant solution to encode the depth position in the particle images.

The length of the side of the triangle of particle images directly reveals the depth position in

front or behind the focal plane. Due to the fact that the length of the side of the triangle

can be measured on all three sides of the triangle, the error of this measurement can be kept

relatively low. In fact, the resulting error of the depth location is lowest out of all of the methods

presented herein. Yet, modern versions of the method require multiple, strong light sources,

advanced optical components for splitting the signals from different pinholes as well as multiple

synchronized cameras for image acquisition. This complex experimental apparatus along with

the unavailability of open source software implementations of the algorithm are limitations to

the wide spread use of this method.

Monocular methods: Astigmatic methods Another monocular approach to encode the

depth position of particles in their own image is by the introduction of astigmatism into the

optical path. Astigmatism can occur in human vision which is used here to explain the effect
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Figure 1.6: Introduction of a cylindrical lens into the optical path leads to the separation of
the focal plane into two different focal planes Fxz and Fyz. Fyz acts on image features along the
vertical image dimension and Fxz acts on image features along the horizontal image dimension.
With permission from Cierpka et al. (2010b)

that astigmatism has on the image of an object. Astigmatism occurs when an optical system has

two focal planes instead of one. In human vision the different focal planes are related to vertical

and horizontal axis of the eye. As a result, features of objects on the two axis are in focus at

different distances to eye. An example for the relationship between object features, distance

from the eye and the resulting image is shown in Figure 1.5. Depending on the proximity of

an object to the one or the other focal plane, either horizontal or vertical image features are in

focus and the other features are out of focus. The type of astigmatism determines which focal

plane is closer. Yet, there is no depth location at which both horizontal and vertical image

features are in focus.

Astigmatism can be introduced into microscope systems by adding a cylindrical lens into the

optical path (see Figure 1.6). This leads to the formation of two different focal planes which act

in perpendicular directions on the image plane. The angle of the cylindrical lens perpendicular

to the optical axis determines the orientation of the axis along which the astigmatism acts in

the image plane. If the cylindrical lens is oriented along one of the image axis, the astigmatism

induces a second focal length for image features along this axis. The focal length for image

features in the other axis stays unchanged. This arrangement is depicted in Figure 1.6, where

the cylindrical lens only shortens the focal length in the y ´ z plane. Yet the focal length on

the x´ z plane is unaffected by the cylindrical lens.
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Figure 1.7: Imaged trace of a particle image along the depth axis of our astigmatic optical
arrangement. The location of the focal plane in this figure is the midpoint between the two
focal planes of the two image axes.

Such an optical system creates very distinct images of spherical particles along the depth axis.

As the focal planes are located at different positions, the particle images are sharp along the

horizontal and vertical directions at different depth positions. In Figure 1.6, for instance,

particle A is located closer to the focal length of the x´ z plane and particle B is located closer

to the focal length of the y ´ z plane. The resulting image of particle A is therefore sharper

(smaller) along the x axis of the image plane and the image of particle B is sharper along the

y axis of the image plane. According to Cierpka et al. (2010b), the particles should only be

tracked between the two focal lengths. They reason that only within this depth the particle

images are unique enough along the depth axis. We show in chapter 4 that it is possible to

infer the depth position from particle images along the entire depth range in which particles

are detectable.

The individual factors which contribute the alteration of object images in astigmatic arrange-

ments might seem complex. Yet, the resulting images of spherical tracer particles along the

depth axis are relatively simple. For the purpose of readability, the term “focal plane” is from
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now on defined in a loose sense as the plane located perpendicular to the optical axis at the

midpoint between the two individual focal depths. Images of particles located in front (i.e. in

the direction of the camera) of this focal plane are squeezed to elliptical shapes with their long

axis aligned in parallel to the x axis of the camera sensor (see Figure 1.7). Particle images of

particles behind the focal plane are oriented along the y axis of the camera sensor. At the focal

plane the particle image forms an intermediate state which is round to star-shaped. Figure 1.7

illustrates how the particle image changes in a unique fashion along the entire optical axis in

which it is visible. Astigmatic optics are therefore an effective method of encoding the depth

position of a particle in the image of the particle itself.

Cierpka et al. (2010b) summarizes the advantages of an astigmatic measuring system as fol-

lowing:

• Only one optical view is needed which simplifies the alignment and makes the technique

well suited to examine complex flows with limited optical access.

• Existing systems can very easily be extended to the third component by simply introduc-

ing a cylindrical lens.

• There is no loss in light intensity compared to techniques that rely on masking the optics

and no errors due to DOC appear.

• The sensitivity and the size of the measured volume can be simply and continuously be

adjusted by using cylindrical lenses with different focal lengths or changing the distance

between the cylindrical and the spherical lens

DOC stands for “depth of correlation” and refers to the error introduced in PIV measurements

by changes in the velocity field along the depth axis. Possibly the most important advantage

mentioned by Cierpka et al. (2010b) is the ease of introducing the method into an existing

imaging system with limited optical access to the sample. This means that astigmatic mea-

surements can be conducted with any microscope, simply by adding a cylindrical lens along

the optical pathway. This makes the experimental apparatus easy to set up and cheap if a
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Figure 1.8: Different types of feature based calibration algorithms for depth localization
of tracer particles in astigmatic system. a) Diameter approach (Rossi and Kähler , 2014) b)
Difference approach (Chen et al., 2009) c) Ratio approach (Cierpka et al., 2010b) d) Euclidean
approach (Cierpka et al., 2010a). αx and αy are width of particle images in x or y directions.
z is the depth axis. With permission from Rossi and Kähler (2014)

microscope is already available. It allows for a large community to investigate the motion of

particles without high costs in terms of capital and expertise to set up the apparatus. The ease

of access to the method together with the high resolution in time and space were our main

reasons for choosing this type of measurements system to investigate three dimensional flows

at micrometer resolution.

Once the depth position of the particle is encoded in the particle image, the challenge lies

in decoding this depth information. There are two types of algorithms, which relate particle

images to the depth position of the particle. The first type of algorithm extracts image features

from the particle image and then relates those parameters to the depth position. The image

features which are conventionally used for this purpose are αx and αy, the width of the particle

image in the x and y direction (Rossi and Kähler , 2014). These features are usually extracted

by fitting a 2D Gaussian distribution to individual particle images:

IpX, Y q “ I0 ˆ exp
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where X and Y are pixel locations, xcent and ycent are the sub-resolution center point locations

of the particle, I0 is the maximum intensity of the particle image and β is an empirical shape

parameter. The fitting procedure extracts therefore both the width of the particle image as
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well as it’s exact center point on the x and y axis in a single step. It is crucial, that the pixel

locations X and Y do not contain signals form other particle images. The feature extraction

would otherwise not be able to operate reliably.

After extraction of the features αx and αy a model has to be employed, which relates those

values to the depth location. There are several different models which have been developed to

create this mathematical link. Figure 1.8 shows graphical illustrations of all current models.

Illustration (a) in the same figure depicts how the two particle image features change along

the depth. αx and αy have a minima where the focal point of their respective axis is located.

Their values strictly increase with increasing distance to the focal point. Therefore, there must

be a unique relationship between the width of particle images and their depth position. The

following approaches exist which model this relationship:

• Diameter approach (see (a) in Figure 1.8): The maximum value of the two diameters

is determined. Separate linear models between depth position and image diameter are

applied for the two regions where αx or αy stem the maximum value.

• Difference approach (see (b) in Figure 1.8): One of the diameters is subtracted from

the other. The resulting relationship between the difference in diameters and the depth

position is constructed by fitting a 5th order polynomial to an empirical trace of one

central particle (Chen et al., 2009). Both calibration and actual measurements limited

to the depth range between the two focal planes. Outside of this region, the diameter

difference-depth function becomes non-unique.

• Ratio approach (see (c) in Figure 1.8): Cierpka et al. (2010b) found a good fit between

depth and the following function: αˆαymax´αxmin
αˆA`B

, where α “ αy
αx

, A “ pαymax´αyminq{∆z,

B “ pαxmax´αxminq{∆z, αimax and αimin correspond to the largest and smallest observed

particle diameter along the axis i within the measurement volume, and ∆z is the depth

of the measurement volume. The depth range for this model is limited to the distance

between the focal planes as the calibration function becomes non-unique outside of this

range. Fuchs et al. (2014) reason that this calibration approach can be extended beyond
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the range of the two focal planes by including the absolute values of the particle diameters.

Yet they did not provide an algorithm which supports their claim.

• Euclidean approach (see (d) in Figure 1.8): To extend the depth range of the algorithm

beyond the two focal planes, Cierpka et al. (2010a) relate a calibration curve in the αx´αy

space to the depth location. They derived a calibration curve based on the assumption

that all effects of optical components in the system can be approximated with a Gaussian

model for the particle image. Their resulting calibration curves can be constructed in

both image dimensions i: αipzq “
a

c2
1pz ´ Fixq

2 ` c2
2 ` c2

3 where c1, c2 and c3 are fitting

parameters and Fix is the focal length in image dimension i. The fitting parameters are

different for αx or αy.

To infer the depth position z from measured image features αx and αy, the closest values of

αx and αy on the calibration line are determined first. The depth value is then determined

by solving the previous equation of both image dimensions for z. The larger the distance of

a measured αx ´ αy pair from the calibration line, the larger the error of this algorithm.

Therefore, Cierpka et al. (2010a) introduced a threshold for the distance between the

measured αx ´ αy pair and the calibration curve. This resulted in a rejection of 27 %

of their detected particles when applying a technique, which is already limited in it’s

maximum seeding density. Another case where the method looses precision is around

the focal planes, where the calibration curve is bending. Measured αx ´ αy pairs on the

“inside” of the curve are close to many points on the curve. The solution to the problem

“Which point on the calibration line corresponds to the αx ´ αy pair?” is therefore more

ambiguous. As a result, the measurement error is higher in these regions.

Rossi and Kähler (2014) quantitatively compared the above calibration methods. They con-

clude that both Ratio and Euclidean approach yield effective calibration algorithms, where the

Euclidean approach is more favourable in noisier conditions. This is possibly due to the fact

that this approach rejects a large share of it’s detected particles. While the Ratio approach is

not able to cover depth positions outside of the focal planes, the Euclidean approach is able

the cover this range. Yet, the depth range is still capped, as the algorithm introduces a bias
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at large distances from the focal planes Cierpka et al. (2010a). At large distances from the

focal planes the method struggles to reproduce the measured image features. It’s bias grows

larger with distance from the focal planes due to higher order image aberrations. In addition,

the lower signal to noise ratio (SNR) far from the focal plane induces a larger variance in the

measurements of the parameters αx and αy. This directly translates into a larger variance of

the model predictions.

A completely different type of calibration method was developed by Barnkob et al. (2015).

They omit the step of parameterizing particle images and relate the particle images directly to

the depth position. After particle detection, the cross-correlation between the particle image

and a stack of calibration images is computed for various candidate center point locations u

and v:
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where cpu, vq is the value of the cross-correlation at a specific center point, X and Y are the

locations of the pixels within the region of investigation, IC and It are the calibration image

and the target particle image and IC and I t are the mean values of the calibration and target

images. The calibration image with the highest cross-validation score is assumed to be closest in

depth position to the target particle. Target particles with a confidence score below a threshold

value are filtered out. The reported percentage of filtered particles is 20 % for images with low

SNR. Through interpolation between the confidence scores resulting from calibration images

at multiple depth locations, the depth value can be inferred below the resolution at which the

calibration images where acquired. As a final post-processing step, the particle image can be

fitted to Equation 1.4. This step yields the sub-resolution in-plane locations, as Equation 1.5

provides in-plane locations only at pixel-resolution.

This calibration method allows for a completely data-driven calibration of an astigmatic optical

arrangement. Although not specifically claimed, it is likely to have resolved the growing bias

errors at depths far from the focal plane. Apart from the sub-resolution center-point fitting
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procedure, the approach is not limited to astigmatic optical arrangements. Barnkob et al.

(2015) showed that other optical arrangements can be calibrated as well using their method.

The cross-correlation algorithm itself is computationally light-weight and can be computed

efficiently with matrix operations. Yet, the fitting procedure for the extraction of the sub-

resolution center point location is likely to be computationally burdensome. This might explain

the reported relatively high computational time of 0.1 s per particle on a conventional desktop

workstation.

Like all of the other presented calibration methods, this method is not able to infer depth

from overlapping object images. Overlapping images are specifically treated as outliers and

filtered out through their low cross-correlation score. This limits the particle density that can

be employed with this approach.

1.3 Overview of this work

Astigmatic particle localization was chosen as a tool to locate particles in 3D due to its ease

of access to the method for a large community. It provides an efficient and fast encoding of

particle locations which is only limited in time resolution by the frame rate of the camera. In

chapter 2 we present the experimental apparatus, image acquisition as well as image processing

steps. Section 2.1 focuses entirely on the experimental apparatus. We specifically employed the

simplest apparatus possible: a microscope with a conventional LED for brightfield illumination.

This results in images with a lower signal to noise ratio than any of the previous studies and

demonstrates the low requirements necessary for applying the presented technique.

Practical aspects on the construction of a sample holder for 3D micromodels are covered in

section 2.2. Sample holder as well as flow loop were entirely made of chemically resistant

materials such that a wide range of fluids can be employed for cleaning as well as refractive

index matching. For the purpose of this study, the sample holder carried a rectangular channel

for which the analytical flow field is known. The geometry of the rectangular channel was

chosen to validate the developed particle tracking methods before they are applied to flows
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without an analytical solution. Initial trials show how this channel can be filled with sintered

borosilicate glass and matched with fluids of the same refractive index (see section 5.2).

Image processing steps which are applied to the raw experimental images of the sample are

demonstrated in section 2.3. It is shown how persistent local dirt particles can be removed

through a simple calibration procedure. Inhomogeneous background illumination and signal

strength across the sensor are removed with a customized flat-field correction.

Experimental procedures for flow experiments in a rectangular channel are described in sec-

tion 2.5. Image sequences of moving particles are acquired in a laminar flow regime, which is

ideal to measure the accuracy of the developed algorithms. By acquiring image sequences at

different focal positions we are able to stack measurement volumes together to cover the entire

depth of a 3 mm deep rectangular channel.

To observe transient flow phenomena in porous media it is highly beneficial to utilize high

particle densities. This allows for an accurate spatial characterization of the flow processes.

Previous astigmatic localization methods have avoided this challenge entirely, narrowing the

range of applicability of the method to low particle density observations. In chapter 3 we present

a localization method for astigmatic particle images which is aimed at use cases with larger

amounts of particle overlaps. Section 3.2 describes how a derivative-based detection scheme is

able to generate multiple detection proposals for particles which are moderately overlapping.

Image features are then extracted with 2D Generalized Gaussian distributions which are co-

optimized in cases of particle overlap. It is shown how 2D Gaussian distributions can extract

richer particle image features than previous methods which just rely on particle diameters. A

cascade fitting scheme allows for the rejection of candidate detections which do not correspond

to real particle images.

Our approach of relating the particle image features to the depth location is entirely empirical,

since the exact optical parameters of our system are unknown. First, we created a large dataset

of image features at known depth location. Section 3.3 shows how such a dataset can be created

without prior knowledge of the depth locations of particles in a flow cell. An exploratory data

analysis demonstrates that the depth location forms a unique trajectory in the image feature
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space, which is a prerequisite for the use of the image features as predictors for the depth

location.

Section 3.4 explores the use of different flexible machine learning models as algorithms for

creating the mathematical link between image features and depth locations. The performance

of the trained algorithms with respect to the calibration dataset is compared and all models

are applied to the flow dataset sequences of particles moving in a laminar flow.

After the models inferred the 3D positions of particles in the flow, trajectories are created and

the measured flow field is analysed in section 3.5. The best algorithm was chosen based on it’s

performance to reproduce the analytical velocity field. An in-depth error analysis is conducted

and the model accuracy is compared to previous methods. Section 3.6 ends the chapter by

highlighting the most important features of the presented technique.

From the project described in chapter 3 we learned that the bottleneck which is limiting particle

densities is not the extraction of image features from overlapping particles. It is the detection

of overlapping particles in the first place. Where chapter 3 can be seen as an improvement of

previous astigmatic calibration approaches, the method presented in chapter 4 is an entirely

novel approach to calibrating astigmatic optical arrangements.

The goals of the technique presented in chapter 4 are the detection of highly overlapping

particles, the detection of highly blurred particles and reduction of the computational cost of

particle overlaps. Meeting these goals would ensure that the method is capable of locating

particles at high particle densities in measurement volumes of large depths at a moderate

computational cost. We borrow a detection algorithm which was developed in the field of

Computer Vision for the detection of people in crowded scenes and re-purpose it for our task

(subsection 4.2.2). We extended the capabilities of the model to detect the particles in the

image plane and simultaneously infer their depth position in a single prediction.

The algorithm is a deep neural network which requires a large dataset of images with annotated

3D particle locations for model training. In subsection 4.2.1 we present a workflow which

generates semi-synthetic training images based on a calibration set of real particle images. The
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generated training dataset employs real particle images of known 3D locations in front of a

synthetic background. This allows for very controlled degrees of overlapping particle images

which is required to train the algorithm.

The detection and localization accuracy of the method is first evaluated with respect to a test

set of the semi-synthetic images in subsection 4.3.1. This allows us to assess detection rate and

localization errors as a function of the degree of particle overlap. To our knowledge this is the

first study which systematically investigated the impact of particle overlap on those metrics in

astigmatic optical systems.

To ensure that the trained algorithm generalizes well to real experimental images, we applied it

to our dataset of unidirectional flows in three dimensions in subsection 4.3.2. Based on particle

locations inferred by the trained model we create particle trajectories in the investigated laminar

flow. The deviations of individual displacements from the mean displacements in the trajectories

are the basis for a detailed error analysis of the method. We evaluate how localization errors

relate to particle overlaps as well as the depth position of particles.

In chapter 5 the achievements of the two developed methods are summarized, and we lay out

how they relate to each other and what sets them apart. In addition, we discuss how the key

features of the developed methods relate to possible experiments in porous media.



Chapter 2

Experimental Setup and Image

Acquisition

2.1 Astigmatic microscope

An new experimental apparatus was constructed for the acquisition of the astigmatic data

presented in this work. The platform for our experiments is the inverse microscope DMi8 from

Leica (see Figure 2.1). The microscope has an adapter for laser illumination, yet this was not

in use in the experiments presented in this work. A LED lamp is employed for conventional

brightfield illumination. As a result we image the shade of objects located between the light

source and the camera sensor. All previously cited works on the calibration of astigmatic

systems employed fluorescence microscopy with strong light sources. Such strong light sources

are mostly strong lasers (Rossi and Kähler , 2014; Barnkob et al., 2015; Fuchs et al., 2014;

Cierpka et al., 2010b,a; Chen et al., 2009). Pulsed lasers running at the repetition rate equal

to the frame rate of our camera are usually class 4 lasers. Such strong lasers are expensive

and require specific safety procedures. This means that often the entire room has to be sealed

optically and access to the lab space is restricted during operating times.

To lower the entry barrier for the use of particle tracking with defocal techniques we are

demonstrating with this work that it is possible to employ simpler lighting equipment. As a

29
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Figure 2.1: Optical setup arranged for this study. A LED lamp is employed as background
light source. The image of the sample is collected with a 5x objective and projected towards a
camera sensor. Along this optical path, the image is altered with a cylindrical lens which adds
astigmatism to the optical system. A camera lens (2.5x) expands this image onto the camera
sensor. The laser adapter was not employed for this study.

result, we expected a lower SNR in our images, which is the trade-off for using a much simpler

experimental apparatus. Current calibration methods are not geared towards such lower SNR

images, which is the reason for the development of our own calibration procedures (see chapter 3

and chapter 4).

The sample position is located on top of a z-stage which is able to adjust the distance between

the objective and the sample. The z-stage is controlled by a desktop computer and has a

reproducibility of < 20 nm. A 5x objective (Leica HC PL FLUOTAR 11506224) with a nu-

merical aperture of 0.15 is magnifying the image of the sample and projecting it into the body

of the microscope. The objective was selected as it was the objective with the highest possible
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numerical aperture which would fit the requirements of the experimental apparatus. A high

numerical aperture is favourable for depth-from-defocus applications, as the degree of defocal

blur increases with increasing numerical aperture (Rossi and Kähler , 2014).

Within the housing of the microscope, a mirror is projecting the optical path towards a side-

port. A camera adapter (Leica 10446175) connects the camera to the side-port of the micro-

scope. The original purpose of the camera adapter is to magnify the image with a 2.5x lens

from the smaller C-mount connection of the side-port to the larger F-mount connection of the

camera. This magnification step is necessary as conventional microscope cameras have smaller

image sensors than the employed high-speed camera in our experimental apparatus. An added

benefit of the camera adapter is that it can conveniently host the cylindrical lens right in front of

the 2.5x camera lens. The cylindrical lens has a focal length of 250 mm (Thorlabs plano-convex

round cylindrical Lens) and it’s curved side is pointing towards the microscope objective. The

downside of placing the cylindrical lens into the camera adapter is, that the precise location of

the lens along the optical path is unknown. The approximate distance to the camera sensor is

185 mm ˘ 5 mm. As a result of this high uncertainty, the optical system cannot be simulated.

However, for our calibration approaches this is not a problem, since we derive the relationship

between particle image and depth location from an empirical set of data.

The employed camera (Phantom Miro Lab 340) is specialised for high-speed image acquisition.

The camera sensor has a full resolution of 2560x1600 pixel with a physical size of 10 µm per

pixel. The total magnification of the optical system is 12.5x, resulting an image pixel size of

0.8 µm and an imaged area of 2048x1280 µm. At full resolution, the camera can acquire up to

800 frames per second. Haine’s jumps are possibly the shortest pore scale events in terms of

their duration and it takes approximately 10 ms for them to take place (Armstrong and Berg ,

2013). It is not the purpose of this work to actually image such processes. Yet, the goal of

this work is to mimic the experimental conditions that the methods presented herein can be

directly be employed for the investigation of pore scale processes. To resolve Hain’s jumps with

10 time steps it takes a frame rate of 1000 frames per second. Often, the frame rate of a camera

is limited not by the number of images per time, but by the number of pixels per time. Thus,

by reducing the number of active pixels, the frame rate can be increased significantly. For
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Figure 2.2: Custom built sample holder carrying the rectangular Borosilicate channel which
is used for the experiments presented here. Various connector pieces allow for up to three 1/16
inch tubes to directly connect to the sample.

this work, a resolution of 2560x1440 in width and height was chosen, which yields the required

1000 frames per second. The resulting imaged area covers 2048x1152 µm. The width of the

camera sensor corresponds to the main flow direction in our experiment to allow for a larger

measurement range for processes which occur along this axis.

2.2 Sample and Flow Line

A sample holder was designed and manufactured for the purpose of holding 3D micromodels

and providing a connection for the injection and extraction of fluids Figure 2.2. The main body

of the sample holder is made of the polymer Polyoxymethylene (Figure 2.2) or stainless steel

(Figure 2.3) which both provide high stiffness when clamping the holder onto the z-stage of

the microscope. In our experiments, the sample holder carries a rectangular Borosilicate glass

channel (CM Scientific) with inner dimensions of 33, 7 and 3 mm in length, width and depth.

The wall thickness of the channel is 0.8 mm. Almost the entire length and width of the sample

are optically accessible by vertical illumination and imaging.

The sample holder can connect between 1 and 3 tubes to the sample on both ends. This allows

for single or multi-phase experiments with a third port for pressure measurements. A chemically

highly resistant perfluoroelastomeric rubber piece (DuPont Kalrez 7075) seals both the surface

of the sample as well as the connected tubes when a metal connector piece is screwed against

the sample from both sides. The sample holder was pressure tested by applying a pressure of
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Figure 2.3: Example of the flow line as used in the flow experiments. A syringe is holding the
employed fluid and a syringe filter at it’s outlet filters contaminants above the size of the tracer
particles. A three-way valve is employed to remove air bubbles in case of air contamination
and can be employed to shut the flow off entirely for acquisition of particle calibration images.

3 bar in the carrying fluid and it did not show any measurable leakage over the course of one

day. High chemical resistance of the seal was ensured to allow for flexibility with regards to the

fluids used for experiments and for cleaning.

For the same reason, 1/16 inch tubing of resistant FEP was selected for connecting the sample

with the other components of the flow line. A simple setup of the flow line for the injection

of a single phase into the flow cell is shown in Figure 2.3. A gas-tight syringe injects the fluid

through a filter into the flow line. A three-way valve is employed for the removal of air bubbles

in case one enters the flow line. The clean fluid then passes through the sample and the ejected

fluid is collected from the outlet tube of the sample.

During experiments flow is induced by a syringe pump (KDS Legato 200), which is placed

vertically such that the connector of the syringe is facing downwards. This allows air bubbles

in the syringe to rise against the direction of flow and reduces the risk of introducing air into

the system. For real experiments, valves are installed in front and behind the flow cell. With

high-viscosity fluids the closing of valves effectively renders the fluid motionless and allows for

the imaging of stagnant particles throughout the sample.

A set of stainless steel clamps is employed to align all pieces of the sample holder in one

plane and to fix them onto the z-stage (Figure 2.4). The sample holder consists of multiple

components which are held together by large screws and the seal. The sample itself is squeezed

in place by the two seals from two sides. So, when all components are fixed onto the z-stage
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Figure 2.4: Two stainless steel plates act as clamps as they are screwed tightly onto the
z-stage of the microscope. The plates are wide enough to press both the main body as well as
the connector piece of the sample holder onto the stage.

with clamps, the sample might move a few µm until the forces in the seal have equalized. Prior

to experiments, the sample holder is fixed to the z-stage and reference images of small dirt

particles on the outside of the sample are acquired. Movement of the dirt particles over time

indicates that the sample is still moving. Once the dirt particles stopped moving, the setup

is ready for experiments. Thus, this preparation was usually conducted one day prior to an

experiment.

Close attention has been paid to ensure that the rectangular channel is of sufficient size to

cover a representative elementary volume (REV) of common porous media properties. For this

work no experiments in porous media were conducted, but the employed rectangular channel

can be be loaded with porous media in future experiments. Depending on the pore geometry,

the size of a REV varies drastically. Zhang et al. (2000) computed REV values of porosity

and permeability of 0.27 and 0.40 mm in Brent Triassic sandstone. Grain diameters for Brent

sandstone were reported to be between 61 and 636 µm (Ekre, 2015). Mostaghimi et al. (2013)

found REV values of 0.8 and 1.1 mm for the permeability in different sandstones, yet they

did not report grain sizes or pore diameters. Costanza-Robinson et al. (2011) found REVs

of porosity below 2 mm and REVs of water saturation and interfacial area below 3.8 mm for

unsaturated porous media with grain diameters between 211 and 650 µm.

It should be noted that more complex pore geometries (Mostaghimi et al., 2013) or two-phase
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flow (Georgiadis et al., 2013) can increase the REV of the (relative) permeability by orders of

magnitudes. Yet, the inner dimensions of the employed rectangular glass channel (33x7x3 mm)

are likely to be large enough to observe representative volumes of porosity and single phase

permeability of porous media with the aforementioned grain sizes and the same heterogeneity.

To gain an understanding of the mechanics of multi-phase flow, conventionally rock cores of

4 mm in diameter are investigated in fast µ-CT experiments. Reynolds et al. (2017), for instance,

conducted multi-phase flow experiments in core plugs of Bentheimer sandstone with grain sizes

ranging between 180 and 320 µm (Peksa et al., 2015) and Berg et al. (2013) conducted their

experiments in Berea sandstone with grain sizes ranging between 70 and 400 µm (Churcher

et al., 1991). The smallest dimension of the glass channel is the depth of 3 mm. This value is

close to the smallest dimension of currently employed porous media and is therefore likely to

be of sufficient size to provide insights into the mechanics of multi-phase flow in porous media.

The experimental arrangement chosen for the evaluation of the developed particle tracking

methods is depicted in Figure 2.5. It comprises an empty rectangular channel of 33 mm

length, 7 mm width and 3 mm depth. Glycerol (99.5 % Sigma Aldrich) is employed as fluid.

The refractive indices of the Borosilicate channel and the fluid match up to the third decimal

as stated by the manufacturers specifications. Polystyrene microspheres of 2 µm diameter

(Microparticles GmbH) and with sulfate as a functional group were added to glycerol at a

concentration of 5ˆ10´5 w/v. According to the manufacturer, the particles are monodisperse

in aqueous solutions and do not aggregate. A homogeneous distribution of the negatively

charged particles is achieved by magnetic stirring of the solution.

Polystyrene objects in aqueous solutions can experience two types of attractive forces (Vino-

gradova et al., 2001): long and short-range attraction. The first type acts on particles which are

only several nanometers apart and the second type on particles which are several 10s to a few

hundred nanometers. While the short-range attraction is of electrostatic nature (Zhao et al.,

2010), the forces behind long-range attraction are still a topic of ongoing research. However, it

seems that small microbubbles or counter-ions might play a role in the attraction of surfaces

with the same charge (Vinogradova et al., 2001; Zhao et al., 2010). Even the range of the

long-range attractive forces is unclear, since ranges of up 2 mm are reported in the literature
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Figure 2.5: Experimental arrangement of this study. A rectangular Borosilicate channel is filled
with glycerol. Microspheres in the glycerol are imaged with an astigmatic optical arrangement.
The imaged volume is not deep enough to cover the entire depth of the rectangular channel,
such that measurements at different depth positions are stacked on top of each other.

for extreme cases (Zhao et al., 2010).

During our flow experiments we observed a statistically closer proximity of particles as com-

pared to an entire random distribution of particles (see last two paragraphs of subsection 4.3.2).

However, we did not observe any particle aggregation, which would be a result of strong attrac-

tive forces between particles. Even after days of leaving particles in stagnant glycerol, particle

aggregation was not observed.

2.3 Sensor calibration

Raw brightfield images of immersed particles are difficult to analyse. Figure 2.6 shows such a

raw picture for a case with low particle density. The image of tracer particles are their shadow

in front of the light source. The illumination is in-homogeneous, which is the result of a simple

LED background illumination. The signal of particle images is weak, which again is a result of

the background illumination, causing stray light and non-parallel rays of light. In addition, the

in-homogeneous illumination might induce different signal strengths at different background

illumination values if the sensor response is not exactly linear.

The low particle signal is a property of the simple illumination and cannot be improved com-
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Figure 2.6: Raw image acquired by the experimental apparatus. Particle images are hardly
visible, the background illumination is inhomogeneous due to the point light source and the
strength of the particle shade might change within the image. A dedicated image processing
scheme has to be employed to extract quantitative information from such images.

putationally without increasing the noise at the same time. It is generally acknowledged that

the signal to noise ratio (SNR) is one of the most critical quantities which impact the accuracy

of a defocal system (Ouellette et al., 2006; Cierpka et al., 2010b). To compare the performance

of algorithms which were applied to different datasets, it is crucial that the SNR of a dataset

is reported. Unfortunately, many studies in the field of defocal particle tracking don’t provide

their definition of SNR (e.g. Barnkob et al. (2015)), some provide the noise level and not the

signal (e.g. Ouellette et al. (2006)) and some definitions of SNR provide no information about

the signal, but only the noise (e.g. Cierpka et al. (2010b)). The noise level alone is not suf-

ficient, it has to be compared with the signal to provide any insight about the quality of an

image. A more sensible definition of SNR, developed in the Biophysics community, is therefore

adapted for this work (Savin and Doyle, 2005). It is defined as:

SNR “
Imax ´ µpIbackgrq

σpIbackgrq2
(2.1)

where, Imax is the maximum intensity value of the particle signal, µpIbackgrq is the mean back-
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Figure 2.7: Acquisition of bright ( Ibright, right) and dark ( Idark, left) reference images for flat-
field correction. Bright reference images are acquired with experimental illumination strength
(71%) and dark reference images are acquired under dimmed conditions (63%).

ground value and σpIbackgrq
2 is the variance of the background gray scale intensity. Savin and

Doyle (2005) worked with images of fluorescent particles, where the background is darker than

the particle signal. Thus we adapted their definition to brightfield images:

SNR “
µpIbackgrq ´ Imin

σpIbackgrq2
(2.2)

where, Imin is the minimum intensity value of a particle image. Since the background illumi-

nation is not homogeneous, both µpIbackgrq and σpIbackgrq
2 were measured in the vicinity of the

respective particle image. The SNR strongly depends on the distance of a particle to the focal

planes. Only particle images which appeared small and located close to the focal planes were

analysed to provide a measure for the maximum SNR of the optical system. For the presented

optical apparatus, the values of the mean and variance of the SNR are 5.6 and 0.46.

As previously stated, such SNR values are an inherent property of the optical system and can-

not be improved without changing optical components. Yet, the in-homogeneous background

illumination as well as any possible variations in signal strength can be standardized for each
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pixel on the sensor. Such a pixel-wise correction of the background illumination and the scal-

ing between darkest and brightest possible gray-scale value can be achieved by adjusting the

flat-field correction (Seibert et al., 1998) to our purpose:

Icorr “ 1´
Iraw ´ Idark

sˆ pIbright ´ Idarkq
(2.3)

where, Icorr is a flat-field corrected image with dark background and bright particle images, Iraw

is a raw image, Idark is an image of the darkest possible pixel values, Ibright is an image of the

brightest possible pixel values, and s is a parameter which scales the gain of the image. A more

intuitive explanation is that Ibright corresponds to a clear image of the background as it appears

during experiments and Idark corresponds to the darkest possible shade a particle might throw

on each pixel. If the sample was perfectly clean, Ibright and Idark could directly be acquired as

depicted in Figure 2.7. Ibright would simply be an image acquired under experimental back-

ground light conditions. Note, that it is necessary to conduct individual flat-field corrections for

each depth position at which image acquisition is conducted in later experiments. Idark can be

acquired by lowering the light intensity and simulating the shade of particles falling on camera

sensor (see lower light intensity on the left side of Figure 2.7). The degree to which the light

intensity is reduced is determined by the drop of grayscale values caused by individual particle

images. The drop in grayscale values from the lower light intensity should be at least twice

the maximum drop of grayscale values caused by individual particle images. This allows for a

range of scaled pixel values which spans the larger drop in grayscale values of two overlapping

signals.

Unfortunately, samples are often not perfectly clean to image Ibright and Idark directly. Despite

of filtering fluids in the flow loop, dirt or tracer particles were still observed in the fluid and

at the surface of the solid as can be seen in Figure 2.8. Dirt which is permanently stuck at

the surface is removed by Equation 2.3, as it is present in Iraw, Ibright and Idark. Mobile dirt

particles in Ibright and Idark, however, might not be present in later experimental images Iraw.

This renders the flat-field correction incorrect at the locations of mobile dirt particles and

produces dark patches in Icorr. Thus, two sets of Ibright and Idark are acquired each: Ibright1



40 Chapter 2. Experimental Setup and Image Acquisition

Figure 2.8: Particles of previous experiments or dirt particles visible after cleaning of the
rectangular channel when acquiring the calibration image Idark1. Two pictures of the same
scene are taken and the fluid is moved in between to later distinguish between mobile and
immobile dirt.

and Ibright2 as well as Idark1 and Idark2. A small volume of fluid is moved through the sample

between the acquisition of the two data sets to move any mobile dirt particles. To compute

Ibright and Idark, the pixel-wise maximum is computed between Ibright1 and Ibright2 as well as

Idark1 and Idark2.

The efficient removal of mobile dirt particles present in Figure 2.8 produces images with only

permanent dirt particles as shown in Figure 2.9. As stated earlier, such permanent dirt parti-

cles are not significantly impacting the flat-field corrected image, since the sensor response is

calibrated pixel-wise. Figure 2.10 shows the the flat-field corrected version of Figure 2.6. Note

the homogeneous background noise, the consistent signal across the image and the absence of

dark patches from mobile particles.

Although brightfield microscopy has several disadvantages, in particular low SNR images, it

is worth highlighting some benefits of this imaging method. Due to the full illumination of

the sensor, it is possible to conduct a flat-field correction, which provides the same scaling
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Figure 2.9: Idark is the result of the pixel-wise maximum of Idark1 and Idark2. This procedure
removes mobile dirt particles from the images required for the flat-field correction and only
leaves immobile particles.

of the signal across the entire sensor. This is would not be trivial to conduct with fluorescent

microscopy, where only fluorescent particles are illuminated. Even pixels which are occupied by

dirt particles can be scaled in brightfield microscopes, whereas this is not possible in fluorescent

microscopy. The simple sources of illumination employed in brightfield microscopy have a

stable illumination profile, whereas pulsed lasers suffer from drift throughout the time of the

experiment (Grayson et al., 2017; Chang et al., 2019). In addition, the cost and practicality of

brightfield microscopes allow for this method to be much more accessible to a wider community.

2.4 Imaging of stagnant and flowing particles

The entire experimental procedure in this work is split in following four phases:

• Sample preparation

• Imaging of sample without particles for flat-field correction
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Figure 2.10: Flat-field corrected image of the raw image presented in Figure 2.6. The resulting
image has a homogeneous background illumination, the signal response is the same over the
entire sensor and permanent dirt particles are removed from the image.

• Imaging of stagnant particles for calibration

• Imaging of flow experiment

2.4.1 Sample preparation

The sample was prepared on the day prior to the experiment. Both flow channel and seal

were cleaned with cleanroom swabs to reduce the number of dirt particles before the sample

holder was assembled. Glycerol was loaded into the syringes of the syringe pump and slowly

injected into the sample, while the sample was oriented vertically to reduce the trapping of

bubbles. After the entire system was flooded with glycerol, a small number of bubbles were often

attached to the surface of the rectangular channel. High flow rates were mostly able to remove

such bubbles in the rectangular channel. Note that this is not possible in a porous medium

where lower velocities require a more sophisticated process to vacate air from the sample (see

section 2.2). Once the sample is ready, it is clamped onto the z-stage of the microscope
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and left overnight such that any tension in the seal of the sample holder can equilibrate. A

homogeneous solution of dispersed particles is prepared at the day prior to the experiment by

stirring it overnight with a magnetic stirrer. All following steps were then conducted at the

day of the experiment.

2.4.2 Imaging of sample without particles for flat-field correction

The top of the rectangular channel was cleaned with a cleanroom swab to remove any dust

particles. To avoid any dust falling onto the sample during experiments, a polyvinyl chloride

film is employed to cover the sample holder several mms above the sample. Any dust particles

falling onto the protective film are therefore not visible in images acquired within the sample.

Most image-enhancing functions of the camera software were turned off during image acquisi-

tion. Only a “Current Session Reference” was conducted with the aim of reducing the charge

which accumulates on the image sensor over time. This reduces the noise level to some degree.

All other built-in functions of the camera software change the images only computationally.

They are not able to add any additional signal or reduce the noise.

The first images taken at the day of the experiment were the images of the flat-field correction

since the sample was still free of particles. The bottom of the rectangular channel was set as a

reference depth in the microscope software to allow for repeatable depth positions throughout

all imaging sequences. As shown in the previous section, two sequences of Ibright and Idark

images were acquired at the depth positions which were later imaged during the acquisition of

calibration and flow images. The set of calibration images is large and requires measurements at

many defined depth positions. Yet, the camera and microscope of the employed equipment did

not share a common software interface to allow for the programming of an image acquisition

sequence at different depth levels. Thus, a script which mimics keyboard input and mouse

movements was written to control the interaction between microscope and camera software.

This allows for a systematic acquisition of depth sequences without the risk of human errors.
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2.4.3 Imaging of stagnant particles for calibration

The prepared glycerol-particle solution was loaded into the syringes and the syringes were ori-

ented downward-facing during injection with syringe pumps. The downward-facing orientation

allows for introduced air bubbles to rise against the direction of flow. The removal of air bub-

bles in calibration or flow images would require additional image processing. It was found to

be easier to carefully conduct experiments without the introduction of such air bubbles instead

of removing them computationally.

The glycerol-particle solution was injected into the sample until a homogeneous distribution

of particles was visible across the entire depth range of the flow channel. When this was

achieved, the valve on the side of the syringe pump was closed and 5 minutes later, after pressure

equilibration across the sample, the valve at the outlet of the sample holder was closed. The

sample was left for approximately 1 hour until no particle movement in the image dimensions

was observed anymore. Imaging of the stagnant particles commenced with the automated

system described in subsection 2.4.2. Starting at the bottom of the rectangular channel, the

entire depth of the flow channel (3 mm) was imaged at approximately 3 µm depth intervals.

The 3 µm step size comprises a 2 µm physical change of the z-stage which is multiplied by the

refractive index of the sample (1.474) to arrive at a precise step size of 2.95 µm. At each slice, a

total of 4 images were collected to account for the noise of the camera sensor. The investigated

volume was located in the centre of the rectangular flow channel and spanned 2048, 1152 and

3000 µm in length, width and depth respectively. Thus, it did not cover the entire width of 7

mm of the channel.

Specific care should be taken with respect to buoyancy forces due to density differences between

the particles and the fluid. Glycerol has a density of 1.27 g{cm3 and the polystyrene has a

density of 1.04 g{cm3, so there is a significant density difference. Yet, the viscosity of glycerol

is so high(1.41 Pa s) that the terminal velocity of the rising microspheres is just 1.4ˆ10´3 µm s´1.

When considering that the time between two sequential calibration images is 2.9 second the

error in the step size induced from rising microspheres is 4.1ˆ10´3 µm. The total acquisition

time for the calibration images is 70 minutes with the presented experimental setup. This
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could be reduced to just a few minutes if one common software interface was employed for both

camera as well as the z-stage of the microscope.

2.5 Imaging of flow experiment

Flow experiments commenced immediately after acquisition of the calibration images. The

syringe pump was set to a target flow rate of the glycerol-particle solution. Due to the high

viscosity, specific care was taken for the flow field to develop fully before measurements were

taken. To probe the flow field, particle displacements were determined close to the wall of

the rectangular channel. Once the the displacements stayed constant, the acquisition of image

sequences started.

Image sequences of the flowing fluid were acquired at different depth positions throughout the

channel. Each image sequence comprises 452 images and was recorded at a frame rate of 24

frames per second. When observing dynamic pore scale phenomena, the frame rate would be

at least one order of magnitude higher. Yet, to observe moving particles in the rectangular

channel at such high frame rates, much larger flow rates would be required. Much larger

flow rates are not feasible with a syringe pump which can only supply a limited volume of

the glycerol-particle solution. However, much larger frame rates can easily achieved with the

camera. The exposure time chosen for this work was 550 µs and this value can still be reduced

significantly by increasing the light intensity.

The depth positions where the image sequences were acquired are 150 µm apart and span the

entire flow channel. The lowest depth position is at the bottom of the channel and the highest is

at the top of the flow channel. Sequences which comprised dirt particles or bubbles were deleted

and repeated until no apparent alien particle was visible in any of the sequences. All image

sequences were stored in the internal memory of the camera and were only downloaded at the

end of the experiment. This significantly reduced the experimental time and allows for the use

of smaller syringes which produce a more constant pressure drop (Zeng et al., 2015). For the

repeated scanning through all depth positions in flow experiments, the acquisition speed in the
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z-direction might be limited by the speed of the microscope stage or the synchronisation of the

microscope components. In our experimental setup, the employed Leica closed loop microscope

stage can move between focal planes within 30 ms.

Two flow experiments were conducted with flow rates of 1.0 ml h´1 and 2.5 ml h´1. The

corresponding Reynolds numbers of the experiments are 7.2ˆ10´5 as well as 1.8ˆ10´4. These

unidirectional flows in three dimensions can safely be considered to be laminar with straight,

horizontal flow trajectories, parallel to the walls of the rectangular channel.

The orientation of the sample holder was rotated such that the particles are moving approx-

imately parallel to the x-direction of the image, i.e. along the long axis of the image. Their

depth position doesn’t change significantly along the imaged volume, since the sample is ori-

ented parallel to the focal plane. Thus, we observe an unidirectional flow in three dimensions.

As it was ensured that the flow profile was fully developed prior to the measurements. There-

fore, there is no acceleration of the fluid either. Such flow experiments along the horizontal axis

are the de facto standard in demonstrating the performance of 3D particle tracking methods

(Barnkob et al., 2015; Cierpka et al., 2010b,a; Kähler et al., 2012).

2.5.1 Analytical solution of velocity field

For the resulting unidirectional flow, we can derive an analytical solution for a channel of height

H. Assuming that the employed channel is wide enough such that edge effects can be neglected

and long enough such that the flow is fully developed we can reduce the continuity equation:
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Where u, w and v are the velocity components in the x, y and z direction. Due to the no-slip

boundary condition vpz “ 0q “ 0 and Equation 2.4, v is 0 everywhere. Therefore, the velocity

in x direction is only a function of z: u “ upzq. Thus, we can simplify the momentum equation

to its x-component:
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where ρ is the density, p is the pressure, ν is the kinematic viscosity and gx are any external

accelerating forces acting in the x direction. Due to the aforementioned assumptions and the

absence of gx, Equation 2.5 can be simplified:
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which reduces to:

µ
d2u

dz2
“
dp

dx
(2.7)

where µ is the dynamic viscosity. For Equation 2.7 to be true for all choices of x and z, both

sides of the equation must be constant. After integrating twice over z, we arrive at following

equation:

upzq “
1

2µ

dp

dx
z2
` C1z ` C2 (2.8)

where C1 and C2 are constants. The values of these constants can be determined at the

boundary conditions:

upz “ 0q “ 0, upz “ Hq “ 0 (2.9)

Substituting the boundary conditions into Equation 2.8 yields:

C2 “ 0, C1 “ ´
1

2µ

dp

dx
H (2.10)

The resulting velocity distribution is therefore:
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Figure 2.11: Analytical 2D velocity field in the rectangular channel normalized by the maxi-
mum velocity.
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The derivation of the 2D velocity field in the finite rectangular channel is significantly longer

and therefore omitted at this point. However, a detailed derivation can be found in Truskey

et al. (2004). The resulting 2D velocity field is shown in Figure 2.11 and the corresponding

analytical solution is the following:
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2.6 Computer hardware and software implementation

The implementation of the approach presented in chapter 3 was conducted in MATLAB on a

powerful desktop workstation. The computer had 256 GB of memory and a processor with 12

cores at 2.5 GHz each (Intel Xeon Processor E5-2680 v3). The MATLAB Parallel Computing

Toolbox was employed to process the individual optimization tasks in parallel on the CPUs.

The approach presented in chapter 4 was implemented in Python and the deep learning model

in Tensorflow. The hardware employed for this approach consisted of 30 GB of RAM, a proces-

sor with 8 cores and a GPU with 8 GB of RAM (Nvidia Quadro M4000). The analysis of one
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experimental image took approximately 30 s with the approach from chapter 3 and approxi-

mately 1 s with the method from chapter 4. However, the training of the model employed in

the latter took approximately 10 hours.

The following chapters focus entirely on the methods which were developed for the analysis of

the acquired experimental images. The two developed techniques both address different aspects

of the unique brightfield microscopy images as well as the possible future application in flow in

porous media.



Chapter 3

Method I: Generalized Gaussian

distributions as Feature Extractors

3.1 Introduction

For the described experimental apparatus a particle localization technique was developed which

was geared towards following goals:

1. It can be applied without knowledge of the underlying optical arrangement

2. It can be applied to low SNR images from brightfield microscopy

3. It is able to extract a rich amount of information from particle images

4. It can handle particles in close vicinity

5. It is not limited in the depth range

The two existing calibration approaches which are closest to fulfilling these requirements are

the methods by Cierpka et al. (2010a) and Barnkob et al. (2015). Both methods relate particle

images to depth positions empirically. Barnkob et al. (2015) achieves this by cross-correlating

50
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raw particle images to a calibration stack of particle images and Cierpka et al. (2010a) by fitting

parameters of the optical arrangement to a dataset of measured particle image features.

No study was found which explicitly investigated the effect of low SNR images on the perfor-

mance of the two calibration methods. Yet, all studies which employed these methods are based

on high grade fluorescence microscopy with laser illumination (Cierpka et al., 2010a; Rossi and

Kähler , 2014; Barnkob et al., 2015, 2018).

Barnkob et al. (2015) employs entire particle images directly to relate it to the depth position.

Thus, in principle, no information about image features is lost. In practice, the authors state

that they achieve best performance by applying a 7x7 median filter to their images prior to

analysis, which might result in the loss of small grain particle image features. Cierpka et al.

(2010a) are extracting the particle width in the x and y direction by fitting 2D Gaussian

distributions. Yet, Rossi and Kähler (2014) observed that simulated particle widths did not

follow exactly their measurements. They concluded that particle images in their astigmatic

arrangement are not exactly Gaussian. The fitting of 2D Gaussian distributions might therefore

not extract the full information content from particle images.

Neither Barnkob et al. (2015) nor Cierpka et al. (2010a) show a systematic approach to extract

information from particles which have other particles in their close vicinity. Yet, it is favourable

for an algorithm to have this capability, since it allows for denser measurements of the fluid. The

method by Barnkob et al. (2015) inherently rejects overlapping particles as outliers and there

is no straight-forward solution to adapt the algorithm to such instances. Cierpka et al. (2010a)

treat overlapping particles as outliers. Yet, there is no theoretical barrier which renders their

method of feature extraction impossible for overlapping particle images. But it would mean

that the 2D Gaussian distributions of multiple particles would have to be co-optimized.

The entirely empirical calibration method of Barnkob et al. (2015) is not limited in the depth

range. Cierpka et al. (2010a), however, are fitting an optical model to observed particle diame-

ters. Their model is not able to fit the data at large distance to the focal planes. This strongly

limits the depth range of the calibration method, whereas large depth ranges are particular

favourable when investigating flow in porous media.
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The goal of the work in this chapter is to develop a new calibration approach which borrows

concepts from both Barnkob et al. (2015) and Cierpka et al. (2010a) to combine advantages of

the two methods. The approach presented herein is closer related to Cierpka et al. (2010a),

since only this method allows for the analysis of particle images in close vicinity. Instead of

fitting image features to parameters of the optical arrangement, flexible machine learning tools

are trained (section 3.4) on an empirical dataset (section 3.3) to relate image features directly to

the depth position. In the spirit of Barnkob et al. (2015), this relationship is purely data-driven

and doesn’t require any understanding of the optical arrangement. At the same time, this data-

driven approach solves the problem of the limited depth range of the calibration. The approach

of Cierpka et al. (2010a) is limited in its depth range because their proposed algorithm doesn’t

fit the empirical data beyond a certain distance from the focal plane. Flexible regression tools,

however can model very complex mathematical relationships and are much less likely to suffer

from such bias. To extract a larger amount of information from particle images than Cierpka

et al. (2010a), we propose a feature extraction by fitting 2D Generalized Gaussian distributions

(section 3.2). And to ensure that the method can be employed to low SNR images, we apply

the proposed approach to images acquired during the previously experiments (section 3.5).

3.2 Particle detection and feature extraction

3.2.1 Generalized Gaussian distribution as feature extractor

As stated in the previous section, Rossi and Kähler (2014) observed that particle images are

not exactly Gaussian. Thus, a 2D distribution which fits parameter particle images well was

searched for. Images of particles right between the two focal planes provided an important hint

to finding an additional valuable image parameter. In this region, due to the compression of

the particle images in both image direction, the particle image becomes round to star-shaped

(see Figure 3.1, top-right image). The particle image appears more concave than an ordinary

2D Gaussian distribution. At other depth positions, the particle image appears more convex

(e.g. Figure 3.1, top-left image).
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Figure 3.1: Fit of 2D Generalized Gaussian distribution to particle images

An ordinary 2D Gaussian distribution is not able extract this change in convexity/concavity of

the particle image. Yet, this parameter is explicitly incorporated in the Generalized Gaussian

distribution. The 2D Generalized Gaussian distribution is an ordinary Gaussian distribution

with an added shape parameter which accounts for the convexity/concavity of the distribution:

Ipx, yq “ α ˆ exp

«

| xcp ´ x |

ρx

βx

`
| ycp ´ y |

ρy

βy
ff

` δ (3.1)

where, Ipx, yq is the fitted particle image, the parameter α describes the maximum intensity

of the particle image, βx and βy are measures of convexity/concavity in the x and y image

directions, ρx and ρy are scale parameters in the x and y directions and describe the spread of

the distribution, xcp and ycp are center point locations of the centre of the distribution and δ is

the average background value.

As can be seen in Figure 3.1, the distribution is able to fit both particle images which are

convex and which are concave. It can reproduce the star-shaped structure between the focal

planes which indicates that this distribution is able to extract a large amount of information

from particle images. Additionally, it fits the center-point location of the particle image during

the fitting process in the same manner as the approach of Cierpka et al. (2010a) does. This
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Figure 3.2: Measured histogram of grayscale values in experimental image

center-point location is therefore determined with sub-pixel accuracy.

Following these initial observations, the 2D Generalized Gaussian distribution seemed to be

a good candidate for a new image feature extractor. It follows the approaches of Chen et al.

(2009); Cierpka et al. (2010b,a); Fuchs et al. (2014) which all parameterize particle images by

measuring the particle width. Yet, Generalized Gaussian distributions allow for the extraction

of an additional image parameter for a more fine-grained description of the image.

3.2.2 Generating detection proposals

Before the Generalized Gaussian distributions can be fitted to particle images, particles have

to be detected in the microscope images. The previous approaches which actually reveal their

particle detection method, have very similar approaches in their particle detection. As a first

step, some approaches filter low bandwidth signals either by subtraction of a sliding minimum

over time (Cierpka et al., 2010a) or by application of a high-pass bandwidth filter (Cierpka

et al., 2010b). Following this step, particles are detected by applying a gray scale threshold

to the image (Cierpka et al., 2010a,b; Chen et al., 2009). All connected pixels above a certain

gray scale threshold are considered to belong to the same particle. Other works refer to a

“segmentation algorithm” for their particle detection (Rossi and Kähler , 2014; Barnkob et al.,

2015), which they don’t further specify.
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Figure 3.3: Dilemma of employing a simple gray scale threshold for particle detection. If
threshold is set low enough to detect highly blurred particles, overlapping particles are lumped
together into one connected blob. If the threshold is set high enough to resolve overlapping
in-focus particles, highly blurred particles remain undetected.

All previous calibration methods, apart from the approach ofBarnkob et al. (2015), are only

valid between or close to the focal planes. Particle images in this region are not as strongly

blurred as far-out of focus particles. They produce a stronger signal and are therefore easy to

detect by setting the gray scale threshold at a relatively high value. Yet, this approach comes

with two challenges. Particle images at larger distances from the focal plane are stronger blurred

and might not be detected by high threshold values. The grayscale histogram in Figure 3.2

already indicates that there is no clear threshold between background and particle image. The

other challenge is that multiple particle images in close proximity might form one connected

cluster of pixels after the thresholding step. These two challenges interact: If the thresholding

value is reduced to increase the detection of highly-blurred particles, the probability of lumping

proximate particle images becomes higher. If the threshold is set to a higher value to detect

particle images in close proximity, highly-blurred particles are not detected. This dilemma is

visualized in Figure 3.3.

To overcome this challenge, a local peak finding algorithm was employed (Natan, 2013). Similar

to previous approaches, this algorithm starts with a set of smoothing and thresholding steps.

An overview over this image processing pipeline along with the respective parameter values of

individual operations can be found in Table 3.1. First, a non-local means filter (Kroon, 2010)

reduced the thermal noise of the camera and images were re-scaled to floating point numbers
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Table 3.1: Image processing pipeline for the generation of connected particle clusters

Step Operation Parameter Parameter value

1 Non-local means filter kernel ratio 3
window ratio 5
filterstrength 0.1

2 Threshold 1 threshold value min(row wise max(image))ˆ1.5
3 Directional Gaussian filter 1 stdev x-direction 5
4 Directional Gaussian filter 2 stdev y-direction 5
5 Threshold 2 threshold value 0.9ˆthreshold 1

between values of 0 and 1. During this step a lot of fain-grained detail is lost from particle

images. Thus, the processed image for particle detection was only used for particle detection

and not later on for any quantitative image analysis. After the thermal camera noise was

reduced, a first thresholding step was applied to remove background patterns. Most features of

particle images are aligned with the x or y axis of microscope images. To further amplify these

features, 1D Gaussian filters were applied to the output of the previous thresholding operation

along both image dimensions and then averaged. The filter size was selected based on the

minimum width of a particle image. The minimum width in our experimental images was

approximately 9 pixels and the filter size should be lower than this value to resolve fine-grained

details. We applied filters with a width of 5, which is the closest odd filter size with respect to

half the particle image width. An odd filter size is necessary to relate the output of the filter

to a specific pixel in the input. A filter size of 3 lead to too many local peaks and therefore

to more false positive detections. A filter size of 7 smoothed the image too much and lead to

undetected far-out of focus particles.

This operation was followed by a final thresholding step, which aided in the removal of false

positive detections. The two thresholding values were selected manually, since there were no

ground-truth labels of particles available on which these two parameters could be numerically

optimized on. The lower the threshold values, the better the detection of far out of focus

particles and the worse the distinction between overlapping particles.

After the smoothing and thresholding steps, blobs of remaining connected pixels were inves-

tigated. For each blob, the pixel-wise derivative was computed along both image directions
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as well as between diagonal pixels. Pixels with a negative derivative in all these directions

denote peaks and were therefore annotated as detection proposals. The reason why the result-

ing detected peaks are not simply assumed to be detections of individual particles is because

there is no single filtering procedure which is applicable to both near-focus and highly-blurred

particle images. If the filtering steps are tuned to highly-blurred particles, near-focus particles

are going to be lumped into one detection and missed. Instead, the filtering steps in this work

were tuned for near-focus particles, which resulted in occasional multiple detections for single,

highly-blurred particles.

The resulting identified local peaks are therefore considered to be detection proposals and

not directly true particle detections. However, in the case of multiple detections proposals

per single particle the detection proposals are always oriented horizontally or vertically with

respect to each other due to the shapes of particle images. Additionally, they are located at

a distance smaller than a particle image diameter. This characteristic spatial arrangement of

multiple detection proposals per particle can be employed to group such detection proposals

into a category of detection proposals which required further investigation. All other detection

proposals, which are not spatially aligned close to each other on an image dimension, are

considered valid particle detections.

3.2.3 Cascade feature extraction

As laid out in subsection 3.2.1, particle image features can be extracted by fitting 2D General-

ized Gaussian distributions to individual particle images. The process of fitting Equation 3.1

to a particle image is trivial as long as there are no other particle images in close proximity. As

soon as there are other particles in close proximity, the signals of neighboring particles might

impact the fitting process. Valid particle detections are therefore categorized into two types.

Particles without neighbors in close proximity and particles with neighbors in close proximity.

In addition, there is the third group of previously mentioned detection proposals. Each of these

three groups requires a different fitting procedure:
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Figure 3.4: Different groups of particle detections in front of flat-field corrected, non-smoothed
image. In red: single particles without neighboring detection, in green: groups of vertically or
horizontally aligned detection proposals and in blue: particle detections with close neighbors.
The dimensions of the image are 2048x1280 µm

.

• Particle detections without close neighbors

• Particles detections with close neighbors

• Detection proposals with close neighbors along the x or y axis

Figure 3.4 shows the different groups of particle detections and detection proposals.

Feature extraction from particle detections without close neighbors

All fitting procedures described in the following sections were applied to images which were pro-

cessed with the following procedure. Raw images were first flat-field-corrected (see section 2.3).

The corrected images were then smoothed by four different 2D median filters of sizes [3,5], [5,3],

[1,3] and [3,1] pixels. The filters were applied separately and the results were averaged. This

process enhances the SNR of the particle images along the x and y axes, since image features

of the particles are mainly aligned along these directions.
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Table 3.2: Parameters of optimization procedure

Parameter βx βy ρx ρy α δ xcp ycp

Starting parameter 0.01 0.01 2 2 0.5 0.2 xdet ydet
Upper bound 0 0 0.5 0.5 0 0.1 - -
Lower bound 1 1 50 50 2 0.4 - -

The processed particle images without detected close neighbors were cropped in a square region

of 70ˆ70 pixels. The gray-scale values of these cropped images were fitted to Equation 3.1 with

non-linear least-squares minimization. The problem was optimized with a standard MATLAB

implementation of the Levenberg-Marquardt algorithm. It was observed, that the final result

of the fitting process was sensitive to starting parameters as well as to parameter bounds. A

good set of starting parameters reduced the number of steps required for gradient descent and

it seemed to reduce the likelihood of the algorithm getting stuck in a local minimum. Starting

parameters as well as parameter bounds are provided in Table 3.2. All parameters apart from

δ, the average background noise, were expected to contain some information about the depth

position of a particle and were stored for further analysis.

Feature extraction from particle detections with close neighbors

Feature extraction from multiple particles in close vicinity was performed in a similar way to

single particles. The same rectangular regions around particles were extracted and Equation 3.1

was adjusted with an additional 2D Generalized Gaussian distribution for each detected particle.

Thus, distributions of proximate particles were co-optimized simultaneously. The adjustment

of Equation 3.1 to multiple distributions had to be implemented by hand for any given number

of distributions. It was implemented for up to 10 particles in close proximity. With this

implementation, clusters consisting of a larger number of particles would be rejected and not

analysed. However, this case did not occur in our dataset. An example of two fitted distributions

is shown in Figure 3.5.
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Feature extraction from detection proposals with close neighbors along x or y axis

Feature extraction from clusters of detection proposals with close neighbors along x or y axis

has to follow a different process. A priori it was not known which of the detection proposals

constituted a genuine particle detection and which detection proposal was simply a multiple

detection of the same particle. A cascade fitting scheme was implemented to remove detection

proposals which did not contribute sufficiently towards the image content (Figure 3.6).

This fitting procedure adheres to the principle of Occam’s razor: “Plurality must never be

posited without necessity” (Ockham, 1285-1349). The smallest number of distributions, which

fit the observed cluster of particle images well, is most likely the correct number of distributions.

The cascade fitting procedure started by fitting just one distribution to the cropped image for

each of the N detection proposals. After N sequential fitting procedures, the root mean square

error (RMSE) of all fits were determined. If the RMSE of the best fit was smaller than the sum of

the average encountered noise level and a threshold, the correct number of particles was assumed

to be one and the parameters of the fit with the lowest RMSE were kept for further analysis.

The value for the threshold which was employed as stopping criterion was chosen high enough,

to allow for the acceptance of slightly imperfect fits and to avoid false positive detections. If the

fit was not sufficiently good, it was assumed that the signal of another particle had to be present

in the cropped image. In this case, the number of simultaneously fitted distributions k was

increased by one and the process started again by fitting all
`

N
k

˘

combinations of distributions

Figure 3.5: Close up of example of fitted particle images in close proximity
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Start: k=1

Fit k distributions
out of

N detection proposals

min(RMSE )ă“
noise + threshold

Select detection proposals
where min(RMSE)

For all
`

N
k

˘

combinations

no

k+=1

yes

Figure 3.6: Cascade fitting scheme for removal of multiple detections per particle in clusters
of particle detection proposals
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until the correct number of particles was discovered. The presented cascade fitting scheme

removed multiple detection proposals per particle and the resulting detections were considered

to be unique particles. This is only true if each particle image has produced a distinctive

peak, which can be detected by the initial peak detection algorithm. If this is not the case,

any of the above procedures might only fit one distribution to two particle images. A particle

rejection scheme could be implemented by comparing extracted image parameters to the image

parameters in the training dataset and apply a threshold distance equal to the maximum allowed

distance in parameter space.

3.3 Creating a dataset of image features and depth lo-

cations

3.3.1 Projection of particle traces onto common focal plane

The previous section explained how particle image features can be extracted automatically from

individual microscope images. Ultimately, it is required to relate the extracted image features

to the depth position of the detected particles. In this work, the relationship between image

features and depth position is determined empirically. Thus, it is required to build a dataset of

image features of particles at known depth locations. Yet, during the preparation of the sample

for the calibration images, the sample was flooded with particles located at random locations

throughout the fluid (see subsection 2.4.3). The 3D positions of the particles were not known

prior to the analysis of the stack of calibration images.

The in-plane locations of particles in the image plane are the fitted parameters ycp and xcp. A

simple conversion from units of pixels to µm allows for the localization of particles along the

x and y dimension within the rectangular channel. Determining the depth position is not as

trivial in our dataset. Rossi and Kähler (2014), for instance, have deposited their particles on

a flat microscope slide such that all particles are at the same depth position. In a complex

sample which does not have such a perfectly flat surface, their approach is not feasible. The
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approach developed for this work allows for particles to be located at different depth positions

throughout the sample. The only depth information required is the step size in the sequence

of calibration images.

From here on, we define the term “focal plane” as the midpoint between the two focal planes

of the system. It is the depth position which provides the strongest signal in our experimental

arrangement as measured by the fitting parameter α in our experimental arrangement.

The fitting parameters extracted from the particle images of the calibration-image stack have

to be mapped to the locations of the particles with respect to the common focal plane. To that

end, particle-traces are constructed along the stack of calibration images. A trace comprises

a sequence of fitting parameter values from the images of a single particle over all frames in

which the particle is visible. Thus, a trace describes how the image (i.e. the set of fitting

parameters) of a single particle changes with the z-coordinate of that particle. To evaluate the

whole parameter space and to account for noise, the training dataset comprises a large number

of traces. Only traces of particles which span a minimum of 75 successive slices (correspond to

225 µm) are included for further analysis.

As stated earlier, the depth locations of the particles of the traces are unknown a priori, as the

particles are randomly distributed within the flow channel. Therefore, traces initially consist

only of a sequence of fitting parameters. To add spatial information to the traces, the indices of

the traces are multiplied by the step size which was used during the calibration. This allows for

the fitting parameters within one trace to be related to each other and creates a first estimate

for the z-location of each element within a trace. To find a spatial relation between multiple

traces the following procedure was implemented.

The traces of the fitting parameters of each particle create a similar signal with respect to their

out-of-plane coordinate. Hence, the traces can be projected onto one common plane by shifting

traces relative to each other on the z-axis such that the RMSE between them is minimized.

After all traces are aligned relative to each other, they are shifted by one constant value to bring

the centre of the traces closer to the focal plane of the microscope. An illustrative example of

this procedure, projecting two raw traces onto one common plane, is shown in Figure 3.7.
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Figure 3.7: Example for the projection of two raw traces (grey) onto one common synthetic
plane. Here, only parameter βx of two traces is shown for simplicity; however, the RMSE was
minimised between all parameters and all traces.

A first coarse z-shift was conducted by cross-correlating each trace with respect to all other

traces on the parameters α, βx and βy. This allowed for a projection of the traces onto a

common plane with a resolution given by the step size between two consecutive image slices

(3 µm). The z-shift of each trace with respect to the synthetic plane was subsequently refined

by shifting the functions of the feature values with respect to z. Linear interpolation between

feature values at imaged slices allowed for a sub-slice resolution shift along the z-axis. This

shift was determined numerically by minimising the RMSE of each trace with respect to all

other traces. The projection of all traces onto one common plane yielded a complete training

dataset. At this point, the image features were linked to a common plane, with a constant

offset to the real focal plane of the microscope.

3.3.2 Exploratory data analysis

The image parameter distributions as a function of the particle depth position of the particles

in our study (see Figure 3.8) behave very differently when compared to the width parameter

of the Gaussian model in the literature (Rossi and Kähler , 2014; Cierpka et al., 2010a). The

width parameters (ρx and ρy) obtained by fitting 2D Gaussian distributions to particle images
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Figure 3.8: Measured image features vs depth position after projection of traces onto common
focal plane. The depth position is given in the step size of the calibration image stack. The
step size is 3 µm in our experiments.

each form a minimum at their respective focal plane (see Figure 3.9). The intensity parameter

peaks at these focal planes.

In the case of feature extraction with 2D Generalized Gaussian distributions, these trends are

different. The width parameters ρx and ρy do not show any distinctive minima. Possibly ρy can

be considered to show a slight minimum around the depth position z=-5. This local minimum

is much less pronounced than the ones presented in Cierpka et al. (2010a) or Rossi and Kähler

(2014).

The fact that the general trends of the width parameters are almost continuously increasing

or decreasing along the measurement depth casts doubt on whether these parameters contain

all of the information about the width of the particle images. When observing the change of

particle images along the depth axis, it is apparent that there is a minimum width present in

our particle images along both image directions. If parameters ρx and ρy would be able to

extract this width, we would be able to observe a pronounced minimum along the depth axis.

The fact, that such minima are not present indicates that a part of the width information is
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Figure 3.9: Computed particle image features from 2D Gaussian feature extraction with
permission from Rossi and Kähler (2014). Parameters αx, αy and I0 in their study correspond
to parameters ρx, ρy and α in this study. With their feature extraction technique they obtain
distinctive minima of the width parameters as well as maxima of the intensity parameter at
the respective focal planes.

stored in other image parameters.

Since the shape parameters βx and βy are in the exponent of the Generalized Gaussian dis-

tribution, these parameters impact the width of the distribution as well. Interestingly, the

β parameters are consistently below a value of 1. Given that the upper bound of the fitting

process for this parameter value was set to 1, this is not surprising. Yet, even if the upper pa-

rameter bounds for these values are set to higher values, the resulting fitted β parameters were

still below a value of 1. At a β value of 1, the Generalized Gaussian distribution corresponds

exactly to an ordinary Gaussian distribution. This shows, that a 2D Generalized Gaussian dis-

tribution is consistently a better fit to astigmatic particle images throughout the entire depth

range than an ordinary 2D Gaussian distribution. In addition, this shows that particle images

are all more concave in comparison to 2D Gaussian distributions.

Shape parameters βx and βy peak at a distance of approximately 20 steps from either side of

the presumed midpoint between the two focal planes. Higher β values correspond to a more

narrow distribution. Thus, indicating that these two points might be the locations of the two

focal planes. Since the exact locations of the focal planes of our experimental arrangement are
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unknown, we did not have the opportunity to test this hypothesis.

The distribution of the intensity parameter α along the depth axis appears very different to

the evolution of the intensity parameter extracted from 2D Gaussian distributions. In this

work, the intensity forms one distinct peak, whereas Rossi and Kähler (2014) found a bi-

modal distribution. The reasons for this parameter distribution could be two-fold. Part of the

information about the maximum intensity was likely to be stored in the β parameters. When

the β parameters increases around the focal planes, the maximum intensity increases at these

locations without the need to increase the intensity parameter α. In addition to this potential

effect, it might be possible that the two focal planes are so close and the point-spread-function

is so wide, that the sum of the to functions do not form a bi-modal distribution. Instead they

might have caused this wide, uni-modal distribution.

Overall, the image parameter distributions extracted from 2D Generalized Gaussian distribu-

tions are generally less interpretable than the parameters extracted from 2D Gaussian distri-

butions. This is due to the shape parameters βx and βy, which interact with both the width

parameters ρx and ρy as well as the intensity parameter α. Nevertheless, we can observe strong

relationships between the extracted parameters and the depth position of particles. Most of

these relationships are non-monotonic. Thus, simple linear or polynomial fits of the data cannot

be employed as predictive models.

In a next step, the interaction between different image features and the depth position was

explored in more detail. Figure 3.10 shows the relationship between image parameters and

depth position for a small subset of the dataset. The measured image parameters in the

α ´ βx ´ βy space form a band which spans a triangle in this three dimensional space. This is

particularly interesting because the width parameters extracted from 2D Gaussian distributions

form a similar shape in their parameter space (see Figure 3.11). The “open” sides of the two

distributions point in opposing directions. This is due to the fact that the β parameters in

our study lead to larger widths of the fitted image if the values of β are small. It is exactly

the opposite for the width parameters of ordinary 2D Gaussian distributions, where large

parameter values directly correspond to larger particle image diameters. This explains the
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Figure 3.10: Different combinations of image parameters vs depth position for a small number
of traces. Distinct regions in the parameter space correspond uniquely to a particle depth
position.

mirrored orientation of the two parameters. The points where the interpolated parameter

curve bends in Figure 3.11 are where the focal planes are located. This indicates that the

points where the parameter distributions are bending in α ´ βx ´ βy space is the location of

the focal planes in our experimental apparatus.

The distribution of the width parameters α ´ ρx ´ ρy space in our study did not resemble

the width parameter distribution obtained from 2D Gaussian distributions. This indicates

once more that the ρ parameters do not directly resemble the particle image diameters in our

study. Interestingly, the ρ parameters have a strong correlation with the intensity parameter

α, particularly around the center of the depth range.

Overall, it is important to note that within all visualized parameter spaces, each location within

the parameter space was occupied by a specific range of depth positions. This means that

each of the image features obtained by fitting 2D Generalized Gaussian distributions contains

information about the depth position of a particle. In addition, it also means that it is possible

to find a unique mathematical relationship between image parameters and the depth position
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Figure 3.11: Distribution of extracted width parameters of 2D Gaussian distributions in
parameter space (with permission from Cierpka et al. (2010a)). Their parameters αx and αy
correspond to the width parameters ρx and ρy in this study. Green points are individual width
measurements on synthetic data. In red is their calibration function.

which incorporates all image parameters.

To probe the heterogeneity of image feature values between traces, particle depth positions and

image parameters were interpolated. This allowed for the visualisation of the change in image

features of individual particle traces along the depth position (see Figure 3.12). It is apparent

that individual traces can have strong differences between trajectories in the multi-dimensional

parameter space, even if the differences between traces in a lower dimensional space is low.

Figure 3.12: Traces of individual particles interpolated in the parameter space for different
combinations of image parameters. Although individual particles might have very different
paths through the parameter space, they do not meet at different depth values.
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To fill this higher dimensional parameter space requires significantly more data than a lower

dimensional parameter space. This is effect is called the “Curse of Dimensionality” (Bellman,

1961): the more parameters a model incorporates, the more data is needed to fill this high-

dimensional space to constrain the model. From Figure 3.12 alone it is visible, that more than

the visualized 30 traces are necessary to evaluate the parameter space densely. For this study,

the full dataset comprises 300 traces.

A neighborhood component analysis (NCA) (Yang et al., 2012) was employed to quantify the

relative share of information content about the depth position that is stored in individual image

features. For the NCA, a weight vector w was trained to scale the dimensions r of the feature

(=image parameter) space such that the sum of distances between two points xi and xj in

feature space dw can be applied as a measure of the likelihood that the response values at the

two points are correlated:

dw pxi, xjq “
p
ÿ

r“1

w2
r |xir ´ xjr| (3.2)

The higher the resulting weight of a feature, the higher it’s impact on the response value

and therefore the higher is it’s predictive power. The resulting trained feature weights of

the neighborhood component analysis reveals that the only parameter which contains little

information about the z-location is the amplitude of the generalized Gaussian distribution

(see Figure 3.13). This confirms results from conventional calibration approaches, where only

parameters ρx, ρy, xcp and ycp have previously been employed and parameter α was ignored. In

addition, the results of the analysis shows the value of the parameters βx and βy, which contain

significant predictive information in addition to the “conventional” parameters of 2D Gaussian

distributions.
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Figure 3.13: Feature weights based on neighborhood component analysis. It can be seen that
the amplitude of the distribution (parameter a corresponds to α) contains little information
with regards to the depth position of particles.

3.4 Regression algorithms for the inference of depth lo-

cation

3.4.1 Candidate models

After generating the training dataset, a function g has to be found, relating the fitting param-

eters and the depth location of the respective particles:

g pα, βx, βy, ρx, ρy, xcp, ycpq “ z (3.3)

In addition to the fitting parameters, the location parameters xcp and ycp can be employed

to increase the precision of the predictive algorithm. This is due to the lateral aberration of

the optics which cause slight modifications of the particle images depending on the in-plane

locations xcp and ycp. The function g pα, βx, βy, ρx, ρy, xcp, ycpq can be approximated with any

flexible regression model. Therefore, MATLAB implementations of three different models were

tested: (i) a sample-bias-adapted k-nearest neighbour model, (ii) a neural network and (iii)

an ensemble of boosted regression trees. The neural network and boosted regression tree en-

semble were applied without modifications. hyperparameters of the models were tuned using

10-fold cross validation to find model configurations with the lowest possible generalization er-
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ror (see Table 3.3).

Adapted k-nearest neighbor model

The k-nearest neighbour model was adapted in order to avoid bias arising from non-uniform

sampling of the parameter space along the z-axis. Close to the focal plane, the SNR is higher

and particles are more likely to be detected. Further away from the focal, plane, the particle

detection algorithm does not always detect particles, and thus, this region is more sparsely

sampled. This aspect creates two challenges.

Firstly, when selecting the k-nearest neighbours, it becomes more probable to include neigh-

bours which are located closer to the focal plane. This leads to a bias in depth predictions

towards values which are closer to the focal plane. This challenge can be addressed by weigh-

ing the training data points at locations zi with respect to the probability density of detected

particles at their z-location wpziq. This levels out the bias in z-prediction towards the focal

plane.

The second challenge associated with sparse sampling away from the focal plane is that with

fewer data points, it becomes more probable to include a neighbour with a larger distance

in parameter space. This is undesired since those neighbours correspond to images which

differ more than the images of neighbours which are closer in parameter space. This can be

accounted for by lowering the weights of neighbours depending on their Euclidean distance in

parameter space di pα, βx, βy, ρx, ρy, xcp, ycpq. We therefore applied an exponential kernel dΘ
i to

the neighbours at distance di. The resulting model contains the two hyperparameters Θ and k

which were optimized on our dataset:

g pα, βx, βy, ρx, ρy, xcp, ycpq “

řk
i

zi
wpziqid

θ
i

řk
i

1
wpziqid

θ
i

(3.4)
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Fully connected neural network

A neural network consisting of several fully connected layers of neurons is a very flexible model.

In fact, it was already shown in the year 1993 that a multi-layer fully-connected neural network

can approximate any function at any accuracy as long as the activation functions of the neurons

are locally bounded piece-wise continuous (Leshno et al., 1993). It was found recently, that

this universal approximation theorem even holds for modern unbounded activation functions

like Relu and leaky-Relu (Sonoda and Murata, 2017). Thus, we know there must exist a neural

network architecture which is able to map image features to the depth position of particles

without the introduction of any bias.

Fully connected neural networks have many hyperparameters: The type of activation function,

the learning rate, the training time, the type and strength of regularization, the number of

hidden layers and the number of neurons in each hidden layers, just to name the most important

hyperparameters. The search space for possible hyperparameter combinations is infinitely large.

To find a model architecture which is well-suited for the task of approximation Equation 3.3,

the search space of candidate architectures had to be narrowed down.

First, the maximum training time for the optimization of candidate architectures was set to

3000 epochs. This favoured candidate architectures which are faster to train and allowed for

the testing of a larger number of candidate architectures. Tanh and a linear function were

employed as activation functions for the hidden and the output layer respectively. The learning

rate was kept constant at 0.01 and stochastic gradient descent with momentum was employed

as optimizer. Grid search was employed to search for an optimal architecture of the neural

network. The architecture parameters which were optimized were the number of neurons per

hidden layer and the number of hidden layers. The final architecture which best performed in

k-fold cross validation is shown in Figure 3.14.
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Figure 3.14: Neural network architecture which was found to produce the lowest cross-validated
loss. Activation functions in the hidden and the output layers are Tanh and a linear function
respectively.

Boosted regression tree

Another type of algorithm which is frequently employed as a flexible model for regression

tasks is a regression tree. Figure 3.15 shows a simple example of how a regression tree can

approximate a function. Regression trees comprise a root, nodes and leaves. A prediction is

made by starting at the root and deciding at each node, which branch to follow next. Once a

decision leads to a leave, the leave contains the predicted value. Both the structure of a tree

as well as the decisions at the nodes are learned during model training.

To avoid over-fitting, predictions from multiple regression trees are often combined to compute

a more regularized final prediction (Breiman, 1996). A popular method of combining the

predictions of multiple regression trees is the gradient boosting algorithm (Friedman (2001), see:

algorithm 1). The algorithm computes the residuals between the true labels zi and a prediction

of model gm´1 based on the features Fi. The residuals are used to train the parameters a of

an additional regression tree h as well as the weight wm by which this model is added to the

existing model. This sequence of steps is repeated M times, which is the number of individual

regression trees that the final model comprises.
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Figure 3.15: Example of a simple regression tree (c), which approximates the function in (a),
resulting in the mean squared error (b). The regression tree comprises a root (top) which acts
as a starting point for a prediction, nodes where binary decisions on the parameters occur and
leaves which contain the final model predictions.

Three hyperparameters of the resulting model were optimized: the number of regression trees

M , the maximum number of nodes in each regression tree and the learning rate which is

employed during the optimization in line 4 of algorithm 1.

Algorithm 1: Gradient boosting algorithm applied to least-squares regression

1 g0pF q “ z

2 for m=1 to M do

3 z̃i “ zi ´ gm´1 pFiq , i “ 1, N ;

4 pwm, amq “ arg mina,w
řN
i“1 rz̃i ´ wh pFi; aqs

2;

5 gmpF q “ gm´1pF q ` wmh pF ; amq;

6 end

Model ensembles

In addition to the three individual models, two model ensembles were evaluated as well. The

first ensemble simply averages the predictions of the three individual models and the second

uses adjusted weights for each individual model. The optimal weights for each individual model

were determined, once more, using 10-fold cross validation. They were found to be 0.750, 0.214

and 0.036 for the neural network, boosted regression tree ensemble and k-nearest neighbour

model respectively.
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3.4.2 Performance evaluation of candidate models

Table 3.3 shows that the neural network has the lowest cross-validation RMSE in the training

dataset. Yet, the ensemble with adjusted weights outperforms the neural network. This is

not surprising given that the individual models are inherently very different (Breiman, 1996).

Based on this comparison, the ensemble model with adjusted weights was considered the most

suitable algorithm. However, when applied to the data from the flow experiment, the boosted

regression tree ensemble performed best in comparison to all other models and model ensembles.

This differences in model ranking might be due to a mismatch between the high-quality training

data and the lower quality data from the flow experiment. Therefore, the final model selection

and error analysis were performed based on the results of the experiment (i.e. the comparison

between the measured and analytically calculated velocities).

An additional boosted regression tree model was trained and hyperparameter-optimized using

only the parameters ρx, ρy , xcp and ycp. This simulates the performance of these previously

used “conventional” image parameters. The poor cross-validated RMSE of 22.1 µm confirms

the results of the neighbourhood component analysis. This suggests that there is significant

information about the z-location encoded in the additional parameters of the generalized Gaus-

sian distribution, which is the reason for the better performance of all models trained with all

image parameters.

Figure 3.16 shows how the measured depth locations relate to the real depth locations. The

depth locations were measured in the respective hold out datasets of a 10-fold cross-validation

of the boosted regression tree ensemble. Above a distance of approximately 120 µm from the

focal plane the model becomes unreliable. Here, the measured depth locations have a bias

towards the focal plane and a significantly higher variance.
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Table 3.3: Comparison of candidate models by their cross-validated performance (RMSE)
with regards to the calibration dataset

Model hyperparameter Value RMSE [µm]

Fully connected
neural network

Number of
Neurons /layer
Number of layers

9
3

6.15

Boosted regression
tree ensemble

Maximum number
of splits
Number of trees
Learning rate

10
5000
0.1

7.11

K-nearest
neighbour

Θ
κ

3.7
10

10.79

Ensemble model
equal weights

6.74

Ensemble model
adjusted weights

6.05

Boosted regression
tree ensemble
–“conventional” parameters

Maximum number
of splits
Number of trees
Learning rate

14
5000
0.1

22.1

Figure 3.16: 10 fold cross-validated measured depth locations using the boosted regression
tree ensemble compared to real depth locations. Green area covers the mean ˘ the standard
deviation of the measured depth location at a given true depth
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3.5 Measurement of 3D flow field

The trained algorithms were then applied to track particles while the fluid is flowing in the

rectangular channel. Particle velocities were measured at flow rates of 1.0 and 2.5 mL/h, and

images were captured at a rate of 24 frames per second. The buoyancy of the particles is

insignificant compared to the viscosity of the fluid which results in negligible particle sedimen-

tation between frames. The Reynolds number for both experiments was ăă1 and the flow is

therefore safely in the laminar region. These conditions enable the use of the 2 µm polystyrene

particles as tracers of the investigated laminar flow. Due to the higher errors at a distance

above 120 µm from the focal plane, particles could only be tracked within a slice of roughly

240 µm thickness. To measure through the whole depth of the flow cell (3000 µm), a stack of

image sets was acquired at focal positions 150 µm apart from each other. Each individual image

set contained 452 sequential images. Acquisition speed in the z-direction might be limited by

the speed of the microscope stage or the synchronisation of the microscope components. The

employed Leica closed loop microscope stage can move between focal planes within 30 ms.

From each flow image, particle fitting parameters were extracted and the particle locations were

determined using all candidate models. The particles were tracked between successive frames

using the Hungarian Method (Kuhn, 1955). Trajectories with particles visible at less than 100

time steps were rejected. This threshold was found by analysing the relationship between the

standard deviation of the z-locations of a trace and the amount of time steps in which it is

visible. In traces with less than 100 time step visibility, the standard deviation of z locations

is significantly larger, which would add noise to the measured velocity field. Slightly more (=

893) trajectories were analysed in the experiment when the flow rate was set to 1.0 mL/h, as

compared to 827 trajectories in the experiment with a flow rate of 2.5 mL/h (Figure 3.17).

For a quantitative description of the overall flow field, average velocities were calculated for each

particle trajectory. The measured velocities approach zero near the walls (in the z-direction of

the flow) and peak in the middle of the flow cell. For a quantitative comparison between the

measured and the calculated flow velocities, an analytical solution for the velocity profile was

determined (Rybiński and Mikielewicz , 2014).
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Figure 3.17: Measured particle trajectories coloured by their mean velocity in the x direction.
1 pixel corresponds to 0.8µm, 1 frame corresponds to 1/24 s

Velocity measurements were recovered using all three models and the two ensemble versions and

were compared to analytical calculations by determining mean relative deviations. The ranking

of the models differs compared to the training dataset. With a mean relative error of 3.3 % for

the velocity in the x-direction, the boosted regression tree ensemble was the best performing

model on the flow dataset. Relative errors have been determined by relating the absolute errors

to the velocity of the analytical solution at the corresponding z ´ y location. All further error

analysis is based on the performance of the boosted regression tree ensemble model as it was

the best performing model with respect to the analytical solution of the flow experiments. A

comparison of the displacements that were recovered with the analytical solution is shown in

Figure 3.18. The measurements do not show any obvious bias when compared to the analytical

solution.

Previously reported relative errors of the displacement in the x-direction are 0.9 % (Cierpka

et al., 2010a) as well as between 1 % and 6 % (Barnkob et al., 2015) for experiments in smaller

domains of 100 and 200 µm height. These errors relate to single displacement measurements
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Figure 3.18: Comparison of the measured average displacement in the x-direction of each
trajectory with the analytical solution of the flow field for both experiments. The model used
for these measurements is the boosted regression tree ensemble which had the smallest error
as compared to the analytical solution of the flow field. 1 pixel corresponds to 0.8µm, 1 frame
corresponds to 1/24 s
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Figure 3.19: Single errors between measured particle displacement and analytical solution.
Relative errors are relative to the maximum velocity of the analytical solution. 1 pixel corre-
sponds to 0.8 µm, 1 frame corresponds to 1/24 s

instead of interpolated measurements. We therefore determined relative and absolute errors for

non-smoothed displacement measurements between single time steps in our dataset. The dis-

placement errors for the two experiments were estimated by calculating the standard deviation

of residuals between analytical and measured displacements. They were found to be 0.21 and

0.22 pixels corresponding to velocity errors of 4.0 and 4.2 µm s´1 (see Figure 3.19). Scaled by

the maximum velocity of the flow this translates into relative errors of 17.8 % and 7.3 %. A

higher experimental velocity reduces the relative error in the 2.5 ml/h experiment by more than

half, while the absolute error increases by only 10 %. Relative errors are significantly higher

in this study (7.3 - 17.8 %) than the errors in the literature (0.9 - 6 %) (Cierpka et al., 2010a;

Barnkob et al., 2015). Displacement errors are roughly double in our experiments as compared

to errors in the literature (0.1 pixel) (Cierpka et al., 2010a; Barnkob et al., 2015).

To further investigate the cause of this higher displacement error in our system, the bias of

each trajectory was determined. The distribution of errors is symmetric with respect to the

analytical solution, which demonstrates that the measurement does not bear any directional

bias (see Figure 3.20 top-right). The higher velocity experiment results in higher absolute

errors. This was expected, since the velocity gradient is stronger for the 2.5 ml/h experiment.

A constant depth error between experiments therefore causes larger errors w.r.t. the velocity

in the x direction.

It is also worth noting that the relative-error distributions between the two flow display have

very similar values (see Figure 3.20 top-left). For these trajectory-averaged displacements the
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Figure 3.20: Bias analysis of mean trajectory displacement: distribution of errors between
average velocity of measured particle trajectories in the x-direction and the analytical solution.
Relative errors are relative to the velocity of the analytical solution at the measured x and y
location. 1 pixel corresponds to 0.8 µm, 1 frame corresponds to 1/24 s

mean relative errors in the x-direction are 3.7 % and 2.9 % for the 1.0 mL/h and the 2.5 mL/h

experiments respectively. This slight difference in relative errors is consistent throughout most

of the depth of the flow channel (see Figure 3.20 bottom-left).

The generally lower errors in the literature are likely to be linked to the significantly higher SNRs

obtained in these studies. Previous studies employed cameras with CCD/sCMOS sensors and

pulsed lasers for illumination (Cierpka et al., 2010a; Barnkob et al., 2015) instead, we acquired

images with a basic microscope arrangement that uses a CMOS sensor, and LED illumination.

This explains why the reported level of noise of ă“ 15 % in literature (Cierpka et al., 2010a) is

well below the noise level of 80 % (based on their definition of the noise level) in our images.

The same is true for the value of the SNR which is in the range of 5-42 in a previous study

(Barnkob et al., 2015) as compared to a mean value of 5.7 in this study. Despite the differences

in image quality, the method presented here is still capable of describing the flow field at the
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scale at which the study was conducted.

The displacement error does not show any trends throughout the entire depth of measurement

for both experiments (see Figure 3.19). We purposely measured as close to the boundaries at

the top and at the bottom of the flow cell as possible, as many research areas are particularly

interested in near-wall measurements. The constant displacement error along the z-axis sug-

gests that the solid-liquid boundaries do not impact the accuracy of the measurement system

significantly. This is in agreement with a previous study where the same behaviour was reported

(Kähler et al., 2012). This suggests that the method proposed in the present work might be

suitable for investigating flows in porous media where solid-liquid interfaces are encountered

frequently.

Instead of viewing the comparison of the measured particle displacements with the analytical

solution as a quantitative basis of the error analysis it should rather be seen as a demonstration

of the method. The global errors obtained in this demonstration might not be directly trans-

ferable to another experiment. One prominent example where errors are not constant between

experiments is the relative error rate of individual displacements. By simply increasing the

flow rate from 1.0 mL/h and the 2.5 mL/h, the relative error drops from 17.8 to 7.3 %. This

favours unrealistic experimental setups: if the seeding density is kept low and fluid velocity

is high (or the frame rate is low), particles travel far but still can be linked between frames.

The relative error in the displacement shrinks with the distance that the particle is displaced

between frames. And as a result, a low relative error can be reported. This low relative error,

however, would be meaningless since at high particle densities in real experiments the frame

rate has to be sufficiently high to allow successful linking of large numbers of particles between

frames. Due to this interaction between displacement error, total displacement and the linking

algorithm, relative errors, although widely reported (e.g. Barnkob et al. (2015); Cierpka et al.

(2010a)), are not a good indicator for true performance of a localization method.

Absolute displacement errors are more robust with regards to different velocities. In our ex-

periments, the obtained displacement errors were very similar (0.21 and 0.22 pixels) for the

two different flow rates. However, absolute errors can only be compared between experiments
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if provided in units of pixels and not real velocities to allow for the scaling of the error between

different magnifications and frame rates.

Yet, even if the all of these factors are take into account, absolute errors might still not be

comparable if they are obtained in different flow channels. Differences in velocity gradients

lead to different displacement errors (Barnkob et al., 2015). This occurs because the measured

displacement errors contain uncertainty arising from in-plane errors, depth errors as well as

differences between the analytical solution and the real velocity field. It is not possible to sepa-

rate the individual sources of error to allow for a quantitative comparison between experiments,

unless the exact same experimental setup is employed.

Overall, the standard procedure of evaluating the performance of 3D localization methods in

horizontally oriented channels does not appear to be an ideal evaluation method for comparison

of results between research groups. Localization errors in all directions provide a much more

meaningful description of the uncertainty as these quantities isolate the individual errors of the

localization method. The localization errors can be derived independently either from datasets

of known locations (see previous section) or by analysing the variance in displacements of

individual trajectories (see error analysis in following Chapter).

3.6 Conclusion

The presented defocusing particle tracking method provides a low cost, yet reliable alternative

to observe 3D flow phenomena at the pore-scale. It is based on a simple calibration approach to

track particles in a 3D fluid flow using an astigmatic optical system. A 2D generalized Gaussian

distribution is employed to parameterize particle images. The preparation of a training dataset

which contains these fitting parameters paired with known out-of-plane locations is shown in

detail. This proposed workflow can be applied to any transparent microfluidic device. Once

the training data is collected, the calibration of the apparatus is purely empirical and can be

conducted with a standard machine learning tool for multivariate regression. The method is

demonstrated with brightfield illumination. This confirms the robustness of the method with
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regards to the use with images of low signal to noise ratio.

The displacement errors in channel flows with 1.0 and 2.5 mL/h were obtained by comparing

experimental velocity measurements with analytic solutions for the flow field, and were found to

be 0.21 and 0.22 pixel, respectively. Although these values are higher than the errors reported

in other studies that employ pulsed lasers for illumination and CCD/sCMOS cameras, our work

demonstrates that it is possible to conduct 3D particle velocimetry with an apparatus based on

a microscope with conventional brightfield illumination and a CMOS sensor. This makes the

method accessible to a larger community.



Chapter 4

Method II: Cut-overlap-detect-

One-step 3D Localization

4.1 Motivation

The method presented in the previous chapter was the first approach to extract 3D locations

from overlapping particle images. Although computationally expensive, the extraction of im-

age features is relatively robust as long as the detection algorithm provides reliable candidate

detections. This particle detection step, however, is the bottleneck of the method. Even with

sophisticated derivative based detection methods, only slightly overlapping particles can be re-

liably detected. This is due to the fact that the kernel of the prior smoothing operation cannot

be simultaneously optimized for both in-focus and highly-blurred objects. Therefore, in-focus

particles are over-smoothed, resulting in undetected particles and far out-of-focus particles are

under-smoothed, resulting in multiple detections per particle, which drives up computational

cost. In addition, there were still many strongly blurred particles visible in the experimental

images, which were not detected by the detection algorithm.

Thus, current methods including the method presented in the last chapter, are limited in

their ability of detecting highly overlapping and strongly blurred objects. Additionally, the

computational cost of the Generalized Gaussian method increases drastically when processing

86
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overlapping object images. Both, the inability to detect highly overlapping particles and the

increasing computation cost with increasing particle overlaps limit the particle densities which

can be processed by the Generalized Gaussian method. Yet, in fluid flow experiments it is

often desirable to conduct dense measurements to fully resolve flow phenomena. Therefore, we

adapted our approach for applications with higher object densities and we specifically aim to

reduce the three limitations of current methods in our work. First, a brief summary of current

approaches in detecting and localizing particles in astigmatic optical arrangements is laid out in

the next paragraphs. For a more detailed overview over the subject please refer to section 1.2.2.

Several calibration methods exist which relate defocal images of spherical tracer particles to

their three dimensional location in astigmatic optical systems. All of these methods consist of

two separate steps: first, objects are detected and image coordinates of the object center are

determined. In a second stage, the depth coordinate of objects is inferred from defocal object

images.

Most methods employ a gray scale threshold after a combination of smoothing and filtering

operations for object detection. Remaining connected pixels are assumed to belong to the

same object (Chen et al., 2009; Cierpka et al., 2010b; Barnkob et al., 2015). A cascade of

cross-correlation steps can be applied to probe the blobs of connected pixels for overlapping

individual objects (Lei et al., 2012). This procedure was developed for object detection of

images with round, Gaussian shapes. This occurs in particles which are close to the focal

plane in conventional optical arrangements and is therefore not applicable for large depth

measurements where the image shape is changing. After object detection, the in-plane object

center locations are determined by fitting Gaussian or generalized Gaussian distributions to

the individual object images (Chen et al., 2009; Cierpka et al., 2010b; Barnkob et al., 2015; Lei

et al., 2012; Franchini et al., 2019).

Current methods for decoding the depth position from astigmatic defocal images can be grouped

in two types. The first type uses the previously determined fitting parameters of the distri-

butions as features to infer the depth coordinate (Chen et al., 2009; Cierpka et al., 2010b,a;

Franchini et al., 2019). The second type derives the depth location by applying cross-correlation
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between a defocal object image and the images in a lookup set of images with known depth

locations (Barnkob et al., 2015). The depth location of the image in the lookup dataset with

the minimum cross-correlation value is assigned to the object of investigation.

Object localization in images of high object-density is particularly favourable in the field of

microfluidics. The higher the density of localized and tracked objects, the lower the error of

spatially interpolated quantities such as the velocity field. Higher object densities result in larger

numbers of overlapping object instances. Yet, both detection as well as depth prediction stages

of all current methods are geared towards the detection of non-overlapping object instances.

On the detection stage, a simple filtering and thresholding detection might not detect overlap-

ping objects if the object centers are proximal and don’t form two distinctive intensity peaks.

Such overlapping instances are simply filtered out in the depth prediction step (Cierpka et al.,

2010b,a; Barnkob et al., 2015).

In the case where partially overlapping instances are detected in connected blobs, image features

can be extracted by co-optimization of generalized Gaussian distributions for all overlapping

instances as described in the previous chapter. This achieves depth localization of partially

overlapping object instances at a high computational cost. The Levenberg-Marquardt method

is frequently employed to solve such non-linear fitting procedures. The computational cost of

the method is (Lin et al., 2016):

cost « Opmˆ n2
q `Opmˆ nq `Opn2

q (4.1)

where m is the number of pixels of the image region with the overlapping object images and n

are the number of fitting parameters of a Gaussian or a generalized Gaussian distribution. When

extracting image features of multiple objects simultaneously, the number of fitting parameters

is proportional to the number of objects. Hence, the run time complexity is OpN2q and the

method becomes less efficient with an increasing number of instance overlaps.

In this chapter we focus on three challenges when analysing astigmatic defocal images with

high object densities. We propose a method which is able to
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• detect highly overlapping object instances

• has a computational cost which is independent of the number of object overlaps at infer-

ence time

• detects objects in a large depth range

For object detection of highly overlapping instances we employ an end-to-end trainable neural

network. It comprises a convolutional neural network for the encoding of image features and a

long short-term memory network for decoding the object locations (Stewart et al., 2016). The

training of the network requires a set of fully annotated images of our application.

In the first part of this work we demonstrate how we created a fully annotated set of images

in a cut-and-paste fashion (Dwibedi et al., 2017). The resulting semi-synthetic set of images

comprises real object images while we have complete control over the object density and object

overlap. We go on to explaining the architecture of the employed model, our modifications and

how the model was trained. The uncertainty of the model is then shown with regards to the

model performance in semi-synthetic images as well as real video sequences of moving tracer

particles entrained in a flow field in a capillary.

4.2 Method

4.2.1 Generation of semi-synthetic dataset

Image Acquisition and Processing

For the development of this combined detection and localization method, the same dataset

was employed as in the previous chapter. In fact, only the 2.5 ml/h flow experiment was

investigated since there was little difference between the two experiments. With this method we

are significantly pushing the boundaries of particle detection as compared to previous methods.

One main improvement to the method in the previous chapter is therefor the increase of the
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depth range of particle detection from 120 to approximately 200 µm on either side of the

midpoint between focal planes before they become undetectable. The resulting dimensions of

the imaged volume in this chapter is therefore 2048, 1152 and 400 µm in length, width and

depth respectively.

As a first step in the creation of a semi-synthetic dataset we relate a large number of traces of

particle images to their three dimensional location. We annotate images of many particles to

account for variations in particle images. These variations stem from slight differences in particle

shape as well as spherical aberration depending on the particle location in the image plane. To

account for these, we image all tracer particles in the entire depth of the experimental scene.

An image sequence is acquired which spans the depth of the rectangular channel by moving

the channel at a fixed distance of 3 µm. At each location, 4 images are acquired of exactly the

same scene. These additional images of the same scene are important later on in reducing the

noise level of individual object images. Due to the high viscosity of the glycerol the particles

can be considered stationary during this process.

Background brightness as well as maximum signal strength from particle images are calibrated

pixel-wise: an experimental scene is imaged without microspheres in the fluid under the exper-

imental illumination setting and under a lower illumination setting to simulate the maximum

intensity drop caused by the shade of microspheres. The experimental images with the particles

are scaled linearly between the pixel-wise minimum and maximum values and are then inversed.

Particle images are now bright images in front of a homogeneous dark background.

X,Y,Z annotation

The centers of non-overlapping particle images are estimated and hand annotated on every 10th

of the acquired raw images. The estimated center points are refined by fitting a 2D generalised

Gaussian distribution to particle images:

fpx,yq “ α ˆ exp

«

| xr,cp ´ xr |

ρx

βx

`
| yr,cp ´ yr |

ρy

βy
ff

(4.2)
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xr,cp “ xcp ˆ cospφq ´ ycp ˆ sinpφq

yr,cp “ xcp ˆ sinpφq ` ycp ˆ cospφq

xr “ xˆ cospφq ´ y ˆ sinpφq

yr “ xˆ sinpφq ` y ˆ cospφq

where x and y are the locations of pixels of the particle images, α is the maximum intensity of

the objects image, β is the convexity/concavity, ρ is the shape parameter and φ is the rotation

of an objects image due to lateral aberration and xcp and ycp are the refined center points of

the particle images.

All refined center-point annotations of each microsphere are connected to traces of object images

along the depth axis of the experimental scene as follows. The Hungarian Algorithm (Kuhn,

1955) is employed to connect the refined center points locations which have been determined

for every 10th image. The center point locations of each particle are smoothed and then

determined for all images in between the hand annotated images. This improves the center

points estimation further and yields high quality annotations of all non-overlapping objects in

each image. These partial annotated images, however, are not used for training of a model, since

the overlapping objects herein are not annotated. Instead we crop all annotated particle images

and use them to synthesise a semi-synthetic dataset of images with known three-dimensional

location of all objects. The cropped images all have the same rectangular dimensions of 70x70

pixel.

The traces of cropped particle images along the depth coordinate of the experimental scene

now contain sub-pixel in-plane (x and y) locations of the objects. Figure 4.1 shows the distri-

bution of traces across the image sensor. The traces cover the entire sensor and are relatively

evenly spread. Spherical aberrations cause slight changes in the defocal blur depending on

the distance and angle of a particle from the optical axis. In this work we are not building a

calibration algorithm which specifically accounts for these differences. Yet, it is still important

to incorporate particle images which are impacted by spherical aberrations which are present

in the optical system. This ensures that the algorithm generalizes better, although possibly not

as well as an algorithm which specifically relates such particle image distortions to the location

of the particle on the sensor.
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Figure 4.1: Image locations of all x´ y ´ z annotated traces in our dataset. The distribution
of traces covers the entire sensor and traces are evenly spread.

In addition to differences in the defocal blur, spherical aberrations can distort the two focal

planes.Cierpka et al. (2010a) found that the focal planes are not completely flat across the entire

field of view in their system due to spherical aberrations. The standard deviation of the depth

positions of their focal planes were 1.5 and 0.6 µm, which we did not explicitly account for.

This error is included in our final error, leaving room for further improvement of the accuracy

of the proposed method.

After annotating particle images about their x and y locations, the depth locations of the object

images still have to be aligned onto a common plane. We used the signal and the variance of

the object images to align the traces relative to each other along the depth-axis. We defined

the signal as the difference between the mean pixel intensity within a mask at the particle

center and the mean intensity of the local image background (see Figure 4.2 for the mask). The

advantage of computing the the signal in this manner is, that it smooths out the effect of the

two individual focal planes and provides one single intensity peak.

Another measure of the depth position of a particle is the local variance of it’s image. In

our study this been computed over the entire cropped rectangular particle image. The closer

a particle is to one of the two focal planes, the weaker the defocal blur and the larger the



4.2. Method 93

Figure 4.2: Example of the application of the mask (right), to a particle image (left). The
difference between the mean pixel values of the cropped particle image (middle) and the mean
background intensity yields the value of the signal.

difference in pixel intensities. This leads to higher values of the variance close to focal planes.

Variance-based methods for the alignment of objects with the focal plane were found to be the

most accurate type of methods for this task (Sun et al., 2004). However, the traces for the

signal of particle image as defined above possibly performs even better as this quantity shows

less noise (see Figure 4.3).

Both signal and variance of the object images create a characteristic function with respect to

the depth axis. Objects are considered to be at the same depth position when their signal and

their variance traces are aligned. The location of maximum signal along the trace corresponds

approximately to the mid point between the two focal planes. The two peaks in the variance

correspond to the two focal planes of the system. We can therefore align traces with respect to

the focal planes by shifting them with respect to each other such that their signal and variance

functions match.

The shift of each trace is determined by linearly interpolating the signal and variance mea-

surements and shifting them with respect to the signal and variance measurements of all other

traces to minimize the difference between all measured signals and difference between all vari-

ances. This is achieved with least-square minimization. When all traces are projected onto

one common plane, we add a constant value to the previously determined shifts of all traces to

move the zero z-location to where the maximum of the signal is located. This shifts all traces

approximately onto the focal plane, resulting in the automatic annotation of the depth-location
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Figure 4.3: Signal and variance of traces of particle image normalized by their maximum value.
The traces were already shifted onto one common plane.

Figure 4.4: Centering of the traces by a z-location shift about the position of the location of
the maximum signal intensity. Note that the data points with z-values below the 1st and above
the 99th percentile have been removed, yielding a depth range of labeled data of 409 µm.

of each cropped object image with respect to the focal plane.

The resulting set of object images along with their in-plane and depth location is cleaned in two

ways. First, images with a depth location which is lower than the 1st percentile or above the

99th percentile of all locations are removed. This removes depth locations which are sparsely

sampled and assumed to not result in robust model predictions, yielding a depth range of

labeled particle images of 409 µm. Additionally, the dataset is cleaned from object images

which might have features of other objects in the background. This is achieved by applying a
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First batch
object images

Second batch
object images

Object overlap
noise adjusted

Simulated
defocal noise

Final
training image

Example of
real image

Figure 4.5: Generation of synthetic training images: 1) A first batch of cropped object images
are placed in front of synthetic background noise. The color of the diamond markers indicate
their location on the optical axis. 2) A set fraction of the first-batch objects are overlapped
with a second batch of object images at a randomly sampled offset. 3) The noise of the overlap
is adjusted in overlapping image areas. 4) Random 2D Gaussian fields are added to simulate
background noise from far out-of-focus objects. 5) Final semi-synthetic image. 6) Close-up of
real image

mask for the background of the image and then determining the variance of the background

pixels. Object images with a background variance above the 95th percentile are removed from

the dataset. The result of this annotation workflow is a collection of cropped square images

with one three dimensional-annotated object at the center of each image. Each cropped square

image was taken four times initially, which will enable us in the next step to fine-tune the noise

levels in overlapping object images.

Stitching of overlapping object images onto synthetic background

To train an algorithm in the detection of overlapping object images, we require annotated images

which contain these overlapping instances. For this purpose we generate a semi-synthetic set

of training images, containing the annotated cropped images from the previous step, carefully

overlapping them and placing them in front of a synthetic background.

First, a set of random locations is generated for placement of a first batch of square object

images in the training image (see Figure 4.5). This first batch of image locations are sampled

at random and large enough distances from each other such that they are not overlapping each

other. In a second step, a set fraction of the first batch of locations are chosen to overlap with

at least one more object image. We chose the fraction of particles which experience overlapping
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Figure 4.6: Probability density function of offset location of overlapping particle images. x
and y locations are relative to the first batch of particle image locations.

to be 50 percent of the number of images of the first batch of object images. This ensures that

a defined fraction of object images are overlapping and non-overlapping to provide sufficient

data for the model to learn the shape of individual objects as well as to distinguish between

overlapping objects.

The locations of the second batch of overlapping object images are chosen relative to the

locations of the objects of the first batch. Distances in the x and y directions between the

center locations of the first and second batch objects are drawn from a combination of two

distributions. A normal distribution with a mean of zero and a variance of the maximum

length of object images accounts for neighboring objects which are strongly overlapping. A

uniform distribution over the entire area of the square cropped object image is added with a

total probability of 0.4 to account for neighboring objects which are close, but do not necessarily

overlap. The distance of the second-batch images is capped at half of the side of the square

cropped object images. The resulting probability density function of the offset location of

neighboring particles is shown in Figure 4.6. It can be seen that sampling from this distribution

provides a large number of offset locations which provide large particle-overlaps. This bias of

the dataset towards large degrees of overlap was chosen to facilitate this harder-to-learn task

of detecting and localizing overlapping particles.

Figure 4.6 shows a realization of the particle location generator. It can be seen that particles
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Figure 4.7: Example realizations of the algorithm which generates particle locations. Left:
Pixels occupied by particle images. In dark blue corresponds to un-occupied pixels all other
colors correspond to different particle images. Right: Pixels occupied by overlapping particle
images.

images are overlapping frequently to large degrees. In addition, the proposed procedure al-

lows for non-overlapping close neighbors. The random generation of the first batch of particle

locations results in a varying object density, which occurs as well in real experimental images.

The previously determined center point locations are used to place object images in front

of an empty background. For each object location, random object images are sampled from

the training set of location-annotated object images. Particle images not sampled with equal

probability. Instead, the probability of particle images to be sampled is inversely proportional

to the number of particle images present at a given depth position (see Figure 4.8). The

up-sample factor fupzq can be computed as following:

fupzq “ maxpdpzqq{dpzq, (4.3)

where dpzq is the sample density at a given depth position. This up-sampling of particle images

as a function of their depth position provides a constant sample density along the depth position

and avoids bias towards positions closer to the focal plane. In addition, it provides a larger

share of particle images which are difficult to detect due to their strong defocal blur.

The mean background value of each object image is adjusted such that all object images have

the same background value. In overlapping image areas gray-scale values of two images are
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Figure 4.8: Right: Up-sampling factor of particle images as a function of the depth position.
Left: number of occurrences of particle images vs depth position. Up-sampling of particle
images based on their depth position by their respective up-sampling factor yields a constant
sample density with respect to the particle depth position.

not simply added up. This would lead to an increase in noise levels. In addition to the signals

being added, the noise of individual object images would be added as well:

σovp “ σimg1 ` σimg2

“ σsignal,1 ` σnoise,1 ` σsignal,2 ` σnoise,2

(4.4)

where σovp is the variance of the overlapping image area, σsignaln refers to the signal in the image

of particle n an σnoisen refers to the noise in the image of particle n. Note that Equation 4.4

refers to a case where two particle images are simply added at pixels where overlap occurs. A

noise-adjusted addition of two particle images with a resulting noise level between σnoise1 and

σnoise2 must therefore comply with following equation:

σovp “ σsignal,1 ` σsignal,2 `
σnoise,1 ` σnoise,2

2
(4.5)

This means that variance arising from the signal of the individual images has to be preserved.

The variance arising from the noise of individual images has to reduced by half to arrive at the
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original noise level of single particle images. Such a reduction in the noise could be achieved

by the convolution of a Gaussian or another smoothing kernel with the raw particle images.

However, the downside of computational smoothing is that the signal in the particle images is

affected by this operation and fine-grained image detail is lost.

Instead of applying image filters for noise reduction, we make use of the multiple images which

we acquired of each particle image. During the acquisition of the calibration dataset, we

acquired 4 images at each depth location (see subsection 2.4.3). Thus, we now have 4 particle

images with different variations of the sensor noise, so called “image bins”. By averaging these

image bins (“binning”) it is possible to reduce the noise without any modifications to the signal.

If the noise was created by an entirely random process it could be reduced proportionally by

the number of image bins:

σnoise,redpNq “
σnoise
N

(4.6)

where σnoise,redpNq is the variance of a noise reduced image by N number image bins. Thus,

binning of images by setting N=2 would lead to a reduction of σnoise such that 2 ˆ σnoise,red

would be equal to the noise of a single image bin. However, if N=2 is selected, the observed

resulting distribution of variances 2ˆσnoise,redpN “ 2q is significantly larger than the variances

of noise observed in a single image bin (see Figure 4.9). Thus, Equation 4.6 is not valid in our

case. This is most likely due to a component of the noise which is persistent between image

bins and therefore not reduced proportionally during the binning process.

Instead, the number of images which are necessary to achieve the correct noise level N is

determined numerically in our case. This was achieved by optimizing N such that the following

loss function is minimized:

abspmedianp2ˆ σnoise,redpNqq ´medianpσnoise,1qq (4.7)

The resulting number of bins N can be employed to reduce the variance of the noise of particle



100 Chapter 4. Method II: Cut-overlap-detect- One-step 3D Localization

Figure 4.9: Distributions of the variance of background values in particle images. In blue:
background variance of single images. In green: background variance of images resulting from
the addition of two binned images, where each binned image is averaged over two image bins.
In red: background variance of images resulting from the addition of two binned images, where
each binned image is average over 2.3 image bins. By smoothing images with 2.3 image bins
(red), overlapping regions can be constructed with the same background variance as single
particle images (blue).

images to half of the original noise. In our case, N was minimizing Equation 4.7 at a value

of 2.3. Images smoothed with this adjusted number of bins add up to the same background

variance as single particle images Figure 4.9. This means that 2.3 images of each object are

averaged before the resulting smoothed images are added to produce the image for the overlap

area. Due to this noise-adjustment, the resulting overlapping areas yield both the same signal

as well as noise levels as compared to single particle images.

The object images in the training images are based on real images, whereas the image back-

ground is filled entirely with synthetic data. The background can be generated by sampling

from a mean background signal and adding a sample of random noise from the camera sensor

as well as patches of overlapping, far out-of-focus defocal objects.

Distributions of both mean background values as well as random sensor noise are measured in

real images. Figure 4.10 shows the location, where the noise was sampled in an experimental

image. The area was carefully chosen from the set of calibration images which include particles.

Given the particle density it was rare to find larger patches which were void of particles. Close

attention has been paid to represent the noise distribution in this patch as accurately as possible.
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Figure 4.10: Location of noise sample in experimental image.

It is necessary to reproduce this measured noise distribution later on in the synthetically gen-

erated noise which fills the space between particle images. Dwibedi et al. (2017) reported that

when pasting objects into images, their object detection algorithm did not generalize well when

the boundary between the pasted object and the scene the object was pasted in was not smooth.

Translated into our application, a smooth boundary between the synthetic background and real

particle images means that the mean gray scale values and the noise have to match. Thus, the

consequence of training an algorithm on images with a noise-mismatch might be that the algo-

rithm learns to detect particles based on the differences in the noise distribution rather than the

real particle image features. Such a trained algorithm would not perform well on real images.

Specific care was therefore taken to generate realistic noise.

The measured noise distribution in the previously described sample is almost Gaussian, with

some gray scale values occurring more frequent than others (see Figure 4.11, left). Since the

distribution was found to not be exactly Gaussian, a non-parametric method was chosen to

represent the noise. A kernel-density estimator with Gaussian kernel and a bandwidth of 2 fits

the noise distribution well. In addition, data can be readily generated from a fitted kernel-

density estimator. This allows to draw realizations of the noise to produce synthetic noise
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Figure 4.11: Noise samples of experimental images and their representations as fitted kernel
density estimators. Left: background noise sample from experimental image. Right: average
gray scale value of the background of cropped particle images in the dataset.

which follows the same noise distribution as the measured noise (see Figure 4.12 for a close-up

of the real noise sample and synthetic background noise).

The mean background values of all particle images pasted onto one training image as well as

the mean of the synthetic noise are adjusted to one constant value. This average background

value is sampled from the distribution of background values of all cropped particle images (see

Figure 4.11, right). The distribution of mean background values is again represented by fitting

a kernel-density estimator with a Gaussian kernel to the measured distribution. In this case, a

larger bandwidth value of 4 was chosen to broaden the distribution. The rationale behind the

broadening of the distribution is to make the trained algorithm generalize better in cases where

experimental images have slightly lower or higher mean background values. By sampling from

the noise and the mean background distributions we avoid such issues and reproduce similar

patterns as the original experimental images.

An example image generated with the described method is shown in Figure 4.13. Note that

the mean background values of all particle images and the synthetic noise are constant. The

noise follows the distribution in the particle images, the particle overlaps and the synthetic

background. While this semi-synthetic image reproduces the same patterns as real experimental

images, we have complete control over the particle density and the distribution of particle
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Figure 4.12: Top: Close up of a real noise sample take from the location shown in Figure 4.10.
Bottom: Synthetic background noise generated with a kernel-density estimator which was fitted
to the real noise.

overlap. Most importantly, we know the exact 3D position of all particles present in these

images. Figure 4.14 shows a 3D annotated version of Figure 4.13 which demonstrates this.

In experiments where the depth of the microfluidic device is shallow, images such as Figure 4.13

might suffice as training images. In the case of deep devices, which are frequent in porous media

experiments (e.g. (Patil and Liburdy , 2012; Datta et al., 2013; Holzner et al., 2015; Wood et al.,

2015)), large amounts of particles can be present outside of the measurable depth range of the

optical system. Such defocal patterns are not persistent, since these far-out of focus particles

are moving over time.

Cierpka et al. (2010a) reduced such patterns by computing a sliding minimum of each pixel

over time. This approach assumes that the likelihood of a pixel not being occupied by a particle

image in a set bandwidth is large enough to assume that the resulting minimum value is caused

by defocal background patterns. This approach of reducing background patterns is justified

for low seeding densities where the likelihood of pixels being occupied by particles is low. The

higher the seeding density, the more likely it is that their approach fails.
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Figure 4.13: Example image with noise-adjusted overlapping particle images in front of syn-
thetic background. Dimensions of the generate image are the same as the dimensions of exper-
imentally acquired images. The pixel size is 0.8 µm and the physical size has width and height
of 2048x1280 µm.

One of the main advantages of the detection and localization approach presented in this work is

it’s performance for highly overlapping particle images. This is a first step in building a system

which performs well in high particle densities. Adopting the approach of reducing background

defocal patterns by Cierpka et al. (2010a) might create a bottleneck with respect to the max-

imum particle density that this system can handle. Instead, we simulate a large variation of

background patterns and add them to the training images. This allows the algorithm to learn

to distinguish between genuine particle images and defocal background patterns.

Defocal patterns in the image background are based on realisations of directional 2D random

Gaussian fields. First, we generate directional Gaussian fields in both the horizontal and vertical

direction of the image. The in both images, the correlation length along one axis is longer by

a randomly sampled factor as compared to the other image direction. These directional fields

along the horizontal and vertical direction of the image are added and scaled to a range of values

between 0 and 1. To allow for image patches which are free of background defocal patterns, a

threshold is applied to the resulting random field. The threshold is again sampled randomly
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Figure 4.14: Example image with noise-adjusted overlapping particle images in front of syn-
thetic background. Individual particle images are color-annotated with respect to their depth
location. Blue: particle is in front of the mid point of the focal plane, white: particle is located
approximately in between the focal planes, red: particle is located behind the midpoint of the
focal planes. The midpoint of the diamonds corresponds to the sub-resolution x and y location.
Dimensions of the generate image are the same as the dimensions of experimentally acquired
images. The pixel size is 0.8 µm and the physical size has width and height of 2048x1280 µm.



106 Chapter 4. Method II: Cut-overlap-detect- One-step 3D Localization

Figure 4.15: Realization of defocal background pattern with cut-off value of 10 %. Dimensions
of the generate image are the same as the dimensions of experimentally acquired images. The
pixel size is 0.8 µm and the physical size has width and height of 2048x1280 µm.

within a range and all image values below the threshold are set to zero. High threshold values

yield in small, local defocal background patterns, whereas low threshold values correspond

to more continuous background noise. This effect of different threshold values is shown in

Figure 4.15 and Figure 4.16. In a next step, the resulting values of the background pattern are

scaled at a random value between zero and the signal of the most out of focus object in our

dataset. Any objects further away from the focal plane, which we want to simulate, would thus

produce a weaker signal.

The final defocal background pattern is added to the entire image, to account for the obstruc-

tion of object images with such signals. The resulting semi-synthetic images have in many cases

more background patterns than the real experimental images. The purpose of generating ran-

dom background patterns was not to simulate such background patterns in the most realistic

way possible. Instead, we created a large diversity of background patterns, which allows the

algorithm to learn to ignore such low amplitude and low frequency patterns. This is to allow

for the training of a robust model which can handle a large degree of cluttering from defocal
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Figure 4.16: Realization of defocal background pattern with cut-off value of 90 %. Dimensions
of the generate image are the same as the dimensions of experimentally acquired images. The
pixel size is 0.8 µm and the physical size has width and height of 2048x1280 µm.

background patterns.

An example of a final semi-synthetic training image is shown in Figure 4.17. Note that the

image contains large areas with defocal background patters as well as areas in which such

patterns are absent. Several parameters have been chosen for the generation of the training

images. Table 4.1 summarizes the employed parameters as well as their values, range of values

or distributions from which they are sampled.

4.2.2 Implementation of model for dense object detection

For the detection of highly overlapping object images we require an algorithm which is able

to distinguish objects of the same class from each other, even if they are highly overlapping.

Most modern object detection algorithms models are likely to output multiple candidate object

detections for the same object. Therefore, they rely on non-maximum suppression as a post

processing step. When candidate object detections of the same object class are overlapping
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Figure 4.17: Example of randomly generated final training images with known 3D location of
all particles, noise-adjusted particle overlaps and random defocal background pattern. Dimen-
sions of the generate image are the same as the dimensions of experimentally acquired images.
The pixel size is 0.8 µm and the physical size has width and height of 2048x1280 µm.

Table 4.1: Overview of parameters employed for the generation of semi-synthetic training
images

Image generation parameter Value / Range

Width 2550 pixel
Height 1440 pixel
Dimensions of cropped particle images 30ˆ 30 pixel
Number first batch particle images 140
Number of second batch particles (overlapping first batch) 70
Number image bins for noise-adjusted overlap 2.3
Mean background value Sampled from fitted KDE
Synthetic background noise Sampled from fitted KDE
Correlation length of Gaussian field 100 - 2000
x{y ratio of correlation lengths of Gaussian field 0.1 - 0.8
Maximum amplitude of Gaussian field max(signal(z=max(z))) = 10
Cut-off value of Gaussian field 5 - 99 % of maximum amplitude
Percentage of training images with added Gaussian field 90 %
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Figure 4.18: Visualization of non-maximum suppression as post-processing technique em-
ployed in modern object detectors. (1): Filtering of low confidence detections might still yield
multiple bounding boxes per real object. (2): The bounding box with the highest confidence
score is determined. (3): Intersection over union (IoU) is calculated between the bounding box
with the highest confidence score and all bounding boxes which are overlapping the maximum
confidence bounding box. (4): All bounding boxes which are overlapping the maximum con-
fidence bounding box by an IoU value above a certain threshold are deleted. This results in
single detections from multiple candidate detections in close proximity.

by more than a given threshold, non-maximum suppression only keeps the candidate detection

with the highest confidence score and removes all other candidate detections. The individual

steps of non-maximum suppression are visualized in Figure 4.18.

In our work, however, the goal is to detect defocal objects which are in close proximity or

even highly overlapping. In such cases, where two or more real objects are overlapping each

other strongly, non-maximum suppression would by definition remove legitimate candidate

detections of overlapping objects. As a result, non-maximum suppression would only keep

the most confident detection and discard all other candidate detections. This renders models

which rely on non-maximum suppression unsuitable for our goal of detecting highly overlapping

objects of the same type.

Instead, we employed a model which was specifically designed for object detection of highly

overlapping objects of the same type (Stewart et al., 2016). This object detector was developed

for the task of detecting people in crowded scenes. From a computer vision perspective, this

is a very similar problem to the problem of detecting overlapping particles. In crowded scenes,

people are often occluding each other. Yet, such occlusions are only partially and many image

features of humans are still visible.

Figure 4.19 shows as an example of a crowded scene a pedestrian crossing. Modern object
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Figure 4.19: Example of the detections created by a modern object detector based on a
convolutional neural neural network (top row). Such object detectors require non-maximum
suppression as a post-processing step to remove multiple detections of the same object(middle
row). This post-processing step inevitably filters out detections which arise from two objects
of close proximity. The algorithm proposed by Stewart et al. (2016) avoids this dilemma by
predicting definite object detections instead of multiple detection proposals per object. Adapted
with permission from Stewart et al. (2016)

detectors generate correctly generate many candidate object detections for both people facing

the camera as well as occluded people (top row). Non-maximum suppression, however, removes

all candidate detections in close proximity and results in undetected people (middle row).

Stewart et al. (2016) propose an entirely different approach to object detection which does

not rely on non-maximum suppression and therefore is able to detect people which are highly

overlapping in images (bottom row). This approach was adapted to our problem of detecting

highly-overlapping defocal particles. In addition, we extended the model such that the objects

in our images are not only localized in 2D, but also in 3D.
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Figure 4.20: Architecture of modified Tensorbox model: A CNN (red bounding box) acts as
feature encoder for image regions. Feature vectors of image regions are fed individually into a
LSTM (green bounding box) which creates a sequence of center point locations. These locations
are updated with fine-grained information from the interpolation of early feature vectors at the
previously determined in-plane locations of the objects. The original model was only modified
by adding the depth-location to the model predictions.

The model proposed in Stewart et al. (2016) is an end-to-end trainable neural network architec-

ture. This approach employs a convolutional neural network (CNN) to extract image features

within regions of the image. The feature vectors of each image region are fed separately into

a long short-term memory network (LSTM) which translates image features into distinctive

object detections. This end-to-end trainable model explicitly learns to produce one detection

for each object and thus allows for the detection of arbitrary degrees of object overlap.

Tensorbox is an open-source implementation of the original algorithm. We adapted this model

to predict out-of-plane locations of objects in addition to their in-plane locations (see Fig-

ure 4.20). The model GoogLeNet is employed as architecture of the CNN. This architecture

was winner of the 2014 Imagenet large scale visual recognition challenge (Russakovsky et al.,

2015). This competition runs both image classification and object detection challenges and

GoogLeNet was winning both types of challenges. The model architecture is already relatively

old in Deep Learning terms. However, as compared to more modern convolutional neural net-

works, it still is very parameter-efficient (Canziani et al., 2017). The left plot in Figure 4.21

shows the mathematical operations required in one forward pass through different convolutional

neural network architectures as compared to their accuracy on the Imagenet dataset. It can be

seen that GoogLeNet provides a good compromise between accuracy and algorithm complexity.
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Figure 4.21: Left: size of different convolutional neural network architectures vs. their accuracy
on the Imagenet dataset. Network size is expressed as number of computations of an image in
one forward pass. Right: Parameter efficiency of the different architectures. With permission
from Canziani et al. (2017).

The right plot of the same figure confirms this finding, as it compares the accuracy per parameter

of the evaluated algorithms. So, even at the printing date of their review article, GoogLeNet

was still the second most parameter-efficient convolutional neural network architecture. For

practical purposes, parameter-efficiency is very important as this factor largely determines the

training time of an algorithm. The higher the parameter-efficiency of an architecture, the lower

the time and budget required for model training.

The success of the GoogLeNet architecture is based on it’s building block: the Inception module

(see Figure 4.22). The rationale behind the naive version of the Inception module is that

neurons from shallower layers (i.e. closer to the input layer) form clusters of correlated units.

They assumed that the spatial spread of such clusters can vary. Convolutional operations with

different filter sizes would capture these correlated clusters of different sizes better than one

convolutional operation with a kernel of fixed size. Szegedy et al. (2015) therefore concatenate

the output of convolutions with different kernel sizes and pass it on to the next layer of the

neural network.

The downside of concatenating the output of multiple filters is that the number of channels and

computational cost increases fast with each naive version of the Inception module. To avoid

this, Szegedy et al. (2015) propose the utilization of 1x1 convolutions as bottleneck layers.

These operations compress the information from previous layers by reducing the number of
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Figure 4.22: Inception modules, the basic building blocks of the GoogLeNet architecture. (a):
naive version of the Inception module, which is the concatenation of the output of different
convolutional operations. The drawback of this approach is that the resulting concatenated
output has a large number of channels and the computational cost becomes too high. (b)
Dimensionality reduction along the channel depth reduces computational cost as well as memory
footprint. Reused with permission from Szegedy et al. (2015).

channels while leaving spatial dimensions intact Lin et al. (2013). This reduces computational

and memory cost by avoiding the computation of expensive 3x3 and 5x5 convolutions on a

large number of channels. The resulting lower number of parameters allows for the stacking of

many Inception modules on top of each other to build a very deep neural network architecture.

Hence, the name of the module (Know Your Meme, 2010).

Feature vectors of the last inception module of the model have a receptive field of 32x32 pixel,

which equates to roughly the largest object size in our images. These feature vectors are fed into

a Long-Short-Term-Memory (LSTM) with four recurrent units and 800 memory states. The

number of recurrent units in the LSTM equates to the maximum number of object detections in

each image region. Each recurrent unit produces horizontal, vertical and out-of-plane location
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Figure 4.23: Smoothed loss, accuracy and learning rate schedule over the course of the training
of the final model. From top to bottom: The regression loss of the 3D position of predicted
detections, the loss of the confidence scores of predicted detections, the accuracy of the model
and the learning rate schedule. Loss and accuracy were calculated with respect to the validation
set and the individual loss terms are given in Equation 4.8. The accuracy is determined with
an IoU threshold of 0.95.

predictions as well as a confidence score. Linear interpolation of shallower feature vectors at

the previously determined object locations, a so called “rezoom” operation, yields additional

information about precise object locations. These shallow features are derived from the output

of the first Inception module of the model and produce an offset vector which updates the object

locations and confidence scores. This feature interpolation step is the only part of the model

where the computational cost is proportional to the number of objects. Yet, it is independent

of the number object overlaps. The average inference time for an image with 200 objects is

1.02 s.

The entire network is trained with 10000 semi-synthetic images and additional validation and

and test sets comprise 1000 images. The CNN is initialised with weights, which were trained

on the Imagenet dataset to reduce the training time. The loss function which is optimized is

the sum of the regression and the confidence losses:
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Table 4.2: Overview over tuned hyperparameters of the adapted Tensorbox model

Hyperparameter Value
Learning rate schedule see Figure 4.23
Rezoom coordinates -0.25, 0, 0.25
Number feature channels for rezoom 256
LSTM length 4
LSTM size of hidden state 700

loss “
M
ÿ

n“1

|ln,t ´ ln,p|´pcn,t ˆ logpcn,pq ` p1´ cn,tq logp1´ cn,pqq (4.8)

whereM is the number of predictions, index p denotes model predictions, index t denotes objects

in the training dataset, l is the predicted 3D location and c is the corresponding confidence

score. Note that the employed loss term for the confidence loss is the cross-entropy function

for the binary case. The locations are scaled down to bring them to a similar numerical level

as the loss of the confidence level. The x and y locations are reduced by a factor of 35 and the

z locations by a factor of 100. The reason for the stronger reduction of the z location values is

the 2 to 10 times higher error along this dimension in astigmatic systems.

For Equation 4.8 to optimize on single detections per object, model predictions have to be

matched to known objects in the training dataset. Stewart et al. (2016) proposed the Hungarian

Algorithm (Kuhn, 1955) for this purpose, which is also implemented in the Tensorbox algorithm

which was adapted for this study.

Several hyperparamters were tuned for this study. The hyperparameter combination of the

most important hyperparamter is shown in Table 4.2. Tuning of the rezoom operation into

shallower feature vectors yielded a significant performance increase. It was found empirically,

that interpolation of the the early feature vectors at the initial object positions and at offset

locations in the close vicinity provided best results. Although offset rezoom locations improves

the accuracy, it drastically expands the memory footprint of model as the channels of all rezoom

locations are concatenated with the output of the LSTM and connected to a dense layer. Due

to memory limitations, the number of channels at each rezoom location was limited to 256

channels out of 512 available channels. Thus, limited memory required a trade-off between
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the number of feature channels at rezoom locations and the number of offset rezoom locations.

This indicates that the model might provide higher accuracy if trained on a GPU with larger

memory.

The length of the LSTM corresponds to the maximum number of object which can be detected

within a receptive region. Increasing this parameter past the maximum object density would

therefor not result in any performance increases. The size of the hidden state of the LSTM

was found to very sensitive to the performance of the model. In this study, a larger size of

the hidden state always increased the accuracy of the algorithm. As this parameter increases

the memory footprint of the model, a compromise has to be found between it’s size and the

dimensions of the rezoom operation.

Future works might want to consider employing ResNet (He et al., 2016) or DenseNet (Huang

et al., 2017) architectures as convolutional neural networks. These type of architectures have

skip-connections which can carry information from shallow layers into the deeper layers of the

network without loosing fine-grained details. This might avoid the use of rezoom operations

and alleviate GPU memory constraints.

Adam was employed as optimizer with an initially cyclic learning rate schedule followed by an

exponentially decaying learning rate (see Figure 4.23). It might seem odd to adapt the learning

rate manually, since Adam itself adapts the learning rate for each weight in the network (Kingma

and Ba, 2014). However, Smith (2017) observed a three fold speed up in model training, when

employing an alternating learning rate schedule with adaptive optimizers instead of purely

relying on the optimizers to adapt the learning rate. Thus, our learning rate schedule can be

viewed as inspired by the works of Smith (2017). We observed the same in model training. The

training process converged approximately three times faster than conventional optimization

with Adam. Instead of 300 000 iterations convergence occurred within 100 000 iterations.

In addition, we achieved a higher accuracy with our learning rate schedule as compared to

the standard implementation of Adam. This finding is rather surprising, since Smith (2017)

observed lower model accuracy when applying cyclic learning rates when optimizing with Adam.

The lower accuracy of the standard utilization of Adam was less performant in our case, possibly
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due to frequent restarting of the model training in our case. We has to restart model training

every 50 000 interations due to a memory leak filling up the CPU memory. When restarting

the training process, the optimizer was initialized without the previously learned learning rates.

As such, the adapted learning rates for each weight had to be re-learned. This process might

have resulted in a slight under-performance of the optimizer when training for longer times

with constant learning rates. However, by employing our proposed learning rate schedule, the

training has to be restarted only once, thus minimizing this possible factor.

4.3 Results and Discussion

4.3.1 Results on semi-synthetic dataset

The trained model is first evaluated on a test set of 1000 semi-synthetic images to test the

performance of the algorithm for the task of inferring the depth position of defocal object im-

ages. The model predictions indicate that the model architecture is capable of simultaneously

decoding both in-plane and depth positions of defocal objects. Figure 4.24 shows the relation-

ship between depth prediction and the true depth values. There is no visible bias in the depth

inference along the depth axis, nor is there a strong deterioration in accuracy with distance

from the focal plane. The algorithm is therefore capable of inferring object depth positions up

until the the visibility limit. There are two regions approximately 50 µm above and below the

focal plane where the depth inference by the model has lightly higher variance.

At the visibility limit of the defocal object images at a distance of approximately 200 µm from

the focal plane, the depth location error again increases. When the detected objects are filtered

by the their confidence score, it can be seen that low-confidence scores are clearly related to

the objects at the fringe of their detectability. This is where their signal is getting close to the

signal of the artificial defocal background patterns. The defocal object images are starting to

merge into the image background which might be the cause of the lower confidence scores.

The overall rate of undetected objects was found to be 2.6 % and the rate of false positive
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Figure 4.24: Measured depth position vs. true depth position of all detected objects in the
validation set of the semi-synthetic dataset.
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Figure 4.25: Effect of relative location of closest neighbor on detection rate in synthetic
images. Rate of undetected particles (3) is equal to the share of the distribution of undetected
particles (2) with respect to the true distribution of the relative location of closest neighbors
(1). Relative positions of false positive detections (4) are mainly within a 4 pixel radius to a
real object.
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Figure 4.26: Location errors of model predictions in images of validation set of semi-synthetic
dataset with respect to the relative location of the closest neighboring object. In white: dimen-
sions of the cropped particle images.

detections was found to be 2.7 %. These rates are on a par with the work of Afik (2015) who

developed a detection algorithm for defocal diffraction rings. They found rates of 5.3 % for

their false negative detections and 0.8 % for their false positive detections.

Undetected particles are clearly related to the presence of object overlaps (see Figure 4.25).

The closer a neighboring particle is to the center location of an object, the higher the number of

undetected objects. In our semi-synthetic dataset we are able to compute the true distribution

of the relative locations of the closest neighboring particle. The share of undetected particles to

this distribution provides us with the rate of undetected particles as a function of the relative

location of the closest neighbor. Again, the maximum of this rate is located at the points where

overlapping objects have the same center point locations. Here, the rate of undetected particles

is 20.7 %. At a neighbor distance of 10 pixels and 15 pixels, this value drops to 7.8 and 1.3 %.

False positive detections are mainly located within a radius of 4 pixels of a real object image.

We further analysed the impact of object overlap on the performance of the algorithm to infer

in-plane and depth locations. For this purpose, we filtered all detected objects with respect

to their distance to their nearest neighboring object. Figure 4.26 shows the location error in

the image plane and along the depth axis as a function of the location of the nearest neighbor.

The average in-plane location errors of objects without overlap are 0.65 and 0.57 µm in the x

and y directions respectively. Location errors start increasing sharply if neighboring objects

are within a distance of less than approximately 10 pixels.

When object centers share the same in-plane location, x and y location errors almost triple.
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This effect is even more pronounced for the depth location error. The average depth location

error is 6.34 µm for objects without image overlap. When the center points of overlapping

objects are the same, the depth location error increases by a factor of 6. Thus, image overlap

has a stronger relative impact on the performance of determining the depth position than the

in-plane locations.

Both x and y location errors are slightly higher for neighboring object locations along the x

and y image axis, respectively. This could be explained with scenes where overlapping objects

are on the same side of the focal plane and their elliptical object shapes line up on the x or

y axis. In this arrangement, their signals are more convoluted and the solution for separating

the two signals might become less unique.

The total location error is entirely dominated by the location error of the depth error. The

sum of the x and y location errors only contribute to approximately 10 % of the total location

error. It is in accordance with previous works that the depth error is an order of magnitude

higher than the in-plane errors (Barnkob et al., 2015; Franchini et al., 2019).

4.3.2 Results on real images

To test the resemblance of the semi-synthetic dataset with real images, we analysed the per-

formance of the trained model on videos of real images with moving objects. We acquired an

additional dataset based on the previously described experimental setup. Image sequences of

the particles are captured at different depth locations 150 µm apart from each other through-

out the entire depth of the channel. In this experiment, we applied a constant flow rate to the

liquid which is carrying the tracer particles. The liquid is flowing in the rectangular channel

approximately parallel to the focal plane. The constant flow rate ensures that the objects are

moving in a laminar flow on straight trajectories. Such straight trajectories, together with the

laminar flow, move the particles by constant displacements into all three dimensions between

frames.

These constant displacements are an ideal basis for evaluating the variance of the predictions
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Figure 4.27: Error in flow images with respect to depth location. X and Y are the in-plane
coordinates and Z depicts the depth coordinate. Each point represents the standard deviation of
the residuals between individual displacements and the median displacement of one trajectory
in the respective directions. Blue points correspond to trajectories without object overlap.
Red points correspond to trajectories in which the distance to the closest neighbor is less than
the size of a cropped, rectangular object image. The sizes of the points are correlated with
trajectory length.

of our trained model. We employ the model on all acquired image sequences and link the

detected 3D locations of the objects with the Hungarian Algorithm. All resulting trajectories

below a length of 100 frames were discarded. Some trajectories were a result of false positive

predictions. In such cases, one object was consistently detected twice and can be filtered out.

To test whether two close trajectories are the result of different physical objects, the average

relative displacements between the two trajectories is compared. Two distinctive objects travel

at different velocities if they are located at different depths. Double predictions of the same

object can only move at the same velocity since they are mostly located within a 5 pixel radius

(see Figure 4.25). Thus, false positive trajectories can be filtered out by setting a minimum

value for the average relative displacement between an object and it’s closest neighbor. The

threshold is only applied to trajectories with neighbors which are closer than a certain limit.

This process efficiently filters out cases where an object is consistently detected twice.

The detected trajectories are recovered up to distances of almost 200 µm from the focal plane

(see depth axis in error analysis of Figure 4.27). This is an increase in the range of detectability

along the depth axis of 67 % as compared to detection by simple smoothing and thresholding

(Franchini et al., 2019). This indicates that the semi-synthetic dataset was successful in repre-

senting the differences between defocal background patterns and highly blurred defocal object

images up to the limit of detectability. This increase in the range of detectability allows to
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Figure 4.28: Location error defined as measured residuals between median trajectory displace-
ments and actual displacements as a function of the in-plane location of the closest object. X
and Y are the in-plane coordinates and Z depicts the depth coordinate. In white: dimensions
of the square object images.

investigate much deeper volumes than previous methods allowed.

We approximated the constant displacements of objects by calculating the median displace-

ments along trajectories. The residuals between those averages and the individual measured

displacements allow us to study the variance of the model predictions from real images without

the need for a fully annotated dataset. We did not observe any significant bias in the location

errors of our model with respect to the semi-synthetic dataset (see for instance Figure 4.24 for

depth error). Thus, we assume that the variance of the model predictions from the real images

is a good approximation for the total location error (Cierpka et al., 2010a).

Figure 4.27 shows how location errors of each trajectory relate to the average depth prediction of

the object. The in-plane location errors in the x and y direction show a very similar behaviour.

Close to the focal plane their error reaches a minimum of approximately 0.3 µm and towards

the upper and lower limit of object detectability the error increases up to approximately ten

times higher values. It can be seen that the x error increases more strongly towards small depth

values and that the y error increases more strongly towards large depth values. This can be

explained with the shape of the object images at those depth positions. For small depth values,

the image of a microsphere forms an ellipse, with it’s long axis aligned along the x axis (see

Figure 1.7). For such an object image, the image gradient is larger along the y axis than the

x axis. It is therefore easier to locate the center location of the object image along the y axis

than the x axis for low depth values. The opposite is true for large depth values, where the

long axis of the object image is aligned with the y axis of the image and the y location error
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is larger. Trajectories in which the object image has an image overlap tend to have a higher

probability for higher in-plane location errors.

Previously reported in-plane location errors from the fitting of 2D Generalized Gaussian dis-

tributions to object images are 0.21 pixels for images with the same signal to noise ratios

(Franchini et al., 2019). This corresponds to 0.17 µm by taking the magnification of our ap-

paratus into account. Our minimum in-plane errors of 0.3 µm are therefore 76 % larger as

compared to the current method of locating tracer particles in the image plane. The sum of the

differences between in-plane location errors of the two methods contribute to approximately 2

% of the average total location error. Depending on the application, this additional error might

not be significant for a user.

The depth location error in our study shows a less clear trend along depth axis. It reaches

minimum values of approximately 6 µm around the focal plane and maximum values of ap-

proximately 15 µm at the detectability limit. The relative increase in the error with distance to

the focal plane is therefore not as strong as in the case of the in-plane location errors. Yet, the

number of outliers which experience larger errors is significantly larger for the depth location

error. The depth location errors of trajectories with overlapping object images follow the trend

of non-overlapping trajectories less clearly and have a higher variance.

Previous studies reported similar ratios of in-plane to depth location errors with ratios ranging

between 1:10 and 1:30 (Cierpka et al., 2010b,a; Barnkob et al., 2015; Franchini et al., 2019).

Location errors strongly depend on the signal to noise ratio of the experimental apparatus

(Cierpka et al., 2010a). A study with images of the same signal to noise ratio reported a depth

location error of 7.1 µm with regards to their calibration dataset (Franchini et al., 2019). Their

calibration dataset serves the same purpose as our semi-synthetic dataset: to train a model

to predict object locations. In our study we achieved a depth location error of 6.3 µm in our

synthetic dataset. The average depth error of non-overlapping trajectories in our real images

is 9.2 µm over a 76 % larger depth range than (Franchini et al., 2019).

The difference in the errors between the semi-synthetic dataset and the real dataset of our study

might be explained with a slight difference in the distributions of the data in the two dataset.
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The semi-synthetic dataset might include image features which are not present in the real data

and vice versa. The same might be true for the the stated depth location error with respect

to the calibration dataset in (Franchini et al., 2019). We therefor consider the measured depth

location error in this study to be of a comparable level of accuracy as Franchini et al. (2019).

Location errors as a function of the closest neighboring object show a similar behaviour as in

the synthetic dataset (see Figure 4.28 and Figure 4.26). For all location errors there is a clear

trend towards higher errors for distances to the nearest neighbor of less than approximately 10

pixel. The variance in location errors is higher than in the synthetic dataset. This is most likely

due to a smaller number of sample points. The error values at larger distances to the object

center point are comparable to the values in the synthetic dataset. In this region, average

in-plane location errors range between 0.5 and 1.0 µm whereas z-location errors range between

6 and 11 µm. For neighbor locations close to the object center, all location errors are below the

errors of the synthetic dataset. This indicates that the model is capable of detecting objects

with strongly overlapping object images. Yet, more challenging object overlaps which caused

higher errors in the synthetic dataset are possibly not detected in the real images.

We attempted to compute the the detection rate as a function of the closest neighbor location.

In principle, this can be calculated as long as the ratio of the measured to the real density

of neighboring particles. The measured detection density can be directly computed from the

observed particle trajectories (see left plot in Figure 4.29). The real density of neighboring

particles is not precisely known. What is known is the average number of particle detections in

the experimental images. The average number of detected particles was found to be exactly 200

with a difference of approximately 5 particles between images. Assuming these objects were

completely randomly distributed on the experimental images, we can approximate the real

neighbor density by stochastically generating numerous realizations of 200 random locations

within the image space. From these simulations we can approximate the neighbor density

by assuming that the particle locations are completely random in space (see middle plot in

Figure 4.29).

However, when the simulated neighbor density and the measured neighbor detection density



4.3. Results and Discussion 125

−70 −35 0 35 70
X location closest neighbor [ ixel]

−70

−35

0

35

70

Y 
lo
ca
tio

n 
clo

se
st
 n
ei
gh
bo
r [
 i
xe
l]

Measured detection density

0.2

0.4

0.6

0.8

1.0

1.2

1.4

1.6

De
ns
ity
 []

1e−4
Simulated detection density

1

2

3

4

5

6

7

8

De
ns
ity
 []

1e−5
Difference between measured
and simulated detection density

−50

−25

0

25

50

75

100

De
ns
ity
 d
iff
er
en
ce
 [%

 o
f s

im
. d

en
sit

y]

Figure 4.29: Attempt to determine the detection density in flow experiments as a function
of the proximity to the closest neighboring particle. Left: density of neighboring particle
detections computed from all detected trajectories. Middle: Simulated detection density of
neighboring particles. Simulations were based on a completely random distribution of particles
of same number particles as in experimental images. Right: The density difference in percentage
between the measured and the simulated detection density. Large positive density differences
mean that more particles were detected in this region than what can be explained with a
homogeneous, random distribution of particles.

are compared, the density of measured object detections of close neighbors is higher than a

simulated density (see right plot in Figure 4.29). The measured density is only higher up to

an offset location of approximately 35 pixel, corresponding to a distance of 28 µm. This higher

object detection rate at close proximity to the nearest neighbor can only be explained by the

simulated neighbor density not representing the real neighbor density. Otherwise, the measured

neighbor density would be strictly equal or lower than the simulated density.

The fact that the measured detection density is much higher in close proximity to a particle

indicates that there is an attractive force acting between the particles. This would increase the

probability of particles being located closer to each other as compared to completely random

locations. Although visually it is not obvious from our experimental images that particles

are located statistically closer to each other, long range attractive forces have previously been

observed between polystyrene microspheres and might be a valid explanation for the higher

detection density in close proximity to particles (Vinogradova et al., 2001). Unfortunately this

invalidates the assumption of randomly distributed objects in space and therefore doesn’t allow

us to compute the spatially distributed detection rate.
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4.4 Conclusion

In this work we showed how a set of semi-synthetic images can be employed to train a neural

network in the task of detecting overlapping defocal images of tracer particles. The semi-

synthetic images, which we generated for model training, resemble experimentally acquired

images. The model is able to detect 97.4 % of objects in the semi-synthetic images, despite a

large ratio of object overlaps. 79.3 % of objects are detected in cases when two defocal object

images share the exact same center point location. The share of false positive detections in this

set of images is 2.7 %.

The trained model generalizes well to experimental images. It increases the depth range at

which particles are detectable by 67 % over the conventional method of thresholding gray-scale

values. Object image overlap impacts the location errors of detected particles. Overlapping

object images with a common center point cause the location error to increase by approximately

a factor of two as compared to non-overlapping objects.

We hope that this work opens up new applications of defocal object localization where large

depth ranges or higher object densities are required. Our application of this method will be

the study of 3D flow in porous media with particle tracking. Yet, others might find it useful to

observe the movement of microorganisms or to determine velocity fields for the investigation of

heat and mass transfer.



Chapter 5

Generalized Gaussian vs. Deep

Learning method

5.1 Comparison of the developed methods

In the following sections we are summarizing the achievements of the two developed methods,

lay out how they relate to each other and explain what sets them apart.

Generalized Gaussian localization with flexible regression tools

The Generalized Gaussian localization method (GG method) is similar in spirit to previous

methods of localizing microspheres in astigmatic images in the sense that particle image fea-

tures are extracted by fitting a 2D distribution. We showed that a significant amount of depth

information is stored in the additional convexity/concavity parameters of the 2D Generalized

Gaussian distribution which means that this method is likely to extract a larger amount of

information from particle images than previously employed 2D Gaussian distributions. This

procedure is demonstrated in images with a low signal to noise ratio, showing it’s board appli-

cability with any optical microscope.

Further, we improved the algorithm which links particle image features to the depth location.

127
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Our approach is to create this mathematical link by training flexible regression tools with an

empirical dataset. All previous depth localization algorithms, which employ Gaussian particle

image features, were so far limited in the depth range in which their algorithm is valid. The

validity of the trained regression model in our GG method is only limited by the depth range

of the empirical dataset and therefore by the particle detection algorithm.

We show some initial success in extracting image features from overlapping particle images and

localizing such overlapping particles in 3D, a task which previously hasn’t been achieved with

astigmatic particle images. This additional information comes at a higher computational cost,

as multiple 2D Generalized Gaussian distributions have to be optimized simultaneously.

Overall, we improved the accurate 3D localization of particles in astigmatic images with this

method by removing some of the weaknesses of the method to allow for it to be employed with

higher particle densities and to cover larger depth ranges.

Combined particle detection and 3D localization with deep learning model

During the course of the first project it become obvious that there are two bottlenecks in

the analytical workflow of all works on astigmatic particle localization which no study has

specifically addressed so far: particle detection and the scaling of computational cost with

particle density.

Astigmatic particle tracking tools will be limited to experiments where particle density is not

important as long as the issues of particle detection and (to a lesser extent) the scaling of

computational cost are not resolved. The reason, why particle detection of overlapping and

highly blurred particles was never addressed specifically in any of the previous works became

obvious during the work on the GG method. A set of image filters is used to detect both highly

blurred as well as overlapping in-focus images. These two tasks, however, are different and

should be conducted with filters of different kernel size. It is a non-trivial task to optimize the

filter types, the filter sizes and all other image processing steps and eventually the resulting

detection algorithm is still a compromise between the two different tasks.
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We therefore searched for an entirely different approach to particle detection and found it in

the field of deep learning. Since the groundbreaking works of Krizhevsky et al. (2012), deep

learning has revolutionized many areas of computer vision such as image classification, semantic

segmentation and object detection. Such modern techniques, however, have not percolated into

the field of 3D particle localization. All modern object detection methods in computer vision

are deep learning based (Imagenet , 2017). So it seemed plausible to employ such an algorithm

for the task of particle detection. In addition, deep neural networks are good at multitasking

(Kokkinos , 2017), which allows our trained model to jointly detect particles in the image plane

and localize their depth position.

The trained model shows good results for particle detection, in particularly for object overlaps

and highly blurred particles. We demonstrate this on semi-synthetic images and real experi-

mental images. The computational cost is kept low at approximately 1 s per processed image

during inference time. This computational cost is independent of the number of particle over-

laps. With the application of modern convolutional neural network architectures it might even

be possible in the future to make the inference time entirely independent of the particle density.

The depth localization of this method is approximately as accurate as the GG method. The in-

plane errors, however are approximately double. The total location error, however, is entirely

dominated by the depth location error. The higher in-plane errors might therefore not be

very relevant, depending on the application. For higher accuracy, a “conventional” localization

method could always be employed on top of the detections generated by the deep learning

method, allowing for high-density particle detection and high accuracy localization at the price

of additional computational cost.

Another possible approach to further improve the localization accuracy without increasing

computational cost could be the use of a newer convolutional neural network architectures such

as the DenseNet architecture (Huang et al., 2017).
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5.2 Future Work

Application to flow in porous media

We demonstrated that both our 3D particle localization methods can be employed as backbone

of a particle tracking scheme when analysing images obtained from a very simple experimental

apparatus. Images resulting from the presented simple apparatus with brightfield illumination

yield low signal to noise ratios. Despite this low signal to noise ratio, we are able to achieve

sub-pixel particle localization in the in-plane dimensions for a large share of the covered depth

range. The error of the depth predictions are mostly below 10 µm and therefore below 2.5 %

of the entire depth range. We hope that such accuracy with the presented simple experimental

apparatus motivates more particle tracking research in the field of flow in porous media.

During the course of this project, a sample holder was developed which is able to carry cells

with 3D porous media. The dimensions of the cell are 33 ˆ 7 ˆ 3 mm in length, width and

depth and should therefore be sufficiently large to reproduce complex pore-scale flow processes.

Initial trials show how sintered borosilicate glass could be sintered in such cells, creating a 3D

porous media that can be refractive index matched with a range of fluids.

For the purpose of evaluating the presented particle localization techniques, unidirectional flows

were observed in 3D in a rectangular channel for which the flow field was known. The dimensions

of the imaged volume were adjusted to the scale of flow processes at the pore scale. By focusing

the second part of the project (i.e. the deep learning method) on the particle detection aspect,

the depth range of the system was maximised to truly allow for the observation of 3D flow

phenomena. The resulting imaged volume of our apparatus is 2048ˆ 1152ˆ 400 µm in length,

width and depth respectively.

We identified the particle detection step as the bottleneck of the analytical workflow for working

with high particle densities, which can be very desirable for experiments in fluids. As presented

in this work, a robust detection of overlapping as well as highly blurred particles is a challenging

task. Despite it’s central role in any particle tracking method, the topic has been neglected

in the astigmatic particle tracking community so far. The proposed combined detection and
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localization method is the first systematic approach to localize highly overlapping particles and

it has a computational cost that is low and almost independent of particle density. Such higher

particle densities could benefit flow experiments in refractive index matched porous media as

higher particle densities yield richer datasets about the observed flows.

The presented methods are entirely data-driven and can be reproduced by researchers without

academic backgrounds in optical systems, allowing for ease of access of the porous media com-

munity to the presented techniques. The presented learning rate schedule of the deep learning

method was developed to reduced training time by a factor of three which allows for a faster

workflow in practical applications.

Differences to flows in porous media

In this work, we observed an uni-directional flow for which an analytical solution is known to

determine the measurement uncertainty of the developed methods. The observed flow has only

a velocity component in the x direction, however the dominant localization error was found

to be in the z direction. In porous media, the flow experiences velocities and accelerations

in all three dimensions. Transverse velocity and acceleration components were found to be

significantly smaller than their longitudinal components in porous media (Datta et al., 2013;

Holzner et al., 2015). Yet, the higher measurement uncertainty in the depth direction of our

method might pose a challenge when analysing particle trajectories. Holzner et al. (2015) faced

exactly the same challenge. They reported a localization accuracy of 5 µm in the x and y

direction and an accuracy of 250 µm in the z direction. They addressed this issue by applying

a Savitzky-Golan filter with a cubic polynomial fitted to 21 frames along the measured particle

trajectories. This increased their z accuracy from 250 µm to 55 µm. Such an increase in

accuracy by a factor of 4.6 would result in a depth localization error of approximately 2 µm in

our case.

The application of large kernels to the raw trajectories requires long trajectories. At the top

or bottom of the measurement volume a particle might move in and out of the measurement

volume multiple times and therefore only be detected trough short trajectories. The fact that
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Figure 5.1: Borosilicate glass granules sintered into a rectangular borosilicate glass channel.
Length, width and height of the channel are 33, 7 and 3 mm.

long trajectories are required for the post processing of particle trajectories might therefore

result in a smaller effective measurement volume when the methods presented here are applied

to porous media.

Creating a transparent porous medium

Initial efforts have been made in the development of an optically transparent porous medium.

Although it was not the scope of this work to investigate flow in porous media, the following

shows one possible way of how such samples could possibly be prepared. The same rectangular

borosilicate channel, which was used for the previously described validation experiment, was

employed as a container for the porous medium. It was filled with crushed porous borosilicate

glass, placed in a casting mould and sintered (see Figure 5.1). Such sintered porous borosilicate

glass is commercially available in a large range of pore sizes (Robuglas , 2019). The range of pore

sizes of the material employed in our samples is 40-60 µm as provided by the manufacturer. The

pore size distribution of the sintered glass is slightly narrower than that of natural sandstones,

yet it provides enough capillary heterogeneity to observe dynamic pore filling events as observed

in real rocks (Berg et al., 2014).

The borosilicate glass of the porous medium and the carrying rectangular channel are of the

same type (borosilicate glass 3.3). It’s high acid resistance (DIN 12116 Acid Class 1) allows
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for the use of strong cleaning agents to remove dirt particles in the medium. Borosilicate has

a refractive index of 1.474 (Sodium D - line) and it is the second most common solid used in

refractive index matched experiments. As a result, there are many recipes for wetting and non-

wetting fluids which match it’s refractive index (Wright et al., 2017). Unsurprisingly, borosil-

icate is employed frequently as porous medium in refractive index matched PIV experiments

(Cenedese and Viotti , 1996; Datta et al., 2013; Wood et al., 2015).

If a wetting fluid is directly injected into the flow cell, air is being trapped in the larger pores

and sample transparency is not achieved. Following scheme was developed to remove all air

from the pore space with glycerol as the experimental fluid: First, a batch of degassed millipore

water was prepared. Simultaneous warming and stirring of a bottle of water on a magnetic

stirrer sped up the degassing of the water through the suction of a vacuum pump. After

approximately 15 minutes, when no bubbles were escaping the water anymore, the water was

sufficiently degassed for our purposes. Then, the flow cell was flooded with highly soluble CO2.

The CO2 in return is replaced by the degassed water, which takes up any residually trapped

CO2 within a few minutes. As a last step, glycerol is injected into the flow cell to replace

the water. To ensure efficient water replacement, the density difference of the fluids can be

exploited by mounting the sample holder vertically, with the injection port facing downwards.

A large volume of glycerol is then slowly injected over night, to ensure that no residual water

would impact the refractive index of the fluid.

Figure 5.2 shows the flow cell filled with water and with glycerol. It is apparent that roughness

in the surface of the flow cell obstructs the visibility into the sample. Such impurities at the

surface of the rectangular channel are a result of the sintering process. The rectangular channel

is made of the same material as the grains which are sintered within the the channel. Therefore,

the channel is slightly melting during the sintering process and looses it’s flat surface. This flat

optical access can be regained by polishing it with diamond grains in a thin section polishing

machine.
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Figure 5.2: Sintered borosilicate channel filled with water (left) and glycerol (right). Note that
the surface of the channel became irregular during the sintering process when the rectangular
channel melts slightly. This results in the rough surface visible on the right hand side.

Refractive index matching

Refractive index matching is a challenging task in a porous medium. Porous media contain

many phase boundaries and a slight mismatch between refractive index might therefore lead to

a blurring of experimental images. Patil and Liburdy (2012) investigated the effect of refractive

index mismatch between a fluid and a porous medium in a PIV experiment. When the refractive

indices are matched exactly, they did not find any additional error as compared to measurements

without the porous medium. At a mismatch of 0.0016, they found that the measurement error

doubled. In PIV, the algorithm only has to be able to detect particle images. Their exact shapes

are less important than in defocal methods. Thus, it is likely that the refractive indices have

to be matched with an error of less than 0.0016 when applying defocal methods to refractive

index matched systems in porous media.

However, there is one aspect in which the refractive index is easier to tune in defocal imaging

systems. The refractive index is wavelength dependent. PIV setups employ laser-sheets as a

source of illumination of fluorescent particles. Fluorescent particles emit light at a different

wavelength than the excitation wavelength of the laser. Thus, there always has to be a com-

promise between matching the refractive index at the excitation and the emission wavelength.

Either the laser sheet is not perfectly planar or the particle images are being distorted (Patil

and Liburdy , 2012). Defocal methods, however, illuminate the entire sample. The refractive

index matching can therefore solely focus on the acquisition of undistorted images and does not
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have to compromise with regards to the illumination wavelength. Thus, a narrow bandwidth

filter along the optical pathway might improve the refractive index match between liquid and

solid in defocal methods applied to porous media.

As for this study, only preliminary refractive index matching experiments have been conducted.

The fluid employ was glycerol (99.5 % Sigma Aldrich), which has the same refractive index

up to the third decimal as the sintered borosilicate glass. The resulting experimental images

showed strong blurring if the focal plane of the microscope was placed more than a few hundred

micrometers into the porous medium. It is therefore necessary to match the refractive index of

the fluid and the solid to at least the fourth digit and possibly further. The refractive index of

the fluid can be altered slightly either by adding small amounts of miscible fluids with lower or

higher refractive index or by changing the temperature of the fluid.

In case the refractive index of the solid is not homogeneous enough, it might be necessary to

employ a different porous medium which is optically more homogeneous. Holzner et al. (2015)

and Carrel et al. (2018a), for instance, employed liquid saturated Nafion grains to obtain a

very precise refractive index match between the phases. By soaking the Nafion in the employed

fluid, they achieved a precise refractive index match which allows them to track particles in 3D

porous media.

Cleaning procedures for porous media

The last foreseeable experimental challenge when applying the developed method to porous

media is the cleaning of the medium. With the presented flat-field correction it is possible to

make stuck dirt particles in the experimental images invisible. However, if the signal of the dirt

particles entirely cancels out the signal of particle images, the dirt particles would cause blind

spots on the processed experimental images where no particles can be detected.

Although the cleaning of microfluidic devices is a real challenge, cleaning protocols are rarely

reported in the scientific literature. The only sources of information about the topic were

scientific social media, blog posts and advice from colleagues. McKenna (2016) report that the
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immersion of microchips in ultrasonic baths is an efficient cleaning procedure for these devices.

In our trials, there did not seem to be any decrease in dirt particles by pure immersion of the

porous medium in an ultrasonic bath. Even with the entire flow cell immersed in the ultrasonic

bath and simultaneous flow through the porous medium, the amount of stuck particles would

not visibly be reduced.

In scientific social media it is often recommended to employ solvents or detergents and flush such

fluids through the medium at high velocities to remove stuck particles (see e.g. (Researchgate,

2019a) and (Researchgate, 2019b)). In our case this did not yield any cleaner surfaces either.

Our porous medium has a much larger surface area than conventional microfluidic devices and

our flow cell is not equipped to contain high pressures. The resulting lower flow velocities might

be the reason why this cleaning procedure was not as successful as with other researchers.

A more promising approach was the use of Piranha solution for cleaning. Piranha solution is a

mix of sulfuric acid and hydrogen peroxide. The solution violently oxidises all organic matter,

yet borosilicate is relatively inert to the solution. Due to its high oxidation strength extreme

care should be taken. Flushing of the solution through the porous medium is not possible

since there is no material available to construct a flow loop which is chemically inert enough

to withstand the aggresive solution. Dipping of the porous borosilicate glass into the solution

seemed to have removed some of the dirt particles, while other dirt particles where surprisingly

still left. This might be due to capillary trapping of air in the pore space, such that the solution

does not reach certain corners of the medium.

These initial cleaning trials show that it is very difficult to remove stuck dirt particles once

they are in the final porous medium. It seems more promising to clean the loose grains first,

before they are consolidated into a porous medium. This would ensure that the cleaning fluid

reaches the entire surface of the solids and that high fluid velocities can be employed, for

instance through stirring, to detach the dirt particles. Ideally, such cleaning procedures and

the assembly of the entire flow loop would be performed in a cleanroom to ensure that the

cleaned product is not being contaminated afterwards.

These experimental hurdles of applying the developed computational techniques to porous
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media should not serve as a means to deter the interested reader. They are mentioned rather

as guidance to show which key challenges lie ahead when one ventures off into the world of

defocal particle tracking in transparent porous media.
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Rybiński, W., and J. Mikielewicz, Analytical solutions of heat transfer for laminar flow in

rectangular channels, Archives of Thermodynamics, 35 (4), 29–42, 2014.

Savin, T., and P. S. Doyle, Static and dynamic errors in particle tracking microrheology, Bio-

physical journal, 88 (1), 623–638, 2005.



148 BIBLIOGRAPHY

Seibert, J. A., J. M. Boone, and K. K. Lindfors, Flat-field correction technique for digital

detectors, in Medical Imaging 1998: Physics of Medical Imaging, vol. 3336, pp. 348–355,

International Society for Optics and Photonics, 1998.

Smith, L. N., Cyclical learning rates for training neural networks, in 2017 IEEE Winter Con-

ference on Applications of Computer Vision (WACV), pp. 464–472, IEEE, 2017.

Somer, D., K. Budak, S. Demirci, and S. Duman, Against-the-rule (ATR) astigmatism as a

predicting factor for the outcome of amblyopia treatment, American journal of ophthalmology,

133 (6), 741–745, 2002.

Sonoda, S., and N. Murata, Neural network with unbounded activation functions is universal

approximator, Applied and Computational Harmonic Analysis, 43 (2), 233–268, 2017.

Souzy, M., H. Lhuissier, E. Villermaux, and B. Metzger, Stretching and mixing in sheared

particulate suspensions, Journal of Fluid Mechanics, 812, 611–635, 2017.

Spurin, C., T. Bultreys, B. Bijeljic, M. J. Blunt, and S. Krevor, Intermittent pathways in

steady-state two-phase flow: controlling mechanisms and impact on connectivity, Under

Review, 2019.

Stewart, R., M. Andriluka, and A. Y. Ng, End-to-end people detection in crowded scenes, in

Proceedings of the IEEE conference on computer vision and pattern recognition, pp. 2325–

2333, 2016.

Subbarao, M., and G. Surya, Depth from defocus: a spatial domain approach, International

Journal of Computer Vision, 13 (3), 271–294, 1994.

Sun, Y., S. Duthaler, and B. J. Nelson, Autofocusing in computer microscopy: selecting the

optimal focus algorithm, Microscopy research and technique, 65 (3), 139–149, 2004.

Szegedy, C., W. Liu, Y. Jia, P. Sermanet, S. Reed, D. Anguelov, D. Erhan, V. Vanhoucke, and

A. Rabinovich, Going deeper with convolutions, in Proceedings of the IEEE conference on

computer vision and pattern recognition, pp. 1–9, 2015.



BIBLIOGRAPHY 149

Tien, W.-H., Development of multi-spectral three-dimensional micro particle tracking velocime-

try, Measurement Science and Technology, 27 (8), 084,010, 2016.

Tien, W.-H., D. Dabiri, and J. R. Hove, Color-coded three-dimensional micro particle track-

ing velocimetry and application to micro backward-facing step flows, Experiments in fluids,

55 (3), 1684, 2014.

Truskey, G. A., F. Yuan, and D. F. Katz, Transport phenomena in biological systems, Pear-

son/Prentice Hall Upper Saddle River NJ:, 2004.

Vinogradova, O. I., G. E. Yakubov, and H.-J. Butt, Forces between polystyrene surfaces in

water–electrolyte solutions: Long-range attraction of two types?, The Journal of Chemical

Physics, 114 (18), 8124–8131, 2001.

Wang, C., J. Miguel Buenaposada, R. Zhu, and S. Lucey, Learning Depth From Monocular

Videos Using Direct Methods, in The IEEE Conference on Computer Vision and Pattern

Recognition (CVPR), 2018.

Watanabe, M., and S. K. Nayar, Rational filters for passive depth from defocus, International

Journal of Computer Vision, 27 (3), 203–225, 1998.

Wildenschild, D., C. Vaz, M. Rivers, D. Rikard, and B. Christensen, Using X-ray computed

tomography in hydrology: systems, resolutions, and limitations, Journal of Hydrology, 267 (3-

4), 285–297, 2002.

Willneff, J., and H.-G. Maas, Design and calibration of a four-headed camera system for use in

microgravity research, International Archives of Photogrammetry and Remote Sensing, pp.

894–899, 2000.

Withjack, E., C. Devier, G. Michael, et al., The role of X-ray computed tomography in core anal-

ysis, in SPE Western Regional/AAPG Pacific Section Joint Meeting, Society of Petroleum

Engineers, 2003.

Wood, B., S. Apte, J. Liburdy, R. Ziazi, X. He, J. Finn, and V. Patil, A comparison of



150 BIBLIOGRAPHY

measured and modeled velocity fields for a laminar flow in a porous medium, Advances in

water resources, 85, 45–63, 2015.

Wright, S. F., I. Zadrazil, and C. N. Markides, A review of solid–fluid selection options for

optical-based measurements in single-phase liquid, two-phase liquid–liquid and multiphase

solid–liquid flows, Experiments in Fluids, 58 (9), 108, 2017.

Xu, K., T. Liang, P. Zhu, P. Qi, J. Lu, C. Huh, and M. Balhoff, A 2.5-D glass micromodel for

investigation of multi-phase flow in porous media, Lab on a Chip, 17 (4), 640–646, 2017.

Yang, W., K. Wang, and W. Zuo, Neighborhood component feature selection for high-

dimensional data., JCP, 7 (1), 161–168, 2012.

Zeng, W., I. Jacobi, D. J. Beck, S. Li, and H. A. Stone, Characterization of syringe-pump-driven

induced pressure fluctuations in elastic microchannels, Lab on a Chip, 15 (4), 1110–1115, 2015.

Zhang, D., R. Zhang, S. Chen, and W. E. Soll, Pore scale study of flow in porous media: Scale

dependency, REV, and statistical REV, Geophysical research letters, 27 (8), 1195–1198, 2000.

Zhao, Q., J. Coult, and G. H. Pollack, Long-range attraction in aqueous colloidal suspensions,

in Laser Applications in Life Sciences, vol. 7376, p. 73761C, International Society for Optics

and Photonics, 2010.



Appendix - Permissions

151



152 Appendix - Permissions

ELSEVIER LICENSE
TERMS AND CONDITIONS

Apr 26, 2019

This Agreement between Imperial College London -- Simon Franchini
("You") and Elsevier ("Elsevier") consists of your license details and the
terms and conditions provided by Elsevier and Copyright Clearance
Center.

License Number 4576430620955

License date Apr 26, 2019

Licensed Content Publisher Elsevier

Licensed Content Publication American Journal of Ophthalmology

Licensed Content Title Against-the-rule (ATR) astigmatism as a predicting factor for the outcome of
amblyopia treatment

Licensed Content Author Deniz Somer,Koray Budak,Saniye Demirci,Sunay Duman

Licensed Content Date Jun 1, 2002

Licensed Content Volume 133

Licensed Content Issue 6

Licensed Content Pages 5

Start Page 741

End Page 745

Type of Use reuse in a thesis/dissertation

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

Format both print and electronic

Are you the author of this
Elsevier article?

No

Will you be translating? No

Original figure numbers figure 1

Title of your thesis/dissertation Calibration of astigmatic defocal systems for 3D particle tracking

Expected completion date Jul 2019

Estimated size (number of
pages)

200

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Publisher Tax ID GB 494 6272 12

Total 0.00 USD

Terms and Conditions

INTRODUCTION
1. The publisher for this copyrighted material is Elsevier.  By clicking
"accept" in connection with completing this licensing transaction, you
agree that the following terms and conditions apply to this transaction
(along with the Billing and Payment terms and conditions established by

Print This Page

RightsLink Printable License https://s100.copyright.com/AppDispatchServlet

1 of 1 26/04/2019, 11:14



153

ELSEVIER LICENSE
TERMS AND CONDITIONS

Apr 26, 2019

This Agreement between Imperial College London -- Simon Franchini
("You") and Elsevier ("Elsevier") consists of your license details and the
terms and conditions provided by Elsevier and Copyright Clearance
Center.

License Number 4576431025442

License date Apr 26, 2019

Licensed Content Publisher Elsevier

Licensed Content Publication American Journal of Ophthalmology

Licensed Content Title Against-the-rule (ATR) astigmatism as a predicting factor for the outcome of
amblyopia treatment

Licensed Content Author Deniz Somer,Koray Budak,Saniye Demirci,Sunay Duman

Licensed Content Date Jun 1, 2002

Licensed Content Volume 133

Licensed Content Issue 6

Licensed Content Pages 5

Start Page 741

End Page 745

Type of Use reuse in a thesis/dissertation

Intended publisher of new work other

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

Format both print and electronic

Are you the author of this
Elsevier article?

No

Will you be translating? No

Original figure numbers figure 2

Title of your thesis/dissertation Calibration of astigmatic defocal systems for 3D particle tracking

Expected completion date Jul 2019

Estimated size (number of
pages)

200

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Publisher Tax ID GB 494 6272 12

Total 0.00 USD

Terms and Conditions

INTRODUCTION
1. The publisher for this copyrighted material is Elsevier.  By clicking
"accept" in connection with completing this licensing transaction, you
agree that the following terms and conditions apply to this transaction
(along with the Billing and Payment terms and conditions established by

RightsLink Printable License https://s100.copyright.com/App/PrintableLicens...

1 of 6 26/04/2019, 13:21



154 Appendix - Permissions

Title: Evaluation of neural network
architectures for embedded
systems

Conference
Proceedings:

2017 IEEE International
Symposium on Circuits and
Systems (ISCAS)

Author: Alfredo Canziani

Publisher: IEEE

Date: May 2017
Copyright © 2017, IEEE

LOGINLOGIN

If you're a copyright.com
user, you can login to
RightsLink using your
copyright.com credentials.

Already a RightsLink user or
want to learn more?

Thesis / Dissertation Reuse

The IEEE does not require individuals working on a thesis to obtain a formal reuse license, however, you may print out
this statement to be used as a permission grant:

Requirements to be followed when using any portion (e.g., figure, graph, table, or textual material) of an IEEE copyrighted paper
in a thesis:

1) In the case of textual material (e.g., using short quotes or referring to the work within these papers) users must give full credit to
the original source (author, paper, publication) followed by the IEEE copyright line © 2011 IEEE.
2) In the case of illustrations or tabular material, we require that the copyright line © [Year of original publication] IEEE appear
prominently with each reprinted figure and/or table.
3) If a substantial portion of the original paper is to be used, and if you are not the senior author, also obtain the senior author's
approval.

Requirements to be followed when using an entire IEEE copyrighted paper in a thesis:

1) The following IEEE copyright/ credit notice should be placed prominently in the references: © [year of original publication] IEEE.
Reprinted, with permission, from [author names, paper title, IEEE publication title, and month/year of publication]
2) Only the accepted version of an IEEE copyrighted paper can be used when posting the paper or your thesis on-line.
3) In placing the thesis on the author's university website, please display the following message in a prominent place on the
website: In reference to IEEE copyrighted material which is used with permission in this thesis, the IEEE does not endorse any of
[university/educational entity's name goes here]'s products or services. Internal or personal use of this material is permitted. If
interested in reprinting/republishing IEEE copyrighted material for advertising or promotional purposes or for creating new
collective works for resale or redistribution, please go to http://www.ieee.org/publications_standards/publications/rights
/rights_link.html to learn how to obtain a License from RightsLink.

If applicable, University Microfilms and/or ProQuest Library, or the Archives of Canada may supply single copies of the
dissertation.

Copyright © 2019 Copyright Clearance Center, Inc. All Rights Reserved. Privacy statement. Terms and Conditions.
Comments? We would like to hear from you. E-mail us at customercare@copyright.com

Rightslink® by Copyright Clearance Center https://s100.copyright.com/AppDispatchServlet...

1 of 1 31/05/2019, 15:12



155

Step 3: Order Confirmation

Confirmation Number: 11817537
Order Date: 05/23/2019

If you paid by credit card, your order will be finalized and your card will be
charged within 24 hours. If you choose to be invoiced, you can change or
cancel your order until the invoice is generated.

Simon Franchini
Imperial College London
s.franchini15@imperial.ac.uk
+44 7482751019
Payment Method: n/a

Note: Copyright.com supplies permissions but not the copyrighted content itself.

Thank you for your order! A confirmation for your order will be sent to your account email address. If you have questions
about your order, you can call us 24 hrs/day, M-F at +1.855.239.3415 Toll Free, or write to us at info@copyright.com. This is not
an invoice.

Payment Information

Order Details  

Order detail ID: 71906940
Order License Id: 4594691511117

ISSN: 0957-0233
Publication Type: Journal
Volume:
Issue:
Start page:
Publisher: IOP Publishing
Author/Editor: American Institute of Physics ; Institute

of Physics (Great Britain)

Permission type: Republish or display content
Type of use: Thesis/Dissertation

Requestor type Academic institution

Format Print, Electronic

Portion chart/graph/table/figure

Number of
charts/graphs/tables
/figures

1

The requesting
person/organization

Simon Franchini

Title or numeric
reference of the
portion(s)

Figure 6

Title of the article or
chapter the portion is
from

On the calibration of
astigmatism particle
tracking velocimetry for
microflows

Editor of portion(s) N/A

Author of portion(s)
C Cierpka, M Rossi, R
Segura and C J Kähler

Volume of serial or
monograph

22

Issue, if republishing an
article from a serial

1

Page range of portion N/A

Measurement Science and Technology

Permission Status: Granted

Hide details

Note: This item will be invoiced or charged separately through CCC's RightsLink service. More info $ 0.00

Copyright Clearance Center https://www.copyright.com/confirmCoiCartPurc...

1 of 2 23/05/2019, 10:25



156 Appendix - Permissions

Rightslink® by Copyright Clearance Center

Title: Calibration of astigmatic
particle tracking
velocimetry based on
generalized Gaussian
feature extraction

Author: Simon
Franchini,Alexandros
Charogiannis,Christos
N. Markides,Martin J.
Blunt,Samuel Krevor

Publication: Advances in Water
Resources

Publisher: Elsevier

Date: February 2019

© 2018 Elsevier Ltd. All rights
reserved.

LOGIN

If you're a
copyright.com
user, you can
login to
RightsLink using
your
copyright.com
credentials.

Already a
RightsLink user
or want to learn
more?

Please note that, as the author of this Elsevier article, you retain the right to include it in a
thesis or dissertation, provided it is not published commercially.  Permission is not
required, but please ensure that you reference the journal as the original source.  For more
information on this and on your other retained rights, please
visit: https://www.elsevier.com/about/our-business/policies/copyright#Author-rights

Rightslink® by Copyright Clearance Center https://s100.copyright.com/AppDispatchServlet...

1 of 1 29/07/2019, 14:55



157

SPRINGER NATURE LICENSE
TERMS AND CONDITIONS

Apr 22, 2019

This Agreement between Imperial College London -- Simon Franchini
("You") and Springer Nature ("Springer Nature") consists of your license
details and the terms and conditions provided by Springer Nature and
Copyright Clearance Center.

License Number 4574300780586

License date Apr 22, 2019

Licensed Content Publisher Springer Nature

Licensed Content Publication Experiments in Fluids

Licensed Content Title Defocusing digital particle image velocimetry: a 3-component 3-dimensional
DPIV measurement technique. Application to bubbly flows

Licensed Content Author F. Pereira, M. Gharib, D. Dabiri et al

Licensed Content Date Jan 1, 2000

Licensed Content Volume 29

Licensed Content Issue 1

Type of Use Thesis/Dissertation

Requestor type academic/university or research institute

Format print and electronic

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

Will you be translating? no

Circulation/distribution <501

Author of this Springer Nature
content

no

Title Calibration of astigmatic defocal systems for 3D particle tracking

Institution name n/a

Expected presentation date Jul 2019

Portions figure 2

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Total 0.00 USD

Terms and Conditions

Springer Nature Terms and Conditions for RightsLink
Permissions

Springer Nature Customer Service Centre GmbH (the Licensor)
hereby grants you a non-exclusive, world-wide licence to reproduce the
material and for the purpose and requirements specified in the attached
copy of your order form, and for no other use, subject to the conditions
below:

The Licensor warrants that it has, to the best of its knowledge, the rights to license reuse of this material.1. 

Print This Page

RightsLink Printable License https://s100.copyright.com/AppDispatchServlet

1 of 1 22/04/2019, 19:49



158 Appendix - Permissions

SPRINGER NATURE LICENSE
TERMS AND CONDITIONS

May 25, 2019

This Agreement between Imperial College London -- Simon Franchini
("You") and Springer Nature ("Springer Nature") consists of your license
details and the terms and conditions provided by Springer Nature and
Copyright Clearance Center.

License Number 4596020749061

License date May 25, 2019

Licensed Content Publisher Springer Nature

Licensed Content Publication Nature Methods

Licensed Content Title Points of Significance: Classification and regression trees

Licensed Content Author Martin Krzywinski, Naomi Altman

Licensed Content Date Jul 28, 2017

Licensed Content Volume 14

Licensed Content Issue 8

Type of Use Thesis/Dissertation

Requestor type academic/university or research institute

Format print and electronic

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

High-res required no

Will you be translating? no

Circulation/distribution <501

Author of this Springer Nature
content

no

Title Calibration of astigmatic defocal systems for 3D particle tracking

Institution name n/a

Expected presentation date Jul 2019

Portions figure 2

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Total 0.00 USD

Terms and Conditions

Springer Nature Terms and Conditions for RightsLink
Permissions

Springer Nature Customer Service Centre GmbH (the Licensor)
hereby grants you a non-exclusive, world-wide licence to reproduce the
material and for the purpose and requirements specified in the attached
copy of your order form, and for no other use, subject to the conditions
below:

The Licensor warrants that it has, to the best of its knowledge, the rights to license reuse of this material.
However, you should ensure that the material you are requesting is original to the Licensor and does not

1. 

RightsLink Printable License https://s100.copyright.com/App/PrintableLicens...

1 of 3 25/05/2019, 18:03



159

SPRINGER NATURE LICENSE
TERMS AND CONDITIONS

May 22, 2019

This Agreement between Imperial College London -- Simon Franchini
("You") and Springer Nature ("Springer Nature") consists of your license
details and the terms and conditions provided by Springer Nature and
Copyright Clearance Center.

License Number 4594271447263

License date May 22, 2019

Licensed Content Publisher Springer Nature

Licensed Content Publication Experiments in Fluids

Licensed Content Title Optimization of astigmatic particle tracking velocimeters

Licensed Content Author Massimiliano Rossi, Christian J. Kähler

Licensed Content Date Jan 1, 2014

Licensed Content Volume 55

Licensed Content Issue 9

Type of Use Thesis/Dissertation

Requestor type academic/university or research institute

Format print and electronic

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

Will you be translating? no

Circulation/distribution <501

Author of this Springer Nature
content

no

Title Calibration of astigmatic defocal systems for 3D particle tracking

Institution name n/a

Expected presentation date Jul 2019

Portions Fig. 2

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Total 0.00 USD

Terms and Conditions

Springer Nature Terms and Conditions for RightsLink
Permissions

Springer Nature Customer Service Centre GmbH (the Licensor)
hereby grants you a non-exclusive, world-wide licence to reproduce the
material and for the purpose and requirements specified in the attached
copy of your order form, and for no other use, subject to the conditions
below:

The Licensor warrants that it has, to the best of its knowledge, the rights to license reuse of this material.
However, you should ensure that the material you are requesting is original to the Licensor and does not
carry the copyright of another entity (as credited in the published version).

1. 

RightsLink Printable License https://s100.copyright.com/App/PrintableLicens...

1 of 3 22/05/2019, 16:45



160 Appendix - Permissions

SPRINGER NATURE LICENSE
TERMS AND CONDITIONS

Apr 27, 2019

This Agreement between Imperial College London -- Simon Franchini
("You") and Springer Nature ("Springer Nature") consists of your license
details and the terms and conditions provided by Springer Nature and
Copyright Clearance Center.

License Number 4577111314688

License date Apr 27, 2019

Licensed Content Publisher Springer Nature

Licensed Content Publication Experiments in Fluids

Licensed Content Title Optimization of astigmatic particle tracking velocimeters

Licensed Content Author Massimiliano Rossi, Christian J. Kähler

Licensed Content Date Jan 1, 2014

Licensed Content Volume 55

Licensed Content Issue 9

Type of Use Thesis/Dissertation

Requestor type academic/university or research institute

Format print and electronic

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

Will you be translating? no

Circulation/distribution <501

Author of this Springer Nature
content

no

Title Calibration of astigmatic defocal systems for 3D particle tracking

Institution name n/a

Expected presentation date Jul 2019

Portions figure 3

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Total 0.00 USD

Terms and Conditions

Springer Nature Terms and Conditions for RightsLink
Permissions

Springer Nature Customer Service Centre GmbH (the Licensor)
hereby grants you a non-exclusive, world-wide licence to reproduce the
material and for the purpose and requirements specified in the attached
copy of your order form, and for no other use, subject to the conditions
below:

The Licensor warrants that it has, to the best of its knowledge, the rights to license reuse of this material.
However, you should ensure that the material you are requesting is original to the Licensor and does not
carry the copyright of another entity (as credited in the published version).

1. 

RightsLink Printable License https://s100.copyright.com/App/PrintableLicens...

1 of 3 27/04/2019, 18:00



161

Title: End-to-End People Detection in
Crowded Scenes

Conference
Proceedings:

2016 IEEE Conference on
Computer Vision and Pattern
Recognition (CVPR)

Author: Russell Stewart

Publisher: IEEE

Date: June 2016
Copyright © 2016, IEEE

LOGINLOGIN

If you're a copyright.com
user, you can login to
RightsLink using your
copyright.com credentials.

Already a RightsLink user or
want to learn more?

Thesis / Dissertation Reuse

The IEEE does not require individuals working on a thesis to obtain a formal reuse license, however, you may print out
this statement to be used as a permission grant:

Requirements to be followed when using any portion (e.g., figure, graph, table, or textual material) of an IEEE copyrighted paper
in a thesis:

1) In the case of textual material (e.g., using short quotes or referring to the work within these papers) users must give full credit to
the original source (author, paper, publication) followed by the IEEE copyright line © 2011 IEEE.
2) In the case of illustrations or tabular material, we require that the copyright line © [Year of original publication] IEEE appear
prominently with each reprinted figure and/or table.
3) If a substantial portion of the original paper is to be used, and if you are not the senior author, also obtain the senior author's
approval.

Requirements to be followed when using an entire IEEE copyrighted paper in a thesis:

1) The following IEEE copyright/ credit notice should be placed prominently in the references: © [year of original publication] IEEE.
Reprinted, with permission, from [author names, paper title, IEEE publication title, and month/year of publication]
2) Only the accepted version of an IEEE copyrighted paper can be used when posting the paper or your thesis on-line.
3) In placing the thesis on the author's university website, please display the following message in a prominent place on the
website: In reference to IEEE copyrighted material which is used with permission in this thesis, the IEEE does not endorse any of
[university/educational entity's name goes here]'s products or services. Internal or personal use of this material is permitted. If
interested in reprinting/republishing IEEE copyrighted material for advertising or promotional purposes or for creating new
collective works for resale or redistribution, please go to http://www.ieee.org/publications_standards/publications/rights
/rights_link.html to learn how to obtain a License from RightsLink.

If applicable, University Microfilms and/or ProQuest Library, or the Archives of Canada may supply single copies of the
dissertation.

Copyright © 2019 Copyright Clearance Center, Inc. All Rights Reserved. Privacy statement. Terms and Conditions.
Comments? We would like to hear from you. E-mail us at customercare@copyright.com

Rightslink® by Copyright Clearance Center https://s100.copyright.com/AppDispatchServlet...

1 of 1 26/05/2019, 15:20



162 Appendix - Permissions

Title: Going deeper with convolutions

Conference
Proceedings:

2015 IEEE Conference on
Computer Vision and Pattern
Recognition (CVPR)

Author: Christian Szegedy

Publisher: IEEE

Date: June 2015
Copyright © 2015, IEEE

LOGINLOGIN

If you're a copyright.com
user, you can login to
RightsLink using your
copyright.com credentials.

Already a RightsLink user or
want to learn more?

Thesis / Dissertation Reuse

The IEEE does not require individuals working on a thesis to obtain a formal reuse license, however, you may print out
this statement to be used as a permission grant:

Requirements to be followed when using any portion (e.g., figure, graph, table, or textual material) of an IEEE copyrighted paper
in a thesis:

1) In the case of textual material (e.g., using short quotes or referring to the work within these papers) users must give full credit to
the original source (author, paper, publication) followed by the IEEE copyright line © 2011 IEEE.
2) In the case of illustrations or tabular material, we require that the copyright line © [Year of original publication] IEEE appear
prominently with each reprinted figure and/or table.
3) If a substantial portion of the original paper is to be used, and if you are not the senior author, also obtain the senior author's
approval.

Requirements to be followed when using an entire IEEE copyrighted paper in a thesis:

1) The following IEEE copyright/ credit notice should be placed prominently in the references: © [year of original publication] IEEE.
Reprinted, with permission, from [author names, paper title, IEEE publication title, and month/year of publication]
2) Only the accepted version of an IEEE copyrighted paper can be used when posting the paper or your thesis on-line.
3) In placing the thesis on the author's university website, please display the following message in a prominent place on the
website: In reference to IEEE copyrighted material which is used with permission in this thesis, the IEEE does not endorse any of
[university/educational entity's name goes here]'s products or services. Internal or personal use of this material is permitted. If
interested in reprinting/republishing IEEE copyrighted material for advertising or promotional purposes or for creating new
collective works for resale or redistribution, please go to http://www.ieee.org/publications_standards/publications/rights
/rights_link.html to learn how to obtain a License from RightsLink.

If applicable, University Microfilms and/or ProQuest Library, or the Archives of Canada may supply single copies of the
dissertation.

Copyright © 2019 Copyright Clearance Center, Inc. All Rights Reserved. Privacy statement. Terms and Conditions.
Comments? We would like to hear from you. E-mail us at customercare@copyright.com

Rightslink® by Copyright Clearance Center https://s100.copyright.com/AppDispatchServlet...

1 of 1 31/05/2019, 14:02



163

Title: Using X-ray computed tomography in
hydrology: systems, resolutions, and
limitations

Author: D. Wildenschild,C.M.P Vaz,M.L.
Rivers,D. Rikard,B.S.B. Christensen

Publication: Journal of Hydrology

Publisher: Elsevier

Date: 15 October 2002
Copyright © 2002 Elsevier Science Ltd. All rights reserved.

  Logged in as:

  Simon Franchini
  Imperial College London

Order Completed

Thank you for your order.

This Agreement between Imperial College London -- Simon Franchini ("You") and Elsevier ("Elsevier") consists of your
license details and the terms and conditions provided by Elsevier and Copyright Clearance Center.

Your confirmation email will contain your order number for future reference.

printable details

License Number 4564230778572

License date Apr 08, 2019

Licensed Content
Publisher

Elsevier

Licensed Content
Publication

Journal of Hydrology

Licensed Content Title Using X-ray computed tomography in hydrology: systems, resolutions, and limitations

Licensed Content Author D. Wildenschild,C.M.P Vaz,M.L. Rivers,D. Rikard,B.S.B. Christensen

Licensed Content Date Oct 15, 2002

Licensed Content Volume 267

Licensed Content Issue 3-4

Licensed Content Pages 13

Type of Use reuse in a thesis/dissertation

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

Format both print and electronic

Are you the author of this
Elsevier article?

No

Will you be translating? No

Original figure numbers Fig. 1

Title of your
thesis/dissertation

Calibration of astigmatic defocal systems for 3D particle tracking

Expected completion date Jul 2019

Estimated size (number of
pages)

200

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Publisher Tax ID GB 494 6272 12

Total 0.00 GBP

ORDER MOREORDER MORE CLOSE WINDOWCLOSE WINDOW

Copyright © 2019 Copyright Clearance Center, Inc. All Rights Reserved. Privacy statement. Terms and Conditions.
Comments? We would like to hear from you. E-mail us at customercare@copyright.com

Rightslink® by Copyright Clearance Center https://s100.copyright.com/AppDispatchServlet

1 of 2 08/04/2019, 14:54



164 Appendix - Permissions

ELSEVIER LICENSE
TERMS AND CONDITIONS

Apr 18, 2019

This Agreement between Imperial College London -- Simon Franchini
("You") and Elsevier ("Elsevier") consists of your license details and the
terms and conditions provided by Elsevier and Copyright Clearance
Center.

License Number 4572001300474

License date Apr 18, 2019

Licensed Content Publisher Elsevier

Licensed Content Publication Advances in Water Resources

Licensed Content Title A comparison of measured and modeled velocity fields for a laminar flow in a
porous medium

Licensed Content Author B.D. Wood,S.V. Apte,J.A. Liburdy,R.M. Ziazi,X. He,J.R. Finn,V.A. Patil

Licensed Content Date Nov 1, 2015

Licensed Content Volume 85

Licensed Content Issue n/a

Licensed Content Pages 19

Start Page 45

End Page 63

Type of Use reuse in a thesis/dissertation

Portion figures/tables/illustrations

Number of figures/tables
/illustrations

1

Format both print and electronic

Are you the author of this
Elsevier article?

No

Will you be translating? No

Original figure numbers fig 3.

Title of your thesis/dissertation Calibration of astigmatic defocal systems for 3D particle tracking

Expected completion date Jul 2019

Estimated size (number of
pages)

200

Requestor Location Imperial College London
Prince Consort Road

London, London SW7 2AZ
United Kingdom
Attn: Imperial College London

Publisher Tax ID GB 494 6272 12

Total 0.00 USD

Terms and Conditions

INTRODUCTION
1. The publisher for this copyrighted material is Elsevier.  By clicking
"accept" in connection with completing this licensing transaction, you
agree that the following terms and conditions apply to this transaction
(along with the Billing and Payment terms and conditions established by
Copyright Clearance Center, Inc. ("CCC"), at the time that you opened
your Rightslink account and that are available at any time at

RightsLink Printable License https://s100.copyright.com/App/PrintableLicens...

1 of 6 18/04/2019, 19:23


