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Abstract—Humans are inherently social beings that benefit
from their perceptional capability to embody another point of
view, typically referred to as perspective-taking. Perspective-
taking is an essential feature in our daily interactions and is
pivotal for human development. However, much remains un-
known about the precise mechanisms that underlie perspective-
taking. Here we show that formalizing perspective-taking in
a computational model can detail the embodied mechanisms
employed by humans in perspective-taking. The model’s main
building block is a set of action primitives that are passed through
a forward model. The model employs a process that selects a
subset of action primitives to be passed through the forward
model to reduce the response time. The model demonstrates
results that mimic those captured by human data, including
(i) response times differences caused by the angular disparity
between the perspective-taker and the other agent, (ii) the impact
of task-irrelevant body posture variations in perspective-taking,
and (iii) differences in the perspective-taking strategy between
individuals. Our results provide support for the hypothesis
that perspective-taking is a mental simulation of the physical
movements that are required to match another person’s visual
viewpoint. Furthermore, the model provides several testable
predictions, including the prediction that forced early responses
lead to an egocentric bias and that a selection process introduces
dependencies between two consecutive trials. Our results indicate
potential links between perspective-taking and other essential
perceptional and cognitive mechanisms, such as active vision and
autobiographical memories.

Index Terms—Perspective-taking, Visual Perception, Forward
Models, Computational Modeling, Social Psychology

I. INTRODUCTION

PERSPECTIVE-TAKING is the ability to take on someone
else’s point of view and therefore allows us to understand

what that person can see from their point of view [1], [2], [3].
Perspective-taking is omnipresent in our daily interactions [4],
and is being employed when collaborating [5], [6], [7], [8]
and imitating others [9], [10], [11], to name just two examples.
It has also been suggested that perspective-taking facilitates
the analysis and inference of others’ actions and intentions [4],
[12], [13], [14], [15]. Furthermore, perspective-taking is thought
to be a requirement for the acquisition of other fundamental
abilities, such as a theory of mind, which is the awareness
that other people’s visual and mental states differ from one’s
own [16], [17].

According to the embodied transformation account [18],
perspective-taking is the mental simulation of the physical
movement (rotation/translation) that would be necessary to
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Fig. 1. Experimental setup. (a) The task of the red robot (self-agent) is to
take the perspective of the blue robot (target-agent), and to decide whether
one of the objects (e.g., the orange) is to the left or right as perceived by the
blue robot. (b)&(c) Show the scene as perceived by the target-agent and self-
agent respectively. In this example, the required mental rotation is clockwise
(indicated by a green arrow). As the self-agent’s torso is also rotated clockwise
(indicated by an orange arrow), this figure depicts a trial with congruent
movement direction. Movement congruency is an interesting task variation, as
it is task-irrelevant and yet has a significant impact on human response times
as detailed in Section IV-B and further shown in Suppl. Fig. 2.

acquire the other person’s point of view. This hypothesis
has been widely endorsed and received support in terms of
behavioural [19], [20], [21], [22] and neurophysiological [23],
[24] data. However, a concrete formalization of the embodied
transformation account that details the involved representations
and processes of perspective-taking remains elusive.

To systematically test the embodied transformation account,
we formalize perspective-taking in a computational model and
deploy the computational model on a simulated humanoid
iCub robot platform (see Fig. 1). The main components of the
proposed computational model are action primitives [25] and a
forward model [26], [27]. Action primitives are well suited for
the proposed perspective-taking model as they have been widely
used in computational models of movement imitation [25], a
task that is closely related to perspective-taking [11]. The
forward model predicts the agent’s state given the current state
and an action primitive. Furthermore, a selection process takes
place to select a subset of action primitives that are passed
through the forward model at each iteration. We show that
this selection process is crucial in explaining human response
times, and thus advocate that such a selection process governs
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perspective-taking.
The computational model’s response times elucidates the

response times of humans in perspective-taking experiments
that contain the following variations. Firstly, the angular
disparity between the self-agent and target-agent; secondly
the body posture of the self-agent; and thirdly the body
posture of the target-agent. The second and third variations
are particularly interesting, as they are task-irrelevant but
have shown a significant impact on the response times of
humans [18], [19]. We hypothesize that task-irrelevant impacts
on response times are caused by a matching process, whereby
the self-agent unconsciously matches individual body parts
of the target-agent, rather than solely the gaze direction as
required by the task.

In addition to providing insights into the precise mechanisms
of embodied simulation, the model also allows us to make
specific, testable predictions to be investigated in further
empirical studies. The first prediction states that forced early
responses lead to an egocentric bias, as opposed to a random
response. Interestingly, such egocentric biases have previously
been found in perspective-taking experiments that investigated
whether the target-agent can see an object, rather than the
more detailed understanding of what can be seen from the
target-agent’s perspective [28]. The second prediction states
that residual effects on the motor memory occur when the
mentally required movement direction of the previous trial
matches that of the current trial. This latter prediction has
critical implications for the statistical evaluation of perspective-
taking experiments.

II. RELATED WORKS

Perspective-taking abilities are crucial in robotics, as they
allow robots to interact more naturally [29], [30], are required
for successful cooperation [5], ease of communication [31] and
resolve ambiguities in human-robot interactions, for instance
where some objects can only be seen by one agent but not the
other [32]. A thorough review of works that employ perspective-
taking in robotics is beyond the scope of this paper and can
be found elsewhere [33].

Therefore, in this section, we limit our review to previous
works that model perspective-taking and related cognitive
abilities. Schrodt et al. [34] introduce a model that first learns
to correlate visual and proprioceptive data of motion sequences.
The motion patterns are assumed to be observed from four
viewpoints, i.e., egocentric, left, right, and opposite viewpoints.
The perspective invariance is achieved by minimizing the
error between the observed motion and the closest of the
motion observations at training time. However, perceiving
motion (including proprioceptive information) from multiple
viewpoints during training time is not a realistic assumption
as proprioceptive information is only available from the self-
perspective. Furthermore, as the input to the model are motion
signals, merely observing others’ static postures is not sufficient
for perspective-taking, which is contrary to human perspective-
taking abilities.

Ogata et al. [35] introduced a similar model for the prediction
and imitation of motion sequences. In the first step, the model
learns a mapping between self-motions and movements of

an object. It is assumed that a teacher imitates the robot
from four different viewpoints (as Schrodt et al. [34], they
use the egocentric, left, right, and opposite viewpoints). The
model then learns “conversion modules” that transform the
input so that the forward model trained from the egocentric
perspective can be used to predict the other’s motion. Finally,
the model learns to select the conversion module that most
accurately predicts the motion of the other, which also allows
the imitation of the teacher. Nakajo et al. [36] extend [35] by
separately representing the viewpoints and motion sequences,
which enables imitation of known actions from a viewpoint
that has not been observed previously.

Gentili et al. [37] follow a similar approach, with a focus on
the imitation of another person observed from an arbitrary
viewpoint. The visual input is transformed to match the
self-perspective using a concatenation of rotation matrices.
Subsequently, actions can be recognized and imitated using
self-learned inverse models. Lopes and Santos-Victor [38] use
a similar approach to mimic the arm movements of a human.

Recently, Duran and Dale [39] proposed a computational
model where an agent considers multiple perspectives at any
given time. Contextual cues, as well as processing constraints,
are employed to determine the currently “salient” perspective
in a probabilistic manner. Using contextual cues is an appealing
approach, as this allows the modeling of individual differences
when taking others’ perspectives. Despite the modular nature of
this approach, it severely depends on rather ad-hoc assumptions
about the training sequence. For example, all observations
are assumed to be egocentric, followed by introducing other-
centric training samples, and finally samples of virtual agents.
Furthermore, it is not clear how the approach scales to a larger
number of object and agent locations (currently, there are four
discrete locations for the object and agent).

III. METHODOLOGY

In this section, we formalize visual perspective-taking as
an embodied simulation of physical movements using a set of
action primitives that are passed through a forward model. We
also introduce a selection process that improves computational
efficiency by favoring the execution of previously employed
action primitives.

A. Overview

We first provide an overview of the computational for-
malization of visual perspective-taking. The self-agent and
target-agent are represented by states comprised of the torso
pose, head pose and eye gaze (see Fig. 1 and Section III-B).
A forward model outputs an estimated state taking into
consideration the current state and an action primitive to be
executed (Section III-C). The embodied perspective-taking
process is implemented so that the self-agent mentally aligns
its perspective with that of the target-agent. The alignment
is achieved by executing the forward model for all action
primitives and choosing the primitive that results in the lowest
expected distance between the self-agent and target-agent
(Section III-D). Specifically, this distance describes the distance
for the self-agent to take over the perspective (position and
orientation) of the target-agent. The distance is a weighted
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average of two terms: one where the torso, head and eye joints
of the self-agent and target-agent have to match, and another
where only the gaze direction is considered (Section III-E). The
model’s response time corresponds to the number of forward
model passes. A selection process reduces the response time
by selecting a subset of action primitives to be passed through
the forward model, rather than executing all action primitives
(Section III-F).

B. Visual Perspective and Agent States
The self-agent and target-agent are represented by the states

z(k) and ẑ(k), respectively (k refers to the k-th iteration).
The agent embodiment is such that head pose, eye-gaze pose
and torso pose are collectively considered as the state of an
agent. The incorporation of these individual poses (opposed
to representing an agent’s state simply by the overall gaze
direction) is required as they impact the response times of the
model, as experimentally shown within Section IV.

More formally, an agent state z(k) = {z0(k), ..., zN−1(k)}
is composed of N joint states. As the planar problem is
considered, each zn(k) contains two translational components
xn(k) and yn(k), and one rotational component θn(k). All
components are relative to the parent joint n − 1 and joints
are defined for the torso (root joint, n = 0), head (n = 1), and
eyes (n = 2). As the self-agent perceives the world from an
egocentric perspective, all components of the torso’s joint state
are 0: z0 = 0. Furthermore, for simplicity, the head and eye
joints remain in a fixed position with respect to the torso and
can only rotate in place, thus x1 = y1 = 0 and x2 = y2 = 0.
Refer to Fig. 1 for an indication of the coordinate frame and
an example rotation of the head (θ1) by −40 degrees. The goal
of the self-agent is to mentally adopt the perspective of the
target-agent, ẑ, which is assumed to be static and known.

C. Forward Model and Action Primitives
The architecture makes extensive use of the forward model

f(z(k),ui(k)), which provides the predicted state z′i(k + 1)
given the current state z(k) of the self-agent and a motor input
ui(k) at iteration k. The forward model is known thanks to
the predefined kinematic model of the robot provided by the
simulator. The motor inputs {ui | ui ∈ U} are implemented
as action primitives (move forward, move left, rotate torso
left, etc.) of 0.1 units of translation or 10 degrees of rotation
(see Table I)1. The motor inputs are inhibited from being
sent to the motor system, which results in a feed-forward
control system. Hence, this suggests that there is a visuospatial
memory representation of the mentally transformed self, which
is updated over time in a simulation loop. In other words, the
predicted output z′(k+1) is used as input z(k+1) at iteration
k + 1.

D. Distance Metric and Control Policy
The distance metric d(z(k), ẑ) is defined so that:

d
(
z(k), ẑ

)
= dS

(
z0(k), ẑ0

)
+ dθ

(
z(k), ẑ

)
, (1)

1While discrete action primitives are used to calculate the response time as
described in Section III-F, the model could be extended to continuous action
primitives using for example the method by Zambelli and Demiris [40].

0 5 10 15 20

Distance threshold ε

0

20

40

60

80

R
es
p
o
n
se

ti
m
e

0.00

0.25

0.50

0.75

1.00

E
rr
or

ra
te

Response time

Error rate

Fig. 2. Speed-accuracy trade-off of the computational model. The response
times (purple) and error rates (yellow) are shown with ε as the independent
variable, whereby ε is the termination criterion as described in the main paper.
While larger ε reduce the response time, the error rate increases and approaches
the level of chance (0.5). The response time plotted in this figure is the mean
response time of all responses where the angular disparity was larger than zero.
We excluded trials with zero degree angular disparity, as for these trials no
mental rotation is necessary, and thus the accuracy approaches 1. The shaded
areas indicate the standard deviation across model instances (n = 24).

where dS is the Euclidian distance between the translational
components of the root joints z0(k) of the self-agent and the
target-agent’s root joints ẑ0, and dθ is a measure of the angular
disparity between the agents (as detailed in Equation 3).

The aim is to find a control policy u∗(k) = π(z(k), f(·))
that minimizes d, such that d(z(k), ẑ) < d(z(k − 1), ẑ),
∀k < kgoal and d(z(kgoal), ẑ) < ε, where ε is a distance
threshold (see below for more details), and kgoal is the iteration
where the estimated distance falls below this threshold. The
control policy π is chosen such that the optimal action primitive
u∗(k) is found by executing the forward model f(·) for all
action primitives and choosing the primitive ui that results in
the lowest expected distance:

u∗(k + 1) = argmin
ui

d
(
f
(
z(k),ui(k)

)
, ẑ
)
, (2)

and stop the process once d
(
z(kgoal), ẑ

)
< ε.

The parameter ε governs a speed-accuracy trade-off. The
larger ε, the larger the remaining distance between the two
agents and the earlier the mental simulation is stopped, but
the higher the chance of an incorrect response. This behavior
is visualized in Fig. 2, which depicts the model’s response
times and accuracies with ε as independent variable. In all
experiments presented in Section IV, ε was set such that the
model’s error rate is below 1.0% (ε = 1.6). This error rate is
in line with human data where error rates are between 1.0%
and 5.0% [1], [18].

E. Alignment Strategy
The question is whether the perspective-taker aligns the

perspective such that the torso, head and eye joints all match,
i.e., z(kgoal) ≈ ẑ, or so that only the final gaze direction is
considered. Hence, a weighted average with mixing parameter
0 ≤ ω ≤ 1 is introduced such that:

dθ
(
z(k), ẑ

)
= (1− ω) dI

(
z(k), ẑ

)
+ ω dΣ

(
z(k), ẑ

)
,with

(3a)

dI
(
z(k), ẑ

)
=

N−1∑
n=0

∣∣∣θn(k)− θ̂n(k)∣∣∣, and (3b)
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TABLE I
THIS TABLE CONTAINS A LIST OF ALL ACTION PRIMITIVES, ALONG WITH THEIR IMPACT ON THE STATE OF THE ROBOT. PRIMITIVE 1: NO MOVEMENT;

PRIMITIVES 2–5: TRANSLATIONAL MOVEMENT IN EITHER DIRECTION; PRIMITIVES 6–9: COMBINATIONS OF THE TRANSLATIONAL MOVEMENTS;
PRIMITIVES 10–15: ROTATIONAL MOVEMENT OF EACH INDIVIDUAL JOINT IN EITHER DIRECTION; PRIMITIVES 16–19: COMBINATIONS OF THE ROTATIONAL
MOVEMENTS; PRIMITIVES 20 AND 21: COMBINATIONS OF TRANSLATIONAL AND ROTATIONAL MOVEMENTS THAT FREQUENTLY OCCUR. ALL ANGLES ARE

EXPRESSED IN DEGREES.

Action primitive name Index ∆x0 ∆y0 ∆θ0 ∆θ1 ∆θ2

No move 1 0 0 0 0 0
Move forward 2 +0.1 0 0 0 0
Move backward 3 −0.1 0 0 0 0
Move left 4 0 +0.1 0 0 0
Move right 5 0 −0.1 0 0 0

Move forward left 6 +0.1
√

2/2 +0.1
√

2/2 0 0 0

Move forward right 7 +0.1
√

2/2 −0.1
√

2/2 0 0 0

Move backward left 8 −0.1
√

2/2 +0.1
√

2/2 0 0 0

Move backward right 9 −0.1
√

2/2 −0.1
√

2/2 0 0 0
Rotate torso left 10 0 0 +10 0 0
Rotate torso right 11 0 0 −10 0 0
Rotate head left 12 0 0 0 +10 0
Rotate head right 13 0 0 0 −10 0
Rotate eyes left 14 0 0 0 0 +10
Rotate eyes right 15 0 0 0 0 −10
Rotate torso left without head 16 0 0 +10 −10 0
Rotate torso right without head 17 0 0 −10 +10 0
Rotate torso and head left 18 0 0 +10 +10 0
Rotate torso and head right 19 0 0 −10 −10 0

Move forward left rotate right 20 +0.1
√

2/2 +0.1
√

2/2 −10 0 0

Move forward right rotate left 21 +0.1
√

2/2 −0.1
√

2/2 +10 0 0

dΣ

(
z(k), ẑ

)
=

∣∣∣∣∣∣
N−1∑
n=0

θn(k)−
N−1∑
n=0

θ̂n(k)

∣∣∣∣∣∣ , (3c)

where dI is the match-individual-joints distance and dΣ is the
match-gaze distance. Therefore, an agent with ω = 0 matches
each joint individually to those of the target-agent, whereas an
agent with ω = 1 considers only the final gaze direction. Note
that we ensure that all angle differences are in the interval
[−π, π].

F. Response Time and Selection Process
The response time C is defined as the number of forward

passes that are executed. In other words, for each action
primitive that is considered, the response time increases by 1.

To reduce the response time, a selection process is in place,
whereby a single action primitive û(k) is passed through the
forward model at iteration k, rather than passing all action
primitives ui ∈ U. The first tested primitive is the one that
was chosen in the previous iteration. In case this primitive
û(k) reduces dθ compared to the previous iteration, i.e.,
dθ
(
z(k), ẑ

)
< dθ

(
z(k − 1), ẑ

)
, the same primitive is executed

at the next iteration: û(k+1) = û(k). On the other hand, if the
distance could not be reduced, another primitive is randomly
chosen from U \ û(k) until a primitive û(k+ 1) is found that
reduces the expected distance.

Therefore, the number of forward passes per iteration (i.e.,
the cost per iteration) is 1 in case û(k) reduces dθ(k), or
equals the number of action primitives that were tested until a
suitable primitive was found that reduces dθ(k).

IV. RESULTS

The experimental setup contains two simulated iCub hu-
manoid robots [41] and replicates the experimental setup found

in perspective-taking experiments with humans [1], [18], [19],
[42] as closely as possible so that valid comparisons can be
drawn. In these perspective-taking experiments, the subjects
are provided with a stimulus on a screen that shows another
human situated around a table with two objects in front, one
to the left and one to the right. The subject is instructed to
indicate by means of a mouse click whether the target object
is to the other human’s left or right as quickly and accurately
as possible. A typical experimental setup in human studies is
depicted in Suppl. Fig. 1.

As shown in Fig. 1, the robots are placed in a scenario where
two objects are positioned on a tabletop. The task of one of
the robots (self-agent, red) is to mentally adopt the perspective
of the other robot (target-agent, blue) and to decide whether
an object is to the left or right of the target-agent. The model
is validated by comparing the model’s response time profiles
with those from humans [1], [18], [19], [42]. Note that the
self-agent is directly placed in the scene with the target-agent,
while in experiments with humans, the subject observes another
human on a screen.

All experiments were performed so that the number of model
instances matches the number of subjects in the corresponding
experiment with humans. In other words, there is one model
instance for each subject. For each model instance, the mixing
parameter ω was randomly drawn from a Gaussian distribution
as detailed in Section IV-C.

A. Variations in angular disparity

In the first experiment, the perspective difference between
the two robots, i.e., the angular disparity between the robots,
is varied according to experiments with humans [1] (see green
arrow in Fig. 1). The response times of humans in perspective-
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Fig. 3. The response time profile of the computational model is compared to experimental data in humans. The shown results in (a)&(b) assume straight body
postures of both the self-agent and target-agent (the head and eye joints of both agents are 0 and the torso is oriented towards the center of the table). A
linear relationship between angular disparity and response times was found between model (a) and human (b) data [1] (Pearson’s r = 0.994; t(3) = 15.58;
P < 0.001; two-tailed t-test). (c)&(d) evaluate model (c) and human (d) data [18] in movement congruency experiments. For congruent movements, the
self-agent’s posture is aligned with the required mental rotation direction. This leads to faster response times compared to incongruent movements (P < 0.01
for all angles; two-tailed Welch t-tests) in both model and human data. All error bars indicate the standard error of the mean across subjects (n = 24).

taking tasks increase linearly with the angular disparity between
the self and the target-agent [1], [18], [20]. In humans, this
effect was shown by varying the angular disparity between
the self and target between 0 degrees and 180 degrees in 45-
degree steps [1]. The model’s response time also increases
linearly with angular disparity as shown by linear least-squares
regression (t(118) = 25.02; P < 0.001; two-tailed Wald t-
test). Moreover, there is a strong correlation between model
and human response time profiles for all angular disparities
(Pearson’s r = 0.994; t(3) = 15.58; P < 0.001; two-tailed
t-test; see Fig. 3a-b).

B. Task-irrelevant variations

The second experiment is concerned with movement con-
gruencies. In human data (Fig. 3d), body postures that are
congruent with the required movement direction (torso pose
and movement direction are both clockwise or both counter-
clockwise; schematic in Suppl. Fig. 2) generally result in faster
response times than incongruent postures. In one study [42], this
was the case for 60, 110 and 160 degrees of angular disparity.
In another study [18], this was the case at 80, 120 and 160
degrees of angle while there were no significant differences for
0 and 40 degrees. Within the model data, there are significant

differences between congruent and incongruent postures for
all angles (all P < 0.01; two-tailed Welch t-tests; n = 24;
see Fig. 3c-d for comparisons with human data from [18]
and Suppl. Fig. 9 for additional comparisons with human data
from [42]). Supplementary Section A analyzes the zero degree
angular disparity case in detail.

A further comparison was performed to identify whether
response times significantly increase with angle intervals for
congruent and incongruent body postures. Increased response
times with angle intervals are the case in both human and
model data for congruent and incongruent body postures (all
P < 0.05; two-tailed Welch t-tests), with a single exception
being the congruent condition from 40 to 80 degrees in human
data (P > 0.1).

As the self-agent’s body posture variations in movement
congruency experiments are task-irrelevant, the high similarity
between the response time characteristics of our model and hu-
man data is a strong indication that the underlying mechanisms
of humans and the model match.

Supplementary Section B discusses another task-irrelevant
variation, namely posture congruency. Posture congruency
refers to variations in the target-agent’s body posture in accor-
dance or discordance with the self-agent’s body posture [18]
(see Suppl. Fig. 3).
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Fig. 4. Comparison of model and human embodiment scores in three groups: males, females and combined. (a) The null hypothesis that human and model
samples are drawn from the same continuous distribution cannot be rejected when considering the “Embodiers” group (D = 0.20; P = 0.305; n = 43 for
female data; D = 0.17; P = 0.576; n = 38 for male data, and D = 0.14; P = 0.310; n = 81 for combined data; all independent samples two-tailed
Kolmogorov-Smirnov tests). (b) Comparison of model, without use of the selection process, and human embodiment scores. The embodiment scores significantly
differ between model and human data for all groups (D = 0.58; P < 0.001 for female instances; D = 0.83; P < 0.001 for male instances; D = 0.70;
P < 0.001 for combined data; all independent samples two-tailed Kolmogorov-Smirnov tests).

C. Differences between individuals

The third experiment investigates differences between in-
dividuals in their perspective-taking strategy. To measure
these differences in humans, Kessler and Wang introduced
an embodiment score that measures the “proportion of the
body schema that is mentally transformed” [19]. A positive
embodiment score is the result of faster response times of
congruent movements when compared to incongruent move-
ments. Formally, the embodiment measure E is defined as the
(average) difference of the z-scores for incongruent (M = 0)
and congruent (M = 1) movements at θ = 120 degrees and
θ = 160 degrees of angular disparity:

E =
(z120, 0 − z120, 1) + (z160, 0 − z160, 1)

2
. (4)

The z-score measures how many standard deviations σC a
response time Cθ,M is from the overall mean µC , and is
defined as:

zθ,M =
Cθ,M − µC

σC
. (5)

All angles (including θ = 40 and θ = 80) are used to calculate
the overall mean µC and standard deviation σC . Note that the
z-score is calculated per participant.

In human data [19], there were sizable disparities between
individuals, including differences between males and females,
and individuals with lower social skills compared to those
with higher social skills. Therefore, Kessler and Wang [19]
have suggested that there are distinct groups of perspective-
takers: “embodiers” that employ a mental simulation strategy
and “systemizers” who use alternative strategies, such as
memorizing responses. Most subjects (81 out of 96) had a
positive embodiment score, which classified them as embodiers.

Within the computational model, the parameter ω = 0 results
in a self-agent that matches each joint individually to those
of the target agent. On the other hand, for ω = 1 the self-
agent only considers the overall gaze direction. A trade-off
between individual joint matching and gaze direction results
in 0 < ω < 1 (see Equation 3). A higher ω leads to a lower

proportion of the body schema that is mentally transformed
and vice versa. Therefore, we hypothesize that ω has a negative
correlation with the embodiment score. A linear least-squares
regression confirms this hypothesis and shows that there is
a strong negative correlation between ω and the resulting
embodiment score (Pearson’s r = −0.584; t(94) = 0.52;
P < 0.001; two-tailed Wald’s t-test; see Suppl. Fig. 4a).

Within the computational model, differences between indi-
viduals are modelled by drawing ω from a normal distribution,
which induces random variations in the model data. The mean
and standard deviation of the normal distribution are chosen
such that the model instances and human subjects have similar
embodiment scores. The 51 female subjects and 45 male
subjects in experiments with humans [19] were simulated by
respective model instances with ωfemales∼N (0.83, 0.15) and
ωmales∼N (0.91, 0.1) (bounded by the interval [0, 1]).

These model instances were used to validate whether the
embodiment scores of the human and model data were drawn
from different distributions. The validation was performed
using independent samples Kolmogorov-Smirnov tests for three
groups: females, males, and the combined data. The statistical
tests showed significant differences between human and model
data for males (D = 0.27; P = 0.048) and the combined group
(D = 0.24; P = 0.006). For the female group, the statistical
test did not show significant differences, which indicates that
female human and model data were drawn from the same
distribution (D = 0.22; P = 0.144).

However, as the model implements a mental simulation
strategy, it does not simulate subjects that use alternative
strategies, which was the case for 15 human subjects whose
embodiment score was below zero [19]. Therefore, another
validation was performed where these subjects were excluded.
Then, the null hypothesis that human and model samples are
drawn from the same continuous distribution cannot be rejected
(D = 0.20; P = 0.305 for female data; D = 0.17; P = 0.576
for male data, and D = 0.14; P = 0.310 for combined data;
all independent samples two-tailed Kolmogorov-Smirnov tests;
see Fig. 4a). Alternative strategies are discussed in Section IV-E
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and a potential model extension to include alternative strategies
is discussed in Section VII.

D. Selection Process

Our model uses a selection process to reduce the model’s
response times by re-using the action primitive that was
active in the previous iteration, rather than passing all action
primitives through the forward model (see Section III-F). Here,
we seek to demonstrate that this selection process is crucial
to obtain results that are comparable to humans. Indeed,
without using the selection process, we found significant
differences in the embodiment scores of human and model
data, even when systemizers are excluded (independent samples
two-sample Kolmogorov-Smirnov tests P < 0.001 for all
groups; see Fig. 4b). The underlying reason is that there is no
significant correlation between the mixing parameter ω and
the embodiment score when the selection process is not used
(t(94) = 0.52; P = 0.601; Pearson’s r = 0.053; n = 96;
two-tailed Wald’s t-test; see also Suppl. Fig. 4b).

E. Results summary

The statistical analyses that evaluate whether human and
model samples are drawn from the same distribution are
interesting for multiple reasons. Firstly, they suggest that
some human subjects (with near-zero or sub-zero embodiment
scores) indeed employed a strategy that is not embodied, i.e.,
does not rely on mental simulations. Secondly, the results
suggest that the embodiment scores of human subjects with
a positive score and the embodiment scores of the model
instances are drawn from the same distribution, which would
indicate that these human subjects have used an embodied
transformation strategy. Thirdly, to replicate the differences in
male and female embodiment distributions that were found
in humans [19], it is sufficient to slightly adjust the mixing
parameter ω, which controls how thoroughly the target-agent’s
perspective is adopted. This suggests that males and females
seem to have minor differences in the way that they take
perspectives of other people: females, on average, seem to
align themselves more thoroughly to the target-agent when
compared to males.

V. MODEL PREDICTIONS

The model proposes the following testable predictions:

A. Time pressure leads to egocentric biases

The first model prediction is concerned with imposing time
pressure on the model responses. While the self-agent typically
responds as soon as the distance to the target-agent falls below
a threshold ε (see Section III-D), in the following experiments
the response is forced once the response time hits an upper
threshold Cmax (the response time C is represented by the
number of forward passes, see Section III-F). Therefore, the
mental simulation process might be interrupted before the
embodied transformation process is complete, i.e., before the
distance drops below ε.

As the embodied transformation account hypothesizes that
the self-agent mentally translates and rotates into the other’s
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Fig. 5. The ratio of egocentric responses when forced early responses are used,
i.e., stopping the perspective-taking process using Cmax. Forcing a response
without providing any time for the embodied simulation process leads to a
response that is fully compatible with one’s own viewpoint. The ratio of such
egocentric responses reduces with more time being provided, up to a point
where it is fully compatible with that of the target-agent (Cmax = 45). In this
figure, this corresponds to a chance level of the response being egocentric
(t(48) = 0.80; P = 0.43; two-tailed one-sample t-test). The dark gray area
represents the standard deviation across model instances (n = 50). Light gray
areas indicate response times for which the ratio of egocentric responses was
not significantly different from chance (α = 0.1).

point of view, providing no time for the mental rotation process
should lead to an egocentric response that is fully compatible
with the self-agent’s own perspective. This hypothesis was
confirmed, as shown in Fig. 5, where Cmax = 0 leads to 100%
egocentric responses. Then, with increasing Cmax, the ratio
of egocentric responses slowly reduces, until it reaches the
chance level (50%) from Cmax = 45 (i.e., the responses only
depend on the perspective of the target-agent; t(48) = 0.80;
P = 0.43; two-tailed one-sample t-test). As expected, Cmax
roughly coincides with the response times of the model for
an angular disparity of 180 degrees when the mental rotation
process is not interrupted (mean C180 = 54.5; see Fig. 3).

Todd et al. [28] observed egocentric responses under time
pressure in experiments that require an understanding of
whether another person can see an object (often referred to
as level 1 perspective-taking), rather than an understanding
of what can be seen from the other person’s perspective,
as investigated in this article (level 2 perspective-taking).
Egocentric biases under time pressure have also been found
in a language understanding task that required subjects to
take another person’s perspective [43]. Our model predicts
that egocentric responses also occur in level 2 perspective-
taking and calls for experimental work with human subjects
to investigate this prediction.

B. Selection process leads to residual effects on the motor
memory

The second model prediction investigates whether there
are residual effects on the motor memory to be taken into
consideration when designing and evaluating experiments with
humans. In the following experiments, the action primitive
that was chosen by the selection process at the end of trial #1
remains active at the beginning of trial #2. These experiments
are compared to a baseline where the trials are independent,
i.e., a random action primitive is activated at the beginning of
each trial.
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The experiments are conducted so that the required mental
movement directions of consecutive trials are varied. Trials
are considered congruent if the required movement directions
match (i.e., clockwise follows clockwise, or counterclockwise
follows counterclockwise), and incongruent where clockwise
follows counterclockwise or vice versa (see Suppl. Fig. 5).
Here, we assume straight postures of both agents.

A Mann-Whitney U -test is performed with the null hypothe-
sis that the distributions of congruent and incongruent trials are
equal (the response times are equal), and the alternative one-
tailed hypothesis that congruent trials have faster response
times than incongruent trials. The null hypothesis can be
rejected when comparing congruent and incongruent trials
(U = 15372.5; P < 0.001; n = 100; one-tailed Mann-Whitney
U -test). This result suggests that two consecutive trials that
require the same movement direction are faster compared to
trials that require different movement directions. The null
hypothesis cannot be rejected for the baseline comparison
where the two trials are independent (U = 20407.0; P = 0.76;
n = 100; one-tailed Mann-Whitney U -test).

Supplementary Section C generalizes these findings to
trials where the self-agent’s body posture is rotated, which
leads to two types of congruencies: 1) movement congruency,
where the self-agent’s body posture is compatible with the
required movement direction and 2) trial congruency, where
the movement direction of trial #1 is compatible with the
movement direction of trial #2.

In summary, we recommend that human trials should be
pseudo-randomized with respect to the trial congruence, and
that statistical evaluation must take trial congruency into
account.

VI. FUTURE DIRECTIONS

A. Link to autobiographical memories

A promising yet challenging avenue of research is to inves-
tigate perspective-taking in autobiographical memories [44],
[45]. There are several problems to be addressed: 1) When
a subject is retrieving memories, the states of the objects
and target-agent are generally more uncertain compared to
the “here and now”, where states can be directly observed.
This could be addressed by introducing a probabilistic state
representation for the self-agent, target-agent and objects. 2) In
addition to the “current self”, there is another agent involved:
the “past self” [46]. The past self may or may not use the same
forward model as the current self. We propose to address this
question by instantiating a second computational model for the
“past self”. 3) Whether the other’s perspective is inferred while
retrieving the memory, or whether the other’s perspective is
stored as a memory alongside the self-perspective. The third
question can be addressed by finding the most efficient means
of information exchange between the “current self” and “past
self”.

B. Link to autonoetic consciousness

Similar techniques can be used to investigate the link between
perspective-taking and autonoetic consciousness. Autonoetic
consciousness studies the human’s ability to mentally travel in

time, either into the past or the future [44], [47], [48]. It was
found that the representation of the perspective might change
over time, with older memories being more likely to be recalled
from an observer’s perspective [49], in particular when the
memory conflicts with the current self-concept [46]. It has been
argued that this change in perspective can shift the feelings
and thoughts of the person who is retrieving the memory [50].
This shift ultimately impacts the way we evaluate the memory
and whether we would act again in the same way.

As for autobiographical memories, the change of the repre-
sentation over time can be investigated using a second instance
of the computational model that represents the past self. We
hypothesize that a compact representation of multiple past
episodes will be achieved by jointly representing the object
and agent states of the past self in an allocentric spatial frame
of reference. This shift from an egocentric frame of reference to
an allocentric frame of reference would explain the observation
that older memories are more likely recalled from an observer’s
perspective [49].

C. Link to active vision

Our model will also be useful to establish a link between
perspective-taking and active vision, two currently detached
but key human capabilities. Active vision is the ability to
understand how and where to move to get a thorough under-
standing of the environment in an optimal amount of time [51],
[52]. A unified computational model of these capabilities
would demonstrate that perspective-taking can be considered
as an active vision task where the desired viewpoint is the
perspective of the other person. Specifically, we argue that the
distance minimization in perspective-taking can be expressed
as a maximization of information about the human’s viewpoint,
a crucial concept in active vision [53]. The development and
analysis of a unified model will enable knowledge transfer
between perspective-taking and active vision, which has the
potential to result in efficient and flexible visual systems for
robots.

D. Application to physical robotic systems

This article has investigated a wide breadth of experiments
on a simulated iCub robot platform [41]. Future works on the
physical robot could shed light on complementary questions
to those addressed in this article. For example, one could
investigate how the noise contained in the estimates for the
pose of the robot, the state of the human, and the positions of
the object will impact the results.

A rough estimate of this impact can be obtained using the
simulated results. As discussed in Section III-D, the distance
threshold ε was set to 1.6 so that the error rate is below 1%.
Let us further assume that the primary source of noise is the
perception of the human’s state (simultaneous localization and
mapping techniques [54], [55] can be used to obtain accurate
estimates of the robot’s state, and object positions can be
accurately obtained using RGB-D cameras). As ω → 1, the
gaze direction of the human is the main component of the
distance between self-agent and target agent, and the distance
originating from comparisons of individual joints is negligible.
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Then, ε = 1.6 is equivalent to a gaze estimation error of 16
degrees, which is well above the errors of recent gaze estimation
methods [56], [57]. In summary, these estimates suggest that
the model’s validity is not constrained to the simulated setup
presented in this article, but also applies to physical robots.

A good starting point to apply the proposed computational
model on physical robots would be our previous perspective-
taking framework [58]. This framework was validated in human-
robot interactions with the physical iCub robot. However, the
framework in [58] was not yet compared to human data as is
proposed here.

VII. DISCUSSION AND CONCLUSIONS

In this paper, we proposed and tested a computational model
for visual perspective-taking. The model’s main building block
is a set of action primitives that are passed through a forward
model. A selection process that selects a subset of action
primitives was employed to reduce the model’s response time
and was shown to be crucial in explaining human behavioral
data. It was shown that the model’s response time is similar to
those of the human visual system only if this selection process
is employed. It was therefore argued that humans implement a
selection process similar to that of the proposed model.

Our perspective-taking model further validates the proposal
that there are at least two groups of human perspective-takers:
embodiers and systemizers [19]. Specifically, our model is
consistent with the responses of subjects who commit to a
mental adaptation of the other’s perspective (embodiers), but
not those that solve perspective-taking tasks in other systematic
ways, such as memory-based strategies (systemizers).

It would be interesting to generalize our model to systemizers,
which could be achieved by incorporating a recently proposed
computational model by Mohr et al. [59]. Their computational
model suggests that, over the course of learning, cognitive
processes such as perspective-taking are successively replaced
by stimulus-response associations.

Our model also contributes to the question whether each
joint is matched individually to those of the target-agent, or
if the match is based on an aggregation of several reference
frames, e.g., the overall gaze direction [60], [61]. Our model
provides strong evidence that humans predominantly take the
task-relevant gaze direction into account when adopting another
person’s perspective. However, to a much lesser degree, humans
also align individual joints.

We want to emphasize that while the matching of individual
joints is task-irrelevant in the perspective-taking experiments
that are investigated in this article, it is useful in a variety of
related tasks. One example is in imitation learning, where the
self-agent learns a movement pattern from the target-agent, and
a joint-based alignment proves to be essential [9], [10], [11].
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