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Preface

The development of simulation software is an important aspect of modern scien-
tific computing, especially in the geosciences. Developing complex numerical code
requires a large time investment and a range of knowledge spanning several aca-
demic disciplines. Arriving at a physical description of a complex physical system,
such as a coupled atmosphere, ocean, and land model, demands acute awareness
of domain sciences: meteorology, oceanography, biochemistry, ecology, and rhe-
ology. Discretising the governing partial differential equations to produce a stable
numerical scheme requires expertise in mathematical analysis, and its translation
into efficient code for massively parallel systems demands advanced knowledge in
low-level code optimisation and computer architectures. Therefore, development of
such software is a multidisciplinary effort and its designmust enable scientists across
several disciplines to collaborate effectively.

Software projects involving automatic code generation have become increasingly
popular in recent years, as these help create a separation of concerns between dif-
ferent aspects of development. This allows for agile collaboration between computer
scientists with expertise in hardware and software, computational scientists with
expertise in numerical algorithms, and domain scientists such as meteorologists,
oceanographers, and climate scientists.

The finite element method is a standard mathematical framework for computing
numerical solutions of partial differential equations. It has been widely used in
engineering applications for many decades, due to its ease of use on unstructured
grids and in complicated geometries. It has become increasingly popular in fluids
and solids models within geosciences, and its formulation is highly amenable to
code-generation techniques. A weak formulation of the relevant PDEs, together
with a mesh and appropriate discrete function spaces, is enough to characterise the
problem completely.

The models we present in this book use ‘compatible’, or ‘mimetic’, finite element
discretisations. While their use in fluids problems is relatively new, compared to the
more standard continuous and discontinuous Galerkin methods, their use in other
applications can be traced back to the late 1970s. In a geophysical context, these
discretisations are a generalisation of the C-grid horizontal variable staggering to a
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finite element setting. They therefore inherit the C-grid’s properties such as good
representation of near-grid-scale waves.

The topics in this book are non-exhaustive; the purpose of this text is to provide
the reader with an idea for how one might use Firedrake as a base for their own
numerical codes. The book is organised in the following way. To establish context,
the reader is provided with a gentle introduction to modeling geophysical flows in
Ch. 1. This includes summaries of common model hierarchies and desirable prop-
erties of numerical models for operational use. Ch. 2 presents the application of
finite element modeling for two- and three-dimensional systems. Full discretisations
are presented using the framework of compatible finite element methods. Using the
Firedrake finite element library is a central aspect of this book, and therefore Ch. 3 is
devoted to introduce the reader to basic concepts and examples needed to implement
the discretisations summarised in Ch. 2. Both Ch. 4 and Ch. 5 provide numerical im-
plementations of examples using Firedrake in two and three dimensions respectively.
In particular, Ch. 5 discusses efficient algorithms for solving the resulting discrete
systems, which are essential for real-world operational settings.

Thomas Gibson, Andrew McRae, Colin Cotter, Lawrence Mitchell, David Ham
April 2019
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Chapter 1
Geophysical fluid dynamics and simulation

In this chapterwe describe variousmodels for the atmosphere; theywill be discretised
in the rest of the book.We start by consideringmodelswith the fewest approximations
and work our way down to simplified models. Model hierarchies have formed the
backbone of geophysical fluid dynamics: simpler models are more tractable and
easier to analyse, whilst more complex models bring us closer to modelling the
real physical system. Moving up and down the hierarchy allows us to trace physical
phenomena to mathematical calculations on simpler models. Since the inception of
numerical computer simulation, model hierarchies have also been useful as a way to
trade off model accuracy with computational cost.

1.1 Hierarchies of models

The first computer weather forecast on the ENIAC (one of the world’s first digital
computers) by Charney, von Neumann and coworkers solved a single layer quasi-
geostrophic model1 (Lynch, 2008). Subsequently, as computer power increased, it
became possible to move up the hierarchy, making fewer model approximations in
more numerically intensive calculations. Numerical weather predictions were made
with multilayer shallow water models, hydrostatic compressible Euler models, and
finally the non-hydrostatic compressible Euler models which represent the state of
the art today (Bauer et al., 2015; Kalnay, 2003; Staniforth and Wood, 2008). Model
hierarchies are also very useful in the development of numerical models. One can
move down the hierarchy to isolate specific aspects of the model to examine their
numerical treatment in a less computationally intensive setting, and then move back
up to use this insight. In the development of atmospheric dynamical cores, it is very
standard to start with the shallowwater equations to focus on horizontal discretisation
aspects before moving up the hierarchy.

1 We will not cover the quasi-geostrophic model in this book. It is an approximation that filters out
acoustic and internal gravity waves, hence allowing a larger timestep, which made the computation
feasible on the ENIAC.
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2 1 Geophysical fluid dynamics and simulation

The hierarchy of models we will build up in this chapter is shown in Figure 1.1.
This is just one choice of hierarchy, since for example one can apply the hydrostatic
approximation directly to the compressible Euler equations without making Boussi-
nesq /anelastic approximations. Similarly, we do not consider quasi-geostrophic
approximations which are valid for rapidly rotating systems; these approximations
can be made at any step of our hierarchy.

Governing equations:
Full, three-dimensional compressible Euler system.

Boussinesq/anelastic:
Assumption: small variations in density.

Impact: no acoustic waves.

Hydrostatic:
Assumption: fluid is in a thin layer.

Impact: No vertical acceleration term, vertical veloc-
ity becomes diagnostic from the continuity equation.

Shallow water system
Assumption: columnar motion (horizon-
tal velocity is independent of height).

Impact: equations become two-dimensional, prognos-
tic variables are horizontal velocity and layer height.

Fig. 1.1: A hierarchy of models illustrating a successive application of various
approximations to yield simplified models.

1.1.1 The compressible Euler system

We start by presenting the compressible Euler equations, which have the fewest
approximations amongst our hierarchy. We assume that the air is dry (no moisture),
inviscid (no viscous forces), and adiabatic (no sources or diffusion of temperature).
The governing equations for a dry, inviscid, adiabatic, compressible fluid in a rotating
reference frame with angular velocity Ω may be written in the form
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Du

Dt
+2Ω× u = −

1
ρ
∇p−∇Φ,

∂ρ

∂t
+∇ · (uρ) = 0,

Dθ
Dt
= 0,

p = P(ρ,T),

(1.1)

(1.2)

(1.3)

(1.4)

where: u is the fluid velocity, ρ is the fluid density, p is the pressure, and Φ is the
geopotential comprising the gravitational and centrifugal potentials (often neglected
as it is small compared to the gravitational potential). We use the potential temper-
ature θ, defined as the temperature an air parcel would attain if moved adiabatically
to a reference pressure pR. The ideal gas laws allow us to compute this explicitly:

T
pκ
=

θ

pκR
=⇒ θ = T

(
pR

p

)κ
, (1.5)

where pR is a chosen reference pressure, and κ = R/cp is the ratio of the gas constant
R and the specific heat at constant pressure cp . The payoff for this rather complicated
formulation is that the potential temperature is constant along Lagrangian trajectories
in the absence of diabatic processes.

Given some velocity field u, we denote the material derivative by D
Dt . For a field

F, DF
Dt is given by the instantaneous time rate of change of F, plus a contribution

from the spatial variation of F as a result of being moved by u,

DF
Dt
≡
∂F
∂t
+ (u · ∇)F . (1.6)

If the material derivative is zero, then the field is materially conserved following the
motion of the fluid. Thus we interpret the above equations as material derivatives of
various fluid quantities, especially after noticing that

0 =
∂ρ

∂t
+∇ · (uρ) ≡

Dρ
Dt
+ ρ∇ · u. (1.7)

Equation (1.4) closes the system of equations by relating pressure to the other
thermodynamic variables. In the case of the atmosphere, the equation of state for an
ideal gas is typically used, i.e.,

P(ρ,T) = ρRT, (1.8)

where R is the gas constant for dry air.
It is fairly common to use an alternative formulation of the pressure gradient term

1
ρ
∇p = cpθ∇Π, (1.9)
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where Π is the Exner pressure given by the equation of state

Π =

(
Rρθ
pr

) κ
1−κ

. (1.10)

One of the reasons for making this change is that it is then fairly simple to incorporate
the thermodynamic effects of moisture into the pressure gradient term. The situation
is more complicated in the case of the ocean, where the equation of state additionally
depends on salinity. In this book we shall concentrate on the dry adiabatic case, but
the techniques developed here are directly extensible to model the moist atmosphere,
and the ocean.

These equations also need boundary conditions. In this book we shall mostly
restrict ourselves to slip boundary conditions u · n = 0 where n is the vector normal
to the boundary. Another important boundary condition is the free surface boundary
condition, p = pA (where pA is an external reference pressure). In this case, the
boundary surface must move with the velocity u at the boundary.

We note for later that (1.2) is an expression of local mass conservation; integration
over a control volume V leads to

d
dt

∫
V

ρdx+
∫
∂V

u · ndS = 0, (1.11)

where n is the outward pointing unit normal vector to the boundary ∂V of V . This
shows that the rate of change of total mass in V is balanced by fluxes through the
boundary ∂V .

At this point, it is worth discussing various approximations to the Coriolis term
2Ω× u. For a model on the sphere, Ω is aligned with the polar axis. A common
approximation is the traditional approximation, under which the vertical part of
this force is neglected (since it is small compared to the gravitational force). For a
coordinate system whose origin is at the centre of the sphere, we write r̂ = x/|x | for
the unit vector pointing away from the origin. Then the traditional approximation
replaces Ω with f r̂ , where f = Ω · r̂ . Under this approximation, the Coriolis term
vanishes at the equator and ismaximumat the poles.We call f theCoriolis parameter.

For both mathematical simplicity and in the study of various models, a patch of
the planetary surface can further be approximated by a plane that is tangent at one
point. We consider two common treatments of the Coriolis parameter:

1. f -plane approximation: f ≡ f0 is taken to be constant-valued. This approxima-
tion is used frequently in the case of highly idealised flows. A notable conse-
quence is that Rossby waves, which depend on variations in f , do not occur in
models using this approximation.

2. β-plane approximation: Since f depends on variations in latitude, an f -plane
approximation may not be appropriate when considering flows over large length
scales. The β-plane approximation improves on this by considering leading-
order variations: f = f (y) = f0+ βy.
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1.1.2 Anelastic and Boussinesq approximations

The next level down in our model hierarchy is distinguished by the lack of acoustic
waves that are present in the compressible Euler model. The anelastic approximation
was first introduced in Ogura and Phillips (1962) to filter out acoustic modes without
needing to assume hydrostatic balance. It has since been well-studied and modified
(Durran, 1989, 2008). The approximation is based upon the assumption that there
are only small variations in density relative to a reference field. We begin by writing

ρ = ρ̃+ δρ(x,t), (1.12)

where ρ̃ is a reference density field that only depends on the height (i.e., the radial
direction on the sphere or the z direction in the plane).

After noticing that ∂ρ̃∂t = 0, we rewrite (1.2) as

∂δρ

∂t
+∇ · (u ρ̃)+∇ · (uδρ) = 0. (1.13)

Since δρ is much smaller than ρ̃, we neglect those terms to obtain the anelastic
continuity equation

∇ · (ρ̃u) = 0. (1.14)

We now consider the pressure gradient term under this approximation:

p = p̃+ δp(x,t), (1.15)

where p̃ is chosen such that it is the hydrostatic pressure corresponding to ρ̃, i.e.,
satisfying

k̂ · ∇p̃ = −g ρ̃, (1.16)

where k̂ is the unit vector in the up direction (either r̂ for the sphere or ẑ for a
planar geometry). After this choice, the combination of the pressure gradient and the
gravity force becomes

−∇p−g k̂ρ = −∇δp−gδρk̂ . (1.17)

The momentum equation (1.1) is then

Du

Dt
+2Ω× u = −

1
ρ
∇δp−g

δρ

ρ
. (1.18)

The anelastic approximation first replaces ρ with ρ̃ everywhere whilst leaving δρ in
the gravity term, and we get

Du

Dt
+2Ω× u = −

1
ρ̃
∇δp−g

δρ

ρ̃
. (1.19)
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In the case where ρ̃ is constant, say ρ ≡ ρ0, we obtain the Boussinesq equations.
These are relevant in oceanmodelling, since the density in the ocean does not deviate
far from a constant reference value ρ0.

The complete set of Boussinesq equations are

Du

Dt
+2Ω× u = −∇p̄− bẑ,

∇ · u = 0,
Dθ
Dt
= 0,

b = B(θ),

(1.20)

(1.21)

(1.22)

(1.23)

where p̄ = δp/ρ0, and B is an equation of state either derived from (1.4), or more
frequently, a linear approximation B(θ) = B0 +αθ, where B0 and α are constants.
Ocean models also contain a salinity, S, which is materially advected,

DS
Dt
= 0. (1.24)

The buoyancy also depends on this salinity, resulting in a more general equation of
state B(θ,S,z) that also includesmean pressure variations in height. There is no known
closed form of this equation and it must be approximated by fitting approximations
to data (Jackett and McDougall, 1997).

Another useful modification leads to the compressible Boussinesq equations, in
which (1.21) is replaced by

∂p
∂t
+ c2∇ · u = 0, (1.25)

where c is an acoustic wave speed. Taking the limit c→∞ recovers the standard
Boussinesq equations. This modification allows the introduction of compressibility
effects without the full nonlinear pressure gradient term of the compressible Euler
equations. This is particularly useful for testing implicit solver approaches in a
simplified setting.

To complete the anelastic approximation for non-constant ρ̃, we turn our attention
to just the vertical part of (1.19). With z as the coordinate in the vertical direction,
we have

Dw

Dt
= −

1
ρ̃

∂δp
∂z
−g

δρ

ρ̃
= −

∂

∂z

(
δp
ρ̃

)
−
δp
ρ̃

∂ ln(ρ̃)
∂z

−g
δρ

ρ̃
, (1.26)

where the latter equality comes from the chain rule. Recalling the definition of
potential temperature in (1.5), it can be shown using the ideal gas law that

cp ln(θ) = cv ln(p)− cp ln(ρ)− ln(R)−
R
cp

ln(pR), (1.27)

implying that
δθ

θ
≈

1
γ

δp
p̃
−
δρ

ρ̃
, (1.28)
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where γ = cp/cv and δθ denotes variations in potential temperature (Vallis, 2017,
Chapter 2.5). We can now eliminate δρ in the gravitational term of (1.26), using
(1.27) and (1.28) to get

Dw

Dt
≈ g

(
δθ

θ
−

1
γ

δp
p̃

)
−
∂

∂z

(
δp
ρ̃

)
+
∂

∂z

(
ln(θ)−

1
γ

ln(p̃)
)
δp
ρ̃

= g
δθ

θ
−
∂

∂z

(
δp
ρ̃

)
+
∂ ln(θ)
∂z

δp
ρ̃
, (1.29)

where the final equality in (1.29) is derived by applying (1.16). We now make a final
observation by recognising that the term ∂ ln(θ)/∂z = θ−1∂θ/∂z actually defines a
length scale in potential temperature. In the atmosphere, the vertical length scale
in potential temperature (roughly 100 km) is much larger than the density vertical
length scale (about 10 km), so the last term in (1.29) can be neglected under the
anelastic approximation. This gives us a vertical momentum equation of the form

Dw

Dt
= ba −

∂ p̄
∂z
, (1.30)

where ba = gδθ/θ is the anelastic buoyancy and p̄ = δp/ρ̃. The horizontal momen-
tum equations simplify in a far more direct manner by simply neglecting density
variations. The complete set of anelastic equations are given by the system

Du

Dt
+2Ω× u = ba ẑ −∇p̄,

∇ · (ρ̃u) = 0,
Dba

Dt
= 0.

(1.31)

(1.32)

(1.33)

These equations are similar in presentation to that of Ogura and Phillips (1962)
and Vallis (2017). However, various forms of the equations exist (often referred to
as pseudo-incompressible or modified-anelastic sets) such as the set proposed in
Durran (1989).

Both the Boussinesq equations for the ocean and the anelastic equations for the
atmosphere (together with the local Cartesian approximation) provide another level
of models which approximate the more general Euler equations. They do not permit
acoustic modes, and both have been very productive in limited applications, such as
large-eddy or localised flow simulations. However, particularly for the atmosphere,
they are not generally sufficient for global-scale circulation modelling. A more in-
depth discussion of the relative merits of different approximations for global-scale
modelling can be found in Davies et al. (2003).
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1.1.3 Hydrostatic approximation

The hydrostatic approximation is valid under the assumption of a thin layer of fluid,
i.e., the equations are being solved in a domain of horizontal scale L and vertical
scale H, with H � L. We assume that the vertical velocity has a typical scale W
whilst the horizontal velocity has a typical scale U. We write the continuity equation
(1.33) in the form

Dhb
Dt
+wN2 = 0, (1.34)

where Dhb
Dt = bt + uH · ∇b and uH is the horizontal component of the velocity, and

where N2 = ∂b
∂z . This then implies that

W ≈
bU

LN2 . (1.35)

Hence, Dw
Dt � b if

U2

L2N2 =
ε2

Ri
, (1.36)

where ε =H/L is the aspect ratio of the domain, andRi= N2H2/U2 is theRichardson
number of the flow. This means that we can neglect the vertical component of the
acceleration Du

Dt if the aspect ratio ε is small or the Richardson number Ri is large.
In the hydrostatic approximation, we simply neglect the vertical acceleration:

DuH

Dt
+2Ω× u = ba ẑ −∇p̄,

∇ · (ρ̃u) = 0,
Dba

Dt
= 0.

(1.37)

(1.38)

(1.39)

As an aside, taking the Boussinesq equations (or, in the atmosphere, the anelastic
equations) and applying the traditional and hydrostatic approximations yields the
so-called primitive equations.

1.1.4 Single-layer rotating shallow water system

Thus far, we have consider three-dimensional models. Since the domains we are
interested in geophysical modelling typically have high aspect ratios (the atmosphere
is tens of kilometres high, but thousands of kilometres across), significant insight into
large scale behaviour can be obtained by considering vertically-integrated models.

One of the simplest such models is that provided by the single-layer rotating
shallow water equations. It allows for the analysis of flows under rotational effects
within a relatively simple framework. It can be described as the culmination of all
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previous approximations mentioned in this section. That is, it describes a thin layer
of constant density (akin to the Boussinesq/anelastic approximation) in hydrostatic
balance. Under the shallow water approximation, we assume that the horizontal ve-
locity is independent of depth, i.e., the fluid is moving as vertical columns. Thus, the
system is inherently a two-dimensional approximation. The shallow water equations
consider the case where the upper surface of the fluid is free, so the pressure is
constant there, and the surface moves at the speed of the total velocity (u,w).

We start by summarising the continuity equation of a fluidwith horizontal velocity
u (which we previously denoted uH ) and variable depth h = h(x,y,t). This can be
derived from three-dimensional mass conservation. Since the fluid has constant
density, it is therefore incompressible and, in components, we have

∂w

∂z
= −

(
∂u
∂x
+
∂v

∂y

)
≡ −∇ · u, (1.40)

where ∇ now denotes the horizontal gradient. If we consider a vertical column of
fluid with bottom depth z = ηb and top z = ηt , integrating the left-hand side of (1.40)
and applying the fundamental theorem of calculus gives∫ ηt

ηb

∂w

∂z
dz = w(ηt )−w(ηb) = −h∇ · u, (1.41)

where h(x,y,t) = ηt (x,y,t) − ηb(x,y,t). We assume that no mass is lost at the free
surface ηt . That is, no fluid crosses the surface (which is analogous to the ocean).
The height of the fluid parcel is therefore embedded in the free surface, therefore

Dηt
Dt
= w(ηt ). (1.42)

Similarly, the motion of the fluid must follow the bottom topography:

Dηb
Dt
= w(ηb). (1.43)

Using (1.42) and (1.43), (1.41) becomes

D
Dt
(ηt −ηb) ≡

Dh
Dt
= −h∇ · u, (1.44)

resulting in the continuity equation for the shallow water system,

Dh
Dt
+ h∇ · u ≡

∂h
∂t
+∇ · (uh) = 0. (1.45)

This equation has the same form as (1.2), with a different (but related) interpretation.
Here it describes conservation of the total volume of fluid beneath the free surface.

Momentum balance can be derived directly from the hydrostatic balance equation,
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∂p
∂z
= −ρg, (1.46)

and since ρ is assumed to be constant, we may integrate directly to obtain

p(x,y,z,t) = −ρgz+ p0. (1.47)

At the top surface z = ηt = h+ ηb , the pressure is determined by the weight of the
fluid above, which is assumed to be negligible. Therefore we set p(x,y,ηt ) = 0. The
pressure inside the fluid layer is then

p(x,y,z,t) = ρg(h(x,y,t)+ηb(x,y,t)− z). (1.48)

Consequently, the horizontal pressure gradient is z-independent, with ∇p = ∇(h+
ηb). Therefore, the rotating single-layer shallow water equations are

Du

Dt
+ f u⊥ = −g∇(h+ηb),

∂h
∂t
+∇ · (uh) = 0.

(1.49)

(1.50)

We have introduced the notation u⊥ = ẑ × u, a rotation of the two-dimensional
velocity u in the plane. No additional thermodynamic equations are needed to close
this system of equations, as thermodynamic effects were eliminated in the various
assumptions that led to this model.

To gain some further insight into these equations, we perform some further
manipulations to (1.49)–(1.50). Introducing the relative vorticity ζ = ∇⊥ · u, we can
rewrite the momentum equation in vector-invariant form:

∂u

∂t
+ (ζ + f )u⊥+∇

(
g(h+ηb)+

1
2
|u |2

)
= 0. (1.51)

Defining the shallow water potential vorticity q = ζ+ f
h , this can be written as

∂u

∂t
+ qhu⊥+∇

(
g(h+ηb)+

1
2
|u |2

)
= 0. (1.52)

Taking the 2d-curl, and combining this with the shallow water continuity equation
(1.50), one obtains an advection equation for potential vorticity:

∂q
∂t
+ (u · ∇)q ≡

Dq
Dt
= 0, (1.53)

implying that q remains constant and is materially conserved moving with the fluid
velocity.

In a boundary-free domain, the shallow water equations have a conserved energy
E , and mass M , given by
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E =
1
2

∫
Ω

h|u |2+g((h+ηb)2−η2
b)dx, (1.54)

M =
∫
Ω

h dx. (1.55)

In addition, there is an infinite hierarchy of conserved Casimirs based on potential
vorticity:

Ci ≡

∫
Ω

qih dx, for all i = 1,2, · · · . (1.56)

Sometimes, it is useful to linearise the shallow water equations. In the absence
of topography, a steady-state solution is a constant layer depth H at rest. Small
perturbations u and h about this state then satisfy the linear equations

∂u

∂t
+ f u⊥ = −g∇h, (1.57)

∂h
∂t
+H∇ · u = 0, (1.58)

where u⊥ = ẑ×u. It is easy to see that these equations conserve the linearised energy,

E =
1
2

∫
H |u |2+gh2 dx, (1.59)

by direct calculation:

∂E
∂t
=

∫
Hu ·

∂u

∂t
+gh

∂h
∂t

dx,

=

∫
Hu ·

(
−g∇h− f u⊥

)
−ghH∇ · u dx,

=

∫
−gHu · ∇h−gHh∇ · u dx,

=

∫
−gH∇ · (hu)dx,

= 0, (1.60)

using the divergence theorem. The resulting surface term vanishes due to the bound-
ary condition u · n = 0.

These equations provide the simplest system that exhibits the slow-fast separation
in geophysical fluid dynamics. To see this split, consider the f -plane approximation
( f ≡ f0, constant) with periodic boundary conditions. We use the Helmholtz decom-
position u = ∇⊥ψ+∇φ+ u0, where u0 is constant, and ∇⊥ = (−∂y,∂x), and where ψ
and φ have zero spatial mean. The linear equations become
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∂ψ

∂t
+ f φ = 0, (1.61)

∂φ

∂t
− fψ = −gh, (1.62)

∂h
∂t
+H∇2φ = 0, (1.63)

∂u0
∂t
+ f u⊥0 = 0. (1.64)

We notice that when ψ = −gh/ f and φ = 0, we obtain a steady state solution. This
solution corresponds to the state of geostrophic balance, f ẑ×u = −g∇h which gives
a divergence-free steady velocity. To find time-dependent solutions, we eliminate u
and ψ to obtain

∂2φ

∂t2 + ( f
2−gH∇2)φ = 0. (1.65)

This is a dispersive wave equation (unless f = 0 in which case all waves propagate
at speed

√
gH). When f , 0, these waves are called inertia–gravity waves. This

split between slow divergence-free solutions (which are, in fact, steady for these
equations), and fast divergent waves is a critical aspect of large-scale balanced
geophysical fluid dynamics, and it is important that numerical schemes can maintain
this split at the discrete level. We also note that the constant part u0 (the harmonic
part, which is both divergence- and curl-free), just oscillates with frequency f ; this
is called the inertial oscillation.

When f = f0 + βy, this spatial variation in the Coriolis parameter introduces an
additionalmechanism thatmeans that the divergence-free balanced solutions become
slowly propagating. We assume that the solution is close to geostrophic balance, so
that u = ug + uag where f0u⊥g = −g∇h (implying ∇ · ug = 0, and ug = ∇

⊥ψ with
ψ = gh/ f ). We also make the quasi-geostrophic approximation, assuming that h is
small compared to H. Then we get (at leading order)

∂ug

∂t
+ βyu⊥g + f0u⊥ag = −g∇h, (1.66)

f0
g

∂ψ

∂t
+H∇ · uag = 0. (1.67)

The easiest way to understand this approximation is to take the curl of (1.66), to
obtain

∂

∂t
∇2ψ+ β

∂ψ

∂x
− f0∇ · uag = 0, (1.68)

where we can finally use (1.67) to obtain

∂

∂t

(
∇2−

f 2
0

gH

)
ψ+ β

∂ψ

∂x
= 0. (1.69)
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Solutions of this equation are called Rossby waves, which are waves whose restor-
ing force is the conservation of linear vorticity under y-variations in f . These are
propagating divergence-free solutions that are slow compared to the unbalanced
inertia–gravity waves. It is important that a numerical scheme preserves this separa-
tion into fast divergent and slow divergence-free components.

1.2 Numerical modelling of geophysical flows

The use of computational models based on the numerical solution of PDEs to
simulate physical processes is a powerful tool which complements experimentation,
observation and theory. As the dynamics governing large-scale weather, ocean, and
climate processes cannot be replicated in a laboratory, numerical simulation is often
the only mode of scientific inquiry available to researchers aiming to test, build, and
improve existing models. Here, we summarise some important developments in the
computational models used in large-scale geophysical flows.

In contrast to typical engineering applications, where viscous and dissipative
effects combined with outflow boundary conditions can alleviate the catastrophic
accumulation of grid scale errors, large scale atmospheric modelling requires that the
balanced forces of the continuous equations are exactly captured when discretising.
If this is not the case, then numerical artefacts can easily swamp the true dynamics.

Structured orthogonal grids, such as the latitude–longitude grid, are among the
most widely-used grids in global forecast and ocean circulation models. Problems
associatedwith the latitude–longitude grid in a finite difference or finite volumeocean
model have been discussed extensively as well as the desired numerical properties
required of accurate simulation (Adcroft et al., 2004; Griffies et al., 2000; Higdon,
2006). Here, we will summarise these issues relevant in both atmosphere and ocean
modelling.

On a full latitude–longitude grid, the convergence of the meridians leads to a clus-
tering of resolution occurring at the poles. For an explicit time-integration method
with an Eulerian advection scheme, the CFL condition (Courant et al., 1928) im-
poses unbearably small timesteps as the resolution increases. To circumvent this
problem, semi-implicit time-integration combined with semi-Lagrangian advection
schemes (for atmosphere models see Staniforth and Côté (1991);Williamson (2007);
for ocean models Kumar Das and Weaver (1995)) are used to remove the severe
timestep restriction. However semi-implicit time-integrators require the solution of
a globally-defined elliptic PDE at every timestep. Significant data communication
among the grid points at the poles is required and presents an inescapable computa-
tional bottleneck, as processor communication is slow and can leave other processors
waiting for data (Staniforth and Thuburn, 2012).

The accurate and stable representation of large-scaled force balances in a finite
difference model demands a staggered variable arrangement, with pressure and
velocity unknowns stored at different locations on the grid. The canonical taxonomy
of variable staggerings for finite difference models is given in Arakawa and Lamb
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(1977). In that nomenclature, finite difference atmosphere models almost exclusively
use C-grid staggering, while ocean models tend towards either a B- or C-grid. The
B-grid locates velocity at the cell centres and pressure at the vertices, while the
C-grid locates pressure at the cell centres and the normal component of velocity at
the cell facets. A comparison of both staggering schemes for implicit ocean models
was performed by Wubs et al. (2006). We will focus on the numerical properties of
the C-grid.

In the context of horizontal discretisations, Staniforth and Thuburn (2012) con-
sidered a number of essential and desirable properties for an atmospheric dynamical
core,whichmotivate the choice of compatible finite element discretisations discussed
in this book. These properties are as follows:

1. Mass conservation of both active and passive fields. This is desirable, but not
essential for short-term weather prediction, but is more important when consid-
ering long-term climate simulations.

2. Accurate representation of flow close to hydrostatic and geostrophic balance is
crucial. Slowly evolving, balanced flows should be accurately represented upon
discretisation; failure to do so results in a spontaneous loss of balance.

3. Computational modes should be absent, or at the very least well-controlled.
Upon linearisation, both the continuous and discrete equations will support a
spectrum ofwavemodes. Therefore, it is reasonable that the discrete wavemodes
will approximate those of the continuous equations. However, in some cases the
discrete modes behave “unphysically” (zero frequency modes); we refer to these
as “computational modes.”

4. Grid imprinting should be minimal. Any non-uniform meshes will contain grid
regions which are locally different to the vast majority of the mesh. This can
lead to different error patterns, which may influence the resolved solution by
coupling through nonlinearity. For example, the latitude–longitude grid has very
different structure at the poles.

5. The geopotential term and pressure gradient should not produce unphysical
sources of vorticity.

6. Terms involving the pressure should be energy conserving.
7. The discretisation of the Coriolis force should be energy conserving.
8. Rossby waves should not propagate unrealistically fast.
9. Axial angular momentum should be conserved.

Properties 5–9 all rely on the discretisation being “mimetic” in the sense that the
discrete equations should mimic basic geometrical properties of the continuous
system. These properties are all achievable with a finite difference C-grid staggering
of the dynamic variables (Arakawa and Lamb, 1977), and hence this lays down the
gauntlet for other discretisations.

There are two strong reasons why the latitude–longitude grid is used with the
C-grid. The first is that the latitude–longitude grid is formed from quadrilaterals.
This means that, globally, there are twice as many horizontal velocity values as
pressure (each cell contains one pressure value, and four horizontal velocity values
that are each shared with a neighbouring cell, so there are effectively two horizontal
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velocity values per cell). This mirrors the physical situation where each point has
two horizontal velocity values and one pressure value, and helps to avoid spurious
mode branches in the linear solution. Using a mesh constructed from other polygons
alters the global ratio of velocity and pressure values. One possibility is to use trian-
gular grids, which allow a pseudo-uniform coverage of the sphere from icosahedral
triangulation, as used in the ICON model (Zängl et al., 2015), for example. With
triangular cells, the shortage of velocity values (the ratio is 3:2 instead of 2:1) means
that when f = 0 there are two branches of solutions to the inertia–gravity wave
equation, one physical branch and one spurious branch. When f , 0, the situation
is worse, with the two branches intertwined so that for some parts of the spectrum,
one branch is the physical one, and for different parts of the spectrum, the other
branch is. This causes serious problems when modelling baroclinic flows in three
dimensions (Danilov, 2010; Gassmann, 2011). On hexagonal grids (the dual grid to
the icosahedral triangulation is made up of hexagons plus 12 pentagons) there are
more edges, and so there are an excess of velocity values (3:1 ratio). This excludes
spurious inertia–gravity wave branches but there is now an extra spurious branch of
Rossby waves (Thuburn, 2008). However, this extra branch is comprised of highly
oscillatory solutions that have very slow phase velocity, which makes the solutions
not much different from the high frequency Rossby waves which are also very slow.
It was shown in Thuburn et al. (2014) that upwinding in velocity advection removes
these spurious solutions very quickly, so they do not seem to be a concern for accurate
modelling.

The second reason is that the latitude–longitude is used is that it is orthogonal.
An orthogonal grid is one where the line joining the centres of two cells that share
an edge crosses that edge at right-angles. This is a critical part of the classical C-grid
formulation and was extended to arbitrary polygonal meshes in Ringler et al. (2010).
The extension to non-orthogonal grids was provided in Thuburn and Cotter (2012).

To avoid the parallel scalability issues of the latitude–longitude grid, one possi-
bility is to find other grids that cover the sphere in a more uniformmanner. For the C-
grid, three possibilities are the icosahedral grid (triangles), the dual-icosahedral grid
(hexagons), and the cubed sphere made by tiling the faces of a cube and deforming to
a sphere (quadrilaterals). The icosahedral grid has the spurious inertia–gravity waves
mentioned above. The discretisation of the Coriolis term on the dual-icosahedral grid
is inconsistent, i.e., the discretisation does not become more accurate as the mesh is
refined (Thuburn et al., 2014). The orthogonal version of the cubed sphere grid has
a slightly less severe version of the problem of the latitude–longitude grid, in that
the ratio of the largest and smallest cell areas goes to infinity as the mesh is refined,
with clustering of grid points around the cube vertices (Putman and Lin, 2007).
The non-orthogonal cubed sphere version of the C-grid was also demonstrated to be
inconsistent in Thuburn et al. (2014).

One way to obtain an orthogonal mesh without resolution clustering at the poles
is to use multiple overset grids, such as the so-called “Yin-Yang” or “tennis ball”
mesh (for example, see Qaddouri and Lee (2011)). However, coupling the solution
between different grids in the overlap regions is challenging, and it seems that
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stability is dependent on keeping the width of the overlap region fixed as the mesh
is refined, leading to communication overheads (Staniforth and Thuburn, 2012).

In contrast, compatible finite element methods present a way of simultaneously
satisfying the properties listed above and avoiding polar singularities in the problem
domain (Cotter and Shipton, 2012). The mimetic properties can be obtained without
relying on an underlying orthogonal mesh structure. This allows for the use of far
more general meshes, ranging from refined icosahedral sphere (triangular) and non-
orthogonal cubed sphere (quadrilateral)meshes. Furthermore, the number of velocity
and pressure degrees of freedom is less tightly coupled to the connectivity of the
underlying mesh, and the finite element method presents a systematic mechanism
for constructing higher order discretisations. The rest of this book is dedicated
to explaining how to implement geophysical fluid dynamics models built around
compatible finite element methods using Firedrake.



Chapter 2
Finite element methods for geophysical flows

In this chapter, we introduce some basic concepts for discretisation of geophysical
fluid models, motivated by the compatible finite element framework. We begin by
defining compatible finite element spaces in two dimensions, before using them to
describe a compatible finite element discretisation of the shallow water equations.
Then, we’ll extend these ideas to three dimensions and discuss the spaces that are
used to implement three dimensional geophysical flows with advected temperature.

2.1 Compatible spaces in two dimensions

Compatible finite element spaces are important for geophysical fluid dynamics mod-
elling because they preserve the Helmholtz decomposition of vector fields which
describes the split into divergence-free and divergent fields. In this section we de-
scribe these structures in two dimensions.

We begin by defining some Hilbert spaces of functions of various types defined
on a domain Ω ⊂ R2, which provide the relevant setting for the Helmholtz decom-
position. The L2(Ω) norm of a scalar function f is defined by

‖ f ‖L2(Ω) =

√∫
Ω

f 2 dx. (2.1)

Then we define L2(Ω) (abbreviated to L2) as the space of functions with finite L2

norm. Similarly, for vector fields u with (weak) divergence ∇· u, the H(div;Ω) norm
is

‖u‖H(div;Ω) =

√∫
Ω

|u |2+ (∇ · u)2 dx. (2.2)

We define H(div;Ω) (abbreviated to H(div)) as the space of vector fields with finite
H(div;Ω) norm. Finally, we define the H1(Ω) norm (abbreviated to H1) of a scalar
function f with (weak) gradient ∇ f as

17
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‖ f ‖H1(Ω) =

√∫
Ω

f 2+ |∇ f |2 dx. (2.3)

These spaces are related by (weak) differential operators ∇⊥ and ∇·. Any vector field
u ∈ H(div;Ω) has a divergence ∇ · u ∈ L2(Ω). Further, a function f ∈ H1(Ω) has
a well-defined gradient, so one can define a vector field u = ∇⊥ f with vanishing
divergence.

This structure comprises a de Rham complex on Ω,

0→ H1(Ω)
∇⊥

−−→ H(div;Ω) ∇·−−→ L2(Ω) → 0, (2.4)

which describes a sequence of spaces and operators between them, with ∇⊥ mapping
onto the kernel of ∇· in H(div;Ω), and ∇· mapping onto the entire L2(Ω).

We can also define dual operators:

δ : L2(Ω) → H(div;Ω), (2.5)
δ⊥ : H(div;Ω) → H1(Ω), (2.6)

which are characterised by the equations:∫
Ω

w · δφdx = −
∫
Ω

∇ ·wφdx, ∀w ∈ H(div;Ω), (2.7)∫
Ω

γδ⊥ · u dx = −
∫
Ω

∇⊥γ · u dx, ∀γ ∈ H1(Ω). (2.8)

For periodic boundary conditions and smooth functions, δ and δ⊥· coincide with ∇
and ∇⊥· respectively (because of the absence of boundary terms in the definition).
The dual operators lead to the Helmholtz/Hodge decomposition of H(div;Ω),

H(div;Ω) = ∇⊥H1(Ω) ⊕ h⊕ δL2(Ω), (2.9)

where

∇⊥H1(Ω) =
{
∇⊥ f : f ∈ H1(Ω)

}
, (2.10)

δL2(Ω) =
{
δ f : f ∈ L2(Ω)

}
, (2.11)

and we define the space of harmonic functions

h =
{
v ∈ H(div;Ω) : ∇ · v = δ⊥ · v = 0

}
, (2.12)

which is a finite-dimensional space with dimension depending only on the topology
of Ω. For example, for a simply-connected domain, the dimension is 2 (and the
harmonic functions are constant vector fields).

The symbol ⊕ indicates that each of the components of H(div;Ω) are orthogonal
in the L2 inner product, i.e., for all u ∈ ∇⊥H1(Ω), v ∈ h, w ∈ δL2(Ω),
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Ω

u · v dx =
∫
Ω

u ·w dx =
∫
Ω

v ·w dx = 0. (2.13)

Another important and related de Rham complex is defined on subspaces with
boundary conditions. Functions in H1(Ω) have enough regularity to define values on
the boundary ∂Ω (interpreted as elements of L2(∂Ω). Thus we can define H̊1(Ω) as

H̊1(Ω) =
{
ψ ∈ H1(Ω) : ψ |∂Ω = 0

}
. (2.14)

Similarly, vector fields u ∈ H(div;Ω) have enough regularity to define normal com-
ponents u · n on the boundary, where n is the unit outward pointing normal to ∂Ω.
Then we can define H̊(div;Ω) as

H̊(div;Ω) = {u ∈ H(div;Ω) : u · n |∂Ω = 0} . (2.15)

Functions in L2(Ω) do not have enough regularity to define boundary values of any
kind.

Similarly as before, we define corresponding dual operators

δ : L2(Ω) → H̊(div;Ω), (2.16)
δ⊥ : H̊(div;Ω) → H̊1(Ω), (2.17)

via ∫
Ω

w · δφdx = −
∫
Ω

∇ ·wφdx, ∀w ∈ H̊(div;Ω), (2.18)∫
Ω

γδ⊥ · u dx = −
∫
Ω

∇⊥γ · u dx, ∀γ ∈ H̊1(Ω). (2.19)

These dual operators with boundary conditions do not coincide with the ∇ and ∇⊥·
operators for smooth functions. We then have the de Rham complex

0→ H̊1(Ω)
∇⊥

−−→ H̊(div;Ω) ∇·−−→ L2(Ω) → 0, (2.20)

and corresponding Helmholtz/Hodge decomposition,

H̊(div;Ω) = ∇⊥H̊1(Ω) ⊕ h̊⊕ δL2(Ω), (2.21)

where
h̊ =

{
v ∈ H̊(div;Ω) : ∇ · v = δ⊥ · v = 0

}
, (2.22)

are the harmonic functions that satisfy the boundary condition (this space has di-
mension zero for a simply connected domain).

Nowwe introduce compatible finite element spaces that mimic the above structure
at the finite dimensional level. Let V0 ⊂ H1, V1 ⊂ H(div), and V2 ⊂ L2 be a sequence
of global finite element spaces defined on a tessellation, Th , of Ω. We say these
spaces are compatible if:
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1. for every ψ ∈ V0, ∇⊥ψ ∈ V1;
2. for every u ∈ V1, ∇ · u ∈ V2; and
3. there exist bounded projections πi , i = 0,1,2, such that the following diagram

commutes.

H1 H(div) L2

V0 V1 V2

∇⊥ ∇·

∇⊥ ∇·

π0 π1 π2

(2.23)

The use of commutative diagrams like (2.23) to prove stability and convergence of
mixed finite element methods for elliptic problems is well known, see Boffi et al.
(2013).

As for all finite element spaces, the definition of these compatible spaces requires
two pieces of information:

1. The polynomial space P(K) that defines the finite element spaces restricted to a
single cell K .

2. The continuity conditions between cells.

For a finite element space to be a subspace of H1(Ω), it must be continuous between
cells; this is just enough continuity to define the weak gradient operator. For a finite
element space to be a subspace of H(div;Ω), only the edge-normal components u · n
need to be continuous (where n is the unit normal vector to the edge between two
cells); this is just enough continuity to define the weak divergence. There are no
continuity requirements for L2(Ω) finite element spaces.

In order to be implementable in practice, the polynomial space P(K) needs to
have a geometric decomposition that is consistent with the continuity conditions. A
geometric decomposition is a basis for P(K) that associates each basis function with
a geometric entity of K (i.e., a vertex, an edge, or K itself). For H1(Ω) functions,
there are two requirements:

1. All basis functions not associated with a vertex must vanish at that vertex.
2. All basis functions not associated with an edge (or the vertices on the edge) must

vanish on that edge.

Continuity can then be ensured by requiring that when two neighbouring cells
share vertices or edges, the corresponding basis functions must have the same basis
coefficients. For H(div) functions, there is the requirement that all basis functions
not associated with an edge (or the vertices on the edge) must have vanishing normal
components on that edge. Similarly, continuity of normal components can then be
ensured by requiring that basis functions on shared edges must have the same basis
coefficients.

These continuity conditions also mean that it is possible to define subspaces with
zero boundary conditions, i.e., V̊0(Ω) ⊂ H̊1(Ω) and V̊1(Ω) ⊂ H̊(div;Ω); the projection
operators π1 and π2 also preserve the boundary conditions. Then the diagram (2.23)
still holds with subspaces appropriately substituted.
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The standard approach to describing the geometric basis for P(K) is to specify
a basis for the dual space P′(K), the space of linear mappings from P(K) → R.
Typically this basis consists of point evaluations (or evaluations of components for
vector-valued spaces) or integrals along edges or over K . The elements of this basis
are referred to as the degrees of freedom of P(K). Diagrams illustrating P′(K) for
the P2,BDM1,P

(DG)
0 compatible spaces are shown in Figure 2.1, with an illustration

of how global continuity conditions are enforced in Figure 2.2.

Fig. 2.1: Diagram showing the degrees of freedom for the P2 ⊂ H1(K) (quadratic
functions), BDM1 ⊂ H(div)(K) (linear vector fields), P(DG)0 ⊂ L2 (constant functions)
spaces on a triangle K . The dots indicate point evaluations whilst the arrows indicate
edge-normal component evaluations. For P2, we see that each edge has 3 point
evaluations, enough to determine a quadratic function restricted to the edge, and
hence no other point evaluations are required to determine the function value there.
Hence the P2 basis functions not associated to that edge will vanish there. Similarly,
for BDM1, each edge has 2 normal component evaluations, enough to determine
the linear function corresponding to the normal component on that edge, and so all
other basis functions will have vanishing normal components there. The gradient of
a quadratic function gives a linear vector field, and the divergence of a linear vector
field is constant, hence we can define a de Rham complex from these spaces.

Some possible choices on triangular meshes for the (V0,V1,V2) tuple are:

• The family (Pr ,BDMr−1,P
(DG)
r−2 ),r ≥ 2, where Pr are the continuous Lagrange

elements of degree r , BDMr−1 is the Brezzi-Douglas-Marini element of degree
r −1, and P(DG)

r−2 are the discontinuous Lagrange elements of degree r −2.
• The family (Pr ,RTr−1,P

(DG)
r−1 ),r > 0. Where,the space RTr−1 denotes the Raviart-

Thomas elements of degree r −1.
On quadrilateral meshes, we can choose:

• The family (Qr ,RTc fr−1,Q
(DG)
r−1 ), where Qr denotes the continuous Lagrange el-

ements on quadrilaterals of degree ≤ r , Q(DG)
r−1 is the discontinuous Lagrange

elements of degree ≤ r −1, and RTc f
r−1 denotes the Raviart-Thomas quadrilateral

elements.
For a complete description of these finite element spaces, see Arnold and Logg
(2014).
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Fig. 2.2: Diagram showing how to “glue together” degrees of freedom in neighbour-
ing cells for the P2 ⊂ H1(K) (quadratic functions), BDM1 ⊂ H(div)(K) (linear vector
fields), P(DG)0 ⊂ L2 (constant functions) spaces on a triangle K . For P2, the values at
vertices and edges are shared between neighbouring elements. This ensures global
continuity of the finite element space. For BDM1 the normal components are shared
between elements that share an edge. This ensures that the global (weak) divergence
can be evaluated.

One important thing to note is that whilst compatible finite element spaces allow
for the operators ∇⊥ and ∇· to map exactly between the finite element spaces V0,
V1, V2, the dual operators δ and δ⊥ are approximated by δ̂ and δ̂⊥ obtained from
definitions above with trial and test functions restricted to the finite element spaces
appropriately.

Let P0, P1, and P2 be L2-projection operators into the compatible spaces V0, V1,
and V2 respectively, i.e.∫

Ω

γP0( f )dx =
∫
Ω

γ f dx, for all γ ∈ V0, (2.24)

with P1 and P2 defined analogously. Then the weak operators δ̃⊥· and δ̃ satisfy

δ̃⊥ · (P1(v)) = P0
(
δ⊥ · v

)
, (2.25)

δ̃(P2( f )) = P1(δ f ), (2.26)

where v and f are arbitrary functions; the dual differential operators commute with
L2-projections into the compatible function spaces.
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2.2 Discontinuous Galerkin scalar advection

The advection of a scalar field q(x,t) by a known velocity field u(x,t) is described
by the equation

∂q
∂t
+ (u · ∇)q = 0. (2.27)

The field q is known initially:

q(x,0) = q0(x). (2.28)

If the domain has a boundary then q must be known for all time on the subset of the
boundary ∂Ω in which u is directed towards the interior of the domain:

q(x,t) = qin(x,t) on ∂Ωinflow. (2.29)

The advection equation is used to describe the evolution of a passive tracer in some
background flow. It iswell known that a standard (continuousGalerkin) finite element
approach to this equation results in oscillations and unphysical solutions. A common
approach, therefore, is to represent the advected quantity q in a discontinuous finite
element space – one that has no continuity requirements at cell boundaries.

We show at the end of this section that the methods we describe lead to an almost-
identical numerical scheme for the continuity equation, which governs the evolution
of the height field in the shallow water equations, per (1.50), and the density field in
the compressible Euler equations, per (1.2). While the potential temperature directly
satisfies an advection equation in the Boussinesq and Euler equations, per (1.22)
and (1.3), for numerical reasons this variable is not in a fully-discontinuous finite
element space. A more specialised advection scheme for this variable is described
in Section 2.4.4.

Let V denote an appropriate space of discontinuous finite element functions,
with q ∈ V . A weak form of the continuous equation in each cell K is obtained by
multiplying by a test function φK ∈ VK and integrating over the cell:∫

K

φK
∂q
∂t

dx+
∫
K

φK (u · ∇)q dx = 0, for all φK ∈ VK , (2.30)

where we explicitly introduce the subscript K since the test functions φK are local
to each cell. At this point, there is no coupling between neighbouring cells. Using
integration by parts on the second term gives∫

K

φK
∂q
∂t

dx =
∫
K

q∇ · (φeu)dx−
∫
∂K

φKqu · nK ds, for all φK ∈ VK , (2.31)

where nK is an outward-pointing unit normal.
The value of q is not well-defined on mesh facets, since q is in a discontinuous

finite element space. It is possible to choose sophisticated ‘flux functions’, but here
we simply choose the upwind value of q with respect to the velocity field, q̃. This
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introduces coupling between neighbouringmesh cells. There are three types of facets
that we may encounter:
1. Interior facets. Here, the value of q from the upstream side, denoted q̃, is used.
2. Inflow boundary facets, where u points towards the interior. Here, the upstream

value is the prescribed boundary value qin.
3. Outflow boundary facets, where u points towards the outside. Here, the upstream

value is the interior solution value q.
We now sum our earlier expression (2.31) over all cells K . The cell integrals

are easy to express, since
∑

K

∫
K
·dx =

∫
Ω
·dx. The interior facet integrals are more

subtle, since each facet in the set of interior facets, which we hereby denote Γ,
appears twice in the sum

∑
K

∫
∂K

. In other words, contributions arise from both of
the neighbouring cells. The exterior facet integrals are easier to handle, since each
facet in the set of exterior facets ∂Ω appears exactly once in the sum

∑
K

∫
∂K

. The
full equations are then∫

Ω

φ
∂q
∂t

dx =
∫
Ω

q∇ · (φu)dx−
∫
Γ

JφuKq̃ dS

−

∫
∂Ωinflow

φqinu · nds−
∫
∂Ωoutflow

φqu · nds, (2.32)

for all φ ∈ V . We use J·K to denote the “jump” of a vector quantity v across a facet:

JvK = v+ · n++ v− · n−. (2.33)

Here, + and − are arbitrary labels for the cells on each side of the facet, and n± is the
unit normal vector pointing outwards from the respective cell. The ∇ in the second
term of (2.32) is technically a ‘broken’ gradient operator, i.e., the usual gradient
restricted to each cell.

A closely-related equation is the scalar continuity equation

∂q
∂t
+∇ · (uq) = 0. (2.34)

Following the same steps as above, integration by parts in a single cell K gives a
slightly different cell integral

∫
K
but an identical surface integral

∫
∂K

. The resulting
global weak form is∫

Ω

φ
∂q
∂t

dx =
∫
Ω

q(u · ∇)φdx−
∫
Γ

JφuKq̃ dS

−

∫
∂Ωinflow

φqinu · nds−
∫
∂Ωoutflow

φqu · nds. (2.35)

As a timestepping scheme, a suitable choice for either of these equations is the
three-stage strong-stability-preserving Runge-Kutta (SSPRK) scheme of Shu and
Osher (1988). For an equation in the abstract form
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∂q
∂t
= L(q), (2.36)

the scheme is

q(1) = qn +∆tL(qn) (2.37)

q(2) =
3
4

qn +
1
4
(q(1)+∆tL(q(1))) (2.38)

qn+1 =
1
3

qn +
2
3
(q(2)+∆tL(q(2))). (2.39)

This numerical scheme is suitable for arbitrary order discontinuous finite elements.
However, if elements of polynomial order p > 0 are used and sharp interfaces are
present, oscillations are likely to appear. If this is undesirable, a slope limiter can be
used, such as that described in Kuzmin (2010). For the SSPRK properties to formally
hold, the limiter should be applied at every stage of the scheme.

2.3 Two-dimensional shallow water system

In this section, we construct a discretisation of the shallow water equations. We
start with the linear shallow water equations, using a discretisation based on the
principles of compatible finite elements. We prove that the discretisation inherits
several desirable properties of the continuous equations. We then extend this to a
discretisation of the nonlinear shallowwater equations. Both the linear and nonlinear
shallow water equations are combined with an implicit timestepping scheme.

2.3.1 Semi-discrete formulation of the linearised shallow water system

A semi-discretisation of the linear shallow water equations, based on compatible
finite elements, was presented in Cotter and Shipton (2012). This discretisation has
several desirable properties, which we summarise here. Most notably, it leads to
steady geostrophic modes on arbitrary meshes. It also inherits a number of conser-
vation properties from the continuous equations, and doesn’t suffer from spurious
pressure modes.

The linear shallow water equations in a rotating frame of reference were given in
(1.57) and (1.58),

∂u

∂t
+ f u⊥ = −g∇h, (2.40)

∂h
∂t
+H∇ · u = 0, (2.41)
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where u and h are the linearised fluid velocity and depth, and u⊥ = ẑ × u. We take
u to be in a finite element space V1 ⊂ H(div), and h to be in a finite element space
V2 ⊂ L2, assuming that V1 and V2 are compatible, as defined in Section 2.1. We then
follow the usual finite element approach of multiplying the equations by arbitrary test
functions w ∈ V1 and φ ∈ V2, integrating over the domain Ω, and using integration
by parts to move the derivative off the discontinuous variable h. If the domain has
no boundary (e.g., a periodic rectangle, or the surface of a sphere), the resulting
boundary integrals can be omitted. On such a domain, a discretisation of (2.40) and
(2.41), in space only, is∫

Ω

w ·
∂u

∂t
dx+

∫
Ω

w ·
(
f u⊥

)
dx =

∫
Ω

(∇ ·w)gh dx,∫
Ω

φ
∂h
∂t

dx+H
∫
Ω

φ∇ · u dx = 0,

(2.42)

(2.43)

for all w ∈ V1 and φ ∈ V2. We explore several properties of this discretisation in the
following subsections.

Conservation of energy

In Section 1.1.4, we saw that the linear shallow water equations conserve energy, per
(1.60). Our semi-discretisation inherits this property, as we may verify directly,

∂E
∂t
=

∫
Hu ·

∂u

∂t
+gh

∂h
∂t

dx,

=

∫
H(∇ · u)gh−H f u · u⊥︸     ︷︷     ︸

=0

−ghH∇ · u dx = 0,

where we used Hu and gh as test functions in (2.42) and (2.43) respectively. This is
possible when H and g are constants, but the proof can be extended to the variable
H and g case (Cotter and Kirby, 2016). The perturbation energy E is therefore
conserved.

Local mass conservation

Local mass conservation is a desirable, and sometimes essential, property for geo-
physical models since it prevents spurious loss or gain of mass. In our compatible
finite element formulation, the discontinuous V2 space contains the “local indicator
functions”: functions which are 1 in a particular element, and 0 in all others. Taking
φ to be the local indicator function for an element K , (2.43) gives

d
dt

∫
K

h dx+H
∫
K

∇ · u dx = 0. (2.44)
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Applying Gauss’s theorem and rearranging then gives

d
dt

∫
K

h dx = −H
∫
∂K

u · ndS, (2.45)

where n is the unit outward normal vector for the boundary ∂K . The ‘mass’ (total
fluid volume) in each cell therefore only changes due to fluxes through the boundary
of the cell. We now show that any pair of neighbouring cells have a consistent view
of the mass flux between them. Since V1 defines a space of vector-valued functions
with continuous normal components on cell facets, neighbouring cells agree on the
value of u · n on the boundary between them. The cells therefore agree on the flux
of h through the boundary, implying local mass conservation.

Absence of spurious pressure modes

A principal reason the Arakawa C-grid is used in finite difference methods for
atmosphere and ocean flows is that the discretisation does not suffer from a corrupting
pressure mode. Such a mode can rapidly pollute the numerical solution in the
presence of nonlinearities, boundary conditions, and forcing. In our case, pressure
modes are related to the discretised gradient ∇̃h, where h ∈ V2, and is defined via
integration by parts to satisfy∫

Ω

w · ∇̃h dx = −
∫
Ω

∇ ·wh dx, for all w ∈ V1. (2.46)

Intuitively, a spurious pressure mode is a field h which is not uniform, but whose
discrete gradient is apparently zero: ∇̃h ≈ 0. More formally, we can say that the finite
element pair (V1,V2) is free of spurious pressure modes if there exists a constant γ,
independent of the maximal diameter1 of the tessellation, such that for all h ∈ V2,
there is a corresponding u ∈ V1 with∫

Ω

h∇ · u dx ≥ γ‖h‖L2 ‖∇ · u‖L2 . (2.47)

This is identical to the classical finite element inf–sup condition. Traditionally, this
has been proven on an ad-hoc basis for individual pairs of finite element spaces
(V1,V2). However, where V1 and V2 are generated from the ideas of finite element
exterior calculus (FEEC), the condition is automatically satisfied. The details of this
result are discussed by Arnold et al. (2006, §7).

1 For triangles in a triangulation, the maximum edge length.
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Steady geostrophic modes

Another desirable property is that the system should support steady, geostrophically-
balanced states. The proof that this holds for our scheme follows from the existence of
a discrete Helmholtz decomposition of functions in V1. We introduce the compatible
finite element space V0 ⊂ H1. For any ψ ∈ V0 and φ ∈ V2, we then have∫

Ω

∇⊥ψ · ∇̃φdx =
∫
Ω

(
∇ ·∇⊥ψ

)
φdx = 0. (2.48)

This uses various compatible finite element identities: ψ ∈V0 =⇒ ∇
⊥ψ ∈V1. We can

then apply (2.46), taking w = ∇⊥ψ. Finally, the vector calculus identity ∇ · ∇⊥ ≡ 0
leads to (2.48), which shows that ∇⊥ : V0→V1 and ∇̃ : V2→V1 map onto orthogonal
subspaces of V1. This means there exists an injective mapping between elements of
V1 and elements of V0×V2, defining a discrete Helmholtz decomposition:

u = ∇⊥ψ+ ∇̃φ+ h, (2.49)

for ψ ∈ V0, φ ∈ V2, and h ∈ H ⊂ V1 is a harmonic velocity field, where

H =

{
w ∈ V1 | ∇ ·w = 0,

∫
Ω

w · ∇⊥ψ dx = 0, for all ψ ∈ V0

}
. (2.50)

Again, this construction is provenmore generally using the results of FEEC inArnold
et al. (2006, 2010).

To show that the formulation (2.42)–(2.43) admits steady geostrophic modes, we
need to show that any divergence-free velocity field u has a corresponding depth
field h such that the system is in equilibrium. Ignoring the harmonic component of
the velocity field, which is just a constant, we have u = ∇⊥ψ for some ψ ∈ V0. We
then define h to satisfy

g

∫
Ω

φh dx =
∫
Ω

f φψ dx, (2.51)

for all φ ∈ V2. With this choice of h, the velocity field is steady: the velocity evolution
equation (2.42) gives, for all test functions w ∈ V1,

d
dt

∫
Ω

w · u dx = −
∫
Ω

w ·
(
f u⊥

)
dx+g

∫
Ω

(∇ ·w)h dx

= −

∫
Ω

f w ·
(
∇⊥ψ

)⊥ dx+g
∫
Ω

(∇ ·w)h dx

=

∫
Ω

f w · ∇ψ dx+g
∫
Ω

(∇ ·w)h dx

= −

∫
Ω

f (∇ ·w)ψ dx+g
∫
Ω

(∇ ·w)h dx

= 0. (2.52)
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We use integration by parts between the third and fourth line; the functions have
sufficient continuity. We also use the fact that ∇·w ∈V2, and can hence take φ = ∇·w
in (2.51) to show that the two terms in the fourth line are equal and opposite. We can
also show the depth field is steady: for all test functions φ ∈ V2,

d
dt

∫
Ω

φh dx = −H
∫
Ω

φ∇ · u dx = 0, (2.53)

since u was assumed divergence-free. Therefore, this discretisation supports steady
geostrophic modes.

2.3.2 Fully discrete formulation of the linear shallow water equations

On reasonably-uniform meshes, an implicit scheme is not necessary, and the semi-
discretisation (2.40)–(2.41) can be efficiently combined with a simple explicit
method. However, in preparation for the complicated implicit formulations used
in three-dimensional models, we use implicit midpoint (trapezoidal) timestepping
here. A further benefit is that this timestepping scheme preserves quadratic invariants,
in this case the perturbation energy.

Given un and hn at time tn, the fully discrete problem is to find un+1 ∈ V1 and
hn+1 ∈ V2 at time tn+1 = tn +∆t. These satisfy∫

Ω

w · un+1 dx+
∆t
2

∫
Ω

w · f
(
un+1

)⊥
dx

−
g∆t

2

∫
Ω

hn+1∇ ·w dx = −Rn
u[w],

H∆t
2

∫
Ω

φ∇ · un+1 dx+
∫
Ω

φhn+1 dx = −Rn
h [φ],

(2.54)

(2.55)

for all w ∈ V1 and φ ∈ V2, where the right-hand side functionals are defined as

Rn
u[w] =

∫
Ω

w · un dx−
∆t
2

∫
Ω

w · f (un)
⊥ dx+

g∆t
2

∫
Ω

hn∇ ·w dx,

Rn
h [φ] = −

H∆t
2

∫
Ω

φ∇ · un dx+
∫
Ω

φhn dx.

(2.56)

(2.57)

The implementation of this scheme is discussed in Section 4.1.
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2.3.3 Semi-discrete formulation of the nonlinear shallow water
equations

The nonlinear shallow water equations in a rotating frame were presented in (1.49)–
(1.50). We use the form of the momentum equation given in (1.51):

∂u

∂t
+ (∇⊥ · u+ f )u⊥+∇

(
g(h+ηb)+

1
2
|u |2

)
= 0, (2.58)

∂h
∂t
+∇ · (uh) = 0. (2.59)

The variables u and h are the velocity and fluid depth, and we have included
a bathymetry term ηb . Our discretisation extends the discretisation of the linear
shallow water equations in Section 2.3.1, and is related to the discretisation of the
incompressible Euler equations given in Natale and Cotter (2018).

We use a discontinuous Galerkin method for the continuity equation (2.59), as
was presented in Section 2.2. In the momentum equation (2.58), the main difficulty
is in representing the (∇⊥ · u)u⊥ term, since there is insufficient continuity in u
to meaningfully evaluate the derivative. Instead, we take the inner product with a
test function w and integrate by parts, choosing the upwind value of u on the cell
boundaries:

−

∫
Ω

u · ∇⊥(u⊥ ·w)dx+
∫
Γ

[
n⊥(u⊥ ·w)

]
· ũ dS. (2.60)

As in Section 2.2, Γ denotes the set of interior facets in the mesh and ũ denotes the
upwind value of u on each facet. The ∇⊥ is again a (rotated) broken gradient. [v]
denotes the quantity v++ v−.

Our semi-discrete finite element formulation is as follows: find u ∈ V1, h ∈ V2
such that∫

Ω

w ·
∂u

∂t
dx−

∫
Ω

u · ∇⊥(u⊥ ·w)dx+
∫
Γ

[
n⊥(u⊥ ·w)

]
· ũ dS

+

∫
Ω

w · ( f u⊥)dx−
∫
Ω

∇ ·w

(
g(h+ηb)+

1
2
|u |2

)
dx = 0,∫

Ω

φ
∂h
∂t

dx−
∫
Ω

h(u · ∇)φdx+
∫
Γ

JuφKh̃ dx = 0,

(2.61)

(2.62)

for all test functions w ∈ V1, φ ∈ V2. This scheme has no particular conservation
properties beyond local and global mass conservation.

For the interested reader, an energy-conserving formulation can be obtained by
introducing a mass flux variable F ≈ uh, defined as the L2 projection F = π1(uh).
One then replaces u by F/h in the momentum equation (2.61), and uses the conti-
nuity equation ∂h

∂t +∇ ·F = 0. A scheme that conserves mass, energy, and potential
enstrophy was given in McRae and Cotter (2014); this introduced extra variables
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representing mass flux and potential vorticity. Other sophisticated discretisations can
be found in Bauer and Cotter (2018); Shipton et al. (2018).

2.3.4 Fully discrete formulation of the nonlinear shallow water
equations

We discretise (2.61) and (2.62) using the implicit midpoint rule. This implies the
residuals Ru[w;un+1,hn+1] and Rh[φ;un+1,hn+1] should equal zero for all w ∈ V1
and all φ ∈ V2, where

Ru[w;un+1,hn+1] =

∫
Ω

w ·
un+1− un

∆t
dx

−

∫
Ω

un+ 1
2 · ∇⊥

(
(u⊥)n+

1
2 ·w

)
dx

+

∫
Γ

[
n⊥

(
(u⊥)n+

1
2 ·w

)]
· ũn+ 1

2 dS

+

∫
Ω

w · f (u⊥)n+
1
2 dx

−

∫
Ω

∇ ·w

(
g
(
hn+ 1

2 +ηb

)
+

1
2
|un+ 1

2 |2
)

dx, (2.63)

and

Rh[φ;un+1,hn+1] =

∫
Ω

φ
hn+1− hn

∆t
dx

−

∫
Ω

hn+ 1
2

(
un+ 1

2 · ∇

)
φdx

+

∫
Γ

r
φun+ 1

2

z
h̃n+ 1

2 dS, (2.64)

with un+ 1
2 = 1

2 (u
n+1+ un), and hn+ 1

2 = 1
2 (h

n+1+ hn).
This discretisation is unconditionally stable, but requires the solution of a nonlin-

ear coupled system of equations for un+1 and hn+1. One could use Newton’s method
directly, but this has some disadvantages. The Jacobian must be reassembled each
iteration. If using a Krylov method to solve the linear system, the operator is diffi-
cult to precondition; if using a direct method, the factorisation must be recalculated
repeatedly. Instead, we use an approximate Jacobian, obtained by linearising around
a fixed background profile. This is state-independent, easier to precondition, and
allows reuse of a sparse LU factorisation. To control the reduction of the nonlinear
residual, we apply a number of Picard iterations towards the solution of the implicit
midpoint system. As long as this approximate Jacobian is not too far from the true
Jacobian, the nonlinear residuals Ru and Rh can still be made arbitrarily small.
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The quasi-Newton/Picard iteration scheme is summarised as follows. First, we
define a sequence of approximations v0,v1,v2, . . ., and p0,p1,p2, . . . to un+1 and hn+1

respectively, with v0 = un and p0 = hn. Next, we define the increments δvk and δpk ,
with

vk+1 = vk + δvk, pk+1 = pk + δpk . (2.65)

These increments are chosen to satisfy the linear finite element problem∫
Ω

w · δvk dx+
∆t
2

∫
Ω

w · f
(
δvk

)⊥
dx

−
g∆t

2

∫
Ω

δpk∇ ·w dx = −Ru[w; vk,pk], (2.66)

H∆t
2

∫
Ω

φ∇ · δvk dx+
∫
Ω

φδpk = −Rh[φ; vk,pk], (2.67)

where the residual functionals Ru and Rh are as defined above. Here, we have
reused the Jacobian from the linear shallow water equations, per (2.54) and (2.55),
equivalent to linearising about a base layer depth H at rest. We implement this
scheme in Section 4.3, making some further extensions.

2.4 Three-dimensional formulations

The two-dimensional formulations of Section 2.3 provides a useful stepping stone
for the development of compatible finite element methods for geophysical flows.
As in the previous section, we begin by defining a compatible sequence of finite
element spaces in three dimensions. We note here that the extension of vertical grid
staggering of finite difference methods to finite element methods, including higher-
order elements, was introduced by Guerra and Ullrich (2016). For our purposes,
we consider the use of three-dimensional spaces that have the same structure in the
vertical.

2.4.1 Compatible spaces in three dimensions

As before, a sequence of finite element spaces can be described as “compatible” if
there exist bounded projections πi , such that we have a commutative diagram (2.68),
as described in Arnold et al. (2006).

H1 H(curl) H(div) L2

W0 W1 W2 W3

∇ ∇× ∇·

∇ ∇× ∇·

π0 π1 π2 π3

(2.68)
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Wenow formally definewhat wemean by “compatible” finite element spaces in three
dimensions. LetW0 ⊂ H1,W1 ⊂ H(curl),W2 ⊂ H(div), andW3 ⊂ L2 be a sequence of
finite element spaces. We say these spaces are compatible if the following properties
hold:

1. for every ψ ∈W0, ∇ψ ∈W1;
2. for every q ∈W1, ∇× q ∈W2;
3. for every u ∈W2, ∇ · u ∈W3; and
4. there exist bounded projections πi , i = 0,1,2,3, such that the diagram (2.68)

commutes.

In a compatible finite element discretisation of three-dimensional compressible
systems (such as the Euler equations), velocities are chosen from the space W2 and
density from W3. We will discuss how temperature is handled momentarily. In large
scale models, the computational domain is quite thin, therefore cells have a much
greater extent in the horizontal direction than the vertical. As a result, cells are
aligned in vertical columns, otherwise any large horizontal errors in pressure would
be coupled into the hydrostatic relation

∂p
∂z
= −gρ. (2.69)

This causes the discretisation to generate spurious modes that rapidly degrade the
state of hydrostatic balance. It was shown in Natale et al. (2016) that a vertically
alignedmesh in tandemwith compatible finite element spaces leads to a well-defined
hydrostatic pressure.

2.4.2 Linearised gravity wave system

The following linear gravity wave problem for pressure p, velocity u, and buoyancy
b can be obtained by linearising the the Boussinesq equations. For simplicity, we
neglect the effects of rotation, but they can easily be incorporated into the resulting
system. The model is given by

∂u

∂t
= −∇p+ bẑ, (2.70)

∂p
∂t
= −c2∇ · u, (2.71)

∂b
∂t
= −N2u · ẑ, (2.72)

where c is the speed of sound and N is the Brunt-Vaisälä frequency with N2 ≡
g∂zθ0/θ0, and θ0 is a background profile for potential temperature. We enforce the
strong boundary condition u · n = 0 at the upper and lower boundary of the domain
Ω. We assume that Ω has no horizontal boundaries, such as a spherical shell.
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To construct the relevant compatible finite element spaces, we consider the fol-
lowing one- and two-dimensional de Rham complexes

U0

d
dz
−−→U1, V0

∇
−→ V1

∇·
−−→ V2. (2.73)

Here, we are taking the one-dimensional complex to be a complex defined in the
vertical direction. By taking the tensor product of the two-dimensional complex with
the vertical complex, we can construct a three-dimensional complex

W0
∇
−→W1

∇×
−−→W2

∇·
−−→W3, (2.74)

where

W0 = V0 ⊗U0, (2.75)
W1 = [V1 ⊗U0] ⊕ [V0 ⊗U1], (2.76)
W2 = [V2 ⊗U0] ⊕ [V1 ⊗U1], (2.77)
W3 = V2 ⊗U1. (2.78)

For velocity and pressure, we seek u ∈ W̊2, and p ∈W3. The space W̊2 is the subspace
of W2 whose normal components vanish on the boundary of the domain – this
enforces the strong boundary condition on u. For the buoyancy b, we use the finite
element spaceWb , whereWb is the scalar “vertical” part ofW2. Using the definition of
W2,Wb is the product elementV2⊗U0. Functions inWb are, in general, discontinuous
in the horizontal direction, but continuous in the vertical. This combination of finite
element spaces for u and b is a finite element extension of the vertically staggered
Charney–Phillips grid (Charney and Phillips, 1953).

The semi-discrete compatible finite element formulation of the gravity wave
problem is then: find u ∈ W̊2, p ∈W3 and b ∈Wb such that∫

Ω

w ·
∂u

∂t
dx−

∫
Ω

∇ ·wpdx−
∫
Ω

w · bẑ dx = 0, (2.79)∫
Ω

φ
∂p
∂t

dx+ c2
∫
Ω

φ∇ · u dx = 0, (2.80)∫
Ω

γ
∂b
∂t

dx+N2
∫
Ω

γu · ẑ dx = 0, (2.81)

for all w ∈ W̊2, φ ∈ W3, and γ ∈ Wb . Note that all surface integrals arising from
integrating by parts vanish due to the presence of the strong boundary conditions.
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2.4.3 Implicit discretisation of the gravity wave system

As with the two-dimensional nonlinear shallow water system of the previous section,
we solve the problem by finding increments at time level n: δu(n), δp(n) and δb(n),
where

u(n+1) = u(n)+ δu(n), (2.82)

p(n+1) = p(n)+ δp(n), (2.83)

b(n+1) = b(n)+ δb(n). (2.84)

In a similar manner, we use the θ-method to define the intermediate quantities u∗,
p∗, and b∗ as the following:

u∗ = u(n)+ (1− θ)δu(n), (2.85)

p∗ = p(n)+ (1− θ)δp(n), (2.86)

b∗ = b(n)+ (1− θ)δb(n). (2.87)

For this example, we take θ = 1/2. After substituting our definitions for the δ-
quantities, the intermediate quantities, and rearranging, the fully discrete system
then reads: find the next increments δu(n+1) ∈ W̊2, δp(n+1) ∈W3, δb(n+1) ∈Wb such
that ∫

Ω

w · δu(n+1) dx−
∆t
2

∫
Ω

∇ ·wδp(n+1) dx

−
∆t
2

∫
Ω

w · δb(n+1) ẑ dx = Rw,∫
Ω

φδp(n+1)+
∆t
2

c2
∫
Ω

φ∇ · δu(n+1) dx = Rφ,∫
Ω

γδb(n+1) dx+
∆t
2

N2
∫
Ω

γδu(n+1) · ẑ dx = Rγ,

(2.88)

(2.89)

(2.90)

for all w ∈ W̊2, φ ∈W3, γ ∈Wb , where the residuals are defined as

Rw := ∆t
∫
Ω

∇ ·wp(n) dx+∆t
∫
Ω

w · b(n) ẑ dx,

Rφ := −∆tc2
∫
Ω

φ∇ · u(n) dx,

Rγ := −∆tN2
∫
Ω

γu(n) · ẑ dx.

(2.91)

(2.92)

(2.93)

Note that setting θ = 1/2 corresponds to choosing implicit mid-point as the time
discretisation. Since our problem is linear, this is also a special case of the Crank–
Nicolson method (Crank and Nicolson, 1947).
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2.4.4 An advection scheme for potential temperature

In the fully compressible system, as well as the nonlinear Boussinesq equations for
the ocean, the advection of potential temperature appears in the equations as

Dθ
Dt
=
∂θ

∂t
+ (u · ∇)θ = 0. (2.94)

The temperature variable, much like the buoyancy term of the linearised gravity
wave problem, is in a finite element space with only a partial degree of continuity; it
is continuous between cells in the vertical, but discontinuous in the horizontal. We
denote this space asWθ , and it is constructed similarly toWb of the previous section.

For θ ∈Wθ , applying integration by parts in a column of cells C gives∫
C

γ
∂θ

∂t
dx−

∫
C

θ∇ · (γu) dx+
∫
∂Cz

γθu · ndS = 0, (2.95)

for all γ ∈Wθ , where ∂Cz is the set of vertical facets of the cell column; integrals
over the horizontal facets vanish due to the continuity of Wθ . Taking the upwind
value of θ and integrating over the entire mesh gives∫

Ω

γ
∂θ

∂t
dx−

∫
Ω

θ∇ · (γu) dx+
∫
E◦z

JγuKθ̃ dS = 0, (2.96)

for all γ ∈ Wθ , where E◦z is the set of vertical interior facets of the mesh. Now
integrate (2.96) by parts again, this time without taking the upwind value of θ, to
obtain our advection equation∫

Ω

γ
∂θ

∂t
dx+

∫
Ω

γu · ∇θ dx+
∫
E◦z

JγuKθ̃ − JγuθKdS = 0, (2.97)

for all γ ∈Wθ . Note that due to the continuity between vertical cells, the method is
unstable and requires a stabilisation term. The Streamline Upwind Petrov-Galerkin
(SUPG) method can be applied here, with vertically upwinded test functions,

γ 7→ γ+α∆z (ŵ · ∇)γ, (2.98)

where α is the SUPG parameter, ∆z is the vertical grid spacing, and ŵ is a unit vector
field pointing in the direction of the vertical component of the velocity u.

An alternative approach, which avoids using the SUPG scheme, is to embed θ into
a fully discontinuous space, like W3, and apply the standard DG advection scheme
(2.32) using SSPRK; this approach is stable for suitably small time-steps. Finally,
the resulting field is projected (via a standard Galerkin projection) back into Wθ . We
note that while slope limiters are not typically necessary for the temperature field,
certain tracers may be stored in the space Wθ for physics-dynamics coupling. These
tracers may indeed require the use of a slope limiter to avoid corrupted solutions.
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Recent work on slope limiters for these partially-continuous spaces can be found in
Cotter and Kuzmin (2016).

2.4.5 Nonlinear compressible equations

In this section, we apply the compatible finite element techniques discuss thus far
on the fully compressible system for the atmosphere (summarised in Section 1.1.1).
Compared with those equations, we make a few adjustments following Wood et al.
(2014). We replace the geopotential term ∇Φ by simply g ẑ, and we eliminate the
pressure p by replacing 1

ρ∇p with cpθ∇Π, where Π is the Exner pressure

Π =

(
Rdρθ

p0

) κ
1−κ

, (2.99)

where p0 is a reference pressure and κ = Rd/cp . We also neglect any viscous forcing
and source/sink terms. Our equations are then

∂u

∂t
+ (u · ∇)u+2Ω× u = −θ∇Π−g ẑ, (2.100)

∂θ

∂t
+ u · ∇θ = 0, (2.101)

∂ρ

∂t
+∇ · (ρu) = 0. (2.102)

Note that within the given formulation, the pressure can be determined via the
equation of state p = ρRdT combined with the definition of Π in (2.99) and the
definition of potential temperature:

θ = T
(

p0
p

)κ
. (2.103)

Due to the presence of the horizontally-discontinuous variable θ, we obtain a non-
vanishing surface term when integrating the momentum equation (2.100) by parts.
Multiplying the pressure gradient term cpθ∇Π by a test function and integrating by
parts over a vertical column of cells C, we have∫

C

w ·
(
cpθ∇Π

)
dx =

∫
∂Cz

cpΠθw · ndS−
∫
C

cpΠ∇h · (θw) dx, (2.104)

where ∇h is the broken gradient operator obtained by evaluating the gradient point-
wise in each cell. Taking the column-local contributions (2.104) and summing over
all columns of the mesh, we obtain∫

Ω

w ·
(
cpθ∇Π

)
dx =

∫
E◦z

cpJθwK{{Π}}dS−
∫
Ω

cpΠ∇h · (θw) dx, (2.105)
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where {{·}} is the “average” operator for scalars,

{{Π}} =
1
2

(
Π
++Π−

)
. (2.106)

Note that there are no jumps in the horizontally aligned facets since JθwK = 0. When
using the lowest-order Raviart-Thomas elements on quadrilateral-faced hexahedra
(such as cubes), it can be shown that this discretisation reduces to the finite difference
discretisation currently used in the Met Office Unified Model as described in Wood
et al. (2014).

For equations (2.101) and (2.102), we can use the previously mentioned advection
schemes for θ and ρ. For ρ, we can apply standard DG advection and we use the
SUPG stabilisation scheme for θ. This leads to the following compatible finite
element formulation (semi-discrete): find u ∈W2, ρ,Π ∈W3, and θ ∈Wθ such that∫

Ω

w ·
∂u

∂t
dx+

∫
Ω

w · ((u · ∇)u) dx+
∫
Ω

w ·2Ω× u dx

−

∫
Ω

cpΠ∇h · (θw) dx+
∫
E◦z

cpJθwK{{Π}}dS

+

∫
Ω

gw · ẑ dx = 0, (2.107)∫
Ω

(γ+α∆z(ŵ · ∇)γ)
∂θ

∂t
dx+

∫
Ω

(γ+α∆z(ŵ · ∇)γ)u · ∇θ dx

+

∫
E◦z

J(γ+α∆z(ŵ · ∇)γ)uKθ̃ − J(γ+α∆z(ŵ · ∇)γ)uθKdS = 0, (2.108)∫
Ω

φ
∂ρ

∂t
dx−

∫
Ω

φ (u · ∇h) ρdx+
∫
E◦

JφuKρ̃dS = 0, (2.109)

for all w ∈W2, φ ∈W3, and γ ∈Wθ . One additional equation is required to close the
system, so we use the Galerkin projection equation for the Exner pressure:∫

Ω

φΠ dx−
∫
Ω

φ

(
Rdρθ

p0

) κ
1−κ

dx = 0 for all φ ∈W3. (2.110)

Equations (2.107)–(2.110) make up the compatible finite element formulation of the
three-dimensional compressible Euler equations. The properties of the discretisation,
as well as numerical studies, are still currently undergoing research.



Chapter 3
Firedrake

The Firedrake project is an automated system for solving variational problems us-
ing the finite element method (Rathgeber et al., 2016). “Automated” in this context
means that the user specifies the finite element problem symbolically using high
level code that reflects the mathematical description of the variational form. The
high performance implementation of the assembly operations for the discrete lin-
ear and bilinear operators is then generated by a sequence of specialised compiler
passes which apply symbolic mathematical transformations to the input equations
to ultimately produce C (and C++) code. Firedrake compiles this code and executes
it to create a linear system, which is solved by PETSc (Balay et al., 1997, 2018a,b).
Nonlinear systems can be automatically linearised and solved with a Newton-like
method, or the user can specify a linearisation symbolically and code their own
Picard iteration or similar.

In comparison with conventional finite element libraries, and even more so with
hand written code, Firedrake provides a much higher productivity mechanism for
solving finite element problems while simultaneously applying sophisticated per-
formance optimisations that few users would have the resources to code by hand.
Firedrake builds on the concepts and some of the code of the FEniCS project (Logg
et al., 2012) and also shares similarities with FreeFEM++ (Hecht, 2012). In contrast
with both of those projects, Firedrake has a number of features which are required in
order to effectively employ compatible finite element formulations for geophysical
fluid dynamics. Of particular importance in this regard are Firedrake’s support for
extruded meshes, a full range of tensor product elements, and composable operator-
aware preconditioners.

3.1 A mixed Poisson example

Consider the homogeneous Dirichlet problem for the two-dimensional Poisson equa-
tion,

39
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−∇ ·∇u = f in Ω, (3.1)
u = 0 on ∂Ω, (3.2)

where Ω = [0,1]2 is the unit square and f (x,y) = −2(x−1)x−2(y−1)y. This has an
analytic solution u(x,y) = x(1− x)y(1− y). By introducing the flux σ = −∇u, we can
reformulate the problem above as the first-order system of equations

σ+∇u = 0 in Ω, (3.3)
∇ ·σ = f in Ω, (3.4)

u = 0 on ∂Ω. (3.5)

The corresponding weak formulation of the mixed system above is posed as follows:
find (σ,u) ∈ H(div)× L2 such that∫

Ω

σ ·τ dx−
∫
Ω

∇ ·τudx = 0, (3.6)∫
Ω

v∇ ·σ dx =
∫
Ω

f v dx, (3.7)

for all test functions (τ,v) ∈ H(div) × L2. One option would be to seek σ ∈ [H1]2

using the space of continuous piece-wise linear polynomials, and seek u in the space
of piece-wise constant functions. Mathematically, finding σ ∈ [H1]2 is sound, as
H1 ⊂ H(div). However, this method is provably unstable. The simplest stable pair
involves using the lowest-order Raviart-Thomas (RT) triangular elements (Raviart
and Thomas, 1977) for σ, and the space of piece-wise constants for u. At lowest-
order, the RT space consists of vector-valued functions whose normal component on
each edge of a triangular cell are constant, and continuous between adjacent cells.
This space is a subspace of H(div), but not of H1. The difference between the stable
and unstable methods are illustrated in Figure 3.1.

Let’s return to equations (3.6) and (3.7), and consider the computation behind
Figure 3.1b. Let Ω be a triangulation of the unit square, let U be the lowest order
Raviart-Thomas element onΩ, and letV be the space of piecewise constant functions
on Ω. The discrete variational problem is then: find (σ,u) ∈ U ×V such that∫

Ω

σ ·τ dx−
∫
Ω

u∇ ·τ dx = 0, (3.8)∫
Ω

∇ ·σv dx =
∫
Ω

f v dx, (3.9)

for all test functions (τ,v) ∈ U ×V . Firedrake user code is written in Python, so the
first step is to import the Firedrake module:

1 from firedrake import *

Next we need a mesh. For simple domains such as the unit square, Firedrake
provides built-in meshing functions:
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(a) The unstable method. (b) Lowest-order RT method (stable).

Fig. 3.1: The results of using an unstable and stable discretisation of equations (3.6)
and (3.7). In both cases, u lies in the space of piece-wise constant functions. In the
unstable case,σ lies in the space of continuous piece-wise linear vector polynomials,
leading to an oscillatory solution in u; in the stable method, σ is in the lowest-order
RT space, leading to an accurate approximation (up to discretisation error) of the
true solution.

2 mesh = UnitSquareMesh(16, 16)

We also need the function spaces U and V . This is achieved by associating the
mesh with the relevant finite element:

3 U = FunctionSpace(mesh, "RT", 1)
4 V = FunctionSpace(mesh, "DG", 0)

U, and V are now symbolic variables representing function spaces. They also
contain the computational implementation of the function space, recording the asso-
ciation of degrees of freedom with the mesh and pointing to the finite element basis,
but the user does not usually need to pay any attention to this: the function space just
behaves as a mathematical object. Since function spaces are mathematical symbols,
we can combine them in the natural way to create the mixed function space on which
the problem is posed:

5 W = U * V

The Firedrake user writes the variational problem symbolically in mathematical
notation.We therefore need the symbols for the trial functions (σ,u) and test functions
(τ,v):

6 sigma, u = TrialFunctions(W)
7 tau, v = TestFunctions(W)

The other symbol in the variational problem is the forcing function f . There are
various choices for the mathematical representation of f , but we will represent it as
a function in the finite element space V :
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8 f = Function(V)

The values that f takes over the domain are given by an explicit formula in terms
of the coordinate field of the mesh. Firedrake provides access to symbols for the
coordinates which can then be used to interpolate the field values at the nodes of f :

9 x, y = SpatialCoordinate(mesh)
10 f.interpolate(-2*(x-1)*x - 2*(y-1)*y)

This last line is the first point at which Firedrake transforms a symbolic operation
into a numerical computation. The interpolate method generates C code which
evaluates this expression at the nodes of f , and immediately executes it to populate
the values of f .

We are now in a position to define our variational problem:

11 a = (dot(tau, sigma) - u*div(tau) + div(sigma)*v)*dx
12 L = f*v*dx

observe that this is simply a plain text representation of (3.8) and (3.9) with
the integral over the domain represented by multiplication by the measure dx. This
representation of variational problems is called the Unified Form Language (UFL)
and was created for the FEniCS project (Alnæs et al., 2014). Firedrake adopts
UFL both because it provides a powerful mathematical mechanism for specifying
variational problems, and to provide users with a largely identical user interface
between Firedrake and FEniCS.

We finally now come to solve the variational problem. We do this by defining a
function in the solution spaceW to hold the solution, and simply instructing Firedrake
to solve the system:

13 w = Function(W, name="Solution")
14 solve(a == L, w)

The last line once again converts symbolic mathematics into a computation. Fire-
drake’s compiler, TSFC (Homolya et al., 2018), generates the code which assembles
the sparse matrix for the left hand side and the vector on the right. This code is then
executed to create the matrix and vector, and the resulting system is passed to PETSc
for solution. As we shall see later, the solution process is also fully programmable,
enabling the creation of sophisticated solvers by composing together multiple layers
of Krylov methods and preconditioners such as geometric or algebraic multigrid.

3.2 Extruded meshes

The domains in which geophysical flows occur are typically a thousand times wider
than they are deep. For instance the troposphere is approximately 10km deep while
the circumference of the Earth is around 40 000km. Similarly, ocean basins are
typically thousands of metres deep, but thousands of kilometres across. In addition to
the domain anisotropy, the orientation of the gravitational acceleration, and hence of
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Fig. 3.2: An extruded mesh of the cubed sphere with 32×32 quadrilaterals per cube
face (refinement level 5) and 20 layers.

stratification, results in a large scale and process separation between the vertical and
horizontal directions. This separation motivates the near-universal choice of meshes
which, while they may be structured or unstructured in the horizontal dimension,
are composed of vertically aligned layers of cells. Firedrake supports this using the
concept of an extruded mesh. An extruded mesh is constructed by taking a one- or
two-dimensional base mesh and replicating it as a series of connected layers.

Firedrake attempts to reflect the mathematical structure of the problem studied,
so an extruded mesh is formed by applying an extrusion operation to a base mesh.
In the case of Figure 3.2, that is:

3 base_mesh = CubedSphereMesh(radius=6400.e6, refinement_level=5,
4 degree=2)
5 mesh = ExtrudedMesh(base_mesh, layers=20, layer_height=10,
6 extrusion_type="radial")

This creates an extruded cubed sphere mesh with 25 quadrilateral cells along each
cube edge and using biquadratic quadrilaterals to approximate the curved surface of
the sphere. The construction of manifold meshes, such as the surface of a sphere, is
facilitated by the technology developed in Rognes et al. (2013). There are 20 layers,
each of which is 10m high. Many other variations are possible, including variable
layer height and different numbers of layers in different parts of the domain. The
latter is particularly useful for ocean simulations.
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3.3 Compatible finite elements on product cells

The cells of extruded meshes are a product of a base cell and a vertical interval cells.
The construction of finite element approximations on extruded meshes therefore
demands the ability to specify finite element spaces on these product cells. Firedrake
supports the construction product finite element spaces, which may be manipulated
to give the desired continuity properties for constructing H1, H(curl), H(div), and
L2 spaces on extruded meshes. The implementation details are discussed in McRae
et al. (2016).

As we have seen before, creating a function space on non-extruded meshes uses
the following syntax:

V = FunctionSpace(mesh, "CG", 1)

While this sufficient for many cases, Firedrake also offers a more flexible means of
instantiating more complex function spaces. Using the more general syntax:

V = FunctionSpace(mesh, element)

where element is a UFL FiniteElement Python object, we can construct
more involved finite element spaces by generating and manipulating existing
FiniteElement objects. The will enable us to generate finite elements on prod-
uct cells by taking tensor products of individual finite elements with other element
instances.

3.3.1 Product spaces in two dimensions

In two dimensions, we consider the case of an extruded mesh constructed by taking
the product of two intervals, yielding a structured quadrilateral mesh. Finite elements
on intervals are scalar-valued and are either H1 or L2, depending on nodal continuity.
A product mesh, say a unit square consisting 20×20 structured quadrilaterals, can
be constructed in Firedrake with:

3 N = 20
4 base_mesh = UnitIntervalMesh(N)
5 mesh = ExtrudedMesh(base_mesh, layers=N, layer_height=1./N)

We first consider two scalar-valued elements in two dimensions, namely the H1

and L2 finite element spaces. For H1, the elements must have nodes associated
with the vertices, which enforces global continuity between neighbouring cells. In
Firedrake, this is accomplished by performing algebra on UFL finite elements of the
appropriate type. In this case, two H1 elements P2 and P3 defined on the interval,
of degrees 2 and 3 respectively, produce the desired H1 space by simply taking their
product and defining a new function space on the extruded interval mesh:

6 P2 = FiniteElement("CG", interval, 2)
7 P3 = FiniteElement("CG", interval, 3)
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(a) The result of taking the product
of P2 with P3.

(b) The result of taking the product
of dP1 with dP2.

Fig. 3.3: Finite element diagrams for the scalar elements in H1 (fig. 3.3a) and L2

(fig. 3.3b) on a product cell consisting of two intervals.

8 H1_element = TensorProductElement(P2, P3)
9 H1 = FunctionSpace(mesh, H1_element)

Here, we use the TensorProductElement operator, which takes a two defined
FiniteElement objects and produces a new element on the product cell. This
operator is the basis for the construction of many finite elements on extruded meshes,
including those defining div- or curl-conforming spaces.

The discontinuous L2 product element must only have nodes associated with cell
interiors. Therefore, the constituent interval finite elements must also have nodes
only associated with their interiors. As before, this is done by taking two L2 interval
elements, say dP1 and dP2, and forming the new space on their product:

10 dP1 = FiniteElement("DG", interval, 1)
11 dP2 = FiniteElement("DG", interval, 2)
12 L2_element = TensorProductElement(dP1, dP2)
13 L2 = FunctionSpace(mesh, L2_element)

The resulting product elements for both scalar H1 and L2 are illustrated in Figure 3.3.
The vector-valued H(curl) and H(div) spaces require not just the correct asso-

ciation between nodes and topology, but also the correct pull-back to the reference
element. For a more general discussion on the generation of H(curl)/H(div) finite
element spaces and their associated pull-backs, we refer the reader to Rognes et al.
(2009). Starting with H(curl), the element on the product cell must have nodes as-
sociated with the edges of the reference cell. In Firedrake, taking the product of an
interval’s vertex with an interval’s interior nodes produces an element with nodes
on the vertically aligned edges (the left and right rides of a quadrilateral). That is,
we take the product of an H1 element with an L2 element:

14 S = TensorProductElement(P2, dP1)

Now we need to transform this scalar-valued element into a vector H(curl) ele-
ment. To do this, we need to multiply by the vector e1 = (0,1)T , and set the pull-back
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(a) The curl element with tangen-
tial nodes on the vertically-aligned
edges of the quadrilateral.

(b) The div element with normal com-
ponent pointing in the −e0 direction on
the vertically-aligned edges.

Fig. 3.4: Finite element diagrams for the vector elements in H(curl) (fig. 3.4a) and
H(div) (fig. 3.4b) on a product cell consisting of two intervals.

to be covariant Piola rather than affine. This ensures that we preserve the tangen-
tial components when mapping from physical to reference element. The result in
Firedrake is simply:

15 Hcurl = FunctionSpace(mesh, HCurl(S))

The operator HCurl forms the correct vector element from the product of the two
interval elements. For H(div), we construct it in the same manner as before, except
we instead multiply by the vector −e0 = (−1,0)T , where the minus sign is useful
for consistent orientation. The pull-back must now be contravariant Piola, which
preserves the normal components when mapped from physical to reference element.
We simply use the HDiv operator on the scalar product element:

16 Hdiv = FunctionSpace(mesh, HDiv(S))

See Figure 3.4 for an illustration of the resulting H(curl) and H(div) elements on the
extruded interval mesh.

3.3.2 Product spaces in three dimensions

For full three-dimensional formulations on extruded meshes, the construction of
compatible finite element spaces is similar to that of the two-dimensional case. First,
we need to define appropriate elements on the horizontal “base” mesh, followed by
spaces on the vertical one-dimensional interval mesh. Consider the case where a
horizontal triangular (structured) mesh (constructed by dividing each cell of a 10 ×
10 quadrilateral mesh into two triangular cells of equal area) is extruded upwards by
10 levels:
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(a) The result of taking the product
of continuous quadratic elements
on triangles and intervals.

(b) The result of taking the product
of discontinuous elements of linear
degree on triangles and intervals.

Fig. 3.5: Finite element diagrams for the scalar elements in H1 (fig. 3.5a) and L2

(fig. 3.5b) on triangular prisms.

3 N = 10
4 base_mesh = UnitSquareMesh(N, N)
5 mesh = ExtrudedMesh(base_mesh, layers=N, layer_height=1./N)

This produces a mesh of the unit cube tessellated by triangular prism cells. As
in the two-dimensional case, forming the H1 and L2 finite element spaces simply
consists of taking products of H1 and L2 elements respectively (see Figure 3.5 for
an illustration):

6 P2t = FiniteElement("CG", triangle, 2)
7 P2i = FiniteElement("CG", interval, 2)
8 H1_element = TensorProductElement(P2t, P2i)
9 H1 = FunctionSpace(mesh, H1_element)

10

11 dP1t = FiniteElement("DG", triangle, 1)
12 dP1i = FiniteElement("DG", interval, 1)
13 L2_element = TensorProductElement(dP1t, dP1i)
14 L2 = FunctionSpace(mesh, L2_element)

The curl-conforming element, as before, must have nodes topologically associ-
ated with cell edges. We shall construct a full H(curl) space by constructing the
appropriate horizontally- and vertically-aligned vector-valued spaces. In both cases,
an appropriate Piola transform is needed to map from physical to reference cell.

To construct the horizontal curl-conforming element, one may take the product
of either an H(div) or H(curl) element with nodes on the edges of a triangle with
an H1 interval element. This produces a vector-valued element with nodes on the
horizontally-aligned triangular bases of the product cell. This product naturally takes
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values inR2, however curl-conforming elements in three dimensionsmust take values
in R3. If the two-dimensional element is curl-conforming, it is sufficient to interpret
the product as the first two components of a three-dimensional vector. If the element
is div-conforming, the product must be rotated by 90 degrees before transforming
into a three-dimensional vector. This is automatically handled by the built-in HCurl
operator previously shown. For simplicity, we create our element using the product
of a two-dimensional H(curl) element with a continuous interval element:

15 N2_1 = FiniteElement("N2curl", triangle, 1)
16 P2i = FiniteElement("CG", interval, 2)
17 Hcurl_h = HCurl(TensorProductElement(N2_1, P2i))

For the vertical three-dimensional curl element, we can simply take the product of
a continuous triangular element with a discontinuous interval element. This produces
a scalar-valued element with nodes on the vertically-aligned quadrilateral faces of the
triangular prism.Multiplying by the basis vector e2 = (0,0,1)T yields a vector-valued
element whose tangential components are continuous across all edges and faces:

18 Hcurl_v = HCurl(TensorProductElement(P2t, dP1i))

With both the horizontal and vertical parts of the three-dimensional curl element,
we can construct the full space by taking the direct sum of both parts. In Firedrake,
this is known as an “enriched element” whose nodes are a concatenation of the nodes
of the constituent sub-elements

19 Hcurl_element = Hcurl_h + Hcurl_v
20 Hcurl = FunctionSpace(mesh, Hcurl_element)

For a visualisation of the horizontal and vertical components of the resulting curl-
conforming element in R3, see Figure 3.6

Finally, the construction of the H(div) element on triangular prisms follows
almost identically from the curl-conforming example. To construct the full space,
we need to define both the horizontal and vertical parts of the element and an
appropriate Piola transform.The horizontal space, aswithH(curl), the horizontal part
can be constructed from a two-dimensional div-conforming element (i.e. Raviart-
Thomas) and a discontinuous interval element. The vertical part can be constructed
by transforming the scalar-valued product of an H1 triangular element with an L2

interval element into a vector-valued one via multiplying by e2. The full space (see
Figure 3.7 for diagrams on the horizontal and vertical parts) is constructed as before:

21 RT2 = FiniteElement("RT", triangle, 2)
22 Hdiv_h = HDiv(TensorProductElement(RT2, dP1i))
23 Hdiv_v = HDiv(TensorProductElement(dP1t, P2i))
24 Hdiv_element = Hdiv_h + Hdiv_v
25 Hdiv = FunctionSpace(mesh, Hdiv_element)

Having constructed the required function spaces on extruded meshes, the formu-
lation of finite element problems is nearly identical to the non-extruded case. Several
examples will be shown in Chapter 5. Next, we discuss Firedrake’s infrastructure for
constructing sophisticated solvers.
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(a) The result of taking the
product the Nédélec (2nd kind)
element on triangles with an
H1 quadratic interval element.
The nodes are transformed to
support curl-conforming evalu-
ation.

(b) The result of taking the product
of an H1 element of degree 1 on
triangles with an L2 quadratic el-
ement on an interval. The nodes
are transformed to support curl-
conforming evaluation.

Fig. 3.6: Finite element diagrams for the vector-valued horizontal (fig. 3.6a) and and
vertical (fig. 3.6b) components of the curl-conforming space on triangular prisms.

(a) The result of taking the product of
a 2nd order Raviart-Thomas element
on triangles with an H1 quadratic in-
terval element. The nodes are trans-
formed to support div-conforming
evaluation.

(b) The result of taking the product
of an H1 element of degree 1 on
triangles with an L2 quadratic el-
ement on an interval. The nodes
are transformed to support div-
conforming evaluation.

Fig. 3.7: Finite element diagrams for the vector-valued horizontal (fig. 3.7a) and and
vertical (fig. 3.7b) components of the div-conforming space on triangular prisms.
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3.4 Composable preconditioners

Having specified a finite element problem, we then need to solve it somehow. Fire-
drake integrates very tightly with PETSc, offering access to a full suite of algebraic
solvers and preconditioners. Of particular interest for many of the mixed finite el-
ement models presented later are the block preconditioners offered by PETSc’s
PCFIELDSPLIT (Brown et al., 2012). These present an algebraic interface to build-
ing many well-known block preconditioners, such as Schur complement elimina-
tions, or block relaxation schemes (see Benzi et al. (2005) for an overview of these
schemes). Firedrake extends the support offered by PETSc with an extensible frame-
work to provide the (often necessary) auxiliary operators that arise in many such
preconditioning schemes.

Firedrake’s philosophy when specifying solvers, follows that of PETSc: it should
be possible to configure the solver independently of the discretisation and problem
setup. This enables using robust direct solvers for small problems when developing
the model discretisation, followed by selecting scalable solvers when the discretisa-
tion is set up. We therefore always configure solvers using PETSc options: all solvers
accept a dictionary of solver_parameters which are passed directly to PETSc to
setup the solver. For example, to configure a solver to use the method of conjugate
gradients, we write, in addition to the other arguments defining the problem to be
solved:

1 solve(..., solver_parameters={"ksp_type": "cg"})

3.4.1 Preconditioners with auxiliary operators

For many block preconditioners, in particular those that involve Schur complements,
it is useful to be able to provide an auxiliary operator to the solver that is not
a block in the original problem. Firedrake facilitates this by allowing one to write
Python preconditioners that are called by PETSc but have full access to the Firedrake
framework (Kirby and Mitchell, 2018). We will use this feature extensively in the
example hybridised solver of Sections 5.3 and 5.4.2, and introduce it here with a
simpler example: solving Stokes’ equations.

Our aim is to find (u,p) ∈ U ×V such that

ν

∫
Ω

∇u : ∇v dx−
∫
Ω

p∇ · v dx =
∫
Ω

f · v dx, (3.10)

−

∫
Ω

∇ · uq dx = 0 (3.11)

(3.12)

for all test functions (v,q) ∈U×V , where ν is the viscosity. We will solve a lid-driven
cavity problem in a unit square domain, so we have f = 0, and boundary conditions
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u =

(
x2(2−x)2y2

4
0

)
on Γ1 = {y = 1} (3.13)

u = 0 otherwise (3.14)

along with homogeneous Neumann conditions for the pressure variable.
As for the simple example of Section 3.1, we start by importing Firedrake and

defining a mesh:

1 from firedrake import *
2 mesh = UnitSquareMesh(64, 64)

We will also need the function spaces U and V for which we use the Taylor-Hood
pair P2−P1.

3 V = VectorFunctionSpace(mesh, "CG", 2)
4 Q = FunctionSpace(mesh, "CG", 1)
5 W = V*Q

Although this problem is linear, we will set it up as a nonlinear problem, to show
the difference. We therefore do not need any trial functions, but only test functions:

6 v, q = TestFunctions(W)

Wewill also need a Function to store the solution, and a symbolic representation
of the two parts (the velocity and pressure), obtained with split:

7 w = Function(W)
8 u, p = split(w)

The viscosity is represented as a Constant

9 nu = Constant(0.0001)

although it could also be a Function if we wanted spatial variation or values from
an external source.We are now ready to define the variational problem. All nonlinear
problems in Firedrake are specified in residual form F(u;v) = 0. We therefore collect
all terms in the residual together

10 F = nu*inner(grad(u), grad(v))*dx - p*div(v)*dx - div(u)*q*dx

Now we move on to the boundary conditions, the forcing vector can be easily
written as a UFL expression. First we obtain symbolic expressions for the x and y

coordinates in the physical mesh:

11 x, y = SpatialCoordinate(mesh)

Then we create a vector holding representing the forcing of eq. (3.13)

12 forcing = as_vector([0.25 * x**2 * (2-x)**2 *y**2, 0])

A strong, or Dirichlet, boundary condition is created by constructing a Python
DirichletBC object,wherewemust provide the function space the condition applies
to, the value, and the part of the mesh at which it applies. The latter uses integermesh
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markers which are used by most mesh generation software to tag entities of meshes.
The builtin meshes (such as the UnitSquareMesh we are using here) automatically
tag the boundary. For this mesh the tag 4 corresponds to the plane y = 1, the other
three sides are labelled 1, 2, and 3. The solve call can handle both a single boundary
condition, or, as is this case here, a list thereof:

13 bcs = [DirichletBC(W.sub(0), forcing, 4),
14 DirichletBC(W.sub(0), zero(mesh.geometric_dimension()),
15 (1, 2, 3))]

Note how we are applying boundary conditions to the velocity part of the mixed
finite element space W , and so indicate that with W.sub(0). To apply conditions to
the pressure space, we would use W.sub(1).

Now we come to configure the solver. This problem has a null space of all
functions of constant pressure, so we need to ensure that our solver removes this
space. To do so, we build a null space object, which will subsequently be passed to
the solver. PETSc will then take care of seeking a solution in the space orthogonal
to the provided null space.

16 const_basis = VectorSpaceBasis(constant=True)
17 nullspace = MixedVectorSpaceBasis(W, [W.sub(0), const_basis])

Our solution strategy uses the block preconditioning scheme of Silvester and
Wathen (1994) in which the Schur complement is approximated by the inverse of
a viscosity-weighted pressure mass matrix. We configure this solver by creating an
appropriate dictionary of solver parameters. Since the problem is actually linear,
although we have posed it as a nonlinear problem, we select PETSc’s ksponly
nonlinear solver (which just runs a linear solve) and configure appropriate tolerances
for that linear solver, as well as asking PETSc to monitor the progress of the solve:

18 solver_parameters = {
19 "snes_type": "ksponly",
20 "ksp_rtol": 1e-8,
21 "ksp_type": "gmres",
22 "ksp_monitor": None,

The Schur complement block preconditioner is selected with:

23 "pc_type": "fieldsplit",
24 "pc_fieldsplit_type": "schur",

For this example we will use LU factorisation to invert the velocity block:

25 "fieldsplit_0": {
26 "ksp_type": "preonly",
27 "pc_type": "lu",
28 },

Notice how we can provide nested dictionaries to configure the subsolver. The
inverse of the Schur complement is configuredwith the prefixfieldsplit_1. Unlike
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the velocity block, it is not explicitly formed, and therefore we need to provide an
appropriate auxiliary operator to use in the preconditioner. Silvester and Wathen
(1994) show that for Stokes’ equations, the pressure Schur complement is spectrally
equivalent to a pressure mass matrix, scaled by −ν−1, which can be assembled from
the bilinear form:

−

∫
Ω

ν−1pq dx. (3.15)

This term does not appear in eq. (3.10), and hencewe cannot construct it algebraically
from the matrix we are trying to invert. Firedrake’s solution to this is to support,
with the help of PETSc, user-defined preconditioners that can provide the necessary
auxiliary operators and inverse actions. To do so, we select a python preconditioner

29 "fieldsplit_1": {
30 "ksp_type": "preonly",
31 "pc_type": "python",

and provide our own class as a constructor:

32 "pc_python_type": "__main__.MassMatrix",

Finally, we must configure the mechanism for inverting the operator our class
provides. Here, since the mass matrix is easy to invert, we use one application of
incomplete LU factorisation.

33 "mass_pc_type": "bjacobi",
34 "mass_sub_pc_type": "ilu",
35 }
36 }

It remains to define the MassMatrix class. Since preconditioning with an as-
sembled, user-specified, operator is such a common requirement for block solvers,
Firedrake provides a base class in which we only need to override the function
returning the variational form that defines the operator.

37 class MassMatrix(AuxiliaryOperatorPC):
38 _prefix = "mass_"
39 def form(self, pc, test, trial):
40 nu = self.get_appctx(pc)["nu"]
41 a = -1/nu*inner(test, trial)*dx
42 return (a, None)

The viscosity is extracted from a user-provided dictionary of state that is provided
to the solve command. Finally, we are ready to solve the problem, we build the
application context that contains the viscosity

43 appctx = {"nu": nu}

and call solve passing the residual, and function to minimise the residual with
respect to, boundary conditions, null space, the application context (containing ν),
and our dictionary of solver parameters.
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Fig. 3.8: The resulting velocity field for the lid-driven cavity problem.

44 solve(F == 0, w,
45 bcs=bcs,
46 nullspace=nullspace,
47 appctx=appctx,
48 solver_parameters=solver_parameters)

The resulting velocity field is visualised in fig. 3.8. When the solve runs, the
symbolic mathematics is converted into a computation, and PETSc is called to solve
the resulting sparse linear systems. The difference from the example in Section 3.1 is
that when building the preconditioner for the Schur complement, PETSc calls back
into Firedrake to assemble to appropriate operator. This mutual callback interface
significantly simplifies to construction of complex preconditioners, since we can
separate the solver from the problem specification. For more details and examples,
we refer to Kirby and Mitchell (2018).



Chapter 4
Models in two-dimensions

In this chapter we describe how to implement geophysical fluid dynamics models in
Firedrake, focusing on two-dimensional models. The chapter is formed from code
examples which highlight relevant aspects of the Firedrake modelling system. In
particular, the definition and construction of compatible finite element spaces, the
associated weak formulations and resulting discrete systems of PDEs.

In Section 4.1, we simulate the linear shallow water equations. In Section 4.2,
we implement a discontinuous Galerkin method for tracer advection. Finally, in
Section 4.3, we combine these aspects into a full nonlinear shallow water model.

4.1 Linear shallow water equations

In Section 2.3.2, we derived a compatible finite element scheme for the linear shallow
water equations, with an implicit midpoint timestepping scheme. Given a velocity
field un ∈ V1 and depth perturbation field hn ∈ V2 at time tn, the fields at time tn+1
satisfy ∫

Ω

w · un+1 dx+
∆t
2

∫
Ω

w · f
(
un+1

)⊥
dx

−
g∆t

2

∫
Ω

hn+1∇ ·w dx = −Rn
u[w], (4.1)

H∆t
2

∫
Ω

φ∇ · un+1 dx+
∫
Ω

φhn+1 dx = −Rn
h [φ], (4.2)

for all w ∈ V1 and φ ∈ V2, where the right-hand side functionals are

Rn
u[w] =

∫
Ω

w · un dx−
∆t
2

∫
Ω

w · f (un)
⊥ dx+

g∆t
2

∫
Ω

hn∇ ·w dx, (4.3)

Rn
h [φ] = −

H∆t
2

∫
Ω

φ∇ · un dx+
∫
Ω

φhn dx. (4.4)

55
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The physical parameters are H, the depth, g, the acceleration due to gravity, and f ,
the Coriolis parameter.

The fully discrete finite element problem produces a system of linear equations
of the form [

M1, f −
g∆t

2 DT

H∆t
2 D M2

] {
Un+1

Hn+1

}
= −

{
RUn

RHn

}
, (4.5)

where M1, f = M1+
∆t
2 Mf , M1 and M2 are mass matrices for V1 and V2, respectively,

Mf represents the contribution of the Coriolis force, D represents the weak diver-
gence, and DT the weak gradient. The linear system (4.5) defines a saddle-point
system of equations, which is generally indefinite. This requires careful considera-
tion when using iterative methods to invert the mixed system, many of which revolve
around sophisticated preconditioners using Schur complement factorisations (Benzi
et al., 2005). We shall return to this point in the next chapter, since iterative methods
become essential in 3D problems. In this chapter, we will use direct methods like
LU factorisations to solve the linear systems.

4.1.1 Example: linear solid body rotation

Using Firedrake to construct a finite elementmodel requires a high-level specification
of the finite element problem. Given a discretisation of the equations in weak form,
i.e., (4.1)–(4.4), we assemble and solve the linear system described by (4.5) for the
fields in the next time step. We repeat this until a specified final time. As a first
example, we implement a simple solid body rotation test on the sphere, as described
by Williamson et al. (1992).

First, we import Firedrake and create some relevant physical constants.

1 from firedrake import *
2

3 R0 = 6371220.0
4 R = Constant(R0) # Radius of the earth [m]
5 H = Constant(5960.0) # Mean depth [m]
6 day = 24. * 60. * 60. # Seconds in a day [s]
7 Omega = Constant(7.292E-5) # Angular rotation rate [rads]
8 g = Constant(9.80616) # Accel. due to gravity [m/s^2]

With Firedrake imported, we now have access to all of its utility functions for
setting upmeshes, function spaces, and finite element weak forms.We now construct
our domain, a triangulation of a sphere with radius R� = 6371220.0 metres.

9 mesh_degree = 3 # Cubic coordinate field
10 refinements = 5 # Number of refinements
11 mesh = IcosahedralSphereMesh(R0, refinements,
12 degree=mesh_degree)
13 x = SpatialCoordinate(mesh)
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14 global_normal = as_vector([x[0], x[1], x[2]])
15 mesh.init_cell_orientations(global_normal)

Here, we are using a cubic coordinate field to better resolve the curvature of
the Earth. Our mesh is generated using five regular refinements of an icosahedron,
resulting in a mesh consisting of 20,480 cells. In line 13, we extract the Cartesian
coordinates and set up the orientation of the global normals on the sphere in lines
14 and 15. This is a necessary step in Firedrake when using H(div) vector fields on
an immersed manifold such as the sphere or torus. We shall also use the coordinate
field to construct explicit expressions for our Coriolis term and initial conditions.

Recall the two-dimensional finite element complexes outlined in Section 2.1. We
now define appropriate finite element spaces for the velocity and depth fields. We
choose BDM2 for the velocity space V1, and P(DG)

1 for the depth space V2.

16 model_degree = 2 # Degree of the finite element complex
17 V1 = FunctionSpace(mesh, "BDM", model_degree)
18 V2 = FunctionSpace(mesh, "DG", model_degree - 1)
19 V = V1 * V2 # Mixed space for velocity and depth

We declare our Coriolis term as a symbolic expression, then use this to construct
a finite element function that lies in a continuous finite element space of the same
degree as the coordinate field.

20 f_expr = 2 * Omega * x[2] / R
21 Vf = FunctionSpace(mesh, "CG", mesh_degree)
22 f = Function(Vf).interpolate(f_expr) # Coriolis frequency

With our function spaces defined, we can now set up our initial conditions for
the simulation. The solid body example starts with velocity and depth fields in
geostrophic balance, given by the expressions

u0 =
umax
R�
(−y,x,0), h0 = H −

(
R�Ωumax+

u2
max
2

)
z2

gR2
�

, (4.6)

where umax = 2πR�/(12days) ≈ 38.6ms−1 andH = 5960.0m.Since there is no forcing
or topography, the solution should remain steady throughout the entire simulation.
Using our previously defined fields and constants, we can concisely write out the
initial conditions and create corresponding Firedrake Function objects.

23 u_0 = 2*pi*R0/(12*day)
24 u_max = Constant(u_0) # Maximum amplitude of the zonal wind
25 u_exp = as_vector([-u_max*x[1]/R, u_max*x[0]/R, 0.0])
26 h_exp = H-((R*Omega*u_max+u_max*u_max/2.0)*(x[2]*x[2]/(R*R)))/g
27 u0 = Function(V1).project(u_exp)
28 h0 = Function(V2).interpolate(h_exp)
29 un = Function(V1).assign(u0) # Fields at time-step n
30 hn = Function(V2).assign(h0)
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Here, we store the initial conditions in functions to be used later on, as well as
initialise the fields that we will update during the time integration. We now initialise
the test and trial functions, and prepare time-stepping parameters.

31 tmax = 5 * day
32 Dt = 1000.0
33 dt = Constant(Dt) # Timestep size [s]
34 alpha = Constant(0.5) # Midpoint method
35 u, h = TrialFunctions(V)
36 w, phi = TestFunctions(V)
37 outward_normal = CellNormal(mesh)
38 perp = lambda u: cross(outward_normal, u) # Perp operator

We run the simulation for a maximum of five days, using a timestep of∆t = 1000s.
To handle the Coriolis term, we also define the perp operator by taking cross
products of velocities with cell normals. All of these are constructed using symbolic
UFL operators. We are now ready to define the finite element forms for equations
(4.1)–(4.4) in UFL:

39 uh_eqn = (inner(w, u) + alpha*dt*inner(w, f*perp(u))
40 - alpha*dt*g*div(w)*h
41 - inner(w, un)
42 + alpha*dt*inner(w, f*perp(un))
43 - alpha*dt*g*div(w)*hn
44 + phi*h + alpha*dt*H*phi*div(u)
45 - phi*hn + alpha*dt*H*phi*div(un))*dx
46 wn1 = Function(V) # mixed func. for both fields (n+1)
47 un1, hn1 = wn1.split() # Split func. for individual fields
48 uh_problem = LinearVariationalProblem(lhs(uh_eqn),
49 rhs(uh_eqn), wn1)
50 params = {'mat_type': 'aij',
51 'ksp_type': 'preonly',
52 'pc_type': 'lu',
53 'pc_factor_mat_solver_type': 'mumps'}
54 uh_solver = LinearVariationalSolver(uh_problem,
55 solver_parameters=params)

Lines 46–55 define the function for the fields at time step n+ 1, as well as the
solver object for the linear system (4.5). The parameters in lines 50–53 communicate
with PETSc, Firedrake’s linear solver backend, to solve the linear system using the
(sparse) LU algorithm from MUMPS (Amestoy et al., 2000). We specify mat_type
to be aij, since PETSc defaults to a nested, or block, matrix type for assembled
operators from mixed systems. The LU algorithm requires accessing all matrix
entries via A = (ai j)i, j rather than individual blocks. For block-preconditioning, a
topic we will cover in a subsequent section, we will not use a monolithic aijmatrix,
which allows Firedrake and PETSc to efficiently extract individual operators that
define the mixed matrix.
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Now that the linear solver and relevant fields are defined, we are nearly ready to
perform the time integration. We first write out the initial fields into a file which can
be interpreted by software such as ParaView. We also define standard Python lists to
keep track of relative errors in the prognostic fields, energy of the system, and write
output.

56 # Write out initial fields
57 u_out = Function(V1, name="Velocity").assign(un)
58 h_out = Function(V2, name="Depth").assign(hn)
59 outfile = File("results/W2/linear_w2.pvd")
60 outfile.write(u_out, h_out)
61 t = 0.0
62 dumpfreq = 10 # Dump output every 10 steps
63 counter = 1
64 Uerrors = []
65 Herrors = []
66 t_array = []
67 # Energy functional
68 energy = 0.5*inner(un, un)*H*dx + 0.5*g*hn*hn*dx
69 energy_0 = assemble(energy)
70 energy_t = []

We now integrate forward in time, calculating diagnostics each timestep.

71 while t < tmax: # Start time loop
72 t += Dt
73 t_array.append(t)
74 uh_solver.solve() # Solve for updated fields
75

76 # Fields are solved in physical coordinates,
77 # so we normalise errors by norm of the initial fields
78 u0norm = norm(u0, norm_type="L2")
79 h0norm = norm(h0, norm_type="L2")
80 Uerr = errornorm(un1, un, norm_type="L2")/u0norm
81 Herr = errornorm(hn1, hn, norm_type="L2")/h0norm
82 Uerrors.append(Uerr)
83 Herrors.append(Herr)
84

85 # Use updated fields in the RHS for the next timestep
86 un.assign(un1)
87 hn.assign(hn1)
88

89 # If energy is conserved, this should be close to 0
90 energy_t.append((assemble(energy) - energy_0)/energy_0)
91

92 counter += 1
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93 if counter > dumpfreq:
94 u_out.assign(un)
95 h_out.assign(hn)
96 outfile.write(u_out, h_out)
97 counter -= dumpfreq

There are a number of ways to interpret the results of the simulation. Using
ParaView, we can directly read the pvd files and view the computed fields. Given
that the exact solution is steady, we do not expect the numerical solution to deviate
much from the initial conditions; this test really just serves as a form of verification
that the code is a correct implementation. Figure 4.1 displays both the initial and
final (day 5) fields computed during the simulation.

Using relative errors we computed in the example, we can get more concrete
evidence that the flow remains steady. Figure 4.2 display the velocity and depth
errors respectively. We can see that the errors in both fields oscillate, but remain
under control. Factoring in the mesh resolution and the choice of discretisation, the
errors are relatively small considering the magnitude of the fields. Compatible finite

(a) Day 0 (initial conditions)

(b) Day 5

Fig. 4.1: Solid body rotation example displaying the depth and velocity fields at day
0 (a) and day 5 (b).
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Fig. 4.2: Velocity (left) and depth (right) errors over time.

element discretisations for shallow water schemes are discussed in Shipton et al.
(2018), where a more detailed study is performed.

Recall in Section 2.3.1 the result on energy conservation when using a compati-
ble finite element discretisation together with an energy conserving time-integrator
(trapezoidal or implicit-midpoint rule). In our example, we compute the energy of
the system (see line 68 and 69) at the start of the simulation, E0. After updating
the fields at time step n, we again evaluate the energy of the system En. If energy
is conserved, we expect the relative difference (En −E0)/E0 to remain close to zero
for all n. From the relative energy differences computed during the simulation, we
can verify that our numerical scheme is conserving energy up to machine precision,
shown in fig. 4.3.
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Fig. 4.3: (En −E0)/E0 versus time (days) for the solid body rotation example.
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4.2 Advection of scalar fields

In Section 2.2, we presented an upwind discontinuous Galerkin advection scheme
for scalar fields. If q(x,t) is advected by a known velocity field u(x,t), we have∫

Ω

φ
∂q
∂t

dx =
∫
Ω

q∇ · (φu)dx−
∫
Γ

JφuKq̃ dS

−

∫
∂Ωinflow

φqinu · nds−
∫
∂Ωoutflow

φqu · nds, (4.7)

for all φ ∈ V . q̃ denotes the upwind value of q on the facet, and JvK denotes v+ · n++
v− · n−, where + and − are arbitrary labels for the cells either side of a facet. As a
timestepping scheme, we proposed a three-stage strong-stability-preserving Runge-
Kutta (SSPRK) scheme (Shu and Osher, 1988). For an equation in the abstract
form

∂q
∂t
= L(q), (4.8)

the scheme is

q(1) = qn +∆tL(qn) (4.9)

q(2) =
3
4

qn +
1
4
(q(1)+∆tL(q(1))) (4.10)

qn+1 =
1
3

qn +
2
3
(q(2)+∆tL(q(2))). (4.11)

4.2.1 Example: cosine-bell–cone–slotted-cylinder test

In this worked example, we reproduce the classic cosine-bell–cone–slotted-cylinder
advection test case fromLeVeque (1996). The domainΩ is the unit squareΩ= [0,1]×
[0,1], and the velocity field corresponds to solid body rotation u = (0.5− y,x−0.5).
Each side of the domain has a section of inflow and a section of outflow boundary.
We therefore perform both the inflow and outflow integrals over the entire boundary,
but construct them so that they only contribute in the correct places.

As usual, we start by importing Firedrake. We use a 128-by-128 mesh of squares.

1 from firedrake import *
2

3 mesh = UnitSquareMesh(128, 128, quadrilateral=True)

We set up a function space of discontinous bilinear elements for q, and a vector-
valued continuous function space for our velocity field.

4 V = FunctionSpace(mesh, "DQ", 1)
5 W = VectorFunctionSpace(mesh, "CG", 1)
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We set up the initial velocity field using a simple analytic expression.

6 x, y = SpatialCoordinate(mesh)
7

8 velocity = as_vector((0.5 - y, x - 0.5))
9 u = Function(W).interpolate(velocity)

Now, we set up the cosine-bell–cone–slotted-cylinder initial condition. The first
four lines declare various parameters relating to the positions of these objects, while
the analytic expressions appear in the last three lines.

10 bell_r0 = 0.15
11 bell_x0 = 0.25
12 bell_y0 = 0.5
13 cone_r0 = 0.15
14 cone_x0 = 0.5
15 cone_y0 = 0.25
16 cyl_r0 = 0.15
17 cyl_x0 = 0.5
18 cyl_y0 = 0.75
19 slot_left = 0.475
20 slot_right = 0.525
21 slot_top = 0.85
22

23 bell = 0.25*(1+cos(
24 pi*min_value(sqrt(pow(x-bell_x0, 2) +
25 pow(y-bell_y0, 2))/bell_r0, 1.0))
26 )
27 cone = 1.0 - min_value(
28 sqrt(pow(x-cone_x0, 2) + pow(y-cone_y0, 2))/cyl_r0, 1.0
29 )
30 slot_cyl = conditional(
31 sqrt(pow(x-cyl_x0, 2) + pow(y-cyl_y0, 2)) < cyl_r0,
32 conditional(And(And(x > slot_left,
33 x < slot_right), y < slot_top),
34 0.0, 1.0), 0.0
35 )

We then declare the inital condition of q to be the sum of these fields. Furthermore,
we add 1 to this, so that the initial field lies between 1 and 2, rather than between
0 and 1. This ensures that we cannot get away with neglecting the inflow boundary
condition. We also save the initial state so that we can check the L2-norm error at
the end.

36 q = Function(V).interpolate(1.0 + bell + cone + slot_cyl)
37 q_init = Function(V).assign(q)

We declare the output filename, and write out the initial condition.
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38 outfile = File("results/DGadv.pvd")
39 outfile.write(q)

We will run for time 2π, a full rotation. We take 1800 steps, giving a time step
close to the CFL limit. We declare an extra variable dtc; for technical reasons, this
means that Firedrake does not have to compile new C code if the user tries different
time steps. Finally, we define the inflow boundary condition, qin. In general, this
would be a Function, but here we just use a Constant value.

40 T = 2*pi
41 dt = T/1800.0
42 dtc = Constant(dt)
43 q_in = Constant(1.0)

Now we declare our variational forms. Solving for ∆q at each stage, the explicit
time-stepping scheme means that the left hand side is just a mass matrix.

44 dq_trial = TrialFunction(V)
45 phi = TestFunction(V)
46 a = phi*dq_trial*dx

The right-hand-side ismore interesting.Wedefinen to be the built-inFacetNormal
object; a unit normal vector that can be used in integrals over exterior and interior
facets. We next define un to be an object which is equal to u · n if this is positive,
and zero if this is negative. This will be useful in the upwind terms.

47 n = FacetNormal(mesh)
48 un = 0.5*(dot(u, n) + abs(dot(u, n)))

We now define our right-hand-side form L1 as ∆t times the sum of four integrals.
The first integral is a straightforward cell integral of q∇·(φu). The second integral

represents the inflow boundary condition. We only want this to contribute on the
inflow part of the boundary, where u · n < 0 (recall that n is an outward-pointing
normal). Where this is true, the condition gives the desired expression φqinu · n,
otherwise the condition gives zero. The third integral operates in a similar way
to give the outflow boundary condition. The last integral represents the integral
q̃(φ+u · n++φ−u · n−) over interior facets. We could again use a conditional in order
to represent the upwind value q̃ by the correct choice of q+ or q−, depending on the
sign of u · n+, say. Instead, we make use of the quantity un, which is either u · n or
zero, in order to avoid writing explicit conditionals. Although it is not obvious at first
sight, the expression given in code is equivalent to the desired expression, assuming
n− = −n+.

49 L1 = dtc*(
50 q*div(phi*u)*dx
51 - conditional(dot(u, n) < 0, phi*dot(u, n)*q_in, 0.0)*ds
52 - conditional(dot(u, n) > 0, phi*dot(u, n)*q, 0.0)*ds
53 - (phi('+')-phi('-'))*(un('+')*q('+')-un('-')*q('-'))*dS
54 )
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In our Runge-Kutta scheme, the first step uses qn to obtain q(1). We therefore
declare similar forms that use q(1) to obtain q(2), and q(2) to obtain qn+1. We make
use of UFL’s replace feature to avoid writing out the form repeatedly.

55 q1 = Function(V)
56 q2 = Function(V)
57 L2 = replace(L1, {q: q1})
58 L3 = replace(L1, {q: q2})

We now declare a variable to hold the temporary increments at each stage.

59 dq = Function(V)

Sincewewant to performhundreds of time steps, ideallywe should avoid reassem-
bling the left-hand-side mass matrix each step, as this does not change. We therefore
make use of the LinearVariationalSolver object for each of our Runge-Kutta
stages. These cache and reuse the assembled left-hand-side matrix. Since the DG
mass matrices are block-diagonal, we use an incomplete ILU factorisation as a pre-
conditioner to solve the linear systems. As a minor technical point, we in fact use
an outer block Jacobi preconditioner. This allows the code to be executed in parallel
without any further changes being necessary.

60 params = {'ksp_type': 'preonly',
61 'pc_type': 'bjacobi',
62 'sub_pc_type': 'ilu'}
63 prb1 = LinearVariationalProblem(a, L1, dq)
64 solv1 = LinearVariationalSolver(prb1, solver_parameters=params)
65 prb2 = LinearVariationalProblem(a, L2, dq)
66 solv2 = LinearVariationalSolver(prb2, solver_parameters=params)
67 prb3 = LinearVariationalProblem(a, L3, dq)
68 solv3 = LinearVariationalSolver(prb3, solver_parameters=params)

We now run the time loop. This consists of three Runge-Kutta stages, and every
20 steps we write out the solution to file and print the current time to the terminal.

69 t = 0.0
70 step = 0
71 while t < T - 0.5*dt:
72 solv1.solve()
73 q1.assign(q + dq)
74

75 solv2.solve()
76 q2.assign(0.75*q + 0.25*(q1 + dq))
77

78 solv3.solve()
79 q.assign((1.0/3.0)*q + (2.0/3.0)*(q2 + dq))
80

81 step += 1
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82 t += dt
83

84 if step % 20 == 0:
85 outfile.write(q)
86 print("t=", t)

Finally, we display the normalised L2 error, by comparing to the initial condition.
Figure 4.4 displays snapshots of the scalar field at select time-steps, for a complete
period T = 2π.

87 L2_err = errornorm(q, q_init, norm_type="L2")
88 L2_init = norm(q_init, norm_type="L2")
89 print(L2_err/L2_init)

(a) t = 0 (b) t = π

(c) t = 2π

Fig. 4.4: Evolution of the cosine-bell-cone-slotted-cylinder test. From (a)–(c): the
advected scalar field at t = 0, π, and 2π.
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4.3 Nonlinear shallow water equations

We now introduce a nonlinear solver for the full shallow water system, using tech-
niques outlined previously in Chapter 2. The main objective of this section is to
introduce the reader to common solution schemes employed by modern dynamical
cores for atmospheric and oceanic flows. Our approach revolves around using a
quasi-Newton/Picard iteration method for computing linearised updates of the prog-
nostic fields. In Section 2.3.4, we derived a compatible finite element scheme for
the full nonlinear shallow water equations, with an implicit midpoint timestepping
scheme.

We summarise the scheme as follows. Given a velocity field un ∈ V1 and depth
perturbation field hn ∈ V2 at time tn, we define a sequence of approximations vi ,
and pi to un+1 and hn+1 respectively, we define the increments for the k-th Picard
iteration δvk and δpk , with vk+1 = vk + δvk, pk+1 = pk + δpk , which are chosen to
satisfy the linear finite element problem∫

Ω

w · δvk dx+
∆t
2

∫
Ω

w · f
(
δvk

)⊥
dx

−
g∆t

2

∫
Ω

δpk∇ ·w dx = −Ru[w; vk,pk], (4.12)

H∆t
2

∫
Ω

φ∇ · δvk dx+
∫
Ω

φδpk = −Rh[φ; vk,pk]. (4.13)

The residual functionals Ru and Rh are are constructed from the implicit midpoint
discretisation, presented in equations 2.63–2.64.

To extend the stable timestep of the scheme, we make one further modification.
We now replace Ru and Rh by equivalent functionals (i.e. functionals that also
vanish when the implicit midpoint rule equations are satisfied). To do this, we set
ūk = 1

2 (u
n+ vk) and h̄k = 1

2 (u
n+ hk). Then we solve the implicit equations for un+1

and hn+1 using ūk as the advecting velocity, i.e., solve for v̂k+1, p̂k+1 such that∫
Ω

w ·
v̂k+1− un

∆t
dx+

∫
Ω

w · f (v̂k+
1
2 )⊥ dx

−

∫
Ω

∇⊥
(
w · (ū⊥)k

)
· v̂k+

1
2 dx

+

∫
Γ

[n⊥
(
w · (ū⊥)k

)
] ·

�̂
vk+

1
2 ds

+

∫
Ω

∇ ·w

(
g
(
h̄k + b

)
+

1
2
| ūk |2

)
dx = 0, ∀w ∈ V1, (4.14)

and
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Ω

φ
p̂k+1− hn

∆t
dx−

∫
Ω

∇φ ·
(
ūk p̂k+

1
2

)
dx

+

∫
Γ

JφūkK ˜̂pk+
1
2 ds = 0, ∀φ ∈ V2, (4.15)

where v̂k+
1
2 = 1

2 (v̂
k+1+un), ĥk+ 1

2 = 1
2 (ĥ

k+1+hn). This can be thought of as iteratively
solving for the average velocity and depth that satisfies the implicit midpoint rule
discretisation. The equations (4.14) and (4.15) can be solved separately, since there
is no coupling between them. Finally, we define the new residuals

R̂u[w; vk,pk] =
∫
Ω

w · (vk − v̂k+1)dx, (4.16)

R̂h[φ; vk,pk] =
∫
Ω

φ(pk − p̂k+1)dx, (4.17)

which replace Ru and Rh in (4.12) and (4.13). The complete nonlinear procedure is
summarised in Algorithm 1.

Algorithm 1 Nonlinear procedure for the rotating shallow water system using a
semi-implicit time-integration scheme.
1: tn = 0
2: un ← u(x, t = 0) . Initial condition for the velocity field
3: hn ← h(x, t = 0) . Initial condition for the depth field
4: while t < tmax do
5: v0 = un . Initialise the Picard method
6: p0 = hn

7: for k ∈ {0, · · · , kmax −1} do . Start Picard cycle
8: Solve (4.15) and (4.14) for candidates p̂k and v̂k .
9: Use candidates to determine R̂k

u and R̂k
h
.

10: Solve the discrete linear system:[
M1, f −

g∆t
2 DT

H∆t
2 D M2

] {
δvk

δpk

}
= −

{
R̂k
u

R̂k
h

}
11: vk+1← vk + δvk . Linear update for velocity
12: pk+1← pk + δpk . Linear update for depth
13: end for
14: tn ← tn +∆t
15: un ← vk . Update velocity for next time step
16: hn ← pk . Update depth for next time step
17: end while

We shall proceed to use this iterative approach to solve the nonlinear rotating
shallow water equations for a more complicated test case. The test case simulating
atmospheric flow over an isolated mountain (test case 5) is featured in Williamson
et al. (1992). This examples does not have an analytic solution. It is, however, well
studied by the geophysical fluid dynamics community.
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4.3.1 Example: nonlinear flow over an isolated mountain

The example starts with fields in geostrophic balance, as in the solid body rotation
test (4.6). One difference here is that our maximal zonal winds are set to be 20ms−1.
Moreover, we now introduce topography in the system describing an isolated moun-
tain with its center at latitude φc = π/6 and longitude λc = −π/2. The topography is
given by the expression

b = 2000
©«1−

(
min{R2

l
,(φ−φc)

2+ (λ−λc)
2}

)1/2

Rl

ª®®¬, (4.18)

where Rl = π/9.
As the zonal flow interacts with the mountain, it produces waves that travel around

the globe. As there is no analytical solution for this problem, obtaining a reference
solution from an accepted-good model is necessary to study the convergence of
the model. Such a study is conducted in Shipton et al. (2018), using a different
formulation but a similar Picard method/semi-implicit approach as the one outlined
in Algorithm 1.

Implementing this example in Firedrake follows similarly to the solid body rota-
tion simulation in Section 4.1.1. In fact, the code is identical up until specifying the
initial conditions (shown here for completeness):

90 from firedrake import *
91 R0 = 6371220.0
92 R = Constant(R0) # Radius of the earth [m]
93 H = Constant(5960.0) # Mean depth [m]
94 day = 24. * 60. * 60. # Time in a day [s]
95 Omega = Constant(7.292E-5) # Angular rotation rate [rads]
96 g = Constant(9.80616) # Accel. due to gravity [m/s^s]
97 mesh_degree = 3 # Cubic coordinate field
98 refinements = 5 # Number of refinements
99 mesh = IcosahedralSphereMesh(R0, refinements,
100 degree=mesh_degree)
101 x = SpatialCoordinate(mesh)
102 global_normal = as_vector([x[0], x[1], x[2]])
103 mesh.init_cell_orientations(global_normal)
104 model_degree = 2 # Degree of the finite element complex
105 V1 = FunctionSpace(mesh, "BDM", model_degree)
106 V2 = FunctionSpace(mesh, "DG", model_degree - 1)
107 V = V1 * V2 # Mixed space for velocity and depth
108 f_expr = 2 * Omega * x[2] / R
109 Vf = FunctionSpace(mesh, "CG", mesh_degree)
110 f = Function(Vf).interpolate(f_expr) # Coriolis frequency
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The fields are initialised using UFL expressions as in the solid body rotation
example, using the same set of physical constants, function spaces, mesh, and co-
ordinate field. The only difference is in the prescribed mean zonal wind, which is
20ms−1 for this example.

111 u_0 = 20.0 # maximum amplitude of the zonal wind [m/s]
112 u_max = Constant(u_0)
113 u_exp = as_vector([-u_max*x[1]/R, u_max*x[0]/R, 0.0])
114 h_exp = H-((R*Omega*u_max+u_max*u_max/2.0)*(x[2]*x[2]/(R*R)))/g
115 un = Function(V1).project(u_exp)
116 hn = Function(V2).interpolate(h_exp)

Setting up the topography is accomplished similarly.We use theUFL operator Min
to construct expression in (4.18). We also convert to Cartesian coordinates (x,y,z)
from Earth-centered latitude-longitude coordinates (φ,λ), employing the asin and
atan_2 UFL built-in functions. We offset the initial depth field by the topography b
to get the depth field described over the surface.

117 # Topography
118 rl = pi/9.0
119 lambda_x = atan_2(x[1]/R0, x[0]/R0)
120 lambda_c = -pi/2.0
121 phi_x = asin(x[2]/R0)
122 phi_c = pi/6.0
123 minarg = Min(pow(rl, 2),
124 pow(phi_x - phi_c, 2) +
125 pow(lambda_x - lambda_c, 2))
126 bexpr = 2000.0*(1 - sqrt(minarg)/rl)
127 b = Function(V2, name="Topography").interpolate(bexpr)
128 hn -= b

Optionally, we can write out the topography to a file as we would any normal
field. See Figure 4.5 for the resulting field on our triangulated mesh.

We run this simulation for a total of 15 days, though the flow becomes more
turbulent past day 30. This example could be run up to day 50 with no difficulty. We
prescribe a time step size of ∆ = 45 seconds. We also initialise Function objects
for storing our nonlinear updates.

129 tmax = 15 * day # Run for 15 days
130 Dt = 450.0
131 dt = Constant(Dt) # Time-step size [s]
132 up = Function(V1)
133 hp = Function(V2)

Now we set up the linear variational solver for the depth equation (4.15) to
determine the candidate depth field ĥ. We use direct solver configurations via an LU
factorisation. We rewrite the jump term containing the upwind value of h using a
velocity expression which takes on the value of un+ 1

2 · n where appropriate.
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Fig. 4.5: The topography field in meters.

134 hps = Function(V2)
135 h = TrialFunction(V2)
136 phi = TestFunction(V2)
137 hh = 0.5 * (hn + h)
138 uh = 0.5 * (un + up)
139 n = FacetNormal(mesh)
140 uup = 0.5 * (dot(uh, n) + abs(dot(uh, n)))
141 Heqn = ((h - hn)*phi*dx - dt*inner(grad(phi), uh*hh)*dx
142 + dt*jump(phi)*(uup('+')*hh('+')-uup('-')*hh('-'))*dS)
143 Hproblem = LinearVariationalProblem(lhs(Heqn), rhs(Heqn), hps)
144 lu_params = {'ksp_type': 'preonly',
145 'pc_type': 'lu',
146 'pc_factor_mat_solver_type': 'mumps'}
147 Hsolver = LinearVariationalSolver(Hproblem,
148 solver_parameters=lu_params,
149 options_prefix="H-advection")

The velocity equation in (4.14) is incorporated as a separate solver for the candi-
date û.While the integral forms aremore involved,we can use existingUFLoperators
to incorporate the surface term. For example, we create the operator [v] = v++ v− by
using a custom function both, using the avgUFL operator. This allows us to include
both the positive (+) and negative (-) restrictions in the integrand. We add in the
Coriolis term using the same perp operator from the solid body rotation example.
The solver is configured to use a direct LU factorisation.

150 ups = Function(V1)
151 u = TrialFunction(V1)
152 v = TestFunction(V1)
153 hh = 0.5 * (hn + hp)
154 ubar = 0.5 * (un + up)
155 uup = 0.5 * (dot(ubar, n) + abs(dot(ubar, n)))
156 uh = 0.5 * (un + u)
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157 Upwind = 0.5 * (sign(dot(ubar, n)) + 1)
158 K = 0.5 * (inner(0.5 * (un + up), 0.5 * (un + up)))
159 both = lambda u: 2*avg(u)
160 outward_normals = CellNormal(mesh)
161 perp = lambda arg: cross(outward_normals, arg)
162 Ueqn = (inner(u - un, v)*dx + dt*inner(perp(uh)*f, v)*dx
163 - dt*inner(perp(grad(inner(v, perp(ubar)))), uh)*dx
164 + dt*inner(both(perp(n)*inner(v, perp(ubar))),
165 both(Upwind*uh))*dS
166 - dt*div(v)*(g*(hh + b) + K)*dx)
167 Uproblem = LinearVariationalProblem(lhs(Ueqn), rhs(Ueqn), ups)
168 Usolver = LinearVariationalSolver(Uproblem,
169 solver_parameters=lu_params,
170 options_prefix="U-advection")

With linear solvers created for advecting the velocity and depth equations, we
now set up the implicit linear solver for the updates δuk and δhk . This will be solved
repeated during the Picard cycle, for each time step. The bilinear form defining the
linearised matrix operator is identical to that of the solid body rotation example in
(4.5). The key difference lies in how the residuals are constructed, see equations
(4.16) and (4.17). Again, we use a direct LU solver to invert the mixed system.

171 HU = Function(V)
172 deltaU, deltaH = HU.split()
173 w, phi = TestFunctions(V)
174 du, dh = TrialFunctions(V)
175 alpha = 0.5
176 HUlhs = (inner(w, du + alpha*dt*f*perp(du))*dx
177 - alpha*dt*div(w)*g*dh*dx
178 + phi*(dh + alpha*dt*H*div(du))*dx)
179 HUrhs = -inner(w, up - ups)*dx - phi*(hp - hps)*dx
180 HUproblem = LinearVariationalProblem(HUlhs, HUrhs, HU)
181 params = {'ksp_type': 'preonly',
182 'mat_type': 'aij',
183 'pc_type': 'lu',
184 'pc_factor_mat_solver_type': 'mumps'}
185 HUsolver = LinearVariationalSolver(HUproblem,
186 solver_parameters=params,
187 options_prefix="impl-solve")

Before we start the time-integration loop, let us write out the initial fields for
visualisation. Note that we add in the topography to the depth field to get the total
surface elevation.

188 u_out = Function(V1, name="Velocity").assign(un)
189 h_out = Function(V2, name="Surface elevation").assign(hn + b)



4.3 Nonlinear shallow water equations 73

190 outfile = File("results/W5/nonlinear_w5.pvd")
191 outfile.write(u_out, h_out)

Finally, we are ready to write the time-integration loop. The code below is an
implementation of Algorithm 1; in each time step we compute the candidate fields
by taking an advection step, followed by a sequence of updates via the solution of the
linearised system. In our example, we set the maximum number of Picard iterations
to be 4.

192 t = 0.0
193 dumpfreq = 10 # Dump output every 10 steps
194 counter = 1
195 k_max = 4 # Maximum number of Picard iterations
196 while t < tmax:
197 t += Dt
198 up.assign(un)
199 hp.assign(hn)
200

201 # Start picard cycle
202 for i in range(k_max):
203 # Advect to get candidates
204 Hsolver.solve()
205 Usolver.solve()
206

207 # Linear solve for updates
208 HUsolver.solve()
209

210 # Increment updates
211 up += deltaU
212 hp += deltaH
213

214 # Update fields for next time step
215 un.assign(up)
216 hn.assign(hp)
217

218 counter += 1
219 if counter > dumpfreq:
220 u_out.assign(un)
221 h_out.assign(hn + b)
222 outfile.write(u_out, h_out)
223 counter -= dumpfreq

We can view the output files as before. We have only run the simulation for 15
days, which is long enough to observe the nonlinearity of the flow. As the fluid passes
over the mountain, compounded by the effects of rotation, waves are generated which
distorts the fluid depth. Figure 4.6 displays snapshots of the depth of the fluid and
velocity for day 5, 10, and 15.
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(a) Day 0 (initial conditions)

(b) Day 5

(c) Day 10

(d) Day 15

Fig. 4.6: Snapshots from the isolated mountain (same orientation as in Figure 4.5)
test case. The depth and velocity fields at day 0, 5, 10, and 15.



Chapter 5
Models in three-dimensions

As we move from two dimensional models, such as the shallow water equations
discussed in the last chapter, to three dimensional models, the problem of efficient
parallel iterative algorithms for implicit linear systems becomes an urgent priority.
In this chapter we discuss some situations where these algorithms are required in the
context of compatible finite element methods applied to three dimensional models,
and explain how they can be treated in Firedrake.

5.1 A linear compressible model

In this section we consider the compressible Boussinesq equations, which exhibit
non-hydrostatic and compressible effects whilst avoiding the full complexity of the
compressible Euler equations pressure gradient term and equation of state. This
model was used by Skamarock and Klemp (1994), for example, to explore aspects
of time integration in a simplified setting.

The full equations are(
∂

∂t
+ u · ∇

)
u+ f ẑ × u = ∇p+ bẑ, (5.1)(

∂

∂t
+ u · ∇

)
∂p
∂t
= −c2∇ · u, (5.2)(

∂

∂t
+ u · ∇

)
∂b
∂t
= 0, (5.3)

where u is the velocity, p is the pressure, b is the buoyancy (how light a parcel of
fluid is compared to a reference value), f is the Coriolis parameter, ẑ is the upward
normal, and c the speed of sound. In the limit c→∞, we recover the incompressible
Boussinesq equations, which neglect variations in density in every single term except
for the gravitational force.

75



76 5 Models in three-dimensions

As we saw in the previous chapter, a semi-implicit formulation of a geophysical
fluid model can be built up from an implicit midpoint rule discretisation of the
equations linearised about a state of rest. Hence, we consider the following equations,

∂u

∂t
= ∇p+ bẑ, (5.4)

∂p
∂t
= −c2∇ · u, (5.5)

∂b
∂t
= −N2u · ẑ, (5.6)

where N the buoyancy frequency, which we call linear gravity wave system. For
simplicity we assume that both c and N are constant, and enforce the slip boundary
condition,

u · n = 0, (5.7)

at the upper and lower boundary of the atmosphere (∂Ωtop, ∂Ωbottom respectively).
This linearised system was summarised in Section 2.4, but we shall derive the full
discrete system here for context.

5.1.1 Compatible finite element formulation

The finite element discretisation of these equations begins with the specification of
the finite element spaces to which the three variables u, b and p are restricted. We
construct the relevant finite element spaces from the following de-Rham complexes
in one, two and three dimensions:

V0
∂z
→ V1, U0

∇⊥

→U1
∇·
→U2, W0

∇
→W1

∇×
→W2

∇·
→W3, (5.8)

where
W0 =U0 ⊗V0,

W1 = HCurl(U1 ⊗V0) ⊕ HCurl(U0 ⊗V1),

W2 = HDiv(U2 ⊗V0) ⊕ HDiv(U1 ⊗V1),

W3 =U2 ⊗V1.

(5.9)

The operations HCurl and HDiv are symbolic operators denoting how functions are
pulled back to the reference element (see McRae et al. (2016) for implementation
details). The space W0

2 denotes the space of all functions in W2 which satisfy the
boundary condition (5.7). We also define the horizontal and vertical spaces Wh

2 ≡
HDiv(U1 ⊗ V1) and Wv

2 ≡ HDiv(U2 ⊗ V0). With these definitions, we observe the
following decomposition: W2 =Wh

2 ⊕Wv
2 . We seek the unknown fields from (5.4)–

(5.6) in the following finite element spaces:

u ∈W0
2 =Wh

2 ⊕Wv,0
2 , p ∈W3, b ∈Wb, (5.10)
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where Wb ≡ U2 ⊗ V0, and Wv,0
2 is the vertical component of W2 with velocities

vanishing on Ωtop and Ωbottom. Note that Wv
2 = HDiv(Wb). That is, Wb and Wv

2 have
the same number of degrees of freedom, but differ in how they are pulled back to
the reference element. For ease of notation, we write W2 in place of W0

2 . Similarly
for the space Wv,0

2 .
We remark here that the choice for Wb in (5.10) corresponds to a Charney-

Phillips vertical staggering of the buoyancy variable. One could also collocate b
with p (b ∈W3), which corresponds to a Lorenz staggering. This however supports
a computational mode which is exacerbated by fast-moving waves. We restrict our
discussion to the former case.

To obtain the discrete system, we simply multiply equations (5.4)–(5.6) by test
functions w ∈ W2, φ ∈ W3 and γ ∈ Wb and integrate by parts. Using the Crank-
Nicholson method (equivalent to the implicit midpoint rule in this case) to discretise
in time, we obtain:∫

Ω

w ·
u(n+1)− u(n)

∆t
dx−

∫
Ω

∇ ·w
p(n+1)+ p(n)

2
dx

−

∫
Ω

w ·
b(n+1)+ b(n)

2
ẑ dx = 0 (5.11)∫

Ω

φ
p(n+1)− p(n)

∆t
dx+ c2

∫
Ω

φ,∇ ·
u(n+1)+ u(n)

2
dx = 0 (5.12)∫

Ω

γ
b(n+1)− b(n)

∆t
dx+N2

∫
Ω

γ
u(n+1)+ u(n)

2
· ẑ dx = 0. (5.13)

We introduce the increments δu ≡ u(n+1)− u(n), and set u0 ≡ u(n) (similarly for δp,
p0, δb, and b0).

In each time-step, we solve the following linear variational problem for the incre-
ments δu, δp and δb: find δu ∈W2, δp ∈W3 and δb ∈Wb such that∫

Ω

w · δu dx−
∆t
2

∫
Ω

∇ ·wδpdx−
∆t
2

∫
Ω

w · δbẑ dx = Ru, (5.14)∫
Ω

φδpdx+
∆t
2

c2
∫
Ω

φ∇ · δu dx = Rφ, (5.15)∫
Ω

γδbdx+
∆t
2

N2
∫
Ω

γδu · ẑ dx = Rb, (5.16)

for all w ∈W2, φ ∈W3 and γ ∈Wb , where

Ru = ∆t
∫
Ω

∇ ·wp0 dx+∆t
∫
Ω

wb0 ẑ dx (5.17)

Rp = −∆tc2
∫
Ω

φ∇ · u0 dx (5.18)

Rb = −∆tN2
∫
Ω

γu0 · ẑ dx. (5.19)
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The system of equations (5.14)–(5.16) can be written as a matrix equation for
the degree of freedom (DOF) coefficient vectors U (velocity), P (pressure) and B
(buoyancy): 

Mu −∆t2 DT −∆t2 Q
∆t
2 c2D Mp 0

∆t
2 N2QT 0 Mb



U
P
B

 =

Ru

Rp

Rb

 , (5.20)

where Ru,Rp , and Rb are the coefficient vectors for the right-hand side residuals.
The rest of this section will focus on solution approaches for solving (5.20).

5.1.2 Implicit solver strategy

In this section, we describe the solver strategy for the discrete linear gravity wave
system 5.20. The main challenge is that it is a block-matrix system, so LU factorisa-
tion leads to a lot of “fill-in”; the number of non-sparse entries in L and U increases
in proportion to the number of cells squared. This means that direct solution rapidly
becomes unviable with increasing resolution.

This means that we must turn to iterative solvers, in the form of preconditioned
Krylov subspace methods. Again, the block-matrix structure means that standard
off-the-shelf preconditioners that work with arbitrary sparse matrices (Jacobi or
Gauss-Seidel iteration, for example) are not efficient preconditioners for our system.
We will address this in this section by discussing elimination methods that reduce
the system to a single 1×1 block that can be efficiently preconditioned by standard
methods.

We begin by eliminating the buoyancy variable. From (5.20), we can use the
third equation for buoyancy to arrive at an elimination process, which writes B as a
function of U:

MbB+
∆t
2

N2QTU = Rb =⇒ B = M−1
b Rb −

∆t
2

N2M−1
b QTU . (5.21)

In PDE form, this is simply stating that the point-wise relation:

δb+
∆t
2

N2δu · ẑ = rb (5.22)

holds. Substituting (5.21) into the discrete system (5.20), we obtain a mixed set of
equations for the velocity and pressure variables:

A

{
U
P

}
=

[
M̃u −∆t2 DT

c2 ∆t
2 D Mp

] {
U
P

}
=

{
R̃u

Rp

}
, (5.23)

where
M̃u = Mu +

∆t2

4
N2QM−1

b QT (5.24)
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is the modified mass matrix for the velocity, and the new right-hand side:

R̃u = Ru +
∆t
2

QM−1
b Rb . (5.25)

In the absence of orography, the operator relation holds: QT = MbΠv , where
Πv :W2→W

v
2 is the projection onto the vertical component of theW2 space. With

this in mind, the modified velocity mass matrix in (5.24) becomes:

M̃u = Mu +
∆t2

4
N2
Π

T
v M−1

b Πv . (5.26)

This conveniently corresponds to the integral expression:

{ΠT
v M−1

b Πv}i j =

∫
Ω

wi · ẑw j · ẑ dx. (5.27)

The advantage here is that this does not require the inversion of Mb when constructing
the modified mass operator, making this approach much cheaper. That such an
operation makes sense stems from the fact that the number of degrees of freedom in
Wb is equal to that ofWv

2 by construction.
We remark that this elimination strategy works without orography because (5.22)

is satisfied in a point-wise sense. This does not hold with orography and therefore
requires computing M−1

b
when projecting out the buoyancy. Fortunately, Mb is well-

conditioned and can be inverted with a small number of Richardson or conjugate
gradient iterations.

The solver strategy for solving the full gravity wave system can be summarised
in two-stages. During each time-step, we perform the following:

1. Solve (5.23) for U and P.
2. Using the computed velocity field, reconstruct B by solving the mass matrix

system in (5.21).

Reconstructing the buoyancy is straight-forward; since this only involves inverting
a mass matrix, the conjugate gradient algorithm with modest preconditioning will
suffice. Inverting (5.20) is more troublesome. The mixed velocity-pressure system
forms a saddle-point set of equations, which requires extensive preconditioning for
a nonsymmetric Krylov method (such as GMRES) to converge.

5.2 Preconditioning mixed finite element systems

The primary solver strategy here is to use an “outer” Krylov method to iteratively
solve (5.20) to a prescribed tolerance. In most operational weather forecasting codes,
this system is solved to about four or five digits of accuracy (rtol = 10−4, for example).
That is, we compute an approximation to the state xk =

{
Uk Pk

}T such that
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‖ R− Axk ‖2
‖ R ‖2

≤ rtol, (5.28)

where A is the left-hand side mixed operator in (5.20), R =
{
R̃u Rp

}T , and ‖ · ‖2
is the standard vector 2-norm. Equation (5.28) is the termination criteria for the
outer Krylov method. Since A is an indefinite matrix, this requires Krylov subspace
methods designed for general matrices, such as the generalised minimal residual
method (GMRES).

In most serious applications, Krylov methods rarely converge without proper
motivation from a good preconditioner. In a general sense, a preconditioner is a
transformation (possibly nonlinear) applied to the residual of the linear system:
rk ≡ R− Axk , where xk is the approximation generated at the k-th Krylov iteration.
Applying a preconditioner, P, we solve the equivalent problem:

Prk = P
(
R− Axk

)
= 0, (5.29)

which produces an error εk ≡ x− xk at the k-th iteration. If P is an application of a
direct inverse, such as an LU or QR factorisation method, then εk is an exact error
(up to numerical round-off) and the outer Krylov method will converge in a single
iteration.

Direct inversion of A is impractical for most applications. We can, however,
use basic matrix factorisations to build an approximate inverse to accelerate the
convergence of, say, GMRES on the outer system.

5.2.1 Schur complement preconditioner

Preconditioners based on the Schur complement factorisation of A in (5.23) can be
quite robust (Benzi et al., 2005). We start with the inverse of the Schur complement
factorisation of A (in exact arithmetic):

A−1 =

[
I ∆t

2 M̃−1
u DT

0 I

] [
M̃−1

u 0
0 H−1

] [
I 0

−c2 ∆t
2 DM̃−1

u I

]
, (5.30)

where H is the elliptic operator defined as: H = Mp + c2 ∆t2

4 DM̃−1
u DT . The pressure

is computed by solving the discrete “Helmholtz” problem:

HP = R̃p, (5.31)

where
R̃p = Rp − c2∆t

2
DM̃−1

u R̃u, (5.32)

with R̃u as defined in (5.25). The main difficulty here is that H is dense since it
contains the dense inverse M̃−1

u . This is due to the fact that the normal components of
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basis functions inW2 are continuous between inter-elemental boundaries. Therefore,
in practice, preconditioners designed around (5.30) rely on sufficient approximations
to M̃u (hence M̃−1

u ) which renders H sparse.
Rather than using the full matrix M̃u , we can build a preconditioner using the

inverse of a diagonalised velocity mass matrix:

{M̃
−1
u }i j =

δi j

{M̃u}ii
. (5.33)

. We define our preconditioner via:

P =

[
I ∆t

2 M̃−1
u DT

0 I

] [
M̃−1

u 0
0 H̃−1

] [
I 0

−c2 ∆t
2 DM̃−1

u I

]
, (5.34)

where
H̃ = Mp + c2∆t2

4
DM̃
−1
u DT . (5.35)

Since M̃−1
u is just a modified mass matrix, we can invert this approximately using

bloc-ILU, for example. Similarly, H̃ is now a sparse approximation to the symmetric
elliptic operator H, hencewemay employ standard solver strategies such asmultigrid
to invert the operator. We will demonstrate how one invokes such a preconditioner
in our numerical example.

5.2.2 Example: gravity waves on a small planet

First, we import Firedrake and create some relevant physical constants.

1 from firedrake import *
2 nlayers = 20 # Number of extrusion layers
3 R = 6.371E6/125.0 # Scaled radius [m]: R_earth/125.0
4 thickness = 1.0E4 # Thickness [m] of the domain
5 degree = 1 # Degree of finite element complex
6 refinements = 4 # Number of horizontal refinements
7 c = Constant(343.0) # Speed of sound
8 N = Constant(0.01) # Buoyancy frequency
9 Omega = Constant(7.292E-5) # Angular rotation rate

10 dt = 36.0 # Time-step size
11 tmax = 3600.0 # End time

Then, we construct the mesh, which is obtained by taking a icosahedral meshing
of a sphere with radius 125 times smaller than Earth, extruded upwards by 104m.
This results in a mesh of 20 layers of triangular prism elements.

12 # Horizontal base mesh (cubic coordinate field)
13 base = IcosahedralSphereMesh(R,
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14 refinement_level=refinements,
15 degree=3)
16

17 # Extruded mesh
18 mesh = ExtrudedMesh(base,
19 extrusion_type='radial',
20 layers=nlayers,
21 layer_height=thickness/nlayers)

We then build the necessary finite elements, which are constructed as tensor
products of the following horizontal and vertical elements.

22 # Create tensor product complex:
23 # Horizontal elements
24 U1 = FiniteElement('RT', triangle, degree)
25 U2 = FiniteElement('DG', triangle, degree - 1)
26

27 # Vertical elements
28 V0 = FiniteElement('CG', interval, degree)
29 V1 = FiniteElement('DG', interval, degree - 1)

These are then combined using a symbolic algebra layer to form the tensor
product elements for the velocity, pressure and buoyancy variables. More details on
the mechanism behind these constructions can be found in McRae et al. (2016).

30 # HDiv element
31 W2_ele_h = HDiv(TensorProductElement(U1, V1))
32 W2_ele_v = HDiv(TensorProductElement(U2, V0))
33 W2_ele = W2_ele_h + W2_ele_v
34

35 # L2 element
36 W3_ele = TensorProductElement(U2, V1)
37

38 # Charney-Phillips element
39 Wb_ele = TensorProductElement(U2, V0)

The resulting tensor product finite element spaces are defined in the usual way
using UFL:

40 # Resulting function spaces
41 W2 = FunctionSpace(mesh, W2_ele)
42 W3 = FunctionSpace(mesh, W3_ele)
43 Wb = FunctionSpace(mesh, Wb_ele)

Next we set up the initial conditions, for which we need the coordinate field.

44 x = SpatialCoordinate(mesh)
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The initial condition for our velocity will be a simple solid body rotation field,

u = 20eλ, (5.36)

where eλ is the unit vector pointing in the direction of decreasing longitude. This is
expressed as follows:

45 # Initial condition for velocity
46 u0 = Function(W2)
47 u_max = Constant(20.0)
48 uexpr = as_vector([-u_max*x[1]/R, u_max*x[0]/R, 0.0])
49 u0.project(uexpr)

The initial condition for the buoyancy is a localised anomaly given by

b =
d2

d2+ q2 sin(2πz/Lz), q = Rcos−1(cos(φ)cos(λ−λc)), (5.37)

where d = 5000m, Lz = 20000, R = 6371km/125 is the planet radius, and λc =
2/3. As in previous examples, we can construct (5.37) by composing various UFL
expressions together:

50 # Initial condition for the buoyancy perturbation
51 lamda_c = 2.0*pi/3.0
52 phi_c = 0.0
53 W_CG1 = FunctionSpace(mesh, "CG", 1)
54 z = Function(W_CG1).interpolate(
55 sqrt(x[0]*x[0] + x[1]*x[1] + x[2]*x[2]) - R
56 )
57 lat = Function(W_CG1).interpolate(
58 asin(x[2]/sqrt(x[0]*x[0] + x[1]*x[1] + x[2]*x[2]))
59 )
60 lon = Function(W_CG1).interpolate(atan_2(x[1], x[0]))
61 b0 = Function(Wb)
62 L_z = 20000.0
63 d = 5000.0
64 sin_tmp = sin(lat) * sin(phi_c)
65 cos_tmp = cos(lat) * cos(phi_c)
66 q = R*acos(sin_tmp + cos_tmp*cos(lon-lamda_c))
67 s = (d**2)/(d**2 + q**2)
68 bexpr = s*sin(2*pi*z/L_z)
69 b0.interpolate(bexpr)

The pressure is just initialised to zero.

70 # Initial condition for pressure
71 p0 = Function(W3).assign(0.0)
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Next we move on to formulating the finite element solvers. We build a mixed
function space for u and p and set up test and trial functions.

72 # Set up linear variational solver for u-p
73 # (After eliminating buoyancy)
74 W = W2 * W3
75 u, p = TrialFunctions(W)
76 w, phi = TestFunctions(W)

We also set up the radial unit vector used in the eliminated buoyancy term and
reconstruction later on.

77 # radial unit vector
78 khat = interpolate(x/sqrt(dot(x, x)),
79 mesh.coordinates.function_space())

We express Equations (5.39-5.40) using the test and trial functions.

80 a_up = (dot(w, u)
81 - 0.5*dt*p*div(w)
82 # Appears after eliminating b
83 + (0.5*dt*N)**2*dot(w, khat)*dot(u, khat)
84 + phi*p + 0.5*dt*c**2*phi*div(u))*dx
85

86 L_up = (dot(w, u0)
87 + 0.5*dt*dot(w, khat*b0)
88 + phi*p0)*dx

Next, we handle the boundary conditions, which are slip conditions u · n = 0
on the top and bottom boundaries of the atmosphere for u. It may appear like we
are setting both components of u but as we are using an H(div) element, only
normal components of u are associated with boundary entities, so only these are set
accordingly.

89 bcs = [DirichletBC(W.sub(0), 0.0, "bottom"),
90 DirichletBC(W.sub(0), 0.0, "top")]

Now we set up a function to solve the mixed system into and define the symbolic
problem.

91 w = Function(W)
92 up_problem = LinearVariationalProblem(a_up, L_up, w, bcs=bcs)

Here, we construct a solver objcet to be re-used every time-step. We now wish
to utilise a specific set of configurations to solve our linear system. We can do
this by specifying both our iterative solver mixed preconditioner directly to PETSc.
Proceeding line-by-line:
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93 params = {
94 'pc_type': 'fieldsplit',
95 'pc_fieldsplit_type': 'schur',
96 'ksp_type': 'fgmres',
97 'ksp_rtol': 1e-6,
98 'ksp_monitor_true_residual': None,
99 'pc_fieldsplit_schur': {

100 'fact_type': 'FULL',
101 'precondition': 'selfp'
102 },

Lines 107–109 specify the choice of iterative method (flexible GMRES) and
preconditioner. Setting the pc_type to fieldsplit followed by specifying the pa-
rameter pc_fieldsplit_type to schur tells PETSc to use a block-preconditioner
based on the Schur complement factorisation (5.30).We can bemore specific; setting
the factorisation type to be "full” (line 113) and using selfp as the Schur precon-
ditioning type produces a preconditioner of the form (5.34), where the inner elliptic
operator is produced by explicitly inverting a diagonal approximation to the velocity
mass operator. Since our problem consists of two fields, we can further configure
how each field is handled by providing additional solver parameters for each block.

103 'fieldsplit_0': {
104 'ksp_type': 'preonly',
105 'pc_type': 'bjacobi',
106 'sub_pc_type': 'ilu'
107 },

By default, the first field (velocity in our case) is labeled fieldsplit_0. Here,
we are telling PETSc to use a single application of block-ILU to approximately invert
the velocity mass operator. Now, we handle the pressure operator:

108 'fieldsplit_1': {
109 'ksp_type': 'cg',
110 'pc_type': 'gamg',
111 'pc_gamg_sym_graph': None,
112 'mg_levels': {
113 'ksp_type': 'chebyshev',
114 'ksp_chebyshev_esteig': None,
115 'ksp_max_it': 5,
116 'pc_type': 'bjacobi',
117 'sub_pc_type': 'ilu'
118 }
119 }
120 }

The pressure operator, H, is approximated by using a lumped diagonal approxi-
mate for the mass operator. Since the resulting approximation is elliptic and sparse,
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we tell PETSc to use the conjugate gradient algorithm and inner-preconditioning
via PETSc’s in-house multigrid implementation (GAMG). We use an aggressive set
of smoothers on each multigrid level (Chebyshev accelerated block-ILU). We set
the maximum number of smoother iterations on each level to be 5. Finally, we can
construct our solver object with this choice of parameters:

121 up_solver = LinearVariationalSolver(up_problem,
122 solver_parameters=params)

To implement the full timestepping algorithm, we need to additionally set up a
solver that reconstructs b after solving the eliminated problem for u and p. This is
expressed as find δb ∈Wb such that∫

Ω

γδbdx = −
∆t
2

N2
∫
Ω

γ ẑ · u(n+1) dx, ∀γ ∈Wb . (5.38)

To do this, we first solve for an update and solve for the vertical velocity projected
into the buoyancy space. In UFL this is expressed as follows

123 # Buoyancy solver
124 gamma = TestFunction(Wb)
125 b = TrialFunction(Wb)
126

127 a_b = gamma*b*dx
128 L_b = dot(gamma*khat, u0)*dx

We then set up a function to solve the b update into, and construct a solver object
for this equation too.

129 b_update = Function(Wb)
130 b_problem = LinearVariationalProblem(a_b, L_b, b_update)
131 ilu_params = {
132 'ksp_type': 'cg',
133 'pc_type': 'bjacobi',
134 'sub_pc_type': 'ilu'
135 }
136 b_solver = LinearVariationalSolver(b_problem,
137 solver_parameters=ilu_params)

This system decouples into vertical columns, and is well-conditioned (as it is a
mass-matrix system, so the conditioning is independent of the grid resolution) so no
special preconditioning techniques are required.

Next we organise the time loop. We set the time to zero, and initialise variables
where we will put the state for the next time-step, which are initialised to the initial
conditions so that we can output the resulting fields.

138 # Time-loop
139 t = 0
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140 state = Function(W2 * W3 * Wb, name="state")
141 un1, pn1, bn1 = state.split()
142 un1.assign(u0)
143 pn1.assign(p0)
144 bn1.assign(b0)
145 output = File("results/gravity_waves.pvd")
146 output.write(un1, pn1, bn1)

Then we specify how often we want to write output and start the time loop.

147 count = 1
148 dumpfreq = 50
149 while t < tmax:
150 t += dt

We solve the mixed system for u and p, and copy the result.

151 # Solve for velocity and pressure updates
152 up_solver.solve()
153 un1.assign(w.sub(0))
154 pn1.assign(w.sub(1))
155 u0.assign(un1)
156 p0.assign(pn1)

Then we solve the b reconstruction system and copy the result.

157 # Reconstruct buoyancy
158 b_solver.solve()
159 bn1.assign(assemble(b0 - 0.5*dt*N**2*b_update))
160 b0.assign(bn1)

Finally, we output the current state every 50 time-steps.

161 count += 1
162 if count > dumpfreq:
163 # Write output
164 output.write(un1, pn1, bn1)
165 count -= dumpfreq

A visualisation from a more modest resolution is provided in Figure 5.1 for the
interested reader. We remark here that, on average, the linear solver converges in
four Krylov iterations using the preconditioner outlined in this example. While that
is respectable, more complicated systems and larger time-step sizes will require
many more outer iterations for the solver to converge. In order to meet operational
requirements, it is crucial to reduce the overall time-to-solution in the linear solver.
An immediate way to achieve this is to reduce the number of outer iterations via
using a more performant preconditioner. One possible way to achieve this is through
the use of hybridisation techniques for mixed finite element methods.
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Fig. 5.1: The buoyancy perturbation at t = 3600s. This figure was produced from
a simulation with a horizontal mesh generated from 6 icosahedral refinements of a
sphere and 64 vertical layers. The field is shown in a x-y slice view with the positive
z-direction pointing inwards.

5.2.3 Hybridised mixed methods

Hybridised finite element methods were initially introduced for the mixed formu-
lation of second-order elliptic equations, where the formulation is replaced with a
discontinuous system for the prognostic variables (Arnold and Brezzi, 1985; Brezzi
and Fortin, 1991; Fraeijs De Veubeke, 1965). For mixed finite element methods,
hybridisation removes the continuity of normal components of functions in W2, and
instead weakly imposes continuity through using Lagrange multipliers on element
boundaries. In this section, we argue that hybridisation acts as an effective precon-
ditioner, which benefits from the fact that a Schur complement factorisation of the
hybridisable system can be done exactly (up to numerical round-off). The resulting
elliptic operator is sparse, and spectrally similar to that of the Schur complement
operator of the original mixed system.

We outline the hybridisation of compatible mixed method in its entirety using the
model gravity wave problem. After eliminating buoyancy at the equation level (see
(5.21)–(5.22)), the finite element formulation reads as follows: find δu ∈ W2 and
δp ∈W3 such that
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Ω

w · δu dx+N2∆t2

4

∫
Ω

w · ẑδu · ẑ dx−
∆t
2

∫
Ω

∇ ·wδpdx = R̃u, (5.39)∫
Ω

φδpdx+ c2∆t
2

∫
Ω

φ∇ · δu dx = Rp, (5.40)

for all w ∈W2 and φ ∈W3.
Recall that the main issue is the production of a dense elliptic operator due to

the inversion of the dense mass matrix on the W2. The main objective of using the
hybridisation technique is to render the system of equations forU and P block-sparse.
That is, degrees of freedom only couple within the cell, rather than across adjacent
elements. Since P is already defined in a discontinuous space W3, our primary target
is the velocity space W2.

We can immediately address the problem with inverting the velocity mass matrix
by considering a larger space of functions to construct the velocity field.We introduce
the “broken” function space defined as:

Wb
2 = {w ∈ L

2(Ω) : w |K ∈W2(K), for all K ∈ Ω}. (5.41)

The space Wb
2 consists of basis functions which are locally constructed from func-

tions in W2, but the normal components are no longer continuous between elemental
boundaries. Diagrams of the degrees of freedom for both theW2 andWb

2 are provided
in Figure 5.2.

Choosing the space Wb
2 in our finite element discretisation has three main con-

sequences: (1) the space is no longer a subspace of H(div); (2) by construction, all
velocity fields terms are rendered globally discontinuous; and as a result: (3) the
total number of unknowns for the velocity field is far greater than before. All interior
edges/faces will have twice the number of degrees of freedom to determine (a set
for the in/out-flow sides of the cell interface). We will address this point soon. An
immediate positive coming from this change is that the mass operator in the velocity
space, Mû : Wb

2 →Wb
2 , given by

{Mû}i j =

∫
Ω

wi ·w j dx+N2∆t2

4

∫
Ω

wi · ẑw j · ẑ dx, wi ∈Wb
2 (5.42)

is globally block-sparse. And indeed the inverse M−1
û is globally sparse as a result.

Furthermore, M−1
û can be computed directly by simply inverting the local element

tensors. See Figure 5.3 for global sparsity patterns in a two-dimensional example.
Taking δû ∈Wb

2 and testing equation (5.39) in the broken space fundamentally
changes the discretisation. In particular, we have for a single cell K:∫

K

w · δû dx+N2∆t2

4

∫
K

w · ẑδû · ẑ dx−
∆t
2

∫
K

∇ ·wδpdx

+
∆t
2

∫
∂K

w · nδpdS = R̃û, (5.43)
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(a)W2

(b)W b
2

Fig. 5.2: Two-element diagrams (on quadrilaterals) for the W2 space (5.2a) and the
“broken” space Wb

2 (5.2b). These correspond to the next-to-lowest order Raviart-
Thomas elements. The degrees of freedom on the edges are topologically discontin-
uous for the Wb

2 element (highlighted in blue).

(a) Mass matrix inW2 (b) Mass matrix inW b
2

Fig. 5.3: Mass matrix global sparsity patterns for the W2 and Wb
2 operators. Note

that the Wb
2 mass matrix is block-diagonal, similar to the pressure mass operator in

W3. This is also observed in three- dimensional implementations.
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Fig. 5.4: Two-element diagram for the space of traces of next-to-lowest order together
with the broken Wb

2 elements. This function space is produced by taking the trace
of the next-to-lowest order Raviart-Thomas space. Degrees of freedom for the traces
(orange) are not mathematically defined in cell interiors, and only exist on element
edges. This extends naturally to three-dimensions, with functions defined only on
faces.

Note here that the term R̃û is identical in construction to the previous residual for
the velocity. The only difference is that it consists of expressions being tested in Wb

2
rather than W2. The surface term contains the pressure field on the boundary of the
element.

Normally when testing inW2, the surface integrals vanish due to the continuity of
w · n. That is, given two adjacent elements K+ and K−, the “jump” of a vector field
in W2 is identically zero: w+ · n+ +w− · n− = 0, where n± is the outward normal on
the boundaries of K±. This is no longer the case when testing in Wb

2 since fields are
allowed to have double-valued normal components (differing in values taken on the
+/− sides).

With Γ denoting the set of facets of the mesh, we now introduce a new function
space defined only on cell interfaces. The desired space is obtained by taking the
trace of W2:

W tr
2 = {ξ ∈ L2(Γ) : ξ |e ∈ Pk(e), w · n |e ∈ Pk(e),∀w ∈W2,e ∈ Γ}, (5.44)

wherePk(e) denotes a polynomial space defined on the cell-interface e. Note also that
for each trace function ξ, both ξ |e and w · n |e belong in the same polynomial space.
This requirement ensures consistency with the original discretisation. In general, this
function space is discontinuous across vertices in two-dimensions, and vertices/edges
in three-dimensions. A diagram is provided for the reader in Figure 5.4. Functions
in W tr

2 are scalar-valued, with nodes on elements defined as point-evaluations at the
relevant quadrature points.

Revisiting the momentum equation and testing against functions in the discontin-
uous space Wb

2 , integrating the pressure gradient term in a single cell yields:
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K

w,∇δpdx = −
∫
K

∇ ·wδpdx+
∫
∂K

w · nδpdS. (5.45)

At this point, we introduce a new independent unknown in the trace space W tr
2 which

approximates the pressure on cell faces. This new variable λ now appears in the
global finite element form:∫

Ω

w · δû dx+N2∆t2

4

∫
Ω

w · ẑδû · ẑ dx−
∆t
2

∫
Ω

∇ ·wδpdx

+
∑
K ∈Ω

∫
∂K

w · nλdS = R̃û . (5.46)

It can be shown that λ physically approximates the pressure trace term ∆t
2 δp|Γ.

We still have one final condition to address. Namely, we require that our approxi-
mation to the velocity field to respect H(div)-conformity. In other words, we require
a velocity approximation satisfying∑

K ∈Ω

∑
e∈∂K

δû · n |e = 0. (5.47)

We close our system by introducing the constraint equation which enforces the
condition (5.47) weakly. We use test functions in W tr

2 to act as Lagrange multipliers
enforcing: ∑

K ∈Ω

∫
∂K

ξδû · ndS = 0, for all ξ ∈W tr
2 . (5.48)

Finally, we have all the necessary components to formulate the hybridisable
system entirely. The new finite element problem reads as follows: find δû ∈ Wb

2 ,
δp ∈W3, and λ ∈W tr

2 such that∫
Ω

w · δû dx+N2∆t2

4

∫
Ω

w · ẑδû · ẑ dx−
∆t
2

∫
Ω

∇ ·wδpdx

+
∑
K ∈Ω

∫
∂K

w · nλdS = R̃û, (5.49)∫
Ω

φδpdx+ c2∆t
2

∫
Ω

φ∇ · δû dx = Rp, (5.50)∑
K ∈Ω

∫
∂K

ξδû · ndS = 0 = 0. (5.51)

It can be shown that the solutions δû and δp coincide with the solutions δu and δp
of the original mixed system. That is, δû, albeit sought a priori in a discontinuous
space, is actually H(div)-conforming. The systems (5.39)–(5.40) and (5.49)–(5.51)
are approximating the same set of equations (Arnold and Brezzi, 1985).
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5.2.4 Discrete hybridised system

The hybridisable system in (5.49)–(5.51) admits a block set of matrix equations. We
have the usual mass operators on Wb

2 and W3. Furthermore, we have the “broken”
weak-divergence and trace-coupling operators: D̂ : Wb

2 →W3, C : Wb
2 →W tr

2 . With
Û , P, and Λ denoting the relevant coefficient vectors, the hybridisable system in
matrix form is: 

M̃û −∆t2 D̂T CT

∆t
2 c2D̂ Mp 0

C 0 0



Û
P
Λ

 =

R̃û

Rp

0

 . (5.52)

From an initial glance, this process appears to be counter-productive; the hybrid
system has significantly more degrees of freedom to be determined than the original
velocity-pressure system. Moreover, the full matrix operator in (5.52) is terribly
conditioned and indefinite. However, the choice of function spaces provides us with
essential mathematical properties to alleviate this.

Rewriting (5.52), we make the definitions:

Ã =

[
M̃û −∆t2 D̂T

∆t
2 c2D̂ Mp

]
, (5.53)

C =
[
C 0

]
, (5.54)

X =

{
Û
P

}
, (5.55)

R̃ =

{
R̃û

Rp

}
, (5.56)

producing the block-system:

Â

{
X
Λ

}
=

[
Ã CT

C 0

] {
X
Λ

}
=

{
R̃
0

}
. (5.57)

By our choice of function spaces, the blocks of the operator Ã are block-diagonal;
that is, Ã is globally discontinuous, with coupling between Û and P only restricted
to cell-interiors. See Figure 5.5 for a visual comparison of the global operators. This
allows us to employ a technique known as element-wise static condensation (Guyan,
1965).

The inverse of the Schur complement factorisation of Â from (5.57) has the from:

Â−1 =

[
I −Ã

−1
CT

0 I

] [
Ã
−1

0
0 HΓ

] [
I 0

−CÃ
−1

I

]
(5.58)

whereHΓ =−CÃ
−1
CT is the resulting reduced system forΛ on the mesh skeleton Γ.

Unlike the Schur complement approach on the original mixed system, HΓ is sparse,
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(a) Original matrix system

(b) Hybridised matrix system

Fig. 5.5: Global sparsity patterns for the original discretisation 5.5a and the corre-
sponding hybridised system 5.5b. The block-structure in 5.5b is a direct consequence
of our choice in finite element spaces (rendering the velocity field discontinuous).
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with a spectrum and conditioning similar to that of the pressure Helmholtz equation
(Cockburn and Gopalakrishnan, 2004, 2005a,b; Cockburn et al., 2009).

Solving (5.57) via a Schur complement method is equivalent to first eliminating
the velocity and pressure unknowns X and solve the global problem:

HΓΛ = RΓ = −CÃ
−1
R̃. (5.59)

Once Λ is determined, the prognostic variables are recovered via

X = Ã
−1 (

R̃−CTΛ
)
. (5.60)

Unlike with the original mixed problem, the system in (5.59) can be assembled
locally via static condensation, without global inversion of Ã. Element-by-element,
the trace operator HΓ and condensed right-hand side RΓ are computed by gathering
the cell-wise local tensors:

HΓ = {H∂K }K ∈Ω, H∂K = −CK Ã
−1
K CT

K , (5.61)

RΓ = {R∂K }K ∈Ω, R∂K = −CK Ã
−1
K R̃K . (5.62)

Similarly, X is recovered by local back-substitution; in each cell, we solve the local
problem:

ÃKXK = R̃K −C
T
KΛK . (5.63)

If Ã
−1
K is computed exactly, using a suitable direct method, then solving (5.59)

exactly and back-substituting (5.60) is equivalent to solving (5.57) via an exact
Schur complement factorisation.

In practice, directly solving for Λ is still not practical, despite the dramatic
reduction in problem size. However, we can use the fact that the operator HΓ is
elliptic, therefore multigrid procedures accelerated by a Krylov method can be quite
effective. The construction of efficient solvers and preconditioners is a subject of
on-going research and investigation. Recently, Schwarz-based preconditioners and
multigrid have shown to be quite effective for a wide variety of systems arising from
hybridisable finite element discretisations (Cockburn et al., 2014; Gopalakrishnan,
2003; Gopalakrishnan and Tan, 2009).

5.3 Hybridisation in Firedrake

In Firedrake, the process of static condensation through hybridisation is facilitated
by Slate, which is a domain-specific language for describing local linear algebra
i.e. linear algebra at the level of a single element (Gibson et al., 2019). The static
condensation can be performed by a loop over elements, forming the local statically-
condensed system involving the broken/discontinuous variables supported on that
element plus the trace variables on the boundary facets of the element. This local
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system is then assembled into a globally coupled system that can be solved for the
trace variables before solving the local system to obtain the broken/discontinuous
variables.

Slate can assemble statically-condensed systems and perform reconstruction of
eliminated variables for any system that can be hybridised (see Cockburn et al. (2009)
for a complete description of whether systems can be hybridised or not). Further,
given a linear variational solver for a hybridisable system (i.e. the system involving
discontinuous field variables plus trace variables), Firedrake allows the specifica-
tion through a preconditioner that static condensation should be performed, together
with an interface to provide preconditioning options for the corresponding statically-
condensed system. Even further, given a mixed compatible finite element system,
Firedrake provides a preconditioner that takes the corresponding hybridisable sys-
tem with broken velocity space, performs the static condensation, solves (possibly
approximately) the condensed system, reconstructs the discontinuous variables, per-
forms a local projection into the unbroken velocity space, and returns the result.
Hence, we will only encounter Slate remotely via this preconditioner interface.

5.3.1 Hybridisation as a preconditioner

The Firedrake preconditioner HybridizationPC takes an H(div) × L2 system and
automatically forms the hybridisable system. This is accomplished through manip-
ulating the UFL objects representing the discretised PDE. This includes replacing
argument spaces with their discontinuous counterparts, introducing test functions
on an appropriate trace space, and providing operators assembled Slate-generated
kernels.

More precisely, let Ax = R be the incoming mixed saddle point problem, where
R =

{
Ru Rp

}T , x = {
U P

}T , and U and P are the velocity and scalar unknowns
respectively. Then this preconditioner replaces Ax = R with the augmented system
(see (5.57)):

Â

{
X
Λ

}
=

{
R̃
Rλ

}
, (5.64)

where R̃ =
{
R̃û Rp

}T , Rλ are the right-hand sides, and ·̃ indicates co-vectors with
discontinuous functions. Here, X =

{
Û P

}T are the hybridisable (discontinuous)
unknowns to be determined.

The preconditioning operator for the hybridisable system (5.64) is derived from
the Schur complement factorisation in (5.58):

P̃ =

[
I −Ã

−1
CT

0 I

] [
Ã
−1

0
0 HΓ

] [
I 0

−CÃ
−1

I

]
. (5.65)

A single globally coupled system for Λ is the only system requiring iterative inver-
sion:
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HΓΛ = Rλ−CÃ
−1
R̃. (5.66)

The recovery of Û and P happens as summarised in Section 5.2.4.
Since the velocity is constructed in a discontinuous space Wb

2 , we must project
the computed solution into W2. This can be done cheaply via local facet averaging.
The resulting solution is then updated via U ← ΠdivÛ , where Πdiv : Wb

2 →W2 is
the projection mapping. This ensures the residual for the original mixed problem is
properly evaluated to test for convergence. With ̂P as in (5.65), the preconditioning
operator for the original Ax = R system is:

P = ΠP̃ΠT , Π =

[
Πdiv 0 0

0 I 0

]
. (5.67)

In general, when Neumann conditions are present, then Rλ is not necessarily
zero-valued. Since the preconditioner has access to the entire Python context (which
includes a list of boundary conditions and the spaces in which they are applied),
surface integrals on the exterior boundary are added where appropriate and incorpo-
rated in the generated Slate expressions. A more subtle issue that requires extra care
is the incoming right-hand side tested in W2.

The situation we are given is that we have

Ru = Ru(w), w ∈W2, (5.68)

but require R̃û(ŵ) for ŵ ∈Wb
2 . For consistency, we also require for any w ∈W2 that

R̃û(w) = Ru(w). (5.69)

We can construct such a R̃û satisfying (5.69) in the following way. By construction
of the space Wb

2 , we have for ψi ∈W2:

ψi =


ψ̂i ψi associated with an exterior facet node,
ψ̂
+

i + ψ̂
−

i ψi associated with an interior facet node,
ψ̂i ψi associated with a cell interior node,

(5.70)

where ψ̂i,ψ̂
±

i ∈Wb
2 , and ψ̂

±

i are functions corresponding to the positive and negative
restrictions associated with the i-th facet node. In other words, these are the two
“broken" parts of ψi on a particular facet connecting two elements. So for two
adjacent cells, a basis function in W2 for a particular facet node can be decomposed
into two basis functions in Wb

2 defined on their respective sides of the facet.
We then define our “broken” right-hand side via:

R̃û(ψ̂i) =
Ru(ψi)

Ni
, (5.71)

where Ni is the number of cells that the degree of freedom corresponding to the
basis function ψi ∈W2 touches. Using (5.70), (5.71), and the fact that Ru is linear
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in its argument, we can verify that our construction of R̃û satisfies (5.69). For
further implementation details, and other applications of static condensation and
hybridisation, we refer the reader to Gibson et al. (2019). As we will soon see,
using the preconditioner in existing Firedrake code only involves changing the solver
options.

5.3.2 Revisiting the gravity wave example

Recalling the gravity wave example in Section 5.2.2, we can adapt the simulation
to utilise the hybridisation preconditioner provided by Firedrake. The only change
required involves invoking the right solver parameters:

72 # Set up linear variational solver for u-p
73 # (After eliminating buoyancy)
74 W = W2 * W3
75 u, p = TrialFunctions(W)
76 w, phi = TestFunctions(W)
77

78 # radial unit vector
79 khat = interpolate(x/sqrt(dot(x, x)),
80 mesh.coordinates.function_space())
81

82 a_up = (dot(w, u)
83 - 0.5*dt*p*div(w)
84 # Appears after eliminating b
85 + (0.5*dt*N)**2*dot(w, khat)*dot(u, khat)
86 + phi*p + 0.5*dt*c**2*phi*div(u))*dx
87

88 L_up = (dot(w, u0)
89 + 0.5*dt*dot(w, khat*b0)
90 + phi*p0)*dx
91

92 bcs = [DirichletBC(W.sub(0), 0.0, "bottom"),
93 DirichletBC(W.sub(0), 0.0, "top")]
94

95 w = Function(W)
96 up_problem = LinearVariationalProblem(a_up, L_up, w, bcs=bcs)
97 params = {
98 'mat_type': 'matfree',
99 'pc_type': 'python',

100 'pc_python_type': 'firedrake.HybridizationPC',
101 'ksp_type': 'fgmres',
102 'ksp_monitor_true_residual': True,
103 'hybridization': {
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104 'ksp_type': 'cg',
105 'ksp_rtol': 1e-6,
106 'pc_type': 'gamg',
107 'pc_gamg_sym_graph': None,
108 'mg_levels': {
109 'ksp_type': 'chebyshev',
110 'ksp_chebyshev_esteig': None,
111 'ksp_max_it': 5,
112 'pc_type': 'bjacobi',
113 'sub_pc_type': 'ilu'
114 }
115 }
116 }
117 up_solver = LinearVariationalSolver(up_problem,
118 solver_parameters=params)

The code defining the problem remains unchanged. We only alter parameters
in line 97. Here, we are using flexible GMRES as before, but we have switched
out the approximate Schur complement preconditioner for a hybridisation method,
using the same preconditioned conjugate gradient method to invert the approximate
pressure operator. Running the example with this set of options, one will find that the
solver converges in one Krylov iteration. We summarise here the main advantages
of hybridisation-based methods.

1. Since the hybridisable system is block-sparse, a reduced operator can be formed
without the need for introducing auxiliary approximations (such as replacing the
velocity mass matrix with a diagonal approximation);

2. The resulting condensed system for the Lagrange multipliers has far fewer de-
grees of freedom than the original mixed system;

3. This method requires only inverting the condensed operator, which is sparse and
elliptic by construction;

4. By the previous point, we may recycle standard solver procedures for discrete
elliptic operators for the condensed system (such as multigrid);

5. Once the Lagrange multipliers are determined, the velocity and pressure may be
recovered locally by inverting (via LU) small linear systems in each cell.

As a result of item 1 and 5, a suitably tuned linear solver for the Lagrange
multipliers results in GMRES convergence in a single iteration. Therefore, to gain the
most performance, we can run the simulation with ksp_type set to preonly. That
is, we ask the linear solver to simply apply the preconditioner only; no outer Krylov
method is needed. Moreover, the elimination process to assemble the trace system is
an operation-bound process. That is, little to no parallel communication is required.
Together with the fact that using hybridisation removes the need for an outer Krylov
method, hence reducing the total number of global reductions (such as dot-products in
iterative methods), parallel communication is further reduced. This provides a great
opportunity to optimise such solvers on massively parallel supercomputers. The
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implementation of hybridisable discretisations for more complicated geophysical
systems is currently in progress.

5.4 Hydrostatic pressure solver

A very standard thing to do in geophysical simulations is to solve for a hydrostatic
pressure with a vertical component of the pressure gradient that balances the grav-
itational force, given a pressure boundary condition at the top of the domain. In a
staggered finite difference formulation, this is quite simple, as the pressure values
can be solved in each column from the top down to the bottom by computing differ-
ences. In a compatible finite element formulation, this is more complicated, because
it requires the solution of a system with different test and trial spaces. In this section,
we will describe how this can be dealt with; it will result in a set of decoupled column
systems that can also be reduced using hybridisation.

In the compressible Euler model, the velocity equation takes the form

∂u

∂t
+ (u · ∇)u+2Ω× u = −θ∇Π+g ẑ, (5.72)

where θ is the potential temperature, andΠ is theExner pressure.Herewe concentrate
on the terms on the right-hand side of this equation, using the following discretisation
given in Natale et al. (2016),

F[w] =
∫
Ω

∇ · (θw)Π dx−
∫
Γ

JθwK{{Π}}dS

−

∫
∂Ωtop

θw · nΠ0 dS−
∫
Ω

gw · ẑ dx, ∀w ∈W0
2 , (5.73)

where Π0 is the required value of Π on the upper surface ∂Ωtop, and where W0
2 is the

subspace ofW2 such that w · n = 0 on the bottom surface ∂Ωbottom. We also introduce
the averaging operator {{·}}, which is defined as:

{{ψ}} =
1
2
(ψ++ψ−), (5.74)

the average of some scalar field ψ over the positive (+) and negative (−) sides
of a facet on the mesh skeleton Γ. The jump terms on Γ exist because we take
θ ∈ Wb and Π ∈ W3; θ is therefore not necessarily continuous in the horizontal
direction. However, the jump terms cancel on horizontal interfaces within columns
since θ is always continuous in the vertical direction. Recalling the decomposition
W2 =Wh

2 ⊕Wv
2 (and consequently W0

2 =Wh
2 ⊕W0,v

2 ), we can consider the vertical
part of this pair of forces by taking w ∈ W0,v

2 . Hence, we can seek a hydrostatic
pressure Π ∈W3 such that
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−

∫
Ω

∇ · (θw)Π dx = −
∫
∂Ωtop

θw · nΠ0 dS−
∫
Ω

gw · ẑ dx, ∀w ∈W0,v
2 . (5.75)

Currently this a systemwith different test and trial functions. As noted byNatale et al.
(2016), it can be converted into an equivalent mixed system for (v,Π) ∈W0,v

2 ×W3
given by∫

Ω

(w · v−∇ · (θw)Π) dx = −
∫
∂Ωtop

θw · nΠ0 dS−
∫
Ω

gw · ẑ dx, (5.76)∫
Ω

φ∇ · v dx = 0, (5.77)

for all w ∈ W0,v
2 and φ ∈ W3. Note that the surface terms vanish, since they only

contribute on vertical side facets, where w · n = 0, since w is always vertical.
We can deduce that the solution v vanishes from the following. Since divergence

maps from W0,v
2 into W3, the projection of ∇ · v into W3 is trivial, and we obtain

∇ · v = 0 pointwise. Further, v points in vertical direction (because it is in the vertical
spaceW0,v

2 ), and hence it satisfies |v |z = 0 point-wise. Finally, the boundary condition
v · n = 0 implies that |v | = 0 on the bottom surface, and hence |v | = 0 everywhere.
Since v vanishes, we conclude that Π solves the hydrostatic equation (5.75).

In fact, one can symmetrise the equation by replacing Equation (5.77) with∫
Ω

φ∇ · (θv)dx = 0, ∀φ ∈W3. (5.78)

Natale et al. (2016) gave a uniqueness proof for v, and this equation is clearly satisfied
by v = 0, so we deduce that v must vanish.

5.4.1 A vertically-oriented hybridisation preconditioner

This equation has the form of a mixed compatible finite element problem but with
coupling only within columns (as might be expected for a hydrostatic equation). In
fact, it is also hybridisable. Upon relaxing v to the broken vertical space Wb,v,0

2 ,
defined as the set

Wb,0,v
2 = {v ∈

[
L2(Ω)

]n : v |K ∈W0,v
2 (K), for all K ∈ Ω}, (5.79)

and introducing Lagrange multipliers λ ∈ Trace(Wv
2 ) = W tr,v

2 to reinforce normal
continuity of v, which is only supported on the horizontal facets between neighbour-
ing elements in the same column, we obtain the coupled hybridisable problem: find
v ∈Wb,0,v

2 , Π ∈W3, and λ ∈W tr,v
2 such that
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Ω

(w · v−∇ · (θw)Π) dx

+

∫
Γ

JwKλdS = −
∫
∂Ωtop

θw · nΠ0 dS−
∫
Ω

gw · ẑ dx, (5.80)∫
Ω

φ∇ · (θv)dx = 0, (5.81)∫
Γ

µJvKdS = 0, (5.82)

for all w ∈Wb,0,v
2 , φ ∈W3, and µ ∈W tr,v

2 . We can use static condensation to obtain
a reduced symmetric positive definite system for λ which can be efficiently and
independently solved in each column. It turns out that λ is an approximation of θΠ
on the horizontal facets.

5.4.2 Firedrake example

The example code starts as usual by importing Firedrake and defining some problem
parameters.

1 from firedrake import *
2 nlayers = 16 # Number of extrusion layers
3 R = 6.371E6/125.0 # Scaled radius [m]: R_earth/125.0
4 thickness = 1.0E4 # Thickness [m] of the domain
5 degree = 1 # Degree of finite element complex
6 refinements = 4 # Number of horizontal refinements
7 c = Constant(343.0) # Speed of sound
8 N = Constant(0.01) # Buoyancy frequency
9 g = Constant(9.810616) # Accel. due to gravity (m/s^2)

10 N = Constant(0.01) # Brunt-Vaisala frequency (1/s)
11 p_0 = Constant(1000.0*100) # Reference pressure (Pa, not hPa)
12 c_p = Constant(1004.5) # SHC of dry air at const. pressure
13 R_d = Constant(287.0) # Gas constant for dry air (J/kg/K)
14 kappa = 2.0/7.0 # R_d/c_p
15 T_eq = 300.0 # Isothermal atmospheric temp. (K)
16 p_eq = 1000.0 * 100.0 # Ref surface pressure at equator
17 u_max = 20.0 # Maximum amp. of zonal wind (m/s)
18 d = 5000.0 # Width parameter for Theta'
19 lamda_c = 2.0*pi/3.0 # Longitudinal centerpoint of Theta'
20 phi_c = 0.0 # Latitudinal centerpoint of Theta'
21 deltaTheta = 1.0 # Maximum amplitude of Theta' (K)
22 L_z = 20000.0 # Vert. wave len. of the Theta' pert.

Just as in the gravity wave example, we set up an atmosphere-shaped domain
on a planet 125 times smaller than Earth, and construct compatible finite element
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spaces on it, using tensor products. First we define the extruded mesh using a cubic
coordinate field:

23 # Horizontal base mesh (cubic coordinate field)
24 base = CubedSphereMesh(R,
25 refinement_level=refinements,
26 degree=3)
27

28 # Extruded mesh
29 mesh = ExtrudedMesh(base,
30 extrusion_type='radial',
31 layers=nlayers,
32 layer_height=thickness/nlayers)

And now we construct our spaces on extruded quadrilateral elements using the
Raviart-Thomas family complex.

33 # Horizontal elements
34 U1 = FiniteElement('RTCF', quadrilateral, degree)
35 U2 = FiniteElement('DQ', quadrilateral, degree - 1)
36

37 # Vertical elements
38 V0 = FiniteElement('CG', interval, degree)
39 V1 = FiniteElement('DG', interval, degree - 1)
40

41 # HDiv element (vertical only)
42 W2_ele_v = HDiv(TensorProductElement(U2, V0))
43

44 # L2 element
45 W3_ele = TensorProductElement(U2, V1)
46

47 # Charney-Phillips element
48 Wt_ele = TensorProductElement(U2, V0)
49

50 # Resulting function spaces
51 W2v = FunctionSpace(mesh, W2_ele_v)
52 W3 = FunctionSpace(mesh, W3_ele)
53 Wtheta = FunctionSpace(mesh, Wt_ele)

We then set up a potential temperature field, and perform some thermodynamic
calculations to set up a background potential temperature stratification plus a pertur-
bation.

54 theta0 = Function(Wtheta)
55 x = SpatialCoordinate(mesh)
56

57 # Create polar coordinates:
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58 # Since we use a CG1 field, this is constant on layers
59 W_Q1 = FunctionSpace(mesh, "CG", 1)
60 z_expr = sqrt(x[0]*x[0] + x[1]*x[1] + x[2]*x[2]) - R
61 z = Function(W_Q1).interpolate(z_expr)
62 lat_expr = asin(x[2]/sqrt(x[0]*x[0] + x[1]*x[1] + x[2]*x[2]))
63 lat = Function(W_Q1).interpolate(lat_expr)
64 lon = Function(W_Q1).interpolate(atan_2(x[1], x[0]))
65

66 # Surface temperature
67 G = g**2/(N**2*c_p)
68 Ts_expr = G
69 Ts_expr += (T_eq-G)*exp(
70 -(u_max*N**2/(4*g*g))*u_max*(cos(2.0*lat)-1.0)
71 )
72 Ts = Function(W_Q1).interpolate(Ts_expr)
73

74 # Surface pressure
75 ps_expr = p_eq*exp(
76 (u_max/(4.0*G*R_d))*u_max*(cos(2.0*lat)-1.0)
77 )*(Ts/T_eq)**(1.0/kappa)
78 ps = Function(W_Q1).interpolate(ps_expr)
79

80 # Background pressure
81 p_expr = ps*(1 + G/Ts*(exp(-N**2*z/g)-1))**(1.0/kappa)
82 p = Function(W_Q1).interpolate(p_expr)
83

84 # Background temperature
85 Tb_expr = G*(1 - exp(N**2*z/g)) + Ts*exp(N**2*z/g)
86 Tb = Function(W_Q1).interpolate(Tb_expr)
87

88 # Background potential temperature
89 thetab_expr = Tb*(p_0/p)**kappa
90 thetab = Function(W_Q1).interpolate(thetab_expr)
91 theta_b = Function(Wtheta).interpolate(thetab)
92 sin_tmp = sin(lat) * sin(phi_c)
93 cos_tmp = cos(lat) * cos(phi_c)
94 r = R*acos(sin_tmp + cos_tmp*cos(lon-lamda_c))
95 s = (d**2)/(d**2 + r**2)
96 theta_pert = deltaTheta*s*sin(2*pi*z/L_z)
97 theta0.interpolate(theta_b)

To define the right-hand side linear forms, we require a radial vector to set the
gravitational force:

98 khat = interpolate(x/sqrt(dot(x, x)),
99 mesh.coordinates.function_space())
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Now we build a mixed function space to define the linear variational problem,
and set up test and trial functions.

100 # Calculate hydrostatic Pi
101 W = W2v * W3
102 v, pi = TrialFunctions(W)
103 dv, dpi = TestFunctions(W)

We will need to refer to the facet normal in setting the reference pressure, so we
create a symbolic object for it.

104 n = FacetNormal(mesh)

Nowwe describe equations (5.76)-(5.78) using UFL, and set the boundary condi-
tion for v. In this particular problem, we set the value of Π0 at the top of the domain
and enforce a no-slip condition on the vertical velocity space on the bottom. This
gives us a well-posed finite element system. The resulting finite element system is
written as:

105 a = (c_p*inner(v, dv) - c_p*div(dv*theta0)*pi
106 + dpi*div(v*theta0))*dx
107 L = (-c_p*inner(dv, n)*theta0*(p/p_0)**kappa*ds_t
108 - c_p*g*inner(dv, khat)*dx)
109

110 bcs = [DirichletBC(W.sub(0), 0.0, "bottom")]
111

112 w = Function(W)
113 piproblem = LinearVariationalProblem(a, L, w, bcs=bcs)

We now want to solve using the vertically-oriented hybridisation procedure out-
lined in Section 5.4.1. A Firedrake implementation of the vertically-oriented hybridi-
sation preconditioner, using the Slate package (Gibson et al., 2019), can be found
in (Zenodo/SCPC, 2019). We invoke this preconditioner in a similar fashion as the
previous hybridisation example for the gravity wave system:

114 params = {
115 'mat_type': 'matfree',
116 'pc_type': 'python',
117 'pc_python_type': 'scpc.VerticalHybridizationPC',
118 'ksp_type': 'preonly',
119 'vert_hybridization': {
120 'ksp_type': 'cg',
121 'ksp_rtol': 1e-8,
122 'pc_type': 'gamg',
123 'pc_gamg_sym_graph': None,
124 'mg_levels': {
125 'ksp_type': 'richardson',
126 'ksp_max_it': 5,
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127 'pc_type': 'bjacobi',
128 'sub_pc_type': 'ilu'
129 }
130 }
131 }

The choice of solver options were selected based on the properties of the con-
densed system. Since we formulated the mixed finite element formulation as a
symmetric system (scaling by θ as in equation (5.78)), the resulting system for the
trace variables is a symmetric system. We therefore use the conjugate gradient algo-
rithm (cg). To precondition the trace system, we use PETSc’s smooth-aggregation
multigrid implementation with Richardson-ILU smoothers on the grid levels. The
full configuration for the trace system (via the option prefix vert_hybridization)
is shown in lines 119–128.

Finally, we create a function to store the result in, set up the linear solver object,
and execute the hybridisation procedure to solve the system:

132 pisolver = LinearVariationalSolver(piproblem,
133 solver_parameters=params)
134

135 pisolver.solve()

To verify our discussion in Section 5.4, we check that norm of the computed flux
variable v is approximately zero by printing the result. We split our mixed function
into the v and Π components respectively and write out the Exner pressure field to
a file. Figure 5.6 displays the resulting Exner pressure field for this example.

136 v, exner = w.split()
137

138 # Print the norm of v: should be close to zero
139 print(sqrt(assemble(inner(v, v)*dx)))
140 File("pressure.pvd").write(exner)
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Fig. 5.6: The Exner pressure (y-z slice) field produced by solving equations (5.76)-
(5.78). The positive x-direction is pointing outwards.

5.5 Summary and conclusions

An alternative approach to the implementation of finite element libraries is through
the use of templated C++ programs. This allows the user to have full control over all
the necessary components of finite element discretisations, see for example DUNE
(Bastian et al., 2010). However, computational kernels (such as local assembly and
application of the discrete operator) have to be written by hand. Any kernel optimi-
sations is therefore limited by the capabilities of the available compiler. In contrast,
frameworks like FEniCS (Logg and Wells, 2010; Logg et al., 2012) and Firedrake
(Rathgeber et al., 2016) use domain-specific compilers to carry out optimisations
that are not feasible for general purpose compilers to perform.

Expressing non-finite element operations, such as column-wise or point-wise
physics parameterisations, often requires the programmer to both manage all aspects
of parallelism and its incorporation into intricate numerical code. However, Fire-
drake provides a mechanism for the straightforward implementation of any localised
operations as computational kernels in PyOP2 (Rathgeber et al., 2012). The PyOP2
layer is explicitly exposed to the model developer, and allows one to write and exe-
cute specialised kernels over the mesh. That is, non-finite element parameterisations
and operations may still be formulated as the execution of local operations over
mesh entities. Parallelisation is automatically handled by PyOP2 exactly as it is for
standard Firedrake finite element kernels.

The layered set of abstractions Firedrake provides further enables discretisations
that are ideal for geophysical models, equipped with sophisticated customisations:

• programmable solvers for complex systems of PDEs (Kirby and Mitchell, 2018);
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• efficient kernel algorithms on layered meshes for structurally extruded grids
(Bercea et al., 2016);

• construction of sophisticated finite element spaces on tensor-product grids
(McRae et al., 2016);

• fast assembly of high-order finite element tensors via sum-factorisation (Homolya
et al., 2017);

• and hybridisation and static condensation of finite element discretisations (Gibson
et al., 2019).

The examples outlined in this book build on many of the unique features Firedrake
offers for simulating geophysical flows. Several on-going projects built on top of
Firedrake have enabled application specialists to efficiently simulate and explore
domain areas relevant for Earth system modeling. These include:

• The Gusto Project: a compatible finite element dynamical core for three-
dimensional atmospheric flows (https://firedrakeproject.org/gusto/);

• The Thetis Project: a coastal ocean model using discontinuous Galerkin methods
(Kärnä et al., 2018) (https://thetisproject.org/);

• and Icepack: an ice-sheet and glacier finite element model (https://icepack.
github.io/).

Together with its unique approach to software abstraction and composition, Firedrake
enables the rapid implementation, development, and execution of novel numerics for
complex geophysical systems.

https://firedrakeproject.org/gusto/
https://thetisproject.org/
https://icepack.github.io/
https://icepack.github.io/
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Code availability

All numerical examples presented in Ch. 3–5 are public and can be found at Zen-
odo/Springerbrief (2019). All major Firedrake components have been archived on
Zenodo (Zenodo/Firedrake-20190410.0, 2019). An installation of Firedrake with
components matching those used to produce the results in this book can be obtained
following the instructions at https://www.firedrakeproject.org/download.
html with:

python3 firedrake-install --doi 10.5281/zenodo.2635069
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