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”There’s no sense in going further — it’s the edge of cultivation,”

So they said, and I believed it — broke my land and sowed my crop —

Built my barns and strung my fences in the little border station

Tucked away below the foothills where the trails run out and stop.

Till a voice, as bad as Conscience, rang interminable changes

On one everlasting Whisper day and night repeated—so:

”Something hidden. Go and find it. Go and look behind the Ranges—

”Something lost behind the Ranges. Lost and waiting for you. Go!”

So I went, worn out of patience; never told my nearest neighbours —

Stole away with pack and ponies—left ’em drinking in the town;

And the faith that moveth mountains didn’t seem to help my labours

As I faced the sheer main-ranges, whipping up and leading down.

March by march I puzzled through ’em, turning flanks and dodging shoulders,

Hurried on in hope of water, headed back for lack of grass;

Till I camped above the tree-line—drifted snow and naked boulders —

Felt free air astir to windward—knew I’d stumbled on the Pass.

’Thought to name it for the finder: but that night the Norther found me—

Froze and killed the plains-bred ponies; so I called the camp Despair

(It’s the Railway Gap to-day, though). Then my Whisper waked to hound me:—

”Something lost behind the Ranges. Over yonder! Go you there!”

Then I knew, the while I doubted—knew His Hand was certain o?er me.

Still—it might be self-delusion—scores of better men had died—

I could reach the township living, but ... He knows what terror tore me ...

But I didn?t ... but I didn?t. I went down the other side,

Till the snow ran out in flowers, and the flowers turned to aloes,

And the aloes sprung to thickets and a brimming stream ran by;

But the thickets dwined to thorn-scrub, and the water drained to shallows,

And I dropped again on desert—blasted earth, and blasting sky...

I remember lighting fires; I remember sitting by ?em;

I remember seeing faces, hearing voices, through the smoke;
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I remember they were fancy—for I threw a stone to try ’em.

”Something lost behind the Ranges” was the only word they spoke.

I remember going crazy. I remember that I knew it

When I heard myself hallooing to the funny folk I saw.

’Very full of dreams that desert, but my two legs took me through it ...

And I used to watch ?em moving with the toes all black and raw.

But at last the country altered—White Man’s country past disputing—

Rolling grass and open timber, with a hint of hills behind—

There I found me food and water, and I lay a week recruiting.

Got my strength and lost my nightmares. Then I entered on my find.

’Thence I ran my first rough survey—chose my trees and blazed and ringed ’em—

Week by week I pried and sampled—week by week my findings grew.

Saul he went to look for donkeys, and by God he found a kingdom!

But by God, who sent His Whisper, I had struck the worth of two!

Up along the hostile mountains, where the hair-poised snowslide shivers—

Down and through the big fat marshes that the virgin ore-bed stains,

Till I heard the mile-wide mutterings of unimagined rivers,

And beyond the nameless timber saw illimitable plains!

’Plotted sites of future cities, traced the easy grades between ’em;

Watched unharnessed rapids wasting fifty thousand head an hour;

Counted leagues of water-frontage through the axe-ripe woods that screen ’em—

Saw the plant to feed a people—up and waiting for the power!

Well I know who?ll take the credit—all the clever chaps that followed—

Came, a dozen men together—never knew my desert-fears;

Tracked me by the camps I’d quitted, used the water-holes I’d hollowed.

They?ll go back and do the talking. They’ll be called the Pioneers!

They will find my sites of townships—not the cities that I set there.

They will rediscover rivers—not my rivers heard at night.

By my own old marks and bearings they will show me how to get there,
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By the lonely cairns I builded they will guide my feet aright.

Have I named one single river? Have I claimed one single acre?

Have I kept one single nugget—(barring samples)? No, not I!

Because my price was paid me ten times over by my Maker.

But you wouldn?t understand it. You go up and occupy.

Ores you’ll find there; wood and cattle; water-transit sure and steady

(That should keep the railway rates down), coal and iron at your doors.

God took care to hide that country till He judged His people ready,

Then He chose me for His Whisper, and I’ve found it, and it?s yours!

Yes, your ”Never-never country”—yes, your ”edge of cultivation”

And ”no sense in going further”—till I crossed the range to see.

God forgive me! No, I didn’t. It’s God’s present to our nation.

Anybody might have found it but—His Whisper came to Me!

Rudyard Kipling, The Explorer (1898)
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Abstract

Computational fluid dynamics is the test bed, for in-silico experiments, before a part

is first built however the state-of-the-art relies on low-order Reynolds averaged Navier-

Stokes (RANS) or Detached Eddy Simulations (DES) and their turbulence models that

require fine tuning of many parameters. They are ill-suited for tackling the complex

interaction between the wake of a Formula One front wing and the highly unsteady bluff-

body wake of the rolling wheel. This thesis describes the effort made towards assessing

the spectral/hp element LES as an alternative method for better for informing the process

of the aerodynamicists.

Results from the computation of the flow on a rounded wingtip give further insight into

the complexity of the flow revealing numerous vortical structures merging into a trailing

vortex. A direct numerical simulation of the unsteady wake of an idealised rolling wheel

at ReD = 1000 reveals the flow structures associated to the shedding at the top of the

wheel, the symmetry breaking as well as the meandering of the jetting-vortices adding to

our fundamental understanding of the wheel wake. In particular the DNS allows for a

thorough survey of the wake structures in the immediate wake, less than half a diameter,

both the jetting vortices and the shedding at the top of the wheel occur but experiments

struggle to instrument. Finally preliminary results for the computation of the flow about

the front-section of the MP4-17D are reported and compared to experimental results as

well as state-of-the-art RANS computation.

The CAD geometries, the mesh and initial conditions as well as the exact code used

to run them are made openly available for each of the cases reported in this thesis for the

fluids community to continue building on these results.
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Chapter 1

Introduction

This research presented in this thesis is motivated by a vision to improve the state-of-the-

art CFD for Formula One design based on the capability to :

1. incorporate a higher level of physical based modelling,

2. effectively deploy on peta-scale, and future exa-scale, HPC resources and,

3. to be suited to both academic environments and early stage production in industry.

This vision, shared between the Sherwin Lab and McLaren Racing equally aims to fuse

dynamic data from next generation high-fidelity CFD together with wind-tunnel and

track. Two challenges are identified as areas where current state-of-the-art CFD methods

employed in F1 industry could benefit from further insight : the formation of a wing-

tip vortex and the unsteady detached wake of the rolling wheel. More importantly, the

greatest challenge is the high-fidelity modelling using high-order spectral/hp1 element wall

resolved LES simulation, of the interaction between wing-tip vortices and rolling wheels

of the front-section of the McLaren MP4-17D. This challenge is chosen as an embodiment

of the overall technical ambition because it requires improvements in meshing and post-

processing together with improved efficiency in leveraging current peta- and future exa-

scale HPC infrastructures.

In what follows, the evolution of aerodynamic influence in Formula One, from the

first wings to 1999 McLaren MP4-17D, is presented together with the tools that have

supported these developments emphasising the gap between requirements for further im-

proving aerodynamic efficiency of a Formula One and available tools. An argument is

then made for spectral/hp element based high-fidelity CFD to fill this gap and enable

Formula One engineers to further improve aerodynamic efficiency of their cars.

1“hp” refers to the ability of increasing resolution by decreasing the mesh size “h” or increasing the
polynomial expansion “p” within a given element.

1



2 CHAPTER 1. INTRODUCTION

1.1 Key aerodynamic developments and today’s open

challenges

Aerodynamics has always been a key performance differentiator in Formula One. Until

the 1960’s the aim was to streamline the body of the car under the constraints of the

regulations but also of the thermal management of the engine. From the 1968 season

onwards, aerodynamics principles were also employed for downforce generation, or nega-

tive lift, with the appearance of wings (1968) and then downforce promoting underbodies,

usually referred to as ground force cars. Considering the flow around a car and neglecting

the flow regimes associated with cooling and exhaust flow, the parts of a 2017 Formula

One car can be classified as follows

1. streamlined elements (such as the roll-over cage, nose, side-pods) that are designed

for attached flow.

2. downforce generating elements such as wing, strakes, winglets, vortex generators,

floor, skirts, diffuser, etc

3. guiding elements, such as bargeboards, that produce both pressure gradients as well

as vortical structures

4. drag inducing components such as the wheels, suspension systems, cameras, etc.

These can be at least partially be streamlined but most often result in bluff body

flows.

During the first seventy years of the sport, Formula One aerodynamics evolved from

an offshoot of aircraft design to a specialisation in itself. This was particularly true from

the end of the 60’s with the development of ground-effect thanks to close collaboration

between Imperial College and leading F1 teams such as BRM, Brabham and Williams.

Close collaboration between academia and industry also allowed for an efficient technology

transfer when early commercial CFD tools were developed first at Imperial College and

then, as they moved towards RANS modelling, into the aerodynamic departments of the

F1 teams at the end of the 90’s. Section 1.2 an overview of the aerodynamic development

of the Formula One front-section2 is presented. It is followed by a survey of the state-of-

the-art tools used for aerodynamic optimisation and particular emphasis is cast on the

CFD tools and the challenges their offer that need to be overcome for further optimising

aerodynamic efficiency of a Formula One.

2defined as the first half of the car starting from the nose
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Figure 1.1 – The streamlined electric vehicle la Jamais Contente (left). First attempt at a
land-speed record with rocket engined cars with he Opel RAK1 (middle), note the small wings
either side of the body to provide downforce. The Opel RAK2 (right), leverages much larger
wings to improve handle at the higher velocities (roughly 230km/h). Both wings had positive
camber. Source : (n/a, 2017a)

1.1.1 From streamlined to winged cars

The importance of aerodynamics in automotive design was already appreciated at the end

of the XIXth century when competitors of the coveted Land Speed Record put a great

deal of effort into streamlining their racers. La Jamais Contente (Figure 1.1 (left)), an

electric vehicle, was the first road vehicle to break the 100[km/h] barrier and is a potent

example. The rocket powered Opel RAK1 (Figure 1.1 (middle)) and RAK2 (Figure 1.1

(right)) were the first automobiles to see positive camber wings attached to their chassis

to compensate for the positive lift of the rest of the vehicle.

Figure 1.2 – Modified 1956 Porsche 550 Spyder by Michel May (left). Note the wing mount
on the McLaren M2A at Firestone tyre test in Riverside California prior to 1966 season. And
(right) the Ferrari 312 with a wing designed by Mauro Forghieri following the advice of Michel
May. Sources : (Ferrari, 2017) and (n/a, 2017b)

In 1956, a Swiss student from the ETHZ first raced his modified Porsche 550 spyder

with a wing in view of improving downforce (Figure 1.2 (left)). This is the first known

example of a race car being fitted with a negative camber wing that is now commonplace

in racing car design. He later joined Ferrari’s Formula One team and his collaboration

with Mauro Forghieri led to the first winged Ferrari Formula One car the 312 (Figure 1.2

(right)) . This also marks a shift in objectives for racing cars from drag-reduction through
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streamlining only to a compromise between streamlining (drag reduction) and increased

downforce through lifting surfaces, ground effects and then compressibility effects.

Aerodynamics have been a key player in McLaren DNA since the first entry into the

championship from Bruce McLaren’s team for the 1966 season. It builds on the lessons

learned from M2A development car designed by Robin Herd that joined the McLaren from

the National Gas Turbine Establishment where he had participated in the development

of the Concorde (Wikipedia, 2017) (Figure 1.2 (middle)). During a test day in Zantvoort

in November 1965 the M2A was fitted for the first time with a rear-wing producing

downforce. A reported three seconds a lap improvement motivated the use of the wing

for the 1966 M2B. However, challenges in cooling the Serenissima engine, used from the

Belgium Grand Prix onwards in the season, prevented the use of the rear-wing.

From unsprung to sprung wings

It wasn’t until the 1968 season that wings, fixed to the unsprung parts of the car, were

raced for the first time with the Lotus 49b (Fig. 1.3 a). As the wings grew in size the

stronger loading increased the risk of failure on the suspensions arms (Fig. 1.3 b at the

Montjuic Park Barcelona GP). From the Monaco GP in 1969 onwards, the wings fixed to

unsprung parts of the wheel were banned motivating Lotus to envisage a spoiler design

(Figure 1.3 c)).

Figure 1.3 – From unsprung to sprung wings during the 1968 season and first front-wings on
Lotus 49h (c) (Bisset, 2015)

Gurney flap

Before getting into the details of the evolution of the front wing we should emphasise the

importance of one last modification to isolated wings during the 70’s. The Gurney flap,

typically 1-4% of the chord length and positioned vertically to the chord at the trailing

edge, was invented by Dan Gurney for the Indy 500 of 1970, to improve the downforce

of a given profile (Figure 1.4). By generating a low pressure region in the wake of the
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gurney the flow can be re-attached, similarly to a flap. For the front-wing of the MP4-19

which is used as a base for the model we investigate in Chapter 5 the gurney flap helps

keep attached the flow over a wider range of attitudes of the front-wing.

Figure 1.4 – 1971 AAR Gurney Eagle for the Indy 500(Brown, 2017). Note the gurney flap on
the rear wing.

1.1.2 Front-wing aerodynamics

The first full-width front-wing was introduced by Ferrari in 1974 (Figure 1.6 a). Between

the 1968 season and 1974, the only noticeable difference to front wing design was the in-

troduction of small end-plates at either extremity of these front wings to minimise induced

drag from the roll-up vortex at the tips of the wings. The March 711 of 1978 (Figure 1.7)

was a radical exception to the full-width front-wings of the 1970’s that favoured small

end-plates with parabolic profile aimed at reducing induced drag with an elliptical wing

profile. Barnard introduced a two element front-wing with the MP4-2 (Figure 1.6 b) to

further increase the downforce of the front-section, similarly to flaps from aeronautical ap-

plications. Tyrell introduced the high-nose front-wing (Figure 1.6 c), with the Tyrell 019.

This is, arguably, the first time aerodynamic efficiency of the front-wing was optimised for

the entire car. Prior to that front-section aerodynamic optimisation was performed locally

on the front-wing itself by sacrificing wing-span on the front-wing in view of improving

the mass flow towards the floor and diffuser.
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Figure 1.5 – Different elements of the MP4-17D front-wing.

Evolution of the endplate

Until the 1998 change in regulations (Figure 1.8 a), the wing-tip vortices generated by

the front-wing where essentially perceived as a source of induced drag. Until then the

endplates had been aligned with the interior of the wheel (Figure 1.8 b). As the new rules

reduced the track of the car, the wake of the endplates now impinged directly the middle

of the wheel. It was soon understood that sacrificing maximum span in favour of using the

endplates as vane guides by avoiding direct incidence onto the rotating wheel was beneficial

for reducing the drag (Figure 1.8 c). To compensate for this loss of span small strakes, or

canards, were added at the exterior of the end-plates to induce vortex suction on these

small aspect-ratio wings. This work started the incredible development of the endplate

section with strakes followed by the introduction of footplates on the trailing edge that

generated a systems of a least two more vortices. The endplate was then modified from

a straight section to semi-circular design increasing the intensity of the interior footplate

vortex on the MP4-14 (Figure 1.8 c). In addition to a growing footplate, the MP4-17D

featured a canard, that together with the endplate, and footplate, was responsible for

generating a system of four main vortices, studied experimentally by Pegrum (2006) and
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Figure 1.6 – First full-width front-wing raced on the Ferrari 312B3-74 (right) for the 1974
season. 1984 Barnard designed McLaren MP4-2 was the first F1 car to race a multi-element
front-wing (as well as the famous ”coke-bottle” rear). Similarly to a multi element wing used
for aircraft (flaps and slats) that both increase total surface of the wing and especially larger
amounts of camber. Compared to a single element with similar camber the multi-element wing
exhibits separation at a higher angle of attack. First front wing with a high-nose (to increase
mass flux towards floor yet allow for the full-width wing to be as close as possible to he ground
to leverage ground effect : 1990 Tyrell 019 (tyr, 2017)

numerically in Chapter 6.

The end-plate contributes to increasing aerodynamic efficiency of the front-section in

two ways: it prevents flow leakage from the pressure to the suction side of the wing at the

wing-tip and helps direct the flow around the front wheels (either in-board before 2009

or outboard after). Since then, the double role of the end-plate has motivated complex

designs generating multiple trailing vortex system.

Figure 1.7 – March 711 with elliptical front-wing (top) and 1970 Ferrari 312B (bot-
tom) with rudimentary end-plate. Two early solutions aimed at minimising wake drag
(by reducing the formation of the wing-tip vortices)(History, 2017)

Our motivation to use a model based on the MP4-17D was two-fold. Firstly, thanks

to the availability of the CAD geometry from McLaren Racing we could reproduce an

accurate representation of the experimental study conducted by Pegrum (2006) in the

rolling-road equipped Campbell wind-tunnel at Imperial allowing for a more quantitative

study of the correlation between wind-tunnel PIV data and CFD results.
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Figure 1.8 – Change of regulation in width of the F1 cars from 200cm to 180cm (and the
front-wing from 160 to 140cm, for 1998 meant the end-plate (or wing-tip) of the front-wing was
now impinging the middle of the wheel. Contrary to its predecessor (the MP4-12) the end-plate
was now used as a turning vane to manage the flow around the front-wheel (so-called in-wash
front-wing). The growing complexity of the end-plate also allowed for generating increasingly
complex vortical systems. Whereas a trivial endplate used until 1998 would generate two vortices
from both the highest and lowest edges of the end-plate, the addition of a footplate, as shown
on the right, produced at least three main stream-aligned vortices.

y-250 vortex

The regulations change of 2009 introduced a neutral-section 250mm each side of the

symmetry plane of the front-wing where no lifting-profile is allowed (Figure 1.10). The

shorter span vanes and flaps thus had tips at 250mm from the symmetry plane of the

car. The change in wing-profile on the main plane between the neutral and lifting region

produces a complex systems of co-rotating vortices generally referred to as the y250 vortex.

Two key challenges in numerically modelling the y250 vortex are its accurate modelling

of the roll-up of the shear layers and tracking the evolution of the vortex as it advects
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Figure 1.9 – MP4-17D front-wing (left) and MP4-29 front-wing (right)(Piola, 2017b)

downstream through the suspension systems, around the barge-boards and side-pods all

the way to the rear-wing and diffuser assembly. We should emphasise the large scales

associated with this vortex which render its numerical modelling difficult due to the

strong dissipation of state-of-the-art CFD tools used in Formula 1. The main plane of the

front-wing has a chord of roughly 20[cm], producing a vortex that can remain coherent for

the better part of the 4[m] length of the car. The combination of stringent local accuracy

requirements near the wingtip where the vortices are generated together with the large

extent of the coherent vortex render its modelling a challenge. This is one of the main

motivations for investigating the possible benefits of using numerical schemes with low

dispersion/diffusion errors which are then better able to propagate vortices over large

space-time scales.

So far we have presented aerodynamic developments as isolated, local, elements of the

car. Even though the first front-wings were optimised in isolation, such as the elliptic

front-wing of the March 711 (Figure 1.7) it was already becoming apparent that the inter-

action between an aerodynamic element and the rest of the car required the understanding

of their mutual interaction. An early example is the Forgheri rear-wing, that needed as

much clean-air as possible, motivating a re-design of the rear end of the 312B3, that be-

came the 312T. This is one of the first examples demonstrating the importance of coupled

optimisation for overall performance gain of the car; by both increasing overall downforce

while reducing drag as well as avoiding over-heating of the engine. This coupling of the

flow between elements is one of the reasons why it is not possible to optimise a front-wing

without a rolling wheel. More generally the highly coupled nature of F1 design requires

a general understanding of both lifting surfaces and bluff-bodies operating together in

ground effect. In this thesis, however, we focus only on the front-end of the car where the

interaction of the vortex dominated flow from the front-wing with the bluff-body rotating

wheel serves as a canonical test case for most of F1 incompressible aerodynamics.
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Figure 1.10 – Regulation changes for 2009 with wider front-wings enabling out-wash end-
plates as well as the 250mm neutral region each side of the symmetry plane producing the y250

vortex(Piola, 2017a)

Figure 1.11 – y250 vortex generated by 2013 Redbull RB9.

1.1.3 The challenge posed by open rotating wheels : main con-

tribution to drag.

Overview of the aerodynamics of the rolling wheel

The immediate wake, that we consider to be within half a diameter of a rotating wheel,

is dominated by two phenomena. First are shear instabilities between the oncoming flow
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and the flow entrained by the rotating wheel which leads to a complex vortex shedding at

the top of the wheel and the so-called jetting vortices nearby the contact region as the air

escapes laterally when it reaches the high-pressure region upstream of the contact patch.

These jetting vortices extend some distance laterally but remain in close proximity to the

ground. They can negatively affect the flow in both the underbody and the rear-wing and

diffuser assembly. As was shown with the Sauber C22 under tight cornering Sawley &

Richter (1997), or high yaw angles, the interaction of the front-wing with the wheel wake

can even hinder the performance of the rear-wing.

These two phenomena were already reported by Fackrell (1974) who employed both

smoke-visualisation and total-pressure surveys. Since their seminal work, few authors

have ventured towards describing the wake structure. Cogotti (1983) proposed a model

consisting of three counter rotating vortex pairs, the relative intensity of which was not

clearly defined. Saddington et al. (2007) experimentally investigated the wake of a rotating

Formula One wheel by means of laser doppler anemometry and added to the models

proposed by Bearman et al. (1988), Cogotti (1983) and Mercker & Berneburg (1991) by

reporting two pairs of counter rotating vortices at the top of the wheel and nearby the

contact region. More importantly they reported the two top vortices being entrained and

merging into the bottom ones by x = D downstream of the wheel centre, where D is the

wheel diameter. By x = 2.5D they measured a similar wake consisting of two counter

rotating vortices nearby the ground similar to that reported by Bearman et al. (1988).

This behaviour was confirmed by both Pegrum (2006) and MacCarthy (2010).

Apart from the extreme competitive environment of Formula One, the automotive

industry only recently developed a keener interest in wheel aerodynamics that, together

with the underbody flow contribute from twenty to forty percent of the total aerodynamic

drag (Wolf-Heinrich Hucho, 1993, Leclerc, 2008). Aerodynamic development of the car

has mainly focused on the visible body-work which, together with packaging constraints,

has led to convergence in optimum design shape. As the room for improvement vanishes,

aerodynamicists are looking into the more challenging flows associated to the rotating

wheels and engine/brake cooling. Wind-tunnel PIV measurements are considered state-

of-the-art and allow for efficient survey of the unsteady flow features about a car. However

it is challenging to instrument the tunnel to survey the velocity field within the wheel well.

Even for open-wheel race-cars, such as Formula One, the intricate suspension system

complicates surveys of the region between the wheel and the chassis through which the

y-250 vortex systems develops.

Another challenging aspect of wheel studies is the nature of the flow itself where the

flow-physics around the contact patch play a dominant role however access to this region, is

complicate challenging because it is precisely between the rotating wheel and the rolling
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ground plane. From a numerical point of view the rotating wheel and, in particular,

the treatment of the contact patch are also a challenge. The vanishing gap between

the rotating wheel and the rolling road requires careful modelling to avoid introducing

stringent CFL restrictions. Also, the geometric approximations of this region pose a

challenge for imposing consistent boundary conditions.

The importance of the rotation was already emphasised by Fackrell (1974). As shown

in Figure 1.13 by the smoke visualisation the separation line at the top of the wheel

is moved forward. The stagnation point is moved towards the ground and the jetting

vortices are more pronounced leading to a taller but narrower wake at the top of the

wheel and wider wake in the contact region. Purvis (2003) showed that increasing the

size of the contact patch increases the width of the lower part of the wake but did not

seem to significantly affect the upper-portion. It should be noted that the experiment was

run with polyurethane foam wheels resulting in a non-physical contact patch (different

deformation than a pneumatic tyre) and faster, uneven wear. Loading the wheel results in

increasing the angle at which the jetting vortex leaves the contact regions. As the loading

is increased, the vortex jet angles with respect to the ground plane is increased.

Car designers attempting the world land-speed records in the 30’s, such as the 1937

Mercedes-Benz W125 Rekordwagen shown in Figure 1.15, already appreciated the impor-

tance of wheel drag. This motivated the use of fairings to effectively prevent most of the

high-velocity flow impinging directly on the rotating wheels.

Reducing wheel drag by modifying the shape of the car around the wheels

Formula One is defined as an open-wheel racing category and as such, the wheels con-

tribute to roughly 40% of the drag (MacCarthy, 2010). This significant contribution has

been key motivation for using the front-wing and, more generally, the bodywork to control

the location of the wake of the wheels. The 1955 Lancia-Ferrari D50 is early attempt at in-

terpreting the open-wheel rule where the sidepods were used to avoid strong recirculation

regions that create a low-pressure region in the wake of the front-wheels.

Controlling the wake by modifying the wheel geometry itself

Except for modifications of the body work around the wheel, at least three notable at-

tempts have been made at influencing the wake of the wheels by modifying their shape.

The Tyrell P34 featured two sets of smaller front-wheels thus reducing the exposed

surface while keeping the same contact surface and mechanical grip. The second attempt

at reducing drag was tried by Ferrari, and then Toyota, in 2007 in the form of wheel

fairing controlling more carefully the flow through the axle of the wheel that had mostly
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Figure 1.12 – Fackrell rotating wheel in wind-tunnel, smoke visualisation rotating (left) and
non-rotating (right) from Fackrell (1974).

been used until then for cooling the brake assembly. Finally, the third idea at reducing

the wheel drag was introduced by Williams for the FW35 in the form of blown wheel

axles. Flow through the hub cavity of the wheel can reduce drag by up to 3% MacCarthy

(2010). Enough flow, however, is required to avoid oxidation of the brake assembly that

would result in rapid wear. These devices showed non-linear benefits to the overall drag

of the car that are still poorly understood despite being used as of 2017.

These three techniques aim at reducing the overall drag of the Formula One by mod-

ifying the size and shape of the highly unsteady wake.

In summary rotating wheels are the largest contributor to drag for open-wheel rac-



14 CHAPTER 1. INTRODUCTION

Figure 1.13 – Fackrell rotating wheel in wind-tunnel, smoke visualisation, stationary (left) and
rotating (right). Source: Fackrell (1974)

Figure 1.14 – Ferrari 2007 front-wheel hup-cap, or fairing, (left) and 2013 Williams FW35
blown wheel nut (right) (Piola, 2017a).

ers such as Formula One and, together with the underbody, are the main contributor of

drag for contemporary road-vehicles. So far little effort has been invested in aerodynamic

considerations of the wheels leading us to believe there is potential benefit for aerody-

namic efficiency improvement. Because the flow around a rotating wheel is still poorly

understood we also believe the first step towards improving aerodynamic efficiency rests

on improving the underpinning understanding of the flow features typically associated

to a rotating wheel. We then see two main avenues of investigation towards optimising
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Figure 1.15 – The 1937 Mercedes-Benz W125 Rekordwagen on its record 431[km/h] run on
an autobahn still holds the record for the fastest car on a public road is an early example of
attempts at reducing the drag from the open wheels. The Rekordwagen is modified version
of the GP winning Mercedes-Benz W125 and 1955 Lancia-Ferrari D50, as well as Tyrrell P34
(Ballaban, 2017, Ferrari, 2017, tyr, 2017).

aerodynamic efficiency of vehicle wheels. Firstly the wheel wake itself can be optimised.

Even in the strict framework of 2017 F1 regulations, it is still possible to leverage wheel

nut blowing as well as active or passive, closed or open loop, flow-control mechanisms,

thanks to ducting related to brake and calliper cooling. Fairings, like those that com-

pletely preclude air from flowing through the axle or partial fairing such as those first

raced by Ferrari on the F2007 (Figure 1.14) and modifications to the geometry of the

wheel spokes in terms of both their shape and number, should equally be considered in

investigating local benefits to the wheel wake. The second avenue of investigation should

focus on modifying the body of the vehicle so that the interaction between the wheel flow

(wake and upstream with the front wing for example) is globally optimised. The work

presented in this thesis, and in particular the work presented in Chapter 4 and 5 can be

considered as an attempt to address these issues.

1.1.4 Summary of aerodynamics main challenges

In summary aerodynamic development of Formula One since the 60’s has emphasised two

key points. Firstly, the ever growing interest in optimisation of the drag and downforce of

the entire car as opposed to that of individual components. Therefore there is a need for
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taking into account the non-linear increase in total car drag despite the drag of individual

components decreasing. An example of this non-linear interaction is given by Katz &

Garcia (2002) for the front-wing of an Indy car (Figure 1.16). This non-linear increase

in lift (or drag) requires modeling the flow interaction between the front-section with the

rest of the car with low levels of dispersion/diffusion errors. Secondly there still remains

room for improving the underpinning understanding of the fundamental flow physics of a

rotating wheel.

Figure 1.16 – Non-linear increase in total car downforce despite linear increase of front-wing
downforce as its angle is increased computed with a panel method. Past 24◦ the wake of the
front-wing impinges the rear-wing(Katz & Garcia, 2002).

We will describe the evolution of the tools that have been developed in order to enable

the technological innovations discussed previously.

1.2 State of the art of F1 aero design and limitations

The first aero-driven design cycles, in the 1960s, consisted in simply building parts, fitting

them to a chttps://www.mclaren.com/formula1/ar and testing it on a track and the im-

pact of this modification on performance was quantified by differences in lap-time. This

is how the advantage of negative camber wings, the gurney flap and sharp underbodies

favoring ground-effect were developed. From the 60’s onwards it was understood that

building models and testing their aerodynamic efficiency in the controlled environment of

a wind-tunnel sped up design cycles. These efforts, pioneered by Imperial College (in col-

laboration with BRM, Shadows, Arrows, Williams, Lotus, etc) were made possible thanks
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to developments in wind-tunnel technology such as the moving ground plane. These early

developments marked the beginning of a dialogue between leading academic institutions

and Formula One teams. Jointly they developed new tools specifically engineered for

improving aerodynamic efficiency of Formula One cars. In turn, these new cars posed

more questions requiring yet further development of the tools. This mutually beneficial

dialogue pushing the frontiers of aerodynamics has impacted positively not only the mo-

torsport and aerodynamic communities but also the transport sector at large as well as

bio-technologies (Cantwell et al., 2015, Tzortzis et al., 2015).

In the following we will provide an overview of the methods used to assess and quantify

the aerodynamic performance of a design presented by chronological order of their use. An

actual design cycle would rather favour first testing a variety of solution computationally,

before building a few scaled models to be tested in a wind-tunnel and a fewer still full-

scaled parts to be tested at racing weekends on the track.

1.2.1 Track testing

Figure 1.17 – Mclaren MP4-29 with pitot tube mounted about the roll-structure in a) and
aero-rake in b) as well as flow-viz paint applied to the rear-wing(Somerfield, 2017)

Originally track testing simply consisted of modifying the body-work of a car and then

estimating the impact it had on performance by quantifying the difference in lap-time. A
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good perspective on early aerodynamic testing is given in a Keith Howard interview of

Robin Herd CBE, first chief designer at McLaren(Howard, 2004) :

The M2 [Figure 1.2 b)] was built to take an aerofoil and we actually ran it in

a test at Zandvoort. On his first lap with it fitted, Bruce was three seconds

faster. We took it off again: three seconds slower. Back on again: three

seconds faster. It was very difficult to believe, and that’s one of the reasons

we didn’t get in earlier with wings in races. Plus there were journalists around

during the test and we didn’t want them taking note, so we actually hacked

up the wing and put it in the bin to persuade them it didn’t work! It was

mildly irritating that Ferrari and then Brabham came along with them when

we had done it first. I wanted to attach the M7’s wings to the suspension

uprights, but the feeling was that that was asking for trouble, which events

showed it was.

Technological developments have allowed for a greater number of sensors being de-

ployed:

1. pressure taps : mounted in holes drilled into the chassis

2. pitot tubes : generally mounted upstream of the cockpit or above the roll-structure

(Figure 1.17 a))

3. aero-rake: More recently, aero-rakes allow insight into individual aerodynamic com-

ponents of the car. Mark Taylor was pioneered the aero-rakes at McLaren. They are

generally placed alongside the nose of the car, downstream of the wheels to quantify

the wake structure behind the front-section of the car. They are also used to assess

the performance of the floor and diffuser when they are placed downstream of the

rear-end of the car. An example of aero-rake, developed by Mark Taylor for the

MP4-29 is shown in Figure 1.17 b)

4. flow-viz : McLaren pioneered the use of flow-viz paint in 2010 which is sprayed on

the surface of interest and then dries as the car is driven around the track. The

dried paint betrays the flow structures on the surfaces of interest. This technique

was originally employed in wind-tunnels.

5. cameras with tufts : to assess stall characteristics of wing-elements on the front-wing

when subject dynamic yaw and pitching.

6. infrared cameras : are used to measure the temperature of the tyres, and more

generally their thermal management to better understand the effect of the flow
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about and in the wheel ducts. Tyre temperature is critical for harnessing wear rate

that can have an impact on contact patch shape and size.

1.2.2 From aeronautical to automotive wind-tunnels

The end of the XIXth century saw tremendous interest in controlled powered flight with

denser than air craft. Already then, building and crash landing prototypes was expensive

and so means of investigating aerodynamic properties of different shapes before they were

fitted to an aircraft were pursued. The first wind-tunnel built and operated in 1871 is

most often credited to Frank H. Wenham(AIKEN, 1981). His 12 feet long (3.65[m]) and

18 inch (0.45[m]) square tunnel allowed for the first investigation of the lift and drag of

various shapes. He is also famously reported strong lift to drag ratios (cL/cd > 5) for

less than 15◦ incidence. His team also made the first investigations into the influence of

aspect ratio on wing performance. Building on this experience Sir Hiram Maxim built a

larger wind tunnel, with a three foot square test section and reported higher lift to drag

ratios of 14 for cambered airfoils at 4 degrees of angle of attack. More importantly for

automotive aerodynamics he was the first to report aerodynamic interference:

“The various members constituting the frame of a flying machine should not be placed

in close proximity to each other(AIKEN, 1981)”.

The Wright brothers also recognised the advantage of testing designs for their wings in

a wind-tunnel when they realised previous reported data was inaccurate. Building there

own open-return sixteen inch (≈ 0.41[m]) square wind-tunnel and quantifying lift and

drag for many different profiles they were equipped with the most complete database of

the era which, together with their pioneering three-axis control system to compensate for

aerodynamic induced instability of the aircraft, eventually led them to the first powered

flight in 1903.

Prandlt had the first closed return wind-tunnel build in Göttingen originally intended

for improving the design of airships(Prandtl, 1920).

Tunnels for full-scale models were originally designed, either based on the Göttingen

wind tunnel (closed) or the Eiffel (opened). The first tunnel, for road cars, was build by

Daimler in 1938 (Wolf-Heinrich Hucho, 1993). Pininfarina opened their first wind-tunnel

in 1972 that was extensively used by Cogotti (1983). Despite being quite expensive to

build, wind-tunnels are mainly costly to operate requiring large fan power. Also building

reduced-scale models is cheaper and faster leading to greater flexibility. These reasons

motivated the construction of many reduced-scaled wind-tunnels from the 70s onwards,

such as the Mira quarter-scale.

In the late 60’s in the United Kingdom, the Donald Campbell wind tunnel of the
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Aeronautics Department of Imperial College, was the first to include a moving ground

plane with boundary layer suction originally intended for aerodynamic research for sea-

planes. By the end of the 60’s Professor Peter Bearman together with Professor John

Harvey used this then unique wind-tunnel to investigate aerodynamics of cars in the

most accurate model of a car/road interaction yet. It was then used by Fackrell (1974),

sponsored by Dunlop, to investigate the basic aerodynamics of a rotating wheel which

to this day still remains a reference study. As a side note, the same Donald Campbell

wind tunnel was used by Lotus to develop the T78 ground-effect F1 car that was financed

by Honda for development of the Honda Civic and later used by MacCarthy (2010) for

his PhD investigation into wheel aerodynamics. These wind-tunnels were also used by

BRM, Shadow, Arrows and Williams. In 2004, a three-axis traverse system was fitted to

the tunnel and it was this facility that was used by Pegrum (2006) for his investigation

of the aerodynamics of both an isolated rotating Formula One wheel and the MP4-17D

simplified front-section presented in Chapter 6.

In contemporary wind-tunnels, such as the Toyota Motorsport wind-tunnel in Cologne

or the Sauber wind-tunnel in Hinwil, the car is mounted to a robotic arm capable of both

changing the attitude of the model as well as record the lift, drag, side force as well as the

three moments. The walls and ceiling can be adaptable to further reduce blockage effects

which is one of the technologies that was developed for motorsport modeling rather than

aerospaceLarger than the Donald Campbell and Honda wind-tunnels at Imperial, these

can accommodate 60% scale models and are fitted with pneumatic tyres and sensors,

below the rolling metal belt that can measure the pressure and the shape of the contact

patch region. The absolute accuracy of the wheels being mounted directly on the model

is greater than for wheels mounted on stings. Typical blockage ratios are in the range

of 5-7%. Boundary layer management for wind-tunnel testing of racing cars is extremely

important for accurately modeling ground-effect. Since, as a first approximation, the car

does not encounter a boundary layer on the track (in the absence of wind), the boundary

layer must be removed by a suction patch just upstream of the moving ground plane where

the boundary layer doesn’t grow anymore because the belt speed is synced to that of the

airflow. The models are also equipped with pressure taps and the tunnels are equipped

with automatic traverses to enable efficient acquisition of flow structures by means of

particle image velocimetry (or PIV), a non-intrusive optical technique for measuring flow

velocity. Contrary to the aircraft industry where a sting is mounted to the tail of the

aircraft, they are typically mounted through the roll-over hoop to avoid interference with

the diffuser for example. The robotic sting allows for yawing, pitching and rolling as

well as controlling the ride height. Contrary to CFD, wind-tunnels can give important

information regarding the dynamic behavior of the car under braking for example, as the
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model can be pitched down simulating a braking procedure and the effect of the dynamic

evolution of the flow on the forces and moments can be recorded. These tunnels were built

with insight developed at Imperial, and except for their larger size differ in one mostly by

the moving ground that is emulated by highly polished steel belt supported by air bearings

(introduced by MTS). Suction bellow the belt allows to compensate for the suction from

the front-wing and the underbody/diffuser of the car operating in ground effect. Modern

steel moving belts can operate up to 80[m/s], as opposed to the 25[m/s] limit of the

synthetic moving ground plane in the Donald Campbell wind-tunnel at Imperial College.

Summary of state-of-the-art automotive wind-tunnels strengths and limita-

tions

In summary the pioneering development of wind-tunnels for automotive research and

developement at Imperial College with the full-width moving ground plane, boundary

layer suction, three-axis traverse, six-component load cells and PIV have allowed for the

most comprehensive body of knowledge about road car aerodynamics. In turn this has

led to a competitive advantage for the Formula One teams working in close collaboration

with the researchers of the aeronautics, and other, departments. As the front-wing and

suspension systems becomes ever more complex access to a clean plane for visualising

the laser sheet from the PIV becomes more challenging. More generally wind-tunnels are

indispensable for investigating the aerodynamic forces on a car throughout its operational

envelope, however quantification of the entire flow field for a given operational condition

is best suited for CFD. In the next section an early example of this scenario, where an

oddity is appreciated in the wind-tunnel and then investigated further with CFD is given

before the short-comings of state-of-the-art CFD in Formula One are underlined.

1.2.3 Applications of CFD: from shock capturing to sub-grid

scale modelling to informing F1 aerodynamicists.

The first efforts to leverage computers for engineering might be considered to be the work

on shock physics by Richard Feynman and Hans Bethe at Los Alamos during World War

II as they supported the design of the first atomic bomb. Richtmyer invented artificial vis-

cosity, in 1948, to capture shocks in the computations without the solver diverging(Rider,

2014). The 1965 Scientific American article by Harlow & Fromm reporting the results of

the unsteady Navier-Stokes computation about a square rod is arguably the first engi-

neering application of Computer Experiments in Fluids Dynamics. They motivated the

simulation of the von-Kármán street as a design tool for the replacement of the Tacoma

Narrows Bridge that had been victim of vortex induced vibration. Two years later, the
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shorter computational fluid dynamics was coined by Fromm & Harlow (1963).

During this period, Joseph Smagorinsky published his 1963 paper generalising Richtmyer-

Von Neumann artificial viscosity to three dimensions and laying the foundations for both

climate modelling and Large Eddy Simulation. And so the connection between shock-

capturing for numerical simulation of nuclear weapon induced shocks and sub-grid scale

modeling for turbulence was established. It is interesting to note the hostility of the

community at Los Alamos towards artificial viscosity that was considered an ad-hoc hack

where the values of the coefficients in the artificial viscosity were merely knobs that re-

quired fine-tuning. To this day there remains criticism towards artificial viscosity with

arbitrary knobs such as the two coefficients required for the spectral vanishing viscosity

that is used as one of the main enablers for computing high-Reynolds number flows with

spectral/hp element methods.

Bifurcating from climate modeling, aeronautical industry proved to be a fertile ground

for the development of CFD methods. In the 1980’s Euler-equation based CFD was used

to optimise the shape of 2D profiles by minimising shock induced drag. By the end of the

1980’s, the first whole-aircraft models could be computed with these methods to optimise

the location of the nacelle relative to the wing by understanding the interference the

nacelle had on the lift characteristics of the wing. By the early 90’s the first 2D RANS

codes were developed an it was only at the end of the 90’s that the first whole-aircraft

computations where achieved thanks to 3D RANS codes. In the context of automotive

aerodynamics, inviscid computations were used by Katz & Dykstra (1994) to optimise the

design of a Le Mans prototype car. Since the wheels are not exposed there are fewer regions

of detached flow and so it was believed that panel-methods could inform the designer for

further streamlining the prototype. By the end of the 90’s the first Formula One teams

were investigating the possible benefits of leveraging 3D RANS based CFD to locally

optimise the flow of the front-section of the car. In 1997, for example, in collaboration

with the EPFL, Sauber (Sawley & Richter, 1997) investigated the flow around a simplified

front-section. To the authors best knowledge these are the first publicly disclosed results

of a 3D CFD analysis of a Formula One front-section. In the United Kingdom, similar

developments were pursued between leading F1 teams and institutions such as Cambridge

and Imperial. Kellar et al. (1999b,a) report a joint CFD and experimental study of the

simplified front section of a 1998 Formula One car. This study already successfully aimed

towards improving the understanding of the non-linear interaction between the front-wing

and the rotating wheel.

By the early 2000’s, F1 teams had both low-order 3D RANS based software available

and the computational resources to run the first full car simulations. This allowed for the

first visualisation and understanding the impact of modifications of the front-wing on the
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rear wing for example which, until then, could only be quantified through lift and drag

measurement in the wind-tunnel. In 2001, Benetton Formula One already used Star-CD

to simulate a full car with 1 million elements at a resolution of 1[mm] over the front-wing.

In 2003, the Sauber C22 was reported to suffer from loss of downforce during high yaw

angle turns and the rolling belt equipped wind-tunnel at the Swiss Aircraft and Systems

Company that the team was using before it built their own was only capable of yaw

angles up to 4.5◦. Thanks to a 100 million element RANS computations of the whole car

at a yaw angle of 6◦ the influence of the front-tyre wake was found to be detrimental to

the loading of the rear wing (Larsson et al., 2005b). This second example of non-linear

interaction between aerodynamic devices on a car motivates both further research and

development into the understanding of wheel wakes and the development of high-fidelity

CFD software capable of correctly modeling these complex flow interactions.

Automotive CFD evolved as a tool for early concept phase and component design in the

90’s to complete system design and interaction assessment in the early 00’s. However since

then efficiency of the design cycle as well as the size and quality of the mesh investigated

has increased drastically from a few million elements in the early 00’s to several hundred

million today. The underlying method, mostly low order finite-volume, has remained

unchanged.

Summary of state-of-the-art automotive CFD strengths and limitations

In summary, since 1965, integration of CFD in a design cycle has helped reduce the

time of the vehicle development process, from an average of 60 months in the 90’s to 18

months in the 00’s(Larsson et al., 2005a). Similarly in aircraft development process, CFD

has allowed for better optimisation of the interaction between components such as the

nacelle and the wing as well as helped reduce the number of wind-tunnel tests by roughly

50% since the 1980’s(Jameson, 2015) However the numerical methods underpinning most

commercial and academic CFD codes date back to the 80’s and 90’s and are generally

limited to low, second- or third-order accuracy and optimised for boundary modeled cases.

These codes are ill-equipped to deal with unsteady vortex dominated and transitional

flows encountered in the design of super laminar wings, high-lift systems, rotorcraft and

formation flying. Complete aircraft in landing configurations as well as Formula One cars

are two examples of niche markets where breaking out of the plateau that CFD has been

experiencing for the past 30 years is a pre-requisite. LES of industrially relevant cases at

high enough Reynolds number are feasible provided the CFD codes are based on at least

the four following principles proposed by Wang et al. (2013) :

1. ability to mesh complex geometries (unstructured grids)
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2. high-order algorithms for low dissipation for resolving unsteady features over large

space-time scales

3. sub-grid scale models for wall-bounded flows (not isotropic)

4. massively parallel efficiency as well as locally approaching peak flop performance on

each core.

In the following sections we will highlight how the spectral/hp element code Nektar++ has

been developed following these principles and tested on pertinent industrial test cases.

1.3 How might high-fidelity CFD contribute to F1

aerodynamics?

The evolution in Formula One aerodynamics since the 60’s has opened challenges pre-

sented in Section 1.1. The three main avenues taken by Formula One engineers to improve

the understanding and aerodynamic efficiency of the cars, namely track-testing, wind-

tunnel experiments and CFD was presented in Section 1.2. Particular emphasis was put

on the strengths and limitations each of these methods and four key necessary objectives

have been defined for future CFD technologies to allow for the continued improvement of

Formula One design. In this section we motivate how high-fidelity spectral/hp element

LES, together with state-of-the-art wind-tunnel and track testing, might overcome these

challenges .

Since the 90’s individual elements of the body work of a Formula One have been

optimised leveraging CFD. Initially the aim was to test a large number of simple parts,

such as rear-wings element profiles, and then building a wind-tunnel component. By the

end of the 90’s the first RANS computations already aimed at gaining further insight

into the non-linear interaction between the front-wing and rotating wheel. However,

the flow around a rolling wheel for example is still poorly understood and this can be

partially explained by the challenges posed by such investigations. It was only in 1974

with Fackrell (1974) efforts that the importance of the rolling in contact with the road

was shown thanks to a wind-tunnel equipped with a rolling belt. A full width-rolling belt

increases the cost of both building and operating a wind-tunnel. Secondly instrumenting

the wind-tunnel to quantify the flow field is a challenge because the flow is sensitive to

the perturbations introduced by the pressure probes for example. This is one of the main

motivations for leveraging non-intrusive techniques such as PIV. However a key region of

interest for the rolling wheel is the contact patch region where the flow is complex and

still poorly understood because it is difficult to instrument. It was only in 2006 with
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the novel approach of MacCarthy (2010) that the first velocity surveys of the very-near

ground plane around the contact patch were measured thanks to rolling the wheel in a

water tunnel. For similar reasons it is not presently possible to quantify the flow on a

race-track closer than 0.5D downstream of the wheel (and not in the contact region).

These challenges contributed to the motivation of leveraging CFD for assessing the entire

3D flow-field around the rolling wheel in contact with the ground.

1.3.1 Representing and meshing complex geometries

Maintaining geometric flexibility was one of the key objectives in developing the spec-

tral/hp element method and it should be emphasised that this project was largely influ-

enced by the ability of Nektar++ to compute solution over complex geometries thanks

to its support of prisms, tetrahedra, hexahedra and pyramids. Research in high-order

meshing has made significant progress but is not yet mature. As industry moves towards

high-fidelity CFD with methods such as the spectral/hp element method our experience

has lead us to outline four main challenges :

1. minimising modelling error : assessing if the CAD model is representative of the

operational window of the part in question

2. minimising representation error : generating CAD curvature conforming meshes.

3. maximising mesh quality : automating the process and so defining quality metrics

to avoid for, example, stringent CFL restrictions

4. minimising mesh count : automated mesh adaptation through h-, p- or r-refinement.

Minimising modelling error

Minimising modelling error will become increasingly important since small discrepancies

between the mesh geometry and the actual car on the track can have large effects on the

aerodynamic properties of the car.

A priori the geometry of the wings and the entire front-wing can be, as a first approx-

imation assumed to be straight forward as long as the tolerance used during the CFD

analysis of the CAD model remain the same through the production process. The nature

of the tip of a wing has a strong influence on the nature of the vortical structures rolling

up. For example a blunt edge will produce a great number of co- and counter-rotating

vortices than a rounded wingtip (such as that studied in Chapter 4). CAD modelling

and meshing might favour simplifying the geometry in favour of a blunt tip however if
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manufacturing of the actual wing produces a more rounded profile there might be dis-

crepancies in the meandering of the y250 vortex. Aerodynamic loading leads to both static

and dynamic deformation as well as change in attitude due to the driving (change in yaw

and attack angles). The change in surface quality of the road, for example when the car

is driven over curbs the effective ride height of the front-wing is strongly influenced and

large dynamic deformations of the front-section are observed. Because the wings work in

ground effect configuration they are extremely sensitive to any of these variations.

Also the discrepancies between the CAD model used in CFD and the built car in

racing conditions can come from the deformation of portions of the car that a priori

might assumed to be negligible, such as the the nose that supports the front-wing. It

is designed not only to be able to serve as a crash structure but also to optimise the

flow around the car. Small deformations in the nose might significantly affect the ground

clearance of the front-wing and so strongly influence its aerodynamic properties. Vanity

panels and the small gaps between suspensions elements and the chassis provoke leakage.

Regarding the wheel, there are also many challenges to be overcome by CFD in order

to accurately compute flow fields representative of racing conditions. The geometry itself

of the wheel is highly sensitive to loading with a varying size and shape of the contact

patch as well as the possibility of the appearance of centrifugal effects and standing waves

that can modify the shape of the entire tyre (not only in the region of the contact patch)

as well as thermal loading. Finite element models of the wheel geometries can be used

to assess the results of these effects and provide CFD with a geometry as pertinent as

feasible. Also the roughness of the slick tires or the presence of grooves in the rain-tires

might have a large influence on the aerodynamic properties of the exposed rotating wheel.

In summary it should be stressed that modelling error associated to geometric sim-

plifications associated to the CFD model and geometric discrepancies due to static and

dynamic aero loading will become increasingly important as high-fidelity CFD converges

towards DNS.

CAD accurate mesh

In boundary layer research accurate representation of the surface is paramount because

small discrepancies can provoke the onset of transition and so, more importantly for

Formula One, can lead to delayed, or promoted detachment of the flow. This is particularly

important in regions of the flow where it detaches over smooth curvatures surfaces such

as the rolling wheel.
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Automation

An automated meshing pipeline is quintessential for integration of the spectral/hp element

method into a CFD led design workflow. The work presented in this thesis helped inform

the needs of automated high-order meshing however most mesh were generated manually

with a workflow presented in Chapter 3. One of the open challenges for automated high-

order meshing is the ability to quantify the quality of a mesh to produce relevant mesh

for the case under consideration as well as an efficient mesh that does impose artificially

stringent CFL restrictions.

Adaptation

Mesh adaptation is paramount for improving the quality of the solution while reducing

the computational cost. In this project, both h- and p-refinement were used to produce

mesh-independent solutions. This pragmatic approach is costly in terms of man-hours

requiring highly skilled engineers familiar with the challenges posed by high-order CFD.

The Nektar++ supports the development of p- h- and r-refinement and progress is made

towards automating the adaptation.

Summary of high-order meshing challenges and opportunities

Presently, the ability to mesh complex geometries is a challenge for high-order methods

and Nektar++ is the only high-order software capable of meshing complex geometries with

both prisms, tetra-hedra and hexa-hedra. Together with h- and p-refinement strategies

presented in Chapter 3 the current pipeline has allowed for the computation of the flow

over geometries representatives of F1 such as the simplified MP4-17D front-section pre-

sented in Chapter 6. Persson & Peraire (2006) have been prolific contributors to the field

of high-order meshing and the interested reader is referred to Turner et al. (2016, 2017)

for a detailed explanation of the latest Nektar++ meshing functionalities.

1.3.2 Low dispersion/dissipation and fast convergence

The globally C0 continuous spectral/hp element method based on the classical Galerkin

formulation offers attractive dispersion diffusion properties for advecting flow features

over large space/time scales in that both dissipation and dispersion errors are low relative

to low-order methods.

This property is best evidenced by the canonical case of the advection of a Gaussian

vortex or the isentropic vortex (for the spectral/hp element method based on a Discon-

tinuous Galerkin formulation) presented in Section 3.1.2. It is believed that this intrinsic



28 CHAPTER 1. INTRODUCTION

property of the method might be beneficial for computing vortex dominated flows such

as the wake of a Formula One front-wing where the wingtips, strakes, guide vanes and

endplate produce a large number of vortices.

In Chapter 4 the results of the computation of a wing-tip vortex over a rounded tip

NACA 0012 profile are shown and demonstrate that the spectral/hp element method is not

only competitive for advection of Gaussian vortices but also for more industrially relevant

cases such as the wingtip vortex thanks to the low dissipation/dispersion properties.

Finally, an extreme example of the importance of the low dispersion/dissipation prop-

erties of the spectral/hp element method is the modelling of the production and tracking

of the y250 vortex. It is generated (mainly) by the interaction between the ground, the

FIA section and the flap elements, on a streamwise extent of roughly 25cm but can be

seen to extend past the driver or roughly 2[m] downstream.

1.3.3 Under-resolved DNS, implicit LES or no-model LES

Modelled boundary layers correlate well when the detachment point is fixed, for example

by a strong geometric kink, and the turbulence state of the boundary layer can be readily

anticipated by either considering the boundary layer fully turbulent or akin to a tripped

boundary layer. These conditions often hold when modelling cruise conditions for aircraft,

but when considering take-off and landing configurations for example the high-angle of

attacks of the flaps might produce detaching boundary layers. The strong vortices at

the tips of the deflected flaps also introduce strongly three dimensional flow where the

detachment point is not fixed and so turbulence modelling of the boundary layer might

not verify the hypothesis on which they are based.

The flow about a Formula One front-wing is akin to the high-lift configuration of

an aircraft in that a large number of vortices are produced by the tips of the numerous

profiles. The importance of the accurate modelling of the formation of these vortices is

emphasised by the fact that a significant amount of downforce on a front-wing is vortex

induced. The cores of the vortices with their low pressure regions, when in proximity to

a surface produce non-negligible forces on this surface.

Building on these observations an argument can be made for avoiding an ill-suited

turbulence model in favour of an ad-hoc numerical stabilisation. This pragmatic approach

is not always well received in the turbulence modelling community and understandably so.

This echoes how the artificial viscosity introduced by VonNeumann & Richtmyer (1950)

was received by the community of physicists at Los-Alamos.

The computation of the wingtip vortex in Chapter 4 acts as a demonstrator for this

approach where the artificial viscosity introduced thanks to the spectral vanishing viscos-
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ity, first introduced by Tadmor (1989) yields the best, publicly available, correlation to

experimental data.

Building on this success the spectral vanishing viscosity spectral/hp element method,

hereafter referred to as high-fidelity spectral/hp element LES was used to investigate

other flows sensitive to realistic modelling of the boundary layer detachment. In regions

where the detachment occurs over a smooth high-radius of curvature region small changes

in the modelled detachment point can have significant impact on the shape of the wake

and consequently on both lift and drag. Also in region of the front-wing where vortices

are generated accurate modelling of the shear is quintessential (and isotropic flow that

is sometimes used as a hypothesis for justifying RANS models clearly does not hold).

Furthermore, because of ground effect and more generally because the front-wing is so

complex each element operates in a disturbed flow field. Finally wings are designed to

operate close to their peak lift, or close to stall so small discrepancies in detachment can

result in the wrong prediction of the state of stall of a front wing that in turn negatively

affects the prediction of the flow of any element in its wake.

1.3.4 Numerical efficiency ready for next-generation exa-scale

facilities

Effectively leveraging the resources of next generation high performance computing facil-

ities is a prerequisite. The spectral/hp element method is believed to be particularly well

suited for these new mixed architectures for at least three reasons :

1. can operate on the plateau of the roofline model and not limited by memory cache

bandwidth

2. the time to solution with given error is believed to be shortened

3. the compact nature of the discretisation offers good scaling capabilities.

The spectral/hp element method and the reason for these attractive properties and the

underlying numerics are presented in Chapter 3.

1.3.5 Post-processing

There is an additional importance consideration that has sometimes been overlooked when

assessing next generation CFD codes, namely the ability to effectively post-process the

data. In this context post-processing is regarded as more than averaging in that stability

analysis, for example, can be readily studied within the same framework.
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The methods developed here and our collaboration with Jordi (2015) regarding co-

rotating vortex stability is a precursor to the tremendous potential offered by high-fidelity

methods in terms of assessing the stability of co-rotating vortices for example. Accurately

modelling the vortices of a wing-tip and then of a front-section is only the first step in

assessing their stability. Indeed the streamwise aligned vortex dominated wake is subject

to strong positive and negative pressure gradients as it flows around the wheel and as such

is susceptible to breakdown. The corresponding loss in total pressure results in loss of

downforce if the breakdown occurs nearby a lifting surface and from a drivers perspective

can modify the balance of the car. As reported by Hoëssler (2011) the spectral/hp element

method is expected to be particularly useful for investigating the stability of vortical

systems because of its strong resolving capability and low dispersion/diffusion error.

Hoëssler (2011) demonstrated the potential benefits predicted by Hein & Theofilis

(2004) but the computation of a representative baseflow remained a challenge. The PhD

project of Jordi (2015) developed the adaptive SFD to successfully compute steady state

solutions for two co-rotating Batchelor vortices. One of the aims of this present thesis is

to develop the LES capabilities of Netkar++ so that high-fidelity flow solutions can be fed

into the adaptive SFD to obtain a baseflow and ultimately compute the stability of the

flows.

During the course of this project, a collaboration with Cambridge led to developing

interpolation routines for feeding PIV data from a water tank towing experiment into

CFD domain to compare the evolution of the trailing vortices of both a delta-wing and a

simplified Formula One front-wing.

Beyond the realm of F1, the knowledge and tools developed during the course of

this project can be directly applicable to improving efficiency of transport for road-cars

(Evstafyeva et al., 2017, Longa, 2018), tubes (Prince, 2015), trains , high-lift configura-

tions of aircraft and optimisation of wing design for cruising (Grazia, 2016).

1.4 Main Contributions

The focus of the research presented in this thesis is to investigate numerically the air-

flow around wings, isolated wheels and ultimately around the idealised front-section of

a Formula One. The flow around a wing tip is studied and particular emphasis is given

to accurate modelling of the wing-tip vortex system. The wheels are modelled either

as truncated cylinders with adequate boundary conditions associated with the rolling or

basic standard wheel configurations (similar to the Fackrell (1974) wheel). Finally the

combination of a wheel and a front-wing are studied to assess the interaction between the

complex vortical structures with the rolling wheel wake. A variety of computations where
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carried out both to assess the evolution of Nektar++ from an academic DNS tool towards

a revolutionary LES tool deployable into industry.

1.5 Thesis outline

This thesis is based on the last 4 years of intense collaboration between the methodology

department of McLaren F1 led by Dr. Mark J. Taylor and then Dr. Julien F.A. Höessler

and the Sherwin Lab ending in October 2017. The development associated with the

Nektar++ framework are presented in Chapter 2 and 3. Because each flow studied is quite

different we have chosen to break with traditional thesis structure and include separate

literature reviews in each chapter so that they are better self-contained. Analysis of the

wing-tip is presented in Chapter 3, the rotating wheel in Chapter 4 and the Formula One

front-section is Chapter 5. Finally conclusions and recommendations for further work are

presented.
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Chapter 2

Fundamentals of the spectral/hp

element method

2.1 Conservation of mass and the Navier-Stokes equa-

tions

The phenomena considered in this thesis are associated to the dynamics of fluids about

bodies of geometric scales ranging from O(10−4)[m] to O(1)[m]. The mean free path of

air molecules at ambient temperature (23◦C) and pressure (1.013 · 105Pa) is estimated to

be of the order of 6.6± 0.1 · 10−8[m](Jennings, 1988). As such, the scales associated to

the motion of the fluid about the bodies considered are at least three orders of magnitude

larger than the mean free path of air, which is why the continuum hypothesis holds.

The state of a moving fluid can defined by the distribution of fluid velocities at any

given time t and position (x, y, z) by v = v(x, y, z, t) and two thermodynamic quantities

such as pressure p(x, y, z, t) and density ρ(x, y, z, t). The other thermodynamic quantities,

such as temperature, can be defined by these two thanks to the equation of state.

In the following few sections we will introduce non-dimensional quantities used to

describe the flows of interest before the spatial and temporal discretisation for the spec-

tral/hp element method are presented. Emphasis is cast on why this computational

method is expected to be competitive against more traditional low-order methods ubiq-

uitous in Formula One as of 2017. The chapter will then be concluded by a few notes

regarding the different forms of errors that arise when discretising and solving these flows.

Finally the key ongoing developments of Nektar++ most of which are expected to be used

by the future developments of this project are presented. Chapter 3 will then focus solely

on the key developments that have taken place and are still being pursued for deploying

high fidelity CFD modelling into Formula One.

33
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2.1.1 Non-dimensionalisation

Considering a flow about the wingtip presented in Chapter 5 we need only consider the

kinematic viscosity ν. The wingtip itself is defined both by the geometry and a length

scale. If we look at two wingtips of identical shape, only the length of the the cord c

defined as the distance between the leading and trailing edge then the flow itself about

these wings is defined by the velocity at any given point. Because density is assumed to

remain constant throughout the flow, compressibility effects are neglected. The kinematic

viscosity ν has units of m2.s−1, the length scale L has units of m and the velocity U∞ of

m.s−1 so the only non-dimensional combination of these quantities is the definition of the

Reynolds number :

ReL =
U∞L

ν

where U∞ is the inflow velocity.

For unsteady flows a time-scales can be associated to the dynamics of the system as

discussed in Chapter 5. For the rotating wheel of diameter D immersed in a fluid of

kinematic viscosity ν at a freestream velocity U∞ the wake exhibits shedding frequency

f . This frequency can be non-dimensionalised as the Strouhal number :

StD =
fD

U∞

The reported velocities throughout this thesis are normalised by the inflow velocity U∞ as

U/U∞, V/U∞ and W/U∞. The pressure is also non-dimensionalised and the total pressure

coefficient, defined by CP0 = (1
2
ρv2 + p)/(1

2
ρU2
∞) which simplifies to

CP0 = 2p+ u2 + v2 + w2

for an incompressible fluid.

In addition to these two non-dimensional numbers force coefficients associated to the

drag, lift and side-force can defined, respectively, as:

cD =
2FD
U2
∞A

cL =
2FL
U2
∞A

cS =
2FS
U2
∞A

where FD, FL and FS the respective forces integrated over the surface of interest and A

is a reference area.
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2.2 Spatial discretisation : the spectral/hp element

method

To compute the flow field about geometries relevant to Formula One we numerically com-

pute solution to the incompressible Navier-Stokes equations. From the 1940’s the solutions

to partial differential equations (PDEs) for engineering applications were sought for using

low order finite-element, finite volume or finite difference methods. These methods were

attractive in that the grid-refinement, or h-type refinement allowed for greater resolution

in regions of complex geometry or flow-physics. The fully spectral methods offered no

geometrical flexibility but good convergence properties which is why they were used in

fundamental research for cases such as boundary layers over flat-plates. Towards the end

of the 1960’s Orszag developed the spectral method where the solution for periodic prob-

lems was expanded on a Fourier basis and the solution to non-periodic problems were

expressed with polynomials. The spectral element method introduced by Patera (1984),

the p-type method as well as the spectral/hp element method introduced by Karniadakis

& Sherwin (2005) used throughout this thesis retain the convergence properties of the

spectral method while allowing for greater geometrical flexibility required for Formula

One geometries. In addition to the accuracy and convergence properties, as well as low

diffusion, the spectral/hp element method has a number of attractive properties stemming

from its data structure as implemented in Nektar++. Although more details are given in

(Cantwell et al., 2015), the compact and localised nature of the data structures involved,

relative to low-order finite volume or finite element methods, reduces the requirements

in terms of memory bandwidth between cores during computation and increases on-node

performance yielding good scaling properties. As will be discussed further the spectral/hp

element method, as implemented in Nektar++ is future-proofed for the move towards next

generation exa-flop scale (hereafter referred to as exascale HPC) facilities that leverage

mixed architectures (CPU+GPUs) further increasing the number of compute cores. Fol-

lowing our paper presenting Nektar++ we focus here only on solving the incompressible

Navier-Stokes equations. As a starting point for the key features of Nektar++ as well as

other domains of research where progress is being made we refer the interested reader to

Cantwell et al. (2015).

2.2.1 Spectral/hp element discretisation

We consider a computational domain Ω which is a two- or three-dimensional finite element

mesh. Individual elements Ωe (a triangle or quadrilateral in two-dimesions, a prism,

tetrahedra pyramid or hexahedra in three dimensions) tesselate the space Ω = ∪Ωe and
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the intersection between any two elements is defined by Ωe1 ∩ Ωe2 = ∂Ωe1e2. To solve

the Navier-Stokes equations we consider solutions discretised in space uδ that respect

continuity across elements, i.e. in a subspace uδ ∈ VN ⊂ C0. Within each element the

solution can be represented as

uδ(x) =

p∑
n=1

ûnφn
(
[χe]

−1(x)
)

(2.1)

where χe : Ωe → ε is a parametric mapping from each element Ωe to a standard reference

space ε ⊂ [−1, 1]3 (hexahedra, prisms, pyramids or tetrahedra):

Ωe → ε (2.2)

χ 7→ x = χe(ξ) (2.3)

For tetrahedra, prisms and pyramids one or more of the coordinates is collapsed creating

singular vertices (Karniadakis & Sherwin, 2005). These mappings support deformed and

curved elements, so that a conforming mesh about a curved surface will have elements

with curved edges and faces in Ω, but once mapped to the elemental reference region both

edges and faces are straight. In Equation 2.1 φn(ξ) where 1 ≤ n ≤ Np with Np = p ∗ p
for quads and Np = 0.5P (P + 1) for triangles is a set of polynomials forming a tensorial

basis of one-dimensional bases segments in the elemental reference regions and ξ are the

quadrature points. The choice of this basis can be modal or nodal in nature and is

usually based on a modified hierarchical Jacobi basis that supports boundary-interior

decomposition of the form :

φp(ξ) =


1−ξ

2
for p = 0(

1−ξ
2

) (
1+ξ

2

)
for 0 < p < P

1+ξ
2

for p = P

(2.4)

The advantage of this form of basis is that there are only two polynomials p = 1 and

p = P that do not vanish at the boundary between adjacent elements and so, increas-

ing the polynomial order within an element does not result in increasing the number of

non-vanishing polynomials at the boundary. From a computational perspective this is

attractive since increasing the polynomial order of the computation means only those on

the boundary need to be communicated to adjacent elements which contributes to the

good scaling properties of the spectral/hp element method. In this sense the spectral/hp

element method is compact . Finally the coefficients ûn in Equation 2.1 are determined

by imposing a restriction R = L uδ that its L2 inner product with respect to the test



2.2. SPATIAL DISCRETISATION : THE SPECTRAL/HP ELEMENT METHOD 37

functions Ψn(x) is zero. For the Galerkin projection used throughout this work, the test

function Ψn are the same as the trial functions φn = Ψn.

Generalising this process to all elements, the global solution uδ(x) can be expressed

by global assembly :

uδ(x) =

NDOF−1∑
i=0

ûiΦi(x) =
∑

elements

p=P∑
p=1

ûpφ
e
p(ξ)

where the ûi are the global mode coefficients and ûp the local (elemental) mode coefficients.

Figure 2.1 – Spectral/hp element discretisation of the British Isles. Source : Karniadakis &
Sherwin (2005)

The IncNavierStokesSolver used throughout this study solves the Navier-Stokes

equations following this scheme of spatial discretisation together with two-forms of tem-

poral discretisation. The interested reader will find compelling information for using or

developing Nektar++ in Cantwell et al. (2015) as well as on http://www.nektar.info

http://www.nektar.info/community/documentation/
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2.2.2 Fourier-Spectral/hp element discretisation

In cases where there exists a periodic-direction, such as an infinite cylinder, a developing

boundary layer over a flat plate or simplified Formula One rear-wing setup neglecting the

end-plates, it is advantageous to discretise the periodic direction with a Fourier expansion.

This approach was proposed by Karniadakis (1990) and implemented into Nektar++ in a

parallelised form by Bolis et al. (2014), the details of which can be found in Bolis et al.

(2016). For example a bi-dimensional spectral/hp element method is used to discretise

the non-periodic x-y plane and a Fourier expansion is used to discretise the homogeneous

direction z. The general solution in this basis would the have a form :

uδ(x, y, z) =
∑
pqk

Φpq(x, y)Φk(z)ûnk

This effective spatial discretisation has been recently used in the studies by Rocco et al.

(2015) and Xu et al. (2016a, 2017a).

2.2.3 Three reasons that make the spectral/hp element method

attractive for next-generation exa-scale facilities

In this section the three perceived benefits that motivated the project for deploying this

method into industry are presented, namely:

1. spectral convergence

2. low bandwidth requirements and good scaling for peta- and exa-scale HPC facilities

3. highly efficient usage of each core.

Attractive convergence properties

Arguably the most cited motivation for using spectral/hp element methods in CFD com-

putations is the so-called exponential rate of convergence increasing the polynomial order

within each element offers. Contrary to lower-order methods, where the rate of conver-

gence is controlled by the underlying order of the method, for the spectral/hp element

method both mesh size and polynomial order can be varied. For sufficiently smooth so-

lution, (i.e. that do not exhibit discontinuities) Babuška & Suri (1994) have shown the

exponential rate of convergence to hold. That is the solution convergence to the analytical

solution faster than any order. It is, therefore, more cost-effective considering a fixed num-

ber of degrees of freedom, in terms of CPU time and hardware, to increase the polynomial

order P at the detriment of mesh size h. In the more global setting of CFD methods, and
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in particular when comparing against low-order methods the argument is slightly more

complex. For a given number of degrees of freedom and a given simulation time it might

be advantageous for the spectral/hp element method to operate with a higher polynomial

order however this also increases the computational cost. In short a low-order mesh with

a much finer grid might be less demanding in resources than a high-order method on a

coarse grid because the high-order method would require more compute resources. The

argument for high-order methods would then be that the spatial convergence rate is faster

than the increase in cost and so for long simulation time computations it might still be

advantageous to leverage the spectral/hp element method.

A simple example to demonstrate the attractiveness of the convergence properties of

the spectral/hp element method can be found, for example, in Ekelschot (2016) that we

reproduce here to keep the argument self-contained.

Consider the unsteady advection problem

∂tu+ a∇u = f in Ω = [−1, 1]3

with a = (1, 1.5, 2)T . We impose an initial condition u(x, t = 0) = sin(πx) sin(πy) sin(πz)

and a time-dependant boundary conditions given by

u(x, t) = sin(π(x∂Ω − t)) sin(π(y∂Ω − t)) sin(π(z∂Ω − t))

where x∂Ω, x∂Ω and x∂Ω are the coordinates on the boundary of the domain ∂Ω. The L2

norm is then computed relative to the analytical solution

u(x, t) = sin(π(x− t)) sin(π(y − 1.5t)) sin(π(z − 2t))

at a given time t = 0.3. The error is computed on different mesh where either h− or

p− were used for the refinement. The solution for P = 7 polynomials and 8 hexahedral

elements is shown in Fig. 3.1 a). The faster rate of convergence of the p− refinement

(◦) rather than h-refinement (•) is shown in Fig. 3.1 b). Further examples can be found

in Vermeire et al. (2017). In the context of this project, a step towards a comparison

of high- and low-order methods has been since the results of the high-order methods are

now openly available for comparison.

How compactness might be attractive for memory bandwidth limited HPC

facilities

In this section we briefly emphasise two additional benefits inherent to the spectral/hp

element method and of particular interest for deploying large scale LES into exa-scale
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Figure 2.2 – Faster convergence of the L2 error with respect to the analytical solution with p-
(◦) rather than h- refinement (•) for an advection problem. Source: Ekelschot (2016).

facilities for industry.

Thanks to compact nature of the spectral/hp element method the actual data required

to be communicated between elements is smaller as each data point contains more infor-

mation. This is an argument for scaling. As computer scaling becomes infinite, by all

practical measures (> 100K cores), the constraint becomes one of bandwidth between

processors.

The same argument holds for accessing the data from the cluster. Moving the mesh

and session files from a PC terminal to a cluster is quite fast because they are small.

However large amounts of data are typically required for the analysis of the unsteady

flow behind the MP4-17D front section for example. This is a problem for both retrieving

data from HPC but also when post-processing, for example slices or iso-contours. Some of

these features are directly implemented in Nektar++ allowing for post-processing software

to only render the scene without actually computing the iso-contour themselves thereby

avoiding to load the entire flow field. This post-processing method allows for a reduction

in bandwidth and memory required by post-processing software for visualising a given

flow structure.

Lower number of DOFs are required for the same accuracy (especially in smooth

regions of the flow). Even if Fluent or Star-CCM+ can scale to 100K cores they require

many more DOFs per core. Also because information is less dense (i.e. each DOF contain

less information) these computations produce much larger data sets. In the limit of

infinitely large computing facilities the bottleneck in HPC CFD will be memory bandwidth

and not compute power.
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Figure 2.3 – Scaling (•), relative to ideal scaling (−), of the McLaren MP4-17D test case on
the peta-scale Blue Gene/Q supercomputer MIRA which was ranked as 9th fastest computer in
the world as of November 2016 by Top500 project(https://www.top500.org).

More efficient use of each core : the roofline model

Following the argument of Moxey et al. (2016b), on exa-scale systems with increasing

core counts and more complex memory hierarchies data must be managed ever more

efficiently to attain peak performance of each core. Effective use of state-of-the-art HPC

facilities requires both efficient use of each core and efficient use of the available bandwidth.

This becomes more important as computations scale from O(1015) FLOPS today towards

O(1018)FLOPS by 2018.

For high-order methods and the spectral/hp element method in particular, most of

the runtime is spent evaluating a dense matrix-vector multiplications which typically are

more memory compact. In essence the dense nature of the matrices in the matrix-vector

multiplications inherent to the spectral/hp element method offer a good ratio of operation

intensity per bandwidth used. Colloquially, for every byte moved onto a given CPU of

the HPC system a large number of operations are executed. The means of assessing the

performance of a code can be understood using a roofline model (Figure 2.4) where the

computation of the MP4-17D in Chapter 6 would correspond to App2.

Ongoing development within the high-order community aims to further improve this

inherent efficiency of the spectral/hp element method by collecting linear algebra opera-

tors on a single core (Moxey et al., 2016b).

https://www.top500.org/lists/2016/11/
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Figure 2.4 – Low order codes are expected to operate in the bandwidth limited regime (App1),
whereas high-order methods, thanks to their compact nature, are expected to operate closer to
the peak efficiency of each CPU (App2). Source: adaptation of Williams et al. (2009).

2.2.4 Summary of the spacial discretisation method and its ben-

efits

In summary we have shown the the spacial discretisation of the spectral/hp element

method is particularly attractive because:

1. the discretisation is compact: thanks to the bubble/interior decomposition there are

only two modes (in 1D) that do not vanish at the boundary.

2. contrary to commercial low-order methods, the polynomial order P can be chosen

on the fly, at run-time: a computation can be executed at order P = 4 and then if

the resolution is deemed insufficient, it can be restarted at P = 5 by simply changing

the expansion order in the session file.

3. for sufficiently smooth solutions p-refinement allows for an exponential rate of con-

vergence (Babuška & Suri, 1994).

4. As we will see in Section 3.4 for practical industrial applications under-resolution

prevents the solution from being smooth enough. However boundary-interior decom-

position allows for reduced memory access and communication between elements (or

partitions) which is attractive for deployment of this method onto ever larger HPC

facilities.

Before discussing how the mapping ξe between local regions (possibly with curved

faces and edges) and standard regions (with straight sides and faces) is used for obtaining
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CAD conforming curved elements we briefly present the temporal discretisation in Section

2.3 and the pre-conditionners used to accelerate the convergence of the iterative solvers.

2.3 Temporal discretisation

Most of the computations presented here employed a second-order accurate Implicit-

Explicit (IMEX2) scheme (Maday et al., 1990) . However the explicit time-stepping for

the diffusion operator restricts the time-steps. A semi-implicit sub-stepping scheme (Xiu

et al., 2005) has been used since release Nektar++ v4.0 that enables larger time-steps.

A starting point for further reading regarding the time-stepping schemes available in

Nektar++ can be found in the User Guide. In the following paragraph we quantify the

advantage of leveraging the implicit time-stepping scheme as opposed to the second-order

implicit-explicit scheme.

Time-step restrictions and Courant-Friedrichs-Lewy conditions

Within the spectral/hp element method, similarly to the Courant-Friedrichs-Lewy condi-

tions for low-order methods, with a fully explicit time-integration scheme the time-step

is limited by (Karniadakis & Sherwin, 2005):

∆t ≤ α=hmin

max(|V e(t)|)cλP 4
(2.5)

where α= ≈ 0.723 for the third order Adams Bashforth scheme and cλ depends on the

quadrature points used (cλ ≈ 0.2 for Gauss-Lobatto-Legendre). P is the polynomial order

of the basis and hmin the size of the smallest element. The strong limitation this condition

imposes is a motivation for semi- or fully implicit time-integration schemes.

Three key points of paramount importance for the computations undertaken through-

out this study should be emphasised :

1. the velocity V e(t) is the velocity within the deformed element. However the mapping

towards the standard element yields a standard velocity V std.(t) that may be greater.

Strongly deformed elements might introduce stringent restrictions in time-steps even

in regions of the flow where the velocity as measured in the deformed element, does

not seem important.

2. the velocity V e(t) also depends on time. Therefore high frequencies within an el-

ement can contribute to generate numerical noise or general under-resolution. For

LES this also negatively affects the maximum allowable time-step for numerical

stability.

https://www.nektar.info
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3. finally the maximum time-step scales as ∆t ∼ P−4 which means that, for unsteady

simulation, the attractive convergence properties of the spectral/hp element method

are accompanied by stronger time-step restrictions as the polynomial order is in-

creased.

Summary of the the time-integration schemes used and their effect on the

solution

In summary, the semi-implicit time-stepping scheme allows for larger time-steps and re-

duced computational effort which are of paramount importance when the multi-scale

geometries produce multi-scale flow physics such as the y250 on a MP4-29 vortex. Fur-

ther improvements in relaxing the CFL restriction are envisaged by locally adapting the

polynomial expansion and/or the elements of the mesh.

2.4 Boundary conditions

The spatial discretisation discussed in Section 2.2.1 requires adequate boundary condition

for the well-posedness of the problem. Throughout this project we use five different types

of boundary conditions:

1. classical Dirichlet boundary conditions for the vanishing velocity at the solid wall

surface. This condition was used for the wing itself in the wingtip case as well as

for imposing the rotation of the idealised wheel, and

2. classical Neumann boundary condition for slip boundaries used for the wall of the

wind-tunnel in the wingtip case or the MP4-17D case where only the normal com-

ponents of the velocity is required to vanish, and

3. the non-penetrative boundary condition of the contact patch used for the rolling

wheel case where first the solid body of rotation is prescribed before adding a second

condition of non-permeability (i.e. the velocity component normal to the surface of

the contact patch vanishes), and

4. high-order outflow boundary(Dong et al., 2014) condition to ensure the energetic

structures advecting to the outflow cannot add momentum to the domain by reverse

flow. This boundary condition was essential in successfully modelling the y250 where

a region of the recirculating wheel that is not represented in the computational

domain introduced instabilities. This outflow boundary was modified to take into

account a prescribed pressure field and,
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5. finally mapped boundary conditions allowing for the possibility of embedded simu-

lations or combining experimental and numerical work(Serson & Meneghini, 2015).

This was the case for the computations of the delta-wing wake in collaboration with

Cambridge.

Details of the implementation of these boundary conditions can be found in both Karni-

adakis & Sherwin (2005) and www.nektar.info.

2.5 A note on the sources of error

In view of better understanding the quality of the computed solutions it is constructive

to introduce a model to assess the total error:

εTotal = εProj.εDiff.εDisp.εTimeεBCs (2.6)

where the projection error εProj. is introduced with the initial conditions when they are

projected from either an analytical expression, such as in the Taylor-Green vortex case

or through interpolation from a RANS or DES/LES solution as in the McLaren MP4-

17D test case. The dispersion and diffusion errors εDiff.εDisp. are produced by both the

underlying CG scheme as well as from under-resolution that is produced by a number of

aliasing terms as well as the action of the artificial viscosity. The εTime error are produced

by the truncation of the time integration scheme and, finally the boundary condition

errors εBCs are introduced, when an analytical solution of interpolated solution from a

previous RANS or DES/LES computations are used, for example when an embedded

simulation is performed.

For the Taylor-Green vortex case presented in Chapter 3 the dispersion and diffusion

errors dominate in the better resolved cases but the projection error of the original solution

might be more important for the coarsest computations.

For the MP4-17D computation presented in Chapter 6 there are large errors when the

RANS solution is projected onto the mesh and so εProj. is believe to be dominant.

Finally in the computation of the y250 the BCs interpolated from the DES to make-up

for the missing endplate introduce considerable error.

This simplistic model just serves as a reminder for the dominant source of error pol-

luting a computational solution.

www.nektar.info
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2.6 Key recent and ongoing developements

In this section we briefly presented the Continuous Galerkin formulation of the spectral/hp

element method that has been employed for the computations presented in this thesis.

Because the objective of this thesis was the development of the entire CFD package for

deployment in the Formula One industry we will only discuss the modifications to the

spectral/hp element Nektar++ that have taken place during the course of this project

however the Nektar++ community is active in many other fields (Cantwell et al., 2015)

and to name a few developments we mention :

1. development and validation of SVV for hexahedra, tetrahedra and prisms as well

as for Fourier modes. The first application of the SVV filter is reported in Chapter

4 based on Lombard et al. (2016) and was used in Bao et al. (2016), Serson et al.

(2016),Xu et al. (2016a, 2017a),

2. prism splitting Moxey et al. (2015b),

3. p- adaptationEkelschot et al. (2017) , paving the way for r- adaptation Moxey et al.

(2016c) (Ekelschot, 2016),

4. underpinning improvements in implementation Moxey et al. (2016a),

5. more recently NekMesh Turner et al. (2016, 2017),

6. developing the stability solver for HPC Bolis et al. (2016),

7. motivating the use of HDG to improve the efficiency of CG Yakovlev et al. (2016),

8. developing encapsulated SFD for determining steady states of complex flows,Jordi

et al. (2014) together with a detailed reporting of this research in Jordi (2015),

9. together with fundamental aspects of ensuring the Nektar++ framework can continue

to be developed sustainibly by a growing community of users Cohen et al. (2014),

10. time-stepping Vos et al. (2011) and

11. and finally activities of the research group in the field of electro-cardiology led by

Dr. Cantwell have resulted in further development of the code that has been used

throughout this project Cantwell et al. (2014)

and to name a few key studies underpinning the use of spectral/hp element methods for

high-fidelity computation of Formula One related flows we name :
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1. improve the understanding of the advantage of h- or p- refinement Cantwell et al.

(2011),

2. de-aliasing study underlying the influence of geometric aliasing,

3. the work by Moura et al. (2015, 2016, 2017) regarding the natural dissipation

and resolution power of both CG and DG. He also underlined similarities between

CG+SVV and DG and

4. as well as understanding how best to leverage HPC resources Bareford et al. (2016).

These developments of the spectral/hp element framework Nektar++ together with un-

derpinning studies just mentioned have allowed for new contributions to diverse fields

outside of the motorsport context of this thesis. To name a few :

1. boundary layer flow (Xu et al., 2014, 2016a,b),

2. transition to turbulence work towards laminar-flow control for aeronautical appli-

cations (Xu et al., 2017a,b),

3. flow control Rocco & Sherwin (2015), Rocco et al. (2015) and

4. cardiac electrophisiology Tzortzis et al. (2015).

In the following Chapter 3 we will focus on the key developments of the spectral/hp

element method, implemented into Nektar++, that rendered high-fidelity LES over the

MP4-17D front-section possible demonstrating the industrial worthiness of the high-order

methods.
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Chapter 3

The evolution of Nektar++ from

DNS to high-fidelity LES

In Chapter 2 we defined the governing equations of the flow as well as described the

spatial and temporal discretisation used by the spectral/hp element method. More im-

portantly we discussed how this method aligns well with peta- and anticipated exa-scale

HPC facilities thanks to its compact nature. We also showed how, thanks to the local

basis chosen, the order of the computation can be chosen at run-time by changing one

line in the session file as opposed to having to run a completely different version of the

code and/or recompile it on the HPC facility. We also presented a classical case of fast

convergence properties that motivated the development of spectral and then spectral/hp

element methods at the beginning of their development. Combined these developments

promoted spectral/hp element methods to be used in a setting of Direct Numerical Sim-

ulation limited to academia during the end of the 90’s and 00’s with for example the

harbour problem Karniadakis & Sherwin (2005).

Three further attributes of the spectral/hp element method make it a compelling

candidate for resolving the highly unsteady flow around a Formula One car and, more

generally, around bluff bodies and lifting surfaces :

1. highly developed meshing capability,

2. low dispersion/diffusion error and

3. no-model accounting for the sub-grid scales.

These three properties are quintessential when aiming to accurately model the develop-

ment of multiple interacting vortical structures generated by a Formula One front-wing

interacting with the rotating wheel and then advecting towards the rear-wing and diffuser

assembly. Demonstrating that the spectral/hp element method can track multi-scale flow

49
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features over large spacetime scales has been one of the key objectives of this study. In

the following few sections we will report the developments incorporated in the Nektar++

framework to build on the highly capable DNS solver into the highly capable LES solver

it is as of Nektar++ v4.4.

3.1 Low dispersion/diffusion error of the spectral/hp

element method

In Section 2.2.3 we showed why the spectral/hp element method is attractive in terms

of convergence. Steady computations this is sufficient, however for unsteady computa-

tion it is equally important for a code to have low dispersion/diffusion error. For suffi-

ciently smooth solutions the continuous Galkerin formulation of the spectral/hp element

method, used throughout the work present in this thesis, offers much lower numerical

dispersion/diffusion that its low-order counter-parts. This property explains why fully

spectral or spectral/hp element methods are favoured for direct numerical simulations of

transition to turbulence in a boundary layer for example(Xu et al., 2017a).

3.1.1 Gaussian vortex advection : low dispersion and diffusion

error.

The constant advection about the origin of an off-centred 2D Gaussian in the [1, 1]2

domain is a classical test case used for assessing both the spatial and temporal accuracy

of a solver :

∂tu+∇ · Fu = 0, (3.1)

F(u) = V(u), (3.2)

∇ · V = 0, (3.3)

V = (Vx, Vy)
T (3.4)

and exact solution of the velocity field u(x, y, t) at time t given by:

u(x, y, t) = exp
(
−41

[
(x− 0.3 cos(2πt))2 + (y − 0.3 sin(2πt))2)

])
which corresponds to a Gaussian of standard deviation σ = 0.11 rotating about the origin

with a radius of 0.3. Dirichlet boundary conditions with vanishing velocity are used for the

four borders of the domain where the maximum value of the velocity from the Gaussian

does not exceed O(10−9). The Ω = [1, 1]2 domain is then discretised using either 128,
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32 or 8 triangular elements within which the local solution is approximated by first-,

third- and eighth-order polynomials respectively. The solution is then advanced in time

for five full rotations about the origin. The results, reported in Fig. 3.1, emphasise the

lower diffusion of the final solution for the higher-order discretisation (8 elements at P=8)

rather the lower (128 elements at P=1), motivating the use of a high order discretisation

in this case for minimising the error. Note that the second order Implicit-Explicit time-

integration scheme introduces a negligible phase average error compared to the diffusion

error of the spatial discretisation.

Figure 3.1 – Advection of the Gaussian vortex
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3.1.2 Isentropic vortex advection : comparison between high-

and low-order codes

Vermeire et al. (2017) compare the diffusion and dispersion error for an advecting isen-

tropic vortex of a high-order spectral/hp element method against second- and third-order

STARC-CCM+. Contrary to Nektar++, PyFR is based on the flux reconstruction scheme

introduced by Huynh which generalises the DG formulation used by Nektar++. Similarly

to the Gaussian vortex, the isentropic vortex has an analytical solution of Euler’s equation

at all times allowing for a straightforward comparison of error between different codes.

In the Ω = [−40, 40]2 domain with periodic boundary conditions, the initial flow field is

given by :

ρ =

[
1− S2M2(γ − 1e2f )

8π2

] 1
γ−1

, (3.5)

u =
Syef

2πR
, (3.6)

v = 1− Sxef

2πR
, (3.7)

p =
ργ

γM2
(3.8)

with u, v the velocity components, p the pressure, ρ the density, M the freestream Mach

number, R the radius, S the vortex strength, S = 13.5 and γ = 1.4 and f = (1 − x2 −
y2)/2R2. The simulation is run for fifty flow-throughs. For the PyFR computation 802

quadrilateral elements with P = 5 polynomials are used for the spatial discretisation and

a five stage fourth-order Runge-Kutta scheme is used for time-stepping. Both the second-

and third order STAR-CCM+ computations were performed on a 4802 quadrilateral mesh.

The second-order computation used an implicit second order time-stepping scheme. For

the third-order STAR-CCM+ computation a Monotonic Upstream-Centered Scheme for

Conservation Laws (MUSCL) scheme is used.

The results of the comparison of the density contours after t = tc, t = 5tc, t = 10tc

and t = 50tc are shown in Figure 3.2. The P = 5 solution from the PyFR solver is

qualitatively identical to the analytical solution after t = 50tc whereas both second- and

third-order STAR-CCM+ computations show considerable discrepancy in terms of both

diffusion and dispersion error with the amplitude of vortex severely affected as well as

its position relative to the analytical solution. Vermeire et al. (2017) further report the

PyFR computation to be five orders of magnitude more accurate than the third-order

STAR-CCM+ case at one order lower cost that is measured as the price of the hardware

used multiplied by the number of seconds it was used.
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Together with the Gaussian vortex, these two test cases motivate the attractiveness of

high-order methods that are believed to offer better accuracy for a given computational

case. This however might not be true for non-smooth solutions where the attractive

properties of the spectral/hp element methods do not hold. In this scenario the increase

in computational resources required for a higher-order computation are not offset by an

increase in the accuracy of the solution. In the next section we discuss recent results

from (Moura et al., 2017) that seem to indicate that even in cases of under-resolved

computations, i.e. where the convergence properties of the high-order methods aren’t as

good, a higher-order discretisation still contains a more accurate solution.

3.1.3 Burgers turbulence : high resolving power

The advection of the isentropic vortex is a case of a smooth solution that can be well

captured by the spectral/hp element method and shows an exponential rate of convergence

as the polynomial order is increased. However if the isentropic vortex cannot be well

resolved it may lead to instability of the simulation. Another classical example of this

phenomena where a flow feature is not captured by the mesh and can lead to numerical

instability is the Burgers equation. A shock forms at the origin and, because of the sharp,

local gradient, strong oscillations can be seen in the velocity profile. These oscillations,

are akin to Gibbs phenomena whereby spurious oscillations are produced in the partial

Fourier series approximation of a discontinuous function. Increasing the number of Fourier

modes (in spectral space) or increasing the order of the polynomials within elements does

not suppress this behaviour.

Following Moura et al. (2015), the inviscid Burgers’ equation is force with a white-in-

time function F(x,t) :

∂tu+
1

2
∂tu

2 =
AF√
∆t

∑
N∈NF

σN(t)√
|N |

exp

(
i
2πN

L
x

)
(3.9)

where NF = {±1, ...,±Nc} where for wavenumber k > kc = 2πNc/L, the cut-off wavenum-

ber, the forcing vanishes. A is the forcing amplitude and σk is a standard Gaussian random

function with ∆t the time step and L the domain length of the computation. This forcing

is used to reproduce a -5/3 slope in the inertial range of the energy spectrum E(k) ∼ k−5/3

mimicking that of the Navier-Stokes turbulence.

The main argument to make is that in the wake, for a given number of degrees of

freedom it might be beneficial to aim for higher p. This result however has not been shown

for actual geometries (only 1D forced Burgers turbulence and 3D ”Euler turbulence”).

The spectral/hp element seems to be a pertinent candidate for investigating the evo-
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Figure 3.2 – Lower diffusion and dispersion error for the isentropic vortex case with high-order
methods, such as PyFR on the left, compared to 2nd and 3rd order spatial discretisation for
STAR-CCM+. Source: Vermeire et al. (2017).

lution of important flow features over large spacetime scales because of their inherent

low diffusion/dispersion error. The y250 vortex produced by the front-wing with a cord

of roughly 20cm develops in conjunction with vortices shed from the flap and vane, be-

fore interacting with the suspension elements, the wheel wake and the side-pods over a
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Figure 3.3 – Comparison between the solutions on two mesh of the forced Burgers turbulence
where the mesh in b) is four times coarser than the mesh in a) for the same global degrees
of freedom. The higher resolution of the solution with the higher p-refinement (but lower h-
refinement) highlights the advantage of leveraging a higher order discretisation even in the case
of 1D under-resolved turbulence (Moura et al., 2017)

distance of 2m. The stability of this vortex and a characterisation of its meandering is

considered to be an important indicator of the aerodynamic efficiency of a Formula One

front-section(Nakagawa et al., 2016). To be able to model this phenomena requires ac-

curate modelling on the sub-millimetre scale. Effectively this problem requires resolving

more than three orders of magnitude difference in geometric scales as well as large time-

scales. These co-rotating vortices are known to be sensitive to pressure gradients as well

as to the presence of other vortices as well as noise (Hoëssler, 2011). In view of these

challenges a numerical method with low dispersion/diffusion appears to be a promising

candidate.

When the project was initiated in 2012, Nektar++ had been shown to be an enabling

tool for investigating vortex development and stability at low Reynolds number. It was

possible to run the wingtip case, presented in Chapter 4 at a Reynolds number, based on

the wing cord, of Rec = 1 · 104.

The Reynolds number, based on the cord of the mainplane of the front-wing is typically

of the order of 2 · 104 and the flow producing the y250 for example requires resolving the

complex geometry of the front-wing, suspension system, rolling wheel, sidepods, barge-

boards and floor.

Thus the ambition of resolving the flow over a Formula One front section was two fold.

Firstly we should generate a curved mesh of the Formula One front section and, secondly

it would be necessary to improve the numerical stability of the spectral/hp element to

mimimic the small dissipation scales associated to high-Reynolds number flows but not

resolved.

In the next three section we first describe the evolution of the meshing pipeline that
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is now capable of generating a high-order, or curved, mesh over a Formula One front

section. We then describe the two developments that are used to stabilise the method

when running a LES, namely de-alasing and the spectral vanishing viscosity.

3.2 High-order meshing of complex geometries cap-

turing geometries with same accuracy as flow im-

portant for transitional behaviours

The first step in modelling the flow around a Formula One is obviously the ability to

accurately represent the geometry in CAD software, followed by the ability to accurately

discretise the surface and the volume in suitable manner for the numerical scheme. After

seventy years of CFD, meshing remains an important bottleneck in the overall CFD

workflow, and this is particularly true for high-order meshing. Unlike linear solvers,

which use meshes consisting of straight-sided elements, high-order solvers require curved

elements that align to the underlying geometry. In order to capitalise on the high-order

discretisation, the mesh should also be coarse. The combination of these two factors

makes high-order generation for geometries as complex as those considered in Formula 1

extremely challenging. The last ten years have seen a strong push in the development

of high-order meshing capabilities however, in most cases, these meshing pipelines are

not integrated in a coherent package together with a solver. These tools, such as Gmsh,

have however proved invaluable since a plethora of open fluids flow problems exists where

the geometries are not complex. For industrial application however, a close integration

between the meshing pipeline and the solver is required so that the entire CFD workflow

can be automated. In the next few paragraphs we report the efforts made in this direction

and give an overview of meshing capabilities NekMesh offers as of Nektar++ v4.0.

3.2.1 How to prepare a geometry

Before discussing the two avenues we have investigated for meshing Formula One geome-

tries, it should be stressed how important an adequate preparation of the geometry is for

high-fidelity meshing and high-fidelity CFD simulations. Because the high-fidelity simu-

lations presented in this thesis do not rely on wall modelling, accurately representing the

geometry with curved elements at the surface is all the more important.

For a tool to be integrated properly into an industrial setting, it must be carefully

integrated into the existing workflow. CAD representation of a geometry is the first

means for a Formula One engineer to express his idea and, more importantly this idea, or
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design, will be assessed by means of computational and wind-tunnel experiments. In order

for a this idea to be machined in view of testing it in a wind-tunnel care must be given

to the CAD drawing at the conception stage. Similarly, for computational experiments,

and in particular for high-fidelity CFD where minute differences in geometry can, for

example, provoke early detachment of the flow, it is paramount that a constant dialogue

between CAD and CFD engineers is supported. This will be particularly crucial when

transitioning from a low- to high-order CFD workflow. The experience acquired during

this project motivates the following suggestions in terms of CAD design :

1. avoid duplicate CAD surfaces,

2. avoid holes (i.e. missing CAD surfaces in particular in regions of the geometry where

simplifications where made for example in the brake ducting.),

3. trailing edges should be blunt edges with 1mm thickness (on the scale of a car),

4. prefer radius of curvature of more than 1mm or simplify them to sharp leading

edges,

5. avoid fillets that might introduce small radius of curvature,

6. avoid gaps smaller than 5mm,

7. be mindful of the sensitivity of the wheel flow to the modelled geometry of the

deformed tire.

3.2.2 Low-to-high order meshing : spherigons and prism split-

ting

In the following two paragraphs we discuss the meshing process used throughout most

of this project. This method has been coined a posteriori high-order meshing by Turner

et al. (2017) because it is essentially a two step procedure where first a linear, or low-

order, mesh is produced with commercial code before it is deformed to conform to a

high-resolution representation of the geometry and the boundary layer is refined.

Spherigon patches

The meshing pipeline used throughout this thesis is summarised in Figure 3.4. Star-CCM+

is used to produce volumetric meshes composed of both prisms on the boundary layers

and tetrahedra in the rest of the volume. This linear mesh is coarse compared to the

corresponding mesh used for low-order solutions of the flow over a given geometry. The
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high order polynomial within each element can however, recover the resolution if desired.

At this point, the boundary layer mesh is composed of a single macro prism whose height

is of the same order of magnitude as the local boundary layer thickness δ99. Star-CCM+

is also used to prepare a higher-resolution surface mesh of the curved regions (such as

the mainplane of the front-wing). The resolution is typically five to ten times higher and

mainly depends on two factors: local curvature relative to the size of the macro prism

and relative size of the prism element to the thickness of the surface. Spherigon patches

are then applied to the triangular surface of the prism in Cartesian coordinates in contact

with the surface (Figure 3.5). Towards the trailing edge of the main-plane for example the

size of the triangular face of the prisms is greater than the distance between the intrados

and extrados. This is particularly true if both the intrados and extrados are part of the

same regions. When the spherigon patches are applied to the intrados, the normals from

the extrados might be mistakingly taken leading to degenerate elements. To avoid these

elements a routine to remove the curvature from degenerate elements should be executed

between the application of the spherigon patches and the boundary layer splitting. For

a deeper discussion regarding spherigon patches we refer the interested reader to Section

3.2.2 of Hoëssler (2011).

Prism splitting

Prism splitting is the second step in this workflow (Figure 3.4). The original prism that

has now been curved by the spherigons patches is then split with a growth rate starting

from the surface to resolve as much of the boundary layer flow physics as can be afforded.

The great advantage of this prism splitting is that it cannot produce degenerate elements

if the spherigon curved prism was not degenerate adding much appreciated robustness

to the workflow because the prism is split in element space before it is mapped to the

cartesian space. Details relating to this method as well as the mesh produced for both

the wingtip and McLaren MP4-17D test case can be found in Moxey et al. (2015a).

3.2.3 Direct high-order meshing : NekMesh

The main drawback of spherigon patches is that they are simply a way of smooth a rough

surface, and do not necessarily align to the CAD surface. Direct high-order mesh gener-

ators have seen a growing interest since the early work of Persson & Peraire (2009) and

are reaching levels of maturity compatible with deployment into Formula One industry.

Within the Nektar++ community David Moxey, Michael Turner and Joaquim Peiro have

been the main instigators of this thrust (Turner et al., 2016, 2017, D. Moxey & Sherwin,

2013). High-fidelity modelling of fluid flows can only be as good as the high-fidelity rep-
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Figure 3.4 – Meshing pipeline

resentation of the geometry producing the flow features. The subtle development of the

three-dimensional boundary layer on the rounded wingtip of the wingtip case for example

requires accurate modelling of the curvature too accurately modelling the detachment of

the boundary layer as it rolls up into a system of vortices generally referred to as the

wingtip vortex. There is no point in aiming to compute the detachment over a curved

surface if it is represented by linear elements that represent non-negligible discontinuities

in curvature since these might artificially provoke detachment. This is also the case for

mesh generated in the aim of assessing transition towards turbulence such as (Xu et al.,

2017a). Despite high-order meshing being subject to intense research accompanying the

development of high-order solvers, during the course of this project it was still necessary

to be an expert in high-order methods to generate valid high-order mesh. The time-scales

required in generating a valid mesh for an expert user remains a challenge and a bot-
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Figure 3.5 – The first step in the high-order meshing procedure is to deform the boundary
layer macro-prisms (i.e. there is only one layer of prisms in the low-order mesh). The higher
resolution mesh is used by the spherigon patches to inform with the definition of the normals at
a finer level so that the macro-prism is deformed. Note that this procedure only conserves C0

tessellation of the surface producing, in regions of low resolution, non-physical kins that can, in
turn, affect the boundary layer flow by promoting transition.

Figure 3.6 – Element mapping χe(χ) from the element in standard space Ωst to the cartesian
space Ωe.

tleneck in a high-fidelity vehicle development program. NekMesh aims to overcome these

challenges. The interested reader is referred to Turner (2017).

3.3 De-aliasing : maximising the potential of the method

De-aliasing, over-integration of the linear operators or consistent integration of the non-

linear operators refers to using more quadrature points than would otherwise be necessary

for representing a polynomial approximation to a solution in a given element. For example

integrating a polynomial of order P2P requires at least Qmin ≥ P + 3/2 Gauss-Lobatto-

Legendre polynomials for exact integration. As correctly de-aliasing to avoid adding

spurious solutions during integration simply requires knowing the knowing the polyno-
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Figure 3.7 – Once the prism is split into multiple prisms in the standard region it is iso-
parametrically mapped by χe(ξ) to the cartesian space Ωe ensuring the prisms splitting hasn’t
introduced degenerate elements.

mial order of the integrand. The convection term of the incompressible Navier-Stokes

is non-linear of order 2. For a curved element, the integration operator is performed

on the standard region with an isoparametric mapping between the curved space and

the standard region. This mapping introduces an additional order to that of the equation

under-consideration. For the incompressible Navier-Stokes equations, over a curved mesh,

the non-linearity is of order 3.

The comparison between two different quadratures, with global de-aliasing and with-

out, is contrasted by computing the L2 norm of the differences in velocity fields :

L2(uQ, uexact) =

√√√√ N∑
i=0

[(uQ)i − (uexact)i]
2wi

where wi are the quadrature weights, (uQ)i is the solution at point i for a quadrature Q

and (uexact)i is the solution at the same point i when using exact or global-dealiasing for

the integration.

Geometric aliasing and the importance of global aliasing (or consistent inte-

gration)

In summary to this section we emphasis the importance of global de-aliasing (or consistent

integration) of the Navier-Stokes equations onto curved elements by employing at least

Qmin quadrature points, given by :

Qmin ≥ Pexpansion-order +
Pnon-linearity-order + Porder of Jacobian + 3

2
(3.10)
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Figure 3.8 – Aliasing error of the non-linear term a) and total aliasing error in b) between
a solution computed with and without global de-aliasing (or consistent integration of both the
non-linearities from the PDE as well as from the geometric factor).

Example For example, considering the solution of the Incompressible Navier-Stokes,

that have second-order non-linearities (Pnon-linearity-order ), on a mesh of prisms (the tetra-

hedra are not deformend) of the wingtip case from Chapter 4 with P = 4 would require

at least :

Qmin ≥ 4 +
4 + 3

2
=

15

2

For a consistently integrated solution of a 3rd order solution (with P=4) in the curved

prismatic elements forming the boundary layer mesh Qmin = 8 quadrature points are

required.

3.4 Spectral Vanishing Viscosity (SVV)

When length scales associated to physical dissipation are not resolved they need to be

modelled de-aliasing does not suffice to avoid spurious oscillations of the solution and

ultimately numerical instability. The focus of our investigations will be around implicit

LES, i.e. where the diffusion through the grid is used to model these scales, instead

of a sub-grid scale model as found in explicit LES. However, traditionally implicit LES

relies on the assumption of a diffusive method as typically found at lower orders. Due

to the low diffusion and dispersion of the spectral/hp method, when running an under-
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resolved simulation we therefore require a source of artificial viscosity to stabilise the

simulation and provide a modelling effect. In this work we consider the spectral vanishing

viscosity (SVV) kernel, which is a modification to the Laplacian term in the Navier-Stokes

equations and allows us to filter unwanted energy from high-order modes and stabilise the

simulation. In the below we give a brief overview of the formulation and how this aligns

with the spectral/hp element method.

Figure 3.9 – Spectral Vanishing Viscosity kernel for n=11 modes with a cut-off at m=5.

Following the original introduction of SVV by Tadmor (1989) we consider the inviscid

Burgers’ equation

∂tu(x, t) + ∂x

(
u2(x, t)

2

)
= 0 (3.11)

with initial conditions u(x, t = 0) on a periodic [−π, π] domain. Spontaneous jump dis-

continuities, or shocks, may develop leading to numerical instability. The unique physical

solution requires adding a condition on the entropy for example but in the context of the

Spectral Vanishing Viscosity we are only interested in obtaining a solution by augment-

ing the problem with numerical smoothing that prevents spurious oscillations about the

shock. The key attractiveness of the SVV is that it succeeds in introducing sufficient vis-

cosity for numerical stability all the while preserving the spectral convergence properties

of the underlying spectral or spectral/hp element method. This was proven in Tadmor
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(1989) and motivates our interest for the SVV in the context of the spectral/hp element

method. The numerically stabilised inviscid Burgers’ equation can then be written as :

∂tu(x, t) + ∂x

(
u2(x, t)

2

)
= ε∂x (Qε∂xu) (3.12)

where ε ∈ R+ and Qε is a viscosity kernel whose form we will defined shortly. In the

present context of spectral/hp element method the elemental operator associated to the

SVV takes, in Dim dimensions the form:

SeV V (v,u) = ε
Dim∑
i=1

(∂xiv, QDim ∗ ∂xiu)Ωe

where (, )Ωe is the Legendre inner product in the elemental region x ∈ Ωe, v a C0 con-

tinuous test function and with u ∈ C0.The viscosity kernel Qε is non-linear and vanishes

for the lowest modes defined in Pasquetti (2005) by Qε = exp[−(k − n)2/(k − m)2] for

k > m and zero otherwise where k ∈ [1, ..., n] are the modes and m is the cut-off mode

from which the SVV does not vanish. The shape of the resulting kernel for a case with

n=11 modes and a cut-off at m=5 is given in Figure 3.9.

Moura et al. (2016) have shown evidence of the similarity between DG discretisation

and CG+SVV. They also proposed an alternate kernel formulation that aims to maintain

a constant Peclet number regardless of the local size of the element, polynomial order or

advection velocity.

Artificial viscosity is an attractive and straighforward means for suppressing artificial

oscillations associated with high polynomial order representations of discontinuities.

In summary the spectral vanishing viscosity is particularly attractive for stabilising

an under-resolved DNS all-the-while preserving the spectral accuracy of the underlying

method.SVV is not detrimental to the spectral convergence properties of the underlying

spectral/hp element method. For the kernel used throughout this study it is important to

bear in mind that to keep the desired spectral convergence properties of the underlying

CG-based spectral/hp element method the cut-off parameter kc should also be increased,

otherwise, relatively more and more modes have added dissipation and so convergence is

negatively affected. This can be considered a shortecoming of the original kernel intro-

duced for SVV and motive alternate kernels such as the power kernel does not have this

property introduced by Moura et al. (2016).
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Figure 3.10 – Diverging solution to the inviscid Burgers’ equation after t=0.5 with five equi-
spaced elements and 15th order polynomials (top). Solution to the inviscid Burgers’ solution
with added Spectral Vanishing Viscosity with εSV V /ε = 102, 103 and 104 as the line gets darker.

3.5 Summary of Chapter 3

In summary this chapter has exposed examples of flows where the spectral/hp element

method is particularly attractive because of its low dispersion/diffusion properties. We

then showed how the meshing pipeline was developed towards the complexity required by

a 2017 Formula One front-section. Finally we exposed the de-aliasing and SVV required

for high-fidelity LES. In the following chapter we will present results of the computation

of the wingtip vortex developing over a NACA 0012 profile with a rounded wingtip and
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compare these results to independent experimental data.



Chapter 4

The rounded wingtip

4.1 Introduction

Understanding the development and growth of wingtip vortices over lifting surfaces is an

ongoing research topic both in academia and industry. From an academic perspective,

fundamental open questions remain, such as the possible re-laminarization of the vortex

as it is shed from the wing Chow et al. (1997) and the origin of meandering Devenport

et al. (1996), Jacquin et al. (2001), Heyes et al. (2004), the low-frequency movement of the

vortex core and the evolution of the vortex structure. Vortices shed from lifting surfaces

pose challenges to model in many an industrial context such as wind turbines, helicopter

blades, high-lift configuration of aircraft and high-performance automotive industry Uzun

et al. (2006), Uzun & Hussaini (2010), Rossow (1999), Ghias et al. (2005), Dacles-Mariani

et al. (1995). Developing a better understanding of the near-wake of the vortex, lying

within one chord length of the trailing edge of the lifting surface, is therefore essential

in understanding the complex flow-structure interactions of interest in these problems.

The far-field properties of these vortices are also a challenge for the aeronautics industry,

where their persistence imposes strict limits on distances between landing aircraft Spalart

(1998). For these reasons we are interested in refining modeling methods for investigating

the growth of the vortex in the near-field.

Conceptually, the simplest approach to ensure that the flow physics are accurately

simulated is to perform a direct numerical simulation (DNS), in which all necessary scales

are resolved at a given Reynolds number. For cases at even moderately high Re however,

this approach is clearly unfeasible. To demonstrate this, let us assume the Kolmogorov

hypothesis holds for this flow and as a very rough approximation that the length scale l0

associated to the largest eddies is of the same order as the chord length l0 ≈ c. The num-

ber of grid points needed to resolve the Kolmogorov length-scale relates with the Reynolds

number as η ∼ Re−3/4 , meaning that three-dimensional simulation of a uniformly tur-

67
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bulent flow requires a resolution of Re9/4 grid points. For aeronautical test cases, where

Re is typically O(106) or O(107), we therefore require O(1014) to O(1016) grid points to

resolve the flow. Even accounting for variations in geometry which may permit varying

resolution throughout the domain, based on the current rate of advancement of high-

performance computing (HPC) facilities, resolving fully developed three-dimensional flow

at high Reynolds number in a timely manner will continue to be well out of reach for the

foreseeable future.

Figure 4.1 – Wingtip vortex developing over a NACA 0012 profile with rounded wing cap in
a wind tunnel, modeling the experimental setup of Chow et al.Chow et al. (1997) Both wing
surface and streamlines are colored by static pressure coefficient Cp = 2 · (p− p∞)/ρ∞U

2
∞ where

U2
∞ = 1 and ρ∞ = 1.

Consequently, there has been ongoing development of modeling methods where small

turbulent scales are not explicitly computed. Traditional Reynolds Averaged Navier

Stokes (RANS) methods, alongside more recent advanced such as the Reynolds Stress

methods Churchfield & Blaisdell (2013), have been developed to simulate both the com-

plex three-dimensional transitioning boundary layer on the wing and the highly curved

flow within the vortex. More computationally-intensive methods, such as LES and Lat-

tice Boltzman VLESSatti et al. (2012) have also been developed or adapted to investigate

such flows, in correlating the simulated results to experimental data. The lattice Boltz-

man method has been used in conjunction with a modified k− ε two-equation turbulence

model as well as turbulence wall shear stress model were used to perform a VLES where

the walls were the turbulent flow at the wall was modelled.

The key feature of these studies is in their use of reduced equations or turbulence

models, all of which require parameters to tune their performance. Since the underlying

physical processes that dictate the development and evolution of vortices is not well

understood, it is therefore difficult a priori to determine appropriate settings for these

models. The aim of this work is therefore to demonstrate how an implicit LES method, in

which the number of parameters is comparably very small and is used to provide additional

stability, can successfully be used to obtain accurate comparisons against experimental

data. We appreciate that there may be different views of the definition of implicit LES.
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We have adopted the definition of Sagaut (Sagaut, 2001), who explicitly refers to SVV

as an implicit LES model and states that “using a numerical viscosity with no explicit

modeling are all based implicitly on the hypothesis [...] the action of subgrid scales on the

resolved scales is equivalent to a strictly dissipative action.” The only influence of the

sub-grid scales on the resolved scales is therefore dissipative.

Many existing LES codes are based on finite volume, linear finite element or Cartesian

grid methods. We will instead investigate the viability of the spectral/hp element method,

which lies in the class of high-order finite element methods. These methods are widely used

in academia, as they offer attractive properties such as exponential convergence and low

dissipation error for sufficiently smooth solutions (Bolis et al., 2014). This is significant,

as faithfully modeling the wingtip vortex in the far wake is of particular interest in many

research communities and industries. It is implied that accurate modelling of the far

field vortex requires precise modelling of the vortex onset in the near field using high

precision, low dissipation schemes (Churchfield & Blaisdell, 2011, Dacles-Mariani et al.,

1996, Chow et al., 1997, Duraisamy & Baeder, 2006, Satti et al., 2011). However, these

methods have not been widely applied for the type of industrial, high-Re cases that we

consider in this work. Such methods are generally perceived as difficult to implement, as a

range of specialised preconditioners, mesh generation procedures, parallel communication

strategies and stabilisation approaches are needed to successfully complete a simulation.

In this paper we present the SVV-iLES formulation, which utilises the spectral van-

ishing viscosity approach to stabilise numerics Tadmor (1989). We show how the issues

of implementation and mesh generation can be overcome, as well as highlight the benefits

that these schemes can have for industrial problems, both in terms of resolution power

relative to existing studies and computational efficiency. To demonstrate the viability and

robustness of the scheme, we consider the test case presented by Chow et al. (Chow et al.,

1997), in which the flow over a NACA 0012 wingtip has been investigated with precise

experimental measurements. This case has subsequently become a benchmark for vortex

dominated flows. To this end we perform an SVV-iLES, at the highest Reynolds number

considered so far for this case, and correlate our results to the experimental data. As in

previous numerical studies, in order to reduce the computational cost we have chosen to

run the computation at a lower Reynolds number. In this work we set Re = 1.2 · 106, as

compared to the experiment which uses Re = 4.6 · 106.

In the following section we will briefly report the experimental and numerical methods

that have been developed and evaluated for investigating the nascent wingtip vortex, as

well as the key findings of these studies. We then discuss the key features of the SVV-iLES

method in Section 4.3 and the numerical methodology for our simulations. The evaluation

of the SVV-iLES, by close comparison with the extensive data from the experiment of
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Chow et al.(Chow et al., 1997) and numerical results of Uzun et al.(Uzun et al., 2006),

is presented in Section 4.4 before we conclude in Section 4.5 with a brief overview of the

key findings.

4.2 Literature review

We begin with a brief presentation of existing work in the investigation of wingtip vortices;

other thorough reviews of this field can be found in Rossow (Rossow, 1999), Spalart (Spalart,

1998) and Green & Acosta (Green & Acosta, 1991). Firstly, experimental studies are

considered and a summary of the types of flow dynamics that exists for these cases is

presented. We then discuss results obtained by numerical simulations before emphasizing

the possible drawbacks of an explicit subgrid-scale model in the context of complex flows,

such as the wingtip vortex and highlight the originality of the method employed in this

study.

Experimental methods

For the wingtip vortex the Reynolds number is computed from the chord length c as

Rec = cU∞/ν, where U∞ is the free stream velocity and ν is the kinematic viscosity.

Giuni (Giuni, 2013, Giuni & Green, 2013) and Giuni & Benard (Giuni & Benard, 2011)

investigated the initial formation and development of the wingtip vortex on a NACA 0012

rectangular wing with both square and rounded wingtips at Rec = 7.4 · 105 for angles of

attack α = 0◦, 4◦ and 12◦. They reported that for a given fixed angle of attack, a ‘more’

axisymmetric vortex sheds from the rounded wingtip with stronger vorticity within its

core compared the square-tip wing. They also reported that for the α = 12◦ case the axial

velocity excess is higher for the rounded wingtip. This region is surrounded by a region

of axial velocity deficit corresponding to rolling up of the vorticity sheet. The weaker

axial velocity excess for the square wingtip is believed to be a consequence of the more

numerous secondary vortices generated by the square wingtip.

Defining the center of the primary vortex as the location of the streamwise helicity

peak, they investigated the meandering of the vortex in the near field. Two distinct modes

of behaviour were observed: for the squared wingtip, the meandering decreased with the

distance from the trailing edge whereas for the rounded wingtip case, the meandering

grew quasi-linearly with distance from the trailing edge. This has also been reported

by Devenport et al. (Devenport et al., 1996) and Giuni et al. (Giuni & Green, 2013).

However Jacquin et al. (Jacquin et al., 2001) concluded vortex meandering to be insensi-

tive to free stream unsteadiness in the wind tunnel. Fabre & Jacquin (Fabre & Jacquin,

2000, Fabre et al., 2002) and Dieterle et al. (Dieterle et al., 1999) suggested meandering
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might also be influenced by the destabilization of a vortex by secondary vortex of oppo-

site sense. Jacquin goes further by reporting that the various co-operative interactions

between primary and secondary vortices affected the same range of frequencies as mean-

dering. Zuhal (Zuhal, 2001) and Zuhal & Gahrib (Zuhal & Gharib, 2001) investigated

the correlation between number and strength of secondary vortices and the amplitude of

meandering. McAlister (McAlister & Takahashi, 1991) investigated the wingtip vortex of

NACA 0015 with both rounded and square wing cap reporting the maximum azimuthal

velocity of the vortex to be independent of Reynolds number but dependent on the angle

of attack.

Finally, Chow et al. (Chow et al., 1997) performed an extensive experimental and

numerical study of the wingtip vortex over a rounded NACA 0012 profile in view of

defining a benchmark for numerical models. They reported merging of the secondary and

tertiary vortices into the primary within one chord length of the trailing edge. From this

distance onwards, the vortex had an axisymmetric structure with a jet-like axial velocity

profile (i.e. the axial velocity within the vortex core was greater than the freestream

velocity). The peak jetting velocity was measured to be 1.77U∞ at the trailing edge and

by three-quarters of a chord length downstream of the trailing edge it was measured to be

1.7U∞. Pressure taps were placed on the wing-surface to assess the state of the boundary

layer, both under the primary vortex where a strong suction region is present and at

different spanwise locations, allowing for insight into the three dimensional boundary

layer. They also reported skin-friction lines to gain understanding into the attachment and

detachment lines of the strongest vortices in the near wake, as well as low amplitudes of

meandering because of both a relatively large angle of attack of α = 10◦ and measurements

at relatively short distances from the trailing edge. Devenport et al. (Devenport et al.,

1996) reported meandering amplitude growing linearly with distance from trailing edge.

Numerical methods

Presently, RANS based methods with linear eddy viscosity models, such as k−ω SST and

k− ε, remain commonplace for industrial flow simulation (Churchfield & Blaisdell, 2013).

For vortex dominated flows, and more generally flows with strong curvature, these models

may struggle due to the largely unsteady dynamics of the flow. Large discrepancy with

experimental data, exceeding 100% error on Cp distribution in the vortex core, as well as

drastic under-prediction of the jetting within the core have been reported by Churchfield

et al. (Churchfield & Blaisdell, 2009a). These results have motivated the development,

over the past 30 years, of more complex closure models tailored for highly curved flows

such as the wingtip vortex. We present a brief overview of this development.

Dacles-Mariani et al. (Dacles-Mariani et al., 1995) ran a 5th order compact (i.e. 7
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point stencil instead of 11) biased upwind scheme for the advection term and second

order scheme for the viscous term. Here they underline the necessity for low numerical

dissipation. They ran a modified version of the one-equation Baldwin-Barth turbulence

model where they modified the production term to avoid overproduction of eddy viscosity

in the vortex core. They successfully captured a secondary structure and computed the

axial velocity profiles of the core to within 3% of experiment but under-predicted the core

pressure by more than 25%. It should also be stressed that Dacles-Mariani et al. (Dacles-

Mariani et al., 1993) used experimental data to setup both inflow and outflow boundary

conditions for their RANS simulation. Linear eddy-viscosity being too dissipative, Craft

et al. (Craft et al., 2006) developed a non-linear eddy viscosity model (EVM). This more

advanced model still suffered from a more severe decay of the turbulent stresses than

measured experimentally. Duraisamy and Iaccarino (K. Duraisamy, 2005) modified the

eddy viscosity coefficient of the v2 − f turbulence model and compared their results

favorably for axial surplus compared to the baseline Spallart-Allmaras and Menter’s k−ω
SST models. The wingtip vortex exhibits a peculiarity in the turbulence structures where

the stress and strain are out of phase which renders questionable the use isotropic eddy-

viscosity based prediction methods such as (k-ω, etc). Churchfield et al. (Churchfield &

Blaisdell, 2008, 2009b, 2011, 2013) modified the Spalart-Allmaras model to account for

streamline curvature and successfully modeled the lag between the mean strain rate and

respective Reynolds stress. This method produced the best correlation with experiment,

for a RANS based method, but proved costly (relative to other simpler RANS methods)

and so their use may be restricted to flows dominated by vortices. They also showed that

without the accurate modeling of the three dimensional boundary layer the developing

vortex remained challenging to compute accurately even for the advanced RANS models

correcting for the high degree of curvature in the flow.

In an attempt to develop increasingly robust models, more advanced numerical meth-

ods such as Large Eddy Simulation (LES) and Very Large Eddy Simulations (VLES)

have been proposed to investigate unsteady features of the flow as well as aero-acoustic

properties. Fleigh et al. (Fleig et al., 2004) developed a compressible LES to investi-

gate far-field broadband noise generated by the nascent vortex on a rotating wingtip at

Reynolds Rec = 1 · 106 and reported computed power and thrust coefficients for the

windmill blade within 3% of experimental data. Ghias (Ghias et al., 2005) reported a

compressible LES of NACA2415 with square tip run at Rec = 105 where they employed a

dynamic sub-grid scale model but did not present the correlation of their data with exper-

iment. Uzun et al. (Uzun et al., 2006, Uzun & Hussaini, 2010) numerically investigated

Chow’s experiment with a compact finite differencing LES with implicit spatial filtering

at Rec = 5 · 105. Their results were included in the following comparison of our simula-
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tions with experimental data. Jiang et al. (Jiang et al., 2008) reported results for a LES

simulation of Chow’s experiment at the experimental Reynolds number of Rec = 4.6 · 106

but did not compare the results with experiment. The lattice Boltzman method was

used in conjunction with a modified k − ε two equation turbulence model and wall shear

stress model to perform a VLES. Despite good correlation with the experimental results

of Chow et al. (Chow et al., 1997) for the suction of the vortex on the surface of the wing

the method over-predicted the jetting phenomena within the vortex by 23% at streamwise

location x/c = −0.114 and 12% at x/c = 0.456. So far these more advanced modeling

methods have generally been used for simulations at lower Reynolds numbers (Jiang et al.,

2008, Uzun & Hussaini, 2010) or have not not been compared against experimental data

in the way they will be in the present study (Uzun et al., 2006).

Motivation and contributions of present study

Modeling unknown physics by leveraging a sub-grid scale model outside of its operational

window can be seen as a substantial drawback for explicit sub-grid scale models, which

tend to rely on a wide range of parameters to dictate their behaviour. The two-equation

eddy-viscosity k−ω SST turbulence model introduced by Menter (Menter, 1994) in 1994,

for example, relies on 9 modeling constants. Menter underlines, in this paper, the strong

sensitivity of the resulting computed flow to variations of 5-10% of these constants and

further stressing “None of the available theoretical tools (dimensional analysis, asymp-

totic expansion theory, use of direct numerical simulations (DNS) data, renormalization

group (RNG) theory, rapid distortion theory, etc.) can provide constants to that degree of

accuracy.” Leveraging these many parameter sub-grid scale models, such as k − ω SST

and more recently Reynolds Stress Relaxation models (Churchfield & Blaisdell, 2013), in

complex flow cases therefore requires an a priori knowledge of the flow physics. This is

often infeasible, particularly when complex geometries are present and the length scales of

both flow and geometry vary substantially. For example, in engineering applications such

as flow over a Formula 1 car, different sets of parameters may be required to accurately

model the various flow dynamics that are induced by the variations in geometry across

the body of the the car. This includes the vortex dominated flow of the wing-tip regions

of a front wing, regions of the front wing where the flow is mostly two-dimensional, and

the rotating wheel that impinges on the moving road. It may therefore be impossible to

obtain values for these parameters that capture the desired flow features across the entire

car.

The aim of this paper is to show that regularized high order spectral/hp element meth-

ods, without an explicit sub-grid model, can be applied to produce results that compare

favorably against experimental data, by considering flow over a three-dimensional geome-
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try of practical interest. The SVV-iLES approach, which we will present in the following

section, requires the choice of two regularization parameters: one to dictate the level of

artificial viscosity, and another for a cut-off wavenumber. These are chosen through exper-

imentation, such that the computation does not diverge but do not require assumptions

regarding the physics of the flow. We discuss this methodology in the following section

before showing results of the NACA 0012 wingtip vortex case.

4.3 Computational Methodology

In this section, we give a brief summary of the computational methodology used for

the NACA 0012 wingtip simulations. We begin by outlining the Nektar++ spectral/hp

element framework in which the solver is implemented (Cantwell et al., 2014). We then

outline the types of regularization that are necessary to perform the computations and

prevent the simulation from diverging, along with the mesh generation procedures that

are used to generate a curvilinear boundary layer mesh for the geometry. Finally, we

discuss initial and boundary conditions as well as resolution requirements in space and

time for the simulations.

4.3.1 Nektar++: a high-order spectral/hp element framework

High-order finite element methods often suffer from the stigma of difficulty of imple-

mentation, which in turn means that despite their attractive numerical properties and

the ability to resolve difficult cases such as the one presented here, they are frequently

under-used. Nektar++ is a framework designed to address this problem by providing a

modern development environment for these methods. It is highly parallel, providing a

range of efficient preconditioners and has support for a variety of solvers including the

incompressible Navier-Stokes equations. For a summary of functionality one can see for

example Cantwell et al. (Cantwell et al., 2014), or for more details on the method itself,

the reference book by Karniadakis & Sherwin (Karniadakis & Sherwin, 2005).

In the following sections, we outline the modifications made to Nektar++ in order to

adapt the existing DNS solver, making it suitable for an iLES approach through regular-

ization. Furthermore we outline the other challenges that need to be addressed in order

to more generally make spectral/hp element methods viable for these problems.
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4.3.2 From DNS to SVV-iLES: filtering with Spectral Vanishing

Viscosity

Running cases at high-Reynolds number on an under-resolved mesh requires close inspec-

tion of the source of errors. The highly non-linear nature of the underlying equations

leads to a complex interactions of these errors, which when left uncorrected leads to a

diverging solution. Broadly, we have found that the two most important aspects are:

1. consistent integration of non-linear terms;

2. artificial dissipation to prevent divergence of the flow in the presence of under-

resolution.

We now explain each point in more detail. The incompressible Navier-Stokes solver

used in Nektar++ directly integrates the underlying equations through the use of an

operator splitting scheme in combination with a consistent boundary condition for the

pressure Poisson equation (Karniadakis & Sherwin, 2005). In this scheme, nonlinear

terms are computed explicitly at each quadrature point, which depending on the element

type uses a form of Gauss quadrature. These nonlinear terms are then multiplied by the

elemental basis functions and integrated in order to compute the L2 inner product, as is

required in the continuous Galerkin formulation. However, since Gauss quadrature will

only produce exact values for integrals of polynomials of degree O(2P ) at a simulation

polynomial order of P , aliasing errors are introduced due to the quadratic nonlinearity

present in the Navier-Stokes equations. When simulations are adequately resolved, this

aliasing error usually does not affect the robustness of the simulation. However, when

under-resolution is used for implicit LES, this aliasing effect leads to a significant buildup

of error as the simulation progresses in time, and usually causes the simulation to abruptly

diverge.

We note that the nonlinear terms of the Navier-Stokes equations are consistently

integrated if the elements are straight-sided. In this case, the Jacobian of the mapping

which defines the coordinates of the element is affine with constant determinant. However,

where the element is curved, this mapping is an isoparametric polynomial expansion,

which when incorporated into integrands, leads to an additional source of aliasing error.

In this work, we do not take this source of error into account. A more detailed description

of these aliasing errors, as well as means of suppressing them, can be found in (Mengaldo

et al., 2014). Whilst it is true we could likely suppress aliasing errors using SVV, which

we describe below, it would require stronger diffusion together with a lower cut-off mode,

leading to reduced accuracy of the overall solution. Additionally, since the SVV operator is
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anisotropic, whereas dealiasing is isotropic, the two do not completely overlap. Therefore

a reduced amount of regularisation can be achieved using dealiasing.

In regards to the second point, we first note that the energy spectrum of the flow

consists in a resolved range of wave numbers, the large eddies, and an un-resolved range,

the turbulent or dissipative scales, for higher wave numbers. Because of this cut-off

the higher wavenumber dissipative scales are not resolved for LES. The energy build-up

at high-wavenumber and the coupling through the nonlinear term down to lower wave

numbers may lead to unstable computations at worst and erroneous energy spectra at

best.

Spectral Vanishing Viscosity (SVV), first introduced by Tadmor (Tadmor, 1989) for

spectral Fourier methods, aims to damp the high-wavenumber oscillations without imped-

ing the physics of the flow at lower wavenumbers, thereby stabilising the simulation and

preserving the accuracy of the solution. In this approach one adds an additional reaction

term of the form

εSVV
∂

∂x

(
Q̂ ?

∂u

∂x

)
where εSVV is a constant, ? denotes the convolution operator and Q̂ is a kernel dictating

which modes receive damping. This approach was extended to the Navier-Stokes equations

by Kirby & Sherwin (Kirby & Sherwin, 2006), Karamanos and Karniadakis (Karamanos

& Karniadakis, 2000) and has been extensively used by Pasquetti et al. (Pasquetti, 2005),

Severac and Serre (Severac & Serre, 2007), Xu et al. (Xu, 2006) as well as Lamballais et

al. (Lamballais et al., 2011).

We also stress that the oscillations stabilized by the SVV method are sub-element

oscillations. The intrinsic nature of the spectral/hp element methods results in degrees

of freedom within each element. When the solution field is under-resolved, it is no longer

guaranteed to be smooth. This therefore leads to the development of spurious high-

frequency oscillations in the polynomial representation of the solution inside each element,

arising from Gibbs phenomena occurring between two connected elements. The aim

of SVV stabilisation is to prevent these sub-element oscillations, since they may lead

to oscillations occurring in neighbouring elements and ultimately to divergence of the

computed solution.

In the context of the simulations presented here, we introduce artificial damping as

an implicit sub-grid scale model through the Spectral Vanishing Viscosity (SVV). We

appreciate that there may be different views of the definition of implicit LES. We have

adopted the definition of Sagaut (Sagaut, 2001), who explicitly refers to SVV as an implicit

LES model and states that “using a numerical viscosity with no explicit modeling are all

based implicitly on the hypothesis [...] the action of subgrid scales on the resolved scales
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is equivalent to a strictly dissipative action.” The only influence of the sub-grid scales on

the resolved scales is therefore dissipative.

The key point in SVV filtering is that, due to the shape of the kernel Q̂(k),

Q̂(k) =

exp
(
− (N−k)2

(M−k)2

)
, k > M,

0, k ≤M,

artificial viscosity for any mode number k is only applied above a cut-off mode M . For

the higher modes, the total viscosity can thus be expressed as 1/Re+ εSV V .

The SVV operator was incorporated into the velocity correction scheme of the incom-

pressible Navier-Stokes equations inside Nektar++ by following the approach presented

by Kirby & Sherwin (Kirby & Sherwin, 2006), where the elemental Laplacian operator

is convolved with the kernel Q̂. The computational cost is therefore negligible since the

only cost involved is during setup. However, we note that the addition of SVV can lead

to higher iteration counts in the conjugate gradient method used to calculate the inter-

mediate pressure field and perform the velocity correction. This effect can be mitigated

through the use of appropriate preconditioning strategies (Sherwin & Casarin, 2001).

In our SVV-iLES method the parameters do not adapt automatically to the flow

(i.e. without the input of an experienced user), although methods have been proposed

to overcome this constraint by implementing an adaptive SVV diffusion (Karamanos &

Karniadakis, 2000, Kirby & Karniadakis, 2002). These methods however still require

the same number of parameters to be calibrated on a case-by-case basis and increase

the computational runtime cost, as the matrix systems which represent the diffusion

operator need to be rebuilt whenever either parameter is changed. We have therefore not

considered such approaches here. Also note that we do not use spatially-variable SVV

diffusion coefficient or wall functions to limit the amount of damping near solid walls.

As reference, the values of the SVV parameters used by different groups, including the

simulations performed here, are reported in Table 4.1. Since we do not have a detailed a

priori knowledge of the flow features and, consequently, of the sub-grid flow physics, we

have chosen our SVV parameters arbitrarily so that they ensure a non-diverging solution.

For other simpler cases in the literature, more effort has been made to more rigorously

quantify the use of specific SVV parameters (Lamballais et al., 2011). For the sake of

comparison however, we report the parameters used in previous studies and stress that

our choice aligns reasonably closely with that of previous studies. We recognise greater

exploration is necessary for more complex cases. Research along these lines is presently

being conducted by et al. Moura et al. (2015).
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M εSVV

Tadmor(Tadmor, 1989) 1
3
N 1/N2

Pasquetti(Pasquetti, 2005, 2006, Pasquetti et al., 2008) {
√
N, 1

3
N, 1

2
N, 3

5
N} {1/N, 1/4N, 4/N}

Xu(Xu, 2006) {N − 2, 2
3
N} 1/N

Karamanos(Karamanos & Karniadakis, 2000) 15
21
N 1/N

Kirby(Kirby & Karniadakis, 2002) 5
√
N 5/8

Present study 0.5N 0.1

Table 4.1 – Different values for the SVV parameters (diffusion εSVV and cut-off mode M) where
N = P − 1 for a discretization of polynomials of order P .

Figure 4.2 – Computational domain representing the test section in the wind tunnel used by
Chow et al. (Chow et al., 1997) for their experiment.

4.3.3 Geometry and mesh generation

The rectangular wing investigated numerically has a NACA 0012 profile, with a rounded

wing cap (consequently a longer semi-span where the wing is thickest) and a blunt trailing

edge. The semi-span, without the cap is, b = 0.91[m] and the chord is c = 1.22[m] which

correspond to an aspect ratio of A = 0.75. The boundary layer tripping mechanism (Chow

et al., 1997) used in the experiment is not reproduced in the mesh. We represent the test

section of the low speed wind tunnel located in the Fluid Mechanics Laboratory of NASA

Ames Research Center used by Chow et al. (Chow et al., 1997) for the experimental work,

by a 0.66c × c × 10c cuboid domain as shown in figure 4.2. We do not model the wind

tunnel sections upstream and downstream of the test section. A Cartesian coordinate

system (x, y, z) is used to locate point within the computational domain with its origin

the wingtip trailing edge, where x is aligned with the streamwise direction and y, z are
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the two transverse ordinates.

Regarding the interference between the primary vortex and the wind tunnel walls,

Chow et al. decided to use as large a model as possible while still avoiding severe viscous

interaction between the wall and the primary vortex through significant growth and/or

separation of the boundary layers on the wind tunnel walls. The authors of the experiment

warn against large inviscid effects (mirror effects) due to the close proximity of the wall

that most likely influence both the primary and secondary vortices. It should also be

noted that the significant blockage created by the large wing in the relatively small wind

tunnel section accelerates the flow around the wing. Hence the absolute angle of attack,

perceived by the wing, is around 2◦ higher than the angle of attack prescribed by the

geometry.

Meshing methodology When considering complex geometries, even generating a lin-

ear, straight-sided mesh poses a significant challenge. We have therefore turned to com-

mercial mesh generators, which provide a robust approach to generating linear straight-

sided meshes, but generally lack support for high-order elements. We note that for high-

order simulations, elements which lie on the boundary must be curved so that they align

with the underlying geometry. Using straight-sided high-order elements can significantly

alter the physics that form near boundaries and thus downstream of the boundary.

The commercial software we use first imports the CAD geometry, in this case the

wing, and makes a fine tessellation of the surface. This tessellated surface is then used

to produce the surface mesh. As we have the meshed surface and the original IGES

(or CAD) geometry, but not the intermediary tessellation, we are presently unable to

add the necessary curvature to the linear mesh by interrogating the CAD geometry di-

rectly. To smooth the mesh we adopt an alternative, patch-based technique known as

spherigons (Volino & Thalmann, 1998) which rely on surface normals that are obtained

from a fine triangulation generated by the commercial software.

The robust high-order three step mesh generation procedure used is summarized in

Fig. 4.3 and the interested reader should refer to Moxey et al. (Moxey et al., 2015a)

for further details. Our meshing procedure generates a coarse single-element boundary

layer of prisms which are curved using spherigons at the wing surface, with straight-

sided tetrahedra filling the rest of the volume. Each prism is split using an isoparametric

method in the wall-normal direction, which allows us to achieve the desired wall normal

resolution whilst preventing the self-intersection of the boundary layer elements. The

tetrahedra grow from the prism layer in a controlled manner in regions of interest, such as

the vortex path, where we impose a regular element size to avoid introducing additional

mesh induced error.
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Complex CAD Geometry

Spherigons

Prism layer splitting

Commercial Software

Coarse Surface + Coarse 

Boundary layer mesh

Fine Surface + Coarse 

Boundary layer mesh

Fine Surface + Refined 

Boundary layer mesh

Fine Surface Mesh

Figure 4.3 – Robust three-step meshing procedure.
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Method DOF (·106)
RANS (modified Baldwin-Barth)(Dacles-Mariani et al., 1997) 2.5
RANS (Lag RST)(Churchfield & Blaisdell, 2013) 13.8
LES (Uzun et al., 2006) 26.2
iLES (Jiang et al., 2008) 26
Present study 16.7

Table 4.2 – Comparison of mesh used by different methods, converted to degrees of freedom
(DOF)

Comparative degrees of freedom The implicit diffusion from the SVV operator

preserves the convergence properties of the underlying scheme. It does not degrade the

exponential rate of convergence of the accuracy of a solution achievable for a sufficiently

smooth field (Xu, 2006). We have focused on using our anisotropic prism refinement

technique to capture the wall-normal near-wall resolution. In this region we have measured

that across the wing surface, the placement of the closest grid point satisfies y+ < 1. With

this level of resolution, we can accurately capture the sub-viscous layer of the flow field and

resolve the high shear of the boundary layer profile. However the resolution of subsequent

elements is not enough to, for example, capture the extremely fine scale of the turbulent

boundary layer characteristics. Additionally, for computational reasons, we clearly cannot

resolve with a similar level of accuracy in the wall-tangential direction. We do appreciate

that this may very well play an important role in capturing the flow in the region of the

vortex roll-up. We discuss this further in the presentation of our results.

The present mesh is composed of 243000 elements of which 24500 are prisms around

the wing surface and 218500 are tetrahedra growing from the three prism layers to the

wind tunnel walls. The prism layer represents roughly 20% of the total number of degrees

of freedom. Running this computation with 5th order polynomials (i.e. 6th order accuracy

in space) amounts to roughly 16.7 million degrees of freedom; around 40% fewer degrees

of freedom than used by Uzun et al. (Uzun et al., 2006) for their LES. Table 4.2 compares

degrees of freedom for our SVV-iLES method with other studies of this case.

4.3.4 Initial and boundary conditions

The simulation is impulsively started from u/U∞ = 1 throughout the domain, except

at the no-slip boundaries where u/U∞ = 0, at a low Rec ≈ 10. We then gradually

increase the Reynolds number by a factor of 10, each time waiting for two convective time

units defined as tc = c/U∞, until the simulation reaches the desired Reynolds number. To

improve computational efficiency the polynomial order P of the discretization is increased

with Reynolds number, with P = 2 for Rec = 10 and P = 6 for Rec = 1.2 · 106. At the
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Figure 4.4 – Overview of the coarse surface mesh and two planes, spanwise cut at the root
of the wing and streamwise cut around mid chord. For sake of clarity quadrature/collocation
points within each surface element are not shown here.

outflow, we impose the boundary condition developed by Dong et al. (Dong et al., 2014)

that balances the kinetic energy influx through the outflow boundary condition to prevent

instability. The computational setup differs from the experimental setup in three ways.

We discuss these and their possible influence on the results in the following paragraph.

Firstly, the boundary layers developing on the wind tunnel walls are neglected, by

using a free slip condition. The primary vortex is located sufficiently far away so that the

viscous interaction between the primary vortex and the wind tunnel walls is much weaker

than the interaction between the primary vortex and the wing surface via the secondary

structures.

As a first approximation, the wall acts, inviscidly, as a symmetry condition. Since

the computed location of the vortex is similar to the experimental data, the inviscid

interaction between the vortex and the wind-tunnel walls is assumed to be of similar

intensity. Secondly, as with other LES studies, we do not model turbulence at inflow. As

we shall see in the results section, despite the lack of a turbulent inflow we still see good

comparisons against experimental data. Finally the boundary layer on the wing is not

tripped. The tripping of the boundary layer near the leading edge has been reported to

increase the diameter of the vortex (measured by the peak to peak distance of the vertical

velocity) by 30% (McAlister & Takahashi, 1991). McAlister also report that adding a

boundary layer trip changes the streamwise component of the velocity from a small excess

to a large deficit at the position x/c = 4; however we do not observe the vortex that far

downstream. The tripping of the boundary layer might affect the interaction between the

primary and secondary vortices and has been reported to decrease the inboard movement
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of the primary vortex along the span (McAlister & Takahashi, 1991).

4.3.5 Temporal evolution

The Navier-Stokes equations are integrated in time using a second-order accurate stiffly-

stable implicit-explicit scheme (Karniadakis et al., 1991). The advection term is explicitly

integrated, whereas the viscous term is implicitly integrated. This therefore relaxes the

sometimes stringent, diffusion stability condition ∆t ∝ ∆x2/ν. The CFL restriction

∆t ∝ ∆x/u, where u is the advection velocity within each cell, remains however. Because

the mesh we consider is coarse, we assume numerical error is dominated by error from

the spatial discretization. The time step used for the computation normalized by the

convective length scale of the chord tc is ∆t/tc = 1.6 × 10−6 which translates into a

maximum normalized sampling frequency of 3 · 105. For spectral/hp element methods

using a second order implicit-explicit time integration scheme, the analog to the CFL

definition imposes a restriction on the maximum timestep of the form(Karniadakis &

Sherwin, 2005) ∆t < ∆x/(maxΩe∈Ω{|V e|P 2}) where we assume max |V e| ∼ U∞. For the

present mesh, where the smallest mesh element is 10−4c and using 5th order polynomials,

the timestep restriction is of the order of 10−5tc. In practice, since the velocity in some

regions can be significantly larger than U∞, we use a timestep one order of magnitude

smaller.

4.4 Results and Discussion

In this section, the performance of the SVV-iLES method is evaluated by simulating the

development of the wingtip vortex in the near field and comparing the results against the

experimental study by Chow et al. (Chow et al., 1997) as well as the previous LES by

Uzun et al. (Uzun et al., 2006).

We define the near field to be the region above and below the wing and up to one

chord length downstream of the trailing edge. In this context the mid-field is the region

from c to 10c and the far-field is at a distance of more than 10c from the trailing edge.

To put the challenge of accurately computing the vortex into perspective, we outline the

typical tracking distances of interest for different applications. The automotive industry is

interested in tracking the vortex for roughly 20c. For wind turbines and helicopters blades,

with an aspect ratio of roughly 10, the study of the interaction between the rotor blades

and the preceding blades that leads to noise and structural vibration, requires tracking

the wingtip vortex over more than 60c for one revolution. In this study an effort is made

to characterize the performance of the modeling method both in the three-dimensional
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Figure 4.5 – Contours of iso-helicity showing the interaction between the primary (in light
grey) and a secondary vortex of opposite rotational sense (in blue, or dark grey). The light
grey/blue plane denotes the location of the streamwise cut x/c = 0.125 at which results are
compared with experiment in Figs. 4.10-4.11.

turbulent boundary layer and in the rollup wake. It is supposed that accurate modeling

of the vortex in the near field downstream of the trailing edge pre-supposes an accurate

modeling of the three-dimensional boundary layer roll-up on the wing surface.

The vortex can loosely be defined as the region in which the fluid has high helicity, low

relative pressure and an axial velocity surplus. Different methods have been developed for

defining the center of a vortex, but these can prove challenging to apply in the near wake

where the vortex is forming as a consequence of the shear layer roll-up. These methods

include helicity peak correction, vorticity peak, Q-criterion, zero in-plane velocity and

axial velocity peak. It has been shown that the helicity peak correction method is best

suited for estimating the vortex core radius, axial velocity peak and swirl velocity peak.

Giuni & Benard (Giuni & Benard, 2011) assert that the centering method chosen should

depend on the key aspect of interest but the robustness of these methods is not sufficient

for identifying the vortex as it develops from the shear layer roll-up and interacts with

secondary structures. For this reason the method of the manual location of the vortex

core by identifying local pressure minima has been favored. This method has also been

used by Chow et al. so this source of error should be taken into account when appreciating

the discrepancy between reported core locations (Fig. 4.8) in this region.

The flow over the wingtip develops into a highly skewed three-dimensional boundary
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layer that rolls up and detaches into a rapidly rotating vortex, at a distance of around 0.5c.

This forms an increasingly low pressure region in the vortex core that gradually accelerates

the fluid entering the core into a jet characterized by a notable normalized axial velocity

surplus. This strong vortex is thought to be laminar and persistent, extending many chord

lengths downstream of the trailing edge. The challenge from a modeling perspective comes

from the three-dimensional boundary layer, the detachment and the strong curvature

induced both by the geometry and by the many interacting vortical structures. Two key

regions of the flow are used to assess the performance of the SVV-iLES method against

the experimental data of Chow et al. (Chow et al., 1997): the wing surface and the

vortex core. These two regions are of particular interest because they radically differ in

nature. Most classical turbulence models can capture turbulent boundary layers well, but

few of these can accurately model the vortex core where curvature of the streamlines is

high (Bradshaw, 1973).

In the second region of interest, the vortex core, the key feature to reproduce is the low

pressure region driving the jetting phenomena or the normalized axial velocity surplus.

Inside this region, the high value of umax/U∞ at the trailing edge, and the low decay within

the first chord length downstream of the trailing edge at x/c = 0.867 is a challenging

feature to capture. We will therefore compare our results, as well as those from previous

computations, against the reported experimental values of umax = 1.77U∞ and 1.59U∞

respectively from Chow et. al. (Chow et al., 1997). Uzun et al. (Uzun et al., 2006)

underpredict the peak normalized and time averaged axial velocity by more than 20%,

albeit at a lower chord Reynolds number Rec = 5·105. The k−ω based RANS computation

by Churchfield et al. (Churchfield & Blaisdell, 2011) report a 150% error, with respect to

the experimental data by Chow et. al. (Chow et al., 1997), in the Cp distribution within

the vortex at x/c = 0.867. Even the k−ω SST-RC RANS (Churchfield & Blaisdell, 2011),

that predicts the Cp0 at x/c = 0.867 with less than 10% error, has nearly 20% error for

the estimation of the axial velocity surplus and 30% error for the static pressure in the

core at x/c = 0.867.

The results from SVV-iLES and evaluation with respect to experiment for the two

regions of interest is presented in the next section. All results presented here have been

time-averaged over three chord convective length or 1tc. We assume the flow is fully

developed when the Cp distribution on the wing-surface at the span-wise location z/c =

0.899 converges to a smooth curve.
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Figure 4.6 – Comparison with experiment (Chow et al., 1997) of time-averaged Cp distribution
over 3tc time units as a function of streamwise position, with the leading edge in x = 0, at
spanwise location z/b = 0.833 (a) and z/b = 0.899 in (b) where we also show the results from
the uniform grid-refinement study (convergence in P). The number of mesh degrees of freedom
for 4th, 6th and 7th order accurate in space are 5.7M, 16.7M and 25.3M respectively. The 50%
increase in number of degrees of freedom when using 7th instead of 6th does not significantly
affect the pressure distribution on the wing at the spanwise location z/c = 0.899.

4.4.1 Wing Surface

Cp distribution

Chow et al. (Chow et al., 1997) reported the pressure distribution at two spanwise lo-

cations. The first cut, at z/b = 0.833, is situated inboard of the vortex core where its

influence is mild, whereas the second is located at the vortex core in z/b = 0.899. At this

position, the presence of the vortex leads to a distinctive pronounced suction region. The

extent of this region upstream depends on the shape of the roll-up layer. The presence of

the vortex reduces the pressure in this region which translates into an increase in lift.

Despite a relatively good agreement with experiment for the Cp distribution at the

spanwise location z/c = 0.833 (Fig. 4.6a), at the spanwise location of the developing

primary vortex (Fig. 4.6b), the SVV-iLES computed results under-predict the vortex

suction from x/c = 0.5 to x/c = 0.9 and significantly over-predict the suction for the

last 0.1c. Coarse tangential resolution, in the first 0.5c, may have led to a strong SVV

dissipation that which in turn significantly damped the early growth of the vortex over the

wing surface. The sudden change in trend at x/c = 0.9 might be due interaction between

the primary and a secondary the secondary vortex. With this exception however, the

main features of the flow are well captured.

It should be noted that the instantaneous field is noisy because of the unsteady nature

of the boundary layer at this high Reynolds number and is obviously reduced as we average
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over longer time intervals, which explains the residual noise in the Cp distribution (Fig.

4.6a-b). The use of the spherigon mesh smoothing technique in the representation of the

geometry may also lead to some higher frequency oscillations and thus less smoothness

in the distribution. Adding further diffusion from the SVV may help in removing some

oscillations. However, additional diffusion might lead to an artificial reduction of the

Reynolds number.

Resolution study

Although this test case is computationally expensive to simulate, we have performed a

limited p-refinement study of the flow physics, using the Cp distribution as a benchmark

for observing convergence and providing a form of self-validation. In these tests, the

polynomial order was varied, comparing the P = 5 results that we present here to results

at P = 3 and P = 6. The resulting Cp distributions, presented in figure 4.6b, show very

little difference between the P = 5 and P = 6 cases, despite a 50% increase in the total

number of degrees of freedom. However, there is a significant difference between that of

P = 3 and P = 5. Whilst there is still variation between the experimental results and

both P = 5 and P = 6, we can at least conclude that in terms of polynomial order the

simulation is well-resolved.

We note that this type of refinement is good in that it is hierarchical and so all

the degrees of freedom at lower polynomial orders are contained within the higher order

simulations. It does not, however, guarantee that there cannot be regions which are still

not captured and so the basic features of the flow will remain reasonably similar. Further

work is therefore required to generate a larger sequence of meshes to study the effect of

refinement in terms of element size. However, given the significant undertaking of this

type of study and the convergence we have obtained in p, we do not consider this here

and use the P = 5 results in the coming section.

4.4.2 Propagation of the vortex core in the near-wake

In the vortex core we track the normalized time-averaged axial velocity, the static pressure

and at the location of the vortex both in the spanwise direction (z) and normal to the

suction side direction (positive y), as shown in figures 4.7 and 4.8. Therefore both time-

averaged pressure coefficient and axial velocity have not been corrected for the error

stemming from possible meandering. In this section we also presents an overview of the

development of the vortex in the near wake. A comparison shown for both streamlines and

time-averaged normalized axial velocity at two crossflow locations: over the wing towards

the trailing edge at x/c = −0.114 and in the near wake at the x/c = 0.125. These results
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Figure 4.7 – Comparison with experiment (Chow et al., 1997) and previous LES by Uzun et
al. (Uzun et al., 2006) of the progression of (a) axial velocity and (b) Cp distribution in the
vortex core. The origin, x/c = 0, is taken to be the position of the wingtip trailing edge.

are shown in figures 4.9 and 4.10.

Normalized axial velocity in the vortex core.

The progression of the axial velocity of the vortex can also be affected by the pres-

ence/absence of a boundary layer trip as reported by McAlister (McAlister & Takahashi,

1991): for Rec = 1.5 · 106 a NACA 0015 profile at angle of attack α = 12◦ the streamwise

component of the velocity in the vortex core has a small jetting behavior (¡ 5% velocity

excess) without the trip and a significant 20% deficit (u/U∞ ≈ 0.8) when a boundary

layer trip is added to the leading edge. In Fig. ?? we report the streamwise progression

of the normalized axial velocity. Our modeling adequately resolves the strong jetting be-

havior measured experimentally. We do however over-predict the peak axial velocity in

the vortex core by 6% with respect to the experimental value.

Static pressure within the vortex core.

In Fig. ?? we report the streamwise progression of the vortex core static pressure. Despite

a relative error of less than 10% over the wing surface the error grows linearly downstream

of the trailing edge reaching 30%. Accurately capturing the low pressure region within

the vortex core and sustaining this low pressure even just one chord distance downstream

of the trailing edge is particularly challenging. The linear increase in pressure is most

likely the result of either too coarse a mesh within the vortex core and/or too strong a

contribution from the SVV. When the grid is too coarse to adequately capture a gradient

the SVV filter damps out part of its kinetic energy. Neglecting compressibility effects,

this resulting decrease in jetting velocity increases the pressure (or decreases the suction
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of the vortex).

Vertical position of the vortex core.

The vertical location of the primary vortex core is computed to be 20% lower than both

the experiment and previous LES (Fig. 4.8a). The change in attitude as the vortex leaves

the proximity of the wing surface follows a similar trend, with the core remaining at the

same distance above the wing surface from streamwise location x/c = −0.4 from the

trailing edge, to the trailing edge x/c = 0 and then showing a pronounced upward trend

from the leading edge to the experimentally reported x/c = 0.4 location downstream of

the leading edge. Fig. 4.9a shows the computed cross-section of the vertical vortex profile

above the wing surface, with the same position measured experimentally (fig. 4.9b) and

in the previous LES result of Uzun et al. (fig 4.9c). Despite a discrepancy regarding the

vertical position of vortex core, we seem to be qualitatively agreeing with the experimental

results. In particular, the shape of our computed vortex is closer to the isotropic round

shape of the experimentally obtained vortex, particularly when compared to the previous

LES result. The topology of the flow in the region 0.03 < y/c < 0.06, with the presence

of a secondary vortex, is also qualitatively closer to the experimental results than the

previous LES. We should note however that the location of the SVV-iLES computed

structures is different with respect to those measured experimentally. Whilst it is difficult

to explain this discrepancy without a further series of detailed simulations, one possible

explanation is in the tangential grid spacing. We note that for computational reasons,

this is clearly not as fine as the wall-normal direction, and this may therefore play a key

role in influencing the detachment location and therefore vertical position of the vortex

core. It is also interesting to remark how accurate the LES results from Uzun et al. are

at predicting the vertical position of the vortex core above the wing despite significantly

different flow topologies (Fig. 4.9a and Fig. 4.9c).

Spanwise position of the vortex core.

The spanwise position of the computed vortex core is compared against both the exper-

imental data of Chow et al.(Chow et al., 1997) and previous LES results by Uzun et

al. (Uzun et al., 2006). Three key features of flow can be assessed by this figure: the

location of the origin of the primary vortex, the location at the trailing edge and the

evolution of the vortex as it leaves the vicinity of the surface of the wing. There is good

agreement between experimental data and both LES regarding the position of the vortex

at the trailing edge. There is, however, a significant discrepancy regarding the origin of

the vortex. Indeed both Chow et al. (Chow et al., 1997) (circles in Fig. 4.8b) and Uzun
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Figure 4.8 – Comparison with experiment (Chow et al., 1997) and previous LES by Uzun et
al. (Uzun et al., 2006) of the vertical position of (a) the vortex above the wing and (b) spanwise
location. The origin, zcore/c = 0 and ycore/c = 0 is taken to be the position of the wingtip
trailing edge. The position of the wing is identified with the rectangle in b).
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Figure 4.9 – SVV-iLES computed streamlines and normalized time-averaged axial velocity
at the crossflow plane x/c = −0.115 downstream of the trailing edge in b) compared against
experimental results from Chow et al.(Chow et al., 1997), in (a) and previous LES results by by
Uzun et al.(Uzun et al., 2006), in (c).

et al. (Uzun et al., 2006) (dot-dashed line in Fig. 4.8b) report the origin of the primary

vortex in the region of the wing cap whereas the present results show the origin to be

on the suction side of the wing around mid-chord. McAlister & Takahashi (McAlister

& Takahashi, 1991) as well as Thompson (Thompson, 1983) reported the origin of the

vortex on the suction side of a NACA 0015 profile for a similar case. McAlister & Taka-

hashi (McAlister & Takahashi, 1991) also report tripping the boundary layer decreases

the inboard movement of the primary vortex along the span without altering its distance

above the wing. This may offer possible insight into the difference in spanwise trajectory

between Uzun’s LES computed vortex which has a more pronounced inboard movement

than Chow’s experiment.

The most interesting feature of the flow that can be analysed with Fig. 4.8b is the

evolution of the vortex as it leaves the vicinity of the surface of the wing. The experimental
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(a) (b) (c)

Figure 4.10 – SVV-iLES computed streamlines and normalized time-averaged axial velocity
at the crossflow plane x/c = 0.125 downstream of the trailing edge in b) compared against
experimental results from Chow et al. (Chow et al., 1997), in (a) and previous LES results
by by Uzun et al. (Uzun et al., 2006), in (c). Fig. 4.5 acts as a companion figure to locate
the x/c = +0.125 with respect to the primary and secondary vortices with a three dimensional
perspective of the flow in this region. Fig. 4.11 complements Fig. 4.10b in aiding the identification
of the secondary vortex with respect to streamlines and also the streamwise component of the
vorticity.

results of Chow et al. show two distinct kinks at x/c = 0.125 and then x/c = 0.452. This

is particularly evident when comparing against the previous LES of Uzun et al., where

the progression of the vortex core moves steadily inboard. We believe these kinks are

the result of the interaction between the primary vortex and a secondary vortex orbiting

around it. Evidence of this secondary vortex can be seen in both the comparisons of the

streamwise-normal streamlines shown in Fig. 4.10a with the notable presence of a flat spot

in the region 0.72 < z/c < 0.75 and 0.01 < y/c < 0.07. Our numerical results also show

a similar flat spot, albeit in slightly different position, in region 0.72 < z/c < 0.75 and

0.06 < y/c < 0.1. By plotting the streamwise component of the vorticity vector in this

region we can correlate these flat spots to a weaker, counter rotating, secondary vortex

(Fig. 4.11a). In Fig. 4.11b we enlarge this region of interest to evidence the weaker,

counter rotating vortex in light grey. In these two figures the primary vortex appears

in dark grey. This secondary, weaker, counter rotating vortex can also be seen when

visualising the iso-helicity surfaces. In Fig. 4.5 the primary vortex appears in grey and

the secondary vortex in dark grey (or blue if visualised in color). The light grey (light

blue) surface represents the spanwise location x/c = +0.125 at which the comparison

is made between experiment, previous LES and present results for Fig. 4.10-4.11. It is

also interesting to note that the computed secondary vortex seems to be out of phase,

in the streamwise direction, with respect to the experimentally computed vortex. Indeed

it appears in the II quadrant whereas in the experimental results it appears in the III

quadrant (when viewed as in Fig. 4.10-4.11).
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(a) (b)

Figure 4.11 – Streamwise component of the vorticity vector Ωx at location x/c = +0.125. Both
primary vortex, in dark grey, and secondary vortex in light grey in the II quadrant are visible
with an overview of the flow in a) and the detail of the location of the secondary vortex in b).
These figure acts as a companion to Fig. 4.10b.

4.5 Conclusion

The SVV-iLES workflow, developed for computing unsteady vortex-dominated flows, has

been assessed by comparing numerical results with experimental data by Chow et al.(Chow

et al., 1997) for a NACA 0012 wingtip vortex test case, at a higher Reynolds number than

any LES study performed to date. Overall, the results show the potential of this method

to resolve the large scale features of the flow, without the use of explicit turbulence and

sub-grid scale models. The use of an implicit LES presents a notable advantage over

these methods, given that only two parameters are needed to control regularization and

stability of the numerics.

Our results show better correlation with experimental results than previous numerical

results, both in terms of the static pressure distribution, prediction of the jetting velocity,

vortex spanwise location and the ability to resolve the secondary vortex interaction with

the main wingtip vortex. In particular, we note that the results presented here show a good

agreement in the roll-up region where both the static pressure and velocity magnitude

agree within 10% of experiment. We also observe that although the mesh used in this

study is coarser than ones reported in other studies, as highlighted in Tab. 4.2, and

the Reynolds number is larger than previous investigations, the results of this study

demonstrate that the SVV-iLES method can still accurately capture the essential features

of the flow. However we do note that unsteady simulation obviously requires significantly

more compute resource as compared to steady RANS simulations. We additionally obtain

a qualitatively good agreement of the modeling of the vortex roll-up, and predict the
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secondary vortex and its interaction with the primary vortex over the wingtip. We

believe this can be attributed both to the lower diffusion and dispersion properties of

the spectral/hp element method and to the use of an isoparametric refinement technique

which provides adequate wall-normal resolution in the sub-viscous layer of the boundary

region.

There are however some clear differences between the results presented here and exper-

imental data. It is clear that the suction peak on the wing appears further downstream

(x/c = 0.95 instead of the experimental value of x/c = 0.85). There is also a visible

difference in the location of the secondary vortex at location x/c = 0.867 downstream

of the trailing edge. These points seem to indicate that despite successfully modeling

the secondary vortex, the interaction between the primary and secondary vortex is not

yet accurate enough to reproduce experimental results. The p-refinement study presented

here shows that, whilst our results are well-resolved in terms of the polynomial space, a

small increase in polynomial order does not generally lead to a better correlation with the

experimental data. This is likely due an under-resolution of the wall-tangential directions

across of the surface of the wing and in particular in the first 0.5c, where the primary

vortex originates. Therefore, whilst a large increase in polynomial order would hope-

fully yield a better correlation with the experimental results, a more efficient approach

to achieve convergence is likely to be a combination of both mesh and p-refinement. It

is therefore clear that, together with improving the smoothness of the surface mesh and

a further increase in Reynolds number to match the experiment, future studies should

include additional local refinement in terms of element size in order to hopefully attain a

closer agreement with the experimental results.

In summary, the SVV-iLES method has been shown to be a compelling alternative

for computing complex unsteady vortex dominated flows, such as the wingtip vortex, mo-

tivating its use for complex industrially relevant cases where high-fidelity computational

fluid dynamics can become an enabling technology.

4.6 Outlook

This test case is interesting because it is computationally intensive enough to require

HPC resources (as of 2017) but simple enough that the resources required are within

reach of most labs. From a point of view of the flow physics the wing-tip vortex is

not yet fully understood, in particular the relative importance of the secondary vortex

reported Lombard et al. (2016). Furthermore it is an interesting test bed for improving

the understanding of next generation CFD codes and in particular high-order codes such

as Nektar++. As such we believe the following studies would greatly benefit both the
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academic and industry sectors wishing to deploy these methods into their development

cycles :

1. rigorous study of the relative importance of spatial error against time-integration

error. Within the framework of F1 design, as of time of writing, most computations

are highly under-resolved in space. As such we make the assumption that the

time-integration scheme either the second-order implicit/explicit IMEX2 scheme of

the semi-Lagrangian implicit time-integration scheme do not dominate the error.

However this assumption should be checked and in the case of the wingtip vortex

where spatial resolutions closer to DNS will soon be achievable it should be stressed

that time-integration errors might start to dominate. This likely scenario should

motivate the development and testing of higher-order time-integration schemes to

ensure the benefit of high-order spatial discretisation is not wasted,

2. obviously more advanced artificial viscosity methods, or physically motivated subgrid-

scale models can best tested on this case. Already in the framework of low-order

RANS based computations the solutions is highly sensitive to the turbulence closure

model and,

3. finally a study regarding the effective Reynolds number is worthy of being under-

taken. In the limit of no artificial viscosity and high- or DNS resolution the CG

method offers no additional viscosity than that prescribed by the kinematic viscos-

ity. However in flows where the hp-mesh does not resolve the diffusive length-scales

it is not yet clear how much the artificial viscosity introduced by SVV affects the

Reynolds number. A secondary effect of SVV is introducing strong fluctuations in

regions of the flow where it affects the highly under-resolved modes. These fluc-

tuations might act towards provoking bifurcations in the flow at lower Reynolds

number, similarly to what was reported by Henningson et al. (1993) when investi-

gating bypass transition, than might be expected with a finer mesh without artificial

viscosity. Despite having being used as a stabilisation tool for many years since its

introduction by Tadmor (1989), its use as an artifiicial viscosity for mimicking sub-

grid scale dissipation in highly unsteady flows over complex geometries is only being

tested with the work presented in this thesis.



Chapter 5

The dynamics of the rolling wheel

near wake.

Despite forty years of ongoing research, the wheel wake is still not fully understood. In

its simplest form, the wheel can be modeled by a finite aspect ratio cylinder rolling on a

moving ground plane. This idealised description already brings about three of the main

challenges of the rolling wheel analysis: the modeling of the rotation of the wheel, the

modeling of the moving ground plane and the modeling of the intersection between the

two. Similarly to a large number of bluff bodies, and contrary to streamlined bodies, most

of the drag of a wheel results from the large separated wake leading to a low base pressure

and large pressure fluctuations (Bearman, 1980). Therefore, advancing the understanding

of the underlying mechanisms of this near wake is paramount for reducing the bluff-body

drag to a minimum. In conjunction with these efforts, a growing body of research is

devoted to the control of the bluff-body wake an example of which is given for the canonical

case of the D-shaped bluff body (Dalla Longa et al., 2017) or the Ahmed body (Evstafyeva

et al., 2017, Rouméas et al., 2009). This chapter aims to describe the investigations

carried out on fundamental aspects of highly unsteady wake of the rolling wheel by means

of Direct Numerical Simulation (DNS). As part of this investigation, the q-criterion is

used to identify the vortical structure associated to the dynamic modes computed by

Dynamic Mode Decomposition first introduced by Schmid & Henningson (2001). This

generalisation of the method to fully three-dimensional flows allows for visualisation of

the modes associated to the shedding at the top of the wheel, the meandering of a set

of vortices in the very-near wake responsible for the symmetry breaking in the spanwise

direction. A low frequency mode is associated with the slow meandering of the jetting

vortices. Finally, for the first time, the shear is extrapolated onto the rotating wheel

surface from the DMD modes to establish a map of regions on the rolling wheel body

where each mode is most active. Quantification of the shear produced by motion at a

95
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given frequency further emphasises the different flow mechanisms responsible for the rich

frequency content of the power spectral density of the force coefficients.

In the following few paragraphs we will highlight the challenges accompanying the

study of the rolling wheel in contact with a moving ground plane and the insights brought

about by experimental and numerical investigation over the past fifty years.

5.1 State of the art

The rolling wheel of diameter D and width W is essentially a low aspect ratio bluff body

producing a large and highly unsteady wake. Despite strong interest from the automotive

industry and open-wheel racers, such as Formula One, since (Fackrell, 1974) effort few

studies have been published in the open literature. The automotive industry strives to

reach ever more challenging emission standards set by ambitious policy makers triggering

growing demand for a better understanding of the underpinning fluid dynamics of the

wheel. For a road car operating at highway/motorway cruise conditions the wheels and

underbody are responsible of 10-40% of the total aerodynamic drag. For open wheel

races such as Formula One the rotating wheels are responsible for roughly 40% of the

drag. We start by considering the open literature and where additional studies can help

enlighten the fluid dynamics of this problem. The flow about a rolling wheel exhibits

three types of separation: 1) separation resulting from the adverse pressure gradient on

the circumference of the cylinder, 2) primary separation from the rotating sharp edges

and secondary separation along the flat sides and, 3) primary and secondary separation

on the moving ground plane.

In conjunction with early experimental research, efforts were made to develop analyt-

ical models of the flow about wheels (Fackrell, 1974, Bearman & Fackrell, 1975). It was

soon realised that despite offering insight for two dimensional flows, such models did not

hold for three-dimensional wheel (Bearman & Fackrell, 1975).

In the context of growing electrification of the drivetrain of road vehicles reducing the

drag becomes a decisive factor through its direct impact on the range of the vehicle. An

example of this of this effort is demonstrated in D’Hooge et al. (2012) for the development

of the Tesla Model S. Most studies focus on the aerodynamic of the front-wheels since,

for automotive applications, they contribute strongly to drag of the vehicle because they

are exposed to strongly yawed flow (Kothalawala & Gatto, 2016). The rear wheels also

contribute strongly to the flow as they modify the flow in the underbody, diffuser and near

wake region. Better understanding of their contribution to the near wake could possibly be

used to reduce the base-pressure deficit in future work. These efforts were combined with

optimisation of the rim design. Kandasamy et al. (2012) show that numerical simulation
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of the rims based on sliding mesh, and not immersed boundary conditions, show the best

correlation for different rim designs with experiment.

Three-dimensional effects The first study considering a cylinder of finite aspect ratio

W/D was Wieselberger in 1922 and reported by Muttray in Zdravkovich (2003) showing

that before the critical regime, ReD < 3 · 105 the drag of the truncated cylinder with

rounded edges and an aspect ratio of W/D = 5 is consistently lower than the infinite

span cylinder. This is attributed to the venting of the low pressure recirculation region

in the near-wake. Venting is the addition of high momentum flow around the edges of

the cylinder which would not be present in the case of an infinite cylinder where flow

reaches the wake only by flowing above or below the cylinder. The flow departs from

two-dimensionality already for aspect ratios as large as W/D = 20 as shown by Bearman

(1980) and more strongly so as the ReD is increased. Even for infinite cylinder experiments

the aspect ratio is limited by the size of the wind-tunnel and apparatus. At ReD < 200

the flow remains bidimensional and the size of the domain does not seem to have much

impact on drag measurement, however large variations in drag have been reported for

ReD > 8 · 103 (Szepessy & Bearman, 1992).

For very small aspect ratio cylinders, or coin-shaped cylinder, the ”wheel” becomes a

streamlined body and so the drag is dominated by viscosity (Zdravkovich et al., 1998). In

this study it was also reported that rounded edges of the cylinder tips decreased the drag

by 33%, relative to the blunt cylinder of same aspect ratio. It was suggested that the

detachment over the blunt edge caused the increase in drag. This result was not consistent

however with the study by Fackrell (1974) that reported lower drag for the blunt edged

wheels. Further study into the effect of the aspect ratio was carried out by Zdravkovich

et al. (1989) reporting spanwise symmetry breaking flow patterns for short cylinder with

aspect ratios W/D < 3, consistent with most wheels.

The effect of the finite aspect ratio on the wake of the rolling truncated cylinder, in the

present case W/D = 0.4 is significant. The finite width of the wheel allows for bypassing of

the flow around the sides diminishing the length of the recirculation region. The separation

point at the top of the wheel moves backwards as the aspect ratio decreases from infinity.

Stapleford et al. (1969) studied the influence of the aspect ratio of a cylinder in contact

with the ground and noted the increase in bypass flow around the shoulder edges as the

aspect ratio of the cylinder is decreased considerably increasing the three-dimensionality

of the flow.

Effect of rotation Cogotti (1983), Fackrell (1974), Mercker & Berneburg (1991), Sta-

pleford et al. (1969) studied the influence of the rotation on the wheel reporting that
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contact with the ground of the rolling wheel decreases both lift and drag. Using a laser

sheet illuminating a the flow seeded with smoke, Fackrell (1974) examined the influence of

the rotation on the location of the detachment point at the top of the wheel diminishing

the region of suction at the top of the wheel in turn diminishing the lift in this region.

In the region of the contact with the road however a strong pressure peak is associated

with the entrainment of the fluid down towards the road forcing the flow out towards the

sides of the contact region. Conversely the low pressure region downstream of the region

of contact is further reduced by the rotation. The shedding at the top of the wheel and

the strengthened jetting vortices at the bottom of the wheel lead to a taller and narrower

wake for the rotating wheel compared to the non-rotating case as seen in the total pres-

sure survey in a plane x/D=2.5 (Bearman et al., 1988). Mercker & Berneburg (1991) in

particular attribute this decrease in drag to the added momentum of the flow in the re-

gion of the jetting vortices and locally decreasing the pressure weakening the low pressure

region immediately downstream of the body. The strengthening of the jetting vortices,

also reported by Fackrell (1974) and more recently by Chauveau (2002) is referred to as

viscous pumping and is responsible for the strong sensitivity of the rolling wheel wake to

the modelling of the flow in and around the region of contact.

Streamwise vortex models of the rolling wheel wake have been proposed since

Fackrell (1974) to explain the results of the total pressure survey in crossflow planes

typically in the range 0.5 < x/D < 2.5 downstream of both the stationary and rotating

wheels. A large pair of counter rotating vortices associated to the jetting and a secondary

weaker pair of vortices above them was reported. It was already acknowledged by both

Fackrell (1974), Bearman et al. (1988) that this simplistic model did not account for

the highly unsteady nature of the near wake. Cogotti (1983) built on these results and

suggested the presence of a third pair of counter rotating vortices generated by the hub

cavity. This vortex model of the wheel wake, consisting in three pairs of vortices, was

confirmed by Mercker & Berneburg (1991) except for the sense of rotation of the top pair

was opposite to that reported by (Cogotti, 1983, Fackrell, 1974). Saddington et al. (2007)

studied a rigid 50% model of a Formula One tyre with LDA did not find evidence to

support the presence of the hub vortices and suggested similar results to those of Fackrell

(1974), Bearman et al. (1988). He reported the stronger pair of jetting vortices absorbing

the top pair of vortices for x/D > 1. Wäschle et al. (2004), Wäschle (2007) suggested a

more complex vortex structure of the near wake however since their study was based on

RANS simulations unsteady features were not taken into account. In addition to these

wake surveys on a fixed plane (typically in the range of 1 < x/D < 2.5) studies of the

wheel wake have focused on reporting the pressure distribution on the surface of the wheel.
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With the first unsteady computation of an isolated wheel Chauveau (2002) showed the

limit of these time-mean crossflow plane surveys. Studies of the impact of both turbulence

models and shoulder and contact patch deformation show how sensitive the wake is to

variations in shear which is obviously not taken into account by the pressure surveys. The

tools developed and tested in this thesis and chapter in particular aim to address some of

these limits.

The rolling wheels of ground vehicles contribute much more to the flow than drag

however, in the context of Formula One and greener automotive, it is a key interest for

designers which is why much of the work reported and presented in this chapter is heavily

biased towards the objective of understanding which wake structure contributes most

strongly to drag. Regards for safety for example deviate strongly from this objective but

are nonetheless of prime importance. The wheel wells themselves have received attention

(Fabijanic & George, 1996, Basara et al., 2000) for safety considerations such as the spray

caused by the wheel rotation (Gérardin et al., 2014). The wake of a rolling wheel is also

of interest for the reduction of road dust dispersion for industrial vehicles (Gérardin &

Midoux, 2016).

Effect of the edge shape The present study is limited to a sharp edged cylinder

however this model is not physical per-se in that actual manufactured wheel have a non-

vanishing radius of curvature at the edge that can be further complicated by the presence

of tread patterns and engravings.

The rounded wingtip produces a simpler structure of vortices that wrap up around

the wingtip to a form vortex just above the suction extremity (Lombard et al., 2016).

The sharp edged wingtip, or square-tip, produces a larger number of stronger vortices on

the edge surface that then interact differently with the main vortex on the suction side

Chauveau (2002), Ghias et al. (2005). Mercker & Berneburg (1991) focused a study on

the effect of the shoulder shape on the ensuing wake structure and reported that for sharp

edged shoulder the sense of rotation of the two strongest vortices at the top of the wheel

was opposite that reported by Cogotti (1983). More generally it can be argued that the

shape of the shoulder mainly influences the flow by fixing the detachment point in cases

with sharp, or at least sharper, shoulders. Wittmeier et al. (2014) compared full-scale

and quarter scale tyres for wind-tunnel testing. Their results show that the flow and

consequently the contribution to drag of the vehicle of the wheels is dominated by the

bottom of the wheel that is not protected by the oncoming flow of the wheel well. They

recommend the shape of the shoulder, in particular, to be as rounded as possible so as to

avoid separation in this region. The sensitivity of the flow to geometry in this region is so

strong that the three-dimensional printing of the brand on the tyre shoulder is responsible
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for 1%.

The challenge of the contact with the moving ground Bearman (1978), Bearman

& Zdravkovich (1978) studied the suppression of vortex shedding as an infinite span

cylinder is brought in proximity with a stationary ground plane on which a boundary layer

has developed. They show that the vortex shedding is shear driven and consequently that

the shedding can be suppressed below a critical threshold of velocity, which for the infinite

cylinder happens as it is well within the boundary layer of the flat plate (z/D < 0.3 for

BL of z/D = 0.8 at the wheel centre).

For bluff bodies two non-dimensional numbers are typically used to quantify the flow:

the drag coefficient Cx = Fx
ρu2∞A

2

and the non-dimensional shedding frequency StD = f∗D
U∞

where D is the diameter, A a reference area, ρ the fluid density, f the dimensional

frequency, Fx the streamwise component of the force acting on the cylinder, U∞ the

far-field velocity. Both StD and Cx, y, z vary with Reynolds number.

The first bluff body in proximity with a ground to be studied was the cylinder re-

ported by Wieselsberger (1921). As the gap between the infinite cylinder and the wall

is decreased, the peak power spectral density of the velocity fluctuations remains at the

same Strouhal number until the gap to diameter ratio decreases below G/D = 0.3. For

lower gap values and, for the case of the cylinder in contact with the surface, the shedding

is completely suppressed. Bearman & Zdravkovich (1978) further reported a positive lift

(i.e. mean force acting on the cylinder repels it from the wall). Experimental work by

Roshko (1954) conducted at the sub-critical ReD = 2 ·104 reported a decrease in the mean

drag coefficient as the gap between the infinite span cylinder and the wall is decreased

to zero while the drag increased. In an experimental study of the vortex shedding from

a circular cylinder near a moving ground Nishino et al. (2007) showed that as the gap

between the infinite cylinder and the moving ground decreases the drag decreases until

reaching a plateau for a value of G/D of 0.35 after which the drag remains constant. This

plateau effect wasn’t previously reported for cylinder nearby fixed ground planes. Inter-

estingly the experiments were repeated with a finite-length cylinder of aspect ratio 8.33

and the no shedding was measured regardless of the gap between the finite length cylin-

der and the rolling road. Nishino et al. (2007) suggest the plateau regime is provoked

by the moving ground’s absence of a growing boundary which suppresses the Kármán

vortex shedding. They also concluded that the absence of variation in drag as the gap is

decreased for the finite span cylinder is a result of the absence of Kármán shedding for

all measured gap sizes. These experiments where conducted at two sub-critical Reynolds

number ReD = 0.4 − 1 · 105. Leaving a gap between the rolling wheel and the moving

ground plane can be an attractive solution for simplifying either the costly experimen-
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tal setup or diminishing the complexity associated to the meshing of the contact region.

Despite the wheel having an aspect ratio typically of W/D < 1. Nonetheless the study

of two-dimensional cylinders in proximity to a stationary or moving ground plane can be

informative to the wheel case. The study by Huang & Sung (2007) reported the suppres-

sion of the shedding near the gap with a moving ground-plane but not with the stationary

ground-plane. Piccioni et al. (1997)’s study of a rolling motorbike wheel and fender em-

phasised the challenges of meshing the region of contact between the wheel and the road.

Low aspect ratio wheels such as bicycle wheels are particularly sensitive to yawed in-

flow and effort is made by manufacturers to provide improved performance and handling

in crosswind conditions (Godo et al., 2009). Sprot et al. (2012) studied experimentally

the effect of both tyre pressure and axle height (equivalent to loading of the tyre) and

concluded that the more strongly deformed tyre, with a more pronounced bulge in the

contact patch area, had the weakest drag for strongest deformation. Interestingly it was

also reported that the wake was more strongly influence by the shape of the deformed

shoulder (i.e. the bulge) than by the size of the contact patch itself.

A number of studies were conducted to investigate the influence of the gap between

the cylinder and a ground plane, starting with the work of Taneda (1965) followed by

Roshko et al. (1975), Bearman (1978), Bearman & Zdravkovich (1978) and more recently

Lin (2002), REICHL et al. (2005) and Bimbato et al. (2011).

Although early studies such as Cogotti (1983) and Stapleford et al. (1969) seemed to

indicate the contact of the rolling wheel with the moving ground plane had little effect

on modifying the flow as compared to a case where the rolling wheel is close but not in

contact with the road these views have been strongly contested by Sardou (1988). The

modelling of the contact region by a platform or contact patch reported in Sawley &

Richter (1997), Chauveau (2002) remains to this day the preferred method for meshes for

boundary conforming codes. For non-conforming methods, such as that used by Pirozzoli

et al. (2012) for example, there is no restriction on the size of the elements and so there

is no artificial constraint for the mesh in the region of contact between the wheel and

the road. Hobeika (2012) studied the effect of the wheel shape as it is deformed by the

contact with the ground as well as the influence of different rim configuration finding that

the tread patterns on the shoulder produced stronger vortex generation hence increasing

the drag. Longitudinal grooves however decreased the drag when in the middle of the

wheel and increased it when set closer to the shoulder.

Reynolds number effects The critical Reynolds number past which the drag and lift

coefficients converged was estimated numerically by Chauveau (2002) for a sharp edged

truncated cylinder, similar to the present model. Cogotti (1983) has shown experimentally
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that the critical Reynolds number for a rotating wheel on a moving ground plane for a

faired wheel with rounded edges is greater than 2 · 106.

Unsteadiness The drag is comprised of both skin-friction drag and pressure drag.

The pressure drag is produced by the strong difference in pressure between the stagnation

region ahead of the wheel and the low pressure in the base region.Due to strong shear

in the stagnation region the wake is highly unsteady leading to strong fluctuations of

the base pressure resulting in non-negligible fluctuations of both lift and drag. Similarly

to the infinite span cylinder, the dependance of drag on ReD = U∞D
ν

, where U∞ is the

freestream velocity, D the diameter of the wheel and ν the kinematic viscosity of the fluid

is expected to be non-negligible because of the continuous curvature of the wheel and has

been reported by Pirozzoli et al. (2012) with a drag coefficient Cx = 2.35 at ReD = 100

and Cx = 1.24 at ReD = 500.

The rolling sphere wake was investigated both experimentally and numerically by

Rao et al. (2012, 2015), Hourigan et al. (2016) and, similarly to the results of Pirozzoli

et al. (2012) for the rolling wheel, two transitions were reported. The first transition

occurs at ReD = 139 for the sphere and ReD ≈ 300 for the rolling wheel where the flow

goes from a steady symmetric configuration consisting in two counter-rotating vortices

to an unsteady flow dominated by the shedding of hairpin vortices from the top half

of the cylinder or sphere (furthest away from the ground). The second transition, from

a symmetric shedding of the vortex to a breaking of the spanwise symmetry, occurs at

ReD = 192 for the sphere and ReD|c2 ≈ 500 for the wheel For the rolling sphere, the

dominant frequency associated to the hairpin shedding is StD = 0.117 and StD = 0.050

for the spanwise oscillations. For the rolling wheel, at ReD = 500, i.e. just passed the

critical Reynolds number for the symmetry breaking, the dominant spanwise frequency

is StD, y = 0.25 and the dominant frequency in the lift and drag coefficients is around

StD,x,z = 0.1. For the rolling wheel, as the Reynolds number is further increased towards

ReD = 1000, the StD, y = 0.25 peak of ReD = 500 broadens and is shifted towards

higher frequencies to occupy the StD ⊂ [0.1 − 0.5] with two additional peaks appearing

in StD = 0.03 and StD = 0.9. Similarly the lift and drag coefficients of the rolling wheel

show broad peaks around StD = 0.25, StD = 0.4 and StD = 0.8 with a lower frequency

peak at StD = 0.02.

Similarly to the rolling sphere, Khoury et al. (2010) analyse the flow field around a 6:1

prolate spheroid at ReD = 104 where the major axis is perpendicular to the flow. The flow

is still sub-critical but the transition occurs just as the flow separates. Interestingly they

report the large-scale shedding Strouhal frequency of StD = 0.156 which is below that of

the wake of a sphere (at StD = 0.19). They also report a Kelvin-Helmholtz instability
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signal in the shear layer at a higher Strouhal range 3.2 < StD < 3.4 that are also higher

than typically reported for a sphere (1.9 < StD < 2.4 as reported by Constantinescu &

Squires (2004)).

As highlighted by Carmody (1964) it is unlikely that a flow possessing distinct and

large-scale periodic characteristics can be adequately described and understood in terms

of a time-mean flow. One of the first studies to leverage PIV for non-intrusive near-

wake analysis performed by Bearman (1997) reported major differences between the time-

mean and instantaneous flows in a crossflow plane at a distance of 25% of the model car

length downstream of the body. These early PIV results raised questions about the

suitability of analysing the near wake of a bluff body with time-mean data and so equally

questioning the pertinence of using time-averaged computational methods to assess these

highly unsteady regions of the bluff-body wakes. Twenty years later these questions still

remain relevant were shared by Axon et al. (1998), Sims-Williams (2001) with the first

RANS computations of the wheel. This problem is still pertinent to bluff body flow

analysis sixty years later as the tools for investigating the unsteady near-wake of bluff

bodies still remain to be improved.

Despite pioneering efforts such as Chauveau (2002), it is only towards the end of

the 00’s that unsteady computations of the flow about a rolling wheel were attempted,

mostly limited by both the computational cost and the immaturity of the underlying

high-fidelity low-numerical-diffusion codes available. Because of the intrinsic unsteadi-

ness of the flow about bluff bodies in general and rolling wheels in particular it can be

attractive to use highly diffusive turbulence models associated to RANS computations to

artificially stabilise the flow and improve the rate of convergence of the numerical solution.

For computations of isolated wheels this can be an attractive approach. However when

computing the flow about the front-section of a Formula One where numerous wing-tip

vortices interact with the wake of the wheel, the added numerical diffusion might artifi-

cially weaken the strength of the vortices shed by the front-wing and negatively affecting

the correlation between experimental and numerical data. The rigorous study comparison

of three turbulence models for the flow about a Fackrell wheel by Basara et al. (2000)

should be mentioned. The conclusion was that the flow field, and in particular the pres-

sure distribution around the surface of the wheel were strongly sensitive to the turbulence

model as well as to the mesh and none of the tested combinations was in agreement with

experimental data. Chauveau (2002) performed the first Large Eddy Simulation (LES) of

the flow over a rotating wheel. Whereas only half a wheel (with respect to the symmetry

plane) was meshed for the steady state computations of the isolated wheel, the full wheel

was meshed for the unsteady computation in order to allow for three-dimensional effects

to develop. A key contribution to the understanding of the flow about a rotating Fackrell
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wheel was the instantaneous flow fields in the y = 0 symmetry plane and in the a plane

x/D = 0.937 downstream of the wheel with x/D = 0 corresponding to the centre of the

wheel. These unsteady snapshots allowed, for the first time, the identification of both the

fluctuation of the main vortices at the top of the wheel as well as their varying number.

These were the first sets of results explaining why the sense of rotation and the number

of vortices shed by the wheel have been so difficult to agree on. Because of the limited

amount of available resources the author acknowledged that this seminal computation

was under-resolved which is why a more quantitative analysis of these data could not be

undertaken. It should however be stressed that this result is the first to conclude the ne-

cessity of performing unsteady computations for adequately representing the flow around

a rolling wheel. Dassanayake et al. (2012) performed a qualitative numerical investigation

of a Fackrell wheel with URANS, DES and LES using Fluent 13.0 and concluded that

the LES offers the richest vortical structures (in terms of numbers). Salati (2012), Das-

sanayake et al. (2012) also performed an unsteady computation of the rolling wheel and

show that LES offers the best correlation with experiment when compared against both

DES and RANS. However, all three models correlate poorly for the pressure distribution

on the wheel centre line. The poor agreement for the pressure distribution around the

wheel, particularly for the LES, can be explained by the relatively low averaging time

with respect to low frequency dynamics reported by Chauveau (2002), for example.

McManus & Zhang (2005) in collaboration with the BAR Honda F1 team, reported

the first results from an unsteady computation of the flow about a rolling wheel over a

moving ground plane and compared their results to the same Fackrell wheel geometry

but with a stationary wheel using URANS. The authors only report time-averaged data:

iso-vorticity magnitude surfaces of the time-averaged flow, as well as vorticity and velocity

in a plane downstream x/D = 1. They also report strong sensitivity of the time-averaged

flow to both mesh and turbulence model (Spallart-Allmaras and RKE). The flow was

started from a uniform flow, allowed to develop for ten convective time units, based on

the free stream velocity and wheel diameter and then averaged over 35 convective time

units.

Berger et al. (1990) reported a bubble pumping mode associated with the oscillation

of the point of wake closure in the streamwise direction at StD = 0.05 for both a disk and

a sphere. Duell & George (1999) also reported a bubble pumping mode at StH = 0.069,

where H was the height of the Ahmed body.

Hashmi & Dimitriou (2006) showed the non-negligible effect of the skin friction on

the wake stressing that the pressure distribution along the centre line of the wheel itself

is not a good indicator of the performance of the modelling. Because of the non-linear

saturation and feedback in the near wake, accurate surveys of the near wake might offer
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better assessment of the quality of a given model. This point is a main driver for the

approach presented in this chapter.

Axerio-Cilies et al. (2012) performed a comparative study between RANS, URANS,

LES as well as experimental of a stationary representative Formula One wheel from the

Toyota F1 car in 2007. This study aimed at further improving the understanding of the

role of the numerical modelling methods on the wake of an isolated wheel. For the most

complex case, with flow through the brake-ducts, callipers, etc, interest was driven by the

wish to use blown axles during the 2007 season pioneered by Toyota and Ferrari. The

study also stressed the importance of comparing the distribution of velocities in the wake

as opposed to the more traditional approach of assessing different modelling methods

by comparing the pressure distribution on the rolling wheel itself. Particularly in the

context of numerical simulations using different codes with varying amounts of numerical

dissipation which can significantly affect the interacting vortical structures produced by

the distribution and fluctuations of shear on the body of the wheel.

Numerical methods suitable for the highly unsteady flow about a bluff body.

The first published RANS computation of the rolling wheel on a moving plane is attributed

to Axon et al. (1998) showing agreement with experimental results regarding the decrease

in lift and drag for a rolling wheel compared to a stationary one and the presence of

the strong pressure region ahead of the contact patch. It is stressed however that the

detachment at the top of the wheel does not agree with experimental data suggesting the

assumption of a fully developed boundary layer when using RANS closure models does not

represent the state of the boundary layer over the smooth surface used by Fackrell (1974).

Following the analysis of the influence of turbulence models used to close the RANS

equations by Basara et al. (2000), Chauveau (2002) studied the suitability of both the

Baldwin-Lomax and Spallart-Allmaras models. The parameters of the Baldwin-Lomax

model had to be reduced until it vanished. Interestingly in all cases presented the moving

ground plane boundary condition was relaxed to a free-slip boundary condition in order to

decrease the resolution requirements to model the strong shear in the region of the contact

patch. Finally it was reported that the excessively dissipative turbulence models decrease

both the lift and drag coefficients of the rolling wheel. More recently, Newbon et al.

(2017) studied both experimentally and numerically the effect of the upstream wake of a

Formula One on a second car in an overtaking manoeuvre. In particular they show how

the exposed rotating wheels of the upstream vehicle contribute strongly to the momentum

deficit and so to the loss of downforce for the second vehicle.

Wäschle et al. (2004) compared two commercial codes ubiquitous in industry, Star-

ccm+ and PowerFLOW to LDA measurements of both stationary and rotating isolated
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wheels in a wind-tunnel. The authors found generally acceptable qualitative agreement

between the two codes and the experiment. Wäschle (2007) also looked both experimen-

tally and numerically at the effect of the wheel well on the rotation of the wheel showing

a strong difference in wake structure between the rotating and non-rotating cases. These

results show the importance of accurately modelling the rotation of the wheels in the

wheel-wells for optimisation of the car as a whole. This is consistent with the results

from Dimitriou & Klussmann (2006) showing the synergy between automotive and racing

activities for the development of the understanding of rolling wheel wakes. Validation of

numerical tools by aiming for better than 2% error between experiment and CFD (Axon

et al., 1998, Wäschle et al., 2004, Kandasamy et al., 2012) is important for improving the

efficiency of the design cycle. These studies on specific aspects of the rolling wheel wake

are complemented by studies of the wheel wake building and comparing numerical results

with experimental work of Fackrell (1974) such as Mears et al. (2002, 2004), Issakhanian

et al. (2010).

Because of the smooth nature of the separation at the top of the wheel, numerical

models that rely less on wall-modelling and more on wall-resolving the dynamics, such

as DNS using high-order methods are believed to offer unprecedented correlation with

experimental data.

What we neglect For road and racing vehicles the wheels are not simplified truncated

cylinders or variations of the Fackrell wheel. They include brake assemblies, suspensions

systems and spokes all of which have a non-negligible influence on the wake. Leśniewicz

et al. (2014) for example, together with PSA Peugeot Citroen, compare both moving wall

boundary (i.e. solid body of rotation) and the moving reference frame showing that for

a realistic wheel model including spokes and brake assembly the MRF model correlates

better with experiment. They also reported reduced area drag for the case of a tyre with

longitudinal treads ∆SCx = −0.002 (Wolf-Heinrich Hucho, 1993) . The effect of slip-

streaming is also strongly influenced by the rolling wheels (Dominy, 1990). (Kothalawala

& Gatto, 2016) performed both RANS and URANS computations on an isolated Fackrell

(1974) wheel with a gap (similar to the original setup of Cogotti (1983) but with a gap

between the road and the wheel 0.63 < h/D < 2.5 which isn’t representative of a wheel

configuration but nonetheless informative regarding the effect yaw has on the recirculation

bubble. Wäschle (2007) effect of rolling wheels on the Ahmed body and on models of real

cars concluding that despite the increase in drag for the car resulting from the higher drag

when the front-wheels rotate the rear wheels contribute towards decreasing the drag by

entraining energetic flow in the recirculation region of the wake of the car increasing the

base pressure.
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In practical applications, there is often flow through the wheel associated with brake

cooling and rims, etc which is not modelled in the current truncated cylinder case and is

believed to have a strong influence on both the structure of the instantaneous flow and the

time-averaged force coefficients. Landstrom et al. (2012), Kandasamy et al. (2012) and the

influence of tread pattern has also been investigated by Hobeika (2012), Vdovin (2013).

Cooling airflow also has an impact on the wheel aerodynamics (Landström & Löfdahl,

2011, Vdovin et al., 2013, 2014) and more recently DeMarco et al. (2017), Extending this

work to industrially relevant cases would require to complexify the geometry by including

hub-cavities, spokes, roughness and tread patterns, tyre deformation, brake assembly,

suspension assembly, wheel well and the rest of the body of the car. The experimental

investigation by Brizzi et al. (2004) reported the quantification of the flow through the

wheel. Sprot et al. (2011) studied the effect of hub flow through, or axle blowing, on

the wake of a rolling wheel and how different flow through setups affecting both the drag

and the shape of the wake. The flow ought to be complexified by including impinging

flow at a yaw and camber angle as well as taking into account brake cooling ducts,

noise/turbulence. The cooling flow through the brake duct assembly, studied by Dreyer

et al. (2007) for example, is also neglected in this work despite its importance for both

security and performance reasons. Finally in this study we have not investigated the

influence of changing yaw angles let alone dynamic change in yaw angle which might also

strongly modify the flow. Dynamic sweeps at varying attitudes are now commonplace for

aero investigation of Formula One cars. Already Aschwanden et al. (2006) investigated

LMP1 car aerodynamics with dynamic sweeps in the wind-tunnel mimicking the highly

dynamic track conditions. They found that the fluctuation of aerodynamic coefficients

varied significantly when pitch and heave oscillations at 20Hz were introduced into the

model. The static wheel model of the truncated cylinder does not take into account

the static deformation of the tyre due to loading, heating and rotation, let alone their

unsteadiness. Mankowski et al. (2011) had interest in transient yaw fluctuations and

reported strong sensitivity for reduced frequencies in the range of 0.3 < ωR = 2πL/U <

1.5.

The effect of the interaction with a wing-generated vortex and the wheel and its wake is

obviously the main challenge for designing open-wheel racers and studies such as Diasinos

& Gatto (2008), van den Berg & Zhang (2009) look into the effect of the location and

strength of the vortex generated by a wing of different span and angle of attack on the

wheel wake.

A canonical example of a rolling wheel interacting with vortical structures shed from

a front-wing is present in Chapter 6.
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In summary the open challenges regarding the rolling wheel in its simplest

form require deeper insight into the dynamics of the very near wake as well as

quantifying the shear on the rolling body. Despite forty years of research in the

field of wheel aerodynamics leveraging wind-tunnel, water-tunnel as well as computational

simulations a clear understanding of the flow about a rotating wheel in contact with a

moving ground plane still remains an open challenge. Building on the previously proposed

models of the wake structure in the time-average sense (Fackrell, 1974, Cogotti, 1983,

Broadhurst, 2007) and more recently insight regarding the dynamics of the flow (Croner

et al., 2013, Pirozzoli et al., 2012) we aim to add to the discussion by identifying the flow

structures associated to the previously reported dominant frequencies.

Structure of this chapter Previous studies of the wheel wake have either been con-

ducted experimentally recording the wake in planes downstream of the wheel or numeri-

cally by recording averaged flow fields as well as averaged force coefficients. More recently

the power spectral densities of the forces acting on the wheel have been reported how-

ever the flow structures associated to these frequencies have not yet been identified. The

current study aims to shed light on the flow structures associated to the previously re-

ported dominant frequencies. Dynamic mode decomposition (DMD) is used to extract

these flow features. The wall shear stress has been extracted for each of these dominant

DMD modes giving further insight into the effect of the wake on the wheel. These simu-

lations provide a detailed view of the topology of the wake and the identification of the

regions of strongest shear associated to each dominant frequency is believed to be helpful

information in view of informing control strategies. The details of the numerical setup

and method are presented in Section 5.2. The results of the extensive DNS are presented

in Sec. 5.3 with a comparison of lift, drag and side-force coefficients in Sec. 5.3.1, the

power spectrum density (PSD) of these coefficients. In Sec. 5.3.2, the results of the dy-

namical mode decomposition in Sec. 5.3.3 correlating wake structures to both the modes

with high dynamical amplitude as defined by DMD and the peaks reported by the PSD.

In Sec. 5.3.4 a flow field is reconstructed using only the mean flow and the three most

dominant DMD modes and this reconstructed flow field is compared and contrasted with

the prevalent streamwise vortex models.

5.2 Case definition and numerical setup methodology

We consider a wheel of diameter D, width W = 0.4D rotating with a no-slip boundary

condition at ω = 2U∞/D where U∞ is the velocity of both the inflow and the moving

ground plane in a domain of dimensions Ω = [5D, 5D, 15D] with the center of the wheel
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Figure 5.1 – Geometry of the rolling wheel on the ground. Inset with close view of extruded
patform of height 0.01D representing the contact between the wheel and the road.

at 5D from the inlet. This domain is identical to that validated by Pirozzoli et al. (2012).

The Reynolds number based on the diameter of the wheel, defined by ReD = U∞D/ν =

1000 is considered where ν is the dynamic viscosity of the fluid is the key governing

parameter when considering the flow over a rolling wheel without a gap. The simulation

was advanced for 102D/U∞ allowing for sufficient development of the flow and time for

resolving frequencies down to StD = 0.02 . Following previous studies (Pirozzoli et al.,

2012, Stewart et al., 2010b,a, Rao et al., 2012) the compressible effects can be neglected

for this flow. The incompressible Navier-Stokes equations are used to model this flow.

To mimic the region of contact between the rolling wheel and the translating road a

small platform of height 0.01D is inserted between the truncated cylinder representing

the wheel and the rolling road. This modelling method, commonplace in academic studies,

is also standard in both the motorsport and automotive industry. Because the flow, and

in particular the jetting vortices, are sensitive to the shape of the tyre in the region

of contact a rigorous analysis investigating different shapes and sizes (with respect to

the diameter) would add to the general understanding of the scope and limitations of this

modelling technique motivated by the limit of curvature conforming mesh in the vanishing

gap between the wheel and the road.

To assess the influence of the flow around the rolling wheel we monitor the forces

acting on the body that we consider to be the contact patch, the side walls or fairing and

the wheel. These forces are decomposed into streamwise, spanwise and ground-normal

components Fx, Fy and Fz respectively. In accordance with best practise these forces are

non-dimensionalised by the frontal surface of the wheel as well as the inflow velocity as

Cx,y,z = 2Fx,y,z
0.4D2U2

∞
. The non-dimensional frequencies of the forces acting on the body are

also of interest and these frequencies fx,y,z are also non-dimensionalised as the Strouhal
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number StD|x,y,z = Dfx,y,z
U∞

.

In addition to these force histories we record three dimensional snapshots of the wake

at a high sampling frequency of StD|Sampling = 20.

5.2.1 Numerical formulation and validation

The open-source spectral/hp element library Nektar++ (Cantwell et al., 2014) is adopted

to solve the incompressible Navier-Stokes equations. Pressure and velocity fields are

decoupled by a stiffly-stable velocity correction scheme and time integration is achieved

by a second-order accurate implicit-explicit scheme (Karniadakis, 1990). Both h- and

p-refinement were conducted to assess the influence of the grid on lift, drag and side-force

coefficients. The h-type refinement was achieved by increasing the number of elements

on the surface whereas the p-refinement was achieved by testing the higher resolution

grid at higher polynomial orders. The incompressible Navier-Stokes equations were then

discretised by fourth-order polynomials for the u-, v- and w-components of the velocity

field and third order polynomials for the pressure field the choice of which was informed by

the grid independence study. In comparison to the previous DNS by (Pirozzoli et al., 2012)

where 120 elements were used to discretise the diameter of the cylinder a non-uniform

grid was used in the present study with elements as small as 0.001D at the intersection

between the wheel and the wheel shoulder to improve the resolution of the powerful shear

layers evidenced in this region by the modal analysis.

To achieve best geometric fidelity in representing the curved surface of the wheel,

each element was curved using spherigons(Volino & Thalmann, 1998) and seventh order

polynomials. This numerical setup corresponds to the experimental setup of a rolling

belt in a wheel tunnel where the boundary layer prior to the belt is removed through

bleeding holes (Fackrell, 1974). Consequently it can be assumed there is no boundary layer

upstream of the rolling wheel, except for that created by the pressure rise and jetting. The

truncated cylinder was originally pioneered by (Fackrell, 1974) as the simplest geometry

that could represent the flow around an actual rolling wheel. The straight side walls, or

fairing, are used to prevent any through-flow between the faces of the wheel. However the

main flow features of the rotating wheel, namely the detachments mentioned previously

as well as the jetting vortices originally reported by Fackrell (1974) and further studied

by (MacCarthy, 2010) were present for this simplified geometric model. Regarding the

geometry it is important to stress the difference between the current setup and that

used by (Pirozzoli et al., 2012) in the contact region between the road and the rotating

wheel. Whereas as (Pirozzoli et al., 2012) modelled the contact region by a single line

corresponding to the intersection of the cylinder with the ground plane we rather followed
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(a)

(b)

Figure 5.2 – iso q-criterion at Q = ·10−5 of the instantaneous (a) and mean (b) flow field.

the recommendations based on the experimental work of (MacCarthy, 2010) motivating

the importance of accurately modeling the size of the contact region. To this end, the

contact region, or contact patch is modelled by extruding a straight angled parallelepiped

platform from the ground plane of height 0.01D and of the same width as that of the

wheel W = 0.2D. The boundary condition imposed to this platform was that of a pure

rotation, similarly to that of the rest of the wheel, but with the added constraint of

zero-normal flow to ensure no flow-through in the contact region. At the outflow plane

the boundary condition developed by (Dong et al., 2014), balancing the kinetic energy

influx through the outflow boundary to insure stability was used. The computation was

initialised by a uniform flow (U∞, 0, 0) and 20tU∞/D were computed before the time-

averaging was initialised and then recorded for 90tU∞/D. The mesh consisted in 2 · 105

prismatic elements and 2.1 · 106 tetrahedral elements. The computation of a convective

time-unit required 4h on 3840 ARCHER mpi ranks for a sixth-order accurate in space

and second order time-integration scheme. The mesh, session file and initial condition are

openly available upon request.

5.3 Dynamics of the Rolling Wheel Wake based on

DNS

The Q-criterion (Dubief & Delcayre, 2000) of both the instantaneous snapshot and time-

averaged flow field are represented in Figures ??a) and ??b) respectively.
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5.3.1 Time-averaged flow field

The time-averaged flow field visualised by q-criterion reveals the presence of four pairs of

vortices. Starting from the top of the wheel, or furthest away from the ground plane, a

first pair of vortices is related to the unsteady detachment and roll-up of the flow over

the tire shoulder as it moves from the high pressure stagnation region in front of the

wheel to the side of the wheel. The two vortices visible in Figure ??b) are the tails of

the horseshoe vortices that can be seen in the instantaneous snapshot Figure ??a). Close

to the symmetry plane of the wheel another pair of counter-rotating vortices is visible.

These two vortices have the opposite sense of rotation to the tails of the horseshoe vortices.

Contrary to the horseshoe vortices that advect at a constant height of roughly D from the

ground plane, these two vortices contribute to the lower half z < 0.5D recirculation region

within 0.5D of the wheel. In the lower half of the wheel the wake is dominated by two pairs

of vortices. The first pair is similar to the symmetric ones of the top mixing vortices and

have a non-negligible angle with respect to the ground plane. The second pair of vortices

in the lower half of the wake are the so-called jetting vortices already identified by Fackrell

(1974). Similarly to Chauveau (2002) we report a sense of rotation of the jetting vortices

opposite that of Cogotti (1983). Both the instantaneous and time-averaged flow fields

reveal the presence of an as of yet unreported secondary counter-rotating vortex pair

parallel to the jetting vortex and caused by secondary separation.

The steady re-attachement about the shoulder of the wheel in the front-half (for x/D <

0) have the same crescent shape reported by Zdravkovich et al. (1998).

It should be stressed that spanwise symmetry breaking (i.e. the time-averaged flow

is not symmetric in the span wise symmetric) has been reported for many bluff bodies

amongst which the rolling sphere but has not been investigated for the rolling wheel. The

possibility of random switching between states in the wake together with low-frequency

(StD < 0.05) vortex meandering prevent the average from converging for the hundred

convective time-units simulated. It does however offer some insight when analysed in

conjunction with the DMD modes which can be seen as linear perturbations of the mean

flow (assuming it representative of the steady state) (Chen et al., 2012, Rigas et al., 2014).

5.3.2 Time-averaged force coefficients

Since the seminal work of Fackrell (1974) followed by the work of Cogotti (1983), Mercker

& Berneburg (1991), Chauveau (2002) and more recently Pirozzoli et al. (2012) emphasis

has been put on understanding the wheel wake by reporting the number, and sense, of

streamwise oriented vortices in a x-normal plane in the near-wake (x < 0.5D) of the

wheel. However as reported by Chauveau (2002)who computed the first unsteady flow
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ReD CL CD CS
Fackrell & Harvey 2.105 0.28 0.51 -
Pirrozzoli et. al. 1.103 1.01± 0.01 1.03± 0.01 -

Present 1.103 0.36± 0.01 0.97± 0.01 0.00± 0.02

Table 5.1 – Time averaged lift, CL, and drag ,CD, coefficients compared to both experiment
and previous DNS.

about a rotating wheel these streamwise vortex based models are loosely representative

of the actual flow. The highly unsteady and three-dimensional nature of the shedding

mechanisms produce a varying number of vortices detaching from the surface at varying

orientations on a wide range of time-scales which is believed to explain why, adding to

the complexity of the experiment or the cost of the computation, there has been little

agreement regarding the time-averaged values of the lift, drag and side-force coefficients.

We nonetheless report them in Table 5.1 for sake of comparison with the previous DNS

results at ReD = 1000 (Pirozzoli et al., 2012). Reproducing experiments is challenging

because of the reported sensitivity of the wake to the geometry of the rolling wheel that

varies for different loading, temperature, nature of the compound, etc. Numerically the

challenge remains in both meshing and assigning physically relevant boundary conditions

to the region of contact between the moving ground plane and the rolling wheel. These

small variations in geometry of the wheel are believed to explain the differences in reported

coefficients between the present DNS result and those from the DNS of Pirozzoli et al.

(2012). We should also emphasise the effects of the rich dynamics in the sense of large

spectrum of pertinent time-scales. The cost associated to both Pirozzoli et al. (2012)

and the present DNS limit the frequencies investigated to a range of StD = [0.02, 4] but

do not exclude the presence of lower frequencies (i.e. StD < 0.02) having an effect on

the time-averaging. The next section aims to give further insight into the wake, and in

particular to the structures associated to a given frequency dominating the power spectral

density of the force coefficients.

5.3.3 Power Spectral Density of the Force Coefficients

Pirozzoli et al. (2012) were the first to report the power spectrum density of the forces

acting on the body of a rolling wheel on a moving ground plane computed from DNS at

ReD = 1000.

The streamwise drag coefficient Cx (Figure 5.3, top) is dominated by the wake signal

corresponding to the formation and shedding of the vortex loops at the top of the wheel

around StCx ≈ 1/π. Harmonics of this mode are also clearly visible at StD = 2/π and
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Figure 5.3 – Unfiltered Power Spectral Density of Cx (top), Cy (middle) and Cz (bottom).
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StD = 3/π. The power spectra density also confirms the lift coefficient Cz (Figure 5.3,

middle) is equally dominated by the pressure fluctuation brought upon the surface of the

cylinder by the periodic shedding of the vortex loops. The non-linear saturation in the

near wake also generates global modes which in turn affect the shedding mechanisms on

the body of the rolling wheel. The spanwise component of the force coefficient Cy betrays

a dominance from the sinuous symmetry breaking mode at StD|z ≈ W/π ≈ 0.12. In

addition, and similarly to the rolling sphere case at ReD = 300 the force signals equally

exhibit a rich signal compatible with a chaotic behaviour of the wake.

Contrary to the spectra of the side-force coefficient, the spectra of both the lift and

drag coefficients indicate there might be strong activity in the low-frequency range, below

StD < 0.08. For bluff bodies these low frequencies (ie lower than the shedding frequencies)

are typically correlated to bubble pumping modes, or slow streamwise oscillations of the

recirculation region (Berger et al., 1990, Duell & George, 1999, Evstafyeva et al., 2017).

The noise seen in the PSD is comparable to that reported by Rao et al. (2012), Pirozzoli

et al. (2012) for the rolling sphere for a case where the Reynolds number is 20% larger

than the critical Reynolds number at which the symmetry breaking is first apparent. This

indicates the strong non-linear interactions between modes already in the very-near wake

x/D < 0.5 for bluff bodies or the rapid progression towards chaotic flow as concluded by

that study. Longer time acquisition is required for further improving the quality of the

PSD.

5.3.4 Dynamic mode decomposition of the near-wake

In view of improving the understanding of the structure of the wake and in particular in

view of correlating a coherent flow structure to given frequency identified in the PSD of

the body force coefficients or sensing of the near wake we have applied the Dynamical

Mode Decomposition (DMD) first introduced by (Schmid & Henningson, 2001).

In the following paragraph we recall the main hypothesis behind DMD as well as

the main steps in obtaining the decomposition. The underlying assumption of DMD,

and following the notation of Schmid & Henningson (2001), is that there exists a linear

mapping A between a snapshot v(t + ∆t) at time t + ∆t and the snapshot v(t) at

time t where ∆t is assumed to be a constant sampling time. Because of the large range

of frequencies identified by the power spectral densities of the body force coefficients

(Figure 5.3) the DMD was computed for different ∆t ∈ [0.05, 1.4]. The sequence of N

snapshots is then represented as a matrix

V N
1 = [v1, · · · ,vN ]
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where each column i is a snapshot vi at time t = t0 + i · ∆t where t0 is the time of the

first snapshot and ∆t the sampling time, supposed constant. The main hypothesis of the

DMD is that over the time-horizon Nδt the time advancement operator A is supposed to

be linear

vi+1 = Avi

For a sufficiently large number of snapshots, the nth snapshot is contented in the span of

V N−1
1 , in other words:

AV N−1
1 = V N

2 = V N−1
1 S + reTN−1 (5.1)

where r is a residual vector and S is of the form of a companion matrix:

S =



0 a1

1 0 a2

. . . . . .
...

1 0 aN−2

1 aN−1


(5.2)

From a point of view of the flow physics the linear hypothesis is akin to a multi-scale

argument which is the DMD is sensitive to the sampling frequency. A singular value

decomposition is then applied to the sample sequence V N−1
1 = UΣWH where U are the

POD modes of V N−1
1 . Equation 5.1 becomes :

S = UHV N
2 WΣ−1

The modal structures are extracted from the matrix S in the same way the global modes

are extracted from the eigenvectors of the Hessenberg matrix H with the DMD modes :

φi = Uyi

where µi are the eigenvalues of Syi = µiyi with <(log(µi)/∆t) the growth rate and =(µ)

the frequency.

In summary the dynamic mode decomposition has been applied to associate the co-

herent flow structures to the peaks from the PSD of the force coefficients. The DMD

analysis correlates the dominant frequencies, as defined by those with the largest growth

rate <(log(µi)/∆t) in terms of dynamical importance, or weakest decay, to the domi-

nant frequencies of the power spectral density reported in Figure 5.3. The four dominant

frequencies identified by the DMD are StD = 1/π and StD ≈ 2/π associated to the vor-
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tex shedding at the top of the wheel and previously reported by Pirozzoli et al. (2012),

StD ≈ W/π corresponding to the meandering of the near wake which dominates the

side-force and finally a previously un-reported low frequency StD = 1/4π frequency that

dominates the drag/lift coefficients.

StD = 1/4π jetting vortex meandering

The PSD of both lift and drag, reported in Figure 5.3 indicate a low frequency or roughly

StD = 1/4π, or lower, dominates. The force history gathered during the present com-

putations span one hundred convective time units however and were limited by available

resources. This low frequency therefore should be interpreted as an upper-bound for the

the dynamic mode evidenced by the DMD. Figure 5.4 (bottom) shows that, contrary to

the StD = W/4π and StD = 1/π modes where the flow structure associated to these

frequencies are located, respectively, in the near wake on the top-half of the wheel and at

the top of the wheel, the low frequency StD = 1/4π mode is most active in the lower part

of the wake where the jetting vortices dominated, as can be seen from the peaks in shear

(dark blue regions in Figure 5.4 (bottom right)), nearby the contact patch. The nature of

the structures apparent in Figure 5.4 (bottom right) can be explained by the non-linear

interaction between the modes in the near wake. The existence of this low frequency

mode as well as the rich nature of the low frequency region in the PSD motivates future

computations over over longer time horizons.

StD = 1/π horseshoe vortex shedding

The dominant frequency for the symmetric shedding of the hairpin vortices at the top of

the wheel in Figure 5.4 (middle left). Similarly to the rolling sphere (Rao et al., 2012),

the bottom half of the rolling wheel does not exhibit the same shedding as the top half

because the entrainment of the fluid in the lower region works towards locally diminishing

the shear and so avoiding the onset of the viscous instability, responsible for the shedding

at the top of the wheel, as can be seen from the distribution of the shear on the wheel

surface (Figure 5.4 (middle right)).

StD = W/π the symmetry breaking mode

The analysis of the power spectral density of the side-force coefficient revealed a dominant

frequency around StD = W/π and the DMD analysis (Figure 5.4 (top left) reveals this

frequency can be associated spatially to the pair of counter rotating vortices generated

as secondary detachments from the top of the wheel (as seen in the mean flow field
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Figure ??). The meandering of these two counter-rotating vortices and the associated

shear on the body of the rotating wheel is responsible for the y = 0 symmetry breaking.
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StD ≈ W/π

StD ≈ 1/π

StD ≈ 1/4π

Figure 5.4 – DMD modes associated to the symmetry breaking StD = W/π (top), the shedding
of the hairpin vortices StD = 1/π (middle) as well as the low-frequency bubble-pumping mode
StD = 1/π (bottom).
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5.4 Conclusion and Outlook

The flow about a rolling wheel on a moving ground plane at ReD = 1000 has been

investigated numerically by means of a DNS. The vortices of the three-dimensional DMD

modes were visualised by computing the q-criterion and the shear on the wheel surface

associated to each DMD mode was computed revealing the regions where it is strongest.

The three most unstable DMD modes were computed to be :

1. StD = 1/π associated to the periodic shedding of the symmetric horseshoe vortices

at the top of the whee.

2. StD = W/π associated to the symmetry breaking because of the meandering of the

secondary vortices at the top of the wheel.

3. StD = 1/4π a low frequency bubble pumping mode that seems to most strongly

influence the surface of the rolling wheel through the meandering of the jetting

vortices.

The location of the regions of strongest shear can be seen as potential candidates for

placing sensors for informing flow control strategies that would target a specific dynamic

mode.

In the more general context of automotive flows and motorsport in particular, the flow

impinging the wheel is strongly modified by either a wheel well or front-wing. Chapter 4

and Chapter 5 have focused on the dynamics of the flows of the isolated elements and in

the next chapter a canonical example of a Formula One front-section is investigated.



Chapter 6

The McLaren MP4-17D front-section

If you asked any of the mechanics and

engineers, who are working from early

in the morning until 11 o’clock seven

days a week, and have been for 10

years, they’d tell you there is no

glamour in it for them.

Bruce McLaren

6.1 Motivation

In this chapter we report numerical results of flows modelled with the high-fidelity spec-

trla/hp element LES of the McLaren MP4-17D front-section and compare them to exper-

imental results of Pegrum (2006). The three sub-models considered are a wheel only, an

isolated front-wing and both together.

In all three cases boundary-conditions on the ground-plane mimic a rolling road. Re-

sults will be correlated by comparing mean total pressure distributions CP0 as well as

mean streamwise velocity to the experimental data obtained in the Imperial College wind-

tunnel by Pegrum (2006).

This increasingly complex vortex systems generated by Formula One front-wings since

the early 00’s aim at maximising the global efficiency of the front-wing. The 1998 change

of regulations ushered in the development of ever more complex end-plates. Formula

One aerodynamists quickly realised it was advantageous to load the tips of the wings

to generate powerful vortices to manage the flow around the front-wheel. This is an

interesting example of the non-linear optimisation of aerodynamic elements for a Formula

One car. Because the front-wing conditions the flow for the rest of the car, increasing

loading of the front-wing increases overall downforce levels but past a certain point (before

121
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Figure 6.1 – Different elements of the MP4-17D front-wing.

stall) it might be that the excessive upwash caused by the front-wing becomes detrimental

to both the floor and the rear-wing. Front-wing design, and end-plates in particular, can

also have a strong influence on the drag produced by the front wheels. Increasing the

number of vortices on the end-plate might locally increase wake drag (from the front-wing)

but decrease the overall drag of the car by reducing the of the front-wheels by modifying

its wake. In the following we report the results of a comparison between preliminary

LES and the experimental data in view of assessing the capability of high-fidelity CFD of

correctly modelling the flow physics.

6.2 Near field wake of the MP4-17D front-wing

Formula One front-wings are designed to operate in a flow that is influenced by the rolling

wheel immediately downstream of it and so it seems quite artificial to study the wake of an

isolated front-wing. The motivation for the experimental study was to assess the topology

of the wake immediately downstream of its trailing edge and then study how different ride-

heights influenced the interaction between the strongest vortices shed by the front-wing.
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The motivation of the numerical study builds on these objectives however, due to limited

computational resources only one ride-height h/cMP = 0.48 has been investigated as of

time of print. The LES of this isolated front-wing can contribute to the understanding

of the flow by offering data on the wing itself where it is impractical to access with PIV.

Additionally, from a numerical point of view this test case is a more representative test

than the wingtip presented in Chapter 4. In particular, the LES methodology developed

during this thesis should enables dynamic boundary layer modelling on the strongly loaded

wings as well as possible merging or breaking up of the vortices.

The Reynolds number is set to ReC|MP = 2 · 105 based on the chord of the mainplane.

The mesh consists in 2·105 prisms and 1.84·106 tetrahedral elements. The initial condition

was interpolated onto the high-order mesh from a RANS solution and the flow was time-

averaged for 5 convective time-units of the mainplane tc = cMP/U∞ after letting the flow

settle for five convective time units. One convective time-unit required 24h on 3840 mpi

ranks of ARCHER.

6.2.1 Instantaneous flow field

Figure 6.2 – Laser-smoke visualisation (looking upstream) of the flow in a y = −0.3 plane
directly downstream of McLaren MP4-17D front-wing without wheel at a ride height of h/cmp =
0.48 and with a moving ground plane and Rec|MP = 2 · 105 (Pegrum, 2006).

Pegrum (2006) identified four main vortices produced by the front-wing: a top or

end-plate vortex, a canard vortex, footplate vortex and the main vortex (Figure 6.2).

A contribution of the LES towards the understanding of the flow around the MP4-17D

front-wing can be seen in the total-pressure iso-contours (at CP0 = 0) in Figure 6.3 which

reveals :

1. the unsteady streaky structures on the suction side of the mainplane
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2. the unsteady bluff-body wake of the gurney flap

3. that the end-plate (or top) vortex is generated by the merging of at least three

vortices shed by the top of the endplate and, finally

4. the canard vortex is much weaker than the endplate, footplate and main vortex

which is consistent with experimental results where it wasn’t found

Figure 6.3 – Instantaneous total pressure CP0 = 0 iso-contour.

6.2.2 Near-wake survey

A state-of-the-art RANS computation was used to initialise the LES. The flow was then

allowed to develop for ten convective time-units of the main-plane before it was averaged

for another three convective time-units. The experimental data was averaged over a much

larger time-horizon. This discrepancy in averaging contributes to explaining the larger

apparent number of vortices in the top (or endplate) region. The agreement between

CFD and experimental data is otherwise good in terms of the strength and location of

the vortical structures at x = −0.3 Figure 6.4 (top). The wake of the wing is notably

different however with a much lower pressure recorded in the experimental data. Further

away from the wing, in x = 0 the main and footplate vortices (Figure 6.4, bottom)

appear to be both closer to each other imposing a different interaction to that reported

in experiment and seen further downstream at x = 0.42 where they have nearly merged

in the CFD data but remain distinct in the experiment (Figure 6.5, bottom).
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6.2.3 Summary and outlook

The LES confirm the experimental results and the presence of four well defined main

vortices. The numerical data gives insight into the formation of the top (or endplate)

vortex as the result of merging between at least three smaller vortices. Numerical results

also confirm the two strongest vortices are the main and top vortices which dominate the

two smaller canard and footplate vortices. A close view of the footplate vortex shows it

developed under the footplate. Finally the numerical results also show no sign of vortex

breakdown in the absence of the wheel which is consistent with the experimental results.

With additional computational resources, a rigorous mesh convergence study should

be made. In particular, it should be seen if a finer mesh allows for a better correlation

with experiment for the wing wake in the x = −0.3 plane. The vortex formation seems

adequately resolved with the present mesh however the vortex interaction and the merging

of the main and footplate vortices is obviously sensitive to viscosity and so it should also

be checked that the numerical viscosity is not driving the faster merger. Finally the me-

andering of these vortices should be assessed by longer computations, more representative

of the averaging time used for the experiment.

6.3 MP4-17D isolated wheel.

The purpose of these simulations of the isolated wheel is two-fold. Firstly one of assessing

the required mesh resolution for resolving the flow physics in both the contact-patch region

and the top of the wheel. The second is to compare these numerical results against the

PIV data from Pegrum (2006). As mentioned earlier, in Chapter 5, it has been reported

numerous times that the flow about a rolling wheel is highly sensitive to its shape which

is why it is important to underline the difference in shape between the wind-tunnel model

used by Pegrum (2006) (Figure 6.6) and the CAD model used for these simulations:

1. the size and shape of the contact patch cannot be matched because its records have

been lost and so the same strategy as employed for the study of the idealised isolated

wheel of Section 5.2 is used,

2. the pneumatic wind-tunnel model had four grooves,

3. the shoulder profile should be similar to that used in the simulation since both are

modelled on the Michelin F1 tyre and

4. the CAD model is faired preventing any flow through the axle contrary to the wind-

tunnel model.
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The Reynolds number is set to ReC|MP = 2 · 105 based on the chord of the mainplane

(from the complete model). The mesh consists in 5 · 105 prisms and 2.2 · 106 tetrahedral

elements. The initial condition was interpolated onto the high-order mesh from a RANS

solution and the flow was time-averaged for 5 convective time-units of the mainplane

tc = cMP/U∞ after letting the flow settle for two convective time units. One convective

time-unit required 10h on 7680 mpi ranks of ARCHER.

6.3.1 Comparison of streamwise velocity profile in z-planes above

the moving road

It is apparent in the comparison of instantaneous snapshots of the streamwise velocity

distribution in a plane z/D = 0.04 above the ground (Figure 6.7) that the wake is not

correctly modelled. In particular, the magnitude of the reverse flow region is much weaker

in the simulation than in the experiment. The extent of the jetting, however, seems to be

captured, both extending towards y = −0.4[m].

The time-averaged computations show a similar trend for the six plane locations z/D =

0.04, z/D = 0.19, z/D = 0.34 in Figure 6.9 and z/D = 0.49, z/D = 0.64, z/D = 0.80 in

Figure 6.10. The difference of the flow between the faired wheeled used for the CFD and

the hollow wheel of the experiment is particularly visible as indicated by the arrows in

(Figure 6.10, top). The angle of the jetting vortex with respect to the ground plane also

seems to be larger for the CFD results than for the experiment. Comparing both sides

of the cambered wheel in Figure 6.8 it can be seen that the jetting vortex has a smaller

angle with respect to the ground plane (i.e. it is closer to parallel to the ground) on the

side of the wheel with the larger contact patch (left). This seems to indicate that, even

if the camber for both the numerical and experimental wheels is the same, the numerical

model of the deformed contact patch does not match the experimental one.

The survey of the near wake in close proximity with the ground, at z/D = 0.04 Fig-

ure 6.9 (top) confirms the findings of MacCarthy (2010) that, contrary to the suggestions

of Mears et al. (2004) there is no evidence of negative jetting flow but rather a region of

low velocity reverse flow. Peak velocity 20% higher than the free-stream are also reported

in the jetting vortices corroborating the results of MacCarthy (2010).

The asymmetry in contact patch side produced by the camber of the wheel changes

the angle at which the jetting vortex departs from the contact region. The side with the

largest contact region produces a larger jet, that stays closer to parallel to the ground

whereas the side with the smallest contact patch produces a smaller jet with a steeper

angle. These results are consistent with those reported by MacCarthy (2010).
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6.3.2 Total pressure wake survey.

The PIV data was recorded in three streamwise normal planes at x = 0.2[m], x = 0.3[m]

and x = 0.4[m] where the centre wheel of diameter D = 0.66[m] corresponds to x = 0[m].

Similarly to the comparison streamwise component of the velocity in planes parallel to the

ground, the total-pressure survey betrays a stronger jetting vortex for the CFD compared

to the experiment. The jetting vortex also appears higher and further away from the wheel

shoulder than in the experiment (Figure 6.11, top and middle). In the near wake station,

at x = 0.4 the jetting still appear higher than in the experiment and the experimental

wake appears taller. The averaging time of two-convective time units does most likely

explains how clearly the top vortex pair is apparent in the CFD data. Finally the wake

of the wishbone, which has not been modelled in the CFD geometry, is apparent in the

experimental data (arrow in Figure 6.11, bottom).

Because of the setup in the wind-tunnel the PIV acquisition plane was only streamwise

stations. As such there is no data reporting the evolution of the boundary layer, and in

particular the detachment of the flow as it moves around the rolling wheel. The pane

normal to the axis of rotation of the wheel (neglecting camber), show in Figure 6.12, gives

insight into the nature of the flow. The stagnation point is located in (x,y)=(0.28,0.42).

Contrary to what what previously reported by Fackrell (1974) (Fig. 4.24) the LES results

seem to indicate a much earlier breakdown of the boundary layer (i.e. nearby, or at

the stagnation point) rather than at 270◦ to 290◦ range (where the 0◦ would be at the

stagnation point). Further analysis of the boundary layer, with finer DNS resolution which

was not achieved during the course of this project due to funding limitations, would allow

for a deeper understanding of the instability mechanisms in the boundary layer. The

present results only show the breakdown is correlated with the adverse pressure gradient.

6.3.3 Summary of the isolated wheel of the MP4-17D

At this stage, the correlation between the CFD and PIV data is poor. The differences

in geometry, in particular in the region of the contact patch, have been reported to have

a large impact on the wake. For the isolated wheel this is already a challenge but for a

wheel interacting with a front-wing ,or wheel well, for a road car the minute differences

between numerical and experimental setups might lead to strong discrepancies between

results for wake surveys. Both experimental and numerical models also omit the brake

cooling assembly, suspension systems and more complex tread patterns which further

complicate the model. The discrepancies between results cannot only be explained by

differences in geometry. Additional computational resources ought to be deployed for

a grid-convergence study of the CFD results. Because of certain slow dynamics of the
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wheel wake identified in Chapter 5 it isn’t yet clear what time-horizons are required for

converged statistics of the flow.
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Figure 6.4 – Time averaged total pressure distribution CP0 downstream of the MP4-17D front-
wing at a ride-height of h/cmp = 0.48 with a moving ground plane at x = −0.3 (top), x = −0.15
(middle) and x = 0 (bottom) and Rec|MP = 2 · 105. High-fidelity LES (left), experimental
results (Pegrum, 2006) (right)
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Figure 6.5 – Time averaged total pressure distribution CP0 downstream of the MP4-17D front-
wing at a ride-height of h/cmp = 0.48 with a moving ground plane at x = 0.15 (top), x = 0.3
(middle) and x = 0.42 (bottom) and Rec|MP = 2 · 105. High-fidelity LES (left), experimental
results (Pegrum, 2006) (right)
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Figure 6.6 – isolated wheel of the MP4-17D at 4◦ camber (Pegrum, 2006)

Figure 6.7 – Instantaneous (top) streamwise velocity u distribution in a z/D = 0.04 plane with
a moving ground plane and Rec|MP = 2 · 105. LES (left), experimental results (Pegrum, 2006)
(right).
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Figure 6.8 – Time averaged velocity magnitude at y = 0.5 (left, smaller contact patch) and
y = 0.9 (right, larger contact patch) with a moving ground plane and Rec|MP = 2 · 105. LES
(left, smaller contact patch)
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Figure 6.9 – Time-averaged streamwise velocity u distribution in a z/D = 0.04, z/D = 0.19,
z/D = 0.34, plane with a moving ground plane and Rec|MP = 2 · 105. High-fidelity LES (left),
experimental results (Pegrum, 2006) (right).
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Figure 6.10 – Time-averaged streamwise velocity u distribution in a z/D = 0.49, z/D = 0.64,
z/D = 0.80, plane with a moving ground plane and Rec|MP = 2 · 105. LES (left), experimental
results (Pegrum, 2006) (right).
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Figure 6.11 – Time averaged total-pressure CP0 distribution in planes at y = 0.2 (top), y = 0.3
(middle) and y = 0.5 (bottom) with a moving ground plane and Rec|MP = 2 · 105. LES (left),
experimental results (Pegrum, 2006) (right).



136 CHAPTER 6. MCLAREN MP4-17D FRONT-SECTION

Figure 6.12 – Time averaged total-pressure CP0 distribution in planes at y = −0.7
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6.4 MP4-17D front section.

This section compares the results from a LES of the front-wing and wheel assembly,

referred to as the MP4-17D front-section. The wake produced by the front-wing and

its interaction with the rolling wheel about the moving ground-plane is compared with

experimental data. Iso-vorticity fields from the LES are compared to the experimental

PIV results from Pegrum (2006). The geometry, in .stp format, the instantaneous flow

field as well as the time-averaged flow field and the Nektar++ session file are openly

available upon request to the author.

Motivation This test case is particularly pertinent to the modelling and furthering of

Formula 1 aerodynamics. The ultimate aim for the McLaren is to improve the design pro-

cess that relies on numerical modelling of the flow in view of bettering the performance

of the car on the track. Even though this front-wing geometry differs significantly from

a 2018 front-wing, the challenges posed by the flow-physics are the same. Namely the

sensitivity of the vortex generation on the footplate, endplate and canard to the diffu-

sion and dispersion errors and the pressure induced separation at the top of the wheel.

Even-though the number of vortex generating elements, most of which are low-aspect

wings has increased significantly over the past 15 years the inherent challenges remain the

same which is why this test case is pertinent to contemporary Formula 1 design. As the

improvement in street-legal vehicles aerodynamics plateaus because of practical consider-

ations (streamlining a sedan is limited by volume of the cabin, etc) focus is increasing on

the internal and under-body flows both of which interact strongly with the rolling wheel.

IN this context too, accurate modelling of the interaction between the vortices produced

by the bumper, engine bay cooling, suspension system and wheel well is paramount for

devising drag reduction in these regions of the car flow.

As such we propose this MP4-17D geometry as test case complementing the Ahmed

body for improving the modelling methods for regions of the flow about a car where

vortices interact with the rolling wheel.

From a purely numerical perspective this test case is also complex enough in terms

of geometry and flow physics yet not overly complex (because of the limited number of

elements on the front-wing). Building on the work of Vermeire et al. (2017) we believe

this test case allows for a comparison of cost for the relative methods. In particular this

test case will be proposed for the high-order workshop as a means of assessing both the

technological readiness of high-order methods but also a comparison in terms of both

correlation with experiment and cost with the incumbent lower-order methods.
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Computational setup and cost The 5th order accurate in space and second order

accurate in time computation on the mesh consisting of 1.5 · 106 prisms and 4.3 · 106

tetrahedra required 8h per convective time-unit tc|MP = cMP/U∞, based on the chord of

the main-plane, on 7680 mpi ranks on ARCHER. Both the mesh and the initial condition

are available upon request.

6.4.1 Vorticity field

Despite the simulation requiring longer time acquisition, the vorticity fields associated to

the structures identified in the experimental investigation seem to confirm the vortices

are not well defined but rather seem to consist in the rollup of a large number of smaller

structures as can be seen the three views comparing numerical and experimental results

(Figs ??) . Similarly to the experiment the four main vortical structures cannot be tracked

downstream of the wheel (i.e. for x > 0.4). Increasing the resolution the resolution of the

LES is required to assess the sensitivity of the solution to the mesh.

Figure 6.13 – Time-averaged iso-vorticity contours (ωxD/U∞ = 8) for the MP4-17D front-
section at Rec|MP = Rexp with a ride-height of h/cmp = 0.48 with a moving ground plane.
Rear-view LES (left), experimental results (Pegrum, 2006) (right).

6.5 Chapter conclusion and outlook

Despite adequately capturing the number of main vortices, their formation, strength, lo-

cation as well as stability over the front-wing, the wake of the front-wing, in the region
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Figure 6.14 – Time-averaged iso-vorticity contours (ωxD/U∞ = 8) for the MP4-17D front-
section at Rec|MP = Rexp with a ride-height of h/cmp = 0.48 with a moving ground plane. Side
view LES (left), experimental results (Pegrum, 2006) (right).

Figure 6.15 – Time-averaged iso-vorticity contours (ωxD/U∞ = 8) for the MP4-17D front-
section at Rec|MP = Rexp with a ride-height of h/cmp = 0.48 with a moving ground plane. Top
view LES (left), experimental results (Pegrum, 2006) (right).

of the gurney flap, still does not correlate to the experimental results of Pegrum (2006).

Qualitatively though, these results may be acceptable depending on the accuracy require-

ments. Contrary to the work horses of Formula One CFD that has become DES the

more expensive LES alternative proposes is only attractive it is matched by a comparable

improvement in correlation with experiment.

The wake of the wheel is not satisfactorily modelled either. The topology of the jetting

vortices seem to indicate the geometric modelling of the contact region in the CFD does

not correspond to the one that resulted from the experimental setup. Because of the

coupling of the bottom and top parts of the wheel wake this discrepancy most likely

contributes to the poor correlation with experimental data for the wake at x = 0.4 that

is taller in the experiment.
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Because these computations require tremendous resources relative to that available a

rigorous mesh convergence study remains the first objective of future studies. Once this

is achieved, it would be interesting to continue gaining a deeper understanding of the

flow on the wing itself and how it affects the near wake studied. In particular it would

be interesting to identify the source of the unsteadiness on the wing reported during the

experiment.

Once these objectives have been achieved for the isolated front-wing and wheel, a

study of the front-section (Figure 6.13) should be envisaged and numerical results should

be compared with experiment as well as state of the art RANS and DES. It would also

be interesting to see if the four vortices produced by the front-wing remain coherent, or

burst, as they pass the rolling wheel and how they interact with the wake of the wheel.

Pegrum (2006), MacCarthy (2010) both report these vortices seem to burst or merge

with the wheel wake by x = 0.5 (in the reference frame of Pegrum (2006)). Because the

experimental results were ensemble averaged (time-averaged and then averaged between

experiments) it might be that these vortices do no burst or merge but meander more

strongly. The averaging then blurs the signature of these vortices as they are drawn into

the highly unsteady wake of the wheel.
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Conclusion and Outlook

To do something well is so worthwhile

that to die trying to do it better

cannot be foolhardy. It would be a

waste of life to do nothing with one’s

ability, for I feel that life is measured

in achievement, not in years alone.

Bruce McLaren

The motivation of this project was first to demonstrate that Nektar++ was capable

of meshing and resolving LES on a simplified Formula One front-section and second to

continue developing a further understanding of the flow around a rolling wheel and front-

wing. Experimental techniques have evolved considerably between the seminal work of

Fackrell (1974) and the two most significant recent studies carried out by Pegrum (2006)

and MacCarthy (2010). Comparatively state-of-the-art CFD methods have not benefited

from the same rate of innovation mostly relying on models that were first tested for

automotive flows in the late 90’s. The development of the higher fidelity LES based on

the spectral/hp element method aimed to address this shortcoming.

The study of the isolated wingtip, reported in Chapter 4, shows that this method

produced better than previously reported correlation with experimental data as well as

further insight into the nature of the wingtip vortex. In particular, the numerical results

explained the presence of a kink in the trajectory of the vortex resulting from a secondary

counter-rotating vortex (Figure 4.5).

To investigate the underlying flow physics associated with a rolling wheel wake and

considering the high computational demands of this case even at lower Reynolds numbers

we investigated the flow past a wheel at ReD = 1000. At this Reynolds number a DNS

was performed over one hundred convective time-units. This large data-set was then

analysed to associate the flow structures associated to the strongest peaks in the PSD of
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the force coefficients acting on the wheel surface. The total shear associated to each of

these structures was computed and interpolated onto the surface of the wheel to identify

the regions where the structure associated to a given frequency produced the strongest

total shear. The spanwise symmetry breaking mode was identified as the meandering of

secondary vortices that develop on the top rear quadrant of the wheel a reaction to the

shedding hairpin vortices.

Finally the flow around the McLaren MP4-17D front-section, studied experimentally

by Pegrum (2006) was investigated. Despite good general qualitative correlation with

experiment the numerical results showed large discrepancies in terms of the reverse flow

in the immediate wake of the isolated wheel. The isolated front-wing was also investigated

numerically and good agreement in terms of total pressure distribution and location of

the four main vortices identified by Pegrum (2006) is found. Downstream of the wing,

at x = 0.42, the main and endplate (or top) vortex seem to be closer to merging than in

the experiment. The next obvious step for understanding these discrepancies will be to

study the sensitivity of these results to mesh refinement. An effort should also be made

towards longer time-averaging closer to the time-horizons used during the experiment.

With the progress of computational facilities, the next step for these types of investi-

gations is to :

1. identify the dominant flow structures and their dynamics for an isolated idealised

wheel at practical Reynolds numbers (ReD = O(105)).

2. report with greater detail the interaction between the front-wing vortices between

the wing and the wheel as well as immediately downstream of the wheel where

averaged experimental results could not resolve them,

3. finally both these cases should be compared against state of the art RANS, DES

and Lattice-Boltzman to assess if the increased cost associated to high-fidelity LES

comparatively increases correlation with experiment.

Nektar++ should continue to be developed towards deployment on exa-scale facilities

and the entire workflow, from meshing to post-processing, should be improved for it to be

considered for integration into an industrial design workflow. A good challenge would be

to resolve the flow on more recent Formula One, such as the McLaren MP4-29 (Figure 7.1),

front-half to see the interaction of the y250 vortex with the wheel wake and the side-pods.

The over-arching conclusion of this project is that high-order methods are now ready

for meshing and computing the flow over complex geometries pertinent to Formula 1

design. For flows where the detachment and/or roll-up of vortices occurs over regions of

smooth curvature high-order method offer better correlation with experiment than low-

order methods. Rigorous mesh independence should be carried out to verify these claims
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for the rounded wing-tip and the rounded delta-wing (not reported here). Motivated by

access to this flow physics efforts should the next step towards integration of high-order

methods in industrial settings should revolve around optimising the efficiency of the solver,

particularly on larger computing facilities.

Figure 7.1 – Onwards and upwards, towards high-fidelity modelling of the McLaren MP4-29
(Sutton, 2014)
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Babuška, Ivo & Suri, Manil 1994 The p and h-p versions of the finite element method,

basic principles and properties. SIAM Rev. 36 (4), 578–632.

Ballaban, Michael 2017 http://jalopnik.com/the-sleek-streamliners-that-broke-

records-and-served-ev-1538151482.

Bao, Y, Palacios, R, Graham, JMR & Sherwin, SJ 2016 Generalized thick strip

modelling for vortex-induced vibration of long flexible cylinders. Journal of Computa-

tional Physics .

Bareford, Michael, Johnson, Nick & Weiland, Michèle 2016 On the trade-offs
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performance assessment of bmw validation models using computational fluid dynamics.

In SAE Technical Paper . SAE International.

Karamanos, G.-S. & Karniadakis, G. E. 2000 A spectral vanishing viscosity method

for large-eddy simulations. J. Comput. Phys. 163 (1), 22–50.

Karniadakis, G. & Sherwin, S. 2005 Spectral/hp Element Methods for Computational

Fluid Dynamics , 2nd edn. Oxford University Press.

Karniadakis, G. E. 1990 Spectral element&mdash;fourier methods for incompressible

turbulent flows. Comput. Methods Appl. Mech. Eng. 80 (1-3), 367–380.

https://spiral.imperial.ac.uk/bitstream/10044/1/31875/3/Jordi-B-2016-PhD-Thesis.pdf


154 BIBLIOGRAPHY

Karniadakis, G. E., Israeli, M. & A., Orszag S. 1991 High-order splitting meth-

ods for the incompressible navier-stokes equations. Journal of Computational Physics

97 (2), 414 – 443.

Katz, Joseph & Dykstra, Lee 1994 Application of computational methods to the

aerodynamic development of a prototype race car. In SAE Technical Paper . SAE In-

ternational.

Katz, Joseph & Garcia, Darwin 2002 Aerodynamic effects of indy car components.

In SAE Technical Paper . SAE International.

Kellar, Pearse & Savill 1999a Formula 1 car wheel aerodynamics. Sports Engineer-

ing 2 (4), 203–212.

Kellar, W. P., Savill, A. M. & Dawes, W. N. 1999b Integrated CAD/CFD visual-

isation of a generic formula 1 car front wheel flowfield , pp. 90–98. Berlin, Heidelberg:

Springer Berlin Heidelberg.

Khoury, George K. EL, Andersson, Helge I. & Pettersen, Bjoornar 2010

Crossflow past a prolate spheroid at reynolds number of 10000. Journal of Fluid Me-

chanics 659, 365–374.

Kirby, Robert M. & Karniadakis, George Em 2002 Coarse resolution turbulence

simulations with spectral vanishing viscosity—large-eddy simulations (svv-les). Journal

of Fluids Engineering 124 (4), 886–891.

Kirby, Robert M. & Sherwin, Spencer J. 2006 Stabilisation of spectral/hp element

methods through spectral vanishing viscosity: Application to fluid mechanics modelling.

Computer Methods in Applied Mechanics and Engineering 195 (23–24), 3128 – 3144,

incompressible {CFD}.

Kothalawala, TD & Gatto, A 2016 Computational investigation into the influence

of yaw on the aerodynamics of an isolated wheel in free air. International Journal of

Computational Science and Engineering 13 (4), 333–345.
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Moura, R.C., Sherwin, S.J. & Peiró, J. 2015 Linear dispersion-diffusion analy-

sis and its application to under-resolved turbulence simulations using discontinuous

galerkin spectral/hp methods. Journal of Computational Physics .
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order curvilinear meshing using a thermo-elastic analogy. Comput. Aided Design 72,

130–139.

Moxey, D., Green, M. D., Sherwin, S. J. & Peiró, J. 2015a An isoparametric ap-
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