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Abstract
The subject of this thesis is quasars with redshifts greater than seven. We first consider the z = 7.084 quasar ULAS J1120+0641, the most distant quasar discovered to
date. We combine new and existing photometric observations of the source to create
the multiwavelength SED for ULAS J1120+0641. We measure a bolometric luminosity
Lbol = 2.6 ± 0.6 × 1047 erg s−1 for the source, and estimate a star formation rate in the range
60 - 270 M yr−1 from the [Cii] line luminosity and the 158 µm continuum luminosity. We
find that at the time observed the black hole was growing in mass more than 100 times
faster than the stellar bulge, relative to the mass ratio measured in the local Universe.
We present a deep X-shooter spectrum of the Lyman series forest towards ULAS
J1120+0641. We detect seven narrow flux transmission spikes in the Lyα forest. We
consider the possible detection of a 4.5σ spike in the Lyβ forest. We also present revised
Hubble Space Telescope F814W photometry of the source, paying close attention to the
issue of charge transfer efficiency losses. We combine the observations to constrain the
evolution of the Lyα effective optical depth (τeGPf f ) with redshift. We find τeGPf f ∝ (1 + z)ξ
where ξ = 11.2+0.4
−0.6 , for z > 5.5. The data can only weakly constrain the hydrogen IGM
neutral fraction at z ∼ 6.5, xH i > 10−4 , similar to limits at redshift z ∼ 6. We discuss
difficulties associated with extending Lyα forest analyses to redshifts much greater than
six.
The second half of the thesis begins a search for z & 8 quasars in the UKIDSS Large
Area Survey and VIKING. We extend existing Bayesian model comparison techniques
to higher redshifts. We assess the plausibility of such a search by simulating realistically
sized populations of contaminating galactic L and T dwarf stars, and elliptical galaxies.
We also assess the quasar selection function in both surveys. We predict ∼ 2 quasars will
be detectable across the two surveys, although the redshift evolution of the luminosity
function is uncertain.
Finally, we begin the search for z ∼ 8 quasar candidates using VIKING list-driven
photometry, using ∼ 25 deg2 of sky. We use cuts including morphological information to
reduce an initial sample of ∼ 1.1 × 106 objects to ∼ 8, 000. Applying our Bayesian model
comparison technique to the remaining sources, we find two candidates with Pq > 0.1,
both of which are quickly ruled out as real quasars. We are nevertheless encouraged to
find zero candidates for follow-up observations, as the implied number of good candidates
will be manageable over the full area of VIKING.
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Chapter 1
Introduction
The formation of the first emitting sources in the Universe brought an end to the so-called
cosmological dark ages and triggered the epoch of reionization. Quasars are the most
luminous non-transient sources in existence, and visible to high redshifts they are crucial
probes of this milestone in cosmic history. In this thesis we present new photometric and
spectroscopic observations of the redshift z = 7.084 quasar ULAS J1120+0641 (Mortlock
et al. 2011), the most distant quasar known, with a view to investigating both the source
itself, as well as properties of the IGM along the line of sight to the quasar. We also lay
the foundations for searches for z > 8 quasars, extending the Bayesian model comparison techniques formulated by Mortlock et al. (2012) and selecting high redshift quasar
candidates for further observation. Throughout this thesis we have adopted a concordance
cosmology with H0 = 70 km s−1 Mpc−1 , Ωm = 0.3, and ΩΛ = 0.7. Magnitudes are assumed
to be on the Vega system unless otherwise stated.

1.1

The Epoch of Reionization

The earliest and most distant radiation that can be observed in the Universe originates
from the cosmic microwave background (CMB). Following the formation of baryons and
leptons the Universe was an ionized plasma, opaque to photons as a result of Thomson
scattering. However, by some 380,000 years after the Big Bang, the adiabatic expansion
of the Universe had cooled the primordial plasma to the point that the recombination
of neutral hydrogen became dominant. As the proportion of neutral hydrogen began to
outweigh that of free electrons, photons decoupled from matter, and for the first time could
travel without being scattered. Observed at a redshift of z ∼ 1100, the CMB represents
the surface of last scattering and is the signature of the first major phase transition of gas
in the Universe.
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Shortly after the discovery of the CMB, Gunn & Peterson (1965) noted the lack of
Lyman α (Lyα) absorption in the spectra of quasars out to a redshift of z . 2, including
the highest redshift object known at the time, the z = 2.01 quasar 3C 9 (Schmidt 1965).
Gunn & Peterson were able to demonstrate an extremely low neutral hydrogen fraction
Hi
< 10−5 ) in the intergalactic medium (IGM; see §1.3.1.1) local to the source.
(xH i ≡ nH ni +n
H ii
The implication of their result is a second phase transition of gas in the Universe: an epoch
of reionization, which resulted in the pervading highly ionized IGM that we observe today.
An understanding of when reionization took place provides us with an unequivocal milestone in cosmic history, placing important constraints on cosmological models
of structure formation. A highly simplified model of the epoch of reionization can be
imagined as early sources – dwarf galaxies and quasars – emitting UV radiation energetic
enough to ionize the neutral hydrogen that immediately surrounds them. Over time, the
resulting H ii bubbles grow and overlap, resulting in multiple lines of sight to sources,
and yielding an IGM in which all but the densest clusters of neutral hydrogen have been
reionized. While in reality the picture is much more complex, the best constraints on the
reionization epoch will come from observations of the earliest sources, and the neutral
hydrogen that surrounds them. However, it is only following the advent of experiments
such as the Sloan Digital Sky Survey (York et al. 2000) that we have begun to see direct
observational evidence for a neutral IGM at high redshifts (e.g. Fan et al. 2001a; 2006a).
As the main topic of this thesis, we now describe high redshift quasars in more depth.
We pay particular attention to their spectral energy distributions, and explore the various
ways in which quasar spectra can be used to constrain the reionization epoch.

1.2
1.2.1

Quasars
Discovery and structure

The first quasi-stellar radio objects, or quasars, were identified as part of the 3rd Cambridge (3C) catalogue (Edge et al. 1959), which was based on observations at 158 MHz.
A stellar optical counterpart was soon discovered for the radio source 3C 273 (Hazard
et al. 1963). While radio sources with star-like optical counterparts had been identified
previously – 3C 48 being the first (Matthews & Sandage 1963) – the nature of these objects was not understood as their spectra were unlike those of known stars. The fact that
these stellar sources were highly luminous objects at cosmological distances was not appreciated until Schmidt (1963) reported an unusually large redshift (z = 0.158) for 3C
273.
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There followed a concerted theoretical effort to explain the nature of quasars (e.g.
Salpeter 1964; Lynden-Bell 1969; Lynden-Bell & Rees 1971). The compelling emerging
picture was that quasars are extremely luminous examples of active galactic nuclei, or
AGN, and are powered by accretion onto supermassive black holes (e.g. Rees 1984). The
more recent acceptance that the majority of bulge-dominated galaxies harbour a supermassive black hole (SMBH) at their centres lent credibility to the idea that AGN could be
powered in such a fashion (Kormendy & Richstone 1995). Typically the central black hole
is passive, but disruptive events such as mergers can trigger the supply of large quantities
of gas. As the infalling gas spirals towards the black hole it heats up, with rotational energy being dissipated through viscosity. The consequent accretion of gas onto the central
black hole results in a luminous quasar, with typically ∼ 10% of the mass of the accreting
gas released as energy during the process (e.g. Hopkins et al. 2006; Loeb 2013).
Quasars can be empirically subdivided into two types. Type 1 AGN exhibit both
broad and narrow emission lines in their spectra, while Type 2 AGN lack the former
(Khachikian & Weedman 1974). Polarization results from Antonucci & Miller (1985)
revealed a hidden broad line region (BLR) in the Type 2 Seyfert galaxy (a fainter subclass
of AGN) NGC 1068. The implication is that rather than intrinsically different entities,
quasars of different types are merely observed at different inclinations to our line of sight.
A key addition to AGN structure which could reconcile the two types in this way is a
toroidal structure of individually optically thick clouds surrounding the central black hole
and accretion disk (e.g. Krolik & Begelman 1988). Such a cloud provides anisotropic obscuration of the central region, rendering the BLR invisible if we were to observe the AGN
edge-on. However, one might ask why the AGN continuum should still be visible if the
torus is optically thick, as the central engine would also be obscured. The key ingredient
is a “scattering medium” that lies along the poles of the torus. This obscuration/scattering
model has been well supported by observations of NGC 1068 (Antonucci & Miller 1985;
Code et al. 1993; Antonucci et al. 1994). Code et al. (1993) found the polarization had no
wavelength dependence and proposed that the scattering medium could be free electrons
lying outside of the plane of the torus. This concerted observational effort showed that at
least some Type 2 AGN are intrinsically Type 1.
A single unified scheme for AGN structure was presented by Urry & Padovani (1995)
and is shown in Figure 1.1. A luminous accretion disk surrounds the central black hole.
Clouds of gas orbit the central engine, resulting in broad emission lines which may be
obscured from transverse lines of sight by a clumpy torus of optically thick clouds of dust
and gas. Narrow emission lines result from gas clouds which lie much further from the
central black hole and have significantly lower velocities; consequently the only significant broadening of the lines is thermal in nature. The intervening space is filled with
16
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Figure 1.1: Unified AGN structure presented by Urry & Padovani (1995). Key features
to note are the central black hole and accretion disk, broad and narrow line regions,
pervading clouds of polarising free electrons, the optically thick dusty torus and radio
jets.

free electrons that can scatter continuum and broad line emission into different lines of
sight. A quasar can also exhibit radio jets which can exceed the size of the host galaxy;
however, only 10 - 20% of quasars are radio loud (e.g. Kellermann et al. 1989; Urry &
Padovani 1995).

1.2.2

Quasar SEDs

The determination of a unified quasar structure was the result of careful interpretation
of observations at a wide range of wavelengths. A spectral energy distribution (SED)
is a plot of source flux or luminosity density as a function of wavelength or frequency
and is used to characterize astronomical sources. A typical single measurement of an
object measures a monochromatic luminosity, Lλ . However, theoretical quasar models
typically make predictions based on the integrated area under the SED, commonly called
the bolometric luminosity, Lbol (e.g. Hopkins et al. 2006). Consequently there is interest
in determining an “average” SED, and hence bolometric corrections which allow a direct
conversion between a measurement of Lλ at a single wavelength, and Lbol (Elvis et al.
1994; Richards et al. 2006; Krawczyk et al. 2013). More generally, fitting physically
motivated components to the shape of an SED can give clues to the physical processes
taking place in the quasar and host galaxy.
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Figure 1.2: Mean quasar energy distribution reproduced from Elvis et al. (1994). The
two plots are composed of data from 29 radio-quiet quasars (black solid line) and 18
radio-loud quasars (red dotted line). The plot has been normalized at 1.25 µm. Spectral
regions with limited data are omitted.

A number of works on quasar SEDs first began to appear in the second half of the
1980s, which tended to focus on specific regions of the electromagnetic spectrum using
small samples of sources. For example, Edelson & Malkan (1986) studied the energy
distributions for 29 AGN between 0.1 - 100 µm. Elvis et al. (1994) was a seminal work
which established the first large atlas of 47 quasar SEDs. Combining then state of the
art data from the Infrared Astronomical Satellite (IRAS; Neugebauer et al. 1984) for midto far-infrared, the International Ultraviolet Explorer (IUE; Boggess et al. 1978) in the
UV, and the Einstein Observatory (Giacconi et al. 1979) for X-rays, with existing data
at other wavelengths, Elvis et al. produced SEDs across the electromagnetic spectrum.
The median SEDs for radio-loud and radio-quiet sources are presented in Figure 1.2.
The work also characterized the sometimes substantial variations in quasar SEDs (the
90% range of SEDs spans an order of magnitude at most frequencies) and determined
meaningful bolometric corrections for the first time.
While the Elvis sample has become something of a standard reference, it is not without its limitations. The main shortcomings are the small sample size (by modern standards), and the lack of data redwards of 100 µm. The sample is biased towards strong
X-ray sources, as it is entirely selected from Einstein detections. There is also likely to
be scatter in the bolometric correction estimates due to natural quasar variability, as the
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Figure 1.3: Schematic showing the four components used to fit infrared SEDs, taken
from Leipski et al. (2014). In this particular example the observed photometric points are
for the z = 5.03 quasar QSO J1204-0021.

observations were not taken simultaneously. Nevertheless, the median quasar SED from
Elvis et al. (1994) has been found to be a robust description of Type 1 quasars, and many
papers have since sought to improve upon it (e.g. Richards et al. 2006; Shang et al. 2011;
Krawczyk et al. 2013).
Compiling multiwavelength measurements of quasars is by no means an easy task.
Since no telescope can observe at every wavelength, a range of ground- and space-based
observing facilities must be used. While quasar SEDs are fairly flat over decades of
wavelength (as seen in Figure 1.2), different telescopes have different sensitivities and so
an object that was easily observed at one wavelength may be very hard to detect at another.
The intrinsic variability of quasars complicates matters further. Given that the flux from a
quasar at a given wavelength can change dramatically on a timescale of a couple of years
(e.g. MacLeod et al. 2016), it is obviously desirable to take flux measurements as close
to simultaneously as possible. However, the logistics of coordinating telescope time for
such a task are arduous.
1.2.2.1

SEDs of high redshift quasars

While multi-wavelength mean SEDs have provided a wealth of information about the
nature of quasars, further understanding has come from a variety of detailed investigations of specific regions within the electromagnetic spectrum. Most quasars are strong
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infrared emitters, and on average, infrared emission accounts for approximately 30% of
the bolometric luminosity of a quasar (Sanders et al. 1989).
Sanders et al. (1989) argued that restframe quasar SEDs have a relatively consistent
shape, and are crudely fit by two thermal components between 10 nm and 1 mm. At ∼
10 nm - 0.3 µm, the SED is dominated by 105 - 106 K thermal emission from the accretion
disk that surrounds the black hole: a feature named the “big blue bump”. A smaller
“infrared bump” peaking between 10 - 100 µm results from re-radiation by dust which is
heated by the accretion disk. At high redshifts (z & 5 − 6), it becomes impossible to make
meaningful measurements of the SED at UV wavelengths (. 0.1 µm restframe) due to
absorption of flux by neutral hydrogen along the line of sight (§1.3). However, state of
the art far-infrared and sub-mm instruments have allowed us to explore longer-wavelength
emission from high redshift quasars for the first time.
The shape of the infrared SED is somewhat more complex than the simple model
of Sanders et al. (1989), and several components have been proposed in order to fully
explain it. Leipski et al. (2013; 2014) present SEDs of 69 quasars at redshifts of z > 5,
using new observations from Spitzer and Herschel to complement SDSS and UKIDSS
data. The data spanned rest-frame wavelengths between 0.1 - 80 µm. They then attempt
four-component fits to these SEDs, an example of which is shown in Figure 1.3. The four
components are as follows:
(i) A power law representing the tail of the optical/UV regime.
(ii) A black body of T ∼ 1300K, which peaks in the near-infrared and may be interpreted as an indicator of hot graphite dust near the accretion disk at or around its
sublimation temperature. Leipski et al. (2013; 2014) claim such a component is
empirically motivated, finding a better fit to observed photometry when the black
body is included.
(iii) A model to account for the clumpy, optically thick torus that surrounds and obscures the central black hole and accretion disk. Leipski et al. (2013) use models
from Hönig & Kishimoto (2010). Models are available for a range of torus parameters and viewing angles; however the only free parameter for a given model
is the normalization (see Chapter 2). The dusty torus dominates emission in the
mid-infrared.
(iv) A low-temperature modified black body in the far-infrared which is interpreted as
being powered by star formation in the host galaxy. The flux density from a modi-
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fied blackbody is given by
Fν ∝ ν3+β ·

1

, or
−1
1
1
Fλ ∝ 5+β · hc/λkT
,
λ
e
−1
ehν/kT

(1.1a)
(1.1b)

where β is an emissivity index. Many works including Leipski et al. (2013; 2014)
fix β to a value of 1.6 (Beelen et al. 2006), leaving the temperature and scaling as
free parameters. Beelen et al. (2006) found typical temperature values of 47 K from
lower redshift quasars; Leipski et al. report a comparable value at z > 5 with a
spread of ∼ 20 K.
It is arguable that it is not appropriate to fit such a complex combination of components to the data, especially considering some of the models are constrained by a single
photometric point. However, Leipski et al. (2013; 2014) have sought to use physically
motivated models that appear to fit the observations fairly well. Consequently, they are
able to make reasonable estimates of conditions in and around the quasar, for example
calculating dust mass and star formation rates in the host galaxy.
1.2.2.2

The black hole problem

The discovery of z > 6 quasars powered by 108 - 10 M SMBHs (e.g. Fan et al. 2001a;
Mortlock et al. 2011; Wu et al. 2015) poses serious challenges to our understanding of
black hole formation and growth. Put simply, how is it possible that a SMBH could
accumulate such a mass so quickly?
The “standard” model of SMBH growth may be summarised as Eddington-limited
growth onto stellar-mass seed black holes (e.g. Volonteri 2010). A black hole with mass
M accreting at a rate Ṁacc will trigger the release of a significant fraction of the rest mass
energy of the gas. The observed accretion luminosity L is given by
L = η Ṁacc c2 ,

(1.2)

where η is the efficiency at which accreting gas rest mass energy is converted to radiation.
The released radiation exerts pressure on the in-falling gas, which has the potential to
inhibit accretion onto the black hole if it outweighs the gravitational force acting on the
gas. To calculate the outwards radiative force we start with the radiation pressure at
distance R:
L 1
.
(1.3)
Prad =
c 4πR2
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Given that pressure is simply force per unit area, the radiation force acting on the cloud is
Frad = Prad κm, where κ is the opacity, or cross-sectional area per unit mass.
We now introduce the Eddington luminosity LEdd , the maximum luminosity possible
when the gravitational force acting on in-falling material is balanced by outwards radiation pressure from the source under the assumption of spherical symmetry. That is to
say
Lκm
GMm
=
.
(1.4)
2
R
4πR2 c
We further assume that the accreting material is mostly ionized hydrogen, and that the
opacity originates entirely from Thomson scattering. Under these approximations, protons dominate the mass of the cloud, but the cross-section σT ∝ m−2 and so comes almost
exclusively from radiation pressure felt by the electrons, i.e., σT ≡ σT,e− . In such a
scenario we can simply write κ = σT /m p and hence
LEdd

!
4πGMm p c
4 M
' 3.2 × 10
L .
=
σT
M

(1.5)

The Eddington ratio λEdd is a further useful quantity that represents the accretion rate of
a source, in units of the maximum accretion rate, i.e., λEdd = L/LEdd . Eddington-limited
growth implies λEdd ≤ 1; hence there is an upper limit that Ṁacc ≤ LEdd/ηc2 .
For our observed source with mass M, gas rest mass energy that is not converted to
radiation simply increases the mass of the black hole, i.e., Ṁ = (1 − η) Ṁacc . Writing the
luminosity of the source as L = λEdd LEdd , we can say
Ṁ =

4πGm p
1 − η λEdd LEdd 1 − η
λ
M,
=
Edd
η
c2
η
σT c

(1.6)

where we have substituted Ṁacc from Equation 1.2. The solution to this differential equa 
tion is M = M0 exp tte where, evaluating constants,
te =

η
1
4.5 × 108 yr.
1 − η λEdd

(1.7)

te is the e-folding timescale (Salpeter 1964), an important parameter for the growth of
SMBHs, equal to 50 Myr assuming a radiative efficiency of η = 10% and λEdd = 1.
The final piece of information that we need to assess the achievable size of a SMBH
is the timescale available for SMBH growth, tg . This is straightforward to calculate for a
given cosmology, and is simply the difference between the lookback times of the redshifts
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of formation and observation (e.g. Hogg 1999):
tg = t H

Z

zform

zobs

Here tH is the Hubble time (≡

1
),
H0

E(z) =

dz0
.
(1 + z0 ) E(z0 )

(1.8)

and E(z) is the Hubble parameter defined as

p
ΩM (1 + z)3 + Ωk (1 + z)2 + ΩΛ .

(1.9)

The first stars (Population III, or Pop III) are thought to have formed out of pristine
neutral hydrogen at around z ∼ 25 - 30, ∼ 100 Myr after the Big Bang. Pop III stars were
likely massive, and could typically leave a black hole seed of ∼ 100M (e.g. Volonteri
2010; Loeb 2013). The most extreme constraints on SMBH growth to date come from
the 2.0 × 109 M SMBH (z = 7.084, ∼ 740 Myr post Big Bang) SMBH discovered by
Mortlock et al. (2011), and the 1.2 × 1010 M SMBH (z = 6.30, ∼ 860 Myr post Big
Bang) discovered by Wu et al. (2015). Starting from a 100 M seed at 100 Myr after the
Big Bang, the respective values of tg for the Mortlock (Wu) SMBHs are 640 (760) Myr,
permitting a maximum of 12.8 (15.2) e-foldings. The seed can therefore only grow to
∼ 4 × 107(8) M , a factor of 50 (30) too low. Proponents of the Pop III seed dynamic
typically invoke super- or even hyper-Eddington accretion (which could be possible in
the non-spherical accretion/outflow scenario presented by AGN) to reach the required
masses (e.g. Ohsuga et al. 2005; Jiang et al. 2014; Inayoshi et al. 2016; Sakurai et al.
2016).
The severe mass discrepancy has meanwhile led many authors to investigate alternative scenarios, generally considering the direct collapse of black hole seeds of up to
105 M , possibly from a supermassive star (e.g. Bromm & Loeb 2003; Lodato & Natarajan 2006; Begelman et al. 2006; Volonteri et al. 2007; Johnson et al. 2012; Ferrara et al.
2014). ∼ 105 M seeds can become SMBHs even through sub-Eddington growth, and
so the time constraints on the Pop III growth channel become less problematic, although
subsequent growth still needs to be rapid (Tanaka 2014).
Quasar SEDs can provide useful hints regarding the growth of the supermassive black
hole. Integrating the full SED, or determining meaningful bolometric corrections allows
one to constrain the total luminosity of a source. Lbol can then readily be compared to
LEdd , which can be estimated from the SMBH mass. The resulting value of λEdd can
provide evidence of sub- or super-Eddington accretion, which can ultimately lend weight
to a given channel of SMBH growth.
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Quasars as probes of the reionization epoch

Light from the most distant quasars was emitted when the Universe was less than a billion
years old and is an important source of information about the epoch of reionization. However, sources that are suitable for study are very rare. Quasar number density is known
to peak at z ∼ 3, but falls dramatically at earlier times (e.g. Warren et al. 1994; Fan et al.
2001a; Willott et al. 2010a). Despite their scarcity, some of the best constraints on reionization so far have come from observations of quasars, since they are luminous enough
to allow high-resolution spectra to be taken with existing ground-based instruments (e.g.
White et al. 2003).
To put observations of quasar spectra into context, it is helpful to briefly describe
the prevailing view of the reionization process. Here we draw on reviews and texts by
Fan et al. (2006b); Meiksin (2009); Loeb (2013) and Becker et al. (2015b). Assuming
UV photons from the first stars and AGN are the main drivers of reionization, the ionization state of hydrogen in the IGM is determined by the ionizing ultraviolet background
(UVB). The UVB comprises high energy photons from these initial sources, but neutral
gas structures set an average attenuation scale for this radiation, labelled the mean free
path, λmfp (e.g. Haardt & Madau 2012).
It is thought that the IGM resembles a two-phase medium at high redshifts. During
the initial “pre-overlap” phase (using terminology popularised by Gnedin 2000), individual sources turn on and ionize their surroundings. Sources are confined to their Strömgen
spheres, which grow slowly: the first galaxies and AGN form in massive haloes, located in
the highest-density regions of the early Universe. Thus the ionizing photons must travel
through regions of the IGM where the density of neutral gas is also high. Eventually,
however, the ionization fronts emerge from high-density regions and are able to propagate more easily through lower-density voids. It is important to note that there is some
residual neutral hydrogen within Strömgen spheres, resulting in very inhomogeneous ionizing intensities and λmfp even within H ii regions.
The first sources are highly clustered, and it is not long before individual H ii regions
join together, leading to the relatively rapid “overlap” phase of reionization. When two
bubbles join, any point in their shared boundary becomes exposed to ionizing radiation
from both sources. The UVB rises quickly during overlap, and H ii regions grow more
quickly. λmfp also increases while the residual neutral fraction shrinks. Traces of H i in
these ionized regions are ultimately observed as the Lyα forest at z . 6. By the end of
the overlap stage, most regions in the IGM have direct lines of sight to multiple ionizing
sources. The net result is a larger and more homogeneous ionizing intensity throughout
the IGM.
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In addition to the now highly ionized, diffuse gas, some predominantly neutral, selfshielded clumps (Lyman limit systems and damped Lyman alpha systems; respectively
LLSs and DLAs) exist in the post-reionization IGM (Furlanetto & Oh 2005; Gnedin &
Fan 2006; Choudhury et al. 2009; Sobacchi & Mesinger 2014). Such regions have a
high recombination rate, and absorb any incident ionizing photons. By the late stages
of overlap, the ionized H ii regions are so large that photons are more likely to strike
these dense systems than reach the edge of a bubble. This final “post-overlap” stage of
reionization has slow evolution in the UVB, which nevertheless becomes increasingly
uniform with a large value of λmfp .
The progress of reionization is heavily dependent on the distribution of sources which
traces the underlying density field: overdensities with abundant galaxy populations ionize
more rapidly than voids. Consequently the stages of reionization outlined above are not
really distinct from one another: some regions can reach the post-overlap stage while
voids are still predominantly neutral. As such, reionization is regularly described as
“patchy”. Averaged over large scales, reionization is also referred to as “inside-out”, as
the general path of H ii regions is from high- to low-density regions. However, on small
scales, reionization can also be viewed as “outside-in”, as high density regions (dense
blobs) remain at least partially neutral for longer periods.
Quasar studies are important as they provide a detailed probe of the high-redshift
IGM, with studies extending to the most distant source ULAS J1120+0641 at a redshift
of seven (Mortlock et al. 2011). Observations can help us address the question as to
whether reionization was complete by z ≤ 7, or whether the process ended earlier. We
now outline some of the ways, both contemporary and future, that quasars can be used to
try to chart reionization.

1.3.1

Average transmission in the Lyman α forest

1.3.1.1

Gunn-Peterson absorption

It is now over 50 years since Gunn & Peterson (1965) demonstrated the usefulness of
quasar spectra as a probe of the IGM. Neutral hydrogen intersected by the line of sight
towards a quasar results in absorption of the quasar continuum by the redshifted Lyα line
(restframe λα = 1215.67 Å). As shown by Gunn & Peterson (1965), if sufficient neutral
hydrogen gas is uniformly distributed throughout the IGM, transmitted flux bluewards
of the Lyα emission line is completely suppressed, resulting in a distinctive absorption
trough.
The basic argument from Gunn & Peterson (1965) is as follows (see also e.g. Becker
et al. 2015b; Mortlock 2016). Consider light emitted by a quasar which has redshift zem ,
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passing through an IGM which has a uniform neutral hydrogen number density nH i . As
the light travels through the expanding Universe it redshifts, such that at an observed point
with z < zem , emitted photons have shifted into Lyα resonance with the local IGM, at an
observed frequency ν = να /(1 + z).
The infinitesimal Lyα optical depth to photons with frequency ν along a proper line
of sight interval dl is given by
dτ (ν) = nH i σα (ν) dl,

(1.10)

where σα is the radiative excitation cross section for the Lyα transition, and is of the form
σα (ν) =

πe2
fα g (ν − να ) .
mp c

(1.11)

Here fα is the Lyα oscillator strength, and m p is the mass of a proton (i.e. a hydrogen
atom). g (ν − να ) is the Lyα line profile function which is very highly peaked at ν = να ,
and has unit integral.
From the point of view of an observer, the frequency of each infinitesimal slice will
be redshifted, such that the total Gunn-Peterson (GP) optical depth along the line of sight
is
Z zem
dl
α
dz,
(1.12)
τGP =
nH i σα [ν(1 + z)]
dz
0
where dl/dz is the proper line element c/ [H (z) (1 + z)]. The resulting expression for the
GP optical depth is
πe2
ταGP =
fα λα H −1 (z) nH i .
(1.13)
mp c
Equation 1.13 can be expressed more intuitively by using the high-redshift approxi3/2
mation for the Hubble constant, H (z) ' H0 Ω1/2
, which is appropriate for z > 2.
m (1 + z)
We also introduce the hydrogen neutral fraction: xH i = nH i /n̄H , where n̄H is the mean
hydrogen number density, equal to ρcrit Ωb (1 − Y) (1 + z)3 /m p , where Y is the primordial helium mass fraction and Ωb is the baryonic density parameter. Evaluating constants
where applicable, the result is
ταGP

= 2.3 × 10

5

Ωm h 2
0.142

!−1/2

Ωb h 2
0.022

!

1−Y
0.76

!

1+z
5

!3/2
xH i .

(1.14)

Even for neutral fractions of order 10−4 - 10−5 the optical depth is fully saturated, since


the transmision factor is given by exp −ταGP . At redshifts z ∼ 5 the IGM is sufficiently
reionized such that pockets of residual transmission can be used to measure ταGP directly.
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Figure 1.4: Spectra of 19 quasars presented by Fan et al. (2006a), spanning redshifts
5.74 < z < 6.42. There is strong Lyα absorption bluewards of (1 + zem ) · 1216 Å, with
complete Gunn-Peterson troughs evident in the highest-redshift examples.
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Figure 1.5: Evolution of τGP with redshift in the Lyα forest, using data from Fan et al.
(2006a) and Becker et al. (2015a). Fan et al. (2006a) use the data to infer an accelerated
evolution in optical depth for z > 5.5. Upper and lower limits are explained in the main
ef f
text. The black solid line indicates the evolution of τGP given by Equation 1.16, which
is also extrapolated to z > 5.5 (dashed line).

However, beyond that point the Lyα forest becomes too thick to separate Lyα absorbers
(Loeb 2013). An intuitive, alternative parameter is the effective optical depth, τeGPf f , which
measures the total transmission through a given section of the IGM. Defining the transmitted flux ratio (T ) as the average ratio of observed flux F to the continuum flux Fcont ,
predicted in the absence of absorption, i.e., T = hF/Fcont i,
τeGPf f = − ln (T ) .

(1.15)

Since T represents an integration of all transmitted flux spikes along a line of sight, the
quantity is useful at high redshift where the Lyα forest is almost entirely saturated.
1.3.1.2

ef f

Measurements of τGP

The detection of z ∼ 6 quasars (e.g. Fan et al. 2001a) by the Sloan Digital Sky Survey
(York et al. 2000) has revolutionised reionization studies since the turn of the century. A
seminal work in the study of the evolution of the IGM is that by Fan et al. (2006a). Along
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the lines of sight towards the spectra of 19 z > 5.7 quasars (Figure 1.4), Fan et al. (2006a)
measured the value τeGPf f in bins of ∆z = 0.15. Corresponding to a comoving length of
∼ 60 Mpc, the redshift interval was chosen by the authors to be larger than large-scale
structure at z ∼ 6.
In Figure 1.5 we reproduce the results from Fan et al. (2006a), as well as newer
measurements from Becker et al. (2015a). Where the transmission in a bin is at a level
less than 2σ, a lower limit for τeGPf f is estimated from a 2σ upper limit on flux. In such
bins, Becker et al. (2015a) also search for small individual transmission spikes. They
considered a feature significant if at least four contiguous pixels exceeded the 1σ error
estimate, and if the combined flux in those pixels was ≥ 5σ. These features were used
to put a lower limit on flux in a bin, and hence an upper limit on τeGPf f . Fan et al. (2006a)
combined their results with measurements over the range 3 < z < 5 from Songaila (2004)
which are not shown in Figure 1.5 (see also Paschos & Norman 2005), and determined a
power law evolution for τeGPf f for z < 5.5 of the form
τeGPf f

1+z
= (0.85 ± 0.06)
5

!4.3±0.3
,

(1.16)

which is the black line in Figure 1.5. Fan et al. (2006a) note that there appears to be a
marked acceleration for z & 5.5, for which the measured τeGPf f exceed a simple extrapolation of Equation 1.16 indicated by the dashed line in Figure 1.5. Fan et al. (2006a)
determine a functional form for τeGPf f ∝ (1 + z)>10.9 for z > 5.5. The rapid increase in
the mean Lyα opacity implied at z > 5.5 suggests a decline in the UVB intensity (see
also Bolton & Haehnelt 2007). Fan et al. (2006a) also noted an increased dispersion in
their measurements in the higher redshift regime, which they interpreted as fluctuations
as large as a factor of four in the UVB for z ∼ 6. Combined with other observational evidence including an increase in the average length of dark gaps, and a decrease in the size
of quasar H ii regions (see following sections), they conclude that the volume weighted
average neutral fraction hxH i i must increase sharply around z ∼ 6, and that while there is
a strong line-of-sight dependence, the IGM is predominantly reionized (i.e. post-overlap)
by that redshift.
While the idea that the presence of transmitted flux requires that reionization be
complete by that time seems intuitive, it is in fact something of an oversimplification
(Lidz et al. 2007; Mesinger 2010). Transmission only requires that some regions of the
IGM are highly ionized rather than the whole, while there is no way of determining the
neutral fractions of opaque regions since the optical depth saturates so quickly. Malloy
& Lidz (2015) demonstrate that significantly neutral regions (so-called “neutral islands”,
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with xH i ∼ 1), can remain at z ∼ 5.5, although the dark pixel fraction can constrain this
possibility (§1.3.2).
Becker et al. (2015a) sought to clarify whether the observed scatter in Lyα opacity at
z ∼ 6 is truly driven by the UVB fluctuations proposed by Fan et al. (2006a). Lidz et al.
(2006) argued that the observed τeGPf f scatter could be explained entirely by large-scale
density fluctuations alone. This would weaken the case for patchy reionization around
z ∼ 6. Bolton & Haehnelt (2007) and Mesinger & Furlanetto (2009) also demonstrated
that a fluctuating UVB has a limited impact on the scatter in τeGPf f measurements. They
find that the largest UVB fluctuations typically occur in overdense regions, which are already optically thick to Lyα photons. However, Becker et al. (2015a) find the measured
scatter in τeGPf f measurements at z ∼ 5.6 - 5.8 require fluctuations in hxH i i which cannot
be explained by density variations, or simply fluctuating UVB models such as those of
(Bolton & Haehnelt 2007) and Mesinger & Furlanetto (2009). The key piece of observational evidence is a long GP trough observed at surprisingly low redshift (§1.3.2). They
argue that the observed scatter is most likely driven by variations in λmfp , indicating patchy
reionization is still ongoing.
By z = 5.6, Becker et al. (2015a) find a significant fraction of the data is consistent
with a uniform UVB. This would be broadly consistent with the latter stages of patchy
reionization, as even when H ii regions overlap and hxH i i ∼ 0, λmfp can still be modulated
by self-shielded regions – LLSs and DLAs, resulting in some spatial variance in the mean
free path (Furlanetto & Mesinger 2009; Alvarez & Abel 2012; Loeb 2013). However,
in the very final stages of reionization λmfp is set by large-scale structure, and scatter in
τeGPf f should be primarily driven by density variations, rather than the reionization state.
Becker et al. (2015a) find the scatter in τeGPf f measurements to be fully consistent with
density fluctuations at z ∼ 5. They conclude that reionization was ongoing at z ∼ 6, but
was fully complete by z ∼ 5.
A final consideration is that the small levels of remnant Lyα transmission at redshifts
between five and six in fact only trace underdense regions of the IGM. Bolton & Becker
(2009) show that this is true even if the IGM is highly reionized, and extrapolating from
low-density voids to make generalisations about the overall ionization state is subject to
uncertainties and model dependencies (Oh & Furlanetto 2005). In summary, it is important that one is conservative when drawing conclusions from measurements of τeGPf f . While
the work of Fan et al. (2006a) and others indicate an increase in xH i towards z = 6, it is not
possible to categorically determine the end-point of reionization using Lyα transmission
alone. Other probes must be considered to make further progress (Becker et al. 2015b).
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1.3.1.3

Lyman β and beyond

Theoretically, higher order Lyman series transitions offer a more sensitive test of xH i since
they have smaller cross-sections relative to Lyα, and so saturate at higher neutral fractions.
For example, the equivalent optical depth for Lyβ (1025.72 Å) is simply given by the ratio
of wavelengths and oscillator strengths. From Equation 1.13,
τβGP =

fβ λβ α
τ ' 0.16 ταGP .
fα λα GP

(1.17)

The corresponding ratios for Lyγ (972.54 Å; 0.056 ταGP ), Lyδ (949.74 Å; 0.026 ταGP ), Ly
(937.80 Å; 0.014 ταGP ) and beyond are smaller still. However, in practice we use the observable τeGPf f , which has been found not to scale in the same way (Songaila & Cowie
2002; Oh & Furlanetto 2005). The ratio of effective optical depths has been found to
be somewhat model dependent, with IGM density and gas distribution playing important
roles (Furlanetto & Mesinger 2009). Typically the ratio ταeff /τβeff ∼ 2 - 3 (e.g. Fan et al.
2006a), suggesting the potential yields from higher-order transitions may be more modest
than suggested by Equation 1.17.
A significant further complication arises due to foreground contamination from
lower order transitions. For example, a measurement of Lyγ absorption at zγ = 6
(λobs = 6810 Å) would also have contributions from Lyβ absorption at zβ = λobs/λβ −1 = 5.6,
and from Lyα at zα = 4.6. Dijkstra et al. (2004) point out that these absorption redshifts
are well separated in space, and so it is quite reasonable to assume that they are uncorrelated. The resulting expression for average transmission can be extended to include all
transitions applicable to an observed wavelength:
e−τtot λobs



= . . . e−τγ zγ



e−τβ zβ



e−τα zα



(1.18)

i.e. optical depths sum. Fan et al. (2006a) attempt to measure optical depths as far as
Lyγ, using Equation 1.16 to model foreground Lyα, and an equivalent expression for
Lyβ. While their results are consistent with saturated absorption at redshifts above z ∼ 6,
they should be treated with caution. The scatter in the τeGPf f evolution becomes very large
at high redshift, as seen in Figure 1.5, and so a question mark remains as to the accuracy
of foreground absorption removal. Realistically, attempting to measure anything beyond
Lyβ in the spectra of high redshift quasars in such a manner will prove challenging, and
few constraints on xH i have so far come from Lyγ and higher order transitions.
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1.3.2

Dark pixels and dark gaps

As well as directly measuring transmission in the Lyα forest, useful results have also
come from regions with complete absorption. Although a pixel with zero transmission
is consistent with any value of τ & 5, the first “almost model independent” constraints
on xH i have come from counting the fraction of pixels in a spectrum with zero measured
flux. The idea of using the so-called dark fraction of pixels was first proposed by Mesinger
(2010), who suggests that using Lyβ may enable one to constrain xH i . 0.1 at z = 5.
A pixel containing zero transmitted flux in the Lyα or Lyβ forest of a high redshift quasar spectrum can result from either a predominantly neutral region of the IGM
with xH i ∼ 1, or from the residual H i in a region of IGM that has been ionized (with
xH i ∼ 10−4 ). Mesinger (2010) makes the point that ideally, some a priori knowledge of
absorption in the ionized IGM is required to resolve potential degeneracies between these
cases. However, if one does not attempt to discriminate between the two sources of saturation by assuming xH i = 1 for all dark pixels, one can obtain a hard model-independent
limit on xH i by simply measuring the fraction of pixels that are consistent with zero flux.
The constraints can be strong if the spectra used are good enough to resolve transmission
in the Lyα and Lyβ forests.
The first dark pixel fraction analysis of observed spectra was that by McGreer et al.
(2011). From the spectra of a sample of 13 quasars, they find that xH i < 0.2 at 5 ≤ z ≤ 5.5
and xH i < 0.5 at z = 6 (both at 1 σ confidence). A subsequent update using 22 higherresolution spectra has led to improved 1 σ limits of xH i < 0.11 at z = 5.9 and xH i < 0.09
at z = 5.6. The dark pixel fraction climbs significantly at z > 6, leading to the weaker
constraint that xH i < 0.58 at z = 6.1 (McGreer et al. 2015). The authors choose not to
account for the potentially substantial absorption from residual H i in H ii bubbles, and
so their results are model independent. Although the limits from McGreer et al. (2011;
2015) are conservative, they represent the strongest evidence to date that reionization is
complete, or almost complete, by z ∼ 6.
Malloy & Lidz (2015) propose an approach to detecting neutral islands in the IGM
using dark pixels. By stacking absorbed regions in the Lyα and Lyβ forests, the authors attempt to measure a damping wing profile resulting from neutral gas in the IGM
(Miralda-Escudé 1998). A weakness of such a test is that it can only be applied at redshifts
below six, as a mixture of absorbed regions and transmission is required.
Dark gaps are somewhat loosely defined as contiguous regions of saturated absorption. The lack of GP troughs with complete absorption in the spectra of SDSS quasars
with z < 6 (e.g. Fan et al. 2000; 2001a; Djorgovski et al. 2001; Songaila & Cowie 2002)
indicated that the IGM was in a highly ionized state by that stage, since a low neutral fraction (xH i ∼ 10−4 ) ought to result in complete absorption of Lyα photons (Equation 1.14).
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Figure 1.6: Evolution of dark gap length with redshift from Fan et al. (2006a). Dark
gaps are defined as regions with optical depth greater than 3.5, in the spectra of 12
Keck-observed quasars. The solid line with error bars show the mean gap length and
1σ dispersion in each redshift bin.

The first GP trough was reported by Becker et al. (2001) towards the z = 6.28 quasar
SDSS J1030+0524 (see also White et al. 2003). They concluded that the neutral fraction
must increase sharply at z ∼ 6 (see Figure 1.6). The size evolution and distribution of
dark gaps has since become a reionization diagnostic of some interest (e.g. Songaila &
Cowie 2002; Paschos & Norman 2005; Fan et al. 2006a; Gallerani et al. 2008; Mesinger
2010). As previously seen with other observables, there is an increase in the number and
length of dark gaps at z ∼ 6. For example, Fan et al. (2006a), who define a dark gap
as any continuous region with τα > 3.5, find an increase in the average gap length from
∼ 10 Mpc to ∼ 80 Mpc as redshift increases beyond z = 5.7.
The longest and perhaps most significant Lyα trough found to date is that towards the
z = 5.98 quasar ULAS J0148+0600 (Becker et al. 2015a). Reproduced in Figure 1.7, the
trough spans the remarkably low redshift range 5.523 ≤ z ≤ 5.879, which corresponds
to some ∼ 110 h−1 Mpc in length. Becker et al. (2015a) use the trough as evidence for
fluctuations in xH i at z ∼ 5.6 - 5.8 which are so large that they must be driven by large-scale
variations in λmfp . They claim, however, that by z ' 5, the data are fully consistent with
a uniform ultraviolet background, and τeGPf f fluctuations arise solely from the underlying
density fields. In other words, while they find evidence for ongoing reionization at z ∼ 6, it
must be complete by z = 5. Such conclusions are also largely in line with the observations
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of Fan et al. (2006a), who find ∼ 40 - 50 Mpc absorption regions down to redshifts of
z ∼ 5.3. The question as to whether or not these might arise from remaining neutral islands
or underlying density fluctuations will ultimately be answered by improved simulations
of the overlap stage of reionization (Becker et al. 2015b).

1.3.3

Quasar near zones

The final methods of using quasar spectra to constrain reionization consider emission
close to, and either side of, the Lyα emission line. Photons emitted just bluewards of
1216 Å enter resonance with the Lyα transition in regions where the IGM has potentially
been significantly ionized by the background quasar. These regions, named quasar near
zones (NZs) or (Cosmological) Strömgren spheres, can show transmission at redshifts
near to zem and consequently offer the opportunity to study the IGM well beyond z ∼ 6.
The size of NZs (RNZ ) is the simplest measurement that can be made, defined observationally as the shortest distance over which T drops below some threshold. For
example, Fan et al. (2006a) choose a threshold of 0.1, although Willott et al. (2010a)
point out that the transmission can rise again a few pixels further from the quasar, i.e., the
definition of RNZ is ambiguous. Nevertheless, the choice of Fan et al. (2006a) is a good
one as it is greater than the typical GP transmission for z ∼ 6 quasars and hence mitigates
against IGM fluctuations (Carilli et al. 2010). Wyithe et al. (2005) interpreted the sizes
of NZs as indicative of the radii of H ii bubbles expanding into a neutral IGM. However
other works (e.g. Bolton & Haehnelt 2007; Lidz et al. 2007; Maselli et al. 2009) find that
the transmission drops below the chosen threshold once the photo-ionization rate from the
source is low enough as the Lyα optical depth can still be considerable in a predominantly
ionized region. In other words, the observed size only puts a lower limit on the size of the
ionization front.
Despite these potential ambiguities, Fan et al. (2006a) report an evolution of the
near zone size with redshift around z ∼ 6. Carilli et al. (2010) are able to quantify the
evolution: using 27 quasar spectra they find a linear relation between source redshift and
RNZ over the narrow redshift range 5.7 ≤ z ≤ 6.4. The evolution is strong: RNZ decreases
by more than a factor of two over that range. The interpretation of quasar NZ results
is difficult: Wyithe et al. (2008) suggest it could be caused by a rapid evolution in λmfp
after reionization ends, but the size of NZs may simply reflect trace amounts of H i near
the source rather than the general state of the IGM. Many authors (e.g. Fan et al. 2006a;
Bolton & Haehnelt 2007; Maselli et al. 2009; Carilli et al. 2010) have stressed that using
RNZ to constrain xH i is extremely challenging due to uncertainties associated with quasar
lifetimes and emission rates, as well as the nature of the IGM itself.
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1.3.3.1

Direct IGM imaging

A more novel way of charting the progress of reionization is through direct observation
of quasar ionization fronts (Cantalupo et al. 2008). High redshift quasars may provide the
opportunity to image the IGM at high redshift over the surface of the Strömgen sphere, in
the light of collisionally excited Lyα emission, produced by residual H i in predominantly
ionized H ii regions. Cantalupo et al. (2008) determined that such a signal would just about
be observable given current instruments, over a large scale (a few proper Mpc across, or
several square arcminutes on the sky).
Conversely, a recent, improved analysis by Davies et al. (2016) finds that the signal
will be weaker than originally thought, and so near zones smaller by up to an order of
magnitude than those currently measured would be necessary to yield a suitable surface
brightness. Looking ahead, smaller near zones may be achievable at higher-z, if the observed decline in size (Carilli et al. 2010) continues beyond currently measured redshifts.
Davies et al. (2016) emphasise the point that such a detection would be a “smoking gun”
for reionization, and the approach could be an extremely powerful probe of the epoch
should a suitable target quasar be discovered.

1.3.4

The Lyman α damping wing

Photons generated redward of the Lyα emission line can still experience Lyα absorption
resulting from nearly neutral gas, even though they are far from resonance. Such an absorption feature is labelled a Lyα damping wing, arising as a result of the broad Lorentzian
tails of the Lyα transition in a high column density of H i. The Lyα damping wing is only
detectable if the source lies in an IGM with a significant neutral fraction (Miralda-Escudé
1998). It represents an exciting observational prospect as the optical depth experienced
by the photons is of order unity over a fairly wide wavelength range. The damping wing
is therefore far more sensitive to xH i than other tests and is a powerful probe of the state
of the IGM at the highest redshifts.
So far, the only source for which a damping wing has been discovered is the mostdistant known quasar ULAS J1120+0641 (Mortlock et al. 2011; Bolton et al. 2011; z =
7.084). The transmission profile for the Lyα damping wing of ULAS J1120+0641 as
presented in Mortlock et al. (2011) is shown in Figure 1.8. Mortlock et al. (2011) use
the transmission profile to place a lower limit on the neutral fraction xH i > 0.1 at z ∼ 7.
Measuring the damping wing is difficult, however, as the intrinsic Lyα emission line has
to be carefully reconstructed. It can be seen in Figure 1.8 that the strength of the emission
line has been slightly underestimated by the composite spectrum used by Mortlock et al.
(2011), as the fractional transmission creeps above unity at the reddest wavelengths.
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Figure 1.8: Restframe transmission profile for ULAS J1120+0641, taken from Mortlock
et al. (2011). The green curve indicates a damped absorber lying 2.6 Mpc in front of the
quasar. The blue curves from top to bottom indicate the expected shape of the damping
wing for a neutral hydrogen fraction of 0.1, 0.5 and 1.0 respectively, with a measured NZ
of approximately 2.2 Mpc.

Another source of confusion is the similar absorption profile arising from high column density DLAs, which also have prominent Lorentzian tails. In principle DLAs and
Lyα damping wings have different absorption profiles so can be distinguished (MiraldaEscudé 1998), although this is trickier in practice. The damping wing towards ULAS
J1120+0641 is not entirely uncontroversial: although Bolton et al. (2011) find the transmission profile to be consistent with a neutral fraction greater than 0.1, it is possible to
reconcile the data with a highly ionized IGM, and a well-aligned DLA absorber near
the quasar. On the other hand, the same authors find only a 5% probability for the required combination of properties of a DLA, so the case for a Lyα damping wing is strong.
Searches for metal lines corresponding to a DLA along the line of sight towards ULAS
J1120+0641 have been unsuccessful. For example, the upper limits found by Simcoe
et al. (2012) suggest a metal abundance towards ULAS J1120+0641 far lower than has
been observed for any confirmed DLA.
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Bosman & Becker (2015) have also recently re-examined the case for neutral gas
near ULAS J1120+0641. Their line of reasoning is that ULAS J1120+0641 exhibits an
extreme C iv blueshift. Among a lower redshift sample of quasars with similar C iv shifts,
Bosman & Becker (2015) find that ULAS J1120+0641 falls in the expected distribution
of fluxes and Lyα emission strengths, i.e., damping wing absorption may not be present.
The current state of the art, however, comes from Greig et al. (2016a;b). Over the course
of these two sophisticated papers, the authors propose a new method for reconstructing
intrinsic Lyα emission lines based on the covariance of Lyα and the high-ionization lines
C iv, Si iv + O iv] and C iii] (Greig et al. 2016a). The method allows reconstruction of
the intrinsic Lyα profile solely from the observed spectrum redwards of 1275 Å. Greig
et al. (2016b) then apply the method to ULAS J1120+0641, who determine that there is
significant absorption of Lyα and hence determine a neutral fraction 0.2 < xH i < 0.4 for
the source.

1.4

Other probes of reionization

As we have seen, the spectra of high redshift quasars can provide a wealth of information
about the epoch of reionization. It is however important to appreciate that quasars are but
one of several probes of the epoch. In the following section we briefly outline some of the
other approaches towards studying reionization, and the constraints that have come from
them.

1.4.1

The CMB

An indirect means of studying reionization is by making use of CMB anisotropies. The
CMB provides our earliest view of the Universe and is therefore an invaluable tool for
observational cosmology. The first constraints on reionization from the CMB came from
the Wilkinson Microwave Anisotropy Probe (WMAP). The column density of free electrons along a line of sight has a measurable polarization effect on the CMB (Zaldarriaga
1997), and is parametrized by the Thomson scattering optical depth, τT . Analogously to
the Lyα optical depth defined in Equation 1.10, the Thomson scattering optical depth may
be written (e.g. Reichardt 2016)
τT =

Z

ne σT dl,

(1.19)

where the integral is along the line of sight, ne is the electron column density, and σT is
the Thomson scattering cross-section. Detection of a so-called reionization “bump” in the
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Figure 1.9: Measured decrease in τT through various CMB data releases. TT = temperature auto-power spectrum; TE = temperature-polarization cross-power spectrum; EE =
polarization auto-power spectrum; lowP = Low Frequency Instrument polarization likelihood; lowE = as lowP, but for low-` multipoles; QML = quadratic maximum likelihood
estimator. References from top to bottom: Kogut et al. (2003); Spergel et al. (2007); Hinshaw et al. (2012); Planck Collaboration XVI (2014); Planck Collaboration XIII (2016);
Planck Collaboration XLVI (2016).

temperature-polarization correlation by WMAP placed the first major constraints on the
reionization epoch from the CMB.
First-year WMAP results yielded an optical depth to reionization of τT = 0.17 ± 0.04
(Kogut et al. 2003). However, there has since been a significant decrease in the value of
τT as the amount of collected data has increased. By the release of the nine-year WMAP
data, τT had fallen to 0.089 ± 0.014 (Hinshaw et al. 2012) as a result of an improved
understanding of systematics and foreground removal. Such a value for τT indicates a
midpoint of reionization around z = 10.6 ± 1.1. The drop in the measured value of τT has
continued with the more recent Planck mission. Combining more detailed Planck maps
with other data sets, as well as improved calibration techniques, has resulted in a value
of τT = 0.055 ± 0.009 (Planck Collaboration XLVI 2016), suggesting a considerably
later reionization. Depending on the chosen model of reionization, the implied redshift of
reionization is found to lie in the range z ∼ 7.8 - 8.8 (Planck Collaboration XLVII 2016).
In Figure 1.9 we summarise the history of τT estimates derived from the CMB.
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1.4.2

21 cm cosmology

As seen in Equation 1.19, one shortcoming of CMB analyses is that measurements are integrated along the line of sight. It is therefore impossible to discriminate between events
at different redshifts. A newly-emerging means to probe both reionization and the preceding dark ages in three dimensions is the 21 cm hydrogen line. This line originates from
the hyperfine splitting of the 1S ground state of neutral hydrogen. The transition is very
weak, and accordingly the 21 cm signal is expected to be very faint, despite a predominantly neutral IGM at high redshifts. On the other hand, the effective optical depth to
the 21 cm line is very low as the transition has a low cross-section, and so neutral hydrogen is accessible over the full epoch of reionization. By mapping the sky at different
frequencies, the 21 cm line can effectively be probed at different redshifts (e.g. Furlanetto
2016).
Observationally, measuring the 21 cm line has been used as a probe of the universe
since its discovery (Ewen & Purcell 1951), although until recently it has only been used
to map local galaxies (Pritchard & Loeb 2011). Measuring the 21 cm line at the high
redshifts of reionization requires a new generation of radio interferometers to measure at
frequencies as low as 30 MHz. We are beginning to see the first limits on the amplitude of
the 21 cm signal, for example from the Murchison Widefield Array experiment in Western Australia (Dillon et al. 2014), although the constraints on reionization determined so
far have not been interesting. With new observing facilities including the Square Kilometre Array in South Africa and Australia, it is ultimately hoped that mapping the power
spectrum of the 21 cm line will enable the detection of some of the earliest galaxies in
the Universe (e.g. Barkana & Loeb 2005), making 21 cm cosmology a very interesting
prospect for the future.

1.4.3

Gamma-ray bursts

Considerably more luminous than quasars, but extremely short lived, the optical afterglow spectra of gamma-ray bursts (GRBs) can be used to place constraints on reionization
(Totani et al. 2006; Chornock et al. 2013). The unabsorbed continuum spectra of GRB
optical afterglows are simpler than those of quasars, without emission lines or broad absorption features that can occur in quasars. In Figure 1.10 we illustrate this flat continuum
using the spectrum of the z = 5.91 GRB 130606A, which was the first high-redshift GRB
spectrum with comparable quality to typical z ∼ 6 quasar spectra (Chornock et al. 2013).
GRBs also have the advantage of being more widely distributed than quasars at high redshift, as they are associated with sites of massive star formation and can thus occur in
low-mass galaxies (Tanvir et al. 2012). However, DLA absorption from the host galaxy
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Figure 1.10: Gemini spectrum of the z = 5.9 GRB 130606A, reproduced from Chornock
et al. (2013). Prominent absorption lines are labelled; different colours represent intervening absorption features identified by the authors. The green line is a fit to the Lyα line
at the redshift of the GRB. The light grey line is the 1σ error spectrum, while the grey
shaded region is thought to contain residuals from corrections for telluric H2 O absorption.

can overwhelm any damping wing that arises from a neutral IGM, and obtaining good
quality spectra is difficult as the optical afterglows fade on timescales of the order of
weeks (McQuinn et al. 2008). The Swift satellite (Gehrels et al. 2004) has enhanced the
sample of GRBs at high redshift. McQuinn et al. (2008) showed the constraints on the
neutral fraction that are possible from a single GRB spectrum are quite weak: the patchiness of reionization means it will be impossible to infer xH i to better than σ xH i ∼ 0.3.
Nevertheless, assuming absorption effects of the host galaxy are well separated, GRBs
will at least allow a detection of the presence of neutral gas in the IGM.

1.4.4

The first galaxies

The earliest star-forming galaxies provide an obvious mechanism for explaining reionization. Their detection is however difficult, as the sources are intrinsically fainter than
quasars. Here we briefly outline the ways that high-redshift galaxies are used in reionization studies.
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1.4.4.1

Lyα emission beyond z = 6

An IGM with a significant neutral fraction suppresses Lyα flux emitted by distant galaxies
in the same way as for quasars. There are two lines of observational support for reduced
Lyα flux from galaxies at redshifts beyond z = 6 (of which Dijkstra (2016) provides a
review):
(i) A decreasing Lyα fraction It has recently been noticed that the Lyα fraction – the
fraction of colour-selected (Lyman break) galaxies with a detectable Lyα emission
line – increases from intermediate redshifts to z ∼ 6 (e.g. Stark et al. 2010; Cassata
et al. 2015). However, it then suddenly decreases at z ∼ 7 (e.g. Fontana et al.
2010; Schenker et al. 2012; Pentericci et al. 2014), and the decrease is even more
pronounced by z ∼ 8 (Treu et al. 2013).
(ii) Lyα luminosity functions An interesting subset of Lyman break galaxies are Lyα
emitters (LAEs): objects with prominent Lyα emission lines which are typically
identified using narrow-band imaging surveys (e.g. Dijkstra et al. 2014). In contrast
to lower redshifts where it barely evolves (Ouchi et al. 2008), the Lyα luminosity
function of LAEs decreases rapidly beyond z ∼ 6 (e.g. Kashikawa et al. 2006; Ouchi
et al. 2010; Konno et al. 2014). Importantly, the LAE UV-continuum luminosity
function does not show significant evolution between z = 5.7 - 6.6 (Kashikawa et al.
2006), suggesting that there is a reduction in Lyα flux observed at z > 6.
In short, the observations of Lyman break galaxies and LAEs independently indicate
the observed Lyα flux from z & 6 galaxies is considerably lower than expected by extrapolating from lower redshift data. Although the analysed samples are limited by small
number statistics, the results are thought to imply an evolution in xH i for z > 6. The
observations could be explained by strong attenuation of the Lyα emission line due to
Lyα damping wing absorption in the presence of a high neutral fraction (e.g. McQuinn
et al. 2007; Mesinger & Furlanetto 2008; Dijkstra et al. 2011; Dijkstra et al. 2014). Interpreting the observations of high redshift galaxies is however difficult, due to considerable
model-dependencies including Lyα emission and scattering processes, and inhomogeneous reionization (e.g. McQuinn et al. 2007; Dijkstra et al. 2011; Mesinger et al. 2015).
The best analyses to date have set constraints on the neutral fraction xH i ≥ 0.4 at z = 7
(Mesinger et al. 2015; see also Choudhury et al. 2015).
A further constraint on reionization can come from the clustering of LAEs (e.g.
Furlanetto et al. 2006; McQuinn et al. 2007; Mesinger & Furlanetto 2008). In short,
the visibility of LAEs is modulated by the pattern of ionized H ii regions. Larger bubbles,
which surround overdensities with higher galaxy counts, have a lower Lyα damping wing
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optical depth compared to small bubbles (which contain fewer galaxies, and will appear
almost entirely empty due to a higher Lyα damping wing optical depth. In other words,
during reionization LAEs will appear more highly clustered. As reionization progresses
the clustering should decrease. McQuinn et al. (2007) suggest the lack of clustering evolution between LAEs at z = 5.7 and z = 6.6 indicates a substantially reionized IGM at
z = 6.6. The best constraints on the neutral fraction from LAE clustering so far indicate
xH i . 0.5 at z = 6.6 (Furlanetto et al. 2006; McQuinn et al. 2007; Ouchi et al. 2010).
1.4.4.2

Sources of reionizing photons

There is general consensus that UV emission from the earliest galaxies and active galactic
nuclei is primarily responsible for reionization – although the relative contributions to the
UV photon budget are still uncertain (e.g. Bouwens et al. 2012; Giallongo et al. 2015;
Madau & Haardt 2015). The number density of quasars is extremely low at early times
(Fan et al. 2001a; Jiang et al. 2008; Willott et al. 2010a; Jiang et al. 2016), suggesting
that galaxies represent the largest source of ionizing photons. The volume density of
highly luminous galaxies is likewise very low (Trenti et al. 2010), and so an important
question at present is whether reionization can be achieved with a large population of
very faint dwarf galaxies (e.g. Robertson et al. 2013). Whether or not dwarf galaxies can
fully reionize the IGM by z ∼ 6 depends on the exact slope of the faint end of the galaxy
luminosity function, and the photon escape fraction (Bouwens (2016) provides a review).
It is generally thought that ∼ 20% of the UV radiation emitted by stars must escape into
the IGM to sustain reionization; observational constraints from z ∼ 2 - 3 and numerical
simulations imply a range from as low as < 1% (e.g. Paardekooper et al. 2015), to 30%
(e.g. Nestor et al. 2013).
The bright end of the galaxy luminosity function has been constrained by groundbased observations (Bowler et al. 2014; 2015), while large populations of high-redshift
galaxy candidates have been identified from their Lyman break (§1.5.2) using the Hubble
Space Telescope. These space-based observations have led to Lyman break galaxies being
detected out to z ∼ 8 (e.g. Oesch et al. 2013; McLure et al. 2013). Meanwhile, a few
candidates exist as far as z ∼ 9 - 10 (e.g. Bouwens et al. 2015; McLeod et al. 2015),
and one detection has even been announced with a very tentative redshift of z = 11
(Oesch et al. 2016). Ever-increasing numbers of high-redshift galaxy candidates can put
strong constraints on the shape and evolution of the luminosity function, and allow the
contribution of galaxies to the reionization photon budget to be assessed (e.g. Bouwens
et al. 2015).
The later reionization indicated by Planck has prompted a reassessment of the scenario in which quasars and other AGN dominate reionization. Giallongo et al. (2015) and
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Madau & Haardt (2015) find that there is room for a significant contribution to the UV
photon budget from a faint population of active galaxies. Regardless of the true contribution of AGN to the reionization photon budget, it is worth reiterating the value of quasars
to reionization studies. Greig & Mesinger (2016) recently confirmed that the Lyα damping wing towards ULAS J1120+0641 provides the tightest single constraint on reionization history measured to date. Combining the Lyα damping wing measurement with other
observations including the CMB, galactic Lyα emission, and other quasar spectra analyses, they estimate the redshift at which xH i = 0.5 – a fiducial midpoint for reionization
– to be in the range z ∼ 7 - 9. It is clear that high redshift quasar spectra are powerful
tools for measuring conditions in the Universe, while they are also interesting sources in
themselves, representing fixed milestones for black hole growth models. Even better constraints will come from an increased number of sources, and so there is ample motivation
in the scientific community to find more bright quasars at redshifts greater than seven.

1.5

Searches for high redshift quasars

Since the turn of the century, more than 100 spectroscopically confirmed quasars with
redshifts z > 5.7 have been identified across a range of surveys, providing a very significant sample for reionization studies. We round off this chapter by summarising the
experiments past, present and future that are relevant to high redshift quasar searches. We
then go on to describe the main considerations for identifying quasar candidates. Finally,
we focus on the z = 7.084 quasar ULAS J1120+0641, which at the time of writing remains the most distant quasar known. Follow-up observations of the source form the basis
of Chapters 2 and 3.

1.5.1

z & 6 quasar surveys

The Sloan Digital Sky Survey (York et al. 2000) heralded the start of z ∼ 6 quasar
searches. SDSS is an imaging and spectroscopic survey based at Apache Point Observatory, New Mexico, USA. The survey uses a dedicated 2.5 m telescope (Gunn et al.
2006), and covers a total effective area of ∼ 15,750 square degrees (Jiang et al. 2016) in
the broad optical ugriz bands, covering the range 3,000 - 9,000 Å (Fukugita et al. 1996).
A steady stream of quasars at z > 5.7 has been discovered using SDSS data (Fan et al.
2001a; 2003; 2004; 2006a; Goto 2006; Jiang et al. 2008; Mortlock et al. 2009; Jiang et al.
2009; 2015; Wu et al. 2015; Wang et al. 2016); Jiang et al. (2016) present the final sample
bringing the total number to 52 quasars in the redshift range 5.71 ≤ z ≤ 6.42. Significant results (e.g. Fan et al. 2006a) have already stemmed from smaller iterations of the
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SDSS sample, while Jiang et al. (2016) present the most recent constraints on the quasar
luminosity function. Further in-depth analyses of the SDSS sample are expected in the
future.
The Canada-France High-redshift Quasar Survey (CFHQS; Willott et al. 2007) found
20 quasars with redshifts 5.88 ≤ z ≤ 6.44 over an effective area of ∼ 500 deg2 of sky
(Willott et al. 2007; 2009; 2010a;b). Although it only covered a small fraction of the area
of SDSS, CFHQS is up to two magnitudes deeper, detecting quasars as faint as M1450 =
−22.2 (CFHQS J0216−0455; McLure et al. 2006a; Willott et al. 2009). For comparison,
the lowest-luminosity quasar detected by Sloan is SDSS J0239−0045 (M1450 = −24.5;
Jiang et al. 2009). CFHQS imaging was carried out in the g0 , r0 , i0 , z0 bands using the
1 deg2 MegaCam at the Canada-France-Hawaii Telescope, Hawaii, USA.
Quasar surveys are also enjoying success beyond the z band, allowing access to a
higher range of redshifts. The UKIRT Infrared Deep Sky Survey (UKIDSS; Lawrence
et al. 2007) Large Area Survey (LAS) was completed in 2012 and covers ∼ 3400 deg2 in
the Y JHK bands (∼ 1 - 2 µm; Hewett et al. 2006). Achieving depths of J ∼ 19.5, the LAS
has proved a powerful means of identifying quasars (Venemans et al. 2007; Mortlock et al.
2009; Mortlock et al. 2011). These objects include the most distant quasar known, ULAS
J1120+0641 (Mortlock et al. 2011), and the LAS is an appropriate survey for searches for
even higher redshift quasars (Chapter 4). UKIDSS uses the UKIRT Wide Field Camera
(WFCAM; Casali et al. 2007) and is based at Mauna Kea, Hawaii.
Searches for high redshift quasars are by no means limited to the Northern Hemisphere. At ESO’s Paranal Observatory, Chile, two further telescopes are providing suitable observations to detect quasars. VISTA – the Visible and Infrared Survey Telescope
for Astronomy – has a 4.1 m mirror, making it currently the largest telescope dedicated
to infrared surveys. The VISTA Kilo-degree Infrared Galaxy Survey (VIKING) is one
of six public surveys being undertaken by VISTA. It will ultimately image 1500 deg2 in
ZY JHKs , achieving fainter depths than UKIDSS (Edge et al. 2013). Three 6.5 < z < 6.9
quasars have already been discovered with VIKING (Venemans et al. 2013), and the survey has excellent potential to detect quasars at the highest redshifts. We revisit VIKING
in Chapter 4.
The VLT Survey Telescope (VST) is the other ESO survey telescope at Paranal and
has a 2.6 m telescope with a 1 deg2 field of view dedicated to survey programmes. ATLAS
is one such survey, which will cover ∼ 5000 deg2 of the Southern Hemisphere in ugriz
to similar depths as SDSS (Shanks et al. 2015). The project has started to yield z > 6
quasars (Carnall et al. 2015).
Until around 2013, virtually all z ∼ 6 quasars had been identified in at least one of
SDSS, CFHQS or UKIDSS. However in recent years, state of the art optical and infrared
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surveys have heralded a new wave of high redshift quasar discoveries. The Panoramic
Survey Telescope & Rapid Response System (Pan-STARRS) was a proposed four-mirror
system in Hawaii, with the principal aim of identifying moving objects in the Solar System, which is to say asteroidal threats. Each of the four instruments was to have subarcsecond resolution over a 3 deg2 field of view, covering some 6,000 deg2 of sky each
night (Kaiser et al. 2010). Pan-STARRS 1 (PS1) is a single-mirror system, built as a
self-contained prototype Pan-STARRS instrument. PS1 includes a four-year 3π steradian
survey, covering the whole sky with declination δ > −30 deg with the proprietary filters gP1 , rP1 , iP1 , zP1 , yP1 , or the approximate wavelength range 3,000 - 10,000 Å. 77 high
redshift quasars have been discovered with PS1 (Morganson et al. 2012; Bañados et al.
2014; 2015; Venemans et al. 2015; Bañados et al. 2016) including three quasars with
6.5 < z < 6.7 (Venemans et al. 2015). Although funding issues have caused the full
four-mirror system to be shelved, a second telescope (Pan-STARRS 2) has also been built
and is used by NASA in conjunction with PS1 to detect near-Earth asteroids (e.g. Morgan
et al. 2014).
The Dark Energy Survey (DES) is a 5000 deg2 optical/near-infared (ugrizY) survey
being conducted with the Dark Energy Camera (DECam; Flaugher et al. 2012), mounted
on the 4 m Blanco Telescope at the Cerro Tololo Inter-American Observatory in the
Chilean Andes. DES coverage overlaps the VISTA Hemisphere Survey (VHS; McMahon
et al. 2013) and the all-sky Wide Infrared Survey Explorer (WISE) and so complementary
near- and mid-infrared data exists for all DES quasar candidates. The first z > 6 DES
quasar has been published (Reed et al. 2015) and in combination with VHS should yield
higher-redshift candidates in the future.
The final survey which has yielded high redshift quasars to date is the ongoing Subaru High-z Exploration of Low-Luminosity Quasars project (SHELLQs), which will ultimately exploit 1400 deg2 of grizy data from the Hyper-Suprime Cam (Miyazaki et al.
2012) on the 8.2 m class telecope Subaru, located on Mauna Kea. The SHELLQs
project is particularly promising as it is deep enough (the current search is down to
zAB < 24.5, yAB < 24.0; Matsuoka et al. 2016) to search for the intrinsically faintest
quasars (M1450 ∼ −22) over a wide area. The survey can also be extended to longer wavelengths with UKIDSS and VIKING. From an early sample of 80 deg2 , Matsuoka et al.
(2016) identify 38 quasar candidates, of which nine have so far been spectroscopically
confirmed as high redshift sources. The authors suggest that the most distant of these,
HSC J1205–0000 may be detected at z = 6.9. However its spectrum is somewhat ambiguous and careful inspection of the size of its near zone implies it is more likely to be
a broad-absorption line quasar at z ∼ 6.7. Matsuoka et al. (2016) claim constraints on
the z ∼ 6 luminosity function at M1450,AB = −22 are forthcoming: an interesting prospect
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Figure 1.11: zAB − J versus iAB −zAB colour-colour diagram from Jiang et al. (2016). The
dashed line shows the colour cuts used to select z ∼ 6 quasars. The open stars represent
real brown dwarf stars; black dots are simulated quasars. The black circles represent the
redshift evolution of the colour locus as the Lyα emission line moves through the z band.
Blue triangles, red squares and grey crosses represent detected quasars from different
parts of the SDSS dataset – respectively the main survey, overlap regions and Stripe 82,
described in more depth in Jiang et al. (2016).

since this is considerably fainter than the break magnitude of the QLF (e.g. Willott et al.
2010a; Jiang et al. 2016). Consequently SHELLQs may be able to provide much better
constraints on the total contribution of quasars to the reionization photon budget.

1.5.2

Using the Lyα break

Typically, z ∼ 6 quasars are selected on the basis of optical colour and magnitude cuts,
designed to produce a sensible quasar candidate list, and eliminating contaminating populations as completely as possible. Although spectroscopy is not available for each source
in a survey, the presence of strong Lyα absorption can be indicated by measuring photometry in filters either side of the Lyα break. As an illustrative example we will consider
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some of the selection considerations used to produce the full SDSS sample of 52 z ∼ 6
quasars (Jiang et al. 2016).
Strong Lyα emission enters the SDSS i band at z ' 5.5, and by z = 5.7 the Lyα
emission line starts to leave the i band. Such quasars are invisible in all SDSS bands
except z. A simple colour cut of i − z > 2.2 is very good at separating quasars from stars
in SDSS, although the sample will contain some contamination from cool brown dwarfs
(e.g. Figure 1 Fan et al. 2001a; see also Figure 1.11). A further cut at σz > 0.1 (i.e.
S/Nz ∼ 10) is applied, as beyond this limit, the number of contaminants is found to rise
steeply (Jiang et al. 2016).
Typically there is some visual inspection of candidates to remove cosmic rays, and
data is complemented with near-infrared photometry of the i-dropout sources from other
instruments. In the zAB − J colour, quasars are well separated from brown dwarfs, as seen
in Figure 1.11, taken from Jiang et al. (2016). Quasar candidates were kept if they satisfied
the criterion zAB − J < 0.5+0.5 (iAB −zAB ). One confirmed quasar in Figure 1.11 is slightly
bluer in (iAB − zAB ): this was selected by Jiang et al. (2016) who tested a “non-standard”
sample with slightly less stringent cuts.

1.5.3

Probabilistic quasar detection

At redshifts z & 6.5, the Lyα emission line moves out of the z band and SDSS loses all
sensitivity to quasars. In the near infrared regime, the expected level of contamination
from MLT type stars is extremely high (e.g. Hewett et al. 2006). While it is possible
to take a cut-based approach (Findlay et al. 2012; Venemans et al. 2013), it is difficult
to maintain high levels of completeness. The shortcomings of a cut-based approach were
illustrated by Mortlock et al. (2009): the z = 6.13 quasar ULAS J1319+0950 was detected
in SDSS and was a worthy candidate, but did not meet the requirement that σz ≤ 0.1.
The alternative to hard colour-magnitude cuts is a probabilistic approach, such as that
presented by Mortlock et al. (2012), whereby for each source in a given survey Bayes’
theorem is used to estimate the probability Pq that the source is a quasar from its photometry. While Mortlock et al. (2012) were the first to consider z > 6.5 quasars, Bayes’
theorem had previously been used to generate large samples of low-redshift quasars (e.g.
Richards et al. 2004; Bailer-Jones et al. 2008; Bovy et al. 2011). In all cases, a prior
is used to account for the fact that Galactic stars are far more numerous than the target
quasars. The power of the Bayesian approach is illustrated in particular by Richards et al.
(2004), who obtained a photometric sample of ∼ 105 low redshift quasars, complete to
95% at g ≤ 21. Richards et al. (2004) utilised large, spectroscopically confirmed training
sets of quasars, for which no analogue exists at z & 6. However, the underlying principle
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of combining the prior information about relative population numbers with the likelihood
of any measured scatter from a colour locus derived from photometry is a common idea.
We explore the Bayesian modelling approach to quasar detection in far greater depth in
Chapter 4.
While the simplicity of a cut-based search is appealing, the Bayesian model comparison technique has already proved successful at z > 6.5. Most recently, Matsuoka et al.
(2016) applied it to SHELLQs, the Subaru-based high redshift quasar search. However
the greatest success of the probabilistic approach to date is undoubtedly the discovery of
the z = 7.084 quasar ULAS J1120+0641 (Mortlock et al. 2011) in UKIDSS. As explored
in §1.3.4, ULAS J1120+0641 remains the only quasar for which a Lyα damping wing has
been detected. The source is of tremendous interest both for reionization studies and due
to the question of SMBH growth: as seen in §1.2.2.2, there is by no means a conclusive
answer as to how a 2 × 109 M black hole could have grown in less than 0.8 Gyr after the
Big Bang.
ULAS J1120+0641 serves as the focus of the next two chapters of this thesis, as
we explore photometric (Chapter 2) and spectroscopic (Chapter 3) observations of the
source. Chapter 4 lays the foundations for Bayesian quasar searches at even higher redshifts, z & 7.8. In Chapter 5 we assess the viability of a quasar search with extensive
simulation work. Finally, we start to look for interesting candidates in the VIKING survey in Chapter 6, testing the probabilistic method on a small area ∼ 25 deg2 of sky.

49

Chapter 2
The spectral energy distribution of
ULAS J1120+0641
As discussed in Chapter 1, SEDs are pivotal to our understanding of quasar physics,
providing clues to the processes within the quasar and host galaxy that drive emission
across the electromagnetic spectrum. A new generation of observing facilities including
the Herschel Space Observatory (Pilbratt et al. 2010), and the Submillimetre CommonUser Bolometer Array 2 (SCUBA-2; Holland et al. 2013) has made it possible to obtain
far-infrared and sub-millimetre photometry of the highest redshift sources such as ULAS
J1120+0641 for the first time. A noteworthy recent catalogue of high-redshift Herschel
observations is that compiled by Leipski et al. (2014), who analysed the SEDs of 69 z > 5
quasars. They found that an additional 1013 L cold ∼50 K component, likely attributable
to star formation, is required to model the sources detected with Herschel, which represent
approximately 15% of the total sample.
In this chapter, we focus on the full SED of ULAS J1120+0641. We summarise the
previously-published observations of the quasar, as well as presenting new photometric
observations acquired with Subaru, the United Kingdom Infrared Telescope (UKIRT),
Spitzer, the Wide-field Infrared Survey Explorer (WISE), Herschel, and SCUBA-2. We
go on to tabulate all the photometric measurements of the quasar, and subsequently use
the data to plot the multiwavelength SED. We also present an analysis of the SED which
is focused on estimating the contribution of star formation to the bolometric luminosity,
Lbol . The chapter ends with a discussion on the rate of growth of the black hole ṀBH ,
and of the stellar mass of the bulge Ṁbulge , and hence the development of the MBH /Mbulge
relation. The work described in this chapter also forms the basis of the publication Barnett
et al. (2015).
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2.1
2.1.1

Compiling the SED
Previous studies of ULAS J1120+0641

We were able to make use of a number of previously published observations of ULAS
J1120+0641 for our SED. Page et al. (2014) acquired X-ray observations with Chandra
and XMM-Newton, finding upper limits in the 5 - 10 keV and 2 - 5 keV energy bands, and
reporting detections in the 0.2 - 0.5 keV and 0.5 - 2.0 keV bands (see also Moretti et al.
2014). Optical and near-infrared observations have been obtained using both ground- and
space-based observatories. Mortlock et al. (2011) published photometry from UKIRT in
the i, z, Y and J bands. Further observations of the field of ULAS J1120+0641 were taken
by Simpson et al. (2014) using the Advanced Camera for Surveys (ACS) and the infrared
camera channel of the Wide Field Camera 3 (WFC3/IR) onboard the Hubble Space Telescope (HST). The ACS imaging made use of the F814W filter, while WFC3/IR imaging
was performed using the F105W and F125W filters. Venemans et al. (2012) report a detection of the redshifted [C ii] emission line (158 µm restframe, observed at 1.3 mm, using
the Plateau de Bure interferometer) and present a measurement of the underlying continuum1 . Finally, Momjian et al. (2014) obtained 1 - 2 GHz results from the Very Large Array
(VLA). They found no radio emission in the vicinity of ULAS J1120+0641, presenting
an upper limit.

2.1.2

New observations

The new photometric observations of ULAS J1120+0641 are listed in Table 2.1. In the
following sub-sections we describe the data reduction for each instrument. We also outline how the photometry was performed on each image, and how the photometric uncertainties were estimated. The results of the analysis are presented in Table 2.3.
At all wavelengths longer than Spitzer Ch2 (i.e. beyond 5 µm), we found the measured flux to be less than 2σ. It was therefore assumed that background noise dominated
the Poisson error which meant that we did not need to consider counts from the quasar to
determine photometric uncertainties.
For the images at longer wavelengths, we measured the standard deviation of counts
in apertures in blank sky to determine a value for the sky variance σ2S . By doing so,
we also accounted for the contribution to σ2S from confusion noise. Confusion noise is
1

Venemans et al. (2017) present an updated measurement of the [C ii] line and far-infrared continuum,
making use of observations from the Atacama Large Millimetre/submillimetre Array (ALMA). The results
from ALMA are consistent with those from Plateau de Bure. While the ALMA observations naturally
supersede those from Venemans et al. (2012), in this chapter we use the Plateau de Bure result as in Barnett
et al. (2015).
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Table 2.1: New observations of ULAS J1120+0641.
Facility
Subaru
UKIRT
Spitzer
WISE
Herschel

Instrument
Bands
Suprime-Cam
i0
z0
WFCAM
H
K
IRAC
Ch1
Ch2
W3
W4
PACS

Herschel

SPIRE

JCMT

SCUBA-2

Wavelength / µm
0.75
0.89
1.63
2.20
3.6
4.5
12
22
100
160
250
350
500
450
850

UT date(s) of observation
2013/01/9-11
2011/01/24,26
2011/07/16
2010/06/02-06
2012/11/20
2012/12/09

2012/01/28 – 03/14

Integration time/s
9000
4140
1000
1000
2717
2717
1170
1170
2592
2592
336
336
336
31760
31760

Program ID
S12A-010
U/10A/8
80114
ALLWISE
1342255577/8
1342256856

M11BGT01

Figure 2.1: Images of the quasar field. Left: Subaru z0 image (λobs = 0.89µm), Centre:
Spitzer Ch2 (λobs = 4.5 µm), Right: Combined map of both Herschel PACS images
(λobs = 100, 160 µm) with a pixel scale of 400 . The field of view is 30 × 30 . N is up and E
to the left. Q indicates the quasar, S the nearby bright star (Spitzer photometry, §2.1.2.3),
and G the nearby galaxy (PACS photometry, §2.1.2.5). The five unlabelled circles are
examples of sources detected in PACS.

normally defined as the contribution of random background fluctuations caused by sources
too faint to be detected individually, which was found to be the main source of uncertainty
for the longest wavelengths.
2.1.2.1

Subaru

Located at the Mauna Kea Observatory in Hawaii, Subaru is an 8.2 m optical/infrared telescope operated by the National Astronomical Observatory of Japan. The Subaru images
of ULAS J1120+0641 were reduced and analysed by Chris Simpson.
Observations of the field of ULAS J1120+0641 were taken with the Suprime-Cam
instrument (Miyazaki et al. 2002) in January 2011. Imaging was obtained in the Sloan
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Digital Sky Survey (SDSS) i0 and z0 filters. A section of the z0 image is reproduced in
Figure 2.1. The total on-source integration time was 150 minutes in i0 and 69 minutes
in z0 , made up from individual exposures of 180 s and 300 s respectively. The data were
reduced and combined using Version 2.0 of the SDFRED package (Ouchi et al. 2004). The
photometric calibration was applied using aperture measurements of unsaturated stars in
SDSS (Ahn et al. 2014).
2.1.2.2

UKIRT

UKIRT is a 3.8 m infrared telescope also situated on Mauna Kea, and operated by the
Joint Astronomy Centre in Hilo, Hawaii. The data were reduced by the CASU pipeline.
Analysis of the images was carried out by Steve Warren.
The integration time of the original UKIRT Infrared Deep Sky Survey (UKIDSS)
Large Area Survey (LAS) Y JHK images, i.e., the images that ULAS J1120+0641 was
first detected in, was 40s (Lawrence et al. 2007). The discovery paper (Mortlock et al.
2011) provided deeper Y J photometry of the source. 500s exposures in the H and K
bands were also taken in January 2011. The reduced frames were calibrated using LAS
photometry of nearby bright stars. Observations were taken on two different nights, and
the data were combined using inverse-variance weighting.
It was noticed that the deeper H observation (H = 18.88 ± 0.05) was not consistent with the LAS measurement taken in 2008 (H = 18.24 ± 0.14). In contrast, the Y,
J and K bands are in good agreement across both epochs. There is evidence that ULAS
J1120+0641 is a variable source (Page et al. 2014; Simpson et al. 2014). However, variability was deemed not to be the explanation for the discrepancy between the H measurements since the H and K observations were taken almost simultaneously in both epochs,
yet the measured colour changed significantly: ∆(H − K) = 0.59 ± 0.23. There were no
issues with the data that could be identified, and the newer H value is also inconsistent
with a model fit to all of the UKIRT data (see §2.3.2). Hence the H measurement should
be considered uncertain.
2.1.2.3

Spitzer

The Spitzer Space Telescope is a space-based infrared observatory launched in 2003.
Most of the instrumentation is now defunct following the exhaustion of the on-board
coolant in 2009; however the two shortest InfraRed Array Camera (IRAC; Fazio et al.
2004) wavelength bands (3.6 and 4.5 µm) are still operational. Observations of ULAS
J1120+0641 were made using IRAC in Ch1 (3.6 µm) and Ch2 (4.5 µm) in July 2011 and
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standard pipeline CCD mosaics were obtained from the Spitzer Heritage Archive2 . A
median filter was applied to the mosaics to reduce a visible gradient in the downloaded
images. There is a bright star 1500 to the NW of the source, marked S in Fig 2.1. Consequently, a small aperture, of radius 400 , was used for photometry. A correction was applied
to account for emitted flux not contained in the small aperture. The flux of the quasar was
measured in magnitudes using the IRAF software package and subsequently converted
into Jy. Aperture corrections and flux zero points for converting magnitudes into Jy were
found in the IRAC Instrumentation Handbook3 .
Since the signal-to-noise ratio (S/N) of the Spitzer observations was high (S/N > 30
in both channels), we had to combine sky noise with the Poisson noise derived from the
quasar counts to calculate the photometric uncertainty. In order to estimate the sky noise,
the Spitzer mosaics were binned into blocks of 7×7 pixels (this corresponds very closely
to the size of the 4-pixel circular aperture). The standard deviation in the blocks was
measured once the mosaics had been binned, and squaring this gave the best estimate
of the variance in the sky counts, σ2S . Assuming Poisson statistics, the variance in the
number of photons from the quasar is simply the number of counts, σ2Q = Q. Combining
these uncertainties in quadrature, the S/N is then given by:
Q
Q
,
S /N = √ = q
N
σ2Q + σ2S

(2.1)

√
where

N represents the uncertainty in the total number of photons.

2.1.2.4

WISE

WISE is an infrared space telescope launched by NASA in 2009. It was used to produce
all-sky data releases in both pre- and post-cryogenic operational phases in four wavelength bands. WISE photometry of the source had previously been published by Blain
et al. (2013). This work provided limits quoted as the measured flux plus twice the sky
noise, whereas our SED analysis (§2.3) requires fluxes. We obtained ALLWISE images
of ULAS J1120+0641 in the W3 (12 µm) and W4 (22 µm) channels. Our Spitzer maps are
much deeper than the W1 (3.4 µm) and W2 (4.6 µm) results, so we were not concerned
with these shorter-wavelength channels. ALLWISE is the follow-up data release to the
All-Sky mid-infrared survey, images from which were analysed by Blain et al. (2013).
ALLWISE combined data from both the cryogenic and post-cryogenic survey phases, enhancing the photometry in the W1 and W2 channels, while also improving the astrometric
2
3

http://sha.ipac.caltech.edu/applications/Spitzer/SHA
http://irsa.ipac.caltech.edu/data/SPITZER/docs/irac/iracinstrumenthandbook/
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precision of previous releases. As with the Spitzer images, before we could estimate the
sky noise we had to remove a gradient in the background using a median filter. We were
able to use standard WISE apertures of 8.00 25 and 16.00 5 in W3 and W4 respectively, since
the nearby star visible in the Spitzer images was much fainter at these longer wavelengths.
We calibrated the WISE images based on information in the ALLWISE Explanatory Supplement4 . We measured the flux at the position of the quasar, and found 2σ upper limits
that were consistent with the results published by Blain et al. (2013).
2.1.2.5

Herschel

Active from 2009-2013, the Herschel Space Observatory was a European Space Agency
(ESA) operated satellite with instrumental capabilities at far-infrared and sub-millimetre
wavelengths. ULAS J1120+0641 was observed with two on-board instruments: the Photodetector Array Camera and Spectrometer (PACS; Poglitsch et al. 2010); and the Spectral
and Photometric Imaging Receiver (SPIRE; Griffin et al. 2010).
PACS
PACS observations were made in 2012 November at 100 µm and 160 µm. We obtained two maps with scan angles of 70◦ and 110◦ . Data were taken in mini-scan map
mode using a scan leg length of 40 and a scan speed of 2000 s−1 . Data reduction and subsequent analysis of the PACS images was carried out using version 11.0.1 of the Herschel
Interactive Processing Environment (HIPE; Ott et al. 2010).
Maps were produced with a custom pixel scale of 100 by running the map-making
routine Scanamorphos (Roussel 2013) on the Herschel Level 1 data products. Additionally, an independent set of maps was produced by Bruno Altieri using unimap (Piazzo
et al. 2012), a routine which was not available within HIPE. The data for the two scan
directions were processed separately, before being mosaicked to produce the final maps.
The flux of the quasar was measured in HIPE using the annularSkyAperturephotometry
task. The aperture was set to a radius of 700 to avoid the neighbouring galaxy, visible
in Figure 2.1, right. An appropriate aperture correction was applied in HIPE using the
photApertureCorrectionPointSource task.
The photometric uncertainty values calculated within HIPE between annuli by annularSkyAperturephotometry were not reliable (Leipski et al. 2013). To produce a better
estimate of the sky noise we measured the flux in 450 apertures, also of radius 700 . The
450 apertures were positioned randomly on the sky (e.g. Lutz et al. 2011; Leipski et al.
2013); the only condition on the placement of the apertures was that the central pixel
4

http://wise2.ipac.caltech.edu/docs/release/allwise/expsup/
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should have an integration time of at least 80% of that of the quasar. This was established
from the coverage files associated with each PACS map, which revealed an approximately
elliptical region where the coverage was best. We found the average integration time in
the elliptical region to be ∼ 90% of the value in the position of ULAS J1120+0641.
Consequently, we applied a correction factor to the sky noise estimate to account for the
lower average integration time of these measurements. The 450 measured flux values
were sigma-clipped, and the standard deviation in the remaining fluxes was taken as the
estimate of the sky noise. We gauged the standard deviation from the negative side of the
Gaussian distribution, to eliminate bias from bright sources that had inadvertently been
measured by the random apertures. The values from unimap and Scanamorphos were
found to be in good agreement, so an average was taken as our final result for the PACS
photometry.
SPIRE
Observations from SPIRE were taken in small-scan map mode, at 250 µm (SW),
350 µm (MW) and 500 µm (LW). We downloaded standard pipeline images from the
Herschel Science Archive (HSA)5 . Following recommendations provided in the SPIRE
Observer’s Manual6 , we attempted to identify potential sources near the quasar position
using the HIPE task sourceExtractorSussextractor. However, no sources were detected
within 2000 of the quasar position. We proceeded by subtracting the sources that were
detected in the SPIRE maps to form a residual image from which we could measure the
background. Unlike PACS, which produced maps in units of Jy/pixel, SPIRE maps are
calibrated in Jy/beam. A conversion factor from the SPIRE Data Reduction Guide (DRG)7
was accordingly applied and the units set in Jy/pixel.
To estimate the background noise in the SPIRE maps, we followed a similar procedure as for PACS, subject to two caveats. First, SPIRE observations were made by taking
multiple scans of the target in different directions. There was consequently no central
region of optimal coverage as was found for the PACS maps. We therefore restricted the
random apertures to a circular region near the quasar position to avoid the rough edges
of the SPIRE maps. Second, the SPIRE DRG only gives aperture corrections for one
aperture size per wavelength (radius 22, 32, 4000 for the 250, 350, 500 µm wavelength images respectively.) These bring the flux densities from aperture photometry in SPIRE into
agreement with other photometry methods. The results obtained from the SPIRE maps
can therefore be considered reliable; however, there was no freedom in terms of the cho5

http://herschel.esac.esa.int/Science_Archive.shtml
http://herschel.esac.esa.int/Docs/SPIRE/html/spire_om.html
7
http://herschel.esac.esa.int/Data_Processing.shtml
6
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A

Q

A

B

B

mJy

Figure 2.2: SCUBA-2 images of the quasar field at 850 µm, reduced using FEL = 150
(left) and 250 (right) in the configuration file. Q indicates the position of ULAS J1120;
using FEL = 250 there appears to be a source at the quasar position. However, this image
exhibits unusual ringed structure and the S/N of the source in these maps was found not
to be significant (gauged from the bright sources, labelled A & B).
Table 2.2: S/N of the two bright sources in Figure 2.2 for different values of FEL.

FEL
100
150
200
250
300

450 µm
A
B
5.4 4.1
5.5 4.7
5.4 4.6
5.4 4.5
5.3 4.9

850 µm
A
B
5.3 7.8
6.8 8.1
7.3 6.9
6.9 5.5
7.3 5.0

sen aperture size. We found noise measurements that were consistent with the confusion
noise measurements presented by Nguyen et al. (2010).
Finally, we measured small positional offsets of . 500 in the SPIRE images relative
to Spitzer, and corrected for these before measuring the flux at the position of the quasar.
2.1.2.6

JCMT

SCUBA was an instrument on the James Clerk Maxwell Telescope (JCMT) at the Mauna
Kea Observatory, Hawaii, that was operational until 2005. In 2011 it was succeeded by
SCUBA-2 (Holland et al. 2013), operating simultaneously at 450 µm and 850 µm. ULAS
J1120+0641 was observed for almost 9 hours in CV Daisy mode in each band by the
instrument team, resulting in deeper images than those obtained using Herschel, thanks
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to the larger JCMT telescope aperture (15m compared with Herschel’s 3.5m mirror)8 .
The total integration time was split into 13 separate observations which were carried out
between January and March 2012.
Raw data for ULAS J1120+0641 were downloaded from the SCUBA-2 archive9 .
The data were reduced using the SMURF package, developed by Chapin et al. (2013) and
provided by the STARLINK software project10 . Other important packages available in
STARLINK included KAPPA11 , PICARD12 and the GAIA image analysis tool.
The raw files were processed into 13 individual maps, one per observation, using
the SMURF configuration file dimmconfig blank field.lis. Some of the parameters within
the configuration file were adjusted from their original values. The most important of
these was the filtering parameter filt edge largescale (FEL), which specifies the largest
angular scale which is to be retained during processing. FEL is set by default to 20000 . We
experimented with values of FEL between 10000 and 30000 . As with Herschel, the noise
was assessed from the variance in apertures placed randomly in the field, with position
limited to the region of best coverage. By measuring the S/N of two bright sources in
the images, we determined that setting FEL = 150 produced the best results. In Table 2.2
we present the S/N values for these sources, gauged from S/N maps produced using the
KAPPA command makesnr. We consulted Jim Geach, a survey scientist for the SCUBA2 Cosmology Legacy Survey, who confirmed that FEL = 150 was the optimal choice. For
values of FEL lower than 150, there are adverse effects on the beam.
Interestingly, for FEL ≥ 250, a bright spot appeared at the centre of the image, giving
the impression of a bright source. However, the spot was surrounded by ringed structure,
and the measured S/N at the quasar position was not significant. We concluded that the
bright spot was an artefact that arose due to an incorrect choice of value of FEL, and S/N
values measured in these images are not reliable. The false structure in the SCUBA-2
images is illustrated in Figure 2.2, which compares the 850 µm image produced with FEL
set to 150 (left) and 250 (right). The effect was less prominent at 450 µm, however as
gauged from the variance surrounding the quasar position, 150 was still found to be the
optimal value of FEL.
A standard flux correction factor (491,000 and 537,000 at 450 and 850 µm respectively) was applied to calibrate the 13 maps in mJy. The frames were then combined using
8

The effect of the larger mirror is to improve the angular resolution of the instrument. The angular
resolution θ is given by θ = 1.22λ/D . Increasing the aperture diameter D allows smaller sources to be
resolved, which in turn lowers the confusion limit, producing a deeper image.
9
http://www3.cadc-ccda.hia-iha.nrc-cnrc.gc.ca/jcmt/search/scuba2
10
http://starlink.jach.hawaii.edu/starlink
11
http://www.starlink.ac.uk/docs/sun95.htx/sun95.html
12
http://www.oracdr.org/oracdr/PICARD
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inverse variance weighting, and the resulting mosaic was smoothed with a matched filter.
The mosaicking and smoothing steps were applied using PICARD.
All observations were carried out in weather bands 1 and 2 (i.e., an optical depth of
τ225GHz < 0.08). The SCUBA-2 data were all of uniformly high quality, and we found using lower weights for band 2 relative to band 1 when creating the mosaics simply lowered
the overall S/N of the maps.

2.2

Results

The SED of ULAS J1120+0641 at all available wavelengths is given in Table 2.3. We
present the SED in Figure 2.3, plotting the restframe quantity λLλ against restframe wavelength between 0.2 Å - 2.6 cm. We decided to convert our flux values to luminosity, since
by doing so we account for the intervening distance between the quasar and Earth, and
hence obtain a more useful comparison with the SEDs of other quasars than by simply using the observed flux. For our adopted cosmology, the luminosity distance towards ULAS
J1120+0641 is 70 Gpc.
The luminosity distance dL is defined by the relationship between the luminosity and
observed flux:
fλ =

Lλ
,
4π dL2

(2.2)

from which we are able to convert from an observed flux density to luminosity using the
observed wavelength λobs :
4πc fν dL2
(2.3)
λLλ =
λobs
For a flat universe (k = 0), the luminosity distance is related to the comoving distance
along the line of sight dC by dL = (1+z)·dC . dC may be thought of as the distance between
two objects in the Universe which is constant with time, which is to say that the Hubble
expansion is accounted for. It is given by (e.g. Hogg 1999)
dC = dH

Z
0

z

dz0
,
E(z0 )

(2.4)

where dH is the Hubble distance (≡ Hc0 ), and E(z) is the Hubble parameter defined in
Equation 1.9.
Combining Equations 2.4 and 1.9, for our adopted cosmology we find a luminosity
distance for ULAS J1120+0641 of 70.0 Gpc, which we use in Equation 2.3.
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< 3.5 × 10−8
< 5.8 × 10−8
(1.7 ± 0.4) × 10−7
(8.8 ± 2.4) × 10−7
(1.2 ± 2.4) × 10−5
(1.92 ± 0.11) × 10−3
(2.85 ± 0.11) × 10−2
(3.14 ± 0.20) × 10−2
(2.86 ± 0.13) × 10−2
(4.97 ± 0.18) × 10−2
(6.35 ± 0.18) × 10−2
(5.80 ± 0.18) × 10−2
(0.93 ± 1.40) × 10−1
0.57 ± 1.02
2.5 ± 1.4
4.1 ± 2.4
−1.2 ± 7.1
4.2 ± 10.0
−3.9 ± 4.2
6.3 ± 9.6
1.02 ± 0.92
0.61 ± 0.16
< 2.31 × 10−2

< 4.2 × 10−16 erg/s/cm2
< 4.1 × 10−16 erg/s/cm2
(5.7 ± 1.2) × 10−16 erg/s/cm2
(6.2 ± 1.7) × 10−16 erg/s/cm2
28.70 (AB; SNR = 0.5)
23.19 ± 0.06 (AB)
19.63 ± 0.04 (Vega)
19.22 ± 0.07 (Vega)
18.88 ± 0.05 (Vega)
17.76 ± 0.04 (Vega)
(63.5 ± 1.8) µJy
(58.0 ± 1.8) µJy
(93 ± 140) µJy
(0.57 ± 1.02) mJy
(2.5 ± 1.4) mJy
(4.1 ± 2.4) mJy
(−1.2 ± 7.1) mJy
(4.2 ± 10.0) mJy
(−3.9 ± 4.2) mJy
(6.3 ± 9.6) mJy
(1.02 ± 0.92) mJy
0.61 ± 0.16 mJy
< 23.1 µJy

1.8 × 10−4
3.9 × 10−4
1.3 × 10−3
3.9 × 10−3
0.75
0.89
1.03
1.25
1.63
2.20
3.6
4.5
12
22
100
160
250
350
450
500
850
1276
212000

X-ray 5 - 10 keV
X-ray 2 - 5 keV
X-ray 0.5 - 2.0 keV
X-ray 0.2 - 0.5 keV
i0
z0
Y
J
H
K
Spitzer Ch1
Spitzer Ch2
ALLWISE Ch3
ALLWISE Ch4
PACS green
PACS red
SPIRE
SPIRE
SCUBA-2
SPIRE
SCUBA-2
PdeB 235 GHz
Radio 1 - 2 GHz

2.2 × 10−5
4.9 × 10−5
1.6 × 10−4
4.9 × 10−4
0.092
0.11
0.13
0.15
0.20
0.27
0.45
0.56
1.48
2.72
12.4
19.8
30.9
43.3
55.7
61.8
105
158
26200

λ (restframe)
µm
< 0.034
< 0.026
0.023 ± 0.005
0.040 ± 0.011
0.003 ± 0.006
0.38 ± 0.02
4.86 ± 0.19
4.42 ± 0.28
3.08 ± 0.14
3.97 ± 0.14
3.10 ± 0.09
2.27 ± 0.07
1.4 ± 2.1
4.6 ± 8.2
4.4 ± 2.5
4.5 ± 2.6
−0.8 ± 5.0
2.1 ± 5.0
−1.5 ± 1.6
2.2 ± 3.4
0.21 ± 0.19
0.084 ± 0.022
< 1.9 × 10−5

λLλ
10 erg s−1
46

1
1
1
1
2
2
3
3
2
2
2
2
2
2
2
2
2
2
2
2
2
4
5

Reference

Column 3 provides the photometric measurement in terms of the observational quantity usually employed for the particular wavelength regime.
The photometric measurements are re-expressed in column 4 in terms of flux density, fν in mJy. Upper limits from the literature correspond
to 3σ. and HST measurements of ULAS J1120+0641 (respectively Page et al. 2014; Simpson et al. 2014) are not shown as they overlap other
values in the table. References: (1) Page et al. (2014); (2) this work; (3) Mortlock et al. (2011); (4)Venemans et al. (2012); (5) Momjian et al.
(2014).

fν
mJy

Photometry
f /mag./ fνobs

λobs
µm

Band

Table 2.3: The full SED of ULAS J1120+0641.
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Figure 2.3: Full SED of ULAS J1120+0641. We have plotted all measurements with > 1σ significance as upper limits (indicated by a
downwards arrow) at a value equal to 2σ. The Subaru observations are not shown as the continuum flux is strongly absorbed. The green line
shows the mean quasar template for all SDSS quasars in Richards et al. (2006), fitted to the UKIRT and Spitzer points. A modified black body
(β = 1.6 as used by Beelen et al. (2006), see section §2.3.5, T = 47 K) is represented by the orange line and is fitted to the 1.3 mm observation.
The solid magenta line in the EUV region 10−3 - 0.12 µm is the power-law fit from Telfer et al. (2002) for radio-quiet quasars, α = −1.57 ± 0.17,
with the uncertainty indicated by the dotted lines. The vertical grey dashed line shows the restframe wavelength of Lyα emission.
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2.3

Analysis of the SED

In addition to the photometric data points, in Figure 2.3 we have plotted the mean SDSS
quasar template from Richards et al. (2006), which has been normalised to the UKIRT
and Spitzer observations. The template appears to provide an acceptable fit to the longerwavelength observations from Herschel and SCUBA-2. There is also the suggestion that
an appreciable proportion of the 158 µm continuum flux may be attributable to the AGN.
Such a conclusion would have significant ramifications for the star formation rate (SFR)
in the host galaxy of ULAS J1120+0641. Venemans et al. (2012) estimated a SFR in the
range 160 - 440 M yr−1 . They assumed that the 158 µm continuum flux was a result of
interstellar dust in the host galaxy, which had been heated by star formation. By fitting
a modified black body to the observed 1.3 mm point, they integrated to estimate the FIR
luminosity, from which the SFR was derived. If, however, the AGN itself were the source
of the 158 µm continuum flux, the SFR would be lower.
That said, it would be unwise to draw such a conclusion prematurely for two main
reasons. First, there is wide variation in the SEDs of quasars. Richards et al. (2006)
find that an individual quasar may vary from the mean SED at a given wavelength by
over an order of magnitude. Hence normalising the mean SED to the restframe optical
observations does not necessarily indicate a good fit in the far-infrared regime. Second,
there is a lot of uncertainty associated with the Richards et al. (2006) mean SED beyond
50 µm in the rest frame. The SED falls off steeply, but the slope is not well determined,
and comes from the older template of Elvis et al. (1994). At FIR wavelengths there is a
substantial, yet uncertain, correction for light in the host galaxy that originates from star
formation. We should therefore treat the longest wavelength section of the template SED
with caution.
We have two clear aims in our analysis of the SED of ULAS J1120+0641. We wish
to disentangle the contributions to the SED from star formation, and from the AGN itself.
We also wish to use the SED to measure the bolometric luminosity Lbol of the source. We
proceed by fitting a range of physically motivated models to the data over the wavelength
range 10−3 - 103 µm, which are shown in Figure 2.4 and described in more detail in the
following sections. We follow a similar procedure to that employed by Leipski et al.
(2013; 2014); however, we use fewer free parameters given that many of our observations
have a low S/N. We use four components to model the SED and hence to estimate Lbol :
the contribution from the extreme ultra-violet (EUV) region; an unobscured accretion disk
and broad-line region (AD); a dusty clumpy torus (DT); and a modified black body (BB)
of temperature 47 K.
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Six of our new measurements are at a significance below 1σ (namely, the WISE,
SPIRE, and the 450 µm SCUBA-2 observations). Nevertheless, we reached 1σ depths
that are comparable to the expected flux levels. We can therefore use the observations to
provide constraints on the SED at the relevant wavelengths. However, the contributions
to the luminosity at X-ray and radio wavelengths are neglected in our analysis, since the
contribution to Lbol in these regimes is far below the uncertainties of the FIR contribution.

2.3.1

EUV component

To model the EUV section of the SED, we make use of composite spectra created by
Telfer et al. (2002). Strong absorption of EUV radiation by gas in the host galaxies of
quasars and in the intervening IGM means that much of the UV region is effectively unobservable. The spectra of quasars at these wavelengths are consequently poorly known.
The Telfer et al. (2002) spectra cover the wavelength range 0.05 - 0.12 µm, and for radioquiet quasars such as ULAS J1120+0641, they find α = 1.57 ± 0.17 ( fν ∝ ν −α , hence
λLλ ∝ ν α−1 ). The Telfer et al. (2002) spectrum is shown in Fig. 2.3. Extrapolated to Xray wavelengths, the slope appears to lie significantly above the XMM-Newton measurements. However, Page et al. (2014) present evidence of variability, suggesting that ULAS
J1120+0641 faded in X-rays between the epochs of the Chandra and XMM-Newton observations. We are therefore unsure if the plotted X-ray points represent the typical state
of the quasar. Additionally, the contribution to Lbol from the EUV is primarily determined by the spectrum at wavelengths nearest to the peak. As a result, we are not overly
concerned by the apparently poor fit to the Page et al. (2014) measurements.
Integrating the Telfer et al. (2002) power law, we obtain LEUV = 8.8 ± 2.2 ×
1046 erg s−1 = 2.3 ± 0.6 × 1013 L , which is adopted as the contribution to Lbol from
wavelengths shortward of Lyα. Compared to the Telfer et al. (2002) spectrum, the
Richards et al. (2006) template rises more steeply at EUV wavelengths. Integration yields
LEUV = 4.3 × 1046 erg s−1 . The difference can likely be mostly attibuted to absorption by
neutral hydrogen, for which Richards et al. did not determine a correction.
Krawczyk et al. (2013) present a detailed discussion on the EUV section of their
mean SDSS quasar SED, which is based on over 119,000 luminous quasars spanning the
large redshift range 0.064 < z < 5.46. Their work suggests that in some cases, such
as for lower luminosity quasars, a further component may be required in the EUV. They
consider several models, and examine the implications for quasar spectra and in particular,
for derived bolometric corrections. Their proposition, that the shape of the EUV may
differ at opposite extrema of BLR properties, and hence that there is no universal quasar
SED in the EUV, may prove consequential for the SED of ULAS J1120+0641. For the
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time being, however, more work needs to be done to determine the exact nature of the
potentially significant differences in the unseen EUV part of the spectrum.

2.3.2

AD component

As opposed to the EUV regime, our data constrains the contribution to Lbol in the wavelength range 0.12 - 1.0 µm very tightly. We use an updated version of the models from
Maddox et al. (2012) to represent the AD component over the wavelength range 0.12 3µm. The Maddox et al. (2012) model is shown in Figure 2.4 as the red line and has been
fitted to the UKIRT and Spitzer points. The H-band photometry is however discrepant
(see §2.1.2.2), so this was not used in the fit.
We use fewer free parameters for the AD component than do Leipski et al. (2013;
2014), who implement a generic power law in the UV/optical regime. Hence they have
two free parameters in the fitting: the hardness of the slope and the normalisation to the
data, whereas we need not consider the former. However, similarly to Leipski et al., we
cut the Maddox et al. (2012) spectrum as a power law ( fν ∝ ν2 ; Hönig & Kishimoto 2010)
at wavelengths beyond 3µm. Integrating, we measure LAD = 7.9 ± 0.2 × 1046 erg/s =
2.1 ± 0.1 × 1013 L .

2.3.3

DT component

For the DT component we have followed the procedure of Leipski et al. (2013; 2014) and
made use of the three-dimensional clumpy torus models from Hönig & Kishimoto (2010).
These radiative transfer models have a range of free parameters which characterise the
distribution of the dust within the torus and are presented for a range of inclination angles.
Since ULAS J1120+0641 is a Type 1 quasar, we restrict ourselves to the models with an
inclination angle θi ≤ 45◦ , for which the BLR should be unobscured. By doing so, we are
left with 960 models which cover a range of values of cloud power law indices, torus halfopening angles, numbers of clouds along the line of sight, and cloud optical depths. We
assume nothing about the state of the torus surrounding ULAS J1120+0641, only that the
960 models reasonably represent the full range of torus SEDs. For an individual model
there is only one free parameter: the normalisation to the data. The fitting of the Hönig &
Kishimoto (2010) models to represent the DT component is described in §2.3.5.

2.3.4

BB component

For the BB component we follow the procedure used by Venemans et al. (2012), and
assume an optically thin modified black body with a dust emissivity power law index
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of β = 1.6 and a temperature T = 47 K. The temperature is adopted from Beelen et al.
(2006), who found 47 K to be the average temperature, with a range 40 - 60 K, in their
fits to the SEDs of six high-redshift quasars. We do not have sufficient data to determine
the temperature of the BB fit, hence we take the value of T = 47 K as a representative
average13 .
In comparison to the 47K BB component, T CMB = (1 + z) × 2.73 K = 22 K at the
redshift of ULAS J1120+0641. Hence we do not expect heating from the CMB to make a
significant contribution to the flux. That said, additional dust heating is not the only effect
of the CMB on millimetre fluxes. The continuum is also measured against the CMB:
the measured sky-subtracted flux from a black body source warmer than the CMB will
be measured too low (da Cunha et al. 2013). These authors show that the fraction of the
intrinsic dust emission that can actually be measured against the CMB at a given observed

frequency νobs = ν/ (1 + z) is given by
against CMB
fνobs
obs
fνintrinsic
obs

=1−



hν
kB T dust



−1
Bν [T CMB (z)]


=1−
.
Bν [T dust (z)]
exp kB ThνCMB − 1
exp

(2.5)

Hence to compensate for the effects of the CMB, we should apply a correcting factor
equal to the reciprocal of the ratio in Equation 2.5. Presented in Table 2.4 are the corrections that would be required for eight LAS-detected z > 5.7 quasars including ULAS
J1120+0641, assuming a dust temperature of 47 K. We opt, however, not to apply these
corrections to the 158 µm fluxes (revisited in §2.4.1) for any of the high-redshift quasars
since the actual black body temperature is unknown. Our correction would therefore be
quite uncertain, and given the fact that the factors in Table 2.4 are relatively small (a factor
of 1.13 for ULAS J1120+0641 is required) when compared to the observational errors,
ultimately there was deemed little benefit in applying the correction.

2.3.5

Modelling the DT and BB components

Although we do not have any significant detections of the quasar torus, we can nevertheless use the measured fluxes to constrain dusty torus models and hence estimate the
respective contributions of AGN and star formation to the 158 µm flux. The first step
was to fit the 960 Hönig & Kishimoto (2010) models directly to the WISE, Herschel and
SCUBA-2 fluxes. Fitting the models to data with such low S/N, and in come cases, negThe contribution of the BB component to the quasar bolometric luminosity is small (LBB /Lbol ∼ 0.03,
§2.3.6). The conclusions of this chapter are therefore only very weakly dependent on our choice of temperature. Nevertheless, LBB does vary strongly with temperature. Increasing or decreasing our assumed value
of T by 10 K would respectively increase or decrease LBB by an approximate factor of two.
13
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Table 2.4: 158 µm CMB corrections for z > 5.7 quasars assuming a dust temperature of
47 K.

Source

Redshift

J0129-0035
J0210-0456
J1044-0125
J1120+0641
J1148+5251
J1319+0950
J2054-0005
J2310+1855

5.779
6.432
5.785
7.084
6.419
6.133
6.039
6.003

TCMB (z)
K
18.5
20.3
18.5
22.1
20.3
19.5
19.2
19.1

Correction
1.05
1.08
1.05
1.13
1.08
1.07
1.06
1.06

ative fluxes, might not initially seem particularly intuitive. From a Bayesian perspective,
however, such a procedure maximises the information that is available to us from the data.
To see how using the flux values produces the best estimate of the normalisation for
each model, s, that we wish to determine, we start with Bayes’ theorem,
p(θ | d) =

p(d | θ) p(θ)
,
p(d)

(2.6)

where θ are the model parameters, and d is the data. p(θ | d) is called the posterior,
p(d | θ) is the likelihood, p(θ) is the prior and p(d) is named the marginal likelihood, or
the evidence term. Given that s is the only free parameter for each model, and that we are
not concerned with the evidence term, which serves only to normalise the posterior, we
can rewrite Equation 2.6 as
p(s | { fi }, {σi }) ∝ p({ fi }, {σi } | s) p(s).

(2.7)

In Equation 2.7 we also recognise that our data are of the form { fi ± σi }, with the subscript
i representing the Nb individual observations from WISE, Herschel and SCUBA-2.
The prior represents all of our knowledge of the parameters before we actually measure them. We have little relevant initial information regarding the normalisation, except
that we expect s > 0. We therefore adopt a Heaviside step function as the functional form
of our prior, p(s) ∝ Θ(s).
In terms of the likelihood, we assume Gaussian errors on each fi measurement, which
allows us to write the likelihood of a single flux measurement as
!
1 ( fi − sMi )2
,
p( fi , σi | s) = √
exp −
2
σ2i
2πσi
1
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where Mi is the unscaled template flux at the wavelength of fi . Assuming that each measurement is independent, which by and large is reasonable since the observations were
made at different times with different instruments, the joint likelihood of all of the measured fluxes is given by the product of the Nb individual p( fi , σi | s):


Nb
2
 1 X
(
f
−
sM
)

i
i
exp −
 .
2
2 i
σi
σi

1
Nb Q
Nb

p({ fi }, {σi } | s) =

(2π) 2

i

(2.8b)

The best estimate of the normalisation s for each torus model is the value that maximises
the posterior. Since we have assumed a uniform prior, from Equation 2.7 the posterior is
directly proportional to the likelihood for s > 0. Due to the negative in the exponent of
Equation 2.8b, our maximum a posteriori model of s is the value that minimises
!2
Nb
X
fi − sMi
.
χ =
σ
i
i
2

(2.9)

From Equation 2.9, it is apparent that we require the actual flux measurements to calculate
the best estimate of s.
Differentiating Equation 2.9 with respect to s and setting the derivative to zero yields
our best estimate of the normalisation for an individual model as
PNb

Mi fi /σ2i

sbest = PNb
i

i

Mi2 /σ2i

,

(2.10)

provided sbest > 0. The uncertainty in s, σ s , is effectively an inverse variance, given by
σ−2
s

Nb
X
Mi2
=
.
σ2i
i

(2.11)

We found sσbests ' 0.4, which makes sense given that the significance of the nine WISE,
Herschel and SCUBA-2 fluxes adds in quadrature to ∼ 2.5σ (which is nearly all from the
PACS observations).
Using Equations 2.10 and 2.11, we can rewrite the posterior for a single DT template
as

!2 



 1 s − sbest 

p(s | { fi }, {σi }) ∝ Θ(s) exp 
−
,
(2.12)



 2

σs
which is clearly maximised when s = sbest .
We have not corrected for the contribution of the AD and BB components, and have
therefore maximised the DT normalisation. The contribution of the torus to the 158 µm
continuum flux is therefore also maximised. The omission of the BB component at this
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Figure 2.5: The proportion of the 158 µm continuum flux that can be accounted for by
the Hönig & Kishimoto (2010) torus models. The distribution of models in terms of
the percentage contribution is shown in black, while the cumulative proportion of all the
models is in red.

stage is particularly noteworthy, since the modified black body peaks in λLλ at around
55 µm in the rest frame, so some contribution to the 158 µm continuum is expected. Maximising the DT contribution as we have done therefore represents a conservative approach
to quantifying the DT contribution at 158 µm. Even so, as shown in Figure 2.5, where
we plot the cumulative distribution of the proportion of the 158 µm continuum flux contributed by the AGN, the largest contribution at 158 µm of any of the 960 models is 53%,
while 90% of the models contribute < 30%. The implication is clear: the BB component
dominates the contribution to the 158 µm continuum flux. Accordingly, from this point
onwards we attribute the 158 µm continuum flux wholly to star formation, and assume
that the contribution to the SED from star formation is characterised by the BB fit to the
158 µm continuum flux. This conclusion is consistent with a recent analysis by Sargsyan
et al. (2014), who used PACS spectroscopy of 130 low-z galaxies, finding the 158 µm continuum flux to be a reliable indicator of SFR irrespective of whether the galaxy is dominated by AGN, starburst, or neither. The BB component is shown fitted to the 158 µm
continuum point in Figures 2.3 and 2.4. Integrating the black body, we find the contribution to Lbol from the BB component to be LBB = 7.8±2.0×1045 erg s−1 = 2.0±0.5×1012 L .
To estimate the DT contribution to Lbol , we subtracted the AD and BB fits from the
observations, and recalculated the normalisation for the Hönig & Kishimoto (2010) mod69
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Figure 2.6: Integrated LDT component for each of the 960 DT models, indicated by the
green bars. The binned luminosities incorporate the statistical uncertainty in the normalisation of each model. By taking the standard deviation of the resulting distribution
(indicated by the fitted Gaussian distribution, black), we also account for the range of
models at each wavelength.

els using Equation 2.10, replacing the fi terms with the newly subtracted observational
fluxes. The results of the second round of fitting are illustrated in Figure 2.4. In terms of
the spread at a given wavelength, there is a large range in the fitted model flux (aside from
in the vicinity of the PACS observations), which dominates over the statistical uncertainty
in the normalisation of a single model fit. For Figure 2.4 we have extracted the median
λLλ at each wavelength, as well as the 68% and 95% ranges, which are plotted as the solid
blue lines. The dashed lines around the median represent the statistical uncertainty in the
normalisation found using Equation 2.11.
Our estimate of LDT should reflect not only the statistical uncertainty in the normalisation of each model, σ s,m , but also the spread of the models that is apparent in Figure 2.4.
We integrate each of the 960 DT models to obtain LDT,m , which is multiplied by a random number drawn from the normal distribution N(1, σ2s,m ). Repeating for each model,
we have 960 values for LDT,m that are consistent with the statistical uncertainties on the
normalisation of each model. We plotted these values as a histogram, shown in Figure 2.6, and took the mean and standard deviation of the distribution as our estimate of
LDT . The result is LDT = 8.4 ± 5.3 × 1046 erg s−1 = 2.2 ± 1.4 × 1013 L , very similar to the
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Table 2.5: Components contributing to the bolometric luminosity
component

L
erg s−1

L

EUV
AD
DT
BB

8.8 ± 2.2 × 1046
7.9 ± 0.2 × 1046
8.4 ± 5.3 × 1046
7.8 ± 2.0 × 1045

2.3 ± 0.6 × 1013
2.1 ± 0.1 × 1013
2.2 ± 1.4 × 1013
2.0 ± 0.5 × 1012

Lbol

2.6 ± 0.6 × 1047

6.7 ± 1.6 × 1013

% Lbol
34 ± 8
31 ± 1
32 ± 20
3±1

measured value of LAD but with a much larger uncertainty. From Figure 2.4, the largest
source of uncertainty would appear to be a lack of constraints at restframe wavelengths of
around 5 µm. The quasar sample of Leipski et al. (2014) made use of additional Spitzer
wavelengths, which were not accessible to us in the post-cryogenic phase of the Spitzer
mission. Future observations with the James Webb Space Telescope will enable us to constrain LDT more tightly than the current WISE observations, with mid-infrared sensitivity
over the 5 - 28 µm wavelength range (Gardner et al. 2006).

2.3.6

Bolometric luminosity

In Figure 2.7 we show the best fit model SED for a z = 7 quasar, which sums the four
components described in §2.3. From the individual components, we obtain Lbol = LEUV +
LAD + LDT + LBB = 2.6 ± 0.6 × 1047 erg s−1 = 6.7 ± 1.6 × 1013 L . The contributions to
Lbol from the four components are summarised in Table 2.5, expressed in units of erg s−1
and L , as well as the percentage contribution to Lbol .
It is important to consider whether or not we have actually measured the true bolometric luminosity, which is defined as the total rate of flow of energy over a sphere centred on the source. The integral under the SED in Figure 2.7, which we have labelled Lbol ,
int
will therefore only equal the (true) intrinsic bolometric luminosity Lbol
if the emission is
isotropic. In the case of quasars, which lack spherical symmetry, it is therefore highly
int
unlikely that the observed Lbol is the same as Lbol
.
Marconi et al. (2004) and Richards et al. (2006) discuss how best to account for the
int
anisotropic emission from AGNs when determining a value for Lbol
. Marconi et al. (2004)
advocate discounting the far-infrared contribution to the observed Lbol ; their justification
being, that emission in the IR bump of the SED represents energy from the black hole and
accretion disk that has been reprocessed by the torus and is effectively counted twice. By
int
defining a better estimate for Lbol
as the sum of the EUV and AD components, Marconi
et al. (2004) claim to derive bolometric corrections that better reflect the true accretion
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rate. With reference to Table 2.5, the EUV and AD components collectively account for
int
∼ 2/3 Lbol . However, we should only interpret LEUV + LAD as a lower limit to Lbol
, as there
int
may also be extinction in the optical/UV regime. Lbol would therefore be underestimated
by the sum of the EUV and AD components. We can only say with confidence, therefore,
int
that Lbol
lies in the range 0.65 - 1.0 Lbol . For the remaining discussion, we will assume that
int
the measured Lbol represents a sensible estimate for Lbol
, that is close to the true value.
Mortlock et al. (2011) use the Mg ii line width and relations from Vestergaard &
9
Osmer (2009) to determine a black hole mass of MBH = 2.0+1.5
−0.7 × 10 M for ULAS
J1120+0641. The black hole mass leads to an Eddington luminosity of LEdd = 6.6+4.9
−2.3 ×
1013 L and hence a revised Eddington ratio λEdd = 1.0+0.8
−0.4 . We note an error in the
calculation of LEdd in the discovery paper, possibly resulting from using an earlier, lower
black hole mass estimate. The corrected Mortlock et al. (2011) Eddington ratio is λEdd =
+0.6
1.0+0.6
−0.5 (cf. 1.2−0.5 ), i.e., in excellent agreement with our value.
Using a new spectrum from the X-shooter instrument (Vernet et al. 2011) on the Very
Large Telescope (VLT), De Rosa et al. (2014) find a black hole mass of MBH = 2.4±0.2 ×
9
109 M from the Mg ii line, and MBH = 1.09+0.02
−0.04 × 10 M from the C iv line. Although
the De Rosa et al. (2014) black hole masses seem contradictory, the authors claim they
agree to within 1σ once the scatter in the zero point of the mass estimators is considered.
While the black hole mass estimated from the C iv line would increase the Eddington
ratio of ULAS J1120+0641 by a factor of two, there is little compelling evidence for
super-Eddington accretion which is proposed by Page et al. (2014) to alleviate constraints
on the seed black hole mass of ULAS J1120+0641.

2.4
2.4.1

Discussion
Star formation

In §2.3 we showed that the BB component makes a small contribution to Lbol when the
SED of ULAS J1120+0641 is modelled using four components. Our estimate of Lbol is
therefore not sensitive to our assumption that the BB fit to the 158 µm continuum represents the contribution of star formation to the SED. Nevertheless, now we consider the
issue of star formation further, since it is pertinent to the questions of the origin of the
correlation between black hole mass and the stellar bulge mass of the host galaxy, and
also to the timescales required for reaching supersolar metallicities in the BLR.
Recent investigations by Sargsyan et al. (2012; 2014) have explored the use of
the [C ii] 158 µm line luminosity, and the underlying 158 µm continuum, as measures
of the SFR. Sargsyan et al. (2014) find close correlations between the strength of cer73
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Figure 2.8: Ratio of [C ii] to PAH 11.3 µm line fluxes, compared to source classification
based on the EW of the PAH 6.2 µm feature, taken from Sargsyan et al. (2014). Crosses
indicate AGN-dominated sources (EW[PAH 6.2] < 0.1 µm); asterisks are starburst galaxies (EW[PAH 6.2] > 0.4 µm); open circles are composites. AGN sources with diamonds
have upper limits to the [C ii] flux. The horizontal bars indicate the median ratio value
within each classification category.

tain mid-IR line features that are known SFR indicators such as the [Ne ii] line and
the polycyclic aromatic hydrogen (PAH) 11.3 µm feature, and the [C ii] line strength.
Analysis of the 11.3 µm PAH feature is shown in Figure 2.8. The line ratios are independent of source classification. Sargsyan et al. (2014) conclude that the relation
log SFR = log (L[C ii]/L ) − 7.0 ± 0.2 measures the SFR in an individual source in
M yr−1 regardless of whether the source is dominated by AGN or starburst.
By contrast, Sargsyan et al. (2012) argue that LFIR is only a reliable SFR indicator
in the absence of an AGN. At higher luminosities, LFIR > 1012 L , there is a contribution
from the AGN (if present), which causes the luminosity ratio L[C ii] /LFIR to fall. However,
Sargsyan et al. (2014) find the underlying 158 µm continuum luminosity to be correlated
with L[C ii] for both AGN and starburst types, shown in Figure 2.9. They argue therefore,
that the SFR can be reliably found in M yr−1 from the 158 µm luminosity measured
in erg s−1 , using the relation log SFR = log λLλ (158 µm) − 42.8 ± 0.2, for all galaxy
types. Although Figure 2.9 appears to show a downwards trend at higher luminosities,
the authors state that variance among individual sources is greater than any systematic
differences.
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Figure 2.9: Continuum luminosity at 158 µm in erg s−1 , compared to the equivalent width
of the [C ii] emission line measured in µm, taken from Sargsyan et al. (2014). Symbols
indicate source classification based on the PAH 6.2 µm feature as in Figure 2.8.

We apply the SFR relations from Sargsyan et al. (2014) to the measurements for
ULAS J1120+0641, taken from Venemans et al. (2012) and presented in Table 2.6. Using the [C ii] line we find a SFR in the range 60 - 220 M yr−1 ; from the 158 µm continuum we find SFR = 60 - 270 M yr−1 . These ranges are appreciably lower than the range
160 - 440 M yr−1 found by Venemans et al. (2012) using LFIR determined from the BB
fit to the 158 µm point. While the far-infrared luminosity is well established as a SFR
indicator, the estimate of LFIR for ULAS J1120+0641 is quite uncertain, requiring a large
extrapolation to determine the nature of the fitted BB component. For example, the dust
temperature is unknown: we have simply assumed the 47 K value from Beelen et al.
(2006). In contrast, although the [C ii] and 158 µm relations are less well established, the
resulting SFRs are derived directly from the observations.
It is important to note that the SFR relations from Sargsyan et al. (2014) are based
on observations of low-redshift sources (only a few exceptions have z > 0.1). However,
if both L[C ii] and L158 are reliable SFR indicators for both starburst- and AGN-dominated
sources over a range of luminosities and redshifts, we expect to see similar ratios L[C ii]/L158
at very high redshifts. That is to say, the [C ii] EW should be similar for quasars at z > 6.
To test this prediction, we present the highest-z [C ii] EW measurements from the literature in Table 2.6 to compare with the results from Sargsyan et al. (2014), who measure
a median restframe [C ii] EW of 1.0 µm for low-redshift starburst galaxies. They also find
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Table 2.6: Measurements of equivalent width of [Cii] for the z > 5.7 quasars seen in
Table 2.4
Source

Redshift

J0129-0035
J0210-0456
J1044-0125
J1120+0641
J1148+5251
J1319+0950
J2054-0005
J2310+1855

5.779
6.432
5.785
7.084
6.419
6.133
6.039
6.003

flux [Cii]
Jy km s−1
1.99 ± 0.12
0.269 ± 0.037
1.70 ± 0.30
1.03 ± 0.14
3.9 ± 0.3
4.34 ± 0.60
3.37 ± 0.12
8.83 ± 0.44

fν (158)
mJy
2.57 ± 0.06
0.12 ± 0.035
3.12 ± 0.09
0.61 ± 0.16
4.5 ± 0.62
5.23 ± 0.10
2.98 ± 0.05
8.91 ± 0.08

EW [Cii]
µm
0.41 ± 0.03
1.18 ± 0.38
0.29 ± 0.05
0.89 ± 0.26
0.46 ± 0.07
0.44 ± 0.06
0.60 ± 0.02
0.52 ± 0.03

λLλ (158)
1045 erg s−1
2.6
0.14
3.2
0.84
5.4
5.8
3.3
9.6

Ref.
3
4
3
1
2
3
3
3

References: (1) Venemans et al. (2012); (2) Walter et al. (2009); (3) Wang et al. (2013);
(4) Willott et al. (2013).

a similar value for the low-z AGNs in the sample, but with a larger scatter. The measured
EW of ULAS J1120+0641 is 0.89±0.26 µm, consistent with the predicted value. Overall,
however, the results for the eight quasars indicate a typical [C ii] EW that is approximately
a factor of two smaller than the result from Sargsyan et al. (2014): the inverse-varianceweighted mean is 0.5 µm (the unweighted value is slightly higher, 0.6 µm.) However,
we may consider a factor of two to be a relatively small discrepancy given that some of
the high-z sources have significantly higher 158 µm continuum luminosities compared to
the Sargsyan et al. (2014) sample. Additionally, in view of the large redshift difference
between the samples, at the very least, the small difference in the typical EW suggests
that the 158 µm continuum is a better indicator of SFR than is LFIR for luminous high-z
quasars.

2.4.2

The ratio MBH /Mbulge

We now consider the relationship between the mass of the central black hole in galaxies,
MBH , and the stellar mass of the bulge, Mbulge . Correlations between the black hole mass
and physical properties of the surrounding bulge indicate that black holes play a vital
role in terms of driving the evolution of their host galaxies. Magorrian et al. (1998) were
the first to investigate the relationship between MBH and Mbulge . They found MBH ∼
0.005Mbulge , although there was a large scatter in their results. Since then, however, HST
has facilitated the determination of far more reliable black hole mass measurements. By
contrast, the bulge mass is somewhat less well defined. The considerations involved in
accurately determining Mbulge are beyond the scope of this thesis; Kormendy & Ho (2013)
provide a discussion on the different approaches that are commonly found in the literature.
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Figure 2.10: Black hole mass vs. bulge mass for a sample of 30 nearby galaxies from
Häring & Rix (2004). The solid black line shows the fit to the data, which has a slope
of 1.12 ± 0.06. The dashed line indicates an earlier result from Marconi & Hunt (2003),
which has a similar slope (1.06 ± 0.09). Squares indicate galaxies that were modelled by
Häring & Rix (2004) while triangles were taken from the literature.

To date, no satisfactory mechanism has been proposed that can explain the MBH − Mbulge
relation. Nevertheless, there is a wealth of published results in the literature, which test
various galaxy samples and methods of modelling the bulge mass.
Häring & Rix (2004) used improved estimates of MBH and Mbulge for a total of
30 nearby galaxies. Their results are shown in Figure 2.10. They find an almost lin1.12±0.06
ear relationship between the two quantities (MBH ∝ Mbulge
), with a fiducial ratio
−3
10
MBH /Mbulge ' 1.4 × 10 for Mbulge ∼ 5 × 10 M . The Häring & Rix (2004) result
is much tighter than that from Magorrian et al. (1998), without strong outliers.
Venemans et al. (2012) find an upper limit on the dynamical mass of ULAS
J1120+0641 of Mbulge < 3.6 × 1010 (sin θi )−2 M , based on a galaxy size of R < 5 kpc.
However, if we equate the SFR to the rate of change of the bulge stellar mass, Ṁbulge , we
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Figure 2.11: MBH /Mbulge evolution with redshift using BHCosmo simulations, from Di
Matteo et al. (2008). The dashed line indicates systems with Mbulge > 3 × 1010 M ; the
solid line Mbulge > 6 × 1010 M .

can compute the rate of increase of the black hole mass ṀBH and compare the ratio of
growths to the mass ratio that we can observe in nearby galaxies. In other words, computing the ratio ṀBH/ Ṁbulge will allow us to determine whether either the black hole or bulge
are growing faster at the time observed, relative to observations in the local universe.
We can determine ṀBH with the following argument. If infalling matter is converted
to energy in the black hole with efficiency η then we have Lbol = η Ṁc2 , where Ṁ is the
accretion rate. We consider mass that is not converted to energy as directly contributing
to the increase in MBH , i.e., ṀBH = (1 − η) Ṁ. Substituting for the accretion rate, we find
Lbol
. With an assumed efficiency of η = 0.1, we estimate ṀBH = 40 M yr−1
ṀBH = (1−η)
η
c2
from the bolometric luminosity of ULAS J1120+0641. Adopting a SFR of 200 M yr−1 ,
we find ṀBH/ Ṁbulge = 0.2, two orders of magnitude larger than the local mass ratio from
Häring & Rix (2004). If these rates were constant over the light travel time from ULAS
J1120+0641, we would see a mass ratio very unlike that in nearby galaxies. We conclude
that at the observed time, the black hole at the centre of ULAS J1120+0641 was growing
in mass over 100 times faster than the stellar bulge relative to the local mass ratio.
It is perhaps to be expected that the growth of the black hole should be relatively
faster at the observed time, given the challenges involved with forming a 2 × 109 M
black hole within 0.8 Gyr of the Big Bang. Fundamentally, it is unclear whether black
holes evolved before, after, or alongside their host galaxies. Therefore the evolution of
the MBH − Mbulge relation with redshift is also of interest.
Di Matteo et al. (2008) ran cosmological hydrodynamic simulations of the ΛCDM
model with BHCosmo. They predict weak evolution of the MBH /Mbulge ratio with redshift, although as shown in Figure 2.11, this trend seems to drop off for z > 4. Models from Wyithe & Loeb (2003) and Adelberger & Steidel (2005) predict that the ob78
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Figure 2.12: MBH /Mbulge evolution with redshift based on observations of the 3C RR
catalogue, from Targett et al. (2012). The z < 2 quasars were analysed by McLure et al.
(2006b); the z = 4 examples are from Targett et al. (2012), and the z = 6.41 case is ULAS
J1148+5251, which is shown for comparison. The dark grey band indicates the best-fit
evolution: MBH /Mbulge ∝ (1 + z)2.07±0.76 . The lighter band indicates the local relation,
centred at 0.002 with 0.3 dex scatter.

served ratio should evolve more strongly as MBH /Mbulge ∝ (1 + z)1.5 - 2.5 . McLure et al.
(2006b) attempt to match observations to the theoretical predictions using the 3C RR
sample (Laing et al. 1983) of 170 luminous radio-loud quasars with redshifts 0 < z < 2.
Although ULAS J1120+0641 is radio-quiet, the authors argue that their sample gives
results that are representative of all galaxies. The study is augmented by Targett et al.
(2012), who add deep-Ks band observations of two z = 4 quasars to the McLure et al.
(2006b) sample, shown in Figure 2.12. The MBH − Mbulge relation is found to evolve as
MBH /Mbulge ∝ (1 + z)2.07±0.76 , in good agreement with the stronger-evolution predictions.
If we were to adopt MBH /Mbulge = 0.2 for ULAS J1120+0641, the quasar would fall comfortably within the scatter of this relationship. Although agreement with the McLure et al.
(2006b) relation extrapolated to the highest redshifts may simply be fortuitous, ULAS
J1120+0641 adds to a growing body of evidence to strengthen the case for evolution of
the Magorrian relation with increasing redshift.
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2.5

Summary

In this chapter we have sought to compile a full SED for ULAS J1120+0641, the results
of which are summarised in Table 2.3 and displayed in Figure 2.3. The work was in part
based on state of the art observations from the latest far-infrared and sub-mm instruments.
Although several of our new results did not boast particularly high significance, we
were able to combine them and consequently model the SED using a four-component fit.
One of the components was modelled by dusty torus models from Hönig & Kishimoto
(2010). We found that the torus could not contribute a significant fraction of the continuum flux at 158 µm. We therefore required a star formation component, modelled with a
modified black body, to explain the additional flux at 158 µm.
From the model fits we determined a bolometric luminosity for ULAS J1120+0641
of Lbol = 2.6 ± 0.6 × 1047 erg/s = 6.7 ± 1.6 × 1013 L . Future observations at ∼ 5 µm
in the rest frame would enable us to better constrain the SED, reducing the uncertainty
associated with Lbol . We find the Eddington ratio for ULAS J1120+0641 to be λEdd =
1.0+0.8
−0.4 , suggesting that the quasar is accreting more or less at its Eddington limit.
We applied results from Sargsyan et al. (2014) to determine a SFR in the host galaxy
of the quasar using the [C ii] luminosity and the 158 µm continuum luminosity. We estimate an SFR in the range 60 - 270 M yr−1 . We also found the [C ii] EW in the highest
redshift quasars including ULAS J1120+0641 to be typically only a factor of two smaller
than the Sargsyan et al. (2014) result for nearby starburst galaxies, suggesting that the
[C ii] and underlying continuum luminosities are reliable indicators of star formation for
all galaxy types.
Finally, we turned our attention to the well known Magorrian relation between the
black hole mass and stellar bulge mass in the host galaxy. We found that at the time observed, the black hole at the centre of ULAS J1120+0641 was growing over 100 times
more rapidly than the stellar bulge, compared to the mass ratio measured for nearby galaxies.
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Chapter 3
The Lyman-α forest of ULAS
J1120+0641
In Chapter 2 we analysed photometric observations of ULAS J1120+0641 which spanned
a large range of wavelengths, and used them to determine properties of the quasar and its
host galaxy. However, our interest in investigating ULAS J1120+0641 extends beyond
the source itself. Considering the effect of neutral hydrogen on the flux emitted by the
quasar allows us to gain insights into conditions in the IGM at high redshifts, which in
turn can provide clues about the epoch of reionization.
In this chapter we make use of a combination of photometry and spectroscopy, shown
in Figures 3.1 and 3.2, to characterise the absorption and transmission of flux at wavelengths shortwards of the Lyα emission line at 1216Å restframe. Our main aim is to
provide an analysis of the Lyα forest towards ULAS J1120+0641 by combining Hubble
Space Telescope (HST) imaging from the Advanced Camera for Surveys (ACS) with new
spectroscopy from the Very Large Telescope (VLT)/X-shooter instrument (Vernet et al.
2011). In the case of HST, we remeasure the F814W (i band) first presented by Simpson et al. (2014), paying close attention to the effects of charge transfer efficiency (CTE)
losses. We search for significant transmission peaks in the X-shooter spectrum. We discuss the limitations of spectroscopy for determining optical depth measurements towards
ULAS J1120+0641, before combining our photometric and spectroscopic measurements
in order to constrain the evolution of effective optical depth towards the quasar. We finally
provide a summary of Lyα forest simulations of the X-shooter spectrum, which are used
to constrain the volume weighted hydrogen neutral fraction at z > 6. The work described
in this chapter also forms the basis of the publication Barnett et al. (2017).
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Figure 3.1: VLT X-shooter spectrum of ULAS J1120+0641 (black), covering restframe wavelengths between 850 and 1400Å. The spectrum
has been binned to a pixel size of ∼ 150 km s−1 using inverse variance weighting. A flaw has been masked at ∼ 7550 Å. Observed wavelengths
of Lyα, Lyβ and the Lyman limit are marked. The only transmission detected in the spectrum is confined to spikes over the wavelength range
marked by α, in the pure Lyα forest, corresponding to the redshift range 5.856 < z < 6.121. The corresponding wavelength range for Lyβ
absorption is marked β and lies blueward of the restframe Lyman limit. Plotted as the blue dotted line is the (scaled) total system throughput
curve for the ACS F814W filter.
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Figure 3.2: HST ACS F814W and WFC3/IR F105W imaging of the quasar field. The
apparent streaking in the F814W image is a diffraction spike from a nearby star. ULAS
J1120+0641 is circled. This chapter is primarily concerned with the heavily absorbed i
band image; the Y band is shown for contrast. Images provided by Chris Simpson.
Table 3.1: HS T and UKIRT WFCAM observation dates of ULAS J1120+0641 used to
scale the X-shooter spectrum.

3.1
3.1.1

Band

HS T

Reobserved WFCAM

i
Y
J
H
K

2013/03/27-29
2013/03/09-10
2013/03/09-10
—
—

—
2010/11/17
2010/11/17
2011/01/26
2011/01/26

Observations & data reduction
X-shooter spectroscopy

X-shooter (Vernet et al. 2011) is a medium resolution (R = λ/∆λ = c/∆v ∼ 4000 - 17000
depending on slit width) échelle spectrograph, installed at the Cassegrain focus of the
8.2m VLT Kuyen telescope in 2009. A single X-shooter exposure covers three wavelength regions with individual, dedicated spectrographs or “arms”: the UVB arm covers
3000 - 5595 Å; the VIS arm 5595 - 10240 Å, and NIR arm 10240 - 24800 Å. Given the
high redshift of the ULAS J1120+0641, the Lyman series lies in the range 7350 . λobs .
9850 Å, which lies entirely in the VIS arm. At bluer wavelengths, the flux is entirely suppressed by absorption of the Lyman continuum as we enter the “Lyman valley” (Møller &
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Figure 3.3: Spectra of four high redshift quasars including ULAS J1120+0641. The spectra
are all binned to an approximate resolution of 30 km s−1 . Lyman series lines are indicated for
each source. The blue braces indicate the wavelength ranges that we measure in Table 3.2. SDSS
quasar spectra are from White et al. (2003) and provided by Rick White; ULAS J0148+0600
spectrum is from Becker et al. (2015a) and supplied by George Becker.

3.1 Observations & data reduction
Jakobsen 1990). Therefore it is only the VIS and NIR parts of the X-shooter spectrum that
are of general interest, with the Lyα emission line lying close to the boundary between
these two arms.
ULAS J1120+0641 was observed with X-shooter over several nights spanning 2011
March to 2014 April, providing a total of 30 h integration on source1 . A 0.00 9 slit width
was used, giving a resolving power of R = 8800, equivalent to a resolution of 34 km/s.
Inspection of telluric OH absorption lines, however, indicate that the true mean resolving
power was somewhat better, R ∼ 10000, or a resolution of 30 km s−1 , as a consequence of
good average seeing during the observations. The bin size used for the final spectrum is
10 km s−1 . The raw images were reduced by George Becker. The data reduction, including
flux calibration, is described in Bosman et al. (2017), who present the results of a search
for metal lines in the spectrum redwards of Lyα.
Since we are interested in measuring the degree of absorption in the Lyman series
forest relative to the continuum, systematics, by which we mean the sky level to subtract is consistently over- or under-estimated, are more important for ULAS J1120+0641
than for several of the other high-redshift quasars used for measuring transmission in the
Lyα forest because ULAS J1120+0641 is fainter. For example, three of the well-known
quasars in which long GP troughs have been detected, ULAS J0148+0600, z = 5.98
(Becker et al. 2015a), and SDSS J1030+0524, z = 6.31 and SDSS J1148+5251, z = 6.42
(White et al. 2003), are respectively factors 3.9, 2.1, and 2.9 brighter than the redshift
seven quasar (Figure 3.3) as measured at 1300 Å restframe. Consequently, a great effort
went into minimising bias in the sky-subtraction stage of the data reduction. Subtle systematics can be present depending on the algorithm used (White et al. 2003). For example,
a weighted least-squares fit to the sky where the variance is a Poisson estimate based on
the measured counts systematically underestimates the sky and so leaves a positive residual. A simple example can be used to illustrate this point. Imagine a scenario where the
√
true sky is at a level of 100 counts, of which there are two measurements: 90 ± 90
√
and 110 ± 110 counts. The inverse-variance weighted average of these measurements

h
i
h
i
≡ Σ f /σ2 / Σ 1/σ2 is 99 counts, i.e., the true sky level is underestimated.
To avoid such a bias, a least-squares linear fit to the sky was used. Separate exposures
were combined using inverse variance weights; however, rather than a Poisson estimate
from the counts, the measured scatter about the fit was used to estimate the sky variance.
The spectrum was flux-calibrated to the FORS2/GNIRS spectrum presented in Mortlock
et al. (2011), which was in turn calibrated to UKIRT photometry. However, Simpson et al.
(2014) found ULAS J1120+0641 to have faded by 0.16 mag compared to the UKIRT Y J
photometry, attributing the difference to intrinsic variability between the observations.
1

ESO programmes 286.A-5025(A), 089.A-0814(A), and 093.A-0707(A)
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Table 3.2: Measured flux density in GP troughs. The final column represents the flux
measured over the same wavelength range for ULAS J1120+0641, with significant transmission spikes subtracted. The values in the final column are therefore measurements of
the positive residual in the X-shooter spectrum discussed in §3.2.1.
quasar
ULAS J0148+0600
ULAS J0148+0600
SDSS J1030+0524
SDSS J1148+5251

redshift range wavelength range
flux density
Å
10−20 erg s−1 cm−2 Å−1
5.55 - 5.71
5.71 - 5.88
6.00 - 6.16
6.10 - 6.32

7966 - 8163
8163 - 8360
8510 - 8710
8630 - 8900

−0.3 ± 0.9
0.9 ± 0.8
1.5 ± 1.4
3.5 ± 0.8

ULAS J1120+0641
10−20 erg s−1 cm−2 Å−1
2.2 ± 0.5
2.7 ± 0.5
3.2 ± 0.5
2.7 ± 0.5

Because we use the F814W photometry in our analysis of the Lyα forest, we have applied
the additional flux correction of Simpson et al. (2014) to the spectrum.
We checked the 1σ error spectrum by analysing the S/N ratio distribution in pixels in
the long GP trough. We subtracted any large-scale systematic residual (§3.2.1) using a 301
pixel median filter, and calculated S/N ratios. We applied a 3σ clip and fit a Gaussian to
the resulting histogram, which should have a dispersion of unity if the errors are correct.
We found a correction to the error spectrum by a factor of 1.05 was required (§3.2.2).
Furthermore, as noted by Bosman et al. (2017), sky subtraction is imperfect close to the
peak of the brightest OH sky lines. By again fitting a Gaussian to the S/N histogram for
pixels close to the peak of strong lines, we were able to account for the imperfect sky
subtraction by further increasing the errors by a factor of 1.15 for the five pixels centred
on each skyline peak (§3.2.2.3).
The X-shooter spectrum is presented in Figure 3.1, binned to a pixel size of
150 km s−1 . As discussed in §3.2.2, the only detectable transmission over the entire Lyman series is confined to the small range in wavelengths marked α in Figure 3.1. The
transmission is in the pure Lyα forest over the redshift range 5.856 - 6.121, just redward
of the Lyβ emission line at zα = 5.821. The remainder of the Lyα forest is completely absorbed, as is the entire region of the Lyβ, Lyγ and higher orders, down to the Lyman limit.
The bin width of 150 km s−1 in Figure 3.1 was chosen to emphasise the GP absorption in
the plot.
We believe the X-shooter spectrum of ULAS J1120+0641 is the deepest ever taken
of a z > 5.8 quasar. The errors are on average substantially smaller than in the spectra of
the three quasars listed earlier. For example compared to ULAS J1120+0641, in the GP
troughs in the spectra of ULAS J0148+0600, z = 5.98, SDSS J1030+0524, z = 6.31, and
SDSS J1148+5251, z = 6.42, measured over the same wavelength regions, the errors are
on average larger by factors 1.6, 2.5, and 1.8, respectively (Table 3.2). These factors are
consistent with the different integration times of the observations.
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3.1.2

HST photometry

Simpson et al. (2014) originally presented HST imaging of the quasar field in three filters,
attempting to identify Lyman-break galaxies associated with ULAS J1120+0641 in order
to determine whether the quasar lies in an overdense region. The ACS F814W image had
a total exposure time of 28,448 s spread across 5 visits made over 2013 March 27 - 29th .
Each visit comprised six dithered exposures of ULAS J1120+0641, with the exception of
the final visit where a single exposure was taken. The 25 pipeline-processed raw frames
were then combined using the pyraf routine astrodrizzle.
Two frames are shown in Figure 3.2: alongside the ACS F814W image is the F105W
(Y band) image from the infrared channel of the Wide Field Camera 3 (WFC3/IR). As
seen in Figure 3.1, the wavelength range of the ACS F814W filter rather neatly spans
the Lyman series forest of ULAS J1120+0641, and so F814W photometry will provide
valuable information about Lyman series absorption due to neutral hydrogen towards the
quasar. The extent of the absorption is clear to see between the F814W and F105W
frames. Not shown in Figure 3.2, the WFC3/IR F125W (J band) was also measured by
Simpson et al. (2014).
3.1.2.1

Remeasuring the i814 flux: charge transfer inefficiency

Space-based CCDs such as the ACS instrument on HST are exposed to energetic particles
which can displace atoms in the detector, leaving defects in the silicon lattice. During
the readout process, these defects can act as charge traps, which may hinder electrons as
they travel to the readout register at the edge of the chip. The late-arriving counts are thus
attributed to the wrong pixel. Imperfections in images due to delays in the readout process
are generally referred to as charge-transfer efficiency (CTE) losses. These losses typically
manifest themselves as spurious streaks emanating from a source away from the direction
of readout, as charge is effectively left behind as it is shifted in the parallel direction
(Figure 3.4). Once the charge reaches the serial register it is shifted in the perpendicular
direction to the nearest amplifier; Anderson & Bedin (2010) find CTE losses in the serial
register to be negligible, and so the effect is only relevant to the parallel shift. Although
the trails typically only contain a small amount of charge, CTE losses are detrimental to
an observation: charge shifted from the core of a source may end up in a trail that extends
far beyond a standard photometric aperture, resulting in a reduced measured brightness.
Understandably, much effort has gone into characterising the losses associated with CTE,
and correcting for them (e.g. Anderson & Bedin 2010; Chiaberge 2012).
The problem of CTE losses is more severe the lower the background, is proportionally greatest for the faintest sources, and increases linearly with distance of the source
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Figure 3.4: Overview of the ACS WFC, taken from Anderson & Bedin (2010). Readout
is in the parallel direction away from the virtual overscan region which separates the two
CCD chips.

from the serial register. ULAS J1120+0641 is close to the limit of detectability in the
i band, and we are concerned about the likely CTE losses for such a faint source. The
CTE trails stand out clearly in Figure 3.5, which shows one of the 25 exposures that
make up the F814W observation of ULAS J1120+0641. The CTE effect is unfortunately
maximised at the position of the quasar for our observations, due to the construction of
the ACS instrument’s Wide Field Camera (WFC), a schematic of which is shown in Figure 3.4. When the instrument is centred on a source, the distance the charge must travel
is greatest, thus increasing the effect of CTE losses.
Two solutions to the problem of CTE losses have been devised by the ACS team.
The first (Chiaberge 2012) quantifies the losses as a function of sky background, source
brightness, and location on the CCD, and provides formulae to correct measured photometry. Alternatively, Anderson & Bedin (2010) attempt to put the trailed charge back into
the sources. The fundamental idea is to model the readout process, including any charge
trapping that occurs, and then to invert the model to move electrons back to where they
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Figure 3.5: A 200 × 200 pixel region centred on (2093, 1900) of the lower chip (WFC2;
see Figure 3.4) in the uncorrected frame jbyj09maq flt, a single exposure of the quasar
field. The region is centred at the position of ULAS J1120+0641, which is indicated by
the cyan Q. The vertical trails which extend upwards from neighbouring sources are
artefacts indicative of CTE losses.

belong. This ingenious approach has proved very successful and it is now applied by
default in the ACS data reduction pipeline (although it can optionally be turned off). The
Anderson & Bedin (2010) correction was applied to the image measured by Simpson et al.
(2014), who record an AB magnitude for ULAS J1120+0641 of i814 = 28.59±0.20. However, given that ULAS J1120+0641 is so faint in the F814W image, we wish to carefully
re-examine the Simpson et al. (2014) result to ensure that the photometry is as accurate
as possible for our analysis.
The instrument science report by Chiaberge (2012) indicates that the problem of
CTE losses reduces strongly with increasing sky level. Chiaberge finds that the required
magnitude correction to an ACS image may be expressed as
∆mag∆y=2000pix = α log(source counts) + β,
where ∆mag∆y=2000pix indicates the magnitude loss for a source centred 2000 pixels from
the readout register, and α and β vary with the background level. Although it becomes
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necessary to extrapolate the Chiaberge (2012) results, for sky counts of & 70 e− , no correction should be required.
In the case of ULAS J1120+0641, we have a faint source detected on top of a relatively high background, typically 105 e− in any given frame, since the quasar is located
in the ecliptic. According to Chiaberge (2012), we should therefore not expect any correction due to CTE losses, since the Anderson & Bedin (2010) procedure will simply add
noise. The standard HS T pipeline applies the CTE correction, but also produces uncorrected frames. Therefore to assess the effect of the CTE correction we used astrodrizzle
to produce co-added frames of the dithered F814W exposures, using both corrected and
uncorrected frames. We paid close attention to our choice of input parameters to avoid the
cores of bright objects being flagged and masked as cosmic rays, which had a considerable
adverse effect on photometry.
As a check, we used astrodrizzle to produce co-added frames of the dithered F814W
exposures both with and without the Anderson & Bedin (2010) correction in order to
quantify the CTE corrections made as a function of source brightness, and of location on
the CCD. We chose astrodrizzle input parameters carefully, to avoid the cores of bright
objects being masked as cosmic rays. We then used SExtractor (Bertin & Arnouts 1996)
to produce a catalogue of objects, detected in the corrected F814W image. We performed
aperture photometry at the positions specified by the catalogue in both the corrected and
uncorrected F814W images. Ideally the sample would be restricted to point sources,
but discrimination between stars and galaxies is unreliable for sources as faint as ULAS
J1120+0641. Consequently, we included all sources identified by SExtractor. CTE
corrections for galaxies will be larger than for point sources, as they cover more pixels,
so any measured trends may in fact overestimate the CTE correction for point sources
such as ULAS J1120+0641. The centroid of the image of the quasar is also uncertain
as the source is so faint. We therefore used the F105W frame to define the position of
ULAS J1120+0641, before measuring photometry in the two F814W frames. However,
we were not able to use the F105W image to define the whole catalogue, as it is shallower
than the F814W observation and so fewer objects were detected. Finally, we calculated
the CTE corrections (∆ m = mcorrected − muncorrected ) for all sources. These are presented as
a function of corrected magnitude in Figure 3.6a, and of the distance in pixels from the
serial register, ∆y, in Figure 3.6b.
In both of these plots very weak trends, at the level of few hundredths of a magnitude
are visible in the mean correction for all objects at a particular magnitude or clocking
distance. However, these corrections are much smaller than the standard deviation in each
bin. Furthermore, as noted above, these trends likely overestimate the required correction,
as the sample is dominated by galaxies. We conclude that when the background is this
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(a) Correction as a function of magnitude. The spread appears to increase for fainter
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Figure 3.6: The CTE correction (mcorrected − muncorrected ) applied to objects detected in
the F814W frame, shown as blue stars. The red circle indicates ULAS J1120+0641, for
which the correction is negative, i.e., the quasar is brightened by almost half a magnitude.
Yellow crosses represent the median correction in the indicated bins of 0.5 mag (upper)
or 200 pixels (lower). Upper: Correction as a function of corrected F814W magnitude.
Lower: Correction as a function of ∆y, the number of pixels from the readout register.

3.2 Analysis of the spectrum
high the Anderson & Bedin (2010) algorithm simply introduces additional noise, and
the best photometry is provided by the uncorrected frame. The correction for ULAS
J1120+0641 itself is large: the quasar lies in the tail of the distributions and is brightened
by 0.47 mag. This unusually large correction appears to be due to chance. We do not
have a satisfactory explanation for the discrepancy, but since our conclusion is that we
should proceed with the uncorrected frame, the correction for ULAS J1120+0641 can be
ignored.
The uncorrected frame has a stripy appearance from fractionally small CTE losses in
bright sources. We therefore flattened the sky background by subtracting a median filtered
version of the frame. We obtained our final result using aperture photometry with a 3 pixel
radius (rather than the 2.5 pixel aperture preferred by Simpson et al. (2014), to avoid
digitisation issues). We applied an aperture correction to 10 pixel radius (0.00 5), derived
from bright stars. This was then further corrected to the nominal “infinite” aperture radius
of the ACS of 5.00 5 using the quoted encircled energy fraction of 0.914 in the 0.00 5 aperture,
quoted in the ACS Data Handbook. We also attempted to derive PSF photometry using
daophot, however the resulting model PSF appeared to be a poor fit and so the photometry
was deemed unreliable. The corrected result is i814 = 28.85, with N/S = 0.34. We give
the uncertainty as a ratio as the errors are Gaussian in flux, but at such low significance
the equivalent posterior distribution in magnitudes is extremely skewed.

3.2
3.2.1

Analysis of the spectrum
Systematic errors from sky subtraction

In exploring the Lyα forest in the X-shooter spectrum, we found that despite the care
taken in the data reduction stage, there are systematic errors present in the form of a
small positive residual signal at an average level of fλ ∼ 3 × 10−20 erg s−1 cm−2 Å−1 , or
alternatively a level of ∼ 0.15 of the average random error per pixel. This corresponds
to ∼ 0.05% of the counts from the sky within the extraction aperture. A direct synphot
(Laidler et al. 2008) measurement of the spectrum, binned to a pixel size of 150 km/s using
inverse variance weighting, yields i814 = 27.2, which is a factor 4.5 brighter than the HST
photometry. The values are clearly incompatible with each other. The sky residual is at
a very low level and is difficult to characterise. To detect it at 3σ requires binning over
scales of ∼ 120 Å, or ∼ 400 pixels. However, the residual does not appear to correlate
directly with the error spectrum as on large scales they do not share the same shape.
Neither does the residual appear to be significantly greater in the wavelength ranges of
the bands of telluric OH lines, compared to line-free regions. Therefore it does not seem
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to be an effect associated with the difficulty of subtracting the sharp OH sky lines, and is
apparently a smooth feature2 .
Systematic errors in sky subtraction have not been reported or quantified in previous
measurements of τeGPf f . Our initial suspicion is that they will be detectable only in very
deep observations of long GP troughs. We checked whether a residual at the level seen
in the spectrum of ULAS J1120+0641 would have been detected in the GP troughs seen
in the spectra of the three quasars ULAS J0148+0600, SDSS J1030+0524, and SDSS
J1148+5251 (Figure 3.3). In the respective papers, the transmission in the GP troughs is
measured in bins of width ∼ 50 Mpc, and converted to an effective optical depth. Using
the same bins we have measured the average flux density in the spectra, using inversevariance weighting. The results are provided in the fourth column of Table 3.2. In three
of the bins the measured flux is consistent with zero, while significant flux is recorded in
the GP trough 6.10 < z < 6.32 in the spectrum of SDSS J1148+5251. We then subtract
the transmission spikes seen in the spectrum of ULAS J1120+0641 (§3.2.2) and measure
the residual average flux density over the same four bins in the spectrum of the redshift
seven quasar. These results are listed in the final column. In the spectrum of ULAS
J1120+0641 we measure significant flux at the level of ∼ 3 × 10−20 erg s−1 cm−2 Å−1 in all
four bins.
Comparing the values in columns 4 and 5 of Table 3.2, the measurements agree in
each bin at the 2.5σ level, which is to say that systematic errors could be present in the
other spectra at a similar level to those measured in the spectrum of ULAS J1120+0641.
The detection of significant flux in the redshift bin 6.10 < z < 6.32 in the spectrum of
SDSS J1148+5251 is interesting, because it is the only other case where significant flux
has been measured where no transmission spikes in Lyα have been detected. White et al.
(2003) originally speculated that the detected flux could originate from a faint intervening
galaxy, although this scenario has subsequently been ruled out by HST imaging (White
et al. 2005). Systematic errors in the sky subtraction certainly provide a simpler explanation. In the case of ULAS J1120+0641, we believe that we have simply reached a limit
in terms of the accuracy to which the sky can be subtracted using current algorithms. The
issue of sky-subtraction residuals is likely to have an ever-increasing bearing on spectra
as more distant sources are discovered at lower S/N.
2

That the extracted bias appears to be the same in the line-free region and in the OH forest is intriguing.
It would be possible to explore this further by extracting spectra in “blank” regions along the slit where
no object is known to exist. While reducing the X-shooter spectrum, this was done informally by George
Becker. The bias was found to still be present, although the results have not been quantified.
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3.2.2

Detecting transmission in the Lyα forest

3.2.2.1

The matched filter

Our aim is to identify significant flux transmission in the Lyman-series forest of ULAS
J1120+0641. At these redshifts transmission in the Lyman-series forest will be in isolated
spikes, the detection of which will enable us to characterise the amount of flux that is
detectable in the spectrum, as well as how transmission spikes are distributed. The main
tool that we make use of is a Gaussian matched filter. A matched filter optimises the S/N
of features in a noisy spectrum, by correlating the observed signal with a template with a
view to identifying the form of the feature in the spectrum. By attempting to fit a Gaussian
line profile at each pixel in the X-shooter spectrum bluewards of the Lyα emission line,
we can search for significant (Gaussian) transmission lines in the Lyα forest (e.g. Hewett
et al. 1985).
The minimum FWHM of a resolved transmission spike should be given by the resolution of the spectrum, i.e., 34 km/s. The resolution therefore dictates the minimum width
of the template profile, Σmin : the FWHM value of 34 km/s is equivalent to 2.235 Σmin
across. We attempt to fit a range of templates with resolution Σ in the range [Σmin , 8 Σmin ]
√
in incremental factors of 2, in anticipation of a wide range of transmission profiles
hidden in the noisy spectrum.
The explicit implementation of the Gaussian matched filter is described by, e.g.,
Hewett et al. (1985); Bolton et al. (2004). Suppose fλi is the flux measured in a single
pixel of the spectrum i, and σi is the error on fλi . Now let {G j } designate our Gaussian
kernel of resolution Σ running over the pixels j between ± jlim and centred on pixel i, for
which j = 0. The value of jlim can easily be determined by representing the change between the ith pixel and its neighbours as a velocity, v j , and comparing this to the template
resolution: setting jlim to encompass a ± 4 Σ range should ensure that {G j } is appropriately
sized. G j , the weight of each pixel in {G j }, can be expressed as:
 2 
 v j 
G j = exp − 2  .
2Σ

(3.1)

Fitting {G j } to the X-shooter spectrum at each pixel i can be expressed as a minimumχ problem, akin to normalising the dusty torus models in Chapter 2. The maximumlikelihood estimator kibest for the normalisation of {G j } to the flux { fλ(i+ j) } is the value of ki
which minimises
jlim
X
(kiG j − fλ(i+ j) )2
2
χi =
.
(3.2)
σ2(i+ j)
j=− jlim
2
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Table 3.3: S/N distributions in the Lyα forest. “Corrected” version has had median
filtered spectrum subtracted, and the 1σ error spectrum is increased by 5%.

Σ
km / s
15
21
30
34
42
60
84
120

original spectrum
µ
σ

corrected spectrum
µ
σ

0.38
0.46
0.55
0.59
0.65
0.78
0.92
1.09

-0.03
-0.03
-0.03
-0.03
-0.03
-0.03
-0.03
-0.02

1.04
1.05
1.06
1.06
1.07
1.09
1.10
1.13

1.00
1.01
1.01
1.01
1.02
1.03
1.06
1.07

Differentiating Equation 3.2 with respect to ki , setting to zero to find the minimum,
and solving yields
P
2
A(1)
j fλ(i+ j) G j / σ(i+ j)
best
≡ i(2) .
ki = P 2 2
(3.3)
Ai
j G j / σ(i+ j)
The variance in kibest is given by 1/A(2)
i using the definitions in Equation 3.3. Hence for a
best
fitted Gaussian profile ki {G j } centred on pixel i,
A(1)
(S /N)i = q i .
A(2)
i

(3.4)

We wish to build up a template transmission spectrum of kibest {G j } values centred at
all pixels i for which a resolution of {G j }, Σ satisfies:
I. Σ yields a higher S/N than any other value of Σ at that pixel, and
II. Σ yields a S/N higher than a certain threshold (Figure 3.9).
In the absence of transmission spikes, that is to say a complete Gunn-Peterson trough,
we would expect the distribution of {(S /N)i } to be Gaussian distributed about zero, with a
variance equal to unity. To test our hypothesis, we run the matched filter over the Lymanseries forest for a range of values of Σ. The resulting S/N distributions are shown in
Figure 3.7. For all values of Σ the mean of the {(S /N)i } is greater than zero, indicative of
the small positive bias discussed in §3.2.1.
To remove the systematic residual, we subtracted a median-filtered version of the
spectrum using a box of length 301 pixels, i.e., ∼ 90Å. Given that transmission is expected
to be in the form of spikes, the application of a median filter of such a long box length
should have a negligible effect on any transmission. The S/N distributions in Figure 3.7
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are also wider than expected. We therefore apply a 5% correction to the error spectrum,
as described in §3.1.1. The S/N distributions of the median filtered, corrected X-shooter
spectrum are shown in Table 3.3.
3.2.2.2

Matched filter detections

Table 3.4: Transmission spike candidates detected in the Lyα forest with the matched
filter

λobs
Å

zα

8337.2
8341.4
8356.7
8365.1
8517.4
8655.7
8658.6

5.858
5.862
5.874
5.881
6.006
6.120
6.122

Σ
km / s

S/N

21
15
15
15
15
15
15

48.7
7.4
14.8
5.6
5.9
9.0
6.2

Spike flux
10 erg / s / cm2
−18

5.34
0.71
1.42
0.54
0.46
0.84
0.85

We apply the matched filter described in §3.2.2.1 at each of the 8535 pixels in the
Lyman-series forest up to the apparent near zone of ULAS J1120+0641, covering the
observed wavelength range 7350 Å ≤ λobs ≤ 9770 Å. At each pixel we fit the various
Gaussian templates, saving the most significant detection (positive or negative), and the
corresponding value of Σ. In the bottom panel of Figure 3.8 we show the S/N determined
using the narrowest template at each pixel (Σ = 15 km s−1 ) to illustrate the process.
The most significant detections at each pixel are combined to produce the S/N distribution presented in Figure 3.9. Considering “negative transmission,” the matched filter
identifies negative spikes down to a significance of 4 σ in the Lyman-series forest. We use
the negative detections to set a significance threshold for real spikes: we cannot be sure
that a spike is real unless the S/N is >> 4. We ultimately choose a detection threshold of
S/N > 5 to account for the possibility of an extended tail of false detections in the positive
direction resulting from cosmic rays that are not perfectly subtracted.
The matched filter finds seven significant flux transmission spikes, which are presented in Table 3.4. The spikes are identifiable in both panels of Figure 3.8, and we
present close-ups of the X-shooter spectrum and derived transmission spectrum in Figure 3.10. The spikes are all observed at wavelengths between 8337 Å ≤ λobs ≤ 8659 Å, or
redshifts 5.858 < z < 6.122. We check the goodness of the fit of the Gaussian template to
the data, finding the χ2 values of the spikes to be satisfactory. The detection process was
carried out in two stages, to check for the presence of small spikes near the strongest line
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Figure 3.8: Close-up of the Lyα forest towards ULAS J1120+0641, binned to a pixel size of 20 km s−1 for display purposes. Upper: Spectrum
(black) and 1σ errors (red). Lower: S/N at each pixel found by running the Gaussian matched filter at the narrowest width over the unbinned
spectrum (pixel size 10 km s−1 ).
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Figure 3.9: Histogram showing the distribution of S/N spikes extracted with the Gaussian matched filter. We have extracted the maximum (magnitude) significance of every
S/N spike in the spectrum, derived from our different values of Σ. The positive S/N
scale continues up to ∼ 50, the significance of the largest spike. The vertical dashed line
indicates our threshold for genuine transmission candidates of 5σ.

at 8337.2 Å. The first matched filter run yielded six of the spikes in Table 3.4 (with the
feature at 8341.4 Å not identified). Subtracting the detections from the original spectrum
and re-running the matched filter brought the final count to seven spikes. In addition to
the tabulated peaks, we paid attention to two spikes in flux in the Lyα forest at 8496 Å and
at 8507 Å (the latter is clearly visible in Figure 3.10), apparently comparable in size to
the 6.2σ detection at 8517Å. However, we found that these wavelengths coincided with
spikes in the error array, which arise due to OH skylines. The maximum S/N at 8496 Å and
8507 Å was consequently found to be < 3.5 in both cases. The significant transmission
features are very narrow: with the exception of the largest spike at 8337 Å, the template
width Σ which yielded the highest S/N was 15 km/s, i.e., the spikes are unresolved. We integrate the template transmission spectrum to find a total transmitted flux of (1.02 ± 0.03)
×10−17 erg / s / cm2 , of which approximately half is contained in the largest spike.
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Figure 3.10: Significant transmission of flux in the Lyα forest towards ULAS
J1120+0641. The raw X-shooter spectrum of ULAS J1120+0641 is shown in grey with
a pixel size of 10 km/s. Shown in blue is the 1σ error spectrum, and the derived transmission spectrum is overlaid in red. The seven detections presented in Table 3.4 are
indicated.

3.2.2.3

Transmission beyond the pure Lyα forest

Using synphot we measure i814 = 29.00 ± 0.03 for the derived transmission spectrum. Our
value is consistent with the HST photometry (§3.1.2; i814 = 28.85, S/N= 2.9), raising the
question of whether the seven spikes account for all the transmission in the spectrum.
In Table 3.5 we have recorded the wavelength ranges in the spectrum and the corresponding redshifts over which absorption in the four transitions Lyα, Lyβ, Lyγ and Lyδ
are recorded (we do not show Ly or higher-order transitions). The seven transmission
spikes lie close to the blue end of the pure Lyα forest, which is to be expected given the
following argument.
Starting at the red end of the Lyα forest, on the edge of the quasar near zone at ∼
9770 Å, and moving to shorter wavelengths, the Lyα opacity reduces, until at 8291 Å, zα =
5.82, the high-opacity Lyβ forest at zβ = 7.08 cuts in. Continuing blueward from 8291Å
the opacity in Lyβ reduces, but will still be very high at 7862 Å, corresponding to zβ =
6.61, at which point the Lyγ forest also comes into play at zγ = 7.08. Note that over
this wavelength range there is also significant foreground Lyα absorption at redshifts
5.47 < zα < 5.82. The result is that the most transparent window in the spectrum is just
redward of 8291Å, in the pure Lyα forest.
If there is any more transmitted flux in the spectrum, we expect most of it to lie in
the wavelength range 8291 - 8700 Å. However, considering spikes with S/N in the range
3 - 5, we detect no excess in the pure Lyα forest: the distribution is approximately uniform
along the whole spectrum, with no excess detected in the wavelength range 8291 - 8700Å.
Even if all the 3 - 5σ spikes redward of Lyβ were real, they would only contribute an
additional 10% to the transmitted flux. The region of Lyβ absorption corresponding to the
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Table 3.5: Wavelength and redshift ranges recording Lyα, β, γ, δ absorption.

λobs
Å

α

β

γ

δ

8291 - 9827 5.82 - 7.08
−
−
−
7862 - 8291 5.47 - 5.82 6.61 - 7.08
−
−
7678 - 7862 5.32 - 5.47 6.49 - 6.66 6.89 - 7.08
−
7581 - 7678 5.24 - 5.32 6.39 - 6.49 6.80 - 6.89 6.98 - 7.08
transmission spikes is marked β in Figure 3.1. It lies beyond the Lyman limit for ULAS
J1120+0641, and is consequently not useful for measuring transmission.
The matched filter finds a single unresolved spike in the range of ambiguity 4 <
S/N < 5. It is detected at S/N= 4.5, and lies at λ = 8056 Å, corresponding to zα =
5.627 and zβ = 6.854. We plot the spike in Figure 3.11. The Lyβ spike is potentially
very interesting, since it can say something about the opacity of the IGM at z ∼ 6.9.
We therefore need to carefully examine the validity of the feature. A priori it would be
surprising to find flux transmission at such a high redshift in the Lyβ forest, since we
anticipate both a high opacity to Lyβ photons, as well as a significant contribution to the
net optical depth from foreground Lyα absorption.
We notice that the putative line lies close to a sky line, where sky subtraction may not
be perfect (Bosman et al. 2017). To investigate whether we might be simply measuring
a residual, we fit a Gaussian to the distribution of S/N ratios at each pixel moving in
either direction from a skyline peak. Each distribution should have zero mean and unit
dispersion. The measured dispersions are presented in Figure 3.12, and the function was
found to be symmetric about OH line centres. As mentioned in §3.1.1, we can account for
the imperfect sky subtraction increasing the errors by a factor of 1.15 for the five pixels
centred on each skyline peak. However, the Lyβ spike lies six pixels from the centre
of a strong OH sky line, sufficiently far away that it should not be affected by poor sky
subtraction.
We additionally checked that the fluxes measured in subsets of the data are consistent. In Figure 3.13 we show measurements of individual subsets of the X-shooter data
taken at different times: Period 86 Director’s Discretionary Time (DDT; 2010 October 2011 March), Period 89 (P89; 2012 April-September) and Period 93 (P93; 2014 AprilSeptember). We make direct measurements of the spectra in bins centred on each spike
and equal to 2 × FWHM in width, set by the width of the matched filter template Σ. We
check each measurement for consistency by determining the inverse-variance weighted
average of the other two subsets. For the Lyβ spike (top left panel of Figure 3.13), the
P89 and P93 data are consistent with zero flux, while the DDT measurement is discrepant
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Figure 3.11: Region of the spectrum in the Lyβ forest, around the putative transmission
spike. The raw X-shooter spectrum of ULAS J1120+0641 is shown in grey with a pixel
size of 10 km/s. Shown in blue is the 1σ error spectrum, and the matched filter detection
is shown in red.

by 2.6σ with respect to the other subsets (uncertainties are combined in quadrature). The
overall picture surrounding the Lyβ feature is somewhat murky: unfortunately it is not
possible to be sure if the line is real or not.
If the spike is real, the optical depths along the line of sight to the quasar at redshifts
zα = 5.627 and zβ = 6.854 must both be low. We now follow a line of reasoning used
by White et al. (2005), who discussed a Lyβ transmission spike in the spectrum of SDSS
J1148+5251. In the spectrum of ULAS J1120+0641, we find the transmission measured
over five pixels centred on the Lyβ spike to be T (8056) = 0.04±0.01, using the continuum
spectrum described in §3.2.2.4. The effective optical depth, which is the sum of contributions from both the Lyα and Lyβ forests, is τ(8056) = − ln [T (8056)] = 3.2±0.3 = τα (z =
5.6) + τβ (z = 6.9). The transmission at the corresponding wavelength in the Lyα forest
(zα = 6.854, λ = 9548 Å) measured over 5 pixels is T (9548) = −0.01 ± 0.01, meaning an
optical depth τα (z = 6.9) > 4.0 at a 2σ upper limit on flux. Taking the ratio of effective
optical depths τα /τβ ∼ 2.25 from Fan et al. (2006a), the measurement at λ = 9548 Å,
implies 1.8 < τβ (z = 6.9) < 3.2, and 0 < τα (z = 5.6) < 1.4.
We do not believe that the range on τα (z = 5.6) is unreasonable, so our analysis
does not weaken the case that the line is real. One might speculate that the Lyβ spike
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Figure 3.12: S/N dispersion in pixels near skylines. A correction can be applied up to
two pixels either side of an OH line centre.

is indicative of a region of star formation. However there is no evidence for metal lines
corresponding to the redshift of the spike in the spectrum (Bosman et al. 2017).
3.2.2.4

ef f

Measuring τGP

Narrow transmission features are essentially unaffected by the application of the long median filter. We therefore consider it reasonable to use the filtered spectrum to directly
measure the effective optical depth τeGPf f in the Lyman series forest. To estimate the transmitted flux ratio T , we normalise the X-shooter spectrum using the model intrinsic spectrum described in Mortlock et al. (2011). The blue wing of the Lyα emission line comes
from a composite spectrum produced by Paul Hewett, created from sources with similar
C iv blueshifts (which is extreme in the case of ULAS J1120+0641). The composite is
extended bluewards of Lyα as a power law fλ ∝ λ−0.5 (Telfer et al. 2002). The template is
normalised to ULAS J1120+0641 at 1280 Å.
In Table 3.6 we present measurements of T and τeGPf f over the redshift range
5.07 - 7.02, which covers practically the entire Lyman series forest. We follow Fan et al.
(2006a), making measurements in fixed-size bins of ∆z = 0.15. To estimate T we calculate the transmission fraction in each pixel before taking the inverse-variance weighted
average for each bin, i.e., T = hF/Fcont i. If transmission is detected below a level of 2σ,
we adopt a lower limit for τeGPf f based on a value of T equal to twice the uncertainty3 .
3

τeGPf f .

A more elegant approach would be to deduce a posterior probability density function for T and hence
The true value of T ≥ 0, so by assuming a uniform prior for T ≥ 0 and a Gaussian likelihood, it
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ef f

Table 3.6: Measurements of the transmission fraction T and effective optical depth τGP
in bins of ∆z = 0.15 towards ULAS J1120+0641
wavelength range
Å

redshift range
zα

7381.3 - 7563.5
7563.7 - 7745.8
7746.0 - 7928.2
7928.5 - 8110.7
8110.9 - 8292.9
8293.1 - 8475.5
8475.8 - 8657.8
8658.1 - 8840.2
8840.5 - 9022.5
9022.8 - 9204.9
9205.2 - 9387.5
9387.8 - 9569.6

5.07 - 5.22
5.22 - 5.37
5.37 - 5.52
5.52 - 5.67
5.67 - 5.82
5.82 - 5.97
5.97 - 6.12
6.12 - 6.27
6.27 - 6.42
6.42 - 6.57
6.57 - 6.72
6.72 - 6.87

bin size
pixels
h−1 cMpc
732
635
698
682
666
653
638
625
612
600
589
576

53.6
51.7
49.9
48.3
46.6
45.2
43.7
42.4
41.1
39.9
38.8
37.5

ef f

T

τGP

0.00000 ± 0.00088
−0.00114 ± 0.00110
0.00111 ± 0.00093
0.00067 ± 0.00093
0.00015 ± 0.00082
0.00640 ± 0.00095
0.00013 ± 0.00084
−0.00023 ± 0.00091
0.00055 ± 0.00094
−0.00058 ± 0.00086
0.00071 ± 0.00118
−0.00019 ± 0.00114

> 6.34
> 6.12
> 6.29
> 6.29
> 6.41
5.05 ± 0.15
> 6.38
> 6.31
> 6.28
> 6.37
> 6.05
> 6.09

We also consider the effect of the adopted power-law slope at wavelengths below
Lyα. The difference could be important, since we are measuring τeGPf f over quite a long
wavelength range, far from the Lyα emission line. We recalculate τeGPf f values using a bluer
continuum, fλ ∝ λ−1.4 (Lusso et al. 2015). The effect on τeGPf f is found to be small. In the
lowest-redshift bin we find τeGPf f > 6.54, while in the highest redshift bins the difference is
negligible. In the bin beginning at z = 5.82 we measure τeGPf f = 5.15 ± 0.15, i.e., consistent
with the value presented in Table 3.6.
In Figure 3.14 we show our measurements of τeGPf f , as well as the power law evolution
of τeGPf f determined using HST photometry (§3.3.1). Note that measurements in bins for
which zα < 5.82 are not included in Figure 3.14, since the value of τeGPf f includes contributions from Lyβ and higher order transitions as well as Lyα. We have also excluded
the highest redshift bin (z = 6.87 - 7.02) as we detect a bias in the median filter, which is
dragged upwards by the Lyα emission line at the longest wavelengths. Consequently, too
much flux is subtracted for that bin, and the transmitted flux was found to be erroneously
low.
The results for ULAS J1120+0641 support the steadily-growing body of evidence
that τeGPf f climbs rapidly at high redshift, and that therefore we are observing the tail-end
of the epoch of reionization. However, it is clear from Figure 3.14 that we are unable to
make especially revealing measurements of τeGPf f for z & 6.5. Absorption in the spectrum
is saturated, and so we can only determine lower limits on τeGPf f which are similar in value
to measurements of τeGPf f from lower-redshift sources. Little further information can be
gained by measuring up to redshifts of seven, and the most useful constraints on τeGPf f come
would be possible to determine posterior confidence intervals for τeGPf f . By adopting a 2σ upper limit for T ,
we have followed the method used to measure existing limits on τeGPf f (e.g. Fan et al. 2006a; Becker et al.
2015a). Given that absorption in the Lyα forest is saturated at z ∼ 6.5, our choice is ultimately not very
important.
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Figure 3.14: Evolution of τGP with redshift as predicted by Equation 3.5 (solid lines,
see §3.3.1). The dashed line indicates the expected optical depth if the low-redshift case
ef f
were to continue indefinitely. Points indicate direct measurements of τGP along different
lines of sight.

from z ∼ 6. Quasar spectra will still be a vital tool for reionization studies, however: for
higher neutral fractions, other methods such as measuring the red damping wing of the
IGM will be required (e.g. Greig & Mesinger 2016).

3.3
3.3.1

Analysis: combining photometry with spectroscopy
IGM opacity

As discussed in §1.3.1.1, Fan et al. (2006a) used the spectra of 19 z > 6 quasars to measure
τeGPf f along different lines of sight. They found the best-fit power law to be:
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X-shooter), normalised

(a) Synthetic F814W photometry measured by determining τeGPf f from different values
of ξ (Equation 3.5) is indicated by the blue points. The solid black line represents the
F814W flux in the HST ACS frame. The 1σ range for the HST measurement is shaded
grey. The red hatching indicates the hard lower limit on the measured F814W flux
imposed by the X-shooter spectrum.
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(b) Posterior distribution for ξ, constrained by photometry and spectroscopy. The 68%
highest posterior density credible interval is shaded and the peak of the distribution is
indicated at ξ = 11.2. The cut-off at ξ = 11.6 arises from determining a lower limit to
the i814 flux from the transmission spectrum
ef f

Figure 3.15: Finding a value of ξ to determine the evolution of τGP

3.3 Analysis: combining photometry with spectroscopy
empirically determining the limit ξ > 10.9. We now wish to measure a value of ξ following a procedure similar to that used by Simpson et al. (2014), using our revised photometry. We can also use the transmission spikes detected in the X-shooter spectrum – a
secure lower limit on the true flux value – as an additional constraint on ξ.
Again adopting the intrinsic quasar spectrum chosen by Mortlock et al. (2011) and
outlined in §3.2.2.4 ( fλ ∝ λ−0.5 ), we model absorption in the IGM using Equation 3.5.
The wavelength of each pixel is converted to a Lyα redshift, which is used to calculate
τeGPf f for a particular value of ξ. The expected transmission in a pixel is then given by
fλpredicted = fλintrinsic · exp(−τeGPf f ). Measuring the absorbed spectrum with synphot produces
a synthetic i814 magnitude that we can compare directly to the F814W result.
Simpson et al. (2014) found a value of ξ = 10.8+0.6
−0.5 to be consistent with their HST
observations (i814 = 28.59 ± 0.20). The results for our remeasured photometry are shown
in Figure 3.15. Figure 3.15a shows the flux measured with synphot, using a range of
values of ξ to model continuum absorption. Assuming a constant flux density in the i
band, the remeasured HST result is equivalent to i814 = (1.047 ± 0.356) × 10−8 Jy and is
indicated in Figure 3.15a. We obtain a revised value of ξ = 11.2+1.2
−1.0 , derived entirely from
photometry.
Although the HS T result is very uncertain, combining photometry with spectroscopy
allows us to place tighter constraints on ξ. The X-shooter spectrum shows that i814 cannot
be fainter than a certain limit, which corresponds to the transmission spikes detected in the
Lyα forest. It is important to note that τeGPf f produces a continuous transmission spectrum,
which does not inform us about how the discrete flux spikes are distributed. Consequently
we simply use the transmission spectrum to put a lower limit on the F814W flux.


Our next step is to determine a posterior distribution for ξ, p ξ fˆHS T , fˆXs , where
fˆHS T and fˆXs indicate the fluxes measured in the HS T F814W image and the detected Xshooter transmission spikes respectively. We assume a uniform prior p(ξ) for ξ > 0.
Although we have assumed Gaussian errors for the i band flux, the HS T likelihood


p fˆHS T ξ will be non-Gaussian since the relationship between ξ and synthetic photometry is non-linear (Figure 3.15a). Explicitly,




1

p fˆHS T ξ = √
2πσHS T


"
#2 



 1 fˆHS T − f (ξ) 

exp 
−
,



 2

σHS T

(3.6)

where σHS T is the uncertainty on the HS T measurement and f (ξ) is the predicted flux for


a given value of ξ, as in Figure 3.15a. The combined likelihood, p fˆHS T , fˆXs ξ is found


by multiplying Equation 3.6 by the X-shooter likelihood, p fˆXs ξ , since the observations are independent. Measuring the template spectrum derived in §3.2.2.2 with synphot
creates a hard lower limit to the i band flux of 0.914 × 10−8 Jy (AB magnitude 29.00; N/S
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Figure 3.16: Cumulative distribution of Lyα forest flux contained in the detected transmission spikes (red), compared with the expected distribution of flux transmission based
on our model for optical depth (black; §3.3.1). The dashed black lines indicate the unef f
certainty on our model for τGP .

= 0.025), which we model as a step function. Higher values of ξ are simply ruled out, as
they result in a transmitted flux lower than that measured in the spectrum. Although there
is uncertainty in the X-shooter measurement, the combined S/N is sufficiently high that
attempting to soften the step function does not significantly alter the final result.
Given a uniform prior, the posterior distribution is given by
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,
p ξ fˆHS T , fˆXs ∝ Θ (ξ0 − ξ) exp 
−



 2

σHS T

(3.7)

where Θ (ξ0 − ξ) is a Heaviside step function and ξ0 is the value of ξ for which


f (ξ) = 0.914 × 10−8 Jy, the lower limit found above. We present p ξ fˆHS T , fˆXs in Figure 3.15b. The 68% highest posterior density interval is shaded, giving a best estimate of
ef f
(z) is shown in Figure 3.14.
ξ = 11.2+0.4
−0.6 . The resulting evolution of τGP
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3.3.2

Distribution of flux transmission spikes

Our measurement of the transmission spectrum suggests that (87 ± 34)% of the quasar
flux detected by HST is accounted for by the X-shooter spectrum. The combined S/N of
the transmission spectrum is ∼ 40, so the error on the 87% is dominated by the uncertain
photometry. Consequently all of the transmission in the spectrum may have been detected.
Even if there are any additional lower-significance transmission features they are likely to
be found in the same redshift range and to follow a similar distribution. The shape of the
cumulative distribution of the transmitted flux therefore provides a noisy estimate of the
shape of the cumulative transmission of the Lyα forest, and so it is interesting to compare
this to the model.
In Figure 3.16 we present the cumulative proportion of flux contained in transmission
spikes with redshift. That is to say, the cumulative transmitted flux as a function of redshift, normalised to the total transmitted flux. The result from spectroscopy is compared
to the τeGPf f model derived in §3.3.1, which is used to produce an average transmission
spectrum. In both cases the distributions are normalised to the total transmitted flux so
that we can compare the relative shapes.
Broadly speaking, the shapes of the distributions are in good agreement. In particular, our model for τeGPf f predicts effectively zero transmission for z & 6.2, which is well
matched by our transmission spectrum: the highest-redshift spike lies at z = 6.12. Given
the expected increase of τeGPf f at Lyα redshifts zα < 5.82 due to the addition of Lyβ (and
higher order transitions) absorption, we conclude that all of the F814W flux lies in the
redshift range 5.8 . z . 6.2. Any additional transmission in the X-shooter spectrum not
picked up by the matched filter is most likely to be found in the same redshift range, but
in lower-significance transmission features.
The distribution of transmission features is consistent with an extremely long GunnPeterson trough extending to the quasar’s near-zone. In Figure 3.17 we show the extremely long implied Lyα trough covering the redshift range 6.12 ≤ z ≤ 7.04, equivalent
to a comoving distance of 240 h−1 Mpc. This is over twice as long as the next longest
trough reported by Becker et al. (2015a) towards the z = 5.98 quasar ULAS J0148+0600,
although that trough extends to significantly lower redshifts (5.52 ≤ z ≤ 5.88). Our definition of a dark gap differs slightly from that used by Fan et al. (2006a); they use a scheme
wherein any contiguous region of the observed spectrum with τeGPf f > 3.5 is accepted, without considering the accompanying random error spectrum. By contrast, the Lyα trough
towards ULAS J1120+0641 extends over the wavelength range for which there was no
formal flux detection using the matched filter.

110

normalised flux

3.3 Analysis: combining photometry with spectroscopy

0.10
0.08
0.06
0.04
0.02
0.00
-0.02
-0.04
8600

8800

9000

9200
9400
wavelength ( )

9600

9800

Figure 3.17: The Lyα trough visible towards ULAS J1120+0641. The X-shooter spectrum is shown in black binned to a pixel size of 30 km/s and scaled to the peak Lyα flux.
The light-blue shaded region indicates the ±2σ range. The red dashes indicate the spikes
identified by the matched filter: no significant transmission is found in the Lyα forest
over the range 8660 - 9770Å.

3.3.3

Constraints on xH i from simulations

Fan et al. (2006a) suggested that long Gunn-Peterson troughs will be able to provide
useful constraints on the neutral hydrogen fraction at the highest redshifts. The large
cross-section of Lyα means that the forest will be almost completely absorbed by z ∼ 6
even for xH i ∼ 10−4 (e.g. Fan et al. 2006a), and density evolution will naturally make the
IGM even more opaque at z > 6. Nevertheless, we wish to determine what we can learn
about xH i from the long trough towards ULAS J1120+0641. The following section is a
brief summary of an analysis by George Becker of simulations from Jamie Bolton.
To constrain xH i , artificial spectra were produced using the Sherwood suite of hydrodynamical simulations (Bolton et al. 2017). They were run using a modified version
of the P-GADGET-3 code, which is in turn an updated version of the publicly available
GADGET-2 (Springel 2005). The models use a ΛCDM cosmology consistent with recent
Planck results (Planck Collaboration XVI 2014). A 40 h−1 Mpc box containing 2 × 20483
particles was used. Reionization occurs at zr = 15, beyond which point the gas temperature and ionization fraction were evolved assuming a spatially uniform Haardt & Madau
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(2012) UVB4 . Simulation outputs were captured in redshift steps of ∆z = 0.1, and onedimensional Lyα forest skewers were generated (e.g., Theuns et al. 1998).
The aim of the simulations was to set limits on the neutral fraction required to produce the 240 h−1 Mpc trough seen towards ULAS J1120+0641 over 6.12 ≤ z ≤ 7.04. The
following method was used to generate mock Lyα forest spectra with properties matched
to the data:
(i) For a single trial, six individual Lyα forest skewers are selected at random from
the simulation, with redshifts chosen to most closely match the redshifts of the Xshooter spectrum.
(ii) Lyα optical depths (τα ) were then scaled according to the ratio of the desired value
of xH i to the native xH i in the simulation (Equation 3.8)
(iii) Transmitted fluxes are computed as F = e−τα .
(iv) The spectra were then smoothed to the nominal instrumental resolution of FWHM =
34 km s−1 and binned using 10 km s−1 pixels, to match the real data.
(v) Random Gaussian noise is added with dispersion given by the ULAS J1120+0641
error spectrum.
(vi) A matched filter search for transmission peaks was then performed following the
procedure described in Section 3.2.2, using only the narrowest filter width (Σ =
15 km s−1 ). The results were however not found to be sensitive to Σ.
The evolution in the neutral fraction was parametrised as a power law
xH i (z) = x0

1+z
7.1

!β
,

(3.8)

which is normalised to the volume-weighted neutral fraction at z = 6.1, i.e., near the
start of the trough. The native values of the simulation are x0 = 1.4 × 10−4 and β =
9.1. 104 mock spectra were generated for each of a range of combinations of x0 and β.
95% confidence limits on these parameters are those for which no transmission peaks are
detected with S/N ≥ 5 (i.e. a 240h−1 Mpc dark gap) in at least 5% of the mock spectra.
For β = 0, x0 ≥ 1.4 × 10−4 . Increasing β to 9, consistent with a Haardt & Madau (2012)
4

This choice of zr is not consistent with the latest results from Planck, which suggest a redshift of
reionization around eight (Planck Collaboration XLVII 2016). However, the simulations are not meant
to mimic a realistic reionization history, and are more geared towards modelling the IGM in the postreionization regime. We use them only to constrain what the neutral fraction can be over 6 < z < 7,
independent of the reionization history chosen.
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UVB, gave x0 ≥ 1.1 × 10−4 . The limits on x0 are thus largely insensitive to β, indicating
that most of the constraining power comes from the low-redshift end of the trough (where
(1 + z)/7.1 ∼ 1).
In summary, the Lyα trough towards ULAS J1120+0641 provides only a weak lower
limit to the volume-weighted neutral fraction of the IGM (xH i & 10−4 ), despite its remarkable length. This neutral fraction is consistent with a highly ionized IGM, although
of course the absorption feature is also consistent with xH i ∼ 1. The weakness of the constraint results from the trough lying at very high redshift, where high Lyα optical depths
can arise due to high IGM densities, even if the neutral fraction is very low. We note
that the UVB we have considered is spatially invariant, so the most transmissive regions
of the IGM will be low-density voids. Although evidence suggests the UVB is patchy at
z ∼ 5.5 (Becker et al. 2015a), models that incorporate a non-uniform background produced by star-forming galaxies tend to predict that the UVB intensity is lowest in regions
of large-scale overdensity (Davies & Furlanetto 2016; D’Aloisio et al. 2016). In that case,
the most transmissive regions would tend to be high-density regions, and thus a lower
xH i would be required to produce significant Lyα transmission. The lower limits on xH i
derived assuming a uniform UVB are therefore likely to be robust.

3.4

Summary

In this chapter we have sought to characterise Lyα absorption towards ULAS J1120+0641
making use of both HST ACS photometry and VLT X-shooter spectroscopy. Revisiting
the HST observations presented by Simpson et al. (2014), we find that for a faint source
such as ULAS J1120+0641 which is measured against a high background, the Anderson
& Bedin (2010) CTE correction included in the ACS pipeline merely introduces noise to
the photometry. Using the uncorrected images, we presented a revised F814W result of
i814 = 28.85, with S/N∼ 3. We concluded that photometry can also be a powerful tool
for determining the extent of Lyα absorption, using the HST observations to constrain the
evolution of τeGPf f with redshift.
Our analysis of a deep X-shooter spectrum of ULAS J1120+0641 revealed a significant residual flux, which we believe may result from imperfect sky subtraction. However,
subtracting a long median filtered version of the spectrum removed the residual quite
successfully. We made direct measurements of τeGPf f at redshifts approaching seven, finding limits that did not offer much improvement over existing data from z ∼ 6 quasars.
Nevertheless, our results add to the growing body of evidence that we are observing an
acceleration in IGM opacity at these redshifts.
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While photometry provides us with more useful constraints on effective optical depth,
we were still able to use the spectrum to derive a lower limit on the transmitted flux in
the Lyman series forest. Using a Gaussian matched filter we detected seven significant
(> 5σ) transmission features over the redshift range 5.8 . z . 6.2. These spikes account
for (87 ± 34)% of the quasar flux detected by HST. We infer an extremely long dark
gap extending from the final transmission spike to the quasar’s near-zone, equivalent to
a comoving distance of 240 h−1 Mpc. However, the GP trough can only provide a weak
limit on the IGM neutral fraction (xH i & 10−4 at 95% confidence). This is a generic
limitation of observations of the Lyα forest. For reionization studies at higher redshifts
and higher neutral fractions, indications are the most insightful use of quasar spectra will
be measurements of the Lyα damping wing (e.g. Greig & Mesinger 2016).
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Chapter 4
Probabilistic selection of z > 8 quasars
I. Model parameters
State of the art measurements of the polarization of the CMB indicate a reionization redshift of zre ∼ 8 (Planck Collaboration XLVII 2016) assuming instant reionization, while
the analysis of quasar spectra at z & 6 provides evidence for an increase in the neutral
hydrogen fraction towards higher redshift. Further measurements of the neutral fraction
of the IGM from the analysis of Lyα damping wings will be invaluable for learning more
about the reionization epoch, while the discovery of additional high redshift black holes
will place useful constraints on structure formation models. Thus there is great motivation to discover new quasars at redshifts z > 7. In this chapter we move away from
ULAS J1120+0641, and lay the foundations for searches for quasars in the redshift range
7.6 < z < 9.0 (hereby specifically referred to as HZQs) in UKIDSS and VIKING. We
revisit the Bayesian model comparison framework developed by Mortlock et al. (2012),
extending it to higher redshifts and to different contaminating populations, namely Galactic L and T type dwarf stars and early-type galaxies at intermediate redshifts. We then
simulate the fluxes of dwarf stars, galaxies and HZQs, with the aims of assessing the feasibility of a search for HZQs, and determining the HZQ selection function for UKIDSS
and VIKING.

4.1
4.1.1

Initial considerations for detecting z > 8 quasars
Choosing suitable surveys

As discussed in §1.5, previous searches for quasars at z & 6 have almost exclusively
focused on identifying the Lyα break, since the bands either side of it maximise the sensitivity to quasars. Measured quasar colours show strong evolution with redshift, as the
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Figure 4.1: UKIDSS Y, J and H bands plotted with the X-shooter spectrum of ULAS
J1120+0641, which has been redshifted to z = 8.0 to illustrate the wavelengths that will
be of interest in our HZQ search. The X-shooter spectrum is binned to a pixel size of
50 km/s for clarity, and wavelengths below Lyα are set to zero flux.

intrinsic Lyα emission line and intervening absorption shift through various bandpasses.
At z & 5.7, the Lyα emission line moves out of the SDSS i filter: a colour cut targeting objects that are red in i − z has long proven an excellent way of identifying z > 5.8
quasars (e.g. Fan et al. 2001a; 2003; 2006a). By z ∼ 6.5, however, Lyα also leaves the
SDSS z band – quasars at such high redshift are no longer visible at optical wavelengths.
ULAS J1120+0641 was the first quasar to be selected in part on the basis of a very red
i − Y colour (Mortlock et al. 2011; 2012), while Venemans et al. (2013) used the Z − Y
VIKING colour to identify three further z > 6.5 quasars.
In Figure 4.1 we show the X-shooter spectrum of ULAS J1120+0641 seen in Chapter 1.3, redshifted to z = 8.0 and set to zero flux blueward of the Lyα emission line,
alongside the UKIDSS near-infrared bands, Y, J and H. The Lyα break is all but redwards of the Y-band, suggesting that sources that are very red in the Y − J colour will
be of interest for our HZQ search. A suitable survey will need to provide coverage at
these near infrared wavelengths. However, several factors conspire to make the task more
difficult. Most obviously, HZQs are more distant than z ∼ 6 quasars, and therefore appear
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Table 4.1: Fiducial SDSS/UKIDSS depths

Band

Survey

Central wavelength (µm)

5σ-limit

σ (µJy)

AB offsets

i
z
Y
J
H
K

SDSS
SDSS
UKIDSS
UKIDSS
UKIDSS
UKIDSS

0.747
0.892
1.031
1.248
1.631
2.201

22.3 (AB)
20.8 (AB)
20.2
19.5
18.7
18.1

0.87
3.48
3.37
4.85
6.75
7.26

–
–
0.634
0.938
1.379
1.900

References: SDSS: York et al. (2000), UKIDSS: Dye et al. (2006); offsets: Hewett et al.
(2006)

fainter from Earth for a given luminosity. The issue is compounded by a brighter night sky
at infrared wavelengths. Additionally, the quasar luminosity function (QLF) – a measure
of quasar number density as a function of luminosity – is known to decrease with redshift
as approximately 10−0.47z (Fan et al. 2001b); while there is a suggestion that the falloff
may be even more rapid for z > 6 (McGreer et al. 2013; Jiang et al. 2016). The scarcity of
HZQs means that a large survey area is required to have a chance of including them. For
a given observation time, the trade-off with wider area coverage is a lower depth, which
impacts the detectability of the faint HZQs. Assuming a simple power-law form of the
QLF, Φq (L) ∼ L β , the trade-off balances at the point where β = −3. If the slope of the
QLF is flatter than this value, given a fixed observing time a wide-shallow survey will
detect more quasars than a narrow-deep survey, while for a steeper QLF it is better to go
deeper. A suitable survey for HZQ searches will therefore require some sort of balance
between coverage and depth.
Two surveys that we can make use of are the UKIDSS Large Area Survey (LAS), and
VIKING. The LAS is one of five surveys to be carried out using the WFCAM instrument
as part of UKIDSS (Lawrence et al. 2007). The LAS completed in 2012 and covers
∼ 3400 deg2 in Y JHK. Although WFCAM has an optical Z filter, it is not used for LAS
imaging, and so we complement the infrared imaging from UKIDSS with the SDSS i and
z bands. Fiducial depths for SDSS and the UKIDSS LAS are presented in Table 4.1.
VIKING is a medium-deep survey which ultimately aims to cover 1500 deg2 in five
broadband filters – Z, Y, J, H and Ks – with the VISTA telescope (Edge et al. 2013). As
of April 2016, 1013 deg2 has been released, while around 1350 deg2 will be available by
the end of 2016. While VIKING offers a smaller sky footprint than the UKIDSS LAS,
the survey is also over a magnitude fainter in the J band, providing us with a larger
volume in which to search for HZQs. Nominal depths for the VIKING survey are given
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Table 4.2: Fiducial VIKING depths

Band

Central wavelength (µm)

Z
Y
J
H
Ks

0.877
1.020
1.252
1.645
2.147

5σ-limit σ(µJy)
22.1
21.3
20.8
19.7
19.3

0.65
1.24
1.47
2.67
2.54

AB offset
0.521
0.618
0.937
1.384
1.839

References: VIKING DR1; CASU.

in Table 4.2. We use the median depths achieved by the time of Data Release 1 (DR1)1 ,
which are ∼ 0.4 mag brighter than the target depths in Edge et al. (2013). AB offsets used
to calculate the zero point of each band are from the Cambridge Astronomy Survey Unit
(CASU) website2 .

4.1.2

HZQ contaminants and the inaccessible redshift range

Given that ULAS J1120+0641 lies at a redshift of z = 7.1, our search for z ∼ 8 quasars
invites the question why we do not search for quasars with intervening redshifts, i.e., over
the approximate range 7.2 . z . 7.8. The answer relates to contamination from other
populations of sources. The main challenge to overcome for any high-redshift quasar
search is to separate the target HZQs from other objects with similar near-infrared colours.
Given the rareness of HZQs, it is far more likely that a source with measured HZQ colours
will in fact be either a Galactic L or T star, or an old elliptical galaxy at intermediate
redshift. The properties of these likely contaminating populations are described in depth
by Hewett et al. (2006). To properly simulate the HZQ selection function, it is crucial that
we have a good understanding of these contaminating sources.
In Figure 4.2 we present populations of interest in colour-colour space. Quasar
colours are derived from the updated models of Hewett et al. (2006) and Maddox et al.
(2008) with standard continuum slope and line strength. We use the time-evolved galaxy
models of Bruzual & Charlot (2003) (§4.2.2.3) for the elliptical colours. We take the
L and T dwarf colours from Skrzypek et al. (2015), while corrected colours for late-M
dwarfs are given by Skrzypek et al. (2016). The sample used by Skrzypek et al. (2015;
2016) is described in more depth in §4.2.2.2.
In the upper panels of Figure 4.2, there is a distinct difference between the colour
tracks of quasars and those of the two major contaminants. The target quasars are bluer
1
2

http://www.eso.org/sci/observing/phase3/data_releases/viking_dr1.pdf
http://casu.ast.cam.ac.uk/surveys-projects/vista/technical/filter-set
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Figure 4.2: Model colours for quasars, elliptical galaxies and dwarf stars. Quasar colours are
derived from the updated models of Hewett et al. (2006) and Maddox et al. (2008). We present the
quasar colour track in black using small markers for intervals of ∆z = 0.1 and large markers and
labels for intervals of ∆z = 0.5. Blue squares represent elliptical galaxy colours, derived from the
models of Bruzual & Charlot (2003) with the same redshift spacing as for quasars. Yellow/green,
orange and red respectively represent M, L and T dwarfs over the range of spectral types M5 - T8.
Each individual type is indicated, with large circles reserved for types M5, L0, L5, and so on.
MLT colours are taken from Skrzypek et al. (2015; 2016). The bottom-right panel is enlarged
for clarity. In the bottom-left plot we present the measured colours of simulated UKIDSS objects
(§5.2): black dots are HZQs, blue crosses are elliptical galaxies and yellow/green stars are L and
T dwarfs (not colour-coded by type).

4.2 Probabilistic source classification
in colour redwards of the Lyman break (z − Y for z ∼ 6, etc.) than Galactic stars. Although the measured fluxes of a real source will naturally scatter from the relevant locus,
Figure 4.2 shows that one is sensitive to z ∼ 6 quasars using i − z, and z ∼ 7 quasars using
z − Y. The picture is different for the Y − J colour, shown in the bottom left-hand panel of
Figure 4.2. For redshifts in the range 7.0 - 7.7, the quasar colour locus is almost identical
to that of dwarf stars. We are completely insensitive to quasars until z & 7.8, when the
loci diverge. To emphasise this point, we have added the measured colours of simulated
UKIDSS HZQs, dwarf stars and elliptical galaxies to the bottom left-hand panel of Figure 4.2 (see §5.2). The photometric measurements are noisy, and consequently there is
significant scatter from the model loci. Around z ∼ 7.5 - 7.8 the density of contaminating
populations is extremely high, but at higher redshifts they become more sparse and so we
have a chance of detecting HZQs.
We note a small separation between the loci of galaxies and brown dwarfs, and z > 7
quasars in J − H which is evident in the enlarged bottom-right panel of Figure 4.2. At very
high S/N there may be some scope for separating z ∼ 7.2 - 7.6 quasars from contaminants
on the basis of this colour, as the scatter from the respective loci would be expected to be
quite small. However, such bright quasars are very rare (Willott et al. 2010a; Jiang et al.
2016) and the implications for our search are minimal. At redshifts significantly beyond
z = 8, HZQs can theoretically be selected simply on the basis of their Y − J colours: they
will be far redder than the Galactic L and T dwarfs. However, when the value of Y − J
becomes large, our ability to accurately measure it is limited by the depth in Y, since the
majority of detections will be close to the J limit. The measured Y − J colours of dwarf
stars and quasars are therefore likely to be closer than predicted.
Given the expected rareness of z ∼ 8 quasars, and the difficulties associated with
detecting them outlined above, the aim of this chapter is to develop the formalism required
to detect them. We return to the Bayesian model comparison technique of Mortlock et al.
(2012), developing an update that will enable us to investigate quasars at z ∼ 8. We also
consider the essential elements required to make use of the Bayesian method, namely
surface densities (serving as a prior) and photometric likelihoods for each population
under consideration.

4.2

Probabilistic source classification

As the predicted number of HZQs falls at high redshift, the faint end of any initial candidate sample we produce will become increasingly contaminated by Galactic L and T
dwarfs and red ellipticals. Therefore there is a pressing need to be able to accurately and
reliably distinguish between the target HZQs and contaminants. The alternative to hard
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colour/magnitude cuts is a probabilistic approach, such as that presented by Mortlock
et al. (2012), whereby for each source in a given survey we use Bayes’ theorem to estimate from its photometry, the probability Pq that the source is a quasar from its photometry. The only way to truly distinguish HZQs from a dwarf star with scattered photometry
is via spectroscopy; however it would be unrealistic to attempt to record a deep spectrum
of every source in a survey. By contrast, the crux of the Bayesian approach is to use the
photometric measurements of each source as fully as possible to objectively determine
Pq .
Even before Mortlock et al. (2012) successfully applied the idea to searches for z > 6
quasars, Bayes’ theorem had been used to generate large samples of low-redshift quasars
(e.g. Richards et al. 2004; Bailer-Jones et al. 2008; Bovy et al. 2011). In all cases, a prior
is used to account for the fact that Galactic stars are far more numerous than the target
quasars. The power of a Bayesian approach is illustrated in particular by Richards et al.
(2004), who obtained a photometric sample of ∼ 105 low redshift quasars, complete to
95% at g ≤ 21. There are differences between different methods: Richards et al. (2004)
did not make use of photometric errors, and utilised large, spectroscopically confirmed
training sets of quasars, for which no analogue exists at z & 6. In the following section,
we briefly recount the adaptation of Bayesian model selection techniques to source classification as presented by Mortlock et al. (2012), before applying the formalism to our
HZQ search.

4.2.1

First principles

The overarching question that Mortlock et al. (2012) set out to answer using Bayes’ theorem is as follows: If we have a set of Nt types of astronomical object, t = {t1 , t2 , . . . , tNt },
and a set of Nd available measurements of a single detected object d = {d1 , d2 , . . . , dNd },
what is the probability that that object is of type t?
From Bayes’ theorem, it is straightforward to obtain the posterior probability
p (t | d, det, t) of each hypothesis t (e.g. Sivia & Skilling 2006):
p (t | det, t) · p (d, det | t)
,
p (t | d, det, t) = PNt
0 | det, t) · p (d, det | t0 )
(t
p
0
t =1

(4.1)

where the terms in the numerator are respectively the prior probability of a detected source
being of type t, and the model likelihood or evidence, which is to say the probability of
detecting the source and obtaining the observed data, given that the source is of type t. If
objects of type t are described by the Nt parameters θ t , then the model likelihood is given
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by
p (d, det | t) =

Z

p (θ t | t) · p (d, det | θ t , t) dθt,1 dθt,2 . . . dθt,Nt ,

(4.2)

where p (θ t | t) is the normalized prior on the parameters which is conditional on the type,
and p (d, det | θ t , t) is the likelihood that describes the probability of detecting the source
and obtaining the observed data, given a particular set of parameters.
Mortlock et al. (2012) point out the addition of the explicit requirement that the
source under consideration has been detected in the prior term of Equation 4.1. Such a
condition avoids an unconditional prior probability of the nature of a source. In other
words, the question “what is the probability that a source is a quasar?” does not have a
sensible answer, without some condition on brightness, or other factors including Galactic latitude. The implication is that the prior would have to be recalculated for different
surveys with different depths or sky coverage. Mortlock et al. (2012) resolve the potential ambiguity by combining the model and parameter priors (Equation 4.2) with the
likelihood, yielding a so-called weighted evidence term:
Wt (d, det) =

Z

ρt (θ t ) · p (det | θ t , t) · p (d, det | θ t , t) dθt,1 dθt,2 . . . dθt,Nt .

(4.3)

The advantage of the weighted evidence term is that the parameter prior has been replaced
by a surface density term ρt (θ t ), which is normalized by the number of sources per unit
solid angle. It is independent of the details of the experiment and therefore only needs
to be determined once for each relevant source population. A detection probability term,
p (det | θ t , t) has also been introduced, but for most sources brighter than the detection
limit it is well approximated as close to unity. Making use of the weighted evidence term,
Equation 4.1 simplifies to
Wt (d, det)
.
p (t | d, det) = PNt
0 (d, det)
W
0
t
t =1

(4.4)

We consider three possibilities for a source in our initial samples: that the object is a HZQ
(t = q), that it is an early-type elliptical galaxy at intermediate redshift (t = g) or that it is
a Galactic L or T dwarf “star” (t = s). Hence we can explicitly write Equation 4.4 as
p (q | d, det) =

4.2.2

Wq (d, det)
.
Wq (d, det) + Wg (d, det) + W s (d, det)

(4.5)

Population modelling

The general method of probabilistic classification of a source is fully described by Equations 4.3 and 4.4. In short, we wish to combine prior knowledge of the potential popu122
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lations with photometric measurements to derive a quasar probability, p (q | d, det) ≡ Pq
of each source in turn. We now adapt the general case outlined above to our search for
HZQs. We begin by examining the likelihood for photometric data, which is applicable
to all of the source populations under consideration, before describing the specific cases
in which a source is assumed to be a brown dwarf, a galaxy or a quasar.
4.2.2.1

Photometric likelihoods

A suitable functional form for the likelihood of obtaining photometric measurements d,
p (d, det | θ t , t), needs to relate parameters to observables, while accounting for various
effects not limited to background uncertainty in the images, shot noise, and non-detections
and negative counts. The latter are likely to prove crucial for identifying HZQs, for which
we measure negligible flux blueward of the Lyα break. The logical approach advocated by
Mortlock et al. (2012) is to use calibrated and background-subtracted flux measurements
of objects detected in a survey. If we ignore possible inter-band noise correlations, we
can separate the likelihood into the form
Nb
h
i Y
h
i
p fˆ f (θ t ) , t =
p fˆb fb (θ t ) , t .

(4.6)

b=1

n
o
Here we have written our data vector as d = fˆ = fˆ1 , fˆ2 , . . . , fˆNb . fˆb is the reported flux in
the bth of Nb bands, while fb (θ t ) is the true flux in a band of an object of type t described
by the parameters θ t . Evaluating Equation 4.6 therefore requires a good model for the
colours of a given population, which will be explored in the following sections.
The fact that we choose a set of linear fluxes for our data vector has an important
significance in practice. Survey data, which would form the basis of our HZQ search, is
typically reported in magnitudes, a logarithmic representation of the measured flux. As
such, negative flux (or indeed, any measurement below 5σ in the cases of UKIDSS and
VIKING) is not usefully represented within a survey. This presents a serious issue in the
case of HZQs, which would be expected to have zero flux (without noise) at optical wavelengths, while being detected in filters redward of the Lyα break. Although the Bayesian
model comparison technique can be adapted to account for non-detections, they represent
a loss of information. Mortlock et al. (2012) showed that a ∼ 3σ flux measurement is
often sufficient to satisfactorily reject a candidate, but this would not be possible if upper limits were the only data available to us. The solution is to use list-driven aperture
photometry. By remeasuring the counts at the position of a source that is detected in J in
every band, we can obtain the linear flux and S/N estimates that are most useful to us.
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In terms of assessing HZQ candidates, which will most likely lie within one or two
magnitudes of the survey limits, source Poisson noise can be neglected and so the main
consideration for the photometric errors is the uncertainty in the background. We typically
characterise the sky noise as additive and Gaussian in counts or flux units, and so subject
to a few minor caveats the most sensible single-band likelihood is

"
#2 




(θ
)
1
f̂
−
f


b
b
t
exp 
−
,
p fˆb fb (θ t ) , t = √





2
σ
b
2π σb
h

i

1

(4.7)

where σb is the background uncertainty. Mortlock et al. (2012) point out that extreme
outliers from the stellar locus, which will include many of our HZQ candidates, are in
practice much more common than Gaussian statistics would suggest. It would be possible
to adopt a noise distribution with more representative, stronger tails (which would be fine
computationally since we carry out integrals numerically), but we do not have a good
sense of what distribution would be best. Consequently, it should be borne in mind that
adopting Gaussian tails will enhance Pq somewhat since the likelihood of contaminating
sources being scattered far from the locus is under-represented. However, the relative
ranking of candidates is unlikely to be strongly affected since we are interested in the
relative distances from the quasar, stellar and galactic loci.
In Equation 4.5, we reduced the model space to t = {q, s, g}. Having determined a
likelihood that is suitable for all three populations, we now need models for the surface
densities and colours of both contaminating populations and the target quasars. We now
consider each population in turn. Ultimately, by convolving the intrinsic population with
the noise model described above, we can estimate weights and hence a quasar probability
for a given object.
4.2.2.2

Brown dwarfs

The brown dwarf population model is described by two parameters: the intrinsic J flux of
the source, and its spectral type, t. In other words, the parameter space is θ s = { f J , t}. We
cannot integrate over spectral type since it is discrete; rather, we evaluate W s by carrying
out an integral over f J for each spectral type and summing. We make use of the absolute J
magnitudes (M J t ) from Dupuy & Liu (2012), while LAS data from (Skrzypek et al. 2015;
2016) will enable us to complete the calculation. The L and T dwarf sample of Skrzypek
et al. (2016) consists of 1281 objects with Y − J > 0.8 from an effective area of 3070 deg2 ,
complete to J = 17.5 and covering the range of spectral types L0 to T8. Sources in
the sample have accurate spectral types, determined using the non-spectroscopic photo−z
method (Skrzypek et al. 2015). In particular, number counts of each spectral type allow
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Table 4.3: Maximum distances of L and T dwarfs.

Spectral Type

MJ

LAS distance (pc)

VIKING distance (pc)

L0
L1
L2
L3
L4
L5
L6
L7
L8
L9
T0
T1
T2
T3
T4
T5
T6
T7
T8

11.69
11.87
12.18
12.81
12.83
13.44
14.12
14.67
14.68
14.33
14.24
14.37
14.43
14.44
15.04
14.43
15.22
15.54
16.39

364.8
335.7
291.1
217.8
215.8
162.9
119.1
92.5
92.0
108.1
112.7
106.2
103.3
102.8
78.0
103.3
71.8
61.9
41.9

835.6
769.1
666.8
498.9
494.3
373.3
272.9
211.8
210.9
247.7
258.2
243.2
236.6
235.5
178.6
236.6
164.4
141.9
95.9

M J values are taken from Dupuy & Liu (2012).

us to determine a space density of each spectral type nt assuming a Euclidean distribution
(where the number of dwarf stars out to distance R, N ∝ R3 ), given a depth of J = 17.5
and values of M J t .
By assuming a Euclidean distribution we explicitly omit Galactic latitude from our
calculation. In Table 4.3, we show the maximum observable distance of each spectral
type, given the absolute magnitudes from Dupuy & Liu (2012) and fiducial limits of
J = 19.5 for UKIDSS and J = 21.3 for VIKING (making use of Equation 4.9). Galactic
latitude will become an important consideration if the maximum distance greatly exceeds
the Galactic scale height, the perpendicular distance from the Galactic plane over which
the number density of stars drops by a factor of e. For the Milky Way thin disk, the scale
height is thought to be ∼ 300 pc (e.g. Gilmore & Reid 1983), so any distance greater
than 500 pc is potentially significant. In fact, as seen in Table 4.3, the only spectral types
that could be detected at a distance greater than two e-foldings from the Galactic plane
are L0 to L2 dwarfs in VIKING. While we acknowledge that including Galactic latitude
could improve the accuracy of the number densities of these types, our assumption of
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a Euclidean distribution is conservative since we are slightly overestimating the likely
contamination from L dwarfs. In general, we are happy to adopt conservative approximations which counter oversimplifications elsewhere, such as the fact that we assume strictly
Gaussian uncertainties in our approach.
For an individual spectral type, we begin with the relationship between apparent and
absolute magnitude; the latter being specific to the spectral type under consideration:
J − M J t = 5 log10 d − 5,

(4.8)

from which it is straightforward to obtain the distance in parsecs to a source, d as
d = 100.2(5−MJ t ) · 100.2J .

(4.9)

t
,
To evaluate the integral in Equation 4.3 and estimate W s , we need to find ρt ( f J , t) = dN
d fJ
which describes how the number of sources per unit solid angle changes Nt with J band
flux, our integration variable. Considering a sphere of radius d:

4
Nt = πnt d3 /4π
3
nt 0.6(5−MJ t )
· 100.6J
= 10
3
= At · 100.6J ,

(4.10)

where At is a constant that is specific to each spectral type. It is then a simple matter to
evaluate ρt ( f J , t):
dNt
= 0.6 ln 10At · 100.6J ,
dJ


5
which can be rewritten via a change of variable ddJfJ = 2 ln 10·
as
fJ
dNt dJ
1.5At
−1.5 log
ρt ( f J , t) =
=
· 10
dJ d f J
fJ



fJ
f0,J

(4.11)



,

(4.12)

where f0,J is the flux equivalent to a Vega magnitude of zero3 .
We can predict photometry in each band using the colours for L and T dwarfs determined by Skrzypek et al. (2015; 2016), as described in §4.1. It is therefore straightforward
3

UKIDSS: Hewett et al. (2006); VIKING: CASU website.
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to extend the likelihood to include as many bands as we require. Explicitly,

"
#

Y
 bands
n o
ˆb − fb 2 


1
f
1


exp 
p fˆb f J , t, s =
−
,
√

 2



σb
2πσb
b
where
fb =

f0,b
f J · 10−0.4Cb,t ,
f0,J

(4.13)

(4.14)

where Cb,t is the Skrzypek et al. (2015) colour (or combination thereof) between the Jband and band b for spectral type t. Equation 4.12, Equation 4.13 and Equation 4.14
combine to give the weight of a single spectral type. Hence
SpT Z
n o
 X
ˆ
W s fb , det =
t

∞

ρt ( f J , t) · p (det | f J , t, s) · p


n o
fˆb f J , t, s d f J .

(4.15)

−∞

The formalism dictates that the integral should be over the range [−∞, ∞]; however,
choosing limits fˆJ ± 5σ J was found to have a negligible effect on the resulting values
of W s , while saving computational time. The detection probability is approximately equal
to unity for the flux ranges under consideration.
Brown dwarf colours: UKIDSS vs. VIKING
We note that SDSS/UKIDSS and VIKING make use of a slightly different set of
near-infrared filters. In Figure 4.3 we compare the broadband filters used by SDSS and
UKIDSS with those from VIKING. The Y, J and H bands are almost identical, and so no
modification is required to the Y − J and J − H colours that we have used previously.
However, the introduction of the Z filter as well as the shortened Ks band mean that Z − Y
and H − Ks need to be calculated for dwarf stars.
Z − Y colours for L and T dwarfs were derived by Steve Warren. The colours were
obtained by fitting a cubic to objects of type M5 or later in Hewett et al. (2006), taking
advantage of the fact that the VIKING Z band is very similar to that of UKIDSS. The
polynomial is Z − Y = 0.000417x3 − 0.0167x2 + 0.262x − 0.184, where x = 10 for a L0
dwarf, x = 20 for a T0, and so on. The rms measured in the fit is 0.17 mag. The intrinsic scatter, by contrast, is expected to be ∼ 0.07 mag (Skrzypek et al. 2015). However,
the measurements used to determine the fit are determined from synthetic photometry of
spectra, which suffer both random and systematic errors. The relatively large scatter is
therefore not unexpected, and is likely to be observational rather than intrinsic.
To calculate model H − Ks colours for the dwarf star population we use the work
of Stephens & Leggett (2004), who provide conversions for L and T dwarfs between the
MKO filter set (as used in UKIDSS) and a range of other systems. In Figure 4.4 we com127
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Figure 4.3: Response curves of SDSS/UKIDSS (above) and VIKING (below) broadband
filters. Curves are shown without atmospheric absorption. Y, J and H are essentially
equivalent between the two surveys.

pare the filter bandpasses for VISTA with 2MASS and DENIS, which also use a shorter
K band. We find DENIS is the closer match, as the absorption at shorter wavelengths
is less than for 2MASS. We are therefore able to calculate realistic H − Ks colours for
VIKING dwarf stars, using the UKIDSS colours and the corrections provided by Stephens
& Leggett (2004).
4.2.2.3

Ellipticals

As was the case for L and T dwarf stars, we require a surface density function and model
colours for ellipticals. The surface density term was derived by Steve Warren, and is based
on the photometric redshift catalogue of the UKIDSS UDS (Cirasuolo et al. 2010). The
ellipticals are defined using a redshift dependent colour cut, and then limited to z > 1 and
JAB < 23. The colour cut is conservative in that it overestimates the contamination from
ellipticals. The resulting sample contains 3145 objects in 0.6 deg2 . The galaxy surface
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Figure 4.4: Comparing the K(s) bands from VIKING, 2MASS and DENIS to determine
H − Ks colours for VIKING. Filters have all been normalised to their respective maxima.
Absorption is stronger in the 2MASS filter, leaving DENIS as the best match.

density ρg dz · dJAB = f (z, JAB ) dz · dJAB is then parametrised as:
|23.0 − JAB |
t1 =
β
!γ
|z − 1.0|
t2 =
δ

!α

(4.16)

f (z, JAB ) =  · exp(−t1 ) · exp(−t2 ),
i.e. f (z, JAB ) is the product of two Sersic functions. A maximum likelihood fit to the unbinned data yielded the best-fit values (α, β, γ, δ, ) = (3.354, 2.120, 2.651, 0.570, 5450).
In Figure 4.5 we have plotted the full sample of 3145 objects, as well as the Sersic functions from Equation 4.16 fitted to the histograms of JAB and z respectively. It is important
to note that the elliptical surface density is quite uncertain, as we have to extrapolate from
0.6 deg2 over the full area of our surveys. However, the UDS is the only survey currently
available with suitable J depths, so the uncertainty is unavoidable.
The UKIDSS LAS can only probe a depth of JAB ∼ 20.4 (cf. 21.7 for VIKING),
for which galaxy number counts are low: as seen in Figure 4.5, only ∼ 2% of the sample
would be detected in the LAS. However, our concern is that the large footprint of the LAS
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Figure 4.6: Comparing the colours of evolving BC03 (blue solid line) and non-evolving
Hyperz (red dash) elliptical galaxy models. Colours are calculated using synphot. The
colours diverge with increasing redshift.

will result in a high number of ellipticals being detected. We therefore wish to simulate
ellipticals for both surveys.
We synthesise colours of elliptical galaxies using the evolutionary models of Bruzual
& Charlot (2003; henceforth BC03). The BC03 models are computed using the Chabrier
(2003) initial mass function and stellar evolutionary tracks prescribed by Padova 1994
(e.g. Girardi et al. 1996). We start with a single stellar population (SSP) with solar metallicity (M62; Z = 0.02) at a formation redshift of z = 10 and evolve it in time steps that
correspond to δz = 0.1 over the range 0.5 ≤ z ≤ 2.5. The time resolution of the BC03
models is quite coarse – 221 templates are provided at irregular time intervals from t = 0
to t = 20 Gyr. We therefore derive spectra at the required ages by interpolating in time at
each wavelength. Finally we derive model colours for both UKIDSS and VIKING with
synphot.
By using the BC03 models, we have made the conscious decision to select an evolving model, rather than simply measuring an old, elliptical galaxy at different redshifts.
The reason for doing so is that over the redshift range of interest, the BC03 spectra become somewhat bluer than a non-evolving model with increasing redshift z & 1.5. In
Figure 4.6 we compare the VIKING colours derived from BC03 with the Hyperz (Bolzonella et al. 2000) elliptical galaxy model. The concern is that the redder colours of the
non-evolving Hyperz template will be too conservative for our needs. We are nevertheless
cautious in our use of the BC03 models by selecting a high SSP formation redshift. We are
also conservative in that we do not account for galaxy morphologies in our simulations,
which we expect will be a useful way of discriminating between quasars and ellipticals
when working with real data. However, the shape of a source will become more ambiguous with decreasing S/N, and we do not have a sense of whether morphologies are reliable
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near survey detection limits where the extent of the contamination from galaxies is likely
to be highest anyway.
4.2.2.4

HZQs

Our search for HZQs represents something of a step into the unknown: ULAS J1120+0641
remains the only z > 7 quasar discovered to date, and while UKIDSS and VIKING are
among the first surveys to offer the combination of wavelength, area and depth that makes
finding z ∼ 8 quasars a possibility, they have not been exploited to do so previously.
Hence we do not have any observational constraints on HZQs to estimate the population
surface density. However, the redshift evolution term present in the z ∼ 6 quasar luminosity function (QLF) – defined such that Φq (M, z) dM dVco is the average number of quasars
at redshift z with absolute magnitudes between M (≡ M1450 ) and M + dM in a comoving
volume dVco – makes it possible to extrapolate to HZQs for our prior.
The most recent data have suggested a double power law model for the z ∼ 6 QLF
(Willott et al. 2010a), however Mortlock et al. (2012) used a simpler functional form, a
single power law:
Φq (M, z) = 5.2 × 10−9 × 100.84(M+26.0)−0.47(z−6.0) mag−1 Mpc−3 ,

(4.17)

which is consistent with the magnitude dependence suggested by Fan et al. (2003) and
the redshift evolution measured by Fan et al. (2001b). Our use of a single power law
is well justified when considering the position of the break in the Willott et al. (2010a)
∗
QLF, at M1450
= −25.1. The (intrinsically) faintest quasar that we could detect would
be in VIKING, with an observed J = 20.8 and z = 7.8, equivalent to M1450 = −25.3,
which is brighter than the break magnitude. The implication is that any quasar that we
might detect will lie on the bright end slope of the luminosity function. Besides, the fact
that the QLF differs slightly from that of Willott et al. (2010a) is unlikely to have great
bearing on our values of Pq , since one of the strengths of Bayesian reasoning is that any
reasonable approximation to the correct surface density should result in useful estimates
of Pq . Our approach will be to establish a relative ranking of HZQ candidates based on Pq
values, and so the exact QLF that we use is not of fundamental importance. The QLF in
Equation 4.17 has a higher normalization than that of Willott et al. (2010a), and a weaker
redshift evolution than found by Jiang et al. (2016). Although it is possible to factor such
uncertainties into our calculations, Equation 4.17 should ensure a more inclusive HZQ
candidate list.
We use M1450 and z to parametrize the quasar population, i.e., θ q = {M, z}, and thus
require K-corrections, which allow the conversion between observed and restframe fluxes
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for an object at redshift z. The K-corrections that we use relate observed frame J band
Vega magnitudes to the equivalent flux at 1450 Å (restframe), and are defined as follows
(e.g. Peterson 1997):


M1450 = m J − 5 log10 dL (z) − 1 + 2.5 log10 [1 + z] + K J (z) ,

(4.18)

where dL (z) is the luminosity distance and the log (1 + z) term reflects the narrower width
obs
. The quasar K-corrections were provided
of a filter in the observed frame: δλrest = δλ1+z
by Paul Hewett and are determined using updated versions of the model spectra from
Hewett et al. (2006) and Maddox et al. (2008). In particular, we took the corrections for
an “average” quasar – models exist for different combinations of continuum slope and
emission line strength.
Given the definition of the comoving volume element dVco from Hogg (1999) which
is given in terms of solid angle dΩ, the source density of quasars is simply
ρq (M, z) =

dVco
Φq (M, z) .
dz

(4.19)

The quasar likelihood is similar in form to Equation 4.14, subject to a few modifications. Quasar colours are derived from the model spectra used for the K-corrections. The
expected SDSS fluxes fi and fz (SDSS) and fZ (VIKING) are assumed to be zero, while
fY is also set to zero for z ≥ 8.1 in both surveys.
The weighted evidence term for quasars is therefore
n o
 Z
ˆ
Wq fb , det =

∞

0

Z

∞

ρq (M, z) · p (det | M, z, q) · p

n o

fˆb M, z, q dM dz.

(4.20)

−∞

We use the same limits for f J as in the brown dwarf case, while 7.6 ≤ z ≤ 9.0 represents
an inclusive range of redshifts for which we may be able to detect HZQs.

4.3

Summary

In this chapter we have laid the foundations for the search for z > 7.8 quasars. We have
extended the Bayesian model comparison approach designed by Mortlock et al. (2012),
which was used to discover ULAS J1120+0641. A probabilistic approach is powerful
as it allows us to make full use of all information about the target HZQs. The technique
includes knowledge of the target quasar and contaminating dwarf star and elliptical galaxy
populations, and combines it with the data available for each source under consideration.
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4.3 Summary
The work in this chapter has brought together all the necessary elements required
to implement our search. Explicitly, we have developed a surface density term, which
encapsulates our prior knowledge, for each population under consideration. We have also
described the likelihood function that we will use, determining model colours for HZQs,
galaxies and brown dwarfs.
We now wish to ascertain whether a search is actually worthwhile. In Chapter 5
we carry out extensive simulations of the UKIDSS LAS and VIKING, with a view to
determining the HZQ selection function in both surveys.
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Chapter 5
Probabilistic selection of z > 8 quasars
II. Simulated surveys
5.1

Introduction: simulated source criteria

In Chapter 4 we developed an extension to the Mortlock et al. (2012) Bayesian model
comparison technique applicable to our redshift z & 7.8 quasar (HZQ) search. The next
step will be to simulate large numbers of brown dwarfs and quasars, primarily to gauge
the feasibility of detecting HZQs in UKIDSS and VIKING. The questions that we wish
to address via simulations are as follows: can brown dwarfs and quasars be easily distinguished, based on realistic fluxes for both populations? And how many HZQs can we
expect to detect, given our estimates of Pq for each object, and the parameters of the surveys under consideration? The different depths achievable with UKIDSS and VIKING
mean that we now turn our attention to each survey in turn, with the aim of determining
the HZQ selection function.
Our first step is to introduce a set of criteria that our simulated objects must satisfy –
equivalent to cuts when we begin looking at the real data. For example, the 10th UKIDSS
Data Release, made available in 2013, contains some 2 × 108 detections in the LAS to
a depth of J ∼ 19.5 over ∼ 3000 deg2 of sky. Clearly it is not desirable to simulate the
full survey: some basic criteria are needed to form a computationally manageable starting
point. Ultimately we choose the following criteria, which are designed to hone in on a
reasonable parameter space for HZQs while still allowing for an inclusive initial set of
objects:
(i) The source must be point-like.
While not explicitly considered for the modelling, the first requirement will significantly restrict the impact of red extended sources and cosmic rays on our sample
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when we begin working with real data. Our galaxy simulations will almost certainly
overestimate the level of contamination since it should be possible to eliminate
some objects on the basis of morphology. However, we are happy to be conservative here, as other effects such as non-Gaussianities in the data are likely to affect
our model comparison approach, but are not possible to model.
(ii) The source must be detected in the J band by the relevant survey. We presented
fiducial limits for UKIDSS and VIKING in Tables 4.1 and 4.2.
(iii) The source must be additionally detected in either the H or K/K s band, essentially
ensuring that the source is real.
(iv) The source must be either:
(a) detected in the Y band and have Y − J ≥ 1.0; or
(b) undetected in the Y band.
(v) The source must be observed by, but not detected in the SDSS i or z bands
(UKIDSS), or the Z band (VIKING).

5.2

UKIDSS simulations

5.2.1

UKIDSS L & T dwarfs

We create brown dwarfs down to a limiting apparent J magnitude of 20.5, to allow for
sources that are scattered brighter, above the UKIDSS detection limit. Using the brown
dwarf colours from Skrzypek et al. (2015) we attribute a true apparent magnitude to each
source in i, z, Y, J, H and K. We then calculate true fluxes in each band, before adding
Gaussian noise. Here we add an extra level of sophistication to the simulations: rather
than adopting a single value of σ for each filter, we attribute a random “field” to each
source, with different limiting magnitudes in each band. We approximate the depth distributions found by Dye et al. (2006) as a Gaussian with a spread of 0.2 magnitudes, centred
on the values in Table 4.1. The depths are correlated in i and z, Y and J, and H and K to
reflect the fact that the measurements were simultaneous; hence a shallower J measurement caused by, for example, poor seeing for a given observation is likely to be matched
by a shallower depth in Y. Finally, we apply the criteria specified in §5.1 to produce our
brown dwarf sample. The sample contains approximately 22,000 sources, which reflects
the ∼ 16 factor increase in volume between J = 17.5 (Skrzypek et al. 2016) and J = 19.5.
We estimate values of Pq for each star, using the noisy fluxes fˆi , fˆz , fˆY , fˆJ , fˆH and fˆK and
their respective errors in the likelihood.
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fˆz ± σ̂z

1.44 ± 2.40
−0.43 ± 3.28
−2.67 ± 3.53
−3.27 ± 2.86
0.32 ± 3.86
−3.00 ± 3.68
1.00 ± 4.19
−0.91 ± 2.76

fˆi ± σ̂i

−0.25 ± 0.60
−0.57 ± 0.82
−0.84 ± 0.89
−1.47 ± 0.72
0.08 ± 0.97
1.07 ± 0.92
−0.48 ± 1.05
−0.17 ± 0.69

t

L5
L3
L1
L7
L0
L4
T1
L4

1.86 ± 2.89
13.65 ± 3.68
15.68 ± 2.72
12.64 ± 3.45
5.43 ± 2.97
19.7 ± 2.96
26.46 ± 3.63
17.93 ± 4.10

fˆY ± σ̂Y
33.95 ± 4.17
47.50 ± 5.30
40.27 ± 3.91
31.93 ± 4.96
38.05 ± 4.27
53.94 ± 4.26
58.46 ± 5.23
38.43 ± 5.90

fˆJ ± σ̂ J
40.84 ± 8.27
41.58 ± 6.15
37.64 ± 7.09
41.76 ± 4.42
40.16 ± 7.67
68.72 ± 7.17
59.76 ± 5.01
50.93 ± 6.50

fˆH ± σ̂H
49.88 ± 8.90
58.20 ± 6.62
48.86 ± 7.63
54.46 ± 4.76
33.63 ± 8.26
79.12 ± 7.72
69.49 ± 5.39
57.45 ± 6.99

fˆK ± σ̂K
13.9 (L7)
12.3 (T0)
9.1 (T1)
15.6 (L7)
11.8 (T1)
11.4 (T0)
7.6 (T1)
6.9 (T0)

χ2s (tbest )

χ2q (zbest )

18.0 (1.70) 0.61 (7.90)
30.0 (1.60) 4.1 (7.70)
38.0 (1.55) 3.2 (7.65)
26.5 (1.80) 7.3 (7.70)
26.8 (1.65) 4.2 (7.80)
35.5 (1.55) 2.5 (7.70)
51.4 (1.20) 1.6 (7.60)
22.2 (1.60) 0.5 (7.65)

χ2g (zbest )

Wg
1.3 × 10−5
2.2 × 10−8
1.1 × 10−9
3.4 × 10−7
1. × 10−7
2.7 × 10−13
2.7 × 10−13
1.2 × 10−6

Ws
9.4 × 10−7
6.5 × 10−7
1.7 × 10−6
4.2 × 10−7
2.4 × 10−7
6.2 × 10−7
8.5 × 10−6
8.6 × 10−6

Table 5.1: Data for simulated UKIDSS brown dwarfs with Pq > 1%. Fluxes are in µJy.
Wq
6.6 × 10−7
1.7 × 10−8
3.4 × 10−8
1.1 × 10−8
3.6 × 10−8
8.6 × 10−9
9.9 × 10−9
1.1 × 10−7

Pq
0.044
0.024
0.020
0.015
0.014
0.014
0.012
0.011
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Figure 5.1: Distribution of Pq values for ∼ 22, 000 simulated brown dwarf objects. We
show the logarithm of the probability as the estimated Pq values span many orders of
magnitude.

We calculate Pq values for each brown dwarf in the sample; the resulting distribution
is shown in Figure 5.1. With a few exceptions, the Pq values are all very low: well below
10−2 . We do not find any sources with Pq > 10%. We are nevertheless interested in the
properties of the highest-Pq objects, which of course represent the most “quasar-like”
contaminants in the sample. To that end, we show the distribution of Y and J fluxes in
Figure 5.2. The 50 brown dwarfs with the highest values of Pq are highlighted in green,
all of which have a quasar probability between 4.4% and 0.1%. It is quite difficult to
get a clear sense of what might cause a source to appear the most quasar-like from just
two fluxes. While some of the highlighted sources have fˆY ∼ 0 and are well detected
in J (as expected for a HZQ), other sources with similar fluxes have very low values of
Pq . Meanwhile, some of the highlighted sources are surprisingly bright in Y, falling just
below the line of Ŷ − Jˆ = 1.0.
A closer look at some of these objects is required to get the full picture. In Table 5.1
we show data for any brown dwarf in the sample with Pq > 0.01. We extract the spectral
type and fluxes in each band for these sources. We also present a fiducial value of χ2 for
each population: stars, galaxies and quasars. These values are calculated by determining a
model spectrum for each dwarf spectral type, for quasars at redshift intervals of ∆ z = 0.05
over the range [7.6, 9.0], and for ellipticals at redshift intervals of ∆ z = 0.05 over the
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Figure 5.2: Distribution of simulated brown dwarf fˆY and fˆJ fluxes. Black points indicate
sources; green points are the 50 sources with the greatest values of Pq (some lie outside
of shown flux ranges). The solid red line indicates the flux values for which Ŷ − Jˆ = 1.0;
objects either side of the line illustrate the two aspects of criterion (iv) in §5.1. The blue
dashed lines indicate the fiducial depths presented in Table 4.1.

5.2 UKIDSS simulations
range [1.0, 2.0]. We then attempt a minimum χ2 of each model to the measured data points
(Equations 2.9 & 2.10). The values presented in Table 5.1 represent the lowest value of χ2
and relevant template for each population. The final columns show the weights calculated
for each population and Pq .
Our χ2 values are quite revealing. All of the brown dwarfs in Table 5.1 have χ2q < 10,
i.e., they are well fit by the quasar model. Our suspicion therefore is that the photometry
of these stars has scattered by chance to produce measured colours similar to those of a
quasar. To check, we compare the measured fluxes to the true, noiseless values for the
simulated dwarf stars in Table 5.1. Interestingly, all eight sources are scattered faint in
both i and z, typically by 1 - 2σ. The resulting noisy flux measurements are all . 1σ
in the optical bands, which would be expected for a HZQ. The highest-Pq source, the L5
star, has measured fluxes scattered fainter by [1.5, 1.4, 3.0] σ in [i, z, Y], and brightened by
1.8σ in J (H and K are relatively unchanged). While none of these photometric scattering
events is unexpected in a large survey, in combination the effect is to push up the value
of Pq . Meanwhile, the χ2s values are higher than expected for the objects in Table 5.1,
although the fits are still reasonably good in general. The best fitting spectral type does
not necessarily reflect the true value. Although the fits to the quasar models are good,
if we follow the prescription of Mortlock et al. (2012), none of these objects would be
considered an interesting candidate since Pq < 10% in all cases. The contrast between the
values of χ2 and W is testament to the importance of the surface density prior terms in our
calculation, which greatly favour the contaminating populations.
The final thing to notice is that some of the sources in Table 5.1 are unexpectedly
bright in the Y band. While the fit to a single quasar model may still be good, for z > 8
it is much poorer, as the model value is fY = 0. Given W is effectively the integral of the


prior and exp −χ2 over all the models (and J flux), such objects are ultimately unlikely
to have a high value of Pq . Our expectation is that for a source to have Pq > 10%, the fits
to the quasar models need to be good across all redshifts (achievable only with a very low
Y flux), while χ2s and χ2g must both be high (∼ 20 - 30) to offset the strong priors.

5.2.2

UKIDSS ellipticals

Given a surface density and model colours for ellipticals, we can estimate the weighted
evidence term for galaxies using Equation 4.3. Our next step is to generate a realistic sample of ellipticals. Over the LAS footprint of 3000 deg2 , we predict the number of sources
in slices of size δz = 0.1, δJAB = 0.1 using Equation 4.16, and generate a corresponding
number of J-detected ellipticals. We then remove any sources which do not pass the criteria as described in §5.1. The final sample contains almost 3 × 105 sources with redshifts
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fˆz ± σ̂z

5.27 ± 3.98
−1.61 ± 3.65
−5.35 ± 3.70
−4.32 ± 3.72
5.11 ± 4.32
0.87 ± 3.90
−3.13 ± 3.81
5.47 ± 3.12
0.44 ± 2.77
−2.46 ± 4.23
−0.62 ± 2.86
−3.31 ± 3.71
0.66 ± 3.36
−0.50 ± 3.57

fˆi ± σ̂i

1.53 ± 1.00
−0.29 ± 0.92
−0.07 ± 0.93
−0.72 ± 0.93
0.09 ± 1.09
−1.04 ± 0.98
−0.33 ± 0.96
−0.08 ± 0.78
0.67 ± 0.70
−0.42 ± 1.06
0.29 ± 0.72
0.55 ± 0.93
−0.05 ± 0.84
−0.30 ± 0.90

redshift

1.67
1.68
1.55
1.76
1.56
1.78
1.58
1.63
1.69
1.69
1.65
1.54
1.55
1.66

−5.95 ± 3.70
−2.30 ± 3.18
1.12 ± 3.28
9.35 ± 3.79
3.04 ± 3.07
−3.95 ± 3.87
−0.12 ± 2.79
−2.69 ± 3.44
5.25 ± 3.65
3.06 ± 3.26
−1.14 ± 2.59
−1.28 ± 3.54
2.71 ± 2.73
2.64 ± 3.80

fˆY ± σ̂Y
38.94 ± 5.32
31.85 ± 4.58
31.83 ± 4.72
44.68 ± 5.45
38.57 ± 4.42
29.49 ± 5.56
32.24 ± 4.02
29.31 ± 4.95
40.48 ± 5.25
37.69 ± 4.70
22.66 ± 3.72
29.63 ± 5.09
30.93 ± 3.93
45.30 ± 5.47

fˆJ ± σ̂ J
48.46 ± 4.94
38.52 ± 6.51
32.70 ± 6.54
44.67 ± 8.28
42.02 ± 7.47
42.05 ± 6.00
24.56 ± 7.22
41.31 ± 6.41
68.22 ± 9.26
54.67 ± 8.03
28.90 ± 5.07
39.67 ± 5.46
28.33 ± 5.66
74.25 ± 4.77

fˆH ± σ̂H
51.72 ± 5.32
47.69 ± 7.0
30.19 ± 7.04
61.80 ± 8.91
44.97 ± 8.03
40.02 ± 6.46
53.45 ± 7.77
27.93 ± 6.90
48.08 ± 9.96
59.72 ± 8.64
25.20 ± 5.45
38.29 ± 5.87
35.65 ± 6.10
89.89 ± 5.13

fˆK ± σ̂K
26.7 (L7)
18.6 (L7)
17.1 (T0)
15.0 (L7)
13.8 (L5)
16.0 (L7)
23.2 (L7)
18.3 (L7)
13.4 (L7)
14.9 (L7)
14.0 (L7)
14.5 (L7)
12.8 (L5)
20.0 (L7)

χ2s (tbest )
29.1 (1.70)
18.7 (1.70)
22.8 (1.70)
23.4 (1.65)
21.0 (1.65)
19.0 (1.75)
21.6 (1.70)
23.7 (1.70)
16.6 (1.70)
22.2 (1.70)
17.1 (1.70)
17.6 (1.70)
18.7 (1.65)
22.7 (1.75)

χ2g (zbest )
6.7 (8.75)
1.0 (8.05)
3.1 (8.60)
3.1 (7.80)
2.4 (8.60)
2.3 (8.90)
6.3 (8.40)
6.3 (8.80)
1.2 (7.90)
5.3 (7.85)
0.9 (8.75)
1.4 (8.85)
1.7 (8.55)
7.4 (9.00)

χ2q (zbest )

Wg
2.1 × 10−8
7.1 × 10−6
3.1 × 10−6
2.0 × 10−7
1.3 × 10−6
6.4 × 10−6
1.7 × 10−6
1.8 × 10−6
4.1 × 10−7
4.0 × 10−6
2.4 × 10−4
2.4 × 10−5
3.8 × 10−5
7.8 × 10−8

Ws
1.1 × 10−9
6.3 × 10−8
7.2 × 10−8
1.5 × 10−7
1.3 × 10−6
2.3 × 10−7
7.9 × 10−9
5.7 × 10−7
2.5 × 10−7
1.9 × 10−7
1.7 × 10−5
1.1 × 10−6
1.6 × 10−5
3.1 × 10−9

Table 5.2: Data for simulated UKIDSS elliptical galaxies with Pq > 1%. Fluxes are in µJy.
Wq
1.0 × 10−8
3.4 × 10−7
1.6 × 10−7
1.1 × 10−8
7.8 × 10−8
1.2 × 10−7
2.9 × 10−8
3.8 × 10−8
1.0 × 10−8
6.4 × 10−8
4.0 × 10−6
3.6 × 10−7
6.8 × 10−7
9.8 × 10−10

Pq
0.31
0.045
0.039
0.030
0.029
0.018
0.017
0.016
0.015
0.015
0.015
0.014
0.012
0.012
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Figure 5.3: Distribution of Pq values for ∼ 300, 000 simulated elliptical galaxies in
UKIDSS.

1 ≤ z < 2 and “true” magnitudes 19.0 ≤ JAB < 21.4 (some fainter sources scatter bright
and are detected). While we also generate brighter galaxies, they are not accepted into the
sample as the resulting optical and Y band fluxes are too high.
We estimate Pq for each object to assess the scale of contamination of HZQs by red
galaxies, carrying out the integrals with the full set of Sloan and UKIDSS filters as we did
for brown dwarfs. We show the distribution of Pq for the UKIDSS elliptical population in
Figure 5.3. The histogram suggests that contamination from galaxies will be manageable.
We find only one source with Pq > 0.1, and only 13 further sources with Pq > 0.01. We
show the Y and J fluxes of the galaxy sample in Figure 5.4; again we highlight the 50
sources with the highest values of Pq , and present data for the fourteen sources with Pq >
1% in Table 5.2.
In general the fourteen sources in Table 5.2 are characterised by good fits to quasar
models, with χ2g typically between ∼ 15 - 25. The galaxy with Pq = 0.3 is particularly
interesting, as it is the first source that we have simulated that would be considered for
follow-up observations. The fits to the brown dwarf and galaxy models are particularly
poor for this source as evidenced by the high values of χ2s and χ2g , while the fit to quasar
models is good. As we did for the brown dwarfs, we check the noisy measured fluxes
against the true values. Relative to the true fluxes, the measured photometry of this highPq source has been scattered by [0.5, 0.4, −3.4, 3.3, 2.0, −1.4] σ in [i, z, Y, J, H, K] (where
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Figure 5.4: Distribution of simulated elliptical galaxy fˆY and fˆJ fluxes in UKIDSS. Black
points indicate sources; green points are the 50 ellipticals with the highest values of Pq .
The solid red line indicates the flux values for which Ŷ − Jˆ = 1.0; objects either side of
the line illustrate the two aspects of criterion (iv) in §5.1. The blue dashed lines indicate
the fiducial depths presented in Table 4.1.
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Figure 5.5: χ2 values for UKIDSS ellipticals. We calculate χ2 fitting to a range of models
for each population, and extract the minimum value in each case. (a) stars; (b) galaxies;
(c) quasars. The black line in (b) is a χ2 -distribution with four degrees of freedom.

5.2 UKIDSS simulations
a negative value indicates the flux has been measured fainter than the true value, and vice
versa). Although the optical bands have not changed significantly, the measured values
are < 1.5σ: reasonable for a HZQ. On the other hand, the Y and J fluxes have scattered
significantly, with the Y band measured as negative. It is therefore not particularly surprising that our algorithm flags the galaxy as interesting. However, such an occurrence must
be unusual, as we find only one source out of 300,000 with Pq > 10%. In Figure 5.5 we
compare the distribution of χ2 values for the full UKIDSS galaxy sample. While ∼ 20%
of sources have χ2q < 10, we do not find many sources with high Pq as in general the fits
to the galaxy models are very good: it can be seen that very few sources have χ2g >> 10.
We conclude that the sources presented in Table 5.2 are outliers from the sample in terms
of the scatter in their photometry. It is quite interesting to note that many sources also
show fairly good fits to the star models, which would have the effect of pushing down Pq
for a single source. The data in Figure 5.5b are well fit by a χ2 -distribution with four degrees of freedom, which makes sense as we have six data points and two parameters: the
normalisation of a single template and the range of templates (e.g. Skrzypek et al. 2016).
Although the real data are unlikely to be as clean as the simplified model that we have
produced, we are starting to get a sense that neither brown dwarfs nor ellipticals will be
labelled as HZQs by our Bayesian model comparison technique. We have so far seen only
one source out of over 300,000 that would be falsely identified as a quasar. Analysis of
the χ2 values suggests that even a moderately good fit to star or galaxy models is sufficient
to rule out a source conclusively, even if the fit to quasar models is very good. Our next
goal is to see how reliably we can select HZQs at a level of Pq > 0.1, a constraint which
we have shown should reduce the contamination in our sample to a manageable amount.

5.2.3

UKIDSS HZQs

To determine the selection function for HZQs, we generate objects occupying different
slices in parameter space. Therefore, our starting point for each HZQ is a random redshift
and J band apparent magnitude. We use the redshift to determine dL (z) , dVco , K (z) and
colours; the latter allows us to determine true magnitudes in i, z, Y, H and K. The apparent
magnitudes are converted to fluxes, and noise is added. We produce 100 HZQs that are
detected in the J band for each slice of size δz = 0.1, δJ = 0.1 in the ranges 7.6 ≤ z <
9.0, 17.0 ≤ J < 19.5: a total of 35,000 objects. We remove the sources that do not satisfy
the remaining criteria in §5.1. A total of ∼ 5% of sources do not meet the criteria, the
majority of which are faint. We estimate Pq for each quasar, and calculate the percentage
of sources in each redshift-magnitude slice for which Pq > 0.1. The resulting contour
plot is shown in Figure 5.6. As expected, there is difficulty in distinguishing between
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Figure 5.6: Contour plot showing the HZQ selection function for UKIDSS, using all
available bands (including SDSS). Each slice of ∆z = 0.1, ∆J = 0.1 contains 100 simulated HZQs; the percentiles indicate the number of sources in each slice for which Pq >
0.1, our provisional requirement for HZQ candidates.

HZQs and brown dwarfs for z < 7.7, except at the brightest magnitudes. However, at
higher redshifts the signs are again encouraging: for z > 7.8, at J = 19.1 50% of HZQs
are detected.
Our HZQ selection function does not have a high-redshift cut-off as we do not extend
the simulations to sufficiently high redshifts. At z = 9, Lyα is emitted at 1.216 µm which
is still comfortably within the J-band. It is not until z & 9.7 that the Lyα emission line
starts to leave J, causing the measured J − H colour and J-band K-corrections to evolve
rapidly. We expect this to be the redshift at which we lose sensitivity to quasars. While
in theory we could detect z ∼ 9.5 quasars if we extended our probability calculations, the
redshift evolution of the luminosity function would suggest that z = 9 is already higher
than is likely to be relevant, in terms of HZQ number counts.
An important test of the feasibility of our HZQ search is the expected number of
sources in UKIDSS. Using the QLF of Willott et al. (2010a), in the ∼ 3000 deg2 of the
LAS we would expect to find ∼ 1.30 HZQs in the ranges 7.6 ≤ z < 9.0, 17.0 ≤ J <
19.5 with 100% completeness. On the basis of the selection function in Figure 5.6, the
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Figure 5.7: UKIDSS HZQ selection functions for different combinations of filters. The contour plots are determined in the same way as
Figure 5.6.
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5.2 UKIDSS simulations
Table 5.3: Summary of HZQ selection functions, with the HZQ yield predicted using the
QLFs of both Willott et al. (2010a) and Jiang et al. (2016). We present results from both
the UKIDSS LAS (§5.2.3) and VIKING (§5.3.3) in a single table for convenience.
survey
LAS

filters

YJ
Y JHK
zY JHK
izY JHK
iY JHK, deep z
VIKING Y J
Y JHKs
ZY J
ZY JHKs

predicted HZQ count
Willott et al. (2010a) Jiang et al. (2016)
0.27
0.40
0.49
0.52
0.76
0.71
1.18
1.22
1.65

0.07
0.10
0.13
0.14
0.21
0.18
0.30
0.31
0.44

effective completeness
J band
18.55
18.77
18.90
18.92
19.15
19.61
19.94
19.96
20.16

anticipated quasar count drops to ∼ 0.53, a consequence of our ability to detect HZQs
being worse where they are most prevalent, i.e., at lower redshift and fainter magnitudes.
0.5 quasars is equivalent to full completeness at a depth of J = 18.9.
Our estimate of 0.5 quasars represents something of a best case scenario. The biggest
source of uncertainty is the redshift evolution, k, of the QLF, Φ, where Φ ∼ 10kz . For
example, the luminosity function determined from the full SDSS z > 5.7 quasar sample
(Jiang et al. 2016) has quasar density evolving at a much faster rate than that of Willott
et al. (2010a): k = −0.72 rather than k = −0.47. Fan et al. (2001b) found k = −0.47 for
quasars brighter than MB = −26 at 3.5 < z < 5; a value which has been regularly used
at higher redshift, including by Willott et al. (2010a). However, McGreer et al. (2013)
noticed a stronger evolution for bright quasars between z ∼ 5 - 6, with k = 0.7. Assuming
the luminosity function of Jiang et al. (2016), the expected number count falls to 0.14 in
the whole LAS.
We are interested in gauging the importance of using all available photometric data in
our calculation of Pq . To that end, we present quasar selection functions in Figure 5.7, determined using different combinations of filters. The results are summarised in Table 5.3.
Figure 5.7a makes use of just Y and J: the two bands either side of the Lyα break for
HZQs. In Figure 5.7b we make use of the full complement of UKIDSS photometry, but
SDSS is not included. Adding the H and K bands improve the expected quasar count
by 50% compared to using just two filters, and we improve our completeness by over
0.2 mag.
The importance of the optical wavebands is shown in Figure 5.7c, where we have
introduced z from SDSS into the calculation. We gain another ∼ 0.15 mag of completeness when this optical band is included. We are also surprised to note that we can recover
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Figure 5.8: Range of model izY fluxes for HZQs, ellipticals and dwarf stars with J band
flux normalised to 100 µJy (indicated by the blue cross). The HZQ range is positioned at
the correct effective wavelength of each band.

quasars with redshifts 7.6 . z . 7.8 at bright magnitudes. We previously thought this
redshift range inaccessible, as HZQs and contaminants have almost identical Y − J colours
until z & 7.8. However, as seen in Figure 5.8, the model z band fluxes are distinct for
HZQs and contaminants when the S/N is high in J. We use the example of a source with
f J = 100 µJy or J ' 18, which is more or less the faintest magnitude at which we can recover z ∼ 7.6 quasars according to the selection function in Figure 5.7c. From Figure 5.8,
the faintest contaminant model has fz = 6.5 µJy, which is 2σ away from the quasar model
at fz = 0. While this does not represent an especially unusual scattering event, for the majority of contaminant models the difference is greater, and will be greater still for sources
that are brighter in J (as the contaminating models would shift upwards in Figure 5.8).
The galaxy and star weights for these bright simulated quasars are consequently pushed
low. For J > 18, the contaminating populations have z band fluxes much more compatible
with zero, and we lose the ability to recover HZQs.
Comparing Figures 5.6 and Figure 5.7c, it can be seen that removing the relatively
shallow i band has only a small effect on the resulting selection function. The predicted
number of HZQs is still ∼ 0.5 if only zY JHK are used. Nevertheless, it is worth keeping
the i band in the calculation as we predict it ought to reduce the effect of false positive
detections that may arise from non-Gaussian errors in z. While the i band may only
have limited utility, a deeper z band would be beneficial to our search. The final plot
in Figure 5.7 is hypothetical, using the full set of filters but with the depth in z set one
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Figure 5.9: χ2q for simulated UKIDSS quasars, calculated using the same procedure as
before. The black line is a χ2 distribution with four degrees of freedom, scaled to the
peak.

magnitude deeper. Under such circumstances we see an improvement in our predicted
HZQ yield of approximately 50% compared to the best-case real-world scenario.
In Figure 5.9 we have estimated a value of χ2q for each simulated UKIDSS quasar,
fitting to a range of models and extracting the minimum value as before. The resulting
histogram is well fit by a χ2 distribution with four degrees of freedom. The fit to quasar
models is generally good, which is as expected given that most of these objects have
a value of Pq > 10%. We believe χ2q may prove a useful check in our search for real
candidates. We are wary of sources that are a poor match to all three populations that we
have modelled, that may exist in the real survey data. By chance, some of these sources
may have a significant value of Pq if all three population weights are low. However, an
assessment of χ2q may be helpful in weeding out spurious candidates. A modest cut of
sources with χ2q >> 20, for example, is likely to be a sensible way of removing false
positives since we expect a real quasar to have a much lower value of χ2q .
The results from our UKIDSS simulations are promising in terms of our ability to
distinguish and identify HZQs. An important caveat is that we have only considered
two sources of contamination: dwarf stars and ellipticals. Although these are the most
important populations, a high value of Pq for a real object is no guarantee of a good
candidate. Other populations, including dusty star-forming galaxies, and higher emissionline galaxies could potentially have similar measured colours to HZQs. Asteroids are
also bright in the near-infrared and as such could be flagged as interesting. We are also
anticipating instrumental effects that are either impossible or extremely difficult to model
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Figure 5.10: Pq distribution for ∼ 60, 000 VIKING brown dwarf stars.

such as detector flaws, or spurious objects near very bright stars. While accounting all
of these additional populations in our model comparison algorithm would not likely yield
enormous improvements in performance, a sensible regime of follow-up checks (to be
determined) will be an important step before an object with a high value of Pq is labelled
as a good HZQ candidate.
Actually detecting z > 8 quasars in the LAS would also be dependent on a considerable slice of luck, especially if the Jiang et al. (2016) QLF is the better reflection of the
true redshift evolution of quasar number density. Any supplementary area of sufficiently
deep sky coverage would be a welcome addition to our quasar search. In the final section
of the chapter we consider VIKING, a deeper, narrower survey which should provide a
useful hunting ground for HZQs.

5.3

VIKING simulations

Much of the Bayesian model comparison technique described in §4.2 is implemented in
an identical fashion for VIKING as it was for UKIDSS, subject to minor modifications to
model colours to account for the different filter sets as detailed in §4.2.2. As was the case
for UKIDSS, for our VIKING simulations we approximate the field depth distributions
as a Gaussian with a spread of 0.2 magnitudes. Observations of a single field in VIKING
across the five filters are spread across two blocks: one covering Z, Y and half of J; the
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Figure 5.11: Distribution of simulated VIKING brown dwarf fˆY and fˆJ fluxes. Black
points indicate sources; green points represent sources for which Pq > 0.01. The solid
red line indicates the flux values for which Ŷ − Jˆ = 1.0; objects either side of the line
illustrate the two aspects of criterion (iv) in §5.1. The blue dashed lines indicate the
fiducial depths presented in Table 4.2.
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other consisting of the other half of J as well as H and Ks . Depths are correlated to reflect
these observation blocks.

5.3.1

VIKING L and T dwarfs

Over 1350 deg2 , we expect our brown dwarf sample to contain ∼ 60, 000 sources to a
depth of J = 20.8. As before, we generate objects up to a magnitude fainter in J to allow
for those that are scattered brighter. Our selection criteria are analogous to those used in
§5.2. Explicitly, we are interested in sources that are: detected in J; detected in one of
either H or Ks ; either undetected in Y or redder than 1.0 in Y − J; and undetected in Z.
We estimate Pq for each source as before, carrying out the integrals using the full set of
filters Z, Y, J, H and Ks .
We show the results for the brown dwarf sample in Figure 5.10. We are interested
in the scale of contamination, i.e., the number of sources for which Pq > 0.1. Pleasingly,
despite the considerably larger size of the VIKING sample, the number of brown dwarfs
flagged as quasar candidates remains very low – we find only a single source for which Pq
> 0.1. We show the distribution of measured Y and J fluxes in Figure 5.11 with sources
with Pq > 0.01 highlighted. The majority are undetected in Y, although the sources that
are selected are by no means the faintest in Y.
In Table 5.4 we present the measured fluxes of the simulated L and T dwarf stars that
have Pq > 0.02. As in §5.2, we also carry out a minimum-χ2 fit of measured fluxes to
a range of models, and extract the lowest value of χ2 for each population. The obvious
source of interest is the L4 dwarf for which Pq = 0.25. As expected, the value of χ2s is
high: this source was in fact found to have the worst fit to the brown dwarf models of
any star in the sample. We predict that follow-up photometry will remove such outliers
from contention in our HZQ search, as it is unlikely that the measured fluxes of an object
would be scattered so strongly twice. As was the case for UKIDSS, in general the sources
with the highest Pq values are characterised by good fits to the quasar models (with the
exception of the T1 dwarf for which χ2q = 26.9). However, even a reasonable fit to either
the star or galaxy models is sufficient to rule a candidate out in all cases.

5.3.2

Elliptical galaxies in VIKING

Assuming a VIKING footprint of 1350 deg2 , we predict the number of sources in slices
of size δz = 0.1, δJAB = 0.1 using Equation 4.16, and generate a corresponding number
of J-detected ellipticals. We then remove any sources which do not pass the criteria as
described in §5.1. The final sample contains just over 1.1 × 106 sources over the ranges
1 ≤ z < 2 and 19.7 ≤ JAB < 22.8. As was the case for UKIDSS ellipticals, brighter
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fˆY ± σ̂Y

−0.61 ± 1.19
0.36 ± 1.52
6.20 ± 0.95
15.13 ± 1.04
−0.64 ± 1.02
5.96 ± 0.87
−2.03 ± 1.81
13.64 ± 1.53
3.13 ± 0.99
4.82 ± 0.94
7.96 ± 1.19
6.87 ± 1.40
6.10 ± 1.03
7.21 ± 1.24
7.83 ± 1.22
6.01 ± 1.05
5.09 ± 1.17

fˆZ ± σ̂Z

0.41 ± 0.62
0.11 ± 0.80
0.01 ± 0.50
1.05 ± 0.55
0.34 ± 0.53
−0.08 ± 0.46
0.26 ± 0.94
0.65 ± 0.80
−0.21 ± 0.52
−0.67 ± 0.49
0.47 ± 0.62
−1.12 ± 0.73
−0.19 ± 0.54
0.18 ± 0.65
0.35 ± 0.64
−0.23 ± 0.55
−0.46 ± 0.61

t

L4
T0
L2
T1
L2
L5
L2
T1
L2
L5
T0
T1
L2
T0
T1
L2
T0

12.20 ± 1.41
13.61 ± 1.80
14.11 ± 1.12
30.85 ± 1.23
8.80 ± 1.20
12.47 ± 1.03
12.06 ± 2.13
29.91 ± 1.81
11.13 ± 1.17
10.12 ± 1.11
17.79 ± 1.40
12.46 ± 1.65
12.05 ± 1.22
16.90 ± 1.47
19.23 ± 1.45
11.23 ± 1.24
12.91 ± 1.39

fˆJ ± σ̂ J
13.05 ± 2.27
14.10 ± 2.00
13.56 ± 2.50
37.41 ± 2.48
8.44 ± 2.32
16.46 ± 2.90
16.68 ± 2.28
33.77 ± 2.71
14.33 ± 1.91
10.54 ± 2.71
14.99 ± 1.88
12.12 ± 2.95
12.75 ± 2.49
18.48 ± 1.79
17.86 ± 3.61
11.38 ± 2.26
13.11 ± 2.71

fˆH ± σ̂H
16.84 ± 2.16
14.10 ± 1.90
17.50 ± 2.38
38.43 ± 2.36
11.18 ± 2.21
21.16 ± 2.76
14.67 ± 2.17
36.31 ± 2.57
13.05 ± 1.81
18.31 ± 2.57
24.58 ± 1.79
16.76 ± 2.80
18.49 ± 2.36
23.00 ± 1.70
25.16 ± 3.44
15.07 ± 2.14
13.36 ± 2.58

fˆKs ± σ̂Ks

χ2g (zbest )

χ2q (zbest )

25.6 (L7) 18.9 (1.70) 13.2 (7.95)
15.9 (L7) 13.3 (1.70)
9.0 (7.90)
5.7 (T2)
49.3 (1.30)
3.4 (7.60)
12.1 (T1) 160.1 (1.25) 7.8 (7.60)
14.6 (L7) 16.2 (1.70)
1.4 (8.45)
7.8 (T1)
38.4 (1.30)
0.5 (7.65)
13.2 (L7) 15.8 (1.70)
1.3 (8.90)
9.6 (T2) 126.6 (1.20) 26.9 (7.60)
8.1 (L7)
15.7 (1.65)
2.3 (7.80)
11.4 (T1) 28.7 (1.35)
2.2 (7.65)
3.0 (T3)
58.7 (1.20) 11.2 (7.60)
17.3 (L9) 22.4 (1.35)
9.2 (7.65)
5.5 (T3)
49.4 (1.25) 11.1 (7.60)
4.6 (T1)
37.2 (1.30)
2.0 (7.65)
7.6 (T1)
42.3 (1.30)
2.0 (7.65)
6.9 (T1)
25.9 (1.30)
0.7 (7.60)
13.6 (L7) 19.9 (1.60)
8.8 (7.70)

χ2s (tbest )

Wg
6.5 × 10−3
4.5 × 10−3
3.3 × 10−6
1.0 × 10−29
2.3 × 10−1
9.4 × 10−4
1.1 × 10−2
4.1 × 10−15
9.8 × 10−4
5.7 × 10−3
5.1 × 10−6
1.7 × 10−3
7.7 × 10−3
5.0 × 10−5
2.1 × 10−6
7.3 × 10−3
2.8 × 10−4

Ws
5.2 × 10−4
9.8 × 10−3
1.2 × 10−2
7.1 × 10−5
2.4 × 10−2
1.2 × 10−2
1.6 × 10−3
4.0 × 10−4
6.1 × 10−2
3.0 × 10−3
2.3 × 10−4
2.1 × 10−3
2.2 × 10−2
2.0 × 10−2
2.9 × 10−3
5.1 × 10−2
2.4 × 10−2

Table 5.4: Data for simulated VIKING brown dwarfs with Pq > 2%. Fluxes are in µJy.
Wq
2.3 × 10−3
1.5 × 10−3
7.9 × 10−4
3.7 × 10−6
1.1 × 10−2
5.3 × 10−4
4.5 × 10−4
1.3 × 10−5
2.0 × 10−3
2.6 × 10−4
6.9 × 10−6
1.0 × 10−4
7.6 × 10−4
4.8 × 10−4
6.8 × 10−5
1.2 × 10−3
5.0 × 10−4

Pq
0.25
0.096
0.063
0.050
0.041
0.040
0.033
0.032
0.032
0.029
0.029
0.026
0.025
0.024
0.023
0.021
0.020
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Figure 5.12: Distribution of Pq values for ∼ 1,100,000 simulated elliptical galaxies in
VIKING.

galaxies are rejected from the sample on the basis of Y and Z, while some intrinsically
faint sources scatter bright and are detected.
We estimate Pq for each object to assess the scale of contamination of HZQs by red
galaxies, carrying out the integrals using the full set of filters Z, Y, J, H and Ks . We show
the distribution of Pq for the elliptical population in Figure 5.12. Despite the large sample
size, we are pleased to note that not a single source is found with Pq > 10%. In Figure 5.13
we show the measured Y and J band fluxes for the VIKING galaxy sample, highlighting
the sources with Pq > 1%. On the basis of these two fluxes alone, the highlighted sources
would be good HZQ candidates, as they are all well below the Y detection limit, and
(generally) bright in J.
In Table 5.5 we present the measured fluxes of the elliptical galaxies for which Pq
> 0.02. A familiar picture is emerging: the sources are all good fits to the quasar models,
while the values of χ2g are unusually high. However, the values of χ2s are indicative of
reasonable fits to the star models, and as a result we do not find any sources that would be
considered for follow-up observations.
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Figure 5.13: Distribution of simulated galaxy fˆY and fˆJ values. Black points indicate
sources; green points are the sources identified as having Pq > 0.01. The solid red line
indicates the flux values for which Ŷ − Jˆ = 1.0; objects either side of the line illustrate the
two aspects of criterion (iv) in §5.1. The blue dashed lines indicate the fiducial depths
presented in Table 4.2. Given the large sample size, we show only each 10th Pq < 0.01
galaxy for clarity.
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fˆY ± σ̂Y

1.00 ± 1.13
−0.66 ± 1.28
−1.91 ± 1.05
0.59 ± 1.13
−0.25 ± 1.52
−1.46 ± 1.24
1.29 ± 1.20
0.32 ± 1.64
0.41 ± 1.16
1.19 ± 1.23
2.52 ± 1.12
1.39 ± 0.96
0.27 ± 1.54
−1.39 ± 1.04

fˆZ ± σ̂Z

0.54 ± 0.59
−0.39 ± 0.67
−0.27 ± 0.55
−0.98 ± 0.59
−1.01 ± 0.79
0.58 ± 0.65
0.62 ± 0.63
−0.78 ± 0.86
−0.42 ± 0.61
−0.36 ± 0.64
−0.34 ± 0.58
0.25 ± 0.50
−2.22 ± 0.81
−0.65 ± 0.54

z

1.29
1.65
1.74
1.65
1.62
1.70
1.59
1.43
1.72
1.43
1.61
1.75
1.45
1.81

13.93 ± 1.34
11.10 ± 1.51
7.45 ± 1.24
8.79 ± 1.33
11.39 ± 1.79
10.38 ± 1.46
13.04 ± 1.41
13.42 ± 1.93
8.95 ± 1.37
10.94 ± 1.46
11.47 ± 1.32
13.26 ± 1.14
9.85 ± 1.82
8.07 ± 1.23

fˆJ ± σ̂ J
12.89 ± 3.22
15.24 ± 2.07
9.38 ± 2.22
12.20 ± 2.24
16.69 ± 2.92
16.68 ± 2.99
18.45 ± 2.79
18.72 ± 3.72
15.04 ± 2.20
12.10 ± 2.10
11.37 ± 2.52
14.84 ± 2.44
13.30 ± 2.68
13.02 ± 2.49

fˆH ± σ̂H
20.82 ± 3.06
18.33 ± 1.96
11.89 ± 2.11
12.56 ± 2.13
16.39 ± 2.77
14.92 ± 2.84
16.87 ± 2.65
18.27 ± 3.54
12.74 ± 2.09
14.38 ± 2.00
14.12 ± 2.40
23.84 ± 2.32
14.03 ± 2.54
16.84 ± 2.37

fˆKs ± σ̂Ks
16.5 (L7)
16.6 (L7)
19.8 (L7)
14.5 (L7)
15.0 (L7)
18.1 (L7)
12.2 (L7)
13.2 (L7)
12.8 (L7)
10.9 (L7)
9.8 (T1)
18.1 (L7)
18.8 (L7)
24.6 (L7)

χ2s (tbest )
20.8 (1.65)
18.2 (1.70)
18.7 (1.70)
19.0 (1.70)
18.2 (1.70)
18.5 (1.70)
19.5 (1.65)
17.1 (1.70)
17.7 (1.70)
16.7 (1.65)
21.0 (1.60)
21.3 (1.70)
22.2 (1.70)
21.1 (1.75)

χ2g (zbest )
Ws
−4

2.9 (7.90) 5.8 × 10
1.7 (8.05) 4.8 × 10−4
3.9 (8.05) 7.3 × 10−4
3.0 (7.90) 7.2 × 10−3
1.7 (9.00) 8.35 × 10−4
2.4 (9.00) 3.4 × 10−4
1.9 (7.85) 9.7 × 10−3
0.9 (8.90) 9.8 × 10−4
1.3 (9.00) 1.2 × 10−2
0.6 (7.85) 5.1 × 10−2
1.4 (7.80) 4.5 × 10−2
5.1 (7.85) 2.0 × 10−4
7.6 (8.90) 2.2 × 10−4
6.2 (9.00) 1.8 × 10−5

χ2q (zbest )

Table 5.5: Details of high-Pq ellipticals in VIKING. Fluxes are in µJy.

−3

4.2 × 10
2.4 × 10−2
5.7 × 10−2
5.4 × 10−2
1.5 × 10−2
1.6 × 10−2
1.2 × 10−2
1.2 × 10−2
7.8 × 10−2
1.5 × 10−1
2.3 × 10−2
5.5 × 10−3
3.3 × 10−3
9.2 × 10−3

Wg

−4

3.9 × 10
1.3 × 10−3
3.0 × 10−3
3.0 × 10−3
6.1 × 10−4
5.9 × 10−4
7.7 × 10−4
4.3 × 10−4
2.6 × 10−3
4.8 × 10−3
1.6 × 10−3
1.3 × 10−4
7.9 × 10−5
2.0 × 10−4

Wq

0.075
0.051
0.050
0.046
0.038
0.035
0.034
0.032
0.028
0.023
0.023
0.022
0.022
0.022

Pq
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Figure 5.14: VIKING HZQ selection functions for different combinations of filters.
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5.3 VIKING simulations

5.3.3

VIKING HZQs

Assuming the QLF of Willott et al. (2010a), we predict that 4.1 quasars would be detectable over the full area and depth of the VIKING survey with 100% completeness.
We now wish to determine the HZQ selection function for VIKING. We generate 100
HZQs that are detected in the J band for each slice of size δz = 0.1, δJ = 0.1 in the
ranges 7.6 ≤ z < 9.0, 17.0 ≤ J < 20.8. We then remove the objects that do not satisfy
the selection criteria, and estimate Pq for each of the 50,000 sources that remain in the
sample.
We carry out the calculation of Pq using different combinations of filters, as well as
the full set ZY JHKs . The resulting selection functions are shown in Figure 5.14, and the
results are summarised in Table 5.3. Figure 5.14a is the selection function determined
using just Y J, the filters either side of the Lyα break. The quasar counts are already
higher than for UKIDSS with the full set of filters, highlighting the importance of the
extra depth of the VISTA survey. The selection function in Figure 5.14b also includes the
H and Ks bands, but no optical filter. There is a marked improvement relative to using
just Y J: we are effectively complete to more than 0.3 mag deeper and the predicted HZQ
yield is over 50% higher. In Figure 5.14c we have substituted the optical Z band for H
and Ks , and see a similar improvement over Y J alone. We also see an improved ability
to detect the brightest quasars between 7.6 . z . 7.8, as was the case for UKIDSS.
Lastly, Figure 5.14d is the selection function determined using the full set of filters. Combining the QLF with our selection function, we predict 1.65 HZQs will be detectable in
VIKING, a figure that drops to 0.44 if the stronger evolution found by Jiang et al. (2016)
is correct. Equivalently, we are effectively complete to a depth of J = 20.16. A quick
calculation indicates that we have been able to make the most of the extra depth available
in the VIKING survey over UKIDSS. The fiducial 5σJ depths for the LAS and VIKING
are 19.5 and 20.8 respectively, while our simulations have showed we were effectively
complete to J = 18.9 using the six filters of SDSS and UKIDSS.
In Figure 5.15 we have estimated a value of χ2q for each simulated VIKING quasar.
The resulting histogram is well fit by a χ2 distribution with three degrees of freedom.
This is sensible given that VIKING has one band fewer than SDSS + UKIDSS, i.e., we
are fitting to five data points. As was the case for UKIDSS, χ2q appears to be a sensible
check for eliminating false positives. One weakness of our method is that we only model
three populations. We nevertheless wish to reduce the impact of other types of object
which may be present in the real VIKING data, and by chance have a high value of Pq as
they are a bad fit to all the models that we try. A modest cut on χ2q appears to be a sensible
means of doing so, as it is very unlikely that a real quasar will have χ2q >> 20.
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Figure 5.15: χ2q for simulated VIKING quasars, calculated using the same procedure as
before. The black line is a χ2 distribution with three degrees of freedom, scaled to the
peak.

We are also interested in investigating which contaminating population has the
greater effect on our selection function. In other words, are the HZQs for which Pq < 0.1
flagged as brown dwarfs, or galaxies? For J > 19.5 we consider each quasar that is not recovered by our algorithm, and calculate the relative contaminant weights Wg /W s ≡ Pg /P s
for three different redshift regions. The results are shown in Figure 5.16. Regardless
of redshift, the distributions peak at around Wg /W s = 10, which is perhaps unsurprising given the large prior associated with the elliptical population due to the high number
of sources expected per unit area. The number of quasars identified as brown dwarfs is
considerably lower than as galaxies for z > 8, as evidenced by the lower two panels of
Figure 5.16.
Although the analysis has yielded results that are very encouraging in terms of finding HZQs, it is important to acknowledge the simulations as something of a best case
scenario. We have taken care to be conservative in the models that we have chosen, but
real data are inevitably less well-behaved than the objects that we have simulated. We are
likely to be affected by imperfections in the modelling: for example, it is highly improbable that errors will be purely Gaussian, which is an important assumption for our photometric likelihoods. Our colours may also be overly simplified. In the case of quasars we
have only considered average line strengths and continuum slopes; we could have added
extra sophistication by incorporating a range of HZQ models in our calculations. Finally,
by limiting ourselves to a maximum of three populations, we are implicitly excluding all
other possibilities in the real data. We must take care to reduce the effects of spurious
sources such as cosmic rays and asteroids in our sample. On the other hand, we will
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Figure 5.16: Wg /W s for HZQs fainter than J = 19.5 that are not flagged as quasars. The
three plots represent three different redshift ranges, labelled individually. The Wg /W s
scale is logarithmic so a positive value indicates a source is found most likely to be a
galaxy, and vice versa.

5.4 Summary
have access to data which we could not add to our simulations. Morphologies and flag
information will be vitally important for producing as clean a sample as possible.

5.4

Summary

In this chapter we have built on the Bayesian model comparison technique from Chapter 4, carrying out simulations of HZQs and the expected contaminating populations in
the UKIDSS LAS, and VIKING. Our aim was to establish if a search in real data was
worthwhile. UKIDSS will offer us a wider search area of around 3000 deg2 , and using
Y JHK together with the SDSS i and z bands, we anticipate being able to reliably distinguish HZQs from brown dwarfs and elliptical galaxies to a depth of almost J = 19.0.
However, combining our HZQ selection function with the Willott et al. (2010a) QLF predicts optimistically, we will only be able to detect ∼ 0.5 z > 8 quasars in UKIDSS in
combination with optical data from SDSS. We found a deeper z limit would be beneficial,
but detecting HZQs in the LAS will be dependent on a considerable slice of good fortune.
We expect the additional depth across all bands available in VIKING will therefore
prove important. We found contamination was still manageable in the survey despite
much larger populations of brown dwarfs and ellipticals in the survey. In terms of completeness we are able to make good use of the extra depth that VIKING offers. We predict
that ∼ 1.6 HZQs will be detectable in a 1350 square degree footprint, making VIKING
the more logical starting point for a HZQ search. Again our simulations represent the best
case scenario, but there is sufficient motivation to apply the model comparison technique
to the surveys of interest. In the final chapter of the thesis we investigate a small area
of the VIKING survey, ∼ 25 deg2 , with a view to assessing the data themselves, as well
as the likely extent of the HZQ candidate list that will be produced by analysing the full
survey.
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Chapter 6
Probabilistic selection of z > 8 quasars
III. VIKING: first steps
In Chapter 5 we carried out extensive simulations of brown dwarfs, elliptical galaxies and
redshift z & 7.8 quasars (HZQs) in the UKIDSS LAS and VIKING. We found that the
Bayesian model comparison technique established in Chapter 4 is a powerful way of separating target HZQs from the contaminating populations. We determined quasar selection
functions which suggest that we will be able to detect HZQs to a reasonable depth in J
in both surveys, and while the predicted number counts are low, there is an excellent case
to begin the search using real data. Given that the predicted yield is higher in VIKING,
it seems the logical choice in which to begin. We now carry out a proof of concept,
searching for HZQ candidates in a small area of VIKING (25 pointings, equivalent to
∼ 25 deg2 ).

6.1

The VIKING sample

A critical aspect of our HZQ search is the remeasurement of VIKING-detected sources.
In the original survey, the only photometric data available are magnitudes and 1σ errors in
ZY JHKs , if a source is bright enough to be detected in the respective band. However, our
Bayesian model comparison technique relies on linear fluxes (and errors) in each band,
regardless of whether the source has been detected. In this chapter we therefore explicitly differentiate between VIKING magnitudes, and the remeasured (“list-driven”) magnitudes, luptitudes1 , and fluxes. The list-driven remeasurement of VIKING J-detected
1

Magnitudes are a logarithmic representation of flux, and as such are not useful at very low, or negative
S/N. Lupton et al. (1999) proposed an inverse hyperbolic sine alternative (“luptitudes” or “asinh magnitudes”) which exhibit the familiar logarithmic relationship with flux for well-detected sources, and increase
linearly with decreasing flux at very low or negative S/N.
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Table 6.1: VIKING bppErrBits attribute values (b = z, y, j, h or ks). The flag meanings are the same in all bands.
byte
0
0
0
1
2
3
3
3

bit quality issue
4
6
7
12
16
22
23
24

decimal value

Deblended
Bad pixel(s) in default aperture
Low confidence in default aperture
Lies within bad detector region
Close to saturated
Lies within dither offset of stacked frame boundary
Lies within the underexposed strip of a tile
Lies within an underexposed region of a tile due to missing detector

16
64
128
4096
65536
4194304
8388608
16777216

sources was carried out by Nick Cross, a research fellow on the UKIRT WFCAM/VISTA
archive team at the Wide Field Astronomy Unit (WFAU), Edinburgh. List-driven magnitudes are recorded in any band for which fˆband > 0, while luptitudes and fluxes are
recorded in all cases. Unless otherwise stated, in this chapter we refer to the photometric
measurements made in an aperture-corrected2 three-pixel, or 1.00 0, radius aperture, i.e., the
database attributes bAperMag3, bAperLup3 or bAperJy3 (where b indicates a band z, y,
j, h or ks). We use hat notation to designate a noisy measurement, be it from VIKING,
list-driven photometry, or from the simulations in Chapter 5.
We began by downloading VIKING data and list-driven photometry for each
object in VIKING from the VISTA Science Archive3 (VSA), database VIKINGZYSELJv20161028. The SQL query used is included as an appendix. Apart from the implicit requirement that each source be detected in J by VIKING (these are the only sources
present in the remeasurement table), at this stage we demanded only that (i) the source
have a remeasured flux in each band, and (ii) the quality flags be satisfactory in each
band. The quality flags, or bppErrBits attributes, are assigned to survey detections postprocessing, and give an indication that a detection in a given band is spurious. We present
the flags that are applicable to VIKING in Table 6.1. The flags are ranked by severity:
byte 0 applies to generally innocuous conditions, while byte 3 indicates a severe warning.
A similar flag scheme exists in other surveys: in the search for the z = 7.084 quasar ULAS
J1120+0641 (Mortlock et al. 2011; 2012), sources were restricted to bppErrBits < 256
in all bands in UKIDSS. That is to say, any source with a byte 1 (or above) warning flag
was rejected. We apply the same criterion to VIKING. The initial sample contains almost
1.1 × 106 sources in ∼ 25 deg2 . Our aim is to reduce this figure to as short a candidate
2

An aperture correction accounts for the fraction of flux lost when a point source is measured with a
finite aperture and is generally determined from bright nearby stars.
3
http://horus.roe.ac.uk/vsa/index.html
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list as possible. Over the full VIKING area, even 100 candidates would start to become
intractable in terms of follow-up observations.
Due to a bug in the aperture photometry pipeline, the remeasured 1σ errors apply
to the uncorrected aperture measurements for this database. We therefore acquired both
corrected and uncorrected magnitudes, luptitudes and fluxes, using the uncorrected flux
values to determine S/N ratios in each band. It is straightforward to calculate σ̂corr
f :
σ̂corr
=
f

fˆcorr
.
S/N

(6.1)

Given the S/N, we can also calculate the corrected error on the magnitude in a band, σ̂corr
m ,
given the familiar relationship between magnitudes and flux:
!
fˆ + σ̂ f
(m̂ − σ̂m ) − m̂ = −2.5 log
,
fˆ
which we can write as

!
σ̂ f
.
|σ̂m | = 2.5 log 1 +
fˆ

Noting that the second term in the logarithm is the inverse of the S/N,
100.4 |σ̂m | = 1 + N/S,
or alternatively,
0.4 |σ̂m | ln 10 = ln (1 + N/S) ' N/S,
where we have expanded the logarithm as a Taylor series. Hence we can write
|σ̂m | =

2.5
N/S.
ln 10

(6.2)

We do not make extensive use of luptitudes in this chapter, and as such do not calculate
corrected errors for them. While luptitudes do provide more information than magnitudes,
linear fluxes with Gaussian errors are the most useful quantities at our disposal.
For the remainder of §6.1 we describe some of the cuts that we apply to our millionstrong sample, to reach the point where applying our Bayesian model comparison technique becomes sensible. In §6.2 we briefly outline some of the data quality checks that
we undertake, comparing list-driven photometry both to the original VIKING measurements, and our simulations from Chapter 5. We then present results, exploring potentially
interesting candidates in greater depth.
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6.1.1

Targeting HZQ parameter space

In §5.1 we set out a set of criteria that our simulated sources needed to satisfy to be
accepted into the artificial sample. Here we recap those criteria, in the context of VIKING
data.
(i) The source must have a 4σ J band measurement
(ii) The source must have a 4σ H band or a 4σ Ks band measurement.
(iii) The source must be either:
(a) at least a 4σ Y measurement with list-driven Ŷ − Jˆ ≥ 1.0; or
(b) below 4σ in the Y band.
(iv) The source must be below 4σ in the Z band.
The above represents a slightly modified set of requirements than that used previously,
where we required a 5σ J detection, for example. The change was motivated by finding
only a small number of objects with S/N > 5 in the initial VIKING sample. We chose
4σ as a slightly more inclusive threshold, which is nevertheless sufficiently high that our
sample will not be strongly affected by additional contamination.
In §5.1 we also described the requirement that a source be point-like, although
we were not able to incorporate it into our simulations. However, in VIKING we
have access to morphological information for each source, which is represented by
the mergedClassStat attribute. Each band provides a continuously-distributed N(0,1)
stellarness-of-profile statistic (bClassStat), which are combined into mergedClassStat.
In Figure 6.1 we show the mergedClassStat and list-driven J magnitudes of the
VIKING sample. Two distinct bands are visible. Point sources occupy a horizontal strip
around mergedClassStat ∼ 0, while galaxies form a second strip that reaches high values of mergedClassStat at bright magnitudes.
We introduce the cut −4 < mergedClassStat < 2, which removes a significant proportion of the extended sources from our sample. This is a stronger cut than was used in
the discovery of ULAS J1120+0641, where it was required that −4 < mergedClassStat
< 4. However, fainter galaxies are a bigger problem for HZQs, so the modification is
well justified. Combining the cut on mergedClassStat with the other criteria outlined
above, we are left with a sample of 8,441 sources which we deem to be a computationally manageable size. This “HZQ start set” is indicated in Figure 6.1. Although we have
removed many galaxies at this stage, Figure 6.1 suggests that faint ellipticals will be the
major contaminant: the HZQ start set seems to lie predominantly at the end of the strip
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Figure 6.1: mergedClassStat vs. list-driven Jˆ magnitude. Black points indicate the
initial VIKING sample (every 25th source is shown); red circles pass all selection criteria and form the HZQ start set. The acceptable range of mergedClassStat values is
indicated by the dashed lines.

Figure 6.2: Remeasured Y band flux vs. list-driven Jˆ magnitude. Symbol meanings are
as in Figure 6.1.
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Table 6.2: J band list-driven error distributions, for given slices of σ̂ J (VIKING). We
carry out a 3σ clip and fit a Gaussian to the remaining data to obtain values of µ and σ.
The % in tails column counts objects with a value of σ̂ J (list-driven) > µ + 3σ.

σ̂ J (VIKING)

source count

µ

σ

% in tails

[0.15, 0.16)
[0.17, 0.18)
[0.19, 0.20)
[0.21, 0.22)
[0.23, 0.24)

40,978
41,589
40,916
33,196
21,117

0.16
0.18
0.20
0.22
0.24

0.02
0.02
0.02
0.03
0.03

9.0
10.5
9.3
10.0
11.3

of extended objects, while there are very few bright sources remaining. In particular, as
shown in Figure 6.2, at present there are barely any sources which are both bright in J,
and have fˆY ∼ 0, an important region of parameter space for HZQs.

6.2

Data checks

In the following sections we outline some of the checks we carry out on the working database, VIKINGZYSELJv20161028. This represents the third iteration of listdriven photometry (previous database releases covered fewer pointings and were named
VIKINGLIST SJWv20160513 and VIKINGZYSELJv20160909). We do not consider it
useful to list all of the checks and fixes that were made in these previous versions; rather,
we present some of the more interesting findings from the most recent database.

6.2.1

List-driven photometry consistency

For our probabilistic HZQ search to succeed, we must be confident that the list-driven
fluxes and errors are reliable. We begin by checking the consistency of the two sets of
photometric measurements available for each source. In Figure 6.3 we present VIKING
and list-driven J band magnitudes. We find the magnitudes to be mostly consistent, although there is some scatter from the expected 45◦ line, especially at the fainter end.
We quantify the consistency of the magnitudes by measuring the difference between the
VIKING and list-driven values in terms of the VIKING magnitude error for objects in
the HZQ start set, shown in Figure 6.4. While we only present the J band distribution,
results are similar for the other bands, where magnitudes are measured in both cases. The
peak of the distribution is well fit by a Gaussian with width 0.2. However, the tails are
very long: ∼ 10% of the HZQ set are > 3σ outliers. This is somewhat concerning given
that the same images are being measured twice, so there is not an obvious reason why the
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Figure 6.3: VIKING and list-driven J band magnitudes. Symbol meanings are as in
Figure 6.1.

Figure 6.4: Histogram of the J band magnitude difference in terms of the VIKING error
for objects in the HZQ start set. The black line is a Gaussian fit to the peak with width
0.2.
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Figure 6.5: VIKING and list-driven J band magnitude errors. Symbol meanings are as
in Figure 6.1. The line of equality is indicated in blue.

magnitudes should be so different. We checked the VIKING images for some of these
sources but do not have a satisfactory explanation for the discrepancy.
We speculate that the issue may be related to slightly different methods of measuring photometry in the VIKING (CASU) and list-driven (WFAU) cases. While the CASU
pipeline forms a combined image from individual exposures (pawprints) to measure a
magnitude, the WFAU remeasurement combines photometry from the pawprints themselves. In the future we wish to explore the issue further with WFAU; nevertheless since
it only affects 10% of objects, the general conclusions of this chapter are not affected.
We also check the consistency of the measured errors. In Figure 6.5 we present the
list-driven and VIKING J band errors (determined from the measured S/N, in the former
case). Although the measurements generally follow the line of equality there is quite
significant scatter, especially as S/N decreases. This is potentially alarming as errors are a
key aspect of our Bayesian algorithm, and large discrepancies between the VIKING and
list-driven may indicate that they are unreliable.
To try and understand the significance of the scatter, we determine the distribution
of σ̂ J (list-driven) values for different slices of σ̂ J (VIKING). The results are presented
in Table 6.2, and we illustrate an example (0.19 ≤ σ̂ J (list-driven) < 0.20) in Figure 6.6.
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Figure 6.6: Distribution of list-driven J band magnitude errors for values of σ̂ J between
0.19 - 0.20. The green line is a sigma-clipped Gaussian fit to the peak.

The distributions are roughly Gaussian and centred close to the line of equality. However,
they are characterised by extremely long tails that continue beyond the cut-off shown in
the figure. That is to say, many objects have much larger remeasured errors than originally
found in VIKING. Typically ∼ 10% of sources are in the tails, taking a 3σ cut-off.
We investigate the VIKING images for some of these sources. While we could not
find a definitive single reason for the discrepant errors, several phenomena were seen
repeatedly. Many sources lie close to bright stars, or next to long diffraction spikes from
saturated objects. Others are on the edges of tiles, or simply appear to be in a noisy
region of sky. We do not find any evidence that interesting HZQ candidates are affected.
Indeed, the requirement that S/N J > 4 in our HZQ start set automatically cuts the most
extreme outliers as we are only interested in sources with σ̂ J . 0.3. Nevertheless we bear
this issue in mind moving forwards, as it may be a useful way to eliminate borderline
candidates.
In Figure 6.7 we show the behaviour of flux errors at low significance in the Y band.
This is an important consideration for the Y and Z bands, for which the measured flux of
a HZQ should be around zero. We find that there is a floor in the measured values of σ̂ fY ,
which suggests that the quoted error is equal to the sky noise. For the faint sources that we
are interested in, this is in line with expectation. There appears to be some quantisation,
as there is a small band of sources with significantly higher values of σ̂ fY . Checking the
positions of the sources in this band, we found that nearly all of them appear to be confined
to a single frameset. Therefore, the higher errors might simply reflect relatively poor
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Figure 6.7: σ̂ fY vs. fˆY . Symbol meanings are as in Figure 6.1.

conditions when the observations were taken. Once the full list-driven dataset becomes
available, the variation of flux errors across different framesets is something that we are
keen to investigate further.

6.2.2

Comparisons with simulations

In Chapter 5 we predicted ∼ 2 HZQs would be detectable across VIKING and the
UKIDSS LAS, assuming the quasar luminosity function (QLF) of Willott et al. (2010a).
We considered this figure strong motivation to begin the search using real data. However,
if we find list-driven fluxes, colours or errors differ significantly from those simulated in
the previous chapter, our predicted HZQ yield could be called into serious question.
We begin by comparing the numbers of sources in our HZQ start set with those predicted by simulations. Since our simulated sources do not incorporate morphological information, we remove the cut on mergedClassStat, leaving us with an extended sample
of 30,509 VIKING objects. We estimate Pg and P s for each source, that is, the probability
that an object is respectively a galaxy or a star (Equation 4.4). Given the expectation that
no quasars are present in our ∼ 25 deg2 , we do not include them in the calculation. Using
the simple classifying criterion that the highest probability wins, we are left with ∼ 1, 000
brown dwarfs and ∼ 29, 000 galaxies in our extended HZQ start set.
We also simulate brown dwarfs and galaxies following the prescription in Chapter 5
over 25 deg2 of VIKING, modifying our acceptance thresholds to 4σ where appropriate.
In Figure 6.8 we compare predicted and VIKING number counts as a function of magnitude for stars and galaxies. We are encouraged to find that to within a factor of a few, there
is general agreement between the number counts. We predict around ∼ 400 stars should
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Figure 6.8: Number counts as a function of magnitude, both as predicted by simulations
(black line), and measured in the extended HZQ start set (red line).

174

Figure 6.9: Simulated and list-driven colours of elliptical galaxies. In the former case colours are determined from flux ratios; in the latter the
measured luptitudes are used. Black points indicate simulated VIKING galaxies (every 250th object is shown); red points represent the HZQ
start set. The Bruzual & Charlot (2003) model colour locus is shown at redshifts 1.0 ≤ z ≤ 2.0 in blue. The two plots are scaled differently for
presentation purposes.
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Figure 6.10: Distribution of list-driven and simulated galaxy fˆY and fˆJ values. Red and
black points have the same meaning as in Figure 6.9. The solid blue line indicates the
flux values for which Ŷ − Jˆ = 1.0.

Figure 6.11: J band flux error against flux. Red and black points have the same meaning
as in Figure 6.9.
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be present, and some ∼ 50, 000 ellipticals, i.e., stars are under-predicted, and galaxies are
over-predicted, by factors of ∼ 2 - 3. Given the somewhat simplistic classification scheme
that we have used, the discrepancies are not overly concerning. As a quick check, we examine the χ2 values of the VIKING sources for the star and galaxy models. We find that
around half of the objects flagged as brown dwarfs are poor fits to both population types,
so are labelled as stars by chance. The high galaxy number predictions might require an
adjustment of the normalisation of the galaxy prior; however, we have been conservative in the sense that we overestimated the number of galaxies that would be present in
Chapter 5.
In Figure 6.9 we compare the colours of real and simulated objects: Y − J against
J − H in the left-hand panel, and J − H against H − Ks in the right-hand panel. We
only show galaxies, as these dominate the extended HZQ start set. Broadly speaking,
the artificial VIKING sources are a good match to the HZQ start set in the presented
colours. There are a small number of sources that are bluer in Y − J than we simulate:
some 2% of the VIKING objects are affected, but are nearly all removed by the cut on
mergedClassStat. We present the Y and J band fluxes of the simulated and real galaxies
in Figure 6.10. The simulated ellipticals represent the true range of fluxes quite well,
aside from a few unusual sources that appear quite bright in the Y band. Such sources
presumably lie in noisy regions, as they must be < 4σ to be included in the extended
HZQ start set. Finally, we check the errors of the sources, which are found to be in very
good agreement (Figure 6.9). We are consequently quite confident that the results of the
simulations from Chapter 5 are robust.

6.3

Results: two sources with P q > 0.1

We run our Bayesian algorithm, calculating Pq for each of the 8,441 sources in the HZQ
start set (with the cut on mergedClassStat incorporated). The resulting distribution of
probabilities is shown in Figure 6.12. In the majority of cases Pq is very low. We find
only two sources for which Pq > 0.1: VIKING J2235–3450 and VIKING J0026–3457.
We summarise some of the key data for these sources in Table 6.3. We wish to know
whether these are genuine HZQ candidates, or sources which have very low weights for
all three populations and have high quasar probabilities by chance. We therefore estimate
values of χ2 for both sources, following the prescription in Chapter 5. In Figure 6.13 we
show the best-fitting star, galaxy and HZQ models, scaled to the data using minimum χ2
fits. It can be seen by eye that the fits are poor, and this is borne out by the high values of
χ2 that are recorded in Table 6.3. We believe that it is only by chance that these objects
have high values of Pq .
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Figure 6.12: Pq values for the HZQ start set.

There are other clues that these objects are spurious. VIKING J2235–3450 was originally undetected in all bands except J, and just sneaks into the sample as the H band
measurement is at 4.6σ. The J measurements are however quite discrepant: there is an
8σ difference between the VIKING and list-driven magnitudes. VIKING J0026-3457 is
likewise brightened in H by over 0.5 magnitudes, a 4σ shift. Both of these objects are
therefore outliers in terms of the distribution presented in Figure 6.4. We also note that
the individual J exposures4 appear to be discrepant. For both sources, the time period
between exposure blocks is around a month (Table 6.4), but they only appear on one of
the J exposures. It appears that the sources are either spurious, or strongly variable.
We consider the χ2 values to be sufficient to discount our two candidates. Although
we did not impose a cut on consistent photometry, such a step might be useful looking
ahead to the full dataset: the discrepancies that we have found call the two candidates
further into question. Nevertheless, we obtained the VIKING images for the sources,
which are shown in Figure 6.14. While we hope to avoid having to assess a large number
of candidates by eye in the future, we do so here for completeness. Our scepticism is wellfounded: neither object appears to be a good HZQ candidate. In the case of VIKING
J2235–3450, the weak H band detection appears to be persistence from a bright star,
4

Each VIKING tile is observed in two separate blocks: one for ZY J and the other for JHKs . The timespan between blocks is generally on the order of months; the split J band is intended to flag variable or
moving sources. Both J exposures are available to view online, although they are combined in Figure 6.14.

177

flux (µJy)

6.3 Results: two sources with Pq > 0.1

source
60
LT star model
50
galaxy model
HZQ model
40
30
20
10
0
J
-10 0.8 Z 1.0Y
1.2

178

H
1.4

1.6

wavelength (µm)

1.8

2.0

Ks

2.2

(a) VIKING J2235-3450

40

flux (µJy)

30

source
LT star model
galaxy model
HZQ model

20
10
0
-10 0.8

Z

Y

J

1.0

1.2

H
1.4

1.6

wavelength (µm)

Ks
1.8

2.0

2.2

(b) VIKING J0026-3457

Figure 6.13: Model fits to HZQ candidates. The best-fitting model from each population
is shown.
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VIKING magnitudes
Jˆ ± σ̂ J
Ĥ ± σ̂H
18.84 ± 0.04
−
20.07 ± 0.10 19.37 ± 0.14
K̂s ± σ̂Ks
−
−

list-driven magnitudes
Jˆ ± σ̂ J
Ĥ ± σ̂H
K̂s ± σ̂Ks
18.54 ± 0.03 19.27 ± 0.24 20.54 ± 0.92
20.07 ± 0.10 18.76 ± 0.08 20.82 ± 0.94
fˆZ ± σ̂Z
0.12 ± 0.53
1.43 ± 0.63

list-driven flux (µJy)
fˆY ± σ̂Y
fˆJ ± σ̂ J
fˆH ± σ̂H
0.19 ± 1.02 58.87 ± 1.43 19.20 ± 4.31
−1.02 ± 1.29 14.36 ± 1.35 31.79 ± 2.44
fˆKs ± σ̂Ks
4.05 ± 3.44
3.14 ± 2.72

χ2s (tbest )
1020 (T6)
180 (T1)

χ2g (zbest )
1970 (1.65)
230 (1.65)

χ2q (zbest )
Pq
610 (8.6)
1
120 (8.95) 0.995

Figure 6.14: VIKING images of the two candidates. Frames from left to right are Z, Y, J, H, Ks . The positions of the sources are indicated.

VIKING J0026–3457

VIKING J2235–3450

Table 6.3: Selection of tabulated data for the two HZQ candidates. Both sources are undetected in VIKING YZ, so we do not include these
columns, or the list driven equivalents for comparison.

α
δ
22:35:10.66 -34:50:33.3
00:26:57.63 -34:57:42.7

6.4 Summary
Table 6.4: Observation dates for the two VIKING sources

source
VIKING J2235–3450
VIKING J0026–3457

observation dates
ZY J
JHKs
2013 November 8th
2011 October 3rd

2013 October 18th
2011 September 6th

although it is not clear why the VIKING and list-driven J magnitudes should differ to
such a large extent. VIKING J0026–3457 is even more dubious, and appears to be a
diffuse collection of bright pixels in the bands in which it is detected.
We have now conclusively ruled out both of our HZQ candidates. While it is naturally
disappointing not to find any interesting objects at this stage, zero candidates is arguably
the better outcome considering the whole VIKING survey. With ∼ 2% of the survey now
analysed, we anticipate fewer than 50 candidates for follow-up observations across the
full footprint, which should prove a manageable number.

6.4

Summary

In this chapter we began our search for HZQs in VIKING, carrying out a proof of concept
using a small area of sky, 25 pointings, or around 25 deg2 . Our initial sample contained
well over a million objects, which we quickly reduced to a “HZQ start set” of around
∼ 8000 sources. We added an extra level of sophistication by incorporating morphological
information into our algorithm, reducing the contamination from galaxies in our HZQ
start set significantly. Even so, galaxies appear to dominate the sample. We showed some
of the data checks that we carried out, finding our simulations encapsulated the range of
colours and fluxes of the VIKING data. We calculated Pq for each source in the HZQ start
set, finding two potentially interesting candidates. However, these were quickly ruled out,
as their fluxes were extremely poorly fit by all of the tested models. It was therefore
only by chance that these objects had high values of Pq . Zero candidates at this stage is
an extremely encouraging result! On the basis of this chapter, we anticipate finding < 50
candidates over the full area of VIKING (∼ 1350 deg2 ), which should prove a manageable
total in terms of follow-up observations.

180

Chapter 7
Conclusion
7.1

Summary

In this thesis we have studied quasars at very high redshifts, z > 7. We have followed
two major lines of investigation: analysis of photometric and spectroscopic follow-up
observations of the z = 7.084 quasar ULAS J1120+0641; and the search for z & 7.6
quasars in the UKIDSS LAS, and VIKING.
In Chapter 2 we constructed the full multiwavelength SED for ULAS J1120+0641,
collating existing photometric measurements from the literature, as well as analysing new,
unpublished data. These included state of the art observations from the latest far-infrared
and sub-mm instruments. Many of the new observations were at very low significance;
nevertheless, we were able to combine them and consequently model the SED using a
four-component fit. This included a component representing the host galaxy of the quasar,
modelled using a modified black body, which was required to explain the FIR flux. We
used our SED to constrain the bolometric luminosity of the source, and the star formation
rate in the host galaxy. We found the black hole to be growing in mass more than 100
times faster than the stellar bulge, relative to the mass ratio measured in the local Universe.
In Chapter 3, we introduced spectroscopy of ULAS J1120+0641, analysing a deep
spectrum taken using the VLT X-shooter instrument. We combined the spectrum with
HST ACS photometry. In the case of the latter we paid close attention to CTE losses,
presenting a revised F814W result of i814 = 28.85, with S/N ∼ 3. We found that photometry can be a powerful tool for determining the extent of Lyα absorption, using the HST
observations to constrain the evolution of τeGPf f with redshift.
Our analysis of the X-shooter spectrum revealed a significant residual flux, which we
believe may result from imperfect sky subtraction. Such a feature had not been previously
described in the literature. However, subtracting a long median filtered version of the
spectrum removed the residual quite successfully. We used this version of the spectrum
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to make direct measurements of τeGPf f . The limits that we determined did not offer much
improvement over existing data from z ∼ 6 quasars. We also used the spectrum to derive a
lower limit on the transmitted flux in the Lyman series forest. Using a Gaussian matched
filter we detected seven significant (> 5σ) transmission features over the redshift range
5.8 . z . 6.2, which account for (87 ± 34)% of the quasar flux detected by HST. We
inferred an extremely long dark gap extending from the final transmission spike to the
quasar’s near-zone, equivalent to a comoving distance of 240 h−1 Mpc. However, despite
its length, the GP trough provided a weak limit on the IGM neutral fraction (xH i & 10−4 at
95% confidence). For reionization studies at higher redshifts and higher neutral fractions,
the most insightful use of quasar spectra will likely be measurements of the Lyα damping
wing (e.g. Greig & Mesinger 2016).
In the second half of the thesis we laid the foundations for probabilistic searches for
7.6 . z . 9.0 quasars (HZQs) in the UKIDSS LAS and, in particular, VIKING. In Chapter 4 we extended the Bayesian model comparison approach designed by Mortlock et al.
(2012), bringing together all the necessary elements required to implement our search.
Explicitly, for each relevant source population (L and T dwarfs, elliptical galaxies and the
target quasars), we developed surface density terms, which encapsulate our prior knowledge of the abundance of each type. We also determined model colours which form the
basis of our likelihood function. The crux of the method is the use of linear fluxes with
Gaussian errors, which require the list-driven remeasurement of survey detections.
In Chapter 5 we carried out extensive simulations of HZQs and contaminating populations in the UKIDSS LAS, and VIKING. Pleasingly, our simulations suggested that our
Bayesian algorithm can reliably distinguish between HZQs and most contaminants. Complementing UKIDSS data with optical information from SDSS, we predicted two HZQs
would be detectable across the LAS and VIKING. The extra depth offered by VIKING
was found to be particularly important, despite the smaller footprint of the survey.
Finally, in Chapter 6 we began our search for HZQs in VIKING, carrying out a proof
of concept using a small area of sky, 25 pointings, or around 25 deg2 . We quickly reduced
an initial sample of over a million objects to a “HZQ start set” of around ∼ 8000 sources
using simple cuts. We added an extra level of sophistication by incorporating morphological information into our algorithm. This significantly reduced contamination from
galaxies in our HZQ start set. Even so, the sample appears to be dominated by galaxies.
We then calculated Pq for each source in the HZQ start set, finding two potentially interesting candidates; however, these were quickly ruled out. We were ultimately encouraged
not to find any good candidates in this small subset of VIKING data: the implication is
that the number of sources to follow up will ultimately be manageable.
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7.2

Future prospects

The immediate future prospects for this work are clear. List-driven photometry for the
full VIKING footprint will shortly be available, allowing the search for HZQs to begin
in earnest. We also intend to extend our search to lower redshifts (6.5 < z < 7.2), which
will hopefully uncover VIKING counterparts to ULAS J1120+0641. This will require
incorporating M-type dwarf stars as a contaminant. The lower quasar yield predicted
from our UKIDSS simulations makes the survey slightly lower priority. However, the
formalism is securely in place and we intend to search for HZQs in the LAS in due course.
Naturally, we hope that this work will lead to us breaking, or coming close to breaking, the quasar redshift record set by ULAS J1120+0641. The discovery of a z ∼ 8 quasar
would be particularly exciting, as it would allow us to look back to a time ∼ 630 million
years after the Big Bang: around 100 million years earlier than ULAS J1120+0641. The
discovery of a supermassive black hole at such an early time would therefore put greater
pressure on Eddington-limited models of black hole growth. It is extremely challenging to explain the formation of a 109 M black hole within 1 Gyr of the Big Bang, using
the standard model of Eddington-limited growth from a stellar-mass seed (e.g. Volonteri
2010). The discovery of a ∼ 108 M supermassive black hole at z ∼ 8 would be even
more difficult to explain in this way, and would almost certainly suggest a model whereby
a ∼ 104 M black hole seed collapses directly (e.g. Bromm & Loeb 2003; Volonteri et al.
2007; Ferrara et al. 2014).
The discovery of HZQs may also offer the opportunity to do new science, for example
through direct imaging of Strömgen spheres in the light of Lyα emission (Cantalupo et al.
2008). A recent analysis by Davies et al. (2016) emphasises that the signal will be weak,
and so a small near zone is necessary to yield a suitable surface brightness. This may
be achievable at redshifts beyond seven, since near zone size declines rapidly at higher
redshifts (Carilli et al. 2010).
Despite the difficulties associated with measuring the Lyα forest at z > 6.5, high redshift quasars remain the best means for determining the IGM neutral fractions greater than
0.1 in the early Universe, by use of the red Lyα damping wing. Therefore the discovery of
any z > 7 quasars would be important in the context of studying the epoch of reionization.
In particular, we are interested in finding out whether Lyα damping wings are ubiquitous
at these redshifts, or if ULAS J1120+0641 is a unique case. Spectra of additional z > 7
quasars will also provide further clues about metal enrichment in the early IGM.
In the short term, our worst-case scenario is to not find any new z & 7 quasars in the
LAS or VIKING. However, regardless of the outcome of our search, analysis of the two
surveys will represent a search in a significant volume of sky, and as such provides a good
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opportunity to investigate the decline of the quasar luminosity function at z > 7 for the
first time. Better constraints on the evolution of quasar number density at redshifts greater
than six will give us a better idea of the exact contribution of these sources to reionization.
Beyond UKIDSS and VIKING, there is enormous potential to extend our Bayesian
model comparison technique to other surveys. The Pan-STARRS1 (PS1) 3π survey covers 75% of the sky in gP1 , rP1 , iP1 , zP1 , yP1 and has already been used to find quasars up to
z = 6.7 (Bañados et al. 2016). In combination with supplementary near-infrared data, e.g.,
from UKIDSS or the VISTA Hemisphere Survey, PS1 could also prove a useful resource
for finding quasars at even higher redshift. Other optical surveys are also likely to prove
valuable for high-redshift quasar searches in the future. The Large Synoptic Survey Telescope (LSST) is a wide-field survey optical telescope, that is currently under construction.
LSST will be largely devoted to a ten-year survey over ∼ 30, 000 deg2 of sky, and is expected to reach a final coadded depth in y of 24.9 (AB), some 3.5 magnitudes fainter than
the PS1 3π survey (Ivezic et al. 2014). The survey will be deep enough to allow quasars
up to z ∼ 7.5 to be selected on the basis of colour alone with a significantly reduced
contamination rate. It is hoped that several hundred z & 7 quasars will be discovered by
LSST, with regular survey operations scheduled to begin in 2022 (Ivezic et al. 2014).
The next generation of infrared observatories is likely to revolutionise studies of
quasars at the very highest redshifts. The ESA spacecraft Euclid is one such mission, due
to launch in Q4 2020. While we of course hope to have discovered HZQs ahead of this
launch date, the proposed Euclid wide survey is a very exciting prospect, which will cover
15,000 deg2 to a depth of JAB = 24 (Laureijs et al. 2011). It is currently predicted that
10 - 35 z > 8.1 quasars brighter than JAB = 22 will be discovered using Euclid, although
this figure depends on the exact redshift evolution of the QLF. JAB = 22 corresponds to
M1450 ' −25 at z = 8.1, near the break of the QLF. As such the predicted numbers to this
magnitude are likely to be quite robust, as they do not depend on the uncertain QLF faint
end slope (e.g. Willott et al. 2010a; Jiang et al. 2016).
On a timescale closer to a decade, the Wide Field Infrared Survey Telescope
(WFIRST) is a planned NASA observatory with a launch date in the mid-2020s (Spergel
et al. 2015). WFIRST will have a field of view 100 times greater than that of HST, with a
wide-field instrument offering photometric coverage in six bands over 0.76 - 2.0 µm. The
proposed high-latitude survey (HLS) will cover ∼ 2200 deg2 to a depth of JAB = 26.7,
thus providing a complementary survey to Euclid which will cover a much wider area,
but some ∼ 2.5 magnitudes shallower. Current estimates suggest the WFIRST HLS will
detect over 2,500 z > 7 quasars, including some 500 at z > 8 (Spergel et al. 2015).
WFIRST is therefore likely to be a very powerful probe of supermassive black holes in
the first billion years of cosmic history.
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It is clear that over the coming years, a wide range of instruments will begin operation
with potentially enormous implications for our understanding of the early Universe. The
discovery of ever-higher redshift quasars will shed light on black hole growth mechanisms
and the epoch of reionization, and the work begun in this thesis will hopefully help to form
the basis of exciting new discoveries.
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Appendix A: VIKING SQL query
/ ∗ VIKING q u e r y f o r o u r z >8 q u a s a r s e a r c h .
‘ s ’ i n d i c a t e s a VIKING measurement , ‘ s r ’ i s s o u r c e
remeasurement , i . e . l i s t −d r i v e n . ∗ /
select
sr . apertureID ,
s . sourceID ,
−− S o u r c e t a b l e c o o r d i n a t e s a r e i n r a d i a n s s o c h o o s e s r
s r . r a as ra 2 ,
s r . dec a s d e c 2 ,
/ ∗ VIKING p h o t o m e t r y − n o t e t h e s e a r e g i v e n a s an e r r o r
i f non − d e t e c t i o n ∗ /
s . zAperMag3 ,
s . zAperMag3Err ,
s . yAperMag3 ,
s . yAperMag3Err ,
s . jAperMag3 ,
s . jAperMag3Err ,
s . hAperMag3 ,
s . hAperMag3Err ,
s . ksAperMag3 ,
s . ksAperMag3Err ,
/ ∗ Remeasured m a g n i t u d e s − n o t e t h e s e a r e g i v e n a s an
error i f flux < 0.
I n VIKINGZYSELJv20161028 l i s t − d r i v e n e r r o r s a r e wrong
as t h e y correspond t o u n c o r r e c t e d a p e r t u r e s .
We download u n c o r r e c t e d p h o t o m e t r y , e r r o r s , and c o r r e c t e d
p h o t o m e t r y ( mags , l u p s , f l u x e s ) and d e r i v e c o r r e c t e d
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e r r o r s b a s e d on S / N a t a l a t e r t i m e .
z 2 d e n o t e s a r e m e a s u r e d v a l u e i n column h e a d i n g s . ∗ /
s r . zAperMagNoAperCorr3 a s zAperMagNoAperCorr3 2 ,
s r . zAperMag3Err a s zAperMag3Err 2 ,
s r . yAperMagNoAperCorr3 a s yAperMagNoAperCorr3 2 ,
s r . yAperMag3Err a s yAperMag3Err 2 ,
s r . jAperMagNoAperCorr3 a s jAperMagNoAperCorr3 2 ,
s r . jAperMag3Err as jAperMag3Err 2 ,
s r . hAperMagNoAperCorr3 a s hAperMagNoAperCorr3 2 ,
s r . hAperMag3Err a s hAperMag3Err 2 ,
s r . ksAperMagNoAperCorr3 a s ksAperMagNoAperCorr3 2 ,
s r . ksAperMag3Err a s ksAperMag3Err 2 ,
s r . zAperMag3 a s zAperMag3 2 ,
s r . yAperMag3 a s yAperMag3 2 ,
s r . jAperMag3 a s jAperMag3 2 ,
s r . hAperMag3 a s hAperMag3 2 ,
s r . ksAperMag3 a s ksAperMag3 2 ,
−− l u p t i t u d e s − c o r r e c t e d and u n c o r r e c t e d and e r r o r s
s r . zAperLupNoAperCorr3 a s zAperLupNoAperCorr3 2 ,
s r . zAperLup3Err as zAperLup3Err 2 ,
s r . yAperLupNoAperCorr3 a s yAperLupNoAperCorr3 2 ,
s r . yAperLup3Err as yAperLup3Err 2 ,
s r . jAperLupNoAperCorr3 a s jAperLupNoAperCorr3 2 ,
s r . jAperLup3Err as jAperLup3Err 2 ,
s r . hAperLupNoAperCorr3 a s hAperLupNoAperCorr3 2 ,
s r . hAperLup3Err as hAperLup3Err 2 ,
s r . ksAperLupNoAperCorr3 a s ksAperLupNoAperCorr3 2 ,
s r . ksAperLup3Err as ksAperLup3Err 2 ,
s r . zAperLup3 a s zAperLup3 2 ,
s r . yAperLup3 a s yAperLup3 2 ,
s r . jAperLup3 as jAperLup3 2 ,
s r . hAperLup3 a s hAperLup3 2 ,
s r . ksAperLup3 a s ksAperLup3 2 ,
−− f l u x e s
s r . z A pe r J ky N oA p e rC o rr 3 a s z A p e r f l x J y N o A p e r C o r r 3 2 ,
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sr
sr
sr
sr
sr
sr
sr
sr
sr
sr
sr
sr
sr
sr

. zAperJky3Err as z A p e r f l x J y 3 E r r 2 ,
. yAperJkyNoAperCorr3 a s y A p e r f l x J y N o A p e r C o r r 3 2
. yAperJky3Err as y A p e r f l x J y 3 E r r 2 ,
. jAperJkyNoAperCorr3 as jAperflxJyNoAperCorr3 2
. jAper Jky3Er r as j A p e r f l x J y 3 E r r 2 ,
. hAperJkyNoAperCorr3 a s h A p e r f l x J y N o A p e r C o r r 3 2
. hAperJky3Err as h A p e r f l x J y 3 E r r 2 ,
. ksAperJkyNoAperCorr3 as ksAperflxJyNoAperCorr3
. ksAperJky3Err as k s A p e r f l x J y 3 E r r 2 ,
. zAperJky3 as zAperflxJy3 2 ,
. yAperJky3 as yAperflxJy3 2 ,
. jAperJky3 as j A p e r f l x J y 3 2 ,
. hAperJky3 as hAperflxJy3 2 ,
. ksAperJky3 as ksAperflxJy3 2 ,

,
,
,
2 ,

−− e r r o r b i t s
s . zppErrBits ,
s . yppErrBits ,
s . jppErrBits ,
s . hppErrBits ,
s . ksppErrBits ,
−− c l a s s and c l a s s s t a t s
s . zClass ,
s . yClass ,
s . jClass ,
s . hClass ,
s . ksClass ,
s . zClassStat ,
s . yClassStat ,
s . jClassStat ,
s . hClassStat ,
s . ksClassStat ,
s . mergedClassStat
from
VIKINGZYSELJv20161028 . . v i k i n g Z Y s e l J S o u r c e R e m e a s u r e m e n t a s s r ,
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VIKINGZYSELJv20161028 . . M a p A p e r t u r e I D s v i k i n g Z Y s e l j a s ma ,
v i k i n g S o u r c e as s
where
−− e r r o r b i t r e q u i r e m e n t s
( ( s . z p p E r r B i t s <= 2 5 5 ) and ( s . y p p E r r B i t s <= 2 5 5 )
and ( s . j p p E r r B i t s <= 2 5 5 ) and ( s . h p p E r r B i t s <= 2 5 5 )
and ( s . k s p p E r r B i t s <= 2 5 5 ) )
∗\ some l u p t i t u d e s come o u t a s e r r o r s which i s u n e x p e c t e d .
P o s s i b l y u n m e a s u r e d s e c o n d t i m e r o u n d . Get r i d o f them . ∗ /
and
( ( s r . zAperLup3 > 0 ) and ( s r . yAperLup3 > 0 )
and ( s r . j A p e r L u p 3 > 0 ) and ( s r . hAperLup3 > 0 )
and ( s r . ksAperLup3 > 0 ) )
and s . s o u r c e I D =ma . o b j e c t I D
and ma . a p e r t u r e I D = s r . a p e r t u r e I D
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