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Abstract

Thin-film capacitor interfacial effects produce a voltage drop across conductor/dielectric

interfaces, equivalent to a small capacitance in series with the larger, bulk, dielectric

capacitance. These inhibit maximum charge storage in fixed-voltage devices, such

as integrated circuits, and are seen as unhelpful, “dead-layer” effects. The novel

proposal in this research is to deliberately exploit intrinsic interfacial voltage drops

to enhance the energy stored in a capacitor.

A theory of interfacial energy storage is proposed which identifies maximum dielec-

tric polarisation as a key factor for energy storage. A simple, tight-binding model

of dielectric breakdown indicates increased localisation of electronic orbitals at high

electric fields. Using a novel algorithm, DFT simulations of slabs were performed

using SrRuO3 as the conductor and SrTiO3 and PbTiO3 as dielectrics. These simu-

lated interfacial effects up to an applied external electric field of 24 GV/m, dielectric

polarisation of 0.21 C/m2, energy storage of 0.06 J/m2 per pair of interfaces (equiv-

alent to 3 J/cc), and an interfacial voltage drop of 0.28 V per interface. Research

by others suggests a leakage time constant for interfacial storage devices of up to

several minutes.

On application of a strong external electric field, the slab length changes and the

cations and anions in each plane separate, dissociating the position definitions with

no electric field from those with a field applied. A novel approach allows definition

and calculation of local polarisation changes and voltage drops for half-unit cell

regions, using planes with zero net charge on each side.

The project also explores ways of optimising interfacial energy storage, and the pos-

sibility of using high-polarisation (1.5 C/m2) ferroelectric BiFeO3 as the dielectric.

Follow-on simulations and experimental work are suggested, including methods of

constructing real devices.
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6.5. Inverse permittivity – STO×4/SRO×6/STO×4 at 0.97 and 2.37 V/Å 131
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6.7. Projected DOS – STO×4/SRO×6/STO×4 at 0.97 V/Å– O 1 of 2 . . 136
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1. Introduction

There is little doubt that the expansion of renewable energy will be key to addressing

global climate change, and large quantities of electrical, thermal and other types of

storage will be required to support increasing renewable energy penetration [27].

Battery storage will be required for electric vehicles, and to match variable renewable

supply and demand in electricity grids [27]. Fortunately, development of lithium

ion and follow-on battery technologies, such as lithium sulphur, sodium sulphur

and eventually lithium air, is not only bringing down costs rapidly [11], but also

increasing energy density (Wh/l) and specific energy (Wh/kg) [10].

However, batteries currently do not have the power density or other function required

for some specific high-power energy storage applications, such as:

• electric vehicle regenerative braking

• DC (direct current) to AC (alternating current), DC to DC, and AC to DC

voltage converters for high voltage transmission lines and elsewhere

• power line phase shifting which needs AC operation

• power supply smoothing

Such applications support the increasing levels of renewable energy required to ad-

dress climate change. Because of the power (rather than energy) requirements,

capacitors are the energy storage device of choice for these applications. Apart from

supercapacitors, most other types of capacitors depend for their operation on elec-

tronic movement only, and thus have charge and discharge time constants suitable

for all the applications above. Supercapacitors rely on limited ion movement for

operation, and have much lower charge and discharge time constants than batteries.

Yet supercapacitor time constants are still too long for everything else from the list

above, apart from electric vehicle regenerative braking.

Capacitors are required on integrated circuits for purposes such as storing the state

of a DRAM (dynamic random access memory) cell. An integrated circuit device

works at a fixed voltage which depends on the feature size and the purpose of the

device. As chip feature and transistor sizes reduce, the voltages on chips also reduce

[74], to avoid increasing power dissipation. With such size reduction, silicon oxide
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has too low a permittivity and too high a leakage at small thickness to be suitable as

a material for capacitive elements on a chip. Materials which have been investigated

and used as the dielectric on chips, include ZrO2, SrO and SrTiO3 [75].

Unfortunately, materials, otherwise suitable because of their high dielectric con-

stants, often suffer from a “dead layer” effect [57, 83, 89, 91]. For a nano-scale

thickness capacitor, each conductor/dielectric interface behaves as if it is has its

own interfacial capacitance Cint. The interfacial capacitances are effectively in series

with the standard capacitance Cdiel of the dielectric, normally calculated using:

Cdiel =
ε0 εr A

t
(1.1)

where A is the area, t the thickness, ε0 the free space permittivity and εr the relative

permittivity.

The rule for capacitances in series can be applied:

1

Ctotal

=
1

Cdiel

+
1

Cint1

+
1

Cint2

(1.2)

and if the interfaces are identical

1

Ctotal

=
1

Cdiel

+
2

Cint

(1.3)

Thus the interfacial capacitance will reduce the expected capacitance per unit area.

This will increase the area on a chip which has to be devoted to capacitive elements,

such as those used for on-chip power smoothing as the chip power demand varies.

The thinner the device, the larger the percentage reduction due to interfacial effects.

Stengel and Spaldin (2006) [89] modelled a 5/6th reduction in capacitance due to in-

terfacial effects, for a nanoscale capacitor consisting of SrTiO3 dielectric surrounded

by SrRuO3 conductor. At a given chip circuit voltage, the lower capacitance also

reduces the stored energy, 1
2
CV 2, where C is the capacitance and V is the fixed chip

circuit voltage.

The effect was first reported by Mead in 1961 [62] when investigating tantalum

oxide dielectric with one electrode of Ta and the other of Au, and is thus not

restricted to conductor/ferroelectric interfaces. The term “dead layer” is thus used

in this document to describe interfacial capacitance without restricting its use only

to ferroelectric dielectrics.

However, if the requirement is to maximise the energy density, with no restriction

on voltage, conductor/insulator interfacial dead layers may have a significant con-

tribution to make. For a given charge stored, they increase the voltage drop. The
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additional voltage is dropped across an interface, rather than being dropped across

the bulk dielectric which can break down. Interfacial break down could occur if

the potential drop across the two electrodes is sufficient that either electrons at the

conduction band Fermi level of one electrode have enough energy to populate the

dielectric conduction band, or if electrons in the valence band of the dielectric have

enough energy to move to the Fermi level of the other electrode. It should be possible

to exploit interfacial voltage drops to increase the energy density for a given dielec-

tric material, particularly in a device consisting of multiple dielectric/conductor

repetitions, each of nano-scale thickness.

McMillen at al (2012) [61] deliberately set out to increase the energy density of a

device by increasing the voltage for a given polarisation. They introduced a single,

thin Al2O3 layer of relative permittivity lower than the bulk dielectric, rather than

exploiting intrinsic interfacial dead layer effects. Their approach increases the energy

density by increasing the voltage drop at a given stored charge and polarisation. In

the literature, no other research has been found which attempts to exploit the dead

layer effect at dielectric/conductor interfaces.

This research sets out to investigate whether intrinsic interfacial dead

layers can be exploited to produce a worthwhile increase in the energy

density, specifically, of perovskite, ceramic capacitors.

This is the significant novel proposal in this thesis. Another novel aspect is a method

of successful DFT relaxation of slabs of more than 8 unit cells thickness, described

below. A third is a method of precisely specifying the boundaries of matching

half unit cell regions of a perovskite slab, despite the application of an external

electric field causing both the slab length to change and differential atomic movement

between the cations and oxygens in the same plane. This allows calculation of

changes in local polarisation and voltage drop. See Section 5.6.1

In this thesis the theory behind exploiting interfacial energy storage is developed.

DFT computer simulations were performed on perovskite ceramic slabs. They are

described and the results are compared to results from others, obtained at much

smaller applied electric fields.

As they have been extensively researched and are also commonly used in industry

applications, perovskite dielectrics, such as SrTiO3 and PbTiO3, are an obvious place

to start, and a perovskite conductor, SrRuO3, is a straightforward complement to

these.

Relaxation is the process of moving atoms in a simulation in response to the net

force on each atom, until the forces on all atoms are less than a defined tolerance.

This research involved running DFT simulations to relax slabs with layers of SrTiO3
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or PbTiO3 dielectric, and SrRuO3 conductor, in a vacuum, both with and without

an external applied electric field. From the DFT simulation results, the differences

in polarisation and the profile of potential across the slabs are calculated. From

these the energy stored at the interface can be determined.

The research required three specific DFT simulation techniques to overcome partic-

ular problems:

• A DFT (Density Functional Theory) package was used which relies on combi-

nations of atomic-like orbitals centred on atomic nuclei to represent electron

wave functions and density.

To achieve linear scaling of the computational cost with the number of atoms

in the system, these orbitals are deliberately restricted by the DFT package

to a maximum radius of a few Ångstroms from each nucleus. There is thus no

possibility of using combinations of these orbitals to represent free (unbound)

electrons located well outside the surface of the slab. This conclusion is also

indicated by the preliminary tight-binding model to investigate breakdown,

described in Chapter 3. See Section 3.2.3.

This limitation of the basis set is an advantage for the purposes of this project,

as it allows much higher electric fields to be applied than would be possible

with a DFT package using plane waves, which can represent a free electron

at any position within the simulated volume. See Section 5.5.1 Inversion of

the structure for large electric fields and Section 3.2.3 Electron density at field

just above “breakdown”.

• The normal capacitor structure of conductor/dielectric/conductor was inverted

in the DFT simulations. DFT is searching for the lowest energy configuration.

For the normal (un-inverted) structure in an applied electric field, DFT will

simply transfer electrons between the two metal exterior surfaces, to com-

pletely screen the slab interior from the external field, minimising the total

energy.

Hence the slab was inverted to become dielectric/conductor/dielectric, as sug-

gested by Stengel et al in 2007 [91]. In the absence of surface states on the end

atomic planes of the insulating dielectric, charge transfer to entirely screen the

whole slab interior becomes impossible. All the required bulk materials and

interfaces are still simulated – just not in the expected positions. See Section

5.5.1 Inversion of the structure for large electric fields

• For simulated perovskite ceramic slabs of more than 8 unit cells thickness,

the BFGS (Broyden Fletcher, Goldfarb, Shano) and modified Broyden quasi-
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Newton relaxation algorithms did not succeed in reducing individual atomic

forces below the target tolerances for this project. A novel two-phase Hessian

relaxation technique, developed as part of this research, was successfully used

instead, which provided relaxation down to the required tolerance levels. See

the summary of the method in Section 5.1.4.1 SIESTA methods and issues and

the full description in Appendix A, Two Phase Hessian Relaxation of Slabs.

An article describing this technique, similar to Appendix A, has been published

in the Journal of Physics: Condensed Matter [26].

Using such techniques, more direct results have been obtained, at very much higher

external applied electric fields than those described in Stengel and Spaldin (2006)

[89]. Their work is described in Section 5.4 Stengel and Spaldin (2006) capacitor

model, and is compared with the results from this project in Section 6.11 Comparison

with Stengel et al.

This project’s DFT simulation results, and extrapolations from them, are encourag-

ing. However, the theoretical model and limited numerical simulations are only the

first step in a full evaluation of the potential of interfacial capacitors. There is a need

at some point to make and test small experimental devices, with very thin layers of

dielectric, to prove the concept. There must also be a search for the most suitable

materials. Most difficult of all, production devices would have to be produced at a

cost which is not outrageously high.

The interfacial voltage drops potentially provide significant energy storage at dielec-

tric/conductor interfaces. The extent of the storage is related to the interface area.

Multi-layer devices consisting of alternating thin layers of conductor and dielectric

would provide a worthwhile energy storage capacity suitable for high voltage AC or

DC use. All the conducting layers, other than the first and last, would be electrically

unconnected except through the dielectric, ensuring they are in series. The first and

last conductors form the electrodes.

The requirement to lay down many hundreds of nanometre-scale layers over large

areas, cheaply, and with few defects, looks challenging. However, the required struc-

ture is simple and repetitive, which may make it easier to find a solution.

The main body of this thesis contains the following chapters:

• Chapter 2 The Capacitor Energy Storage Marketplace introduces capacitor

types and then focuses on the energy density and other capabilities of elec-

trolytic capacitors, supercapacitors, ceramic and polymer capacitors

• Chapter 3 Breakdown Analysis Using a Simplified Tight Binding Model de-

scribes a simple numerical simulation using tight binding/LCAO (linear com-
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bination of atomic orbitals), showing that electric fields tend to make molecular

orbitals more compact.

• Chapter 4 Interfacial Capacitor Theory develops the theory behind interfacial

capacitor energy storage, explains how to maximise the energy density, and

discusses leakage and breakdown.

• Chapter 5 Interfacial Capacitor Simulation Methods provides the background

to the DFT slab simulation methods, and describes how DFT simulation out-

puts were analysed.

• Chapter 6 Interfacial Capacitor Simulation Results describes and discusses the

findings from the DFT simulations.

• Chapter 7 Next Steps describes follow-on simulation and theoretical activi-

ties and possible techniques which might be used to build experimental and

production interfacial capacitors.

• Chapter 8 Conclusion pulls together the progress which has been made, and

suggests a plan for the future, putting it into context.

• Appendix A Two Phase Hessian Relaxation of Slabs describes the rationale

and detailed processing behind the novel two-phase Hessian relaxation process

referred to above.
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2. The Capacitor Energy Storage

Marketplace

2.1. Capacitors

A capacitor is a device which stores energy in the electric field between two con-

ducting plates or electrodes.

Figure 2.1.: Parallel-plate capacitor, used in science education early in the 20th
century, on display in the Schulhistorische Sammlung (Historical
School Museum), Bremerhaven, Germany. Image by Hannes Grobe,
file:Plattenkondesator hg.jpg, licenced under the Creative Commons At-
tribution 3.0 Unported licence.

In the example in Figure 2.1 the gap between the plates is air. If the plates are

charged then disconnected, the quantity of charge Q is fixed (subject to leakage).

Careful insertion of a sheet dielectric into the air gap will reduce the voltage V

by a factor of εr, the relative permittivity of the dielectric (as air has a relative
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permittivity close to one), leading to

V =
Q t

A ε0εr
(2.1)

or

V =
Q

C
(2.2)

where the capacitance, C, is

C =
A ε0εr
t

, (2.3)

A is the area, t is the thickness and ε0 is the permittivity of free space. Removal of

the dielectric will restore the original voltage on the capacitor, subject to leakage.

The energy U stored in a capacitor with no losses is dependent on the work done

to charge it. This depends on the charge Q stored and the voltage V at which each

part of the charge is transferred to the capacitor.

U =

∫ Q

Q′=0

dQ′V (Q′) (2.4)

If V is always proportional to Q (i.e. the dielectric is linear, C is constant at all

voltages up to breakdown) then

U =
1

2
CV 2 (2.5)

=
1

2
QV (2.6)

=
1

2

Q2

C
(2.7)

2.1.1. Capacitor dielectric types and applications

Figure 2.2 shows the main types of capacitor used in electronic circuits. The dia-

gram excludes special purpose capacitors such as variable capacitors, touch-screen

capacitance interfaces etc.

For perspective, Figure 2.3 contains the applications for capacitors for which energy

storage is not the primary use.
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Figure 2.2.: Types of fixed capacitors classified by type of dielectric. Fixed capaci-
tors overview image licenced by Wikipedia user Krishnavedala under the
Creative Commons Attribution-Share Alike 4.0 International licence.

Figure 2.3.: Applications by capacitor type excluding supercapacitors and en-
ergy storage. File: Capacitors-Overlapping-Application licenced by
Wikipedia user Elcap (German capacitor expert) under the Creative
Commons CC0 1.0 Universal Public Domain Dedication licence.
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2.1.2. Capacitor dielectric types and energy storage

Energy storage is the primary area of interest in this research. Figure 2.4 shows

capacitance vs voltage, for capacitors of similar (but not necessarily exactly the

same) volume.

In Figure 2.4 the major grid lines along the two log axes represent different factors.

Major grid lines represent ×1000 for the capacitance axis and ×10 for the voltage

axis. Thus, from the chart, double-layer capacitors (normally classed as supercapac-

itors), and other supercapacitor types, have significantly larger energy density than

aluminium electrolytic or other power capacitors.

Production electrolytic capacitors tend to have an energy density of a few J/cc and

under one Wh/l. Kim et al (2015) [46] claim to have developed a novel type of

electrolytic capacitor using an electrolyte of silica sol-gel with self-assembled mono-

layers of a fatty acid with an energy density of up to 40 J/cc (11.1 Wh/l). However

the round trip efficiency (energy out divided by energy in) is only 72%.

There are many other research devices which improve on, or claim to improve on,

the energy density of standard production capacitors. Most of these research devices

are not yet in production. Current electrolytic capacitors have a significant energy

density, but the devices in production today with the highest energy densities are

all supercapacitors.
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Figure 2.4.: Types of fixed capacitors classified by type of dielectric. Note the log
scale of the Capacitance axis has major grid lines × 1000 apart, whereas
those for the Voltage axis are × 10 apart. Hence a line of equal energy
is more vertical than the grid lines might lead one to assume. Thus
the energy density of the double-layer capacitors (normally classed as
supercapacitors) and other supercapacitor types is in a class on its own.
Image licenced by Wikipedia user Krishnavedala under the Creative
Commons Attribution-Share Alike 4.0 International licence.

2.2. Electrolytic capacitors

Prior to the development of supercapacitors with a much higher energy density,

electrolytic capacitors had the highest energy density of all types of capacitors.

Electrolytic capacitors achieve high energy density by oxidising a very thin oxide

layer on to the anode. The oxide layer becomes the dielectric. The electrical con-

nection between the two oxide layers is completed via a cathode consisting of a solid

or liquid electrolyte and the second electrode. The electrodes are pre-processed to

increase the surface area by etching or other means. The oxide layer is grown in

situ and the thickness is proportional to the operating voltage of the capacitor –

typically in the range of 1 to 3 nm per operating volt.

The maximum polarisation and maximum internal electric field and thus maximum

energy density of the oxide layer is fixed and is thus independent of the thickness

and voltage. Electrolytic capacitors thus tend to have similar energy densities across

different voltages for the same type of construction.

Electrode materials in use include Al, Ta and Nb. The two electrodes are often
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Figure 2.5.: Aluminium electrolytic capacitor with liquid electrolyte. The electrodes
are etched to increase the surface area. Image licenced by Wikipedia
user Elcap under the Creative Commons CC0 1.0 Universal Public Do-
main Dedication licence.

mechanically separated by paper spacers.

Older types of electrolytic capacitor had to be “reformed”, if unused for a long time

(a few years). The oxide layer would degrade if not reinforced by operational use.

Reforming consisted of applying the operating voltage to the capacitor through a

resistor to limit the current. Newer types have a longer shelf life, but electrolyte can

dry out eventually.

Because the thin oxide layer is formed by polar oxidation at an anode, electrolytic

capacitors are polar, with connections marked as positive or negative by various

means, and they cannot be subject to even small reverse voltages. Putting even

a small reverse voltage across an electrolytic capacitor will destroy the thin oxide

layer and can be dangerous.

Current electrolytic capacitors have a maximum energy density of a few J/cc (less

than 1 Wh/l).

2.3. Supercapacitors

Figure 2.6 shows the two major supercapacitor types [22], and a third which is a

hybrid between the two. All three types are discussed below.
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Figure 2.6.: Supercapacitor types overview. Image licenced by Wikipedia user
Xoneca under the Creative Commons CC0 1.0 Universal Public Domain
Dedication licence.

2.3.1. Features common to supercapacitor types

Both double layer supercapacitors and pseudocapacitors use either an inorganic

electrolyte (e.g. H2O or H2SO4) or an organic electrolyte. An ionic compound is

dissolved in the electrolyte and dissociates into separate positive and negative ions.

The capacitance and therefore energy density of supercapacitors is increased by mak-

ing the electrodes from material with as high a surface area as possible. Materials

such as activated carbon or graphene flakes have a very large surface area to mass

ratio. Conway et al (1997) [23] gives a value of 100 to 2000 m2/g.

Supercapacitors have a separator which keeps positive and negative electrodes apart.

Solvent and dissolved ionic compounds can pass through the separator. This is

illustrated in Figures 2.7 and 2.8 below.

2.3.2. Supercapacitor types
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Figure 2.7.: Supercapacitor using double layer ion distribution. The inner Helmholtz
planes use polar electrolyte molecules to provide thin dielectric layers,
and the solvated ions can move through the separator and thus can
function as an internal, free-floating conductor between the charged
electrodes. Image licenced by Wikimedia user Elcap under the Creative
Commons CC0 1.0 Universal Public Domain Dedication licence.

2.3.2.1. Double layer supercapacitors

In this type of supercapacitor the charge storage is by movement of ions and polar

solvent molecules. This is an electrostatic device – no ions change their redox state

during charging or discharging.

There are two conducting electrodes and an internal conducting electrolyte. The

surfaces of the electrolyte in contact with the electrodes contain two layers of polar

solvent molecules (with opposite charges, forming a Helmholtz layer), of which the

layer furthest from the electrode consists of solvated ions. These two layers on each

electrode acts as the dielectric. The electrolyte acts as an internal, free-floating

conductor whose conduction uses ionic, not electronic, movement.

2.3.2.2. Pseudocapacitors

Pseudocapacitance only occurs in conjunction with double layer capacitance.

In pseudocapacitors, most of the charge storage is by a change of the ionic charge
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state of ions adsorbed onto the electrode. This is an electrochemical process – some

ions change their redox state during the charge and discharge process. See Conway

et al (1997) [23] and Akinwolemiwa et al (2015) [2].

Pseudocapacitance can be larger than double layer capacitance, by a factor of up

to 100. Ions undergoing redox reactions lose their solvation shells, and are in closer

contact to an electrode than ions in a double layer capacitor which have a solvation

shell and are always separated from the electrode by the electrolyte Helmholtz layer.

Energy densities are correspondingly larger.

Figure 2.8.: Supercapacitor using a Faradaic redox process on a single layer (only
half the supercapacitor is shown). The redox ions are absorbed on to
the electrode, replacing polar solvent molecules. Their net charge is
changed by gaining or losing one or more electrons. Such “pseudoca-
pacitance” provides many times the capacitance and therefore energy
density of the double-layer supercapacitor. Image licenced by Wikime-
dia user Elcap under the Creative Commons CC0 1.0 Universal Public
Domain Dedication licence.

The presence of electrochemistry such as redox reactions in pseudocapacitors blurs

the line somewhat between capacitors and batteries.

2.3.2.3. Hybrid super capacitors

These contain materials exhibiting standard double layer capacitance (with no elec-

trochemical change and high power density) and other materials exhibiting mainly

pseudocapacitance (exhibiting electrochemical change and thus high energy den-
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sity). The intent is to provide both high energy density and high power density in

one device.

2.3.3. Supercapacitor energy density and other

characteristics

The energy density of production supercapacitor devices is in the range of 0.47 to 72

J/cc (0.13 to 20 Wh/l) [100]. They are also expensive, costing a few thousand dollars

per kWh [38]. This compares to under $200 per kWh [103] for lithium ion battery

packs from Tesla and General Motors, although the power density of supercapacitors

is many times that of batteries.

Supercapacitors can be cycled a million times or more, in a few seconds per cycle.

For very frequently used energy storage the cost per cycle can be significantly lower

than batteries. Round-trip efficiency is also higher than for batteries – usually in

the range of 85–98% [33]. Self discharge to 50% takes around a month [38].

Supercapacitors are low voltage devices – typically 2.3 to 2.7 V. Although the voltage

on the terminals can be reversed, supercapacitors have a time constant (RC) of 0.3

s or more [33], making them unsuitable for AC applications, or for AC to DC power

supply smoothing. This is faster than batteries, but much slower than ceramic and

many other types of capacitors.

Supercapacitors have a large variability in parameters between different cells. Most

application requirements are for higher voltages and charge storage than single su-

percapacitor cells can provide. There is usually a need to combine supercapacitors,

both in series and in parallel, in one power pack. The variability of individual cells

means that more than three cells in series requires active or passive circuitry to

control voltage and current splits to ensure the parameters of individual cells are

not exceeded. This increases the cost of implementing an application using super-

capacitors.

2.4. Ceramic capacitors

Ceramic capacitors have many different specifications for temperature range and

coefficient of capacitance change with temperature [98]. Ceramics such as BaTiO3

have high dielectric constants, but can also have low breakdown electric fields due

to defects. For bulk-material, production, non-ferroelectric capacitors, the energy

density is no more than a few J/cc [24]. They have a larger power density and lower

time constant than supercapacitors, but the round-trip efficiency depends hugely on
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the materials used, and, specifically, whether they are ferroelectric or not.

Research on thin ferroelectric layers of ceramic dielectric has shown the potential

for high energy density. Sheng Tong et al (2013) [93] produced 3 µm layers of

PLZT (Pb0.92La0.08Zr0.52Ti0.48O3) with an energy density 22 J/cc (6.1 Wh/l), and

a breakdown internal field of up to 160 MV/m. The energy recovery round-trip

efficiency (energy out/energy in) was 77%.

Ceramic capacitors based on ferroelectrics can have poor round-trip efficiency, often

below 70%. Once the temperature of ferroelectrics exceeds the critical temperature

at which the dielectric becomes paraelectric, the dielectric constant usually drops

significantly.

Interfacial capacitors are likely to use ceramic or polymer dielectrics. Although the

requirements for the dielectric for an interfacial capacitor are not the same as those

required to achieve high energy density in a ceramic or polymer capacitor, interfacial

energy density adds to, rather than replacing, the energy density of the dielectric.

See Chapter 4.

2.5. Polymer capacitors

Current polymer capacitors are made from a range of polymers, including polycar-

bonate, polypropylene, polyester and polyphenylene-sulphide [97]. They are avail-

able with a range of characteristics in a similar manner to ceramic capacitors. Cur-

rent products have a maximum energy density of a few J/cc [97] and large power

densities.

Research energy densities as high as 25 J/cc have been documented from relaxor

ferroelectric polyvinylidene fluoride capacitors [97].

2.6. Summary of current capacitor energy storage

techniques

Suitable for DC energy storage applications, both electrolytic capacitors and super-

capacitors use a wet or dry electrolyte, a dielectric layer as thin as possible (1–3 nm

per Volt), and electrodes whose surface area has been expanded many times. This is

to ensure the maximum capacitance and energy density in (2.1) to (2.7) above. The

principles of thin dielectric layers and high conductor area carry over to interfacial

capacitors.
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For AC applications, suitable ceramic capacitors can provide energy storage of a few

J/cc with high efficiencies, but those types associated with higher energy density

tend to be ferroelectric, have lower round-trip efficiencies, and are often unstable

against temperature changes.
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3. Breakdown Analysis Using a

Simplified Tight Binding Model

The theoretical work on quantum electrical breakdown started with the Zener (1934)

classic paper “A Theory of Electrical Breakdown of Solid Dielectrics” [104]. He

describes the means by which an electron at the lowest point of an upper band

might gain enough energy from the electric field to reach a much higher point in

the same upper band. Sharing this energy with an electron in a lower band might

result in both being placed at the lowest point of the upper band.

A second option described by Zener is direct movement of an electron from a lower

band at one point in space to a higher band at another point in the opposite direction

to the electric field. By considering the frequency of reflection of an electron by the

lattice, and the probability of an electron tunnelling through the band gap to a

higher band at a position with a lower potential, he derives the following equation

for γ, the probability per unit time that the electron will make a transition from the

lower to the upper band in the bulk of the dielectric :

γ =
eEa
h

exp

(
−
π2maE2

g

h2|eE|

)
(3.1)

where e is the electron charge, E the electric field, a the lattice constant, Eg the

band gap and m the electron mass. The exponential factor typically provides a

sharply-defined breakdown electric field.

A voltage drop bigger than the band gap (in eV), across a dielectric layer sufficiently

thin, will cause such Zener tunnelling, which can be regarded as the upper limit of

quantum electrical breakdown. Yet a macroscopic crystal can take many times

the band gap voltage before it breaks down. What defines the boundary between

these two regimes, and what effects arise that help understand the behaviour at an

intermediate scale?

The intent of this sub-project was to gain an insight into, and understanding of, the

behaviour of thin dielectric layers when subject to an electric field sufficiently high

to cause breakdown, and to apply this insight to the more realistic DFT simulations
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performed later.

3.1. Semi-empirical tight binding model – 1D

chain

The simulations used time-independent and time-dependent semi-empirical tight-

binding models of the Schrödinger equation, as described by Bullet’s chapter in

Solid State Physics:Volume 35 [14]. Both models used the same physical system :

• 1D chain of spinless atoms, each contributing one valence electron

• A basis set consisting of hydrogen 1s and 2s atomic orbitals on every atom.

Orbitals on different atoms are not orthonormal.

• No spin, resulting in helium-like behaviour.

• Fixed nuclear spacing of 4 Bohr (2.1 Å). 4 Bohr was chosen as an approxima-

tion to ∼2 Å atomic plane separation in common metal-oxide perovskites.

• Linear – no periodic boundary conditions

• Matrix elements for orbitals were derived by explicitly evaluating the integrals

once for hydrogen 1s and 2s orbital Coulomb terms.

• No exchange/correlation contribution to energy was used.

The simulations were written in Java and run on desktop or laptop computers. The

computational requirements of such simulations are minimal.

The Hamiltonian and overlap matrix elements were evaluated by integration in cylin-

drical polar coordinates. The algorithms used took full advantage of the cylindrical

symmetry in a line of atoms. Some integrals could have been evaluated analyti-

cally, or matrix elements could have been estimated, but performing the numerical

integrals was felt to be a useful learning exercise.

Hartree atomic units are used throughout this chapter for simplicity.

3.1.1. TISE (time-independent Schrödinger equation)

Model

The TISE used as a basis for the time-independent model is given below. The

potential V is effectively a superposition of the nuclear potential on each atom with

no electric field applied, which in turn is that due to a single proton screened by a

1s electron.
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The solutions for the αth molecular orbital ψα are expressed as linear combinations

of 1s and 2s atomic orbitals φno, where n is the atom number on which the atomic

orbital is centred and o the index of the orbital (1s or 2s). The matrix equation for

the ground and excited states at zero field is derived from the Schrödinger equation

Ĥ(0)ψα = εαψα, (3.2)

where εα is the energy eigenvalue associated with ψα, Ĥ(E) denotes the Hamiltonian

with an electric field of E applied (in this case zero) and

Ĥ(0) =−∇2/2 + V. (3.3)

where V is the potential. Let

ψα =
N∑
n=1

∑
o=1s,2s

Cα
noφno. (3.4)

We will now adopt the Einstein summation convention (no summation sign but

repeated suffices are automatically summed). Substitute in (3.2), multiply both

sides by φmp and integrate over all space to obtain

〈φmp|Ĥ(0)|Cα
noφno〉 = 〈φmp|εα|Cα

n′o′φn′o′〉. (3.5)

Defining

Hmp,no(0) =〈φmp|Ĥ(0)|φno〉 (3.6)

and

Smp,n′o′ =〈φmp|φn′o′〉, (3.7)

Since Cα
no and Cα

n′o′ are not functions of position, they can be removed outside the

integral over all space implied by 〈. . . 〉, but the summation over no and n′o′ must

still be performed. Equation (3.5) can thus be rewritten as

H(0)mp,noC
α
no =εαSmp,n′o′C

α
n′o′ . (3.8)

Hereinafter the index pairs m p, n o and n′ o′ will be expressed as single suffices j,

39



l, l′ respectively, each denoting both atom number and orbital. Hence

H(0)j,lC
α
l =εαSj,l′C

α
l′ (3.9)

represents the base TISE with no electric field.

In order to apply an electric field, a polarisation (dipole moment) Pj,l matrix is

calculated as follows:-

Pj,l = 〈φj|z|φl〉 (3.10)

where z is the distance along the chain from an arbitrary origin, and the electric

field is along the direction of the z axis.

When calculating the dipole moment of a full line of atoms there will also be an

offsetting term similar to −
∑N

n=1 Z
nRn

z due to the fixed nuclear position, where Zn

is the nuclear charge (in this case one), Rn
z is the distance of nucleus n from the end

of the chain (= 4n− 4 Bohr). However, when an electric field is applied, this term

contributes a fixed offset to the energy. Further, it is associated with the dipole

moment associated with all molecular orbitals, and not partitionable into specific

orbitals. It is therefore omitted. The energy origin (zero energy) of each molecular

orbital is thus arbitrary.

The Hamiltonian matrix for a specific electric field E becomes

H(E) = H(0) + EP, (3.11)

where E is the electric field (allowing ε to represent the energy eigenvalues). The

TISE eigenvectors in the presence of the field are obtained by solving the matrix

equation

H(E)Cα = (H(0) + EP ) Cα = εαSCα. (3.12)

At zero field the results from a chain of 8 atoms with 4 Bohr spacing show the

expected behaviour – the molecular orbitals are delocalised across the entire chain.

However, as the electric field is increased the molecular orbitals start to localise

(the Stark Wannier effect [53]). When the voltage drop across the chain × electron

charge = the band gap at zero voltage, a localised molecular orbital based mainly

on 1s atomic orbitals at the negative end of the chain is vacated, and the electron

moves to a localised molecular orbital at the positive end of the chain which is a

linear superposition of mainly 2s orbitals. See Section 3.2 below.

In other words there has been electrical “breakdown”. However, it is not necessarily
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physically realistic because it is based on electrons being free to tunnel as far as they

want instantaneously. It does represent the ground state which is the lowest energy

solution to the TISE. However, a charged capacitor is not in the ground state.

The use of a nuclear potential consisting of a proton screened by a single 1s electron

will be a good approximation while molecular orbitals are delocalised across the

whole chain. However as molecular orbitals localise, with the application of strong

electric fields, the 1s screening in the simulation is less accurate because the electron

self-interactions must become larger. The inaccuracy will not affect the qualitative

localisation behaviour of electrons in an insulator in a strong electric field.

Because the nuclear potential experienced by electrons does not vary, an electron

will transfer from the valence band at one end of the chain to the conduction band

at the other end at too low an applied electric field. Further, once transferred, it will

not act to screen the interior of the chain as there will be no change to the potential

experienced by electrons.

Adding a self-consistency term to provide screening of the interior would be straight-

forward, but was not done as the tight binding model was intended to provide

indicative, rather then definitive, behaviour at breakdown. However, once one elec-

tron has transferred, indicating breakdown, the conditions for transfer of subsequent

electrons are of less interest.

3.1.2. TDSE (time-dependent Schrödinger Equation) model

The derivation below follows that used for the TISE in Section 3.1.1.

The TDSE defines the time evolution of the molecular orbitals ψα :

i
dψα

dt
= Ĥψα. (3.13)

The same Hamiltonian is used as for the TISE solution.

Assume the molecular orbital ψα is expressed as a linear combination of (non-

orthonormal) basis set atomic orbitals φm, similar to (3.4), as follows:

ψα = Cα
mφm. (3.14)

Because all φm atomic orbitals are time independent, substituting in (3.13) yields :

iφm
dCα

m

dt
= ĤCα

nφn. (3.15)
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where m and n are independent summation variables denoting individual atomic

orbitals.

Multiply (3.15) by φ∗j and integrate over all space :

i〈φj|φm〉
dCα

m

dt
= 〈φj|Ĥ|φn〉Cα

n , (3.16)

leading to:

iSjm
dCα

m

dt
= HjnC

α
n (3.17)

where Sjm = 〈φj|φm〉 and Hjn = 〈φj|Ĥ|φn〉 .

To solve for dCα
m/dt pre-multiply both sides of (3.17) by −iS−1 to give:

dCα
m

dt
= −iS−1

mjHjnC
α
n. (3.18)

In order to time evolve the molecular orbitals over time an iteration such as

Cα(t+ ∆t) = R(E ,∆t)Cα(t) (3.19)

is needed, where R(E ,∆t) is dependent on the electric field E and the time interval

∆t.

Going back to the original TISE for a system described in an atomic orbital basis :

HCα = εαSCα (3.20)

we can now define an orthonormal basis set and matrix Schrödinger equation as

follows :

Dα = S
1
2 Cα (3.21)

=⇒ Cα = S−
1
2 Dα, (3.22)

where Dα is a column from the matrix of the eigenvectors in the new orthonormal

basis and Cα is the corresponding column from the matrix of eigenvectors in the

non-orthogonal atomic orbital basis.

Effectively the basis set orbitals are transformed from non-orthonormal 1s and 2s

orbitals to a new basis set of orthonormal orbitals, in which each orthonormal orbital

can be expressed as a linear combination of the original 1s and 2s atomic orbitals.
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Substituting for Cα in (3.20)

HS−
1
2 Dα =εαS

1
2 Dα, (3.23)

and premultiplying by S−
1
2

S−
1
2HS−

1
2 Dα =εαDα, (3.24)

Equation (3.20) becomes

H̃Dα = (S−
1
2HS−

1
2 )Dα =εαDα. (3.25)

As can be seen from (3.25), this transformation has effectively moved everything to

an orthonormal basis set, i.e. with no S matrix.

Expressing the TDSE, (3.18), in the orthonormal basis yields :

dDα

dt
=− i

(
S−

1
2HS−

1
2

)
Dα. (3.26)

These coupled Ordinary Differential Equations can be solved by a leapfrog approach

[70], which is similar to the RK2 (Runge Kutta 2nd order) method [15]. Consider

the scalar ordinary differential equation analagous to (3.26):

ẋ =− iωx, (3.27)

where ẋ is the time differential of x, and ω is a constant frequency. This has an

obvious exponential solution. However, an alternative discrete formulation leads to

the recurrence relation

xn+1 =xn−1 + 2x′n∆t (3.28)

=xn−1 − 2iωxn∆t, (3.29)

where ∆t is a fixed, small time duration. Applying a trial solution:

xn = arn (3.30)

leads to

arn+1 = arn−1 − 2iωarn∆t (3.31)

0 = r2 + 2iωr∆t− 1

⇒ r = −iω∆t±
√

1− (ω∆t)2. (3.32)
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This is ”unitary” since:

rr? = (−iω∆t±
√

1− (ω∆t)2)(+iω∆t±
√

1− (ω∆t)2)

= (ω∆t)2 + (
√

1− (ω∆t)2)(
√

1− (ω∆t)2)

= (ω∆t)2 + (1− (ω∆t)2)

= 1. (3.33)

Multiplication by a unitary matrix does not change the normalisation of the molec-

ular orbitals.

Although this approach is rather more complex than using a complex exponential,

it does highlight the constraints on the maximum value of t, which can keep the

square root real in (3.32).

Now substituting r → R, ω → S−
1
2HS−

1
2 in (3.32) we get:

R = −i∆t(S−1/2HS−1/2) +
√

I−∆t2S−1/2HS−1HS−1/2). (3.34)

Since H and S must be Hermitian, even when they are complex matrices, H† = H

and S† = S. Hence

RR† =

[
−i∆t(S−1/2 HS−1/2) +

√
I−∆t2(S−1/2HS−1HS−1/2)

]
[
+i∆t(S−1/2HS−1/2) +

√
I−∆t2(S−1/2HS−1HS−1/2)

]
= + ∆t2(S−1/2HS−1HS−1/2)

− i∆t(S−1/2HS−1/2)
√

I−∆t2(S−1/2HS−1HS)−1/2)

+ i∆t(S−1/2HS−1/2)
√

I−∆t2(S−1/2HS−1HS−1/2)

+ I−∆t2(S−1/2HS−1HS−1/2)

= I.

Hence R is unitary.

The molecular orbitals can now be evolved using :

Dα(t+ ∆t) = R(E ,∆t)Dα(t), (3.35)

as required in (3.19) where R(E ,∆t) is dependent on the electric field E and the time

interval ∆t and Dα represents the molecular orbital coefficients in an orthonormal

basis set.

The square root term of R (
√

I−∆t2( S−1/2HS−1HS−1/2)) must remain real. If
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this condition is not imposed, this would introduce a further imaginary phase factor

into the wave function evolution which would mean the system is no longer obeying

the TDSE. This sets a maximum limit on ∆t.

In the simulation, the electric field E will be gradually increased linearly over time.

Since H(E) is dependent on the electric field E , then R = R(E) is also dependent on

the field and must be recalculated every time E is changed. However a fixed number

of time steps can be performed at a particular electric field with a fixed R before

the field is increased. This circumvents the restriction on ∆t above.

The calculation of n time steps for a fixed electric field can be short-circuited by

calculating powers of H(E) in a binary manner e.g.

Dα(t+ n∆t) = R(E ,∆t)nDα(t), (3.36)

where

R(E ,∆t)n =
∏
i

R(E ,∆t)bi , (3.37)

and bi is the power of two corresponding to the ith non-zero bit from the right of n,

expressed in binary (base 2) notation. However, this has not been implemented in

the current Java code.

With no electron-electron interaction terms in the Hamiltonian (other than the 1s

electron shielding of each nucleus), each molecular orbital evolves entirely separately

from the others. The initial molecular orbitals for the time-dependent Schrödinger

equation solution are those for the time-independent solution with no electric field,

using the TISE model’s non-orthogonal atomic orbital basis converted to a suitable

orthorthonormal basis to allow multiplication by the time-evolution matrixR(E ,∆t).

3.1.3. Conversion to electron density

One aim for both the TISE and TDSE simulations was to display animated graphics

of the electron densities of the individual molecular orbitals Cα. To do this :

1. the basis set must be changed back to the original atomic orbitals

2. the non-zero values of the following function must be calculated

ρj,l(z) =

∫
x

∫
y

φ∗j(x, y, z) φk(x, y, z) dx dy. (3.38)

The z direction is the direction of the chain of atoms and of the electric field.
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3. the electron density as a function of z is calculated as follows :

ρα(z) =Cα∗
j Cα

k ρj,k(z). (3.39)

3.2. Graphical results and conclusion

The following show the electron density vs position plots for occupied molecular

orbitals of the TISE and TDSE simulations at specific electric fields :

• Figure 3.1 – zero electric field

• Figure 3.2 – pre-”breakdown” electric field

• Figure 3.3 – electric field strong enough to cause “breakdown” in the TISE

solution only.

The figures were taken from a set of consecutive images used to create an animation,

showing the evolution of molecular orbitals in an increasing applied electric field for

simulations of both the TDSE and the TISE. The TISE solution is dependent solely

on the applied external field. The TDSE solution is not only dependent on the

applied electric field, but also evolves over time.

The contents of the figures are as follows:

• Each figure contains two columns of graphs, one for the TDSE (left) and one

for the TISE (right).

• There are 8 electrons in each simulation.

• Black tick marks represent the 8 nuclear positions, with a spacing of 4 Bohr

(2.1 Å).

• All graphs show the electron charge density with position. The top graph (0)

is the total electron density which is the sum of the electron densities of the

8 occupied molecular orbitals in the 1–8 graphs below. Graphs 1 to 8 below

show the charge density by position for each molecular orbital. The molecular

orbital energy is displayed in the top right hand corner of TISE graphs 1–8,

in sequence, with the lowest energy at the top.

• At the top right of each cumulative graph (top) is the instantaneous electric

field (identical in both) in MV/m. The electric field starts at zero and increases

linearly with time. The more positive external potential is at the left. The

field vector points left to right.

• Pink (graph 0) and red tabs (graphs 1-8) indicate the centre of electron charge.
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• The top left of the top graph in each column gives matching video frame

numbers (starting with 0 and ending with 527).

• The bottom right of graphs 1–8 in each column contains a control total for

the total charge in the molecular orbital in arbitrary units. The control total

must not change significantly.

3.2.1. Electron density at zero electric field

Figure 3.1.: 8 atom TDSE and TISE electron densities for zero electric field.

The TDSE solution for zero field is defined to be the initial TISE solution, so the

two sets of densities do not differ in Figure 3.1.

Each molecular orbital is highly delocalised at zero field.

3.2.2. Electron density at field just below “breakdown”

In Figure 3.2 the molecular orbitals show significant localisation compared with

those at zero electric field.

Although the TDSE solution was synchronised with the TISE solution only at zero

electric field, the two solutions are still approximately in line. The full animation

shows that the electron densities in the TDSE solution typically will closely match
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Figure 3.2.: 8 atom TDSE and TISE electron densities for pre-“breakdown” electric
field.

those of the TISE solution at least once during the time evolution at each electric

field value. This match typically occurs at different times for different molecular

orbitals so cannot readily be shown in a static figure.

The positions of the centres of charge (red markers) associated with the molecular

orbitals increase monotonically with the orbital energy at a field just below break-

down.

However, in the full animation this is not necessarily the case at smaller, non-zero,

electric fields.

3.2.3. Electron density at field just above “breakdown”

In Figure 3.3, the field has become large enough so that orbital 8 in the TISE solution

now represents “breakdown”, in that the lowest-energy static TISE solution for that

applied electric field is for orbital 8 to relocate from the far right to the far left of

the chain. However, orbital 8 in the TDSE solution cannot reach this new HOMO

(Highest Occupied Molecular Orbital) state as there is no measurable orbital overlap

between the rightmost 1s orbitals and the leftmost 2s orbital, and insufficient time

elapses before the energies of these two orbitals start to diverge again.
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Figure 3.3.: 8 atom TDSE and TISE electron densities for post-”breakdown” electric
field.

The TISE theoretical adiabatic “breakdown” voltage between atoms 1 and 8 corre-

sponds approximately to the LUMO (lowest unoccupied molecular orbital ) minus

HOMO (highest occupied molecular orbital) band gap with no electric field.

The new, TISE theoretical adiabatic “breakdown” state is a 2s-like orbital positioned

approximately one lattice spacing to the left of the leftmost nucleus whose atomic

orbitals are included in the basis set. Although the 1s and 2s basis set orbitals

decay exponentially, the basis set coefficients representing the “breakdown” TISE

molecular orbital can be very large – up to the maximum magnitude for numbers

permitted in the IEEE 754-2008 standard floating point “double” specification. As

it has an 11 bit exponent, this allows representation of basis-set coefficients between

10−308 and 10+308. Such large coefficients allow the representation of an electron

just outside the chain.

Figure 3.3 graphically illustrates the following :

1. The atomic orbital basis set is restricted to the number of atoms modelled.

Therefore all electrons are effectively bound, whatever their energies; there

would be no way to represent a free (unbound) electron some way from the

chain, in the basis set of 1s and 2s orbitals on a limited number of atoms. This

finding transfers over to the SIESTA DFT simulations (see Section 5.1.4).
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SIESTA also uses atomic-like orbitals centred on atomic nuclei which allow

much higher applied external electric fields to be used than would be possible

with a plane wave DFT code. A plane wave DFT code such as CASTEP

(see Section 5.1.3 CASTEP (Cambridge Serial Total Energy Package)) can

represent free electrons in the vacuum anywhere in the DFT supercell, which

restricts the maximum external applied field.

2. The atomic orbital basis set is almost linearly dependent, as S−1 has some

large matrix elements. Note the position of the peak electron density of the

newly-occupied TISE state. Should one more nucleus have been present on

the left of the line then, by visual inspection, a single 2s orbital on this extra,

“zeroth” atom would have been a good starting point for the representation

of this state. Thus this single additional 2s orbital must be broadly equivalent

to some linear combination of mainly 2s orbitals on atoms 1 to 8 with a minor

contribution from their 1s orbitals. The more atoms in the chain the closer

the atomic orbitals get to linear dependence.

3. The molecular orbitals are significantly localised in the presence of an external

applied electric field. The electric field accelerates the electrons, increasing

their momentum. This decreases the distance they have to travel before they

accumulate the momentum required to reflect off the ionic crystal structure,

thus localising them. This removes the possibility of overlap between states

at either end of the crystal.

3.3. Conclusion

Although the tight binding model of breakdown is very simple, there are useful

aspects which inform the more complex DFT simulations which follow.

The use of a local atomic (or atomic-like) orbital basis set constrains the possible

representation and position of unbound electrons in a simulation. Unbound electrons

far from the material surface cannot be represented in the basis set, and thus cannot

be present in a simulation.

Although the molecular orbitals in an insulator are dispersed in the absence of an

external electric field, the application of an external field will cause them to localise.
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4. Interfacial Capacitor Theory

4.1. Terminology

In this document the concept of the electric displacement field D will typically not

be used as non-physicists struggle with the concept and the physics can be explained

without it. Instead, a fixed external electric field of E0 (not to be confused with ε0,

which denotes the permittivity of free space in this document) will be applied and

all areal or volumetric charge densities will be explicitly included in calculations of

electric field or potential.

Normally, dielectrics are said to polarise in an external electric field, with the polar-

isation equivalent to a specific surface charge density per unit area of units C/m2.

Conductors, such as the internal conductor in Figure 4.1, are described as com-

pletely screening external electric fields from their interior (i.e. the electric field

in the interior bulk is always zero), with a screening charge density per unit area

also measured in C/m2. The polarisation process for dielectrics and the screening

process for conductors both involve net charge movement between opposite surfaces.

In this document, for the planar devices considered, both processes are described

as a polarisation P , in units of C/m2, representing net charge movement between

opposite surface planes.

Further, in this document the charges on the surface of conductors are regarded

as polarisation surface charges. This is because the external capacitor electrodes

normally described as containing “free” charges are not explicitly modelled.

The polarisation equation

D = ε0E + P (4.1)

becomes

σ = ε0E + P (4.2)

where E is the internal field in a dielectric or conductor (and is zero in a conductor),
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and σ is the surface charge per unit area on the surface of a conductor, which is

equivalent to D. Thus for an internal conductor in which E = 0 in the bulk, P = σ

( = D).

4.2. Recap of standard capacitor theory
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Net charge +Q C
Area charge density +σ C/m2

Net charge 0
Net areal charge density 0

Internal field 0 V/m
Polarisation σ C/m2

Net charge –Q C
Area charge density –σ C/m2

Rel. permittivity εr

Polarisation P
Thickness tdiel

Rel. permittivity εr

Polarisation P
Thickness tdiel

Z direction

Area A

Figure 4.1.: Standard capacitor with an internal, conducting layer. As the polarisa-
tion in the dielectric is very slightly less than the polarisation of the con-
ductor, their respective charge layers use slightly different colours. The
conductor charge layers are in bright red or blue, whereas the slightly
smaller polarisation surface charges of the dielectric are in pink or light
blue.

In the capacitor in Figure 4.1 the areal charge density on the electrodes is ±σ. The

charge layer is on the internal surface of the electrode. In classical electromagnetic

theory the charge layer is assumed to be infinitely thin. But see Section 4.3.

The electrode charge density σ causes an electric field E0 between the electrodes of

E0 =
σ

ε0
(4.3)

This field may be partially or fully screened by other charges present.

The device as a whole is electrically neutral. The internal conductor and dielectric

layers are also electrically neutral, whereas the two electrodes individually are not.

The device structure depends on the z dimension. Everything is homogeneous in a
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given xy plane.

Consider first the internal conductor. Conductors will completely screen any exter-

nal field. To screen the field E0, the charges within the internal conductor need to

move sufficiently to give surface layers of ±σ charge per unit area, with the interior

of the conductor remaining net neutral. In this document this is treated as a polar-

isation σ of the conductor, with the same value and the same units of C/m2 as the

charge density per unit area on the electrodes. In standard notation ∇P = ρ, where

P is the polarisation and ρ is the volumetric charge density. In a planar device with

the electric field in the z direction this becomes dP/dz = ρ which integrates up to

P = σ. The polarisation σ of the internal conductor is defined in this document as

the full screening polarisation, which is that layer polarisation, or surface charge,

required to reduce the internal field to zero.

The structure of the charge planes on both surfaces of an internal conductor exactly

mirrors that of the charge planes on the interior surfaces of the two electrodes. How-

ever, an internal conductor has two charge planes – one at each surface, with charge

of opposite polarity to each other – while electrodes have only one each. Multi-layer

interfacial capacitors may have many internal conducting planes. Making a distinc-

tion between free (on electrodes) and bound (on internal conductors) charges on

surfaces with identical charge structures would be artificial.

The surface charge structure and zero bulk internal field of a second or subsequent

internal conductor would be identical to those in the single internal conductor in

the diagram.

Now consider the dielectric layers in which the polarisation P will be less than the

full screening polarisation σ by a factor

P

σ
=

(
εr − 1

εr

)
. (4.4)

Dielectrics suitable for interfacial capacitors need to have a high relative permittiv-

ity, of 500 or more. Otherwise the interfacial energy stored will not be significant

compared to the energy stored in the bulk dielectric.

Hence (εr − 1)/εr is very close to unity.

Consider the maximum charge on the conductor surfaces, σmax. In the absence of

dielectric saturation:

σmax = Pmax

(
εr

εr − 1

)
≈ Pmax. (4.5)

where Pmax is the maximum dielectric polarisation.
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Since σmax is very close to the polarisation Pmax then Pmax will be used as a good

approximation to it in many formulae below.

The maximum polarisation can be

• either the polarisation at the point that a sufficiently high internal field is

applied to the dielectric to cause it to break down, even though polarisation

is not close to saturation

• or the maximum polarisation achievable before polarisation saturation sets in

In the second case, after reaching the threshold of polarisation saturation, increasing

the voltage will produce less and less additional polarisation, and dielectric break-

down will occur without storing significant additional charge or energy.

Consider the field in the dielectric. The net areal charge density to the left of the

centre plane of the left hand dielectric is

∆σ = σ − P (4.6)

=
σ

εr
(4.7)

with the negative of that charge on the right, as the system is net neutral.

The internal field Ediel is

Ediel =
∆σ

ε0
=

σ

ε0εr
=
σ − P
ε0

(4.8)

Equation (4.8) means that the field at a particular point z depends on the difference

between the polarisation at that point and the full screening polarisation, σ, and

this result is used in Chapters 5 and 6.

The energy density Uvolume
diel of a standard bulk capacitor is

Uvolume
diel =

∫ σ

0

Ediel(σ
′)dσ′. (4.9)

If Ediel and P increase linearly together,

Uvolume
diel =

∫ σ

0

σ′

ε0εr
dσ′ =

σ2

2ε0εr
(4.10)

=
(ε0εrEdiel)

2

2ε0εr
=
ε0εr(Ediel)

2

2
(4.11)

=
σEdiel

2
. (4.12)
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The definition of capacitance C is

C =
Q

V
(4.13)

where Q is the total charge on each electrode and V is the voltage drop across the

device. For C to be a constant, Q must be linear with V .

The following standard results for bulk dielectric capacitance Cbulk will be used later.

For a planar capacitor

Cbulk =
ε0εrA

t
(4.14)

where ε0 is the permittivity of free space, εr is the dielectric relative permittivity, A

is the area and t is the dielectric layer thickness.

And

Ubulk =

∫ Q

Q′=0

V (Q)dQ (4.15)

where Ubulk is the energy stored in the device. If V (Q) is linear with Q then from

(4.13) V (Q) = Q/Cbulk. Hence

Ubulk =

∫ Q

Q′=0

Q

Cbulk

dQ

Ubulk =
1

2

(
Q2

Cbulk

)
(4.16)

Ubulk =
1

2
Cbulk V

2 (4.17)

4.3. Introduction to Interfacial Capacitor Theory

Stengel and Spaldin (2006) [89] used DFT to model a thin-film capacitor consisting

of SrRuO3 electrodes and an SrTiO3 dielectric seven unit cells thick (approximately

28 Å). They found that, as a result of interfacial effects, the electric field in the

dielectric was reduced to one sixth of what would have been expected in a bulk

capacitor.

With the exception of McMillen et al (2012) [61], the existing literature, including

[57, 89], describes interfacial capacitance effects as undesirable and makes sugges-

tions for minimising them. However, the interfacial capacitance causes a voltage

drop which can potentially be exploited in a device whose primary purpose is to
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store as much energy as possible. For energy storage, the device voltage drop is

not constrained to the specific predetermined operating voltage required by other

circuitry within the same device, as it would be on an integrated circuit.

A capacitor displaying interfacial capacitance effects can be represented as three

capacitors in series as in Figure 4.2.

Figure 4.2.: Capacitor equivalent circuit with interfacial capacitances

In this figure, Cint is an interfacial capacitance, assumed here to be the same at

both interfaces, and Cbulk is the bulk dielectric capacitance given by (4.14) above.

Interfacial capacitance is also known as quantum capacitance [55].

From the formula for capacitances in series, the total effective capacitance Ceff is

1

Ceff

=
1

Cint

+
1

Cbulk

+
1

Cint

=
2

Cint

+
1

Cbulk

. (4.18)

Most discrete capacitors use thick dielectric layers. For a thick dielectric, the large

value of t in (4.14) ensures that the bulk capacitance will be much smaller than the

interfacial capacitance and that 1/Cbulk will predominate in (4.18).

Capacitors on integrated circuits have become increasingly thinner as component

dimensions shrink. For such relatively thin dielectric layers the bulk dielectric ca-

pacitance per unit area would be large, making 1/Cbulk small, and the contribution

of the inverse interfacial capacitances (2/Cint) can predominate. Because interfacial

effects are comparatively large, this can apply even when the the dielectric layer is

considerably thicker than the lengths over which interfacial effects manifest them-

selves. An example follows.

Consider the dielectric thickness at which the two interfacial voltage drops combined

would equate to the voltage drop across a layer of dielectric STO (SrTiO3) using data

from Stengel and Spaldin (2006) and Robertson (2004) [75, 89]. The value for the

STO dielectric relative permittivity εr differs between these sources and is 490 [89]

and 2,000 [75] respectively. Stengel and Spaldin found that the effective interfacial

screening length (explained later in detail) when dielectric is embedded between

two SRO (SrRuO3) conductors was 0.144 Å [89], much less than the radius of an
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atom. This includes the screening length in both the conductor and the dielectric

surface layers sharing an interface. Thus each conductor/dielectric interface behaves

as if it contained a vaccum gap of 0.144 Å. If an external electric field of 1 V/Å is

applied across the whole device then each interface will drop 0.144 V, for 0.288 V in

total. The electric field in the dielectric will be reduced by a factor of the relative

permittivity compared with the external applied field, giving 5 × 10−4 or 2 × 10−3

V/Å. Hence to drop the same total of 0.288 V across both interfaces, the dielectric

thickness must be either 144 Å (14 nm) or 576 Å (58 nm), depending on the source

chosen for the value of relative permittivity.

4.4. Why is there an interfacial voltage drop?

An initial qualitative description here is followed by the mathematical formulation

in Section 4.5.

In the absence of any self-interaction of the surface charge, classical electromagnetic

theory assumes all charge is precisely on the surface of a conductor and the interior of

the conductor is perfectly screened from all external fields. In reality, the additional

electron density that makes up the screening charge at the surface of a conducting

electrode or internal conducting layer does interact with itself, increasing the total

energy whenever the additional charge is more concentrated. Hence, in practice, the

screening charge extends a short way into the conductor.

The thickness of the charge layer depends on the density of electronic states at the

interface at the Fermi level. The higher the local density of states, the thinner

the layer into which the screening charge can be compressed. By definition, in a

conductor, the states with energies up to the Fermi level are occupied by electrons

and the states above the Fermi level are empty, though high temperatures can

smooth this sharp cut off. The number of states at the Fermi level (and at all other

energies) on an atom at the surface of a conductor is limited. In this research, the

total density of states at the Fermi level within the SRO unit cell at the interface

to the dielectric is approximately 2.5 states per eV per unit cell. This can be seen

in Figures 6.7, 6.8, 6.9 and 6.10. These figures show the local density of states in a

SrTiO3/SrRuO3/SrTiO3 dielectric/conductor/dielectric triple-layer slab. The atoms

near the left-hand internal interface are denoted Sr5, O13–15, and Ru1; the atoms

near the right-hand interface (a mirror of the left-hand interface) are Sr11, O29–31

and Ru6. O15 and O30 have identical characteristics to O14 and O29 respectively,

due to symmetry considerations, and are not included in Figures 6.7 and 6.8.
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Negative
electrode

Positive
electrode

(a) Screening charge all in end planes

(b) Screening charge slightly dispersed

Conductor – internal bulk field is
zero – completely screened

Conductor – internal bulk field is 
still zero – completely screened

Screening charges

Figure 4.3.: Conductor internal screening, (a) all in the end atomic planes of a con-
ductor and (b) dispersed slightly between the end atomic planes, the
penultimate and the next atomic planes. Because self-interaction within
a screening charge increases the total energy when the charge is more
concentrated, it is energetically more favourable for the screening charge
to be slightly dispersed between the atomic planes, as in (b).

The implication of this limited DOS (density of states) is that it is energetically

favourable for the conductor to screen most, but not quite all, of the external applied

field in the interfacial SRO unit cell and virtually all the rest of the external field

in the second SRO unit cell from the interface. See Figure 4.3. This reduces the

maximum energy of the electrons in the highest occupied states in the first unit

cell at the expense of sitting in a slightly higher external potential for the screening

charge in the second and subsequent unit cells. Because of the extended screening

charge the internal electric field reduces only gradually to zero across the screening

layer, and some potential is thus dropped within the metal. More extended screening

layers produce larger potential drops.

Within a dielectric of high relative permittivity a similar thing occurs. The dielectric

polarisation mechanism becomes increasingly ineffective very close to the surface or

interface, resulting in a growing internal electric field.

Thus, when passing from the dielectric to the conductor, there is a zone in which the

external electric field screening must switch from dielectric polarisation to conductor

screening, which can also be viewed as a polarisation. The polarisation reduces

slightly at the interface compared with larger values both sides of it, causing a

voltage drop. The size of the voltage drop at the interface depends on how far the

dielectric polarisation can spatially overlap with conductor screening. For instance,
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if there are dielectric surface/interface states available at the Fermi level of the

conductor, then the conductor screening can extend further towards the dielectric

bulk. These states are known as MIGS (metal induced gap states) or IGS (induced

gaps states) [96].

Thus for some combinations of materials, such as BTO (BaTiO3) dielectric with Pt

electrodes, there is a very small interfacial voltage drop. For others, such as BTO

with SRO electrodes, there is a significant voltage drop [90].

4.4.1. Equivalent screening length and interfacial voltage

drop
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Figure 4.4.: Effective screening length equivalent of interfacial polarisation drop at
a single interface with conductor on the left and dielectric on the right.
In this example, 0.2 C/m2 is the capacitor plate charge, described as
the “full screening polarisation” in Section 6.4.3. In each of (a), (b)
and (c) the area between the blue line and 0.2 C/m2 is the same. (a) is
an example with the simplified structure of the interfacial polarisation
drops on the right hand side of Figures 6.1 to 6.3 in which the three
individual drops are set to 0.003, 0.005 and 0.001 C/m2 respectively. (b)
shows the same relative to zero polarisation, giving a better indication of
the magnitude of the effect. (c) expresses this as an equivalent effective
screening length where the polarisation is shown dropping to zero.

Figure 4.4 shows the effective screening length λeff of an interface resulting from
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the individual polarisation drops at the atomic planes of the interface. For external

applied electric field E0, the voltage drop ∆Vint across the interface is then ∆Vint =

E0λeff .

4.5. Thomas-Fermi screening

The formulae in this section assume that Thomas-Fermi screening is a linear effect

– the screening length does not change with conductor surface charge. There are

situations in which this is not true, specifically when the conductor density of states

varies when the electron energy changes by a fraction of an eV from the Fermi level.

4.5.1. Thomas-Fermi potential

The Thomas-Fermi potential will be determined for a net-neutral, conducting plate

in a vacuum in an external applied electric field. Thus, all surface charge considered

will be bound charge – charge moved within a single conductor by the action of an

external field.

In this document, the electric field is always assumed to be positive and pointing

along the z axis in the direction of increasing z, which is the normal to the xy plane

of the conducting and dielectric layers.

The density of electron states at the Fermi level is g(EF). In this section the units

of g(E) are electron states per m3 per Joule for an energy E expressed in Joules.

g(E) can be determined from DFT (density functional theory) simulations, based

on the time-independent Schödinger equation, for a specific configuration of atoms

with or without an applied external electric field.

Assume

• the density of states in the absence of an electric field g(E) is a constant g

over the energy range EF −∆E 6 E 6 EF + ∆E.

• the plate is of length a and extends from z = −a/2 to z = a/2.

• the plate is much thicker than the range of the screening effects.

• the arbitrary zero of potential φ is in the middle of the plate thickness at z = 0.

• an external electric field E0 is applied.

Consider the charge densities induced at the two surfaces of the plate normal to

the applied electric field by the potential due to the external applied electric field.

At one surface, the more positive external potential shifts the density of states
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function downwards, making more states available to electrons at the Fermi level.

At the other surface, the more negative external potential shifts the density of states

function upwards, removing access to states for electrons at the Fermi level.

This moves charge from one surface of the plate to the other, resulting in the creation

of an internal electric field and a balancing component to the overall potential. The

net effect of the external and internal potentials is a flat potential and complete

screening (zero electric field) in the bulk interior of the plate.

The shift at both ends of the conductor of the density of states will be

g′(EF) = g(EF −∆E) = g and g′′(EF) = g(EF + ∆E) = g. (4.19)

where 2∆E is the energy parameter shift in g(E) between the two ends of the plate.

This is related to the change in potential by:

∆E = e ∆φ (4.20)

where e is the fundamental positive charge (such as that on the proton), and φ is

the electric potential (also represented as V later, when discussing capacitor char-

acteristics, rather then physics).

The additional density of states filled or vacated by electrons, ∆n per m3, is

∆n = g∆E = eg∆φ (4.21)

and the additional charge density ∆ρ is

∆ρ = −e∆n = −e2g∆φ (4.22)

Poisson’s equation is :

∇2φ = − ρ
ε0

(4.23)

where ε0 is the permittivity of free space. For the additional charge density in (4.22)

this becomes

∇2(∆φ) = −
(

∆ρ

ε0

)
=
e2g∆φ

ε0

A planar capacitor containing layers of dielectric and conductor represents a 1D
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system. Hence

∇2 ≡
(
∂2

∂z2

)
(4.24)

and (
∂2

∂z2

)
∆φ−

(
e2g

ε0

)
∆φ = 0

Define

k2
TF =

e2g

ε0
(4.25)

=⇒ kTF = e

√
g

ε0
. (4.26)

where kTF is the Thomas-Fermi inverse screening length. Hence(
∂2

∂z2

)
∆φ− k2

TF∆φ = 0. (4.27)

A general solution for (4.27) is

∆φ = Ae−kTF(z+a/2) +BekTF(z−a/2) (−a/2 ≤ z ≤ a/2) . (4.28)

Since the assumption is that the conducting plate is thick compared with the screen-

ing effects, both exponential terms will be zero at z = 0, the centre of the plate. At

that point

∆φ(0) = Ae−kTF(a/2) +BekTF(−a/2)

= (A+B)e−kTF(a/2) (4.29)

Thus ∆φ(0) ≈ 0 if (a
2

)
kTF � 0 (4.30)

Define the Thomas-Fermi screening length, λTF, as

λTF =
1

kTF

=
1

e

√
ε0
g

(4.31)

which is confirmed in that specific form in [28] and is also discussed in books [5, 47].
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The condition in (4.30) becomes

λTF �
a

2
. (4.32)

Equation (4.32) is a restatement of the assumption that the plate is much thicker

than the range of the screening effects.

Although λTF is small it can have a very significant effect on the potential profile at

the interface.

The electric field at the boundaries of the electrode will be the external field E0

outside the electrode. Hence

E(−a/2) = E(a/2) = E0 = −∇(∆φ) = −∂∆φ

∂z
. (4.33)

The plate is sufficiently thick that each term in (4.28) is significant at only one

interface. At z = −a/2

E0 = E(−a/2) = −∂∆φ

∂z

∣∣∣∣
z=−a/2

≈ −
(
∂

∂z

)
Ae−kTF(z+a/2)

∣∣∣∣
z=−a/2

= +kTFAe
−0

=⇒ A =
E0

kTF

= E0λTF (4.34)

and at z = +a/2

E0 = E(+a/2) ≈ −
(
∂

∂z

)
BekTF(z−a/2)

∣∣∣∣
z=+a/2

= −kTFBe
+0

=⇒ B = − E0

kTF

= −E0λTF (4.35)

The complete solution for ∆φ is

∆φ =
E0

kTF

e−kTF(z+a/2) − E0

kTF

ekTF(z−a/2

=
E0

kTF

(
e−kTF(z+a/2) − ekTF(z−a/2) (4.36)

= E0 λTF

(
e−kTF(z+a/2) − ekTF(z−a/2) . (4.37)

This is the voltage profile in a free-standing conductor with an external applied

electric field.
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The voltage drop across each surface, ∆Vint (where V in the capacitor domain is

represented as φ in the physics domain above), is thus

∆Vint = E0 λTF (4.38)

4.5.2. Screening charge density

The screening charge density, ρ, using Poisson’s equation for (−a/2 ≤ z ≤ a/2) is

∆ρ

ε0
=−

(
∂2

∂z2

)
∆φ (4.39)

∆ρ

ε0
=−

(
∂2

∂z2

)
E0 λTF

(
e−kTF(z+a/2) − ekTF(z−a/2) (4.40)

=− E0 λTF(kTF)2
(
e−kTF(z+a/2) − ekTF(z−a/2) (4.41)

But λTF×kTF = 1 because they are inverses. Thus the charge on the interior surface

of an electrode, exponentially decreasing with distance from that surface, is

∆ρ =− ε0E0 kTF

(
e−kTF(z+a/2) − ekTF(z−a/2) (4.42)

4.5.3. Interfacial capacitance Cint

The interfacial capacitance per unit area Carea
int in F/m2 can be found by applying

the standard linear capacitor formula in (4.13) to give

Carea
int =

σ

Vint

(4.43)

where σ is the areal charge density on the conductor surface and Vint is the voltage

drop across the interface. If the density of states around the Fermi level g(EF) is

constant, then Vint ∝ σ and Carea
int is independent of σ.

In that case, from (4.38)

Vint = E0λTF (4.44)

and

E0 =
σ

ε0
. (4.45)
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Hence

Carea
int =

σε0
σλTF

=
ε0
λTF

= ε0kTF. (4.46)

4.5.4. Energy storage

Modifying (4.15) to derive the areal energy density Uarea
int , stored at a single interface

gives

Uarea
int =

∫ σ

σ′=0

∆Vint(σ
′)dσ′ (4.47)

where ∆Vint(σ
′) is the interfacial voltage drop across a single interface, and is now

used in preference to ∆φ above. For a given value of σ′, ∆Vint(σ
′) is the difference

between the values of ∆φ each side of the interface and sufficiently far from the in-

terface that screening reaches a maximum. For a conductor this will mean complete

screening.

If the density of states around the Fermi level g(EF) is constant, then Vint ∝ σ and

∆Vint(σ
′) = E0(σ′)λTF

=
σ′

ε0
λTF. (4.48)

Hence

Uarea
int =

∫ σ

σ′=0

σ′

ε0
λTF.dσ

′.

=
λTF σ

2

2ε0
(4.49)

=
σ ∆Vint(σ)

2
(4.50)

Equation (4.50) is the equivalent of (2.6) for standard linear capacitor energy storage,

and will be significant when discussing the maximum limits of interfacial energy

storage later in this chapter.

To the interfacial energy storage, the standard bulk dielectric energy storage must

be added.

The energy density per unit volume is

Uvolumetric
bulk =

1

2

E0

εr
P. (4.51)
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But E0 = σ/ε0 and σ ≈ P . Hence

Uvolumetric
bulk ≈ 1

2

P 2

ε0εr
. (4.52)

This must be multiplied by the fraction of dielectric in a multi-layer device.

4.5.5. Dielectric screening

For conductors, the approach above has derived a screening length and a voltage drop

based on the density of states around the Fermi level. A dielectric is an insulator

and thus has no partially-occupied bands, only completely full bands (below one

particular energy) and completely empty bands (above that energy).. It has no

Fermi level, and no density of states from which to derive a screening length.

Nevertheless, dielectrics do have a length scale associated with the surface polar-

isation charges which can be regarded as a screening length equivalent to that at

a conductor surface. The dielectric polarisation does not screen an external field

E0 = σ/ε0 down to zero, but only down to E0/εr = σ/(εrε0). The dielectric polarisa-

tion screening length potentially causes an additional voltage drop on the dielectric

side of the interface equivalent to that caused by the conductor on the other side of

the interface.

The screening lengths of dielectric and conductor are not necessarily independent.

For the purposes of this project it is the total effective screening length which is

important, rather than the split between conductor and dielectric. The effective

screening length λeff , per interface, is defined as

λeff = ∆Vint/E0 (4.53)

where ∆Vint is also for a single interface. This definition is applied in Chapter 6

Interfacial Capacitor Simulation Results.

This project’s analysis of the simulation results for multi-layer slabs also identifies

the potential associated with each half unit cell. See Sections 5.6 DFT run output

analysis methods and especially 5.6.7 Calculating the potential shift from ion PDOS.

As well as the conductor and dielectric screening, Majdoub et al [57] also found

that flexoelectricity at the dielectric interface caused by strain gradients was a third

source of interfacial voltage drops. This has not been investigated further in this

project.
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4.6. Band structure analysis

In this section a simplified band structure for ideal materials will be presented for

the purposes of explanation. Section 7.2 Building and testing experimental devices

introduces practical issues associated with real materials.

The terms used in Figure 4.5 are defined below.

A band is a set of molecular orbital energy levels at different values of momentum

in a solid which are so closely spaced that they form a continuum of energies. This

continuum is known as a band.

The vacuum level is the potential energy of an electron when it is away from other

matter (e.g. in the vacuum far outside the material of interest). This concept can

be useful because it enables other energy levels and energy level differences to be

aligned.

Definitions for conductors

The electrode work function φm of a metal or other conducting material is the

energy required to take an electron from the Fermi level and move it far outside the

material to the vacuum level.

The Fermi level EF (or, more strictly, the electron chemical potential or electron

electrochemical potential for systems above absolute zero temperature) repre-

sents the energy boundary between occupied and unoccupied metallic states. In this

thesis EF will be defined to be at the temperature of the electrons in the material,

rather than at 0K (absolute zero). It is the energy level of the most energetic elec-

trons in a metal or other conducting material. Filled bands cannot conduct. Only a

part-filled band can conduct, and in a conductor the Fermi level is positioned within

a part-filled conduction band.

At absolute zero the Fermi level would be a very sharp cut off between filled and

empty electron states, but at room temperature, Boltzmann’s law thermal effects

will cause smearing. At finite temperature, therefore, the Fermi level, or more

strictly the electron chemical potential (in the absence of external applied electric

fields) or the electron electrochemical potential (in their presence), is defined as the

energy level which is occupied with probability 0.5. However, since simulations in

this project were generally performed at absolute zero, the term Fermi level is used

throughout this document.

Definitions for dielectrics

In a dielectric (insulator) the conduction band is the first set of unoccupied energy
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levels or states, and has higher energy levels than the valence band. The energy of

most interest is the conduction band minimum energy.

The valence band of a dielectric is the highest, completely-filled band. Filled bands

do not allow conduction. The energy of most interest is the valence band maximum

energy.

In condensed matter theory, the dielectric electron affinity χd is the energy differ-

ence between the vacuum level and the conduction band minimum in the dielectric,

which is normally a solid. This is a slightly different definition from that used in

chemistry or atomic physics in which the material must be a gas.

The band gap Eg (or sometimes Eb in other documents) is the difference in electron

energy level between the top of the valence band and the bottom of the conduction

band. There may also be gaps in energy between other, adjacent, lower-energy

bands.

Conduction

Band Min

Valence

Band Max

E Fermi

Level
F

Vacuum

Level

Electrode Dielectric Electrode

E Band Gapg

χ Dielectric

Electron Affinity
d

Electrode ϕ

Work Function
m

Figure 4.5.: Electron bands and energy levels for an uncharged, single-layer, inter-
facial capacitor.

On charging the uncharged capacitor whose bands are represented in Figure 4.5, the

two conductor Fermi levels will move in opposite directions, giving the result seen

in Figure 4.6.
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Figure 4.6.: Electron energy levels and bands for a charged interfacial capacitor.
This shows similar characteristics to the capacitor described in Section
5.4. The blue lines represent the electrostatic contribution to the elec-
tron energy. The device can be constructed with the majority of the
voltage drop close to the interfaces (vertical grey lines), rather than
across the bulk dielectric in which the electric field (slope at the centre
of the electrostatic energy contribution line) is small. Note the chart y
axis is electron energy, which will have the opposite sign to voltage.

In the example in Figure 4.6, the voltage drop across the dielectric as a result of the

bulk capacitance Cbulk at a polarisation P is approximately 0.4V. The additional

voltage drop due to Thomas-Fermi screening at the two interfaces means that the

total voltage drop is about 4.0 V. Hence around 10% of the energy stored results

from bulk dielectric polarisation, and 90% from interfacial energy storage.

The Fermi level is constant in a single conducting region and represents the total of

various different types of electron energy :

• electron-electron electrostatic energy

• electron-nuclear electrostatic energy

• electron kinetic energy

• electron-electron exchange and correlation energies (quantum-mechanics re-

lated)

To avoid breakdown, the negative electrode Fermi level, on the right of Figure 4.6,

must never rise sufficiently to overlap with the dielectric conduction band minimum

within a distance from the interface across which electrons could tunnel with a
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significant probability. Similarly the positive electrode Fermi level must never reduce

to overlap with the dielectric valence band maximum within a likely tunnelling

distance.

In Figure 4.6 the device is not close to breakdown due to tunnelling. Electrons from

the right hand electrode would have to tunnel through most of the dielectric layer

to reach an empty state with the same or lower energy. Electrons in the dielectric

valence band would have to tunnel from the right side of the dielectric through the

whole of the dielectric to have enough energy to reach the empty states in the left

hand conductor.

If the voltage between the electrodes was raised by an additional 2 V, the Fermi

level of the left electrode would reduce by 1 V and that of the right electrode

would increase by 1V. Thus both of the constraints above would be broken and the

capacitor would be bound to break down and lose part or all of its charge.

One way to avoid breakdown up to the highest voltage possible is to tune the

materials to position the Fermi level of both electrodes midway between the dielectric

valence and conduction band energies in the uncharged state, as in Figure 4.5. This

leads to the relation between the electrode work function φm, dielectric electron

affinity χd and dielectric band gap Eg of

φm = χd +
Eg

2
. (4.54)

Equation (4.54) is based on the Schottky-Mott rule [92].

However, see Section 4.8.2 Breakdown from electrode to dielectric interface layers

or next conductor for an explanation of the “Fermi level pinning effect” which can

override the relation in (4.54).

Two conducting regions insulated from each other, as in a multi-layer capacitor, can

have different Fermi levels.

The Fermi level (or more properly the electron electrochemical potential as strictly

the Fermi level is only defined at absolute zero) is constant within a single conductor.

But, since the electrostatic potential changes, the mix of different types of electron

energy has to vary with the position along the conductor. Close to the right hand

interface, just to the right of the right vertical black line in Figure 4.6, the Coulomb

(electrostatic) potential in the right electrode is lower than it is further to the right

(i.e. further from the interface), which must mean that the total of electron kinetic,

exchange and correlation energies is correspondingly higher close to the interface.
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4.7. Possible non-linearity between interfacial

voltage drop and electrode charge density

In this section there is no assumed linearity between electrode areal charge density

σ, polarisation P and interfacial voltage Vint, except in Section 4.7.1.

The energy per unit area Uarea
int , stored at a single interface, can be derived from the

the polarisation and voltage drop using (4.47), as follows

Uarea
int =

∫ σ

σ′=0

Vint(σ
′)dσ′. (4.55)

Note that, from (4.4), σmax, the total charge stored, is restricted to approximately

the dielectric maximum polarisation Pmax. Hence

Uarea
int ≈

∫ Pmax

P=0

Vint(P )dP (4.56)

where V is the voltage across the interface, P is the dielectric polarisation and Uarea
int

is the areal energy density due to the interfacial voltage drop.

4.7.1. Linear device

A device where the interfacial voltage drop Vint is proportional to the electrode

charge density σ and the dielectric polarisation P is linear.

In the event of such linearity the integration-related factor at the front of formulae

such as (4.50), duplicated here,

Uarea
int ≈

(
1

2

)
σ∆Vint (4.57)

is one half. Equation (4.57) is restated for linear devices as

Uarea
int = Iσ∆Vint ≈ IP∆Vint (I = 1/2) (4.58)

where I is the explicit integration-related factor.

This integration-related factor I applies in the same way for maximum energy stor-

age.

Uarea
int,max ≈ IPmax∆Vint,max (I = 1/2) (4.59)
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4.7.2. Voltage drop across interface increases faster than

electrode areal charge density

In a dielectric, the change in dielectric polarisation ∆P due to a change in net

internal field ∆Ediel tends to drop off as P and Ediel increase.

If the DOS (density of states) in the conducting layers peaks around the Fermi level

then there will be a similar effect in the interfacial region – the ratio of interfacial

voltage drop Vint to σ and P , will tend to increase at higher σ or P . Equation (4.56)

then shows that a bigger fraction of σ is added at voltages lower than the maximum.

For these devices, the integration-related factor I will be lower than 1/2, and the

energy stored at the interfaces at a given final combination of Pmax and Vint,max will

be less than for the linear case above. i.e.

Uarea
int,max ≈ IPmax∆Vint,max (I < 1/2) (4.60)

The polarisation screening on the dielectric side of the interface may also cause the

voltage drop on the dielectric side of the interface to increase faster than P , con-

tributing towards lowering I for the total energy stored at the interface. This is not

necessarily related directly to the reduction in bulk dielectric relative permittivity

with increasing voltage.

4.7.3. Electrode area charge density increases faster than

voltage drop across interface

Ideally the interfacial energy storage should behave as in a battery where most of

the charging and discharging is done at a very similar voltage. An ideal electrode

conductor DOS function for a device with a dielectric band gap of, say, 4 eV would

have a shape similar to that in Figure 4.7.
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Figure 4.7.: Idealised DOS function. The Fermi level is positioned at 0 eV on the x
axis.

To maximise the energy stored for a given maximum applied voltage, Vmax, as much

plate charge, σ, or polarisation P should added as close to that voltage as possible.

In that case

Uarea
int ≈

∫ Pmax

σ′=0

Vint(σ
′)dσ′. (4.61)

becomes

Uarea
int ≈

∫ Pmax

σ′=0

Vint,maxdσ
′. (4.62)

where Vint varies much less with σ or P and thus I is just less than one, at least for

the conductor component of the effective interfacial screening length. The maximum

energy storage for this case thus becomes:

Uarea
int,max ≈ IVint,maxPmax (1/2 < I / 1). (4.63)

In which I is expected to be closer to one than to one half.

The lower value of I for a linear device arises from having a constant DOS which
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results in some of the charge/polarisation being accumulated at a lower voltage,

reducing the energy stored.

For the idealised DOS in Figure 4.7, the integration-related factor for the interfacial

energy storage would be more than one half (but always less than one). The main

characteristics of such a DOS are a low DOS around the Fermi level, but rising as

steeply as possible approaching an energy e Vint,max where e is the electron charge

and Vint,max is half Eg/e, the band gap of the dielectric, less an adequate safety

margin to be determined.

Is such a DOS vs energy profile just wishful thinking?

There are DOS profiles which do increase with the distance from the Fermi level.

The most well known is that for graphene, in which the energy bands around the

Fermi level form a Dirac cone, and in which the DOS increases faster than linearly

at energies of up to 2 eV from the Fermi level [63, 72].

Further, there is a class of metals and other conductors known as semimetals which

have close to the desired DOS profile. See Figure 4.8.

Figure 4.8.: DOS profile of a semimetal alongside the profile of a metal and an
insulator. Semimetals have a DOS which is small near EF, the Fermi
level, and increases for a range of energy either side of EF. The image
is an edited version of a Wikimedia Commons image supplied by user
“Nanite”.

The semimetals include selenium, arsenic, antimony, bismuth, tin and graphite and

various compounds. Some are unsuitable as conductors for interfacial capacitors,

due to toxicity.

Due to time constraints, particularly computer time constraints, no semimetal was

included in the simulations. Nevertheless, semimetals could be very important in
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determining the maximum energy density of interfacial capacitors.

Both the conductor and dielectric have a screening component relating to the effec-

tive total screening length. The analyis above relates to the conductor component.

The integration-related factor for the dielectric component of the effective screen-

ing length cannot necessarily be improved by the use of a semimetal conductor.

Thus the benefit from using semimetal conductors may not be as large as the above

analysis implies.

4.8. Breakdown and leakage

4.8.1. Breakdown within an electrode

Both electrodes are already in conducting states – the electrons are entirely free to

move but are constrained by the available states . There can be no breakdown within

the electrodes themselves – despite the very high fields at the interfaces caused by

Thomas-Fermi screening. These fields can be the highest found within a capacitor.

4.8.2. Breakdown from electrode to dielectric interface

layers or next conductor

The criterion stated in Section 4.6 Band structure analysis, for ensuring no elec-

trode Fermi level overlap with the dielectric valence and conduction bands, does not

include any safety margin. Thus the interfacial voltage drop at both ends of a di-

electric might safely total to only a proportion, such as 70% or 80%, of the dielectric

band gap equivalent voltage Vg (= Eg/e).
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Figure 4.9.: Electron energy levels and bands for a partially-charged interfacial ca-
pacitor. Electrons at the Fermi level in the negative electrode do not
have sufficient energy to tunnel into the dielectric conduction band.

When the negative electrode Fermi level lies below the conduction band minimum

on the far side of the dielectric, electrons from the negative electrode cannot tunnel

into the dielectric conduction band. They can tunnel into the positive electrode on

the left of Figure 4.9, provided that the combination of distance and barrier height

is not too great. Also see Section 4.8.4.

The tunnelling barrier profile height is the difference between the electrode Fermi

level and the conduction band minimum along the dielectric. As the electrode Fermi

level increases, and the tunnelling barrier height reduces, the maximum tunnelling

length will increase. See Figure 4.6. At some point it might be possible for electrons

to tunnel across the dielectric into the next conductor. A safety margin to prevent

this can consist either of charging to only a proportion of the band gap voltage

(Eg/e), or extending the thickness of each dielectric layer.
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Figure 4.10.: Electron energy levels and bands for an over-charged interfacial ca-
pacitor. Electrons at the Fermi level in the negative electrode have
sufficient energy to tunnel into the dielectric conduction band.

If the negative electrode Fermi level is higher than the conduction band minimum

at any point across the dielectric layer (e.g as in Figure 4.10) then electrons at

the Fermi level in the negative electrode have sufficient energy to move into the

dielectric conduction band, and onwards from there into the positive electrode. A

suitable safety margin would reduce the conduction from the electrode Fermi level

into the dielectric conduction band, improving device leakage, or at least that part

of it due to quantum mechanical barrier tunnelling.
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Figure 4.11.: Metal-induced gap states are created within a dielectric interface with
a metal. The highest-energy electron wavefunctions within the metal
cannot be contained entirely within the the metal and will spill over
into the dielectric interface layer. These states may cause Fermi-level
pinning, in which the position of the dielectric conduction and valence
bands are fixed relative to the conductor Fermi level independently of
the values of the conductor electron work function and the dielectric
electron affinity identified in Figure 4.5

There may be states on the surface of the dielectric which accept external charge. If

these states depend on the presence of a conductor on the other side of the interface

then they are known as MIGS (metal-induced gap states). These will be at a lower

energy than the bulk dielectric conduction band minimum. Even if charge can move

to these dielectric surface states from the negative electrode, it would be static and

could not move further into the dielectric, as the surface states, by definition, are not

present in the dielectric bulk. Thus surface states cannot cause device conduction

or breakdown. See Figure 4.11.

The charge transfer into the dielectric surface states may affect the positioning of

the conductor Fermi level relative to the dielectric conduction and valence bands.

Specifically “Fermi-level pinning” may break the relationship between the electrode

work function φm, dielectric electron affinity χd and band gap Eg given in (4.54).

This was, first noted by John Bardeen (1947) (of BCS fame) [6].
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Fermi-level pinning may be advantageous for interfacial capacitors as it often pins

the conductor Fermi level at the centre of the dielectric band gap [37, 94].

There may be states in the bulk of the dielectric which are within the band gap.

For instance defects, impurities and grain boundaries may cause donor states a

little below the conduction band minimum, or acceptor states a little above the

valence band maximum. These are discussed in Section 7.2 Building and testing

experimental devices. If present they may reduce the effective size of the band gap.

4.8.3. Multi-layer protection against breakdown

Normally, the dielectric breakdown field increases with decreasing thickness. The

effect of certain dielectric defects is restricted to the single layer between conducting

planes. In any given thin layer there is less chance of a defect when compared with

a thick bulk dielectric capacitor.

The multi-layer capacitor structure in Figure 4.12 provides significant redundancy

against breakdown due to occasional defects. See Section 7.2 Building and testing

experimental devices. If one layer, say of 20nm thickness, breaks down, then it is

only one of many in series across the thickness of the full device. Unless a significant

fraction of the layers within the device are already close to breakdown, a few layers

breaking down will place only a small additional stress on the remaining good layers.

This inbuilt redundancy may enable interfacial capacitors to be operated closer to

the absolute limits than is the case for standard bulk dielectric capacitors.
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Figure 4.12.: Multi-layer thin dielectric capacitor with alternating layers of SRO
(strontium ruthenate, SrRuO3) conductor and STO (strontium ti-
tanate, SrTiO3) dielectric. The likely thickness of the conductor layers
is ∼4 nm. The dielectric layer may be a minimum of 16 nm, giving a
minimum layer repetition distance of 20 nm.

4.8.4. Leakage and tunneling

In order to be a useful device, the leakage and tunneling losses from an interfacial

capacitor must be sufficiently low compared with the energy flow at the AC frequency

of operation, which depends on the application.

One set of possible applications involves operation at AC (alternating current) mains

electricity frequencies of 50 Hz (e.g. Europe) or 60 Hz (e.g. USA). Device leakage

leads to heat generation and may affect operating temperatures and, thus, leakage

power losses of no more than a few percent of the energy flow is desirable.

A full analysis of leakage and tunneling is beyond the scope of this phase of research.

However, Popescu et al 2014 [69] both measured and simulated leakage in layers of

STO (SrTiO3) sandwiched between SRO (SrRuO3) conductors, grown on an Si wafer

substrate. The purpose of their research was to investigate the use of such devices

as thin-film capacitors used to store each bit in DRAM (dynamic random-access

memory) used in computers. An STO/SRO system is one of those simulated in this
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research.

Popescu et al measured a tunneling current of 10−3A/m2 for a voltage drop of 1 V

across a 10 nm STO layer in a device with a measured relative permittivity between

100 and 200. However, they do not take into account the strong influence of the

interfacial capacitance on the potential profile across such thin devices, although

their drift-diffusion simulations of leakage and tunneling produce a reasonable fit

with their experimental results.

Popescu et al simulate: 1) direct tunneling; 2) thermal, Schottky emission over the

interfacial barrier; injection of carriers into trap states and trap-assisted tunnel-

ing, both 3) across the dielectric and 4) from one of the traps into the dielectric

conduction band. These processes are documented in Figure 4.13.

Popescu et al conclude that minimising leakage requires reducing the number of trap

states, and that these are associated with oxygen vacancies.
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Figure 4.13.: Leakage/tunneling mechanisms simulated by Popescu et al [69]: 1 (pur-
ple) – direct tunneling between electrodes; 2 (pink) – thermal Schottky
emission into dielectric conduction band; 3 (brown) – thermal and trap-
assisted tunneling; 4 (red) – thermal injection of charges in trap states
into dielectric conduction band.

In a bulk device an internal field of 100 MV/m with permittivity 100-200 would

imply a polarisation of 0.09 to 0.18 C/m2, or a leakage time constant of order of

magnitude 90 seconds or more. For 50 Hz operation this would imply a leakage

power loss significantly below 1% of the energy flow.

There are differences between the simulation approach used by Popescu et al and
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that required for an SRO/STO interfacial capacitor: the interfacial capacitor strain

is determined by the active materials, not an Si substrate; the STO layer will be

thicker; the total layer voltage drop could be 2V instead of 1V; from this research,

the majority of the voltage drop is known to be across the interface, reducing the

field in the bulk of the dielectric.

In a subsequent phase of research, the input parameters for a possible leakage sim-

ulation of a charged interfacial capacitor might be:

• Potential difference ∼2 V between conducting electrodes. Assumes a band gap

of ∼3 eV.

A number of dielectrics which could be considered for interfacial capacitors

have band gaps between 3 and 4 eV.

• Tunnelling barrier width ∼16 nm through the dielectric. Assumes conductor

thickness 4 nm and layer spacing ∼20 nm.

20 nm would allow a competitive energy density. A significantly larger layer

spacing would reduce the energy density, perhaps eliminating the value of

interfacial capacitors.

• Triangular barrier shape with starting height ∼0.5 eV. This is half the differ-

ence between the assumed band gap and the potential difference.

• Barrier relative permittivity 500 or more

Lower values of permittivity reduce the ratio of interfacial energy storage to

bulk dielectric energy storage, thus making the device more dependent on bulk

dielectric properties, as existing (much thicker) ceramic or polymer capacitors

are.

4.9. Maximum interfacial energy storage

This section discusses some simple theoretical limits. Other considerations lead-

ing to more realistic limits in the future are discussed in 7.2 Building and testing

experimental devices.

The energy storage in thick bulk dielectrics is constrained by the breakdown electric

field for that dielectric. This is generally a function of thickness. Thinner layers

have higher breakdown fields. Although dielectric breakdown may also limit certain

interfacial capacitor material combinations, other constraints, such as dielectric band

gap and maximum practical polarisation, are more likely to limit interfacial energy

storage.
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From (4.58) we have

Uarea
int ≈ I P Vint (4.64)

For interfacial energy storage the hope is that the maximum energy can be obtained

by maximising each of the terms on the right hand side of (4.64) individually, giving

Uarea
int,max ≈ IPmax Vint,max (4.65)

The maximum interfacial voltage drop, Vint,max was discussed in Section 4.6 above.

From the requirement that the Fermi level energy of the conductor should not reach

the bottom of the dielectric conduction band, for a single interface we have

Vint,max /
Vg

2
=
Eg
2e

(4.66)

where Vg is the band gap equivalent voltage and e is the fundamental charge (the

electron has charge −e).

Both the dielectric polarisation and the interfacial voltage drop are dependent on the

applied electric field. They cannot be set independently. In general the polarisation

will not reach a maximum at the external applied field strength required to produce

an interfacial voltage drop Vint equal to Eg/(2e), the voltage corresponding to half

the band gap. However, optimistically, the ratio between the two may be tuned

by choosing a suitable electrode conducting material as a means of optimising the

equivalent screening length of the combined conductor and dielectric.

If tuning (by careful selection of the conductor) can optimise the effective screening

length relative to maximum polarisation, then the maximum in both P and Vint

could be combined to give

Uarea
max / IPmax

(
Eg

2e

)
(4.67)

for one interface and

Uarea
max / IPmax

(
Eg

e

)
(4.68)

for both interfaces combined.

If t is the minimum thickness required to avoid tunnelling through the dielectric at

the rate desired for a particular energy storage application, the interfacial volumetric
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energy density becomes :

Umax
int / I

(
PmaxEg

te

)
(4.69)

4.9.1. Summary of optimising interfacial energy storage

To optimise a high energy-density interfacial capacitor an ideal combination of ma-

terials would include:

• High maximum dielectric polarisation and band gap;

• A ”tuned” total interface screening length such that the sum of the voltage

drops across both interfaces is a little less than the band gap at the applied

voltage which causes maximum polarisation;

• A conducting electrode with the Fermi level at the same energy as the di-

electric electron affinity minus half the band gap in the uncharged state, or

a combination of conducting and dielectric materials exhibiting Fermi-level

pinning approximately half way down the dielectric band gap;

• A semimetal conducting electrode which has a low DOS (density of states)

at the Fermi level, and a much higher density of states at just under half the

band gap of the dielectric. This would ensure that most of the charging can be

done at higher voltage and increase the integration-related factor I, normally

assumed to be one half, in the formula in (4.69)

Umax
int = I

(
PmaxEg

te

)
(4.70)

to something closer to one.

The results from Section 6.10 show that the actual interfacial screening lengths are

considerably shorter than the results of a desk calculation of Thomas Fermi conduc-

tor screening length using the value for density of states of the conductor. Thus it is

not likely to be possible to calculate analytically the precise effect on the screening

length (and thus voltage drop) of a density of states which varies significantly with

electron potential around the Fermi level. Simulation or experiment are required,

and there was insufficient computer time available to explore optimisation of the

electrode material.

In addition to the interfacial energy storage, the bulk dielectric storage must be

added. Modifying (4.52) to include an integration-related factor, I ′ and a dielectric
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volume fraction F (where 0 6 F 6 1), this becomes :

Uvolumetric
bulk ≈ FI ′

(
P 2

ε0εr

)
. (I ′ 6 (1/2)) (4.71)

4.10. Theoretical maximum energy storage

example

Assume a metal oxide perovskite could be designed with a maximum ionic polar-

isation of 1 C/m2. This has been exceeded in BiFeO3 [73, 102], though this is

ferroelectric with high losses and thus is expected to be unsuitable as hysteresis

losses and high residual ferroelectric polarisation would reduce the efficiency of an

interfacial capacitor device. Perhaps it can also have a band gap of 3.2 eV (such

as SrTiO3). Also assume a suitable semimetal can be used as the conductor which

compensates for any reduction in relative permittivity of the dielectric at high ex-

ternal applied fields, keeping the integration-related factor at 1/2. If a low enough

leakage could be obtained at 20nm conductor spacing, from (4.70) the maximum

energy density could be some significant fraction of:-

Umax
int /

(
1

2

)(
1× 3.2

2× 10−8

)
/ 8× 107 J/m3

/ 80J/cc. (4.72)

/ 22Wh/l. (4.73)

This compares with current production supercapacitors which have an energy den-

sity of up to 72 J/cc (20 Wh/l) [100]. Research supercapacitors promise higher en-

ergy densities. An interfacial capacitor may be unable to compete with supercapac-

itors on manufacturing cost and price, as laying down large numbers of atomically-

sharp, nanoscale layers is likely to be expensive. But it could potentially be used

in applications unsuitable for supercapacitors, such as in AC (alternating current)

circuits, or at higher temperatures. In those cases it would be in competition with

ceramic capacitors. See Section 2.4.
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5. Interfacial Capacitor

Simulation Methods

This project used DFT (Density Functional Theory) to investigate the potential

for interfacial capacitor energy storage. A high-level description of DFT is given

below, followed by the methods adopted for this project. The techniques adopted

for analysis of the DFT simulation output are then documented.

5.1. Density Functional Theory

5.1.1. Density Functional Theory introduction

DFT (Density Functional Theory) [40, 49, 66] is a technique, based on Schrödinger’s

equation [78–81], for simulating atomic structures on a computer. Schrödinger’s

equation relates the energy of a system to its quantum-mechanical wave function.

DFT is extensively described in books such as Martin “Electronic Structure: Basic

Theory and Practical Methods” [58].

The name “Density Functional Theory” arises as follows. Firstly DFT codes use

the electron density as a substitute for the electron wave function for most calcula-

tion purposes. The electron density over space must integrate up to the number of

electrons modelled in the volume of the material. Secondly these codes use mathe-

matical functionals which are similar to functions except that a function maps a

number on to another number, while a functional maps a function on to a number.

DFT functionals take electron density as a function of position as input and derive

a contribution to the total energy of the system as output. DFT uses such energy

functionals for the following calculations:

• electron kinetic energy

• electron-electron Coulomb interactions

• electron-nucleus Coulomb interactions
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• quantum mechanical exchange-correlation (XC) electron-electron interactions

DFT treats electrons quantum-mechanically, but treats atomic nuclei as static ex-

ternal potentials with no dynamics. Calculation of the nucleus-nucleus Coulomb

interaction energy component does not require a functional.

The calculation of many-body interactions for a significant number of atoms and

electrons is difficult. In their seminal paper, Kohn and Sham (1965) [49] proposed

that the electron density of the many-body system is equivalent to the electron den-

sity of a non-interacting system provided the XC functional of the electron density

accurately describes the many-body interactions. In theory, the non-interacting sys-

tem can be solved exactly, allowing an exact solution for the many-body interaction

ground state.

In practice the exchange-correlation functional of the electron density is not known

precisely. Kohn and Sham proposed using the XC functional for a homogeneous

electron gas as a local approximation. The exchange energy functional can be found

from analysis [58] and the correlation energy functional from Monte-Carlo simula-

tions [17]. This XC functional is called the local spin density approximation (LSDA)

or the local density approximation (LDA) for the no-spin case. It takes into account

only the local electron density value. LDA tends to underestimate band gaps, has

problems with systems in which there is strong correlation between electrons (such as

in superconducting materials), and has other weaknesses. However, it is extensively

used. This project uses LDA.

There are also generalised gradient approximation (GGA) solutions [58] which take

into account not only the density, but also the gradient of the density. These have

to be modified for the large gradients which occur in materials, to ensure they keep

to the constraints imposed on XC functionals.

DFT codes represent electronic wave functions using a linear combination of “basis

set” functions. The sum of the squares of the wave functions gives the electron

density at a particular point. CASTEP (Cambridge serial total energy package)

uses plane waves as basis functions (see 5.1.3). SIESTA (Spanish initiative for

electronic simulation with thousands of atoms) uses atomic-like orbitals (see 5.1.4).

The more basis set functions used to represent electron wave functions and density

the more accurate the results, but the more computation is required.

While DFT is accurate enough for many purposes, it typically underestimates insu-

lator band gaps. This constrained the maximum external electric field which could

be applied to the DFT model slabs in this project. Other quantum modelling tech-

niques and DFT variants are available which can give a more accurate band gap, but

can require significantly more computer time. Because of the problems with DFT
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slab geometry relaxation there was not enough time to successfully use techniques

which give more accurate band gaps.

To speed processing, DFT codes usually combine and simplify the interactions with

core (innermost) orbital electrons, and with the nuclear charge, by defining a single

atomic potential representing both, known as a “pseudopotential” [36]. Outside

a core region of defined maximum radius the pseudopotential represents the same

potential as a combination of the nuclear charge and core electrons would, but

inside the core region the potential is smoothed. The smoothing enables the core

region potential, and therefore modelled electron wave functions and density, to be

represented by fewer basis set functions, reducing the computer power needed while

usually having a minimal effect on the accuracy of results.

The radius of the pseudopotential core region can be different for different electron

angular momentum states. The radius is chosen as a compromise between a small

core radius, accurately representing the potential of the core electrons as close to the

nucleus as possible, and a large core radius, minimising the total number of compu-

tations required when using the pseudopotential to model a particular configuration

of atoms.

DFT codes typically estimate an initial electron density (or wave functions from

which it can be calculated), use it to calculate the Kohn-Sham potential, then solve

the one-electron Kohn-Sham equations. The resulting set of electronic wave func-

tions are then used to recalculate the electron density and the energy. The process

iterates while minimising the energy until there is a self-consistent solution. The

procedure is called an SCF (self-consistent field) procedure. A commonly-used con-

vergence test is that multiple consecutive values for the energy must be within a

user-defined tolerance limit.

The DFT codes used in this project require the use of both a real-space grid rep-

resenting position, and a reciprocal-space grid which represents momentum or ”k”-

space”, k being used to represent the momentum of a particle. The resolutions of

both grids represent trade-offs between the accuracy of the DFT results and the

computational effort.

Feymann (1939) [29] showed that forces can be derived from the converged wave

functions and the nuclear positions. This allows the atomic positions to be “relaxed”

[39, 67] in multiple SCF-convergence steps until the residual forces are close to

zero. With the availability of forces, DFT can also be used for molecular dynamics

simulations [16], in which partial SCF convergence is sometimes acceptable. In this

research only atomic configuration geometry relaxations are performed.
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5.1.2. DFT with external applied electric fields

DFT codes model an infinitely repeating structure called a “supercell”, in which

the potential (and other properties) must obey periodic boundary conditions. This

means that the potential profile must be the same in each supercell. This is an

issue when modelling slabs with externally applied electric fields. If a fixed electric

field were to be applied across multiple supercells it would cause the potential to be

different between two adjacent parallel supercell boundaries, breaking the periodic

boundary conditions. Instead a sawtooth potential waveform as in Figure 5.1 is

used. This provides a constant electric field in the regions away from the supercell

boundary while maintaining periodic boundary conditions.

A slab is positioned at the centre of the DFT supercell, surrounded by vacuum

towards the supercell boundaries. The sawtooth potential is reset at the supercell

boundaries, away from the slab material. Thus the reset has an insignificant effect

on the slab wavefunctions.

Figure 5.1.: Sawtooth potential representing an externally-applied electric field in
a direction normal to a DFT supercell boundary. The potential resets
close to this supercell boundary. The chart shows the potential versus
the sum of supercell number and z fractional coordinate. All external
fields in this document are pointing from left to right in the direction
of the z axis.

There are alternative methods of modelling electric fields which are particularly

applicable when modelling bulk materials. These were not considered appropriate

for this research for the reasons given below.

Electric fields can be introduced into slabs by a careful selection and placement of
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surface termination atoms. However, this would have introduced an additional layer

of complexity into the modelling compared to the direct application of an external

sawtooth field.

DFPT (Density Functional Perturbation Theory) [7, 31] assumes a linear response

and can be used to find the dielectric response to small electric fields. But, one

aim of the current research is to find the response to larger electric fields to validate

the energy storage potential of interfacial capacitors. For this reason DFPT was

rejected in favour of the external applied sawtooth electric field above.

5.1.3. CASTEP (Cambridge Serial Total Energy Package)

CASTEP [20] is available as a commercial DFT package which is part of Materi-

als Studio from Accelrys. As CASTEP is developed by academics in the UK, an

academic version can be licensed by UK academic researchers at no charge.

CASTEP uses a basis set of complex plane waves of the form Ane
ikn.r to describe

electron wave functions and density where An is the coefficient, kn the wave vector

for the nth plane wave and r is the position. This requires many different plane waves

of different periods, directions and phases, but is general and can thus describe all

reasonable electron wave functions and densities within a supercell.

Although the processing required for individual plane waves and their coefficients

is very simple, the large number of them leads to slow modelling. As a result, and

despite the name, CASTEP has been extensively parallelised to run on multiple

nodes each with multiple processors. Such parallelisation efforts are ongoing.

CASTEP contains code to enforce known symmetries in the input ionic structure.

This can speed up processing where such symmetries exist.

5.1.3.1. CASTEP methods and issues

CASTEP was used for the early research with kpoint grids of 4×4×1, 6×6×1,

8×8×1 and plane wave energy cutoffs from 800 eV to 1600 eV. CASTEP SCF

convergence was straightforward, if slow compared to SIESTA. However CASTEP

geometry relaxation of perovskite slabs used in this project did not succeed down

to the required convergence force tolerance of 10−4 eV/Å.

A long time was spent attempting to overcome the CASTEP geometry relaxation

convergence problems with no success. This included working with the CASTEP

developers Dr Phil Hasnip and Prof Matt Probert. A thorough comparison with an

external Java program showed that CASTEP faithfully implemented the Pfrommer
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BFGS geometry relaxation algorithm [67], which, while excellent for geometry re-

laxation of bulk solids, may be unsuited to relaxation of slabs in a vacuum down to

tight tolerances.

The root cause of the problem was not understood at the time, and modelling work

was moved to the SIESTA DFT package, which uses the “modified Broyden” [39]

geometry relaxation algorithm. However, this also failed to converge this project’s

slabs. See Section 5.1.4.1 and Appendix Section A.4 The two-phase Hessian ap-

proach for the alternative algorithm developed and successfully used on this project

to relax slabs, both with and without an external applied electric field.

5.1.4. SIESTA (Spanish Initiative for Electronic

Simulations with Thousands of Atoms)

The SIESTA [84] version 4 DFT package and subsequent releases are now made

available under the terms of the GPL open-source license [88]. Most of the simula-

tions for this project were run on the SIESTA 4.1b3 release.

SIESTA uses a basis set of atomic-orbital like functions normally centred on atomic

nuclei, although they can also be centred on points where no atomic nucleus is

present. The atomic-orbital like functions can be true atomic orbitals (such as

1s, 2p, 3d etc.) or can be artificial functions such as Gaussians or muffin-tin or

numerical orbitals multiplied by spherical harmonics. The basis-set functions have

a defined cut-off length beyond which they are zero, allowing SIESTA to claim run

times which scale linearly with the number of electrons and atoms in sufficiently

large model configurations.

The radial parts of the atomic-like orbitals in the default SIESTA basis set are

defined numerically. Generation follows Soler et al (2002) [44] and Anglada et al

(2002) [3] in which orbitals are generated by solving Schrödinger’s equation for an

isolated atom while constraining the target electron using a potential V (r) defined

as

V (r) = 0 (r ≤ ri)

V (r) = V0
e−(rc−ri)/(r−ri)

rc − r
(ri < r < rc)

V (r) = ∞ (r ≥ rc), (5.1)

where V0 is the base potential, ri is the inner cut-off radius and rc is the confining

radius outside which the wave function is zero.
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The radial orbital function produced is multiplied by the relevant spherical harmonic

function to give the complete basis set function.

The numerical orbital basis sets used in this project are automatically generated

by SIESTA based on parameters in project input files, including V0, ri and rc and

quantum numbers n, l and m. They were originally created by Javier Junquera and

tested by him and others in Anglada et al (2002) [3] and Junquera et al (2003) [43]

and provided to this project by Dr Nick Bristowe, who also used them successfully

on other projects. They were not changed for this project. The basis-set definitions

are included as part of the sample SIESTA input file in Appendix D.2, “Sample

SIESTA input file”.

If all of the basis functions are centred on nuclei, some specific electron density

distributions cannot be described, such as those associated with unbound electrons.

This can be an advantage. Specifically, the use of limited-radius, basis-set orbitals

centred only on atomic nuclei prevents the representation in basis-set functions,

and thus presence in the simulation, of unbound electrons at inconvenient places in

the vacuum regions where the external applied electric potential would otherwise

provide an energetically favourable location.

SIESTA requires a basis set of many fewer atomic-like orbitals than CASTEP re-

quires plane waves in its basis set. This makes SIESTA more efficient at describing

the molecular orbitals in materials. The processing time is much reduced compared

with CASTEP, despite the more complex processing required for each atomic-orbital

like basis function.

SIESTA appears to have been less extensively parallelised to run with large num-

bers of nodes and processors than CASTEP, but can still model similarly extensive

structures because of its greater efficiency.

It cannot currently enforce symmetries in the input ionic positions whereas CASTEP

can. Defining an external electric field breaks the symmetries in the direction of the

field, but not in planes perpendicular to the field.

5.1.4.1. SIESTA methods and issues

The SIESTA DFT package uses the modified Broyden [39] geometry relaxation algo-

rithm, whereas CASTEP uses Pfrommer BFGS [67], which differs. Both the Pfrom-

mer BFGS and the modified Broyden algorithms had similar problems in relaxing

perovskite slabs to low force tolerances.

When relaxing a bulk material with little variation in bonding strengths, the re-

laxation of stress and the relaxation of atomic forces are relatively independent of
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each other, with little interaction between them. Difficult bulk relaxation problems

can sometimes be resolved by alternating between relaxing atomic forces completely,

then stress.

By contrast, for a slab of more than 8 unit cells, with a vacuum gap, there is a large

interaction between stress and atomic forces. A pure strain on a homogenous slab

manifests itself in large forces on the surface atoms at the same time as all interior

atoms have zero or very small forces, yet every atomic plane must be moved to

remove the pure strain. So a force-only relaxation will move the atoms in inward-

propagating waves, moving towards the centre. The pure strain can only be removed

after a correct calculation of an inverse Hessian or Jacobian matrix incorporating

changes in atomic forces from at least n/2 moves where n is the number of atoms

in the slab. In the presence of force noise, the correct relaxation modes are difficult

for an algorithm to find. Mixing in stress relaxation interferes with the forces on

surface atoms.

As a result, an external project-specific Java driver package was written which imple-

mented a two-phase geometry relaxation driving individual DFT SCF-convergence

steps. The first phase sets out to find the Hessian matrix, without performing any

relaxation. The Hessian matrix relates atomic movements to their resulting change

in atomic forces. The Hessian is then inverted. The second phase uses the inverse

Hessian matrix to relax the slab. See Appendix A, Two Phase Hessian Relaxation

of Slabs for full details.

Bengtsson (1999) [8] analyses the requirement for a slab dipole correction to the

applied electric field across the DFT supercell during simulations of an asymmetric

slab. This project’s slabs, with no applied external field, are symmetric and need no

correction. Geometry relaxation, while applying an external electric field, induces

asymmetry in ionic and electronic positions, for which slab dipole correction is a

useful tool.

For this project’s slabs with an applied external electric field, there was an issue

running with slab dipole correction. Thus, the slab dipole correction was switched

off. Initially there was a concern this might induce small errors in the total energy.

However, duplicate runs on the final converged slab with slab dipole correction

switched on, and an electric field adjusted for this, produced identical results.
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5.1.5. Band gaps and hybrid exchange-correlation

functionals

DFT using the LDA as the XC functional tends to underestimate band gaps. To

improve predictions of band gaps, hybrid XC functionals such as HSE06 or BY-

LYP mix the Hartree-Fock exchange energy functional with an LDA or GGA XC

(exchange-correlation) functional, and sometimes with a third XC or exchange func-

tionals. See [58]. Although SIESTA 4.1 allows mixing of functionals it supports,

Hartree-Fock exchange is not currently supported, and thus, neither is any hybrid

which includes it. CASTEP does support hybrid functionals, but they are com-

putationally expensive. Due to the lack of time to get a hybrid GGA (generalised

gradient approximation) XC functional working, it was not possible to improve the

accuracy of the band gap, which would make it larger. Thus applied external electric

fields higher than 2.37 V/Å were not attempted.

5.1.6. Increasing the applied external electric field with

SIESTA

To a first approximation the slabs behave like conductors. The slab polarisation

screens the very high external applied electric field from the interior. However,

Section 3.2.3 Electron density at field just above “breakdown” gives an example of

how a free electron can be represented outside the surface of a slab by atomic-like

orbitals.

The maximum external field applied in this project so far is 2.4 V/Å, with no

ionisation problems.

The energy of such a free electron can be approximated from the potential at its

centre of charge. Thus an order of magnitude value for the maximum external field

can be derived.

Because of the limited range of the SIESTA basis set atomic-like orbitals, any prob-

lems with a high external field are restricted to the formation of free electrons just

outside the surface with the most positive potential. In the terminating SrO or PbO

planes the maximum range of the restricted SIESTA basis set atomic-like orbitals

is 3.4 Å for Sr and 2.7 Å for Pb. Hence the maximum distance at which any part

of the density of a free electron can be represented is 3.4 Å, so the distance of the

centre of charge is somewhat less.

The electron affinity plus band gap for SrTiO3 is 7.2 eV, and for PbTiO3 it is 7.4

eV [74]. This would imply a minimum field of 7.2/3.4 = 2.2 V/Å.
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However, the free electron could come from anywhere in the slab. The work function

of SrRuO3 is 5.2 eV [51], less the interfacial energy drop of 0.3 eV, giving 4.9 eV

and implying a minimum of only 1.4 V/Å.

Measures can be taken to suppress free electrons just outside the surface, and thus

to increase the maximum simulated external applied electric field. The dielectric

vacuum surfaces are not present in a real device. The surface A-site cation atom

basis set can be modified to further restrict the range of the atomic-like orbitals.

Such a change would affect only the material properties close to the surface.

An alternative is to use a SIESTA function to specify fixed additions to the electro-

static potential in one or more 3D regions of the supercell outside the surface. With

sufficient care in the input specification this would have the effect of suppressing

free electrons in the supercell, while only minimally disturbing the wave functions

and electron densities of bound electrons.

5.2. Conductor and dielectric materials

To simplify the simulations, the conducting and dielectric materials chosen for this

research are all perovskites with similar lattice constants.

As indicated in (4.70) the theoretical limit to Uarea, the absolute maximum stored

energy per unit area at a pair of interfaces either side of the dielectric (or the

conductor), is:

Uarea
max ≈ I Pmax

Eg

e
= I PmaxV

int
max (5.2)

where Pmax is the maximum polarisation which can be sustained by the dielectric

before breakdown, Eg is the (energy) band gap of the dielectric, e is the fundamental

charge (e.g. of the proton) and V int
max is the potential or voltage corresponding to

the band gap. I is the integration-related factor which would be 1/2 for a linear

interfacial capacitor, but might be between 1/2 and 1 if a semimetal is used for the

conductor layers. This assumes that the effective screening length at the interface

can be tuned by choice of conductor so that both Pmax and V int
max, the maximum

interfacial voltage drop (limited by the onset of tunnelling), occur at roughly the

same externally applied electric field E0.

The most suitable dielectric materials will be those with both a high maximum

possible polarisation prior to breakdown and a high band gap. Note that the electric

field in the dielectric is not a primary factor in calculating the interfacial energy,

though it would be important in capacitors relying on energy storage in the dielectric
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bulk rather than the interfaces. For an interfacial capacitor a dielectric with a very

high permittivity but low internal breakdown electric field Ebd may be more suitable

than one with lower permittivity and a much higher internal breakdown field.

While STO (strontium titanate, SrTiO3) is not the perovskite dielectric with the

highest polarisation, it does have a significant maximum polarisation and has been

investigated in connection with “dead layer” effects. Further, it is not normally

ferroelectric at room temperature. Thus it has been selected as a dielectric for this

research.

Another perovskite dielectric material with higher polarisation is PTO (lead ti-

tanate, PbTiO3) though this could create environmental issues if widely used. PTO

can be a ferroelectric at room temperature and may have to be doped or strained if

used in interfacial capacitors. PTO is also included as a dielectric in this research.

One material known to have high maximum polarisation is perovskite BTO (barium

titanate, BaTiO3). This is ferroelectric at room temperature in the absence of doping

or straining. BTO has been modelled by others investigating “dead layers”. It has

been excluded from this research.

A material with huge maximum polarisation is perovskite BFO (bismuth ferrite,

BiFeO3). Ricinschi et al (2006) and Yun at al (2004) report a large ferroelectric

polarisation of more than 1.5 C/m2 [73, 102] in BiFeO3. If the huge polarisation

could be retained while the ferroelectric hysteresis energy loss could be reduced by

doping or straining without reducing the band gap below 2 eV then this would

represent a good contender for the dielectric in interfacial capacitors. However, the

complexity of the required research made it unsuitable for this project.

Doping and straining is known to have significant effect on the ferroelectricity of

perovskite metal-oxide dielectrics [35]. Interfacial capacitors do not provide optimum

energy storage when the dielectric is a ferroelectric with large residual polarisation.

For DC operation this would result in the device returning only a fraction of the

charge put in, and at lower voltages than during charging. This reduces the overall

efficiency and the maximum energy returned.

SRO (strontium ruthenate, SrRuO3) is used as the conductor. It has a perovskite

structure with a lattice constant compatible with STO, PTO and BTO which would

allow easier growth of high-quality multi-layers. It has also been used in previous

models by Stengel, Spaldin and Vanderbilt [89, 90].

Hence one set of DFT relaxations used an STO dielectric with SRO for the electrodes

and a second set used a PTO dielectric, also with SRO for the electrodes. Dielectric-

only relaxations were also performed. Each atomic configuration was relaxed both

with and without applied external electric fields.
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5.3. Force and displacement convergence

tolerances

The calculations below use approximations to derive the desired DFT force and

displacement convergence tolerances for this project.

STO has a room-temperature dielectric constant of around 300. PTO has a room-

temperature dielectric constant considerably higher [18] and can exhibit ferroelec-

tricity, although, in a practical device this would probably have to be suppressed

using strain or doping.

The nominal goal is to model a polarisation of 1×10−1 C/m2. Ideally this should be

to an accuracy sufficient to confirm the order of magnitude of the dielectric constant

of STO, requiring an accuracy of 0.1% and giving a target resolution of 1 × 10−4

C/m2.

However, the energy storage in interfacial capacitors is due primarily to the voltage

drop at the surface of the conducting electrode, rather than to the energy density

within the bulk dielectric. Modelling accuracy insufficient to confirm the STO di-

electric constant would be disappointing but not critical. Demonstrating the target

polarisation is more important because of the relationship in equation (5.2) between

energy density and maximum polarisation.

The “nominal” Ti B-site cation charge is +4. In SrTiO3 and BaTiO3 the Ti ion

movement has a Born dynamic charge of ∼8 [82]. This means that as the ion moves

one way it drags about 4 electrons the other way.

If P is the polarisation, z is the displacement in the z axis, e is the electron charge

and Ω is the volume of the unit cell (approximately cubic with all lattice parameters

of 4 × 10−10 Å) the required accuracy of displacement along the z axis is obtained

as follows:

∆P =
8e∆z

Ω
(5.3)

=⇒

∆z =
Ω∆P

8e
(5.4)

=
10−4 × 6.4× 10−29

1.28× 10−18
m

= 5× 10−15 m

= 5× 10−5 Å

This can be translated into a force F by using the bulk modulus B, for which LDA
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gives a value of 220 GPa [68]. c is the lattice constant in the z direction, and P is

the pressure.

∆P = B
∆Ω

Ω
N/m2 (5.5)

= B
∆z

c
N/m2

∆F =
B∆z

c
× Axy N

= 4.2× 10−13 N

= 2.6× 10−4 eV/Å

where Axy is the area of the DFT supercell in the xy plane.

However, Ti ion movement is part of the “soft-mode” transverse optical phonon

which, in BaTiO3, leads to ferroelectricity. Thus the force tolerance on the Ti ion

should be smaller than this. The force tolerance convergence target was set at 10−4

eV/Å.

5.4. Stengel and Spaldin (2006) capacitor model

Stengel and Spaldin (2006) [89] were the first to use DFT to probe interfacial voltage

drops. They simulated an SRO×4/STO×7/SRO×4 layered slab in a vacuum (where

the ×n represents the thickness in unit cells in the z direction normal to the slab).

The supercell was one unit cell in area in the xy plane. See Figure 5.2. In the

z direction the slab is finite and the layers act as vacuum/conductor/insulator/-

conductor/vacuum.

DFT enforces periodic boundary conditions on the potential across all three Carte-

sian axes. Thus in the x and y directions parallel to the slab the modelled slab is

effectively infinite.

The Born effective dynamic charges were derived for all ion types. The potential

profiles across the slab for a specific potential drop were obtained from these and

the field-induced changes in atomic positions. In further simulations a potential

drop of 27.8 mV was applied directly across the slab and the structure was relaxed.

Later the SRO electrodes were replaced with Pt. All combinations of SRO and Pt

electrodes with STO and BTO dielectric were simulated [90].

The work by Stengel and Spaldin took place at low electric fields to explore the “dead

layer” (low interfacial capacitance) effect which restricts the capacitance obtainable

with perovskite areas on semiconductor chips. The objective was to find ways to
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minimise the loss of capacitance from such dead layers. Working with low fields is

therefore appropriate.

By contrast this project wishes to exploit the dead layer effect to enhance energy

storage in perovskite interfacial capacitors, for which modelling at much higher

electric fields is highly desirable.
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5.5. DFT Model Structures

5.5.1. Inversion of the structure for large electric fields

The aim is to simulate the representative parts of a multi-layer interfacial capacitor

consisting of alternating layers of conductor and dielectric with conducting electrodes

at both ends, such as in Figure 4.12.

Stengel and Spaldin’s (2006) [89] simulations included applying a potential drop of

27 mV across conductor/dielectric/conductor slab. For energy storage purposes it

is desirable to model potential drops at least ten times this value i.e. 0.27 V or

more. Such voltages approach not only the regime where significant polarisation

and energy density can be modelled, but also of potential issues associated with

non-linearity, polarisation saturation and dielectric breakdown. See Tables 6.4 and

6.5.

However, in the presence of a strong external applied electric field, most DFT codes

will simply transfer electrons from one electrode to the electrode on the opposite

side of the slab in order to screen the interior of the slab from the externally applied

electric field. This represents the lowest energy state. The same is true of a real

capacitor – the lowest energy state is when it is discharged. The charged state of a

capacitor is a minimum energy, given a net charge or voltage. However, over time,

the charge will decay through leakage of various types. If DFT is allowed to seek a

global minimum energy it will regard the charged state as only a local, metastable,

minimum and will ultimately converge on the uncharged state.

This problem and some potential solutions are discussed in Section III.A of Stengel

et al (2007) [91] (not to be confused with Stengel and Spaldin (2006) [89], referred

to a number of times in this thesis) and was also encountered in early modelling

on this project using CASTEP. There are ways around it at low fields. It is more

difficult to find a solution with a strong external applied electric field.

Fortunately the same interfaces and bulk sections are also present in an inverted slab

in a vacuum with layers of vacuum/insulator/conductor/insulator/vacuum. In this

inverted configuration, charge transfer between opposite interfaces of the central

conducting layer represents the expected behaviour in a multi-layer device. The

structure is shown in Figure 5.3 (best viewed in colour). This is an extension of one

solution in Stengel et al [91].

Using this inverted structure, an external potential drop across the length of the

supercell greater than the band gap of the insulator may now be applied to drive

internal fields within the insulator which are much higher than a non-inverted DFT
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model will support.

One concern was that there might be metallic surface states at the vacuum inter-

face with the dielectric, allowing charge transfer between the two ends leading to

screening of the external applied electric field.

It is commonly known that A-site (Sr or Pb) cation-terminated slabs are less likely to

have surface states than B-site (Ti or Ru) terminated slabs. This was the conclusion

of Cohen (1997) [21]. Padilla and Vanderbilt (1997) [65] found that the band gap

in cubic BaTiO3 simulated with DFT + LDA was more than halved (0.84 eV) with

symmetric B-site termination when compared with bulk material (1.80 eV), but

almost unchanged when A-site terminated (1.79 eV). In the tetragonal phase the

band gap increases slightly (from 1.80 eV to 2.01 eV) when A-site terminated but

reduced to 1.18eV when B-site terminated. On advice [30], the slabs for this project

are all A-site cation terminated with SrO or PbO planes. Hence the problem of

charge transfer between dielectric surface states at opposite ends of the slab did not

occur in practice.

Provided there are almost zero surface conduction states near the Fermi level at each

insulator/vacuum surface between which electrons could be transferred, anomalous

behaviour at these terminations can be ignored as they are not present in a physical

interfacial capacitor.

Given layers sufficiently thick to exhibit bulk-like behaviour at the centre, the char-

acteristics of all important parts of the desired multi-layer structure in Figure 4.12

can be derived from this inverted slab and can be modelled at high external ap-

plied electric fields. The inverted structure is missing the outermost two conductor

surfaces. However, the behaviour there is well understood as this forms part of the

external charging and discharging circuit, and behaves like one half of an internal

conductor (see Section 4.2).

The boundary conditions are different for an inverted slab, potentially leading to

different behaviour in the case of PbTiO3 dielectric which is potentially ferroelectric.

For a conductor/dielectric/conductor (normal) slab configuration with no applied

external electric field, charge transfer will lead to equal potential across the two ends,

allowing the dielectric to exhibit ferroelectric behaviour with no external applied

electric field. For a dielectric/conductor/dielectric (inverted) slab configuration with

zero applied external field, the ferroelectricity has to be either suppressed, or in

opposite directions for the two dielectric layers.

One advantage of using SIESTA rather than CASTEP is seen when applying high

external electric fields with a sawtooth potential waveform. Because CASTEP uses

plane waves, it can represent the position of an unbound electron anywhere within
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the vacuum region of the supercell. In early CASTEP runs with fields which were

too high, an electron was present at the maximum positive potential of the sawtooth

waveform, away from any nuclei. Because this project’s use of SIESTA is restricted

to atomic-like orbitals based on atomic nuclei only, these cannot represent unbound

electrons within the vacuum region sufficiently far from the slab surface to be an

issue. Real capacitors are macroscopic devices and may have a small net surplus

charge. However, because the nano-scale devices simulated have only a few hundred

electrons in total, the presence of an unbound electron represents a fractional charge

imbalance that would not be possible in a macroscopic device. Further, it would pre-

vent calculation of a definitive local polarisation and dipole moment, which require

net neutrality.
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5.5.2. DFT supercell structure and geometry relaxation

runs

The z axis runs along the length of the supercell with the origin at the left edge.

The slab structures in each model, such as those in 5.3 above, are initially centred

in the middle of the supercell in the z direction, with approximately equal vacuum

gaps between the slab and the supercell boundary in the z direction.

All three supercell dimensions are fixed.

The fractional x and y coordinates of each ion are fixed, and, define four-way sym-

metry in the xy plane (space group P4mm, C4v) for all slabs in this project. The

width of the supercell in the x and y directions is that of one perovskite unit cell,

with the exact value chosen for different materials as discussed below. Application

of DFT periodic boundary conditions in the x and y directions replicates the thin

cross sections into infinite planes.

The supercell z length was fixed because of the issues with allowing strain changes

to slabs discussed in Appendix A. A vacuum gap is required at both ends of the

slab which is large enough to avoid both any interaction of the electrons with the

sawtooth potential reset at the supercell z axis boundary, and any overlap across

the vacuum region of atomic orbitals on opposite faces of the slab. Provided the

supercell z axis is long enough, the exact value is somewhat arbitrary. The slabs in

this project had at least 8 Å of vacuum between the slab surface and the supercell

boundary, equating to at least 16 Å of vacuum between the surfaces of the slabs in

adjacent supercells.

Within the supercell the relaxation process will vary the ionic z coordinates, enabling

the slab to lengthen or shorten within the fixed supercell boundaries, increasing

or reducing the vacuum gaps at each end. The relaxation process keeps the slab

approximately centred in the supercell.

5.5.3. Supercell lattice constants

5.5.3.1. Crystal structure and space group

The materials in each slab are forced to be tetragonal, with space group P4mm,

C4v. Further, slabs with no field are also forced to have inversion symmetry about

the 3D centre of the slab.
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5.5.3.2. a and b lattice constants

The following table contains bulk lattice constants for the three perovskite unit cells

(STO, PTO, SRO) included in this research:

Bulk lattice constants for cubic phase (Å)

DFT DFT Experimental
Source XC STO PTO SRO STO PTO SRO

DFT bulk runs† LDA 3.874 3.892 3.902
Goudochnikov++ [32] GGA 3.93 3.96 3.94 3.91 3.97 3.97
Piskunov [68] LDA 3.86 3.93 3.90 3.88,3.89
Guan [34] LDA 3.86
Abramov [1] 3.901+

Cubic transition
105 K 763 K 950 K

temperature [32]

Table 5.1.: Lattice constants for the cubic phase for STO, PTO and SRO from DFT
runs and from experiment. The DFT runs use either the LDA (local
density approximation) or GGA (generalised gradient approximation)
XC (exchange-correlation) functional. The lattice constants are for the
cubic phase. †Cut off 1600 eV. +296K electron temperature. ++from
Figure 2.

In an interfacial capacitor the thickness of insulator must predominate as it must

stop electrons tunnelling from one conductor to the next. The conductors can be

much thinner, with a minimum thickness of twice a few multiples of the Thomas-

Fermi screening length. This is required to support the interfacial voltage drops on

both sides of the conductor. The layer thickness ratio of insulator and conductor

might be in the ratio of 4:1 or more, for instance 40 unit cells of insulator (∼16nm)

and 10 unit cells (∼4nm) of conductor, both units cells having approximate length

4 Å.

DFT supercells consisting of single unit cells of STO, SRO and PTO were relaxed

to determine the bulk equilibrium lattice constants presented in Table 5.1 above.

They were constrained to be cubic (Pm3-m) and non-ferroelectric.

The a and b lattice constants for the combined slabs must be determined using the

target multi-layer device ratios of insulator to conductor thickness rather than the

project slab ratios. STO and SRO have nearly the same bulk modulus (around 220

GPa using LDA[60, 68]). A 4:1 weighted average of the lattice constants from the

DFT bulk runs gives a and b lattice constants of 3.88 Å. However, experimental

and GGA (generalised gradient approximation) values are considerably higher than

those from the DFT bulk runs, so on balance a value of 3.89 Å was used for the

SRO+STO slabs, and for the STO-only slabs which model dielectric behaviour in
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the bulk away from the SRO interfaces. In hindsight, a bulk geometry relaxation

combining both dielectric and conductor in the correct proportions would be the

preferred way to determine the a and b lattice constants.

The intent of using STO was to validate the concept of interfacial energy storage

without the complexity of ferroelectric behaviour. At this lattice constant there

was no indication of ferroelectric behaviour in the STO-only slab (12 unit cells).

A PBEsol XC functional would give more accurate volumes as LDA typically sup-

presses ferroelectric behaviour [12].

Similarly, a weighted average by relative length of the SRO and PTO lattice con-

stants from the DFT bulk runs gives an a and b lattice constant of 3.894 Å and

3.8946 Å was chosen for all SRO+PTO slabs. The bulk modulus of PTO is around

50% larger (320 GPa using LDA [68]) than for SRO, but no allowance was made for

this in evaluating the weighted average as the two lattice constants were so similar.

Ferroelectric behaviour was evident in the relaxed PTO-only slab (12 unit cells)

with electric field. Single SCF-convergence runs with no field applied, but with the

same atomic configuration as a relaxed slab with a field applied, were inconclusive.

The energy was higher than for the symmetric, relaxed case with no field. This may

have been due to short-circuit periodic boundary conditions in both these runs.

With hindsight, slab dipole correction should have been used [8] in such runs.

Stengel and Spaldin (2006) [89] used 3.85 Å a and b lattice constants to match

growth of their modelled SrTiO3 substrate, but did not use one of the common

DFT packages.

The dielectric strain can make a significant difference to the dielectric constant and

ferroelectricity of SrTiO3 [35] and other metal-oxide perovskite dielectrics. However,

the primary motivation was to analyse interfacial voltage drops, which are largest

in the conductor.

Time constraints prevented validation of the conclusions of this research for different

sets of a and b lattice constants.

5.5.4. Application of the electric field

For each model, geometry relaxation runs were performed with and without an

electric field. When present, the electric field is applied in the z direction along

the length of the supercell. The potential associated with this field is reset in the

middle of the vacuum region, at the z origin of the supercell, preserving the periodic

boundary conditions in the z direction required by DFT. See Figure 5.1.
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5.5.5. Thin slab – dielectric×2/conductor×4/dielectric×2

To gain experience the initial model runs used thinner layers, too thin to exhibit

bulk-like behaviour at their centre. Thicker layers are required for a structure bet-

ter representing both interface and bulk behaviour. The thin slab configuration

consisted of vacuum/STO×2/SRO×4/STO×2/vacuum as shown in Figure 5.4. Be-

cause of DFT periodic boundary conditions, all layers are effectively infinite in the

plane of the slab.

No thin slab was run containing PTO dielectric.

5.5.6. Full slab – dielectric×4/conductor×6/dielectric×4

The following full slabs were modelled:

• vacuum/STO×4/SRO×6/STO×4/vacuum as in figure 5.3 above.

• vacuum/PTO×4/SRO×6/PTO×4/vacuum. This is similar, but with the four

rightmost and leftmost Sr atoms replaced with Pb.

Both have an A-site (Sr or Pb) cation (AO) termination. The SRO layer is expected

to be thick enough to exhibit bulk behaviour at the centre. However the 4 unit cell

dielectric layers at each end may still not be sufficiently thick. Thus bulk behaviour

at the centre was checked by simulating STO-only and PTO-only slabs. See Section

5.5.7.

5.5.7. Dielectric-only slab – dielectric×12

This consists of a twelve unit cell dielectric layer surrounded by vacuum. Twelve

unit cells should be sufficient to establish bulk dielectric behaviour at the centre and

the purpose of the model is to confirm this. The model may establish a lower limit

for the permittivity at high field of the bulk dielectric. Vacuum/dielectric/vacuum

slabs for both STO×12 and PTO×12 were simulated, both with A-site (Sr or Pb)

cation (AO) terminations.
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5.6. DFT run output analysis methods

An interfacial capacitor requires a significant potential drop at the interfaces between

the internal conducting and dielectric layers. To calculate the potential drop requires

examination of the change in potential across the interface. However, the local

potential has large variations depending on the distance from the nearest nuclei.

Polarisation within a unit cell is ill-defined if there is no reference to the slab bound-

aries. An approach to deriving a meaningful polarisation within defined regions is

discussed in Section 5.6.1 below.

The following methods of analysis were devised and implemented for analysing the

results of the DFT simulations.

5.6.1. The half-cell method of comparing dipole moment

and polarisation

Resta and Vanderbilt’s “Theory of Polarisation: A Modern Approach” [71] states

that polarisation in a bulk material cannot be determined absolutely, but that

changes to polarisation can be determined modulo an integer multiple of eR/Ω

where e is the electron charge, R is any lattice vector of the primitive cell and Ω

is the volume of the primitive cell. This is true in standard DFT bulk material

calculations, i.e. with no gaps in the material.

However, for slabs, the above restriction does not hold. Although DFT supercells for

slabs are still periodic in all 3 dimensions, slabs have a vacuum gap, at the centre

of which the charge density is zero (at least in simulations with restricted-range

basis-set orbitals), providing an absolute reference point for zero polarisation.

The voltage drop at an interface can be derived from the distribution of polarisation

throughout the slab, as was done by Stengel and Spaldin (2006) [89] and is explained

later in this section. However, there is an inherent local dipole across each interface,

including the vacuum interface, even in the absence of an external applied field. The

important measure is the change in the local dipole and polarisation across each

interface.

Further, on applying an external electric field the slab will change length. Also the

cations and oxygens nominally in the same plane move relative to each other. For

the third STO unit cell in an STO×4/SRO×6/STO×4 slab, the relative movement

between the Ti and O ions for an applied field of 1.3 V/Å was 0.028 Å. For an

expected Born dynamic charge of 8 this relative movement is sufficient to account
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for half the expected polarisation. Thus there are no obvious fixed positions at which

to compare changes in polarisation between systems with and without an applied

electric field.

Described here is a novel method, formulated as a result of this research, of locating

definitive half-cell boundaries along the z direction of the slab DFT supercell, based

on the presence of xy planes at which the net charge to the left (and thus to the

right also) is zero. Further, the electric field averaged over these xy planes, due to

the charges modelled, is zero by Gauss’s theorem, excluding any external applied

electric field. These planes fall between the planes of the nuclei, which include

alternating A- and B-site cations, with an additional plane at the supercell z origin

in the vacuum region. They thus divide the slab into half unit cells.

This definition of the half-call boundaries provides equivalent points for comparison

between slabs with no field and slabs with an electric field. The regions bounded

by these planes are initially net charge neutral and remain neutral when the field

is applied, although the planes move slightly. By calculating the dipole moment

and thus the average polarization within each such region, both before and after

the application of the field, it is possible to deduce the field-induced changes in

polarisation.

The application of an external electric field causes the slab thickness to change, the

half-cell lengths to change and the ions within each half-cell region to move relative

to each other. Other than the half- cell boundaries, there are no fixed points which

can be used to give a meaningful profile of dipole moment, polarisation and voltage

drop across the system.

Within every half cell the dipole moment is well defined because it can be calcu-

lated from a charge distribution which totals to zero. The location of each half-cell

boundary can be identified from the information in the electron density output file,

the known positions of the nuclei and the effective charge on each nucleus after the

core electron charges folded in to the pseudopotential have been subtracted from

the real physical nuclear charge.

In analysing local polarisation, the microscopic-scale alternatives to the half-cell

approach would more normally have been based on either the “Modern theory of

polarisation” [71] or on Wannier functions (see Appendix C.1). However, the former

relies on the ability to define multiple, stable, meaningful, fixed points which is not

possible in slabs subject to high external fields, except at half-cell boundaries. And

the latter approach works only with insulators and not with conductors.
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5.6.2. Relating half-cell dipole moment, polarisation and

voltage drop

Given adjacent half-cell boundaries at z0 and z1, the dipole moment p(z0 → z1)

within a half-cell is,

p(z0 → z1) =

∫ z1

z=z0

dz A z σ(z) (5.6)

where A is the supercell area in the xy plane and σ(z) is the mean planar charge

density at z averaged over the xy plane. The integral is over the half cell.

The effect of the external applied field will be excluded from the calculations of the

voltage drop across a half cell. It will add ∆Vext = (z1 − z0)E0 to the result derived

below, where E0 is the external applied field, and can be added to the result later.

The component of the voltage drop ∆V (z0 → z1) across a half cell due to the charge

distribution in the half cell is:

∆V (z0 → z1) = −
∫ z1

z=z0

dz E(z) (5.7)

where E(z) is the induced electric field from the slab charges, averaged over the

supercell xy plane at point z. Since the total charge to the left of z0 is zero and the

total charge to the right of z is the negative of the total charge to the left, Gauss’s

law gives

E(z) =

∫ z

z′=z0

dz′
(
σ(z′)

ε0

)
(5.8)

where ε0 is the free space permittivity. Thus

∆V (z0 → z1) = − 1

ε0

∫ z1

z=z0

dz

∫ z

z′=z0

dz′ σ(z′). (5.9)

The shorthand formula for integration by parts is
∫
udv = [uv] −

∫
vdu. With the

limits above and written in full this becomes:∫ z1

z=z0

dz u(z)

(
dv(z)

dz

)
= [u(z)v(z)]z1z=z0 −

∫ z1

z=z0

dz v(z)

(
du(z)

dz

)
(5.10)

where

u(z) =

∫ z

z′=z0

dz′ σ(z′) and v(z) = z.
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Hence

∆V (z0 → z1) =− 1

ε0

([
z

∫ z

z′=z0

dz′ σ(z′)

]z1
z=z0

−
∫ z1

z=z0

dz z σ(z)

)

=− 1

ε0

([
z1

∫ z1

z′=z0

dz′ σ(z′)

]
−
[
z0

∫ z0

z′=z0

dz′ σ(z′)

]
−
∫ z1

z=z0

dz z σ(z)

)
.

But the net charge in a half cell is always zero. i.e.∫ z1

z′=z0

dz′ σ(z′) = 0 (5.11)

so the first term is zero, and the integration limits on the second term are identical

to each other. Thus that is also zero. Hence from (5.6)

∆V (z0 → z1) =
1

ε0

∫ z1

z=z0

dz z σ(z)

=
p(z0 → z1)

A ε0
(5.12)

The polarisation P along the long z dimension of the slab DFT supercell is defined

for interior half cells as

P =
1

Ωhc

∫ z1

z=z0

dz A z σ(z).

where the integral is over the half cell bounded in the x and y directions by the DFT

supercell boundaries and Ωhc is the volume of the half cell. But Ωhc = A(z1 − z0).

Hence

P =
1

z1 − z0

∫ z1

z=z0

dz z σ(z)

=
1

z1 − z0

p(z0 → z1) (5.13)

The dipole moments of the two outer half cells containing the slab surface atoms are

well defined, as the charge within them is well defined. From (5.12) the potential

offsets from the supercell z origin to the next inwards half-cell boundary are thus

also well defined. However, elongating just the vacuum regions at both ends of

the supercell would increase the length of the outer half cells without changing any

other physical characteristic of the slab. Because polarisation is dipole moment per

unit volume, changing the arbitrary length of a surface half cell also changes its

polarisation arbitrarily, and the outer half-cell polarisation values are thus not well

defined or meaningful.
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The slab was inverted solely to resolve a DFT modelling issue. In a real interfacial

capacitor there will be no vacuum / dielectric interface. Thus the fact that the po-

larisation is not meaningful within the outer half cells is not of practical significance.

Hence some tables and the plots in some charts in Chapter 6 Interfacial Capacitor

Simulation Results omit results for the first and last half cells.

5.6.2.1. Pseudopotential considerations

The pseudopotentials for the slabs modelled used these net nuclear charges:

Ion Type Pseudopotential charge

O +6
Ru +15
Sr +8
Ti +10
Pb +14

Table 5.2.: Ionic pseudopotential charges

There is a possible slight inaccuracy in this approach in that some core-shell electrons

included in the pseudopotential, which is treated as a point charge, may have a non-

zero density at the half-cell boundary planes, approximately 1Å from the nuclear

planes. In practice there have been few inconsistencies between results derived from

dipole moment and those derived by other means.

Freezing the core electrons incorporated into a pseudopotential means that any

polarisation of the core electrons relative to the nuclear position is lost. The pseu-

dopotentials used in this project use fewer core electrons than most pseudopotentials.

Thus more valence electrons (equal to the numbers in Table 5.2) are simulated, re-

sulting in a better approximation to the true polarisation. No estimate of lost core

polarisation was derived.

5.6.2.2. Averaging of polarisation over two half cells

With an applied field, the raw half-cell polarisation oscillates significantly between

odd- and even-numbered half calls. See Figures 6.1 to 6.3. This periodicity arises

because the odd-numbered half cells contain A-site cations and the even-numbered

contain B-site cations. Thus an average over two half cells was used which is very

much smoother. The polarisation itself cannot just be averaged in a simple way,

because, with an applied field, even and odd half-cell sizes are not identical in bulk

material. The correct approach is to total the dipole moment of two half cells then

divide by the total length. The averaging can be either:
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• Centre-weighted two half-cell average. This is based on the whole of the central

half cell plus half the two adjacent half cells. It has the advantage that the

value obtained is located approximately on a nuclear plane.

• Adjacent two half-cell average. This is based on two complete adjacent half

cells. Because the two half cells are of similar length, the value obtained is

located approximately, but not precisely, on the common boundary of the two

half cells, mid-way between nuclear planes. Although calculated, this average

has not been included in results charts as the centre-weighted average position

corresponds better to the positions of other measures.

5.6.3. Inverse permittivity

A local relative permittivity (or dielectric constant) εr can be derived from the half

unit cell polarisations. The presence of higher values of the corresponding inverse

permittivity identifies the locations of the interfacial voltage drops.

The calculation of the relative permittivity of the ith half cell starts with the polar-

isation change ∆P

∆Pi =P fld
i − P nofld

i (5.14)

where P fld
i and P nofld

i are the ith half-cell polarisations with and without the applied

electric field. This change must be compared with the full screening polarisation

σfld, which would be required to completely screen the interior of a conducting layer

from the effects of an external applied electric field E0 where

E0 =
σfld

ε0
(5.15)

The full screening polarisation σfld is thus also the charge per unit area which would

produce this external applied field.

The relative permittivity εri for half cell i satisfies:

εri =
σfld

σfld −∆Pi
. (5.16)

For a vacuum the polarisation is always zero, yielding an εr of one. A perfect

conductor produces an infinite relative permittivity because of perfect screening.

Because of the difficulty of displaying infinite values the charts of relative permit-
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tivity in Chapter 6 use inverse permittivity, λri, where

λri =
1

εri
(5.17)

5.6.3.1. Averaging of inverse permittivity

Since local inverse permittivity is derived from local polarisation, the same consid-

erations for averaging over two half cells apply as for polarisation.

Because of the large oscillations in polarisation between half cells with A-site cations,

compared to those with B-site cations, the inverse permittivity values are smoothed

by averaging. A sliding window one unit cell (two half cells) long with equal weight-

ing along its length is used to average the inverse permittivity. Effectively this draws

lines between the inverse permittivity at points calculated using the centre-weighted,

half-cell average polarisation and the adjacent, half-cell average polarisation, both

described in Section 5.6.2.2. Except when the location is precisely on a half-cell

boundary, three half cells are included in the average, described in Section 5.6.2.2.

If the x axis position of the centre of the sliding window is a fraction δ of the distance

along the centre half cell then the contributions to the inverse permittivity are:

• Left half cell : 0.5 (1− δ) × inverse permittivity

• Centre half cell : 0.5 × inverse permittivity

• Right half cell : 0.5 δ × inverse permittivity

It is not useful to average the permittivities themselves, when smoothing, as the

effective permittivity of a perfect conductor would be infinite. Adding fractions of

two finite permittivities to that would still give an infinite result and a zero inverse

permittivity for any half cell whose sliding range includes the perfect conductor half

cell. Hence the averaging is of inverse permittivities, not permittivities.

As a consequence of the defined contributions above, the slope of the averaged

interfacial permittivity can only change when one half cell drops out of the average

and a new half cell takes its place. This occurs only when the centre of the window

is on a half-cell boundary. This is visible in all inverse permittivity plots.

Inverse permittivity can be derived directly from the local half-cell polarisation

and external applied electric field. The averaging of inverse permittivity is a direct

consequence of the use of the half-cell polarisation approach. For the reasons behind

adopting the half cell approach to polarisation, see Section 5.6.1 above
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5.6.4. PDOS – projected density of states

The method of deriving a PDOS on each atom from the wave functions is docu-

mented below. The PDOS on each atom can then be used to study the potential

across a slab or to explore the band characteristics of layers within the slab, including

the band gap of the insulator. These uses are described in subsequent sections.

5.6.5. PDOS calculation

See Appendix Section D.1 for details of how PDOS values were produced for each

atom.

From [41], the PDOS gµ(E) from the projection of the molecular orbital wave func-

tion ψi for band i on to the atomic orbital-like basis function φµ with index µ is:

gµ(E) =
1

Nk

bands∑
i

∑
k

∑
ν

c∗νi(k)cµi(k)Sνµ(k) δ(E − Ei(k)) (5.18)

where k is the Bloch wavevector, Nk is the number of k points in the Brillouin zone,

cνi(k) is a matrix of the coefficient of basis set function φν for molecular orbital i at

k, S is an overlap matrix and δ is the Dirac delta function.

The PDOS gµ(E) function depends on the applied electric field. The variation with

field will consist both of an energy shift due to the local average potential, and a

change in the shape of the distribution. The true PDOS is a superposition of delta

functions – one for every band at every k point. It is smoothed using Gaussians,

before estimating the energy shift to match the PDOS distributions with and without

an external applied electric field. The method of estimation is described below.

See Figure 5.5 for the smoothed PDOS for the semi-core (lowest DFT simulated

electron energy levels) states for the Sr atoms in an 12 unit cell STO slab both with

(red lines) and without (blue lines) an applied external electric field.

As can be seen, the shape of the PDOS distribution is very similar but not quite

identical for the field (red line) and no field (blue line) cases. The Sr atom numbers

start with Sr1 on the left hand surface of the slab and continue until Sr13 on the

right hand surface. The PDOS energy shift varies with z position and is constant

in the bulk dielectric STO at the centre.
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Figure 5.5.: PDOS (Projected Density of States) with (red) and without (blue) field

of 1.24 V/Å for the Sr atoms in an STO 12 unit cell slab. The legend
Sr〈n〉 denotes the nth Sr atom from the left in the slab supercell The
PDOS for each Sr atom for the range of energies containing the 4s semi-
core states is plotted here.
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5.6.6. Band gap and PDOS structure near the Fermi level

Most of the systems studied in this project include both conducting and dielectric

layers. The presence of the conducting region means that there is no band gap –

the set of electronic states around the Fermi level is continuous and non-zero in a

conductor. Thus the standard band structure diagram does not help in the analysis

of interfacial capacitors. Because the PDOS is a projection of the density of states

on to an individual ion, the results are local to specific ions within individual regions

– conductor, dielectric, interfaces and surfaces.

Section 6.7 Projected density of states for dielectric plus conductor slabs of this thesis

contains a representative sample of PDOS charts for energies of the atomic states

local to the Fermi level, which illustrate the proximity of conduction bands to the

Fermi level and thus the insulating or conducting nature of the individual atomic

planes. In theory an appropriate safety margin for the energy difference between

the Fermi level and the conduction or valence bands in the dielectric can be deduced

from the PDOS charts. Such a safety margin is necessary to avoid breakdown of an

interfacial capacitor. However, the LDA is known to underestimate insulator band

gaps.

By contrast the calculation of potential shift described in Section 5.6.7 below is

always performed using the lowest available energy semi-core (deeper, lower primary

quantum number). Analysing the dielectric band gap and calculating the potential

profile across the slab thus use the PDOS from two very different energy ranges.

5.6.7. Calculating the potential shift from ion PDOS

The method of calculating the potential shift for an ion from the PDOS with and

without an electric field is as follows.

The PDOS consists of individual delta functions by band and k point. To avoid

problems in the subsequent analysis, Gaussian smearing is used to broaden these

peaks. The energy for the PDOS with electric field is then shifted by multiples

of 0.025 eV. The Pearson correlation coefficient is calculated between the no-field

PDOS and the energy-shifted finite-field PDOS.

The trial energy shift with the highest correlation coefficient and the correlation

coefficients of the shifts either side of it are identified. A quadratic fit is used to

estimate the energy shift which would give the maximum correlation coefficient. The

estimated maximum correlation coefficient will be less than 1.0 if the PDOS curves

with and without the electric field are not an exactly identical shape.
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The range of energy values to be correlated is chosen so that only the lowest available

semi-core states are included in the comparison [12]. These are the lowest-energy

electronic states represented as electron wave functions. Electronic states in real

atoms with lower energies than these are folded into the pseudopotential and are

not available for calculating energy shifts in the DFT simulations.

Use of the lowest available semi-core states for the correlation results in the smoothest

energy-shift plot as they are least affected by the valence electron bonding of the

specified atom with those around it, and thus less affected by whether the specified

atom is an A or B site cation or an oxygen in the same plane. Correlations using

valence electron energies resulted in a more jagged representation of potential with

values more dependent on the type of the specific atom.

For convenience, the definition of the Pearson correlation coefficient rxy is as follows

[99]:

rxy =

∑n
i=1(xi − x̄)(yi − ȳ)√∑n

i=1(xi − x̄)2
∑n

i=1(yi − ȳ)2

=
n
∑n

i=1 xiyi −
∑
xi
∑
yi√

n
∑n

i=1 x
2
i − (

∑n
i=1 xi)

2
√
n
∑n

i=1 y
2
i − (

∑n
i=1 yi)

2
(5.19)

where xi and yi are pairs of corresponding values and n is the number of pairs. The

correlation coefficient rxy can vary between -1.0 to +1.0, with +1.0 representing

perfectly correlated variables, -1.0 representing perfectly anti-correlated variables,

and zero representing completely independent variables.

Two values for potential are plotted for each atomic plane in the (a) section of

Figures 6.15 to 6.18, 6.22 and 6.26 – one for the cation and one for the one or two

oxygens.

The interfacial potential drop and the electric field in the bulk dielectric can be

determined from these plots, in which the energy shift is translated into a potential

(or voltage). The electric field in a bulk conducting region (always SRO in this

research) is expected to be minimal as conductors should always fully screen external

electric fields from their interior.

5.6.8. Potential profile from change to minimum

electrostatic potential around nuclei

The DFT output electrostatic potential file contains the sum of the Hartree potential

and the local pseudopotential. From this file the minimum electrostatic potential

and its x, y and z coordinates local to each nucleus are found.
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The z location and the minimum electrostatic potential at that point are affected by

the nearest-neighbour ionic nuclei. The use of pseudopotentials merges and smears

the charge due to the nucleus and innermost electrons. Hence the z value for the

3D position of the minimum potential close to a nucleus does not always correspond

precisely to the nuclear z position. However, the x and y values of the minimum

always corresponded exactly to the nuclear x and y positions, due to symmetry

considerations.

For the purposes of this project it is the change in minimum electrostatic potential

on application of the external electric field which is important. This change is less

dependent on the type of atom than the absolute values are.

The change in electrostatic potential at such points is plotted in the (b) section of

Figures 6.16 to 6.18, 6.22 and 6.26, associated by colour coding with a particular

ion type, resulting in two values for the potential at similar z positions – one for the

cation and one for the one or two oxygens. Symmetry considerations dictate that

there is only one value of the potential and z position for both oxygens present in

each B-site cation plane.

5.6.9. Output analysis methods considered unsuitable

Methods of analysing DFT run output considered unsuitable for this project are

described in Appendix C.

5.6.10. DFT run output analysis implementation

A Java application running under Eclipse analysed the various CASTEP and SIESTA

text and Fortran-format binary output remote files to produce the graphical charts

included in Chapter 6 Interfacial Capacitor Simulation Results. The plotting com-

ponent used the Java JFreeChart Class Libraries [25]. The analysis application may

be useful to others running CASTEP or SIESTA to simulate 1D systems, and are

available on the Internet. See Appendix F, Source Files.
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6. Interfacial Capacitor

Simulation Results

6.1. Background

The intent of this theoretical research is to determine whether interfacial capacitors

show sufficient promise for storing energy to merit experimental research initially

and development effort and resources later.

As indicated in (4.70) and restated in section 5.2, the theoretical limit to Uarea, the

absolute maximum stored energy per unit area at a pair of interfaces either side of

a layer of dielectric (or of conductor), is:

Uarea
max ≈ I Pmax

Eg

e
(6.1)

where Pmax is the maximum polarisation which can be sustained by the dielectric

before breakdown, Eg is the (energy) band gap of the dielectric, and e is the fun-

damental charge. I is the integration constant which would be 1/2 for a linear

interfacial capacitor, but could be between 1/2 and 1 if a semimetalsuch as [9] is

used for the conductor layers. It may be less than 1/2 with a conductor PDOS

which peaks at the Fermi level and falls sharply either side of it. This formulation

assumes that the Thomas-Fermi screening length at the interface between conductor

and dielectric can be tuned by choice of conductor so that both Pmax and V int
max, the

maximum interfacial voltage drops (limited by the onset of tunnelling), occur at

roughly the same externally applied electric field Eext.

The most suitable dielectric materials will be those with both a high maximum

possible polarisation prior to breakdown and a high band gap. Thus this chapter

contains results for polarisation, interfacial voltage drops and the DFT LDA (local

density approximation) projected DOS, containing the band gaps for the dielectric

layers in the following slabs:

• STO×2 / SRO×4 / STO×2

• STO×4 / SRO×6 / STO×4
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• PTO×4 / SRO×6 / PTO×4.

These are all in a vacuum/dielectric/conductor/dielectric/vacuum configuration,

where ×n indicates the number of unit cells in the thickness of the layer normal

to the plane of the slab. The models use SRO (strontium ruthenate, SrRuO3) as a

conductor and STO (strontium titanate, SrTiO3) or PTO (lead titanate, PbTiO3)

as a dielectric. See Section 5.5.1 Inversion of the structure for large electric fields

for the technical reasons why the slabs are inverted from the normal capacitor con-

figuration of conductor/dielectric/conductor.

Fields higher than 2.37 V/Å were not attempted due to the reduced band gaps

caused by the LDA (local density approximation) XC (exchange-correlation) func-

tional used. See Section 5.1.5 Band gaps and hybrid exchange-correlation function-

als. However, this project has extended the results of Stengel and Spaldin [89] to

significantly higher applied fields and interfacial voltage drops.

6.2. DFT model applied fields and force

convergence

Table 6.1 gives the final force convergence for each combination of slab and applied

electric field:

Unit cells in layer Applied Max ion
Dielectric Conductor Dielectric field (V/Å) force (eV/Å)

STO×2 SRO×4 STO×2
no field 2.0× 10−4

0.5 1.8× 10−5

STO×4 SRO×6 STO×4
no field 7.0× 10−6

0.97 1.2× 10−5

2.37 1.0× 10−5

PTO×4 SRO×6 PTO×4
No field 2.4× 10−5

1.0 3.8× 10−5

Dielectric only

STO×12
no field 6.9× 10−5

1.24 3.8× 10−5

PTO×12
no field 6.0× 10−6

0.58 2.7× 10−5

Table 6.1.: Best atomic force convergence achieved by slab layer type, length in unit
cells and applied field.

For all but one of the model systems studied it was eventually possible to meet the
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force convergence tolerance target of 10−4 eV/Å derived in Section 5.3 Force and

displacement convergence tolerances.

Early runs could not be converged (relaxed) to satisfactory force tolerances using

either the Pfrommer BFGS or the modified Broyden algorithms. The force conver-

gence results above could only be achieved using the two-phase relaxation technique

described in Appendix A, Two Phase Hessian Relaxation of Slabs.

6.3. Top bar of atomic positions on charts

All charts in this chapter, whose horizontal axis denotes the z position, contain a

top bar, which indicates the position of each ion in the model system with electric

field applied. Each atomic plane contains either an A-site cation and one oxygen, or

a B-site cation and a pair of oxygens. Each ion type in the top bar is colour coded.

Where a chart has separate vertical axis values for the two ion types in the same

atomic z plane, these are also plotted with the same ion-type colours used in the

top bar. See Figures 6.15 to 6.18 for examples of both.

The relative positions of the cation and oxygen(s) at each position are plotted from

the model with electric field applied. On application of an external electric field,

the resulting, relative movements of the cation and oxygen(s) in each plane are too

small to register visually, but the vacuum surface rumpling can be seen.

6.4. Polarisation change measures

The following descriptions give a summary of the measures used in the polarisa-

tion change charts in Section 6.5. Full details of these measures and their precise

derivations are given in Sections 5.6.1 and 5.6.2.

6.4.1. Raw half-cell polarisation change (yellow lines)

The half-cell method splits the slab into z regions bounded by planes normal to the

electric field at which the total charge to both left and right is zero. This occurs

twice per perovskite unit cell, in between each unordered pair of A site cations (Sr2+

or Pb2+) and B site cations (Ti4+ or Ru4+). The raw half-cell polarisation change

is the change in half-cell polarisation in a slab with no initial applied electric field,

when the external electric field is applied. The half-cell polarisation change tends

to oscillate depending on whether the half cell contains an A-site or a B-site cation.
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This results in many half-cell polarisation changes greater than the full screening

polarisation discussed below.

See Sections 5.6.1 and 5.6.2 for the full rationale behind half cells.

6.4.2. Centre-weighted average polarisation change (blue

lines)

Each centre-weighted half-cell average polarisation change is the average of the

dipole moment change for that half cell with weight 0.5 and for the half cells on

either side with weights 0.25 each, divided by the sum of the same fractions of the

half-cell lengths. This measure is much smoother and is generally equal to or below

the full screening polarisation described below (though not in Section 6.9.2 Results

for dielectric-only PTO×12 slab at 1.1 V/Å).

The difference between the centre-weighted half-cell polarisation change and the full

screening polarisation determines the internal electric field and voltage drop.

See Section 5.6.2.2 for the method of averaging for the centre-weighted two half-cell

average polarisation.

6.4.3. Full screening polarisation (black lines)

Normally conductors are deemed to perfectly screen electric fields from their inte-

rior rather than to “polarise” in response to them. However, the mechanism of such

perfect screening involves transfer of electrons from one end to the other of the con-

ductor. This is equivalent to polarisation. Thus the half-cell polarisation calculation

results in a value for the polarisation of half cells in the conducting layers.

In the case of a conductor with perfect interior screening, the nominal polarisation

for interior unit cells should be the full screening polarisation σ, where:

σ = E0 ε0, (6.2)

E0 is the external applied electric field and ε0 is the free space permittivity.

The full screening polarisation is plotted as a flat black line as the value does not vary

with position. It provides a convenient visual reference against which the change in

polarisation of the dielectric and conductor half cells can be compared.

The dielectrics chosen have a permittivity of at least a few hundred and the SRO

conductor can be viewed as having infinite permittivity. Thus each slab centre-

weighted half-cell polarisation is expected to approach or be equal to the full screen-
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ing polarisation (with the exception of the two outer half cells which have ill-defined

polarisation – see Section 5.6.1).

6.5. Polarisation change results for dielectric plus

conductor slabs

The polarisation at the surface half cells representing the STO/vacuum interface

is not well defined. The polarisation of the penultimate half cells (adjacent to

the surface half cells) is also somewhat anomalous, due to the proximity of the

vacuum-interface, half-cell atoms with dangling bonds. Further, the centre-weighted

average polarisation change for the third half cells from the supercell boundary

uses the polarisation of the penultimate half cells, and is thus also affected. Since

the dielectric/vacuum surface is not present in a real device, the polarisations and

derived quantities for these outermost three half cells are not included on the charts

where they would reduce the visual resolution for those regions present in a real

device.

Dipole moment is always well defined and could be plotted, but for the regions

that matter, the difference between smoothed polarisation and the full-screening

polarisation is more important, as it also defines the electrostatic potential. See

5.6.2 Relating half-cell dipole moment, polarisation and voltage drop.

Figures 6.1, 6.2 (a) and (b), and 6.3, for all four combinations of dielectric/cond-

uctor/dielectric slabs and applied fields, contain two measures of the change in polar-

isation on application of an electric field - the raw half-cell polarisation change, and

the centre-weighted, half-cell average polarisation change. This discussion focusses

on the important commonalities and differences between them.

Consider the centre-weighted average polarisation change profiles of the four sys-

tems:

• STO×2/SRO×4/STO×2 (at 0.5 V/Å)

• STO×4/SRO×6/STO×4 (at 0.974 and 2.366 V/Å)

• PTO×4/SRO×6/PTO×4 (at 1.0 V/Å)

Conducting region

The profile of the centre-weighted averaged polarisation change in the central SRO

conducting region is similar in all four figures. In the STO×2/SRO×4/STO×2 slab

in Figure 6.1, the averaged polarisation change does not quite reach the full-screening

value at the centre of the SRO. Neither does this occur in the outermost two SRO
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Figure 6.1.: Polarisation change in an STO×2/SRO×4/STO×2 slab when applying

an external field of 0.5 V/Å. In the thin SRO conductor the centre-
averaged polarisation change does not reach the full screening polari-
sation. The significant shortfall in polarisation close to the outermost
Ru (B-site) cations of the central conductor is common to all inverted
capacitor slabs in this research. The shortfall makes the major con-
tribution to the interfacial voltage drop, which is crucial to providing
energy storage.

unit cells in the other three figures. The indication is that at least five unit cells of

SRO conductor are required to achieve full screening polarisation at the centre of

the SRO layer.

The biggest discrepancy from full screening polarisation is centred on the outermost

RuO-plane half cells in all four figures. This inability of the interface polarisation to

reach the full screening polarisation is the primary cause of the interfacial voltage

drop, which, in turn, leads to the ability to store energy at the interface.

Driven by systems with different external applied electric fields (0.97 and 2.366

V/Å), the averaged polarisation change profiles of the STO×4/SRO×6/STO×4

slab in Figures 6.2 (a) and (b), have a similar shape. But at 2.366 V/Å in Figure

6.2 (b) the depth (i.e. compared to the full-screening polarisation) of the dip in

polarisation change of the leftmost RuO half cell (∼ 0.0059 C/m2) is larger than for

the rightmost RuO half cell (∼ 0.0046 C/m2). This is due to the discrepancy in the

raw polarisation for these half cells. Whereas at 0.974 V/Å in Figure 6.2 (a) the

two dips are very similar.
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(a)

(b)

Figure 6.2.: Polarisation change in an STO×4/SRO×6/STO×4 slab when applying

an external field of (a) 0.97 V/Å and (b) 2.366 V/Å. The scales used
on the vertical axis differ between (a) and (b). The polarisation profile
is similar for both slabs, and for Figure 6.1, though the polarisation is
less symmetric in (b).

In Figure 6.2 (a) the depth of the dip is (∼ 0.00215 C/m2). Factoring the increase

in field for (b) gives 0.00215 × 2.366/0.974 = 0.00524 C/m2 which compares well

with the average depth of the left and right dips of ∼ 0.0053 C/m2 in 6.2 (b).

In theory, for a PDOS (projected density of states) for Ru, not fully symmetric

about the Fermi level, there is no reason why the polarisation profile should be
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Figure 6.3.: Polarisation change in a PTO×4/SRO×6/PTO×4 slab when applying

an external field of 1.0 V/Å. This slab has the same SRO conductor
as the slabs above but a different dielectric. The polarisation profile
in the conductor is very similar to that in Figures 6.1 and 6.2 (a) and
(b). In the dielectric regions the centre-averaged polarisation change
exceeds the full screening polarisation, indicating that short regions of
both dielectric layers exhibit ferroelectric behaviour.

symmetric about the centre of the slab, and thus no reason why the two dips should

have the same depth, or why the potential drop across both interfaces should be the

same. See Section 6.6.1.

Dielectric regions

Comparing Figures 6.2 (a) and (b) with Figure 6.3, the oscillation of the raw half-cell

polarisation change in the STO×4/SRO×6/STO×4 slab reverses in the dielectric

layers, whereas there is no reverse in the dielectric layers of the PTO×4/SRO×6/PTO×4

slab. Further, the PTO×4/SRO×6/PTO×4 slab dielectric regions have a dissimilar

polarisation change profile. These effects may result from PTO showing incipient

ferroelectricity. See Section 6.9.2.

General

The total slab dipole moments scale linearly with external applied field and slab

length. This is expected as, to a first approximation, the slabs behave similarly to

conductors – the polarisation change is very close to the full-screening polarisation

for the applied external electric field.
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6.6. Inverse permittivity of dielectric plus

conductor slabs

See Section 5.6.3 Inverse permittivity, for the method of calculation of inverse per-

mittivity.

The inverse permittivity profiles in the conductor region in Figures 6.4, 6.5 (a) and

(b) and 6.6 contain two sharp peaks, located midway between the interfacial SrO

atomic plane and the outermost RuO2 atomic plane. Note that an SrO atomic

plane is an atomic plane containing both an Sr and an O atom and is not to be

confused with SRO which is strontium ruthenate. The peaks represent the reduced

polarisation in these regions, associated with an interfacial voltage drop and storage

of energy.

Between the peaks, the profile of inverse permittivity is similar in all but Figure 6.4

(the STO×2/SRO×4/STO×2 slab with an applied external field of 0.5 V/Å).

Figure 6.4.: Inverse permittivity for an STO×2/SRO×4/STO×2 slab at an applied

external field of 0.5 V/Å. The peaks in smoothed inverse permittivity
correspond to the regions with increased voltage drop. These peaks
are a common feature of all the dielectric/conductor/dielectric slabs in
this project, and allow storage of significant quantities of energy at the
interfaces.
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(a)

(b)

Figure 6.5.: Inverse permittivity profile for an STO×4/SRO×6/STO×4 slab for an

applied external field of (a) 0.97 and (b) 2.37 V/Å. The two profiles at
different fields have a similar smoothed inverse permittivity profile. In
(b) the right hand peak is considerably lower than the left hand peak,
but the average of the two peak values is the same as each peak in
(a). The negative values in short regions at the higher field are due to
polarisation changes exceeding the full screening polarisation, probably
due to noise in the results.
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Figure 6.6.: Inverse permittivity of a PTO×4/SRO×6/PTO×4 slab with an ap-

plied field of 1.0 V/Å. The inverse permittivity within the SRO region
matches that of the STO×4/SRO×6/STO×4 slab at the higher field in
Figure 6.5 (b). The dielectric regions are not similar to those in Fig-
ure 6.5. The negative inverse permittivity at the centre of both PTO
dielectric layers is probably due to ferroelectricity.
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6.6.1. Asymmetry of the inverse permittivity peaks and

voltage drop

In Figures 6.5 (b) and 6.6 the peaks in the inverse permittivity are lower on the right

of the conductor. Thus the minimum permittivity is higher on the right hand side.

This matches Figures 6.2 (b) 6.3 in which there is a smaller dip in polarisation on

the right hand side, denoting a higher permittivity and capacitance per unit area.

Further, in Figure 6.17 (a) there is a larger interfacial voltage drop at the left hand

interface than at the right (approximately 0.33 V compared with 0.25V). This is

consistent with a lower inverse permittivity (≡ higher permittivity) and a lower

polarisation drop (higher polarisation) on the right hand interface.

6.7. Projected density of states for dielectric plus

conductor slabs

There are four to six PDOS (projected density of states) charts for each model slab

per applied voltage, each containing a PDOS energy profile for multiple ions of the

same type. As there are so many oxygen ions in each slab, these are split between

two charts.

The PDOS profile for corresponding instances of the same ion type for different

slabs, plotted at the same energy range, are similar to each other except where

noted.

The PDOS profile near the Fermi level is shown in the figures in this section. How-

ever, it is the semi-core PDOS (not plotted) which is used to calculate the energy

shifts in the potential profiles in Section 6.8 Potential profiles for dielectric plus con-

ductor slabs. The semi-core bands are narrow and well separated in energy, so the

smoothed PDOS contains a single Gaussian at that energy level, and the calculated

potential results are cleaner.

The full set of PDOS charts for all slabs (except the STO×4/SRO×6/STO×4 slab

at 0.97 V/Å whose charts are included here) can be found in Appendix B Other

PDOS Charts. Some individual PDOS charts from other slabs, with features of

interest, are also included later in this section.

The two oxygen ions in each B-site cation plane have identical characteristics because

of the symmetry imposed within the project DFT models, and only one is shown

in each chart – the O ions with a suffix divisible by 3 are omitted from all oxygen

PDOS charts.
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6.7.1. PDOS for STO×4/SRO×6/STO×4 slab at 0.97 V/Å

The charts around the conductor Fermi level for the STO×4/SRO×6/STO×4 slab

subject to an external applied field of 0.97 V/Å are included in Figures 6.7 to 6.11

below. They can be regarded as typical of charts for this ion type at this energy

range included in Appendix B Other PDOS Charts.

The black vertical bar in the PDOS charts represents the position of the conductor

Fermi level in each slab. The PDOS for the slab without a field is shifted in energy

to ensure that its Fermi level matches that of the slab with a field.

The analysis below relates specifically to Figures 6.7 to 6.11 for the STO×4/SRO-

×6/STO×4 slab with applied external field of 0.97 V/Å. The analysis for other slabs

and fields would be similar, except where specific PDOS charts of note are included

below.

Because of the imposed alignment of the Fermi level for simulations of the same slab

with and without applied field, for the low numbered atoms to the left of the slab,

the PDOS profile with applied field (red) is lower in energy than the PDOS profile

with no field (blue). For the higher numbered atoms to the right of the slab, this is

reversed – the no-field (blue) PDOS profile is lower in energy than the PDOS profile

with field (red).

In general the PDOS values for all ions are zero at the Fermi level for the insulating

regions and positive and non-zero for the conducting regions. The bonding with Ru

in the conducting regions causes a small, non-zero, PDOS value for the Sr and O

atoms in the SRO layer.

States have energies sharply defined by delta functions (with zero width, infinite

height and an area of 1). At absolute zero they are either completely occupied

or completely empty. At a higher temperature states may be partially occupied.

To aid convergence SIESTA allows specification of a Fermi-Dirac distribution at a

defined energy distribution or temperature to smear the occupation of states. In

the SIESTA simulations an energy distribution with a standard deviation of 0.05 eV

was specified for the dielectric-only slabs (electron temperature of 581 K) and 0.03

eV for the dielectric/conductor/dielectric slabs (electron temperature of 348 K).

In addition to this, a Gaussian with a standard deviation of 0.1 eV was used to

smooth the PDOS distribution.

Dielectric regions

Except, possibly, for the surface Ti atoms, all other atoms in this region have the

PDOS of insulators. Insulating region oxygen atoms O 1–12 and O 32–43 ions have
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zero PDOS for at least 1 eV either side of the Fermi level. Sr 1–4 and Sr 12–15 have

gaps 0.4 eV or more on both sides.

Most Ti ions have a gap of at least 0.3 eV on the right between the conductor Fermi

level and the empty conduction band. On the left they have a gap of at least 1.0 eV

between the conductor Fermi level and the fully-occupied valence band.

The indistinct conduction band edges in Figure 6.11 on Ti 1, and possibly Ti 8,

hint that there may be a conduction-band surface state just overlapping the Fermi

level. DFT using the LDA (local density approximation) XC (exchange-correlation)

functional is known to underestimate band gaps. Simulations using a hybrid XC

functional would result in more accurate band gaps and might push the conducting

states higher in energy beyond the Fermi level.

Conducting region

The non-zero PDOS at the Fermi level, driven primarily by Ru, demonstrates that

the SRO is conducting. The most significant conducting states at the Fermi level are

on the Ru atoms, peaking at over 1.6 electrons per eV (per Ru atom), and spilling

over on to Sr 6–10 with just under 0.1 electrons per eV per ion and on to O 14–30

with around 0.3 electrons per eV per ion.

A conductor screens an external applied field. Thus the red and blue PDOS curves

more nearly coincide in this conducting region, i.e. on atoms O 14–30, Sr 6–10 and

Ru 1–6.

Interfacial SrO atomic planes

The interfacial planes are only just conducting.

Sr 5, Sr 11, O 13 and O 31 have small PDOS values at the Fermi level of around

0.1 electrons per eV. These states are spilling over from bonding with the SRO

conducting region.
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Figure 6.7.: Projected DOS for O ions (1 of 2) for an STO×4/SRO×6/STO×4 slab

at an applied external electric field of 0.97 V/Å. See caption of Figure
6.8.
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Figure 6.8.: Projected DOS for O ions (2 of 2) for an STO×4/SRO×6/STO×4 slab

at an applied external electric field of 0.97 V/Å. O 1–13 and O 31–43 (O
13 and O 31 are on the interfacial atomic planes) have a PDOS of zero
around the Fermi level signifying an insulating (dielectric) region. O
14–30 have a non-zero PDOS as they are part of the conducting region.
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Figure 6.9.: Projected DOS for Sr ions for an STO×4/SRO×6/STO×4 slab at an

applied external electric field of 0.97 V/Å. Sr 1–4 and Sr 12–15 are in
the dielectric region and have a PDOS of zero around the Fermi level.
Sr 5–11 are associated with the conducting region and have a non-zero
Fermi-level PDOS, lower for the interfacial Sr 5 and Sr 11 ions.
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Figure 6.10.: Projected DOS for Ru ions for an STO×4/SRO×6/STO×4 slab at

an applied external electric field of 0.97 V/Å. The Ru atoms give the
conducting characteristic to the conducting region. All have a signif-
icant density of states around the Fermi level (black bar) signifying
conduction.
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Figure 6.11.: Projected DOS for Ti ions for an STO×4/SRO×6/STO×4 slab at an

applied external electric field of 0.97 V/Å. There is a hint of vacuum
surface conducting states at the Fermi level in the projection on to Ti
1 and Ti 8. All other Ti atoms have a zero PDOS at the Fermi level
(black bar), signifying association with insulating (dielectric) regions.
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6.7.2. Sr and Ti PDOS STO×4/SRO×6/STO×4 slab at 2.37

V/Å

Figure 6.12.: Projected DOS for Ti ions for an STO×4/SRO×6/STO×4 slab at an

applied external electric field of 2.37 V/Å. The possible conducting
surface states at the Fermi level in the projection on to Ti 1 with field
(red line) are similar to those in Figure 6.11 and the conduction bands
on Ti 2–4 with field are almost touching the Fermi level.

In Figure 6.12 the field applied to the STO×4/SRO×6/STO×4 slab is 2.37 V/Å

compared with 0.97 V/Å in Figures 6.7 to 6.11. The higher external field has not

changed the PDOS shape significantly, but the red and blue curves are clearly further

apart than in Figure 6.11.
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Figure 6.13.: Projected DOS for Sr ions for an STO×4/SRO×6/STO×4 slab at an

applied external electric field of 2.37 V/Å. Except for the increased
separation in energy between the field and no-field PDOS, the chart is
very similar to the PDOS at an applied external field of 0.97 V/Å in
Figure 6.9
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The close proximity of the conduction bands just above the Fermi level on Ti 1–

4 might give cause for concern. DFT using an LDA XC functional is known to

underestimate band gaps and use of a hybrid XC functional (requiring significantly

more computer resource) should give a bigger band gap which may also bring a more

distinct separation of the Fermi level from the Ti conduction band.

6.7.3. Pb PDOS for PTO×4/SRO×6/PTO×4 slab at 1.0

V/Å

Figure 6.14.: Projected DOS for the Pb ions for a PTO×4/SRO×6/PTO×4 slab

with an applied external electric field of 1.0 V/Å. The Pb PDOS chart
has a different shape from the Sr PDOS chart for the Sr atoms in
insulating regions in Figure 6.9 above.

Figure 6.14 shows the PDOS chart for the Pb ions when a field of 1.0 V/Å is applied

to the PTO×4/SRO×6/PTO×4 slab. The gaps from the conductor Fermi level to
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the Pb conduction bands are at least 0.3 eV, and to the valence bands are at least

0.8 eV. The applied field of 1.0 V/Å is very similar to the 0.97 V/Å applied to

the STO×4/SRO×6/STO×4 slab. The PDOS of A-site Sr ions, corresponding to

each A-site Pb ion, is shown in Figure 6.9. However, the PDOS chart here contains

Pb A-site cations in dielectric regions alone, whereas Figure 6.9 contains Sr A-site

cations in both dielectric and conducting regions.

6.8. Potential profiles for dielectric plus

conductor slabs

The interfacial voltage drop is an important determinant of the energy storage ca-

pability of interfacial capacitors. Various methods of measuring it are described in

5.6.7 to 5.6.8. The results are presented in this section. None of these methods are

perfect, but the energy shift from the semi-core states PDOS provides the cleanest

version of the potential profile. Methods based on individual ion type provide two

values for the potential in the same location, which do not necessarily always agree.

However, taken together, the multiple methods provide a reasonably consistent pic-

ture of the potential profile across the slab.
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6.8.1. Potential profile, STO×2/SRO×4/STO×2, 0.5 V/Å

(a)

Figure 6.15.: Potential profiles for an STO×2/SRO×4/STO×2 slab at an applied

external electric field of 0.5 V/Å from (a) PDOS energy shift and
polarisation. The total interfacial potential change is 0.115 V from the
second to third TiO2 atomic planes (-0.055 V to +0.06 V from (a) ).
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6.8.2. Potential profile, STO×4/SRO×6/STO×4, 0.97 V/Å

(a)

(b)

Figure 6.16.: Potential profiles for an STO×4/SRO×6/STO×4 slab at an applied

external electric field of 0.97 V/Å from (a) PDOS energy shift and
polarisation and (b) energy shift of minimum potential near the nuclear
positions. The total interfacial potential change in both is 0.265 V from
the third to the sixth TiO2 atomic planes (-0.125 V to +0.14 V in both
(a) and (b)).
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6.8.3. Potential profile, STO×4/SRO×6/STO×4, 2.37 V/Å

(a)

(b)

Figure 6.17.: Potential profiles for an STO×4/SRO×6/STO×4 slab at an external

field of 2.37 V/Å from (a) polarisation and PDOS energy shift and
(b) energy shift of minimum potential near the nuclei. (a) and (b) are
similar, though (b) has higher variability. Both match Figure 6.16.
The total interfacial potential change in both is 0.57 V from the third
to the sixth TiO2 atomic planes (-0.31 V to +0.26 V from both (a) and
(b)). A 0.64 V drop would be expected based on Figure 6.16 and the
ratio of fields (× 2.44). There is an asymmetry in the potential drops
in the two interfaces, discussed below.

147



6.8.4. Potential profile, PTO×4/SRO×6/PTO×4, 1.0 V/Å

(a)

(b)

Figure 6.18.: Potential profiles for a PTO×4/SRO×6/PTO×4 slab at an applied

external electric field of 1.0 V/Å from (a) polarisation and PDOS en-
ergy shift and (b) energy shift of minimum potential near the nuclei.
(a) and (b) are similar, though (b) has higher variability. The pro-
file within the SRO is similar to Figures 6.16 and 6.17, but the shape
within the dielectric regions does not match. The total interfacial po-
tential drop is 0.225 V from the third to the sixth TiO2 planes in both
the PDOS energy shift and in (b) (-0.122 V to +0.103 V and -0.112 to
+0.113 respectively). Note the opposite slope of the potential in the
PTO dielectric regions, indicating ferroelectricity.
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6.8.5. Discussion of potential profiles in slabs with

conductor

To avoid a big difference in the scale used on the vertical axis of the plots, in

each chart (b) in Figures 6.15 to 6.18, plots of energy shift from the minimum

potential near the nuclear positions are truncated close to the vacuum surface SrO

or PbO plane. Because of the inversion of the capacitor, documented in Section

5.5.1 Inversion of the structure for large electric fields, there is no dielectric/vacuum

surface in a real interfacial capacitor. Thus the behaviour in the outermost dielectric

zones of the modelled slabs is not significant and the missing data points are not

important.

In Figures 6.15 (STO×2/SRO×4/STO×2 at 0.5 V/Å) and 6.16 (STO×4/SRO-

×6/STO×4 at 0.97 V/Å) the potential profiles, for the same slab, from the PDOS

energy shift in chart (a) and from the potential shifts near the nuclear positions in

chart (b) have a very similar profile.

In Figure 6.17 (STO×4/SRO×6/STO×4 at 2.37 V/Å) the fit is worse between the

potential profiles from the PDOS energy shift in chart (a) and from the potential

shifts near the nuclear positions in chart (b), which also shows a higher variability.

This is likely because of the higher displacements of ions at the higher field causing

changes to the measured potential as described in Section 5.6.8.

Figure 6.18 (PTO×4/SRO×6/PTO×4 at 1.0 V/Å) shows a higher variability of the

potential shifts near the nuclear positions in chart (b) compared with the potential

profiles from the PDOS energy shift in chart (a).

In each chart (a), the potential from the averaged half-cell polarisation change has a

similar shape to the other potential profiles. The polarisation changes for these slabs

show large oscillations between odd- and even-numbered half cells, requiring aver-

aging over two half cells before the potential is calculated from it. This smoothing

blurs the sharp delineation of significant jumps in potential. However, this measure

does provide broad confirmation of the overall shape of the potential profile.

In each slab, the potential in the conductor is broadly flat, but with a large potential

jump between the RuO2 atomic planes closest to each interface and the interfacial

SrO atomic planes.

In the dielectric region there is a distinct difference between the STO and PTO slab.

Within the STO-dielectric layers, moving outwards from the centre, the potential

continues falling (on the left) and rising (on the right) for two unit cells beyond

the SrO interfacial atomic planes. Thus part of the overall interfacial voltage drops

comes from the SRO dielectric regions. In the outermost 2 unit cells, the results are
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variable due to the proximity of the vacuum surface, as indicated in Section 6.9.1.

However, in the PTO-dielectric slab, the internal field appears to be in the op-

posite direction to the external electric field. This is likely indicative of incipient

ferroelectricity in these regions, discussed in Section 6.9.2 Results for dielectric-only

PTO×12 slab at 1.1 V/Å.

In Figure 6.15, for the STO×2/SRO×4/STO×2 slab at an external field of 0.5

V/Å, the component of the interfacial voltage drop in the STO dielectric is reduced

because the STO dielectric layer of 2 unit cells thickness is too thin to establish bulk-

like behaviour at the centre. This is probably the case with all STO×4 dielectric

layers also.

In Figures 6.17 (a) and (b), there is a large asymmetry in the STO×4/SRO×6/-

STO×4 slab at an external field of 2.37 V/Å. The voltage drop between Ti 3 in the

left-hand dielectric layer and the central region is ∼0.3 V, and between the central

region and Ti 6 in the right hand dielectric layer is ∼0.24 V. This is consistent with

the reduced drop in polarisation and the lower peak of inverse permittivity at the

right interface. There is no particular reason why the potential profile should be

symmetric.

See Table 6.2 for the total voltage drop across both interfaces and the effective

interfacial screening length. The relatively constant screening length indicates that

the interfacial voltage drops are approximately proportional to the applied external

electric field.

Voltage drop Voltage
External SRO Diel- Total drop λeff

field ectric ÷ ext fld
Slab (V/Å) V V V (Å) (Å)

STO×2/SRO×4/STO×2 0.50 0.10 0.015 0.115 0.230 0.115

STO×4/SRO×6/STO×4
0.97 0.19 0.075 0.265 0.273 0.137
2.37 0.45 0.12 0.57 0.240 0.120

PTO×4/SRO×6/PTO×4 1.00 0.21 0.015 0.225 0.225 ∗0.113

Table 6.2.: Interfacial potential drop and effective screening length, λeff, by slab type
and applied external electric field. The SRO, dielectric and total
columns are summed across both interfaces. The SRO column
is the voltage drop between the two SrO interfacial atomic planes. The
dielectric voltage drop is the sum of the two drops between the interfacial
SrO atomic planes and the TiO2 atomic planes one and a half unit cells
away (≈ 6 Å). λeff is for a single interface. ∗ Perhaps misleading because
of the incipient ferroelectricity.
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Figure 6.19.: This figure shows how the total interfacial voltage drop and the contri-
butions from the dielectric and metallic regions of the interfaces depend
on the voltage applied to the STO/SRO/STO slab. The values for this
chart are from Table 6.2. The lines include all three STO/SRO/STO
slabs. The SRO from the SRO + PTO slab is also included in the
“V drop SRO” line (blue). The interfacial voltage drops within the
conductor (including that from the PTO/SRO/PTO slab) scale well
with applied field. However, the interfacial voltage drops within the
STO dielectric regions scale less well with applied field.

For the four slabs, the voltage drop between the two interfacial SrO atomic planes

scales with external applied field, within the limits of error (around 0.005V for each

SrO plane).

The interfacial voltage drop within the dielectric is less linear with the applied

external electric field. This is because four unit cells of STO or PTO dielectric

region either side of the central SRO conductor is not enough to show the full

interfacial voltage drop within the dielectric region. Further, the PTO layers are

displaying ferroelectricity.

The implied effective screening length, λeff , is half the total voltage drop across both

interfaces, divided by the applied external electric field. It represents the scale factor

between applied external field and interfacial voltage drop. It ranges from 0.115 Å

to 0.137 Å for slabs containing STO dielectric. It is 0.113 Å for the slab containing

PTO dielectric, but this is misleading because of the PTO incipient ferroelectricity.
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6.9. Results for dielectric-only slabs

6.9.1. Results for dielectric-only STO×12 slab at 1.24 V/Å

Figure 6.20.: Polarisation change in an STO×12 slab at an applied external field of

1.24 V/Å. The polarisation of the central region is constant and very
close to the full screening polarisation which is equivalent to the charge
displacement expected in a perfect conductor.

From Figure 6.20, the centre of the STO×12 slab at an applied field of 1.24 V/Å is

displaying a very high relative permittivity (in excess of 10,000) as calculated using

(5.16). Robertson (2004) gives an experimental relative permittivity for SrTiO3 of

2,000 [75].

The polarisation change does not reach a nearly constant value until at least the third

STO unit cell from the vacuum surface, and arguably the fourth. This suggests that

any further project work should include simulations of dielectric/conductor/diel-

ectric slabs with dielectric layers of at least six unit cells thickness.

In Figure 6.21, the dielectric-only STO×12 inverse permittivity is relatively flat in

the bulk regions. The scale used on the vertical axis of this chart is also much lower

than those used for the dielectric/conductor/dielectric slabs in Figures 6.4 through

6.6. Hence the scale of fluctuations towards the ends of the slab is smaller than

for the dielectric/conductor/dielectric slabs. The short region of negative inverse
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Figure 6.21.: Inverse permittivity of an STO×12 slab at an applied external elec-

tric field of 1.24 V/Å. The high variability at the edges is due to the
proximity of the surface. The scale of variations is smaller than for
the dielectric/conductor/dielectric slabs. A small region around 28 Å
is negative. This represents a very slight over-polarisation and is most
likely due to noise.

permittivity is an anomaly related to only a very slight over-polarisation of the slab

at that point and is probably due to noise.

From Figure 6.22 (a) and (b) for the STO×12 dielectric slab, the potential based

on PDOS energy shift is a straight line from the centre out to and including the

3rd B-site cation from each end. Outside that bulk region the potential is more

variable due to the proximity of the vacuum surface. Thus, the reference points

for the interfacial potential drop within the dielectric, for all the 14 unit-cell diel-

ectric/conductor/dielectric slabs, are taken to be the third B-site cation (TiO2 or

PbO2) atomic planes from the vacuum surface. For the STO×2/SRO×4/STO×2/

slab, the reference points are taken to be the second TiO2 atomic planes from the

vacuum surface, which are the ones closest to the SrO interface plane, as the TiO2

atomic planes further out are too affected by surface effects.

With an STO dielectric constant from other sources of 490 [89] or 2,000 [75] and

an external applied field of 1.24 V/Å, over a distance of 30 Å between SrO atomic

planes three and eleven, the voltage drop should be 76 mV or 19 mV respectively.

But the potential profiles in Figure 6.22 (a) and (b) are flat on this scale and indicate
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(a)

(b)

Figure 6.22.: Potential profiles for an STO×12 slab with an applied external electric

field of 1.24 V/Å from (a) PDOS energy shift and polarisation and
(b) energy shift of minimum energy near the nuclear positions. The
potential shifts for the Ti ions (blue) are mainly hidden behind the
results for the oxygen (red) in the same z atomic planes, though are
occasionally visible at the ends of the red markers. The potential in
the outer 5 or 6 half cells is variable due to surface effects. (b) is highly
variable, but relatively consistent by ion type.

a relative permittivity of at least 10,000. The potential profile is consistent with the

polarisation in Figure 6.20 which is very close to the full screening polarisation.
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Figure 6.23.: Ti ion PDOS for an STO×12 slab at an applied external electric field

of 1.24 V/Å.

The Ti ion PDOS chart in Figure 6.23 for the STO×12 slab was selected as having

the closest proximity of the conduction band to the nominal Fermi level. However,

there are no signs of conducting surface states on Ti 1 or 12. These might have
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resulted in charge transfer between the two ends and screening of the interior of the

slab, giving the false impression of a high relative permittivity. Nevertheless, the

STO permittivity is unusually high.

6.9.2. Results for dielectric-only PTO×12 slab at 1.1 V/Å

Figure 6.24.: Polarisation change in a PTO×12 slab when applying an external field

of 1.1 V/Å. The polarisation of the central region is almost constant.
However, it is higher than the full screening polarisation that would
be expected in a conductor, indicating that PTO is ferroelectric under
the conditions simulated. See discussion.

For the PTO×12 slab at an applied external electric field of 1.1 V/Å there is an

indication in Figures 6.24 to 6.26 that the slab is ferroelectric, or at least an incipient

ferroelectric, at the slab thickness, strain, electron temperature (0.05 eV for the

dielectric-only slabs) and applied external electric field.

In Figure 6.24 the slab is demonstrating an (over-)polarisation slightly greater than

the full screening polarisation required to completely screen the interior of a conduc-

tor from an external applied field. This results in the negative inverse permittivity

shown in Figure 6.25.

The over-polarisation results in a dipole moment which causes a higher depolarising

field than the original applied electric field, and this is reflected in the potential

profiles in Figure 6.26 (a) and (b). This leads to a potential which decreases signifi-

cantly from left to right across the slab – the reverse of the expected slope, given the

polarity of the applied potential which decreases (i.e. lower positive voltage) from
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Figure 6.25.: Inverse permittivity of dielectric-only PTO×12 slab at an applied ex-

ternal electric field of 1.1 V/Å. The PTO dielectric-only chart shows
large scale negative inverse permittivity away from the surfaces. This
is an indication of ferroelectricity. See discussion.

left to right.

To check whether the slab was indeed ferroelectric, the ion positions from the relaxed

slab with field were used in a fixed geometry DFT simulation with no applied field.

The resulting total energy was higher than the energy for the relaxed, symmetric,

no-field DFT relaxation.
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(a)

(b)

Figure 6.26.: Potential profiles for a PTO×12 slab at an applied field of 1.1 V/Å
from (a) polarisation and PDOS energy shift and (b) energy shift of
minimum energy near the nuclear positions. In (a) the energy shifts for
Ti and O ions in the same TiO2 atomic planes correspond sufficiently
that the potential shifts for the Ti ions (blue) are mainly hidden behind
the results for the oxygen (red), though occasionally visible at the ends
of the red markers where the plane is rumpled. Similarly for most of
the Pb and O ions in the same PbO atomic planes. Both (a) and
(b) show a decrease in potential going from left to right, indicating
ferroelectricity. See discussion.
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Polarisation

Free energy
First-order ferroelectric above critical point

Figure 6.27.: First-order ferroelectric above critical point.

The implication of this result is that there are likely three wells with minimum energy

– one for the symmetric non-polar case, and two for the polar case with polarisation

in opposite directions. See Figure 6.27. This is characteristic of a ferroelectric with

a first order phase transition, which is above the critical temperature for a phase

transition to spontaneous ferroelectric polarisation with no field. The energy result

implies that the slab global minimum energy is for the symmetric, non-polar case.

Even if the maximum polarisation is high, the losses associated with switching a

ferroelectric or incipient ferroelectric between polar states will typically reduce the

efficiency of an interfacial capacitor using that dielectric.

6.10. Comparison of effective screening length

with Thomas Fermi screening length

From (4.31) the conductor Thomas Fermi screening length, λTF can be calculated

approximately from the PDOS for the interfacial unit cell from Section 6.7 Projected

density of states for dielectric plus conductor slabs. Equation (4.31) was

λTF =
1

e

√
ε0
g

(6.3)

where e is the fundamental charge, ε0 is the vacuum permittivity and g is the density

of states at the Fermi level. In SI units, the units of g are thus states/m3/J.

Approximate PDOS values from 6.7.1 “PDOS for STO×4/SRO×6/STO×4 slab at

0.97 V/Å” are in Table 6.3.
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Interface SrO plane First RuO2 plane
Ion PDOS Ion PDOS

Sr 5 0.03 Ru 1 1.45
O 13 0.1 O 14 0.35

O 15 0.35
Total 0.13 2.15

Grand total 2.28

Table 6.3.: PDOS approximate total for SRO interfacial cell. The units are
states/eV/unit cell.

Hence, for a unit cell approximately (4 Å)3 in volume:

λTF ≈
1

1.6× 10−19

√
8.85× 10−12 × 64× 10−30 × 1.6× 10−19

2.28
m (6.4)

≈ 3.9× 10−11 m = 0.39 Å. (6.5)

From Table 6.2 the SRO component of the effective screening length λeff is ≈ 0.1

Å, a value considerably lower than the 0.39 Å from (6.5) above. Hence the inter-

face polarisation drop below full screening polarisation is significantly lower in the

simulation itself than is consistent with the Thomas Fermi screening formula which

uses the density of states values from the same simulation. This may be due to an

extension, either of the conductor metallic states into the dielectric, or of the ionic

polarisation of the dielectric into the metal or both. There is no indication in the

set of PDOS charts for STO×4/SRO×6/STO×4 at either 0.97 or 2.37 V/Å that the

conducting metal states extend beyond the SrO interfacial plane. However, Figure

6.28 shows ionic polarisation of the SRO cation-oxygen planes close to the interface.
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Figure 6.28.: STO×4/SRO×6/STO×4 differential ion movement with field. In the
central SRO conducting region, in theory, polarisation can be entirely
electronic. However, the conductor SrO and RuO2 planes close to
the interface show ionic polarisation. This may be why the effective
screening length is significantly lower than that calculated from the
DOS value using the Thomas-Fermi screening formula in (6.3).

In Section 4.7.3 the change in effective screening length of a semi-metal as the applied

field is increased was assumed to be dependent solely on the form of the curve of the

electronic density of states with energy. If ionic movement can have a considerable

impact on the effective screening length, then using a semimetal as a conductor may

not produce as large an improvement to the integration-related factor defined in

(4.58) as might have been supposed.

6.11. Comparison with Stengel et al.

A comparison of parameters and results with Stengel et al [89, 90] is in table 6.4.

Stengel et al. used both an indirect approach and a direct simulation at small field,

with a 27.8 meV bias. Also see Section 5.4. However, in this project the energy

stored is paramount so higher fields were used and higher interfacial voltage drops

and polarisations ensued.

The mismatch in effective screening lengths λeff is the most notable discrepancy from

Stengel. This discrepancy may be due to the difference in thickness of the dielectric

layers in this project. Stengel et al used a single STO dielectric layer seven unit cells

thick, sandwiched between SRO conductors, and thus with no vacuum surface. The
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Dielectric STO PTO
Conductor SRO SRO

Stengel This Stengel This
Units et al. project et al. project

Applied external field V/Å 0.05 0.5 0.05 1.0
0.97
2.4

DFT XC functional LDA LDA LDA LDA

Electronic temperature eV 0.15 0.03† 0.15 0.03†

Force convergence eV/Å 10−3 <10−4 10−3 <10−4

Interface effective Å 0.146 0.115 0.153 0.113
screening length, λeff 0.137

0.120

Total interfacial V 0.02 0.12 0.02 0.22
potential drop 0.27

0.57

Polarisation C/m2 0.0046 0.044 0.0046 0.088
0.0071 0.086

0.21

Table 6.4.: Comparison of parameters and results for this project vs Stengel et al.
[89, 90]. † 348 K.

inverse permittivity of their STO layer was static at 1/490 for two unit cells in the

centre.

Simulations were performed on the STO/SRO/STO slabs in this project at much

higher applied electric fields. However, each STO layer is only two or four unit

cells in thickness, each having one vacuum surface. Based on the results in Figure

6.22, the effect of the vacuum surface extends up to three unit cells into the STO

layers. Thus one conclusion from Sections 6.8.5 Discussion of potential profiles in

slabs with conductor and 6.9.1 Results for dielectric-only STO×12 slab at 1.24 V/Å

is that four unit cells of dielectric is not sufficient to show bulk-like behaviour at the

centre of the dielectric, and that at least six unit cells of dielectric at each end of

the slab would be preferred. Thicker dielectric layers would result in an additional

voltage drop and a larger simulated effective screening length. However, there was

insufficient time and limited computer resource to run further simulations.

For the PTO/SRO/PTO slab, the over-polarisation due to incipient ferroelectric be-

haviour will also reduce the interfacial voltage drop in the dielectric. Such behaviour

is dependent on the stress induced by the in-plane lattice constants, the thickness,

and other factors.

162



6.12. Interfacial energy storage results and

extrapolation

In theory, the total interfacial voltage drop (and thus interfacial energy stored)

could be derived from a subtraction of the total dipole moment of the slab from

the expected dipole moment of a perfect conductor of the same length, both in

the same external applied electric field. Since each end of the slab consists of an

electron density decreasing outwards away from the surface, unfortunately the length

of the slab is ill-defined on the scale of 0.2 Å, the total effective screening length

of interest. Further, due to the inversion of the structure, as described in Section

5.5.1 Inversion of the structure for large electric fields, the behaviour at the two

outermost unit cells of the slab is anomalous. From project simulation results for

total slab dipole moment or total DFT energy, it is thus not possible to determine

a value for energy stored at the interfaces. Hence the local values for potential drop

at the interfaces had to be derived above in order to produce the results below.

The energy density results from the DFT models are given in Table 6.5.

Ext. field Voltage Pol. P Energy
Slab (V/Å) drop (V) (C/m2) (J/m2) (J/cc†)

STO×2/SRO×4/STO×2 0.50 0.12 0.044 0.0025 0.13

STO×4/SRO×6/STO×4
0.97 0.265 0.086 0.011 0.57
2.37 0.57 0.21 0.060 3.00

PTO×4/SRO×6/PTO×4 1.00 0.225 0.088 0.0099 0.50

Table 6.5.: Areal and volumetric energy density results. Areal energy density is
0.5×P×Vdrop. †The calculation of the volumetric energy density assumes
a conductor layer thickness of 4 nm and a dielectric layer thickness of 16
nm for a total spacing of 20 nm.

Although 3 J/cc may not seem that high compared with industry supercapacitor

energy density, documented in Section 2.3.3, it is comparable with non-ferroelectric,

ceramic capacitors. The volumetric energy density should increase as the square of

the polarisation, although that may be less than linear with the applied external

field. Changing the conducting material, which need not be a perovskite, and could

be an elemental metal, would change the interfacial voltage drop and can be used

to tune the device so that the maximum safe interfacial voltage drop occurs at the

same applied external field as maximum dielectric polarisation.

If the STO band gap is 3.2 eV then, with a suitable change of conductor, interfa-

cial voltage drops exceeding 2V may be possible with a suitable safety margin. If

163



STO polarisations of up to 0.6 C/m2 are also possible and 20 nm spacing achieves

a satisfactory leakage time constant, practical devices based on STO could poten-

tially achieve a volumetric energy density of 30 J/cc (8.3 Wh/l), perhaps with a

high round-trip efficiency. Devices based on BFO (BiFeO3) could store significantly

more energy if the ferroelectric residual polarisation at zero field can be reduced or

suppressed while retaining the same maximum polarisation of 1.5 C/m2.

Note that the STO/SRO/STO combination is not perfectly tuned. At the assumed

maximum polarisation of STO of 0.6 C/m2 the combination of both interfacial volt-

age drops would only be 1.71 V, whereas the STO band gap is 3.2 eV. Use of a

conductor, perhaps a semimetal, causing a higher interfacial voltage drop would be

preferred.

If such devices can be produced economically, such energy densities may be use-

ful in AC (alternating current) applications, or at higher temperatures at which

supercapacitors would be less effective.

6.12.1. Other considerations

For interfacial capacitors to be successful will require dielectrics with large maximum

polarisations and other suitable parameters. A good initial target for the maximum

polarisation Pmax is 1 C/m2 in a paraelectric dielectric. The unit cells of perovskites

analysed in this research have lattice parameters a (=b) of slightly less than 4 Å.

The polarisation charge on the surface of a dielectric with bulk polarisation Pmax is

equivalent to an excess of ne electrons per surface unit cell, where

ne =
Pmax a b

e
(6.6)

=
1× 4× 10−10 × 4× 10−10

1.6× 10−19

= 1 electron per surface unit cell. (6.7)

A second point follows from this. If the density of states at the Fermi level on

the surface SrRuO3 unit cell is around 2.5 states per eV, then one extra (or one

missing) electron per surface unit cell would require 0.4 eV of additional (or reduced)

potential. Examination of Figures 6.7, 6.8, 6.9 and 6.10 shows that the projected

density of states changes significantly between the Fermi level and 0.4 eV either side

of it, dropping away from the value at the Fermi level. The PDOS curve for Ru is

the most significant as it makes the biggest contribution. Further, it is not quite

symmetric about the Fermi level. However, different conducting materials will have

different PDOS profiles.
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There are two implications. The lack of symmetry about the Fermi level implies

that the interfacial voltage drops across the two SRO/dielectric interfaces in the

supercell differ. And the reduction in PDOS away from the Fermi level will make

the interfacial energy storage non-linear with voltage: less energy will be stored

at higher voltages than might be estimated by using U ∝ V 2 with a constant of

proportionality taken from calculations at lower voltages. Thus the PDOS profile

around the Fermi level should be taken into consideration when selecting or designing

materials suitable for an interfacial capacitor.
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7. Next Steps

The results of the DFT simulations were sufficiently encouraging that it would be

worthwhile to continue investigations into interfacial capacitors.

The following sections, in no particular order, identify possible follow-up activities.

7.1. Further theoretical work

This could include the following:

7.1.1. Confirm and/or suppress ferroelectric losses in PTO

The PTO×12 simulation with no field was deliberately forced to be symmetric

about the central z coordinate, removing the possibility of finding a ferroelectric

polarisation remnant.

As can be seen in Figure 7.1 (b), for a ferroelectric, both the AC losses and pulsed

DC losses can be significant. Material with high maximum polarisation tends to be

ferroelectric at very low temperatures. As the temperature increases past the Curie

point, ferroelectric materials become paraelectric, and the losses due to a hysteresis

loop with a large area reduce. See Figure 7.1 (b) and (a). The maximum polarisation

can be unchanged during this transition. However, the paraelectric material is more

difficult to polarise, requiring a higher applied field, and the field to achieve a similar

polarisation to that in the ferroelectric phase can thus exceed the breakdown field

for that thickness of material.

Specifically the hysteresis losses arise, not necessarily from ferroelectric behaviour,

but from the high remnant polarisation in the absence of an electric field, coupled

with the difference in electric field (in V/m) between the charge and discharge curves

for a given polarisation. Thus relaxor ferroelectrics such as those in Figure 7.1 (c)

tend to have lower losses than materials which are strongly ferroelectric, such as

BiFeO3.

The work would involve an investigation of doping to lower one or both of the

ferroelectric transition temperature and the remnant polarisation in PTO dielectric
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while retaining other useful characteristics such as a high maximum polarisation (in

excess of 0.6 C/m2).

The ferroelectric dielectric with the highest maximum polarisation is BiFeO3, which

is strongly ferroelectric, and the ability either to drastically lower the remnant po-

larisation at zero field or to suppress ferroelectricity, while retaining the polarisation

record of 1.5 C/m2 [73, 102] would be very significant.

Figure 7.1.: Hysteresis and stored energy for different dielectric types. (a) linear
paraelectric dielectric (no energy loss), (b) ferroelectric (c) relaxor fer-
roelectric (small energy loss) (d) anti-ferroelectric (small energy loss).
For continuous pulsed DC operation the energy out per cycle is the area
to the left and above the top curve/line. Losses per cycle are (a) zero,
(b) enclosed area marked A above the horizontal line, (c) enclosed area
marked B above the horizontal line, (d) area marked with energy loss
hatching. For complete AC cycling the energy out per complete AC
cycle is twice the area above and to the left of the top curve. The losses
are (a) zero, (b) to (d) the complete area enclosed by the hysteresis
curve. This diagram made available under the CC BY 4.0 license by
the authors of Chauhan et al in 2015 [19]
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7.1.2. Simulate more accurate band gaps

Hybrid XC functionals provide more accurate band gaps than does the LDA XC

functional. The SIESTA DFT code does not currently support them. CASTEP,

or another DFT code, could be used to investigate the band gap and its alignment

with the Fermi level. One possibility is to use a local-orbital DFT code which does

support hybrid XC functionals, such as CRYSTAL.

7.1.3. Simulate longer dielectric regions in slabs with

conductor

The STO×12 slab runs showed that the vacuum surface affected the potential in

the dielectric slab up to 5 or 6 half cells in. The conductor interface may also have

a similar disruption length. Thus four unit cells of STO or PTO at either end of

the conductor is not sufficient to establish bulk-like behaviour at the centre and to

assess the interfacial voltage drop within the dielectric accurately, as it constrains

the effective screening length.

There may be no problem in running with eight dielectric unit cells either end in a

slab such as STO×8/SRO×6/STO×8. However, if such simulations take too long,

then an asymmetric slab such as STO×8/SRO×6/STO×2 could be used to fully

investigate the interfacial behaviour in one interface at a time.

7.1.4. Increase the applied external electric field

The maximum external field applied in this project so far is 2.4 V/Å with no ioni-

sation problems, corresponding to a plate-charge, areal density and dielectric polar-

isation of 0.21 C/m2. A good initial target for simulated polarisation would be 0.6

C/m2 [52]. This would require an external electric field of 6.8 V/Å (68 GV/m) using

the techniques described in Section 5.1.6 Increasing the applied external electric field

with SIESTA.

A stretch target would be to achieve a polarisation of 1 C/m2 (for a dielectric design

yet to be determined), corresponding to an applied external electric field of 11.3

V/Å (113 GV/m). Although this sounds high, it is only the driving field used in

the simulation as the external field applied outside the material, not a field which

is ever present in the device itself. All regions in the slab have a permittivity of at

least 25, as the maximum inverse permittivity is 0.04 in Figures 6.4 to 6.6 in Section

6.6. Thus the highest field appearing at the interfaces is 4.5 GV/m. For a dielectric

constant of, say, 1000, the highest fields appearing in the dielectric would be 113

MV/m, and it is this lower figure which should be compared with the breakdown
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field, which can be multiples of 100 MV/m in some dielectrics.

7.1.5. Use different surface terminations to minimise

surface states

In a DFT simulation, the vacuum-surface terminating atomic planes would normally

contain an A-site cation plus an oxygen. This project has used SrO or PbO atomic

plane terminations.

Because of the inversion of the device for DFT modelling (see Section 5.5.1), the

dielectric vacuum surface terminations are not present in a real physical device. Thus

the surface termination can be chosen solely to optimise DFT simulation constraints.

In conjunction with the penultimate atomic plane, surface terminations could be

chosen to minimise the charge transfer to or from the surface states. By minimising

surface screening effects, this would maximise the internal electric field within the

device for a given applied external electric field.

7.1.6. Search of materials informatics databases

Searching such databases early might save time later, though they may not yet con-

tain the information required to select potential dielectric and conductor materials

suitable for interfacial capacitors.

7.2. Building and testing experimental devices

Experimental devices will deviate from the theoretical projections and simulation

results in a number of ways, including:

• The dielectric crystal orientation is not necessarily in the (001) direction

• The dielectric may contain

– grain boundaries

– defects and both line and screw dislocations.

– vacancies and interstitials

– impurities

Yang et al 2011 [101] for SrTiO3 and Liu and Sohlberg 2014 [54] for SrTiO3 and

PbTiO3 analyse the effective band gap reductions the above effects can cause. In

some cases described by Yang et al., the effective band gap is less than half the

theoretical maximum band gap.

169



The above deviations from an ideal crystal may also affect maximum polarisation,

although these values are generally obtained from experimental work rather than

simulations. They may also lower the intrinsic resistance of a dielectric, thus in-

creasing charge leakage rates. High leakage rates would make interfacial capacitors

impractical.

A multi-layer interfacial capacitor may provide a robust device even if a small frac-

tion of layers are conducting or break down very easily. There may be trade-offs

in the experimental build or manufacturing process. Understanding the layer yield

fraction for a device with acceptable characteristics could be crucial in determining

whether interfacial capacitors are potentially useful devices or not.

The two experimental growth techniques most relevant to building experimental

interfacial capacitor devices are Oxide MBE (molecular beam epitaxy) and PLD

(pulsed laser deposition). ALD (atomic layer deposition) should also be considered.

These are described below.

7.2.1. Oxide MBE (molecular beam epitaxy)

Oxide MBE is described in the book “Epitaxial Growth of Complex Metal Oxides”

by Koster, Huijben and Rijnders [50]. Potentially, Oxide MBE can be used to grow

atomically-sharp layers with few defects. For building devices such as those modelled

in this project, there is a very encouraging review of Oxide MBE in Schlom 2015

[77].

In a high vacuum, separate sources emit beams of specific atoms or molecules

through a pinhole aperture for deposition on a substrate. The substrate is held at

a specific temperature which can be varied for the deposition of each layer. Gases,

such as oxygen, can also be present at a low partial pressure. Materials do not react

with each other except on the surface of the substrate. During operation, RHEED

(reflection high energy electron diffraction) is used to gather information from only

the surface of the material, allowing single layers of specific materials to be laid

down. Oxide MBE is expensive and growth rates are typically less than 1 nm/s.

The academic users of Oxide MBE equipment include St Andrews University, De-

signer Quantum Materials Lab.

7.2.2. PLD (pulsed laser deposition)

This technique is described in detail in the 2014 book “Pulsed Laser Ablation of

Solids” by Stafe, Marcu and Puscas [87]. One or more materials are placed in

targets in a vacuum chamber facing a substrate on which to grow films. Material is

deposited on the substrate by ablating a specific target by firing an external laser
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at it. The material then forms a plume, part of which is deposited on the substrate.

Multiple layers can then be built up.

When compared with Oxide MBE, PLD is less controlled, but also faster and less

expensive. Crystal growth rates can be significantly higher than MBE, though higher

growth rates produce less sharp definition between growth layers.

PLD is in more widespread use than Oxide MBE. Imperial College has PLD equip-

ment.

7.2.3. ALD (atomic layer deposition)

ALD is a process whereby a surface on a substrate is alternately exposed to two

precursors, which combine only on the surface. Both precursors are never present

in the chamber together, so the interaction with the surface can be self-limiting e.g.

only a single layer of a specific precursor may adhere to the surface during that

alternation phase. As a result growth is uniform and thickness can be controlled

precisely. The growth rate averages between 100 and 300 nm per hour.

ALD is a relatively new subtype of CVD (chemical vapour deposition). There are

multiple varieties of ALD with different characteristics. Imperial College has ALD

equipment.

7.2.4. Experimental device build strategy

A possible strategy might be to start by using Oxide MBE to produce a few high-

quality (but expensive) devices to validate the theory in this document. If such

devices work well enough, a second experimental phase might attempt to achieve

similar results using cheaper and faster PLD techniques. ALD should also be eval-

uated as a possible economic production method.

An initial high quality perovskite SRO/STO/SRO device (SrRuO3/SrTiO3/SrRuO3)

could be grown first to confirm the theoretical results of this project.
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8. Conclusion

This research arose from the issues of making capacitors on ever-shrinking silicon

integrated circuits.

Silicon oxide has a low permittivity, and, as the area and thickness of chips reduces,

very thin layers of silicon oxide used as capacitive elements start to leak. It seemed

that higher permittivity dielectrics, with the better insulation characteristics result-

ing from thicker layers with the same capacitance, had to be considered instead.

The existence of a “dead layer” effect of interfacial capacitance in series with the

bulk dielectric capacitance soon became apparent, and, since this is an issue for

fixed-voltage devices, work had to be devoted to minimising this. The novel feature

of this PhD research project is to turn this issue on its head and instead to exploit

such dead layers to enhance energy storage, as they increase the voltage across the

device for a given device polarisation.

A preliminary tight-binding simulation of a chain of helium-like atoms indicated that

insulator molecular orbitals shortened as the electric field increased, and confirmed

that using an atomic orbital basis set minimised the possibility of unbound electrons

(which would causing ionisation of the chain of atoms).

In this thesis, the theoretical work includes an analysis of Thomas-Fermi screening

of stand-alone conductors, as the established theory predicts that conductor screen-

ing lengths should be large (0.4 Å for the SrRuO3 conductor used in this research).

When considering conductor plus dielectric, the key to maximising interfacial en-

ergy becomes the dielectric properties – specifically the maximum energy stored is

proportional to the product of the maximum polarisation and the band gap.

The role of the conductor becomes that of tuning the interfacial screening length to

get the most out of the properties of the dielectric. However, the effective screening

length is an attribute of the interface rather than of the conductor alone. Simulations

indicated interfacial screening lengths of 0.11 to 0.15 Å, considerably shorter than

predicted by Thomas-Fermi theory. A high screening length on it own does not

lead to optimum stored energy. The value must be such as to allow the maximum

dielectric polarisation to be reached prior to the maximum voltage drop across a

pair of interfaces exceeding the band gap and the device breaking down.
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The DFT simulations described in this thesis used metal-oxide perovskites STO

(SrTiO3) and PTO (PbTiO3) as dielectrics, and SRO (SrRuO3) as a conductor.

Charged capacitors are only metastable – they are not in the lowest energy state,

which is a fully discharged device, whether because of breakdown or through normal

discharging. However, the device is in the lowest energy state given the device net

charge or net voltage. In these DFT simulations, the capacitor geometry is thus

inverted [91] (into the geometry dielectric/conductor/dielectric) to avoid a DFT

simulation short circuit of the electrodes to reach the global minimum energy con-

figuration. An alternative approach would be to use a DFT tool capable of handling

the non-inverted structure, allowing open (rather than periodic) boundaries in one

dimension, and tolerating different electrochemical potentials on each conducting

electrode without imposing a short circuit.

To successfully relax slabs of more than 8 unit cells thickness, a novel method of

performing DFT relaxations of thick slabs had to be devised.

On application of an electric field, slab lengths change and the cations move relative

to the oxygens in the same plane. An external electric field removes the association

between positions before and after its application, thus inhibiting calculation of local

changes to polarisation and voltage, although the overall change in slab dipole mo-

ment and average polarisation can still be determined. A novel approach identifies

planes between atomic nuclei with net zero charge on each side to define match-

ing field and no-field, net-neutral regions of one half unit cell thickness, allowing

definition and calculation of local polarisation and voltage drops.

Applying external electric fields of up to 24 GV/m resulted in successful simulation

of 60 mJ/m2 of energy storage per pair of interfaces, potentially equivalent to 3 J/cc.

This is comparable to current ceramic capacitors, but there could be much more to

come from more suitable dielectrics and higher electric fields.

Further DFT simulations are required. Longer slabs with larger cross sections would

confirm results from the research so far in configurations less artificially constrained.

Simulations are needed of more effective interfacial capacitor dielectrics, such as

BiFeO3, which has a maximum ferroelectric polarisation of 1.5 C/m2. If the remnant

polarisation of BiFeO3 at zero field can be reduced (e.g. by doping), the potential

hysteresis losses could be much reduced in an interfacial device with much higher

energy storage potential than those using STO or PTO as a dielectric.

The following process chart describes the process of materials selection or design for

an interfacial capacitor.
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The first four tests of the process above highlight that the combinations of materials

used in this research so far are not optimum. STO has a maximum estimated

polarisation of only 0.6 C/m2. When combined with an SRO conductor, if the

interfacial voltage drop continues to be proportional to the polarisation at higher

applied fields, a polarisation of 0.6 C/m2 would be reached at an applied field of 7

V/Å, at which the sum of both interfacial voltage drops would be 1.7 V, compared

with the expected band gap of 3.2 eV. A higher ratio is likely achievable with a

different conductor.

For the PTO dielectric, the incipient ferroelectricity creates a voltage drop in the

PTO bulk which is in the reverse direction of that at the interface, potentially nul-

lifying the advantage of an interfacial capacitor. Further, the remnant polarisation

in PTO is quite high, which leads to large ferroelectric hysteresis losses.

It is also desirable to establish that it is possible to build devices which behave in

a similar manner to those simulated. Real-world considerations intrude, such as

defects, room temperatures, reduced band gaps, and the difficulty of making the

atomically-sharp interfaces required. One possible approach might be to use Oxide

MBE (molecular beam epitaxy) initially, to confirm the interfacial energy storage

principle, then to attempt construction using PLD (pulsed laser deposition), as the

latter is both faster and cheaper.

If a combination of materials design, materials selection and experiments were to

succeed in producing an energy storage device with desirable properties, the final

piece of the jigsaw would be the ability to manufacture cost-effectively. Laying

down large numbers of nano-scale layers in one device appears to be an expensive

proposition. Perhaps novel thinking is required.

Interfacial capacitors will never provide a higher energy density than batteries,

though they can provide much higher power density. Neither are they likely to

compete with supercapacitors in low-voltage DC applications. But for applications

requiring the storage of energy for which neither batteries nor supercapacitors are

suitable, such as high-voltage AC applications, or, possibly, capacitor storage under

harsh environmental conditions, they may well represent a cost-effective solution.
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A. Two Phase Hessian Relaxation

of Slabs

This Appendix is based on “A two-phase Hessian approach improves the DFT re-

laxation of slabs”, P.A.G. Davies and W.M.C. Foulkes, published in the Journal of

Physics: Condensed Matter and is covered by a Creative Commons By 3.0 license.

This allows anyone to copy and redistribute the material in any form, and to mix,

transform and rebuild the material for any purpose, including commercially. Ap-

propriate credit must be given, and a link to the license must be provided, in any

reasonable way, but not in such a way as to imply endorsement by the creator. No

additional restrictions may be imposed.

A.1. Background to the relaxation problem

This chapter describes the problems encountered in using the default CASTEP

(Cambridge serial total energy package) plane-wave DFT code [20] and SIESTA

(Spanish Initiative for Electronic Simulations with Thousands of Atoms) atomic-

like orbital DFT code [85] geometry optimisation algorithms to relax the atomic

positions of the slabs used in this research project. See Sections 5.1.3 and 5.1.4 for

details of these DFT codes.

The modified Broyden quasi-Newton algorithm, as described in Johnson (1988) [39,

70], and the BFGS (Broyden Fletcher Goldfarb Shanno) quasi-Newton algorithm,

as modified and described by Pfrommer et al (1997) [67, 70], while good at relaxing

bulk solids, did not work for this project’s perovskite slabs of 8 unit cells or more

thickness, surrounded by vacuum. These algorithms are described in detail in books

such as Numerical Recipes by Press, Teukolsky, Vetterling and Flannery [70] and

Numerical Optimization by Nocedal and Wright [64].

Figure A.1 shows the CASTEP BFGS algorithm relaxation of a slab of SrTiO3 ×
3/SrRuO3×6/SrTiO3×3 in a vacuum. The SCF (self consistent field) DFT electronic
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energy convergence was set to 10−7 eV per atom. |F|max, the blue continuous line,

is the maximum residual force on any atom, as a ratio of the convergence target of

0.01 eV/Å. Hence a convergence ratio of 3 would represent a maximum atomic force

of 3× 10−2 eV/Å. Vertical black lines denote the start of new relaxation runs.

The maximum residual atomic force convergence ratio shows a downward trend from

iterations 61 to 78, and thereafter oscillates randomly between 8 and 1 (representing

8×10−2 to 1×10−2 eV/Å. All three parameter ratios reduce to below their respective

convergence ratios of 1 at iteration 108. Meeting the convergence criterion appears

to be more a matter of random chance than the result of a consistent downward

trend. There seems little chance of getting down to 10−4 eV/Å (force convergence

ratio 10−2).

This research required DFT relaxation of perovskite slabs of 8, 12 and 14 unit cells

in a vacuum down to atomic forces of less than 10−4 eV/Å, a tolerance derived

in Section 5.3 Force and displacement convergence tolerances. Without manual

intervention, such low tolerances could not be obtained using the CASTEP BFGS

algorithm, or the SIESTA modified Broyden algorithm.

Inspection of the forces during slab relaxations indicated that a manual approach

might succeed where the standard algorithms failed. After the successful manual

relaxation of a simple slab, an automated algorithm, more suited to slabs, was

defined and implemented. This is described in Section A.4 below.
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Figure A.1.: This charts the convergence of iterations of geometry relaxation
across multiple CASTEP DFT runs for a slab of SrTiO3 ×
3/SrRuO3×6/SrTiO3×3. The DFT SCF (self-consistent field) step
electronic energy convergence was set to 10−7 eV per atom. Three
measures of convergence are shown. |F|max (blue, continuous line)
is the maximum residual force on any atom as a ratio of the target.
dE/ion (red, dashed) is the change in total energy averaged per atom,
and |dR|max (green, dotted) is the largest atom move between iter-
ations, both as ratios of their respective targets. Vertical black lines
denote the start of new relaxation runs. From iteration 78 onwards the
residual forces are almost random just above 10−2 eV/Å (force conver-
gence ratio of 1) with no obvious downward trend. There appears to
be little chance of getting down to 10−4 eV/Å (force convergence ratio
10−2). From a subsequent inspection of the forces, it is clear which
moves need to be made to reduce them, but the BFGS algorithm did
not succeed in identifying those moves at any stage of the relaxation.

A.2. Pfrommer BFGS relaxation

In the linear regime the Pfrommer BFGS relaxation process for N atoms with 3N

independent co-ordinates defines a Hessian matrix A as follows:

∆F = A∆X (A.1)

where ∆F is the set of stress tensor ∆σi and atomic force ∆Fi component changes

and ∆X is the set of strain tensor changes ∆εi and atomic fractional coordinate

changes ∆Xi as in Figure A.2.

If the Hessian matrix A is known, it can be inverted to give an inverse Hessian
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∆F =



∆σ1

∆σ2

...

∆σ8

∆σ9

∆F10

∆F11

...

∆F3N+8

∆F3N+9



,∆X =



∆ε1

∆ε2
...

∆ε8

∆ε9

∆X10

∆X11

...

∆X3N+8

∆X3N+9



.

Figure A.2.: Change vector structures for strain/individual atomic displacements
and stress/atomic forces. In this notation ∆σ1 = ∆σ1 1, ∆σ2 = ∆σ1 2

and ∆σ9 = ∆σ3 3 etc.

matrix H such that

∆X = A−1∆F = H∆F (A.2)

which drives the relaxation process.

Care must be exercised during the inversion. The matrix A can be decomposed into

eigenvalues λk and eigenvectors ek, and the inverse matrix would normally then be

specified as

Hij =
∑
k

eki e
k
j

λk
. (A.3)

For a 3D bulk relaxation up to six orthogonal eigenvectors of A form the basis set

for translations and rotations of the entire structure. In an exact representation

of A, the translations have eigenvalues of zero as the force between atoms does

not change on displacing the whole structure. Periodic boundary conditions on the

DFT supercell will normally prevent rotations from having zero eigenvalues. The

corresponding eki e
k
j/λ

k terms must be omitted from the summation in (A.3).

Consider the effect of a set of ion displacements dei which are a multiple d of the

ith non-zero eigenvector ei of A. If the atoms are perturbed from an equilibrium

position then the restoring force must be in exactly the opposite direction to dei.

Hence all the non-zero eigenvalues of H must be negative. Both A and H must

therefore be negative semidefinite matrices (not negative definite because there are

non-zero eigenvectors with zero eigenvalues).
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The stress tensor σ is defined in terms of the individual strain tensor components

εij by

σij =
1

Ω

∂U

∂εij
(A.4)

where U is the energy and Ω the supercell volume as in Knuth et al. (2015) [48]

A.2.1. Structure of the inverse Hessian relaxation matrix

The block structure of the Pfrommer BFGS inverse Hessian relaxation matrix is

illustrated in Figure A.3. The top left block maps stress to changes in strain tensor

components. The bottom right block maps atomic forces to changes in individual

ion fractional supercell coordinates.

H =



C1 1 . . . C1 9 X1 10 . . . X1 3N+9

...
. . .

...
...

. . .
...

C9 1 . . . C9 9 X9 10 . . . X9 3N+9

X10 1 . . . X10 9 H10 10 . . . H10 3N+9

...
. . .

...
...

. . .
...

X3N+9 1 . . . X3N+9 9 H3N+9 10 . . . H3N+9 3N+9


Figure A.3.: Structure of the inverse Hessian relaxation matrix

In normal bulk solids, where all bonds are of somewhat similar strength, the upper

right Xi j cross terms mapping atomic forces to strain changes, and lower left Xi j

cross terms mapping stress to atomic displacements would typically be small, but

may not necessarily be zero. But if a previously relaxed material has a plane of

atoms with weak bonding on one side and strong bonding on the other, a uniform

stretch normal to the plane creates non-zero net atomic forces on some atoms in the

plane which would require significant upper right and lower left Xi j cross terms in

the inverse Hessian.

Pfrommer et al (1997) [67] recommend a specific block-diagonal, initial inverse Hes-

sian matrix which has 9 identical scalar terms on the top left diagonal, relating strain

and stress, and 3×3 blocks on the bottom right diagonal, relating atomic forces to

changes in position.

Starting with this initial inverse Hessian, the n + 1th move is calculated using the
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Pfrommer et al. (1997) [67] formulae

∆Xn = HnFn (A.5)

Xn+1 = Xn + λ∆Xn (A.6)

where λ is determined by a line minimisation. Close to equilibrium, λ = 1 is the

only value used most of the time.

After each step, the new values for the atomic forces are calculated, and the inverse

Hessian is modified using the formula given in [67].

In theory, in the harmonic regime, for a system of N independent atoms, after 3N

moves the BFGS inverse Hessian should be fully developed and the structure fully

relaxed.

A.2.2. Weaknesses of the Pfrommer BFGS approach

applied to slabs

For both slab and bulk solid relaxations, the BFGS inverse Hessian matrix H must

remain negative semidefinite. That is, if v is any non-zero vector then the scalar

s = v∗Hv (A.7)

must be either zero or a negative real number.

For noise-free forces, and displacements from equilibrium in the quadratic regime, H

can be shown to be negative semidefinite by representing v in terms of the orthogonal

eigenvectors em of A and H as

v =
∑
m

Cmem. (A.8)

From (A.3) and (A.8)

v∗Hv =
∑
i

∑
j

∑
k

∑
m

∑
n

(Cm)∗emi

(
eki e

k
j

λk

)
Cnenj . (A.9)

However, the eigenvectors are orthonormal. Hence∑
i

emi e
k
i = δmk
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and

∑
j

ekj e
n
j = δkn. (A.10)

Thus

v∗Hv =
∑
m

(Cm)∗
(

1

λm

)
Cm

∑
m

=
(Cm)∗ Cm

λm
. (A.11)

(Cm)∗ Cm is positive. From Section A.2 Pfrommer BFGS relaxation, all the eigenval-

ues λm of A are negative or zero. The eigenvectors corresponding to zero eigenvalues

of A are not used in the construction of H. Hence for any v, which is a linear com-

bination solely of such excluded eigenvectors, the effective eigenvalue of H is zero.

Hence

v∗Hv 6 0 (A.12)

and H is therefore negative semidefinite, not negative definite.

After each move, CASTEP performs an indirect check that H is still negative

semidefinite. Although detailed checking confirmed that CASTEP accurately im-

plements the Pfrommer BFGS algorithm, for the slabs of interest, the check that H

was negative semidefinite failed every 4 or 5 moves. This results in a reset of H to

its initial values. Working closely with members of the CASTEP development team

did not enable them to identify a potential fix for the problem. Although the exact

cause of the failure to stay negative semidefinite is unknown, it may be related to

noise in the forces. It is relevant to some of the problems in relaxing slabs discussed

below.

One specific difference between relaxations of slabs and bulk systems is the pres-

ence of a null move. This consists of a change in strain in the z direction, normal

to the slab, exactly counterbalanced by changes to z atomic fractional coordinates.

Although both changes are non-zero, there is no change to the relative position of

bonded atoms, measured in Ångstroms, but the size of the DFT supercell vacuum

region is no longer the same. If the corresponding eigenmode is not removed dur-

ing incremental updating of the inverse Hessian, it can potentially cause numerical

problems as the corresponding inverse Hessian eigenvalue diverges.

Another problem arises because average strain in a slab is directly caused by the
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movements of surface atoms, and not those in the interior of the slab.

For a bulk solid at equilibrium, the forces on each atom are zero. Applying a

small tensile strain, in the direction of one unit cell lattice vector, will produce a

proportionate stress. If the bulk solid consists of only one type of atom, this should

produce no net atomic forces. If the bulk solid consists of multiple atomic types,

and all bonds are of similar strength, it will produce only small net atomic forces,

as forces from stretched bonds in one direction will mainly be offset by forces from

stretched bonds in the opposite direction. However, the stress and crystal energy

will increase as the crystal is stretched relative to the lowest energy equilibrium

configuration. Application of the initial inverse Hessian to the stress tensor of the

strained material defines a change in strain approximately equal and opposite to the

original strain applied, leaving small local atomic forces to be relaxed away.

A slab at equilibrium does not behave the same way. A small tensile strain nor-

mal to the slab surface will not only cause a proportionate stress, but also a net

force towards the slab centre on atoms at the slab surface. These atoms have no

outward-facing bonds to counterbalance the inward force due to the stretched inside

bonds. The multiplication of the stress and atomic force vector by the initial inverse

Hessian will define, not only a recommended strain change, but also superfluous

fractional coordinate moves to slab surface atoms. In the next iteration, the forces

on the atoms in a plane are transmitted, diluted, to the next inward atomic plane,

and so on. In theory, the dynamic updates to the inverse Hessian will eventually

introduce cross terms between stress and atomic moves in fractional coordinates,

and between surface atom atomic forces and strain. Although these should lead to

an effective inverse Hessian for the slab, this did not happen in one run with a full

set of BFGS output traces, prevented by resets of the inverse Hessian, which was no

longer negative semidefinite after each 4 or 5 relaxation iterations.

Suppressing changes to supercell lattice constants, to switch off the processing of

stress and strain, also fails. Strain-like distortions of the whole slab would be present,

for example, if the lattice parameter normal to the surface were incorrect. These

must then be relaxed by motions of individual atoms, related to the atomic forces via

the lower right-hand block of the inverse Hessian matrix. Unfortunately, the only

large net atomic forces present in a strained slab are those on the surface layers;

the bonds inside the slab are stretched too, but bulk atoms have similar forces in

opposite directions which mainly offset each other to leave a much smaller net force.

To correct the larger forces on only the surface atoms requires correlated moves of

at least (N − 1)/2 atoms before the BFGS inverse Hessian is fully developed. When

there is significant noise in the DFT forces, to develop such a correlated move from

the initial inverse Hessian is difficult. The relaxation of a stretched slab produces
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waves of atomic moves towards the centre, decaying as they propagate.

As the relaxation proceeds, and the atomic forces reduce, the finer-resolution updates

to the inverse Hessian matrix take place at decreasing force signal-to-noise ratios,

also making optimum convergence less likely.

A slab can be viewed as a system for which, applying the usual DFT periodic

boundary conditions, the bond via the vacuum between the two slab surfaces is just

extremely weak. Other systems contain both weak and strong bonds, such as an

array of molecules bonded together by Van der Waals forces. Therefore, for these

systems, similar problems are expected to arise and the standard Pfrommer BFGS

algorithm may not be effective.

A.3. Modified Broyden relaxation

Johnson (1988) [39] developed a modified version of the Broyden (1965) quasi-

Newton minimisation method [13] for coupled systems of non-linear equations. This

combined Srivastava‘s (1984) [86] modifications to the Broyden method which min-

imised use of memory with Vanderbilt and Louie‘s (1984) [95] process and conver-

gence improvements to Broyden. Although emphasising the application of the mod-

ified Broyden method to electronic-structure energy minimisation, Johnson notes

that it can also be used for molecular-dynamics simulations.

Johnson defines modifications to the Broyden algorithm using a Jacobian matrix,

whereas Pfrommer [67] defines enhancements to BFGS using a Hessian. However, a

Hessian is the Jacobian of a gradient, and the Jacobian of a force vector is equivalent

to the Hessian of an energy scalar. In contrast to the failure of Pfrommer BFGS

relaxation, the reasons why modified Broyden relaxation failed for our slabs were

not investigated in detail. Since modified Broyden works well for bulk materials, it is

reasonable to suppose that it also combines stress to strain mapping with mapping

of individual atomic forces to atomic position changes. If correct, the failure of

modified Broyden to relax thick slabs is likely to be due to similar causes as for

Pfrommer BFGS. Both the presence of a null move, causing divergence, and the

interference of surface atom forces and positions with standard stress and strain

processing, are likely to contribute to the failure to relax the slabs used in this

project, as described in Section A.2.2 Weaknesses of the Pfrommer BFGS approach

applied to slabs.
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A.4. The two-phase Hessian approach

A more robust approach to high precision relaxation of a slab in a vacuum is to

completely determine the inverse Hessian matrix at a relatively large force signal-

to-noise ratio before using it to drive the relaxation of the structure in a second,

separate phase. The better force signal-to-noise ratio results in a more accurate

inverse Hessian than one built dynamically during relaxation, allowing convergence

to a lower force tolerance.

The stress/strain mapping is dropped from the inverse Hessian. In its place, the

algorithm relies on sufficient precision in the formation of the Hessian matrix to

identify relaxation modes involving moves of most of the atoms in the structure.

This enables the algorithm to respond to stresses induced by a pure strain without

incorporating an explicit strain/stress mapping. Hence the process uses a fixed su-

percell lattice vector in the direction normal to the slab surface. This approach is

suitable only for slabs and not for bulk materials, for which the stress/strain pro-

cessing is relatively independent of that for atomic forces and fractional coordinate

positions.

An effective two-phase automatic method of performing 1D relaxations in the direc-

tion perpendicular to the surface of the slab is as follows:

Phase I – Hessian discovery and processing

1. A DFT run is performed for a base configuration with fractional coordinates

Xbase, producing forces Fbase. For the ith independent atomic coordinate the

positions and forces are Xbase
i and F base

i . Each atomic coordinate specifies

the position along the axis normal to the slab of one atom, or a set of atoms

constrained to the same coordinate.

2. A series of DFT runs is performed, equal in number to N , the number of

independent atomic coordinates, during each of which only a single indepen-

dent coordinate is temporarily displaced from the base atomic coordinates

by a displacement h, chosen as described below. The nth run uses atomic

fractional coordinates Xn of which the ith coordinate is Xn
i where:

Xn
i =Xbase

i (i 6= n)

Xn
n =Xbase

n + h (A.13)

and results in forces Fn.
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3. The changes in all atomic forces for each displacement are calculated using:

∆F n
i = F n

i − F base
i . (A.14)

4. The Hessian matrix A is defined by

Ani = ∆F n
i /h. (A.15)

5. The Hessian matrix A is decomposed into normalised eigenvectors ek, each

with eigenvalue λk.

6. The eigenvectors representing translations (and zero-eigenvalue rotations if

there are any) are dropped as described in Section A.2 Pfrommer BFGS

relaxation above. They can be identified as described below. The null move-

ment mode referred to earlier (where individual atomic moves exactly coun-

teract a change in strain) is not present, because the Hessian and inverse

Hessian do not explicitly include elements relating to strain and stress.

7. All other eigenvalues and eigenvectors are used to build the inverse Hessian

H using

Hij =
∑
k

eki e
k
j

λk
. (A.16)

from (A.3) above. This inverse Hessian is never changed during the phase 2

slab relaxation below.

Phase 2 – Slab relaxation

8. The atomic positions within the slab are now relaxed iteratively using

Xr+1 = Xr +HFr (A.17)

where r is the relaxation iteration number, X0 = Xbase and F0 = Fbase, until

the largest residual error is within a factor of 10 of the noise expected in each

element.

9. The atomic positions within the slab are now relaxed iteratively using a

lower proportion, 0.3, of the calculated move:

Xr+1 = Xr + 0.3×HFr, (A.18)

until either the desired force convergence tolerance has been reached, or the

DFT steps show no systematic reduction in residual force. This is a steepest
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descent algorithm using the H discovered from phase 1 as a preconditioner.

0.3 is just a factor which works well across later relaxation steps, because it

reduces the impact of a large move based solely on a random high level of

force noise in one coordinate.

10. If the desired force convergence tolerance has not been reached, consider

reducing the force noise in each step by one or both of:

• increasing the energy cut off

• applying specific DFT code egg-box removal techniques (discussed be-

low).

and then performing further relaxation steps.

If the desired residual force threshold is not reached in a reasonable number of phase

2 relaxation iterations, the process is now repeated from the first phase 1 step, using

the atomic configuration with the lowest maximum residual force as the new base

configuration.

A.4.1. Phase 1 – Hessian discovery and processing

The Hessian discovery step size h needs to be chosen to be sufficiently large to give

a good force signal-to-noise ratio (recommended to be in the range of 30 to 100) for

the largest force change on any atom in each phase 1 Hessian discovery step. It must

also be sufficiently small to stay within the linear displacement/force region around

equilibrium, if the initial atomic starting positions permit this. Values for h were

typically chosen to result in temporary displacements of 3× 10−3 Å. The step size,

h, was kept constant for all atomic coordinate changes during the Hessian discovery

phase.

Using a constant step size h in all phase 1 discovery steps results in a varying force

signal-to-noise ratio across discovery steps. A temporary displacement h of certain

single atomic coordinates results in a bigger maximum force change on any atom

than is produced by the same displacement of other single atomic coordinates. For

the second and subsequent times through the two phase process, for each discovery

step, h could be varied inversely with the maximum force change produced for

that step the first time through. This would result in similar absolute values for

the largest resulting atomic force change for every discovery step, and provide a

consistent maximum force signal-to-noise ratio across steps. This enhancement was

not implemented.

In the 1D case, the single translational eigenvector, to be removed from inverse

Hessian construction, should have an eigenvalue close to zero. It will also have
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similar values for each eigenvector element.

In the 3D case, there will be three orthogonal translational eigenvectors, all with

eigenvalues close to zero. The translational eigenvectors’ separate x, y and z compo-

nents should independently have nearly constant elements within that component.

Periodic boundary conditions should ensure that rotations within a DFT supercell

have non-zero eigenvalues.

Figure A.4.: This chart represents the 1D relaxation of a PTO×4/SRO×6/PTO×4
slab, surrounded by vacuum. The in-plane x and y coordinates of the
atomic positions are fixed. For the six eigenvectors of the 1D Hessian
with the least negative eigenvalues, the eigenvector coefficient is plot-
ted against the z fractional coordinate of the atom represented by that
eigenvector element. The flat eigenvector with eigenvalue 0.68 repre-
sents the single 1D translation. All other eigenvectors approximate to
cosine waves whose spatial frequencies (proportional to the number of
crossings of zero) increase monotonically with more negative eigenval-
ues. The lines are smoothed using splines, with no markers on the
points. This produces a clear chart, but also multiple values, where the
two atom types in the same plane have similar z fractional coordinates,
but different eigenvector element values.

Figure A.4 shows the Hessian eigenvectors for a 1D, PTO×4/SRO×6/PTO×4 slab

relaxation. The in-plane x and y coordinates of the atomic positions are fixed.

Each eigenvector coefficient is plotted on the chart y-axis against the z fractional

coordinates of the atom corresponding to that eigenvector element. The two dif-

ferent atomic types in each atomic plane have similar z coordinates but different

eigenvector element values. The lines are smoothed using splines with no markers

on the points. This produces a clear chart, but also multiple values for some frac-

tional coordinates, where multiple atoms in the same plane have similar fractional

coordinates but different eigenvector coefficients.

The 6 eigenvectors of the 1D Hessian with the least negative eigenvalues are dis-

played. The single translational mode, represented by the flat, dark blue line, has
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an eigenvalue of 0.68 – close to zero as expected. The cosinusoidal modes on the

chart represent negative Hessian eigenvalues whose eigenvector elements average to

zero. Their spatial frequencies increase monotonically as the eigenvalues become

more negative.

The two-phase Hessian approach can succeed, without incorporating the explicit re-

lationship between stress and strain into the inverse Hessian, because the relaxation

process is now accurate enough to generate automatically the set of atomic moves

required to eliminate linear stress and strain.

If the base structure starts too far from equilibrium, the change in forces used

to build the Hessian may not be linear with the additional displacements and the

residual force convergence target may not be reached. Further, the noise in the forces

in the Hessian discovery steps can magnify particular cross-terms in the Hessian,

which can shift Hessian eigenvalues, which ought to be negative, closer to zero.

The quality of the discovered Hessian can be evaluated by examination of its eigen-

values and eigenvectors, and the matrix should be symmetric. For eigenvectors

which should not be discarded, eigenvalues which are positive or too close to zero

are signs that the inverse Hessian quality will not be good enough to relax to a tight

residual force tolerance. However, in 1D relaxations, using the phase 1 inverse Hes-

sian in a phase 2 relaxation always lowered the residual forces somewhat, even if the

discovered Hessian was not ideal. The partially-relaxed atomic configuration with

the lowest residual forces was then selected as the new base atomic configuration,

and the entire procedure repeated.

Eigensystem decomposition instead of SVD (singular value decomposition) was used

in an exploratory manual relaxation of a slab, and use continued by default in

the automated, two-phase, Hessian relaxation process. It helped build an intuitive

understanding of the quality of the Hessian.

A.4.2. Phase 2 – Slab relaxation

In theory, if the forces are perfectly linear with the displacement from equilibrium,

a single application of H to the forces in the base configuration DFT step will

completely relax the forces to zero. However, although the complete inverse Hessian

H has a lower signal-to-noise ratio than an inverse Hessian generated dynamically

using the Pfrommer BFGS algorithm, it is still not perfect. Further, the residual

forces, to which H is applied, also contain noise. Hence multiple iterations are

necessary.

Problems were encountered iteratively applying H to low residual forces, just above

the convergence tolerance. Hence, from that point, a fraction 0.3 of the calculated
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move was applied, until the target residual force was reached, or there was no further

reduction in residual forces. Using a ball and spring model with Gaussian force noise

applied, investigations showed that it is best to allow the initial relaxation steps to

use the full move, changing to a fraction only 0.3 once the maximum residual force

on any atom reduces to an order of magnitude larger than the estimate of residual

force noise.

A.4.2.1. Reducing force noise

A prerequisite to low force noise is to have a tight energy-change tolerance between

charge self-consistency steps. 10−9 eV per atom was used for all SIESTA relax-

ations. However, this tight tolerance did not result in relaxation of thick slabs to

sufficiently low atomic forces when used with the modified Broyden relaxation algo-

rithm of SIESTA or the BFGS algorithm of CASTEP.

During the later relaxation steps, the residual forces become lower, and the re-

laxation less effective, because the force signal-to-noise ratio also reduces. At this

point, the force signal-to-noise ratio can be improved in various ways.

Increasing the energy cut off will directly reduce the force noise, as it increases

the resolution of the DFT real-space grid(s). Increasing the energy cut off part-

way through phase 2 relaxation temporarily increases the residual forces, because

the equilibrium atomic configuration also changes slightly. However, after a few

relaxation steps, the residual force will be reduced below that before the increase.

See Figure A.5 on page 204.

In DFT codes, small changes in nuclear positions with respect to the real-space

integration grid cause significant energy changes – the egg-box effect described in

Junquera’s slides [42] and in Ruiz-Serrano et al (2012) [76]. Apart from increasing

the energy cut off, specific DFT codes have specific ways of reducing the impact of

the egg-box effect.

In SIESTA, egg-box noise can be reduced by specifying a set of real-space grid

fractional offsets with regular spacing at which forces are recalculated. Taking the

average of the results for all fractional offsets often reduces the force noise by one

or two orders of magnitude, though sometimes this is not effective unless the energy

cut off is also increased. CASTEP and other plane wave codes use a real-space fine

grid with a resolution which can be altered independently, both of the energy cut

off, and of the standard grid scale used for the reciprocal-space grid. Increasing the

real-space fine grid resolution reduces egg-box force noise.

SIESTA provides the total of forces along each lattice vector direction for each DFT
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step – referred to below as the “total force discrepancy from zero”. Physically the

total should be zero, but in a SIESTA DFT step it often is not. However, when

relaxing a centred atomic configuration showing inversion symmetry, the total force

discrepancy from zero in each lattice vector direction can be zero or very low. This

does not necessarily indicate low force noise, just that most force noise on one atom

is not random, and is equal, and in the opposite direction, to the force noise on its

inversion-symmetric partner atom, as egg-box effect force noise would be. A similar

effect was seen in CASTEP during DFT runs to analyse force noise. Displacing the

entire atomic configuration slightly from the centre may expose a higher total force

discrepancy from zero.

The two-phase Hessian techniques above enable most of the processing, including

Hessian discovery, to be performed efficiently at higher absolute force noise, but,

by using an appropriate discovery step size h, still with large force signal-to-noise

ratios. More expensive, lower-noise steps are required only towards the end of the

relaxation, optimising overall efficiency.

A.4.3. Number of DFT steps

The number of DFT job steps for phase 1 Hessian discovery is the number of inde-

pendent atomic coordinates plus one. For a well-formed inverse Hessian, the number

of phase 2 relaxation steps should be independent of the number of atoms. Typically,

30 to 50 relaxation steps sufficed for perovskite slabs of 42 to 72 atoms.

The number of SCF (DFT self consistent field) iterations per job step is greatest

for the initial base run. Thereafter, re-use of wave function or density output files

as input to subsequent steps reduces the number of SCF iterations. The phase

1 (Hessian discovery) second and subsequent DFT steps take approximately the

same time. However, each fractional real-space grid offset contributing towards the

average of forces, as described in A.4.2 above, requires a similar time to an SCF

iteration.

Although relaxation steps take less time as the phase 2 relaxation proceeds, the

constant processing time for the force calculation at multiple fractional offsets starts

to dominate the reducing number of SCF iterations per DFT relaxation step. If

higher energy cut offs and/or more real-space grid offsets are used to reduce force

noise in the later DFT relaxation steps, each subsequent step will be considerably

slower than earlier steps.

The number of steps cannot readily be compared with those of Pfrommer BFGS

(CASTEP) or modified Broyden (SIESTA) as neither of these provided the desired

convergence for perovskite slabs without manual intervention.
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A.5. Two-phase Hessian relaxation results

Figure A.5.: This chart shows the progress of the 1D two-phase Hessian convergence

for an STO×4/SRO×6/STO×4, 72 atom slab with field 1V/Å using 61
k points, down to a maximum force on any atom of 1.2×10−5 eV/Å. The
relaxation iteration number shown is the phase 2 relaxation iteration,
before which, all 59 phase 1 Hessian discovery steps were run. During
the relaxation, parameters affecting the force noise were changed twice.
The number of offsets from each grid point at which forces are calcu-
lated and averaged was doubled from 40 to 80 at iteration 15, which did
not disrupt the relaxation. The energy cut-off, which also determines
the real-space grid spacing, was changed from 1,600 eV to 6,400 eV at
iteration 31, causing an immediate increase in the residual force after
which the downward movement resumed.

The convergence of the relaxation for an STO×4/SRO×6/STO×4, 72 atom slab

with external applied field of 1V/Å is shown in Figure A.5. Compared to the

results obtained using the initial parameters, parameter changes to reduce the noise

in the forces restored the downwards convergence, enabling a reduction in residual

forces of a further two orders of magnitude.

Using the two-phase Hessian algorithm, the slabs of interest to this research were

relaxed to well below the target of 10−4 eV/Å using SIESTA 4.1-b3. See Table

6.1 on page 123, in which all slabs were relaxed using this process, except for the

STO×2/SRO×4/STO×2 slab with no field. Typically, multiple two-phase Hessian

runs were required. This compared favourably with those few SIESTA relaxation

runs using the modified Broyden method which came close to a higher atomic force

convergence target of 2 × 10−4. But, in those cases, the slab had to be manually

(de-)strained multiple times to remove obvious stress before this target could be

reached.
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A.6. BFGS 1D ball and spring model

investigations

To provide further insight, the Pfrommer BFGS and two-phase Hessian relaxation

algorithms were tested on a simple 1D ball and spring relaxation model. The 1D

slabs studied consisted of chains of up to 29 atoms joined by harmonic springs with

arbitrary, non-regular, initial spacing and variable Gaussian force noise. The Pfrom-

mer BFGS algorithm was tested, both with and without stress/strain processing.

The model was implemented in Java and interfaced to a Java BFGS package, which

had been written previously to confirm the CASTEP implementation of the Pfrom-

mer BFGS algorithm, and was thus known in advance to correspond to it.
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A.6.1. 1D ball and spring model theory

The model has N springs connecting N+1 atoms in a line. Each spring has a spring

constant of s and an equilibrium length of a. The model implementation assumed

s and a were both 1 with no loss of generality.

The length li of the ith spring is

li = a(1 + εi) (A.19)

= a(1 + ε̄+ ε′i) (A.20)

where εi is the strain on spring i, ε̄ the mean strain across all springs and ε′i the

strain on spring i over and above the mean strain. Thus

ε̄ =
1

N

N∑
j=1

εj (A.21)

=
1

Na

N∑
j=1

(lj − a) (A.22)

and

N∑
j=1

ε′j = 0. (A.23)

The position of the first, leftmost atom is fixed at the origin. The displacement Xi+1

of the i+ 1th atom is specified in terms of the length of all springs to its left where

X1 = 0 (A.24)

Xi+1 =
i∑

j=1

a(1 + εj) (1 ≤ i ≤ N). (A.25)

Note that the Xis are not expressed as fractional coordinates in this model.
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A = s



−1 1 0 . . . 0 0

1 −2 1 . . . 0 0

0 1 −2 . . . 0 0
...

...
...

. . .
...

...

0 0 0 . . . −2 1

0 0 0 . . . 1 −1


Figure A.6.: Structure of Hessian relaxation matrix for the 1D ball-and-spring

model. Explicit mappings were developed for stress and strain. These
were not incorporated into the ball and spring Hessian or inverse
Hessian.

From (A.4) the overall stress is

σ̄ =
1

Na

(
∂U

∂ε̄

)
(A.26)

where the energy U is given by

U =
1

2
sa2

N∑
j=1

(ε̄+ ε′j)
2 (A.27)

=⇒ σ̄ = saε̄

= s
XN+1 −X1 −Na

Na
. (A.28)

The force Fi on the ith atom is

F1 = sa(ε1) = s (X2 −X1 − a) (i = 1)

Fi = sa(εi − εi−1) = s (Xi+1 − 2Xi +Xi−1) (2 ≤ i ≤ N)

FN+1 = −sa(εN) = −s (XN+1 −XN − a) (i = N + 1) (A.29)

where Xi is the position of the ith atom. This gives an exact Hessian matrix (which

excludes stress/strain contributions) of the form shown in Figure A.6. Gaussian

noise was added independently to each force element value calculated from this

matrix. No attempt was made to simulate DFT egg-box effect noise.
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A.6.2. Results from 1D ball and spring model

For a bulk material there was no measurable benefit in adopting the two-phase

Hessian approach over and above the Pfrommer BFGS algorithm.

For convergence criteria close to the expected norm of the force noise vector, the

results of all approaches were somewhat random, as convergence and the number

of iterations depend largely on random chance. Both the Pfrommer BFGS and

two-phase Hessian algorithms gave rapid convergence down to a level an order or

magnitude above the force noise. Thereafter, as expected, convergence was slower,

and success more random.

For slabs, the Pfrommer BFGS algorithm did not necessarily fail due to the in-

termixing of stress/strain and atomic displacements/forces. However, there were

significantly more numerical problems than with the two-phase Hessian approach.

The two-phase Hessian approach gave maximum benefits close to the noise level

when only 0.3 of the calculated displacement was applied in the following iteration.

This technique enabled convergence to lower residual forces than either the Pfrom-

mer BFGS approach or the two-phase Hessian approach when the full calculated

displacement was always used.

The two-phase Hessian approach appeared to perform similarly in real DFT runs

and in ball and spring model runs. However, Pfrommer BFGS relaxation succeeded

much less often in real DFT runs than in ball and spring model runs with Gaussian

force noise. Implementation of simulated egg-box noise might have produced a closer

match with DFT run characteristics.

A.7. Two-phase Hessian relaxation conclusions

The two-phase Hessian approach works well for slabs not successfully relaxed by the

modified Broyden or Pfrommer BFGS algorithms. It could also be useful for bulk

materials where very low residual forces are more important than run time. The

inverse Hessian matrix derived using individual atom moves is constructed from

forces with high (30 to 100) signal-to-noise ratios. In the standard Pfrommer BFGS

algorithm the residual forces (i.e. signal), used to dynamically update the inverse

Hessian, reduce as the relaxation proceeds, whereas the force noise remains constant.

The reduced signal to noise ratio degrades dynamic updates applied to the inverse

Hessian during the later relaxation steps.

If the two-phase Hessian algorithm is operating in the linear force regime, it is more
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robust and relaxes to lower residual forces than standard Pfrommer BFGS. If outside

the linear force regime, the full two-phase Hessian process needs to be repeated.

The two-phase Hessian procedure allows for increasing the force signal-to-noise ratio

towards the end of the relaxation, by increasing the energy cutoff and/or taking

additional measures to counter egg-box effects. This can reduce the residual forces

efficiently, incurring the overhead of increased calculation only when necessary. In

principle this could also be implemented in the Pfrommer BFGS algorithm, but

care would be necessary to avoid updating the dynamic inverse Hessian for the step

during which a higher energy cut off was first used, as the forces would change

purely because of a new equilibrium atomic configuration caused by the higher

energy cut off. This would cause a bad inverse Hessian update for that step. Similar

considerations apply to modified Broyden.
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B. Other PDOS Charts
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B.1. STO×2/SRO×4/STO×2 slab at 0.5 V/Å

Figure B.1.: Projected DOS for O ions (1 of 2) for an STO×2/SRO×4/STO×2 slab

at an applied external electric field of 0.5 V/Å. See caption for Figure
B.2.
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Figure B.2.: Projected DOS for O ions (2 of 2) for an STO×2/SRO×4/STO×2

slab at an applied external electric field of 0.5 V/Å. Except for the
lower separation in energy between the field and no-field PDOS, the
corresponding atoms on this chart and on Figure B.1 are very similar
to those for O ions in Figures 6.7 and 6.8.
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Figure B.3.: Projected DOS for Sr ions for an STO×2/SRO×4/STO×2 slab at an

applied external electric field of 0.5 V/Å. Except for the lower separa-
tion in energy between the field and no-field PDOS, this chart is very
similar to the PDOS for O ions in Figure 6.9.
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Figure B.4.: Projected DOS for Ru ions for an STO×2/SRO×4/STO×2 slab at an

applied external electric field of 0.5 V/Å. Except for the lower separa-
tion in energy between the field and no-field PDOS, this chart is very
similar to the PDOS for Ru ions in Figure 6.10.

Figure B.5.: Projected DOS for Ti ions for an STO×2/SRO×4/STO×2 slab at an

applied external electric field of 0.5 V/Å. The Ti 1 and 4 peaks in this
chart are more pronounced than the corresponding peaks for Ti 1 and
8 in Figure 6.11.
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B.2. STO×4/SRO×6/STO×4 slab at 2.37 V/Å

Figure B.6.: Projected DOS for O ions (1 of 2) for an STO×4/SRO×6/STO×4 slab

at an applied external electric field of 2.37 V/Å. See Figure B.7.
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Figure B.7.: Projected DOS for O ions (2 of 2) for an STO×4/SRO×6/STO×4 slab

at an applied external electric field of 2.37 V/Å. The PDOS with field
(red) for the surface O 1 in Figure B.6 has a significantly higher peak
than O 43 on this chart. Apart from the expected increased separation,
these charts are similar to the PDOS for O ions in Figures 6.7 and 6.8.
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Figure B.8.: Projected DOS for Sr ions for an STO×4/SRO×6/STO×4 slab at an

applied external electric field of 2.37 V/Å. As for the O 1 and O 43, the
PDOS for Sr 1 with field (red line) peaks a little higher at an energy of
-7.5 eV than does Sr 15 at the corresponding energy of -7.3 eV.
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Figure B.9.: Projected DOS for Ru ions for an STO×4/SRO×6/STO×4 slab at an

applied external electric field of 2.37 V/Å. This chart shows a slight
energy shift separation between field (red) and no field (blue) lines.
Because the conductor interfaces should fully screen the interior, no
separation would normally be expected. However, the separation is
consistent with the asymmetry discussed in Section 6.6.1 Asymmetry
of the inverse permittivity peaks and voltage drop.
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Figure B.10.: Projected DOS for Ti ions for an STO×4/SRO×6/STO×4 slab at an

applied external electric field of 2.37 V/Å. The possible surface states
at the Fermi level in the projection on to Ti 1 have a larger overlap
with the Fermi level than in Figure 6.11 and the conduction bands on
Ti 2–4 are rather closer to the Fermi level, and almost touching it.
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B.3. PTO×4/SRO×6/PTO×4 slab at 1.0 V/Å

Figure B.11.: Projected DOS for O ions (1 of 2) for a PTO×4/SRO×6/PTO×4 slab

at an applied external electric field of 1.0 V/Å. See Figure B.12.

220



Figure B.12.: Projected DOS for O ions (2 of 2) for an PTO×4/SRO×6/PTO×4

slab at an applied external electric field of 1.0 V/Å. The PDOS in this
chart and in Figure B.11 are very similar to the PDOS for O ions in
Figures 6.7 and 6.8.
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Figure B.13.: Projected DOS for Sr ions for an PTO×4/SRO×6/PTO×4 slab at an

applied external electric field of 1.0 V/Å. The PDOS profiles in this
chart are very similar to the PDOS for Sr 5–11 in the SRO central
conducting region of Figure 6.9.
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Figure B.14.: Projected DOS for Ru ions for an PTO×4/SRO×6/PTO×4 slab at

an applied external electric field of 1.0 V/Å. The PDOS profiles in this
chart are very similar to the PDOS for Ru ions in Figure 6.10.
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Figure B.15.: Projected DOS for Ti ions for an PTO×4/SRO×6/PTO×4 slab at an

applied external electric field of 1.0 V/Å. The PDOS profiles in this
chart are very similar to the PDOS for the Ti ions in Figure 6.11.
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Figure B.16.: Projected DOS for the Pb ions for a PTO×4/SRO×6/PTO×4 slab

with an applied external electric field of 1.0 V/Å. As expected, the
Pb PDOS profiles in this chart are very different from the Sr PDOS
profiles for Sr 1–4 and 12–15 in STO dielectric regions in Figure 6.9 .
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B.4. STO×12 slab at applied field of 1.24 V/Å

Figure B.17.: Projected DOS 1 of 2 for O ions for an STO×12 slab at an applied

external electric field of 1.24 V/Å. See Figure B.18.
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Figure B.18.: Projected DOS 2 of 2 for O ions for an STO×12 slab at an applied

external electric field of 1.24 V/Å. The energy shift (from red to blue
line) is reversed between O 1 and O 2 (/O 3) and between O 37 and
O 35 (/O 36). Something is screening the interior, because the O
energy shifts on applying the external field are much less than for the
dielectric regions O 1–13 and O 31–43 in the slab with lower field in
Figures 6.7 and 6.8.
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Figure B.19.: Projected DOS for Sr ions for an STO×12 slab at an applied external

electric field of 1.24 V/Å. Something is screening the external field
from the slab interior, because the Sr energy shifts on applying the
external field are much less than for dielectric regions Sr 1–4 and Sr
12–15 in the slab with lower field in Figure 6.9.
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Figure B.20.: Projected DOS for Ti ions for an STO×12 slab at an applied external

electric field of 1.24 V/Å. Something is screening the external field
from the slab interior, because the Ti energy shifts on applying the
external field are much less than for dielectric regions Ti 1–4 and Ti
5–8 in the slab with lower field in Figure 6.11.
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B.5. PTO×12 slab at applied field of 1.1 V/Å

Figure B.21.: Projected DOS 1 of 2 for O ions for an PTO×12 slab at an applied

external electric field of 1.1 V/Å. See Figure B.22.
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Figure B.22.: Projected DOS 2 of 2 for O ions for an PTO×12 slab at an applied

external electric field of 1.1 V/Å. The energy shift throughout the slab
is reversed when compared with Figures 6.7 and 6.8. The slab shows
signs of ferroelectricity. See Section 6.9.2 Results for dielectric-only
PTO×12 slab at 1.1 V/Å.
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Figure B.23.: Projected DOS for Pb ions for an PTO×12 slab at an applied external

electric field of 1.1 V/Å. The energy shift throughout the slab is re-
versed when compared with the energy shifts for the dielectric regions
in Figures 6.7 through 6.11. The slab shows signs of ferroelectricity.
See Section 6.9.2 Results for dielectric-only PTO×12 slab at 1.1 V/Å.
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Figure B.24.: Projected DOS for Ti ions for an PTO×12 slab at an applied exter-

nal electric field of 1.1 V/Å. The energy shift throughout the slab is
reversed when compared with the energy shifts for the Ti ions (all in
dielectric regions) in Figure 6.11. The slab shows signs of ferroelec-
tricity. See Section 6.9.2 Results for dielectric-only PTO×12 slab at
1.1 V/Å.
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C. Analysis Methods Not Used

The following method of analysing DFT run output were considered unsuitable for

this project.

C.1. Wannier functions

Wannier functions [59] can be considered as a means of representing the positions

of electronic charge associated with individual nuclei. They represent a linear com-

bination of positions of molecular orbitals, and are highly localised in insulators,

potentially allowing straightforward calculation of polarisation when moving under

the influence of an external electric field.

However, capacitors also contain conductors for which localised Wannier functions

cannot be generated. Wannier functions were thus excluded from consideration as

a means of calculating polarisation and potentials for this research.

C.2. Potential profile from maximum

inter-nuclear potential

The DFT output electrostatic potential file contains the sum of the Hartree potential

and the local pseudopotential. From this file the electrostatic potential was averaged

over all xy planes. The maxima of this averaged potential, and the z position

of the each maximum were obtained. These are located approximately midway

between adjacent nuclear planes (e.g between SrO and TiO2 or RuO2 planes in a

slab consisting of SRO + STO layers).

Although, on application of an external electric field, this approach gives a potential

shift consistent with the PDOS energy shifts, it has a drawback. In the z dimen-

sion the slab consists of planes containing Sr A-site cations alternating with planes

containing Ru or Ti B-site cations. If an electric field causes one of these cation

types to move further than the other (e.g. as the result of a greater Born dynamic

charge), some inter-ion plane gaps may reduce or expand more than others. Since

the potential increases the further an electron is from the nearest ion, the inter-

nuclear potential contains noise due to expected relative ion movement, masking
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the desired signal from interfacial effects. Further, the oscillations will be higher for

higher fields, which have the most significance for this project.

The effect above is very marked and typically results in potential profiles similar to

that in Figure C.1.

Figure C.1.: Internuclear potential change for a PTO×4/SRO×6/PSTO×4 slab
with no initial field, on application of an external electric field of 1.0
V/Å. The higher the electric field the greater the oscillations between
the odd and even index data points.

Although the even and odd index data points can be averaged, the smoothed result

does not match the precision obtained using potential shift from the PDOS, or by

analysing the changes in the minimum potential around the nuclei.

Hence the results from this method have been omitted from Chapter 6 Interfacial

Capacitor Simulation Results.
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D. SIESTA Implementation

Details

D.1. SIESTA projected densities of states

The SIESTA [85] COOP.write (crystal-orbital overlap write) option allows a wave

function file (.FULLBZ.WFSX) to be produced. The SIESTA utility “mprop” as-

sociated with Crystal-Orbital Overlap and Hamilton Populations (COOP/COHP)

can project the wave functions on to basis set atomic-like orbitals. This produces a

projected density of states distribution across a range of energies. This facility has

been used in this research to project the molecular orbital wave functions on to all

orbitals of the basis set on individual atoms.

D.2. Sample SIESTA input file

The following input file has been chosen as a sample as it contains definitions for all

ion types used in this project (O, Pb, Ru, Sr, Ti). Explanations of input parameters

can be found in the SIESTA 4.1b3 manual [4].

#General system specifications

SystemName SROx6 PTOx8 slab relax field 1.0 V per Ang

SystemLabel SlabAutoRelax.base

Diag.ParallelOverK True

WriteForces True

WriteMDhistory True

NumberOfAtoms 72

NumberOfSpecies 5

\%block ChemicalSpeciesLabel

1 8 O # Species index, atomic num, label

2 22 Ti
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3 38 Sr

4 44 Ru

5 82 Pb

\%endblock ChemicalSpeciesLabel

#Atomic coordinates

AtomicCoordinatesFormat Fractional

#Structure definition

LatticeConstant 3.894600 Ang

\%block LatticeVectors

1.0 0.0 0.0

0.0 1.0 0.0

0.0 0.0 20.000000

\%endblock LatticeVectors

\%block AtomicCoordinatesAndAtomicSpecies

0.0 0.0 0.15108765 5

0.5 0.5 0.14840148 1

0.5 0.5 0.17225418 2

0.5 0.0 0.17271492 1

0.0 0.5 0.17271492 1

0.0 0.0 0.19988966 5

0.5 0.5 0.19843592 1

0.5 0.5 0.22327030 2

0.5 0.0 0.22319854 1

0.0 0.5 0.22319854 1

0.0 0.0 0.24922574 5

0.5 0.5 0.24840371 1

0.5 0.5 0.27355007 2

0.5 0.0 0.27326049 1

0.0 0.5 0.27326049 1

0.0 0.0 0.29896619 5

0.5 0.5 0.29840276 1

0.5 0.5 0.32357319 2

0.5 0.0 0.32360798 1

0.0 0.5 0.32360798 1

0.0 0.0 0.34828338 3

0.5 0.5 0.34797074 1

0.5 0.5 0.37321803 4

0.5 0.0 0.37321521 1

0.0 0.5 0.37321521 1

0.0 0.0 0.39869813 3

0.5 0.5 0.39877774 1

0.5 0.5 0.42400288 4

0.5 0.0 0.42410778 1

0.0 0.5 0.42410778 1
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0.0 0.0 0.44928066 3

0.5 0.5 0.44934054 1

0.5 0.5 0.47454697 4

0.5 0.0 0.47455455 1

0.0 0.5 0.47455455 1

0.0 0.0 0.49978470 3

0.5 0.5 0.49975324 1

0.5 0.5 0.52499726 4

0.5 0.0 0.52490391 1

0.0 0.5 0.52490391 1

0.0 0.0 0.55031360 3

0.5 0.5 0.55014823 1

0.5 0.5 0.57554951 4

0.5 0.0 0.57527734 1

0.0 0.5 0.57527734 1

0.0 0.0 0.60102001 3

0.5 0.5 0.60066494 1

0.5 0.5 0.62640270 4

0.5 0.0 0.62595604 1

0.0 0.5 0.62595604 1

0.0 0.0 0.65194090 3

0.5 0.5 0.65142500 1

0.5 0.5 0.67636501 2

0.5 0.0 0.67561640 1

0.0 0.5 0.67561640 1

0.0 0.0 0.70129745 5

0.5 0.5 0.70096940 1

0.5 0.5 0.72639369 2

0.5 0.0 0.72589146 1

0.0 0.5 0.72589146 1

0.0 0.0 0.75106526 5

0.5 0.5 0.75095856 1

0.5 0.5 0.77667098 2

0.5 0.0 0.77599633 1

0.0 0.5 0.77599633 1

0.0 0.0 0.80055035 5

0.5 0.5 0.80096420 1

0.5 0.5 0.82769754 2

0.5 0.0 0.82667431 1

0.0 0.5 0.82667431 1

0.0 0.0 0.84968389 5

0.5 0.5 0.85113346 1

\%endblock AtomicCoordinatesAndAtomicSpecies

#Real space grid

MeshCutoff 1600.0 Ry

KgridCutoff 20.0 Ang

ElectronicTemperature 0.03 eV
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######################################

SlabDipoleCorrection True

\%block ExternalElectricField

0.0 0.0 1.0 V/Ang

\%endblock ExternalElectricField

######################################

Grid.CellSampling [1 1 40]

# Convergence of SCF

SCFMustConverge False

MaxSCFIterations 8000

SCF.Want.Variational.EKS.

#SCF.Mixer.Method Linear

#SCF.Mixer.Variant GR

\%block SCF.Mixers

Pulay01

Linear-Kick01

Pulay02

Linear-Kick02

Pulay03

Linear-Kick03

Pulay04

Linear-Kick04

\%endblock SCF.Mixers

\%block SCF.Mixer.Pulay01

method pulay

variant stable

weight 0.0016

weight.linear 0.0016

history 2

restart 21

restart.save 1

iterations 21

next Linear-Kick01

\%endblock SCF.Mixer.Pulay01

\%block SCF.Mixer.Pulay02

method pulay

variant stable

weight 0.0016

weight.linear 0.0016

history 2

restart 21

restart.save 1

iterations 21
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next Linear-Kick02

\%endblock SCF.Mixer.Pulay02

\%block SCF.Mixer.Pulay03

method pulay

variant stable

weight 0.0014

weight.linear 0.0014

history 2

restart 21

restart.save 1

iterations 21

next Linear-Kick03

\%endblock SCF.Mixer.Pulay03

\%block SCF.Mixer.Pulay04

method pulay

variant stable

weight 0.0014

weight.linear 0.0014

history 2

restart 21

restart.save 1

iterations 21

next Linear-Kick04

\%endblock SCF.Mixer.Pulay04

\%block SCF.Mixer.Linear-Kick01

method linear

weight 0.002

iterations 1

next Pulay02

\%endblock SCF.Mixer.Linear-Kick01

\%block SCF.Mixer.Linear-Kick02

method linear

weight 0.002

iterations 1

next Pulay03

\%endblock SCF.Mixer.Linear-Kick02

\%block SCF.Mixer.Linear-Kick03

method linear

weight 0.002

iterations 1

next Pulay04

\%endblock SCF.Mixer.Linear-Kick03

\%block SCF.Mixer.Linear-Kick04

method linear

weight 0.002

iterations 1

next Pulay01
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\%endblock SCF.Mixer.Linear-Kick04

DM.Tolerance 1E-9 eV

DM.MixSCF1 true

DM.UseSaveDM True

DM.Pulay.Avoid.First.After.Kick True

# Type of solution (diagon is the default for less than 100 atoms)

SolutionMethod diagon

Diag.DivideAndConquer True

# Basis set definition

\%Block PAO.Basis

Ru 5 1.15507

n=4 0 1 E 137.72611 5.49039

6.33316

1.00000

n=5 0 2 E 140.44221 5.01979

5.69774 3.62161

1.00000 1.00000

n=4 1 1 E 107.72527 4.57640

5.96952

1.00000

n=5 1 1 E 3.45436 0.73732

6.15137

1.00000

n=4 2 2 E 106.00066 4.93835

5.86378 3.48238

1.00000 1.00000

Ti 5 1.91

n=3 0 1 E 93.95 5.20

5.69946662616249

1.00000000000000

n=3 1 1 E 95.47 5.20

5.69941339465994

1.00000000000000

n=4 0 2 E 96.47 5.60

6.09996398975307 5.09944363262274

1.00000000000000 1.00000000000000

n=3 2 2 E 46.05 4.95

5.94327035784617 4.70009988294302

1.00000000000000 1.00000000000000

n=4 1 1 E 0.50 1.77

3.05365979938936

1.00000000000000

O 3 -0.28

n=2 0 2 E 40.58 3.95
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4.95272270428712 3.60331408800389

1.00000000000000 1.00000000000000

n=2 1 2 E 36.78 4.35

4.99990228025066 3.89745395068600

1.00000000000000 1.00000000000000

n=3 2 1 E 21.69 0.93

2.73276990670788

1.00000000000000

Sr 5 1.64000

n=4 0 1 E 155.00000 6.00000

6.49993

1.00000

n=5 0 2 E 149.48000 6.50000

6.99958 5.49957

1.00000 1.00000

n=4 1 1 E 148.98000 5.61000

6.74964

1.00000

n=5 1 1 E 4.57000 1.20000

4.00000

1.00000

n=4 2 1 E 146.26000 6.09000

6.63062

1.00000

Pb 5 0.06833

n=6 0 2 E 7.21168 4.15132

6.45512 3.51651

1.00000 1.00000

n=6 1 2 E 123.44683 5.19406

6.45354 4.40993

1.00000 1.00000

n=5 2 1 E 11.46595 2.86572

5.48278

1.00000

n=6 2 1 E 7.43768 4.76779

6.49984

1.00000

n=5 3 1 E 1.66932 3.17057

5.91487

1.00000

\%EndBlock PAO.Basis

SpinPolarized False
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E. Two-phase Hessian Java

Implementation

E.1. Implementation description

The SIESTA implementation of the two-phase Hessian method uses a Java driver

program (with source code available from the Internet - see Appendix Section F.1)

to edit the relevant lines of a template SIESTA input file, which is then used for the

next Hessian discovery or relaxation DFT step. The SIESTA DFT steps are run by

invoking short shell scripts, again generated from a script template, and the SIESTA

output log files parsed to capture the required output information, including forces,

force discrepancies from zero, energies and the slab dipole moment. Other than

the templates and the DFT code-specific parsing of the output files, driver code is

generally independent of the DFT package used.

The job is restartable from individual steps of the Hessian discovery and from indi-

vidual relaxation moves.

Each subsequent DFT job step can use the final wave function or density matrix file

created by a previous job step with a similar atomic configuration. The base step

final wave function or density matrix file is used for all subsequent phase 1 Hessian

discovery steps and the previous relaxation step file for all phase 2 relaxation steps

except the first, for which the base step file is used. This contributes towards shorter

run times, both for each step and overall.

A two page graphical outline of the processing steps of the Java implementation

program follows.
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Start

1) Read arguments 
(type, step to start at)

2) Access hard coded type parms 
(fractional coords, lattice consts ++)

3) Read type parm overrides 
(fractional coords, move fraction ++)

Process base step using initial 
fractional coords

Process nth discovery step based on initial 
fractional coords but adding the fixed 
displacement to nth fractional coord

More
steps?

1) Form Hessian from forces
and displacements

2) Hessian eigendecomposition
3) Eliminate translation eigenvector
4) Create inverse Hessian

     (use base step forces on first relax step)
1) Move = inverse Hessian . last step forces
2) Read move fraction from type parm overrides
3) Reduced move = move x move fraction
4) Add reduced move to fractional coords

Process relaxation step using new fractional 
coords (first step reads base step wave functions)

Relaxed? End

No

No Yes

Yes

Base
step
wave
functs

Last
step
wave
functs

Type
parm
over-
rides

Two-phase Hessian process
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1) Wait for DFT step to complete
2) Parse DFT step log output
3) Save DFT step forces

Process step function

1) Copy input file template(s)
to DFT step input file name(s) 

1) Copy step run script template 
to DFT step run script file name

1) Read in DFT step input file(s)
2) Replace placeholders with 

fractional coords and lattice 
constants etc.

3) Save DFT step input file(s)

1) Read in DFT step run script file
2) Replace placeholders with file 

names
3) Save DFT step run script file

File 
temp-
lates

1) Run DFT step
(invoke DFT step run script)

DFT
step
run

script

DFT
step
log

DFT
input
files

Start

Return
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F. Source Files

The Java source code below was written for personal research use and is made

available “as is” and at your own risk, in case anyone finds it useful.

The source Java code is in the following SourceForge repository.

https://sourceforge.net/projects/dft-analysis/files

F.1. Two-phase Hessian code

The Java source is in DensityCalculations/src/sums. The main (entry) routine is in

SiestaOutputLogFileAnalysis.java.

F.2. CASTEP output analysis code

The Java source is in DensityCalculations/src/sums. The main (entry) routine is in

DenCalcFromCASTEP.java.

F.3. Ball and spring model code

The Java source is in DensityCalculations/src/sums. The main (entry) routine is in

BallAndSpringModel.java.

F.4. Tight Binding model code

The Java source is in TightBinding/src/hamiltonian. The main entry routine is in

Hamiltonian.java.
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https://sourceforge.net/projects/dft-analysis/files/DensityCalculations/src/sums
https://sourceforge.net/projects/dft-analysis/files/DensityCalculations/src/sums/SiestaOrCastepRelaxationRunControl.java
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https://sourceforge.net/projects/dft-analysis/files/DensityCalculations/src/sums/
https://sourceforge.net/projects/dft-analysis/files/DensityCalculations/src/sums/BallAndSpringModel.java
https://sourceforge.net/projects/dft-analysis/files/TightBinding/src/hamiltonian
https://sourceforge.net/projects/dft-analysis/files/TightBinding/src/hamiltonian/Hamiltonian.java
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