
Imperial College London

Department of Earth Science and Engineering

Acoustic full-waveform inversion in

geophysical and medical imaging
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Abstract

Imaging methods are employed in multiple scientific disciplines to obtain properties of

targets that are otherwise invisible to the human eye, such as for imaging the earth’s

interior or the human body.

In geophysics, the full-waveform inversion (FWI) method is often used to recover

high-quality high-fidelity models of the subsurface by recording seismic data in the

field, and modelling wave propagation with a wave equation. But the visco-elastic

nature of the subsurface is typically ignored, and the acoustic approximation of the

wave equation is utilised to reduce the compute costs. This results in less well-resolved

and inaccurate models, as accurate physics of wave propagation is not considered.

On the contrary, the application of FWI to medical imaging is still in its infancy,

especially in 3D. Instead, ray-based tomographic methods are used, which do not ac-

count for the physics of finite-frequency wave propagation, leading to poorer recovered

models of physical properties.

Here, I first propose a method to address elastic and viscous effects in FWI of

seismic data, which is based on the use of matching filters and modelling elastic

or viscous wave propagation prior to the inversion, while using the acoustic wave

equation during the inversion. This represents a considerable time reduction over full

elastic or viscous inversions. I show that the proposed method leads to more accurate

and detailed P-wave velocity subsurface models, both on synthetic and field datasets.

Then, I investigate the feasibility of 3D FWI for breast cancer diagnosis and analyse,

for the first time, its implementation to obtain 3D images of the human brain with

ultrasound through the skull. The results demonstrate FWI is now ready to be

applied to these datasets, and could result in more accurate images and faster and

safer acquisitions than with current methods.
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1. Introduction

Imaging techniques play an essential role in many scientific fields, as they allow us

to characterise and obtain a complete picture of an object otherwise invisible to the

human eye. In particular, tomographic algorithms aim at reconstructing slices of

quantitative models of physical properties by using observations of the wavefield that

has travelled through an object, which is recorded at receivers around – or on one side

only – of the object. In this manuscript, I focus on an iterative tomographic algorithm

that uses the complete information of amplitude and phase of the signal as a function

of time at each receiver, also known as full-waveform inversion (FWI). This technique

requires the solution of an inverse problem, that is the inference of physical properties

of an object from the measured data, which also demands accurate forward modelling

of wave propagation. Due to its elevated computational cost and its complexity,

forward modelling is typically performed using the acoustic wave equation. This

assumption results in acceptable reconstructed models of physical properties under

certain circumstances, but it can lead to inaccurate models in others.

FWI has been extensively applied in geophysics to obtain high-fidelity high-resolution

models of the subsurface (Sirgue et al., 2010; Warner et al., 2013). In the ideal case,

the full content of the recorded seismogram is used and a wave equation that ac-

counts for the inherent visco-elastic nature of the earth is utilised to model wavefield

propagation (Virieux and Operto, 2009). A model of the subsurface is then sought

in an iterative fashion by minimising the misfit between the observed and modelled

data. In principle, FWI has the potential to be used to obtain multiple parameter

information of the subsurface, but these effects are typically ignored and the acoustic

wave equation is used to reconstruct P-wave velocity models only. This is mainly

due to three reasons: 1) the large computational cost of visco-elastic modelling, espe-
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cially in three dimensions (3D) (Guasch et al., 2010; Hobro et al., 2014), 2) to avoid

cross-talk between the different inverted parameters given the coupled effect of the

different physical properties of the wavefield (Virieux and Operto, 2009) and 3) the

complexity of modelling amplitude accurately without knowing the source wavelet

exactly or having accurate information of density, S-wave velocity and attenuation

(Tarantola, 1986).

Considering visco-elastic effects is also expected to lead to improved P-wave veloc-

ity models while only inverting for the latter parameter class (Warner et al., 2012;

Kurzmann et al., 2013), as accounting for the right kinematics and dynamics of the

wavefield as well as for phase conversions at interfaces should reduce the misfit be-

tween observed and modelled data. With this in mind, several authors have suggested

strategies to account both for elastic and viscous effects in acoustic FWI. For instance,

Shen (2010) proposed an amplitude-balanced data misfit – or functional – that focuses

more on the phase rather than the amplitude of the signal by weighting the observed

and modelled data by their root mean square (RMS) amplitude. This method is

now standard practice in the oil industry as it mitigates some of the elastic and vis-

cous effects during acoustic FWI without any added cost, but it is insufficient in the

presence of strong elastic and viscous effects. Alternatively, other approaches have

been suggested to address either elastic or viscous effects independently. In order

to address elasticity to some extent in acoustic FWI and at low cost, Veitch et al.

(2012) and Li et al. (2017) have recently demonstrated that the method proposed

by Chapman et al. (2010), Hobro et al. (2014) and Chapman et al. (2014) to correct

the amplitude of acoustic finite-difference simulations for elastic effects can improve

the quality of the recovered P-wave velocity models obtained with acoustic FWI by

including a correction term to the acoustic wave equation. Although this method

accounts for amplitude effects, it neglects phase conversions and it can also degrade

the result of acoustic simulations in the presence of strong velocity contrasts. On the

other hand, Kurzmann et al. (2013) showed that, in the presence of viscous effects in

the data, the quality of the recovered P-wave velocity models significantly improves

if a fixed attenuation model is considered during modelling in FWI. This strategy

considers attenuation to be a modelling parameter and not an inversion parameter, it
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assumes density to be homogeneous and it is more expensive than conventional acous-

tic FWI as it requires modelling viscous effects at each iteration during the inversion.

Additionally, Kurzmann et al. (2013) also demonstrate that neglecting viscous effects

has a negative impact on the recovered P-wave velocity models for marine datasets

with soft sediments.

Unlike in geophysics, the application of acoustic FWI in medical imaging is still

in its infancy, especially on three-dimensional datasets generated with ultrasound.

This is in part due to the computational cost of this method given that imaging

speed is crucial for diagnosing diseases promptly, but new technological advances

and increasingly faster computers means this technique can now be implemented in

this field. The application of FWI to ultrasound data for medical imaging holds a

great potential and could soon be adopted as a safe, portable and alternative imaging

method. To date, most of the few applications of acoustic FWI to in vivo ultrasound

datasets are focused on breast imaging, especially for breast cancer diagnosis (e.g.

Pratt et al. (2007)). More recently, Bernard et al. (2017) have demonstrated on

two-dimensional in silico (i.e. numerical) examples that acoustic FWI can be used

to obtain quantitative images of bones, but this has not yet been applied in 3D or

demonstrated on in vivo datasets.

In this thesis I first present a novel methodology to address elastic and viscous

effects in acoustic FWI, which is based on the use of matching filters and does not

require modelling elastic or viscous effects during the inversion, thus reducing the

computation time as the acoustic wave equation is used during the inversion. I also

demonstrate this method can be combined with that of Shen (2010), leading to better

quality P-wave velocity models of the subsurface. At the same time, I analyse the

impact of both elasticity and viscous effects on the recovered P-wave velocity models,

and I show this method leads to improved P-wave velocity models of the subsurface

compared to those obtained after ignoring the latter. Secondly, I demonstrate the

potential of 3D acquisition and 3D FWI for imaging the breast to detect breast cancer

with ultrasound, and analyse different aspects to assess its practical implementation.

I then implement FWI on an ultrasound breast in vivo dataset having very little prior

information on the acquisition system, and obtain a highly detailed recovered model
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of P-wave velocity for the breast. Finally, I propose FWI of ultrasound data can be

used as a non-invasive method to image the brain and I show, for the first time, its

potential on 2D and 3D datasets, obtained using models of a human head.

In terms of organisation of this thesis, there are a total of seven chapters. In this

first chapter I have briefly introduced the topics and motivation of this thesis, as well

as the methodology used to tackle the stated problems and the results obtained. In

the second chapter I discuss the historical background of FWI in more detail, I review

the theoretical framework that leads to acoustic FWI, I present a new methodology to

address elastic and viscous effects based on Wiener filters and I further explore the use

of FWI for medical imaging. I then apply the proposed methodology to address elastic

and visco-acoustic effects to geophysical problems in the third and fourth chapters,

respectively, and I analyse its limitations and applicability for different scenarios. I

then dedicate the fifth and sixth chapters to evaluate the applicability and discuss

potential applications of acoustic FWI to medical imaging problems, in particular

to image the breast and the brain, respectively. In these chapters I also discuss the

difficulties encountered when performing FWI on these datasets and present solutions

to most of these problems. Finally, I summarise the various conclusions of this thesis

in the seventh chapter and I discuss the next steps of this research.
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2. Methods

In the last decades, a thorough understanding of wave propagation has led to many

far-reaching technological advances. The use and observation of waves have been cru-

cial in disciplines such as astrophysics, quantum physics, medical imaging, telecom-

munications or seismology. As a result, there are numerous applications that are

nowadays based on wave propagation. In particular, mechanical waves – i.e. oscilla-

tions of particles in a medium that results in a transfer of energy – are currently used

to control the characteristics of musical instruments and its broadcasting, to image

the earth’s interior after recording a seismic signal at the surface or to monitor a baby

in the womb and diagnose certain diseases in adults by using ultrasound waves.

Propagation of mechanical waves in a medium is described by the wave equation.

In this chapter I begin by reviewing the formulation of the wave equation in different

media, as these are the equations that are implemented in the forward modelling

code used in the following chapters, both for imaging the earth and for imaging the

human body. I then discuss two tomographic algorithms used to obtain models from

observed data: travel-time tomography (TT) and FWI. I review the theoretical and

historical background of FWI in more detail, as I use this technique throughout this

research work, and I discuss what is current standard practice for imaging 3D models

in geophysics (i.e. the acoustic approximation). Next, I present and discuss the

methodology and algorithm I propose to use to mitigate elastic and viscous effects

and obtain improved P-wave velocity models of the subsurface, which I then apply

in the third and fourth chapters. Finally, I explore the similarities and differences of

wave propagation in geophysics and medical imaging with ultrasound and I discuss

how modelling and inversion differs from the former to the latter. The last section of

this chapter is dedicated to describe the originality of my work, which is explained in
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more detail at the beginning of the following chapters.

2.1. The wave equation

Propagation of mechanical waves in a material is described by the wave equation,

which is mathematically formulated as a second-order linear partial differential equa-

tion (PDE) that involves time and space derivatives. Its solution on real scenarios

requires the use of numerical methods, and it can be costly to compute. Thus, the

wave equation is often approximated to reduce its associated computational cost. In

geophysics, the acoustic or elastic approximations are normally used, with or with-

out anisotropy and with or without considering viscous effects. In medical imaging,

anisotropy is of minor importance and it is typically not considered. Here I review

the basics of wave propagation relevant to this thesis, focusing on the formulation for

wave propagation in the subsurface, and I discuss its numerical implementation. A

more detailed discussion of the theory of wave propagation can be found in Carcione

(2001) and Aki and Richards (2002). The similarities between the wave equation used

in geophysics to model seismic wave propagation in the subsurface and the wave equa-

tion used to model wave propagation of ultrasound in the human body are discussed

in section 2.6.

2.1.1. Anisotropic elastic media

Ignoring energy losses caused by absorption, the earth can be described as an anisotropic

elastic medium (Chapman, 2004), that is a medium in which the mechanical proper-

ties differ in different directions and that reverts to its original state when the applied

forces are removed (Aki and Richards, 2002). Formulation of the wave equation – or

equation of motion – in anisotropic elastic media is obtained by the conservation of

linear momentum – as a consequence of Newton’s laws of motion –, and considering

average properties of the materials instead of a detailed description of their atomic

and crystalline structures. This leads to a partial differential equation (PDE) that is
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the equation of motion (Auld, 1990; Aki and Richards, 2002):

∂σij
∂xj

+ fi = ρ
∂2ui
∂t2

(2.1)

in which I use Einstein’s summation convention to denote summation over repeated

indices, ρ is the mass density, ∂/∂xi denotes the spatial partial derivative along the

ith component, with i = 1, 2, 3 respectively representing the x, y and z Cartesian

coordinates, t is time and ui, fi and σij are the components of the particle displace-

ment vector, the body force vector per unit volume and the stress tensor, respectively.

The components of the stress tensor describe the internal forces that neighbouring

particles in a material exert on each other across different planes when the material

is deformed. Aki and Richards (2002) demonstrate that the conservation of angular

momentum implies that the stress tensor is symmetric, i.e. σij = σji. To solve the

wave equation, we need an additional relation that describes the characteristics of an

anisotropic elastic medium. This requires introducing the concept of strain tensor,

which describes the relative change in position of the end points of an element after

deformation. In case these deformations are small, the latter is defined as follows:

εij ≡
1

2

(
∂ui
∂xj

+
∂uj
∂xi

)
(2.2)

We note the strain tensor is symmetric by definition, i.e. εij = εji. The definition

of strain tensor is of importance as its relationship with the stress tensor, also known

as the constitutive relation or constitutive law, characterises a medium. The simplest

relationship between the stress and strain tensors for an anisotropic elastic medium

is the so-called generalised Hooke’s law (Aki and Richards, 2002), which states that

the stress tensor is a linear combination of all the components of the strain tensor:

σij = cijklεkl (2.3)

where cijkl are the 34 = 81 components of a fourth-order tensor of stiffness or elastic

constants, c, and i, j, k, l are the components in the Cartesian system of coordinates.

There is experimental evidence that this constitutive relationship holds for small de-
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formations, i.e. εij � 1, such as in most seismic applications, and thus this is a

reasonable relationship when modelling seismic wave propagation (Chapman, 2004).

For large deformations (e.g. close to an earthquake source, in the Earth’s interior or

in body tissues in some circumstances) this constitutive law is no longer valid and

the finite-strain theory needs to be used (Hu, 2004). The linear constitutive law in

equation (2.3) yields nine different equations for the stress components, such that

each equation contains nine components of the strain tensor. Due to the symmetries

of the strain and stress tensors, the components of the fourth-order tensor c reduce

from 81 to 36 (Carcione, 2001; Aki and Richards, 2002; Chapman, 2004) and, consid-

ering heat exchange can be neglected during deformations (i.e. an adiabatic process),

these further reduce to 21 components (Aki and Richards, 2002). Substitution of the

constitutive law in equation (2.3) into equation (2.1) leads to the set of equations of

motion for anisotropic elastic media.

These equations can be particularised to describe anisotropic media with certain

symmetry properties. In particular, most anisotropic systems in the subsurface can be

described as transversely isotropic (TI) media, or with hexagonal symmetry (Thom-

sen, 1986; Tsvankin, 2001; Nolet, 2008). These media have a single axis of symmetry

and are isotropic perpendicular to the latter. As a result, the velocity of propagat-

ing waves depends on the angles relative to the axis of symmetry. For example, the

intrinsic anisotropy of shales – which represent approximately 75 % of the clastic fill

of sedimentary basins– can be well represented by a TI model formed by aligned

clay particles that are typically horizontally layered (Tsvankin, 2001). Depending on

the orientation of the symmetry axis, TI media are classified as vertical transversely

isotropic (VTI) (vertical axis of symmetry), horizontal transversely isotropic (HTI)

(horizontal axis of symmetry) or tilted transversely isotropic (TTI) (tilted axis of

symmetry) media, as depicted in Figure 2.1. VTI anisotropic media have a vertical

axis of symmetry and can be caused by thin horizontal layering (Figure 2.1a), whereas

HTI systems have a horizontal axis of symmetry and can be caused by vertical layer-

ing (Figure 2.1b). If the axis of symmetry is tilted with respect to the vertical axis of

symmetry, for instance if the layering is dipping, the system is known as TTI (HTI

is a particular case of TTI).
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Figure 2.1.: Models of a) vertical transversely isotropic (VTI) and b) horizontal trans-
versely isotropic (HTI) anisotropy caused by thin horizontal and vertical
layering, respectively. Modified after Tsvankin (2001).

In VTI anisotropic media, the tensor of elastic constants that characterises the

intrinsic symmetry reduces to (Carcione, 2001; Tsvankin, 2001):

c(vti) =



c11 c11 − 2c66 c13 0 0 0

c11 − 2c66 c11 c13 0 0 0

c13 c13 c33 0 0 0

0 0 0 c55 0 0

0 0 0 0 c55 0

0 0 0 0 0 c66


(2.4)

with just five independent parameters, whereas the latter for HTI media takes the

form (Tsvankin, 2001):

c(hti) =



c11 c13 c13 0 0 0

c13 c33 c33 − 2c44 0 0 0

c13 c33 − 2c44 c33 0 0 0

0 0 0 c44 0 0

0 0 0 0 c55 0

0 0 0 0 0 c55


(2.5)

also with five independent parameters. The tensor of elastic constants for TTI

media is obtained by rotating tensor for VTI media in equation (2.4) according to
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the tilt of the axis of symmetry. Substitution of these tensors into equation (2.3)

and further into equation (2.1) leads to the wave equation for TI media as a function

of the elastic coefficients. Thomsen (1986) introduced a parametrisation valid for

VTI media with effective parameters that govern the seismic wavefield in these media

in the case of weak anisotropy (< 20 %), which is often the case in the subsurface.

With this parametrisation, the five independent elastic coefficients can be replaced

by the vertical (along the axis of symmetry) P- and S-wave velocities (propagating

in the direction of propagation and perpendicular to it), vp,v and vs,v, and three

dimensionless anisotropic parameters, ε, δ and γ, which take the form:

vp,v ≡
√
c33
ρ

(2.6)

vs,v ≡
√
c55
ρ

(2.7)

ε ≡ c11 − c33
2c33

(2.8)

δ ≡ (c13 + c55)
2 − (c33 − c55)2

2c33(c33 − c55)
(2.9)

γ ≡ c66 − c55
2c55

(2.10)

In this notation, the strength of anisotropy is described by ε, δ and γ, so that

they are zero for isotropic media (c11 = c33, c55 = c66 and c13 = c11 − 2c66), and

the velocities of P-waves and S-waves with horizontal and vertical polarisation are

determined by the vertical P- and S-wave velocities and the anisotropic parameters

(Thomsen, 1986, equations 10a-10c).

2.1.2. Isotropic elastic media

For isotropic media, in which the mechanical properties do not depend on the direction

of wave propagation, the number of independent elastic coefficients reduces to the
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two Lamé moduli (Jeffreys and Jeffreys, 1972; Aki and Richards, 2002), λ and µ,

which characterise the elastic properties of an isotropic medium. In this case, the

components of c have the form:

cijkl = λδijδkl + µ (δikδjl + δilδjk) (2.11)

where δ is the Kronecker delta (δij = 1 if i = j and zero otherwise), which can

be derived from a TI medium provided c11 = c33 = λ + 2µ, c55 = c66 = µ and

c13 = c12 = λ (Carcione, 2001). Substitution of equation (2.11) into the generalised

Hooke’s law in equation (2.3) yields the relation between stress and strain tensors in

isotropic elastic media – also referred from here onwards as elastic media for simplicity:

σij = λδijεkk + 2µεij (2.12)

Considering the definition of the strain tensor for small deformations in equation

(2.2), this yields:

σij = λδij
∂uk
∂xk

+ µ

(
∂ui
∂xj

+
∂uj
∂xi

)
(2.13)

The latter together with the equation of motion in (2.1) leads to a system of

nine coupled equations for stress (six equations) and particle displacement (three

equations). The numerical solution of this system is used to model wave propagation

in isotropic elastic media (Guasch, 2012).

Isotropic elastic media can support both compressional and shear forces caused by

a propagating wave, as illustrated in Figure 2.2.

The application of a compressional force reduces the volume of an elastic element,

as in Figure 2.2a. After this force is removed, the element returns to its original

position. Additionally, elastic elements also resist twisting motions caused by shear

forces. As a result of shear forces, a cubic element changes its shape into a trapezoid,

as in Figure 2.2b, without changing its volume, and it returns back to its original

shape once shear forces are removed. In a real isotropic elastic medium, motion

takes place when there is a stress difference between neighbouring particles (Alsadi,
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Figure 2.2.: The effect of a) a compressional force P (hydrostatic pressure) acting
on an element of volume V changes the volume of an elastic element,
whereas b) a shear force F acting on an area ∆A changes the shape of
an elastic element. Modified after Alsadi (2016).

2016). In these materials both compressional and shear deformations are possible,

and these propagate at different velocities within the medium. These velocities can

be derived for a source-free (i.e. f = 0) homogeneous1 isotropic elastic medium upon

substitution of (2.13) into the equation of motion, equation (2.1), resulting into the

following expression:

λ
∂uk

∂xi∂xk
+ µ

(
∂2ui
∂x2j

+
∂uj

∂xi∂xj

)
= ρ

∂2ui
∂t2

(2.14)

Express now this equation in vector notation considering ∇ · u = ∂ui/∂xi and

the vector property ∇2u = ∇ (∇ · u) − ∇ × (∇× u), this results into the following

expression (Wapenaar and Berkhout, 1989; Aki and Richards, 2002):

(λ+ 2µ)∇ (∇ · u)− µ∇× (∇× u) = ρ
∂2u

∂t2
(2.15)

where bold letters represent vectors. The previous equation can be separated into

two simpler expressions that are related to the change in volume and shear motion.

First, taking the divergence of equation (2.15) and considering the vector properties

∇2Φ = ∇ · (∇Φ) and ∇ · (∇×A) = 0, results into the following equation for the

1A homogeneous medium is one in which the properties are the same at every point, e.g. density
and the Lamé moduli are the same within a layer of a certain material in the subsurface.
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change in volume:

(λ+ 2µ)∇2θ = ρ
∂2θ

∂t2
(2.16)

where θ ≡ ∇ · u. On the other hand, taking the curl of equation (2.15) and using

the vector property ∇ (∇Φ) = 0 yields:

µ∇2Ψ = ρ
∂2Ψ

∂t2
(2.17)

in which Ψ ≡ ∇×u. Equations (2.16) and (2.17) have the form of wave equations

with velocities given by:

vp =

√
λ+ 2µ

ρ
, vs =

√
µ

ρ
(2.18)

The particle velocity vp is curl-free and is associated to compressional waves or

P-waves that change the volume of the material (∇·u 6= 0 ), which travel in the same

direction as wave propagation. On the other hand, the velocity obtained from the

second wave equation, vs, is divergence-free and is related to shear waves or S-waves

that propagate perpendicular to the direction of wave propagation (Wapenaar and

Berkhout, 1989; Ikelle and Amundsen, 2005). By comparing the expressions for both

velocities, P-waves are always faster than S-waves (the Lamé moduli are positive),

hence the name of primary and secondary waves, respectively, as the former arrive

earlier at receivers. These two types of waves are classified as body waves, as they

travel within a material, and their effects can be seen on the recorded data in isotropic

elastic media.

2.1.3. Isotropic acoustic media

Acoustic media can only support compressional forces and, hence, shear stresses are

zero even in the presence of shear strains (Wapenaar and Berkhout, 1989; Chapman,

2004). By definition, ideal fluids are acoustic media as only their volume can be

changed after the application of a compressional force, and shear stresses are always

zero (Chapman, 2004). In isotropic acoustic media, the stress tensor is diagonal (the
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off-diagonal terms represent shear stresses and, hence, need to be zero) and isotropic,

with components σii = −p, being p the hydrostatic pressure. As in these media

there cannot be shear wave propagation, it follows from equation (2.18) that µ = 0,

and that vp =
√
λ/ρ. The acoustic wave equation is derived from equation (2.1)

considering the stress tensor is diagonal, yielding the following expression in vector

form:

−∇p+ f = ρ
∂2u

∂t2
(2.19)

And the constitutive law that characterises acoustic media is derived by substitut-

ing µ = 0 in equation (2.13), which results into the expression σii = λδii∂uk/∂xk =

−p, or in vector form ∇·u = −p/λ. The latter can be used to express the wave equa-

tion in terms of the hydrostatic pressure only after taking the divergence of equation

(2.19) and substituting the constitutive relation, which yields:

∇2p− 1

v2p

∂2p

∂t2
= ∇ · f (2.20)

2.1.4. Anisotropic TI acoustic media

Anisotropy is inherent in elastic media. However, an acoustic wave equation for

TI media can be obtained if the velocity of S-waves in the equations of motion for

these media is set to zero, which is called pseudo-acoustic anisotropy and is often

shortened to acoustic anisotropy. The resulting equations describe the kinematics of

P-wave propagation in TI media more accurately than that obtained with the isotropic

acoustic wave equation (Alkhalifah, 2000) with an associated modelling cost inferior

to that of solving the elastic anisotropic wave equation. With this aim, Alkhalifah

(2000) and Zhang et al. (2005) derived acoustic wave equations for VTI and TTI

media from dispersion relations and setting the shear wave velocity to zero. These

equations are generally used to model P-wave velocity in TI anisotropic media, which

use a notation based on Thomsen’s parametrisation (equations (2.6) to (2.10)).
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2.1.5. Visco-elastic and visco-acoustic media

So far I have considered wave propagation in ideal lossless elastic media. In reality,

there is a loss of energy of propagating waves in the subsurface due to several dissipa-

tion mechanisms (Aki and Richards, 2002). Energy absorption leads to an amplitude

decrease and phase dispersion of the wavefield due to visco-elasticity. In the context

of linear visco-elasticity, the stress linearly depends on the strain rate, i.e. the strain

at preceding times (Carcione, 2001) and, thus, it is said that the solid has memory. In

mathematical terms, the constitutive law in these media is expressed as a convolution:

σij = Ψijkl ∗
∂εkl
∂t

=
∂Ψijkl

∂t
∗ εkl (2.21)

where Ψijkl are the components of the relaxation tensor, which are assumed to be

causal functions (i.e. the stress tensor depends on the variation of strain rate up to

the current time, but it does not depend on future strain states) (Carcione, 2001;

Butler, 2005), hence the second equality in the previous equation. Additionally,

each component of the relaxation tensor is a decreasing function of time under the

assumption that the stress is more affected by recent history variations of strain than

previous variations. Carcione (2001) shows that, due to the symmetries of stress

and strain tensors, the number of independent components of the relaxation tensor

reduces to 36, and further reduce to 21 if Ψ is considered symmetric. In practice,

the visco-elastic behaviour of the subsurface can be described by deriving relaxation

functions using mechanical models that represent energy storage and dissipation.

These models can contain springs with no weight, in which energy is stored, and

dashpots, in which energy is dissipated. In this context, it is useful to introduce

the dimensionless parameter Q, known as the quality factor, or its inverse, known

as the dissipation factor, which describes energy dissipation in a material after the

application of stress in cycles of frequency ω. A commonly used definition of the

quality factor is:

Q(ω) ≡ 2E

D
(2.22)
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where ω is the angular frequency, E is the time-averaged energy stored in the

volume and D is the time-averaged dissipated energy in the cycle. For a plane wave

in a visco-elastic solid in one dimension (1D), Carcione (2001) shows Q takes the

following expression:

Q =
πf

αvphase
(2.23)

where f = ω/2π is the frequency, vphase is the phase velocity of the wave defined

as vphase ≡ ω/k, being k = κ − iα the complex wavenumber and α the attenuation

factor. Writing the displacement u(x, t) of a plane wave in a 1D viscoelastic medium

in terms of the complex wavenumber k and, in turn, in terms of the dissipation factor

Q−1, this yields:

u(x, t) = u0e
i(ωt−kx) = u0e

i(ωt−κx)e
− πf
Qvphase

x
(2.24)

being u0 the initial displacement. This equation describes the attenuation and

dispersion introduced by Q in a 1D visco-elastic medium. In more general visco-

elastic media, the dependence of Q with frequency is not always directly proportional,

and depends on the constitutive relation of the mechanical model that describes that

system. The simplest mechanical model is the Maxwell model, which consists of a

spring and a dashpot in series (Maxwell, 1867). Carcione (2001) demonstrates that

the quality factor linearly depends on the angular frequency in this model, Q(ω) =

ωτ , being τ the relaxation time – defined as the ratio between the viscosity of the

dashpot and the elasticity constant of the spring. Another commonly used model

to describe visco-elasticity is the Kelvin-Voigt model (Kelvin, 1875), which consists

of a spring and a dashpot connected in parallel, which results in a quality factor

inversely proportional to the frequency, Q(ω) = (ωτ)−1 (Carcione, 2001). A more

general an accurate representation of the visco-elastic behaviour of rocks is given by

the Zener model or standard linear solid (Zener, 1948), which consists of a spring

in series with a Kelvin-Voigt model. In this case, the quality factor takes the form

Q = (1 + ω2τετσ)/(ω(τε − τσ)), where τε and τσ are the strain and stress relaxation

times, and are related to the viscosity of the dashpot and the two elasticity constants
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of the springs. Figure 2.3a depicts the dependence of Q−1 with frequency for a

single standard linear solid, where the peak depends on the relaxation times and the

viscosity.

Figure 2.3.: Variation of the dissipation factor, Q−1, with the logarithm of the angular
frequency for a) a Zener model and b) a generalised Zener model with
five dissipation mechanisms. Modified after Carcione (2001).

Nevertheless, none of the previous models accurately represents the typical mea-

sured values of Q for the subsurface. There is evidence that most rocks exhibit

constant Q with frequency for a wide range of frequencies, including those typically

used in exploration geophysics and seismology (McDonal et al., 1958; Kjartansson,

1979). This can be achieved by combining several standard linear solids in parallel

(Liu et al., 1976; Carcione, 2001), resulting in a quality factor that is nearly-constant

for a wide frequency band (Carcione, 2001, equations 2.177 and 2.178), as shown in

Figure 2.3b for five relaxation mechanisms such that they give a constant value of

Q = 30. This description is still used to model viscous effects in the time-domain,

but requires the solution of a time-convolution equation that requires the previous

history of stress or strain. To circumvent this problem, Carcione et al. (1988a) and

Carcione et al. (1988b) introduced the concept of memory variables for visco-acoustic

and visco-elastic media, which replace the convolution in time and lead to a coupled

first-order system of equations of motion. Other models exist to obtain nearly con-

stant Q with frequency, such as the Kjartansson’s constant-Q model (Kjartansson,

1979). The latter uses relaxation functions of the form t−2γ , where γ << 1 and t is

time, it is mathematically simpler and it is often used in frequency domain applica-

17



tions as it requires the solution of fractional derivatives (Carcione, 2001), but it can

also be solved in the time domain (Carcione, 2009; Zhu and Harris, 2013).

In certain situations, it is also relevant to consider Q can be anisotropic, and

numerical methods exist in the literature to model wave propagation in these media

(e.g. Zhu (2017)). However, in the remaining of this thesis I consider Q to be

isotropic and I focus on wave propagation in visco-acoustic media, in which σij =

−pδij = Ψijkl ∗ ∂εkl
∂t . The wave equation for these media is obtained after taking

the divergence of equation (2.1) and substituting the constituitive relation for visco-

acoustic media in the latter, which can be solved with memory variables in the time

domain (Carcione et al., 1988a). A more detailed derivation can be found in Carcione

(2001) and references therein.

2.2. The forward problem

Prediction of data for a given model of the subsurface plays a key role in FWI.

This is achieved by solving the forward problem that maps model parameters that

characterise the subsurface, and which belong to the model space M, into predicted

measurements, which belong into the data space D. This operation is mathematically

represented as (Tarantola, 2005; Dmowska, 2010):

G : M→D (2.25)

and can also be written as:

G(m) = d (2.26)

where m is a vector of model parameters that describes the subsurface (for instance,

P- and S-wave velocity and density), d is a vector that contains the predicted wavefield

and G is a non-linear forward operator that describes how to calculate the data from

the model parameters. In the acoustic case, the operator G is a computer code that

implements the acoustic wave equation to find the pressure wavefield everywhere in

the subsurface model given the models of P-wave velocity, density and the source
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wavelet (Tarantola, 1984, equation 2).

There are several methods to solve the forward problem in equation (2.26) numer-

ically given a wave equation, such as the finite-differences (FD) method (Kelly et al.,

1976), finite-element methods (Marfurt, 1984) and pseudospectral methods (Danecek

and Seriani, 2008), amongst others (Virieux and Operto, 2009). Here I briefly only

discuss the FD method as it is the one used in the inversion and modelling code

(namely fullwave3D) utilised throughout this thesis to solve the forward problem.

2.2.1. Finite differences (FD)

One of the most common approaches for solving the acoustic and elastic wave equa-

tions is the finite-differences scheme. The goal of FD is to solve PDEs in a discretised

grid, which is achieved by substituting partial derivatives in a discretised model by

a set of FD approximations derived from Taylor expansions of continuous functions

around neighbouring points in the lattice. The first step of FD is to discretise the

space and time domains in a lattice of points, and then find the solution to the PDE

that approximates the solution at the points in the lattice. There are three main

types of calculating partial derivatives with FD (Ames, 2014): forward, backward

and central FD. Central FD are commonly used to solve the acoustic and elastic

isotropic wave equations due to the higher accuracy of this method (Levander, 1988;

Graves, 1996). The central FD approximations of the first and second space partial

derivatives of a one-dimensional function u(x) are given by (Courant et al., 1967;

Smith, 1985):

∂u(x)

∂x
≈ u(x+ h)− u(x− h)

2h
(2.27)

∂2u(x)

∂x2
≈ u(x+ h)− 2u(x) + u(x− h)

h2
(2.28)

with an error of order h2, being h the separation between grid points, i.e. the grid

spacing. Equivalent expressions can be obtained for the approximations of the partial

time derivatives. A common choice to solve the acoustic and elastic wave equations

for seismic applications is to approximate time and space derivatives so that they are

19



accurate to fourth-order in space and second order in time (Levander, 1988; Mufti,

1990; Graves, 1996). The fourth-order accurate approximation of the second-order

space derivative for the one-dimensional function u(x) is (Mufti, 1990):

∂2u(x)

∂x2
≈ −u(x− 2h) + 16u(x− h)− 30u(x) + 16u(x+ h)− u(x+ 2h)

12h2
(2.29)

The latter, together with the second-order FD approximation of the second-order

time derivative (from equation (2.28)), can be used to solve the acoustic wave equation

in (2.19) for a body source s = f/λ = s(t)δ(x − xs)δ(y − ys)δ(z − zs) that is zero

everywhere except for the grid point where the source is located, at (xs, ys, zs). Given

that ∇p = −λ∇2u in an isotropic acoustic medium, being u the three-dimensional

particle displacement, the acoustic wave equation is:

∇2u = v−2p
∂2u

∂t2
+ s(t)δ(x− xs)δ(y − ys)δ(z − zs) (2.30)

And the FD solution fourth-order accurate in space and second-order accurate in

time is (Mufti, 1990):

un+1(x, y, z) =g(x, y, z)[un(x− 2h, y, z) + un(x+ 2h, y, z) + un(x, y − 2h, z)+

un(x, y + 2h, z) + un(x, y, z − 2h) + un(x, y, z + 2h)−

16(un(x− h, y, z) + u(x+ h, y, z) + un(x, y − h, z)+

un(x, y + h, z) + un(x, y, z − h) + un(x, y, z + h))+

90un(x, y, z)] + 2un(x, y, z)− un−1(x, y, z)

(2.31)

where the source term has been dropped for simplicty, u(x, y, z) is the particle

displacement for all points in the model, superindices indicate the time step, being

n the current time t and n + 1 or n − 1 the future or past times, t + ∆t and t −

∆t, respectively, and g(x, y, z) = (vp(x, y, z)∆t/h)2/12. Hence, the solution for the

particle displacement at a future time step depends only on the current and previous
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solutions for the displacement at the current and neighbouring grid points (this is

a time-stepping solution, in which space and time are decoupled). In all the tests

implemented in this thesis, finite-differences are used to solve any wave equation.

In particular, the isotropic elastic wave equation is solved following the derivation of

Graves (1996) in a staggered-grid in terms of velocity and stress, which is fourth-order

accurate in space, second-order accurate in time and can be easily implemented on

parallel computers (Graves, 1996; Guasch, 2012).

2.2.2. Grid dispersion and numerical stability

Due to the approximate nature of the solution of a PDE with finite-differences in a

discretised model, the time sampling and grid spacing need to meet certain conditions

in order to have numerical stability and little grid dispersion. These conditions depend

on the accuracy of the FD operators used, and whether the problem is 1D, 2D or

3D. The first condition is related to the maximum grid spacing in all directions,

dxmax = dymax = dzmax, so that there is little dispersion of energy, which must obey:

dxmax =
λmin
w

=
vmin
wfmax

(2.32)

where vmin is the minimum velocity in the model – this would correspond to the

minimum non-zero S-wave velocity in the presence of elastic effects–, fmax is the

maximum frequency to be modelled or present in the source and w is a factor that

depends on the accuracy of the FD operators. If the FD approximations are second-

order accurate both in space and time, w = 10 (Mufti, 1990), whereas w = 5 for FD

operators fourth-order accurate in space and second-order accurate in time (Alford

et al., 1974; Levander, 1988; Graves, 1996). In other words, each wavelength must

be crossed by w = 5 grid points in a fourth-order FD spatial approximation to avoid

energy dispersion.

The second condition, also known as the Courant-Friedrichs-Lewy (CFL) condition

(Courant et al., 1967, originally written in 1928), is related to the time sampling, and
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it ensures there is numerical stability. This can be expressed as (Mufti, 1990):

dtmax =
µdxmax
vmax

(2.33)

where vmax is the maximum velocity in the model and µ is a factor that depends

on the dimensionality of the wave equation and the accuracy of the FD operators

used (Lines et al., 1999). Using fourth-order accurate FD in space, µ =
√

3/8 if the

problem is in 2D (Lines et al., 1999), whereas µ = 1/2 for 3D problems (Mufti, 1990;

Graves, 1996; Lines et al., 1999).

The code I use throughout this thesis to model wave propagation, i.e. fullwave3D,

has two different modelling kernels with different levels of accuracy, namely the low

and the high kernels. The low kernel can model both 2D and 3D wave propagation,

it can handle acoustic and elastic effects as well as VTI and TTI anisotropy and

visco-acoustic effects, and is fourth-order accurate in space and second-order in time.

Hence, the code is accurate at five gridpoints per wavelength and above (Warner et al.,

2013) and less than 50 % of each cell must be crossed in a time step (i.e. w = 5 and

µ = 0.5). On the other hand, the high kernel can solve 3D acoustic and anisotropic

VTI and TTI problems only, and is tenth-order accurate in space and can be either

second-order or fourth-order accurate in time. The less accurate code in time from

the high kernel is accurate at 3.6 wavelengths per grid point and above and less than

38 % of each cell must be crossed in a time step (i.e. w = 3.6 and µ = 0.38), whereas

the higher order type is accurate at 2.61 wavelengths per grid point and less than 66 %

of each cell must be crossed in a time step (i.e. w = 2.61 and µ = 0.66) (Silverton,

2015).

2.2.3. Boundary conditions, modelling domain and source injection

One of the problems of modelling wave propagation in a finite and discretised model

is the presence of reflections generated at the boundaries of the model. A straightfor-

ward solution is to extend the model at the boundaries so that these are effectively

further away, but this increases the computation time significantly (Cerjan et al.,

1985). Alternatively, Cerjan et al. (1985) suggested a method in which the ampli-
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tudes of the wavefield are gradually reduced within a few additional nodes along the

boundaries of the model by multiplying the amplitudes of the wavefields by a negative

exponential function. The exponential (or damping) function takes a value of 1 just at

the boundary and it decreases within the padded area. Nevertheless, this method still

requires padding the model with at least 20 cells per side, which increases the compu-

tational burden. Other methods to mitigate artificial reflections at boundaries exist,

such as those based on the paraxial approximation of the wave equation (Clayton

and Engquist, 1977), those based on projection operators and potentials (Lindman,

1975) or the well-known perfectly matched layer (PML) method (Berenger, 1994). In

particular, fullwave3D mostly uses quadratic approximations of the wave equation at

FD stencil locations just outside the domain, thus allowing full wave propagation up

to the boundary (Debens, 2015). However, absorbing boundaries when solving the

elastic wave equation are treated using the PML method (Guasch, 2012).

In most geophysical applications it is also crucial to include a free-surface bound-

ary condition, i.e. an interface between a fluid or a solid and a vacuum. In marine

settings, this is the condition that the wavefield needs to satisfy in the separation

between air and water, whereas for land datasets this condition needs to be satisfied

at the interface land-air. Theoretically, this is implemented by setting the traction

component of the stress at the interface to zero (Chapman, 2004), which requires care-

ful implementation in FD schemes to achieve numerical stability and good accuracy.

Levander (1988) and Graves (1996) showed that a free-surface can be implemented

in FD methods by setting the components of the stress σzz = σxz = σyz to zero at

the surface (z = 0) (z being the vertical axis, positive downwards), and assuming ap-

propriate symmetry for the stress components around the free-surface (Graves, 1996,

equation 15).

The solution of the forward problem with appropriate boundary conditions is solved

throughout this manuscript in the time domain, as in the FD formulation of Graves

(1996). Nevertheless, frequency-domain implementations also exist and are well-

suited for problems that require the solution of time integrals, especially for mod-

elling viscous effects (Stekl and Pratt, 1998). The implementation in both domains
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is a capability of the fullwave3D code (Umpleby et al., 2010).

Another consideration in solving the forward problem is the injection of sources

into the modelling. In the staggered-grid implementation (Graves, 1996), this can

be achieved by either using the stress (equivalently, pressure in an acoustic medium)

or the velocity components. In both cases, the source is represented as a discretised

time series with a time sampling equal to that used for modelling (equation (2.33)),

and with a maximum frequency in its spectrum that is lower than the frequency at

which there is numerical dispersion (from equation (2.32)). The latter is to comply

with the conditions of stability and dispersion of FD schemes. Further details of the

injection of the source for FD modelling can be found in Guasch (2012).

2.3. The inverse problem: full-waveform inversion (FWI)

Full-waveform inversion is a model-building method that was originally formulated

with the aim of imaging the subsurface from reflection seismic data by solving a

non-linear inverse problem, in which a model of the subsurface that explains the

observed data is sought. FWI has successfully been used in the last two decades

to recover physical properties of the subsurface, locate and image natural resources

and better understand the structure of the earth’s crust, amongst other applications.

To do so, FWI uses the full content of the recorded data as a function of time, as

well as modelling of wave propagation through the subsurface with as much physics

as possible. The recovered models have better resolution than those obtained with

ray-based methods as FWI uses a more complete physics of finite-frequency wave

propagation, but it also requires larger computational resources. Due to advances in

computing and more efficient inversion algorithms proposed in the last decade, FWI

is nowadays standard practice in the oil industry and for some academic datasets,

also in 3D.

In this section I first review the historical development of FWI as well as some key

features, I then derive and review the basic equations that leads to the recovery of

high resolution models with FWI and I finally discuss what approximations are done
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for its practical implementation.

2.3.1. Evolution and key features of FWI

Over three decades ago, Lailly (1983) and Tarantola (1984) formulated FWI as a local

optimisation problem, in which the least-squares misfit between observed and mod-

elled data, also known as the functional, is to be minimised. The non-linear inverse

problem for seismic data is solved in FWI in an iterative fashion, and the full content

of the observed data – unlike migration, in which only primary reflections are used –

as well as full-wave modelling with accurate physics of wave propagation is performed

at each iteration (Virieux and Operto, 2009). The aim is to obtain a model of the

subsurface that predicts the observed data in the field. In the first iteration, FWI

searches for an updated model of the subsurface in the vicinity of a starting model,

which is generally smooth and simple. To achieve this goal, FWI first requires forward

modelling from each source in the model to obtain a predicted (or modelled) dataset,

construction of a data misfit (or data residual) by subtracting modelled and observed

data trace-by-trace and sample-by-sample, back-propagation of the data residuals for

each receiver and cross-correlation of the forward and backward propagated wave-

fields for each point in the model to create the gradient at the source, which leads to

an updated model (Tarantola, 1984). The latter is then used as a starting model for

the second iteration, and the process is repeated until a certain number of iterations

or a certain data misfit criterion is reached.

Although FWI was initially proposed to be used with seismic reflection data only,

many studies have demonstrated that long offsets or low frequencies are necessary to

accurately reconstruct the intermediate and large wavelengths of the model (Mora,

1987; Pratt and Worthington, 1990; Pratt, 1990; Pratt et al., 1996), as well as wide-

angle data (Virieux and Operto, 2009). Recently, several strategies have been pro-

posed to perform reflection FWI that have shown some success (e.g. Hicks and Pratt

(2001); Xu et al. (2013); Brossier et al. (2015); Yao and Wu (2017)), also to charac-

terise the near-surface in elastic media (Provenzano et al., 2017), but this is not yet

standard practice.
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The presence of low frequencies also helps mitigate the non-linearity of the inverse

problem. The latter arises from the fact that seismic data are oscillatory, hence

the misfit function that is minimised in FWI is also oscillatory and its minimisation

can lead to local minima that are not the global minimum of the inverse problem

(Guasch and Warner, 2014; Warner and Guasch, 2014). Consequently, the updated

model can be no better or even worse than the starting model (Warner et al., 2013).

The solution of the inverse problem also relies on the Born approximation, that is

the assumption that the updated model can be described as the starting model plus

a small model perturbation and, hence, a linearisation of the non-linear misfit is

possible. This requires that the starting model is close enough to the true model

such that the modelled and observed data differ by less than half a cycle (Beydoun

and Tarantola, 1988). Otherwise, the inversion can get stuck in a local minimum

and lead to a spurious recovered model: this is known as cycle-skipping. Provifrf

low-frequency data are available, recording of wide-angle long-offset data can also

help mitigate the non-linearity and cycle skipping. Alternatively, several strategies

have been proposed that help avoid cycle skipping, such as multi-scale strategies to

progressively include high frequencies, layer-stripping methods to control the offsets at

each step in the inversion (Virieux and Operto, 2009) or alternative data functionals

(e.g. the adaptive waveform inversion (AWI) method of Guasch and Warner (2014)

and Warner and Guasch (2014)).

Some of these strategies have produced acceptable recovered models from starting

models that are far from the true one, as shown in Figure 2.4. In this test, the true

model in Figure 2.4a is used to generate observed synthetic data using a source with

dominant frequency at 10Hz, which is then inverted using the simplistic 1D starting

model in Figure 2.4b both with FWI and AWI, leading to the recovered models in

Figures 2.4c and 2.4d, respectively. The conventional FWI functional leads to a poor-

quality recovered model due to cycle-skipping effects, given that the starting model is

not close enough to the true model, whereas AWI is able to overcome cycle-skipping

and push the inversion towards the global minimum, leading to a high-quality high-

fidelity recovered model.

Since its derivation, FWI has been implemented both in the time (Tarantola, 1984,
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Figure 2.4.: Comparison between the a) true, b) starting, c) inverted with FWI and
d) inverted with AWI P-wave velocity models for the Marmousi2 dataset.
Modified after Warner and Guasch (2014).

1986; Mora, 1987) and in the frequency (Pratt and Worthington, 1990; Pratt, 1990;

Pratt et al., 1996, 1998) domains. The choice of performing FWI in one domain

or the other mainly depends on the ease of implementing multi-scale strategies that

mitigate the non-linearity of the inverse problem, the capacity of time-windowing the

data to exclude certain arrivals and the efficiency in modelling wave propagation in

3D (Virieux and Operto, 2009). Frequency-domain methods are well-suited for im-

plementing multi-scale approaches by progressively inverting low to high-frequencies,

and are also adequeate when inverting for attenuation due to the ease of modelling vis-

cous effects in this domain. On the contrary, time-domain methods are better suited

for time-windowing undesired arrivals, and are also more efficient in 3D (Virieux and

Operto, 2009; Warner et al., 2013). Moreover, Bunks et al. (1995) showed a multi-

scale approach can also be implemented in the time-domain by selecting subsets of

data of increasing frequency by filtering the data with low-pass filters of different

maximum frequency.

Due to the large computational cost of FWI either in the time or frequency domains,
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most applications were initially restricted to 2D problems. Bunks et al. (1995) showed

one of the first successful FWI applications to 2D synthetic data by using a time-

domain multi-scale approach, whereas Shipp and Singh (2002) presented the results of

2D FWI on surface seismic data efficiently obtained in the time-domain. Some years

later, Warner et al. (2008) showed the first applications of 3D FWI, whereas Sirgue

et al. (2010) presented spectacular results obtained from a 3D field datset. These

were possible due to more efficient modelling algorithms and advances in technology

and parallel computing. Since then, 3D FWI has produced excellent recovered models

(e.g. Warner et al. (2013) performed anisotropic 3D FWI on a field dataset acquired

in the North Sea over a gas cloud). At the same time, Morgan et al. (2013) also

demonstrated this technology was ready to be applied to more academic datasets,

for instance to study the Earth’s crust. The improved efficiency of inversion codes

and technological advances have also led to other applications of FWI, such as to

characterise the shallow subsurface by performing FWI of ultra-high-frequency (0.2−

4.0 kHz) reflection seismic data (Provenzano et al., 2017), which results in recovered

models that agree with core-log data.

Moreover, Routh et al. (2017) recently published very high-quality FWI recovered

models of a 3D field dataset, in which FWI was performed up to high frequencies

(∼ 40Hz). Despite the large associated computational cost, the recovered model

shows a high level of detail when compared to that obtained with ray-based methods

(see Figure 2.5).

Figure 2.5.: Models of a) velocity and b) acoustic impedance obtained after 3D travel-
time tomography and 3D FWI at ∼ 40Hz, respectively, for a field dataset
in the Western Black Sea. The model in a) is used as a starting model
for FWI. Modified after Routh et al. (2017).
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In fact, the main benefit of FWI with respect to ray-based methods is its enhanced

resolution. Unlike ray-based methods, which have a resolution that is limited by the

size of the first Fresnel zone (Williamson, 1991) – that is of the order of the square

root of the product of the dominant wavelength and the length of the ray path or

source-receiver offset– the resolution of FWI is half the dominant wavelength (Virieux

and Operto, 2009). This is a consequence of honouring the finite-frequency of wave

propagation in FWI and including as much physics as possible in the process.

Nevertheless, it is common practice to use the acoustic wave equation and only

model the propagation of P-waves (Morgan et al., 2013), with or without anisotropy

(Warner et al., 2013), and neglect elastic or viscous effects. In such case, P-wave

velocity is the only parameter inverted for. Consideration of more realistic effects

and inversion for S-wave velocity, anisotropic parameters and quality factor should,

in principle, lead to improved quantitative models of the subsurface (Warner et al.,

2012). However, this is not yet possible due to several challenges: 1) multi-parameter

inversion increases the ill-posedness of the inverse problem as more degrees of freedom

are introduced in the parametrisation, and the different sensitivity of the inversion to

different parameter classes (Virieux and Operto, 2009), 2) coupling between different

parameter classes as a function of aperture angle can lead to parameter cross-talk

effects (Virieux and Operto, 2009), i.e. a parameter class cannot be independently

inverted for without a leakage on the updated model for another parameter class,

3) the high computational cost of modelling elastic effects (Guasch, 2012; Hobro

et al., 2014) and the increase in computation time when solving the visco-elastic wave

equation in the time domain (Blanch et al., 1995) – as it requires several relaxation

mechanisms – and 4) the difficulty in modelling the amplitudes correctly due to the

usual poorly known subsurface density, attenuation and S-wave velocity as well as

innacuracies in the source wavelet (Tarantola, 1986).

In the last two decades, various researchers have proposed different strategies to

face these challenges. These include adding a correction term to the acoustic wave

equation to account for some elastic effects (Chapman et al., 2010; Hobro et al., 2014;

Chapman et al., 2014), inverting for the Lamé parameters rather than P-wave and
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S-wave velocities (Shi et al., 2007), hierarchical strategies by inverting for a single

parameter class first (e.g. P-wave velocity) while keeping the other fixed and then

keeping the first fixed and inverting for another parameter class (e.g. S-wave velocity)

(Tarantola, 1986; Sears et al., 2008), compensating the gradient for viscous effects

(Xue et al., 2016), combining tomography for attenuation after having performed FWI

for P-wave velocity only (Zhou et al., 2013) or a hybrid local-global approach to invert

for anisotropic parameters (Debens et al., 2015a,b; Debens, 2015) or attenuation

(da Silva et al., 2017). But the application of these strategies to field data in an

efficient and automatic manner is still a matter of research.

2.3.2. Theoretical framework

Here I derive the basic equations used in FWI to solve the non-linear inverse prob-

lem locally in the time-domain, which are based on the original derivation of Lailly

(1983) and Tarantola (1984). I use the notation and follow the derivation presented

by Tarantola (2005), Virieux and Operto (2009) and Asnaashari et al. (2013), and

references therein.

I first start by recalling that the forward problem can be expressed by G(m) = d

(see equation (2.26)). FWI tries to solve the non-linear inverse problem, which is

mathematically formulated as:

G−1(dobs) = m′ (2.34)

where m′ is the model we are trying to recover that explains the observed data

vector dobs. Substitution of m′ into the forward modelling expression should yield

the dataset d. However, the non-linear inverse problem has no analytical solution as

G has no analytical inverse operator (Warner et al., 2013). Instead, FWI seeks an

approximate and local solution to the linearised inverse problem, which is improved

by iterating. First, the inverse problem is typically formulated as a least-squares opti-

misation problem of the form (the L2-norm is used for simplicity of the mathematics):

φd(m) =
∑
Ns

‖Wdδd(m)‖22 =
∑
Ns

δd(m)TW T
d Wdδd(m) (2.35)
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where φd(m) is a scalar quantity known as the data objective function or the data

functional, which needs to be minimised,
∑

Ns
represents the sum over all shots, δd =

dobs − dpred(m) is the misfit between the observed and predicted (or modelled) data

for a given model m and Wd is a weighting operator that contains information on data

uncertainties – if the traces are uncorrelated and assuming a Gaussian distribution,

Wd is a diagonal matrix that contains the standard deviation of the data (Tarantola,

2005). The predicted data vector depends non-linearly on the Nm model parameters

m according to the forward operator. The aim of FWI is to find a model m that

minimises the misfit between observed and modelled data. For this purpose, the

functional is linearised around a reference model, m0, also known as the starting

model. This linearisation is known as the Born approximation. At the first iteration,

m0 is the best guess of the true model. In the framework of the Born approximation,

the updated or recovered model, m, can be expressed as the reference model plus

a small perturbation, ∆m, i.e. m = m0 + ∆m. However, minimisation of the

linearised data functional around the starting model leads to an ill-posed problem

and, hence, it may not have a solution or it may have infinite solutions, i.e. a number

of infinite models can provide a good data fit (Virieux and Operto, 2009). To reduce

the ill-posedness of the inverse problem, prior model information and regularisation

terms are added to the optimisation problem in equation (2.35), which leads to the

more generic functional or misfit function (Asnaashari et al., 2013):

φ(m) = φd(m) + λ1φm,1(m) + λ2φm,2(m) (2.36)

where λ1 and λ2 are regularisation parameters and φm,1(m) and φm,2(m) are

penalty functions that penalise roughness in the model and variations from prior

model information, respectively. The first penalty term, also known as the Tikhonov

term, can be written as:

φm,1(m) = ‖Bxm‖22 + ‖Bzm‖22 =
1

2
mTDm (2.37)

In this expression, Bx and Bz are first-order spatial derivative operators and D

is the second-order Laplacian operator. Large variations of the model parameters in
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any direction correspond to large first-order derivatives, which are penalised by these

terms. The second penalty term can be computed as:

φm,2(m) = ‖Wm(m−mp)‖22 =
1

2
(m−mp)

TW T
mWm(m−mp) (2.38)

where Wm is a weighting operator that contains information on the uncertainties

of the prior model, mp. The latter is related to the previous iteration and can be set

to be the prior model – for instance, the starting model – or be adapted during the

inversion.

The solution of the inverse problem in equation (2.36) is sought in the vicinity of

the starting model. Linearisation of the misfit functional with respect to the model

parameters around the starting model at second-order yields:

φ(m) = φ(m0) +

NM∑
j=1

∂φ(m0)

∂mj
∆mj +

NM∑
j=1

NM∑
k=1

∂2φ(m0)

∂mj∂mk
∆mj∆mk +O(m3) (2.39)

Minimisation of the linearised misfit with respect to the model parameters takes

place when the first derivative of the misfit function vanishes. Hence, taking deriva-

tives in the previous equation and setting the right-hand-side to zero results in the

following expression:

∆m = −
(
∂2φ(m0)

∂m2

)−1
∂φ(m0)

∂m
= −H−10 ∇mφ(m0) (2.40)

where ∇mφ(m0) and H0 are the gradient and the Hessian of the misfit function

evaluated at the starting model, respectively. Thus, the model update is searched

in the direction of steepest descent (opposite to the gradient). After some algebraic

calculations, the gradient (Asnaashari et al., 2013) and the Hessian can be respectively

written as:

∇mφ(m0) = −
∑
Ns

JT0 W
T
d Wdδd0 + λ1Dm0 + λ2W

T
mWm(m0 −mp) (2.41)
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H0 =
∑
Ns

(
JT0 W

T
d WdJ0 −

∂JT0
∂m

W T
d Wdδd0

)
+ λ1D + λ2W

T
mWm (2.42)

where J = ∂d(m)/∂m is the sensititvity matrix, formed by the Fréchet deriva-

tives of the modelled data with respect to the model parameters. The method of

solving the normal equations in equation (2.40) with the previous expressions for the

gradient and the Hessian is known as the Newton method. The second term in the

Hessian vanishes for linear problems, and it is usually neglected in FWI for solving

non-linear inverse problems due to the large memory requirements for storing this

term and the difficulty in computing the inverse of the Hessian matrix. Such type of

approximation is known as the Gauss-Newton method (Virieux and Operto, 2009).

Typically, only the diagonal terms of the approximate Hessian are computed. Ne-

glecting regularisation terms and uncertainties, the diagonal terms of the approximate

Hessian, Ha = JT0 J0 , represent the zero-lag autocorrelation of the partial-derivative

wavefields (Shin et al., 2001). An alternative method to compute the Hessian is the

steepest-descend or the gradient method, which consists in approximating the inverse

of the Hessian by a scalar α, also known as step-length. To improve the convergence

of steepest-descend methods, a preconditioning term that consists of the diagonal

elements of the approximate gradient is used (Shin et al., 2001; Virieux and Operto,

2009; Warner et al., 2013). Thus, each component of the model update in equation

(2.40) is computed as follows (Warner et al., 2013):

∆mi = − α

hii

∂φ(m0i)

∂mi
(2.43)

where hii is the approximate relative magnitude of the diagonal of the Hessian

that corresponds to the model parameter mi. The step-length can be estimated by

a line-search method (Pratt et al., 1998; Virieux and Operto, 2009), which consists

in perturbing the starting model a certain amount in the right direction and observe

the effect this has on the residual wavefield.

On the other hand, the gradient can be efficiently computed with an adjoint-state
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formulation without explicitly computing the Fréchet derivatives (Plessix, 2006). This

requires forward modelling for each source in the starting model to obtain a predicted

dataset, back-propagation of the residual wavefield obtained from the data residuals,

and cross-correlation of the forward and backward propagated wavefields in time for

each point in the model to form the gradient at each source, followed by stacking the

resulting individual gradients for all sources (Tarantola, 1984; Virieux and Operto,

2009; Warner et al., 2013). This reduces the number of forward problems to solve for

each source from NM to just two (Virieux and Operto, 2009).

Nevertheless, the updated model in equations (2.40) or (2.43) after one iteration

does not lead to the global minimum of the misifit function due to the non-linearity of

the modelled data and the model parameters. Hence, the model is updated iteratively

so that the starting model for each iteration is replaced by the result of the previous

iteration, until convergence to the global minimum or a certain number of iterations

are reached (Virieux and Operto, 2009; Warner et al., 2013).

Computation of the gradient via the adjoint-state method and estimation of the

approximate Hessian in steepest-descend methods requires an efficient forward mod-

elling algorithm. In practice, the acoustic wave equation is used to simplify both

the cost of froward modelling and inversion algorithms, and neglect elastic or viscous

effects. Although this reduces the computation time, it has also consequences on the

recovered model updates. To mitigate these adverse effects, Shen (2010) proposed

an alternative functional that enhances the importance of the phase of recorded data

with respect to their amplitude by weighting both the observed and modelled data

by their RMS energy trace-by-trace (Shen, 2010, equation 2). The solution of the

inverse problem using this functional leads to similar expressions for the gradient

and the Hessian to those obtained with conventional FWI, and can be derived as

per above. Thus, the associated cost of solving this functional is similar to the the

cost of conventional FWI, while still mitigating some of these adverse effects. The

effectiveness of this method on mitigating elastic and visco-acoustic effects will be

tested in the following two chapters, and will also be combined with the method I

propose to address such effects. Other functionals can be suggested and implemented
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to improve the quality of the recovered models, avoid cycle-skipping, use reflection

data or perform multi-parameter inversion. Nevertheless, throughout this thesis I will

use conventional FWI or the amplitude-balanced functional of Shen (2010).

2.4. Travel-time tomography

Travel-time tomography (TT) – also known as time-of-flight (TOF) within the med-

ical imaging community– is an imaging technique that aims at providing recon-

structed models by comparing measured and modelled travel-times of certain arrivals

(Williamson, 1991), rather than the entire waveform as in FWI. This method is based

on the ray approximation, which is valid at very high frequencies – or equivalently,

for small wavelengths with respect to the size of the anomalies to be imaged. In the

context of ray theory, the travel-time associated with a ray is given by the integrated

slowness along the ray-path. This integral, known as the Fermat integral, can be

expressed as follows (Bording et al., 1987; Williamson, 1991):

ti =

∫
li

s(x, y, z)dl, i = 1, ...,M (2.44)

where ti is the travel-time associated with the i−th path from a source to a receiver

and s(x, y, z) = 1/v(x, y, z) is the slowness function (i.e. the inverse of the velocity)

of a ray along the path li for a set of M ray-paths. Under the ray approximation,

travel-times can be computed by solving the eikonal equation:

|∇t|2 = s2 (2.45)

with the additional condition that the traveltime at the source location is zero. The

latter eikonal equation is only valid in the very high-frequency limit and for acoustic

or elastic heterogeneous media (Cerveny, 2001), and can be solved with numerical

methods (e.g. the finite-differences extrapolation method of Vidale (1990)). This is

equivalent to solving the wave equation in FWI.

However, the difficulty in solving the integral equation (2.44) arises from the fact

that the ray-path depends on the unknown slowness itself (Bording et al., 1987). Thus,

35



this equation is often linearised in TT around an initial slowness model (similar to

the linearisation done in FWI). The problem is then to find the unknown slowness

perturbations with respect to the starting model. After discretisation of the problem

both in time and space, equation (2.44) is approximated by (Bording et al., 1987):

∆t = D∆s (2.46)

in which ∆t is a column vector with the differences between the modelled and

measured times (with dimension M), ∆s is a vector of slowness differences between

the initial model and the solution for each cell and D is a rectangular matrix whose

element Dij is the distance the i − th ray travels through the j − th cell. As each

ray only covers a small portion of the discretised model, matrix D is typically sparse.

A typical TT workflow (Bording et al., 1987) starts by obtaining arrival times from

recorded data in the field (for instance, by picking first arrivals) and computing the

difference of the latter with modelled travel-times obtained using the starting slow-

ness model, for instance, by solving the eikonal equation (2.45) – or by ray-tracing

methods from equation (2.44) (Langan et al., 1985; Stork, 1988; Ecoublet et al., 2002).

Then, the distances that form matrix D are computed either assuming straight rays

or using Snell’s law for the starting model, and the system of equations in (2.46) is

solved to find ∆s. Several methods to solve this system of equations exist: these

include row-action methods that deal with individual rays (rows in D) separately

(Lines and Newrick, 2004) or the more efficient preconditioned conjugate gradients

(Scales, 1987), which benefit from the sparsity of matrix D. The process can then be

repeated in an iterative fashion by setting the starting model for the next iteration

to be the updated slowness model of the previous iteration until a certain stopping

criterion is met.

Because TT is based on ray theory but emitted signals have a finite frequency,

the resolution of the recovered models is limited by the size of the first Fresnel zone

(Williamson, 1991): that is 0.5
√
πLλ, with L being the distance that the wave has

propagated and λ the dominant wavelength. Hence, it leads to recovered models with
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worse resolution than those obtained with FWI – as the resolution of FWI is half the

dominant wavelength (Virieux and Operto, 2009) – but the computation resources

used in terms of memory and time are much lower. This makes TT a suitable imaging

tool for obtaining approximate starting models for FWI.

In the remaining of this thesis I focus on wave-based methods, but I make use of

starting models obtained from TT when inverting field data or in vivo data. This

reduces the non-linearity of the inversion and produces high quality recovered models

(e.g. see chapter 5).

2.5. Acoustic FWI in a visco-elastic earth

Despite the visco-elastic nature of the subsurface, viscous and elastic effects are often

ignored in conventional FWI, and the acoustic wave equation is used to model wave

propagation. Using approximate physics of wave propagation introduces inaccuracies

in the recovered P-wave velocity models.

In this section I propose a method to mitigate viscous and elastic effects when

performing acoustic FWI, which is based on Wiener (or matching) filters. Thus, I

first introduce the concept and theory of Wiener filters and I explain their utility in

matching a dataset to another. I then propose a workflow designed to address either

viscous or elastic effects in acoustic FWI at a relatively low computational cost.

The validity of this hypothesis and the potential of this method are demonstrated

in chapters 3 and 4. In these chapters I also discuss the impact that the matching

parameters have on the resulting dataset, as well as how to minimise their footprint.

2.5.1. Wiener filters

A Wiener filter is an optimal filter – in the least-squares sense– that transforms

an input signal y into a target output signal x (Wiener, 1949). The filter output,

denoted as x′, is computed by linear time-invariant filtering of the observed input

signal. Mathematically, this is expressed as the following convolution (Vaseghi, 2000):

x̂(t) = y ∗w =

P−1∑
k=0

y(t− k)w(k), t = 0, ..., N + P − 2 (2.47)
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where x̂(t) is a time sample of the estimated output signal, w is the Wiener filter

of length P and coefficients w(k) and N is the length of the input and output signals

before zero padding. In the previous equation, y is padded with P − 1 zeros after the

last sample to obtain a centred zero-padded vector x′ that contains (P − 1)/2 zeros

before the first sample and also after the last sample.

The output signal in equation (2.47), x̂, is the estimate of the desired output signal

x that minimises the following least-squares error function:

φ = ‖x− x̂‖22 =
1

2

N+P−2∑
t=0

(
x(t)−

P−1∑
k=0

y(t− k)w(k)

)2

(2.48)

Minimisation of the previous least-squares error function with respect to a single

filter coefficient requires setting the derivative ∂φ/∂w(i) to zero, which yields the

following equation for the i− th component:

N+P−2∑
t=0

[(
x(t)−

P−1∑
k=0

y(t− k)w(k)

)(
P−1∑
k=0

y(t− k)δki

)]
= 0 (2.49)

in which δki = 1 if k = i and δki = 0 otherwise. Minimisation with respect to

all coefficients results in the following system of normal equations (Robinson and

Durrani, 1986):

N+P−2∑
t=0

x(t)y(t− i) =

P−1∑
k=0

w(k)

N+P−2∑
t=0

y(t− k)y(t− i), i = 0, ..., P − 1 (2.50)

The latter can be re-written as:

cxy(i) =

P−1∑
k=0

w(k)Ryy(i− k), i = 0, ..., P − 1 (2.51)

which is known as the Wiener-Hopf equation with:

cxy(i) =

N+P−2∑
t=0

x(t)y(t− i), i = 0, ..., P − 1 (2.52)
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and:

Ryy(i− k) =

N+P−2∑
t=0

y(t− k)y(t− i), i = 0, ..., P − 1 (2.53)

where cxy is the cross-correlation of the target signal and the input signal (left-hand-

side in equation (2.50)) and Ryy(i) is the auto-correlation of the input signal. Thus,

the right-hand-side in equations (2.50) and (2.51) corresponds to the convolution of

the Wiener filter with the auto-correlation of the input data. Equation (2.51) can

easily be expressed in matrix form as:

cxy = Ryyw (2.54)

in which w and cxy are column vectors of dimension P with the filters’ coefficients

and the cross-correlations of the input and the target signals, respectively, and:

Ryy =



Ryy(0) Ryy(1) Ryy(2) . . . . . . Ryy(P − 1)

Ryy(1) Ryy(0) Ryy(1) Ryy(2) . . . Ryy(P − 2)

Ryy(2) Ryy(1)
. . .

. . .
. . .

...

...
. . .

. . .
. . . Ryy(−1) Ryy(−2)

Ryy(P − 2) . . .
. . . Ryy(1) Ryy(0) Ryy(1)

Ryy(P − 1) . . . . . . Ryy(2) Ryy(1) Ryy(0)


(2.55)

is a square matrix of dimensions P × P that contains the auto-correlations of the

input data. In the previous expression I have taken into account that the autocorre-

lation of two stationary time series is an even function, i.e. Ryy(i) = Ryy(−i), which

follows from the fact that cxy(i) = cyx(−i) (Robinson and Treitel, 1980, chapter 6).

The autocorrelation matrix displays a particular symmetry: the values along the di-

agonals are constant, i.e. each element in the diagonal descending from left to right

is constant. Due to this symmetry, the matrix is said to be a Toeplitz matrix (Robin-

son and Treitel, 1980; Claerbout, 1985; Robinson and Durrani, 1986; Golub and Van

Loan, 2013), which is a particular type of persymmetric matrix, and the system of

equations in equation (2.54) is a Toeplitz system.
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The coefficients of the Wiener filters are found by solving equation (2.54). Thus,

w = R−1yy cxy, being R−1yy the inverse of the auto-correlation matrix. Several strate-

gies exist to efficiently invert this autocorrelation matrix by exploiting the symmetry

properties of a Toeplitz matrix (Golub and Van Loan, 2013). These are mainly classi-

fied in three categories depending on the number of arithmetic operations: 1) classical

methods, 2) fast methods and 3) super-fast methods.

The first category, classical methods, are robust but relatively expensive to imple-

ment as these require O(P 3) operations (Musicus, 1988). The most popular meth-

ods in this category include QR decomposition, Gaussian elimination and Cholesky

decomposition, from which QR decomposition is generally preferred due to its math-

ematical simplicity and its robustness (Bojanczyk et al., 1995; Vaseghi, 2000). The

latter consists in decomposing the auto-correlation matrix in equation (2.55) into

a product of an orthogonal matrix and an upper-triangular matrix to compute the

Wiener filters’ coefficients by back-substitution (Francis, 1961, 1962; Kublanovskaya,

1962). The computation burden of this method mainly lies on the decomposition step

of the Toeplitz matrix, which can be performed for instance by using the Gram-Scmidt

process. Nevertheless, fast implementations of the QR algorithm that require O(P 2)

operations also exist (e.g. Bojanczyk et al. (1995)), but these are not unconditionally

stable (Brent, 1988).

On the other hand, fast methods require O(P 2) operations and, therefore, are

more affordable. The most frequently used fast method is the Levinson’s algorithm

(Levinson, 1949) after modifications from the original derivation to improve its sta-

bility (Bunch, 1985). The latter consists in a recursive procedure to solve a M + 1-

dimensional Toeplitz system with M = 0, 1, ..., P − 1 (Morettin, 1984; Bunch, 1985).

This method starts by first solving for the first coefficient of the equation Ryyw = cxy

as follows (O’Dowd, 1991):

Ryy(0)w(0) = cxy(0) (2.56)
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followed by solving:

 Ryy(0) Ryy(1)

Ryy(1) Ryy(0)


 w(0)

w(1)

 =

 cxy(0)

cxy(1)

 (2.57)

and M linear systems of equations are progressively solved to find all coefficients

in a similar way. For more details on the implementation of a stable Levinson’s

algorithm I refer to Press et al. (2007): I have implemented the algorithm described

in this reference to compute Wiener filters using the Levinson’s recursion method.

The third category of methods for solving Toeplitz systems, namely super-fast

methods (Bunch, 1985; de Hoog, 1987; Turnes et al., 2014), require O(Plog2P ) op-

erations, which is significantly less than those required by fast methods. This can be

achieved by using fast Fourier transforms (FFTs) (Ammar and Gragg, 1988; Brent,

1988) and by transforming Toeplitz system into a special type of polynomial prob-

lems (Turnes et al., 2014). However, super-fast algorithms were typically considered

unstable (Bunch, 1985). Thus, various techniques and formulations have been pro-

posed during the last decades to stabilise these methods (Bunch, 1985; Brent, 1988;

Lakshmikantham et al., 1994; Bojanczyk et al., 1995; Higham, 2002; Turnes et al.,

2014).

To avoid stability problems, super-fast methods are not further explored in the

remaining of this thesis. Instead, I have developed a parallel Fortran code that can

be used in a high performance computing (HPC) facility, which uses the Levinson’s

recursion algorithm as derived by Press et al. (2007) to efficiently compute the coeffi-

cients of the Wiener filters when matching one seismic trace to another. For further

details on this implementation I refer to the next section and chapters 3 and 4.

Figure 2.6 shows the potential of using Wiener filters to match two distinct sta-

tionary time-series of length N , shown in Figure 2.6a, which have different phase and

amplitude content. The first signal, x, is a periodical function with respect to the

number of samples, whereas the second signal is also a periodic function but with

smaller time period (i.e. higher frequencies) and with amplitudes that are exponen-
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tially damped with increasing number of samples. Next, I compute Wiener filters that

match signal y into signal x by solving equation (2.54) and using both the classical

QR method and the Levinson’s method to invert the auto-correlation matrix. The

resulting filters, computed with a filter length of P = 2N = 200 samples for both

methods, are nearly identical, and are overlaid in Figure 2.6b. These filters are then

convolved with the input signal, y, to produce the estimate x̂ = y ∗w, which is an

optimal estimate of the desired signal x in the least-squares sense. This is shown in

Figure 2.6c, in which the desired signal and the estimated signals with both methods,

x̂QR and x̂Levinson respectively for the QR and Levinson’s methods, are plotted. In

the absence of noise, the computed Wiener filters lead to very good approximates of

the desired signal with both methods. However, there is a noticeable difference in

terms of compute time, as depicted in Figure 2.6d for different lengths of the filters

for both methods. This plot shows that the computation time of the Wiener filters in-

creases with the length of the filter, and it increases more rapidly for the QR method

given that the number of required operations is O(P 3) rather than O(P 2). Thus, the

Levinson’s method is used from here onwards.

The test in Figure 2.6 also demonstrates the potential of Wiener filters. In fact,

Wiener filters have been used in geophysics for multiple purposes: these include noise

supression (del Negro, 1996; Karsl and Bayrak, 2004), wavelet shaping (Robinson

and Treitel, 1980; Yilmaz, 1987), seismic deconvolution (Robinson and Treitel, 1980;

Yilmaz, 1987) and also to avoid cycle skipping in FWI (Warner and Guasch, 2014;

Guasch and Warner, 2014). Here I suggest Wiener filters can be used to mitigate

elastic and viscous effects in acoustic FWI. This hypothesis is further discussed now.

2.5.2. Workflow and algorithm

The data matching application between two time traces in Figure 2.6, based on Wiener

filters, can be extended to match two entire datasets, gather-by-gather and trace-by-

trace. This is demonstrated in Figure 2.7, in which acoustic and elastic data have

been modelled for a shot at the centre of the well-known Marmousi2 model (Bourgeois

et al., 1990; Martin et al., 2006). The corresponding P-wave and S-wave velocity

models are depicted in Figures 2.7a and 2.7b, respectively, whereas the acoustic and
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Figure 2.6.: Example of data matching of two very different time series using Wiener
filters. Panel a) shows the input signal y and the target signal x, both of
length N = 100, whereas panel b) shows the Wiener filters computed with
the QR and Levinson’s methods with a length of the filters of P = 2N .
The resulting estimated signals for both methods are overlaid with the
target signal in panel c), and the computation times for different lengths
of the filters are shown in d).

elastic modelled data at receivers spread across the model are displayed in Figures

2.7c and 2.7d. Figure 2.7e shows the trace-by-trace differences between the elastic

and the acoustic traces.

Analogously to the test in Figure 2.6, I compute Wiener filters that match each trace

in the elastic dataset (the input data) to each trace in the acoustic dataset (the desired

dataset). I then convolve each trace in the elastic dataset with the corresponding

computed Wiener filter, which leads to the filtered (or matched) dataset in Figure

2.7f: this is an estimate of the desired acoustic data. As shown in Figure 2.7g,

the differences between the filtered dataset and the acoustic dataset are significantly
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smaller than those between the elastic and the acoustic dataset in Figure 2.7e.

Figure 2.7.: Data matching example for the Marmousi2 model in a) for P-wave ve-
locity and b) for S-wave velocity models, which are used to generate c)
acoustic modelled data and d) elastic modelled data for a shot at the
centre of the model, and their difference is shown in e). Wiener filters
of a length of P = 2N are then computed trace-by-trace to match the
elastic to the acoustic modelled data, and are then convolved with the
elastic data to mitigate elastic effects, which leads to the gather in f).
The difference of the acoustic data and the data in f) is shown in g).

The previous example demonstrates that it is possible to match an elastic to an

acoustic dataset obtained from a realistic subsurface model in the absence of noise and

if we know what are the right coefficients of the Wiener filters. In practice, recorded

field seismic data contains elastic and viscous effects (anisotropy is neglected here for
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simplicity), and no prior information on accurate P-wave and S-wave velocity models

or a Q model are typically available. Nevertheless, if one makes an assumption on

these models it is in principle possible to model acoustic and also elastic or visco-

acoustic data, compute Wiener filters that match the elastic or the visco-acoustic

data to the acoustic data and filter the observed data – recorded in the field – with

the computed Wiener filters to produce a filtered (or matched) dataset, in which

elastic or viscous effects are removed. Similarly to the example in Figure 2.7, this

should produce the best results if the observed data only contains elastic or viscous

effects and no noise (in that case the observed data would be equivalent to the elastic

data in the example in Figure 2.7) and also when the estimates of the P-wave and

S-wave velocity models or the P-wave velocity and the Q models are close to the true

models.

In case the data are contaminated with noise or/and the estimated velocity or at-

tenuation models are not as accurate, mitigation of elastic or viscous effects might

not be as effective, but it could potentially still mitigate significant elastic or viscous

effects. The matched data rather than the original observed data could then be used

as an input for an acoustic inversion, potentially leading to more accurate recovered

P-wave velocity models as the physics used in the modelling would yield a dataset

closer to the matched dataset than the original elastic or visco-acoustic observed

dataset.

In order to implement this in practice I propose two workflows: the first one is

designed to mitigate elastic effects (Figure 2.8), and the second is designed to mitigate

visco-acoustic effects (Figure 2.9).

The aim of these two workflows is only to improve the quality of recovered P-wave

velocity models from acoustic FWI of either realistic synthetic seismic data that is

contaminated with elastic and viscous effects or field seismic data, and it is not to

obtain models of S-wave velocity orQmodels. Estimates of the latter are necessary for

the application of the workflow and need to be obtained via alternative methods. This

is discussed further in chapters 3 and 4. One important conclusion from several tests

discussed in these chapters is that these estimates do not need to be very accurate.
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Figure 2.8.: Workflow used to mitigate elastic effects based on Wiener filters. The
dotted area represents the conventional acoustic FWI workflow.

In essence, the workflows in Figures 2.8 and 2.9 are very similar. Both can be

divided in 5 different steps. Step 1 consists in performing conventional acoustic FWI

of the observed data by minimising the misfit between the latter and modelled data,

as discussed in section 2.3.2. A starting P-wave velocity model is required at this

stage, which is used to model acoustic data during the first iteration of acoustic FWI.

Here there is no restriction in the type of functional used in the inversion: the aim

is to obtain a first estimate of the P-wave velocity model as accurate as possible in

the presence of elastic and viscous effects in the data. Thus, I recommend either

the use of the classical least-squares data misfit or the use of the amplitude-balanced

functional of Shen (2010), which can help mitigate some elastic and viscous effects.

The second step of the workflow, Step 2, consists in modelling data using the
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recovered model in Step 1 for all shots in the model. This differs in both schemes.

In case the objective is to mitigate elastic effects (Figure 2.8), acoustic and elastic

data are modelled by using the recovered P-wave velocity model obtained after Step

1 and an estimate of vp/vs. On the other hand, if the aim is to mitigate visco-acoustic

effects then acoustic and visco-acoustic data are modelled for all shots by using the

recovered P-wave velocity model and an estimate of Q.

Once Step 2 is complete, the remaining steps are the same in both workflows. Next,

Wiener filters that match the modelled elastic or visco-acoustic data – depending on

the application– to the modelled acoustic data for all shots are computed, trace-by-

trace. The computed filters are then convolved with the observed data (Step 3), which

lead to a matched dataset in which elastic or viscous effects are mitigated, provided

the estimates for P-wave and S-wave velocities and the Q model are accurate enough.

The matched dataset is then used as an input for acoustic FWI in Step 4. The

latter is expected to lead to an improved recovered P-wave velocity model of the

subsurface as the input data for the inversion contains less elastic or viscous effects

and, thus, acoustic modelling during acoustic FWI is more accurate.

Finally, the workflow can be repeated a number of times in Step 5 to further im-

prove the result by using the recovered P-wave velocity model in Step 4 as an input

for acoustic and elastic or visco-acoustic modelling in Step 2. Nevertheless, each ad-

ditional iteration of the workflow increases the total computational cost, especially

due to the inversion in Step 4. This will be further discussed in chapters 3 and 4, in

which I demonstrate that the first iteration of the workflow has the largest impact

on the result and that one or two iterations provide good quality results without

compromising on the computational time.

Variations of the previous workflows are indeed possible, and these might be needed

under certain circumstances – for instance, in the presence of strong elastic or viscous

effects or when the data is contaminated with a high level of noise. These aspects

will be covered in more detail in chapters 3 and 4.

But, independently of the modifications introduced, the implementation of Step

3 is key for the good performance of the workflow. This requires an efficient and
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Figure 2.9.: Workflow used to mitigate visco-acoustic effects based on Wiener filters.
The dotted area represents the conventional acoustic FWI workflow.

robust code that computes Wiener filters that match one dataset to another, such

that the resulting matched observed dataset obtained after the convolution with the

Wiener filters contains as little artefacts from filtering as possible. There are various

potential sources of error when matching two different datasets. First, the Levinson’s

algorithm used to calculate Wiener filters might not be stable if the diagonal elements

of the auto-correlation matrix are too small. Second, computing a single filter that

matches a whole seismic trace to another one that may contain different events might

introduce artefacts in the data if the spectra of the two traces are very different. This

can be observed in the example in Figures 2.7f and 2.7g, in which each trace from

the elastic data is matched to the corresponding trace in the acoustic dataset – note

spectra might be different because there are S-wave related events in the elastic data
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that are not present in the acoustic data and also because amplitudes are different.

In fact, the estimation of a long single filter per trace also has consequences in terms

of compute time, as the longer the filter the more arithmetic operations are required

(recall this is proportional to P 2 for the fast Levinson’s method). A third potential

artefact might appear due to the fact that data matching is performed between two

signals of finite length, and the latter can introduce some unwanted noise around

the edges of the trace being matched. Finally, another source of error might be not

accounting for the lateral continuity of the data, as seismic data presents continuity

both in time and along the events. In order to tackle all these potential sources of

error I introduce the following four different mechanisms:

1. Zero-padding and tapering of the data

2. Pre-whitening of the auto-correlation matrix

3. Lateral smoothing by matching multiple traces simultaneously

4. Computing short filters in time

The first strategy consists in extending each trace with zeros on each side prior to

computing Wiener filters, and multiplying the padded trace with a discrete window

function that smoothly increases its values from 0 on the extremes of the trace to

1 at the centre. In particular, I use a Hann (Oppenheim and Schafer, 1989; Press

et al., 2007) or a Blackman window functions (Oppenheim and Schafer, 1989). This

method increases the computation time slightly, as the trace is extended by a small

percentage of the total number of samples, but it ensures that any edge effects are

reduced and that they happen within the padded region.

The second mechanism is used to stabilise the Levinson’s algorithm, and consists in

adding a constant value to the diagonal elements of the auto-correlation matrix such

that Ryy(0) transforms to (1 + ε)Ryy(0), being ε a value between 0 and 1 (Gubbins,

2004). By inspection of equation (2.56), it is clear that adding a small value to Ryy(0)

can transform a division by zero into a division by a small number, thus making the

Levinson’s algorithm stable. The main effect of adding this small term is to flatten

the spectrum of the filters (Gubbins, 2004), thus avoiding notches. However, if the
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diagonal terms are too small, adding a percentage of itself might not be enough to

stabilise the problem. Thus, I compute the maximum absolute value in the auto-

correlation matrix and I add a small percentage of this value to the diagonal terms.

The third mechanism consists in imposing some smoothness across neighbouring

traces to have better continuity of the events and less artefacts of trace-by-trace

matching. This is achieved by reformulating the least-squares problem in equation

(2.48), so that the aim is to compute a single Wiener filter that matches several

consecutive traces of the input data to several traces of the desired data. In order to

achieve this, I propose equation (2.48) can be reformulated as follows:

φ̃ =

∥∥∥∥∥∥∥∥∥∥∥∥∥



x1

x2

...

xr


−



y1 ∗w

y2 ∗w
...

yr ∗w



∥∥∥∥∥∥∥∥∥∥∥∥∥

2

2

=
1

2

r∑
j=1

N+P−2∑
t=0

(
xj(t)−

P−1∑
k=0

yj(t− k)w(k)

)2


(2.58)

where r is the number of traces to be matched simultaneously and the misfit con-

tains the difference between two long vectors that respectively contain the desired

traces and the convolution of the filter with the input traces, concatenated in single

vectors of dimension (N + P − 1) × r. Similarly to the derivation for a single trace,

the coefficients of the Wiener filters that match multiple traces can be found by min-

imising the misfit φ̃ with respect to the filter coefficients and setting that to zero, i.e.

∂φ̃/∂w(i) = 0. This leads to the following set of normal equations:

r∑
j=1

N+P−2∑
t=0

xj(t)yj(t− i) =
P−1∑
k=0

w(k)
r∑
j=1

N+P−2∑
t=0

yj(t− k)yj(t− i), i = 0, ..., P − 1

(2.59)

Which can be expressed as:

c̃xy = R̃yyw (2.60)
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with:

c̃xy(i) =

r∑
j=1

N+P−2∑
t=0

xj(t)yj(t− i), i = 0, ..., P − 1 (2.61)

and:

R̃yy(i− k) =
r∑
j=1

N+P−2∑
t=0

yj(t− k)yj(t− i), i = 0, ..., P − 1 (2.62)

Therefore, the latter results in a Toeplitz system similar to that in equation (2.54),

but now c̃xy and R̃yy are the sum of the cross-correlation between the input and

desired signals and the auto-correlation of the input signals for multiple traces, re-

spectively. For the particular case of just one trace, the previous equations reduce to

those derived earlier for a single trace. The estimation of Wiener filters for multiple

traces simultaneously has a small impact in the computation time with respect to a

trace-by-trace application, as the calculation of cross-correlation and auto-correlation

coefficients is the sum of more elements. However, this does not significantly affect

the compute time as the length of the filter and the order of the cross-correlation

vector and auto-correlation matrix are unchanged.

Finally, in the fourth mechanism I introduce some degree of smoothness in time to

avoid artefacts caused by matching entire traces that have different spectra. To do so,

I obtain matched data for small portions of a whole trace, defined by a certain length

(i.e. number of samples), so that the matched portions of the data overlap in time. I

then use a Blackman window weighting function to compute the final matched data

such that the sample at the centre of the current matched data has a larger weight

than the sample of the next overlapping matched data – and with the constrain that

the sum of the weights must be equal or smaller than 1. This has a smoothing effect

along the trace and also leads to a reduction in the compute time as this mainly

depends on the squared of the length of the filters, which is reduced.

To further reduce the compute time, I start matching the data for each trace when,

starting from time zero, the value of the forward acoustic modelled data is larger

than a certain value. This simplifies the computations as filters are not calculated
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before the first arrivals and, hence, less matching filters need to be computed. This

measure also reduces stability issues when the length of the filters is short and the

data to be matched contains only zeros (or very small values) before the first arrivals,

in which case the elements of the auto-correlation matrix are very small and, thus,

the Levinson’s method may be unstable.

Both the impact of the length of the filters and the number of neighbouring traces

matched simultaneously to impose smoothness have the biggest impact on the qual-

ity of the resulting matched datased. Thus, these aspects are further discussed in

chapters 3 and 4.

I now briefly discuss how the data matching code is implemented in practice. Algo-

rithm 2.1 schematically describes the simplified structure of the code I have developed

in Fortran to implement the workflows in Figures 2.8 and 2.9. The output of this

algorithm is the matched observed dataset, which is obtained from the input mod-

elled data, the desired modelled data and the observed data. The implementation

of the four mechanisms described above to overcome some limitations of trace-by-

trace filtering is not discussed here, as it does not change the structure of the code

significantly.

Algorithm 2.1 Computation of matched observed data using Wiener filters that
match input traces (e.g. elastic or visco-acoustic modelled data) to desired traces
(e.g. acoustic modelled data).

Input: y (input data), x (desired data), dobs (observed data)
Output: dmatched (matched observed data)

1: Open and read: y, x, dobs
2: Read: filtering parameters
3: Order data
4: Initialise variables
5: i = 1
6: while i ≤ Ntraces do
7: call Wiener filtering(yi, xi, filtering parameters, wi)
8: call convolution(dobs,i, wi, dmatched,i)
9: Write/append: dmatched,i

10: i=i+1
11: end while
12: Close data files

Thus, the code starts by reading the entire datasets as well as the filtering parame-
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ters: these include the length of the padded region as a percentage of the length of the

data to be filtered, the length of the filters, the value of the pre-whitening constant ε

and the number of neighbouring traces to be used to compute Wiener filters.

In the next part of the code, the different datasets are ordered with respect to shot

identification number and channel number. This is important as the three datasets

that have been read at the previous step do not need to be in the same order initially

(for instance, if the modelled data has been generated with a parallel code and each

shot is written as soon as the data is computed), and it is crucial to select the same

traces when filtering. The different variables used for the code are then initialised

(including the index i, which indicate trace number) and the main part of the code

begins. In this part of the code Wiener filters and the corresponding matched data

are computed for all traces in a loop that starts at the first trace present in the data

and ends at the last trace. In more detail, the cross-correlation vector and auto-

correlation matrix are first computed for a whole trace, and Wiener filters are then

computed using the Levinson’s method – when particularising it to part of the trace

the algorithm is the same, but the length of the filters and the part of the data to

be used is smaller. In this step, the data is also conveniently padded with zeros,

and pre-whitening is added to the diagonal elements of the auto-correlation matrix

to avoid stability issues.

The resulting Wiener filters are then convolved with the corresponding trace (or

part of the trace) of the observed data, which leads to a matched trace – if using

short overlapping filters in time, the matched trace is obtained by weighting the dif-

ferent portions of matched data along the length of the trace with Blackman window

functions. This is then written to disk into a file that has the same structure as the

original data files so that it can then be used by the FWI code as an input observed

data. Data is appended to this file until the last trace has been matched, and all data

files are properly closed.

For a faster and more efficient computation, I have implemented this algorithm

in parallel using message passing interface (MPI) library routines in Fortran. This

allows the implementation of the code across multiple nodes (and the use of all cores
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in each node), thus speeding up the workflow significantly. This does not change the

main structure of the code described in algorithm 2.1, but it does change how the

data is handled. In my implementation, I use a master node that reads all the input

data and parameters and then distributes part of the data and key parameters to the

different slaves. Thus, the slaves do not store all the data but only receive part of the

data, filter the data and then send it back to the master node, which then appends

the received data to the output data file. Parallelisation of the data matching code

results in a considerable reduction in the compute time, such that running it for a

whole dataset typically represents about a 5 % of the total time it takes to perform

acoustic FWI for the same data provided the number of computer resources is the

same. This is the final version of the code that I use in chapters 3 and 4 to mitigate

elastic and visco-acoustic effects, respectively.

2.6. Modelling and inversion in medical imaging

In the second part of this thesis I demonstrate the potential of FWI in improving

the quality of sound-of-speed models of biological tissues, in particular for breast

and brain imaging. This work is based on the use of ultrasound waves, i.e. sound

waves with frequencies that range from 20 kHz – beyond the human audible limit –

to several gigahertz, and which can be generated in the laboratory using piezoelec-

tric materials (Manbachi and Cobbold, 2011). Since its first practical application

to detect submarines during World War I (this was proposed and tested by Paul

Langevin around 1917) (Manbachi and Cobbold, 2011), ultrasound waves have been

used with great success for imaging in non-destructive testing and in medicine (also

for therapeutic purposes). In particular, several medical imaging modalities based

on ultrasound exist nowadays: the most popular include B-mode imaging (Chan and

Perlas, 2011), colour Doppler imaging (Evans et al., 2011), elastography (Gennisson

et al., 2013) and opto-acoustic methods (Mertz, 2015).

All these techniques fundamentally rely on the wave nature of ultrasound. Ultra-

sound propagation within biological tissues can be described in most cases by the

acoustic or elastic wave equation. Thus, the theory of linear wave propagation for
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seismic waves described in this chapter can also be used to model the propagation

of ultrasound waves. In this context, linear propagation means that the ultrasound

signal is emitted at one fundamental frequency, and no other new frequencies can

be created, i.e. non-existing frequencies in the original signal cannot be generated

(Thomas and Rubin, 1998). Nevertheless, ultrasound propagation is only a linear

process when amplitudes and frequencies are low, and non-linear effects need to be

considered at high frequencies and large amplitudes (Zhao et al., 2014).

In the non-linear regime, the phase of ultrasound waves is distorted as it propagates,

resulting in the generation of harmonics of the fundamental frequency transmitted

by the ultrasound transducer (Pinton et al., 2009; Othman et al., 2014) – unlike in

seismic imaging using pressure source, in which only the linear regime corresponding

to the fundamental component is relevant as amplitudes and frequencies are not very

large. The wave equation that models non-linear wave propagation mainly contains

the linear wave equation and additional terms that account for the non-linearity, the

thermo-viscous diffusivity, variations in density and several relaxation mechanisms

(Pinton et al., 2009; Zhao et al., 2014). Non-linear ultrasound imaging techniques

have seen a significant development in the last decade to improve the resolution and

penetration of ultrasound scanners, both using harmonics generated by reflections

of the ultrasound waves at tissues or at contrast agents (typically micro-bubbles)

(Thomas and Rubin, 1998; Tranquart et al., 1999). However, the energy of the har-

monic components received is always lower than that of the fundamental component,

and wide-band transducers able to transmit and receive ultrasound signals at high

frequencies are required.

On the other hand, ultrasound tomographic techniques that neglect non-linear

effects and use transmitted and reflected energy have been used since the 1970’s, in

particular for breast cancer detection (Huthwaite et al., 2010). In these applications,

the amplitudes and frequencies of the emitted ultrasound waves are low, and non-

linearity introduced by heterogeneities in body tissue properties are often neglected.

The use of transmitted energy rather than the usual reflected and back-scattered

(B-mode) energy has the potential to lead to more accurate and quantitative models
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of acoustic velocities (Pratt et al., 2007) – the latter also referred here and in the

medical community as speed-of-sound.

Similarly to geophysics, the simplest of these methods is travel-time tomography

(TT) (see section 2.4), also known as time-of-flight (TOF) in medical imaging, in

which arrival times of first arrivals are extracted from transmitted arrivals, and ray-

based iterative methods are used to obtain a reconstruction of velocity models (Pratt

et al., 2007). Ray-based methods provide an approximate estimate of the speed-of-

sound models but are unable to resolve features that are separated more than the

size of the first Fresnel zone: that is typically 10 − 15mm (Huthwaite et al., 2010).

Despite this limitation, TT can be used to rapidly obtain smooth models to be used as

starting models by more sophisticated algorithms, or to reconstruct the approximate

geometry of limbs (Fincke et al., 2016). However. it is not sufficient when imaging

small soft tissue structures such as those in the breast (Fincke et al., 2016). To

overcome these limitations, diffraction tomography methods were suggested, but the

latter are unable to obtain large-scale variations (Huthwaite et al., 2010) and they

rely on the assumption of homogeneity in the background (Pratt et al., 2007).

Alternatively, Pratt et al. (2007) applied FWI to image a breast phantom and

a 2D dataset from an in vivo breast experiment without any assumption on the

homogeneity of the background, obtaining a resolution of up to half the dominant

wavelength. The applicability of FWI as developed in geophysics to solve medical

imaging problems is possible as both problem types show similar scales characteristics

(Pratt et al., 2007). Table 2.1 compares characteristic scales for the range of values

used in chapters 3 to 6.

Table 2.1.: Characteristic scales between geophysical and medical imaging problems
based on the examples presented in the following chapters.

Geophysics Medical ultrasound

Velocities 1450 − 4500m/s 1450 − 3000m/s
Useful frequencies for FWI 2 − 30Hz 0.2 − 2MHz

Wavelengths 50 − 2000m 0.7 − 15mm
Grid spacing 5 − 50m 0.5 − 5.0mm

Time sampling 0.5 − 8ms 0.5 − 8µs

Therefore, based on table 2.1, the cost of modelling sound wave propagation in
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a 2D model of dimension 1 km × 1 km in geophysics with a grid spacing of 10m is

equivalent to modelling ultrasound wave propagation in a model of size 10 cm× 10 cm

with a grid spacing of 1mm, as the total number of cells in the model is 101 × 101.

Recent applications of FWI to medical imaging problems have shown some success

in obtaining acoustic velocity models of the breast with source encoding techniques

(Matthews et al., 2017), obtaining acoustic velocity and attenuation models for syn-

thetic breast models in a time-domain formulation (Pérez-Liva et al., 2017) and even

on imaging bones on synthetic data (Bernard et al., 2017).

In parallel to these recent studies, I have applied conventional acoustic FWI to

demonstrate the potential of 3D FWI to image the breast and the brain, leading

to high resolution models of speed-of-sound with resolution of under 1mm for soft

tissue at the highest frequencies. To my knowledge, this is one of the very first

applications of 3D FWI for breast imaging and the very first application in brain

imaging, both in 2D and in 3D. For the implementation of FWI, I neglect non-linear

ultrasound propagation effects within tissue. This can be justified as I use data

acquired or generated with de-focused ultrasound transducers – in practice I consider

point sources, hence low amplitude – operating at relatively low frequencies – with

transmit peak frequencies always below 1MHz, and a maximum recorded frequency

below the second harmonic frequency of 2MHz. Thus, I use the expressions for

the model update obtained with the Born approximation as derived in this chapter.

In addition, I explore the importance of low frequencies and the impact of ignoring

attenuation and density during acoustic FWI for breast imaging in chapter 5. In

chapter 6, I discuss in detail how FWI can be applied to image the brain through the

skull using ultrasound, which is considered very difficult (Ylitalo et al., 1990; Smith

et al., 2009) and has never been demonstrated before.

2.7. Original work

Developing a practical an efficient 3D FWI code that is able to handle (anisotropic)

acoustic, elastic and visco-acoustic modelling is not a simple task. In this thesis I

57



use the fullwave3D code to perform all the inversions. The latter has been mainly

developed by Adrian Umpleby (Earth Science and Engineering Department, Imperial

College London) as part of the FULLWAVE consortium, with contributions from

others. In particular for this thesis, I use the elastic modelling code developed by

Lluis Guasch (Earth Science and Engineering Department, Imperial College London)

during his PhD thesis and the forward modelling visco-acoustic kernel developed by

Nuno Vieira da Silva (Earth Science and Engineering Department, Imperial College

London), both implemented in the time domain into fullwave3D by Adrian.

The original work for the third and fourth chapters of this thesis is based on the

implementation of the data matching algorithm described in this chapter to remove

elastic and viscous effects from seismic data. To do so, I have developed a paral-

lel Fortran code, which uses modelled data generated from fullwave3D to obtain a

matched dataset with less elastic and viscous effects, which is then inverted using

fullwave3D. This code has seen numerous changes in the last three years since I first

developed it: now it is designed so that it uses the same type of input and output

files as fullwave3D and, hence, it can work with field data in 2D and in 3D. I have

also developed and implemented shorter MATLAB codes to estimate Q from seismic

data, to calibrate the location of transducers for in vivo imaging of the breast or to

find a good starting model to image the brain, amongst others. To test my ideas on

more realistic examples, I have also had the contribution of other collaborators such

as Tatiana Kalinicheva (Earth Science and Engineering Department, Imperial Col-

lege London), who pre-processed and performed FWI on the field data presented in

the fourth chapter, and Peter Huthwaite (Mechanical Engineering Department, Im-

perial College London), who provided me with a starting model for the in vivo breast

dataset. The original work in the fifth and sixth chapters is based on the hypothesis

that FWI can be applied to image not only the breast, but also the human brain.

Other contributions and publications arising from my research are further discussed

at the beginning of each chapter.
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3. Acoustic FWI in an elastic earth

Most of the current applications of FWI are based on the acoustic wave equation

and the recovery of P-wave velocity models of the subsurface. Thus, the elastic na-

ture of the earth is frequently neglected mainly to reduce the compute cost and run

times of forward modelling elastic wave propagation, and secondarily to reduce the

effect of cross-talk between the inverted parameters. In this chapter I implement the

methodology proposed in chapter 2, which is based on Wiener filters, to mitigate elas-

tic effects in acoustic FWI, which leads to better quality recovered P-wave velocity

models at a much lower cost than elastic FWI.

I have presented some of the results in this chapter at the SEG International Ex-

position and 86th Annual Meeting in Dallas:

Agudo, O. C., da Silva, N. V., Warner, M., and Morgan, J. (2016). Acoustic

full-waveform inversion in an elastic world. In SEG Technical Program Expanded

Abstracts 2016, volume 24, pages 1058–1062. Society of Exploration Geophysi-

cists.

Additionally, the methodology and results included in this chapter have also been

published in the form of a scientific paper:

Agudo, O. C., da Silva, N. V., Warner, M., and Morgan, J. (2018b). Acoustic

full-waveform inversion in an elastic world. Geophysics, 83(3):1–15.

The current chapter contains those results I have already published and further

tests that complement those above. Moreover, I include a section on the preliminary

application to a 3D field dataset that has not yet been published elsewhere.
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3.1. Introduction

In full-waveform inversion, the non-linear misfit between observed and modelled data

is minimised iteratively and, hence, wave propagation in the subsurface needs to be

computed at each iteration. Ideally, the full content of the recorded waveforms is

utilised in FWI, and modelling is performed as accurately as possible by accounting

for the full physics of wave propagation, thus including all types of generated waves

(Virieux and Operto, 2009).

Correctly addressing the kinematics and dynamics of the wavefield by accounting

for the anisotropic and visco-elastic subsurface behaviour should in principle lead to

high quality P-wave recovered models of the subsurface and the recovery of other

parameter classes, such as S-wave velocity and attenuation (Warner et al., 2012).

However, using an accurate physics of wave propagation in forward modelling largely

increases the computational cost, especially due to modelling elastic waves. Moreover,

inverting for multiple parameter classes also increases the ill-posedness of the inverse

problem as there are more degrees of freedom in the parametrisation, and the inversion

can also be sensitive to various parameter classes in different ways (Virieux and

Operto, 2009).

In particular, elastic FWI is not widely used due to the high computational bur-

den of elastic modelling (Guasch et al., 2010; Hobro et al., 2014), the non-uniqueness

and coupling effects of the different physical properties of the wavefield (Virieux and

Operto, 2009) and the difficulty in modelling amplitudes correctly without knowing

the subsurface density, attenuation, source wavelet and S-wave velocity accurately

prior to the inversion (Tarantola, 1986). Of the latter, the main reason elastic FWI is

not yet possible is the high computational cost of elastic modelling, especially when

inverting 3D datasets efficiently. This is due to the number of model parameters re-

quired to specify an elastic model (i.e. 21 parameters and the density when accounting

for anisotropy), the large number of field variables required in elastic modelling (i.e.

particle velocity and stress components), the cost of solving the elastic wave equation

and the fine grid spacing required to avoid dispersion of S-waves with much lower

values than P-wave velocities, especially close to the surface or sea-bottom (Hobro
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et al., 2014). The last factor has the largest weight on the total computation cost of

elastic modelling and, hence, elastic inversion problems.

Several strategies have been suggested to efficiently perform elastic FWI and ad-

dress some of the issues preventing elastic FWI (Raknes and Arntsen, 2017). These

include hierarchical strategies to invert different parameter classes successively (Sears

et al., 2008; Brossier et al., 2009), the use of graphic processing units to efficiently

perform elastic forward modelling (Venstad, 2016), wavefield reconstruction meth-

ods to reduce the amount of data stored (Nguyen and McMechan, 2015; Raknes and

Weibull, 2016) and elastic mode decomposition to compute the gradients and reduce

cross-talk effects (Wang and Cheng, 2017), amongst others.

Nevertheless, these strategies are not yet widely implemented and elastic FWI is

rarely performed in order to reduce compute costs. Instead, the anisotropic acoustic

wave equation is utilised for forward modelling during acoustic FWI, and only P-

wave velocity models of the subsurface are recovered. Anisotropic acoustic FWI

allows efficient inversion of large 3D datasets (Warner et al., 2013), and it provides

good quality results as it accounts for the correct kinematics of the wavefield.

However, ignoring elastic effects has a negative impact on the quality of the recov-

ered velocity models, especially as phase conversions at interfaces (for instance, P-

to S-wave conversions in an isotropic subsurface model) are not properly accounted

for. The latter also has an impact on the amplitude of all arrivals, including P-wave

arrivals (Hobro et al., 2014). This is illustrated in Figure 3.1, in which the wavefield

in a three-layered model is shown at three different times in an acoustic (left column)

and an elastic (right) media.

In this example, the wavefield is generated by a point source located at the center

of the model within the (top) water layer, in which S-wave velocity is set to zero for

both media. After 1 s, the wavefield propagates across the water layer, is recorded

at the receivers – this is the direct wavefield–, and it reaches the fluid-solid interface.

At this point, part of the wavefield is reflected upwards towards the receivers, and

the rest is transmitted downwards to the second layer – hence, the energy of the

transmitted wave is not the same as the incident wave, as it splits in a reflected and
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Figure 3.1.: Snapshots of the wavefield in a three-layered model generated from a
source situated at the centre of the model, within the water layer, both
in an acoustic (left) and an elastic (right) media at different times (top
to bottom).

a transmitted waves.

In the elastic case, P-waves are generated at the source and no S-waves are created

or propagate through the water layer, given that there is zero shear wave velocity.

Nevertheless, surface waves are generated at the fluid-solid interface, which propagate

within this region with the S-wave velocity of the second layer and have amplitudes

that exponentially decrease away from the interface. These are known as Scholte

waves, and are difficult to observe in a single snapshot but can be seen if data are

recorded along the interface or by inspection of the time-evolution of the wavefield

for multiple snapshots.

At 1.6 s (second row in Figure 3.1), a critical P-wave refraction can be easily ob-

served within the first layer in both media, which propagates with the velocity of the

second layer and reaches those receivers at an offset greater than the critical distance

earlier than the direct arrival does. On the other hand, the transmitted wavefield to

the second layer continues propagating and hits the second interface. At this point,
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part of the P-wave energy is transmitted to the bottom layer and the rest is reflected

upwards as a reflected P-wave in both media. Additionally, there is a P- to S-wave

phase conversion at this interface in the elastic case, which propagates within the

second layer with the S-wave velocity of the second layer, and does not exist in the

acoustic medium. This splitting of P-waves also has an impact on the variation of

amplitude with offset of different arrivals, including P-waves (as stated by Hobro

et al. (2014)): for example, the amplitude versus offset of the reflected P-wave at the

second interface travelling upwards is much smaller in the elastic case, whereas there

is no visible difference in the amplitudes of the water wave (the direct arrival) and

the transmitted P-wave to the second layer.

Later in time, the different waves continue propagating and they are transmitted

and reflected at the different interfaces. In particular, the wavefield is overall more

complicated in the elastic case as the phase-converted waves interfere with the trans-

mitted and reflected P-waves, thus changing their amplitude behaviour too. More-

over, Scholte waves at the surface are more visible at 2 s as they are ahead of the

direct P-waves arrivals and have covered a longer distance with respect to the direct

P-wave: this is because the S-wave velocity of the second layer is slightly above the

water velocity.

Thus, the recorded data at the receivers in both media differ, which can compro-

mise the quality of the recovered P-wave velocity models obtained with acoustic FWI

as the physics of elastic wave propagation is not considered.

To mitigate the impact of elastic effects in acoustic FWI at a reduced cost, some

strategies have been proposed. For instance, Chapman et al. (2010) proposes a

method to correct acoustic modelling for some elastic effects by adding a correction

term to the acoustic wave equation. This method can be used to correct the ampli-

tudes of reflected P-waves at a cost higher than acoustic simulations, but smaller than

the cost of elastic modelling. Although the latter can be used in FWI to partly sim-

ulate elastic wave propagation, it does not account for phase conversions and it can

degrade the quality of acoustic simulations when velocity contrasts are large (Hobro

et al., 2014).
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On the other hand, a widely used method to mitigate elastic (and also viscous)

effects in acoustic FWI is the amplitude-balancing method of Shen (2010), which

consists of using an objective function that uses more of the phase information rather

than the amplitude of the arrivals. This is achieved by weighting the amplitude

of the observed and modelled data in the objective function by their RMS energy

trace-by-trace, such that equation (2.35) becomes:

φd,norm(m) =
∑
Ns

∥∥∥∥∥∥Wd

 dobs√
dTobsdobs

−
dpred(m)√

dTpred(m)dpred(m)

∥∥∥∥∥∥
2

2

(3.1)

This objective function is widely used in the industry as it mitigates some elastic

effects while having a minor impact on the total computational cost. However, the

latter is not sufficient in the presence of strong elastic effects.

Here, I implement the alternative method suggested in section 2.5, which is based

on Wiener filters, to mitigate a wider range of elastic effects while still performing

acoustic FWI, even in the presence of noise or strong elastic effects. The suggested

method, which is applied here to pressure data but has the potential to be applied to

multi-component data, requires an estimate of vp/vs and it is not designed to obtain

S-wave velocity models of the subsurface, but to improve the quality of the recovered

P-wave velocity models with acoustic FWI in the presence of elasticity. Moreover,

this method allows the use of any objective functional during acoustic FWI, such as

the conventional functional in equation (2.35) or the amplitude-balanced functional

in equation (3.1). In particular, the combination of the current method with the

amplitude-balanced functional of Shen (2010) provides the best results.

Within this chapter, I evaluate the impact of elastic effects on the recovered P-

wave velocity models of acoustic FWI of synthetic data, and I implement the data-

matching workflows suggested in the previous chapter to mitigate elastic effects on

the latter. Finally, I demonstrate on a marine 3D field dataset that elastic effects

need to be addressed for certain marine environments, as ignoring these may result

in unrealistic recovered models. I then present the results and discuss the benefits of

using the data-matching method to mitigate elastic effects for this particular dataset.
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In more detail, I validate the current method on 2D horizontally layered media in

the next section (section 3.2), I study the impact of the filtering parameters on the

resulting matched data and I investigate the limitations of this method and how this

can be modified to address strong elastic effects. I then use this knowledge in section

3.3 to study the impact of elasticity and mitigate its adverse effect on the recovered

velocity models in a more realistic 2D marine synthetic dataset, also in the presence

of strong noise, and I compare the resulting P-wave velocity models to those obtained

with a fully elastic inversion. In section 3.4 I repeat the experiments on a realistic 2D

land synthetic dataset, in which elastic effects are more important, and I show that

the data-matching method leads to higher quality recovered P-wave velocity models.

Next, I implement this strategy on a 3D field dataset and I show the dramatic effect

that neglecting elastic effects has on the recovered velocity models, even for a marine

dataset, whereas applying the data-matching method provides much more plausible

recovered velocity models. Finally, I discuss the results obtained in this chapter and

summarise the main conclusions in section 3.6.

For all inversions performed in this and the following chapters, density is computed

from the true P-wave velocity model and using Gardner’s law (Gardner, 1974) during

the modelling, whereas it is computed from the recovered models at each iteration

and Gardner’s law during the inversions.

3.2. Application to 2D horizontally layered models

Initially, I test the impact of acoustically inverting synthetic seismic data obtained

from 2D horizontally layered susburface models. This is similar to the study of Barnes

and Charara (2009) for 1D models with different vp/vs profiles, but here I perform 2D

inversions with strong horizontal smoothing and a much higher number of inverted

parameters. Next, I apply the data-matching workflow to mitigate elastic effects by

using the recovered P-wave velocity models and the true vp/vs, and I assess the impact

of the length of the filters on the quality of the matched data and the noise-reduction

introduced by matching several traces simultaneously when compared to matching

them trace-by-trace. I then demonstrate in this simple model that both FWI (using
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the conventional functional or the amplitude balanced functional of Shen (2010)) and

the current method fail in recovering an accurate P-wave velocity model when elastic

effects are strong or when the starting model is far from the true model, and I demon-

strate that a modified data-matching workflow, less computationally demanding than

that suggested in Figure 2.8, provides high-quality recovered P-wave velocity models

in these cases.

The two reference sets of models used to generate acoustic and elastic synthetic

single-component pressure data, namely true models A and B, are shown in Figure

3.2. These are respectively designed to simulate two different type of geological

settings in which P- and S-wave velocities within layers are constant and there are

large associated velocity jumps with respect to having smoothly varying gradients in

velocity, respectively. Thus, model A is consists of two layers with constant P- and

S-wave velocities and large impedance contrasts for P- and S-waves at the sea-bottom

(450m) and at 640m depth. On the other hand, model B consists of four layers: two

of them with gradients in P-wave velocity and the other two with constant P-wave

velocities. The water layer for model B is shallower (340m depth) than for model A,

impedance contrasts are smaller and maximum P- and S-wave velocities are higher.

For each model set, I generate elastic data with two different S-wave velocity profiles

that lead to different degree of elastic effects. Thus, the first S-wave velocity profile for

both datasets (with associated S-wave velocity vs1, represented by a black line with

filled triangles in Figure 3.2) leads to weaker elastic effects than those obtained with

the second S-wave velocity model (with associated S-wave velocity vs2, represented

by a grey line with filled circles in Figure 3.2) as impedance contrasts for S-waves at

interfaces are smaller.

Acoustic and elastic data are generated for both sets of models with independent

finite-difference modelling codes and the same source signature and modelling param-

eters. First, two-dimensional horizontally layered models are generated by laterally

extending the reference models in Figure 3.2, so that these are 15 km long by 900m

deep, and I use a grid spacing of 3m that ensures there is no numerical dispersion

for both P- and S-waves (according to equation (2.32) for a 2D problem). Synthetic

66



Figure 3.2.: Vertical profiles for the true P-wave and S-wave velocities for the hori-
zontally layered 2D models A (left) and B (right).

data are generated by deploying 41 sources at 6m depth with a constant shot spacing

of 300m that emit a pressure signal corresponding to a Ricker wavelet with 10Hz

centre frequency. The seismic signal is then recorded by 967 hydrophones at 16m

depth, with a receiver spacing of 15m. The maximum offset of the recorded signal

is 7.25 km, which is enough to record turning rays that have travelled through all

the layers in the models. To simulate realistic marine seismic data, absorbing bound-

aries are used on the sides of the models and at the bottom, whereas I use a top

free-surface to model the air-water interface. Hence, source and receiver ghosts and

surface-related multiples are present in the data.

Once synthetic acoustic and elastic data are generated I perform acoustic FWI of

the synthetic data for models A and B by using the same inversion parameters. The

inversion is performed using the conventional objective functional, and a multi-scale

approach such that data are inverted from 3Hz to 15Hz in a total of 60 iterations.

Figure 3.3 shows the true (black line), starting (dashed black line) and recovered

67



velocity profiles at the centre of model A. In particular, Figure 3.3a also shows the

recovered models after acoustic FWI of the acoustic (green line with filled squares)

and elastic datasets (blue line with filled triangles and red line with filled circles for

the first and second elastic models, respectively).

As expected, acoustic FWI of acoustic data leads to the most accurate result when

compared to the true profile, which is only limited by the finite range of inverted

frequencies. The latter is more accurate at the sea-bottom, as the starting model

is the same as the true model, and is less accurate at the second interface due to

the limited bandwidth and also because the starting model is further from the true

model.

On the other hand, the recovered model after acoustic FWI of the first elastic

dataset leads to a slightly more accurate recovered model than that obtained for the

second elastic dataset. Both acoustic inversions of elastic data result in recovered

models that have a ripple at the sea-bottom: this is caused by ignoring elastic effects

during the inversion given the strong impedance contrast for S-waves at this interface,

which has an effect on the accuracy of the recovered model within the first layer.

In order to mitigate elastic effects and improve the quality of the recovered P-

wave velocity models, I then apply the data-matching workflow using the recovered

P-wave velocity models and the true vp/vs obtained from Figure 3.2, and the results

are shown in Figure 3.3b. Thus, acoustic and elastic data are generated for all sources

using the latter P- and S-wave velocity models in Step 2 of the workflow in Figure 2.8,

and Wiener filters that match the elastic to the acoustic synthetic data are computed

and convolved with the observed elastic data in Step 3 of the workflow to produce a

matched observed dataset, in which elastic effects are mitigated. A second acoustic

FWI step (Step 4 of the workflow) results in the recovered models shown in blue

and red in Figure 3.3b for both elastic datasets: this is one iteration of the data-

matching workflow. The recovered models after applying the current workflow are

more accurate than those obtained with conventional acoustic FWI (see Figure 3.3a)

and the inaccuracy at the sea-bottom is considerably reduced, especially for the first

elastic model as elastic effects are weaker. To further reduce the impact of elastic

effects and improve the quality of the recovered model on the second elastic dataset,
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Figure 3.3.: Vertical profiles of the recovered P-wave velocity models for model A after
a) acoustic FWI of the acoustic and elastic datasets and b) the acoustic
and the matched datasets after 1 and 2 iterations of the data-matching
workflow. The true, starting and recovered P-wave velocity model after
acoustic FWI of acoustic data are overlaid.

I apply again the data-matching workflow. At this stage, I use the true vp/vs again

and the recovered model after the first iteration of the workflow. This results in an

improved velocity model, which is shown in cyan (with stars) in Figure 3.3b: this is

the second iteration of the workflow. Thus, a second iteration of the workflow can be

used to further mitigate elastic effects in the presence of strong elasticity. However,

this increases the computation time, mainly due to the cost of an additional acoustic

inversion, but not as much as a full elastic inversion.

In the previous examples, I have used the same filtering parameters in all data-

matching tests. The choice of these parameters has an impact on the quality of

the matched data and, hence, the quality of the recovered P-wave velocity models

obtained with this method. Therefore, I now study how the matching parameters

influence the quality of the matched data by computing Wiener filters with different
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lengths and matching data trace-by-trace or matching several traces simultaneously.

As changes in these parameters lead to similar conclusions on several datasets, I just

discuss the impact of the latter for the first elastic model for model set A (obtained

from the P-wave velocity profile for vs1 in Figure 3.3).

Thus, Figure 3.4 shows a shot gather at the centre of the model for the observed

elastic data (Figure 3.4a) and the matched data obtained with different filtering

parameters (remaining panels on the left column in Figure 3.4), whereas the difference

of the panels on the right column with the true acoustic data – i.e. generated with

zero S-wave velocity – are shown on the right column in Figure 3.4. With respect to

the number of traces matched simultaneously, the result in Figure 3.4c is obtained

matching data trace-by-trace, whereas the matched data in Figure 3.4e, 3.4g and

3.4i are obtained by matching 11 neighbouring traces simultaneously: that is the

separation between the first and the last traces to be matched is 150m – note receiver

spacing is 15m. On the other hand, the length of the Wiener filters is of 320ms in

Figures 3.4c 3.4e, of 35ms in Figure 3.4g and of 1.58 s in Figure 3.4i.

By comparing the difference plots in Figure 3.4 several conclusions can be drawn.

First, differences with the true acoustic data are overall smaller for the matched data

with respect to those for the observed elastic data, except for localised areas with

larger errors on the matched data. The latter are due to the fact that acoustic and

elastic data modelled in Step 2 of the workflow are not generated from the true P-

wave model, but from the less accurate recovered P-wave velocity model after acoustic

FWI of the observed data. Nevertheless, all tests in this thesis demonstrate that these

small errors do not hinder the improvement in the quality of the recovered P-wave

velocity models.

A second conclusion obtained from Figure 3.4 is that trace-by-trace filtering leads

to matched data that is more noisy, and that simultaneously matching several neigh-

bouring traces introduces horizontal smoothing in the data so that the different events

are more continuous. However, matching many traces simultaneously may have a neg-

ative impact on the result if various events (for instance due to P-waves and S-waves)

are involved in this computation, which may contaminate the results.

Finally, the third conclusion is that the length of the filters can significantly affect
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Figure 3.4: In the left column,
representative shot gathers for
a) the observed elastic data
and c), e), g) and i) the
matched data obtained at
the centre of the first elastic
model for model A, the latter
obtained with the following
filtering parameters: c) trace-
by-trace and 320ms long, e)
multiple traces and 320ms
long, g) multiple traces and
35ms long, and i) multiple
traces and 1.58 s long. The
difference of the gathers on
the left with the correspond-
ing shot gather for the true
acoustic data is shown on the
right column.
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the quality of the matched data and the compute time. Thus, short filters are fast to

compute – as the data-matching algorithm depends on the number of samples to be

filtered– but produce errors at short offsets and in regions where multiple events cross

each other, whereas longer filters give better results at short offsets and at crossing

points, but lead to worse results at large offsets. Figure 3.4e demonstrates that an

intermediate filter length provides a good quality matched data without the large

computational burden associated with long filters.

After all the tests in this chapter, I recommend to use filters with a length between

300ms and 400ms, while matching several traces simultaneously so that the spacing

between the first and the last matched traces is between 100m and 850m.

Next, I perform acoustic FWI of the acoustic and elastic data obtained for model B

and I study the limitations of the data-matching workflow and conventional acoustic

FWI when elastic effects are strong and the starting model is not very accurate. The

P-wave velocity profiles at the centre of the models for all these tests are displayed

in Figure 3.5 for two different starting models: the first is more accurate within the

first layer, where elastic effects are more important due to the impedance contrasts

(Figures 3.5a and 3.5b), whereas the second is less accurate within the first layer and

more accurate towards the bottom of the model (Figures 3.5c and 3.5d).

For both starting models, acoustic FWI of the acoustic data (green line with filled

squares overlaid in all plots) results in a recovered model very close to the true one,

even at interfaces as the acoustic impedance changes are less pronounced than for

model A – i.e. there are no sudden jumps in P-wave velocity, but gradual changes

associated with the gradients in velocity. The recovered profiles after acoustic FWI

of the two elastic datasets are displayed in Figures 3.5a and 3.5c for the two starting

models, respectively, in blue (with filled triangles) and red lines (the latter with filled

circles). Acoustic FWI of the elastic datasets using the first starting model (see

Figure 3.5a) results in good quality recovered models down to 750m depth, except

for inaccuracies at the sea-bottom and at interfaces caused by the ignored elastic

impedance contrasts. Below 750m, the combination of elastic effects and a poor

starting model affect the goodness of the recovered models, which are slower than the
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Figure 3.5.: Vertical profiles of the recovered P-wave velocity models for model B, in
which all inversions are acoustic. The acoustic and elastic datasets are
inverted in a) and c), whereas the corresponding matched datasets are
inverted in b) and d) (for a single iteration of either workflow 1 or 2).
The inversions in a) and b) are performed with the same starting model,
whereas those in c) and d) use another starting model less accurate at
the sea-bottom. The conventional FWI functional is used throughout,
but the amplitude-balanced functional is also used in c). The true and
starting models and the acoustic FWI of acoustic data are overlaid on all
plots.
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true model and this gets worse with depth. Figure 3.5b demonstrates that a single

iteration of the data-matching workflow using the latter recovered P-wave velocity

models and the true vp/vs provides improved P-wave velocity models, especially for

the first elastic dataset in which elastic effects are weaker. Analogously to the tests

for model A, the recovered profile for the second elastic dataset could be further

improved with a second iteration of the data matching workflow if needed.

On the other hand, acoustic inversion of both datasets with the conventional objec-

tive functional and the second starting model (see Figure 3.5c) leads to very different

results. Whereas acoustic FWI of the first elastic dataset is able to recover an accu-

rate model (blue line with triangles in Figure 3.5c), it fails in recovering an accurate

model for the second elastic dataset (red line with filled circles in Figure 3.5c). Thus,

when elastic effects are strong and the starting model is not accurate in the shallow

subsurface, conventional acoustic FWI of the elastic data leads to incorrect recovered

models, probably due to cycle-skipping effects. Application of the data-matching

workflow using this recovered model and the true vp/vs does not improve the result,

as shown in Figure 3.5d (red line with filled circles). Hence, this is a limitation of the

workflow: the workflow in Figure 2.8 fails when elastic effects are strong and starting

model close to the sea-bottom is poor as the P-wave velocity model used to generate

acoustic and elastic data is far from the true model.

Alternatively, I use the objective functional proposed by Shen (2010) to acoustically

invert the second elastic dataset, which is commonly used to mitigate elastic effects.

This results in the recovered model shown in Figure 3.5c (dashed red line with empty

circles), which is better than that obtained with the conventional functional, but it

is still far from the true model. Therefore, the amplitude-balanced method is also

insufficient in the presence of strong elastic effects and poor starting models in the

shallow subsurface.

In such cases I propose to use a variation of the workflow proposed in Figure

2.8. This new workflow, referred from now onwards as workflow 2 – in contrast to

the original workflow, or workflow 1 – is based on the observation that acoustically

inverting an elastic dataset that contains strong elasticity and in which the starting

model is not very accurate leads to a recovered P-wave velocity model that may be
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worse than the starting model. Thus, what I suggest is to skip Step 1 in the workflow

in Figure 2.8 – hence, avoiding the acoustic inversion of the observed data– and

proceed with the remaining steps: that is modelling acoustic and elastic data from

the starting P-wave velocity model directly and the estimate of vp/vs, computing

matching filters that match the elastic to the acoustic data, convolving them with

the observed elastic data and performing acoustic FWI of the matched data for the

first time.

The application of workflow 2 to the second elastic dataset for the second start-

ing model is shown in Figure 3.5d (magenta line with stars). The latter leads to

a very accurate recovered P-wave velocity model in the presence of large elastic-

ity and poor quality starting model at the sea-bottom at a cost which is slightly

higher than a single conventional acoustic inversion and is nearly half the cost of the

original workflow, given that the first acoustic inversion step is not required. More-

over, the modified workflow provides a more accurate result than that obtained with

the amplitude-balanced functional. Nevertheless, after various tests on several 2D

datasets I recommend the use of the original workflow when possible, and utilisation

of the modified workflow only when elasticity effects are large and acoustic FWI of

elastic data leads to results that are not geologically plausible.

Similar to the conclusions of Barnes and Charara (2009) for 1D models, the tests in

this section for 2D horizontally layered models suggest that recovered P-wave velocity

models obtained with acoustic FWI in marine environments are not reliable when S-

wave impedances are large, in which elastic effects need to be considered. Moreover,

I have demonstrated that the combination of large elastic effects and poor starting

P-wave velocity models close to the sea-bottom leads to inaccurate recovered P-wave

velocity models when using conventional acoustic FWI or an amplitude-balanced

functional. For all these situations I have shown that the proposed data-matching

workflow – either workflows 1 or 2– can be used to address elastic effects and obtain

high quality recovered models at a lower cost than elastic FWI, which is normally

between one and three times the cost of conventional acoustic FWI.
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3.3. Application to a marine synthetic dataset

I now address elastic effects in a more realistic marine synthetic dataset obtained from

the Marmousi2 model (Martin et al., 2006), which is an extension of the well-known

Marmousi P-wave velocity model in depth and width that is fully elastic. The latter

captures the geology of the North Quenguela Trough (Quanza Bazin, Angola), which

is mainly composed of shale units, some sand layers and a complex faulted anticline at

the centre of the model that contains marl. In the deeper sections, an unconformity

and a small salt layer separate the central anticline with the anticline below, which

is mainly formed by shale and sand layers. A density model for generating observed

data is obtained by using Gardner’s law and the true P-wave velocity model.

Tests in this section are designed to study the impact of elastic effects in acoustic

FWI of a typical marine dataset, investigate how can these be addressed with the data-

matching workflow and what is the consequence of using a rough estimate of the vp/vs

in the workflow as well as assessing the results when the data is contaminated with

noise. For this purpose, acoustic and elastic synthetic pressure data are first generated

using the original true models and limiting the water depth to be 200m (instead of

the original 450m), as shown in Figure 3.6, in order to reduce the computation time

and reinforce the presence of elastic effects.

Observed data are generated with finite-differences modelling codes that are able

to implement the acoustic and elastic wave equations. I use a grid spacing of 2.5m,

which ensures there is little dispersion both for P-waves and S-waves as the minimum

S-wave velocity is 270m/s (as per equation (2.32)), which results in a relatively large

2D model with 1301 × 6801 cells. A total of 111 sources are deployed at 6m depth

with a shot spacing of 150m, which emit a pressure signal with a useful bandwidth

from 2Hz to 20Hz, as depicted in Figure 3.7. A total of 6.7 s of data are modelled

using a time sampling of 0.25ms to ensure numerical stability given the maximum P-

wave velocity and the grid spacing (as per equation (2.33)). The data is then recorded

by 3361 receivers deployed at 10m depth, with a constant receiver spacing of 5m.

Absorbing boundaries are used on the sides and the bottom of the model, whereas

a free surface is used at the top in order to simulate marine data: thus, source and
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Figure 3.6.: Vertical slices of the true marine Marmousi2 a) P-wave and b) S-wave
velocity models.

receiver ghosts and surface multiples are present in the data.

Figure 3.7.: Source signature in the time domain (left) and its amplitude spectrum
(right) used to generate data for the Marmousi2 model.

Figures 3.8a and 3.8b show shot gathers for the acoustic and elastic observed data,

obtained at the centre of the model, whereas Figure 3.8d illustrates the difference

between the elastic and the acoustic data. The differences between the two datasets

are small, as expected in a marine environment, but they are visible especially in
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terms of amplitude of P-wave arrivals even with the same color-scale used for the

raw data. Additionally, P- to S-wave converted waves are also present, but these are

difficult to observe as the dataset contains many events given that the model contains

many features and, therefore, waves travelling through this model are refracted and

reflected at many interfaces.

Figure 3.8.: Representative shot gathers at the centre of the Marmousi2 model for
the a) acoustic, b) elastic and c) the matched data using a smooth vp/vs.
Shot gathers in d) and e) show the difference of the panels above with
the acoustic data in a).

Next, I invert the noise-free acoustic and elastic observed data independently using

acoustic FWI to assess the impact of elasticity on the inverted results for a typical

marine dataset, and I apply the data-matching workflow to mitigate these effects. The

results are shown in Figure 3.9. Figure 3.9a shows the true P-wave velocity model

again for comparison, in which I have overlaid a dotted area where the average RMS

difference for all cells within this region with respect to the true model is computed.

Thus, the closer this value is to zero the more accurate the recovered model is (hence,

the average model RMS for the true model is 0m/s). Average model RMS values are

computed for all models in Figure 3.9 to better assess the quality of the results.

First, the observed acoustic and elastic datasets are inverted using the model in
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Figure 3.9b as a starting model, which I obtained by smoothing the true P-wave

velocity model using a Gaussian function of 7.5m correlation length. I applied the

latter smoothing function several times depending on the depth level, so that the

top layer of the starting model is better resolved than deeper layers. This is usually

the case, as travel-time tomography (TT) is used to generate starting models and

ray coverage and penetration is better close to the surface. All inversions in this

section are carried out using the conventional FWI functional and using a multi-scale

approach by inverting the data in the time-domain from 3Hz to 18Hz in a total of

145 iterations.

Figures 3.9c and 3.9d illustrate the recovered models after acoustic FWI of acoustic

and elastic data, respectively. As expected, the differences between the two inverted

model are small, but visible. For instance, I note the loss in resolution of the individual

layers in the model in Figure 3.9d when compared to that in Figure 3.9c (i.e. the

thickening of the nearly horizontal layer with high velocity at 2 km depth from 0 km

to 6 km distance, indicated by a purple arrow), the deterioration in the accuracy

of the velocity (e.g. slower velocities than those in the true model where the black

arrow is pointing) and the noisier behaviour of the model below 2.2 km depth. These

differences translate into an increase of the average model RMS difference within the

dotted area in the elastic case (of 207.45m/s) when compared to the acoustic case

(of 167.79m/s). The data-matching workflow should partially compensate for these

effects and produce higher quality recovered P-wave velocity models.

Therefore, the next step is to implement the workflow in Figure 2.8 to address

elastic effects. As elastic effects are not very strong on this dataset, I implement

workflow 1 by using the recovered model in Figure 3.9d and a guess of vp/vs. Initially,

I use an estimate of the vp/vs model obtained by smoothing the true vp/vs model in

Figure 3.10a, yielding the model in Figure 3.10b – I study the impact of having a

very approximate vp/vs estimate in the next sub-section.

I proceed with the data-matching workflow by modelling acoustic and elastic data

and computing Wiener filters that match 35 traces simultaneously, so that the spacing

between the first and the last trace being matched is of 170m, and I convolve the

computed filters with the observed data. I then run acoustic FWI of the matched
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Figure 3.9.: Vertical slices of the Marmousi2 a) true, b) starting and c) - f) recovered
P-wave velocity models. All inversions are acoustic and the data being
inverted is c) the acoustic, d) the elastic, e) the matched data with smooth
vp/vs estimate and f) matched data with average vp/vs estimate. The
average model RMS difference with respect to the true model is computed
for all models within the dotted box, and it is displayed at the bottom
of each model.

data in Step 4 of the workflow and I perform a second iteration of the data-matching

workflow in Step 5 to further improve the quality of the recovered model: the total

compute cost is therefore between three to four times the cost of conventional acoustic

FWI. Figure 3.8c shows the resulting shot gather for the matched data at the second

iteration of the workflow, whereas its difference is plotted in Figure 3.8e. When

compared to the elastic data in Figure 3.8b and its difference with the acoustic data

in Figure 3.8d, the matched data is closer to the acoustic data and, hence, the overall

differences are reduced (except at very short offsets, which is due to the length of
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Figure 3.10: Vertical slices
of a) the true vp/vs, b)
a smooth vp/vs obtained
by mildly smoothing the
true vp/vs and c) an av-
erage 1D vp/vs estimate
obtained by averaging the
true vp/vs within two re-
gions and mildly smoothing
the result.

the filters and has little impact on the inversions, which are dominated mostly by

refractions and less by reflections). For this reason, acoustic inversion of the matched

dataset results in an improved P-wave velocity model, as shown in Figure 3.9e. The

latter is better resolved than the model obtained after acoustic FWI of elastic data in

Figure 3.9d, so that interfaces are sharper and layers are thinner (e.g. high-velocity

layer indicated by the purple arrow), and it is also overall more accurate (e.g. there is

an increase in the velocities in the layer indicated with a black arrow, which is closer

to the values in the true model).

In summary, the recovered velocity model using the data-matching workflow is bet-

ter than the model obtained after acoustic FWI of elastic data and not as accurate as
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that obtained with acoustic FWI of the acoustic data – this is expected as the latter is

the reference result (no elastic effects). This can also be seen by the reduction on the

average model RMS value within the dotted area, which decreases from 207.45m/s

to 191.16m/s. More iterations of the workflow could further improve the result but

this would increase the computation cost as an acoustic inversion is involved at each

step. Moreover, this and other tests indicate that the first iteration of the workflow

is the most important – it is in the first iteration that elastic effects are mitigated for

the first time.

I further assess the quality of these results by computing the model RMS difference

as a function of depth – i.e. I average the model RMS difference for all positions

for a certain depth level and I plot the values for all depths – and position within

the dotted box for all models. These plots, shown in Figure 3.11, give more detailed

information on the differences with respect to the true model on average for each

depth level (Figure 3.11a) and each position (Figure 3.11b) than the average model

RMS difference on the plots in Figure 3.9.

From Figure 3.11 I observe the following: 1) in a marine dataset in which elastic

effects are small, acoustic FWI of either acoustic or elastic data leads to more ac-

curate results than the starting model, 2) acoustic FWI of acoustic data (red line

with filled circles) is more accurate than acoustic FWI of elastic data (black line)

for all depths and positions except for localised anomalies, 3) acoustic FWI of the

matched data using the smooth vp/vs model leads to a model closer to the true one

than that after acoustic FWI of elastic data, especially below 1375m depth and for

positions greater than 8 km. More importantly, I conclude that acoustic FWI of elas-

tic data for the marine Marmousi2 model, which represents a marine dataset with

weak elastic effects, provides good quality results down to 1.6 km depth – this can

also be observed in Figures 3.9c and 3.9d–, and it degrades below this level. The

data-matching workflow is capable of mitigating such small elastic effects and lead

to a better resolved and more accurate model below this depth. Therefore, I sug-

gest weak elastic effects in marine datasets can be addressed with the data-matching

workflow, and the data-matching method may provide more impressive results on
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Figure 3.11.: Graphs of the model RMS difference with respect to the true model as
a function of a) depth and b) position for the models in Figure 3.9.

marine datasets with stronger elastic effects (as in the 3D field dataset) or on land

datasets, where elastic effects are inherently stronger. The latter is discussed in the

next section, but first I assess the consequences of using a very approximate vp/vs

model within the data-matching workflow, the impact of noise on the results and how

the best results in Figure 3.9 compare to a full elastic inversion.

3.3.0.1. Impact of the vp/vs estimate

In the tests performed so far, I have used the true vp/vs model in order to mitigate

elastic effects using the data-matching workflow. However, the latter is typically

unknown on a field dataset, especially if well-logs are not available. Thus, I now
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study how accurate this estimate needs to be to lead to an improvement using the

current method for the Marmousi2 model.

For this purpose, I design a very smooth and approximate 1D vp/vs model by

averaging the true ratio in just two regions, and applying mild Gaussian smoothing

to avoid artificial diffractions at interfaces. The latter, which I refer to as the average

true vp/vs, is shown in Figure 3.10c: this vp/vs estimate is more accurate near the

sea-bottom to capture the elastic effects generated in this area, and much less so

below 600m.

After using the average vp/vs model and the recovered P-wave velocity model after

acoustic FWI of elastic data in the implementation of the data-matching wokflow, the

obtained recovered model is shown in Figure 3.9f. Similarly to the model obtained

with the smooth vp/vs presented in Figure 3.9e (the same inversion and filtering pa-

rameters are used), the P-wave velocity model in Figure 3.9f is more accurate and

has more detail than that after acoustic FWI of elastic data (Figure 3.9d), and is

very similar to the model obtained with the smooth true vp/vs. This can be seen

by visual inspection of Figures 3.9f and 3.9e, by comparison of their average model

RMS difference within the dotted box (194.39m/s with respect to 191.16m/s) and

by their similar model RMS variations with respect to depth and position (Figure

3.11).

Consequently, using an average 1D vp/vs model is enough to mitigate most of the

elastic effects for this model as the most important elastic effects are generated at the

sea-bottom, where the impedance change for S-waves is larger, and this is in average

captured by the average vp/vs model. Moreover, this results suggest that, even though

vp/vs and vs are not well known, the performance of acoustic FWI of elastic data for

marine datasets can be improved by using the data-matching workflow and a rough

estimate of the vp/vs that captures the approximate value at the sea-bottom – or in

those regions where strong impedance contrasts for S-waves are possible, if applicable.
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3.3.0.2. Impact of noise

I now test the robustness of the data-matching workflow with respect to added random

noise on the observed elastic data. First, white Gaussian noise filtered with the

spectrum of the source – so that it has the same bandwidth as the data– is added to

the elastic data, and a representative shot gather is shown in Figure 3.12a, whereas

its difference with the true acoustic data is presented in Figure 3.12c.

Figure 3.12.: Representative shot gathers at the centre of the Marmousi2 model for
a the elastic data contamined with white Gaussian noise and b) the
matched data obtained from the noisy elastic data, its acoustic inversion
and the smooth vp/vs in Figure 3.10b. The gathers in c) and d) are the
differences of the gathers abover with respect to the true acoustic data.

The noisy elastic data is then acoustically inverted with the same inversion pa-

rameters as for the previous tests, which includes mild smoothing to reduce the ill-

posedness of the inverse problem, and the recovered P-wave velocity model is shown
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in Figure 3.13a. This model is overall noisier than that in Figure 3.9d for the noise-

free data as reducing the misfit between observed and acoustically modelled data

during acoustic FWI is now more difficult due to the added noise and also the elastic

effects. As a result, there is a loss in accuracy and a larger average model RMS dif-

ference of 217.18m/s with respect to the noise-free scenario (in which the latter was

207.45m/s).

I then use the recovered P-wave velocity model in Figure 3.13a as an input to Step

2 of the data-matching workflow, and I proceed with Steps 2 to 5 as in the previous

tests with the same filtering and inversion parameters, so that two data-matching

iterations are applied in total. The smooth vp/vs model is used and Figure 3.13b

shows a representative shot gather for the matched data, whereas their difference

with the noise-free acoustic data is plotted in Figure 3.12d. In the latter, I apply

an automatic mute during the matching to reduce the compute time, as explained

in chapter 2. Thus, matched data is only computed for each trace when a certain

amplitude threshold is reached in the forward acoustic modelled data to reduce the

number of Wiener filters to be computed.

Similarly to the results in Figure 3.8, the differences with respect to the (noise-free)

acoustic data are reduced for the matched data within the region where Wiener filters

are computed. A final acoustic inversion of the matched data results in the P-wave

velocity model in Figure 3.13b. This model is not as well resolved as that obtained

for the noise-free data (Figure 3.9e), but there is an improvement with respect to the

acoustic FWI of the noisy elastic data in Figure 3.13a – for instance, there is a thin-

ning of the layers indicated with black and purple arrows, and an overall reduction of

the noise in the model due to the smoothing introduced by matching several traces

simultaneously. This improvement is however smaller in comparison to the noise-free

case: the RMS reduction from Figure 3.9d to 3.9f was of 8 %, whereas it is of 1.4 %

from Figures 3.13a to 3.13b.

Thus, the presence of strong random noise in the observed data limits the per-

formance of the data-matching workflow as the matched data also contains part of

this noise. Nevertheless, the recovered models obtained with the proposed method
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Figure 3.13.: Vertical slices of the recovered P-wave velocity models obtained after
a) acoustic FWI of the noisy elastic data and b) acoustic FWI of the
matched elastic data with noise.

are still more accurate and better resolved than those obtained with conventional

acoustic FWI of the observed data.

3.3.0.3. Comparison with full elastic FWI

Finally, I compare the results obtained in the previous tests with respect to a full

elastic 2D inversion of the noise-free elastic data. I perform elastic FWI using a

forward modelling code that uses the isotropic heterogeneous elastic wave equation

(Guasch, 2012) and the same inversion parameters and acquisition geometry as in the

previous tests, but I invert for the P-wave and S-wave slownesses simultaneously –

other multi-parameter inversion strategies exist and may yield better results, but this

is not further explored here. The starting model for vp in Figure 3.9b is again used for

P-waves, whereas a starting model for vs is built by using the latter and the average

vp/vs model in Figure 3.10c, assuming that we have the same information on the

vp/vs as the data-matching test in Figure 3.9f. Figures 3.14a and 3.14b respectively

show the recovered P-wave and S-wave velocity models.

The recovered P-wave velocity model is not as accurate as the model obtained after

acoustic FWI of acoustic data due to the cross-talk between P- and S-wave model

parameters during the inversion, it is more accurate than the result of acoustic FWI of

elastic data in Figure 3.9d and it is slightly better in terms of accuracy and resolution

to that obtain with the data-matching workflow in Figure 3.9f. However, it is better

resolved and less noisy below 2.4 km depth as S-waves and amplitudes of P-waves
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Figure 3.14.: Vertical slices of the a) recovered P-wave velocity model and b) S-wave
velocity model after full elastic FWI of the elastic data using the orig-
inal starting P-wave velocity model, a starting S-wave velocity model
built from the later and the average vp/vs and inverting for vp and vs
simultaneously.

are better handled. On the other hand, elastic FWI also provides a recovered S-wave

velocity model. When compared to the true vs model in Figure 3.6b, the former is

poorly resolved, especially within the first 400m as the starting model for S-waves

is obtained from the average vp/vs and does not contain any structure within this

zone. However, the average recovered S-wave velocity is approximately correct in

this region, which leads a good recovery of the P-wave velocity model for the shallow

subsurface.

In terms of compute cost, elastic FWI is at least an order of magnitude more

expensive than acoustic FWI. Thus, I use 56 nodes with 2 tasks per node for the

acoustic inversion and 112 nodes and a single task per node for elastic FWI, as well

as double the number of threads. This difference in the number of resources yields a

similar elapsed time per iteration, which is of 51h for both acoustic and elastic FWI

for this dataset. This difference should in fact be larger as the grid spacing used for

the previous acoustic inversions is the grid spacing to avoid there is no dispersion of

S-waves, and no S-waves are modelled during acoustic inversions. However, the same

spacing was used throughout to avoid the hassle of resampling elastic modelled data

to match it to the acoustic data during the data-matching workflow. This is now

easily implemented and, therefore, I recommend to use a coarser grid spacing and

time sampling for acoustic inversions and acoustic modelling with respect to the finer

grid spacing and time sampling required to avoid energy dispersion and numerical
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instabilities during elastic modelling – and, hence, during elastic inversions. Thus,

when matching elastic to acoustic data the former needs to be resampled to the same

time sampling as the acoustic data. I follow this strategy on the 3D marine field

dataset in section 3.5.

In conclusion, the data-matching workflow with a very approximate average vp/vs

estimate provides significant improvements with respect to conventional acoustic FWI

of elastic data and slightly worse results than a full elastic inversion, but also at a much

lower cost. For this reason, I recommend to initially use the data-matching workflow

for marine datasets, especially in 3D, and then move to a full elastic inversion to

obtain more accurate velocity models or if S-wave velocity models are required.

3.4. Application to a land synthetic dataset

Next, I implement the data-matching strategy to mitigate elastic effects on a realistic

synthetic land dataset. Data are generated from the marine P-wave 2D SEG/EAGE

overthrust velocity model (Aminzadeh et al., 1997), shown in Figure 3.15a, which I

have converted to a land dataset by removing the water layer. The S-wave velocity

model is built by using the P-wave velocity model in Figure 3.15a and a constant

velocity ratio vp/vs ≈ 1.71 – obtained from a constant Poisson’s ratio of ν = 0.24

such that (vp/vs)
2 = (2(1− ν))/(1− 2ν) (Brossier et al., 2009) – yielding the S-wave

velocity model in Figure 3.15b.

Single-component acoustic and elastic pressure data are generated using an FD

modelling code that implements the acoustic and elastic wave equations and the

models in Figure 3.15, which are discretised so that the grid spacing is 10m. The

latter ensures there is little dispersion of either P- or S-waves below 17.5Hz (as per

equation (2.32)) – note the minimum non-zero velocity is larger than in the previous

marine dataset. Thus, the size of the velocity models is 239 × 1001 (depth × width

cells). A total of 95 sources are deployed at 5m depth with a shot spacing of 100m,

which emit the pressure signal in Figure 3.7 band-pass filtered so that the useful

bandwidth spans from 2Hz to 17Hz and with a time sampling of 0.5ms. Sources
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Figure 3.15.: Vertical slices of the true a) P-wave and b) S-wave velocity models used
to generate seismic data for the overthrust model.

are fired one at a time and, unlike in the marine case, these are located in a layer

with non-zero S-wave velocity. Therefore, elastic waves are directly generated near

the source (S-waves are generated via conversion of P- to S-waves in a typical marine

seismic experiment). The signal is then recorded by 961 receivers at 5m depth, with

a receiver spacing of 10m. Absorbing boundaries are used on all sides of the model

to simulate land data properly and avoid artificial reflections at the edges.

The modelled acoustic and elastic observed data for a representative shot gather

at the centre of the model are displayed in Figures 3.16a and 3.16b, whereas the

difference of the elastic and the acoustic gathers is plotted in Figure 3.16d. Two main

differences can be observed by comparing these shot gathers: first, there is a visible

amplitude difference of all P-wave arrivals, including the direct arrival, and second,

there are events in the elastic data that are not present in the acoustic data. The

former takes place as the wavefield splits into P- and S-waves right at the start, next to

the source, and amplitude of all arrivals in both media are different due to the different

energy splitting at interfaces for P- and S-waves. The second observation relates to
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events generated by propagation of S-waves, which are present in the elastic case and

do not exist in the acoustic case. Thus, the elastic data contains additional refractions

and reflections due to S-waves (for instance, as the refractions with different slope or

the reflections indicated by red arrows in Figure 3.16b).

Figure 3.16.: Representative shot gathers at the centre of the 2D SEG/EAGE over-
thrust model for the a) observed acoustic, b) observed elastic and c)
matched observed elastic data (obtained by matching 9 simultaneous
traces and with a length of the filters of 450ms). Panels d) and e) show
the differences of the panels above with the true acoustic data.

For these reasons, it is expected that acoustic inversion of the acoustic and the

elastic data perform differently. To assess the impact of the elastic effects in acoustic

FWI of this land dataset, I now perform acoustic FWI of the acoustic and elastic data

independently. I use the amplitude-balanced functional of Shen (2010) in all inversions

for this dataset to further mitigate elastic effects, given than these are stronger on

land data, and I invert the data using a multi-scale approach by inverting the data

from 3.5Hz to 16.7Hz in a total of 144 iterations. The results of the inversions are

presented in Figure 3.17, which also contains the improvement achieved by applying

the data-matching workflow.
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Figure 3.17a displays the true P-wave velocity model again as a reference, and Fig-

ure 3.17b is the starting model used in the inversions, which is obtained by smoothing

the true model 180 times with a Gaussian function of 30m correlation length. As in

the previous section, the quality of the results is further assessed by computing the

average model RMS difference within the dotted area with respect to the true model.

Acoustic FWI is first performed on the acoustic data, and the recovered velocity

model is shown in Figure 3.17c. The latter is much better resolved than the starting

model as the different layers in the overthrust can be distinguished, and the decrease

in the average model RMS difference from 366.44m/s to 217.97m/s indicates that

velocities are also more accurate. Additionally, the faulting system at 3.5 km position

is well recovered, as the layers are well separated at the fault zone (indicated by a

black ellipse), and the high-velocity layer at 300m depth (indicated by a purple arrow)

is well recovered. The quality of the result is mainly limited by the finite frequency

band of the data and the inversion.

On the other hand, neglecting elastic effects and performing acoustic FWI of the

elastic data results in a poor quality recovered P-wave velocity model, as shown in

Figure 3.17d. The different layers are less well defined in the latter than in the result

in Figure 3.17c, and the fault zone (indicated by a black circle) is more difficult to

be identified. Furthermore, the low-velocity channel at 800m (indicated by a black

arrow) is incorrectly pushed down due to the slow S-wave velocities at the top of the

model. All these effects result in an increase of the average model RMS difference

with respect to that in Figure 3.17c to 339.58m/s.

Hence, despite the use of an amplitude-balanced functional elasticity has a relevant

and clearly visible adverse impact on the recovered P-wave velocity models of the

overthrust land dataset and further needs to be done to improve the quality of the

recovered P-wave velocity model. Thus, I combine the result of amplitude-balanced

acoustic FWI with the data-matching worklfow. First, I model acoustic and elastic

data (Step 2) by using the P-wave velocity model in Figure 3.17d and an S-wave

velocity model built from the latter and the true vp/vs. I then compute Wiener filters

that match the elastic to the acoustic data (nine traces are matched simultaneously
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Figure 3.17: Vertical
slices for the land 2D
SEG/EAGE overthrust
P-wave velocity model.
From top to bottom: a)
true model, b) starting
model and recovered
models after acoustic
FWI of c) the acoustic,
d) the elastic and e) the
matched observed data.
The average model RMS
difference with respect
to the true model within
the dotted are are com-
puted, and the values are
overlaid on the models.

and the length of the filters is set to 900 samples, i.e. 450ms) and I convolve them

with the observed elastic data (Step 3). Acoustic FWI is then performed on the
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resulting dataset (Step 4) and the data-matching workflow is repeated once more

(Step 5) to further improve the result. Figure 3.16c shows the resulting matched data,

and Figure 3.16e displays its difference with the acoustic data. Visibly, the overall

differences with the acoustic data are reduced when compared to the elastic data in

Figure 3.16d for all arrivals, including the direct P-wave arrival and the refractions,

and the additional S-wave events indicated by a red arrow in Figure 3.16b have been

mitigated in Figure 3.16c.

Acoustic FWI of the matched data yields the P-wave velocity model in Figure

3.17e. In comparison to the model obtained after acoustic FWI of elastic data, the

data-matching workflow leads to a more detailed and more accurate result, in which

layers are again clearly defined, the fault zone (black ellipse) is more clearly differen-

tiated and the low-velocity channel at 800m depth is flat and in the correct position.

All these improvements result in a reduction of the average model RMS down to

230.49m/s, close to that obtained for the acoustic inversion of acoustic data.

To further assess the benefits of the data-matching workflow on land data I perform

three quality checks. First, I extract and compare two well-logs at 3 km and at 7.2 km

position for all the models in Figure 3.17, and I display the profiles in Figures 3.18a

and 3.18b, respectively. These correspond to the overthrust region (Figure 3.18a) and

away from the overthrust (3.18b).

Both profiles in Figure 3.18 show that acoustic FWI of acoustic data (blue line with

stars) provides and improvement with respect to the starting model and that acoustic

FWI elastic data (red line with filled circles) results in less accurate recovered profiles

than the former, especially in the regions indicated with black arrows (both solid and

dashed arrows). The difference in accuracy between the latter two inversions with re-

spect to the true model reaches its maximum in the profile at 7.2 km position between

0.5− 0.65 km depth (black continuous arrow in Figure 3.18b), which corresponds to

the push-down observed in the low-velocity channel in Figure 3.17d. On the contrary,

the profile corresponding to the acoustic FWI of matched data (green line with filled

squares) is closer to the results of acoustic FWI of acoustic data, and hence to the

true model. These improvements can be observed throughout the profiles, especially
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Figure 3.18.: Vertical profiles for the models in Figure 3.17 at a) 3 km and b) 7.2 km
position.

where indicated by the arrows: this includes the correction in terms of velocity of the

low-velocity channel in Figure 3.18b (solid black arrow).

The second test to evaluate the quality of the results is to compute the average

model RMS difference as a function of depth and position within the dotted box in

Figure 3.17 for the recovered and the starting models. This is captured in Figure 3.19,

which shows the benefit of using the data-matching workflow as the values associated

to the latter (gray line with filled squares) in terms of position and in depth are

smaller than those obtained for acoustic FWI of the elastic data (thick black line

with filled circles), and they are close – but not smaller, as expected– to the values

for acoustic data (thin black line).

Finally, I compute the average model RMS difference within the dotted box per

95



Figure 3.19.: Average model RMS differences for each recovered model and the start-
ing model in Figure 3.17 as a function of a) depth and b) position within
the dotted box in Figure 3.17.

iteration during the inversions, and the result is presented in Figure 3.20.

This graph clearly shows that the accuracy of the recovered model obtained with

the data-matching worklfow improves as the inversion algorithm iterates, and that

model differences are significantly smaller than for the acoustic inversion of elastic

data for all iterations. Moreover, the decrease in the model differences with respect to

the true model per iteration for the elastic data is less pronounced than the decrease

observed for the matched observed data – hence, the acoustic inversion of the matched

data converges faster to the true model. Figure 3.20 also shows that the recovered

P-wave velocity model with the proposed strategy is never as good as that obtained

96



Figure 3.20.: Graph of the average model RMS differences within the dotted area
in Figure 3.17 as a function of iteration for the acoustic inversion of
acoustic, elastic and matched observed data.

when the dataset is acoustic, as the latter is the ideal case.

Consequently, the previous tests carried out in this section suggest that the use of

an amplitude-balanced functional is not enough to mitigate elastic effects in acoustic

FWI of land data, and that the proposed data-matching workflow can be used to

address elasticity and provide recovered P-wave velocity models that have significantly

better resolution and accuracy for such datasets.

3.5. Application to a 3D marine field dataset

As shown in the previous sections, elastic effects in marine settings are generally

much weaker than in land datasets. However, this is not always the case, and elastic

effects in certain marine environments can significantly deteriorate the quality of the

recovered P-wave velocity models obtained with acoustic FWI of hydrophone-recorded

data. It is on these datasets that the data-matching approach can be most beneficial.

This is illustrated here for a marine 3D field dataset acquired in the North Sea,

over the Buzzard field, where a dense ocean-bottom-node 3D survey was carried out

in 2014. From top to bottom, the Buzzard field is formed by a 1 km-thick unit of
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young clastic rocks (mainly from late-Paleocene/early-Eocene), followed by a 500m-

thick chalk formation, then interbedded sandstones and mudstones and finally the

reservoir, which is composed of deep marine turbidities (Doré and Robbins, 2005;

Ray et al., 2010; Stronge, 2018). As a result of the large P- and S-wave impedance

contrasts at the top-chalk interface and, more precisely, due to ignoring elastic effects

caused by the shallow chalk unit, acoustic FWI fails and results in an unrealistic

recovered P-wave velocity model of the subsurface.

Here I show the initial tests of using the data-matching approach to recover a P-

wave velocity model that is more accurate at the top-chalk interface and within the

chalk unit. Nevertheless, the results presented here are still preliminary, and further

research is needed.

First of all, the importance of considering elastic effects for this dataset is reviewed.

Figures 3.21a and 3.21b show the same shot gather for the field data and acoustic

modelled data obtained using the starting model and neglecting elastic effects. Unlike

for typical marine datasets, the shot gather for field data seems simpler than the

acoustically modelled shot gather, and the latter contains additional reflections that

interfere with the refracted events, and which are not present in the field data.

These is due to the post-critical P-wave reflection at the top-chalk interface, and

its associated multiples. The latter are absent in the field data, even after removing

direct arrivals applying an F-K filter (Figure 3.21c), but they are present in the

acoustic modelled data, as it can be seen in the F-K filtered shot gather in Figure

3.21d. Moreover, the amplitude of the P-wave post-critical reflection for field data in

Figure 3.21c is more attenuated with offset than that in the acoustic modelled data in

Figure 3.21d. Thus, the hypothesis is that these differences are caused by elasticity.

To validate whether the attenuation of the post-critical P-wave reflection at the

top-chalk interface and its associated multiples is due to elastic effects, the reflection

coefficient and the phase of the P-wave reflections at the top-chalk interface with offset

are computed in an acoustic and an elastic model that simulate the shallow struc-

ture of the Buzzard field (Stronge, 2018). The graphs in Figure 3.22 illustrate that

the reflection coefficient of the reflection at the top-chalk interface slowly increases
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Figure 3.21.: Shot gathers for a) the observed data and b) the acoustic modelled
data obtained with the contractor’s starting model for the Buzzard field
dataset. Panels c) and d) display the F-K filtered observed and acoustic
modelled gathers, respectively. Panel d) illustrates the presence of the
post-critical reflection at the top-chalk and its multiples when elastic
effects are negligible. Modified from (Stronge, 2018).
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from zero up to 1150m offset in both scenarios, which corresponds to the critical

distance, after which the reflection becomes post-critical. At this point, the reflec-

tion coefficients stays constant at a value of one in the acoustic case (Figure 3.22a),

but decreases for the elastic case (Figure 3.22b) to a value of zero, and then steadily

increases with offset until it reaches a coefficient similar to that at near-offsets.

Figure 3.22.: Reflection coefficients (solid line) and phase profiles (dashed lines) at
the top-chalk of the Buzzard dataset for a) an acoustic and b) an elas-
tic model, obtained using Zoeppritz equations for isotropic interfaces.
Modified from (Stronge, 2018).

As a consequence, post-critical reflections are strong in the acoustic data, but are

much weaker for elastic data. This explains the amplitude behaviour with offset for

the post-critical reflection and its multiples in the infinite frequency limit, given that

the Zoepritzz equations use ray theory to model wave propagation. To demonstrate

that the latter is also valid when considering the finite-frequency nature of seismic

waves, acoustic and elastic data are modelled using independent modelling codes that

solve the acoustic and elastic wave equations for the entire model.
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These modelled data are also used to mitigate elastic effects by applying the data-

matching workflow. Given that elastic effects are strong due to the shallow high

impedance contrast at the top-chalk interface, acoustic FWI fails (Stronge, 2018),

and the data-matching workflow is applied here directly by using the starting P-wave

velocity model and an estimate of the vp/vs model.

For the current tests, I design a vp/vs model based on the regional geology and not

on measurements within the area, as these were not available. A more accurate vp/vs

model could be re-designed in future tests by incorporating well-log information. The

resulting vp/vs model has a value of 1.8 within the chalk (Hamilton, 1979; Bhakta

and Landro, 2013), of 3 for the unit of clastic rocks above the chalk (Hamilton, 1979)

and of 2 everywhere else. S-wave velocity is set to zero within the water layer and,

to reduce the computational cost, vp/vs is set to 2.5 for cells in the model with P-

wave velocity between the water velocity and 1600m/s, which mainly correspond to

cells close to the sea-bottom. Higher values of vp/vs should be expected close to the

sea-floor, reaching values as high as 13 for soft sediments at the sea-floor (Hamilton,

1979). However, large values of vp/vs represent a high computational cost, as the

grid spacing needs to be refined to account for slower S-wave velocities and have lit-

tle energy dispersion while modelling. As a consequence, elastic effects close to the

sea-bottom might not be properly considered.

The resulting 3D P- and S-wave velocity models for acoustic and elastic modelling

have dimensions of 91 × 364 × 378 and 181 × 727 × 755 in cells, respectively, with

an associated grid spacing of 50m and 25m to avoid having dispersion of P- and

S-waves. Density is computed from the P-wave velocity model using Gardner’s law.

Data are modelled for 973 pressure sources and recorded with a total of 42930 re-

ceivers, recording 6 s of data with a time sampling of 4ms and of 2ms for acoustic

and elastic modelling, respectively, in order to have numerical stability. Once elastic

modelling is complete, the resulting data are resampled to 4ms using a sinc function,

which takes into account the oscillatory nature of the seismic signal.

The data-matching workflow is then applied by matching the elastic to the acoustic
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data with filters of 75ms length, and matching 3 traces simultaneously – so that the

spacing between the first and the last matched traces is 150m. The computed filters

are then convolved with the observed data to produce a matched dataset, in which

elastic effects are mitigated.

A comparison for a shot gather for the field data, the acoustic and the elastic

modelled data and the matched data is shown in Figure 3.23.

The presence of strong post-critical P-wave reflections in the acoustic data in Figure

3.23b, which are strongly attenuated in the elastic data in Figure 3.23c, demonstrates

that this is an effect that is also observed when considering finite-frequency wave

propagation. As a result, the elastic data is closer to the observed data, both in

terms of amplitude but also because elastic data does not contain strong post-critical

P-wave reflections. Nevertheless, slow surface waves are present in the elastic data,

which have been previously muted on the observed dataset. These do not have a

significant impact when applying the data-matching workflow, as the matched data

is set to zero within regions in which the observed data is also zero. Finally, the gather

for the matched data in Figure 3.23d illustrates the effect of removing elasticity from

field data, so that post-critical P-wave reflections are incorporated and the amplitudes

of the different arrivals are modified.

Next, anisotropic 3D FWI – using the contractor’s anisotropic parameters (Stronge,

2018)– is performed both on the observed and on the matched datasets. The inver-

sions are performed using a multi-scale approach by inverting data from 3Hz up

to 10.4Hz in a total of 140 iterations, using only 98 sources per iteration and an

amplitude-balanced functional to further mitigate elastic effects. This results in a

compute time of 6 days and 10 hours using 11 nodes and 3 tasks per node.

I note that elastic FWI would be significantly more expensive for this dataset, given

that 3D elastic FWI when compared to 3D acoustic FWI represents an increase in

computational time of a factor of two when using the same mesh (Guasch, 2012).

But, in order to account for slow S-wave velocities, the mesh used for elastic FWI

should be reduced to at least half the grid size for acoustic inversions. Thus, 3D

elastic FWI when compared to 3D acoustic FWI with a grid spacing of half the

spacing used for the acoustic inversion would result in a runtime that is at least
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Figure 3.23.: Representative shot gathers for a) the observed data, b) modelled acous-
tic data, c) modelled elastic data and d) matched observed data for the
Buzzard dataset. The starting P-wave velocity model and an ane es-
timate of the vp/vs model based on the regional geology are used to
generate synthetic data.
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25 = 32 times longer1, and a difference in memory of 9/2× 24 = 72 times the storage

required for an acoustic inversion2. Therefore, elastic FWI for this dataset would

most likely be unaffordable nowadays. On the contrary, the data-matching workflow

allows mitigating elastic effects at a much affordable cost, which is similar to that of

a single acoustic inversion here.

Figures 3.24 and 3.25 respectively show the results obtained for a cross-line and an

in-line profiles. Each of these figures displays the starting P-wave velocity model, the

estimated vp/vs models and the respective recovered P-wave velocity models obtained

from 3D anisotropic acoustic FWI of the observed and matched datasets.

The first and most important observation from these figures is that acoustic FWI

of the observed data results in a model in which the high-velocity chalk layer is dra-

matically thinned, and velocities are pushed down as if the chalk layer did not exist.

This is due to the large impedance contrast at the top-chalk and not correctly ac-

counting for elastic effects. More precisely, the modelled data during acoustic FWI

contains strong P-wave post-critical reflections, but these are not present in the ob-

served data. Thus, in order to reduce the data misfit, the chalk layer is removed in

acoustic FWI, resulting in modelled data that is more similar to the observed data,

as it does not contain P-wave post-critical reflections. However, this leads to an unre-

liable recovered model that does not contain a continuous chalk unit. Therefore, just

using an amplitude-balanced functional is not sufficient to mitigate elastic effects for

this dataset.

On the other hand, the recovered velocity model obtained from acoustic inversion

of matched data preserves the chalk layer given that post-critical P-wave reflections

at the top-chalk are present in the matched data as well as in the modelled data. As

1By reducing the grid spacing to half the value used for acoustic inversion, the number of cells
increases by a factor of 2 in each of the three space dimensions, by a factor of 2 in time (to
avoid numerical dispersion) and by another factor of 2 as elastic inversion takes roughly twice the
time as an acoustic inversion when computed using the same mesh (Guasch, 2012). Overall, the
runtime of elastic 3D FWI is 25 times larger than that of acoustic 3D FWI when the grid spacing
used for the latter is double the size used in the former.

2Reducing the grid size to half the original size means an increase in storage of the wavefield by
a factor of 2 for each spacial dimension, a factor of 2 in time and a factor of 9/2 given that 9
variables need to be stored in the elastic case (first order PDE in which velocity, stress and strain
need to be stored at the current time) (Guasch, 2012), whereas only pressure at the current and
previous times need to be stored in the acoustic case (second order PDE in equation (2.20)).
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Figure 3.24.: Vertical cross-line profiles at X = 10.95 km for the a) P-wave starting
model, b) the estimated vp/vs and the recovered P-wave velocity models
obtained with anisotropic 3D acoustic FWI of c) the observed and d)
the matched datasets. The discontinuous line indicates the position in
which a velocity profile is extracted. The chalk unit is dramatically
thinned in pannel c), but is preserved in d).
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Figure 3.25.: Vertical in-line profiles at Y = 5.95 km for the a) P-wave starting model,
b) the estimated vp/vs and the recovered P-wave velocity models ob-
tained with anisotropic 3D acoustic FWI of c) the observed and d) the
matched datasets. The discontinuous line indicates the position in which
a velocity profile is extracted. The chalk unit is dramatically thinned in
pannel c), but is preserved in d).
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a result, the P-wave velocity within the chalk layer is updated so that finer structure

can be observed for the cross-line and in-line profiles when compared to the starting

model (indicated by black arrows in Figures 3.24d and 3.25d). P-wave velocities

are also increased in some regions up to values of 5300m/s in average (the maximum

allowed velocity during the inversions is 5900m/s). Additionally, some improvements

can also be seen right above the top-chalk in the recovered model obtained for the

matched data, in which a continuous layer with velocities between 1700m/s and

1800m/s is recovered (white arrow).

However, the recovered model along the cross-line profile in Figure 3.24d is more

noisy, suggesting stronger smoothing is required along this direction. The latter was

expected, given that data-matching has been performed by matching multiple traces

simultaneously along the in-line direction and, therefore, no smoothing along the

cross-line direction has been applied when matching the data.

To further assess the differences between the recovered models obtained with the

observed and the matched datasets, three velocity profiles are extracted from the

starting and recovered models in Figures 3.24 and 3.25, as denoted on these models

by the discontinuous vertical lines. Figure 3.26 displays the velocity profiles extracted

from these models.

The velocity profiles in Figure 3.26 further illustrate how the chalk layer is thinned

in acoustic inversion of observed data (red line), whereas it is preserved and updated

after acoustic inversion of the matched data, resulting in higher speeds and a more

clear differentiation of layers within the chalk unit.

Nevertheless, the accuracy of the updates has not yet been compared to well-logs,

or assessed by investigating the flatness of migrated gathers and the match of the

recovered model with the main events in the migrated stacked section. Hence, tests

to assess the quality of the recovered models should be performed in the near-future.

For instance, the quality of the recovered model obtained for the matched data for

the first 400m below the sea-floor is less reliable than that obtained for the observed

data. This can be observed in the depth slices at 300m depth in Figures 3.27a-c,
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Figure 3.26.: Velocity profiles for the starting model (black line) and the recovered
P-wave velocity models obtained after anisotropic 3D acoustic FWI of
observed data (red line) and matched data (blue line) for the well-log
positions indicated in Figures 3.24 and 3.25.

and also in the lack of continuity of layers within the first 400m in Figures 3.24d and

3.25d.

Whereas a structure that may be a channel can be observed in the depth slice

obtained for the observed data in Figure 3.27b, this is hardly visible in the depth

slice for the matched data in Figure 3.27c. Possibly, this is due to not properly

accounting for the slow S-wave velocities at the sea-floor in elastic modelling, which

negatively affects the quality of the recovered model within the first 400m. Moreover,

the S-wave velocity model is not properly designed close to the sea-floor and within

the water layer, so that non-zero S-wave velocities are incorrectly assigned to certain

regions of the model within the water layer. This is shown in Figure 3.28 for a depth

slice at 50m depth.

Most likely, this was caused when mildly smoothing the final S-wave velocity model,

and incorrectly setting the S-wave velocity within the water layer to zero after smooth-

ing. For this reason, future tests should also take this into account.
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Figure 3.27.: Depth slices for the starting P-wave velocity model (first row) and the
recovered models obtained after anisotropic 3D acoustic FWI of ob-
served data (second row) and matched data (third row) at 300m depth
(first column) and at 1150m depth (second column).

On the other hand, the depth slices at 1150m in Figures 3.27d-f illustrate again

that velocities are incorrectly pushed down within the chalk layer when using the ob-

109



Figure 3.28.: Depth slices at 50m depth for the a) P-wave and b) S-wave velocity
models used for acoustic and elastic modelling. S-wave velocity is incor-
rectly set to non-zero values within certain regions in the water layer.

served data (Figure 3.27e), but these are correctly preserved and also updated when

using the matched data (Figure 3.27f).

Overall, the previous preliminary tests on the 3D Buzzard field dataset illus-

trate that elastic effects can also be relevant in marine datasets in which layers of

large impedance contrasts are present at the shallow subsurface, and that the data-

matching method can be used to improve the quality of the recovered models in these

situations with a cost that is much lower than a full elastic inversion. The results
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also suggest that more accurate information of the vp/vs model at the sea-floor is

required, as well as a better design of the vs model within the water layer, and future

tests should therefore benefit from incorporating well-log information of the shallow

subsurface.

3.6. Summary

In this chapter I have shown that ignoring elasticity in conventional acoustic FWI

has an adverse effect on the quality of the recovered P-wave velocity models of the

subsurface, leading to a visible loss in resolution and accuracy when compared to

the results of acoustic FWI of acoustic data, the latter being the ideal case. In

practice, the subsurface exhibits an elastic behaviour and techniques designed to

address elastic effects are necessary to obtain high quality velocity models of the

subsurface. In general, elastic effects are less significant on marine datasets and more

relevant for land datasets, in which mechanical waves are generated within a region

of non-zero S-wave velocity. However, elasticity also deteriorates the quality of the

recovered P-wave velocity models on typical marine datasets obtained with acoustic

FWI, and can lead to geologically non-plausible results under certain circumstances –

for instance, when a chalk layer with low S-wave velocities is close to the sea-bottom

and its elastic component is not considered. Standard practice methods to mitigate

these effects, such as the amplitude-balanced objective functional, are not sufficient

in these situations.

In order to address these adverse effects and obtain higher quality recovered P-

wave velocity models while performing acoustic FWI, I have proposed a method

that is based on Wiener filters, and which results in a matched observed dataset

that contains less elastic effects and, hence, is more suitable for acoustic FWI. I

have demonstrated that this methodology provides significant improvements in the

recovered P-wave velocity model with respect to ignoring elasticity at a cost that is

lower than a full elastic inversion –typically between two to three times the cost of

acoustic FWI– and, thus, it is well-suited to address elasticity on large 3D datasets,

as demonstrated on a field dataset.
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Nevertheless, several aspects need to be addressed for a successful implementation

of the data-matching workflow. First, this workflow involves computing Wiener filters

that match modelled elastic to modelled acoustic data, which can have very different

spectra. This is because elastic data contains S-wave related events which are not

present in the acoustic data, and the amplitudes of P-wave arrivals are different due

to energy splitting differently at interfaces. This may result in localised artefacts –

generally seen as ripples– in the matched data. In order to minimise their impact on

the data, I have proposed to use overlapping short filters in time and compute a single

Wiener filter that matches multiple traces simultaneously. The former introduces

smoothing along a trace, reduces the computation cost and ensures small portions

of the data are matched, which are more likely to have similar spectra. The latter

introduces a certain degree of lateral smoothing across neighbouring traces. I have

demonstrated on synthetic data that these two measures improve the quality of the

matched data by mitigating the artefacts introduced by matching two very different

traces. After several tests on synthetic and field data I recommend to use filters with

a length of between 300ms and 400ms, and compute single Wiener filters that match

a set of neighbouring traces such that the spacing between the first and last matched

traces is between 100m and 800m.

A second aspect that needs to be considered when using the suggested data-

matching workflow is that this requires an estimate of the velocity ratio vp/vs, and

this is typically not known with good accuracy. However, the tests I have performed

on marine synthetic and field data indicate that the estimate of vp/vs does not need

to be known very accurately as long as it captures the most important elastic effects,

typically due to the large impedance contrasts for S-waves at the sea-bottom or the

impedance contrasts at other interfaces (e.g. sediments and chalk). The latter can be

obtained from additional observations, such as shallow well-logs or knowledge of the

regional geology. However, further research should focus on methods of estimating

vp/vs from the data. These may include global inversion methods with only a few

parameters – given that only a smooth and approximate estimate of the velocity ratio

is necessary– prior to the application of the data-matching workflow.

Finally, a third aspect to consider is the limitations of the data-matching workflow,
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and how can these be minimised. I have shown that the data-matching workflow –

and also acoustic FWI with an amplitude-balanced functional– fails when addressing

strong elastic effects if the starting P-wave velocity model for the inversion is poor,

as acoustic FWI of the observed data leads to a result that is cycle-skipped. This

introduces a limitation on the data-matching workflow as the latter uses the recov-

ered P-wave velocity model to mitigate elastic effects. However, I have suggested an

alternative workflow that overcomes this problem by utilising the starting P-wave ve-

locity model directly to model acoustic and elastic data, and computation of matched

observed data prior to any inversion – hence skipping Step 1 of the workflow. Unlike

the original workflow, the latter leads to a very accurate recovered P-wave velocity

model at a cost slightly larger than conventional acoustic FWI in those cases where

elastic effects are strong and starting models are poor.

Although the data-matching workflow has been used in this chapter on pressure

data, application to multi-component data is in principle possible by modelling the

components of particle velocity in Step 2 of the workflow. This will be further ex-

plored in the future.

One of the benefits of the data-matching method when addressing elastic effects in

large 2D datasets or in 3D datasets is that all inversions are acoustic. Therefore, the

grid spacing and time sampling do not need to be as small as for elastic inversions, in

which elastic waves need to be modelled. This is mainly because S-waves generally

have much slower velocities than P-waves, and time sampling and grid spacing need to

be reduced to avoid energy dispersion and instability issues during modelling for each

iteration in the inversion. Instead, elastic modelling is only required once in the data-

matching workflow, prior to an acoustic inversion. For this reason, acoustic modelling

can be performed on a coarse grid, whereas elastic modelling can be performed using

a finer grid followed by resampling of the data to match the time sampling of the

acoustic and observed data. I have used this strategy to mitigate elasticity on the 3D

field dataset, and I recommend it to further reduce the costs of the algorithm.

In fact, the application to the 3D marine field dataset demonstrates that account-

ing for elasticity can be of great importance for marine datasets with a geological
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structure that contains large impedance contrasts at interfaces and that is in the

shallow subsurface, as for example a clastic-chalk interface. I have shown that in the

Buzzard field dataset example, acoustic FWI of the observed data fails within the

chalk layer, incorrectly pushing its P-wave velocity down and leading to a dramatic

thinning of the chalk unit. The application of the data-matching workflow shows

promising results in mitigating elastic effects, such that the chalk layer is preserved

during acoustic inversion of the matched data. Nevertheless, these results are still

preliminary, and further tests need to be performed using a more accurate estimate

of vp/vs, possibly obtained from nearby well-logs.

In fact, elastic effects are very strong for this dataset. Thus, what I propose is

to use a new strategy based on the results in this chapter, which would consist of

converting predicted acoustic data to predicted elastic data at each iteration, and

performing elastic inversion in a coarse grid. In order to avoid performing elastic

modelling at each iteration, which would considerably increase the computation cost,

I suggest using trained neural networks to obtain elastic data from modelled acoustic

data. This, however, requires further research.

Alternative applications of machine learning methods would be automatic compu-

tation of Wiener filters provided an acoustic and an elastic datasets, or automatic

generation of the elastic wavefield from an acoustic wavefield at each iteration of the

inversion, thus enabling matching of the wavefields at each inversion step. Although

the latter may result in better results, it could potentially increase the total computa-

tional burden as computation of Wiener filters at each inversion step would represent

a large associated cost.

Other applications of the data-matching workflow also need to be explored, for

instance to mitigate other unwanted amplitude effects not typically accounted for in

acoustic FWI. This includes accounting for attenuation, which is generally disregarded

in acoustic FWI. I explore this possibility in the next chapter by slightly modifying the

workflow used to mitigate elastic effects to account for attenuation, which requires an

approximate estimate of Q. I explain how the latter can be achieved and I successfully

apply the method to synthetic data and a marine field dataset.
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4. Acoustic FWI in a visco-acoustic

earth

Similarly to elasticity, viscous effects are typically neglected in conventional acoustic

full-waveform inversion (FWI). This has negative consequences on the quality of the

recovered P-wave velocity models of the subsurface due to the viscous nature of the

earth. Here I extend the methodology used in the previous chapter to address elastic

effects in order to account for viscous effects, in particular visco-acoustic effects.

The research work described in this chapter has been recently presented at the 79th

EAGE Conference and Exhibition in Paris:

Agudo, O. C., Vieira da Silva, N., Warner, M., and Morgan, J. (2017). Address-

ing viscous effects in acoustic full-waveform inversion. In 79th EAGE Conference

and Exhibition.

Moreover, I have also submitted a related manuscript to a scientific journal, and

this is currently under review:

Agudo, O. C., da Silva, N. V., Warner, M., Kalinicheva, T., and Morgan, J.

(2018a). Adressing viscous effects in acoustic full-waveform inversion. Geo-

physics, (Under review).

In this chapter I describe the main results contained in the publications above, as

well as additional tests that complement the latter.

I want to thank and acknowledge Woodside Energy for providing our research

group with the field dataset presented in this section, as well as my colleague Tatiana
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Kalinicheva for processing the field data and preparing all the necessary files for

running a successful inversion.

4.1. Introduction

Seismic wave propagation in the subsurface is not purely elastic, as part of the energy

of the wavefield is dissipated into heat. Energy absorption due to the viscosity of

the rocks introduces an amplitude attenuation and phase dispersion of the recorded

waveforms with respect to those obtained in viscous-free media (Causse et al., 1999),

as shown in Figure 4.1. This figure compares the recorded pressure signal at 1490m

from a source in a homogeneous and isotropic medium with constant velocity (vp =

2000m/s) when there is no viscosity (i.e. an acoustic medium, black line) and when

the medium is visco-acoustic (with associated constant quality factor of Q = 20, gray

line). With respect to the acoustic medium, the amplitude recorded in the visco-

acoustic medium has lower amplitudes and is delayed in time (as observed by the

difference in time of peaks and troughs in both signals).

Figure 4.1.: Recorded signal at 1490m from a source in a homogeneous and isotropic
acoustic medium (black line) and homogeneous and isotropic visco-
acoustic medium with Q = 20 (gray line).

Amplitude attenuation and phase dispersion due to viscosity are not included when

performing conventional acoustic FWI, and this results in an increase of the data

misfit between observed and modelled acoustic data at each iteration. This hampers

the convergence of the inversion towards a global minimum, and adversely affects
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the quality of recovered P-wave velocity models. In fact, viscous effects need to be

considered in the inversions to obtain fully quantitative subsurface models (Causse

et al., 1999; Warner et al., 2012). However, viscous effects are typically neglected in

conventional 3D time-domain applications due to the large computational burden of

modelling viscous effects in the subsurface: this requires solving the visco-acoustic

or visco-elastic wave equations with several relaxation mechanisms to have constant

attenuation with frequency, as most rocks and sediments show this behaviour (Blanch

et al., 1995).

The use of an accurate P-wave velocity model and a smooth estimate of the at-

tenuation model – described by the quality factor, Q – can improve the quality of

seismic migrated images, for instance via Q-compensated migration (Dai and West,

1994; Mittet et al., 1995; Causse and Ursin, 2000; Zhu et al., 2014). For this reason,

several researchers have made important steps in the last decade towards obtaining

accurate vp and Q models from surface seismic data, despite the ill-posedeness of the

inverse problem in recovering multiple parameter classes independently.

While some strategies for visco-acoustic FWI have been recently implemented in

the time-domain (Cheng et al., 2015; Plessix et al., 2016; Bai et al., 2017), most of the

implementations have been done in the frequency domain (Pratt and Worthington,

1990; Pratt, 1990; Song et al., 1995; Pratt, 1999; Plessix et al., 2012; Operto et al.,

2015), in which attenuation is included naturally in the formulation by using complex

velocities. However, these applications have only been partially successful, especially

on large datasets. Other approaches include recovering attenuation by compensating

the gradient for viscous effects (Xue et al., 2016, 2017), using travel-time tomography

(TT) for Q after having performed TT and FWI for vp only (Zhou et al., 2013) or

using a semi-global inversion algorithm for Q and vp (da Silva et al., 2017).

Another successful approach was recently implemented by Kurzmann et al. (2013),

who performed visco-acoustic FWI by incorporating attenuation in the modelling as a

fixed inversion parameter, and showed this improves the quality of recovered P-wave

velocity models. However, this can result in a significant increase in the computation

time with respect to acoustic FWI, as visco-acoustic modelling is required at each

inversion step. To reduce the computation time, it is therefore standard practice to
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use the amplitude-balanced functional of Shen (2010) (see equation (3.1)) in acoustic

FWI.

In this chapter I apply the methodology described in chapter 2 (see Figure 2.9),

based on Wiener filters, in order to mitigate viscous effects in acoustic FWI in a

cost-effective manner, and I particularise it to visco-acoustic effects. Similarly to

the methods of Shen (2010) and Kurzmann et al. (2013), the aim of the proposed

method is to provide improved P-wave velocity models of the subsurface and not to

obtain attenuation models. Instead, an estimate of Qp for P-waves – referred from

here onwards as Q for simplicity– is computed from near-offset data using Gabor

transforms prior to the application of the workflow, as detailed in section 4.4. I also

demonstrate on synthetic data that the proposed data-matching workflow can be

combined with the amplitude-balanced method of Shen (2010), and this leads to the

best results.

With respect to the application to mitigate elastic effects explained in the previous

chapter, there are three main differences: 1) an estimate of Q is necessary and can be

obtained from the data independently and prior to any inversion, 2) it does not require

estimating vp/vs from the recovered P-wave velocity model obtained in Step 1 and

3) visco-acoustic modelling is performed in Step 2 of the workflow rather than elastic

modelling and, therefore, the same grid spacing and time-sampling as for acoustic

modelling can be used.

For its implementation, I use the workflow in Figure 2.9, which I will refer as

workflow 1 in the remaining of this chapter. Additionally, I suggest two alternative

workflows in the following sections to improve the performance of this method in the

presence of strong attenuation effects (workflow 2) and strong random noise (work-

flow 3). These variations consist in skipping Step 1 in workflow 1 and modelling

acoustic and visco-acoustic data directly from the starting model (workflow 2), and

using a better starting model for the acoustic inversion in Step 4, obtained by severely

smoothing the recovered P-wave velocity model in Step 1 (workflow 3). These ap-

proaches will be further detailed when appropriate.
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In terms of structure of this chapter, I first assess the impact of neglecting viscous

effects on 2D horizontally layered models, I implement the proposed methodology and

combine it with that of Shen (2010) to demonstrate the potential in improving the

quality of recovered P-wave velocity models, also in the presence of strong attenuation.

Similarly to the previous chapter, I investigate the impact of the filtering parameters

on the quality of the matched observed data and I suggest a range of parameters

suitable for most applications. Next, I repeat the tests on a more realistic 2D marine

synthetic dataset, I compare the results to those obtained with visco-acoustic FWI

with fixed attenuation in the modelling (as proposed by Kurzmann et al. (2013))

and I assess the impact that strong added noise on the observed data has on the

recovered velocity models obtained with the data-matching workflow. For all these

tests I use a rough average of the Q model, and I demonstrate this is sufficient to

mitigate most viscous effects. I then implement the two alternative workflows to

mitigate strong visco-acoustic effects and address a high level of random noise in the

observed data. Finally, I apply this method to a field dataset by estimating Q from

the data using Gabor transforms, and I show the improvements in terms of continuity

of the events, level of detail, accuracy, flattening of the gathers and higher quality of

seismic migrated sections.

4.2. Application to a 2D horizontally layered model

The first application of the data-matching workflow is on 2D horizontally layered

models, which are used to study the optimal choice of filtering parameters and the

performance of the data-matching workflow on mitigating viscous effects when com-

bined with an amplitude-balanced objective functional. The true P-wave velocity

model is shown in Figure 4.2 (solid black line), which consists of a two-layer model

with constant velocities within each layer and a top water layer of 600m depth. Fig-

ure 4.2 also contains the starting model (dashed black line) used for the inversions

and two absorption models, defined by two vertical variations of the quality factor,

Q1 and Q2. These models are designed to simulate two different geological scenarios:

one in which there is strong intrinsic attenuation at the sea-bottom and in which Q
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is constant where P-wave velocity is constant, assuming compaction has no effect on

Q within the same type of rocks, and the other in which Q increases smoothly with

depth due to compaction even when P-wave velocity is constant – here it is assumed

that porosity is reduced due to compaction leading to less energy absorption.

Thus, the first model, referred to as model A (solid red line), consists of two layers of

constant and low Q values, whereas the quality factor changes gradually in the second

model, referred to as model B (solid blue line). Thus, viscous effects are larger in

model A, as these are inversely proportional to the quality factor, and this model

is used to test the performance of the data-matching workflow when viscous effects

are strong. In both models, the quality factor is very large within the water layer to

simulate a realistic marine dataset – absorption is negligible in water. Additionally,

average models computed for the two Q models below the sea-bottom are overlaid

(dashed red and blue lines), which have the same Q value within the water layer as

that for the true model.

Acoustic and visco-acoustic data are first generated with two independent FD mod-

elling codes with the same level of accuracy (second order in time and sixth order in

space). Two-dimensional laterally invariant models obtained by laterally extending

the vertical profiles in Figure 4.2 are used, so that the models are 15 km long (and

1.2 km deep), and the grid spacing is set to 10m to ensure there is little dispersion

of P-waves below 30Hz (as per equation (2.32)). A total of 41 sources are deployed

at 6m depth, which emit a pressure signal corresponding to a Ricker wavelet with

peak frequency at 15Hz. Three seconds of data are recorded by 967 receivers at 16m

depth, with a time sampling of 1ms to ensure numerical stability (as per equation

(2.33)). A top free surface and absorbing boundaries on the sides and at the bottom

of the model are used to simulate marine data, which includes surface-related multi-

ples and seismic ghosts.

Next, the generated acoustic and visco-acoustic observed data for models A and

B are acoustically inverted using a multi-scale approach by inverting the data from

3Hz to 15Hz in 11 iteration blocks and a total of 60 iterations. The same inversion

parameters are used for all inversions, and the results at the centre of the 2D models
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Figure 4.2: Vertical profiles of the
2D horizontally layered true P-
wave velocity and absorption mod-
els A and B used to generate acous-
tic and visco-acoustic data. The
starting model and the average of
the two absorption models below
the subsurface are also overlaid.

are shown in Figure 4.3a when using the conventional objective functional, and in

Figure 4.3c when using the amplitude-balanced functional of Shen (2010).

The first observation from these plots is that acoustic FWI of acoustic data (green

line) leads to a very accurate result: this is the reference result as visco-acoustic ef-

fects are absent both in the modelling and in the inversion. Secondly, acoustic FWI of

visco-acoustic data leads to less accurate and slower recovered P-wave velocity mod-

els than those obtained with acoustic FWI of acoustic data, at the sea-bottom but

also especially with depth, as the time-delay and amplitude attenuation caused by

viscous effects are neglected during the inversions. Given that model A has smaller

quality factor values, the impact of viscous effects on the recovered P-wave velocity

models is larger in model A (red line) than in model B (blue line) in Figures 4.3a

and 4.3c, resulting in velocities up to 400m/s slower than the reference values for

model A when using the conventional functional. A third and important observation
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Figure 4.3.: Vertical profiles at the centre of the 2D horizontally layered models using
the conventional FWI functional – panels a) and b)– and an amplitude-
balanced functional – panels c) and d)– after acoustic FWI of acoustic
and visco-acoustic data – panels a) and c)– and after acoustic FWI of
matched data – panels b) and d) – for one iteration of the workflow –
panel d)– and for one and two iterations of workflows 1 and 2 – panel
b). The true, starting and recovered velocity model for acoustic data are
overlaid.
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is that viscous effects are significantly mitigated when using an amplitude-balanced

functional (Figure 4.3c), yielding more accurate results than those obtained in Fig-

ure 4.3a. This improvement is sufficient to mitigate viscous effects for model B and

some viscous effects for model A, although there is still a visible imprint of the latter

for model A at the sea-bottom and deep in the model due to the presence of strong

absorption. As a minor observation, the result of acoustic FWI of acoustic data is

not as good as that in Figure 4.3a as the amplitude-balanced functional disregards

part of the amplitude information, which is well-known in this case as this is the ideal

situation.

In order to address viscous effects when using both objective functionals, I apply

the data-matching workflow in Figure 2.9 using the recovered P-wave velocity models

after acoustic FWI of visco-acoustic data in Figures 4.3a and 4.3c and estimates of

the Q models obtained by averaging the true models below the sea-bottom, which

are shown in Figure 4.2 (dashed red and blue lines): these are very approximate

models. Modelled acoustic and visco-acoustic data are generated in Step 2 of the

workflow, and matching filters that match the visco-acoustic to the acoustic data are

computed and applied to the observed visco-acoustic data in Step 3. The length of

the matching filters is set to 325ms and 13 traces are matched simultaneously, i.e. the

spacing between the first and the last neighbouring traces matched simultaneously is

180m. Acoustic FWI of the matched data (Step 4 of the data-matching workflow)

results in the recovered models shown in red (dashed) and blue (solid) in Figure 4.3b

for models A and B using the conventional FWI functional, and in red and blue (both

solid lines) for models A and B in Figure 4.3d using an amplitude-balanced functional.

Figure 4.3b also shows the result of applying a second iteration of the data-matching

workflow (Step 5) for model A (solid red line) to further mitigate viscous effects. I

make the following observations from Figures 4.3b and 4.3d:

1. An average Q estimate is sufficient to mitigate most viscous effects yielding more

accurate and faster recovered velocity models, as long as the quality factor is of

the same order of magnitude as the reference values.
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2. The data-matching workflow with an average Q estimate and the conventional

FWI functional performs well in the presence of strong viscous effects (Figure

4.3b) and improves the accuracy of the recovered model obtained after acoustic

FWI of the visco-acoustic data, but the effects of absorption are still visible

within the second layer (dashed red line).

3. A second iteration of the data-matching workflow for model A and the conven-

tional FWI functional (Figure 4.3b, solid red line) further improves the quality

of the recovered model in the presence of strong viscous effects, but increases

the cost of the workflow mainly due to an additional acoustic inversion step.

4. Using an amplitude-balanced functional in combination with the data-matching

workflow (Figure 4.3d) provides the best results for a single iteration of the data-

matching workflow and yields recovered models with minimal imprint of viscous

effects, even when these are large (model A).

To further reduce the computation cost when using the conventional FWI functional

in the presence of large viscous effects in the data, I suggest an alternative workflow,

namely workflow 2. The latter consists in eliminating Step 1 from the workflow in

Figure 2.9 and modelling acoustic and visco-acoustic data directly from the starting

model and the estimate of Q. Workflow 2 then proceeds with the remaining steps of

the workflow (3 to 5) resulting in an improved P-wave velocity model at a cost similar

to a single acoustic inversion: this is analogous to the second workflow suggested to

mitigate strong elastic effects in chapter 3. When applied to the visco-acoustic data

for model A using the conventional FWI functional, this results in the recovered

model shown in cyan (solid line) in Figure 4.3b, which is faster and more accurate

than the recovered model after acoustic FWI of visco-acoustic data in Figure 4.3a

(solid red line). It is also more accurate than the model in Figure 4.3c obtained with

an amplitude-balanced functional at roughly the same cost, and is very similar to

that obtained after two iterations of the data-matching workflow (Figure 4.3b, solid

red line). Thus, workflow 2 is recommended in the presence of large viscous effects.

The simple synthetic tests in Figure 4.3 demonstrate that neglecting visco-acoustic

effects has a negative impact on the quality of the recovered P-wave velocity mod-
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els for marine datasets, which can be partly addressed using the amplitude-balanced

functional proposed by Shen (2010). For this reason, I use an amplitude-balanced

functional in the remaining tests within this chapter. Nevertheless, residual effects

are still visible when using the latter, especially if viscous effects are large, but can

be further mitigated when combining this functional and the data-matching workflow.

Analogous to the application to mitigate elastic effects in chapter 3, the choice of

appropriate filtering parameters is also important to obtain good quality matched

observed data, such that events are continuous laterally and vertically and artefacts

caused by matching data with different spectra are minimised. For this reason, I assess

the quality of the matched data obtained for model B – the conclusions for model A

are very similar as the P-wave velocity model is the same and only the absorption

model changes– for different filtering parameters, i.e. for filters with different lengths

and matching neighbouring traces independently or simultaneously.

The quality of the matched data is assessed by comparing a shot gather with the

same gather for acoustic data. The data-matching method should result in gathers

with smaller differences when compared to the acoustic data than the visco-acoustic

data. This is illustrated in Figure 4.4, which shows the data for a shot gather at the

centre of the model for visco-acoustic (Figure 4.4a) and matched data (Figures 4.4c,

4.4e, 4.4g and 4.4i) obtained with different parameters (left panels), as well as their

difference with respect to the true acoustic data (right panels) and the average RMS

differences for each shot with respect to the acoustic data are overlaid. Matched data

are obtained computing Wiener filters of 325ms length for panels 4.4c and 4.4e, of

50ms length for panel 4.4g and of 1.5 s for panel 4.4i, whereas the matching is done

trace-by-trace for panel 4.4c and matching 13 traces simultaneously for panels 4.4e,

4.4g and 4.4i so that the spacing between the first and last matched traces is 180m.

Visco-acoustic data presents the largest differences with respect to the acoustic

data for those events generated within the subsurface except for localised regions,

and smaller differences associated with the direct arrival as the latter propagates

through the water only, which has very large Q values. Large differences in Figure

4.4b associated with reflections and deep refractions are mainly due to the time-delay
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Figure 4.4: Shot gathers
recorded at the centre of
model B for the a) visco-
acoustic data and the matched
data obtained by computing
Wiener filters c) trace-by-trace
with a length of 325ms and
simultaneously matching 13
traces with lengths of e)
325ms, g) 50ms and i) 1.5 s.
The gathers on the right
column show the differences
of those on the left with the
acoustic data, in which the
average RMS difference for all
the traces in each shot gather
with respect to the acoustic
data has been overlaid.
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introduced by viscous effects, and secondly due to amplitude attenuation. This can

be appreciated in Figure 4.5, which illustrates the difference (green line) for a single

trace at 4.2 km position for acoustic (black line) and visco-acoustic data (red line).

Despite amplitude differences being small between the same trace for acoustic and

visco-acoustic data, the small but visible time-delay introduced by viscous effects

yields a large difference when this is computed sample-by-sample.

Figure 4.5.: Extracted trace at 4.2 km position for a central shot gather for acoustic
(black line) and visco-acoustic (red line) data, as well as their difference
(green line).

On the other hand, using data-matching workflow with an average Q estimate re-

sults in matched data that have smaller differences with respect to the acoustic data,

mainly due to a phase correction and in part due to an amplitude adjustment when

using the current method – the latter can be for example observed by comparing the

amplitude increase for the refraction at the second layer in Figure 4.4c with respect

to Figure 4.4a, indicated by an arrow. However, trace-by-trace matching introduces

some distortion of the events where multiple waves interfere, such as the region indi-

cated by a circle in Figure 4.4c, which are mitigated when matching multiple traces

simultaneously and leaving the length of the filters unchanged, as shown in Figure

4.4e. The difference plot in Figure 4.4f is in general less noisy than that in Figure

4.4d due to the mild smoothing introduced by this strategy. Thus, after the tests in

this section and those in the remaining sections of this chapter I recommend to com-

pute Wiener filters that match several neighbouring traces simultaneously such that
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the spacing between the first and the last trace being matched is comprised between

150m and 250m: this generally results in good quality data with small artefacts due

to filtering, good continuity of the events while still addressing viscous effects.

The length of the filters also has a visible impact on the quality of the data –

as indicated by the average RMS values indicated on Figure 4.4 – and hence the

subsequent acoustic inversions. Filters that are short result in noisy data and large

data differences both for reflections and refractions, as shown in Figure 4.4h (black

arrows) obtained with filters of 50ms length, whereas long filters result in smoother

and more continuous data but larger errors close to the source and at late times, as

shown by the black arrows in Figure 4.4j. Additionally, the longer the filter the more

computationally demanding it is to compute its coefficients. To further compare the

performance of the filtering parameters tested in Figure 4.4, a trace is extracted at

2 km position – i.e. at a relatively long offset – and compared with the corresponding

trace for the acoustic data (black line) in Figure 4.6 for all datasets in Figure 4.4 (red

lines in Figure 4.6).

Figure 4.6a shows the expected amplitude attenuation and time delay introduced

by viscous effects for this trace, which are mitigated when applying the data-matching

workflow as shown in Figures 4.6b to 4.6e. Similarly to Figure 4.4, Figure 4.6b is ob-

tained by matching data trace-by-trace, whereas the remaining panels 4.6c to 4.6e

are obtained by matching 13 traces simultaneously. In terms of length of the filters,

this is set to 325ms in Figures 4.6b and 4.6c, to 50ms in Figure 4.6d and to 1.5 s in

panel 4.6e. Independently of the filtering parameters used, the time delay caused by

viscous effects is appropriately compensated in all traces for the matched data (Fig-

ures 4.6b to 4.6e), as the positions of peaks and troughs are coincident with those

of the acoustic trace. In terms of amplitude corrections, each choice of the filter-

ing parameters results in a different correction except for traces in Figures 4.6b and

4.6c, which result in very similar results. The main difference of matching data on a

trace-by-trace basis or doing it for multiple traces simultaneously is not visible here,

but where multiple events cross each other. On the other hand, I observe that filters

of 50ms length result in poor amplitude correction, especially for early arrivals, and
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Figure 4.6.: Trace comparison at 2 km position for the datasets in Figure 4.4 (red
lines) with the true acoustic data (black line). Thus, panel a) corresponds
to visco-acoustic data and panels b) to e) correspond to matched data
obtained with filters of 325ms length for panels b) and c), of 50ms for
panel d) and of 1.5 s for panel e). Wiener filters are computed trace-
by-trace for panel b), whereas they are computed by matching 13 traces
simultaneously for panels c) to e).
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that longer filters (of 1.5 s) are more expensive to compute and yield better amplitude

behaviour for early arrivals, which deteriorates at later times. Therefore, filters with

an intermediate length – typically between 0.3 s to 0.4 s– result in matched data that

is optimally matched both for early and late arrivals at a relatively low cost. More-

over, using overlapping filters that are short compared to the length of the full trace

helps mitigating the non-stationary behaviour of absorption with time, i.e. along the

trace.

The study of the performance of the data-matching workflow and the quality of the

matched data done in this section are now utilised to mitigate visco-acoustic effects

in a more realistic marine synthetic dataset and in a field dataset.

4.3. Application to a marine synthetic dataset

The impact of visco-acoustic effects and the performance of the data-matching work-

flow to provide high quality recovered P-wave velocity models, even in the presence of

noise, are now investigated on the more realistic marine Marmousi2 dataset (Martin

et al., 2006), which presents both lateral and vertical velocity variations. Addition-

ally, I compare the recovered models to those obtained with visco-acoustic FWI with

a fixed absorption model, as suggested by Kurzmann et al. (2013).

First, I generate acoustic and visco-acoustic data using the true P-wave velocity

model in Figure 4.7a, which contains a 450m-deep water layer, and the reference Q

model in Figure 4.7c. The latter is a smooth absorption model that is representative

of the subsurface, with smooth lateral and vertical variations and values that span

from 20 at the sea-bottom – typically being more attenuative due to porosity, for

instance – to 100 at the deepest part of the model. The models are discretised with

a grid spacing of 10m to avoid dispersion of P-waves below 30Hz (as per equation

(2.32)), and 6 s of pressure data sampled every 1ms to ensure numerical stability (as

per equation (2.33)) are generated by 99 sources deployed at 6m depth uniformly

distributed across the model with a shot spacing of 160m, which are sequentially

set off. The source wavelet is a Ricker wavelet with peak frequency at 11Hz, which
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results in useful data within the bandwidth that spans from 2Hz to 20Hz. Data

are recorded by 791 receivers uniformly distributed across the model every 20m and

deployed at 10m depth. A top free surface and absorbing boundaries on the sides and

the bottom of the model are used to model marine data and include surface multiples

and seismic ghosts.

Following data generation, I perform acoustic FWI of the acoustic and visco-

acoustic observed data independently using the starting model in Figure 4.7b, which

is obtained by strongly smoothing the true velocity model in Figure 4.7a so that it

resembles a model obtained with travel-time tomography. More specifically, the lat-

ter is built by separating the true model in three parts as a function of depth and

applying a Gaussian smoothing filter with a correlation length of 2 cells several times

in each region, being the deeper section the region of the model where the smoothing

filter is applied more times – this simulates the usually coarser resolution of models

obtained with travel-time tomography in deeper regions. To assess the closeness of

the starting model with the true model within the overlaid dotted box, I compute the

absolute value of the relative error for each cell within this box and I calculate the

average: this indicates the accuracy with respect to the true model, and is shown as

a percentage on the right corner of this model and also for the recovered models. For

the inversions, I use a multi-scale approach by inverting the data from 3Hz to 18Hz

in 130 iterations in the time domain and using the amplitude-balanced functional of

Shen (2010) to further mitigate viscous effects. The recovered models are displayed

in Figures 4.7e and 4.7f for the acoustic and visco-acoustic data, respectively.

The recovered model in Figure 4.7e is the reference result, as the same constitutive

laws have been used to generate the data and invert it. The latter recovered model

presents most of the interfaces in the true model with accurate velocities, so that

the relative average error is reduced from 8.42 % to 3.11 %, and is mainly limited in

resolution by the range of inverted frequencies (as there is no added noise) and the

acquisition geometry. On the other hand, the recovered model after acoustic FWI of

visco-acoustic data in Figure 4.7f is overall slower – for instance, there is a reduction

in velocity at the horizontal high velocity layer at 2.2 km depth that spans across
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Figure 4.7.: Vertical slices of the marine Marmousi2 a) true P-wave velocity, b) start-
ing P-wave velocity, c) true Q and d) 1D average Q estimate models and
the recovered models obtained after e) acoustic FWI of acoustic data, f)
acoustic FWI of visco-acoustic data, g) acoustic FWI of matched data
and h) visco-acoustic FWI of visco-acoustic data.

the left-hand-side of the model – and less detailed – for instance, see below 2.9 km

depth. This is mainly due to the time delay caused by attenuative media not being

considered, and also due to the amplitude effects being ignored, which causes an

increase on the average relative error with respect to Figure 4.7e to 4.60 %. Thus,

an amplitude-balanced functional is not enough to recover a high-fidelity velocity

model for this marine dataset in an attenuative medium, and the application of the

data-matching workflow to further improve the results is justified.
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For this reason, I implement the data-matching workflow in Figure 2.9 to address

visco-acoustic effects in acoustic FWI. First, I model acoustic and visco-acoustic data

using the recovered model in Figure 4.7f and a 1D Q estimate (Step 2) built by aver-

aging the true model in Figure 4.7d in two different regions: the first one comprises

the area between the sea-bottom and the 950m depth level, and the second one com-

prises the remaining bottom part of the model. The average is mildly smooth at

the transition between these layers to avoid artificial diffractions at the interface. I

then compute matching filters in Step 3 of the workflow that match the visco-acoustic

to the acoustic modelled data, and apply these to the observed visco-acoustic data,

which results in a matched dataset. In this step I compute filters that match 11

traces simultaneously – i.e. with a spacing of 200m between the neighbouring traces

simultaneously matched– and I set the length of the filters to 325ms. An additional

acoustic inversion (Step 4) results in the recovered model in Figure 4.7g.

Despite the use of a very approximate Q estimate within the data-matching work-

flow, the recovered velocity model in Figure 4.7g is more accurate, sharper and overall

faster than the model in Figure 4.7f, leading to a reduction of the average relative

error down to 3.64 %. This could be further improved by an additional iteration of

the data-matching workflow, but it would also increase the computational cost and

the benefit would be smaller than that of the first iteration.

To further study the improvement after the application of the data-matching work-

flow, Figure 4.8 shows the difference between the starting and recovered model after

acoustic FWI of the matched visco-acoustic data, i.e. the difference between Figures

4.7b and 4.7g. The latter shows the modifications of the model introduced during the

inversion that lead to the improved P-wave velocity model in Figure 4.7g.

As an additional comparison, I finally perform visco-acoustic FWI of the visco-

acoustic data by keeping Q as a fixed parameter during the inversion, equal to the

model in Figure 4.7d, as proposed by Kurzmann et al. (2013). This yields the reference

recovered model in Figure 4.7h, as it has been obtained using a modelling code that

uses the same constitutive law (the visco-acoustic wave equation) for generating the

observed dataset and inverting it. The quality of the latter is slightly better than that
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Figure 4.8.: Vertical slice of the difference between the starting and the recovered
models after acoustic FWI of the matched visco-acoustic data in Figures
4.7b and 4.7g, respectively.

in Figure 4.7g, in which different wave equations were used for the modelling and the

inversion of the data. Nevertheless, the nearly-horizontal high-velocity layer at 2.2 km

depth is better recovered with the data-matching method. The main advantages of

using the data-matching workflow with respect to a visco-acoustic inversion in the

time domain are:

1. All inversions are acoustic, resulting in a reduction of the computation time.

On the contrary, visco-acoustic FWI uses the visco-acoustic wave equation at

each iteration with Q being nearly constant for the range of frequencies used in

seismic exploration, and this requires including several relaxation mechanisms

to model viscous effects in the time domain. The latter results in an increase

in the compute time, especially for 3D datasets (acoustic FWI for this dataset

takes two hours on 50 nodes and 2 tasks per node, whereas visco-acoustic FWI

takes 3.8h using the same resources, and this difference will increase for 3D

datasets).

2. It results in a matched dataset that contains less viscous effects than the original

observed data.

3. It can be potentially combined with the method presented in chapter 3 to miti-

gate visco-elastic effects all at once, although this has not been further explored.

The improvement introduced by the data-matching workflow is due to the changes
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introduced in the observed data used for the inversions. For this reason, it is important

to check the changes introduced by the data-matching workflow in the observed data,

as shown in Figure 4.9. This figure displays a representative shot gather for the

acoustic (Figure 4.9a), visco-acoustic (Figure 4.9b) and matched data (Figure 4.9c)

that illustrates the differences between these datasets. Their difference with respect

to the same shot for the acoustic data is presented in Figures 4.9d and 4.9e.

Figure 4.9.: Representative shot gathers recorded at the centre of the Marmousi2
model for a) acoustic, b) visco-acoustic and c) matched data. Panels d)
and e) show the differences of the panels above with the same shot gather
for the acoustic data.

As expected, the visco-acoustic data has smaller amplitudes than the acoustic data.

However, phase changes are now more difficult to observe as there are many more

events than for the previous 2D horizontally layered models. These effects are par-

tially corrected when applying the data-matching workflow with a rough estimate of

Q, and the data in Figure 4.9c has larger amplitudes than the visco-acoustic data in

Figure 4.9b, both for reflections and refractions. As a result, the differences displayed
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in Figure 4.9e are smaller than those in Figure 4.9d, which results in the high quality

recovered velocity model in Figure 4.7g.

4.3.1. Impact of noise

Before the application to a field dataset, I test the robustness of the data-matching

workflow in the presence of strong random noise in the observed data. This will lead

to a new alternative workflow, namely workflow 3, that is recommended in the pres-

ence of strong random noise.

First, I add random noise to the original observed visco-acoustic data by computing

the mean of the absolute value of the difference between the maximum and minimum

values of each trace, and adding a percentage of the latter to each sample in the

dataset that is comprised between 0 % and 50 %. The added noise is additionally

filtered with the spectrum of the source so that the bandwidth of the noise is within the

bandwidth of the data. Figure 4.10a shows a representative shot gather of the noisy

visco-acoustic data, and its difference with the noise-free acoustic data is displayed

in Figure 4.10c.

Acoustic inversion of the latter noisy visco-acoustic data with the same inversion

parameters as in the previous tests and an amplitude-balanced FWI objective func-

tional leads to the recovered model in Figure 4.11a. This model is more noisy and

less accurate than the recovered model for the noise-free data in Figure 4.7f (the

average relative error has increased to 5.15 %). The latter together with the average

Q model in Figure 4.7d is used in Step 2 of the data-matching workflow to mitigate

viscous effects, which results in a matched dataset – the same filtering parameters as

before are used. A representative shot gather for the latter is shown in Figure 4.9b.

Similarly as for the noise-free data, the amplitude of the refractions and reflections is

overall increased, leading to smaller differences with respect to the acoustic data, but

now the amplitude of noise is also boosted. Note that the matched data is muted:

this is done automatically to reduce the cost of computing matching filters, which

are computed only where the acoustic modelled data is larger than a certain small

threshold value. In order to determine whether the boosting of the noise has a larger
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Figure 4.10.: Representative shot gathers at the centre of the Marmousi2 model for
the a) visco-acoustic data with noise and b) the corresponding matched
data. Panels c) and d) show the differences of the panels above with the
noise-free acoustic data.

effect than the correction in amplitude and phase of the different events, I then pro-

ceed with Step 4 of the workflow and perform acoustic FWI of the matched data,

resulting in the recovered model in Figure 4.11b. Although the latter is overall faster

and more accurate in some regions – for instance, across the horizontal high-speed

layer at 2.2 km depth–, noise has introduced many localised artefacts in the model

that negatively affect the accuracy of the model, such that there is no reduction of

the average relative error within the dotted area but an increase to 5.56 %.
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Figure 4.11.: Vertical slices of the recovered P-wave velocity models after acoustic
FWI of a) the noisy visco-acoustic data and b) the matched data us-
ing the original starting model, c) a new starting model obtained by
smoothing a), and recovered velocity models after acoustic FWI of d)
the matched data using the starting model in c) and e) the observed
data using the starting model in c). Panel f) shows the recovered veloc-
ity model obtained from visco-acoustic FWI of the noisy visco-acoustic
data using the original starting model and the Q model in Figure 4.7d,
which is kept fixed during the inversion.

To mitigate the impact of noise I suggest a modified data-matching workflow, re-

ferred to as workflow 3, that consists in performing Step 3 of the workflow as in

the original workflow – i.e. computing the matched data from the recovered velocity

model after acoustic FWI of the observed data and the estimate of Q– and using

a different starting model for the acoustic inversion in Step 4, which is obtained by

heavily smoothing the recovered model in Figure 4.11a. This speeds up the conver-

gence of the inversion using the data-matching workflow, as demonstrated in Figures

4.11c and 4.11d, which respectively show the starting model obtained by smoothing

the recovered model in Figure 4.11a and the recovered model after acoustic FWI of
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the matched data using the recovered model in Figure 4.11c as a starting model and

just one iteration of the data-matching workflow. The latter is faster, more accurate

and sharper than the recovered models in Figures 4.11a and 4.11b, with an average

relative error that is significantly smaller, of 3.97 %. In fact, the quality of the re-

covered model in Figure 4.11d is comparable to the result for the noise-free data in

Figure 4.7g. In order to determine whether this is only due to the starting model used

and not the combination of the latter and the use of the matched data, I perform

acoustic FWI of the noisy visco-acoustic data but using the starting model in Figure

4.11c, and the result is shown in Figure 4.11e. The recovered model in this case is

slightly better than that in Figure 4.11a as the starting model is more accurate, but

the changes are small and the overall velocity is still too slow because the observed

data contains viscous effects. Hence, using the matched data in combination with

the smooth starting model leads to a very accurate recovered model in the presence

of strong noise. As a final comparison, the result of visco-acoustic FWI of the noisy

visco-acoustic data with a fixed Q model during the inversion, equal to that in Figure

4.7d, is displayed in Figure 4.11f. This is comparable to the model in Figure 4.11d,

but it has been obtained using the same constitutive law during the modelling and

the inversion and requires longer computation time as the inversion has been imple-

mented in the time-domain, where several relaxation mechanisms are necessary to

model a subsurface with constant Q with frequency.

Thus, I recommend the use of workflow 3 to mitigate viscous effects when the

observed data is very noisy.

4.4. Application to a marine field dataset

I now implement the data-matching workflow designed to mitigate visco-acoustic ef-

fects to a marine field dataset acquired in the Carnarvon basin, on the North-West

Australian Shelf (Kalinicheva et al., 2017). The acquisition geometry for this sur-

vey was designed and optimised for a successful implementation of FWI. To achieve

this, a low frequency source with central frequency at 8Hz was deployed at 10m

depth and set off every 50m, generating useful signal below 2.5Hz. Additionally, a
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10000−m long streamer cable towed at 25m depth with a receiver spacing of 12.5m

was used to record the data, which enabled the recording of sufficient refracted en-

ergy. The survey was carried out in a marine environment, with water depth ranging

from 600m to 1600m across the survery. For the present study, I use data acquired

across a single sailing line that contains strong water multiples and a good signal-to-

noise at low frequencies. Some minimal pre-processing was applied to the data for

preparation for the inversions: this includes band-pass filtering the data from 1.5Hz

to 24.5Hz to suppress swell noise and extracting a source wavelet by using matching

filters (Kalinicheva et al., 2017).

The minimally pre-processed data was used as an input for an acoustic inversion.

In parallel, I estimated a Q subsurface model from near-offset data, which was then

used to mitigate visco-acoustic effects and improve the quality of the recovered model.

Thus, I first introduce the method utilised to estimate Q from the data and how

has this been applied to this particular dataset. I note that estimating Q from

the data is not an easy problem and several methods have been suggested during

the last decades that have shown more or less success, but only a smooth and very

approximate absorption model is required for the data-matching workflow to work,

as demonstrated in the previous sections.

4.4.1. Estimating Q

Viscous effects degrade the quality of recorded seismic data and, thus, several strate-

gies for filtering absorption effects have been proposed during the last decades. How-

ever, most of them require an estimation of the quality factor Q (Lupinacci and

Oliveira, 2015), as absorption is inversely proportional to the latter, and several meth-

ods have been suggested to estimate Q from reflection data: this is referred to as Q

analysis. Some of the most utilised methods to estimate Q include the spectral ratio

method (Hauge, 1981; Raikes and White, 1984; Sams and Goldberg, 1990; Pinson

et al., 2008), the frequency shift method (Quan and Harris, 1997; Li et al., 2015)

and spectral decomposition by using Gabor transforms (Wang, 2004, 2014), amongst

others. Here I use the method of Wang (2004) and Wang (2014) to estimate Q, which
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is based on Gabor transforms of the data. This method allows robust and automatic

estimation of Q trace-by-trace from reflection field data, and performs better than

other methods (Lupinacci and Oliveira, 2015).

Gabor transforms are windowed Fourier transforms of the data, in which the win-

dow is a Gaussian function, and can be used to determine the frequency content of a

trace as a function of time – unlike Fourier transforms, which consider an infinite time

interval. Thus, the Gabor transform of a trace u(t) leads to an amplitude spectrum

U(τ, ω) that is defined by (Lupinacci and Oliveira, 2015):

U(τ, ω) =

∫ ∞
−∞

u(t)e−
(t−τ)2

2σ2 e−iωtdt (4.1)

where σ controls the width of the Gaussian function. If we consider reflection

data, the amplitude of a plane wave, A(τ, ω) = |U(τ, ω)|, decays exponentially due to

absorption as follows:

A(τ, ω) = A0e
−ωτ

2Q (4.2)

where A0 is the amplitude at τ = 0 s. The latter can be linearised by taking

logarithms in the previous expression, resulting in the following equation:

y(χ) = − 1

Q
(χ− χa) (4.3)

being χ ≡ ωτ , y(χ) ≡ ln
[
A2(χ)/A2(χa)

]
and χa the coordinate where the power

A2(χ) is maximum (Wang, 2004). The data can thus be fitted with equation (4.3) to

determine Q−1 by setting up a linear least-squares problem, such that the inverse of

the quality factor can be determined as (Wang, 2004):

Q−1 = −xTy

xTx
(4.4)

where x is the discretised χ variable and y is a vector containing the data y(χ).

The data fit is performed from χa to a certain small value of χ, i.e. χb, depending

on the signal-to-noise of the data in order to cut small values of y(χ) given the noise
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level of the data and the band-limited nature of the recorded seismic signals.

Figure 4.12 illustrates an example on how to estimate Q from a reflection seismic

trace obtained in a homogeneous medium with constant quality factor of Q = 80. For

this example, a source emits a Ricker wavelet that propagates through the medium,

and data are recorded at different times along the vertical direction and stacked

in order to simulate reflection data, which results in the waveform in Figure 4.12a

after correction for spherical divergence – this is a step necessary for estimating Q

with this method. Next, the Gabor transform of the data as in equation (4.1) is

computed as a function of time and frequency, and the amplitude spectrum is shown

in Figure 4.12b: this reveals the characteristic seismic wavelets of the recorded signals

as localised energy packages. The 2D spectrum in Figure 4.12b is then transformed

into a 1D spectrum by stacking all samples along curves with the same value of the

product of time and frequency, i.e. χ = ωτ , as indicated on top of Figure 4.12b for

some of these values. This results in the 1D spectrum in Figure 4.12c, which decreases

monotonically from the maximum value χa. Finally, Q−1 can be estimated within the

support region defined by [χa, χb] by taking logarithms of the curve in Figure 4.12c

and fitting the data with equation (4.3) inside this region. In this example, I choose

the minimum threshold to be 10 dB, but this depends mainly on the signal-to-noise

of the data and the choice of the width of the Gaussian function used for the Gabor

transform. With this choice, the estimated Q value is of Qest = 78.58 with a square

of the correlation coefficient of 0.99.

However, the latter only considers an average Q for the whole trace, i.e. a single

subsurface layer with a constant Q value along the vertical direction. More realisti-

cally, different layers might have different Q values. Therefore, it is more adequate

to perform a time-interval Q analysis by estimating Q at different intervals. This is

similar to velocity analysis in seismic processing, so that average Q values from the

start of the trace to different time levels are converted to a series of layered Q values.

The equations on how to compute interval Q values from average ones can be found

in Wang (2004) and Wang (2009). Figure 4.13 shows the application to the same

example as in Figure 4.12, but Q is now computed within 5 layers with the same
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Figure 4.12.: Q analysis based on Gabor transforms of the data. Panel a) shows the
recorded trace after spherical divergence correction, its Gabor transform
is computed in panel b) and the latter is converted to a 1D spectrum
in panel c), which is used to estimate Q by linear fit of the logarithm of
c), shown in panel d). The reference Q value is 80.

threshold of 10 dB. Again, Figures 4.13a and 4.13b display the trace and its Gabor

transform, whereas Figure 4.13c shows the interval Q values obtained as a function

of time, and the relative error for each time sample with respect to the known value

of Q = 80 is plotted in Figure 4.13d.

This results in a variation of Q with time, and hence in depth, that is close to

the true value with relative errors smaller than ±20 %. More importantly, these are

of the same order of magnitude as the true value – this is important as attenuation

damps the amplitudes of a plane wave exponentially.

I implement this methodology in MATLAB and I estimate Q values in time for

the observed data doing several simplifications, as only an approximate Q model is

required for the data-matching workflow to be successful. One of the requirements of

the selected Q estimation method is that the data needs to be a reflection dataset.

Instead, I extract the first trace for all shots along the seismic line – the separation

between each shot and the first receiver is 100m– and I use this to estimate Q, as a

143



Figure 4.13.: Interval Q analysis for a reflection trace as a function of time. Panel
a) presents the trace after spherical divergence correction, the Gabor
transform is plotted in panel b), the computed Q values as a function
of time are shown in c) and the relative error of the estimated values in
c) as a function of time is shown in d). The reference Q value is 80.

reflection section is not available. The latter is a near-offset section and is displayed

in Figure 4.14a. However, this is not suitable for Q estimation as it also contains the

direct arrival through the water. Thus, I first remove the direct arrival by estimating

the depth of the water-bottom below each extracted receiver given the starting P-wave

velocity model, a fixed water velocity and the assumption that the extracted section

is a reflection section: hence, tsb = 2zsb/vwater with zsb the depth of the water bottom

according to the contractor’s starting model. This results in the near-offset section

in Figure 4.14b: the direct arrival is efficiently removed, hence the approximation of

a reflection section seems suitable.

The next step is to correct the data for spherical divergence effects. I perform the

latter by using an RMS velocity model built from the starting model and multiplying

each time sample by the time of the sample and the corresponding RMS velocity

sample (Newman, 1973), which results in the section displayed in Figure 4.14c. The
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latter is the dataset used to estimate Q using Gabor transforms.

Q-analysis is done trace-by-trace for the entire seismic line but, first, I study the

choice of the Q analysis’ parameters on a a few single traces. Figure 4.15 shows this

study for extracted trace number 600, plotted in Figure 4.15a as a function of time.

The panels in Figures 4.15b to 4.15f display the Gabor transforms of the seismic

trace in which I overlay the time and frequency windows (in white) for which 1D

amplitude spectra are computed, as well as curves of constant product of time and

frequency (black crosses). Panels in Figures 4.15g to 4.15k show the computed 1D

amplitude spectra within the region specified in the panels above, and the logarithm

of the latter plots as well as the linear fit to determine the quality factor for each

region are displayed in panels in Figures 4.15l to 4.15p. The quality factor for each

of this plots is displayed at the top of each of the previous panels.

This example for trace 600 shows that linear fits of the data provide relatively

sensible values of Q between the range from 25 to 200 for a threshold of 5 dB (and

the same size of the Gaussian window function for the Gabor transform). After

experimenting on other traces, such a threshold value provides reasonable results

across the dataset. Thus, I use this value and I estimate Q trace-by-trace in 6

time intervals for each trace, defined from the time at the sea-bottom as the vec-

tor [tsb + 1.2, tsb + 1.6, tsb + 2.0, tsb + 2.5, tsb + 4.2, t(end)], where all the units are in

seconds and t(end) is the total time for the recorded data.

Estimation of Q using Gabor transforms for multiple layers can be somehow ex-

pensive if the dataset is very large, and parallelisation of the code can be used to

drastically reduce the computation time. However, the code I used for Q estimation

here was run on a single computer node, given the near-offset dataset was not too

large. In total, Q estimation took between three to four hours for the entire dataset

and resulted in the model shown in Figure 4.14d. The estimated Q values increase

with time (and hence with depth), and range from 20 near the sea-bottom to 400−500

at 8 s. This is consistent with the geology of the area, as there is no gas-cloud or fine

layering and viscous effects are expected to be larger at shallow regions as sedimentary

rocks are less compacted, resulting in a larger loss of energy.
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Figure 4.14.: Extracted time sections for a) near-offset data, b) near-offset data after
removing the direct arrival, c) near-offset data after removing the direct
arrival and spherical divergence and d) the estimated Q model obtained
using the data in c).
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Figure 4.15.: Seismic Q analysis for trace 600 of the extracted near-offset section in
Figure 4.14c using Gabor transforms. Panel a) shows the extracted
trace, panels b) to f) display the Gabor transforms and the windows
in which 1D spectrum are computed (white window) with curves of
constant χ = ωτ overlaid (black crosses), panels g) to k) show the
computed 1D spectra for the panels above and panels l) to p) display
their logarithm, the linear fit (in red) for a threshold of 5 dB and the
estimated Q value (at the top).
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The latter estimated Q model needs to be converted to depth in order to be used to

model visco-acoustic data with existing modelling codes. Thus, I convert the model

in Figure 4.14d to depth by using the starting velocity model and a standard time-

to-depth conversion workflow that uses the starting velocity of interval velocities in

depth, it converts it to average velocities in time and uses that to convert the Q model

in time to depth. The resulting estimated model in depth is shown in Figure 4.16a,

whereas Figure 4.16b displays the latter after severe lateral smoothing performed

differently within three depth levels in order to impose lateral continuity of the Q

model.

Figure 4.16.: Models of the estimated quality factor in depth a) before lateral smooth-
ing and b) after lateral smoothing.

Finally, the Q model is extended to the length of the model by using the location of

sources and the first receiver for each shot, from which the data has been extracted,

interpolating the values for Q for those cells in the model that fall between two of
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the extracted traces and repeating either the first or last extracted trace for those

columns in the model that fall either before or after the position of the first or last

extracted traces. In this step, I also take into account the depth of the sea-bottom

for each column of the model, and that Q must be very large within the water layer.

At this stage, all files are ready for the application of the data-matching work-

flow and the inversion of the data. The starting and estimated models used for this

purpose are displayed in Figure 4.17, which shows the starting contractor’s velocity

model (Figure 4.17a) – this is based on pre-stack time migration stacking velocities

(Kalinicheva et al., 2017)–, the final version of the estimated Q model (Figure 4.17b)

and the contractor’s models for the Thomsons’ parameters for anisotropy, δ and ε

(Figures 4.17c and 4.17d).

In summary, the estimated Q model obtained in this section is approximated for

the following reasons:

1. The dataset used to extract a Q model is not a pure reflection dataset, but a

near-offset reflection dataset.

2. Surface-related multiples are kept in the data in order to avoid changing the

spectra of the data incorrectly before the first multiple, which results in over-

estimating Q values after the first multiple – fortunately, this is well below the

model in Figure 4.17a, starting slightly below 4 s in Figure 4.14c.

3. A limited number of time intervals is used to estimate Q trace-by-trace.

4. Spherical divergence is corrected using an average RMS velocity model.

Nevertheless, in the next section I demonstrate the latter is sufficient to improve

the quality of the recovered velocity models using the data-matching workflow.

4.4.2. Results

Simultaneously to the previousQ analysis, VTI anisotropic acoustic FWI is performed

on the minimally pre-processed observed data. The models used for the anisotropic

parameters are those in Figures 4.14c and 4.14d, and these are fixed during the
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Figure 4.17.: Vertical slices of a) the contractors’ starting velocity model, b) the esti-
mated Q model and the contractor’s models for the anisotropic Thom-
son’s parameters c) δ and d) ε.
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inversion. The data is inverted in a multi-scale fashion by inverting from 2.5Hz to

24Hz in blocks of 4 iterations per frequency band and using an amplitude-balanced

functional. Anisotropic acoustic FWI of the observed data using the starting model

in Figures 4.17a and 4.18a results in the recovered velocity model in Figure 4.18b.

The latter has a higher level of detail when compared to the starting model and

contains various features that are not present in the former, such as the presence of

low velocity channels in the shallow subsurface, a major unconformity that crosses

the model from left to right at depths between 2 km and 2.5 km depth (indicated by

a black arrow) and reflectors below 2.5 km depth, which are interpreted as basaltic

intrusions (Kalinicheva et al., 2017).

In order to improve the quality of the recovered velocity model by mitigating visco-

acoustic effects, a strategy for implementing the data-matching workflow needs to be

chosen. As explained in previous sections, this depends on the estimated Q model and

the level of noise in the observed data. Thus, I use workflow 2 to account for possible

large viscous effects as the Q estimate contains relatively low Q values in the shallow

subsurface, which leads to strong absorption effects, and the signal-to-noise ratio of

the data is high. In other words, I mitigate visco-acoustic effects directly from the

starting model and the estimate of Q by first modelling acoustic and visco-acoustic

data using the latter, computing Wiener filters that match the visco-acoustic to the

acoustic data and applying them to the observed data, which leads to a matched

dataset. For the present application, I match 15 traces simultaneously, i.e. a spacing

of 175m between the first and last traces matched simultaneously, and a length of the

filters of 325ms. The matched data is then acoustically inverted to obtain a recovered

P-wave velocity model. Overall, the elapsed compute time is between one and two

times the cost of a conventional acoustic inversion. In this workflow, modelling of

acoustic and visco-acoustic data is performed without considering anisotropy given

that the model of Q is isotropic, whereas the inversion is anisotropic acoustic with

fixed anisotropic parameters – equals to those provided by the contractor.

The resulting recovered velocity model in Figure 4.18c shows the benefits of the

data-matching workflow. Although differences in the shallow subsurface with respect
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Figure 4.18.: Vertical slices of the a) starting model and the recovered P-wave velocity
models after VTI anisotropic acoustic FWI of the b) field observed data
and the c) matched dataset.
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to the model in Figure 4.18b are small, the velocity model obtained from the matched

data in Figure 4.18c is in average faster below the unconformity, it is overall more

detailed – for instance, there is a thinning of the high velocity layer indicated by a

dashed black arrow – and structures below the unconformity are now clearly seen

and can be followed across the model. In order to better observe the differences

below the unconformity, Figures 4.19a and 4.19b display a zoomed-in section of the

models in Figures 4.18b and 4.18c, respectively, corresponding to the area inside

the green box in Figure 4.18c. In this comparison it can be observed that layers

below the unconformity are better identified and are more continuous in Figure 4.19b

when compared to the model in Figure 4.19a, and vertical features that may indicate

faulting – this is indicated by blue arrows – can also be detected. Thus, we expect

the latter should lead to a more accurate and better resolved migrated section.

Figure 4.19.: Zoomed-in sections of the recovered models in Figures 4.18b and 4.18c
for the recovered models after VTI anisotropic acoustic FWI of a) ob-
served and b) matched data.

In terms of the changes with respect to the observed data, these are compared

in Figure 4.20, which compares the observed data after minimal pre-processing for

two different shots with the respective matched data. The two shot gathers shown

in Figures 4.20a and Figure 4.20b have been recorded along the same seismic line,
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and with a shot separation of 22.5 km. The level of noise in the data is low, and

only some localised random noise can be observed for the first 0.5 km of the second

shot gather: this justifies the use of the second data-matching workflow instead of

workflow 3. After the application of the data-matching workflow, the corresponding

matched data are displayed in Figures 4.20c and 4.20d for the first and second shot

gathers, respectively.

Figure 4.20.: Recorded field data are displayed in panels a) and b) for two shots along
the same sailing line and separated 22.5 km, whereas the corresponding
matched data for these shots are respectively shown in panels c) and d)
after matching 15 traces simultaneously and using a length of the filters
of 325ms.
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As expected, the amplitude of the events increases with respect to the observed

data after mitigating visco-acoustic events, for instance for the refractions inside the

black boxes in the different panels in Figure 4.20. Additionally, some of the noise

present in the shot gather in Figure 4.20b is mitigated in the data in Figure 4.20d,

given that matching several traces simultaneously introduces some smoothness in the

matched data. Similar to the tests for the Marmousi2 model, phase changes are dif-

ficult to observed as there are many events in the data and changes are of the order

of milliseconds. I also want to highlight that the choice of the matching parameters

is such that little artefacts due to filtering can be observed on the matched data,

yielding the high quality recovered models in Figures 4.18c and 4.19b.

In order to assess the quality of the results and analyse whether the differences

in the recovered P-wave velocity model after the application of the data-matching

workflow are real improvements, I perform 2D anisotropic Kirchoff post-stack depth

migration of the data: the flatness of common-image gathers (CIGs) and the fit of the

recovered velocity model with the stacked migrated sections are used to assess these

improvements. First, I migrate the observed data using the recovered model obtained

after anisotropic acoustic FWI of the observed data in Figure 4.18b, which results

in the CIGs panels shown in Figure 4.21a. I then migrate the observed data after

applying Q-compensation and band-pass filtering the data – this is done with the

same filter used to band-pass filter the observed data during pre-processing to have

the same bandwidth of the data – and using the recovered velocity model obtained

after anisotropic acoustic FWI of the matched data, resulting in the CIGs shown in

Figure 4.21b.

The latter panel of CIGs shows that these are slightly flatter after Q-compensation

and using the recovered P-wave velocity model after the data-matching workflow, as

indicated in different locations by blue arrows. Additionally, the events are thinner,

amplitude effects are compensated for, especially with depth, and the position of

some of the events changes slightly such that they are shallower than those in Figure

4.21a after accounting for absorption effects. Despite these improvements, I note that

a more sophisticated migration algorithm that is able to account for visco-acoustic
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Figure 4.21.: Flattening of CIGs for a) the observed data using the recovered ve-
locity model in Figure 4.18b, and for b) the observed data after Q-
compensation with the Q estimated model in Figure 4.17b and the ve-
locity model in Figure 4.18c after band-pass filtering.

effects during migration should be used, but I do not have access to such software.

Finally, Figures 4.22a and 4.22b show the stacked sections for the CIGs in Figure

4.21.

The use of the Q estimated model and the recovered velocity model result in a

stacked migrated section in which the layers are better resolved, hence thinner, and

more continuous, especially below the unconformity. In fact, layers below the un-
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Figure 4.22.: Stacked migrated sections obtained from the observed data a) before
Q-compensation and using the recovered P-wave velocity model af-
ter anisotropic acoustic FWI of the observed data and b) after Q-
compensation and band-pass filtering using the recovered model after
anisotropic acoustic FWI of the matched data.

conformity are unravelled, which spread from comon depth points (CDPs) 4000 to

6500. This is consistent with the improvements observed below the unconformity in

Figures 4.18c and 4.19b, as demonstrated in Figure 4.23, in which the corresponding

recovered velocity models are overlaid on the stacked migrated sections.

The layers observed in the recovered velocity model below the unconformity after

applying the data-matching workflow do correspond to layers in the stacked migrated

section in Figure 4.23b, whereas these are less visible on the section in Figure 4.23a.

I conclude that the data-matching workflow leads to improvements in the quality of

the recovered P-wave velocity models obtained with acoustic FWI in the time-domain,
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Figure 4.23.: Stacked migrated sections in Figure 4.22 overlaid with the velocity mod-
els in Figures 4.18b and 4.18c, which have been used to migrate the
corresponding data.

also of field data, at a relatively low cost. Hence, I suggest the proposed method in

combination with an amplitude-balanced functional as an efficient strategy to mitigate

visco-acoustic effects in acoustic FWI.

4.5. Summary

The viscous nature of the subsurface modifies the amplitude and phase of the recorded

data compared to that recorded in a viscous-free subsurface. In this chapter I have

shown that not considering visco-acoustic effects has adverse consequences on the

quality of the recovered P-wave velocity models obtained with acoustic FWI, yielding

poorly resolved and inaccurate P-wave velocity models, even when an amplitude-

balanced objective functional designed to mitigate these effects is utilised. With the
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aim of improving the quality of the recovered velocity models, I have adapted the

methodology implemented in chapter 3, first designed to mitigate elastic effects and

based on Wiener filters, in order to address visco-acoustic effects. The application of

the proposed data-matching method in this chapter, both on the synthetic and field

data, demonstrates the benefits in terms of accuracy and resolution of the recovered

velocity models with respect to those obtained with conventional acoustic FWI. This

has been verified against well-log profiles and comparisons with the true model for

synthetic data, and the flatness of the CIGs and correlation of the migrated sections

and the velocity models for field data.

As the inversions using the proposed method are always acoustic, the data-matching

workflow represents an improvement in compute cost when compared to visco-acoustic

FWI in the time domain, in which several relaxation mechanisms need to be modelled

to account for a constant quality factor with frequency.

To overcome the limitations of the original workflow in the presence of strong

viscous effects or noisy data, I have suggested and implemented two alternative work-

flows, namely workflows 2 and 3, that consist on mitigating visco-acoustic effects using

the starting model directly and using a starting model for the acoustic inversion of

matched data obtained by smoothing the recovered model of the acoustic inversion of

acoustic data, respectively. Workflow 2 successfully mitigates strong viscous effects

and results in a computation time slightly over that of a single conventional acoustic

inversion, as shown on a synthetic and a field dataset, whereas workflow 3 has a cost

equal to the original workflow and its application has only been shown on a realistic

synthetic dataset.

The tests performed on synthetic data in this chapter have also been useful to con-

clude that a smooth and approximate background Q estimate is sufficient to mitigate

the most relevant visco-acoustic effects. Due to this result, I have performed an ap-

proximate Q analysis of near-offset field data that resulted in a smooth Q estimate in

depth. The assessments on the quality of the recovered models using the latter and
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the data-matching workflow also indicates that using such an approximate Q model is

enough to improve the quality of the recovered P-wave velocity models. Nevertheless,

more accurate methods to estimate Q, for instance by hybrid local-global methods

such as that of da Silva et al. (2017), could further improve the results.

The conclusion with respect to the filtering parameters when computing matching

filters from the tests in this chapter are similar to those in chapter 3: I recommend

a length of the filters between 300ms and 400ms and matching several traces simul-

taneously such that the spacing between first and last matched neighbouring traces

is at least 100m, and up to 250m. I want to highlight that the latter was larger for

elastic effects, of 800m, but this depends on the dataset: for instance, elastic data

with slower velocities will contain events that have a larger dip (i.e. that are more

vertical), and hence more lateral variation. Thus, I recommend to test the filtering

parameters on a single shot gather first, and assess the quality of the results. For

instance, the presence of ripples on the matched data that are not present in the

observed data may indicate this is caused by the choice of matching parameters. For

future implementations, I suggest using an automatic method for selecting the fil-

tering parameters. For instance, this could be based on testing different parameters

randomly within a certain range for a set of random traces, selecting those parameters

that lead to the smallest RMS difference with respect to the modelled acoustic traces

and using the selected parameters to compute matching filters for the entire dataset.

However, this has not yet been tested.

Another important remark about the data-matching method is that this can ad-

dress visco-acoustic effects for complex geologies, as wave-field modelling is performed,

and accounts for multiples and seismic ghosts. On the other hand, inverse Q-filtering

methods that remove viscous effects from the data are not suited for acoustic FWI,

as these assume a 1D-layered earth (Guo and McMechan, 2015). What is more, the

data-matching workflow implemented here can be combined with the data-matching

workflow used in chapter 3 to mitigate visco-elastic effects. This would consist of

the same steps as those in the workflows in Figures 2.8 and 2.9, but acoustic and
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visco-elastic data would need to be modelled in Step 2. Thus, it would require an es-

timate of vp/vs and also estimates for Qp and Qs, the quality factors associated with

P- and S-waves. Given that only smooth and approximate estimates are required for

the data-matching workflow, these estimated models could be obtained by using a

hybrid local-global inversion approach as that suggested by da Silva et al. (2017) by

parametrising the subsurface with only a few parameters. Acoustic inversion of the

resulting matched data would, in principle, lead to an improved velocity P-wave veloc-

ity model without the need of performing visco-elastic FWI and the consequent cost

of modelling elastic waves and viscous effects in the time domain during the inversion.

Finally, application of the data-matching algorithm to account for 3D visco-acoustic

(and also visco-elastic) effects is straightforward. Nevertheless, this requires estimat-

ing a 3D Q model, for instance, by using Gabor transforms. Given that this can be

computationally demanding if multiple time layers are used, I recommend using a par-

allel code to estimate Q in which the computation for each trace is distributed across

multiple nodes and tasks. Once a model of Q is obtained, the remaining steps of the

data-matching workflow are unchanged and only the acquisition geometry needs to

be considered when matching neighbouring traces simultaneously. Further research

will focus on implementing the current code to 3D field datasets.
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5. 3D imaging of the breast with

ultrasound

Medical imaging methods aim at obtaining visual representations of physical prop-

erties of the body that are otherwise invisible to the human eye. These are vital, as

they provide the means for clinicians to diagnose and treat diseases.

In this chapter I explore the potential of FWI of ultrasound data in imaging breast

cancer, both on an in silico1 and an in vivo2 breast datasets.

I have presented the research work carried out in this chapter at the international

MUST conference in Speyer (Germany):

Agudo, O. C., Guasch, L., Huthwaite, P., and Warner, M. (2018c). 3D imaging

of the breast using full-waveform inversion. In Proceedings of the International

Workshop on Medical Ultrasound Tomography, pages 99–110.

This chapter contains the results published at this conference, as well as additional

intermediate results to provide a better overall understanding. I would like to ac-

knowledge the contributions of two researchers to this work: first, I want to thank

Neb Duric and the Karmanos Cancer Institute (Detroit, USA) for providing me with

the in vivo data and the permission to publish the results and, secondly, Peter Huth-

waite (Mechanical Engineering Department, Imperial College London) for giving me

access to the synthetic breast phantom and providing me with a starting model and

source calibration for the in vivo data.

1The term in silico means performed in a computer, and hence an in silico model or dataset is
equivalent to a synthetic model or dataset in geophysics.

2An in vivo experiment is that in which the latter is performed on live cells or organisms in the
laboratory. This is analogous to a field dataset in geophyiscs.
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5.1. Introduction

Breast cancer is the second most common type of cancer worldwide and the most

common amongst women (Ferlay et al., 2015). In Europe, breast cancer is the leading

cause of cancer death amongst women, and the third overall, which caused 113, 000

deaths in 2012 (Ferlay et al., 2013, 2015). Advances in medical imaging techniques

are crucial to help detect breast cancer at an early stage, thus accelerating diagnosis

and treatment. In the last decades, mammographies have been frequently used for

standard routine screenings, principally due to their low cost. Mammographies consist

on the projection of low-energy X-rays through the breast, and the formation of an

image based on the different absorption of X-rays for normal and cancerous tissues

due to their different densities. The main benefit of mammography screening is the

reduction in deaths due to breast cancer (Løberg et al., 2015), but there are also

several risks associated with the latter:

1. It uses ionising radiation, which can induce cancer (400 to 800 breast cancers

were detected in England in 2017 for every cancer induced, according to Warren

et al. (2017)).

2. It can lead to overdiagnosis (Løberg et al., 2015), i.e. detection and treatment of

tumours that are not life-threatening due to lack of adequate markers (based on

recent estimates from the United States, 15 out of 1, 000 women being invited

to biennial mammography scans are overdiagnosed according to Løberg et al.

(2015)).

3. It can lead to false-positive diagnostics when trying to detect breast cancer early

(Heywang-Köbrunner et al., 2011; Løberg et al., 2015) (the risk of experiencing

a false-positive diagnostic in Europe for biennial screening is approximately

20 %, according to Hofvind et al. (2012)).

4. It has a low sensitivity for dense breasts, leading to false-negative diagnostics

(Given-Wilson et al., 1997; Murphy et al., 2007)

An alternative method for breast cancer screening is ultrasound tomography, which

utilises ultrasound to provide images of physical properties of the breast, such as the
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propagation speed-of-sound3 in tissue, absorption of sound waves and tissue density.

The use of ultrasound can overcome some of the disadvantages of mammographies.

For instance, ultrasound waves are non-ionising radiation and, hence, there is no

risk of induced cancer. Moreover, ultrasound tomography results in quantitative

models of physical properties of the tissues, which can potentially be used to separate

different regions and reduce the number of overdiagnosed patients and false-positive

and false-negative diagnostics. Additional benefits of ultrasound tomography are the

portability of the imaging system and the fact that the acquisition is painless – unlike

the possible discomfort associated with a mammography. In such systems, as that

shown in Figure 5.1a, the patient lies prone on a bed with a breast suspended in a

warm water bath (Figure 5.1c), in which ultrasound waves are emitted and received

by ultrasound transducers4 (Figure 5.1b). The data is then analysed and a model of

physical properties of the breast is obtained.

Figure 5.1.: Figure a) is a picture of an ultrasound tomography scanner, in which
ultrasound waves are emitted and received by an array of transducers
distributed in a semi-spherical surface, as in b). Figure c) is a drawing
of the positioning of the patient during data acquisition. Modified after
Ruiter et al. (2018).

In the example in Figure 5.1b, transducers are located around the breast in a

3Speed-of-sound refers to the velocity of acoustic waves in a medium, and is equivalent to P-wave
velocity in geophysics, vp.

4Transducers are sensors that can act both as sources and receivers.
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semi-spherical geometry. Other ultrasound tomography scanners use circular rings

of transducers, which can be fixed or moved to acquire data at different planes.

Tomographic reconstruction algorithms are then used to reconstruct a model of the

breast. Typically, ray-based algorithms are used to obtain a model of speed of sound,

which can give vital information of the presence of a tumour given that the latter are

generally denser and sound propagates faster than in the surrounding tissue.

However, the spatial resolution of ray-based methods such as time-of-flight (TOF)5

(see section 2.4) is limited by the size of the first Fresnel zone (Williamson, 1991).

In practice, this results in a spatial resolution of 10mm, which means that small

cancer masses, typically of the size of 5mm, are difficult to detect using ray-based

algorithms (Huthwaite et al., 2010; Huthwaite, 2012). Thus, some researchers have

proposed the use of diffraction tomography algorithms (Simonetti and Huang, 2008)

to recover material properties by analysing the distortion in space of the wavefield

scattered at the target under the Born approximation for the incident wavefield, such

that the total wavefield can be computed as an incident plane wave and a scattered

wavefield (Simonetti and Huang, 2008; Müller et al., 2015). These methods can re-

solve smaller features, but fail in reconstructing larger objects, especially when the

contrast in speed of sound between objects is large (Huthwaite et al., 2010). For this

reason, methods that combine TOF tomography and diffraction tomography have

been suggested as an alternative (e.g. the Hybrid Algorithm for Robust Breast Ul-

trasound Tomography or HARBUT, proposed by Huthwaite (2012)).

On the other hand, full-waveform inversion (FWI) algorithms honour the physics

of finite-frequency wave propagation to model wave propagation through an object

at sub-wavelength scales and, therefore, are able to model all type of waves. Thus,

FWI methods are, in principle, able to overcome the limitations of other methods in

terms of spatial resolution, but at a much larger computational cost. Nevertheless,

3D FWI is nowadays standard practice in the oil industry thanks to recent advances

in computation and the development of more robust FWI algorithms. Although FWI

algorithms have been applied in the past to recover 2D models from in vivo data of

5This is equivalent to travel-time tomography (TT) in geophysics.
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the breast (e.g. Pratt et al. (2007)), its implementation to 3D ultrasound datasets

of both in vivo and in silico data have not yet been demonstrated, partly due to the

lack of adequate data-acquisition systems and robust 3D FWI codes.

Within this chapter, I first demonstrate the potential of FWI to reconstruct 3D

speed-of-sound models of an in silico ultrasound data of the breast. I then investi-

gate and emphasise the benefits of acquiring low-frequency ultrasound data (below

0.5MHz) to obtain highly detailed and accurate recovered models of the breast, and

study the consequences of ignoring density, absorption and 3D effects. Finally, I apply

the same FWI algorithm to a 2D in vivo ultrasound dataset with a limited knowledge

on the acquisition geometry and the source wavelet, which results in a high-resolution

model of a breast and the possible detection of breast cancer. Furthermore, I stress

again the importance of acquiring low-frequency data to obtain a highly accurate and

resolved model with FWI for an in vivo dataset, and I briefly discuss the impact that

neglecting 3D effects has on the recovered model. In the last section of this chapter

I summarise the main findings and discuss how these could be improved.

5.2. 3D FWI of a numerical model of the breast

The feasibility and potential of 3D FWI for breast imaging is demonstrated on the

numerical model of the breast shown in Figure 5.2. This model of speed-of-sound

simulates realistic measured velocities for a human breast (Huthwaite, 2012). The

bulk of the model consists of a glandular region represented by a random medium, in

which several spherical inclusions that simulate cancer and fat masses with different

average velocities have been added. The bulk of the breast is surrounded by an

irregular subcutaneous fat layer and a thin outer skin layer. The model is discretised

so that its dimensions are 95 × 431 × 431 cells with a grid spacing of 0.29mm –

the latter ensures there is not significant dispersion of P-waves below the maximum

inverted frequency of 1.4MHz for all tests in this section.

The velocity model in Figure 5.2 is used to generate ultrasound data and perform

several tests, which can be divided in two sets of tests depending on the acquisition
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Figure 5.2.: 3D speed-of-sound numerical model of the breast used to generate ultra-
sound data.

geometry. For the first set, I use a 3D acquisition geometry in which sources and

receivers are distributed across different acquisition rings that have their center at

the centre of a different coronal view, whereas the data for the second set of tests is

generated and acquired with a single ring array of transducers. For both sets of tests,

I model 120µs of data using a three-cycle tone-burst source wavelet with a centre

frequency of 750 kHz and a time sampling of 0.11µs, the latter to ensure numerical

stability of the FD code. In particular, the first set of tests is designed to investigate

the potential of 3D FWI of the breast, the importance of having low-frequency data

and the consequences of ignoring density and absorption during the inversions. On

the other hand, the second set of tests is designed to demonstrate that ignoring 3D

effects can negatively affect the quality of the recovered model, and that 3D data

acquisition and inversion are needed to obtain optimum results.

For the first set of tests, a total of 350 sources are distributed across 3 parallel

167



rings, and the data is recorded by a total of 1280 receivers distributed across 5 rings

with 256 receivers in each ring. The centre of each ring is at the centre of a coronal

view, and these are at different planes uniformly distributed in the vertical direction

for sources and receivers (a vertical plane corresponds to a fixed z in Figure 5.3b).

Ultrasound data are then generated for the first test assuming constant density and

absorption, equal to those of water – i.e. a density of 1000 kg/m3 and a very large

Q value of Q = 103. 3D FWI is then performed using the modelled data as the

observed data, inverting the data up to a frequency of 1.4MHz and starting the

inversions at different frequencies and using different starting models in order to

study the importance of having low-frequency data. To reduce the computation time

and number of resources used for the inversions, only 35 sources of the 350 available

are used at each iteration, which are different for each iteration so that all the sources

are used within an iteration block.

Figure 5.3 displays pairs of coronal and sagittal views for the true, starting and

recovered models for two particular slices. The true model is shown in Figures 5.3a

and 5.3b, in which the dotted lines indicates the planes at which the complementary

view has been extracted: these planes are the same for all models in Figure 5.3.

Figures 5.3c and 5.3d correspond to the first starting model used for the inversions,

which is just a model with water and no other information on the breast properties:

this is the simplest starting model. The latter is used to perform 3D FWI of the

observed data starting at a frequency of 700 kHz and iterating 70 times, which results

in the recovered model in Figures 5.3e and 5.3f. This result shows that starting the

inversions at high frequency and from a starting model that is not very accurate leads

to a poor quality recovered model, which is not representative of the true model.

This behaviour has been previously documented in geophysics, and is known as cycle

skipping (Virieux and Operto, 2009).

Cycle skipping takes place when the modelled data is delayed or advanced more

than half a cycle with respect to the observed data, and can lead to completely er-

roneous models (Guasch and Warner, 2014; Warner and Guasch, 2014). Although

several methods and objective functionals have been proposed to address cycle skip-

ping in the FWI context, this can also be prevented by having low frequency data
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Figure 5.3.: Pairs of coronal and saggital views, respectively, for the numerical model
of speed-of-sound of the breast. Panels a) and b) correspond to the true
model, c) and d) to a starting model of just water, e) and f) are the result
of 3D FWI using the water starting model and a starting frequency of
700 kHz, g) and h) are obtained from smoothing the true model with a
Gaussian function in 3D, i) and j) are obtained after 3D FWI using the
starting model in panels g) and h) and a starting frequency of 700 kHz
and k) and l) are obtained after 3D FWI using the water starting model
and a minimum frequency of 300 kHz. Density and absorption are kept
fixed during modelling and inversion, equal to those of water.
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(Virieux and Operto, 2009). In that case, the data contains signal with larger periods

and is therefore more difficult to be cycle-skipped. Alternatively, a more accurate

starting model can be used to overcome cycle skipping, given that in this case the

modelled data from the starting model is closer to the observed data, thus reducing

any cycle skipping. To test this hypothesis in the medical imaging context, I repeat

the previous inversion using the starting model in Figures 5.3g and 5.3h, which has

been obtained by smoothing the true model with a 3D Gaussian smoothing filter. The

high resolution and accuracy of the recovered models in Figures 5.3i and 5.3j demon-

strate that 3D FWI performs well if the starting model is accurate, even though the

starting frequency for the inversion is high. This is possible because the difference be-

tween the modelled data from the starting model and the observed data at the lowest

inverted frequency is less than half a cycle. The inverted model successfully recovers

the fat and cancer masses with the correct average properties, as well as the irregular

shape of the skin and subcutaneous fat, thus enabling breast cancer detection.

Nevertheless, accurate starting models are rarely available and may be difficult to

obtain and be user-dependant. Instead, having and using low frequency data should

also reduce cycle skipping without the need of a very accurate starting model or user

intervention. Thus, I test the effect of starting the inversion at a lower frequency of

300 kHz and using the simple water model in Figures 5.3c and 5.3d, which results

in the recovered model in Figures 5.3k and 5.3l. The quality of the latter is very

similar to that obtained in Figures 5.3i and 5.3j, but does not require an accurate

starting model. However, it requires starting the inversion at a lower frequency, thus

increasing the total number of iterations, and the presence of low frequency signal in

the data. Both recovered models show that it is possible to use FWI of ultrasound

data to obtain high quality recovered models of the breast to be used for breast cancer

diagnostics, with a maximum resolution of about 0.55mm (λ = vp/f ≈ 1.09mm) for

the maximum inverted frequency of 1.4MHz and an average speed-of-sound in breast

of 1520m/s. In other words, two masses separated 0.55mm could be separated using

these recovered models, and this distance could be decreased if acquiring and using

data at higher frequencies.
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In terms of compute cost and time, the inversions are performed using 36 nodes

with one core per node, resulting in an average compute time of 24h for inversions

starting at 300 kHz, in which 110 iterations are performed, and an average time of

16.5h for inversions starting at 700 kHz and a total of 70 iterations. Although meth-

ods to further reduce the compute time exist (e.g. source encoding as implemented

by Wang et al. (2015)), the previous tests demonstrate the feasibility and potential

of 3D FWI for breast cancer diagnostics.

However, realistic density and absorption for breast tissue have not been considered

in the previous tests. Thus, I now generate ultrasound observed data using the model

of speed-of-sound in Figure 5.2 and the density and Q models in Figures 5.4a and

5.4b – the latter have been designed using the structure of the velocity model and

measured values for density (Huthwaite, 2012) and absorption (Iacono et al. (2015)

and references and supplementary information therein).

Figure 5.4.: 3D numerical models for the a) density and b) quality factor for the
breast.

First, forward modelling is performed using a visco-acoustic code to generate ob-

served ultrasound data, and the data for a representative shot gather recorded at

a single ring of receivers are compared to that obtained with constant density and

absorption equal to that of water in Figure 5.5. From these gathers, several events
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can be identified that correspond to the direct wave, the reflection at the skin of the

breast and the transmitted waves through the breast – recorded at transducers op-

posite to the source–, which are indicated in Figure 5.5a for the shot gather in which

density and absorption are those of water. I want to highlight that these type of plots

are similar to shot gathers typically obtained for seismic data, but the interpretation

is different as the receiver array has a circular shape rather than a straight line, which

causes the direct arrival to bend.

Figure 5.5.: Shot gather recorded at a single receiver ring array in an a) acoustic
medium with fixed density and quality factor equal to those of water and
b) in a visco-acoustic medium obtained with the variable density and Q
models in Figure 5.4.

By comparing the shot gather in Figure 5.5a with that obtained with visco-acoustic

modelling with variable density in Figure 5.5b, there is a visible difference in terms

of amplitude, caused both by viscous effects and also by the the different changes in

acoustic impedance due to different density values. This has a visible consequence on

the amplitude of the reflected arrivals, especially the reflection far from the source as

the associated wave has travelled within the breast, and also on the transmitted part

of the data. The delay introduced by viscous effects is not visible at this scale, but

can be observed by comparing two traces for the same receiver.

In order to study the impact of ignoring these effects in the inversions, I first

perform acoustic 3D FWI of the acoustic data obtained with constant density and Q

values using a multi-scale approach by inverting the data from 300 kHz up to 1MHz,

172



the latter being lower than for the tests in Figure 5.3 to reduce the computation cost,

yielding the results in Figures 5.6a and 5.6b. I then perform acoustic 3D FWI of

the visco-acoustic data with the same inversion parameters and keeping density and

absorption fixed and equal to those of water during the inversion, i.e. neglecting

density and intrinsic attenuation, resulting in the models in Figures 5.6c and 5.6d.

Figure 5.6.: Pairs of coronal and sagittal views for the recovered models of the breast
after 3D acoustic FWI of a) the acoustic data with constant density
and absortion equal to those of water and b) of the visco-acoustic data
ignoring density and absorption during the inversion. The inversions
are performed using a water starting model and inverting the data from
300 kHz up to 1MHz.

Ignoring density and absorption results in a model that is overall slower – mainly

due to the delay introduced by viscous effects– and with less level of detail – both

due to ignoring amplitude attenuation caused by absorption and not accounting for

the correct dynamics of the wavefield caused by variations in density. Nevertheless,

the outer irregular fat layer and the spherical inclusions are well recovered, and a

cancer mass can be differentiated from a mass of fat. Hence, I neglect density and

absorption effects for the remaining of this chapter, but this might be relevant for

dense breasts. Additionally, the use and development of multi-parameter strategies

would be beneficial in this field, as recovering realistic models of tissue density and

sound absorption would help better characterise tissue properties – for instance, to

differentiate benign and malign tumours.
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The last of the first set of tests is the robustness of 3D FWI against random noise

in the ultrasound observed data. To test this, I repeat the previous acoustic inversion

by adding a high level of random noise to the visco-acoustic data – a different random

value is added to each sample, which is proportional to 15% of the average amplitude

value between the minimum and the maximum amplitude values for all traces in a

shot. Figures 5.7a and 5.7b respectively show the noise-free and noisy shot gathers.

Figure 5.7.: Shot gathers recorded at a single ring array of receivers for the a) visco-
acoustic data obtained with the density and absorption models in Figure
5.4 and b) the previous visco-acoustic data with added random noise.

Repeating the inversion for the noisy visco-acoustic data with the same inversion

parameters as before, leads to the recovered model in Figures 5.8c and 5.8d.

When compared to the result of inverting the noise-free visco-acoustic data in Fig-

ures 5.8a and 5.8b, the inversion of noisy data is able to recover all the features

present in the true model, but the result is noisier both in the glandular region but

also within the subcutaneous fat layer. This causes the sagittal view in Figure 5.8d

to be have more vertical stripes, and thus stronger regularisation might be needed.

Although the effect of noise is not relevant for the detection of tumours as these can

be clearly observed, the detection of their outer boundary is somewhat more difficult,

which could lead to some errors on the estimated volume of the tumour. Neverthe-

less, the level of noise is very high and FWI still provides acceptable results. Thus,

I conclude that FWI is very robust against random noise in the observed ultrasound

data.
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Figure 5.8.: Pairs of coronal and sagittal views for the recovered models of the breast
after 3D acoustic FWI of the visco-acoustic data a) without and b) with
random noise added in the data. The inversions are performed ignoring
density and absorption effects, using a water starting model and inverting
the data from 300 kHz up to 1MHz.

Now, the second set of tests are performed. These are designed to analyse the

impact of performing 2D FWI of data acquired for the 3D in silico breast model.

Thus, in contrast to the first set of tests, data are now acquired using a single ring

array that contains 50 emitters and 256 receivers uniformly distributed along the

circular array, with its centre in the centre of a coronal view and at a depth of

z ≈ 1.66 cm. Ultrasound data are modelled both considering a 2D slice of the 3D

model centered at the position of the ring array and also for the full 3D model of

the breast. A three-cycle tone-burst source wavelet is used, which has a central

frequency of 500 kHz to avoid dispersion at frequencies above 1MHz – this is to

make the results of 2D and 3D modelling using different kernels comparable. Figures

5.9a and 5.9b display the ultrasound data acquired for a single shot gather when the

modelling is performed in 2D across a slice of the model and in 3D across the full 3D

model, respectively.

The 2D and 3D modelled data are similar in the earliest arrivals, but differ for later

arrivals. For instance, there is a reflection in the 3D data that is not present on the

2D data (indicated by a black arrow), which comes earlier in time and has a different
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Figure 5.9.: Representative ultrasound shot gathers obtained from a source in a single
ring array of transducers surrounding a a) 2D slice of the in silico breast
model and b) the full 3D model.

curvature than the first reflection in the 2D modelled data. Moreover, there are also

differences in the transmitted part of the signal (black circle). The latter two are

due to off-plane effects, i.e. waves that travel across different planes and reach the

receivers when modelling data for a 3D model, which cannot exist for a 2D model.

To investigate the impact of these differences on the recovered velocity models, I

perform 2D and 3D FWI of the modelled data for the 3D in silico breast model, and

a comparison of the results with the true model for the same slice in which the ring

of transducers is located are shown in Figure 5.10. The inversions are performed by

inverting the data from 150 kHz up to 1MHz in a total of 100 iterations, using a

homogeneous starting model of just water and using 25 sources per iteration to reduce

the computational cost.

From these recovered models I make two important observations: first, 2D FWI

of 3D modelled data results in a model that is less well resolved, less accurate and

cannot recover the irregular shape of the subcutaneous fat layer and the skin, as well

as one of the tumours (indicated by a black arrow in Figure 5.10b and, secondly, 3D

FWI of data recorded with a single acquisition ring results in a model that contains

off-plane effects. The second conclusion is made by observing that two spherical in-

clusions (numbered as 1 and 2 in Figure 5.10c) appear in the recovered model that

are not present in the true model for the same slice, and that the mass of fat denoted

as 3 in Figure 5.10c is larger than the same inclusion in the true model. There is
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Figure 5.10.: Coronal views of a) the true model and the recovered models after b)
2D FWI and b) 3D FWI of the 3D data modelled for a single ring array
of transducers around the full 3D model.

also a visible enlargement and loss of resolution at the edges of the skin and sub-

cutaneous fat when compared to the true model. All these are due to waves that

travel at different planes, and the fact that 3D FWI of the data recorded at a single

ring array is unable to separate the latter due to the lack of spatial resolution in the

vertical direction. To minimise these effects, two immediate solutions are possible:

1) record the data at multiple rings and invert the data in 3D, as in the first set of

tests, and 2) perform 3D FWI of data generated with focused ultrasound transducers.

In summary, the analysis performed in this section show that 3D FWI of ultrasound

data for breast imaging and breast cancer detection is nowadays possible. To obtain

high-quality recovered models, low-frequency data is required, density and absorption

can initially be ignored for normal density breasts and 3D effects as well as 3D data

acquisition are necessary to separate off-plane effects. This is now corroborated and

put in practice on a 2D in vivo breast dataset in the next section.

5.3. Applicability to a 2D in vivo dataset

The in vivo dataset was acquired at the Karmanos Cancer Institute (Wayne State

University, United States) using the computer ultrasound risk evaluation (CURE)
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system (Littrup et al., 2002). The latter consists of 256 transducers in a ring array of

20 cm diameter that is submerged in water and designed to generate and acquire both

reflected and transmitted ultrasound for breast imaging. No other information on the

in vivo dataset or the experiment was provided, such as the calibrated location of the

transducers (i.e. their exact location), a water shot, the variations in temperature

of the water bath during the experiment (temperature variations change the speed-

of-sound) or the source wavelet. Thus, these may affect the quality of the recovered

model if not properly considered.

A representative shot gather of the raw in vivo dataset is shown in Figure 5.11a.

Five different features and events can be distinguished, as indicated in the figure: 1)

the direct wave, 2) reflections, 3) transmissions, 4) a wave that propagates along the

ring array (a straight line in a shot gather given the circular array of transducers

means the associated wave takes the same time to reach two consecutive transducers

and, hence, must propagate along the ring) and 5) coherent noise at early times.

Figure 5.11.: Representative shot gather for the in vivo data a) before and b) after
band-pass filtering using a zero-phase Butterworth band-pass filter that
rejects data below 200 kHz and beyond 1.75MHz.

The first three events are expected given the acquisition geometry, but the latter

two are not and may adversely affect the result. The impact of the wave propagating

along the array on the recovered model may introduce a velocity change close to the

sources without changing the target significantly, but the coherent noise at early times

178



may change the model considerably as this corresponds to a signal that propagates

infinitely fast compared to the other events, as it reaches all transducers simultane-

ously – hence, this may be electrical noise. In addition, the dataset is contaminated

with random noise, as can be seen by the random signal prior to the first arrivals. To

mitigate the latter and also reduce the strength of coherent noise, I filter the raw data

with a zero-phase Butterworth band-pass filter to remove signal below 200 kHz and

beyond 1.75MHz, which results in the shot gather in Figure 5.11b. The filtered shot

gather is overall less noisy before the first arrivals, but is also cleaner for reflections.

However, coherent noise is still present – even after careful FK-filtering. Thus, only

part of the data is used for the inversions and the first 30µs are not included, which

leads to optimal results. The data is also cropped at 180µs to reduce the computa-

tion time and also because most of the useful information is contained in the selected

part of the data (the selected data is shown by a green arrow and lines in Figure 5.11b).

The filtered and cropped dataset is then used as the observed dataset for the in-

versions. Before, some more minimal pre-processing is performed: this includes sinc

interpolation of the data from 0.16µs to 0.04µs to avoid numerical dispersion, re-

moval of a shot gather with little energy so that the total number of sources (and

hence, shot gathers) is 255, calibration of the transducers and extraction of a source

wavelet from the data.

Calibration of the transducers is typically done by acquiring a water shot, i.e.

acquiring data without a target, and adjusting the location of the transducers de-

pending on the measured arrival times of the direct wave. However, a water shot

was not available and hence, calibration was done by Peter Huthwaite (Mechanical

Engineering Department, Imperial College London) – and reproduced by myself– us-

ing the direct arrivals in the in vivo dataset for those traces in which the latter are

not interfering with reflected or transmitted events. To extract the exact location

of the transducers, automatic TOF measurements of the direct arrivals were com-

puted – for instance, using the Akaike information criterion (AIC) (e.g. Zhang et al.

(2003); Li et al. (2009))– and these were used as an input to calibrate the location
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of transducers using the method proposed by Roy et al. (2011) to calibrate a breast

ultrasound system, which is based on the multi-dimensional scaling (MDS) algorithm.

Once the system is calibrated, a source wavelet needs to be extracted to perform

forward modelling, which is necessary for FWI. Several methods exist in geophysics

to extract a source wavelet from seismic data (e.g. see Walden and White (1998), Yi

et al. (2013) or Warner et al. (2013)). Here I use a method similar to that of Warner

et al. (2013) to extract a source wavelet. The latter consists first in selecting those

traces for each shot in which the direct arrival through the water does not interact

with reflections and transmissions, and muting the data below these arrivals. The

data is then arbitrarily shifted in time (this is removed at the end of the process)

and a linear move-out (LMO) correction is applied to each trace to remove the dip

of the direct arrivals and, thus, every sample is shifted in time given the calibrated

distances between transducers and the speed-of-sound in water. Figure 5.12a shows

the filtered and muted first arrivals for the selected traces of a shot gather after the

LMO correction, in which the nominal (i.e. without calibration) locations of the

transducers are used, whereas Figure 5.12b displays the same data after using the

calibrated positions.

Figure 5.12.: Selected traces used for extracting a source wavelet from the in vivo
data for a single shot gather after LMO correction using a) the nominal
and b) the calibrated location of the transducers.

Note the flatness of the direct arrival when using the calibrated location of trans-
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ducers (Figure 5.12b) with respect to the discontinuity visible around traces 15 and 16

when using the nominal positions (Figure 5.12a). This already indicates that without

calibration FWI could lead to incorrect recovered models caused by cycle-skipping

due to mis-positioning of the transducers (note there is more than half a cycle jump

around traces 15 and 16 in Figure 5.12a). The next step in order to extract a source

wavelet from the data is to repeat this process for the other shot gathers (this may

not be necessary if the noise level is low) and stack all the traces, which results in

the stacked trace plotted in Figure 5.13a. This is not yet the source wavelet, as the

inaccuracies and effects of modelling data in 2D rather than in 3D have not taken

into account. Thus, I model ultrasound data with a guess source wavelet – I choose

a Ricker wavelet initially, which is band-pass filtered with the same filter as that ap-

plied to the data– for a model with just water, and I repeat the process of selecting

a few traces and stacking the LMO corrected traces. After stacking all the traces for

all shots, Figure 5.13b shows the resulting stacked trace.

Figure 5.13.: Stacked traces obtained after LMO correction of the direct arrivals of
a) the band-pass filtered and muted in vivo data and b) the modelled
data for a water shot using a band-pass filtered Ricker wavelet as a first
guess.

The two stacked traces in Figure 5.13 are not similar, but are now used to extract

the source wavelet that will be used as an input for 2D FWI. To do so, a Wiener filter

that matches the stacked trace in Figure 5.13b to the stacked trace in Figure 5.13a

is computed, and this is applied to the source guess used to model the data (i.e. the

band-pass filtered Ricker wavelet). This results in a source wavelet that, when used in
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the 2D modelling code, generates similar direct arrivals to those in the in vivo data.

Finally, the arbitrary time shift introduced earlier is removed, and Figures 5.14a and

5.14b show the final extracted wavelet as well as its amplitude spectrum.

Figure 5.14.: Plot of the a) extracted source wavelet in time and b) its amplitude
spectrum used for 2D FWI.

The extracted wavelet has a central frequency of around 950 kHz and little use-

ful energy below 350 kHz (the amplitude is around 130 times smaller at this fre-

quency compared to the peak frequency). Thus, the data does not contain very

low-frequencies and cycle-skipping might be expected when inverting the data from

an inaccurate starting model.

The source wavelet in Figure 5.14 and the position of transducers obtained after

calibration are used now as inputs for 2D FWI. The in vivo dataset is inverted using

a multi-scale approach up to a frequency of 1.75MHz using a grid spacing for the

models of 0.15mm, which ensures there is little dispersion of P-waves. In order to

fit all transducers into the model, its size is 1464 × 1464 in cells. The inversions are

performed using 85 sources per iteration to speed up the inversions and a total of 22

nodes and 8 cores per node are used, resulting in an average compute time of around

16h. All inversions are in 2D to reduce the compute time and given that only a

single acquisition ring was available, although 3D would be possible – the compute

time could be reduced by increasing the grid spacing, thus performing the inversion

up to a lower maximum frequency without compromising excessively on the quality
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of the result. Additionally, only a 2D TOF model was provided, which is used as a

starting model for one of the inversions due to the lack of low-frequency data.

The first inversion test is performed to analyse the effect of a good calibration and

also the impact of including the coherent noise at early times. Thus, a model of just

water is used as a starting model. In order to reduce the computation time for this

initial test, I use a grid spacing of 0.20mm (the dimensions of the model for this test

are 1251 × 1251 in cells) and perform the inversion from 400 kHz up to 1.4MHz.

Moreover, the coherent noise at early times is also included for this test, so that the

observed data starts at 0µs. Figures 5.15a and 5.15b show the recovered models

of speed-of-sound obtained using the nominal position for the transducers and the

calibrated position, respectively.

Figure 5.15.: Recovered models of speed-of-sound obtained with a starting model of
just water and a) the nominal and b) the calibrated position of the
transducers. The inversions are performed from 400 kHz to 1.4MHz in
a total of 100 iterations and using 85 sources per iteration. Data from
0µs to 180µs are used, hence including coherent noise.

The first observation from these results is that using the nominal location of trans-

ducers introduces artefacts in the model in the form of constant low velocity triangles

with one of their vertices touching a transducer. These may be created by different
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parts of the ring being mis-positioned: in fact, the ring is made of 8 segments, which

fits with the 8 triangles observed in Figure 5.15a. To compensate for these low veloc-

ity areas, the recovered model in Figure 5.15a contains high velocity zones that could

be incorrectly associated with tumours. On the other hand, the recovered model in

Figure 5.15b does not contain these artefacts as the location of the transducers is

calibrated, resulting in a more homogeneous recovered model of the breast. How-

ever, 2D FWI of the in vivo data is not capable of retrieving a highly detailed and

accurate model of the breast, as the starting model is not accurate enough and the

acquired frequencies are not low enough, thus causing cycle-skipping effects. A third

observation is that there is a velocity perturbation that follows the geometry of the

ring, which is caused by the presence of a wave propagating along the ring array, as

indicated in Figure 5.11a. Moreover, in both Figures 5.15a and 5.15b there are very

high velocity and small perturbations near the transducers towards the centre of the

model, which are caused by the fast and coherent noise at early times.

Thus, I discard the first 30µs of data, and perform new inversions up to a frequency

of 1.75MHz using a finer grid spacing of 0.15mm. The results for different tests are

shown in Figure 5.16 – note I apply a mask to the results to better observe features

in the breast.

First, I perform 2D FWI of the in vivo data with a starting model of just water

and a starting frequency of 500 kHz, which results in the velocity model in Figure

5.16a. Similar to the tests in Figure 5.15, the lack of low-frequency data results in a

poor quality recovered velocity model, in which only the outline of the breast can be

identified.

To overcome cycle skipping I use a more accurate starting model, provided lower

frequencies cannot be recorded. The latter was obtained by Peter Hutwaite using

bent-ray tomography (Huthwaite, 2012), and is shown in Figure 5.16b. This is a

smooth model in which several features can be identified, such as the edges of the

breast, a low velocity region at the bottom part of the breast and a high velocity

ellipsoidal feature that could be associated with the presence of a breast tumour.

However, the level of detail in the model in Figure 5.16b is low and no other features
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Figure 5.16.: Recovered models of speed-of-sound for the in vivo data obtained after
a) 2D FWI with a starting model of just water and a minimum frequency
of 500 kHz, b) bent-ray tomography and 2D FWI using the bent-ray
tomography model as a starting model and c) a minimum frequency of
800 kHz and d) a minimum frequency of 500 kHz. Data before 30mus
and after 180mus is excluded and 85 sources per iteration are used for
the inversions, which are performed up to 1.75MHz.

can be distinguished.

Hence, I use the latter recovered model as a starting model for the inversions, as

this should result in a better conditioned inverse problem and reduce cycle-skipping

effects. Figure 5.16c displays the recovered model obtained with the latter as a start-

ing model and starting the inversion at 800 kHz. Many differences can be observed
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in comparison to the previous model, especially in terms of details: the boundaries of

the high-velocity mass associated with a tumour are better defined, the subcutaneous

fat layer and skin layers can be distinguished at the edges of the breast and addi-

tional high resolution features have appeared inside the breast, which may be vessels.

Nevertheless, starting the inversion at a high frequency introduces some artefacts in

the recovered model, such as the stretching of breast skin on the left-hand-side of

the model or a semi-circular low-velocity stripe that crosses the breast through the

middle.

For this reason, I finally repeat the inversion but with a lower starting frequency

of 500 kHz, as there is still energy in the data with this frequency. Figure 5.16d

shows the final high-quality recovered model, which is much more detailed than that

in Figure 5.16b and does not show the presence of any obvious artefacts due to cycle-

skipping. An interesting observation from this model is that not many details have

been recovered within the low-velocity zone near the breast skin and below the tumour

that was already visible in the bent-ray tomography model. This might be due to the

starting model being too slow in this region, and hence leading to cycle-skipping, or

perhaps due to a denser and more absorbent tissue area.

To further observe the benefits of FWI when compared to ray-based methods such

as TOF or bent-ray tomography, I show a section at the top right corner of the models

in Figures 5.16b and 5.16d in Figures 5.17a and 5.17b, respectively.

The comparison in Figure 5.17 clearly shows the benefits of using FWI to obtain

a higher quality and more detailed model of the breast, in which structures that re-

semble blood vessels, milk ducts or lymphatic vessels can be observed. This may be

relevant as higher resolution models of the breast could be used to detect small tu-

mours, quantify the total volume of a tumour as well as better define the boundaries

of larger tumours, and possibly detect small clusters of micro-calcifications, especially

in dense breasts, which are indicators of breast cancer (Littrup et al., 2018).

Nevertheless, the observed features in the recovered models may belong to other

planes, given the 2D acquisition geometry and the use of 2D FWI. Thus, I strongly
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Figure 5.17.: Zoomed in sections of the recovered models of speed-of-sound after a)
bent-ray tomography and b) 2D FWI with a minimum frequency of
500 kHz shown in Figures 5.16b and 5.16d.

recommend the use of FWI to reconstruct models of physical properties of the breast,

but also the use of a more sophisticated 3D device capable of acquiring and emitting

ultrasound below 500 kHz.

In summary, the experiments performed in this section demonstrate the feasibility

and potential of FWI for imaging breast cancer in in vivo experiments.

5.4. Summary

Breast imaging techniques are used to examine the breast, and are essential for breast

cancer detection and diagnosis. In this chapter I have demonstrated the benefits of

using FWI for breast imaging using ultrasound over more conventional methods that

are based on ray theory. The use of FWI and ultrasound to reconstruct high resolution

models of the breast also represents an improvement over standard mammography

scans, given that the former use non-ionising radiation, they are pain-less, they can

be made portable and provide quantitative images of the physical properties of the

breast at an affordable cost.
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The tests performed both on in silico and in vivo data demonstrate the feasibility

of FWI for breast imaging, also in 3D. This is mainly due to advances on compute

power over the last decade, the use of parallel computing and the robustness of exist-

ing FWI codes. Although not explored here in detail, several strategies can be used

to further reduce the compute cost. These include reducing even more the number of

sources used per iteration, acquiring lower frequencies to better condition the inver-

sion problem – and hence using a coarser grid spacing – using objective functionals

that minimise cycle-skipping effects or using source encoding methods, amongst oth-

ers.

In order to assess the importance of several factors on the quality of recovered

models of the breast using FWI, I have performed tests on in silico 3D data to analyse

the effects of having low-frequency data, ignoring density and absorption during the

inversion, having strong random noise in the observed ultrasound data and ignoring

3D effects.

The first conclusion obtained from these tests is that the use of low-frequency

transducers – a few hundreds of kHz– leads to more accurate high-fidelity recovered

models as it reduces the non-linearity of the inversion problem. Moreover, having low-

frequency data enables FWI of the breast without the need of an accurate starting

model obtained via the intervention of the user and ray-based methods, thus making

the image reconstruction process more robust, reliable and automatic.

Secondly, ignoring density and absorption does not have strongly detrimental conse-

quences on the quality of the results for normal density breasts, even in the presence

of strong random noise, but might need to be considered for low or high density

breasts. This could be addressed using multi-parameter approaches to obtain density

and absorption models and invert for them during the inversion, or could also be

addressed by using empirical relationships between speed-of-sound and density and

absorption.

The last conclusion drawn from the in silico experiments is that 3D acquisition as

well as 3D FWI are necessary to obtain highly resolved models and avoid off-plane
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effects. In order to minimise these, more focused transducers could be used. How-

ever, this would require the recording of data in more planes and the inversion of

more data, thus increasing the total cost.

These observations also apply to the results obtained for the in vivo data. De-

spite the lack of prior information on the acquisition calibration and the experimen-

tal conditions, I have demonstrated that FWI successfully recovers a model of the

speed-of-sound of the breast with a high level of detail for in vivo data, and that

requires a starting model – obtained from bent-ray tomography– in order to avoid

cycle-skipping. However, the latter would not be required if lower-frequency data

were recorded. Close observation of the recovered model reveals internal structures

that may be associated with milk ducts or blood or lymphatic vessels. Nevertheless,

these may not belong to the same coronal plane due to the lack of a 3D data acquisi-

tion system as well as the use of 2D rather than 3D FWI. The latter could be easily

implemented, but requires the estimation of a 3D starting model (for instance, by

bent-ray tomography) due to the lack of low-frequency data.

Another aspect that has not been considered in the tests on in vivo data is the

finite size of transducers – of a few millimeters– compared to the minimum wave-

length of the emitted signal. Instead, I have used that sources and emitters are point

sources and emitters, as typically done in seismic experiments. This should have an

effect on the resolution of the recovered model. In order to properly address this,

more numerical modelling experiments should be carried out by using, for instance,

conglomerates of point elements or more realistic finite size sources and receivers so

that the modelled data fits the experimental data for a water shot more accurately.

This has not been further addressed due to the lack of more experimental data.

Overall, 3D FWI of ultrasound data could become a key method in medical imag-

ing over the coming years, as it provides reliable and quantitative models of the body

with a higher degree of detail than standard techniques while using non-ionising ul-

trasound. Future experiments should focus on implementing 3D FWI on in vivo data
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to image a whole breast efficiently – this could perhaps include running FWI on the

cloud– in order to better characterise the volume and shape of breast tumours and

separate off-plane effects. Additionally, multi-parameter strategies to recover absorp-

tion and density during the inversion would allow better characterisation of malignant

breast tumours, thus leading to more accurate diagnostics. The now popular machine

learning algorithms could also be used to segment the resulting images and perhaps

reduce modelling computation costs.

Finally, I would like to emphasize the fact that both the geophysical and the medical

imaging communities could enormously benefit by sharing knowledge and adapting

technologies such as FWI, thus fostering the collaboration between two scientific

disciplines that share many similarities.
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6. Towards 3D imaging of the brain

with ultrasound

Imaging the brain in three dimensions (3D) using ultrasound is nowadays not possible

mainly because of the large impedance contrast at the skull and also due to the lack

of techniques that model wave propagation correctly. Here I investigate how FWI

can be effectively used to tackle these problems.

Due to my research on this topic I have received a silver award from the European

Institute of Innovation and Technology (EIT), under the EIT Health PhD Transition

Fellowship, worth £15000. I have spent the latter on material for the laboratory that

will be used to perform ex vivo experiments. My conclusions and results obtained

from this work have also been successfully utilised by my supervisor, Michael Warner,

and our collaborator, Mengxing Tang (Bioengineering Department, Imperial College

London), to obtain the prestigious Excellence Fund for Frontier Research award,

worth £250000. The latter will also be used to proof these ideas in the laboratory. In

addition, the results presented in this chapter have also been recently submitted to

a prestigious scientific journal. Finally, I have filed a patent related with this topic,

which is currently pending.

I would like to acknowledge Lluis Guasch, who has converted the 3D segmented

model of the head into a model with realistic acoustic speeds, and has also designed

the acquisition geometry used for the 3D in silico experiments.
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6.1. Introduction

Neuro-imaging, or imaging the brain, consists in obtaining images of the proper-

ties of the brain without being able to access it. These images provide very useful

information to professionals studying the functionality of the brain, and are also fre-

quently used by clinicians to diagnose diseases or anomalies in the brain that could

be life-threatening.

Two neuroimaging modalities exist: 1) structural imaging and 2) functional imag-

ing. Those techniques that fall in the first category study the structure of the brain

at a large scale, such as anomalies caused by trauma or tumours, whereas those in

the second category are used to detect anomalies at a finer scale, for instance to per-

form neurological and cognitive studies (i.e. the study of mental processes related to

memory, attention, thinking, etc.) (Zani et al., 2002). Here I focus on the first type

only.

In particular, several structural imaging techniques are currently available to im-

age the brain, and each of them provides different information at a different cost,

with different spatial resolution and with or without any associated health risk for

the patient. The most popular ones include computed tomography (CT) scans and

magnetic resonance imaging (MRI) and, to a lesser extent, positron emission tomog-

raphy (PET). Computed tomography (CT) scans consist of the absorption of X-rays

in different directions, and hence the use of ionising radiation. On the contrary, MRI

scanners obtain images by processing the electromagnetic signal emitted by protons

in the body after the application of strong magnetic fields, which pose a smaller risk

to the patient. In practice, CT scans are preferred to diagnose acute problems, for

instance after a life-threatening head injury or a neurological disease that requires

immediate treatment. This is mainly because CT scanners are widely available, they

can be applied to patients with ventilation support or aggited, they are cost-effective

and require less acquisition and processing time than MRI scanners (Imtiaz, 2016).

Instead, MRI is often used to diagnose neurological diseases that do not require im-

mediate treatment. Nevertheless, researchers have shown that, unlike CT scans, MRI

scans provide high resolution images in which gray matter can be distinguished from
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white matter (Bunge and Kahn, 2009), and result in more accurate stroke diagnostics

(Moreau et al., 2013; Jeena and Kumar, 2013).

Alternatively, PET scanners can also be used to image the structure of the brain

at a much lower resolution. This imaging method is based on the detection of gamma

rays after the injection of a radionuclide in the body. Despite its advantadges in pro-

viding information on the metabloism with respect to the other two methods (Zhang

et al., 2017), PET scanners are infrequently used for structural imaging as they use

ionising radiation, they provide low resolution images of the brain and are expensive

to operate given that these require a cyclotron that generates the (short-lived) ra-

dioactive tracers (Bunge and Kahn, 2009).

Therefore, there is a need for an imaging technique that is safe, portable, cost-

effective, and that can provide reliable and quantitative information of the structure

of the brain at a resolution comparable to MRI. With this aim, I propose to use

reflection and transmission ultrasound through the head.

Conventional ultrasound scanners are safe, affordable and portable. However, these

fail in reconstructing an image of the brain of an adult patient through the skull at

high resolution (Ylitalo et al., 1990; Smith et al., 2009). This is mainly due to

three reasons: 1) the skull-bone of an adult is highly reflective, which dominates

the reflection signal typically measured in conventional ultrasound, and masks back-

scattered reflections within soft tissues in the brain, 2) high frequencies are typically

used in conventional ultrasound, which are more easily absorbed than low frequencies,

especially within the skull, and 3) conventional tomographic reconstruction methods

are based on ray theory and do not account for the right physics of wave propagation.

These difficulties are less important when imaging the neonatal brain and, in fact,

conventional ultrasound is routinely used for this purpose. This is mainly possible

because ultrasound waves are directly transmitted through the fontanelle1 (Correa

et al., 2004; Ecury-Goossen et al., 2015) and, therefore, these travel directly into the

1The fontanelle is the space in the bones of the skull in an infant or fetus before the skull is
completely formed.
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brain without crossing the skull.

In this chapter I propose and demonstrate that transmission and reflection of low-

frequency ultrasound (below 1MHz) through an adult head, combined with the use

of 3D FWI, allows non-invasive imaging of the brain. This could have a high impact

within the medical community if proofed in the laboratory, as it could be adapted to

replace CT scans for rapid diagnostics of life-threatening and acute brain injuries and

diseases. The main advantages with respect to the latter are the portability of ultra-

sound systems – thus enabling imaging at the bed-side – the use of safe non-ionising

radiation and the higher spatial resolution for soft tissue, comparable to that of MRI,

at an affordable cost.

An immediate application of this neuro-imaging method is imaging the brain for

stroke diagnosis. Stroke was the second most common cause of death worldwide

in 2013, and the third leading cause of disability (Feigin et al., 2017). The latter

are classified in two categories: ischaemic and haemorrhagic. Whereas the first is

caused by an occlusion of an artery in the brain that prevents normal blood flow, the

second is produced by a rupture of a blood vessel or as a result of trauma (Donnan

et al., 2008). Because the treatment for these two types of stroke is very different –

nearly the opposite – an incorrect diagnostic can have fatal consequences (Donnan

et al., 2008). Furthermore, rapid diagnostic of stroke and the consequent immediate

treatment improves the outcome (Belt et al., 2016).

Here I suggest the current method for neuroimaging with ultrasound could be used

to differentiate between stroke types at the ambulance due to its portability, thus

enabling faster recovery and improved survival rates. I demonstrate the potential of

the current method in differentiating stroke types for an in silico dataset within this

chapter.

Other applications of this imaging method are possible, and may include detection

and imaging of brain tumours.

This chapter is divided in three main sections. Within the first section, I demon-
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strate the potential of FWI of low-frequency ultrasound data for imaging a realistic

in silico adult head, both in 2D and 3D, and I show it can potentially be used to

differentiate stroke types. The first part of this first section is dedicated to demon-

strate that reflections as well as transmissions are necessary to reconstruct a model

of the brain, that a relatively accurate and smooth model of the skull is necessary for

a successful inversion, and that having noise in the data as well as ignoring density

and absorption effects do not compromise significantly the quality of the recovered

models of the brain. I then demonstrate that it is possible to distinguish between

stroke types with ultrasound due to the different acoustic properties of blood and a

blood clot by generating and inverting data for a modified 2D section of the brain,

which includes both a haemorrhage and a blood clot. In the last part of the first

section I show that 3D FWI is necessary to successfully image the brain, and that

ignoring 3D effects results in an incorrect and inaccurate recovered model.

Within the second section, I explore two methods to determine the skull prior to

the inversions. As demonstrated throughout this chapter, this is a key element that

needs to be addressed for a successful reconstruction of the brain.

Finally, the results are then summarised and further discussed in the last section

of this chapter, and future lines of research are examined.

6.2. 3D brain phantom

All experiments in this chapter are based on the MIDA 3D human head model (Ia-

cono et al., 2015). In order to use this segmented head model, which is obtained

from MRI images, realistic acoustic velocities are assigned to each segment based

on experimental values when available (Hasgall et al. (2015) and references therein).

For those regions in which the acoustic velocity has not been previously measured,

estimates of their velocity are used based on the properties of surrounding tissues and

tissues with similar characteristics. Figure 6.1a shows three planes from a 3D view of

the resulting 3D velocity model of the head, which is used for the 3D experiments in

this chapter. On the other hand, Figure 6.1b displays the 2D transverse section used

within this chapter for the 2D experiments.
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Figure 6.1.: In silico models of the speed-of-sound within the head used for a) 3D and
b) 2D experiments.

Three main regions can be distinguished in the latter 2D section: 1) the brain,

mainly formed of white and gray matter, 2) the skull, formed of three layers (the

inner and outer tables, which have similar acoustic properties, and the diploë, which

is the spongy cancellous bone between the inner and outer tables) and 3) the outer

skin.

The 3D model is discretised so that the grid spacing is 0.8mm, resulting in a model

of dimensions 231×321×321 in cells. This allows a relatively fast data modelling and

inversion computation with little dispersion of acoustic waves below the maximum

inversion frequency of 650 kHz (a highly accurate kernel that only requires 3 grid-

points per wavelength is used in 3D). Regarding the 2D model, this is discretised with

a grid spacing of 0.5mm, which ensures there is no dispersion below 550 kHz with

the 2D kernel (this requires at least 5 grid-points per wavelength to avoid numerical

dispersion).

Various tests are now performed using these models within this section. First, the

feasibility of FWI to recover a model of the brain is tested using the in silico 2D model

in Figure 6.1a, and different aspects that may lead to an incorrect and innacurate
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result are assessed. Next, the 2D in silico model is modified to simulate a stroke

caused both by a hemorrhage and a blood clot, and the potential of FWI to recover

these anomalies is tested. Finally, 3D FWI of 3D ultrasound data is performed and

discussed, and the importance of accounting for 3D effects is analysed in this section.

6.2.1. 2D inversion

The feasibility and reliability of FWI for brain imaging is now tested on the realistic

2D in silico model of the head in Figure 6.1b for a healthy brain, and also on a

modified model that includes a haemorrhage and a blood clot.

For both models, a grid spacing of 0.5mm ensures there is little dispersion of P-

waves below 550 kHz. This results in a 2D model of dimensions 350 × 480 in cells.

Ultrasound data are generated with a densely sampled array of ultrasound transducers

around the head, as indicated by the white ellipse in Figure 6.1b, which contains 512

uniformly distributed transducers that can act both as emitters and receivers. The

source wavelet used is a the three-cycle toneburst, as shown in Figure 6.2a, with a

centre frequency of 350 kHz (see amplitude spectrum in Figure 6.2b).

Figure 6.2.: Three-cycle tone-burst source wavelet a) in time and b) its amplitude
spectrum used to model 2D in silico data for a transverse section of the
3D head model.

A total of 300µs of data are then recorded with a time sampling of 0.08µs to

ensure numerical stability.
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6.2.1.1. In silico healthy brain

Figure 6.3a shows a representative shot gather generated by a single ultrasound trans-

ducer for the 2D model in Figure 6.1b, and Figure 6.3b displays the same gather with

added random noise.

Figure 6.3.: Representative shot gather obtained for the 2D model of the head in
Figure 6.1b a) before and b) after adding random noise.

Four distinctive features can be observed in the data (as indicated on Figure 6.3):

1) the direct wave that propagates through the water bath, 2) reflections near the

skull, 3) reflections at the skull but far from the source and 4) transmissions through

the head.

In conventional ultrasound tomography, only near-incidence reflections are used,

and information that is transmitted through the head is not recorded. This limits

the capacity of imaging the brain considerably, as will be shown later in this section,

mainly due to the large impedance contrast between the surrounding water and the

outer table of the skull, as well as the contrast between the inner table and the cerebro-

spinal fluid (CSF). This is due to the faster acoustic speed of ultrasound within the

skull and larger densities than the soft tissue in the brain. As a result, reflections

at the skull are much larger than those happening within soft-tissue variations in

the brain, and are therefore obscured by the presence of the former. However, if

transmissions are recorded and low frequencies are used – which are less attenuated

than higher frequencies within the skull – the recorded data on the other side of the
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head does not contain any strong reflection that dominates the signal. If FWI is

then performed on the full recorded dataset, a high-fidelity high-resolution recovered

model can be obtain. This is shown in Figure 6.4 for three different starting models.

Figure 6.4.: Transverse sections of the head for the a) true and starting models with
b) the exact skull and c) a smooth skull. The bottom pannels show the
recovered models of the head obtained with starting models of d) just
water, e) water and the exact skull as in b) and f) water and the smooth
skull as in c).

The true model is displayed in Figure 6.4a as a reference, in which the green ellipse

indicates the acquisition geometry. For all the models in this figure and subsequent

ones, the average relative error is computed within the black dotted box with respect

to the true model: this gives an indication of the difference with the true model, such

that a model close to the true model has smaller relative error values, and is used

to assess the quality of the results. Figures 6.4b and 6.4c show two starting models,

which consist of the exact true skull and the latter after having applied smoothing

towards the centre of the model only, respectively. In both starting models, the in-
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terior of the head is filled with a homogeneous water model. These two models are

designed to evaluate the importance of having an accurate model of the skull in the

starting model, given that the latter shows the largest impedance contrasts within

the model and, thus, could lead to unwanted cycle-skipping effects if not properly

considered. On the contrary, the soft tissue in the brain has similar properties to

water and, therefore, a homogeneous water starting model might be accurate enough

to recover the brain structure.

To test these hypotheses, 2D FWI of the observed data is performed using the

latter two starting models and a model with just water and no information on the

skull characteristics. For all these inversions, the observed dataset is inverted in a

multi-scale approach from 100 kHz up to 550 kHz in a total of 110 iterations, and

using 65 sources per iteration. This results in a computation time of only 1.5h across

11 nodes with 6 tasks per node.

Figure 6.4d shows the result after using a homogeneous water starting model,

whereas Figures 6.4e and 6.4f respectively show the results obtained with the starting

models in Figures 6.4b and 6.4c. I make the following observations:

1. Despite starting at low frequency, using just a homogeneous water model is not

enough to reconstruct a model of the brain due to the large impedance contrast

at the skull, and only the outer skin and the shape of the skull are recovered.

2. FWI with an exact model of the skull results in a very accurate reconstruction

of the brain with high resolution (at 550 kHz and for an average speed-of-sound

of the brain of 1550m/s, the wavelength is 2.8mm, so that the resolution is

1.4mm), only limited by the limited bandwidth in the data and the range of

frequencies in the inversion.

3. Using an approximate skull starting model is not critical, as all structures are

correctly recovered but with slightly slower average velocities. This is due to the

starting skull model being also slower, which is modified during the inversion.

These results demonstrate that, unlike conventional ultrasound tomography meth-
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ods and systems, FWI can be used with low frequency reflected and transmitted

ultrasound to image the brain at a resolution close to a millimetre, which is sufficient

to distinguish different structures within the brain. Furthermore, it is clear that prior

information of the structure and characteristics of the skull need to be included to

obtained accurate recovered models of the brain with FWI. Two ways on how to

tackle this will be discussed in section 6.3.

However, the previous tests need to be considered with care, as different factors

that may adversely affect the inversions have not yet been taken into account. In-

stead, I have assumed data are noise-free and that the density and absorption of the

head are the same as water. Thus, I now test how these influence the quality of the

results, and what is the recovered model that can be obtained when only reflections

are considered, similar to conventional ultrasound tomography.

First, I test what is the effect of having strong random noise in the data. Figure

6.3b displays the same shot gather as in Figure 6.3a after adding white noise, which

dominates over the signal for most transducers. Nevertheless, the recovered models

in Figures 6.5a and 6.5b for the exact skull and smooth starting models in Figures

6.4b and 6.4c, respectively, illustrate that random noise does not significantly affect

the quality of the results, and it only introduces some noise in the inversion results.

Thus, this confirms that FWI is robust against random noise and, consequently,

data acquired in future laboratory experiments will likely be sufficiently clean for

FWI to work.

Next, I perform FWI of short-offset data only, thus excluding transmissions. This

is analogous to conventional ultrasound tomography. For this purpose, I exclude the

data for those transducers that are further than 3 cm from the emitter, such that only

reflections are considered (see Figure 6.4 for an idea of what this distance represents

in comparison to the dimensions of the model and the acquisition geometry), and

perform 2D FWI. Figure 6.6 compares the result of inverting the full dataset (Figure

6.6a) to only inverting for reflections (6.6b).
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Figure 6.5.: Recovered transverse sections of the head with FWI using a) the exact
skull starting model in Figure 6.4b and b) the smooth skull model in
Figure 6.4c for the noisy observed data.

Figure 6.6.: Recovered transverse sections of the brain obtained with the exact skull
for a) the full dataset and b) only the nearest offsets (below 3 cm source-
receiver offset).

As the reflection data is dominated by reflections at the skull and reflection within

brain soft-tissue variations are much weaker, FWI of reflection data is unable to re-

cover the brain. This demonstrates that acquisition of transmission data as well as

reflections is essential to image the structure of the brain.
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Nevertheless, the previous tests have been performed assuming a constant density

and negligible signal absorption for the brain and skull tissue, keeping them constant

and equal to those in water. Thus, I now investigate the impact of modelling data

using the same speed-of-sound model but realistic models for density and absorption,

which are respectively shown in Figures 6.7a-c, and inverting the data ignoring these

effects. The latter have been obtained from Hasgall et al. (2015) and references

therein when possible, and estimated from other available measurements of similar

tissues when not possible (appendix A shows how to transform absorption coefficients

from the units used in medical imaging to those used in geophysics).

With the latter models, I generate three observed datasets. The first is gener-

ated with the true acoustic velocity model and true density, but ignoring absorption,

whereas the second is also generated with the true acoustic speed model but with

constant density equal to that of water, and the absorption model in Figure 6.7c. Fi-

nally, the third dataset is generated with the true models for acoustic speed, density

and absorption shown in Figures 6.7a-c. 2D FWI is then performed for each of these

datasets, and the results are respectively displayed in Figures 6.7d-f. In order to min-

imise the impact of density and absorption in the result, I use an amplitude-balanced

functional, which produces optimal results.

Figure 6.7d shows the result of modelling the data with realistic density and invert-

ing it assuming water density. As a result, some areas of the brain are brighter, given

that the impedance contrast during the inversion is incorrect, leading to incorrect

wave dynamics. However, all the structures are fully recovered, and the average rela-

tive error is slightly above that obtained in Figure 6.4e when data was modelled and

inverted with constant density. Thus, I conclude that density effects are not relevant.

The effect of modelling data with realistic absorption and fixed density and ignoring

absorption during the inversion is shown in Figure 6.7e. Again, the brain structure

is well recovered, but the average velocities are now slower. As in the experiments in

chapter 4 and 5, this is due to the time delay and amplitude attenuation caused by

absorption. Its impact on the average relative error is similar to that of neglecting

density, and it also does not compromise the quality of the recovered model.
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Figure 6.7.: Transverse sections of the brain for the true a) acoustic speed, b) density
and c) absorption models. The bottom panels show the recovered mod-
els of acoustic speed obtained with FWI ignoring density and absorption
effects for data generated d) with variable density and no absorption, e)
with fixed density and variable absorption and f) with variable density
and absorption. An amplitude-balanced functional is used to minimise
the effect of the latter, and the exact skull starting model is used through-
out.

Finally, Figure 6.7f confirms that the combined effect of neglecting absorption and

density for the third dataset still yields an acceptable and accurate recovered model

of the brain, in which white and gray matter can clearly be differentiated and the

structure of the brain is clearly visible.

In summary, the results in Figure 6.7 illustrate that neglecting the effect of density

and absorption does not compromise the quality of the recovered models of the brain

significantly, especially when using an amplitude-balanced functional. More accu-

rate results could be obtained if multi-parameter inversion was performed or if an

experimental relationship between acoustic speed and density was used, equivalent
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to Gardner’s law in geophysics. As an example of the latter, Figure 6.8 shows that

P-wave velocity and density may be fitted with a polynomial function with known

coefficients when considering experimental values for these properties for different

body tissues. Nevertheless, this relationship should be more accurately determined

by measuring these properties for a larger number of tissue samples.

Figure 6.8.: Cross-plot of experimental values for density and acoustic velocity for
different body tissues, which have been obtained from Iacono et al. (2015).
A polynomial function of fourth order is fitted to the data, which can
potentially be used to derive density from acoustic velocity in FWI.

The impact of density and absorption on the recovered models are due to differences

in the observed data with that obtained with fixed density and absorption. This is

shown in Figure 6.9 for the three datasets corresponding to variable density and no

absorption, fixed density and variable absorption and variable density and absorption

(Figures 6.9a, 6.9c and 6.9e). The panels in Figures 6.9b, 6.9d and 6.9f show the

differences of the latter with the dataset obtained from fixed density and absorption

equal to that of water.

The differences in Figure 6.9b are mainly due to amplitude differences, given that

impedance contrasts are different than those when the density is fixed. These are

therefore minimised when using and amplitude-balanced functional (Warner et al.,

2012). On the other hand, the differences in Figure 6.9d are principally due to the time
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Figure 6.9.: Representative shot gathers obtained after modelling data with a) vari-
able density and no absorption, c) fixed density and variable absorption
and e) variable density and absorption. The panels on the right display
the difference of the panels on the left with the data generated with fixed
water density and no absorption shown in Figure 6.3a.

delay introduced by absorption, and to a lesser extend due to amplitude attenuation

(as shown in chapter 4). The combination of the latter two results in larger overall
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differences in Figure 6.9f. Nevertheless, these do not halt FWI from obtaining high

quality recovered models of the brain, and are therefore neglected in the remaining

tests of this chapter.

6.2.1.2. In silico brain with blood clot and haemorrhage

In this section I test the capacity to differentiate between ischaemic and haemorrhagic

strokes using FWI of transmitted and reflected ultrasound. With this aim, I modify

the true acoustic model in Figures 6.1b and 6.4a by adding a haemorrhage and a blood

clot in two separate areas of the brain, as indicated in Figure 6.10a. To simulate the

latter two, I have used acoustic speeds of blood-filled soft tissue as in Mourad and

Kargl (2000), and for thrombus as in Huang et al. (2011). The remaining panels

in Figure 6.10 illustrate the recovered models obtained after applying FWI on the

dataset generated with this modified head model.

As in Figure 6.4, Figures 6.10b and 6.10c show the exact skull and smooth skull

starting models, but now the average relative error is computed with respect to the

model in Figure 6.10a. Figures 6.10d-f then show the recovered models obtained with

a model of just water, the exact skull starting model and the smooth skull starting

model, respectively. As in Figure 6.4, an approximate starting model of the skull is

necessary to recover an accurate model of the brain. Furthermore, when using the

exact or smooth starting models, both the blood clot and the haemorrhage can be

clearly identified and differentiated. This confirms the potential of FWI of ultra-

sound for stroke diagnosis. The latter also holds in the presence of strong random

noise, which results in the models shown in Figures 6.10g and 6.10h for the exact and

smooth skull starting models, respectively.

The shot gather in Figure 6.11a and the latter after adding random noise in Figure

6.11b are similar to those in Figure 6.3 obtained for a healthy patient. However, there

are differences, and these can be observed in Figure 6.11c, in which the difference be-

tween the observed data for the head model with a blood clot and a haemorrhage

(Figure 6.11a) and the observed data for a stroke-free patient (Figure 6.3a) is dis-

played.
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Figure 6.10.: Transverse sections of the brain for a) the modified true model contain-
ing a blood clot and a hemorrhage, b) the exact skull starting model, c)
the smooth skull starting model and the recovered models after 2D FWI
of the noise-free data in d), e) and f) using a water starting model, the
exact skull starting model and the smooth skull starting model, and of
the noisy data using g) the exact skull starting model and h) the smooth
starting model.

There are visible differences for reflections, but also for the transmitted part of

the signal – note the difference in scale between Figure 6.11c and the gathers above.

These differences are successfully considered by the FWI algorithm, thus resulting in
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Figure 6.11.: Representative shot gather obtained for the modified head model to
simulate a stroke patient a) without and b) with noise. Panel c) shows
the difference of the gather in a) with that obtained for a healthy head
model, as displayed in Figure 6.3a.

the recovered models in Figure 6.10.

In summary, the latter in silico experiments demonstrate the potential of FWI of

ultrasound data for stroke diagnosis.

6.2.2. 3D inversion

The feasibility and applicability of 3D FWI to image the entire brain is now tested.

The first experiment is designed to assess the consequences of performing 2D FWI

of 3D data, rather than 3D FWI. This is relevant as a stack of 2D inversions could

result in a 3D image of the brain at an inferior cost than 3D FWI if 3D effects were

not important. For this purpose, I generate two in silico datasets obtained with the

same acquisition ring as for the 2D experiments, but modelling the data in 2D using
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the acoustic model in Figure 6.4a and modelling the data in 3D with the full 3D

model of the head in Figure 6.1a. Figures 6.12a and 6.12b respectively show the data

modelled in 2D and in 3D, in which amplitudes have been normalised by the average

RMS of each shot.

Figure 6.12.: Representative shot gather generated by a) modelling data in 2D across
a transverse section of the head and b) modelling data in 3D with the
full model of the head. In both cases, the transducers are in a single
ellipsoidal array in the same plane as the transverse section shown in
Figure 6.4a, and the amplitudes in both gathers are normalised with the
average RMS of each shot for comparison.

The comparison between these gathers reveals that differences are important, both

qualitatively and quantitatively. These are due to reflections and transmitted arrivals

in the 3D dataset generated at the skull and through the brain off-plane, i.e. at planes

that are parallel to the acquisition geometry but that are not present in the 2D model.

In order to assess whether these effects are important, 2D FWI of both datasets

is performed. The resulting recovered models, respectively shown in Figures 6.13a

and 6.13b for the 2D inversion of 2D and 3D data, illustrate that accounting for 3D

effects is crucial.

Whereas 2D FWI of 2D data produces a high-quality recovered model, 2D FWI of

3D data results in a model with a discontinuous outer skin, a faster skull and nearly

a homogeneous brain with no visible coherent structure. Therefore, I conclude that

accounting for 3D effects is essential for a successful recovery of the acoustic speed of

the brain with FWI.
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Figure 6.13.: Recovered models obtained by 2D FWI of a) the 2D data and b) the
3D data. Both inversions have been performed using the exact skull
starting model and inverting the data from 100 kHz to 550 kHz.

Next, I perform 3D FWI of 3D data to image not just a section, but the entire

brain. In order to have a good azimuth coverage across different parts of the head, an

array of transducers that surrounds the head as if these were in a helmet is designed,

taking into account that no sensors can be below the forehead or below the neck.

The array of transducers contains 1320 elements in total, being all of them able to

emit and receive ultrasound. The source wavelet is again a three-cycle tone-burst,

but with a slightly higher centre frequency of 400 kHz. 3D ultrasound data are then

generated for all the emitters, and 3D FWI is performed by inverting the data from

100 kHz up to 600 kHz in 110 iterations, and using only 88 sources per iteration to

reduce the number of resources required.

Figures 6.14 and 6.15 show the results for sagittal and transverse views of the

head. In these figures, three inversions are performed using different starting models:

a homogeneous water starting model (resulting in Figures 6.14d and 6.15d), the exact

skull starting model shown in 6.14b and 6.15b, yielding the results in Figures 6.14e

and 6.15e, and a smooth skull starting model as shown in Figures 6.14c and 6.15c,

leading to the recovered models in Figures 6.14f and 6.15f.
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Figure 6.14.: Sagittal views of a) the true and starting speed-of-sound models of the
head with b) the exact skull and c) the skull after smoothing is applied.
The bottom panels show the recovered models of acoustic speed obtained
with 3D FWI using a d) homogeneous water starting model, e) the exact
skull starting model and f) the smooth skull starting model.

All the inversions shown in Figures 6.14 and 6.15 have been performed using 89

nodes and 1 task per node, with a total elapsed time of 30h. The initial aim of these

experiments was not to perform fast inversions, but to demonstrate the potential of

3D FWI to safely image the brain. More research should be done in the future to

implement this at the speed that the brain demands.

The results in Figures 6.14 and 6.15 demonstrate that 3D FWI of low-frequency

ultrasound with a relatively accurate starting model yields a high-quality model of

the brain, in which sub-millimetre structures can be differentiated. For instance, the

putamen and thalamus are successfully recovered on the sagittal views, and gray and

white matter can easily be differentiated in both sections.

Analogously to the 2D tests performed in the previous section, having a homoge-

neous water starting model is not enough to recover the brain, and only the shape of
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Figure 6.15.: Transverse views of a) the true and starting speed-of-sound models of
the head with b) the exact skull and c) the skull after smoothing is
applied. The bottom panels show the recovered models of acoustic speed
obtained with 3D FWI using a d) homogeneous water starting model, e)
the exact skull starting model and f) the smooth skull starting model.

the skull is recovered with incorrect properties. This is because, from the start, the

data modelled with a water starting model is cycle-skipped due to not accounting for

the large impedance contrast at the skull.

On the other hand, the use of the exact skull as a starting model gives excellent

results, only limited by the range of frequencies inverted – hence the resolution could

be enhanced by inverting the data up to higher frequencies provided the latter were

in the data, but at an added cost – and also by the distribution and number of

transducers. Note, for instance, that the base of the cerebellum and anything below

that is not well recovered. This is because there is a limited coverage within this

region, i.e. waves that travel below this region are not recorded by any transducer.

Finally, the structure of the brain is also recovered when using a smooth starting

model, but with slower average acoustic speeds and less level of detail. This is because
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the inversion tries to initially modify the properties of the skull, as these are too slow,

and that affects the rest of the model. In fact, note that velocities within the three

layers of the skull are reversed in the smooth starting model, i.e. the diploë has higher

speed-of-sound than the outer and inner tables. Thus, as for the 2D tests, a more

accurate result could be obtained by using a starting model in which the velocities of

the different layers are closer to the true model.

It is therefore clear that having an approximate but accurate enough starting model

of the skull is necessary to obtain reliable recovered models of the speed-of-sound in

the brain, both in 2D and 3D. Hence, I now explore two different ways of obtaining

approximate starting models of the skull to be used for FWI.

6.3. Estimation of a skull model

I now propose and implement two methods to estimate a model of the skull, which

can then be used during FWI. Both methods are based on the use of reflection data

to estimate the shape and boundaries of the skull, but they differ in the methodology

used to find the inner and outer tables. Whereas in the first method I only use pure

reflection data and I implemented it in 2D, in the second method I use near-offset

data and I implement it in 3D. Nevertheless, the first method could potentially be

extended to tackle 3D problems and to include near-offset data after making some

assumptions.

The results obtained for these two methods show that it is possible to obtain prior

information of the skull provided reflection data are recorded, and that this leads to

improvements in the recovered speed-of-sound models of the brain when compared

to using a homogeneous water starting model. However, these are still preliminary

methods with certain limitations, which are also discussed.

6.3.1. Method 1

The first method uses pure reflection data assuming that each transducer is able to

emit and receive right after emitting ultrasound. In order to make it more realistic,

214



method 1 is applied to the 2D data generated for the true transverse section of the

speed-of-sound model of the head with variable density shown in Figures 6.7a, 6.7b

and 6.9a.

The main steps of this method are summarised as follows:

1. Extract zero-offset data (i.e. normal-incidence reflection data).

2. Automatically pick the onset time of the reflection originated at the outer table

of the skull.

3. Generate a circle from each source location – assuming these are known– with

radius equal to the distance a wave has travelled from the source to the outer

table, using the extracted times in 2.

4. Find the points tangent to two consecutive circles and closer to the centre of

the model. All points together should define the outer table.

5. Remove outliers.

6. Smooth the position of the clean tangent points and interpolate.

7. Define a polygon across all interpolated points.

8. Repeat steps 2 to 7 for the inner table (it can also be performed simultaneously

with steps 2 to 7).

9. Flood the region between the polygons defining the outer and inner tables with

typical acoustic velocities for the skull.

In practice, this workflow can be applied in less than a minute on a single node,

but it requires careful explanation and some assumptions. This is further elaborated

in appendix B.

As a result of this method, two starting models of the skull are obtained making

different assumptions to find the inner table: for the first strategy, an assumption is

made based on the fact that the skull has three distinct layers and that the wavelet

used is a three-cycle tone-burst, whereas for the second strategy the inner table is

computed after finding the outer table and flooding the skull with constant thickness.
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These two starting models are displayed in Figures 6.16b and 6.16c, whereas the

exact starting model is plotted in Figure 6.16a as a reference (see appendix B for

more details). Additionally, two more starting models are derived from the model

in Figure 6.16c by smoothing the latter towards the centre of the model and in all

directions, and these are respectively shown in Figures 6.16d and 6.16e.

The right panels in Figure 6.16 are the result of applying 2D FWI of the observed

data generated with variable density and no absorption using the starting models on

the left column.

Several conclusions can be drawn from these results. First, using an estimated

starting model of the skull results in a better recovered model of the brain than that

obtained without prior information (e.g. see Figure 6.4d for data with fixed density).

Second, using the starting model obtained with the second strategy assuming a con-

stant thickness of the skull results in more accurate results – note the reduction in the

average relative error between Figures 6.16g and 6.16h. Third, the use of a starting

model that is smooth in all directions leads to a high-resolution recovered model of

the brain (Figure 6.16j), which is more accurate than with any other guess of the

skull. The differences of the latter with the recovered model obtained with the exact

skull in Figure 6.16f are mainly due to velocity differences within the skull, which

translates into a poorer resolution at the borders of the brain and an average slower

velocity of the brain. The latter, however, are not significant.

The previous results demonstrate that estimating the skull prior to FWI of the full

dataset allows a high quality reconstruction of the brain, and that only an approxi-

mate and smooth model of the skull is necessary for that.

As discussed in appendix B, extension of this method to 3D problems is in theory

possible, but I have not yet implemented it. Instead, I now present a second method

that is directly applied to retrieve prior information of the skull in 3D before a full

3D inversion.
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Figure 6.16: Transverse
sections of estimates of
the skull (left column) and
of the recovered models
with 2D FWI of data
generated with variable
density and no absorption
using the estimates on the
left column as starting
models. The estimates of
the skull correspond to a)
the exact skull and the
estimated skulls obtained
with method 1 and b)
the first strategy, c) the
second strategy (flooding
with constant thickness),
d) inwards smoothing of
the model in c) and e)
smoothing in all directions
of the model in c).
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6.3.2. Method 2

The second method to find the skull is based on an initial inversion of near-offset

data, i.e. by including normal incidence and near-incidence reflections only. The

steps to obtain a starting model are simpler than for method 1, but rely on the use

of an efficient 3D FWI code.

The basis of this method is to perform only a few iterations of 3D FWI of near-

offset reflection data using a homogeneous water starting model, followed by flooding

the recovered model of the skull with typical acoustic velocities. The advantage of

doing this before a full inversion is that 3D FWI of near-offset data is fast to compute,

and a smooth model of the skull can still be obtained mainly based on reflections.

However, the recovered velocities are not correct, as the initial model is cycle-skipped

because the velocities of ultrasound within the skull are much larger than those in

water. Thus, flooding the recovered skull with higher velocities, closer to those of

a typical skull, should result in a starting model for the full inversion that is less

cycle-skipped.

Figures 6.17a and 6.17b illustrate the steps of this method for three sagittal and

three transverse views of the head, respectively.

Panels a), b) and c) in these figures show the true speed-of-sound models for the

different views. In the first step of this method, 3D FWI of near-offset data that

corresponds to receivers closer than 14 cm from the emitter are performed, and only

the first 80µs of data are used for the inversion. The latter is enough to include

reflections at the skull, while decreasing the computation time considerably. A total

of 20 iterations are performed from 100 kHz to 150 kHz, which results in an elapsed

time of 1.2h when using 89 nodes and 88 sources per iteration. This is a relatively

short time when compared to the full 3D inversion.

The recovered models displayed in Figures 6.17d-f and 6.17d-f show the expected

recovery of part of the skull with incorrect velocities, which is limited in coverage

given the acquisition system so that anything below the eyes or the back of the head

is not recovered. Moreover, no information of the brain is recovered given that trans-
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Figure 6.17.: Each column corresponds to a different sagittal section at X = 17.0 cm,
X = 14.2 cm and X = 11.4 cm of the true model of speed-of-sound
(first row), the recovered model obtained by 3D FWI of near-offset data
(second row), estimated model of speed-of-sound of the skull (third row)
and 3D FWI of the full dataset using the estimated model of the skull.
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missions and later reflections are excluded from the inversion.

The second step of method 2 consists of flooding the recovered surface of the skull

with typical skull velocities, knowing that this always has three layers. In practice,

I first remove values of speed-of-sound that fall below a threshold to eliminate any

noise before the skull, followed by an increase of the velocities within the skull while

keeping values below the threshold unchanged. I then eliminate the outer skin in

order not to assign too large velocities to this – skin is also easily recovered during

the inversion–, invert the polarity of the velocities in the skull so that it is slower in

the middle and apply smoothing to the recovered skull model. This step is performed

automatically, and it takes less than a minute for the entire model.

The estimated models of the skull obtained with method 2 are shown in Figures

6.17g-i and 6.17g-i.

Finally, the last step of method 2 is to perform 3D FWI of the entire dataset

using the estimated model of the skull as a starting model, which results in the

speed-of-sound models in Figures 6.17j-l and 6.18j-l (the same inversion parameters

as for the 3D inversions in section 6.2.2 are used). These recovered models show that

it is possible to recover a model of the brain using this method, as the recovered

structures and cortical folds coincide with those of the true model. Although the

recovered models are accurate for upper regions in the brain, in which there is good

coverage, this method is unable to recover anything below a certain depth (see Figures

6.17j-l for depths larger than 12 cm). This is because the starting model does not

include parts of the skull at the base of the brain, as these are not recovered from the

inversion of near-offset data at short times during the first step.

Thus, these results also indicate that further research is necessary to better image

the entire brain, including the cerebellum. Nevertheless, the latter are also encourag-

ing, as they demonstrate there is potential to use FWI of ultrasound data to image

the brain provided a method to deal with the skull is in place. Some of these possi-

ble strategies are now briefly discussed in the next section, and conclusions from the

results presented within this chapter are made.
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Figure 6.18.: Each column corresponds to a different transverse section at Z = 8.8 cm,
Z = 8.2 cm and Z = 6.5 cm of the true model of speed-of-sound (first
row), the recovered model obtained by 3D FWI of near-offset data (sec-
ond row), estimated model of speed-of-sound of the skull (third row)
and 3D FWI of the full dataset using the estimated model of the skull.
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6.4. Summary

Structural imaging of the brain is essential to diagnose acute neurological diseases

and brain injuries that can potentially be life-threatening. Although MRI scanners

can provide more useful information and images of the brain with better resolution

than those obtained with CT scanners, the latter are typically employed as they are

cheaper and faster. However, CT scans are only performed once a patient reaches a

hospital due to the lack of mobility of the system and the use of ionising radiation.

In this chapter I have suggested the use of low-frequency ultrasound systems to im-

age the structure of the brain. Although this is currently only performed on neonates

through the fontanelle and is thought to be impossible on adults due to the acoustic

properties of the skull, I have demonstrated that ultrasound can be used to image the

brain of an adult. I have proofed this in silico by using low-frequency transducers,

recording reflected but also transmitted data through the head and, unlike conven-

tional ray-based ultrasound tomography systems, using an accurate reconstruction

method such as FWI, which accounts for the right physics of wave propagation. The

benefits of using ultrasound is that these are safe, they can provide quantitative infor-

mation of the tissue properties potentially fast and ultrasound systems are portable

and affordable.

Within the first part of this chapter I have analysed what conditions are necessary

to obtain a good reconstruction of the brain with ultrasound and FWI. I have done

this by analysing the recovered models of speed-of-sound obtained with FWI of low-

frequency ultrasound with or without considering transmissions, with or without

considering density, absorption or 3D effects and having prior information on the

skull characteristics.

The first conclusion from these tests is that having low-frequency data helps re-

duce the non-linearity of the inverse problem, especially due to the large impedance

contrast at the skull, and that recording transmission data is necessary to recover

an image of the brain. In fact, conventional reflection ultrasound tomography fails
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mainly because reflections are dominated by reflections at the skull, and those taking

place at the soft tissue variations within the brain have much smaller amplitudes.

Instead, transmissions are not dominated by a strong reflector and they can be suc-

cessfully used in FWI to recover a model of the brain. The use of low-frequency

transducers is also important, as higher frequencies are more affected by absorption

and non-linear propagation effects can take place at high frequencies and large am-

plitudes (Zhao et al., 2014; Pinton et al., 2011).

With respect to density and absorption, ignoring these effects can negatively affect

the quality of the recovered models of the brain, but minimally. The main varia-

tions in density and absorption with respect to the values for water are at the skull,

and these could be considered during the inversion in various way to improve the

accuracy of the recovered speed-of-sound models. One possibility is to use an exper-

imental law that relates density with acoustic speed, similarly to geophysics. Other

methods might be to invert for density and absorption, or to remove these effects

from the data prior to the inversion (e.g. by using matching filters and estimated

of the Q and density models). But elastic effects have not been considered here and

these may also have an impact on the results. Although the shear modulus of the

brain tissue may be negligible, the skull has a non-zero shear wave modulus (White

et al., 2006) and, therefore, elasticity may also play a role. However, based on the

knowledge from geophysical experiments, elastic effects should not be as relevant as

density and absorption effects (Warner et al., 2012), and I have demonstrated that

the latter do not prevent FWI from recovering the structure of the brain.

Another aspect that has been considered within this chapter is the importance of

accounting for 3D effects. The obtained results show that 2D FWI of 3D data leads to

inaccurate recovered models, in which the structure of the brain is not recovered. On

the contrary, 3D FWI of 3D data performs well and is able to recover sub-millimetre

models of the brain for frequencies lower than 1MHz.

For the experiments performed in this chapter, a full 3D inversion takes roughly

30h across multiple nodes, but many strategies can be employed to reduce this time,
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which have not been tested here. The aim should be to reduce this down to min-

utes. Currently, this is difficult to achieve, but it should be possible within the next

decade thanks to advances in compute power, the use of Graphics Processing Units

to perform certain operations in FWI or the use source encoding techniques to reduce

the total cost. Once the total time is reduced to just minutes, neuro-imaging with

ultrasound could be implemented in the ambulance, or even used intra-operatively or

for time-lapse imaging of the brain.

In the meantime, more research is necessary to reduce the non-linearity of the

inverse problem, especially by incorporating prior information on the skull charac-

teristics. The experiments performed on this chapter with regards to the starting

model demonstrate it is necessary to have some knowledge of the properties of the

skull prior or during the inversion, as this is essential to recover the structure of the

brain.

I have suggested and implemented two methods, based on the use of reflection

data, to address this. Although these methods show some success, also in 3D, more

strategies need to be investigated to better recover the bottom part of the brain, in

which the skull is poorly estimated due to the poor coverage in this region. This

may include improving the proposed methods, applying constrains to the objective

functional that take into account the always similar characteristics of a human skull

or the use of machine learning techniques to build a guess starting model from a large

database – for instance, depending on the characteristics of the patient.

The conclusions drawn from this chapter are now being proofed in the labora-

tory by performing ex vivo experiments on human skulls. This will most likely raise

technical-related issues as well as more fundamental problems that would need to

be addressed with in silico simulations. One of this will be to incorporate the finite

size of the transducers in the inversion, as this is typically done by considering point

sources: this is valid in geophysics given the emitted frequencies and the dimensions

of the sources, but it may lead to inaccuracies at the medical scale, in which the size

of the transducers is comparable to the dominant wavelength. The latter and other
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aspects are now being investigated.

If successful, this technology could be applied to improve survival and recovery

rates of many patients, for instance of stroke patients, but it could also be extended

to image other parts of the body (e.g. the digestive system). Although potentially

feasible, this will still require years of research.
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7. Conclusions and next steps

The aim of this thesis was double: first, to design and implement a methodology to

address elastic and viscous effects in FWI of seismic data in order to improve the

quality of recovered subsurface P-wave velocity models and, second, to assess the

feasibility of 3D FWI for medical imaging problems.

I have achieved these original goals by always utilising the acoustic wave equation

during the inversions, demonstrating that the latter can lead to high-quality results if

elastic or viscous effects are mitigated prior to a final acoustic inversion, or if they are

neglected in the medical imaging context. In both cases, I have tested my hypothesis

against numerical simulations first, and used the knowledge obtained from the latter

to then invert more realistic or experimental datasets.

Despite the similarities between the two parts of my thesis, there are clear distinc-

tions between the methodologies applied, the problems to be solved and the conclu-

sions obtained from these results. Thus, I now summarise the main conclusions for

the application to seismic data and ultrasound data, and discuss possible future lines

of research.

7.1. Addressing elastic and viscous effects in acoustic

FWI of seismic data

In the first part of this thesis I have assessed the impact of neglecting elastic and visco-

acoustic effects on the recovered P-wave velocity models of the subsurface obtained

from acoustic FWI. I have concluded that elastic effects are typically small in marine

datasets, and can be ignored or addressed with the present strategy, but are important

for land datasets. Nevertheless, I have also shown a particular case in which elastic
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effects dramatically affect the quality of 3D FWI of a marine field dataset due to the

presence of a chalk layer close to the sea-bottom with non-zero shear wave velocity.

On the other hand, I have shown that visco-acoustic effects typically have a larger

impact on the quality of recovered models for marine datasets, and need to be ad-

dressed.

Next, I have used a strategy to mitigate elastic or visco-acoustic effects that consists

in modelling acoustic and elastic or visco-acoustic data prior or after an acoustic

inversion, followed by matching the elastic or visco-acoustic data to the acoustic data

and application of these filters to the observed data. This data-matching method

requires computation of matching filters, as well as estimates of vp/vs or Q.

The aim of the proposed data-matching method is to provide improved recovered P-

wave velocity models compared to those obtained after acoustic FWI of observed data,

and is two to three times (or just one time if using a variation of the approach in the

presence of strong elastic or visco-acoustic effects) more expensive than conventional

acoustic FWI, but much less so than elastic or visco-acoustic FWI in the time domain,

especially for 3D datasets.

The tests carried out in chapters 3 and 4 on synthetic datasets demonstrate that

this methodology is effective, and that it is able to improve the accuracy and level of

detail of the recovered P-wave velocity models. I have also studied its limitations in

the presence of noise or strong elastic or viscous effects, and have suggested additional

workflows that can overcome some of these limitations at the same cost or even at a

lower cost than the original workflows.

An important conclusion obtained from numerical experiments is that just approxi-

mate and smooth models of vp/vs and Q that are more accurate at the sea-bottom are

required to mitigate most of the elastic and visco-acoustic effects, respectively. This

is because the largest contrasts typically take place at the sea-bottom, and using an

estimate of these models and the proposed data-matching method is generally better

than not taking any action.

These conclusions have been then validated on field datasets, both to address elastic

and visco-acoustic effects for a 3D and a 2D marine datasets, respectively.

In the former, a smooth model for vp/vs has been estimated using the starting P-
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wave velocity model and taking into account the regional geology, which contemplates

the presence of a chalk layer. Whereas 3D FWI of the observed data leads to inac-

curate results, in which the chalk layered is dramatically thinned due to neglecting

elastic effects, the 3D model obtained after 3D FWI of the matched data preserves

the chalk layer, and introduces some additional useful information of the layers above

the chalk. Inversion of this 3D dataset has been possible because the inversion was

acoustic, but it would have been unaffordable to perform elastic FWI due to the large

computational burden, both in terms of runtime and memory requirements. However,

the results for this dataset are still preliminary results, and further research on the

vp/vs model and the matching parameters is necessary, as well as migration of the

data with the recovered velocity model for quality assessment.

For the second field dataset, an approximate 2D model of Q has been estimated

from near-offset data and using a method that is based on Gabor transforms of the

data. Subsequent application of the data-matching workflow results in a more de-

tailed subsurface model, in which the continuity of the layers is improved, especially

at the bottom of the model. The improvements have been verified by migrating the

data, observing the flatness of migrated gathers and the fit between migrated stacked

sections and the final recovered velocity models. However, the difference in compute

time with respect to visco-acoustic FWI in the time-domain is not large, especially

in 2D. Thus, the application of the data-matching workflow to address visco-acoustic

effects in 2D can be seen as a step previous to the application to account for visco-

elasticity.

There are several possible avenues for further research related with the current data-

matching workflow. Initially, I recommend implementing an automatic strategy to

choose the matching parameters within the data-matching code, which would result in

more reliable recovered models. Then, the present method could be used to mitigate

visco-elastic effects, which would require an additional estimate for the quality factor

for S-waves. This could lead into research to find more reliable estimates of vp/vs,

Qp and Qs, for instance by using hybrid local-global methods. The latter would be

suited if inverting for just a few parameters, as only approximate estimates of the
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latter are required.

Alternatively, other ways of mitigating elastic and viscous effects should be investi-

gated. One possibility is the implementation of machine learning techniques for this

purpose. For instance, the latter could be used to transform acoustic to elastic data

without the need of elastic modelling, which could reduce the computational time

significantly.

Nevertheless, more research on multi-parameter inversions should be simultane-

ously performed. If successful, the latter can be of great importance not only due

to improvements on the quality of P-wave velocity models, but also on the recovery

of other parameter classes that contain other useful information on the subsurface

properties.

7.2. 3D FWI of ultrasound data: breast and brain

imaging

The second part of this thesis has been dedicated to analyse the applicability and

feasibility of FWI to 2D and 3D ultrasound datasets of the breast and the brain.

The importance of breast imaging with ultrasound is significant, as successfully

imaging the breast with ultrasound waves would represent a safe, affordable and

reliable alternative to conventional mammographies, which use ionising radiation.

In particular, in this thesis I have shown the first application of 3D FWI of ultra-

sound data to image the breast, and demonstrated that low-frequency data (below

0.5MHz) is essential to recover a reliable model of the breast in which tumours can

be differentiated from masses of fat. In addition, I have shown that ignoring density

and absorption results in acceptable recovered models, but not accounting for the 3D

nature of the breast in FWI results in a model that contains off-plane effects.

These conclusions have also been validated on an in vivo dataset, in which little

information on the acquisition geometry, the starting model or the source wavelet was

provided. After careful transducer calibration, a source wavelet has been extracted

from the data with a relatively high central frequency, of 950 kHz, and 2D FWI has

been performed ignoring data at early times, as these were contaminated with co-
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herent noise. Due to the lack of low-frequency data, a starting model obtained from

TOF tomography was used, which resulted in a highly-detailed speed-of-sound model

of the breast in which a tumour and finer structure – possibly due to blood vessels,

lymphatic or milk ducts– can be observed. The latter shows a much higher level of

detail than the model obtained with conventional ray-based methods. Nonetheless,

these structures could correspond to other planes, and 3D data acquisition as well as

3D data inversion are required to separate the latter.

On the other hand, to my knowledge this is the first time in which non-invasive

ultrasound waves have been successfully used to image an adult human brain through

the skull. Unlike conventional ultrasound tomography, in which only reflections are

used, I have shown that neuro-imaging is possible if transmitted as well as reflected

ultrasound data are recorded, 3D effects are considered, low-frequency transducers are

used (below 1MHz) and 3D FWI is performed with some prior information on the

skull. Additional tests also indicate that density and absorption can be in principle

ignored without compromising the quality of the recovered models.

This research is of special importance as brain imaging with ultrasound could be

used to diagnose life-threatening brain injuries and diseases using non-ionising radia-

tion, at an affordable cost, with reliable information and faster than current methods

due to the portability of ultrasound systems, which could enable brain imaging at

the ambulance in the near future. For instance, I have demonstrated that FWI of

ultrasound can be used to differentiate between ischaemic and haemorrhagic strokes,

thus enabling a rapid intervention and the administration of the right medicine to the

patient. As an end result, this could improve the speed of recovery and the survival

rates of stroke patients.

However, there are aspects that still require further research. I have shown the

importance of having an approximate starting model of the skull in order to avoid

cycle-skipping effects, and I have presented two different methods for estimating a

starting model based on reflections at the skull. Although these methods show some

success and are encouraging, the latter should be improved and other strategies should

also be explored. One possibility is the application of machine learning algorithms to
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generate starting models based on the characteristics of the patient.

Another aspect that requires further attention is the optimisation of the inversion

code, perhaps using graphical processing units, in order to quickly obtain images of

the brain: this is key to improve survival rates. This might not be possible nowadays,

but will become a reality as computers get more powerful over the coming years.

More importantly, the hypotheses and conclusions drawn from this research on

neuro-imaging should also be validated against ex vivo and in vivo experiments.

This is now in process.
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A. Relation between absorption

coefficients in medical ultrasound

and geophysics

The loss of intensity of an ultrasound wave travelling a distance z through a medium

is expressed as:

I(z) = I0e
−µz (A.1)

in which I is the intensity of the wave after travelling through the medium, I0 is the

initial intensity and µ is the attenuation coefficient. Similarly, the pressure variation

p(z) within this distance is expressed as follows:

p(z) = p0e
−αz (A.2)

being p0 the initial pressure of the wave and α an attenuation coefficient such that

µ = 2α as I(z) = p2(z).

According to (Lowrie, 2007, page 135), the amplitude variation A(z) of a seismic

wave travelling through a medium is:

A(z) = A0e
− πz
Qλ (A.3)

In this equation, A0 is the initial amplitude, Q is the quality factor and λ is the

wavelength. Assuming we can record pressure data, the amplitude of the wave in

equation (A.3) corresponds to the pressure of the seismic waves, p(z). Equating

equations (A.2) and (A.3) and taking into account that µ = 2α and v = λf - being

233



v the velocity of propagation of the wave and f its frequency - we find the relation

between the attenuation coefficient in ultrasound imaging and the quality factor used

in seismics:

Q =
πf

αv
=

2πf

µv
(A.4)

The attenuation coefficient’s values given in the literature generally refer to µ as they

refer to intensity decay (Hoskins et al., 2010, pages 12-13). Moreover, this coefficients

are typically expressed in terms of the frequency, in other words:

µ = µff (A.5)

in which µf is expressed in dB ·cm−1 ·MHz−1. Hence, Q can be easily obtained from

the tables in the literature as:

Q =
2πf

µv
=

2π

µfv
(A.6)

Example 1: brain

We take a constant velocity for the brain of v = 1560m/s and an at-

tenuation coefficient of ultrasound waves of µf = 0.6 dB · cm−1 · MHz−1

according to (Culjat et al., 2010). Taking into account the conversion factor

µ(dB · cm−1) = 4.343µ(cm−1), we have that µf = 0.1382 · 10−4m−1Hz−1.

Substituting these values in equation (A.6) we have Q = 291.4387, i.e.

Q−1 = 0.0034.

Recall usual Q values on the earth are between 0.1 (high attenuation) and 100

(low attenuation), i.e. Q−1 are between 0.01 (low attenuation) and 10 (high

attenuation).
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Example 2: skull

We take a constant velocity for the skull of v = 2681m/s and an attenuation

coefficient of ultrasound waves of µf = 8.42 dB · cm−1 ·MHz−1 according to

(Culjat et al., 2010) (average of cortical and trabecular bones). Taking into

account the conversion factor µ(dB · cm−1) = 4.343µ(cm−1), we have that

µf = 1.9388 · 10−4m−1Hz−1. Substituting these values in equation (A.6) we

have Q = 12.0879, i.e. Q−1 = 0.0827.

Recall usual Q values on the earth are between 0.1 (high attenuation) and 100

(low attenuation), i.e. Q−1 are between 0.01 (low attenuation) and 10 (high

attenuation).
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B. Estimating a skull starting model:

method 1

The steps performed to estimate a model of speed-of-sound for the skull using method

1 as described in chapter 6 are now further elaborated.

Firstly, zero-offset data is extracted, and is plotted in Figures B.1a and B.1b for

all the 512 sources around the head.

The second step consists of picking the arrival time of the reflection corresponding

to the outer table of the skull. This can be done visually by inspecting Figures B.1a

and B.1b, as the reflection at the skull takes place after the reflection at the skin

and it has stronger amplitudes due to the larger impedance contrast at the boundary

(both due to velocity and density contrasts). However, doing this manually for various

datasets would mean long waiting times, which would delay the imaging of the brain

and any subsequent treatment. For this reason, I do this automatically by obtaining

the TOF using the Akaike information criterion (AIC) as proposed by Li et al. (2009),

which is typically used by seismologists to find the onset of a seismic arrival after an

earthquake (e.g. Zhang et al. (2003)). The use of this automatic picking technique is

not critical to the method, and other automatic picking techniques could be used, but

the former yields results that are accurate enough. After excluding the reverberations

due to the injection of the source (see Figure B.1a) and defining a window that is

long enough to include all the reflection at the skull, Figure B.1a shows the picked

arrival times corresponding to the onset of the reflection originated at the outer table

(white crosses).

Simultaneously, the same procedure can be repeated to find the onset of the re-

flection originated at the boundary between the inner table and the brain – this is
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Figure B.1.: Normal incicdence (zero-offset) reflection dataset obtained for the trans-
verse section of the head model with variable density and no attenuation
in Figure 6.7, in which travel-time picks for the onset of a) the reflection
at the outer table and b) at the inner table are overlaid (white crosses).

step 8 of method 1, but can be performed simultaneous with steps 2 to 7. I suggest

two possibilities to find the onset in time for the inner table: 1) utilise the shape of

the source wavelet and the fact that the skull always has two layers, and 2) use the

onset for the outer table plus a fixed time from an average velocity of the skull and

constant thickness.

For the first strategy, I observe that an approximate inner table can be obtained

when automatically picking the time corresponding to the inflection point between

the secondary maximum and the secondary minimum of the reflections at the skull –

these time picks are plotted in Figure B.1b as white crosses. This is due to the fact

that the source wavelet has three cycles and that the skull always has three interfaces,

but it may be different for a different wavelet. The second strategy does not depend

on the source wavelet, and is only based on an average estimate of the skull thickness

(which I choose to be 4mm). I test both strategies independently from now on,

and conclude that the second strategy gives the best results after applying strong

smoothing to the obtained starting model.

The picked arrival times are then used in step 3 to calculate the distance that a

wave has travelled from the source to the skull and back to the transducer. This

requires an assumption on the velocity through the medium in which the wave has

travelled. For the outer table, the reflected wave only crosses water and the outer
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skin, reaches the outer table and travels back to the transducer: thus, I assume an

average velocity slightly above the water velocity. For the inner skull, I split the

calculation in two using the onset for the outer table, and assume an average velocity

of 2600m/s – this is an approximate average of the velocity for the skull– from the

time corresponding to the outer table to the time corresponding to the inner table.

Neglecting the assumption on the velocities and provided the arrival times are correct,

the measured distances describe a circular area in which a reflection is possible, i.e.

in any direction. Figure B.2a shows the resulting circles for each source in which a

reflection at the outer table may have originated (the results for the inner table are

not plotted as the subsequent steps are the same as for the outer table, and only the

radii of the circles changes).

In step 4 of method 1, the tangent points between two neighbouring circles that are

closer to the centre of the model are computed, and plotted in Figure B.2b. Provided

the distance between two consecutive emitters is not large, the line that joints these

two tangent points is a good approximation of the outer table within that region.

This is because the surface of the skull needs to be tangent to each circle assuming

normal incidence and provided the sensors are not far from the skull, and the only

possibility to be tangent to two consecutive circles is that the skull is defined by

the tangent points between two circles. This assumes normal incidence and that

the spacing between transducers is not too large (there are 512 transducers for this

example).

Nevertheless, the extracted tangent points in Figure B.2b do not define the outer

table perfectly. This is in part due to the use of an automatic picking method, which

may introduce some errors. For this reason, Step 5 consists of removing outliers

before defining a polygon across all tangent points. This is done in three different

stages.

At the first stage, I compute the distance between a single tangent point and

all the others and I compute this for all extracted points, resulting in the distance

matrix plotted in Figure B.3a. Smoothing is then applied to this matrix, resulting in

Figure B.3b, and those points in which the difference between the original distance

matrix and the smooth distance matrix is larger than a certain threshold are removed.
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Figure B.2.: Succession of steps to find the outer table of the skull from reflection
data. From left to right and top to bottom in green, a) circles with
radii depending on the travel-time picks of the onset of the reflection, b)
tangent points between pairs of circles closer to the centre of the model,
removal of outliers after stages c) 1, d) 2 and e) 3, resulting in the clean
points in f), g) clean points after smoothing and h) interpolation and i)
polygon that goes through all the points (green line). The true model is
overlaid for comparison purposes.

This results in the matrix distance in Figure B.3c, in which a distance of zero has

been assigned to the outliers (i.e. blue row or column). This strategy is similar to
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that employed by Roy et al. (2011) to de-noise the distance matrix when calibrating

ultrasound data. In this case, it is useful to remove those points that are far from

neighbouring points. Figure B.2c displays the resulting points after removing outliers

(green crosses) as well as the outliers removed at stage 1 (red crosses).

Figure B.3.: Distance matrices obtained during removal of outliers in step 1 a) before
and b) after 2D smoothing. Those points in which the average distance
across a column or a raw have a difference with the smooth distance
matrix than a threshold are removed, and a distance value of zero is
given resulting in the distance matrix in c).

At the second stage, the coordinates of all remaining points are plotted as in Figure

B.4a, and 1D smoothing is applied to each coordinate, resulting in the panel in Figure

B.4b. Again, those points in which the variation in either of the two coordinates is

too sudden – i.e. so that the difference between the smooth and raw positions exceeds

a threshold– are removed, and a distance of zero is associated to these points (see

Figure B.4c). In this case, only two outliers are removed, as indicated in Figure B.2d.

At the third stage, the average and the standard deviation of the distance between

neighbouring points are computed, and those pairs of points with distances larger

than a certain threshold – which is based on the average and the standard deviation–

are removed. This process is repeated twice. Figure B.2e shows the clean points and

the outliers after the three stages to remove outliers, whereas Figure B.2f just displays

the points after having removed the outliers.

Next, 1D smoothing is applied to the vectors of x and y coordinates for each point

to avoid rough transitions, interpolation is applied (step 6) and a polygon that goes
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Figure B.4.: 1D plots of the spatial coordinates for the filtered tangent points after
step 1 a) before and b) after 1D smoothing. Those points in which
the difference between the smooth and raw coordinates is larger than a
certain threshold are removed, and assigned a zero distance value. This
results in the plot in panel c).

through all the points is defined (step 7). The results after the last three processing

steps are shown in Figures B.2g-i, respectively. The latter polygon defines the outer

table.

Steps 2 to 7 are then repeated in step 8 in order to find the inner table, using the

travel-time picks in Figure B.1b and those obtained from the outer table in Figure

B.1a and assuming a constant skull thickness of 4mm, as previously discussed. Fig-

ures B.5a and B.5c show the computed circles with centre at the source locations for

both strategies used to find the inner table, and the resulting polygons obtained after

steps 2 to 7 are respectively displayed in Figures B.5b and B.5d (the same threshold

values as for the outer table are used).

Finally, step 9 of method 1 consists of flooding the region between the outer and

inner tables with typical speed-of-sound values for the skull. Figure B.6 illustrates

how this is done for the two strategies to find the inner table, which leads to two

starting models.

First, the region between the outer and inner tables (as plotted in Figures B.6a and

B.6d for the two strategies to compute the inner table) is filled with zero values, and

anywhere else is set to one, followed by mild smoothing to have a smooth transition

from zero in the middle to one outside the skull. This is shown in Figures B.6b and

B.6e. Then, a linear interpolation is performed for each cell in the models, so that
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Figure B.5.: Plots for steps 3 and 7 of a) the circles corresponding to the inner table
(green cicles) and b) the extracted polygon (green line) for the first strat-
egy to pick the onset of the reflection at the inner table. The bottom
panels show the corresponding plots obtained for the second strategy
to pick the arrival times, obtained from the outer table plus a constant
thickness of the skull of 4mm. The true model of acoustic speed is
overlaid.

a cell with a value of zero has a speed-of-sound of 2200m/s, any cell with a value

of 0.4 has a speed-of-sound of 2800m/s and anything below this value is clipped to

1500m/s, which results in the models in Figures B.6c and B.6f. These are the starting

models used in Figures 6.16b and 6.16b (note the average relative error is computed

within this appendix with respect to the exact skull model, whereas it is computed

with respect to the true transverse section of the head in chapter 6).
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Figure B.6.: Final step to obtain a starting model for the skull using method 1. The
region between the outer and inner tables in a) is filled with zeros, ones
are assigned everywhere else and smoothing is applied, resulting in b).
This is then converted to typical velocities of the skull in c) by assigning
velocities to those regions with values between 0 and 0.4. The top panels
show the results obtained for the inner table computed with the first
strategy, whereas the bottom panels correspond to those obtained with
the second strategy (constant skull thickness).

The current method could potentially be extended to account for short offset re-

flections. This would require finding tangent points between two ellipses with their

focus at source and receiver positions. However, this has not yet been implemented.

Additionally, extension to 3D problems is in principle possible. This would require

computing tangent planes to spheres, rather than tangent points to circles. This has

also not been implemented at this stage.
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C. Permissions

This appendix contains documents related to permissions for each reproduced figure in

this thesis. Figures in chapters 3 and 5 are reproduced under the Creative Commons

Attribution Non-Commercial No Derivatives licence.
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Figure C.1.: Permission granted for Figures 2.1, 2.4 and 2.5. Signature has been
removed for privacy.
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Figure C.2.: Permission granted for Figure 2.2.
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Figure C.3.: Permission granted for Figure 2.3.

247



Bibliography

Agudo, O. C., da Silva, N. V., Warner, M., Kalinicheva, T., and Morgan, J. (2018a).

Adressing viscous effects in acoustic full-waveform inversion. Geophysics, (Under

review).

Agudo, O. C., da Silva, N. V., Warner, M., and Morgan, J. (2016). Acoustic

full-waveform inversion in an elastic world. In SEG Technical Program Expanded

Abstracts 2016, volume 24, pages 1058–1062. Society of Exploration Geophysicists.

Agudo, O. C., da Silva, N. V., Warner, M., and Morgan, J. (2018b). Acoustic

full-waveform inversion in an elastic world. Geophysics, 83(3):1–15.

Agudo, O. C., Guasch, L., Huthwaite, P., and Warner, M. (2018c). 3D imaging of

the breast using full-waveform inversion. In Proceedings of the International

Workshop on Medical Ultrasound Tomography, pages 99–110.

Agudo, O. C., Vieira da Silva, N., Warner, M., and Morgan, J. (2017). Addressing

viscous effects in acoustic full-waveform inversion. In 79th EAGE Conference and

Exhibition.

Aki, K. and Richards, P. G. (2002). Quantitative seismology. University Science

Books, second edi edition.

Alford, R. M., Kelly, K. R., and Boore, D. M. (1974). Accuracy of finite-difference

modelling of the acoustic wave equation. Geophysics, 39(6):834–842.

Alkhalifah, T. (2000). An acoustic wave equation for anisotropic media. Geophysics,

65(4):1239–1250.

248



Alsadi, H. N. (2016). Seismic hydrocarbon exploration. Springer International

Publishing.

Ames, W. F. (2014). Numerical methods for partial differential equations. Academic

Press.

Aminzadeh, F., Brac, J., and Kunz, T. (1997). 3-D salt and overthrust models.

Society of Exploration Geophysicists.

Ammar, G. S. and Gragg, W. B. (1988). Superfast solution of real positive definite

Toeplitz systems. SIAM Journal on Matrix Analysis and Applications, 9(1):61–76.

Asnaashari, A., Brossier, R., Garambois, S., Audebert, F., Thore, P., and Virieux,

J. (2013). Regularized seismic full waveform inversion with prior model

information. Geophysics, 78(2):R25–R36.

Auld, B. A. (1990). Acoustic fields and waves in solids. Krieger Publishing

Company.

Bai, T., Tsvankin, I., and Wu, X. (2017). Waveform inversion for attenuation

estimation in anisotropic media. Geophysics, 82(4):WA83–WA93.

Barnes, C. and Charara, M. (2009). The domain of applicability of acoustic

full-waveform inversion for marine seismic data. Geophysics,

74(6):WCC91–WCC103.

Belt, G. H., Felberg, R. A., Rubin, J., and Halperin, J. J. (2016). In-transit

telemedicine speeds ischemic stroke treatment: preliminary results. Stroke,

47(9):2413–2415.

Berenger, J. P. (1994). A perfectly matched layer for the absorption of

electromagnetic waves. Journal of Computational Physics, 114:185–200.

Bernard, S., Monteiller, V., Komatitsch, D., and Lasaygues, P. (2017). Ultrasonic

computed tomography based on full-waveform inversion for bone quantitative

imaging. Physics in Medicine & Biology, 62(17):7011–7035.

249



Beydoun, W. B. and Tarantola, A. (1988). First Born and Rytov approximations:

modeling and inversion conditions in a canonical example. The Journal of the

Acoustical Society of America, 83(3):1045–1055.

Bhakta, T. and Landro, M. (2013). Comparison of different rock physics models for

chalk reservoirs. In 10th Biennial International Conference & Exposition, page 7.

Blanch, J. O., Robertsson, J. O. A., and Symes, W. W. (1995). Modeling of a

constant Q : Methodology and algorithm for an efficient and optimally

inexpensive viscoelastic technique. Geophysics, 60(1):176–184.

Bojanczyk, A. W., Brent, R. P., and de Hoog, F. R. (1995). Stability analysis of a

general toeplitz systems solver. Numerical Algorithms, 10(2):225–244.

Bording, R. P., Gersztenkorn, A., Lines, L. R., Scales, J. A., and Treitel, S. (1987).

Applications of seismic travel-time tomography. Geophysical Journal

International, 90(2):285–303.

Bourgeois, A., Bourget, M., Lailly, P., Poulet, M., Ricarte, P., and Versteeg, R.

(1990). Marmousi, model and data. In The Marmousi Experience, pages 5–16.

Brent, R. P. (1988). Old and new algorithms for Toeplitz systems. Proceedings of

SPIE, Advanced Algorithms and Architectures for Signal Processing III, 975:2–9.

Brossier, R., Operto, S., and Virieux, J. (2009). Seismic imaging of complex onshore

structures by 2D elastic frequency-domain full-waveform inversion. Geophysics,

74(6):WCC105–WCC118.

Brossier, R., Operto, S., and Virieux, J. (2015). Velocity model building from

seismic reflection data by full-waveform inversion. Geophysical Prospecting,

63(2):354–367.

Bunch, J. R. (1985). Stability of methods for solving Toeplitz systems of equations.

SIAM Journal on Scientific and Statistical Computing, 6(2):349–364.

Bunge, S. A. and Kahn, I. (2009). Cognition: an overview of neuroimaging

techniques. Encyclopedia of Neuroscience, 2:1063–1067.

250



Bunks, C., Saleck, F. M., Zaleski, S., and Chavent, G. (1995). Multiscale seismic

waveform inversion. Geophysics, 60(5):1457–1473.

Butler, D. K. (2005). Near-surface geophysics. SEG Books.

Carcione, J. M. (2001). Wave fields in real media: wave propagation in anistropic,

anelastic and porous media, volume 31. Elsevier Science Ltd.

Carcione, J. M. (2009). Theory and modeling of constant- Q P- and S-waves using

fractional time derivatives. Geophysics, 74(1):T1–T11.

Carcione, J. M., Kosloff, D., and Kosloff, R. (1988a). Wave propagation simulation

in a linear viscoacoustic medium. Geophysical Journal International,

93(2):393–401.

Carcione, J. M., Kosloff, D., and Kosloff, R. (1988b). Wave propagation simulation

in a linear viscoelastic medium. Geophysical Journal International,

95(1988):597–61.

Causse, E., Mittet, R., and Ursin, B. (1999). Preconditioning of fullwaveform

inversion in viscoacoustic media. Geophysics, 64(1):130–145.

Causse, E. and Ursin, B. (2000). Viscoacoustic reverse-time migration. Journal of

Seismic Exploration2, 9:165–184.

Cerjan, C., Kosloff, D., Kosloff, R., and Reshef, M. (1985). A nonreflecting

boundary condition for discrete acoustic and elastic wave equations. Geophysics,

50(4):705–708.

Cerveny, V. (2001). Seismic ray theory. Cambrdige University Press.

Chan, V. and Perlas, A. (2011). Basics of ultrasound imaging. In Atlas of

Ultrasound-Guided Procedures in Interventional Pain Management, chapter 2,

pages 13–19. Springer New York, New York, NY.

Chapman, C. (2004). Fundamentals of seismic wave propagation. Cambridge

University Press.

251



Chapman, C., Hobro, J., and Robertsson, J. (2010). Elastic corrections to acoustic

finite-difference simulations. In SEG Technical Program Expanded Abstracts 2010,

pages 3013–3017. Society of Exploration Geophysicists.

Chapman, C. H., Hobro, J. W. D., and Robertsson, J. O. A. (2014). Correcting an

acoustic wavefield for elastic effects. Geophysical Journal International,

197(2):1196–1214.

Cheng, X., Jiao, K., Sun, D., and Vigh, D. (2015). A new approach of visco-acoustic

waveform inversion in the time domain. In SEG Technical Program Expanded

Abstracts, pages 1183–1187. Society of Exploration Geophysicists.

Claerbout, J. F. (1985). Fundamentals of geophysical data processing: with

applications to petroleum prospecting. Blackwell Scientific Publications.

Clayton, R. and Engquist, B. (1977). Absorbing boundary conditions for acoustic

and elastic wave equations. Bulletin of the Seismological Society of America,

67(6):1529–1540.

Correa, F., Enriquez, G., Rossello, J., Lucaya, J., Piqueras, J., Aso, C., Vazquez, E.,

Ortega, A., and Gallart, A. (2004). Posterior fontanelle sonography: an acoustic

window into the neonatal brain. American Journal of Neuroradiology,

25(August):1274–1282.

Courant, R., Friedrichs, K., and Lewy, H. (1967). On the partial difference

equations of mathematical physics. IBM Journal of Research and Development,

11(2):215–234.

Culjat, M. O., Goldenberg, D., Tewari, P., and Singh, R. S. (2010). A review of

tissue substitutes for ultrasound imaging. Ultrasound in Medicine and Biology,

36(6):861–873.

da Silva, N., Yao, G., Warner, M., Umpleby, A., and Debens, H. (2017). Global

visco-acoustic full waveform inversion. In 79th EAGE Conference & Exhibition,

pages 12–15.

252



Dai, N. and West, G. F. (1994). Inverse Q migration. In SEG Technical Program

Expanded Abstracts 1994, pages 1418–1421. Society of Exploration Geophysicists.

Danecek, P. and Seriani, G. (2008). An Efficient Parallel Chebyshev

Pseudo-spectral Method for Large Scale 3D Seismic Forward Modelling. In 70th

EAGE Conference & Exhibition, pages 9–12.

de Hoog, F. (1987). A new algorithm for solving Toeplitz systems of equations.

Linear Algebra and its Applications, 88-89:123–138.

Debens, H., Warner, M., and Umpleby, A. (2015a). Global anisotropic FWI. In 77th

EAGE Conference & Exhibition, pages 1–4.

Debens, H. A. (2015). Three-dimensional anisotropic full-waveform inversion. Phd

thesis, Imperial College London.

Debens, H. A., Warner, M., Umpleby, A., and da Silva, N. V. (2015b). Global

anisotropic 3D FWI. In SEG Technical Program Expanded Abstracts 2015, pages

1193–1197. Society of Exploration Geophysicists.

del Negro, C. (1996). Application of the Wiener filter to magnetic profiling in the

volcanic environment of Mt. Etna (Italy). Annali di Geofisica, 39(1):67–79.

Dmowska, R. (2010). Advances in geophysics. Academic Press.

Donnan, G. A., Fisher, M., Macleod, M., and Davis, S. M. (2008). Stroke. Lancet,

371(9624):1612–23.
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